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Preface
This volume contains the papers presented at the 31st International Symposium on Algorithms
and Computation (ISAAC 2020). ISAAC 2020 was held virtually on December 14–18, 2020
and was organized, together with IPEC 2020, by the Hong Kong Polytechnic University,
China. ISAAC 2020 provided a forum for researchers working in the areas of algorithms,
theory of computation, and computational complexity.
The technical program of the conference included 63 contributed papers. We received
202 submissions in response to the call for papers. Each submission received at least three
reviews. The program committee held electronic meetings using EasyChair. In the end,
the Program Committee selected 64 of the submissions for presentation at the symposium,
and two submissions were merged into a joint paper. The program committee selected the
following two papers as the co-winners of the ISAAC 2020 Best Paper Awards:
Gourds: a sliding-block puzzle with turning, by Joep Hamersma, Marc Van Kreveld, Yushi
Uno, and Tom van der Zanden; and
Counting 4-patterns in permutations is equivalent to counting 4-cycles in graphs, by
Bartlomiej Dudek and Pawel Gawrychowski.
The conference included two invited presentations, delivered by Sang-il Oum (Institute
for Basic Science and KAIST) and Ke Yi (Hong Kong University of Science and Technology).
Abstracts of their talks are included in this volume.
We wish to thank all the authors who submitted extended abstracts for consideration,
the program committee members for their scholarly efforts, and all external reviewers who
assisted in the evaluation process. Finally, we are grateful to the Hong Kong Polytechnic
University for financial support and the local organizers of ISAAC 2020 and IPEC 2020.
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problem. Informally, this natural problem seems to lie in an intermediate space between two
more well-studied problems of this type: Maximum Minimal Vertex Cover, for which the best
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achievable approximation ratio is n, and Upper Dominating Set, which does not admit any n1−
approximation. We confirm and quantify this intuition by showing the first non-trivial polynomial
time approximation for Max Min FVS with a ratio of O(n2/3 ), as well as a matching hardness of
approximation bound of n2/3− , improving the previous known hardness of n1/2− . Along the way,
we also obtain an O(∆)-approximation and show that this is asymptotically best possible, and we
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time-approximation trade-off is essentially tight: we show that under the ETH, for any ratio r and
3/2 1−
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1

Introduction

In a graph G = (V, E), a set S ⊆ V is called a feedback vertex set (fvs for short) if the
subgraph induced by V \ S is a forest. Typically, fvs is studied with a minimization objective:
given a graph we are interested in finding the best (that is, smallest) fvs. In this paper we
are interested in an objective which is, in a sense, the inverse: we seek an fvs S which is as
large as possible, while still being minimal. We call this problem Max Min FVS.
© Louis Dublois, Tesshu Hanaka, Mehdi Khosravian Ghadikolaei, Michael Lampis, and Nikolaos
Melissinos;
licensed under Creative Commons License CC-BY
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(In)approximability of Maximum Minimal FVS

MaxMin and MinMax versions of many famous optimization problems have recently
attracted much interest in the literature (we give references below) and Max Min FVS can
be seen as a member of this framework. Although the initial motivation for studying such
problems was a desire to analyze the worst possible performance of a naive heuristic, these
problems have gradually been revealed to possess a rich combinatorial structure that makes
them interesting in their own right. Our goal in this paper is to show that Max Min FVS
displays an interesting complexity behavior with respect to its approximability.
Our motivation for focusing on Max Min FVS is the contrast between two of its more
well-studied cousins: the Max Min Vertex Cover and Upper Dominating Set problems,
where the objective is to find the largest minimal vertex cover or dominating set respectively.
At first glance, one would expect Max Min VC to be the easier of these two problems:
both problems can be seen as trying to find the largest minimal hitting set of a hypergraph,
but in the case of Max Min VC the hypergraph has a very restricted structure, while in
UDS the hypergraph is essentially arbitrary. This intuition turns out to be correct: while
√
UDS admits no n1− -approximation [5], Max Min VC admits a n-approximation (but no
n1/2− -approximation) [9].
This background leads us to the natural question of the approximability of Max Min
FVS. Intuitively, one may be tempted to think that this problem should be harder than Max
Min VC, since hitting cycles is more complex than hitting edges, but easier than UDS, since
hitting cycles still offers us more structure than an arbitrary hypergraph. However, to the
best of our knowledge, no n1− -approximation algorithm is currently known for Max Min
FVS (so the problem could be as hard as UDS), and the best hardness of approximation
bound known is n1/2− [33] (so the problem could be as easy as Max Min VC).
Our main contribution in this paper is to fully answer this question, confirming and
precisely quantifying the intuition that Max Min FVS is a problem that lies “between”
Max Min VC and UDS: We give a polynomial-time approximation algorithm with ratio
O(n2/3 ) and a hardness of approximation reduction which shows that (unless P = NP) no
polynomial-time algorithm can obtain a ratio of n2/3− , for any  > 0. This completely
settles the approximability of the problem in polynomial time. Along the way, we also give
an approximation algorithm with ratio O(∆), show that no algorithm can achieve ratio ∆1− ,
for any  > 0, and improve the best known NP-completeness proof for Max Min FVS from
∆ ≥ 9 [33] to ∆ ≥ 6, where ∆ is the maximum degree of the input graph.
One interesting aspect of our results is that they have an interpretation from extremal
combinatorics which nicely mirrors the situation for Max Min VC. Recall that a corollary
√
of the n-approximation for Max Min VC [9] is that any graph without isolated vertices
√
has a minimal vertex cover of size at least n, and this is tight (see Remark 13). Hence,
the algorithm only needs to trivially preprocess the graph (deleting isolated vertices) and
then find this set, which is guaranteed to exist. Our algorithms can be seen in a similar
light: we prove that if one applies two almost trivial pre-processing rules to a graph (deleting
leaves and contracting edges between degree-two vertices), a minimal fvs of size at least n1/3
(and Ω(n/∆)) is always guaranteed to exist, and this is tight (Corollary 11 and Remark 12).
Thus, the approximation ratio of n2/3 is automatically guaranteed for any graph where we
exhaustively apply these very simple rules and our algorithms only have to work to construct
the promised set. This makes it somewhat remarkable that the ratio of n2/3 turns out to be
best possible.
Having settled the approximability of Max Min FVS in polynomial time, we consider the
question of how much time needs to be invested if one wishes to guarantee an approximation
ratio of r (which may depend on n) where r < n2/3 . This type of time-approximation trade-off
was extensively studied by Bonnet et al. [8], who showed that Max Min Vertex Cover
2
admits an r-approximation in time 2O(n/r ) and this is optimal under the randomized ETH.
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For Max Min FVS we cannot hope to obtain a trade-off with performance exponential in
√
n/r2 , as this implies a polynomial-time n-approximation. It therefore seems more natural
to aim for a running time exponential in n/r3/2 . Indeed, generalizing our polynomial-time
3/2
approximation algorithm, we show that we can achieve an r-approximation in time nO(n/r ) .
Although this algorithm reuses some ingredients from our polynomial-time approximation, it
is significantly more involved, as it is no longer sufficient to compare the size of our solution
to n. We complement our result with a lower bound showing that our algorithm is essentially
best possible under the randomized ETH for any r (not just for polynomial time), or more
precisely that the exponent of the running time of our algorithm can only be improved by
no(1) factors.
Related work. To the best of our knowledge, Max Min FVS was first considered by Mishra
and Sikdar [33], who showed that the problem does not admit an n1/2− approximation
(unless P = NP), and that it remains APX-hard for ∆ ≥ 9. On the other hand, UDS
and Max Min VC are well-studied problems, both in the context of approximation and
in the context of parameterized complexity [1, 5, 9, 11, 13, 14, 19, 28, 30, 34, 36]. Many
other classical optimization problems have recently been studied in the MaxMin or MinMax
framework, such as Max Min Separator [25], Max Min Cut [21], Min Max Knapsack
(also known as the Lazy Bureaucrat Problem) [3, 23, 24], and Max Min Edge Cover
[32, 26]. Some problems in this area also arise naturally in other forms and have been
extensively studied, such as Min Max Matching (also known as Edge Dominating Set
[29]) and Grundy Coloring, which can be seen as a Max Min version of Coloring [2, 6].
The idea of designing super-polynomial time approximation algorithms which obtain
guarantees better than those possible in polynomial time has attracted much attention in
the last decade [4, 10, 16, 18, 20, 22, 31]. As mentioned, the result closest to the timeapproximation trade-off we give in this paper is the approximation algorithm for Max
Min VC given by Bonnet et al. [8]. It is important to note that such trade-offs are only
generally known to be tight up to poly-logarithmic factors in the exponent of the running
time. As explained in [8], current lower bound techniques can rule out improvements in
the running time that shave at least n from the exponent, but not improvements which
shave poly-logarithmic factors, due to the state of the art in quasi-linear PCP constructions.
Indeed, such improvements are sometimes possible [4] and are conceivable for Max Min
VC and Max Min FVS. Lower bounds for this type of algorithm rely on the (randomized)
Exponential Time Hypothesis (ETH), which states that there is no (randomized) algorithm
for 3-SAT running in time 2o(n) .

2

Preliminaries

We use standard graph-theoretic notation and only consider simple loop-less graphs. For a
graph G = (V, E) and S ⊆ V we denote by G[S] the graph induced by S. For u ∈ V , G − u is
the graph G[V \ {u}]. We write N (u) to denote the set of neighbors of u and d(u) = |N (u)|
to denote its degree. For S ⊆ V , N (S) = ∪u∈S N (u) \ S. We use ∆(G) (or simply ∆) to
denote the maximum degree of G. For uv ∈ E the graph G/uv is the graph obtained by
contracting the edge uv, that is, replacing u, v by a new vertex connected to N (u) ∪ N (v).
In this paper we will only apply this operation when N (u) ∩ N (v) = ∅, so the result will
always be a simple graph.
A forest is a graph that does not contain cycles. A feedback vertex set (fvs for short) is a
set S ⊆ V such that G[V \ S] is a forest. An fvs S is minimal if no proper subset of S is
an fvs. It is not hard to see that if S is minimal, then every u ∈ S has a private cycle, that
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is, there exists a cycle in G[(V \ S) ∪ {u}], which goes through u. A vertex u of a feedback
vertex set S that does not have a private cycle (that is, S \ {u} is also an fvs), is called
redundant. For a given fvs S, we call the set F := V \ S the corresponding induced forest. If
S is minimal, then F is maximal.
The main problem we are interested in is Max Min FVS: given a graph G = (V, E), find
a minimal fvs of G of maximum size. Since this problem is NP-hard, we will be interested in
approximation algorithms. An approximation algorithm with ratio r ≥ 1 (which may depend
on n, the order of the graph) is an algorithm which, given a graph G, returns a solution of
size at least mmfvs(G)
, where mmfvs(G) is the size of the largest minimal fvs of G.
r
We make two basic observations about our problem: deleting vertices or contracting
edges can only decrease the size of the optimal solution.
I Lemma 1. Let G = (V, E) be a graph and u ∈ V . Then, mmfvs(G) ≥ mmfvs(G − u).
Furthermore, given any minimal feedback vertex set S of G − u, it is possible to construct in
polynomial time a minimal feedback vertex set of G of the same or larger size.
I Lemma 2. Let G = (V, E) be a graph, u, v ∈ V with N (u) ∩ N (v) = ∅ and uv ∈ E. Then
mmfvs(G) ≥ mmfvs(G/uv). Furthermore, given any minimal feedback vertex set S of G/uv,
it is possible to construct in polynomial time a minimal feedback vertex set of G of the same
or larger size.
Proof. Before we prove the Lemma we note that the contraction operation, under the
condition that N (u) ∩ N (v) = ∅, preserves acyclicity in a strong sense: G is acyclic if and
only if G/uv is acyclic. Indeed, if we contract an edge that is part of a cycle, this cycle must
have length at least 4, and will therefore give a cycle in G/uv. Of course, contractions never
create cycles in acyclic graphs.
Let G0 := G/uv, w be the vertex of G0 which has replaced u, v, V 0 = V (G0 ), and S be a
minimal fvs of G0 . We have two cases: w ∈ S or w 6∈ S.
In case w ∈ S, we start with the set S 0 = (S \ {w}) ∪ {u, v}. It is not hard to see that
0
S is an fvs of G. Furthermore, no vertex of S 0 \ {u, v} is redundant: for all z ∈ S \ {w},
there is a cycle in G0 [(V 0 \ S) ∪ {z}], therefore there is also a cycle in G[(V \ S 0 ) ∪ {z}].
Furthermore, we claim that S 0 \ {u, v} is not a valid fvs. Indeed, there must be a cycle
contained (due to minimality) in G1 = G0 [(V 0 \ S) ∪ {w}]. Therefore, if there is no cycle in
G2 = G[(V \ S 0 ) ∪ {u, v}], we get a contradiction, as G1 can be obtained by G2 by contracting
the edge uv and contracting edges preserves acyclicity. We conclude that even if S 0 is not
minimal, if we remove vertices until it becomes minimal, we will remove at most one vertex,
so the size of the fvs obtained is at least |S|.
In case w 6∈ S, we will return the same set S. Let F = V \ S, F 0 = V 0 \ S. By definition,
0
G [F 0 ] is acyclic. To see that G[F ] is also a forest, we note that G0 [F 0 ] is obtained from G[F ]
by contracting uv, and as we noted in the beginning, the contractions we use strongly preserve
acyclicity. To see that S is minimal, take z ∈ S and consider the graphs G1 = G[(V \ S) ∪ {z}]
and G2 = G0 [(V 0 \ S) ∪ {z}]. We see that G2 can be obtained from G1 by contracting uv. But
G2 must have a cycle, by the minimality of S, so G1 also has a cycle. Thus, S 0 is minimal
in G.
J

3

Polynomial Time Approximation Algorithm

In this section we present a polynomial-time algorithm which guarantees an approximation
ratio of n2/3 . As we show in Theorem 17, this ratio is the best that can be hoped for in
polynomial time. Later (Theorem 15) we show how to generalize the ideas presented here
to obtain an algorithm that achieves a trade-off between the approximation ratio and the
(sub-exponential) running time, and show that this trade-off is essentially optimal.
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On a high level, our algorithm proceeds as follows: first we identify some easy cases in
which applying Lemma 1 or Lemma 2 is safe, that is, the value of the optimal is guaranteed
to stay constant, namely deleting vertices of degree at most 1, and contracting edges between
vertices of degree 2. After we apply these reduction rules exhaustively, we compute a minimal
fvs S in an arbitrary way. If S is large enough (larger than n1/3 ), we simply return this set.
If not, we apply some counting arguments to show that a vertex u ∈ S with high degree
(≥ n2/3 ) must exist. We then have two cases: either we are able to construct a large minimal
fvs just by looking at the neighborhood of u in the forest (and ignoring S \ {u}), or u must
share many neighbors with another vertex v ∈ S, in which case we construct a large minimal
fvs in the common neighborhood of u, v.
Because our algorithm is constructive (and runs in polynomial time), we find it interesting
to remark an interpretation from the point of view of extremal combinatorics, given in
Corollary 11.

3.1

Basic Reduction Rules and Combinatorial Tools

We begin by showing two safe versions of Lemmas 1, 2.
I Lemma 3. Let G, u be as in Lemma 1 with d(u) ≤ 1. Then mmfvs(G − u) = mmfvs(G).
I Lemma 4. Let G, u, v be as in Lemma 2 with d(u) = d(v) = 2. Then mmfvs(G/uv) =
mmfvs(G).
Proof. Let G0 = G/uv, w be the vertex that replaced u, v in G0 , and V 0 = V (G0 ).
We only need to show that mmfvs(G) ≤ mmfvs(G0 ), as the other direction is given by
Lemma 2. Let S be a minimal fvs of G. We consider two cases:
If u, v 6∈ S, then we claim that S is also a minimal fvs of G0 . Indeed, G0 [V 0 \ S] is
obtained from G[V \ S] by contracting uv, so both are acyclic. Furthermore, for all z ∈ S,
G0 [(V 0 \ S) ∪ {z}] is obtained from G[(V \ S) ∪ {z}] by contracting uv, therefore both have a
cycle, hence no vertex of S is redundant in G0 .
If {u, v} ∩ S 6= ∅, we claim that exactly one of u, v is in S. Indeed, if u, v ∈ S, then
G[(V \ S) ∪ {u}] does not contain a cycle going through u, as u has degree 1 in this graph.
Without loss of generality, let u ∈ S, v 6∈ S. We set S 0 := (S \ {u}) ∪ {w} and claim that
S 0 is a minimal fvs of G0 . It is not hard to see that S 0 is an fvs of G0 , since it corresponds
to deleting S ∪ {v} from G. To see that it is minimal, for all z ∈ S 0 \ {w} we observe that
G0 [(V 0 \S 0 )∪{z}] obtained from G0 [(V \S)∪{z}] by deleting v, which has degree 1. Therefore,
this deletion strongly preserves acyclicity. Finally, to see that w is not redundant for S 0 we
observe that G[(V \ S) ∪ {u}] has a cycle, and this cycle must be present in G0 [(V 0 \ S 0 ) ∪ {w}],
which is obtained from the former graph by contracting uv.
J
I Definition 5. For a graph G = (V, E) we say that G is reduced if it is not possible to apply
Lemma 3 or Lemma 4 to G.
We now present a counting argument which will useful in our algorithm and states,
roughly, that if in a reduced graph we find a (not necessarily minimal) fvs, that fvs must
have many neighbors in the corresponding forest.
I Lemma 6. Let G = (V, E) be a reduced graph and S ⊆ V a feedback vertex set of G. Let
F = V \ S. Then, |N (S) ∩ F | ≥ |F4 | .
We note that Lemma 6 immediately gives an approximation algorithm with ratio O(∆).
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I Lemma 7. In a reduced graph G with n vertices and maximum degree ∆, every feedback
n
vertex set has size at least 5∆
.
I Remark 8. Lemma 6 is tight.

3.2

Polynomial Time Approximation and Extremal Results

We begin with a final intermediate lemma that allows us to construct a large minimal fvs in
any reduced graph that is a forest plus one vertex.
I Lemma 9. Let G = (V, E) be a reduced graph and u ∈ V such that G − u is acyclic.
Then it is possible to construct in polynomial time a minimal feedback vertex set S of G with
|S| ≥ d(u)/2.
I Theorem 10. There is a polynomial time approximation algorithm for Max Min FVS
with ratio O(n2/3 ).
Proof. We are given a graph G = (V, E). We begin by applying Lemmas 3,4 exhaustively in
order to obtain a reduced graph G0 = (V 0 , E 0 ). Clearly, if we obtain a |V 0 |1/3 approximation
in G0 , since the reductions we applied do not change the optimal, and we can construct a
solution of the same size in G, we get a |V 0 |2/3 ≤ |V |2/3 approximation ratio in G. So, in
the remainder, to ease presentation, we assume G is already reduced and has n vertices.
Our algorithm begins with an arbitrary minimal fvs S. This can be constructed, for
example, by starting with S = V and removing vertices from S until it becomes minimal. If
|S| ≥ n1/3 then we return S. Since the optimal solution cannot have size more than n, we
achieve the claimed ratio.
Suppose then that |S| < n1/3 . Let F be the corresponding forest. We have |F | >
n − n1/3 > n/2 for sufficiently large n. By Lemma 6, |N (S) ∩ F | ≥ n/8. Since |S| < n1/3
2/3
there must exist u ∈ S such that u has at least n 8 neighbors in F .
Let w ∈ F ∩ N (u). We say that w is a good neighbor of u if there exists w0 ∈ F ∩ N (u)
with w0 6= w and w0 is in the same tree of G[F ] as w. Otherwise w is a bad neighbor of u.
By extension, a tree of G[F ] that contains a good (resp. bad) neighbor of u will be called a
good (resp. bad) tree. Every vertex of N (u) ∩ F is either good or bad.
2/3
We have argued that |N (u) ∩ F | ≥ n 8 . We distinguish two cases: either u has at least
n2/3
16

good neighbors in F , or it has at least that many bad neighbors in F .
In the former case, we delete from the graph the set S \ {u} and apply Lemmas 3, 4
exhaustively again. We claim that the number of good neighbors of u does not decrease in
this process. Indeed, two good neighbors of u cannot be contracted using Lemma 4, since
they have a common neighbor (namely u). Furthermore, suppose w is the first good neighbor
of u to be deleted using Lemma 3. This would mean that w currently has no other neighbor
except u. However, since w is good, initially there was a w0 ∈ N (u) in the same tree of G[F ]
as w. The vertex w0 has not been deleted (since we assumed w is the first good neighbor
to be deleted). Furthermore, Lemmas 3, 4 cannot disconnect two vertices which are in the
same component, so we get a contradiction. We therefore have a reduced graph, where {u}
2/3
2/3
is an fvs, and d(u) ≥ n16 . By Lemma 9 we obtain a minimal fvs of size at least n32 , which
is an O(n1/3 ) approximation.
2/3
In the latter case, u has at least n16 bad neighbors in F . Consider a bad tree T . We
claim that T must have a neighbor in S \ {u}, because T has at least two leaves, at most
one of which is a neighbor of u (since T is bad). If the second leaf is not connected to S, it
will be deleted by Lemma 3. Furthermore, since u is connected to one vertex in each bad
2/3
tree, u is connected to at least n16 bad trees.

L. Dublois, T. Hanaka, M. Khosravian Ghadikolaei, M. Lampis, and N. Melissinos

3:7

We now find the vertex v ∈ S \ {u} such that v is connected to the maximum number of
1/3
bad trees connected to u. Since |S| ≤ n1/3 , v must be connected to at least n16 bad trees
connected to u. We now delete from the graph the set S \ {u, v} as well as all trees of G[F ],
except the bad trees connected to u, v. Furthermore, in each bad tree T connected to both
u, v let u0 ∈ T ∩ N (u) and v 0 ∈ T ∩ N (v) such that u0 , v 0 are as close as possible in T (note
that perhaps v 0 = u0 ). We delete all vertices of the tree T except those on the path from v 0
to u0 . Then, we contract all internal edges of this path (note that internal vertices of the
path are not connected to {u, v} by the selection of u0 , v 0 ). It is not hard to verify that, by
using Lemmas 1, 2, if we are able to produce a large minimal fvs in the resulting graph, we
obtain a solution for G. Furthermore, in the resulting graph, every bad tree T connected to
u, v has been reduced to a single vertex connected to u, v. So the graph is now either a K2,s ,
1/3
with s ≥ n16 , or the same graph with the addition of the edge uv. In either case, it is not
hard to see that starting with the fvs that contains all vertices except {u, v}, and making it
minimal, we obtain a solution of size at least s − 1 which gives an approximation ratio of
O(n2/3 ).
J
I Corollary 11. For any reduced graph G on n vertices we have mmfvs(G) = Ω(n1/3 ).
I Remark 12. Corollary 11 is tight.
Finally, we remark that a similar combinatorial point of view can be taken for the
related problem of Max Min VC, giving another intuitive explanation for the difference in
approximability between the two problems.
I Remark 13.pAny graph G = (V, E) without isolated vertices, has a minimal vertex cover of
size at least |V |, and this is asymptotically tight.

4

Sub-exponential Time Approximation

In this section we give an approximation algorithm that generalizes our n2/3 -approximation
and is able to guarantee any desired performance, at the cost of increased running time. On
a high level, our initial approach again constructs an arbitrary minimal fvs S and if S is
clearly large enough, returns it. However, things become more complicated from then on,
as it is no longer sufficient to consider vertices of S individually or in pairs. We therefore
need several new ideas, one of which is given in the following lemma, which states that we
can find a constant factor approximation in time exponential in the size of a given fvs. This
will be useful as we will use the assumption that S is “small” and then cut it up into even
smaller pieces to allow us to use Lemma 14.
I Lemma 14. Given a graph G = (V, E) on n vertices and a feedback vertex set S ⊆ V of
size k, it is possible to produce a minimal fvs S 0 of G of size |S 0 | ≥ mmfvs(G)
in time nO(k) .
3
I Theorem 15. There is an algorithm which, given an n-vertex graph G = (V, E) and a
3/2
value r, produces an r-approximation for Max Min FVS in G in time nO(n/r ) .
Proof. First, let us note that we may assume that r is ω(1), because if r is bounded by a
constant, then we can solve the problem exactly in the given time. To ease presentation, we
will give an algorithm with approximation ratio O(r). A ratio of exactly r can be obtained
by multiplying r with an appropriate (small) constant.
Our algorithm borrows several of the basic ideas from Theorem 10, but requires some
new ingredients (including Lemma 14). The first step is, again, to construct a minimal fvs S
in some arbitrary way, for example by setting S = V and then removing vertices from S until
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it becomes minimal. If |S| ≥ n/r we are done, as we already have an r-approximation, so we
simply return S. From this point, this algorithm departs from the algorithm of Theorem
10, because it is no longer sufficient to compare the size of the returned solution with a
function of n (we need to compare it to the actual optimal in order to obtain a ratio of r),
and because we need to partition S into non-trivial parts that contain more than one vertex.
The algorithm proceeds as follows:
√
Let k = d r e and partition S into k parts of (almost) equal size S1 , . . . , Sk . Our
algorithm proceeds as follows: for each i, j ∈ {1, . . . , k} (not necessarily distinct) consider
the graph Gi,j obtained by deleting all vertices of S \ (Si ∪ Sj ). Compute, using Lemma 14
a solution for Gi,j , taking into account that Si ∪ Sj is a feedback vertex set of this graph.
Output the largest of the solutions found, using Lemma 1 to transform them into solutions
of G (or output S if it is larger than all solutions).
The algorithm clearly runs in the promised time: |Si ∪ Sj | ≤ 2n
rk , so the algorithm of
O(n/r 3/2 )
Lemma 14 takes time n
and is executed a polynomial number of times.
Let us now analyze the approximation ratio of the produced solution. Let SOP T be
an optimal solution and let F := V \ S and FOP T = V \ SOP T be the induced forests
corresponding to S and to the optimal solution. We would like to argue that one of the
considered subproblems contains at least a 1r fraction of SOP T and that most (though not
all) of these vertices form part of a minimal fvs of that subgraph.
To be more precise, we will define the notion of “type“ for each u ∈ SOP T ∩ F . For each
such u there must exist a cycle in the graph G[FOP T ∪ {u}] (if not, this would contradict the
minimality of SOP T ). Call this cycle c(u) (select one such cycle arbitrarily if several exist).
The cycle c(u) must intersect S, as S is an fvs. Let v be the vertex of c(u) ∩ S closest to u on
the cycle. Let v 0 be the vertex of c(u) ∩ S that is closest to u if we traverse the cycle in the
opposite direction (note that v, v 0 are not necessarily distinct). Suppose that v ∈ Si , v 0 ∈ Sj
and without loss of generality i ≤ j. We then say that u ∈ SOP T ∩ F has type (i, j). In
this way, we define a type for each u ∈ SOP T ∩ F . Note that according to our definition, all
internal vertices of the path in c(u) from u to v (and also from u to v 0 ) belong in FOP T ∩ F .
According to the definition of the previous paragraph, there are k(k + 1)/2 ≤ r possible
types of vertices in SOP T ∩ F . Therefore, there must be a type (i, j) such that at least
|SOP T ∩F |
vertices have this type. We now concentrate on the graph Gi,j , for the type (i, j)
r
which satisfies this condition. Our algorithm constructed Gi,j by deleting all of S except
Si ∪ Sj . We would like to claim that this graph has a minimal feedback vertex set of size
comparable to |SOPrT ∩F | .
For the sake of the analysis, construct a minimal feedback vertex set S ∗ of Gi,j as follows:
we begin with the fvs S ∗ = SOP T ∩ (F ∪ Si ∪ Sj ) and the corresponding induced forest
F ∗ = FOP T ∩ (F ∪ Si ∪ Sj ). The set S ∗ is a feedback vertex set as it contains all vertices of
SOP T found in Gi,j and SOP T is a feasible feedback vertex set of all of G. We then make S ∗
minimal by arbitrarily removing redundant vertices. Call the resulting set S ∗∗ ⊆ S ∗ and the
corresponding induced forest F ∗∗ ⊇ F ∗ .
Our main claim now is that the number of vertices of S ∗ ∩ F of type (i, j) which were
“lost” in the process of making S ∗ minimal, is upper-bounded by |Si ∪ Sj |. Formally, we
claim that |{u ∈ (S ∗ ∩ F ) \ S ∗∗ | u has type (i, j)}| ≤ |Si ∪ Sj |. Indeed, consider such a
vertex u ∈ (S ∗ ∩ F ) \ S ∗∗ of type (i, j), let c(u) be the cycle that defines its type and v, v 0
the vertices of Si ∪ Sj which are closest to u on the cycle in either direction. All vertices of
c(u) in the paths from u to v and from u to v 0 belong to FOP T ∩ F , therefore also to F ∗ .
If u was removed as redundant, this means that v, v 0 must have been in distinct connected
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components at the moment u was removed from the feedback vertex set (and also that v, v 0
are distinct). However, the addition of u to the induced forest creates a path from v to v 0
in the induced forest and hence decreases the number of connected components (that is,
trees in the induced forest) containing vertices of Si ∪ Sj . The number of such connected
components cannot decrease more than |Si ∪ Sj | times, therefore, during the process of
making S ∗ minimal we may have removed at most |Si ∪ Sj | vertices of type (i, j) from S ∗ ∩ F .
Using the above analysis and the assumption that S ∗ contains at least |SOPrT ∩F | vertices
of type (i, j), we conclude that mmfvs(Gi,j ) ≥ |S ∗∗ | ≥ |SOPrT ∩F | − |Si ∪ Sj |. We now
T|
note that if |SOP T ∩ S| ≥ |SOP
, then S is already an r-approximation, so it is safe to
r
(r−1)|SOP T |
|
√ T , where again
√
assume |SOP T ∩ F | ≥
. Furthermore, |Si ∪ Sj | ≤ 2|S|
≤ 2|SrOP
r
r
r
we are assuming that S is not already an r-approximation. Putting things together we
|
|SOP T |
OP T |
√ T ≥
get mmfvs(Gi,j ) ≥ (r−1)|S
− 2|SrOP
r2
2r , for sufficiently large r. Hence, since
r
the algorithm will return a solution that is at least as large as
O(r)-approximation.

5

mmfvs(Gi,j )
,
3

we obtain an
J

Hardness of Approximation and NP-hardness

In this section we establish lower bound results showing that the approximation algorithms
given in Theorems 10 and 15 are essentially optimal, under standard complexity assumptions.

5.1

Hardness of Approximation in Polynomial Time

We begin by showing that the best approximation ratio achievable in polynomial time is
indeed (essentially) n2/3 . For this, we rely on the celebrated result of Håstad on the hardness
of approximating Max Independent Set, which was later derandomized by Zuckerman,
cited below.
I Theorem 16 ([27, 35]). For any  > 0, there is no polynomial time algorithm which
approximates Max Independent Set with a ratio of n1− , unless P = NP.
Starting from this result, we present a reduction to Max Min FVS.
I Theorem 17. For any  > 0, Max Min FVS is inapproximable within a factor of n2/3−
unless P = NP.
Proof. We give a gap-preserving reduction from Max Independent Set, which cannot be
approximated within a factor of n1− , unless P = NP. We are given a graph G = (V, E) on
n vertices as an instance of Max Independent Set. Recall that α(G) denotes the size of
the maximum independent set of G.
We transform G into an instance of Max Min FVS as follows: For every pair of u, v ∈ V ,
we add n vertices such that they are adjacent only to u and v. We denote by Iuv the set of
such vertices. Then Iuv is an independent set. Let G0 = (V 0 , E 0 ) be the constructed graph.
We now make the following two claims:

B Claim 18. mmfvs(G0 ) ≥ (n − 1) α(G)
2
Proof. We construct a minimal fvs of G0 as follows: let C be a minimum vertex cover of G.
Then we begin with the set that contains C and the union of all Iuv (which is clearly an fvs)
and remove vertices from it until it becomes minimal. Let S be the final minimal fvs. We
observe that for all u, v ∈ V \ C, S contains at least n − 1 of the vertices of Iuv . Since C is a
minimum vertex cover of G, there are α(G)
pairs u, v ∈ V \ C.
C
2
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B Claim 19. mmfvs(G0 ) ≤ n

2α(G)
2



+n

0
Proof. Let S be a minimal
 fvs of G and F be the corresponding forest. It suffices to show
2α(G)
that |S \ V | ≤ n 2 , since |S ∩ V | ≤ n. Consider now a set Iuv . If u ∈ S or v ∈ S,
then Iuv ∩ S = ∅, because all vertices of Iuv have at most one neighbor in F , and are
therefore redundant. So, Iuv contains (at most n) vertices of S only if u, v ∈ F . However,
|F ∩ V | ≤ 2α(G), because F is bipartite, so F ∩ V induces two independent sets, both of
which must be at most equal to the maximum independent set of G. So the number of pairs
u, v ∈ F ∩ V is at most 2α(G)
and since each corresponding Iuv has size n, we get the
2
promised bound.
C

The two claims together imply that there exist constants c1 , c2 such that (for sufficiently large n) we have c1 n(α(G))2 ≤ mmfvs(G0 ) ≤ c2 n(α(G))2 . That is, mmfvs(G0 ) =
Θ(n(α(G))2 ).
Suppose now that there exists a polynomial-time approximation algorithm which, given
0
)
a graph G0 , produces a minimal fvs S with the property mmfvs(G
≤ |S| ≤ mmfvs(G0 ),
r
that is, there exists an r-approximation for Max Min FVS. Running this algorithm on
2
the instance we constructed, we obtain that c1 n(α(G))
≤ |S| ≤ c2 n(α(G))2 . Therefore,
r
q
√
√α(G) ≤ c|S|n ≤ α(G). As a result, we obtain an O( r) approximation for the value of
2
rc2 /c1
√
α(G). We therefore conclude that, unless P = NP, any such algorithm must have r > n1− ,
for any  > 0, hence, r > n2− , for any  > 0. Since the graph G0 has N = Θ(n3 ) vertices,
we get that no approximation algorithm can achieve a ratio of N 2/3− .
J
We notice that in the construction of the previous theorem, the maximum degree of the
graph is approximately equal to the approximation gap. Thus, the following corollary also
holds.
I Corollary 20. For any positive constant , Max Min FVS is inapproximable within a
factor of ∆1− unless P = NP.

5.2

Hardness of Approximation in Sub-Exponential Time

In this section we extend Theorem 17 to the realm of sub-exponential time algorithms. We
recall the following result of Chalermsook et al.
I Theorem 21 ([12]). For any  > 0 and any sufficiently large r, if there exists an r1−
approximation algorithm for Max Independent Set running in 2(n/r) , then the randomized ETH is false.
We remark that Theorem 21, which gives an almost tight running time lower bound for
Max Independent Set, has already been used as a starting point to derive a similarly
tight bound for the running time of any sub-exponential time approximation for Max Min
VC. Here, we modify the proof of Theorem 17 to obtain a similarly tight result for Max
Min FVS. Nevertheless, the reduction for Max Min FVS is significantly more challenging,
because the ideas used in Theorem 17 involve an inherent quadratic (in n) blow-up of the
size of the instance. As a result, in addition to executing an appropriately modified version
of the reduction of Theorem 17, we are forced to add an extra “sparsification” step, and use
a probabilistic analysis with Chernoff bounds to argue that this step does not destroy the
inapproximability gap.
I Theorem 22. For any  > 0 and any sufficiently large r, if there exists an r-approximation
3/2 1−
algorithm for Max Min FVS running in 2(n/r ) , then the randomized ETH is false.
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Figure 1 The edge gadget of e = (u, v) in the constructed graph G.

5.3

NP-hardness for ∆ = 6

I Theorem 23. Max Min FVS is NP-hard on planar bipartite graphs with ∆ = 6.
Proof. We give a reduction from Max Min VC, which is NP-hard on planar bipartite
graphs of maximum degree 3 [36]. Note that the NP-hardness in [36] is stated for Minimum
Independent Dominating Set, but any independent dominating set is also a maximal
independent set (and vice-versa) and the complement of the minimum maximal independent
set of any graph is a maximum minimal vertex cover. Thus, we also obtain NP-hardness for
Max Min VC on the same instances.
We are given a graph G = (V, E). For each edge e = (u, v) ∈ E, we add a path of
length three from u to v going through two new vertices e(1) , e(2) (see Figure 1). Note that
(i) (i) (i)
u, e(1) , e(2) , v form a cycle of length 4. Then we add two cycles of length 4, e(i) , ce1 , ce2 , ce3
(i)
(i)
(i)
and e(i) , ce4 , ce5 , ce6 for i ∈ {1, 2}. Let G0 = (V 0 , E 0 ) be the constructed graph. Because
∆(G) = 3, we have ∆(G0 ) = 6. Moreover, since G is planar and bipartite, G0 is also planar
and bipartite. We will show that there is a minimal vertex cover of size at least k in G if
and only if there is a minimal feedback vertex set of size at least k + 4|E| in G0 .
Given a minimal vertex cover S of size at least k in G, we construct the set S 0 =
S
(1) (1) (2) (2)
S ∪ e∈E {ce1 , ce4 , ce1 , ce4 }. Then |S 0 | ≥ k + 4|E|. Let us first argue that S 0 is an fvs of
0
G . For each e = (u, v) ∈ E we have at least one of u, v ∈ S, without loss of generality
let u ∈ S. Now in G0 [V 0 \ S 0 ] the edges (e(1) , e(2) ) and (e(2) , v) are bridges and therefore
cannot be part of any cycle. The remaining cycles going through e(1) , e(2) are handled by
(1) (1) (2) (2)
{ce1 , ce4 , ce1 , ce4 }. Furthermore, since G0 [V \ S] is an independent set, it is also acyclic.
(i) (i)
To see that S 0 is a minimal fvs, we remark that for each ce1 , ce4 contained in S 0 there is a
private cycle in G0 [V 0 \ S 0 ]. We also note that since S is a minimal vertex cover of G, for
each u ∈ S, there exists v 6∈ S with e = (u, v) ∈ E. This means that u has the private cycle
formed by {u, v, e(1) , e(2) } in G0 [V 0 \ S 0 ]. Therefore, S 0 is a minimal fvs.
Conversely, suppose we are given a minimal fvs S 0 of G0 with |S 0 | ≥ k + 4|E|. We will
S
edit S 0 so that is contains only vertices in V 0 \ e∈E {e(1) , e(2) }, without decreasing its size.
First, suppose e(1) , e(2) ∈ S 0 , for some e ∈ E. We construct a new minimal fvs S 00 =
(2) (2)
(2)
S 0 \ {e(2) } ∪ {ce1 , ce4 } which is larger that S 0 , since by minimality we have cei 6∈ S 0 for
i ∈ {1, . . . , 6}. It is not hard to see that S 00 is indeed an fvs, as no cycle can go through e(2)
in G0 [V 0 \ S 00 ]. The two vertices we added have a private cycle, while all vertices of S 0 ∩ S 00
retain their private cycles, so S 00 is a minimal fvs. As a result in the remainder we assume
that S 0 contains at most one of {e(1) , e(2) } for all e ∈ E.
Suppose now that for some e = (u, v) ∈ E, we have S 0 ∩{u, v} =
6 ∅ and S 0 ∩{e(1) , e(2) } =
6 ∅.
(1) (1)
(1)
0
00
0
(1)
Without loss of generality, let e ∈ S . We set S = S \ {e } ∪ {ce1 , ce4 } and claim that
S 00 is a larger minimal fvs than S. Indeed, no cycle goes through e(1) in G0 [V 0 \ S 00 ], the new
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vertices we added to S 0 have private cycles, and all vertices of S 0 ∩ S 00 retain their private
cycles in G0 [V 0 \ S 00 ]. Therefore, we can now assume that if for some e = (u, v) ∈ E we have
S 0 ∩ {e(1) , e(2) } =
6 ∅ then u, v 6∈ S 0 .
For the remaining case, suppose that for some e = (u, v) ∈ E we have u, v 6∈ S 0 and
(1) (2)
(without loss of generality) e(1) ∈ S 0 . We construct the set S 00 = S 0 \ {e(1) } ∪ {ce1 , ce4 , u}.
(1) (1)
Note that |S 00 | ≥ |S 0 | + 2. It is not hard to see that S 00 is an fvs, since by adding ce1 , ce4 , v
to our set we have hit all cycles containing e(1) in G0 . The problem now is that S 00 is not
necessarily minimal. We greedily delete vertices from S 00 to obtain a minimal fvs S ∗ . We
claim that in this process we cannot delete more than two vertices, that is |S ∗ \ S 00 | ≤ 2.
(1) (2)
To see this, we first note that ce1 , ce4 , u cannot be removed from S 00 as they have private
cycles in G[V 0 \ S 00 ]. Suppose now that w1 ∈ S 00 \ S ∗ is the first vertex we removed from S 00 ,
so G0 [(V 0 \ S 00 ) ∪ {w1 }] is acyclic. This vertex must have had a private cycle in G0 [V 0 \ S 0 ],
which was necessarily going through u. Therefore, G0 [(V 0 \ S 00 ) ∪ {w1 }] has a path connecting
two neighbors of u and this path does not exist in G0 [(V 0 \ S 00 )]. With a similar reasoning,
removing another vertex w2 ∈ S 00 from the fvs will create a second path between neighbors of
u in the induced forest. We conclude that this cannot happen a third time, since |N (u)| ≤ 3,
and if we create three paths between neighbors of u, this will create a cycle. As a result,
|S ∗ | ≥ |S 0 |. We assume in the remainder that S 0 does not contain e(1) , e(2) for any e ∈ E.
Now, given a minimal fvs S 0 of G0 with |S 0 | ≥ k + 4|E| and S 0 ∩ (∪e∈E {e(1) , e(2) }) = ∅
we set S = S 0 ∩ V and claim that S is a minimal vertex cover of G with |S| ≥ k. Indeed S is
a vertex cover, as for each e = (u, v) ∈ E, if u, v 6∈ S 0 then we would get the cycle formed by
{u, v, e(1) , e(2) }. To see that S is minimal, suppose NG [u] ⊆ S 0 . We claim that in that case
u has no private cycle in G0 [V 0 \ S 0 ] (this can be seen by deleting all bridges in G0 [V 0 \ S 0 ],
which leaves u isolated). This contradicts the minimality of S 0 as an fvs of G0 . Finally, we
argue that |S 0 \ V | ≤ 4|E|, which gives the desired bound on |S|. Consider an e = (u, v) ∈ E.
(1) (1) (1)
S 0 cannot contain more than one vertex among ce1 , ce2 , ce3 , since any of these vertices hits
the cycle that goes through the others. With similar reasoning for the three other length-four
cycles we conclude that S 0 contains at most 4 vertices for each edge e ∈ E.
J

6

Conclusions

We have essentially settled the approximability of Max Min FVS for polynomial and subexponential time, up to sub-polynomial factors in the exponent of the running time. It would
be interesting to see if the running time of our sub-exponential approximation algorithm can
be improved by poly-logarithmic factors in the exponent, as in [4]. In particular, improving
3/2
the running time to 2O(n/r ) seems feasible, but would likely require a version of Lemma
14 which uses more sophisticated techniques, such as Cut&Count [7, 15, 17].
Another problem of similar spirit which deserves to be studied is Max Min OCT, where
an odd cycle transversal (OCT) is a set of vertices whose removal makes the graph bipartite.
This problem could also potentially be “between” Max Min VC and UDS, but obtaining a
n1− approximation for it seems much more challenging than for Max Min FVS.
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Abstract
The Longest Common Increasing Subsequence (LCIS) is a variant of the classical Longest Common
Subsequence (LCS), in which we additionally require the common subsequence to be strictly increasing.
While the well-known “Four Russians” technique can be used to find LCS in subquadratic time, it
does not seem directly applicable to LCIS. Recently, Duraj [STACS 2020] used a completely different
method based on the combinatorial properties of LCIS to design an O(n2 (log log n)2 / log1/6 n) time
algorithm. We show that an approach based on exploiting tabulation (more involved than “Four
√
Russians”) can be used to construct an asymptotically faster O(n2 log log n/ log n) time algorithm.
As our solution avoids using the specific combinatorial properties of LCIS, it can be also adapted for
the Longest Common Weakly Increasing Subsequence (LCWIS).
2012 ACM Subject Classification Theory of computation → Design and analysis of algorithms
Keywords and phrases Longest Common Increasing Subsequence, Four Russians
Digital Object Identifier 10.4230/LIPIcs.ISAAC.2020.4

1

Introduction

In the well-known Longest Common Subsequence problem we aim to find the length of the
longest subsequence common to two strings A[1..n] and B[1..n]. A textbook exercise is to find
it in O(n2 ) time [17], and using the so-called “Four Russians” technique this has been brought
down to O(n2 / log2 n) for constant alphabets [17] and O(n2 (log log n)2 / log2 n) [5] or even
O(n2 log log n/ log2 n) [11] for general alphabets. Recently, there was some progress in providing explanation for why a strongly subquadratic O(n2− ) time algorithm is unlikely [1,7], and
in fact even achieving O(n2 / log7+ n) would have some exciting unexpected consequences [2].
Other problems for which this technique has lead to subquadratic algorithms include Boolean
matrix multiplication [3] and regular expression matching [6, 14]. Interestingly, for the
well-known all-pairs shortest paths (APSP) problem, a long line of work brought nontrivial
polylogarithmic
improvements over the classical O(n3 ) solution, until Williams designed an
√
Ω( log n)
3
O(n /2
) time algorithm [18].
In this paper we consider a problem related to LCS defined as follows:
Problem: Longest Common Increasing Subsequence (LCIS)
Input: integer sequences A[1..n] and B[1..n]
Output: largest ` such that there exist indices i1 < . . . < i` and j1 < . . . < j` with the
property that (i) A[ik ] = B[jk ], for every k = 1, . . . , `, and (ii) A[i1 ] < . . . < A[i` ].
While this is less obvious than for LCS, LCIS can be also solved in O(n2 ) time [19]
(and in linear space [16]), and it can be proved that a strongly subquadratic algorithm
would refute SETH [10] (although faster algorithms are known for some special cases [13]).
However, as opposed to LCS, the usual “Four Russians” approach, that roughly consists in
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partitioning the DP table into blocks of size log n × log n, does not seem directly applicable
to LCIS. Very recently, Duraj [9] used a completely different approach based on some nice
combinatorial properties specific to LCIS to design a subquadratic O(n2 (log log n)2 / log1/6 n)
time algorithm. This brings the challenge of determining if 1/6 is the right exponent, or
maybe we can shave more than that from the time complexity?
√
Our contribution. We design a faster subquadratic O(n2 log log n/ log n) time algorithm
for LCIS. Interestingly, instead of using the combinatorial properties of LCIS as in the
previous work, we apply a technique based on exploiting tabulation (but differently than
in the classical “Four Russians” approach). This allows our algorithm to be modified to
solve the Longest Common Weakly Increasing Subsequence (LCWIS) problem (for which
an O(n2− ) time algorithm is also known to refute SETH [15]). This does not seem to be
the case for Duraj’s approach based on bounding the number of so-called significant symbol
matches, that for LCWIS might be Ω(n2 ). Throughout the paper we assume that A and
B are of the same length, and the goal is to calculate the length of LCIS. However, the
algorithm can be easily modified to avoid this assumption and recover the subsequence itself.
Overview of the paper. Our algorithm is based on combining two different procedures. By
√
appropriately selecting the parameters, the overall complexity becomes O(n2 log log n/ log n)
as explained in Section 5.
The first procedure described in Section 3 works fast when there are only few distinct
elements in both sequences. We start with a solution based on dynamic programming working
in O(t · n2 ) time, where t is the number of distinct elements in both sequences. Then, we
exploit tabulation to decrease its running time to O(t · n2 / log n).
The second procedure described in Section 4 is efficient when there are not too many
matching pairs, that is, pairs (i, j) such that A[i] = B[j]. The main idea is to calculate,
for every such pair, LCIS of A[1..i] and B[1..j] that ends with A[i] = B[j]. This is done by
applying an appropriate dynamic predecessor structure. This roughly follows the ideas of
Duraj, except that instead of using van Emde Boas trees we notice that, in fact, one can
plug in any balanced search trees with efficient split/merge.
In Section 6 we explain the necessary modification required to adapt our solution for
LCWIS.

2

Preliminaries

We work with sequences consisting of integers. For such a sequence A, we write A[i] to
denote the i-th element, and A[1..i] to denote the prefix of length i. |A| is the length of A.
Let σ be the sequence consisting of all distinct integers present in A and B, arranged
in the increasing order, and cnt(v) be the total number of occurrences of σ[v] in A and B.
Without loss of the generality we can assume that σ[v] = v, and write v instead of σ[v].
We call a pair of indices (x, y) a matching pair when A[x] = B[y]. Further, we call it a
v-pair when A[x] = B[y] = v.
We write LCIS(i, j) to denote LCIS(A[1..i], B[1..j]), that is, the longest increasing
common subsequence of A[1..i] and B[1..j]. We write LCIS → (i, j) to denote the longest
increasing common subsequence of A[1..i] and B[1..j] which includes both A[i] and B[j] (so
in particular, A[i] = B[j]).
Throughout the paper, log x denotes log2 x.
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First Solution (Few Distinct Elements)

In this section we describe an algorithm for finding LCIS in O(|σ| · n2 / log n) time.
Let dpv [i][j] denote the largest possible length of a sequence C such that:
1. C is an increasing common subsequence of A[1..i] and B[1..j],
2. C consists of elements not larger than v.
Then, our goal is to compute dp|σ| [n][n].
All |σ| · n2 entries in dp can be calculated in O(1) time each using the following recurrence:
(
dpv [i − 1][j − 1] + 1,
if A[i] = B[j] = v + 1,
dpv+1 [i][j] =
max{dpv [i][j], dpv+1 [i − 1][j], dpv+1 [i][j − 1]}, otherwise.
In order to decrease the time we will speed up calculating dpv+1 from dpv . Because calculating
dpv+1 only requires the knowledge of dpv , we will only keep the current dpv and update all
of its entries to obtain dpv+1 .
I Lemma 1. 0 ≤ dpv [i][j] − dpv [i][j − 1] ≤ 1 and 0 ≤ dpv [i][j] − dpv [i − 1][j] ≤ 1.
Proof. A subsequence of B[1..(j−1)] is still a subsequence of B[1..j], so dpv [i][j−1] ≤ dpv [i][j].
Consider a sequence C corresponding to dpv [i][j], and let C 0 be C without the last element.
Because C is a subsequence of B[1..j], C 0 is a subsequence of B[1..(j − 1)]. So, C 0 is an
increasing subsequence of A[1..i] and B[1..(j −1)], hence |C 0 | ≤ dpv [i][j −1]. As |C| = |C 0 |+1,
we conclude that dpv [i][j] ≤ dpv [i][j − 1] + 1. The second part of the lemma follows by a
symmetrical reasoning.
J
Instead of maintaining dpv , we keep another table dp0v [i][j] = dpv [i][j] − dpv [i][j − 1]
(where dpv [i][j] = 0 for j < 1). Due to Lemma 1, each entry of dp0v is either 0 or 1. This
allows us to store each row of dp0v by partitioning it into O(n/b) blocks of length b, with every
block represented by a bitmask of size b saved in a single machine word, where b = α log n
j
P
dp0v [i][k]. In addition
for some constant α ≤ 1 to be fixed later. By definition, dpv [i][j] =
k=1

to dp0v , we store the value of dpv [i][j] for every block boundary, so O(n2 /b) values overall.
This will allow us later to recover any dpv [i][j] in constant time by retrieving the value at
the appropriate block boundary and adding the number of 1s in a prefix of some bitmask.
We preprocess such prefix sums for every possible bitmask in O(2b · b) time and space. To
implement updates efficiently we also need the following lemma1 .
I Lemma 2. 0 ≤ dpv+1 [i][j] − dpv [i][j] ≤ 1
Proof. Because allowing using more elements cannot decrease the length, dpv [i][j] ≤
dpv+1 [i][j]. Let C be a sequence corresponding to dpv+1 [i][j], and let C 0 be C without
the last element. Because C is strictly increasing, the elements of C 0 are not larger than v,
so |C 0 | ≤ dpv [i][j]. Then, using |C 0 | + 1 = |C| we obtain that dpv+1 [i][j] − 1 ≤ dpv [i][j]. J
We now describe how to obtain the table storing the values of dp0v+1 by modifying
the table storing the values of dp0v . To this end, we use the recursion for dpv+1 [i][j] and
process the rows one-by-one. We start by copying the corresponding i-th row of dp0v , and
then update the entries going from left to right. In the j-th step, we would like to have
correctly determined the values of dp0v+1 [i][1], dp0v+1 [i][2], . . . , dp0v+1 [i][j] that together encode
1

This lemma does not hold for LCWIS.
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the values of dpv+1 [i][1], dpv+1 [i][2], . . . , dpv+1 [i][j]. However, during this process we are no
longer guaranteed that dpv+1 [i][j] ≤ dpv+1 [i][j + 1], To overcome this issue, we immediately
propagate each value to the right: after increasing dpv+1 [i][j] (by one due to Lemma 2) we
also increase every dpv+1 [i][k] equal to the original value of dpv+1 [i][j], for all k > j. This
translates into setting dp0v+1 [i][j] to 1 and setting dp0v+1 [i][k] to 0, for the smallest k > j
such that dp0v+1 [i][k] = 1, if such k exists. To implement this efficiently, we maintain k while
considering j = 1, 2, . . . , n in O(n) overall time. The details of this procedure are shown in
Algorithm 1.
Algorithm 1 Calculate the i-th row of dp0v+1 .
1: procedure CalculateRow(v, i)
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:

ptr ← 1
cur value ← 0
prv value ← 0
prv phase ← 0
for j = 1..n do
dp0v+1 [i][j] = dp0v [i][j]
for j = 1..n do
if ptr ≤ j then ptr ← j + 1
while ptr ≤ n and dp0v+1 [i][ptr] = 0 do
ptr ← ptr + 1
cur value ← cur value + dp0v+1 [i][j]
Pj
. cur value = j 0 =1 dp0v+1 [i][j 0 ] = max{dpv [i][j], dpv+1 [i][j − 1]}
. prv phase = dpv [i − 1][j − 1]
if A[i] = B[j] = v + 1 and cur value = prv phase then
dp0v+1 [i][j] ← 1
cur value ← cur value + 1
if ptr ≤ n then dp0v+1 [i][ptr] ← 0
prv phase ← prv phase + dp0v [i − 1][j]
prv value ← prv value + dp0v+1 [i − 1][j]
. prv value = dpv+1 [i − 1][j]
if cur value < prv value then
cur value ← prv value
dp0v+1 [i][j] ← 1
if ptr ≤ n then dp0v+1 [i][ptr] ← 0

We speed up Algorithm 1 by a factor of b by considering whole blocks of dp0v+1
instead of single entries. Consider a single block of dp0v+1 consisting of the values of
dp0v+1 [i][j], dp0v+1 [i][j + 1], . . . , dp0v+1 [i][j + b − 1], and assume that they have been already
partially updated by propagating the maximum. To calculate their correct values we need
the following information:
1. dp0v [i − 1][j], dp0v [i − 1][j + 1], . . . , dp0v [i − 1][j + b − 1],
2. dp0v+1 [i − 1][j], dp0v+1 [i − 1][j + 1], . . . , dp0v+1 [i − 1][j + b − 1],
3. dp0v+1 [i][j], dp0v+1 [i][j + 1], . . . , dp0v+1 [i][j + b − 1],
4. dpv [i − 1][j − 1],
5. dpv+1 [i − 1][j − 1],
6. dpv+1 [i][j − 1],
7. for which indices j, j + 1, . . . , j + b − 1 we have A[i] = B[j] = v + 1.
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In fact, we can rewrite the procedure so that instead of the values dpv [i − 1][j − 1], dpv+1 [i −
1][j − 1], dpv+1 [i][j − 1] only the differences dpv+1 [i − 1][j − 1] − dpv [i − 1][j − 1] and
dpv+1 [i][j − 1] − dpv+1 [i − 1][j − 1] are needed. By Lemma 1 and Lemma 2, both differences
belong to {0, 1}, so the whole information required for calculating the correct values consists
of 4b + 2 bits. Blocks dp0 are already stored in separate machine words, and we can prepare,
for every v, an array with the j-th entry set to 1 when B[j] = v, partitioned into n/b blocks
of length b, where each block is saved in a single machine word, in O(|σ| · n) time. This
allows us to gather all the required information in constant time and use a precomputed
table of size O(24b+2 ) that stores a single machine word encoding the correct values in a
block for every possible combination. Additionally, the table stores the number of 1s to the
right of the block that should be changed to 0. The table can be prepared in O(24b+2 · b)
time by a straightforward modification of Algorithm 1. Now we can update a whole block in
constant time by retrieving the precomputed answer, but then we still might need to remove
some 1s on its right. Instead of removing them one-by-one we work block-by-block. In more
detail, we maintain a pointer to the nearest block that might contain a 1. Let the number of
1s there be ` and the number of 1s that still need to be removed be s. As long as s > 0, we
remove min{`, s} leftmost 1s from the current block in constant time using a precomputed
table of size O(2b · b), decrease s by min{`, s}, and move to the next block. This amortises
to constant time per block over the row.
We set b = log5 n as to make the required preprocessing o(n). Then, the overall complexity
of the algorithm becomes O(|σ| · n2 / log n).

4

Second Solution (Rare Elements)

In this section we describe an algorithm for solving LCIS in O(

|σ|
P

(cnt(v))2 (1+log2 (n/cnt(v))))

v=1

time.
For every matching pair (x, y), we will compute LCIS → (x, y), called the result for (x, y).
The algorithm proceeds in phases corresponding to the elements of σ, and in the v-th
step computes the results for all v-pairs. During this computation we maintain, for every
r = 1, 2, . . . , n, a structure D(r) that allows us to quickly determine, given any (x, y), if there
exists an already processed matching pair (x0 , y 0 ) with result r such that x0 < x and y 0 < y.
Each D(r) is implemented using the following lemma.
I Lemma 3. We can maintain a set of points S ⊆ [n] × [n] under inserting a batch of u ≤ n
points in amortised O(u(1 + log nu )) time and answering a batch of q ≤ n queries of the form
“given (x, y), is there (x0 , y 0 ) ∈ S such that x0 < x and y 0 < y” in O(q(1 + log nq )) time.
Proof. We first describe a slower solution that achieves the claimed bounds only for q = u = 1,
and then extend it to larger values of q and u. For the latter, we could have also used
balanced search trees with dynamic finger property, such as the level linked (2,4)-trees [12].
However, this results in a somewhat complicated solution, and we opt for a self-contained
description. We also note that the related question of implementing basic operations on two
sets of size n and m, where m ≤ n, in time O(m log(n/m)) goes back to the work of Brown
and Tarjan [8].
We observe that if the current S contains two distinct points (xi , yi ) and (xj , yj ) with
xi ≤ xj and yi ≤ yj then there is no need to keep (xj , yj ). Thus, we keep in S only points
that are not dominated. Let (x1 , y1 ), . . . , (xk , yk ) be these points arranged in the increasing
order of x coordinates (observe that we cannot have two non-dominated points with the
same x coordinate). So, x1 < x2 < . . . < xk , where k ≤ n, and because the points are not
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dominated also y1 > y2 > . . . > yk . We store the x coordinates in a BST. This clearly allows
us to answer a single query (x, y) in O(log n) time by locating the predecessor of x. To
insert a point (x, y), we first check that it is not dominated by locating the predecessor of x.
Then, we might need to remove some of the subsequent x coordinates that correspond to
points that are dominated by (x, y). This can be efficiently implemented by maintaining a
doubly-linked list of all points, and linking each x coordinate with its corresponding point.
Insertion takes O(log n) time plus another O(log n) for every removed point, so O(log n)
amortised time, and a query concerning (x, y) reduces to finding the predecessor of x among
the xi s in O(log n) time.
We first explain how to process a batch of q queries. We first sort them in O(q(1+log(n/q)))
time using radix sort with base q. We use a BST that allows split and merge in O(log s)
time, where s is the number of stored elements, for example AVL trees. Additionally, we
store the size of the subtree in every node. Then we have the following easy proposition.
I Proposition 4. We can split BST into at most b smaller BSTs containing Θ(s/b) elements
each in O(b(1 + log sb )) time.
Proof. As long as there is a BST of size at least 2s/b we split it into two BSTs of
(roughly) equal sizes. Assuming for simplicity that both s and b are powersR of 2, this takes
Plog b−1
b
O( i=0 2i log(s/2i )) overall time, which can be bounded by calculating 1 log(s/x)dx =
O(b(1 + log(s/b))).
J
We split the BST into at most q smaller BSTs containing Θ(s/q) elements each, where s
is the number of stored elements, using Proposition 4. Because queries are sorted, we can
determine for each of them the relevant BST by a linear scan, and then query the relevant
BST in O(1 + log(s/q)) time, so O(q(1 + log nq )) overall.
8
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Figure 1 Processing a batch of 3 insertions, with the already existing and new points denoted by
circles and squares, respectively.

We now explain how to process a batch of u insertions. We start with determining which
of the new points are dominated by the already stored points in O(u(1 + log(s/u)) time
using the above method. This also allows us to determine, for each new point (x, y), the
range of already stored points (xi , yi ), (xi+1 , yi+1 ), . . . , (xj , yj ) that should be removed from
the structure because of inserting (x, y). See Figure 1. This takes additional O(`) time by
traversing the doubly-linked list, where ` is the number of points to be removed. As in a
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query, we split the BST into at most u smaller BSTs containing Θ(s/u) elements each, and
merge a sorted list of new points with the list of smaller BSTs in O(u(1 + log(s/u))) time.
Then, each range of the points that should be removed is either fully contained in a single
smaller BSTs, or consists of a prefix of a smaller BST, then a range of full smaller BSTs,
and finally a suffix of a smaller BSTs. By splitting a smaller BST in O(log(s/q)) time and
assigning a single credit to every stored element, we can hence implement all deletions in
O(u(1 + log(s/u))) time. Finally, we insert each new point into the appropriate smaller
BST. This might take more than O(log(s/u)) time per element if there are more than s/u
insertions to the same smaller BST. In such case, we build an AVL tree containing all these
` ≥ s/u new points in O(`) time, and then insert the Θ(s/q) already existing points there in
O(s/q log `) = O(` log(s/q)) time, and discard the smaller BST. Finally, we merge the BSTs
into pairs, quadruples, and so on. By the calculation from the proof of Proposition 4 this
also takes O(u(1 + log(u/b))) time.
J
Lemma 3 is already enough to binary search for the result of (x, y) in O(log2 n) time due
to the following property.
I Lemma 5. Consider any r and an already processed matching pair (x0 , y 0 ) with result r.
Then either r = 1 or there exists an already processed matching pair (x00 , y 00 ) with result r − 1
such that x00 < x0 and y 00 < y 0 .
Proof. Assume that r ≥ 2 and consider a sequence C which realises the result for (x0 , y 0 ).
Then C[1..|C| − 1] is an increasing subsequence of both A[1..(x0 − 1)] and B[1..(y 0 − 1)].
Let A[x00 ] and B[y 00 ] be its last elements in A and B, respectively. Then x00 < x0 , y 00 < y 0 ,
and A[x00 ] = B[y 00 ], so (x00 , y 00 ) is a matching pair, and because C is strictly increasing this
matching pair must have been already processed.
J
However, our goal is to spend O(1 + log2 (n/cnt(v))) time per every (x, y). We exploit
the following property.
I Lemma 6. Consider two v-pairs (x, y1 ) and (x, y2 ), where y1 < y2 . The result for (x, y2 )
is at least as large as for (x, y1 ).
Proof. Consider a sequence C which realises LCIS → (x, y1 ). Then, replacing y1 with y2 we
obtain a valid candidate for the value of LCIS → (x, y2 ).
J
Consider all v-pairs with the same x coordinate (x, y1 ), (x, y2 ), . . . , (x, ycnt(v) ). We binary
search for the result of (x, yi ) for i = cnt(v), . . . , 2, 1. By Lemma 6, in the i-th step we can
start with the result found in the (i + 1)-th step. Using exponential search [4], by convexity
of the log function the overall complexity becomes O(cnt(v)(1 + log(n/cnt(v)))). This is still
too slow, as every step involves a separate invocation of Lemma 3 and takes O(log n) time.
To obtain the final speed up, we process all x coordinates x1 , x2 , . . . , xcnt(v) together. The
high level idea is to synchronise all exponential searches and exploit the possibility of asking
a batch of queries.
We start with modifying the proof of Lemma 3 to allow for more general queries: given x,
we want to find the smallest y such that there exists (x0 , y 0 ) ∈ S with x0 < x and y 0 < y
(or detect that there is none). The modification is straightforward and does not increase
the time complexity. Now we can restate processing all pairs with the same x coordinates.
We start with a counter c initially set to n and i set to cnt(v). As long as i ≥ 1, we use
exponential search starting at c to find the result for (x, yi ). Let c0 be the found result. We
use the modified Lemma 3 to determine the smallest y such that c0 is the result for (x, y) and
then keep decreasing i as long as i ≥ 1 and yi > y. Then, we decrease c0 by 1 and repeat.
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We further reformulate processing all pairs with the same x coordinate. Consider a
conceptual complete binary tree on n leaves (without losing generality, n is a power of 2).
Every node corresponds to an interval [a, b], and by querying such a node we will understand
querying structure D(a) with the current (x, yi ). Consider the leaf corresponding to c.
Calculating c0 with exponential search can be phrased as starting at the leaf corresponding
to c and going up as long as the query at the current node fails (we only need to ask a query
if the previous node was the right child of the current node; otherwise, we can immediately
jump to the nearest ancestor with such property). After having reached the first ancestor
for which the query succeeds, we descend from its left child to the leaf corresponding to c0
by repeating the following step: if querying the right child of the current node succeeds we
descend to the right child, and otherwise we descend to the left child. See Figure 2.

Figure 2 Exponential search for the next node phrased as traversing the binary tree.

Now we are able to synchronize the exponential searches as follows. We traverse the
conceptual complete binary tree recursively: to traverse the subtree rooted at node u with
children u` and ur we (i) visit u, (ii) recursively traverse the subtree rooted at ur , (iii) visit
u again, (iv) recursively traverse the subtree rooted at u` . Thus, every node is visited twice.
We claim that when visiting the nodes of the conceptual complete binary tree using this
strategy, for any x coordinate we are always able to wait till we encounter the node that
should be queried next. This is formalised in the following lemma.
I Lemma 7. Let the result for (x, yi+1 ) be c and the result for (x, yi ) be c0 < c. All queries
necessary to calculate c0 can be answered during the traversal after the second visit to c and
before the second visit to c0 .
Proof. The calculation consists of two phases. First, we need to ascend from the leaf
corresponding to c, reaching its first ancestor u at which the query fails. Recall we only need
to ask queries if the previous node is the right child of the current node. For each such node
v we will be able to use second visit to v in the traversal. Thus, we will process all such
queries after the second visit to u. Then, we need to descend from the left child of u. In
every step, we query the right child vr of the current node v, and continue either in the left
or in the right subtree of v. To this end, we use the first visit to vr in the traversal.
J
For each x coordinate, by convexity of the log function, we need to query at most
O(cnt(v)(1 + log(n/cnt(v)))) nodes of the conceptual binary tree. Denoting by qu the number
P
of queries to a node u, we thus have u qu = s = O(cnt(v)2 (1 + log(n/cnt(v)))). Invoking
P
Lemma 3, the total time to answer all these queries is u qu (1 + log(n/qu )). By convexity
of the function f (x) = x log(n/x), this is maximised when all qu s are equal, but there are
only n of them, making the total time :
X
qu (1 + log(n/qu )) ≤ s(1 + log(n2 /s)) ≤ s(1 + log(n2 /cnt(v)2 ))
u

= O(cnt(v)2 (1 + log(n/cnt(v)))2 ).
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Combining Solutions

Let c be a parameter to be fixed later. We call v frequent if nc < cnt(v), and rare otherwise.
We partition the sequence σ into fragments. Each fragment is either a single frequent
element or a maximal range of rare elements. By definition of a frequent element and
maximality of fragments consisting of rare elements, we have O(c) fragments. We maintain
the dpv table as in the first solution, but we only update it after having processed a whole
fragment. So, when considering a fragment starting at v we only assume that the values
of dpv−1 can be accessed in constant time. For a fragment consisting of a single frequent
element, we proceed exactly as in the first solution. In the remaining part of the description
we describe how to process a fragment consisting of rare elements v, v + 1, . . ..
We consider all v 0 -pairs, for v 0 = v, v + 1, . . .. We will compute LCIS → (x, y) for each
such matching pair (x, y), and store it in the appropriate structure D(r) implemented as
described in Lemma 3. To compute the values of LCIS → (x, y) for all v 0 -pairs, we use parallel
exponential search as in the second solution with the following modification. To check if
LCIS → (x, yi ) > r, we need to consider two possibilities for the corresponding sequence C
ending at A[x] = B[yi ] = v 0 :
1. If C[|C| − 1] belongs to the same fragment then it is enough to check if D(r) contains a
pair (x0 , y 0 ) with x0 < x and y 0 < yi .
2. Otherwise, it is enough to check if dpv−1 [x][yi ] ≥ r.
Additionally, after having found c0 we need to keep decreasing i as long as i ≥ 1 and the
answer for (x, yi ) is c0 , and this needs to be tested in constant time per each such i. We
again need to consider two possibilities, and either compare yi with the value of y 0 found by
querying D(c0 − 1) with x, or test if dpv−1 [x][yi ] ≥ r in constant time. Overall, this incurs
only additional constant time per every step of the exponential search for every considered
matching pair.
After having considered all v 0 -pairs for the last element v 0 in the current fragment, we
need to compute dpv0 from dpv−1 and the calculated values of LCIS → . Of course, we want
to operate on dp0v0 and dp0v−1 instead of dpv0 and dpv−1 . This is done row-by-row. The i-th
row is computed in two steps.
First, we need to set dpv0 [i][j] = max{dpv0 [i − 1][j], dpv−1 [i][j]} for every j = 1, 2, . . . , n.
This is done by processing whole blocks in constant time and precomputing the result for
every possible combination of the following information:
1. dp0v0 [i − 1][j], dp0v0 [i − 1][j + 1], . . . , dp0v0 [i − 1][j + b − 1],
2. dp0v−1 [i][j], dp0v−1 [i][j + 1], . . . , dp0v−1 [i][j + b − 1],
3. dpv0 [i − 1][j − 1],
4. dpv−1 [i][j − 1].
This can be preprocessed in O(4b · b2 ) time after observing that, as in the first solution, only
the difference dpv0 [i − 1][j − 1] − dpv−1 [i][j − 1] is relevant and, additionally, it can be capped
at b (if it is bigger than b then we can set it to b). The time is O(n/b).
Second, we need to consider the values of LCIS → (i, j) computed for the current fragment.
If the result computed for a matching pair (i, j) is r then we need to update dpv [i][j 0 ] =
max{dpv [i][j 0 ], r}, for every j 0 ≥ j. This can be done by simultaneously scanning all such
js and the blocks. By maintaining the maximum r, we can update the value of dpv [i][j] at
the beginning of the block. Then, we consider all other j 0 s belonging to the same block,
and consider its corresponding result r0 . If dpv [i][j 0 ] ≥ r0 then this result is irrelevant, and
otherwise we must increase some of the values in the block by 1 (as dpv [i][j 0 − 1] is assumed to
have been already updated and due to Lemma 1). As in the first solution, this is implemented
by setting dp0v [i][j 0 ] = 1 and changing the nearest 1 into 0. Overall, the time is bounded by
the number of considered matching pairs plus additional O(n/b) time.
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We set b = log5 n so that the preprocessing time is o(n). For each frequent element we
spend O(n2 /b) time, so O(n2 /b · c) overall. For each fragment consisting of rare elements, the
time is O(cnt(v)2 log2 (n/cnt(v))) for every v to compute the results, and then O(n2 /b) plus
the number of results. Using cnt(v) ≤ n/c, where c is sufficiently large, and calculating the
derivative of f (x) = x log2 (n/x) we upper bound cnt(v) log2 (n/cnt(v)) ≤ n/c · log2 c for every
P
rare v, so the overall time is O(n2 /b · c + n/c · log2 c v cnt(v)) = O(n2 /b · c + n2 /c · log2 c).
√
√
Choosing c = log n log log n we obtain an algorithm working in O(n2 log log n/ log n)
time.

6

Longest Common Weakly Increasing Subsequence

In this section we explain how to modify the algorithm to solve the weakly increasing version
of the problem. We adapt both solutions without changing their complexity as explained
below, and then combine them using the same threshold for the frequent/rare elements to
√
arrive at O(n2 log log n/ log n) complexity.

6.1

First solution

We define dp as in the algorithm for LCIS. It can be calculated using the following recurrence
(slightly different than for LCIS):
(
dpv+1 [i − 1][j − 1] + 1,
if A[i] = B[j] = v + 1,
dpv+1 [i][j] =
max{dpv [i][j], dpv+1 [i − 1][j], dpv+1 [i][j − 1]}, otherwise.
The proof of Lemma 1 still holds, so we can store a table dp0 and retrieve any value of dp
from dp0 in constant time.
Algorithm 1 stays essentially the same so we skip a detailed explanation. The speed up is
implemented by considering whole blocks of dp0v+1 instead of single entries. Consider a single
block of dp0v+1 consisting of the values of dp0v+1 [i][j], dp0v+1 [i][j + 1], . . . , dp0v+1 [i][j + b − 1],
and assume that they have been already partially updated by propagating the maximum.
To calculate their correct values we need the following information:
1. dp0v+1 [i − 1][j], dp0v+1 [i − 1][j + 1], . . . , dp0v+1 [i − 1][j + b − 1],
2. dp0v+1 [i][j], dp0v+1 [i][j + 1], . . . , dp0v+1 [i][j + b − 1],
3. dpv+1 [i − 1][j − 1],
4. dpv+1 [i][j − 1],
5. for which indices j, j + 1, . . . , j + b − 1 we have A[i] = B[j] = v + 1.
Once again we can rewrite the procedure so that instead of the values dpv+1 [i − 1][j − 1]
and dpv+1 [i][j − 1] only the difference dpv+1 [i][j − 1] − dpv+1 [i − 1][j − 1] is needed. By
Lemma 1, the difference belongs to {0, 1}, so the whole information required for calculating
the correct values consists of 3b + 1 bits. This allows us to update the whole table in O(n2 /b)
as for LCIS.
We set b = log4 n as to make required preprocessing o(n). Overall complexity of the
algorithm becomes O(|σ|n2 / log n).

6.2

Second solution

Calculating the result for each v-pair consists of two phases. In the first phase, for each
v-pair (x, y), we calculate the result assuming that all previous elements in the subsequence
are strictly smaller than v. In the second phase, we calculate the result assuming that the
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previous element is also equal to v. The first phase can be implemented exactly as for LCIS
in O(cnt(v)2 (1 + log2 (n/cnt(v)))) time. We now focus on explaining how to implement the
second phase. Let prevA [x] denote the greatest x0 fulfilling A[x0 ] = A[x], if there is no such
then prevA [x] = 0. Similarly we define prevB [y], both arrays can be prepared in negligible
O(n log n) time.
We analyze all v-pairs in the increasing order of rows and columns. Consequently, when
analysing a pair (x, y), for all other v-pairs with x0 ≤ x, y 0 ≤ y we have already correctly
calculated LCW IS → (x0 , y 0 ). The proof of Lemma 6 still holds for LCWIS, and implies that
among all other v-pairs (x0 , y 0 ) such that x0 ≤ x and y 0 ≤ y the pair (prevA [x], prevB [y]) has
the largest result. We can calculate LCW IS → (x, y) as the maximum of the result computed
in the first phase and LCW IS → (prevA [x], prevB [y]) + 1.
The second phase takes only O(cnt(v)2 ) time, so the overall complexity remains
O(cnt(v)2 (1 + log2 (n/cnt(v)))).

7

Conclusions

√
The O(n2 log log n/ log n) complexity does not seem to be right answer yet, at least for
LCIS. It seems to us that one can apply the combinatorial bound of Duraj on the number of
significant pairs, and combine it with our approach, to achieve an even better complexity.
However, as this does not seem to result in a clean bound of (say) O(n2 / log n) yet, we leave
determining the exact complexity for future work.
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Introduction

Clustering is a frequently encountered problem in computer science and has applications
in many fields related to unsupervised learning. Different objectives have been introduced
to estimate the quality of clustering results. Among them, the k-median and k-means cost
functions are perhaps the most popular versions. In the k-median problem, we are given
a set of clients and a set of facilities located in a metric space. The goal is to open a set
of no more than k facilities, such that the sum of distance from each client to its nearest
opened facility is minimized. The k-means problem is the same as the k-median problem,
except that the clustering cost is measured by the squared distance for each client to its
corresponding facility.
© Qilong Feng, Zhen Zhang, Ziyun Huang, Jinhui Xu, and Jianxin Wang;
licensed under Creative Commons License CC-BY
31st International Symposium on Algorithms and Computation (ISAAC 2020).
Editors: Yixin Cao, Siu-Wing Cheng, and Minming Li; Article No. 5; pp. 5:1–5:17
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

5:2

A Unified Framework of FPT Approximation Algorithms for Clustering Problems

Both the k-median and k-means problems are NP-hard [21]. This leads to considerable
efforts on obtaining approximation algorithms for the problems. The first constant factor
approximation for k-median was given by Charikar et al. [12], who showed that LP-rounding
yields a 6 23 -approximation. The approximation guarantee was later improved by a series
of work [26, 25, 5, 31] to the current best ratio of 2.675 +  [11]. For the k-means problem,
Gupta and Tangwongsan [23] gave that a simple local search algorithm yields a 25 + 
approximation. Ahmadian et al. [3] later gave a (9 + )-approximation algorithm using a
primal-dual method.
A commonly used way for relaxing the k-median and k-means problems is to assume
that k is a fixed parameter. It was known that both problems are W[2]-hard if parameterized
by k [21], implying that it is impossible to exactly solve the problems in FPT(k) time. However,
this negative result does not rule out the possibility of obtaining better approximation ratios
in FPT(k) time. Cohen-Addad et al. [14] showed that FPT(k)-time algorithms based on
coresets yield (1 + 2/e + )-approximation and (1 + 8/e + )-approximation for k-median
and k-means, respectively. Similar improvements have been achieved for other clustering
problems such as capacitated k-median [15, 2], capacitated k-means [15], facility location [14],
lower-bounded k-median [7, 8], and k-median with outliers [20] using FPT algorithms.
A crucial property used in the algorithms for the k-median and k-means problems is that
all clients of a cluster lie fully in the Voronoi cell of the corresponding facility. However, in
many applications involving clustering, clients are correlated and their clustering needs some
additional constraints to ensure the legitimacy of the clustering result. One such example
is the capacitated k-median problem, where the size of each cluster should be less than
the capacity of the corresponding facility. In such applications, the clusters are no longer
obtained from the Voronoi cell of the opened facilities, which means that the partition of
clients and locations of the opened facilities in an optimal solution might be quite arbitrary.
We curtly remark on the commonly used techniques to show the obstacles in obtaining FPT
approximation algorithms in such settings.
Several sampling based FPT(k)-time algorithms yield (1 + )-approximation for clustering
problems in Euclidean space [30, 27, 28, 17, 9, 19]. The idea behind these algorithms
is to exploit the fact that the location of the corresponding facility of a cluster can be
approximated by the centroid of a small subset sampled from the cluster. The difficulty in
extending this approach to the problems in the considered class is due to the constraints
associated with the facilities and clients. For instance, in the lower-bounded k-median
problem, the facilities have non-uniform lower bounds on the number of assigned clients.
In such settings, it is quite hard to identify the clients from a cluster and the corresponding
facility based on such approximate location. Moreover, these algorithms rely heavily
on the properties of Euclidean space and seem difficult to be applied to general metric
spaces. Indeed, assuming the Gap-Exponential Time Hypothesis, Cohen-Addad et al. [14]
showed that in general metric spaces, any (1 + 2/e − )-approximation algorithm for
k-median and (1 + 8/e − )-approximation algorithm for k-means have running time no
f ()
better than nk .
Coreset construction is a commonly used technique for designing FPT algorithms for
clustering problems [13, 15, 14]. A coreset is a set of weighted clients such that one can
get an approximation solution by minimizing the objective function on the coreset. Space
decomposition is a frequently used approach for constructing such coresets. In [13, 15, 14],
the space partition is given by a set of rings centered at a bi-criteria constant factor
approximation to the problems. The clients located in each ring are replaced by a single
client whose weight equals the number of clients in the ring. This yields coresets of size
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poly(log n, k) for the considered problems. FPT-time approximation algorithms can then
be obtained by performing enumeration methods on such coresets. Unfortunately, it
is still unknown that whether such approach works for many widely-studied clustering
problems, such as lower-bounded clustering [36], and fault tolerant clustering [24]. The
challenge lies in the fact that the loss in the approximation ratio induced by each ring
is difficult to analysis due to the additional constraints. How to approximate the input
data by a small coreset in these problems is not clear.

1.1

Our techniques and results

We propose a reduced search space technique to design FPT approximation algorithms for
clustering problems. Let D and F denote the given sets of clients and facilities respectively,
where |D ∪ F | = n. For each i, j ∈ D ∪ F, let ∆(i, j) denote the distance and squared distance
from i to j for k-median and k-means, respectively. For each i ∈ D ∪ F and A ⊂ D ∪ F,
P
define Φ(i, A) = minj∈A ∆(i, j) and ∆(A, i) = j∈A ∆(j, i). The reduced search space can
be formally defined as follows.
I Definition 1 ((k, )-reduced search space). Given a set D of clients and a set F of facilities
in a metric space, an integer k > 0, and a real number 0 <  ≤ 1, a subset H ⊂ D is called
a (k, )-reduced search space if for any partition D = {D1 , . . . , Dk } of D and any subset
Pk
Pk
C = {c1 , . . . , ck } of F, we have t=1 |Dt |Φ(ct , H) ≤ (1 + ) t=1 ∆(Dt , ct ) with constant
probability.
A reduced search space is a client set that has the guarantee of containing a set of clients
close to the facilities opened in the unknown optimal solution. We consider the uniform
capacitated k-median problem [15] for an example to illustrate the power of such a reduced
search space. Let D∗ = {D1∗ , . . . , Dk∗ } denote the partition of D and C ∗ = {c∗1 , . . . , c∗k } be the
set of opened facilities in an optimal solution, where the clients from Dt∗ are assigned to c∗t
for each t ∈ [k]. Let H be a (k, )-reduced search space. Define ht = arg minj∈H ∆(j, c∗t ) and
ct = arg mini∈F ∆(i, ht ). With constant probability, we have
k
X
t=1

∆(Dt∗ , ct )

≤

k
X

∆(Dt∗ , ht )

t=1

≤ (3 + 2)

+

k
X

|Dt∗ |∆(c∗t , ht )

t=1
k
X

≤

k
X
t=1

∆(Dt∗ , c∗t )

+2

k
X

|Dt∗ |∆(c∗t , ht )

t=1

∆(Dt∗ , c∗t ),

t=1

where the first two steps follow from triangle inequality, and the last step is due to the
definition of reduced search space. This implies that a (3 + O())-approximation solution can
be easily found by enumerating the nearest facility to each j ∈ H with constant probability,
which takes |H|k nO(1) time. The success probability can be boosted to 1 − λ−1 for any λ > 1
by repeatedly running the algorithm for O(log λ) times.
In this paper, we show the advantages of reduced search spaces in the task of designing
FPT algorithms, which include
We show that the reduced search space is quite universal, based on which a unified
framework for designing FPT approximation algorithms for a set of clustering problems is
given. These problems include lower-bounded clustering [36], capacitated clustering [10],
clustering with service installation costs [34], fault tolerant clustering [24], and priority
clustering [29]. Our framework combines the reduced search space with a problem-specific
selection algorithm to obtain the desired approximation solution. Note that the selection
algorithms for the problems may not be as trivial as shown in the example (e.g., k-median
with non-uniform capacities). The selection algorithms are given in Section 3.
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The running time of our algorithms depend heavily on the size of the reduced search
space. It seems intuitively that a reduced search space should be quite large, since there
are nO(k) choices of the partition D of D and the set C of opened facilities. The main
challenge of applying reduced search space to design FPT algorithms is how to construct
a small reduced search space. In this paper, we show, somewhat surprisingly, that a set
of O(k−3 ) clients greedily sampled from D is a (k, )-reduced search space.
We summarize our results in Table 1 and the following paragraphs. We expect that our
framework will be useful in other clustering problems and of broader interest.
1. Capacitated clustering. In this problem, each facility has a capacity, and the number
of clients assigned to each open facility should be no more than the capacity of the facility.
The current best approximation ratios for both the problems of capacitated k-median
and k-means are O(log k). Our framework yields a (3 + )-approximation algorithm for
capacitated k-median and a (9 + )-approximation algorithm for capacitated k-means that
run in FPT(k) time. The approximation ratios are the same as that of the coresets-based
FPT algorithms given by Cohen-Addad and Li [15]. However, our algorithms are simpler
and only use random sampling.
2. Lower-bounded clustering. This problem generalizes the standard clustering problem
in that each facility is associated with a lower bound, and the number of clients assigned
to each facility should be more than the corresponding lower bound. Bera et al. [7, 8]
gave a (3.736 + )-approximation algorithm for the k-median with uniform lower bounds
problem, which runs in FPT(k) time. The problem remains elusive for non-uniform lower
bounds. For this more general case, our framework gives a (3 + )-approximation algorithm
for lower-bounded k-median and a (9 + )-approximation algorithm for lower-bounded
k-means.
3. Clustering with service installation costs. This problem is frequently encountered
in scenarios where clients require different kinds of services, and has applications in many
fields such as network design [35] and data management [6]. For this problem, we are
given a set of services. Each client is associated with a specific service, and we have a
service installation cost for each facility-service pair that indicates the cost for installing
the service at the facility (the service installation costs must satisfy a given ordering, which
is detailed in Section 3.3). The goal is to open no more than k facilities, install services at
the opened facilities, and assign each client to an opened facility where the associated
service is installed, such that the sum of the assignment cost and the service installation
cost is minimized. Shmoys et al. [34] showed that a primal-dual algorithm yields an
18-approximation for the k-median objective for the case where the cost for installing a
service at each facility is uniform. For non-uniform service installation costs, we show that
our framework gives a (4.39 + )-approximation algorithm and a (19.53 + )-approximation
algorithm that run in FPT(k) time for the k-median and k-means objectives, respectively.
4. Fault tolerant clustering. For this problem, each client j is associated with a parameter
lj ≥ 1, and counts the sum of its distances to the lj nearest opened facilities as its
assignment cost. Hajiaghayi et al. [24] gave a 93-approximation algorithm for the kmedian objective. Our framework yields a FPT(k)-time (3 + )-approximation algorithm
and a FPT(k)-time (9 + )-approximation algorithm for the k-median and k-means
objectives, respectively.
5. Priority clustering. For this problem, each client has a priority and can only be assigned
to a facility with the same or higher priority. Kumar and Sabharwal [29] introduced an
O(1)-approximation algorithm for priority k-median for the case where the clients have no
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Table 1 The results for the studied clustering problems. The results of this paper are marked
with ??.
Problems
Capacitated k-median

Capacitated k-means

Lower-bounded k-median
Lower-bounded k-means
k-median with service
installation costs
k-means with service installation costs
Fault tolerant k-median
Fault tolerant k-means
Priority k-median
Priority k-means

Approx.
O(log k)
3+
3+
O(log k)
9+
9+
516
3.736 + 
3+
9+
18
4.39 + 
19.53 + 

Time
poly(n)
(k−1 )O(k) nO(1)
(k−1 )O(k) nO(1)
poly(n)
(k−1 )O(k) nO(1)
(k−1 )O(k) nO(1)
poly(n)
(k−1 )O(k) nO(1)
(k−1 )O(k) nO(1)
(k−1 )O(k) nO(1)
poly(n)
(k−1 )O(k) nO(1)
(k−1 )O(k) nO(1)

Constraints
No constraint
No constraint
No constraint
No constraint
No constraint
No constraint
Uniform lower bounds
Uniform lower bounds
No constraint
No constraint
Uniform installation costs
No constraint
No constraint

Ref.
[2]
[15]
??
[18]
[15]
??
[22]
[7, 8]
??
??
[34]
??
??

93
3+
9+
O(1)
3+
9+

poly(n)
(k−1 )O(k) nO(1)
(k−1 )O(k) nO(1)
poly(n)
(k−1 )O(k) nO(1)
(k−1 )O(k) nO(1)

No constraint
No constraint
No constraint
No more than two priorities
No constraint
No constraint

[24]
??
??
[29]
??
??

more than two different priorities. The approximation ratio is implicit but seems to be a
very large number. We give a (3 + )-approximation algorithm for priority k-median and
a (9 + )-approximation algorithm for priority k-means that run in FPT(k) time using
our framework.

2

A reduced search space for k-median

In this section, we prove our main technical result for the k-median objective: the construction
of a reduced search space of size O(k−3 ). The analysis can be easily adapted to the k-means
objective to get the desired FPT approximation algorithms. Let I = (D, F, k) denote an
instance of k-median, where D is a set of clients and and F is a set of facilities in a metric
space. Let n = |D ∪ F|. The reduced search space is constructed using D-sampling [4].
It samples a client with probability proportional to its distance to the nearest previously
sampled client, which can be defined as follows.
I Definition 2 (D-sampling [4]). Given a set D of clients and another set H ⊂ D of clients,
D-sampling is a sampling method which samples a client j ∈ D with respect to H with
probability proportional to Φ(j, H). For the case where H = ∅, D-sampling samples a client
from D uniformly at random.
Given an instance I = (D, F, k) of k-median and a real number 0 <  ≤ 1, we sample a
set H of O(k−3 ) clients from D using D-sampling, as detailed in Algorithm 1. The algorithm
P
runs in O(nk−3 ) time. Recall that Φ(i, A) = minj∈A ∆(i, j) and ∆(A, i) = j∈A ∆(j, i)
for each i ∈ D ∪ F and A ⊂ D ∪ F. Given two sets A ⊂ D ∪ F and B ⊂ D ∪ F, define
P
∆(A, B) = mini∈B ∆(A, i), and let Φ(A, B) = j∈A Φ(j, B).
ISAAC 2020

5:6

A Unified Framework of FPT Approximation Algorithms for Clustering Problems

Algorithm 1 Construct a reduced search space.

5

Input: An instance I = (D, F, k) of k-median and a real number 0 <  ≤ 1;
Output: A set H ⊂ D of O(k−3 ) clients;
sample a client j ∈ D uniformly at random, and let H1 = {j};
for t = 2 to 360k−3 do
sample a client j ∈ D using D-sampling with respect to Ht−1 ;
Ht ⇐ Ht−1 ∪ {j};
t ⇐ t + 1;

6

return H ⇐ Ht .

1
2
3
4

The following result is known as Chernoff Bound [32].
I Lemma 3. Let a1 , . . . , aq be q independent random variables with values of 1 or 0, where
Pq
ai takes 1 with probability at least p for i = 1, . . . , q. Let a = i=1 ai . For any real number
0 < λ < 1, we have Pr[a < (1 − λ)pq] < e−

λ2 pq
2

.

We will also use the following well known algebraic fact, which is called Abel’s lemma [1].
PN
I Lemma 4. For two arbitrary sequences {at } and {bt }, we have t=1 at bt = SN bN −
PN −1
Pt
0
t=1 St (bt+1 − bt ), where St =
t0 =1 at .

2.1

A general idea

Let D = {D1 , . . . , Dk } be an arbitrary partition of D and C = {c1 , . . . , ck } be an arbitrary
subset of F. Given a cluster Dt ∈ D, define bα (Dt ) = {j ∈ Dt : ∆(j, ct ) ≤ αrt } for α > 0,
where rt = ∆(Dt , ct )/|Dt |. This is the set of clients from Dt that lie on a closed ball centred
at ct with radius αrt . If the value of α is small enough, then any client from bα (Dt ) is near
to ct . Our task is to find a client from bα (Dt ) for each cluster Dt ∈ D. The challenge is
that we need to ensure that the clients from bα (Dt ) can be selected from the entire input
data. By the definition of D-sampling, we know that if the clients from Dt are far from
the set of previously sampled clients, they will be sampled with a high probability, even if
|Dt | is very small compared to |D|. We are able to show that bα (Dt ) contains a substantial
portion of Dt , such that the points from bα (Dt ) have a good chance to be sampled. However,
using D-sampling causes yet another problem. If the clients in Dt are close to the previously
sampled clients, then the probability of picking a client from bα (Dt ) with D-sampling will be
close to 0. This problem is quite obvious for the clustering problems such as lower-bounded
k-median and priority k-median, where the optimal clusters can be an arbitrary partition of
the input data, and thus the clients in Dt are not guaranteed to be far from other clusters.
Our method to deal with this problem is to use the replication of a previously sampled client
to approximate facility ct . We show that such a substitute works well if the probability of
sampling points from Dt is very small. Let H denote the set of O(k−3 ) clients generated by
Algorithm 1. The ideas above lead to the proof of the following result.
I Theorem 5. H is a (k, )-reduced search space.

2.2

Proof of Theorem 5

Let D = {D1 , . . . , Dk } be an arbitrary partition of D. Let Hs denote the set of clients
sampled with Algorithm 1 after the s-th iteration. Let H0 = O0 = ∅. Define Os = {Dt ∈
D : Φ(ct , Hs ) ≤ (1 + 2 )rt }, where rt = ∆(Dt , ct )/|Dt |. This is the set of the clusters whose
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corresponding facilities are close to Hs . Rather than immediately proving Theorem 5, we
first consider the following invariant V (s), which says that the size of Os+1 is larger than
that of Os with a high probability, unless Hs is a (k, )-reduced search space. We will show
that the invariant is maintained during each step of the algorithm. In Lemma 6, we further
argue that V (s) ensures the correctness of Theorem 5.
V (s): Either Hs is a (k, )-reduced search space, or Pr[|Os+1 | > |Os |] >

3
180 .

Before proving this invariant property, we first show its implication.
I Lemma 6. If invariant V (s) is maintained during each step of Algorithm 1, then there
exists a value q = O(k−3 ), such that Hq is a (k, )-reduced search space.
Proof. At each iteration of Algorithm 1, define a variable as as follows: if |Os+1 | > |Os |,
3
then as = 1; otherwise, as = 0. Invariant V (s) implies that p = Pr[|Os+1 | > |Os |] > 180
,
P
q
unless Hs is the desired reduced search space. Let q = 360k−3 and a = s=1 as . We have
pq > 2k. Using Lemma 3, we get
Pr[a < k] ≤ Pr[a <

1
pq] < e−pq/8 < e−k/4 ≤ e−1/4 ,
2

which implies that
Pr[Oq = D] = Pr[a ≥ k] = 1 − Pr[a < k] > 1 − e−1/4 .
If Oq = D holds, then by the definition of Oq , we have Φ(ct , Hq ) < (1 + )∆(Dt , ct )/|Dt |
Pk
Pk
for each 1 ≤ t ≤ k, and thus t=1 |Dt |Φ(ct , Hq ) < (1 + ) t=1 ∆(Dt , ct ). By the definition
of reduced search space, Hq is a (k, )-reduced search space. This completes the proof of
Lemma 6.
J
Lemma 6 says that V (s) is sufficient to ensure the validity of Theorem 5. It remains to
prove the correctness of V (s). Consider a cluster Dt ∈ D\Os . If a client from b1+/2 (Dt ) is
picked after the s-th iteration, then by the definitions of bα (Dt ) and Os , Dt should be added
to Os+1 and thus |Os+1 |−|Os | ≥ 1. By the arguments above, we know that Pr[|Os+1 | > |Os |]
is no less than the probability of sampling a point from b1+/2 (Dt ) for any cluster Dt ∈ D\Os .
We now show the correctness of V (s) for the case s = 0. Since the first client added to H is
uniformly sampled from D, we have
P
|b1+/2 (Dt )|
Pr[|O1 | > |O0 |] ≥ Dt ∈D
.
(1)
|D|
We use the following lemma to show that for any cluster Dt ∈ D, b1+/2 (Dt ) contains a
substantial part of Dt .
I Lemma 7. For any Dt ∈ D and α ≥ 1, we have |bα (Dt )| ≥ (1 − α1 )|Dt |.
Proof. Suppose that the statement in the lemma does not hold. Then, we have |Dt \bα (Dt )| >
1
α |Dt |. This implies that
∆(Dt , ct ) ≥ ∆(Dt \bα (Dt ), ct ) > |Dt \bα (Dt )|αrt > |Dt |rt = ∆(Dt , ct ),
where the second step is due to the definition of bα (Dt ), and the last step follows from the
fact that ∆(Dt , ct ) = |Dt |rt . This result is not valid, and thus Lemma 7 is true.
J
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P
Using inequality (1) and Lemma 7, we have Pr[|O1 | > |O0 |] ≥ Dt ∈D |b1+/2 (Dt )|/|D| ≥

2+ , which implies that V (s) holds for s = 0. We now consider the case of s > 0. By the
definition of D-sampling, in the s + 1-th iteration, Algorithm 1 samples a client from a cluster
P
outside of Os with probability Dt ∈D\Os Φ(Dt , Hs )/Φ(D, Hs ). We consider the following two
P
P
cases: (1) Dt ∈D\Os Φ(Dt , Hs ) ≤ 6 Φ(D, Hs ), and (2) Dt ∈D\Os Φ(Dt , Hs ) > 6 Φ(D, Hs ). In
the following, we will show how invariant V (s) is maintained in each case.

Case (1):

P

Dt ∈D\Os

Φ(Dt , Hs ) ≤ 6 Φ(D, Hs )

For this case, D-sampling does not work since the probability of sampling clients from a
cluster not covered by Os is very small. For each cluster Dt ∈ D\Os , we will show that a
previously sampled client is close to facility ct . Let ht denote the nearest client to ct in Hs
for each Dt ∈ D\Os . The following lemma shows that the distance from ht to ct can be
bounded by a combination of rt and |D1t | Φ(Dt , Hs ).
I Lemma 8. For each Dt ∈ D\Os , we have ∆(ht , ct ) ≤

1
|Dt | Φ(Dt , Hs )

+ rt .

Proof. For each j ∈ Dt , let h(j) denote the nearest client to j in Hs . Consider a multi-set
D̃t = {h(j) : j ∈ Dt }. By triangle inequality, we have
X
X
∆(D̃t , ct ) ≤
∆(h(j), j) +
∆(j, ct ) = Φ(Dt , Hs ) + ∆(Dt , ct ).
(2)
j∈Dt

j∈Dt

Consequently, we get
∆(ht , ct ) ≤ min ∆(i, ct ) ≤
i∈D̃t

1
1
∆(D̃t , ct ) ≤
Φ(Dt , Hs ) + rt ,
|Dt |
|Dt |

where the first step follows from the fact that ht is the nearest client to ct in Hs , the second
step estimates the minimum by the average, and the last step is due to inequality (2). This
completes the proof of Lemma 8.
J
By the definition of Os and Lemma 8, we have
k
X

|Dt |Φ(ct , Hs ) =

X

|Dt |Φ(ct , Hs ) +

Dt ∈Os

t=1

≤ (1 + /2)

≤ (1 + /2)

X

|Dt |Φ(ct , Hs )

Dt ∈D\Os

X

∆(Dt , ct ) +

X

∆(Dt , ct ) +

Dt ∈Os

Dt ∈D\Os

k
X

X

∆(Dt , ct ) +

t=1

X

Φ(Dt , Hs )

Dt ∈D\Os

Φ(Dt , Hs ).

(3)

Dt ∈D\Os

P
Pk
We now show that Dt ∈D\Os Φ(Dt , Hs ) is much smaller than t=1 ∆(Dt , ct ).
P
P
I Lemma 9. If Dt ∈D\Os Φ(Dt , Hs ) ≤ 6 Φ(D, Hs ), then we have Dt ∈D\Os Φ(Dt , Hs ) ≤
Pk

t=1 ∆(Dt , ct ).
2
P
Proof. By the assumption that Dt ∈D\Os Φ(Dt , Hs ) ≤ 6 Φ(D, Hs ), we have
Φ(D, Hs ) =

X
Dt ∈Os

which implies that

Φ(Dt , Hs ) +

X
Dt ∈D\Os

Φ(Dt , Hs ) ≤

X
Dt ∈Os


Φ(Dt , Hs ) + Φ(D, Hs ),
6
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X
X
1
1
Φ(Dt , Hs ) ≤
∆(Dt , Hs )
1 − /6
1 − /6

Φ(D, Hs ) ≤

Dt ∈Os

Dt ∈Os

X
1
2 + /2 X
≤
[∆(Dt , ct ) + |Dt |Φ(ct , Hs )] ≤
∆(Dt , ct ),
1 − /6
1 − /6
Dt ∈Os

Dt ∈Os

where the second step follows from the definitions of ∆(Dt , Hs ) and Φ(Dt , Hs ), the third step
follows from triangle inequality, and the last step is due to the definition of Os . Consequently,
we get
X

Φ(Dt , Hs ) ≤

 X
 2 + /2 X

∆(Dt , ct ) ≤
∆(Dt , ct )
Φ(D, Hs ) ≤ ·
6
6 1 − /6
2
Dt ∈Os

Dt ∈D\Os

Dt ∈Os

k

≤

X
∆(Dt , ct ),
2 t=1

where the third step is derived from the fact that 0 <  ≤ 1.

J

Pk
Pk
Using inequality (3) and Lemma 9, we get t=1 |Dt |Φ(ct , Hs ) ≤ (1 + ) t=1 ∆(Dt , ct ).
By the definition of reduced search spaces, Hs is a (k, )-reduced search space. Thus, invariant
V (s) holds for case (1).

Case (2):

P

Dt ∈D\Os

Φ(Dt , Hs ) > 6 Φ(D, Hs )

For this case, the clients from the clusters not covered by Os have a good chance to be
sampled. Given a cluster Dt ∈ D\Os , let ht denote the nearest client to ct in Hs . Define
dt = ∆(ht , ct ) and βt = dt /rt . The fact that Dt ∈ D\Os implies that βt > 1 + 2 . As discussed
above, we will show that if α has a proper value, then any client from bα (Dt ) is close to ct ,
and can be sampled with a good chance. By the definitions of bα (Dt ) and Os , we know that
if a client j ∈ b1+/2 (Dt ) is sampled in the s + 1-th iteration of Algorithm 1, then cluster Dt
should be added to Os+1 . We will argue that this happens with a high probability, and thus
invariant V (s) can be proven.
We now give a lower bound on Φ(bα (Dt ), Hs ) for each Dt ∈ D\Os , which is useful
for analyzing the probability of sampling clients from bα (Dt ) in the s + 1-th iteration of
Algorithm 1.
I Lemma 10. For any Dt ∈ D\Os and 1 ≤ α ≤ 1 + 2 , we have Φ(bα (Dt ), Hs ) ≥
∆(Dt , ct )(βt − βαt − ln α).
Proof. Given a value 0 ≤ µ ≤ α, define Gµ = {j ∈ Dt : ∆(j, ct ) = µrt }. This is the set of
clients from Dt that lie on an annular region centred at ct with radius µrt . Given a client
j ∈ Dt , by h(j) we denote the nearest client to j in Hs . We have
X
X
X
Φ(Gµ , Hs ) =
∆(j, h(j)) ≥
[∆(h(j), ct ) − ∆(ct , j)] ≥
[dt − ∆(ct , j)]
j∈Gµ

=

X
j∈Gµ

j∈Gµ

[βt rt − ∆(ct , j)] =

j∈Gµ

X

(βt rt − µrt ) = |Gµ |(βt rt − µrt ),

(4)

j∈Gµ

where the second step is due to triangle inequality, the third step is due to the fact that
dt = ∆(ht , ct ) ≤ ∆(h(j), ct ), and the fifth step follows from the definition of Gµ .
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Define f (µ) = βt rt − µrt and φ(µ) = |Gµ |. Let L = {µ ∈ (0, α) : φ(µ) 6= 0} ∪ {0, α}. It
can be seen that |L| ≤ n + 2. We have
Φ(bα (Dt ), Hs ) =

X

X

Φ(Gµ , Hs ) ≥

µ∈L

f (µ)φ(µ),

(5)

µ∈L

where the last step is derived from inequality (4).
We will show that
X

f (µ)φ(µ) ≥ ∆(Dt , ct )(βt −

µ∈L

βt
− ln α).
α

(6)

If inequality (6) is true, then combined with inequality (5), we have Φ(bα (Dt ), Hs ) ≥
∆(Dt , ct )(βt − βαt − ln α), which completes the proof of Lemma 10. It remains to show
inequality (6). We sort each µ ∈ L by increasing value, and let µτ denote the τ -th number
in this order for each 1 ≤ τ ≤ |L|. Using Lemma 4, we get
|L|
X

f (µτ )φ(µτ ) = f (µ|L| )

τ =1

|L|
X

|L|−1

τ
X 
X

φ(µτ ) −
[f (µτ +1 ) − f (µτ )]
φ(µτ 0 )

τ =1

τ 0 =1

τ =1
|L|−1

X 

[f (µτ +1 ) − f (µτ )] bµτ (Dt ) ,

= f (α) bα (Dt ) −

(7)

τ =1

where the second step follows from the definition of φ(µ). Let f 0 (t) denote the first derivative
of f (t). By the definition of L, for any 1 ≤ τ ≤ |L| − 1 and µ0 ∈ [µτ , µτ +1 ), we have
bµ0 (Dt ) = bµτ (Dt ). Thus,
Z

µτ +1

[f (µτ +1 ) − f (µτ )] bµτ (Dt ) = bµτ (Dt )

0

Z

µτ +1

f (µ)dµ =
µτ

f 0 (µ) bµ (Dt ) dµ,

µτ

which implies that
|L|−1

Z
X 

[f (µτ +1 ) − f (µτ )] bµτ (Dt ) =

α

f 0 (µ) bµ (Dt ) dµ.

(8)

0

τ =1

Define the following function that depends on µ (0 ≤ µ ≤ α):
1
 |Dt |
η(µ) = µ2

0

µ>1
0≤µ≤1

A primitive function of η(µ) is

(1 − 1 )|Dt |
µ
G(µ) =

0

µ>1
0≤µ≤1

Using integration by parts, we have
Z α
Z
α
η(µ)f (µ)dµ = G(µ)f (µ) 0 −
0

0

α

f 0 (µ)G(µ)dµ = G(α)f (α) −

Z
0

α

f 0 (µ)G(µ)dµ. (9)
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Consequently, we get
|L|
X

α

Z
f (µτ )φ(µτ ) −

η(µ)f (µ)dµ
0

τ =1

Z

α

= [|bα (Dt )| − G(α)]f (α) +
f 0 (µ)[G(µ) − |bµ (Dt )|]dµ
0
Z α
f 0 (µ)[G(µ) − |bµ (Dt )|]dµ,
≥

(10)

0

where the first step is derived from equalities (7), (8), and (9), and the second step follows
from the fact that |bα (Dt )| ≥ G(α) and f (α) > 0, which is due to Lemma 7 and the fact
that α ≤ 1 + 2 < βt .
Observe that f (µ) decreases monotonously for 0 ≤ µ ≤ α. This implies that f 0 (µ) ≤ 0
for any 0 ≤ µ ≤ α. Moreover, we have G(µ) − |bµ (DtR)| ≤ 0 by Lemma 7. Thus, we
α
get f 0 (µ)[G(µ) − |bµ (Dt )|] ≥ 0 for any 0 ≤ µ ≤ α and 0 f 0 (µ)[G(µ) − |bµ (Dt )|]dµ ≥ 0.
Consequently, inequality (10) implies that
|L|
X

Z
f (µτ )φ(µτ ) ≥

α

Z
η(µ)f (µ)dµ =

0

τ =1

α

= ∆(Dt , ct )
1

Z
η(µ)f (µ)dµ =

1

Z

α

1

α

|Dt |
(βt rt − µrt )dµ
µ2

βt
1
(βt − µ)dµ = ∆(Dt , ct )(βt −
− ln α),
µ2
α

where the second step follows from g(µ) = 0 for any 0 ≤ µ ≤ 1, and the fourth step follows
from the fact that ∆(Dt , ct ) = |Dt |rt . This implies that inequality (6) holds, which in turn
implies that Lemma 10 is true.
J
The following result implies that the ratio of Φ(b1+/2 (Dt ), Hs ) and Φ(Dt , Hs ) can be
bounded by a constant for each Dt ∈ D\Os .
I Lemma 11. For each Dt ∈ D\Os , we have Φ(b1+/2 (Dt ), Hs ) >

2
30 Φ(Dt , Hs ).

Proof. Observe that
Φ(Dt , Hs ) ≤ ∆(Dt , ht ) ≤ ∆(Dt , ct ) + |Dt |dt = ∆(Dt , ct ) + ∆(Dt , ct )

dt
rt

= (1 + βt )∆(Dt , ct ),
where the second step follows from triangle inequality, and the third step is due to the fact
that ∆(Dt , ct ) = |Dt |rt . Thus, using Lemma 10, for any 1 ≤ α ≤ 1 + 2 , we have
Φ(bα (Dt ), Hs )
Φ(bα (Dt ), Hs )
1
βt
≥
≥
(βt −
− ln α).
Φ(Dt , Hs )
(1 + βt )∆(Dt , ct )
1 + βt
α
1
It can be seen that 1+β
(βt −
t
βt for α ≥ 1. This implies that

βt
α

(11)

− ln α) increases monotonously with increasing value of

1
βt

1


Φ(bα (Dt ), Hs )
>
(βt −
− ln(1 + )) >
( − ln(1 + ))
Φ(Dt , Hs )
1 + βt
1 + /2
2
2 + /2 2
2
1


1
2
2
=
( − ln(1 + )) ≥
·
≥
,
2 + /2 2
2
2 + /2 12
30
where the first step is due to inequality (11), the second step follows from the fact that
βt > 1 + 2 , and the last two steps follow from the fact that 0 <  ≤ 1. This completes the
proof of Lemma 11.
J
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By the assumption that
P
Pr[|Os+1 | > |Os |] ≥

P

Dt ∈D\Os

Dt ∈D\Os

Φ(Dt , Hs ) > 6 Φ(D, Hs ) and Lemma 11, we get

Φ(b1+/2 (Dt ), Hs )

Φ(D, Hs )
P
Dt ∈D\Os Φ(b1+/2 (Dt ), Hs )
Dt ∈D\Os Φ(Dt , Hs )
P
·
Φ(D, Hs )
Dt ∈D\Os Φ(Dt , Hs )

P
=
>

2 
3
· =
.
30 6
180

This implies that invariant V (s) holds for case (2). Using Lemma 6, we complete the proof
of Theorem 5.

3

The selection algorithms

Given a clustering problem, let D∗ = {D1∗ , . . . , Dk∗ } denote the partition of D and C ∗ =
{c∗1 , . . . , c∗k } be the set of opened facilities in an optimal solution, where the clients from Dt∗
are assigned to c∗t for each 1 ≤ t ≤ k. Using the standard discretization method [3, 33], we can
assume that the ratio of the maximum and minimum distances between any two points from
F ∪D is upper bounded by nO(1) , which induces an arbitrarily small loss in the approximation
guarantee.1 As shown in Theorem 5, greedy sampling yields a (k, )-reduced search space
with O(nk−3 ) time. In this section, we show how to obtain the desired approximation
solution for each studied problem using such a reduced search space.

3.1

Lower-bounded k-median

Given a set D of clients and a set F of facilities in a metric space, where each facility i ∈ F is
associated with a lower bound ϕ(i), the lower-bounded k-median problem [36] is to open at
most k facilities and assign each client to an opened facility, such that the number of clients
assigned to each open facility i ∈ F is at least ϕ(i) and the assignment cost is minimized.
Since the facilities are associated with lower bounds, it may be the case that in an optimal
solution, the clients are partitioned into k 0 clusters for an integer 0 < k 0 < k and we need to
guess the value of k 0 , which multiplies the running time by a factor of k. For each integer
k 0 + 1 ≤ t ≤ k, we can assume that Dt∗ = ∅, and let c∗t be an arbitrary facility.
We first run Algorithm 1 to obtain a reduced search space H. For each t ∈ [k], let
ht denote the nearest client to c∗t in H, and define dt = ∆(c∗t , ht ). We round dt down to
the closest integer power of 1 +  and define Qt = {i ∈ F : dt ≤ ∆(i, ht ) ≤ (1 + )dt }.
We have c∗t ∈ Qt . The idea of our selection algorithm is to choose facilities from the
sets Q1 , . . . , Qk to open. For each t ∈ [k 0 ], let ct = arg mini∈Qt ϕ(i) be the facility in Qt
associated with the smallest lower bound. We have ∆(Dt∗ , ct ) ≤ ∆(Dt∗ , ht ) + |Dt∗ |∆(ht , ct ) ≤
∆(Dt∗ , ht ) + (1 + )|Dt∗ |∆(ht , c∗t ) ≤ ∆(Dt∗ , c∗t ) + (2 + )|Dt∗ |∆(ht , c∗t ), where the first and last
steps follow from triangle inequality, and the second step is due to the fact that ct ∈ Qt .

1

For example, we can polynomially bound the ratio as follows. First, guess the cost opt of an optimal
solution. We can enumerate the distance between each client-facility pair to find a value M that
satisfies opt/n < M < opt. For each i, j ∈ D ∪ F with ∆(i, j) > M n2 , let ∆(i, j) = M n2 . No
O(1)-approximation solution will use such edges since M n2 > nopt. Let ∆(i, j) = M/n2 for each
i, j ∈ D ∪ F with ∆(i, j) < M/n2 , which loses a factor 1 + 1/n in the approximation guarantee. Now
the ratio is at most n4 .
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Summing both sides of the inequality over Dt∗ ∈ D∗ , we know that
0

k
X

0

∆(Dt∗ , ct )

≤

t=1

k
X

0

∆(Dt∗ , c∗t )

+ (2 + )

t=1

=

k
X

k
X

|Dt∗ |∆(ht , c∗t )

t=1

∆(Dt∗ , c∗t ) + (2 + )

t=1

k
X
t=1

|Dt∗ |∆(ht , c∗t ) ≤ (3 + 4)

k
X

∆(Dt∗ , c∗t )

(12)

t=1

holds with constant probability, where the last step follows from the definition of reduced
search space.
By the fact that c∗t ∈ Qt and ct = arg mini∈Qt ϕ(i) for each t ∈ [k 0 ], we have ϕ(ct ) ≤ ϕ(c∗t ).
Thus, assigning the clients from cluster Dt∗ to ct for each t ∈ [k 0 ] is feasible for lower-bounded
k-median. Using the partition approach given by Ding and Xu [17], we can partition
D into k 0 clusters {D1 , . . . , Dk0 } based on facilities c1 , . . . , ck0 with nO(1) time, such that
Pk0
Pk0
∗
the lower bounds of the facilities are satisfied and
t=1 ∆(Dt , ct ) ≤
t=1 ∆(Dt , ct ) ≤
Pk
∗ ∗
(3 + 4) t=1 ∆(Dt , ct ) holds with constant probability, where the last step follows from
inequality (12). This implies a (3 + O())-approximation for lower-bounded k-median.
It remains to show how to find the facilities c1 , . . . , ck0 . We use an enumeration method
similar to that in [14]. Observe that there are at most |H|k O(−1 log n)k = O(k−4 log n)k
choices for the facilities c1 , . . . , ck0 (we have at most |H|k choices for clients h1 , . . . , hk0 and
no more than O(−1 log n)k choices for distances d1 , . . . , dk0 ). Thus, these facilities can be
guessed by paying a factor of O(k−4 log n)k in the running time, which is upper bounded
by (k−1 )O(k) nO(1) using the trick given in [14, 15]: If k < log n/ log log n, then we have
(log n)k = nO(1) . Otherwise, log n = O(k log k), which implies that (log n)k = k O(k) .
I Theorem 12. There is an algorithm yielding a (3 + )-approximation for lower-bounded
k-median with constant probability, which runs in (k−1 )O(k) nO(1) time.

3.2

Capacitated k-median

The capacitated k-median problem [10] considers a set D of clients and a set F of facilities in
a metric space, where each facility i ∈ F has a capacity ϕ(i). The goal is to open at most k
facilities and assign each client to an opened facility, such that the number of clients assigned
to each facility i ∈ F is at most ϕ(i) and the assignment cost is minimized.
We run Algorithm 1 to obtain a reduced search space H. The selection algorithm is
similar to that of lower-bounded k-median. We replace the lower bounds of the facilities
with capacities. However, we can no longer immediately open the facility associated with the
largest capacity from Qt for each t ∈ [k], since it may be the case that the sets Qt are not
disjoint and a facility can be chosen for more than once, which might violate the capacity of
the facility.
We use a color-coding technique [15] to deal with this issue. We randomly associate each
i ∈ F with a label from {1, . . . , k}. Each facility c∗t ∈ C ∗ is assigned label t with probability
k −k . The probability can be boosted to a constant by repeating the process for O(k k ) times.
We now open the facility with the largest capacity among the ones from Qt that are assigned
label t for each t ∈ [k], which is denoted by ct . Using the partition algorithm given by
Adamczyk et al. [2], we can partition D into k clusters {D1 , . . . , Dk } by facilities c1 , . . . , ck ,
Pk
Pk
such that the capacities of the facilities are satisfied and t=1 ∆(Dt , ct ) ≤ t=1 ∆(Dt∗ , ct ) ≤
Pk
(3 + 4) t=1 ∆(Dt∗ , c∗t ).
I Theorem 13. There is an algorithm yielding a (3 + )-approximation for capacitated
k-median with constant probability, which runs in (k−1 )O(k) nO(1) time.
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3.3

k-median with service installation costs

The k-median with service installation costs problem [34] considers a set D of clients and
a set F of facilities in a metric space, and a set S of services, where each client j ∈ D is
associated with a service g(j) ∈ S, each service σ ∈ S is associated with a cost fi (σ) for
installing it at each i ∈ F, and there exists an ordering on the facilities from F satisfying
that if i comes before i0 in the ordering, then fi (σ) ≤ fi0 (σ) for each i, i0 ∈ F and σ ∈ S.
The goal is to open no more than k facilities, install services at the opened facilities, and
assign each j ∈ D to a facility at which g(j) is installed, such that the sum of the assignment
cost and the service installation costs is minimized.
We use a selection algorithm similar to that of lower-bounded k-median. The only
difference is that we open the facility ct from Qt with the smallest service installation cost
for each t ∈ [k]. By the arguments above, a (3 + O())-approximation for the problem can be
obtained if we install services on facilities c1 , . . . , ck and assign clients in an optimal way. For
each σ ∈ S, let Dσ = {j ∈ D : g(j) = σ}. Define C = {c1 , . . . , ck }. The problem of installing
services and assigning clients can be formalized as the following integer programming (IP)
for each σ ∈ S.
X
X
min
∆(j, i)xij +
fi (σ)yi
IP(σ)
i∈C,j∈Dσ

s.t.

i∈C

X

∀j ∈ Dσ

(13)

xij ≤ yi

∀i ∈ C, j ∈ Dσ

(14)

xij , yi ∈ {0, 1}

∀i ∈ C, j ∈ Dσ

(15)

xij = 1

i∈C

IP(σ) associates a variable xij with each j ∈ Dσ and i ∈ F, which indicates whether j is
assigned to i, and associates a variable yi with each i ∈ F that indicates whether service
σ is installed at i. Constraint (13) ensures that each client is assigned to a facility, and
constraint (14) ensures that the service requirements of the clients from Dσ are satisfied.
Observe that IP(σ) is a formulation of uncapacitated facility location, where each facility
i ∈ F has an opening cost fi (σ). Using the FPT approximation algorithm given by CohenAddad et al. [14] to solve IP(σ) for each σ ∈ S with Dσ 6= ∅, we can install services
and partition the clients in (k−1 )O(k) nO(1) time, which loses a factor 1.463 +  in the
approximation ratio. This implies a (4.389 + )-approximation for k-median with service
installation costs in time (k−1 )O(k) nO(1) .
I Theorem 14. There is an algorithm yielding a (4.389 + )-approximation for k-median
with service installation costs, which runs in (k−1 )O(k) nO(1) time.

3.4

Fault tolerant k-median

In the fault tolerant k-median problem [24], each client j should be assigned to lj opened
facilities, and the assignment cost of j is the sum of its distances to the lj facilities, where
lj > 0 is a given integer.
A closely related problem to fault tolerant k-median is chromatic k-median [16], which
considers a set of colored clients and has the constraint that no pair of clients with the
same color can be assigned to the same facility. As shown by Ding and Xu [17], fault
tolerant k-median can be reduced to chromatic k-median: Given an instance of fault tolerant
k-median, we construct an instance of chromatic k-median by making lj mono color copies
for each j ∈ D. Thus, it suffices to give an FPT approximation algorithm for chromatic
k-median.
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We start with finding a reduced search space H for the instance of chromatic k-median
using Algorithm 1 (each client j ∈ D has lj −1 copies in this instance). For each t ∈ [k], let ht =
Pk
Pk
arg minj∈H ∆(j, c∗t ) and ct = arg mini∈F ∆(i, ht ). Then, t=1 ∆(Dt∗ , ct ) ≤ t=1 ∆(Dt∗ , ht ) +
Pk
P
Pk
P
k
k
∗
∗
∗
∗ ∗
∗
∗ ∗
t=1 |Dt |∆(ct , ht ) ≤
t=1 |Dt |∆(ct , ht ) ≤ (3 + 2)
t=1 ∆(Dt , ct )
t=1 ∆(Dt , ct ) + 2
holds with constant probability, where the first two steps follow from triangle inequality,
and the last step is due to the definition of reduced search space. By multiplying the
running time by a factor of |H|k = O(k−3 )k , we can assume that we have guessed the
facilities c1 , . . . , ck . Using the partition algorithm given by Ding and Xu [17] and the
color-coding technique given in Section 3.2, we can partition the clients into k clusters
{D1 , . . . , Dk } by the facilities c1 , . . . , ck , such that the color constrained is satisfied and
Pk
Pk
Pk
∗
∗ ∗
t=1 ∆(Dt , ct ) ≤
t=1 ∆(Dt , ct ) holds with constant probability.
t=1 ∆(Dt , ct ) ≤ (3 + 4)
I Theorem 15. There is an algorithm yielding a (3 + )-approximation for fault tolerant
k-median, which runs in (k−1 )O(k) nO(1) time.

3.5

Priority k-median

In the priority k-median problem [29], we are given a set D of clients and a set F of facilities
in a metric space, a set P = {1, . . . , |P|} of priorities, and |P| integers k1 , . . . , k|P| , where
P|P|
p=1 kp = k. Each i ∈ D ∪ F has a priority pi ∈ P. The goal is to open no more than kp
facilities with priority p for each p ∈ P and assign each client to an opened facility with the
same or higher priority, such that the assignment cost is minimized.
With an O(k k ) multiplicative overhead in the running time, we can assume that we have
guessed the priority associated with each c∗t ∈ C ∗ . For each c∗t ∈ C ∗ , we open the facility
with priority pc∗t that is nearest to c∗t , and assign each client to its nearest facility with the
same or higher priority. By the arguments above, this induces a (3 + O())-approximation
for priority k-median.
I Theorem 16. There is an algorithm yielding a (3 + )-approximation for priority k-median,
which runs in (k−1 )O(k) nO(1) time.
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1

Introduction

A time series is a sequence of discrete objects which are indexed in time order. Due to the
recent developments in sensing technologies and semi-automated M2M communications, a
vast amount of time series data has been rapidly produced in industrial, financial, medical,
and scientific domains.
The most fundamental task in time series data analytics is to compare time series
sequences, and to extract their similarities. The dynamic time warping (DTW ) distance is
a fundamental method to compute a similarity between two time series that may vary in
speed. It is essentially composed of computing an optimal one-to-many alignment of two
time series. Considering one-to-many mappings allows for dynamic shifts of time points, it
has made DTW one of the most celebrated algorithms in all areas of algorithms. Not only is
DTW widely utilized in time series data analysis [20], but also the use of DTW has been
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extended to a wide range of other applications including image processing [21], hand writing
matching [25], sign language recognition [13], music retrieval [12], robotics [15, 14], trajectory
data analysis [28, 11], speech recognition [24, 18], and many others.
Consider two time series sequences A and B. For the time being, let us assume for
simplicity that |A| = |B| = n. There is a fundamental dynamic programming algorithm that
computes the DTW distance, together with an alignment achieving the distance, between
A and B in O(|A||B|) = O(n2 ) time and space [24]. While it is possible to reduce the
space-requirement of this dynamic programming method to O(n) by applying Hirschberg’s
divide-and-conquer algorithm [8], no strongly sub-quadratic time algorithm for computing
the DTW distance is known. This is supported by the conditional lower bound such that,
unless the Strong Exponential Time Hypothesis (SETH) is false, there is no O(n2− )-time
algorithm for any  > 0 that computes the exact value of the DTW distance over sequences
over 5-letter alphabets [1, 2]. Later, the same conditional lower bound was shown for 3-letter
alphabets [17].
On the practical side, a number of fast heuristic algorithms for DTW have been proposed
by the database community (see [29] for a survey). These algorithms typically output
approximated values for the DTW distance which in many cases suffice for practical purposes,
but, lack theoretical guarantees.
Unlike other sequence comparison measures such as longest common subsequences (LCS)
and edit distance, DTW is not a one-to-one alignment. In addition, the underlying grid graph
for DTW is vertex-weighted, while those for LCS and edit distance are edge-weighted. Despite
these different natures of DTW from those of LCS and edit distance, interestingly, computing
LCS and weighted edit distance of two sequences of length n can be reduced to computing
DTW of two sequences of length O(n) [1, 17]. Thus, computing the exact DTW distance is
at least as hard as for computing LCS and (weighted) edit distance. On the other hand, it is
not known whether computing DTW can be reduced to computing LCS or (weighted) edit
distance. These are most probably why finding an efficient algorithm for the exact DTW
distance is rather challenging, and quite intriguing. Indeed, the first (weakly) sub-quadratic
time algorithm for the DTW distance, which runs in O(n2 log log log n/ log log n) time, was
only recently discovered [7], after 40 years from the seminal paper [24].
A few DTW algorithms whose running times depend on other parameters are also known:
Hwang and Gelfand [10] showed how to compute the DTW distance in O((s + t)n) time,
where s and t denote the number of non-zero values in A and B, respectively. For the
case where the minimum non-zero distance is one, Kuszmaul [17] proposed an algorithm for
computing the DTW distance in O(nd) time, where d denotes the DTW distance between
A and B. Very recently, Froese et al. [6] presented a run-length-encoding (RLE) based
algorithm which computes the DTW distance in O(kn + `m) time, where m = |A|, n = |B|,
√
and k and ` are respectively the RLE sizes of A and B. In the case where k ∈ O( m) and
√
` ∈ O( n), their algorithm runs in O(k 2 ` + `2 k) time.
When A and B are both binary sequences, it is known that the DTW distance can
be computed in O(n1.87 ) time [1]. There are other DTW algorithms for binary sequences,
running in O(st) time [19, 9], or in O(k`) time [5].

1.1

Our contribution

In this paper, we present a new approach for computing the DTW distance, based on a
reduction to the longest increasing subsequence (LIS) problem.
We here use a standard convention that the values in A and B are rounded to integers.
Also, we can easily normalize A and B so that the smallest values in A and B are 0 (e.g.,
when the values in A and B are all positive, then we subtract the smallest value from all
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values in A and B). This way, A and B are transformed into sequences over non-negative
integers {0, . . . , c}, where c is bounded by the difference between the largest and smallest
values in the original sequences. Note that the DTW distance remains unchanged before and
after the transformation.
Now, our reduction works as follows: Starting from the basic vertex-weighted grid graph of
size m × n, we further redefine the DTW distance three times by using two more intermediate
grid graphs, which gives us a reduction of the DTW distance between A and B to the
LIS length of a integer sequence. The length of the integer sequence is either O(c4 mn) or
O(c2 mn) depending of the variant of the DTW distance employed. For long sequences with
large m and n, the value of c is often negligibly small and thus can be regarded as a constant
in many cases. In particular, c = 1 always holds for binary time series such as spike trains
and sensor event sequences. In these cases, the DTW distance is represented by the LIS
length of an integer sequence of length O(mn), or O(n2 ) when m = n.
While our reduction of DTW to LIS computes the DTW distance less time- and spaceefficiently than the classical dynamic programming method, due to LIS length computation
required after the reduction, our aim is at introducing the first algorithm for semi-local
sequence comparison with DTW. The semi-local sequence comparison problem was first
considered by Tiskin [26] with LCS. The task for our case is to preprocess A and B to
construct a data structure supporting O((m + n)2 ) queries of the DTW distance of any pair
of either a prefix of one of A and B and a suffix of the other, or a contiguous subsequence
of one and the entire sequence of the other. While the pair of A and B, together with
the dynamic programming method, can immediately be used as a naive O(m + n)-space
data structure supporting O(mn)-time queries, our O(mn)-space data structure supports
O(log(m+n))-time queries. Namely, we achieve exponential speed-up for answering semi-local
DTW distance queries, at the sacrifice of quadratic space usage. This gives us a non-trivial
time-space trade-off for this problem. We emphasize that, despite the different nature of
DTW from that of LCS or edit distance noted previously, our reduction of DTW to LIS
allows us to apply Tiskin’s semi-local sequence comparison technique, originally developed for
LCS-related problems, directly to DTW-related problems. As such applications, we present
time-efficient algorithms for the circular DTW distance, square root DTW distance, and
periodic DTW distance problems, which can arise in time series data analysis.

2

Preliminaries

For any sequences S and T , let S ◦ T denote the concatenation of S followed by T . For any
sequence S, we use |S| to denote the length of S and S[i] with 1 ≤ i ≤ |S| to denote the ith
element of S, so that S = S[1] ◦ S[2] ◦ · · · ◦ S[|S|]. We sometimes treat any sequence S as the
array of its elements and use hS[1], S[2], . . . , S[|S|]i to denote this array. A subsequence of a
sequence S is obtained from S by deleting zero or more elements at any position not necessarily
contiguous, i.e., S[i1 ] ◦ S[i2 ] ◦ · · · ◦ S[i` ] with 1 ≤ ` ≤ |S| and 1 ≤ i1 < i2 < · · · < i` ≤ |S|.
Any subsequence S[i0 ] ◦ S[i0 + 1] ◦ · · · ◦ S[i00 ] with 0 ≤ i0 − 1 ≤ i00 ≤ |S| is called contiguous
and denoted by S[i0 : i00 ]. For convenience, S[i0 : i0 − 1] is regarded as the empty subsequence.
A prefix (resp. suffix) of S is a contiguous subsequence S[i0 : i00 ] with i0 = 1 (resp. i00 = |S|).
A time series is a nonempty finite sequence over a fixed integer interval {0, 1, . . . , c},
which may be obtained from a sequence of real numbers by normalizing and rounding each
element, as its practical approximation to be handled. For any pair of time series, the
dynamic time warping (DTW ) distance is defined to measure their dissimilarity. Of various
variants of the DTW distance, we follow the definition from [16, 6].
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I Definition 1. For any pair of time series A and B, the dynamic time warping (DTW)
distance between A and B is the minimum of
v
u `
uX
t (A[i ] − B[j ])2
(1)
k
k
k=1

over all sequences (i1 , j1 ) ◦ (i2 , j2 ) ◦ · · · ◦ (i` , j` ) such that (i1 , j1 ) = (1, 1), (ik , jk ) is one of
(ik−1 +1, jk−1 +1), (ik−1 +1, jk−1 ), or (ik−1 , jk−1 +1) for any consecutive (ik−1 , jk−1 )◦(ik , jk ),
and (i` , j` ) = (|A|, |B|).
For any sequence S of integers, a subsequence of S is increasing, if any element other than
the last one is less than the succeeding element. As a generalization, for any integers l and u
with l ≤ u, we say that an increasing subsequence of S is [l : u]-banded, if the first element
is at least l and the last element is at most u. The longest increasing subsequence (LIS)
length of S is the maximum of |S 0 | over all increasing subsequences S 0 of S. Any increasing
subsequence of S that achieves the LIS length of S is called an LIS of S. The [l : u]-banded
LIS length and an [l : u]-banded LIS are defined analogously.
The aim of this article is to propose a reduction of the DTW distance problem to the LIS
length problem. This reduction is decomposed into a chain of a few sub-reductions each with
respect to the problem of determining the minimum path weight on a certain grid graph. To
introduce such intermediate problems, we will use the following terminology.
For any pair (m, n) of positive integers, let a grid graph be m × n, if it consists of all index
pairs (i, j) with 1 ≤ i ≤ m and 1 ≤ j ≤ n as vertices. For any positive integer d, a grid graph
is called d-valued, if each vertex is weighted by an integer between 0 and d − 1, including
the boundary. For example, a 2-valued (or binary) grid graph has vertices each weighted by
either zero or one. For convenience, we do not explicitly specify the set of edges of any m × n
grid graph. A path on a grid graph is a sequence of vertices in the graph. For any vertex
in a path, we sometimes say that the vertex appears in the path, or that a path contains a
vertex. Any contiguous subsequence of a path is called a subpath. For any vertices (i, j) and
(i0 , j 0 ), we say that (i, j) is followed vertically, horizontally, or diagonally by (i0 , j 0 ), if (i0 , j 0 )
is (i + 1, j), (i, j + 1), or (i + 1, j + 1), respectively. Any path on a vhd-path (resp. vh-path)
grid graph is a sequence of vertices such that any vertex in the sequence other than the last
one is followed vertically, horizontally, or diagonally (resp. not diagonally but vertically or
horizontally) by the succeeding vertex. Any vertex in such a path other than the last vertex
is called vertical, horizontal, or diagonal, if it is followed vertically, horizontally, or diagonally
by the succeeding vertex in the path, respectively. The weight of a path on any of vhd-path
or vh-path graphs is defined as the sum of the weight of (i, j) over all vertices (i, j) in the
path. The minimum path weight from (i0 , j 0 ) to (i00 , j 00 ) is the minimum of the weight of P
over all paths P from (i0 , j 0 ) to (i00 , j 00 ). A path from (i0 , j 0 ) to (i00 , j 00 ) is called optimal, if
this path achieves the minimum path weight from (i0 , j 0 ) to (i00 , j 00 ).

3

Reduction

Let A and B be arbitrary two time series both over a fixed integer interval {0, 1, . . . , c}.
We design a sequence of O(|A||B|) integers, called the DTW distance sequence, that can
be used to compute the DTW distance between any contiguous subsequence of A and
any contiguous subsequence of B by calculating the [l : u]-banded LIS length of a certain
contiguous subsequence of the DTW distance sequence for certain l and u.
Before proceeding, it is useful to redefine the DTW distance using the following grid
graph based on an immediate lemma claimed subsequently.
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I Definition 2. Let the DTW distance graph for A and B be the |A| × |B| (c2 + 1)-valued
vhd-path grid graph with each vertex (i, j) weighted by (A[i] − B[j])2 .
I Lemma 3. The square of the DTW distance between any subsequences A[i0 : i00 ] and
B[j 0 : j 00 ] is equal to the minimum path weight on the DTW distance graph for A and B from
(i0 , j 0 ) to (i00 , j 00 ).
To define the DTW distance sequence for A and B, we further redefine the DTW distance
three times in a manner similar to the above, by introducing two more intermediate grid
graphs one by one. An outline is as follows. The first intermediate grid graph is obtained
from the DTW distance graph by transforming into a binary one, which we will call the
binary DTW distance graph. To define this graph, we introduce a general technique that
allows us to transform an m × n (d + 1)-valued vhd-path grid graph into a dm × dn binary
vhd-path grid graph that represents the minimum path weight on the original graph from any
vertex to any. The number of zero-weighted vertices of the resulting graph is O(dmn). The
second intermediate one is obtained from the binary DTW distance graph by transforming
into a vh-path one, which we will call the binary vh-path DTW distance graph. To define
this graph, we also introduce a general technique that allows us to transform an m × n
binary vhd-path grid graph into an (m + (m − 1)(n − 1)) × (n + (m − 1)(m − 1)) binary
vh-path grid graph that represents the minimum path weight on the original graph from
any vertex to any. The number of zero-weighted vertices in the resulting graph is O(mn).
The DTW distance sequence is obtained from this second intermediate graph. To defined
this sequence, we introduce a general technique that allows us to transform an m × n binary
vh-path grid graph into a sequence of integers that represents the minimum path weight on
the original graph from any vertex to any. The length of this sequence is at most the number
of zero-weighted vertices in the original graph.
Due to the above chain of transformation, we can define the DTW distance sequence as an
integer sequence of length O(mn), if c is treated as a constant, or O(c4 mn), otherwise, that
represents the DTW distance between any contiguous subsequence of A and any contiguous
subsequence of B. The chain is conceptual and we do not need to construct each intermediate
graph explicitly. Instead, we can construct the DTW distance sequence directly from A and
B in time linear in the length of the DTW distance sequence.
We present below each transformation technique mentioned above by a separate subsection,
and the final subsection defines the DTW sequence.

3.1

A binary vhd-path grid graph representing a multi-valued one

Let G be an arbitrary m × n (d + 1)-valued vhd-path grid graph, with each vertex (i, j)
weighted by w(i, j). This section introduces a dm × dn binary vhd-path grid graph, denoted
Ḡ, that represents the minimum path weight on G between any pair of vertices. To obtain
such Ḡ, we replace each vertex (i, j) in G by a d × d binary vhd-path grid graph, which we
will call the (i, j)-block, such that the minimum path weight on this block from the upper-left
corner vertex (1, 1) to any of the other corner vertices (1, d), (d, 1), and (d, d) is equal to
w(i, j), the weight of (i, j) on G.
I Definition 4. Let Ḡ denote the dm×dn binary vhd-path grid graph such that the weight of
any of vertices (d(i−1)+1, d(j −1)+k), (d(i−1)+k, d(j −1)+1), and (d(i−1)+k, d(j −1)+k)
with 1 ≤ i ≤ m, 1 ≤ j ≤ n, and 1 ≤ k ≤ d − w(i, j) is zero and the weight of any other
vertex is one (see Figure 1).
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Figure 1 (a) A 4 × 5 5-valued vhd-path grid graph G and (b) the 16 × 20 binary vhd-path grid
graph Ḡ for this G are presented, where each vertex in G̃ that is weighted by zero (resp. one)
is indicated by an open (resp. a solid) square. The path indicated by a polygonal line in (a) is
represented by the path indicated analogously in (b).

For any vertex (i, j) of G, let us refer to the subgraph of Ḡ consisting of all vertices (g, h)
with d(i − 1) + 1 ≤ g ≤ di and d(j − 1) + 1 ≤ h ≤ dj as the (i, j)-block. Let ? (i, j), (i, j)? ,
? (i, j), and (i, j)? respectively denote the upper-left, upper-right, lower-left, and lower-right
corner vertices of the (i, j)-block, so that, for example, (i, j)? represents the vertex (di, dj) in
Ḡ. Graph Ḡ is designed so as to immediately have the following two properties.
I Property 5. The weight of the shortest path from ? (i, j) to any of (i, j)? , ? (i, j), and (i, j)?
is equal to w(i, j).
I Property 6. The weight of any path from a zero-weighted vertex in the (i, j)-block to any
vertex on the rightmost column or lowermost row of the block is at least w(i, j).
Graph Ḡ inherently represents G in the sense as follows.
I Lemma 7. For any vertices (i0 , j 0 ) and (i00 , j 00 ) of G with i0 ≤ i00 and j 0 ≤ j 00 , the minimum
path weight on G from (i0 , j 0 ) to (i00 , j 00 ) is equal to the minimum path weight on Ḡ from
? 0
(i , j) to (i00 , j 00 )? .
Proof. For any path P on G from (i0 , j 0 ) to (i00 , j 00 ), Property 5 immediately allows us to
define a path Q on Ḡ from ? (i0 , j 0 ) to (i00 , j 00 )? the weight of which is equal to the weight of
P . This Q is defined as the concatenation Q1 ◦ Q2 ◦ · · · ◦ Q|P | such that Qk with k ≤ |P | − 1
is the shortest path from ? P [k] to respectively P [k]? , ? P [k], or P [k]? , if P [k] is followed
horizontally, vertically, or diagonally by P [k + 1], and Q|P | is the shortest path from ? (i00 , j 00 )
to (i00 , j 00 )? . (For example, the path in Figure 1(b) is such Q for the path in Figure 1(a).)
For any path Q on Ḡ from ? (i0 , j 0 ) to (i00 , j 00 )? , Property 6 allows us to define a path on G
from (i0 , j 0 ) to (i00 , j 00 ) whose weight is at most the weight of Q as follows. Let P be the path
on G consisting of all vertices (i, j) such that the (i, j)-block of Ḡ contains at least a vertex
in Q. Let Qk with 1 ≤ k ≤ |P | denote the subpath of Q consisting of all vertices in the P [k]block, so that Q = Q1 ◦Q2 ◦· · ·◦Q|P | . Let K be the sequence of all indices k with 1 ≤ k ≤ |P |
such that Qk has at last a zero-weighted vertex in ascending order, so that K[1] = 1. For
any index k with 1 ≤ k ≤ |K|, let Q0k = QK[k]+1 ◦ QK[k]+1 ◦ · · · ◦ Qmin(K[k+1]−1,|P |) , so that
Q = Q[K[1]] ◦ Q01 ◦ Q[K[2]] ◦ Q02 ◦ · · · ◦ Q[K[|K|]] ◦ Q0|K| .
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Furthermore, let Pk0 be the path obtained from an arbitrary shortest path on G from P [K[k]]
to either P [K[k + 1]], if k < |K|, or P [|P |], otherwise, by deleting P [K[k]] and also deleting
P [K[k + 1]], if k < |K|. Define P 0 as the following path from (i0 , j 0 ) to (i00 , j 00 ):
0
P 0 = P [K[1]] ◦ P10 ◦ P [K[2]] ◦ P20 ◦ · · · ◦ P [K[|K|]] ◦ P|K|
.

We show that the weight of Q is at least the weight of P 0 . For any index k with 1 ≤ k ≤ |K|,
the weight of QK[k] is at least the weight of P [K[k]] due to Property 6. Hence, it suffices
to show that, for any index k with 1 ≤ k ≤ |K|, the weight of Pk0 is at most the weight of
Q0k . Suppose that k < |K|, let P [k] = (ik , jk ), and let P [k + 1] = (ik+1 , jk+1 ). Since Pk0 is
obtained from a shortest path on G from P [k] to P [k + 1] by deleting P [k] and P [k + 1], the
length |Pk0 | of Pk0 is equal to max(ik+1 − ik − 1, jk+1 − jk − 1). Therefore, the weight of Pk0
is at most d|Pk0 | ≤ d max(ik+1 − ik − 1, jk+1 − jk − 1). On the other hand, since Q0k has no
zero-weighted vertex, the weight of Q0k is at least d max(ik+1 − ik − 1, jk+1 − jk − 1). By an
0
analogous argument, we can verify that the weight of P|K|
is at most the weight of Q0|K| . J

3.2

A binary vh-path grid graph representing a vhd-path one

Let G be an arbitrary m × n binary vhd-path grid graph. This section introduces an
(m + (m − 1)(n − 1)) × (n + (m − 1)(n − 1)) binary vh-path grid graph, denoted G̃, that
represents the minimum path weight on G between any pair of vertices. The key idea to
design such G̃ from G is to insert (m − 1)(n − 1) rows and (m − 1)(n − 1) columns of
vertices, each having exactly one zero-weighted vertex called the checkpoint vertex, so that,
for any path P on G, the corresponding path Q on G̃ contains a unique checkpoint vertex
corresponding to each diagonal vertex on P . Since the number of zero-weighted vertices in
Q is equal to those in P plus the number of diagonal vertices on P , the weight of P can be
determined as the weight of Q minus the number of the inserted rows and columns through
which Q passes.
I Definition 8. Let G̃ denote the (m + (m − 1)(n − 1)) × (n + (m − 1)(n − 1)) binary vh-path
grid graph such that the weight of each vertex is as follows. For any vertex (i, j) of G, the
weight of (n(i − 1) + 1, m(j − 1) + 1) on G̃ is set to the weight of (i, j) on G. In addition, if
i < m and j < n, then the weight of (ni − j + 1, mj − i + 1) is set to zero. The weight of any
other vertex is set to one. (See Figure 2.)
For any vertex (i, j) of G, we call (n(i − 1) + 1, m(j − 1) + 1) on G̃ the (i, j)-originated
vertex. Furthermore, we call (ni − j + 1, mj − i + 1) the (i, j)-checkpoint vertex, if i < m
and j < n. (For example, Figure 2(b) uses a square to indicate the (i, j)-originated vertex
and an open circle to indicate the (i, j)-checkpoint vertex for each vertex (i, j) in G.) The
checkpoint vertices are chosen carefully so that, if a vh-path on G̃ passes through a pair
of distinct checkpoint vertices, say the (i, j)- and (i0 , j 0 )-checkpoint vertices, then neither
i = i0 nor j = j 0 . This condition is satisfied because the (i, j)-checkpoint vertex with j ≥ 2
is chosen from the upper row of the row of vertices where the (i, j − 1)-checkpoint vertex
is located, and the (i, j)-checkpoint vertex with i ≥ 2 is chosen in an analogous manner.
Consequently, G̃ has the following property.
I Property 9. For any vertices (i, j) and (i0 , j 0 ) of G with i ≤ i0 and j ≤ j 0 , G̃ has a
vh-path from the (i0 , j 0 )-originated vertex to the (i00 , j 00 )-originated vertex that passes through
min(i00 − i0 , j 00 − j 0 ) checkpoint vertices, but has no such path passing through more than
min(i00 − i0 , j 00 − j 0 ) checkpoint vertices.
Graph G̃ inherently represents G in the sense as follows.

ISAAC 2020

6:8

A Reduction of the DTW Distance to the LIS Length

Figure 2 (a) A 4 × 5 binary vhd-path grid graph G and (b) the 16 × 17 binary vh-path grid
graph G̃ for this G are presented, where each zero-weighted (resp. one-weighted) vertex (i, j) in G
and the (i, j)-originated vertex in G̃ are indicated by open (resp. solid) squares, and each inserted
vertices weighted by zero (resp. one) in G̃ is indicated by an open (resp. a solid) circle. The path
indicated by a polygonal line in (b) represents the path indicated analogously in (a).

I Lemma 10. For any vertices (i0 , j 0 ) and (i00 , j 00 ) of G with i0 ≤ i00 and j 0 ≤ j 00 , the minimum
path weight on G from (i0 , j 0 ) to (i00 , j 00 ) is equal to the minimum path weight on G̃ from the
(i0 , j 0 )-originated vertex to the (i00 , j 00 )-originated vertex minus (i00 −i0 )(n−1)+(j 00 −j 0 )(m−1).
Proof. For any path P on G from (i0 , j 0 ) to (i00 , j 00 ), the weight of an arbitrary path Q on
G̃ from the (i0 , j 0 )-originated vertex to the (i00 , j 00 )-originated vertex that contains the (i, j)originated vertices for all vertices (i, j) in P and the (i, j)-checkpoint vertices for all diagonal
vertices (i, j) on P is at most the weight of P plus (i00 − i0 )(n − 1) + (j 00 − j 0 )(m − 1). This can
be verified because the length of P is equal to i00 −i0 +j 00 −j 0 +1 minus the number of diagonal
vertices on P and the length of Q is equal to (i00 −i0 +j 00 −j 0 +1)+(i00 −i0 )(n−1)+(j 00 −j 0 )(m−1).
On the other hand , for any path Q on G̃ from the (i0 , j 0 )-originated vertex to the
00 00
(i , j )-originated vertex, Property 9 allows us to define a path P on G from (i0 , j 0 ) to (i00 , j 00 )
whose weight is at most the weight of Q minus (i00 − i0 )(n − 1) + (j 00 − j 0 )(m − 1). Let K be
the sequence of all indices k with 1 ≤ k ≤ |Q| such that Q[k] is the (ik , jk )-originated vertex
for some vertex, which we denote (ik , jk ), in G in ascending order, so that K[1] = 1 and
K[|K|] = |Q|. For any index k with 1 ≤ k ≤ |K| − 1, let Qk = Q[K[k] + 1 : K[k + 1] − 1], so
that
Q = Q[K[1]] ◦ Q1 ◦ Q[K[2]] ◦ Q2 ◦ · · · ◦ Q[K[|K| − 1]] ◦ Q|K|−1 ◦ Q[K[|K|]].
Furthermore, let Pk be the path obtained from an arbitrary optimal path on G from (ik , jk )
to (ik+1 , jk+1 ) by deleting the first and last vertices. We define P as
P = (i1 , j1 ) ◦ P1 ◦ (i2 , j2 ) ◦ P2 ◦ · · · ◦ (i|K|−1 , j|K|−1 ) ◦ P|K|−1 ◦ (i|K| , j||K| ).
(For example, the path in Figure 2(a) satisfies the conditions of P , if we consider the path in
Figure 2(b) as Q). Since the weight of Q[K[k]] with 1 ≤ k ≤ |K| on G̃ is equal to the weight
of (ik , jk ) on G, it suffices to show that, for any index k with 1 ≤ k ≤ |K| − 1, the weight of
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Figure 3 (a) A 4 × 5 binary vh-path grid graph G, (b) locations (5(i − 1) + j, i + 4(j − 1)) for
vertices (i, j) in G, (c) the sequence SG for G with all dummy integers omitted, and (d) the sequence
ŜG with IG = h0, 3, 5, 8, 10i and JG = h0, 2, 5, 6, 8, 10i are presented, where each zero-weighted (resp.
one-weighted) vertex (i, j) in G and its location (5(i − 1) + j, i + 4(j − 1)) are indicated by open
(resp. solid) circles. Each element IG [i] (resp. JG [j]) of IG (resp. JG ) represents the number of
zero-weighted vertices, each indicated by an open circle, on the first through ith rows (resp. jth
columns) of vertices in G. The paths indicated by polygonal lines in (a) and (b) and the sequences
consisting of framed integers in (c) and (d) represent each other.

Pk is at most the weight of Qk minus (ik+1 − ik )(n − 1) + (jk+1 − jk )(m − 1). Since the weight
of any optimal path on G from (ik , jk ) to (ik+1 , jk+1 ) is at most max(ik+1 − ik , jk+1 − jk ) + 1,
the weight of Pk is at most max(ik+1 − ik , jk+1 − jk ) − 1. On the other hand, since the
number of checkpoint vertices in Qk is at most min(ik+1 − ik , jk+1 − jk ) due to Property
9 and the length of Qk is (ik+1 − ik )n + (jk+1 − jk )m − 1, the weight of Qk is at least
(ik+1 − ik )n + (jk+1 − jk )m − 1 − min(ik+1 − ik , jk+1 − jk ) = (ik+1 − ik )(n − 1) + (jk+1 −
jk )(m − 1) + max(ik+1 − ik , jk+1 − jk ) − 1, which completes the proof.
J

3.3

An integer sequence representing a binary vh-path grid graph

Let G be an arbitrary m × n binary vh-path grid graph. We introduce here a sequence SG of
integers that represents the minimum path weight on G from any vertex to any by the banded
LIS length of its contiguous subsequence. Each integer in SG corresponds to a zero-weighted
vertex in G. Hence, the length of SG is equal to the number of zero-weighted vertices in
G. We design SG so that s ≤ s0 if and only if i ≤ i0 and j ≤ j 0 , for any integers s and s0 in
SG and their respectively corresponding vertices (i, j) and (i0 , j 0 ) in G. This strategy works
because any optimal path on G maximizes the number of zero-weighted vertices contained.
The minimum path weight on G is hence calculated by subtracting the banded LIS length of
a contiguous subsequence of SG from the path length.
I Definition 11. Let us introduce, for convenience, a dummy integer that is ignored when
considering increasing subsequences in a sequence of integers. Let SG denote the sequence of
mn integers such that SG [(i − 1)n + j] = i + (j − 1)m, if vertex (i, j) in G is zero-weighted,
or it is set to a dummy integer, otherwise. Let ŜG denote the sequence of integers obtained
from SG by deleting all dummy integers and replacing each integer remained by its rank.
(See Figure 3.) Let IG (resp. JG ) be the array of m + 1 (resp. n + 1) integers such that
IG [i00 ] (resp. JG [j 00 ]) with 0 ≤ i00 ≤ m (resp. 0 ≤ j 00 ≤ n) is the number of zero-weighted
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vertices (i, j) in G such that (i − 1)n + j ≤ i00 n (resp. i + (j − 1)m ≤ j 00 m), i.e., the number
of zero-weighted vertices in G located on the first through i00 th rows (resp. j 00 th columns) of
vertices.
Sequences SG and ŜG inherently represent G in the sense as follows.
I Lemma 12. For any vertices (i0 , j 0 ) and (i00 , j 00 ) of G with i0 ≤ i00 and j 0 ≤ j 00 , the
minimum path weight on G from (i0 , j 0 ) to (i00 , j 00 ) is equal to (i00 − i0 ) + (j 00 − j 0 ) + 1
minus the [(j 0 − 1)m + 1 : j 00 m]-banded LIS length of SG [(i0 − 1)n + 1 : i00 n], or equivalently,
(i00 − i0 ) + (j 00 − j 0 ) + 1 minus the [JG [j 0 − 1] + 1 : JG [j 00 ]]-banded LIS length of ŜG [IG [i0 − 1] + 1 :
IG [i00 ]].
Proof. For any ` different zero-weighted vertices (ik , jk ) with 1 ≤ k ≤ ` in G, (i1 , j1 ) ◦
(i2 , j2 ) ◦ · · · ◦ (i` , j` ) is a subsequence of some path from (i0 , j 0 ) to (i00 , j 00 ) if and only if
(i1 + (j1 − 1)m) ◦ (i2 + (j2 − 1)m) ◦ · · · ◦ (i` + (j` − 1)m) is a [(j 0 − 1)m + 1 : j 00 m]-banded
increasing subsequence of SG [(i0 − 1)n + 1 : i00 n]. This is because the condition of any side
holds if and only if (i0 − 1)n + 1 ≤ ik ≤ i00 n and (j 0 − 1)m ≤ jk ≤ j 00 m for any index k with
1 ≤ k ≤ ` and ik ≤ ik+1 and jk ≤ jk+1 for any index k with 1 ≤ k ≤ ` − 1. The length of
any path on G from (i0 , j 0 ) to (i00 , j 00 ) is (i00 − i0 ) + (j 00 − j 0 ) + 1. Thus the lemma is proven
easily.
J

3.4

The DTW distance sequence

Lemmas 3, 7, 10, and 12 naturally define the DTW distance sequence, representing the DTW
distance between any A[i0 : i00 ] and any B[j 0 : j 00 ], as follows.
I Definition 13. Let the binary DTW distance graph for A and B be the c2 |A| × c2 |B|
binary vhd-path graph Ḡ in Definition 4 for the DTW distance graph for A and B as G. Let
the binary vh-path DTW distance graph for A and B be the (c2 |A| + (c2 |A| − 1)(c2 |B| −
1)) × (c2 |B| + (c2 |A| − 1)(c2 |B| − 1)) binary vh-path graph G̃ in Definition 8 for the binary
DTW distance graph for A and B as G. Consider ŜG , IG , and JG in Definition 11 for the
binary vh-path DTW distance graph as G. We define the DTW distance sequence for A and
0
00
B as ŜG and denote it by SA,B . As auxiliary arrays of SA,B , let IA,B
(resp. IA,B
) be the
0
4
00
4
array of |A| integers such that IA,B [i] = IG [c |B|(i − 1)] (resp. IA,B [i] = IG [c |B|i + 1]), and
0
00
0
let JA,B
(resp. JA,B
) be the array of |B| integers such that JA,B
[j] = JG [c4 |A|(j − 1)] (resp.
00
4
JA,B [j] = JG [c |A|j + 1]).
Since the binary DTW distance graph consists of c4 |A||B| vertices, the binary vh-path
DTW distance graph contains at most 2c4 |A||B| zero-weighted vertices, implying that the
length of the DTW distance sequence is also at most 2c4 |A||B|. Although the binary vhpath DTW distance graph consists of O(c8 |A|2 |B|2 ) vertices, explicitly constructing this
intermediate grid graph is unnecessary. Instead, we can construct the DTW distance sequence,
together with its auxiliary arrays, from the binary DTW distance graph, or even directly
from A and B, in O(c4 |A||B|) time in a straightforward way.
I Lemma 14. The DTW distance sequence, together with its auxiliary arrays, is constructible
in O(c4 |A||B|) time.
Lemmas 3, 7, 10, and 12 immediately imply the following lemma.
I Lemma 15. The DTW distance between A[i0 : i00 ] and B[j 0 : j 00 ] is equal to c2 ((i00 −i0 )+(j 00 −
0
00
0
00
j 0 )) + 1 minus the [JA,B
[j 0 ] + 1 : JA,B
[j 00 ]]-banded LIS length of SA,B [IA,B
[i0 ] + 1 : IA,B
[i00 ]].
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It is well known that the dynamic programming (DP) algorithm determines the DTW
distance between any subsequences A[i0 : j 00 ] and B[j 0 : j 00 ] in O((i00 − i0 )(j 00 − j 0 )) time
from scratch. On the other hand, even if c can be treated as a constant, it takes O((i00 −
0
00
i0 )(j 00 − j 0 ) log log `) time [4] to determine the [JA,B
[j 0 ] + 1 : JA,B
[j 00 ]]-banded LIS length of
0
00
SA,B [IA,B
[i0 ] + 1 : IA,B
[i00 ]] from SA,B , where ` is the banded LIS length to be determined.
Consequently, as long as we are in the situation where determining the DTW distance
between any given subsequences A[i0 : i00 ] and B[j 0 : j 00 ] is required, naively using the DP
algorithm is better than maintaining SA,B to apply Lemma 15. However, certain kinds of the
DTW distance-related problems are relevant to the DTW distances between A[i0 : i00 ] and
B[j 0 : j 00 ] only for restricted pairs of them, and in such cases, our elaborate representation of
the DTW distances by the banded LIS lengths makes sense, as demonstrated in the next
section.

4

Applications

Reduction of the DTW distance problem to the banded LIS length problem proposed in
Section 3 becomes meaningful, when we apply the semi-local sequence comparison technique
for a pair of sequences, developed by Tiskin [26]. Here, by semi-local we mean that any pair
of an arbitrary prefix of one sequence and an arbitrary suffix of the other or any pair of an
arbitrary contiguous subsequence of one and the entire sequence of the other. This technique
was developed so as to be applicable to the longest common subsequence length problem
and guarantees, for our particular case considering the banded LIS length, existence of the
following useful permutation, which can be constructed efficiently.
I Lemma 16 ([26]). For any pair (A, B) of time series, there exists a permutation sequence
ΠA,B of integers from 1 to 2|SA,B | such that, for any indices i0 and i00 with 1 ≤ i0 ≤ i00 ≤ |A|
and any indices j 0 and j 00 with 1 ≤ j 0 ≤ j 00 ≤ |B|,
0
00
0
(A[1 : i00 ] vs B[j 0 : |B|]) the [JA,B
[j 0 ]+1 : JA,B
[|B|]]-banded LIS length of SA,B [IA,B
[1]+1 :
00
00
00
0
0
IA,B [i ]] is equal to JA,B [|B|] − JA,B [j ] minus the number of indices k with |SA,B | +
0
00
JA,B
[j 0 ] < k ≤ 2|SA,B | and ΠA,B (k) ≤ 2|SA,B | − IA,B
[i00 ],
0
00
0
(A[i0 : |A|] vs B[1 : j 00 ]) the [JA,B
[1] + 1 : JA,B
[j 00 ]]-banded LIS length of SA,B [IA,B
[i0 ] + 1 :
00
00
00
0
IA,B [|A|]] is equal to JA,B [j ] − JA,B [1] minus the number of indices k with |SA,B | −
0
00
IA,B
[i0 ] < k ≤ 2|SA,B | and ΠA,B (k) ≤ JA,B
[j 00 ],
0
00
0
00
0
(A[i : i ] vs B[1 : |B|]) the [JA,B [1]+1 : JA,B [|B|]]-banded LIS length of SA,B [IA,B
[i0 ]+1 :
00
00
0
IA,B
[i00 ]] is equal to JA,B
[|B|] − JA,B
[1] minus the number of indices k with |SA,B | −
0
0
00
IA,B [i ] < k ≤ 2|SA,B | and ΠA,B (k) ≤ 2|SA,B | − IA,B
[i00 ], and
0
00
0
0
00
00
0
(A[1 : |A|] vs B[j : j ]) the [JA,B [j ]+1 : JA,B [j ]]-banded LIS length of SA,B [IA,B
[1]+1 :
00
00
00
0
0
IA,B [|A|]] is equal to JA,B [j ] − JA,B [j ] minus the number of indices k with |SA,B | +
00
0
JA,B
[j 0 ] < k ≤ 2|SA,B | and ΠA,B (k) ≤ JA,B
[j 00 ].
(Once ΠA,B is implemented as the two-dimensional range counting tree [3], the size of which
remains O(|SA,B |), any of the above banded LIS lengths can be determined in O(log |SA,B |)
time.)
I Lemma 17 ([26] with any of [27] or [22]). If SA,B is available, then ΠA,B in Lemma 16
can be constructed in O(|SA,B | log2 |SA,B |) time and O(|SA,B |) space. (The two-dimensional
range counting tree in Lemma 16 is constructed from ΠA,B in O(|SA,B | log |SA,B |) time and
O(|SA,B |) space.)
The following DTW distance-related problems are included in typical kinds of problems
efficiently handled by the semi-local sequence comparison technique. In what follows, we
assume that any time series is a sequence of integers from 0 to c with c = O(1). Compared
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to a naive use of the DP technique, our reduction technique allows us to solve these problems
asymptotically faster by an almost linear factor. The drawback of our reduction is its spaceinefficiency. The DP technique requires only linear space, while ours consumes quadratic
space. As a result, the algorithms we will propose for the problems based on our reduction
technique balance execution speed and space consumption almost equally.

4.1

The circular DTW distance problem

Given a pair (A, B) of time series, the circular DTW distance problem consists of determining
the minimum of the DTW distance between A00 ◦ A0 and B over all partitions of A into a
prefix A0 and the remaining suffix A00 , together with an arbitrary circular shift A00 ◦ A0 of A
that achieves this minimum distance with B. This problem may arise, for example, when we
have a pair of daily temperature data for a year taken at different locations or environments
and want to know the similarity and phase shift between them.
A naive algorithm can solve this problem in O(|A|2 |B|) time and O(min(|A|, |B|)) space
by determining the DTW distance between A00 ◦ A0 and B in O(|A||B|) time based on the
DP technique for each partition of A into A0 ◦ A00 and taking the minimum. In contrast, if
the two-dimensional range counting tree TA◦A,B for ΠA◦A,B is available, then the problem
can be solved in O(|A| log max(|A|, |B|)) time by determining the DTW distance between
(A ◦ A)[i : i + |A| − 1] (= A[i : |A|] ◦ A[1 : i − 1]) and B in O(log |ΠA◦A,B |) time for each index
i from 1 to |A| and taking the minimum. Tree TA◦A,B can be constructed from scratch in
O(|A||B| log2 max(|A|, |B|)) time, because time required to construct ΠA◦A,B from SA◦A,B
dominates.
I Theorem 18. Given a pair (A, B) of time series, the circular DTW distance problem can
be solved in O(|A||B| log2 max(|A|, |B|)) time and O(|A||B|) space.

4.2

The square root DTW distance problem

Given a time series A, the square root DTW distance problem consists of determining the
minimum of the DTW distance of A0 and A00 over all partitions of A into a prefix A0 and the
remaining suffix A00 , together with an arbitrary prefix A0 of A that achieves this distance
with the remaining suffix A00 . This problem may arise, for example, when we want to check
if a time series can be thought of as an inexact tandem repeat.
Similarly to the case of the circular DTW distance problem, a naive algorithm can solve
this problem in O(|A|3 ) time and O(|A|) space by determining the DTW distance between
A0 and A00 in O(|A|2 ) time based on the DP technique for each partition of A into A0 ◦ A00
and taking the minimum. In contrast, if the two-dimensional range counting tree TA,A for
ΠA,A is available, then the problem can be solved in O(|A| log |A|) time by determining the
DTW distance between A[1 : i] and A[i + 1 : |A|] in O(log |ΠA,A |) time for each index i
from 1 to |A| − 1 and taking the minimum. Tree TA,A can be constructed from scratch in
O(|A|2 log2 |A|) time.
I Theorem 19. Given a time series A, the square root DTW distance problem can be solved
in O(|A|2 log2 |A|) time and O(|A|2 ) space.

4.3

The periodic DTW distance problem

Given a pair (A, B) of time series with |A| ≤ |B|, the periodic DTW distance problem consists
of determining the minimum of the DTW distance between A0 and B over all contiguous
subsequences A0 of A∗ , together with an arbitrary A0 that achieves this distance with B,

Y. Sakai and S. Inenaga

6:13

where A∗ denotes the concatenation of an infinite number of copies of A. This problem may
arise, for example, when we have a time series that can be thought of as consisting of a
concatenation of an unknown number of inexact occurrences of a specific pattern, possibly
with the first (resp. last) occurrence being trimmed into an arbitrary nonempty suffix (resp.
prefix), and want to cut it into the inexact occurrences of the pattern.
If the two-dimensional range counting tree TA,B for ΠA,B is available, then the problem
can be solved in O(max(|A| log |B|, |B|)|B| log |B|) time as follows. Let H be the directed
acyclic graph consisting of the source vertices ui with 1 ≤ i ≤ |A|, internal vertices wj with
1 ≤ j ≤ |B| − 1, the sink vertices vi with 1 ≤ i ≤ |A|,
an edge from any source vertex ui to any sink vertex vi0 with i ≤ i0 , the weight of which
is set to the DTW distance between A[i : i0 ] and B,
an edge from any source vertex ui to any internal vertex wj , the weight of which is set to
the DTW distance between A[i : |A|] and B[1 : j],
an edge from any internal vertex wj to any internal vertex wj 0 with j < j 0 , the weight of
which is set to the DTW distance between A and B[j + 1 : j 0 ], and
an edge from any internal vertex wj to any sink vertex vi , the weight of which is set to
the DTW distance between A[1 : i] and B[j + 1 : |B|].
It is easy to verify that the minimum path weight on H from a source vertex ui to a
sink vertex vi0 passing through ` internal vertices is equal to the DTW distance between
A[i : |A|] ◦ A`−1 ◦ A[1 : i0 ] and B, if ` > 0, or equal to the DTW distance between A[i : i0 ]
and B, otherwise, and vice versa, where the weight of a path on H is the sum of the weights
of all edges in the path. This implies that the periodic DTW distance problem can be solved
by finding an arbitrary path on H from a source vertex to a sink vertex that has minimum
weight. If H is available, then such a path can be found in time linear in the number of
edges in H, which is O(|B|2 ), and in space linear in the number of vertices in H, which is
O(|B|), by determining the midpoint of the path recursively in a straightforward way. Instead
of constructing H explicitly, we can use the two-dimensional range counting tree TA,B for
SA,B as a data structure that supports O(log |B|)-time queries of the weight of any edge in
H, which allows us to obtain the path in O(|B|2 log |B|) time and O(|B|) space, excluding
space for storing TA,B . Tree TA,B can be constructed from scratch in O(|A||B| log2 |B|)
time and O(|A||B|) space. (Adopting the same strategy, we can design an O(|A||B|2 )-time,
O(|B|)-space algorithm based on the DP technique.)
I Theorem 20. Given a pair (A, B) of time series with |A| ≤ |B|, the periodic DTW distance
problem can be solved in O(max(|A| log |B|, |B|)|B| log |B|) time and O(|A||B|) space.

5

Concluding remarks

This article showed that for any pair of time series A and B over integers {0, 1, . . . , c},
there exists a sequence S of O(c4 |A||B|) integers such that the DTW distance between any
contiguous subsequence of A and any contiguous subsequence of B can be represented by
the banded LIS length of a contiguous subsequence of S. As applications of this reduction
of DTW to LIS, novel algorithms for three DTW-related problems, the circular, square
root, and periodic DTW distance problems, were presented utilizing the semi-local sequence
comparison technique of Tiskin [26] originally developed for LCS-related problems.
An obvious bottleneck of our reduction technique for practical use is the quartic factor
c4 in the asymptotic length of the integer sequence proposed to represent the substringsubstring DTW distances. This factor limits the application of the reduction technique only
to data with few significant figures. Therefore, the immediate direction of future research
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is to somehow reduce the factor to a smaller one. A potential idea to reduce the factor
to quadratic is to use the same techniques as ours in a different order: the DTW distance
graph → a multi-valued vh-path grid graph (conceptual) → a weighted integer sequence of
length O(|A||B|) → an unweighted integer sequence of length O(c2 |A||B|) that represents
any substring-substring DTW distance as its band-substring LIS length. In other words,
by introducing the weighted generalization of the LIS length problem as an intermediate
problem in the reduction, the idea replaces the c4 -fold blowup that takes place as the first
step with the c2 -fold blowup to be done as the last step. The authors are optimistic that
this idea will work.
It should also be noted that there are a number of variants of the DTW distance that use
different cost functions. Recall that the quartic c4 factor in our time complexity O(c4 |A||B|)
comes from the quadratic cost function (A[ik ] − B[jk ])2 in formula (1). If we use another
major variant of the DTW distance (c.f. [2]) that is defined by replacing formula (1) in
Definition 1 with
`
X

|A[ik ] − B[jk ]|

k=1

with the linear cost function |A[ik ] − B[jk ]|, then the length of the integer sequence produced
by our algorithm is bounded by O(c2 |A||B|), or even by O(c|A||B|) if the aforementioned
improvements work.
Compared with the naive DP-based algorithms for the DTW-related problems, the
proposed algorithms run asymptotically faster but consume more space. An immediate
question from this time-space trade-off is whether space-inefficiency of our algorithms can
be removed by reducing the required space from quadratic to linear. Another question also
comes from the quadratic length of the integer sequence representing the DTW distance
by its LIS length. Due to this length, there is a gap between the size of the permutation
sequence used to solve the semi-local LCS and DTW problems: linear for LCS and quadratic
for DTW. The fully-local LCS problem, answering queries of an LCS between any given
pair of contiguous subsequences, has an interesting trade-off between space consumption and
query times. That is, the DP algorithm finds an LCS from scratch in quadratic time using
linear space, while a quadratic-time constructible data structure can support linear-time
queries of an LCS [23]. Can we have the same trade-off also on the fully-local DTW problem?
In other words, are there any quadratic-space (or even quadratic-time constructible) data
structures supporting linear-time queries of the DTW distance between any pair of contiguous
subsequences?
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Introduction

A simple undirected graph G has vertex set V (G) and edge set E(G). For two vertices
u, v ∈ V (G), let I(u, v) denote the set of all vertices in G that lie in some shortest path
S
between u and v. For a subset S of vertices of a graph G, let I(S) = u,v∈S I(u, v). We
say that T ⊆ V (G) is covered by S if T ⊆ I(S). A set of vertices S is a geodetic set if
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V (G) is covered by S. The geodetic number, denoted gn(G), is the minimum integer k such
that G has a geodetic set of cardinality k. Given a graph G, the Minimum Geodetic
Set (MGS) problem, introduced in [17], is to compute a geodetic set of G with minimum
cardinality. In this paper, we study the computational complexity of MGS in subclasses of
planar and chordal graphs. MGS is a natural graph covering problem that falls in the class
of problems dealing with the important geometric notion of convexity: see [11, 22] for some
general discussion of graph convexities. The setting of MGS is quite natural, and it can be
applied to facility location problems such as the optimal determination of bus routes in a
public transport network [6]. See also [10] for further applications.
The algorithmic complexity of MGS has been studied actively. In 1993, Harari, Loukakis
and Tsouros, in [17], proved that MGS is NP-hard. Later, Dourado et al. [8, 9] strengthened
the above result to bipartite graphs, chordal graphs (i.e. graphs with no induced cycle of
order greater than 3) and chordal bipartite graphs (i.e. bipartite graphs with no induced
cycle of order greater than 4). Recently, Bueno et al. [4] proved that MGS remains NP-hard
for subcubic graphs, and Chakraborty et al. [6] proved that MGS is NP-hard for planar
graphs. Kellerhals and Koana [19] studied the parameterized complexity of MGS, proving
that it is unlikely to be FPT for the parameters solution size, feedback vertex set number
and pathwidth, combined.
On the positive side, polynomial-time algorithms to solve MGS are known for cographs [8],
split graphs [8], ptolemaic graphs [11], block cactus graphs [10], outerplanar graphs [21] and
proper interval graphs [10], and the problem is FPT for parameters tree-depth and feedback
edge set number [19].
A grid embedding of a graph is a set of points in two dimensions with integer coordinates
such that each point in the set represents a vertex of the graph and, for each edge, the points
corresponding to its endpoints are at Euclidean distance 1. A graph is a partial grid if it has
a grid embedding. A graph is a solid grid if it has a grid embedding such that all interior
faces have unit area. Chakraborty et al. [6] gave a 3-approximation algorithm for MGS on
solid grids. We improve this as follows.
I Theorem 1. There is a linear-time algorithm for MGS on solid grids.
We note that researchers have designed polynomial-time algorithms for various problems
on solid grids [12, 20, 24]. Our algorithm on solid grids does not require the grid embedding
to be part of input. This is interesting since deciding whether an input graph is a solid grid
is an NP-complete problem [16]. To complement Theorem 1, we prove the following.
I Theorem 2. MGS is NP-hard for subcubic partial grids of girth at least g, for any fixed
integer g ≥ 4.
We note that this result jointly strengthens three existing hardness results: for bipartite
graphs [8], subcubic graphs [4] and planar graphs [6]. Moreover, partial grids are subclasses
of many other important graph classes such as disk graphs, rectangle intersection graphs,
etc [7, 23]. Hence, our result implies that MGS remains NP-hard on the aforementioned
graph classes.
An interval representation of a graph G is a collection of intervals on the real line such
that two intervals intersect if and only if the corresponding vertices are adjacent in G. A
graph is an interval graph if it has an interval representation. Ekim et al. [10] asked if there is
a polynomial-time algorithm for MGS on interval graphs. We give a negative answer to their
question (note that proper interval graphs are those interval graphs with no induced K1,3 ).
I Theorem 3. MGS is NP-hard for interval graphs (even with no induced K1,5 ).
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This result is somewhat surprising, as most covering problems can be solved in polynomial
time on interval graphs (but other distance-based problems, like Metric Dimension, are
NP-complete for interval graphs [13]). Our reduction (from 3-Sat) uses a quite involved
novel technique, that we hope can be used to prove similar results for other distance-related
problems on interval graphs. The main challenge here is to overcome the linear structure
of the graph to transmit information across the graph. To this end, we use a sophisticated
construction of many parallel tracks, i.e. shortest paths with intervals of (mostly) the same
length spanning roughly the whole graph, and such that each track is shifted with respect to
the previous one. Each track represents shortest paths that will be used by solution vertices
from our variable and clause gadgets. In between the tracks, we are able to build our gadgets.
We remark that MGS admits a polynomial-time algorithm on proper interval graphs by a
nontrivial dynamic programming scheme [10]. Problems known to be NP-complete on interval
graphs but polynomial-time solvable on proper interval graphs are very rare; two examples
known to us are Equitable Coloring [15] and Induced Subgraph Isomorphism [18].
To complement Theorem 3, we design an FPT algorithm for MGS on interval graphs
when parameterized by its treewidth which equals its clique number ω minus one. Observe
that interval graphs are also chordal graphs, i.e. graphs without induced cycles of order
greater than 3. We use dynamic programming on tree decompositions to prove the following.
O(ω)

I Theorem 4. MGS can be solved in time 22
n for chordal graphs and in time 2O(ω) n
for interval graphs, where n is the order of the input graph.
This result applies to the following setting. A k-tree is a graph formed by starting with
a complete graph on (k + 1) vertices and then repeatedly adding vertices by making each
added vertex adjacent to exactly k neighbors forming a (k + 1)-clique. Allgeier [1] gave a
polynomial-time algorithm to solve MGS on maximal outerplanar graphs, which is a subclass
of 2-trees, and thus our algorithm generalizes this result (note that 2-trees are both chordal
O(k)
n for
and planar). Since all k-trees are chordal graphs, MGS can be solved in time 22
k-trees of order n. Recall that this is unlikely to hold for partial k-trees (which are exactly
the graphs of treewidth at most k) since MGS is W [1]-hard for parameter treewidth [19].
Structure of the paper. In Section 2, we describe the algorithm for solid grids. In Section 3,
we present the algorithm for chordal graphs. In Section 4, we prove hardness for partial grids.
In Section 5, we prove hardness for interval graphs. We conclude in Section 6. Due to space
restrictions, some of the proofs are only sketched. The complete proof details can be found
in the full version of this paper: see [5].

2

A linear-time algorithm for solid grids

We here give a linear-time algorithm for MGS on solid grids and prove Theorem 1. In the
remainder of the section, G denotes a solid grid and R its grid embedding. A path P in G is
a corner path if (i) no vertex of P is a cut-vertex, (ii) both end-vertices of P have degree 2
in G, and (iii) all other vertices of P have degree 3 in G. Chakraborty et al. [6] proved:
I Lemma 5 ([6]). Any geodetic set of G contains at least one vertex from each corner path.
Any geodetic set of G contains all vertices of degree 0 or 1. We say that a vertex v of G
is a corner vertex if v is an end-vertex of some corner path. All corner vertices can be found
in linear time even if the grid embedding is not provided as an input [6].
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I Definition 6. We say that u1 , u2 , . . . , uk forms a corner sequence if for each 1 ≤ i ≤ k − 1,
1. there is a corner path with ui and ui+1 as endpoints, and
2. there is no corner vertex in the clockwise traversal of the boundary of R from ui to ui+1 .
A corner sequence is maximal if it is not a subsequence of any other corner sequence. For
a corner sequence S, let |S| denote the length of S.
I Lemma 7. Let S be the set of all maximal corner sequences of G, and let t be the number
P
of vertices of G with degree 1. Then, gn(G) ≥ t + S∈S b|S|/2c.
Proof. Any geodetic set of G contains all vertices of degree 1 and therefore gn(G) ≥ t.
Now, let X be any geodetic set of G and S ∈ S be an arbitrary maximal corner sequence.
Assume that u1 , u2 , . . . , u|S| forms the maximal subsequence S. Lemma 5 implies that for
each 1 ≤ j < |S|, at least one vertex of the corner path between uj and uj+1 must belong to
X. Observe that two corner paths may have at most one corner vertex in common. Moreover,
j k
a corner vertex cannot be in three corner paths. Therefore, X must contain at least |S|
2
vertices. Now, let P be a corner path with endpoints a, b and P 0 be a corner path with
endpoints a0 , b0 . If a, b and a0 , b0 are in two different maximal corner subsequences, then P
and P 0 have no vertex in common.
J
Due to space constraints, we only sketch the proof. Let S be the set of all maximal corner
sequences of G. For a maximal corner sequence S = u1 , u2 , . . . , uk let f (S) denote theset

{u2 , u4 . . . , uk−k0 } where k 0 = 0 if k is even and k 0 = 1, otherwise. Observe that |f (S)| = k2 .
Let V1 be the set of all vertices of degree 1. Now consider the sets V2 = ∪S∈S f (S) and
D = V1 ∪ V2 . Indeed, one can prove that D is a geodetic set of G and by Lemma 7, we
are done.

3

An FPT algorithm for chordal graphs parameterized by clique
number

We now sketch the main ideas for proving Theorem 4.
We give an FPT algorithm for chordal graphs parameterized by the clique number (which
is also the treewidth plus 1). We explain how to improve the complexity in the case of interval
graphs after the proof of the chordal case. Our algorithm performs dynamic programming on
a nice tree decomposition of the input chordal graph. The main idea behind the algorithm
is that the internal bags of the tree-decomposition (i.e. those who disconnect the tree into
non-empty graphs) induce clique cutsets (cliques whose removal disconnects the graph).
Then, for two vertices u, v all whose shortest paths go through some clique cutset X, their
behaviour (with respect to MGS and X) can be described in terms of X only. This key
observation will be enough to design our algorithm.
Nice tree decompositions are a well-known tool for designing dynamic programming
algorithms for graphs of bounded treewidth. In our notation, the set of vertices of the graph
associated to a node v of the tree, its bag, is denoted Xv . A nice tree decomposition of a
chordal graph (see [2]) is a rooted tree decomposition where the bag of every node induces a
clique. Each node belong to one of the following types. A node is a join node if it has exactly
two children, on the same bags as the node. An introduce node has a unique child whose
bag contains exactly one vertex less. A forget node has a unique child whose bag contains
exactly one more vertex. A leaf node is a leaf of the tree whose bag is empty. The root node
is a leaf node.
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For a nice tree decomposition and a node v, we define G≤v as the subgraph of G induced
by the vertices of the subtree of the decomposition rooted at v. If u ∈ V (G) and X is a clique,
we say that u is close to a nonempty set of vertices A ⊆ X with respect to X, if d(u, x) = du
when x ∈ A and d(u, x) = du + 1 when x ∈ X \ A (for some integer du ). Intuitively, if X
is clique cutset which creates two connected components G1 and G2 when removed and if
u ∈ V (G1 ) then the shortest paths from u to some vertices of the other components “tends
to” go through vertices of A.
Each maximal clique of a chordal graph will be associated to some node of the tree
decomposition. Intuitively speaking, as in most tree-width based dynamic programming
schemes, we need to show how the number of local solutions (i.e. in a bag of the tree) is
bounded by a function of the maximal size of a bag, and how it can be computed from the
information already computed for the node’s children. To do this, we will need the following
lemma, which deals with how shortest paths interact with clique cutsets.
I Lemma 8. Let X be a clique cutset of a chordal graph G. Let u, v be two vertices of G
such that all paths from u to v intersect X. Let A (resp. B) be a nonempty set of vertices of
X such that u (resp. v) is close to A (resp. B) with respect to X. Then, a vertex x belongs
to I(u, v) ∩ X (where I(u, v) is the set of vertices of G covered by a shortest path from u to
v) if and only if x ∈ A ∩ B or, A ∩ B = ∅ and x ∈ A ∪ B.
Lemma 8 implies that to compute an optimal partial solution (i.e. a subset of vertices of
G≤v ) for a given bag Xv , it is sufficient to ”guess” for which subsets A of Xv , there will exist
(in the future solution that will be computed for ancestors of v) a vertex y which is close to
A with respect to Xv . Thus, roughly speaking, it will be sufficient to index our solutions by
types depending on what subsets A of Xv are required to satisfy this property.
More precisely, for each node v of our tree decomposition, we compute a table of partial
solutions, indexed by types. For a node v, a type τ = (τ int , τ ext , τ bag , τ cov ) is an element of
2Xv
2Xv
{0, 1}
× {0, 1}
× 2Xv × 2Xv where 2Xv is the power set of Xv . We see τ int and τ ext as
Boolean vectors indexed by the elements of 2Xv , and τ bag and τ bag , as subsets of Xv . The
table of partial solutions of the node v, denoted as sol [v, τ ], will contain an optimal partial
solution for Xv of the given type τ , computed using the partial solutions of the children of
v. Our goal is to compute all such partial solutions sol [v, τ ]. The partial solution sol [v, τ ],
must follow some additional constraints that we detail below. Note that it is possible that
no partial solution verify those constraints. In this case, sol [v, τ ] is left empty.
For a node v of type τ and for a set A ⊆ Xv of vertices, the Boolean τ int [A] represents
whether there is some y ∈ sol [v, τ ] such that y is close to A with respect to Xv (“int” stands
for “interior”). For A ⊆ Xv , the Boolean τ ext [A] represents whether we need to add, at a
later step of our algorithm, some vertex y such that y is close to A with respect to Xv . Here,
y is a vertex that needs to be added later to the solution, in the upper part of the tree (“ext”
stands for “exterior”). By Lemma 8, it is not necessary to keep track of all such vertices, as
it is sufficient to record which subsets of vertices of Xv they are close to. This is a crucial
property used to construct our solution: if there exists such a y, then we can cover some
vertices of the subtree using this y, and Lemma 8 tells us exactly how.
The set τ cov represents the vertices of Xv that we require to cover with sol [v, τ ]. Due to
the existence of join nodes, we might want to cover the other vertices of Xv at a later step of
the algorithm. The set τ bag represents the vertices of Xv in sol [v, τ ], and is essentially used
to know which solutions of the children nodes of a join node can be merged.
To formalise the notion of types associated with a node we introduce the following
definition which essentially asserts what our solution table for a given node must satisfy
to be correct. To this end, we define a helper graph Hvτ that simulates the vertices (using
simplicial vertices) whose types are required to belong to the (future) solution.
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For a node v, let Tv denote the set of all types of v. For a fixed τ let Hvτ denote the graph
obtained by adding a vertex S to G≤v whenever there is a set S ⊆ Xv with τ ext [S] = 1,
and making S adjacent to each x ∈ S. Let Svτ = {S : S ⊆ Xv , τ ext [S] = 1} denote the newly
added vertices.
I Definition 9. Let v be a node of T . A 4-tuple τ = (τ int , τ ext , τ cov , τ bag ) of Tv is a “type
associated with v” if there exists a set D ⊆ V (Hvτ ) such that the following hold.
(i) Svτ ⊆ D and τ bag = D ∩ Xv .
(ii) For a vertex w ∈ (V (G≤v ) \ Xv ) ∪ τ cov there exists a pair w1 , w2 ∈ D such that
w ∈ I(w1 , w2 ) and w1 ∈ D \ Svτ .
(iii) For a subset A ⊆ Xv , we have τ int [A] = 1 if and only if D ∩ V (G≤v ) contains a vertex
which is close to A with respect to Xv .
Moreover, we shall say that the set D \ Svτ is a “certificate” for (v, τ ).
The proof of Theorem 4 boils down to showing, by induction, that it is possible to construct
O(ω(G))
certificates of minimum cardinality for each (valid) pair (v, τ ) in a total of 22
n time.
This is possible as the tree decomposition contains a O(n) nodes and for each of them,
O(ω(G))
computing our table for one particular node can be achieved in 22
time. For the root
r, there is only one type τ0 and therefore the minimum cardinality certificate for (r, τ0 ) is an
optimal geodetic set of G.
For interval graphs, the tree decomposition is a path decomposition. τ int and τ ext can be
A
chosen in {0, 1} , where A is a set of size O(ω), reducing the time complexity to 2O(ω) n.

4

Hardness for partial grids

We now prove Theorem 2. Let PG(3, g) denote the class of subcubic partial grids of girth at
least g. Given a graph G, a subset S ⊆ V (G) is a vertex cover of G if every edge in E(G)
has at least one end-vertex in S. The problem Minimum Vertex Cover is to compute
a vertex cover of an input graph G with minimum cardinality. To prove Theorem 2, we
reduce the NP-hard Minimum Vertex Cover problem on cubic planar graphs [14] to MGS
on graphs in PG(3, g). We use a result of Valiant [25] which says that any planar graph
G with maximum degree at most 4 has a drawing using O(|V (G)|) area where vertices are
represented as points on the integer grid, and edges are drawn as rectilinear curves on the
integer grid.
Let R be an embedding of a cubic planar graph G as described above. One can ensure
that the distance between two vertices is at least 100, and two parallel lines are at distance
at least 100. (Any large constant would be sufficient). We call such an embedding a good
embedding of G. A set S of vertices of a graph is an edge geodetic set if every edge lies in
some shortest path between a pair of vertices in S. Note that an edge geodetic set is also a
geodetic set (if there are no isolated vertices). We need the following lemma.
I Lemma 10. Let H be a graph having a geodetic set S which is also an edge geodetic set.
If H 0 denotes the graph obtained by replacing each edge of H with a path having k ≥ 0 edges,
then S is a geodetic set of H 0 .
Proof. Let w ∈ V (H 0 ) be a new vertex that was introduced while replacing an edge e of H
with a path. Let ue , ve ∈ S such that e belongs to a shortest path P between ue and ve . Let
P 0 be the path obtained by replacing each edge of P by a path having k edges. Observe that
P 0 is a shortest path between ue and ve in H 0 . Hence w belongs to a shortest path between
ue and ve in H 0 . Thus S is a geodetic set of H 0 .
J
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Overview of the reduction. From a cubic planar graph G with a given good embedding,
first we construct a planar graph f1 (G) having maximum degree at most 6 and girth 4.
We show that G has a vertex cover of size k if and only if f1 (G) has a geodetic set of size
3|V (G)| + k. Then, we construct a graph f2 (G) ∈ PG(3, 42) such that the geodetic numbers
of f2 (G) and f1 (G) are the same. When g > 42, we construct a graph f3 (G) ∈ PG(3, g) such
that the geodetic numbers of f3 (G) and f2 (G) are the same.
Construction of f1 (G). From a cubic planar graph G with a given good embedding R, we
construct a graph f1 (G) as follows. Each vertex v of G will be replaced by a vertex-gadget
Gv which is shown in Figure 1. The edges outside of the vertex-gadgets will depend on R.
We assume that the edges incident with any vertex v are labeled evi with 0 ≤ i < 3, in such a
way that the numbering increases counterclockwise around v with respect to the embedding
(thus the edge vw will have two labels: evi and ew
j , for some i, j ∈ {1, 2, 3}). Consider two
vertices v and w that are adjacent in G, and let evi and ew
j be the two labels of edge vw
v
w
v
w
in G. Add the edges (tvi , tw
),
(y
,
y
)
and
(y
,
y
j
i,i+1 j−1,j
i−1,i j+1,j ) (See Figure 1). All indices
are taken modulo 3. There are no other edges in f1 (G). Observe that f1 (G) is planar, and
has maximum degree at most 6 and girth 4. We have the following lemma whose proof is
omitted due to space restrictions.
Gv

v
z0,1

tv1

v
y0,1

w
y0,2

xv0,1
v
y1,2

xv1,2

Gw

w
z0,2

tw
2

xw
0,2
tv0

cv

tw
0

cw

xw
1,2

v
z1,2

w
y1,2
w
z1,2

xv0,2

tv2

xw
0,1

v
y0,2

w
y0,1
v
z0,2

w
z0,1

tw
1

Figure 1 Illustration of vertex-gadgets in the reduction in the proof of Theorem 2. For an
edge vw, we have the vertex gadgets Gv and Gw and the dashed lines indicate edges between two
vertex-gadgets.

I Lemma 11. The graph G has a vertex cover C of size k if and only if f1 (G) has a geodetic
set of size 3|V (G)| + k.
Proof. We construct a geodetic set S of f1 (G) of size 3|V (G)| + k as follows. For each vertex
v
v in G, we add the three vertices zi,j
(0 ≤ i < j ≤ 2) of Gv to S. If v is in C, we also add
v
vertex c to S.
Let us show that S is indeed a geodetic set. First, we observe that in any vertex gadget
v
Gv that is part of f1 (G), the unique shortest path between two distinct vertices zi,j
, ziv0 ,j 0
v
v
v
0 0
has length 4 and goes through vertices yi,j , tk and yi0 ,j 0 (where {k} = {i, j} ∩ {i , j }). Thus,
it only remains to show that the vertices {cv , xvi,j } (0 ≤ i < j ≤ 2) belong to some shortest
path of vertices of S. Assume that v is a vertex of G in C. The shortest paths between cv
v
and zi,j
have length 3 and one of them goes through vertex xvi,j . Thus, all vertices of Gv
belong to some shortest path between vertices of S. Now, consider a vertex w ∈
/ C of G.
Since G is a cubic planar graph, all three neighbours of w, say, w1 , w2 , w3 must lie in C. Let
w
w
w
A = {cw1 , cw2 , cw3 } and Z = {z0,1
, z1,2
, z0,2
}. Observe that all vertices of Gw lie in the set
I(A ∪ Z). Therefore, S is a geodetic set.

I S A AC 2 0 2 0

7:8

Algorithms and Complexity for Geodetic Sets on Planar and Chordal Graphs

v
z0,2

v
y0,2

tv2
xv0,2

tv0

cv
v

a b

v

dv

xv1,2

v
z1,2

xv0,1
v
y0,1

v
y1,2

tv1

v
z0,1

Figure 2 Construction of f2 (G).

For the converse, assume we have a geodetic set S 0 of f1 (G) of size 3|V (G)| + k. We
will show that G has a vertex cover of size k. First of all, observe that all the 3|V (G)|
v
vertices of type zi,j
are necessarily in S 0 , since they have degree 1. As observed earlier, the
v
shortest paths between those vertices already go through all vertices of type tvi and yi,j
.
However, no other vertex lies on a shortest path between two such vertices: these shortest
paths always go through the boundary 6-cycle of the vertex-gadgets. Let S00 be the set of
the remaining k vertices of S 0 . These vertices are there to cover the vertices of type cv and
xvi,j . We construct a subset C 0 of V (G) as follows: C 0 contains those vertices v of G whose
vertex-gadget Gv contains a vertex of S00 . We claim that C 0 is a vertex cover of G. Suppose
by contradiction that there is an edge vw of G such that neither Gv nor Gw contains any
vertex of S00 . Without loss of generality assume that ev0 and ew
0 are the two labels of the edge
vw. Here also, the shortest paths between vertices of S always go through the boundary
6-cycle of Gv and thus, they never include vertex xv1,2 . Let a and b be the neighbours of v
different from w. Observe that no shortest path between a vertex of Ga and a vertex of Gb
contains the vertex xv1,2 , a contradiction. Thus S 0 is a vertex cover of G.
J

Construction of f2 (G). An edge uv of f1 (G) is an internal edge if both u and v belong to
Gw for some w ∈ V (G). The other edges of f1 (G) are external edges. We construct f2 (G) in
three steps described below.
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w
w 0w
1. Replace each vertex of type tw
i (for w ∈ V (G)) with a new edge Ti = (ti ti ). Replace
w
w
w
w
w
w
each vertex of type yi,j with a path Yi,j = ai,j yi,j bi,j di,j . Replace each vertex of type
cw with a path C w = aw bw cw dw . (See Figure 2).
2. Replace each internal edge between vertices having labels p, q with a new path such that
the shortest path in the new graph between the vertices with label p, q has length 14 (this
constant is required to get a valid good embedding).
3. For an edge uv ∈ E(G), let Euv denote the set of three external edges between Gu and
Gv in f1 (G). Recall that R is a good embedding of G. Let luv denote the length of the
edge uv in R. Replace all three external edges pi qi ∈ Euv (1 ≤ i ≤ 3) with three new
paths Pi (1 ≤ i ≤ 3) such that lengths of all three paths are equal and in O(luv ).

Clearly, f2 (Gv ) is a partial grid for each v ∈ V (G) (Figure 2). It is not difficult to verify
that f2 (G) has maximum degree 3 and girth at least 42. Let C be a vertex cover of G with
cardinality k. We construct a geodetic set S of f2 (G) of cardinality 3|V (G)| + k as follows.
v
For each vertex v in G, we add the three vertices with labels zi,j
(0 ≤ i < j ≤ 2) to S. If v
v
is in C, we also add vertex c to S. From the construction of f2 (G) and using arguments
similar to that of Lemma 11, G has a vertex cover of size k if and only if f2 (G) has a geodetic
set of size 3|V (G)| + k. Moreover, we can prove the following.
I Lemma 12. The set S is both a geodetic set of minimum cardinality and an edge geodetic
set of minimum cardinality of f2 (G).
Completion of the proof of Theorem 2. If g ≤ 42, then observe that f2 (G) ∈ PG(3, g)
and from the previous discussions, we have that MGS is NP-hard for graphs in PG(3, g).
Otherwise, we replace every edge of f2 (G) with a path of length g. Call this modified
graph f3 (G), and observe that f3 (G) ∈ PG(3, g). By Lemma 12, S is both a geodetic set of
minimum cardinality and an edge geodetic set of minimum cardinality in f2 (G). Now, due
to Lemma 10, S is a geodetic set of f3 (G) of cardinality 3|V (G)| + k.

5

Hardness for interval graphs

We now give a sketch of the proof of Theorem 3. Let F be an instance of 3-Sat with
variables x1 , . . . , xn and clauses C1 , . . . , Cm . We construct a set D of intervals in polynomial
time such that the geodetic number of the intersection graph of D (denoted as I(D)) is at
most 4 + 7n + 58m if and only if F is a positive instance of 3-Sat.
The key intuition that explains why the problem is hard on interval graphs, is that
considering two solution vertices x, y, the structure of the covered set I(x, y) can be very
complicated. Indeed, it can be that many vertices lying “in between” x and y in the interval
representation, are not covered. This allows us to construct gadgets, by controlling which
such vertices get covered, and which do not. Moreover, we can easily force some vertices
to be part of the solution by representing them by an interval of length 0 (then, they are
simplicial vertices), which is very useful to design our reduction. Nevertheless, implementing
this idea turns out to be far from trivial, and to this end we need the crucial idea of tracks,
which are shortest paths spanning a large part of the construction. Each track starts at a
key interval called its root (representing a literal, for example) and serves as a shortest path
from the root to the rightmost end of the construction. In a way, each track “carries the
effect of the root” being chosen in a solution to the rest of the graph. The tracks are shifted
in a way that no shortcut can be used going from one track to another. We are then able to
locally modify the tracks and place our gadgets so that the track of, say, a literal, enables
the interval of that literal to cover an interval of a specific clause gadget (while the other
tracks are of no use for this purpose).
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S

X1

X2

···

Xn

C1

C2

Cm

E

···

Figure 3 Overview of the construction. Boxes represent gadgets, and lines represent tracks.

Overview of the reduction. There are four stages of our reduction. We initialise it by
constructing a set of intervals which we call the start gadget (denoted as S). After creating
the start gadget, we create the variable gadgets, which are placed consecutively, after the start
gadget. For each variable xi with 1 ≤ i ≤ n, we create the variable gadget Xi . Each variable
gadget is composed of several implication gadgets. An implication gadget IM P [¬p → q]
ensures (under some extra hypotheses) that if p is not chosen in a geodetic set of our
constructed intervals, then q must be chosen. These are used to encode the behaviour of
the variables of the 3-SAT instance: there will be two possible solutions, corresponding to
both truth values of xi . After creating all the variable gadgets, we create the clause gadgets,
also placed consecutively, after the variable gadgets. For each clause Cj with 1 ≤ j ≤ m,
we construct the clause gadget Cj . Each clause gadget is composed of a covering gadget,
several implication gadgets and several AND gadgets. The covering gadget of a clause Ci is
denoted by COV[i]. For two intervals p and q, the corresponding AND gadget is denoted
by AND [p, q]. Together, these gadgets will ensure that all intervals of the clause gadget
corresponding to the clause Ci are covered by six intervals if and only if one of the intervals
corresponding to the literals of Ci is chosen in a geodetic set. This encodes the behaviour of
the clauses of the 3-SAT instance.
After creating all the clause gadgets, we conclude our construction by creating the end
gadget E, placed after all clause gadgets. See Figure 3 for a schematic diagram.
Notations. Let S be a set of intervals with no isolated interval. For a vertex v ∈ V (I(S)), let
v = [min(v), max(v)] denote the interval corresponding to v in S, where min(v) and max(v)
refer the left boundary and right boundary of v, respectively. From now on, we only work with
intervals. The rightmost neighbour of v is the interval intersecting v that has the maximum
right boundary. For a nonempty set S of intervals, let min(S) = min{min(v) : v ∈ S},
max(S) = max{max(v) : v ∈ S}.. For two intervals u, v we have u < v if max(u) < min(v).
Let S be a set of intervals and u, v ∈ S. A shortest path between u, v is a shortest path
between u, v in I(S). The set I(u, v) is the set of intervals that belongs to some shortest
path between u, v. The geodetic set of S is analogously defined. For a subset S 0 of S the
phrase “S is covered by S 0 ” means that S 0 is a geodetic set of S. A point interval is an
interval of the form [a, a]. A unit interval is an interval of the form [a, a + 1]. A set of
intervals is proper if no interval contains another. A set T = {u1 , u2 , . . . , ut } of intervals is a
track if max(ui ) = min (ui+1 ) for all 1 ≤ i < t and no ui is a point interval for all 1 ≤ i ≤ t.
Observe that if T is a track, then I(T ) is a path. In our construction, each track T will be
associated with a number of intervals called its roots. The set of roots of T is denoted by
R(T ). For an intuition of how the tracks and roots are used, the track for which v is the root
will almost entirely be a shortest path from v to any interval w to the right of v (except for
some local shortcuts in the gadgets involving w, that can be controlled).
I Definition 13. Let T and T 0 be two tracks such that T ∪ T 0 is a proper set of intervals.
Then T < T 0 if max(T ) < max(T 0 ).
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Figure 4 The implication gadget IM P [¬p → q].

Let T be a set of tracks and T ∈ T . By construction each T ∪ T 0 will be a proper set
of intervals for T, T 0 ∈ T . The phrase “the track just preceding T ” refers to the track T 0
such that T 0 < T and there is no T 00 such that T 0 < T 00 < T . The phrases “the track just
following T ”, “maximal track of T ” and “minimal track of T ” are analogously defined.
1
Construction of S. Let  = (n+m)
4 where n is the number of variables and m is the number
of clauses. The start gadget S consists of four intervals which are defined as follows: the start
interval o = [1, 1], uo = [1, 2], the true interval > = [1 + , 1 + ] and u> = [1 + , 2 + ].
Let T1 = {uo } and T2 = {u> }. Observe that T1 , T2 are tracks and T1 < T2 .
We initialize two more sets, the set T = {T1 , T2 } of all tracks, and the set D = S of
all intervals. As we proceed with the construction, we shall insert more intervals in T1 , T2
while maintaining that both of them are tracks. We shall also add more tracks in T . Let
R(T1 ) = {o} and R(T2 ) = {>}.

Implication gadget of a root p. To construct the variable gadgets and the clause gadgets,
we need to define the implication gadget. On Figure 4, we present the implication gadget of
a root p which is different from o of S. The track Tp ∈ T is the track such that p ∈ R(Tp ).
Since p =
6 o, Tp is not the minimal element in T . The interval q is a new interval constructed
in the gadget for which we create a track T1 . The goal of this gadget is to ensure that q is
part of our solution when p is not.
Construction of variable gadgets. We construct the variable gadgets sequentially and
connect each of them to the previous one (X1 is connected to the start gadget S). Assuming
that we have placed S, X1 , . . . , Xi−1 , we construct Xi as follows. For variable xi , the gadget
Xi consists of two implication gadgets. Let D and T be the set of intervals and tracks created
so far. First, we construct IM P [¬> → xi ]. Observe that the sets D and T have been
updated after the last operation. There is an interval xi in D and there is a track T ∈ T
whose root is xi . Now we construct IM P [¬xi → xi ]. Observe that after constructing all
the variable gadgets, for each literal `, there is an interval named ` in D. Also note that
nothing prevent us, at this point, from taking both xi and xi in our solution. This property
will follow from the cardinality constraints on the size of the solution.
A clause gadget consists of a covering gadget, several implication and AND gadgets.
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Figure 5 The covering gadget COV[i].

Construction of covering gadgets. The covering gadget COV[i] of a clause Ci is presented
on Figure 5. In particular, this gadget is used to say that, under some extra assumptions,
one of ai , bi and ci is in our solution and covers the interval covi with a shortest path to fi .
Construction of the AND gadget. For two previously constructed interval p and q, we
can construct a gadget named AND [p, q]. We do not present the construction of this gadget
as it is slightly more complicated than the previous ones. This gadget contains a number
of new intervals. Among them is a particular interval denoted by γ(p, q). The role of this
gadget is as follows. If p and q are in our solution then every interval of the gadget is covered.
Otherwise we need to add an interval of the gadget to cover it, namely the interval γ (p, q)
is sufficient to cover every interval of AND [p, q].
Construction of Ci . We shall complete our construction of clause gadget Ci corresponding
to the clause Ci = (`1i , `2i , `3i ). First, we create the covering gadget COV[i] and update D, T .
Recall from the construction of COV[i] that the intervals named ai , bi , ci exist. Also recall
from the construction of variable gadgets that the intervals `1i , `2i , `h3i and `i1i , `2i , `3i exist. Now






we create, in this order, IM P ¬ai → a0i , AND ai , `1i , AND a0i , `1i , IM P ¬bi → b0i ,
h
h
i
i






AND bi , `2i , AND b0i , `2i , IM P ¬ci → c0i , AND ci , `3i , AND c0i , `3i where a0i , b0i
and b0i are three new intervals constructed in the corresponding implication gadgets. The
role of this last part is to ensure that ai and `1i are either both in the solution or both not in
the solution. The reality is slightly more complex but one should think of ai as a copy of `1i
and a0i as a copy of `1i . The same holds for bi and ci . This completes the construction of Ci .
Construction of end gadget. For each T ∈ T , we introduce two new intervals uT =
[max(T ), max(T ) + 1], eT = [max(uT ), max(uT )] and define T = T ∪ {uT }, D = D ∪
{uT , eT }T ∈T . For each T ∈ T , let eT be the tail of T . The end gadget E consists of all the
new intervals created above. The role of this gadget is to ensure that every interval belonging
to a track is covered.

5.1

Analysis

First, note that there are 2 + 4n + 35m tracks in T and npoint = 4 + 6n + 52m point intervals
in D. The total number of intervals in D is O((n + m)2 ). Remark that the point intervals
are exactly the simplicial vertices of D, hence they belong to every geodetic set of D. Let
T be a track in T such that T = {u1 , . . . , uk } with max(ui ) = min(ui+1 ) (1 ≤ i ≤ k − 1).
Observe that for each i with 1 ≤ i ≤ k − 1, ui+1 is the rightmost neighbour of ui .
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I Proposition 14. Let u and v be two intervals of D such that min(u) < min(v). The
path u0 , u1 , . . . , uk , v is a shortest path from u to v (where u = u0 , ui+1 is the rightmost
neighbour of ui for i ∈ 1 ≤ i ≤ k − 1, and uk−1 ∈
/ N (v), while uk ∈ N (v)). We say that
such a path is a good shortest path.
An interval u is a track interval if u ∈ T for some T ∈ T . From now on, U shall denote
the set of track intervals. Let Sp be the set of all point intervals and recall that Sp is a
subset of every geodetic set of D. For an interval z, let T (z) denote the track T such that
z ∈ R(T ). From our construction, one can observe that all track intervals are covered by
pair of vertices in Sp .
I Proposition 15. For an implication gadget IM P [¬p → q], let T be the track with root q.
Then q ∈ I(p, sq ), rq ∈ I(o, sq ).
I Proposition 16. Consider the cover gadget COV[i] and let z ∈ {ai , di , ci }. Then z ∈
I(di , eT (z) ) and covi ∈ I(z, fi ).
I Proposition 17. Consider an AND gadget AND [p, q]. The set {p, q} ∪ Sp covers all
vertices in AND [p, q]. The set {γ (p, q)} ∪ Sp covers all vertices in AND [p, q] where
γ (p, q) is a vertex of AND [p, q].
We shall show that if F is satisfiable, then D has a geodetic set of cardinality 4+7n+58m =
npoint + n + 6m. Let φ : {x1 , x2 , . . . , xn } → {0, 1} be a satisfying assignment of F (we
also define φ(xi ) = 1 − φ(xi )). Now, define the following sets. Let S1 = {xi : φ(xi ) =
1 2 3
1} ∪ {xi : φ(xin) = 1}}. Let S2 = ∅. Now, for each clause
o Ci = (`i , `i , `i ), and for each

(v, v 0 , `, `) ∈ (ai , a0i , `1i , `1i ), (bi , b0i , `2i , `2i ), (ci , c0i , `3i , `3i ) , if φ(`) = 1, then put S2 =


S2 ∪ v, γ v 0 , ` otherwise put S2 = S2 ∪ {v 0 , γ (v, `)}. We have that |S1 ∪ S2 ∪ Sp | =
4 + 7n + 58m.
I Lemma 18. The set S is a geodetic set of D.

Proof. As Sp ⊆ S, we know that all track intervals of D are covered. Moreover, every interval
of the form rq is covered by Proposition 15. Consider any variable gadget Xi corresponding to
the variable xi . Recall from construction, that Xi = IM P [¬> → xi ]∪IM P [¬xi → xi ]. Due
to Proposition 15, we have that xi ∈ I(>, eT (xi ) ). Hence, all intervals of IM P [¬> → xi ]
are covered by S. Due to Proposition 15, either xi ∈ I(xi , eT (xi ) ) when xi ∈ S or xi ∈ S
otherwise. The above arguments imply that all intervals in Xi are covered by S.
Now, consider any clause Ci = (`1i , `2i , `3i ) and recall the construction of Ci . Observe
that there exists at least one interval z ∈ {ai , bi , ci } ∩ S. Using Proposition 16, we can
infer that
all intervals
in COV[i]
are covered by S. Now, consider the implication gadget



IM P ¬ai → a0i , note that ai , a0i ∩ S 6= ∅ and therefore using Proposition 15, we can
0
infer that all intervals
in IM P ¬a
i → ai are covered by S. Repeating the above arguments


for IM P ¬bi → b0i and IM P ¬ci → c0i , we infer that all intervals

 in these implication
gadgets are covered by S. Now, consider the AND gadget AND ai , `1i . From our definition
of S2 , it follows that either ai , `1i ⊆ S or γ (p,
 q) ∈ S. In both cases, we can use
Proposition 17 to show that all intervals in AND ai , `1i are covered by S. Repeating the
above arguments for all the AND gadgets in Ci , we can show that all intervals of Ci are
covered by S.
J
Now, we show that if the geodetic number of D is at most 4 + 7n + 58m, then F is
satisfiable. The next proposition is key in showing this (recall that U contains all track
vertices). It is proven by considering an interval v with minimum min(v) contradicting the
statement.
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I Proposition 19. There is a minimum-size geodetic set S ∗ of D such that S ∗ ∩ U = ∅.
A good geodetic set of D is a geodetic set of minimum cardinality which does not contain
any interval belonging to a track (i.e. intervals of U ).
I Proposition 20. Let S ∗ be a good geodetic set of D and IM P [¬p → q] be an implication
gadget where p is the only root of T (p). Then, either p ∈ S ∗ or q ∈ S ∗ .
I Proposition 21. Let S ∗ be a good geodetic set of D and let Ci = (`1i , `2i , `3i ) be a clause.
Then |S ∗ ∩ Ci | ≥ 6. Moreover if none of `i1 , `i2 , `i3 is in S ∗ then |S ∗ ∩ Ci | ≥ 7.
I Lemma 22. If there is a good geodetic set of D with cardinality 4 + 7n + 58m, then F is
satisfiable.
Proof. Let S ∗ be a good geodetic set of D with cardinality 4 + 7n + 58m. Recall that
a variable gadget Xi is IM P [¬> → xi ] ∪ IM P [¬xi → xi ]. Due to Proposition 20, we
know that at least one among {xi , xi } lies in S ∗ . Let S1 = (S ∗ \ Sp ) ∩ (∪1≤i≤n Xi ), and
S2 = (S ∗ \ Sp ) ∩ (∪1≤i≤m Ci ). Note that S1 ∪ S2 ∪ Sp ⊆ S ∗ . We have |S1 | ≥ n, |S3 | ≥ 6m by
Proposition 21, and |Sp | = 4 + 6n + 52m. Therefore, |S1 | = n as |S ∗ | ≤ 4 + 7n + 58m. This
means that for each 1 ≤ i ≤ n, exactly one of xi , xi lies in S ∗ . Based on these, we define the
following truth assignment φ : {x1 , . . . , xn } → {1, 0} of F . Define φ(xi ) = 1 if xi ∈ S ∗ and
φ(xi ) = 0, otherwise. Using Proposition 21 we can infer that for each 1 ≤ i ≤ m, we have
that |S ∗ ∩ Ci | = 6 and at least one of the intervals `i1 , `i2 , `i3 lies in S ∗ . Thus, for at least one
literal `ji , we have that φ(`ji ) = 1, as needed.
J

6

Conclusion

We gave a polynomial-time algorithm for MGS on solid grids and proved that MGS is
NP-hard on partial grids and interval graphs. We proved that MGS is FPT on chordal
graphs when parameterized by the clique number.
Are there FPT algorithms for MGS on interval graphs, chordal graphs, partial grids,
planar graphs when parameterized by the geodetic number?
Assuming
the Exponential Time Hypothesis, our reduction implies that there cannot be
√
o( n)
a2
time algorithm for MGS on interval graphs of order n. Are there subexponential
time algorithms for MGS on interval graphs or chordal graphs, matching this lower bound?
(This is the case for many graph problems for geometric intersection graphs, see [3].)
We have seen that for every k, MGS is solvable in time f (k)n for k-trees, but such a
running time is unlikely to be possible for partial k-trees, since MGS is known to be W[1]-hard
for parameter tree-width [19]. However, there could still exist an XP-time algorithm for
MGS, running in time ng(k) on partial k-trees. In fact, it is already unknown whether MGS
is solvable in polynomial time on partial 2-trees (also known as series-parallel graphs or
K4 -minor-free graphs).
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1

Introduction

Testing planarity of a graph and finding a planar embedding, if one exists, are classical
algorithmic problems. For visualization purposes, it is often desirable to draw a graph
subject to certain additional constraints, e.g., finding orthogonal drawings [28] or symmetric
drawings [21], or inserting an edge into an embedding so that few edge crossings are
caused [20]. Historically, these problems have been considered for embedded graphs. More
recent research has attempted to optimize not only one fixed embedding, but instead to
optimize across all possible planar embeddings of a graph. This includes (i) orthogonal
drawings [9], (ii) simultaneous embeddings, where one seeks to embed two planar graphs
that share a common subgraph such that they induce the same embedding on the shared
subgraph (see [8] for a survey), (iii) simultaneous orthogonal drawings [3], (iv) embeddings
where some edge intersections are allowed [1], (v) inserting an edge [20], a vertex [13], or
multiple edges [14] into an embedding, (vi) partial embeddings, where one insists that the
embedding extends a given embedding of a subgraph [4], and (vii) finding minimum-depth
embeddings [6, 7].
The common tool in all of these recent algorithms is the SPQR-tree data structure, which
efficiently represents all planar embeddings of a biconnected planar graph G by breaking down
the complicated task of choosing a planar embedding of G into the task of independently
choosing a planar embedding for each triconnected component of G [16, 17, 18, 22, 26, 29].
This is a much simpler task since the triconnected components have a very restricted structure,
and so the components offer only basic, well-structured choices.
© Guido Brückner and Ignaz Rutter;
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An upward planar drawing is a planar drawing where each edge is represented by a ymonotone curve. For a level graph G = (V, E), which is a directed graph where each
vertex v ∈ V is assigned to a level `(v) such that for each edge (u, v) ∈ E it is `(u) < `(v), a
level-planar drawing is an upward planar drawing where each vertex v is mapped to a point
on the horizontal line y = `(v). Level planarity can be tested in linear time [19, 24, 25, 27].
Recently, the problem of extending partial embeddings for level-planar drawings has been
studied [12]. While the problem is NP-hard in general, it can be solved in polynomial time
for single-source graphs. Very recently, an SPQR-tree-like embedding representation for
upward planarity has been used to extend partial upward embeddings [11]. The construction
crucially relies on an existing decomposition result for upward planar graphs [23]. No such
result exists for level-planar graphs. Moreover, the level assignment leads to components of
different “heights”, which makes our decompositions significantly more involved.
Contribution. We develop the LP-tree, an analogue of SPQR-trees for level-planar embeddings of level graphs with a single source whose underlying undirected graph is biconnected.
It represents the choice of a level-planar embedding of a level-planar graph by individual
embedding choices for certain components of the graph, for each of which the embedding is
either unique up to reflection, or allows to arbitrarily permute certain subgraphs around two
pole vertices. Its construction is based on suitably modifying the SPQR-tree of G, which
represents all planar embeddings of G, not just the level-planar ones, such that, eventually,
the modified tree represents exactly the level-planar drawings of G. See Figure 1 (a, b) for
examples of how level planarity is more restrictive than planarity. The size of the LP-tree
is linear in the size of G and it can be computed in linear time. The LP-tree is a useful
tool that unlocks the large amount of SPQR-tree-based algorithmic knowledge for easy
translation to the level-planar setting. In particular, we obtain linear-time algorithms for
partial and constrained level planarity for biconnected single-source level graphs, which
improves upon the O(n2 )-time algorithm known to date [12]. Further, we describe the first
efficient algorithm for the simultaneous level planarity problem when the shared graph is a
biconnected single-source level graph. Proofs of marked statements (?) can be found in the
full version [10].

2

Preliminaries

Let G = (V, E) be a connected level graph. For each vertex v ∈ V let d(v) ≥ `(v) denote
the demand of v. Demands provide an interface to model the restrictions imposed on the
embeddings of one biconnected component by other biconnected components; see Figure 1 (c).
An apex of some vertex set V 0 ⊆ V is a vertex v ∈ V 0 whose level is maximum. The demand
of V 0 , denoted by d(V 0 ), is the maximum demand of a vertex in V 0 . An apex of a face f is an
apex of the vertices incident to f . A planar drawing of G is a topological planar drawing of the
underlying undirected graph of G. Planar drawings are equivalent if they can be continuously
transformed into each other without creating intermediate intersections. A planar embedding
is an equivalence class of equivalent planar drawings. A path is a sequence (v1 , v2 , . . . , vj )
of vertices so that for 1 ≤ i < j either (vi , vi+1 ) or (vi+1 , vi ) is an edge in E. A directed
path is a sequence (v1 , v2 , . . . , vj ) of vertices so that for 1 ≤ i < j it is (vi , vi+1 ) ∈ E. A
vertex u dominates a vertex v if there exists a directed path from u to v. A vertex is a
sink if it dominates no vertex except for itself. A vertex is a source if it is dominated by
no vertex except for itself. An st-graph is a graph with a single source and a single sink,
usually denoted by s and t, respectively. Throughout this paper all graphs are assumed to
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Figure 1 In (a), the height of the red component makes it impossible to flip it. In (b), note
that the red and green components can be exchanged, as can the blue and yellow components, but
neither the blue nor the yellow component can be embedded between the red and green component.
In (c), set the demand of v as d(v) = `(w) in the LP-tree that represents the graph that consists of
the red and gray part (but not the striped blue part). This models the restriction imposed on the
embedding of the red subgraph by the striped blue biconnected component.

have a single source s. For the remainder of this paper we restrict our considerations to
level-planar drawings of G where each vertex v ∈ V that is not incident to the outer face is
incident to some inner face f so whose apex a of the set of vertices on the boundary of f
satisfies d(v) < `(a). We will use demands in Section 4 to restrict the admissible embeddings
of biconnected components in the presence of cutvertices. Note that setting d(v) = `(v) for
each v ∈ V gives the conventional definition of level-planar drawings. A planar embedding Γ
of G is level planar if there exists a level-planar drawing of G with planar embedding Γ. We
then call Γ a level-planar embedding. For single-source level graphs, level-planar embeddings
are equivalence classes of topologically equivalent level-planar drawings.
I Lemma 1 (?). The level-planar drawings of a single-source level graph correspond bijectively
to its level-planar combinatorial embeddings with s on the outer face.
To make some of the subsequent arguments easier to follow, we preprocess our input level
graph G on k levels to a level graph G0 on d(V ) + 1 levels as follows. We obtain G0 from G
by adding a new vertex t on level d(V ) + 1 with demand d(t) = d(V ) + 1, connecting it to all
vertices on level k and adding the edge (s, t). Note that G0 is generally not an st-graph. The
embeddings of G0 where the edge (s, t) is incident to the outer face and the embeddings of G
are, in a sense, equivalent.
I Lemma 2 (?). An embedding Γ of G is level-planar if and only if there exists a level-planar
embedding Γ0 of G0 that extends Γ where (s, t) is incident to the outer face.
To represent all level-planar embeddings of G, it is sufficient to represent all level-planar
embeddings of G0 and to remove t and its incident edges from all embeddings. It is easily
observed that if G is a biconnected single-source graph, then so is G0 . We assume from now
on that the vertex set of our input graph G has a unique apex t and that G contains the
edge (s, t). We still refer to the highest level as level k, i.e., the apex t lies on level k. To
prove that embeddings are level planar we present some further tools, including a novel
characterization of level planarity, in the full version.
Our description of decomposition trees follows Angelini et al. [2]. Let G be a biconnected
graph. A separation pair is a subset {u, v} ⊆ V whose removal from G disconnects G.
Let {u, v} be a separation pair and let H1 , H2 be two subgraphs of G with H1 ∪ H2 = G
and H1 ∩H2 = {u, v}. Define the tree T that consists of two nodes µ1 and µ2 connected by an
undirected arc as follows. For i = 1, 2 node µi is equipped with a multigraph skel(µi ) = Hi +ei ,
called its skeleton, where ei = (u, v) is called a virtual edge. The arc (µ1 , µ2 ) links the two
virtual edges ei in skel(µi ) with each other. We also say that the virtual edge e1 corresponds
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Figure 2 Decompose the embedded graph G on the left at the separation pair u, v. This gives
the center-left decomposition tree whose skeletons are embedded as well. Reflecting the embedding
of skel(µ) or, equivalently, flipping (λ, µ), yields the same decomposition tree with a different
embedding of skel(µ). Contract (λ, µ) to obtain the embedding on the right.

to µ2 and likewise that e2 corresponds to µ1 . The idea is that skel(µ1 ) provides a more
abstract view of G where e1 serves as a placeholder for H2 . More generally, there is a
bijection corrµ : E(skel(µ)) → N (µ) that maps every virtual edge of skel(µ) to a neighbor
of µ in T , and vice versa. If it is corrµ ((u, v)) = ν, then ν is said to have poles u and v in µ.
If µ is clear from the context we simply say that ν has poles u, v. When the underlying graph
is a level graph, we assume `(u) ≤ `(v) without loss of generality. For an arc (ν, µ) of T , the
virtual edges e1 , e2 with corrµ (e1 ) = ν and corrν (e2 ) = µ are called twins, and e1 is called
the twin of e2 and vice versa. This procedure is called a decomposition, see Figure 2 on the
left. It can be re-applied to skeletons of the nodes of T , which leads to larger trees with
smaller skeletons. A tree obtained in this way is a decomposition tree of G. A decomposition
can be undone by contracting an arc (µ1 , µ2 ) of T , forming a new node µ with a larger
skeleton as follows. Let e1 , e2 be twin edges in skel(µ1 ), skel(µ2 ). The skeleton of µ is the
union of skel(µ1 ) and skel(µ2 ) without the two twin edges e1 , e2 . Contracting all arcs of a
decomposition tree of G results in a decomposition tree consisting of a single node whose
skeleton is G. See Figure 2 on the right. Let µ be a node of a decomposition tree with a
virtual edge e with corrµ (e) = ν. The expansion graph of e and ν in µ, denoted by G(e)
and G(µ, ν), respectively, is the graph obtained by removing the twin of e from skel(ν) and
contracting all arcs in the subtree that contains ν.
Each skeleton of a decomposition tree of G is a minor of G. So if G is planar, each skeleton
of a decomposition tree T of G is planar as well. If (µ1 , µ2 ) is an arc of T , and skel(µ1 )
and skel(µ2 ) have fixed planar embeddings Γ1 and Γ2 , respectively, then the skeleton of the
node µ obtained from contracting (µ1 , µ2 ) can be equipped with an embedding Γ by merging
these embeddings along the twin edges corresponding to (µ1 , µ2 ); see Figure 2 on the right.
This requires at least one of the virtual edges e1 in skel(µ1 ) with corrµ1 (e1 ) = µ2 or e2
in skel(µ2 ) with corrµ2 (e2 ) = µ1 to be incident to the outer face. If we equip every skeleton
with a planar embedding and contract all arcs, we obtain a planar embedding of G. This
embedding is independent of the order of the edge contractions. Thus, every decomposition
tree T of G represents (not necessarily all) planar embeddings of G by choosing a planar
embedding of each skeleton and contracting all arcs. Let eref be an edge of G. Rooting T at
the unique node µref whose skeleton contains the real edge eref identifies a unique parent
virtual edge in each of the remaining nodes; all other virtual edges are called child virtual
edges. The arcs of T become directed from the parent node to the child node. Restricting
the embeddings of the skeletons so that the parent virtual edge (the edge eref in case of µref )
is incident to the outer face, we obtain a representation of (not necessarily all) planar
embeddings of G where eref is incident to the outer face. Let µ be a node of T and let e
be a child virtual edge in skel(µ) with corrµ (e) = ν. Then the expansion graph G(µ, ν) is
simply referred to as G(ν).
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Figure 3 A planar graph on the left and its SPQR-tree in the middle. The five nodes of the
SPQR-tree are represented by their respective skeleton graphs. Dashed edges connect twin virtual
edges and colored edges correspond to Q-nodes. The embedding of the graph on the right is obtained
by flipping the embedding of the blue R-node and swapping the middle and right edge of the P-node.

The SPQR-tree is a special decomposition tree whose skeletons are precisely the triconnected components of G. It has four types of nodes: S-nodes, whose skeletons are cycles,
P-nodes, whose skeletons consist of three or more parallel edges between two vertices, and
R-nodes, whose skeletons are simple triconnected graphs. Finally, a Q-node has a skeleton
consisting of two vertices connected by one real and by one virtual edge. This means that in
the skeletons of all other node types all edges are virtual. In an SPQR-tree the embedding
choices are of a particularly simple form. The skeletons of Q- and S-nodes have a unique planar
embedding (not taking into account the choice of the outer face). The child virtual edges of
P-node skeletons may be permuted arbitrarily, and the skeletons of R-nodes are 3-connected,
and thus have a unique planar embedding up to reflection. We call this the skeleton-based
embedding representation. There is also an arc-based embedding representation. Here the
embedding choices are (i) the linear order of the children in each P-node, and (ii) for each
arc (λ, µ) whose target µ is an R-node whether the embedding of the expansion graph G(µ)
should be flipped. To obtain the embedding of G, we contract the edges of T bottom-up.
Consider the contraction of an arc (λ, µ) whose child µ used to be an R-node in T . At this
point, skel(µ) is equipped with a planar embedding Γµ . If the embedding should be flipped,
we reflect the embedding Γµ before contracting (λ, µ), otherwise we simply contract (λ, µ).
The arc-based and the skeleton-based embedding representations are equivalent. See Figure 3
and Figure 6 (a,b) for examples of a planar graph and its SPQR-tree.

3

A Decomposition Tree for Level Planarity

We construct a decomposition tree of a given single-source level graph G whose underlying
undirected graph is biconnected that represents all level-planar embeddings of G, called
the LP-tree. As noted in the Preliminaries, we assume that G has a unique apex t, for
which `(t) = d(t) holds true. The LP-tree for G is constructed based on the SPQR-tree for G.
We keep the notion of S-, P-, Q- and R-nodes and construct the LP-tree so that the nodes
behave similarly to their namesakes in the SPQR-tree. The skeleton of a P-node consists of
two vertices that are connected by at least three parallel virtual edges that can be arbitrarily
permuted. The skeleton of an R-node µ is equipped with a reference embedding Γµ , and
the choice of embeddings for such a node is limited to either Γµ or its reflection. Unlike
in SPQR-trees, the skeleton of µ need not be triconnected, instead it can be an arbitrary
biconnected planar graph. The embedding of R-node skeletons being fixed up to reflection
allows us to again use the equivalence of the arc-based and the skeleton-based embedding
representations.
The construction of the LP-tree starts out with an SPQR-tree T of G. Explicitly label
each node of T as an S-, P-, Q- or R-node. This way, we can continue to talk about
S-, P-, Q- and R-nodes of our decomposition tree even when they no longer have their
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λ

skel(µ)
emax

λ skel(µ1 )
emax
eparent

skel(µ2 )

eparent
Figure 4 Result of a P-node µ split with parent λ and child with maximum height ν. Note that
after the split, µ1 is an R-node and µ2 has one less child than µ had.

defining properties in the sense of SPQR-trees. Assume the edge (s, t) to be incident to
the outer face of every level-planar drawing of G (Lemma 2), i.e., consider T rooted at the
Q-node corresponding to (s, t). The construction of our decomposition tree works in two
steps. First, decompose the graph further by decomposing P-nodes in order to disallow
permutations that lead to embeddings that are not level planar. Second, contract arcs of the
decomposition tree, each time fixing a reference embedding for the resulting node, so that we
can consider it as an R-node, such that the resulting decomposition tree represents exactly
the level-planar embeddings of G. The remainder of this section is structured as follows.
The details and correctness of the first step are given in Section 3.1. Section 3.2 gives the
algorithm for constructing the final decomposition tree T . It follows from the construction
that all embeddings it represents are level-planar, and Section 3.3 shows that, conversely, it
also represents every level-planar embedding. In the full version, we present a linear-time
implementation of the construction algorithm.

3.1

P-Node Splits

In SPQR-trees, the children of P-nodes can be arbitrarily permuted. We would like P-nodes
of the LP-tree to have the same property. Hence, we decompose skeletons of P-nodes to
disallow orders that lead to embeddings that are not level planar. The decomposition is based
on the height of the child virtual edges, which we define as follows. Let µ be a node of a
rooted decomposition tree and let u and v be the poles of µ. Define V (µ) = V (G(µ)) \ {u, v}.
The height of µ and of the child virtual edge e with corr(e) = µ is d(µ) = d(e) = d(V (µ)).
If µ is a leaf Q-node it is V (µ) = ∅ and we define the height of µ as `(u).
Now let µ be a P-node, and let Γ be a level-planar embedding of G. The embedding Γ
induces a linear order of the child virtual edges of µ. This order can be obtained by splitting
the combinatorial embedding of skel(µ) around u at the parent edge. Then the following
is true.
I Lemma 3 (?). Let T be a decomposition tree of G, let µ be a P-node of T with poles u, v,
and let emax be a child virtual edge of µ with maximal height. Further, let Γ be a level-planar
embedding of G that is represented by T . If the height of emax is at least `(v), then emax is
either the first or the last edge in the linear ordering of the child virtual edges induced by Γ.
Lemma 3 motivates the following modification of a decomposition tree T . Take a P-node µ
with poles u, v that has a child edge whose height is at least `(v). Denote by λ the parent
of µ. Further, let emax be a child virtual edge with maximum height and let eparent denote
the parent edge of skel(µ). Obtain a new decomposition tree T 0 by splitting µ into two
nodes µ1 and µ2 representing the subgraph H1 consisting of the edges emax and eparent , and
the subgraph H2 consisting of the remaining child virtual edges, respectively; see Figure 4.
Note that the skeleton of µ1 , which corresponds to H1 , has only two child virtual edges. We
therefore define it to be an R-node. Moreover, observe that in any embedding of skel(µ)
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that is obtained from choosing embeddings for skel(µ1 ) and skel(µ2 ) and contracting the
arc (µ1 , µ2 ), the edge emax is the first or last child edge. Conversely, because µ2 is a P-node,
all embeddings where emax is the first or last child edge are still represented by T 0 . Apply
this decomposition iteratively, creating new R-nodes on the way, until each P-node µ with
poles u and v has only child virtual edges e that have height at most `(v) − 1. We say that a
node ν with poles x, y has I shape when the height of G(ν) is less than `(y). The following
theorem sets the stage to prove that after this decomposition, the children of P-nodes can be
arbitrarily permuted.
I Theorem 4. Let G be a biconnected single-source graph with unique apex t. There exists a
decomposition tree T that represents all level-planar embeddings of G such that all children
of P-nodes in T have I shape.

This ensures that P-nodes in our decomposition of level-planar graphs work analogously
to those of SPQR-trees for planar graphs. Namely, if we have a level-planar embedding Γ
of G and consider a new embedding Γ0 that is obtained from Γ by reordering the children of
P-nodes, then also Γ0 is level-planar. Hence, in our decomposition the children of P-nodes
can be arbitrarily permuted. See Figure 6 (b,c) for an example and the full version for a
complete proof.
I Theorem 5. Let G be a biconnected single-source graph with a unique apex. There exists
a decomposition tree T that (i) represents all level-planar embeddings of G (plus some planar,
non-level-planar ones), and (ii) if all skeletons of the nodes of T are embedded so that
contracting all arcs of T yields a level-planar embedding, then the children of all P-nodes
in T can be arbitrarily permuted and then contracting all arcs of T still yields a level-planar
embedding of G.

3.2

Arc Processing

In this section, we finish the construction of the LP-tree. The basis of our construction
is the decomposition tree T from Theorem 4, which represents a subset of the planar
embeddings of G that contains all level-planar embeddings, and moreover all children of
P-nodes have I shape. We now restrict T even further until it represents exactly the levelplanar embeddings of G. As of now, all R-node skeletons have a planar embedding that is
unique up to reflection, as they are either triconnected or consist of only three parallel edges.
By assumption, G is level-planar, and there exists a level-planar embedding Γ of G. Recall
that our definition of level-planar embeddings involves demands. Computing a level-planar
embedding Γ of G with demands reduces to computing a level-planar embedding of the
supergraph G0 of G obtained from G by attaching to each vertex v of G with d(v) > `(v) an
edge to a vertex v 0 with `(v 0 ) = d(v) without demands. Because G0 is a single-source graph
whose size is linear in the size of G this can be done in linear time [15]. We equip the skeleton
of each node µ with the reference embedding Γµ such that contracting all arcs yields the
embedding Γ. For the remainder of this section we will work with the arc-based embedding
representation. As a first step, we contract any arc (λ, µ) of T where λ is an R-node and µ
is an S-node and label the resulting node as an R-node. Note that, since S-nodes do not
offer any embedding choices, this does not change the embeddings that are represented by T .
This step makes the correctness proof easier. Any remaining arc (λ, µ) of T is contracted
based upon two properties of µ, namely the height of G(µ) and the space around µ in the
level-planar embedding Γ, which we define next. The resulting node is again labeled as an
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Figure 5 The height of G(λ) is at least `(w1 ) = `(w2 ), the height of G(µ) is at most `(v) − 1 and
the height of G(ν) is at least `(w3 ). The space around λ is `(a1 ), the space around µ is `(v) and the
space around ν is `(a5 ).

R-node. Let µ be a node of T with poles u and v. We denote by Γ ◦ µ the embedding
obtained from Γ by contracting G(µ) to the single edge e = (u, v). We call the faces f1 , f2
of Γ that induce the incident faces of e in Γ ◦ µ the µ-incident faces. The space around µ
in Γ is min{`(apex(f1 )), `(apex(f2 ))}; see Figure 5. For the time being we will consider the
embeddings of P-node skeletons as fixed. Then all the remaining embedding choices are
done by choosing whether or not to flip the embedding for the incoming arc of each R-node.
Let A denote the set of arcs in T . For each arc a = (λ, µ) ∈ A let space(µ) denote the space
around µ in Γ. We label a as rigid if d(µ) ≥ space(µ) and as flexible otherwise.
Let T 0 be the decomposition tree obtained by contracting all rigid arcs and equipping
each R-node skeleton with the reference embedding obtained from the contractions. We now
release the fixed embedding of the P-nodes, allowing to permute their children arbitrarily.
The resulting decomposition tree is called the LP-tree of the input graph G. See Figure 6 (d)
for an example. Our main result is the following theorem.
I Theorem 6 (?). Let G be a biconnected, single-source, level-planar graph. The LP-tree
of G represents exactly the level-planar embeddings of G and can be computed in linear time.
The next subsection is dedicated to proving the correctness of Theorem 6. The above
algorithm considers every arc of T once. The height of µ and the space around µ in Γ can
be computed in polynomial time. Thus, the algorithm has overall polynomial running time.
In the full version, we present a linear-time implementation of this algorithm.

3.3

Correctness

Process the arcs in top-down order α1 , . . . , αm . For i = 0, . . . , m let Ai = {α1 , . . . , αi }
contain the first i processed arcs for i = 0, . . . , m. Note that A0 = ∅ and Am = A. Denote
by Ri and Fi the arcs in Ai that are labeled rigid and flexible, respectively. We now introduce
a refinement of the embeddings represented by a decomposition tree. Namely, a restricted
decomposition tree T is a decomposition tree together with a subset of its arcs that are
labeled as flexible, and, in the arc-based view, the embeddings represented by T are only
those that can be created by flipping only at flexible arcs. We denote by Ti the restricted
decomposition tree obtained from T by marking only the edges in Fi as flexible.
Initially, F0 = ∅, and therefore T represents exactly the reference embedding Γref and its
reflection. Since all children of P -nodes have I shape and each P-node has I shape, no arc
incident to a P-node is labeled rigid. Therefore, if such an edge is contained in Ai , it is flexible.
In particular, only arcs between adjacent R-nodes are labeled rigid. As we proceed and label
more edges as flexible, more and more embeddings are represented. Each time, we justify the
level planarity of these embeddings. As a first step, we extend the definition of space from
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(b)

(d)

Figure 6 Example construction of the LP-tree for the graph G (a). We start with the SPQR-tree
of G (b). Arcs are oriented towards the root. Next, we split the P-node, obtaining the tree shown in
(c). Finally, we contract arcs that connect R-nodes with S-nodes and arcs that are found to be rigid
(thick dashed lines). This gives the final LP-tree T for G (d).

the previous subsection, which strongly depends on the initial level-planar embedding Γ,
in terms of all level-planar embeddings represented by the restricted decomposition tree Ti .
Let µ be a node of Ti with poles u, v. The space around µ is the minimum space around µ in
any level-planar embedding represented by the restricted decomposition tree Ti . Now let Γ
be a planar embedding of G and let Π be a planar embedding of G(µ) where u and v lie on
the outer face. Because u and v is a separation pair that disconnects G(µ) from the rest of G
and G(µ) is connected, the embedding of G(µ) in Γ can be replaced by Π. Let Γ + Π refer to
the resulting embedding. Now let Γ be a planar embedding of G and let µ be a node of T .
Let Π denote the restriction of Γ to G(µ) and let Π̄ be the reflection of Π. Reflecting µ in T
corresponds to replacing Π by Π̄ in Γ, obtaining the embedding Γ + Π̄ of G.
The idea is to show that if there is (is not) enough space around a node µ to reflect it, it
can (cannot) be reflected regardless of which level-planar embedding is chosen for G(µ). So,
the algorithm always labels arcs correctly. We use the following invariant.
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I Lemma 7 (?). The restricted decomposition tree Ti satisfies the following five conditions.
1. All embeddings represented by Ti are level planar.
2. Let (λ, µ) be an arc that is labeled as flexible. Let Γ be an embedding represented by Ti−1
and let Π be any level-planar embedding of G(µ). Then Γ + Π and Γ + Π̄ are level planar.
3. Let (λ, µ) be an arc that is labeled as rigid. Let Γ be an embedding represented by Ti−1
and let Π be a level-planar embedding of G(µ) so that Γ + Π is level planar. Let all
skeletons of Ti be embedded according to Γ + Π. Then skel(µ) has the reference embedding
and Γ + Π̄ is not level planar.
4. The space around each node µ of Ti is the same across all embeddings represented by Ti .
5. Let Γ be a level-planar embedding of G so that there exists a level-planar embedding Γp
of G that (i) is obtained from Γ by reordering the children of P-nodes, and (ii) satisfies Γp = Γref (π1 , π2 , . . . , πm ) where πj indicates whether arc αj = (λj , µj ) should be
flipped (πj = ᾱj ) or not (πj = αj ), and it is πj = αj for j > i. Then Γ is represented
by Ti .
The restricted decomposition tree Tm represents only level-planar embeddings by Property 1
of Lemma 7. Because no arc of Tm is unlabeled, it also follows that all level-planar embeddings
of G are represented by Tm . Contracting all arcs labeled as rigid in Tm gives the LP-tree
for G, which concludes our proof of Theorem 6.

4

Applications

We use the LP-tree to translate efficient algorithms for constrained planarity problems to
the level-planar setting. First, we extend the partial planarity algorithm by Angelini et
al. [4] to solve partial level planarity for biconnected single-source level graphs. Second,
we adapt this algorithm to solve constrained level planarity. In both cases we obtain a
linear-time algorithm, improving upon the best previously known running time of O(n2 ),
though that algorithm also works in the non-biconnected case [12]. Third, we translate the
simultaneous planarity algorithm due to Angelini et al. [5] to the simultaneous level planarity
problem when the shared graph is a biconnected single-source level graph. Previously, no
polynomial-time algorithm was known for this problem.
Partial Level Planarity. Angelini et al. define partial planarity in terms of the cyclic orders
of edges around vertices (the “edge-order definition”) as follows. A partially embedded
graph (Peg) is a triple (G, H, H) that consists of a graph G and a subgraph H of G together
with a planar embedding H of H. The task is to find an embedding G of G that extends H
in the sense that any three edges e, f, g of H that are incident to a shared vertex v appear
in the same order around v in G as in H. The algorithm works by representing all planar
embeddings of G as an SPQR-tree T and then determining whether there exists a planar
embedding of G that extends the given partial embedding H as follows. Recall that e, f, g
correspond to distinct Q-nodes µe , µf and µg in T . There is exactly one node ν of T that lies
on all paths connecting two of these Q-nodes. Furthermore, e, f, g belong to the expansion
graphs of three distinct virtual edges ê, fˆ, ĝ of skel(ν). The order of e, f and g in the planar
embedding represented by T is determined by the order of ê, fˆ, ĝ in skel(ν), i.e., by the
embedding of skel(ν). Fixing the relative order of e, f, g therefore imposes certain constraints
on the embedding of skel(µ). Namely, an R-node can be constrained to have exactly one of
its two possible embeddings and the admissible permutations of the neighbors of a P-node
can be constrained as a partial ordering. To model the embedding H consider for each
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vertex v of H each triple e, f, g of consecutive edges around v and fix their order as in H.
The algorithm collects these linearly many constraints and then checks whether they can be
satisfied simultaneously.
Define partial level planarity analogously, i.e., a partially embedded level graph is a
triple (G, H, H) of a level graph G, a subgraph H of G and a level-planar embedding H
of H. Again the task is to find an embedding G of G that extends H in the sense that any
three edges e, f, g of H that are incident to a shared vertex v appear in the same order
around v in G as in H. This definition of partial level planarity is distinct from but (due
to Lemma 1 (?)) equivalent to the one given in [12], which is a special case of constrained
level planarity as presented in the next section. LP-trees exhibit all relevant properties
of SPQR-trees used by the partial planarity algorithm. Ordered edges e, f, g of G again
correspond to distinct Q-nodes of the LP-tree T 0 for G. Again, there is a unique node ν
of T 0 that has three virtual edges ê, fˆ, ĝ that determine the order of e, f, g in the level-planar
drawing represented by T 0 . Finally, in LP-trees just like in SPQR-trees, R-nodes have exactly
two possible embeddings and the virtual edges of P-nodes can be arbitrarily permuted. Using
the LP-tree as a drop-in replacement for the SPQR-tree in the partial planarity algorithm due
to Angelini et al. gives the following, improving upon the previously known best algorithm
with O(n2 ) running time.
I Theorem 8. Partial level planarity can be solved in linear running time for biconnected
single-source level graphs.
Angelini et al. extend their algorithm to the connected case [4]. This requires significant
additional effort and the use of another data structure, called the enriched block-cut tree,
that manages the biconnected components of a graph in a tree. Some of the techniques
described in this paper, in particular our notion of demands, may be helpful in extending our
algorithm to the connected single-source case. Consider a connected single-source graph G.
All biconnected components of G have a single source and the LP-tree can be used to represent
their level-planar embeddings. However, a vertex v of some biconnected component H of G
may be a cutvertex in G and can dominate vertices that do not belong to H. Depending on
the space around v and the levels on which these vertices lie this may restrict the admissible
level-planar embeddings of H. Let X(v) denote the set of vertices dominated by v that do
not belong to H. Set the demand of v to d(v) = d(X(v)). Computing the LP-tree with
these demands ensures that there is enough space around each cutvertex v to embed all
components connected at v. The remaining choices are into which faces of H incident to v
such components can be embedded and possibly nesting biconnected components. These
choices are largely independent for different components and only depend on the available
space in each incident face. This information is known from the LP-tree computation. In
this way it may be possible to extend the steps for handling non-biconnected graphs due to
Angelini et al. to the level planar setting.
Constrained Level Planarity. A constrained level graph (Clg) (G, {≺01 , ≺02 , . . . , ≺0k }) consists of a k-level graph G and partial orders ≺0i of Vi for i = 1, 2, . . . , k (the “vertex-order
definition”) [12]. The task is to find a drawing of G, i.e., total orders ≺i of Vi that extend ≺0i
in the sense that for any two vertices u, v ∈ Vi with u ≺0i v it is u ≺i v.
I Theorem 9 (?). Constrained level planarity can be solved in linear running time for
biconnected single-source level graphs.
Proof Sketch. Consider a depth-first-search tree D of G. Translate each vertex-order
constraint u ≺0i v to an edge-order constraint around the lowest common ancestor of u and v
in D and use a similar approach as for partial level planarity.
J
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Figure 7 In the R-node, e fixes the relative embeddings of G(λ) and G(µ). In the level-planar
setting, e also fixes the embedding of G(ν). In the S-node, e2 and e3 fix the relative embeddings
of G(λ), G(ν) and G(λ), G(µ), respectively. In the level-planar setting, e1 also fixes the embedding
of G(ν). In the P-node, e1 fixes the relative embeddings of G(λ) and G(µ). In the level-planar
setting, e1 also fixes the embedding of G(ν).

Simultaneous Level Planarity. We translate the simultaneous planarity algorithm of Angelini et al. [5] to solve simultaneous level planarity for biconnected single-source graphs.
Let G1 = (V, E1 ) and G2 = (V, E2 ) be two graphs with the same vertices. The inclusive
edges E1 ∩ E2 together with V make up the intersection graph G1∩2 , or simply G for short.
All other edges are exclusive. The graphs G1 and G2 admit simultaneous embeddings E1 , E2
if the relative order of any three distinct inclusive edges e, f and g with a shared endpoint is
identical in E1 and E2 . The algorithm of Angelini et al. works by building the SPQR-tree for
the shared graph G and then expressing the constraints imposed on G by the exclusive edges
as a 2-Sat instance S that is satisfiable iff G1 and G2 admit a simultaneous embedding.
We give a very brief overview of the 2-Sat constraints in the planar setting. In an R-node,
an exclusive edge e has to be embedded into a unique face. This potentially restricts the
embedding of the expansion graphs G(λ), G(µ) that contain the endpoints of e, i.e., the
embedding of G(λ) and G(µ) is fixed with respect to the embedding of the R-node. Add
a variable xµ to S for every node of T with the semantics that xµ is true if skel(µ) has its
reference embedding Γµ , and false if the embedding of skel(µ) is the reflection of Γµ . The
restriction imposed by e on G(λ) and G(µ) can then be modeled as a 2-Sat constraint on
the variables xλ and xµ . For example, in the R-node shown in Figure 7 on the left, the
internal edge e must be embedded into face f1 , which fixes the relative embeddings of G(λ)
and G(µ). In an S-node, an exclusive edge e may be embedded into one of the two candidate
faces f1 , f2 around the node. The edge e can conflict with another exclusive edge e0 of the
S-node, meaning that e and e0 cannot be embedded in the same face. This is modeled by
introducing for every exclusive edge e and candidate face f the variable xfe with the semantics
that xfe is true iff e is embedded into f . The previously mentioned conflict can then be
resolved by adding the constraints xfe1 ∨ xfe2 , xfe01 ∨ xfe02 and xfe1 6= xfe01 to S. Additionally,
an exclusive edge e whose endpoints lie in different expansion graphs can restrict their
respective embeddings. For example, in the S-node shown in Figure 7 in the middle, the
edges e2 and e3 may not be embedded into the same face. And e2 and e3 fix the embeddings
of G(λ) and G(ν) and of G(λ) and G(µ), respectively. This would be modeled as xλ = xν
and xλ = xµ in S. In a P-node, an exclusive edge can restrict the embeddings of expansion
graphs just like in R-nodes. Additionally, exclusive edges between the poles of a P-node
can always be embedded unless all virtual edges are forced to be adjacent by internal edges.
For example, in the P-node shown in Figure 7 on the right, e1 fixes the relative embeddings
of G(λ) and G(µ). And e2 can be embedded iff one of the blue edges does not exist.
Adapt the algorithm to the level-planar setting. First, replace the SPQR-tree with the
LP-tree T . The satisfying truth assignments of S then correspond to simultaneous planar
embeddings E1 , E2 of G1 , G2 , so that their shared embedding E of G is level planar. However,
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due to the presence of exclusive edges, E1 and E2 are not necessarily level planar. To make
sure that E1 and E2 are level planar, we add more constraints to S. Consider adding an
exclusive edge e into a face f . This splits f into two faces f 0 , f 00 . The apex of at least one face,
say f 00 , remains unchanged. As a consequence, the space around any virtual edge incident
to f 00 remains unchanged as well. But the apex of f 0 can change, namely, the apex of f 0 is
an endpoint of e. Then the space around the virtual edges incident to f 0 can decrease. This
reduces the space around the virtual edge associated with ν. In the same way as described
in Section 3.2, this restricts some arcs in T . This can be described as an implication on the
variables xfe and xν . For an example, see Figure 7. In the R-node, adding the edge e with
endpoint v into f1 creates a new face f10 with apex v. This forces G(ν) to be embedded so
that its apex a is embedded into face f2 . Similarly, in the S-node and in the P-node, adding
the edge e1 restricts G(ν). We collect all these additional implications of embedding e into f
and add them to the 2-Sat instance S. Each exclusive edge leads to a constant number of
2-Sat implications. To find each such implication O(n) time is needed in the worst case.
Because there are at most O(n) exclusive edges this gives quadratic running time overall.
Clearly, all implications must be satisfied for E1 and E2 to be level planar. On the other
hand, suppose that one of E1 or E2 , say E1 , is not level planar. Because the restriction of E1
to G is level planar due to the LP-tree and planar due to the algorithm by Angelini et al.,
there must be a crossing involving an exclusive edge e of G1 . This contradicts the fact that
we have respected all necessary implications of embedding e. We obtain Theorem 10.
I Theorem 10. Simultaneous level planarity can be solved in quadratic time for two graphs
whose intersection is a biconnected single-source level graph.

5

Conclusion

The majority of constrained embedding algorithms for planar graphs rely on two features of
the SPQR-tree: they are decomposition trees and the embedding choices consist of arbitrarily
permuting parallel edges between two poles or choosing the flip of of a skeleton whose
embedding is unique up to reflection. We have developed the LP-tree, an SPQR-tree-like
embedding representation that has both of these features. SPQR-tree-based algorithms can
then usually be executed on LP-trees without any modification. The necessity for mostly
minor modifications only stems from the fact that in many cases the level-planar version
of a problem imposes additional restrictions on the embedding compared to the original
planar version. Our LP-tree thus allows to leverage a large body of literature on constrained
embedding problems and to transfer it to the level-planar setting. In particular, we have
used it to obtain linear-time algorithms for partial and constrained level planarity in the
biconnected case, which improves upon the previous best known running time of O(n2 ).
Moreover, we have presented an efficient algorithm for the simultaneous level planarity
problem. Previously, no polynomial-time algorithm was known for this problem. Finally,
we have argued that an SPQR-tree-like embedding representation for level-planar graphs
with multiple sources does not substantially help in solving the partial and constrained level
planarity problems, is not efficiently computable, or does not exist.
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Abstract
In 2012 Driemel et al. [17] introduced the concept of c-packed curves as a realistic input model.
In the case when c is a constant they gave a near linear time (1 + ε)-approximation algorithm for
computing the Fréchet distance between two c-packed polygonal curves. Since then a number of
papers have used the model.
In this paper we consider the problem of computing the smallest c for which a given polygonal
curve in Rd is c-packed. We present two approximation algorithms. The first algorithm is a
2-approximation algorithm and runs in O(dn2 log n) time. In the case d = 2 we develop a faster
algorithm that returns a (6 + ε)-approximation and runs in O((n/ε3 )4/3 polylog(n/ε))) time.
We also implemented the first algorithm and computed the approximate packedness-value for 16
sets of real-world trajectories. The experiments indicate that the notion of c-packedness is a useful
realistic input model for many curves and trajectories.
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1

Introduction

Worst-case analysis often fails to accurately estimate the performance of an algorithm for
real-world data. One reason for this is that the traditional analysis of algorithms and data
structures is only done in terms of the number of elementary objects in the input; it does not
take into account their distribution. Problems with traditional analysis have led researchers
to analyse algorithms under certain assumptions on the input [15], which are often satisfied
in practice. By doing this, complicated hypothetical inputs are hopefully precluded, and the
worst-case analysis yields bounds which better reflect the behaviour of the algorithms in
practical situations.
In computational geometry, realistic input models were introduced by van der Stappen
and Overmars [39] in 1994. They studied motion planning among fat obstacles. Since then
a range of models have been proposed, including uncluttered scenes [14], low density [40],
simple-cover complexity [33], to name a few. De Berg et al. [15] gave algorithms for computing
the model parameters for planar polygonal scenes. In their paper they motivated why such
algorithms are important.
To verify whether a certain model is appropriate for a certain application domain.
Some algorithms require the value of the model parameter as input in order to work
correctly, e.g. the range searching data structure for fat objects developed by Overmars
and van der Stappen [35].
Computing the model parameters of a given input can be useful for selecting the algorithm
best tailored to that specific input.
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Packedness of Curves

In this paper we will study polygonal curves in Rd . The Fréchet distance [21] is probably
the most popular distance measure for curves. In 1995, Alt and Godau [3] presented an
O(n2 log n) time algorithm for computing the Fréchet distance between two polygonal curves
of complexity n. This was later improved by Buchin et al. [29] who showed that the continuous
√
Fréchet distance can be computed in O(n2 log n(log log n)3/2 ) expected time. Any attempt
to find a much faster algorithm was proven to be futile when Bringmann [6] showed that,
assuming the Strong Exponential Time Hypothesis, the Fréchet distance cannot be computed
in strongly subquadratic time, i.e., in time O(n2−ε ) for any ε > 0.
In an attempt to break the quadratic lower bound for realistic curves, Driemel et al. [17]
introduced a new family of realistic curves, so-called c-packed curves, which since then has
gained considerable attention [10, 16, 18, 27, 28]. A curve π is c-packed if for any ball B,
the length of the portion of π contained in B is at most c times the radius of B. In their
paper they considered the problem of computing the Fréchet distance between two c-packed
curves and presented a (1 + ε)-approximation algorithm with running time O( cn
ε + cn log n),
2
cn
log
(1/ε)
+
cn
log
n)
by
Bringmann
and
Künnemann
[7].
which was later improved to O( √
ε
Other models for realistic curves have also been studied. Closely related to c-packedness
is γ-density which was introduced by Van der Stappen et al. [40] for obstacles, and modified
to polygonal curves in [17]. A set of objects is γ-low-density, if for any ball of any radius, the
number of objects intersecting the ball that are larger than the ball is less than γ. Aronov
et al. [5] studied so-called backbone curves, which are used to model protein backbones in
molecular biology. Backbone curves are required to have, roughly, unit edge length and a
given minimal distance between any pair of vertices. Alt et al. [4] introduced κ straight
curves, which are curves where the arc length between any two points on the curve is at
most a constant κ times their Euclidean distance. They also introduced κ-bounded curves
which is a generalization of κ-straight curves. It has been shown [2] that one can decide in
O(n log n) time whether a given curve is backbone, κ-straight or κ-bounded.
From the above discussion and the fact that the c-packed model has gained in popularity,
we study two natural and important questions in this paper.
1. Given a curve π, how fast can one (approximately) decide the smallest c for which π is
c-packed?
2. Are real-world trajectory data c-packed for some reasonable value of c?
Vigneron [41] gave an FPTAS for optimizing the sum of algebraic functions. The algorithm
can be applied to compute a (1 + ε) approximation of the c-packedness value of a polygonal
curve in Rd in O(( nε )d+2 logd+2 nε ) time.
However, working with balls is complicated (see Section 1.1) and in this paper we will
therefore consider a simplified version of c-packedness. Instead of balls we will use (d-)cubes,
that is, we say that a curve π is c-packed if for any cube S, the length of the portion of π
contained in S is at most c · r, where r is half the side length
√ of S. Note that under this
definition, a c-packed curve using the “ball” definition is a ( dc)-packed curve in the “cube”’
definition, while a c-packed curve using the “cube” definition is also a c-packed curve in the
“ball” definition. From now on we will use the “cube” definition of c-packed curves.
To the best of our knowledge the only known algorithm for computing packedness of
a polygonal curve, apart from applying the tool by Vigneron [41], is by Gudmundsson et
al. [24] who gave a cubic time algorithm for polygonal curves in R2 . They consider the
problem of computing “hotspots” for a given polygonal curve, but their algorithm can also
compute the packedness of a polygonal curve. We provide two sub-cubic time approximation
algorithms for the packedness of a polygonal curve.
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Our first result is a simple O(dn2 log n) time 2-approximation algorithm for d-dimensional
polygonal curves. We also implemented this algorithm and tested it on 16 data sets to
estimate the packedness value for real-world trajectory data. As expected the value varies
wildly both between different data sets but also within the same data set. However, about half
the data sets had an average packedness value less than 10, which indicates that c-packedness
is a useful and realistic model for many real-world data sets.
Our second result is a faster O∗ (n4/3 ) time1 (6+ε)-approximation algorithm for polygonal
curves in the plane. We achieve this faster algorithm by applying Callahan and Kosaraju’s
Well-Separated Pair Decomposition (WSPD) to select O(n) squares, and then approximating
the packedness values of these squares with a multi-level data structure. Note that our
approach of building a data structure and then performing a linear number of square
packedness queries solves a generalised instance of Hopcroft’s problem. Hopcroft’s problem
asks: Given a set of n points and n lines in the plane, does any point lie on a line? An
Ω(n4/3 ) lower bound for Hopcroft’s problem was given by Erickson [19]. Hence, it is unlikely
that our approach, or a similar approach, can lead to a considerably faster algorithm.

1.1

Preliminaries and our results

Let π = hp1 , . . . , pn i be a polygonal curve in Rd and let si = (pi , pi+1 ) for 1 6 i < n. Let H
Pn−1
be a closed convex region in Rd . The function Υ(H) = i=1 |si ∩ H| describes the total
length of the trajectory π inside H. In the original definition of c-packedness H is a ball.
As mentioned in the introduction, we will consider H to be an axis-aligned cube instead
of a ball. The reason for our choice was argued for R2 in [24], and for completeness we
include their arguments here.
If H is a square, then each piece of Υ(H) is a simple linear function, i.e. is of the form
γ(x) = ax + b for some a, b ∈ R. The description of each piece of Υ is constant size and
can be evaluated in constant time. However, if H is a disc, the intersection points of the
boundary of H with the trajectory π are no longer simple linear equations in terms of the
center and radius of H, so that Υ becomes a piecewise the sum of square roots of polynomial
functions. These square root functions provide algebraic issues that cannot be easily resolved
for maximising the function Υ(H)/r. For this reason, we will consider H to be a square
instead of a disc.
Pn−1
The function Υ(H) = i=1 |si ∩ H| describes the total length of the polygonal curve
inside H. Similarly, Ψ(H) = Υ(H)/r denotes the packedness value of H. Our aim is to find
a cube H ∗ with centre at p∗ and radius r∗ that has the maximum packedness value for a
given polygonal curve π. The radius of a cube is half the side length of the cube.
The following two theorems summarise the main results of this paper.
I Theorem 1. Given a polygonal curve π of size n in Rd , one can compute a 2-approximate
packedness value for π in O(dn2 log n) time.
I Theorem 2. Given a polygonal curve π of size n in R2 and a constant ε, with 0 < ε 6 1,
one can compute a (6 + ε)-approximate packedness value for π in O((n/ε3 )4/3 polylog(n/ε))
time.
Theorem 1 is presented in Section 2 and Theorem 2 is presented in Section 3. Experimental
results on the packedness values for real world data sets are given in Section 2.1.

1

The O∗ -notation omits polylog and 1/ε factors.
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2

A 2-approximation algorithm

Given a polygonal curve π in Rd , let H ∗ be a d-cube with centre at p∗ and radius r∗ that
has a maximum packedness value. Our approximation algorithm builds on two observation.
The first observation is that given a center p ∈ Rd one can in O(dn log n) time find, of all
possible d-cubes centered at p, the d-cube that has the largest packedness value. The second
observation is that there exists a d-cube centered at a vertex of π that has a packedness
value that is at least half the packedness value of H ∗ .
Before we present the algorithm we need some notations. Let Hrp be the d-cube H, scaled
with p as center and such that its radius is r. Fix a point p in Rd , and consider Ψ as a
function of r. More formally, let ψp (r) = Ψ(Hrp ). Gudmundsson et al. [24] showed properties
of ψp (r) that we generalize to Rd and restate as:
I Lemma 3. The function ψp (r) is a piecewise hyperbolic function. The pieces of ψp (r) are
of the form a(1/r) + b, for a, b ∈ R, and the break points of ψp (r) correspond to d-cubes H
where: (i) a vertex of π lies on a (d − 1)-face of H, or (ii) a (d − 2)-face (in R3 , an edge) of
H intersects an edge of π.
As a corollary we get:
I Corollary 4. Let r1 , r2 be the radii of two consecutive break points of ψp (r), where r2 > r1 .
It holds that maxr∈[r1 ,r2 ] ψp (r) = max{ψp (r1 ), ψp (r2 )}, that is, the maximum value is obtained
either at r1 or at r2 .
Proof. According to Lemma 3 the function ψp (r) is a hyperbolic function in the range
r ∈ [r1 , r2 ] of the form a(1/r) + b with the derivative −a/r2 . This implies that ψp (r) is a
monotonically decreasing or monotonically increasing function in [r1 , r2 ]. As a result the
maximum value of ψp (r) is attained either at r1 or at r2 .
J
Next we state the algorithm for the first observation. The general idea is to use planesweep, scaling d-cube H with centre at p by increasing its radius from 0 to ∞. The (d−1)-faces
of H are bounded by 2d hyperplanes in Rd . When H expands from p, it can first meet a
segment of π in one of two ways: (i) a vertex of the segment lies on one of H’s (d − 1)-face,
or (ii) an interior point of the segment lies on a (d − 2)-face of H. For the first case, the new
segment can change to intersect a different (d − 1)-face of H at most d − 1 times, depending
on its relative position to the center of H and its components in all d dimensions.
Similarly for a segment of the second case, it can change to intersect a different (d−1)-face
of H O(d) times. Thus each segment has O(d) event points and there are O(dn) events in
total. Sort the events by their radii r1 , . . . , rm (m = O(dn)) in increasing order. Perform the
sweep by increasing the radius r starting at r = 0 and continue until all events have been
encountered.
Recall that Υ(H) is the total length of the trajectory π inside H. For each ri , 1 6 i 6 m,
we can compute ψp = Υ(ri )/r in time O(dn). For two consecutive radii ri and ri+1 , Υ(Hrpi )
and Υ(Hrpi+1 ) can differ in one of three ways. First, Hrpi+1 may include a vertex not in Hrpi ,
in which case the set of contributing edges may increase by up to two. Second, Hrpi+1 may
intersect an edge not in Hrpi . Finally, an edge in Hrpi may intersect a different (d − 1)-face.
We can compute a function ∆(ri , ri+1 ) that describes these changes in constant time. We
then have Υ(Hrpi+1 ) = Υ(Hrpi ) + ∆(ri , ri+1 ), and we can compute Υ(Hrpi+1 ) from Υ(Hrpi ) in
constant time (in R2 similar to [12]). Apart from sorting the event points, we compute ψp (r)
for every ri , 1 6 i 6 m, in O(dn) time. We return radius arg maxr1 6ri 6rm ψp (ri ) as the
result. Hence, the total running time is O(dn log n).
Note that the break points of ψp (r) are the event points. The correctness follows
immediately from Corollary 4 which tells us that we only need to consider the set of event
points. To summarise we get:
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I Lemma 5. Given a point p in Rd one can in O(dn log n) time determine the radius r > 0
such that Ψ(Hrp ) = maxr0 >0 ψp (r0 ).
Now we are ready to prove the second observation.
|s∩H p |

I Lemma 6. Consider the function ψp (r) for a single segment s, i.e. ψp (r) = r r . If the
first point on s encountered by H is an interior point of s then the function is non-decreasing
from r = 0 until Hrp encounters a vertex of s.
Proof. The function is zero until an interior point on s is encountered. After encountering the
interior point and before encountering a vertex of s, the segment |s ∩ Hrp | is a chord between
two boundary points of Hrp . Suppose we normalise thep size of the d-cube Hrp to be unit-sized.
|s∩Hr |
Then the length of the chord is normalised to
= ψp (r). Before normalisation, the
r
p
segment |s ∩ Hr | had fixed gradient, and had fixed orthogonal distance to the center p. After
normalisation, the chord has fixed gradient and has decreasing distance to the center p.
Therefore its length ψp (r) is non-decreasing as it approaches the diameter of Hrp .
J
I Lemma 7. There exists a d-cube H with center at a vertex of π such that Ψ(H) ≥ 12 ·Ψ(H ∗ ),
where H ∗ is the d-cube having the highest packedness value for π.
Proof. Consider H ∗ . We will construct a d-cube H that is centered at a vertex p of π and
contains H ∗ . We will then prove that H has packedness value at least 12 · Ψ(H ∗ ), which
would prove the theorem. To construct H, we consider two cases:
Case 1: The square H ∗ does not contain a vertex of π, see Fig. 1(a). Scale H ∗ until
its boundary hits a vertex. Let H1 denote the d-cube obtained from the scaling and
let v be the vertex on the (d − 1)-face of H1 . According to Lemma 6, we know that
Ψ(H1 ) ≥ Ψ(H ∗ ).
Let H2 be the d-cube centered at v with radius twice the radius of H1 , as illustrated in
Fig. 1(a). Clearly H2 contains H1 ∩ π, so Ψ(H2 ) ≥ 12 Ψ(H1 ) ≥ 21 Ψ(H ∗ ), as required.
Case 2: The d-cube H ∗ contains one or more vertices, see Fig. 1(b). Let v be a vertex inside
H ∗ . Let H2 be the d-cube with center at v and radius twice that of H ∗ . Again, we have
H2 completely contains H ∗ ∩ π, so Ψ(H2 ) ≥ 12 Ψ(H ∗ ), as required.
In both cases, we have constructed a d-cube H2 centered at a vertex of π for which
Ψ(H2 ) ≥ 12 Ψ(H ∗ ), which proves the lemma.
J

(a)

(b)
H2

H2

H∗
v

v

H1
H∗

Figure 1 Illustrating the two cases in the proof of Lemma 7: Case 1 in (a) and Case 2 in (b).
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Table 1 The table lists 16 real-world data sets. The second and third columns shows the number
of curves and the maximum complexity of a curve in the set. The following three columns lists the
minimum, maximum and average approximate packedness values. The rightmost column states the
average ratio between c and n for the data sets.

2.1

Dataset

#Curves

MaxCurveSize

Min

Max

Avg

Avg c/n

Vessel-Y
Hurdat
Pen
Bats
Bus
Vessel-M
Basketball
Football
Truck
Buffalo
Pigeon
Geolife
Gull
Cats
Seabirds
Taxi

187
1785
2858
545
148
103
20780
18028
276
163
131
1000
241
152
63
1000

320
133
182
736
1012
143
138
853
983
479
1504
64390
3237
2257
2970
115732

2.37
2
4.07
1.08
3.21
1.04
2.00
2.12
5.32
1.17
3.64
1.02
1.02
6.04
5.59
2.20

14.28
16.58
20.82
29.52
34.99
46.19
48.65
48.87
110.44
254.14
275.18
858.19
1082.20
1122.77
1803.72
4255.23

3.03
3.24
8.79
3.60
14.70
4.66
3.95
7.66
25.48
68.42
90.93
23.31
139.50
207.86
825.57
55.38

0.022
0.154
0.073
0.0625
0.052
0.272
0.092
0.045
0.079
0.505
0.12
0.057
0.478
0.655
0.388
0.313

Experimental results

We implemented the above algorithm to test the approximate packedness of real-world
trajectory data. We ran the algorithm on 16 data sets. The data sets were kindly provided
to us by the authors of [25]. Table 2 summarises the data sets and is taken from [25]. The
minimum/maximum/average (approximate) packedness values and the ratio between c and n
for each dataset are listed in Table 1. Both the Geolife dataset and the Taxi dataset consist
of over 20k trajectories, many of which are very large. For the experiments we randomly
sampled 1,000 trajectories from each of these sets.
Although these are only sixteen data sets, it is clear that the notion of c-packedness is a
reasonable model for many real-world data sets. For example, the maximal packedness value
for all trajectories in all the first eight data sets is less than 50 and the average (approximate)
packedness value is below 15. Looking at the ratio between c and n, we can see that for
many data sets the value of c is considerably smaller than n.
Consider the task of computing the continuous Fréchet distance between two trajectories.
For two trajectories of complexity n, computing the distance will require O∗ (n2 ) time (even
for an O(1)-approximation) while a (1 + ε)-approximation can be obtained for c-packed
trajectories in O∗ (cn) time. Thus the algorithm by Driemel et al. [17] for c-packed curves is
likely to be more efficient than the general algorithm for these data sets.

3

A fast (6 + ε)-approximation algorithm

In this section we will take a different approach to Section 2 to yield an algorithm that
considers a linear number of squares rather than a quadratic number of squares. First we will
identify a set S containing a linear number of squares that will include a square having a high
packedness value (Section 3.1). Then we will build a multi-level data structure (Section 3.2)
on π such that given a square S ∈ S it can quickly approximate |S ∩ π|.
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Table 2 Real data sets, showing number of input trajectories n, dimensions d, average number
of simplified vertices per trajectory, and a description.
Data Set
Vessel-M [31]
Pigeon [22]
Seabird [36]
Bus [20]
Cats [30]
Buffalo [11]
Vessel-Y [31]
Gulls [42]
Truck [20]
Bats [23]
Hurdat2 [34]
Pen [43]
Football [38]
Geolife [32]
Basketball [37]
Taxi [44, 45]

3.1

n
106
131
134
148
154
165
187
253
276
545
1788
2858
18034
18670
20780
180736

d
2
2
2
2
2
2
2
2
2
2
2
2
2
2
3
2

#vertices
23.0
970.0
3175.8
446.6
526.1
161.3
155.2
602.1
406.5
44.1
27.7
119.8
203.4
1332.5
44.1
343.0

Trajectory Description
Mississippi river shipping vessels Shipboard AIS.
Homing Pigeons (release sites to home site).
GPS of Masked Boobies in Gulf of Mexico.
GPS of School buses.
Pet house cats GPS in Raleigh-Durham, NC, USA.
Radio-collared Kruger Buffalo, South Africa.
Yangtze river shipping Vessels Shipboard AIS.
Black-backed gulls GPS (Finland to Africa).
GPS of 50 concrete trucks in Athens, Greece.
Video-grammetry of Daubenton trawling bats.
Atlantic tropical cyclone and sub-cyclone paths.
Pen tip characters on a WACOM tablet.
European football player (team ball-possession).
People movement, mostly in Beijing, China.
NBA basketball three-point shots-on-net.
10,357 Partitioned Beijing taxi trajectories.

Linear number of good squares

To prove that it suffices to consider a linear number of squares we will use the well-known
Well-Separated Pair Decomposition (WSPD) by Callahan and Kosaraju [8].
Let A and B be two finite sets of points in Rd and let s > 0 be a real number. We say
that A and B are well-separated with respect to s, if there exist two disjoint balls CA and
CB , such that (1) CA and CB have the same radius, (2) CA contains the bounding box of
A and CB contains the bounding box of B, and (3) the distance between CA and CB is at
least s times the radius of CA and CB . The real number s is called the separation ratio.
I Lemma 8. Let s > 0 be a real number, let A and B be two sets in Rd that are well-separated
with respect to s, let a and a0 be two points in A, and let b and b0 be two points in B. Then
(1) |aa0 | ≤ (2/s) · |ab|, and (2) |a0 b0 | ≤ (1 + 4/s) · |ab|.
I Definition 9. Let S be a set of n points in Rd , and let s > 0 be a real number. A wellseparated pair decomposition (WSPD) for S, with respect to s, is a sequence {A1 , B1 }, . . . ,
{Am , Bm } of pairs of non-empty subsets of S, for some integer m, such that:
1. for each i with 1 ≤ i ≤ m, Ai and Bi are well-separated with respect to s, and
2. for any two distinct points p and q of S, there is exactly one index i with 1 ≤ i ≤ m,
such that p ∈ Ai and q ∈ Bi , or p ∈ Bi and q ∈ Ai . The integer m is called the size of
the WSPD.
I Lemma 10. (Callahan and Kosaraju [8]) Given a set V of n points in Rd , and given a real
number s > 0, a well-separated pair decomposition for V , with separation ratio s, consisting
of O(sd n) pairs, can be computed in O(n log n + sd n) time.
Now we are ready to construct a set S of squares. Compute a well-separated pair
decomposition W = {(A1 , B1 ), . . . , (Am , Bm )} with separation constant s = 720/ε for the
vertex set of π. For every well-separated pair (Ai , Bi ) ∈ W , 1 ≤ i ≤ k, construct two squares
that will be added to S as follows:
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Pick an arbitrary point a ∈ Ai and an arbitrary point b ∈ Bi . Construct one square
with center at a and radius r, and one square with center at b and radius r, where r =
max{|a.x − b.x|, |a.y − b.y|} + ε/120 · |ab|. The two squares are added to S.
It follows immediately from Lemma 10 that the number of squares in S is O(n/ε2 ) and
that one can construct S in O(n log n + n/ε2 ) time.
To prove the approximation factor of the algorithm we will first need the following
technical lemma. The proof can be found in the full version of the paper [26].
I Lemma 11. Let Hrp1 and Hrp2 , with r2 > r1 , be two squares with centre at p such that
Hrp2 \ Hrp1 contains no vertices of π in its interior. For any value rx , with r1 6 rx 6 r2 , it
holds that ψp (rx ) ≤ ψp (r1 ) + 2 · ψp (r2 ).
Due to Lemma 7, it suffices to consider squares with center at a vertex of π to obtain a
2-approximation. Combining this with Lemma 11, it suffices to consider squares with center
at a vertex of π and a vertex of π on its boundary to obtain a 6-approximation. Using the
WSPD argument we have reduced our set of squares to a linear number of squares and we
will now argue that S must contain a square that has a high packedness factor. Let H ∗ be a
square with a maximum packedness value of π.
I Lemma 12. There exists a square S ∈ S such that Ψ(S) >

1
(6+ε/8)

· Ψ(H ∗ ).

Proof. From Lemmas 7 and 11 we know that there exists a square H with centre at a vertex
p of π and whose boundary contains a vertex q of π such that Ψ(H) ≥ 16 · Ψ(H ∗ ). According
to the construction of S there exists a square S ∈ S such that S has its centre at a point
a ∈ Ai and has radius r = max{|a.x − b.x|, |a.y − b.y|} + ε/120 · |ab|, where b is a point in Bi .
By Lemma 8, we have |ap| ≤ ε/360 · |ab| and |bq| ≤ ε/360 · |ab|. If rH is the radius
of H, then rH = max{|p.x − q.x|, |p.y − q.y|} ≤ max{|a.x − b.x|, |a.y − b.y|} + |ap| + |bq| ≤
max{|a.x − b.x|, |a.y − b.y|} + ε/120 · |ab| − |ap| = r − |ap|. But p is at most |ap| away from a
in both the x and y directions, so H must be entirely contained inside S. So Υ(S) ≥ Υ(H).
Next, we show S is not too much larger than H:
ε
ε
ε
· |ab| 6 rH + |ap| + |bq| +
· |ab| 6 rH +
· |ab|
120
120
72
ε
ε
ε
ε
ε
6 rH +
· (1 +
) · |pq| 6 rH + √ · (1 +
) · rH 6 (1 + ) · rH .
72
180
180
48
36 2

r = max{|a.x − b.x|, |a.y − b.y|} +

Putting this all together yields:
Ψ(S) = Υ(S)/r ≥

1
1
1
· Υ(H)/rH =
· Ψ(H) ≥
· Ψ(H ∗ ),
(1 + ε/48)
1 + ε/48
6 + ε/8

which completes the lemma.

3.2

J

Data structure

The aim of this section is to develop an efficient data structure on π such that queried with
an axis-aligned square S ∈ S the data structure returns an approximation of |S ∩ π|.
The general idea of the multi-level data structure is that the first level is a modified 1D
segment tree, similar to the hereditary segment tree [9]. We partition the set of π’s segments
into four sets depending on their slope; (−∞, −1), [−1, 0), [0, 1) and [1, ∞). In the rest of
this section we will describe the data structure for the set of segments with slope in [0, 1).
The remaining three sets are handled symmetrically.
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Modified 1D segment tree

The description of the segment tree follows the description in [13]. Let L be the set of line
segments in π. For the purpose of the 1D segment tree, we can view L as a set of intervals
on the line. Let p1 , . . . , pm be the list of distinct interval endpoints, sorted from left to
right. Consider the partitioning of the real line induced by those points. The regions of this
partitioning are called elementary intervals. Thus, the elementary intervals are, from left to
right: (−∞, p1 ), [p1 , p1 ], (p1 , p2 ), [p2 , p2 ], . . . , (pm−1 , pm ), [pm , pm ], (pm , +∞).
Given a set I of intervals, or segments, a segment tree T for I is structured as follows:
1. T is a binary tree.
2. Its leaves correspond to the elementary intervals induced by the endpoints in I. The
elementary interval corresponding to a leaf v is denoted Int(v).
3. The internal nodes of T correspond to intervals that are the union of elementary intervals:
the interval Int(N ) corresponding to an internal node N is the union of the intervals
corresponding to the leaves of the tree rooted at N . That implies that Int(N ) is the
union of the intervals of its two children.
4. Each node or leaf v in T stores the interval Int(v) and a set of intervals, in some data
structure. This canonical subset of node v contains the intervals [x, x0 ] from I such that
[x, x0 ] contains Int(v) and does not contain Int(parent(v)). That is, each node in T
stores the set of segments F (v) that span through its interval, but do not span through
the interval of its parent.
The 1D segment tree can be built in O(n log n) time, using O(n log n) space and point
stabbing queries can be answered in O(log n + k) time, where k is the number of segments
intersecting the query point.
We make one minor change to T that will increase the space usage to O(n log2 n) but it
will allow us to speed up interval stabbing queries. Each internal node v store, apart from
the set F (v), all the segments stored in the subtree rooted at v, including F (v). We denote
this set by L(v).
The main benefit of this minor modification is that when an interval stabbing query is
performed only O(log n) canonical subsets are required to identify all the segments intersecting
the interval. Next we show how to build associated data structures for L(v) and F (v) for
each internal node v in T .

3.2.2

Three associated data structures

Consider querying the segment tree T with a square S ∈ S. There are three different cases
that can occur, and for each of these cases we will build an associated data structure. That
is, each internal node will have three types of associated data structures. Consider a query
S = [x, x0 ] × [y, y 0 ] and let µl and µr be the leaf nodes in T where the search for the boundary
values x and x0 end. See Figure 2 for an illustration of the search and the three cases. An
internal node v is one of the following types:
Type A: if Int(v) ⊆ [x, x0 ],
Type B: if Int(v) ∩ [x, x0 ] 6= ∅, Int(v) * [x, x0 ] and [x, x0 ] * Int(v), or
Type C: if [x, x0 ] ⊂ Int(v).
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T
Int(v)

Int(v)

Int(v)

split node
S

µl

µr

Type A

Q
S

Type B

Q
S

Type C

Figure 2 The primary tree T , and the three types of nodes in T that can be encountered during
a query.

Associated data structure for Type A nodes
For a Type A node we need to compute the length of all segments stored in the subtree with
root v in the y-interval [y, y 0 ]. Let s1 , . . . , sm be the set of m segments stored in L(v), and let
Y = hy1 , . . . , y2m i denote the y-coordinates of the endpoints of the segments in L(v) ordered
from bottom-to-top. To simplify the description we assume that the values are distinct.
Let δ(y) denote the total length of the segments in L(v) below y. For two consecutive
y-values yi and yi+1 , the set of edges contributing to δ(yi ) and δ(yi+1 ) has increased or
decreased by one. So, we can compute a function ∆(yi , yi+1 ) that describes these changes
in constant time. We then have δ(yi+1 ) = δ(yi ) + ∆(yi , yi+1 ), and thus we can compute
δ(yi+1 ) from δ(yi ) in constant time after sorting the events. Hence, we can compute all the
δ(yi )-values and all the ∆(yi , yi+1 ) in time O(m log m).
y 0 −yi
Given a y-value y 0 one can compute δ(y 0 ) as δ(yi ) + yi+1
−yi · ∆(yi , yi+1 ), where yi is the
largest y-value in Y smaller than y 0 . Hence, our associated data structure for Type A nodes
is a binary tree with respect to the values in Y , where each leaf stores the value yi , δ(yi )
and ∆(yi , yi+1 ). The tree can be computed in O(m log m) time using linear space, and can
answer queries in O(log m) time.
I Lemma 13. The associated data structures for Type A nodes in T can be constructed in
O(n log2 n) time using O(n log2 n) space. Given a query square S for an associated data
structure of Type A stored in an internal node v, the value |L(v) ∩ S ∩ Int(v)| is returned in
time O(log n).

Associated data structure for Type B nodes
The associated data structure for a Type B node is built to handle the case when the query
square S = [x, x0 ] × [y, y 0 ] intersects either the left boundary (xl ) or the right boundary (xr )
of Int(v), but not both. The two cases are symmetric and we will only describe the case
when S intersects the right boundary.
The data structure returns a value M that is an upper bound on the length of the
segments of F (v) within S and a lower bound on the segments within S + , where S + is a
slightly expanded version of S. See Figure 3(c). Formally, S + = [x − ε/8 · |xr − x|, x0 + ε/8 ·
|xr − x|] × [y − ε/8 · |xr − x|, y 0 + ε/8 · |xr − x|].
If S + spans Int(v) then we need to use a binary tree on F (v) to answer the query in
logarithmic time, similar to the associated data structure for Type A nodes.
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If S + does not span Int(v) then the query is performed on the Type B associated data
structures. We first show how to construct these data structures, then we show how to handle
the query. Recall that all the segments in F (v) span the interval Int(v). Let s1 , . . . , sm
be the set of m segment in F (v) and let µ(si ) be the angle of inclination2 of si . The
angle of inclination for segments with slope in the interval [0, 1) is in the interval [0, π/4).
Partition F (v) into κ1 sets F1 (v), . . . , Fκ1 (v) such that for any segment si ∈ Fj (v) it holds
that (j − 1) · 4κπ1 ≤ µ(si ) < j · 4κπ1 .
Consider one such partition Fj (v) = {sj1 , . . . , sjmj }. Build a balanced binary search tree
on the y-coordinates of the right endpoints of the segments in Fj (v). The data structure
can be constructed in O(mj log mj ) time using linear space. Given a y-interval ` as a query,
the number of right endpoints in Trj within ` can be reported in time O(log mj ). From the
P
above description and the fact that v∈T F (v) = O(n log n) it immediately follows that the
total construction time for all the Type B nodes is O(n log2 n) and the total amount of space
required is O(n log n). This completes the construction of the data structures on F (v).
It remains to show how to handle a query, i.e. how to compute M . We focus first on
computing an M that upper bounds |F (v) ∩ S|, and we later prove that M lower bounds
|F (v) ∩ S + |. There are two steps in computing M . The first step is to count the number
of segments that intersect S. The second step is to multiply this count by the maximum
possible length of intersection between the segment and S. This would clearly yield an upper
bound on |F (v) ∩ S|. To obtain suitable maximum lengths in the second step, we need to
subdivide the partitions Fj further.
The right endpoints must lie in a y-interval given by Ij = [y, y 0 + ȳ], where y, y 0 are the
j·π
y-coordinates of the bottom and top boundaries of S, and ȳ = (xr − x) · tan( 4κ
). Subdivide
1
Ij into three subintervals: Ij1 = [y, y + ȳ), Ij2 = [y + ȳ, y 0 ) and Ij3 = [y 0 , y 0 + ȳ), see Fig. 3(b).
Further subdivide Ij1 and Ij3 into 2κ2 subintervals of `11 , . . . , `1κ2 and `31 , . . . , `3κ2 of equal length.
Hence we partitioned Ij into a set Lj of 2κ2 + 1 subintervals.
Given these subdivisions Lj , our first step is to simply perform a range counting query
in Trj for each ` ∈ Lj . Our second step is to multiply this count by the maximum length
of intersection between S and any segment in Fj with its right endpoint in `. The product
of these two values is clearly an upper bound on the length of intersection between S and
segments in Fj with right endpoint in `. Finally, we sum over all subdivisions ` ∈ Fj and
then over all partitions Fj to obtain a value M that upper bounds |S ∩ F (v)|. The time
required to handle a query is O(κ1 · κ2 · log m). It remains only to prove M ≤ |F (v) ∩ S + |.
Trj

(a)

(b)
y

S

Ij3

0

x

xr

(c)

S+
S

Ij2

Ij

xl

y 0 + ȳ

x

0

y + ȳ

y

Ij1

Figure 3 (a) A query S and the set F (v). (b) Illustrating the three interval Ij1 , Ij2 and Ij3 . (c)
The expanded square S + .

√
By setting κ1 = 16 2/ε and κ2 = 16/ε we can prove the following (for proof, see the full
version [26]).

2

µ(si ) is the arctan of the slope in the interval [0, 1).
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I Lemma 14. M ≤ |F (v) ∩ S + |
We summarise the associated data structures for Type B nodes with the following lemma.
I Lemma 15. The associated data structure for Type B nodes can be constructed in
O(n log2 n) time using O(n log n) space. Given a query square S = [x, x0 ] × [y, y 0 ] for
an associated data structure of Type B stored in an internal node v, a real value M (v) is
returned in O( ε12 · log n) time such that:
|F (v) ∩ S| ≤ M (v) ≤ |F (v) ∩ S + |,
where S + = ([x − ε/8 · w, x0 + ε/8 · w]) × [y − ε/8 · w, y 0 + ε/8 · w] and w is the width of
S ∩ Int(v).

Associated data structure for Type C nodes
The associated data structure for Type C nodes have some similarities with the associated
data structures for Type B nodes, however, it is a much harder case since we cannot use the
ordering on the y-coordinates of the right endpoints like for the Type B nodes. Instead we
will precompute an approximation of |F (v) ∩ S| for every internal node v in T and every
square S ∈ S that lies entirely within Int(v). Recall from Section 3.1 that S is a set of size
O(n/ε2 ) that is guaranteed to have a square that is a (6 + ε/8)-approximation.
Let S(v) denote the subset of squares in S that lie entirely within Int(v). The stored
value for a square S ∈ S(v) is an upper bound on |F (v)∩S| and a lower bound on |F (v)∩S + |,
where S + is the same as the one defined for Type B nodes. See Figure 3(c). If S + intersects
the left or right boundary of Int(v) then perform the query as a Type B node instead of a
Type C node.
The associated data structure will be built on the set F (v), hence, all segments will span
the interval Int(v). Let s1 , . . . , sm be the segments in F (v) and let µ(si ) be the angle of
inclination of si . Partition F (v) into κ1 sets F1 (v), . . . , Fκ1 (v) such
√ that for any segment
si ∈ Fj (v) it holds that (j − 1) · 4κπ1 ≤ µ(si ) < j · 4κπ1 , with κ1 = 16 2/ε.
Using a combination of the approach we used for Type B nodes and a result by Agarwal [1]
we can prove the following lemma (proof available in the full version [26]).
I Lemma 16. Given a set Fj (v) = {sj1 , . . . , sjn1 } of line segments (as defined above) and
a set S(v) = {S1 , . . . , Sn2 } of squares lying entirely within Int(v), one can compute, in
O((n1 + n2 /ε)4/3 polylog(n1 + n2 /ε)) time using O((n1 + n2 /ε)4/3 / log(2w+1)/3 (n1 + n2 /ε))
space, where w is a constant < 3.33, a set of n2 real values {M1j (v), . . . , Mnj 2 (v)} such that
for every i, 1 ≤ i ≤ n2 the following holds:
|Fj (v) ∩ Si | ≤ Mij (v) ≤ |Fj (v) ∩ Si+ |.
For each set Fj (v) apply Lemma 16, and for each square Si ∈ S(v) precompute the value
Pκ1
Mi = j=1
Mij (v). Store all the squares lying within the interval Int(v) in a balanced binary
search tree along with their precomputed values Mi . Note that each square of S can appear
at most once on each level of the primary segment tree structure T . Furthermore, an edge
s ∈ π can straddle at most two intervals on a level, as a result we get that the total amount
of time spent on one level of the segment tree to build the Type C associated data structures
is O((n/ε3 )4/3 log(w+2)/3 (n/ε)). Since the number of levels in T is O(log n) the total time
required to build all the Type C associated data structures is O((n/ε3 )4/3 log(w+5)/3 (n/ε)).
Putting all the pieces together we get:
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I Lemma 17. The Type C associated data structures for T can be computed in time
O((n/ε3 )4/3 polylog(n/ε)) using O(n4/3 /ε4 ) space. Given a query square S ∈ S(v), a value
M (v) can be returned in O(log(n/ε2 )) time such that:
|F (v) ∩ S| ≤ M (v) ≤ |F (v) ∩ S + |.

3.2.3

Putting it together

In the previous section we showed how to construct a two-level data structure that uses
a modified segment tree as the primary tree, and a set of associated data structures for
all the internal nodes in the primary tree. The primary tree requires O(n log n) space,
and the complexity of the associated data structures is dominated by the Type C nodes,
that require O((n/ε3 )4/3 log(w+5)/3 (n/ε)) time and O((n/ε3 )4/3 / log(2w+1)/3 (n/ε)) space to
construct. Given a query square S ∈ S a value M is returned in O( ε12 · log2 n) time such
that Υ(S) ≤ M ≤ Υ(S + ).
According to Lemma 12 there exists a square S ∈ S that has a packedness value that is
within a factor of (6 + ε/8) smaller than the maximum packedness value of π. Using the
data structure described in this section we get a (6 + ε/8)(1 + ε/8)-approximation. Since ε is
assumed to be at most 1, we finally get Theorem 2.

4

Concluding remarks

In this paper we gave two approximation algorithm for the packedness value of a polygonal
curve. The obvious question is if one can get a fast and practical (1 + ε)-approximation.
We also computed approximate packedness values for 16 real-world data sets, and the
experiments indicate that the notion of c-packedness is a useful realistic input model for
curves and trajectories.
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Abstract
Scheduling problems where the machines can be represented as the edges of a network and each
job needs to be processed by a sequence of machines that form a path in this network have been
the subject of many research articles (e.g. flow shop is the special case where the network as well
as the sequence of machines for each job is a simple path). In this paper we consider one such
problem, called Generalized Path Scheduling (GPS) problem, which can be defined as follows. Given
a set of non-preemptive jobs J and identical machines M ( |J| = n and |M | = m ). The machines
are ordered on a path. Each job j = {Pj = {lj , rj }, pj } is defined by its processing time pj and
a sub-path Pj from machine with index lj to rj (lj , rj ∈ M , and lj ≤ rj ) specifying the order of
machines it must go through. We assume each machine has a queue of infinite size where jobs can
sit in the queue to resolve conflicts. Two objective functions, makespan and total completion time,
are considered. Machines can be identical or unrelated. In the latter case, this problem generalizes
the classical Flow shop problem (in which all jobs have to go through all machines from 1 to m in
that order).
Generalized Path Scheduling has been studied (e.g. see [9, 4]). In this paper, we present several
improved approximation algorithms for both objectives. For the case of number of machines being
sub-logarithmic in the number of jobs we present a PTAS for both makespan and total completion
time. The PTAS holds even on unrelated machines setting and therefore, generalizes the result of
Hall [7] for the classic problem of Flow shop. For the case of identical machines, we present an
O( logloglogmm )-approximation algorithms for both objectives, which improve the previous best result
of [4]. We also show that the GPS problem is NP-complete for both makespan and total completion
time objectives.
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1

Introduction

Scheduling problems are well-studied over the last several decades due to their applications
in various fields (from Operations Research, to Computer Science). One of the most classical
scheduling problem is Job Shop: Given a set J of n jobs and a set M of m machines. Each
job j consists of a sequence of λj operations O1,j , O2,j , . . . , Oλj ,j . The amount of time that
job j takes to complete its operation Oi,j on machine Mi ∈ M is denoted as pi,j . The goal of
the problem is to find a feasible schedule that satisfies all constraints, while trying to optimize
some objective function. In a feasible schedule, no machine can process more than one job at
any time and each job can be run on at most one machine at any time. More constraints
© Haozhou Pang and Mohammad R. Salavatipour;
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can be added depending on specific interests. For example, one can enforce that operations
of a job need to be processed in a specific order (known as precedence constraints), so an
operation cannot be processed until all its preceding operations are finished. The scheduling
problems have drawn much attention because of their wide applications in many day-to-day
situations. As an example, think of the given machines as routers and jobs as messages to be
sent from one router to another through a specified path. A good scheduling algorithm can
be applied here to send all messages efficiently.
In this paper we consider a variant of job-shop that we call Generalized Path Scheduling.
This problem in the most general setting of unrelated machines generalizes Flow shop and it
has been studied by [4, 9] among others.
I Definition 1 (Generalized Path Scheduling). Given a set of non-preemptive jobs J and
identical machines M ( |J| = n and |M | = m ) that form a path (edges representing the
machines), each job j has a processing time pj and a sub-path Pj of machines from machine
lj to rj (lj ≤ rj ) specifying the order of machines it must go through. Each machine has a
queue where jobs can wait in before being processed on that machine. We consdier minimizing
makespan (largest completion time) and/or total completion time (also called min-sum).
If we have unrelated machines but all the jobs have to go through all the machines in the
same order then we have the classic Flow shop problem [17]. Authors of [4] introduced a more
general setting in which the network of machines is a general graph (instead of a path) and
each job has a path (sequence of machines) in this graph to go through. Several special cases
of this problem have been studied before (see below). The two objective functions makespan
and total completion time that we consider in this paper have been studied extensively in the
literature. Let Cj be the completion time of job j (the time when j finishes its last operation)
in a given schedule. The makespan of the scehdule is defined as Cmax := max{C1 , . . . , Cn },
Pn
and the total completion time is defined as j=1 Cj . The latter is also referred as the
min-sum objective in this work.
The span of a job j, λj = rj − lj + 1, is the number of machines on the path of j. The
length of job j, Lj = pj · λj , is the minimum total time that job j needs to be completed. We
say job j is delayed on machine i if the start time of j on i is strictly greater than its arrival
time. The completion time Cj of job j is then equal to its length plus the total amount of
time it has been delayed. Let C be the largest congestion over all machines (the maximum
total running time of jobs that use machine i over all machines) and D be the maximum
length over all jobs. Then clearly, both C and D are lower bounds for the makespan of the
optimal schedule. This trivial lower bound has been used in many earlier works in design of
algorithms and proving lower bounds for various scheduling problems.

1.1

Related work

One of the most general version of scheduling problem is the job shop scheduling with
unrelated machines. The first polynomial time approximation algorithm for this problem is
log2 (mλmax )
an O( log
log(mλmax ) )-approximation (λmax is the maximum span) for the makespan objective,
given by [17]. Later, [6] improves the result by a O(log log(mλmax )) fator, this is also the
best known result for this problem. If the amount of time that every job takes to be processed
on any machine is the same, then we get the packet routing problem when machines are
edges of a graph. Leighton et al. [12, 13] show that there always exist a schedule of length
O(lb), where lb = max{C, D} is the trivial congestion/dilation lower bound for makespan
objective. Later, the authors in [8] present a constructive algorithm that finds a schedule of
length at most 8.84(C + D). However, the algorithms for the unit-processing time case seem
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hard to be adapted to the general processing time case and the approximability of non-unit
processing time for jobs is still open even for special cases where the network of machines
form a simple structure such as a tree or even a path.
Li et al. [14] show that if there is an α-approximation w.r.t. the lower bound lb =
max{C, D} for the makespan objective, then there is a 2eα-approximation algorithm for the
min-sum objective. This provides a framework of converting the makespan objective to the
min-sum objective without affecting the approximation ratio asymptotically. Acyclic job
shop is a special case of the job shop problem, where each job can have at most one operation
on each machine. Feige et al. [3] give an O(log lb log log lb)-approximation for the makespen
objective of this problem. They also show the upper bound is nearly tight by proving the
lb log lb
existence of instances of shortest makespan Ω( log
log lb ) even when machines are identical.
The GPS problem considered in this paper is a special case of the acyclic job shop, where
the machines are identical and form a path.
The best known result for the GPS problem is due to [4], they present an
O(min{log nλmax , log pmax })-approximation for (the more general problem of) acyclic job
shop with identical machines, under both the makespan and min-sum objective. However,
many special cases of GPS problem can actually be solved exactly in polynomial time or
have an O(1)-approximation algorithms. For example, if the network of the machines form a
rooted tree and all the job paths have to go through the root of the tree, then the problem
becomes the junction tree problem studied in [4], for which they present a 4-approximation
for makespan and 8e-approximation for min-sum. For the special case of GPS where all jobs
have the same processing time, [10, 1] show that the greedy furthest-to-go gives the optimal
makespan. Conversely, [1] shows shortest-to-go gives optimal min-sum for unit-processing
time case. Moreover, authors of [9] show that furthest-to-go algorithm computes the optimal
makespan on non-nested instances for general processing times; non-nested means span of no
job is completely within span of another. If all jobs need to be processed on all (identical)
machines from left to right, then the problem becomes the proportionate flow shop. It
is straitforward that any fixed priority rule would give optimal solution for the makespan
objective; for the (weighted) min-sum objective, [16] gives an exact algorithm that runs in
O(n2 ) time. Bi-directional version of the problem, where there are jobs moving from left to
right and right to left , can be dealt with by interleaving the uni-directional algorithms
If m = O(1), then many scheduling problems admit better approximation ratios. For
example, [15] gives a PTAS for the open shop makespan minimization problem, [17] gives a
(2 + )-approximation algorithm for job shop, and [7] gives a PTAS for the flow shop. Note
that all the results discussed are based on the fact that m is fixed. Hall [7] introduces the
notion of outline scheme, which is used in a couple of our algorithms in a fundamental way.
The scheduling problems where networks of machines have other specific structures
have been the subjects of many researches. For example, when the machines form a
grid, [11] shows that by applying the furthest-to-go algorithm vertically and horizontally
one can get a 3-approximation for the makespan for unit processing time case. Same
approximation ratio applies to the rooted tree network, where jobs can either go vertically
upward, vertically downward, or upward-downward. When the network of machines is a star
and jobs start/end at leaves, [4] gives a 1.796-approximation for the min-sum objective, and
a 7.279-approximation for the general processing time case.

1.2

Our Results

We study GPS with both makespan and min-sum objectives and present several approximation
algorithms and hardness results.
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1/6

log
n
I Theorem 2. There is a PTAS for GPS with makespan objective when m = O( log
log n ).

This result actually holds even on unrelated machines setting and therefore, generalizes the
result of Hall [7] for the classical problem of flow shop. We use this result as a subroutine to
prove the following for general values of m:
I Theorem 3. For GPS with makespan objective there is an O( logloglogmm )-approximation.
This improves the O(min{log nλmax , log pmax })-approximation of [4]. We obtain similar
results for the min-sum objective. First we introduce a variant of the GPS problem, called
the segmented GPS problem and we give a PTAS for it for when m = O(log1/6 n/ log log n).
We then use this to prove the following:
1/6

log
n
I Theorem 4. There is a PTAS for GPS with min-sum objective when m = O( log
log n ).

I Theorem 5. For GPS with min-sum objective there is an O( logloglogmm )-approximation.
This improves the result of [4]. Finally, we show GPS is NP-complete under both objectives.
I Theorem 6. The Generalized Path Scheduling problem (under both makespan and
min-sum objective) is NP-complete.
Proofs of Theorems 5 and 6, and most of Theorem 4 appear in the full version of this paper.

2

A PTAS for the makespan objective when m is sub-logarithmic

In this subsection we prove Theorem 2. For this theorem, we assume we have unrelated
machine setting (while our other results work with identical machine setting), hence Theorem
2 generalize the result of Hall [7] for the classic flow shop problem. The algorithm is built
based on outline scheme and linear program. Similar techniques have been used in [7, 15]
to design PTAS for the flow shop and open shop problems when m = O(1). The general
framework is to break the jobs (based on their processing times) into large and small jobs. It
can be shown that the number of large jobs cannot be too large and we can guess (enumerate)
their schedule on the machines with good accuracy. For small jobs we find a good schedule
using a Linear Programming (LP) relaxation and rounding with small error.

2.1

The outline scheme

Since we are assuming we have unrelated machines, we use pij to denote processing time of
job j on machine i.
I Definition 7. An outline scheme partitions all feasible solutions into classes (outlines),
such that solutions that get grouped together share some common characteristics.
The outline scheme should suggest a natural way to obtain a good schedule. Our goal is
to show that: 1 The number of outlines is polynomially bounded. 2 For each outline, we
can generate a schedule such that the makespan of the schedule is approximately (1 + ) as
good as the optimal schedule in this outline. Since the optimal schedule must be contained
in one of those outlines, by enumerating all of them, we are guaranteed to find a nearly
good schedule. Suppose we have an upper bound T on the length of the optimal schedule
T ∗ . Such an upper bound can be obtained by using a naive algorithm that simply processes
operations starting from M1 and move to the next machine if all operations on the current
machine are finished. Therefore T ≤ mT ∗ is always a valid upper bound. Then we partition
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xj,(t1 ,t2 ,...,tλj )

= 1,

j = 1, . . . , n0 ,

p1j xj,(...,k,... )

≤ α1k ,

k = 1, . . . , κ,

p2j xj,(...,k,... )

≤ α2k ,

k = 1, . . . , κ,

k
≤ αm
,

k = 1, . . . , κ,

t1 ,t2 ,...,tλj

X
{j|M1 ∈Pj }

X
{j|M2 ∈Pj }

X

...

pmj xj,(...,k,... )

{j|Mm ∈Pj }

x

≥0

.

Figure 1 The LP to assign small jobs. Recall that pij is the processing time of job j on machine
i, and Pj is the path of machines for job j.

the time line from 0 to T into κ intervals of size δ = Tκ , and we refer to interval [(k − 1)δ, kδ)
as the k-th δ-interval, 1 ≤ k ≤ κ. Values of δ and κ are to be determined. Also, we classify
the jobs into big and small jobs. The big jobs are those with maximum processing time (over
their span of machines) at least γ, and small jobs are those with maximum processing time
< γ. The value of γ will be specified later. Then we are ready to formally define the outline
scheme. Each outline consists of:
The δ-interval in which each operation of a big job begins.
For each machine and δ-interval, the approximate (rounded up to the nearest multiple of
γ) amount of time allocated to the operations of small jobs that begin in that δ-interval.
Therefore, the outline specifies which δ-interval each operation of each big job should begin
in, and how much small-jobs-time is allocated for each δ-interval on each machine. The
reason that we label jobs as big and small is because we cannot afford to guess too much
detail on every job. Instead, for the small jobs, whose order of scheduling do not impact the
overall makespan significantly, we can schedule them approximately by using an LP. How
many outlines do we need to guess? Suppose the number of big jobs is L, then the number
of possible assignments of big-job operations to δ-intervals is at most κmL . And observe that
the number of possible assignments of small-jobs-time to intervals is at most ( γδ + 1)mκ .
Hence, the number of outlines is bounded by: κmL (δ/γ + 1)mκ . We will choose the
parameters in such a way that the number of possible outlines is bounded by a polynomial.
So we can enumerate over all possible outlines (each of which tells us how the operations of
the big jobs are to be ordered and roughly how much time we are to allocate to small jobs
in each interval). When we find a solution we allow each interval to be expanded slightly;
i.e. the time we spend to perform the operations of the jobs for each interval is slightly
bigger than what the interval size is. This small over usage over all intervals results in small
increase in the total makespan of the final schedule.
For a given outline, we introduce a Linear Program to determine the assignment of
small-job operations to δ-intervals. Let J1 , J2 , . . . , Jn0 be the small jobs, and job Ji is to be
processed on machines Mi1 , . . . , Miλi (recall λi ≤ m is the span of job Ji ) in the specified
order. Then we construct an LP with the following variables:
xj,(t1 ,t2 ,...,tλj ) , j = 1, . . . , n0 , 1 ≤ t1 ≤ t2 ≤ · · · ≤ tλj ≤ κ,
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where xj,(t1 ,t2 ,...,tλj ) = 1 means that job Jj is assigned to δ-interval t1 on machine Mj1 , t2
k
on machine Mj2 , and so on. We use α1k , α2k , . . . , αm
to denote the amount of time (for small
jobs) assigned (by outline) to the k-th δ-interval on machines M1 , M2 , . . . , Mm , respectively.
We want to find a basic feasible solution against the constraints in Fig. 1. The first and last
constraints ensure that the operations of all small jobs are assigned to some δ-intervals, and
all constraints in the middle ensure that the small-job-time in the solution in each interval
on each machine is no more than the value described by the outline. Observe that the LP
has n0 + mκ constraints and at most n0 κm variables. A basic feasible solution (bfs) of this
LP is guaranteed to have at most n0 + mκ positive variables. Also, each job must have at
least one positive variable associated with it, this is because of the first constraint of the LP.
Thus, a job that receives fractional assignment must have at least one more positive variable.
Combining with the fact that the bfs has at most n0 + mκ positive variables, we know that
such a solution can have at most mκ jobs that actually receive fractional assignments and
the remaining small jobs will have unique integral assignment to δ-intervals. Let’s just ignore
the small jobs that received fractional assignments. They will be appended to the end of the
schedule with a cost of at most (mκ + m − 1)γ. For the remaining jobs (big jobs + small
jobs with integral assignments), we describe a two-step algorithm to construct a schedule
based on their assignments to δ-intervals.
In the first step, we ‘greedily’ schedule each machine independently. For a machine Mi ,
we order the operations assigned to each δ-interval such that the longest operation is the
last (for analysis purposes). More precisely, let I be the indices k such that there are some
operations assigned to the kth δ-interval in the first step schedule. Then we schedule the
operations in the order of their indices in I where operations in kth δ-interval start at time
σk and end at time τk , where σk = max{(k − 1)(δ + γ), max1≤h≤k−1,h∈I {τh }}, τk becomes
well-defined once we defined σk . Another way to view the first step schedule is that: for
machine Mi , all operations assigned in the first δ-interval get scheduled first as a block
with no idle time in between, followed by the operations in the second δ-interval, and so on.
Within each block, we schedule the largest operation the last. Therefore, jobs in each block
do not overlap, and they are not scheduled before the specified starting time.
Let Σ be the optimal schedule in a fixed outline, and let T̃ be its length. We focus on
a specific machine Mi . Let sk and (tk ) denote the start time and (end time) of the first
and (last) operations during the kth δ-interval in Σ. Then using a simple induction (proof
appears in the full version of this paper) we can show:
I Lemma 8. For all k, σk ≤ sk + (k − 1)γ, and τk < tk + kγ.
I Corollary 9. The makespan of the first step schedule is at most T̃ + κγ.
However, notice that the first-step schedule is very likely an infeasible schedule, because we
only focus on each machine individually, so the operations of a job might get processed on
different machines at the same time (overlaps). The second step of the algorithm is to remove
the potential overlaps of operations by delaying the operations on Mi by 2(i − 1)(δ + γ) units
of time, for i = 2, . . . , m. We will eventually show that the schedule after injecting delays on
every machine will be feasible, but before that we need to prove the following lemma first:
I Lemma 10. Consider operations inside an arbitrary kth δ-interval on a arbitrary machine
in the first step schedule. (1) Each large operation starts processing during [(k − 1)(δ +
γ), k(δ + γ)). (2) And each small operation starts and finishes processing during [(k − 1)(δ +
γ), k(δ + γ) + γ).
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Proof. It is clear that all these operations start at or after (k − 1)(δ + γ). Then it remains
to show that they don’t start (end) too late. We consider the following two cases. First,
suppose there exists a large operation. Observe that all large operations are scheduled in
the same δ-interval in Σ (recall Σ is the optimal schedule in the outline) as well. Let Oj
be the operation that was scheduled the last in our algorithm (it is the largest), then it
suffices to show Oj starts before time k(δ + γ)). From Lemma 8, we know τk < tk + kγ,
also there is some operation Oj 0 (pj ≥ pj 0 ) is scheduled the last and completes at tk in Σ.
Also, Oj 0 starts before time kδ. Therefore, the last operation of this interval starts at time
τk − pj < tk + kγ − pj 0 < k(δ + γ). The other case is when all operations are small (< γ). In
this case , tk < kδ + γ, so by Lemma 8: τk < tk + kγ < k(δ + γ) + γ.
J
I Lemma 11. After delaying the operations on Mi by 2(i − 1)(δ + γ) units, for i = 2, . . . , m,
the resulting schedule is feasible.
Proof. The schedule we obtained from first step is conflict-free in each interval, but it is
still likely infeasible because there might be a job starting on a machine before its previous
operation finishes on the previous machine (the job starts before it becomes available). In
step two, we delay operations in M2 by 2(δ + γ), jobs in M3 by 4(δ + γ), and so on. So
the makespan of the schedule increases by at most 2(m − 1)(δ + γ). And we show that the
schedule after injecting delays is feasible. Consider an arbitrary job j, and two consecutive
operations of j on machines Mi and Mi+1 , call them Oj,i , and Oj,i+1 . It suffices to prove
that these two operations are scheduled in order and do not overlap.
First consider the case when j is a big job. Suppose Oj,i is assigned to the kth δ-interval
and Oj,i+1 is assigned to the lth δ-interval (l ≥ k). By Lemma 10, the difference of their
starting time is at least (l − k − 1)(δ + γ), i.e. in the worst case Oj,i+1 starts on Mi+1 (δ + γ)
units before Oj,i starts on Mi in the first step schedule. Note that operations on Mi+1 are
delayed by 2(δ + γ) more units relative to operations on Mi in step two, so once the delays
have been injected, Oj,i and Oj,i+1 will be scheduled in order and do not overlap.
Another case is when j is a small job, and we still use Oj,i and Oj,i+1 to denote the
two consecutive operations of j. And suppose Oj,i is assigned to kth δ-interval and Oj,i+1
is assigned to the lth δ-interval (l ≥ k). Again by Lemma 10, after the delays have been
injected, Oj,i will complete before (k + 2(i − 1))(δ + γ) + γ, and Oj,i+1 will start at or after
time (2i + k − 1)(δ + γ). Since (2i + k − 1)(δ + γ) > (k + 2(i − 1))(δ + γ) + γ, Oj,i and Oj,i+1
will be scheduled in order and do not overlap.
J
Combining previous lemmas, we obtain the following theorem:
I Theorem 12. For a given δ, and γ and an outline with an associated optimal schedule of
length T̃ , we can generate a feasible schedule of length:
T̃ + κγ + 2(m − 1)(γ + δ) + (mκ + m − 1)γ
Proof. The additive κγ follows from Corollary 9, second term 2(m − 1)(γ + δ) follows from
Lemma 11, and (mκ + m − 1)γ comes from the fractional small jobs that get appended at
the end.
J

2.1.1

The PTAS

In this section, we show that the algorithm that we obtain from previous section is a PTAS
2
for the GPS makespan minimization problem. Let δ = Tu , and γ = Tuv . The value of u and
v will be specified later. So the additive error from Theorem 12 becomes:
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Error = κγ + 2(m − 1)(γ + δ) + (mκ + m − 1)γ

 
 T 2
u T 2
T (v + )
mu
= ·
+ 2(m − 1)
+
+m−1
 uv
uv

uv


3m + 2mv + (m + 1)u − 3 − 2v
T
=
uv
Moreover, recall that T is the upper bound of T̃ , suppose T = β T̃ , such β is at most m.
Let L be the number of large jobs, then L is at most mγT̃ = muv
β2 , therefore the total possible
number of assignments of large operations to δ-intervals is at most κmL . The number of
small-job-time that we assign to each δ-interval is γδ + 1 = v + 1 (because we round it up to
multiple of γ), so the number of possible assignments of small-job-time each machine during
each interval is at most ( v + 1)mκ . Therefore, the total number of outlines is at most:
 u m2 uv/2  v




+1

mu/

Assuming u = 4(m − 1)β and v = 2(m + 1)β + ( 32 ), then the additive error becomes:



3m + 4m(m + 1)β + 3m + 4(m + 1)(m − 1)β − 3 − 4(m + 1)β − 3
· β T̃
8(m + 1)(m − 1)β 2 + 6(m − 1)β


8(m + 1)(m − 1)β + 6(m − 1)
=
· β T̃ = T̃
8(m + 1)(m − 1)β 2 + 6(m − 1)β

Error =

Therefore, we can guarantee the additive error is at most T̃ .
Runtime. The runtime is given by the number of outlines that we need to consider multiplied
by the time needed to solve an individual outline. First note that the number of outlines is
6
2
(m/)O(m / ) . For each outline, we need to find a basic feasible solution for the associated
num
LP; recall that the LP has n + mu
 constraints and at most m variables. By using the LP
solver from [20], we can solve the LP in time O(N 3.5 ), where N is the input size. Therefore
6
2
log1/6 n
the total runtime is O(N 3.5 (m/)O(m / ) ). Suppose m = O( log
log n ), the total runtime
becomes:

!log n/ log6 log n 
1/6
6
log
n
 = O(N 3.5 n).
O(N 3.5 m(m ) ) = O N 3.5
log log n
Therefore, the total runtime is polynomial, which completes the proof of Theorem 2.

3

An O( logloglogmm )-approximation for makespan objective

In this Section we prove Theorem 3. Consider the special case of the GPS problem (with
identical machines) where there are h machines, called terminal machines, such that any
job j has to start/end at one of the h machines. We show how an ρ-approximation for this
special case can be used to derive an O(ρ logh m)-approximation for general case of GPS.
For a given instance of GPS, we select h machines (including the first and last machines)
that partition the path of machines into h − 1 segments of equal sizes (or sizes that differ by
at most 1), call these h machines level 1. For all the jobs whose span crosses these h machines

H. Pang and M. R. Salavatipour

10:9

(i.e. uses machines in more than two segments), we group them into group G1 . So all the
jobs in J − G1 have their span entirely within one segment and those that fall into different
segments, can be scheduled independently (as their paths do not overlap). For each segment,
we again select h machines (to partition that segment into equal segments) and all the jobs
in J − G1 that pass any one of the second level terminal machines (h2 many) form group G2 .
And we do this recursively. Eventually, we have partitioned the jobs into O(logh m) groups.
Also, by losing a constant factor, we can assume that jobs among a group have to start/finish
at one of the terminal machines.1 Suppose we have a ρ-approximation for a single group of
jobs, then if we schedule all groups sequentially, we obtain an O(ρ logh m)-approximation for
the general case. We will show below that we can set h = O(log1/6 m/ log log m) and will
have ρ = O(1).

3.1

Instances with h terminal machines

In this section, we show how one can extend the idea of the PTAS in Section 2 to solve the
instances with h terminal machines. Similarly, suppose we have an upper bound T on the
makespan of the optimal schedule, and we partition the time line from 0 to T into κ intervals
of size δ = Tκ . The definition of a job being big or small is slightly different. Suppose the
h terminal machines partition the machines into h − 1 equal-size segments (except the last
one). A job j is big if the time it takes to travel a segment is ≥ γ (i,e, pj × segment size
≥ γ). Otherwise, we say the job is small. Each outline should specify:
The δ interval in which a big job starts running on a terminal machine.
For each terminal machine and δ-interval, how much time is allocated to small jobs that
begins in that δ-interval, rounded up to the nearest multiple of γ.
Suppose the number of big jobs is L, the number of guesses of the starting time interval
of all big jobs is at most κhL ; also, the number of possible assignments of small-job-time to
δ-intervals is at most (δ/γ + 1)hκ . So the number of outlines is at most: k hL (δ/γ + 1)hκ . For
the small jobs, we again construct an LP as in Section 2 and find a basic feasible solution of
it. Then we have at most hκ jobs that actually receive fractional assignments, we can ignore
them for now and append them at the end of the schedule with a cost at most (hκ + h − 1)γ.
For all big jobs and small jobs with integral assignments, we schedule them according
to their assignments to δ-intervals in two steps. In the first step, we schedule each segment
independently. For a fixed segment, let Mi be the first machine (a terminal machine) of
this segment. We order the jobs assigned to each δ-interval according to their processing
times and send them based on faster first. Let σk be the time when the first job in the kth
δ-interval begins on the first machine of the segment, and let τk be the time when the last
job in the kth δ-interval finishes on the last machine of the segment.
Let Σ be the optimal schedule in the outline that we are focusing on, say the makespan
of Σ is T̃ . Similarly, we define sk and (tk ) to be the start time (end time) of the first (last)
job during the kth δ-interval of Σ on the same segment. Then we show the following (proof
appears in the full version of this paper)
I Lemma 13. For all k, σk ≤ sk + (k − 1)δ, and τk < tk + kγ.

1

This is because for instances where there is a machine that is used by all jobs it is a special case of the
junction tree problem studied in [4]. Therefore we can use their two-stage algorithm and in ≤ 2OP T
time send all the jobs to their first terminal machines, and once all the jobs reach their last terminal
machines on their paths, spend another ≤ 2OP T time to deliver them to their final destinations.
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Then we can conclude the makespan of the schedule obtained from the first step is at most
T̃ + κγ. However, this schedule is likely to be infeasible because we schedule each segment
independently without caring about their consistency. The second step is to inject delays to
jobs so that the jobs in the resulting schedule are processed in order. We delay operations on
the second terminal machine by 2(δ + γ), delay operations on the third terminal machine by
4(δ + γ), and so on. So eventually, if we consider two adjacent terminal machines, operations
on the later one are delayed by 2(δ + γ) units relative to the previous terminal machine. And
we need to show:
I Lemma 14. After delaying the operations on the ith terminal machine Mhi by 2(i−1)(δ+γ)
units of time, for i = 2, . . . , h. The resulting schedule is feasible.
Proof. Consider an arbitrary job j and its operations traveling two adjacent terminal
machines Mhi and Mhi+1 . Observe that all operations of job j in the segment starting with
machine Mhi must be scheduled in order because we schedule them based on faster first. So
it remains to show that after injecting the delays, j doesn’t start on Mhi+1 before all previous
operations are finished. The rest of proof is analogous to the proof of Lemma 11.
J
Therefore, the final schedule is of length at most T̃ + κγ + 2(h − 1)(δ + γ) + (hκ + h − 1)γ.
2
For sufficiently small δ = O( Th ) and γ = O( Th2 ), the additive error becomes T̃ . Moreover,
6

log1/6 m
log log m ,
O( logloglogmm )-

the total number of outlines is O(h(h ) ). Suppose h is sub-logarithmic, say h =
then runtime becomes polynomially bounded. This implies a O(ρ logh m) =
approximation for the general problem, which completes the proof of Theorem 3.

4

Approximations for min-sum objective

In this section, we study the approximability of the min-sum objective and prove Theorem
4. Proof of Theorem 5 uses Theorem 4 and appears in the full version of this paper. The
ideas of designing approximation algorithms for the min-sum objective using algorithms for
the min-max (makespan) variants have been used extensively for various problems such as
scheduling and vehicle routing problems (to name a few see e.g. [2, 14, 18, 4]). Here we
borrow ideas from [18], which designs a PTAS for minimum-latency traveling repairman
problem on Euclidean metrics by reducing it to a variant of min-max version of it. This
technique is used to design algorithms for many other problems, see [5, 19] for an example.
First we introduce a variant of GPS called segmented GPS and present a PTAS for it when
m is sub-logarithmic using ideas of Theorem 2. Then in Section 4.1, we use it as a subroutine
to design a PTAS for the min-sum objective GPS problem for sub-logarithmic m. Finally, in
Section 4.2, we present an O( logloglogmm )-approximation for min-sum GPS with general m.

4.1

A PTAS for Min-Sum GPS when m is sub-logarithmic

In this section we prove Theorem 4 (all missing proofs appear in the full version of this
paper). In order to do so we first define an interesting variant of the GPS problem called the
segmented GPS as follows.
I Definition 15 (segmented GPS). An instance of segmented GPS is given by a set of m
identical machines that form a path, and also a set of n jobs each needs to be processed
on a sub-path. Also, for some constant π, given bounds B1 ≤ B2 ≤ · · · ≤ Bπ such that
Bi /Bi−1 = η where η is a constant, and given numbers n1 ≤ n2 ≤ · · · ≤ nπ = n. A feasible
solution is a schedule such that at least ni jobs are finished within the first Bi units of time
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for all i ∈ {1, . . . , π}, and the length of the schedule is at most Bπ . We say an algorithm
gives an α-approximation if for any feasible instance it finds a schedule that finishes at least
ni jobs within αBi units of times, for all 1 ≤ i ≤ π.
We can prove the following similar to Theorem 2.
1/6

log
n
I Theorem 16. There is a PTAS for segmented GPS when m = O( log
log n ).

The algorithm adapts the idea of outline scheme. Intuitively, we again partition the time
line from 0 to Bπ into polynomially many δ-intervals, and we use the notion of big and small
to classify jobs so that we can afford to fully guess the assignment of big jobs to δ-intervals.
For small jobs, we guess approximately the amount of time that is allocated for them on
each δ-interval and each machine, and we then assign small jobs by an LP.
However, we define δ w.r.t. B1 instead of Bπ . This gives us better precision so that the
additive error at the end depends on B1 , so is relatively small. Also, at the same time, the
number of δ intervals doesn’t blow up, the number is at most η π+1 (which is a constant since
both η, π are constants) times what we used to have. Moreover, for the same reason, we
define γ w.r.t. B1 . The number of large jobs L is also η π+1 (which is a constant) times what
we used to have.
2
1
More precisely, let δ = Bu1  and γ = Buv
, as before, u = O(m) and v = O(m) are
π+1

π+1

functions of m to be specified later. The number of δ-intervals is κ ≤ η δ B1 = uη  . An
outline specifies the δ-interval in which an operation of a big jobs begins in, and amount
of time that is allocated to small job in each interval on each machine, rounded to nearest
6
multiple of γ. Therefore, the total number of outlines is κmL ( γδ + 1)mκ = O(m(m ) ), which
is polynomially bounded as m is sub-logarithmic.
Assume we know the assignment of big jobs. As before, we process the operations assigned
to each δ-intervals s.t. the longest operation is the last. Then, for each bound Bi , we know
the number of large jobs nli that are finished before Bi . Therefore, when we assign small
jobs, we modify the LP in Figure. 1 by adding π extra constraints to ensure that x values
that fall in the first Bi units of time is at least nsi = ni − nli (see Figure. 2 for the full LP).
Such LP has n0 + mκ + π constraints and at most n0 κm variables (recall n0 is the number
of small jobs). A basic feasible solution of this LP is guaranteed to have at most mκ + π small
jobs that actually receive fractional assignments and the remaining small jobs will have unique
integral assignment to δ-intervals. We can simply ignore the fractional small jobs for now,
because we can append them all at the end of B1 with a cost of at most (mκ + π + m − 1)γ
(which is at most B1 , based on the discussion in Section 2). Call this schedule the first-step
schedule, then it finishes at least ni jobs before time Bi , for i = 1, . . . , π, as wanted. But it
may not be feasible. In order to turn it into a feasible schedule, we need to inject delays to
machines.
I Lemma 17. After delaying the operations on machine Mi by 2(i − 1)(δ + γ) units, for
i = 2, . . . , m. The resulting schedule becomes feasible. And the delays only stretch the schedule
by a factor of (1 + ).
Proof. The proof is analogous to the proof of Lemma 8 and Theorem 12.

J

Theorem 16 follows immediately from the above discussion. This theorem combined with
the following implies Theorem 4:
I Theorem 18. If there is a polynomial time α-approximation algorithm for the segmented
GPS problem, then there is a polynomial time (1 + )α-approximation algorithm for the GPS
min-sum minimization problem.
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X

xj,(t1 ,t2 ,...,tλj ) = 1, j = 1, . . . , n0 ,

t1 ,t2 ,...,tλj

X

pj xj,(...,k,... ) ≤ α1k , k = 1, . . . , κ,

{j|M1 ∈Pj }

X

pj xj,(...,k,... ) ≤ α2k , k = 1, . . . , κ,

{j|M2 ∈Pj }

..
.
X

k
pj xj,(...,k,... ) ≤ αm
, k = 1, . . . , κ,

{j|Mm ∈Pj }

X

xj,(...,tλj ) ≥ nsi , i = 1, . . . , π,

{j|tλj ·δ≤Bi }

x ≥ 0.
Figure 2 the modified LP. π new constraints are added to ensure that at least nsi = ni − nli small
jobs are finished before time Bi .

Proof of this theorem is built upon ideas of [18] for minimum latency traveling repairman
problem on Euclidean metrics. With a (1 + )-factor loss, we may assume that the makespan
of the optimal schedule is polynomially bounded in m, n. 2 The reduction is as follows.
Consider the time points t1 , t2 , . . . , tΓ , where t1 = 1 and ti /ti−1 = (1 + )π , for some constant
π that only depends on  (π = O(1/2 )), and we can assume Γ = O(log(mn)). The part of
schedule between ti and ti+1 is called the ith subschedule. We call a schedule is well-structured
if each subschedule processes a subset of jobs completely. That is, if a job j starts processing
at or after time ti , it has to be finished on all its span before ti+1 . We first show that we can
reduce the solution space to only the well-structured schedules by losing an -factor. This
allows us to deal with each subschedule independently. Moreover, the time frame between ti
and ti+1 can be further partitioned into π sub-intervals such that the ratio of the end time
and start time of each sub-interval is (1 + ). Therefore, each subschedule can be viewed as
an instance of the segmented GPS problem. However, we cannot afford to guess the subset
of jobs to be processed on every subschedule, but we show that, for large enough π, in the
ith subschedule we can simply re-do all the jobs that have been processed in the previous
subschedules. As a result, we don’t need to know the set of jobs to be processed on each
subschedule, instead, we use Dynamic Programming to enumerate the number of job to be
processed, which can be done in polynomial time. The first step is the following lemma
(proof appears in the full version of this paper).
I Lemma 19. There is a (1 + )-approximate well-structured schedule OP T 0 .
So using Lemma 19 we can focus on well-struuctured solutions. The proof of this
lemma shows that solution OP T 0 is 1 well-structured; 2 each subschedule processes all
jobs that appear in previous subschedules. Therefore, let Dj be the completion time of
2

This is a fairly standard trick. If pmax , pmin are the largest and smallest processing times (respectively)
one can assume that pmin ≥ pmax /(mn), otherwise all jobs smaller than pmax /(mn) can be removed,
then they can be added to any schedule of the rest of the jobs right before a job of size pmax and this
will increase the total completion time of the schedule by at most a 1 +  factor. With this assumption
we can scale processing times so that pmin = 1 and hence pmax ≤ mn/.
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jth job on the first subschedule that processes at least j jobs in OP T 0 , we know that
Pn
P
0
T 0 , we can search
j=1 Dj =
j∈J Cj ≤ (1 + )opt. Therefore, in order to find such an OP
Pn
for a solution among all schedules satisfying 1 and 2 that minimizes j=1 Dj . We show
this can be done by a DP that runs in polynomial time if we have an algorithm for the
following subproblem.
I Definition 20 (The subproblem). An instance of the subproblem is given by i ∈ {1, . . . , Γ}
and integers n0 ≤ n00 ∈ {0, 1, . . . , n}. A solution is a schedule that starts at time ti and
finishes before time ti+1 that processes exactly n00 jobs. The goal is to find a schedule that
minimizes the total completion time of jobs n0 + 1, . . . , n00 . For any feasible instance (i, n0 , n00 ),
let Subi (n0 , n00 ) denote its optimal value.
We say an algorithm is (α, β)-approximation for the subproblem if for any feasible instance
(i, n0 , n00 ), it finds a schedule that starts at time αti and finishes before time αti+1 , and the
total completion time of jobs n0 + 1, . . . , n00 is at most αβSubi (n0 , n00 ).
I Lemma 21. If there is an (α, β)-approximation for the subproblem, then there is an
αβ(1 + ) approximation for the GPS min-sum minimization problem.
I Lemma 22. If there is an α-approximation for the segmented GPS problem, then there is
an (α, 1 + )-approximation for the subproblem.
Theorem 18 follows from Lemmas 19, 21, and 22. Combining with the (1 + )approximation for the segmented GPS problem from Theorem 16, we obtain a PTAS
for the GPS min-sum minimization problem and hence prove Theorem 4. The number of
subproblems that we need to consider is O(Γn2 ) = O(n2 log(mn)), and for each subproblem,
2
we enumerate O(nπ ) = O(n1/ ) instances of segmented GPS.

4.2

An O( logloglogmm )-approximation for Min-sum GPS

As mentioned earlier, the framework of using a min-max solver as a blackbox to approximate
a min-sum objective has been used in the past extensively. To apply that here we first define
the following variant of the problem:
I Definition 23 (Throughput Maximization Given Bound B). Given an instance of GPS and
a bound B, what is the maximum number of jobs q that can be finished before this bound?
An α-approximation for this problem is an algorithm that finishes q jobs within time αB.
For the ease of notation, we denote this problem as problem A. Then
I Lemma 24. If there is an α-approximation for problem A, then there is an O(α)approximation for the min-sum objective.
Proof. Given a black box that can approximate problem A within factor α, we can obtain an
O(α)-approximation for the min-sum objective as follows. Let Sj be the set of jobs that finish
between time 2j and 2j+1 in the optimal schedule (regarding min-sum), and let nj = |Sj |.
Therefore, by invoking the solver for problem A, for each j, we can find a maximum set of
jobs Qj with size qj that can be scheduled within time α2j+1 .
Our solution to the min-sum objective is the following: for j = 1, 2 . . . , schedule the
jobs in Qj as suggested by the solver of problem A. Note that a job might be scheduled
multiple times in different Qj ’s, the completion time of a job is the first time when it is
completely scheduled. Consider the ith job that finishes in our schedule, say i ∈ Sj . Then
the completion time of ith job in the optimal schedule is at least 2j . Consider the set of jobs
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Qj and note the qj ≥ i. Therefore the completion time of the ith job in our schedule is at
Pj+1
most α k=1 2k ≤ α2j+2 . That is, the average completion time of our schedule is at most
4α times the value of the optimal solution. This completes the proof.
J
So it is enough to get an O( logloglogmm )-approximation for problem A (for general m). The
algorithm is similar to the one in Section 3.1, so we only provide a sketch here. First, we
log1/6 m
select h = O( log
log m ) terminal machines that partition the machines into h − 1 equal size
segments. Group the jobs that cross the terminal machines together and do it recursively,
we obtain ∆ = O(logh m) = O( logloglogmm ) classes of jobs. Let OP T be an optimal schedule
that completes q = q1 + · · · + q∆ jobs before given bound B, where q is the maximum
possible jobs that can be finished before time B and qi is the number of jobs from class
i. Consider the instance of problem A on a single class of jobs. Similarly we consider the
segment between two terminal machines as the role of a single machine and define δ and
γ accordingly. Then each instance can be viewed as a special case of the segmented GPS
problem when π = 1, so the PTAS for the segmented GPS problem can be applied here.
That is, given bound B and let qi∗ be the maximum number of jobs that can be finished
before B if we only consider jobs in class i, we have an algorithm that finishes qi∗ jobs before
time (1 + )B. Note that qi∗ ≥ qi . Therefore, if we apply the PTAS on every class of jobs to
obtain the qi∗ many jobs from each class i and sequentially glue them together, then we get a
∗
schedule that finishes q1∗ + · · · + q∆
≥ q1 + · · · + q∆ = q jobs before time (1 + )∆B, which is
log m
a ∆ = O( log log m )-approximation for problem A. Combining with the result from Lemma
24, we get an O( logloglogmm )-approximation for min-sum objective (for general m).

5

Conclusion

We have proposed two O( logloglogmm )-approximation algorithms for the GPS problem under the
makespan and min-sum objectives, and a PTAS for when m is sub-logarithmic. The problem
of getting an O(1)-approximation algorithm for the GPS is still open for both objectives. The
furthest-to-go algorithm seems plausible as it gives the optimal solution for the non-nested
instances [9] and we do not know any example showing that the congestion/dilation lower
bound is violated by more than a small constant factor by the furthest-to-go algorithm. It
is also worth pointing out that, for the makespan objective, if one can show every fixed
priority gives O(1)-approximation for instances in which all jobs have the same end machine,
then furthest-to-go gives O(1)-approximation for GPS. This is because for any machine Mi
in a GPS instance, if Ji is the set of jobs that use Mi , then none of the jobs in Ji will be
delayed by any job in J − Ji before machine Mi . The priority among jobs in Ji is defined by
their destinations. Therefore, if every fixed priority gives O(1)-approximation for instances
with same end machine, then the furthest-to-go algorithm gives O(1)-approximation for the
completion time of every machine, hence for the makespan of the schedule.
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Abstract
In this paper we study the classical problem of throughput maximization. In this problem we have a
collection J of n jobs, each having a release time rj , deadline dj , and processing time pj . They have
to be scheduled non-preemptively on m identical parallel machines. The goal is to find a schedule
which maximizes the number of jobs scheduled entirely in their [rj , dj ] window. This problem
has been studied extensively (even for the case of m = 1). Several special cases of the problem
remain open. Bar-Noy et al. [STOC1999] presented an algorithm with ratio 1 − 1/(1 + 1/m)m
for m machines, which approaches 1 − 1/e as m increases. For m = 1, Chuzhoy-Ostrovsky-Rabani
[FOCS2001] presented an algorithm with approximation with ratio 1 − 1e − ε (for any ε > 0). Recently
Im-Li-Moseley [IPCO2017] presented an algorithm with ratio 1 − 1/e + ε0 for some
pabsolute constant
ε0 > 0 for any fixed m. They also presented an algorithm with ratio 1 − O( log m/m) − ε for
general m which approaches 1 as m grows. The approximability of the problem for m = O(1)
remains a major open question. Even for the case of m = 1 and c = O(1) distinct processing times
the problem is open (Sgall [ESA2012]). In this paper we study the case of m = O(1) and show that
if there are c distinct processing times, i.e. pj ’s come from a set of size c, then there is a randomized
7 −6
(1 − ε)-approximation that runs in time O(nmc ε log T ), where T is the largest deadline. Therefore,
for constant m and constant c this yields a PTAS. Our algorithm is based on proving structural
properties for a near optimum solution that allows one to use a dynamic programming with pruning.
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1

Introduction

Scheduling problems have been studied in various fields, including Operations Research and
Computer Science over the past several decades. However, there are still several fundamental
problems that are not resolved. In particular, for problems of scheduling of jobs with release
times and deadlines in order to optimize some objective functions there are several problems
left open (e.g. see [29, 26, 30]). In this paper we consider the classical problem of throughput
maximization. In this problem, we are given a set J of n jobs where each job j ∈ J has a
processing time pj , a release time rj , as well as a deadline dj . The jobs are to be scheduled
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non-preemptively on a single (or more generally on m identical) machine(s), which can
process only one job at a time. The value of a schedule, also called its throughput, is the
number of jobs that are scheduled entirely within their release time and deadline interval.
Our goal is to find a schedule with maximum throughput.
Throughput maximization is a central problem in scheduling that has been studied
extensively in various settings (even special cases of it are interesting open problems). They
have numerous applications in practice [16, 1, 25, 19, 32]. The problem is known to be
NP-hard (one of the list of problems in the classic book by Garey and Johnson [17]). In fact,
even special cases of throughput maximization have attracted considerable attention. For the
case of all pj ’s being equal in the weighted setting (where each job has a weight and we want
to maximize the total weight of scheduled jobs), the problem can be solved in polynomial
time only when m = O(1) (running time is exponential in m) [4, 13]. The complexity of
the problem is open for general m. For the case where all processing times are bounded by
a constant the complexity of the problem is listed as an open question [30]. It was shown
in [14] that even for m = 1 and pj ∈ {p, q} where p and q are strictly greater than 1 the
problem is NP-Complete.

1.1

Related Works

It appears the first approximation algorithms for this problem were given by Spieksma [31]
where a simple greedy algorithm has shown to have approximation ratio 1/2. This algorithm
will simply run the job with the least processing time between all the available jobs whenever
a machine completes a job. He also showed that the integrality gap of a natural Linear
Program relaxation is 2. Later on, Bar-Noy et al. [6] analyzed greedy algorithms for various
settings and showed that for the case of m identical machines greedy algorithm has ratio
1 − 1/(1 + 1/m)m . This ratio is 1/2 for m = 1 and approaches 1 − 1/e as m grows.
In a subsequent work, Chuzhoy et al. [12] looked at a slightly different version, call it
discrete version, where for each job j, we are explicitly given a collection Ij of intervals
(possibly of different lengths) in which job j can be scheduled. A schedule is feasible if for
each job j in the schedule, j is placed within one of the intervals of Ij . This version (vs.
the version defined earlier, which we call the “continuous” version) have similarities but
none implies the other. In particular, the discrete version can model the continuous version
if one defines each interval of size pj of [rj , dj ] as an interval in Ij . However, the number
of intervals in Ij defined this way can be as big as dj − rj + pj which is not necessarily
polynomial in the input size. Chuzhoy et al. [12] presented a (1 − 1/e − )-approximation
for the discrete version of the problem. Spieksma [31] showed that the discrete version of
the problem is M AX-SN P hard using a reduction to a version of M AX-3SAT . No such
approximation hardness result has been proved for the continuous version.
Berman and DasGupta [8] provided a better than 2 approximation for the case when all
the jobs are relatively big compared to their window size. A pseudo-polynomial time exact
algorithm for this case is presented by Chuzhoy et al. [12] with running time O(npoly(k) T 4 ),
where k = maxj (dj − rj )/pj and T = maxj dj .
For the weighted version of the problem, [3] showed that when we have uniform processing
time pj = p, the problem is solvable in polynomial time for m = 1. For m = O(1) and
with uniform processing time [4, 13] presented polynomial time algorithms. For general
processing time 2-approximation algorithms are provided in [8, 5] and this ratio has been
the best known bound for the weighted version of the problem. More recently, Im et al. [20]
presented better approximations for throughput maximization for all values of m. For the
unweighted case, for some absolute α0 > 1 − 1/e, for any m = O(1) and for any  > 0 they
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5

O(m/ )
presented an (α0 −
. They also showed another algorithm
p)-approximation in time n
with ratio 1 − O( (log m)/m − ) (forpany  > 0) on m machines. This ratio approaches 1
as m grows. Furthermore, their 1 − O( (log m)/m − ) ratio extends to the weighted case if
T = Poly(n).
Bansal et al. [2] looked at various scheduling problems and presented approximation
algorithms with resource augmentation (a survey of the many resource augmentation results
in scheduling is presented in [27]). An α-approximation with β-speed augmentation means
a schedule in which the machines are β-times faster and the total profit is α times the
profit of an optimum solution on original speed machines. In particular, for throughput
maximization they presented a 24-speed 1-approximation, i.e. a schedule with optimum
throughput however the schedule needs to be run on machines that are 24-times faster in
order to meet the deadlines. This was later improved by Im et al. [21], where they developed
a dynamic programming framework for non-preemptive scheduling problems. In particular
for throughput maximization (in weighted setting) they present a quasi-polynomial time
(1 − , 1 + )-bi-criteria approximation (i.e. an algorithm that finds a (1 − )-approximate
solution using (1 + ) speed up in quasi-polynomial time). We should point out that the
PTAS we present for c distinct processing time implies (as an easy corollary) a bi-criteria
QPTAS as well, i.e. a (1 − )-approximation using (1 + )-speed up. However, they use the
(1 + )-speed up of machines crucially in several places in their algorithms and it does not
seem that even adding the assumption of having c many distinct processing times to their
algorithm would help to get a polynomial time approximation with ratio (1 − ).
For the problem of machine minimization, where we have to find the minimum number
of machines with whichpwe can schedule all the jobs, the algorithm
provided in [28] has
p
approximation ratio O( log n/ log log n) only when OP T = Ω( log n/ log log n), and ratio
O(1) when OP T = Ω(log n). Later Chuzhoy et al. [10] presented an O(OP T )-approximation
which is good for thep
instances with relatively small OP T . Combining this with the earlier
works implies an O( log n/ log log n)-approximation. Chuzhoy and Naor [11] showed a
hardness of Ω(log log n) for the machine minimization problem.
Another interesting generalization of the problem is when we assign a height to each job
as well and allow them to share the machine as long as the total height of all the jobs running
on a machine at the same time is no more than 1. The first approximation algorithm for
this generalization is provided by [5] which has ratio 5. Chuzhoy et al. [12] improved it by
providing an (e − 1)/(2e − 1) > 0.3873-approximation algorithm which is only working for
the unweighted and discrete version of the problem. The problem has also been considered
in the online setting [7, 15, 23, 24].

1.2

Our Results

Our main result is the following. Suppose that there are c distinct processing times.
I Theorem 1. For the throughput maximization problem with m identical machines and c
distinct processing times for jobs, for any ε > 0, there is a randomized algorithm which finds
7 −6
a (1 − ε)-approximate solution with high probability runs in time nO(mc ε ) log T , where T
is the largest deadline.
So for m = O(1) and c = O(1) we get a Polynomial Time Approximation Scheme (PTAS).
Note that even for the case of m = 1 and c = 2, the complexity of the problem has been
listed as an open problem in [30], however, it has been shown in [14] that even for m = 1
and pj ∈ {p, q} where p and q are strictly greater than 1 the problem is NP-Complete. Our
algorithm for Theorem 1 is obtained by proving some structural properties for near optimum
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solutions and by describing a randomized hierarchical decomposition which allows us to do a
dynamic programming. In order to prove this we prove (and use at the base of our DP) the
following (easier) special case:
I Theorem 2. Suppose we are given B intervals over the time-line where the machines are
pre-occupied and cannot be used to run any jobs, there are R distinct release times, D distinct
deadlines, and m machines, where R, D, B, m ∈ O(1). Then there is a PTAS for throughput
−1
−4
maximization with time 2ε log (1/ε) + Poly(n).
An easy corollary of Theorem 1 is the following. If the largest processing time pmax =
Poly(n) then we get a quasi-polynomial time (1 − )-approximation using (1 + )-speed up of
machines. This result of course was already obtained in [21]. We should mention that the
framework of [21] heavily relies on machine speed up and it is not clear if that approach can
be adapted to give an improved approximation for the original (non-augmented) machine
speeds.

2

Preliminaries

Recall that we have a set J of n jobs where each job j ∈ J has a processing time pj , a release
time rj as well as a deadline dj , we assume all these are integers in the range [0, T ] (we can
think of T as the largest deadline). The jobs are to be scheduled non-preemptively on m
machines which can process only one job at a time. We point out that we do not require T
to be poly-bounded in n. For each job j ∈ J we refer to [rj , dj ] as span of job j, denoted by
spanj . We use OPT to denote an optimum schedule and opt the value of it. In the weighted
case, each job j has a weight/profit wj which we receive if we schedule the job within its
span. The goal in throughput maximization is to find a feasible schedule with maximum
weight of jobs. Like most of the previous works, we focus on the unit weight setting (so our
goal is to find a schedule with maximum number of jobs scheduled).
We also assume that for each p ∈ P , all the jobs with processing time p in an optimum
solution are scheduled based on earliest deadline first rule; which says that at any time when
there are two jobs with the same processing time available the one with the earliest deadline
would be scheduled. This is known as Jackson rules and we critically use it in our algorithms.
Outline. We start by presenting the proof of Theorem 1 in section 3. We defer the proof
of the main Lemma 9 to the journal version of the paper. Finally we present the proof of
Theorem 2 in section 4.

3

Proof of Theorem 1

In this section we prove Theorem 1. For ease of exposition, we present the proof for the case
of m = 1 machine only and then extend it to the setting of multiple machines.

3.1

Overview of the Algorithm

At a high level, the algorithm removes a number of jobs so that there is a structured near
optimum solution. We show that the new instance has some structural properties that is
amenable to a dynamic programming. At the lowest level of dynamic programming we have
disjoint instances of the problem, each of which has a set of jobs with only a constant size
set of release times and deadlines, with possibly a constant number of intervals of time being
blocked from being used. For this setting we use the algorithm of Theorem 2. We start (at
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level zero) by breaking the interval [0, T ] into a constant q (where q will be dependent on ε)
number of (almost) equal size intervals, with a random offset. Let us call these intervals
a0,1 , a0,2 , . . . , a0,q . Assume each interval has size exactly T /q, except possibly the first and
last (and for simplicity assume T is a power of q). For jobs whose span is relatively large, i.e.
spans at least λ (where 1ε ≤ λ ≤ εq) intervals, while their processing time is relatively small
(much smaller than T /q), based on the random choice of break points for the intervals, we
can assume the probability that the jobs position in the optimum solution is intersecting
two intervals is very small. Hence, ignoring those jobs (at a small loss of optimum), we can
assume that each of those jobs are scheduled (in a near optimum solution) entirely within one
interval. For each of them we “guess” which of the λ intervals is the interval in which they
are scheduled and pass down the job to an instance defined on that interval. For jobs whose
span is very small (fits entirely within one interval), the random choice of the q intervals,
implies that the probability of their span being “cut” by these intervals is very small (and
again we can ignore those that have been cut by these break down). For medium size spans,
we have to defer the decision making for a few iterations. We then try to solve each of the
q instances, independently and recursively; i.e. we break the intervals again into roughly
q equal size intervals and so on. If and when an instance generated has only O(1) release
times or deadlines we stop the recursion and use the algorithm of Theorem 2 to find a near
optimum solution. So considering the hierarchical structure of this recursion, we have a tree
with at most O(logq T ) depth and at most O(n) leaves, which is polynomial in the input
size. There are several technical details that one needs to overcome in this paradigm. One
particular technical difficulty is for some jobs we decide to re-define their span to be a smaller
subset of their original span by increasing their release time a little and decreasing their
deadline a little. We call this procedure, cutting their “head” and “tail”. This will be a key
property in making our algorithm work. We will show (Lemma 9) that under some moderate
conditions, the resulting instance still has a near optimum solution. This allows us to reduce
the number of guesses we have to make in our dynamic program table and hence obtain
Theorem 1. We should point out that the idea of changing the span or start/finish of a job
was done in earlier works. However, using speed-up of machines one could “catch up” in a
modified schedule with a near optimum one. The difficulty in our case is we do not have
machine speed up.

3.2

Structure of a Near Optimum Solution

Consider an optimum solution OPT. One observation we use frequently is that such a
solution is left-shifted, meaning that the start time of any job is either its release time or
the finish time of another job. Therefore, we can partition the jobs in schedule OPT into
continuous segments of jobs being run whose leftmost points are release times and the jobs
in each segment are being run back to back. We call the set of possible rightmost points of
these segments “slack times”.
I Definition 3 (Slack times). Let slack times Ψ be the set of points t such that there is a
P
release time ri and a (possibly empty) subset of jobs J 0 ⊆ J, such that t = ri + j∈J 0 pj
So the start time and finish time of each job in an optimum solution is a slack time. The
following (simple) lemma bounds the size of Ψ
I Lemma 4. There are at most nc+1 different possible slack times, where c is the number of
distinct processing times.
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P
Proof. We upper bound number of distinct ri + j∈J 0 pj values. First note that there are
P
only n different ri values. Also, for each set J 0 ⊆ J, the sum j∈J 0 pj can have at most nc
possible values as the number of jobs in J 0 with a specific processing time can be at most n
and we assumed there are only c distinct processing times.
J
Given error parameter ε > 0 we set q = 1/ε2 , k = logq T and for simplicity of presentation
suppose T is a power of q. We define a hierarchical set of partitions on interval [0, T ]. For
each 0 ≤ i ≤ k, Ii is a partition of [0, T ] into q i+1 + 1 many intervals such that, except
the first and the last intervals, all have length `i = T /q i+1 , and the sum of the sizes of the
first and last interval is equal to `i as well. We choose a universal random offset for the
start point of the first interval. More precisely, we pick a random number r0 ∈ [0, Tq ] and
interval [0, T ] is partitioned into q + 1 intervals I0 = {a0,0 , a0,1 , ..., a0,q }, where a0,0 = [0, r0 ],
and a0,t = [(t − 1) Tq + r0 , t Tq + r0 ] for 1 ≤ t ≤ q − 1 and a0,q = [T − Tq + r0 , T ]. Note that
the length of all intervals in I0 is Tq , except the first and the last which have their length
randomly chosen and the sum of their lengths is Tq .
Similarly each interval in I0 will be partitioned into q many intervals to form partition I1
with each interval in I1 having length qT2 except the first interval obtained from breaking
a0,0 and the last interval in I1 obtained from breaking a0,q , which may be partitioned into
less than q many, based on their lengths. All intervals in I1 have size qT2 except the very first
one and the very last one. We do this iteratively and break intervals of Ii (for each i ≥ 0)
into q equal sized intervals to obtain Ii+1 (with the exception of the very first and the very
last interval of Ii+1 might have lengths smaller).
We set λ = 1/ε = εq and partition the jobs into classes J0 , J1 , ..., Jk , Jk+1 , based on the
size of their span. For each 1 ≤ i ≤ k, job j ∈ Ji if λ · `i ≤ |spanj | < λ · `i−1 . Also j ∈ J0
(and j ∈ Jk+1 ) if λ`0 ≤ |spanj | (and |spanj | < λ · `k ). For each interval ai,t in level Ii , we
denote the set of jobs whose span is entirely inside ai,t by J(ai,t ).
Based on our definitions of interval levels and job classes, we can say that for each
0 ≤ i ≤ k if j ∈ Ji , then spanj would have intersection with at most λ + 1 (or fully spans at
most λ − 1) many consecutive intervals from Ii−1 and at least λ many consecutive intervals
from Ii . Suppose j ∈ Ii and spanj has intersection with ai,tj , ai,tj +1 , ..., ai,t0j from Ii , then
define spanj ∩ ai,tj and spanj ∩ ai,t0j as headj and tailj , respectively.
We consider two classes of jobs as “bad” jobs and show that there is a near optimum
solution without any bad jobs. The first class of bad jobs are those that we call “spancrossing”. For each job j ∈ J, we call it “span-crossing” if j ∈ Ji for some 2 ≤ i ≤ k + 1 (so
λ · `i ≤ |spanj | < λ · `i−1 ), and its span has intersection with more than one interval in Ii−2 .
I Lemma 5. Based on the random choice of r0 (while defining intervals), the expected
number of span-crossing jobs in the optimum solution is at most λ+1
q opt = O(εopt).
Proof. Observe that because j ∈ Ji , we have |spanj | < λ · `i−1 . This means that the
spanj would have intersection with at most λ + 1 (or fully spans at most λ − 1) many
consecutive intervals from Ii−1 . Also because of the random offset while defining I0 , and
since `i−2 = q · `i−1 , the probability that job j being “span-crossing” will be at most λ+1
q . J
So, we can assume with sufficiently high probability, that there is a (1−O(ε))-approximate
solution with no span-crossing jobs. The second group of bad jobs are defined based on their
processing time and their position in the optimum solution. We then prove that by removing
these type of jobs, the profit of the optimum solution will be decreased by a small factor.
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For each job j ∈ J, we call it “position-crossing” if `i ≤ pj < `i−1 for some 2 ≤ i ≤ k + 1,
and its position in OPT has intersection with more than one interval in Ii−2 .
I Lemma 6. The expected number of position-crossing jobs in OPT is at most
O(ε2 opt).

1
q opt

=

Proof. Consider OPT and suppose that j ∈ J is a job with `i ≤ pj < `i−1 . Observe that j
can have intersection with at most 2 intervals in Ii−2 because of its size. Considering our
random offset to define interval levels, the probability of job j being a position-crossing (with
respect to the random intervals defined) would be at most 1q (since pj < `i−1 = `i−2
q ). Thus,
the expected number of position-crossing jobs in OPT is at most opt/q.
J
Hence, using Lemmas 5 and 6, with sufficiently high probability, there is a solution of
value at least (1 − O(ε))opt without any span-crossing or position-crossing jobs. We call
such a solution a canonical solution.
From now on, we suppose the original instance I is changed to I 0 after we first defined
the intervals randomly and removed all the span-crossing jobs. So we focus (from now on) on
finding a near optimum feasible solution to I 0 that has no position-crossing jobs. By OPT0
we mean such a solution of maximum value for I 0 ; we call that a canonical optimum solution.
If we find a (1 − O(ε))-approximation to OPT0 (that has no position-crossing jobs), then
using the above two lemmas we have a (1 − O(ε))-approximate solution to I. So with OPT0
being an optimum solution to I 0 with no position-crossing jobs we let opt0 be its value.

3.3

Finding a Near Optimum Canonical Solution

As a starting point and warm-up, we consider the special case where instance I 0 only consists
of jobs whose processing time is relatively big compared to their span and show how the
problem could be solved. Consider the extreme case where for each j ∈ J, pj = |spanj |. In
this case the problem will be equivalent to the problem of finding a maximum independent
set in an interval graphs which is solvable in polynomial time [18]. The following theorem
|spanj |
shows that if pj ≥
for each j ∈ J (which we call them “tight” jobs), then we can
λ
find a good approximation as well. Therefore, it is the “loose” jobs (those whose processing
|span |
time pj is smaller than λ j ) that make the problem difficult. (we should point out that
Chuzhoy et al. [12] also considered this special case and presented a DP algorithm with run
time O(nPoly(λ) T 4 ) however, their DP table is indexed by integer points on the time-line and
the polynomial dependence on T , which can be exponential in n, is unavoidable). The idea
of the dynamic program of the next theorem is the basis of the more general case that we
will prove later that handles “loose” and “tight” jobs together but the following theorem is
easier to understand and follow and we present it as a warm-up for the main theorem.
|span |

j
I Theorem 7. If for all j ∈ J in I 0 , pj ≥
then there is a dynamic programλ
ming algorithm that finds a canonical solution for instance I 0 with total profit opt0 in time
−2
O(ε−1 nε c log T ).

Proof. Recall that k = logq T and observe that for each 0 ≤ i ≤ k − 1 and each j ∈ Ji :
λ · `i ≤ |spanj | ≤ λpj , so `i ≤ pj . Now if we somehow know OPT0 ∩ J0 and OPT0 ∩ J1
and remove the rest of jobs in J0 and J1 , then the remaining jobs (which are all in Ji≥2 )
have intersection with exactly one interval in I0 (recall we have no span-crossing or positioncrossing jobs), hence we would have q + 1 many independent sub-problems (defined on the
q + 1 sub-intervals partitioned in level 0) with jobs from Ji≥2 .
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So our first task is to “guess” the jobs in OPT0 ∩ (J0 ∪ J1 ) (as well as their positions) and
then remove the rest of the jobs in J0 ∪ J1 from J as well as the jobs whose span is crossing
any of the intervals in I0 ; then recursively solve the problem on independent sub-problems
obtained for each interval in I0 together with the jobs whose spans are entirely within such
interval. In order to guess the positions of jobs in OPT0 ∩ (J0 ∪ J1 ) we use the fact that
each job can start at a slack time. Since jobs in J0 ∪ J1 have size at least `1 = T /q 2 , we can
have at most q 2 of them in a solution. We guess a set S of size at most q 2 of such jobs and
2
2
a schedule for them; there are at most |Ψ|q = nO(q c) choices for the schedule of S. Then
we remove the rest of J0 and J1 from J for the rest of our dynamic programming. The
guessed schedule of S defines a vector ~v of blocked spaces (those that are occupied by the
jobs from S) and for each interval a0,t , the projection of vector ~v in interval ai,t , denote it
by ~vt , has dimension at most q (a0,t has length `0 = T /q and each job in S has length at
least `1 = T /q 2 ). We pass each such vector ~v to the corresponding sub-problem.
Consider an interval ai,t ∈ Ii for some 0 ≤ i ≤ k and 0 ≤ t ≤ `Ti . Recall that the set
of jobs j ∈ J whose span is completely inside ai,t is J(ai,t ). Because of the assumption
of no span-crossing jobs, for each job j ∈ J \ J(ai,t ), if its span has intersection with ai,t ,
then it would be in Ji0 for some i0 ≤ i + 1 (jobs from Ji+2 are entirely within one interval
of level Ii ) and |spanj | would be at least λ`i+1 , and hence pj ≥ `i+1 . Thus we can have
at most `i /`i+1 = q such jobs. Assume we have a guessed vector ~v of length q where each
entry of the vector denotes the start time as well as the end time of one of such jobs. This
vector describes the sections of ai,t that are blocked for running such jobs from J \ J(ai,t ).
The number of guesses for such vectors ~v is at most n2q(c+1) based on the bounds on the
number of slack times. Given ~v and J(ai,t ) we want to schedule the jobs of J(ai,t ) in the
free (unblocked by ~v ) sections of ai,t .
Now we are ready to precisely define our dynamic programming table. For each ai,t and
for each q-dimensional vector ~v , we have an entry in our DP table A. This entry, denoted by
A[ai,t , ~v ], will store the maximum throughput for an schedule of jobs running during interval
ai,t , using jobs in J(ai,t ) by considering the free slots defined by ~v . The final solution would
P
be maxS { t A[a0,t , ~vt ] + |S|}, where the max is taken over all guesses S of jobs from J0 ∪ J1
and ~vt is the blocked area of ai,t based on S.
The base case is when ai,t has only constantly many release/deadline times. Given that
we have also only constantly many processing times and ~v defines at most q many sections
of blocked (used by bigger jobs) areas, then using Theorem 2 we can find a (1 − O(ε))approximation in time Γ, where Γ is the running time of the PTAS for Theorem 2.
We can bound the size of the table as follows. First note that we do not really need to
continue partitioning an interval ai,t if there are at most O(1) many distinct release times
and deadlines within that interval, since this will be a base case of our dynamic program. So
the hierarchical decomposition of intervals I0 , I1 , . . . , Ik will actually stop at such an interval
ai,t when there are at most O(1) release times and deadlines. Therefore, at each level Ii of
the random hierarchical decomposition, there are at most O(n) intervals in Ii that will be
decomposed into q more intervals in Ii+1 (namely those that have at least a constant number
of release times and deadlines within them). Thus the number of intervals at each level Ii is
at most O(nq) and the number of levels is at most k = logq T . Therefore, the total number
of intervals in all partitions is bounded by O(knq). To bound the size of the table A, each
~v has n2q(c+1) many options, based on the fact that we have at most nc+1 many choices of
start time and end time (from the set Ψ of slacks) for each of the q dimensions of ~v . Also as
argued above, there are O(knq) many intervals ai,t overall. So the size of table is at most
kqnO(qc) .
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Now we describe how to fill the entries of the table. To fill A[ai,t , ~v ] for each 0 ≤ i ≤ k − 1
and 0 ≤ t ≤ `Ti , suppose ai,t is divided into q many equal size intervals ai+1,t0 +1 , ..., ai+1,t0 +q
in Ii+1 . We first guess a subset J˜i,t of jobs from Ji+2 ∩ J(ai,t ), to be processed during interval
ai,t consistent with free slots defined by ~v . This defines a new vector ~v 0 that describes the
areas blocked by jobs guessed recently as well as those blocked by ~v . Projection of ~v 0 onto the
q intervals ai+1,t0 +1 , ..., ai+1,t0 +q defines q new vectors ~v10 , ..., ~vq0 . Now we check the sum of
A[ai+1,t0 +1 , ~v10 ] + A[ai+1,t0 +2 , ~v20 ] + ... + A[ai+1,t0 +q , ~vq0 ] + |J˜i,t |
We would choose the J˜i,t which maximizes the above sum. Observe that jobs in J(ai,t ) \
Ji+2 have length at most `i+3 and because we have no position-crossing jobs, each of them
is inside one of intervals ai+1,t0 +1 , ..., ai+1,t0 +q and would be considered in sub-problems.
Note that to fill each entry A[ai,t , ~v ] the number of jobs from Ji+2 possible to be processed
in ai,t would be at most q 2 , because of their lengths. So the total number of guesses would
2
2
be at most nO(q c) . This means that we can fill the whole table in time at most kqnO(q c) ,
where q = 1/ε2 and k = logq T .
J
Considering Theorem 7, we next show how to handle “loose” jobs, i.e. those for which
|span |
pj < λ j . Recall that for each 0 ≤ i ≤ k and for each j ∈ Ji , if spanj has intersection
with intervals ai,tj , ai,tj +1 , ..., ai,t0j of Ii , then we denote spanj ∩ ai,tj and spanj ∩ ai,t0j as the
head and tail of (span of) j, respectively. Our next (technical) lemma states that if we reduce
the span of each loose job by removing its head and tail then there is still a near optimum
|span |
solution for I 0 . More specifically, for each job loose j ∈ Ji (pj ≤ λ j ), whose span has
intersection with intervals ai,tj , ai,tj +1 , ..., ai,t0j of Ii , we replace its release time to start at
the beginning of ai,tj +1 and its deadline to be end of ai,t0j −1 ; so spanj will be replaced with
with spanj \ (ai,tj ∪ ai,t0j ). Let this new instance be called I 00 . Note that a feasible solution
for instance I 00 would be still a valid solution for I 0 as well.
I Lemma 8. Starting from I 0 , let I 00 be the instance obtained from removing the head and
|span |
tail part of spanj for each job j ∈ J with pj ≤ λ j . Then there is a canonical solution for
I 00 with throughput at least (1 − 120εc)opt0 .
Proof. The proof to the following important key lemma is deferred to the journal version of
the paper:
I Lemma 9 (Head and tail cutting). Consider any fixed processing time p ∈ P . Start with
instance I 0 and remove only the head (or only the tail) part of spanj for all jobs j ∈ J with
|spanj |
pj = p ≤
. Then there is a solution for the remaining instance with profit at least
λ
0
(1 − 60
)opt
.
λ
Considering Lemma 9, the proof of Lemma 8 would be easy. We just need to apply
Lemma 9 for all c many distinct processing times p ∈ P and for both “head” and “tail”.
Then the total loss for removing all head and tail parts would be 60
λ · 2c = 120ε fraction:
opt(I 00 ) ≥ (1 −

60 × 2c
)opt0 ≥ (1 − 120εc)opt0 .
λ

J

The next theorem together with Lemmas 5, 6, and 9 will help us to complete the proof.
I Theorem 10. There is a dynamic programming algorithm that finds an optimum solution
−6
for instance I 00 in time ε−3 nO(ε c) log T .
Before presenting the proof of this theorem we show how this can be used to prove
Theorem 1 for m = 1.
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Proof of Theorem 1. Starting from instance I we first reduced it to instance I 0 at a loss
of 1 − O(ε). Then remove the head and tail part of the span for all the loose jobs to
obtain instance I 00 . Based on Lemma 9, we only loose a factor of (1 − O(εc)) compared to
optimum of I 0 . Theorem 10 shows we can actually find an optimum canonical solution to
instance I 00 . This solution will have value at least (1 − O(εc))opt using Lemmas 5, 6, and
9. To get a (1 − ε0 )-approximation we set ε0 = ε/c in Theorem 10. The run time will be
0−6 7
c3 ε−3 nO(ε c ) log T .
J
Now we prove Theorem 10.
Proof. The idea of the proof is similar to that of Theorem 7. However, the presence of
“loose” jobs needs to be handled too. Suppose j ∈ Ji is a loose job, so λ`i ≤ |spanj | < λ`i−1
span
and pj ≤ λ j < `i−1 . We break these loose jobs into two categories. For the loose jobs
that pj < `i+1 , because they are not position-crossing, their position in the final solution will
have intersection with at most one interval of Ii (and so we can pass them down to lower
sub-problems). But for loose jobs where `i+1 ≤ pj < `i−1 we need to guess them (similar to
the tight jobs) and we can do the guessing since their size (relative to `i ) is big. In order to
handle these guesses, we add one more vector to the DP table, and we do the guess for two
consecutive levels of our decomposition as we go down the DP.
Suppose P = {p1 , p2 , ..., pc }. For each interval ai,t (0 ≤ i ≤ k, 0 ≤ t ≤ `Ti ), q 2 -dimensional
vector ~v (where 0 ≤ vi ≤ n), (qc)-dimensional vector ~u = (u1,1 , . . . , uq,c ), where each uγ,σ ,
0 ≤ uγ,σ ≤ n, we have an entry in our DP table A. Suppose ai,t is partitioned into intervals
ai+1,t0 +1 , ..., ai+1,t0 +q in Ii+1 . Entry A[ai,t , ~v , ~u], will store the maximum throughput of a
schedule in interval ai,t by selecting subsets of jobs from the following two collections of jobs:
J(ai,t ) ∩ J≥(i+2)
uγ,σ many jobs with processing time pσ where pσ < `i+2 whose span is the entire interval
ai+1,t0 +γ , for each 1 ≤ γ ≤ q, and 1 ≤ σ ≤ c.
by considering the free slots defined by vector ~v (that describes blocked spaces by jobs of
higher levels).
Vector ~u is defining the sets of jobs from loose jobs (from higher levels of DP table) whose
span was initially much larger than `i+1 , the guesses we made requires them to be scheduled
in interval ai+1,t0 +γ (of length `i+1 ) and hence their span is the entire interval ai+1,t0 +γ . Like
before, ~v is defining the portions of the interval which are already used by bigger jobs (that
are guessed at the higher levels), and for similar reasons as in Theorem 7, we only need to
consider ~v ’s of size at most q 2 and each job listed in ~v will be denoted by its start position
2
2
and end position (so there is O(|Ψ|2q ) = nO(q c) possible values for ~v ).
Similar to Theorem 7, suppose we start at I0 . We guess a subset of tight jobs from J0 to
decide on their schedule. Note that tight jobs will have pj ≥ `0 . We also need to guess (and
decide on their schedule) those “loose” jobs j ∈ J0 where pj ≥ `2 = T /q 3 (since their position
may cross more than one I1 intervals in the final solution). So we guess a set S0 ⊆ J0 with
|S0 | ≤ q 3 of jobs j where pj ≥ `2 and a feasible schedule for them. This will take care of
guessing tight and those loose jobs of J0 with pj ≥ `2 . We need to do similarly for jobs from
J1 , i.e. we need to guess a set of tight jobs j from J1 (note that for them pj ≥ `1 ) and also
guess (and decide on their schedule) those “loose” jobs j ∈ J1 with pj ≥ `2 . To do so, we
guess a set S1 ⊆ J1 of jobs j where pj ≥ `2 = T /q 3 and a feasible schedule for them (given
the guesses for S0 ); note that |S0 ∪ S1 | ≤ q 3 (since all of S0 ∪ S1 must fit in [0, T ]). For each
such guess, their schedule projects a vector of blocked spaces (occupied time of machine).
This will be vector ~v . The projection of ~v to each interval a0,t will be ~vt which is the blocked
area of a0,t . Note that although ~v has up to q 3 blocks, each a0,t can have at most q 2 blocks
since each block has size at least `2 = T /q 3 and each a0,t has size `0 = T /q.
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For all the other jobs in J0 ∪ J1 that have pj < `2 , because they are not position-crossing,
we can assume their position (in the final solution) has intersection with only one interval
of I1 . For all these jobs of J0 ∪ J1 , we use the assumption that there is a near optimum
solution in which they are not scheduled in their head or tail. So for the jobs in J0 ∪ J1
with processing time less than `2 we can re-define their span to a guessed interval of I1 ;
these guesses define the qc-dimensional vectors ~ut for each of the q sub-intervals of a0,t at
level I1 (how many loose jobs from J0 ∪ J1 with pj < `2 have their span redefined to be one
P
of sub-intervals of a0,t ). The final solution will be maxS0 ,S1 { t A[a0,t , ~vt , ~ut ] + |S0 ∪ S1 |},
where the max is taken over all guesses S0 ⊆ J0 , S1 ⊆ J1 and ~ut as described above.
To bound the size of the table, as argued before, we would have at most O(knq) many
2
intervals in all of I0 , I1 , . . . , Ik . For each of them we consider a table entry for at most nO(q c)
2
many vectors ~v , nO(qc) many vectors ~u. So the total size of the table would be (kq)nO(q c) .
Like before, the base case is when interval ai,t has O(1) many release times and deadlines.
These base cases A[ai,t , ~v , ~u] can be solved using Theorem 2 for each vector ~v and ~u.
To fill A[ai,t , ~v , ~u] in general (when 0 ≤ i ≤ k and 0 ≤ t ≤ `Ti and there are more than
O(1) many release times and deadlines in ai,t ), suppose ai,t is divided into q many equal size
intervals ai+1,t0 +1 , ..., ai+1,t0 +q in Ii+1 . What we decide at this level is:
make a decision for all the jobs j ∈ Ji+2 ∩ J(ai,t ); those that are bigger than `i+3 will be
scheduled or dropped by making a guess; the rest we narrow down their span (guess) to be
one of the lower level sub-intervals of ai,t and will be passed down as ~u0 to sub-problems
below ai,t ;
make a decision for jobs in ~u: those that are bigger than `i+3 will be scheduled or dropped;
the rest we narrow down their span (by a guess) to be one of the lower level sub-intervals
of ai,t
As in the case of I0 , we need to guess a set of tight jobs from Ji+2 ∩ J(ai,t ) and some
loose jobs j with pj ≥ `i+3 and their positions to be processed in ai,t (considering the blocked
areas defined by ~v ). Let S0 with s0 = |S0 | be this guessed set. Note that s0 ≤ q 3 since
pj ≥ `i+3 = `i /q 3 . Also for each non-zero uγ,σ where pσ ≥ `i+3 we guess how many of those
uγ,σ many jobs should be scheduled and where exactly in ai+1,t0 +γ (consistent with ~v and
S0 ); let S1 be this guessed subset and |S1 | = s1 . Note that s0 + s1 ≤ q 3 and there are at most
3
3
|Ψ|2q possible guesses for S0 and S1 together with their positions; thus a total of nO(q c)
possible ways to guess S0 ∪ S1 and guess their locations in the schedule. Then for each
possible pair of such guessed sets S0 , S1 we compute the resulting ~v 0 ; this defines the space
available for the rest of the jobs in J(ai,t ) ∩ J≥i+3 , and those defined by ~u where pj < `i+3
after blocking the space defined by ~v and the space occupied by the pair of guessed sets
S0 , S1 above. We divide ~v 0 into q many vectors ~v10 , ..., ~vq0 , (as we divided ai,t into q intervals).
We also change ~u to ~u0 by setting all the entries of uγ,σ with pσ ≥ `i+3 to zero and guess how
to distribute ~u0 into q many (qc)-dimensional vectors ~u01 , ..., ~u0q such that ~u01 +~u02 +...+~u0q = ~u0 ,
where ~u0γ is describing the number of jobs of different sizes whose span is re-defined to be one
of the sub-intervals of ai+1,t0 +γ at level Ii+2 . The number of ways to break ~u0 into ~u01 , . . . , ~u0q
2
is bounded by nO(q c) .
For all the other jobs in Ji+2 ∩ J(ai,t ) that have pj < `i+3 , because they are not positioncrossing, we can assume their position (in the final solution) has intersection with only one
interval of Ii+2 . We also use the assumption that there is a near optimum solution in which
they are not scheduled in their head or tail. So for the jobs in Ji+2 ∩ J(ai,t ) with processing
time less than `i+3 we can re-define their span to a guessed sub-interval of ai+1,t0 +γ at level
Ii+2 ; these guesses define the qc-dimensional vectors w
~ γ for each interval ai+1,t0 +γ (how many
loose jobs from Ji+2 ∩ J(ai,t ) with pj < `i+3 have their span redefined to be one of the q
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sub-intervals of ai+1,t0 +γ at level i + 2). Observe that, by only knowing how many of wσ
many jobs with processing times pσ are scheduled in each interval ai+1,t0 +1 , ..., ai+1,t0 +q in
the optimum solution, we would be able to detect which job is in which interval. The reason
is that we know for each pσ ∈ P , all jobs with processing time pσ are scheduled based on
earliest deadline first rule, which basically says that at any time when there are two jobs with
the same processing time available the one with earliest deadline would be scheduled first.
Note that the jobs in J(ai,t ) ∩ J≥(i+3) all have processing time at most `i+3 and their
spans are completely inside one of intervals ai+1,t0 +1 , ..., ai+1,t0 +q . These jobs will be passed
down to the corresponding smaller sub-problems. So for each given ~v and ~u, we consider all
guesses S0 , S1 and consider the resulting ~u0 , ~v 0 and any possible way of breaking ~u0 , and w
~
into q parts, we check:
A[ai+1,t0 +1 , ~v10 , ~u01 + w
~ 1 ] + A[ai+1,t0 +2 , ~v20 , ~u02 + w
~ 2 ] + . . . + A[ai+1,t0 +q , ~vq0 , ~u0q + w
~ q ] + s0 + s1 ,
where s0 , s1 are the sizes of the subsets S0 , S1 of jobs with processing time pj ≥ `i+3
guessed from J(ai,t ) ∩ Ji+2 and those from ~u with processing time pj ≥ `i+3 . We would
choose the maximum over all guesses S0 ⊆ Ji+2 ∩ J(ai,t ), S1 , and all possible ways to
distribute jobs with pj < `i+3 to create ~u0γ and w
~ γ0 as described above.
Note that to fill each entry A[ai,t , ~v , ~u] the number of jobs from Ji+2 ∩ J(ai,t ) plus jobs
from ~u with processing time bigger than `i+3 possible to be processed in ai,t would be at
3
most q 3 , because of their lengths. So we could have at most nO(q c) many different ~v 0 to
2
consider. For ~u0 and w
~ we would have at most nO(q c) many ways to distribute each of them
into q many qc-dimensional vectors. This means that we can fill the whole table in time at
3
−6
most ΓkqnO(q c) = nO(ε c) logq T , where Γ is the running time of the PTAS for Theorem 2,
−1
−4
−6
which is at most 2ε log (1/ε) + Poly(n). So the total time will be nO(ε c) log T .
J
For extension to a constant number of machines please refer to the journal version of the
paper.

4

Proof of Theorem 2

In this section we prove Theorem 2. We start by presenting a (1 − ε)-approximation algorithm
for the case of m = 1 that runs in time Poly(n, pmax ) where pmax is the largest processing
time, and then show how to extend it to a PTAS. We assume that rj ’s comes from a set
of size R, dj ’s from a set of size D where R, D ∈ O(1). Also, we are given a vector ~v with
|~v | = B ∈ O(1) where each ~vi is a pair (~vi (s), ~vi (f )) that specifies the start and end of a
blocked interval over time in which the machine cannot be used.
Our approach will be to find windows in the time-line where jobs can feasibly be scheduled
in any order; these will be windows that do not contain any release time or deadline nor any
blocked space. Each of these windows will be contained entirely between a pair of release
times or deadlines or blocks defined by ~v , so we can schedule jobs in a window in any order.
We call the pair of release time and deadline of a job its type
I Definition 11 (Types). We say a job j ∈ J is of type t = (u, v) if u is the release time of
job j, rj , and if v is the deadline of job j, dj . We let T denote the set of all job types.
Since we assume R, D ∈ O(1), therefore |T | ≤ RD ∈ O(1). With these classifications,
before scheduling individual jobs, we first guess how much processing time each job type
t has in an optimal solution and use this guess as a budget for job processing times and
maximize the number of jobs of type t scheduled given this budget. The number of such
guesses will be at most O((npmax )|T | ) ∈ O((npmax )RD ).
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If a release time rj is within a blocked interval (~vi (s), ~vi (f )) we change rj to ~vi (f ).
Similarly if a deadline dj is within a blocked interval (~vi (s), ~vi (f )) we change dj to ~vi (s). We
call the union of these release times and deadlines straddle points, which we denote by S.
Note that |S| ≤ R + D ∈ O(1). We say a job j in a schedule straddles a straddle point if it
starts before the straddle point and finishes after the straddle point (hence at the time of
the straddle point the machine is busy with job j).
Let S 0 be the union of ~vi (s)’s and ~vi (f )’s (i.e. start and end points of the blocked windows
defined by ~v ). For each point ~vi (s) ∈ S 0 we assume there is a dummy job of size ~vi (f ) − ~vi (s)
that is being run exactly at start point ~vi (s) until point ~vi (f ) and its position is fixed. We
enumerate the points in S 00 = S ∪ S 0 so that si ∈ S 00 is the ith point in increasing order.
If the number of jobs in an optimum solution is smaller than S 00 /ε = O((R + D + B)/ε)
then we guess all these O(1) jobs and a permutation/schedule for them in optimum and this
00
can be done in time nS /ε (S/ε)!. So let’s assume otherwise. If we remove all the jobs in
optimum that straddle a straddle point (i.e. span a release time or deadline), we incur a loss
of at most |S 00 | and we are left with a solution of value at least (1 − ε)opt. So there is a near
optimum solution with no straddle job. Let us call such a near optimum solution O. Our
goal is to find such a solution.
We define windows, which will denote the intervals where we schedule non-straddle jobs.
The free interval between two consecutive points in S 00 define a window, i.e. the free intervals
between consecutive straddle points or between a dummy job and a straddle point. Let these
windows be W. Note that there are at most R + D + B many windows. Before describing the
algorithm, we will take the near optimal schedule O with no straddle jobs, and reschedule its
jobs to nicely adhere to the definitions of straddle jobs and dummy jobs and allotments (total
processing time allocated for each job type). We will also note that any feasible schedule
can be left-shifted, meaning that the start time of any job is its release time or the end time
of another job, or the start time of the interval right after a dummy job. This will then
define canonical schedules that we can enumerate over in our algorithm. We will look at the
schedule O and shift-left the jobs until either: (1) they hit their release time, or (2) hit the
finish time of another job (dummy or not), or (3) hit another release time/deadline point.
Let ~a∗ be the allotment of jobs in each window. Lastly, we have the following observation
that will be important for finding optimal canonical schedules.
I Observation 12. Given the allotments ~a∗ , the problem of scheduling jobs of type t is
independent of every other job type.
This last observation is important as it allows our algorithm to deal with each job type
independently. This is clearly true since each job type has a specified allotment that jobs of
that type can be scheduled in, and the allotments of two job types do not overlap. Given `
windows and allotments ~ai,t for each type t and window i we have to see what is the maximum
number of jobs of type t that we can pack into these ` windows given the allotments for
them in each window. This is a multiple knapsack problem.

4.1

Algorithm

The algorithm here is a sweep across all canonical schedules by iterating through the windows
and allotments, combined with a Multiple Knapsack dynamic program to schedule jobs of
each type in their corresponding allotments. For each window Wi ∈ W we guess an optimal
choice of allotments in Wi , denoted ~ai , where ai,σ ∈ [0, npmax ] is the allotment in the ith
window for jobs of type σ. We check that this choice of allotments corresponds to a canonical
schedule in Wi by checking if the allotments can be scheduled feasibly as if they were jobs
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(as explained below). More specifically, we let window W1 begin from the first straddle point
P|T |
s1 and check that the point s1 + σ=1 a1,σ is at most I) the next straddle point or II) start
of a dummy job (whichever comes first), if not then the check fails as the allotments are
too large to fit in the window. We then repeat this process from start of window W2 and
so on. We also check that for any ai,σ 6= 0, that the release time of type σ is before start
of window i, and the deadline of type σ is at least end of this window, this ensures that
when the jobs are scheduled in their allotments they are scheduled feasibly. We repeat this
procedure for each window to get a choice of allotments ~a = {~ai }i∈[`] . If the checks succeed
for each window then the allotments can correspond to a canonical schedule.
Note that for any fixed job type, the size of an allotment for that type in a given window
is in [0, npmax ], so there are O(npmax ) many guesses for each job type in this window. There
are at most (R + D + B) many windows and and RD job types, so there are at most
3
(npmax )(R+D+B) many allotment choices. With a choice of allotments that correspond to a
canonical schedule, we apply Observation 12 to reduce the problem to solving an instance
of the Multiple Knapsack problem for each job type. For the problem corresponding
to jobs of type σ, say there is a knapsack mi corresponding to every window i, of size ai,σ ,
and for each job j of type σ there is a corresponding item, xj in the Multiple Knapsack
problem, with weight equal to pj and profit of 1. Using a standard DP for the Multiple
Knapsack problem with R + D + B many knapsacks, we can solve this problem in time
3
O((npmax )(R+B+D) ). This establishes the following lemma.
I Lemma 13. This algorithm gives an (1 − ε)-approximation solution to Throughput
Maximization with a constant number of release times and deadlines and blocked intervals
3
and runs in time (npmax )(R+B+D) + nR+D/ε (R + D/ε)!.

4.2

A PTAS

If job sizes are not assumed to be bounded by a polynomial in n then the run-time of our
algorithm has two problems. The first is that we make O(npmax ) many guesses for each
allotment. The second one, we exactly solve the Multiple Knapsack problem using an
algorithm with run-time that is polynomial with respect to both n and pmax . To deal with
the first problem we use a rounding and buckeing procedure with 2 loss in the objective
to reduce the number of guesses. To deal with the second problem, we use a PTAS for
the Multiple Knapsack problem to find a schedule (e.g. [9, 22]). To deal with the first
problem we will use the following lemma, which states that given a (1 − ε)-optimal canonical
schedule O with no straddle jobs, for each allotment ai,t , if the allotment has at least d1/ε2 e
jobs then we can reduce the size of the allotment to the nearest power of (1 + ε) and drop
jobs in order from largest to smallest until the remaining jobs can be scheduled entirely in
this reduced allotment, at a loss of factor at most 1 − 2ε.
I Lemma 14. Given a canonical schedule O, if we apply the above rounding procedure then
the throughput of this new schedule is a (1 − 2ε)-approximation of the throughput of O.
Proof. Take a canonical schedule O. For a fixed window, if an allotment has at least
α = d1/ε2 e jobs then we round down the size of the allotment to the nearest power of (1 + ε).
We drop jobs in order of largest to smallest until the remaining jobs fit in the allotment.
1
We want to show that the fraction of jobs remaining after this rounding is at least 1+ε
.
The worst case for this fraction is when the jobs in this allotment is exactly α many jobs.
Rounding the allotment size down to the nearest (1 + ε) power means that there will be at
α
least b 1+ε
c jobs. If we let α = ε12 , the fraction of jobs remaining will be at least (1 − 2ε). J
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So the number of guesses we have to make for allotment of each job type in each window
will reduce from O(npmax ) to O(log(npmax )). The algorithm we use will be similar to the
pseudo-polynomial time algorithm. We will sweep across the windows as before, checking
that they correspond to canonical schedules. To sweep across allotments, we will guess from
both allotment sizes that are powers of (1 + ε) and that are equal to combinations of up
3
to d1/ε2 e many job sizes. This reduces the number of guesses from (npmax )(R+D+B) to
3
(log(npmax ))(R+D+B) . The reduction to the Multiple Knapsack problem is the same but
instead of the pseudo-polynomial time solution, we use the PTAS due to [22] which runs in
−1
−4
time 2ε log (1/ε) + Poly(n). The proof of the following is immediate.
I Lemma 15. This algorithm runs in polynomial time.
I Theorem 16. This algorithm is a PTAS for the Throughput Maximization problem
with a constant number of release times and deadlines and blocked intervals.
Proof. We know we restrict our choices of allotments to be either the case that the size of
the allotment is some rounded value, or that are combinations of up d1/ε2 e many jobs. As
we have shown in Lemma 14 this will give an allotment whose optimal packing is within
1 − 2ε of the optimal value for that job type and window.
Given this choice of allotments, a solution to Multiple Knapsack problems with
constant many knapsacks with unit weighted jobs of arbitrary size can be solved using a
PTAS due to [22]. Therefore, we find a solution that is at least a (1−ε)(1−2ε)(1−ε) = 1−O(ε)
factor of the optimal solution where one 1 − ε factor is to assume there are no straddle jobs,
on 1 − ε factor is due to use of a PTAS for the Multiple Knapsack problem, and the 1 − 2ε
factor is due to the rounding up the guessed sizes of allotments to powers of 1 + ε. Total time
−1
−4
3
−1
−4
will be (2ε log (1/ε) + Poly(n))(log(npmax ))(R+D+B) = O(2ε log (1/ε) + Poly(n)). J
For extension to a constant number of machines please refer to the journal version of the
paper.
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Abstract
When can n given numbers be combined using arithmetic operators from a given subset of
{+, −, ×, ÷} to obtain a given target number? We study three variations of this problem of
Arithmetic Expression Construction: when the expression (1) is unconstrained; (2) has a specified
pattern of parentheses and operators (and only the numbers need to be assigned to blanks); or
(3) must match a specified ordering of the numbers (but the operators and parenthesization are
free). For each of these variants, and many of the subsets of {+, −, ×, ÷}, we prove the problem
NP-complete, sometimes in the weak sense and sometimes in the strong sense. Most of these proofs
make use of a rational function framework which proves equivalence of these problems for values in
rational functions with values in positive integers.
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Introduction

Algebraic complexity theory [2, 14] is broadly interested in the smallest or fastest arithmetic
circuit to compute a desired (multivariate) polynomial. An arithmetic circuit is a directed
acyclic graph where each source node represents an input and every other node is an arithmetic
operation, typically among {+, −, ×, ÷}, applied to the values of its incoming edges, and one
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sink vertex represents the output. One of the earliest papers on this topic is Scholz’s 1937
study of minimal addition chains [12], which is equivalent to finding the smallest circuit with
operation + that outputs a target value t. Scholz was motivated by efficient algorithms for
computing xn mod N . Minimal addition chains have been well-studied since; in particular,
the problem is NP-complete [5].
Algebraic computation models serve as a more restrictive model of computation, making
it easier to prove lower bounds. In cryptography, a common model is to limit computations
to a group or ring [10]. For example, Shoup [13] proves an exponential lower bound for
discrete logarithm in the generic group model, and Aggarwal and Maurer [1] prove that
RSA is equivalent to factoring in the generic ring model. Minimal addition chains is the
same problem as minimal group exponentiation in generic groups, and thus the problem has
received a lot of attention in algorithm design [7].
In our paper, we study a new, seemingly simpler type of problem, where the goal is
to design an expression instead of a circuit, i.e., a tree instead of a directed acyclic graph.
Specifically, the main Arithmetic Expression Construction (AEC) problem is as follows:
I Problem 1 ((L, ops)-AEC-Std / Standard).
Instance: A multiset of values A = {a1 , a2 , . . . , an } ⊆ L and a target value t ∈ L.
Question: Does there exist a parenthesized expression using any of the operations in ops
that contains each element of A exactly once and evaluates to t?
The problem (N, {+, −, ×, ÷})-AEC-Std naturally generalizes two games played by
humans. The 24 Game [15] is a card game dating back to the 1960s, where players race to
construct an arithmetic expression using four cards with values 1–9 (a standard deck without
face cards) that evaluates to 24. In the tabletop role-playing game Pathfinder, the Sacred
Geometry feat requires constructing an arithmetic expression using dice rolls that evaluate
to one of a specified set of prime constants.
In this paper, we prove that this problem is NP-hard when the input values are in N or
the algebraic extension N[x1 , . . . , xk ].1

1.1

Problem Variants and Results

Expressions can be represented as trees with all operands at leaf nodes and operators at
internal nodes using Dijkstra’s shunting yard algorithm [4]. Similarly, an expression tree can
be converted into a parenthesized expression by concatenating the operands and operators
as they are encountered with an inorder traversal, adding an opening parenthesis when
descending the tree and a closing parenthesis when ascending.
79
+

77

2

×
11

÷
7

2
−

4
3

1

Figure 1 An example expression tree for 7 × 11 + (4 ÷ (3 − 1)) = 79. The numbers above the
internal nodes indicate their values.

1

To clarify the notation: all values are in the field extension Q(x1 , . . . , xk ), but the input values are
restricted to N[x1 , . . . , xk ], i.e., have nonnegative integer coefficients.
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We also consider following two variants of AEC which impose additional constraints
(specified by some data we denote by D) on the expression trees:
I Problem 2 ((L, ops)-AEC-EL / Enforced Leaves).
Instance: A target value t ∈ L and a multiset of values A = {a1 , . . . , an } ⊆ L with the leaf
order encoded by D : A → [n].
Question: Can an expression tree be formed such that each internal node has an operation
from ops, and the leaves of the tree are the list A in order D, where the tree evaluates to t?
I Problem 3 ((L, ops)-AEC-EO / Enforced Operations).
Instance: A multiset of values A = {a1 , a2 , . . . , an } ⊆ L, a target t ∈ L, and an expression
tree D with internal nodes each containing an operation from ops and empty leaf nodes.
Question: Can the expression tree be completed by assigning each value in A to exactly
one leaf node such that the tree evaluates to t?
The first variant fixes the ordering of leaf nodes of the tree, and asks whether an expression
can be formed which reaches the target. The second variant constrains the shape of the tree
and internal node operations, and asks whether an ordering of the leaves can be found which
evaluates to the target. We represent all instances of these variants by triples (A, t, D) where
A = {a1 , a2 , . . . an } is a multiset of values, t is the target value, and D is additional data for
the instance: a leaf ordering for EL, and an expression tree for EO.
In this paper, we prove hardness results in all of these variants by reduction from Partition and related problems listed in Appendix A, and develop polynomial or pseudopolynomial
algorithms where appropriate. Table 1 summarizes our results. In particular, we prove
NP-hardness with L = N for the Standard and EO variants for all subsets of operations
{+, −, ×, ÷}. Note that all of these problems are in NP: simply evaluate the expression given
as a certificate.
Table 1 Our results for Arithmetic Expression Construction. Bold font indicates NP-completeness
results that are tight; for weakly NP-complete results, this means that we have a corresponding
pseudopolynomial-time algorithm. The proof is given in the section in parentheses, or if no number
is given, in the full paper.
Operations
{+}
{−}
{×}
{÷}
{+, −}
{+, ×}
{+, ÷}
{−, ×}
{−, ÷}
{×, ÷}
{+, −, ×}
{+, −, ÷}
{+, ×, ÷}
{−, ×, ÷}
{+, −, ×, ÷}
a

Standard
∈P
weakly NP-complete
∈P
strongly NP-complete
weakly NP-complete
weakly NP-complete (§3)
weakly NP-complete
weakly NP-complete
weakly NP-complete
strongly NP-complete
weakly NP-complete (§3)
weakly NP-complete
weakly NP-complete (§3)
weakly NP-complete
weakly NP-complete (§3)

Enforced Operations
Enforced Leaves
∈P
∈P
weakly NP-complete
weakly NP-complete
∈P
∈P
strongly NP-complete strongly NP-complete
weakly NP-complete
weakly NP-complete
weakly NP-completea (§5) weakly NP-complete
strongly NP-complete
Open
strongly NP-complete
weakly NP-complete
strongly NP-complete
Open
strongly NP-complete strongly NP-complete
strongly NP-complete weakly NP-complete (§4)
strongly NP-complete
Open
strongly NP-complete
weakly NP-complete
strongly NP-complete
Open
strongly NP-complete
Open

Strong in all variables except the target t
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Our first step is to show that, for any k and k 0 , there is a polynomial-time reduction
from the k-variable variant to the k 0 -variable variant. Such a reduction is trivial for k ≤ k 0
by leaving the instance unchanged. For the converse, we present the Rational Function
Framework in Section 2, which provides a polynomial-time construction of a positive integer B
on an instance I (i.e., set of values {ai }, t ∈ N[x1 , . . . , xk ]) such that replacing xk = B yields
a solvable instance if and only if I is solvable. That is, for all variants var ∈ {Std, EO, EL},
we obtain a simple reduction
(N[x1 , . . . , xk ], ops)-AEC-var → (N[x1 , . . . , xk−1 ], ops)-AEC-var
Because this reduction preserves algebraic properties, it yields interesting positive results in addition to hardness results. For example, this result demonstrates that (N[x1 , . . . , xk ], {+, −})AEC-Std has a pseudopolynomial-time algorithm via a chain of reductions to (N, {+, −})AEC-Std which is equivalent to the classic Partition problem.

1.2

Notation

Beyond the I = (A, t, D) instance notation introduced above, we often use the variable E
to denote an expression; the Standard variant is to decide whether ∃E : E(A) = t. We also
use “ev(·)” to denote the value of an expression at a node of an expression tree (i.e., the
evaluation of the subtree whose root is that node).

1.3

Outline of Paper

In Section 2, we describe the Rational Function Framework which demonstrates equivalence
between AEC variants over different numbers of free variables. In Section 3, we present the
structure theorem which will be used to prove hardness of the nontrivial cases of Standard
and we present a proof of the full case with it. In Section 4, and Section 5, we sketch two
selected interesting reductions for Enforced Leaves and Enforced Operations respectively.
The rest of our hardness proofs along with pseudopolynomial algorithms for some weakly
NP-hard problems can be found in the full paper. Appendix A lists the problems we reduce
from for our hardness proofs.

2

Rational Function Framework

In this section, we present the rational function framework. This framework proves the
polynomial-time equivalence of all Arithmetic Expression Construction variants with values
as ratios of polynomials with integer coefficients, that is, Q(x1 , . . . , xk ), for differing k. This
equivalence also allows us to restrict to N[x1 , . . . , xk ] and critically will make proving hardness
for variants over N easier by allowing us to reduce to N[x1 , . . . , xk ] versions.
I Theorem 1. For all ops ⊆ {+, −, ×, ÷}, for all variants var, for all integers k > 0, there
exists an efficient algorithm A mapping instances I to positive integers A(I) such that a
polynomial-time reduction
(Q(x1 , . . . , xk ), ops)-AEC-var → (Q(x1 , . . . , xk−1 ), ops)-AEC-var
is given by substituting xk = B in an instance I for any B ∈ N satisfying B ≥ A(I).
To formalize the idea of a “big enough” B, we introduce the concept of sufficiency of
integers for instances of AEC. Let B be a positive integer and let I = (A, t = ft /gt , D) be a
(Q(x1 , . . . , xk ), ops)-AEC-var instance. Loosely, we consider B to be (I, ops, var)-sufficient
if substituting xk = B in instance I creates a valid reduction on I, as in Theorem 1.

L. Alcock et al.
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We will shorten the terminology and call this I-sufficient or sufficient for I when ops
and var are clear from context. Theorem 1 says there is an efficient algorithm that produces
sufficient integers. Note that this definition is not yet rigorous. To remedy this we introduce
the paired model of computation on rational functions.
In the paired model of computation, objects are given by pairs (f, g) of integer-coefficient
polynomials f, g ∈ Z[x1 , . . . , xk ]. Intuitively, the paired model simulates rational functions
by (f, g) ↔ f /g. We define operations (+, −, ×, ÷) and equivalence relation (∼) on pairs
(a, b) and (f, g) as follows:
(f, g) + (a, b) = (f b + ga, gb)
(f, g) − (a, b) = (f b − ga, gb)
(f, g) × (a, b) = (f a, gb)
(f, g) ÷ (a, b) = (f b, ga)
(f, g) ∼ (a, b) ⇔ f b = ga
As mentioned, the intuition is that f is the numerator and g is the denominator of a
ratio of polynomials with integer coefficients. The utility of the model is that it keeps track
of rational functions as specific quotients of integer coefficient polynomials. This will remove
the ambiguity of representation of elements in Q(x1 , . . . , xn ). Such a model allows us to
make arguments about which polynomials can occur in the numerator and denominator of a
rational function, such as by defining the range of these polynomials.
We can define Arithmetic Expression Construction in the paired model for all variants
by changing target and values into pairs and using all the operations as defined above. An
instance in the paired model is solvable if there exists an expression E in values from A and
satisfying conditions imposed by D such that given (f, g) = E(A), we have (f, g) ∼ t = (ft , gt ).
For example, in enforced leaves, the entries of leaves of E must be in the order specified
by D, and in enforced order, the expression E is already specified and one must reorder A.
The only difference is that we now compute in the paired model rather than with rational
functions.
Similarly, note that one can convert instances in the paired model to the nonpaired
model via mapping entries (fi , gi ) 7→ fi /gi and for a nonpaired model, one can always write
r ∈ Q(x1 , . . . , xk ) as fi /gi where fi , gi have integer coefficients.2 A paired instance of AEC is
solvable if and only if it’s nonpaired variant is solvable. We now rigorously define sufficiency
in Definition 2 and characterize its use in Lemma 3.
I Definition 2. Let B be a positive integer, and I = (A, t = ft /gt , D) be an instance of
(Q(x1 , . . . , xk ), ops)-AEC-var. Represent I in the paired model. Suppose that, for every
evaluation (f, g) = E(A) of a valid AEC expression E (as restricted by D) in the paired
model, the norms of the coefficients of f gt and ft g are all less than B/2. Then B is
(I, ops, var)-sufficient.
I Lemma 3. Given an instance I = (A, t = ft /gt , D) of (Q(x1 , . . . , xk ), ops)-AEC-var and
B ∈ N which is I-sufficient as defined above. Let E(·) be some expression from a valid ops
expression tree according to D. Then, for every evaluation of E over the polynomials in A,
one has:
E ({(ai (x1 , . . . , xk )}ai ∈A ) = t(x1 , . . . , xk )
⇔ E ({ai (x1 , . . . , xk−1 , B)}ai ∈A ) = t(x1 , . . . , xk−1 , B).
2

Note that this representation is not unique!
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The proof of this lemma can be found in the full paper. Essentially, this lemma shows
that constructing I-sufficient integers efficiently is sufficient to prove our main theorem. The
rest of this section is dedicated to the polynomial-time construction of I sufficient integers B
by an algorithm A.
Let


deg(f ) + k
m(f ) :=
deg(f )
where m(f ) is the maximum number of terms a k-variable polynomial f of degree deg(f )
can have. Let maxcoeff(f ) denote the max of all of the norms of coefficients of f . That is,
maxcoeff(f ) = max{|c| : c coefficient of f }.
c

Now we are ready to present an integer sufficient for an instance.
I Lemma 4. Let I = (A, t, D) be an instance of (Q(x1 , . . . , xk ), ops)-AEC-var. Then
B = 2m(t) maxcoeff(t)(2M q)n
is sufficient for I, where n = |A|, q := maxfi /gi ∈A (maxcoeff(fi ), maxcoeff(gi )) is the largest
P
coefficient appearing in a paired polynomial within A, and M = ai ∈A m(ai ).
I Remark. The algorithm presented in the proof (found in the full paper) gives a large B
that will give blowup sizes which are unnecessary for most AEC instances. One key use of
sufficiency is to facilitate proofs with lower blowup. Often times we will have the following
situation: We will give a reduction from a partition-type problem P to (Q(xi ), ops)-AEC-var
and construct (I, ops, var)-sufficient B such that the composition
P → (Q(x1 , . . . , xk ), ops)-AEC-var → (N, ops)-AEC-var
is a valid reduction.

2.1

Possible Generalizations to the Rational Framework

In this section, we informally explore the possibility of extending the rational framework to
the problems more general than expression construction, such as circuits. The generalization
to circuits naturally becomes an arithmetic version of the Minimum Circuit Size Problem.
The original Minimum Circuit Size Problem (MCSP) [9] asks if given a truth table and
an integer k, can you construct a boolean circuit of size at most k that computes the truth
table; this problem has many connections throughout complexity theory. A new variant,
“Arithmetic MCSP” would ask if given n values in {a1 , . . . , an } ⊆ L, within 0 < k < n
operations from {+, −, ×, ÷} can you construct a target t ∈ L?3 For L = Q(x1 , . . . , xk ), this
problem asks whether a given rational function is constructible by an arithmetic circuit of
size at most k starting from a set of rational functions. It would be very useful if the rational
framework could be adapted for Arithmetic MCSP; this would demonstrate an equivalence
between the problem of circuit construction of rational functions and of reaching a rational
number given input rational numbers.
3

Note that since we can reuse values here, picking k to be less than n is the same as picking k to be
bounded by a fixed polynomial p(n) by a padding argument. That is, you can reduce from this problem
where you specify k < p(n) to k < n by padding any given instance A with ≈ p(n) copies of a1 . This is
similar to the proof that linear space simulation is PSPACE complete.

L. Alcock et al.
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Unfortunately, the reduction methods provided above do not work naively for circuits:
Given a polynomial-sized “sufficient” B as presented, and a polynomial of the form cx, the
k
k
term (c2 x2 ) is formable by repeated squaring. That is, we can form superpolynomial
coefficents that will be bigger than B. This removes the concept of “sufficiency” which is a
key requirement for the rational framework as it is.
On the bright side, the rational framework should work for Arithmetic Minimum Formula
Constructions. Arithmetic formulae are expression trees with internal nodes operations
{+, −, ×, ÷} except that one may use the input values in A a flexible number of times. This
is analogous to Boolean formulae; indeed, Minimum Boolean Formula problems [3, 8] have
also received significant attention. We can define Arithmetic Minimum Formula Construction
as follows: Given multiset A ⊆ L, target t, 0 < k < n, can you give a formula of size at most
k with values in A which reaches a target t ∈ L?
The intuitive reason that the rational framework should hold in this case is because
formulae still have a tree structure and the number of leaves is polynomial. Thus, the same
proofs in the rational framework will carry over. However, we expect the complexity and
hardness proofs for this family of problems should be very different than those in this paper.
All the reductions in this paper are from Partition-type problems, which allow for at most a
single use of each input number. Hardness of this family of problems and generalizations of
the rational function framework are interesting areas for further study.

3

Arithmetic Expression Construction Standard Results

In this section, we provide NP-hardness proofs for operations {+, ×} ⊆ S ⊆ {+, −, ×, ÷}
of the Standard variant of Arithmetic Expression Construction. In the full paper, we give
similar reductions that cover all other subsets of operations.
All of these results use the rational function framework described in Section 2.
First, we outline some proof techniques that are used in this section to both combine
proofs of results from differing sets of operations as well as simplify them. The first comes
from the observation that if an instance of (L, S)-AEC-Std is solvable, then for any operation
set S 0 ⊃ S, the same instance will be solvable in (L, S 0 )-AEC-Std. This allows us to bundle
reductions to several AEC-Std cases simultaneously by giving a reduction (R) from some
partition problem P to (L, S)-AEC-Std and proving that if any constructed instance is
solvable in (L, S 0 )-AEC-Std, the partition instance is also solvable. That is, we have the
following implications:
P -instance x Solvable

R(x) is S-Solvable
R(x) is S 0 -Solvable

I Theorem 5. Standard {+, ×} ⊆ S ⊆ {+, −, ×, ÷} is weakly NP-hard by reduction from
SquareProductPartition-n/2.
We spend the remainder of this section proving this theorem.
We will reduce from SquareProductPartition-n/2 (defined in Appendix A) to
(Z[x, y, z], S)-AEC-Std. On an instance {a1 , . . . , an } with all ai ≥ 2,4 of SquareProductPartition-n/2 construct the following:
4

We can assume this property with loss of generality by replacing all ai with 2ai .
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Let
By = y − x

n/2

sY

ai ; Bz = z − x

n/2

i

sY

ai .

i

We then construct the instance of Arithmetic Expression Construction with input set
A = {By , Bz } ∪ {ai x}i and target t = yz. Here the square root of the product of all ai is
the value we want each partition to achieve, the polynomial xn/2 will help us argue that we
must multiply all of our ai values, and By , Bz are gadgets which will force a partitioned tree
structure as given by Theorem 8. Methods from Section 2 allow us to construct a reduction
by replacing x, y, and z with sufficient integers B1 , B2 and B3 .
It is clear that if the SquareProductPartition-n/2 is solvable then this AEC instance
is solvable with operations {+, ×} ⊆ S. On the partition with equalized products, partition
the ap
and take their products
i x terms into corresponding setsp
pQ to get two polynomials of value
Q
Q
n/2
n/2
n/2
x
i ai . Then form (By + x
i ai )(Bz + x
i ai ) = yz.
Next, we prove the converse via contradiction by proving the following theorem that will
be useful for the other AEC-Std cases. This theorem shows that any expression tree which
evaluates to target t ≈ yz on an instance of similar structure to the constructed instance
above must have a very particular partitioned structure described in Theorem 8. This will be
the key to showing the soundness of our reduction. We use ev(T ) to refer to the evaluation
of the subtree rooted at node T .
Before stating Theorem 8, we first introduce the concept of Q(x)-equivalence and give a
couple of characterizations of it:
I Definition 6. Given a field K with a subfield F , for L1 , L2 ∈ K − F , we say L1 and L2
are F -equivalent (written L1 ∼F L2 ) if by a sequence of operations between L1 and elements
of F we can form L2 .
The following lemma gives an alternate characterization of ∼F :
I Lemma 7. ∼F is an equivalence relation and L2 ∼F L1 if and only if for some ci , di ∈ F
with c1 d2 − c2 d1 6= 0,
L2 =

c1 L1 + d1
c2 L1 + d2

We will refer to Q(x) equivalence with respect to Q(x) as a subfield of Q(x, y, z).
We now state our structure theorem:
I Theorem 8. For any S ⊆ {+, −, ×, ÷}, let I be a solvable (Q(x, y, z), S)-AEC-Std
instance with entries of the form {By , Bz } ∪ {ri (x)}i where By ∼Q(x) y, Bz ∼Q(x) z, and
ri ∈ Q[x] and target t with t ∼Q(x) yz. Then any solution expression tree for I has the
form depicted in Figure 2: The operation at the least common ancestor of leaves By and
Bz , denoted N , is × or ÷, and ev(N ) = (lyz)±1 , l ∈ Q(x). For Ty , Tz the children of N
containing By , Bz respectively, ev(Ty ) = (ay)±1 , ev(Tz ) = (a0 z)±1 , where a, a0 ∈ Q(x).

L. Alcock et al.
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(lyz)±1
N
Ty

(ay)±1

(a0 z)±1

Tz

xa7

xa5

By
xa1

xa6

xa2

Bz
xa3

xa4

Figure 2 Example expression tree for standard {+, −, ×, ÷}.

Proof. In our expression tree T , N is the least common ancestor between By and Bz . One
has that
ev(N ) =

eyz + f
, eh − gf 6= 0, e, f, g, h ∈ Q(x)
gyz + h

since ev(N ) is combined with a sequence of operations with elements in Q(x) to form t. That
is, it is Q(x) equivalent to yz.
Let Ty be the child of N containing By as a leaf and Tz the child of N containing Bz . A
priori we know
ev(Ty ) =

ay + b
a0 z + b0
eyz + f
, ev(Tz ) = 0
, ev(N ) =
,
0
cy + d
cz+d
gyz + h

ad − bc 6= 0, a0 d0 − b0 c0 6= 0, eh − f g 6= 0, a, b, c, d, a0 , b0 , c0 , d0 , e, f, g, h ∈ Q(x)
by similar Q(x)-equivalence arguments. The rest of the proof is casework done via trying
out different operations at N . We will see that if the operation is ×, ÷ then the evaluations
must be of the form described in the statement of the theorem and that if the operation is ±
then we reach a contradiction.
First we check the case that the operation at N is ×. For this argument we’ll reduce to a
set of equations in Q(x)[y, z] and make some divisibility arguments using the fact that this
is a unique factorization domain.
eyz + f
ay + b a0 z + b0
·
=
cy + d c0 z + d0
gyz + h
⇒ (ay + b)(a0 z + b0 )(gyz + h) = (cy + d)(c0 z + d0 )(eyz + f )
If both e, f 6= 0, then eyz +f is irreducible and since eyz +f |(ay +b)(a0 z +b0 )(gyz +h) we find
eyz+f
that eyz + f |gyz + h and gyz+h
= l ∈ Q(x). However, this would contradict ev(N ) ∼Q(x) yz.
We conclude that exactly one of e, f is nonzero. A similar argument with gyz + h allows
us to conclude that at most one of g, h is nonzero. We cannot have g = 0 and e = 0, or we
would have ev(N ) ∈ Q(x). This reduces us to the case that ev(N ) = (lyz)±1 . We now have
one of the two cases:
(ay + b)(a0 z + b0 ) = lyz(cy + d)(c0 z + d0 )
0

0

0

0

lyz(ay + b)(a z + b ) = (cy + d)(c z + d )

(1)
(2)

I S A AC 2 0 2 0
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For the first case to hold one must have c = c0 = 0 for the degrees in y and z to match up.
Given c = c0 = 0, one must also have b = b0 = 0 so that the right hand side of the equation
is divisible by yz. A similar argument for the second case yields a = a0 = d = d0 = 0. For
multiplication, this case is covered. If the operation is division, one gets the relation:
ay + b c0 y + d0
eyz + f
ay + b a0 y + b0
=
=
÷ 0
·
0
cy + d c y + d
cy + d a0 y + b0
gyz + h
and the same argument follows through.
Next we show that the operation at N can not be +:
eyz + f
ay + b a0 z + b0
=
+
cy + d c0 z + d0
gyz + h
((ac0 + a0 c)yz + (ad0 + b0 c)y + (bc0 + a0 d)z + (bd0 + b0 d))(gyz + h)
= (cy + d)(c0 z + d0 )(eyz + f ) (3)
Starting with a similar divisibility argument, if g, h =
6 0, we find that gyz + h is irreducible
eyz+h
and that gyz + h|eyz + f, gyz+f
∈ Q(x). Thus either g = 0 or h = 0.
Suppose g = 0. Then we must have e 6= 0 to maintain ev(N ) ∼Q(x) yz. With nonzero e,
one must have that c = c0 = 0 so that the RHS of equation (9) has degree no bigger than the
left hand side. The coefficient of yz on the LHS of the equation is (ac0 + a0 c)h = 0 and the
coefficient of yz on the RHS is edd0 which must be nonzero and thus we get a contradiction.
Suppose h = 0. We must have g, f =
6 0 to maintain ev(N ) ∼Q(x) yz. The LHS of the
equation is divisible by yz. Thus yz|(cy + d)(c0 z + d0 )(eyz + f ) and this can only occur if
d = d0 = 0 and c, c0 6= 0. Expanding the equations now and looking at the coefficient of yz
in the LHS and RHS we find: 0 6= cc0 f = g(bd0 + b0 d) = 0. This concludes the proof of our
helper theorem.
J
Now we will return to our proof of the soundness of the reduction to AEC-Std. Suppose
that the constructed instance I is solvable and the product partition instance is not solvable.
Then for some S ∈ {leaves(Ty ) ∩ {ai x}, leaves(Tz ) ∩ {ai x}}, either
1. S contains < n/2 leaves ai x.
pQ
2. S contains n/2 leaves ai x with product αxn/2 with α <
i ai .
WLOG let this set be leaves(Ty ) ∩ {ai x}. In the next two claims, we prove that in neither of
these two cases can a subtree evaluate to an expression of the form (ay)±1 as Theorem 8
requires.
pQ
ai , then ev(Ty ) is not
B Claim 9. If Ty contains < n/2 leaves {ai x} and y 0 = y − xn/2
±1
of the form (ay) for any a ∈ Q[x].
Proof. The value of any subtree can be written in the form
0
)
degx ( p(x,y
q(x,y 0 ) )

p(x,y 0 )
q(x,y 0 )

for polynomials p and

q. Let
= max(degx (p(x, y 0 )), degx (q(x, y 0 ))). This degree is subadditive for
the four arithmetic operations (+, −, ×, ÷). Also, if degx (p ± q) ≤ 0, degx (p ∗ q) ≤ 0, or
degx (p/q) ≤ 0, then degx (p) = degx (q).
By induction, the degree in x (resp. to y 0 ) at a node A is at most the number of leaves of
A’s subtree of the form ai x. This is true for the leaves (degx (ai x) = 1), and subadditivity
proves it for the inductive step.
Hence ev(Ty ) has degree at most 1 in y 0 and less than n/2 in x. If ev(Ty ) = (ay)±1 =
(a(y 0 + xn/2 )±1 ) for nonzero a ∈ Q(x), then it has degree at least n/2 in x, a contradiction.
C
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pQ
pQ
Q
0
n/2
B Claim 10. If Ty contains n/2 leaves ai x with i ai = α <
ai ,
i ai and y = y −x
then ev(Ty ) is not of the form (ay)±1 for any a ∈ Q(x).
First, we rewrite our target ev(Ty ) in terms of y 0 , yielding ev(Ty ) = (a(y 0 +
Proof.
pQ
n/2
ai ))±1 . We will first show that regardless
x
coeffipQof the value of a, the maximum
0
cient of the
rational
function
ev(T
)
is
at
least
.
Note
that
since
y
is
not
in
Q(x),
a
y
i
pQ
0
n/2
(y + x
ai ) is an irreducible polynomial in x, so the denominator of a will never
cancel out with anything. Thus, we only consider the numerator of a. Consider the leading
coefficient of the numerator of the product. This leading coefficient
pQ must be exactly the
product of the leading coefficient of the numerator of a and xn/2
ai . Since the leading
coefficient of the numerator of ap
is an integer, it must be at least
1,
so
the
leading coefficient
pQ
Q
0
n/2
n/2
of the numerator of a(y + x
ai ) must be at least x
ai .
From our reduction we have that all the ai are at least 2, and the largest possible integer
that can be generated from the ai and arithmetic operations is their product α. Every
coefficient of ev(Ty ) is some combinations of arithmetic operations of the ai since it is
comprised of the ai x and y 0 and arithmetic
pQ operations. Thus, it is not possible for ev(Ty ) to
ever have a coefficient ofpat least xn/2
ai . Thus, from the above argument it cannot be
Q
of the form (a(y 0 + xn/2
ai ))±1 .
C
Note that the proof of this claim yields a reduction from SquareProductPartition-n/2
to (Z[x, y, z], S)-AEC-Std for all {+, ×} ⊆ S ⊆ {+, −, ×, ÷}. Using our rational function
framework, we get a reduction from (Z[x, y, z], S)-AEC-Std to (Z, S)-AEC-Std by replacements5 based on instance I with
x = B1 = A(I), y = B2 = A(I(B1 )), z = A(I(B1 , B2 )).
However, since the reduction is of the form
{y − αxn/2 , z − αxn/2 } ∪ {ai x},
n/2

if we replace B2 with B20 = max(B2 , 1 + αB1 ), and B3 with B30 = max(A(I(B1 , B20 )), 1 +
α(A((B1 , B20 )))n/2 ) this will yield still sufficient B2 , B3 such that the composition of these
maps is a reduction from ProductPartition-n/2 to (N, S)-AEC-Std.

4

Arithmetic Expression Construction Enforced Leaves {+, −, ×}

Recall that an instance of the Enforced Leaves (EL) AEC variant has a fixed ordering
of leaves (operands), and the goal is to arrange the internal nodes of the expression tree
such that the target t is the result of the tree’s evaluation. In this section we present a
proof sketch for the weak NP-hardness of (N[x, y], {+, −, ×})-AEC-EL. Using the technique
described in Section 2, this also proves NP-hardness of (N, {+, −, ×})-AEC-EL. In the full
paper, we provide the full proof and present additional hardness proofs for operation sets
{−, ×}, {+, ×}, {+, ×, ÷}.
Our proof is a reduction from SetProductPartitionBound-K. This strongly NP-hard
problem asks if given a set (without repetition) of positive integers A = {a1 , a2 , . . . , an }
where all ai > K and all prime factors of all ai are also greater than K, we can partition A
into two subsets with equal products. The problem is also defined formally in Appendix A.
5

Note that this denotes replacing with Bi which are I-sufficient but since this is done via three reductions
the instance I changes. Therefore, when replacing with B2 , you need B2 to be I(B1 ) sufficient (i.e., the
instance I with x = B1 replaced). Similar requirements hold for B3 .
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B Claim 11. (N[x, y], {+, −, ×})-AEC-EL is weakly NP-hard.
Proof sketch. This statement is proved via reduction from SetProductPartitionBound-3.
Let the instance be A = {a1 , . . . , an }, where all prime factors of all ai ∈ A (and all ai
themselves) are greater than 3. We find n unique primes pi with some additional properties
Q
specified in the appendix. Let L = 2n i∈[n] ai . Then for each ai we can construct terms bi
and ci such that bi + ci = (Lai )pi y and bi − ci = (L/ai )pi y. We set our target polynomial as
Q
t(x, y) = Ln xn−1 y n i∈[n] pi , and we enforce the following order of leaves:
b1

c1

x

b2

c2

x

···

x

bn

cn

If an instance of this product partition variant is solvable, then the constructed instance
Q
evaluates to t(x, y) = Ln xn−1 y n i∈[n] pi when we have (bi + ci ) for ai in one partition
and (bi − ci ) for ai in the other, and the × operator at every other node. The partition
corresponds to whether the ai was written as a difference or a sum.
We must also show that any expression achieving the target must take the form above. We
restrict the set of possible forms by (1) inducting to show that each subtree of a solution must
have degree in x equal to its number of leaves of value x, (2) counting primes factors of the
highest degree term to show that subtrees with no x values must be of form {±bi , ±ci , ±bi ±ci },
(3) a divisibility argument to show that sums of elements of form {±bi , ±ci , ±bi ± ci } as
appearing in any evaluation of a subtree is nonzero, and (4) an argument on the degree of y
for terms with degree 0 in x to show that these sums can never be cancelled.
C
In the full paper, we expand on details and rigorously prove that the final evaluation
must be of the described form.

5

Arithmetic Expression Construction Enforced Operations {+, ×}

This section concerns the Enforced Operations (EO) variant of AEC. Here, we give a short
proof for the NP-hardness of (N, {+, ×})-AEC-EO; see the full paper for straightforward
proofs for all the other operation sets. Note that for Enforced Operations, if we prove
hardness for enforced operations with set S, we have also proved it for all S 0 ⊃ S, since in
Enforced Operations, the expression tree can be restricted to using operations in reductions.
B Claim 12. (N, {+, ×})-AEC-EO is weakly NP-hard.
Proof. This proof proceeds by reduction from 3-Partition-3, which is 3-Partition with
the extra restriction that all the subsets have size 3. Given an instance of 3-Partition-3,
A = {a1 , a2 , · · · , an }, construct instance IA of (N, {+, ×})-AEC-EO with the same set of

n/3
P
S
values A, target t = n/3
, where S = i ai , and expression-tree:
(2 + 2 + 2) × (2 + 2 + 2) × · · · × (2 + 2 + 2),

where there are n/3 pairs of parentheses and 3 positive integers between each pair of
parentheses.
Given a solution of the 3-Partition-3 instance, one can use the same partition to fill
in the 3-sums and solve our (N, {+, ×})-AEC-EO instance. If the constructed instance is
solvable, we claim that each expression (2 + 2 + 2) must have equal value. Denote the
P
value of the ith (2 + 2 + 2) by si . Since i si = S, the arithmetic mean-geometric mean

n/3
Qn/3
S
S
inequality yields i=1 si ≤ n/3
, with equality occurring if and only if si = n/3
for all i.
This completes the proof.
C
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Related Problems

To show the NP-hardness of the variants of Arithmetic Expression Construction, we reduce
from the following problems:
I Problem 4 (Partition).
Instance: A multiset of positive integers A = a1 , a2 , . . . , an .
Question: Can A be partitioned into two subsets with equal sum?
Reference: [6], problem SP12.
Comment: Weakly NP-hard.
I Problem 5 (Partition-n/2).
Instance: A multiset of positive integers A = a1 , a2 , . . . , an .
Question: Can A be partitioned into two subsets with equal size
Reference: [6], problem SP12.
Comment: Weakly NP-hard.

n
2

and equal sum?
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I Problem 6 (ProductPartition).
Instance: A multiset of positive integers A = a1 , a2 , . . . , an .
Question: Can A be partitioned into two subsets with equal product?
Reference: [11].
Comment: Strongly NP-hard.
I Problem 7 (ProductPartition-n/2).
Instance: A multiset of positive integers A = a1 , a2 , . . . , an .
Question: Can A be partitioned into two subsets with equal size
Comment: Strongly NP-hard. See Theorem 13.

n
2

and equal product?

I Problem 8 (SquareProductPartition).
Instance: A multiset of square numbers A = a1 , a2 , . . . , an .
Question: Can A be partitioned into two subsets with equal product?
Comment: Strongly NP-hard. See Theorem 14.
I Problem 9 (SquareProductPartition-n/2).
Instance: A multiset of square numbers A = a1 , a2 , . . . , an .
Question: Can A be partitioned into two subsets with equal size
Comment: Strongly NP-hard. See Theorem 14.

n
2

and equal product?

I Problem 10 (SetProductPartitionBound-K).
Instance: A set (without repetition) of positive integers A = a1 , a2 , . . . , an where ai > K
and all prime factors of ai are also greater than K. K is fixed and the prime factors are not
specified in the instance.
Question: Can A be partitioned into two subsets with equal product?
Reference: [11].
Comment: Strongly NP-hard by a modification of the proof for ProductPartition in
[11]. The reduction constructs a set of positive integers A where all elements are unique,
which we modify by choosing primes factors > K when constructing A.
I Problem 11 (3-Partition-3).
Instance: A multiset of positive integers A = a1 , a2 , . . . , an , with n a multiple of 3.
Question: Can A be partitioned into n/3 subsets with equal sum, where all subsets have
size 3?
Reference: [6], problem SP15.
Comment: Strongly NP-hard, even when all subsets are required to have size 3 (3Partition3).
I Theorem 13. ProductPartition-n/2 is strongly NP-complete.
Proof. We can reduce from ProductPartition to ProductPartition-n/2. Given instance of ProductPartition {a1 , · · · , an }i with n elements, where n is even, we construct
an corresponding instance of ProductPartition-n/2 as {a1 , · · · , an } ∪ {1} ∗ n, where
{1} ∗ n denotes n instances of the integer 1.
Clearly if we have a valid solution to ProductPartition-n/2, we have a valid solution
to the instance of ProductPartition. Conversely, given a valid solution to ProductPartition, two subsets S1 , S2 ⊆ {ai }i with equal product, the difference between the sizes of
S1 and S2 is at most n − 2. One can then distribute the 1s as needed to even the out the number of elements of S1 and S2 . We can then construct two sets: S1 ∪ {1} ∗ |S2 |, S2 ∪ {1} ∗ |S1 |
which form a solution to ProductPartition-n/2. Strong NP-hardness follows from strong
NP-hardness of ProductPartition-n/2.
J

L. Alcock et al.

12:15

I Theorem 14. SquareProductPartition and SquareProductPartition-n/2 is
strongly NP-complete.
Proof. One can reduce from ProductPartition to SquareProductPartition by
simply taking an instance I = {ai }i∈α and producing the instance I 0 = {a2i }i∈α . Given a
Q
Q
partition of α = α1 tα2 such that i∈α1 ai = i∈α2 ai , the same partition of α will produce a
valid partition ofq
I 0 as the squares will remain equal. The converse also holds by taking noting
Q
Q
2
that i∈α0 ai =
i∈α0 ai . The same construction above, with the added requirement that
|α1 | = |α2 |, will reduce from ProductPartition-n/2 to SquareProductPartition-n/2.
Strong NP-hardness of both holds by noting that squaring integers scales their bitsize by a
factor of 2.
J
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Abstract
Given two shapes A and B in the plane with Hausdorff distance 1, is there a shape S with Hausdorff
distance 1/2 to and from A and B? The answer is always yes, and depending on convexity of A
and/or B, S may be convex, connected, or disconnected. We show a generalization of this result
on Hausdorff distances and middle shapes, and show some related properties. We also show that a
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1

Introduction

For two sets A and B in R2 , we define the directed Hausdorff distance as
dH
~ (A, B) = sup inf d(a, b),
a∈A b∈B

where d denotes the Euclidean distance. The undirected Hausdorff distance is defined as
dH (A, B) = max(dH
~ (A, B), dH
~ (B, A)).
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licensed under Creative Commons License CC-BY
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Figure 1 Hausdorff morphs between three shapes.

If A and B are closed sets then dH (A, B) = r is equivalent to saying that r is the smallest
value such that A ⊆ B ⊕ Dr and B ⊆ A ⊕ Dr , where ⊕ denotes the Minkowski sum, and Dr
is a disk of radius r centered at the origin. Recall that the Minkowski sum of sets A and B
is the set {a + b | a ∈ A, b ∈ B}. As we will use the containment property throughout the
paper, we will only consider closed sets.
The Hausdorff distance has been widely used in computer vision [14] and computer
graphics [6, 11] for tasks such as template matching, and error computation between a model
and its simplification. At the same time, the Hausdorff distance is a classic mathematical
concept. Our research motivation is to study this profound concept from a new perspective.
Algorithms to compute the Hausdorff distance between two given sets are available for many
types of sets, such as points, line segments, polylines, polygons, and simplices in k-dimensional
Euclidean space [3, 4, 7]. However, the question whether a polynomial time algorithm exists
to compute the Hausdorff distance between general semialgebraic sets remains open [13].
In this paper, we consider the natural problem of finding a set that lies “between” two
or more input sets, in a Hausdorff sense. In Section 2 we investigate the Hausdorff middle
of sets A and B; this is a set that has minimum undirected Hausdorff distance to A and B.
Differently put, it minimizes the maximum of four directed Hausdorff distances. We show
that when the Hausdorff distance between A and B is assumed to be 1, there is always a
Hausdorff middle that has Hausdorff distance 1/2 to A and B, and this is the best possible.
We relate the convexity of A and/or B to the convexity and connectedness of the Hausdorff
middle, and study its combinatorial complexity.
We actually treat the middle more generally, by defining a class of sets that smoothly
interpolate between A and B, giving a morph between them. Figure 1 shows two examples
of such morphs. We prove that this morph has a bounded rate of change. Our approach does
not require any correspondence between features of the input to be calculated. However, our
approach is unusual in the sense that the intermediate shapes when morphing between e.g.
two polygons are not polygons themselves. Most morphing algorithms typically interpolate
only the boundary, and keep all intermediate shapes polygonal [5, 17, 8, 9, 10, 18].
In Section 3 we extend to Hausdorff middles of more than two sets and generalize
several results. We assume that the maximum Hausdorff distance over all pairs of input
sets is 1 and examine the smallest Hausdorff distance for a middle set. That is, given sets
M = {A1 , . . . , Ak }, we are interested in the value α(M) = minS maxi=1,...,k dH (Ai , S). This
value α(M) is no longer 1/2, but depends on the input. For convex sets, we show that a
value ≈ 0.608 can always be realized and is sometimes necessary, whereas for non-convex
sets it can be as bad as 1. For a given set of polygons with total complexity n, we show
that α(M) and the Hausdorff middle can be computed in O(n6 ) time, and, for any constant
ε > 0, (1+ε)-approximated in O(n2 log2 n log 1/ε). We note that other interpolation methods
between two shapes do not have a natural generalization to a middle of three or more sets.
Our proofs use three types of arguments. First, many of our arguments rely on simple manipulations of the formal definition of the Hausdorff distance. Those arguments immediately
generalize to other normed vector spaces, for instance, (Rd , k · k∞ ) or the continuous functions
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Figure 2 Three possible Hausdorff middles of A and B: two points, a line segment, and S1/2 .

endowed with the uniform norm topology C(R). We do not state those generalizations
explicitly, as this is not our focus. The second type of argument is of a topological nature.
Using continuity and connectivity, we infer related properties to the output, by constructing
topological structures or conclude that they cannot exist. The third type of argument uses
2-dimensional Euclidean geometry directly. We construct features, like vertices, edges and
circular arcs and argue about their existence, and give distance bounds. These arguments are
often intricate and do not generalize. They are of particular value, as the two-dimensional
Euclidean plane is often the most interesting case in computational geometry.

2

The Hausdorff middle of two sets

Consider two closed compact sets A and B in R2 ; we are interested in computing a Hausdorff
middle: a set C that minimizes the maximum of the undirected Hausdorff distances to A
and B. That is,
C = argmin max(dH (A, C 0 ), dH (B, C 0 )).
C0

Note that there may be many such sets that minimize the Hausdorff distance; see Figure 2 for
a few examples. It might seem intuitive to restrict C to be the minimal set that achieves this
distance, but this is ill-defined: the minimal set is not necessarily unique, and the common
intersection of all minimal sets is not a solution itself (see Figure 3). However, the maximal
set is well-defined and unique. Let dH (A, B) = 1. Then
S = (A ⊕ D1/2 ) ∩ (B ⊕ D1/2 )
is the maximal set with Hausdorff distance 1/2 to A and B (we prove this below in Lemma 2).
We want to show that dH (A, S) ≤ 1/2 and dH (B, S) ≤ 1/2. In fact, we can prove a more
general statement.
We define Sα := (A ⊕ Dα ) ∩ (B ⊕ D1−α ) for α ∈ [0, 1]. We also use seg(a, b) to denote
the line segment connecting points a and b.
I Theorem 1. Let A and B be two compact sets in the plane with dH (A, B) = 1. Then
dH (A, Sα ) = α and dH (B, Sα ) = 1 − α.

A
B
1/4

Figure 3 Two different minimal sets achieving minimal Hausdorff distance to A and B.
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A

2

B

S1/2

Figure 4 Sets A and B for which S1/2 is disconnected. The shaded areas around A and B
represent A ⊕ D1/2 and B ⊕ D1/2 , respectively.

Proof. We first show that dH (A, Sα ) ≤ α. The proof for dH (B, Sα ) ≤ 1 − α is analogous
and therefore omitted. We will infer dH (A, Sα ) ≤ α from dH
~ (A, Sα ) ≤ α and dH
~ (Sα , A) ≤ α;
thereafter we will show equality.
Consider any point a ∈ A; by our assumption that dH (A, B) = 1, there is a point b ∈ B
with d(a, b) ≤ 1. Now consider a point s ∈ seg(a, b) with d(a, s) ≤ α and d(b, s) ≤ 1 − α;
clearly this point must be in Sα , as it is contained in both A ⊕ Dα and B ⊕ D1−α , and
it has d(a, s) ≤ α. As this works for every a ∈ A, it holds that dH
~ (A, Sα ) ≤ α. The fact
that dH
~ (Sα , A) ≤ α follows straightforwardly from Sα being a subset of A ⊕ Dα . Thus,
dH (A, Sα ) ≤ α.
To show equality, assume that the Hausdorff distance is realized by a point â ∈ A with
closest point b̂ ∈ B, at distance 1. Consider the point ŝ ∈ seg(â, b̂) with d(â, ŝ) = α and
d(b̂, ŝ) = 1 − α. As observed, ŝ ∈ Sα . Since ŝ is the closest point of Sα to â, and b̂ is the
closest point of B to ŝ, equality follows.
J
I Lemma 2. Sα is the maximal set that satisfies dH (A, Sα ) = α and dH (B, Sα ) = 1 − α.
Proof. Consider any set T for which we have dH
~ (T, A) ≤ α and dH
~ (T, B) ≤ 1 − α. As
A ⊕ Dα contains all points with distance at most α to A, we have that T ⊆ A ⊕ Dα ; similarly,
we have that T ⊆ B ⊕ D1−α . By the definition of Sα , this implies that T ⊆ Sα . As this
holds for any T , we conclude that Sα is maximal.
J

2.1

Properties of Sα

In this section, we study the convexity and connectedness of Sα . Recall that a set A ⊆ R2
is convex if for any two points a, b ∈ A, the segment seg(a, b) between them is completely
contained in A. Also, recall that a set A ⊂ R2 is connected if for any two points a, b ∈ A,
there exists a continuous curve c : [0, 1] → A such that c(0) = a and c(1) = b. This type of
connectedness is known as path-connectedness, but we use the term connected for simplicity.
We observe the following properties:
1. If A and B are convex, Sα is convex;
2. If A is convex and B is connected, Sα is connected;
3. For some connected sets A and B, Sα is disconnected.
Property 1 is straightforward: the Minkowski sum of A and B with a disk is convex, and the
intersection of convex objects is itself also convex. The example in Figure 4 demonstrates
Property 3; in fact, any Hausdorff middle will be disconnected for those input sets.
The next lemma establishes Property 2:
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1/2

s
ρ3/4 (b)

b
B

ρ(b)
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B1

S1/2

A

B2

S1/2

π

ρ(b0 )

b0
0

ρ3/4 (b )

s0

1/6

Figure 5 Illustration of the proof showing
that Sα is connected if A is convex (sketched for
α = 3/4). The shaded areas around A and B
represent A ⊕ D3/4 and B ⊕ D1/4 , respectively,
so that the doubly-shaded area is S3/4 .

Figure 6 Although B2 is a translate of B1 ,
the middle set between A and B2 is not a translate of the middle set between A and B1 .

I Lemma 3. Let A and B be two connected regions of the plane with Hausdorff distance 1,
and A convex. Then Sα = (A ⊕ Dα ) ∩ (B ⊕ D1−α ) is connected for α ∈ [0, 1].
Proof. See Figure 5 for an illustration. Because A is convex, there is a continuous map
ρ : B → A that maps each point of B to a closest point (within distance 1) in A. For b ∈ B,
let ρα (b) = αρ(b) + (1 − α)b. We have that ρα : B → Sα is also continuous.
Now take any two points s and s0 in Sα ; respectively, they have points b and b0 ∈ B
within distance 1 − α. The segments between s and ρα (b) and between s0 and ρα (b0 ) lie
completely in Sα . Take a continuous curve π from b to b0 inside B. The image of π under ρα
connects ρα (b) to ρα (b0 ) within Sα , so s and s0 are connected inside Sα .
J
We note that Sα may contain holes. Furthermore, Sα is not shape invariant when B is
translated with respect to A. For example, let A be the union of the left and bottom sides of
a unit square and let B1 and B2 be the left and right sides of that same unit square. Then
(A ⊕ D1/2 ) ∩ (B1 ⊕ D1/2 ) is not a translate of (A ⊕ D1/2 ) ∩ (B2 ⊕ D1/2 ). See Figure 6.

2.2

Complexity of Sα

In this section, we describe the complexity of Sα in terms of the number of vertices, line
segments, and circular arcs on its boundary, for several types of polygonal input sets. Recall
that ∂A denotes the boundary of set A.
I Lemma 4. Let A be a convex polygon with n vertices and B a simple polygon with m
vertices. Then Sα consists of O(n + m) vertices, line segments and circular arcs, and this
bound is tight in the worst case.
Proof. For brevity we let A⊕ = A ⊕ Dα and B ⊕ = B ⊕ D1−α .
There is a trivial worst-case lower bound of Ω(n + m) by taking α = 0 or α = 1. Note
that if the boundaries of A⊕ and B ⊕ would consist of only line segments, the upper bound is
easy to show: A⊕ is convex, and its boundary can therefore intersect each segment of ∂B ⊕
at most twice, making ∂Sα consist of (parts of) segments from ∂A⊕ and ∂B ⊕ and at most
O(m) intersection points. The problem is that ∂A⊕ and ∂B ⊕ also contain circular arcs, in
which case an arc of ∂B ⊕ may intersect ∂A⊕ many times.
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b

A⊕

Figure 7 An arc b of ∂B ⊕ (blue) may intersect ∂A⊕ (red) many times when α < 1 − α.

To show an upper bound of O(n + m), we distinguish two cases. In the first case, we
assume α ≥ 1 − α. Note that in this case, the circular arcs that are part of the boundary
of A⊕ have a radius larger or equal to those of B ⊕ . Additionally, ∂A⊕ is smooth and an
alternating sequence of circular arcs and segments, as A is convex. In this case, we do in
fact have that any line segment or circular arc b of ∂B ⊕ can intersect ∂A⊕ at most twice.
Consider two intersection points of b with ∂A⊕ : as the curvature of ∂A⊕ is at most that of b,
there can never be another intersection point between these two.
For the second case, we assume α < 1 − α. Again, take an arbitrary arc b of ∂B ⊕ that
intersects some arc a of ∂A⊕ . We distinguish two cases: the center point of the disk whose
boundary contains a is inside B ⊕ , or it is outside. If it is outside, b can only intersect ∂A⊕
in two points. If it is inside, ∂A⊕ may intersect b many times; see Figure 7. We charge these
intersections to the arcs of ∂A⊕ . We argue that each arc a of ∂A⊕ is charged at most four
times: Consider any α-disk Dα and any (1 − α)-disk D1−α containing the center of Dα , the
latter will cover at least 1/3 of the perimeter of the former. Hence, the boundary of the
union of any number of such (1 − α)-disks intersects Dα at most four times. The circular
arcs of ∂A⊕ cannot be charged more often because they are less than a full circle.
J
I Lemma 5. Let A and B be two simply connected polygons of n and m vertices, respectively.
Then Sα consists of O(nm) vertices, line segments and circular arcs, and this bound is tight
in the worst case.
Proof. The worst-case lower bound of Ω(nm) follows by taking A and B to be two rotated
“combs”; see Figure 4. For α = 1/2, Sα consists of Ω(nm) distinct components. The upper
bound follows directly from the fact that A ⊕ Dα and B ⊕ Dα have complexities O(n) and
O(m), respectively.
J
In fact, any Hausdorff middle has complexity Θ(nm) for the example in Figure 4. Sα is
maximal, and other middles must have at least some part of every component of Sα .

2.3

Sα as a morph

By increasing α from 0 to 1, Sα morphs from A = S0 into B = S1 . (Examples of such
morphs are presented in Figures 1 and 8.) The following lemma shows that this morph has a
bounded rate of change.
I Lemma 6. Let Sα and Sβ be two intermediate shapes of A and B with α ≤ β. Then
dH (Sα , Sβ ) = β − α.
Proof. We have dH (Sα , Sβ ) ≥ β − α because, by the triangle inequality, dH (A, B) = 1 ≤
dH (A, Sα ) + dH (Sα , Sβ ) + dH (Sβ , B) ≤ α + dH (Sα , Sβ ) + 1 − β.
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Figure 8 Example morphs.
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B

A

S1/2
1

Figure 9 The left and middle figure show the offsets of A, respectively B with distance 1/2.
The right figure shows the resulting S1/2 in green. Any connected Hausdorff middle must cross the
vertical middle line or stay on one side of it. In both cases, the Hausdorff distance doubles.

It remains to show that dH (Sα , Sβ ) ≤ β − α. We show that Sβ ⊆ Sα ⊕ Dβ−α ; the proof
that Sα ⊆ Sβ + Dβ−α is analogous. Let p be some point in Sβ . Then, by definition of Sβ ,
there exist some points a ∈ A and b ∈ B such that d(a, p) ≤ β and d(b, p) ≤ 1 − β. Let p̄ be
the point obtained by moving p in the direction of a by β − α. By the triangle inequality,
we then have that d(a, p̄) ≤ β − (β − α) = α and d(b, p̄) ≤ (1 − β) + (β − α) = 1 − α. This
implies that p̄ ∈ Sα . As p was an arbitrary point in Sβ , and d(p, p̄) ≤ β − α, we have that
Sβ ⊆ Sα ⊕ Dβ−α . So dH (Sα , Sβ ) ≤ β − α.
J
The lemma implies that, even though the number of connected components of Sα can
change when α changes, new components arise by splitting and never “out of nothing”, and
the number of components can only decrease through merging and not by disappearance.
The morph from A to B has a consistent submorph property, formalized below.
I Observation 7. If a morph from A = S0 to B = S1 contains a shape C, then the morph
from A to C concatenated with the morph from C to B is the same as the morph from A to
B: they contain the same collection of shapes in between and in the same order.
As a corollary of this observation, {α ∈ [0, 1] | Sα is convex} is a connected interval.

2.4

The cost of connectedness

For some applications, it might be necessary to insist that Sα is always connected. However,
in the worst case, the cost of connecting all components of Sα can be that its Hausdorff
distance to A and B becomes 1. See Figure 9 for an example where this is the case. In fact,
any connected Hausdorff middle has distance 1 for this example.

3

The Hausdorff middle of more than two sets

A natural question is whether the results from the previous section extend to more than two
input shapes. There are several ways to formalise the notion of a Hausdorff middle between
multiple shapes. Analogous to the case of two sets, we are interested in a middle shape
that minimizes the maximum Hausdorff distance to each input set. Let M = {A1 , . . . , Am }
be a collection of m input shapes with largest pairwise Hausdorff distance 1. We define
T
Tα as i (Ai ⊕ Dα ); the (maximum) middle set is then given by the smallest value α for
which Tα ⊕ Dα contains all input sets. We denote this smallest α by α(M) := min{ α |
maxi dH (Ai , Tα ) ≤ α }. If α is clear from the context, we use the notation A⊕ to mean
A ⊕ Dα .
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p

Tα
Tα⊕
Figure 10 The pairwise Hausdorff distance in this construction is 1, and for any α < 1, Tα⊕ does
not contain point p.

In this section, we first study the largest possible α(M) for general and convex input.
We then study some general properties of Tα with respect to connectivity and convexity.
After this, we consider whether there is some subset of M that requires the same value of α,
and obtain a Helly-type property for convex input. Lastly, we will give various algorithms to
compute or approximate α(M) efficiently.

3.1

The largest α(M)

In this section, we are interested in the largest possible value of α(M). We first discuss the
general case and then study the case where all sets A ∈ M are convex. In both cases, we
provide an exact answer. This section relies on some tedious calculations, which turn out to
be easier if we do not normalize pairwise distances of our objects to 1.
As it turns out, for some inputs it may be the case that α(M) = 1; see Figure 10. Here,
there can be no shape with Hausdorff distance < 1 to all the input shapes, meaning any of
the three input shapes can be chosen as “the middle”. Hence, for two sets, we always have
α(M) = 1/2, but for more sets, it depends on the input, and α(M) will be in [1/2, 1]. The
example in Figure 10 requires non-convex sets, raising the question of what the range of
α(M) can be when all Ai are convex.
If we have three convex sets that are points, and they √
form the corners of an equilateral
unit-side triangle, then we can easily see that α(M) = 1/ 3 ≈ 0.577 and the middle shape
is exactly the point in the middle of the triangle.
An example with three line segments shown in Figure 11 surprisingly achieves (for
λ ≈ 0.253135, θ ≈ 123.37◦ ) a larger value α∗ ≈ 0.6068 = r, which we call the magic value.
Lemma 9 shows that no three convex sets achieve α(M) > α∗ . Thus the magic value is the
best possible upper bound for three convex sets.
We define the magic value as α∗ := 1/z ≈ 0.6068, where z := min{λ + 1 − cos(2θ) |
λ ≥ 0, θ ∈ (90◦ , 180◦ ), and λ + 1 − cos(2θ) = k(−λ cot(2θ) − sin(2θ) + sin(θ), λ − cos(2θ) +
cos(θ))k} ≈ 1.647986325231 (at λ ≈ 0.253135, θ ≈ 123.37◦ , verified using Wolfram Cloud).
I Lemma 8. Let M = {A1 , . . . , Am } be a collection of convex regions in the plane, and
α := α(M). There is some Ai ∈ M with dH
~ (Ai , Tα ) = α.
Proof. By construction, we have dH
~ (Tβ , Ai ) ≤ β for all i and all β. (Recall that this
is equivalent to Tβ ⊆ Ai ⊕ Dβ .) Moreover, if Tβ is nonempty, then for any i, the map
γ 7→ dH
~ (Tγ , Ai ) is continuous on the domain [β, ∞), as Tγ changes continuously. We show
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r=

λ

α

A1

θ
θ

1

A3

Tr

A2

Figure 11 Three segments A1 , A2 , and A3 . Of these, A3 is the diameter of a circle with radius r;
the other two (A1 and A2 ) are tangent to the circle and are copies of one another reflected through
A3 , such that all pairwise Hausdorff distances are at most 1 (length of dashed segments). The top
left vertex of A3 is furthest (at distance r) from the middle set Tr (green), so α({A1 , A2 , A3 }) is the
radius r of the circle.

pλ (θ) = (−λ cot(2θ) − α sin(2θ), λ + α − α cos(2θ))
λ

C

b(θ) = (−α sin(2θ), α − α cos(2θ))

zα
(−α sin(θ), α − α cos(θ)) = a
α

θ
θ

t = (0, α)

H(θ)

Ht
b(−θ) = (0, 0)

H(−θ)

Figure 12 Derivation of the expression for z.

that for some i, we have dH
~ (Ai , Tα ) = α. If instead dH
~ (Ai , Tα ) < α for all i, then unless Tβ
is empty for all β < α, we can decrease α, contradicting minimality of α. If instead α is the
minimal value for which Tα is nonempty, then Tα has no interior (when viewed as a subset
of the plane). Because Tα is the intersection of convex sets, it is convex. If it has no interior,
it is either a segment or a point, and by convexity it must lie on the boundary of A⊕
i for
some i, contradicting that dH
J
~ (Ai , Tα ) < α.
I Lemma 9. Let M = {A1 , A2 , A3 } be convex regions in the plane. Let α := α(M) and
d = maxi,j dH (Ai , Aj ), then d ≥ α/α∗ (equivalently d ≥ zα).
Proof. We refer to the full paper for full details, and only provide a proof sketch here.
We argue that in order to obtain d ≤ zα, the regions A1 , A2 , and A3 may without loss of
generality be assumed to have a particular shape. We have dH
~ (Ai , Tα ) ≤ α for all i, and by
Lemma 8, also that dH
~ (Ai , Tα ) = α for some i. So without loss assume that dH
~ (A3 , Tα ) = α,
due to a point a ∈ A3 with closest point t ∈ Tα . We argue that t lies on the boundary of
Tα , and since Tα does not intersect the open disk of radius α centered at a, Tα is either
⊕
(a) tangent to this disk at point t, or (b) has a corner of A⊕
1 ∩ A2 there. We can exclude
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case (a) because by convexity, the directed Hausdorff distance from a to the region A1 or A2
that gives rise to the tangent would be at least 2α, and hence d ≥ 2α > zα. Because we are
looking for shapes that satisfy d ≤ zα, case (b) remains, so t lies on the boundaries of A⊕
1
and A⊕
2 simultaneously. Let C be the circle of radius α centered at t. Neither A1 nor A2 lie
inside C, but both A1 and A2 touch C, say at points b1 and b2 , respectively. By convexity,
the tangents to C at b1 and b2 define half-planes in which A1 and A2 must lie. Note that a
also lies on C, and without loss of generality, b1 lies (between 90◦ and 180◦ ) clockwise and
b2 lies (between 90◦ and 180◦ ) counter-clockwise of a on C. Since the half-planes containing
A1 and A2 must lie sufficiently close to a for the Hausdorff distance from A3 to be small, the
actual angles are actually quite a bit less than 180◦ from a. On the other hand, the angle
between the two half-planes cannot be too large because the point of A1 closest to a also
needs to be sufficiently close to A2 . This trade-off leads to the claimed value of z, derived
from Figure 12 as shown in the full version of the paper.
J

3.2

Properties of Tα

In this subsection, we use α := α(M) for simplicity. Similar to Section 2.1, we examine the
properties of Tα for different types of input. We arrive at straightforward generalizations of
the results obtained for two sets:
1. If all Ai are convex, then Tα is convex.
2. If one of the Ai is connected and the rest are convex, then Tα is connected.
3. For some input where each Ai is connected, and at least two are not convex, Tα is
disconnected.
Property 1 follows from the same argument as before: Tα is the intersection of convex
sets, and therefore itself convex. Property 3 can be shown by extending the construction
from Figure 4 with some other sets: if the intersection of two of the sets is not connected,
adding more sets will not make Tα connected as long as the pairwise Hausdorff distance does
not increase. We establish Property 2 with the following lemma:
I Lemma 10. Let M = {A1 , . . . , Am } be a set of connected regions of the plane, with Ai
convex for i < m. Then Tα is connected.
Tm−1
Proof. Consider the set Tα0 = i=1 A⊕
i . This set is convex, as it is the intersection of convex
sets. Also note that by definition of Tα , Am has directed Hausdorff distance at most α to Tα0 .
Let A = Tα0 and B = Am , normalised such that dH
~ (B, A) = 1. We now apply Lemma 3 to A
and B, using zero as the value for α. We obtain the result that Tα = Tα0 ⊕ D0 ∩ Am ⊕ Dα is
connected. Note that the Hausdorff distance from A to B may be bigger than one, but this
does not matter for the proof of Lemma 3.
J

3.3

Helly-type properties

An interesting question is whether there are any sets in the input that could be removed while
maintaining the same optimal value of α. To make this precise, we need some definitions.
We say a collection M of m sets is d-sufficient, if there is a collection Md ⊂ M of d sets
such that α(M) = α(Md ).
I Lemma 11. For every m, there is a collection M of m connected sets in the plane that is
not m − 1 sufficient.
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dh = 1
α=

(a)
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Figure 13 When the input sets are not convex, all sets may be necessary to realise the value of
α. The dotted circle is part of all sets (as indicated by the colored dots); each pair of sets has an
overlapping protrusion, spaced equally around the circle. (a) shows the radius of the circle and the
Hausdorff distance. (b) shows that when all sets are present, the required value of α is (1 + ε)/2. (c)
shows that with the blue set removed, the required value of α is reduced to (1 + ε/2)/2: the dilation
of the protruded part of Tα fully contains the part of the disk that would otherwise not be covered,
indicated by the dashed and dotted arcs.

Figure 13 depicts a collection of four sets which are not 3-sufficient. The example has
one set that is a disk of radius 1 + ε (shown in orange on the left), and m − 1 sets that are
circles on the boundary of this disk with m − 1 protrusions of some small length ε. These
protrusions are evenly spaced along the boundary of the disk, and in each location there
is a distinct set out of the m − 1 sets missing (each subset of size m − 2 is represented
by some protrusion). This way, for the case where all sets are present (Figure 13b), the
protrusions do not have any influence on Tα , meaning that α ≥ (1 + ε)/2 is required to let
Tα⊕ contain the entire disk. However, if we remove one set (other than the yellow disk), there
will be one protrusion where all sets are now present, meaning it will change the shape of Tα
(Figure 13c). Because of this, the center of the disk will already be covered with a smaller
value of α, namely (1 + ε/2)/2. Note that if we remove the yellow disk, it is sufficient to use
a value of α = ε/2. Further note that with a minor adaptation, all sets become polygonal
and simply-connected.
We have shown that in general, we cannot remove any sets from the input while maintaining
the same value of α. However, when all input sets are convex, we can show that there is
always a subset of size at most three that has the same optimal value of α.
I Lemma 12. Let M = {A1 , . . . , Am } be a collection of convex sets. Then there exists a
subcollection M0 ⊆ M of size at most three such that α(M) = α(M0 ).
Proof. Consider growing some value β from 1/2 to 1. At some point, Tβ⊕ contains all sets
in M. There are two ways in which this can happen: (1) Tβ is non-empty for the first time,
and immediately the condition holds, or (2) Tβ grows, and its dilation now covers the last
point of all sets in M. As Tβ is convex no new components can appear except for the first,
and thus we have only those two cases.
In Case 1, Tβ is either a segment or a point. If it is a segment, it is generated by two
parallel edges of some Ai , Aj ∈ M such that we have α({Ai , Aj }) = α(M). If it is a point, it
is the common intersection of the dilation of some number of sets from M; we argue that you
can always pick three sets for which β is optimal. Let a be the single point in Tβ ; consider
the vectors V perpendicular to the boundaries of the dilated input sets intersecting in this
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point. The vectors V must positively span the plane1 : otherwise, all vectors would lie in the
same half-plane, and a would not be the first point to appear in Tβ . As we are in the plane,
there must be subset U ⊂ V of three vectors that positively span the plane by themselves.
The three corresponding sets Ai , Aj , Ak ∈ M satisfy α({Ai , Aj , Ak }) = α(M).
In Case 2, as our input sets are convex, Tβ itself is also convex. Let a ∈ Ai be the last
point of M to be covered by Tβ⊕ . As Tβ⊕ is convex, a must be on its boundary, and therefore
either on an edge or a circular arc of Tβ⊕ . Each edge can be traced back directly to an edge of
some Aj , in which case Ai and Aj have Hausdorff distance 2β, and α({Ai , Aj }) = α(M) for
any choice of k. Each circular arc is generated by a vertex of Tβ , which in turn is generated
⊕
by the intersection of the boundaries of some A⊕
j and Ak , in which case we also have that
α({Ai , Aj , Ak }) = α(M).
J
Combining the previous lemma with Lemma 9, we obtain the following result.
I Theorem 13. Let M = {A1 , . . . , Am } be a collection of convex regions in the plane, and
T
∗
let Tα = i A⊕
i . Then α(M) is at most the magic value α ≈ 0.6068.

3.4

Algorithms

For any given collection of shapes M = {A1 , . . . , Am }, we want to compute α(M). We present
two algorithms, a simple approximation algorithm and a more complex exact algorithm.
They both use the same decision algorithm as a subroutine. To be precise: given a collection
of sets M and some α, the decision algorithm decides if α ≤ α(M). We first present an
algorithm for the decision problem. Then we sketch how they are used in the approximation
algorithm and the exact algorithm; details are deferred to the appendix. We denote all
vertices and edges of the Ai as features of M.
Assuming the input has total complexity n, we can test a given value of α as follows.
⊕
2
Compute the intersection Tα of the dilations A⊕
1 , . . . , Am in O(n log n) time, using the
construction of an arrangement of straight and circular arcs [19]. The set Tα will always have
at most quadratic complexity, but it can be disconnected. Next we compute Tα⊕ . We take
every connected component T of Tα separately, compute T ⊕ , and then compute their union.
Since the connected components of Tα are disjoint and can be partitioned into O(n2 ) convex
pieces, the Minkowski sums of these pieces with Dα form a set of pseudo-disks with summed
complexity O(n2 ), see [20]. It is known that such a union has O(n2 ) complexity and can be
computed in O(n2 log2 n) time [1, 20]. Thus, we can compute Tα in O(n2 log2 n) time.
⊕
Note that Tα ⊆ A⊕
i , by definition. It remains to test Ai ⊆ Tα , for each Ai . We test all
those containments by a standard plane sweep [12] in O(n2 log n) time. As soon as we find
any proper intersection between an arc of ∂(Tα⊕ ) and some edge of some ∂Ai , we can stop
the sweep and conclude that α needs to be larger. If there were no proper intersections of
this type, there were only O(n2 ) events (and not O(n3 )), including the ones between edges
of different ∂Ai . When there are no proper intersections, each shape Ai lies fully inside or
outside Tα⊕ . We can test this in O(n2 log n) time (replace each Ai by a single point and then
test by a plane sweep or planar point location [12]), and conclude that α must be larger or
smaller than the one tested. Thus this decision algorithm takes O(n2 log2 n) total time.
The decision algorithm leads to a simple approximation algorithm to find a value of α
that is at most a factor 1 + ε from the optimum. We can perform dlog 1/εe steps of binary
search in the range [1/2, 1], testing if Tα⊕ contains all Ai using the above decision algorithm.
This takes O(n2 log2 n log 1/ε) time in total.

1

2
2
+
We say
Pvi ∈ R span the plane positively, if for every point p ∈ R there are some numbers ai ∈ R such
that
ai vi = p.
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Figure 14 Left, two sets shown by red and blue line segments, and the construction of Tα from
lines parallel to edges of M and circles centered at vertices of M. Right, construction of Tα⊕ from
lines at distance 2α from edges of M, circles of radius 2α centered at vertices of M, and circles of
radius α centered at certain vertices of Tα .

We can compute an exact value of α(M) in polynomial time. To this end, we imagine
a continuous process where we grow α from 1/2, and keep track of Tα⊕ . The first time
(smallest α) Tα⊕ covers all Ai , we have found the Hausdorff distance α(M) corresponding to
the Hausdorff middle, and we can construct Tα explicitly as the Hausdorff middle. Such an
approach is sometimes called wavefront propagation or continuous Dijkstra; it has been used
before to compute Voronoi diagrams [12, 16], straight skeletons [2] and shortest paths on
terrains [22]. This approach is combinatorial if there are finitely many events and we can
determine each on time, before it occurs. Instead of explicitly maintaining Tα⊕ when α grows,
we will determine a polynomial-size set of critical α values that contains the sought one, and
find it by binary search, using the decision algorithm described above.
The value α(M) that we aim to compute occurs when Tα⊕ has grown just enough to cover
all Ai . This can happen in three ways, roughly corresponding to a vertex of Ai becoming
covered, an edge of Ai becoming covered at some point “in the middle”, or a hole of Tα⊕
collapsing and disappearing interior to Ai . We call the vertices, edges, and arcs of M and
Tα⊕ the features (of their boundaries). The three ways of covering all Ai , expressed in the
features of M and Tα⊕ , are now: (1) a feature of Tα⊕ coincides with a vertex of some Ai , (2)
a vertex of Tα⊕ lies on a feature of some Ai , or (3) features of Tα⊕ collapse and cause a hole of
Tα⊕ to disappear. In the last case, when that hole was inside some Ai , this can be the event
where Ai is covered fully for the first time. In all cases, one, two, or three features of Tα⊕
and zero or one feature of some Ai are involved, and at most three features in total. When
three edge or circular arc features pass through a single point for some value of α, we say
that these features are concurrent. Similarly, when an edge or circular arc passes through a
vertex for some α, we say they are concurrent.
It can be that more than three features of Tα⊕ pass through the point where e.g. a hole in
⊕
Tα disappears, but then we can still determine this critical value by examining just three
features of Tα⊕ , and computing the α value when the curves of these three features are
concurrent.
Let us analyze which features make up the boundary of Tα⊕ , see Figure 14. There are
four types: (1) straight edges, which are at distance 2α from an edge of M, and parallel to
it, (2) circular arcs of radius 2α, which are parts of circles centered at vertices of M, (3)
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circular arcs of radius α, centered at a vertex of Tα , and (4) vertices where features of types
(1)–(3) meet. Every one of the features of the boundary of Tα⊕ is determined by one or two
features of M. In particular, each arc of type (3) is centered on an intersection point which
is a vertex of Tα , of which there can be Θ(n2 ) in the worst case (Figure 4). Depending on the
type of intersection point, its location may change linearly in α, or according to a low-degree
algebraic curve (when the intersection has equal distance α to an edge and a vertex of M).
Since any critical value can be determined as a concurrency of two (vertex and edge or
arc) or three features (three edges or arcs) from M and Tα⊕ , and features of Tα⊕ in turn are
determined by up to two features of M, every critical value depends on at most six features
of the input, M. If we choose any tuple with up to six features of M, and compute the α
values that may be critical, we obtain a set of O(n6 ) values that contain all critical α values,
among which α(M). We can compute this set in O(n6 ) time, as it requires O(1) time for
each tuple of up to six features of M.
I Theorem 14. Let M be a collection of m polygonal shapes in the plane with total complexity n, such that the Hausdorff distance between any pair is at most 1, and let ε > 0 be a
constant. The Hausdorff middle can be computed exactly in O(n6 ) time, and approximated
within ε in O(n2 log2 n log 1/ε) time.
Parametric search could result in a faster exact algorithm, but for this one would need to
express whether input features are close to a given Sα in terms of low degree polynomials.
This is nontrivial given that Sα as function of α varies in a complex manner.

4

Discussion and future research

We have defined and studied the Hausdorff middle of two planar sets, leading to a new morph
between these sets. We also considered the Hausdorff middle for more than two sets. While
we assumed that the input sets are simply-connected, our definition of middle and the morph
immediately generalize to more general sets, like sets with multiple components and holes.
In this sense our definition of middle is very general. Other interpolation methods between
shapes do not generalize to more than two input sets and cannot easily handle sets with
multiple components.
There are many interesting open questions. For example, when both input sets are
one-dimensional curves, is there a natural way to define a Hausdorff middle curve that is
also 1-dimensional?
Besides the maximal middle set, there are other options for a Hausdorff middle. For
example, we can choose Sα clipped to the convex hull of A ∪ B, which is also a valid Hausdorff
middle. In Figure 9, the green shape would be reduced to the part inside the square, which
may be more natural. This Hausdorff middle can also be used in a morph.
Another interesting question could be if, for two shapes A and B, we can find a translation
or rigid motion of A such that some measure on the Hausdorff middle (e.g. area, perimeter,
diameter) is minimised.
For two or more shapes in the plane, we could also define a middle based on area-ofsymmetric-difference. Here we may want to average the areas for the middle shape, and
possibly choose the middle that minimizes perimeter. This problem is related to minimumlength area bisection [21].
Similarly, for a set of curves, we could define a middle curve based on the Fréchet distance.
This appears related to the Fréchet distance of a set of curves rather than just a pair [15].
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Abstract
We study a generalized version of the load balancing problem on unrelated machines with cost
constraints: Given a set of m machines (of certain types) and a set of n jobs, each job j processed
on machine i requires pi,j time units and incurs a cost ci,j , and the goal is to find a schedule of jobs
to machines, which is defined as an ordered partition of n jobs into m disjoint subsets, in such a way
that some objective function of the vector of the completion times of the machines is optimized,
subject to the constraint that the total costs by the schedule must be within a given budget B.
Motivated by recent results from the literature, our focus is on the case when the number of machine
types is a fixed constant and we develop a bi-criteria approximation scheme for the studied problem.
Our result generalizes several known results for certain special cases, such as the case with identical
machines, or the case with a constant number of machines with cost constraints. Building on the
elegant technique recently proposed by Jansen and Maack [15], we construct a more general approach
that can be used to derive approximation schemes to a wider class of load balancing problems with
constraints.
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1

Introduction

In the load balancing problem (LBP), we are given a set of jobs, denoted by [n] = {1, . . . , n},
and a set of unrelated parallel machines, [m] = {1, . . . , m}. Each job j has processing time
(or size) pi,j on machine i. An assignment (or schedule) of jobs to machines is defined as a
partition of the set [n] into m disjoint subsets, each corresponding to some machine. We
assume that at any time, every machine processes no more than one job and each job is
processed without interruption on one of the machines. The goal is to find a job assignment
that optimizes a certain objective on the vector (L1 , . . . , Lm ) of the completion times (or
loads) of the machines. Motivated by the work of Alon et al. [1], Epstein and Sgall [10], and
Epstein and Levin [9], we study the LBP with the following four major types of objectives:
(I) minimizing the machine maximum load: maxm
i=1 f (Li ) (min-max objective),
(II) maximizing the machine minimum load: minm
i=1 f (Li ) (max-min objective),
Pm
(III) minimizing i=1 f (Li ) (min-sum objective), and
Pm
(IV) maximizing i=1 f (Li ) (max-sum objective),
1
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where f : R+ → R+ is some fixed function satisfying certain conditions, which will be
specified later. In particular, we consider a more general version of LBP with cost constraint,
denoted as LBC, in which the assignment of a job j to a machine i has, besides the processing
time pi,j , a cost ci,j , and we want to find a schedule that optimizes one of the above objectives,
while ensuring that the total cost derived from that schedule does not exceed a prescribed
budget B. Practical applications of this problem can be found in various domains, such as in
vehicle routing [11, 14], distribution systems [5], and facility location [22].
It is well-known that, unless P = NP, LBP (and thus LBC) cannot be solved in polynomial time for any of the objectives (I)–(IV), leading to a huge body of developments
of approximation algorithms for the problem over the past decades. An α-approximation
algorithm (for some α ∈ (0, 1]) for a maximization problem is a polynomial-time algorithm
that produces, for any given problem instance I, a solution whose value is at least α times the
optimum value. In particular, a polynomial-time approximation scheme (PTAS) is a family
of (1 − )-approximation algorithms for all  > 0. The running time of a PTAS is polynomial
in the input size for every fixed , but the exponent of the polynomial may depend on 1/.
An efficient polynomial-time approximation scheme (EPTAS) is a PTAS whose running time
is f (1/) · poly(|I|), where f is some computable function and |I| is the binary encoding
length (or input size) of instance I. An even stronger notion is a fully polynomial-time
approximation scheme (FPTAS), whose time complexity is polynomial in both the input size
and 1/. The notion of approximation algorithms for minimization problems can be defined
similarly. Observe that, even without costs, LBC is strongly NP-hard even for identical
machines. One could therefore consider to relax the cost constraint to be able to get better
approximations. For α ∈ (0, 1] and β ≥ 1, an (α, β) (bi-criteria) approximation algorithm
for the maximization version of LBC gives a schedule A with objective value at least αV
and with cost at most βC, where V and C, respectively, are the value and the cost of an
optimal schedule. In case of minimization, we have α ≥ 1 and the objective value of A is
required to be at most αV . A bi-criteria polynomial-time approximation scheme (bi-PTAS)
is defined like a PTAS but based on bi-criteria approximation algorithms. We can give a
formal definition of a bi-PTAS for the problem LBC as follows.
I Definition 1 (bi-PTAS). A bi-PTAS for the maximization version of LBC is a PTAS which
is a (1 − )-approximation in the objective, and a (1 + )-approximation in the constraint.
Similarly, a bi-PTAS for the minimization version of LBC is a PTAS which is a (1 + )approximation in the objective, and a (1 + )-approximation in the constraint.

1.1

Related Work

Most of the previous work on approximation algorithms for LBC has focused on the study of
minimizing the min-max objective (a.k.a. the makespan), for the identity function f (i.e.,
f (x) = x for all x ∈ R+ ). Lin and Vitter [20] proposed a (2 + 1 , 1 + )-approximation
algorithm for the problem LBC for any  > 0, and these factors were then improved to (2, 1)
by Shmoys and Tardos [24]. Regarding inapproximability, Lenstra et al. [18] ruled out the
existence of an (α, 1)-approximation, for any α > 3/2. Better algorithms were known for the
case when there is only a constant number of machines [16, 2, 8]. Jansen and Porkolab [16]
presented a linear-programming-based (1 + , 1 + )-approximation algorithm with running
time O(n(m/)O(m) ) (recall that m is the number of machines and n the number of jobs).
Angel et al. [2] followed a dynamic-programming-based approach and significantly improved
this result by exhibiting a (1 + , 1)-approximation algorithm, with a worse complexity
than the previous one. Efraimidis and Spirakis [8] generalized the result of Jansen and
Porkolab [16] to the case of two cost constraints.
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We study LBC in the setting when the number of different types of machines is a fixed
constant, where machines are of the same type if the processing time of every job is identical
on these machines. This naturally generalizes previous special cases in the literature such
as the case of identical machines and the case of a constant number of machines. Focusing
on this setting, attempts have been devoted to designing approximation schemes for LBC
without constraints, for different objectives (assuming f is the identity function). An overview
of these results is given in Table 1. The best approximation results for the min-max and
max-min objectives are EPTASes due to Jansen and Maack [15]. Kones and Levin [17] have
significantly generalized these results to an objective that is a convex combination of min-max
and min-sum. More interestingly, their results can be applied to a variety of well-known
machine scheduling problems. However, a straightforward application of their technique does
not seem to work for the case of max-min and max-sum objectives, with cost constraints.
This motivates the study of an improved technique for designing approximation schemes for
the LBC problem, with a general class of functions f .
Table 1 A brief overview of previously known and our novel results for LBC. The parameters k,
n, m, and T are the number of constraints, jobs, machines, and machine types, respectively, and
 > 0 is any constant less than 1. Our results are highlighted in bold letters; previous results are grey.
Note that the EPTAS provided by Kones and Levin [17] is actually for minimizing both min-max
and min-sum. Our boldfaced results as well as previous results marked with ∗ hold for functions f
fulfilling condition (†) (see Section 1.2).
Objectives

min-max

max-min

min-sum

max-sum

k=0

2 [18]

Õ(n− ) [7]

2 [3]

unknown

k=1

(2 + 1 , 1 + 1 ) [20]
unknown
(2 + , 1) [24]

unknown

unknown

T = 1, k = 0

PTAS [13]

EPTAS [25] EPTAS∗ [1] EPTAS∗ [1]

m = O(1), k = 0

FPTAS [14]

FPTAS [26] FPTAS [4]

FPTAS [4]

m = O(1), k = 1

bi-PTAS [16]
PTAS [2]

bi-PTAS

bi-PTAS

bi-PTAS

m = O(1), k = 2

bi-PTAS [8]

bi-PTAS

bi-PTAS

bi-PTAS

T = O(1), k = 0

PTAS [6, 12]
EPTAS [15]

EPTAS [15]

PTAS [6]
PTAS
EPTAS [17]

bi-PTAS

bi-PTAS

T = O(1), k = O(1) bi-PTAS

1.2

bi-PTAS

Our Contribution

Suppose that the function f : R+ → R+ is computable and fulfills the following condition (†):
For all  > 0, there exists a δ > 0 (whose value depends only on ) such that for all x, y ≥ 0,
|y − x| ≤ δx implies |f (y) − f (x)| ≤ f (x). The function f is convex (respectively, concave)
if and only if
f (x + δ) + f (y − δ) ≤ f (x) + f (y)

(respectively, f (x + δ) + f (y − δ) ≥ f (x) + f (y))

holds for all x, y, δ with 0 ≤ x ≤ y and 0 ≤ δ ≤ y − x. Our contributions are as follows:
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I Theorem 2. If the number of machine types is fixed, then there is a bi-PTAS for LBC
with max-min or max-sum objectives, for any computable concave function f satisfying
condition (†).
I Theorem 3. If the number of machine types is fixed, then there is a bi-PTAS for LBC with
min-max or min-sum objectives, for any computable convex function f satisfying condition (†).
All of our bi-criteria PTASes are achieved based on a novel algorithmic framework which
combines some existing ideas due to Alon et al. [1] and Jansen and Maack [15], and our
framework is in fact strongly built on them. Their basic idea is as follows:
First, round all the job sizes using the geometric rounding approach;
second, formulate the rounded problem instance as a mixed integer linear program (MILP)
with a small number of integral variables that can be efficiently solved;
and, finally, round the obtained fractional solution to an integer solution, which is then
converted into a near-optimal schedule to the original instance.
This idea has been successfully applied to the cases of max-min and min-max objectives
with identity functions f , as shown by Jansen and Maack [15]. However, major changes are
required to make their approach applicable not only to other objectives such as max-sum
and min-sum but also to non-identity functions f . A crucial change is the way how to deal
with both small jobs and huge jobs of sizes bigger than a threshold K – the guessed optimal
value of the objective. Jansen and Maack [15] show, for every huge job, how one can round
its size to K without changing the objective value. However, this argument is no longer valid
when the objective function is measured as a sum of machine loads.
In our framework, huge jobs are considered together with other types of jobs in the MILP.
In addition, we will find a way of replacing small jobs assigned to a machine by a number
of dummy jobs all of the same reasonable size, which could help in defining configurations.
Another major change is the method of rounding the fractional solution to the MILP. In our
case the flow network utilizing flow integrality technique used by Jansen and Maack [15]
does not help and we instead follow a more general linear-programming rounding combined
with a partial enumeration technique.
Finally, we mention that this approach has also turned out to be useful in the different
context of approximating Pareto sets for fair and efficient allocation of indivisible goods
when there are only a few agent types or a few types of goods [21].

1.3

Organization

Our paper is structured as follows. First, in Section 2, we describe an algorithmic framework
for designing bi-criteria approximation schemes for LBC with respect to the max-sum objective.
In Section 3, we then show how to modify it to obtain similar results for other types of
objectives. We conclude in Section 4 and discuss interesting open problems for future work.

2

Bi-Criteria Approximation Schemes for the Max-Sum Objective

Let us fix some notation to be used throughout this paper. For a positive integer z, we use [z]
to denote the set {1, 2, . . . , z}. A schedule of jobs to machines is denoted by A = (Ai )i∈[T ] ,
where Ai is the set of machine i’s jobs, and we denote by Li the load of machine i, i.e., the
total of the sizes of the jobs in Ai . We use φI (A) to denote the objective value of schedule A
for a problem instance I. Let T be the number of different machine types and let mt be
the number of machines of type t ∈ [T ] = {1, . . . , T }. Two different machines i and i0 are
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of the same type if pi,j = pi0 ,j for all jobs j ∈ [n]. The size and the cost of a job j on a
machine of type t is denoted by pt,j and ct,j , respectively. Note that every job j has the
same cost ct,j for all machines of type t. We first present an algorithmic framework for
designing a bi-PTAS for LBC with respect to the max-sum objective, and then show how to
modify it to obtain similar results for other types of objectives. Fix a constant  ∈ (0, 1);
without loss of generality, we may assume that  < 1/2. Assume that f is a nonnegative
concave function satisfying condition (†), that is, one can choose δ (depending on ) such
that |f (y) − f (x)| ≤  · f (x) for every x, y ≥ 0, |y − x| ≤ δx. Let α = min{ 19 , 6δ }. Let I be a
given problem instance and A∗ be its optimal schedule. The following lemma, due to Alon
et al. [1], exhibits the existence of another optimal schedule A of a nice structure, which is
essentially the starting point of our framework.
I Lemma 4 (Alon et al. [1]). There is an optimal schedule A and there are nonnegative
values V1 , . . . , VT such that for every machine type t ∈ [T ], if a job of size at least Vt is
assigned to some machine then it is the only job it receives; those machines which are not
assigned such a job are assigned a subset of jobs of total sizes in ( 12 Vt , 2Vt ).
I Remark 5. Regarding the applicability of Lemma 4, note that Observations 2.1 and 2.2
provided by Alon et al. [1] do not aim at addressing cost constraints, which is part of our
problem model LBC. However, since we assume that every job has the same cost for all
machines of the same type, exchanging the jobs between these machines does not affect the
total cost of the whole assignment.
The basic idea in the proof of Lemma 4 is to convert the schedule A∗ into a new schedule
A with the desired structure, by a suitable reassignment of jobs among machines of the
same type. The existence of such an optimal assignment A paves a way for (approximately)
solving I via a simple enumeration technique: First, guess approximate values of Vt for all t
and, second, find a schedule of maximum value among those having a nice structure w.r.t.
these guessed values. The guessing step can be done by enumerating all possible intervals
Ik = [(1 + α)k , (1 + α)k+1 ), for nonnegative integers k, and in each interval (1 + α)k can
serve as an estimated value of Vt . Consequently, the resulting schedule may not be optimal,
but its value should be within a small factor of 1 + α of the optimum.
The next idea is to decompose our problem instance I into a bounded number of
subproblems, denoted as Sub(I; W ), each being associated with a vector W = (Wt )t∈[T ] that
can be seen as the approximate values of V = (Vt )t∈[T ] . The final solution to the original
instance is the one of maximum value among all solutions to subproblems. Here, a feasible
solution to the subproblem Sub(I; W ) is defined as a solution that gives to each machine
of type t only one job of size at least (1 + α)Wt (later on, we will call this a huge job) or
a set of jobs of total size in ( 12 Wt , 2(1 + α)Wt ); and the total costs of all machines is at
most B. Our goal is to find an approximate solution (in terms of its objective value) to
each subproblem rather than solving it exactly. For doing so, we present a polynomial-time
algorithm, Oracle, which can either report “NO,” meaning that there is no feasible solution,
or which produces a relaxed feasible solution that has a value of at least (1 − ρ) times that
of an optimal solution, for some small integer ρ > 0, and has cost at most (1 + )B. We
call such a schedule a ρ-schedule. Having the algorithm Oracle, one can solve the original
instance I via Algorithm 1. The correctness of the algorithm is stated in Lemma 6.
I Lemma 6 (Correctness of Algorithm 1). Algorithm 1 returns a schedule that has value at
least (1 − O()) times the optimum, and has total costs of at most (1 + ) · B. The running
time of the algorithm is a polynomial in the input size, provided that the algorithm Oracle
has the same running time.
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Algorithm 1 Main.
1: P ← ∅
2: for each t ∈ [T ] do

P
ωt ← dlog1+α ( j∈[n] pt,j )e; Ξt = {0} ∪ {(1 + α)k , k = 0, . . . , ωt }

3:

4: for each vector W ∈ Ξ1 × · · · × ΞT do

Run Oracle(I; W ) and return a ρ-schedule A (if there exists one)
P ← P ∪ {A}

5:
6:

7: Return Ā ← arg maxA∈P φ(A)

The proof of Lemma 6 is omitted due to space limitations. In the rest of this section we
describe the algorithm Oracle to solve the subprobem Sub(I; W ), for a given nonnegative
vector W = (Wt )t∈[T ] . Our approach is based on solving a configuration mixed integer linear
program (MILP) that can be viewed as a relaxed version of the subproblem. If the MILP
is infeasible then our algorithm returns “NO”; otherwise, it outputs a solution with some
nice properties by which the solution can be transformed back into a schedule without much
affecting any of the objective value and the total cost. We sketch the main steps of Oracle
in Algorithm 2, and give some more detailed explanations in the following paragraphs.
Algorithm 2 Oracle(I; W ).
1
1: X ← ∅; ∆ ← 2(3T + α
log α1 · T + 1); q ← max{d∆/αe, d∆/e};
2: Classify jobs into small, large, and huge ones according to their sizes

3: Enumerate sets R1t of the q jobs of largest size among all small jobs, and sets R2t of the

q jobs of highest cost, which are assigned to machine type t, for all t ∈ [T ]
4: for each valid guess (R1t , R2t )t∈[T ] do

Round down job sizes pt,j , based on geometric rounding
Define a MILP of small number of integer variables
Find an optimal basic feasible solution (BFS) (x∗ , y∗ ) of at most ∆ fractional
components to MILP (if there exists any)
Round (x∗ , y∗ ) to an integer solution (x̄∗ , y∗ ) via solving a totally unimodular linear
program, LP
Transform (x̄∗ , y∗ ) back into a schedule A
X ← X ∪ {A}

5:
6:
7:
8:
9:
10:

11: return Ā = arg maxA∈X φ(A)

2.1

Job Classification

We classify jobs in [n] as small, large, and huge jobs, according to their sizes. A job is called
small, w.r.t. machine type t, if its size is at most αWt ,
large, w.r.t. machine type t, if its size is in (αWt , (1 + α)Wt ), and
huge, w.r.t. machine type t, if its size is at least (1 + α)Wt .
In addition to the jobs above, we create dummy jobs, each of the same size αWt w.r.t. machine
type t. We call the jobs in [n] real jobs to distinguish them from the dummy jobs. The
dummy jobs are not included as real jobs in the instance I, and are only used for modeling a
mixed integer linear program later on.
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Guessing Jobs of Specified Sizes and Costs in an Optimal Schedule

Let q = max{d∆/αe, d∆/e}, where ∆ is some constant that will be specified later. We guess
a set R1t of the q jobs of largest size among all small jobs and a set R2t of q jobs of highest
costs, which are assigned to machines of type t in an optimal schedule. For each set R1t we
define an associated set R̄1t = {j ∈ [n] \ R1t | αWt ≥ pt,j > minj∈R1t pt,j }, meaning that the
(small) jobs in R̄1t will not be assigned to any machine of type t. Similarly, we define an
associated set R̄2t = {j ∈ [n] \ R2t | ct,j > minj∈R2t ct,j }, for each R2t . It is essential to make
sure that the sets R1t and R2t , t ∈ [T ], are consistent with each other. For doing so, we give
a definition of a valid guess below. Let Rt = R1t ∪ R2t and R̄t = R̄1t ∪ R̄2t for each t ∈ [T ].
I Definition 7 (Valid guess). A tuple (R1t , R2t )t∈[T ] is a valid guess if the following hold:
R1t ∩ R̄2t = ∅ and R̄1t ∩ R2t = ∅ for every t ∈ [T ],
Rt ∩ Rt0 = ∅ for every t, t0 ∈ [T ] with t 6= t0 .
To find exactly (R1t , R2t )t∈[T ] , Algorithm 2 considers all possibilities of choosing such sets
of jobs of size q, with a running time bounded by (T n)2q = nO(1) , as T and q are constants.
In what follows we can thus assume, without loss of generality, that (R1t , R2t )t∈[T ] are given.

2.3

Rounding the Job Sizes

Following the geometric rounding approach, the size of job j for machines of type t ∈ [T ] is
rounded down to


p̂t,j = (1 − α)` · αWt , where ` = log1−α (pt,j/αWt ) .
(1)
Let Lt be the set of large rounded job sizes w.r.t. machine type t. The main purpose of using
the geometric rounding approach is to bound the size of Lt by a small constant. Indeed,
since the size of every large job is less than (1 + α)Wt , from (1) it follows that the number
α
≤ α1 log α1 = O(1). On the negative side,
of large rounded sizes must be at most log1−α 1+α
the size of every (real) job may be decreased because of the rounding, but the rounded size
is guaranteed to be within a factor of 1 − α of the original size. Formally, we have that
p̂t,j ≥ (1 − α) · pt,j for all t ∈ [T ], j ∈ [n]. Besides, note that the size of dummy jobs is not
affected at all. Let Î be the new instance obtained from I by replacing pt,j by p̂t,j .
I Proposition 8. For any schedule A, it holds that |φÎ (A) − φI (A)| ≤  · φI (A).
The proofs of Propositions 8 above and 9 below are omitted due to space limitations.
We define a subproblem Sub(Î; W ) in a similar way as we have done for Sub(I; W ) before,

except that the interval ( 12 Wt , 2(1 + α)Wt ) is now slightly changed to 1−α
2 Wt , 2(1 + α)Wt .
I Proposition 9. If there is a feasible schedule A to Sub(I; W ), then A is also a feasible
schedule to Sub(Î; W ), and if A is a ρ-schedule to Sub(Î; W ), then A is a (ρ + 2)-schedule
to Sub(I; W ).
By Proposition 9, it is sufficient to compute a ρ-schedule Â to Sub(Î; W ) for some small
constant ρ > 0. This is done by Steps 6–9 of Algorithm 2.

2.4

Configuration Mixed Integer Linear Program (C-MILP)

At the heart of the MILP is a so-called configuration, an integer-coordinate vector encoding a
subset of jobs received by a machine. In more detail, each coordinate of the vector encodes
the number of jobs of a particular size contained in the subset. Unlike the configurations
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considered in the model of Jansen and Maack [15], which involve only information about
large job sizes, we allow configurations in our model to involve information about small ones.
This, however, raises some obstacle: The number of small-job sizes can be as large as the
number of small jobs, making the number of configurations as large as well.
To overcome this difficulty, one can instead use a number of dummy jobs of total size
approximating the total size of small jobs. Formally, we can express a configuration as a
|L |+1
(|Lt | + 1)-dimensional vector Φ = (θ, Φv )v∈Lt ∈ Z+ t , where Φv denotes the number of
jobs of processing time v ∈ Lt , and θ denotes the number of dummy jobs. The value of a
P
configuration Φ for a machine of type t is defined as σt (Φ) = v∈Lt v · Φv + θ · αWt . 
For every t ∈ [T ], all the possible configurations of value in 1−3α
2 Wt , (2 + 3α)Wt are
collected into a set Ct . Also, we denote by Ct0 ⊂ Ct the set of configurations Φ with θ > 0.
I Proposition 10. |Ct | is upper-bounded by O(1).
The proof of Proposition 10 is again omitted due to space limitations.
Now, let ϕ1 , ϕ2 , ϕ3 be nonnegative real numbers with ϕ1 ≤ 1 and ϕ2 , ϕ3 ≥ 1. We
formulate a mixed integer linear program, denoted by MILP[ϕ1 , ϕ2 , ϕ3 ], that consists of both
fractional and integer variables. Denote x = (xt,j )t∈[T ],j∈[n] and y = (yt,Φ )t∈[T ],Φ∈Ct , where
xt,j ∈ [0, 1] indicates the fraction of job j assigned to machines of type t and yt,Φ ∈ N the
number of configurations Φ ∈ Ct assigned to machines of type t. Some variables xt,j are set
to be either 0 or 1 according to our sets (R1t , R2t )t∈[T ] . In fact, for j ∈ Rt = R1t ∪ R2t we set
xt,j = 1 and xt0 ,j = 0 for every t0 6= t. In addition, we set xt,j = 0 for all j ∈ R̄t = R̄1t ∪ R̄2t .
For t ∈ [T ], let Ot,v = {j ∈ [n] | p̂t,j = v} be the set of jobs of rounded size v w.r.t.
machine type t, and let Ht and St , respectively, be the sets of huge jobs and of small jobs.
The model of MILP[ϕ1 , ϕ2 , ϕ3 ] is as follows:
X
X
X
X
maximize g(x, y) =
f (σt (Φ)) · yt,Φ +
f (p̂t,j ) · xt,j
t∈[T ]

subject to
X
j∈Ht

X
t∈[T ]

X

xt,j +

X

ϕ1

Φ∈Ct0

X
t∈[T ]

t ∈ [T ],

(2)
(3)
(4)

Φ∈Ct

(θ − 1)yt,Φ ≤

X

yt,Φ = mt ,

j∈Ht

xt,j = 1, j ∈ [n],
X
xt,j ≥
Φv · yt,Φ , t ∈ [T ], v ∈ Lt ,

j∈Ot,v

X

Φ∈Ct

t∈[T ]

Φ∈Ct

j∈[n]

1
αWt

X

p̂t,j · xt,j ≤ ϕ2

j∈St

ct,j · xt,j ≤ ϕ3 · B.

X

(θ + 1)yt,Φ , t ∈ [T ],

(5)

Φ∈Ct0

(6)

The constraints (2) require that, for every type t ∈ [T ], the total number of configurations
and huge jobs assigned to machines of this type is exactly the number of machines of this
type. By the constraints (3), the variables xt,j indicate the fractional assignment of job j to
machine types t ∈ [T ], for every j ∈ [n]. The constraints (4) guarantee that, for every t ∈ [T ]
and for every v ∈ Lt , the total number of jobs of size v that are assigned to machines of type
t equals the total number of jobs of the same size used in the chosen configurations. The
constraints (5) upper- and lower-bound the total sizes of small jobs assigned to machines
of type t, according to the total size of dummy jobs used by the chosen configurations in
Ct0 . By the constraints (6), the total cost of the schedule does not exceed ϕ3 B. Finally,
notice that the total number of variables and the total number of constraints are bounded
P
by O(n) and by h = 1 + 3T + t∈[T ] |Lt | + n, respectively. This completes the description of
MILP[ϕ1 , ϕ2 , ϕ3 ].
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Computing and Rounding the Solution to MILP

The next lemma summarizes important properties of the above constructed MILP[ϕ1 , ϕ2 , ϕ3 ],
which are necessary in analyzing the correctness of Algorithm 2.
I Lemma 11. The following three statements are true:
1. One can find an optimal basic feasible solution (BFS) (x∗, y∗ ) to MILP[1, 1, 1] (if there
exists any), which has at most ∆ = 2 3T + α1 log α1 · T + 1 fractional components.
2. Solution (x∗ , y∗ ) can be rounded to an integer solution (x̄∗ , y∗ ) with g(x̄∗ , y∗ ) ≥ g(x∗ , y∗ ).
3. The rounded solution (x̄∗ , y∗ ) is feasible to MILP[1 − α, 1 + α, 1 + ].
Proof.
1. It suffices to prove that x∗ has at most ∆ fractional components. Since the number of
P
nontrivial constraints of MILP[1, 1, 1] is h = 1 + 3T + t∈[T ] |Lt | + n, x∗ has at most h
positive components. Consider the family of constraints (3). In each of these constraints,
there are only two cases: (i) there is exactly one positive component x∗t,j = 1, and (ii) there
are at least two nonintegral components. Denote by `1 and `2 , respectively, the number of
constraints (3) in each case. Then we have that `1 + `2 = n. The total number of positive
components of x∗ is at least `1 + 2`2 = 2n − `1 . By an earlier argument, we must have
P
P
that 2n − `1 ≤ h = 1 + 3T + t∈[T ] |Lt | + n or, equivalently, `1 ≥ n − 3T − 1 − t∈[T ] |Lt |.
Therefore, the number of nonintegral components of x∗ is at most




X
X
h − n − 3T − 1 −
|Lt | = 2 3T + 1 +
|Lt |
t∈[T ]
t∈[T ]


1
1
≤ 2 3T + log · T + 1 ,
α
α
as |Lt | is upper-bounded by α1 log α1 . Finally, notice that an optimal BFS to MILP[1, 1, 1]
can be found in polynomial time [23].
2. To round (x∗ , y∗ ) to an integer solution, we follow a linear-programming-based approach.2
As y∗ is already integral, we need only to round x∗ (or, more precisely, the fractional
components of x∗ ). To this end, we find a nonnegative optimal (integer) solution to the
following linear program (LP) in which ξ ∈ [0, 1][T ]×[n] and for all t, j we set ξt,j = x∗t,j
for all x∗t,j that are already integral:
g(ξξ , y∗ ) =

max
subject to
X

j∈Ht

X
t∈[T ]

X
j∈Ot,v

X
t∈[T ]

ξt,j = mt −
ξt,j = 1,
X
ξt,j ≥
ξt,j ≥ 0,

X
Φ∈Ct

X
Φ∈Ct

∗
f (σt (Φ)) · yt,Φ
+

∗
yt,Φ
,

X
t∈[T ]

X
j∈Ht

f (p̂t,j ) · ξt,j

t ∈ [T ],
j ∈ [n],

Φ∈Ct

∗
Φv · yt,Φ
,

t ∈ [T ], v ∈ Lt ,
t ∈ [T ], j ∈ [n].

One can see that LP has the form of Ax ≥ b, where the entries of A are only 0 or 1,
and b is an integer vector. Furthermore, A has exactly two nonzero entries per column.
Hence, A is a totally unimodular matrix, and thus every optimal basic feasible solution of
2

Jansen and Maack [15] employ of a flow network utilizing flow integrality to round (x∗ , y∗ ) to an integer
solution. In our case, the rounding needs to be done without decreasing the optimal objective value,
making Jansen and Maack’s technique inapplicable.
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LP is integral. It is well-known that such a solution ξ ∗ of LP can be found in polynomial
time. To get the second part of the second item, note that the optimal value of LP is an
upper bound of that of MILP, and that (x∗ , y∗ ) constitutes a feasible solution to LP.
∗
By setting x̄∗t,j = ξt,j
for all t, j, we get an integer solution (x̄∗ , y∗ ) with
g(x̄∗ , y∗ ) = g(ξξ∗ , y∗ ) ≥ g(x∗ , y∗ ).

(7)

3. One can check that while the integer solution (x̄∗ , y∗ ) fulfills the constraints (2), (3), and
(4), it may violate the last constraints – (5) and (6) – due to the rounding. We will show
that this violation does not affect much the quality of the rounded solution. Consider the
constraints (5) and fix a machine type t ∈ [T ]. It suffices to consider the case when n > q,
and thus R1t ⊂ [n]; otherwise, n were constant and the original problem trivial to solve.
Let s = arg minj∈R1t pt,j and Ut ⊂ [n] be the set of jobs j for which x∗t,j was fractional
but rounded down to 0 because of the rounding. By Lemma 11, the size of Ut is at most
∆. Hence, we have that
X
X
X
p̂t,j · x̄∗t,j ≥
p̂t,j · x∗t,j −
p̂t,j · x∗t,j
j∈St
j∈St
j∈Ut
X
≥
p̂t,j · x∗t,j − ∆ · p̂t,s
j∈St

≥

X

=

X

j∈St

j∈St

∆ X
·
p̂t,j
j∈R1t
|R1t |
∆ X
·
p̂t,j · x∗t,j .
−
j∈R1t
q

p̂t,j · x∗t,j −
p̂t,j · x∗t,j

P
From q ≥ d∆/αe and the feasibility of (x∗ , y∗ ) to MILP[1, 1, 1], it follows that j∈St p̂t,j ≥
P
P
(1 − α) · j∈St p̂t,j · x∗t,j ≥ (1 − α) Φ∈C 0 (θ − 1) · yt,Φ · αWt . Similarly, one can prove that
t
P
P
P
P
∗
Φ∈C 0 (θ + 1) · yt,Φ · αWt and
j∈St p̂t,j ≤ (1 + α) ·
t∈[T ]
j∈[n] ct,j · x̄t,j ≤ (1 + ) · B. J
t

2.6

Solution-to-Schedule Transformation

We now present a transformation of the integer solution (x̄∗ , y∗ ) back into a schedule (not
necessarily feasible) to Sub(Î; W ). The details are provided in Lemma 12 the proof of which
is omitted due to space limitations.
I Lemma 12. Given the integer solution (x̄∗ , y∗ ), one can transform it into a schedule whose
value is at least (1 − ) · g(x̄∗ , y∗ ) and whose cost is at most (1 + ) · B.

2.7

Schedule-to-Solution Transformation

I Lemma 13. Given an optimal (feasible) schedule A to Sub(Î; W ), MILP[1, 1, 1] has a
feasible integer solution (x̄, y) whose objective value is at least (1 − ) · φÎ (A).
Proof. Let A be an optimal schedule to Sub(Î; W ), we construct a feasible integer solution
(x̄, y) to MILP[1, 1, 1] as follows. For each job j assigned to machines of type t, we set x̄t,j = 1.
It remains to determine variables yt,Φ for each Φ ∈ Ct . For machines that received large jobs
only, one can easily define configurations corresponding to these machines. For machines that
received small jobs, their assignments in A do not well establish a configuration. For such
machines, we do the following transformation. Let Mt be the set of all machines i of type t
which received small jobs. Fix a machine i ∈ Mt and let δi be the total size of small jobs
assigned to i. We first simply remove all jobs, and then assign dummy jobs to this machine i,
one-by-one, until the total size of jobs assigned is equal to or exceeds δi . Let θi be the number
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of dummy jobs that have been assigned to i. Based on θi and the large jobs assigned to i,
one can easily determine the configuration Φi = (θi , Φiv )v∈Lt corresponding to this machine.
Finally, we can define the value of variables yt,Φ , for each Φ ∈ Ct , according to the number of
configurations Φ that have been determined. One can check that the constraints (2), (3), (4),
and (5) are fulfilled for ϕ1 = ϕ2 = 1. The satisfaction of the last constraint (6) comes from
the fact that A is an optimal schedule to Sub(Î; W ).
i
By the transformation above, one can see that
 |Li − σt (Φ )| ≤ αWt holds for every i ∈ Mt .
1−α
Using the fact that Li ∈ 2 Wt , 2(1 + α)Wt (as A is feasible to Sub(Î; W )), we obtain
1−3α
i
2 Wt ≤ σt (Φ ) ≤ (2 + 3α)Wt . This also holds for every machine i that received large jobs
only, implying that Φi ∈ Ct for every i.
To prove the approximation factor, i.e., g(x̄, y) ≥ (1 − ) · φÎ (A), we first notice that
|Li − σt (Φi )| ≤ 4α · Li ≤ δ · Li =⇒ f (σt (Φi )) ≥ (1 − ) · f (Li )

(8)

i
holds for every i ∈ Mt , as Li ≥ 1−α
2 Wt . If a machine i gets a configuration Φ containing
only large jobs or a huge job j then it holds that f (σt (Φi )) = f (Li ) and f (p̂t,j ) = f (Li ).
This together with (8) gives the desired inequality g(x̄, y) ≥ (1 − ) · φÎ (A).
J

2.8

Correctness of Algorithm 2

We now are ready to prove that Algorithm 2 is correct.
I Lemma 14. If A∗ is an optimal (feasible) schedule to the subproblem Sub(I; W ), then
Algorithm 2 runs in polynomial time in the input size and returns a 4-schedule A, that is,
φI (A) ≥ (1 − 4) · φI (A∗ ). Moreover, the cost of A is at most (1 + ) · B.
Proof. Let Â be an optimal schedule to Sub(Î; W ). Then, by Lemma 13, there exists a
feasible integer solution (x̄, y) to MILP[1, 1, 1] and g(x̄, y) ≥ (1 − ) · φÎ (Â). From (7) and
the fact that (x∗ , y∗ ) is an optimal (fractional) solution to MILP[1, 1, 1], it follows that:
g(x̄∗ , y∗ ) ≥ g(x∗ , y∗ ) ≥ g(x̄, y) ≥ (1 − ) · φÎ (Â).

(9)

From Lemma 11.3, we know that (x̄∗ , y∗ ) is feasible to MILP[1 − α, 1 + α, 1 + ]. Hence, by
Lemma 12, one can compute a schedule A such that
φÎ (A) ≥ (1 − ) · g(x̄∗ , y∗ ).

(10)

From (9) and (10) it follows that φÎ (A) ≥ (1−)2 ·φÎ (Â) ≥ (1−2)·φÎ (Â). By Proposition 9,
we have φI (A) ≥ (1 − 4) · φI (A∗ ). Finally, by the feasibility of (x̄∗ , y∗ ) to MILP[1 − α, 1 +
α, 1 + ], the cost of A is at most (1 + ) · B.
One can see that the overall complexity of Algorithm 2 is bounded by O(T1 · T2 ), where
T1 = O(n2q ) is the number of valid guesses of Rt , and T2 is the amount of time needed for
solving MILP[ϕ1 , ϕ2 , ϕ3 ]. To estimate T2 , note that MILP[ϕ1 , ϕ2 , ϕ3 ] has many variables but
a constant number of integer ones and thus can be solved in time polynomial in the size of
the input (see, for example, the work of Lenstra [19]). This completes the proof.
J

3

Adapting the Framework for Other Objectives

In this section, we will discuss how to adapt the algorithmic framework presented in the
previous section to attain similar results for other objectives such as max-min, min-max, and
min-sum. First of all, note that Lemma 4 holds for any concave function f in case of the
max-min and max-sum objectives, and for any convex function f in case of the min-max
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and min-sum objectives. Also, Proposition 8 applies to any of our four objectives above,
assuming that the function f fulfills condition (†). Now, consider the max-min objective.
The only changes are in the model of the constructed MILP[ϕ1 , ϕ2 , ϕ3 ]:
maximize
s.t.

ζ
constraints (2), (3), (4), and (5)
0
yt,Φ ≤ mt · yt,Φ
,

Φ ∈ Ct ,

(11)

0
yt,Φ
0
yt,Φ

Φ ∈ Ct ,

(12)

t ∈ [T ], Φ ∈ Ct

(13)

· σt (Φ) ≥ ζ,
∈ {0, 1},

are fulfilled. The number of constraints (∆) now increases due to the added constraints, but
still is a constant. Every step in Algorithm 2 remains unchanged and all our calculations
are almost the same as for the max-sum objective. For the min-sum and the min-max
objectives, there are several straightforward changes. The first change concerns the definition
of subproblems, where the output of the algorithm Oracle is now a ρ-schedule whose value
is at most (1 + ρ) times the optimum, for some constant ρ > 0. Rounding job sizes down
still works well, though rounding them up can lead to a final solution with a slightly better
approximation factor. Proposition 8 is unchanged, whilst the second part of Proposition 9 is
stated slightly differently: “If A is a ρ-schedule to Sub(Î; W ), then A is a (ρ + 4)-schedule to
Sub(I; W ).” The proof is similar to that of Proposition 9. Regarding MILP[ϕ1 , ϕ2 , ϕ3 ], the
major change is in the objective, where we now are concerned with a minimization problem
instead of a maximization one. Due to this change, all our technical results (Lemmas 11–14)
can be modified in an appropriate way, without any difficulty. Our method can also be
adopted to achieve a bi-PTAS for the case with any constant number of linear cost constraints,
which generalizes the problem studied by Efraimidis and Spirakis [8].
I Theorem 15. There is a bi-criteria PTAS for the load balancing problem on unrelated
parallel machines with any constant number of linear cost constraints, assuming that the
number of different types of machines is constant.

4

Conclusion and Future Work

We have studied a class of load balancing problems on unrelated parallel machines in the
presence of linear cost constraints, where the number of machine types is assumed to be
bounded by a constant. Building on the work of Alon et al. [1] and Jansen and Maack [15],
we have derived a unified approach for designing approximation schemes for the four studied
objective types, involving a general nonnegative (convex or concave) function f fulfilling a
certain property. Our results significantly generalize several existing results for load balancing
problems with various objectives. Table 1 on page 3 gives an overview of our results.
In addition, in the absence of the constraints, we indeed achieve a PTAS for the max-sum
objective, provided that the number of machine types is constant. As for future work, it
would be interesting to extend our result to the setting where all machines of the same type
are uniformly related [9], that is, they may have different speeds, making the processing
time of a job different on different machines. Note that this special case has already been
settled by Jansen and Maack [15] and Kones and Levin [17] for identity functions f . Another
interesting direction is to study the question of whether we can achieve polynomial-time
approximation schemes for computing a near-optimal schedule whose cost is not allowed to
exceed the budget B.
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Abstract
The mechanism for the cake-cutting problem based on the expansion process with unlocking proposed
by Alijani, Farhadi, Ghodsi, Seddighin, and Tajik [1, 18] uses a small number of cuts, but is not
actually envy-free and truthful, although they claimed that it is envy-free and truthful. In this
paper, we consider the same cake-cutting problem and give a new envy-free and truthful mechanism
with a small number of cuts, which is not based on their expansion process with unlocking.
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1

Introduction

The problem of dividing a cake among players in a fair manner has attracted the attention of
mathematicians, economists, political scientists and computer scientists [4, 3, 9, 10, 11, 16, 17]
since it was first considered by Steinhaus [19]. The cake-cutting problem is often used as a
metaphor for prominent real-world problems that involve the division of a heterogeneous
divisible good [6]. Formally, the cake-cutting problem is stated as follows: Given a divisible
heterogeneous cake C and n strategic players N = {1, 2, . . . , n}, where each player i ∈ N
has a valuation function vi over C, find an allocation of C to the players N that satisfies one
or several fairness criteria. In the cake cutting literature, one of the most important criteria
is envy-freeness [4]. In an envy-free allocation, each player considers his/her own allocation
at least as good as any other player’s allocation.
Stromquist [21] showed that there is no finite envy-free cake cutting algorithm that
outputs a contiguous allocation to each player for any n ≥ 3, although an envy-free allocation
with a contiguous allocation to each player is guaranteed to exist [20, 22]. Note that any cake
cutting algorithm that outputs a contiguous allocation to each player uses n − 1 cuts on cake
C. Deng, Qi and Saberi [10] showed that finding an envy-free allocation using n − 1 cuts on
cake C is PPAD-complete when valuation functions are given explicitly by polynomial-time
algorithms, although their result requires very general (e.g., non-additive, non monotone)
valuation functions [12].
In recent papers, some restricted classes of valuation functions have been studied [4, 6, 8,
9, 15]. Piecewise constant and piecewise uniform valuation functions are two special classes
of valuation functions which are very important in practice [1, 4, 9, 18]. For a valuation
function v on cake C, let D(v) = {x ∈ C | v(x) > 0} (thus, D(v) consists of several disjoint
maximal contiguous intervals). Then the valuation function v is called piecewise constant if,
for each contiguous interval I in D(v), v(x0 ) = v(x00 ) holds for all x0 , x00 ∈ I. Note that, in
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a piecewise constant valuation v, v(x) 6= v(y) may hold for x ∈ I and y ∈ J when I, J are
two distinct contiguous intervals in D(v). In a piecewise constant valuation v, if v(x) = v(y)
holds for all x, y ∈ D(v), then v is called a piecewise uniform function. Kurokawa, Lai, and
Procaccia [14] proved that finding an envy-free allocation when the valuation functions are
piecewise uniform is as hard as solving the problem without any restriction on the valuation
functions.
The cake-cutting problem has been studied not only from the viewpoint of computational
complexity but also from the game theoretical point of view [1, 4, 5, 9, 15, 18]. Chen, Lai,
Parkes, and Procaccia [9] considered a strong notion of truthfulness, in which the players’
dominant strategies are to reveal their true valuations over the cake. They presented an envyfree and truthful mechanism (i.e., polynomial-time algorithm) for the cake-cutting problem
when the valuation functions are piecewise uniform. Aziz and Ye [4] considered the problem
when valuation functions are piecewise constant and piecewise uniform. They designed three
algorithms called CCEA, MEA and CDA for piecewise constant valuations. They showed
that CCEA becomes essentially the same as the envy-free and truthful mechanism proposed
by Chen, et al. [9], if it is restricted for piecewise uniform valuations. However, CCEA and
the mechanism in [9] uses Ω(n2 m) cuts, where m is the largest number of maximal contiguous
subintervals in D(vi ) = {x ∈ C | vi (x) > 0} in piecewise uniform valuations vi .
Alijani, Farhadi, Ghodsi, Seddighin, and Tajik [1, 18] considered that the number of cuts
is important, noting that, in some cases, each cut might have additional cost: if the cake
models a processing time that must be fairly allocated among a set of tasks, then every
task-switch imposes an overhead and minimizing the total amount of overhead would be
equivalent to minimizing the number of cuts on the cake. Therefore, from the viewpoint of
a small number of cuts, they considered the following cake-cutting problem by restricting
each piecewise uniform valuation vi to satisfy that D(vi ) = {x ∈ C | vi (x) > 0} is a single
contiguous interval Ci in cake C: Given a divisible heterogeneous cake C, n strategic players
N = {1, 2, . . . , n} with valuation interval Ci ⊆ C of each player i ∈ N , find a mechanism
for dividing C into pieces and allocating pieces of C to n players N to meet the following
conditions: (i) the mechanism is envy-free; (ii) the mechanism is truthful; and (iii) the
number of cuts made on cake C is small. And they gave an envy-free and truthful mechanism
with at most 2n − 2 cuts based on the expansion process with unlocking, the main result in
the paper [1, 18]. However, the mechanism is not actually envy-free and truthful [2].
Thus, we give an alternative envy-free and truthful mechanism with at most 2n − 2 cuts
which is not based on the expansion process with unlocking. Furthermore, it runs in O(n3 )
time. Our approach uses properties in the structures of the valuation intervals.

2

Notation and Fundamental Notions

We are given a divisible heterogeneous cake C = [ 0, 1) = {x | 0 ≤ x < 1} 1 , n strategic players
N = {1, 2, . . . , n} with valuation interval Ci = [ αi , βi ) = {x | 0 ≤ αi ≤ x < βi ≤ 1} ⊆ C of
each player i ∈ N . We denote by CN the (multi-)set of valuation intervals of all the players
N , i.e., CN = (C1 , C2 , . . . , Cn ). We also write CN = (Ci : i ∈ N ).
The valuation intervals CN is called solid, if, for every point x ∈ C, there is a player
i ∈ N whose valuation interval Ci ∈ CN contains x. As assumed in [1, 4, 18], we will also
S
assume that the valuation intervals CN is solid throughout this paper, i.e., Ci ∈CN Ci = C.
1

To guarantee that the pieces allocated to the players by a mechanism are mutually disjoint, we represent
a given cake C to be C = [ 0, 1) = {x | 0 ≤ x < 1} in this paper and we assume that if a subinterval
X = [ x0 , x00 ) = {x | x0 ≤ x < x00 } of C = [ 0, 1) is cut at y ∈ X with x0 < y < x00 then X is divided into
two subintervals X 0 = [ x0 , y) and X 00 = [ y, x00 ).
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A union X of mutual disjoint sets X1 , X2 , . . . , Xk is denoted by X = X1 +X2 +· · ·+Xk =
`=1 X` . A piece Ai of cake C is a union of mutually disjoint subintervals Ai1 , Ai2 , . . . , Aiki
Pki
Ai` . A partition AN = (A1 , A2 , . . . , An ) of
of C. Thus, Ai = Ai1 + Ai2 + · · · + Aiki = `=1
cake C into n disjoint pieces A1 , A2 , . . . , An is called an allocation of C to n players N if
Pki
each piece Ai = `=1
Ai` is allocated to player i. We also write AN = (Ai : i ∈ N ). Thus,
P
Pki
A
=
C
in
allocation
AN = (Ai : i ∈ N ) of C to n players N , and Ai = `=1
Ai` is
i∈N i
called an allocated piece of C to player i.
For an interval X = [ x0 , x00 ) of C, the length of X, denoted by len(X), is defined by
Pk
00
x − x0 . For a piece A = `=1 X` of cake C, the length of A, denoted by len(A), is defined
Pk
by the total sum of len(X` ), i.e., len(A) = `=1 len(X` ). For each i ∈ N and valuation
Pk
interval Ci of player i, the value of piece A = `=1 X` for player i, denoted by Vi (A), is the
Pk
total sum of len(X` ∩ Ci ), i.e., Vi (A) = `=1 len(X` ∩ Ci ).
For an allocation AN = (Ai : i ∈ N ) of cake C to n players N , if Vi (Ai ) ≥ Vi (Aj ) for all
j ∈ N , then the allocated piece Ai to player i is called envy-free for player i. If, for every
player i ∈ N , the allocated piece Ai to player i is envy-free for player i, then the allocation
AN = (Ai : i ∈ N ) of cake C to n players N is called envy-free.
Let M be a mechanism for the cake-cutting problem. Let CN = (Ci : i ∈ N ) be an
arbitrary input to M and AN = (Ai : i ∈ N ) be an allocation of cake C to n players N
Pki
Ai` for every input CN = (Ci : i ∈ N )
obtained by M. If AN = (Ai : i ∈ N ) with Ai = `=1
to M is envy-free then M is called envy-free.
0
Now, assume that only player i gives a false valuation interval Ci0 and let CN
(i) = (Cj0 :
0
j ∈ N ) (all the other players j 6= i give true valuation intervals Cj and thus Cj = Cj for each
j=
6 i) be an input to M and let an allocation of cake C to n players N obtained by M be
Pkj0
Pki
A0N (i) = (A0j : j ∈ N ) with A0j = `=1
A0j` for each j ∈ N . The values of Ai = `=1
Ai` and
Pki0
Pki
Pki0
0
0
0
Ai = `=1 Ai` for player i are Vi (Ai ) = `=1 len(Ai` ∩ Ci ) and Vi (Ai ) = `=1 len(A0i` ∩ Ci )
Pki0
(note that Vi (A0i ) 6= `=1
len(A0i` ∩ Ci0 )). If Vi (Ai ) ≥ Vi (A0i ), then player i does not want
to give false valuation interval Ci0 and player i will report true valuation interval Ci to M
(thus, to report true valuation interval Ci is a dominant strategy of player i). For each player
i ∈ N , if this holds, then M is called truthful (allocation AN = (Ai : i ∈ N ) obtained by M
is also called truthful ).
For valuation intervals CN = (Ci : i ∈ N ) and an interval X = [ x0 , x00 ) of cake C, let
N (X) be the set of players i in N whose valuation intervals Ci are entirely contained in X
and let CN (X) be the (multi-)set of valuation intervals in CN which are entirely contained in
X. Let nX be the cardinality of N (X). Thus,
Pk

N (X) = {i ∈ N | Ci ⊆ X, Ci ∈ CN }, CN (X) = (Ci ∈ CN : i ∈ N (X)), nX = |N (X)|. (1)
As we defined the solidness of the valuation intervals CN in cake C, the valuation intervals
CN (X) for interval X = [ x0 , x00 ) of C is called solid, if for every point x ∈ X, there is a
valuation interval Ci ∈ CN (X) containing x. Thus, the valuation intervals CN (X) is solid if
S
and only if Ci ∈CN (X) Ci = X. Solidness will play a central role in this paper. Similarly, the
notion of density defined below will also play the central role in this paper.
len(X)
x00 −x0
The density ρ(X) of interval X = [ x0 , x00 ) of C is defined by ρ(X) = |N
(X)| = nX . The
density ρ(X) is the average length of pieces of the players in N (X) when the part X of cake
C is divided among the players in N (X). Note that, if X =
6 ∅ (i.e., len(X) 6= 0) and nX = 0
then ρ(X) = ∞. Let X be the set of all nonempty intervals in C. Let ρmin be the minimum
density among the densities of all nonempty intervals in C, i.e., ρmin = minX∈X ρ(X). Let
Xmin = {X ∈ X | ρ(X) = ρmin }. Thus, Xmin is the set of all intervals of minimum density
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0

C4 = [0.05,0.35)

C6 = C = [0,1)

1

C5 = [0.47,0.92)

C3 = [0.5,0.8)
C1 = [0.08,0.23)

C2 = [0.58,0.73)

Figure 1 Example of the valuation intervals CN = (C1 , C2 , . . . , C6 ) where N = {1, 2, . . . , 6}.
The minimum density is ρmin = 0.15 and the set of all intervals of minimum density is Xmin =
{[ 0.08, 0.23) = C1 , [ 0.58, 0.73) = C2 , [ 0.5, 0.8) = C3 , [ 0.05, 0.35) = C4 , [ 0.47, 0.92) = C5 }. Among
them, C1 and C2 are the minimal intervals of minimum density and C4 and C5 are the maximal
intervals of minimum density. Interval [ 0, 1) = C is of density ρ(C) = 61 .

in C. An interval X ∈ Xmin is called a minimal interval of minimum density if X contains no
other interval of Xmin properly. Similarly, X ∈ Xmin is called a maximal interval of minimum
density if no other interval of Xmin contains X properly (Figure 1).
Interval X = [ x0 , x00 ) of cake C is called a minimal interval with respect to valuations,
if there are valuation intervals Ci = [ αi , βi ) and Cj = [ αj , βj ) in CN (X) = (Ck ∈ CN : k ∈
N (X)) such that x0 = αi and x00 = βj . The following lemmas and corollaries can be obtained
by almost the same arguments. We will give only a proof of the first lemma.
I Lemma 1. Let X = [ x0 , x00 ) be a minimal interval with respect to valuations in cake
C. Suppose that ρ(Y ) ≥ ρ(X) holds for each minimal interval Y = [ y 0 , y 00 ) with respect to
valuations which is properly contained in X. Then the valuation intervals CN (X) is solid.
Proof. Suppose that no valuation interval in CN (X) contains a point x ∈ X = [ x0 , x00 ).
Thus, each valuation interval Ci = [ αi , βi ) ∈ CN (X) satisfies βi ≤ x or x < αi . Since
X = [ x0 , x00 ) is a minimal interval with respect to valuations, there are valuation intervals
Cj = [ αj , βj ) and Ck = [ αk , βk ) in CN (X) with αj = x0 < x and βk = x00 > x. Thus, we have
βj ≤ x and x < αk . Let y be the largest right endpoint among valuation intervals in CN (X)
whose right endpoints are smaller than or equal to x. Similarly, let z be the smallest left
endpoint among valuation intervals in CN (X) whose left endpoints are larger than x. Thus
 = x − y ≥ 0 and δ = z − x > 0. Let Y = [ x0 , y) and Z = [z, x00 ). Then both Y = [ x0 , y) and
Z = [z, x00 ) are minimal intervals with respect to valuations. Furthermore, Cj = [ αj , βj ) ⊆ Y ,
Ck = [ αk , βk ) ⊆ Z, Y ∩ Z = ∅ and each valuation interval Ci = [ αi , βi ) ∈ CN (X) satisfies
βi ≤ y ≤ x or x < z ≤ αi . Thus, each valuation interval Ci = [ αi , βi ) ∈ CN (X) is
either in CN (Y ) or in CN (Z) and we have CN (X) = CN (Y ) + CN (Z) and nX = nY + nZ . Since
len(Y ) = ρ(Y )nY , ρ(Y ) ≥ ρ(X), len(Z) = ρ(Z)nZ , and ρ(Z) ≥ ρ(X), we have
len(X)
x00 − x0
x00 − z + z − x + x − y + y − x0
=
=
nX
nX
nZ + nY
len(Z) + δ +  + len(Y )
ρ(Z)nZ + ρ(Y )nY + δ + 
=
=
nZ + nY
nZ + nY
ρ(Z)nZ + ρ(Y )nY
ρ(X)nZ + ρ(X)nY
>
≥
= ρ(X),
nZ + nY
nZ + nY
S
a contradiction. Thus, we have CN (X) is solid (i.e., Ci ∈CN (X) Ci = X).
ρ(X)

=

J

I Corollary 2. An interval X = [ x0 , x00 ) of minimum density ρmin in cake C is a minimal
interval with respect to valuations and the valuation intervals CN (X) is solid.
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I Lemma 3. For two distinct minimal intervals Xi = [ x0i , x00i ) and Xj = [ x0j , x00j ) with respect
to valuations in cake C such that Xi ∩ Xj 6= ∅, if ρ(Xi ) ≥ ρ(Xj ) and ρ(Xi ∩ Xj ) ≥ ρ(Xj ),
then ρ(Xi ∪ Xj ) ≤ ρ(Xi ).
Now we discuss structures of intervals of minimum density which play a central role in
our mechanism. By Lemmas 1 and 3, we have the following corollaries.
I Corollary 4. Let Xi = [ x0i , x00i ) and Xj = [ x0j , x00j ) be two distinct intervals of minimum
density ρmin in cake C. If Xi ∩ Xj 6= ∅ then both Y = Xi ∩ Xj and Z = Xi ∪ Xj are intervals
of minimum density ρmin .
I Corollary 5. If Xi = [ x0i , x00i ) and Xj = [ x0j , x00j ) are two distinct minimal intervals of
minimum density ρmin in cake C, then Xi ∩ Xj = ∅. Furthermore, if Xi = [ x0i , x00i ) lies to
the left of Xj = [ x0j , x00j ) then x00i ≤ x0j . In this case, if x00i = x0j then Z = Xi + Xj = [ x0i , x00j )
is an interval of minimum density and there is no valuation interval Ck = [ x0k , x00k ) ∈ CN
such that x0i ≤ x0k < x00i = x0j < x00k ≤ x00j . Similarly, for two distinct maximal intervals
Xi = [ x0i , x00i ) and Xj = [ x0j , x00j ) of minimum density ρmin in cake C, we have Xi ∩ Xj = ∅,
and if Xi = [ x0i , x00i ) lies to the left of Xj = [ x0j , x00j ) then x00i < x0j .

3

Outline of Our Mechanism

For a given input of cake C = [ 0, 1), n players N = {1, 2, . . . , n}, and solid valuation intervals
CN = (Ci : i ∈ N ) with valuation interval Ci = [ αi , βi ) of each player i ∈ N , we will give
a mechanism M which finds an allocation AN = (Ai : i ∈ N ) to players N satisfying the
following properties: (a) M is envy-free; (b) M is truthful; (c) Ai ⊆ Ci for each i ∈ N ; and
P
(d) i∈N Ai = C. We first give a brief outline of our mechanism.
Let H1 = [ h01 , h001 ), H2 = [ h02 , h002 ), . . . , HL = [ h0L , h00L ) be the maximal intervals of
minimum density ρmin in cake C = [ 0, 1). We first cut C = [ 0, 1) at both endpoints of each
H` (` = 1, 2, . . . , L). By Corollary 5, two distinct maximal intervals of minimum density are
disjoint and we can cut the cake at both endpoints of each maximal interval of minimum
density, independently. By these cuts, we can reduce the original cake-cutting problem into
two types of cake-cutting subproblems of type (i) and type (ii) as follows (Figure 2):
(i) the cake-cutting problem within each maximal interval H` = [ h0` , h00` ) (` = 1, 2, . . . , L)
of minimum density (which consists of cake H` , players N (H` ) whose valuation intervals
are in H` and valuations CN (H` ) with density ρ); and
(ii) the cake-cutting problem obtained by deleting all H` = [ h0` , h00` ) (` = 1, 2, . . . , L), i.e.,
PL
PL
the cake-cutting problem for cake C 0 = C \ `=1 H` , players N 0 = N \ `=1 N (H` )
P
L
0
0
and valuations CN
6 ∅ for all k ∈ N 0 )
0 (which consists of valuations Ck = Ck \
`=1 H` =
S
0
0
0
with density ρ and C 0 ∈C 0 0 Ck = C .
k

N

Note that the cake-cutting problem of type (i) is almost the same as the original cakecutting problem, since cake H` is a single interval, each valuation Ck ∈ CN (H` ) is also a single
interval, and the valuation intervals CN (H` ) is solid by Corollary 2.
On the other hand, the cake-cutting problem of type (ii) is different from the original
PL
cake-cutting problem, because the resulting cake C 0 = C \ `=1 H` may become a set of two
PL
or more disjoint intervals and each remaining valuation Ck0 = Ck \ `=1 H` 6= ∅ may also
become a set of two or more disjoint intervals. However, the cake-cutting problem of type
(ii) can be solved in almost the same way by using an idea proposed by Alijani et al. [1, 18]:
for each ` = 1, 2, . . . , L, perform shrinking of H` . That is, we virtually shrink each hollow
interval H` = [ h0` , h00` ) (since H` was already deleted) and virtually consider h0` = h00` . Let
(S)
H` be the shrunken interval obtained by shrinking the corresponding hollow interval H` .
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C6 = C = [0,1)

0

C4 = [0.05,0.35)

1

C5 = [0.47,0.92)

C3 = [0.5,0.8)
C1 = [0.08,0.23)

C2 = [0.58,0.73)

C6' = C ' = [0,0.05) + [0.35,0.47) + [0.92,1)

1

0

C4 = [0.05,0.35)

C5 = [0.47,0.92)

C1 = [0.08,0.23)

0

C3 = [0.5,0.8)
C2 = [0.58,0.73)

A6 = [0,0.05) + [0.35,0.47) + [0.92,1)

A4 = [0.05,0.08) + [0.23,0.35)

A1 = [0.08,0.23)

1

C5' = [0.47,0.58) + [0.73,0.92)

C3' = [0.5,0.58) + [0.73,0.8)
A2 = [0.58,0.73)

Figure 2 The cake-cutting problem can be reduced into two types of cake-cutting subproblems
by cutting cake C = [ 0, 1) at both endpoints of each maximal interval of minimum density: (i) one
within each maximal interval of minimum density (cake [0.05, 0.35) with players R1 = {1, 4} and cake
[0.47, 0.92) with players R2 = {2, 3, 5}), and (ii) one for cake [0, 0.05) + [0.35, 0.47) + [0.92, 1) with
the remaining players whose valuations are obtained by deleting all valuation intervals contained
in maximal intervals of minimum density (players P = {6}). The maximal interval [0.05, 0.35) of
minimum density for cake [0.05, 0.35) with players R1 = {1, 4} is further divided and A1 = [0.08, 0.23)
is allocated to player 1 and A4 = [0.05, 0.08) + [0.23, 0.35) is allocated to player 4. Since the
maximal interval [0.47, 0.92) of minimum density contains the minimal interval C2 = [0.58, 0.73)
of minimum density, C5 = [0.47, 0.92) is cut at both endpoints of C2 and A2 = C2 is allocated
to player 2. The remaining cake C50 = C5 \ C2 = [0.47, 0.58) + [0.73, 0.92) is further divided and
A3 = [0.5, 0.58) + [0.73, 0.8) is allocated to player 3 and A5 = [0.47, 0.5) + [0.8, 0.92) is to player 5.

PL
By shrinking of all H` = [ h0` , h00` ), cake C 0 = C \ `=1 H` becomes a single interval
PL
0
C 0(S) , players N 0 = N \ `=1 N (H` ) remains the same, each valuation Ck0 ∈ CN
0 becomes a
0(S)
0(S)
0(S)
0(S)
single interval Ck of C
, and the valuation intervals CN 0 = (Ck : k ∈ N 0 ) becomes
S
0(S)
solid (i.e., k∈N 0 Ck = C 0(S) ). Thus, by shrinking of all H` , the cake-cutting problem
of type (ii) above can be reduced to the cake-cutting problem of type (i) for cake C 0(S) ,
PL
0(S)
0(S)
0
players N 0 = N \ `=1 N (H` ), solid valuation intervals CN 0 = (Ck : Ck0 ∈ CN
0 ) with
S
0(S)
0(S)
0(S)
0
=C
and the same density ρ
= ρ , which can be solved recursively.
k∈N 0 Ck
0(S)

0(S)

0(S)

From an allocation AN 0 = (Ak : k ∈ N 0 ) to players N 0 where Ak is the allocated
P
0(S)
0(S)
0(S)
piece of cake C 0(S) to player k ∈ N 0 with Ak ⊆ Ck and i∈N 0 Ak = C 0(S) , we obtain
0
0
0
0
0
an allocation AN 0 = (Ak : k ∈ N ) to players N where Ak is the allocated piece of cake C 0 to
P
0(S)
player k with A0k ⊆ Ck0 and i∈N 0 A0k = C 0 as follows: if Ak contains a shrunken interval
(S)
0(S)
H` of hollow interval H` , then let A0k be the set of disjoint intervals obtained from Ak
(S)
0(S)
by restoring each shrunken interval H` in Ak as original hollow interval H` = [ h0` , h00` );
0(S)
otherwise, let A0k = Ak . We will call this inverse shrinking of all H` (` = 1, 2, . . . , L).
In summary, we have the following lemma.
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I Lemma 6. For the two cake-cutting subproblems of type (i) and type (ii) above, the
minimum density ρ` min of intervals in the cake-cutting problem within each H` = [ h0` , h00` )
(` = 1, 2, . . . , L) of type (i) satisfies ρ` min = ρmin , and if ρ(C) > ρmin then the minimum
density ρ0min of intervals in the cake-cutting problem of type (ii) satisfies ρ0min > ρmin .
The cake-cutting problem of type (i) within each maximal interval H` = [ h0` , h00` ) of
minimum density ρmin can be solved similarly. Let X1 = [ x01 , x001 ), X2 = [ x02 , x002 ), . . . , XK =
[ x0K , x00K ) be all the minimal intervals of minimum density ρmin in H` . Then by cutting cake
H` at both endpoints of each Xk = [ x0k , x00k ) we can reduce the original cake-cutting problem
into two types of cake-cutting subproblems of type (i) and type (ii) as follows (Figure 2):
(i) the cake-cutting problem within each minimal interval Xk = [ x0k , x00k ) (k = 1, 2, . . . , K)
of minimum density ρmin (which consists of cake Xk , players N (Xk ) whose valuation
intervals are in Xk and solid valuation intervals CN (Xk ) with density ρ); and
(ii) the cake-cutting problem obtained by deleting all Xk = [ x0k , x00k ) (k = 1, 2, . . . , K), i.e.,
PK
PK
the cake-cutting problem for cake D = H` \ k=1 Xk , players R = N (H` )\ k=1 N (Xk )
PK
and valuations DR (which consists of valuations Di = Ci \ k=1 Xk 6= ∅ for all i ∈ R)
S
with density ρ0 and Di ∈DR Di = D.
For the same reason as above, we can solve the cake-cutting problem of type (ii) recursively
by shrinking of all Xk = [ x0k , x00k ). Thus, in summary, we have the following lemma.
I Lemma 7. For the two cake-cutting subproblems of type (i) and type (ii) within each
maximal interval H` = [ h0` , h00` ) above, the minimum density of intervals in the cake-cutting
problem within each Xk = [ x0k , x00k ) (k = 1, 2, . . . , K) of type (i) is ρmin , and the minimum
density ρ0min of intervals in the cake-cutting problem of type (ii) also satisfies ρ0min = ρmin .
Thus, the core of our mechanism is to solve the cake-cutting problem for cake Xk which
is a minimal interval of minimum density ρmin , players N (Xk ) and solid valuation intervals
CN (Xk ) . We call this as Procedure CutMinInterval(N (Xk ), Xk , CN (Xk ) ) and will use it later.

4

Details of Our Mechanism

In this section, we will give details of our mechanism based on the outline in the previous
section. We denote, by Procedure CutCake(P, D, DP ), a method for solving the cake-cutting
problem for cake D which is a single interval, players P and solid valuation intervals DP
S
(where each valuation Dk ∈ DP for k ∈ P is a single interval in D and k∈P Dk = D). The
original cake-cutting problem for cake C, players N and solid valuation intervals CN can be
solved by calling CutCake(N, C, CN ). Thus, we can write our mechanism as follows.
Mechanism 1 Our cake-cutting mechanism.

Input: A cake C = [ 0, 1), n players N = {1, 2, . . . , n} and solid valuation intervals CN
S
with valuation interval Ci = [ αi , βi ) of each player i ∈ N and Ci ∈CN Ci = C.
Output: Allocation AN = (Ai : i ∈ N ) to players N .
Algorithm {

CutCake(N, C, CN );

}

We also denote, by Procedure CutMaxInterval(R, H, DR ) called in CutCake(P, D, DP ),
a method for solving the cake-cutting problem of type (i) with cake H = H` which is a
maximal interval of minimum density ρmin in cake D, players R = P (H` ) = {i ∈ P | Di ⊆
H` , Di ∈ DP } and solid valuation intervals DR = DP (H` ) = (Di ∈ DP : i ∈ P (H` )) (thus,
∪Di ∈DR Di = H` ). Based on Lemma 6, we can write Procedure CutCake(P, D, DP ) as follows.
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Procedure CutCake(P, D, DP )

Find all the maximal intervals of minimum density ρmin in the cake-cutting
problem with cake D, players P and solid valuation intervals DP ;
Let H1 = [ h01 , h001 ), H2 = [ h02 , h002 ), . . . , HL = [ h0L , h00L ) be all the maximal intervals of
minimum density ρmin ; // H1 , H2 , . . . , HL are mutually disjoint by Corollary 5
for ` = 1 to L do
cut cake D at both endpoints h0` , h00` of H` ;
R` = {k ∈ P | Dk ⊆ H` , Dk ∈ DP }; DR` = (Dk ∈ DP : k ∈ R` );
CutMaxInterval(R` , H` , DR` );
P 0 = P ; D0 = D; for ` = 1 to L do P 0 = P 0 \ R` ; D0 = D0 \ H` ;
PL
PL
if P 0 6= ∅ then // P 0 = P \ `=1 R` and D0 = D \ `=1 H`
DP0 0 = ∅;
PL
for each Dk ∈ DP with k ∈ P 0 do Dk0 = Dk \ `=1 H` ; DP0 0 = DP0 0 + {Dk0 };
Perform shrinking of all H1 , H2 , . . . , HL ;
(S)
(S)
(S)
Let D(S) , Dk ∈ DP 0 , and DP 0 be obtained from D0 , Dk0 ∈ DP0 0 , and DP0 0
by shrinking of all H1 , H2 , . . . , HL , respectively;
(S)
CutCake(P 0 , D(S) , DP 0 ); Perform inverse shrinking of all H1 , H2 , . . . , HL ;

(S)

Note that, if P 0 =
6 ∅ after the deletion of H1 , H2 , . . . , HL and CutCake(P 0 , D(S) , DP 0 )
(S)
is recursively called, then the minimum density ρ0min in CutCake(P 0 , D(S) , DP 0 ) satisfies
ρ0min > ρmin by Lemma 6. Next, we give a detailed description of CutMaxInterval(R, H, DR )
based on Lemma 7 and Procedure CutMinInterval(S, X, DS ).
Procedure CutMaxInterval(R, H, DR )

Let X1 = [ x01 , x001 ), X2 = [ x02 , x002 ), . . . , XK = [ x0K , x00K ) be all the minimal intervals of
minimum density ρmin in H; // X1 , X2 , . . . , XK are mutually disjoint by Corollary 5
for k = 1 to K do
cut cake H at both endpoints x0k , x00k of Xk ;
Sk = {i ∈ R | Di ⊆ Xk , Di ∈ DR }; DSk = (Di ∈ DR : i ∈ Sk );
CutMinInterval(Sk , Xk , DSk );
0
R = R; H 0 = H; for k = 1 to K do R0 = R0 \ Sk ; H 0 = H 0 \ Xk ;
PK
PK
if R0 6= ∅ then // R0 = R \ k=1 Sk and H 0 = H \ k=1 Xk
0
DR
0 = ∅;
PK
0
0
0
for each Di ∈ DR with i ∈ R0 do Di0 = Di \ k=1 Xk ; DR
0 = DR0 + {Di };
Perform shrinking of all X1 , X2 , . . . , XK ;
(S)
(S)
(S)
0
0
Let H (S) , Di ∈ DR0 , and DR0 be obtained from H 0 , Di0 ∈ DR
0 , and DR0
by shrinking of all X1 , X2 , . . . , XK , respectively;
(S)
CutMaxInterval(R0 , H (S) , DR0 ); Perform inverse shrinking of all X1 , X2 , . . . , XK ;
(S)

Note that, if R0 6= ∅ after deletion of X1 , X2 , . . . , XK and CutMaxInterval(R0, H (S), DR0 )
(S)
is recursively called, then the minimum density ρ0min in CutMaxInterval(R0 , H (S) , DR0 )
satisfies ρ0min = ρmin by Lemma 7. As mentioned before, Procedure CutMinInterval(S, X, DS )
is the core method for solving the cake-cutting problem where cake X is a minimal interval
of minimum density in maximal interval H of minimum density ρmin , players S = R(X) =
{i ∈ R | Di ∈ DR , Di ⊆ X} and solid valuation intervals DS = DR(X) = (Di ∈ DR : i ∈ S).
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Core Method: Cutting Minimal Interval of Minimum Density

We need some more definitions and notations to give the core method.
I Definition 8. Let X = [ x0 , x00 ) be a minimal interval of minimum density ρmin in cake C.
A minimal interval Y = [ y 0 , y 00 ) with respect to valuations which is properly contained in X
(i.e., Y ⊂ X) is called a separable interval of X, if len(Y ) is less than (nY + 1) ρmin where
nY is the number of players whose valuation intervals are entirely contained in Y . If there is
no separable interval of X = [ x0 , x00 ), then X is called nonseparable.
We first consider the case when a minimal interval X of minimum density ρmin is
nonseparable. This has a nice property which can be proved by Hall’s Theorem [13].
I Lemma 9. Let X = [ x0 , x00 ) be a nonseparable minimal interval of minimum density
ρmin . For simplicity, we assume N (X) = {1, 2, . . . , nX }. Let Ij = [x0 + (j − 1)ρmin , x0 +
P
jρmin ) for each j ∈ N (X), and let IN (X) = {I1 , I2 , . . . , InX } (thus, j∈N (X) Ij = X). Let
GN (X) = (CN (X) , IN (X) , E) be a bipartite graph with vertex set CN (X) + IN (X) and edge
set E where (Ci , Ij ) ∈ E if and only if Ij ⊆ Ci . Then GN (X) has a perfect matching
M = {(Ci , Iπ(i) ) | i ∈ N (X)} ⊆ E, where π is a permutation on N (X).
P
(Thus, we can allocate Ai = Iπ(i) ⊆ Ci of cake X to player i ∈ N (X) with i∈N (X) Ai =
X and we call this Procedure AllocateInterval(N (X), X, CN (X) ).)
Next we consider the case when a minimal interval X = [ x0 , x00 ) of minimum density ρmin
has a separable interval (Figure 3). Let Y be the set of all separable intervals in X and let
y∗ =

max

Y =[ y 0 , y 00 )∈Y

y0

and

Yy∗ = {Y = [ y 0 , y 00 ) ∈ Y | y 0 = y ∗ }.

(2)

That is, y ∗ is the largest left endpoint of the separable intervals in X and Yy∗ is the set of
all separable intervals with left endpoint y ∗ in X. For each interval Y = [ y 0 , y 00 ) of X, let
γ(Y ) = len(Y ) − nY ρmin .

(3)

Then, for a separable interval Y = [ y 0 , y 00 ) of X (thus, Y is a minimal interval with respect
to valuations in X by Definition 8), we have
nY ρmin < len(Y ) < (nY + 1) ρmin

and

0 < γ(Y ) < ρmin .

(4)

)
Actually, ρ(Y ) = len(Y
> ρmin by the definition of a minimal interval X of minimum density
nY
ρmin and len(Y ) < (nY + 1) ρmin since Y ⊂ X is a separable interval of X. Let

γ ∗ = min γ(Y ).

(5)

Y ∈Yy∗

Clearly, 0 < γ ∗ < ρmin by Eqs.(2), (4). Let
∗

∗

∗

Yyγ∗ = {Y = [ y ∗ , y 00 ) ∈ Yy∗ | γ(Y ) = γ ∗ } and Zyγ∗ = {y 00 | Y = [ y ∗ , y 00 ) ∈ Yyγ∗ }.
∗

(6)
∗

That is, Yyγ∗ is the set of separable intervals Y = [ y ∗ , y 00 ) in Yy∗ with γ(Y ) = γ ∗ and Zyγ∗ is
∗
∗
the set of right endpoints of the separable intervals in Yyγ∗ . Let J = |Zyγ∗ | and assume
∗

Zyγ∗ = {z1∗ , z2∗ , . . . , zJ∗ },

z1∗ < z2∗ < · · · < zJ∗ ,

Yj = [ y ∗ , zj∗ ) for j = 1, 2, . . . , J.

(7)

For simplicity, we also consider z0∗ = y ∗ + γ ∗ and Y0 = [ y ∗ , z0∗ ). Then we have the following.
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Figure 3 Players N = {1, 2, . . . , 10} and their valuation intervals C1 = [ 0, 1), C2 = [ 0.01, 0.24),
C3 = [ 0.02, 0.25), C4 = [ 0.05, 0.34), C5 = [ 0.28, 0.52), C6 = [ 0.29, 0.59), C7 = [ 0.3, 0.65), C8 =
[ 0.32, 0.77), C9 = [ 0.45, 0.85), C10 = [ 0.7, 1). X = [ 0, 1) is a minimal interval of minimum
density ρmin = 0.1, and there are several separable intervals of X = [ 0, 1) such as [ 0.01, 0.25),
[ 0.01, 1), [ 0.28, 0.65), [ 0.28, 0.77), [ 0.28, 0.85). The largest left endpoint y ∗ of the separable intervals
in X is 0.28 and the set of separable intervals with the largest left endpoint y ∗ = 0.28 is Yy∗ =
∗
∗
{[ 0.28, 0.65), [ 0.28, 0.77), [ 0.28, 0.85)}. Thus, Yyγ∗ = {[ 0.28, 0.65), [ 0.28, 0.85)}, Zyγ∗ = {0.65, 0.85},
∗
∗
J = 2, z1 = 0.65 < z2 = 0.85 (and z0 = 0.35, Y0 = [0.28, 0.35), Y1 = [0.35, 0.65) Y2 = [0.65, 0.85)).

I Lemma 10. Let X = [ x0 , x00 ) be a minimal interval of minimum density ρmin in cake C.
Let Y = [ y ∗ , z) ⊂ X be an interval such that there exists Ci = [ αi , βi ) ∈ CN (X) with y ∗ ≤ αi
∗
∗
and z = βi . Then γ(Y ) = γ ∗ for z ∈ Zyγ∗ and γ(Y ) > γ ∗ for z 6∈ Zyγ∗ . Furthermore, if
∗
z 6∈ Zyγ∗ and z > zj∗ for some Yj = [y ∗ , zj∗ ) (j = 0, 1, . . . , J), then z − zj∗ > ρmin (nY − nYj ).
Proof. It is clear that γ(Y ) = len(Y ) − nY ρmin = z − y ∗ − nY ρmin by the definition of γ(Y )
∗
∗
∗
of Y = [ y ∗ , z). Similarly, if z ∈ Zyγ∗ then γ(Y ) = γ ∗ by the definitions of Yyγ∗ and Zyγ∗ .
∗
Therefore, we can assume z 6∈ Zyγ∗ below.
(i) We first consider the case when Y = [ y ∗ , z) is not a separable interval. If Y = [ y ∗ , z)
is a minimal interval with respect to valuations then len(Y ) ≥ (nY + 1) ρmin and γ(Y ) =
len(Y ) − nY ρmin ≥ ρmin > γ ∗ . Otherwise (i.e., if Y = [ y ∗ , z) is not a minimal interval
with respect to valuations), let y 0 = minCj =[ αj ,βj )⊂Y :Cj ∈CN (X) αj . Then y 0 > y ∗ , since the
valuation interval Ci = [ αi , βi ) ∈ CN (X) satisfies αi ≥ y ∗ , z = βi , and Ci ⊂ Y = [ y ∗ , z). Let
Cj = [ αj , βj ) ∈ CN (X) satisfy αj = y 0 and Cj ⊂ Y . Let Y 0 = [ y 0 , z) ⊂ Y = [ y ∗ , z). Then
Y 0 is a minimal interval with respect to valuations and nY 0 = nY . Note that, Y 0 is not a
separable interval since y ∗ is the largest left endpoint of separable intervals. Thus, len(Y 0 ) ≥
(nY 0 + 1) ρmin and len(Y ) = z − y ∗ > z − y 0 = len(Y 0 ) ≥ (nY 0 + 1) ρmin = (nY + 1) ρmin and
we have γ(Y ) = len(Y ) − nY ρmin > ρmin > γ ∗ .
(ii) We next consider the case when Y = [ y ∗ , z) is a separable interval. Thus, nY ρmin <
∗
∗
len(Y ) < (nY + 1)ρmin . By the definition of Zyγ∗ = {y 00 | Y = [ y ∗ , y 00 ) ∈ Yyγ∗ } and Eq.(5),
∗
we have γ(Y ) = len(Y ) − nY ρmin > γ ∗ since z 6∈ Zyγ∗ .
∗

Furthermore, if z 6∈ Zyγ∗ and z > zj∗ for some Yj = [y ∗ , zj∗ ) (j = 0, 1, . . . , J), then z − zj∗ =
len(Y )−len(Yj ) and we have z −zj∗ = len(Y )−len(Yj ) = ρmin nY +γ(Y )−(ρmin nYj +γ(Yj )) =
(γ(Y ) − γ(Yj )) + ρmin (nY − nYj ) > ρmin (nY − nYj ) by γ(Yj ) = γ ∗ < γ(Y ).
J
The following lemma can be obtained by the same argument as in Proof of Lemma 1.
I Lemma 11. Let X = [ x0 , x00 ) be a minimal interval of minimum density ρmin in cake C.
Then the valuation intervals CN (Yj ) for each Yj = [ y ∗ , zj∗ ) (j = 1, 2, . . . , J) is solid.

T. Asano and H. Umeda

0

0.1

0.2

15:11

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

D '5 = [0.35,0.52)
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Figure 4 In the example in Figure 3, Z1 = [0.35, 0.65), S(Z1 ) = {5, 6, 7}, DS(Z
= (D50 =
1)
0
0
0
[0.35, 0.52), D6 = [0.35, 0.59), D7 = [0.35, 0.65]), and Z2 = [0.65, 0.85), S(Z2 ) = {8, 9}, DS(Z
=
2)
0
0
(D8 = [0.65, 0.77), D9 = [0.65, 0.85]).

Let X = [ x0 , x00 ) be a minimal interval of minimum density ρmin in cake C and let
S = N (X)0and D
∈ CN , C
S = (D
i : Ci 0.4
i ⊆ X)
0.1
0.2i = C0.3
0.5
0.6= CN0.7
0.8 each
0.9j = 1,1 2, . . . , J, let
(X) . For
∗
Zj = [zj−1
, zj∗ ), S(Zj ) = {i ∈ S | Di ∈ DS , Di ⊆ Yj , Di 6⊆ Yj−1 }, n0Zj = |S(Zj )|,

D '1 = [0,0.35) + [0.85,1)
C2
DS(Z
C3j ) = (Di ∈ DS : i ∈ S(Zj )),
D '4 = [0.05,0.34) = C4
0 C4
DS(Z
= (Di0 = Di \ Y=j−1
j ) D ' = [0.01,0.24)
C2 : Di ∈ DS(Zj ) )
2
D '3 = [0.02,0.25) = C3
[ z *, z *) = [0.35,0.85)

(8)
(9)

D '10 = [0.85,1)

(10)

(Figure 4). Note that DS(Zj ) = (Di ∈ D0 S :0 Di ⊆ Yj ) \ (Di ∈ DS : Di ⊆ Yj−1 ). Note also
0
∗
that, Di0 = Di \ Yj−1 ∈ DS(Z
is always contained in Zj = [zj−1
, zj∗ ), although valuation
j)
0
00
∗
∗
∗
interval Di = [ di , di ) ∈ DS(Zj ) may not be in Zj = [zj−1 , zj ) (i.e., d0i < zj−1
may happen).
∗
0
∗
00
∗
Of course, y ≤ di and zj−1 < di ≤ zj hold. We consider the cake-cutting problem for cake
0
Zj , players S(Zj ), solid valuation intervals DS(Z
. Note that, there is no valuation interval
j)
0
0.1
0.2
∗ ∗ 1
0.35=0.85
of DS = CN (X) contained in Y0 = [ y , z0 ) ⊂ X (nY0 = 0), since if there were a valuation
'1( S ) = [0,0.35)
+ [0.85,1) interval
(0.35=0.85)
interval Di ∈ DS contained in( SY) 0 , then Di D
would
be a minimal
with respect to
D
'
=
[0.01,0.24)
∗
∗
∗
valuations and nDi ≥ 1 and ρ(D2 i )( S≤) len(Y0 ) = z0 − y = γ < ρmin , a contradiction that X
D ' = [0.02,0.25)
is a minimal interval of minimum 3density ρmin . Thus, we have the following lemma.
D '(4S ) = [0.05,0.34)

∗
[zj−1
,

(S )
D '10
= [0.85,1)

zj∗ )

I Lemma 12. Each interval Zj =
(j = 1, 2, . . . , J) is a minimal interval of
minimum density ρ0min = ρmin for the cake-cutting problem for cake Zj , players S(Zj ),
0
0
valuation intervals DS(Z
with density ρ0 . Furthermore, the valuation intervals DS(Z
is
j)
j)
S
0
solid (thus, D0 ∈D0
Di = Zj holds).
i

S(Zj )

Proof. Since we set S = N (X) and DS = (Di = Ci : Ci ∈ CN , Ci ⊆ X) = CN (X) , we
have S(Yj ) = {i ∈ S | Di ∈ DS , Di ⊆ Yj } = N (Yj ) and DS(Yj ) = (Di : Di ∈ DS , Di ⊆
Yj ) = CN (Yj ) for each Yj = [ y ∗ , zj∗ ) (j = 1, 2, . . . , J). Thus, by Lemma 11, DS(Yj ) is solid,
∗
and thus, for each point z ∈ Zj = [zj−1
, zj∗ ) = Yj \ Yj−1 , there is a valuation interval
Di ∈ DS(Yj ) containing z. The interval Di is not in DS(Yj−1 ) , since z 6∈ Yj−1 . Thus, z is in
0
0
Di0 = Di \ Yj−1 ∈ DS(Z
. This implies that the valuation intervals DS(Z
is solid.
j)
j)
∗
∗
Thus, we will show below that each Zj = [zj−1 , zj ) (j = 1, 2, . . . , J) is a minimal interval
of minimum density ρ0min = ρmin . It is clear that ρ0 (Zj ) =

len(Zj )
n0Z

= ρmin , since Yj = [ y ∗ , zj∗ ),

j

∗
Yj−1 = [ y ∗ , zj−1
), Zj = Yj \ Yj−1 , S(Zj ) = S(Yj ) \ S(Yj−1 ), len(Yj ) = ρmin nYj + γ ∗ ,
len(Yj−1 ) = ρmin nYj−1 + γ ∗ , n0Zj = |S(Zj )| = |S(Yj )| − |S(Yj−1 )| = nYj − nYj−1 and
len(Zj ) = len(Yj ) − len(Yj−1 ) = ρmin (nYj − nYj−1 ) = ρmin n0Zj .
Let Z = [z 0 , z 00 ) be a proper subinterval of Zj (i.e., Z ⊂ Zj ) such that z 00 is a right
0
∗
∗
endpoint of some valuation interval in DS(Z
and that z 0 = zj−1
or z 0 6= zj−1
and z 0 is a left
j)
0
0 00
endpoint of some valuation interval in DS(Zj ) . Thus, Z = [z , z ) ⊂ Zj is a minimal interval
with respect to valuations in cake Zj .
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Figure 5 In the example in Figure 3, S 0 = {1, 2, 3, 4, 10}, X 0 = [0, 0.35) + [0.85, 1), DS0 0 =
and the cake-cutting problem obtained by shrinking of [0.35, 0.85).

0
(D10 , D20 , D30 , D40 , D10
)

∗
If z 0 =
6 zj−1
then ρ0 (Z) = ρ(Z) > ρmin , since Z ⊂ X (Z 6= X) and X is a minimal
∗
interval of minimum density ρmin . Thus, we assume z 0 = zj−1
< z 00 < zj∗ since Z ⊂ Zj .
0
∗
00
∗
∗
Now consider the intervals Yj = [ y , z ) and Yj−1 = [ y , zj−1 ) ⊂ Yj0 = [ y ∗ , z 00 ). Thus,
Z = Yj0 \ Yj−1 . Let n0Z = |DS(Yj0 ) \ DS(Yj −1) |. Then n0Z = nYj0 − nYj−1 . By Lemma 10, we
∗
have len(Z) = z 00 − zj−1
> ρmin (nYj0 − nYj−1 ) = ρmin n0Z and ρ0 (Z) = len(Z)
> ρmin . Thus,
n0Z
∗
∗
0
we have Zj = [zj−1 , zj ) is a minimal interval of minimum density ρmin = ρmin .
J

Next, we consider the remaining cake-cutting problem after deletion of the interval
[z0∗ , zJ∗ ) = Z1 + Z2 + · · · + ZJ . Let S([z0∗ , zJ∗ )) = S(Z1 ) + S(Z2 ) + · · · + S(ZJ ). Thus,
S([z0∗ , zJ∗ )) is the set of players whose valuation intervals are in YJ∗ = [ y ∗ , zJ∗ ). Let
S 0 = S \ S([z0∗ , zJ∗ )), X 0 = X \ [z0∗ , zJ∗ ), DS0 0 = (Di0 = Di \ [z0∗ , zJ∗ ) : Di ∈ DS , Di 6⊆ YJ )
(Figure 5). Then, we reduce the cake-cutting problem for cake X 0 , players S 0 and valuations
DS0 0 with density ρ0 by shrinking of [z0∗ , zJ∗ ) to the cake-cutting problem for cake X 0(S) ,
0(S)
0(S)
0(S)
players S 0 and solid valuation intervals DS 0 with density ρ0 , where X 0(S) , Di ∈ DS 0 and
0(S)
DS 0 are obtained from X 0 , Di0 ∈ DS0 0 and DS0 0 by shrinking of [z0∗ , zJ∗ ), respectively.
I Lemma 13. X 0(S) is a minimal interval of minimum density ρ0min = ρmin in the cake0(S)
cutting problem for cake X 0(S) , players S 0 , and solid valuation intervals DS 0 with density
0(S)
ρ0 . (Thus, this can be solved by calling CutMinInterval(S 0 , X 0(S) , DS 0 ) recursively.)
Proof. We will show that X 0(S) is a minimal interval of minimum density ρmin . We can
obtain ρ0 (X 0(S) ) = ρmin by almost the same argument as in Lemma 12.
Let Z = [z 0 , z 00 ) 6⊆ [ y ∗ , zJ∗ ) be an interval in X such that Z 0(S) , obtained from Z 0 =
Z \ [z0∗ , zJ∗ ) by shrinking of [z0∗ , zJ∗ ), is a proper subinterval in X 0(S) (i.e., Z 0(S) ⊂ X 0(S) ).
Thus, z 0 < y ∗ or z 00 > zJ∗ . We will show that ρ0 (Z 0(S) ) > ρmin by dividing into two subcases:
(i) the case of z 0 < y ∗ and (ii) the case of y ∗ ≤ z 0 and z 00 > zJ∗ . As mentioned before, there is
no valuation interval of DS = (Di = Ci : Ci ∈ CN , Ci ⊆ X) = CN (X) which is contained in
0(S)

[ y ∗ , z0∗ ). Thus, there is no valuation interval of DS0 0 (and of DS 0 ) contained in [ y ∗ , z0∗ ).
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(i): We only discuss the case of z 0 < y ∗ < z0∗ < z 00 ≤ zJ∗ . Since shrinking of [z0∗ , zJ∗ )
is performed, we can consider z 00 = zJ∗ and YJ = [ y ∗ , zJ∗ ) ⊂ Z = [z 0 , zJ∗ ), len(Z) =
zJ∗ − z 0 , ρmin nYJ = zJ∗ − z0∗ . Thus, after shrinking of [z0∗ , zJ∗ ), Z 0 = Z \ [z0∗ , zJ∗ ) becomes
Z 0(S) = [z 0 , z0∗ ) and we have nZ 0(S) = nZ − nYJ , len(Z 0(S) ) = z0∗ − z 0 , and ρ0 (Z 0(S) ) =
len(Z 0(S) )
nZ 0(S)

z ∗ −z 0

z ∗ −z ∗ +z ∗ −z 0

ρ

n

+z ∗ −z 0

min YJ
0
0
0
> ρmin since
= n0 0(S) > ρmin by ρ(Z) = len(Z)
= nJ 0(S)
nZ
+nYJ =
nZ 0(S) +nYJ
Z
Z
Z ⊂ X and X is a minimal interval of minimum density ρmin .
(ii): We only discuss the case of z0∗ ≤ z 0 < zJ∗ < z 00 . By Lemma 10 for j = J, YJ = [ y ∗ , zJ∗ )
and Y = [ y ∗ , z 00 ), we have Z 0(S) = Z 0 = Z \ [z0∗ , zJ∗ ) = [zJ∗ , z 00 ), len(Z 0(S) ) = z 00 − zJ∗ =
len(Y ) − len(YJ ) > ρmin (nY − nYJ ) and nZ 0(S) ≤ nY − nYJ (note that Di = [ αi , βi ) with
y ∗ ≤ αi < z0∗ and zJ∗ < βi ≤ z 00 is in Y = [ y ∗ , z 00 ), but not in YJ = [ y ∗ , zJ∗ ), and thus,
Di0 = Di \[z0∗ , zJ∗ ) = [ αi , z0∗ )+[zJ∗ , βi ) is not contained in Z 0(S) = Z 0 = Z \[z0∗ , zJ∗ ) = [zJ∗ , z 00 )).

Thus, ρ0 (Z 0(S) ) =

len(Z 0(S) )
nZ 0(S)

≥

len(Z 0(S) )
nY −nYJ
0(S)

> ρmin .

Thus, we have shown that X
is a minimal interval of minimum density ρ0min = ρmin .
0(S)
Finally, we can show that the valuation intervals DS 0 is solid, by almost the same
argument (and we omit its proof).
J
Based on Lemmas 9, 12 and 13, we can write CutMinInterval(S, X, DS ) as follows.
Procedure CutMinInterval(S, X, DS ).

if X = [ x0 , x00 ) is nonseparable then AllocateInterval(S, X, DS );
// this finds an allocation of X to players S by Lemma 9
else // there is a separable interval in X
∗
∗
Find y ∗ , γ ∗ , Yyγ∗ , and Zyγ∗ defined by Eqs. (2), (5), (6), and (7), respectively;
∗
Let Zyγ∗ = {z1∗ , z2∗ , . . . , zJ∗ } and assume z0∗ = y ∗ + γ ∗ < z1∗ < z2∗ < · · · < zJ∗ ;
for j = 1 to J do
∗
∗
∗
Zj = [zj−1
, zj∗ ); cut cake X at both endpoints zj−1
, zj∗ of Zj = [zj−1
, zj∗ );
0
let S(Zj ) and DS(Zj ) be defined in Eqs. (8) and (10);
0
CutMinInterval(S(Zj ), Zj , DS(Z
);
j)
0
0
∗
∗
S = S \ S([z0 , zJ )); X = X \ [z0∗ , zJ∗ );
if S 0 6= ∅ then
DS0 0 = ∅; for each Di ∈ DS with i ∈ S 0 do Di0 = Di \ [z0∗ , zJ∗ ); DS0 0 = DS0 0 + {Di0 };
Perform shrinking of [z0∗ , zJ∗ );
0(S)
0(S)
0(S)
Let X 0(S) , Di ∈ DS 0 and DS 0 be obtained from X 0 , Di0 ∈ DS0 0 and DS0 0
by shrinking of [z0∗ , zJ∗ ), respectively;
0(S)
CutMinInterval(S 0 , X 0(S) , DS 0 ); Perform inverse shrinking of [z0∗ , zJ∗ );

We have the following lemma for CutMinInterval(S, X, DS ).
I Lemma 14. CutMinInterval(S, X, DS ) returns an envy-free allocation (Ai : i ∈ S) of X
P
to players S such that Ai ⊆ Di ∈ DS , len(Ai ) = ρmin for each i ∈ S, i∈S Ai = X and runs
in O(s3 ) time where s = |S|, and the number of cuts made over X is at most 2s − 2.
Proof. We first show that CutMinInterval(S, X, DS ) satisfies the following (a) – (c).
(a) CutMinInterval(S, X, DS ) returns an envy-free allocation (Ai : i ∈ S) of X to players S
P
such that Ai ⊆ Di ∈ DS , len(Ai ) = ρmin for each i ∈ S and i∈S Ai = X.
(b) CutMinInterval(S, X, DS ) runs in O(s3 ) time where s = |S|.
(c) The number of cuts made over X by CutMinInterval(S, X, DS ) is at most 2s − 2.
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If X is nonseparable, then, by Lemma 9, AllocateInterval(S, X, DS ) finds an allocation
(Ai : i ∈ S) of X to players S such that Ai ⊆ Di ∈ DS , len(Ai ) = ρmin for each i ∈ S and
P
i∈S Ai = X. Thus, Vi (Ai ) = len(Ai ∩ Di ) = len(Ai ) = ρmin = len(Aj ) ≥ len(Aj ∩ Di ) =
Vi (Aj ) for each i, j ∈ S. The number of cuts made by AllocateInterval(S, X, DS ) is s − 1. A
perfect matching of a bipartite graph in Lemma 9 with 2s vertices can be obtained in O(s3 )
time (a much faster algorithm can be obtained based on the structures of this bipartite graph
and a greedy plane sweep method). Thus, (a) – (c) hold in this case.
If X is separable, then (a) – (c) can be shown by induction on the number of recursive
calls of CutMinInterval(·, ·, ·) in CutMinInterval(S, X, DS ) in total.
Assume that (a) – (c) hold when CutMinInterval(S, X, DS ) contains at most k ≥ 0
recursive calls in total. Now we consider when CutMinInterval(S, X, DS ) contains k + 1
recursive calls in total. Thus, X has a separable interval and CutMinInterval(S, X, DS )
0
contains J recursive calls CutMinInterval(S(Zj ), Zj , DS(Z
) (j = 1, 2, . . . , J) each for cake
j)
Zj which is a minimal interval of minimum density ρmin by Lemma 12 and a recursive
0(S)
call CutMinInterval(S 0 , X 0(S) , DS 0 ) for cake X 0(S) which is a minimal interval of minimum
0
density ρmin by Lemma 13. Note that, each of CutMinInterval(S(Zj ), Zj , DS(Z
) (j =
j)
0(S)

1, 2, . . . , J) and CutMinInterval(S 0 , X 0(S) , DS 0 ) has at most k recursive calls in total. By the
0
induction hypothesis, CutMinInterval(S(Zj ), Zj , DS(Z
) finds an allocation (Ai : i ∈ S(Zj ))
j)
0
0
of Zj to players S(Zj ) such that Ai ⊆ Di ∈ DS(Zj ) (thus, Ai ⊆ Di ∈ DS ), len(Ai ) =
P
ρmin for each i ∈ S(Zj ) and
i∈S(Zj ) Ai = Zj for each j = 1, 2, . . . , J. Furthermore,
0(S)

0(S)

CutMinInterval(S 0 , X 0(S) , DS 0 ) finds an allocation (Ai
: i ∈ S 0 ) of X 0(S) to players S 0
P
0(S)
0(S)
0(S)
0(S)
0(S)
such that Ai ⊆ Di ∈ DS 0 , len(Ai ) = ρmin for each i ∈ S 0 and i∈S 0 Ai = X 0(S) .
∗ ∗
0
0
By inverse shrinking of [z0 , zJ ), we have the allocation (Ai : i ∈ S ) of X = X \ [z0∗ , zJ∗ ) to
players S 0 such that Ai ⊆ Di0 ∈ DS0 0 (thus, Ai ⊆ Di ∈ DS ), len(Ai ) = ρmin for each i ∈ S 0
P
and i∈S 0 Ai = X 0 .
Thus, we can obtain that CutMinInterval(S, X, DS ) returns an allocation (Ai : i ∈ S) of
P
X to players S such that Ai ⊆ Di ∈ DS , len(Ai ) = ρmin for each i ∈ S and i∈S Ai = X.
Since Ai ⊆ Di , len(Ai ) = ρmin and Vi (Ai ) = len(Ai ∩ Di ) = len(Ai ) = ρmin = len(Aj ) ≥
len(Aj ∩ Di ) = Vi (Aj ) for each i, j ∈ S, the allocation (Ai : i ∈ S) is envy-free. Thus, (a) is
obtained.
Similalry, (b) and (c) can be obtained. For example, for (c), by induction hypethesis, we
have the number of cuts on each Zj is at most 2|S(Zj )| − 2, the number of cuts on X 0(S) (on
X 0 ) is at most 2|S 0 |−2 and the number of cuts on X to obtain all Zj (j = 1, 2, . . . , J) is exactly
PJ
J +1. Thus, in total, the number of cuts is at most j=1 (2|S(Zj )|−2)+(2|S 0 |−2)+(J +1) =
2s − J − 1 ≤ 2s − 2 since J ≥ 1. For (b), note that, all the separable intervals can be found
in O(s2 ) time, since a separable interval is a minimal interval with respect to valuations and
there are at most s2 minimal intervals [ y 0 , y 00 ) in X with respect to valuations (since y 0 is
the left endpoint of a valuation interval in DS and y 00 is the right endpoint of a valuation
interval in DS and there are exactly s valuation intervals in DS ). Thus, O(s3 ) time can be
obtained by a naive analysis.
J
We have the following lemma for CutMaxInterval(R, H, DR ) and CutCake(P, D, DP ).
I Lemma 15. CutMaxInterval(R, H, DR ) returns an envy-free allocation (Ai : i ∈ R) of H
P
to players R with Ai ⊆ Di ∈ DR , len(Ai ) = ρmin for each i ∈ R and i∈R Ai = H, and runs
in O(r3 ) time where r = |R|, and the number of cuts made over H is at most 2r − 2.
CutCake(P, D, DP ) returns an envy-free and truthful allocation (Ai : i ∈ P ) of D to
P
players P such that Ai ⊆ Di ∈ DP , len(Ai ) ≥ ρmin for each i ∈ P and i∈P Ai = D, and
runs in O(p3 ) time where p = |P |, and the number of cuts made over D is at most 2p − 2.
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This Lemma can be proved by almost the same argument as in Proof of Lemma 14.
Actually, for cake H which is a maximal interval of minimum density ρmin , players R,
S
and solid valuation intervals DR = (Di : i ∈ R) with i∈R Di = H, we can show that
CutMaxInterval(R, H, DR ) satisfies the following (a) – (c).
(a) CutMaxInterval(R, H, DR ) returns an envy-free allocation (Ai : i ∈ R) of H to players
P
R with Ai ⊆ Di ∈ DR , len(Ai ) = ρmin for each i ∈ R and i∈R Ai = H.
(b) CutMaxInterval(R, H, DR ) runs in O(r3 ) time where r = |R|.
(c) The number of cuts made over H by CutMaxInterval(R, H, DR ) is at most 2r − 2.
Similarly, for cake D, players P , and solid valuation intervals DP = (Di : i ∈ P ) with
i∈P Di = D, CutCake(P, D, DP ) satisfies the following (a) – (d).
(a) CutCake(P, D, DP ) returns an envy-free allocation (Ai : i ∈ P ) of D to players P such
P
that Ai ⊆ Di ∈ DP , len(Ai ) ≥ ρmin for each i ∈ P and i∈P Ai = D.
(b) CutCake(P, D, DP ) runs in O(p3 ) time where p = |P |.
(c) The number of cuts made over D by CutCake(P, D, DP ) is at most 2p − 2.
(d) The allocation (Ai : i ∈ R) returned by CutCake(P, D, DP ) is truthful.
S

Note that, (d) can be obtained in a similar way as in papers [9] and [18], since (a) holds.
By Lemmas 6, 7, and 15, we have the following theorem.
I Theorem 16. Mechanism 1 correctly finds, in O(n3 ) time, an envy-free and truthful
allocation AN = (Ai : i ∈ N ) of cake C to n players N with Ai ⊆ Ci for each player i ∈ N
P
and i∈N Ai = C, and the number of cuts made over C by Mechanism 1 is at most 2n − 2.

5

Concluding Remarks

We gave a new envy-free and truthful mechanism with a small number of cuts (i.e, using at
most 2(n − 1) cuts) based on the ideas of the structural properties of intervals of minimum
density and of separable intervals in a minimal interval of minimum density. Our mechanism
can be extended to the related pie-cutting problem [7]. We believe that, if we replace
if X = [ x0 , x00 ) is nonseparable then AllocateInterval(S, X, DS );
else // there is a separable interval in X
in Procedure CutMinInterval(S, X, DS ) (where S = N (X) and DS = CN (X) ) with
construct the bipartite graph GN (X) defined in Lemma 9;
if GN (X) has a perfect matching then AllocateInterval(S, X, DS );
else // there is a separable interval in X
then we can decrease the number of cuts in many cases without increasing time complexity
since we can decide whether GN (X) has a perfect matching quite efficiently based on the
structures of GN (X) and a greedy plane sweep method. Note that, if GN (X) has no perfect
matching then X = [ x0 , x00 ) is separable by Lemma 9. By this modification, for the example
in Figure 3, we have allocation (A1 = [0, 0.04) + [0.34, 0.35) + [0.85, 0.9), A2 = [0.04, 0.14),
A3 = [0.14, 0.24), A4 = [0.24, 0.34), A5 = [0.35, 0.45), A6 = [0.45, 0.55), A7 = [0.55, 0.65),
A8 = [0.65, 0.75), A9 = [0.75, 0.85), A10 = [0.9, 1)) with 11 cuts, while without modification,
we have allocation (A1 = [0, 0.04)+[0.34, 0.35)+[0.85, 0.9), A2 = [0.05, 0.15), A3 = [0.15, 0.25),
A4 = [0.04, 0.05) + [0.25, 0.34), A5 = [0.39, 0.49), A6 = [0.49, 0.59), A7 = [0.35, 0.39) +
[0.59, 0.65), A8 = [0.67, 0.77), A9 = [0.65, 0.67) + [0.77, 0.85), A10 = [0.9, 1)) with 14 cuts.
We also believe that our mechanism could be extended for solving the more general
cake-cutting problem where valuation functions of players are all piecewise uniform.
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Abstract
Let V ⊂ R2 be a set of n sites in the plane. The unit disk graph DG(V ) of V is the graph with
vertex set V where two sites v and w are adjacent if and only if their Euclidean distance is at most 1.
We develop a compact routing scheme R for DG(V ). The routing scheme R preprocesses DG(V )
by assigning a label `(v) to every site v in V . After that, for any two sites s and t, the scheme R
must be able to route a packet from s to t as follows: given the label of a current vertex r (initially,
r = s), the label of the target vertex t, and additional information in the header of the packet, the
scheme determines a neighbor r0 of r. Then, the packet is forwarded to r0 , and the process continues
until the packet reaches its desired target t. The resulting path between the source s and the target
t is called the routing path of s and t. The stretch of the routing scheme is the maximum ratio of
the total Euclidean length of the routing path and of the shortest path in DG(V ), between any two
sites s, t ∈ V .
We show that for any given ε > 0, we can construct a routing scheme for DG(V ) with diameter
−2
D that achieves stretch 1 + ε, has label size (1/ε)O(ε ) log D log3 n/ log log n, and the header has at
2
most O(log n/ log log n) bits. In the past, several routing schemes for unit disk graphs have been
proposed. Our scheme achieves poly-logarithmic label and header size, small stretch and does not
use any neighborhood oracles.
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1

Introduction

The routing problem is a well-known problem in distributed graph algorithms [13, 17]. We
are given a graph G and want to preprocces it by assigning labels to each node of G such
that the following task can be solved: a data packet is located at a source node and has to
be routed to a target node. A routing scheme should have several properties. First, routing
must be local: a node use only the header of the packet (including the label of the target
node) and its own local information to compute a neighbor to which the packet is sent next.
Second, the routing should be efficient: the ratio of the routed path and the shortest path –
the stretch factor – should be close to 1. Finally, the scheme should be compact: the size of
the labels (in bits) and headers must be small. In the literature, one can find many different
techniques and models for routing. A common tool is called the routing table. A routing table
is a sequence of bits stored in a node. Typically, routing tables contain more information
about the topology of the graph and are different from labels. In this article, we do not use
routing tables, but store all the information in the labels. Moreover, the header moves with
the data packet through the graph. It can be split into two different parts: the first part is
© Wolfgang Mulzer and Max Willert;
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called static header and contains the target label. The static part of the header is immutable.
On the other hand, the dynamic header contains mutable information. The existence of
dynamic headers make it possible to implement recursive routing strategies or to remember
information from past positions of the packet.
Furthermore, the literature distinguishes two types of input models. In the fixed-port
model, the given graph already has a complete list of ports for each node v, i.e., a fixed
numbering of the neighbors of v used to identify the next hop of the packet. In particular,
it is not possible to renumber the ports. In contrast, the designer-port model allows us to
assign arbitrary port numbers during the preprocessing, see [11, 12, 22]. Below, we will briefly
discuss the advantages and disadvantages of these two models.
A trivial solution to solve the routing problem is to store the complete shortest path tree
in every label. Then it is easy to route the data packets along a shortest path. However,
such a routing scheme is not compact. Moreover, Peleg and Upfal [17] proved that in general
graphs, any routing scheme that achieves a constant stretch factor must store at least a
polynomial number of bits in some nodes.
Nevertheless, there is a rich collection of routing schemes for general graphs [1, 3, 7,
√9, 10,
O(1/ log n)
18, 19]. For example, the scheme by Roditty and Tov [19] uses labels
of size mn

and routes a packet from s to t on a path of length O k∆ + m1/k , where ∆ is the shortest
path distance between s and t, k > 2 is any fixed integer, n is the number of nodes, and m is
the number of edges. Their routing scheme needs headers of poly-logarithmic size. The lower
bound result by Peleg and Upfal [17] shows that it is hopeless to find efficient routing schemes
for general graphs that are compact as well, meaning that at most a poly-logarithmic number
of bits in the labels/tables are necessary. Thus, it is natural to investigate special interesting
graph classes and to develop compact and efficient routing schemes for them. For example, it
is possible to route in trees along a shortest path by using a poly-logarithmic number of bits
in the label [11, 20, 22]. Moreover, in planar graphs, for any fixed ε > 0, we can find a routing
scheme that achieves the stretch factor 1 + ε. Again, the number of bits for the labels is
poly-logarithmic [21]. The same holds for visibility graphs of simple polygons [4]. Moreover,
see [2, 15] for different compact routing schemes in networks with low doubling dimension.
Our graph class of interest comes from the study of mobile and wireless networks. These
networks are usually modeled as unit disk graphs [8]. Nodes in this network are points in the
plane and two nodes are connected if their distance is at most one. This is equivalent to
a disk intersection graph in which all disks have diameter one. For unit disk graphs there
are known routing schemes. The first routing scheme is by Kaplan et al. [14] and uses the
fixed-port model. They present a routing scheme with stretch 1 + ε and routing table size
O(log2 n log2 D), where D is the diameter of the given unit disk graph. Their routing is
recursive and needs an additional header of size O(log n log D). The second routing scheme is
due to Yan, Xiang, and Dragan [24]. They present a routing scheme with label size O(log2 n)
and show that a data packet routes along a path of length a most 5∆ + 13, where ∆ is the
length of the optimal path. The designer-port model is used.
Here, we present a compact routing scheme that achieves stretch 1 + ε. We obtain label
−2
size (1/ε)O(ε ) log D log3 n/ log log n. We use the fixed-port model. Moreover, we do not
use neighborhood oracles and the dynamic part of the header is empty except for the case
that the current and target vertices are very close. Here, the dynamic header size is at most
O(log2 n/ log log n). In the conclusion, we will discuss how our scheme compares to the other
schemes.

W. Mulzer and M. Willert

2

16:3

Preliminaries

We explain our graph-theoretic notation and discuss how the routing scheme can access the
input graph. Then, we provide a precise definition of our notion of a routing scheme and
give some background on unit disk graphs.
We are given a simple and undirected graph G = (V, E) with n vertices. The edges are
weighted by a non-negative weight function w : E → R+
0 . We write dG (s, t) for the (weighted)
shortest path distance between the vertices s, t ∈ V and we omit the subscript G if it follows
from the context. Throughout the whole article we assume that the graph is connected.
Graph Access Model. Let Σ = {0, 1}, and [m] = {0, 1, . . . , m}, for m ∈ N. We explain
how the routing scheme may access the input graph G = (V, E). Every vertex v ∈ V has
an identifier vid ∈ Σ+ of length |vid | = dlog ne. We use the fixed-port model [11, 12, 22]. In
this model the port numbers are assigned arbitrarily. The neighbors of a vertex v ∈ V are
accessed through ports. More precisely, there is a partial function node : V × [n − 1] → V ,
that assigns to every vertex v ∈ V and to every port number p ∈ [n − 1] the neighbor
w = node(v, p) that can be reached through the port p at vertex v.
Other authors also use the designer-port model [11, 22, 24]. In this model, the routing
scheme can determine the assignment of port numbers to the incident edges of each vertex
v ∈ V during the preprocessing phase. This additional power in the model can lead to
more efficient routing schemes [11, 12, 22, 24]. However, a routing scheme that uses the
designer-port cannot easily be used as a building block for more complicated routing schemes,
since additional lookup tables become necessary in order to store the assignments of the port
numbers.
Routing Schemes. Let G be a graph class. A routing scheme R for G consists of a family
of labeling functions `G : V (G) → Σ+ , for each G ∈ G. The labeling function `G assigns
a bit string `G (v) to every node v of G ∈ G. The label `G (v) serves as the address of the
node v ∈ V in G. In contrast to the identifier of a node, the label usually contains the
identifier, but some more information about the topology of the graph G. While the identifier
is given as fixed input, the label is chosen by the routing scheme during the preprocessing.
As before, we omit the index G if the context is clear. Furthermore, R has a routing function
σ : Σ+ × Σ+ × Σ+ → N × Σ+ . The routing function σ describes the behavior of the routing
scheme, as follows: assume a data packet with dynamic header h is located at a vertex
s ∈ V and must be routed to a destination t ∈ V . Then, σ(`(s), `(t), h) computes a port
p ∈ N and a new header h0 so that the next hop of the data packet (attached with the new
header h0 ) is from s to node(s, p). Now, let v0 = s, h0 = ε, (pi , hi+1 ) = σ(`(vi ), `(t), hi )), and
vi+1 = node(vi , pi ) for i ≥ 0. The sequence (vi )i∈N is called the routing sequence. The routing
scheme R is correct, for G ∈ G, if and only if for all distinct s, t ∈ V (G), there is a number
m(s, t) ∈ N such that vj = t, for all j ≥ m(s, t), and vj 6= t, for all j = 0, . . . , m(s, t) − 1. If
Pm(s,t)
R is correct for G = (V, E), then δG (s, t) = i=1 w(vi−1 , vi ) is called the routing length
between s and t (in G). The stretch of the routing scheme is the largest ratio δG (s, t)/dG (s, t)
over all distinct vertices s, t ∈ V . The goal is to achieve a routing scheme that minimizes the
stretch factor as well as the number of bits stored in the labels and the headers.
Unit Disk Graphs. Our graph class of interest are the unit disk graphs. Let V ⊂ R2 be a
set of n points in the Euclidean plane. The unit disk graph DG(V ) of V has vertex set V
and an edge between two vertices v, w ∈ V if and only if the Euclidean distance |vw| is at
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Figure 1 The disks in the unit disk graph have diameter 1 and there is an edge between two
midpoints if and only if their corresponding disks intersect.

most 1, see Figure 1. The weight of the edge vw is |vw|. Throughout, we will assume that
DG(V ) is connected, and we will use D to denote the diameter maxv,w∈V d(v, w) of DG(V ).
Clearly, we have D ≤ n − 1.

3

Building Blocks

The overall idea for our routing scheme is as follows: We use a hierarchy of sparse covers to
cover the unit disk graph with O(log D log n) connected subgraphs. For the subgraphs with
large diameter we use a recently developed distance oracle of Chan and Skrepetos and turn
it into an efficient routing scheme with additive stretch. Here we use the fact, that we can
route easily in trees. For the subgraphs with small diameter we use a routing scheme, that is
used for graphs with low doubling dimension.
In this section we review the routing schemes for trees and graphs with low doubling
dimension and adapt the distance oracle to a new routing scheme. In the following section
we combine these building blocks to obtain our result.

3.1

Routing in Trees and Graphs with Low Doubling Dimension

The first routing scheme is for trees. There are many different such schemes, based on similar
ideas. We would like to point out that some of these routing schemes can achieve label size
O(log n), see [11, 22]. However, these routing schemes work only in the designer-port model
and therefore are not useful as building blocks for more complex routing schemes, especially
if – as in our routing case – we need to be able to route in several subtrees of the input
graph.1 The following lemma is due to Fraigniaud and Gavoille [11] as well as Thorup and
Zwick [22].
I Lemma 3.1. Let T be an n-vertex tree with arbitrary edge weights. There is a routing
scheme for T with label size O(log2 n/ log log n) whose routing function σtree sends a data
packet along a shortest path, for any pair of vertices. The dynamic part of the header is
empty.

1

In fact, there is a lower bound that shows that label size O(log n) cannot be achieved in the fixed-port
model [12].
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The second routing scheme is efficient for unit disk graphs with small diameter. Let
G = (V, E) be a simple, undirected, weighted graph. For v ∈ V and r > 0, we define
B(v, r) = {w ∈ V | d(v, w) ≤ r} as the ball of v with radius r. The doubling dimension of a
graph is the smallest value α such that any ball B(v, r) can be covered by at most 2α balls
of radius at most r/2. The following lemma is due to Konjevod, Richa, and Xia [15].
I Lemma 3.2. Let G be an n-vertex graph with doubling dimension α. Furthermore, let
ε > 0. There is a routing scheme with label size (1/ε)O(α) log3 n and dynamic header size
O(log2 n/ log log n), whose routing function achieves stretch factor 1 + ε.
The following lemma bounds the doubling dimension of a unit disk graph in terms of D.
I Lemma 3.3. Let DG(V ) be a unit disk graph, v ∈ V a vertex, and r > 0. We can cover
the ball B = B(v, r) with O(max(1, r2 )) balls of diameter at most r/2.
Proof. Let E ∈ R2 be the Euclidean disk of radius r centered at v. Obviously, B ⊂ E.
Moreover, the Euclidean disk E can be covered by a set E of K = O(max(1, r2 )) Euclidean
disks each of radius r0 = min(r/4, 1/2). This follows from a simple covering argument. For
each disk Ei ∈ E, we fix a vertex vi as follows: if Ei ∩ B 6= ∅, then vi is an arbitrary vertex
of Ei ∩ B. Otherwise, if Ei ∩ B = ∅, we let vi be an arbitrary vertex of B. Since r0 ≤ 1/2,
the vertices in Ei form a clique in DG(V ). Hence, we have Ei ∩ B ⊆ B(vi , 2r0 ). Next, from
r0 ≤ r/4 we get B(vi , 2r0 ) ⊆ B(vi , r/2). Thus,
B(v, r) ⊆

K
[

(Ei ∩ B) ⊆

i=1

K
[
i=1

B(vi , 2ri ) ⊆

K
[

B(vi , r/2).

i=1

This finishes the proof.

J

Finally, the routing scheme for unit disk graphs with small diameter follows from
Lemma 3.2 and Lemma 3.3.
I Lemma 3.4. Let DG(V ) be an n-vertex unit disk graph with diameter D. Furthermore,
2
let ε > 0. There is a routing scheme with label size (1/ε)O(D ) log3 n and dynamic header
size O(log2 n/ log log n), whose routing function σdiam achieves stretch factor 1 + ε.

3.2

The Distance Oracle of Chan and Skrepetos

Our routing scheme is based on the recent approximate distance oracle for unit disk graphs by
Chan and Skrepetos [6]: we are given a set V ⊂ R2 of n points in the plane and a parameter
ε ≥ D−1 , where D is the diameter of DG(V ). Chan and Skrepetos show how to compute in
O((1/ε)3 n log2 n) time a data structure of size O((1/ε)n log n) that can answer approximate
distance queries in DG(V ) in O((1/ε) log n) time: given two vertices s, t ∈ V , compute a
number θ ∈ R with d(s, t) ≤ θ ≤ d(s, t) + O(εD). The main tool for this data structure is a
suitable hierarchical decomposition of DG(V ). More precisely, Chan and Skrepetos show
that given V , one can compute in O(n log n + (1/ε)n) time a decomposition tree T for DG(V )
with the following properties.2

2

The reader familiar with the work of Chan and Skrepetos may notice that we have slightly extended the
notion of portals: while Chan and Skrepetos define portals only for inner nodes, we also define portals
for the leaves. This does not change the essence of the decomposition, but makes the presentation more
unified.

ISAAC 2020

16:6

Compact Routing in Unit Disk Graphs

Every node µ of T is assigned two sets V (µ) and port(µ) satisfying port(µ) ⊆ V (µ) ⊆ V .
The subgraph of DG(V ) induced by V (µ) is connected and the vertices in port(µ) are
called portals.
If µ is the root, then V (µ) = V .
If µ is an inner node with k children σ1 , . . . , σk , the sets port(µ), V (σ1 ), . . . , V (σk ) are
pairwise disjoint, and we have V (σi ) ⊆ V (µ), for 1 ≤ i ≤ k.
If µ is a leaf, then V (µ) = port(µ).
The height of T is in O(log n), and for every node µ of T , we have | port(µ)| ∈ O(1/ε).
To state the final (and most important) property of T , we first need to introduce some
additional notation. The properties of T so far imply that the portal sets of two different
nodes in T are disjoint. For every portal p, we let µ(p) be the unique node in T with
p ∈ port(µ(p)). Next, let P (s, t) = {p ∈ port(µ) | s, t ∈ V (µ)}, be the set of all portals p
satisfying s, t ∈ V (µ(p)). Moreover, let µ be a node of T and s, t ∈ V (µ). We denote by
dµ (s, t) the shortest path distance between s and t in the subgraph of DG(V ) induced by
V (µ). Now, the decomposition tree of Chan and Skrepetos has the property that for every
pair of vertices s, t ∈ V , if we set
θ(s, t) = min dµ(p) (s, p) + dµ(p) (p, t)
p∈P (s,t)

then
θ(s, t) ≤ d(s, t) + O(εD).

3.3

(1)

A Routing Scheme with Additive Stretch

In Section 3.1, we presented a routing scheme that is efficient for unit disk graphs with low
diameter. In this section we present a routing scheme that is efficient for unit disk graphs
with large diameter. Let DG(V ) be an n-vertex unit disk graph with diameter D, and let
ε > D−1 . We set c = n · (εD)−1 and define xc = bx · cc, for each x ∈ R+
0.
The labels. For the labels, we first compute the decomposition tree T , as explained in
Section 3.2. Next, let v ∈ V , and let p be a portal with v ∈ V (µ(p)). We compute the
shortest path tree Tp of V (µ(p)) rooted at p and enumerate its vertices in postorder. The
postorder number of v in Tp is denoted by rp (v). Next, the subtree of Tp rooted at v is
called Tp (v) and we use lp (v) to denote the smallest postorder number in Tp (v). Since we
enumerated the vertices in postorder, we get the following observation.
I Observation 3.5. Let w ∈ V (µ(p)). Then we have:
w ∈ Tp (v) ⇔ rp (w) ∈ [lp (v), rp (v)].
Finally, we apply the tree routing from Lemma 3.1 to Tp and denote by `p (v) the corresponding
label of v. We store (pid , dµ(p) (v, p)c , lp (v), rp (v), `p (v)) in `(v) and get the following lemma.


log3 n
I Lemma 3.6. For every vertex v ∈ V , we have | `(v)| ∈ O
.
ε log log n
Proof. Since T has height O(log n), we know that v is in O(log n) different sets V (µ).
Moreover, for every node µ, there are at most O(1/ε) portals. Thus, the label of v contains
O(ε−1 · log n) different entries. The value dµ(p) (v, p)c is a natural number, and since c ≤ n,
we have
dµ(p) (v, p)c = bdµ(p) (v, p) · cc ≤ n2 .
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Figure 2 Left: If t is in Tp (s), i.e., θ(s, t; p) = dµ(p) (t, p) − dµ(p) (p, s), we route away from p.
Middle and Right: If t is not in Tp (s), i.e., θ(s, t; p) = dµ(p) (t, p) + dµ(p) (p, s), we route towards p.
The right picture suggests to define θ(s, t; p) as dµ(p) (s, p) − dµ(p) (t, p). This does not influence the
guarantees of our routing scheme but would lead to more cases.

Thus, we need O(log n) bits for the number dµ(p) (v, p)c . Moreover, the identifier pid as well
as the postorder numbers stored in one entry only need O(log n) bits. Finally, we apply
Lemma 3.1 to conclude that one entry of the routing label has size O(log2 n/ log log n). The
claim follows.
J

The routing function. Next, we describe the routing function. We are given the labels `(s)
and `(t) for the current vertex s and the target vertex t. The dynamic part of the header
will always be empty. First, we identify all portals p with s, t ∈ V (µ(p)). We can do this by
identifying all vertices p such that the entry (pid , dµ(p) (s, p)c , lp (s), rp (s), `p (s)) is in `(s) and
the entry (pid , dµ(p) (t, p)c , lp (t), rp (t), `p (t)) is in `(t). Next, let
(
θ(s, t; p) =

dµ(p) (t, p) − dµ(p) (p, s), if t ∈ Tp (s)
dµ(p) (t, p) + dµ(p) (p, s), otherwise.

See Figure 2 for an illustration of the two cases. Let popt be the portal that minimizes
θ(s, t; p) among all portals p. Then, it is easy to see, that θ(s, t; popt ) ≤ θ(s, t) (recall from
Section 3.2 that θ(·, ·) denotes the result of the distance oracle by Chan and Skrepetos).
Hence, θ(s, t; popt ) is a good approximation for the distance between s and t. However,
the routing function cannot compute the optimal portal popt , since we do not have direct
access to the real value dµ(p) (s, popt ). Instead, we use the values dµ(p) (·, p)c to compute a
near-optimal portal. Analogously to θ(s, t; p), we define
(
θc (s, t; p) =

dµ(p) (t, p)c − dµ(p) (p, s)c , if t ∈ Tp (s)
dµ(p) (t, p)c + dµ(p) (p, s)c , otherwise.

Let p0 be the portal that lexicographically minimizes (θc (s, t; p), pid ), among all portals p.
We call p0 the s-t-portal and set θc (s, t) = θc (s, t; p0 ). Observe that the s-t-portal can be
computed by using only the labels of s and t as well as Observation 3.5. The routing function
now uses the labels `p0 (s) and `p0 (t) to compute the next vertex in Tp0 and forwards the
data packet to this vertex (the dynamic part of the header remains empty).
The stretch. Finally, we have to show that the routing scheme is correct and routes along
a short (not necessarily shortest) path. For this, we first show that the routing process
terminates.
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I Lemma 3.7. Let s be the current vertex, t the target vertex, and suppose that the routing
scheme sends the packet from s to v. Moreover, let p0 be the s-t-portal. Then, p0 is a possible
candidate for the v-t-portal, and we have θc (s, t; p0 ) ≥ θc (v, t; p0 ) + |sv|c .
Proof. First, let µ = µ(p0 ). Since sv is an edge of the shortest path tree Tp0 , it follows that
v ∈ V (µ(p0 )). This gives the first part of the claim. For the second part, we distinguish two
cases:
Case 1: t ∈ Tp0 (s). In this case, we have t ∈ Tp0 (v), and thus θc (v, t; p0 ) = dµ (t, p0 )c −
dµ (p0 , v)c . Moreover, we have
dµ (p0 , v)c = bdµ (p0 , v) · cc = bdµ (p0 , s) · c + |sv| · cc
≥ bdµ (p0 , s) · cc + b|sv| · cc
= dµ (p0 , s)c + |sv|c ,
since s is on the path in Tp0 from p0 to v. Hence,
θc (s, t; p0 ) = dµ (t, p0 )c − dµ (p0 , s)c ≥ dµ (t, p0 )c − dµ (p0 , v)c + |sv|c = θc (v, t; p0 ) + |sv|c ,
as desired.
Case 2: t ∈
/ Tp0 (s). Similarly to the first case, we have dµ (p0 , s)c ≥ dµ (p0 , v)c + |sv|c and
θc (v, t; p0 ) ≤ dµ (t, p0 )c + dµ (p0 , v)c . Thus, we get
θc (s, t; p0 ) = dµ (t, p0 )c + dµ (p0 , s)c ≥ dµ (t, p0 )c + dµ (p0 , v)c + |sv|c ≥ θc (v, t; p0 ) + |sv|c ,
and the claim follows.

J

I Corollary 3.8. Let s, t, and v be as in Lemma 3.7. Then, θc (s, t) ≥ θc (v, t) + |sv|c .
Proof. Let p0 be the s-t-portal. From Lemma 3.7, we get
θc (s, t) = θc (s, t; p0 ) ≥ θc (v, t; p0 ) + |sv|c ≥ θc (v, t) + |sv|c .

J

I Lemma 3.9. Let s, t and v be as in Lemma 3.7. Let p be the s-t-portal and q be the
v-t-portal. Then, if θc (s, t) = θc (v, t), it follows that pid ≥ qid .
Proof. From Lemma 3.7, we have
θc (v, t; q) = θc (v, t) = θc (s, t) = θc (s, t; p) ≥ θc (v, t; p) + |sv|c ≥ θc (v, t; p) ≥ θ(v, t; q).
Hence, θc (v, t; p) = θc (v, t; q). Furthermore, by construction, we have (θc (v, t; p), pid ) ≥
(θc (v, t; q), qid ). Thus, the claim follows.
J
I Lemma 3.10. The routing scheme is correct.
Proof. Let s be the current vertex and t the desired target vertex, and let p be the s-t-portal.
To measure the progress towards t, we consider the triple (θc (s, t), pid , hp (s, t)), where hp (s, t)
denotes the hop distance in Tp between s and t. i.e., the number of edges on the path between
s and t in Tp .
Suppose that the routing scheme sends the packet from s to v, and let q be the v-tportal. We argue that (θc (v, t), qid , hq (v, t)) < (θc (s, t), pid , hp (s, t))). By Corollary 3.8 and
Lemma 3.9, it suffices to show that if θc (s, t) = θc (v, t) and p = q, then hp (s, t) > hq (v, t).
However, this is clear, because by Lemma 3.1, sv is an edge of Tp that leads from s towards
t, and Tq = Tp .
Now, since the triples (θc (s, t), pid , hp (s, t)) lie in N3 and since (0, 0, 0) is a global minimum,
it follows that the data packet eventually arrives at the target vertex t.
J
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I Lemma 3.11. For any two vertices s and t, we have δ(s, t) ≤ d(s, t) + O(εD).
Proof. First, we show that θc (s, t) ≤ c · θ(s, t) + 1: let p0 be the s-t-portal, and let popt be
the portal minimizing θ(s, t; ·) among all portals. Let µ = µ(popt ). We obtain.
θc (s, t) = θc (s, t; p0 ) ≤ θc (s, t; popt ) = bc · dµ (t, popt )c ± bc · dµ (popt , s)c
≤ bc · (dµ (t, popt ) ± dµ (popt , s))c + 1 ≤ bc · θ(s, t)c + 1 ≤ c · θ(s, t) + 1,
where the ±-operator is used to cover the two possible cases in the definition of θc , and
because bac + bbc ≤ ba + bc and bac − bbc ≤ ba − bc + 1, for all a, b ≥ 0. By Lemma 3.10, we
know that the routing terminates. Let π : s = w0 , . . . , wm = t be the routing path. From
Corollary 3.8, we get |wi wi+1 |c ≤ θc (wi , t) − θc (wi+1 , t), and thus
δ(s, t) =

m−1
X

|wi wi+1 | ≤

i=0

≤

m 1
+
c
c

m−1
X
i=0

m−1
X

m−1
|wi wi+1 |c + 1
m 1 X
=
+
|wi wi+1 |c
c
c
c i=0

(θc (wi , t) − θc (wi+1 , t)) =

i=0

m θc (s, t)
+
c
c

m c · θ(s, t) + 1
m+1
≤
+
=
+ θ(s, t)
c
c
c
Now, using Equation (1) from Section 3.2, the choice of c = n · (εD)−1 , and the fact that
m ≤ n − 1, we get
m+1
n
+ θ(s, t) ≤
+ d(s, t) + O(εD) = d(s, t) + O(εD),
c
n · (εD)−1
as claimed.

J

We can now conclude with our first theorem.
I Theorem 3.12. Let DG(V ) be an n-vertex unit disk graph with diameter D.
 Furthermore,
let ε > D−1 . There is a routing scheme with label size O ε−1 log3 n/ log log n whose routing
function σadd routes any data packet on a path with additive stretch O(εD).

4

A Routing Scheme with Stretch 1 + ε

Let DG(V ) be an n-vertex unit disk graph with diameter D, and let ε > 0. Furthermore,
without loss of generality, we can assume that ε ≤ 1. For our routing scheme, we need the
following two ingredients from the literature.
Planar spanners. Let c ≥ 1. A c-spanner for DG(V ) is a subgraph H of DG(V ) with vertex
set V such that for any s, t ∈ V , we have dH (s, t) ≤ c · d(s, t). The following lemma shows
the existence of good planar spanners for unit disk graphs and was proven by Li, Calinescu,
and Wan [16].
I Lemma 4.1. For any n-vertex unit disk graph DG(V ), there exists a planar 4-spanner
H ⊆ DG(V ). The spanner H can be found in O(n log n) time.3
3

Li, Calinescu, and Wan actually proved that there is a planar 2.42-spanner [16]. Since we do not care
about the exact constant, we use a power of 2 to simplify later calculations.
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Sparse covers. Let H = (V, E) be a weighted planar graph, and let r ∈ N. A sparse r-cover
for H is a collection of connected subgraphs H1 , H2 , . . . of H with the following properties:
(i) for each vertex v ∈ V , there is at least one subgraph Hi that contains all the vertices
w ∈ V with dH (v, w) ≤ r;
(ii) each vertex v ∈ V is contained in O(1) subgraphs Hi ; and
(iii) diam(Hi ) ≤ 25 · r, for every subgraph Hi , where diam(Hi ) is the diameter of Hi .
The following lemma establishes the existence of sparse covers for planar graphs and has
been proven by Busch, LaFortune, and Tirthapura [5].
I Lemma 4.2. For any weighted planar graph H with n vertices and for any r ∈ N, we can
compute a sparse r-cover for H in polynomial time.
The labels. Now we have all ingredients for our final routing scheme. We start with the
description of the labels. In the preprocessing phase, we compute a planar 4-spanner H
of DG(V ), as in Lemma 4.1. Then, we have diam(H) ≤ 4D. Next, for each k ∈ I =
{dlog 8ε e, dlog 8ε e + 1, . . . , dlog(diam(H))e}, we use Lemma 4.2 to construct a sparse 2k -cover
(H1k , H2k , . . . ) of H. Let Gki be the induced unit disk graph on the vertex set of Hik . Let
k0 = dlog 8ε e, for each Gki 0 , we apply the preprocessing mechanism of the low diameter routing
scheme from Lemma 3.4. For each k ∈ I \ {k0 }, we apply to each Gki the preprocessing step
of the routing scheme with additive stretch from Theorem 3.12. We use `k,i to denote the
resulting labeling for the graph Gki , for k ∈ I.
Now, we describe how to obtain the labels for our routing scheme. Let v be a vertex of
DG(V ) and let k ∈ I. Since H1k , H2k , . . . is a sparse 2k -cover, there exists an index i(v, k)
k
such that Hi(v,k)
contains all vertices w ∈ V with dH (v, w) ≤ 2k . Now, for each v ∈ V , the

label `(v) is the concatenation of the tuples k, i, b(i, k, v), `k,i (v) , for each k ∈ I and each i
with v ∈ V (Gki ). Here b(i, k, v) is a Boolean value that is true if and only if i = i(v, k). The
following lemma bounds the maximum label size.


log D log3 n
3
O(ε−2 )
I Lemma 4.3. For every v ∈ V , we have | `(v)| ∈ O
+ (1/ε)
log n .
ε log log n
Proof. Since there are O(log D) different values for k, and since for each k, the vertex v
appears in O(1) subgraphs Gki , we have that v lies in O(log D) different subgraphs Gki . For
the subgraphs Gki 0 , the label `k0 ,i (v) comes from the low diameter routing scheme. Since
−2
diam(Gki 0 ) ∈ O(1/ε), Lemma 3.4 implies that `k0 ,i (v) needs (1/ε)O(ε ) log3 n bits. Since v
k0
lies in O(1) subgraphs Gi , we can conclude that the corresponding tuples in `(v) require
−2
(1/ε)O(ε ) log3 n bits in total. For the remaining O(log D) subgraphs, we derive the label
`k,i (v) from the additive stretch routing scheme from Theorem 3.12. Hence, the corresponding
tuples take O(ε−1 log D log3 n/ log log n) bits in total. The claim follows.
J
The routing function. The idea of the routing function is visualized in Figure 3. Suppose
we are given the labels `(s) and `(t) of the current vertex s and the target t, together with the
dynamic part h of the header. The routing function works as follows: We find the smallest
number k = k(s, t) ∈ I such that there is an index i for which the tuple (k, i, true, `k,i (t)) is
in `(t) and the tuple (k, i, ∗, `k,i (s)) is in `(s).4 We can now derive the following observation:

4

The ∗ is a placeholder for an arbitrary value. Note that `(s) and `(t) each contain at most one tuple
that starts with k, i
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Gki(t,k)

0
Gki(t,k0 )

s

0
Gki(t,k
0)

v

t



Figure 3 It holds 2k−3 ≤ diam Gki(t,k) ≤ 2k+5 . We use the additive stretch routing scheme to
0

route within Gki(t,k) until we find a vertex v that is in Gki(t,k0 ) for k0 < k. This process continues until
0
we find a vertex that is in Gki(t,k
, here we use the low diameter routing scheme until we reach t.
0)

I Observation 4.4. Let s, t be vertices of Gki with k = k(s, t). Then we have d(s, t) ≤ 2k+5 .
Moreover, if k > k0 we have d(s, t) ≥ 2k−3 .
Proof. By property (iii) of a sparse cover we get d(s, t) ≤ diam(Gki ) ≤ diam(Hik ) ≤ 2k+5 .
This proves the first inequality.
Next, let k > k0 . The minimality of k and property (i) of a sparse cover show that
dH (s, t) ≥ 2k−1 Finally, since H is a 4-spanner of G we derive d(s, t) ≥ 2k−3 and the claim
follows.
J
Once we have k and i, we can distinguish three cases.
If k > k0 , we ignore the dynamic header (it will be empty) and use the function σadd of
the additive stretch routing scheme to route within Gki . For this, we take the labels `k,i (s)
and `k,i (t) from `(s) and `(t) to compute the next port. The dynamic part of the header
remains empty. We use the computed port to route to the next vertex.
If k = k0 , we first check the dynamic header. If it is empty, we use the function σdiam of
the low diameter routing scheme to route within Gki 0 . Again, we can take the labels `k0 ,i (s)
and `k0 ,i (t) from `(s) and `(t) to compute the next port. This time the routing function
σdiam also outputs a new string h of length O(log2 n/ log log n). Without loss of generality
we assume that h 6= ε. We store h in the dynamic header and route the data packet along
the computed port.
If k = k0 and the dynamic header contains the non-empty string h, we use `k0 ,i (s), `k0 ,i (t)
and h to route in Gki 0 , while updating the dynamic header according to σdiam .
The stretch. It remains to show the correctness and to analyze the stretch factor. We start
with the correctness. Its proof is quite similar to the correctness proof of σadd .
I Lemma 4.5. The routing scheme is correct.
Proof. Let s be the current vertex, t the desired target vertex and suppose that the routing
scheme sends the packet from s to the vertex t. Moreover, let k = k(s, t) and i = i(s, t) be
the indices that were used by the routing function to determine v. Since the routing step
from s to v takes place in the graph Gki , we know that k is a potential candidate for k(v, t).
Thus, k(v, t) ≤ k. If k(v, t) < k, we have made progress. However, if k(v, t) = k, it must be
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that i(s, t) = i(v, t), since we defined `(t) such that for each k > k0 , there is exactly one i
with b(i, k, t) = true. This means that if k does not change, the routing continues in the
subgraph Gki . We already proved in Lemma 3.4 and Lemma 3.10 that the underlying routing
schemes for this task are correct. Hence, after a finite number of steps, we either reach t,
or we decrease the value k. Since there is only a finite number of values for k, correctness
follows.
J
The next lemma bounds the additive stretch as a function of k.
I Lemma 4.6. There is a constant c > 0 with the following property: let s and t be two
vertices and let k = k(s, t). Then, we have δ(s, t) ≤ d(s, t) + cε · 2k .
Proof. We use induction on k ≥ k0 . First, suppose that k = k0 = dlog(8/ε)e and let s, t be
two vertices with k(s, t) = k0 . Let Gki be the graph that is used to determine the next vertex
after s. Since k can only decrease while routing, and since k0 is the minimum possible value
of k, we route within Gki , using the low diameter routing scheme, until we reach t. Moreover,
by Lemma 3.4 and Observation 4.4, and for c ≥ 25 we get
δ(s, t) ≤ (1 + ε)d(s, t) ≤ d(s, t) + ε · 2k+5 ≤ d(s, t) + cε · 2k .
Next, assume that k > k0 . Let s, t be two vertices with k(s, t) = k, and assume that for
every vertex w with k(w, t) < k, we have δ(w, t) ≤ d(w, t) + cε · 2k(w,t) . Let Gki be the
graph in which our scheme chooses to route the data packet from s to the next node. Let
v be the first node on the routing path from s to t for which k(v, t) < k, see Figure 3.
Moreover, let δ 0 (·, ·) measure the length of the routing path within the subgraph Gki , using
the additive stretch routing scheme. Next, by the definition of k0 and since k > k0 we
get diam(Gki ) ≥ d(s, t) ≥ 2k−3 ≥ 1/ε from Observation 4.4. Furthermore, we know that
d(v, t) ≤ δ 0 (v, t), since t is a vertex in Gki . Finally, we use the inductive hypothesis as well as
Theorem 3.12 to derive
δ(s, t) = δ 0 (s, v) + δ(v, t) ≤ δ 0 (s, v) + d(v, t) + cε · 2k(v,t) ≤ δ 0 (s, v) + δ 0 (v, t) + cε · 2k−1
= δ 0 (s, t) + cε · 2k−1 ≤ d(s, t) + c0 ε · 2k+5 + cε · 2k−1 ≤ d(s, t) + cε · 2k ,
for c ≥ c0 26 , where c0 is the constant from the O-notation of the stretch in Theorem 3.12.
Hence, the claim follows.
J
Finally, we can put everything together to obtain our main theorem.
I Theorem 4.7. Let DG(V ) be an n-vertex unit disk graph and D its diameter. Furthermore,
−2
let ε > 0. There is a routing scheme with (1/ε)O(ε ) log D log3 n/ log log n label size and
2
O(log n/ log log n) dynamic header size whose routing function achieves the stretch factor
1 + ε.
Proof. It remains to show the stretch factor. Here, it suffices to show that the stretch
factor is 1 + O(ε). Let s and t be two vertices and k = k(s, t). If k = k0 the stretch factor
immediately follows from Lemma 3.4. Thus, assume k 6= k0 . On the one hand we know from
Observation 4.4 that 2k−3 ≤ d(s, t), and on the other hand we know from Lemma 4.6 that
δ(s, t) ≤ d(s, t) + cε · 2k . Putting everything together, we get the desired stretch as follows:
δ(s, t) ≤ d(s, t) + cε · 2k ≤ d(s, t) + c23 ε · d(s, t) = (1 + c23 ε)d(s, t).

J
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Conclusion

We presented an efficient and compact routing scheme for unit disk graphs. It achieves stretch
−2
1 + ε and uses (1/ε)O(ε ) log D log3 n/ log log n bits in the label. The dynamic header size is
bounded by O(log2 n/ log log n). It would be interesting to see if this result can be extended
to disk graphs in general. If the radii of the disks are unbounded, the decomposition of Chan
and Skrepetos cannot be applied immediately. However, the case of bounded radii is still
interesting, and even there, it is not clear how the method by Chan and Skrepetos generalizes.
If we want to decrease the size of the dynamic header and analyse the preprocessing time we
have to take a closer look into the routing scheme of Konjevod et al. [15] which we used as
blackbox.
Finally, let us compare our routing scheme to the known schemes. The model of the
routing scheme of Kaplan et al. [14] is very close to ours. The routing scheme can be
implemented using the fixed-port model. We achieve the same stretch factor and still use
additional information of poly-logarithmic size. Their scheme was generalized to non-unit
disk graphs with constant bounded radii [23]. Our main advantage is, that we do not use
neighborhood oracles: Kaplan et al. assumes that it can be checked locally by the routing
function (without using label, table or header) whether two vertices are neighbors or not, see
Section 5.4 in [14]. The existence of such a neighborhood oracle makes the routing much
easier, since it is a crucial problem to efficiently route in the neighborhood. However, it is
not clear how their scheme can be implemented without such an oracle.
The idea of the routing scheme of Yan et al. [24] is similar to ours: the graph is covered
by O(log n) different trees. When the routing starts, the labels of the source and the target
are used to determine the identity of a tree and an O(log n)-bit label of the target within
this tree. Finally, they completely forget the original labels and route within this tree until
they reach the target. For any two vertices s, t ∈ V , the routing path between s and t has
length at most 5 · d(s, t) + 13. Our routing scheme can also be turned into this model, but we
have O(log D log n) different trees that cover the unit disk graph and the label of a vertex
in one of the trees has size O(log2 n/ log log n). Nevertheless, we achieve the near optimal
stretch 1 + ε. Moreover, Yan et al. use the designer-port model and thus, they can route
within a tree using labels of size O(log n). But since nodes are contained in more than one
tree, there have to be lookup-tables for the port assignments. Their routing scheme can
easily be turned into the fixed-port model: the stretch would not change and the label size
would increase to O(log3 n/ log log n). Last but not least, their routing scheme also achieves
constant hop stretch. It is unlikely that the hop stretch of our routing scheme is bounded by
a constant. In conclusion, our routing scheme needs an O(log D)-factor more in the label size
but achieves a better stretch if ε < 4. Moreover, our underlying routing model is specified
more clearly.
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Abstract
We prove PSPACE-completeness of two classic types of Chess problems when generalized to n × n
boards. A “retrograde” problem asks whether it is possible for a position to be reached from a natural
starting position, i.e., whether the position is “valid” or “legal” or “reachable”. Most real-world
retrograde Chess problems ask for the last few moves of such a sequence; we analyze the decision
question which gets at the existence of an exponentially long move sequence. A “helpmate” problem
asks whether it is possible for a player to become checkmated by any sequence of moves from a
given position. A helpmate problem is essentially a cooperative form of Chess, where both players
work together to cause a particular player to win; it also arises in regular Chess games, where a
player who runs out of time (flags) loses only if they could ever possibly be checkmated from the
current position (i.e., the helpmate problem has a solution). Our PSPACE-hardness reductions are
from a variant of a puzzle game called Subway Shuffle.
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Introduction

Chess problems [9, 11, 12, 14] are puzzles involving Chess boards/pieces/positions, often
used as exercises to learn how to play Chess better. Perhaps the most common family of
Chess problems are of the form mate-in-k: is it possible to force a win within k moves from
the given game position (board state and who moves next)? While this problem can be solved
in polynomial time for k = O(1), it is PSPACE-complete if k is polynomial in the board size
n [13] and EXPTIME-complete if k is exponential in the board size (or infinite) [5].
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Figure 1 The retrograde Chess problem on the cover of [11]. What move did Black just make?
What move did White make before that?

In this paper, we analyze the complexity of two popular families of Chess problems that
are fundamentally cooperative: they ask whether gameplay could possibly produce a given
result, which is equivalent to the two players (Black and White) cooperating to achieve the
goal. This cooperative means the two players effectively act as a single player (in the sense
that quantifiers no longer alternate), placing the problem in PSPACE (see Lemma 1.1). We
prove that the following two problems are in fact PSPACE-complete.
First, retrograde Chess problems ask about the moves leading up to a given position.
For example, Figure 1 gives the puzzle on the cover of Raymond Smullyan’s classic book
The Chess Mysteries of Sherlock Holmes [11]. Other classic books with Chess problems (and
descriptions of how to do retrograde analysis) are by Nunn [9] and Smullyan [12]. Many
retrograde Chess problems (including Figure 1) ask what the final few moves of the two
players must have been to reach this position. Fundamentally, these problems are about
the reachability of the given position from the starting position, and focus on the final k
moves where the puzzle is most interesting (as the moves are most forced). For exponentially
large k, we find a core underlying decision problem: can the given position be reached at all
from the starting position? Such positions are often called “valid” or “legal” because they
are possible results of valid/legal gameplay; in Section 3, we prove that characterizing such
positions is PSPACE-complete.
Second, helpmate Chess problems [8, 15] ask whether it is possible for a player to
win via checkmate by any sequence of moves, i.e., when the players cooperate (help each
other, hence “helpmate”). This problem could also naturally be called Cooperative Chess, by
analogy to Cooperative Checkers, which is NP-complete [1]. In addition to being a popular
form of Chess problem, helpmate problems naturally arise in regular games of Chess, as
FIDE’s1 “dead-reckoning” rule says that any position without a helpmate is automatically a

1

The International Chess Federation (FIDE) is the governing body of international Chess competition.
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draw:
“The game is drawn when a position has arisen in which neither player can checkmate
the opponent’s king with any series of legal moves. The game is said to end in a “dead
position”.” [4, Article 5.2.2]
In practice, this condition is often checked when a player runs out of time, in which case
that player loses if and only if they could ever possibly be checkmated from the current
position (i.e., the helpmate problem has a solution) [4, Article 6.9]. In Section 2, we prove
that characterizing such non-dead positions is PSPACE-complete. Amusingly, this result
implies that it is PSPACE-complete to decide whether a given game position is already a
draw (draw-in-0) for Chess.

1.1

Chess Problem Definitions

To formalize the results summarized above, we more carefully define the objects problems
discussed in this paper.
A Chess position is a description of an n × n square grid, where some squares have a
Chess piece (a pawn, rook, knight, bishop, queen, or king designated either black or white)
and a designation of which player (black or white) plays next.
We follow the standard FIDE rules of Chess [4], naturally generalized to larger boards. In
particular, there must be exactly one king of each color; colors alternate turns; a king cannot
be in check after its color’s turn; and rooks, bishops, and queens can move any distance (as
also generalized in [13, 5]).
To define reachability for n × n boards, we define a natural starting position to be a Chess
position in which all of the following conditions hold:
1. The first two ranks (rows) are filled with white pieces; the last two ranks are filled with
black pieces; and the rest of the board is empty.
2. The second and second-to-last ranks contain only pawns.
3. The first and last ranks contain no pawns and exactly one king each, and sufficiently
many of each of the non-pawn piece types. (The exact composition and ordering of these
ranks will not affect our reduction.)
Now we can define the two decision problems studied in this paper:
I Problem 1 (Reachability). Given an n × n Chess position, is it possible to reach that
position from a starting position?
I Problem 2 (Helpmate). Given an n × n Chess position, is it possible to reach a position
in which the black king is checkmated?
I Lemma 1.1. Both helpmate and reachability are in PSPACE.
Proof. An n × n Chess position takes only polynomial (in n) space to record. A nondeterministic polynomial-space machine can guess a sequence of moves, accepting when it achieves
checkmate (for helpmate) or reaches the target position (for reachability); thus both problems
are in NPSPACE = PSPACE.
J
We prove that both problems are in fact PSPACE-complete. Evidence for these problems
not being in NP were first given by Shitov’s examples of two legal positions that require
exponentially many moves to go between [10], using long chains of bishops locked by pawns.
Our constructions to show PSPACE-hardness take on a similar flavor.
In particular, they organize the World Chess Championship which defines the world’s best Chess player.
All top-level Chess competitions (not just FIDE’s) follow FIDE’s rules of Chess [4].
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1.2

Subway Shuffle

Our reductions are from a one-player puzzle game called Subway Shuffle, introduced by Hearn
[7, 6] in his 2006 thesis, and shown PSPACE-complete in 2015 [3]. Recently, Brunner et al. [2]
introduced a variation called oriented Subway Shuffle and proved it PSPACE-complete,
even with two colors, a limited vertex set, and a single unoccupied vertex.
Our reductions to show PSPACE-hardness of Chess-related problems are from a slightly
modified version of this restricted form of oriented Subway Shuffle, which we will call “Subway
Shuffle” for simplicity, defined as follows:
I Problem 3 (Subway Shuffle). We are given a planar directed graph with edges colored
orange and purple, where each vertex has degree at most three and is incident to at most
two edges of each color. Each vertex except one has a token, which is also colored orange or
purple. One edge is marked as the target edge.
A legal move is to move a token across an edge of the same color, in the direction of the
edge, to an empty vertex, and then reverse the direction of the edge.
The Subway Shuffle decision problem asks whether there is any sequence of legal moves
which moves a token across the target edge.
This definition differs from that in [2] only in the goal condition; in [2], the goal is to
move a specified token to a specified vertex. However, their proof of PSPACE-hardness
also works for our definition, where the goal is to move a token across a specified edge; by
examining the win gadget in [2], it is clear that the target token can reach the target vertex
exactly when a specific edge is used, so we can set that edge as the target edge.2 Thus we
have the following result:
I Theorem 1.2 ([2]). Subway Shuffle is PSPACE-complete.

2

Helpmate Chess Problems are PSPACE-Complete

In this section, we prove that Helpmate is PSPACE-complete by reducing from Subway
Shuffle.
I Theorem 2.1. Helpmate is PSPACE-complete.
The structure of the reduction is to use a line of pieces of one type to represent and edge
in the Subway Shuffle graph, where using the edge involves moving every piece in the line
one space. A vertex is represented by a square where pieces from three different edges can
move to. The two colors of Subway Shuffle are represented by which piece type is present in
the vertex. All of the moving pieces involved in the reduction are white; black will be given
a gadget to pass their turn with. In many of the figures, we label the relevant pieces that
can move in red; all of the red pieces are white in the actual Chess position.
In order to make sure that players cannot make moves outside of the reduction, all of the
edge and vertex gadgets are walled in with walls of bishops and pawns that are completely
stuck.

2

This is the middle purple edge in the bottom row in Figure 6(a) in [2]. We also remove the target vertex
(and the edge incident to it) so there is only one unoccupied vertex.
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Two-Orange One-Purple Subway Shuffle

First, we show how to modify Subway Shuffle slightly to make our reduction simpler. In
Subway Shuffle, some vertices have two orange edges incident while others have two purple
edges incident. Rather than trying to build separate gadgets for each of this cases, we use
Lemma 2.2 to have every vertex have two orange edges and one purple edge. This way we
only need to build gadgets for one type of vertex.
I Lemma 2.2. Subway Shuffle is PSPACE-complete even when every degree three vertex
has exactly two orange and one purple edge incident.
Proof. Given an instance of Subway Shuffle, every vertex with two purple incident edges
can be replaced with one with two orange incident edges as shown in Figure 2. Note that
while we need to transform vertices with one or two purple outgoing edges, we don’t need
to worry about vertices with zero purple outgoing edges. This is because a purple vertex
with zero purple outgoing edges can never move, so the entire vertex is stuck and can safely
be ignored. It is easy to check that the set of legal moves is the almost the same in every
configuration. The only difference is that in Figure 2(d), the purple token can leave the
vertex twice through each of the two outgoing edges; however the second purple token that
leaves doesn’t allow any further moves except moving the purple token back into place. With
the assumption that only one vertex is ever empty, this situation is never useful, so this
replacement perfectly simulates the original vertex.
J

(a)

(b)

(c)

(d)

Figure 2 The color changing gadget. (a) and (b) show the transformation for vertices with one
coming purple edge, and (c) and (d) show the transformation for vertices with no incoming purple
edges. In both cases, the vertex behaves identically after the change, and using this technique we
can give every degree-3 vertex two orange edges.

2.2

Gadgets

We start with the edge gadget. To represent an edge, we simply use a line of bishops, shown
in Figure 3. To move a token along the edge, move all of the bishops one space in that
direction. The net effect will be a bishop entering one end and another bishop leaving the
other end, representing a token moving.
Now we move on to the vertex gadget. There are two cases for a Subway Shuffle vertex:
a vertex which can have two edges of one color both pointing into the vertex when it is
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Figure 3 Our edge gadget. Since pawns care about their orientation, the gadget looks slightly
different when the edge runs vertically compared to horizontally. This figure shows what both look
like and how it can turn. Red represents movable white pieces.

empty, and a vertex which has one edge pointing in and one pointing out of the same color
when it is empty. Note that a vertex which has all of the edges of a color pointing out does
not make sense because a token of that color could never reach the vertex, so those edges
are provably unusable. We implement both of these with the same vertex gadget, shown
in Figure 4. This gadget has three edges coming out of it from the left, right, and bottom.
The left and right edges are orange, and the bottom edge is purple. Which type of vertex
the gadget represents depends on which red knights are present in the middle. The empty
square in the middle is the vertex square. When it contains a knight, it represents a vertex
occupied with an orange token, and when it contains a rook, it represents a vertex occupied
with a purple token. To use the gadget, white moves all of the red pieces one step away from
the vertex along one of the edges until the vertex square becomes empty. This represents a
token leaving the vertex along that edge. Then white moves one of the red pieces that can
move into the vertex square and continues moving all of the pieces along that path of red
pieces; this represents moving a token into this vertex along that edge.
We use the argument about color changing from Lemma 2.2 to allow all three edges
leaving the vertex to be bishop lines. The transition from the rooks in the gadget to the
bishop edges is essentially this color-changing. All of the bishops are on dark squares, and
our edges can be routed to connect arbitrary squares of same color, so we will not need to
worry about parity issues with connecting different vertices.
Now we have to implement the Subway Shuffle target edge. This means making a win
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(b) An empty vertex with both orange edges pointing in.

Figure 4 The vertex gadget. The two edges coming out of the sides are orange edges, and the
middle edge coming out of the bottom is purple. Which of two red knights which threaten the center
empty space are present determines whether the orange edges are pointing in or out.

gadget which checks whether a particular edge is used. In order for an edge to be used, a
piece must leave the vertex at the tail of the edge to move along that edge. Our win gadget
is a modified version of the vertex gadget which allows white to checkmate if they can get a
knight (representing an orange token) to leave the vertex along a specified edge. Our win
gadget is depicted in Figure 5. Note that it is identical to the vertex gadget except for the
replacement of one of white’s pawns with a black king.
Lastly, we have a do-nothing gadget. The entire puzzle is solved by white; all of the
pieces that can move in the gadgets are white’s and the helpmate in question is white trying
to checkmate black. A legal Chess game, however, must have alternating moves by each side.
Thus, we need to give black something to do. The gadget in Figure 6 accomplishes this, by
giving black a trapped bishop that they can (and must) move back and forth in between
white’s moves.
It is worth noting that the positions that result from this reduction are reachable from a
starting position, provided we make the board size a polynomial in the size of the Subway
Shuffle instance large enough to have enough pieces and pawns to make the gadgets. Any
extra pieces can capture each other prior to beginning to construct the position. We can also
lock the white king away in a cage similar to the do-nothing gadget.

2.3

Correctness

Now we show that the only way white can ever checkmate black is by solving the Subway
Shuffle problem and using the gadgets as they are intended to be used.
For the edge gadget, it is easy to check that no piece can move except the red bishops
can move one space along the edge when it is in use.
For the vertex gadget, there is one other move white can try, but it does not do anything
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Figure 5 The win gadget. The black king is completely stuck; if it gets checked it will be
immediately checkmated. The white knight highlighted in green is the only piece ever capable of
accomplishing this. In order to do so, it must first move to the vertex, and then from there move to
the right edge.

Figure 6 Do-nothing gadget, which allows black to pass forever.

productive. White can try moving one of the pawns below the rook columns up one space
when the rook above it moves up. This results in an immediately stuck position, so it is
never useful for white to do. There are no other moves white can legally make outside of the
reduction.

3

Reachability Retrograde Chess Problems are PSPACE-Complete

We reduce from the same problem, max-degree-3 two-color oriented Subway Shuffle, as in
the previous section. As in the previous section, the basic structure will have white solving
an instance of Subway Shuffle while black effectively passes their turn. But this time, rather
than making moves, white will “undo” moves, which allows for pawns to move backwards or
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pieces to be uncaptured, among other things. If white succeeds, the win gadget will allow a
piece to escape from the walls of the reduction. Once this hole appears, it will let more pieces
forming the walls of the gadgets to start leaving, eventually unravelling all of the gadgets.
At this point once the pieces are spread out, it is easy for the players to find a sequence of
moves that could get there from the starting position.
Before we describe the gadgets, we will first make some observations about how moves
work in retrograde puzzles. Instead of thinking about moves that can be made from a position,
we will think about moves that could have just been done; we will call these unmoves. All
Chess pieces other than pawns unmove the same way that they move. Pawns are different,
and all captures are different as well. A piece is never captured in an unmove; to undo
a capture, a piece will unmove and the captured piece appears in its place. This means
that, unlike in the checkmate reduction before, we will not have to worry about pieces being
capturable, so the color of non-pawn pieces in the reduction is irrelevant.
Another important distinction is that pawns do not need a piece to be able to uncapture,
so any pawn can always move diagonally backward to uncapture a piece unless the space it
would unmove to is occupied. Due to Corollary 3.2, this will make walling our gadgets much
harder than before since every Chess piece can unmove to some square to its left and some
square to its right. This means that we cannot have any isolated gadgets in the middle of
the board; in order for any block of pieces to be stuck, the block must extend to both the left
and right edges of the board. This results in needing an additional gadget, a terminator that
we attach to the ends of the construction which anchors everything to the edge of the board.
I Lemma 3.1. If the five nearest spaces in either file (column) immediately adjacent to a
piece are empty, and the piece is not in the first two or last two ranks, then that piece can
unmove into that file, leaving an empty space where it came from.
Proof. We simply look at each piece and note that every Chess piece can unmove into a
square in the immediately adjacent file. For every non-pawn piece, it simply unmoves there
and leaves an empty space immediately. For a pawn, it must uncapture to do this, which it
can do because it’s not in the first two or last two ranks. It can uncapture a non-pawn piece,
and that piece can then unmove into the empty file immediately, leaving a hole.
J
I Corollary 3.2. If a region of the board which does not include the first two or last two
ranks has at least one piece and has an empty file adjacent to it, then a piece can unmove
(possibly with multiple unmoves) to escape the region.
Proof. Without loss of generality, let the empty file be on the left. Consider the leftmost
piece in the region. Then the conditions of Lemma 3.1 are satisfied, so the piece can unmove
into that file. From here the piece can continue unmoving until it leaves the region.
J

3.1

Gadgets

Now we describe the gadgets in our reduction.
First is the edge gadget shown in Figure 7. Like in the previous section, this gadget
uses a line of bishops each of which move one space to represent the movement of a token. To
keep the bishops locked in, we use a repeating pattern of pawns, rooks, and bishops across
the top and bottom of the edge. Because pawns care about the orientation of the board, we
cannot actually make vertical edges. Instead, we use the turn and shift gadgets shown in
Figure 8; if you wiggle an edge back and forth with turns and shifts you can make it travel
vertically up the board.
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Figure 7 The edge gadget.

(a) A shifted edge.

(b) A U-turn gadget for edges.

Figure 8 Edge routing gadgets: shift and U-turn.
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Figure 9 Terminator gadget that connects the loose ends of gadgets to the bottom rank. Unlike
other figures, here we care that the first rank of this figure is the actual first rank of the Chess board.
In particular, this means that the white pawn on the second rank cannot unmove, and that allows
us to prove that everything is stuck.

At the edge of the turn gadget, we have the terminator gadget, shown in Figure 9. As
previously stated, because every piece is capable of unmoving to both adjacent files, we need
a terminator gadget which connects these loose ends to the edge of the board. We have all of
our terminator gadgets terminate either on the first rank of the board or on any other gadget.
The terminator gadget in Figure 9 terminates on the first rank. To have one terminate on
another gadget, it simply runs (diagonally) into the wall of pawns on either side of any of
our gadgets, including another terminator. We will have only a single terminator gadget on
each side of the construction terminate on the first rank, and all others will terminate on
another gadget.
Now we describe the vertex gadget, shown in Figure 10. This vertex has a similar
structure to the vertex gadget from the previous section, with potentially two knights and a
rook representing the three tokens that can move in from connecting edges into the vertex.
The two edges connected by a knight to the vertex are the orange edges; the rook is the
purple edge. When both knights are present, we get a vertex which has both orange edges
pointing into the vertex. If only one knight is present and the other is replaced by a bishop,
only the edge with the knight points into the vertex and the other orange edge points out of
the vertex.

3.2

Win Gadget and Self-Destruction

Finally we have the win gadget shown in Figure 11. Here we have modified the vertex
gadget to add an extra hole a knight’s move away from the top orange edge’s connection to
the vertex. When the top edge is used by having a knight enter it from the vertex, it can hop
into this hole. This creates a second hole, which will be key to allowing the construction to
unravel. Protruding from the top left and top right of the gadget are two terminator gadgets.
The unravelling of these will be crucial to winning.
Normally, the green knight just to the right of the vertex is capable of unmoving to the
vertex when it is empty. After this the second green knight can follow it unmoving into the
square it just left. This then allows the purple (white) pawn to uncapture the square the
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Figure 10 The vertex gadget. The empty square in the middle is the vertex; whether it is
occupied by a knight or a rook determines the color of the token at this vertex.

Figure 11 The win gadget. The purple pawn is a white pawn. If a knight leaves the vertex by
the top edge, it allows the two white knights highlighted in green to follow it. Then the purple pawn
can uncapture a knight where a knight was, which can move away, starting the unravelling process.

knight was on. However, regardless of which piece the pawn uncaptures, the new piece is
completely stuck and incapable of moving.
However, if there were a second hole for the green knights to jump into, then once the
green knights unmove again, the purple pawn uncaptures a knight, which can then unmove
to where one of the knights was. This is shown in Figure 12. At this point, the queens and
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Figure 12 The win gadget after the first few unmoves to begin the unravelling are made. From
here, the queens can leave allowing the terminator gadget in the top right to start unravelling.

rooks can shift around to let the queens start escaping. From here, everything begins to
unravel. This is where the two terminator lines come in. Once a few queens leave, both of
these lines can start to unravel.
We choose a layout of the Subway Shuffle instance such that the win vertex is the furthest
north vertex, and these two terminator lines are on the outside face of the graph. We extend
these lines very far away from the rest of the construction, which is possible because the
choice of layout implies no other part of the construction is in as high a rank as win vertex.
We have any other terminator lines from U-turn gadgets which have not already terminated
on another gadget terminate on these two terminator lines. Only these two terminators will
eventually reach the first rank of the board, as shown in Figure 9.
Once these two lines have unravelled, it is now the case that our construction is in a
region in the middle of the board with no pieces on either side of it. This means we can
repeatedly apply Corollary 3.2, until every piece has left the construction. It is fairly easy
once all of the pieces are free in the middle of the board to find a sequence of unmoves to
send them home.

3.3

Counting Pieces

Now we need to do a piece counting argument, to show that the position is even plausible.
One property of a starting Chess position is that it has only one pawn of each color in
each file. Not only this, but pawns also cannot stray too far from their starting file. In
particular, a pawn on rank n must come from a file at most n files away from its current
position. Unfortunately, our construction can have many pawns in each file, and furthermore
is constrained in how far it can be away from the bottom edge of the board due to the
terminator gadgets.
However, the terminator gadget has the property that along the horizontal part, it has
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a white pawn (and similarly black pawn) density of only one pawn every two files. If we
stretch the horizontal part far enough, and put the construction on a sufficiently far forward
rank, we can use this to get the pawn density below one pawn per file. As long as this area
with low pawn density is at a higher rank on the board than the number of files it is wide,
with enough uncaptures the pawns can sort themselves into one pawn per file. The number
of uncaptures required is at most quadratic in the number of pawns.
We also need to check the number of non-pawn pieces. To make sure that the board has
the right amount of pieces, we simply have the board be much larger than our construction.
Our pawns will need to make a large number of uncaptures during the unravelling, and
to handle this we will have the board be much larger than the number of pieces in our
construction. It is always possible to keep uncapturing additional pieces and pawns so we do
not need to worry about having too large of a board.
Finally, every legal Chess position needs to have one king of each color. Since we don’t
use kings anywhere in the construction, and their ability to roam free doesn’t allow the
players to unravel the position without solving the Subway Shuffle instance, we simply put
the two kings in their home positions. This also ensures that both players always have legal
unmoves allowing white and black to alternate making unmoves as is required in Chess.
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Abstract
The task of scheduling jobs to machines while minimizing the total makespan, the sum of weighted
completion times, or a norm of the load vector, are among the oldest and most fundamental tasks
in combinatorial optimization. Since all of these problems are in general NP-hard, much attention
has been given to the regime where there is only a small number k of job types, but possibly the
number of jobs n is large; this is the few job types, high-multiplicity regime. Despite many positive
results, the hardness boundary of this regime was not understood until now.
We show that makespan minimization on uniformly related machines (Q|HM |Cmax ) is NP-hard
already with 6 job types, and that the related Cutting Stock problem is NP-hard already with 8
item types. For the more general unrelated machines model (R|HM |Cmax ), we show that if either
the largest job size pmax , or the number of jobs n are polynomially bounded in the instance size
|I|, there are algorithms with complexity |I|poly(k) . Our main result is that this is unlikely to be
improved, because Q||Cmax is W[1]-hard parameterized by k already when n, pmax , and the numbers
describing the speeds are polynomial in |I|; the same holds for R|HM |Cmax (without speeds) when
the job sizes matrix has rank 2. Our positive and negative results also extend to the objectives
P
`2 -norm minimization of the load vector and, partially, sum of weighted completion times
w j Cj .
Along the way, we answer affirmatively the question whether makespan minimization on identical
machines (P ||Cmax ) is fixed-parameter tractable parameterized by k, extending our understanding
of this fundamental problem. Together with our hardness results for Q||Cmax this implies that the
complexity of P |HM |Cmax is the only remaining open case.
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Introduction

Makespan minimization is arguably the most natural and most studied scheduling problem:
in the parallel machines model, we have m machines, n jobs with sizes p1 , . . . , pn , and the
task is to assign them to machines such that the sum of sizes of jobs on any machine is
minimized. Seen differently, this is the (decision version of the) Bin Packing problem: can a
set of items be packed into a given number of bins? Bin Packing is NP-hard, so it is natural
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to ask which restrictions make it polynomial time solvable. Say there are only k distinct
item sizes p1 , . . . , pk , and so the items are given by a vector of multiplicities n1 , . . . , nk with
Pk
n = j=1 nj ; let pmax = maxj pj . Goemans and Rothvoss [10] showed that Bin Packing
can be solved in time (log pmax )f (k) poly log n for some function f .1 Note that makespan
minimization is polynomial when k is fixed by simple dynamic programming; the difficult
question is whether it is still polynomial in the high-multiplicity setting where jobs are
encoded by the multiplicity vector n = (n1 , . . . , nk ). By the equivalence with scheduling,
Goemans and Rothvoss showed that high-multiplicity makespan minimization on identical
machines is polynomial if the number of job types k is fixed.
Since 2014, considerable attention has been given to studying the complexity of various
scheduling problems in the regime with few job types [15, 22, 20, 21, 3, 11, 13, 26, 14, 12], and
similar techniques have been used to obtain approximation algorithms [16, 24, 18]. However,
any answer to the following simple and natural question was curiously missing:
What is the most restricted machine model in which high-multiplicity makespan
minimization becomes NP-hard, even when the number of job types is fixed?
There are three main machine models in scheduling: identical, uniformly related, and
unrelated machines. In the uniformly related machines model, machine Mi (for i ∈ [m])
additionally has a speed si , and processing a job of size pj takes time pj /si on such a machine.
In the unrelated machines model, each machine Mi (for i ∈ [m]) has its own vector of job
sizes pi = (pi1 , . . . , pik ), so that pij is the time to process a job of type j on machine Mi . The
makespan minimization problem in the identical, uniformly related, and unrelated machines
model is denoted shortly as P ||Cmax , Q||Cmax , and R||Cmax [23], respectively, with the
high-multiplicity variant being P |HM |Cmax and analogously for the other models. Notice
that the job sizes matrix p of a Q||Cmax instance is of rank 1: the vector pi for machine Mi is
simply p0 /si for p0 = (p1 , . . . , pk ), and p = p0 · (1/s)| for the speeds vector s = (s1 , . . . , sm ).
Hence, the rank of the job sizes matrix has been studied [1, 3, 2] as a helpful measure of
complexity of an R||Cmax instance: intuitively, the smaller the rank, the closer is the instance
to Q||Cmax . We answer the question above:
I Theorem 1. Q|HM |Cmax is NP-hard already for 6 job types.
The Cutting Stock problem relates to Bin Packing in the same way as Q||Cmax relates
to P ||Cmax : instead of having all bins have the same capacity, there are now several bin types
with a different capacity and cost, and the task is to pack all items into bins of minimum
cost. Cutting Stock is a famous and fundamental problem whose study dates back to
the ground-breaking work of Gilmore and Gomory [9]. It is thus surprising that the natural
question whether Cutting Stock with a fixed number of item types is polynomial or
NP-hard has not been answered until now:
I Theorem 2. Cutting Stock is NP-hard already with 8 item types.
Parameterized Complexity. A more precise complexity landscape can be obtained by
taking the perspective of parameterized complexity: we say that a problem is fixed-parameter
tractable (FPT, or in FPT, for short) parameterized by a parameter k if there is an algorithm

1

The complexity stated in [10] is (log max Cmax , n)f (k) poly log n, but a close inspection of their proof
reveals that a) the dependence on n is unnecessary, and b) it is possible to use a better bound on the
number of vertices of a polytope and obtain the complexity stated here.
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solving any instance I in time f (k) poly(|I|), for some computable function f . On the other
hand, showing that a problem is W[1]-hard means it is unlikely to have such an algorithm,
and the best one might hope for is a complexity of the form |I|f (k) ; we then say that a
problem is in XP (or that it has an XP algorithm); see the textbook [6].
The hard instance I from Theorem 1 is encoded by a job sizes matrix p, a job multiplicities
vector n, and a machine speeds vector s which all contain long numbers, i.e., entries with
encoding length Ω(|I|). What happens when some of p, n, and s are restricted to numbers
bounded by poly(|I|), or, equivalently, if they are encoded in unary?
A note of caution: since we allow speeds to be rational, and the encoding length of a
fraction p/q is dlog2 pe + dlog2 qe, a Q||Cmax instance with s of polynomial length might
translate to an R||Cmax instance with p of exponential length. This is because for p to be
integer, one needs to scale it up by the least common multiple of the denominators in s, which
may be exponential in m. Thus, with respect to the magnitude of n and p, R|HM |Cmax can
not be treated as a generalization of Q|HM |Cmax . This is why in the following we deal with
both problems and not just the seemingly more or less general one. For Q|HM |Cmax , we
denote by pmax the largest job size before scaling, i.e., if p = p0 · (1/s)| , then pmax = kp0 k∞ .
Having n polynomially bounded is equivalent to giving each job explicitly; note that in
this setting R|HM |Cmax strictly generalizes Q|HM |Cmax . A simple DP handles this case:
I Theorem 3. {R, Q}|HM |Cmax and {R, Q}||Cmax can be solved in time m · nO(k) , hence
{R, Q}||Cmax is in XP parameterized by k.
A similar situation occurs if n is allowed to be large, but p is polynomially bounded, although
the use of certain integer programming tools [7] is required:
O(k2 )

I Theorem 4. {R, Q}|HM |Cmax can be solved in time pmax m log m log2 n, hence
{R, Q}|HM |Cmax are in XP parameterized by k if pmax is given in unary.
Our main result is that an FPT algorithm for Q|HM |Cmax is unlikely to exist even when n,
p, and s are encoded in unary, and for R|HM |Cmax even when the rank of p is 2:
I Theorem 5. X||Cmax is W[1]-hard parameterized by the number of job types with
(a) X = Q and n, p, and s given in unary.
(b) X = R and n and p given in unary and rank(p) = 2.
We use a result of Jansen et al. [17] as the basis of our hardness reduction. They show that
Bin Packing is W[1]-hard parameterized by the number of bins even if the items are given
in unary. In the context of scheduling, this means that P ||Cmax is W[1]-hard parameterized
by the number of machines already when pmax is polynomially bounded. However, it is
non-obvious how to “transpose” the parameters, that is, how to go from many job types and
few machines to few job types and many machines which differ as little as possible (i.e., only
by their speeds, or only in low-rank way). We first show W[1]-hardness of Balanced Bin
Packing, where we additionally require that the number of items in each bin is identical,
parameterized by the number of bins, even for tight instances in which each bin has to be
full. Using this additional property, we are able to construct an R|HM |Cmax instance of
makespan T in which optimal solutions are in bijection with optimal packings of the encoded
Balanced Bin Packing instance. Our R|HM |Cmax instance uses one job type to “block
out” a large part of a machine’s capacity so that its remaining capacity depends on the item
the machine represents, and all other job types have sizes independent of which machine they
run on. Since the capacity of a machine exactly corresponds to its speed, omitting those
“blocker” jobs and setting the machine speeds gives a hard instance for Q|HM |Cmax .
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Let us go back to P |HM |Cmax . As mentioned previously, Goemans and Rothvoss showed
that if the largest job size pmax is polynomially bounded, the problem is FPT because
o(1)
(log pmax )f (k) poly log n ≤ g(k) · pmax poly log n [6, Exercise 3.18]. We answer the remaining
question whether the problem is in FPT also when all jobs are given explicitly:
I Theorem 6. P ||Cmax is FPT parameterized by k.
This result partially answers [25, Question 5], which asks for an FPT algorithm for
P |HM |Cmax . Obtaining this answer turns out to be surprisingly easy: we reduce the
job sizes by a famous algorithm of Frank and Tardos [8] and then apply the algorithm of
Goemans and Rothvoss [10], which is possible precisely when n is sufficiently small. This
extends our understanding of the complexity of P |HM |Cmax : the problem is FPT if either the
largest job or the number of jobs are not too large. Hence, the remaining (and major) open
problem is the complexity of P |HM |Cmax parameterized by k, without any further assumptions on the magnitude of pmax or n. In light of this, our result that already Q|HM |Cmax is
NP-hard when pmax and n are large, and W[1]-hard if both are polynomially bounded, may
be interpreted as indication that the magnitude of n and pmax plays a surprisingly important
role, and that P |HM |Cmax may in fact not be FPT parameterized by k.
Table 1 Overview of the computational hardness of {P, Q, R}|{_, HM }|{Cmax , `2 ,
relative to the number of job types k.
P || . . .
Cmax

Q|| . . .

R|| . . .

P |HM | . . .

Q|HM | . . .

R|HM | . . .

W[1]-hard

W[1]-hard

poly. time

NP-hard

NP-hard

(Thm. 6)

(Thm. 5)

(Thm. 5)

for const. k

for k ≥ 6

for k ≥ 4

([10])

(Thm. 1)

(Thm. 17)

?

NP-hard

NP-hard

?

wj Cj

?

W[1]-hard
(Cor. 23)
?

XP (Theorem 3)

P

w j Cj }

FPT
XP (Theorem 3)

`2

P

W[1]-hard
(Cor. 23)
W[1]-hard
(Cor. 27)

?

for k ≥ 6

for k ≥ 7

(Cor. 22)

(Cor. 22)

?

NP-hard
for k ≥ 7
(Cor. 26)

Other Objectives. Besides minimum makespan, two important scheduling objectives are
P
minimization of the sum of weighted completion times, denoted wj Cj , and the minimization
of the `2 -norm of the load vector. We show that our algorithms and hardness results (almost
always) translate to these objectives as well. Let us now introduce them formally.
The load Li of a machine Mi is the total size of jobs
to it. In R|HM |`2 , the task
passigned
Pm 2
is to find a schedule minimizing k(L1 , . . . , Lm )k2 =
L
.
i=1 i Note that this is isotonic
Pm 2
(order preserving) to the function i=1 Li , and because this leads to simpler proofs, we
instead study the problem R|HM |`22 . The completion time of a job, denoted Cj , is the time it
P
finishes its execution in a schedule. In the R|HM | wj Cj problem, each job is additionally
P
given a weight wj , and the task is to minimize
wj Cj .
We show that the hard instance for R|HM |Cmax is also hard for `2 , and with the right
P
choice of weights is also hard for
wj Cj . We also obtain hardness of Q|HM |`2 by a different
P
and more involved choice of speeds, but the case of Q|HM | wj Cj remains open so far.
To extend the Cmax reduction to other objectives, we use the “tightness” of our hardness
instance to show that any “non-tight” schedule must increase the `2 norm of the load vector
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P
P
wj Cj
by at least some amount. This is not enough for R|HM | wj Cj because the value
is proportional to the load vector plus other terms, and we need to bound those remaining
P
terms (Lemma 24) in order to transfer the argument from `2 to
wj Cj . We point out that
the these hardness results are delicate and non-trivial even if at first sight they may appear
as “just” modifying the hard instance of Q|HM |Cmax .
Proofs of statements marked with “?” are available in the full version (https://arxiv.
org/abs/2009.11840). We give an overview of our results in Table 1.

2

Preliminaries

We consider zero a natural number, i.e., 0 ∈ N. We write vectors in boldface (e.g., x, y) and
their entries in normal font (e.g., the i-th entry of a vector x is xi ). If it is clear from context
that x| y is a dot-product of x and y, we just write xy [4]. We use log := log2 , i.e., all our
logarithms are base 2. For n, m ∈ N, we write [n, m] = {n, n + 1, . . . , m} and [n] = [1, n].
Makespan Minimization on Unrelated Machines (R|HM |Cmax )
Input: n jobs of k types, job multiplicities n1 , . . . , nk , i.e., n1 + · · · + nk = n and nj is the
number of jobs of type j, m unrelated machines, for each i ∈ [m] a job sizes vector
pi = (pi1 , . . . , pik ) ∈ (N ∪ {+∞})k·m where pij is the processing time of a job of type j
on a machine Mi , a number T .
Find:
An assignment of jobs to machines and non-overlapping (with respect to each machine)
time slots such that every machine finishes by time T .

Notice that our definition uses a high-multiplicity encoding of the input, that is, jobs are
not given explicitly, one by one, but “in bulk” by a vector of multiplicities. Because this
allows compactly encoding instances which would otherwise be of exponential size, the two
problems actually have different complexities and deserve a notational distinction: we denote
by R||Cmax the problem where jobs are given explicitly, and by R|HM |Cmax the problem
defined above; see also the discussion in [21].
Recall that in R|HM |`2 , the task is to minimize k(L1 , . . . , Lm )k2 , where Li is the sum
P
of sizes of jobs assigned to machine Mi for i ∈ [m]. In R|HM | wj Cj , each job j has
a weight wj , and a schedule determines a job’s completion time Cj . The task is then to
P
minimize
wj Cj .
The job sizes matrix p ∈ Rk×m
has rank r if it can be written as a product of matrices
+
C ∈ Rk×r and D ∈ Rr×m . For example, in Q||Cmax , each machine has a speed si ∈ R+ , and
pi = p0 /si for some p0 ∈ Nk , so p = p0 (1/s)| , where s = (s1 , . . . , sm ), hence p has rank 1.
In the identical machines model, pi = p for all i ∈ [m], and we denote it P ||Cmax . Its
decision variant P ||Cmax is equivalent to Bin Packing:
Bin Packing
Input: n items of sizes a1 , . . . , an , k bins, each with capacity B.
Find:
An assignment of items to bins such that the total size of items in each bin is ≤ B.

Unary Bin Packing is Bin Packing where all a1 , . . . , an are encoded in unary, or,
equivalently, amax = maxi ai is bounded polynomially in n. Balanced Bin Packing is Bin
Packing with the additional requirement on the solution that the number of items assigned
to each bin is the same, hence n/k; note that n has to be divisible by k for any instance to
P
be feasible. An instance of Bin Packing is tight if the total size of items i ai is equal to
k · B, which means that if an instance has a packing, then each bin is used fully.
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3

Algorithms

We wish to highlight the geometric structure of R|HM |Cmax by formulating it as an ILP
and making several observations about it. We have a variable xij for each job type j ∈ [k]
and machine Mi (with i ∈ [m]) specifying how many jobs of type j are scheduled to run on
machine Mi . There are two types of constraints, besides the obvious bounds 0 ≤ xi ≤ n for
each i ∈ [m]. The first enforces that each job is scheduled somewhere, and the second assures
that the sum of job sizes on each machine is at most T , meaning each machine finishes by
time T :
m
X

xij = nj

∀j ∈ [k]

(1)

∀i ∈ [m] .

(2)

i=1
k
X

xij pij ≤ T

j=1

Knop and Koutecký [20] show that this ILP has N -fold format, i.e., it has the general form:

min f (x) : E

(N )

Nt

x = b, l ≤ x ≤ u, x ∈ Z

, with E

(N )




=



E11
E21
0
..
.

E12
0
E22
..
.

···
···
···
..
.

E1N
0
0
..
.

0

0

···

E2N





 .



Here, r, s, t, N ∈ N, E (N ) is an (r + N s) × N t-matrix, E1i ∈ Zr×t and E2i ∈ Zs×t for all
i ∈ [N ], are integer matrices, and f is some separable convex function. Specifically for
R||Cmax , f ≡ 0, the matrices corresponding to equations (1)–(2) are E1i = I and E2i = pi ,
for each i ∈ [m], b = (n, T, . . . , T ) is an r + N s = (k + m)-dimensional vector, and l = 0 and
u = (n, n, . . . , n) are N t = (mk)-dimensional vectors. We note that N -fold IP formulations
P
are also known for R|HM |{`2 , wj Cj } [21, 20].

3.1

Large Lengths, Polynomial Multiplicities

A simple dynamic programming algorithm gives:
P
I Theorem 3 (?). {R, Q}|HM |{Cmax , `2 , wj Cj } can be solved in time m · nO(k) , hence
P
{R, Q}||{Cmax , `2 , wj Cj } are in XP parameterized by k.
Theorem 3 (with a worse complexity bound) can be also shown in a somewhat roundabout
way by manipulating the ILP formulation (1)–(2). This approach will eventually give us the
result that P ||Cmax is FPT parameterized by k. We need the following result:
I Proposition 7 (Frank and Tardos [8]). Given a rational vector w ∈ Qd and an integer M ,
there is a strongly polynomial algorithm which finds a w̄ ∈ Zd such that for every integer
3
2
point x ∈ [−M, M ]d , we have wx ≥ 0 ⇔ w̄x ≥ 0 and kw̄k∞ ≤ 2O(d ) M O(d ) .
I Lemma 8. It is possible to compute in strongly-polynomial time for each i ∈ [m] a vector
p̄i ∈ Nk and an integer T̄ i ∈ N such that replacing constraint (2) with p̄i xi ≤ T̄ i does not
3
2
change the set of feasible integer solutions, and kp̄i , T̄ i k∞ ≤ 2O(k ) nO(k )
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Proof. Fix some i ∈ [m] and consider the inequality (2), which is pi xi ≤ T . Applying
Proposition 7 to (pi , T ) and M = n gives a vector (p̄i , T̄ i ) such that for all 0 ≤ xi ≤ n,
(pi , T )(xi , −1) ≤ 0 ⇔ (p̄i , T̄ i )(xi , −1) ≤ 0,
which means that replacing pi xi ≤ T by p̄i xi ≤ T̄ in (2) does not change the set of feasible
solutions, and the bound on kp̄i , T̄ k∞ follows immediately from Proposition 7.
J
We will use the fact that N -fold IP can be solved efficiently:
I Proposition 9 ([19, 5, 7]). A feasibility instance of N -fold IP can be solved in time
2
2
(kE (N ) k∞ rs)O(r s+s ) N t log N t log2 ku − lk∞ .
Alternative proof of Theorem 3 for Cmax . By Lemma 8, we can reduce kE (N ) k∞ down to
3
2
2O(k ) nO(k ) . Since r = k, t = k, s = 1, N = m, and ku − lk∞ ≤ n, applying Proposition 9
5
to such a reduced instance gives an nO(k ) m log m log2 n algorithm. Dealing with `2 and
P
wj Cj is analogous, see Lemma 11.
J
While this is worse than the DP above, notice that this approach also gives:
I Theorem 6. P ||Cmax is FPT parameterized by k.
Proof. Apply Lemma 8 to a given P ||Cmax instance, which gives a new job-sizes vector
p̄ ∈ Nk and a new time bound T̄ ∈ N. Goemans and Rothvoss [10] have shown that
O(k)
P ||Cmax with k job types can be solved in time (log pmax )2
poly log n. Plugging in
3
2
3
2
pmax ≤ 2O(k ) nO(k ) gives log pmax ≤ log 2O(k ) nO(k ) = k 3 + k 2 log n. Hence, the algorithm
O(k)
O(k)
O(k)
runs in time (k 3 log n)2
= (k 3 )2
· (log n)2
. To verify that this is indeed an FPT
runtime (i.e., f (k) poly(n) for some computable f ), we use a simple observation [6, Exercise
2
O(k)
O(k)
≤ 22
no(1)
3.18] that (log α)β ≤ 2β /2 αo(1) . Taking α = n and β = 2O(k) gives (log n)2
and we are done.
J
I Remark 10. The algorithm of [10] shows that P |HM |Cmax is FPT in k if pmax is given
in unary. To the best of our knowledge, it has not been observed before that P |HM |Cmax
is FPT in k if n is polynomially bounded by the input length, i.e., that P ||Cmax is FPT
in k. Thus, Theorem 6 shows that the remaining (and indeed hard) open problem is the
complexity of P |HM |Cmax for instances where both p and n contain large numbers.
A straightforward adaptation of the proof of Lemma 8 where we reduce each row of the
constraint E2i xi = bi separately gives the following more general statement:
I Lemma 11. Given an N -fold IP instance and M ∈ N, one can in strongly-polynomial
i
time compute Ē2i and b̄ , for each i ∈ [N ], such that if ku − lk∞ ≤ 2M , then
{x ∈ ZN t | E (N ) x = b, l ≤ x ≤ u} = {x ∈ ZN t | Ē (N ) x = b̄, l ≤ x ≤ u},
where Ē (N ) is obtained from E (N ) by replacing E2i with Ē2i and b̄ is obtained from b by
3
2
i
i
replacing bi with b̄ , for each i ∈ [N ], and kĒ2i , b̄ k∞ ≤ 2O(t ) M O(t ) .
J

3.2

Polynomial Lengths, Large Multiplicities

How to deal with instances whose jobs have polynomially bounded sizes, but come in large
multiplicities? Actually, the fact that R|HM |Cmax belongs to XP parameterized by k if pmax
is polynomially bounded follows by solving the N -fold IP (1)–(2) using Proposition 9:
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I Theorem 4. {R, Q}|HM |{Cmax , `2 ,

P

O(k2 )

wj Cj } can be solved in time pmax m log m log2 n.

To obtain a result like this one can first solve the LP relaxation of (1)–(2), and then use a “proxO(k)
imity theorem” to show that some integral optimum is at distance at most pmax ·m [7, Theorem
P
59] from any optimum of the LP relaxation. This yields an {R, Q}|HM |{Cmax , `2 , wj Cj }
instance where roughly pkmax · m jobs are left to be scheduled and which can be solved using
Theorem 3. To adapt the model (1)–(2) for uniformly related machines, one has a single vector p ∈ Nτ of “unscaled” processing times, and the right hand side of constraint (2) becomes
bT · si c for a machine of speed si . For `2 , the objective f of the N -fold formulation becomes
Pm
f (x) = i=1 (pi xi )2 which is almost separable convex (one needs to add an auxiliary variable
P
wj Cj , the modification is
z i and a constraint z i = pi xi to express it as separable). For
analogous but slightly more complicated; the approach is identical to the one described by
Knop and Koutecký [20].
O(k2 )
It is an open problem whether the pmax parameter dependence can be improved: even
in the setting with short jobs where pmax ≤ k, the best algorithm for Q|HM |Cmax has a
2
dependence of k k [22, 20].

4
4.1

Hardness
Reducing Bin Packing to Balanced Bin Packing

I Lemma 12. Bin Packing reduces to Balanced Bin Packing such that
(a) a0max = amax + 1,
(b) B 0 = B + n,
(c) k 0 = k,
(d) n0 = nk, and
(e) tightness is preserved,
where n0 , k 0 , B 0 , a0max are the parameters of the new Balanced Bin Packing instance.
Proof. Given an instance of Bin Packing, we obtain an instance of Balanced Bin
Packing by increasing the size of each item by 1, setting the new bin capacity to be
B 0 = B + n, and adding n(k − 1) new items of size 1. Observe that all items of size 1 are
“new” items. It is also clear that a0max = amax + 1.
To show that we preserve feasibility of instances, take any solution of the Bin Packing
instance and add new items of size zero such that each bin contains precisely n items. Now
if we increase the size of each item by 1 (including the new items of size zero) and the size of
each bin by n, we have obtained a feasible instance of the newly constructed Balanced Bin
Packing instance.
For the other direction, assume for the sake of contradiction that the Balanced Bin
Packing instance has a solution, but the original Bin Packing instance does not. Consider
a solution of Balanced Bin Packing, subtract 1 from the size of each item and n from
the capacity of each bin – note that there are n items per bin – and remove items of size
zero. This is a solution to the instance of Bin Packing– a contradiction.
Regarding tightness, note that the sum of item sizes has increased by exactly nk because
we have increased the size by 1 for n “old” items, and added n(k − 1) “new” items of size 1.
Hence, if the total size of items of the original instance was kB, it became kB +nk = k(B +n),
and since B 0 = B + n is the new bin capacity, the Balanced Bin Packing instance is tight
iff the Bin Packing instance was.
J
I Corollary 13. Balanced Bin Packing is NP-hard, even for tight instances.

M. Koutecký and J. Zink

18:9

I Corollary 14. Unary Balanced Bin Packing is W[1]-hard parameterized by the number
of bins, even for tight instances.

4.2

Hardness of Q||Cmax and R||Cmax

Let us describe our hard instance I. Given a tight instance of Balanced Bin Packing
P
with k bins of capacity B and m items, all items sum up to i∈[m] ai = k · B =: A. We
construct a Q|HM |Cmax instance with m machines and 3k job types.
The high level idea is as follows. We use machine Mi to encode the assignment of item ai
to a bin, so we have m machines. We have job types αj1 , αj0 (we will refer to both of them
as αj× ), and βj for j ∈ [k]; we refer to a job of type αj× for any j as a job of type α or an
α-type job, and similarly for β. For the sake of simplicity, we sometimes do not distinguish
between a job and a job type, e.g., by executing αj× we mean executing a job of type αj× .
Our goal is to ensure that a specific schedule, which we call henceforth perfect, is optimal.
In a perfect schedule, Mi gets precisely ai times a job of type αj1 , A − ai times a job of
type αj0 and once a job of type βj for some j ∈ [k]. There is no other job on Mi . This
corresponds to putting ai to the j-th bin. Hence, for each j ∈ [k], there are m/k machines2
where only jobs of types αj1 , αj0 and βj appear together and they represent a packing of the
corresponding items to the j-th bin.
Let us specify the parameters of I. The target makespan is T = 3kA3 ; note that we
will show that the feasible schedules are precisely the perfect schedules and they have the
property that each machine finishes exactly at time T . Jobs of type β are by far the largest
on all machines. We set, for j ∈ [k],
pα1j = kA2 + A(k − j) + 1 ,

pα0j = kA2 + A(k − j) ,

pβj = 2kA3 − A2 (k − j) ;

note that as j increases, so does pβj . Complementary to pβj , as j increases, pα× decreases.
j

To show hardness of Q||Cmax , we give each machine Mi a specific speed depending on ai .
The unscaled load of a machine Mi , denoted L̄i , is the sum of sizes of jobs assigned to Mi
before speed scaling. In a perfect schedule, it is
L̄∗i = ai (kA2 + A(k − j) + 1) + (A − ai )(kA2 + A(k − j)) + 2kA3 − A2 (k − j)
= A(kA2 + A(k − j)) + ai + 2kA3 − A2 (k − j) = 3kA3 + ai = T + ai .

(3)

The machine speed si of machine Mi is
si =

T + ai
3kA3 + ai
=
.
T
3kA3

Observe that in a perfect schedule each machine Mi finishes exactly by time
L̄∗i
T + ai
= T +ai = T = 3kA3 .
si
T

(4)

The sizes of jobs of type αj1 and αj0 are almost identical, except jobs of type αj1 are slightly
longer. For each j ∈ [k], we have job multiplicities
nα1j =
2

A
= B,
k

nα0j =

Am
(m − 1)A
−B =
,
k
k

nβj =

m
.
k

Which is an integer by the fact that any Balanced Bin Packing instance must have a number of
items divisible by k in order to be feasible.
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I Lemma 15. Balanced Bin Packing with tight instances reduces to Q|HM |Cmax such
that
(a) the number of machines equals the number of items,
(b) the number of job types equals 3k, where k is the number of bins,
(c) the job sizes and job multiplicities are bounded by O(A4 ), where A is the sum of all items
of the input instance,
(d) the machine speeds are rational numbers with numerator and denominator in O(A4 ), and
(e) the feasible schedules are precisely perfect schedules, in which all machines finish exactly
at time T = 3kA3 .
Proof. Clearly, all involved numbers are in O(A4 ) (w.l.o.g. we assume k, m ∈ O(A)). The
other parameters are clear from the description of the hard instance I above. It remains
to prove the correctness of our reduction. On the one hand, if there is a solution S of
the corresponding instance of Balanced Bin Packing, we construct a (feasible) perfect
schedule for I as follows. If, in S, ai is assigned to the j-th bin, to machine Mi we assign ai
jobs of type αj1 , A − ai jobs of type αj0 , and one job of type βj . According to equations (3)
and (4), this assignment has makespan T and, clearly, all jobs are assigned to some machine.
On the other hand, assume that I is feasible, meaning there is an assignment of jobs
to machines not exceeding the target makespan T . Let us analyze the structure of such a
schedule σ. First we observe that instead of considering for a machine Mi the makespan T ,
which is the sum of jobs lengths divided by its speed si , we can equivalently consider
T · si = T + ai as its capacity – this is the sum of (unscaled) jobs lengths it can process. Per
machine, there is exactly one job of type βj for some j ∈ [k], since we can execute at most
one β-type job on each machine and we have to place m such jobs onto m machines. So each
machine is in one set Mj , where Mj is a set of m/k machines that process a job of type βj .
Having scheduled a job of type βj to a machine, we can execute on this machine at most A
jobs of type αj×0 for any j 0 . In particular, observe that even on a machine that executes β1 ,
which is the smallest of the β-type jobs, we cannot add A + 1 jobs of type αk0 , which is the
smallest of the αj× job types, without exceeding T + maxi ai .
For each j ∈ [k], there are Am/k jobs of type αj× . Thus, there are exactly A α-type jobs
on each machine from Mj . Observe that on a machine from Mj , we cannot use a job αj 0 ,
where j 0 < j, as this would exceed T + ai . Therefore, we have to execute A jobs of type αk×
on each machine from Mk . Thus, all jobs of type αk× have to be executed by machines
×
in Mk . Consequently, we have to execute A jobs of type αk−1
on each machine of Mk−1
×
since there are no more jobs of type αk available. This argument inductively propagates
for all j = k, k − 1, k − 2, . . . , 1. Hence, on each machine the remaining space is at most3
amax < A < pt for any job type t, so no other job can be scheduled. Consider the sizes of
the jobs that have to be executed on a machine. There can be at most ai jobs of type αj1 on
each machine Mi . Hence we have, for each j ∈ [k],
X
A/k ≤
ai
(5)
Mi ∈Mj

because all A/k jobs of type αj1 are assigned to machines of Mj . Moreover, we have
X

X

ai = A .

j∈[k] Mi ∈Mj

3

This maximum can only be reached if there are A jobs of type αj0 and no jobs of type αj1 on a machine.
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P
So if there was a j ∈ [k] with A/k < Mi ∈Mj ai , then there would be a j 0 ∈ [k] with
P
A/k > Mi ∈Mj0 ai . Since this would contradict Equation (5), we have
X
Mi ∈Mj

ai =

A
=B
k

and ai jobs of type αj1 on each Mi ∈ Mj for each j ∈ [k]. Hence, σ is perfect and the sets
{ai | Mi ∈ Mj } for each j ∈ [k] are a solution for the corresponding instance of Balanced
Bin Packing.
J
We can easily adjust our hardness instance I of Q|HM |Cmax to an instance IR of
R|HM |Cmax . Instead of machine speeds depending, for machine Mi , on ai , we will use a
larger makespan TR to host a new “blocker” job type γ, whose length is machine-dependent,
and leaves space T + ai on each machine – previously the capacity on a machine with speed si .
I Lemma 16 (?). Balanced Bin Packing with tight instances reduces to R|HM |Cmax
such that
(a) the number of machines equals the number of items,
(b) the number of job types equals 3k + 1, where k is the number of bins,
(c) the job sizes and job multiplicities are bounded by O(A4 ), where A is the sum of all items
of the Balanced Bin Packing instance,
(d) in any feasible schedule, all machines finish precisely by time TR = 7kA3 , and
(e) the job sizes matrix p has rank 2.
Applying the reductions of Lemmas 15 and 16 to Balanced Bin Packing with 2 bins,
we have that Q|HM |Cmax and R|HM |Cmax are NP-hard with 6 and 7 job types, respectively.
R|HM |Cmax can be reduced to 4 job types, and similar ideas can be used to improve the
previously described reduction to only require 3k − 2 job types.
I Theorem 1. Q|HM |Cmax is NP-hard already with 6 job types.
I Theorem 17 (?). R|HM |Cmax is NP-hard already with 4 job types and with p of rank 2.
The complexity of Q|HM |Cmax (R|HM |Cmax ) with less than 6 (4) job types remains
open.
From Lemmas 15 and 16 and the hardness of Corollary 14, we also get our main result:
I Theorem 5. X||Cmax is W[1]-hard parameterized by the number of job types with
(a) X = Q and n, p, and s given in unary.
(b) X = R and n and p given in unary and rank(p) = 2.

4.3

NP-hardness of Cutting Stock

Cutting Stock
Input: k item types of sizes p = (p1 , . . . , pk ) ∈ Nk and multiplicities n = (n1 , . . . , nk ) ∈ Nk ,
m bin types with sizes s = (s1 , . . . , sm ) ∈ Nm and costs c = (c1 , . . . , cm ) ∈ Nm .
Find:
A vector x = (x1 , . . . , xm ) ∈ Nm of how many bins to buy of each size, and a packing
of items to those bins, such that the total cost cx is minimized.

The difficulty in transferring hardness from Q|HM |Cmax to Cutting Stock is in
enforcing that each bin type is used exactly once.
I Lemma 18. Q|HM |Cmax with k job types and m machines reduces to Cutting Stock
with k + 2 item types and m bin types.
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Proof. We will set the sizes of bin types as 3-dimensional vectors, whose interpretation
as numbers is straightforward by choosing the base of each coordinate sufficiently large to
prevent carry when summing. For machine Mi with capacity T + ai , we add a bin type of
size and cost (1, 2i−1 , T + ai ). For each original job type t of size pt , there is an item type of
size (0, 0, pt ) with the same multiplicity nt . We will add two new item types: there are m
items of type η which have size (1, 0, 0), and 2m − 1 items of type ν which have size (0, 1, 0).
The target cost is C = (m, 2m − 1, mT + A).
Clearly, a feasible schedule translates easily to a packing: buying each bin type exactly
once costs exactly C, the original item types are packed according to the feasible schedule,
and we pack one η-type job and 2i−1 ν-type jobs on machine Mi .
In the other direction, first notice that we have to use at least m bins to pack the η-type
jobs, and at most m bins are affordable due to the budget C. We want to show that we have
to use each bin type exactly once. Focus on the second coordinates of the 3-dimensional
vectors. Since the total size of items with respect to these coordinates is 2m − 1, which
is precisely the affordable capacity, a solution to Cutting Stock must buy m bins with
capacity 2m − 1. This is equivalent to decomposing the number 2m − 1 into a sum of some m
numbers which are powers of 2, namely 20 , 21 , . . . , 2m−1 . Clearly, the unique decomposition
is 2m − 1 = 20 + 21 + · · · + 2m−1 . Hence, the unique way to obtain capacity C by buying m
bins is to buy one bin of each type, concluding the proof.
J
Note that the W[1]-hardness of Q||Cmax does not immediately imply W[1]-hardness of
Cutting Stock when p, n, c are given in unary, because the construction of Lemma 18
blows up each of p, n, c: it introduces large costs, items η with large size, and items ν with
large multiplicity.
Using our hardness of Q|HM |Cmax with 6 job types together with Lemma 18 yields:
I Theorem 2. Cutting Stock is NP-hard already with 8 item types.

4.4

Hardness of Q||`2 and R||`2

We will now transfer our hardness reduction to the `2 norm. Remember that the speed si of
machine Mi depended linearly on T + ai (normalized by 1/T for all machines). For the `2
norm, we observe that the machine speed affects the objective value by its square. So for a
machine where we double its speed, it contributes only a fourth to the objective value. Then,
one can construct an instance where it is more beneficial to schedule more than the loads of
a perfect schedule to the faster machines leaving the slower machines rather empty.
To still apply our argument that the perfect schedules, which precisely correspond to bin
packings, are the only ones admitting an optimal schedule, we adjust the machine speeds.
√
It should be a value in the order of T + ai . We use the ceiling function to have rational
machine speeds. However, for our reduction√
it is crucial
 that machines√Mi and Mj have
a different speed if ai 6= aj . To make each
T + ai different from
T + ai − 1 , we
√
scale up T + ai by a sufficiently large factor. We will see that we can set this factor to be
(T + amax ), which results, for machine Mi , in a new machine speed of
m
l
p
.
(6)
si = (T + amax ) T + ai
In the following we will use `22 , which is the square of the `2 norm, and is isotonic to it.
Pτ
Recall that the unscaled load of Mi is L̄i = Li · si = t=1 pit xit , where xi = (xi1 , . . . , xiτ ) is
the vector of job multiplicities scheduled to machine Mi , and τ is the number of job types.
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I Lemma 19. The hardness instance I with modified si is also hard for Q|HM |`22 with target
Pm
2
value i=1 ((T + ai )/si ) .
Proof. As before, if the instance of Balanced Bin Packing has a solution where item ai
is assigned to the j-th bin, we construct a perfect schedule, where we assign ai jobs of
type αj1 , A − ai jobs of type αj0 and one job of type βj to machine Mi for each i ∈ [m].
As this gives us load (T + ai )/si on machine Mi , we reach precisely the target objective
Pm
2
value i=1 ((T + ai )/si ) for the `22 objective.
For the other direction, assume there is a schedule σ of jobs to machines such that the
Pm
2
objective value is at most i=1 ((T + ai )/si ) . We distinguish two cases.
Case 1: The unscaled load of machine Mi is T + ai , for each i ∈ [m]. Observe that the
Pm
2
objective value of σ equals the prescribed threshold objective value i=1 ((T + ai )/si ) .
By Lemma 15 e, we know that such a schedule is perfect and exists if and only if there is
a solution to the corresponding Balanced Bin Packing instance.
Case 2: There is an i ∈ [m] such that Mi has unscaled load different from T + ai . Consider
the unscaled loads L = (L̄1 , . . . , L̄m ) scheduled to each of the machines in σ. Since the
total unscaled load is independent of the schedule, we can reach L from the “perfect”
unscaled load distribution (T + a1 , . . . , T + am ) of a perfect schedule (as it appears in
Case 1) by iteratively moving a portion of the load from one machine to another. Note
that we do not speak of moving jobs here. For this argument, we only consider the
unscaled load of each machine as an integral number and ignore the jobs. In this process
m iterations of re-distribution are sufficient; in each step we take the machine with
the smallest deviation (minimizing ∆i = |L̄i − (T + ai )|) and move ∆i integral units
of load from it or to it (depending on the direction of the deviation). Note that there
exists some other machine Mj to/from which to move because we chose i to minimize
∆i .
the load of each machine monotonously increases, decreases, or remains unchanged,
i.e., we do not first add and then remove a portion of load or the other way around.
We show that in every step the objective value only increases, hence this case cannot
occur as we already matched the threshold objective value in the “perfect” distribution
of Case 1.
Consider one such step. We move load r ≥ 1 to machine Mi and take it from machine Mj .
Before, we have already moved in total zi ≥ 0 to Mi and we have already removed
in total zj ≥ 0 from Mj . If Mi is slower than Mj , then the objective value definitely
increases. Hence, we assume si ≥ sj (this implies ai ≥ aj ). So it remains to show
2 
2

2 
2 
T + ai + zi
si

⇔
⇔

+

T + aj − zj
sj

<

T + ai + zi + r
si

+

s2i 2r(T + aj − zj ) − r2 < s2j 2r(T + ai + zi ) + r2



2(T + ai + zi ) + r
s2i
<
.
2(T + aj − zj ) − r
s2j

T + aj − zj − r
sj


(7)

Next, we analyze the machine speed si as defined in equation
√ (6). Recall that we
√
scale
b to make each
T + ai different from
√ up T + ai by a sufficiently large factor
√
√
T + ai − 1 If the difference between T + ai and T + ai − 1 is at least d, then it
must hold that
b>

1
1
√
≥√
.
d
T + amax − T + amax − 1
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√
√
We have chosen b = T + amax , since x > 1/( x − x − 1) for x ≥ 4. Hence, we conclude
l
m
p
p
(T + amax ) T + ai < (T + amax ) T + ai + 1 .
(8)
With this inequality in hand, we finally show the correctness of inequality (7):

2
√
(8) (T + amax )2 (T + ai + 1)
(T + amax ) T + ai
s2i
2(T + ai ) + 2
=
=
<


p
2
2
2
sj
(T + amax ) (T + aj )
2(T + aj )
(T + amax ) T + aj
(r≥1)

≤

2(T + ai ) + 2r
2(T + aj )

(ai ≥aj )

<

2(T + ai ) + r
2(T + ai + zi ) + r
≤
2(T + aj ) − r
2(T + aj − zj ) − r

J

Similarly, we can transfer our hardness instance to R|HM |`22 .
I Lemma 20. The hardness instance IR is hard for R|HM |`22 with target value m · TR2 .
Proof. Again, if the instance of Balanced Bin Packing has a solution where item ai
is assigned to the j-th bin, we construct a perfect schedule, where we schedule ai jobs of
type αj1 , A − ai jobs of type αj0 , one job of type βj , and one job of type γ to machine Mi for
each i ∈ [m]. As this gives us processing time TR per machine, we precisely reach the target
objective value of mTR2 for the `22 objective.
For the other direction, assume there is a schedule of jobs to machines such that the
objective value is at most mTR2 = 49mk 2 A6 . We distinguish three cases.
Case 1: The load of each machine is at most TR = 7kA3 . Such a schedule would thus have
makespan TR and is feasible for R|HM |Cmax with target makespan TR . By Lemma 16,
we know that such a schedule exists if and only if there is a solution to the corresponding
Balanced Bin Packing instance. By property d of Lemma 16, it admits an objective
value of precisely mTR2 for the `22 objective.
Case 2a: There is a machine with load TR0 > TR = 7kA3 , and on each machine there is
precisely one job of type γ. Since the processing time for all α- and β-type jobs is the
same on all machines and we have exactly one job of type γ per machine, the total load is
independent of the schedule and is m · TR . Fixing the total load, the `22 objective reaches
its minimum uniquely by distributing the load evenly; see e.g. [20, Proof of Theorem 3].
Thus, the objective mTR2 can only be reached if the load of every machine is TR , so this
case cannot occur.
Case 2b: There is a machine which schedules at least two jobs of type γ. In this case, we
exploit Claim 21, which we prove in the full version. Again, it contradicts our assumption
of σ having objective value at most mTR2 . So this case can also not occur.
B Claim 21 (?). Any schedule in Case 2b has objective value strictly greater than r · mTR2
with r = (m − 0.98)/(m − 1). Hence, the objective value of such a schedule exceeds mTR2 by
at least
0.02
(r − 1)mTR2 =
· 49mk 2 A6 > 0.98k 2 A6 .
J
m−1
The following corollaries follow immediately from Lemmas 19 and 20; as before, it is
likely that one might improve this to 4 job types.
I Corollary 22. X|HM |`2 is NP-hard already for t job types with
(a) X = Q, t = 6.
(b) X = R, t = 7, and rank(p) = 2.
I Corollary 23. X||`2 is W[1]-hard parameterized by the number of job types with
(a) X = Q and n, p, and s given in unary.
(b) X = R and n and p given in unary and rank(p) = 2.
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P

wj C j

We will define weights in the hardness instance IR from Lemma 16. Denote ρij = wj /pij the
Smith ratio of a job j on machine Mi , where wj is its weight. It is known that given an
assignment of jobs to machines, an optimal schedule is obtained by executing jobs ordered
by their Smith ratios (on each machine) non-increasingly [27]. It suffices to restrict ourselves
to such schedules, and an assignment of jobs to machines describes such a schedule.
We would like to use the same approach as for `2 (Lemma 20) because it is known that
wj Cj and `2 are often (not always) closely related. However, because the size of a job
of type γ depends both on j and the machine Mi , yet its weight only depends on j, it is
impossible to express an exact objective value of the perfect schedule from the previous
sections. This would make the argument of an analogue of Case 2a of Lemma 20 invalid and
P
a no-instance of Balanced Bin Packing might reduce to a yes-instance of R|| wj Cj .
The contribution of all α- and β-type jobs to the sum of weighted completion times is always
the same as they and their weights are machine-independent. However, the contribution
of jobs of type γ depends on the machine, while its weight is machine-independent. If we
schedule to each machine exactly one job of type γ, then we will have each machine-dependent
processing time once and across all machines their contribution is independent of the schedule
and we can specify an exact target objective value. Consequently, we can apply the same
argumentation for Case 1 and Case 2a as in Lemma 20. For Case 2b, we will exploit the
claim in the proof of Lemma 20 once again and combine it with a gap argument (Lemma 24).
P

w
To obtain the weighted hardness instance IR
, we define the following weights for our
hardness instance IR from Section 4.2. For the α- and β-type jobs the weight equals its
processing time and for the job type γ it is slightly greater:

wα× = pα×
j

j

wβj = pβj

wγ = 4kA3 (= piγ + ai for each i ∈ [m])

I Lemma 24 (?). Let σ be any schedule of the weighted hardness
instance,

Pm
2
1
let (L1 , L
,
.
.
.
,
L
)
be
its
load
vector,
and
L
:=
.
Let
Γ =
L
2
m
i
i=1
2

Pk  2
1
2
2
j=1 Awα0j + (m − 1)Awα1j + mwβj ,
2k
Pm
Pm i
1
1:1
1:1
1:1
= ∆1:1
∆linear = 12 i=1 piγ wγ , ∆1:1
quadr = 2
linear + ∆quadr ,
i=1 pγ · ai , ∆
min
min
∆linear = m(wγ − amax )wγ , and ∆quadr = m(wγ − amax )amax .
min
wj Cj is at least L + Γ + ∆min
linear + ∆quadr .
P
(b) If σ schedules one γ job per machine, then the value σ under
wj Cj is L + Γ + ∆1:1 .

(a) The value of σ under

P

With this lemma at hand, it is not difficult to show that the weighted hardness instance
P
indeed reduces Balanced Bin Packing to R|HM | wj Cj as before:
w
I Lemma 25 (?). The weighted hardness instance IR
is hard for R|HM |

I Corollary 26. R|HM |

P

P

wj Cj .

wj Cj is NP-hard already with 7 job types and rank(p) = 2.

P
I Corollary 27. R|| wj Cj is W[1]-hard parameterized by the number of job types, even if
n and p are given in unary and rank(p) = 2.
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5

Open Problems

We conclude with a few interesting questions raised by our results:
We have shown that Q|HM |Cmax and R|HM |Cmax are NP-hard with 6 and 4 job types,
respectively. What is the complexity for smaller numbers of job types? We are not
aware of any positive result about either problem, including Cutting Stock, even for 2
job/item types.
Recall the question whether P |HM |Cmax parameterized by the number of job types k is
in FPT or not. Our results provide some guidance for how one could use the interplay of
high multiplicity of jobs and large job sizes to show hardness.
Is Cutting Stock W[1]-hard when the input data is given in unary?
We haven’t yet investigated jobs with release times and due dates and minimization of
makespan, weighted flow time, or weighted tardiness, already on one machine. The work
P
P
of Knop et al. [22] shows that for example 1|rj , dj |{Cmax , wj Fj , wj Tj } parameterized
by the number of job types k is in XP when pmax is polynomially bounded. Is it FPT or
W[1]-hard?
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1.1

Motivation

The following extends an example given by Bollobás [3] (see also [26, Section 2.3.3]). Consider
a graph whose vertices represent the ISAAC-2020 attendees, and an edge between any two
vertices representing the wish of these two researchers to attend each other’s talks. The
ISAAC-2020 organizers have elicited this information in advance, wishing to ensure that every
participant can attend all the desired talks and also give their own presentation. Therefore,
they color this graph, where each color represents a time slot (running parallel sessions within
each time slot). What is the smallest number of colors needed so that no two adjacent vertices
have the same color, i.e., what is the chromatic number of this graph? Suppose it is 12; so
12 time slots are enough to make all the participants happy. Now, however, the ISAAC-2020
organizers receive messages from Professor Late and Professor Riser expressing their wish to
attend each other’s talks as well. Does this additional edge increase the chromatic number of
the graph, requiring an additional time slot? Or does it always remain the same; that is, is
this graph stable with respect to the chromatic number and adding edges?
Informally stated, a graph is stable with respect to some graph parameter (such as the
chromatic number) if some type of small perturbation of the graph (a local modification
such as adding an edge or deleting a vertex) does not change the parameter. Other graph
parameters we consider are the clique number, the independence number, and the vertex cover
number. This notion of stability formalizes the robustness of graphs for these parameters,
which is important in many applications. Typical applications of the chromatic number, for
instance, include coloring algorithms for complex networks such as social, economic, biological,
and information networks (see, e.g., Jackson’s book on social and economic networks [26] or
Khor’s work on applying graph coloring to biological networks [28]). In particular, social
networks can be colored to find roles [15] or to study human behavior in small controlled
groups [27, 10]. In various applied areas of computer science, graph coloring has also been
used for register allocation in compiler optimization [7], pattern matching and pattern
mining [37], and scheduling tasks [29]. To ensure that these applications of graph parameters
are robust, graphs need to be stable for them with respect to certain operations. We initiate
a systematic study of stability of graphs in terms of their computational complexity.

1.2

Notions and Notation

In this subsection, we define the core notions used in this paper and fix our notation.

1.2.1

Complexity Classes

We begin with the relevant complexity classes. Besides P, NP, and coNP, these are DP, coDP,
and Θp2 . The class DP, introduced by Papadimitriou and Yannakakis [33], is the second level of
the Boolean hierarchy over NP; that is, DP = NP∧coNP = {L1 ∩L2 | L1 ∈ NP∧L2 ∈ coNP}
is the set of all intersections of NP languages with coNP languages. Equivalently, it can be
seen as the differences of NP languages, whence the name. An example of a trivially DPcomplete language is Sat-UnSat = Sat×UnSat, where UnSat is the set of all unsatisfiable
CNF-formulas. The complement class coDP contains exactly the unions of NP languages
with coNP languages.
The class Θp2 , whose name is due to Wagner [39], belongs to the second level of the
polynomial hierarchy; it can be defined as Θp2 = PNP[O(log n)] , which is the class of problems
that can be solved in polynomial time by an algorithm with access to an oracle that decides
arbitrary instances for an NP-complete problem – with one instance per call and each such
query taking constant time – restricted to a logarithmic number of queries. (Without the last
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restriction, we would get the class ∆p2 = PNP .) Results due to Hemachandra [21, Thm. 4.10]
usefully characterize Θp2 as Pptt , the class of languages that are polynomial-time truth-table
reducible to NP. By definition, this is the same as PNP
k , the class of languages that are
polynomial-time recognizable with unlimited parallel access to an NP oracle. Unlimited
means that an algorithm witnessing the membership of a problem in PNP
k can query the oracle
on as many instances of an NP-complete problem as it wants – which due the polynomial
running-time means at most polynomially many – while parallel means that all queries need
to be sent simultaneously. The characterization of Θp2 as PNP[O(log n)] , in contrast, allows
the logarithmically many queries to be adaptive; that is, they can be sent interactively, with
one depending on the oracle’s answers to the previous ones. Membership proofs for Θp2 are
usually easy; we will see a simple example of how to give one at the beginning of Section 4.
Note that the definitions immediately yield the inclusions NP ∪ coNP ⊆ DP ⊆ Θp2 ⊆ ∆p2 .

1.2.2

Graphs and Graph Numbers

Throughout this paper graphs are simple. Let G be the set of all (simple) graphs and N the
set of natural numbers including zero. For any set M , we denote its cardinality or size by
kM k. A map ξ : G → N is called a graph number. In this paper, we examine the prominent
graph numbers α, β, χ, and ω, which give the size of a maximum independent set, the size
of a minimum vertex cover, the size of a minimum coloring (i.e., the minimum number of
colors allowing for a proper vertex coloring), and the size a maximum clique, respectively.
Let V , E, and E be the functions that map a graph G to its vertex set V (G), its edge set
E(G), and its set of nonedges E(G) = {{u, v} | u, v ∈ V (G) ∧ u 6= v} − E(G), respectively.
Let G and H be graphs. We denote by G ∪ H the disjoint union and by G + H the join,
which is G ∪ H with all join edges – i.e., the edges {v, w} ∈ V (G) × V (H) – added to it.1
For v ∈ V (G), e ∈ E(G), and e0 ∈ E(G), we denote by G − v, G − e, and G + e0 the
graphs that result from G by deleting v, deleting e, and adding e0 , respectively.
For any k ∈ N, we denote by Ik and Kk the empty (i.e., edgeless) and complete graph on
k vertices, respectively. The graph I0 = K0 without any vertices is called the null graph. A
vertex v is universal with respect to a graph G if it is adjacent to all vertices V (G) − {v}.

1.2.3

Stability

Let G be a graph. An edge e ∈ E(G) is called stable with respect to a graph number ξ (or
ξ-stable, for short) if ξ(G) = ξ(G − e), that is, deleting e leaves ξ unchanged. Otherwise (that
is, if the deletion of e does change ξ), e is called ξ-critical. For a vertex v ∈ V (G) instead of
an edge e ∈ E(G), stability and criticality are defined in the same way.
A graph is called ξ-stable if all of its edges are ξ-stable. A graph whose vertices – rather
than edges – are all ξ-stable is called ξ-vertex-stable. The notions of ξ-criticality and ξvertex-criticality are defined analogously. Note that each edge and vertex is either stable
or critical, whereas a graph might be neither. An unspecified ξ defaults to the chromatic
number χ.

1

We adopt the notation G + H for the join from Harary’s classical textbook on graph theory [18, p. 21].
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A traditional term for stability with respect to adding edges and vertices – rather than
deleting them – is unfrozenness.2 Specifically, a nonedge e ∈ E(G) is called unfrozen if
adding it to the graph G leaves χ unchanged, and frozen otherwise. All of these notions
extend naturally to vertices (where we can freely choose to which existing vertices a new
vertex is adjacent, implying an exponential number of possibilities), to entire graphs, and to
any graph number ξ, as just seen for stability and criticality.
We call a graph two-way stable if it is both stable and unfrozen, everything with respect
to the chromatic number and deleting an edge as the default choice. Again, we have the
analogous set of notions with respect to vertices and any graph number ξ.
Prefixing a natural number k ∈ N to any of these notions additionally requires the
respective graph number to be exactly k. For example, a graph G is k-critical if and only if
χ(G) = k and χ(G − e) 6= k for every e ∈ E(G).
The notion of stability can be naturally applied to Boolean formulas as well. We call
a formula Φ in conjunctive normal form stable if deleting an arbitrary clause C does not
change its satisfiability status – that is, if it either is satisfiable (and of course stays so upon
deletion of a clause) or if it and all its 1-clause-deleted subformulas Φ − C are unsatisfiable.

1.2.4

Languages

We denote by CNF the set of formulas in conjunctive normal form and by 3CNF, 4CNF,
and 6CNF the set of CNF-formulas with exactly 3, 4, and 6 distinct literals per clause,
respectively.3 The sets Sat and 3Sat contain the satisfiable, UnSat and 3UnSat the
unsatisfiable formulas from CNF and 3CNF, respectively. Let StableUnSat = {Φ ∈
UnSat | (Φ − C) ∈ UnSat for every clause C of Φ} be the set of stably unsatisfiable
formulas. The set StableCNF = Sat ∪ StableUnSat consists of the stable CNF-formulas.
Intersecting with 3CNF yields the classes Stable3UnSat and Stable3CNF and so on.
Let Stability be the set of stable graphs and Unfrozenness the set of unfrozen graphs,
both with respect to the default graph number χ. The set of two-way stable graphs is
TwoWayStability = Stability ∩ Unfrozenness. Once more, these definitions extend
naturally. For example, 4-VertexStability is the set of (with respect to the default
χ) 4-vertex-stable graphs and β-TwoWayStability consists of the graphs for which the
vertex-cover number β remains unchanged upon deletion or addition of an edge.

1.2.5

AND Functions and OR Functions

Following Chang and Kadin [8], we say that a language L ⊆ Σ∗ has AND2 if there is a
polynomial-time computable function f : Σ∗ × Σ∗ → Σ∗ such that for all x1 , x2 ∈ Σ∗ , we have
x1 ∈ L ∧ x2 ∈ L ⇐⇒ f (x1 , x2 ) ∈ L. If this is the case, we call f an AND2 function for L. If
2

3

The notion of instance parts being either frozen or unfrozen has originally been introduced to the field of
computational complexity in analogy to the physical process of freezing [30, 31]. The sudden shift from
P to NP-hardness that can be observed when transitioning from 2Sat to 3Sat by allowing a larger and
larger percentage of clauses of length 3 rather than 2, for example, mimics the phase transition from
liquid to solid, with the former granting much higher degrees of freedom to the substance’s constituents
than the latter. Based on this general intuition, Beacham and Culberson [2] then more formally defined
the notion of unfrozenness with regard to an arbitrary graph property that is downward monotone
(meaning that a graph keeps the property when edges are deleted); they call a graph unfrozen if it also
keeps the property when an arbitrary new edge is added. We naturally extend this notion to arbitrary
graph numbers, which are not necessarily monotone.
In the literature, these set names are often prefixed by an E, emphasizing the exactness. This is notably
not the case for a paper by Cai and Meyer [6] that contains a construction crucially relying on this
restriction. We will build upon this construction later on and are thus bound to the same constraint.
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S∞
there even is a polynomial-time computable function f : k=0 (Σ∗ )k → Σ∗ such that for every
k ∈ N and for all x1 , . . . , xk ∈ Σ∗ we have x1 ∈ L ∧ · · · ∧ xk ∈ L ⇐⇒ f (x1 , . . . , xk ) ∈ L, then
we say that L has ANDω . Replacing ∧ with ∨, we get the analogous notions OR2 and ORω .
Note that a language has AND2 if and only if its complement has OR2 , with the analogous
statement holding for ANDω and ORω .

1.3

Related Work

Many interesting problems are suspected to be complete for either DP or Θp2 . While
membership is usually trivial in these cases, matching lower bounds are rare and hard
to prove. For example, Woeginger [41] observes that determining whether a graph has a
wonderfully stable partition is in Θp2 , and leaves it as an open problem to settle the exact
complexity. Wagner, who introduced the class name Θp2 [38], provided a number of hardness
results for variants of standard problems such as Satisfiability, Clique and Colorability, which
are designed to be complete for DP or Θp2 . For example, he proves the DP-completeness
of ExactColorability = {(G, k) ∈ G × N | χ(G) = k} [38, Thm. 6.3.1 with k = 1] and
the Θp2 -completeness of OddVertexCover = {G ∈ G | β(G) is odd} [38, Thm. 6.1.2].4 He
obtains the analogous results for Colorability, Clique [38, Thm. 6.3], Independent Set instead
of Vertex Cover [38, Thm. 6.4] and points out [38, second-to-last paragraph] that his proof
techniques also yield the Θp2 -completeness of the equality version of all of these problems – for
example, EqualVertexCover = {(G, H) ∈ G 2 | β(G) = β(H)}. The same holds true for
the comparison versions such as CompareVertexCover = {(G, H) ∈ G 2 | β(G) ≤ β(H)}.5
The DP-completeness of ExactColorability has been extended to the subproblem of
recognizing graphs with chromatic number 4 [34]. Furthermore, a few election problems have
been proved to be Θp2 -complete by Hemaspaandra et al. [22, 23], by Rothe et al. [35], and
Hemaspaandra et al. [24].
In general, establishing lower bounds proved to be difficult for many natural DP-complete
and particularly Θp2 -complete problems. Consequently, hardness results remained rather rare
in the area of criticality and stability, despite the great attention that these natural notions
have garnered from graph theorists ever since the seminal paper by Dirac [13] from 1952;
see for example the classical textbooks by Harary [18, chapters 10 and 12] and Bollobás [3,
chapter IV] – the latter having a precursor dedicated exclusively to extremal graph theory [4,
chapters I and V] – and countless papers over the decades, of which we cite some selected
examples from early to recent ones [14, 19, 1, 40, 17, 20, 12, 25, 11]. A pioneering complexity
result by Papadimitriou and Wolfe [32, Thm. 1] establishes the DP-completeness of MinimalUnSat. (They call a formula minimally unsatisfiable if deleting an arbitrary clause renders
it satisfiable, that is, if it is critical.) They also proved that determining, given a graph G
and a k ∈ N, whether G is k-ω-vertex-critical is a DP-complete problem [32, Thm. 4]. Later,
Cai and Meyer [6] showed the DP-completeness of k-VertexCriticality (which they call
Minimal-k-Uncolorability) for all k ≥ 3. Burjons et al. [5] recently extended this result
to the more difficult case of edge deletion, showing that k-Criticality is DP-complete
for all k ≥ 3 [5, Thm. 8]. They also provided the first Θp2 -hardness result for a criticality
problem, namely for β-VertexCriticality [5, Thm. 15]. Note the drop in difficulty down
to DP when fixing the graph number. This emerges as a general pattern, as evidenced by
our results outlined in the contribution section below.
4

5

Note that Wagner originally derived his results with respect to the more restricted form of polynomialtime reducibility via Boolean formulas, indicated by the bf in the class name. He later proved the
resulting notions to be equivalent, however; that is, we have Ppbf = Θp2 [39].
Spakowski and Vogel explicitly proved the Θp2 -completeness of CompareVertexCover [36, Thm. 12],
CompareClique and CompareIndependentSet [36, Thm. 13]. For other cases, see Appendix Q [16].
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Stability, in contrast to criticality, has been sorely neglected by the computational
complexity community, which is surprising in light of its apparent practical relevance – for
example in the design of infrastructure, where stability is a most desirable property. A
very small exception to this are Beacham and Culberson [2], who proved a comparably easy
variant of Unfrozenness, namely {(G, k) | χ(G) ≤ k and G is unfrozen}, to be NP-complete.

1.4

Contribution

We choose four of the most prominent graph problems – Colorability, Vertex Cover, Independent Set, and Clique – to analyze the complexity of stability. We prove all of them to be
Θp2 -complete for the default case of edge deletion. For unfrozenness – that is, stability with
respect to edge addition – we prove the same, with the one exception of Colorability. For this
problem, we prove that the existence of a construction with a few simple properties would
be sufficient to prove Θp2 -completeness. Finally, we introduce the notion of two-way stability
– stability with respect to both deleting and adding edges – and prove again Θp2 -completeness
for all four problems. Table 1 provides an overview of these results, showcasing surprising
contrasts between some of the problems.
We also derive several other useful results with broad appeal on their own, among
these being the coDP-completeness of Stable3CNF [Thm. 14], the DP-completeness of
k-Stability and k-VertexStability for all k ≥ 4 [Thm. 18], general criteria for proving
DP-hardness [Lems. 33 and 34], and finally constructions such as the edge-stabilizing gadget
[Lem. 19] that yields an ANDω function for Stability [Cor. 20] and has potential applications
in various contexts such as reoptimization and general graph theory.
Table 1 An overview of our results regarding the complexity of different stability problems. See
Section 3 for the results on Clique and Independent Set; almost all of them follow in analogy to the
ones for Vertex Cover, with α-VertexStability and ω-VertexStability being the exception.
With respect to this
base problem and
graph number:

Stability

Unfrozenness

Edge

Vertex

Vertex Cover, β

[Thm. 23]
Θp2 -compl.

[Thm. 21]
P

[Thm. 25] [Thm. 24] [Thm. 31] [Thm. 28]
Θp2 -compl.
P
Θp2 -compl.
P

Independent Set, α
and Clique, ω

Θp2 -compl.

Θp2 -compl.

Θp2 -compl.

Colorability, χ

Θp2 -compl.
[Thm. 7]

Θp2 -compl.
[Thm. 8]

?
[Thm. 26]

2

Edge

Vertex

Two-Way Stability

P

Edge

Vertex

Θp2 -compl.

P

P
Θp2 -compl.
P
[Thm. 24] [Thm. 29] [Thm. 28]

Basic Observations

We begin with a few very basic and useful observations that will be used implicitly and,
where appropriate, explicitly throughout the paper. The proofs are given in Appendix A [16].
I Observation 1. The deletion of an edge or of a vertex either decreases the chromatic
number by exactly one or leaves it unchanged.
I Observation 2. Let e = {u, v} be a critical edge. Then u and v are critical as well.
I Observation 3. Let v be a stable vertex. Then all edges incident to v are stable.
I Observation 4. Let G be a graph. A vertex v ∈ V (G) is critical if and only if there is an
optimal coloring of G that assigns v a color with which no other vertex is colored.
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Connections between Clique, Vertex Cover, and Independent Set

As is to be expected, the three problems of Clique, Vertex Cover, and Independent Set are so
closely related that almost all stability results for one of them carry over to the other two in
a straightforward way. We state the connections in Proposition 5, proved in Appendix B [16].
I Proposition 5. Let G denote the complement graph of G. We have the following equalities.
1. β-Stability = α-Stability = {G | G ∈ ω-Unfrozenness}.
2. β-Unfrozenness = α-Unfrozenness = {G | G ∈ ω-Stability}.
3. β-TwoWayStability = α-TwoWayStability = {G | G ∈ ω-TwoWayStability}.
4. β-VertexStability = {In | n ∈ N}.
5. α-VertexStability = {G | G ∈ ω-VertexStability}.
6. β-VertexUnfrozenness = β-VertexTwoWayStability = {K0 }.
7. α-VertexUnfrozenness = α-VertexTwoWayStability =
ω-VertexUnfrozenness = ω-VertexTwoWayStability = ∅.
An interesting inversion in this pattern occurs for the vertex deletion case. Here, switching
from β to α or ω in fact flips the stability problem to the criticality version and vice versa.
I Proposition 6. We have the following equalities.
1. β-VertexStability = α-VertexCriticality = {G | G ∈ ω-VertexCriticality}.
2. β-VertexCriticality = α-VertexStability = {G | G ∈ ω-VertexStability}.
Proposition 6 is proved in Appendix C [16]. Using it, we directly obtain from the
Θp2 -hardness of β-VertexCriticality [5] the same for α-VertexStability and, by complementing the graphs, ω-VertexStability. Unfortunately, β-VertexCriticality is the
only problem to yield any nontrivial result via the connection between stability and criticality.
We now turn our attention to the remaining stability problems, for which the hardness
proofs will require substantially more effort.

4

Stability and Vertex-Stability for Colorability

We will prove Θp2 -completeness for both Stability and VertexStability.
I Theorem 7. Determining whether a graph is stable is Θp2 -complete.
I Theorem 8. Determining whether a graph is vertex-stable is Θp2 -complete.
As is typical, the upper bounds are immediate: We can determine the chromatic number
of a graph and all its 1-vertex-deleted and 1-edge-deleted subgraphs with a polynomial
number of parallel queries to an oracle for the standard, NP-complete colorability problem
{(G, k) ∈ G × N | χ(G) ≤ k}. Specifically, the queries (G, k), (G − e, k), and (G − v, k)
for every e ∈ E(G), every v ∈ V (G), and every k ∈ {0, . . . , kV (G)k} suffice to determine
whether G is stable and whether it is vertex-stable. To prove the matching lower bounds, we
first note that the lower bound for Theorem 8 implies the lower bound for Theorem 7.
I Lemma 9. VertexStability polynomial-time many-one reduces to Stability.
It can be shown that mapping a graph G to its self-join G + G provides the required reduction.
Due to the space restrictions, the proof of Lemma 9 is deferred to Appendix D [16].
It remains to establish the lower bound of Theorem 8, that is, to prove that determining
whether a graph is vertex-stable is Θp2 -hard. Proving Θp2 -hardness is not easy. However, we
will now argue that it suffices to show that VertexStability is coDP-hard.
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Chang and Kadin [9, Thm. 7.2] show that a problem is Θp2 -hard if it is DP-hard and has
ORω . Observing that Θp2 is closed under complement, we obtain the following corollary.
I Corollary 10. If a coDP-hard problem has ANDω , then it is Θp2 -hard.
We note that the join is an ANDω function for VertexStability; see Appendix E [16].
Now, Theorem 8 follows from Corollary 10 and the coDP-hardness of VertexStability.
I Theorem 11. The join is an ANDω function for VertexStability and Unfrozenness.
I Lemma 12. Determining whether a graph is vertex-stable is coDP-hard.
To prove Lemma 12, we show in Theorem 14 that Stable3CNF = 3Sat ∪ Stable3UnSat is coDP-complete and then reduce it to VertexStability in Theorem 17. We will
use twice the following lemma, whose straightforward proof is deferred to Appendix F [16].
I Lemma 13. There is a polynomial-time many-one reduction from Sat to 3Sat converting
a CNF-formula Φ into a 3CNF-formula Ψ such that Φ is stable if and only if Ψ is stable.
I Theorem 14. Stable3CNF is coDP-complete.
Proof. It is immediate that Stable3CNF is in coDP. To show coDP-hardness, we will
show that Stable3CNF is coNP-hard, NP-hard, and has OR2 . The coDP-hardness then
follows by applying an observation by Chang and Kadin [9, Lem. 5] – a set is DP-hard if it
is NP-hard, coNP-hard, and has an AND2 function – to the complement language.
coNP-hardness. It is easy to see that the function f : Φ 7→ Φ ∧ (x ∨ y ∨ z) ∧ (x ∨ y ∨ z) ∧
(x ∨ y ∨ z) ∧ (x ∨ y ∨ z) ∧ (x ∨ y ∨ z) ∧ (x ∨ y ∨ z) ∧ (x ∨ y ∨ z) ∧ (x ∨ y ∨ z), where x, y,
and z are fresh variables not occurring in Φ, reduces 3UnSat to Stable3CNF.
NP-hardness. We give a reduction from 3Sat to Stable4CNF; composing it with the
reduction from Lemma 13 yields the desired reduction to Stable3CNF. Given a
3CNF-formula Φ = C1 ∧ · · · ∧ Cm over X = {x1 , . . . , xn }, map it to the 4CNF-formula
0
00
Ψ = (C1 ∨ y) ∧ (C10 ∨ y 0 ) ∧ (C100 ∨ y 00 ) ∧ · · · ∧ (Cm ∨ y) ∧ (Cm
∨ y 0 ) ∧ (Cm
∨ y 00 ) ∧ (y ∨ y 0 ∨ y 00 ),
0
00
where the clauses Ci and Ci are just like the clauses Ci but with a new copy of variables
X 0 = {x01 , . . . , x0n } and X 00 = {x001 , . . . , x00n } instead of X, respectively, and y, y 0 , and y 00
being three fresh variables as well. Deleting the clause (y ∨ y 0 ∨ y 00 ) renders Ψ trivially
satisfiable; any assignment that sets y, y 0 and y 00 to 1 will do. Thus Ψ is stable if and
only if it is satisfiable. It remains to prove the equisatisfiability of Φ and Ψ.
First assume that Φ has a satisfying assignment σ : X → {0, 1}. Then Ψ is satisfied
by any assignment τ with τ (x0i ) = τ (x00i ) = σ(xi ) for i ∈ {1, . . . , n} and τ (y) = 0. Now
assume that Ψ has a satisfying assignment τ . Then Φ is satisfied by σ : xi 7→ τ (xi ) if
τ (y) = 0, by σ 0 : xi 7→ τ (x0i ) if τ (y 0 ) = 0, and by σ 00 : xi 7→ τ (x00i ) if τ (y 00 ) = 0.
OR2 . In their proof of DP-completeness, Papadimitriou and Wolfe [32, Lem. 3 plus corollary]
implicitly gave a simple AND2 function for both MinimalUnSat and Minimal3UnSat
(the sets of unsatisfiable formulas that become satisfiable after deleting any clause). We
make use of the same construction and defer the full proof to Appendix G [16].
This concludes the proof that Stable3CNF is coDP-complete.
J
All that is left to do is to reduce Stable3CNF to VertexStability. First, we consider
the known reduction from Minimal3UnSat to VertexMinimal3UnColorability by
Cai and Meyer [6]. It maps a formula Φ with m clauses C1 , . . . , Cm to a graph GΦ , whose
vertex set includes, among others, a vertex called vs and, for every i ∈ {1, . . . , m}, a vertex
ti1 ; see Figure 1 in Appendix I [16] for an example of the full construction, combining the
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single steps described in the original paper [6]. It comes as no surprise that this reduction
does not work for us since, for example, GΦ − vs is always 3-colorable, and thus GΦ is never
stable if Φ is not satisfiable. However, careful checking reveals the following property of GΦ .
I Lemma 15. A 3CNF-formula Φ is not stable if and only if χ(GΦ ) > χ(GΦ − ti1 ) for at
least one i ∈ {1, . . . , m}.
The proof of Lemma 15 is deferred to Appendix H [16]. What we need now is a way to
enhance the construction such that the deletion of a vertex other than t11 , . . . , tm1 , for
example vs , does not decrease the chromatic number. We achieve this by the following
lemma.
b be the graph that results from
I Lemma 16. Let G be a graph and v ∈ V (G). Let G
0
b
b
replicating v; that is, V (G) = V (G) ∪ {v } and E(G) = E(G) ∪ {{v 0 , w} | {v, w} ∈ E(G)}.
b = χ(G
b − v) = χ(G
b − v 0 ).
Then χ(G) = χ(G)
b ≤ χ(G). To see this, we start with an
Proof. The only nontrivial part is to show that χ(G)
arbitrary optimal valid vertex coloring of G and then color v 0 with the same color as v. J
Lemma 16 is simple and yet very powerful in our context. It allows us to select a set of
vertices whose removal will not influence the chromatic number, and thus will not influence
whether or not the graph is vertex-stable. We can use this to obtain the desired reduction.
I Theorem 17. Stable3CNF polynomial-time many-one reduces to VertexStability.
Proof. Given a 3CNF-formula Φ, map it to r(GΦ ), where GΦ is the graph from the reduction
by Cai and Meyer [6] and r denotes the replication of all vertices other than t11 , . . . , tm1 .
If Φ is not in Stable3CNF, then we have χ(GΦ ) > χ(GΦ − ti1 ) for some i ∈ {1, . . . , m}
by Lemma 15. Furthermore, a repeated application of Lemma 16 yields χ(r(GΦ )) = χ(GΦ )
and χ(r(GΦ ) − ti1 ) = χ(r(GΦ − ti1 )) = χ(GΦ − ti1 ). Thus r(GΦ ) is not vertex-stable. For the
converse, suppose that r(GΦ ) is not vertex-stable. Let v ∈ V (r(GΦ )) be a vertex such that
χ(r(GΦ )) > χ(r(GΦ ) − v). From Lemma 16, we can see that v = ti1 for some i ∈ {1, . . . , m}.
By Lemma 15, this implies that Φ is not stable.
J
This completes the proof of Theorem 8 – stating that VertexStability is Θp2 -complete
– which in turn implies Theorem 7, the Θp2 -completeness of Stability, by Lemma 9. Now
we briefly turn to some DP-complete problems. Recall that by prefixing a number k to the
name of a stability property we additionally require the graph number to be exactly k.
I Theorem 18. The problems k-Stability and k-VertexStability are NP-complete for
k = 3 and DP-complete for k ≥ 4.
Proof. The membership proofs are immediate. For the lower bound we use that Exact-kColorability (the class of all graphs whose chromatic number is not merely at most, but
exactly k) is NP-complete for k = 3 and DP-complete for k ≥ 4; see [34]. It suffices to check
that mapping G to G ∪ G reduces Exact-k-Colorability to k-Stability and k-VertexStability. Indeed, for any two graphs H and H 0 , we have χ(H ∪ H 0 ) = max{χ(H), χ(H 0 )},
implying that G ∪ G is stable and vertex-stable with χ(G) = χ(G ∪ G).
J
In the previous proof, we used the disjoint union of a graph with itself to render it stable
without changing its chromatic number. Using a far more complicated construction, we can
also ensure the stability of an arbitrary set of edges of a graph while keeping track of how
exactly this changes the chromatic number. We state this result in the following theorem.
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I Lemma 19. There is a polynomial-time algorithm that, given any graph G plus a nonempty
subset S ⊆ E(G) of its edges, adds a fixed gadget to the graph and then substitutes for every
b with the following properties:
e ∈ S some gadget that depends on G and e, yielding a graph G
b = χ(G) + 2.
1. χ(G)
b − (E(G) − S) are stable.
2. All edges in E(G)
b exactly if it is stable in G.
3. Each one of the remaining edges in E(G) − S is stable in G
Owing to space constraints, the proof of Lemma 19 is deferred to Appendix J [16]. However,
we can at least provide a brief sketch of the construction for the case where only one edge
is stabilized, that is S = {e}, omitting the verification of the properties. Join a new edge
{w10 , w20 } to the given G, remove e, join one of its endpoints to G0e , an initially disjoint copy
of G, and the other one to a new vertex, u0e which is then in turn joined to G0e . Finally
replicate all vertices outside of G, yielding in particular an edge-free copy G00e of G. Figure 2
in Appendix J [16] displays the relevant parts of the construction for a simple example with
a singleton S = {e}.
Note that this construction allows us to reduce the problem of deciding whether in a given
selection of edges all of them are stable to Stability by stabilizing all other edges. Moreover,
it yields the following ANDω function for Stability. This is stated in the following corollary,
whose quite straightforward proof is deferred to Appendix K [16] due to the space constraints.
I Corollary 20. Mapping k graphs G1 , . . . , Gk to G1 + · · · + Gk with all join edges stabilized
using the construction from Lemma 19 is an ANDω function for Stability.

5

The Complexity of β-Stability and β-VertexStability

We will now examine the complexity of stability with respect to the vertex-cover number β.
First, note that β-VertexStability is trivially in P as it consists of the empty graphs.
I Theorem 21. Only the empty graphs are β-vertex-stable.
The easy proof is deferred to Appendix L [16]. Turning to the smaller change of deleting only
an edge instead of a vertex, the situation changes radically. We will prove with Theorem 23
that determining whether a graph is β-stable is Θp2 -complete. An important ingredient to
the proof is the following analogue to Lemma 16, which shows how to β-stabilize an arbitrary
edge of a given graph. The proof is deferred to Appendix M [16] due to the space constraints.
I Lemma 22. Let G be a graph and {v1 , v2 } ∈ E(G) one of its edges. Create from G a new
graph G0 by replacing the edge {v1 , v2 } by the gadget that consists of four new vertices u1 , u2 ,
u3 , and u4 with edges {u1 , u2 }, {u2 , u3 }, {u3 , u4 }, and {u4 , u1 } (i.e., a new rectangle) and
additionally the edges {v1 , u1 }, {v1 , u3 }, {v2 , u2 }, and {v2 , u4 }. (This gadget is displayed in
Figure 3b in Appendix M [16].) Then we have β(G0 ) = β(G) + 2, all edges of the gadget are
stable in G0 , and the remaining edges are stable in G0 if and only if they are stable in G.
I Theorem 23. Determining whether a graph is β-stable is Θp2 -complete.
Proof. We reduce from {(G, H) ∈ G 2 | β(G) > β(H)}, which is Θp2 -hard [36, Thm. 12].
(Note that this language is essentially the complement of CompareVertexCover and that
Θp2 is closed under taking the complement.) Let G and H be given graphs. Replace each
edge e ∈ E(G) by a copy of the stabilizing gadget described in Lemma 22. Call the resulting
graph G0 . Clearly, we have kV (G0 )k = kV (G)k + 4kE(G)k. By Lemma 22, G0 is β-stable
and β(G0 ) = β(G) + 2kE(G)k. Moreover, let H 0 = H ∪ K2 . The edge in K2 ensures that H 0
is not β-stable. Moreover, we have β(H 0 ) = β(H) + 1 and kV (H 0 )k = kV (H)k + 2.
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Now, let G00 = G0 , just for consistent notation, and H 00 = H 0 ∪ K2kE(G)k . Since
β(Kn ) = n − 1 for n ≥ 1, this implies β(G00 ) − β(G) = kE(G)k = β(H 00 ) − β(H). We
finish the construction by adding isolated vertices to either G00 or H 00 such that we achieve
an equal number of vertices without changing the vertex cover number; that is, we let
G000 = G00 ∪ Imax{0,kV (H 00 )k−kV (G00 )k} and H 000 = H 00 ∪ Imax{0,kV (G00 )k−kV (H 00 )k} . Let c =
kV (G000 )k = kV (H 000 )k and d = β(G000 ) − β(G) = β(H 000 ) − β(H). Note that G000 is β-stable
since we stabilized G0 with the gadget substitutions and then only added isolated vertices
but no more edges. Moreover, H 000 is not β-stable due to the β-critical edge of K2 .
Let S be the join G000 + H 000 with all join edges stabilized, again by the gadget substitution
described in Lemma 22. It is easy to see from the proof of Lemma 22 that the gadget as
a whole behaves just like the edge it replaces, in the sense that an optimal vertex cover of
the whole graph contains, without loss of generality, either v1 or v2 or both. Therefore, an
optimal vertex cover of S consists of either an optimal vertex cover of G000 and all vertices of
H 000 or of an optimal vertex cover of H 000 and all vertices of G000 plus, in both cases, a constant
number k of vertices for covering the gadget edges – namely two for each former join edge,
that is, k = 2 · kV (G000 )k · kV (H 000 )k. In the first case, we obtain an optimal vertex cover for
S of size β(G000 ) = β(G) + d + c + k, in the second case one of size β(H 000 ) = β(H) + d + c + k.
Assume first that β(G) > β(H). It follows that β(G000 ) > β(H 000 ) and thus any optimal
vertex cover for S consists of all vertices V (H 000 ), an optimal vertex cover for G000 , and k
vertices for the gadgets. Since we ensured that G000 is β-stable, S is β-stable. Now, assume
that β(G) ≤ β(H). Then there is an optimal vertex cover that consists of all vertices of
G000 , an optimal vertex cover of H 000 , and again k vertices due to the gadgets. Since H 000 not
β-stable, as pointed out above, S is not β-stable either. We conclude that S is β-stable exactly
if β(G) > β(H), thus proving that β-stability is Θp2 -hard and therefore Θp2 -complete.
J

6

Unfrozenness

We begin with the observation that both for Colorability and for Vertex Cover adding a vertex
is too generous a modification to be interesting. The trivial proof is found in Appendix N [16].
I Theorem 24. There is no vertex-unfrozen graph and only one β-vertex-unfrozen graph,
namely the null graph (i.e., the graph with the empty vertex set).
Both problems are far more interesting in the default setting, that is, for adding edges.
The Θp2 -completeness of deciding whether a given graph is β-unfrozen can be obtained by a
method similar to the one we used to establish Theorem 23; see Appendix O [16] for the
proof.
I Theorem 25. Determining whether a graph is β-unfrozen is Θp2 -complete.
Now, we would like to show the analogous result that Unfrozenness is Θp2 -complete as
well. This turns out to be a very difficult task, however. There are many clues suggesting the
hardness of Unfrozenness, which exhibits a far richer structure than all of the problems
listed in Table 1 as easy. The latter problems are either empty or singletons or consist of
all independent sets or all cliques, while Unfrozenness contains large classes of different
graphs. We can even produce arbitrarily many new complicated unfrozen graphs using the
graph join. There are no clearly identifiable characteristics to these unfrozen graphs to be
leveraged. Instead, we give a sufficient condition for the Θp2 -completeness of Unfrozenness,
namely the existence of a polynomial-time computable construction that turns arbitrary
graphs into unfrozen ones without changing their chromatic number in an intractable way.
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I Theorem 26. Assume that there are polynomial-time computable functions f : G → G and
g : G → Z such that for any graph G we have that f (G) is unfrozen and χ(f (G)) = χ(G)+g(G).
Then Unfrozenness is Θp2 -complete.
The proof of Theorem 26 is deferred to Appendix P [16]. It is similar in flavor to the one of
Theorem 25 and reduces from CompareColorability, whose Θp2 -hardness is stated now.
I Theorem 27. CompareColorability = {(G, H) ∈ G 2 | χ(G) ≤ χ(H)} is Θp2 -hard.
Theorem 27 is proved essentially in the same way as Wagner [38, Thm. 6.3.2] proves the
Θp2 -hardness of OddColorability. As he suggests [38, page 79], it is rather straightforward
to translate the hardness result for OddColorability into one for EqualColorability.
This holds true for CompareColorability as well. The method for obtaining these results
is easily generalized to yield two sufficient criteria for Θp2 -hardness, stated as Lemmas 33
and 34 in Appendix Q [16]. We use the latter lemma – stated in a somewhat flawed form by
Spakowski and Vogel [36, Lem. 9] – to prove Theorem 27. See Appendix Q [16] for all details.
Note that an analogue to Lemma 19 for unfreezing instead of stabilizing edges would be
sufficient to satisfy the assumption of Theorem 26. However, based on our efforts we suspect
that a suitable gadget – if one exists – must be of significantly higher complexity than the
one in Figure 2 in Appendix J [16].

7

Two-Way Stability

A graph is two-way stable if it is stable with respect to both the deletion and addition of an
edge. First, we note that the analogous problem with respect to vertices is trivial for both
Colorability and Vertex Cover. The following is an immediate consequence of Theorem 24.
I Theorem 28. There is no vertex-two-way-stable graph and only one β-vertex-two-way-stable
graph, namely the null graph with the empty vertex set.
The default case of edge deletion is more interesting. We begin with Colorability.
I Theorem 29. The problem TwoWayStability is Θp2 -complete.
To prove this, it suffices to check that mapping a graph G to G∪G reduces Unfrozenness to
TwoWayStability; see Appendix R [16] for the details. We are able to prove the analogous
result for β-TwoWayStability via Lemma 30; the proof is deferred to Appendix S [16].
I Lemma 30. Let a nonempty graph G and an edge e ∈ V (G) be given. Construct from
G a graph G0 by substituting for e the constant-size gadget that consists of a clique on the
new vertex set {u1 , u2 , u3 , u4 , u01 , u02 , u03 , u04 }, with the four edges {ui , u0i } for i ∈ {1, 2, 3, 4}
removed and the four edges {v, u1 }, {v, u2 }, {v 0 , u3 }, and {v 0 , u4 } added. (This gadget is
displayed in Figure 5b in Appendix S [16].) The graph G0 has the following properties.
1. β(G0 ) = β(G) + 6,
2. every edge e0 ∈ E(G) − {e} is β-stable in G exactly if it is in G0 ,
3. all remaining edges of G0 are β-stable,
4. every nonedge e0 ∈ E(G) is β-unfrozen in G exactly if it is in G0 , and
5. all remaining nonedges e0 ∈ E(G0 ) − E(G) of G0 are β-unfrozen.
An iterated application of this lemma allows us to stabilize an arbitrary set of edges
of an arbitrary graph without introducing any new unfrozen edges. The Θp2 -hardness of
β-TwoWayStability is now an easy consequence of Lemma 30; see Appendix T [16].
I Theorem 31. The problem β-TwoWayStability is Θp2 -complete.
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1

Introduction

In the quest to design efficient algorithms for NP-hard graph problems, a very successful
approach is to exploit the sparsity of input graphs: many problems that are assumed to be hard
in general graphs turn out to be efficiently solvable in sparse graphs [1, 9, 15, 22, 24, 26, 30].
One popular sparseness measure that has been used for a variety of graph problems is the
degeneracy of the input graph G.
I Definition 1.1. For a vertex v ∈ V (G), let degG (v) := |N (v)| denote the degree of v. Then,
G is d-degenerate if there exists a vertex v with degG0 (v) ≤ d in every induced subgraph G0
of G.
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Many graph algorithms which exploit the fact that the input graph has bounded degeneracy
have been proposed. For example, there is an algorithm that enumerates all maximal cliques
of a graph in O(3d/3 · dn) time and performs very efficiently on real-world input instances [9].
Further applications of degeneracy include FPT algorithms for Dominating Set and
related problems [1, 14, 28], for clique relaxations [22, 24], and for biclique enumeration
algorithms [8, 16].
In recent work, Fox et al. [11] proposed exploiting a different property of real-world graphs
that is motivated by the triadic closure principle. This principle postulates that people in a
social network which have many common friends are likely to be friends themselves. This
principle is an explanation for the empirical observation that in real-world social networks,
we often find no pairs of non-adjacent vertices with many common neighbors. This property
is expressed in the closure number of G, defined as follows.
I Definition 1.2 ([11]). Let clG (v) = maxv0 ∈V \N [v] |N (v) ∩ N (v 0 )| denote the closure number
of a vertex v in a graph G. A graph G is c-closed if clG (v) < c for all v ∈ V (G).
Fox et al. [11] showed that a c-closed graph has O(3c/3 · n2 ) maximal cliques. Given that all
maximal cliques can be enumerated in O(α · nm) time, where α is the number of maximal
cliques, this bound implies that all maximal cliques of a c-closed graph can be enumerated
in O∗ (3c/3 ) time1 . This means that the clique enumeration problem has an FPT algorithm
with respect to the c-closure of the input graph. In companion work, we used the c-closure of
graphs to show that several hard graph problems such as Independent Set, Dominating
Set, and Induced Matching admit polynomial kernels when parameterized by the c-closure
of the graph plus the respective solution size [20]. Very recently, Koana and Nichterlein [21]
studied the time complexity of finding and enumerating small induced subgraphs in c-closed
graphs.
Fox et al. [11] suggested a further graph parameter which combines sparseness and triadic
closure properties, the weak closure of a graph.
I Definition 1.3 ([11]). A graph G is weakly γ-closed2 if one of the following holds:
There exists a closure ordering σ := v1 , . . . , vn of the vertices such that clGi (vi ) < γ for
all i ∈ [n] where Gi := G[{vi , . . . , vn }].
Every induced subgraph G0 of G has a vertex v ∈ V (G0 ) such that clG0 (v) < γ.
We call σ a closure ordering of G. The weak closure number γ of a graph G is never
larger than d + 1 where d is the degeneracy of G and also never larger than the closure
number c of G. Consequently, fixed-parameter algorithms for γ are, in principle, preferable
to those for the closure number c or the degeneracy d. From an application point of view,
the weak closure number is also an excellent parameter in such graphs since it tends to take
on very small values in real-world social networks [11] (see also Table 2 in the arXiv-version
of this article [19]). Fox et al. [11] showed that a graph has O(3γ/3 · n2 ) many maximal
cliques which, again using known clique enumeration algorithms, gives an algorithm that
enumerates all maximal cliques in O∗ (3γ/3 ) time.
Our Results. In a nutshell, we show that weak closure can be applied to a variety of graph
problems that are related to searching for sparse or dense subgraphs; our main results are
listed in Table 1. Our results improve over the state of the art in the following sense: the best

1
2

The O∗ notation hides polynomial factors in the input size.
To avoid confusion with the closure number c, we denote the weak closure by γ instead of c.
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Table 1 An overview of our results.
Problem

Result
2

Reference

Independent Set

O(γk )-vertex kernel

Corollary 2.4

s-Plex

W[1]-hard for k even if c = 2
O(2γ n2s+1 )-time algorithm for s ≥ 2
W[1]-hard for k even if c = 2
O(2γ ns+3 )-time algorithm
√
√
2O(γ s+s log k) nO( s) -time algorithm

Theorem 3.3
Corollary 3.2
[29]
Corollary 3.5
Theorem 3.8

Non-Induced (k1 , k2 )-Biclique
Induced (k, k)-Biclique
Induced (k1 , k2 )-Biclique

O∗ (2γ )-time algorithm
O∗ (γ O(γ) )-time algorithm
O∗ (1.6107c )-time algorithm if k1 ≥ 2
NP-hard for k1 = 1 even if c = 3 and γ = 2

Theorem
Theorem
Theorem
Theorem

Independent Dominating Set
Dominating Clique

O∗ (( γ−1
)k k2k )-time algorithm
2
O∗ ((γ − 1)k−1 )-time algorithm

Theorem 5.1
Theorem 5.2

s-Defective Clique

4.2
4.4
4.5
4.6

known tractability results for these problems employ the degeneracy of the input graph as a
parameter and, as discussed above, the weak closure is essentially a smaller parameter. For
some problems, we also provide results for the c-closure parameter. There are two reasons
for this. First, for some problems we obtain better running time bounds for the parameter c.
Second, we provide some lower bounds for the problems under consideration and, whenever
possible, we provide them for the larger closure parameter c. From a practical point of view,
the most important results are, in our opinion, the enumeration algorithms for maximal
non-induced bicliques and maximal s-plexes whose running time grows moderately with γ.
Our algorithms to enumerate all maximal s-plexes and non-induced bicliques are based on the
algorithm to enumerate all maximal cliques in weakly γ-closed graphs [11]. Independently,
Husić and Roughgarden [17] obtained similar results for the enumeration of maximal s-plexes
and further dense subgraphs parameterized by the c-closure; it seems that their algorithms
for s-plex enumeration can be adapted to parameterization by weak closure as well [17].

Preliminaries. For n ∈ N, we denote by [n] the set {1, . . . , n}. For a graph G, we denote
by V (G) and E(G) its vertex set and edge set, respectively. We let n := |V (G)| denote the
number of vertices. Let X ⊆ V (G) be a vertex set. We let G[X] denote the subgraph induced
by X and G−X := G[V (G)\X] the graph obtained by removing the vertices of X. We denote
by NG (X) := {y ∈ V (G) \ X | xy ∈ E(G), x ∈ X} and NG [X] := NG (X) ∪ X, the open
and closed neighborhood of X, respectively. For all these notations, when X is a singleton
{x} we may write x instead of {x}. The maximum degree of G is ∆ := maxv∈V (G) degG (v).
We may drop the subscript ·G when it is clear from context. A parameterized problem is
fixed-parameter tractable if every instance (I, k) can be solved in f (k) · |I|O(1) time for some
computable function f . An algorithm with such a running time is an FPT algorithm. A
kernelization is a polynomial-time algorithm which transforms every instance (I, k) into an
equivalent instance (I 0 , k 0 ) such that |I 0 | + k 0 ≤ g(k) for some computable function g. It is
widely believed that W[t]-hard problems (t ∈ N) do not admit an FPT algorithm. For more
details on parameterized complexity, we refer to the standard monographs [5, 7].
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2

Variants of Independent Set

In this section we study Independent Set and related problems.
Independent Set
Input:
A graph G and k ∈ N.
Question: Is there a vertex set S ⊆ V (G) such that |S| ≥ k and the vertices in S are
pairwise non-adjacent?
In companion work [20], we provided an O(ck 2 )-vertex kernel for Independent Set.
Here, we strengthen this result by showing that Independent Set (in fact, a generalization)
admits a polynomial kernel with respect to the parameter k + γ.
Let G be a graph class. We say that G is monotone if G is closed under vertex deletions
and edge deletions. That is, if G ∈ G, then for each subgraph H of G we have H ∈ G. Let
us define the problem of finding an induced subgraph belonging to G as follows:
G-Subgraph
Input:
A graph G and k ∈ N.
Question: Is there a vertex set S ⊆ V (G) with |S| ≥ k such that G[S] ∈ G?
Note that when G is the class of edgeless graphs, then G-Subgraph corresponds to
Independent Set.
Let v1 , v2 , . . . , vn be a closure ordering of G and let Gi = G[Vi ] for Vi = {vi , vi+1 , . . . , vn }.
Our kernelization algorithm applies the following reduction rule:
I Reduction Rule 2.1. If degGi (vi ) ≥ γk, then remove vi .
I Lemma 2.2. Reduction Rule 2.1 is correct for monotone graph classes.
Proof. Let G0 := G − vi for vi ∈ V with degGi (vi ) ≥ γk be the graph obtained by applying
Reduction Rule 2.1. Clearly, if G0 [S] ∈ G for some vertex set S ⊆ V (G0 ), then also G[S] ∈ G.
Hence, it remains to show that if there exists a vertex set S ⊆ V (G) of size at least k such
that G[S] ∈ G then there exists a vertex set S 0 ⊆ V (G0 ) of size at least k such that G0 [S 0 ] ∈ G.
If vi ∈
/ S, we observe that G0 [S] ∈ G. Thus, in the following we assume that vi ∈ S. We
prove that vi and any other vertex vj ∈ V (G) have less than γ common neighbors in Vi ,
given that they are non-adjacent.
B Claim. Let j ∈ [n] \ {i}. If vi vj ∈
/ E(G), then |NGi (vi ) ∩ NG (vj )| < γ.
Proof. First, assume that j < i. Then we have |NGj (vi ) ∩ NGj (vj )| < γ by the definition of
closure orderings. Since Vi ⊆ Vj this implies that |NGi (vi ) ∩ NG (vj )| < γ. Second, assume
that j > i. By the definition of closure orderings we have |NGi (vi ) ∩ NGi (vj )| < γ.
C
Let Si := S \ NG (vi ) be the set of vertices in S that are not adjacent to vi . Since degGi (vi ) ≥
γk, it follows from the claim above that there exists at least one vertex u in the neighborhood
of v in Gi that is not adjacent to any vertex from Si (in other words, u ∈ NGi (vi ) \
S i
0
vj ∈Si NG (vj )). Since G is monotone and NG (u) ∩ S ⊆ NG (vi ) ∩ S, for the vertex set S :=
(S \ {vi }) ∪ {u} we have G0 [S 0 ] ∈ G.
J
I Theorem 2.3. Let G be a monotone graph class. Then, G-Subgraph has a kernel with at
most γk 2 vertices.
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Proof. One can exhaustively apply Reduction Rule 2.1 in polynomial time. The resulting
graph has degeneracy d < γk with the same vertex ordering. Note that any graph G on at
least (d + 1)k vertices contains an independent set S of size k. Due to the monotonicity of G,
G[S] ∈ G for an independent set S. Thus, returning Yes is correct whenever |V (G)| ≥ γk 2
and we obtain an equivalent instance with at most γk 2 vertices.
J
Since the class of edgeless graphs is monotone, we obtain the following corollary:
I Corollary 2.4. Independent Set has a kernel with at most γk 2 vertices.
Theorem 2.3 also implies kernels for many other problems, including Acyclic Subgraph,
Bipartite Subgraph, Planar Subgraph, and Bounded Degree Subgraph. These
problems ask whether the input graph G contains a vertex set S ⊆ V (G) such that |S| ≥ k
and G[S] is acyclic, bipartite, planar, or has bounded maximum degree, respectively. All of
these problems are W[1]-hard in general graphs [18].
I Corollary 2.5. Each of Acyclic Subgraph, Bipartite Subgraph, Bounded Degree
Subgraph, and Planar Subgraph has a kernel with γk 2 vertices.
Moreover, it follows from Theorem 2.3 that the problem of finding a subgraph with
exactly k vertices and at most t edges also admits a polynomial kernel in weakly γ-closed
graphs. We call the problem Sparsest-k-Subgraph.
I Corollary 2.6. Sparsest-k-Subgraph has a kernel with at most γk 2 vertices.
This is in sharp contrast to Densest-k-Subgraph, which is W[1]-hard even in 2-closed
graphs [29]. In Densest-k-Subgraph one asks for a vertex subset S ⊆ V (G) of exactly k
vertices such that G[S] has at least t edges.

3

Clique Relaxations

In this section we present algorithms for problems which contain Clique as special case.

3.1

s-Plex

A clique is a vertex set C such that each vertex v ∈ S is adjacent to each other vertex in S.
One way to relax this definition is to allow each vertex v ∈ S to have at most s non-neighbors
in S. A set fulfilling this condition is said to be an s-plex and cliques are exactly the 1-plexes.
This relaxation leads to the following problem.
s-Plex
Input:
A graph G and s, k ∈ N.
Question: Is there a set S ⊆ V (G) of at least k vertices such that the minimum degree
in G[S] is at least |S| − s?
It is known that s-Plex is W[1]-hard when parameterized by k for all s ∈ N [18, 23] and
a simple algorithm can enumerate all maximal s-plexes in 2d ns+O(1) time [22]. The task of
enumerating s-plexes is also studied in practice [2, 3]. Here, we present an algorithm to list
all maximal s-plexes in weakly γ-closed graphs.
I Theorem 3.1. For s ≥ 2, there are O(2γ n2s−1 ) maximal s-plexes. Moreover, all maximal
s-plexes can be enumerated in O(2γ n2s+1 ) time.
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Proof. Let v ∈ V (G) be a vertex such that clG (v) < γ and let G0 := G − v be the graph
obtained by deleting v. Let S and S 0 be the collections of all maximal s-plexes (without
duplicates) in G and G0 , respectively. We show that |S| ≤ |S 0 | + 2γ n2s−2 and that S can be
constructed from S 0 in O(|S 0 | · n + 2γ n2s+1 ) time. Each maximal s-plex S in G is of one of
the following four types:
1. S does not contain v. Then, S is also maximal in G0 .
2. S contains v and S \ {v} is maximal in G0 .
3. S contains v, S \ {v} is not maximal in G0 , and S contains a non-neighbor of v (that is,
S \ NG (v) 6= ∅).
4. S contains v, S \ {v} is not maximal in G0 , and S is in the neighborhood of v (that is,
S ⊆ NG [v]).
It is easy to see that there are |S 0 | maximal s-plexes of type 1 and type 2. Moreover,
these s-plexes can be enumerated in O(|S 0 | · n) time.
Now, we enumerate maximal s-plexes of type 3. Consider such an s-plex S. We partition S
into three parts as follows: We first divide S into Sv := S ∩ NG [v] and Sv := S \ NG [v]. We
divide Sv further into Suv := Sv ∩ NG (u) and Suv := Sv \ NG (u) for some vertex u ∈ Sv . By
the definition of s-plexes, |Sv | < s and |Suv | < s. Hence, there are at most n2s−2 choices
for Sv and Suv . For Suv , there are at most 2γ−1 choices because Suv ⊆ NG (v) ∩ NG (u)
and |NG (v) ∩ NG (u)| < clG (v) < γ. Overall, there are at most 2γ−1 n2s−2 maximal s-plexes
of type 3.
We then enumerate maximal s-plexes of type 4. Let S be one of these s-plexes. Since S 0 :=
S \ {v} is not maximal in G0 , there exists a vertex u ∈ V (G) \ S such that S 0 ∪ {u} is an
s-plex in G0 . If u ∈ NG (v), then S ∪ {u} is also an s-plex in G, which contradicts the fact
that S is maximal in G. Hence, we can assume that u ∈
/ NG (v). Then, S \ NG (u) contains at
most s − 1 vertices, which in turn implies that there are at most ns−1 choices for S \ NG (u).
Since S ⊆ N (v) we observe that S ∩ NG (u) ⊆ NG (v) ∩ NG (u) and |NG (v) ∩ NG (u)| ≤
clG (v) < γ. Thus, we have 2γ−1 choices for S ∩ NG (v). All in all, there are at most 2γ−1 ns
maximal s-plexes of type 4.
By the above analysis, we obtain |S| ≤ |S 0 | + 2γ−1 n2s−2 + 2γ−1 ns ≤ |S 0 | + 2γ n2s−2 .
For the time complexity, recall that all maximal s-plexes of type 1 and 2 can be found
in O(|S 0 | · n) time. Furthermore, maximal s-plexes of type 3 and 4 can be enumerated in
O((2γ−1 n2s−2 + 2γ−1 ns ) · n2 ) time, because it takes O(n2 ) time to verify whether a vertex
set is a maximal s-plex or not. Finally, we remove duplicates in O((|S 0 | + 2γ−1 n2s−2 +
2γ−1 ns ) · n) = O(|S 0 | · n + 2γ n2s−1 ) time, using radix sort. Altogether, the algorithm needs
O(|S 0 | · n + 2γ n2s ) time to enumerate all maximal s-plexes in G.
Let an be the number of maximal s-plexes in weakly γ-closed graphs on n vertices.
Clearly, a1 = 1. Furthermore, the above analysis showed that an −an−1 = |S|−|S 0 | ≤ 2γ n2s−2 .
Pn
Hence, by induction we obtain an = a1 + i=2 (ai − ai−1 ) ≤ 2γ n2s−1 + 1. Thus, all maximal
s-plexes can be enumerated in O((an · n + 2γ n2s ) · n) = O(2γ n2s+1 ) time.
J
A factor of n2s−2 in Theorem 3.1 is unavoidable: Consider a graph G consisting of two
cliques C1 and C2 of equal size. Clearly, G is 1-closed. Each subset of C1 of size exactly s − 1
and each subset of C2 of size exactly s − 1 together form a maximal s-plex. Hence, there
exist 1-closed graphs with Ω((n/2)2s−2 ) maximal s-plexes.
From Theorem 3.1, we obtain the following.
I Corollary 3.2. For s ≥ 2, s-Plex can be solved in O(2γ n2s+1 ) time.
We show that there is presumably no f (k) · nO(1) -time algorithm for s-Plex in 2-closed
graphs. Our reduction also shows that s-Plex is W[1]-hard for the parameter k+d, answering
an open question from the literature [22].
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I Theorem 3.3. s-Plex is W[1]-hard in 2-closed graphs when parameterized by k + d.
Proof. We reduce from Clique. Let (G, k) be an instance of Clique for k ≥ 4. First, we
subdivide each edge uv of G twice. That is, we remove the edge uv and add edges uxvu , xvu xuv ,
and xuv v, where xvu and xuv are two new vertices. For each edge uv ∈ E(G), we introduce k − 3
S
v
u
1
k−3
vertices x1uv , . . . , xk−3
uv . Let Xuv = {xu , xv , xuv , . . . , xuv } and let X =
uv∈E(G) Xuv . We
then add edges so that Xuv forms a clique. Lastly, we introduce a set T = {t1 , . . . , tk−3 }
of k − 3 vertices and add edges between xiuv and ti for each uv ∈ E(G) and each i ∈ [k − 3].
Let G0 be the resulting graph.
It is easy to verify that G0 is 2-closed. Moreover, G0 is (k − 1)-degenerate: Each vertex
x ∈ Xuv is of degree k − 1 and there is no edge in G0 − X. We show thatG has a clique of size
k if and only if G0 has an s-plex of size k 0 , where k 0 = 2k − 3 + (k − 1) k2 and s = k 0 − (k − 1).
S
Suppose that G has a clique S of size exactly k. Let S 0 = S ∪ T ∪ uv∈E(G[S]) Xuv .
Observe that |S 0 | ≥ k 0 . We verify that each vertex in G0 [S 0 ] has degree at least k 0 − s = k − 1.
Let v ∈ S. By construction, we have xuv ∈ NG0 (v) for each u ∈ S \ {v}. Since xuv is
contained in S 0 , v has at least k − 1 neighbors in G0 [S 0 ].

We have degG0 [S 0 ] (ti ) ≥ k2 ≥ k − 1 for each i ∈ [k − 3], because ti is adjacent to xiuv for
all uv ∈ E(G[S]).
Consider xvu for uv ∈ E(G[S]). We have u ∈ NG0 (xvu ) by construction. Moreover, xvu is
adjacent to all k − 2 vertices in Xuv \ {xvu }. Thus, we have degG0 [S 0 ] (xvu ) ≥ k − 1.
Consider xiuv for uv ∈ E(G[S]) and i ∈ [k − 3]. We have ti ∈ NG0 (xiuv ) by construction. Moreover, xiuv is adjacent to all k − 2 vertices in Xuv \ {xiuv }. Thus, we have
degG0 [S 0 ] (xiuv ) ≥ k − 1.
Thus, every vertex has at least k − 1 = k 0 − s neighbors in G0 [S 0 ].
Conversely, suppose that S 0 is an s-plex of size exactly k 0 . We start with the following
claim.
B Claim. If S 0 contains a vertex x of Xuv for some uv ∈ E(G), then S 0 also contains all
vertices in NG0 [Xuv ] (that is, u, v ∈ S 0 , Xuv ⊆ S 0 , and T ⊆ S 0 ).
Proof. By construction, degG0 (x) = k−1. Since each vertex in G0 [S 0 ] has degree |S 0 |−s ≥ k−1
by the definition of s-plexes, we have NG0 [Xuv ] ⊆ S 0 . The claim follows because Xuv is a
clique.
C

Let ` = |S 0 ∩ V (G)|. By the claim above, there are at most 2` edges uv ∈ E(G) with
Xuv ∩ S 0 6= ∅. By construction, we have |Xuv | = k − 1 for each uv ∈ E(G). Thus, we have
 
`
|S 0 | = |S 0 ∩ V (G)| + |T | + |S 0 ∩ X| ≤ ` + k − 3 + (k − 1)
.
2

Since |S 0 | = k 0 = 2k − 3 + k2 , we obtain ` ≥ k.
By definition, each vertex v ∈ S 0 ∩ V (G) has at least |S 0 | − s ≥ k − 1 neighbors in G0 [S 0 ].
So there are at least `(k − 1)/2 edges uv ∈ E(G) such that S 0 ∩ Xuv 6= ∅. Hence, we see from
the above claim that
|S 0 | ≥ |S 0 ∩ V (G)| + |T | + |S 0 ∩ X| ≥ ` + k − 3 + (k − 1) · `(k − 1)/2.


Since |S 0 | = k 0 = 2k−3+(k−1) k2 , we obtain ` = k and |S 0 ∩X| = (k−1) k2 . Thus, S 0 ∩V (G)
is a clique of k vertices in G by construction.
J
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3.2

s-Defective Clique

Another way to relax the clique model is to allow at most s non-edges, which leads us to the
following problem:
s-Defective Clique
Input:
A graph G and k ∈ N.
Question: Is there a set S ⊆ V (G) of at least k vertices such that G[S] has at
least |S|
2 − s edges?
A clique is a 0-defective clique. One can show that s-Defective Clique is W[1]-hard
with respect to k even if c = 2 by adapting a previous hardness proof for Densest-kSubgraph [29, Theorem 20]. Next, we adapt the algorithm of Theorem 3.1 to obtain an
algorithm to enumerate all maximal s-defective cliques.
The only difference to the proof of Theorem 3.1 is the following: For bounding the number
of s-plexes of type 3 the sets Sv and Suv were bounded by s − 1 each. Since a maximal sdefective clique contains at most s non-edges and uv ∈
/ E(G) we observe that |Sv ∪ Suv | < s.
Hence, there are at most 2γ−1 ns−1 maximal s-defective cliques of type 3. Thus, we can
bound the overall number of maximal s-defective cliques by 2γ ns+1 + 1. Since the rest of the
proof is completely analogous, we omit it.
I Theorem 3.4. For s ≥ 2, there are O(2γ ns+1 ) maximal s-defective cliques in weakly γclosed graphs and they can be enumerated in O(2γ ns+3 ) time.
A factor of ns+1 in Theorem 3.4 is inevitable due to the following lower bound: Again we
consider the graph G consisting of two disjoint cliques C1 and C2 , each of size n/2. Observe
that for each clique C ⊆ C1 of size s and v ∈ C2 , the vertex set C ∪ {v} is a maximal
s-defective clique. Thus, G has Ω((n/2)s+1 ) maximal s-defective cliques.
From Theorem 3.4, we obtain the following.
I Corollary 3.5. s-Defective Clique can be solved in O(2γ ns+3 ) time.
Next, we present faster algorithms in terms of the dependence on s. First, we show that
√
each s-defective clique can be covered by O( s) maximal cliques.
I Lemma 3.6. Let S be an s-defective clique for s ≥ 1. Then, there is a collection C of at
S
√
most O( s) cliques such that S ⊆ C∈C C.
Proof. Consider the graph H obtained by taking the complement of G[S]. By definition, H
√
has at most s edges. It suffices to show that there is an O( s)-coloring of H (that is, χ(H) =
√
O( s)). Although this is known folklore, we describe its proof for the sake of completeness.
Consider an optimal coloring. Then, for each pair of colors, say red and blue, there is
at least one edge with one endpoint red and the other blue (otherwise we
 find a coloring
with fewer colors). Since H has at most s edges, we obtain s ≤ χ(H)
, or equivalently,
2
q
1
1
χ(H) ≤ 2s + 4 + 2 .
J
Since all cliques (that are not necessarily maximal) can be enumerated in O(2d dn) time,
we obtain the following:
√

I Theorem 3.7. s-Defective Clique can be solved in 2O(d

√
s) O( s)

n

time.

√
We can also use Lemma 3.6 to obtain an algorithm where the exponent on n is O( s) in
its running time.
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√

s+s log k

)nO(

√
s)

time.

Proof. We first enumerate all maximal cliques in O∗ (3γ/3 ) time [11]. If there is a clique
of size at least k, then return Yes. Now we assume that there is no clique of size k. By
S
Lemma 3.6, it suffices to check whether there is an s-defective clique of size k in C∈C C
√
for each collection C of O( s) maximal cliques. Since for each fixed collection in C there
S
√
√
are O(k s) vertices in C∈C C, this can be done in O(2γ ( sk)O(s+3) ) time by applying the
γ/3
algorithm of Corollary
3.5. Since there are O∗ (3
) maximal
cliques, this procedure requires
√
√
√
√ O(s+3)
γ/3
O(1) O( s)
γ
O(γ s+s log k) O( s)
(3
·n
)
· O(2 ( sk)
)=2
n
time.
J
For c-closed graphs, we can obtain an algorithm whose running time does not depend
on k. This is due to the following lemma.
I Lemma 3.9. Let S ⊆ V (G) be an s-defective clique in G, in which at least one pair of
vertices are non-adjacent. Then, |S| ≤ c + s.
Proof. Let u, v ∈ S be vertices such that uv ∈
/ E(G). We show that |S 0 | ≤ c + s − 2 for S 0 :=
S \ {u, v}. Since G is c-closed, there are at most c − 1 vertices in S 0 adjacent to both u and v.
Moreover, there are at most s − 1 vertices in S 0 which are non-adjacent to either u or v in S 0 ,
by the definition of s-defective cliques. Thus, we obtain |S 0 | ≤ (c − 1) + (s − 1) = c + s − 2. J
√

I Corollary 3.10. s-Defective Clique can be solved in 2O(c

4
4.1

√
s+s log(c+s)) O( s)

n

time.

Bicliques
Non-Induced Biclique

In this subsection, we study problems of finding non-induced maximal bicliques fulfilling
certain cardinality constraints. The main problem under consideration is defined as follows.
Non-Induced (k1 , k2 )-Biclique
Input:
A graph G and k1 , k2 ∈ N.
Question: Are there two disjoint sets S, T such that |S| ≥ k1 , |T | ≥ k2 , and st ∈ E(G)
for each s ∈ S and t ∈ T ?
Non-Induced (k1 , k2 )-Biclique is W[1]-hard even if k1 = k2 [25]. We also consider NonInduced Max-Edge Biclique in which we demand that |S| · |T | ≥ k instead of putting
constraints
√ on the partition sizes. Non-Induced Max-Edge Biclique can be solved by
solving k instances of Non-Induced (k1 , k2 )-Biclique and thus the latter problem can be
considered to be more
difficult in our setting. Non-Induced Max-Edge Biclique can be
√
solved in O(k 2.5 k k n) time by applying the algorithm for Induced Max-Edge Biclique
on bipartite graphs [10].
Our algorithm for Non-Induced (k1 , k2 )-Biclique is based on an FPT algorithm for
enumerating all maximal bicliques of the graph and we use this algorithm to solve the
aforementioned biclique problems. We need to be careful, however, about what we mean by
enumerating bicliques: There is an algorithm that enumerates in O∗ (2d ) time all maximal
pairs of sets S and T such that each vertex of S is adjacent to each vertex of T [8].3 For
this enumeration problem, an FPT algorithm for the weak closure is impossible since any

3

Eppstein [8] describes an algorithm with running time O∗ (22a ) for the graph parameter arboricity a
which is linearly bounded in d by the inequality a ≤ d ≤ 2a − 1. It can be shown that this algorithm
also has running time O∗ (2d ).
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clique of size n is 1-closed and admits Θ(2n ) bipartitions that need to be enumerated. To
circumvent this issue, we view a biclique as a vertex set that can be partitioned into such
sets S and T . Thus, in order to improve the parameterization from d to γ, we go from
an explicit listing of bicliques with bipartitions to a compact representation of bicliques as
vertex sets and this is indeed necessary. We say that a vertex set U ⊆ V (G) is a non-induced
biclique if G[U ] contains a biclique as a (not necessarily induced) subgraph. Note that it
can be decided in O(n2 ) time whether a vertex set U ⊆ V (G) is a non-induced biclique or
not, because U is a non-induced biclique if and only if the complement of G[U ] has multiple
connected components. We adapt the algorithm of Theorem 3.1 to obtain an O∗ (2γ )-time
algorithm to enumerate all maximal non-induced bicliques.
As in the proof of Theorem 3.1, we aim to enumerate all maximal non-induced bicliques
in G, provided with the collection S 0 of all non-induced maximal bicliques in G0 := G − v.
Again we define the same four types of non-induced bicliques. First and foremost, all maximal
non-induced bicliques of type 1 and type 2 can be enumerated from S 0 in |S 0 | · n2 time. We
claim that there are at most 2γ−1 n maximal non-induced bicliques of type 3: Let S be such a
non-induced biclique. There are at most n choices for u ∈ S \NG [v] and there are at most 2γ−1
T
choices for NG (v) ∩ S ⊆ NG (v) ∩ NG (u). Note that S \ NG (v) = w∈NG (v)∩S NG (w). Finally,
there is only one maximal non-induced biclique of type 4, namely NG [v]. Thus, we obtain
the following theorem.
I Theorem 4.1. All maximal non-induced bicliques can be enumerated in O∗ (2γ ) time.
We show that Non-Induced (k1 , k2 )-Biclique can be solved in O∗ (2γ ) time, using this
enumeration algorithm.
I Theorem 4.2. Non-Induced (k1 , k2 )-Biclique can be solved in O∗ (2γ ) time.
Proof. For each non-induced biclique U of size at least k1 + k2 , we construct an instance of
Subset Sum defined as follows:
Subset Sum
Input:
A set A = {a1 , . . . , an } of n positive integers and k1 ≤ k2 ∈ N.
P
Question: Is there a set B ⊆ A such that k1 ≤ b∈B ≤ k2 ?
P
A standard dynamic programming algorithm can solve Subset Sum in O(n · a∈A a)
time. To solve Non-Induced (k1 , k2 )-Biclique, we construct an instance (A0 , k10 , k20 ) of
Subset Sum, where k10 := k1 , k20 := |U | − k2 , and A0 := {|Ci | | i ∈ [`]} for the connected
components C1 , . . . , C` ⊆ V (G) of the complement of G[U ]. It is easy to see that (G, k1 , k2 )
is a Yes-instance if and only if the constructed instance of Subset Sum is a Yes-instance for
some maximal non-induced biclique U .
J
We obtain the following result by the abovementioned reduction.
I Corollary 4.3. Non-Induced Max-Edge Biclique can be solved in O∗ (2γ ) time.

4.2

Induced Biclique

In this subsection, we study problems of finding induced maximal bicliques fulfilling certain
cardinality constraints. Formally, these problems are defined as follows.
Induced (k1 , k2 )-Biclique
Input:
A graph G and k1 , k2 ∈ N such that k1 ≤ k2 .
Question: Are there two disjoint vertex sets S, T such that (1) |S| = k1 and |T | = k2 ,
(2) ss0 ∈
/ E(G) for each s, s0 ∈ S, (3) tt0 ∈
/ E(G) for each t, t0 ∈ T , and
(4) st ∈ E(G) for each s ∈ S and t ∈ T ?
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When k1 = k2 , we will refer to the problem as Induced (k, k)-Biclique. Moreover, we refer
to the problem variant where we aim to maximize the number of edges in the biclique as
Induced Max-Edge Biclique. Induced (k1 , k2 )-Biclique is W[1]-hard even if k1 = k2 [5].
Induced Max-Edge Biclique is NP-hard [27] and W[1]-hardness can be shown by a simple
reduction from Independent Set parameterized by the solution size k.√As in the noninduced case, Induced Max-Edge Biclique can be solved by solving k instances of
Induced (k1 , k2 )-Biclique. Thus, positive results for Induced (k1 , k2 )-Biclique transfer
to Induced Max-Edge Biclique. All maximal induced bicliques can be enumerated in
O∗ (3(∆+d)/3 ) time [16] and it is impossible to obtain an FPT algorithm for the enumeration
of maximal induced bicliques for the parameter d because a graph may have too many
maximal induced bicliques [16].
First, we present an FPT algorithm for Induced (k, k)-Biclique parameterized by γ.
I Theorem 4.4. Induced (k, k)-Biclique can be solved in O∗ (γ O(γ) ) time.
Proof. Since a biclique Kγ,γ is not weakly γ-closed, (G, k) is a No-instance if k ≥ γ. Moreover,
Induced (k, k)-Biclique is trivially solvable in polynomial time when k ≤ 1. Hence, we
may assume that 2 ≤ k < γ. Let σ be a fixed closure ordering of G. Suppose that (S, T )
is a solution of (G, k). We consider each choice of the vertex v ∈ S ∪ T that appears in σ
before all other vertices of S ∪ T . We assume without loss of generality that v lies in S. Let
G0 be the graph obtained by removing all vertices preceding v in σ. Then, we additionally
consider each choice of a vertex v 0 ∈ V (G0 ) \ {v} which is contained in S and an independent
set T ⊆ NG0 (v) ∩ NG0 (v 0 ) of at least k vertices. Since |NG0 (v) ∩ NG0 (v 0 )| < γ, there are at
T
most 2γ possibilities for T . Now, it remains to find an independent set S ⊆ u∈T NG0 (u) of
size at least k in G0 . By Corollary 2.4, this can be achieved in O∗ ((γk 2 )k ) time. Since k < γ,
the overall running time is O∗ (2γ γ 3γ ) = O∗ (γ O(γ) ).
J
For c-closed graphs, we show that there is a single-exponential time algorithm when k1 ≥ 2.
Our algorithm is based on a reduction to a variant of Independent Set called Bicolored
Independent Set [4].
I Theorem 4.5. Induced (k1 , k2 )-Biclique can be solved in O∗ (1.6107c ) time if k1 ≥ 2.
Proof. Our algorithm is based on reductions to the following variant of Independent Set:
Bicolored Independent Set
Input:
A graph G, a partition (V1 , V2 ) of V (G), and k1 , k2 ∈ N.
Question: Is there an independent set I ⊆ V (G) with |I ∩ V1 | = k1 and |I ∩ V2 | = k2 ?
For each induced cycle (uS , uT , vS , vT ) on four vertices in G, we construct an instance
(G0 , V10 , V20 , k1 , k2 ) of Bicolored Independent Set, where V10 := NG (uS ) ∩ NG (vS ), V20 :=
/
NG (uT ) ∩ NG (vT ), and G0 = (V10 ∪ V20 , E(G[V10 ]) ∪ E(G[V20 ]) ∪ {v10 v20 | v10 ∈ V10 , v20 ∈ V20 , v10 v20 ∈
E(G)}). By the c-closure of G, there are at most 2c − 2 vertices on G0 . It is easy to verify
that there is a (k1 , k2 )-biclique containing uS , uT , vS , vT if and only if (G0 , V10 , V20 , k1 , k2 ) is a
Yes-instance. Since Bicolored Independent Set is O∗ (1.2691n )-time solvable on n-vertex
graphs [4], we obtain an O∗ (1.6107c )-time algorithm for Induced (k1 , k2 )-Biclique.
J
Gaspers et al. [13] provided an O∗ (3n/3 )-time algorithm to enumerate all maximal
bicliques. By using a reduction similar to the one in the proof Theorem 4.5, we can thus
enumerate all maximal bicliques in which each part has at least two vertices in O∗ (32c/3 ) time.
However, even 2-closed graphs may have Ω(3n/3 ) maximal bicliques: Consider the graph with
a single universal vertex u and (n − 1)/3 disjoint triangles. Observe that there are 3(n−1)/3
maximal bicliques where one part consists of u.
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In contrast to this positive result for k1 ≥ 2, we prove that Induced (1, k)-Biclique is
NP-hard even on graphs with constant h-index, c-closure, and weak γ-closure.
I Theorem 4.6. Induced Max-Edge Biclique remains NP-hard even on graphs with hindex four, c-closure three and weak γ-closure two.
Proof. We will reduce from Independent Set, which is NP-hard even on cubic graphs
(graphs in which each vertex has degree at most three) [12]. We assume that k ≥ 10,
since otherwise the instance (G, k) can be solved in polynomial time. We construct an
instance (G0 , k) of Induced k-Edge Biclique as follows: We begin with a copy of G. Then,
each edge uv ∈ E(G) is replaced by a path on four vertices u, uv , vu , and v. Finally, we
introduce a new universal vertex w. It is easy to see that G0 has h-index four, is 3-closed,
and weakly 2-closed. Next, we prove that G contains an independent set of size k if and only
if G0 contains an induced biclique with at least k + |E(G)| edges.
Suppose that G contains an independent set I of size at least k. Then, there is an
independent set I 0 of size k + |E(G)| in G0 − w. Thus, the set I 0 ∪ {w} is an induced biclique
with at least k + |E(G)| edges in G0 .
Conversely, suppose that G0 contains a biclique (S, T ) with at least k edges. Since each
vertex in G0 − w has degree at most three and k ≥ 10, we see that vertex w is contained
in (S, T ). Without loss of generality, assume that w ∈ S. Since w is a universal vertex, we
obtain S = {w}. It follows that T is an independent set of size at least k + |E(G)| in G0 .
Hence, G contains an independent set of size at least k.
J
The reduction in the proof of Theorem 4.6 also implies the following.
I Theorem 4.7. Induced (k1 , k2 )-Biclique is NP-hard on graphs with h-index four, cclosure three and weak γ-closure two even if k1 = 1.
To complete the dichotomy with respect to c, we prove that Induced Max-Edge
Biclique can be solved in polynomial time if c = 2. To do so, we first show that Induced
(1, k2 )-Biclique can be solved in polynomial time if the input graph is diamond-free.
I Proposition 4.8. Induced (k1 , k2 )-Biclique can be solved in polynomial time on diamondfree graphs if k1 = 1.
Proof. Suppose that the input graph G is diamond-free. Then, G[N (v)] is a disjoint union
of cliques for each vertex v ∈ V (G). Thus, (G, k1 , k2 ) is a Yes-instance if and only if there is
a vertex v ∈ V (G) such that G[N (v)] has at least k2 connected components.
J
Since 2-closed graphs are diamond-free, we obtain the following from Proposition 4.8 and
Theorem 4.5.
I Corollary 4.9. Induced (k1 , k2 )-Biclique and Induced Max-Edge Biclique can be
solved in polynomial time on 2-closed graphs.

5

Variants of Dominating Set

In companion work [20], we showed that Dominating Set admits a kernel of size k O(c) . We
were not able to resolve the parameterized complexity of Dominating Set in weakly γ-closed
graphs. However, we develop FPT algorithms for the related Independent Dominating
Set and Dominating Clique problems in weakly γ-closed graphs.
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Algorithm 1 An FPT algorithm SolveIDS to solve Independent Dominating Set.
1: function SolveIDS(G, k)
2:
3:
4:
5:
6:

if k = 0 and V (G) 6= ∅ then return No
Let I := ∅ and G0 := G. . I will be an independent set of size at most k + 1 in G
while V (G0 ) 6= ∅ and |I| ≤ k do
Let v be a vertex such that clG0 (v) ≤ γ − 1.
I := I ∪ {v} and G0 := G0 − NG0 [v].

11:

if |I| ≤ k then return Yes
else
P := {v | v is a common neighbor of at least two vertices in I}
for each u ∈ P do
if SolveIDS(G − NG [u], k − 1) returns Yes then return Yes

12:

return No

5.1

Independent Dominating Set

7:
8:
9:
10:

We consider the Independent Dominating Set problem. The task in this problem is to
find an independent set S of size at most k dominating all vertices.
Independent Dominating Set
Input:
A graph G and k ∈ N.
Question: Is there a vertex set S ⊆ V (G) such that |S| ≤ k, S induces an independent
set in G, and for each v ∈ V it holds that S ∩ N [v] 6= ∅?
Independent Dominating Set is W[2]-complete [7]. There are several fixed-parameter
tractability results in restricted graph classes: Independent Dominating Set has a
kernel of O(d2 k d+1 ) vertices computable in O∗ (2d ) time [28]. Moreover, when the graph
contains no cycles of length three or four, Independent Dominating Set can be solved in
O∗ (k O(k) ) time [29].
k 2k
We present an FPT algorithm SolveIDS (Algorithm 1) with running time O∗ (( γ−1
2 ) k ).
∗ O(k)
Note that our algorithm extends the O (k
) time algorithm of Raman and Saurabh [29],
because any graph without cycles of length three or four is 2-closed. Algorithm 1 first
greedily computes an independent set I of size at most k + 1 by iteratively choosing vertices
v such that clG0 (v) ≤ γ − 1 (Line 5). If I is inclusion-maximal and of size at most k, then I
constitutes a solution. Otherwise, we find
 a vertex set P to branch on. The choice of I will
ensure that P has at most (γ − 1) k+1
vertices.
2
k 2k
I Theorem 5.1. Independent Dominating Set can be solved in O∗ (( γ−1
2 ) k ) time.

Proof. We show that Algorithm 1 solves an instance (G, k) of Independent Dominating
Set in the claimed time. First, we prove the correctness of Algorithm 1. Let I be the
independent set of size at most k + 1 of G obtained in Lines 3 to 6. Suppose that |I| ≤ k.
Since I is a maximal independent set, each vertex v ∈ V (G) is either contained in I or a
neighbor of a vertex in I. Hence, I is an independent dominating set of size at most k of G.
Thus, (G, k) is a Yes-instance. Now suppose that |I| = k + 1. Let P be the set of vertices
in G which have at least two neighbors in I (Line 9). Since |I| = k + 1, the sought solution
must contain at least one vertex of P . Thus, the branching in Line 11 is correct.
Now, we
 analyze the time complexity of Algorithm 1. To do so, we prove that |P | ≤
(γ −1) k+1
added to I in Line 6 and let Gi := G−NG [{v1 , . . . , vi−1 }]
2 . Let vi be the ith vertex
S
P
for each i ∈ [k + 1]. Since P ⊆ i∈[k+1] NGi (vi ), we see that |P | ≤ i∈[k+1] |NGi (vi ) ∩ P |.
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Algorithm 2 An algorithm for finding a dominating clique S. Vertex vi is the first vertex of the
dominating clique S in the fixed closure ordering σ of G. Initially we have T := {vi }.

. T ⊆ {vi , . . . , vn } and vi ∈ T

1: function SolveDC(G, k, T )

6:

if k = 0 and V (G) 6= N [T ] then return No
if V (G) = N [T ] then return Yes
Compute a vertex w such that vi w ∈
/ E(G)
T
for each u ∈ x∈T N (x) ∩ N (w) ∩ V (Gi ) do
. Gi := G[vi , . . . , vn ]
if SolveDC (G − (N (u) \ N [vi ]), k − 1, T ∪ {u}) returns Yes then return Yes

7:

return No

2:
3:
4:
5:

Moreover, we have |NGi (vi )∩P | ≤
|P | ≤

X
i<j∈[k+1]

P

j∈[i+1,k+1]

|NGi (vi )∩NGi (vj )| for each i ∈ [k]. Therefore,



k+1
|NGi (vi ) ∩ NGi (vj )| ≤ (γ − 1)
.
2

Here, the last inequality is due to the fact that clGi (vi ) ≤ γ − 1 for each i ∈ [k].
It is easy to see that finding an independent set I in Lines 3 to 6 only requires polynomial
time. Since each node has at most (γ − 1) k+1
children in the search
its depth is at
2
 k tree and
∗ γ−1 k 2k
most k, the overall running time of Algorithm 1 is O∗ ((γ − 1 · k+1
)
)
=
O
((
2
2 ) k ). J

5.2

An FPT algorithm for Dominating Clique

We now consider the Dominating Clique problem. The task in this problem is to find a
clique S of size at most k dominating all vertices.
Dominating Clique
Input:
A graph G and a parameter k ∈ N.
Question: Is there a vertex set S ⊆ V (G) such that |S| ≤ k, S induces a clique in G,
and for each v ∈ V it holds that S ∩ N [v] 6= ∅?
It is known that Dominating Clique is W[2]-hard even on graphs which do not contain
a 4-claw (a K1,4 ) as an induced subgraph [6].
Note that there is a straightforward O∗ (dk )-time algorithm: Choose a vertex v with
minimum degree and consider the case that the dominating clique contains v. Since G
is d-degenerate, there are O(dk−1 ) choices for the remaining vertices of the dominating clique.
If there is no dominating clique that contains v, then continue to search the dominating
clique in the graph G − v. Eventually, we find either a dominating clique of size at most k or
arrive at an empty graph.
In this subsection, we describe an FPT algorithm for weakly γ-closed graphs, resulting
in an O∗ ((γ − 1)k−1 )-time algorithm. Note that a maximal clique of a weakly γ-closed
graph may be arbitrarily large. Thus, a simple brute-force search on maximal cliques may
require Ω(nk ) time. Moreover, we want to avoid enumerating all maximal cliques since this
alone incurs a running time of Ω(3γ/3 ). Instead, we will use Algorithm 2 for each vertex vi
in a fixed closure ordering σ. The key idea is that we assume that vi is the first vertex
in the dominating clique with respect to σ. As we shall see in the proof of Theorem 5.2
this guarantees that for each vertex w which is not adjacent to vi , we may branch into at
most γ − 1 cases to determine a vertex that dominates w.
I Theorem 5.2. Dominating Clique can be solved in O∗ ((γ − 1)k−1 ) time.
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Proof. To solve an instance (G, k) of Dominating Clique, we first compute a closure
ordering σ. Afterwards, we invoke SolveDC on input (G, k − 1, {vi }) for each vertex vi ∈ V .
In the call SolveDC (G, k − 1, {vi }), we assume that vi is the first vertex in the dominating
clique S with respect to the closure ordering σ.
We first show that SolveDC (G, k, T ) is correct in the following sense: it returns Yes
if and only if there is a dominating clique S of size at most k which contains all vertices
of T , and vertex vi is the first vertex in S with respect to σ (where vi is the minimal vertex
of T with respect to σ). It is easy to see that the terminal conditions in Lines 2 and 3 are
correct. Let w be the vertex computed in Line 4. Since we want to compute a dominating
clique S which contains T , where vertex vi is the first vertex in S with respect to the closure
ordering σ and since vi w ∈
/ E(G), any dominating clique must contain at least one vertex u
T
of x∈T N (x) ∩ N (w) ∩ V (Gi ). Thus, the branching in Lines 5 and 6 is correct. Since
each vertex u chosen in Line 5 is a common neighbor of all vertices in T , we conclude that
the set T is a clique and thus Line 3 returns Yes if and only if G contains a dominating
clique of size at most k. Furthermore, each vertex u chosen in Line 5 is contained in Gi .
Hence vi <σ u. In other words, vertex vi is the smallest vertex in T with respect to σ.
Let us analyze the time complexity of SolveDC. It is easy to see that Lines 2 to 4 can be
performed in polynomial time. Consider the search tree where each node corresponds to an
invocation of SolveDC. We show that each node in the search tree has at most γ − 1 children.
To this end, we bound the size of |N (vi ) ∩ N (w) ∩ V (Gi )| which is an upper bound on the
number of branches created in Line 5. If vi <σ w, then |N (vi ) ∩ N (w) ∩ V (Gi )| ≤ γ − 1 by
Definition 1.3. Otherwise, if w <σ vi , then vi and w have at most γ − 1 common neighbors
in {v 0 | w <σ v 0 } and thus also in V (Gi ). Hence, each node has at most γ − 1 children.
Moreover, the depth of the search tree is at most k − 1. Thus, we spend O∗ ((γ − 1)k−1 ) time
for each vertex vi ∈ V (G) and the claimed running time bound follows.
J
In companion work [20], we provided a reduction from λ-Hitting Set to Dominating Set that implies that kernels of size O(k c−1− ) are impossible under some standard
complexity-theoretic assumptions. We obtain the following from the same reduction.
I Proposition 5.3. For c ≥ 3, Dominating Clique has no kernel of size O(k c−1− ) unless
coNP ⊆ NP/poly.
I Proposition 5.4. Unless the ETH fails, there is no no(k) -time algorithm for Dominating
Clique.
Hence, it is unlikely that the running time of Theorem 5.2 can be substantially improved.

6

Conclusion

We have provided further applications of the weak closure parameter γ which was introduced
for clique enumeration [11]. Given the usefulness of the class of weakly closed graphs, it
seems important to further study their properties. For example, it would be nice to obtain a
forbidden subgraph characterization. We note that the weakly-1-closed graphs are exactly the
graphs that do not contain a C4 or a P4 as an induced subgraph. These graphs are also known
as quasi-threshold graphs. Can we obtain a similar characterization for weakly 2-closed
graphs? Further FPT algorithms for the parameter γ would also be very interesting from
a theoretical and practical point of view. For example, it is open whether Dominating
Set has an FPT algorithm for the parameter γ + k; so far it is known only to have FPT
algorithms for d + k [1] and c + k [20].
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Abstract
Facility location is a prominent optimization problem that has inspired a large quantity of both
theoretical and practical studies in combinatorial optimization. Although the problem has been
investigated under various settings reflecting typical structures within the optimization problems of
practical interest, little is known on how the problem behaves in conjunction with parity constraints.
This shortfall of understanding was rather discouraging when we consider the central role of parity
in the field of combinatorics.
In this paper, we present the first constant-factor approximation algorithm for the facility location
problem with parity constraints. We are given as the input a metric on a set of facilities and clients,
the opening cost of each facility, and the parity requirement – odd, even, or unconstrained – of every
facility in this problem. The objective is to open a subset of facilities and assign every client to an
open facility so as to minimize the sum of the total opening costs and the assignment distances,
but subject to the condition that the number of clients assigned to each open facility must have the
same parity as its requirement.
Although the unconstrained facility location problem as a relaxation for this parity-constrained
generalization has unbounded gap, we demonstrate that it yields a structured solution whose parity
violation can be corrected at small cost. This correction is prescribed by a T -join on an auxiliary
graph constructed by the algorithm. This auxiliary graph does not satisfy the triangle inequality,
but we show that a carefully chosen set of shortcutting operations leads to a cheap and sparse T -join.
Finally, we bound the correction cost by exhibiting a combinatorial multi-step construction of an
upper bound.
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1

Introduction

Parity plays a central role in a myriad of topics in combinatorics. This is quite natural
that one would not need examples; yet, as a short sample of previous works, Schrijver
and Seymour [34] for example studied the packing of odd paths, Everett et al. [13] and
Kamiński & Nishimura [21] considered induced path parities in connection with the theory
of perfect graphs, and Kakimura et al. [20] studied the packing of parity-constrained cycles
intersecting a given vertex set. Naturally, there also exists a large volume of previous research
that incorporates parity constraints into different combinatorial optimization problems.
Submodular function minimization [15, 16], the minimum cut problem [31, 7], the shortest
path problem (cf. [17]), and the connected subgraph problem [35, 9] are all examples of such
problems. However, introducing parity constraints to combinatorial optimization problems
usually results in a significant level of added complexity in their algorithms, and perhaps due
to this, not all parity-constrained combinatorial optimization problems are as well studied as
one would expect from the centrality of parity in this field.
The facility location problem is one of the prominent optimization problems that has
guided a large volume of studies in both computer science and operations research (see,
e.g., [5, 23, 27, 37]). In this problem, we are given as the input a set of facilities and a set of
clients, along with the opening cost of each facility and the metric distance between every
pair of facility and client. The goal of the problem is to choose a subset of facilities to open
and a clustering that assigns every client to an open facility, so as to minimize the sum of the
facility opening costs and the distance between each client and the facility it is assigned to.
While the facility location problem also served as a test bed on which a variety of algorithmic
theories were developed, another primary reason the problem has attracted the interests of
many researchers is that it closely reflects the structure of optimization problems witnessed
in practice. Precisely for this reason, facility location problems are studied in a wide variety
of settings that better reflect typical constraints imposed on the problem, including the
capacitated version [23, 22, 32, 6, 4] that places an upper bound on the number of clients
assigned to an open facility, online and/or dynamic variants [10, 14, 12, 24], mobile facility
location [3], planar versions [28], fusion with network design problems [29, 30, 1], and the
lower-bounded version that imposes a lower bound on the number of clients assigned to an
open facility [26]. Yet, in conjunction with parity constraints, it was not previously known
how this problem behaves on the other hand.
This paper aims at filling this gap. In the O-facility location problem, a subset of facilities
O is specified as part of the input in addition to the usual input for the unconstrained
facility location problem. The goal of the problem is still to find a minimum-cost subset of
open facilities with a clustering of the clients, but now we also need to ensure an additional
constraint that the number of clients assigned to each open facility i must be odd if i ∈ O,
and must be even if i ∈
/ O. Note that this version of the problem definition is equivalent to
a version in which we allow three types of parity constraints: unconstrained in addition to
odd and even. (See Appendix A for a simple equivalence argument.) It is regrettable that
we do not have a proper understanding of this generalized version to this date, especially
when we consider its practical relevance. In many problems that seek an optimal clustering,
we sometimes have a strong preference for either parity of the cluster sizes. For example,
Ahamad and Ammar [2] demonstrate that the performance of a distributed database system
(DDBS), measured by success rates and mean response times, depends on the parity of the
number of storage sites. In fact, this preferred parity is determined as a function of the server
failure rates and the ratio between the number of read and write transactions. Thus, the
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task of clustering a given set of storage sites into multiple instances of distributed database
systems, which host different applications whose parameters vary, can be formulated as an
O-facility location problem. Preference on a particular parity can also be witnessed in other
distributed system design settings (see, e.g., [38]).
In this paper, we present the first constant-factor approximation algorithms for the
parity-constrained facility location problem: first for the special case where every facility is
even-constrained, and then for the general case. Let ρFL be the approximation ratio of an
algorithm for the unconstrained facility location problem.
I Theorem 1. There exists a randomized 2ρFL -approximation algorithm for the ∅-facility
location problem.
I Theorem 2. There exists a (3ρFL + 2)-approximation algorithm3 for the O-facility location
problem for arbitrary O.
The difficulty of the classic unconstrained facility location problem lies in the fact that it
is a “joint optimization” problem: it is trivial to find an optimal assignment when the set
of open facilities is given, but the simultaneous optimization of the choice of open facilities
along with the assignment makes the problem difficult and, in fact, NP-hard. The O-facility
location problem is a generalization of the unconstrained facility location problem and
therefore inherits this difficulty. Moreover, even when the set of open facilities is given, it
is not as trivial to find an optimal assignment for this problem (although polynomial-time
solvable).
In order to obtain good approximation algorithms for the unconstrained facility location
problem, many algorithmic tools have been used. In particular, linear programming (LP)
relaxations and methods based on them have been successful [36, 19, 18, 8, 25]. Unfortunately,
however, the O-facility location problem does not appear directly amenable to LP-based
techniques, and it is easy to show that the standard LP relaxation devised in the context of
the unconstrained problem has an unbounded integrality gap, i.e., the LP optimum can be
away from the true optimum by an arbitrarily large factor. In fact, even the integral optimum
to the unconstrained instance obtained by dropping the parity constraints can be arbitrarily
away from the true optimum.4 Despite this gap, we will prove that the approximation
algorithms for the unconstrained facility location problem can serve as a useful subroutine of
an approximation algorithm for the parity-constrained generalization.
In Section 3, we present a “warm-up” approximation algorithm for the all-even case, i.e.,
O = ∅. The algorithm begins with finding a minimum perfect matching on the set of clients.
Using the fact that every facility is assigned an even number of clients in an optimal solution,
we can “shortcut” the optimal solution into a perfect matching, bounding the minimum cost
of a perfect matching. We then reduce the given problem to an instance of the unconstrained
facility location problem by designating one of the two matched clients as the representative,
at the cost of a constant multiplicative factor in the approximation ratio.
This clean approach, however, crucially relies on the fact that every facility is evenconstrained, and does not extend to the general case. This necessitates a different approach,
which is presented in Section 4. The first step of our algorithm for the general case is to
drop the parity constraints and solve this instance using an algorithm for the unconstrained

3
4

A (somewhat loose) calculation of the approximation ratio gives 6.464.
Consider an instance with two pairs of an even-constrained facility and a client, where the distance
within each pair is zero and one across. Both opening costs are zeroes.
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problem.5 The unconstrained optimum is a lower bound on the true optimum, but as
was noted earlier, it may be arbitrarily smaller. We show that the parity violation of the
unconstrained initial solution can be repaired by performing a set of three types of operations:
reassigning one client from an open facility to another, opening a new facility, and closing
down an open facility after reassigning all its clients to another facility. It is easy to show
that all three types of these operations are essential for repairing parity violation. Among
them, the last type of operation is particularly costly as it involves the reassignment of
multiple clients; however, we observe that it suffices to permit the third type of operation
only when the facility is odd-constrained, and this allows such a set of operations to be
encoded as a sparse T -join on an auxiliary graph (that unfortunately does not satisfy the
triangle inequality). The auxiliary graph has three types of edges corresponding to the three
types of operations. The key step of the analysis is then to show that the minimum cost of a
T -join on the auxiliary graph is bounded by a combination of the initial solution (despite
the gap) and an optimal solution.
Future Directions. One of the interesting questions that follow this paper is whether we can
write an algorithmically useful LP relaxation for the O-facility location problem. As we could
use an LP-based approximation algorithm for the unconstrained facility location problem as a
subroutine of our algorithm, one could say that our algorithm can technically be an LP-based
algorithm; this, of course, is not a satisfactory answer. Rather than having to solve an LP
relaxation which itself is parameterized by a rounded integral solution to another relaxation
(which is the case for our algorithm), it would be interesting to have a single relaxation
that can be separated in polynomial time and solved to obtain an O(1)-approximate lower
bound on the optimum. Recall that, for the minimum-cost T -join problem, an exact and
polynomial-time separable relaxation exists [11].
Another intriguing future direction is in introducing parity constraints to further combinatorial optimization problems. A natural first target could be the k-median problem.
As we noted earlier, there remain many parity-constrained optimization problems yet to be
studied. We envision that a further understanding of our algorithm, particularly if we can
positively answer our first open question, may lead to extending our knowledge to other
parity-constrained optimization problems.

2

Preliminaries

Problem Definition. As the input of the O-facility location problem, we are given a set of
→ Q≥0
facilities F , a set of clients D, opening costs f : F → Q≥0 , assignment costs 6 c : F ∪D
2
satisfying the triangle inequality, and a set of facilities O ⊆ F that, if open, are required to
be assigned odd number of clients.
A feasible solution to the problem is given by a set of open facilities S ⊆ F and an
assignment of clients σ : D → S to the open facilities. In order for (S, σ) to be a feasible
solution, it must satisfy the parity constraints: for all i ∈ S ∩ O, |σ −1 (i)| must be odd; for all
i ∈ S ∩ O, |σ −1 (i)| must be even. The objective is to find a feasible solution that minimizes
P
P
the total solution cost, defined as i∈S f (i) + j∈D c(σ(j), j).

5
6

The analysis in Section 4 treats the algorithm for the unconstrained problem as a black box; using a
bi-factor approximation algorithm will lead to a further improvement in the approximation ratio.
Assignment costs are sometimes defined only between facilities and clients. In this “bipartite” case,
the domain of c will be defined as F × D instead. These two definitions, however, are equivalent, since
we can deduce inter-facility (and inter-client) distances by computing the metric closure of the given
“bipartite” assignment cost.
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An Equivalent Problem Definition. Alternatively, we can define our problem as taking a
parity constraint function π : F → {odd, even, unconstrained} instead of O. In this case, the
parity constraint is redefined as follows: for each i ∈ S, |σ −1 (i)| must be odd if π(i) = odd
and even if π(i) = even. If π(i) = unconstrained, we do not impose any parity constraints
on |σ −1 (i)|.
I Observation 3. The two problem definitions are equivalent.
Its proof is deferred to Appendix A. Note that this observation also shows the NP-hardness
of the O-facility location problem.
Notation. To simplify the presentation, we introduce the following shorthands: for any
P
P
S ⊆ F , let f (S) :=
i∈S f (i), and for any σ : D → S, let c(σ) :=
j∈D c(σ(j), j).
Using this notation, the objective function of the problem can be rewritten as f (S) + c(σ).
For D0 ⊆ D and σ : D → S, let σ|D0 : D0 → S denote the restriction of σ to D0 as
the new domain, i.e., σ|D0 (j) = σ(j) for all j ∈ D0 . Accordingly, c(σ|D0 ) is defined as
P
P
c(σ|D0 ) := j∈D0 c(σ|D0 (j), j) = j∈D0 c(σ(j), j). Let σ −1 : S → D denote the inverse
function of σ, i.e., σ −1 (i) := {j ∈ D | σ(j) = i}. We will slightly abuse the notation by
letting σ −1 (i) := ∅ for i ∈ F \ S.
Additional Definitions. Let G = (V, E) be a graph. For T ⊆ V , we say J ⊆ E is a T -join
if, for every vertex v ∈ V , the number of edges in J that are incident with v is odd if and
only if v ∈ T . Given a weighted graph, the minimum-cost T -join can be found in polynomial
time [11] (see also [33]).
Given T ⊆ V , we say U ⊆ V is T -odd if |U ∩ T | is odd, and Y ⊆ E is a T -join dominator
if, for every T -odd set U ⊆ V , there exists at least one edge in Y that has exactly one
endpoint in U . Equivalently, Y ⊆ E is a T -join dominator if and only if every connected
component of the graph (V, Y ) contains an even number of vertices from T .
I Lemma 4 ([11, 33]). Given a weighted graph G = (V, E) with T ⊆ V and a T -join
dominator Y , the minimum cost of a T -join on G is no greater than the cost of Y .
Given two sets P and Q, let P 4Q denote the symmetric difference of the sets, i.e.,
P 4Q := (P \ Q) ∪ (Q \ P ). Finally, let AFL denote a ρFL -approximation algorithm for the
unconstrained facility location problem.

3

All-Even Case

In this section, we present a constant-factor approximation algorithm for a special case of
the problem where the parity constraint of every facility is even, i.e., O = ∅. We assume that
|D| is even in what follows; otherwise, the instance is infeasible.
Our Algorithm. We first find a minimum-cost perfect matching M ? on D, using c as the
cost function. For each e ∈ M ? , we independently choose one of the two endpoints of e
uniformly at random. Let je be the chosen client and jbe be the remaining one. Let D0 be the
set of chosen clients, i.e., D0 = {je | e ∈ M ? }. We now construct an unconstrained facility
location instance where the client set is replaced with D0 . The rest of the input (F , c, and
f ) remains the same. We execute AFL on this instance; let SI ⊆ F and σI : D0 → SI denote
the solution returned by AFL . We construct a solution SALG and σALG : D → SALG to our
problem as follows: we choose SALG simply as SI . For each remaining client jbe ∈ D \ D0 , we
assign jbe to the same facility to which its pair is assigned, i.e.,

σI (j), if j ∈ D0 ,
σALG (j) =
σI (je ), if j = jbe for some e ∈ M ? .
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Analysis. Now we show that this algorithm is a randomized 2ρFL -approximation algorithm
for the problem. It is easy to see that our algorithm returns a feasible solution since every
facility is assigned exactly twice the number of the clients it is assigned in σI . Fix an
arbitrary optimal solution to the original problem, and let SO ⊆ F and σO : D → SO denote
this solution.
I Lemma 5. There exists a matching M whose cost is no greater than c(σO ).
Proof. Let i be a facility in SO . Observe that i is assigned an even number of clients in the
−1
−1
optimal solution: |σO
(i)| is even. We can thus find a matching Mi on σO
(i) by arbitrarily
P
pairing them, and the cost of Mi is at most j∈σ−1 (i) c(i, j) since, for every (j1 , j2 ) ∈ Mi ,
O
c(j1 , j2 ) ≤ c(i, j1 ) + c(i, j2 ). Choose M as the union of Mi for all i ∈ SO . The lemma now
−1
follows from the fact that {σO
(i)}i∈SO form a partition of D.
J
h
i
I Lemma 6. E [c(σI ) + f (SI )] ≤ ρFL · c(σ2O ) + f (SO ) .
Proof. Observe that (SO , σO |D0 ) is a feasible solution to the unconstrained classic facility location instance. Let (SO0 , σO0 ) be an optimal solution to this instance, i.e., the unconstrained
problem where the client set is replaced with D0 . Then, we have
E [c(σO0 ) + f (SO0 )] ≤ E [c(σO |D0 ) + f (SO )] .
Since we constructed a perfect matching and chose one of the two endpoints of each
edge in the matching uniformly at random, the marginal probability that a client is in D0 is
exactly 12 ; thus we have
E [c(σO |D0 ) + f (SO )] =

X

c(σO (j), j) · Pr [j ∈ D0 ] + f (SO ) =

j∈D

c(σO )
+ f (SO ),
2

where the first equality follows from the linearity of expectation. The desired conclusion
follows from the fact that AFL is a ρFL -approximation algorithm for the unconstrained facility
location problem.
J
I Lemma 7. E [c(σALG ) + f (SALG )] ≤ (ρFL + 1) · c(σO ) + 2ρFL · f (SO ).
Proof. Observe that we have c(σALG (jbe ), jbe ) ≤ c(σI (je ), je ) + c(je , jbe ) for every client jbe ∈
D \ D0 from the triangle inequality, yielding
c(σALG |D\D0 ) ≤ c(σI ) + c(M ? )
since M ? is a perfect matching. We thus have


E [c(σALG ) + f (SALG )] = E c(σALG |D0 ) + c(σALG |D\D0 ) + f (SALG )
≤ E [c(σI ) + c(σI ) + c(M ? ) + f (SI )]
≤ (ρFL + 1) · c(σO ) + 2ρFL · f (SO ),
where the last inequality follows from Lemmas 5 and 6.

J

I Theorem 1. There exists a randomized 2ρFL -approximation algorithm for the ∅-facility
location problem.
Proof. Immediate from Lemma 7. It is easy to observe that the algorithm runs in polynomial
time.
J
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General Case

In this section, we consider the general O-facility location problem.

4.1

Our Algorithm

Outline. We start with a brief outline of our algorithm. As the first step of the algorithm,
we execute AFL for the unconstrained facility location problem on the given input, but with
its parity constraints dropped. Let SI ⊆ F and σI : D → SI be the algorithm’s output.
Note that (SI , σI ) may be infeasible since we dropped the parity constraints; though, our
algorithm will use it as the “initial” solution and correct the parities at small cost.
The second step of our algorithm is to construct an auxiliary weighted graph G and a set
of vertices T ⊆ V (G). The construction is designed so that a T -join (almost) prescribes a
way to correct the parities. Naturally, our algorithm will find a minimum-cost T -join.
Then the last step of our algorithm is to modify the initial solution as indicated by the
minimum-cost T -join on the auxiliary graph. We first post-process the minimum-cost T -join
we found to obtain a sparse T -join. We will show that this sparsified T -join specifies a
“realizable” modification to the initial solution that restores the parity constraints.
In what follows, we describe the last two steps in more detail. As a final remark, we note
that the running time of our algorithm depends on that of AFL ; given that LP-rounding
algorithms [36, 8, 25] typically yield better approximation ratios for the unconstrained
problem, the running time of our algorithm will be dominated by the LP solution time.
However, one could instead use primal-dual algorithms [19, 18] if faster running time is
preferred.
Construction of the Auxiliary Graph. We say a facility i ∈ SI is invalid if its parity
constraint is violated in the initial solution. Let Sinv denote the set of invalid facilities, i.e.,
Sinv := {i ∈ SI ∩ O | |σI−1 (i)| is even} ∪ {i ∈ SI ∩ O | |σI−1 (i)| is odd}.
The vertex set of the auxiliary graph G is F ∪ {z} for an artificial vertex z ∈
/ F . Let E
be the edge set of the auxiliary graph and γ : E → Q≥0 be the edge cost. The following are
three types of edges that we create in G.
(reassign edges) For each pair of distinct facilities i, i0 ∈ F , we create an edge (i, i0 ) in the
auxiliary graph with cost γ(i, i0 ) := c(i, i0 ).
(opening edges) For each odd-constrained, initially closed facility i ∈ O \ SI , we create an
edge (z, i) with cost γ(z, i) := f (i).
(closing edges) This last type of edges is created only if |SI | ≥ 2 or |O \ SI | ≥ 1. For
each odd-constrained, initially open facility i ∈ O ∩ SI , we create an edge (z, i) with cost

 −1


σI (i) · c(i, i0 )

 0 min
γ(z, i) := min

i ∈SI \{i}

 −1



σI (i) · c(i, i0 ) + f (i0 ) ,
 0 min

(1)

i ∈O\SI

where min ∅ := +∞. Note that γ(z, i) is finite since we have |SI | ≥ 2 or |O \ SI | ≥ 1.
Finally, we choose T = Sinv if |Sinv | is even; we choose T = Sinv ∪ {z} otherwise.
We remark that this auxiliary graph does not satisfy the triangle inequality, and hence a
minimum-cost T -join may be cheaper than a minimum-cost perfect matching on the subgraph
P
induced by T . For notational convenience, for a set E 0 ⊆ E, let γ(E 0 ) := e∈E 0 γ(e).
Intuitively speaking, if the T -join chooses a reassign edge (i, i0 ), it is instructing us to
reassign a client between i and i0 ; an opening edge (z, i) corresponds to opening an initially
closed facility i; finally, a closing edge (z, i) corresponds to closing down an initially open
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facility i. Although we will formally describe this correction procedure later, here we introduce
one more definition: if we decide to close down a facility i, we will need to reassign all clients
that were previously assigned to i to some other facility. This facility is called the substitute
of i. The substitutes are selected as the facilities that attain the minimum in (1). That is,
for each closing edge (z, i), the substitute of i, denoted by φ(i), is given as follows (ties are
broken arbitrarily when the arg min has more than one element):

φ(i) ∈





min σI−1 (i) · c(i, i0 ) ,
 arg

0

if γ(z, i) =

i ∈SI \{i}

min

i0 ∈SI \{i}




σI−1 (i) · c(i, i0 ) ,

 −1

0
0


arg min σI (i) · c(i, i ) + f (i ) , otherwise.

(2)

i0 ∈O\SI

Sparsifying the T -join. Given a minimum T -join J, we examine whether any of the following
operations can be performed; if so, we perform the operation and repeat. We terminate when
none of the operations can be applied any more.
(i) If (i, i1 ), (i, i2 ) ∈ J for some i, i1 , i2 ∈ F , remove (i, i1 ) and (i, i2 ) from J and add (i1 , i2 )
instead.
(ii) If (z, i) ∈ J for some open odd-constrained facility i and (z, φ(i)) ∈ J, remove (z, i)
and (z, φ(i)) from J and add (i, φ(i)) instead. (Note that the condition implies that
(z, i) is a closing edge and φ(i) is, therefore, well-defined.)
(iii) If J contains a cycle, remove all edges on the cycle.
Parity Correction. The final step of the algorithm is to modify the initial solution as
prescribed by the sparsified T -join J. The parity correction is performed in the following
three substeps:
1. Firstly, for each opening edge (z, i) ∈ J, open i and remove (z, i) from J.
2. Secondly, for each reassign edge (i1 , i2 ) ∈ J, reassign one arbitrary client from one of the
two facilities to the other and remove (i1 , i2 ) from J as follows:
if (z, i1 ) ∈ J (or (z, i2 ) ∈ J), reassign from i1 to i2 (or from i2 to i1 , respectively);
otherwise, at least one of these facilities is guaranteed to be currently assigned at least
one client; reassign from that facility to the other.
3. Lastly, for each closing edge (z, i) ∈ J, close i and reassign all clients currently assigned
to i to φ(i); if necessary, open φ(i). Remove (z, i) from J.

4.2

Analysis of the Sparsification and Parity Correction

In this section, we show that a sparsified T -join, unlike a general T -join, prescribes a cheap
modification for correcting the invalid facilities in the initial solution. We first prove that
the sparsification does not increase the cost of a T -join. We will slightly abuse the notation
and treat a T -join J interchangeably as a graph (F ∪ {z}, J). For x ∈ F ∪ {z}, let degJ (x)
denote the degree of x in such a graph J.
I Lemma 8. The given sparsification procedure yields a T -join of no greater cost.
Proof. It suffices to prove that each single operation produces a T -join of no greater cost,
and the lemma follows from the induction on the number of operations. Observe that, for
every vertex x ∈ F ∪ {z}, the parity of degJ (x) remains the same when we apply any of the
three operations. It remains to show that all three operations never increase the cost of J.
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Consider Operation (i) that replaces (i, i1 ) and (i, i2 ) with (i1 , i2 ). The net increase in
the cost is
γ(i1 , i2 ) − [γ(i, i1 ) + γ(i, i2 )] = c(i1 , i2 ) − [c(i, i1 ) + c(i, i2 )] ≤ 0,
where the inequality follows from the triangle inequality.
Operation (iii) does not increase the cost of J since all costs are nonnegative.
Now consider Operation (ii). We can assume without loss of generality that AFL returns
a solution such that i ∈ SI implies σI−1 (i) 6= ∅. (Otherwise, we can simply exclude i from
SI .) Since (z, i) is a closing edge, (1) and (2) imply that
γ(z, i) ≥ σI−1 (i) · c(i, φ(i)) ≥ c(i, φ(i)) = γ(i, φ(i)).
The operation does not increase the cost of J since γ(z, φ(i)) ≥ 0.

J

Following are the key sparsity observations we will use in the parity correction step. Let
J denote the sparsified T -join on which no further operation was possible.
I Observation 9. For all i ∈ F , i is adjacent in J with at most one vertex in F .
Proof. If i were adjacent in J with more than one facility, say, i1 and i2 , edges (i, i1 ) and
(i, i2 ) would have been replaced with (i1 , i2 ).
J
I Observation 10. For all edges (i1 , i2 ) ∈ J such that i1 , i2 ∈ F , at least one of i1 and i2
belongs to SI , the set of initially open facilities.
/ T , there exists some
Proof. Suppose towards contradiction that i1 , i2 ∈ F \ SI . Since i1 ∈
vertex x other than i2 that is adjacent with i1 ; we have x = z from Observation 9. Likewise,
we have (z, i2 ) ∈ J, leading to contradiction since {(i1 , i2 ), (z, i1 ), (z, i2 )} forms a cycle. J
I Observation 11. If a closing edge (z, i) is in J, we have (z, φ(i)) ∈
/ J.
Proof. Since (z, i) ∈ J is a closing edge, we know i is an open odd-constrained facility.
Suppose (z, φ(i)) ∈ J. Then (z, i) and (z, φ(i)) would have been replaced with (i, φ(i)),
leading to contradiction.
J
We can now analyze the parity correction prescribed by J. Observations 9 and 10 show
that, when we process a reassign edge, the facility that gives a client does have at least one
client to give, and the facility that receives a client is open. Observation 11 proves that,
when we process a closing edge (z, i), the substitute φ(i) is indeed open and never got closed
by the algorithm. These arguments are formalized by the following lemma.
I Lemma 12. The corrected solution is a feasible solution. Moreover, the correction cost is
bounded by γ(J) from above.
Its full proof uses Observations 9, 10, and 11, which is deferred to Appendix A.

4.3

Bounding γ(J )

We show in this section that the cost of a minimum T -join in the auxiliary graph G is within
a constant factor of the optimum. Here we fix an arbitrary optimal solution SO ⊆ F and
σO : D → SO ; let OPT := f (SO ) + c(σO ) denote its value. In the interest of a simpler
analysis, we will exhibit a T -join dominator Y ⊆ E such that γ(Y ) ≤ O(1) · OPT, rather
than explicitly constructing a set of reassignment/opening/closing operations to restore the
parity constraints.
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z

(A)

(B)

Figure 1 (A): An initial solution (SI , σI ) and an optimal solution (SO , σO ). A facility (and a
client) is represented as a square (and a circle, respectively). Odd-constrained facilities have red
dashed borders; even-constrained ones have navy-blue solid borders. The upper-right triangle is
filled with black if the facility is open in the initial solution; the lower-left triangle is filled with gray
if it is open in the optimal solution. Assignments in the initial solution are marked with black solid
lines; assignments in the optimal solution are gray solid lines.
(B): A T -join dominator Y . If a facility i is in Sinv , it is marked with a thicker border. Every edge
in Y1 is drawn as a green densely-dotted line; Y2 as a navy-blue loosely-dotted line; and Y3 as a
coral solid line. The remaining closing edges are drawn as black thin solid lines. (We omitted the
remaining reassign edges.)

We construct Y as the union of three edge sets Y1 , Y2 , and Y3 , each of which is a subset of
reassign edges, opening edges, and closing edges, respectively. Compared to the first two types
of edges, closing edges are more expensive. (Recall that their costs contain a multiplicative
factor given by the number of clients a facility is assigned in the initial solution.) Hence, in
constructing Y3 , edges must be used much more sparingly compared to the first two sets.
We will, however, show that a careful choice of closing edges ensures that the cost of Y3 can
be charged against 2 · OPT, while maintaining the required cut connectivity for Y to be a
T -join dominator. The three edge sets are defined as follows. (See Figure 1.)
For each client j ∈ D, we add an edge to Y1 between the facility j is assigned to in the
initial solution and the facility j is assigned to in the fixed optimal solution. If both
facilities are the same, we just ignore the client rather than creating a loop.
Let Y2 be the set of edges between z and each odd-constrained facility that is closed in
the initial solution but open in the optimal solution.
Let C be the set of connected components C in (F ∪ {z}, Y1 ∪ Y2 ) such that C does not
contain z and is T -odd, i.e.,
C := {C | C is a conn. comp. in (F ∪ {z}, Y1 ∪ Y2 ), z ∈
/ V (C), and |V (C) ∩ T | is odd},
where V (C) denotes the set of vertices in C. For each component C ∈ C, pick an arbitrary
odd-constrained facility iC ∈ V (C) that is open in the initial solution but closed in the
optimal solution. We thus have iC ∈ V (C) ∩ O ∩ SI \ SO . We now define Y3 as the set of
edges between z and iC for all C ∈ C.
The following observation holds since, if a client is assigned to different facilities in the
initial and optimal solutions, we have an edge in Y1 between these facilities, placing them in
the same connected component in C.
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C
I Observation 13. For each C ∈ C, let nC
I (and nO ) be the number of clients assigned to a
facility in V (C) by the initial solution (and by the optimal solution, respectively). We then
C
have nC
I = nO .

In order to show that Y is a T -join dominator, it suffices to prove that iC can be chosen
for every connected component C ∈ C. Suppose that iC is well-defined for each C ∈ C. Then,
in the graph (F ∪ {z}, Y1 ∪ Y2 ∪ Y3 ), every connected component that does not contain z must
contain an even number of vertices in T , since otherwise, an edge in Y3 would have connected
this component to z. That is, the only connected component in (F ∪ {z}, Y1 ∪ Y2 ∪ Y3 ) that
may have an odd number of vertices in T is the one that contains z; however, since |T | is
even, this component also has even number of vertices in T . The conclusion now follows
from the definition of a T -join dominator.
I Lemma 14. For each connected component C ∈ C, there exists an odd-constrained facility
that is open in the initial solution but closed in the fixed optimal solution.
Proof. From construction, for any facility i that is closed in both solutions, i cannot be
incident with any edges in Y1 or Y2 . Such facility i, therefore, forms a singleton connected
component in (F ∪ {z}, Y1 ∪ Y2 ) and we have i ∈
/ T . Thus, for the T -odd component C, we
have that every facility in V (C) must be open in at least one of the two solutions.
Suppose towards contradiction that there does not exist an odd-constrained facility in
V (C) that is open in the initial solution but closed in the fixed optimal solution. That is,
every facility i ∈ V (C) that is open only in the initial solution is even-constrained.
If some facility i ∈ V (C) is open only in the optimal solution, i cannot be odd-constrained:
otherwise, the opening edge (z, i) would be in Y2 , contradicting C ∈ C. So we now have that
every facility i ∈ V (C) that is open only in one of the two solutions is even-constrained.
In other words, every facility in V (C) is either even-constrained or open in both solutions.
P
−1
This, together with nC
O =
i∈V (C) |σO (i)| and the fact that the optimal solution satisfies
all parity constraints, implies that the parity of nC
O is the same as that of |V (C) ∩ O|.
On the other hand, since V (C) contains invalid facilities, we have that the parity of
nC
I is equal to that of |V (C) ∩ O| + |V (C) ∩ Sinv |. From Observation 13, this implies that
|V (C) ∩ Sinv | is even, contradicting the fact that C is T -odd.
J
To argue that the closing edge (z, iC ) indeed exists in G, we need to verify that |SI | ≥ 2
or |O \ SI | ≥ 1. Note that |SI | ≥ 1 as long as D 6= ∅.
I Lemma 15. If |SI | = 1 and O \ SI = ∅, we have C = ∅.
Proof. Suppose towards contradiction that |SI | = 1, O \SI = ∅, and C ∈ C. Since |V (C)∩T |
is odd, we can choose some i ∈ V (C) ∩ T . Moreover, we have i ∈ T \ {z} = Sinv ⊆ SI since
z∈
/ V (C).
Now we claim that V (C) = {i}. Suppose not. Let i0 be an arbitrary facility in V (C) \ {i}.
Since SI = {i}, we have i0 ∈
/ SI . This, together with O \ SI = ∅, yields i0 ∈ O. Since C does
0
not contain z, we have (z, i ) ∈
/ Y2 , showing i0 ∈
/ SO . Recall from the proof of Lemma 14 that
a facility in V (C) cannot be closed in both solutions.
Therefore, i must be open in the optimal solution because the clients assigned to i in SI
can only be assigned to i in SO . Since V (C) does not contain any facility that is closed in
the optimal solution, we cannot choose iC , contradicting Lemma 14.
J
Now we bound the cost of Y .
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I Observation 16. We have γ(Y1 ) ≤ c(σI ) + c(σO ).
Proof. By the definition of Y1 , for every edge (i, i0 ) ∈ Y1 , there exists a client j such that
σI (j) = i and σO (j) = i0 , yielding that γ(i, i0 ) = c(i, i0 ) ≤ c(i, j) + c(i0 , j). We thus have
γ(Y1 ) =

X
(i,i0 )∈Y

X

γ(i, i0 ) ≤
1

c(i, j) +

X

c(i0 , j) = c(σI ) + c(σO ).

J

0

i∈F,
−1
j∈σI
(i)

i ∈F,
−1 0
j∈σO
(i )

I Observation 17. We have γ(Y2 ) ≤ f (SO ).
Proof. Note that the cost of each edge (z, i) ∈ Y2 is the opening cost of i and we add (z, i)
to Y2 only if i ∈ SO \ SI .
J
I Lemma 18. We have γ(Y3 ) ≤ c(σI ) + c(σO ) + f (SO ).
Proof. Let C be an arbitrary connected component in C. By Lemma 14, iC is well-defined.
Let B C ⊆ D be the set of the clients that are assigned to iC in the initial solution, i.e.,
B C := σI−1 (iC ).
C
C
We claim that B C can be partitioned into two sets Bopen
and Bec
where the former is a set
of clients assigned in the optimal solution to a facility which is also open in the initial solution
and the latter is to a facility which is even-constrained and closed in the initial solution.
For each j ∈ B C , consider σO (j) =: i0 ∈ SO . Note that i0 ∈ V (C) from the construction of
Y1 . If i0 is open in the initial solution, since iC is closed in the optimal solution, we have
i0 ∈ SI \ {iC }. Otherwise, since i0 is open in the optimal solution but (z, i0 ) was not chosen
in Y2 , it must be the case that i0 is even-constrained. Thus, to reiterate,

C
Bopen
:= j | σI (j) = iC and σO (j) ∈ (SI \ {iC }) ∩ V (C) ;

C
Bec
:= j | σI (j) = iC and σO (j) ∈ (O \ SI ) ∩ V (C) .
C
C
C
Let λ := Bopen
and Bec
forms a partition of B C , we have 0 ≤ λ ≤ 1
/ B C . Since Bopen
C
and Bec
/ B C = 1 − λ.
Now we bound γ(z, iC ) from above using the assignment costs (in both solutions) of the
clients in B C , along with the opening costs of V (C) ∩ SO .
Assume for now that λ > 0. Then we have
X
X
C ) + c(σO |B C ) =
c(σI |Bopen
c(iC , j) +
c (σO (j), j)
open
C
j∈Bopen

≥

X

C
j∈Bopen


c iC , σO (j)

C
j∈Bopen

min c(iC , i0 )
 −1 C

min
σI (i ) · c(iC , i0 ) ,

C
·
≥ Bopen

=λ·

i0 ∈SI \{iC }

i0 ∈SI \{iC }

(3)

where the first inequality holds due to the triangle inequality and the second inequality is
C
from the fact that, for every j ∈ Bopen
, we have σO (j) ∈ SI \ {iC }. Note that the above
trivially holds if λ = 0.
C
Now suppose for the moment that λ < 1. Let Sec
be theset of the facilities that are
C
C
C
assigned a client from Bec in the optimal solution, i.e., Sec
:= σO (j) | j ∈ Bec
. Let iec be
C
the closest facility from iC in Sec
. We then have the following:

K. Kim, Y. Shin, and H.-C. An

C
c(σI |BecC ) + c(σO |BecC ) + f (Sec
)=

≥

21:13

X

X

c(iC , j) +

c (σO (j), j) +

C
j∈Bec

X

 X
c iC , σO (j) +
f (i)

C
Bec

f (i)

C
i∈Sec

C
j∈Bec

C
j∈Bec

X

C
i∈Sec

C

· c(i , iec ) + f (iec )


≥ (1 − λ) · σI−1 (iC ) · c(iC , iec ) + f (iec )
 −1 C

≥ (1 − λ) · min
σI (i ) · c(iC , i0 ) + f (i0 ) .

≥

(4)

i0 ∈O\SI

Again, the above trivially holds when λ = 1. Combining (3) and (4) yields
C
c(σI |B C ) + c(σO |B C ) + f (Sec
) ≥ γ(z, iC ).

It is noteworthy that B C ’s for C ∈ C are mutually disjoint since a client can be assigned
C
to exactly one facility. We can also observe that Sec
’s are mutually disjoint because each
facility belongs to at most one connected component in C. We thus have
X
X

C
γ(Y3 ) =
γ(z, iC ) ≤
c(σI |B C ) + c(σO |B C ) + f (Sec
) ≤ c(σI ) + c(σO ) + f (SO ). J
C∈C

C∈C

I Lemma 19. There exists a T -join J in G whose cost is at most 2·(c(σI ) + c(σO ) + f (SO )).7
Proof. Immediate from Lemmas 4, 14 and 18, and Observations 16 and 17.

J

We can now prove our main theorem.
I Theorem 2. There exists a (3ρFL + 2)-approximation algorithm for the O-facility location
problem.
Proof. Immediate from Lemmas 12 and 19. Note that our algorithm returns a feasible
solution of cost at most
(c(σI ) + f (SI )) + 2 · (c(σI ) + c(σO ) + f (SO )) ≤ (3ρFL + 2) · OPT,
since c(σI )+f (SI ) ≤ ρFL ·OPT. It can be easily verified that the algorithm runs in polynomial
time.
J
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Deferred Proofs

This appendix presents the deferred proofs.
I Observation 3. The two problem definitions are equivalent.
Proof. Given an O-facility location problem instance, simply by defining the parity constraint
π as
(
odd, if i ∈ O,
π(i) :=
even, otherwise,
we arrive at an equivalent instance of the second form, i.e., the form where unconstrained
facilities are allowed. Now suppose that we are given an instance of the second form. We
create two copies of every facility i such that π(i) = unconstrained and put exactly one of
these two copies into O, in addition to the facilities i with π(i) = odd. Since all opening
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costs are nonnegative, we can assume without loss of generality that an optimal solution to
the new instance will open at most one copy of the duplicates. This shows the equivalence of
the two problem definitions.
J
I Lemma 12. The corrected solution is a feasible solution. Moreover, the correction cost is
bounded by γ(J) from above.
Proof. We say a facility i has the incorrect parity in a solution (S, σ) if the parity constraint
of the facility is violated in the “current” solution. (This definition differs from the invalid
facilities, which are fixed as the facilities with the incorrect parities in the initial solution.)
We show the feasibility of the corrected solution by establishing invariants throughout the
parity correction procedure. We will modify the procedure so that it now modifies T in
addition to J in each iteration. The invariants are the following:
J is a T -join in the auxiliary graph, and
T \ {z} is exactly the set of facilities having the incorrect parities.
Observe that |J| decreases by one in each iteration; the corrected solution is, therefore,
feasible since the empty set of edges is an ∅-join. The correction cost will be bounded
by showing that the cost incurred in each iteration can be covered by the cost of the
corresponding edge removed from J. Recall that we start with the sparsified T -join J where
T \ {z} = Sinv ; it is clear that both invariants initially hold.
Now we start erasing the edges from J. Here we remark that, given a T -join J and an
edge (i1 , i2 ) ∈ J, J \ {(i1 , i2 )} is a T 4{i1 , i2 }-join since the degrees of i1 and i2 decrease
by one.
Let us consider the first substep. For each opening edge (z, i) ∈ J, we open facility
i in the solution, remove (z, i) from J, and update T ← T 4{z, i}. It can be easily seen
that J is still a T -join. By the construction of the auxiliary graph, facility i is closed in
the initial solution and hence i ∈
/ T at the beginning of this iteration. Moreover, since i is
odd-constrained at the same time, after opening i, this facility enters the set of facilities
having the incorrect parities, establishing the second invariant. Observe that the cost for
opening i can be covered by γ(z, i). At this point after completing the first substep, any
facility i with degJ (i) 6= 0 is currently open. To observe this fact, consider the initial sparse
T -join J before the first substep. If any i ∈
/ SI has a nonzero degree, the degree must be
at least two since i ∈
/ T . This implies (from Observation 9) that (z, i) must have been in J,
which causes i to be opened during the first substep.
Next, for each reassign edge (i1 , i2 ) ∈ J, we transfer a client j from one of the two facilities
to the other. We then remove (i1 , i2 ) ∈ J and update T ← T 4{i1 , i2 }. By Observation 10,
at least one of i1 and i2 was open in SI . Recall that we can assume without loss of generality
that AFL returns a solution such that i ∈ SI implies σI−1 (i) 6= ∅. Thus, we can always choose
a client j to be reassigned. (Note that Observation 9 shows that every facility can participate
in at most one reassignment.) Since exactly one client is reassigned, the parities of i1 and i2
are flipped and the second invariant is maintained. Note that the cost of reassigning j from,
say, i1 to i2 is −c(i1 , j) + c(i2 , j) ≤ c(i1 , i2 ) = γ(i1 , i2 ) from the triangle inequality. If the
reassignment is from i2 to i1 , the symmetric argument holds.
Let us now consider the last substep where we handle closing edges. For each closing
edge (z, i) ∈ J, we close i and reassign all the clients currently assigned to i to its substitute
φ(i). We then remove (z, i) from J and update T ← T 4{z, i}.
Consider the time point right before closing i. We claim that the number of clients
assigned to i is even. Due to the construction of the auxiliary graph, we have i ∈ O. Since
we have already processed (and removed) all reassign edges, i is adjacent with only z at
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the moment and thus is in T . This, from the induction hypothesis, implies that i has the
incorrect parity, i.e., i is assigned even number of clients. Therefore, reassigning all the
clients assigned to i to φ(i) would not change the parity of φ(i). (Note that, if φ(i) was
closed at the beginning, then φ(i) ∈ O \ SI ⊆ O.) With the fact that i becomes closed at
this iteration, this shows that both invariants hold.
We finally verify that the correction cost here is no more than γ(z, i). Recall that we close
facility i and reassign every client j assigned to i to φ(i). Thus, the change of the assignment
cost for each j is exactly −c(i, j) + c(φ(i), j). As argued above, by the triangle inequality,
we know that this value can be bounded by c(i, φ(i)) from above. We can thus see that the
total assignment cost may increase by at most |σI−1 (i)| · c(i, φ(i)) since the number of clients
assigned to i does not increase during the previous substeps. (During the second substep,
when we process (i1 , i2 ) and find that one of the facilities, say i1 , is adjacent with z in J, we
reassigned a client from i1 to i2 .) If φ(i) was closed at the beginning of the correction, we
may need to open φ(i), but γ(z, i) already pays for it. If φ(i) was open, by Observation 11,
we know φ(i) will never be closed. These together imply that the correction cost is no greater
than γ(z, i).
J
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1

Introduction

The goal in graph modification is to determine if a graph can be quickly modified to some
specific family of graphs using some specified set of graph operations. For instance, the
Hamiltonian Path problem is that of deciding if a graph can be modified into a path by
using only edge deletions. A more general variant of this problem is that of determining the
length of a longest path in a graph. Its decision version Long Path is equivalent to deciding
if a given graph can be modified into the k-vertex path Pk for some given integer k by a
sequence of vertex and edge deletions. As Hamiltonian Path is NP-complete (see [20]),
Long Path is NP-complete as well. The same holds for the problem Long Induced
Path [20]. The latter problem is to decide if a given graph G contains an induced path on
at least k vertices for some given integer k, that is, if G can be modified into Pk by using
only vertex deletions.
We mainly consider the variant of the above two problems corresponding to another
central graph operation: the contraction of an edge uv of a graph G deletes the vertices u
and v and replaces them by a new vertex made adjacent to precisely those vertices that were
adjacent to u or v in G (without introducing self-loops or parallel edges). A graph G contains
a graph F as a contraction if G can be modified into F by a sequence of edge contractions.
Contractions to specified graphs play an important role in graph modification problems,
e.g. Hamiltonian Path [32, 33], but are also intensively studied in their own right; see,
for example, [1, 2, 3, 4, 5, 9, 17, 23, 24, 28, 30, 43, 44, 45, 51] for a number of classical and
parameterized complexity results on deciding if a graph G can be modified into a graph F
from some specified family F by at most ` edge contractions for some given ` ≥ 0. Many of
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these papers are recent and not only involve rich graph families F, such as bipartite graphs
and planar graphs, but also more basic graph families F, such as complete graphs, complete
bipartite graphs, cycles, stars, trees, and paths. For example, if F is the class of complete
graphs, then the modification problem becomes the Hadwiger Number problem, which is
NP-complete [15]. To give another example, if F is the class of stars, then we obtain the
Connected Vertex Cover problem (see [39]), which is also NP-complete [19].
If F is the class of paths, which is our focus, we obtain the Path Contraction problem.
An equivalent formulation (when considering the classical complexity of the problem) is to
set k = n − ` and ask if the n-vertex input graph G has a graph F ∈ F with |V (F )| ≥ k as a
contraction. This will be the formulation we use:
Path Contraction
Instance:
Question:

a connected graph G and a positive integer k.
does G contain Pk as a contraction?

The Path Contraction problem is NP-complete as well [8]. Recently, Agrawal et al. [1]
gave an exact algorithm faster than O∗ (2n ) for it. Due to the computational hardness of
Long Path, Long Induced Path and Path Contraction it is natural to restrict the
input to special graph classes in order to increase our understanding of the computational
hardness of these three path-pattern problems.1
Most of the studied graph classes are hereditary, that is, closed under vertex deletion. As
such, they can be characterized by a family of forbidden induced subgraphs. For a graph H,
a graph G is H-free if G does not H as an induced subgraph. Hereditary graph classes
defined by a small family of forbidden induced subgraphs are well studied, as they enable a
systematic study into the computational complexity of a graph problem. This is evidenced by
extensive studies on (algorithmic and structural) decomposition theorems, e.g., for bull-free
graphs [10] or claw-free graphs [11, 31], and surveys for graph problems or parameters, e.g.,
for Colouring [22, 49] or clique-width [13].
All known NP-hardness results for Hamiltonian Path (see, e.g. [6, 18, 48]) carry over
to Long Path. There is a limited number of hereditary graph classes for which the Long
Path problem is known to be polynomial-time solvable [25, 35, 36, 46, 47, 52, 53]. The few
graph classes for which the Long Induced Path problem is known to be polynomial-time
solvable include the classes of k-chordal graphs [21, 37], AT-free graphs [40], graphs of
bounded clique-width [12] (see also [40]) and graphs of bounded mim-width (provided a
branch decomposition of constant mim-width is given or can be “quickly” computed) [38].
Unlike the Long Path and Long Induced Path problems, Path Contraction
is NP-complete even if k is fixed (that is, k is not part of the input). To explain this,
let F -Contractibility be the problem of deciding if a graph G contains some fixed
graph F as a contraction. The complexity classification of F -Contractibility is still open
(see [8, 41, 42, 54]), but Brouwer and Veldman [8] showed that already P4 -Contractibility
and C4 -Contractibility are NP-complete (where Ck denotes the k-vertex cycle). In fact,
P4 -Contractibility problem is NP-complete even for P6 -free graphs [55], whereas Heggernes
et al. [29] showed that P6 -Contractibility is NP-complete for bipartite graphs, which was
later improved to k = 5 in [14]. Moreover, P7 -Contractibility is NP-complete for line
graphs [16] and thus also for its superclass of claw-free graphs. Hence, Path Contraction

1

These three problems are, with respect to basic graph operations, the most natural problems to consider,
as the problems of asking for a long (induced) path as an (induced) minor or topological (induced)
minor are all equivalent to Long (Induced) Path; we omit the proof details.
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is NP-complete for all these graph classes as well. THe Path Contraction problem is
polynomial-time solvable for chordal graphs [29]. For hereditary graph classes defined by
only one forbidden subgraph, the only known positive result is for P5 -free graphs [55].
Our Results. We first give a dichotomy for Long Induced Path for H-free graphs.
Using [55] as a starting point, we then prove our main result: a complete dichotomy for
Path Contraction for H-free graphs. In both theorems, H is not part of the input. The
run-time of the tractable cases, where H may have arbitrarily large size, is nO(|V (H)|) and
2
nO(|V (H)| ) , respectively. Let G1 + G2 = (V (G1 ) ∪ V (G2 ), E(G1 ) ∪ E(G2 )) be the disjoint
union of two vertex-disjoint graphs G1 and G2 , and sG the disjoint union of s copies of G.
A linear forest is the disjoint union of one or more paths.
I Theorem 1. Let H be a graph. If H is a linear forest, then Long Induced Path
restricted to H-free graphs is polynomial-time solvable; otherwise it is NP-complete.
I Theorem 2. Let H be a graph. If H is an induced subgraph of P2 + P4 , P1 + P2 + P3 ,
P1 + P5 or sP1 + P4 for some s ≥ 0, then Path Contraction restricted to H-free graphs
is polynomial-time solvable; otherwise it is NP-complete.
Comparison. Theorem 2 shows that Path Contraction is polynomial-time solvable for
H-free graphs for an infinite family of well-structured linear forests H. This is in contrast to
the situation for Long Induced Path. Nevertheless, Theorem 1 also gives us an infinite
family of polynomial-time solvable cases.
Methodology. We prove Theorem 1 in Section 3 by combining NP-completeness proof for
Long Induced Path for graphs of high girt and line graphs with the observation that the
length of a longest induced path in a H-fee graph is bounded by a constant cH .
To extend the aforementioned results from [14, 16, 29, 55] for Path Contraction to the
full classification given in Theorem 2 significant more work is required. First, in Section 4,
we prove the four new polynomial-time solvable cases of Theorem 2. In each of these cases
H is a linear forest, and proving these cases is where our main technical contribution lies.
Every linear forest H is Pr -free for some suitable value of r and Pr -free graphs do not
contain Pr as a contraction. Hence, it suffices to prove that for each 1 ≤ k ≤ r − 1, the
Pk -Contractibility problem is polynomial-time solvable for H-free graphs for each of
the four linear forests listed in Theorem 2. In fact, as P3 -Contractibility is trivial (see
also [8]), we only have to consider the cases where 4 ≤ k ≤ r − 1. Our general technique for
doing this is:
Change an instance of Pk -Contractibility for k ≥ 5 into a polynomial number of instances
of Pk−1 -Contractibility until k = 4 and solve P4 -Contractibility in polynomial time.
For k = 4 we cannot reduce to P3 -Contractibility, as the case k = 4 is closely related
to the 2-Disjoint Connected Subgraphs problem. This problem takes as input a triple
(G, Z1 , Z2 ), where G is a graph with two disjoint subsets Z1 and Z2 of V (G). It asks
if V (G) \ (Z1 ∪ Z2 ) has a partition (S1 , S2 ), such that Z1 ∪ S1 and Z2 ∪ S2 induce connected
subgraphs of G. Robertson and Seymour [50] proved that the more general problem kDisjoint Connected Subgraphs (for k subsets Zi ), a central problem in their project, is
polynomial-time solvable as long as the union of the sets Zi has constant size.2 However, in
our context, Z1 and Z2 may have arbitrarily large size. In that case, 2-Disjoint Connected
Subgraphs is NP-complete even if |Z1 | = 2 (and only Z2 is large) [55].
2

If every Zi has size 2, then we obtain the well-known k-Disjoint Paths problem.
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To work around this obstacle, we use the fact that the two outer vertices of the P4 , to which
the input graph G must be contracted, may correspond to single vertices u and v of G [55],
which we call P4 -suitable. We then “guess” u and v so:
We modify, in polynomial time, an instance graph G of P4 -Contractibility into O(n2 )
instances (G − {u, v}, N (u), N (v)) of 2-Disjoint Subgraphs.
That is, for each guess (u, v), we seek for a partition (Su , Sv ) of (V (G)\{u, v})\(N (u)∪N (v)),
such that N (u) ∪ Su and N (v) ∪ Sv induce connected subgraphs of G. Then we can contract
these two sets to single vertices corresponding to the two middle vertices of the P4 . We also
say that we solve the P4 -Suitability problem on instance (G, u, v). In particular, we do not
remove u and v from G but exploit their presence in the graph, together with the H-freeness
of G, for an extensive analysis of the structure of Su and Sv of a potential solution (Su , Sv ).
We first show how to check in polynomial time for solutions (Su , Sv ) where either the
part of Su that ensures the connectivity of N (u) ∪ Su , or the part of Sv that does this for
N (v) ∪ Sv has bounded size. We call such solutions constant. If we do not find a constant
solution, then we exploit their absence. This enables us to branch to a polynomial number of
instances of Bipartite Matching; the connection between contractibility and the problem
of finding a maximum matching in a bipartite graph is a new (and unexpected) discovery.
In Section 5 we prove the new NP-completeness results. In particular, we prove that
Pk -Contractibility, for some suitable value of k, is NP-complete for bipartite graphs of
large girth, strengthening the known result for bipartite graphs of [29]. Combining our new
results with the NP-completeness results for K1,3 -free graphs [16] and P6 -free graphs [55]
yields Theorem 2.
In Section 6 we pose some open problems. We give the state-of-art of the complexity
classification of Long Path for H-free graphs, which is still incomplete. We also discuss
the Cycle Contraction problem [7, 26, 27], which is to decide if a given graph contains
Ck as a contraction for some given integer k. We show that its (incomplete) complexity
classification of Cycle Contraction for H-free graphs differs from the classification of
Path Contraction for H-free graphs (Theorem 2).

2

Preliminaries

Throughout the paper we consider finite, undirected graphs with no self-loops.
Let G = (V, E) be a graph. For S ⊆ V , let G[S] = (S, {uv ∈ E | u, v ∈ S}) be the
subgraph of G induced by S; then S is connected if G[S] is connected. The neighbourhood of
v ∈ V is the set N (v) = {u | uv ∈ E} and the closed neighbourhood is N [v] = N (v) ∪ {v}.
The length of a path P is its number of edges. The distance distG (u, v) between vertices u
and v is the length of a shortest path between them. Two disjoint sets S, T ⊂ V are adjacent
if there is at least one edge between them; S and T are (anti)complete to each other if every
vertex of S is (non)adjacent to every vertex of T . The set S dominates T if every vertex of
T has a neighbour in S. The subdivision of an edge e = uv in G replaces e by a new vertex
w and two new edges uw and wv.
For a set H1 , . . . , Hp of graphs, G is (H1 , . . . , Hp )-free if G is Hi -free for i = 1, . . . , p.
A graph is complete bipartite if it has only one vertex or its vertex set can be partitioned
into two independent sets A and B that are complete to each other. The claw K1,3 is the
complete bipartite graph with |A| = 1 and |B| = 3. The graph Kn is the complete graph
on n vertices. The line graph L(G) of G has the edges of G as vertices and there is an edge
between two vertices e1 and e2 of G if and only if e1 and e2 have a common end-vertex in G.
Every line graph is K1,3 -free.
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The girth of a graph G that is not a forest is the number of vertices in a shortest induced
cycle of G. A subgraph F of a graph G is spanning if V (F ) = V (G). The next lemma is
well known (and we omit its proof).
I Lemma 3. Every connected P4 -free graph on at least two vertices has a spanning complete
bipartite subgraph, which can be found in polynomial time.

3

The Proof of Theorem 1

We start with the following lemma.
I Lemma 4. Let p ≥ 3 be some constant. Then Long Induced Path is NP-complete for
graphs of girth at least p.
Proof. We reduce from Hamiltonian Path. Let G be a graph on n vertices. We subdivide
each edge e of G exactly once and denote the set of new vertices ve by V 0 . We denote the
resulting graph by G0 and note that G0 is bipartite with partition classes V and V 0 . We
claim that G has a Hamiltonian path if and only if G0 has an induced path of length 2n − 2.
First suppose that G has a Hamiltonian path u1 u2 · · · un . Then the path on vertices
u1 , vu1 u2 , u2 , . . . , vun−1 un , un is an induced path of length 2n − 2 in G0 . Now suppose that
G0 has an induced path P 0 of length 2n − 2. Then either P 0 starts and finishes with a vertex
of V , or P 0 starts and finishes with a vertex of V 0 .
In the first case P 0 contains n vertices of G, so P contains all vertices u1 , . . . , un of G, say
we see the vertices of G in this order when we move from the first vertex to the last vertex
of P . Then, by the construction of G0 , we find that u1 u2 · · · un is a Hamiltonian path of G.
In the second case P 0 contains n − 1 vertices of V , say vertices u1 , . . . , un−1 in that order.
As P 0 is an induced path and vertices of V 0 are only adjacent to vertices of V , this means
that the end-vertices of P 0 are both adjacent to un . Hence, we find that u1 u2 · · · un is a
Hamiltonian path of G (and the same holds for un u1 · · · un−1 ).
We note that the girth of G0 is twice the girth of G. Now, to obtain the result, we apply
this trick p times, that is, we subdivide each edge p times. Let G00 be the resulting graph.
Then G00 has girth at least p times the girth of G. Hence, the girth of G00 is at least p, while
V (G00 ) is |V (G)| + p|E(G)|, which is polynomial in the size of G, as p is a constant. Moreover,
just as we argued above, G has a Hamiltonian path if and only if G00 has an induced path of
length (p + 1)(n − 1).
J
We also need the following lemma, which we prove by a reduction from Hamilton Path
(proof details omitted).
I Lemma 5. The Long Induced Path problem is NP-complete for line graphs.
We are now ready to prove Theorem 1.
I Theorem 1 (restated). Let H be a graph. If H is a linear forest, then Long Induced
Path restricted to H-free graphs is polynomial-time solvable; otherwise it is NP-complete.
Proof. Let G be an H-free graph. If H is a linear forest, then there exists a constant k such
that H is an induced subgraph of Pk . This means that the length of a longest induced path
of G is at most k − 1. Hence, we can determine a longest path in G in O(nk−1 ) time by
brute force. If H is not a linear forest, then the class of line graphs or the class of graphs
of girth at least p for some suitable integer p forms a subclass of the class of H-free graphs.
Hence, we can apply Lemma 4 or 5.
J
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Figure 1 Two P4 -witness structures of a graph; the grey vertices form a P4 -suitable pair [55].

4

The Polynomial-Time Solvable Cases of Theorem 2

A graph G contains a graph F as a contraction if and only if for each x ∈ V (F ) there
exists a nonempty subset W (x) ⊆ V (G), such that (i) W (x) is connected; (ii) the set
W = {W (x) | x ∈ V (F )} is a partition of V (G); and (iii) for every xi , xj ∈ V (F ), W (xi )
and W (xj ) are adjacent in G if and only if xi and xj are adjacent in F . By contracting, for
each x ∈ V (F ), all edges of a spanning tree of G[W (x)] we obtain the graph F (recall that
self-loops or parallel edges are not introduced). The set W (x) is called an F -witness bag
of G for x. The set W is an F -witness structure of G (which does not have to be unique).
A pair of (non-adjacent) vertices (u, v) of a graph G is Pk -suitable for some integer
k ≥ 3 if and only if G has a Pk -witness structure W with W (p1 ) = {u} and W (pk ) = {v},
where Pk = p1 . . . pk ; see Figure 1 for an example. The following known lemma shows why
Pk -suitable pairs are of importance.
I Lemma 6 ([55]). For k ≥ 3, a graph G contains Pk as a contraction if and only if G has
a Pk -suitable pair.
Lemma 6 leads to the following auxiliary problem, where k ≥ 3 is a fixed integer, that is, k
is not part of the input. See Figure 2 for an example.
Pk -Suitability
Instance:
Question:

a connected graph G and two non-adjacent vertices u, v.
is (u, v) a Pk -suitable pair?

The next, known observation follows from the fact that Pk -Contractibility is trivial for
k ≤ 2, whereas for k = 3 we can use Lemma 6 combined with the triviality of P3 -Suitability.
I Lemma 7 ([8]). For k ≤ 3, Pk -Contractibility can be solved in polynomial time.
We denote the graph obtained from a graph G by contracting e = uv by G/e. We may
denote the resulting vertex by u (or v) again and say that we contracted e on u (or e on v).
We need the following lemma (proof omitted).
I Lemma 8. Let k ≥ 4 and let (G, u, v) be an instance of Pk -Suitability with u and v
at distance d > k. Let P be a shortest path from u to v. Then (G, u, v) can be reduced
in polynomial time to d − 2 instances (G/e, u, v), one for each edge e ∈ E(P ) that is not
incident to u and v, with dist(u, v) = d − 1, such that (G, u, v) is a yes-instance if and only
if at least one of the new instances (G/e, u, v) is a yes-instance of Pk -Suitability.
In our polynomial-time algorithms for constructing Pk -witness structures we put vertices in
certain sets, which we then try to extend to Pk -witness bags (possibly via branching) and we
will often apply the following rule:
Contraction Rule. If two adjacent vertices s and t end up in the same bag of some potential
Pk -witness structure, then contract the edge st.
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s

u

v
w0
s0
w

s00

Figure 2 An example of an instance (G, u, v) of P4 -Suitability. Without the dotted line,
(G, u, v) has no solution. With the dotted line, (G, u, v) has both a double-sided and single-sided
solution but no independent solution. For example, let Su0 be the set of three black vertices. Then
Su = Su0 ∪ {w, w0 } and Sv = {s, s0 , s00 } form a double-sided solution that is not only 5-constant
(as |Su | = 5) but even 3-constant (as |Sv | = 3). An alternative reason for the fact that (Su , Sv ) is
3-constant is that Su0 ∪ N (u) is connected and |Su0 | = 3. A single-sided 3-constant solution is formed
by the independent set consisting of the two top black vertices and w and the set with the bottom
black vertex and s, s0 , s00 , w0 .

For a graph G, we apply the Contraction Rule on some set U ⊆ V (G) if we contract every
edge in G[U ]. This leads to a smaller instance and G[U ] becomes independent. We will
exploit both properties in our algorithms. The following known lemma, which is readily seen,
shows that applying the Contraction Rule preserves H-freeness as long as H is a linear
forest.
I Lemma 9. Let H be a linear forest and let G be an H-free graph. Then the graph obtained
from G after contracting an edge is also H-free.
1
We follow the same strategy (outlined in Section
1) for each case, so eventually we check
if the input graph can be contracted to P4 or not. This turns out to be the hardest situation
to deal with in our proofs. Due to Lemma 6, we can solve it by checking for each pair of
distinct vertices u, v with N (u) ∩ N (v) = ∅ if (G, u, v) is a yes-instance of P4 -Suitability.
Let (G, u, v) be an instance of P4 -Suitability. For every P4 -witness structure of G with
W (p1 ) = {u} and W (p4 ) = {v} (if it exists), every neighbour of u belongs to W (p2 ) and
every neighbour of v belongs to W (p3 ).
Throughout our proofs we let T (u, v) = V (G) \ (N [u] ∪ N [v]) be the set of remaining
vertices of G, which still need to be placed in either W (p2 ) or W (p3 ). We write T = T (u, v)
if no confusion is possible. A partition (Su , Sv ) of T is a solution for (G, u, v) if N (u) ∪ Su
and N (v) ∪ Sv are both connected. Hence, a solution (Su , Sv ) for (G, u, v) corresponds to a
P4 -witness structure W of G, where W (p1 ) = {u}, W (p2 ) = N (u) ∪ Su , W (p3 ) = N (v) ∪ Sv
and W (p4 ) = {v}. A solution (Su , Sv ) for (G, u, v) is α-constant for some constant α ≥ 0 if:
either Su contains a set Su0 of size |Su0 | ≤ α such that N (u) ∪ Su0 is connected, or Sv contains
a set Sv0 of size |Sv0 | ≤ α such that N (v) ∪ Sv0 is connected; see also Figure 2.
The following lemma is straightforward (we omit its proof) and shows that we can detect
constant solutions in polynomial time.

I Lemma 10. Let (G, u, v) be an instance of P4 -Suitability. For every constant α ≥ 0, it
is possible to check in O(nα+2 ) time whether or not (G, u, v) has an α-constant solution.
We need some additional terminology. Let (Su , Sv ) be a solution for an instance (G, u, v)
of P4 -Suitability. If G[Su ] and G[Sv ] each contain at least one edge, then (Su , Sv ) is
double-sided. If exactly one of G[Su ], G[Sv ] contains an edge, then (Su , Sv ) is single-sided. If
both Su and Sv are independent sets, then (Su , Sv ) is independent. We refer to Figure 2 for
an illustration of these concepts.
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We now show, via the auxiliary problem Pk -Suitability, that Path Contraction is
polynomial-time solvable for (P2 + P4 )-free graphs. We first give, in Lemma 11, a polynomialtime algorithm for P4 -Suitability for (P2 + P4 )-free graphs. This is the most involved part
of our algorithm, and we use it as a showcase for illustrating our techniques.
Outline of the algorithm for P4 -Suitability on (P2 + P4 )-free graphs (Lemma 11)

Let (G, u, v) be an instance. Our aim is to reduce to a polynomial number of instances of
Bipartite Matching. We may assume that u and v are of distance at least 3 (and thus
N (u) ∩ N (v) = ∅). Recall that T = V (G) \ (N [u] ∪ N [v]). To get a handle on the adjacencies
between T and V (G) \ T we will apply a (constant) number of branching procedures. Each
time we branch we obtain, in polynomial time, a polynomial number of new, smaller instances
of P4 -Suitability satisfying additional helpful constraints, such that the original instance
is a yes-instance if and only if at least one of the new instances is a yes-instance. We then
consider each new instance separately until we solve the problem.
1. Exploit the structure of G[T ]; in particular we prove that G[T ] may be assumed to be
P4 -free.
2. Check if (G, u, v) has a 7-constant solution. If not, we prove that the absence of 7-constant
solutions implies that (G, u, v) has no double-sided solution either. Then if we have not
found a solution yet, it remains to test if (G, u, v) has a single-sided solution or an
independent solution.
3. Check single-sidedness with respect to u and v independently. In both cases we show
that this will lead either to a solution or to a polynomial number of smaller instances, for
which we only need to check if they have an independent solution. This will enable us to
branch in such a way that afterwards we may assume that T is an independent set and
that the solution we are looking for is equivalent to finding a “star cover” of N (u) and
N (v) with centers in T .
4 Reduce the “star cover” problem to Bipartite Matching, which we can solve in
polynomial time by using the Hopcroft-Karp algorithm [34].
We are now ready to present the full algorithm. We sketch its correctness proof.
I Lemma 11. P4 -Suitability can be solved in polynomial time for (P2 + P4 )-free graphs.
Proof. Let (G, u, v) be an instance of P4 -Suitability, where G is a connected (P2 + P4 )-free
graph. We may assume without loss of generality that u and v are of distance at least 3,
that is, u and v are non-adjacent and N (u) ∩ N (v) = ∅; otherwise (G, u, v) is a no-instance.
Recall that T = V (G) \ (N [u] ∪ N [v]) and that we are looking for a partition (Su , Sv ) of T
that is a solution for (G, u, v), that is, both N (u) ∪ Su and N (v) ∪ Sv must be connected.
In order to do so we will construct partial solutions (Su0 , Sv0 ), which we try to extend to a
solution (Su , Sv ) for (G, u, v). We use the Contraction Rule from Section 2 on N (u) ∪ Su0
and N (v) ∪ Sv0 , so that these two sets will become independent. By Lemma 9, the resulting
graph will always be (P2 + P4 )-free. For simplicity, we will denote the resulting instance by
(G, u, v) again. After applying the Contraction Rule the size of the set T will be reduced
if a vertex t ∈ T was involved in an edge contraction with a vertex from N (u) or N (v). In
that case we say that we contracted t away. We initialise by setting Su0 = Sv0 = ∅ and apply
the Contraction Rule on N (u) and N (v). Afterwards we can make the following claim.
B Claim 1. N (u) and N (v) are independent sets.
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Phase 1: Exploiting the structure of G[T]
Suppose G[T ] contains an induced P4 on vertices a1 , a2 , a3 , a4 . If there is a vertex t ∈ N (u)
not adjacent to any vertex of {a1 , a2 , a3 , a4 }, then {u, t} ∪ {a1 , a2 , a3 , a4 } induces a P2 + P4
in G, a contradiction. Hence, {a1 , a2 , a3 , a4 } dominates N (u). Similarly, {a1 , a2 , a3 , a4 } must
dominate N (v). Suppose G[T ] has another induced P4 on vertices {b1 , b2 , b3 , b4 } such that
{a1 , a2 , a3 , a4 } ∩ {b1 , b2 , b3 , b4 } = ∅. By the same arguments, {b1 , b2 , b3 , b4 } also dominates
N (u) and N (v). Hence, N (u) ∪ {a1 , a2 , a3 , a4 } and N (v) ∪ {b1 , b2 , b3 , b4 } are both connected.
We put each remaining vertex of T into either Su or Sv (which is possible, as G is connected).
This yields a (4-constant) solution for (G, u, v). From now on, assume that G[T ] contains no
induced copy of P4 that is vertex-disjoint from a1 a2 a3 a4 .
Branching I (O(n16 ) branches)
We branch by considering every possibility for each ai (1 ≤ i ≤ 4) to go into either Su or Sv
for some solution (Su , Sv ) of (G, u, v) (if it exists). We then branch into O(n16 ) possibilities
to ensure that we contracted each ai away. We consider each resulting instance, which we
denote by (G, u, v) again and for which the following claims hold. The first claim holds
immediately. We omit the proof of the second claim.
B Claim 2. G[T ] is P4 -free.
B Claim 3. Let (Su , Sv ) be a solution for (G, u, v) that is not 7-constant. Let t, x1 , x2 be
three vertices of T with tx1 ∈
/ E(G), tx2 ∈
/ E(G) and x1 x2 ∈ E(G). If t, x1 , x2 are in Su ,
then every neighbour of t in N (u) is adjacent to at least one of x1 , x2 . If t, x1 , x2 are in Sv ,
then every neighbour of t in N (v) is adjacent to at least one of x1 , x2 .
Phase 2: Excluding 7-constant solutions and double-sided solutions
By using Claim 3 we show the following claim on double-sided solutions (proof omitted).
B Claim 4. If (G, u, v) has a double-sided solution, then (G, u, v) has a 7-constant solution.
We now check in polynomial time if (G, u, v) has a 7-constant solution by using Lemma 10.
If so, then we are done. From now on assume that (G, u, v) has no 7-constant solution. Then,
by Claim 4 it follows that (G, u, v) has no double-sided solution. It remains to check if
(G, u, v) has a single-sided solution or an independent solution. If (G, u, v) has a single-sided
solution (Su , Sv ) that is not independent, then exactly one of Su or Sv is independent. Our
algorithm first looks for a solution (Su , Sv ) where Su is independent. We say that it is doing
a u-feasibility check. If afterwards we have not found such a solution, then our algorithm will
perform a v-feasibility check, which is the same check but now performed with respect to v.
Phase 3: Doing a u-feasibility check
We start by exploring the structure of a solution (Su , Sv ) that is either single-sided or
independent, and where Su is an independent set. As Su and N (u) are both independent
sets, G[N (u) ∪ Su ] is a connected bipartite graph. Hence, Su contains a set Su∗ , such that
Su∗ dominates N (u). We assume that Su∗ has minimum size. For s ∈ Su∗ , let Q(s) be the set
that consists of all neighbours of s in N (u) that are not adjacent to any vertex in Su∗ \ {s}.
Then, for each s ∈ Su∗ , the set Q(s) is nonempty, as otherwise we can remove s from Su∗ ,
contradicting our assumption that Su∗ has minimum size. We call the vertices of Q(s) the
private neighbours of s with respect to Su∗ . We can show that the following holds if (G, u, v)
has a solution (Su , Sv ) in which Su is an independent set (proof omitted):
(P) The set Su contains a subset Su∗ of size at least 2 that dominates N (u), such that each
vertex in Su∗ has a nonempty set Q(s) of private neighbours with respect to Su∗ , and
S
moreover, the set N (u) \ Qu , where Qu = s∈S ∗ Q(s), is nonempty and complete to Su∗ .
u
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I Remark. We emphasize that Su∗ is unknown to the algorithm, as we constructed it from
the unknown Su , and consequently, our algorithm does not know (yet) the sets Q(s). We
also point out that the set Su∗ and thus the sets Q(s) might not be unique. However, this is
irrelevant and for us the existence of at least one set Su∗ suffices.
Phase 3a: Reducing N(u) \ Qu to a single vertex wu
We will now branch into a polynomial number of smaller instances, in which N (u) \ Qu
consists of just one single vertex wu , which we can even identify.
Branching II (O(n4 ) branches)
We will determine exactly those vertices of N (u) that belong to Qu via some branching,
under the assumption that (G, u, v) has a solution (Su , Sv ), where Su is independent, that
satisfies (P). By (P), Su∗ consists of at least two (non-adjacent) vertices s and s0 . Let w ∈ Q(s)
and w0 ∈ Q(s0 ). We branch by considering all possible choices of choosing these four vertices.
This leads to O(n4 ) branches, which we each process in the way described below.
If we selected s and s0 correctly, then s, s0 belong to an independent set Su that together
with Sv = T \ Su forms a solution for (G, u, v) that is not 7-constant. This implies that
{s, s0 } does not dominate N (u). Hence, N (u) \ {w, w0 } 6= ∅. For each w∗ ∈ N (u) \ {w, w0 },
we do as follows. If w∗ is adjacent to both s and s0 , then w∗ must belong to N (u) \ Qu due
to property (P). In the other case, that is, if w∗ is adjacent to at most one of s, s0 , then w∗
must belong to Qu , again by property (P). Hence, we have identified in polynomial time
the (potential) sets Qu and N (u) \ Qu . Moreover, by applying the Contraction Rule on
N (u) ∪ {s, s0 } we can contract s and s0 away. This also contracts all of N (u) \ Qu into a
single vertex which, as we mentioned above, we denote by wu . Thus wu is complete to
Su∗ . We denote the resulting instance by (G, u, v) again. We also let T1 = N (wu ) ∩ T and
T2 = T \ T1 . Note that Su∗ ⊆ T1 . As Su∗ dominates N (u) and every vertex of Su∗ is adjacent
to wu , we find that N (u) ∪ Su∗ is connected, and we can modify our instance (G, u, v) such
that the following claim holds (proof omitted):
B Claim 5. T2 is an independent set that is anticomplete to N (v).
By definition, no vertex of T2 is adjacent to wu either. In a later stage we will modify T2
and this property may no longer hold. However, we will always maintain Claim 5.
By Lemma 10 we check in polynomial time if (G, u, v) has a 7-constant solution. If so,
then we are done. From now on suppose that (G, u, v) has no 7-constant solution. Recall
that we are still looking for a single-sided or independent solution (Su , Sv ), where Su is an
independent set. We first show that we can modify G in polynomial time such that afterwards
the following claim holds, while maintaining Claim 5 (we omit the proof of Claim 6).
B Claim 6. G[T ] is (K3 + P1 )-free.
We will now do some further branching to obtain O(n) smaller instances in which G[T1 ] is
K3 -free, such that the following holds. If one of these new instances has a solution, then
(G, u, v) has a solution. If none of these new instances has a solution, then (G, u, v) may still
have a solution (Su , Sv ), but in that case Su is not an independent set while Sv must be an
independent set; this will be verified when we do the v-feasibility check.
Branching III (O(n) branches)
We consider all possibilities of putting one vertex t ∈ T1 in Su . This leads to O(n) branches.
For each branch we do as follows. As t is adjacent to wu (because t ∈ T1 ), we contract t away
using the Contraction Rule on N (u) ∪ {t}. As Su is independent, every neighbour t0 of t
in T1 must go to Sv . If such a neighbour t0 is adjacent to a vertex of N (v), this means that we
may contract t0 away by using the Contraction Rule on N (v) ∪ {t0 }. If t0 has no neighbour
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in N (v), then we put t0 in T2 . By the Contraction Rule we may contract all edges between
t0 and its neighbours in T2 , such that T2 is an independent set again that is anticomplete to
N (v), so Claim 5 is still valid (but T2 may now contain vertices adjacent to wu ). Denote
the resulting instance by (G, u, v) again. As G[T ], and thus, G[T1 ] is (K3 + P1 )-free due to
Claim 6, we find afterwards that the following holds for each branch.
B Claim 7. G[T1 ] is K3 -free.
By Lemma 10 we check in polynomial time if (G, u, v) has a 7-constant solution. From
now on assume not. Then (G, u, v) has no double-sided solution either, as then the original
instance would have a double-sided solution, which we already ruled out (alternatively, apply
Claim 4).
Phase 3b: Looking for independent solutions after branching
We will now branch to O(n5 ) smaller instances for which the goal is to find an independent
solution. If one of the newly created instances has a solution, then (G, u, v) has a solution.
If no new instance has a solution, then (G, u, v) may still have a solution (Su , Sv ). However,
in that case Su is not independent and Sv must be an independent set. This will be verified
when doing the v-feasibility check. An instance (G, u, v) satisfies the (∗)-property if:
(∗) If (G, u, v) has a solution (Su , Sv ) where Su is an independent set, then (G, u, v) has an
independent solution.
Let D1 , . . . , Dq be the connected components of G[T ] for some q ≥ 1. If each Di has size 1,
then G[T ] is independent. Hence, any solution for (G, u, v) will be independent, and thus (∗)
holds already. Now suppose at least one of D1 , . . . , Dq , say D1 , has more than one vertex.
We first consider the case where another Di , say D2 , also has more than one vertex. We
claim that (∗) is again satisfied already (proof omitted). So, from now on, assume that D1
has more than one vertex and D2 , . . . , Dq each have a single vertex. Recall that T2 is an
independent set that is anticomplete to N (v) due to Claim 5. Suppose t ∈ T2 does not belong
to D1 . Then t is an isolated vertex of G[T ] that is not adjacent to any vertex of N (v). As G
is connected, t is adjacent to at least one vertex of N (u). We apply the Contraction Rule
on N (u) ∪ {t} to contract t away. Afterwards, we find that every vertex of T2 must belong
to D1 . Let B1 , . . . , Bp be the connected components of G[T1 ∩ V (D1 )] for some p ≥ 1. By
Claim 2, G[T ], and thus G[T1 ∩ V (D1 )], is P4 -free (note that we only contracted edges during
the branching and thus maintained P4 -freeness due to Lemma 9). As G[T1 ] is also K3 -free
by Claim 7, each Bi is a complete bipartite graph on one or more vertices due to Lemma 3.
First suppose p = 1. Recall that T2 is an independent set by Claim 5 that belongs to D1 .
Branching IV (O(n2 ) branches)
In this case we can branch into O(n2 ) new and smaller instances, such that (G, u, v) has a
solution (Su , Sv ), in which Su is an independent set, if and only if one of these new instances
has such a solution. Moreover, we can show that each new instance, which we denote by
(G, u, v) again, will either have the (∗) property or p ≥ 2 holds (proof omitted).
So, if (∗) does not yet hold, (G, u, v) is an instance with p ≥ 2. By Lemma 3 and because
D1 is connected and P4 -free, D1 has a spanning complete bipartite graph B ∗ . As p ≥ 2, all
vertices of V (B1 ) ∪ · · · ∪ V (Bp ) belong to the same partition class of B ∗ . By definition, these
vertices are in T1 . Hence, as T2 is an independent set in D1 , all vertices of T2 form the other
bipartition class of B ∗ . Thus, T2 is complete to T1 ∩ V (D1 ).
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Branching V (O(n) branches)
Every vertex of T2 will belong to Sv in any solution (Su , Sv ) where Su is an independent set,
but without having any neighbours in N (v) due to Claim 5. This means that Sv contains at
least one vertex t of V (D1 ) ∩ T1 . We branch by considering all possibilities of choosing this
vertex t. Indeed, as T2 is complete to T1 , it suffices to check single vertices t ∈ T1 that have
a neighbour in N (v). This leads to O(n) branches. For each branch we do as follows. We
contract the vertices of T2 ∪ {t} away using the Contraction Rule on N (v) ∪ T2 ∪ {t}. We
denote the resulting instance by (G, u, v) and observe that T2 = ∅, so T = T1 .
Note that G[T ] = G[T1 ] now consists of connected components B10 , . . . , Bp0 0 for some p0 ≥ 1,
where each Bi0 is complete bipartite. If each Bi0 has size 1, then G[T ] is independent. Hence,
any solution for (G, u, v) will be independent, and thus (∗) holds. Now suppose at least one
of B10 , . . . , Bp0 0 , say B10 , has more than one vertex. If another Bi0 , also has more than one
vertex, then (∗) holds: we can show this in the same way as when we proved this for the sets
D1 , . . . , Dq . From now on, assume that B10 has more than one vertex and B20 , . . . , Bp0 0 have
only one vertex. So, in particular, B10 is complete bipartite and has at least two vertices.
Branching VI (O(n2 ) branches)
We first consider each possibility of choosing one vertex t ∈ B10 to be placed in Su , leading
to O(n) branches. Afterwards we perform O(n) further branches. For each new instance,
which we denote by (G, u, v) again, we can show that T = T1 and T is independent, leading
to (∗); we omit the proof of this claim.
If we did not yet find a solution, then by achieving (∗) we have further reduced the problem
to O(n5 ) instances, for which we search for an independent solution. We consider these new
instances one by one, and we denote the instance under consideration by (G, u, v) again.
Phase 3c: Searching for private solutions
In this phase we introduce a new type of independent solution after some branching.
Branching VII. (O(n4 ) branches)
First we process N (v) via O(n4 ) branches in the same way as we did for N (u) in Branching II.
Hence, if (G, u, v) has a solution (Su , Sv ) in which Su and Sv are independent sets, then:
(P1) Su contains a subset Su∗ of size at least 2 that dominates N (u), such that each s ∈ Su∗
has a nonempty set Qu (s) of private neighbours with respect to Su∗ , and moreover, the set
S
N (u) \ Qu , where Qu = Qu (s), consists of a single vertex wu that is complete to Su∗ .
(P2) Sv contains a subset Sv∗ of size at least 2 that dominates N (v), such that each s ∈ Sv∗
has a nonempty set Qv (s) of private neighbours with respect to Sv∗ , and moreover, the
S
set N (v) \ Qv , where Qv = Qv (s), consists of a single vertex wv that is complete to Sv∗ .
We call an independent solution (Su , Sv ) satisfying (P1) and (P2) private.
By now all branches are guaranteed to have private solutions or no solutions at all. Thus
we need only to search for private ones. While doing this we may modify the instance (G, u, v),
but we will always ensure that private solutions are pertained. In particular, if we contract
a vertex t ∈ Su∗ to wu using the Contraction Rule on N (u) ∪ {t}, this leads to a private
solution (Su , Sv ) with t ∈
/ Su∗ . Then all private neighbours of t become adjacent to wu and,
by the Contraction Rule, they get contracted to wu . However, if t ∈
/ Su∗ , then contracting t
to wu will make the neighbours of t in N (u) adjacent to wu and the Contraction Rule
contracts these to wu . Consequently, some vertices in Su∗ may have no private neighbours
in N (u) and hence leave Su∗ . If this reduces |Su∗ | to 1, we will notice this by checking, in
polynomial time (Lemma 10), for 1-constant solutions. If we find a 1-constant solution, then
we stop and conclude that our original instance is a yes-instance. Otherwise, we know that
|Su∗ | ≥ 2, and hence private solutions pertain (should such solutions exist at all). We will
always perform this test implicitly whenever we apply the Contraction Rule.
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We show the next two claims (proofs omitted).
B Claim 8. Every vertex of T is adjacent to both wu and wv .
B Claim 9. If (G, u, v) has a private solution, then G[T ] must be the disjoint union of one
or more complete bipartite graphs.
By Claim 9 we may assume that G[T ] is the disjoint union of one or more complete bipartite
graphs; otherwise we discard the branch (as we search for a private solution). We now
prove that T can be changed into an independent set via some branching. Suppose T is not
independent yet. Let B1 , . . . , Br , for some r ≥ 1, denote the connected components of G[T ]
with at least one edge (note that G[T ] may also contain some isolated vertices). By Claim 9,
every Bi is complete bipartite. By Claim 10 (proof omitted) we may assume that r ≤ 3;
otherwise we discard the branch.
B Claim 10. If (G, u, v) has a private solution, then r ≤ 3.
Branching VIII (O(1) branches)
As r ≤ 3 by Claim 10, we can branch to obtain O(1) smaller instances, such that (G, u, v)
has a private solution if and only if at least one of these new instances has a private solution.
Moreover, for each new instance, which we denote by (G, u, v) again we can show that T is
an independent set (proof omitted). As T is an independent set, the sets Su and Sv of any
solution (Su , Sv ) will be independent (should (G, u, v) have a solution). Recall that {wu , wv }
is complete to T by Claim 8. As we search for a private solution (Su , Sv ), the following two
claims can be shown (proofs omitted).
B Claim 11. Let s and t be any two distinct vertices of T . Then we may assume without
loss of generality that either N (u) ∩ N (s) ∩ N (t) = {wu }; or N (u) ∩ N (s) = N (u) ∩ N (t);
or {s, t} dominates N (u). Similarly, we may assume without loss of generality that either
N (v) ∩ N (s) ∩ N (t) = {wv }; or N (v) ∩ N (s) = N (v) ∩ N (t); or {s, t} dominates N (v).
B Claim 12. Let s and t be two distinct vertices in T such that {s, t} dominates N (u) ∪ N (v).
Then (G, u, v) has a 2-constant solution.
We continue as follows. By Lemma 10 we check in polynomial time if (G, u, v) has a 2-constant
solution. If so, then we are done. Otherwise, we obtain the following claim.
B Claim 13. We may assume without loss of generality that every pair of (distinct) vertices
{s, t} in T does not dominate N (u); hence, {s, t} may only dominate N (v).
We call a pair of vertices s, t of T a 2-pair if {s, t} dominates N (v). Let Tv be the set of
vertices of T involved in a 2-pair. We show the following claim (proof omitted).
B Claim 14. Tv = ∅.
Phase 3d: Translating the problem into a bipartite matching problem
We now translate the instance (G, u, v) into an instance of Bipartite Matching. Recall
that wu and wv are the vertices in N (u) and N (v) that are complete to T . By Claims 11
and 14 we can partition N (u) \ {wu } into sets N1 (u) ∪ · · · ∪ Nq (u) for some q ≥ 1 such that
two vertices of N (u) have the same neighbours in T if and only if they both belong to Nh (u)
for some h ∈ {1, . . . , q}. Similarly, we can partition N (v) \ {wv } into sets N1 (v) ∪ · · · ∪ Nr (v)
for some r ≥ 1 such that two vertices of N (v) have the same set of neighbours in T if and
only if they both belong to Ni (v) for some i ∈ {1, . . . , r}. We may remove all but one vertex
of each Nh (u) and Ni (v) to obtain an equivalent instance, which we denote by (G, u, v) again.
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Let G0 be the graph obtained from G by removing u, v, wu , wv and all edges between N (u)
and N (v). Then G0 is bipartite with partition sets (N (u) \ {wu }) ∪ (N (v) \ {wv }) and T .
It remains to compute a maximum matching M in G0 , which can be done in polynomial
time via the Hopcroft-Karp algorithm [34]. If |M | = |N (u)| + |N (v)| − 2, then each vertex in
(N (u) \ {wu }) ∪ (N (v) \ {wv }) is incident to an edge of M , and hence, we found a (private)
solution for (G, u, v). If |M | < |N (u)| + |N (v)| − 2, then (G, u, v) has no (private) solution; we
discard the branch. This concludes the u-feasibility check. If we found a solution, we translate
it in polynomial time to a solution for the original instance; else we enter the last phase.
Phase 4: Doing a v-feasibility check
We repeat the same steps as in Phase 3 and this concludes the description of our algorithm.
The correctness of our algorithm follows from the above description. To analyze its run-time,
the branching (Branching I-VIII) yields a total of O(n30 ) branches. As explained in each step
above, processing each branch created in Branching I-VI until we start branching again takes
polynomial time. Checking for 1-constant solutions to ensure survival of private solutions
takes polynomial time as well. As processing the branches created in Branch VII-VIII takes
polynomial time, we conclude that the total running time of our algorithm is polynomial. J
We use Lemma 8 to obtain Lemma 12, which we use for Lemma 13; we omit both proofs.
Lemmas 6, 7, 11–13 together with the fact that a (P2 + P4 )-graph has no P7 as a contraction
yields Theorem 14.
I Lemma 12. P5 -Suitability can be solved in polynomial time for (P2 + P4 )-free graphs.
I Lemma 13. P6 -Suitability can be solved in polynomial time for (P2 + P4 )-free graphs.
I Theorem 14. Path Contraction is polynomial-time solvable for (P2 + P4 )-free graphs.
We prove the other polynomial-time cases, H = P1 + P2 + P3 , H = P1 + P5 and H = sP1 + P4
(s ≥ 1), by the same strategy but in a less involved way (we omit the details).

5

The NP-Complete Cases of Theorem 2

A hypergraph H is a pair (Q, S), where Q = {q1 , . . . , qm } is a set of m elements and S =
{S1 , . . . , Sn } is a set of n hyperedges, which are subsets of Q. A 2-colouring of H is a partition
of Q into two (nonempty) sets Q1 and Q2 with Q1 ∩ Sj 6= ∅ and Q2 ∩ Sj 6= ∅ for each Sj .
The Hypergraph 2-Colourability problem is to decide if a given hypergraph has a
2-colouring. This problem is NP-complete even for hypergraphs H with Si 6= ∅ for 1 ≤ i ≤ n
and Sn = Q. Brouwer and Veldman [8] proved that P4 -Contractibility is NP-complete
by a reduction from Hypergraph 2-Colourability. That is, from a hypergraph H they
built a graph GH , such that H has a 2-colouring if and only if GH has P4 as a contraction:
Construct the incidence graph of (Q, S), which is the bipartite graph with partition
classes Q and S and an edge between two vertices qi and Sj if and only if qi ∈ Sj .
Add a set S 0 = {S10 , . . . , Sn0 } of n new vertices, where we call Sj0 the copy of Sj .
For i = 1, . . . m and j = 1, . . . , n, add an edge between qi and Sj0 if and only if qi ∈ Sj .
For j = 1, . . . , n and ` = 1, . . . , n, add an edge between Sj and S`0 , so the subgraph
induced by S ∪ S 0 will be complete bipartite.
For h = 1, . . . , m and i = 1, . . . , m, add an edge between qh and qi , so Q will be a clique.
Add two new vertices t1 and t2 .
For j = 1, . . . , n, add an edge between t1 and Sj , and between t2 and Sj0 .
As mentioned, Brouwer and Veldman [8] proved a hypergraph H has a 2-colouring if and
only if GH has P4 as a contraction. The graph GH is P6 -free [55]. We observe that GH is
also (2P1 + 2P2 , 3P2 , 2P3 )-free. Hence, we obtain the following:
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I Lemma 15. P4 -Contractibility is NP-complete for (2P1 +2P2 , 3P2 , 2P3 , P6 )-free graphs.
By modifying GH we show Theorem 16 (proof details omitted).
I Theorem 16. Let p ≥ 4 be some constant. Then P2p -Contractibility is NP-complete
for bipartite graphs of girth at least p.
Theorem 16 implies that Path Contraction is NP-complete for H-free graphs if H has a
cycle. Combining Lemma 15 and Theorem 16 with the known NP-completeness result for
K1,3 -free graphs [16] yields the NP-complete part of Theorem 2.

6

Conclusions

We completely classified the complexities of Long Induced Path and Path Contraction
for H-free graphs. For Long Path, the classification is still incomplete. It is known that
Hamiltonian Path, and thus Long Path, is NP-complete for chordal bipartite graphs
and strongly chordal split graphs [48], and thus for H-free graphs if H has a cycle or an
induced 2P2 . Moreover, Hamiltonian Path is NP-complete for line graphs [6] and thus for
H-free graphs if H is a forest of maximum degree at least 3. On the positive side, Long
Path is polynomial-time solvable for cocomparability graphs [36, 47] and thus for P4 -free
graphs. This leaves open, for both problems, the cases H = sP1 + Pr (3 ≤ r ≤ 4 and s ≥ 1),
H = sP1 + P2 (s ≥ 2) and H = sP1 (s ≥ 3).
The classification of Cycle Contraction for H-free graphs is also open. Hammack
proved that this problem is NP-complete for general graphs [27] but polynomial-time solvable
for planar graphs [26]. It is also NP-complete for K1,3 -free graphs [16]. The classifications
of Cycle Contraction and Path Contraction do not coincide for H-free graphs. By
Theorem 2, the former is polynomial for (P2 + P4 )-free graphs. However, we can show
the following result by inspecting the NP-hardness gadget of Brouwer and Veldman [8] for
C4 -Contractibility (proof details omitted).
I Theorem 17. C4 -Contractibility, and thus Cycle Contraction, is NP-complete
for (P2 + P4 )-free graphs.
Preliminary research suggests that our techniques are applicable to other contractibility and
connectivity problems as well, such as contracting to large (subdivided) stars or claws (the
problem of contracting to a largest star is known as Connected Vertex Cover [39]).
Another natural question is how Path Contraction behaves on hereditary graph
classes with more than one forbidden induced subgraph. Recall that Path Contraction is
polynomial-time solvable for P5 -free graphs and NP-complete for P6 -free graphs. It would be
interesting to determine the complexity of Path Contraction for (K1,3 , Pt )-free graphs
for t ≥ 6. Other problems, such as Graph Colouring, are also open for these graph classes
and a better understanding of their structure is needed.
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Abstract
Permutation σ appears in permutation π if there exists a subsequence of π that is order-isomorphic
to σ. The natural algorithmic question is to check if σ appears in π, and if so count the number
of occurrences. Only since very recently we know that for any fixed length k, we can check if a
given pattern of length k appears in a permutation of length n in time linear in n, but being able to
count all such occurrences in f (k) · no(k/ log k) time would refute the exponential time hypothesis
(ETH). Together with practical applications in statistics, this motivates a systematic study of the
complexity of counting occurrences for different patterns of fixed small length k. We investigate
this question for k = 4. Very recently, Even-Zohar and Leng [arXiv 2019] identified two types of
4-patterns. For the first type they designed an Õ(n) time algorithm1 , while for the second they were
able to provide an Õ(n1.5 ) time algorithm. This brings up the question whether the permutations of
the second type are inherently harder than the first type.
We establish a connection between counting 4-patterns of the second type and counting 4-cycles
(not necessarily induced) in a sparse undirected graph. By designing two-way reductions we show
that the complexities of both problems are the same, up to polylogarithmic factors. This allows
us to leverage the work done on the latter to provide a reasonable argument for why there is a
difference in the complexities for counting 4-patterns of the first and the second type. In particular,
even for the seemingly simpler problem of detecting a 4-cycle in a graph on m edges, the best known
algorithm works in O(m4/3 ) time. Our reductions imply that an O(n4/3−ε ) time algorithm for
counting occurrences of any 4-pattern of the second type in a permutation of length n would imply
an exciting breakthrough for counting (and hence also detecting) 4-cycles. In the other direction, by
plugging in the fastest known algorithm for counting 4-cycles, we obtain an algorithm for counting
occurrences of any 4-pattern of the second type in O(n1.48 ) time.
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1

Introduction

Permutations are arguably the most basic combinatorial objects. A natural question in
discrete mathematics is to count permutations with certain properties, like consisting of a
given number of cycles or having no fixed points. A whole class of such questions is obtained
by fixing a permutation σ, called the pattern, and defining a permutation π to avoid σ if σ
is not a sub-permutation of π, or in other words if π does not contain a subsequence that is

1

Õ(.) hides factors polylogarithmic in n.
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order-isomorphic to σ. For example, 21 is avoided only by 12 . . . n. Otherwise, we say that π
contains σ. One of the first results concerning pattern avoidance is by Erdős and Szekeres [23],
who proved that every permutation of at least (k − 1)(` − 1) + 1 elements contains either
12 · · · k or ` · · · 21. Another classical result in pattern avoidance is due to Knuth [37], who
showed that π can be sorted by a stack if and only if π avoids 231. Together with the
systematic study of patterns in permutations by Simion and Schmidt [40], this sparked an
interest in counting and characterising permutations that avoid a given pattern (or multiple
patterns). A remarkable result in this area is by Marcus and Tardos [39], who showed that
the number of permutations of length n avoiding σ is bounded by c(σ)n , where c(σ) is a
function independent of n. This was conjectured in early 1990s independently by Stanley
and Wilf. For further discussion we refer the reader to surveys and textbooks [41, 10, 36].
We approach pattern avoidance from an algorithmic perspective. We cannot hope for
an efficient algorithm for arbitrary patterns, as in general it is NP-hard to check if π
contains σ [12] when σ is part of the input. However, if we restrict our attention to patterns
of length k, we might hope to check if a given permutation on n elements avoids such pattern
faster than using the trivial algorithm in O(nk ) time. Indeed, Albert et al. [3] and Ahal and
Rabinovich [2] improved this complexity to O(n2k/3+1 ) and n0.47k+o(k) , respectively. In a
recent breakthrough result, Guillemot and Marx [27] developed a fixed-parameter tractable
2
(FPT) algorithm that runs in 2O(k log k) · n time. Later, by refining the proof of Marcus
2
and Tardos [39], Fox [25] removed the log k factor in the exponent to arrive at 2O(k ) · n
complexity. For k ≥ n/ log n, O(1.79n ) and O(1.618n ) time algorithms are known [16, 8].
Hence even though the problem is NP-hard, by now we have a range of efficient algorithms
for different special cases of checking pattern avoidance.
However, some applications bring the need to not only detect but also count occurrences of
the pattern. A basic example is calculating the so-called Kendall’s τ correlation coefficient [35],
which requires counting inversions. Generalizations of Kendall’s test used in statistics require
counting occurrences of larger patterns. Bergsma-Dassios [9] and Yanagimoto [48] used
patterns of length 4 in their tests. Finally, patterns of length 5 appear in the Hoeffding’s
dependence coefficient [31]. Also see Heller et al. [29] for a general family of such tests. We
refer the reader to [24] for a more detailed description of the viewpoint of permutations in
nonparametric statistics of bivariate data. Unfortunately, hardly any of the aforementioned
algorithms for detecting patterns generalize to counting. A recent result by Berendsohn et
al. [8] shows that this is, in fact, inevitable, as if patterns of length k can be counted in
f (k)no(k/ log k) time then the exponential-time hypothesis fails. This shows that we cannot
hope for a general FPT algorithm, and considering the applications in statistics we should
focus on understanding the best possible exponent for small values of k.
Patterns of length k can be trivially counted in O(nk ) time, which was improved by
Albert et al. [3] to O(n2k/3+1 ) and then by Berendsohn et al. [8] to O(nk/4+o(k) ) time.
However, it is clear that among all patterns of the same length k some are easier to count
than the others. For example, occurrences of 12 · · · k can be easily counted in Õ(nk) time
using dynamic programming and range queries. This motivates a systematic study of the
complexity of counting occurrences of different patterns of fixed small length. For k = 2, this
is exactly the well-known exercise of counting inversions (or in other words, the pattern 21)
in a permutation (or its reverse), which can be solved in O(n log n) time with merge sort
√
or in O(n log n) in the Word RAM model [17]. For k = 3, all patterns can be counted in
Õ(n) time by using appropriate range counting structures. For k = 4, various algorithms
were designed to compute efficiently the Bergsma-Dassios test, which asks about the value
τ ∗ = (#1234+#1243+#2134+#2143+#3412+#3421+#4312+#4321)/ n4 − 13 [9]. First approaches
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brought the complexity down to O(n2 ) [43, 42, 30] and finally, very recently, Even-Zohar and
Leng [24] observed that the patterns counted in this test possess some structural property
that allows to design an Õ(n) time algorithm. For the remaining patterns of size 4, they
obtained an algorithm working in Õ(n1.5 ) time. Defining the k-profile of a permutation π to
be the sequence of k! numbers with the number of occurrences for every possible pattern σ
of length k, this brings us to the following natural open question:
I Question 1 (Even-Zohar and Leng [24]). What is the computational complexity of finding
the full 4-profile of a given permutation of length n?
In fact, Even-Zohar and Leng [24] showed that among all the twenty-four 4-patterns,
there are eight that can be counted in Õ(n) time, while the remaining ones can be counted in
Õ(n1.5 ) time. Additionally, they showed that all patterns of the second type are equivalent
in terms of computational complexity, that is after counting one of them, we can retrieve
all the other in Õ(n) time. These two types in fact coincide with the notion of concordant
and discordant patterns as defined by Bergsma and Dassios [9]. Using the notation of Fox
[25], the permutation matrix of patterns of the second type contains J2 as an interval minor.
This raises the challenge of finding a reason why some 4-patterns seem harder to count than
the others.
I Question 2. Why some 4-patterns seem more difficult to count than the others?
Related work. Many efforts have been devoted to understand which patterns are more
difficult to detect [4, 12, 3, 32, 49, 28]. Recently Jelínek and Kynčl [34] established that it is
possible to detect σ in polynomial time if σ avoids α, for α ∈ {1, 12, 21, 132, 213, 231, 312} and
NP-complete otherwise. This was later strengthened by Berendsohn et al. [8] by considering
treewidth of the incidence graph of σ. Even though the problem is NP-hard in general,
more efficient algorithms are known for many families of patterns, such as vincular [7],
bivincular [13], mesh [14], boxed mesh [6] and consecutive [22]. See the survey by Bruner
and Lackner [15] for a more detailed description of these variants.
Fine-grained complexity. Although the traditional notion of “easy” and “hard” problems is
defined with respect to the polynomial time solvability, in the last two decades commenced the
study on “fine-grained” theory which tries to understand relationships between polynomialtime solvable problems. They can be employed to state conditional lower bounds based on
one of a few believable conjectures on complexities of some basic problems, such as SETH,
APSP, or 3SUM. See a recent survey by Vassilevska Williams [45] for a summary.
Counting short cycles in graphs. Similarly as for permutation patterns, a natural question
is to detect or count small substructures of a graph, with perhaps the most fundamental
example being counting cycles of particular length. Already the smallest case, triangle,
is highly non-trivial to count, as the fastest known approach for a n-node graph runs in
O(nω ) = O(n2.38 ) using fast matrix multiplication algorithm [26, 44].
Surprisingly, Vassilevska Williams and Williams [47] proved that this is essentially
inevitable, as the two problems are, in a certain sense, equivalent: a practical advance for
detecting triangles would imply a practical algorithm for Boolean matrix multiplication. As in
many applications the graphs are sparse, it is desirable to design algorithm with running time
depending on the number of edges m. Alon et al. [5] developed an O(m2ω/(ω+1) ) = O(m1.41 )
time algorithm for counting triangles (in fact their algorithm is stated for finding a single
triangle, but can be easily extended). Going one step further, 4-cycles can also be counted in
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O(nω ) time [5], but the fastest known counting algorithm for sparse graphs runs in O(m1.48 )
time [46]. Interestingly, one can find a 2k-cycle, for any constant k ≥ 2, in O(n2 ) time [50].
If the graph is given as an adjacency matrix, this is clearly optimal, but it seems plausible to
conjecture that this is also the case if the graph is given as adjacency lists.
I Conjecture 1 (Yuster and Zwick [50]). For every ε > 0, there is no algorithm that detects
4-cycles in a graph on n nodes in O(n2−ε ) time.
The best known algorithm for finding a 4-cycle in a sparse graph runs in O(m4/3 ) time [5].
This was recently extended by Dahlgaard et al. [19] who showed how to find a 2k-cycle
in O(m2k/(k+1) ) time. Furthermore, they showed that this is in fact optimal, assuming
Conjecture 1 and using a general combinatorial result of Bondy and Simonovits that a graph
with m = 100kn1+1/k edges must contain a 2k-cycle [11]. See also Abboud and Vassilevska
Williams [1] for a similar conjecture on the complexity of detecting a 3-cycle.
I Conjecture 2 (Dahlgaard, Knudsen and Stöckel [19]). For every ε > 0, there is no algorithm
that detects a 4-cycle in a graph with m edges in O(m4/3−ε ) time.
Dudek and Gawrychowski [20] recently used this conjecture to provide an explanation for
why there is no Õ(n) time algorithm for computing the so-called quartet distance between
two trees on n nodes. Very recently Duraj et al. developed an equivalence class between
range query problems and detecting triangles in sparse graphs [21].
Our contribution. As in the previous works we divide the patterns into two types and we
call them trivial and non-trivial respectively. Our main contribution is a two-way reduction
between counting occurrences of a non-trivial pattern and counting 4-cycles in an undirected
sparse graph. This provides a reasonable answer for Question 2, as any Õ(n) time algorithm
for such patterns would imply an exciting breakthrough for counting 4-cycles, and confirms
that the two types of 4-patterns identified in the previous work are inherently different.
We partially answer Question 1 about the exact complexity of computing 4-profile of
permutation of length n. Our two-way reductions imply that, by plugging in the asymptotically faster known algorithm for counting 4-cycles in a sparse graph [46], we are able
to compute the full 4-profile of a permutation of length n in O(n1.48 ) time. In the other
direction, we argue that an O(n4/3−ε ) time algorithm is unlikely, as long as one is willing to
believe Conjecture 2.
Our reductions are summarised in Figure 1. A corollary from these reductions is an
alternative proof for the equivalence between the non-trivial patterns, which avoids using the
notion of corner tree formulas and a computer-aided argument used in [24].
I Theorem 1. An algorithm for counting 4-cycles in a graph on m edges in Õ(mγ ) time
implies an algorithm for counting non-trivial patterns in a permutation of length n in Õ(nγ )
time and vice versa.
We can plug in the fastest known algorithm for counting 4-cycles that runs in time
4ω−1
3
O(m 2ω+1 ) = O(m2− 2ω+1 ) [46]. As ω < 2.373 [26, 44], we obtain a more efficient algorithm
for computing the full 4-profile in O(n1.48 ) time.
I Corollary 2. For every ε > 0, there exists no algorithm that can count non-trivial 4-patterns
in permutation of length n in O(n4/3−ε ) time unless Conjecture 2 is false.
We stress that even though we use Conjecture 2 about detecting 4-cycles, the reduction
proceeds by creating multiple instances and subtracting some of the obtained result. Hence,
it does not imply anything about the complexity of detecting 4-patterns, and in fact for this
problem Guillemot and Marx [27] showed an O(n) time algorithm.
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Overview of the methods. Most of our reductions exploit the additional structure of
pattern occurrences in the plane which is divided by a horizontal and a vertical line. We
group the occurrences by shapes corresponding to the number of points in each quadrant
and count them separately. It turns out that the hard case is when the four points are all in
distinct quadrants. This is the heart of our main reductions between counting patterns and
4-cycles. All other shapes can be counted in almost linear time with a careful application of
range queries. To simplify the presentation, we split the reductions into many steps, between
different classes of graphs and patterns so as to work with 4-partite patterns and graphs
which have more structure for our application. Our reductions are based on the divide and
conquer paradigm, applied to each of the four half-planes separately. We present them using
Minimum Base Ranges corresponding to nodes of the full binary tree on n leaves.
Our reduction from counting 4-cycles to counting 4-patterns uses somewhat similar
techniques to Berendsohn et al. [8]. However, their approach works for arbitrary subgraphs
on k nodes, which comes at a cost of increasing the size of permutation pattern and in our
case would result in a pattern of 29 elements. This would not give us the desired connection
between counting 4-cycles and 4-patterns, so we need a new argument tailored for 4-cycles.

2

Preliminaries

Permutation π of length n is a bijective mapping π : [n] → [n], where [n] = {1, . . . , n} and a
k-pattern σ is a permutation of length k. A permutation π contains a k-pattern σ if there
exist indices 1 ≤ i1 < i2 < . . . < ik ≤ n such that σ(j) < σ(j 0 ) iff π(ij ) < π(ij 0 ) for distinct
j, j 0 ∈ [k]. A sequence of k increasing indices with the above properties is called an occurrence
of σ in π. For example, in permutation 5246173 the underlined positions 4, 5 and 7 form
an occurrence of pattern 312. By counting a k-pattern in a permutation we mean counting
occurrences of the pattern. Unless stated otherwise, a pattern refers to a 4-pattern.
Shapes. We represent permutation π as a set of points in the plane: Sπ = {(i, π(i)) : i ∈ [n]}
and we interchangeably use points and their corresponding elements from the permutation.
For instance, four points {(ij , π(ij )) : j ∈ [4]} are an occurrence of pattern σ iff positions
i1 < . . . < i4 are an occurrence of σ in π. We say that a horizontal line divides a plane into
top and bottom part and vertical line divides into left and right part. Division of a plane
with both horizontal and vertical line splits the points from Sπ into four regions and we
abbreviately denote each of them by capital letters denoting horizontal and vertical location
of the region: TL,TR,BL or BR. Slightly abusing the notation, by a region we mean either
the region or the set of points from Sπ that belong to the region, with the appropriate order
Lemma 15
Lemma 11

4-partite
pattern

pattern

4-circle-layered
graph

undirected
graph
Lemma 7

Lemma 9

Lemma 14

Lemma 8

4-circle-layered
multigraph

directed
graph

Figure 1 Sequence of reductions used to prove the equivalence between counting non-trivial
4-patterns and 4-cycles. The right part of the figure describes different kinds of graphs in which we
count 4-cycles.
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between them. Returning to the correspondence between the elements of π and Sπ , notice
that the division of the plane with horizontal line y = h and vertical line x = v also partitions
elements from π into four groups, for instance (i, π(i)) ∈ TL iff i < v ∧ π(i) > h. We will
only consider such divisions of the plane that the dividing lines never pass through a point
from Sπ .
Given a division of the plane, we say that an occurrence of pattern σ forms shape a|b
if
c|d
among the 4 points, there are respectively a, b, c and d points in top-left, top-right, bottom-left
and bottom-right region of the plane. By counting a particular shape for a division we mean
counting the number of quadruples of points forming the shape with appropriate number of
1|2 2|0
points in each of the regions. Note that one pattern may form multiple shapes, i.e. 1|1
,
,
0|2 0|1 2|0
1|1
or 1|1 , depending on the pattern and the position of the dividing lines. However, some shapes
cannot be formed by all patterns, no matter how we divide the plane, i.e. 1|1
can be formed
1|1
0|2
by 2314, but not by 2134, and similarly (but the opposite) for 2|0 . As we can always reflect
points in the plane over a dividing line, while discussing a shape we will not mention other
shapes obtained by a sequence of such operations, because all such shapes can be counted
0|3 1|0
in exactly the same way. For instance 3|0
,
,
and 0|1
are all rotations of the same shape,
0|1 1|0 0|3
3|0
3|0 3|0 2|0 2|0 1|1 1|2 1|1
3|0
,
,
,
,
,
,
,
but 1|0 is not. To sum up, there are the following possible shapes: 4|0
0|0 0|1 1|0 0|2 2|0 0|2 0|1 1|1
4|0 3|1 2|0
and all their rotations. We call shapes 0|0 , 0|0 , 2|0 and their rotations non-proper, because
the division does not split the pattern both horizontally and vertically. All other shapes are
called proper. Now we are ready to state the crucial property that distinguishes two main
groups of patterns:
I Definition 3. A pattern that can form the shape
patterns are called trivial.

1|1
1|1

is called non-trivial, and all other

Notice that there are 8 trivial patterns: 1234, 1243, 2134, 2143, 4321, 4312, 3421, 3412, all
other patterns are non-trivial. All trivial patterns can form 0|2
(or its reflection 2|0
), which
2|0
0|2
cannot be formed by non-trivial patterns. For a particular division of the plane, we say that
an occurrence of a 4-pattern σ is 4-partite if all its points belong to pairwise distinct regions,
that is they form the shape 1|1
. To simplify notation, by counting 4-partite pattern σ4 we
1|1
mean counting 4-partite occurrences of the pattern σ. Clearly, only non-trivial 4-patterns
can be 4-partite. We denote #σ (P ) as the number of occurrences of pattern σ among the
T L|T R
points from P . For a 4-partite pattern σ4 , we slightly abuse the notation and by #σ4 BL|BR
we denote the number of 4-partite occurrences of the pattern σ4 in the plane divided into 4
regions: T L, T R, BL, BR.
MBRs. Let Tn be a full binary tree with n0 = 2dlog ne leaves numbered from 1 to n0 and
with internal nodes corresponding to the range of indices of leaves from their subtrees. We
call the ranges corresponding to the nodes in the tree base ranges. Clearly, any number
from [n0 ] is contained in log n0 = O(log n) base ranges. For a subset S ⊆ [n], we define its
minimum base range MBR(S) as the smallest base range from Tn containing all elements
from S. Notice that it is the lowest common ancestor (LCA) of all leaves corresponding to
the elements from S.
We construct the full binary tree Tn separately for x- and y-coordinates of points from Sπ
and consider the Cartesian product Tn × Tn of the trees. For every pair (Rx , Ry ) ∈ Tn × Tn of
ranges, let PRx ,Ry = {(i, π(i)) ∈ Sπ : i ∈ Rx ∧ π(i) ∈ Ry } be the set of points from Sπ with
their coordinates in appropriate ranges. We call a pair (Rx , Ry ) relevant if its set PRx ,Ry
is non-empty. As every number belongs to O(log n) base ranges, every point belongs to
O(log2 n) sets PRx ,Ry and hence we have:
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I Observation 4. There are O(n log2 n) relevant pairs of ranges.
General remarks. All the reductions we show in this paper are split into several intermediate
steps. Unless stated otherwise, each presented reduction runs in time linear in the total size
of the input and the sum of sizes of the created instances of the other problem we reduce to.

2.1

Range Queries and Short Patterns

Some of our algorithms use range queries for counting points in rectilinear (aligned with
the x- and the y-axis) rectangles efficiently. Below we provide the precise interface for such
queries.
I Lemma 5 ([18, 33]). There exists a deterministic data structure that preprocesses a set of
n weighted points in O(n log n) time and answers queries about the number or the sum of
weights of points inside rectilinear rectangles in O(log n) time.
The following theorem about counting patterns with less than 4 elements is folklore.
I Theorem 6 (cf. [24, Corollary 2]). For any pattern σ, |σ| < 4 there exists an algorithm
counting σ in permutations of length n in Õ(n) time.

2.2

Counting 4-Cycles

Whenever we talk about counting 4-cycles in a graph we mean simple cycles (with all nodes
distinct) of length 4, but not necessarily induced. For counting 4-cycles self-loops and
isolated nodes are irrelevant, but there might be multiple edges, and then we count the cycle
multiple times: the product of the multiplicities of the relevant edges. Following the naming
convention from [38], we define a 4-circle-layered graph to be a 4-partite directed graph with
four disjoint groups of nodes V0 , . . . , V3 such that every edge in the graph is from the group
Vi to V(i+1) mod 4 for some 0 ≤ i ≤ 3.
First, we show that, informally, counting 4-cycles in undirected graphs is equivalent
to counting 4-cycles in 4-circle-layered graphs. More precisely, we provide a sequence of
reductions for counting 4-cycles in different graphs, starting from undirected graphs, through
directed graphs to 4-circle-layered graphs and then back to undirected graphs. We show that
counting 4-cycles in a graph of each type can be reduced in O(m) time to a constant number
of instances of counting 4-cycles in graphs of the next type.
(iii)
4-circle-layered
graph

undirected
graph
(i)
directed
graph
(a)

(ii)
(b)

(c)

Figure 2 (a) Sequence of reductions showing equivalence between counting 4-cycles in undirected,
directed and 4-circle-layered graphs. (b) Non-simple cycles from G0 to subtract in reduction (ii). (c)
Cycles to subtract (top) and add (bottom) in reduction (iii).

I Lemma 7. Counting 4-cycles in undirected graphs on m edges can be reduced to a constant
number of instances of counting 4-cycles in 4-circle-layered graphs on O(m) edges and vice
versa.
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Proof. We consider three types of graphs, first undirected graphs, then directed graphs and
finally 4-circle-layered graphs. For each of them we show that counting 4-cycles in graphs
of this type can be reduced in O(m) time to a constant number of instances of counting
4-cycles in the graphs of the next type, as presented in Figure 2(a). We describe each of the
reductions separately:
(i) undirected → directed. Given an undirected graph G we construct a directed graph
G0 replacing every undirected edge with two directed edges. Then the number of
4-cycles in G0 is twice the number of 4-cycles in G, as every cycle can be traversed in
both directions. Then we have: #C4 (G) = 12 #C4 (G0 ).
(ii) directed → 4-circle-layered. Given a directed graph G0 we construct a 4-circlelayered graph G00 by copying nodes of G0 four times and adding edges between corresponding nodes from two consecutive groups. More precisely, let vi00 ∈ Vi00 in G00
be the copy of node v 0 from G0 in the i-th group. For every directed edge (u0 , v 0 ) in
00
00
G0 we add the edge (u00i , v(i+1)
mod 4 ) to G for all 0 ≤ i ≤ 3. Then the number of
00
4-cycles in G is 4 times the number of 4-cycles in G0 plus some additional cycles
which do not correspond to simple cycles in G0 . More precisely, all the additional
4-cycles in G00 correspond to non-simple (on 2 or 3 distinct nodes) 4-cycles in G0 ,
which are shown in Figure 2(b) and can be counted in linear time. Formally, let
b(u0 ) = |{v 0 ∈ V 0 : (u0 , v 0 ) ∈ E 0 ∧ (v 0 , u0 ) ∈ E 0 }| be the number of neighbors of a node u0
connected to v 0 in both directions, which canbe obtained by sorting
lists

 the 0adjacency

P
b(u )
1
0
0
00
in linear time. Then we have: #C4 (G ) = 4 #C4 (G ) − u0 ∈V 0 4 2 + b(u ) .
(iii) 4-circle-layered → undirected. Given a 4-circle-layered graph G00 we create an
undirected graph G by undirecting all edges from G00 . Then we can no longer ensure
that the 4-cycles pass through 4 different groups of nodes, so we need to subtract
4-cycles fully contained in three groups of nodes and add 4-cycles fully contained in
two groups, as shown in Figure 2(c). The number of such cycles can be obtained by
counting 4-cycles in the graph G restricted only to the particular groups of nodes.
Formally, let Vi be the group of nodes corresponding to Vi00 in G00 and G[W ] be the
subgraph of G restricted to the nodes from W and edges between them. Then we have:
P
#C4 (G00 ) = #C4 (G) + 0≤i≤3 #C4 (G[Vi ∪ Vi+1 ]) − #C4 (G[Vi ∪ Vi+1 ∪ Vi+2 ]) where the
indices i + 1 and i + 2 are taken modulo 4.
J
A multigraph is a triple (V, E, mult), where E is a set of m edges and the function
mult : E → {1, . . . , U } denotes multiplicity of an edge. For simple graphs it holds that
mult(e) = 1 for all edges e ∈ E and the function is omitted. Throughout this paper we focus
mainly on simple graphs, but in one of the provided reductions we obtain a 4-circle-layered
graph with multiplicities on every edge (or in other words, a 4-circle-layered multigraph), so
in the following lemma we show how to reduce counting 4-cycles in such graphs to counting
4-cycles in 4-circle-layered simple graphs.
I Lemma 8. Counting 4-cycles in a 4-circle-layered multigraph with edge multiplicities
bounded by U can be reduced to O(log4 U ) instances of counting 4-cycles in 4-circle-layered
simple graphs of the same size as the original graph.
Proof. Intuitively, we split every edge of the graph into edges with multiplicities being
powers of two and iterate over all possible combinations of powers of two forming the cycle.
More precisely, we iterate over all quadruples (p0 , p1 , p2 , p3 ) ∈ {0, . . . , blog U c}4 and for
each of them create a simple, unweighted 4-circle-layered graph on the same set of nodes
as the original graph and a subset of its edges. For all 0 ≤ i ≤ 3 we keep only the edges
between groups Vi and V(i+1) mod 4 such that their multiplicity contains 2pi in its binary
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representation.
Then we count the number of 4-cycles in the obtained graph and multiply
P
it by 2 i pi . Finally, the total number of 4-cycles in the original multigraph is the sum of
results obtained for each quadruple.
J

3

Counting Patterns

In this section we show that counting 4-partite patterns is equivalent, up to logarithmic
factors, to counting 4-patterns. The flavor of our arguments is similar to the ones used
in [24], but we avoid the notion of corner tree formulas and explicitly state two technical
lemmas that are required for our main result. First we show that counting 4-partite patterns
can be reduced to counting 4-patterns by omitting the division of the plane and using
inclusion-exclusion principle.
I Lemma 9. Counting 4-partite pattern σ4 on n elements can be reduced to a constant
number of instances of counting 4-pattern σ in permutations of total size O(n).
Proof. When we omit the division of the plane and count the pattern σ in the plane, we
additionally count also the quadruples of points forming the pattern but coming from not
all of the 4 regions of the plane. To address this, we use inclusion-exclusion principle and
add or subtract patterns on points from all possible subsets of regions. Then the number of
4-partite patterns is:




X
[
T L|T R
=
(−1)|S| · #σ 
Q
#σ4
BL|BR
S⊆{T L,T R,BL,BR}

Q∈S

where the union over regions chooses the specific subset of points preserving the relative
order between them, as in the original setting.
J
For the reduction in the other direction, first we need a technical lemma showing that all
proper shapes but 1|1
can be counted in Õ(n) time. Recall that we do not have to consider
1|1
rotations of shapes separately, as they are equivalent under linear-time transformations of
the input.
I Lemma 10. For any 4-pattern σ and division of the plane with n points, the shapes
3|0 2|0 1|1 1|2
,
,
,
can be counted in Õ(n) time.
0|1 0|2 0|2 0|1
Proof. To simplify the presentation, we use the graphical symbols to denote particular regions
of the plane: |
, |
, |
and |
that denote T L, T R, BL and BR respectively. Notice the
|
|
|
|
 | | 

| |
T L|T R
difference between the notion for 4-partite patterns σ4 where #σ4 BL|BR
= #σ4 |
| |
|

| |

and non-4-partite patterns σ, for which we use division of the plane only to specify the subset
of points in which we count patterns, e.g. #σ ( |
) = #σ (T L). In order to count shapes
|
3|0
2|0
and
it
suffices
to
count
appropriate
3-,
2or
1-patterns on points in |
or |
and
0|1
0|2
|
|
multiply the two numbers. By Theorem 6, this approach runs in Õ(n) time.
Now we show how to count the shape 1|1
. Suppose that in the pattern σ, the two points in
0|2
|
form the pattern 21, see Figure 3(a) for an example. For the other case of the pattern 12
|
we can apply horizontal reflection for points in both the bottom regions. First we preprocess
|
and for every point there we count points from |
“to the right and down” of it and
|
|
“to the left and up” using range queries. The precise interface for range queries used in this
proof is provided in Lemma 5. Next, we iterate over all points p in |
and for each of them
|
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p

a
q

b
r

(a)

(b)

(c)

Figure 3 (a) A quadruple of points forming 1|1
, where the two bottom points alone form the
0|2
1|2
pattern 21. (b) Naming of points in 0|1
. (c) 3412 is the most difficult pattern to count.

need to count points in |
and pairs of pairs of points in |
that together form the pattern
|
|
σ. The former number is computed with a range query about the number of points from |
|
that are below or above p, depending on σ. To compute the latter number, notice that the
point p can be in three positions with respect to the two points from |
: either to the left
|
of both of them, to the right or in-between (as in Figure 3(a)). Each of the cases can be
retrieved by either:
(a) counting points “to the right and down” for all points from
(b) counting points “to the left and up” for all points from

|
|

|
|

to the right of p, or

to the left of p, or

|

(c) subtracting the values obtained in (a) and (b) from #21 ( | ), the total number of pairs
of points from |
, such that one of them is “to the right and down” from the other.
|
All the above values can be obtained in O(log n) = Õ(1) time with range queries about the
sum of weights of points in a rectangle.
Counting the shape 1|2
is slightly more involved as now we do not have a single “central”
0|1
region in which we can iterate over points and obtain the answer, as it was the case with
points p ∈ |
for the shape 1|1
. In order to refer to the points more easily, we use the
0|2
|
naming of points as in Figure 3(b), that is q is the point from |
, r from |
and a and b
|
|
|
from | , where a is to the left of b. Again we focus only on the case when points from |
|
form the pattern 21, that is a is “to the left and up” of b. For the other case of the pattern
12 we can horizontally reflect points in both the top regions. Consider the case when the
last element in the pattern σ is the smallest (equals 1), so is the point r, in |
. Then the
|
allowed location of r depends only on the point b, as r must be to the right of b, so for every
point b in |
we can count points from |
that are to the right of b. Next we proceed
|
|
1|1
similarly as while counting the shape 0|2 , that is we iterate through points q from |
and
|
count pairs of points a and b in the appropriate order with respect to q, where additionally
points b have weights.
The above approach can be also applied to all shapes in which r is to the left of both
points a and b, or q is below both a and b, or q is above both a and b. In other words, this
covers all patterns in which q is not between a and b or r is not between a and b. Hence it
remains to consider the patterns in which both q and r are between a and b. Notice that for
the fixed relation between points a and b (21 in our case) there is exactly one such pattern σ:
3412, see Figure 3(c). To sum up, there are 9 possible patterns (3 locations for points r and q
are possible independently) forming the considered shape 1|2
and 8 of them we can count in
0|1
Õ(n) time. Moreover, the sum of counts of all the 9 patterns is exactly | |
| · | |
| · #21 ( |
).
|
|
|
Subtracting from the total count the 8 values that we can compute efficiently gives us the
number of occurrences of the last pattern. Thus, all patterns forming the shape 1|2
can be
0|1
counted in Õ(n) time.
J
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Recall that, given a division of the plane into 4 regions, an occurrence of a 4-pattern σ
is 4-partite if all its elements are in pairwise distinct regions. In the following lemma we
show that we can count 4-patterns by counting 4-partite patterns. At a high level, every
occurrence of the pattern is counted while considering the division of the plane aligned with
the division of minimum base ranges containing all coordinates of the four points.
I Lemma 11. Counting a 4-pattern σ on n elements can be reduced in Õ(n) time to multiple
instances of counting 4-partite patterns σ4 of total size Õ(n).
Proof. Recall that MBR(S), the minimum base range of a set S ⊆ [n] is the minimum base
range containing all elements of S in the full binary tree Tn on n0 = 2dlog ne leaves and R ∈ Tn
is a set of consecutive elements from [n]. By Observation 4 we have that there are Õ(n) pairs
(Rx , Ry ) ∈ Tn × Tn for which there exists an i ∈ [n] such that i ∈ Rx and π(i) ∈ Ry . We can
retrieve all such pairs in Õ(n) time by iterating through all points from Sπ and generating the
set of all relevant pairs of ranges. Recall that PRx ,Ry = {(i, π(i)) ∈ Sπ : i ∈ Rx ∧ π(i) ∈ Ry }.
In terms of the permutation π, Rx corresponds to its substring and Ry restricts its values.
For every relevant pair of ranges (Rx , Ry ) with PRx ,Ry of at least 4 points inserted, we
consider the plane restricted only to points from PRx ,Ry and divided in the following way.
As all points from Sπ have distinct coordinates and |PRx ,Ry | ≥ 4, the range Rx contains at
least 4 elements, so is not a leaf in Tx and has two children RxL , RxR in Tx . The two ranges
RxL and RxR are disjoint so we can find a vertical line that separates them, i.e. that passes
through the middle of segment between the rightmost element from RxL and the leftmost
element from RxR . Notice that this line does not pass through a point from PRx ,Ry as RxL
and RxR are two consecutive ranges in Tn . We find a horizontal line separating the range Ry
in the same way. For the set of points PRx ,Ry and the above division of the plane, we count
2|0 1|1 1|2
all shapes 3|0
and all their possible rotations in Õ(|PRx ,Ry |) time, by Lemma 10.
,
,
,
0|1 0|2 0|2 0|1
Finally, we need to count the shape 1|1
, the 4-partite pattern σ4 on the set PRx ,Ry and sum
1|1
up all the obtained results.
Now we show that the above procedure counts every occurrence of the pattern σ exactly
once, while considering the pair of minimum base ranges for both coordinates of the points
from the occurrence. Formally, an occurrence g of σ on positions i1 < i2 < i3 < i4 is
counted only for the pair of ranges (Rx , Ry ) where Rx = MBR({i1 , i2 , i3 , i4 }) and Ry =
MBR({π(i1 ), π(i2 ), π(i3 ), π(i4 )}) and the appropriate shape, depending on the position of
points from {(ij , π(ij )) : j ∈ [4]} with respect to the division. Suppose the contrary, that g
is counted for another pair of ranges (Rx0 , Ry0 ) where Rx0 6= Rx , for Ry0 =
6 Ry the reasoning
is similar. If {i1 , i2 , i3 , i4 } 6⊆ Rx0 , then for some j the point (ij , π(ij )) will not be present
in the considered instance. Otherwise, from the structure of base ranges we have that
MBR({i1 , i2 , i3 , i4 }) is fully contained in one half of Rx0 . In this case g also will not be
counted, because it forms a non-proper shape for the considered division ( 2|0
, 3|1
or 4|0
or
2|0
0|0
0|0
their rotations) and we do not count such shapes.
As every point from Sπ is included in O(log2 n) sets PRx ,Ry , the total size of all the
considered sets is Õ(n) and hence counting shapes different than 1|1
takes Õ(n) time.
1|1
Similarly, the total size of the instances of counting 4-partite pattern σ4 is Õ(n).
J
By definition, trivial patterns do not form the 1|1
shape, so the reduced instances have
1|1
always 0 occurrences of the 4-partite pattern, which can be returned in constant time. Hence:
I Corollary 12 (cf. [24, Corollary 3]). All trivial 4-patterns (1234, 1243, 2134, 2143, 4321, 4312,
3421, 3412) in permutations of length n can be counted in Õ(n) time.
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4

Equivalence of Counting 4-Partite Patterns and Cycles

First we show that in fact all (non-trivial) 4-partite patterns are equivalent by a linear-time
transformation of the considered set of points. At a high level, we will show that reversing
the order of points in any of the four parts of the plane (left, top, ...) allows us to slightly
modify the pattern.
I Lemma 13. Counting any non-trivial 4-partite pattern σ4 can be reduced to counting any
other non-trivial 4-partite pattern σ40 .
Proof. We start with showing that by reversing the points in the left part of the plane we
can swap the first two elements of the pattern:






T L|T R
T L |T R
#abcd4
= #bacd4 rev
.
BL|BR
BL |BR
Formally, suppose that we need to count the 4-partite pattern abcd in the plane divided as
T L|T R
follows: BL|BR
and the leftmost and rightmost points from the left part (T L ∪ BL) have the
x-coordinate respectively x1 and x2 . We replace every point (x, y) from the left part with
(x1 + x2 − x, y). Then, only the horizontal order of points from the left part is reversed and
any 4-partite occurrence of the pattern abcd in the original instance corresponds to a 4-partite
occurrence of the pattern bacd in the transformed instance. Similarly, after reversing the
right part we obtain the pattern abdc from abcd. When we reverse the (vertical) order of the
top or bottom part, we swap respectively elements 3 and 4 or 1 and 2 in the pattern. For
example, by reversing the top part, from the pattern 1324 we obtain the pattern 1423.
Observe that operations in any two parts of the plane are independent, we can apply any
subset of them and obtain either of the 16 possible non-trivial 4-partite patterns. See Figure 4
with the precise description of operations between the patterns. Thus, we can transform
in linear time any instance of counting non-trivial 4-partite pattern σ4 to an instance of
counting either of the 16 possible non-trivial 4-partite patterns.
J

1432

c↔d

1423

a↔b

4123

c↔d

4132

a↔b

3↔4
1342

1324

3124

3142

2314

3214

3241

2413

4213

4231

1↔2
2341
3↔4
2431
1↔2

Figure 4 Reductions between non-trivial patterns described in Lemma 13. Operation a ↔ b
(c ↔ d) swaps the first (second) pair of elements in the pattern and corresponds to reversing left
(right) part of the plane. Operation 1 ↔ 2 (3 ↔ 4) swaps elements 1 and 2 (3 and 4) in the pattern
and corresponds to reversing bottom (top) part of the plane.
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Hence in the following claims it suffices to consider only one non-trivial 4-partite pattern
and we will focus on counting the pattern 13244 . Notice that in Õ(n) time we can shift any
set of n points in such a way that the division lines are aligned with x- and y- axes and
all points have integer coordinates from N = {−n, . . . , −1, 1, . . . , n}, preserving the relative
order between the parts. In the following lemma we show that counting non-trivial 4-partite
patterns can be reduced to counting 4-cycles in 4-circle-layered multigraphs. At a high level,
we will group all occurrences of the pattern by the minimum base ranges of coordinates of
points in each of the parts of the plane.
I Lemma 14. Counting a non-trivial 4-partite pattern on n points can be reduced to an
instance of counting 4-cycles in a 4-circle-layered multigraph on Õ(n) edges with multiplicities
bounded by n.
Proof. For a permutation π and division of the plane with points Sπ we need to construct a
4-circle-layered multigraph in such a way that the number of 4-cycles in the graph gives us
the number of occurrences of the pattern. Recall that we can operate on points from N 2
and the division of the plane along the x- and y-axes. We consider four full binary trees
TnL , TnR , TnB , TnT for each part of the plane separately. For each base range in the trees we
create a separate node in the new 4-partite graph.
TnL :

TnR :

| {z }

TnT :

RT

The two full points
add 2 edges

RT

RR

from RT to RR .
TnB :

|

{z
RR

}

Figure 5 We consider four full binary trees TnL , TnR , TnB , TnT for each part of the plane separately
and group occurrences of patterns by the MBRs of coordinates in each part of the plane. Points
from appropriate halves of MBRs from each two consecutive parts add a new edge to the multigraph.

Now we process all points from Sπ grouped by their region. Suppose we process a point
(x, y) ∈ Sπ from the top-right region. We iterate over all pairs (RR , RT ) ∈ TnR × TnT of base
ranges such that x ∈ RR and y ∈ RT and the ranges are not singletons (leaves in Tn ), so
contain at least two elements from [n]. Recall that we focus on the pattern 1324, because
now the choice of the particular pattern is crucial in the following condition. We add edge
(RT , RR ) to the 4-circle-layered multigraph if x is in the right half of RR and y is in the
top half of RT . This means that the point (x, y) can be a part of an occurrence of the 1324
pattern in which RT is the MBR of y-coordinates of the top points and RR is the MBR
of x-coordinates of the right points. See Figure 5. We proceed similarly for the remaining
three regions, modifying only the condition for including an edge, based on the position of
elements of the pattern 1324 inside the considered region.
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If an edge is inserted more than once, we simply increment its multiplicity, which can be
stored e.g. in a balanced binary search tree. As every point from Sπ adds at most O(log2 n)
edges, in total there are O(n log2 n) = Õ(n) edges in the graph. Clearly, the constructed
directed multigraph is 4-partite as we connect nodes from TnT to the nodes from TnR , from TnR
to TnB etc. Finally, observe that the multiplicity of an edge connecting nodes corresponding
to ranges R and R0 is the number of points in the intersection of their appropriate halves.
Hence multiplicities of edges in the graph are bounded by n.
J
The reduction from 4-circle-layered multigraphs to 4-circle-layered simple graphs was
shown in Lemma 8. Finally, to conclude the equivalence between counting 4-partite patterns
and cycles in 4-circle-layered graphs, we describe the reduction from counting 4-cycles in
4-circle-layered graphs to counting non-trivial patterns. The idea is to first embed the graph
in the plane so that every group Vi of nodes corresponds to a half-plane and edges to points
in the plane. Then every 4-cycle corresponds to a rectangle with all corners in distinct
quadrants. Now we appropriately tilt each quadrant, so that every rectangle corresponds to
an occurrence of the pattern 13244 . However, this change introduces many more occurrences
of the pattern as now we have slightly weaker constraints on the relative position of points.
This is corrected by subtracting the surplus by applying the inclusion-exclusion principle for
different ways of tilting the quadrants.
We remark that our approach is similar to that of Berendsohn et al. [8, Section 5]. They
showed a reduction from Partitioned Subgraph Isomorphism to counting short patterns
in permutations by embedding the input graph in the plane with appropriate tilting and
using the inclusion-exclusion principle. However, while their reduction works for arbitrary
subgraphs of size k, this comes at the cost of increasing the size of the permutation pattern
to 7k + 1, which in our case would result in a permutation pattern on 29 elements, hence not
giving us the desired tight connection between counting 4-cycles and 4-patterns.
I Lemma 15. Counting 4-cycles in a 4-circle-layered simple graph on m edges can be reduced
in Õ(m) time to a constant number of instances of counting a non-trivial pattern in a
permutation of length m.
S
˙ 1 ∪V
˙ 2 ∪V
˙ 3 , E), where E ⊆ i Vi × Vi+1 mod 4 ,
Proof. Given a 4-circle-layered graph G = (V0 ∪V
we will embed it in the plane and construct a constant number of instances of counting a
non-trivial 4-partite pattern. As Lemma 13 guarantees that all such patterns are equivalent,
we can focus only on the pattern 1324.
Every half-plane corresponds to a part of the graph in the clockwise order: negative
x-coordinates correspond to nodes from V0 , positive y-coordinates correspond to nodes from
V1 , positive x-coordinates correspond to nodes from V2 and negative y-coordinates correspond
to nodes from V3 . The order of points in every half-plane projected on the appropriate axis
is arbitrary, so we can use any injective mapping from V0 and V3 to {−n, . . . , −1} and from
V1 and V2 to {1, . . . , n}. Next, every edge in the graph corresponds to a point in the plane,
so we get a subset of m points from N 2 . Then every 4-cycle in G corresponds to a rectangle
with corners in points in distinct quadrants.
Now we would like to transform the constructed set of points into a number of point
sets Sπ for some permutations π. Intuitively, every 4-cycle from G will correspond to an
occurrence of the pattern 13244 . Notice that there might be many edges incident to a node, so
in the beginning some points have equal x- or y-coordinate, which we need to avoid. At first
we will guarantee that no two points from distinct quadrants have equal x- or y-coordinates,
which is already sufficient to be able to define an occurrence of the 4-partite pattern 13244 .
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In the end we will show that we can slightly shift all points preserving relationships between
points from distinct quadrants and additionally ensuring uniqueness of coordinates inside
each quadrant. Consider the following transformation of the plane:
T L + ( 15 , 0)|T R + (0, 51 )
T L|T R
→
BL|BR
BL + (0, − 15 )|BR + (− 15 , 0)
where by adding a vector to the region we denote shifting all points from the region by the
vector. Informally, we shift T L slightly right, T R slightly up etc, see Figure 6(a). Observe
that now every 4-cycle from G corresponds to an occurrence of 13244 (see Figure 6(b) and its
explanation in the caption), but there are also many more other occurrences of the pattern,
which do not correspond to a cycle from G. More precisely, every occurrence of the pattern
13244 corresponds to 4 edges from G, but we cannot ensure that they form a cycle, or
equivalently, that every two consecutive edges share an endpoint, see Figure 6(c).
(r, t2 )

t2

t

t

t1
(`, t1 )

b
b
r

`
(a)

(`, b)

(r, b)

`

r
(b)

(`, b)

b
`

r
(c)

Figure 6 (a) Slightly shifting all points guarantees that points from distinct quadrants do not
share a coordinate. (b) Every cycle from the graph corresponds to an occurrence of 13244 . We
mark the area of the “small shifts” between the dashed lines, so i.e. all points that initially had
y-coordinate equal to t now are between the two horizonatal dashed lines surrounding t. (c) Some
occurrences of 13244 do not correspond to a cycle in G, as the consecutive edges do not share
endpoints. Points corresponding to consecutive edges that share an endpoint are connected with a
solid line (i.e. (`, b) and (`, t1 )) and with a dashed line if they do not share (i.e. (`, t1 ) and (r, t2 )).

In particular, after the above transformation, in every occurrence of 13244 the two points
from the left half-plane: (x, y − 15 ) ∈ BL and (x0 + 15 , y 0 ) ∈ T L satisfy that x0 + 15 ≥ x, but
the two edges corresponding to these points share an endpoint only when x0 = x. On the
other hand, if we slightly modify the above transformation and set T L → T L + (− 15 , 0), we
obtain that x0 − 15 ≥ x, so x0 > x and certainly the two edges cannot share an endpoint.
Now we use this property for all half-planes and plug the modified transformations into the
inclusion-exclusion principle:


X
T L + (δL (S), 0)|T R + (0, δT (S))
|S|
#C4 (G) =
(−1) #13244
BL + (0, −δB (S))|BR + (−δR (S), 0)
S⊆{L,R,T,B}

where δX (S) = 15 if X ∈ S or − 15 otherwise. Finally, to ensure that no two points in a
single quadrant have equal x- or y-coordinate we first transform every point (x, y) into
y
x
(x + 10n
, y + 10n
) and then shift accordingly. For instance, a point (x, y) ∈ T L is transformed
y
x
to (x + 10n + δL (S), y + 10n
). Notice that the choice of lengths of the shifts guarantees
that no two points have the same x- or y- coordinate and the new coordinates are within
3
3
3
3
[− 10
, 10
] × [− 10
, 10
] square comparing to the original location of points. In the obtained
instances all points have non-integer coordinates, but we can normalize them into N 2
preserving the relative order between the points.
J
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Abstract
We study two geometric variations of the discriminating code problem. In the discrete version, a
finite set of points P and a finite set of objects S are given in Rd . The objective is to choose a subset
S ∗ ⊆ S of minimum cardinality such that the subsets Si∗ ⊆ S ∗ covering pi , satisfy Si∗ 6= ∅ for each
i = 1, 2, . . . , n, and Si∗ 6= Sj∗ for each pair (i, j), i 6= j. In the continuous version, the solution set S ∗
can be chosen freely among a (potentially infinite) class of allowed geometric objects.
In the 1-dimensional case (d = 1), the points are placed on some fixed-line L, and the objects in
S are finite segments of L (called intervals). We show that the discrete version of this problem is
NP-complete. This is somewhat surprising as the continuous version is known to be polynomialtime solvable. This is also in contrast with most geometric covering problems, which are usually
polynomial-time solvable in 1D.
We then design a polynomial-time 2-approximation algorithm for the 1-dimensional discrete case.
We also design a PTAS for both discrete and continuous cases when the intervals are all required to
have the same length.
We then study the 2-dimensional case (d = 2) for axis-parallel unit square objects. We show
that both continuous and discrete versions are NP-hard, and design polynomial-time approximation
algorithms with factors 4 +  and 32 + , respectively (for every fixed  > 0).
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Introduction

We consider geometric versions of the Discriminating Code problem, which are variations
of classic geometric covering problems. A set of point sites P in Rd is given. For a set S
of objects of Rd , denote by Si the set of objects of S that contain pi ∈ P . The objective is
to choose a minimum-size set S ∗ of objects such that Si∗ 6= ∅ for all pi ∈ P (covering), and
Si∗ 6= Sj∗ for each pair of distinct sites pi , pj ∈ P (discrimination). In the discrete version,
the objects of S ∗ must be chosen among a specified set S of objects given in the input, while
in the continuous version, only the points are given, and the objects can be chosen freely
(among some infinite class of allowed objects).
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The problem is motivated as follows. Consider a terrain that is difficult to navigate. A set
of sensors, each assigned a unique identification number (id), are deployed in that terrain, all
of which can communicate with a single base station. If a region of the terrain suffers from
some specific problem, a subset of sensors will detect that and inform the base station. From
the id’s of the alerted sensors, one can uniquely identify the affected region, and a rescue
team can be sent. The covering zone of each sensor can be represented by an object in S.
The arrangement of the objects divides the entire plane into regions. A representative point
of each region may be considered as a site. The set P consists of some of those sites. We
need to determine the minimum number of sensors such that no two sites in P are covered
by the same set of ids. Apart from coverage problems in sensor networks, this problem
has applications in fault detection, heat prone zone in VLSI circuits, disaster management,
environmental monitoring, localization and contamination detection [18, 24], to name a few.
The general version of the problem has been formulated as a graph problem, as follows.
Minimum Discriminating Code (Min-Disc-Code) [5, 6]

Input: A connected bipartite graph G = (U ∪ V, E), where E ⊆ {(u, v)|u ∈ U, v ∈ V }.
Output: A minimum-size subset U ∗ ⊆ U such that U ∗ ∩ N (v) 6= ∅ for all v ∈ V , and
U ∗ ∩ N (v) 6= U ∗ ∩ N (v 0 ) for every pair v, v 0 ∈ V , v 6= v 0 .
In the geometric version of Min-Disc-Code, which will be further referred to as the
G-Min-Disc-Code, the two sets of nodes in the bipartite graph are U = a set of geometric
objects S, and V = a set of points P in Rd , and an object is adjacent to all the points it
contains. The code of a point p ∈ P with respect to a subset S 0 ⊆ S is the subset of S 0 that
contains p. Given an instance (P, S), two points pi , pj ∈ P are called twins if each member in
S that contains pi also contains pj , and vice-versa. An instance (P, S) of G-Min-Disc-Code
is twin-free if no two points in P are twins. Geometrically, if we consider the arrangement [8]
A of the geometric objects S, then the instance (P, S) is twin-free if each cell of A contains
at most one point of P . As mentioned earlier, for a twin-free instance, a subset of S that
can uniquely assign codes to all the points in P is said to discriminate the points of P and is
called a discriminating code or disc-code in short. In the discrete version of the problem, our
objective is to find a subset S ∗ ⊆ S of minimum cardinality that is a disc-code for the points
in P . In the continuous version, we can freely choose the objects of S ∗ . The two problems
are formally stated as follows.
Discrete-G-Min-Disc-Code

Input: A point set P to be discriminated, and a set of objects S to be used for the
discrimination.
Output: A minimum-size subset S ∗ ⊆ S which discriminates all points in P .
Continuous-G-Min-Disc-Code

Input: A point set P to be discriminated.
Output: A minimum-size set S ∗ of objects that discriminate the points in P , and that
can be placed anywhere in the region under consideration.
Related work. The general Min-Disc-Code problem is NP-hard and hard to approximate [5, 6, 17]. In the context of the above-mentioned practical applications, Discrete-GMin-Disc-Code in 2D was defined in [2], where an integer programming formulation (ILP) of
the problem was given along with an experimental study. Continuous-G-Min-Disc-Code
was introduced in [13], and shown to be NP-complete for disks in 2D, but polynomial-time
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in 1D (even when the intervals are restricted to have bounded length). These two problems
are related to the class of geometric covering problems, for which also both the discrete and
continuous version are studied extensively [16]. A related problem is the Test Cover problem [9], which is similar to Min-Disc-Code (but defined on hypergraphs). It is equivalent
to the variant of Min-Disc-Code where the covering condition “U ∗ ∩ N (v) 6= ∅” is not
required. Thus, a discriminating code is a test cover, but the converse may not be true.
Geometric versions of Test Cover have been studied under various names. For example,
the separation problems in [3, 7, 14] can be seen as continuous geometric versions of test
cover in 2D, where the objects are half-planes. Test Cover behaves very similarly to
Min-Disc-Code, and our techniques could be applied to Test Cover to obtain similar
results. Such results do not exist in the literature. Similar problems are also called shattering
problems, see [22]. A well-studied special case of Min-Disc-Code for graphs is the problem
Minimum Identifying Code (Min-ID-Code). This problem was studied in particular for
the related setting of geometric intersection graphs, for example on unit disk graphs [20] and
interval graphs [4, 10, 11].

Our results. We show that Discrete-G-Min-Disc-Code in 1D, that is, the problem of
discriminating points on a real line by interval objects of arbitrary length, is NP-complete.
For this we reduce from 3-SAT. Here, the challenge is to overcome the linear nature of the
problem and to transmit the information across the entire construction without affecting
intermediate regions. This result is in contrast with Continuous-G-Min-Disc-Code in
1D, which is polynomial-time solvable [13]. This is also in contrast with most geometric
covering problems, which are usually polynomial-time solvable in 1D [16]. We then design
a polynomial-time 2-factor approximation algorithm for Discrete-G-Min-Disc-Code in
1D. To this end we use the concept of minimum edge-covers in graphs, whose optimal
solution can be found by computing a maximum matching of the graph. We also design
a polynomial-time approximation scheme (PTAS) for both Discrete-G-Min-Disc-Code
and Continuous-G-Min-Disc-Code in 1D, when the objects are required to all have the
same (unit) length. We also study both problems in 2D for axis-parallel unit square objects,
which form a natural extension of 1D intervals to the 2D setting. The continuous version is
known to be NP-complete for unit disks [13], and we show that the reduction can be adapted
to our setting, for both the continuous and discrete case. We then design polynomial-time
constant-factor approximation algorithms for both problems in the same setting, of factors
4 +  for Continuous-G-Min-Disc-Code, and 32 +  for Discrete-G-Min-Disc-Code
(for any fixed  > 0). To this end, we re-formulate the problem as an instance of stabbing a
set L of given line segments by placing unit squares in R2 . (Here a line segment ` ∈ L is
stabbed by a unit square if exactly one end-point of ` is contained in the square.)
We propose a 4-factor approximation algorithm for this stabbing problem, which, to the
best of our knowledge, is the first polynomial-time constant-factor algorithm for it.1
Our results are summarized in Table 1. Due to space restrictions, the proofs of the
statements marked with ? can be found in the full version.

1

Such algorithms exist for a related, but different, segment-stabbing problem by unit disks, where a disk
stabs a segment if it intersects it once or twice [21, 15].
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Table 1 Summary of our results.
Continuous-G-Min-Disc-Code

Object Type
1D intervals

Discrete-G-Min-Disc-Code

Hardness

Algorithm

Hardness

Algorithm

-

Polynomial [13]

NP-hard (Thm. 5)

2-approximable (Thm. 9)

1D unit intervals

Open

PTAS (Thm. 13)

Open

PTAS (Thm. 13)

2D axis parallel
unit squares

NP-hard (Thm. 14)

(4 + )-approximable (Thm. 17)

NP-hard (Thm. 14)

(32 + )-approximable (Thm. 18)

2

The one-dimensional case

An instance (P, S) of Discrete-G-Min-Disc-Code is a set P = {p1 , . . . , pn } of points and
a set S of m intervals of arbitrary lengths placed on the real line R. Assuming that the points
are sorted with respect to their coordinate values, we define n + 1 gaps G = {g1 , . . . , gn+1 },
where g1 = (−∞, p1 ), gi = (pi−1 , pi ) for 2 ≤ i ≤ n, and gn+1 = (pn , ∞). One can check
whether (P, S) is twin-free in O(n log n + m log m) i.e. O(m log m) because m ≥ n2 .
Observe that (i) if both endpoints of an interval s ∈ S lie in the same gap of G, then it
can not discriminate any pair of points; thus s is useless, and (ii) if more than one interval in
S have both their endpoints in the same two gaps, say ga = (pa , pa+1 ), gb = (pb , pb+1 ) ∈ G,
then both of them discriminate the exact same point-pairs. Thus, they are redundant and
we need to keep only one such interval. In a linear scan, we can first eliminate the useless
and redundant intervals. From now onwards, m will denote the number of intervals, none of
which are useless or redundant. Hence, m = O(n2 ).

2.1

NP-completeness for the general 1D case

Discrete-G-Min-Disc-Code is in NP, since given a subset S 0 ⊆ S, in polynomial time one
can test whether the problem instance (P, S 0 ) is twin-free (i.e. whether the code of every
point in P induced by S 0 is unique). Our reduction for proving NP-hardness is from the
NP-complete 3-SAT-2l problem [26] (defined below), to Discrete-G-Min-Disc-Code.
3-SAT-2l

Input: A collection of m clauses C = {c1 , c2 , . . . , cm } where each clause contains at
most three literals, over a set of n Boolean variables X = {x1 , x2 , . . . , xn }, and each
literal appears at most twice.
Output: A truth assignment of X such that each clause is satisfied.
Given an instance (X, C) of 3-SAT-2l, we construct in polynomial time an instance
Γ(X, C) of Discrete-G-Min-Disc-Code on the real line R. The main challenge of this
reduction is to be able to connect variable and clause gadgets, despite the linear nature of
our 1D setting. The basic idea is that we will construct an instance where some specific set
of critical point-pairs will need to be discriminated (all other pairs being discriminated by
some partial solution forced by our gadgets). Let us start by describing our basic gadgets.
I Definition 1. A covering gadget Π consists of three intervals I, J, K and four points p1 ,
p2 , p3 and p4 satisfying p1 ∈ I, p2 ∈ I ∩ J, p3 ∈ I ∩ J ∩ K and p4 ∈ J ∩ K as in Fig. 1.
Every other interval of the construction will either contain all four points, or none. There
may exist a set of points in K \ {I ∪ J}, depending on the need of the reduction.
I Observation 2. Points p1 ,p2 ,p3 ,p4 can only be discriminated by choosing all three intervals
I, J, K in the solution.
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K
J

Π

I
p1

p2

p3

p4

Figure 1 A covering gadget Π, and its schematic representation.

Proof. Follows from the fact that none of the intervals in Γ(X, C) that is not a member of
the covering gadget Π can discriminate the four points in Π. Moeover, if we do not choose I,
then p3 , p4 are not discriminated. If we do not choose J, p1 , p2 are not discrimnated. If we
do not choose K, p2 , p3 are not discriminated.
J
Let us now define the gadgets modeling the clauses and variables of the 3-SAT-2l instance.
I Definition 3. Let ci be a clause of C. The clause gadget for ci , denoted Gc (ci ), is defined
by a covering gadget Π(ci ) along with two points pci , p0ci placed in K \ {I ∪ J} (see Fig. 2).
K
J

Π(ci)

I
p1

p2

p3

p4

pci

p0ci

Figure 2 A covering gadget Gc (ci ), and its schematic representation.

The idea behind the clause gadget is that some interval that ends between points pci , p0ci
will have to be taken in the solution, so that this pair gets discriminated.
I Definition 4. Let xj be a variable of X. The variable gadget for xj , denoted Gv (xj ),
is defined by a covering gadget Π(xj ), and five points p1xj , . . . , p5xj placed consecutively in
K \ {I ∪ J}. It also contains six intervals Ix0j , Ix1j , Ix2j , Ix0¯j , Ix1¯j , Ix2¯j , as in Fig. 3. The right
end points will depend on the formula.

Ix1¯j
Ix0j
p1xj

Ix2¯j
Ix0¯j

Ix2j

Ix1j
p2xj

p3xj

p4xj

p5xj

Π(xi)
Figure 3 A variable gadget Gv (xj ).

In a variable gadget Gv (xj ), the intervals Ix1j and Ix2j represent the occurrences of literal
xj , while Ix1¯j and Ix2¯j represent the occurrences of x¯j . The right end points of each of these
four intervals will be in the clause gadget of the clause that the occurrence of the literal
belongs to. Thus, Γ(X, C) is constructed as follows. Note that we can assume that every
literal appears in at least one clause (otherwise, we can fix the truth value of the variable
and obtain a smaller equivalent instance).
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For each variable xi ∈ X, Γ(X, C) contains a variable gadget Gv (xi ).
The gadgets Gv (x1 ), Gv (x2 ), . . . , Gv (xn ) are positioned consecutively, in this order,
without overlap.
For each clause cj ∈ C, Γ(X, C) contains a clause gadget Gc (cj ).
The gadgets Gc (c1 ), Gc (c2 ), . . . , Gc (cm ) are positioned consecutively, in this order, after
the variable gadgets, without overlap.
For every variable xi , assume xi appears in clauses ci1 and ci2 , and x̄i appears in ci3 and
ci4 (possibly i1 = i2 or i3 = i4 ). Then, we extend interval Ix1i so that it ends between
pci1 and p0ci1 ; Ix2i ends between pci2 and p0ci2 ; Ix1¯i ends between pci3 and p0ci3 ; Ix2¯i ends
between pci4 and p0ci4 .
Let C Π be the union of the disc-codes (i.e. all intervals of type I, J, K, by Observation 2)
of all covering gadgets. Observe that C Π discriminates the points p1 , p2 , p3 , p4 in each covering
gadget Π, and any point covered by K from any other point not covered by K. It follows
that all point-pairs are discriminated by C Π , except the following critical ones:
the pairs among the five points p1xi , . . . , p5xi of each variable gadget Gv (xi ), and
the point pair {pcj , p0cj } of each clause gadget Gc (cj ).
I Theorem 5 (?). Discrete-G-Min-Disc-Code in 1D is NP-complete.
Proof (sketch). We prove that (X, C) is satisfiable if and only if Γ(X, C) has a disc-code of
size 6n + 3m. In both parts of the proof, we will consider the set C Π defined above. Each
variable gadget and clause gadget contains one covering gadget. Thus, |C Π | = 3(n + m).
Consider first some satisfying truth assignment of X. We build a solution set C as follows.
First, we put all intervals of C Π in C. Then, for each variable xi , if xi is true, we add
intervals Ix0i , Ix1i and Ix2i to C. Otherwise, we add intervals Ix0¯i , Ix1¯i and Ix2¯i to C. Notice that
|C| = 6n + 3m. As observed before, it suffices to show that C discriminates the point-pair
{pcj , p0cj } of each clause gadget Gc (cj ), and the points p1xi , . . . , p5xi of each variable gadget
Gv (xi ). (All other pairs are discriminated by C Π .)
For the converse, assume that C is a discriminating code of Γ(X, C) of size 6n + 3m. By
Observation 2, C Π ⊆ C. Thus there are 3n intervals of C that are not in C Π , and we show
that each variable gadget contains exactly three. Then, we show how to construct a truth
assignment of (X, C). Notice that at least one of Ix0i and Ix0¯i must belong to C, otherwise
some points of Gv (xi ) cannot be discriminated. If Ix0i ∈ C, but Ix0¯i ∈
/ C, then necessarily
Ix1i ∈ C and Ix2i ∈ C, and we can set xi to true. Similarly, if Ix0¯i ∈ C but Ix0i ∈
/ C, we set it
to false. If both are in C, we choose the truth value depending on which third interval of
the gagdet belongs to C. The properties of the gadget then ensure that this assignment is
satisfying.
J

2.2

A 2-approximation algorithm for the general 1D case

We next use the classic algorithm solving the edge-cover problem of an undirected graph to
design a 2-factor approximation algorithm for Discrete-G-Min-Disc-Code in 1D.
Edge-Cover

Input: An undirected graph G = (V, E).
Output: A subset E 0 ⊆ E such that every vertex is incident to at least one edge of E 0 .

S. Dey, F. Foucaud, S. C. Nandy, and A. Sen

s9

s8

s7

s6
s5

s4

p1

s3

v0

e9
p3

g2

v1

p4
g3

e0
v2

v3

v4

e8

s0
p2

g1

e2

e7
e1

s2

s1

g0

24:7
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g4

p6
g5

p7 p8
g6 g7

g8

v5

v6

v7

v8

e3

e6

(b)

(a)
Figure 4 (a) An instance (P, S), (b) corresponding graph G = (V, E) with MEC edges highlighted.
Note that s4 and s5 are redundant intervals.

We create a graph G = (V, E), where V = {v0 , v1 , . . . , vn } corresponds to the set G of
gaps. For each interval si = (ai , bi ) ∈ S, we create an edge ei = (vα , vβ ) ∈ E if ai ∈ gα and
bi ∈ gβ . See Figure 4 for an example. As we have removed useless and redundant intervals
(as defined at the beginning of Section 2), there are no loops and multiple edges in G. Thus,
|V | = n + 1 and |E| ≤ m. The minimum edge-cover (MEC) E 0 consists of (i) the edges of a
maximum matching in G, and (ii) for each unmatched vertex (if exists), any arbitrary edge
√
incident to that vertex [12]. It can be computed in time O(min(n2 , m n)) [19].
Let S 0 be the set of intervals corresponding to the edges of E 0 . Clearly, S 0 discriminates
all consecutive point-pairs of P , since for each gap gi , there is an interval with an endpoint
in gi . Moreover, S 0 is an optimal set of intervals discriminating all consecutive point-pairs.
Thus, any solution to Discrete-G-Min-Disc-Code for (P, S) has size at least |S 0 |, since
any such solution should in particular discriminate consecutive point-pairs.
I Lemma 6 (?). The points in P can be classified into sets U, Q0 , . . . , Qk using the set S 0 ,
with the following properties.
A subset U ⊆ P will receive unique codes by S 0 ,
A subset Q0 ⊂ P may not be covered by the intervals of S 0 , and hence they will not receive
any code. If |Q0 | > 0 then the elements in Q0 are non-consecutive.
Some subsets Q1 , . . . , Qk of points (of sizes > 1) of P may each receive the same nonempty
code by S 0 . In that case, the members of each of those subsets are non-consecutive.
Proof of Lemma 6. Clearly, since S 0 discriminates all consecutive point-pairs, for any integer i, any two points of Qi cannot be consecutive.
J
I Lemma 7. Denote by I(Qi ), the interval starting at the first point of Qi and stopping at
the last point of Qi . Then, for any two distinct sets Qi and Qj , either I(Qi ) and I(Qj ) are
disjoint, or one of them (say Qj ) is strictly included between two consecutive points of the
other (Qi ). In that case, we say that Qj is nested inside Qi .
Proof. Suppose that I(Qi ) and I(Qj ) intersect. Recall that all the points in Qi have the
same code Ci by S 0 , and all the points in Qj have the same code Cj 6= Ci by S 0 . That is,
each interval of S 0 either contains all points or no point of Qi and Qj , respectively, and there
is at least one interval I of S 0 that contains, say, all points of Qj but no point of Qi . Then,
necessarily, I(Qj ) is included between two consecutive points of Qi , as claimed.
J
For a set Qi of size s, we denote qi1 , . . . , qis the points in Qi . We give a lower bound
on |S 0 |.
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Figure 5 Illustration of Lemma 6 with two different MECs: the points in set U (red), Q0 (blue)
and Q1 (green).

I Lemma 8 (?). We have |S 0 | ≥

Pk

i=0 (|Qi |

− 1) + 1.

Proof. Consider the sets Q0 , . . . , Qk (possibly Q0 = ∅). We will prove that every interval
I(Qi ) contains a set Si0 of at least |Qi | − 1 intervals of S 0 that are included in I(Qi ). Moreover,
for every Qj that is nested inside Qi , none of the intervals of Si0 are included in I(Qj ).
We proceed by induction on the nested structure of the I(Qi )’s that follows from Lemma 7.
As a base case, assume that I(Qi ) has no interval I(Qj ) nested inside. Since by Lemma 6,
the points of Qi are non-consecutive inside P , between each pair qia , qia+1 of consecutive
points of Qi , there is at least one point p of P . By definition of Qi , p is discriminated from
all points of Qi by S 0 . Hence, there is an interval of S 0 that lies completely between qia and
qia+1 : add it to Si0 . Since there are |Qi | − 1 such consecutive pairs, |Si0 | ≥ |Qi | − 1: the base
case is proved.
Next, assume by induction that the claim is true for all the intervals Qj that are nested
inside Qi . Consider a point qia of Qi that is not the last point of Qi . Again, between qia and
qia+1 , there is a point of P . Let p be the point of P that comes just after qia . The set S 0
discriminates the two consecutive points qia and p. However, there cannot be an interval of
S 0 covering qia and ending between qia and p, otherwise it would also discriminate qia and
qia+1 . Thus, there must be an interval I of S 0 that starts between qia and p. Notice that I is
not included in any I(Qj ), for Qj nested inside Qi . Thus, we can add I to Si0 . Repeating
this for all points of Qi except the last one, we obtain that |Si0 | ≥ |Qi | − 1, as claimed.
Pk
We have thus proved that there are at least i=0 (|Qi | − 1) distinct intervals of S 0 , each
of them being included in some I(Qi ). But moreoever, there is at least one interval of S 0 that
is not included in any I(Qi ). Indeed, there must be an interval of S 0 that corresponds to an
edge of E 0 that covers the first gap g0 . This interval has not been counted in the previous
Pk
argument. Thus, it follows that |S 0 | ≥ i=0 (|Qi | − 1) + 1.
J
Next, we will choose additional intervals from S \ S 0 to discriminate the points in ∪kj=0 Qj ,
and add them to S 0 . The resulting set, S 00 , will form a discriminating code of (P, S). Consider
some set Qi = {qi1 , . . . , qis }. We will choose at most s − 1 new intervals so that all points in
Qi are discriminated: call this set Si00 . We start with qi1 , qi2 , and we select some interval of S
that discriminates qi1 , qi2 (since (P, S) can be assumed to be twin-free, such an interval exists)
and add it to Si00 . We then proceed by induction: at each step a (2 ≤ a ≤ s − 1), we assume
that the points qi1 , . . . , qia are discriminated, and we consider qia+1 . There is at most one
point, say qib , among qi1 , . . . , qia whose code is the same as qia+1 by Si00 (since by induction
qi1 , . . . , qia all have different codes). We thus find one interval of S that discriminates qia+1 , qib
and add it to Si00 . In the end we have |Si00 | ≤ |Qi | − 1.
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After repeating this process for every set Qi , all pairs of points of P are discriminated
Sk
by S 0 ∪ j=0 Sj00 . Finally, we may have to add one additional interval in order to cover one
point of Q0 , that remains uncovered. Let us call S 00 the resulting set: this is a discriminating
Pk
code of (P, S). Moreover, we have added at most j=0 (|Qj | − 1) + 1 additional intervals to
Pk
S 0 , to obtain S 00 . By Lemma 8, we thus have |S 00 | ≤ |S 0 | + j=0 (|Qj | − 1) + 1 ≤ 2|S 0 |.
Hence, denoting by OP T the optimal solution size for (P, S), and recalling that |S 0 | ≤
OP T , we obtain that |S 00 | ≤ 2|S 0 | ≤ 2OP T . Moreover, the construction of S 00 from S can
be done in linear time. Thus, we have proved the following:
I Theorem 9. The proposed algorithm produces a 2-factor approximation for Discrete-G√
Min-Disc-Code in 1D, and runs in time O(min(n2 , m n)).

2.3

A PTAS for the 1D unit interval case

The following observation (which was also made in the related setting of identifying codes of
unit interval graphs [10, Proposition 5.12]) plays an important role in designing our PTAS.
I Observation 10. In an instance (P, S) of Discrete-G-Min-Disc-Code in 1D, if the
objects in S are intervals of the same length, then discriminating all the pairs of consecutive
points in P is equivalant to discriminating all the pairs of points in P .
n
For a given  > 0, we choose d n
4 e points, namely q1 , q2 , . . . , qd 4 e ∈ P , called the reference
2
points, as follows: q1 is the d  e-th point of P from the left, and for each i = 1, 2, . . . , b n
4 c,
the number of points in P between every consecutive pair (qi , qi+1 ) is d 4 e, including qi and
qi+1 (the number of points to the right of qd n
may be less than d 2 e). For each reference
4 e
point qi , we choose two intervals Ii1 , Ii2 ∈ S such that both Ii1 , Ii2 contain (span) qi , and the
left (resp. right) endpoint of Ii1 (resp. Ii2 ) have the minimum x-coordinate (resp. maximum
x-coordinate) among all intervals in S that span qi . Observe that all the points in P that lie
in the range Gi = [`(Ii1 ), r(Ii2 )] are covered, where `(Ii1 ), r(Ii2 ) are the x-coordinates of the
left endpoint of Ii1 and the right endpoint of Ii2 , respectively. These ranges will be referred to
as group-ranges. Since the endpoints of the intervals are distinct, the span of a group-range
is strictly greater than 1. The span of an interval may be defined as the number of points
that lie inside it.
We now define a block as follows. Observe that the ranges Gi and Gi+1 may or may
not overlap. If several consecutive ranges Gi , Gi+1 , . . . , Gk are pairwise overlapping, then
the horizontal range [`(Ii1 ), r(Ik )] forms a block. The region between a pair of consecutive
blocks will be referred to as a free region. We use B1 , B2 , . . . , Bl to name the blocks in order,
and F0 , F1 , . . . , Fl to name the free regions (from left to right). The points in each block
are covered. Here, the remaining tasks are (i) for each block, choose intervals from S such
that consecutive pairs of points in that block are discriminated, and (ii) for each free region,
choose intervals from S such that all its points are covered, and the pairs of consecutive
points are discriminated. Observe that no interval I ∈ S can contain both a point in Fi and
a point in Fi+1 since Fi and Fi+1 are sepatated by the block Bi+1 . The reason is that if
there exists such an interval I, then it will contain the reference point qj ∈ Bi+1 just to the
right of Fi 2 . This contradicts the choice of Ij1 for qj . Thus, the discriminating code for a free
region Fi is disjoint from that of its neighboring free region Fi+1 . So, we can process the
free regions independently.

2

the reference point of the leftmost group-range Gj of the block Bi+1 .
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Processing of a free region. Let the neighboring group-ranges of a free region Fi be Ga
and Ga+1 , respectively. There are at most 4 points lying between the reference points of Ga
and Ga+1 . Among these, several points of P to the right (resp. left) of the reference point of
Ga (resp. Ga+1 ) are inside block Bi (resp. Bi+1 ). Thus, there are at most 4 points in Fi .
We collect all the members in IFi ⊆ S that cover at least one point of Fi . Note that, though
we have deleted all the redundant intervals of S, there may be several intervals in S with an
endpoint lying in a gap inside that free region, and their other endpoint lies in distinct gaps
of the neighboring block. There are some blue intervals which are redundant with respect to
the points Fi ∩ P , but are non-redundant with respect to the whole point set P (see Figure
6). However, the number of such intervals is at most 4 due to the definition of (Ii1 , Ii2 ) of the
right-most group-range of the neighboring block Bi and left-most group-range of Bi+1 .

gap

g-range
Ga

Ni

Ga+1

Figure 6 Demonstration of redundant edges in a free region which are non-redundant in the
problem instance (P, S).

Thus, we have |IFi | = O(1/2 ). We consider all possible subsets of intervals of IFi , and
test each of them for being a discriminating code for the points in Fi . Let Di be all possible
2
different discriminating codes of the points in Fi , with |Di | = 2O(1/ ) in the worst case.
Processing of a block. Consider a block Bi ; its neighboring free regions are Fi and Fi+1 .
Consider two discriminating codes d ∈ Di and d0 ∈ Di+1 . As in Section 2.2, we create a
graph Gi = (Vi , Ei ) whose nodes Vi correspond to the gaps of Bi which are not discriminated
by the intervals used in Di and Di+1 . Each edge e ∈ Ei corresponds to an interval in S that
discriminates pairs of consecutive points corresponding to two different nodes of Vi . Now, we
can discriminate each non-discriminated pair of consecutive points in Bi by computing a
minimum edge-cover of Gi in O(|Vi |2 ) time [19]. As mentioned earlier, all the points in Bi
are covered. Thus, the discrimination process for the block Bi is over. We will use θ(d, d0 ) to
denote the size of a minimum edge-cover of Bi using d ∈ Di and d0 ∈ Di+1 .
Computing a discriminating code for P . We now create a multipartite directed graph
H = (D, F). Its i-th partite set corresponds to the discriminating codes in Di , and D =
∪li=0 Di . Each node d ∈ D has its weight equal to the size of the discriminating code d. A
directed edge (d, d0 ) ∈ F connects two nodes d and d0 of two adjacent partite sets, say d ∈ Di
and d0 ∈ Di+1 , and has its weight equal to θ(d, d0 ). For every pair of partite sets Di and
Di+1 , we connect every pair of nodes (d, d0 ) d ∈ Di and d0 ∈ Di+1 , where i = 0, 1, . . . , l − 1.
Every node of D0 is connected to a node s with weight 0, and every node of Dl is connected
to a node t with weight 0.
I Lemma 11 (?). The shortest weight of an s-t path3 in H is a lower bound on the size of
the optimum discriminating code for (P, S).

3

The weight of a path is equal to the sum of costs of all the vertices and edges on the path.
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Let S 0 denote the set of intervals of S in a shortest s-t path in H. The intervals in S 0
may not form a discriminating code for P , as the points in a block may not all be covered.
However, the additional intervals {(Ii1 , Ii2 ), i = 1, 2, . . . , d n
2 e} ensure the covering of the
0
points in all blocks Bi , i = 1, 2, . . . , d n
e.
Thus,
SOL
=
S
∪ {(Ii1 , Ii2 ), i = 1, 2, . . . , d n
2
4 e} is
a discriminating code for (P, S). Moreover, the optimum size of the discriminating code,
denoted OP T , satisfies OP T ≥ d n+1
2 e due to the fact that we have (n + 1) gaps, and each
interval in S covers exactly 2 gaps. This fact, along with Lemma 11 implies:
I Lemma 12 (?). |SOL| ≤ (1 + )OP T .
Proof. By Lemma 11, |I 0 | ≤ Iopt . The number of extra intervals to cover the blocks is n
2 .
n
Again, 2 ≤ EC(P ) ≤ Iopt , where EC(P ) is the size of minimum edge-cover of the graph G
created with the points in P and the intervals in I. Thus, |SOL| ≤ (1 + )Iopt .
J
2

The number of possible discriminating codes in a free region is 2O(1/ ) . Thus, we may have
2
at most 2O(1/ ) edges between a pair of consecutive sets Di and Di+1 . As the computation
of the cost of an edge between the sets Di and Di+1 invokes the edge-cover algorithm of an
undirected graph, it needs O(|Bi |2 ) time [19]. Thus, the total running time of the algorithm
is A + B, where A is the time of generating the edge costs, and B is the time for computing
Pd n
2
4 e O(1/ )
a shortest path of H. We have A ≤ i=1
2
× O(|Bi |2 ). As the Bi ’s are mutually
2
2
2
O(1/ )
disjoint, we get A = O(n × 2
). Moreover, B = O(|F|) = O( n × 2O(1/ ) ) [25].
Moreover, we can easily reduce Continuous-G-Min-Disc-Code to Discrete-G-MinDisc-Code by first computing the O(n2 ) possible non-redundant unit intervals. Thus:
I Theorem 13. Discrete-G-Min-Disc-Code and Continuous-G-Min-Disc-Code in
1D for unit interval objects have a PTAS: for every  > 0, they admit a (1 + )-factor
2
approximation algorithm with time complexity 2O(1/ ) n2 .

3

The two-dimensional case: axis-parallel unit squares

In [13], it was shown that Continuous-G-Min-Disc-Code for bounded-radius disks is NPcomplete. The same proof technique, a reduction from the NP-complete P3 -Partition-Grid
problem [27], can be adapted to show the following.
I Theorem 14 (?). Continuous-G-Min-Disc-Code and Discrete-G-Min-Disc-Code
for axis-parallel unit squares in 2D are NP-complete.

3.1

A (4 + )-approximation algorithm for the continuous problem

We formulate our algorithm by extending the ideas for the 1D case in Section 2.2. Here,
our goal is to choose a set Q of points in R2 of minimum cardinality such that every
point of P is covered by at least one axis-parallel unit square centered at Q, and for
every pair of points pi , pj ∈ P (i 6= j), there exists at least one square whose boundary
intersects the interior of the segment pi pj exactly once. We define the set of line segments
L(P ) = {pi pj for all pi , pj ∈ P, i =
6 j}, where pi pj is the line segment joining pi and pj . We
will thus use the following problem:
Segment-Stabbing

Input: A set L of segments in 2D.
Output: A minimum-size set S of axis-parallel unit squares in 2D such that each
segment is intersected exactly once by some square of S.
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In fact, Segment-Stabbing for the input L(P ) is equivalent to the Test Cover
problem for P using axis-parallel unit squares as tests. As in the edge-cover formulation
of Discrete-G-Min-Disc-Code in 1D from Section 2.2, here also a feasible solution of
Segment-Stabbing ensures that the two endpoints of each line segment of L(P ) are
discriminated, but one point may remain uncovered. Thus, we have the following:
I Observation 15. For a feasible solution Φ of Segment-Stabbing,
(a) Φ discriminates every point-pair in P and
(b) at most one point is not covered by any square in Φ.
In order to discriminate the two endpoints of a member ` = [a, b] ∈ L(P ), we need to
consider the two cases: λ(`) ≥ 1 and λ(`) < 1, where λ(`) denotes the length of `. In the
former case, if a center is chosen in any one of the unit squares centered at a and b, the
segment ` is stabbed. However, more generally in the second case, to stab `, we need to
choose a center in the region (D(a) \ D(b)) ∪ (D(b) \ D(a)), where D(q) is the axis parallel unit
square centered at q (see Figure 7). Let us denote the set of all such objects corresponding
to the members in L(P ) as O. We now need to solve the Hitting Set problem, where the
objective is to choose a minimum number of center points in R2 , such that each object in
O contains at least one of those chosen points. We solve this problem using a technique
followed in [1] for covering a set of segments using unit squares.

(a)

(b)

Figure 7 Object for segment ` = [a, b], where (a) λ(`) ≥ 1 and (b) λ(`) < 1.

The Seg-HIT problem. Consider the arrangement [8] A of the objects in O. Create a set
Q of points by choosing one point in each cell of A. A square centered at a point q inside a
cell A ∈ A will stab all the segments whose corresponding objects have common intersection
A. For each point q ∈ Q, we use an indicator variable xq . Thus, we have an integer linear
programming (ILP) problem, whose objective function is:
Z0 : min

|Q|
X

xα ,

α=1

subject to σ1 (`) + σ2 (`) ≥ 1 for all segments ` = [a, b] ∈ L(P ),
X
where σ1 (`) =
xα ,
qα ∈Q∩(D(a)\D(b))

and σ2 (`) =

X

xα ,

qα ∈Q∩(D(b)\D(a))

and xα ∈ {0, 1} for all points qα ∈ Q.

(1)
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As the ILP is NP-hard [23], we relax the integrality condition of the variables xq for all
q ∈ Q from Z0 , and solve the corresponding LP problem Z 0 :
Z 0 : min

|Q|
X

xα

α=1

subject to σ1 (`) + σ2 (`) ≥ 1 ∀ ` = [a, b] ∈ L(P ),
and

0 ≤ xα ≤ 1 ∀ qα ∈ Q

(2)

in polynomial time.
Observe that for each constraint, at least one of σ1 (`) or σ2 (`) will be greater than 12 .
We choose either (D(a) \ D(b)) or (D(b) \ D(a)) or both in a set O1 depending on whether
σ1 (`) > or = or < σ2 (`), and form an ILP Z1 for the hitting set problem with the objects in
O1 as stated above. Observe that, if x is an optimum solution for Z 0 , then 2x is a feasible
solution of Z 1 . Denoting by OP Tθ and OP T θ as the optimum solutions of the problem Zθ
and Z θ respectively, we have
OP T 1 ≤ 2

|Q|
X

xα = 2OP T 0 ≤ 2OP T0 ,

(3)

α=1

Type A

The L-HIT problem. Now, we solve Z1 , where each object is either a unit square or an
L-shape object whose length and width of the outer side are 1. Such an object is the union
of two rectangles of type A and B, where the one of type A has height 1 and width ≤ 1, and
the one of type B has width 1 and height ≤ 1 (see Figure 8).

Type B

Figure 8 L-shaped object which is the union of a type A and a type B object.

While solving Z1 , for each constraint, any (or both) of these cases must happen: (a) the
sum of variables whose corresponding points lie in a type A rectangle is ≥ 0.5, (b) the sum
of variables whose corresponding points lie in a type B rectangle is ≥ 0.5. We accumulate all
type A (resp. B) rectangles for which condition (a) (resp. (b)) is satisfied in set A (resp. B).
The ILP formulation Z2A of the hitting set problem for the rectangles in A can be done
as follows. Consider the arrangement of the rectangles in A. In each cell of the arrangement,
we can choose a point to form a set of points QA considering all the cells in A. Now,
X
Z2A : min
xq ,
q∈QA

subject to

X

xq ≥ 1 ,

q∈Aα

for each rectangle
and

Aα ∈ A ,
xq ∈ {0, 1}, ∀ q ∈ QA .

(4)
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Similarly, we can have an ILP formulation Z2B for the hitting set problem of the rectangles
A
B
in B. The corresponding LP problems are Z 2 and Z 2 respectively. Following the notations
introduced earlier, we have
A

B

OP T 2 + OP T 2 ≤ OP T2A + OP T2B ≤ 2OP T 1 .

(5)

The right-hand inequality follows from the fact that if we multiply the solution of the variables
in OP T 1 by 2, and then round the fractional part of each non-zero xα , we can get a feasible
solution for Z2A and Z2B .
A

A

B

The U-HIT problem. We now compute the optimum solution OP T 2 of Z 2 and OP T 2 of
B
Z 2 , where all rectangles in A are of unit height and all rectangles in B are of unit width.
1
Mustafa and Ray [21] proposed a PTAS for the U-HIT problem that runs in O(mn 2 ) time,
where n and m are the number of points and the number of unit-height rectangles.
Equations 3 and 5 and the PTAS for U-HIT lead to the following:
I Lemma 16. For a given set of line segments L, the aforesaid algorithm computes a
(4 + 0 )-factor approximation for Segment-Stabbing, for every fixed 0 > 0.
After solving Segment-Stabbing, by Observation 15, at most one point in P may not
be covered. Thus, we may add at most one extra square to cover that point, and obtain a
solution of size at most (4 + 0 )OP T + 1, which implies:
I Theorem 17. Continuous-G-Min-Disc-Code for axis-parallel unit squares in 2D has
a polynomial-time (4 + )-factor approximation algorithm, for every fixed  > 0.
Proof. It remains only to show that having a solution of size at most (4 + 0 )OP T + 1 gives
a (4 + )-approximation, for every fixed  > 0. To see this, note that OP T ≥ log2 (n + 1)
(where n is the number of points), since every point is assigned a distinct nonempty subset
of the solution SOL, and there can be at most 2|SOL| − 1 such subsets. The solution of
size (4 + 0 )OP T + 1 gives an approximation factor of 4 + 0 + OP1 T which is thus at most
1
1
4 + 0 + log (n+1)
. Thus, if 0 + log (n+1)
≤ , we are done. Otherwise, n ≤ 21/ and hence we
2
2
can solve the problem by brute-force in constant time (since  is fixed).
J

3.2

A (32 + )-approximation algorithm for the discrete problem

As for Continuous-G-Min-Disc-Code (Section 3), we reduce Discrete-G-Min-DiscCode to a special version of Hitting Set, where a set O of unit height rectangles and a set
Q of points are given. The set Q contains the centers of the squares in S, and the objective
is to find a minimum cardinality subset of Q that hits all the objects in O. Thus, using an
α-factor approximation algorithm for the discrete version of this hitting set problem, we
obtain a 4α-factor approximation algorithm for the Discrete-G-Min-Disc-Code.
I Theorem 18 (?). Discrete-G-Min-Disc-Code for axis-parallel unit squares in 2D has
a polynomial-time (32 + )-factor approximation algorithm, for every fixed  > 0..

4

Concluding remarks and open problems

We have seen that Discrete-G-Min-Disc-Code is NP-complete, even in 1D. This is in
contrast to most covering problems and to Continuous-G-Min-Disc-Code, which are
polynomial-time solvable in 1D [13, 16]. We believe that our simple reduction can be adapted

S. Dey, F. Foucaud, S. C. Nandy, and A. Sen

24:15

to the graph problem Min-ID-Code on interval graphs, proved to be NP-complete in [11], but
via a much more complex reduction. We also proposed a 2-factor approximation algorithm
for the Discrete-G-Min-Disc-Code problem in 1D, and a PTAS for a special case where
each interval in the set S is of unit length. It seems challenging to determine whether
Discrete-G-Min-Disc-Code in 1D becomes polynomial-time for unit intervals. As noted
in [13], this would be related to Min-ID-Code on unit interval graphs, which also remains
unsolved [11]. In fact, it also seems to be unknown whether Continuous-G-Min-Disc-Code
in 1D remains polynomial-time solvable with this restriction.
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Introduction

As a result of the rapid growth of electronic data sets, memory requirements become a
bottleneck in many applications as performance usually drops dramatically as soon as data
structures do no longer fit into faster levels of the memory hierarchy in computer systems.
Research on succinct data structures has lead to optimal-space data structures for many
types of data [30].
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Graphs are one the most widely used types of data. In this paper, we study succinct
distance oracles, i.e., data structures that efficiently compute the length of a shortest path
between two nodes, for interval graphs and related classes of graphs. Interval graphs are
the intersection graphs of intervals on the real line and have applications in operations
research [3] and bioinformatics [39]. Distance oracles are widely studied; for an overview of
the extensive literature see [37, 40, 38, 33].
Our distance oracles make fundamental use of (rooted) trees. Standard pointer-based
representations of trees use O(n) words or O(n log n) bits to represent a tree on n nodes, but
as the culmination of extensive work [20, 10, 25, 26, 8, 27, 23, 35, 31, 5, 21, 4, 16, 19, 14],
ordinal trees can be represented succinctly, i.e., using the optimal 2n + o(n) bits of space,
while supporting a plethora of navigational operations in constant time (on a word-RAM,
which we assume throughout this paper); cf. Table 1. One operation that has gained some
notoriety for not being supported by any of these data structures is mapping between preorder
(i.e., depth-first) ranks and level-order (breadth-first) ranks of nodes. Known approaches
to represent trees are either fundamentally breadth first – like the level-order unary degree
sequence (LOUDS) [20] – and very limited in terms of supported operation, or they are depth
first – like the depth-first unary degree sequence (DFUDS) [5], the balanced-parentheses
(BP) encoding [25] and tree covering (TC) [16] – and do not support level-order ranks, (see
Section 4.1 for more discussion).
In this paper, we present a new tree data structure that bridges the dichotomy, solving
an open problem of [19]. Our tree data structure is based on a novel way to (recursively)
decompose a tree into forests of subtrees that makes computing level-order information
possible. We describe how to support all operations of previous TC data structures based on
our new decomposition.
Supporting the mapping to and from level-order ranks was the missing keystone for our
succinct distance oracles for interval graphs, and our tree data structure will likely be of
independent interest as a building block for future work.
Our Results on Trees. Our first result is a succinct representation of ordinal trees which
occupies 2n + o(n) bits and supports all operations listed in Table 1 in O(1) time, that is, all
operations supported by previous work plus these new operations:
node_rankLEVEL (v) and node_selectLEVEL (i): computing the position of node v in a levelorder traversal of the tree resp. finding the ith node in the level-order traversal;
prev_internal(v) and next_internal(v): the non-leaf node closest to v in level-order
that comes before resp. after v.
Previously, node_rankLEVEL and node_selectLEVEL were only supported by the LOUDS representation of trees [20], which, however, does not support rank/select by preorder (and
generally only supports a limited set of operations). Hence our trees are the only succinct data
structures to map between preorder (i.e., depth-first) ranks and level-order (breadth-first)
ranks in constant time.
Our Results on Interval Graphs. Interval graphs are intersection graphs of intervals on the
line; several subclasses are obtained by further restricting how the intervals can intersect:
no interval is properly contained in another (proper interval graphs), or every interval is
contained by (contains) at most k other intervals (k-proper resp. k-improper interval graphs).
Circular-arc graphs are intersection graphs of arcs on a circle. The problem of representing
these graphs succinctly has been studied by Acan et al. [1], but without efficient distance
queries. We present succinct representations of interval graphs, proper interval graphs,
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Table 1 Navigational operations on succinct ordinal trees. (v denotes a node and i an integer).
parent(v)
degree(v)
child(v, i)
child_rank(v)
depth(v)
anc(v, i)
nbdesc(v)
height(v)
LCA(v, u)
leftmost_leaf(v)
rightmost_leaf(v)
level_leftmost(`)
level_rightmost(`)
level_pred(v)
level_succ(v)
prev_internal(v)
next_internal(v)
node_rankX (v)
node_selectX (i)
leaf_rank(v)
leaf_select(i)

the parent of v, same as anc(v, 1)
the number of children of v
the ith child of node v (i ∈ {1, . . . , degree(v)})
the number of siblings to the left of node v plus 1
the depth of v, i.e., the number of edges between the root and v
the ancestor of node v at depth depth(v) − i
the number of descendants of v
the height of the subtree rooted at node v
the lowest common ancestor of nodes u and v
the leftmost leaf descendant of v
the rightmost leaf descendant of v
the leftmost node on level `
the rightmost node on level `
the node immediately to the left of v on the same level
the node immediately to the right of v on the same level
the last internal node before v in a level-order traversal
the first internal node after v in a level-order traversal
the position of v in the X-order, X ∈ {PRE, POST, IN, DFUDS, LEVEL}, i.e., in a
preorder, postorder, inorder, DFUDS order, or level-order traversal of the tree
the ith node in the X-order, X ∈ {PRE, POST, IN, DFUDS, LEVEL}
the number of leaves before and including v in preorder
the ith leaf in preorder

k-proper/k-improper graphs, and circular-arc graphs in n lg n + (5 + ε)n + o(n), 2n + o(n),
2n lg k + 8n + o(n log k), and n lg n + o(n lg n) bits, respectively, where n is the number of
vertices and ε > 0 is an arbitrarily small constant, such that the following operations are
supported (time for interval graphs):
degree(v): the degree of v, i.e., the number of vertices adjacent to v;
adjacent(u, v): whether vertices u and v are adjacent;
neighborhood(v): iterating through the vertices adjacent to v;
spath(u, v): listing a shortest path from vertex u to v;
distance(u, v): the length of the shortest path from u to v;
All query times match those of Acan et al.; distance has the same complexity as adjacent;
(see Section 6 for precise statements). Succinctness of our representations (except k-(im)proper
interval graphs) is evidenced by information-theoretic lower bounds of n lg n−2n lg lg n−O(n)
bits [15, 1] and 2n − O(log n) bits [17, Thm. 12] on representing interval graphs (and circulararc graphs) and proper interval graphs, respectively.
The best previous distance oracles for interval graphs, proper interval graphs and circulararc graphs all result from corresponding distance labelings, a distributed version of distance
oracles, due to Gavoille et al. [15]. They require asymptotically ∼ 5n lg n, ∼ 2n lg n, resp.
∼ 10n lg n bits to represent the labeled graph. We improve all of these results even when
adding n lg n bits to store node labels, and our data structures further support operations
beyond distance. Interestingly, our distance oracles also prove separations between distance
labelings and distance oracles: Our data structures beat corresponding lower bounds for
the lengths of distance labelings – 3 lg n − 4 lg lg n for interval graphs [15, Thm. 2] resp.
2 lg n−2 lg lg n−O(1) for proper interval graphs [15, Thm. 3] – showing that these “centralized”
data structures are strictly more powerful than distributed ones.
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2

Related Work

Succinct Representations of Ordinal Trees. The LOUDS representation, first proposed by
Jacobson [20] and later studied by Clark and Munro [10] under the word RAM, uses 2n + o(n)
bits to represent a tree on n nodes, such that, given a node, its first child, next sibling and
parent can be located in constant time. Three other approaches, BP, DFUDS or TC, have since
been proposed to support more operations while still using 2n + o(n) bits.
As the oldest tree representation after LOUDS, BP-based representations have seen a long
history of successive improvements and uses in various applications of succinct trees. The
list of supported operations has grown over a sequence of several works [25, 26, 8, 27, 23,
35, 31] to include all standard operations, bar the level-order ones and node_rankDFUDS /
node_selectDFUDS . The other representations have a similar history, albeit shorter, and we
refer to [5, 21, 4] for DFUDS and [16, 19, 14] for TC. A full survey is also given in the full version
of this paper [18], including a summary of the operations supported by each of these three
approaches.Most works on succinct data structures for trees have focused on ordinal trees,
i.e., trees with unbounded degree where the order of children matters, but no distinction
is made, e.g., between a left and a right single child. Some ideas have been translated to
cardinal trees (and binary trees as a special case) [13, 11]. Other than supporting more
operations, work has been done for alternative goals such as achieving compression [21, 13],
reducing redundancy [31] and supporting updates [31].
Succinct Representations of Graphs. Several succinct representations of (subclasses of)
graphs have been studied, e.g., for general graphs [12], k-page graphs [20], certain classes of
planar graphs [9, 8, 7], separable graphs [6], posets [24] and distributive lattices [28]. Recently,
Acan et al. [1] showed how to represent an interval graph on n vertices in n lg n+(3+ε)n+o(n)
bits to support degree and adjacent in O(1) time, neighborhood(v) in O(degree(v)) time
and spath(u, v) in O(|spath(u, v)|) time, where ε is a positive constant that can be arbitrarily
small. To show the succinctness of their solution, they proved that n lg n − 2n lg lg n − O(n)
bits are necessary to represent an interval graph. They also showed how to represent a proper
interval graph and a k-proper/k-improper interval graph in 2n+o(n) and 2n lg k+6n+o(n log k)
bits, respectively, supporting the same queries.
Distance Oracles. Ravi et al. [34] considered the problem of solving the all-pair shortest
path problem over interval graphs in optimal O(n2 ) time in 1992. Later, Gavoille and Paul
in 2008 [15] designed a labeling scheme on the vertices using 5 lg n + 3 bit labels to compute
the distance between any two vertices u, v of an interval graph in O(1) time. Their work
implies a 5n lg n + O(n) bit distance oracle by simply concatenating all labels. Furthermore,
they proved a 3 lg n − o(lg n) bit lower bound for distance labeling. On the subject of chordal
graphs (which contain interval graphs), Singh et al. [36] designed a data structure of O(n)
words that can approximate the distance between two vertices u and v in O(1) time, and
the answer is between |distance(u, v)| and 2|distance(u, v)| + 8. More recently, Munro
and Wu [29] designed a succinct representation of chordal graphs using n2 /4 + o(n2 ) bits,
which inspired our new distance oracles. They also designed an approximate distance oracle
of n lg n + o(n log n) bits with O(1) query time, where answers are within 1 of the actual
distance.
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Notation and Preliminaries

We write [n..m] = {n, . . . , m} and [n] = [1..n] for integers n, m. We use lg for log2 and leave
the basis of log undefined (but constant); (any occurrence of log outside an Landau-term
should thus be considered a mistake). As is standard in the field, all running times assume
the word-RAM model with word size Θ(log n).
We use the data structure of Pǎtraşcu [32] for compressed bitvectors:
I Lemma 1 (Compressed bit vector). Let B[1..n] be a bit vector of length
n, containing
m 1-bits.



n
n
For any constant c, there is a data structure using lg m
+O lognc n ≤ m lg m
+O lognc n +m
bits of space that supports the following operations in O(1) time (for i ∈ [1, n]):
access(B, i): return B[i], the bit at index i in B.
rankα (B, i): return the number of bits with value α ∈ {0, 1} in B[1..i].
selectα (B, i): return the index of the i-th bit with value α ∈ {0, 1}.

4

Tree Slabbing

In this section, we describe the new tree-covering method used in our data structure.
Throughout this paper, let T be an ordinal tree over n nodes. We will identify nodes with
their ranks 1, . . . , n (order of appearance) in a preorder traversal. Tree covering (TC) relies
on a two-tier decomposition: the tree consists of mini trees, each of which consists of micro
trees. The former will be denoted by µi , the latter by µij .

4.1

The Farzan-Munro Algorithm

We will build upon previously used tree covering schemes. A greedy bottom-up approach
suffices to break a tree of n nodes into O(n/B) subtrees of O(B) nodes each [16]. However,
more carefully designed procedures yield restrictions on the touching points of subtrees:
I Lemma 2 (Tree Covering, [13, Thm. 1]). For any parameter B ≥ 3, an ordinal tree with n
nodes can be decomposed, in linear time, into connected subtrees with the following properties.
(a) Subtrees are pairwise disjoint except for (potentially) sharing a common subtree root.
(b) Each subtree contain at most 2B nodes.
(c) The overall number of subtrees is Θ(n/B).
(d) Apart from edges leaving the subtree root, at most one other edge leads to a node outside
of this subtree. This edge is called the “external edge” of the subtree.
Inspecting the proof, we can say a bit more: If v is a node in the (entire) tree and is also
the root of several subtrees (in the decomposition), then the way that v’s children (in the
entire tree) are divided among the subtrees is into consecutive blocks. Each subtree contains
at most two of these blocks. (This case arises when the subtree root has exactly one heavy
child: a node whose subtree size is greater than B, in the decomposition algorithm.)
Why is level-order rank/select hard? Suppose we try to compute the level-order rank of
a node v, and we try to reduce the global query (on the entire tree T ) to a local query that
is constrained to a mini tree µi . This task is easy if we can afford to store the level-order
ranks of the leftmost node in µi for each level of µi : then the level-order rank of v is simply
the global level-order rank of w, where w is the leftmost node in µi on v’s level (v’s depth),
plus the local level-order rank of v, minus the local level-order rank of w minus one (since we
double counted the nodes in µi on the levels above w).
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However, for general trees, we cannot afford to store the level-order rank of all leftmost
nodes. This would require height(µi ) · lg n bits for height(µi ) the height of µi ; towards a
sublinear overhead in total, we would need a o(1) overhead per node, which would (on average)
require µi to have |µi | = ω(height(µi ) log n) nodes or height height(µi ) = o(|µi |/ log n).
Since the tree T to be stored can be one long path (or a collection of few paths with small
off-path subtrees etc.), any approach based on decomposing T into induced subtrees is bound
to fail the above requirement.
The solution to this dilemma is the observation that the above “bad trees” have another
feature that we can exploit: The total number of nodes on a certain interval of levels is
small. If we keep such an entire horizontal slab of T together, translating global level-order
rank queries into local ones does not need the ranks of all leftmost nodes: everything in
these levels is entirely contained in µi now, and it suffices to add the level-order rank of the
(leftmost) root in µi .
Our scheme is based on decomposing the tree into parts that are one of these two extreme
cases – “skinny slabs” or “fat subtrees” – and counting them separately to amortize the cost
for storing level-order information.

4.2

Covering by Slabs

We fix two parameters: H ∈ N, the height of slabs, and B > H, the target block size.
We start by cutting T horizontally into slabs of thickness/height exactly H, but we allow
ourselves to start cutting at an offset o ∈ [H]. We choose o so as to minimize the total
number of nodes on levels at which we make the horizontal cuts. We call these nodes s-nodes
(“slabbed nodes”), and their parent edges slabbed edges. A simple counting argument shows
that the number of s-nodes (and slabbed edges) is at most n/H.
We
 will identify induced subgraphs with the set of nodes that they are induced by. So
Si = v : depth(v) ∈ [(i − 1)H + o .. iH + o] , the set of nodes making up the ith slab, also
denotes the ith slab itself, i = 0, . . . , h. Obviously, the number of slabs is h + 1 ≤ n/H + 2.
We note that the s-nodes are contained in two slabs. For any given slab, we will refer to the
first s-level included as (original) s-nodes and the second as promoted s-nodes. Note that the
first slab does not contain any s-nodes and the last slab does not contain promoted s-nodes.
Since Si is (in general) a set of subtrees, ordered by the left-to-right order of their roots,
we will add a dummy root to turn it into a single tree. We note that the s-nodes are the first
(after the dummy root) and the last levels of any slab.
If |Si | ≤ B, Si is a skinny subtree (after adding the dummy root) and will not be further
subdivided. If |Si | > B, we apply the Farzan-Munro tree-covering scheme (Lemma 2) with
parameter B to the slab (with the dummy root added) to obtain fat subtrees. This directly
yields the following result; an example is shown in Figure 1.
I Theorem 3 (Tree Slabbing). For any parameters B > H ≥ 3, an ordinal tree T with n
nodes can be decomposed, in linear time, into connected subtrees with the following properties.
(a) Subtrees are pairwise disjoint except for (potentially) sharing a common subtree root.
(b) Subtrees have size ≤ M = 2B and height ≤ H.
(c) Every subtree is either pure (a connected induced subgraph of T ), or glued (a dummy
root, whose children are connected induced subgraphs of T ).
(d) Every subtree is either a skinny (slab) subtree (an entire slab) or fat.
(e) The overall number of subtrees is O(n/H), among which O(n/B) are fat.
(f) Connections between subtrees µ and µ0 are of the following types:

M. He, J. I. Munro, Y. Nekrich, S. Wild, and K. Wu

25:7

1
0

2

3

4

5

6

1

2

7

10

59

2

3

4

5

6

1

2

7

10

59

7

8

9

10

11

12

13

14

3

5

6

8

11

48

52

53

15
60

16

17

18

19

20

21

22

23

24

4

9

12

46

49

50

51

54

61

25
73

26

27

28

29

30

31

32

33

13

14

47

55

56

57

58

62

34
72

35

36

15

63

35

36

15

63

37

38

16

64

39

40

17

65

41

42

18

66

43

44

19

67

43

44

19

67

45

46

20

68

47

48

49

21

69

70

50

51

22

52

41

71

53

54

23

42

53

54

23

42

55

56

57

24

40

43

59

60

25

61

35

63
26

65

66

33

34

36

39

69

70

71

72

27

30

31

32

37

68

69

70

71

72

27

30

31

32

37

74

28

29

44

67

68

73

45

62

38

64

58

Figure 1 An example of the tree-slabbing decomposition from Theorem 3 with B = 11 and
H = 4. Slabs are shown as shaded areas (light blue for skinny slabs, light gray for fat slabs). All
s-nodes are depicted twice, one in each slab they belong to. The trees within a slab are connected
by a dummy root (not depicted) and further decomposed as in Lemma 2; the resulting subtrees are
shown by the edge colors.

a. µ and µ0 share a common root. Each subtree contains at most two blocks of consecutive
children of a shared root.
b. The root of µ0 is a child of the root of µ.
c. The root of µ0 is a child of another node in µ. This happens at most once in µ.
d. µ0 contains the original copy of a promoted s-node in µ. The total number of these
connections is O(n/H).
„Oans, zwoa, G’suffa“. The above tree-slabbing scheme has two parameters, H and B. We
will invoke it twice, first using H = dlg3 ne and B = dlg5 ne to form m mini trees µ1 , . . . , µm
of at most M = 2B nodes each. While in general we only know m = O(n/H) = O(n/ log3 n),
only O(n/M ) = O(n/ log5 n) of these mini trees are fat subtrees (subtrees of a fat slab), the
others being skinny. Mini trees µi are recursively decomposed by tree slabbing with height
H 0 = d (lglglgnn)2 e and block size B 0 = d 81 lg ne into micro trees µi1 , . . . , µim0 of size at most
i

M 0 = 2b = 14 lg n. The total number of micro trees is m0 = m01 + · · · + m0m = O(n/H 0 ), but
at most O(n/B 0 ) are fat micro trees. We refer to the s-nodes created at mini resp. micro
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tree level as tier-1 resp. tier-2 s-nodes. After these two levels of recursion we have reached a
size for micro trees small enough to use a “Four-Russian” lookup table (including support
for various micro-tree-local operations) that takes sublinear space.
Internal node ids. Internally to our data structure, we will identify a node v by its “τ name”, a triple specifying the mini tree, the micro tree within the mini tree, and the node
within the micro tree. More specifically, τ (v) = hτ1 , τ2 , τ3 i means that v is the τ3 th node in
the micro-tree-local preorder (DFS order) traversal of µττ12 ; mini trees are ordered by when
their first node appears in a preorder traversal of T , ties (among subtrees sharing roots)
broken by the second node, and similarly for micro trees inside one mini tree.
Since there are O(n/H) mini trees, O(B/H 0 ) micro trees inside one mini tree, and O(B 0 )
nodes in one micro tree, we can encode any τ -name with ∼ lg n + 2 lg lg n + 2 lg lg lg n bits.
The concatenation τ1 (v)τ2 (v)τ3 (v) can be seen as a binary number; listing nodes in increasing
order of that number gives the τ -order of nodes.
Who gets promotion? A challenge in tree covering is to handle operations like child when
they cross subtree boundaries. The solution is to add the endpoint of a crossing edge also to
the parent mini/micro tree; these copies of nodes are called (tier-1/tier-2) promoted nodes.
They have their own τ -name, but actually refer to the same original node; we call the τ -name
of the original node the canonical τ -name.
For tree slabbing, we additionally have slabbed edges to handle. As mentioned earlier,
we promote all endpoints of slabbed edges into the parent slab before we further decompose
a slab. That way, the size bounds for subtrees already include any promoted copies, but we
blow up the number of subtrees by an – asymptotically negligible – factor of 1 + 1/H ∼ 1.
Promoted s-nodes again have both canonical and secondary τ -names.

5

Operations on Slabbed Trees

We now describe how to support operations efficiently in our data structure. Due to space
constraints, we describe some exemplary ones here and defer the others to the full version of
this paper [18].
We start by describing some common concepts. The type of a micro tree is the concatenation of its size (in Elias code), the BP of its local shape, and the preorder rank of the
promoted dummy node (0 if there is none), and several bits indicating whether the lowest
level are promoted s-nodes, and whether the root is a dummy root. We store a variable-cell
array of the types of all micro trees in τ -order. The BP of all micro trees will sum to
2n + O(n/H 0 ) = 2n + o(n) bits of space; the other components of the type are asymptotically
negligible. A type consists of at most ∼ 21 lg n bits, so we can store a table of all possible
√
types with various additional precomputed local operations in O( n polylog(n)) bits.

5.1

Preorder rank/select

We first consider how to convert between global preorder ranks and τ -names. Let us fix
one level of subtrees, say mini trees. Consider the sequence τ1 (v) for all the nodes v in a
preorder traversal. A node v so that τ1 (v) 6= τ1 (v − 1) is called a (tier-1) preorder changer
[19, Def. 4.1]. Similarly, nodes v with τ2 (v) 6= τ2 (v − 1) are called (tier-2) preorder changers.
We will associate with each node v “its” tier-1 (tier-2) preorder changer u, which is the last
preorder changer preceding v in preorder, i.e., max{u ∈ [1..v] : τ1 (u) 6= τ1 (u − 1)}; (Recall
that we identify nodes with their preorder rank.)
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By Theorem 3, the number of tier-1 preorder changers is O(n/H), since the only times a
mini-tree can be broken up is through the external edge (once per tree), the two different
blocks of children of the root, or at slabbed edges. Similarly, we have O(n/H 0 ) tier-2
preorder changers. We can thus store a compressed bitvector (Lemma 1) to indicate which
nodes in a preorder traversal are (tier-1/tier-2) preorder changers. The space for that is
log n)3
n
log(H)+n logloglogn n ) = o(n) for tier 1 and O( Hn0 log H 0 +n logloglogn n ) = O(n (loglog
O( H
) = o(n)
n
for tier 2.
We will additionally store a compressed bitvector indicating preorder changers by τ -name,
i.e., we traverse all nodes in τ -order and add a 1 if the current node is a preorder changer,
and a 0 if not. We can afford to do this using Lemma 1 for tier-1 and tier-2 in o(n) bits.
(The universe grows to n polylog(n), but with sufficiently large c that does not affect the
space by more than a constant factor). We can store O(log n) bits for each tier-1 changer and
O(log log n) bits for each tier-2 changer in an array, and using rank on the above bitvectors,
we can access that information given the node’s global preorder or τ -names.
Select. Given the preorder number of a node v, we want to find τ (v). Let u and u0 be
the tier-1 resp. tier-2 preorder changers associated with v. The core observation is that
τ1 (u) = τ1 (v) and τ2 (u0 ) = τ2 (v), since a node’s tier-1 (tier-2) preorder changer by definition
lies in the same mini- (micro-) tree as v. We thus store the array of τ1 -numbers of all tier-1
preorder changers as they are visited by a preorder traversal of T . Using rank and select
on the bitvectors from above, we find u, for which we look up τ1 . The procedure applies,
mutatis mutandis, to τ2 using the tier-2 preorder changer u0 . Since τ2 is local to a mini tree,
lg M = O(log log n) bits suffice, so we can afford to store τ2 for every tier-2 changer. We also
store the τ3 -number for each tier-2 changer in the same space. We can then obtain τ3 (v) as
the sum of τ3 (u0 ) and the distance from the last 1 in the bit vector indicating tier-2 changers.
Rank. Given τ (v) = hτ1 , τ2 , τ3 i, find the global preorder rank. Let again u and u0 be the
tier-1 resp. tier-2 preorder changers associated with v. The idea is to compute the preorder
rank as u + (u0 − u) + (v − u0 ), i.e., the global preorder of u and the distances between u
and u0 resp. u0 and v. Of course, we do not know u and u0 or their distances directly, but we
can store them as follows. We use the τ -order of nodes to store the mapping from τ -name of
tier-1 preorder changers to their global preorder ranks. For each tier-2 changer, we store the
mapping of τ -names to distances to associated tier-1 changers (O(log log n) bits each).
It remains to compute τ (u) and τ (u0 ) from τ (v). v and u0 only differ in τ3 and we use
the micro-tree lookup table to store τ3 of each node’s tier-2 changer. Then, we store for each
tier-2 changer u0 the pair hτ2 , τ3 i of its tier-1 changer (another O(log log n) bits each). Using
the τ -names of u and u0 , we obtain the preorder rank of v.

5.2

Level-order rank/select

Let w1 , . . . , wn be the nodes of T in level order, i.e., wi is the ith node visited in the left-toright breadth-first traversal of T . Similar to the preorder, we call a node wi a tier-1 (tier-2)
level-order changer if wi−1 and wi are in different mini- (micro-) trees. The following lemma
bounds the number of tier-1 (tier-2) level-order changers.
I Lemma 4. The number of tier-1 (tier-2) level-order changers is O(n/H + nH/B) =
O(n/ log2 n) (O(n/H 0 + nH 0 /B 0 ) = O(n/(log log n)2 )).
Proof. We focus on tier 1; tier 2 is similar. Lemma 3 already contains all ingredients: A
skinny-slab subtree consists of an entire slab, so its nodes appear contiguous in level order.
Each skinny mini tree thus contributes only 1 level-order changer, for a total of O(n/H) For
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the fat subtrees, each level appears contiguously in level order, and within a level, the nodes
from one mini tree form at most 3 intervals: one gap can result from a child of the root
that is in another subtree, splitting the list of root children into two intervals, and a second
gap can result from the single external edge. The other connections to other mini trees are
through s-nodes, and hence all lie on the same level. So each fat mini tree contributes at
most 3 changers per level it spans, for a total of O(H · n/B) level-order changers.
J
With that preparation done, we proceed similarly as for preorder.
Select. Given the level-order rank i, find τ (wi ). We store τ1 (w1 ), . . . , τ1 (wn ) in a piece-wise
constant array, using the same technique as for preorder (compressed bitvector for changers,
explicit values at changers), and similarly for τ2 (w1 ), . . . , τ2 (wn ). Both require o(n) bits.
For τ3 , we have to take an extra step as we don’t visit nodes in preorder now. But
we can store the micro-tree-local level-order rank j 0 at all tier-2 level-order changers and
compute the distance j 00 of wi from its tier-2 changer. The sum j 0 + j 00 is the micro-tree-local
level-order rank of wi , which we translate to τ3 (wi ) using the lookup table.
Rank. Given a node v by τ -name, we now seek the i with v = wi . We compute i as
j + (j 0 − j) + (i − j 0 ) for wj and wj 0 the tier-1 resp. tier-2 level-order changers of v = wi ;
(this is similar as for preorder rank above).
From the micro-tree lookup table, we obtain τ3 (wj 0 ) and the level-order distance to v.
For tier-2 changers, we store the mapping from τ to distance (in level order) to their tier-1
changers, as well as hτ2 , τ3 i of their tier-1 changers. Finally, for tier-1 changers, we map τ to
their lever-order ranks. That determines all summands for i.

5.3

Previous Internal Node in Level Order

Given τ (v), find prev_internal(v) = τ (w), where w is the last non-leaf node (degree(w) >
0) preceding v in level order. In the micro-tree lookup table, we store whether there is an
τ (v)
internal node to the left of v inside the micro-tree, and if so, its τ3 . If w does not lie in µτ12 (v) ,
we get v’s tier-2 level-order changer u0 from the lookup table, for which we store whether
there is an internal node to the left of u0 inside the micro-tree, and if so, store its hτ2 , τ3 i. If
w is also not in µτ1 (v) , we move to u0 ’s tier-1 level-order changer (hτ2 (u), τ3 (u)i is stored for
u0 ). At tier-1 changers u, we store prev_internal(u) directly.
Combining our work in Sections 4, 5, and the appendix of the full version of this paper [18]
we have our first result:
I Theorem 5 (Succinct trees). An ordinal tree on n nodes can be represented in 2n + o(n)
bits to support all the tree operations listed in Table 1 in O(1) time.

6

Distance Oracles and Interval Graph Representations

In this section, we present new time- and space-efficient distance oracles for interval graphs
and related classes. Here (and throughout this paper), we assume an interval realization of
the graph G = ([n], E) is given where all endpoints are disjoint and lie in [2n]; such can be
computed efficiently from G [1]. Vertices of an interval graph are labeled 1, . . . , n, sorted by
the left endpoints of their intervals.
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Distances in Interval Graphs

We first describe how to augment an interval-graph representation with O(n) additional bits
of space to support distance in constant time. Our distance oracles are based on the graph
data structures of Acan et al. [1]; we recall their result for interval graphs.
I Lemma 6 (Succinct interval graphs, [1]). An interval graph can be represented using
n lg n + (3 + ε)n + o(n) bits to support adjacent and degree in O(1) time, neighborhood
in O(degree(v)) time and spath(u, v) in O(distance(u, v)) time. Moreover, the interval
Iv = [`v , rv ] ∈ [2n]2 representing a vertex can be retrieved in O(1) time.1
As interval graphs are a subclass of chordal graphs, we will be using the algorithm of Munro
and Wu [29] to compute distances. For a vertex v, denote the bag of v by Bv = {w : `v ∈ Iw },
i.e., the set of vertices whose intervals contain the left endpoint of v’s interval. As in [29], we
define sv = min Bv . The shortest path algorithm given in [29] is similar to the one in [1].
Given u < v, we compute the shortest path by checking if u and v are adjacent. If so, add u
to the path; otherwise, add sv to the path and recursively find spath(sv , u).
As the next step for every vertex v is the same regardless of destination u, we can store
this unique step for each vertex as the parent pointer of a tree. We construct a tree T as
follows: for every vertex v = 1, . . . , n (in that order), add node v to the tree as the rightmost
(last) child of sv ; see Figure 2 for an example. The node v = 1 is the root of the tree. Thus
we have identified each vertex of G with a node of T . This correspondence is captured by
Lemma 7 below.
1
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Figure 2 An Interval Graph (middle) with Interval Representation (left), and distance tree
constructed (right).

We note that the above construction is undefined for a disconnected graph, as the leftmost
interval of a component would have an undefined parent. The simplest way to solve this is to
set the parent of such a vertex v as v − 1 (that is we add the edge between them). We will
also need to include a length n bit-vector, where the ith entry is a 1 if vertex i is the first
vertex of a component (to keep track of the edges we added). Any distance queries (between
u and v) will first check if the two vertices are in the same component by performing a rank
query on the bit-vector at indices u and v, and check that they are the same. Similarly for
adjacency and neighborhood queries; we will need to check if vertices are the first vertex of a
component, and if so, make sure the added edge is not reported.
I Lemma 7 (Distance tree BFS). Let a1 , a2 , . . . , an be a breadth-first traversal of T . Then
the corresponding vertices of G are 1, 2 . . . n.
1

Note that the arXiv version [2] of [1] erroneously claims a space usage of n lg n+(2+ε)n+o(n) bits for their
data structure. Interestingly, it is indeed possible to reduce the space to that by storing r1 , . . . , rn ∈ [2n],
the right endpoints, in rank-reduced form, R[1..n], (a permutation) and using ri = select1 (S, R[i]).
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Proof. First note that it immediately follows from the incremental construction of T in level
order that the node with largest index inserted so far is always the rightmost node on the
deepest level of T . So if the graph is disconnected, our procedure above does not change the
order of the vertices in level order, nor the order of the vertices in G. So we may assume
that the graph is connected.
For vertices u < v, we will show that the node in T corresponding to u appears before
the corresponding node to v in T in level order.
Suppose by contradiction that it is not. Thus we must have that sv < su in order for it
to be before u in the breadth-first ordering. If sv = su , then they are siblings and v is added
to the right of u by construction.
Therefore, we have the following facts: i) `v > `u as v > u, ii) `v ∈ Isv by definition
of sv , iii) `u ∈ Isu by definition of su , and iv) `sv < `su as sv < su . Thus we have
`sv < `su < `u < `v < rsv , and thus `u ∈ Isv . By definition, sv ∈ Bu which contradicts the
fact that su = min Bu .
J
With this correspondence, we will abuse notation when the context is clear and refer to
both the vertex in the graph and the corresponding node in the tree by v. Any conversion
that needs to be done will be done implicitly using node_rankLEVEL and node_selectLEVEL .
Now consider the shortest path computation for u < v. The only candidates potentially
adjacent to u are the ancestors of v at depths depth(u) − 1, depth(u), and depth(u) + 1.
The ancestor z of v at depth depth(u) + 2 cannot be adjacent to u as w = parent(z) > u,
and parent(z) is defined as the smallest node adjacent to z. Thus the distance algorithm
reduces to the following: For vertices u < v, compute w = anc(v, depth(u) + 1), the ancestor
of v at depth depth(u) + 1. Find the distance between u and w using the spath algorithm.
This is at most 3 steps, so in O(1) time. Finally take the sum of the distances, one from the
difference in depth and the other from the spath algorithm. The extra space needed is to
store the tree T , using 2n + o(n) bits, and for disconnected graphs, the component bitvector.
The results described above are summarized in the following theorem:
I Theorem 8 (Succinct interval graphs with distance). An interval graph G can be represented
using n lg n + (5 + ε)n + o(n) bits to support adjacent, degree and distance in O(1) time,
neighborhood in O(degree(v) + 1) time, and spath(u, v) in O(distance(u, v) + 1) time.
If G is disconnected, the space needed is n lg n + (6 + ε)n + o(n) bits.
Finally we note that this augmentation can without changes be applied to subclasses of
interval graphs; we thus obtain the following theorem:
I Theorem 9 (Succinct k-proper/-improper interval graphs with distance).
A k-proper (k-improper) interval graph2 G can be represented using 2n lg k+8n+o(n log k) bits
to support degree, adjacent, distance in O(log log k) time, neighborhood in O(log log k ·
(degree(v) + 1)) time and spath(u, v) in O(log log k · (distance(u, v) + 1)) time. If G is
disconnected, the space needed is 2n lg k + 9n + o(n log k) bits.
The additional space is a lower-order term if k = ω(1). While Acan et al.’s data structure
is not succinct, either, for k = O(1), a different tailored representation for proper interval
graphs (k = 0) is presented there. Here, simply adding our distance tree is not good enough.

2

We note that Klavík et al. [22] consider a closely related class of interval graphs, k-NestedINT that is
similar to (and contains) Acan et al.’s [1] class of (k − 1)-improper interval graphs, but defines k as the
length of longest chain of pairwise nested intervals. The data structures of Acan et al. directly apply to
this notion by adapting the definition of S 0 .
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Succinct Proper Interval Graphs with Distance

Recall that a proper interval graph is an interval graph that admits an interval representation
with no interval properly contained in another. As before, each vertex v is associated with an
interval Iv and vertices sorted by left endpoints. The information-theoretic lower bound for
this class of graphs is 2n − O(log n) bits [17, Thm. 12]. Hanlon also shows that asymptotically,
a 0.626578-fraction of all proper interval graphs is connected, so the same lower bound holds
for connected proper interval graphs.
While adding the distance tree on top of the existing representation is too costly, our
the key insight here is that the graph can be recovered from the distance tree, and indeed,
we can answer all graph queries directly on the latter. Thus for connected proper interval
graphs, the representation is succinct, but an extra n + o(n) bits is required for disconnected
proper interval graphs in the worst case. However, if the number of components is not too
large, say O(n/ log(n)) components, our redundancy remains o(n) using Lemma 1. We will
assume that the graph is connected, and use the extra steps required as described in the
general interval graph case. First, the neighborhood of a vertex can be succinctly described:
I Lemma 10. Let v be a vertex in a proper interval graph. Then there exists vertices u1 ≤ u2
such that the (closed) neighborhood of v is equal to the vertices in [u1 , u2 ].
Proof. Let u1 < v be adjacent to v. Let w = u1 + 1. As G is a proper interval graph, we
have the following inequalities: `u1 < `w ≤ `v < ru1 < rw . Thus Iv intersects Iw and v is
adjacent to w. So the neighborhood of v consisting of vertices with smaller label forms a
contiguous interval.
Similarly, the same argument can be made for the vertices with larger labels.
J
Let T be the tree constructed in the previous section. We already showed how to compute
spath and distance for G (based on an implementation of adjacent). We now show how
to compute adjacent, degree and neighborhood.
adjacent: Let u < v. We first check if v is the leftmost node in its component; if
so, u and v cannot be adjacent. Otherwise, we compute sv (using parent); then u and v
are adjacent iff sv ≤ u. Correctness follows from the fact that the neighborhood of v is a
contiguous interval.
neighborhood: Let the neighborhood of v be [u1 , u2 ]. By the definition of sv , we have
that u1 = sv (unless v is leftmost; then u1 = v). Thus it remains to compute u2 . If v is
rightmost in its component, u2 = v; otherwise we find u2 using the following lemma in O(1)
time.
I Lemma 11. If v is a leaf, then u2 = last_child(prev_internal(v)); otherwise we have
u2 = last_child(v).
Proof. In the case that v is not a leaf in T , we claim that u2 is the last child of v. Denote
this child by w. Clearly v is adjacent in G to all of its children by definition. The parent of
w + 1 is larger than v, and thus w + 1 cannot be adjacent to v by the definition of T .
If v is a leaf of T , we claim that u2 is the last child of the first internal (non-leaf) node
before v in level-order. Let w = last_child(prev_internal(v)) denote this node. By
definition, sw < v and w ≥ v. As the neighborhood of w forms a contiguous interval, w is
adjacent to v. Now consider w + 1. By definition of w, its level-order successor w + 1 must
have parent sw+1 > v. Thus by the previous argument, it cannot be adjacent to v.
J
degree: |neighborhood(v)| = degree(v) can be found in O(1) time by computing u2 − u1
for u1 , u2 from neighborhood(v).
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The results in this section are summarized in the following theorem; we note that the succinct
representation of neighbors allows to report those faster than is possible using Acan et al’s
representation.
I Theorem 12 (Succinct proper interval graphs with distance). A connected proper interval
graph can be represented in asymptotically optimal 2n + o(n) bits while supporting adjacent,
degree, neighborhood and distance in O(1) time, and spath(u, v) in O(distance(u, v))
time. A disconnected proper interval graph will use 3n + o(n) bits in the worst case; if the
number of components is O(n/ log n), then the space is still 2n + o(n).

6.3

Distances in Circular-Arc Graphs

We finally show how to extend our distance oracles to circular-arc graphs. We follow the
notation of [1] for circular-arc graphs, in particular, we assume that we are given left and right
endpoints of the vertices’ arcs in [`v , rv ] ∈ [2n] for v = 1, . . . , n, all endpoints are distinct,
and `1 < · · · < `n , i.e., vertex ids are by sorted left endpoints. Moreover, v is a normal
vertex if `v < rv ; otherwise it is a reversed vertex corresponding to the arc [`v , 2n] ∪ [1, rv ].
We assume that G is connected; if not, G is actually an interval graph, and we can use
Theorem 8.
Acan et al. [1, 2] describe two succinct data structures for circular-arc graphs: one
based on succinct point grids (the “grid version”) that supports all operations of Lemma 6,
but each with a Θ(log n/ log log n)-factor overhead in running time (see [1, Thm. 5] resp.
[2, Thm. 6]), and a second (the “grid-less version”) that does not support degree (other
than by iterating over neighborhood), but handles all other queries in optimal time (see [2,
Thm. 7]). We describe how to augment either of these to also answer distance queries (in
O(log n/ log log n) resp. O(1) time) using O(n) additional bits of space.
The idea of our distance oracle is to simulate access to the interval graph obtained by
“unrolling” G twice, and then use the distance algorithm for interval graphs therein. Figure 3
shows an example.

Figure 3 An examplary circular-arc graph and its twice-unrolled interval graph. The figure also
shows some of the sequences used in Acan et al.’s succinct representations.
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Gavoille and Paul [15] have shown that this construction preserves distances in the
following sense:
I Lemma 13 ([15, Lem. 6]). Let G = ([n], E) be a circular-arc graph with arcs [`v , rv ] where
endpoints are distinct and in [2n] and `1 < · · · < `n . Define G̃ = ([2n], Ẽ) as the interval
graph with the following sets of intervals: for every normal vertex v, include [`v , rv ] and
[`v + 2n, rv + 2n] and for every reversed vertex u, include [ru , `u + 2n] and [ru + 2n, `u + 4n].
Then for any u < v, we have (identifying vertices with the ranks of their left endpoints)

distanceG (u, v) = min distanceG̃ (u, v), distanceG̃ (v, u + n) .
Both data structures of Acan et al. store the sequences r0 and r00 of the rank-reduced
right endpoints for normal resp. reversed vertices, in the order of their left endpoints. Using
rank/select on the bitvectors S and S 0 – storing the “type” of endpoints (left vs. right for S;
left normal, right normal, left reversed, right reversed for S 0 ) – we can compute the endpoints
(lv , rv ) ∈ [2n]2 of any vertex v in the same complexity as reading entries of r0 and r00 , i.e.,
O(log n/ log log n) time for the grid version and O(1) time for the grid-free version.
Given access to r, the sequence of right endpoints of the circular arcs, we can simulate
access to a right endpoint r̃v , v ∈ [2n], in the twice-unrolled interval graph G̃ as follows: If
v ≤ n and a normal vertex, r̃v = rv . If v ≤ n and a reversed vertex, r̃v = rv + 2n. Otherwise,
v ∈ [n + 1, 2n]; then r̃v = r̃v−n + 2n. (See R in Figure 3.) By storing the bitvector U [1..6n]
with rank support where U [i] = 1 iff `˜v = i or r̃v = i for some v, we can compute the
rank-reduced intervals [`˜0v , r̃v0 ] for all vertices v = 1, . . . , 2n of G̃. We also store the distance
tree for G̃ using the data structure of Theorem 5 in 4n + o(n) bits, as well as the auxiliary
data structures of Acan et al. (without r) from Lemma 6, all of which occupy O(n) bits.
Together this shows the following result.
I Theorem 14. A circular-arc graph on n vertices can be represented in n lg n + o(n lg n)
bits of space to support either
(a) adjacent, degree, and distance in O(log n/ log log n) time,
neighborhood(v) in O((degree(v) + 1) · log n/ log log n), and
spath(u, v) in O((distance(u, v) + 1) · log n/ log log n) time; or
(b) adjacent and distance in O(1) time,
neighborhood(v) and degree(v) in O(degree(v) + 1), and
spath(u, v) in O(distance(u, v) + 1) time.

7

Conclusion

We present succinct data structures and distance oracles for interval graphs and several
related families of graphs. All are based on the solution of a fundamental data-structuring
problem on trees: translating between breadth-first ranks and depth-first ranks of nodes
in an ordinal tree. Apart from demonstrating the unmatched versatility of tree covering –
the only method for space-efficient representations of trees known to support this BFS-DFS
mapping – level-order operations are likely to find further applications in space-efficient data
structures.
Regarding open questions, we note that one operation that is supported by standard tree
covering has unwaveringly resisted all our attempts to be realized on top of tree slabbing:
generating lg n consecutive bits of the BP or DFUDS of the tree. Such operations are highly
desirable as they allow immediate reuse of any auxiliary data structures to support operations
on the basis of BP resp. DFUDS. These sequences are inherently depth-first, though, and seem
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incompatible with slicing the tree horizontally: the sought lg n bits might span a large number
of (tier-2) slabs. How and if level-order rank/select and generating a word of BP or DFUDS
can be simultaneously supported to run in constant time remains an open question.
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1

Introduction

Matching is one of the most fundamental notions in graph theory whose study can be traced
back to the classical theorems of Kőnig [19] and Hall [13]. The first chapter of the book of
Lovász and Plummer [21] devoted to matching contains a nice historical overview on the
development of the matching problem. The problem of finding a maximum size or a perfect
matching are the classical algorithmic problems; an incomplete list of references covering the
history of algorithmic improvements on these problems is [8, 16, 18, 20, 23, 27, 31, 22], see
also the book of Schrijver [28] for a historical overview of matching algorithms.
In this paper we initiate the algorithmic study of the diverse matching problem. In this
problem, we are to find a pair of matchings which are different from each other as much as
possible. More formally, we want the size of their symmetric difference to be large. Recall
that the symmetric difference of two sets X, Y is defined as
X 4 Y = (X \ Y ) ∪ (Y \ X).
We study the following problem.
Diverse Pair of (Maximum/Perfect) Matchings
Input:
Question:

Graph G, integer k
Does G contain two (maximum/perfect) matchings M1 , M2 such that
|M1 4 M2 | ≥ k?

Diversity-enhancing is one of the key goals in developing professional social matching
systems [25]. For example, consider the problem of assigning agents to perform various tasks
(say, bus drivers to bus routes or cleaners to different locations). To avoid monotony, which
is one of the declared enemies of happiness at work, the practice is to reassign agents to
new tasks. In this case, we would be very much interested in designing a schedule with
diverse assignments. To give another illustration, assume that a teacher should give a series
of assignments to students that are expected to work in pairs. From one side, the teacher
wishes to follow the preferences of the students given by a graph, but from the other side, it
is preferable to facilitate collaboration between different students. This leads to the problem
of finding diverse perfect matchings in the preference graph.
We now briefly motivate why finding a diverse set of maximum/perfect matchings in a
graph would be of interest. From a graph-theoretic point of view, in the simplest model,
one maximum/perfect matching is as good as the other. But in a practical setting this is
rarely the case since there is a large amount of side information that determines how an
assignment (for instance agents to tasks) is received. Some side information is modeled
by maximum weight matchings, or via notions from social choice theory such as stable or
envy free matchings [4]. Nevertheless, this approach has its natural limitations; some side
information may complicate the model, rendering it intractable, while some side information
may even be impossible to include in a model.
For instance, if we allow agents to have incomplete preference lists or ties, then the
corresponding maximum stable matching problem is NP-hard, even in severely restricted
cases [26]. Other side information may be a priori unknown, and only once presented with a
number of alternatives, we may be able to decide which assignment is the most desirable. In
that case it is key that the presented alternatives are diverse, otherwise the insight we gain
is comparable to that of having a single fixed assignment and is therefore negligible. Similar
motivations for finding diverse solution sets in combinatorial problems can be found in [2, 3].
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Our results and methods. While a perfect or a maximum matching in a graph can be found
in polynomial time, this is not true anymore for the diverse variant of the problem, even
in graphs of maximum degree three. Matching problems are often considered on bipartite
graphs, and we show that Diverse Pair of Maximum Matchings remains polynomial-time
solvable in this case.
The intractability of the problem in the general case also suggests to look at it from
the perspective of parameterized complexity [7, 5] and kernelization [11]. We show that the
problem is FPT parameterized by k, by giving a randomized 4k · nO(1) time algorithm, and
we give a derandomized version of this algorithm that runs in time 4k k O(log k) · nO(1) . Finally,
we show that the problem asking for a diverse pair of (not necessarily maximum) matchings
admits a kernel on O(k 2 ) vertices.
The randomized algorithm for Diverse Pair of Maximum Matchings is obtained via
a combination of color-coding [1] and the polynomial-solvability of finding a minimum cost
maximum matching in a graph [12]. We derandomize this algorithm via universal sets [24].
The kernelization algorithm for Diverse Pair of Matchings first finds a maximal matching
M in the graph. If M is large enough, then we can conclude that we are dealing with a
Yes-instance by splitting M into two matchings. Otherwise, the endpoints of M form a
vertex cover of the input graph which allows us to shrink the graph without changing the
answer to the problem.
Related work. A well-studied generalization of matchings in graphs is that of a b-matching,
where b is an integer; see for instance [21]. Given a graph G and an integer b, a b-matching
is an assignment of an integer µ(e) to each edge e of G, such that for each vertex v, the
sum over all its incident edges ev of µ(ev ) is bounded by b. The size of a b-matching is
the sum over all edges e in G of µ(e). The 1-matchings of a graph precisely correspond its
matchings (via the edges e with µ(e) = 1). However, a 2-matching is not always the union of
two matchings: take for instance a triangle. Then, assigning a value of 1 to all its edges gives
a 2-matching; while any matching can have at most one edge from a triangle. Therefore,
finding diverse pairs of matchings is not the same as finding 2-matchings.
Finding q pairwise disjoint matchings of large total size corresponds to finding large
subgraphs that can be q-edge colored, each matching constitutes a color class. The Maximum
q-Edge Colorable Subgraph problem asks for the largest edge-subgraph that can be
properly colored with q colors. This problem is known to be hard to approximate [9].
Let G be a graph with edge set E and maximum degree ∆. Any proper edge coloring
requires at least ∆ colors. On the other hand, Vizing’s Theorem [32] asserts that every graph
can be properly edge-colored with ∆ + 1 colors. A consequence of this result is that (any)
∆
graph G contains a ∆-colorable subgraph with at least ∆+1
|E| edges; which is tight when ∆
is even as witnessed by the complete graph K∆+1 . This motivated research in improving
the lower bound when ∆ is odd, or when ∆ is even and K∆+1 is excluded. Kamiński and
Kowalik [17] gave several improved lower bounds for the cases when ∆ ≤ 7.
The difference with Maximum 2-Edge Colorable Subgraph is that in Diverse Pair
of Maximum Matchings, we require matchings (or: color classes) to be of maximum size,
while in the former problem, we only want to maximize the total number of edges in the two
color classes.
A recent manuscript due to Fellows [10] initiated the study of finding diverse sets of
solutions to NP-hard combinatorial problems from the viewpoint of parameterized complexity [2, 3]. Concretely, Baste et al. [2] showed that a large class of vertex subset problems
that are FPT parameterized by treewidth have FPT algorithms in their diverse variant,
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parameterized by treewidth plus the number of requested solutions. Moreover, Baste et
al. [3] showed analogous results for hitting set problems parameterized by solution size plus
number of requested solutions. Our work contrasts this in that the classical variant of the
problem we consider is polynomial-time solvable, while its diverse variant becomes NP-hard,
even when asking for only two solutions.
Very recently, Hanaka et al. [14] gave efficient algorithms for finding diverse sets of
solutions to several other combinatorial problems. This includes an FPT-algorithm for finding
diverse sets of matchings in a graph. However, their result is different from ours. We give
an FPT-algorithm for finding a diverse pair of maximum or perfect matchings, and our
parameter is the size of the symmetric difference between the matchings, in other words, the
diversity measure. In [14], the parameter is the size of the matchings plus the number of
requested solutions, and the matchings do not need to be of maximum cardinality. Note that
in this setting, the maximum possible diversity is bounded in terms of the parameter as well.
In the case that we drop the maximum cardinality requirement on the matchings, we even
obtained a polynomial kernel for finding a diverse pair of matchings. By the same arguments
given in the proof of Theorem 7, we can derive that the problem of finding a diverse set of
r matchings of size k parameterized by k + r considered in [14] is not only FPT but has a
polynomial kernel.

2

Preliminaries

We assume the reader to be familiar with basic notions in graph theory and parameterized
complexity and refer to [6] and [7, 5, 11], respectively, for the necessary background.
All graphs considered in this work are finite, undirected, simple, and without selfloops. For a graph G we denote by V (G) its set of vertices and by E(G) its set of edges.
For an edge uv ∈ E(G), we call u and v its endpoints. For a vertex v of a graph G,
NG (v) ..= {w ∈ V (G) | vw ∈ E(G)} is the set of neighbors of v in G, and the degree of v is
degG (v) ..= |NG (v)|.
The subgraph induced by X, denoted by G[X], is the graph (X, {uv ∈ E(G) | u, v ∈ X}).
For a set of edges F ⊆ E(G), we let G − F ..= (V (G), E(G) \ F ).
A graph G is called empty if E(G) = ∅. A set of vertices S ⊆ V (G) is an independent
set if G[S] is empty. A set S ⊆ V (G) is a vertex cover if V (G) \ S is an independent set. A
graph G is bipartite if its vertex set can be partitioned into two nonempty independent sets.
NP-Completeness. We briefly argue the NP-completeness of Diverse Pair of Maximum/Perfect Matchings on 3-regular graphs which was observed in [29]. Membership
in NP is clear. To show NP-hardness, we reduce from 3-Edge Coloring on 3-regular
graphs which is known to be NP-complete [15]. Let G be a 3-regular graph on n vertices
(note that this implies that n is even), and consider (G, n) as an instance of Diverse Pair
of Matchings. Suppose that G has a proper 3-edge coloring. Since G is 3-regular, all
three colors appear on an incident edge of each vertex. Therefore, a color class is a perfect
matching of G, and we can take two color classes as our solution to (G, n). Conversely, a
solution (M1 , M2 ) to (G, n) forms two disjoint matchings of size n/2 each. This implies that
both M1 and M2 are perfect, and therefore maximum matchings. Since each vertex in G has
degree three, this means that M3 ..= E(G) \ (M1 ∪ M2 ) also forms a perfect matching in G,
and therefore (M1 , M2 , M3 ) is a proper 3-edge coloring of G.
I Observation 1 ([29]). Diverse Pair of (Maximum/Perfect) Matchings is NPcomplete on 3-regular graphs.
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A Polynomial-Time Algorithm for Bipartite Graphs

In this section we show that Diverse Pair of Maximum Matchings is solvable in
polynomial time on bipartite graphs via a reduction to the 2-Factor problem.
I Theorem 2. Diverse Pair of Maximum Matchings is polynomial-time solvable on
bipartite graphs.
Proof. Let (G, k) be a given instance of Diverse Pair of Maximum Matchings, where G
is bipartite. We show how to reduce this instance to an equivalent instance of the problem of
finding maximum-weight 2-factor of a larger graph G0 . A 2-factor of G0 is a subgraph of G0 in
which the degree of each vertex is equal to 2. Equivalently, 2-factor of G0 is a vertex-disjoint
cycle cover of G0 . The problem of finding a maximum-weight factor of a graph is well-known
to be solvable in polynomial time using the Tutte’s reduction to the problem of finding a
maximum-weight perfect matching [21, 30]. Our graph G0 is an edge-weighted graph with
parallel edges. We note that the algorithm of finding a maximum-weight factor works fine
with such graphs.
We also assume that the two parts of G are of equal size. If that is not true, introduce
isolated vertices to the smaller part of G. This does not change the matching structure in G,
so the obtained instance is equivalent to the initial one. Denote the number of vertices in
each part of G by n, so |V (G)| = 2n.
We now show how to construct G0 given G. The graph G0 is defined on the same vertex
set as G is, i.e. V (G0 ) = V (G). For each edge uv of G, G0 has two parallel edges between u
and v. One of these edges is assigned weight 1, and the other is assigned weight 0. In other
words, edges of G are doubled in G0 . Additionally, for each pair of vertices u, v from distinct
parts of G that are not adjacent in G, G0 has two parallel edges of weight −n between u and
v. Thus, G0 is a complete bipartite graph with doubled edges, and weights of these edges
depend on what edges are present in G. This finishes the construction of G0 .
B Claim 2.1. Let M1 and M2 be a pair of maximum matchings in G that maximize the value
of |M1 ∪ M2 |. Then the maximum weight of a 2-factor of G0 equals |M1 ∪ M2 | − 2n · (n − |M1 |).
Proof. We first show that G0 has a 2-factor of weight at least |M1 ∪ M2 | − 2n · (n − |M1 |).
Denote this 2-factor by F . It is constructed as follows. For each edge of M1 take the
corresponding edge of weight 1 in G0 into F . Then, for each edge in M2 \ M1 take the
corresponding edge of weight 1 into F . For each edge in M1 ∩ M2 , take the corresponding
edge of weight 0 in G0 into F . Clearly, F is now of weight |M1 ∪ M2 |, but it is not yet a
2-factor of G0 , unless M1 and M2 are perfect matchings.
There are n − |M1 | vertices in each part of G that are not saturated by M1 . Take these
2(n − |M1 |) vertices and take an arbitrary matching between them in G0 . All edges of this
matching are of weight −n, otherwise M1 is not maximum in G. Add the edges of this
matching into F . Repeat the same for M2 , i.e. take an arbitrary matching in G0 between
vertices that are not saturated by M2 and add all its edges into F . The edges of weight −n
of the matchings for M1 and M2 may coincide. If an edge of weight −n is presented in both
matchings, take both its parallel copies into F . It is easy to see that F is now a 2-factor of
G0 , as it consists of edges of two perfect matchings between two parts. The weight of F is
|M1 ∪ M2 | − n(n − |M1 |) − n(n − |M2 |) = |M1 ∪ M2 | − 2n · (n − |M1 |).
It is left to show that F is indeed a maximum-weight 2-factor of G0 . To see this, take a
maximum-weight factor F 0 of G0 and assume that the weight of F 0 is greater than the weight
of F . Note that F 0 consists of 2n edges. As discussed above, F 0 forms a disjoint union of
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simple cycles on the vertices of G0 , where each vertex belongs to exactly one cycle. Note that
some of these cycles may consist of two parallel edges. Since G0 is bipartite, all of these cycles
have even length. Color the edges of F 0 with two colors so that no two consecutive edges
have the same color on a cycle. Then the edges of the same color form a perfect matching in
G0 . Denote these matchings by F10 and F20 . Let M10 be the set of original edges of G which
copies are present in F10 . Let M20 be the set of edges of G obtained analogously from F20 .
Copies of edges in M10 and M20 have weights 0 or 1 in G0 . All other edges in F10 and F20 are of
weight −n.
Observe that if an edge of G is present in both M10 and M20 , then one of its copies in F 0
has weight 0, and the other has weight 1. Thus, the total weight of 0- and 1-weighted edges
in F 0 is at most |M10 ∪ M20 |. The number of edges of weight (−n) in F 0 is 2n − |M10 | − |M20 |.
Thus, the total weight of F 0 is at most |M10 ∪ M20 | − n(2n − (|M10 | + |M20 |)).
We assumed that the weight of F 0 is greater than the weight of F . From this we get that
(|M10 ∪ M20 | − |M1 ∪ M2 |) − n(2|M1 | − (|M10 | + |M20 |)) > 0 holds; equivalently, that
(|M10 ∪ M20 | − |M1 ∪ M2 |) > n(2|M1 | − (|M10 | + |M20 |)).

(1)

Recall that M10 and M20 are matchings in G. Suppose M10 and M20 are maximum matchings
in G. Then the right hand side of Equation 1 evaluates to zero, and – by the definition of M1
and M2 – the left hand side is at most zero. Hence Equation 1 does not hold, a contradiction.
So at least one of M10 and M20 is not a maximum matching. Thus we get that
|M10 | + |M20 | < 2|M1 |

(2)

holds; equivalently, that |M10 | + |M20 | − |M1 | < |M1 | holds. By construction we have that the
size of any matching in G is at most n. In particular |M1 | ≤ n, and so we have that
|M10 | + |M20 | − |M1 | < n

(3)

holds. Equation 2 can be restated as 2|M1 | − (|M10 | + |M20 |) > 0. Now,
2|M1 | − (|M10 | + |M20 |) ≥ 1

(4)

holds. Substituting Equation 4 in Equation 1 we get that
(|M10 ∪ M20 | − |M1 ∪ M2 |) > n

(5)

holds. Observe now that |M10 | + |M20 | ≥ |M10 ∪ M20 | and |M1 | ≤ |M1 ∪ M2 | hold. Substituting
these in Equation 5 we get that ((|M10 |+|M20 |)−|M1 |) > n holds, which contradicts Equation 3.
C
Now let M1 , M2 be two arbitrary maximum matchings of G, and let µ(G) denote the
size of a maximum matching of G. Thus |M1 | = |M1 | = µ(G). By the definition of
symmetric difference we have that |M1 4 M2 | = |M1 \ (M1 ∩ M2 )| + |M2 \ (M1 ∩ M2 )| =
|M1 | − |M1 ∩ M2 | + |M2 | − |(M1 ∩ M2 )| = 2µ(G) − 2|M1 ∩ M2 |. And since |(M1 ∩ M2 )| =
|M1 | + |M2 | − |M1 ∪ M2 | = 2µ(G) − |M1 ∪ M2 | we get that |M1 4 M2 | = 2µ(G) − 2(2µ(G) −
|M1 ∪ M2 |) = 2(|M1 ∪ M2 | − µ(G)). Since µ(G) is an invariant of graph G this means that
the maximum value of |M1 4 M2 | is attained by exactly those pairs of maximum matchings
M1 , M2 which maximize the value |M1 ∪ M2 |. Further, let M1? , M2? be a pair of maximum
matchings such that |M1? ∪ M2? | is the maximum among all pairs of maximum matchings.
Then we have that the maximum value of |M1 4 M2 |, over all pairs of maximum matchings,
equals 2(|M1? ∪ M2? | − µ(G)).
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From Claim 2.1 we get that we can compute the value |M1? ∪ M2? | – though not the
matchings M1? and M2? – in polynomial time, by computing the weight of a maximum 2-factor
in a derived graph. We can find the maximum matching size µ(G) of G in polynomial time
as well. So we can compute the number 2(|M1? ∪ M2? | − µ(G)) in polynomial time. By the
arguments in the previous paragraph, checking whether 2(|M1? ∪ M2? | − µ(G)) ≥ k suffices to
solve the bipartite instance (G, k) of Diverse Pair of Maximum Matchings.
J

4

FPT-Algorithm for Diverse Pair of Maximum Matchings

In this section we give an FPT-algorithm for Diverse Pair of Maximum Matchings
parameterized by k. We first give a randomized algorithm based on the color-coding technique
of Alon, Yuster and Zwick [1] in Theorem 3, and then derandomize this algorithm at the
cost of a slightly slower runtime in Corollary 6.
I Theorem 3. Diverse Pair of Maximum Matchings parameterized by k is FPT. More
precisely, there is a randomized algorithm that in time 4k · nO(1) finds a solution with constant
probability, if it exists, and correctly concludes that there is no solution otherwise, where n
denotes the number of vertices of the input graph.
Proof. Let G be the graph of the given instance. First, we compute a maximum matching
M in G in polynomial time [8, 12, 23]. We check if there is a solution using M as one of the
two matchings.
B Claim 3.1. Let G be a graph and M a maximum matching of G. One can determine
in polynomial time whether G has a maximum matching M 0 such that |M 4 M 0 | ≥ k, and
construct such a matching if it exists.
Proof. The algorithm is as follows. Let c : E(G) → {0, 1} be a cost function of the edges of
G, defined as

1, if e ∈ M
c(e) ..=
∀e ∈ E(G)
0, otherwise
Let M 0 be a minimum cost maximum matching in G using the cost function c. Such a
matching M 0 can be found in polynomial time [12]. Due to the cost function c, a minimum
cost maximum matching in G is one that minimizes the number of edges from M . Therefore,
M 0 maximizes the symmetric difference with M , over all maximum matchings of G. We
verify whether |M 4 M 0 | ≥ k, and if so, return M 0 . Otherwise, we correctly conclude that
there is no matching satisfying the conditions of the claim.
C
Due to Claim 3.1, we may now assume that for each maximum matching M 0 of G,
|M 4 M | ≤ k. We will exploit this property to give an algorithm using color coding (see
e.g. [5, Chapter 5]). We color the edges of G uniformly at random with colors red and blue.
For ease of exposition, we also use the notation “red” and “blue” to denote the set of edges
that received color red and blue, respectively.
Suppose that there is a solution (M1 , M2 ). We say that a coloring as above is good for
(M1 , M2 ), if the edges in M1 \ M2 and M2 \ M1 are colored red and blue, respectively. We
call an edge coloring good, if it is good for some solution. To be able to show that trying 4k
colorings to achieve constant success probability suffices, we bound the size of these sets.
By Claim 3.1, we know that |M 4 Mr | ≤ k for all r ∈ {1, 2}. Since |M1 4 M2 | is the
Hamming distance between sets, by the triangle inequality,
0

|M1 4 M2 | ≤ |M1 4 M | + |M 4 M2 | ≤ 2k
and |M1 \ M2 | + |M2 \ M1 | ≤ 2k. This leads to the following observation.

ISAAC 2020

26:8

Diverse Pairs of Matchings

B Observation 3.2. Let G be a graph, let M be a maximum matching of G, and suppose
that for all maximum matchings M 0 of G, |M 4 M 0 | ≤ k. Suppose the edges of G are colored
uniformly at random with colors red and blue. Suppose there is a solution (M1 , M2 ). Then,
with probability at least 2−2k , the edge coloring is good for (M1 , M2 ).
Suppose that our instance is a Yes-instance, and that the edges of G are colored with a
good coloring. We show how to obtain the solution in polynomial time from the edge-colored
graph.
B Claim 3.3. Let G be a graph, M a maximum matching of G, and suppose that the edges
of G are colored uniformly at random with colors red and blue. There is an algorithm that
runs in polynomial time, and if the edge-coloring is good, finds two maximum matchings M1
and M2 in G such that |M1 4 M2 | ≥ k, and reports No otherwise.
Proof. The idea is similar to the one given in the algorithm of Claim 3.1. To find M1 , we
define the following cost function c1 : E(G) → {0, 1}:

1, if e ∈ blue
c1 (e) ..=
∀e ∈ E(G).
0, if e ∈ red
Then, we find a minimum-cost maximum matching M1 of G with the cost function c1 in
polynomial time [12].
Next, to find M2 , we consider the cost function c2 : E(G) → {0, 1}, where

1, if e ∈ red
c2 (e) ..=
∀e ∈ E(G),
0, if e ∈ blue
and find a minimum-cost maximum matching M2 of G with cost function c2 in polynomial
time [12]. Now, if |M1 4 M2 | ≥ k, then we return (M1 , M2 ), and we say No, otherwise.
We now argue the correctness of the algorithm in the case that the edge-coloring of G was
good. In this case, there is a solution (M1∗ , M2∗ ) such that the edges of M1∗ \ M2∗ are red and
the edges of M2∗ \ M1∗ are blue, and |M1∗ 4 M2∗ | ≥ k. We claim that |M1 4 M2 | ≥ |M1∗ 4 M2∗ |.
To obtain a contradiction, assume that |M1 4 M2 | < |M1∗ 4 M2∗ |.
Since M1 , M2 , M1∗ , and M2∗ are maximum matchings of G, they have the same size.
Therefore, we have that
|M1 4 M2 | + 2|M1 ∩ M2 | = |M1 | + |M2 | = |M1∗ | + |M2∗ | = |M1∗ 4 M2∗ | + 2|M1 ∩ M2 |.
Since |M1 4 M2 | < |M1∗ 4 M2∗ |, we obtain that
|M1 ∩ M2 | > |M1∗ ∩ M2∗ |.

(6)

Because M1∗ \ M2∗ ⊆ red, c1 (M1∗ ) = |M1∗ ∩ blue| = |(M1∗ ∩ M2∗ ) ∩ blue| by the definition of
the cost function c1 . Symmetrically, c2 (M2∗ ) = |(M1∗ ∩ M2∗ ) ∩ red|. Hence,
c1 (M1∗ ) + c2 (M2∗ ) = |(M1∗ ∩ M2∗ ) ∩ blue| + |(M1∗ ∩ M2∗ ) ∩ red| = |M1∗ ∩ M2∗ |.

(7)

Notice that c1 (M1 ) = |M1 ∩ blue| ≥ |(M1 ∩ M2 ) ∩ blue| and c2 (M2 ) = |M2 ∩ red| ≥
|(M1 ∩ M2 ) ∩ red|. Therefore,
c1 (M1 ) + c(M2 ) ≥ |(M1 ∩ M2 ) ∩ blue| + |(M1 ∩ M2 ) ∩ red| = |M1 ∩ M2 |.

(8)

Combining (6)–(8), we obtain that
c1 (M1 ) + c2 (M2 ) ≥ |M1 ∩ M2 | > |M1∗ ∩ M2∗ | = c1 (M1∗ ) + c2 (M2∗ ).

(9)
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However, c1 (M1 ) ≤ c1 (M1∗ ) and c2 (M2 ) ≤ c2 (M2∗ ) by the definition of these matchings and
c1 (M1 ) + c2 (M2 ) ≤ c1 (M1∗ ) + c2 (M2∗ )
contradicting (9). We conclude that |M1 4 M2 | ≥ |M1∗ 4 M2∗ |.

C

Algorithm 1 The algorithm of Theorem 3.

1
2
3
4
5
6
7
8
9
10
11

Input : Graph G, integer k
Output : If exists, with constant probability, a pair M1 , M2 of maximum matchings
of G such that |M1 4 M2 | ≥ k, No otherwise.
Compute a maximum matching M of G;
if there is a maximum matching M 0 in G such that |M 4 M 0 | ≥ k then
return (M, M 0 );
end
else
repeat 22k times
Color the edges of G uniformly at random with colors red and blue;
run the algorithm of Claim 3.3;
if the algorithm returned (M1 , M2 ) then return (M1 , M2 );
return No;
end

The outline of the procedure is given in Algorithm 1. It is well-known that a maximum
matching of a graph can be found in polynomial time, therefore line 1 takes polynomial
time. By Claims 3.1 and 3.3, lines 2 and 8, respectively, take polynomial time. Moreover, by
Observation 3.2, if there is a solution, then with probability at least 2−2k an edge-coloring as
constructed in line 8 is good, in which case the algorithm finds the solution by Claim 3.3. It
is clear that repeating this step 22k times yields a constant success probability.
J
The algorithm of Theorem 3 can be derandomized by standard tools (see, e.g., [5,
Chapter 5]). To do so, we use the following notion of (Ω, k)-universal sets, which will replace
the random coloring step in the above algorithm by deterministic choices of colorings.
I Definition 4 ((Ω, k)-universal set). Let Ω be a set and k be a positive integer with k ≤ |Ω|.
An (Ω, k)-universal set is a family U of subsets of Ω such that for any size-k set S ⊆ Ω, the
family US ..= {A ∩ S : A ∈ U} contains all subsets of S.
We will use the following construction of a small universal set due to Naor et al. [24].
I Theorem 5 ([24], see also Theorem 5.20 in [5]). For any set Ω and integer k ≤ |Ω|, one can
construct an (Ω, k)-universal set of size 2k k O(log k) log(|Ω|) in time 2k k O(log k) |Ω| log(|Ω|).
This immediately gives the following corollary.
I Corollary 6. There is a deterministic 4k k O(log k) · nO(1) time algorithm that solves Diverse
Pair of Maximum Matchings, where n denotes the number of vertices in the input graph.
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G

v
Xu

u

X
M

Figure 1 Illustration of the situation in the proof of Claim 7.1. The existence of v implies that
|Xu | ≥ 2k, and since V (M ) is a vertex cover of G, the vertices in Xu are pairwise non-adjacent.

5

Polynomial kernel for Diverse Pair of Matchings

We now show that the Diverse Pair of Matchings problem, asking for a pair of not necessarily maximum matchings has a kernel on O(k 2 ) vertices. Note that the NP-completeness
of this problem is captured in Observation 1 as well. Moreover, we would like to remark
that this variant of the problem is only interesting in the case when the input graph has
no matching of size k or more: otherwise, a maximum matching (which can be found in
polynomial time) forms a trivial solution together with an empty matching.
I Theorem 7. Diverse Pair of Matchings parameterized by k has a kernel on O(k 2 )
vertices.
Proof. Let (G, k) be an instance of Diverse Pair of Matchings. We provide a procedure
that either correctly concludes that (G, k) is a Yes-instance, or marks a set of O(k 2 ) vertices
X ⊆ V (G) such that (G[X], k) is equivalent to (G, k).
First, let M be a maximal matching of G. If |M | ≥ k, then for any 2-partition (M1 , M2 )
of M , we have that |M1 4 M2 | = |M | ≥ k, and therefore (G, k) is a Yes-instance.
Suppose that |M | < k and therefore, |V (M )| < 2k. Since M is maximal, V (M ) is a
vertex cover of G, and therefore, E(G − V (M )) = ∅. This motivates the following procedure
that produces a set of marked vertices X ⊆ V (G), to which we can restrict the instance
without changing the answer.
1. Initialize X ..= V (M ).
2. For each v ∈ V (M ), add a maximal subset of NG (v) \ V (M ) of size at most 2k to X.
Let X denote the set constructed according to the two previous steps. We show that
(G[X], k) is equivalent to (G, k).
B Claim 7.1. Let G, k, M , and X be as above. Then, (G, k) is a Yes-instance of Diverse
Pair of Matchings if and only if (G[X], k) is a Yes-instance of Diverse Pair of
Matchings.
Proof. Since G[X] is a subgraph of G, it is clear that if (G[X], k) is a Yes-instance, then so
is (G, k).
Now suppose that (G, k) is a Yes-instance and let (M1 , M2 ) with |M1 4 M2 | ≥ k be a
solution. If M1 ∪ M2 ⊆ E(G[X]), then (M1 , M2 ) is also a solution to (G[X], k), so suppose
that for some r ∈ {1, 2}, there is an edge uv ∈ Mr such that v ∈ V (G) \ X. Since V (M ) ⊆ X
and V (M ) is a vertex cover of G, we may assume that u ∈ V (M ). Since v is a neighbor of u
in V (G) \ X, the above marking algorithm added a set of 2k neighbors of u in V (G) \ V (M )
to X, denote that set by Xu . For an illustration see Figure 1.
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Now, since Xu ⊆ V (G) \ V (M ), and since V (M ) is a vertex cover of G, we have that
E(G[Xu ]) = ∅. This means in particular that each edge in M1 ∪ M2 has at most one endpoint
in Xu . Therefore, if all vertices in Xu are the endpoint of some edge in either M1 or in M2 ,
then |M1 ∪ M2 | ≥ 2k, which implies that at least one of M1 and M2 contains at least k edges.
Suppose w.l.o.g. that |M1 | ≥ k. As above, any 2-partition (M10 , M20 ) of M1 is such that
|M10 4 M20 | = |M1 | ≥ k, therefore (M10 , M20 ) is a solution to (G[X], k). Otherwise, there is a
vertex x ∈ Xu that is not the endpoint of any edge in M1 ∪ M2 . We obtain Mr? by removing
uv and adding ux. Then, (Mr? , M3−r ) is still a solution to (G, k), and it uses one more edge
in G[X]. Repeatedly applying this argument shows that (G[X], k) is a Yes-instance.
C
The previous claim asserts the correctness of the procedure. Since |V (M )| < 2k, and for
each vertex in V (M ), we added at most 2k more vertices to X, we have that |X| = O(k 2 ).
A maximal matching can be found greedily, and it is clear that the marking procedure runs
in polynomial time. This yields the result.
J

6

Conclusion

In this work, we initiated the study of algorithmic problems asking for diverse pairs of
(maximum/perfect) matchings, where diverse means that their symmetric difference has to be
at least some value k. These problems are NP-complete on 3-regular graphs, and we showed
that on bipartite graphs, they become polynomial-time solvable; while parameterized by k,
they are FPT, and the problem asking for two diverse (not necessarily maximum) matchings
admits a polynomial kernel.
The notion of diverse matchings opens up many natural further research directions. In
this work, we considered the complexity of finding pairs of diverse matchings. What happens
when we ask for a larger number of matchings? In [2, 3], the measure of diversity of a set
of solutions is the sum over all pairs of their symmetric difference. In this setting, we can
obtain an FPT-algorithm parameterized by the number of requested matchings plus the
“diversity target” using the same approach as in our FPT-algorithm for Diverse Pair of
Maximum Matchings. However, if we ask for a set of matchings M such that for each pair
M1 , M2 ∈ M, |M1 4 M2 | ≥ k, then the situation is much less clear, even asking for three
solutions. Call the corresponding problem Diverse Triples of Maximum Matchings. Is
it FPT parameterized by k?
While the symmetric difference is a natural measure of diversity of two matchings, one
might consider other measures as well. The diversity measure at hand may affect the
complexity of the problem, so it would be interesting to see if there is an (easily computable)
diversity measure under which Diverse Pair of Maximum/Perfect Matchings becomes
W[1]-hard.
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Abstract
We consider labeling nodes of a directed graph for reachability queries. A reachability labeling
scheme for such a graph assigns a binary string, called a label, to each node. Then, given the labels
of nodes u and v and no other information about the underlying graph, it should be possible to
determine whether there exists a directed path from u to v. By a simple information theoretical
argument and invoking the bound on the number of partial orders, in any scheme some labels need
to consist of at least n/4 bits, where n is the number of nodes. On the other hand, it is not hard to
design a scheme with labels consisting of n/2 + O(log n) bits. In the classical centralised setting,
where a single data structure is stored as a whole, Munro and Nicholson designed a structure for
reachability queries consisting of n2 /4 + o(n2 ) bits (which is optimal, up to the lower order term).
We extend their approach to obtain a scheme with labels consisting of n/3 + o(n) bits.
2012 ACM Subject Classification Theory of computation → Data structures design and analysis
Keywords and phrases informative labeling scheme, reachability, DAG
Digital Object Identifier 10.4230/LIPIcs.ISAAC.2020.27

1

Introduction

A labeling scheme assigns a binary string, called a label, to each node in a graph. Then, it
should be possible to compute some function defined on subsets of nodes using only labels
of the nodes in that subset, and no other information about the whole graph. Formally, a
labeling scheme for a family of graphs consists of two parts, an encoder and a decoder. The
encoder receives a graph from the specified family and outputs the label of each node in this
graph. The label replaces the unique id of a node and allows the decoder to evaluate the
desired function using only labels of the relevant nodes. Therefore, such labeling schemes are
often called informative [25]. Another way of thinking about such a scheme is that we want
to distribute the description of a graph among its individual nodes.
The most important characteristic of a scheme is its size, defined as the maximum length
of a label assigned to any node. Additionally, it is desirable that the decoder is able to
evaluate the function efficiently, ideally in constant time assuming random access to all
the relevant labels. Finally, the encoder should work in polynomial time, and sometimes
optimising its running time is yet another goal.
Arguably the most basic example of a function considered in this model is adjacency: the
decoder needs to answer whether two nodes are neighbours in the graph, using only their
labels. Such a labeling scheme is closely connected to the notion of an induced universal
graph for a given family of graphs, where the induced universal graph needs to contain
each graph from the family as an induced subgraph. More precisely, it is well known that a
family of graphs has an adjacency labeling scheme of size k bits if and only if there is an
induced universal graph for that family with at most 2k nodes [17]. This also extends in
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a natural way to directed graphs. The question of the minimal size of induced universal
graphs has been already studied by Moon [22] several decades ago. Recently, Alstrup,
Kaplan, Thorup and Zwick [7] proved that it is possible to construct an adjacency labeling
scheme for undirected graphs with size n/2 + O(1), which is optimal up to an additive
constant. They also obtained similar tight results for directed graphs, tournaments, and
bipartite graphs. The additive constant was later improved by Alon [1] in the context of
induced universal graphs. Alstrup, Dahlgaard, and Knudsen [4] constructed an adjacency
labeling scheme for trees with size log n + O(1), which is again optimal up to an additive
constant. Numerous other functions were considered, both in terms of upper and lower
bounds: distance [11–13], connectivity [18, 20], sibling or ancestor relationship [3], nearest
common ancestor in trees [6, 15], routing [27] and flow [18]. Often more restricted classes of
graphs are analysed, most notably planar graphs [8, 9], bounded degree graphs [2] and sparse
graphs [5, 14, 21]. See [26] for a recent survey.
Reachability in directed graphs. We focus on the general class of directed graphs. Alstrup
et al. [7] considered adjacency queries in such graphs and designed a scheme of size n + 3,
with the obvious lower bound being n − 1. The natural next step is to consider reachability
queries, in which given the labels of u and v the decoder should answer if there is a directed
path from u to v. It is not hard to see that, by identifying and collapsing the strongly
connected components, it is enough to focus on directed acyclic graphs (DAGs). To extend a
scheme for reachability in DAGs to a scheme for reachability in directed graphs, we simply
append O(log n) bits denoting the id of a node in its strongly connected component to the
label for every node. Furthermore, we can assume that we are given the transitive closure of
a DAG, in which reachability is equivalent to adjacency.
Posets. Reachability queries in a DAG naturally correspond to comparing elements in a
partially ordered set (poset). Kleitman and Rothschild [19] proved the following result on
the number of posets.
I Theorem 1 ([19]). Let P (n) denote the number of posets on n elements. There exists a
constant C > 0 such that
2n

2

/4

≤ P (n) ≤ 2n

2

/4+C n3/2 log n

.

This means that supporting reachability queries in a DAG requires storing at least n2 /4 bits,
while the straightforward representation as an upper triangular matrix takes about n2 /2 bits.
Munro and Nicholson [24] designed a succinct data structure consisting of only n2 /4 + o(n2 )
bits for this problem.
I Theorem 2 ([24]). For any poset on n elements, there exists a data structure consisting
of n2 /4 + O(n2 log log n/ log n) bits supporting precedence queries in constant time.
The main idea in their approach is based on the so-called Zarankiewicz problem, which asks
about a lower bound on the number of edges in a bipartite graph guaranteeing that there
exists a balanced biclique (Kq,q ) subgraph. Their construction first flattens the DAG to
ensure that there are not too many layers, namely O(log n). Then, they iteratively extract
balanced bicliques with q = Θ(log n/ log log n) as long as sufficiently many edges remain.
The structure of a biclique allows them to encode two possible edges with just a single bit
instead of two. Finally, the remaining (not too many) edges are stored explicitly.
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Our result. Our starting point is a simple reachability labeling scheme for directed graphs
of size n/2 + O(log n) stated in Theorem 7 (we remark that the underlying idea was already
used by Moon [22]). Then we translate the method of Munro and Nicholson to obtain a
more effective scheme of size n/3 + o(n).
I Theorem 3. There exists a reachability labeling scheme for directed graphs on n nodes of
size n/3 + o(n), with the decoder working in constant time.
While we largely follow the approach of Munro and Nicholson, it needs to be carefully
inspected and tweaked as to distribute the stored information among the nodes. The
additional ingredient is an unbalanced adjacency labeling scheme for bipartite graphs. Finally,
we explain how to adjust the presented scheme to achieve the average label size of n/4 + o(n)
at the expense of increasing the maximum label size to n/2 + o(n). Other tradeoffs are also
possible. We remark that an upper bound of n/4 on the average label size is optimal due to
Theorem 1, as given a labeling scheme for a DAG and all pairs of labels, the decoder can
reconstruct the entire corresponding poset. As an immediate corollary of Theorem 3, we
obtain the following result.
I Corollary 4. There exists an induced universal graph of size 2n/3+o(n) for the family of
transitively closed directed graphs on n nodes.
Overview of our approach. The label of every node consists of two parts. The encoder
for our scheme operates on a decomposition of the graph into antichains called layers, with
no edges between the nodes in the same layer. First, the layers are created based on the
longest-paths decomposition. Second, we ensure that there are only O(log n) layers by
removing not too many edges and merging some of the layers into super-layers. Information
about the removed edges is distributed among the first parts of the labels, each of them
consisting of o(n) bits. Third, we run the following procedure that keeps removing edges
from the current graph while maintaining its decomposition into layers. We consider the first
two layers of the current graph and decompose their nodes into balanced biclique subgraphs
and the remaining nodes. This is the key part of the construction that, roughly speaking,
allows us to compress the graph. The nodes from the bicliques are removed from the graph,
and information about their incident edges is carefully distributed among the second parts of
the labels of both the removed and the remaining nodes. After having guaranteed that the
subgraph corresponding to the remaining nodes of the first two layers is sufficiently sparse,
we merge them into one layer and repeat the reasoning. While the idea of first flattening
and then extracting bicliques is due to Munro and Nicholson [24], we need to inspect all the
ingredients and carefully balance distributing the stored information among the labels. As a
result, we end up with labels of length n/3 + o(n), and with some care the decoder can be
implemented to work in constant time.

2

Preliminaries

We consider labeling the nodes of a directed graph for reachability queries. A labeling scheme
for a family of directed graphs on n nodes, denoted Gn , consists of an encoder and a decoder.
The encoder receives a graph G = (V, E) ∈ Gn and assigns a distinct binary string (called
the label) `G (u) to each node u ∈ V . We will usually omit the subscript and denote the
label of u simply by `(u). The decoder, given `(u) and `(v) for some u, v ∈ V , should return
if there is a directed path from u to v in G. We stress that the decoder is not aware of G
and only knows that `(u) and `(v) are labels of two nodes from the same graph G ∈ Gn . We
are interested in minimising the maximum length of a label, that is maxG∈Gn maxu∈V |`(u)|,
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called the size of the labeling scheme. We are also going to consider minimising the average
P
length of a label, defined as maxG∈Gn u∈V |`(u)|/n. When analysing the decoding time, we
assume the standard Word RAM model with words of length Θ(log n). That is, both labels
are given as arrays, with each entry storing Θ(log n) consecutive bits of the label, and the
decoder can access any of these entries in constant time. To make our scheme more relevant
for possible applications, we insist that the decoder is uniform, that is, actually works for
any value of n (otherwise the set of inputs is possibly very large but finite, and the decoding
procedure could simply access a preprocessed table, which is clearly not practical).
u
v denotes that there is a directed path (possibly with zero length) from u to v, and
in such case we say that u can reach v, or that v is greater than u.
We focus on the class of directed acyclic graphs on n nodes, denoted DAG n . A labeling
scheme for Gn can be obtained from our construction for DAG n using the following Lemma.
I Lemma 5. Assume that there is a reachability labeling scheme for DAG n of size f (n) and
average size g(n), with the decoder working in constant time. Then there is also a reachability
labeling scheme for Gn of size f (n) + O(log n) and average size g(n) + O(log n), with the
decoder working in constant time.
Proof. We explain how to obtain a labeling of the given directed graph G = (V, E) by
constructing a DAG G0 = (V, E 0 ), using the assumed scheme to label its nodes, and prepending
some extra information to the label of every node.
G0 is constructed by identifying the strongly connected components (SCCs) of G. Let
{v1 , v2 , . . . , vk } be the nodes in the same SCC. We add edges (vi , vi+1 ), for every i =
1, 2, . . . , k − 1, to E 0 . Then, for every edge (u, v) ∈ E such that u and v belong to different
SCCs consisting of nodes {u1 , u2 , . . . , uk } and {v1 , v2 , . . . , vr }, respectively, we add the edge
(uk , v1 ) to E 0 . It is easy to verify that, for any u and v belonging to different SCCs, u
v
in G if and only if u
v in G0 . We run our encoder on G0 to obtain the label `G0 (u) for
every u ∈ V . Then, to obtain `G (u) we simply prepend the identifier of SCC of u, consisting
of O(log n) bits. This allows the decoder to correctly check if u
v in G by first checking if
they both belong to the same SCC, and if not inspecting `G0 (u) and `G0 (v).
J
In the remaining part of the paper, we assume that the input graph G = (V, E) is acyclic,
and Gc = (V, Ec ) denotes its transitive closure. By definition, u
v in G if and only if
(u, v) ∈ Ec . Even though the graph is directed, we will also say that such u and v are
adjacent.
To make the decoder computationally efficient, we need the following theorem of Hagerup,
Miltersen and Pagh [16]:
I Theorem 6. For a given set S ⊆ {0, 1, ..., n − 1} there is a dictionary of size O(|S|),
allowing to answer queries x ∈ S in constant time and constructible in time O(|S| log |S|),
assuming word size Θ(log n).

3

Warm-up and bipartite graphs

We first present a very simple preliminary scheme of size n/2 + O(log n). We note that the
underlying idea was already implicit in the work of Moon [22].
I Theorem 7. There exists a reachability labeling scheme for DAG n of size n/2 + O(log n),
with the decoder working in constant time.
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Proof. Consider G = (V, E) ∈ DAG n and fix an arbitrary topological numbering of its
nodes I(·), starting from 0. For any u, v ∈ V , I(u) < I(v) implies that there is no path
from v to u in G. The encoder for every node u ∈ V composes `(u) out of an encoding
of I(u) consisting of log n bits and a bn/2c-bit table Bu [·]. For j = {0, 1, . . . , bn/2c − 1},
the encoder sets Bu [j] = 1 iff the nodes u and I −1 ((I(u) + j + 1) mod n) are comparable,
that is, u
I −1 ((I(u) + j + 1) mod n) or I −1 ((I(u) + j + 1) mod n)
u. The size of this
labeling scheme is n/2 + O(log n). As for the decoder, it first extracts I(u) and I(v) from
`(u) and `(v). If I(u) = I(v) then u = v, if I(u) > I(v) then there is no path from u to v.
We are left with the case I(u) < I(v). If I(v) − I(u) ≤ bn/2c then the bit Bu [I(v) − I(u) − 1]
determines whether v is reachable from u. Otherwise the bit Bv [n + I(u) − I(v) − 1] gives us
this information.
J
A technical ingredient in our solution is an adjacency labeling scheme for undirected
bipartite graphs, or equivalently reachability queries for directed graphs consisting of two
layers, with the edges directed from the first layer to the second layer. The bounds from the
following lemma can be also inferred from the spreading lemma used by Alstrup, Kaplan,
Thorup and Zwick [7] by setting all `i to be equal. In the appendix we provide a direct proof
that avoids their round-robin procedure and allows us to provide a detailed description of
the decoder.
I Theorem 8. Set a, b and consider a family Ka,b of bipartite graphs with two layers A, B
with a and b nodes correspondingly. For any natural α, β satisfying aα + bβ > ab there exists
an adjacency labeling scheme of size α + O(log N ) for nodes from A and size β + O(log N )
for nodes from B, where N = max{α, β, a, b}, with the decoder working in constant time.
We remark that it is not difficult to see that such a scheme exists, by applying Hall’s
marriage theorem on the following auxiliary bipartite graph G0 = (A0 , B 0 ; E 0 ). We set
A0 = A × B, B 0 = (A × {0, 1, . . . , α − 1}) ∪ (B × {0, 1, . . . , β − 1}), and connect (ua , ub ) ∈ A0
to every node of the form (ua , i), i ∈ {0, 1, . . . , α − 1} and (ub , j), i ∈ {0, 1, . . . , β − 1}, creating
α + β edges in total for every node from A0 . When aα + bβ ≥ ab holds, this graph can be
verified to admit a perfect matching by Hall’s marriage theorem. Such a perfect matching
forms an injective function from the edges of the original graph to the bits of the labels
of desired size. However, we do not want the decoder to store the perfect matching, or to
compute it upon a query, so we need an explicit construction.

4

DAG flattening

We are given a transitively closed directed acyclic graph Gc = (V, Ec ). Let d[v] be the
length of the longest directed path ending in node v, and Ui = {v ∈ V : d[v] = i − 1}.
U = (U1 , U2 , . . . , Ut ) is a partition of nodes of the graph into antichains called layers. Clearly,
there are no edges between the nodes in the same Ui , and by enumerating the nodes of
U1 , U2 , . . . , Ut in this order we obtain a topological sorting of Gc .
Instead of iteratively merging pairs of adjacent layers, as done by Munro and Nicholson [24],
we directly describe which layers should be merged. Let γ be a parameter. We call a layer
Ui thick if |Ui | > n/γ, and thin otherwise. We merge intervals of consecutive layers to create
super-layers. Each thick layer forms its own separate super-layer, whereas consecutive thin
layers are glued into a single super-layer, up to the point where its size exceeds n/γ or when
a thick layer is encountered. By construction each super-layer has one of the following types:
type 1 single thick layer,
type 2 consecutive thin layers with (n/γ, 2n/γ] nodes in total,
type 3 consecutive thin layers with ≤ n/γ nodes in total.
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Furthermore, because each super-layer of type 3 is either followed by a type 1 super-layer, or
is the very last super-layer, there are O(γ) super-layers.
After having generated the set of super-layers S, we partition the edges as follows:
[
E1 =
(S × S) ∩ Ec , E2 = Ec \ E1 .
S∈S

We will show how to assign labels `1 (·) that allow checking if (u, v) ∈ E1 given `1 (u) and
`1 (v).
I Lemma 9. There is an assignment of labels `1 (·) consisting of O(log n + n/γ) bits that
allows checking in constant time if (u, v) ∈ E1 , given `1 (u) and `1 (v).
Proof. Let I(·) be the topological ordering of Gc obtained from U = (U1 , U2 , . . . , Ut ). We
describe how to obtain `1 (u) for u ∈ Si ∈ S. As each super-layer consists of consecutive
layers, nodes of Si create an interval [begi , endi ) in the topological ordering. Let thicki
be a Boolean value denoting whether Si is type 1 super-layer. `1 (u) consists of numbers
I(u), i, begi , endi and bit thicki . If thicki = 0 the encoder appends a bit-table Cu [·] of
length endi − begi + 1 ≤ 2n/γ + 1 to `1 (u), where Cu [j] = 1 iff (u, I −1 (begi + j)) ∈ E1 . If
thicki = 1, then there are no edges inside this super-layer and the encoder does not append
anything to `1 (u). Observe that each label consists of O(log n + n/γ) bits, and the decoder
is straightforward to implement in constant time.
J
After removing E1 from Gc , we obtain a new graph G0c = (V, E2 ) consisting of only O(γ)
layers, as each super-layer now becomes a layer (however, the decomposition into layers is
now not based on considering the longest paths). We set γ = log n, this makes the labels
obtained from Lemma 9 consist of only o(n) bits, while the new graph G0c consists of O(log n)
layers. It is easy to see that Gc is still transitively closed.

5

Flat DAG labeling

We are now given a transitively closed directed graph G0c = (V, E2 ) with O(log n) layers
U1 , U2 , . . . , Ut . Our goal is to find an adjacency labeling scheme for such graphs. As in [24]
we will find and remove bicliques in consecutive layers, with the main tool being the following
theorem by Mubayi and Turan.
I Theorem 10 ([23]). There exists a constant cmin , such that every undirected graph
G = (V, E) with |V | ≥ cmin and |E| ≥ 8|V |3/2 contains a biclique Kq,q , where q =
Θ(log |V |/ log(|V |2 /|E|)). This biclique can be found in O(|E|) time.
We remark that the above theorem will be applied only on bipartite graphs that are
much denser than the required threshold of 8|V |3/2 . Additionally, any q = ω(1) would suffice
for our approach. However, this does not seem to allow for a simpler proof.

5.1

Biclique decomposition

We are given an undirected bipartite graph Gbip = (A, B; E), and our goal in this subsection
is to partition it into bicliques. Later, this procedure will be iteratively applied on two
consecutive layers of the initial graph. Let G1 = Gbip . As long as the current graph satisfies
the conditions of Theorem 10, we apply it to extract a biclique (removing its nodes and
edges), and repeat. See Algorithm 1 for a detailed description of the procedure.
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Algorithm 1 Decomposing an undirected bipartite graph into bicliques.
1: procedure FindBicliques(Gbip = (A, B; E))
2:
G1 ← Gbip .
3:
n ← |A| + |B|
4:
K←∅
. family of bicliques
5:
i←1
. current graph index
6:
while Gi = (Ai , B i ; E i ) satisfies w = |Ai | + |B i | > max(cmin , n3/4 ), |E i | > w2 /(log6 w) do
7:
8:
9:
10:
11:
12:

. For large enough n, |E i | > w2 /(log6 w) implies |E i | > 8w3/2
Ki = (Ai , Bi ; Ai × Bi ) is a biclique found by applying Theorem 10, Ai ⊆ Ai , Bi ⊆ B i
K ← K ∪ {Ki }
Gi+1 = (Ai \ Ai , B i \ Bi ; E i \ (Ai × B i ∪ Ai × Bi )) . we remove Ai and Bi to obtain Gi+1
i←i+1
. we obtain the final irreducible Gi = (Ai , B i ; E i )
Arest ← Ai
Brest ← B i

B0

B

B1

B2

B3

Bk

Brest

A

A1

A2

A3

Ak

Arest

A0
Figure 1 Gbip = (A, B; E) partitioned into bicliques (Ai , Bi ) and the leftovers (Arest , Brest ).

Sk
Sk
Let k be the final iteration of Algorithm 1, and A0 = i=1 Ai , B 0 = i=1 Bi . Clearly
A = A0 ∪ Arest and B = B 0 ∪ Brest , see Figure 1. The obtained decomposition admits the
following properties.
I Lemma 11. Let Vrest = Arest ∪ Brest and Erest = E ∩ (Arest × Brest ). There exists a
function Nrest : Vrest → P(Vrest ) such that for every edge (u, v) ∈ Erest we have u ∈ Nrest (v)
or v ∈ Nrest (u). Also |Nrest (u)| = O(n/ log3 n) holds for every u ∈ Vrest .
Proof. Gi does not satisfy condition from line 6 of Algorithm when Arest and Brest are
created. There are two possible cases:
|Arest | + |Brest | = |Ai | + |B i | ≤ max(cmin , n3/4 ): set Nrest (u) = {v ∈ Vrest : (u, v) ∈ Erest },
it satisfies all the conditions.
|Erest | < w2 /(log6 w) ≤ n2 /(log6 n): let Vrest = Vbig ∪ Vsmall , where Vbig is a set of
nodes having at least n/ log3 n incident edges in the set Erest , whereas Vsmall are the
remaining nodes. For u ∈ Vsmall set Nrest (u) = {v ∈ Vrest : (u, v) ∈ Erest }. For u ∈ Vbig
set Nrest (u) = {v ∈ Vbig : (u, v) ∈ Erest }. In the second case |Nrest (u)| ≤ |Vbig | ≤
2|Erest |/(n/ log3 n) ≤ 2n/ log3 n. Finally, consider an edge (u, v) ∈ Erest . If u ∈ Vsmall
then v ∈ Nrest (u). Otherwise u ∈ Vbig and u ∈ Nrest (v), no matter to which V∗ set v
belongs.
J
I Lemma 12. For every 1 ≤ i ≤ k, |Ai | = |Bi | = Θ(log n/ log log n).
Proof. We have w = |Ai | + |B i | > n3/4 and |E i | > w2 /(log6 w). Theorem 10 finds a biclique
of size Θ(log w/ log(w2 /|E i |)) = Θ(log n/ log log n).
J
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5.2

Encoding

We apply Algorithm 1 iteratively to decompose the whole G0c = (V, E2 ). Let s be the
number of the current iteration. We take the first two of the remaining layers, Us and
Us+1 , treat them as an undirected bipartite graph, and find its biclique decomposition using
Algorithm 1. We obtain the set of bicliques K, the leftovers (Arest , Brest ), and the remaining
layers Us+2 , Us+3 , . . . , Ut . We will soon explain how to encode information about the edges
Einter connecting the nodes from bicliques to other nodes in the labels `sinter (·). We will
also explain how to encode the information about the edges Ein between the nodes from
(possibly different) bicliques and between Arest and Brest in the labels `sin (·). This allows
us to remove all of these edges, and also all nodes from bicliques. We merge Arest , Brest to
obtain a new layer replacing Us and Us+1 and repeat the procedure. See Algorithm 2 for a
detailed description, and Figure 2 for an illustration of a single iteration.
Algorithm 2 Decomposing consecutive layers of a flat DAG into bicliques.
1: procedure LabelFlatDAG(V, E2 , s; Us , Us+1 , . . . , Ut )
2:
if s = t then return
3:
Es,s+1 ← E2 ∩ (Us × Us+1 )
FindBicliques(Us , Us+1 ; Es,s+1 ) . we obtain the set of bicliques K and leftovers Arest , Brest
4:
5:
V 0 ← A0 ∪ B 0 , Vrest ← Arest ∪ Brest , Ṽ ← V \ (V 0 ∪ Vrest )
6:
Einter ← E2 ∩ ((V 0 × Ṽ ) ∪ (A0 × Brest ) ∪ (Arest × B 0 ))
7:
Ein ← E2 ∩ ((A0 × B 0 ) ∪ (Arest × Brest ))
8:
Store information about Ein and Einter in the labels `sin (·), `sinter (·)
9:
E2 ← E2 \ (Ein ∪ Einter )
. remove edges
10:
V ←V \V0
. remove nodes
11:
Us+1 ← Arest ∪ Brest
. create a new layer
12:
LabelFlatDAG(V, E2 , s + 1; Us+1 , Us+2 , . . . , Ut ).

upper layers
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Einter

Ṽ
B0

Us+1

B1

B2

B3

Us

A1

A2

A3

Ein

Bk

Brest

Ak

Arest

A0
Figure 2 Layers Us and Us+1 partitioned into bicliques (Ai , Bi ) and the leftovers (Arest , Brest ).

Irrespectively of the implementation of line 8, the number of iterations is t = O(log n),
and the current graph G0c = (V, E2 ) remains transitively closed. We proceed to explain how
to implement line 8. Fix an iteration s of the procedure. Let V s ⊆ V be the set of nodes
and E2s ⊆ E2 the set of edges considered in this iteration, with V and E2 referring to the
initial graph G0c . The auxiliary notation (A0 , B 0 , Arest , V 0 etc.) refers to the sets defined in
the s-th iteration. We will also write just `in (·) and `inter (·) instead of `sin (·) and `sinter (·).
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I Lemma 13. There is an assignment of labels `in (·) consisting of |A0 |/2 + O(log n) bits
for the nodes of V 0 , O(n/ log2 n) bits for the nodes of Vrest and O(1) bits for the remaining
nodes that allows checking in constant time if (u, v) ∈ Ein , given `in (u) and `in (v).
Proof. For any u ∈ V , `in (u) consists of the following ingredients. First, we store an integer
inf(u) encoding the information whether u was already removed from the graph, or which of
the sets A0 , B 0 , Arest , Brest , Ṽ does it belong to. Then we have two cases:
u ∈ V 0 : we append the label `bip (u) obtained by applying Theorem 8 on the bipartite
graph (A0 , B 0 ; E2s ∩ (A0 × B 0 )) with parameters α = β = |A0 |/2 + 1,
u ∈ Vrest : we append the structure described in Theorem 6 applied on the set Nrest (u) from
Lemma 11.
Given `in (u) and `in (v), we proceed as follows. By inspecting inf(u), inf(v) we can
distinguish the following three options:
1. If u ∈ A0 and v ∈ B 0 , then using `bip (u) and `bip (v) we can check whether (u, v) ∈
E2 ∩ (A0 × B 0 ).
2. If u ∈ Arest and v ∈ Brest , then we can check whether u ∈ Nrest (v) or v ∈ Nrest (u) using
the dictionaries stored in both labels.
3. Otherwise (u, v) ∈
/ Ein .
It is straightforward to verify that the sizes of labels are as required and the check can be
implemented in constant time.
J
I Lemma 14. Let α = d|V s |/3 − |A0 |/2e, β = d2|A0 |/3e, and k be the number of bicliques
found in the current iteration. There is an assignment of labels `inter (·) consisting of
α + O(log n) bits for the nodes of V 0 , β + O(log n) + k bits for the nodes of V s \ V 0 and O(1)
bits for the remaining nodes, that allows checking in constant time if (u, v) ∈ Einter , given
`inter (u) and `inter (v).
Proof. We first verify that
α|A0 | + β(|V s | − 2|A0 |) > |A0 |(|V s | − 2|A0 |).
Now we construct an undirected bipartite graph Ĝ = (Â, B̂; Ê). Every node of B̂ corresponds
Sk
to a node of V s \ V 0 . The definition of Â is more complicated. Recall that A0 = i=1 Ai
S
k
and B 0 = i=1 Bi . The bicliques are balanced, so we have the natural pairing of the nodes
in Ai and Bi . Therefore, we have a pairing of the nodes of A0 and B 0 . Every node of Â
corresponds to such a pair of nodes a ↔ b, where a ∈ A0 and b ∈ B 0 . Thus |Â| = |A0 | = |B 0 |.
Observe that if for some y ∈ Bi and z ∈ V s we have (y, z) ∈ Einter , then (x, z) ∈ Einter
for every x ∈ Ai , by the graph being transitively closed and (Ai , Bi ) being a biclique. Let
â ∈ Â correspond to aj ↔ bj , where aj ∈ Ai , bj ∈ Bi (we say that â corresponds to both
aj and bj ), and let b̂ ∈ B̂ correspond to b ∈ V s \ V 0 . Whether (â, b̂) ∈ Ê depends on the
location of b in V s and the edges in Einter . Exactly one of the following cases occurs:
1. b ∈ Arest , so b is not adjacent to Ai (in particular not to aj ): (â, b̂) ∈ Ê iff (bj , b) ∈ Einter ,
2. b ∈ Brest , so b is not adjacent to Bi (in particular not to bj ): (â, b̂) ∈ Ê iff (aj , b) ∈ Einter ,
3. b ∈ Ṽ , b is adjacent to some node of Bi , so (aj , b) ∈ Einter : (â, b̂) ∈ Ê iff (bj , b) ∈ Einter ,
4. b ∈ Ṽ , b is not adjacent to any node of Bi , so (bj , b) ∈
/ Einter : (â, b̂) ∈ Ê iff (aj , b) ∈ Einter .
We apply Theorem 8 on Ĝ with parameters α, β to obtain the labels `bip (·). For any u ∈ V ,
`inter (u) consists of the following ingredients. First, we store an integer inf(u) encoding the
information whether u was already removed from the graph, or which of the sets A0 , B 0 ,
Arest , Brest , Ṽ does it belong to. Second, we append `bip (û), where û corresponds to u in Ĝ.
Then we have two cases:
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u ∈ V 0 : we append the index i such that u ∈ Ai ∪ Bi ,
u ∈ V s \ V 0 : we append a bit-table Bu [·] of length k, in which Bu [i] stores the information
whether u is adjacent to some node of Bi .
Given `inter (u) and `inter (v), we proceed as follows. First we verify that u, v ∈ V s using
inf(u) and inf(v), as otherwise (u, v) ∈
/ Einter . Let û, v̂ correspond to u and v in Ĝ. By
inspecting inf(u) and inf(v), we can check if û and v̂ belong to Â or B̂. If û, v̂ belong both to
the Â or B̂, then (u, v) ∈
/ Einter and we are done. By swapping u and v we can thus assume
that û ∈ Â and v̂ ∈ B̂. Using `bip (û) and `bip (v̂) we can then check if (û, v̂) ∈ Ê. From
`inter (u) we extract the index i such that u ∈ Ai ∪ Bi , and by additionally inspecting inf(u)
we know if u ∈ Ai or u ∈ Bi . By inspecting inf(v) we know whether v ∈ Arest , v ∈ Brest , or
v ∈ Ṽ , and by accessing the appropriate entry of Bv [·] we know if v is adjacent to some node
of Bi . This allows us to distinguish between the four possible cases and check if (u, v) ∈ Einter .
In more detail, we have the following possibilities:
1. v ∈ Arest , if u ∈ Ai then we return false, and if u ∈ Bi we return (û, v̂) ∈ Ê,
2. v ∈ Brest , if u ∈ Bi then we return false, and if u ∈ Ai then we return (û, v̂) ∈ Ê,
3. v ∈ Ṽ and v is adjacent to some node of Bi , if u ∈ Ai we return true, and if u ∈ Bi we
return (û, v̂) ∈ Ê,
4. v ∈ Ṽ and v is not adjacent to any node of Bi , if u ∈ Ai we return (û, v̂) ∈ Ê, and if
u ∈ Bi we return false.
It is straightforward to verify that the sizes of labels are as required and the check can be
implemented in constant time.
J
Note that in some sense the four cases from the proof of Lemma 14, by the structure of
the found bicliques, allow us to store information about two possible edges ((aj , b), (bj , b)) in
just a single bit. In a similar way, Munro and Nicholson were able to obtain their centralised
structure consisting of n2 /4 + o(n2 ) bits. Unfortunately, for a labeling scheme, when the
existence of an edge from Einter is remembered by a node from Â, one bit is used in the
labels of both aj and bj . Still, only a single bit is used when the existence of an edge is
stored by a node from B̂. This allows us to achieve a nontrivial upper bound on the total
length of the label.
Pt
I Lemma 15. For every u ∈ V , s=1 |`sin (u)| + |`sinter (u)| = n/3 + o(n).
Proof. Let i be the iteration in which u is removed from the graph. Recall that V i is the
set of nodes considered in the i-th iteration, and let A0s denote set A0 in the s-th iteration.
By Lemma 13, the length of `sin (u) is:
O(n/ log2 n) for s < i
|A0i |/2 + O(log n) for s = i
O(1)

in other cases.

This overall sums up to o(n) + |A0i |/2 bits, as t = O(log n). By Lemma 14, the length of
`sinter (u) is:
d2|A0s |/3e + O(log n) + ks
i

d|V |/3 −

|A0i |/2e

for s < i

+ O(log n) for s = i
O(1)

in other cases,
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where ks is the number of found bicliques in the s-th iteration. The sum of 2|A0s | over all
iterations s < i is equal to the number of removed nodes until the i-th iteration, which is
n − |V i |. The sum of ks is not greater than the number of found bicliques. Because each
biclique is of size Θ(log n/ log log n), this number is o(n). This makes the whole sum:
o(n) + |A0i |/2 + (n − |V i |)/3 + o(n) + |V i |/3 − |A0i |/2 + O(log n) = n/3 + o(n).

5.3

J

Decoding

We define the label `2 (u) to be the concatenation of all the labels `sin (u) and `sinter (u) generated
by Algorithm 2 for s = 1, 2, . . . , t. Additionally, we store O(log n) indices denoting where
every `sin (u) and `sinter (u) begins and ends in `2 (u). As each index needs O(log n) bits, this
takes O(log2 n) extra bits stored in the very beginning of the label, and allows us to access
any `sin (u) and `sinter (u) in constant time. Additionally, `2 (u) stores two numbers Del(u) and
IU(u), each in O(log log n) bits. Del(u) is the last iteration in which u is present in the graph,
that is, the largest s such that u ∈ V s . IU(u) is the index of the initial layer of u in G0c , that
is, i such that u ∈ Ui . By Lemma 15, |`2 (u)| = n/3 + o(n).
I Lemma 16. Given `2 (u) and `2 (v) we can check in constant time if (u, v) ∈ E2 .
Proof. Every edge in E2 ends up in exactly one of the sets Ein or Einter defined in some
iteration. Note that we do not have enough time to consider all possible iterations. Thus, we
will first calculate the relevant iteration s, and then use `sin (u), `sinter (u), `sin (v) and `sinter (v)
to check if (u, v) ∈ E2 . We will make sure that s is the unique iteration such that one of the
sets Ein or Einter might contain (u, v).
Assume that IU(u) ≤ IU(v), as otherwise from the topological ordering (u, v) ∈
/ E2 . If
IU(v) ≤ 2, we take s = 1 as the edges between the first two layers are considered only in the
first iteration. If IU(v) > 2 then we have two cases:
Del(u) < IU(v) − 1: u was removed in the Del(u)-th iteration, and before this iteration v
is not in the first two layers, so we take s = Del(u),
Del(u) ≥ IU(v) − 1: after the (IU(v) − 1)-th iteration both u and v are in the first layer
(or not in the graph anymore) and u is not in any biclique before that iteration, so we
take s = IU(v) − 1.
Having identified the appropriate s, we use `sin (u), `sin (v) to check if (u, v) ∈ Ein and
`sinter (v) to check if (u, v) ∈ Einter , where Ein and Einter are defined in the s-th
iteration, in constant time.
J
`sinter (u),

6

Conclusions

Lemmas 9 and 16 allow us to formulate the final theorem.
I Theorem 3. There exists a reachability labeling scheme for directed graphs on n nodes of
size n/3 + o(n), with the decoder working in constant time.
Proof. By Lemma 5, it is enough to construct a reachability labeling scheme for directed
acyclic graphs on n nodes of size n/3 + o(n) and the decoder working in constant time. Let
G = (V, E) be such a DAG, and Gc = (V, Ec ) its transitive closure. First, we flatten Gc to
obtain a new DAG G0c = (V, E2 ) consisting of O(log n) layers. The set of removed edges E1
is encoded in the labels `1 (·) as described in Lemma 9, using o(n) bits in the label of each
node and allowing checking if (u, v) ∈ E1 given the labels of u and v, in constant time. Next,
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we proceed as described in Section 5 to obtain the labels `2 (·). By Lemma 15, this uses
n/3 + o(n) bits in the label of each node and by Lemma 16 allows checking if (u, v) ∈ E2 given
the labels of u and v in constant time. Finally, the label of each node u is the concatenation
of `1 (u) and `2 (u), with appropriate padding as to make the length of both parts known and
allow accessing any of them in constant time.
J
We note that the scheme can be tweaked to guarantee the optimal (up to second-order
term) average size n/4, matching the centralised bound.
I Theorem 17. There exists a reachability labeling scheme for directed graphs on n nodes of
average size n/4 + o(n), maximum size n/2 + o(n), and with the decoder working in constant
time.
Proof Sketch. To this end, we just modify Lemma 14, setting α = 0 and β = |A0 | + 1. Then
the whole set Einter is remembered by the nodes in further layers, and no information about
these edges is stored by the nodes from V 0 . The method from Lemma 13 stays intact, so the
nodes from Vrest store o(n) bits and the nodes from V 0 store |A0 |/2 + O(log n) bits. After
that change, take any node u and assume it is removed in the i-th iteration. Then, `2 (u)
uses one bit for every two nodes removed in the previous iterations and one bit for every
four nodes removed in the i-th iteration. More precisely, recall that A0s denotes the size of
set A0 in s-th iteration of the Algorithm 2, and let Vprev be the set of nodes erased from the
graph before iteration i. Then, the label of u consists of the following elements:
Label `1 (u) from Lemma 9, which has length o(n).
Labels `sin (u), with total size of A0i /2 + o(n) bits as in the previous scheme.
Labels `sinter (u). They have lengths |A0s | + O(log n) + ks for iterations s < i and O(log n)
for the other iterations, so the sum of their sizes is |Vprev |/2 + o(n).
Small additional information, that is indices denoting beginning of each sublabel and
numbers Del(u) and IU(u).
Let us number the nodes in order of being erased from the graph, and say nodes from the
A0i erased in iteration i received numbers in [ai , bi ]. Then length of the label for node u is
ai /2 + (bi − ai )/4 + o(n). It is easy to verify that the sum of the lengths of all the labels is at
most n2 /4 + o(n). This is paid for with unbalanced labels, as after the described change to
`sinter (·) maximum size is bounded by n/2 + o(n) (with the nodes from further layers having
longer labels than the nodes from the previous layers).
J
By improving on the simple upper bound of n/2 + O(log n), our result brings us closer to
resolving the natural question of the space complexity of reachability labeling for directed
graphs. The only lower bound on the worst-case (and also average) size of a label in such a
scheme is n/4, following from the result on the number of posets, and our scheme achieves an
upper bound of n/3 + o(n). We remark that it does not seem possible to decrease the upper
bound achieved by our scheme by simply tweaking the parameters, so new ideas are required.
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Labels for bipartite graphs in constant time

I Theorem 8. Set a, b and consider a family Ka,b of bipartite graphs with two layers A, B
with a and b nodes correspondingly. For any natural α, β satisfying aα + bβ > ab there exists
an adjacency labeling scheme of size α + O(log N ) for nodes from A and size β + O(log N )
for nodes from B, where N = max{α, β, a, b}, with the decoder working in constant time.
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Proof. Given a graph G = (A, B; E) ∈ Ka,b , the encoder Ebip first assigns numbers
{0, 1, . . . , a − 1} to the nodes of A and numbers {a, a + 1, . . . , a + b − 1} to the nodes
from B. Call this assignment I : A ∪ B → N . From now on we identify the nodes with their
numbers. The label `bip (u) of a node u consists of the assigned number I(u), parameters a,
b, α, β (O(log N ) bits in total) and a bit table Tu [·]. If u ∈ A, the encoder sets
Tu [i] = 1 ⇐⇒ (u, a + (dbu/ae + i) mod b) ∈ E, for i = {0, 1, . . . , α − 1}.
If u ∈ B, the encoder sets
Tu [j] = 1 ⇐⇒ ((da(u − a)/be + j) mod a, u) ∈ E, for j = {0, 1, . . . , β − 1}.
In total labels have size α + O(log N ) for nodes from A and β + O(log N ) for nodes from
B. Now we describe the decoder. Let u, v ∈ A ∪ B. Using `bip (u) and `bip (v), the decoder
has to determine whether (u, v) ∈ E. First, it can check whether both nodes belong to the
same layer (based on I(u), I(v), and value a). Assume that the nodes are in different layers
(otherwise they are not adjacent) and u ∈ A, v ∈ B (by swapping the nodes if necessary).
Let ia = I(u), ib = I(v) − a. We have ia ∈ {0, 1, . . . , a − 1}, ib ∈ {0, 1, . . . , b − 1}. Let
i = (ib − dbia /ae) mod b,

j = (ia − daib /be) mod a.

If i ∈ {0, 1, . . . , α − 1}, then Tu [i] = 1 ⇐⇒ (u, v) ∈ E. If j ∈ {0, 1, . . . , β − 1}, then
Tv [j] = 1 ⇐⇒ (u, v) ∈ E. In both cases, the decoder can look at the right bit of the table
and answer the question (u, v) ∈ E in constant time. So it is enough to show that for every
ia , ib at least one of the above holds. When α ≥ b or β ≥ a thesis is trivially satisfied for all
ia , ib . Otherwise



 
aib − bia
bia
mod b =
mod b,
i = ib −
a
a





aib
bia − aib
j = ia −
mod a =
mod a.
b
b
Let w = aib − bia . From the constraints on ia , ib :
−b(a − 1) ≤ w ≤ a(b − 1).
If w = 0, then i = j = 0 and we are done. Suppose that w > 0, the opposite case is similar.
We have
jwk
jwk
i < α ⇐⇒
mod b < α ⇐⇒
< α ⇐⇒ w < aα,
a
a
and

j < β ⇐⇒

−w
b




mod a < β ⇐⇒

ab − w
b


<β

⇐⇒ ab − w < bβ ⇐⇒ ab − bβ < w.
From the assumption ab − bβ < aα, thus at least one of the above inequalities is satisfied. J
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Abstract
Given an ordered sequence of points P = {p1 , p2 , . . . , pn }, we are interested in computing T , the set
of distinct triangles occurring over all Delaunay triangulations of contiguous subsequences within P .
We present a deterministic algorithm for this purpose with near-optimal time complexity O(|T | log n).
Additionally, we prove that for an arbitrary point set in random order, the expected number of
Delaunay triangles occurring over all contiguous subsequences is Θ(n log n).
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Introduction

For an ordered sequence of points P = {p1 , p2 , . . . , pn }, we consider for 1 ≤ i < j ≤ n
the contiguous subsequences Pi,j := {pi , pi+1 , . . . , pj } and their Delaunay triangulations
S
Ti,j := DT (Pi,j ). We are interested in the set T := i<j {t | t ∈ Ti,j } of distinct Delaunay
triangles occurring over all contiguous subsequences. Figure 1 shows a sequence of points
p1 , . . . , pn where |T | = Ω(n2 ) (collinearities could be perturbed away). For j > n2 , any
point pj will be connected to all points {p1 , . . . , p n2 } in T1,j , so any such T1,j contains Θ(n)
Delaunay triangles not contained in any T1,j 0 with j 0 < j, hence |T | = Ω(n2 ). Note that for
this argument we only used linearly many contiguous subsequences. It is conceivable that the
quadratically many contiguous subsequences create even a superquadratic number of distinct
Delaunay triangles. We will show, though, that if P is in random order, E[|T |] = Θ(n log n),
and |T | = O(n2 ) for any order. Then we design a deterministic algorithm to compute T with
asymptotically near-optimal time complexity O(|T | log n).

1.1

Motivation and Related Work

Subcomplexes of the Delaunay triangulation have proven to be very useful for representing
the shape of objects from a discrete sample in many contexts, see for example α-shapes [4],
the β-skeleton [10], or the crust [2]. If the samples are acquired over time, a subcomplex of
the Delaunay triangulation of the samples within a contiguous time interval might allow for
interesting insights into the data, see for example [3], where the authors use α-shapes to
visualize the regions of storm event data within the United States between 1991 and 2000.
While samples do not occur in truly random order in real world scenarios, it has been
observed in [3] that the potentially huge size of T seems more like a pathological setting. Our
first result provides some sort of theoretical explanation for this observation. Our second
e |). This suggests the possibility of
result shows that T can also be computed in time O(|T
precomputing all Delaunay triangles of all contiguous subsequences and indexing them with
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pn

p1 p2 p3

p n2 +2 p n2 +1

pn/2

Figure 1 A sequence of points with |T | = Θ(n2 ), as in [7].

respect to time and possibly some other parameter (e.g., the α value for α-shapes, or the
β value for the β-skeleton). Then a time interval query, possibly with an α/β parameter,
could be answered in an output sensitive manner, which might be considerably faster than
computing the structures from scratch for the interval of interest.
The incremental construction of the Delaunay triangulation seems like a promising starting
point for construction of T . Here the Delaunay triangulation of a point set is computed
by inserting the points one-by-one, always updating an accompanying point location data
structure and the triangulation itself via a sequence of flip operations. With the analysis
in [7], one can show in expectation for random point orderings that only O(1) new Delaunay
triangles are created upon a point insertion, and hence there are O(n) Delaunay triangles
alive during the process. The expected location costs are O(n log n) overall, but for arbitrary
orderings the running time might be quadratic in the number of created Delaunay triangles
due to the point location costs. Furthermore, while this algorithm on the way constructs
T1,1 , T1,2 , . . . , T1,n , triangulations T>1,j are not considered at all.
Other approaches for constructing Delaunay triangulations or Voronoi diagrams like
sweepline [5], or divide and conquer [6] – at least at first sight – do not appear to be
promising starting points for enumerating T .
Along the lines of our work, Kaplan et al. in [9] have investigated the complexity of
the overlay of the features (including transient ones) constructed during the randomized
incremental construction of minimization diagrams. While the incremental construction of
Delaunay triangles can indeed be expressed as a suitable minimization diagram, Kaplan et al.
only consider prefixes in contrast to contiguous subsequences in our case.

1.2

Contribution

This paper has two main contributions. First, we show that for arbitrary point sets in
random order, the expected size of T is Θ(n log n) and in the worst case O(n2 ). Secondly,
we present an output sensitive algorithm to compute T in time O(|T | log n). Our results
lay the theoretical foundation for faster algorithms that make use of subcomplexes of the
Delaunay triangulation for time series data. In Section 2 we analyze the worst case as well
as the expected size of T , Section 3 develops a deterministic output sensitive algorithm for
computing T . Section 4 presents some preliminary results of a prototypical implementation
which support our theoretical findings. We conclude with an outlook and directions for
future research.
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Counting Delaunay Edges and Triangles

Our proof will proceed in two steps. We first show that the expected number of Delaunay
edges encountered when considering all contiguous subsequences in a randomly ordered
sequence of points is Θ(n log n). Then we show that, for an arbitrary order, there is a linear
dependence between the number of Delaunay triangles and Delaunay edges.
Assuming non-degeneracy of P , i.e., absence of four co-circular or three co-linear points,
we define the set of edges used in triangles of T as:
ET := {e | ∃ t ∈ T : e edge of t}
We first bound the expected size of ET . The following lemma is a simple observation that
helps to focus on a smaller subsequence when considering a potential edge {pi , pj }.
I Lemma 1. For any order of P , if an edge e = {pi , pj } ∈ ET (i < j), then e also appears
in Ti,j .
Proof. For suitable a ≤ i, b ≥ j, e is a Delaunay edge in Ta,b , i.e. there exists a disk with
pi , pj on its boundary and its interior free of points from Pa,b . As Pi,j ⊆ Pa,b this disk is also
free of points from Pi,j , hence e ∈ Ti,j .
J
Lemma 1 states that we only need to consider the minimal contiguous subsequence containing
pi and pj to argue about the probability of an edge e = {pi , pj } being present in ET . We
bound the probability that e is a Delaunay edge in Ti,j :
I Lemma 2. For a potential edge e = {pi , pj }, i < j, we have P r[e ∈ Ti,j ] <

6
j−i .

Proof. The claim holds trivially for j = i + 1. For point sets Pi,j with j > i + 1, observe
that clearly Ti,j will be the same regardless of how the points in Pi,j are ordered. All points
in Pi,j are equally likely to be pi , or pj . The triangulation Ti,j is a planar graph with more
than 2 nodes, and hence per Euler’s formula contains at most 3(j − i + 1) − 6 edges. So
P r[e ∈ Ti,j ] is bounded by the probability of two randomly chosen nodes in a graph with
j − i + 1 nodes and ≤ 3(j − i + 1) − 6 edges to be connected with an edge. By
 randomly
choosing two nodes, we randomly choose one edge among all potential j−i+1
edges. The
2
6
probability of that edge to be one of the ≤ 3(j − i + 1) − 6 edges of Ti,j is < j−i .
J
Due to Lemma 1 we have that P r[e ∈ ET ] = P r[e ∈ Ti,j ], hence:
I Lemma 3. The expected size of ET is Θ(n log n).
Proof. Linearity of expectation allows us to sum all potential edges’ probability of existence,
bounded using Lemma 2, to upper bound the expected size of ET .
E[|ET |] =

n−1
X

n
X

i=1 j=i+1

≤

n−1
X

P r[{pi , pj } ∈ ET ] =

n−1
X

n
X

P r[{pi , pj } ∈ Ti,j ]

i=1 j=i+1

n
X

n−1
n−i
n−1
XX
X
1
6
=6
≤6
Hn = O(n log n)
j−i
j
i=1 j=1
i=1
i=1 j=i+1

For the lower bound, consider the nearest neighbor of point p1 in P2,i as i grows from 2
to n. It is well known that for random order of P , the nearest neighbor changes Θ(log n)
times in expectation. It is also well known that the nearest neighbor graph of a point set is a
subgraph of its Delaunay triangulation, so p1 in expectation is involved in the creation of
Ω(log n) distinct Delaunay edges. The same argument applies to all other points, yielding a
Ω(n log n) bound.
J
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p1

pn−3

p4

p2

p3

p5

pn−4

pn−1

pn−2

pn

Figure 2 A sequence of points with |T | = O(n).

In general, an edge might be used by up to Ω(n) different Delaunay triangles, so a linear
dependence between the number of Delaunay edges and triangles is not immediately obvious.
Yet, the following lemma shows why this is the case.
I Lemma 4. For any order of P , |T | ∈ Θ(|ET |).
Proof. Consider some Delaunay triangle t = pa pb pc ∈ T (w.l.o.g. a < b < c). Due to
Lemma 1, we have t ∈ Ta,c . Apart from t, there can exist at most one other triangle t0 ∈ Ta,c
which uses the edge {pa , pc }. This way, we can charge every Delaunay triangle of T to some
Delaunay edge of ET , charging at most 2 Delaunay triangles to any Delaunay edge. So the
overall number of Delaunay triangles is at most twice the overall number of Delaunay edges,
hence |T | ∈ O(|ET |). Any triangle creates at most 3 edges, so |ET | ∈ O(|T |).
J
As a corollary, Lemma 4 implies that O(n2 ) is also an upper bound for |T | for arbitrary
orderings of n points, as there are only O(n2 ) possible edges.
Finally we can state our main theorem which follows from Lemmas 3 and 4.
I Theorem 5. The expected number of different Delaunay triangles occurring over all
contiguous subsequences of a (uniformly) randomly ordered point set of size n is Θ(n log n).

3

Constructing Delaunay Triangles

Given an arbitrary (but non-degenerate) point set P in arbitrary order, the most naive way
of deterministically constructing all Delaunay triangles is the execution of some O(n log n)
algorithm for each sequence Pi,j , which results in worst-case O(n3 log n) running time.
Unfortunately, this approach also takes at least cubic time if |T | = O(n), like it is the case in
Figure 2 where removing any number of points from either end of the interval of interest
creates no new triangles. Another approach could be to execute the incremental algorithm
(without randomization) from [7] for the sequences P1,n , P2,n , . . . , Pn−2,n , which produces
all Ti,j with j < n as intermediate results. It does not seem obvious, though, how to show
that a single run on Ti,n can be performed in subquadratic time in the worst case; flipping
costs can be charged to |Ti,n |, but point location costs could be quadratic despite a small
|T |. So a runtime better than O(n3 ) in the worst case seems difficult to achieve even if
|T | = O(n). Our goal in the following will be the development of a deterministic algorithm
for constructing T in time proportional to |T |, up to a logarithmic factor.
The resulting algorithm is similar to the incremental algorithm in that points are inserted
one-by-one. The incremental algorithm maintains one triangulation of the full point set P1,j
which is expanded as points are inserted. Our algorithm computes the same full triangulations
T1,3 , . . . , T1,n , but in reverse order. Additionally, our algorithm maintains many partial
triangulations of usually very small subsets of Pi,j . These triangulations are expanded as
points are inserted, but at the same time they are also pruned to avoid doing the same
triangulation work multiple times for different partial triangulations.
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p4

p3

p2

p1

p8

p7

p6

p5
Figure 3 An edge which requires information of size Ω(n) to encode its lifetime. The edge {p4 , p5 }
is part of T1,5 , T2,6 , T3,7 , but not T1,6 , T2,7 , T3,8 . Other edges of these triangulations are omitted to
keep the figure comprehensible.

3.1

Preliminary Considerations

In our construction algorithm we will be concerned with the construction of Delaunay
triangles and only indirectly with Delaunay edges, since the former provide a significant
advantage for data structures indexing the result set. We will show that the lifetime of a
Delaunay triangle can be represented compactly via two indices, whereas for a Delaunay
edge this might require additional information of size Ω(n). This is because an edge is
Delaunay if there exists an open disk free of other points through the edge’s two endpoints.
As demonstrated in Figure 3, an edge e could be Delaunay in some Ta,b , not Delaunay in
Ta,b+1 , Delaunay in Ta+1,b+1 , not Delaunay in Ta+1,b+2 , etc. by repeatedly inserting a point
close to e on one side, and then removing the closest point on the other side. During this
process, inserting a close point on one side prevents the existence of such an empty disk on e,
and removing the closest point on the other side allows an empty disk to exist again.
Conceptually, we care about all triangulations Ti,j , i < j, as depicted here:
T1,2

T1,3
T2,3

...
...

...
...
Ti,i+1

. . . T1,j
. . . T2,j
..
.

...
...

...
...

T1,n
T2,n

...

...

...

Ti,n

Tn−2,n−1

Tn−2,n
Tn−1,n

Ti,j
..
.

This matrix allows us to use terms such as “above” or “row i” to describe the relationship
between triangulations and other data structures with indices corresponding to a triangulation’s first and last points. As ordered point sets exist with |T | = O(n), we cannot construct
all Θ(n2 ) triangulations in the matrix explicitly. We have to use the fact that Delaunay
triangulations of similar point sets (i.e., a small Manhattan distance in the matrix) tend to
share many edges and triangles, with differences being local to removed and added points’
neighborhoods.
To that end, let us first define an ordering on the triangulations in the matrix.
Ta,b < Tc,d ⇐⇒ b < d ∨ (b = d ∧ a < c)
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That is, “smaller” means all columns to the left, and that part of the column that is above
the current triangulation. The contribution set Ci,j is the set of triangles for which Ti,j is
the smallest triangulation they appear in:
Ci,j = {t ∈ Ti,j | ∀ Ta,b < Ti,j : t ∈
/ Ta,b }
Since any triangle appears “first” in exactly one triangulation, the number of non-empty
Ci,j is O(|T |), so we can at least afford to consider all cells of the matrix with non-empty
contribution sets. To that end, let us characterize Ci,j in a different way. Inserting a point
pj into Ti,j−1 destroys all triangles that have pj in their circumcircle, and, in their place,
creates a star-shaped set of triangles incident to pj . As Ti,j−1 < Ti,j , we have:
Ci,j ⊆ {t ∈ Ti,j | t incident to pj }

(1)

Removing pi−1 from Ti−1,j does the opposite, destroying all triangles incident to pi−1 and
leaving a star-shaped hole in Ti−1,j . Re-triangulating this hole’s interior yields Ti,j without
any further changes. For i > 1 we have Ti−1,j < Ti,j , so:
Ci,j ⊆ {t ∈ Ti,j | pi−1 in t’s circumcircle}

(2)

In fact, these two conditions define Ci,j sufficiently:
I Lemma 6. Ci,j = {t ∈ Ti,j | pi−1 in t’s circumcircle ∧ t incident to pj } for i > 1.
Proof. The ⊆ inclusion follows directly from (1) and (2). To prove the reverse inclusion,
consider some triangle t ∈ Ti,j incident to pj which has pi−1 in its circumcircle, and some
Ti0 ,j 0 with t ∈ Ti0 ,j 0 . If i0 < i, t ∈
/ Ti0 ,j 0 because pi−1 is inside t’s circumcircle. If j 0 < j,
t∈
/ Ti0 ,j 0 because t requires pj . Thus Ti,j ≤ Ti0 ,j 0 , so Ti,j is the first triangulation containing
t and t ∈ Ci,j .
J

pi

pi

pi

pi
Figure 4 Examples of a point’s star shape (top) and populated sector (bottom) for interior points
(left) and points on the convex hull (right).
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We define the star shape of point pi (w.r.t. Ti,j ) as the area of the plane visible from pi
without edges obstructing the view. We define the populated sector of point pi (w.r.t. Ti,j )
as the smallest circle sector of infinite radius centered on pi which contains triangles incident
to pi . Figure 4 illustrates these concepts.
Maintaining the entire Delaunay triangulation of Pi,j for every row of the matrix is
prohibitively expensive. As noted above, the changes resulting from the removal of pi−1 from
Ti−1,j are local to pi−1 . We would like to exploit that fact by maintaining only the difference
between Ti−1,j and Ti,j for all rows i > 1, and we do that using a Hole Triangulation Hi,j ,
which contains the triangles resulting from the removal of pi−1 from Ti−1,j . When speaking
of star shape or populated sector in the context of some hole triangulation Hi,j , we mean
the respective star shape or populated sector of pi−1 w.r.t. Ti−1,j .
Figure 5 shows how a hole triangulation may evolve as points are inserted. The removal
of pi−1 from Ti−1,j replaces pi−1 and all its incident triangles with a new set of triangles.
We call those edges of pi−1 ’s incident triangles that are opposite pi−1 the boundary, as
they bound the star shape. We say the boundary is complete once it surrounds pi−1 , i.e.
once the populated sector is the entire plane. The new set of triangles is also adjacent to
the boundary, but until the boundary is complete, some boundary edges may not have an
adjacent triangle in Hi,j , as is the case in Figure 5, left. We also maintain these boundary
edges in hole triangulations so they’re available once a point is inserted on pi−1 ’s boundary
that creates triangles against these edges, as in Figure 5, middle right. So, technically, a hole
triangulation is not necessarily a proper triangulation because it can contain edges without
adjacent triangles even when more than two points are present. This is not only because
of the additional boundary edges it maintains, but also because it only maintains triangles
inside the star shape, so concave boundaries are not triangulated behind the boundary – that
area is handled by other triangulations.
Ti−1,j

Ti−1,j+1

pj

pj
pi−1

Ti−1,j+2

pj+1

Ti−1,j+3

pj

pi−1

pj+1

pj

pi−1

Hi,j+1

pj

pj

pj+1

pj+2

Hi,j+2

Hi,j+3

pj

pj

pj+2

pj+1
pi−1

pj+2
Hi,j

pj+3

pj+2

Figure 5 On the bottom, the evolution of a hole triangulation is shown as points are inserted.
Above, the full triangulations depicting the situation before the removal of pi−1 are shown. They
are only shown for reference, the algorithm does not maintain these full triangulations. Boundary
edges, which are present both in the original triangulation and in the hole triangulation, are shown
in green. Left: The point pi−1 is on the convex hull of Ti−1,j , so its boundary is incomplete. The
hole triangulation contains an edge without an adjacent triangle. Middle left: Another point is
inserted, adding a second boundary edge without an adjacent triangle to the hole triangulation.
Middle right: The insertion of pj+2 tightens the boundary around pi−1 . The right-most boundary
edge from before is no longer a boundary edge, so it is removed from the hole triangulation, but it is
still a Delaunay edge in Ti−1,j+2 and Ti,j+2 . The boundary is now complete and the left-most edge,
which previously did not have an adjacent triangle in the hole triangulation, has formed a triangle
with the newest point. Right: A point is inserted without creating an edge to pi−1 , so the hole
triangulation does not change.
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3.2

Main Algorithm Overview

Here we describe the main part of the algorithm that computes all Delaunay triangles. Later
subsections elaborate on data structures and update procedures.
Our algorithm will work through the matrix column-by-column from left to right and
conceptually each column is considered top to bottom. The first row of the matrix is
precomputed in a way similar to an incremental construction as in [7], but with additional
logic to avoid point location operations. As a result, the main part of the algorithm does not
compute anything for the first row, instead it only works with precomputed contribution
sets C1,j . After work for column j is completed, we have for each row i with 1 < i < j a
current hole triangulation Hi,j of the inside of pi−1 ’s star shape. As Hi,j is a subgraph of
Ti,j which mainly describes the difference between Ti−1,j and Ti,j , we could – in principle –
recover Ti,j by computing T1,j from C1,3 , C1,4 , . . . , C1,j and then successively applying the
“differences” H2,j , H3,j , . . . , Hi,j to T1,j .
Once all columns up to j − 1 have been computed, we compute all necessary updates for
column j. For the first row, we simply retrieve the precomputed C1,j . For rows i > 1, Ci,j can
be constructed according to Lemma 6 by updating the corresponding Hi,j−1 to Hi,j . If pj is
not adjacent to pi−1 in Ti−1,j , pi−1 ’s star shape does not change and Hi,j = Hi,j−1 , Ci,j = ∅.
Fortunately, if pi−1 is adjacent to pj in Ti−1,j , this is discovered by some triangulation
above row i that was already updated. That is because Lemma 1 guarantees that the edge
{pi−1 , pj } exists, at the latest, in Ti−1,j .
So the necessary updates of Hi,j can always be triggered from above, allowing us to
avoid inspecting hole triangulations that do not change. In fact, any newly found Delaunay
edge {pa , pb }, a < b, triggers exactly one hole triangulation update, namely the update from
Ha+1,b−1 to Ha+1,b . These update triggers actually form a partial order over the updated
hole triangulations, potentially leading to a computation order that deviates from the order
defined in subsection 3.1. However, the definition of hole triangulations does not depend on
update order, so the Ci,j are still computed correctly.
P
P
I Lemma 7. We have i<j |Ci,j | = |T | and i<j |Hi,j \ Hi,j−1 | = O(|T |).
Proof. Any triangle appears in exactly one contribution set, which yields the first part of
the statement. For the second part, observe that all triangles of Hi,j \ Hi,j−1 appear in Ci,j .
The boundary edges in Hi,j \ Hi,j−1 may not be used in triangles of Ci,j , but there are at
most two of them. They can be charged to the edge triggering the hole triangulation update,
and any of the O(|T |) edges triggers exactly one update.
J
In the following we fill in the details of how to update the hole triangulations, and in
particular how to perform the point location operations necessary in hole triangulations and
how to avoid them in the incremental construction.

3.3

Treatment of the first row of the matrix

The first row of the matrix is precomputed to avoid complicated or expensive point location
logic in the main part of the algorithm. We first construct T1,n and then transform it into
T1,n−1 , then into T1,n−2, , . . . , then into T1,2 . Essentially, we perform the steps of an incremental construction of T1,n in reverse order. The triangles destroyed by the transformation
of T1,i into T1,i−1 are thus exactly C1,i . We store these contribution sets on a stack so that
the main part of the algorithm can access them efficiently as it works its way through the
matrix column-by-column.
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T1,6
p4

p2

p3

p2

p4

p2

p1
H2,5

p6

p5

p3
p1

p5 p6 einsert p
4
ecw
p3

Boundary: [p3, p4, p5, p2]

H2,6

p5 p6
enew

p2

p3

Boundary: [p3, p6, p5, p2]

Figure 6 The sorted sequence representing the boundary of p1 is updated as p6 is inserted, T1,5
and T1,6 are shown for reference. The point p6 is of course not part of T1,5 or H2,5 , its position
within these triangulations is only shown for reference.

I Lemma 8. In time O(n log n + |T |) we can precompute all C1,i .
Proof. T1,n can be computed in time O(n log n) using one of many O(n log n) algorithms for
computing Delaunay triangulations or Voronoi diagrams, for example [5]. We then transform
T1,n step-by-step to obtain T1,n−1 , T1,n−2, , . . . , T1,2 . Transforming T1,i into T1,i−1 means
removing pi with its incident edges and retriangulating the possibly emerging hole with
Delaunay triangles. Retriangulation can be accomplished in time linear in the number of
points on pi ’s boundary using [1] or [11]. That number is linear in |C1,i |, so per Lemma 7,
overall costs for retriangulation are O(|T |). Immediately before pi is removed, we store its
incident triangles as C1,i .
J

3.4

Updating Hole Triangulations

During the course of our algorithm we have to update Hi,j−1 to Hi,j . To that end we
maintain a hole triangulation’s boundary in counter-clockwise order in a sorted sequence, as
seen in Figure 6 where the sorted sequence representing the boundary of p1 is updated upon
insertion of p6 . The sorted sequence provides sufficient information to reconstruct pi−1 ’s
boundary, and thus also its incident triangles in Ti−1,j as well as its star shape and populated
sector. By using a (2, 4)-tree [8] to maintain the sorted sequence, we achieve logarithmic
update and lookup times with space linear in the size of the boundary.
To update the sorted sequence, we find between which two points of the old boundary pj
is visible to pi−1 using a lookup in the sorted sequence. We call the boundary edge connecting
these points einsert . From there, we explore the sorted sequence in both directions to find
the two points of the old boundary to which pj will connect to form the new boundary. The
two new boundary edges extend from pj as far as the corresponding triangles of Ti−1,j−1
around pi−1 contain pj in their circumcircle. So starting at pj ’s insertion point in the sorted
sequence, we explore boundary points in both directions as long as the respective triangles of
pi−1 ’s star shape contain pj in their circumcircle. Of the corresponding explored boundary
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pc

pe
pj 00

pb
pd
pj 000
pi−1

pa

pj 0000
pj 0

Figure 7 Potential positions of pj in Hi,j−1 , populated sector in red. The point pi−1 is not
actually part of Hi,j , its position is only shown for reference.

edges, which will no longer be boundary edges after the insertion of pj , we remember the
clockwise-most one as ecw . In Figure 6, only the two right-most shown circumcircles contain
p6 , so the new boundary edges extend to p5 on the left and to p3 on the right.
We now know the two new boundary edges, but we do not immediately insert them
into the hole triangulation because existing edges might be in the way. Knowledge of the
new boundary edges will be useful in the remaining steps of the hole triangulation update,
during which the new boundary edges and all other new edges will be created in a systematic
way. Note that while the boundary is incomplete, we may only get one new boundary edge
when the insertion point corresponds to an end of the sorted sequence rather than some
edge einsert . The remaining steps necessary to actually update the hole triangulation to
match the new boundary are to locate pj within Hi,j−1 , and to insert pj while keeping the
hole triangulation Delaunay and restricted to the star shape. The following subsubsections
describe these steps.

3.4.1

Locating a new point

Locating a new point pj typically means finding the triangle that contains pj , or, if pj is
outside the old triangulation, finding an edge visible to pj . However, as hole triangulations
always contain all boundary edges and triangles are never created behind the boundary, there
is a third option in our case. When pj is outside the populated sector and no edge of the old
hole triangulation is visible to pj from a side facing the star shape, like pj 0000 in Figure 7, we
need to find the point to which pj attaches. The following describes the logic necessary to
distinguish these cases.
If pj is not in the old populated sector, like most examples in Figure 7, it cannot be
contained in any triangle of Hi,j−1 . Of the hull edges covering Hi,j−1 on the inside of the
star shape ({pa , pd } and {pd , pe } in Figure 7), we then consider that edge which is incident
to that end of the boundary on whose side pj is being inserted. In Figure 7, pj 00 would be
inserted on the side of the boundary ending at pe , so its covering edge would be {pd , pe }.
The points pj 0 and pj 0000 would be inserted on the side of the boundary ending at pa , so their
covering edge would be {pa , pd }. If that side of the covering edge which faces the star shape
is visible to pj , like it is the case for pj 0 and pj 00 , we return it as a visible edge. Otherwise,
like it is the case for pj 0000 , no edge can be visible from inside of the star shape and the point
simply connects to the outermost point on the boundary, in this case pa .
Things are more complicated if pj falls inside the old populated sector. Then, pj is inside
the old star shape if and only if pj and pi−1 are on the same side of einsert . If pj is outside
the old star shape, i.e. behind the boundary, no triangle of Hi,j−1 can contain pj because
those are inside the old star shape, so einsert is a visible edge for pj . Note that this is the
only case in which a new point creates a triangle against that side of an edge which faces
outside the old star shape.
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ecw px
enew

pi−1
pj

Figure 8 The search algorithm locating pj in Hi,j−1 . The position of pi−1 is only shown for
reference.

Otherwise, pj is inside the old star shape. If the boundary is incomplete, pj might not
be contained in any triangle, as is the case for pj 000 in Figure 7. Regardless of boundary
completion state, the search algorithm proceeds as follows. By definition, one of the new
boundary edges in Hi,j , enew , will connect pj to one of ecw ’s points, say px . In Figure 6, px
is p3 . Note that enew is between ecw and pi−1 . We search for pj starting from ecw . Figure 8
shows how the search algorithm traverses Hi,j−1 . First, we walk along triangles incident
to px until we find the triangle that is intersected by enew . From there, we walk along the
triangles that enew intersects. If pj is contained in some triangle, this process will find it.
Otherwise, the search terminates at an edge visible to pj .

3.4.2

Inserting a new point

Having located pj on the old star shape’s boundary, we need to update the hole triangulation
by inserting pj . This is done in three steps. First, we create initial edges, potentially
extending the area covered by the old hole triangulation such that the area covered by the
new hole triangulation is contained within the extended triangulation. Extending the covered
area is not only necessary when the populated sector grows. Once the boundary is complete,
new points may still effect an additive change in the star shape area, see Figure 9. The
second step, Delaunay Flipping, ensures the Delaunay property of created edges and triangles,
and finally the Pruning step cuts off any leftover triangles and edges caused by star shape
shrinkage and by the first step extending the hole’s area too much.
Create initial edges: If the location algorithm returns a containing triangle, we simply
split it by inserting three edges between its points and pj . If the location algorithm returns a
visible edge evisible and pj is inside the old star shape, more edges may have their side facing
the star shape visible to pj . We explore Hi,j−1 ’s hull starting at evisible to find all visible
edges inside the old star shape, and create a triangle between pj and each visible edge. We
must stop exploring when we reach the outside of the hole triangulation, i.e. the “backside”
of boundary edges. Otherwise pj might create some triangles that are actually outside the
star shape, see for example pj 0 and the edge {pa , pb } in Figure 7.
If pj is behind the boundary, i.e. in the populated sector but outside the star shape, the
location algorithm returns einsert as a visible edge. The points of einsert are not necessarily
those to which pj will connect on the new boundary. Yet it is sufficient to create only two
initial edges between pj and einsert ’s points, for the following reason. If a new boundary
edge is not incident to either of einsert ’s points, that new boundary edge will be between the
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pj 000
pj 00
pj 0

pi−1
Figure 9 Potential positions of pj with different effects on the area change between Hi,j−1 , which
is just one triangle, and Hi,j . The position of pi−1 is only shown for reference. Compared to Hi,j−1 ,
pj 0 would reduce the area (green edges), pj 00 would extend the area (purple edges), and pj 000 would
extend the area in one direction, but reduce it in another (orange edges).

two initial edges, i.e. inside the extended triangulation area, and the flipping step will create
them. This is the case for the right orange edge of pj 000 in Figure 9. As the initial edges give
a bound on the new boundary, further edges or triangles created behind the initial two edges
would not be part of Hi,j .
Delaunay Flipping: The Delaunay Flipping algorithm is used to restore the Delaunay
property of this intermediate triangulation, starting with the edges pj attached to in the first
step. In the first step we extended Hi,j−1 such that the area it now covers has all the edges the
same area in Ti,j−1 would have after initial edge creation using the incremental construction
algorithm. The star shape is not always convex, so we must also show that we never need
to create edges outside the intermediate triangulation. This never happens because the
circumcircles of triangles along the boundary (and, by a circle-shrinking argument, all other
triangles) cannot extend back into the star shape from outside the star shape. But to create
an edge outside the intermediate triangulation, pj would need to lie inside the star shape
(otherwise the necessary edges behind the old boundary would be created during initial edge
creation) and inside the circumcircle of a triangle for which the resulting flipped edge would
lie behind the old boundary.
So the flipping algorithm will have exactly the same effect on the area inside the new
star shape as it would in a full incremental construction of Ti,n . There is actually one small
difference: hole triangulations do not maintain points behind the boundary, so old boundary
edges outside the new star shape cannot be flipped even if they are not Delaunay anymore.
The next step discards that part of the intermediate triangulation, so this is not a real issue.
Pruning: Pruning is necessary to restrict hole triangulations to the new star shape. We
cut off the triangles that are behind the two new boundary edges. Other, i.e. pre-existing,
boundary edges do not have any triangles attached behind them. That is because any
triangle created in previous steps uses one pre-existing and two newly created edges. The
only pre-existing boundary edge pj may have attached to from outside the star shape in the
first step, einsert , is no longer part of the boundary. The flipping algorithm never changes the
area taken up by the triangulation, so it also cannot create triangles behind boundary edges.
Finally, Ci,j are the newly created triangles which were not cut off in the last step. Even if
a hole triangulation is updated, we may still get an empty Ci,j if the boundary is incomplete
and concave. But the following subsection shows that we can afford even these update costs.

S. Funke and F. Weitbrecht

3.5

28:13

Runtime analysis

I Lemma 9. Point location costs in hole triangulations are O(|T | log n).
Proof. Recall how points are located in hole triangulations. We first update the sorted
sequence that represents the boundary, paying O(log n) per insertion and deletion. One
insertion is triggered for all O(|T |) Delaunay edges, and at most one deletion is possible for
each insertion. So per Lemma 4, total costs to maintain the sorted sequences are O(|T | log n).
To actually locate pj in a hole triangulation, we walk along that part of the old boundary
whose points were just deleted from the sorted sequence by the insertion of pj . This causes
total costs linear in the total number of deletions from the sorted sequence, O(|T |). We then
walk along triangles of the old hole triangulation, only visiting triangles that contain pj in
their circumcircle: in the first step, we only visit triangles that lie behind the new boundary,
and in the second step, we only visit triangles that intersect one of the edges created by pj ’s
insertion into the hole triangulation. All these Delaunay triangles are destroyed once pj is
inserted, so any triangle is only ever visited once by this search, hence total costs for hole
triangulation traversal are O(|T |).
J
I Lemma 10. Triangle and edge creation costs in hole triangulations are O(|T |).
Proof. During a hole triangulation update, initial triangles are created, each using two initial
edges and one pre-existing edge, so it is sufficient to show that only O(|T |) initial edges are
created.
Any initial edge on the new boundary, i.e. any of the up to two new boundary edges
created during initial edge creation, can be charged to the edge which triggered the hole
triangulation update, and any of the O(|T |) Delaunay edges triggers only one update. Any
initial edge outside the new star shape can be charged to an adjacent pre-existing edge e
with which it formed an initial triangle, so at most two initial edges are charged to e. As
e is at least partially outside the new star shape, it will not be part of the resulting hole
triangulation, so e is only ever charged for one hole triangulation update1 . Any initial edge
inside the new star shape is a new Delaunay edge, of which only O(|T |) exist. Note that
while the boundary edges are also Delaunay edges, they may already have appeared in many
triangulations above, so we had to use a charging argument for them.
Lastly, the Delaunay Flipping algorithm causes costs linear in the number of initial
triangles plus costs linear in the number of destroyed pre-existing (Delaunay) triangles. No
triangle can be destroyed twice, so these costs are also O(|T |).
J
Finally, we can combine the previous lemmas to get a O(|T | log n) total runtime.
I Theorem 11. The runtime of this algorithm to compute all Delaunay triangles occurring
over all contiguous subsequences is O(|T | log n).
Proof. For the first row of the matrix, the claim follows from Lemma 8 and |T | ∈ Ω(n). For
all other rows, the claim follows from Lemmas 9 and 10.
J

1

Strictly speaking, e may also exist in other hole triangulations where it could also be charged. However,
any instance of e in a fixed hole triangulation is only ever charged once like this.

ISAAC 2020

28:14

Delaunay Triangles in Contiguous Subsequences

Table 1 Average runtime and triangle counts for random point sets of size n.
n

|T |

16,384
32,768
65,536
131,072
262,144
524,288
1,048,576
2,097,152

1,294,633
2,860,956
6,267,247
13,622,094
29,425,885
63,210,634
135,134,028
287,719,166

3.6

T construction time
2,439
6,309
14,229
32,817
70,545
155,370
347,186
771,705

ms
ms
ms
ms
ms
ms
ms
ms

| ∪j≤n T1,j |
97,830
196,168
392,592
785,879
1,572,292
3,144,770
6,290,562
12,581,989

T1,n construction time
103
260
745
1,779
4,068
9,008
20,374
44,082

ms
ms
ms
ms
ms
ms
ms
ms

Lifetime of Delaunay Triangles for Indexing

As a byproduct of our algorithm run, we can compute the lifetime of Delaunay triangles: for
any triangle t = pa pb pc , a < b < c, we store the index kright of the smallest index point in t’s
circumcircle with kright > c, and the index klef t of the largest index point in t’s circumcircle
with klef t < a. We then have t ∈ Ti,j ⇐⇒ (klef t < i ≤ a) ∧ (c ≤ j < kright ). These indices
are computed as follows. The index kright is always the index of that point which destroys t
upon insertion. If no such point exists, kright is ∞. The index klef t is −∞ for triangles found
in the first row of the matrix. For triangles found in rows i > 1, i.e. in a hole triangulation
Hi,j , klef t is i − 1.
In applications where we have time series data as in [3], we could precompute T and store
it in a suitable index structure for fast retrieval with respect to time.

4

Experimental Results

We benchmarked a simplified prototypical implementation of our construction algorithm
(e.g., no precomputation for the first row of the matrix) implemented in Java. Points were
sampled uniformly at random from the unit square. The results, averaged over 20 runs, can
be found in Table 1. For example, for 219 points, our implementation of the incremental
algorithm from [7] took about 9 seconds to construct roughly 3 million triangles during the
construction of T1,n ; our algorithm for constructing all Delaunay triangles over all contiguous
subsequences took about 155 seconds to construct the roughly 63 million triangles of T .
The table indicates that our algorithm is slightly faster per triangle than the randomized
incremental algorithm. Looking at the ratio between |T | and the construction time for T ,
we observe near-linear behavior. The measurements show that our algorithm works well in
practice.

5

Outlook

Delaunay subcomplexes are not only of interest in R2 but maybe even more so in R3 . So
the generalization of both our complexity result as well as the enumeration algorithm are
of interest. Another challenge could be to improve the running time of our algorithm,
possibly shaving off the logarithmic factor to achieve O(|T |) running time. This does not
seem hopeless, as we could exploit the relationship between edges that appear in multiple
triangulations.
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1

Introduction

We consider the range mode problem, defined as follows.
I Definition 1.1 (Mode). Given a non-empty multiset S, x ∈ S is said to be a mode of S if
its frequency (multiplicity) is no smaller than those of any other elements.
I Definition 1.2 (Range mode problem). For a sequence A[0...n − 1] and a range [l, r] of A
(0 ≤ l ≤ r < n), output any one of the modes of the multiset {A[l], A[l + 1], . . . , A[r − 1], A[r]}.
The problem has many applications in data mining and data analysis [2, 4, 15]. Moreover,
this problem is of interest to the theory community in general as it is related to the famous
Boolean matrix multiplication and set intersection problem [1, 15].
© Kentaro Sumigawa, Sankardeep Chakraborty, Kunihiko Sadakane, and Srinivasa Rao Satti;
licensed under Creative Commons License CC-BY
31st International Symposium on Algorithms and Computation (ISAAC 2020).
Editors: Yixin Cao, Siu-Wing Cheng, and Minming Li; Article No. 29; pp. 29:1–29:16
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany
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Table 1 Complexities of data structures for the range mode problem where n is the number
of terms of a string and m is the maximum frequency of an item. The space complexities do not
include one for the input string and are measured in bits. The space complexities in the references
are measured in words, and therefore these are multiplied by log n in this table.
Data structure
[9, 3]
[1]
[10]
[6]
[3]
Theorem 3.15
Corollary 3.16
Theorem 3.19

Space complexity (bits)

O n2−2 log n

2−2
O 2 n

n log log n
O
log n
O(nm log n)
O((n1− m + n) log n)



k

O 4 nm

n
m





O nm log log
O(nm)

1
k
22



 
n 2
m

Query time complexity
O(n )
O(n )

conditions
0 ≤  ≤ 1/2
0 ≤  ≤ 1/2

O(1)
O(log m)
O(n + log log n)
k

k is any positive integer

O(2 )
O log log

0 ≤  ≤ 1/2


n
m

O(min{log m, log log n})

In this paper, we consider the indexing version of the range mode problem. That is, given
a sequence of length n, we first construct a data structure, called an index. Then given a
query range [l, r], we solve the query using the index as well as the input. The algorithm is
measured by the index size (in bits) and query time complexity. There are many existing
work [9, 1, 10, 6, 3]1 and some of them are summarized in Table 1.
Our first contribution is space-efficient indexes for the range mode problem, for the case
in which the maximum frequency m of an item in the set is small. Table 1 summarizes our
results. The data structure in Corollary 3.16 has better time and space complexities than that
of [6] and that of [3] with  = 0, which are also specialized for small m. Also, for k = O(1), the
space complexity of Theorem 3.15 is better than that of [10] for all m ≤ n/ log2 n (while the
query time is O(1) for both). All the data structures can be constructed in time proportional
to the size.
Our second contribution is an efficient index for the range mode enumeration problem,
defined as follows.
I Definition 1.3 (Range Mode Enumeration Problem). Given a sequence A[0...n − 1] and a
query range [l, r] (0 ≤ l ≤ r < n), output all modes of the multiset {A[l], A[l + 1], . . . , A[r −
1], A[r]}.
Though the problem seems to be a natural generalization of the range mode problem,
there has been no existing work. A simple modification of an existing algorithm [3] works,
but it takes O(n ) time to output each element of the result (see Theorem 4.4). A related
and important problem, the set intersection problem [1], has been considered. However, the
set intersection problem can be reduced to the range mode enumeration problem, whereas
the converse is not true. We cannot use existing algorithms for the set intersection problem
to solve the range mode enumeration problem.
We give faster solutions whose query time complexity is linear in the output size plus
some small additive terms. Table 2 summarizes the results. The data structures can be also
constructed in time proportional to the size.

1

The papers [1] and [3] have the same title, but some of the results in [3] do not appear in [1].
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Table 2 Complexities of data structures for the range mode enumeration problem where t denotes
the number of solutions, n the length of the input sequence, m the maximum frequency of symbols,
and  is a parameter between 0 and 1/2 users can choose. Note that the space complexities do not
include the space needed to store the input sequence S.
Data structure
Theorem 4.4
Theorem 4.14
Theorem 4.15
Theorem 4.16

Space (bits)
O(n2−2 log n)



O nm log log

n 2
m



Query time
O(n t)



+ n log n

O(nm + n log n)
O(n1+ log n + n2− )

O log log

n
m



+t

O(log m + t)
O(n1− + t)

The paper is organized as follows. In Section 2, we review basic properties of the
range mode problem and existing algorithms for the range mode problem. We also explain
fundamental data structures for storing integer sequences. In Section 3, we give our improved
algorithms for the range mode problem. In Section 4, we give algorithms for the range mode
enumeration problem. Section 5 summarizes the paper.

2
2.1

Preliminaries
Basic properties

We define the following.
S: input string
n: the length of string S
Σ: the set of characters (alphabet) of S
f (l, r): the frequency of the modes of the substring S[l, r]
m: the frequency of a character with maximum frequency in S, that is, m = f (0, n − 1)
We assume that Σ is the set of all characters in S. Without loss of generality, we assume
that Σ = {0, 1, . . . , |Σ| − 1} and |Σ| ≤ n.
I Lemma 2.1 ([7]). If non-empty multisets M, M1 and a multiset M2 satisfies M = M1 ∪ M2
and if x is a mode of M , at least one of the following holds.
x is a mode of M1 .
x belongs to M2 .
Proof. We prove by contradiction. Let x be a mode of M , and assume x is not a mode of
M1 and x ∈
/ M2 . Let y ∈ M1 be a mode of M1 . From the definition the frequency of y in M1
is strictly larger than that of x in M1 . Because x ∈
/ M2 , the frequency of x in M is equal to
that of x in M1 , and it is smaller than that of y in M . This contradicts the assumption that
x is a mode of M .
J
I Lemma 2.2 ([7]). For indices l2 < l1 ≤ r1 < r2 of a string S, if f (l1 , r1 ) = f (l2 , r2 ),
modes of range [l1 , r1 ] are also modes of range [l2 , r2 ].
Proof. Let c be any mode in range [l1 , r1 ] and m be its frequency. Because range [l2 , r2 ]
contains range [l1 , r1 ], the frequency of c in range [l2 , r2 ] is at least m. On the other hand,
because f (l1 , r1 ) = f (l2 , r2 ) = m, the frequency of c in range [l2 , r2 ] is at most m. Therefore
the frequency of c in range [l2 , r2 ] becomes m and c is also a mode in range [l2 , r2 ].
J

ISAAC 2020

29:4

Enumerating Range Modes

2.2

Algorithms for the range mode problem

We review the data structure with O(n2−2 )-word space and O(n ) query time [3]. The input
string S of length n is partitioned into n/s = n1− blocks of length s = n each. In addition
to S, the data structure has the following four components.
Two-dimensional array A : For each character in the alphabet, an array for storing positions
of its occurrences.
Array B : For each position i of S, B[i] stores the number of times that the character S[i]
occurs in the substring S[0, . . . , i − 1].
Two-dimensional array C : The (i, j)-th entry of C stores the frequency of modes of the
substring from the i-th block to the j-th block. That is, C[i][j] = f (i · s, (j + 1) · s − 1).
Two-dimensional array D : The (i, j)-th entry of D stores one of the modes of the substring
from the i-th block to the j-th block.
The space complexity is O(n2−2 ) words, for any fixed 0 ≤  ≤ 1/2. Using these arrays, any
query [l, r] is solved in O(n ) time as follows. If a query is contained inside a block, we scan
the range [l, r] and for each character in the alphabet, we count its number of occurrences.
This takes O(s) = O(n ) time. If a query range [l, r] lies on more than one block, we partition
the query range into prefix [l, (bl + 1)s − 1], span [(bl + 1)s, br s − 1], and suffix [br s, r] where
bl = bl/sc, br = br/sc. Note that the span may be empty.
From Lemma 2.1, modes of range [l, r] are either (a) modes of the span, (b) a character
in the prefix, or (c) a character in the suffix. For (b) and (c), we scan the prefix and the
suffix, and for each character in them, we compute its frequency using the arrays A and B
(for details refer to [3]). For (a), one of the modes of the span and its frequency is obtained
from D[bl ][br ] and C[bl ][br ], respectively. This also takes O(s) = O(n ) time.
There exist improved data structures which are summarized in Table 1.

2.3

Representations of integer sequences

We define IMS(n, u) (increasing monotone sequences) and DMS(n, u) (decreasing monotone
sequences) as follows.
I Definition 2.3. We define IMS(n, u) as the set of all integer sequences A of length n such
that 0 ≤ A[0] ≤ A[1] ≤ · · · ≤ A[n − 1] < u. We also define DMS(n, u) as the set of all integer
sequences A of length n such that u > A[0] ≥ A[1] ≥ · · · ≥ A[n − 1] ≥ 0.
I Theorem 2.4 ([13]). Given a sequence A ∈ IMS(n, u) (n > u) and an integer k ≥ 0, there
k
k
exists data structure Z(n, u) using O(2k n1/2 u1−1/2 ) bits which can answer the queries
access(i, A): return A[i], and
bound(i, A): return |{j | A[j] > i}|
in O(2k ) time.
I Theorem 2.5 (FID [11]). For a bit-vector B of length n which contains u ones, consider
the following operations.
access(i, B): return the i-th bit of B.
rankc (i, B): return |{j | j ≤ i, B[j] = c}|.
selectc (i, B): return min{j | rankc (j, B) = i}.
Here c ∈ {0, 1}. There
exists a data structure which performs the operations in constant time


n log log n
n
using log u + Θ
bits of space.
log n
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Improved Data Structures for the Range Mode Problem

We propose efficient data structures for the range mode problem using m, the largest frequency
of characters, as a parameter.
Consider the data structure of Section 2.2 with  = 0. For simplicity we define C[i][j] = 1
for any i, j with i > j. Then the n × n array C satisfies the following property.
I Property 1. For any two adjacent entries in the two-dimensional array C, it holds
C[i][j] ≤ C[i][j + 1] ≤ C[i][j] + 1

(0 ≤ i < n, 0 ≤ j < n − 1),

C[i][j] ≤ C[i − 1][j] ≤ C[i][j] + 1

(1 ≤ i < n, 0 ≤ j < n).

From the definition, C also satisfies:
I Property 2. Any entry of C is an integer between 1 and m.
We propose a data structure to store C in compressed form and support constant time access.

3.1

An efficient representation of doubly monotonic arrays

We define the set of two-dimensional arrays which have both column-wise and row-wise
monotonicity as follows.
I Definition 3.1. We define IMS2(n, m) to be the set of two-dimensional arrays A[0 . . . n −
1][0 . . . n − 1] which satisfy all the following inequalities.
A[i][j] ≤ A[i][j + 1]

(0 ≤ i < n, 0 ≤ j < n − 1),

A[i][j] ≤ A[i + 1][j]

(1 ≤ i < n, 0 ≤ j < n),

0 ≤ A[i][j] < m

(0 ≤ i < n, 0 ≤ j < n).

The main result of this subsection is the following.
I Lemma 3.2. Let A be a two-dimensional array in IMS2(n, m) (n ≥ m) and k be a nonnegative integer. There
structure Sk (n, m) which can output an entry of A in
 exists adata
1 

n 22k
k
k
O 2 time using O 4 nm m
bits of space.
Its proof is given in Section 3.2.
The data structure is recursive. We partition the two-dimensional array A into u × u
 1
n 22k−1
blocks where u = n/t, each of which has t = m
columns and rows. The block
corresponding to A[it, . . . , (i + 1)t − 1][jt, . . . , (j + 1)t − 1] is a t × t two-dimensional array
and denoted by Bi,j . We define flatness of a block as follows.
I Definition 3.3. A block is called flat if all the entries in the block are identical.
We also define the height of a block.
I Definition 3.4. The height of block Bi,j , denoted by di,j , is defined as
di,j = Bi,j [t − 1][t − 1] − Bi,j [0][0] + 1

(= A[(i + 1)t − 1][(j + 1)t − 1] − A[it][jt] + 1).

That is, the height of a block is the difference between the maximum and the minimum values
in the block, plus one.
We prove the following:
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(0,4)

2
1
1
0

2
2
1
0

3
2
1
0

3
3
2
1

(4,0)

Figure 1 An IMS2(4, 4) array. The second boundary of its grid graph is shown in a red bold line.
We can see that the boundary is a shortest path from vertex (0, 4) to vertex (4, 0) of the grid graph.

I Lemma 3.5. Suppose an n × n array A in IMS2(n, m) (n ≥ m) is partitioned into u2
blocks of dimension (n/u) × (n/u) each, for some parameter u < n. Then there are at most
2um non-flat blocks.
To prove it, we define the k-th boundary in a block for k = 0, 1, . . . , m − 1 as follows.
I Definition 3.6. For a two-dimensional array A ∈ IMS2(n, m), consider the (n+1)×(n+1)
grid graph G. The k-th boundary of A is defined as the edge set of G satisfying:
{((i, j), (i + 1, j))|A[i][j − 1] < k and A[i][j] ≥ k}
∪ {((i, j), (i, j + 1))|A[i − 1][j] < k and A[i][j] ≥ k},
where we assume A[−1][·] = A[·][−1] = −∞ and A[n][·] = A[·][n] = ∞.
See Figure 1 for an example.
Then the following holds.
I Property 3. The k-th boundary is a shortest path from vertex (0, n) to vertex (n, 0) of the
grid graph G. That is, if we regard the path as a directed path from (0, n) to (n, 0), the edges
in the path are of the form of either (i, j) → (i + 1, j) or (i, j) → (i, j − 1).
Proof of Lemma 3.5. A block is flat if and only if no boundary passes through the block.
For each of the m boundaries, the number of blocks through which the boundary passes is 2u.
Therefore the number of blocks containing at least one boundary in it is at most 2um. J
Based on Property 3, we use the following data structures for Sk (n, m).
E: to store IMS2(u, m)
We define E[i][j] = A[it][jt] (0 ≤ i < u, 0 ≤ j < u). It is clear that E ∈ IMS2(u, m).
Fi,j : to store differences inside block Bi,j
For non-flat block Bi,j , we define Fi,j [x][y] = Bi,j [x][y] − Bi,j [0][0]. Then it holds
Fi,j ∈ IMS2(t, di,j ).
First we show how to compute an entry of A using the above data structures. For the
original array A, A[i][j] = E[i/t][j/t] + Fi/t,j/t [i%t][j%t], where / and % denotes integer
division and modulo respectively, and for flat block Bi,j , the two-dimensional array Fi,j
is the zero-value array. It is necessary to decide if a block is flat or not. Because a naive
data structure using a u × u Boolean array is space-consuming, we develop a space-efficient
solution. To do so, we define the following mapping.
I Definition 3.7 (Mapping to decide if a block is flat or not). We define a mapping from a
block number to a pair of integers Φ : {0, . . . , u − 1}2 → {0, . . . , m − 1} × {0, . . . , 2u − 2} as
(i, j) 7→ (E[i][j], i − j + u − 1).
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We obtain the following.
I Lemma 3.8. Φ(i1 , j1 ) 6= Φ(i2 , j2 ) for any two distinct non-flat blocks Bi1 ,j1 and Bi2 ,j2 .
Proof. Let Bi1 ,j1 and Bi2 ,j2 be two distinct non-flat blocks. From the definition of Φ the
claim holds if E[i1 ][j1 ] 6= E[i2 ][j2 ]. If E[i1 ][j1 ] = E[i2 ][j2 ], the E[i2 ][j2 ]-th boundary must
pass both Bi1 ,j1 and Bi2 ,j2 . It is however not possible to pass both of them if i1 − j1 = i2 − j2
from Property 3. Thus it holds Φ(i1 , j1 ) 6= Φ(i2 , j2 ).
J
We also define a mapping, which is something like an inverse of Φ.
I Definition 3.9. We define a mapping Ψ : {0, . . . , m − 1} × {0, . . . , 2u − 2} → {0, . . . , u −
1}2 ∪ {⊥} as Ψ(x, y) = (i, j) if there exists a non-flat block Bi,j with Φ(i, j) = (x, y), and
Ψ(x, y) = ⊥ otherwise.
Then it is easy to see that block bi,j is non-flat if and only if Ψ(Φ(i, j)) = (i, j). To use this
fact, we have to compute both Ψ and Φ. We can compute Φ from Definition 3.7. To compute
Ψ, we use the following.
I Proposition 3.10. Assume that Ψ(x, y1 ) = (i1 , j1 ) and Ψ(x, y2 ) = (i2 , j2 ). Then y1 ≤ y2
implies i1 ≤ i2 and j1 ≥ j2 .
Finally we obtain the following:
I Lemma 3.11. Ψ(x, y) is computed in constant time using a data structure of size
√
nm
bits.
(2 2c1/3 + 2)
t
Proof. We use a two-dimensional Boolean array K of 2um bits storing for each member (x, y)
of {0, . . . , m − 1} × {0, . . . , 2u − 2}, True if Ψ(x, y) 6= ⊥ and False if Ψ(x, y) = ⊥. In addition
to this, for each x we create two integer sequences Ix and Jx of length 2u − 1 each, as follows.
For each y ∈ {0, . . . , 2u − 2}, we define (Ix [y], Jx [y]) = Ψ(x, y) if Ψ(x, y) 6= ⊥. If Ψ(x, y) = ⊥,
we choose arbitrary values for Ix [y] and Jx [y] satisfying Ix [y] ∈ IMS(2u − 1, u), Jx [y] ∈
DMS(2u − 1, u). From Proposition 3.10, such sequences Ix and Jx must exist. By using
the
data structure Z(2u − 1, u) of Theorem 2.4, we can store each sequence in at most
√ 1/3
2c u bits and access in constant time. The total space for these 2m sequences is at most
√
√
nm
2um + 2 2c1/3 um = (2 2c1/3 + 2)
bits.
J
t

3.2

Proof of Lemma 3.2

We first analyze the size of the data structure Sk for k > 0. We prove by induction on k
 1
n 22k
that there exists a data structure Sk (n, m) using at most c4k nm m
bits of space, where
c ≥ 1 is some constant satisfying:
√
There exists data structure Z(n, m) using at most c1/3 nm bits of space which can read
an entry of IMS(n, m) in constant time.
Next, we show such a constant c exists, if we use the data structure of Theorem 2.4. For
k = 0, we use the data structure Z(n, m) of Theorem 2.4 for storing each column. Then
the space usage is at most c1/3 n3/2 m1/2 bits, which is at most cn3/2 m1/2 bits and the claim
holds. For k > 0, the size of the data structure Sk satisfies the following lemma.
I Lemma 3.12. The size of the data structure Sk is c4k nm

n
m



1
k
22

for k > 0.
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Proof. If u > m, the space complexity of the two-dimensional array E is, from the assumption
of Sk−1 (u, m),
k−1

c4

um

u

1
k−1
22

m

k−1

= c4

nm

m

1
k−1
22

n
1
 m  k−1
22
= c4k−1 nm
n

1
k−1
22

u

k−1

= c4

m
1
k−1
22

1
  k−1
1 22
nm
t

≤ c4k−1 nm.

If u ≤ m, it can be stored in c1/3 u3/2 m1/2 bits by using the data structure Z(u, m) for each
row. Therefore for any case E can be stored in at most c4k−1 nm bits.
Next we consider the space complexity of storing differences inside non-flat blocks. For
X
2mn
the summation of all di,j , it holds
di,j ≤
because from the column-wise and
t
0≤i<u
0≤j<u
X
row-wise monotonicity, for each l = −u + 1, . . . , u − 1, it holds
di,j ≤ m.
i−j=l

Consider the space complexity of the data structure storing Fi,j ∈ IMS2(t, di,j ) for non1

 k−1
)
t
2(2
flat blocks Bi,j . If t > di,j , by using Sk−1 (t, di,j ), the space becomes c4k−1 tdi,j di,j
p
bits. If t ≤ di,j , we store each row of the two-dimensional array in t · c1/3 tdi,j bits by
using Z(t, di,j ) which support constant access. For both time and space, the former case has
worse complexities. Therefore we analyze the space by assuming every block is stored in
1

 k−1
)
t
2(2
bits.
c4k−1 tdi,j di,j
X

c4k−1 tdi,j



i,j
Bi,j

t



1
k−1
22

di,j

≤

X

c4k−1 tdi,j





t
di,j

i,j

1
k−1
22

≤

X

1

c4k−1 tdi,j t 22k−1

i,j

not flat
≤ c4k−1 t

1+

1
k−1
22

X

di,j ≤ c4k−1 t

1+

1
k−1
22

i,j

n
= 2c · 4k−1 nm
m





1
1
k−1 2k−1
22
2

·

2nm
t

= 2c · 4k−1 nm



n
m



1
k
22

.

We also need to store pointers to the data structures Fi,j because their size varies depending
on (i, j). As a bijection between {0, . . . , m − 1} × {0, . . . , 2u − 2} and {0, 1, . . . , m(2u − 1)}, we
define (i, j) 7→ i(2u − 1) + j. By using this, we can regard the pointers to the data structures
 1
n 22k
as a monotone increasing sequence P with 2um terms and range 2c · 4k−1 nm m
. By
1

n 22k
representing P by the data structure Z(2um, 2c · 4k−1 nm m
), it holds
r
c1/3

2um · c · 4k−1 nm

n
m

1
k
22

≤ c5/6 2k nm.

Therefore the space is upper-bounded by c5/6 2k nm bits.
The total space of the data structures for Sk is:
 n  1k
√
nm
k−1
k−1
1/3
22
c4
nm
+
(c
·
2
2
+
2)
+
2c
·
4
nm
+ c|5/6{z
2k nm} bits.
| {z }
t
m
{z
} |
{z
}
array E |
P
Ψ
total space for F
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By letting c ≥ 106 , for any positive integer k, it holds
 n  1k
√
nm
22
c4k−1 nm + (2 2c1/3 + 2)
+ c5/6 2k nm
+ 2c · 4k−1 nm
t
m
 n  1k
√
22
≤ (c4k−1 + c1/3 2 2 + 2 + 2c · 4k−1 + c5/6 2k )nm
m
 n  1k
22
≤ c4k nm
.
m
This proves there exists a data structure of c4k nm

n
m



1
k
22

bits for Sk (n, m).

J

Next we consider the time Tk to access an entry of Sk . It holds Tk = 2Tk−1 + O(1) and
we obtain Tk = O(2k ).
n
This completes the proof of Lemma 3.2. By setting k = log log log m
in Lemma 3.2, we
obtain:

 
n 2
I Corollary 3.13. There exists a data structure of O nm log log m
bits supporting an

n
access to IMS2(n, m) (n > m) in O log log m time.
We add an auxiliary data structure:
I Lemma 3.14. Given an n × n array A ∈ IMS2(n, m), there exists a data structure of
O(nm) bits, such that given a column number r of A ∈ IMS2(n, m) and a value h, one can
compute min{x | A[r][x] ≥ h} in constant time.
Proof. For the array A, consider the boundaries of Definition 3.6. Note that min{x | A[r][x] ≥
h} is the minimum row number of elements in r-th column which are above the h-th boundary.
Recall that boundaries are shortest paths in the grid graph from vertex (0, n) to vertex (n, 0).
We give a bit-vector representation of a boundary as follows. Initially the bit-vector is set
empty. We traverse the graph from vertex (0, n) to vertex (n, 0) along the boundary, and
append 0 when we go down, and 1 when we go right, to the end of the bit-vector. Thus the
bit-vector for a boundary has length 2n, with n zeros and n ones in it. Hence we need O(mn)
bits to store the bit-vectors for all the m boundaries. Let Bk denote the bit-vector for the
k-th boundary. From definition, it holds min{x | A[r][x] ≥ h} = n − rank0 (select1 (r, Bh ), Bh ).
This can be computed in constant time by using FID (Theorem 2.5).
J

3.3

An efficient representation of the array C

By using the data structure of Lemma 3.2 for a two-dimensional array C satisfying Property 1,
we can compute the frequency c = f (l, r) of the modes of a query range [l, r].

 1 
n 22k
I Theorem 3.15. In addition to the string S, by using a data structure of O 4k nm m

bits, we can solve the range mode problem in O 2k time.
Proof. We can use Algorithm 1, where the two-dimensional array C satisfies the following:
(
f (i, j) (i ≤ j),
C[i][j] =
1
(otherwise).
By permuting the columns of C in reverse order and subtracting one from all values, C
belongs to IMS2(n, m).
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A mode is obtained by computing S[min{x > l | C[l][x] = c}] where c = f (l, r) because
C[l][x − 1] = c − 1 and S[x] is a mode. To compute this, we use the data structure of
Lemma 3.14. In Algorithm 1, the data structures of Lemma 3.2 and Lemma 3.14 are used.
 1
n 22k
The space complexity includes O 4k nm m
bits for Lemma 3.2 and O(nm) bits for

 1 
n 22k
bits.
J
Lemma 3.14, and therefore the total space complexity is O 4k nm m
Algorithm 1 Algorithm for Theorem 3.15.

Require: a query range [l, r]
Ensure: a mode in range [l, r] of string S
1: f ← C[l][r]
2: if f = 1 then
3:
i←l
4: else
5:
i ← min{x | C[l][x] = f }
6: end if
7: return S[i]

. using Lemma 3.2

. using Lemma 3.14

Algorithm 2 Algorithm for finding the mode index set.

Require: a query range [l, r]
Ensure: the mode index set ans
1: g ← f (l, r)
2: b ← min{t | f (l, t) ≥ g}
3: x ← r
4: ans ← {}
5: while x ≥ b do
6:
ans ← ans ∪ {x}
7:
x ← select1 (rank1 (x − 1, B[l]), B[l])
8: end while
9: return ans

. add to the mode index set
. update x

n
By letting k = log log log m
in Theorem 3.15, we obtain:


 
n 2
I Corollary 3.16. In addition to the string S, using a data structure of O nm log log m

n
bits, we can answer range mode queries in O log log m
time.
This data structure is superior to the data structure of [3] with  = 0, which has space
complexity O(nm log n) bits and query time complexity O(log log n), in terms of both time
and space.

3.4

Efficient data structure for small m

Instead of using the two-dimensional array C storing frequencies of all the ranges, we can
compute the frequency of modes using only the bit-vector representation of the boundaries
of Lemma 3.14.
I Lemma 3.17. For a two-dimensional array A ∈ IMS2(n, m), there exists a data structure
of O(nm) bits to decide if A[i][j] ≥ k in constant time.
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Proof. We store all the bit-vectors B0 , . . . , Bm−1 representing the boundaries. It is enough
to decide if the k-th boundary of A is either in the (0, 0)’s side or (n, n)’s side with respect to
(i, j). This is done by Algorithm 3, which runs in O(1) time. This is done in O(1) time. J
Algorithm 3 A function to compare A[i][j] with k.

Require: an index (i, j) of A and an index k of a boundary
Ensure: if A[i][j] ≥ k or not
1: if n − rank0 (select1 (i, Bk ), Bk ) ≤ j then
2:
return YES
3: else
4:
return NO
5: end if
From Lemma 3.17, we can compute C[i][j] = max{k|C[i][j] ≥ k} in O(log m) time by a
binary search on k.
I Lemma 3.18. There exists a data structure of O(nm) bits that for a given (r, c) of
A ∈ IMS2(n, m), computes the value h such that h − log n < A[r][c] ≤ h in O(log log n) time.
Proof. For every column r of A, we take the set of (at most m/ log n) row indexes c such that
A[r][c] > A[r][c − 1] and A[r][c] is a multiple of log n, and store the set using a predecessor
data structure [14]. The space usage for each column is O((m/ log n) log n) = O(m) bits, and
hence overall O(nm) bits to represent A. The query is supported by finding the predecessor
of c in the predecessor data structure corresponding to the column r.
J
Now using the structure of Lemma 3.17, we can compute C[i][j] = max{k|C[i][j] ≥ k} in
O(log log n) time by a binary search on k, after narrowing down the length of the range of
k to O(log n) using the structure of Lemma 3.18. Furthermore, from Lemma 3.14, we can
compute an index for modes in constant time. Now we obtain the following theorem.
I Theorem 3.19. In addition to the input string S, by using a data structure of O(nm) bits,
the range mode problem is solved in O(min{log m, log log n}) time.
Table 1 summarizes the proposed and known data structures.

4

Range Mode Enumeration Problem

Below we consider range modes of a string S with alphabet size σ instead of a sequence A.
We evaluate algorithms with their space complexity and query time complexity using the
size of the output t as a parameter.

4.1

Algorithms using existing data structures

Data structures for the range mode problem return an arbitrary item among all range modes.
Instead here we consider a data structure for the problem which returns the leftmost index
and the frequency of range modes, where the leftmost index is defined as follows.
I Definition 4.1. For a string S and query range [l, r], the leftmost index of range modes is
defined as min{x | S[x] is an item with the largest frequency in the query range [l, r]}.

ISAAC 2020

29:12

Enumerating Range Modes

I Lemma 4.2. Let D be a data structure which returns the leftmost index of range modes
for a query range [l, r] in time T using s space, there exists a data structure which solves the
range mode enumeration problem in time (T + O(1))t using s space.
Proof. We solve the problem using the data structure D. The algorithm narrows the query
range gradually. Because the data structure D returns the leftmost index i of range modes,
the number of range modes for the new query range [i + 1, r] is exactly one smaller than that
of the current query range. Therefore the total time complexity is (T + O(1))t.
J
I Lemma 4.3. There exists a data structure for finding the leftmost index of range modes
and their frequency in time O(n ) using a data structure with space complexity O(n2−2 )
words in addition to the input string S.
Proof. We slightly change the data structure of [3] described in Section 2.2. Instead of the
two-dimensional array D storing modes of block ranges, we create another two-dimensional
array D0 storing leftmost indices of block ranges. Then we can find the leftmost index of span
in constant time. For items appearing in the prefix and the suffix, we can find the leftmost
index and its frequency using the same algorithm. Algorithm 4 gives a pseudo code.
J
Algorithm 4 Find the leftmost index of range modes (assuming l, r belong to different blocks).

Require: a query range [l, r] (bl := bl/n c =
6 br := br/n c)
Ensure: (leftmost indexli, frequencyf )
1: f ← C[bl ][br ]
. obtain the frequency of modes of span
2: li ← D 0 [bl ][br ]
3: for i = l, . . . , (bl + 1)s − 1 do
. check symbols in the prefix
4:
cnt ← 0
5:
while (the number of terms ofA[S[i]]) > B[i] + f − 1 and A[S[i]][B[i] + f − 1] ≤ r do
6:
li ← min(li, i)
7:
f ← f + 1, cnt ← cnt + 1
8:
end while
9:
if cnt > 0 then
10:
f←f−1
11:
end if
12: end for
13: for i = br s, . . . , r do
. check symbols in the suffix
14:
cnt ← 0
15:
while 0 ≤ B[i] − freq + 1 and A[S[i]][B[i] − freq + 1] ≥ l do
16:
f ← f + 1, cnt ← cnt + 1
17:
li ← min(li, A[S[i]][B[i] − freq + 1])
18:
end while
19:
if cnt > 0 then
20:
f←f−1
21:
end if
22: end for
23: return (li, f )
From Lemmas 4.2 and 4.3, we obtain the following.
I Theorem 4.4. There exists a data structure for the range mode enumeration problem
solving a query in O(n t) time using O(n2−2 log n) bits.
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More efficient data structures for enumeration

I Definition 4.5. The mode index set for a query range [l, r] of the range mode enumeration
problem is the set of the leftmost position of each mode in the query range.
Because the set of all range modes can be obtained from the mode index set, below we focus
on finding the mode index set.
Define n bit-vectors B[0], . . . , B[n − 1] of length n each as B[i][j] = 1 ⇔ i ≤ j and S[j] is
a mode of range [i, j]. Using these bit-vectors, we obtain:
I Lemma 4.6. The set of modes for a query range [l, r] is {x | f (l, x) = f (l, r) ∧ B[l][x] = 1}.
Proof. From the definition of B[l][x], S[x] is a mode of range [l, x]. From Lemma 2.2, S[x]
is also a mode of range [l, r]. Conversely, for any index x contained in the index set for range
[l, r], it holds f (l, x) = f (l, r) and B[l][x] = 1. Therefore these two sets coincide.
J
Therefore we can enumerate items in the mode index set.
We now analyse the time and space complexities of the algorithm. For the data structure
B, which consists of n bit-vectors of length n, we use O(n2 ) bits. We also use O(n2 ) bits for
the array C storing frequencies using bit-vectors, which is used to obtain frequency of modes
of a query range. Therefore the total space is O(n2 ) bits. The total time complexity is O(t).
We obtain the following basic data structure.
I Lemma 4.7. There exists a data structure for the range mode enumeration problem which
computes the mode index set in O(t) time using a data structure of O(n2 ) bit space in addition
to the input string S.
Now we improve the space using a parameter m, the frequency of modes of the entire
range. The following lemma holds for the two-dimensional bit-array B.
I Lemma 4.8. There is the following relation between function f and bit-array B.
If f (i, j) = f (i + 1, j) and B[i + 1][j] = 1, then B[i][j] = 1.
Proof. Because B[i + 1][j] = 1, S[j] is a mode of range [i + 1, j]. Using Lemma 2.2, it holds
S[j] is also a mode of range [i, j]. From the definition of B, we obtain B[i][j] = 1.
J
Using this property, we define m integer sequences H[1], . . . , H[m] of length n each.
I Definition 4.9. Define integer sequences H[1], . . . , H[m] as follows2 .
H[i][j] = max {{k | f (k, j) = i and B[k][j] = 1} ∪ {−1}}

(1 ≤ i ≤ m, 1 ≤ j ≤ n).

That is, H[i][j] is the index k of the shortest range [k, j] such that the frequency of the modes
in [k, j] is i, and S[j] is a mode.
The bit-array B and the sequences H have the following relation.
I Lemma 4.10. B[i][j] = 1 ⇔ H[f (i, j)][j] ≥ i.
Figure 2 shows an example of bit-array B and sequences H for string S = “abcbfcdaacfbcgba”.
Algorithm 2 enumerates indices with bits being set in range [b, r] of bit-vector B[l]. Here
for any t with b ≤ t ≤ r, the value of f (l, t) is always g = f (l, r). Therefore this operation is
identical to enumerate all indices in range [b, r] of sequence H[g] whose value is at least l.
This problem can be regarded as the range maximum problem.
2

H[i][j] denotes the j-th entry of sequence H[i]
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index

1
0123456789012345

S: abcbfcdaacfbcgba
B[0]
B[1]
B[2]
B[3]
B[4]
B[5]
B[6]
B[7]
B[8]
B[9]
B[10]
B[11]
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0
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0
0
0
0
0
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0
1
1
0
0
0
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1
1
0
0
0
0
0

1
1
0
1
0
0
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1
0
0
0
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1
1
1
1
1
1
1
1
1
1
1
0
0
0

0
0
0
0
0
0
0
0
0
0
1
1
1
1
0
0

1
1
0
1
0
0
1
1
1
1
1
1
1
1
1
0

1
0
0
1
1
1
1
1
1
0
0
0
1
1
1
1

H[1]
H[2]
H[3]
H[4]

0
*
*
*

1
*
*
*

2
*
*
*

3
1
*
*

4
*
*
*

5
2
*
*

6
*
*
*

7
0
*
*

8
7
0
*

9 101112131415
5 4 3 9 * 11 8
2*15*37
***2*10

Figure 2 Bit-vectors B[0], . . . , B[15] and sequences H[1], . . . , H[4] for string S of length n =
16. The marks * stand for −1. Colors of numbers for B represent frequencies of modes of the
corresponding ranges. Blue, red, green, and brown colors represent frequencies 1, 2, 3, and 4,
respectively.

I Definition 4.11 (Range Maximum Problem (RMQ)). Given a sequence A and query range
[l, r], the range maximum problem asks an index of the maximum value in the sub-sequence
A[l, . . . , r].
For range maximum queries, there is an efficient data structure.
I Theorem 4.12 ([5]). For the range maximum problem of size n, there exists a data
structure with space complexity 2n + o(n) bits and query time complexity O(1).
I Theorem 4.13 ([8]). Consider the following problem: Given a sequence A, a query range
[l, r] and a threshold t, compute {l ≤ k ≤ r | A[k] ≥ t}. If there exists an oracle to check if
A[k] ≥ t for some k in constant time, then the query is answered in time proportional to the
output size using the range maximum data structure for A.
Consider a data structure to decide if H[f (l, r)][k] ≥ l or not for finding the index set.
This can be done by using the arrays A, B in Section 2.2 because it is equivalent that
H[f (l, r) = g][k] ≥ l and the frequency of S[k] in range [l, r] is at least g.
Now we obtain the main theorems.
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I  Theorem 4.14. There
exists a data structure with space complexity


n 2
O nm log log m
+ n log n bits in addition to the input string S, which answers

n
+ t where t is the number of modes.
a range mode enumeration query in time O log log m
Proof. It is enough to use the following data structures to enumerate the solutions.
Two-dimensional array A storing positions of occurrences of symbols
An array to store positions of occurrences in ascending order for each symbol of the
alphabet
Array B to store ranks for strings
An array storing the rank for each index of S, that is, B[i] stores the number of times
that the symbol S[i] appears in the substring S[0, . . . , i − 1].
Two-dimensional array C storing frequencies of modes for all ranges
The (i, j) entry of the array C stores the frequency of the modes for range [i, j].
m bit-vectors D storing boundaries of the array C
The array stores m bit-vectors of Theorem 3.14.
Two-dimensional array H storing m RMQ data structures for arrays of length n each
An array storing m sequences of Definition 4.9 as RMQ data structures. The sequences
themselves are not stored.
The space complexity of the two-dimensional array C varies depending on which data
structure is used. For example, we can use ones in Corollary 3.13 and Theorem 3.19. The
space complexities of A, B, D, H are O(n log n) bits, O(n log n) bits, O(nm) bits, O(nm) bits,
respectively.
The time complexity is O(t).
To recap, the complexities of the algorithms become O(S + nm + n log n) bit space and
O(T + t) query time, where S is the space complexity of the two-dimensional array C, and
T is the time complexity to access an entry of C.
J
Using Corollary 3.13 and Theorem 3.19, we obtain the following.
I Theorem 4.15. There exists a data structure with space complexity O(nm + n log n) bits
in addition to the input string S, which answers a range mode enumeration query in time
O(log m + t).
By combining the data structure of [3], we can further reduce the space complexity.
Consider a string S1 which stores symbols of S whose frequencies are at least n1− , and
a string S2 which stores the rest of the symbols. The string S1 stores at most n distinct
symbols. Using the data structures of [3] and Theorem 4.15 for S1 and S2 respectively, the
following holds.
I Theorem 4.16. There exists a data structure with space complexity O(n1+ log n + n2− )
bits in addition to the input string S, which answers a range mode enumeration query in
time O(n1− + t).
The proposed data structures for the range mode enumeration problem are summarized
in Table 2.

5

Concluding Remarks

In this paper, we have given more efficient algorithms for the indexing version of the range
mode problem. Our algorithms are more space- and time-efficient for small maximum
frequency case than existing ones. We have also considered a natural extension of the range
mode problem, called the range mode enumeration problem, and given fast algorithms for it.
There are other related problems like Boolean matrix multiplication problem. As future
work, we plan to give efficient algorithms for these problems.
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Computing a (short) path between two vertices is one of the most fundamental primitives in graph
algorithmics. In recent years, the study of paths in temporal graphs, that is, graphs where the
vertex set is fixed but the edge set changes over time, gained more and more attention. A path is
time-respecting, or temporal, if it uses edges with non-decreasing time stamps.
We investigate a basic constraint for temporal paths, where the time spent at each vertex must
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infection transmission routes of diseases where recovery confers lasting resistance.
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1

Introduction

A highly successful strategy to control (or eliminate) outbreaks of infectious diseases is
contact tracing [18] – whenever an individual is diagnosed positively, every person who is
possibly infected by this individual is put into quarantine. However, the viral spread can be
too fast to be traced manually, e.g., if the disease is transmittable in a pre-symptomatic (or
asymptomatic) stage, then it seems likely that an individual already caused infection chains
when diagnosed positively. Hence, large-scale digital systems are recommended which use
physical proximity networks based on location and contact data [20] – this allows fast and
precise contact tracing while avoiding the harmful effect of mass quarantines to society [20].
Physical proximity networks can be understood as temporal graphs1 [13, 28, 30, 36, 40],
that is, graphs where the vertex set (individuals) remains static but the edge set (physical
contacts) may change over time. In this paper, we extend the literature on reachability
in temporal graphs [4, 5, 10, 11, 27, 34, 39, 48] by a computational complexity analysis
of an important variation of one of the most fundamental combinational problems arising
in the above mentioned scenario: given a temporal graph and two individuals s and z, is
a chain of infection from s to z possible, that is, is there a temporal path from s to z?
In particular, we use a reachability concept that captures the standard 3-state SIR-model
(Susceptible-Infected-Recovered), a canonical spreading model for diseases where recovery
confers lasting resistance [6, 35, 42].
In temporal graphs, the basic concepts of paths and reachability are defined in a timerespecting way [34]: a (strict) temporal path, also called “journey”, is a path that uses edges
with non-decreasing (increasing) time steps. To represent infection chains in the SIR-model,
we restrict the time of “waiting” or “pausing” at each intermediate vertex to a prescribed
duration2 . We call these paths restless temporal paths. They model infection transmission
routes of diseases that grant immunity upon recovery [29]: An infected individual can
transmit the disease until it is recovered (reflected by bounded waiting time) and it cannot
be infected a second time afterwards since then it is immune (reflected by considering path
instead of walk: every vertex can only be visited at most once). Another natural example
of restless temporal paths is delay-tolerant networking among mobile entities, where the
routing of a packet is performed over time and space by storing the packet for a limited time
at intermediate nodes.
In the following we give an example to informally describe our problem setting3 . In
Figure 1 we are given the depicted temporal graph, vertices s and z, and the time bound
∆ = 2. We are asked to decide whether there is a restless temporal path from s to z, that is,
a path which visits each vertex at most once and pauses at most ∆ units of time between
consecutive hops. Here, (s, d, b, z) is a feasible solution, but (s, b, z) is not because the waiting
time at b exceeds ∆. The walk (s, b, c, d, b, z) is not a valid solution because it visits vertex b
twice. Finally, (s, a, c, d, b, z) is also a feasible solution.
Related work. Several types of waiting time constraints have been considered in the
temporal graph literature. An empirical study by Pan and Saramäki [44] based on phone
calls datasets observed a threshold in the correlation between the duration of pauses between
calls and the ratio of the network reached over a spreading process. Casteigts et al. [12]

1
2
3

Also known as time-varying graphs, evolving graphs, or link streams.
Note that the latent period of an infectious disease can be modeled by subdividing time edges.
We refer to Section 2 for a formal definition.
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Figure 1 Example of a temporal graph whose edges are labeled with time stamps. Bold edges
depict a 2-restless temporal (s, z)-path. (In general, multiple time stamps per edge are possible.)

showed a dramatic impact of waiting time constraints to the expressivity of a temporal
graph, when considering such a graph as an automaton and temporal paths as words. In
the context of temporal flows, Akrida et al. [2] considered a concept of “vertex buffers”,
which however pertains to the quantity of information that a vertex can store, rather than a
duration. Enright et al. [19] considered deletion problems for reducing temporal connectivity.
Closer related to our work, Himmel et al. [27] studied a variant of restless temporal paths
where several visits to the same vertex are allowed, i.e., restless temporal walks. They showed,
among other things, that such walks can be computed in polynomial time.
Many path-related problems have been studied in the temporal setting and the nature
of temporal paths significantly increase the computational complexity of many of them
(compared to their static counterparts). In the temporal setting, reachability is not an
equivalence relation among vertices which makes many problems more complicated. For
example, finding a maximum temporally connected component is NP-hard [10]. We further
have that in a temporal graph, spanning trees may not exist. In fact, even the existence of
sparse spanners (i.e., subgraphs with o(n2 )-many edges ensuring temporal connectivity) is
not guaranteed [5], unless the underlying graph is complete [14], and computing a minimumcardinality spanner is APX-hard [3, 39]. Yet another example is the problem of deciding
whether there are k disjoint temporal paths between two given vertices. In a seminal article,
Kempe et al. [34] showed that this problem, whose classical analogue is (again) polynomialtime solvable, becomes NP-hard. They further investigated the related problem of finding
temporal separators, which is also NP-hard [21, 34, 49].
Our contributions. We introduce the problem Restless Temporal Path. To get a finer
understanding of the computational complexity of this problem, we turn our attention to its
parametrized complexity. In stark contrast to both restless temporal walks and non-restless
temporal paths, we show that this problem is NP-hard and W[1]-hard when parameterized
by the (vertex deletion) distance to disjoint paths of the underlying graph4 (Section 3). This
is tight in the sense that the problem can be solved in polynomial time when the underlying
graph is a forest. On the positive side, we explore parameters of three different natures. First,
we show that the problem is fixed-parameter tractable (FPT) for the number of hops of the
temporal path (Section 4). We further show that the problem is FPT when parameterized by
the feedback edge number of the underlying graph (Section 5). Additionally, we show that the
previously mentioned parameterizations that allow for FPT results, the problem presumably
does not admit a polynomial kernel. Our results provide a fine-grained characterization of

4

The underlying graph of a temporal graph is a static graph that contains every edge that appears at
least once in the temporal graph. A formal definition is given in Section 2.
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Figure 2 Relevant part of the hierarchy among classic parameters of the underlying graph
(cf. Sorge et al. [45]) for our results for Restless Temporal Path.

the tractability boundary of the computation of restless temporal paths for parameters of the
underlying graph, as illustrated by the vicinity of the corresponding parameters in Figure 2.
Then, going beyond parameters related to the output and to the underlying graph, we define
a novel temporal version of the classic feedback vertex number called timed feedback vertex
number. Intuitively, it counts the number of vertex appearances that have to be removed
from the temporal graph such that its underlying graph becomes cycle-free. We show that
finding restless temporal paths is FPT when parameterized by this parameter (Section 6).
We believe that the latter is an interesting turn on events compared to our hardness results.
Due to space constraints, most proofs (marked with F) are deferred to the related full version
on arXiv.5

2

Preliminaries

Here, we formally introduce the most important concepts related to temporal graphs and
paths, and give the formal problem definition of (Short) Restless Temporal (s, z)-Path.
An interval is an ordered set [a, b] := {n | n ∈ N ∧ a ≤ n ≤ b}, where a, b ∈ N. Further,
let [a] := [1, a]. We use standard notation and terminology from (static) graph theory [16]
and parameterized complexity theory [15, 17].
Temporal graphs. An (undirected, simple) temporal graph is a tuple G = (V, E1 , . . . , E` )
(or G = (V, (Ei )i∈[`] ) for short), with Ei ⊆ V2 for all i ∈ [`]. We call `(G) := ` the lifetime of
G. As with static graphs, we assume all temporal graphs in this paper to be undirected and
simple. We call the graph Gi (G) = (V, Ei (G)) the layer i of G where Ei (G) := Ei . If Ei = ∅,
then Gi is a trivial layer. We call layers Gi and Gi+1 consecutive. We call i a time step. If
an edge e is present at time i, that is, e ∈ Ei , we say that e has time stamp i. We further
S`(G)
denote V (G) := V . The underlying graph G↓ (G) of G is defined as G↓ (G) := (V, i=1 Ei (G)).
To improve readability, we remove (G) from the introduced notations whenever it is clear
from the context. For every v ∈ V and every time step t ∈ [`], we denote the appearance of
vertex v at time t by the pair (v, t). For every t ∈ [`] and every e ∈ Et we call the pair (e, t)
a time edge. For a time edge ({v, w}, t) we call the vertex appearances (v, t) and (w, t) its
endpoints. We assume that the size (for example when referring to input sizes in running
P`
time analyzes) of G is |G| := |V | + i=1 |Ei |, that is, we do not assume that we have compact
representations of temporal graphs. Finally, we write n for |V |.

5
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A temporal (s, z)-walk (or temporal walk) of length k from vertex s = v0 to vertex z = vk
k
in a temporal graph G = (V, (Ei )i∈[`] ) is a sequence P = ((vi−1 , vi , ti ))i=1 of triples that we
call transitions such that for all i ∈ [k] we have that {vi−1 , vi } ∈ Eti and for all i ∈ [k − 1] we
have that ti ≤ ti+1 . Moreover, we call P a temporal (s, z)-path (or temporal path) of length
k
k if vi 6= vj for all i, j ∈ {0, . . . , k} with i 6= j. Given a temporal path P = ((vi−1 , vi , ti ))i=1 ,
we denote the set of vertices visited by P by V (P ) = {v0 , v1 , . . . , vk }. A restless temporal
path is not allowed to wait an arbitrary amount of time in a vertex, but has to leave any
vertex it visits within the next ∆ time steps, for some given value of ∆. Analogously to the
non-restless case, a restless temporal walk may visit a vertex multiple times.
k

I Definition 1. A temporal path (walk) P = ((vi−1 , vi , ti ))i=1 is ∆-restless if ti ≤ ti+1 ≤
ti + ∆, for all i ∈ [k − 1]. We say that P respects the waiting time ∆.
Having this definition at hand, we are ready to define the main decision problem of this work.
Restless Temporal Path
A temporal graph G = (V, (Ei )i∈[`] ), two distinct vertices s, z ∈ V , and an
Input:
integer ∆ ≤ `.
Question: Is there a ∆-restless temporal (s, z)-path in G?
Note the waiting time at the source vertex s is ignored. This is without loss of generality,
since one can add an auxiliary degree one source vertex which is only in the first layer
adjacent to s. We also consider a variant, where we want to find ∆-restless paths of a certain
maximum length. In the Short Restless Temporal Path problem, we are additionally
given a integer k ∈ N and the question is whether there is a ∆-restless temporal path of
length at most k from s to z in G? Note that Restless Temporal Path is the special case
of Short Restless Temporal Path for k = |V | − 1 and that both problems are in NP.
Parameterized complexity. We use standard notation and terminology from parameterized
complexity theory [15] and give here a brief overview of the most important concepts that are
used in this paper. A parameterized problem is a language L ⊆ Σ∗ × N, where Σ is a finite
alphabet. We call the second component the parameter of the problem. A parameterized
problem is fixed-parameter tractable (in the complexity class FPT) if there is an algorithm
that solves each instance (I, r) in f (r) · |I|O(1) time, for some computable function f . A
decidable parameterized problem L admits a polynomial kernel if there is a polynomial-time
algorithm that transforms each instance (I, r) into an instance (I 0 , r0 ) such that (I, r) ∈ L
if and only if (I 0 , r0 ) ∈ L and |(I 0 , r0 )| ∈ rO(1) . If a parameterized problem is hard for the
parameterized complexity class W[1], then it is (presumably) not in FPT. The complexity
classes W[1] is closed under parameterized reductions, which may run in FPT-time and
additionally set the new parameter to a value that exclusively depends on the old parameter.
k

Basic observations. If there exists a ∆-restless temporal
 (s, z)-path P = ((vi−1 , vi , ti ))i=1
in a temporal graph G, then P 0 = {v0 , v1 }, . . . , {vk−1 , vk } is an (s, z)-path in the underlying
graph G↓ . The other direction does not necessarily hold, but for any (s, z)-path in G↓ we
can decide in linear time whether this path forms a ∆-restless temporal (s, z)-path in G. As
a consequence, we can decide Restless Temporal Path in linear time for any temporal
graph where there exists a unique (s, z)-path in the underlying graph, in particular, if the
underlying graph is a forest. Some further basic observations are deferred to the full version
of this paper.
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I Lemma 2. Let G = (V, (Ei )i∈[`] ) be a temporal graph where the underlying graph G↓ is
an (s, z)-path with s, z ∈ V . Then there is an algorithm which computes in O(|G|) time the
set A = {t | there is a ∆-restless temporal (s, z)-path with arrival time t}.
Proof. Let V (G↓ ) = {s = v0 , . . . , vn = z} be the set of vertices and E(G↓ ) = {e1 =
{v0 , v1 }, . . . , en = {vn−1 , vn }} be the set of edges of the underlying path. We further define
Li as the set of layers of G in which the edge ei ∈ E(G↓ ) exists, that is, Li := {t | ei ∈ Et }.
In the following, we construct a dynamic program on the path. We compute for every
vertex vi the table entry T [vi ] which is defined as the set of all layers t such that there exists
a ∆-restless temporal (s, vi )-path with arrival time t. It holds that T [v1 ] = L1 . Now we can
compute the table entries successively:
T [vi ] = {t ∈ Li | there is a t0 ∈ T [vi−1 ] with 0 ≤ t − t0 ≤ ∆}.
For a table entry T [vi ], we check for each layer t ∈ Li whether there exists an ∆-restless
temporal (s, vi−1 )-path that arrives in a layer t0 ∈ T [vi−1 ] such that we can extend the
path to the vertex vi in layer t without exceeding the maximum waiting time ∆, that is,
0 ≤ t − t0 ≤ ∆. It is easy to see that T [vi ] contains all layers t such that there exists a
∆-restless temporal (s, vi )-path with arrival time t. After computing the last entry T [vn ], this
entry contains the set A of all layers t such that there exists a ∆-restless temporal (s, z)-path
with arrival time t.
In order to compute a table entries T [vi ] in linear time, we will need sorted lists of layers
for Li and T [vi−1 ] in ascending order. The sorted lists Li of layers can be computed in O(|G|):
For every t ∈ [`], we iterate over each ei ∈ Et and add t to Li . Now assume that Li and
T [vi−1 ] are lists of layers both in ascending order, then we can compute the table entry T [vi ]
in O(|T [vi−1 ]| + |Li |) time.
Let T [vi ] be initially empty. Let t be the first element in Li and let t0 be the first element
in T [vi−1 ]:
1. If t0 > t, then replace t with the next layer in Li and repeat.
2. If t − t0 ≤, then add t to T [vi ], replace t with the next layer in Li and repeat.
3. Else, replace t0 with the next layer in T [vi−1 ] and repeat.
This is done until all elements in one of the lists are processed.
The resulting list T [vi ] is again sorted. Due to this and T [v1 ](= L1 ) being sorted, we
can assume that T [vi−1 ] is given as a sorted list of layers when computing T [vi ]. Hence, we
can compute each table entry T [vi ] efficiently in O(|T [vi−1 ]| + |Li |) time. It further holds
Pn
P`
that |T [vi ]| ≤ |Li | and i=1 |Li | = i=1 |Ei |. Hence, the dynamic program runs in O(|G|)
time.
J

2.1

Further Basic Observations

Furthermore, it is easy to observe that computational hardness of Restless Temporal
Path for some fixed value of ∆ implies hardness for all larger finite values of ∆. This
allows us to construct hardness reductions for small fixed values of ∆ and still obtain general
hardness results.
I Observation 3. Given an instance I = (G, s, z, k, ∆) of Short Restless Temporal
Path, we can construct in linear time an instance I 0 = (G 0 , s, z, k, ∆+1) of Short Restless
Temporal Path such that I is a yes-instance if and only if I 0 is a yes-instance.

A. Casteigts, A.-S. Himmel, H. Molter, and P. Zschoche

30:7

Proof. The result immediately follows from the observation that a temporal graph G contains
a ∆-restless temporal (s, z)-path if and only if the temporal graph G 0 contains a (∆ + 1)restless temporal (s, z)-path, where G 0 is obtained from G by inserting one trivial (edgeless)
layer after every ∆ consecutive layers.
J
However, for some special values of ∆ we can solve Restless Temporal Path in polynomial
time.
I Observation 4. Restless Temporal Path on instances (G, s, z, ∆) can be solved in
polynomial time, if ∆ = 0 or ∆ ≥ `.
Proof. Considering ∆ = 0 implies that the entirety of a path between s and z must be
realized in a single layer. Thus, the problem is equivalent to testing if at least one of the
layers Gi contains a (static) path between s and z.
If ∆ ≥ `, the computation of temporal paths without waiting time constraints was
solved for three possible metrics by Bui-Xuan, Ferreira, and Jarry [11]. Any of the three
corresponding algorithms apply in this case.
J

3

Hardness results for restless temporal paths

In this section we present a thorough analysis of the computational hardness of Restless
Temporal Path which also transfers to Short Restless Temporal Path.
NP-hardness for few layers. We start by showing that Restless Temporal Path is
NP-complete even if the lifetime of the input temporal graph is constant. The reduction
is similar in spirit to the classic NP-hardness reduction for 2-Disjoint Paths in directed
graphs by Fortune et al. [24].
I Theorem 5 (F). Restless Temporal Path is NP-complete for all finite ∆ ≥ 1 and
` ≥ ∆ + 2 even if every edge has only one time stamp.
The reduction used in the proof of Theorem 5 also yields a running time lower bound
assuming the Exponential Time Hypothesis (ETH) [31, 32].
I Corollary 6. Restless Temporal Path does not admit a f (`)o(|G|) -time algorithm for
any computable function f unless the ETH fails.
Proof. First, note that any 3-SAT formula with m clauses can be transformed into an
equisatisfiable Exact (3, 4)-SAT formula with O(m) clauses [46]. The reduction presented
in the proof of Theorem 5 produces an instance of Restless Temporal Path with a
temporal graph of size |G| = O(m) and ` = 3. Hence an algorithm for Restless Temporal
Path with running time f (`)o(|G|) for some computable function f would imply the existence
of an 2o(m) -time algorithm for 3-SAT. This is a contradiction to the ETH [31, 32].
J
Furthermore, the reduction behind Theorem 5 can be modified such that it also yields
that Restless Temporal Path is NP-hard, even if the underlying graph has constant
maximum degree or the underlying graph is a clique where one edge ({s, z}) is missing.
I Corollary 7. Restless Temporal Path is NP-hard, even if the underlying graph has
all but one edge or maximum degree six.
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Proof. That Restless Temporal Path is NP-hard, even if the underlying graph has
maximum degree six follows directly from the construction used in the proof of Theorem 5.
To show that that Restless Temporal Path is NP-hard, even if the underlying graph
has all edges except {s, z}, we reduce from Restless Temporal Path. Let I = (G =
(V, (Ei )i∈[`] ), s, z, ∆) be an instance of Restless Temporal Path with ` = 3. We construct
an instance I0 := (G 0 = (V, E10 , E20 , E30 , E40 , E50 ), s, z, ∆) of Restless
 Temporal Path, where
V \{z}
0
0
0
0
E10 = V \{s}
,
E
:=
E
,
E
:=
E
,
E
:=
E
,
and
E
=
. Observe that none of the
1
2
3
2
3
4
5
2
2
edges in E1 ∪ E5 can be used in ∆-restless temporal (s, z)-path. Hence, I is a yes-instance
if and only if I 0 is a yes-instance. Furthermore, E1 ∪ E5 contain all possible edges except
{s, z}.
J
W[1]-hardness for distance to disjoint paths. In the following, we show that parameterizing Restless Temporal Path with structural graph parameters of the underlying graph
of the input temporal graph presumably does not yield fixed-parameter tractability for a
large number of popular parameters. In particular, we show that Restless Temporal
Path parameterized by the distance to disjoint paths of the underlying graph is W[1]-hard.
The distance to disjoint paths of a graph G is the minimum number of vertices we have to
remove from G such that the reminder of G is a set of disjoint paths. Many well-known
graph parameters can be upper-bounded in the distance to disjoint paths, e.g., pathwidth,
treewidth, and feedback vertex number [45]. Hence, the following theorem also implies that
Restless Temporal Path is W[1]-hard when parameterized by the pathwidth or the
feedback vertex number of the underlying graph.
I Theorem 8 (F). Restless Temporal Path parameterized by the distance to disjoint
path of the underlying graph is W[1]-hard for all ∆ ≥ 1 even if every edge has only one time
stamp.

4

An FPT-algorithm for short restless temporal path

In this section, we discuss how to find short restless temporal paths. Recall that in Short
Restless Temporal Path, we are given an additional integer k as input and are asked
whether there exists a ∆-restless temporal (s, z)-path that uses at most k time edges. By
Theorem 5 this problem is NP-hard. Note that in the contact tracing scenario from the
beginning, we can expect to have a small k and a large temporal graph.
I Theorem 9. Short Restless Temporal Path is
(i) solvable in 2k · |G|O(1) time with a constant one-side error,
(ii) deterministically solvable in 2O(k) · |G|∆ time,
Note that we can solve Short Restless Temporal Path such that the running time is
independent from the lifetime ` of the temporal graph. To show Theorem 9, we first reduce
the problem to a specific path problem in directed graphs. Then, we apply known algebraic
tools for multilinear monomials detection. Here, Theorem 9 (i) is based on Williams [47]. To
get a deterministic algorithm with a running time almost linear in |G|, we show a different
approach based on representative sets [22] which results in Theorem 9 (ii).
Reduction to directed graphs. We introduce a so-called ∆-(s, z)-expansion for two vertices
s and z of a temporal graph with waiting times. That is, a time-expanded version of the
temporal graph which reduces reachability questions to directed graphs. While similar
approaches have been applied several times [2, 8, 39, 48, 49], to the best of our knowledge,
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this is the first time that waiting-times are considered. In a nutshell, the ∆-(s, z)-expansion
has for each vertex v at most ` many copies v 1 , . . . , v ` and if an (s, z)-dipath visits v i , it
means that the corresponding ∆-restless temporal (s, z)-walk visits v at time i.
I Definition 10 (∆-(s, z)-Expansion). Let G = (V, (Ei )i∈[`] ) be a temporal graph with two
distinct vertices s, z ∈ V such that {s, z} 6∈ Et , for all t ∈ [`]. Let ∆ ≤ `. The ∆-(s, z)expansion of G is the directed graph D = (V 0 , E 0 ) with
(i) V 0 := {s, z} ∪ {v t | v ∈ e, e ∈ Et , v 6∈ {s, z}},
t
(ii) Es := {(s,
v} ∈ Et },
 iv ) | {s,
(iii) Ez := (v , z) vi ∈ V 0 , {v, z} ∈ Et , 0 ≤ t − i ≤ ∆ , and
(iv) E 0 := Es ∪ Ez ∪ (v i , wt ) v i ∈ V 0 \ {s, z}, {v, w} ∈ Et , 0 ≤ t − i ≤ ∆ .
Furthermore, we define V 0 (s) := {s}, V 0 (z) := {z}, and V 0 (v) := {v t ∈ V 0 | t ∈ [`]}, for
all v ∈ V \ {s, z}.
Next, we show that a ∆-(s, z)-expansion of a temporal graph can be computed efficiently.
I Lemma 11. Given a temporal graph G = (V, (Ei )i∈[`] ), two distinct vertices s, z ∈ V , and
∆ ≤ `, we can compute its ∆-(s, z)-expansion D with |V (D)| ∈ O(|G|) in O(|G| · ∆) time.
Proof. Let V 0 := {s, z} and E 0 be empty in the beginning. We will fill up V 0 and E 0
simultaneously. In order to that efficiently, we will maintain for each vertex v ∈ V a ordered
P`
list Lv such that t ∈ Lv if and only if v t ∈ V 0 . We assume that |V | ≤ i=1 |Ei |, because
vertices which are isolated in every layer are irrelevant for the ∆-(s, z)-expansion and can be
erased in linear time.
We proceed as follows. For each t ∈ {1, . . . , `} (in ascending order), we iterate over Et .
For each {v, w} ∈ Et , we distinguish three cases.
(w = s): We add v t to V 0 , (s, v t ) to E 0 , and add t to Lv . This can be done in constant
time.
(w = z): We add v t to V 0 , and add t to Lv . Now we iterate over all i ∈ Lv (in descending
order) and add (v i , z) to E 0 until t − i > ∆. This can be done in O(∆) time.
({s, z} ∩ {v, w} = ∅): We add v t , wt to V 0 , and add t to Lv and Lw . Now we iterate
over i ∈ Lv (in descending order) and add (v i , wt ) to E 0 until t − i > ∆. Afterwards, we
iterate over i ∈ Lw (in descending order) and add (wi , v t ) to E 0 until t − i > ∆. This can
be done in O(∆) time.
Observe that after this procedure the digraph D = (V 0 , E 0 ) is the ∆-(s, z)-expansion of G
and that we added at most 2 vertices for each time-edge in G. Hence, V 0 ≤ |G|. This gives a
overall running time of O(|G| · ∆).
J
It is easy to see that there is a ∆-restless temporal (s, z)-walk in the temporal graph if and
only if there is an (s, z)-dipath in the ∆-(s, z)-expansion. Next, we identify the necessary
side constraint to identify ∆-restless temporal (s, z)-paths in the ∆-(s, z)-expansion.
I Lemma 12. Let G = (V, (Ei )i∈[`] ) be a temporal graph, s, z ∈ V two distinct vertices,
∆ ≤ `, and D = (V 0 , E 0 ) the ∆-(s, z)-expansion of G. There is a ∆-restless temporal (s, z)path in G of length k if and only if there is an (s, z)-dipath P 0 in D of length k such that for
all v ∈ V it holds that |V 0 (v) ∩ V (P 0 )| ≤ 1.

Proof. (⇒): Let P = ((s, v1 , t1 ), (v1 , v2 , t2 ), . . . , (vk0 −1 , z, tk0 ) be a ∆-restless temporal
(s, z)-path in G of length k. We can inductively construct an (s, z)-dipath P 0 in D. Observe
that P10 := ((s, v1t1 )) is an (s, v1t1 )-dipath of length 1 in D, because the arc (s, v1t1 ) is in Es of
D. Now let i ∈ [k 0 − 2] and Pi0 be an (s, viti )-dipath of length i such that
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(i) for all j ∈ [i], we have that |V 0 (vj ) ∩ V (Pi0 )| = 1, and
(ii) for all v ∈ V \ {s, v1 , . . . , vi }, we have that |V 0 (v) ∩ V (Pi0 )| = 0.
ti+1
ti+1
0
In order to get an (s, vi+1
)-dipath Pi+1
of length i + 1, we extend Pi0 by the arc (viti , vi+1
).
ti+1
Observe, that vi+1
∈ V 0 because of the time-edge ({vi , vi+1 }, ti+1 ) in G and that the arc
ti+1
(viti , vi+1
) ∈ E 0 , because we have 0 ≤ ti+1 − ti ≤ ∆. Observe that
0
(i) for all j ∈ [i + 1], we have that |V 0 (vj ) ∩ V (Pi+1
)| = 1, and
0
0
(ii) for all v ∈ V \ {s, v1 , . . . , vi+1 }, we have that |V (v) ∩ V (Pi+1
)| = 0.
t

0

−1
0
Hence, we have an (s, vkk0 −1
)-dipath Pk−1
of length k − 1 satisfying (i) and (ii) which can
be extended (in a similar way) to an (s, z)-dipath of length k such that for all v ∈ V it holds
that |V 0 (v) ∩ V (P 0 )| ≤ 1.

(⇐): Let P 0 be a (s, z)-dipath in D of length k such that for all v ∈ V it holds that
tk−1
|V (v) ∩ V (P 0 )| ≤ 1. Let V (P 0 ) = {s, v1t1 , . . . , vk−1
, z}. Observe that an arc from s to v1t1 in
ti+1
D implies that there is a time-edge ({s, v1 }, t1 ) in G. Similarly, an arc from viti to vi+1
implies
that there is a time-edge ({vi , vi+1 }, ti+1 ) in G and that 0 ≤ ti+1 − ti ≤ ∆, for all i ∈ [k − 2].
tk−1
Moreover, an arc from vk−1
to z implies that there is some tk such that there is a time-edge
({vk , z}, tk ) in G with 0 ≤ tk −tk−1 ≤ ∆. Hence, P = (s, v1 , t1 ), (v1 , v2 , t2 ), . . . , (vk0 −1 , z, tk0 )
is a ∆-restless temporal (s, z)-walk of length k in G. Finally, |V 0 (v) ∩ V (P 0 )| ≤ 1, for all
v ∈ V , implies that vi 6= vj for all i, j ∈ {0, . . . , k} with i 6= j. Thus, P is a ∆-restless
temporal (s, z)-path of length k.
J
0

Obtaining Theorem 9 (i). We now adapt the algorithm of Williams [47] to our specific
needs. To this end, we introduce some standard notation from algebraic theory.
An arithmetic circuit C over a commutative ring R is a simple labelled directed acyclic
graph with its internal nodes labeled by + (sum gates) or × (product gates) and its nodes of
in-degree zero (input gates) labeled with elements from R ∪ X, where X is a set of variables.
There is one node of out-degree zero, called the output gate. The size of C is the number of
vertices in the graph. An arithmetic circuit C over R computes a polynomial P (X) over R
in the natural way: an input gate represents the polynomial it is labeled by. A sum (product)
gate represents the sum (product) of the polynomials represented by its in-degree neighbors.
We say C represents P (X) if the polynomial of the output gate of C is equivalent to P (X).
Un
I Lemma 13 (F). Let k ∈ N and D = (V, A) be a directed graph with partition V = i=0 Vi ,
where V0 = {s} and Vn = {z}. Then, there is an arithmetic circuit C representing a
polynomial Q(X) of degree at most k + 1 such that Q(X) has a multilinear6 monomial of
degree at most k + 1 if and only if there is an (s, z)-path P of length at most k in D where
|V (P ) ∩ Vi | ≤ 1 for all i ∈ [n]. Moreover, |X| = n + 1, C is of size O(k(n + |A|)), has no
scalar multiplication, and all product gates in have in-degree two.
The polynomial in Lemma 13 is recursively defined as Q(X) = x⊥ Qkz over variables X =
{x⊥ , x0 } ∪ {xi | i ∈ [n]}, where Q0s := x0 , Q0v := x⊥ for all for all v ∈ V \ {s}, and for
P
all v ∈ V and j ∈ [k] we define Qjv = (u,v)∈A Qj−1
u xi , where v ∈ Vi . The idea of the
polynomial is similar to the one of Williams [47], but here instead of having one variable for
each vertex we just have one variable for all vertices in one part of the partition of V . Now
we can apply the following result of Williams [47].

6

No variable occurs to a power of two or higher.
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I Theorem 14 ([47]). Let Q(X) be a polynomial of degree at most k, represented by an
arithmetic circuit of size n with no scalar multiplications and where all product gates have
in-degree two. There is a randomized algorithm that runs in 2k nO(1) time, outputs yes with
high probability (≥ 1/5) if there is a multilinear term in the sum-product expansion of Q, and
always outputs no if there is no multilinear term.
Theorem 9 (i) follows from Lemmata 11 to 13 and Theorem 14. This can be derandomized
by Theorem 5.2 of Fomin et al. [23] resulting in O(3.841k · (|G|∆)2 |V | log |V |) time algorithm.
We now show how to improve the polynomial part of a deterministic algorithm.
Obtaining Theorem 9 (ii). To show Theorem 9 (ii), we first note that in the (s, z)-expansion
of an (s, z)-path P in the directed graph describes a ∆-restless temporal (s, z)-path exactly
when V (P ) is an independent set of some specific matroid. We then show an algorithm to
find such a path P (if there is one). To this end, we introduce a problem, Independent
Path, and some standard terminology from matroid theory [43]. A pair (U, I), where U is
the ground set and I ⊆ 2U is a family of independent sets, is a matroid if the following holds:
∅ ∈ I; if A0 ⊆ A and A ∈ I, then A0 ∈ I; and if A, B ∈ I and |A| < |B|, then there is an
x ∈ B \ A such that A ∪ {x} ∈ I. An inclusion-wise maximal independent set A ∈ I of a
matroid M = (U, I) is a basis. The cardinality of the bases of M is called the rank of M .
The uniform matroid of rank r on U is the matroid (U, I) with I = {S ⊆ U | |S| ≤ r}. A
matroid (U, I) is linear or representable over a field F if there is a matrix A with entries in F
and the columns labeled by the elements of U such that S ∈ I if and only if the columns of A
with labels in S are linearly independent over F. Such a matrix A is called a representation
of (U, I). Now we are ready to state the Independent Path problem. Given a digraph
D = (V, E), two distinct vertices s, z ∈ V , and a representation AM of a matroid M = (V, I)
of rank r over a finite field F, we are asked whether there is an (s, z)-dipath P of length at
most k in D such that V (P ) ∈ I.
For the remainder of this section, whenever we speak about independent sets, these are
independent sets of a matroid and not a set of vertices which induce an edgeless graph.
Agrawal et al. [1] studied, independently from us, a similar problem where the edges
of the path shall be an independent set of a matroid. To show Theorem 9, we need a
single-exponential algorithm which has only a linear dependency on the input size. To this
end, we based on representative families [22] show the following.
I Theorem 15 (F). An instance (D, s, z, AM ) of Independent Path can be solved in time
of O(2ωr m) operations over the field F, where F is the field of AM , r is rank of M , m is the
number of edges in D, and ω < 2.373 is the matrix multiplication exponent.
Observe that by Lemma 12, there is a ∆-restless temporal (s, z)-path in the temporal
graph G if and only if there is an (s, z)-path P in the ∆-(s, z)-expansion D = (V 0 , E 0 ) of G
such that V (P ) is an independent set in the partition matroid 7 M = (V 0 , {X ⊆ V 0 | ∀v ∈
V : |X ∩ V 0 (v)| ≤ 1}). Note that M is of rank |V | and hence too large to show Theorem 9
with Theorem 15.
A k-truncation of a matroid (U, I) is a matroid (U, {X ∈ I | |X| ≤ k}) such that all
independent sets are of size at most k. The k-truncation of a linear matroid is also a linear
matroid [38]. In our reduction from Short Restless Temporal Path to Independent
Path we use a (k + 1)-truncation of matroid M . Two general approaches are known to
7

Partition matroids are linear [38].
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compute a representation for a k-truncation of a linear matroid – one is randomized [38] and
one is deterministic [37].8 Both approaches require a large field implying that one operation
over that field is rather slow. However, for our specific matroid we employ the Vandermonde
matrix to compute a representation over a small finite field. Note that we would not get a
running time linear in the input size by applying the algorithm of Lokshtanov et al. [37] or
Marx [38] on M .
I Lemma 16 (F). Given a universe U of size n, a partition P1 ] · · · ] Pq = U , and
an integer
representation AM for the matroid
 n k ∈ N, we can compute in O(kn) time a o
M = U, X ⊆ U |X| ≤ k and ∀i ∈ [q] : |X ∩ Pi | ≤ 1
field F and one operation over F takes constant time.

, where AM is defined over a finite

Now Theorem 9 (ii) follows from Lemmata 11, 12 and 16 and Theorem 15. We refer to the
full version for more details.

5

Computational complexity landscape for the underlying graph

In this section we investigate the parameterized computational complexity of Restless
Temporal Path when parameterized by structural parameters of the underlying graph. We
start by showing fixed-parameter tractability results for parameterizations that are directly
implied by Theorem 15. We can observe that any path of a graph can contain at most
twice as many vertices as the vertex cover number of the graph (plus one), since we cannot
visit two vertices outside of the vertex cover directly after another. Essentially the same
observation can be made in the temporal setting. If we consider the vertex cover number
vc↓ of the underlying graph, we can deduce that any restless temporal path can have length
at most 2vc↓ + 1. From a classification standpoint, we can improve this a little further by
observing that the length of any restless temporal path is bounded by the length of any
path of the underlying graph. The length of a path in the underlying graph can be bounded
by 2O(td↓ ) [41], where td↓ is the treedepth of the underlying graph.
I Observation 17. Restless Temporal Path parameterized by the treedepth td↓ of the
underlying graph is fixed-parameter tractable.
One of the few dark spots of the landscape is the feedback edge number 9 of the underlying
graph which is resolved in the following way.
ffl
ffl
I Theorem 18 (F). Restless Temporal Path can be solved in 2O( ) · |G| time, where
is the feedback edge number of the underlying graph.
We note that, by Corollary 6, Theorem 18 is asymptotically optimal, unless ETH fails. In a
nutshell, our algorithm to prove Theorem 18 has the following five steps:
1. Exhaustively remove all degree-1 vertices from G↓ (except for s and z).
2. Compute a minimum-cardinality feedback edge set F of the graph G↓ .
ffl
3. Compute a set P of maximal paths in G↓ − F and note that |P| = O( ).
4. “Guess” the feedback edges in F and paths in P of an (s, z)-path in G↓ .
5. Verify whether the “guessed” (s, z)-path is a ∆-restless temporal (s, z)-path in G.

8
9

For both algorithms, a representation of the original matroid must be given.
For a given graph G = (V, E) a set F ⊆ E is a feedback edge set if G − F does not contain a cycle. The
feedback edge number of a graph G is the size of a minimum feedback edge set for G.
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The results from Sections 3 to 5 provide a good picture of the parameterized complexity
landscape for Restless Temporal Path, meaning that for most of the widely known (static)
graph parameters we know whether the problem is in FPT or W[1]-hard or para-NP-hard,
see Figure 2.
Our understanding of the class of temporal graphs where we can solve Restless Temporal Path efficiently narrows down to the following points. We can check efficiently whether
there is a ∆-restless temporal (s, z)-path P in temporal graph G if
1. there is a bounded number of (s, z)-path in G↓ , or

(see Theorem 18 and Lemma 2)

2. there is a bound on the length of P .
(see Theorem 9 and Observation 17)
Apart from that we established with Theorems 5 and 8 and Corollary 7 hardness results for
temporal graphs having restricted underlying graphs, see Figure 2.
Finally, we show that we presumably cannot expect to obtain polynomial kernels for all
parameters considered so far and most structural parameters of the underlying graph.
I Proposition 19 (F). Restless Temporal Path parameterized by the number n of
vertices does not admit a polynomial kernel for all ∆ ≥ 1 unless NP ⊆ coNP/poly.

6

Timed feedback vertex number

In this section we introduce a new temporal version of the well-studied “feedback vertex
number”-parameter. Recall that by Theorem 8 we know that Restless Temporal Path
is W[1]-hard when parameterized by the feedback vertex number of the underlying graph.
This motivates studying larger parameters with the goal to obtain tractability results. We
propose a new parameter called timed feedback vertex number which, intuitively, quantifies
the number of vertex appearances that need to be removed from a temporal graph such
that its underlying graph becomes cycle-free. Note that having vertex appearances in the
deletion set allows us to “guess” when we want to enter and leave the deletion set with a
∆-restless temporal (s, z)-path in addition to guessing in which order the vertex appearances
are visited. We remark that there also have been studies of removing edges from temporal
graph to destroy temporal cycles [26], that is, temporal paths from a vertex back to itself.
Before defining timed feedback vertex number formally, we introduce notation for removing
vertex appearances from a temporal graph. Intuitively, when we remove a vertex appearance
from a temporal graph, we do not change its vertex set, but remove all time edges that have
the removed vertex appearance as an endpoint. Let G = (V, (Ei )i∈[`] ) be a temporal graph
and X ⊆ V × [`] a set of vertex appearances. Then we write G − X := (V, (Ei0 )i∈[`] ), where
Ei0 = Ei \ {e ∈ Ei | ∃(v, i) ∈ X with v ∈ e}. Formally, the timed feedback vertex number is
defined as follows.
I Definition 20 (Timed Feedback Vertex Number). Let G = (V, (Ei )i∈[`] ) be a temporal graph.
A timed feedback vertex set of G is a set X ⊆ V × [`] of vertex appearances such that
G↓ (G − X) is cycle-free. The timed feedback vertex number of a temporal graph G is the
minimum cardinality of a timed feedback vertex set of G.
We can observe that for any temporal graph the timed feedback vertex number is as least
as large as the feedback vertex number of the underlying graph and upper-bounded by the
product of the feedback vertex number of the underlying graph and the lifetime. We further
remark that the timed feedback vertex number is invariant under reordering the layers. At
the end of this section we show how a timed feedback vertex set can be computed efficiently.
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Algorithm 1 FPT algorithm for Restless Temporal Path parameterized by timed
feedback vertex set.

Input: Temporal graph G = (V, (Ei )i∈[`] ) with s, z ∈ V , timed feedback vertex set X
with s, z 6∈ {v | (v, t) ∈ X}, and ∆ ∈ N.
Output: yes, if there is a ∆-restless temporal (s, z)-path, otherwise no.
for each valid partition O ] I ] U = X do
2
G 0 ← G − U and x ← |I ∪ O|.
3
T ← G 0 − ({v ∈ V | (v, t) ∈ O ∪ I} ∪ {s, z}).
4
for each ∆-ordering (v0 , t0 ) ≤ · · · ≤ (vx+1 , tx+1 ) of I ∪ O ∪ ({s, z} × {⊥}) do
5
Pi ← ∅, for all i ∈ [x + 1].
6
for i ← 1 to x + 1 do
7
if vi−1 = vi then Pi = {∅}.
8
for each e1 = ({vi−1 , w}, t), e2 = ({u, vi }, t0 ) of G 0 where vi−1 6= vi do
9
T 0 ← T + {e1 , e2 }.
10
if ∃ (ti−1 , ti )-valid ∆-restless temporal (vi−1 , vi )-path P in T 0 then
11
Pi ← Pi ∪ {V (P ) \ {vi−1 , vi }}.
1

12
13
14
15

G ← intersection graph of the multiset {P (i) ∈ Pi | i ∈ [x + 1]} .
Define c : V (G) → [x + 1], P (i) 7→ i.
if (G, c) has a multicolored independent set of size x + 1 then return yes.
return no.

The main result of this section is that Restless Temporal Path is fixed-parameter
tractable when parameterized by the timed feedback vertex number of the input temporal
graph. To this end, we show the following.
I Theorem 21 (F). Given a timed feedback vertex set X of size x for a temporal graph G =
(V, (Ei )i∈[`] ), we can decide in O(6x x! · max{|G|3 , |V |4 x2 }) time, whether there is a ∆-restless
temporal (s, z)-path in G, where s, z ∈ V , ∆ ∈ N.
The algorithm we present to show Theorem 21 solves Chordal Multicolored Independent Set, where given a chordal graph10 G = (V, E) and a vertex coloring c : V → [k],
we are asked to decide whether G contains an independent set of size k that contains exactly
one vertex of each color. This problem is known to be NP-complete [9, Lemma 2] and
solvable in O(3k · |V |2 ) time [7, Proposition 5.6]. Our algorithm for Restless Temporal
Path roughly follows these computation steps:
1. “Guess” which of and in which order the vertex appearances from the timed feedback
vertex set appear in the ∆-restless temporal (s, z)-path.
2. Compute the path segments between two timed feedback vertex set vertices by solving a
Chordal Multicolored Independent Set instance.
We give a precise description of our algorithm in Algorithm 1. Here, a partition O ] I ] U
of a set of vertex appearances X is valid if we have v 6= v 0 , for all distinct (v, t), (v 0 , t0 ) ∈ I
and for all distinct (v, t), (v 0 , t0 ) ∈ O. A vertex appearance (v, t) ∈ I signals that a ∆-restless
temporal (s, z)-path arrives in v at time t and (v, t) ∈ O signals that it departs from v at time t.

10

A graph is chordal if it does not contain induced cycles of length four or larger.
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(z, ⊥)

(v3 , t3 )
...

(b)

Figure 3 Illustration of Algorithm 1, where (a) depicts the set ({s, z} × {⊥}) ∪ I ∪ O and (b)
sketches the underlying graph of the temporal graph T which is a forest. The back solid dots
correspond to one or two vertex appearances. The ∆-restless temporal (s, z)-path is the red thick
path which uses valid (Definition 22) ∆-restless temporal (s, v1 )- and (v1 , v2 )-paths over T .

Let M := O ∪ I ∪ ({s, z} × {⊥}). We call a linear ordering (v0 , t0 ) ≤M · · · ≤M (vx+1 , tx+1 )
of M a ∆-ordering if (v0 , t0 ) = (s, ⊥), (vx+1 , tx+1 ) = (t, ⊥), ti ≤ tj if and only if i < j ∈ [x],
and for all v ∈ V with (v, ti ) ∈ I and (v, tj ) ∈ O it holds that i + 1 = j and ti ≤ tj ≤ ti + ∆.
Moreover, observe that for a vertex appearance (v, t) ∈ I, the ∆-restless temporal (s, z)-path
has to depart from t not later than t + ∆ and for vertex appearance (v, t) ∈ O, it has to
arrive in v not earlier than t − ∆. To this end, we define the notion of a valid path between
two consecutive vertex appearances:
I Definition 22. Let O ] I ] U be a valid partition of X, and let (vi , ti ), (vi+1 , ti+1 ) ∈
6 vi+1 and ti ≤ ti+1 , and Pi a ∆-restless temporal (vi , vi+1 )I ∪ O ∪ ({s, z} × {⊥}) with vi =
path with departure time td and arrival time ta . Then Pi is (ti−1 , ti , I, O)-valid if the following
holds true
(i) (vi−1 , ti−1 ) ∈ I =⇒ ti−1 ≤ td ≤ ti−1 + ∆,
(ii) (vi−1 , ti−1 ) ∈ O =⇒ td = ti−1 ,
(iii) (vi , ti ) ∈ I =⇒ ta = ti , and
(iv) (vi , ti ) ∈ O =⇒ ta ≤ ti ≤ ta + ∆.
If it is clear from context, then we write (ti−1 , ti )-valid.
Note that if there exists a (ti , ti+1 )-valid ∆-restless temporal (vi , vi+1 )-path Pi+1 and
(ti+1 , ti+2 )-valid ∆-restless temporal (vi+1 , vi+2 )-path Pi+2 , then we can “glue” them together
and get a (ti , ti+2 )-valid ∆-restless (vi , vi+2 )-walk (not necessarily a path). Thus if there
exist a valid ∆-restless temporal path between all consecutive pairs in a ∆-ordering which
are pairwise vertex disjoint (except for the endpoints), then there exist a∆-restless temporal
(s, z)-path.
The idea of Algorithm 1 is that a ∆-restless temporal (s, z)-path P induces a valid
partition of the timed feedback vertex set X such that (v, t) ∈ I if P arrives v at time
t, (v, t) ∈ O if P leaves v at time t, or otherwise (v, t) ∈ U . Furthermore, if we order
M := I ∪ O ∪ ({s, z} × {⊥}) according to the traversal of P (from s to z), then this is a
∆-ordering such that a subpath P 0 of P corresponding to consecutive (v, t), (v 0 , t0 ) ∈ M with
v 6= v 0 is (t, t0 , I, O)-valid in some temporal graph T 0 of Line (9), see Figure 3.
The algorithm, tries all possible partitions of X and all corresponding ∆-orderings. For
each of these, we store for all valid ∆-restless temporal (u, w)-path P 0 of two consecutive
(u, t), (w, t0 ) the vertices V (P ) ∩ V (T ) in the family Pi . Here, we assume without loss of
generality that no vertex appearance of s, z is in X. Note that, if we have |Pi | ≥ 0 for
all i ∈ {1, . . . , x + 1}, then there is ∆-restless (s, z)-walk in G. Hence, to find a ∆-restless
(1)
(x+1)
temporal (s, z)-path, we have to find x + 1 pair-wise disjoint sets P1 , . . . , Px+1 such that
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Pi ∈ Pi . Here, we observe that the intersection graph of in Line (12) is chordal [25] and use
an algorithm of Bentert et al. [7] for Chordal Multicolored Independent Set as a
(1)
(x+1)
subroutine to find such pairwise-disjoint P1 , . . . , Px+1 .
To conclude from Theorem 21 the fixed-parameter tractability of Restless Temporal
Path parameterized the timed feedback vertex number, we need to compute a timed feedback
vertex set efficiently. This is clearly NP-hard, since it generalizes the NP-complete Feedback
Vertex Set problem [33]. However, we establish the following possibilities to compute a
Feedback Vertex Set.
I Theorem 23 (F). A minimum timed feedback vertex set of temporal G can be computed
in 4x · |G|O(1) time, where x is the timed feedback vertex number of G. Furthermore, there is
a polynomial-time 8-approximation for timed feedback vertex set.

7

Conclusion

We have analyzed the (parameterized) computational complexity of Restless Temporal
Path, a canonical variant of the problem of finding temporal paths, where the waiting time
at every vertex is restricted. Unlike its non-restless counterpart or the “walk-version”, this
problem turns out to be computationally hard, even in quite restricted cases. On the positive
side, we give an efficient algorithm to find short restless temporal paths and we could identify
structural parameters of the underlying graph and of the temporal graph itself that allow for
fixed-parameter algorithms.
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Abstract
For a given ε > 0, we say that a graph G is ε-flexibly k-choosable if the following holds: for any
assignment L of lists of size k on V (G), if a preferred color is requested at any set R of vertices, then
at least ε|R| of these requests are satisfied by some L-coloring. We consider flexible list colorings in
several graph classes with certain degeneracy conditions. We characterize the graphs of maximum
degree ∆ that are ε-flexibly ∆-choosable for some ε = ε(∆) > 0, which answers a question of
Dvořák, Norin, and Postle [List coloring with requests, JGT 2019]. We also show that graphs of
treewidth 2 are 13 -flexibly 3-choosable, answering a question of Choi et al. [arXiv 2020], and we give
1
conditions for list assignments by which graphs of treewidth k are k+1
-flexibly (k + 1)-choosable.
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We show furthermore that graphs of treedepth k are k -flexibly k-choosable. Finally, we introduce a
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1

Introduction

A proper coloring of a graph G is a function ϕ : V (G) → S by which each vertex of G receives
a color from some color set S, such that no pair of adjacent vertices is assigned the same
color. Proper graph coloring is one of the oldest concepts in graph theory. The precoloring
extension problem is a related question which asks whether a graph can be properly colored
using a given color set even when some vertices have preassigned colors. Surprisingly, the
precoloring extension problem often has a negative answer, even for relatively simple graph
classes and for a small number of precolored vertices [16, 18]. In particular, it is NP-complete
to decide whether an interval graph can be properly colored when only two vertices are
precolored by different colors [1].
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In practical applications, proper graph coloring is often used to represent scheduling
problems, in which case preassigned colors may be used to represent scheduling preferences
or requests. Thus, the precoloring extension problem is not only an interesting concept in
theory, but also has various practical applications, such as register allocation, scheduling, and
many others (see [1] for an overview of basic precoloring extension applications). However,
in many applications that arise from graph coloring with requests, it is not always necessary
to satisfy all coloring requests. With this in mind, Dvořák, Norin, and Postle [11] recently
introduced a relaxed notion of the precoloring extension problem in which it is not mandatory
to satisfy every coloring request and it is sufficient to satisfy a positive fraction of all coloring
requests. They named this new concept flexibility.
Dvořák, Norin, and Postle observed that for k-colorable graphs, the problem of finding a
proper k-coloring that satisfies a positive fraction of some set of coloring requests is trivial,
since by permuting the k colors of any proper k-coloring, one can satisfy at least a fraction
of k1 of any set of coloring requests. However, this approach does not work for list colorings,
and thus the flexibility problem applied to list colorings becomes attractive and challenging.
A graph where each vertex v has a list L(v) of available colors is called L-colorable if there
exists a proper coloring in which each vertex v receives a color from L(v). We call such a
coloring an L-coloring. A graph is k-choosable if every assignment L of at least k colors
to each vertex guarantees an L-coloring. A graph class G is k-choosable if every G ∈ G is
k-choosable. The choosability of a graph G, written ch(G), is the minimum k such that G is
k-choosable.
We now formally introduce the concept of flexibility. A weighted request on a graph G
with list assignment L is a function w that assigns a non-negative real number to each pair
(v, c) where v ∈ V (G) and c ∈ L(v). For ε > 0, we say that w is ε-satisfiable if there exists
an L-coloring ϕ of G such that
X
X
w(v, ϕ(v)) ≥ ε ·
w(v, c).
v∈V (G)

v∈V (G)
c∈L(v)

Then, we say that G is weighted ε-flexible with respect to L if every weighted request on G
is ε-satisfiable.
We also consider an unweighted version of flexibility. We say that a request on a graph
G with list assignment L is a function r with dom(r) ⊆ V (G) such that r(v) ∈ L(v) for all
v ∈ dom(r).1 Analogously, for ε > 0, we say that a request r is ε-satisfiable if there exists an
L-coloring ϕ of G such that at least ε| dom(r)| vertices v in dom(r) receive the color r(v).
Then, we say that G is ε-flexible with respect to L if every request on G is ε-satisfiable.
An interesting special case of unweighted flexibility, which was brought up recently in [7],
arises when each vertex of G requests exactly one color, i.e., dom(r) = V (G). We call such a
request r widespread. Analagously, we say that a graph G with list assignment L is weakly
ε-flexible if every widespread request is ε-satisfiable.
If G is ε-flexible for every list assignment with lists of size k, we say that G is ε-flexible
for lists of size k. To simplify the terminology, we often say that G is ε-flexibly k-choosable.
For a graph class G, we may omit ε and say that G is flexibly k-choosable if there exists a
universal constant ε > 0 such that every graph in G is ε-flexibly k-choosable. We will use
this notation whenever we do not care about the precise value of the constant ε and only

1

Note that if for all v ∈ V (G) and for all c ∈ L(v) w(v, c) ∈ {0, 1} then weighted request w is actually a
request.
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care that a constant ε > 0 exists. A meta-question which is central in the study of flexibility
asks whether a given graph class is flexibly k-choosable. We sometimes refer to this question
simply as flexibility. Note that all the notation mentioned in this paragraph can be also
stated for weak or weighted flexibility.
Typically, research in flexibility focuses on bounding the list size k needed for a graph
class to be ε-flexibly k-choosable for some ε > 0, and the precise value of ε is not usually of
concern. Apart from the original paper introducing flexibility [11], where some basic results
in terms of maximum average degree were established, the main focus in flexibility research
has been on planar graphs. In particular, for many subclasses G of planar graphs, there has
been a vast effort to reduce the gap between the choosability of G and the list size needed for
flexibility in G. As of now, some tight bounds on list sizes are known: namely, triangle-free2
planar graphs [10], {C4 , C5 }-free planar graphs [21], and {K4 , C5 , C6 , C7 , B5 }-free3 planar
graphs [17] are flexibly 4-choosable, and planar graphs of girth 6 [9] are flexibly 3-choosable.
For other subclasses G of planar graphs, an upper bound is known for the list size k required
for G to be flexibly k-choosable [7, 19]. However, these upper bounds are not known to be
tight; see [7] for a comprehensive overview and a discussion of the related results. The main
question in this direction, of determining whether planar graphs are flexibly 5-choosable,
remains open.

1.1

Our Results

As discussed, the list size k needed for a graph to be ε-flexibly k-choosable for some ε > 0
has a basic lower bound equal to the graph’s choosability. Similarly to list coloring, a graph’s
degeneracy d, which is the largest minimum degree over all induced subgraphs, plays a natural
role in establishing upper bounds on the list size needed for flexibility in a graph. However,
while a simple greedy argument gives an upper bound of d + 1 on the choosability (the list
size needed just for a proper list-coloring), only the weaker upper bound of d + 2 is currently
known to hold for the list size needed for flexibility, as shown in [11]. In the same paper,
the authors ask whether an upper bound of d + 1 can always be achieved – that is, whether
d-degenerate graphs are flexibly (d + 1)-choosable. However, answering this question seems
to be out of reach with current knowledge. Even for 2-degenerate graphs, the question seems
rather tough, as it would imply the non-trivial result that planar graphs of girth 6 are flexibly
3-choosable, proven in [9], as this class of graphs is 2-degenerate.
In this direction, Dvořák et al. [11] asked a more specific question about non-regular4
graphs of bounded degree. A non-regular connected graph of maximum degree ∆ is (∆ − 1)degenerate and therefore ∆-choosable. With this in mind, Dvořák et al. asked the following
question:
I Question 1 ([11]). For each ∆ ≥ 2, does there exist a value ε = ε(∆) > 0 such that any
non-regular connected graph G of maximum degree ∆ is ε-flexibly ∆-choosable?
Later, in [7], Choi et al. asked another specific question regarding degeneracy and flexibility.
Knowing that outer-planar graphs are 2-degenerate, the authors asked:
I Question 2 ([7]). Are outer-planar graphs flexibly 3-choosable?

2
3
4

A graph G is F-free if G does not contain any graph F ∈ F as a subgraph.
B5 denotes the book on 5 vertices, which is the graph consisting of 3 triangles sharing a common edge.
A non-regular graph is a graph that contains two vertices of different degrees.
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We will answer both questions in the affirmative.
We dedicate Section 2 to solving Question 1. We in fact show a stronger characterization
for flexibility in connected graphs G of maximum degree ∆. When ∆ = 2, G is flexibly
2-choosable if and only if G is a path (Theorem 6). When ∆ ≥ 3, G is flexibly ∆-choosable
if and only if G is not a (∆ + 1)-clique (Theorem 8). In our proof, we use a seminal result by
Erdős, Rubin, and Taylor [14], which characterizes graphs that can be list-colored whenever
each vertex’s color list has size equal to its degree. We prove a theorem (Theorem 9) of a
similar flavour that describes a sufficient condition for flexibility based on the degrees of the
vertices in G. Moreover, we provide an example (Figure 2) that hints at which situations
need to be avoided while aiming for a characterization of graphs that are flexibly choosable
with lists of size equal to their vertex degree.
We dedicate Section 3 to solving Question 2. In fact, we prove the stronger statement
that graphs of treewidth 2 are weighted flexibly 3-choosable (Theorem 13); hence, this result
encompasses not only outer-planar graphs, but also series-parallel graphs and other graphs
of treewidth 2. Given a graph G of treewidth 2 with a 2-treewidth decomposition, our
method finds a list coloring on G satisfying a fraction of 13 of any weighted request in linear
time. Furthermore, as a k-tree decomposition can be constructed in linear time for constant
k [2], our method therefore also runs in linear time. At the end of the section, we give a
sufficient condition for lists of size k + 1 that allow every weighted request on a k-tree to
1
be k+1
-satisfiable with respect to these lists. We state our result using a new concept of
Zhu [22].
Next, we append a short section (Section 4) dedicated to the more restrictive graph
parameter of treedepth. We show that graphs of treedepth k are weighted k12 -flexibly
k-choosable (Theorem 17).
In the last section (Section 5), we propose a study of a new property stronger than
flexibility that is motivated by degeneracy ordering. We also explain relations between this
property and a standard line of research concerning spanning trees with many leaves [4, 15].
First, we give a standard definition of a k-degeneracy ordering, which is an ordering of the
vertices of a graph such that each vertex has at most k neighbours appearing previously in
the order. Then, we say that a graph G is ε-flexibly k-degenerate if for any subset R ⊆ V (G),
there exists a k-degeneracy ordering D of V (G) such that for at least ε|R| vertices r ∈ R,
each neighbor of r appears after r in the ordering D.
For technical reasons, we will actually consider the slightly weaker notion of almost
ε-flexible k-degeneracy, which we define formally in Section 5, Definition 18. We will show
that for each ∆ ≥ 3, there exists a value ε = ε(∆) > 0 such that if a non-regular graph
G of maximum degree ∆ is 3-connected, then G is almost ε-flexibly (∆ − 1)-degenerate
(Corollary 23).
We remark that in addition to Theorem 13, Theorem 9 can also be straightforwardly
turned into a polynomial-time algorithm that finds a list coloring satisfying a positive fraction
of coloring requests. These algorithmic results can be compared with previous tools, which
only give non-constructive proofs for the existence of an ε-satisifable coloring for an ε-flexible
graph (as discussed in [6]).

1.2

Preliminaries

Let G = (V, E) be a graph. For an edge e = {uv} ∈ E, we say that a vertex w ∈ V is
adjacent to e if {wu} ∈ E or {wv} ∈ E. We will always use L to denote an assignment of
color lists to each vertex of a graph G, and for a vertex v ∈ V (G), we will use L(v) to denote
the list of colors assigned to v.
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We assume throughout the entire paper that all graphs are connected, as questions about
colorings of a disconnected graph may be answered by analyzing each component separately.
We also define a slightly weaker version of weighted requests which we call uniquely weighted
request, where w(v, c) can be nonzero only for at most one color c ∈ L(v) for each vertex
v ∈ V (G). This notion will be important only when we aim to calculate a specific (tight)
value of ε, as for a general weighted request, one can disregard all but the largest weight
request at each vertex while only losing an |L(v)| factor. We formalize this idea in the
following observation.
I Observation 3. Let G be a graph with list assignment L. If every uniquely weighted request
ε
on G is ε-satisfiable, then G is weighted maxv∈V (G)
|L(v)| -flexible with respect to L.
We will make use of a lemma from Dvořák, Norin, and Postle [11] that serves as a useful
tool and is easy to prove. This lemma tells us that in order to show weighted ε-flexibility
in a graph G, we do not need to consider every possible request, and it is enough to find a
distribution on colorings such that each individual vertex v ∈ V (G) is colored by a given
color c ∈ L(v) with probability at least ε.
I Lemma 4 (Lemma 3 in [11]). Let G be a graph with a list assignment L. Suppose there
exists a probability distribution on L-colorings ϕ of G such that for every v ∈ V (G) and
c ∈ L(v),
Pr[ϕ(v) = c] ≥ ε.
Then G is weighted ε-flexible with respect to L.

2

Graphs of Bounded Degree

In this section, we will investigate which graphs of maximum degree ∆ are flexibly ∆choosable, for all integers ∆ ≥ 2. While every non-regular graph of maximum degree ∆ is
∆-choosable, the complete graph K∆+1 shows that not every ∆-regular graph is ∆-choosable.
In [14], Erdős, Rubin, and Taylor give a complete characterization of ∆-regular graphs G
with ch(G) = ∆. Furthermore, the authors give a characterization of the more general notion
of degree choosability, which is defined as follows. We say that a graph G is degree choosable if
G can be list colored for any assignment L of lists such that |L(v)| ≥ deg(v) for all v ∈ V (G).
Erdős, Rubin, and Taylor’s characterization of degree choosable graphs is given in terms of
the blocks of a graph, where a block of a graph G is defined as a maximal connected subgraph
of G with no cut-vertex. By this definition, a block of a graph G is either a cut-edge or a
2-connected subgraph. The characterization of degree choosable graphs is as follows. Recall
that in this paper we only consider connected graphs.
I Theorem 5 ([14]). A graph G is degree choosable if and only if G contains some block
that is not a clique and is not an odd cycle.
The question of whether there exists a characterization of graphs that are flexibly degree
choosable is open. However, we may straightforwardly show that Theorem 5 does not give a
characterization of flexible degree choosability. Indeed, Theorem 5 implies that a 2-regular
graph G is 2-choosable if and only if G is an even cycle. However, the following theorem,
which characterizes flexible 2-choosability in graphs of maximum degree 2, shows that in
general, cycles are not flexibly 2-choosable.
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1, 2

1, 2

2, 3

1, 3

1, 2

1, 2
1, 2

···

1, 2

Figure 1 The graph G in the figure is an even cycle with color lists of size two. However, not
even a single one of the red underlined requests can be satisfied. Therefore, the class of even cycles
is not weakly flexibly 2-choosable.

I Theorem 6. Let G be a graph of maximum degree 2. Then G is weakly flexibly 2-choosable
if and only if G is a path. Furthermore, if G is a path, G is weighted 12 -flexibly 2-choosable.
Proof. If G is a path, then it is straightforward to show that there exist two list colorings
ϕ1 , ϕ2 on G such that for each v ∈ V (G), L(v) = {ϕ1 (v), ϕ2 (v)}. Then G is weighted
1
2 -flexibly 2-choosable by Lemma 4. If G is not a path, then G is a cycle. If G is an odd
cycle, then G is not 2-choosable. If G is an even cycle, then the color list assignment in
Figure 1 shows that no positive fraction of coloring requests on V (G) can be satisfied, even
when a color is requested at every vertex of G.
J
Thus, we see that Theorem 5 does not characterize graphs that are flexibly degreechoosable, and the question of which graphs are flexibly degree-choosable is open. However,
we will give a complete characterization of graphs of maximum degree ∆ ≥ 3 that are flexibly
∆-choosable, which is a step toward characterizing flexible degree-choosability. We will show
that for a graph G of maximum degree ∆ ≥ 3, if G ∼
6 K∆+1 , then G is flexibly ∆-choosable.
=
As K∆+1 is not ∆-choosable, this gives a complete characterization of the graphs of maximum
degree ∆ that are flexibly ∆-choosable. With our characterization, we answer Question 1.
First, it will be convenient to establish a corollary of Theorem 5.
I Corollary 7. Let G be a graph, and let L be a list assignment such that for each v ∈ V (G),
|L(v)| ≥ deg(v). Then G has an L-coloring if and only if either G contains some block that
is not a clique and is not an odd cycle, or G contains a vertex v for which |L(v)| > deg(v).
We are now ready to characterize graphs of maximum degree ∆ ≥ 3 that are flexibly
∆-choosable.
I Theorem 8. Let G be a graph of maximum degree ∆ ≥ 3. If G ∼
6= K∆+1 , then G is
1
weighted 2∆4 -flexibly ∆-choosable.
One can go even further in the direction of Theorem 5 and reduce the size of the lists of
vertices that have smaller degree than ∆(G).
I Theorem 9. Let G be a graph of maximum degree ∆(G) ≥ 3, and let |L(v)| ≥ deg(v) + 1
whenever deg(v) < ∆(G) and |L(v)| ≥ deg(v) whenever deg(v) = ∆(G). If G 6∼
= K∆+1 , then
1
G is 2∆
-flexibly
L-choosable.
In
fact,
the
same
holds
even
when
uniquely
weighted
requests
3
1
are considered. Therefore, G is weighted 2∆4 -flexible for L.
The weighted flexibility statement of Theorem 9 follows from Observation 3, and Theorem 8
follows as an immediate corollary of Theorem 9. Note that Theorem 9 may not necessarily
be best possible. On the other hand, Figure 2 provides some evidence that graphs that are
not flexibly degree choosable may not be easily characterized. In particular, Figure 2 shows
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1, 2, 3

1, 3

1, 2

1, 2, 3

Figure 2 The graph shown here is not a clique or odd cycle and hence is list colorable with the
given lists. However, not even a single vertex can be colored according to the widespread request
shown by the red underlined colors. Therefore, this example distinguishes choosability and weak
flexibility. Moreover, this example serves as an obstacle in further extensions of Theorem 9.

a diamond graph in which each vertex receives a color list of size equal to its degree along
with a coloring request. However, in the figure, not a single coloring request can be satisfied.
In contrast, Theorem 5 shows that diamond graphs themselves are degree choosable.
Proof of Theorem 9. Let G be a connected graph that is not isomorphic to K∆+1 . We
assume that for each v ∈ V (G), L(v) ⊆ N. Let R ⊆ V (G) be a set of vertices with coloring
requests. As we consider only uniquely weighted requests, we can represent our coloring
request with a function f : R → N. Let each vertex r ∈ R have a weight w(r) that corresponds
P
to the nonzero weight of the request at r. For a subset S ⊆ R, let w(S) = r∈S w(r). As
χ(G3 ) ≤ ∆3 , we may choose a set R0 ⊆ R of weight at least ∆13 w(R) with no two vertices
within distance three of each other. Note that R0 can be constructed greedily. The next
observation directly follows from our choice of R0 :
B Claim 10. Each edge of G \ R0 has at most one adjacent vertex in R0 .
Now, suppose A is a component of some possibly disconnected graph with a color list
assignment L0 such that |L0 (v)| ≥ deg(v) for every v ∈ V (A). We say that A is a bad
component if |L0 (v)| = deg(v) for every v ∈ V (A) and every block of A is either an odd cycle
or a clique. If A is not a bad component, then we say that A is a good component.
We consider the graph G \ R0 . We give G \ R0 a color list assignment L0 as follows. For
a vertex v ∈ V (G \ R0 ), if NG (v) ∩ R0 = ∅, then we let L0 (v) = L(v). If there exists a
vertex r ∈ NG (v) ∩ R0 , then we let L0 (v) = L(v) \ {f (r)}. By Claim 10, every vertex of
G \ R0 has at most one neighbor in R0 , and so L0 is well-defined. By Corollary 7, if G \ R0
has no bad component, then G may be L-colored in a way that satisfies our request at all
of R0 , in which case we satisfy a total weight of at least ∆13 w(R). Otherwise, let A be a
bad component of G \ R0 . We first observe that as A is a bad component, for every vertex
v ∈ V (A), |L0 (v)| = degA (v), and hence degG (v) = ∆. By combining this fact with Claim 10,
we obtain the following claim.
B Claim 11. If A is a bad component, then for every vertex v ∈ V (A), ∆ − 1 ≤ degA (v) =
|L0 (v)| ≤ ∆.
We show that A is not a single block. Indeed, suppose A is a single block. Then, by
Corollary 7, A must be a clique or odd cycle, and in particular, A is a regular graph. As
G is not isomorphic to K∆+1 , A ∼
6 K∆+1 . Thus, by Claim 11, degA (v) = ∆ − 1 for each
=
v ∈ V (A), and hence A must either be isomorphic to K∆ or an odd cycle C2k+1 , k ≥ 2 in the
case that ∆ = 3. If A ∼
= K∆ , however, A must have exactly one neighbor r ∈ R0 by Claim
10, from which it follows that {r} ∪ A ∼
= K∆+1 , a contradiction. If A ∼
= C2k+1 , k ≥ 2 and
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∆ = 3, then again by Claim 10, A must have a single neighbor r ∈ R0 which is adjacent to
every vertex of A. This is a contradiction, as this implies that degG (r) ≥ 5 > ∆. Therefore,
A has at least two blocks.
Now, we consider a terminal block B which is a leaf in the block-cut tree of A (c.f. [8,
Chapter 3.1]) – that is, B is a block that only shares a vertex with one other block of A. We
claim that B ∼
= K∆ . To show this, we consider a vertex v ∈ V (B) that is not a cut-vertex
in A. If degA (v) = ∆, then B ∼
= K∆+1 , which is a contradiction. Hence, by Claim 11,
degA (v) = ∆ − 1, and B has a neighbor in R0 . As A is a bad component, Claim 10 implies
that B has exactly one neighbor r ∈ R0 , which must be adjacent to every non cut-vertex of
B. This implies that |V (B)| ≤ ∆ + 1, which rules out the possibility that B ∼
= C2k+1 for
some k ≥ 2 when ∆ = 3. Then, as A is a bad component, B is (∆ − 1)-regular, and it follows
for all values ∆ ≥ 3 that B ∼
= K∆ and that r is adjacent to ∆ − 1 vertices of B. We note
that r must then be adjacent to exactly one terminal block of a bad component, namely B.
Furthermore, as the block-cut tree of A has at least two leaves, A has at least two terminal
blocks B, B 0 and hence two vertices r, r0 ∈ R0 adjacent to B, B 0 and no other terminal blocks
of any bad component.
Now, we will construct a set R+ ⊆ R0 . As we construct R+ , we will define R00 = R0 \ R+ .
To construct R+ , for each bad component A of G \ R0 , we will choose a vertex r ∈ R0 of least
weight adjacent to a terminal block of A, and we will add r to R+ . Note that such a vertex
r has at least two neighbors u, v ∈ V (A), and as u, v belong to a terminal block of A, uv
must be an edge in a triangle uvw of A for which w 6∼ r. Therefore, A ∪ {r} contains an
induced diamond subgraph, and by Theorem 5, A ∪ {r} is not contained in a bad component
with respect to any color list assignment.
We also construct a color list assignment L00 : V (G \ R00 ) → N such that G \ R00 has no
bad component with respect to L00 . For a vertex v ∈ V (G \ R00 ), if NG (v) ∩ R00 = ∅, then we
let L00 (v) = L(v). If there exists a vertex r ∈ NG (v) ∩ R00 , then we let L00 (v) = L(v) \ {f (r)}.
Again, by Claim 10, L00 is well-defined. Any bad component of G \ R00 with respect to L00
must also be a bad component of G \ R0 with respect to L0 , and hence by our choice of R+ ,
G \ R00 has no bad component with respect to L00 . Therefore, by first coloring each vertex
r ∈ R00 with f (r) and then giving G an L00 -coloring by Theorem 5, we find an L-coloring on G
1
that satisfies a total request weight of at least w(R00 ). As w(R00 ) ≥ 21 w(R0 ) ≥ 2∆
3 w(R), the
proof for uniquely weighted requests is complete. The general weighted flexibility statement
then follows from Observation 3.
J

3

Graphs of Bounded Treewidth

In this section, we consider graphs of bounded treewidth. We characterize treewidth 5 in
terms of k-trees, which is defined as follows. Given a nonegative integer k, a k-tree is a graph
that may be constructed by starting with a k-clique and then repeatedly adding a vertex of
degree k whose neighbors induce a k-clique. The treewidth of a graph G is then the smallest
integer k for which G is a subgraph of a k-tree. For technical reasons, we define a 0-tree to
be an independent set, which is an exception to our overall connectivity assumption. The
class of connected graphs of treewidth 1 is simply the class of trees. The class of connected
graphs of treewidth at most 2 includes connected outer-planar graphs and series-parallel
graphs, among other graphs. Graphs of bounded treewidth are of particular interest in the
study of graph algorithms, as problems that are intractable in general are often tractable on

5

For an equivalent definition of treewidth using a tree decomposition, refer to e.g. [3].

P. Bradshaw, T. Masařík, and L. Stacho

31:9

graphs of bounded treewidth; for a survey on algorithmic aspects of treewidth, see [3]. As
k-trees are k-degenerate, it follows that graphs of treewidth k are (k + 1)-choosable. The
following result, shown implicitly in [11], shows furthermore that graphs of treewidth 1 (i.e.
trees) are 21 -flexibly 2-choosable.
I Proposition 12 ([11]). Let G be a 1-tree with lists of size 2. Then there exists a set Φ =
{ϕ1 , ϕ2 } of two proper colorings on G such that for each vertex v ∈ V (G), {ϕ1 (v), ϕ2 (v)} =
L(v). In particular, G is weighted 12 -flexibly 2-choosable.
In this section, we will show that graphs of treewidth 2 are 13 -flexibly 3-choosable
(Theorem 13). We will show furthermore that for any positive integer k, if a graph G of
treewidth k has a list assignment L of size k + 1 that obeys certain restrictions, then G is
1
k+1 -flexibly L-choosable (Theorem 15). By considering a (k + 1)-clique whose vertices all
have the same color lists in which the same color is requested at every vertex, we see that a
1
k+1 flexibility constant is best possible.
When we prove a result for graphs of treewidth k, we will only consider k-trees, as a
proper coloring on a graph must also give a proper coloring for every subgraph.
I Theorem 13. Let G be a 2-tree with lists of size 3. Then there exists a set Φ =
{ϕ1 , ϕ2 , ϕ3 , ϕ4 , ϕ5 , ϕ6 } of six colorings on G such that for each vertex v ∈ V (G), {ϕ1 (v),
ϕ2 (v), ϕ3 (v), ϕ4 (v), ϕ5 (v), ϕ6 (v)} is a multiset in which each color from L(v) appears exactly
twice. In particular, G is weighted 31 -flexibly 3-choosable.
It is interesting to note that the result of Theorem 13 (as well as Proposition 12) can be
easily turned into linear time algorithm that provides a 1/3-satisfiable (resp. 1/2-satisfiable)
coloring, as the construction of the set Φ is algorithmic.
Proof of Theorem 13. We will construct a set of six L-colorings Φ := {ϕ1 , . . . , ϕ6 } on G.
Given an edge uv ∈ E(G), we say that Φ is admissible at uv if the following conditions are
satisfied:
For each i = 1, . . . , 6, ϕi (u) 6= ϕi (v).
If ϕi (u) = ϕj (u) and ϕi (v) = ϕj (v), then i = j.
For each color c ∈ L(u), c appears exactly twice in the multiset {ϕ1 (u), . . . , ϕ6 (u)}.
For each color c0 ∈ L(v), c0 appears exactly twice in the multiset {ϕ1 (v), . . . , ϕ6 (v)}.
We establish the following claim, which will be the main tool of our proof. The proof of
the claim is in the full version of the paper.
B Claim 14. Let G be a 2-tree, and let uv ∈ E(G). Let Φ be a set of six L-colorings on G
that is admissible at every edge of G. Suppose a vertex w is added to G with neighbors u, v.
Then Φ may be extended to G + w so that Φ is also admissible at uw and vw.
Now, as G is a 2-tree, G may be constructed by starting with a single edge and repeatedly
adding a vertex of degree two whose two neighbors induce an edge. Suppose we start with
an edge e. It is straightforward to construct an admissible set Φ of six colorings of e. Then,
suppose that we have a partially constructed 2-tree G0 and that Φ is an admissible coloring
set at each edge of G0 . We may add a vertex w to G0 with adjacent neighbors u, v, and by
Claim 14, we may extend Φ to w while still letting Φ be admissible at every edge of the
new graph. By this process, we may construct a set Φ of six colorings that is admissible
at every edge of G. We conclude the proof by a simple application of Lemma 4 on Φ with
ε = 1/3.
J
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For k ≥ 3, the question of whether or not k-trees are flexible with lists of size k + 1 is
still open. However, after adding some restrictions to our color lists, we can guarantee the
existence of a flexible list coloring of any k-tree with lists of size k + 1. Our method will be
an application of the algorithm of Theorem 13. In order to state our result precisely, we will
need a definition.
Given a partition λ = {λ1 , . . . , λt } of (k + 1) – that is, an integer multiset for which
λ1 + · · · + λt = k + 1 – a λ-assignment L on a graph G is a list assignment for which
S
v∈V (G) L(v) may be partitioned into parts C1 , . . . , Ct such that for each v ∈ V (G) and
each value 1 ≤ i ≤ t, |L(v) ∩ Ci | = λi . A graph G is λ-choosable if there exists a list coloring
on G for any λ-assignment L. Zhu introduces λ-assignments in [22] and notes that for any
integer k, {k}-choosability is equivalent to k-choosability, and {1, 1, . . . , 1}-choosability is
|
{z
}
k times

equivalent to k-colorability. With this definition, λ-choosability gives a notion of colorings
that lie between traditional colorings and traditional list colorings. Zhu shows, for example,
that while tripartite planar graphs are not 4-choosable in general, these graphs are always
{1, 3}-choosable. Choi and Kwon remark furthermore that while general planar graphs are
not {1, 3}-choosable, the question of whether all planar graphs are {1, 1, 2}-choosable is still
open [6]. We may extend the concept of λ-choosability to flexible list colorings by saying
that a graph G is ε-flexibly λ-choosable if, given any λ-assignment L and request r on G, r
is ε-satisfiable with respect to L. Then we have the following theorem.
I Theorem 15. Let G be a k-tree, and let λ = {λ1 , . . . , λt } be a partition of k + 1 with parts
1
of size at most 3. Then G is k+1
-flexibly λ-choosable.
The proof is in the full version of the paper. We conclude the section by noting that
by improving Theorem 13, one can also improve Theorem 15. In particular, suppose we
could prove for some k0 ≥ 3 and all k ≤ k0 that for a k-tree G and a list assignment L of
k + 1 colors at each v ∈ V (G), that there exists a set Φ of (k + 1)! colorings on G such that
each color of each list L(v) appears at v exactly k! times in Φ. (This statement for k = 2 is
exactly the statement of Theorem 13.) Then, we could relax the requirement of Theorem 15
to allow parts of λ of size at most k0 . However, even proving this statement for k = 3 seems
like a difficult problem.

4

Graphs of Bounded Treedepth

In this section, we will consider graphs of bounded treedepth. For a rooted tree T , we define
the height of T as the number of vertices in the longest path from the root of T to a leaf of
T . Then, the treedepth td(G) of a graph G is defined as the minimum height of a rooted tree
T for which G ⊆ Closure(T ), where the closure of a rooted tree T , written Closure(T ), is
a graph on V (T ) in which each vertex is adjacent to all of its ancestors in T and all of its
descendants in T .
If td(G) = k, then G is (k − 1)-degenerate, as each leaf of the corresponding tree has at
most k − 1 ancestors and no descendants. It follows that such a graph is k-choosable, and the
complete graph on k vertices shows us that this is best possible. We will show that graphs of
treedepth k are not only k-choosable, but weighted ε-flexibly k-choosable as well, with ε = k1
in the unweighted case, and ε = k12 in the weighted case. Note that Kk also shows that our
value of ε = k1 that we obtain for the unweighted case is the best possible.
Before we show our main proof, we develop a variant of Lemma 4 that is suited to uniquely
weighted requests and allows us to build a different distribution for each request. With this
new lemma, we can weaken the assumption on ϕ where we only require Pr[ϕ(v) = c] ≥ ε
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for c such that w(c, v) 6= 0. As we are working with uniquely weighted requests, for each
v ∈ V (G) there is at most one color c that we need to use at v with positive probability. We
often refer to this color c as the requested color at v. The proof of Lemma 16 is very similar
to the original proof of Lemma 4. We include the proof in the full version of the paper.
I Lemma 16. Let G be a graph with list assignment L. Let R ⊆ V (G) be a set of vertices
with uniquely weighted requests given by a weight function w. Suppose that for any weighted
request w on G, there exists a probability distribution on L-colorings ϕ of G such that for
every v ∈ V (G), c ∈ L(v) such that w(v, c) 6= 0,
Pr[ϕ(v) = c] ≥ ε.
Then G is ε-flexibly L-choosable.
I Theorem 17. Let G be a graph of treedepth k. Then G is k1 -flexibly k-choosable. In fact,
the same holds even when uniquely weighted requsts are considered. Therefore, G is weighted
1
k2 -flexibly k-choosable.
Proof. We will prove that G is weighted k1 -flexibly k-choosable with respect to some arbitrary
assignment of uniquely weighted requests. We will inductively construct a coloring distribution
on G and then apply Lemma 16. We induct on k. When k = 1, the statement is trivial.
Suppose that k > 1. Let G be a subgraph of the closure of a tree T of height k and root
v. First, we color v with a color c ∈ L(v) uniformly at random. Then, we delete c from all
other lists in G. For any vertex u ∈ V (G) whose list still has k colors, we arbitrarily delete
another color from L(u), taking care not to delete a requested color, if one exists, at u. Now,
we obtain a coloring distribution on the remaining vertices of G by the induction hypothesis,
which is possible, as each component of G \ v is a graph of treedepth k − 1 with lists of size
k − 1. For a vertex w 6= v at which a color a ∈ L(w) is requested, the probability that a is
assigned to w is at least the probability that a is not deleted from L(w) multiplied by the
probability that w is assigned the color a by the induction hypothesis. The probability that
a is not deleted from L(w) is at least k−1
k , as the requested color a can only be deleted from
L(w) by using a at v. The probability that a is used at L(w) by the induction hypothesis is
1
1
k−1
1
k−1 . Therefore, a is used at w with probability at least k · k−1 = k . Furthermore, the
probability that the requested color c ∈ L(v) is used at v, if such a request exists, is exactly
1
k . Hence, by Lemma 16, the proof is complete. The weighted flexibility statement then
follows from Observation 3.
J

5

Flexible Degeneracy Orderings

Recall that a graph G with a k-degeneracy ordering is called k-degenerate. One of the
earliest appearances of graph degeneracy is in a paper by Erdős and Hajnal [13], in which the
authors define the coloring number col(G) of a graph G as one more than the minimum k for
which G is k-degenerate. The coloring number of G satisfies ch(G) ≤ col(G), and hence an
upper bound on a graph’s coloring number implies an upper bound on a graph’s choosability.
Similarly, the concept of flexible degeneracy, defined in the introduction, extends the notion
of coloring number to the setting of flexibility.
Suppose we wish to determine if a k-degenerate graph is ε-flexibly k-degenerate for some
ε > 0. If G has a single vertex w of degree at most k, then in any k-degenerate ordering of
V (G), w must appear as the last vertex. Therefore, if we allow our request R to contain the
single vertex w, then we see that G is not ε-flexibly k-degenerate for any value ε > 0. Thus,
in order to avoid this small problem, we give the following definition:
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I Definition 18. Let G be a graph. For a constant ε > 0 and an integer k ≥ 1, we say that
G is almost ε-flexibly k-degenerate if the following holds. Let R ⊆ V (G) be a vertex subset,
and if G contains a single vertex w of degree at most k, let R 6= {w}. Then there exists an
ordering D on V (G) such that
For each vertex v ∈ V (G), at most k neighbors of v appear before v in D.
There exist at least ε|R| vertices r ∈ R for which no neighbor of r appears before r in D.
In this section, we will investigate flexible degeneracy in non-regular graphs of maximum
degree ∆. We will show that for each ∆ ≥ 3, there exists a value ε = ε(∆) > 0 such that
if a non-regular graph G of maximum degree ∆ is 3-connected, then G is almost ε-flexibly
(∆ − 1)-degenerate.
Given a non-regular graph G of maximum degree ∆ and a set R of requested vertices, the
problem of finding a flexible degeneracy ordering on G with respect to R is closely related to
the problem of finding a spanning tree on G whose leaves intersect a positive fraction of the
vertices in R. We formalize this observation with the following lemma.
I Lemma 19. Let G be a non-regular graph of maximum degree ∆ with a vertex w ∈ V (G)
of degree less than ∆. Let T be a spanning tree of G, and let L be the set of leaves in T with
w excluded if w is a leaf of T . Then there exists a (∆ − 1)-degeneracy order D on V (G) in
which each vertex v ∈ L appears in D before all neighbors of v.
Lemma 19 tells us that given a non-regular graph G of bounded degree, one way to find
a flexible degeneracy order on G is to find a spanning tree T on G in which many requested
vertices are leaves in T . The following definition describes essentially how readily a graph G
may accommodate an arbitrary set of requested vertices as leaves of a spanning tree on G.
I Definition 20. Let G be a graph. We define the game connectivity κg (G) of G as follows.
Given a spanning tree T of G, we let L(T ) represent the set of leaves in T . Then, given a
)|
vertex subset R ⊆ V (G), we define l(R) to be the maximum value of |R∩L(T
, maximized
|R|
over all spanning trees T of G. Finally, we define
κg (G) =

min l(R).
R⊆V (G)

Previous research considers the problem of finding a spanning tree in a graph with a
large fraction of vertices as leaves [4] [15], as well as the problem of finding a spanning tree
with leaves at prescribed vertices [12]. Game connectivity hence is a natural combination of
these two ideas. Furthermore, similarly to Lemma 19, a degeneracy order on a graph may be
obtained from a spanning tree of bounded degree. Hence, we observe that a tree of bounded
degree whose leaves make up a large fraction of its vertices gives a notion of weakly flexible
degeneracy. Note that game connectivity can also be expressed in the language of connected
dominating sets. The next lemma shows that if the game connectivity of a non-regular G of
maximum degree ∆ is bounded below, then G is almost flexibly (∆ − 1)-degenerate.
I Lemma 21. Let G be a non-regular graph of maximum degree ∆ ≥ 3. Then G is almost
1
2(∆+1) κg (G)-flexibly (∆ − 1)-degenerate.
Lemma 21 shows that certain classes of graphs with robust game connectivity have
flexible degeneracy orderings. However, calculating κg (G) for an arbitrary graph G does not
appear to be an easy problem. Therefore, it will be useful to find general lower bounds for
κg (G) in graphs of bounded degree. However, the example in Figure 3 shows that the game
connectivity of a graph of bounded degree may be arbitrarily small, even when the graph is
regular and of arbitrary degree. By also requiring 3-connectivity in addition to a bound on
vertex degree, we will be able to obtain a lower bound on a graph’s game connectivity.
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Figure 3 The graph G in the figure is an arbitrarily large two-connected 3-regular graph. If a
set R ⊆ V (G) is chosen as shown by the black vertices in the figure, then there does not exist a
constant ε > 0 such that ε|R| vertices of R may become leaves of some spanning tree of G. For any
k ≥ 3, a similar k-regular graph without flexible degeneracy may be constructed from a cycle C by
replacing each vertex of C by a clique minus an edge.

We will show that for non-regular 3-connected graphs of maximum degree ∆, there exists
a constant ε = ε(∆) > 0 for which such graphs are almost ε-flexibly (∆ − 1)-degenerate. Our
proof method may be applied to a more general hypergraph theorem, which we state and
prove in the full version. Theorem 22, and hence Corollary 23, follow immediately.
I Theorem 22. Let ∆ ≥ 3 be an integer. Then there exists a value ε = ε(∆) > 0 for which
the following holds. Let G be a 3-connected graph of maximum degree ∆. Then κg (G) ≥ ε.
I Corollary 23. Let ∆ ≥ 3 be an integer. Then there exists a value ε(∆) > 0 for which the
following holds. Let G be a 3-connected non-regular graph of maximum degree ∆. Then G is
almost ε-flexibly (∆ − 1)-degenerate.
The graph in Figure 3 shows that the 3-connectivity condition of Theorem 22 may not
be replaced by 2-connectivity. Furthermore, the following example shows that the bounded
degree condition of Theorem 22 may not be removed. Consider a graph G with an independent

subset R ⊆ V (G) satisfying the following properties. For each triplet A ∈ R3 , let there
exist a vertex of G \ R whose neighbors of R are exactly those vertices from A. Figure 4
shows such a construction with |R| = 5. It is straightforward to show that when |R| ≥ 4, G
is 3-connected. However, no more than two vertices of R may be removed from G without
disconnecting G. Therefore, for any spanning tree T on G, the leaves of T include at most
two vertices of R. As R may be arbitrarily large, this example shows that 3-connected graphs
G do not satisfy κg (G) ≥ ε for any universal ε > 0.

6

Conclusion

In Section 2, we provide a characterization of flexibility in terms of the maximum degree of a
graph. Moreover, we prove a more general theorem (Theorem 9), which somewhat resembles
a famous theorem of Erdős, Rubin, and Taylor. It would be very interesting to discover
whether a complete characterization of flexible degree choosability exists and, moreover, how
closely such a characterization would resemble Erdős, Rubin, and Taylor’s characterization
of degree choosability. Perhaps, some more structural insight might be needed in order to
find such a characterization, as hinted by Figure 2.
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Figure 4 The figure shows a 3-connected graph G in which removing any three light vertices
disconnects G. For each triplet u, v, w of light vertices in G, there exists a dark vertex whose
neighbors are exactly u, v, w.

As we present tight bounds for list sizes needed for flexibility in graphs of bounded
treedepth and graphs of treewidth 2, a natural question arises: Is it possible to show similar
bounds for graphs of bounded pathwidth? More specifically, one can focus on the even more
restricted class of (unit) interval graphs with bounded clique size. However, even for such a
restricted graph class it seems to be challenging to show a tight bound on the list size needed
for flexibility. In particular, the k-path seems to be a challenging example.
Another interesting direction could be a systematic search for graphs that are not flexibly
choosable. In this paper we give quite simple examples (Theorem 6 and Figure 2) of graphs
that are not flexible for the stronger reason that they do not allow a precoloring extension.
These examples are not surprising, as many examples exist of graphs that do not allow a
precoloring extension [1, 16, 18, 20]. It would be interesting to find some constructions that
prohibit flexibility while allowing precoloring extension.
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1

Introduction

The k-SUM problem is a fixed-parameter version of the NP-complete SUBSET SUM problem.
It consists of deciding, given a set of n numbers, whether any subset of size k sum to zero.
The problem for k = 3, known as 3-SUM, is now a well-established bottleneck problem
in fine-grained complexity theory (see for instance [1, 28] and references therein). While
there are many reductions showing 3-SUM- or k-SUM-hardness of computational problems
in geometry, only few reductions to 3-SUM and k-SUM are known. We give examples of
computational geometry problems that reduce to 3-SUM or k-SUM.
Our results are motivated by the nontrivial improved upper bounds on the complexity
of 3-SUM and k-SUM proven in the recent years. While it has long been conjectured
that no subquadratic algorithm for 3-SUM existed, it is now known to be solvable in time
O((n2 / log n)(log log n)2 ) in the real RAM model, and in time O((n2 / log2 n)(log log n)O(1) )
if we allow bitwise operations on fixed-length words [25, 20, 22, 14]. The existence of
an O(n2−δ ) algorithm for some δ > 0 remains an open problem. Using folklore meet-inthe-middle algorithms, k-SUM can be solved in time O(ndk/2e ) if k is odd, and in time
O(nk/2 log n) if k is even. Recently, Kane, Lovett, and Moran [26] showed that it can be
solved in time O(n log2 n) in the linear decision tree model, improving on previous polynomial
bounds [13, 19].
© Boris Aronov and Jean Cardinal;
licensed under Creative Commons License CC-BY
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Table 1 Known upper bounds on the time complexity of exact geometric pattern matching in
various settings (taken from [11] and [23], Chapter 54). We indicate the dependency on the pattern
size k.
Transformations
congruence
congruence
translation
homothety
similarity
affine

Dimension
2
3
d
d
d
d

Complexity
O(kn4/3 log n) [11]
2
O(kn5/3 log n2O(α(n) ) ) [5]
O(kn log n) (easy)
O(kn1+1/d log n) [18, 11]
O(knd log n) [11]
O(knd+1 log n) [11]

Geometric pattern matching
We consider two problems involving searching for a given set P of k points, called the pattern,
within a larger set S of points, up to some geometric transformation. Here we focus on exact
algorithms, in which the pattern must match the subset of points exactly. We consider the
following two problems.
I Problem 1 (SIMILARITY MATCHING). For a fixed integer k ≥ 3, given a set P of k points
in the plane and a set S of n points in the plane, determine whether S contains the image of
P under a similarity transformation.
I Problem 2 (AFFINE MATCHING). For fixed integers d ≥ 2 and k ≥ d + 2, given a set P
of k points in Rd containing d + 1 affinely independent points, and a set S of n points in Rd ,
determine whether S contains the image of P under an affine transformation.
A large body of the computational geometry and pattern recognition literature is dedicated
to the problems of finding approximate matches up to some geometric transformation, where
the quality of the approximation is typically measured by the Hausdorff distance [15, 24, 21, 6].
For exact pattern matching problems under different families of transformations, known
upper bounds on time complexity have been compiled in a survey by Peter Braß [11]. We
reproduce them in Table 1.
The complexity of these algorithms are directly related to bounds on the maximum
number of occurrences of a pattern or a distance in a set of n points. In fact, such bounds
directly yield a lower bound on the computational problem of listing all occurrences of the
pattern. A prototypal example is Erdős’ unit distance problem; see Braß and Pach [12] for
more examples. It is known, in particular, that there can be Θ(n2 ) similar copies of a pattern
in an n-point set [18, 3, 4]. Structural results on the extremal point sets are also known [2].
For affine transformations in Rd , there exist pairs P, S such that S contains Θ(nd+1 ) copies
of P : for instance the d-dimensional lattice {1, 2, . . . , n1/d }d contains Θ(nd+1 ) affine images
of a cube.

Our results
We suppose we can perform exact computations over the reals. Therefore, all the algorithms
that we consider are either uniform algorithms in the real RAM model, or nonuniform
algorithms in the algebraic decision tree model.
Our main result is the following.
I Theorem 1. SIMILARITY MATCHING and AFFINE MATCHING reduce in randomized
linear time to k-SUM.
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We refer the reader to the exact definitions of the k-SUM problem and the notion of
randomized linear-time reduction given later. Theorem 1 has a number of consequences. Let
us consider the special case of the SIMILARITY MATCHING problem in which k = 3.
I Problem 3 (TRIANGLE). Given a triangle ∆ and a set S of n points in the plane, determine
whether S contains three points whose convex hull is similar to ∆.
Combining the reduction provided by Theorem 1 with the real RAM algorithm for 3-SUM
from Chan [14], we obtain the following.
I Corollary 2. There exists an O((n2 / log n)(log log n)2 ) randomized real RAM algorithm for
TRIANGLE. In particular, there exists a subquadratic algorithm to detect equilateral triangles
in a point set.
This contrasts with our current knowledge on the related 3-SUM-hard problem of finding three collinear points, also known as GENERAL POSITION TESTING. Despite recent
attempts [10, 14], it is still an open problem to find a subquadratic algorithm for GENERAL
POSITION TESTING.
Our next corollary is obtained directly from known algorithms for k-SUM. It improves on
the best known O(nd+1 log n) algorithm whenever k < 2(d + 1).
I Corollary 3. There exists an O(ndk/2e ) (for k odd), or an O(nk/2 log n) (for k even)
randomized real RAM algorithm for AFFINE MATCHING.
Finally, we consider the nonuniform decision tree complexity, also known as query
complexity, of the two problems. By applying a recent result of Kane, Lovett, and Moran [26],
we can bound the number of algebraic tests that are required to detect copies of P in an
input set S.
I Corollary 4. There exist randomized algebraic decision trees of height O(n log2 n) for
SIMILARITY MATCHING and AFFINE MATCHING.
In fact, if the pattern P is a fixed parameter, that is, when P is not part of the input,
but known at the algorithm design time, then the decision tree in the statement above only
involves linear tests.
I Corollary 5. There exist randomized linear decision trees of height O(n log2 n) for the
fixed-parameter versions of SIMILARITY MATCHING and AFFINE MATCHING, in which P
is a fixed parameter of the problems.
In a recent paper, Aronov, Ezra, and Sharir [8] study the following problem: Given three
sets A, B, C of n points in the plane, decide whether there exists (a, b, c) ∈ A × B × C that
simultaneously satisfies two real polynomial equations. They provide a subquadratic upper
bound on the algebraic decision tree complexity of this problem. In a preliminary version of
their paper [9] (version 2, Corollary 4.4), they considered the TRIANGLE problem as a special
case of this problem. This version also contains a proof that TRIANGLE is 3-SUM-hard. As
our result shows, it turns out that this special case is in fact much easier than the general
problem, as the two polynomial equations can be made linear. Hence TRIANGLE is actually
linear-time equivalent to 3-SUM, and its decision tree complexity is near-linear. We refer to
[8, 9] for a thorough discussion of the relation between these and other related problems.
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Plan
In the next section, we define a number of variants of the k-SUM problem and prove they
are all equivalent in the computation model we consider. In Section 3, we prove our main
result for SIMILARITY MATCHING. Section 4 considers the AFFINE MATCHING problem.
The last section is dedicated to the proof of Corollaries 4 and 5.

2

Linear degeneracy testing

We first give a definition of the k-SUM problem. Here, k ≥ 3 is a fixed integer, and X is a
ring.
I Problem 4 (k-SUM(X)). Given k sets A1 , . . . , Ak of n elements of X, determine whether
Pk
there exists a k-tuple (a1 , . . . , ak ) ∈ "ki=1 Ai such that i=1 ai = 0.
Our next problem is often referred to as linear degeneracy testing [7, 17]. We consider
the cases where X = R or C with the usual addition and multiplication operations, or where
X = Rd or Cd for some integer d ≥ 2, with the vector addition and Hadamard (entrywise)
product defined by (uv)i = ui vi . In the latter cases, the all-zero vector is denoted by 0, and
the all-one vector by 1.
I Problem 5 (k-LDT(X)). For a linear function f : X k → X given by f (a1 , . . . , ak ) =
Pk
β0 + i=1 βi ai with βi ∈ X for 0 ≤ i ≤ k, given k sets A1 , . . . , Ak of n elements of X,
determine whether there exists a k-tuple (a1 , . . . , ak ) ∈ "ki=1 Ai such that f (a1 , . . . , ak ) = 0.
We make two observations. First, these are fixed-parameter problems: the integer k is
part of the definition of the problem, not of the input. The same can be assumed for the
function f . Such parameters will be referred to as fixed in what follows. Another observation
is that using the Hadamard product in the definition of the function f allows us to combine
conditions on the sought k-tuples: In the ring X, searching for k-tuples that simultaneously
satisfy d linear equations can be cast as k-LDT(X d ).
It is clear that k-SUM is the special case of k-LDT in which β0 = 0 and βi = 1 for
1 ≤ i ≤ k. On the other hand, k-LDT is not harder than k-SUM.
I Lemma 6. For any integer d > 0, k-LDT(X) reduces in linear time to k-SUM(X).
Proof. Consider the sets Ai from the k-LDT instance, and let A0i := {βi a | a ∈ Ai } for all
1 ≤ i < k, and A0k := {βk a + β0 | a ∈ Ak }. Then the instance of k-SUM composed of the sets
A0i has a solution if and only if the instance of k-LDT has a solution.
J
In what follows, we say that a problem A reduces to problem B in randomized g(n) time
if there exists an algorithm in the real RAM model with access to random real numbers in
[0, 1] that maps any instance of size n of A to an equivalent instance of B in time O(g(n))
with probability 1.
Over the reals, the vector and scalar versions of k-SUM are also essentially equivalent, up
to such a randomized reduction.
I Lemma 7. For any fixed integer d > 0, k-SUM(Rd ) reduces in randomized linear time to
k-SUM(R) .
Proof. Given an instance {A1 , . . . , Ak } of k-SUM(Rd ), pick a uniform random unit vector
v ∈ Rd (see for instance Chapter V in Devroye’s classical textbook [16] for the generation of
random vectors on the unit hypersphere) and consider the sets A0i := {a · v | a ∈ Ai } ⊂ R,
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where a·v is the usual dot product. They form an instance of k-SUM(R) such that any solution
to the original instance of k-SUM(Rd ) is also a solution. In the other direction, suppose
Pk
there is a k-tuple (a01 , . . . , a0k ) ∈ "ki=1 A0i such that i=1 a0i = 0, where a0i = ai · v. Hence
Pk
Pk
Pk
we have i=1 ai · v = 0, which is either because v ⊥ i=1 ai and i=1 ai 6= 0, or because
Pk
Pk
Pk
i=1 ai = 0. Since v ⊥
i=1 ai and
i=1 ai 6= 0 occurs with probability 0, the k-tuple
(a1 , . . . , ak ) is a solution of the instance {A1 , . . . , Ak } of k-SUM(Rd ) with probability 1. J
We also make the following simple observation:
I Observation 8. k-SUM(Cd ) is equivalent to k-SUM(R2d ).

3

Searching for a similar copy

Recall that in the TRIANGLE problem, we want to determine whether an input set S of n
points in the plane contains three points whose convex hull is similar to a given triangle
∆. The short proof of the following result uses the interpretation of points in the plane as
complex numbers, an idea that was exploited in a combinatorial context before [18, 27].
I Lemma 9. ANGLE reduces in linear time to 3-SUM(C).
Proof. Let u = reiθ be such that the three numbers 0, 1, u are the vertices of a triangle similar
to ∆ in the complex plane. Recall that multiplying by reiθ has a geometric interpretation in
the complex plane as scaling by a factor r and rotating by an angle θ. Hence three other
complex numbers a, b, c ∈ C form a triangle similar to ∆ in the complex plane with the same
orientation if and only if c − a = u(b − a), or equivalently if (u − 1)a − ub + c = 0. Hence
TRIANGLE reduces to 3-LDT(C) with β = (0, u − 1, −u, 1). From Lemma 6, it reduces in
linear time to 3-SUM(C).
J
Combining with Observation 8 and Lemma 7, we obtain:
I Theorem 10. TRIANGLE reduces in randomized linear time to 3-SUM(R).
Recall that TRIANGLE is also known to be 3-SUM-hard [9], hence it is actually linear-time
equivalent to 3-SUM. Our result generalizes naturally to larger patterns.
I Lemma 11. SIMILARITY MATCHING reduces in linear time to k-SUM(Ck−2 ).
Proof. Let u1 , . . . , uk−2 ∈ C be such that the set Q = {0, 1, u1 , . . . , uk−2 } is similar to P in
the complex plane. Then k numbers a1 , . . . , ak ∈ C form a similar copy of Q in the complex
plane, with a1 mapped to 0, a2 to 1, and so on, if and only if ai − a1 = ui−2 (a2 − a1 ) for
all 3 ≤ i ≤ k. These are k − 2 linear equations on the k complex numbers a1 , . . . , ak , hence
SIMILARITY MATCHING reduces in linear time to k-LDT(Ck−2 ). From Lemma 6, it reduces
in linear time to k-SUM(Ck−2 ).
J
Again, combining with Observation 8 and Lemma 7, we obtain the first statement of
Theorem 1.
I Theorem 12. SIMILARITY MATCHING reduces in randomized linear time to k-SUM(R).
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4

Searching for an affine image

We now prove the analogous result for the affine case. As a warm-up, we first consider the
following simpler special case of AFFINE MATCHING in which the pattern is a square. Four
points form the affine image of vertices of a square if and only if they are the vertices of a
(possibly degenerate) parallelogram. Hence the problem can be cast as follows.
I Problem 6 (PARALLELOGRAM). Given a set S of n points in the plane, determine whether
S contains four points whose convex hull is a parallelogram.
I Theorem 13. PARALLELOGRAM reduces in randomized linear time to 4-SUM(R).
Proof. Four points a1 , a2 , a3 , a4 ∈ S in this order form a parallelogram with a1 a2 parallel to a4 a3 and a2 a3 parallel to a1 a4 if and only if a2 − a1 = a3 − a4 , or equivalently if a1 − a2 + a3 − a4 = 0. Hence PARALLELOGRAM reduces to 4-LDT(R2 ) with
β = ((0, 0), (1, 1), (−1, −1), (1, 1), (−1, −1)). From Lemmas 6 and 7, it also reduces in
randomized linear time to 4-SUM(R).
J
The general case follows from the following observation. Consider a matrix Q ∈ Rn×n , and
let Qk denote the matrix obtained from Q by replacing its kth column by the column vector
xT , where x1 , x2 , . . . , xn are variables. Then det Qk is a linear combination of x1 , x2 , . . . , xn ,
with coefficients defined by Q.
I Lemma 14. AFFINE MATCHING reduces in linear time to k-SUM(R` ) with ` = d(k − (d +
1)).
Proof. We use the notation [k] := {1, 2, . . . , k}. Let pi = (pi,1 , . . . , pi,d ) be a row vector
representing the ith point of P . From the problem definition, P must contain d + 1 affinely
independent points. Since we suppose k and d fixed, these points can be determined in
constant time. We therefore assume without loss of generality that they are the first d + 1
points p1 , . . . , pd+1 . Let A = {a1 , . . . , ak } ∈ Sk be a candidate match. In order for the
set A to be the image of P under an affine transformation, there must be a solution to
the system of k linear equations of the form pi F + t = ai for all i ∈ [k], with d2 + d real
unknowns F ∈ Rd×d and t ∈ Rd . The system can be decomposed into d systems, one for
each coordinate j ∈ [d]. Each consists of k equations with d + 1 unknowns, of the form
pi Fj + tj = aij for i ∈ [k], where Fj is the jth column of F . We consider one such system,
for a fixed j ∈ [d], and restrict it to the first d + 1 equations only:



a1,j
p1
 
Fj
 .. 
 ..
Q·
=  .  , where Q =  .
tj
ad+1,j
pd+1


1
..  .
.
1

Since the first d + 1 points of P are affinely independent, Q is invertible and the system
defines a unique solution for the coefficients Fj and tj of the affine transformation. From
Cramer’s rule, the value of the kth unknown is the ratio det Qk / det Q, where Qk is the
matrix obtained by replacing the kth column of Q by (a1,j , . . . , ad+1,j )T . From the above
observation and the fact that Q does not depend on S, the expressions det Qk / det Q are linear
combinations of the values a1,j , . . . , ad+1,j , with coefficients determined by P . Hence the
explicit solution for the coefficients Fj and tj are linear combinations of the a1,j , . . . , ad+1,j .
A necessary and sufficient condition for the set A to be a match is that the remaining
k − d − 1 points of A are also images of the corresponding points in P . Hence we require
that for all i > d + 1 the ith equation pi Fj + tj = aij is also satisfied by this solution. The
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unknowns Fj and tj can be replaced by linear combinations of a1,j , . . . , ad+1,j . Hence we
obtain a set of k − (d + 1) linear equations on the variables a1,j , . . . , ak,j , with coefficients
depending on P .
Since these k − (d + 1) equations must hold for all coordinates j ∈ [d] simultaneously, we
obtain that AFFINE MATCHING reduces to k-LDT(R` ) with ` = d(k −(d+1)). From Lemma 6
it also reduces to k-SUM(R` ). Since d and k are fixed, the reduction takes linear time. J
Combining with the randomization step in Lemma 7, we get the second part of Theorem 1.
I Theorem 15. AFFINE MATCHING reduces in randomized linear time to k-SUM(R).

5

Algebraic decision tree complexity

An algebraic decision tree is a type of nonuniform algorithm for problems on inputs composed
of n real numbers. For each input size n, it consists of a binary tree whose internal nodes
are labeled with inequalities of the form “q(x) ≤ 0” on the input x ∈ Rn , where q is a
bounded-degree n-variate polynomial in x1 , x2 , . . . , xn . Inequalities are interpreted as queries
on the input, and the two subtrees correspond to the possible outcomes of the query on the
input. Leaves of the tree are labeled with the answer to the problem. The minimum height
h(n) of an algebraic decision tree solving instances of size n the problem is the decision
tree complexity, or query complexity of the problem. When the queries only involve linear
functions, such trees are called linear decision trees. In that case, a query is said to be
t-sparse when it involves at most t numbers of the input.
We have the following recent result on the linear decision tree complexity of the k-SUM
problem.
I Theorem 16 (Kane, Lovett, Moran [26]). The k-SUM problem on n elements can be solved
by a linear decision tree of height O(n log2 n) in which all the queries are 2k-sparse and have
only {−1, 0, 1} coefficients.
We now show that this result directly applies to the SIMILARITY MATCHING and AFFINE
MATCHING problems, thereby proving Corollary 4.
We first consider the SIMILARITY MATCHING problem, an instance y of which consists
of two coordinates per point of P and S, hence of 2(k + n) real numbers. Suppose we apply
the randomized reduction proposed in Theorem 12 to obtain an instance of k-SUM(R). Now
consider the linear decision tree from Theorem 16. Each linear query on the transformed
input maps to a query on the original input numbers y. Because the reduction only involves
multiplications and additions on these numbers, such queries are algebraic queries on the
original input y. Therefore, the linear decision tree for k-SUM maps to an algebraic decision
tree of the same height for SIMILARITY MATCHING. The same reasoning applies to AFFINE
MATCHING. In that case, it suffices to observe that multiplying both sides of every query by
the quantity det Q for the matrix Q used in the proof of Lemma 14 yields algebraic queries
again. Note that since k and d are constant and the linear queries in Theorem 16 are sparse,
the queries have bounded degree and bounded size. This proves Corollary 4.
Also note that if we suppose the pattern P is a fixed parameter of the problem, then
the two problems are solved by linear decision trees of height O(n log2 n). It can indeed
be checked that the algebraic queries do not involve multiplications between coordinates of
the points of S, hence are linear whenever P is fixed. This proves Corollary 5. It applies
in particular to the PARALLELOGRAM problem, or for finding an equilateral triangle in a
point set.
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1

Introduction

Mechanical puzzles come in many types, one of which is the sliding-block puzzle. Well-known
examples include the 15-puzzle and Rush Hour, both played on a square grid board. However,
these puzzles are quite different: the 15-puzzle has unit square movable pieces containing
the numbers from 1 to 15, and the objective is to sort the numbers on a board with a single
empty space. Rush Hour has pieces of different sizes, typically 1 × 2 and 1 × 3 rectangles, the
board has more empty spaces, and the objective is to bring a particular piece to a particular
place. Their similarities are the square grid board, and sliding pieces by translation only.
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Figure 1 Gourds on a 3 × 5 square grid board. The blue piece cannot depart from the top-middle
cell, and can only be in the three positions shown on the right.

Sliding-block puzzles have attracted the interest of researchers for a long time, and they
have been investigated in both recreational mathematics and algorithms research. The
15-puzzle was introduced as a prize problem by Sam Loyd in 1878 [14]. The question
whether any configuration can be realized was soon understood using a characterization by
odd/even permutations [8]. The complexity of computing the smallest number of steps to
reach the solution turned out to be NP-complete for n × n boards [13, 4]. The other highly
popular sliding-block puzzle, Rush Hour, is much more complicated. It was shown to be
PSPACE-complete when the size of pieces is 1 × 2 and 1 × 3 [5], and later even if the size of
each piece is 1 × 2 [17], or 1 × 1 with obstacles [1, 15]. Rolling-block puzzles are a variation on
sliding-block puzzles with a 3D aspect, extensively studied by Buchin et al. [2, 3]. A general
treatment of sliding-block puzzles as non-deterministic constraint logic was given by Hearn
and Demaine [6, 7]. Many other puzzles have been shown NP-hard or PSPACE-hard [7, 9].
In this paper we introduce a new type of sliding-block puzzle which we call Gourds. The
name “gourd” refers to the shape of the pieces, which are essentially 1 × 2 pieces on a board.
Like in the 15-puzzle, only one grid cell is empty. Unlike the 15-puzzle and Rush Hour,
gourds can also change orientation: a gourd can move straight to cover the empty cell, or a
gourd may make a turn to do so. One can easily imagine such a gourd puzzle on a square
grid board. If a board is rectangular, then its two dimensions must be odd, otherwise it
cannot have exactly one empty cell. Imagine such a board, for example a 3 × 5 board as in
Figure 1. Also, imagine the objective is to bring the blue gourd to the bottom row. It is not
hard to see that this cannot be done: if we color the board in a checkerboard pattern, we will
get one more (say) white cells than black cells. Every gourd covers one black and one white
cell, so the empty cell is always white. This means that no gourd can uncover the black cell
it covers, because otherwise, that black cell would be the empty cell. Consequently, gourds
cannot travel over the board. In fact, the blue gourd can only be in one of the three positions
(shown in Figure 1, right). This argument holds true for any board based on a square grid
with an odd number of cells. This implies that square grid boards are not suitable for the
Gourds puzzle.
The puzzle we introduce is played on a hexagonal grid board. On such boards, we allow
gourds to make three different kinds of moves: slide, turn, and pivot (see Figure 2). In the
slide move, a gourd translates one unit in the direction parallel to its own orientation; the
two units of the gourd and the empty cell must align and be adjacent for this move to be
possible. In the turn move, either to the left or to the right, a gourd axis and the empty cell
use three adjacent cells that make an angle of 120◦ . In the pivot move, a gourd is adjacent
to the empty cell with both of its ends, that is, the three cells involved form an equilateral
triangle. The gourd rotates while one end stays stationary (where it pivots).
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pivot

Figure 2 The three types of gourd moves: slide, turn, and pivot.

We introduce two types of the puzzle: the colored type and the numbered type. In the
colored type, each cell of the board has a color, each gourd end has a color (so a gourd has
one or two colors), and the goal of the puzzle is to get each gourd end on a cell of the same
color so that they match, by using any sequence of the three types of moves. The number of
colors can be much smaller than the number 2n of gourd ends; typically, there are two to
six colors in total. In the numbered type, the cells and the gourd ends have a number each
(usually from 1 to 2n for n gourds), and the goal is to sort the numbers of gourd ends to
match those on the board by a sequence of gourd moves, similar to the 15-puzzle. Notice
that the numbered type is a special case of the colored type, since all gourd ends could have
a distinct color.
Solving these Gourds puzzles may be done in two phases: (i) imagining a target placement
of all gourds so that the colors or numbers are correctly covered, and then (ii) reconfiguring a given initial configuration to the target one that is found in the first phase by a
sequence of gourd moves. We call these two phases the placement phase and the reconfiguration phase, respectively. Combining these with two types of puzzles (colored and
numbered), we now have four problems in Gourds puzzles: Colored/Numbered Gourd
Placement/Reconfiguration (see Figure 3 for three of them). The objective of this
paper is to analyze these Gourds puzzle problems mathematically and algorithmically.
For the placement problem, the numbered type, i.e., Numbered Gourd Placement,
is trivial since each number appears exactly once both on the board and on a gourd. On
the other hand, the colored type turns out to be hard: we show that the decision version
of Colored Gourd Placement is NP-complete. Interestingly, the proof makes use of
budgets of pieces in a 3SAT reduction: there are no connector gadgets between variable and
clause gadgets. If the number of colors is constant, the problem can be solved in randomized
polynomial time. The reconfiguration problem is essentially the same for the two types once
we have matched up the initial and target configurations of the gourds. We are interested in
boards that allow any reconfiguration of the gourds, and we show a complete characterization
of such boards, provided they are hole-free. We also show that any reconfiguration is achieved
within quadratic number of moves, which is worst-case optimal.
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Figure 3 An instance of Colored Gourd Placement (left), Colored Gourd Reconfiguration (middle), and Numbered Gourd Reconfiguration (right pair).
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This paper is organized as follows. In Section 2 we discuss gourds, moves, and boards
further, and make some basic observations. In Section 3 we show the hardness of Colored
Gourd Placement. In Section 4 we characterize boards that allow any reconfiguration (in
quadratically many moves).

2

Preliminaries

In this section, we discuss gourds and their moves, and boards to give formal definitions and
related observations.
Recall that we define three kinds of moves for gourds, that is, slide, turn, and pivot. To
realize these moves physically, such a piece must have a certain shape that is somewhat
smaller than the union of two hexagons. A good choice is to use two discs and a concave
“neck” that connects these discs. The concave neck is bounded by four concave circular arcs,
two of which are also boundary parts of the gourd, and the other two coincide with parts of
the discs. The resulting piece looks like a gourd.
We have chosen to use the pivot move and not the “sharp turn”, where a gourd rotates
over 120◦ . This would be the alternative in the case where both ends of a gourd are adjacent
to the empty cell. There are several reasons for this choice. First, the pivot move is easier to
perform by hand in the physical situation. Second, the gourd would have to be smaller to
allow this move, unless we perform a sharp turn by two consecutive pivots, and then we do
not need the sharp turn anymore. In fact, as we can easily check by hand, the pivot move is
strictly more powerful than the sharp turn as shown in the following observation, which is
the third reason for the choice.
I Observation 1. On a 3-cell board where the cells are mutually adjacent, a two-colored
gourd can reach all six possible positions from a starting position with a pivot move, while it
can reach three positions with the sharp turn move.
A board is any finite and connected subset of regular hexagonal tiles from their infinite
tiling of the plane, and we only focus on hole-free board. Each hexagon is a cell of a board.
To play a set of n gourds, we assume that the number of cells of a board is odd and is 2n + 1.
That is, a board always has a single empty cell, which is sometimes denoted by E.
The dual graph to such a hexagonal grid board, embedded as a straight-line graph on
the centers of the tiles, is a plane graph where every bounded face is an equilateral triangle.
We call it a board graph. Since boards and board graphs have one-to-one correspondence, we
can also say that a board is 2-connected, Hamiltonian, and so on (see Figure 7, left).
If a board is connected but not 2-connected, then it does not allow almost any reconfiguration. Gourds cannot get from one side of a cut-vertex to the other side of the board. Even
if the board has a leaf cell with only one adjacent cell, then only one gourd end can ever
reach that leaf. A triangular grid graph is called the Star of David if it is the graph shown
in Figure 4. For triangular grid graphs the following fact is known [11]:
I Fact 1. For any 2-connected hole-free triangular grid graph, it is Hamiltonian unless it is
the Star of David graph.
We now consider solving the Gourds puzzle on the board whose dual graph is the Star
of David (consisting of 13 vertices, which is odd). Any gourd on the Star of David graph
board can take only three positions (see Figure 4 (middle)). This observation implies that
this board is not suitable for the Gourds puzzle. Summarizing, to make the Gourds puzzle
playable, we require a board (graph) to satisfy the following three conditions: (i) it has a
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Figure 4 The Star of David graph (left), and three possible positions for a gourd on its corresponding board (middle). A 3-coloring of the hexagons shows that one color (red) is used more often
than the other two colors together. A gourd can never depart from its non-red cell (right).

single empty cell, (ii) it is 2-connected, and (iii) it is not the Star of David, in addition to
being hole-free. We call a board satisfying these conditions proper. We remark that under
this setting a board graph always has a Hamiltonian cycle.

3

Colored Gourd Placement: Intractability

In this section, we discuss the computational complexity of Colored Gourd Placement.
I Theorem 1. Colored Gourd Placement is NP-complete, even on a board of four
hexagons high.
Proof. It is trivial to show containment in NP. The problem is NP-hard by reduction from
Monotone 1-in-3SAT, which is NP-complete even when considering formulas with exactly
three occurrences per variable and exactly three literals per clause [12, Lemma 5].
Given a formula with n variables and m clauses, we construct an instance with n + 2
colors: one color per variable plus two “filler” colors. The colors are labeled x1 , . . . , xn for
the variables, and V, F as filler. The color V is the variable filler color, and the color F
is the general-purpose filler. The latter serves to isolate the gadgets from each other on a
connected board; it does not interact with any of the gadgets in any way. We provide enough
gourds colored (F, F ) to enable tiling of the filler part of the board. The board itself is the
concatenation of the variable and clause gadgets in any order from left to right.
For each variable, we create a corresponding variable-setting gadget. For each clause, we
create a corresponding clause-checking gadget. Each variable gadget can be filled with gourds
in two ways (corresponding to true/false assignments). There are no “physical” connections
between the gadgets. Instead, the gourds that are left over from tiling the variable gadgets
“communicate” the truth assignments to the clause gadgets.
The variable gadget for xi consists of a cycle on the board, with cells that alternate
in colors xi , xi , V, V, xi , xi , V, V, . . ., of length 12. The cycle surrounds four cells of color F .
There are two possible ways of tiling this gadget: either with six gourds colored (xi , V )
(which corresponds to assigning false to the variable) or with three gourds colored (V, V )
and three gourds colored (xi , xi ) (which corresponds to assigning true to the variable). The
variable gadget is surrounded by filler cells. An example of the variable gadget, together with
its two possible coverings, is shown in Figure 5. Note that we do not need to consider cycles
of different lengths, since in the problem we are reducing from, the number of occurrences
per variable is fixed.
In the following we will write “(a, b)-gourd” for a gourd whose two colors are a and b.
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Figure 5 The variable gadget, shown with its two possible coverings. The covering shown on the
left corresponds to a false assignment, the one on the right to a true assignment.

Note that if we assign false to variable xi , we will have three (xi , xi )-gourds and three
(V, V )-gourds left over. On the other hand, if we assign true to variable xi , we will have six
(xi , V )-gourds left over.
Suppose we have a clause (X ∨ Y ∨ Z). We will show how to construct a clause gadget
that can be covered in three ways using three different sets of gourds:
1. Two (X, V )-gourds, five (V, V )-gourds and one gourd each of: (Y, Y ), (Z, Z), (X, Y ),
(Y, Z), (X, Z) (corresponding to X = true, Y = Z = false).
2. Two (Y, V )-gourds, five (V, V )-gourds and one gourd each of: (X, X), (Z, Z), (X, Y ),
(Y, Z), (X, Z) (corresponding to Y = true, X = Z = false).
3. Two (Z, V )-gourds, five (V, V )-gourds and one gourd each of: (X, X), (Y, Y ), (X, Y ),
(Y, Z), (X, Z) (corresponding to Z = true, X = Y = false).
The clause gadget consists of two triangles, a smaller one on the left and a larger one on
the right, separated by filler parts (see Figure 6). The drawing shows a possible covering
corresponding to option (1). It is easy to see the other coverings can be realized as well. Note
that covering the gadget always consumes exactly one each of (X, Y ), (X, Z) and (Y, Z); one
copy of each is provided in the input.
As an example consider X = true, Y = Z = false. In this case, the gadget consumes
two (X, V )-gourds (of which six are left over from the variable gadget) and one (Y, Y ) and
one (Z, Z)-gourd (for each of which three are left over from the variable gadget). Since each
variable appears in exactly three clauses, this consumes all the left over pieces exactly. This
shows that if we cover the variable gadgets in a way corresponding to a satisfying assignment,
it is possible to find a covering for the clause gadgets using the remaining gourds (assuming
we also have sufficient (V, V )-gourds).
The total number of gourds provided to cover the board is as follows:
For every variable xi : three (xi , xi )-gourds, three (V, V )-gourds, six (xi , V )-gourds and
ten (F, F )-gourds.
For every clause (xi ∨ xj ∨ xk ): one (xi , xj )-gourd, one (xi , xk )-gourd, one (xj , xk )-gourd
and twelve (F, F )-gourds.
Additionally, 5m − 2n (V, V )-gourds.
The other direction can be seen as follows:
Consider the smaller left triangle. It contains a single hexagon of color V ; the only way
this hexagon can be covered is by using either a (X, V )-, (Y, V )- or (Z, V )-gourd. This
tells us that at least one of the variables X, Y, Z must be true, since otherwise we do not
have any suitable gourds left over from covering the variable gadgets.
Suppose (for contradiction) that more than one of X, Y, Z is true. Without loss of
generality, assume both X, Y are true. Then we have left over from covering the variable
gadgets six (X, V )-gourds and six (Y, V )-gourds. Note that in the clause gadget under
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F
F

V

F

Figure 6 The three ways the clause gadget can be covered. From top to bottom: X = true,
Y = Z = false and Y = true, X = Z = false and Z = true, X = Y = false.

consideration, we can fit at most one (X, V )-gourd and one (Y, V )-gourd in the right
triangle, and at most one (X, V )-gourd OR one (Y, V )-gourd in the left triangle. Since
each variable appears in exactly three clauses, there are two other clause gadgets, each
of which can fit at most two (X, V )-gourds and two other clause gadgets, each of which
can fit at most two (Y, V )-gourds. Thus, in total, we can fit at most eleven (X, V )- and
(Y, V )-gourds. However, we have in total twelve such gourds left over from tiling the
variable gadgets, indicating that the rest of the construction cannot be covered with the
remaining gourds (since the total area of the gourds equals the total area of the board,
all gourds must be used).
We finalize the construction as follows: note that the gadgets are designed such that they
can be connected from left-to-right, with the left edge of each gadget fitting the right edge of
each other gadget, forming a board with a height of four hexagons. We can place the gadgets
in arbitrary order. Finally, we add one hexagon with color F at the bottom right of the
board to serve as potential spot for the empty hexagon to make an instance of Gourds. J
Note that the construction uses a non-constant number of colors. A natural question is
whether a reduction exists with only a constant number of colors.
I Theorem 2. For any fixed k, Colored Gourd Placement with at most k distinct
colors can be solved in randomized polynomial time.
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Proof. The problem of Colored Gourd Placement can be formulated as a colored
matching problem on a board graph. The problem is “colored” in the following way: every
edge has a color (corresponding to the two colors of the gourd that must be placed on the
two hexagons connected by it) and for every color, we have a budget of how many edges of
that color may be included in the matching.
The two-color case of this problem is known as red-blue matching, which is known to be
solvable in randomized polynomial time [10]. This algorithm, by itself, is not sufficient to
solve colored gourd placement: even if the gourds can have only two colors, we will need
to solve a trichromatic matching problem (corresponding to whether an edge will use a
bichromatic or one of two monochromatic gourds).
However, as observed by Stamoulis [16], the algorithm for red-blue matching of Nomikos
et al. [10] can easily be extended to handle an arbitrary (but constant) number of colors in
randomized polynomial time.
J
Thus, it is unlikely that the problem is NP-complete for a constant number of colors.
In the NP-completeness reduction in Theorem 1, we can enlarge the board size polynomially, and the problem remains NP-complete, but the number of colors reduces to a fractional
power of the board size. It is interesting to know if the number of colors required can be
reduced to O(log n), for example, or if this case too admits a (randomized) polynomial-time
algorithm.

4

Numbered or Colored Gourd Reconfiguration: Tractability

Now for a proper board B, we denote its board graph by GB . Recall that GB is always
Hamiltonian for a proper board B. A Hamiltonian cycle H in GB defines a polygonal region,
and we denote its triangulation by equilateral triangles by TH . Furthermore, we denote the
dual graph of TH by GTH (see Figure 7). Then we have the following basic observations:
I Observation 2. The edges of H and of GTH do not intersect.
I Observation 3. If B has 2n + 1 cells, then GB has 2n + 1 vertices, H has length 2n + 1,
TH has 2n − 1 triangles, and GTH has 2n − 1 nodes.
I Lemma 3. GTH is a tree of maximum degree 3.
Proof. We examine B, H, and TH to obtain properties for GTH . Since TH is a subtriangulation of the equilateral triangular grid and H is a simple cycle on this grid, for any triangle t of
TH , zero, one, or two of its sides coincide with edges of H. These counts correspond directly
to the degree of the node corresponding to t, which will be three, two, or one, respectively.
Hence, GTH has maximum degree three. Since H is a simple cycle on a triangular grid, the
interior of H is simply-connected and hence GTH is connected. Since B is hole-free, GTH
cannot have a cycle. Hence, GTH is a tree.
J
In the following two subsections, we show that for any proper board of size 2n + 1 (n ≥ 1),
any two configurations of n numbered or colored gourds can be reconfigured into each other
by a sequence of moves of the three types. We first present an O(n3 )-moves algorithm to
show how a sequence of moves is constructed; then we improve it to quadratic, which is
optimal, by utilizing several properties of the dual graph GTH .
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GTH

Figure 7 A board B with its board graph GB (left), a Hamiltonian cycle H in GB and the
equilateral triangulation TH interior to H (middle), and the dual graph GTH of TH (right).

4.1

An O(n3 )-move algorithm

The algorithm works in three phases. In phase 1, we make the gourds of a given configuration
aligned with a Hamiltonian cycle H by a sequence S1 of moves. In phase 2, we rearrange (sort)
the gourds along this cycle to another order and with some gourds in opposite orientation
by a sequence S2 of moves. In phase 3, we un-align the gourds from H into the target
configuration by a sequence S3 of moves. The final sequence is (S1 , S2 , S3 ). Sequence S3 is
found similar to S1 , but then as a reversed sequence by aligning the gourds of the target
configuration with H. Given the Hamiltonian cycle after S1 and the one before S3 starts, we
know how to reconfigure H to compute S2 .
The following lemma shows how to handle phase 1 (and phase 3 reversed) of the algorithm.
I Lemma 4. Let B be a proper board of size 2n + 1 and let H be any Hamiltonian cycle
of GB . Then any configuration of n gourds on B can be reconfigured using O(n2 ) moves so
that all gourds align with edges of H.
Proof. Let any configuration of gourds on B be given. One cell of B is the empty cell E,
corresponding to a vertex ε in GB . The vertex ν counterclockwise from ε on H contains one
half of a gourd. Now, (i) if that gourd is not aligned with H, then we move it to make it
aligned: the gourd half on ν moves to ε and the other half moves to ν by one slide move, one
turn move, or two pivot moves; (ii) if the gourd is aligned with H already, we move it along
H, keeping it aligned, and placing the empty cell two positions counterclockwise along H.
We repeat until all gourds are aligned. Suppose we are in case (ii) n times in sequence.
then all gourds are aligned with H. If not all gourds are aligned, we will be in case (i) after
less than n moves of case (ii), and we will align one more gourds with H. This implies that
we can align one gourd in O(n) moves, which takes O(n2 ) moves in total for n gourds. J
In our reconfiguration algorithms, the following observation is easy but essential.
I Observation 4. Suppose that all gourds are aligned with edges of any Hamiltonian cycle H
of GB . Then we can move one of the two gourds adjacent (in H) to the empty cell to cover
the empty cell, and still be on an edge of H, by a single slide or turn move, or two consecutive
pivot moves (to make a sharp turn). By moving every gourd once in (counter)clockwise
direction, we move the empty cell one space (counter)clockwise.
We proceed with phase 2, assuming that all gourds are aligned with H. We examine H to
find a good place to make reconfigurations. Since GTH is a tree, it has a leaf and its dual is
a triangle in TH that has two sides on H (see Figure 8). Then we have the following lemma.
I Lemma 5. GTH has at least one of the following two substructures: (i) a leaf adjacent to
a degree-2 node, or (ii) a degree-3 node adjacent to two leaves.
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Figure 8 Substructures in the tree GTH (in red), the corresponding shapes of H (in bold black),
and the hexagons (in grey) containing gourd parts.

Proof. Assume for a contradiction that every leaf is adjacent to a degree-3 node, and no
two leaves are adjacent to the same degree-3 node. Then the tree GTH has as least as many
degree-3 nodes as leaves, which is not possible by an easy counting argument: GTH always
has exactly two more leaves than degree-3 nodes. Hence the opposite of our assumption is
true, which is that GTH has a substructure of type (i) or of type (ii).
J
Now we look at the implication of Lemma 5 for H. For Hamiltonian cycles H that contain
a substructure of type (i) (Figure 8, left), we have four consecutive vertices of H denoted abcd
such that a and d are also adjacent. Hence, removal of bc from H yields a new Hamiltonian
cycle H 0 that is two vertices shorter. By moving gourds along H, we can get any gourd to lie
on bc. Then, by moving gourds along H 0 , we can place any two gourds adjacent in H 0 such
that one covers a and the other covers d. Now we can move along H again, intentionally
inserting the gourd on bc anywhere in the cycle defined by H 0 . In particular, we can swap
two adjacent gourds in H and on abcd using O(n) moves. Also, when the empty cell is the
hexagon of node a, we can reverse the gourd at bc to get a desired orientation.
The substructure of type (ii) (Figure 8, right) is even simpler. In this case, we have
five consecutive vertices abcde in H, which must lie as shown in the figure. We can move
gourds along H and get any two adjacent gourds, plus the empty cell, on abcde. Using just
these five hexagons, the two gourds can be reversed, and swapped with each other, so that
they get a different order along H, in O(1) moves. Hence, the substructure allows us to
perform inversions of adjacent elements in a cyclic sequence, which is sufficient to get any
sorted order.
I Theorem 6. Let B be a proper board of size 2n + 1. Then any two configurations of the
same set of n numbered/colored gourds on B can be reconfigured into each other in O(n3 )
moves.
Proof. Let C1 and C2 be the two configurations of the same n numbered gourds in B.
Choose a Hamiltonian cycle H in GB . To convert C1 into C2 , we use three phases: align the
gourds of C1 with H, then reconfigure H, and then use the reversed sequence of moves of
aligning the gourds of C2 with H to get C2 .
Phases 1 and 3 are discussed in Lemma 4, so we concentrate on phase 2. We know
the gourd order and orientation after converting C1 into H, and we know the gourd order
and orientation before converting H into C2 . So we must reconfigure these two orders and
orientations of n gourds into each other, and the discussion above showed how to do this.
If a substructure of type (i) exists, we can get any gourd at bc in O(n2 ) moves using H,
and in another O(n2 ) moves we can insert it anywhere in the cyclic sequence using H 0 . We
need to do this at most 2n times (compare to Insertion Sort). If a substructure of type (ii)
exists, we can rearrange two gourds adjacent in H and at abcde with the empty cell in O(1)
time. Bringing one gourd out of abcde and an adjacent one into abcde takes O(n) moves. We
need to do O(n2 ) inversions of adjacent gourds to get to a desired order (compare to Bubble
Sort). It is easy to see that O(n3 ) moves are sufficient in total.
J
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A worst-case optimal O(n2 )-move algorithm

We show that any two configurations of a set of n gourds on a proper board can be transformed
into each other using only quadratically many moves by developing the framework of the
previous O(n3 )-move algorithm. Phase 1 is the same, but phase 2 is implemented more
efficiently. To this end, we break the Hamiltonian cycle into two (sub)cycles, such that both
have size a constant fraction of the original cycle: a balanced split. Then with divide-andconquer, the result follows.
We use several nice properties of GTH to show that such a balanced split exists. These
properties are derived from the underlying hexagonal grid board, and hence it is useful to
have the reasoning from GTH back to B explicit:
I Observation 5. The existence of a node s in GTH means that the surrounding triangle in
TH exists and its three corners are visited by H. These corners correspond to hexagons on B
that meet in a common point of the hexagonal board, which is node s.
When H visits a vertex v of GB , it must enter and leave the hexagonal cell whose center
is v. Hence, by Observation 2 we have:
I Observation 6. For any hexagonal cell in a board B, the edges of GTH overlap with at
most four of its sides.
Now we show two key lemmas (Lemmas 7 and 8) before proving our main theorem.
Figure 9 shows the idea of Lemma 7.
I Lemma 7. There exists a Hamiltonian cycle H in GB for which GTH has no (consecutive)
sequence of seven or more degree-3 nodes.
Proof. Consider a Hamiltonian cycle H 0 in GB . Regarding that the embedding of GTH 0 lies
on the hexagon sides (see Figure 7), we call a sequence (path) of nodes in GTH 0 zig-zag if
its inner nodes alternately make a left and a right turn (Figure 9, left). We first claim that
for any H 0 , any sequence of four or more degree-3 nodes in GTH0 is always zig-zag. Assume
the contrary, then there are two adjacent inner nodes that both make a left turn or both
make a right turn. Since the first and last nodes in the sequence also have degree-3, some
hexagonal cell of B has five of its sides overlapped by edges of GTH 0 , a contradiction with
Observation 6.
Let S be the longest zig-zag sequence of degree-3 nodes in GTH 0 . If its length is less than
seven, we are done. Otherwise, let S 0 be a subsequence of S of length seven. The middle
five nodes of S 0 are incident to a leaf, otherwise we violate Observation 6. Figure 9 shows
the only possible configuration on the left, including the edges necessarily in H 0 . By locally
changing H 0 as shown to the right, we reduce the number of degree-3 nodes and leaves by
one each, and increase the number of degree-2 nodes by two. We repeat this process as long
as there are sequences of seven degree-3 nodes, proving the existence of H.
J
I Lemma 8. Let GTH have m nodes. If there is no sequence of seven or more degree-3 nodes
in GTH , then there exists a split of GTH at a degree-2 node where both parts have size at least
m/96 − 7.
Proof. Let GTH have m nodes (and recall that m = 2n − 1 for a board of size 2n + 1). Any
tree contains a node u whose removal disconnects the tree into subtrees of size at most half of
the size of the original tree. If u has degree two, we are done. So assume u has degree three.
From u we follow a simple path in GTH , always entering the largest subtree (but without
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Figure 9 The seven degree-3 nodes in GTH 0 (in red) and all edges necessarily in H 0 (in black),
given GTH 0 (left). We can always change H 0 locally to break this situation. The adapted Hamiltonian
cycle H and resulting tree GTH (right).

going back since the path must be simple). We stop as soon as we encounter a vertex of
degree two. This happens at the latest at the seventh node, since by assumption, GTH does
not have a sequence of seven degree-3 nodes. Let w be the degree-2 node we find. Notice
that with the first step from u we have three choices to choose a subtree; after that we have
two choices at the next up to five degree-3 nodes.
We analyze the minimum size of the subtree that remains, when w is removed. We start
the analysis at u and work our way towards w. The two smaller subtrees neighboring u have
sizes at most bm/3c each, and the third subtree, which we enter on our path, has size at
least m − 1 − 2bm/3c (the −1 is for u itself). The next smaller subtree that we do not enter
has size at most bm/6c (see Figure 10). At the seventh node, the smallest subtree has size at
least m − 7 − 2bm/3c − bm/6c − bm/12c − bm/24c − bm/48c − bm/96c ≥ m/96 − 7.
J
≤ bm/3c

≤ bm/12c

≤ bm/48c
≥ m − 7 − 2bm/3c − bm/6c

u

w

−bm/12c − bm/24c
−bm/48c − bm/96c

≤ bm/3c
≤ bm/6c

≤ bm/24c

≤ bm/96c

Figure 10 The size of the smaller subtree at a balanced split at a degree-2 node.

A degree-2 node in GTH is dual to a triangle t in TH that has one edge in common with
H. Using t, we can split H into two cycles in two different ways (see Figure 11). Let e1 be
the edge of t that it shares with H, and let e2 and e3 be the other two edges. Then the
removal of e1 from H and the insertion of e2 and e3 gives two cycles that have exactly one
vertex in common: the vertex v1 of t opposite to e1 (see Figure 11, left).
Both cycles have odd length or both cycles have even length. If both have even length,
we use a different set of two odd-length cycles, where the three vertices of t occur in both
cycles. The edge e1 is now in both cycles (see Figure 11, right). If H has m vertices, then the
resulting cycles have at most m+3 vertices together and the smaller one has size at least m/96.
We next show that both ways of splitting can be used in a divide-and-conquer algorithm. We
denote the two cycles H1 and H2 , denote their lengths m1 and m2 , respectively, and recall
that the empty cell is called E.
The case with three shared vertices is easier. Assume that E is in H1 . We can move any
gourd in H1 a bit closer to position e1 in O(m1 ) moves, by moving the gourds along H1 . If
we wish to move a gourd over a distance k to be in position e1 , this is possible in O(km1 )
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e3

e1

Figure 11 Splitting H at a degree-2 node of GTH into two Hamiltonian cycles of odd length, in
one of two ways.

E

E
E
E

Figure 12 Two odd-length cycles with one vertex in common. The vertex w dual to triangle t is
shown by a red dot, and in the top row, edge e1 of t is shown dashed. The top right case cannot
occur from the split. Cycle H1 is green; cycle H2 is blue; cycle H1+ is the dotted extension of the
green cycle shown in the bottom row. A gourd placement from H2 to be included in H1 is shown by
an extra blue line along an edge of H2 . The location of the empty cell E is also shown.

moves. Assume a subset of j gourds g11 , . . . , gj1 should go from H1 to H2 , and an equal-size
subset of gourds g12 , . . . , gj2 should go from H2 to H1 . Assume both are numbered clockwise
around their cycle, starting at e1 . By moving the gourds in H1 clockwise until g11 is at e1 ,
then moving the gourds in H2 (including g11 ) clockwise until g12 is at e1 , then switching to H1
again, integrating g12 into H1 , to get g21 at e1 , and so on, we need O(m2 ) moves to exchange
any number of gourds between H1 and H2 . With another O(m2 ) moves, we can get a gourd
of our choice at e1 and get E anywhere. This is sufficient to set up divide-and-conquer.
Now consider the case where H is split into two cycles H1 and H2 that have only v1 in
common. We distinguish possible patterns how the two split cycles touch, and in all cases
we show that we can include one gourd from the one cycle as an extra gourd into the other
cycle by extending one of the two cycles (see Figure 12). Assume without loss of generality
that H1 can be extended. We rotate gourds through H2 until a gourd that should be in H1
is in a suitable position, and also the empty cell is suitably placed. Now we use the extended
cycle H1+ of H1 and move gourds through it until some gourd from H1 (and H1+ ) is in that
same suitable position, and also the empty cell. Then we use cycle H2 again to transfer
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the next gourd to H1+ and then H1 . Note that in Figure 12, the cycle that is not extended,
always has an edge aligned (coinciding) with the extension of the other cycle. This shared
edge is the “suitable position”. The other new cell in the extended cycle is the place where
the empty cell should be. Since we can include any gourd of the one cycle into the other
cycle and vice versa, we have completed the merge step of the divide-and-conquer. We swap
gourds just like in the first splitting case, in the order in which they occur along the cycles
H1 and H2 . The same analysis shows that the conquer is done in O(m2 ) moves.
The total number of moves needed to reconfigure the gourds along a cycle of length m
now follows a standard divide-and-conquer recurrence: T (m) ≤ T (m1 ) + T (m2 ) + O(m2 ),
T (O(1)) = O(1), where m1 + m2 = m + 3, and both m1 ≥ m/96 − 7 and m2 ≥ m/96 − 7
hold. This recurrence solves to O(m2 ), which is O(n2 ) since m = 2n − 1 for a board of size
2n + 1.
For completeness we illustrate in Figure 13 that this is the best possible.

Figure 13 Exchanging the n/2 red gourds with the n/2 blue gourds takes Ω(n2 ) moves.

I Theorem 9. Let B be a proper board of size 2n + 1 with n gourds. Then Numbered/Colored Gourd Reconfiguration problems can be solved in O(n2 ) moves. This is
worst-case optimal.
I Remark 10. Instead of splitting H at a degree-2 node of GTH , we could implement a split
of H at a degree-3 node as well. In this case we also need the split at a degree-2 node,
because it may be that all balanced splits are at degree-2 nodes. A split at a degree-3 node
has various cases to consider; the technicalities of the proof shift from finding a balanced
split at a degree-3 node to swapping gourds among three (sub)cycles.

5

Conclusion

We proposed a new sliding-block puzzle, Gourds, with the novel feature that pieces can make
turns. It consists of a board, a subset of the hexagonal grid, and gourd-shaped pieces that
cover exactly two adjacent hexagons of the board. There is just one empty hexagon on the
board, to allow limited movement at any time.
We introduced a numbered and a colored type of this puzzle, where the hexagons of
the board show a number or a color. A matching gourd end should cover each hexagon in
the solution. The authors have a physical implementation of the colored version, shown
in Figure 14. For the reconfiguration problems of both colored and numbered types, we
showed that they are always solvable in a quadratic number of moves if the board is “proper”.
However, deciding where each gourd should be for a solution according to the board coloring
is NP-complete if there are many colors. We believe that the puzzle is an entertaining puzzle
game in reality, using various board shapes and target colorings.
The main open problem is the characterization of boards with holes that allow any
reconfiguration. In this case, boards with Hamiltonian cycles do not always admit any
reconfiguration, and some boards without Hamiltonian cycles are always reconfigurable.

J. Hamersma, M. van Kreveld, Y. Uno, and T. C. van der Zanden

33:15

Figure 14 Photo of a Gourds puzzle with nine gourds on a hexagonal board. The objective is to
bring the green, red, and blue gourd ends together as shown. This paper shows that this can be
done from any starting position of the gourds.

Another interesting extension is allowing pieces that cover three hexagons, for example in
a triangular form. These pieces can be pivoted only, assuming there is still just one free cell.
An elongated gourd, covering three hexagons, cannot be rotated so it cannot leave its row.
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1

Introduction

Feedback Vertex Set (FVS) is a classical NP-complete problem and has been extensively
studied in all subfields of algorithms and complexity. In this problem we are given an
undirected graph G and a non-negative integer k as input, and the goal is to check whether
there exists a subset S ⊆ V (G) (called feedback vertex set or in short fvs) of size at most k
such that G − S is a forest. This problem originated in combinatorial circuit design and found
its way into diverse applications such as deadlock prevention in operating systems, constraint
satisfaction and Bayesian inference in artificial intelligence. We refer to the survey by Festa
et al. [14] for further details on the algorithmic study of feedback set problems in a variety
of areas like approximation algorithms, linear programming and polyhedral combinatorics.
FVS has been extensively studied in Parameterized Algorithms. FVS has played a pivotal
role in the development of the field of Parameterized Complexity. The earliest known FPT
algorithms for FVS go back to the late 80s and the early 90s [4, 13] and used the seminal Graph
Minor Theory of Robertson and Seymour. These algorithms are quite impractical because of
large hidden constants in the run-time expressions. Raman et al. [31] designed an algorithm
with running time O? (2O(k log log k) ) which basically branched on short cycles in a bounded
search tree approach. For FVS, the first deterministic O? (ck ) algorithm was designed only in
2005; independently by Dehne et al. [12] and Guo et al. [16]. It is important to note here that
a randomized algorithm for FVS with running time O? (4k ) was known in as early as 1999 [3].
The deterministic algorithms led to the race of improving the base of the exponent for FVS
algorithms and several algorithms [6, 7, 8, 9, 17, 22, 23], both deterministic and randomized,
have been designed. Until few months ago the best known deterministic algorithm for FVS
ran in time O? (3.619k ) [22], while the Cut & Count technique by Cygan et al. [9] gave the best
known randomized algorithm running in time O? (3k ). However, just in the last few months
both these algorithms have been improved; Iwata and Kobayashi [17, IPEC 2019] designed the
fastest known deterministic algorithm with running time O? (3.460k ) and Li and Nederlof [23,
SODA 2020] designed the fastest known randomized algorithm with running time O? (2.7k ).
The success on FVS has led to the study of many variants of FVS in literature such as
Connected FVS [9, 28], Independent FVS [1, 24, 27], Simultaneous FVS [2, 32],
Subset FVS [11, 18, 19, 20, 26], Pseudoforest Deletion [5, 29], Generalized
Pseudoforest Deletion [29], and Almost Forest Deletion [30, 25].

1.1

Our Problems, Results and Methods

In this paper we study three problems around FVS, namely, Independent FVS, Almost
Forest Deletion, and Pseudoforest Deletion. We first define the generalizations of
forests that are considered in these problems. We say that a graph F is an `-forest, if we can
delete at most ` edges from F to get a forest. That is, F is at most ` edges away from being
a forest. On the other hand, a pseudoforest is an undirected graph, in which every connected
component has at most one cycle. Now, we are ready to define our problems.
Independent FVS (IFVS): Given a graph G and a non-negative integer k, does there exist
a fvs S of size at most k, that is also an independent set in G?
Almost Forest Deletion (AFD): Given a graph G and two non-negative integers k and `,
does there exists a vertex subset S of size at most k such that G − S is an `-forest?
Pseudoforest Deletion (PDS): Given a graph G and a non-negative integer k, does there
exists a vertex subset S of size at most k such that G − S is a pseudoforest?
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Given an instance of FVS, by subdividing every edge we get an instance of Independent
FVS, showing that it generalizes FVS. On the other hand setting ` = 0 in Almost Forest
Deletion results in FVS. The best known algorithms for Independent FVS, Almost
Forest Deletion, and Pseudoforest Deletion are O? (3.619k ) [24], O? (5k 4` ) [25], and
O? (3k ) [5], respectively. Our main objective is to improve over these running times for the
corresponding problems. In a nutshell our paper is as follows.
Motivated by the methodology developed by Li and Nederlof [23] for FVS, we
relook at several problems around FVS, such as Independent FVS, Almost
Forest Deletion, and Pseudoforest Deletion, and design the current fastest
randomized algorithm for these problems. Our results show that the method of Li
and Nederlof [23] is extremely broad and should be applicable to more problems.
To achieve improvements and tackle Independent FVS and Almost Forest Deletion
at once, we propose a more generalized version of the Almost Forest Deletion problem.
Restricted Independent Almost Forest Deletion (RIAFD)

Parameter: k and `

Input: A graph G, a vertex set R ⊆ V (G), and integers k and `
Question: Does there exist a vertex set S ⊆ V (G) of size at most k that does not
contain any element from R, that is also an independent set in G, and G − S is an
`-forest?
Setting ` = 0, R = ∅ we get the Independent FVS problem. A simple polynomial time
reduction, where we subdivide every edge and add all the subdivision vertices to R, yields
an instance of RIAFD, given an instance of Almost Forest Deletion. The reduction
leaves ` and k unchanged.
It is worth mentioning lower bounds for the above problems. Assuming the Exponential
Time Hypothesis to be true, we know that no algorithm running in time 2o(k) exists for either
of PDS or RIAFD (for a fixed `). To describe our results, we first summarize the method
of Li and Nederlof [23] (for FVS) which we adopt accordingly. The main observation guiding
the method is the fact that after doing some simple preprocessing on the graph, we can
ensure that a large fraction of edges are incident on every solution to the problem. This leads
to two-step algorithms, one for the dense case and the other for the sparse case. In particular,
if we are aiming for an algorithm with running time O? (αk ), then we do as follows.
Dense Case: In this case, the number of edges incident to any FVS is superlinear(in k), and
we select a vertex into our solution with probability at least α1 .
Sparse Case: Once the dense case is done, we know that we have selected vertices, say k1 ,
with probability ( α1 )k1 . Now, we know that the number of edges incident to an FVS
of the graph is O(k) and the existence of solution S of size at most k, implies that
the input graph has treewidth at most k + 1. Now, using this fact and the fact that
deleting the solution leaves a graph of constant treewidth, we can actually show that
graph has treewidth (1 − Ω(1))k = γk. This implies that if we have an algorithm on
graphs of treewidth (tw) with running time β tw , such that β γ ≤ α, then we get the
desired algorithm with running time O? (αk ).
So a natural approach for our problems which are parameterized by the solution size is to
devise an algorithm using another algorithm parameterized by treewidth with an appropriate
base in the exponent, along with probabilistic reductions with a good success probability.
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However, to get the best out of methods of Li and Nederlof [23], it is important to have
an algorithm parameterized by treewidth with an appropriate base in the exponent that is
based on the Cut & Count method [10]. However, for all the algorithms for problems we
consider, only non Cut & Count algorithms were known. Thus, our first result is as follows.

I Theorem 1.1. There exists an O? 3tw time Monte-Carlo algorithm that given a tree
decomposition of the input graph of width tw solves the following problems:
1. Restricted-Independent Almost Forest Deletion in exponential space.
2. Pseudoforest Deletion in exponential space.
Note that a yes-instance of RIAFD has treewidth k + ` + 1. Thus as our first result, we
design a randomized algorithm based on Theorem 1.1 and iterative compression with running
time O? (3k · 3` ) for RIAFD. This yields O? (3k ) and O? (3k · 3` ) running time algorithms for
Independent FVS and Almost Forest Deletion, respectively, which take polynomial
space (though, these do not appear in literature). Next, we devise probabilistic reduction
rules to implement the first step in the method of Li and Nederlof [23]. We analyze these
rules by modifying the analysis of their lemmas to get an O? (2.85k · 8.54` ) time algorithm
that takes polynomial space, and an O? (2.7k · 36.61` ) time algorithm that takes exponential
space for solving RIAFD. All these algorithms while progressively improving the dependence
on k slightly, significantly worsen the dependence on `. Therefore, to obtain an algorithm
with an improved dependence on ` we describe a procedure to construct a tree decomposition
3
of width k + 5.769
` + O(log(`)) given a riafd-set of size k. This procedure when combined
with an iterative compression routine yields an O? (3k · 1.78` ) algorithm for RIAFD. This
brings us to the following result.
I Theorem 1.2. There exist Monte-Carlo algorithms that solve RIAFD problem in
1. O? (3k · 3` ) time and polynomial space.
2. O? (2.85k · 8.54` ) time and polynomial space.
3. O? (2.7k · 36.61` ) time and exponential space.
4. O? (3k · 1.78` ) time and exponential space.
As a corollary to Theorem 1.2, we get the following result about Independent FVS.
I Theorem 1.3. There exist Monte-Carlo algorithms that solve Independent FVS in:
1. O? (3tw ) time, given a tree decomposition of width tw.
2. O? (2.85k ) time and polynomial space
3. O? (2.7k ) time and exponential space
Although we have a deterministic O? (3k ) algorithm for Pseudoforest deletion given
by Bodlaender et al. [5] which runs in exponential space, to make use of the techniques from
[23] we develop our Cut & Count algorithm which has the same asymptotic running time.
This requires some work to apply Cut & Count here. However, even with our Cut & Count
algorithm, we cannot make full use of the methods of Li and Nederlof [23] and only get the
following improvement.
I Theorem 1.4. There exists a Monte-Carlo algorithm that solves Pseudoforest Deletion
in O? (2.85k ) time and polynomial space.
Due to paucity of space we prove only Theorem 1.2 (2) and (4) in this paper. The reader
is referred to the full version of the paper [15] for the details that have been skipped due to
paucity of space.
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Preliminaries


A
For a set A, ·,·,·
denotes the set of all partitions of A into three subsets.
Let G(V, E) or G = (V, E) be an undirected graph, where V is the set of vertices and E
is the set of edges. We also denote V (G) to be the vertex set and E(G) to be the edge set
of graph G. Also, |V | = n and |E| = m. For a vertex subset S ⊆ V (G), G[S] denotes the
subgraph induced on the vertex set S. For S, T ⊆ V , E[S, T ] denotes the edges intersecting
both S and T . For a vertex subset V 0 , the graph G − V 0 denotes the graph G[V \ V 0 ]. For
an edge subset E 0 , the graph G − E 0 denotes the graph G0 = (V, E \ E 0 ). For a vertex v ∈ V ,
deg(v) denotes the degree of the vertex, i.e., the number of edges incident on v. For a vertex
P
subset S ⊆ V (G), deg(S) = v∈S deg(v). Given an edge e = (u, v), the subdivision of the
edge e is the addition of a new vertex between u and v, i.e. the edge e is replaced by two
edges (u, w) and (w, v), where w is the newly added vertex. Here, w is called a “subdivision
vertex”.
I Definition 2.1. A tree decomposition of a graph G = (V, E) is a pair T = ({Bx | x ∈
I}, T = (I, F )) where T a tree and {Bx | x ∈ I} is a collection of subsets (called bags) of V ,
such that
S
1. x∈I Bx = V
2. For all (u, v) ∈ E there is an x ∈ I with {u, v} ⊆ Bx
3. For all v ∈ V , the set of nodes {x ∈ I | v ⊆ Bx } forms a connected subtree in T = (V, I)
The width of the tree decomposition ({Bx | x ∈ I}, T = (I, F )) T is maxx∈I |Bx | − 1. The
treewidth of a graph G, denoted by tw(G), is the minimum width over all tree decompositions
of G.
We sometimes abuse notation and use tw(T) to denote the width of the tree decomposition
T. For the definition above, if there are parallel edges or self loops we can just ignore them,
i.e., a tree decomposition of a graph with parallel edges and self loops is just the tree
decomposition of the underlying simple graph (obtained by keeping only one set of parallel
edges and removing all self loops).
There is also the notion of a nice tree decomposition, which is used in this paper. In
literature, there are a few variants of this notion that differ in details. We use the one with
introduce edge nodes and root bag and leaf bags of size zero. A nice tree decomposition is
a tree decomposition ({Bx | x ∈ I}, T = (I, F )) where T is rooted tree and the nodes are
one of the following five types. With each bag in the tree decomposition, we also associate a
subgraph of G; the subgraph associated with bag x is denoted Gx = (Vx , Ex ). We give each
type together with how the corresponding subgraph is formed.
Leaf nodes x. x is a leaf of T ; |Bx | = 0 and Gx = (∅, ∅) is the empty graph.
Introduce vertex nodes x. x has one child, say y. There is a vertex v with Bx = By ∪{v},
v∈
/ By and Gx = (Vy ∪ {v}, Ey ), i.e, Gx is obtained by adding an isolated vertex v to Gy .
Introduce edge nodes x. x has one child, say y. There are two vertices v, w ∈ Bx ,
Bx = By and Gx = (Vy , Ey ∪ {(v, w)}), i.e., Gx is obtained from Gy by adding an edge
between these two vertices in Bx . If we have parallel edges, we have one introduce edge
node for each parallel edge. A self loop with endpoint v is handled in the same way, i.e.,
there is an introduce edge node with v ∈ Bx and Gx is obtained from Gy by adding the
self loop on v.
Forget vertex nodes x. x has one child, say y. There is a vertex v such that Bx = By \{v}
and Gx and Gy are the same graph.
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Join nodes x. x has two children, say y and z. Bx = By = Bz , Vy ∩ Vz = Bx and
Ey ∩ Ez = ∅. Gx = (Vy ∪ Vz , Ey ∪ Ez ), i.e., Gx is the union of Gy and Gz , where the
vertex set Bx is the intersection of the vertex sets of these two graphs.
In this paper, we will be dealing with randomized algorithms with one-sided errorprobability, i.e. only false negatives are possible. The success-probability of an algorithm is
the probability that the algorithm finds a solution, given that at least one such solution exists.
1
We define high-probability to be probability at least 1 − 2c|x|
or sometimes 1 − |x|1 c , where |x|
is the input size and c is a constant. Given an algorithm with constant success-probability,
we can boost it to high-probability by performing O? (1) independent trials. We cite the
following folklore observation:
I Lemma 2.2 (Folklore, [23]). If a problem can be solved with success probability S1 and in
expected time T , and its solutions can be verified for correctness in polynomial time, then it
can be also solved in O? (S · T ) time with high probability.
We will use the following notion of separation in a graph from [23]:
I Definition
2.3 (Simple Separator, [23]). Given a graph G(V, E), a partition (A, B, S) ∈

V (G)
of
V
is
a separation if there are no edges between A and B.
·,·,·
A β-separator for a graph G(V, E) is a set of vertices whose removal from G leaves no
connected component of size larger than |Vβ | vertices, where β > 0 is some constant. Thus, a
β-separator is a balanced separator of the graph. More generally, one can define a β-separator
with respect to a weight function on the vertices. We now give a method to construct a
β-separator of a graph G given a tree decomposition (Lemma 2.4) and its proof can be found
in the full version of the paper [15].
I Lemma 2.4. Given a graph G(V, E) on n vertices with vertex weights ω(v) and its tree
decomposition T of width tw, for any β > 0, we can delete a set S of β(tw + 1) vertices so
)
that every connected component of G − S has weight at most ω(V
in polynomial time.
β
In [23], the authors presented a method involving randomized reductions and small
separators to get faster randomized algorithms for FVS. It turns out that this method can
be generalized to work for a certain set of “vertex-deletion problems”. We will now describe
the basic structure of this method and will follow this outline wherever this method is used
in the rest of the paper.
Throughout this outline, assume that we are working on some vertex-deletion problem P.
Let G(V, E) be the graph involved in a given instance of P. A valid solution S ⊆ V is a set
of vertices of G which solves the given problem instance of P.
The method is divided into two cases: A dense case and a sparse case.
Dense Case. The algorithm goes into this case when for a given problem all the existing
solution sets are of high average degree. In formal terms, every set S ⊆ V of size k which is
a valid solution of the given instance satisfies deg(S) > c · k, where c = Θ(1).
To handle this case, a vertex v ∈ V is sampled randomly based on a weight function ω(v)
which depends on deg(v), deletes v and makes appropriate updates to the parameters. In
this paper, we use ω(v) = deg(v) − 2 for all the problems discussed. This process acts like a
probabilistic reduction rule for the problem as it may fail with certain probability.
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Sparse Case. The algorithm goes into this case when for a given problem there exists a
solution set which has low average degree. In formal terms, there exists a vertex subset
S ⊆ V of size k which is a valid solution of the given instance and satisfies deg(S) ≤ c · k,
where c = O(1). Due to this reason, the number of edges in the given graph can be bounded,
thus the input graph G is sparse.
The proof for the small separator lemma in [23] doesn’t require the remaining graph, i.e.
the graph obtained by deleting the solution set, to be a forest only. As long as there is a
good β-separator of the graph G − S, the proof works. Lemma 2.4 helps to construct such a
β-separator of size β(tw + 1) for a graph with given tree decomposition of width tw.
The small separator helps to construct a tree decomposition of small width, given a
solution set with bounded degree. The idea suggested in [23] was to use iterative compression
techniques to construct a solution utilizing the small separator. This also requires solving
a bounded degree version of the problem, which can be done using Cut & Count based
algorithms. Specific details for each problem will be explained in the corresponding sections
in due course.

3

Proofs of Theorem 1.2 (2) and (4)

We use the method of [23] using the outline described in Section 2. We use the term riafd-set
for a solution to the given instance of RIAFD and the term afd-set for a solution to the
given instance of AFD. Following is a simple reduction rule for RIAFD.
I Definition 3.1 (Reduction 1). Apply the following rules exhaustively, until the remaining
graph has minimum vertex degree at least 2:
1. Delete all vertices of degree at most one in the input graph.
2. If k = 0 and G is not an `-forest, then we have a no instance. If k ≥ 0 and G is an
`-forest, we have a yes instance.

3.1

Dense Case

Now we give a probabilistic reduction for RIAFD that capitalizes on the fact that a large
number of edges are incident to the riafd-set. In particular, for a yes instance we focus on
obtaining a probabilistic reduction that succeeds with probability strictly greater than 1/3
so as to achieve a randomized algorithm running in time O? (3 − )k with high probability.
I Definition 3.2 (Reduction 2 (P)). Assume that Reduction 1 does not apply and G has a
vertex of degree at least 3. Sample a vertex v ∈ V proportional to ω(v) := (deg(v) − 2) if
ω(v)
v∈
/ R, else ω(v) := 0. That is, select each vertex with probability ω(V
) . Delete v and add its
neighbours to R. Decrease k by 1.
B Claim 3.3. Let F be an afd-set of (G, k, `). Denote F := V (G) \ F . We have that,
deg(F ) ≤ deg(F ) + 2(|F | − 1 + `).
Proof. Notice that deg(F ) = |2E[F , F ]| + |E[F , F ]|. As G[F ] is an `-forest, |E[F , F ]| ≤
|F | − 1 + `. Also, |E[F , F ]| ≤ deg(F ). Therefore,
deg(F ) ≤ 2(|F | − 1 + `) + deg(F ).

J

I Lemma 3.4. Given a graph G, if there exists a riafd-set F of size k such that deg(F ) ≥
4−2
1− (k + `), then success of Reduction 2, which is essentially sampling a vertex v ∈ F , occurs
1
with probability at least 3−
.
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Proof. Let F ⊆ V (G) be a riafd-set of G of size exactly k. For Reduction 2 to succeed with
ω(F )
1
1
probability at least 3−
, we need ω(F
≥ 2−
.
)
The value of ω(F ) can be rewritten as,
X
ω(F ) =
(deg(v) − 2) = deg(F ) − 2k.
v∈F

By Claim 3.3 (as riafd-set is also an afd-set),
X
ω(F ) ≤
(deg(v) − 2) = deg(F ) − 2|F | ≤ deg(F ) + 2(|F | − 1 + `) − 2|F | ≤ deg(F ) + 2`.
v∈F

Therefore,

ω(F )
deg(F ) − 2k
2(k + `) (`≥0)
2(k + `)
≥
=1−
≥ 1−
.
deg(F ) + 2`
deg(F ) + 2`
deg(F )
ω(F )

Hence, we need

3.2

1−

2(k + `)
1
4 − 2
≥
⇐⇒ deg(F ) ≥
(k + `).
deg(F )
2−
1−

J

Sparse Case

For the sparse case, we first construct a small separator. Due to the presence of two variables
(k and `), we have to modify the small separator lemma in [23] with a bivariate analysis.
Also, though we are discussing RIAFD, we will show how to construct a small separator
assuming that we are given an afd-set, as a riafd-set is also an afd-set.
Small Separator. The main idea, as presented in [23], is to convert an afd-set with small
average degree into a good tree decomposition. In particular, suppose a graph G has an
afd-set F of size k with deg(F ) ≤ d(k + `), where d = O(1). We show how to construct a
tree decomposition of width (1 − Ω(1))k + (2 − Ω(1))`. Note that d is not exactly the average
degree of F . This definition helps us to bound the width of the tree decomposition well.
Before constructing this separator, we will first see a construction of a β-separator of an
`-forest. We could use Lemma 2.4, but the size of the separator obtained would be ` · o(k)
which is huge (treewidth ≤ `). We now give a method to construct a β-separator of size
` + o(k).
I Lemma 3.5. Given an `-forest T (V, E) on n vertices with vertex weights ω(v), for any
β > 0, we can delete a set S of β + ` vertices in polynomial time so that every connected
)
component of T − S has total weight at most ω(V
β .
Proof. Construct some spanning tree for each connected component of T , call this resulting
forest T 0 . Let X be the set of remaining edges which are not in T 0 . For each edge in X,
delete one vertex from T 0 . As |X| ≤ `, we will delete at most ` vertices. The resulting graph
will still be a forest, call it T 00 .
Now, root every component of the forest T 00 at an arbitrary vertex. Iteratively select a
)
bag x of maximal depth whose subtree has total weight more than ω(V
β , add all vertices in
Bx to S and then remove x and its subtree. The subtrees rooted at the children of v have
)
total weight at most ω(V
β , since otherwise, v would not satisfy the maximal depth condition.
)
Moreover, by removing the subtree rooted at v, we remove at least ω(V
total weight, and
β
this can only happen β times. Thus, we delete at most β + ` vertices overall.
J
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With the help of Lemma 3.5, we will now proceed to the small separator lemma.
I Lemma 3.6 (Small Separator). Given an instance (G, k, `) and an afd-set F of G of size
)
k, define d := deg(F
k+` , and suppose that d = O(1). There is a randomized algorithm running
in expected polynomial time that computes a separation (A, B, S) of G such that:
1. |A ∩ F |, |B ∩ F | ≥ (2−d − o(1))(k + `) − `
2. |S| ≤ (1 + o(1))(k + `) − |A ∩ F | − |B ∩ F |
Proof. The proof will be similar to [23, Lemma 4]. First, we fix a parameter  := (k + `)−0.01
throughout the proof. Apply Lemma 3.5 to the `-forest G − F with β = (k + `) and vertex
v weighted by |E[v, F ]|. Let S be the output. Observe that:
|S | ≤ ` + (k + `) = ` + o(k + `),
and every connected component C of G − F − S satisfies,
|E[C, F ]| ≤

|E[F , F ]|
d(k + `)
d
deg(F )
≤
≤
= .
(k + `)
(k + `)
(k + `)


Now form a bipartite graph H, as in [23], i.e., on the vertex bipartition F ] R, where
F is the afd-set, and there are two types of vertices in R, the component vertices and the
subdivision vertices. For every connected component C in G − F − S , there is a component
vertex vC in R that represents that component, and it is connected to all vertices in F
adjacent to at least one vertex in C. For every edge e = (u, v) in E[F, F ], there is a vertex
ve in R with u and v as its neighbours. Observe that:
|R| ≤ |E[F , F ]| + 2|E[F, F ]| = deg(F )
every vertex in R has degree at most d
the degree of a vertex v ∈ F in H is at most deg(v).
The algorithm that finds a separator (A, B, S) works as follows. For each vertex in R, color
it red or blue uniformly and independently at random. Every component C in G − F − S
whose vertex vC is colored red is added to A in the separation (A, B, S), and every component
whose vertex vC is colored blue is added to B. Every vertex in F whose neighbors are all
colored red joins A, and every vertex in F whose neighbors are all colored blue joins B. The
remaining vertices in F , along with the vertices in S , comprise S. It is easy to see that
(A, B, S) is a separation.
We now show with good probability both conditions (1) and (2) hold. The algorithm can
then repeat the process until both conditions hold.

1
condition (1) holds for (A, B, S).
B Claim 3.7. With probability at least 1 − kO(1)
Proof. Firstly, notice that F has at most (k + `) vertices with degree at least d . These can
be ignored as they affect condition (1) only by an additive (k + `) = o(k + `) factor. Let F 0
be the vertices with degree at most d . Now, consider the intersection graph I on vertices of
F 0 formed by connecting two vertices if they share a common neighbour (in R). Since every
vertex in F 0 and all the component vertices have degree at most d , the maximum degree
 2
 2
of I is at most d . Color the vertices of F 0 with d + 1 colors such that the vertices
of the same color class form an independent set in I, using the standard greedy algorithm.
Note that, within each color class, the outcome of each vertex whether it joins A, B or S is
independent across vertices.
Let Fi0 be the set of vertices coloredi. If |Fi0 | ≤k 0.9 , then this color class can be ignored
 2
d
since the sum of all such |Fi0 | is at most
+ 1 k 0.9 = o(k) and this affects condition (1)
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by an additive o(k) factor. Henceforth, assume |Fi0 | ≥ k 0.9 . Each vertex v ∈ Fi0 has at most
deg(v) neighbours in H. So, it can join A with an independent probability of 2−deg(v) . Let
Xi = |Fi0 ∩ A|, then by Hoeffding’s inequality 2 ,
2 !


k 0.8
k 1.6
1
0.8
≤
2
·
exp
−2
·
Pr[Xi ≤ E[Xi ] − k ] ≤ 2 · exp −2 ·
≤ O(1)
0
|Fi |
k
k
for large enough k.
By a union bound over all the ≤ k 0.1 such color classes with |Fi0 | ≥ k 0.9 , the probability
1
that |Fi0 ∩ A| ≥ E[|Fi0 ∩ A|] − k 0.8 for each Fi0 is 1 − kO(1)
. In this case,
X

|F ∩ A| ≥
E[|Fi0 ∩ A|] − k 0.8
i:|Fi0 |≥k0.9

≥

X

X


2−deg(v) − k 0.1 · k 0.8

i:|Fi0 |≥k0.9 v∈Fi0

=

X

2−deg(v) +

v∈F 0

≥ (|F 0 | + `) · 2

`
X

20 − ` − o(k)

j=1
deg(F 0 )
− |F 0 |+`

− ` − o(k),

where the last inequality follows from convexity of the function 2−x . Recall that |F 0 | ≥
0
)
deg(F )
0
k − o(k + `), and observe that deg(F
|F 0 |+` ≤ k+` = d since the vertices in F \ F are vertices
with degree greater than some threshold. Thus,


|F ∩ A| ≥ (k + ` − o(k + `)) · 2−d − l − o(k) ≥ 2−d − o(1) (k + `) − `,
proving condition (1) for A. The argument for |B ∩ F | is symmetric.
B Claim 3.8. With probability at least 1 −

1
kO(1)

C

condition (2) holds for (A, B, S).

Proof. Note that at most ` + o(k + l) vertices in S are from S , and the other vertices in S
are from the set F \ ((F ∩ A) ∪ (F ∩ B)) which has size k − |A ∩ F | − |B ∩ F |. Thus, the
overall size of S ≤ (1 + o(1)) (k + `) − |A ∩ F | − |B ∩ F |.
C
This completes the proof.

J

)
I Lemma 3.9. Let G be a graph and F be a afd-set of G of size k, and define d := deg(F
k+` .
There is a randomized algorithm that, given G and F , computes a tree decomposition of
G of width at most (1 − 2−d + o(1))k + (2 − 2−d + o(1))`, and runs in polynomial time in
expectation.

Proof. Compute a separation (A, B, S) following Lemma 3.6. Conditions (1) and (2) can be
checked easily in polynomial time, so we can repeatedly compute a separation until they both
hold. Notice that G[A ∪ S] − (F ∪ S) is a forest, as S includes the ` vertices corresponding
to the ` extra edges of the `-Forest G − F . Thus, (A ∩ F ) ∪ S is a fvs of A ∪ S. The size of
this fvs is,
|(A∩F )∪S| = |A∩F |+|S| ≤ (1+o(1))(k+`)−|B ∩F | ≤ (1−2−d +o(1))k+(2−2−d +o(1))`.

2

We use the notation exp(x) to denote the function ex .
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Therefore, we can compute a tree decomposition of G[A ∪ S] of width (1 − 2−d + o(1))k +
(2 − 2−d + o(1))` as follows: start with a tree decomposition of width 1 of the forest
G[A ∪ S] − (F ∪ S), and then add all vertices in (A ∩ F ) ∪ S to each bag. Call this tree
decomposition of G[A ∪ S] as T1 . Similarly, compute a tree decomposition of G[B ∪ S] in
the same way, call it T2 .
Since there is no edge connecting A to B, we can construct the tree decomposition T of
G by simply adding an edge between an arbitrary node from T1 and T2 . It is evident from
the construction procedure that T is a valid tree decomposition of G and it takes polynomial
time to compute it.
J
As we are in the sparse case, there exists a riafd-set F of size k with bounded degree,
i.e., deg(F ) ≤ dk. We call this bounded version of the problem BRIAFD. As we saw, the
small separator helps in constructing a tree decomposition of small width, but requires that
we are given an afd-set of size k and bounded degree. To attain this, we use an Iterative
Compression based procedure which at every iteration constructs a riafd-set of size at most k
with bounded degree and uses it to construct the small separator. Using this small separator
we construct a tree decomposition of small width and run a Cut & Count based procedure to
solve bounded RIAFD problem for the current induced subgraph, i.e, get a riafd-set of size at
most k with bounded degree. Further, we make use of the observation that since each bag of
the tree decomposition consists primarily of vertices from the given afd-set, as seen in proof
of Lemma 3.9, if we fix the states of these vertices in the Cut & Count algorithm, then there
exists only a constant number of vertices in each bag for which we need to compute all states,
and hence reduces the space requirement considerably from exponential (corresponding to
all states of tw number of vertices in each bag) to polynomial space (corresponding to all
states of constant number of vertices in each bag). Due to paucity of space, the details of
the algorithm are deferred to the full version of the paper [15]. We state the result here.
I Lemma 3.10.There is an algorithm RIAFD_IC1 that solves BRIAFD in O? (3(1−2
(2−2

3

3.3

−d

+o(1))`

−d

+o(1))k

·

) time and polynomial space.

Combining dense and sparse cases: Algorithm for RIAFD

Having described the Dense and the Sparse Cases, we now combine them to give the final
randomized algorithm. Now, we give the Algorithm RIAFD1(G, k, `), which is the complete
randomized algorithm combining the Dense and the Sparse Cases (small separator).
I Lemma 3.11. Fix the parameter  ∈ (0, 1) and d :=

4−2
1− ,


−d
let ck := max 3 − , 31−2

−d

and c` := 32−2 . Then RIAFD1(G, R, k, `) succeeds with probability at least
O? (3o(k+`) ) expected running time.

c−k
c−`
k
`
k

and has

Proof. We will focus on running time for each iteration of the outer loop. The computation
till line 6 takes nO(1) time. For each k 00 ∈ (0, k 0 ], Line 7 is executed with probability
d

00

d

d

00

d

3−(1−2 )k · 3−(2−2 )` and takes time O? (3(1−2 +o(1))k · 3(2−2 +o(1))` ). So, in expectation,
the total computation cost of Line 7 is O? (3o(k+`) ) per value of k 00 , and also O? (3o(k+`) )
overall. Note here that for all values of  ∈ (0, 1), ck ≥ 2 and cl ≥ 1.
c−k ·c−`

Now, we prove that RIAFD1(G, k, `) succeeds with probability k k ` . For simplicity of
calculations, we replace k 0 with k. Moreover, as each iteration is an independent trial, k is an
upper bound for any k 0 that succeeds. We use Induction on k. The statement is trivial when
k = 0, since no probabilistic reduction is used and hence it succeeds with probability 1. For
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Algorithm 1 RIAFD1(G, R, k, `).

1
2
3

4

Input : Graph G = (V, E), a set R, two parameters k ≤ n and ` ≤ m
Output : Either output a riafd-set F of size at most k, or (possibly incorrectly)
conclude that one does not exist (Infeasible)
begin
for 0 ≤ k 0 ≤ k do
Exhaustively apply Reduction 1 to (G, R, k 0 , `) to get vertex set F 0 and the
instance (G0 , R, k 00 , `)
d ← (4 − 2)/(1 − )
d

00

d

Flip a coin with Heads probability 3−(1−2 )k · 3−(2−2 )`
if coin flipped Heads then
F ← RIAFD_IC1(G0 ,R,k 00 ,`, d)
else
Apply Reduction 2 to (G0 , R0 , k 00 , `) to get vertex v ∈ V and instance
(G00 , R00 , k 00 − 1, `)
F ← RIAFD1(G00 ,R00 , k 00 − 1, `) ∪ {v}
if F ∪ F 0 is not Infeasible then
return F ∪ F 0
return Infeasible

5
6
7
8
9

10
11
12
13

the inductive step, consider an instance RIAFD1(G, k + 1, `). Let (G0 , k 00 , `) be the reduced
instance after Line 3. Suppose that every riafd-set F of G of size k 00 satisfies the condition
deg(F ) ≤ dk 00 ; here, we only need the existence of one such F . In this case, if Line 7 is
executed, then it will correctly output a riafd-set F of size at most k 00 , with high probability
by Lemma 3.10. This happens with probability at least
−(1−2d )k00

3

−(2−2d )`

·3


· 1−

1
nO(1)



00

≥ c−k
· c−`
k
` ·

c−k · c−`
1
`
≥ k
.
k
k

as desired.
Otherwise, suppose that the above condition doesn’t hold for every riafd-set F of G0 of
size k 00 . This means that there exists a riafd-set F of size k 00 such that deg(F ) ≥ dk 00 . In this
1
case, by Lemma 3.4, Reduction 2 succeeds with probability at least 3−
. This is assuming,
00

of course, that Line 7 is not executed, which happens with probability 1 − c−k
· c−`
≥
k
`
00
00
−k
1
−k
1 − ck ≥ 1 − 2
≥ 1 − k00 , since cl ≥ 1 and ck ≥ 2. By Induction, the recursive call on
−(k00 −1)

Line 10 succeeds with probability at least
is at least,

1−

ck

·c−`
`
.
(k00 −1)

So, the overall probability of success

00

 00

−(k00 −1)
−(k00 −1)
ck
· c−`
· c−`
c−k
· c−`
c−k · c−`
1
k −1
1 ck
1
`
`
k
`
`
·
·
≥
·
·
=
,
≥ k
00
00
0
00
00
k
3−
(k − 1)
k
ck
(k − 1)
k
k

as desired.

J

To optimize for ck , we set  ≈ 0.155433, giving ck ≤ 2.8446 and c` ≤ 8.5337. Theorem 1.2 (2) now follows by combining Lemma 3.11 and Lemma 2.2.
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Improving the Dependence on `

In this subsection, we will try to reduce the dependence on ` in the Cut & Count algorithm.
To achieve this, we will construct a tree decomposition with reduced dependence on `
(Lemma 3.13). We use the following result to prove Lemma 3.13.
I Proposition 3.12 ([21, Theorem 4.7]). Given a graph G(V, E), we can obtain a tree
decomposition of G of width at most |E|/5.769 + O(log(|V |)) in polynomial time.
I Lemma 3.13. Given a graph G(V, E) with tw(G) > 2 and a riafd-set F of size k, there
3
exists a tree decomposition of width k + 5.769
` + O(log(`)) for G and it can be constructed in
polynomial time.
Proof. Given G(V, E) with n vertices and m edges, we define the graph G0 (V 0 , E 0 ) := G[V \F ].
G0 is an `-forest from the definition of riafd-set. We apply the following reduction rules
exhaustively on G0 :
R0 : If there is a v ∈ V 0 with deg(v) = 0, then remove v.
R1 : If there is a v ∈ V 0 with deg(v) = 1, then remove v.
R2 : If there is a v ∈ V 0 with deg(v) = 2, then contract v, i.e. remove v and insert a new
edge between its two neighbors, if no such edge exists.
For the safeness of the above reduction rules refer to [21]. Let the reduced graph be
called G00 (V 00 , E 00 ). It is trivial to see that after applying these rules the G00 we get is also an
`-Forest. Therefore, after removing at most ` edges from G00 , we are left with at most |V 00 | − 1
edges (since the remaining graph is a forest). Therefore, we get that |E 00 | ≤ |V 00 |+`−1. Since
the degree of each vertex in G00 is at least 3, |E 00 | ≥ 3|V 00 |/2. Therefore, 1.5|V 00 | ≤ |V 00 | + ` − 1
from which we obtain the bounds |V 00 | ≤ 2` and |E 00 | ≤ 3`. Proposition 3.12 implies that,
3
G00 has a tree decomposition of width at most 5.769
` + O(log(`)) which can be computed in
polynomial time.
B Claim 3.14 ([21, Lemma 4.2]). Given a connected graph G, with tw(G) > 2 and let G0 be
a graph obtained from G by applying R0 , R1 and R2 then tw(G) = tw(G0 )
Also, from proof of Lemma 4.2 of [21], it’s easy to see that this also works on graphs which
might not be connected. Given these facts, we see that we can obtain a tree decomposition
3
` + O(log(`)) in polynomial time from the tree decomposition
of G0 with width at most 5.769
00
of G . Now to get the tree decomposition of the given graph instance G, add F (of size k
which we removed) to all the bags of the tree decomposition of G0 . This finally gives the
3
` + O(log(`)).
J
required tree decomposition of G of width at most k + 5.769
We combine the treewidth bound that can be obtained from Lemma 3.13 with Iterative
Compression, together with the 3tw algorithm to obtain an O? (3k 1.78` ) algorithm for RIAFD.
We now describe the working of the routine RIAFD_IC3. The iterative compression
routine proceeds as follows. We start with an empty graph, and add the vertices of G
one by one, while always maintaining an riafd-set of size at most k in the current graph.
Maintaining an RIAFD for the current graph helps us utilize Lemma 3.13 to obtain a small
3
tree decomposition (of size k + 5.769
` + O(log(`))). Then we can add the next vertex in the
ordering to all the bags in the tree decomposition to get a new riafd-set of size k in O? (3tw ).
If we are unable to find such an riafd-set in a particular iteration, we can terminate the
algorithm early.
Now we restate Theorem 1.2 (4) and prove it.
I Theorem 1.2 (4). RIAFD_IC3 solves RIAFD problem in time O? (3k 1.78` ) and exponential
space with high probability.
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Algorithm 2 RIAFD_IC3(G, R, k, `).

1
2
3
4
5
6
7

8
9
10

Input : Graph G = (V, E), a set R and parameters k ≤ n and ` = O(n2 )
Output : A RIAFD F of size at most k or Infeasible
begin
Order the vertices V arbitrarily as (v1 , v2 , . . . , vn )
F ←∅
for i = 1, 2, . . . , n do
T ← Compute the tree decomposition of G [{v1 , . . . , vi−1 }] by Lemma 3.13
Add vi to all bags of T
F ← a riafd-set of G [{v1 , . . . , vi }] with parameters k and `, computed using
RIAFDCutandCount on T
if F is Infeasible then
return Infeasible
return F

Proof. Suppose that there exists a riafd-set F ? of size at most k. Let (v1 , v2 , . . . , vn ) be the
ordering from Line 2, and define Vi := {v1 , . . . , vi }. We note that F ? ∩ Vi is an RIAFD of
G [Vi ] so RIAFD problem on Line 7 will be feasible in each iteration (and will be computed
correctly with high probability in every iteration). Therefore, with high probability, an
RIAFD is returned successfully (by union bound).
We now bound the running time. On Line 5, the current set F is a riafd-set of G [Vi ], so
3
`+O(log(`)) and adding
Lemma 3.13 guarantees a tree decomposition of width at most k+ 5.769
vi to each bag on Line 6 increases the width by at most one. By the Cut & Count algorithm
3
3
for RIAFD from Theorem 1.1, Line 6 runs in time O? (3(k+ 5.769 `+O(log(`))) ) = O? (3(k+ 5.769 `) )
(since ` = O(|V |2 ) for non-trivial instance). This gives the desired time of O? (3k 1.78` )
on simplification. The space bound follows directly from the description of RIAFD_IC3,
Lemma 3.13 and the space bound of the Cut & Count algorithm.
J

4

Conclusion

In this paper, we applied the technique of Li and Nederlof [23] to other problems around
the Feedback Vertex Set problem. The technique of Li and Nederlof is inherently
randomized, and it uses the Cut & Count technique, which is also randomized. Designing
matching deterministic algorithms for these problems, as well as for Feedback Vertex
Set, is a long standing open problem. However, there is a deterministic algorithm for
Pseudoforest Deletion running in time O? (3k ) [5]. So obtaining a deterministic algorithm
for Pseudoforest Deletion running in time O? (ck ) for a constant c < 3 is an interesting
open question. Further, can we design an algorithm for Pseudoforest Deletion running
in time O? (2.7k ), by designing a different Cut & Count based algorithm for this problem?
Finally, could we get a O? (ck 2o(`) ) algorithm for Almost Forest Deletion, for a constant
c possibly less than 3?
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Abstract
Many sequential and temporal data have dependency relationships among their elements, which
can be represented as a sequence of pointers. In this paper, we introduce a new string matching
problem with a particular type of strings, which we call isodirectional pointer sequence, in which
each entry has a pointer to another entry. The proposed problem is not only a formalization
of real-world dependency matching problems, but also a generalization of variants of the string
matching problem such as parameterized pattern matching and Cartesian tree matching. We present
a 2n lg σ + 2n + o(n)-bit index that preprocesses the text T [1 : n] so as to count the number of
occurrences of pattern P [1 : m] in O(m lg σ) where σ is the number of distinct lengths of pointers
in T . Our index is also easily implementable in practice because it consists of wavelet trees and
range maximum query index, which are widely used building blocks in many other compact data
structures. By compressing the wavelet trees, the index can also be stored into 2nH0∗ (T ) + 2n + o(n)
bits where H0∗ (T ) is the 0-th order empirical entropy of the distribution of pointer lengths of T .
2012 ACM Subject Classification Theory of computation → Pattern matching
Keywords and phrases String Matching, Suffix Array, FM-index, Wavelet Tree, Range Minimum
Query, Parameterized String Matching, Cartesian Tree Matching
Digital Object Identifier 10.4230/LIPIcs.ISAAC.2020.35

1

Motivation

Many sequential and temporal data have dependency relationships among their elements. For
example, a web access log may contain a list of accessed web pages in temporal order along
with their referrer from which page a user comes. Retweet network can be used to analyze
how a single message has been diffused widely, which can be represented as a sequence of
individual tweets in their posted order with links to previous tweets where they are retweeted.
Hierarchical comment tree in online discussion is a sequence of comments, each of which
has its parent comment to which the comment writer made a reply. In natural language
processing, a dependency parser generates a tree on top of a sentence. Each word has a
pointer to its parent, which represents semantic dependency between words.
In this context, we introduce a simple string matching problem for a specific class
of strings, which we call isodirectional pointer sequence. In these particular sequences,
each entry is a pointer to another entry, and the orientations are the same across all the
pointers; either all leftwards, or all rightwards. Many types of dependency sequences can be
represented as isodirectional pointer sequence, especially when they have some hierarchical
properties. Sequences representing temporal causality are likely to have pointers refer to
previously occurred events such as web access logs, retweet network and comment trees.
Dependency parse trees of head-final languages such as Korean and Japanese are likely to
have only pointers with the left-to-right orientation. Imagine we need to search on this
kind of sequences of pointers whether there exists some consecutive entries having the same
© Sung-Hwan Kim and Hwan-Gue Cho;
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Figure 1 Illustration of the introduced matching problem. P matches to T at positions at 1, 2,
6, and 7. Pointers from/to outside do not count to determine the matching (indicated by green).
But P does not match at position 8 because there is a pointer (indicated by red) from the second
entry to the third entry while P does not have.

dependency relationship as a given pattern. More specifically, we want to build an index
on a (relatively) long isodirectional pointer sequence so that later, we can perform pattern
matching queries for short patterns efficiently.
To define the problem more formally, we first assume that every pointer is rightward
without loss of generality, otherwise we can reverse the sequence. By the positional index of
its target, we represent these pointers.
I Definition 1 (Isodirectional Pointer Sequence). A sequence T [1 : n] over Σ = {1, · · · , n} ∪
{∞} is an isodirectional pointer sequence if T [i] ≥ i for 1 ≤ ∀i ≤ n.
T [i] means the i-th has a pointer to the T [i]-th entry. We allow self-referencing entries;
that is those having T [i] = i. We also allow entries having no pointers, and denote by ∞.
When a pattern P of length m is given we say that it matches to the text sequence T at
position i if, when we take m consecutive entries T [i : i + m − 1] from T , the dependency
among these entries is exactly the same as that of the pattern. Because we consider the
matching of consecutive entries this problem can be said a variant of string matching. Figure
1 illustrates the matching problem.
I Definition 2 (String Matching). For isodirectional pointer sequences T [1 : n] and P [1 : m],
we say P matches to T at position i if, for 1 ≤ ∀j ≤ m,
(
T [i + j − 1] ≥ i + m
if P [j] = ∞,
(1)
T [i + j − 1] = i + P [j] − 1 otherwise.
From a graphical perspective, we can represent an isodirectional pointer sequence T a
labeled directed graphs GT = (VT , ET ). Vertices are uniquely labeled with {1, · · · , |VT |},
and for any edge (u, v) ∈ ET , u ≤ v. Given a pattern GP = (VP , EP ) we say P matches
at vertex u ∈ VT if the subgraph induced by consecutive vertices {u, · · · , u + |VP | − 1} is
exactly the same as GP when relabeling vertices with {1, · · · , |VP |} in order.
This matching problem can also be considered as a generalization of other string matching
variants allowing particular types of approximate matching such as parameterized string
matching [2] and Cartesian tree matching [17]. In these problems, suffixes are transformed
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by certain encoding schemes so that an encoded suffix is represented with dependency
relationships among its entries. These problems can be viewed as special cases of the
introduced problem, which means the result of this study can also be applied to them.
In this paper, we present an indexing method for isodirectional pointer sequences, with
which we can count the number of occurrences of a length-m pattern in O(m lg σ) where σ is
the number of distinct lengths of the pointers. The proposed index occupies 2n lg σ +2n+o(n)
bits where n is the text length, in addition to the sampled suffix array.
The rest of this paper is organized as follows. In Section 2, we establish some notation
used throughout the paper, and we briefly review some data structures used for our work as
building blocks. We first describe how to organize the proposed data structure in Section 3
and 4. Section 3 is dedicated to define the suffix array of isodirectional pointer sequences,
and Section 4 describes the structural components of the proposed index with searching
algorithms. Then we show the correctness of the proposed method in Section 5. In Section 6,
we present indexes for parameterized string matching and Cartesian tree matching problem
as special cases to demonstrate how our proposed method can be applied to other string
matching problems. Finally we conclude the paper in Section 7 with giving some directions
for the future work.

2

Preliminaries

2.1

Notation

By T [1 : n], we denote a string (sequence) of length n. T [i] indicates the i-th entry and
T [i : j] is the substring T [i]T [i + 1] · · · T [j] starting from position i to position j of T . For
an isodirectional pointer sequence T [1 : n], we assume that T [n] = n and it is the unique
self-referencing entry as it acts like the termination symbol in the usual string matching
problem. We say that the i-th entry refers to the j-th entry if T [i] = j, and in this case, we
call the i-th entry a source entry and the j-th entry is the target entry of the i-th entry. If
T [i] = ∞, we say that the i-th entry does not have a pointer. We define a set of integers
[n] = {1, · · · , n}. For any positive integer x, we define ∞ − x = ∞.

2.2

Building Blocks

Wavelet tree [11] of a string T [1..n] over alphabet {1, · · · , σ} is a binary tree that a
recursive structure in which nodes at the same level has a disjoint subsequence of the
input text. At the root node, the bit vector B[i] indicates whether T [i] is less than x
where x is the median among the symbols in that node. The subsequence induced by
0’s is moved to its left child in order, and the remainder is moved to the right child. For
each child node we perform this recursively until one symbol is left in a node.
Wavelet tree can answer the following queries in O(lg σ) time with n lg σ + o(n)-bit space
[16, 10].
T [i]: the value of the entry i of T .
select(x, i): the position in which the i-th occurrence of x on T .
rank(x, i): the number of occurrences of x ∈ Σ in prefix T [1..i].
rankrange(x, [i, j]): the number of occurrences of T [k] ≥ x for i ≤ k ≤ j.
Range Maximum (Minimum) Query is also an important component of our index.
For an integer array L[1..n], a range maximum query (i, j) asks to find the index i∗ such
that L[i∗ ] ≥ L[i0 ] for any i ≤ i0 ≤ j. It can be answered in O(1) time with an index
occupying 2n + o(n) bits [7].
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3

Suffix Array for Isodirectional Pointer Sequences

In this section, we define the suffix array of isodirectional pointer sequences. More specifically,
we define how to define, compare and sort suffixes of an isodirectional pointer sequence. As
usual string matching problems [2, 17], we use an encoding scheme to define suffixes that will
be used for suffix array construction and pattern matching. Because these encoded suffixes
are not usual strings but sequences of integer sets, we define the relative order among integer
set in order to enable the comparison of suffixes in lexicographical order. Then we define the
suffix array and its related terms.

3.1

Encoding

In this subsection, we define the suffixes of an isodirectional pointer sequence T [1 : n], which
will be used to construct the suffix array. Each entry of the suffixes is encoded with its
corresponding source entries in terms of their positional distances. Note that each entry of
an encoded suffix is an integer set because more than one entries may refer to the same entry.
I Definition 3 (Encoded Suffix). For an isodirectional pointer sequence T [i : n], its encoded
suffix Ti starting at position i is a sequence of integer sets defined as: For 1 ≤ j ≤ n − i + 1,
Ti [j] = {T [k] − k : i ≤ k ≤ i + j − 1 and T [k] = i + j − 1}

(2)

The following lemma shows this particular encoding method corresponds to our matching
problem. We can search for a pattern by searching the encoded suffixes starting having a
particular prefix, which is an essential idea of indexing methods based on suffix trees and
suffix arrays.
I Lemma 4. For two isodirectional pointer sequence T [1 : n] and P [1 : m] (m ≤ n), let Ti
and Pi be their encoded suffixes. P matches to T at position i if and only if Ti [1 : m] = P1 .
Proof. (⇒) For 1 ≤ j ≤ m,
P1 [j] = {P [k] − k : 1 ≤ k ≤ j and P [k] = j}
Since we have T [i + k − 1] = i + P [k] − 1 for 1 ≤ k ≤ j such that P [k] = j 6= ∞,
= {T [i + k − 1] − (i + k − 1) : 1 ≤ k ≤ j and T [i + k − 1] − (i − 1) = j}
= {T [i + k − 1] − (i + k − 1) : 1 ≤ k ≤ j and T [i + k − 1] = j + i − 1}
Letting k 0 = i + k − 1,
= {T [k 0 ] − k 0 : 1 ≤ k 0 − (i − 1) ≤ j and T [k 0 ] = j + i − 1}
= {T [k 0 ] − k 0 : i ≤ k 0 ≤ j + i − 1 and T [k 0 ] = j + i − 1}
= Ti [j]
(⇐) Assume that Ti [1 : m] = P1 but P does not match to T at position i. Then there
must be 1 ≤ j ≤ m such that T [i + j − 1] < i + m and T [i + j − 1] 6= i + P [j] − 1. Let
k = T [i + j − 1] − (i + j − 1). Then k ∈ Ti [k + 1]. However, since T [i + j − 1] = k + (i + j − 1) 6=
i + P [j] − 1, we have k 6= P [j] − j. Hence, k 6∈ P1 [k + 1]. Therefore, Ti [k + 1] 6= P1 [k + 1].
Note that k + 1 = T [i + j − 1] − (i + j − 1) + 1 < i + m − (i + j − 1) + 1 = m − j + 2 ≤ m + 1.
Therefore there exist 1 ≤ k 0 ≤ m such that Ti [k 0 ] 6= P1 [k 0 ]. Contradiction.
J
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Comparison of Integer Sets

As the suffix array is defined using the lexicographical order of suffixes, we need to compare
arbitrary two encoded suffixes. In lexicographical comparison of sequences, individual entries
should be compared. Provided that an encoded suffix is a sequence of integer sets, we need
to define the relative order among integer sets.
We define the relative order of two integer sets as recursively as follows:
I Definition 5 (Order for Integer sets). For integer sets A 6= B, we define:



B = φ, or
A < B ⇔ min A < min B, or


A − {min A} < B − {min B}.

(3)

For more intuitive description, we can represent an integer set as a string by enumerating
its elements in the increasing order and append a termination symbol at the end. The
termination symbol is considered to be the greatest. For example, A = {1, 2} can be
represented as 12, and B = {1, 2, 3} as 123, where  is the termination symbol. We have
A > B because 12 > 123; specifically, A[3] =  > 3 = B[3].

3.3

Suffix Array and LF-mapping

Now that we can compare arbitrary two encoded suffixes, we define the suffix array of an
isodirectional pointer sequence by sorting the encoded suffixes. Because the suffix array SA
is a one-to-one function from rank indices to position indices, we also define its inverse SA−1 .
I Definition 6 (Suffix Array). Suffix array SA : [n] → [n] is a one-to-one function such that
SA(i) = j if and only if Tj is the i-th smallest sequence among the encoded suffixes of T . Its
inverse is denoted by SA−1 , and SA−1 (i) = j if and only if SA(j) = i. For convenience, we
also define SA−1 (0) = SA−1 (n).
The encoded suffixes sharing the same common prefix are consecutive in the suffix array
because they are sorted. We define the suffix range to represent these consecutive suffixes
corresponding to a particular pattern as a single interval.
I Definition 7 (Suffix Range). For two isodirectional pointer sequences T and P , let SA be
the suffix array of T . A pair of integers (ps , pe ) is the suffix range for P when, for 1 ≤ ∀i ≤ n,
P matches to T at position SA(i) if and only if ps ≤ i ≤ pe .
Backward searching indexes such as FM-index [5], LF-mapping is a one-to-one function
that connects positionally adjacent suffixes. If the rank of the suffix starting at position j on
the text sequence T is i, its LF-mapping LF(i) indicates the rank of its positionally preceding
suffix that starts at position j − 1 on T .
I Definition 8 (LF-mapping). LF-mapping LF : [n] → [n] is a one-to-one function such that
LF(i) = SA−1 (SA(i) − 1).

4

Index Structure and Search Algorithm

Now we describe the structure of our proposed method. Given an isodirectional pointer
sequence T [1 : n], we build an index on T . The main objective of this data structure is to
compute the suffix range (ps , pe ) for a pattern P [1 : m] efficiently. In this section, we focus
on structural and procedural description of our method for the practical reasons, and the
detailed theoretical justification will be described in the next section.
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Figure 2 Example for T = h3, 4, 7, 5, 9, 8, 9, 10, 10, 11, ∞, 12i in Figure 1.

4.1

Structural Components

Our data structure consists of two wavelet trees and one range maximum query index. We
define two arrays F and L of length n on which wavelet trees will be built. And we build
the range maximum query index on an integer array M representing LF(·) values. Clearly,
the index occupies 2n lg σ + 2n + o(n) bits where n is the text length, and σ is the number
of distinct integers in arrays F and L. Specifically, as we will describe, σ is the number of
distinct lengths of pointers of the input sequence T .

4.1.1

Wavelet Trees on F and L

We define two arrays F and L as: F [i] = T [j] − j where j = SA(i), L[i] = F [LF(i)]. F [i]
indicates which entry the first entry of the i-th smallest encoded suffix refers to. L[i]
represents the correspondence between positionally adjacent encoded suffixes.
We build wavelet trees on F and L. By WTF and WTL , we denote each of these wavelet
trees respectively. The operations we use on these wavelet trees are listed as follows:
1. WTL .access(i) = L[i]
2. WTL .rank(x, i) = |{1 ≤ k ≤ i : L[k] = x}|
3. WTL .rankrange(x, [i, j]) = |{i ≤ k ≤ j : L[k] ≥ x}|
4. WTF .select(x, i) = j if and only if F [j] is the i-th occurrence of x in F .
where i, j, x are integers.

4.1.2

Range Maximum Query on LF

Let M be an array of length n such that M [i] = LF(i). We build the range maximum query
index on M , and this index supports the following operation:
RMQ(i, j) = arg maxi≤k≤j LF(k)
This RMQ query finds the encoded suffix that will be mapped into largest encoded suffix
via LF-mapping.
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Computing LF(i)

Now we give an algorithm to compute LF(i). The basic idea is to group encoded suffixes into
disjoint subsets. Let Lk be the encoded suffixes TSA(i) such that L[i] = k. Similarly, Fk be
the encoded suffixes TSA(i) such that F [i] = k. The underlying observation is that suffixes in
Lk are in one-to-one correspondence with suffixes Fk . More specifically, the j-th smallest
suffix in Lk corresponds to the j-th smallest suffix in Fk .
The algorithm is shown in Algorithm 1. To compute LF(i), we determine j such that
TSA(i) is the j-th smallest encoded suffix among encoded suffixes having the same L-value.
This can be done by performing rank query on the wavelet tree built on L. Then we locate
the j-th smallest encoded suffix among those having the same F -value via select query on
F ’s wavelet tree.
Algorithm 1 Compute LF(i).
1: function LF(i)

x ← WTL .access(i)
j ← WTL .rank(x, i)
k ← WTF .select(x, j)
return k
end function

2:
3:
4:
5:
6:

4.3

Suffix Range Computation

Algorithm 2 shows the procedure to compute the suffix range of a given pattern of length
m. Starting with the last position on the pattern, we iterate the loop m times At each
iteration, we properly update the suffix range so that the encoded suffixes yield matching
with the encoded suffix Pi of the pattern P . We apply different updating routines according
to whether the currently processing entry has a pointer or not.
Algorithm 2 Compute the suffix range [ps , pe ] for a pattern P .
1: function Search(P )
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:

. P : an isodirectional pointer sequence

(ps , pe ) ← (1, n).
for i = |P | to 1 do
. Processing the pattern backward
x ← P [i] − i.
if x = ∞ then
. The processing entry does not have a pointer
c ← WTL .rankrange(|P | − i + 1, [ps , pe ])
j ← RMQ(ps , pe )
pe ← LF(j)
ps ← pe − c + 1
else
. The processing entry has a valid pointer
js ← WTL .rank(x, ps − 1) + 1
je ← WTL .rank(x, pe )
ps ← WTF .select(x, js )
pe ← WTF .select(x, je )
end if
end for
return (ps , pe )
end function
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5

Proofs of Correctness

In this section, we prove the correctness of the proposed algorithms described in the earlier
section.

5.1

Inducing Preceding Encoded Suffixes

First, we give an important observation from two consecutive encoded suffixes, which will be
useful for the remainder of this section. When we consider two positionally adjacent suffixes
Ti−1 and Ti , we can observe that at most one pointer is additionally established. As a result,
Ti−1 can simply be obtained from Ti by prepending φ at the beginning, and adding a single
integer to a particular entry if needed.
I Lemma 9. For an isodirectional pointer sequence T [1 : n], let {Ti } be its encoded suffixes.
For any 1 < i ≤ n,
(
Ti [j − 1] ∪ {j − 1} if j − 1 = T [i − 1] − (i − 1)
Ti−1 [j] =
(4)
Ti [j − 1]
otherwise.
Proof. For 1 < j ≤ n − i + 2, we have
Ti−1 [j] = {T [k] − k : i − 1 ≤ k ≤ (i − 1) + j − 1 and T [k] = (i − 1) + j − 1}
= {T [k] − k : i − 1 ≤ k ≤ i + (j − 1) − 1 and T [k] = i + j − 2}
= {T [i − 1] − (i − 1) : k = i − 1 and T [i − 1] = (i − 1) + (j − 1)}
∪ {T [k] − k : i ≤ k ≤ i + (j − 1) − 1 and T [k] = i + (j − 1) − 1}
= {j − 1 : j − 1 = T [i − 1] − (i − 1)} ∪ Ti [j − 1]

J

Because there is at most one entry to be changed (except prepending φ at the beginning)
we can say that there is unique entry where an integer is to be added when we compute its
preceding encoded suffix from it. We call the position of this entry the changing position.
I Definition 10 (Changing Position). For an isodirectional pointer sequence T [1 : n], let
{Ti } be its encoded suffixes. For i > 1, we say the changing position on Ti is j − 1 if
T [i − 1] = i + j − 2. If T [i − 1] = ∞ we say Ti does not have any changing position.
In particular to the text sequence where the suffix array and LF-mapping are available,
we have the following corollary from Lemma 9.
I Corollary 11. For any two consecutive encoded suffixes TSA(LF(i)) and TSA(i) of an isodirectional pointer sequence T [1 : n], for 1 ≤ j ≤ |TSA(LF(i)) |,
TSA(LF(i)) [j] =

(
S(j) ∪ {j − 1}
S(j)

if j − 1 = L[i]
otherwise.

(5)

where S(j) = TSA(i) [j − 1] if j ≥ 2, S(j) = φ if j = 1.
Proof. We have SA(LF(i)) = SA(SA−1 (SA(i)−1)). Thus, if SA(i) > 1, SA(LF(i)) = SA(i)−1,
we apply Lemma 9 (noting that L[i] = F [LF(i)] = F [SA−1 (SA(i) − 1)] = T [SA(i) − 1] −
(SA(i) − 1)). For i such that SA(i) = 1, SA(LF(i)) = n and L[i] = 0. Thus we have |Tn | = 1,
and Tn [1] = {0}. Note that TSA(LF(i)) [1] = φ unless L[i] = 0.
J
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k
LF(·)

Figure 3 Illustration of Lemma 12. Encoded suffixes are listed in sorted order. Dark rectangles
indicate L[i]’s of the encoded suffixes. For the suffixes having the same L[i]’s, the relative order is
preserved after applying LF(·).

5.2

Order Preserving Property and LF(·)

Now we prove the order preserving property LF(·) within the set of the encoded suffixes Ti
having the same L[i]-value as illustrated in Figure 3.
I Lemma 12. For any integers i and j such that 1 ≤ i < j ≤ n and L[i] = L[j], LF(i) <
LF(j).
Proof. Since L[i] = L[j], encoded suffixes TSA(i) and TSA(j) have the same changing position
L[i]. Therefore the relative order of TSA(LF(i)) and TSA(LF(j)) is determined by that of TSA(i)
and TSA(j) . Since i < j, TSA(i) < TSA(j) , thus we have TSA(LF(i)) < TSA(LF(j)) , which leads
to LF(i) < LF(j).
J
From this lemma, we can prove the correctness of Algorithm 1, which directly used this
property.
I Theorem 13. Algorithm 1 computes LF(i) correctly and runs in O(lg σ) time where σ is
the number of distinct integers in array F .
Proof. By Lemma 12, if TSA(i) is the j-th smallest encoded suffix among {TSA(k) : L[k] =
L[i]}, the j-th smallest encoded suffix among {TSA(LF(k)) : F [k] = L[i]} is TSA(LF(i)) .
Noting that, L is a permutation of F , the alphabet sizes, say σ, of these two arrays are
the same. Each operation on the wavelet trees takes at O(lg σ) time, thus the algorithm runs
in O(lg σ) time.
J

5.3

Correctness of Updated Suffix Range

In this section, we prove a lemma that is important to show that we correctly choose
the encoded suffixes whose LF-mapping is to be included in the updated suffix range in
Algorithm 2.
First. we introduce the notion of decoded sequence, which is interpreted as the inverse of
the encoding scheme we used in this paper.
I Definition 14 (Decoded Sequence). For an isodirectional pointer sequence P [1 : m], let
{Pi } be its encoded suffixes. By D(Pi ), we denote an isodirectional pointer sequence X such
that its longest encoded suffix X1 = D(Pi ).
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k

lcp’s
Figure 4 Illustration of Lemma 16. Light blue indicates the longest common prefixes between
encoded suffixes and dark blue indicates a common prefix of encoded suffixes of length k, dark
rectangles indicate changing positions. We can locate encoded suffixes having its changing position
out of the current common prefix by finding the one whose LF-mapping is the largest.

The following lemma shows that, when we choose the encoded suffixes S = {ps ≤ i ≤
pe : L[i] holds some certain condition} according to their L[i]-value, and apply LF-mapping
{LF(i) : i ∈ S} to them individually, we can obtain the correctly updated suffix range.
I Lemma 15. For an isodirectional pointer sequence P [1 : m] such that P [i] 6= i for
1 ≤ ∀i ≤ m, let {Pi } be its encoded suffixes. Let (pi , qi ) be the suffix range for D(Pi ).
Then for 1 < i ≤ m and 1 ≤ j ≤ n, pi−1 ≤ LF(j) ≤ qi−1 if and only if pi ≤ j ≤ qi and
L[j] > m − i + 1 if P [i − 1] = ∞, L[j] = P [i − 1] − (i − 1), if P [i − 1] 6= ∞.
Proof. (⇒) Provided pi−1 ≤ LF(j) ≤ qi−1 , we have Pi−1 = TSA(LF(j)) [1 : m − i + 2]. To
prove it by contradiction, we assume the negation of each of conditions. (i) First, let us
assume j < pi or qi < j, which means Pi [k] 6= TSA(j) [k] for some 1 ≤ k ≤ m − i + 1. Let
x be any integer in the symmetric difference of Pi [k] and TSA(j) [k]. Then x < k. Thus we
cannot have Pi−1 [k + 1] = TSA(LF(j)) [k + 1] only k can be added to these entry compared to
Pi [k] and TSA(j) [k] by Lemma 9 and Corollary 11. (ii) Next, let us assume L[j] ≤ m − i + 1
and P [i − 1] = ∞. Then for some 1 < k ≤ m − i + 1, TSA(LF(j)) [k + 1] = TSA(j) [k] ∪ {k}
while Pi−1 [k + 1] = Pi [k] for all 1 < k ≤ m − i + 1. (iii) Finally, let us assume L[j] 6=
P [i − 1] − (i − 1) and P [i − 1] 6= ∞. Then we have Pi−1 [L[j] + 1] = Pi [L[j]]. However,
TSA(j) [L[j]] ∪ {L[j]} = TSA(LF(j)) [L[j] + 1] 6= Pi−1 [L[j] + 1]. Contradiction.
(⇐) For 1 ≤ k ≤ m − i + 1, Pi [k] = TSA(j) [k]. (i) If P [i − 1] = ∞ and L[j] > m − i + 1,
the changing position on TSA(j) is out of m − 1 + 1. Hence we have TSA(LF(j)) [k + 1] =
TSA(j) [k] = Pi [k] = Pi−1 [k + 1] for 1 < k ≤ m − i + 1, and TSA(LF(j)) [1] = Pi−1 [1] = φ. (ii)
If P [i − 1] 6= ∞ and L[j] = P [i − 1] − (i − 1), the changing position on TSA(j) (and Pi ) is
L[j] (and P [i − 1] − (i − 1)). Since L[j] = P [i − 1] − (i − 1), the same entry is to be changed,
which leads to Pi−1 = TSA(LF(j)) [1 : m − i + 2].
J

5.4

Lefter-Smaller Property within Common Prefix

While the method in the previous subsection correctly updates the suffix range according the
given processing entry, we need to apply LF(·) simultaneously across all the target suffixes
for efficiency, rather than individually. Line 6–9 and Line 11–14 in Algorithm 2 perform this
simultaneous update of the suffix range.
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For the correctness of Line 6–9 in Algorithm 2 lies on the following lemma, which indicates
that, when applying LF-mapping, an encoded suffix having a changing position within the
currently searched prefix will always become smaller than the encoded suffixes that does
not have a changing position within the same prefix (See Figure 4). Moreover, within the
common prefix the lefter the changing position is the smaller its LF-mapping is.
I Lemma 16. For any integers i, j, k such that L[i] ≤ k < L[j] and k ≤ lcp(TSA(i) , TSA(j) ),
LF(i) < LF(j).
Proof. Since position L[i] is within the longest common prefix of TSA(i) and TSA(j) ,
TSA(i) [L[i]] = TSA(j) [L[i]]. Note that, by Definition 3, for two integer sets X and Y = X ∪{y}
such that y > max X, we defined their relative order as X > Y . By Corollary 11,
TSA(LF(i)) [L[i] + 1] = TSA(i) [L[i]] ∪ {L[i]} < TSA(i) [L[i]] = TSA(j) [L[i]] = TSA(LF(j)) [L[i] + 1].
Therefore LF(i) < LF(j).
J
As a result, when no additional pointer is to be established at the current iteration, we
can locate the encoded suffix that will become the greatest encoded suffix among those in
the updated suffix range by performing the range maximum query within the current suffix
range. Combining it with the order preserving property, we can efficiently update the suffix
range.
I Theorem 17. Algorithm 2 computes the suffix range of P [1 : m] correctly and runs in
O(m lg σ) where σ is the number of distinct integers in array F .
Proof. The invariant is (ps , pe ) is the suffix range for D(Pi ) at the end of each iteration. If
P [i] 6= ∞ we can locate the encoded suffixes in the updated suffix range using Lemma 12 (Line
11–14). If P [i] = ∞, by Lemma 15, we can count the number |{TSA(LF(i)) : p0s ≤ i ≤ p0e }|
of encoded suffixes in the updated suffix range (p0s , p0e ) to be c = |{TSA(i) : ps ≤ i ≤
pe and L[i] ≤ m − i + 1}| in the current suffix range (ps , pe ) (Line 6). By Lemma 16, we can
find the right end p0e of the updated suffix range (Line 7–8), then locate p0s using p0e and c
(Line 9).
It takes O(lg σ) time for each of wavelet tree queries, O(1) time for range maximum
query, and the loop iterates m times, thus the algorithm runs in O(m lg σ) time in total. J

6

Special Cases

In this section, we present indexes for parameterized string matching [2] and Cartesian tree
matching, which is a recently proposed string matching problem [17]. Although these indexes
are not optimal solutions, they provide how the proposed method can be applied to other
string matching problems.

6.1

Parameterized String Matching

In the original version of the parameterized string matching, the alphabet Σ over which
strings are defined is the union of two subsets, static alphabet Σs and parameterized alphabet
Σp . For sake of simplicity, we consider strings over only parameterized symbols; i.e. Σ = Σp .
In this problem, two strings are defined as a match if there exists a one-to-one function
f : Σ → Σ that converts one string into the other. For example X = xyzxx matches to
Y = yzxyy because when we replace x with y, y with z, and z with x, we can transform X
into Y completely.
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(a) Parameterized string matching
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(a) Cartesian tree matching

Figure 5 Isodirectional pointer sequence representation for parameterized string matching and
Cartesian tree matching.

The traditional encoding scheme for this problem that has been used in the literature
[2, 8] is to make a chain for each parameterized symbol. Let S[1 : n] be a parameterized
string, then its corresponding isodirectional pointer sequence T [1 : n + 1] is defined as follows.
Figure 5-(a) shows an example.
(
mini<j≤n {j : S[j] = S[i]} if such j exists,
T [i] =
(6)
∞
otherwise.
for 1 ≤ i ≤ n, and T [n + 1] = n + 1.
Clearly, T is an isodirectional pointer sequence because T [i] ≥ i for all 1 ≤ i ≤ n + 1.
Moreover, we can observe that taking a substring does not affect the pointers within the
taken part in its isodirectional pointer sequence representation. In other words, when we
append a character at the beginning (or at the end) of the underlying parameterized string,
at most one pointer can be added from (or to) the newly added entry compared to the
previous one, and no pointers become removed after appending. This exactly fits to matching
of isodirectional pointer sequences. As a result, we can directly apply our method and build
an 2n lg σ + 2n + o(n)-bit index for the parameterized matching.
Note that σ here is the number of distinct lengths of pointers, not the size of the
parameterized alphabet |Σ|. In fact, we can reduce σ to |Σ| by using the relative positions
as in [8, 14]. Observe that a newly prepending pointer can refer to only one of the leftmost
occurrences of parameterized symbols; in the graphical viewpoint, it can be linked to a node
whose in-degree is 0. Thus the values of F and L are not necessarily arbitrary integers, but
we can represent them with relative positions in terms of such entries, which makes the same
index as that in [14] except cyclic shifts in the suffix enumeration.

6.2

Cartesian Tree Matching

We can also apply our method to Cartesian tree matching in a similar way. In Cartesian
tree matching, two strings are said to match if their Cartesian tree is the same. Cartesian
tree of a string is defined as: the entry with the minimum value becomes the root, and the
substring on its left (right) side becomes its left (right, resp.) child, and construct recursively.
For example, X = 51432 matches to Y = 31542 because they have the same Cartesian trees.
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Let us rewrite the encoding scheme presented in its original work [17] in our language. In
[17], each entry refers to some entry in its left side. In this paper, we assume the pointers to
be rightwards, so we reverse the orientation. Let S[1 : n] be a string over the set of integers,
and we assume that every S[i] is distinct for simplicity. We define its corresponding pointer
sequence T [1 : n + 1] is defined as follows (see Figure 5-(b) for example):
(
mini<j≤n {j : S[j] < S[i]} if such j exists,
T [i] =
(7)
∞
otherwise.
for 1 ≤ i ≤ n, and T [n + 1] = n + 1.
Similar to the case of the parameterized string matching as we discuss above, we can also
see that T is clearly an isodirectional pointer sequence, and a Cartesian tree match of integer
sequences correspond to matching of their corresponding isodirectional pointer sequences.
Therefore we can directly build an index using our method.
We can also observe the similarity between the parameterized string matching and
Cartesian tree matching in converting the input string in its corresponding isodirectional
pointer sequence. Each entry refers to its nearest (leftmost) entry that satisfies some
conditions among its right side. Perhaps we can find other string matching problems to
which our method can be applied regarding this characteristic.

7

Conclusions

In this paper, we introduced a string matching problem on a particular class of sequences,
which we call isodirectional pointer sequences. This problem may capture some patterns
describing consecutive temporal and sequential dependencies. Further, it can be considered
as a generalization of existing variants of the string matching problems such as parameterized
matching [2, 8] and Cartesian tree matching [17]. We presented a 2n lg σ + 2n + o(n)-bit
index that can count the number of occurrences of a pattern in O(m lg σ) time where n, m
and σ are the text length, the pattern length, and the number of distinct lengths of pointers.
Although we omitted the sampled suffix array part, we can directly add it as usual if we
need to locate occurrences, which would need 2n + o(n) bits to locate each occurrence in
O(lg n lg σ) time if we sample the suffix array for every lg n entries.
Our index consists of two wavelet trees and one range maximum query index. These data
structures have been widely used in many compact and succinct data structures, thus we
believe that the implementation of our index is quite simple. Because a wavelet tree over
string T [1 : n] is compressible into nH0 (T ) + o(n) bit without sacrificing its time complexity
[16], where H0 (T ) is T ’s 0-th order empirical entropy, our index can naturally be compressed
into 2nH0∗ (T ) + 2n + o(n) bits where H0∗ (T ) is the 0-th order empirical entropy of the
distribution of pointer lengths of T . We can also apply other compression methods to them
such as [6, 15, 12, 9].
While we did not consider any restriction about the pointer other than its orientation,
there are possibly additional constraints. For example, in the parameterized string matching
problem as we discussed in Section 6, we can observe that not only each entry can refer
to at most one entry, but also it can be referred by at most one entry. With considering
these constraints, we may be able to present tighter bounds for particular string matching
problems.
We can also observe that our method cannot be directly applied to a certain kind of
string matching problems such as order-preserving matching [13, 4]. In this problem, we can
observe that appending a character at a string boundary completely affect the character
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dependencies because it considers the relative order across the whole string despite that only
the nearest character having a certain property is considered in parameterized matching or
Cartesian tree matching. If we can find sufficient conditions for matching problems under
which our method can be applied, it would be useful to give a deep understanding of the
nature of the string matching variants as other attempts such as [3, 1] to generalization of
string matching problems to pursue.
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1

Introduction

The study of network flows and, in particular, the Edge Disjoint Paths (EDP) problem
began in the 1950s with the work of Ford and Fulkerson [11] and has constituted a prominent
research subarea in graph algorithms since then. In the EDP problem, we are given a graph G,
two vertices s and t, called source and target, and a positive integer β. The question is
whether there is a collection of at least β edge-disjoint s-t-paths in G. It is worth pointing
out that nowadays there are many more efficient algorithms (than the one of Ford and
Fulkerson [11]) for finding a maximum flow in a given graph (see e.g. [8, 20]). A natural
counterpart of EDP is the Edge Cut problem, where the task is to resolve whether there is a
set of at most β edges F such that there is no s-t-path in the graph G − F . There is a strong
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dual relationship between EDP and Edge Cut in the sense that, if both problems admit a
solution for a given β, then the value of β is optimal, that is, it is not possible to find β + 1
edge disjoint s-t-paths and the removal of any set of β − 1 edges leaves s and t in the same
connected component. Consequently, both problems admit an efficient (polynomial-time)
algorithm, since one can also construct the set of cut edges from a maximum flow. Quite
naturally, there are many variants of the above described network flow/cut problems such as
e.g. multicommodity flows/cuts, unsplittable flows and the related cut problem (see e.g. [21]
for further examples and exact definitions). Unlike the basic variant of EDP and Edge Cut,
it is not always the case that the flow and the cut belong to the same complexity class. As
we shall see, Length-Bounded Cut is in fact harder than the respective flow problem.
In this paper, we continue the study of the so-called Length-Bounded Cut problem,
which is the cut problem related to the variant of EDP where an additional bound λ is given
and the sought collection of s-t-paths can only contain paths with at most λ edges. To the
best of our knowledge, this problem has been introduced by Adámek and Koubek [1] and
the Length-bounded Cut problem is formally defined as follows.
Length-Bounded Cut
Input:
Question:

An undirected graph G = (V, E), two vertices s, t, and two positive integers β, λ.
Is there a subset F ⊆ E with |F | ≤ β such that there is no s-t-path of length at
most λ in G − F ?

If in the above definition one plugs in λ = |V |, then one is left with the Edge Cut problem;
a polynomial-time-solvable problem. Length-Bounded Cut is also solvable in polynomial
time if λ ≤ 3 [19]. However, Baier et al. [2] showed that the Length-Bounded Cut problem
is NP-hard already for λ = 4. On the other hand, the related Length-Bounded Flow
problem, where we restrict the flow to paths of length at most λ, can be solved in polynomial
time via a reduction to linear programming [2, 19, 18].
Length-Bounded Cut originated in telecommunications area and network design. See
e.g. the work of Huygens et al. [14, 15] (and references therein) for possible applications; for
further applications see e.g. the work of Gouveia et al. [13].
Before we give an overview of our results, we discuss the related work focusing on
parameterized algorithms and algorithms for special graph classes.

1.1

Related Work

The result of Baier et al. [2] in fact gives NP-hardness for Length-Bounded Cut for each
constant λ ≥ 4. Thus, in order to obtain tractability results, one has to either consider
a different parameterization or combine λ with some other parameter. The first study
of Length-Bounded Cut from the viewpoint of parameterized complexity was done by
Golovach and Thilikos [12]. They showed that Length-Bounded Cut is in FPT for the
combined parameter β + λ. It is worth noting that parameterization only by β leads to
W[1]-hardness [12]. Later, Fluschnik et al. [10] proved that it is unlikely that a polynomial
kernel in β + λ exists. Dvořák and Knop [9] considered structural parameters for the LengthBounded Cut problem. They showed that it is W[1]-hard when parameterized by the
pathwidth of the input graph while it is fixed-parameter tractable when parameterized by the
treedepth of the input graph. It is worth pointing out that Length-Bounded Cut is one of
just a few problems with such a parameterized dichotomy. Kolman [17] gave an O (λτ · |G|)time algorithm for Length-Bounded Cut, where τ is the treewidth of G. Furthermore,
Length-Bounded Cut is in FPT for the parameter λ if G is planar [17] (it remains
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treedepth

cluster vertex deletion

feedback edge number

pathwidth + max. degree∗
λ+ treewidth

pathwidth

feedback vertex number∗

λ

treewidth

distance to bipartite

λ+β

β

diameter
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Figure 1 Known parameterized complexity results for Length-Bounded Cut. An edge between
two parameters A and B (where A is above B) indicates that B is upper-bounded by A, that
is, there is a computable function f such that f (A(x)) ≥ B(x) for each instance x. A red box
indicated para-NP-hardness (NP-hardness for constant parameter values), a yellow box indicates
W[1]-hardness, and a green box indicates containment in FPT. Except for feedback vertex number,
all W[1]-hardness results are complemented by known XP-algorithms. Our results are marked by ∗
and proven in Theorems 2 and 10.

NP-complete even in this case [10]). Bazgan et al. [3] studied both restrictions on special
graph classes as well as structural parameterizations for Length-Bounded Cut. They
provided an XP algorithm for the maximum degree of the input graph G and FPT algorithms
for the parameters feedback edge number and vertex deletion distance to cluster graphs.
Furthermore, they showed para-NP-hardness for the parameters diameter, degeneracy, and
vertex deletion distance to bipartite graphs. An overview over the parameterized complexity
landscape of Length-Bounded Cut is given in Figure 1. Furthermore, Bazgan et al. [3]
present a polynomial-time algorithm for co-graphs while showing NP-completeness even if
the input is restricted to bipartite graphs or split graphs.

1.2

Our Contribution

In this paper, we mainly continue the study of Length-Bounded Cut for special graph
classes and from the viewpoint of parameterized complexity. Bazgan et al. [3] conjectured
that Length-Bounded Cut can be solved in polynomial time on proper interval graphs
which we confirm here: We give a dynamic-programming based algorithm in Theorem 13.
We show that the Length-Bounded Cut problem is W[1]-hard for the feedback vertex
number in Theorem 10; thus, closing one of the gaps left by Bazgan et al. [3]. Furthermore,
together with the result of Bazgan et al. [3] this yields a structural parameter dichotomy,
since they provided an FPT algorithm for the feedback edge number.
Last but not least, we show in Theorem 2 that Length-Bounded Cut is W[1]-hard
for the combined parameter pathwidth and maximum degree of the input graph G. This
is a nontrivial strengthening of the reduction provided by Dvořák and Knop [9], where the
degree cannot be bounded by a function of the parameter. Furthermore, our reduction
implies that assuming ETH, there is no f (k) · no(k) -time algorithm for Length-Bounded
Cut, where k is pathwidth of the input graph (whereas the reduction of Dvořák and Knop
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√

refutes only f (k) · n k -time algorithms). This implies that the algorithm of Kolman [17]
with running-time nk+1 is (nearly) optimal (such a bound can be obtained using the trivial
bound λ ≤ n). Moreover, this hardness result constitutes a natural counterpart of the known
XP algorithm for the parameter maximum degree [3].
Proofs omitted due to space restrictions can be found in the full version [4].

1.3

Preliminaries

For a given positive integer a, we use [a] to denote the set {1, 2, . . . , a}. We use standard
graph notation. Given a graph G = (V, E), a source s, and a target t, a λ-cut is a set F of
edges such that a shortest s-t-path in G − F is of length at least λ + 1. We identify specific
paths by just some of their vertices, e.g. we denote by a-b-c-path a path that starts in a,
then continues by some shortest a-b-path and ends with some shortest b-c path. The shortest
paths between two consecutive vertices in our identifiers (a-b and b-c in our example) will
always be unique (that is, there is exactly one shortest path between a and b, and exactly one
between b and c). We use G[X] to denote the subgraph of G induced by a set X of vertices
in a graph G and G − X to denote G[V \ X]. An interval graph is a graph G = (V, E) such
that each vertex v can be represented by an interval [bv , fv ] such that two vertices u, w are
adjacent in G if and only if [bu , fu ] ∩ [bw , fw ] 6= ∅. If a graph admits such a representation
fulfilling additionally that there are no two vertices v and w such that [bv , fv ] ⊆ [bw , fw ], then
this graph is a proper interval graph. Equivalently, a proper interval graph can be defined as
an interval graph where each interval has length 1, i.e., bv + 1 = fv for each vertex v (see
e.g. [5]).
A parameterized problem is a tuple (L, κ), where L is a language (in our case LengthBounded Cut) and κ is a parameter.
A parameterized problem (L, κ) is fixed-parameter tractable (or FPT for short) if there is
an algorithm deciding each instance of it in f (k) · poly(n) time, where f is some computable
function, k is the the value of the parameter κ of the input instance, and n is the input size.
To show that some parameterized problem is presumably not FPT, one regularly uses the
standard complexity assumption that FPT 6= W[1] and shows that a problem is W[1]-hard.
To show W[1]-hardness for some problem P with respect to some parameter κ, we use
many-one reductions which ensure that the parameter of the output problem is bounded by
a function of the parameter of the input problem. In this work we consider the parameters
pathwidth, maximum degree and feedback vertex number. The pathwidth of a graph is
closely related to the treewidth. The only difference between the two concepts is that a
path decomposition is restricted to a collection of paths as underlying graphs for the bags as
opposed to forests for tree decompositions. Formally, it is defined as follows.
I Definition 1. A path decomposition of a graph G = (V, E) consists of a path P = (W, F )
and a function π : W → 2V such that
S
x∈W π(x) = V ,
for each edge {v, w} ∈ E, there exists an x ∈ W such that v, w ∈ π(x), and
for each v ∈ V , we have that {x ∈ W | v ∈ π(x)} induces a connected subgraph in P .
The width of a path decomposition is maxx∈W |π(x)| − 1.
The pathwidth of a graph G is the minimum width of a path decomposition of G.
The maximum degree of a graph is the maximum number of incident edges to any single
vertex in the graph. The feedback vertex number is the size of a minimum feedback vertex set,
i.e., the minimum number of vertices one needs to delete from the graph to obtain a forest.
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The Exponential-Time Hypothesis (ETH) of Impagliazzo and Paturi [16] asserts that
there is no 2o(m) algorithm solving the Satisfiability problem, where m is the number
of clauses. It is worth noting that assuming ETH, there is no f (k) · no(k) time algorithm
solving k-(Multicolored) Clique [6], where f is a computable function, n the number
of vertices and k is the size of the clique we are looking for. For further notions related to
parameterized complexity and ETH, we refer the reader to the textbook by Cygan et al. [7].

2

W[1]-Hardness for Pathwidth and Maximum Degree

In this section, we prove that Length-Bounded Cut is W[1]-hard with respect to the
combined parameter pathwidth plus maximum degree. We describe our reduction from the
W[1]-hard Clique problem (i.e., the problem of deciding whether a given graph contains a
clique of size k) parameterized by solution size k.
Let (G = (V, E), k) be an instance of Clique parameterized by solution size k and n := |V |.
Let index : V → [n] be a bijection that assigns each vertices in V a number from {1, 2, . . . , n}
and let vertex : [n] → V be the inverse of index. We order the edges E = {e1 , e2 , . . . , em }
lexicographically by their endpoints, that is, for ei = {vi , wi } and ei+1 = {vi+1 , wi+1 } with
vj < wj for j ∈ {i, i + 1}, we have either index(vi ) < index(vi+1 ), or index(vi ) = index(vi+1 )
and index(wi ) < index(wi+1 ). We assume without loss of generality that m ≥ n as we can
otherwise remove all connected components which are trees (possibly returning true if k ≤ 2).
Let η := 4m. We construct a Length-Bounded Cut instance (H, s, t, β, λ) as follows.
We set the budget β of edges to delete to 2k + 2k(k − 1) = 2k 2 and the length λ := 8η + 2n + 1.
The graph H will consist of vertex-selection gadgets, incidence-checking gadgets, connectivity
paths, and the vertices s and t, which are not contained in any gadget. We describe the
gadgets now; the full proof is deferred to the full version [4] due to space constraints.
I Theorem 2. Length-Bounded Cut parameterized by the combined parameter pathwidth
plus maximum degree is W[1]-hard.√Assuming the ETH, Length-Bounded Cut cannot be
p
solved in f ( ∆(G) + pw(G)) · no( ∆(G)+pw(G)) time for any computable function f , where
pw(G) is the pathwidth of G and ∆(G) is the maximum degree of G.
Vertex-Selection Gadgets (see Figure 2). Our reduction will produce k vertex-selection
gadgets A1 , . . . , Ak . The gadget Aj looks as follows:
We start with two paths uj0 , . . . , ujn and `j0 , . . . , `jn of length n (an “upper” and a “lower”
path). We add a ujp−1 -ujp -path Upj of length 2η + p, an `jp−1 -`jp -path Ljp of length 2η − p, and
a ujp -`jp -path of length 2η for every p ∈ [n]. Finally, we add two paths of length η + 2 between
the source s and the first vertex `j0 of the lower path and two paths of length two between s
and the first vertex uj0 of the upper path.
The main idea of this gadget is that if exactly two edges {ujp−1 , ujp } and {`jp−1 , `jp } (both
with the same p ∈ [n]) are removed, then the distance between s and ujn and between s
and `jn encodes the selected vertex.
Incidence-Checking Gadgets (see Figure 3). For each pair (Ai , Aj ) with i < j of vertexselection gadgets, we add an incidence-checking gadget I i,j . This gadget verifies that the
two vertices selected by Ai and Aj share an edge.
Starting at uin and `in , we add a gadget similar to the vertex-selection gadget. More
i,j
i,j
i,j
i,j
i
precisely, we have two paths ai,j
0 , . . . , an and b0 , . . . , bn . The vertex un is connected to a0
i,j
i
by two paths of length 4η. The vertex `n is connected to b0 by two paths of length 2. For
i,j
i,j
i,j
each p ∈ {0, 1, . . . , n}, there is an ai,j
p -bp -path of length 4η, an ap−1 -ap -path of length 2η −p
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S1j,i
λ − (4η + n + 2)

uj0

U1j
2η + 1

uj1

U2j
2η + 2

uj2

U3j
2η + 3

uj3

U4j
2η + 4

uj4

U5j
2η + 5

uj5

2
2

s

2η

2η

2η

2η

2η

2η

η+2
η+2

`j0

2η − 1
Lj1

`j1

2η − 2

Lj2

`j2

2η − 3

Lj3

`j3

2η − 4

Lj4

`j4

2η − 5
Lj5

`j5

λ − (3η + n + 2)

S̄2i,j
Figure 2 An example of a vertex-selection gadget with n = 5. An edge with a number x on it
corresponds to a path of length x. The connectivity paths S1j,i and S̄2j,i are dashed (and all other
connectivity paths are not drawn for the simplicity of the picture).

i,j
i,j
and a bi,j
p−1 -bp -path of length 2η + p. Furthermore, there are two an -t-paths of length
i,j
i,j
i,j
i,j
two, and two bi,j
n -t-paths of length 3η. Next we add two paths c0 , . . . , cm and d0 , . . . , dm
i,j
j
of length m. The vertex c0 is connected to un by two parallel paths of length 3η. The
j
vertex di,j
0 is connected to `n by two paths of length η. For each p ∈ [m], let ep = {vp , wp }
i,j
i,j
i,j
with index(vp ) < index(wp ), there is an ci,j
p -dp -path of length 2η, and an cp−1 -cp -path of
i,j
i,j
length 2η − index(wp ), and a dp−1 -dp -path of length 2η + index(wp ). Furthermore, there are
i,j
two ci,j
n -t-paths of length η + n − m + 2, and two dn -t-paths of length 2η + n − m + 2.

For each p ∈ {0, 1, . . . , n − 1}, let q be zero if p = 0, and otherwise maximum such that eq
i,j
i,j i,j
is incident to vertex(p). We add an ai,j
p -cq -path of length 2η, an ap -dq -path of length 3η,
i,j i,j
i,j i,j
a bp -cq -path of length 3η and a bp -dq -path of length 2η.
Assuming that the vertices vi and vj have been selected in the vertex-selection gadgets Ai and Aj , respectively, there is only one possible way to cut all s-t-paths through I i,j
of length at most λ by adding at most four edges from I i,j to the cut. The respecti,j
i,j
i,j
i,j
i,j
i,j
i,j
ive edges are {ai,j
index(vi )−1 , aindex(vi ) }, {bindex(vi )−1 , bindex(vi ) }, {cp−1 , cp }, and {dp−1 , dp }
for ep = {vi , vj }. In particular, if vi and vj are not adjacent, then any λ-cut must contain at least five edges from I i,j .

Connectivity Paths. For each vertex uin of a vertex-selection gadget Ai , we add three
parallel paths T1i , T2i , and T3i of length λ − (n + 2) to t. Similarly, we add for each i ∈ [k]
three parallel paths T̄1i , T̄2i , and T̄3i from vertex `in , of length λ − (η + 2 + n) to t (see Figure 3).
For each (i, j) ∈ [n]2 , we add five parallel paths Sqi,j from s to uin of length λ − (4η + n + 2),
and five parallel paths S̄qi,j from s to `in of length λ − (3η + n + 2) (see Figure 2).
These connectivity paths ensure that there is no solution in which less than two edges
from a vertex-selection gadget or less than four edges from an edge gadget are removed. This
together with the budget β implies that every solution removes exactly two edges from each
vertex-selection gadget and exactly four edges from each incidence-checking gadget.
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2η − 1
4η

2η − 2

ai,j
0

ai,j
1

ai,j
2

4η

4η

2η − 3

ai,j
3

uin
4η
λ − (n + 2)

4η

4η
2

2

2η

`in
2
3η

3η

ujn

ci,j
0

bi,j
1

λ − (η + n + 2)
2η + 1

bi,j
0

2η
3η

2η

2η − u1

3η

2η
2η + 3

bi,j
2

2η + 2

bi,j
3

3η
3η

3η

2η

ci,j
2η − u2
1

3η

ci,j
2

3η

λ − (n + 2)
i,j
2η − u3

c3

3η

2η

t
η+n−m+2

2η − u4

ci,j
4

2η − u5

ci,j
5

λ − (η + n + 2)
2η

2

2η

2η

η+n−m+2

2η + n − m + 2
2η + n − m + 2

2η

2η

2η

η

`jn
η

di,j
0

2η + u1

di,j
1

2η + u2

di,j
2

2η + u3

di,j
3

2η + u4

di,j
4

2η + u5

di,j
5

Figure 3 An example of an incidence-checking gadget I i,j . An edge with a number x on it
corresponds to a path of length x. Paths between a, b-vertices and c, d-vertices are dotted and
colored to be better distinguishable from other paths. Connectivity paths T1i , T1j , T̄1i , and T̄1j are
dashed and connectivity paths T2i , T3i , T2j , T3j , T̄2i , T̄3i , T̄2j , and T̄3j are not shown for the sake of
readability.

3

W[1]-Hardness for Feedback Vertex Number

In this section, we prove that Length-Bounded Cut is W[1]-hard with respect to the
feedback vertex number. We present a parameterized reduction from Multicolored Clique
parameterized by solution size. In the Multicolored Clique problem, the input consists of
a k-partite graph G = (V1 ] V2 ] . . . ] Vk , E) and an integer k, and the question is whether G
contains a clique of size k.
After we present the reduction, we show its correctness and finally analyze its running
time and the size of the feedback vertex number in the resulting instance.

3.1

The Reduction

We describe our reduction for a given instance (G = (V, E), k) of Multicolored Clique
and call the resulting graph H = (VH , EH ). Let V = V1 ] V2 ] . . . ] Vk be the k-partition
of G. We assume that all Vi contain the same number of vertices; this can be achieved by
adding isolated vertices. We define ν := |Vi |. We assume that the vertices of each Vi are
numbered from 1 to ν, and that this numbering is given via a function index : V → [ν] and
for each i ∈ [k], a function vertexi : [ν] → Vi such that vertexi (index(v)) = v for every v ∈ Vi
and index(vertexi (x)) = x for all x ∈ [ν].
We start by adding for each Vi a specific vertex-selection gadget that is explained below.
Second, we add for each i ∈ [k], each j ∈ [k] \ {i}, and each edge between Vi and Vj an edge

gadget (which is also described below). We then set λ := ν +2n and β := 2k(ν −1)m+m− k2 ,
where n and m denote the number of vertices and the number of edges of G, respectively.
We remark that n = kν.

I S A AC 2 0 2 0
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s1,1
i

t1,1
i

s2,1
i

ui

n

s3,1
i

t2,1
i

n

n
n

t3,1
i

n

n
n

n

s4,1
i
c3,1
i

s

c2,1
i

c̄2,1
i

t

c̄1,1
i

c1,1
i

n

n

n

n
n

t4,1
i
c̄3,1
i

s̄1,1
i

t̄1,1
i

n
n

n

t̄2,1
i

s̄i2,1
`i
s̄3,1
i

t̄i3,1
s̄4,1
i

t̄4,1
i

Figure 4 An example of a vertex-selection gadget for ν = 4 and m = 1. Shortcut edges cj,1
i
or c̄j,1
are drawn in dashed blue. For m > 1, the gadget contains m copies of this picture, sharing
i
the vertices s, t, ui , and `i .

Inside each vertex selection gadget, any λ-cut of size β contains exactly 2(ν − 1) edges
(as we shall see), selecting a vertex from Vi . Furthermore, for each pair of vertex-selection
gadgets, any λ-cut of size at most β will contain an edge from each edge gadget for which
the endpoints of this edge are not the two vertices selected by the vertex-selection gadgets.
Vertex-Selection Gadgets (see Figure 4). Each vertex selection gadget Ai starts in s and
ends in t. It has two “middle vertices” ui and `i . Between s and ui (`i ), there is a path Sij,p
(S̄ij,p ) of length n + j for each 1 ≤ j ≤ ν and 1 ≤ p ≤ m, and a path Tij,p (T̄ij,p ) of length n + j
between ui (`i ) and t for each 1 ≤ j ≤ ν and 1 ≤ p ≤ m.
Finally, we add “shortcut edges”. From the second vertex sj,p
(i.e., the vertex adjacent
i
to s) of each path Sij,p , we add an edge cj,p
to
the
second
to
last
vertex s̄ν−j,p
(i.e. the
i
i
ν−j,p
vertex adjacent to `i ) of S̄i
for every 1 ≤ j < ν and p ∈ [m]. Similarly, from the second
vertex t̄ν−j,p
(i.e., the vertex adjacent to `i ) of the path T̄ ν−j,p , we add an edge c̄j,p
to
i
i
j,p
the second to last vertex tj,p
(i.e.,
the
vertex
adjacent
to
t)
of
T
for
every
1
≤
j
<
ν
i
i
and p ∈ [m].
The idea behind these gadgets is that for each Si and each j ∈ [ν − 1], the cut F has to
contain an edge of every s-ui -path of length at most n + j, or an edge of every ui -t-path of
length at most ν − j + n and an analogous statement holds for `i . The distance between s
and ui and the distance between s and `i then again encodes the selected vertex.
Edge Gadgets (see Figure 5). For each edge e = {vi , vj } with vi ∈ Vi and vj ∈ Vj , we add
a vertex ve . This vertex ve is connected to t by an edge. We add a path from ui to ve of
length n + ν − index(vi ), a path from `i to ve of length n + index(vi ), a path from uj to ve of
length n + ν − index(vj ) and a path from `j to ve of length n + index(vj ). We say for any
edge e ∈ E, that the edge gadget containing ve is corresponding to e.
The union of all edge gadgets for edges between Vi and Vj verifies that the two vertices
selected by Ai and Aj share an edge similar to the incidence-checking
 gadgets in Section 2.
k
This is done as follows. We can remove one edge from all but 2 edge gadgets. When
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n + ν − index(vi )
n + index(vi )
n + ν − index(vj )

ve
t

n + index(vj )

Figure 5 An example of an edge gadget for the edge {vi , vj }, where vi belongs to Vi and vj
belongs to Vj .

deleting an edge from an edge gadget, one can always guarantee that no path of length λ
uses this gadget. For each gadget that is not modified by the solution, there is a path of
length λ using this gadget if and only if at least one of the two respective vertices was not
selected. Hence, there is a solution if and only
 if there is a set {v1 , . . . , vk } of k vertices with
k
vi ∈ Vi such that G[{v1 , . . . , vk }] contains 2 edges, that is, a multicolored clique of size k.

3.2

Proof of Correctness

We first show how to construct a λ-cut F of size β from a clique {c1 , . . . , ck } with ci ∈ Vi
in G. For each vertex selection gadget, we add
the first edge of all s-ui -paths of length at most n + index(ci ) − 1 (i.e., {{s, sj,p
i } : j ≤
index(ci ) − 1, 1 ≤ p ≤ m}),
the last edge of all s-`i -paths of length at most n + ν − index(ci ) (i.e., {{s̄j,p
i , `i } : j ≤
ν − index(ci ), 1 ≤ p ≤ m}),
the last edge of all ui -t-paths of length at most n + ν − index(ci ) (i.e., {{tj,p
i , t} : j ≤
ν − index(ci ), 1 ≤ p ≤ m}), and
the first edge of all `i -t-paths of length at most n + index(ci ) − 1 (i.e., {{`i , t̄j,p
i } : j ≤
index(ci ) − 1, 1 ≤ p ≤ m}) to F .
For each edge e not corresponding to an edge inside the clique {c1 , . . . , ck }, we add the
edge {ve , t} to F . First, we show that F contains exactly β edges.

I Lemma 3. We have |F | = β = 2k(ν − 1)m + m − k2 .
Proof. The cut F contains 2(ν − 1)m
 edges from each of the k vertex selection gadgets,
and one edge for each of the m − k2 edge gadgets not corresponding to an edge of the
form {ci , cj }. Thus, we have |F | = 2(ν − 1)mk + m − k2 = β.
J
It remains to show that any s-t-path in H − F has length at least λ + 1. We do so by first
showing that each s-ui -path has length at least n + index(ci ), and each s-`i -path has length
at least n + ν − index(ci ). Afterwards, we also bound the length of an ui -t- and an `i -t-path
from below. Before we can show the main results, we first need an auxiliary lemma:
I Lemma 4. Any s-ui -path (s-`i -, ui -t-, or `i -t-path) in H − F has length at least n.
Proof. We only prove the lemma for s-ui - and s-`i -paths; for the ui -t- and `i -t-paths, the
statement can be proven analogously.
We prove the lemma by contradiction. To this end, let v ∈ {ui , `i : i ∈ [k]} be the vertex
closest to s in H − F among all vertices in {ui , `i : i ∈ [k]}, and assume that the distance
from s to v is d < n. Let P be an s-v-path of length d.
By the choice of v, no vertex from {ui , `i : i ∈ [k]} is an interior vertex of P . Thus, P
j,p ν−j,p
has to be of the form s-sj,p
-`i (in particular, we have v = `i ), as all paths Sij,p
i -ci -s̄i
and S̄ij,p are of length at least n + 1.
However, by the construction of F , either the edge {s, sj,p
i } (if j < index(ci )) or the
edge {s̄ν−j,p
,
`
}
(if
j
≥
index(c
))
is
contained
in
F
,
a
contradiction.
J
i
i
i
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We can now analyze the length of all s-ui - and s-`i -paths in H − F .
I Lemma 5. Any s-ui -path in H − F has length at least n + index(ci ), and any s-`i -path
has length at least n + ν − index(ci ) + 1.
Proof. We first show that we only need to consider s-ui - and s-`i -paths containing no vertex
from {uj , `j : j ∈ [k]} as an interior vertex. To see this, first note that the only connections
between a vertex from {ui , `i } to a vertex from {uj , `j : j ∈ [k] \ {i}} in G − {s} are through
an edge gadget and thus of length at least 2n or through t and thus by Lemma 4 of length
at least 2n. Also any ui -`i -path is of length at least n (as any path leaving ui starts with
a path of at least n − 1 vertices of degree two). Thus, any s-`i - or s-ui -path containing ui
or `i as an interior vertex is of length at least 2n > n + max{index(ci ), ν − index(ci ) + 1} by
Lemma 4.
We first consider paths not containing shortcut edges. Any s-ui -path not containing a
shortcut edge is of the form s-Sij,p -ui . By the construction of F , such a path has length at
least n + index(ci ). Any shortest s-`i -path not containing a shortcut edge is of the form s-S̄ij,p `i . By the construction of F , such a path has length at least n+ν −index(ci )+1. Now, consider
an s-v-path P with v ∈ {ui , `i } containing a shortcut edge cj,p
i for some j ∈ [ν −1] and p ∈ [m].
j,p
By the construction of F , we have that either {s, si } (if j ≤ index(ci ) − 1) or {s̄ν−j,p
, `i }
i
j,p
(if j ≥ index(ci )) is contained in F . Thus, F has to be of the form s-S̄iν−j,p -cj,p
-S
-u
and
i
i
i
has length (n + ν − j − 1) + 1 + (n + j − 1) = 2n + ν − 1 > n + index(ci ).
J
Analogously, we can also show the following bound for all ui -t- and `i -t-paths in H − F .
I Lemma 6. Any ui -t-path in H −F has length at least n+ν −index(ci )+1, and each `i -t-path
has length at least n + index(ci ).
The correctness of the forward direction now easily follows.
I Lemma 7. If G contains a clique of size k, then H contains a λ-cut of size β.
Proof. By Lemma 3, we have |F | = β, so it suffices to show that F is a λ-cut. Consider any st-path P in H − F . Then P passes through a vertex ui or `i for some i ∈ [k], as any s-t-path
in H passes through a vertex of the form uj or `j . If P passes through ui , then we get by
Lemma 5 and 6 that the length of P is at least n + index(ci ) + n + ν − index(ci ) + 1 = λ + 1.
If P passes through `i , then we get by Lemma 5 and 6 that the length of P is at
least n + ν − index(ci ) + 1 + n + index(ci ) = λ + 1.
J
Due to space constraints, the backward direction is proven in the full version [4].

3.3

Feedback Vertex Number

It remains to analyze the time required to compute the reduction and to show that the
feedback vertex number of H is bounded in terms of k. We start with the running time.
I Observation 8. The given reduction of Multicolored Clique parameterized by solution
size k to Length-Bounded Cut parameterized by feedback vertex number can be computed
in O(k · m · n) time.
Last but not least, we need to analyze the feedback vertex number of H. We do this by
simply giving a feedback vertex set of size O(k).
I Lemma 9. The set X := {s, t} ∪ {ui , `i : i ∈ [k]} is a feedback vertex set in H.
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Proof. Note that all vertices from VH \ X are contained in a path Spi,j , S̄pi,j , Tpi,j , or T̄pi,j or
contained in an edge gadget. All edges from the graph H − X not contained in one of these
i,j
paths or an edge gadget are the shortcut edges ci,j
p and c̄p .
Thus, there are only three kinds of different connected components in H − X, and all of
them are trees:
Clearly, edge gadgets are trees.
ν−j,p
ν−j,p
Components of the form {Sij,p , cj,p
} or {Tij,p , c̄j,p
} with 1 ≤ j ≤ ν − 1 are
i , S̄
i , T̄
paths.
Components of the form Siν,p , Tiν,p , S̄iν,p , and T̄ ν,p are paths.
J
Combining Lemmata 7 and 9 with Observation 8 and the backwards direction yields our
desired main result.
I Theorem 10. Length-Bounded Cut parameterized by feedback vertex number k is
W[1]-hard. Assuming ETH, it cannot be solved in f (k) · no(k) time for any computable
function f .

4

Polynomial-Time Algorithm on Proper Interval Graphs

In this section, we present a polynomial-time algorithm for Length-Bounded Cut on
proper interval graphs. The algorithm is a dynamic program that stores for each vertex v
and each possible distance d (2 ≤ d ≤ λ) the minimal size of a cut that makes each vertex in
a particular subset of vertices including v have distance at least d from s.
Observe that we can assume without loss of generality that bs ≤ bt as we can otherwise
“mirror” the graph by setting bv = −fv and fv = −bv for each vertex v ∈ V . It is folklore
that one can assume that all b-values are distinct, that is, |{bv | v ∈ V }| = |V |. We now sort
all the vertices in V \ {s, t} by their respective b-value in increasing order and rename the
vertices such that vi is the ith vertex in this order. Thus, we have V = {s, t} ∪ {v1 , . . . , vn−2 },
and bvi < bvi+1 for all i ∈ [n − 3]. We first show that we can safely ignore all vertices v
with fv < bs or ft < bv . It is worth pointing out that the following lemma holds for interval
graphs in general.
I Lemma 11. Let I = (G = (V, E), s, t, β, λ) be an instance of Length-Bounded
Cut where G is an interval graph and bs < bt .
Let L = {u ∈ V | fu < bs }
and R = {u ∈ V | ft < bu }. Then, I 0 = (G[V \ (L ∪ R)], s, t, β, λ) is an equivalent instance
of Length-Bounded Cut.
Proof. Let I, I 0 , G, s, t, β, λ, L, and R be as defined above. We first show that IL = (G[V \
R], s, t, β, λ) is an equivalent instance. The argumentation for then removing L from IL
to obtain the equivalent instance I 0 is analogous and hence skipped here. First observe
that s, t ∈
/ L ∪ R and hence IL and I 0 are instances of Length-Bounded Cut. Observe
that deleting vertices from any input graph cannot decrease the distance between any pair of
vertices and hence if I is a yes-instance, then so is IL . Hence it remains to show that if IL is
a yes-instance, then so is I. Assume towards a contradiction that this is not the case and
hence IL is a yes–instance and I is a no-instance. Then there is a set FL of β edges in G[V \R]
such that the distance between s and t in GL = (V \ R, E \ (FL ∪ {{u, v} ∈ E | u ∈ R})) is
at least λ + 1. Since I is a no-instance, there is a path P of length at most λ between s and t
in G∗ = (V, E \ FL ). As GL and G∗ only differ in R, each path of length at most λ between s
and t in G∗ contains at least one vertex from R. We show that degG (t) ≤ |FL | and hence
there is an s-t-cut of size at most β in G and thus I is a yes-instance. This contradicts the
assumption that I is a no-instance and hence finishes the proof that IL is equivalent to I.
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We start by giving some basic notation for the proof to come. We use sets of vertices that
p
have a certain distance from s in some subgraph H of G. To this end, we define XH
= {u ∈ V |
≤p
distH (s, u) = p} for each distance p. Analogously, we define XH = {u ∈ V | distH (s, u) ≤ p}
≥p
and XH
= {u ∈ V | distH (s, u) ≥ p}.
Let d = distG∗ (s, t) and let t0 be the vertex in P with maximum bt0 . Since P contains a
vertex from R, it holds that bt0 > ft and hence t0 ∈
/ NG (t). Since t0 is on a shortest s-t-path
≤d−2
∗
0
0
in G and t ∈
/ NG (t) it holds that t ∈ XG∗ . Now consider the set K of vertices that are part
≤d−3
of a shortest s-t0 -path in G∗ and that are neighbors of t in G. By construction K ⊆ XG
∗
and for each y ∈ [bt , ft ] there is a vertex v ∈ K with y ∈ [bv , fv ]. We next show that |FL | ≥
≤d−2
degG (t). To this end, consider any vertex u ∈ NG (t). If u ∈ XG
, then it holds
∗
≥d−1
that {u, t} ∈ FL . Otherwise we have u ∈ XG∗ . Observe that for each u ∈ NG (t) it holds by
definition that [bu , fu ] ∩ [bt , ft ] 6= ∅ and hence there is a vertex v ∈ K with {u, v} ∈ E.
Since distG∗ (s, u) ≥ d − 1 > d − 3 + 1 ≥ distG∗ (s, v) + 1 it holds that {u, v} ∈ FL .
≥d−1
As K ∩ XG
= ∅, it is then easy to verify that β = |FL | ≥ degG (t) and hence there
∗
is a trivial s-t-cut of size β in G that just removes all incident edges of t. This contradicts
the assumption that I is a no-instance and thus concludes the proof.
J
Using Lemma 11, we assume that there is no vertex v with fv < bs or bv > ft . We next
show that there always exists a solution in which the distance from s to vj is non-decreasing
in j. The proofs of the following results can be found in the full version [4].
I Lemma 12. Let G = (V, E) be a proper interval graph such that there is no vertex v
with ft < bv or bs > fv and let F be a set of edges. Let d be the distance from s to t
in (V, E \ F ). Then, there is a set F 0 of edges with |F 0 | ≤ |F | such that for G00 = (V, E \ F 0 )
it holds that distG00 (s, t) ≥ d and for each vi , vj ∈ V \ {s, t} with bvi < bvj it holds
that distG00 (s, vi ) ≤ distG00 (s, vj ).
Using this, we are now able to state a dynamic program to show that Length-Bounded
Cut can be solved in polynomial time on proper interval graphs. The dynamic program
stores for each vertex v and each possible distance d the minimal size of a cut that makes
each vertex u with bu ≥ bv have distance at least d from s.
I Theorem 13. Length-Bounded Cut can be solved in O(n3 · m) time if the input graph
is a proper interval graph.
Proof sketch. We assume that there is no s-t-cut of size at most β in the input graph G as
this case can easily be detected in O(n · m) time [11] and the answer for Length-Bounded
Cut is then always yes. This implies that degG (s), degG (t) > β. Furthermore, by Lemma 11
we can assume that there is no vertex v with fv < bs or bv > ft . By Lemma 12 we can
assume that we search for a solution in which for all vi , vj ∈ V \ {s, t} with bvi < bvj it
holds that dist(s, vi ) ≤ dist(s, vj ). Hence, we construct a table T which stores for each
vertex vi ∈ V \ {s, t} and each possible distance d ∈ {2, . . . , λ} the minimum number of
edges that have to be deleted from G − {t} to ensure that all vertices vj ∈ V \ {s, t}
with bvj ≥ bvi have distance at least d from s, and furthermore, dist(s, vk ) ≤ dist(s, v` )
holds for all k ≤ ` ≤ i. Observe that dist(s, s) = 0 in any graph and since we are looking
for a solution in which dist(s, t) > λ, we search for a solution in which all neighbors u
of t satisfy dist(s, u) ≥ λ. In the last step we then try all neighbors of t to be the last
vertex before t in a shortest s-t-path to find an optimal solution. To avoid confusion
recall that all vertices except for s and t are labeled by v1 , v2 , . . . , vn−2 . We initialize T
by setting T [vi , 2] = |{vj | bvj ≤ fs ∧ j ≥ i}| for all vi with bvi ≤ fs and T [v` , 2] = 0 for
all vertices v` that are not adjacent to s as any non-neighbor w of s has distance at least
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two from s, and bw > fs . We further initialize T [v1 , d] = deg(s) for all d ≥ 3. We also
store for each table entry T [vi , d] with d ≥ 2 in a second table S[vi , d] the vertex vj with
maximum bvj -value such that all edges {v` , vr } with ` < j and r ≥ i are contained in a
minimal cut (a set of edges to delete from G) guaranteeing that each vertex vr0 with r0 ≥ i
has distance at least d from s. We initialize S[vi , 2] = 1 for all vi and S[v1 , d] = 1 for all d > 2
as we only delete edges incident to s in these cases. For increasing values of d, we iterate
over all vertices vi ∈ V \ {s, t, v1 } in order of bvi and compute
T [vi , d] = min{T [vj , d − 1] + C[S[vj , d − 1], vj , vi ]}, and
j≤i

S[vi , d] = argmin{T [vj , d − 1] + C[S[vj , d − 1], vj , vi ]},
j≤i

where C[vh , vi , vj ] is a function that represents, for each triple (vh , vi , vj ) with h < i < j of
vertices, the size of a minimal cut (the number of edges to delete from G) to ensure that
there is no edge between a vertex v` with h ≤ ` < i and a vertex vr with r ≥ j. For technical
reasons, we exclude s here and hence the formal definition is
C[vh , vi , vj ] = |{{v` , vr } ∈ E | h ≤ ` < i ∧ r ≥ j ∧ v` 6= s 6= vr }| .
The vertex vh will only be used to avoid double counting. The correctness and running time
of the algorithm is proven in the full version [4].
J

5

Conclusion

In this paper, we studied Length-Bounded Cut with respect to feedback vertex number,
the combined parameter pathwidth plus maximum degree and the special case when the input
graph is a proper interval graph. We showed that it is W[1]-hard with respect to the feedback
vertex number and polynomial-time solvable on proper interval graphs. The latter confirms a
conjecture by Bazgan et al. [3] and both fill-in gaps in their hierarchies for Length-Bounded
Cut from a parameterized respectively graph-classes point of view. Natural next steps
include the remaining open questions in these hierarchies. In particular, interval graphs are
the last remaining graph class in their graph-class hierarchy for Length-Bounded Cut.
We conjecture that it should be possible to extend Theorem 13 to also work on interval
graphs. Lastly, we showed that Length-Bounded Cut is W[1]-hard with respect to the
combined parameter pathwidth and maximum degree. This combines two results by Dvořák
and Knop [9] and Bazgan et al. [3]. It strengthens the former, which states that the problem
is W[1]-hard with respect to the parameter pathwidth, and complements the latter, which
shows that the problem is in XP for the parameter maximum degree. The question whether
it is FPT or W[1]-hard for the parameter maximum degree was left open by Bazgan et al. [3].
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Abstract
Given a graph G and an integer k, a token addition and removal (TAR for short) reconfiguration
sequence between two dominating sets Ds and Dt of size at most k is a sequence S = hD0 =
Ds , D1 . . . , D` = Dt i of dominating sets of G such that any two consecutive dominating sets differ
by the addition or deletion of one vertex, and no dominating set has size bigger than k.
We first improve a result of Haas and Seyffarth [4], by showing that if k = Γ(G) + α(G) − 1
(where Γ(G) is the maximum size of a minimal dominating set and α(G) the maximum size of
an independent set), then there exists a linear TAR reconfiguration sequence between any pair of
dominating sets.
We then improve these results on several graph classes by showing that the same holds for
√
K` -minor free graph as long as k ≥ Γ(G) + O(` log `) and for planar graphs whenever k ≥ Γ(G) + 3.
Finally, we show that if k = Γ(G) + tw(G) + 1, then there also exists a linear transformation between
any pair of dominating sets.
2012 ACM Subject Classification Mathematics of computing → Graph algorithms
Keywords and phrases reconfiguration, dominating sets, addition removal, connectivity, diameter,
minor, treewidth
Digital Object Identifier 10.4230/LIPIcs.ISAAC.2020.37
Funding This work was supported by ANR project GrR (ANR-18-CE40-0032).

1

Introduction

General introduction. Reconfiguration problems model dynamic situations where we are
given an instance I of a combinatorial search problem Π and we want to find a step-by-step
transformation between feasible solutions of I such that each intermediate solution satisfies
the two following properties (i) it is also a feasible solution of I; and (ii) it is obtained from
the previous one by applying a specified (and unique) rule, called a reconfiguration rule. Such
a transformation between two solutions Ss and St of I is called a reconfiguration sequence
between Ss and St , and is denoted by hS0 = Ss , S1 , S2 , . . . , S` = St i. A reconfiguration
sequence does not always exist and some solutions may even be frozen, meaning that they
cannot be modified at all. Ito et al. [6] initiated a systematic study of the complexity of
reconfiguration problems. For a more complete overview of the field, the reader is referred to
the surveys of Van den Heuvel [16], Nishimura [13], or Mynhardt and Nasserasr [11].
It is often interesting to study reconfiguration problems by looking at the reconfiguration
graph. The vertices of the reconfiguration graph are the feasible solutions of the instance I
of the problem Π, and two vertices (solutions of I) are adjacent if and only if one solution
© Nicolas Bousquet, Alice Joffard, and Paul Ouvrard;
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D0 = Ds

D1

D2

D3

D4 = Dt

Figure 1 Reconfiguration sequence between two dominating sets Ds and Dt under the TAR(5)
rule; the dominating sets are depicted by the set of black vertices.

can be obtained from the other by applying the specified reconfiguration rule. In this paper,
we focus on the reconfiguration of dominating sets. A dominating set is a subset D of
vertices such that each vertex is in D or has at least one neighbor in D. One can represent
a dominating set as a set of tokens, where exactly one token is placed on each vertex that
is part of the dominating set. Then, one needs to define an operation that allows us to
transform a dominating set into another one. In the literature, three kinds of operations
have mainly been studied: Token Sliding (at each step, one can slide exactly one token along
an edge), Token Jumping (at each step, one can move exactly one token to any vertex which
does not already contain a token), or Token Addition and Removal (at each step, one can
add exactly one token or remove exactly one token). One can observe that, for the first
two rules, the size of each solution remains the same all along the transformation while it is
modified at each step in the token addition and removal operation. In this paper, we only
consider the token addition and removal rule, denoted by TAR for short.
Dominating set reconfiguration. One can indeed always transform a solution Ss into
another one St if we do not bound the maximum size of the intermediate solutions: we
first add one by one all the vertices in St \ Ss to Ss , and then remove each vertex in Ss \ St .
If tokens are agents or equipment, there is not necessarily enough agents to perform this
transformation. The problem becomes much harder when we have a threshold on the size of
each solution we cannot exceed.
Let G = (V, E) be a graph, and k be an integer. The k-reconfiguration graph (also known
as k-dominating graph) is a graph Rk (G) whose vertices are the dominating sets of G of
size at most k, and two dominating sets D1 and D2 are adjacent if and only if the size of
their symmetric difference |D1 4 D2 | is equal to one. In other words, D2 can be obtained
from D1 by removing or adding exactly one token. Hence, there exists a reconfiguration
sequence between two dominating sets Ds and Dt both of size at most k under the TAR rule
with threshold k (denoted by TAR(k) rule for short) if and only if there is a path in Rk (G)
between Ds and Dt .
Let G be a graph. We denote by Γ(G) the maximum size of a dominating set which is minimal by inclusion. Determining upper bounds on k that guarantee that the k-reconfiguration
graph Rk (G) is connected has received a lot of attention. Haas and Seyffarth proved in [3]
that being reconfigurable is not a monotone property, which means that if Rk (G) is connected
then Rk+1 (G) is not necessarily connected. Indeed, let us denote by K1,n the star graph on
n + 1 vertices, and note that Γ(K1,n ) = n. They observed that, for every n ≥ 3, Rk (K1,n )
is connected if 1 ≤ k ≤ n − 1. But Rn (K1,n ) is not connected since the dominating set of
size n which contains all the degree-one vertices is frozen, i.e. it is an isolated vertex in
Rn (K1,n ). They then asked what is the smallest integer d0 such that Rk (G) is connected,
for any k ≥ d0 . They proved the following:
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I Lemma 1 ([3]). Let G be a graph. If k > Γ(G) and Rk (G) is connected, then Rk+1 (G) is
connected.
Moreover, they proved that if G has at least two independent edges, then d0 ≤ min{n −
1, Γ(G) + γ(G)}, γ(G) being the size of a minimum dominating set of G. They also showed
that this value can be lowered to Γ(G) + 1 if G is bipartite or a chordal graph. This result is
tight since K1,n is bipartite and chordal and Rk (K1,n ) is not connected. They asked if this
result can be generalized to any graph. Suzuki et al. [14] answered negatively this question by
constructing an infinite family of graphs for which RΓ(G)+1 (G) is not connected. Mynhardt
et al. [12] improved this result by constructing two infinite families of graphs:
the first construction provides graphs with arbitrary Γ ≥ 3, arbitrary domination number
in the range 2 ≤ γ ≤ Γ such that d0 = Γ + γ − 1
the second one gives graphs with arbitrary Γ ≥ 3, arbitrary domination number in the
range 1 ≤ γ ≤ Γ − 1 for which d0 = Γ + γ. For γ ≥ 2, this is the first construction of
graphs with d0 = Γ + γ.
On the positive side, Haas and Seyffarth [4] proved that if k = Γ(G) + α(G) − 1 (where
α(G) is the size of a maximum independent set of G), then Rk (G) is connected. To
obtain this result, they proved that all the independent dominating sets of G are in the
same connected component of RΓ(G)+1 (G). Recall that if G has at least two independent
edges, then d0 ≤ min{n − 1, Γ + γ(G)}. It implies that the aforementioned value of d0
obtained by Mynhardt et al. in [12] is the best we can hope for in the general case since
d0 ≤ min{Γ(G) + γ(G), 2Γ(G) − 1} holds for any graph G.
Haddadan et al. [5] studied the algorithmic complexity of the problem. They proved that,
given a graph G, two dominating sets Ds and Dt of G and an integer k ≥ max{|Ds |, |Dt |}, it
is PSPACE-complete to decide whether there exists a path in Rk (G) between Ds and Dt .
Actually, this problem remains PSPACE-complete even restricted to bipartite graphs or split
graphs. On the other hand, they proved that this problem can be decided in linear time if
the input graph is a tree, an interval graph or a cograph.
Mouawad et al. [10] studied the problem from a parameterized point of view. They
proved that this problem is W[2]-hard parameterized by k + `, where k is the threshold and
` the size of the desired reconfiguration sequence. On the positive side, Lokshtanov et al. [8]
gave an FPT algorithm parameterized by k for graphs excluding Kd,d as a subgraph, for any
constant d. Finally, Blanché et al. [1] studied the complexity and parameterized complexity
of an optimization variant originally introduced by Ito et al. [7] for the independent set
reconfiguration problem.
Our contribution. Let G = (V, E) be a graph on n vertices. In Section 3, we show that if
k = Γ(G) + α(G) − 1, then Rk (G) has linear diameter, improving a previous result of Haas
and Seyffarth [4] which only proved that Rk (G) is connected but did not give any bound
on the diameter1 . Note that the proof is algorithmic, and outputs such a transformation in
polynomial time. It contrasts in particular with a result of Suzuki et al. [14] who provided
an infinite family of graphs Gn of linear size for which Rγ+1 (G) has diameter Ω(2n ).
In Section 4, we give some threshold that guarantee that Rk (G) is connected and has
linear diameter for some “minor sparse classes”2 . In particular, we prove that Rk (G) is
√
connected and has linear diameter for K` -minor free graphs as long as k ≥ Γ(G) + O(` log `).
1
2

Their induction based proof does not provide a linear diameter.
For a formal definition, we refer the reader to Section 4.
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B0 c10 , c20 , c30 , u0

B11 c10 , c20 , c30 , c11

c10 , c20 , c30 , c12 B21

B12 c20 , c30 , c11 , c21

c20 , c30 , c12 , c22 B22

B13 c30 , c11 , c21 , c31

c30 , c12 , c22 , c32 B23

Figure 2 Tree decomposition of G3,2 of width tw(G3,2 ).

In the particular case of planar graphs, it actually holds as long as k ≥ Γ(G) + 3. The proof
is algorithmic, and provides linear transformations in polynomial time. We know that there
exist planar graphs for which k ≥ Γ(G) + 2 is necessary [14]. We conjecture the following:
I Conjecture 1. For every planar graph G, RΓ(G)+2 (G) is connected.
For K` -minor free graphs, the gap between the lower and upper bound is not completely
closed since the only lower bound we know is Γ(G) + ` − 4, which is the lower bound for
graphs of treewidth at most ` − 2 which will be discussed in the next paragraph (graphs of
treewidth at most ` − 2 are K` -minor free). Our argument for K` -minor free graphs is based
√
on their average degree, and then we cannot improve the term Γ(G) + O(` log `) with our
proof technique.
Finally, in Section 5 we give a sharper upper bound for bounded treewidth graphs.
We prove that Rk (G) is connected for k = Γ(G) + tw(G) + 1, and has linear diameter.
Again our results are algorithmic as long as the tree decomposition is given. Since a tree3
decomposition of width k can be found in time 2O(k ) · n [2], our results provide an FPT
algorithm parameterized by the treewidth that outputs a linear transformation between any
two dominating sets as long as k ≥ Γ(G) + tw(G) + 1.
We claim that this bound is tight up to an additive constant factor. Mynhardt et al. [12]
constructed an infinite family of graphs G`,r (with ` ≥ 3 and 1 ≤ r ≤ ` − 1) for which
2Γ(G) − 1 tokens are necessary to guarantee the connectivity of the reconfiguration graph.
Let us describe their construction when r = ` − 1. The graph G`,`−1 contains ` − 1 cliques
C1 , C2 , . . . , C`−1 called inner cliques, each of size `. We denote by cji the j-th vertex of the
clique Ci . We then add a new clique C0 of size `, called the outer clique and we add a new
vertex u0 adjacent to all the vertices of C0 (hence, C0 can be seen as a clique of size ` + 1).
For every 1 ≤ i ≤ ` − 1 and for every 1 ≤ j ≤ `, we add an edge between cji and cj0 . This
completes the construction of G`,`−1 (see Figure 3 for an example).
Let us prove that G`,`−1 has treewidth ` and pathwidth at most 2` − 1.
B Claim 2. The graph G`,`−1 has treewidth `.
Proof. First, observe that tw(G`,`−1 ) ≥ ` since G[C0 ∪ {u0 }] is a clique of size ` + 1.
Let us now give a tree decomposition of G`,`−1 of width `. We first create a “central”
bag B0 containing all the vertices of C0 and the vertex u0 . For each inner clique Ci
with 1 ≤ i ≤ ` − 1, we attach to B0 a path Bi1 Bi2 · · · Bi` where Bij contains the vertices
Sj−1
Sj
(C0 \ k=0 ck0 ) ∪ k=1 cki (see Figure 2 for an example). Observe that for any 1 ≤ i ≤ ` − 1,
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c21
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c32

c20
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C0

Figure 3 The graph G3,2 .

the bag Bi` contains all the vertices of Ci . And the bag Bij contains both cj0 and cji . Hence,
each edge is contained in at least one bag. For every 1 ≤ j ≤ `, the vertex cj0 is contained in
S`−1 Sj
the bags B0 ∪ i=1 k=1 Bik . And for every 1 ≤ i ≤ ` − 1 and every 1 ≤ j ≤ `, the vertex
cji is contained in Bi1 , Bi2 , . . . , Bij . It follows that for every vertex u ∈ V (G`,`−1 ) the set of
bag containing u induces a connected subtree. Finally, one can easily check that each bag
contains exactly ` + 1 vertices. Hence, this decomposition indeed is a tree decomposition of
G`,`−1 of width ` and the conclusions follows.
C
B Claim 3. The pathwidth of G`,`−1 is at most 2` − 1.
Proof. We give a path decomposition of width at most 2` of G`,`−1 . We first create a bag
B0 which contains C0 ∪ {u0 }. For every 1 ≤ i ≤ ` − 1, we create a bag Bi = C0 ∪ Ci such
that B1 B2 . . . B`−1 induces a path. One can easily check that it is a path decomposition of
width 2` − 1 of G`,`−1 .
C
Mynhardt et al. [12] showed that Γ(G`,`−1 ) = `. They moreover show that R2`−2 (G`,`−1 )
is not connected. So RΓ(G)+tw(G)−2 is not necessarily connected. So our function of the
treewidth is tight up to an additive constant factor. Recall that the pathwidth of G`,`−1
is at most 2` − 1. However, it is not clear if and how we can obtain a better upper
bound for bounded pathwidth graphs. To sum up Rk (G) is not necessarily connected if
k < Γ(G) + pw(G)/2 + O(1) and is connected if k > Γ(G) + pw(G) + 1. We were not able to
close this gap and left it as an open problem.

2

Preliminaries

All along the paper, every graph we consider is finite and simple. Let G = (V, E) be a graph.
When there is no ambiguity on the graph G, V denotes the vertex set of G, E its set of
edges, n its order and m its size.
Given a subset of vertices S ⊆ V , we denote by G[S] the subgraph of G induced by S.
More precisely, the vertex set of G[S] is S, and its edge set is the subset of edges of G with
both endpoints in S.
An edge contraction is an operation which removes an edge from a graph while simultaneously merging the two vertices it used to connect (the resulting new vertex is adjacent to a
vertex v if and only if at least one endpoint of the edge was incident to v). A graph H is a
minor of G if a graph isomorphic to H can be obtained from G by contracting some edges,
deleting some edges, and deleting some isolated vertices.
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Given a vertex v ∈ V , N (v) denotes the neighborhood of v, i.e. the set {u ∈ V | uv ∈ E}.
We denote by N [v] the closed neighborhood of v, that is the set N (v) ∪ {v}.
A dominating set D of G is a subset of V such that for any v ∈ V , v ∈ D or there exists
u ∈ D such that uv ∈ E. An inclusion-wise minimal dominating set of G is a dominating
set D of G such that for any v ∈ D, D \ v is not a dominating set of G. A minimum
dominating set of G is a dominating set D of G such that |D| is minimal with this property.
The maximum size of a minimal dominating set of G is denoted by Γ(G). We say that a set
X ⊆ V dominates another set Y ⊆ V if for any v ∈ Y , there exists u ∈ X such that uv ∈ E.
An independent set (or stable set) of G is a subset S ⊆ V of pairwise non-adjacent vertices,
i.e. for any pair of vertices u, v ∈ S, uv 6∈ E. An inclusion-wise maximal independent set S
is an independent set such that for any v ∈ V \ S, there exists u ∈ N (v) such that u ∈ S.
A maximum independent set of G is an independent set S such that |S| is maximal. We
denote by α(G) the independence number of G, that is the size of a maximum independent
set. Computing a maximum independent set of a given graph G is a classical NP-complete
problem, while computing a maximal one can trivially be done in linear time by a greedy
algorithm. Moreover, given an independent set S 0 which is not maximal, one can greedily
complete S 0 into a maximal independent set S such that S 0 ⊆ S. In particular, if there exist
two vertices u and v such that uv 6∈ E, then there exists a maximal independent set of G
which contains both u and v. Obviously, this is also true when S 0 is reduced to a single
vertex. We will use this fact in the proof of Theorem 6, as well as the following well-known
observation:
I Observation 4. Let G = (V, E) be a graph, and S ⊆ V be an inclusion-wise maximal
independent set of G. Then, S is an inclusion-wise minimal dominating set.
Proof. Let u ∈ V be a vertex. If u ∈ S, u is dominated by itself. Otherwise, there exists
v ∈ N (u) ∩ S since S is maximal. Hence, u is dominated by v. Moreover, by definition of an
independent set, we have N (S \ u) does not contain u for every vertex u ∈ S. Therefore, u is
not dominated in S \ {u} and thus S is a minimal dominating set of G.
J
Note that Observation 4 implies that any inclusion-wise maximal independent set S
of G satisfies |S| ≤ α(G) ≤ Γ(G). In the remaining, we often refer to inclusion-wise
minimal dominating sets (respectively inclusion-wise maximal independent sets) as minimal
dominating sets (respectively maximal independent sets) by abuse of language.
A tree is a connected graph that contains no cycle. Given a graph G = (V, E), a tree
decomposition of G is a pair (X, T ) where X is a set of subsets of V called bags and T is a
tree whose vertices are the bags of X, and that satisfies:
For any vertex v ∈ V , v belongs to at least one bag of X
For any edge uv ∈ E, there exists a bag that contains both u and v
For any vertex v ∈ V , the set of bags containing v forms a subtree of T .
The minimum, over all the possible tree decompositions of G, of the maximum size of a
bag, to which we subtract 1, is called the treewidth of G and is denoted by tw(G). A path
decomposition is a tree decomposition such that T is a path. The minimum, over all the path
decompositions of G, of the maximum size of a bag minus 1 is the pathwidth of G, denoted
by pw(G).

3

General upper bound

Let G be a graph. All along the section k = Γ(G) + α(G) − 1. Haas and Seyffarth showed
that Rk (G) is connected [4]. However, they do not state explicitly the diameter of the
reconfiguration graph and their induction based proof does not give a linear diameter. We
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propose a new proof of the same result that moreover implies that the reconfiguration graph
has linear diameter. Note that our proof is constructive and provides an algorithm that
constructs a path between two given dominating sets of size at most k of G.
I Observation 5. Let D be a minimal dominating set of G, and let S be a maximal
independent set of G such that D ∩ S 6= ∅. If k = Γ(G) + α(G) − 1, then there exists a
TAR(k)-reconfiguration sequence between D and S of length at most |D| + α(G) − 2.
Proof. Recall that since S is a maximal independent set, |S| ≤ α(G) ≤ Γ(G). We first add
to D each vertex in S \ D one by one. Note that there are at most α(G) − 1 such vertices.
We thus obtain the set D0 = D ∪ S. We then remove one by one each vertex in D \ S. There
are at most |D| − 1 such vertices since S ∩ D 6= ∅. Each intermediate solution is indeed a
dominating set since it either contains D or S which are both dominating sets. Moreover,
each solution is of size at most |D0 | ≤ |D| + |S| − 1 ≤ k.
J
I Theorem 6. Let G = (V, E) be a graph on n vertices. If k = Γ(G) + α(G) − 1 then Rk (G)
has diameter at most 10n.
Proof. Let D1 and D2 be two dominating sets, both of size at most k. Free to remove at
most 2 · (Γ(G) + α(G) − 2) vertices in total, one can assume without loss of generality that
D1 and D2 are both inclusion-wise minimal dominating sets of G. Hence |D1 | ≤ Γ(G) and
|D2 | ≤ Γ(G). We outline a path between D1 and D2 in Rk (G). The next claim deals with
the case where D1 and D2 have a non-empty intersection.
B Claim 7. If D1 ∩ D2 6= ∅ then there exists a reconfiguration sequence from D1 to D2 of
length at most 2 · (α(G) + Γ(G) − 2).
Proof. Let x be a vertex that belongs to both D1 and D2 . One first constructs greedily (and
thus in polynomial-time) a maximal independent set S of G which contains x (which is then
of size at most α(G)). By Observation 5, one can transform D1 into S under the TAR(k)
rule. And the length of the reconfiguration sequence is at most Γ(G) + α(G) − 2. Similarly,
there exists a reconfiguration sequence of length at most Γ(G) + α(G) − 2 from D2 to S. By
combining these two transformations, we obtain a reconfiguration sequence between D1 and
D2 of length at most 2 · (α(G) + Γ(G) − 2), as desired.
C
In the remainder of this proof, we assume that D1 ∩ D2 = ∅ otherwise we can directly
conclude the proof by Claim 7. If there exist ui ∈ D1 and vj ∈ D2 such that the set
D0 = (D1 \ {ui }) ∪ {vj } is a dominating set of G, then we can conclude the proof by
Claim 7 since D0 ∩ D2 6= ∅ and D0 can be obtained from D1 in two steps. Suppose now that
D0 = (D1 \ {ui }) ∪ {vj } is not a dominating set of G. This means that ui is adjacent to a
vertex x with no neighbors in (D1 \ {ui }) ∪ {vj }. Hence, there exists a maximal independent
set S1 of G which contains both x and a vertex uk ∈ D1 \ {ui }. Similarly, there exists a
maximal independent set S2 which contains both x and vj . By Observation 5, there exists a
reconfiguration sequence of length at most Γ(G) + α(G) − 2 between S1 (respectively S2 )
and D1 (respectively D2 ) under the TAR(k) rule. Finally, since S1 and S2 intersect, we can
again use Observation 5 that ensures that there exists a transformation from S1 to S2 of
length at most 2α(G) − 2.
Hence, we obtain a TAR(k)-reconfiguration sequence from D1 to D2 of length at most
4 · (Γ(G) + α(G) − 2) + 2 · (α(G) − 1) < 10n.
J
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bi,1

bi,2

xi,1

aj

bi,3

xi,2

ai

...

xi,3

...

B\A

...

A\B

Figure 4 The set Bi . The dotted lines represent the non-edges, and the zigzags represent the
edges that are contracted in G0 .

4

H-minor free graphs

In this section, we will prove some better bounds on k for minor-free graphs. We say that a
graph is d-minor sparse if all its bipartite minors have average degree less than d. Note that
it is equivalent to say that the ratio between the number of edges and the number of vertices
of any bipartite minor of G is strictly less than d2 .
I Lemma 8. Let G be a d-minor sparse graph. Let A and B be two dominating sets of
G such that |A| = |B| and |B \ A| ≥ d. Then, there exists a vertex a ∈ A \ B and a set
S ⊂ B \ A with |S| = d − 1 such that (A ∪ S) \ {a} is a dominating set of G.
Proof. We prove it by contradiction. For every ai ∈ A \ B, let Si,1 be a subset of B \ A of
size d − 1. Let xi,1 be a vertex that is only dominated by ai in A and not dominated by Si,1
in B (such a vertex must exist otherwise the conclusion follows). Note that this vertex can
be a vertex of A, a vertex of B, a vertex of both or a vertex of neither. Let bi,1 be a vertex of
(B \ A) \ Si,1 that dominates xi,1 . In particular, if xi,1 ∈ B \ A, then we take bi,1 = xi,1 . This
vertex exists since B is a dominating set and xi,1 is only dominated by ai in A. Now, for
every 2 ≤ j ≤ d, we define recursively Si,j , bi,j and xi,j as follows. The set Si,j is a subset of
size d − 1 of B \ A containing {bi,1 , . . . , bi,j−1 }. We let xi,j be a vertex only dominated by ai
in A that is not dominated by Si,j in B, and bi,j be a vertex of (B \ A) \ Si,j that dominates
xi,j . In particular, if xi,j ∈ B \ A, then we take bi,j = xi,j . Note that, for every j, since xi,j
is incident to bi,j and not to Si,j , bi,j ∈
/ {bi,1 , . . . , bi,j−1 }. In particular, Bi := {bi,1 , . . . , bi,d }
has size exactly d. Note that Bi ⊆ B \ A. The construction of the set Bi is illustrated in
Figure 4.
Let us construct a minor G0 of G of density at least d. In this minor, every vertex ai in
A \ B will be adjacent to every vertex of Bi . To that end, for every ai ∈ A \ B, we contract
the edges ai xi,j for any j such that xi,j 6∈ B \ A and xi,j 6∈ A \ B. If xi,j ∈ A \ B, then
xi,j = ai and ai is already adjacent to bi,j , so no contraction is needed. If xi,j ∈ B \ A, then
by construction xi,j = bi,j and no contraction is needed. By abuse of notations, we still
denote by ai the vertex resulting from the contractions involving ai . Note that the vertices
xi,j are pairwise disjoint. If xi,j = xi0 ,j 0 then, since xi,j is only dominated by ai and xi0 ,j 0
by a0i , we must have ai = a0i . And by construction in the previous paragraph, xi,j 6= xi,j 0
if j 6= j 0 . So the contractions above are well defined. Moreover, the size of A \ B is left
unchanged. Similarly the size of B \ A is not modified. We finally remove from the graph
any vertex which is not in (A \ B) ∪ (B \ A), and any edge internal to A \ B or to B \ A.
The resulting graph G0 is a minor of G and is bipartite.
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For every i and every vertex v in Bi , there exists a j such that v is adjacent to xi,j or
ai in G. Thus, ai is adjacent to every vertex of Bi in G0 . Therefore, for any ai ∈ A \ B,
ai has degree at least d in G0 . Thus, there are at least d · |A \ B| edges in G0 . Since G0
has |A \ B| + |B \ A| = 2|A \ B| vertices, it contradicts the fact that G is a d-minor sparse
graph.
J
I Lemma 9. Let G be a d-minor sparse graph. If k = Γ(G) + d − 1, then Rk (G) is connected
and the diameter of Rk (G) is at most 2Γ(G) · (d − 1) + 2 · max(Γ(G) − 1, d − 1).
Proof. Let Ds and Dt be two dominating sets of G of size at most k. Since Γ(G) is the
maximum size of a dominating set minimal by inclusion, we can add or remove vertices from
Ds and Dt so that Ds and Dt both have size exactly Γ(G), while still remaining dominating
sets. To do so, we need to remove or add at most 2 · max(Γ(G) − 1, d − 1) vertices in total.
So from now on, we assume that |Ds | = |Dt | = Γ(G). Let us show that there is a path from
Ds to Dt in Rk (G) of length at most 2|Dt \ Ds | · (d − 1). Since |Dt \ Ds | ≤ Γ(G), and by
taking into account the at most 2 · max(Γ(G) − 1, d − 1) vertices initially added or removed,
this will give the desired result. We proceed by induction on |Dt \ Ds |.
If |Dt \ Ds | ≤ d − 1 then, since |Ds | = Γ(G), we have |Ds ∪ Dt | ≤ Γ(G) + d − 1. Thus, we
can simply add all the vertices of Dt \ Ds to Ds and then remove the vertices of Ds \ Dt . We
thus obtain a path from Ds to Dt in Rk (G) of length at most 2d − 2 ≤ 2|Dt \ Ds | · (d − 1).
Assume now that |Dt \ Ds | ≥ d. By Lemma 8, there exists a vertex v ∈ Ds \ Dt and a
set S ⊂ Dt \ Ds with |S| = d − 1 such that Ds0 := (Ds ∪ S) \ {v} is a dominating set of G.
Let Ds00 be any dominating set of size exactly Γ(G) obtained by removing vertices of Ds0 , i.e.
such that Ds00 ⊆ Ds0 . Since |S| = d − 1 and |Ds | = Γ(G), the transformation that consists in
adding every vertex of S to Ds and then removing v and every vertex of Ds0 \ Ds00 is a path
from Ds to Ds00 in Rk (G). Moreover, |Ds0 | = Γ(G) + d − 2. Thus, this path has length 2d − 2.
We have Ds0 := (Ds ∪ S) \ {v} where v ∈ Ds \ Dt and S ⊂ Dt \ Ds with |S| = d − 1.
Thus, |Dt \ Ds0 | = |Dt \ Ds | − d + 1. Since Ds00 ⊆ Ds0 and |Ds0 \ Ds00 | ≤ d − 2, it gives
|Dt \ Ds00 | ≤ |Dt \ Ds | − 1. By the induction hypothesis, there exists a path from Ds00 to Dt in
Rk (G) of length at most |Dt \ Ds00 | · (2d − 2). The concatenation of the two paths gives a path
from Ds to Dt in Rk (G) of length at most 2|Dt \ Ds | · (d − 1). This concludes the proof. J
Let us now state two immediate corollaries of Lemma 9:
I Corollary 10. Let G be a graph. Then, we have the following:
if G is planar, then Rk (G) is connected and has linear diameter for every k ≥ Γ(G) + 3.
if G is K` -minor free, then there exists a constant
C such that Rk (G) is connected and
p
has linear diameter for every k ≥ Γ(G) + C` log2 `.
Proof. Every minor of a planar graph is planar. Moreover every bipartite planar graph has
at most 2n − 4 edges. Thus every planar graph is a 4-minor sparse graph and the first point
follows from Lemma 9.
A result of Thomason [15] (improving a result of
pMader [9]) ensures that the average
degree of a K` -minor free graph is at most 0.265 · ` log2 `(1 + o(1)). In particular, there
exists a constant C such p
that, for every ` and every
K` -minor free graph G, the average
p
degree of G is at most C` log2 `. Thus G is C` log2 `-minor sparse and the second point
follows from Lemma 9.
J
We were not able to find an example where Γ(G) + 3 is needed for planar graphs. We
also know that Γ(G) + 1 is not enough. Indeed, Suzuki et al [14] gave an example of a planar
graph G for which RΓ(G)+1 (G) is disconnected. The graph G is given in Figure 5.
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Figure 5 The planar graph G such that RΓ(G)+1 is not connected.

It is easily seen that Γ(G) = 3. Moreover, if we consider the dominating set in white, in
order to remove a vertex, we must add the two black vertices it is adjacent to, thus reaching
a dominating set of size Γ(G) + 2. We leave the question whether Rk (G) is connected if G is
planar and k ≥ Γ(G) + 2 as an open problem (see Conjecture 1).

5

Bounded treewidth graphs

I Theorem 11. Let G = (V, E) be a graph. If k = Γ(G) + tw(G) + 1, then Rk (G) is
connected. Moreover, the diameter of Rk (G) is at most 4(n + 1) · (tw(G) + 1).
Proof. Let (X, T ) be a tree decomposition of G such that the maximum size of a bag of X is
tw(G) + 1. Let b = |X|. We root the tree T in an arbitrary bag, then set X := {X1 , . . . , Xb },
where for any Xi , Xj such that Xi is a child of Xj , we have i < j. In other words, X1 , . . . , Xb
is an elimination ordering of the (rooted) tree T where at each step we remove a leaf of the
remaining tree. We say that a bag Xi is a descendant of Xj if Xj is on the unique path from
the root to Xi (in other words, Xi belongs to the subtree rooted in Xj in T ). Note that, free
to contract edges if a bag is included in another, we can assume b ≤ n. We denote by Vi the
set of vertices that do not appear in the set of bags ∪bj=i+1 Xj . We set V0 := ∅.
Let Ds and Dt be two dominating sets. Free to first remove vertices from Ds and Dt if
possible (which can be done in at most 2(tw(G) + 1) operations in total), we can assume that
Ds and Dt have size at most Γ(G). Let D be a minimum dominating set of G. Instead of
proving directly that there exists a reconfiguration sequence from Ds to Dt , we will prove that
that there exists a reconfiguration sequence from Ds to D and from Dt to D of length at most
2n · (tw(G) + 1) each. Since the reverse of a reconfiguration sequence also is reconfiguration
sequence, that will give a reconfiguration sequence of the desired length. So the rest of the
proof is devoted to prove the following:
I Lemma 12. Let G = (V, E) be a graph and let Ds be a dominating set of G of size at most
Γ(G) and D be a minimum dominating set of G. If k = Γ(G) + tw(G) + 1, then there is a
reconfiguration sequence from Ds to D. Moreover, the length of this reconfiguration sequence
is at most 2n · (tw(G) + 1).
In order to prove Lemma 12, we prove that there exists a sequence hD1 := Ds , D2 , . . . , Db i
of dominating sets such that, for every j, Dj satisfies the following property P:
(i) Dj is a dominating set of G of size at most Γ(G),
(ii) For every j > 1, there exists a transformation sequence of length at most 2(tw(G) + 1)
from Dj−1 to Dj in Rk (G),
(iii) Dj ∩ Vj−1 ⊆ D. Recall that Vj−1 is the set of vertices that do not appear in the
set of bags ∪bq=j Xq so in other words, the vertices of Dj that only belong to bags in
X1 ∪ . . . ∪ Xj−1 are also in D.
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C
B ...

Xj
A

Xb

Figure 6 The tree decomposition of G, and the sets A, B and C. The circles represent the bags
of the tree decomposition. The vertices are represented by lines, or dots, that go throughout the
bags they belong to. The thick full lines represent the vertices of B, the dashed lines represent the
vertices of D, and the dotted lines represent the vertices of Dj . By the induction hypothesis, the
left vertices of Dj that do not belong to Xj belong to D.

So that will provide a reconfiguration sequence in Rk (G) from Ds to a dominating set Db
sufficiently close to D to ensure the existence of a transformation from Db to D of length at
most 2n · (tw(G) + 1). To prove the existence of the sequence, we use induction on j.
First note that since Ds is a dominating set of G of size at most Γ(G) and V0 is empty, Ds
satisfies property P. Let us now show that if Dj satisfies property P, then there exists a set
Dj+1 that satisfies property P. A vertex v is a left vertex (for Xj ) if v only appears in bags
that are descendant of Xj . Note that by definition, Xj is a descendant of itself. Otherwise,
we say that v is a right vertex. When no confusion is possible, we will omit the mention
of Xj .
B Claim 13. If a left vertex u (for Xj ) is adjacent to a right vertex v (for Xj ), then v ∈ Xj .
Proof. Since u and v are adjacent in G, there exists a bag Xi which contains both u and v.
Note that since u is a left vertex, Xi is a descendant of Xj . Besides, since v is a right vertex,
there exists a bag Xi0 that contains v and which is not a descendant of Xi . Since the set of
bags that contain v induces a connected tree, v must belong to each bag on the unique path
from Xi to Xi0 . In particular, v ∈ Xj .
C
To construct Dj+1 , we define several subsets of vertices (see Figure 6 for an illustration).
A is the set of left vertices of Xj ∩ (Dj \ D). In other words, A is the set of left vertices
of Xj that are in Dj but not in D.
B is the set of right vertices of Xj . In other words, B is the set of vertices of Xj that
also appear in a bag Xj 0 with j 0 > j.
C is the set of left vertices of D \ Dj . In other words, C is the set of vertices of D at the
left of Xj that are missing in Dj .
We partition again B into three parts:
B1 is the set of vertices of B \ D that are dominated by C
B2 = B ∩ Dj
B3 = B \ (B1 ∪ B2 ).
We set Dj0 = (Dj \ A) ∪ C ∪ B3 . Let us first prove that Dj0 is a dominating set of G.
B Claim 14. The set Dj0 is a dominating set of G.
Proof. Since Dj is a dominating set of G and Dj \ A ⊆ Dj0 , the only vertices that can be
undominated in Dj0 are the ones dominated only by vertices of A in Dj . Let Nr (A) (resp.
Nl (A)) be the right vertices (resp. left vertices) that are only dominated by A in Dj . Note
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that Nl (A) might contain vertices of A, while Nr (A) does not, since by definition the vertices
of A are left vertices. Let us show that all the vertices in Nr (A) ∪ Nl (A) are dominated
by Dj0 .
We start with Nr (A). Since the vertices of A are left vertices and the vertices of Nr (A)
are right vertices, by Claim 13, we have Nr (A) ⊆ Xj . Since the vertices in Nr (A) are right
vertices, we have Nr (A) ⊆ B. Moreover, since every vertex of Nr (A) is only dominated by A
in Dj but does not belong to A, it is not in Dj and thus not in B2 . Thus, the vertices of
Nr (A) either belong to B1 (and are by definition dominated by C), or they belong to B3 .
Therefore, Nr (A) is dominated by C ∪ B3 and thus by Dj0 .
Let us now focus on Nl (A). In D, Nl (A) is dominated by vertices that we partition into
two sets: the right vertices Y and the left vertices Z. We show that both Y and Z are
included in Dj0 , which implies that Dj0 dominates Nl (A). Since the vertices of Nl (A) are left
vertices and the vertices of Y are right vertices, Claim 13 gives Y ⊆ Xj . Thus, by definition,
Y ⊆ B. Moreover, the vertices of Y that belong to Dj do not belong to A as they are right
vertices, and thus belong to Dj \ A, and the vertices of Y that do not belong to Dj belong
by definition to B ∩ (D \ Dj ) ⊆ B3 . Thus, Y ⊆ (Dj \ A) ∪ B3 ⊆ Dj0 . Finally, the vertices of
Z either belong to Dj and thus by definition to Dj ∩ D ⊆ Dj \ A, or they do not belong to
Dj and by definition they thus belong to C. Therefore, Z ⊆ (Dj \ A) ∪ C ⊆ Dj0 . Therefore,
Nl (A) is dominated by Dj0 , which concludes the proof of this claim.
C
Let us now prove the following:
B Claim 15. |Dj ∪ C ∪ B3 | ≤ Γ(G) + tw(G) + 1.
Proof. Let us first show that the set D0 := (D \ C) ∪ A ∪ B1 ∪ B2 is a dominating set of G. We
will then explain how to exploit this property to prove that |Dj ∪ C ∪ B3 | ≤ Γ(G) + tw(G) + 1.
Since D is a dominating set, the only vertices that can be undominated in (D \ C) ∪ A ∪
B1 ∪ B2 are vertices that are only dominated by C in D. Let Nr (C) (resp. Nl (C)) be the
subset of right (resp. left) vertices that are only dominated by C in D. Note that Nl (C)
might contain vertices of C and Nr (C) does not, since the vertices of C are left vertices. We
prove that Nr (C) and Nl (C) are dominated by D0 .
We first prove that the vertices of Nr (C) are dominated in D0 . Since C only contains left
vertices and Nr (C) only contains right vertices, Claim 13 ensures that Nr (C) ⊆ Xj . Thus,
by definition of B, Nr (C) ⊆ B. Since the vertices of Nr (C) are only dominated by C in D,
Nr (C) ⊆ B1 . Therefore (D \ C) ∪ A ∪ B1 ∪ B2 dominates Nr (C).
Let us now prove that Nl (C) is dominated in D0 . Every vertex v ∈ Nl (C) is dominated
in Dj by either a right vertex or a left vertex. Assume that v is dominated in Dj by a right
vertex w. Since v is a left vertex and w a right vertex, Claim 13 ensures that w ∈ Xj and
thus w ∈ B. Since w ∈ Dj , w ∈ B2 ⊆ D0 . Assume now that v is dominated in Dj by a left
vertex u. If u belongs to D, it is in D ∩ Dj ⊆ D \ C ⊆ D0 . So we can assume that u ∈
/ D. By
the induction hypothesis, Dj satisfies (iii) and since u ∈
/ D, the vertex u necessarily belongs
to Xj . So we finally have u ∈ A. Thus, u ∈ (D \ C) ∪ A ⊆ D0 . So Nl (C) is dominated in D0 .
And then D0 is a dominating set of G.
We can now show that |Dj ∪ C ∪ B3 | ≤ Γ(G) + tw(G) + 1. Since D is a minimum
dominating set of G and D0 = (D \ C) ∪ (A ∪ B1 ∪ B2 ) also is a dominating set of G, we
have |C| ≤ |A ∪ B1 ∪ B2 |. Thus, |C ∪ B3 | ≤ |A| + |B1 ∪ B2 | + |B3 |. But A, B1 ∪ B2 and B3
are pairwise disjoint subsets of Xj . Thus, |A| + |B1 ∪ B2 | + |B3 | ≤ |Xj | ≤ tw(G) + 1, and
|C ∪ B3 | ≤ tw(G) + 1. Since, by the induction hypothesis, Dj has size at most Γ(G), this
gives |Dj ∪ C ∪ B3 | ≤ Γ(G) + tw(G) + 1.
C
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We now have a reconfiguration sequence of length at most tw(G) + 1 from Dj to Dj0 by
simply adding all the vertices of C ∪ B3 and then removing all the vertices of A. All along the
sequence, the corresponding set is dominating. Indeed, it contains Dj during the first part
and Dj0 during the second one. One is dominating by assumption and the other is dominating
by Claim 14. By Claim 15, this reconfiguration sequence exists in RΓ(G)+tw(G)+1 (G).
The dominating set Dj+1 will be any dominating set of size at most Γ(G) obtained
from Dj0 by removing vertices, i.e. any dominating set Dj+1 satisfying Dj+1 ⊆ Dj0 and
|Dj+1 | = Γ(G), which necessarily exists by definition of Γ(G). This can be done in at most
tw(G) + 1 deletions. Thus, there exist a sequence in RΓ(G)+tw(G)+1 (G) from Dj to Dj+1 of
length at most 2(tw(G) + 1), and Dj+1 thus satisfies (i) and (ii). Let us now justify why
Dj+1 satisfies (iii).
Since Dj+1 is a subset of Dj0 , if (iii) holds for Dj0 it holds for Dj+1 . We have Dj0 =
(Dj \ A) ∪ C ∪ B3 . Since C ⊆ D, if a left vertex v (for Xj ) appears in Dj0 but not in D, it is
either in Dj \ A or in B3 . Since B3 only contains right vertices, it must be in Dj \ A. Since
A contains the left vertices of Xj ∩ (Dj \ D), it means that v should be in Vj−1 . But, by
the induction hypothesis, the vertices of Dj that belong to Vj−1 belong to D. So v does not
exist and Dj0 satisfies (iii). Thus, Dj+1 satisfies property P, and by induction, there exists a
set Db that satisfies property P. Moreover, since for any i such that 2 ≤ i ≤ b, there is a
path of length at most 2(tw(G) + 1) from Di−1 to Di in Rk (G), there is a transformation of
length at most 2(b − 1) · (tw(G) + 1) from Ds to Db in Rk (G).
To complete the construction of a path from Ds to D in Rk (G), we show that there exists
a transformation from Db to D in Rk (G) of length at most 2(tw(G) + 1). Let A0 = Db \ D,
and C 0 = D \ Db . We have D = (Db ∪ C 0 ) \ A0 . Let S10 be the reconfiguration sequence from
Db to Db ∪ C 0 which consists in adding one by one every vertex of C 0 . Since each of the
sets of S10 contains Db , they are all dominating sets of G. Note that S10 has length |C 0 |. Let
S20 be the reconfiguration sequence from Db ∪ C 0 to D which consists in removing one by
one each vertex of A0 . Since each of the sets of S20 contains D, they all are dominating sets.
Note that S20 has length |A0 |. Thus, applying S10 then S20 gives a reconfiguration sequence
from Db to D of length |C 0 | + |A0 |. Moreover, the maximum size of a dominating set reached
in this sequence is |Db ∪ C 0 |. Let us show that |Db ∪ C 0 | ≤ Γ(G) + tw(G) + 1. We have
Db = (D \ C 0 ) ∪ A0 . Thus, since D is a minimum dominating set, |C 0 | ≤ |A0 |. Since Db
satisfies (iii), every vertex of Db that does not belong to Xb also belongs to D. Thus, A0 ⊆ Xb ,
and |A0 | ≤ tw(G) + 1, which gives |C 0 | ≤ tw(G) + 1, as well as |C 0 | + |A0 | ≤ 2(tw(G) + 1).
Since Db is a minimal dominating set of G, we have therefore |Db ∪ C 0 | ≤ Γ(G) + tw(G) + 1.
Thus, there is a path of length at most 2(tw(G) + 1) from Db to D in Rk (G) which completes
the transformation of length at most 2b · (tw(G) + 1) from Ds to D in Rk (G). Since b ≤ n,
the conclusion follows.
J
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Abstract
A directed graph G = (V, E) is twinless strongly connected if it contains a strongly connected
spanning subgraph without any pair of antiparallel (or twin) edges. The twinless strongly connected
components (TSCCs) of a directed graph G are its maximal twinless strongly connected subgraphs.
These concepts have several diverse applications, such as the design of telecommunication networks
and the structural stability of buildings. A vertex v ∈ V is a twinless strong articulation point of G,
if the deletion of v increases the number of TSCCs of G. Here, we present the first linear-time
algorithm that finds all the twinless strong articulation points of a directed graph. We show that the
computation of twinless strong articulation points reduces to the following problem in undirected
graphs, which may be of independent interest: Given a 2-vertex-connected undirected graph H, find
all vertices v for which there exists an edge e such that H \ {v, e} is not connected. We develop a
linear-time algorithm that not only finds all such vertices v, but also computes the number of edges
e such that H \ {v, e} is not connected. This also implies that for each twinless strong articulation
point v which is not a strong articulation point in a strongly connected digraph G, we can compute
the number of TSCCs in G \ v.
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1

Introduction

Let G = (V, E) be a directed graph (digraph), with m edges and n vertices. Digraph G is
strongly connected if there is a directed path from each vertex to every other vertex. The
strongly connected components (SCCs) of G are its maximal strongly connected subgraphs.
Two vertices u, v ∈ V are strongly connected if they belong to the same strongly connected
component of G. We refer to a pair of antiparallel edges, (x, y) and (y, x), of G as twin
edges. A digraph G = (V, E) is twinless strongly connected if it contains a strongly connected
spanning subgraph (V, E 0 ) without any pair of twin edges. The twinless strongly connected
components (TSCCs) of G are its maximal twinless strongly connected subgraphs. Two
vertices u, v ∈ V are twinless strongly connected if they belong to the same twinless strongly
connected component of G. Twinless strong connectivity is motivated by several diverse
applications, such as the design of telecommunication networks and the structural stability
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Figure 1 A 2-vertex-connected digraph G that is not twinless 2-vertex-connected. Vertices b, c,
g and f are twinless strong articulation points but not strong articulation points; for instance, G \ b
is strongly connected but not twinless strongly connected.

of buildings [17]. Raghavan [17] provided a characterization of twinless strongly connected
digraphs, and, based on this characterization, provided a linear-time algorithm for computing
the TSCCs of a digraph.
In this paper, we further explore the notion of twinless strong connectivity, with respect
to 2-connectivity in digraphs. An edge (resp., a vertex) of a digraph G is a strong bridge
(resp., a strong articulation point) if its removal increases the number of strongly connected
components. Thus, strong bridges (resp., strong articulation points) are 1-edge (resp., 1vertex) cuts for digraphs. A strongly connected digraph G is 2-edge-connected if it has no
strong bridges, and it is 2-vertex-connected if it has at least three vertices and no strong
articulation points. Let C ⊆ V . The induced subgraph of C, denoted by G[C], is the
subgraph of G with vertex set C and edge set E ∩ (C × C). If G[C] is 2-edge-connected (resp.,
2-vertex-connected), and there is no set of vertices C 0 with C ( C 0 ⊆ V such that G[C 0 ] is also
2-edge-connected (resp., 2-vertex-connected), then G[C] is a maximal 2-edge-connected (resp.,
2-vertex-connected) subgraph of G. Two vertices u, v ∈ V are said to be 2-edge-connected
(resp., 2-vertex-connected) if there are two edge-disjoint (resp., two internally vertex-disjoint)
directed paths from u to v and two edge-disjoint (resp., two internally vertex-disjoint)
directed paths from v to u (note that a path from u to v and a path from v to u need
not be edge- or vertex-disjoint). A 2-edge-connected component (resp., 2-vertex-connected
component) of a digraph G = (V, E) is defined as a maximal subset B ⊆ V such that
every two vertices u, v ∈ B are 2-edge-connected (resp., 2-vertex-connected). We note that
connectivity-related problems for digraphs are known to be much more difficult than for
undirected graphs, and indeed many notions for undirected connectivity do not translate
to the directed case. See, e.g., [3, 8, 11]. Indeed, it has only recently been shown that all
strong bridges and strong articulation points of a digraph can be computed in linear time [13].
Additionally, it was shown very recently how to compute the 2-edge- and 2-vertex-connected
components of digraphs in linear time [6, 7], while the best current bound for computing the
maximal 2-edge- and the 2-vertex-connected subgraphs in digraphs is not even linear, but it
is O(min{m3/2 , n2 }) [3, 11].
The above notions extend naturally to the case of twinless strong connectivity. An edge
e ∈ E is a twinless strong bridge of G if the deletion of e increases the number of TSCCs of
G. Similarly, a vertex v ∈ V is a twinless strong articulation point of G, if the deletion of
v increases the number of TSCCs of G. A linear-time algorithm for detecting all twinless
strong bridges can be derived by combining the linear-time algorithm of Italiano et al. [13]
for computing all the strong bridges of a digraph and a linear-time algorithm for computing
all the edges which belong to a cut-pair in a 2-edge-connected undirected graph. (See [9]
for details.) Previously, Jaberi [16] studied the properties of twinless strong articulation
points and some related concepts, and presented an O(m(n − s))-time algorithm for their
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computation, where s is the number of strong articulation points of G. Hence, this bound
is O(mn) in the worst case. Here, we present a linear-time algorithm that identifies all the
twinless strong articulation points. Specifically, we show that the computation of twinless
strong articulation points reduces to the following problem in undirected graphs, which may
be of independent interest: Given a 2-vertex-connected (biconnected) undirected graph H,
find all vertices v that belong to a vertex-edge cut-pair, i.e., for which there exists an edge
e such that H \ {v, e} is not connected. We develop a linear-time algorithm that not only
finds all such vertices v, but also computes the number of vertex-edge cut-pairs of v (i.e., the
number of edges e such that H \ {v, e} is not connected). This implies that for each twinless
strong articulation point v, that is not a strong articulation point in a digraph G, we can also
compute the number of twinless strongly connected components of G\v. After the submission
of this paper we noticed that it is possible to compute the vertices that form a vertex-edge
cut-pair by exploiting the structure of the triconnected components of H, represented by an
SPQR tree [1, 2] of H. We refer to the full version [9] for the details. In order to construct
an SPQR tree, however, we need to know the triconnected components of the graph [10],
and efficient algorithms that compute triconnected components are considered conceptually
complicated (see, e.g., [4, 10, 12]). Our approach, on the other hand, is conceptually simple
and thus likely to be more amenable to practical implementations. Also, we believe that our
results and techniques will be useful for the design of faster algorithms for related connectivity
problems, such as computing twinless 2-connected components [14, 15].

2

Preliminaries

Let G be a (directed or undirected) graph. We denote by V (G) and E(G), respectively, the
vertex set and edge set of G. For a set of edges (resp., vertices) S, we let G \ S denote the
graph that results from G after deleting the edges in S (resp., the vertices in S and their
adjacent edges). We extend this notation for mixed sets S, that may contain both vertices
and edges of G, in the obvious way. Also, if S has only one element x, we abbreviate G \ S
by G \ x. Let C ⊆ V (G). The induced subgraph of C, denoted by G[C], is the subgraph of
G with vertex set C and edge set {e ∈ E(G) | both ends of e lie in C}.
For any digraph G, the associated undirected graph Gu is the graph with vertices
V (Gu ) = V (G) and edges E(Gu ) = {{u, v} | (u, v) ∈ E(G) ∨ (v, u) ∈ E(G)}. Let H be
an undirected graph. An edge e ∈ E(H) is a bridge if its removal increases the number of
connected components of H. A connected graph H is 2-edge-connected if it contains no
bridges. Raghavan [17] proved the following characterization of twinless strongly connected
digraphs.
I Theorem 1 ([17]). Let G be a strongly connected digraph. Then G is twinless strongly
connected if and only if its underlying undirected graph Gu is 2-edge-connected.
Theorem 1 implies a linear-time algorithm to compute the twinless strongly connected
components (TSCCs) of a digraph G. It suffices to compute the strongly connected components, C1 , . . . , Ck , of G, and then the 2-edge-connected components of each underlying
undirected graph Gu [Ci ], 1 ≤ i ≤ k. All these computations take linear time [18].
Another immediate consequence of Theorem 1 is that a twinless strong bridge in a twinless
strongly connected graph is either (1) a strong bridge or (2) an edge whose removal destroys
the 2-edge connectivity in the underlying graph. All strong bridges can be found in linear
time [13]. To compute the edges of type (2), we only have to find all the edges of the
underlying graph whose removal destroys the 2-edge connectivity (i.e., all edges which belong
to a cut-pair in the underlying graph), which can be done in linear-time by the algorithm of
Tsin [20] or the one described in the Appendix of [9]. (We refer to [9] for the details.)
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3

Computing twinless strong articulation points

It is an immediate consequence of Theorem 1 that a twinless strong articulation point in
a twinless strongly connected digraph G is either (1) a strong articulation point or (2) a
vertex whose removal destroys the 2-edge connectivity in the underlying undirected graph Gu .
Since all strong articulation points can be computed in linear time [13], it remains to find all
vertices of type (2). Note that such a vertex x either (a) entirely destroys the connectivity of
the underlying graph Gu with its removal, or (b), upon removal, it leaves us with a graph
Gu \ x that is connected but not 2-edge-connected. Clearly, the set of vertices with property
(a) are a subset of the set of strong articulation points. Therefore, it suffices to find all
vertices with property (b). To that end, we process each 2-vertex-connected component of
Gu separately, as the following Lemma suggests.
I Lemma 2 ([9]). Let H be a 2-edge-connected undirected graph. Let v be a vertex that is
not an articulation point, and let C be its 2-vertex-connected component. For any edge e,
H \ {v, e} is not connected if and only if e belongs to C and C \ {v, e} is not connected.
So, in order to find all twinless strong articulation points, it is sufficient to solve the
following problem: Given a 2-vertex-connected undirected graph G, find all vertices v for
which there exists an edge e such that G \ {v, e} is not connected. In Section 4 we describe a
linear-time algorithm for this problem. Our algorithm utilizes properties of depth-first search
(DFS), which are reminiscent of the seminal algorithm of Hopcroft and Tarjan for computing
the triconnected components of a graph [12].
Formally, our main technical contribution is summarized in the following theorem:
I Theorem 3. Let G be a biconnected undirected graph. There is a linear time algorithm
that computes, for every vertex v, the number of edges e such that G \ {v, e} is not connected.
Then, Theorem 3 implies the following results:
I Corollary 4. Let G be a twinless strongly connected digraph. There is a linear time
algorithm that finds all the twinless strong articulation points of G. Moreover, for every
twinless strong articulation point v that is not strong a articulation point of G, the algorithm
computes the number of TSCCs in G \ v, in total linear time.
I Corollary 5 ([9]). Let G be a biconnected undirected graph. After linear-time preprocessing,
we can answer queries of the form: Given a vertex v of G, report all the edges in the set
C(v) = {e ∈ E(G) | G \ {v, e} is not connected}, in O(|C(v)|) time.

3.1

Depth-first search, low and high points

Let G be a 2-vertex-connected graph. We consider a DFS traversal of G, starting from an
arbitrarily selected vertex r, and let T be the resulting DFS tree [18]. A vertex u is an
ancestor of a vertex v (v is a descendant of u) if the tree path from r to v contains u. Thus,
we consider a vertex to be an ancestor (and, consequently, a descendant) of itself. We let
p(v) denote the parent of a vertex v in T . If u is a descendant of v in T , we denote the
set of vertices of the simple tree path from u to v as T [u, v]. The expressions T [u, v) and
T (u, v] have the obvious meaning (i.e., the vertex on the side of the parenthesis is excluded).
Furthermore, we let T (v) denote the subtree of T rooted at vertex v. We identify vertices in
G by their DFS number, i.e., the order in which they were discovered by the search. Hence,
u < v means that u was discovered before v. The edges in E(T ) are called tree-edges; the

L. Georgiadis and E. Kosinas

38:5

𝑙𝑜𝑤 𝑣

ℎ𝑖𝑔ℎ𝑝 𝑣

ℎ𝑖𝑔ℎ 𝑣
𝑣

𝑀 𝑣

𝑀𝑝 𝑣

Figure 2 Concepts defined on the structure of the DFS tree that are essential to our algorithm.
Dashed lines correspond to DFS tree paths. Back-edges are shown directed from descendant to
ancestor.

edges in E(G) \ E(T ) are called back-edges, as their endpoints have ancestor-descendant
relation in T . When we write (u, v) to denote a back-edge, we always mean that v ≤ u, i.e.,
u is an descendant of v in T .
Now we describe some concepts that are defined on the structure given by the DFS
and are essential to our algorithm. For an illustration, see Figure 2. Let us note beforehand, that, since G is biconnected, all these concepts are well-defined. Define the “low
point”, low(v), of a vertex v 6= r, as the minimum vertex (w.r.t. the DFS numbering)
that is connected via a back-edge to a descendant of v, i.e., the minimum vertex in the set
{u | there is a back-edge (w, u) such that w is a descendant of v}. Define the “high point”,
high(v), of v =
6 r, as the maximum proper ancestor of v which is connected with a back-edge
to a descendant of v. The notion of low points plays central role in classic algorithms for
computing the biconnected components [18] and the triconnected components [12] of a graph.
The low points of all vertices can be computed in linear time. (Hopcroft and Tarjan [12] also
use a concept of high points, which, however, is different from ours.) Since G is biconnected,
r has a unique child vertex c in T . For any vertex v ∈
/ {r, c}, define highp (v) to be the
maximum proper ancestor of p(v) which is connected with a back-edge to a descendant of v.
Finally, for any vertex v 6= r, define M (v) as the nearest common ancestor of all descendants
of v that are connected with a back-edge to a proper ancestor of v, and, for any vertex
v∈
/ {r, c}, define Mp (v) as the nearest common ancestor of all descendants of v that are
connected with a back-edge to a proper ancestor of p(v).
The following two Lemmata, which combine properties of M , Mp , high, and highp , will
be useful in analyzing Algorithms 3 and 5 in Sections 4.2.2 and 4.3.2, respectively. Their
proof is essentially the same.
I Lemma 6 ([9]). Let v and v 0 be two vertices such that v is a descendant of v 0 with
M (v) = M (v 0 ) and high(v) < v 0 . Then high(v) = high(v 0 ).
I Lemma 7. Let v and v 0 be two vertices such that v is a descendant of v 0 with Mp (v) =
Mp (v 0 ) and highp (v) < p(v 0 ). Then highp (v) = highp (v 0 ).
Next, we show how to compute high(v), highp (v), M (v) and Mp (v), for all vertices v, in
total linear time.

ISAAC 2020

38:6

Linear-Time Algorithms Twinless Strong Articulation Points and Related Problems

3.2

Finding all high(v) and highp (v) in linear time

The basic idea to compute all high(v) (for v 6= r) is to do the following: We process the
back-edges (u, v) in decreasing order with respect to their lower end v. When we process
(u, v), we ascend the path T [u, v), and for each visited vertex x such that high[x] is still
undefined, we set high[x] ← v. It should be clear that this process, which forms the basis of
our linear-time algorithm, computes all high(v), for v 6= r, correctly.
In order to achieve linear running time, we have to be able, when we consider a back-edge
(u, v), to bypass all vertices on the path T [u, v) whose high value has been computed. To that
end, it suffices to know, for every vertex x in T [u, v), the nearest ancestor of x whose high
value is still null. We can achieve this by applying a disjoint-set-union (DSU) structure [19].
Algorithm 1 gives a fast algorithm for computing all high(v) (for v 6= r).
The DSU structure is implemented by a dynamic forest F , which is a subgraph of T ,
subject to the following operations:
link(x, y): Adds the edge (x, y) into the forest F .
find(x): Return the root of the tree in F that contains x.
Let Fx denote the tree of F that contains a vertex x. Initially, F contains no edges, so x is
the unique vertex in Fx . In our algorithm, the link operation always adds some tree edge
(u, p(u)) to F , so the invariant that F is a subgraph of T is maintained. This is implemented
by uniting the corresponding sets of u and p(u) in the underlying DSU structure, and setting
the root of Fp(u) as the representative of the resulting set. Then, find(u) returns the root of
Fu , which will be the nearest ancestor of u in T whose high value is still null.
Algorithm 1 FastHigh.
1
2
3
4
5
6
7
8
9
10
11
12

initialize a forest F with V (F ) = V (T ) and E(F ) = ∅
foreach vertex v 6= r do set high[v] ← null
sort the back-edges (u, v) in decreasing order w.r.t. to their lower end v
foreach back-edge (u, v) do
u ← find(u)
while u > v do
high[u] ← v
next ← find(p(u))
link(u, p(u))
u ← next
end
end

The next lemma summarizes the properties of Algorithm 1.
I Lemma 8 ([9]). Algorithm 1 is correct. Furthermore, it will perform n − 1 link and
2m − n + 1 find operations on a 2-vertex-connected graph with n vertices and m edges.
Since all the link operations we perform are of the type link(u, p(u)), and the total number
of link and find operations performed is O(m + n), we may use the static tree DSU data
structure of Gabow and Tarjan [5] to achieve linear running time.
Finally, we note that the algorithm for computing all highp (v) is almost identical to
Algorithm 1. The only difference is in line 6, where we have to replace “while u > v” with
“while p(u) > v”. The proof of correctness and linearity is essentially the same.
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Finding all M (v) and Mp (v) in linear time

Recall that M (v), for v 6= r, is the nearest common ancestor of all descendants of v that are
connected with a back-edge to a proper ancestor of v.
Our algorithm for the computation of M (v) works recursively on the children of v. So, let
v be a vertex 6= r. We define l(v) = min{{v} ∪ {u | there exists a back-edge (v, u)}}. Now,
if l(v) < v, we have M (v) = v. (This is always the case when v is a leaf, since the graph is
biconnected.) Furthermore, if there exist two children c, c0 of v such that low(c) < v and
low(c0 ) < v, then, again, M (v) = v. The difficulty arises when l(v) = v and there is only one
child c of v with the property low(c) < v (one such child of v must of necessity exist, since
the graph is biconnected), in which case M (v) is a descendant of c, and therefore M (v) is a
descendant of M (c). (See [9] for a proof of this property of M .) In this case, we repeat the
same process in M (c): we test whether l(M (c)) < v or whether there exists only one child d
of M (c) such that low(d) < v, in which case we repeat the same process in M (d), and so on,
until M (v) is finally computed.
Now, we claim that a careful implementation of the above procedure yields a linear-time
algorithm for the computation of M (v), for all vertices v 6= r. To that end, it suffices to
store, for every vertex v that is not a leaf of T , two pointers, L(v) and R(v), on the list
of the children of v. Initially, L(v) points to the first child c of v that has low(c) < v,
and R(v) points to the last child c0 of v that has low(c0 ) < v. Our algorithm works in
a bottom-up fashion. Provided we have computed M (u) for every descendant u of v, we
execute Procedure FindM(v).
Procedure FindM(v).
1
2
3
4
5
6
7
8
9
10

if l(v) < v then return v
if L[v] 6= R[v] then return v
m ← M [L[v]]
while M (v) = null do
if l(m) < v then return m
while low(L[m]) ≥ v do L[m] ← next child of m
while low(R[m]) ≥ v do R[m] ← previous child of m
if L[m] 6= R[m] then return m
m ← M [L[m]]
end

I Lemma 9 ([9]). By executing Procedure FindM(v), for all vertices v 6= r, in bottom-up
fashion of T , we can compute all M (v) in linear-time.
We use a similar algorithm in order to compute all Mp (v). The only change we have to
make in Procedure FindM, is to replace every comparison to v with a comparison to p(v).

4

Finding all vertices that belong to a vertex-edge cut-pair

Let H = (V, E) be a 2-vertex-connected undirected graph. For every v in V , we define
count(v) := #{e ∈ E | {v, e} is a cut-pair}. We will find all vertices which belong to a vertexedge cut-pair of H by computing all count(v). We notice that the parameter count(v) is also
useful for counting TSCCs, as suggested by the following Lemma (from which Corollary 4
follows).
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I Lemma 10 ([9]). Let G be a twinless strongly connected digraph, and let v be a twinless
strong articulation point of G which is not a strong articulation point. Then count(v) + 1
(computed in the 2-vertex-connected component of v in Gu ) is the number of the TSCCs
of G \ v.
Now, to compute all count(v), we will work on the tree structure T , with root r, provided
by a DFS on H. Then, if {v, e} is a vertex-edge cut-pair, e can either be a back-edge, or a
tree-edge. Furthemore, in the case that e is a tree-edge, we have the following:
I Lemma 11 ([9]). If {v, e} is a cut-pair such that e is a tree-edge, then e either lies in T (v)
or on the simple tree path T [v, r].
Thus we have three distinct cases in total, and we will compute count(v) by counting the
cut-pairs {v, e} in each case. We will handle these cases separately, by providing a specific
algorithm for each one of them, based on some simple observations like Lemma 11. The
linearity of these algorithms will be clear.
Now, we shall begin with the case where e is a back-edge, since this is the easiest to
handle. We suppose that all count(v) have been initialized to zero.

4.1

The case where e is a back-edge

I Proposition 12 ([9]). If {v, e} is a cut-pair such that e is a back-edge, then e starts from
the subtree T (c) of a child c of v, ends in a proper ancestor of v, and is the only back-edge
that starts from T (c) and ends in a proper ancestor of v. Conversely, if e is such a back-edge,
then {v, e} is a cut-pair.
This immediately suggests an algorithm for counting all such cut-pairs. We only have
to count, for every vertex c (6= r or the child of r), the number b_count(c) := #{backedges that start from T (c) and end in a proper ancestor of p(c)}. To do this efficiently, we
define, for every vertex v, up(v) := #{back-edges that start from v and end in a proper
ancestor of p(v)}, and, for every child c of v (if it has any), down(v, c) := #{back-edges
that start from T (c) and end in v}. All up(v) and down(v, c) can be computed easily in
linear time. Now, b_count(c) can be computed recursively: if d1 , . . . , dk are the children of
c, then b_count(c) = up(c) + b_count(d1 ) + . . . + b_count(dk ) − down(p(c), c); and if c is
childless, b_count(c) = up(c). Finally, the number of vertex-edge cut-pairs {v, e} where e is
a back-edge, equals the number of children c of v that have b_count(c) = 1.

4.2

The case where e is part of the simple tree path T [v, r]

Let {v, e} be a vertex-edge cut-pair such that e is part of the simple tree path T [v, r]. Then
there exists a vertex u which is a proper ancestor of v and such that e = (u, p(u)). We
observe that all back-edges that start from T (u) and end in a proper ancestor of u must
necessarily start from T (v). In other words, M (u) is a descendant of v. Here we further
distinguish two cases, depending on whether M (u) is a proper descendant of v.

4.2.1

The case M (u) = v

Our algorithm for this case is based on the following observation:
I Proposition 13 ([9]). Let c1 , . . . , ck be the children of v (if it has any), and let {v, (u, p(u))}
be a cut-pair such that u is an ancestor of v with M (u) = v. Then u does not belong to any
set of the form T [highp (ci ), low(ci )), for i = 1, . . . , k. Conversely, given that u is a proper
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ancestor of v such that M (u) = v, and given also that u does not belong to any set of the
form T [highp (ci ), low(ci )), for i = 1, . . . , k, we may conclude that the pair {v, (u, p(u))} is a
cut-pair. (See Figure 3.)

highp(c)

c

v

u1 p(u1)

r

low(c)

u2 p(u2)

u3 p(u3)

u4 p(u4)

Figure 3 In this DFS-tree structure we have M (u1 ) = M (u2 ) = M (u3 ) = M (u4 ) = v, and
{v, (u1 , p(u1 ))}, {v, (u3 , p(u3 ))}, {v, (u4 , p(u4 ))} are cut-pairs. (u2 , p(u2 )) does not form a cut-pair
with v, since u2 ∈ T [highp (c), low(c)).

Now, let c1 , . . . , ck be the children of v (if it has any). According to Proposition 13, in
order to count all cut-pairs of the form {v, (u, p(u))}, with M (u) = v, it is sufficient to find all
u ∈ M −1 (v) such that u a proper ancestor of v which does not belong to any set of the form
T [highp (ci ), low(ci )), for any i ∈ {1, . . . , k}. (Of course, if v is a leaf, every u ∈ M −1 (v) \ {v}
satisfies this property.) Now, suppose that c1 , . . . , ck are sorted in decreasing order with
respect to their highp point, and let S = T [highp (c1 ), low(c1 )) ∪ . . . ∪ T [highp (ck ), low(ck )).
The idea is to find all pairs (x, y) such that T [x, y) is a subset of S maximal with respect to
the property of having the form T [z, w) and being a subset of S. If (x1 , y1 ), . . . , (xt , yt ), with
x1 > . . . > xt , is the collection of all these pairs, then T [x1 , y1 ) ∪ . . . ∪ T [xt , yt ) = S, and thus
we only have to find all u ∈ M −1 (m)\{v} which do not belong to any set of the form T [xi , yi ),
for any i ∈ {1, . . . , t}. It is easy to see that, for every i ∈ {1, . . . , t}, there exist j ∈ {1, . . . , k}
and j 0 ∈ {j, . . . , k}, such that xi = highp (cj ) and yi = min{low(cj ), . . . , low(cj 0 )}. Thus we
can efficiently compute all (x1 , y1 ), . . . , (xt , yt ) (in this order), provided that c1 , . . . , ck are
sorted in decreasing order with respect to their highp point. Moreover, provided that M −1 (v)
is also sorted in decreasing order (all these sortings take linear time with bucket-sort), we can
easily find all u ∈ M −1 (m)\{v} which do not belong to any T [xi , yi ), during the computation
of the pairs (xi , yi ), i ∈ {1, . . . , t}.
Algorithm 2 is an implementation of this idea. It essentialy finds, for every vertex v, all cutpairs of the form {v, (u, p(u))}, with M (u) = v, in total linear time. Let (x1 , y1 ),. . . , (xt , yt )
be as above, and let y0 = p(v). The while loop in Line 10 counts all u ∈ T [yi , xi+1 )∩M −1 (v),
for i ∈ {0, . . . , t − 1}. Lines 14-19 calculate the next yi , and Line 20 sets u to be the greatest
element of M −1 (v) which is lower than yi . Finally, the while loop in Line 22 counts all
u ∈ M −1 (v) \ {v} such that u ≤ min{low(c1 ), . . . , low(ck )}.

4.2.2

The case where M (u) is a proper descendant of v

In this case, M (u) belongs to T (c), for a child c of v, and so we have that {p(c), (u, p(u))} is
a cut-pair. We base our algorithm for this case on the following observation:
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Algorithm 2 M (u) = v.
1

2

3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26

calculate all lists M −1 (v), for all vertices v, and have their elements sorted in
decreasing order
sort the list of the children of every vertex in decreasing order w.r.t. the highp value
of its elements
foreach vertex v do
if M −1 (v) = ∅ then continue
u ←second element of M −1 (v) // the first element of M −1 (v) is v
c ←first child of v
min ← v
while u 6= ∅ and c 6= ∅ do
min ← highp (c)
while u 6= ∅ and u > min do
count[v] ← count[v] + 1
u ←next element of M −1 (v)
end
min ← low(c)
c ←next child of v
while c 6= ∅ and highp (c) ≥ min do
if low(c) < min then min ← low(c)
c ←next child of v
end
while u 6= ∅ and u > min do u ←next element of M −1 (v)
end
while u 6= ∅ do
if u ≤ min then count[v] ← count[v] + 1
u ←next element of M −1 (v)
end
end

I Proposition 14 ([9]). Let {p(c), (u, p(u))} be a cut-pair, such that u is an ancestor of p(c)
and M (u) is in T (c). Then Mp (c) = M (u) and highp (c) < u. Conversely, if u is a proper
ancestor of p(c) such that Mp (c) = M (u) and highp (c) < u, then the pair {p(c), (u, p(u))} is
a cut-pair. (See Figure 4.)
Algorithm 3 shows how we can compute, for every vertex v, the number of cut-pairs of
the form {v, (u, p(u))}, where u is a proper ancestor of v with M (u) in T (c) for a child c of v,
in total linear time. To see how and why it works, notice that in order to find the number of
these cut-pairs, it is sufficient, according to Proposition 14, to focus our attention on the lists
Mp−1 (m) and M −1 (m), for every vertex m, and count, for every c ∈ Mp−1 (m), the number
of u ∈ M −1 (m) which are proper ancestors of p(c) and such that highp (c) < u. Let U (c)
denote the collection of those u. Assuming that the lists Mp−1 (m) and M −1 (m) are sorted in
decreasing order, a simple idea to find #U (c) is to traverse the list M −1 (m) from the greatest
vertex which is lower than p(c), to the lowest vertex which is greater than highp (c), and
count the number of all elements encountered. Although this is not a linear-time procedure
to compute all #U (c) (since, for some c, c0 ∈ Mp−1 (m), we may have that the sets U (c) and
U (c0 ) overlap, and so the total number of elements of M −1 (m) traversed can be quadratic
to the number of vertices), it is the basis for the linear-time algorithm, which is derived by
taking advantage of the nested structure of the sets U (c), described in the following Lemma.
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p(c)
m

c

p(c’)
u1

p(u1)

c’

r
u2

p(u2)

u3

p(u3)

highp(c)
=
highp(c’)

Figure 4 In this DFS-tree structure we have Mp (c) = Mp (c0 ) = m and M (u1 ) = M (u2 ) =
M (u3 ) = m. The vertex-edge pairs {p(c), (u1 , p(u1 ))}, {p(c), (u2 , p(u2 ))}, {p(c), (u3 , p(u3 ))},
{p(c0 ), (u2 , p(u2 ))}, and {p(c0 ), (u3 , p(u3 ))}, are cut-pairs. Following the notation in Lemma 15,
U (c) = {u1 , u2 , u3 } and U (c0 ) = {u2 , u3 }.

I Lemma 15. Let m be a vertex, c and c0 two elements of Mp−1 (m) such that U (c)∩U (c0 ) 6= ∅,
and assume, without loss of generality, that c is a descendant of c0 . Then U (c0 ) = U (c) ∩
T (p(c0 ), highp (c)). (See Figure 4.)
Proof. Let u be an element of both U (c) and U (c0 ). Then u is an ancestor of c0 and
highp (c) is a proper ancestor of u (by the definitions of U (c0 ) and U (c), respectively).
Thus highp (c) is a proper ancestor of c0 , and therefore, since c is a descendant of c0 with
Mp (c) = Mp (c0 ), it follows from Lemma 7 that highp (c) = highp (c0 ). Now we see why
U (c) ∩ T (p(c0 ), highp (c)) ⊆ U (c0 ): every u in U (c) ∩ T (p(c0 ), highp (c)) is a proper ancestor
of p(c0 ) with M (u) = Mp (c) = Mp (c0 ) and highp (c0 ) = highp (c) < u. To prove the reverse
inclusion, notice first that, since highp (c) = highp (c0 ), by the definition of U (c0 ) we have
U (c0 ) ⊆ T (p(c0 ), highp (c)). Now, if u is in U (c0 ), then u is a proper ancestor of p(c0 ), and
therefore a proper ancestor of p(c); furthermore, it satisfies M (u) = Mp (c0 ) = Mp (c) and
highp (c) = highp (c0 ) < u, and therefore it is also in U (c). This shows that U (c0 ) ⊆ U (c). We
conclude that U (c0 ) ⊆ U (c) ∩ T (p(c0 ), highp (c)), and the proof is complete.
J
Thus, if we have established that U (c) and U (c0 ) overlap (Line 8 checks whether U (c) is
not empty, and Line 18 checks whether U (c0 ) overlaps with U (c), where c0 is a successor of c
in Mp−1 (m)), in order to calculate #U (c0 ) it is sufficient that we have calculated #U (c) and
the greatest and lowest elements of U (c) - call them firstc and lastc , respectively. Then we
traverse the list M −1 (m) from firstc , until we reach the greatest element u of M −1 (m) such
that u < p(c), and let k be the number of the elements encountered (excluding u). Now we
set firstc0 ← u and lastc0 ← lastc , and we have #U (c0 ) = #U (c) − k.

4.3

The case where e lies in T (v)

Let {v, (u, p(u))} be a cut-pair where u is a descendant of v. Then u is a proper descendant
of a child c of v, and we observe that every back-edge that starts from T (u) and ends in a
proper ancestor of u must necessarily end in an ancestor of p(c). In other words, high(u) ≤ v.
Here we distinguish two cases, depending on whether high(u) is a proper ancestor of v.
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Algorithm 3 M (u) > v.

calculate all lists M −1 (m) and Mp−1 (m), for all vertices m, and have their elements
sorted in decreasing order
2 foreach vertex m do
3
c ← first element of Mp−1 (m)
4
u ← first element of M −1 (m)
5
while c 6= ∅ and u 6= ∅ do
6
while u 6= ∅ and u ≥ p(c) do u ← next element of M −1 (m)
7
if u = ∅ then break
8
if highp (c) < u then
9
n_edges ← 0
10
first ← u
11
while u 6= ∅ and highp (c) < u do
12
n_edges ← n_edges + 1
13
u ← next element of M −1 (m)
14
end
15
last ← predecessor of u in M −1 (m)
16
count[p(c)] ← count[p(c)] + n_edges
17
c ← next element of Mp−1 (m)
18
while c 6= ∅ and p(c) > last do
19
while first ≥ p(c) do
20
n_edges ← n_edges − 1
21
first ← next element of M −1 (m)
22
end
23
count[p(c)] ← count[p(c)] + n_edges
24
c ← next element of Mp−1 (m)
25
end
26
end
27
else
28
c ← next element of Mp−1 (m)
29
end
30
end
31 end
1

4.3.1

The case high(u) = v

Our algorithm for this case is based on the following observation:
I Proposition 16 ([9]). Let {v, (u, p(u))} be a cut-pair such that v is a proper ancestor of
u with high(u) = v, and let c be the child of v of which u is a descendant. Then, either (1)
low(u) = p(c), or (2) low(u) < p(c) and u ≤ Mp (c). Conversely, if c is a proper ancestor of
u such that high(u) = p(c) and either (1) or (2) holds, then the pair {p(c), (u, p(u))} is a
cut-pair.
It is an immediate application of Proposition 16 that Algorithm 4 correctly computes, for
every vertex v, the number of cut-pairs {v, (u, p(u))} with the property that u is a descendant
of v with high(u) = v (and it essentially finds all of them), in total linear time. Due to the
ordering of high −1 (v) and of the list of the children of v, we can easily check the ancestry
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relation in Line 7 by testing whether c is the last child of v, or whether c ≤ u and c0 > u,
where c0 is the successor of c in the list of the children of v. Notice that, in Line 8, it is
sufficient to check whether low(u) = v or u ≤ Mp (c), since low(u) ≤ high(u) = v.
Algorithm 4 high(u) = v.
1

2
3
4
5
6
7
8
9
10
11

calculate all lists high −1 (v), for all vertices v, and have their elements sorted in
increasing order
sort the list of the children of every vertex in increasing order
foreach vertex v do
u ← first element of high −1 (v)
c ← first child of v
while u 6= ∅ do
while c is not an ancestor of u do c ← next child of v
if u 6= c and (low(u) = v or u ≤ Mp (c)) then count(v) ← count(v) + 1
u ← next element of high −1 (v)
end
end

4.3.2

The case high(u) < v

Our algorithm for this case is based on the following observation:
I Proposition 17 ([9]). Let {p(c), (u, p(u))} be a cut-pair such that u is a descendant of c
with high(u) < p(c). Then M (u) = Mp (c). Conversely, if u is a proper descendant of c such
that M (u) = Mp (c) and high(u) < p(c), then the pair {p(c), (u, p(u))} is a cut-pair. (See
Figure 5.)

p(c)
m

u1

p(u1)

c

p(c’)
u2

p(u2)

u3

p(u3)

c’

r
high(ui)

Figure 5 In this DFS-tree structure we have Mp (c) = Mp (c0 ) = m and M (u1 ) = M (u2 ) =
M (u3 ) = m. The vertex-edge pairs {p(c), (u1 , p(u1 ))}, {p(c0 ), (u1 , p(u1 ))}, {p(c0 ), (u2 , p(u2 ))}, and
{p(c0 ), (u3 , p(u3 ))}, are cut-pairs. Following the notation in Lemma 18, Ũ (c) = {u1 } and Ũ (c0 ) =
{u1 , u2 , u3 }.

Algorithm 5 shows how we can compute, for every vertex v, the number of cut-pairs of the
form {v, (u, p(u))}, where u is a descendant of v with high(u) < v, in total linear time. The
explanation of how and why it works is similar to that given in Section 4.2.2 for Algorithm 3
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Algorithm 5 high(u) < v.
1

2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24

calculate all lists M −1 (m) and Mp−1 (m), for all vertices m, and have their elements
sorted in decreasing order
foreach vertex m do
u ← first element of M −1 (m)
c ← first element of Mp−1 (m)
while u 6= ∅ and c 6= ∅ do
while c 6= ∅ and c ≥ u do c ← next element of Mp−1 (m)
if c = ∅ then break
if high(u) < p(c) then
n_edges ← 0
h ← high(u)
while c 6= ∅ and h < p(c) do
while u 6= ∅ and c < u do
n_edges ← n_edges + 1
u ← next element of M −1 (m)
end
count[p(c)] ← count[p(c)] + n_edges
c ← next element of Mp−1 (m)
end
end
else
u ← next element of M −1 (m)
end
end
end

(in both cases the counting is done in an indirect manner, i.e. without finding all cut-pairs
explicitly, since their number can be quadratic to the number of vertices). Firstly, we notice
that in order to find the number of these cut-pairs, it is sufficient, according to Proposition
17, to focus our attention on the lists M −1 (m) and Mp−1 (m), for every vertex m, and count,
for every c ∈ Mp−1 (m), the number of u ∈ M −1 (m) which are proper descendants of c and
such that high(u) < p(c). Let Ũ (c) denote the collection of those u, and assume that the
lists M −1 (m) and Mp−1 (m) are sorted in decreasing order. The next Lemma will be useful in
analyzing Algorithm 5. It shows that the sets Ũ (c) which overlap, have a nested structure.
I Lemma 18. Let m be a vertex, c and c0 two elements of Mp−1 (m) such that there exists a
w in Ũ (c) ∩ Ũ (c0 ), and assume, without loss of generality, that c is a descendant of c0 . Then
Ũ (c0 ) = Ũ (c) ∪ (T [c, c0 ) ∩ M −1 (m)). (See Figure 5.)
Proof. Let u, u0 be two vertices in Ũ (c), and assume, without loss of generality, that u is a
proper descendant of u0 . By the definition of Ũ (c), we have that u0 is a proper descendant
of c, M (u) = Mp (c), M (u0 ) = Mp (c), and high(u) < p(c). Since, then, M (u) = M (u0 )
and high(u) < p(c) < c < u0 , it follows from Lemma 6 that high(u) = high(u0 ). This
shows that all vertices in Ũ (c) have the same high point. In particular, every u ∈ Ũ (c) has
high(u) = high(w). Now, since w is in Ũ (c0 ), it satisfies high(w) < p(c0 ), and so every u in
Ũ (c) has high(u) < p(c0 ). Furthermore, every u in Ũ (c) is a proper descendant of c0 (since u
is a proper descendant of c and c is a descendant of c0 ) and has M (u) = Mp (c) = Mp (c0 ).
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Thus we have demonstrated that Ũ (c) ⊆ Ũ (c0 ). Now let u ∈ T [c, c0 ) ∩ M −1 (m). Then u is an
ancestor of c and a proper descendant of c0 . Furthermore, since M (u) = m = Mp (c) = M (w)
and u is an ancestor of w and high(w) < p(c0 ) < c0 < u, it follows from Lemma 6 that
high(u) = high(w), and therefore high(u) < p(c0 ). We conclude that u is in Ũ (c0 ), and thus far
we have established that Ũ (c) ∪ (T [c, c0 ) ∩ M −1 (m)) ⊆ Ũ (c0 ). To prove the reverse inclusion,
let u be a vertex in Ũ (c0 ), but not in Ũ (c). By the definition of Ũ (c0 ), we have M (u) = Mp (c0 )
and high(u) < p(c0 ). Since, then, M (u) = Mp (c0 ) = Mp (c) and high(u) < p(c0 ) ≤ p(c), it
cannot be the case that u is a proper descendant of c (for otherwise u ∈
/ Ũ (c) is violated).
This shows that u is an ancestor of c (since u and c have a common descendant). By the
definition of Ũ (c0 ) we have that u is a proper descendant of c0 and has M (u) = Mp (c0 ) = m.
We conclude that u is in T [c, c0 ) ∩ M −1 (m), and the proof is complete.
J
Now, the idea to find all #Ũ (c) is the following. Firstly, we traverse the list M −1 (m)
in order to find the greatest u ∈ M −1 (m) with the property that u belongs to a set of
the form Ũ (c), for a c ∈ Mp−1 (m), and let c be the greatest vertex in Mp−1 (m) such that
u ∈ Ũ (c). (Of course, such a u may not exist, in which case there is not much to do.) Lines
6, 8, and 21, of Algorithm 5, form a routine for this search. If the condition in Line 8 is
satisfied, u has the above property. Otherwise, we move to the next element of M −1 (m),
and we continue the search from the current element of Mp−1 (m). (It is easy to see why
this works: if the greatest c in Mp−1 (m) which is a proper ancestor of u does not satisfy
high(u) < p(c), then neither does any ancestor of c, and then, if u0 is a successor of u in
M −1 (m), no c0 in Mp−1 (m) which is a proper descendant of c is a proper ancestor of u0 .)
Then we find #Ũ (c) by traversing the list M −1 (m) from u, until we reach an ancestor of c.
(By Lemma 6, every u0 that we encounter in this traversal satisfies high(u0 ) = high(u), since
u0 > c > p(c) > high(u); therefore, Ũ (c) consists precisely of those vertices u0 .) Now let c0
be a successor of c in Mp−1 (m). If high(u) < p(c0 ), then u ∈ Ũ (c) ∩ Ũ (c0 ), and therefore, by
Lemma 18, we have Ũ (c0 ) = Ũ (c) ∪ (T [c, c0 ) ∩ M −1 (m)). This explains the counting procedure
of Algorithm 5, in Lines 11-18. When we reach a c0 ∈ Mp−1 (m) such that high(u) ≥ p(c0 ), we
have Ũ (c0 ) ∩ Ũ (c) = ∅ (by Lemma 18), and so we need to find the next u with the property
that u belongs to a set of the form Ũ (c), for some c ∈ Mp−1 (m), (if such a u exists), and
repeat the same process again.
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Introduction

In this paper, we study the problem of maximizing social welfare in combinatorial markets
through pricing schemes. Let us consider a combinatorial market consisting of indivisible
goods and buyers, where each buyer has a valuation function that describes the buyer’s
preferences over the subsets of items. The goal is to allocate the items to buyers in such a
way that the social welfare, that is, the total sum of the buyers’ values, is maximized. Such
an allocation can be found efficiently under reasonable assumptions on the valuations [27].
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As an application of the Vickrey–Clarke–Groves (VCG) mechanism [7, 19, 31] for welfare
maximization, the VCG auction is another illustrious example. However, the problem
becomes much more intricate if the optimal welfare ought to be achieved using simpler
mechanisms employed in real world markets, such as pricing.
In a pricing scheme, the seller sets the item prices, and the utility of a buyer for a given
bundle of items is defined as the value of the bundle with respect to the buyer’s valuation,
minus the total price of the items in the bundle. Ideally, the prices are set in such a way that
there exists an allocation of the items to buyers in which the market clears and everyone
receives a bundle that maximizes her utility. A pair of pricing and allocation possessing
these properties is called a Walrasian equilibrium 1 , while we will refer to the price vector
itself as Walrasian pricing. The fundamental notion of Walrasian equilibrium first appeared
in [32], and the definition immediately implies that the allocation in a Walrasian equilibrium
maximizes social welfare. Therefore, the problem might seem to be settled for markets that
admit such an equilibrium.
Cohen-Addad et al. [8] observed that Walrasian prices alone are not sufficient to coordinate
the market. The reason is that ties among different bundles have to be broken up carefully
by a central coordinator, in a manner consistent with the corresponding optimal allocation.
However, in real markets, buyers walk into the shop in an arbitrary sequential order and
choose an arbitrary best bundle for themselves without caring about social optimum. In
their paper, it is shown that the absence of a tie-braking rule may result in an arbitrarily
bad allocation. In particular, no static prices can give more than 2/3 of the social welfare
when three buyers with unit-demand valuations arrive sequentially.
To overcome these difficulties, Cohen-Addad et al. [8] introduced the notion of dynamic
pricing schemes. In this setting, the seller is allowed to dynamically update the prices
between buyer arrivals. Achieving optimal social welfare based on dynamic pricing would
be clearly possible if the order in which buyers arrive was known in advance. Nevertheless,
determining an optimal dynamic pricing scheme is highly non-trivial when the prices need to
be set before getting access to the preferences of the next buyer.
The main open problem in [8] asked whether any market with gross substitutes valuations
has a dynamic pricing scheme that achieves optimal social welfare. A market with gross
substitutes valuations is known to be an important class of markets having Walrasian
prices [23]. It is worth noting that the existence of an optimal scheme reduces to the existence
of an appropriate initial price vector; an optimal allocation then can be determined by
induction. For a formal definition, we refer the reader to [2].
As a starting step towards understanding the general case, we consider the existence
of a static pricing scheme for a two-buyer market with matroid rank valuations, because
a matroid rank function is a fundamental example of gross substitutes valuations. Here, a
matroid with a ground set S and a base family B is denoted by M = (S, B) and we denote
P
p(X) := s∈X p(s) for p : S → R and X ⊆ S.
I Conjecture 1. Let M1 = (S, B1 ) and M2 = (S, B2 ) be matroids with rank functions r1 and
r2 , respectively. Then, there exists a function p : S → R (called a price vector) satisfying the
following conditions.
1. For any B1 ∈ arg maxX⊆S (r1 (X)−p(X)) and for any B2 ∈ arg maxY ⊆S\B1 (r2 (Y )−p(Y )),
r1 (B1 ) + r2 (B2 ) = max{r1 (X) + r2 (Y ) | X, Y ⊆ S, X ∩ Y = ∅}.
2. For any B2 ∈ arg maxY ⊆S (r2 (Y )−p(Y )) and for any B1 ∈ arg maxX⊆S\B2 (r1 (X)−p(X)),
r1 (B1 ) + r2 (B2 ) = max{r1 (X) + r2 (Y ) | X, Y ⊆ S, X ∩ Y = ∅}.

1

Walrasian equilibrium is often called competitive pricing, or market equilibrium in the literature.
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This conjecture can be interpreted as follows. There are two buyers and each buyer
i ∈ {1, 2} has a valuation function ri . If buyer i comes to a shop first, then she chooses
an arbitrary bundle Bi that maximizes her utility ri − p, and the second buyer chooses a
best bundle in S \ Bi . The requirements mean that any choice of Bi results in an allocation
maximizing the social welfare. Thus, whoever comes first, we can achieve the optimal social
welfare.
As we will see in Lemma 14, Conjecture 1 can be reduced to the following conjecture.
I Conjecture 2. Let M1 = (S, B1 ) and M2 = (S, B2 ) be matroids with a common ground set
S such that there exist disjoint bases B1 ∈ B1 and B2 ∈ B2 with B1 ∪ B2 = S. Then, there
exists a function p : S → R (called a price vector) satisfying the following conditions.
1. For any B1 ∈ arg minX∈B1 p(X), it holds that S \ B1 ∈ B2 .
2. For any B2 ∈ arg minX∈B2 p(X), it holds that S \ B2 ∈ B1 .
In the conjecture, there are two buyers and each buyer i ∈ {1, 2} wants to buy a set of
items that forms a basis in Bi . If buyer i comes to a shop first, then she chooses a cheapest
set Bi in Bi with an arbitrary tie-breaking rule. The requirements mean that, regardless of
the choice of Bi , the remaining set S \ Bi is a desired set for the other buyer.
Note that Conjecture 2 was first suggested by Dütting and Végh [12]. In their original
conjecture, the price vector p is chosen to have all different values, that is, p(s1 ) 6= p(s2 )
for s1 6= s2 , which implies that Bi ∈ arg minX∈Bi p(X) is unique for i = 1, 2. However, this
difference is not essential, because we can apply a perturbation to p without affecting the
requirements in Conjecture 2.

Previous work
The notion of Walrasian equilibrium dates back to 1874 [32], originally defined for divisible
goods. In their analysis of the matching problem, Kelso and Crawford [23] introduced the
so-called gross substitutes condition, and showed the existence of Walrasian prices for gross
substitutes valuations. Gul and Stacchetti [20] later verified that, in a sense, this condition
is necessary to ensure the existence of a Walrasian equilibrium.2
It was first observed by Cohen-Addad et al. [8] and Hsu et al. [21] that Walrasian prices
are not sufficient to control the market, as ties must be broken in a coordinated fashion that
is consistent with maximizing social welfare. A natural idea for resolving this issue would be
trying to find Walrasian prices where ties do not occur. However, Hsu et al. showed that
minimal Walrasian prices always induce ties. Even more, Cohen-Addad et al. proved that no
static prices can give more than 2/3 of the social welfare when three buyers with unit-demand
valuations arrive sequentially. As a workaround, they proposed a dynamic pricing scheme for
matching markets (i.e., unit-demand valuations), where the prices are updated between buyerarrivals based upon the current inventory without knowing the identity of the next buyer. On
the negative side, they presented a market with coverage valuations where Walrasian prices
do exist, but no dynamic pricing scheme can achieve the optimal social welfare. Meanwhile,
Hsu et al. showed that, under certain conditions, minimal Walrasian equilibrium prices
induce low over-demand and high welfare. Recently, Berger et al. [2] considered markets
beyond unit-demand valuations, and gave a characterization of all optimal allocations in
multi-demand markets. Based on this, they provided a polynomial-time algorithm for finding
optimal dynamic prices up to three multi-demand buyers.
2

The simplest example of gross substitutes valuations are unit demand preferences, when each agent can
enjoy at most one item. Gul and Stacchetti showed that gross substitutes preferences form the largest
set containing unit demand preferences for which an existence theorem can be obtained.
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To overcome the limitations of Walrasian equilibrium, Feldman et al. [17] proposed a
relaxation called combinatorial Walrasian equilibrium in which the seller can partition the
items into indivisible bundles prior to sale, and they provided an algorithm that determines
bundle prices obtaining at least half of the optimal social welfare.
Another line of research concentrated on posted-price mechanisms in online settings.
As alternatives to optimal auctions, Blumrosen and Holenstein [3] studied posted-price
mechanisms and dynamic auctions in Bayesian settings under the objective of maximizing
revenue. They gave a characterization of the optimal revenue for general distributions, and
provided algorithms that achieve the optimal solution. Chawla et al. [4, 5] developed a
theory of sequential posted-price mechanisms, and provided constant-factor approximation
algorithms for several multi-dimensional multi-unit auction problems and generalizations to
matroid feasibility constraints. In [16], Feldman et el. verified the existence of prices that, in
expectation, achieve at least half of the optimal social welfare for fractionally subadditive
valuations, a class that includes all submodular functions. Dütting et al. [10, 11] provided a
general framework for posted-price mechanisms in Bayesian settings. Chawla et al. [6] showed
that static, anonymous bundle pricing mechanisms are useful when buyers’ preferences have
complementarities. Ezra et al. [15] provided upper and lower bounds on the largest fraction
of the optimal social welfare that can be guaranteed with static prices for several classes of
valuations, such as submodular, XOS, or subadditive. A setting related to online bipartite
matching, called the Max-Min Greedy matching, was considered in [13].

Our results
In the present paper, we concentrate on combinatorial markets with two buyers having matroid
rank valuations, where the matroid corresponding to buyer i is denoted by Mi = (S, Bi ) for
i = 1, 2. Since this setting is reduced to Conjecture 2, in which each buyer has to buy a set
of items that forms a basis of a matroid, we focus on Conjecture 2.
While Conjecture 2 remains open in general, we give polynomial-time3 algorithms for
two important special cases. In the first one, one of the matroids is a partition matorid.
Although partition matroids have relatively simple structure, finding the proper price vector
p is non-trivial even in this seemingly simple case.
I Theorem 3. Let M1 be a partition matroid with partition classes of size at most 2 and
with all-ones upper bound on the partition classes, and let M2 be an arbitrary matroid. Then
Conjectures 1 and 2 hold, and a price vector p satisfying the conditions can be computed in
polynomial time.
Next we consider strongly base orderable matroids, a class of matroids with distinctive
structural properties. Roughly, in a strongly base orderable matroid, for any pair of bases,
there exists a bijection between them satisfying a certain property (see Section 2 for the formal
definition). Note that various matroids appearing in combinatorial and graph optimization
problems belong to this class, such as partition, laminar, transversal matroids, or more
generally, gammoids.
I Theorem 4. If both M1 and M2 are strongly base orderable, then Conjectures 1 and 2
hold. Furthermore, a price vector p satisfying the conditions can be computed in polynomial
time if, for any pair of bases, the bijection between them can be computed in polynomial time.
3

In matroid algorithms, it is usually assumed that the matroids are accessed through independence oracles,
and the complexity of an algorithm is measured by the number of oracle calls and other conventional
elementary steps.
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Another contribution of this paper is to show the equivalence between Conjecture 2 and
its weighted counterpart as below.
I Conjecture 5. For i ∈ {1, 2}, let Mi = (S, Bi ) be a matroid and wi : S → R be a weight
function. Assume that there exist disjoint bases B1 ∈ B1 and B2 ∈ B2 with B1 ∪ B2 = S.
Then, there exists a function p : S → R satisfying the following conditions.
1. For any B1 ∈ arg maxX∈B1 (w1 (X) − p(X)), we have that B1 is a maximizer of w1 (X) +
w2 (S \ X) subject to X ∈ B1 and S \ X ∈ B2 .
2. For any B2 ∈ arg maxX∈B2 (w2 (X) − p(X)), we have that B2 is a maximizer of w1 (S \
X) + w2 (X) subject to S \ X ∈ B1 and X ∈ B2 .
Clearly, Conjecture 2 is a special case of Conjecture 5; this follows easily by setting
w1 ≡ w2 ≡ 0. Somewhat surprisingly, the reverse implication also holds for arbitrary
matroids.
I Theorem 6. If Conjecture 2 is true, then Conjecture 5 is also true.
More generally, we prove that Theorem 6 can be generalized to the case with gross
substitutes valuations, i.e., M\ -concave functions. See the full version of this paper [1] for
the details.
Based on Theorem 6 and the properties of partition and strongly base orderable matroids,
we have the following corollaries.
I Corollary 7. Let M1 be a partition matroid with partition classes of size at most 2 and
with all-ones upper bound on the partition classes, and let M2 be an arbitrary matroid.
Then Conjecture 5 holds, and a price vector p satisfying the conditions can be computed in
polynomial time.
I Corollary 8. If both M1 and M2 are strongly base orderable, then Conjecture 5 holds.
Furthermore, a price vector p satisfying the conditions can be computed in polynomial time
if, for any pair of bases, the bijection between them can be computed in polynomial time.

Paper organization
The rest of the paper is organized as follows. Basic definitions and notation are given in
Section 2. Theorems 3 and 4 are proved in Sections 3 and 4, respectively. The connection
between unweighted and weighted variants of the problem is discussed in Section 5. We
conclude the paper in Section 6.

2

Preliminaries

Basic notation
The sets of reals, non-negative reals, integers, and non-negative integers are denoted by R,
R+ , Z, and Z+ , respectively. Let S be a finite set. Given a subset B ⊆ S and elements
x, y ∈ S, we write B − x + y for short to denote the set (B \ {x}) ∪ {y}. The symmetric
difference of two sets X and Y is X4Y := (X \ Y ) ∪ (Y \ X). For a function f : S → R, we
P
P
use f (X) := x∈X f (x). For two vectors x, y ∈ RS , we denote x · y := s∈S x(s)y(s).
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Matroids and matroid intersection
Matroids were introduced as an abstract generalization of linear independence in vector
spaces [28, 33]. A matroid M is a pair (S, I) where S is the ground set of the matroid and
I ⊆ 2S is the family of independent sets satisfying the independence axioms: (I1) ∅ ∈ I, (I2)
X ⊆ Y ∈ I ⇒ X ∈ I, and (I3) X, Y ∈ I, |X| < |Y | ⇒ ∃e ∈ Y \ X s.t. X + e ∈ I. A loop is
an element that is non-independent on its own. The rank of a set X ⊆ S is the maximum
size of an independent set contained in X, and is denoted by r(X). Here r is called the rank
function of M . Maximal independent sets of M are called bases and their set is denoted by
B. Alternatively, matroids can be defined through the basis axioms: (B1) B 6= ∅, and (B2)
B1 , B2 ∈ B, x ∈ B1 \ B2 ⇒ ∃y ∈ B2 \ B1 s.t. B1 − x + y ∈ B. In this paper, a matroid is
denoted by a pair (S, B), where S is a ground set and B is a family of bases.
For a matroid M = (S, B) and for T ⊆ S, deleting T gives a matroid M 0 on the ground
set S \ T such that a subset of S \ T is independent in M 0 if and only if it is independent
in M . For T ⊆ S, contracting T gives a matroid M 0 on the ground set S \ T whose rank
function is r0 (X) = r(X ∪ T ) − r(T ), where r is the rank function of M . Adding a parallel
copy of an element s ∈ S gives a new matroid M 0 = (S 0 , B 0 ) on ground set S 0 = S + s0
where B 0 = {X ⊆ S 0 : either X ∈ B, or s ∈
/ X, s0 ∈ X and X − s0 + s ∈ B}. The direct
sum M1 ⊕ M2 of matroids M1 = (S1 , B1 ) and M2 = (S2 , B2 ) on disjoint ground sets is a
matroid M = (S1 ∪ S2 , B) whose bases are the disjoint unions of a basis M1 and a basis of
M2 . The sum or union M1 + M2 of M1 = (S, B1 ) and M2 = (S, B2 ) on the same ground set
is a matroid M = (S, B) whose independent sets are the disjoint unions of an independent
set of M1 and an independent set of M2 .
For a basis B ∈ B, let us consider the bipartite graph G = (S, E[B]) defined by E[B] :=
{(x, y) | x ∈ B, y ∈ S \ B, B − x + y ∈ B}. Krogdahl [24, 25, 26] verified the following
statement (see also [30, Theorem 39.13]).
I Theorem 9 (Krogdahl). Let M = (S, B) be a matroid and let B ∈ B. Let B 0 ⊆ S be such
that |B| = |B 0 | and E[B] contains a unique perfect matching on B4B 0 . Then B 0 ∈ B.
In the weighted matroid intersection problem, we are given two matroids M1 = (S, B1 ) and
M2 = (S, B2 ) on the same ground set together with a weight function w : S → R, and the goal
is to find a common basis maximizing w(B), that is, B ∈ arg max{w(B) | B ∈ B1 ∩ B2 }. The
celebrated weight-splitting theorem of Frank [18] gives a min-max relation for the weighted
matroid intersection.
I Theorem 10 (Frank). The maximum w-weight of a common basis of M1 = (S, B1 ) and
M2 = (S, B2 ) is equal to the minimum of max{w1 (B) | B ∈ B1 } + max{w2 (B) | B ∈ B2 }
subject to w = w1 + w2 . In particular, for an optimal weight-splitting w = w1 + w2 , it holds
that arg max{w(B) | B ∈ B1 ∩ B2 } = arg max{w1 (B) | B ∈ B1 } ∩ arg max{w2 (B) | B ∈ B2 }.
A k-uniform matroid is a matroid M = (S, B) where B = {X ⊆ S | |X| = k} for some
k ∈ Z+ . A partition matroid M = (S, B) is the direct sum of uniform matroids, or in other
words, B = {X ⊆ S | |X ∩ Si | = ki for i = 1, . . . , q} for some partition S = S1 ∪ · · · ∪ Sq of
S and ki ∈ Z+ for i = 1, . . . , q. Each Si is called a partition class. In the paper, we will work
with partition matroids satisfying |Si | ≤ 2 and ki = 1 for i = 1, . . . , q.
For further details on matroids and the matroid intersection problem, we refer the reader
to [29, 30].
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Dual matroids
The dual of a matroid M = (S, B) is the matroid M ∗ = (S, B ∗ ) where B ∗ = {B ∗ ⊆ S |
S \ B ∗ ∈ B}. Given one of the standard oracles for M , the same oracle for M ∗ can be
constructed as well.
We now rephrase Conjecture 2 by using dual matroids. Suppose that M1 and M2 are
matroids as in Conjecture 2 and let M2∗ = (S, B2∗ ) be the dual matroid of M2 . Then, we
can see that S \ B1 ∈ B2 is equivalent to B1 ∈ B2∗ , and B2 ∈ arg minX∈B2 p(X) is equivalent
to S \ B2 ∈ arg maxX∈B2∗ p(X). Therefore, by replacing M2 and S \ B2 with M2∗ and B2 ,
respectively, Conjecture 2 is equivalent to the following conjecture.
I Conjecture 11. Let M1 = (S, B1 ) and M2 = (S, B2 ) be matroids with a common ground
set S such that there exists a common basis B ∈ B1 ∩ B2 . Then, there exists a function
p : S → R satisfying the following conditions.
1. For any B1 ∈ arg minX∈B1 p(X), it holds that B1 ∈ B2 .
2. For any B2 ∈ arg maxX∈B2 p(X), it holds that B2 ∈ B1 .
Conjecture 11 bears a lot of similarities with the problem of packing common bases in the
intersection of two matroids. If M1 and M2 share two disjoint common bases, then setting
the prices low on one of them and high on the other gives a desired p. If S can be partitioned
into two disjoint bases in both M1 and M2 , then the statement may be reminiscent of Rota’s
famous conjecture concerning rearrangements of bases [22].

Strongly base orderable matroids
A matroid M = (S, B) is strongly base orderable if for any two bases B1 , B2 ∈ B, there
exists a bijection f : B1 → B2 such that (B1 \ X) ∪ f (X) ∈ B for any X ⊆ B1 , where we
denote f (X) := {f (e) | e ∈ X}. Davies and McDiarmid [9] observed the following (see
also [30, Theorem 42.13]).
I Theorem 12 (Davies and McDiarmid). Let M1 = (S, B1 ) and M2 = (S, B2 ) be strongly base
orderable matroids. If X ⊆ S can be partitioned into k bases in both M1 and M2 , then X can
be partitioned into k common bases. Furthermore, such k common bases can be computed in
polynomial time if the bijection f can be computed in polynomial time for any pair of bases.
The following technical lemma about strongly base orderable matroids will be used in
the proof of Corollary 8.
I Lemma 13. Let M = (S, B) be a strongly base orderable matroid, q : S → R be a function,
and define a matroid M̂ = (S, B̂) by B̂ = arg maxX∈B q(X). Then M̂ is strongly base
orderable.
Proof. Let B1 , B2 ∈ B̂. Since both B1 and B2 are bases of M = (S, B), there exists a bijection
f : B1 → B2 such that (B1 \X)∪f (X) ∈ B for any X ⊆ B1 . Since q(B1 ) ≥ q((B1 \X)∪f (X))
for any X ⊆ B1 by B1 ∈ B̂, it holds that q(X) ≥ q(f (X)). In particular, q(x) ≥ q(f (x))
for any x ∈ B1 . Since B2 ∈ B̂, we obtain q(B1 ) = q(B2 ) = q(f (B1 )), which shows that
q(x) = q(f (x)) for any x ∈ B1 . Therefore, q(B1 ) = q((B1 \ X) ∪ f (X)) for any X ⊆ B1 , and
hence (B1 \ X) ∪ f (X) ∈ B̂. This shows that M̂ is strongly base orderable.
J

Market model
In a combinatorial market, we are given a set S of indivisible items and a set J of buyers.
Each buyer i ∈ J has a valuation function vi : 2S → R that describes the buyer’s preferences
over the subsets of items. Given prices p : S → R, the utility of buyer i ∈ J for a subset
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X ⊆ S is defined by ui (X) = vi (X) − p(X). The buyers arrive in an undetermined order,
and the next buyer always picks a subset of items that maximizes her utility. The goal is to
set the prices in such a way that no matter which buyer arrives next, the final allocation of
items maximizes the social welfare. In a dynamic pricing scheme, the prices can be updated
between buyer arrivals based on the remaining sets of items and buyers.
We focus on the case of two buyers with matroid rank functions as valuations. Let
M1 = (S, B1 ) and M2 = (S, B2 ) be matroids with rank functions r1 and r2 , respectively. The
valuation of agent i is ri for i = 1, 2. The valuations are accessed through one of the standard
matroid oracles (e.g. independence or rank oracle). As described in the introduction, this
setting can be reduced to the case in which each buyer always chooses a basis that maximizes
her utility, that is, Conjecture 1 can be reduced to Conjecture 2.
I Lemma 14. If Conjecture 2 is true, then Conjecture 1 is also true.
Proof. Let M1 = (S, B1 ) and M2 = (S, B2 ) be matroids as in Conjecture 1 and let B̂1 ∈ B1
and B̂2 ∈ B2 be a pair of bases that maximizes |B̂1 ∪ B̂2 |. For i ∈ {1, 2}, let Mi0 be the matroid
obtained from Mi by deleting S \ (B̂1 ∪ B̂2 ) and contracting B̂1 ∩ B̂2 . Then, M10 = (S 0 , B10 )
and M20 = (S 0 , B20 ) are matroids with a common ground set S 0 := (B̂1 ∪ B̂2 ) \ (B̂1 ∩ B̂2 ) such
that there exist disjoint bases B̂1 \ B̂2 ∈ B10 and B̂2 \ B̂1 ∈ B20 whose union is S 0 . Hence, by
assuming that Conjecture 2 is true, there exists a price vector p0 : S 0 → R with the following
conditions.
1. For any B10 ∈ arg minX∈B10 p0 (X), it holds that S 0 \ B10 ∈ B20 .
2. For any B20 ∈ arg minX∈B20 p0 (X), it holds that S 0 \ B20 ∈ B10 .
We observe that we can modify the price vector p0 so that 0 < p0 (s) < 1 for every s ∈ S 0 , by
replacing p0 (s) with α · p0 (s) + β for some α > 0 and β ∈ R. By using such a function p0 ,
define p : S → R by

0
0


p (s) if s ∈ S ,
p(s) = 0
if s ∈ B̂1 ∩ B̂2 ,


1
if s ∈ S \ (B̂ ∪ B̂ ).
1

2

For B1 ∈ arg maxX⊆S (r1 (X) − p(X)), the definition of p shows that B1 = B10 ∪ (B̂1 ∩ B̂2 )
for some B10 ∈ arg minX∈B10 p0 (X). Since this implies S 0 \ B10 ∈ B20 , it holds that S 0 \ B10 is
a maximal independent set of M2 in S \ B1 by the maximality of |B̂1 ∪ B̂2 |. Therefore, if
B2 ∈ arg maxY ⊆S\B1 (r2 (Y ) − p(Y )), then B2 = S 0 \ B10 and hence
r1 (B1 ) + r2 (B2 ) = |B10 | + |B̂1 ∩ B̂2 | + |S 0 \ B10 | = |B̂1 ∪ B̂2 |
= max{r1 (X) + r2 (Y ) | X, Y ⊆ S, X ∩ Y = ∅},
which shows the first requirement of Conjecture 1. The same argument works for B2 ∈
arg maxX⊆S (r2 (X) − p(X)). Therefore, p satisfies the requirements in Conjecture 1.
J
Note that a pair of bases B̂1 ∈ B1 and B̂2 ∈ B2 maximizing |B̂1 ∪ B̂2 | can be computed
in polynomial time by applying a matroid intersection algorithm to M1 and M2∗ . Note also
that the price vector p obtained in the above proof is not necessarily a Walrasian price.
We can consider a weighted variant of Conjecture 2 in which we are given weight functions
w1 : S → R and w2 : S → R. For a buyer i ∈ {1, 2} and for a basis X ∈ Bi , the valuation
vi (X) is defined as wi (X). Each buyer chooses a basis that maximizes her utility. Note
that choosing a basis is a hard constraint, and hence we do not have to define vi (X) for
X 6∈ Bi . The goal is to find a price vector p that achieves the optimal social welfare
max{w1 (X) + w2 (S \ X) | X ∈ B1 , S \ X ∈ B2 }.
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Recently, Berger et al. [2] investigated the existence of optimal dynamic pricing schemes
P
for k-demand valuations. A valuation v : 2S → R+ is k-demand if v(X) = max{ s∈Z v(s) |
Z ⊆ X, |Z| ≤ k}. Although this setting is similar to our weighted variant for k-uniform
matroids, our results do not directly generalize their work because of our assumption on the
buyers’ choices.

3

Partition matroids

The aim of this section is to prove the existence of a required price vector p for instances
where M1 is a partition matroid of special type.
I Theorem 3. Let M1 be a partition matroid with partition classes of size at most 2 and
with all-ones upper bound on the partition classes, and let M2 be an arbitrary matroid. Then
Conjectures 1 and 2 hold, and a price vector p satisfying the conditions can be computed in
polynomial time.
Proof. Since Conjectures 2 and 11 are equivalent by replacing M2 with its dual M2∗ , we show
Conjecture 11. Let M1 = (S, B1 ) be a partition matroid defined by partition S = S1 ∪ · · · ∪ Sq
where |Si | ≤ 2 for i = 1, . . . , q, that is, B1 = {X ⊆ S | |X ∩ Si | = 1 for i = 1, . . . , q}. Let
M2 = (S, B2 ) be an arbitrary matroid such that M1 and M2 have a common basis.
Let B1 ∈ B1 ∩B2 be an arbitrary common basis. Take another common basis B2 ∈ B1 ∩B2
(possibly B2 = B1 ) such that |B1 ∩ B2 | is minimized. We consider a bipartite digraph
D = (V, E) defined by
V = (B1 ∩ B2 ) ∪ (S \ (B1 ∪ B2 )),
E = {(x, y) | x ∈ B1 ∩ B2 , y ∈ S \ (B1 ∪ B2 ), B1 − x + y ∈ B1 }

(1)

∪ {(y, x) | x ∈ B1 ∩ B2 , y ∈ S \ (B1 ∪ B2 ), B2 − x + y ∈ B2 }.
B Claim 15. The digraph D is acyclic.
Proof. Let x ∈ B1 ∩ B2 and y ∈ S \ (B1 ∪ B2 ). As M1 is defined on a partition consisting of
classes of size at most 2, B − x + y ∈ B1 implies that {x, y} is one of the partition classes.
This implies that B1 − x + y ∈ B1 if and only if B2 + x − y ∈ B1 .
Now suppose to the contrary that D contains a dicycle. Choose a dicycle C with the
smallest number of vertices, which implies that C has no chord. Then, B20 := B2 4V (C) is a
common basis of M1 and M2 by the above observation and Theorem 9. Since |B1 ∩ B20 | <
|B1 ∩ B2 |, this contradicts that |B1 ∩ B2 | is minimized.
C
Let n = |S|. We now consider a function p : S → R satisfying the following: p(x) := 0
for x ∈ B1 \ B2 , p(x) := n + 1 for x ∈ B2 \ B1 , p(x) are distinct values in {1, 2, . . . , n} for
x ∈ V , and p(x) < p(y) for (x, y) ∈ E. Note that such a function exists by Claim 15, which
can be found easily by the topological sorting. In what follows, we show that p satisfies that
arg minX∈B1 p(X) = {B1 } and arg maxX∈B2 p(X) = {B2 }.
B Claim 16. arg minX∈B1 p(X) = {B1 } and arg maxX∈B2 p(X) = {B2 }.
Proof. For a non-negative integer k, let Sk := {x ∈ S | p(x) ≤ k} and let Ik be a minimizer
of p(X) subject to X being a maximal independent set of M1 and X ⊆ Sk . Note that Ik
can be computed by a greedy algorithm. Since Sn contains a basis B1 , the greedy algorithm
chooses no element in B2 \ B1 , which means that Ik ∩ (B2 \ B1 ) = ∅ for every k. We also
note that Ik is uniquely determined for each k, since the p(x)’s are distinct for x ∈ V .
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We show that Ik = B1 ∩ Sk for every k by induction on k. Since I0 = B1 \ B2 , it is
obvious that I0 = B1 ∩ S0 . Fix k ≥ 1 and assume that Ik−1 = B1 ∩ Sk−1 . Then, we have
the following.
If there exists x ∈ B1 ∩ B2 with p(x) = k, then Ik = Ik−1 + x, and hence Ik = B1 ∩ Sk .
Suppose that there exists y ∈ S \ (B1 ∪ B2 ) with p(y) = k. We show that Ik−1 + y is
not independent in M1 . Suppose to the contrary that Ik−1 + y is independent. Then,
there exists x ∈ B1 \ Ik−1 such that B1 − x + y ∈ B1 , and hence (x, y) ∈ E. By the
choice of p, we obtain p(x) < p(y), i.e., x ∈ Sk−1 . This contradicts x ∈ B1 \ Ik−1 , because
Sk−1 ∩(B1 \Ik−1 ) = ∅ by the induction hypothesis. Therefore, Ik−1 +y is not independent
in M1 , which shows that Ik = Ik−1 and Ik = B1 ∩ Sk .
If there exists no x ∈ V with p(x) = k, then Ik = Ik−1 , and hence Ik = B1 ∩ Sk .
Therefore, Ik = B1 ∩ Sk holds for every k by induction. This shows that In+1 = B1 ∩ Sn+1 =
B1 , and hence arg minX∈B1 p(X) = {In+1 } = {B1 }.
By a similar argument, we obtain arg maxX∈B2 p(X) = {B2 }.
C
Since B1 , B2 ∈ B1 ∩ B2 , this claim shows that p satisfies the requirements in Conjecture 11.
Thus, Conjecture 11 holds, and hence Conjecture 2 also holds.
This together with Lemma 14 shows that Conjecture 1 also holds. Note that, in the proof
of Lemma 14, we modify given matroids by deleting and contracting some elements, but this
modification does not affect the assumption on M1 . That is, if M1 is a partition matroid
with partition classes of size at most 2 and with all-ones upper bound on the partition classes,
then the obtained matroid M10 is also a partition matroid of this type.
J
I Remark 17. Note that in the proof of Theorem 3, we fixed the basis B1 ∈ B1 arbitrarily.
That is, for any B1 ∈ B1 , the optimal price vector p can be set in such a way that the
maximum utility of the buyer corresponding to M1 is attained on B1 . It is not difficult to
see that the analogous statement holds for any basis B2 ∈ B2 .
I Remark 18. Even when B1 is a base family of a partition matroid as in Theorem 3, if B2
is an arbitrary set family of S, then the requirements in Conjecture 2 do not necessarily
hold. To see this, suppose that S = {1, 2, 3, 4}, B1 = {{1, 3}, {1, 4}, {2, 3}, {2, 4}}, and
B2 = {{2, 4}, {1, 2}, {3, 4}}. Then, (B1 , B2 ) = ({1, 3}, {2, 4}) is a unique pair of disjoint
sets such that B1 ∈ B1 , B2 ∈ B2 , and B1 ∪ B2 = S. If p satisfies the requirements in
Conjecture 2, then p(1) < p(2) and p(3) < p(4) hold by the first requirement and p(4) < p(1)
and p(2) < p(3) hold by the second requirement. This shows that such p does not exist.

4

Strongly base orderable matroids

In this section, we show that Conjectures 1 and 2 hold for strongly base orderable matroids.
The proof is based on a similar approach to that of Theorem 3. Nevertheless, there are small
but crucial differences.
I Theorem 4. If both M1 and M2 are strongly base orderable, then Conjectures 1 and 2
hold. Furthermore, a price vector p satisfying the conditions can be computed in polynomial
time if, for any pair of bases, the bijection between them can be computed in polynomial time.
Proof. In order to show Conjecture 2, we first show Conjecture 11 under the assumption
that M1 and M2 are strongly base orderable. Let M1 = (S, B1 ) and M2 = (S, B2 ) be
strongly base orderable matroids that have a common basis. We take two common bases
B1 , B2 ∈ B1 ∩ B2 (possibly B1 = B2 ) such that |B1 ∩ B2 | is minimized. For each element
x ∈ S, we add a parallel copy x0 of x to the matroid Mi and denote the matroid thus
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obtained by Mi+ = (S ∪ S 0 , Bi+ ) for i ∈ {1, 2}. We denote X 0 := {x0 | x ∈ X} for X ⊆ S.
Let 2Mi+ = (S ∪ S 0 , 2Bi+ ) be the sum of two copies of Mi+ . As Mi+ clearly has two disjoint
bases, we have 2Bi+ := {Y1 ∪ Y2 | Y1 and Y2 are disjoint bases of Mi+ }.
B Claim 19. For i ∈ {1, 2}, 2Mi+ is a strongly base orderable matroid.
Proof. Fix i ∈ {1, 2}. We can easily see that Mi+ is strongly base orderable. Suppose that we
are given two bases X1 , X2 ∈ 2Bi+ , and suppose also that X1 = Y11 ∪ Y12 and X2 = Y21 ∪ Y22 ,
where Y11 , Y12 , Y21 , Y22 ∈ Bi+ . Since Mi+ is strongly base orderable, for j ∈ {1, 2}, there exists
a bijection fj : Y1j → Y2j such that (Y1j \ X) ∪ fj (X) ∈ Bi+ for any X ⊆ Y1j . Then, f1 and f2
naturally define a bijection f : X1 → X2 such that (X1 \ X) ∪ f (X) ∈ 2Bi+ for any X ⊆ X1 .
This shows that 2Mi+ is strongly base orderable.
C
Let X0 := (B1 ∪ B2 ) ∪ (B1 ∩ B2 )0 . Then, X0 is a common basis of 2M1+ and 2M2+ . We
consider a bipartite digraph D+ = (V, E + ) defined by
V = (B1 ∩ B2 ) ∪ (S \ (B1 ∪ B2 )),
E + = {(x, y) | x ∈ B1 ∩ B2 , y ∈ S \ (B1 ∪ B2 ), X0 − x + y ∈ 2B1+ }
∪ {(y, x) | x ∈ B1 ∩ B2 , y ∈ S \ (B1 ∪ B2 ), X0 − x + y ∈ 2B2+ }.
B Claim 20. The digraph D+ is acyclic.
Proof. Suppose to the contrary that D+ contains a dicycle. Choose a dicycle C with the
smallest number of vertices, which implies that C has no chord. Then, X0 4V (C) is a
common basis of 2M1+ and 2M2+ by Theorem 9. By Theorem 12 and Claim 19, X0 4V (C)
can be partitioned into two common bases of M1+ and M2+ . Let B̃1 and B̃2 be the sets in S
corresponding to these common bases. Then, B̃1 , B̃2 ∈ B1 ∩ B2 and |B̃1 ∩ B̃2 | < |B1 ∩ B2 |.
This contradicts that |B1 ∩ B2 | is minimized.
C
We now consider the digraph D = (V, E) defined by (1). For x ∈ B1 ∩ B2 and y ∈
S \ (B1 ∪ B2 ), we observe that B1 − x + y ∈ B1 implies X0 − x + y ∈ 2B1+ and B2 − x + y ∈ B2
implies X0 − x + y ∈ 2B2+ . This shows that D is a subgraph of D+ , and hence D is
acyclic by Claim 20. Therefore, we can find a function p : S → R such that p(x) := 0 for
x ∈ B1 \ B2 , p(x) := |S| + 1 for x ∈ B2 \ B1 , p(x) are distinct values in {1, 2, . . . , |S|} for
x ∈ V , and p(x) < p(y) for (x, y) ∈ E. Then, Claim 16 shows that arg minX∈B1 p(X) = {B1 }
and arg maxX∈B2 p(X) = {B2 }. Since B1 , B2 ∈ B1 ∩ B2 , p satisfies the requirements in
Conjecture 11. Thus, Conjecture 11 holds.
This proof can be converted to a polynomial-time algorithm for computing p as follows.
We first pick up two arbitrary common bases B1 , B2 ∈ B1 ∩ B2 and construct a digraph D+
as above. If D+ is acyclic, then we can find an appropriate function p. Otherwise, the proof
of Claim 20 shows that we can find B̃1 , B̃2 ∈ B1 ∩ B2 with |B̃1 ∩ B̃2 | < |B1 ∩ B2 |. Then, we
update Bi ← B̃i for i ∈ {1, 2}, construct D+ , and repeat this procedure. Since |B1 ∩ B2 |
decreases monotonically, this procedure is executed at most |S| times.
Recall that Conjectures 2 and 11 are equivalent by replacing M2 with M2∗ . Since M2 is
strongly base orderable if and only if M2∗ is strongly base orderable, Conjecture 2 also holds
for strongly base orderable matroids.
This together with Lemma 14 shows that Conjecture 1 also holds. We note that, if M1
and M2 are strongly base orderbale matroids, then the matroids M10 and M20 obtained by
deletion and contraction in the proof of Lemma 14 are also strongly base orderable.
J
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Finally in this section, we show an application of Theorem 4 to bipartite matching, which
is of independent interest. For a vertex v in a graph, let δ(v) denote the set of all the edges
incident to v.
I Corollary 21. For a bipartite graph G = (U, V ; E) containing a perfect matching, there
exists a weight function w : E → R satisfying the following conditions.
1. For each u ∈ U , let eu be a lightest edge in δ(u) with respect to w. Then, {eu | u ∈ U } is
a perfect matching in G.
2. For each v ∈ V , let ev be a heaviest edge in δ(v) with respect to w. Then, {ev | v ∈ V } is
a perfect matching in G.
Proof. Let B1 = {F ⊆ E | |F ∩ δ(u)| = 1 for any u ∈ U } and B2 = {F ⊆ E | |F ∩ δ(v)| =
1 for any v ∈ V }. By definition, (E, B1 ) and (E, B2 ) are partition matroids, and hence they
are strongly base orderable matroids. Since Conjecture 11 holds for strongly base orderable
matroids and B1 ∩ B2 is the set of perfect matchings in G, we obtain the corollary.
J

5

Reduction from the weighted case to the unweighted case

In this section, we show that the weighted problem can be reduced to the unweighted one,
and prove Theorem 6.
I Theorem 6. If Conjecture 2 is true, then Conjecture 5 is also true.
Proof. Since Conjectures 2 and 11 are equivalent, it suffices to show that Conjecture 5 is
true by assuming that Conjecture 11 is true.
Suppose that we are given Mi = (S, Bi ) and wi : S → R for i ∈ {1, 2} as in Conjecture 5.
We first consider the problem of finding a maximum weight common basis of M1 and M2∗
with respect to w1 − w2 , where M2∗ = (S, B2∗ ) is the dual matroid of M2 . By Theorem 10,
there exist two functions q1 : S → R and q2 : S → R with q1 + q2 = w1 − w2 such that

 

arg max (w1 (X) − w2 (X)) = arg max q1 (X) ∩ arg max q2 (X) .
(2)
X∈B1 ∩B2∗

X∈B1

X∈B2∗

Define Bˆ1 = arg maxX∈B1 q1 (X) and Bˆ2 = arg maxX∈B2∗ q2 (X). Then, it is known that
M̂i = (S, B̂i ) is also a matroid for i ∈ {1, 2} (see [14]). By (2), we obtain
arg max (w1 (X) − w2 (X)) = Bˆ1 ∩ Bˆ2 .

(3)

X∈B1 ∩B2∗

This together with B1 ∩ B2∗ 6= ∅ shows that Bˆ1 ∩ Bˆ2 6= ∅, and hence M̂1 and M̂2 satisfy the
assumptions in Conjecture 11. Therefore, by assuming that Conjecture 11 is true, there
exists a function p̂ : S → R satisfying the following conditions.
(a) For any B1 ∈ arg minX∈B̂1 p̂(X), it holds that B1 ∈ B̂2 .
(b) For any B2 ∈ arg maxX∈B̂2 p̂(X), it holds that B2 ∈ B̂1 .
Let δ := min{|qi (X)−qi (Y )| | i ∈ {1, 2}, X, Y ⊆ S, qi (X) 6= qi (Y )} and let ε be a positive
number such that ε · |p̂(X)| < δ/2 for any X ⊆ S. We now show that p := w1 − q1 + ε · p̂
satisfies the requirements of Conjecture 5. Let B1 be a set in arg maxX∈B1 (w1 (X) − p(X)) =
arg maxX∈B1 (q1 (X) − ε · p̂(X)). Since −δ/2 < ε · p̂(X) < δ/2 for any X ⊆ S, we have that
B1 ∈ arg maxX∈B1 q1 (X) = Bˆ1 and B1 ∈ arg minX∈Bˆ1 p̂(X). Then (a) shows that B1 ∈ Bˆ2 .
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Therefore,
B1 ∈ Bˆ1 ∩ Bˆ2 = arg max (w1 (X) − w2 (X)) = arg max (w1 (X) + w2 (S \ X))
X∈B1 ∩B2∗

X∈B1 ∩B2∗

holds by (3), which means that p satisfies the first requirement in Conjecture 5.
Similarly, let B2 be a set in
arg max(w2 (X) − p(X)) = arg max(−q2 (X) − ε · p̂(X)) = arg max(q2 (S \ X) + ε · p̂(S \ X)).
X∈B2

X∈B2

X∈B2

This shows that S \ B2 ∈ arg maxX∈B2∗ q2 (X) = Bˆ2 and S \ B2 ∈ arg maxX∈Bˆ2 p̂(X). Then
(b) shows that S \ B2 ∈ Bˆ1 . Therefore,
S \ B2 ∈ Bˆ1 ∩ Bˆ2 = arg max (w1 (X) − w2 (X)) = arg max (w1 (X) + w2 (S \ X))
X∈B1 ∩B2∗

X∈B1 ∩B2∗

holds by (3), which means that p satisfies the second requirement in Conjecture 5. Therefore,
Conjecture 5 is true if Conjecture 11 is true.
J
I Remark 22. Algorithmically, if we can compute p̂, then we can compute p efficiently as
follows. Since w1 and w2 are rational-valued when they are given as a part of input, by
multiplying by the common denominator, we may assume that w1 and w2 are integral. Then,
we can take q1 and q2 so that they are integral [18]. Therefore, we have that δ ≥ 1, and
P
hence ε := 1/(1 + 2 s∈S |p̂(s)|) satisfies the conditions in the proof. This shows that we
can compute p := w1 − q1 + ε · p̂.
By Theorem 6, we obtain Corollaries 7 and 8 as follows. In the proof of Theorem 6,
we consider Conjecture 11 for matroids M̂i = (S, B̂i ), where Bˆ1 = arg maxX∈B1 q1 (X) and
Bˆ2 = arg maxX∈B2∗ q2 (X). Observe that if M1 is a partition matroid with partition classes
of size at most 2 and with all-ones upper bound on the partition classes, then so is M̂1 .
Furthermore, Lemma 13 shows that if Mi is strongly base orderable, then so is M̂i . Since
Theorems 3 and 4 imply that Conjecture 11 also holds for these cases, we obtain Corollaries 7
and 8.

6

Conclusion

We considered the existence of prices that are capable of achieving optimal social welfare
without a central tie-breaking coordinator. Although such pricing looks similar to well-known
Walrasian pricing, it is less understood even for two-buyer markets with gross substitute
valuations. This paper focuses on two-buyer markets with matroid rank valuations, and we
gave polynomial-time algorithms that always find such prices when one of the matroids is a
simple partition matroid or both matroids are strongly base orderable. This result partially
answers a question of Düetting and Végh. We further formalized a weighted variant of the
conjecture of Düetting and Végh, and showed that the weighted variant can be reduced
to the unweighted one based on the weight-splitting theorem of Frank. We also showed
that a similar reduction technique works for M\ -concave functions, or equivalently, for gross
substitutes functions (see [1] for the details).
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1

Introduction

Various combinatorial problems on graphs can be seen as problems of partitioning the vertex
set of a given graph into a fixed number of vertex subsets satisfying prescribed properties.
For example, c-Coloring is the problem of deciding whether the vertex set of a given graph
can be partitioned into c independent sets (i.e., edgeless graphs). Another example is NearBipartiteness, which is the problem of deciding whether the vertex set of a given graph can
be partitioned into two subsets such that one forms an independent set and the other forms an
acyclic graph. These problems can be unified as the problem (Π1 , Π2 , . . . , Πc )-Partition for
a fixed integer c, where Π1 , Π2 , . . . , Πc denote graph properties: (Π1 , Π2 , . . . , Πc )-Partition,
also known as Generalized Graph Coloring [1], is the problem of asking whether the
vertex set of a given graph can be partitioned into c subsets V1 , V2 , . . . , Vc such that the
subgraph induced by Vi satisfies the graph property Πi for every i ∈ {1, 2, . . . , c}. We
call such a vertex partition a (Π1 , Π2 , . . . , Πc )-coloring of the graph. Minimization and
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parameterized variants of (Π1 , Π2 , . . . , Πc )-Partition have been also studied in the literature
for several graph properties Π1 , Π2 , . . . , Πc , where the size of the vertex subset V1 satisfying
Π1 is minimized or taken as a parameter.
We here define some terms for graph properties. A graph property, or simply a property,
is a property of graphs closed under isomorphism. We sometimes regard a graph property as
a class of graphs (i.e., a set of all graphs) satisfying the property. A graph property Π is
hereditary if, for any graph G satisfying Π, every induced subgraph of G also satisfies Π. A
graph property Π is additive if, for any two graphs G and H satisfying Π, the disjoint union
of G and H also satisfies Π, where the disjoint union of G = (VG , EG ) and H = (VH , EH )
is the graph whose vertex set is VG ∪ VH and edge set is EG ∪ EH . A graph property Π is
nontrivial if there exists at least one graph satisfying Π and there exists at least one graph
which does not satisfy Π.

1.1

Related Results and Known Results

Farrugia [3] showed that (Π1 , Π2 , . . . , Πc )-Partition is NP-hard for any fixed nontrivial
additive hereditary graph properties Π1 , Π2 , . . . , Πc , unless c = 2 and both Π1 and Π2 are
classes of edgeless graphs. Notice that if c = 2 and both Π1 and Π2 are classes of edgeless
graphs, then the problem is equivalent to 2-Coloring and hence it can be solved in linear
time for general graphs.
Kanj et al. [6] widely studied the parameterized complexity of (Π1 , Π2 )-Partition. They
mentioned that a simple branching technique yields a single-exponential FPT algorithm for
Parameterized (Π1 , Π2 )-Partition if Π1 and Π2 are hereditary graph properties such
that the membership of Π1 can be decided in polynomial time and Π2 can be characterized
by a finite set of forbidden induced subgraphs.
Many FPT algorithms have been developed for various problems, which can be seen
as Parameterized (Π1 , Π2 )-Partition with specific graph properties Π1 and Π2 , such
as Feedback Vertex Set [5], Independent Feedback Vertex Set [7, 11], and GBipartization [10]. On the other hand, Parameterized (Π1 , Π2 )-Partition is fixedparameter intractable even if Π1 is the class of all graphs: the problem is W [P ]-complete if
Π2 is the class of d-degenerate graphs for any d ≥ 2 (this corresponds to d-Degenerate
Vertex Deletion) [9], and the problem is W [2]-hard if Π2 is the class of wheel-free graphs
(this corresponds to Wheel-Free Deletion) [8].
From the viewpoint of approximation, there is a polynomial-time 2-approximation algorithm for Feedback Vertex Set [2], which is equivalent to Min (Π1 , Π2 )-Partition if Π1
is the class of all graphs and Π2 is the class of acyclic graphs. However, if we change Π1 to
the class of edgeless graphs, then the problem is equivalent to Independent Feedback
Vertex Set and it is hard to approximate even for planar bipartite graphs [14].

1.2

Our Contribution

In this paper, we study the approximability of Min (Π1 , Π2 , . . . , Πc )-Partition and the
fixed-parameter tractability of Parameterized (Π1 , Π2 )-Partition.
We first study the approximability. It is already NP-hard to decide if a given
graph has at least one (Π1 , Π2 , . . . , Πc )-coloring for nontrivial additive hereditary graph
properties Π1 , Π2 , . . . , Πc [3]. In this paper, we give inapproximability results of Min
(Π1 , Π2 , . . . , Πc )-Partition even for the case where we know that a given graph has at least
one (Π1 , Π2 , . . . , Πc )-coloring. We show that Min (Π1 , Π2 , . . . , Πc )-Partition, any fixed
c ≥ 2, is hard to approximate for any fixed nontrivial additive hereditary graph properties,
unless c = 2 and both Π1 and Π2 are classes of edgeless graphs. In addition, we show
that Min (Π1 , Π2 )-Partition for planar bipartite graphs remains hard to approximate if
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each of Π1 and Π2 has a minimal forbidden induced subgraph that is planar and bipartite.
Interestingly, as we will discuss in Section 3.2, Min (Π1 , Π2 , . . . , Πc )-Partition can be solved
in polynomial time for bipartite graphs if c ≥ 3 and Π1 , Π2 , . . . , Πc are nontrivial additive
hereditary graph properties. We note that various well-known graph properties are additive
and hereditary: for example, the classes of acyclic graphs, interval graphs, planar graphs,
and more generally, H-free graphs for a graph family H.
We then investigate the fixed-parameter tractability of Parameterized (Π1 , Π2 , . . . , Πc )Partition when restricted to c = 2 and Π2 is the class of acyclic graphs. We first develop an
FPT algorithm for the problem if Π1 is a hereditary graph property; we also show that the
running time can be improved for bounded degeneracy graphs. Note that this result cannot
be covered by [6], because the class of acyclic graphs is characterized by the infinite forbidden
cycles. We then give an FPT algorithm for the case where Π1 is the class of graphs with
maximum degree ∆, for a fixed ∆. We also develop a faster FPT algorithm when restricted
to ∆ = 1.
Proofs for the claims marked with (∗) are omitted from this extended abstract.

2

Preliminaries

In this paper, we assume that graphs are simple, finite, undirected, and unweighted. Let
G = (V, E) be a graph. We sometimes denote by V (G) and E(G) the vertex set and edge
set of G, respectively. For a vertex subset V 0 of G, let G[V 0 ] be the subgraph of G induced
by V 0 . We denote simply by G − V 0 the induced subgraph G[V \ V 0 ]. We say that an
induced subgraph H of G is proper if V (G) \ V (H) 6= ∅. For a vertex v in G and a vertex
subset V 0 ⊆ V , we denote by N (v, V 0 ) the set of all neighbors of v in G[V 0 ∪ {v}], that is,
N (v, V 0 ) = {w ∈ V 0 : vw ∈ E}.
We have already defined the terms graph property, hereditary, additive, and nontrivial in
Introduction. Recall that we sometimes regard a graph property as a class of graphs (i.e., a
set of all graphs) satisfying the property. For a property Π, a graph is said to be a forbidden
induced subgraph for Π if it does not satisfy Π. A forbidden induced subgraph H is said to be
minimal if any proper induced subgraph of H satisfies Π. A minimal forbidden set F(Π) of Π
is a set of all minimal forbidden induced subgraphs for Π. Any additive hereditary property
can be characterized by a (possibly infinite) minimal forbidden set F(Π) such that every
graph in F(Π) is connected. Moreover, if the property is nontrivial, every graph in F(Π) has
at least two vertices. For example, F(Π) = {K2 } if Π is the class of edgeless graphs, and
F(Π0 ) = {C3 , C4 , C5 , . . .} if Π0 is the class of acyclic graphs, where Kn is a complete graph
of n vertices and Cn is a cycle of n vertices.
In the remainder of this paper, we regard a partition of the vertex set of a graph G as
a (vertex) coloring of G. Let C = {1, 2, . . . , c} be a color set, where c is a positive integer.
Then, a coloring of G is simply a mapping f : V (G) → C. A vertex v ∈ V (G) is said
to be assigned to the color i if v ∈ f −1 (i). For properties Π1 , Π2 , . . . , Πc , a coloring f of
G is called a (Π1 , Π2 , . . . , Πc )-coloring of G if G[f −1 (i)] satisfies Πi for every i ∈ C. We
say that a (Π1 , Π2 , . . . , Πc )-coloring f of G is optimal if |f −1 (1)| is minimum among all
(Π1 , Π2 , . . . , Πc )-colorings of G. We define OPT(G) as follows:
OPT(G) = min{|f −1 (1)| : f is a (Π1 , Π2 , . . . , Πc )-coloring of G}
if G has a (Π1 , Π2 , . . . , Πc )-coloring; otherwise we let OPT(G) = +∞. For fixed properties
Π1 , Π2 , . . . , Πc , we define Min (Π1 , Π2 , . . . , Πc )-Partition as the problem of computing
OPT(G) for a given graph G. We also study the problem parameterized by the solution
size k: Parameterized (Π1 , Π2 , . . . , Πc )-Partition is the problem of determining whether
OPT(G) ≤ k or not.
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3

Inapproximability

In this section, we study the inapproximability of Min (Π1 , Π2 , . . . , Πc )-Partition. We say
that an algorithm for Min (Π1 , Π2 , . . . , Πc )-Partition is ρ(n)-approximation if it returns
a value z for a given graph G with n vertices such that z ≤ ρ(n) · OPT(G) and G has a
(Π1 , Π2 , . . . , Πc )-coloring f satisfying |f −1 (1)| = z. Then, OPT(G) ≤ z ≤ ρ(n) · OPT(G)
always holds, and hence the algorithm must compute OPT(G) if either OPT(G) = 0 or
OPT(G) = +∞ holds. In this section, we give inapproximability results that hold even if we
know that a given graph G satisfies both OPT(G) 6= 0 and OPT(G) 6= +∞. We say that a
graph G is promised if both OPT(G) 6= 0 and OPT(G) 6= +∞ hold.

3.1

General graphs

The main result of this subsection is the following theorem.
I Theorem 1. Let Π1 and Π2 be any two fixed nontrivial additive hereditary graph properties.
Let G be a promised graph of n vertices, and let ε be any fixed constant such that 0 < ε ≤ 1.
Under the assumption that P 6= NP, Min (Π1 , Π2 )-Partition admits no polynomial-time
approximation algorithm for G within a factor n1−ε unless both Π1 and Π2 are classes of
edgeless graphs.
Note that if both Π1 and Π2 are classes of edgeless graphs, Min (Π1 , Π2 )-Partition is
solvable in polynomial time, because the problem is equivalent to 2-Coloring.
We can construct an approximation-preserving reduction from Min (Π1 , Π2 )-Partition
to Min (Π1 , Π2 , . . . , Πc )-Partition for any fixed c ≥ 3, and obtain the following corollary.
I Corollary 2 (∗). Let c ≥ 3 be a fixed constant, and let Π1 , Π2 , . . . , Πc be any fixed nontrivial
additive hereditary graph properties. Let G be a promised graph of n vertices, and let ε be any
fixed constant such that 0 < ε ≤ 1. Under the assumption that P 6= NP, Min (Π1 , Π2 , . . . , Πc )Partition admits no polynomial-time approximation algorithm for G within a factor n1−ε .
In the remainder of this subsection, we prove Theorem 1 by giving a gap-producing
reduction from Positive 1-in-3-SAT. For this purpose, we define gadgets in Section 3.1.1
and explain how to construct a promised graph for our reduction in Section 3.1.2.
For a given 3-CNF formula φ, 1-in-3-SAT is the problem of asking whether there exists
a satisfying truth assignment of φ such that each clause in φ has exactly one true literal.
The problem is called Positive 1-in-3-SAT if φ contains only positive literals. Positive
1-in-3-SAT is known to be NP-complete [13].

3.1.1

Gadgets

An end-block of a graph G is a maximal 2-connected component of G that contains at most
one cut-vertex of G. If G has no cut-vertex, then G itself is an end-block. Let F(Π1 ) be a
minimal forbidden set for Π1 , and let B1 be an end-block having the smallest number of
vertices among all end-blocks of all graphs in F(Π1 ). We denote by F1 a minimal forbidden
induced subgraph in F(Π1 ) that contains B1 . Similarly, we define B2 and F2 for F(Π2 ).
We first define a forcing gadget X ` , which forces some particular vertex vp to be assigned
to the color 1. (See also Figure 1(a).) Let ` ≥ 2 be an integer, and F21 , F22 , . . . , F2` be ` copies
of F2 . For i ∈ {1, 2, . . . , `}, let vi be a vertex that is not a cut-vertex of F2i and is chosen
from the vertices in the end-block B2i of F2i . Note that such a vertex vi exists, because B2i
has at least two vertices and at most one cut-vertex of F2i . We identify v1 , v2 , . . . , v` as a
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B2`

vq

(a)

(b)

Figure 1 (a) The forcing gadget X ` and (b) the forbidding gadget Y ` , where some parts of
gadgets are omitted.
F1 \ B1
B1

y

B10

x

x0
B20

B2
F2 \ B2

Figure 2 The relay gadget R` . The striped and dotted parts are constructed from F1 and F2 ,
respectively. The vertex y is adjacent to the vertices x and x0 .

single vertex vp , that is, the resulting graph X ` consists of ` copies of F2 sharing vp . We call
vp the root of X ` . Then, we can force the root vp to be assigned to the color 1, as in the
following sense.
I Proposition 3 (∗). For any (Π1 , Π2 )-coloring f of the forcing gadget X ` such that
|f −1 (1)| < `, vp is assigned to the color 1.
We then define a forbidding gadget Y ` , which forbids some particular vertex vq to be
assigned to the color 1. (See also Figure 1(b).) For a graph G = (V, E) and a vertex subset
V 0 ⊆ V , planting V 0 with the forcing gadget X ` is the operation as follows: we first make
|V 0 | copies of X ` , and then identify each vertex in V 0 with the root vp of the copies. We
choose an arbitrary vertex of F1 , say vq , and we plant V (F1 ) \ {vq } with X ` . We define the
resulting graph as the forbidding gadget Y ` , and call vq the root of Y ` . Then, we can forbid
the root vq to be assigned to the color 1, as in the following sense.
I Proposition 4 (∗). For any (Π1 , Π2 )-coloring f of the forbidding gadget Y ` such that
|f −1 (1)| < `, vq is assigned to the color 2.
We now define a relay gadget R` , which was used in [3]. (See also Figure 2.) This gadget
will be used to propagate the color assignment: the vertex x in Figure 2 is assigned to the
color 1 if and only if the vertex x0 in Figure 2 is assigned to the color 1. Let y1 be the
cut-vertex in B1 of F1 ; if B1 has no cut-vertex, that is, B1 = F1 , then y1 is chosen arbitrarily
from F1 . Let x1 be an arbitrary vertex in B1 which is adjacent to y1 . Let F10 be the graph
obtained by adding a copy of B1 , denoted by B10 , such that the copy of y1 in B10 is identified
with y1 . (See the striped part in Figure 2, where y = y1 and x = x1 .) In addition, let x01
be the copy of x1 in B10 . In the same way, we define y2 , x2 , F20 , B20 and x02 for F2 . (See the
dotted part in Figure 2, where y = y2 , x = x2 and x0 = x02 .) We then merge F10 and F20
by identifying y1 with y2 , x1 with x2 , and x01 with x02 , respectively. We label the identified
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ci,1
D1,3

D1,2

ci,3

ci,2
D2,3

Figure 3 Image of the clause gadget Ci` , where the striped and dotted parts represent the inner
and outer parts, respectively.
ci,1

ci,1
F2

F1

s2

s2
R1`

R1`

s1

s1
F1

F2

s01

s01
R2`

R2`

s02

s02
F20

ci,3

ci,2

ci,3

(a) The case of |V (F2 )| > 2.

F10

ci,2

(b) The case of |V (F2 )| = 2.

Figure 4 The inner part in the clause gadget Ci` .

vertices as y, x, and x0 . For the resulting graph, we plant V (F10 ) \ {y, x, x0 } with the forcing
gadget X ` , and plant V (F20 ) \ {y, x, x0 } with the forbidding gadget Y ` . This completes the
construction of the relay gadget R` . The relay gadget propagates the color assignment, as in
the following sense.
I Proposition 5 (∗). For any (Π1 , Π2 )-coloring f of the relay gadget R` such that |f −1 (1)| < `,
x is assigned to the color 1 if and only if x0 is assigned to the color 1.
Finally, we define a clause gadget Ci` , which corresponds to a clause ci of a given 3-CNF
formula. The clause gadget contains three vertices ci,1 , ci,2 and ci,3 which correspond to the
three literals in ci . (See also Figure 3.) The construction of Ci` differs between two cases
|V (F2 )| > 2 and |V (F2 )| = 2. However, we will explain only the case of |V (F2 )| > 2 and give
illustrations for the other case, because the case of |V (F2 )| = 2 can be obtained by simply
swapping F1 and F2 for the case of |V (F2 )| > 2. (See also Figure 4 and 5.)
The clause gadget Ci` consists of an inner part and an outer part, as illustrated in Figure 3.
The inner part is constructed as follows. (See also Figure 4(a).) Let s1 and s01 be any two
t3
d

R1`

t2
F1

t01

t1
R2`

F2

t02
R3`

t03
F10

(a) The case of |V (F2 )| > 2.

t3
R4`

d

0

d

R1`

t2
F2

t01

t1
R2`

F1

t02
R3`

t03
F20

(b) The case of |V (F2 )| = 2.

Figure 5 The gadget D which will be used in the outer part of the clause gadget Ci` .

R4`

d0

Y. Tamura, T. Ito, and X. Zhou

40:7

distinct vertices of F1 , and let s2 and ci,1 be any two distinct vertices of F2 . In addition,
we make a copy F20 of F2 , and let s02 , ci,2 and ci,3 be any three distinct vertices of F20 . We
plant V (F1 ) \ {s1 , s01 } with X ` , V (F2 ) \ {s2 , ci,1 } with Y ` , and V (F20 ) \ {s02 , ci,2 , ci,3 } with
Y ` , respectively. Then, we connect F2 , F1 and F20 via relay gadgets R1` and R2` as shown in
Figure 4(a), where we identify s2 with x0 in R1` , s1 with x in R1` , s01 with x0 in R2` , and s02
with x in R2` .
The outer part consists of three copies D1,2 , D1,3 , D2,3 of a gadget D, defined as follows.
(See also Figure 5(a) for the construction of D.) Let t1 and t01 be any two distinct vertices of
F2 , and let t2 and t3 be any two distinct vertices of F1 . We make a copy F10 of F1 , and let t02
and t03 be the vertices of F10 corresponding to t2 and t3 , respectively. We plant V (F2 ) \ {t1 , t01 }
with Y ` , V (F1 ) \ {t2 , t3 } with X ` , and V (F10 ) \ {t02 , t03 } with X ` . Then, we connect F1 , F2
and F10 via four relay gadgets R1` , . . . , R4` as shown in Figure 5(a), in the same manner as the
inner part, where x in R1` is renamed d, and x0 in R4` is renamed d0 . Let D be the resulting
graph.
We are now ready to construct the clause gadget Ci` . (See also Figure 3.) We first prepare
three copies D1,2 , D1,3 , D2,3 of D, and then identify ci,j with d of Dj,k , and ci,k with d0 of
Dj,k , where j, k ∈ {1, 2, 3} and j < k, respectively. Then, we have the following proposition.
I Proposition 6 (∗). Suppose that |F2 | > 2. For any (Π1 , Π2 )-coloring f of the clause gadget
Ci` such that |f −1 (1)| < `, exactly one of ci,1 , ci,2 and ci,3 is assigned to the color 1.
Therefore, the vertex in {ci,1 , ci,2 , ci,3 } assigned to the color 1 will correspond to the true
literal of the clause for the case of |F2 | > 2. On the other hand, for the case of |F2 | = 2, this
correspondence holds for the color 2: the vertex in {ci,1 , ci,2 , ci,3 } assigned to the color 2
will correspond to the true literal of the clause.
I Proposition 7 (∗). Suppose that |F2 | = 2. For any (Π1 , Π2 )-coloring f of the clause gadget
Ci` such that |f −1 (1)| < `, exactly one of ci,1 , ci,2 and ci,3 is assigned to the color 2.

3.1.2

Reduction

We construct the corresponding graph for Min (Π1 , Π2 )-Partition from a given instance
φ of Positive 1-in-3-SAT. Let α and β be the numbers of variables and clauses in φ,
respectively. We first prepare α vertices v1 , v2 , . . . , vα , and β copies C1` , C2` , . . . , Cβ` of the
clause gadget; the value ` will be defined later, but now we assume that ` is a polynomial
in the input size of φ. Each vertex vj corresponds to a variable xj of φ, and each clause
gadget Ci` corresponds to a clause ci of φ. We next prepare 3β copies of the relay gadget R` .
If a variable xj appears as a k-th literal of a clause ci , where k ∈ {1, 2, 3}, then we identify
the vertex vj with x in R` , and identify the vertex ci,k of Ci` with x0 in R` . This completes
the construction of the corresponding graph G`φ for Min (Π1 , Π2 )-Partition. G`φ can be
constructed in polynomial time if ` is polynomial in the input size of φ.
Let p = |V (F1 )| and q = |V (F2 )|. Note that both p and q are fixed constants, which do
not depend on the given instance of Positive 1-in-3-SAT. Let γ be an arbitrary integer
such that γ ≥ 80pqβ. We denote by nφ,` the number of vertices in G`φ .
I Lemma 8 (∗). G`φ is promised, and it holds that nφ,` ≤ γq`.
We now give the key lemma for our reduction.1

1

As we will see later, γ ≤ ` holds, and hence Lemma 9 implies that there exists no graph G`φ such that
γ ≤ OPT(G`φ ) < `.
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I Lemma 9 (∗). The following (I) and (II) hold:
(I) if OPT(G`φ ) < `, then φ has a satisfying truth assignment; and
(II) if OPT(G`φ ) ≥ γ, then φ has no satisfying truth assignment.
We are ready to prove Theorem 1. We set
` = γ d(2−ε)/εe · q d(1−ε)/εe ,
then ` is a polynomial in the input size of φ. Assume for a contradiction that Min (Π1 , Π2 )Partition admits a polynomial-time approximation algorithm within a factor n1−ε for some
fixed 0 < ε ≤ 1, where n is the number of vertices in a given graph. Let APX(G`φ ) be the
value computed by the approximation algorithm. Then, we have
`
OPT(G`φ ) ≤ APX(G`φ ) ≤ n1−ε
φ,` · OPT(Gφ ).

(1)

We then give the following lemma, which will be used to yield a contradiction.
I Lemma 10. APX(G`φ ) < ` if and only if φ has a satisfying truth assignment.
Proof. We first prove the only-if direction. Suppose that APX(G`φ ) < ` holds. By the left
inequality of (1) we have OPT(G`φ ) < `. Then, Lemma 9(I) says that φ has a satisfying truth
assignment.
We then prove the if direction, by taking a contraposition. Suppose that APX(G`φ ) ≥ `
`
holds. By the right inequality of (1) we have n1−ε
φ,` · OPT(Gφ ) ≥ `. Then, by Lemma 8, we
have
OPT(G`φ ) ≥

`
n1−ε
φ,`

≥

`
`ε
(γ (2−ε)/ε · q (1−ε)/ε )ε
=
≥
= γ.
(γq`)1−ε
(γq)1−ε
(γq)1−ε

Then, Lemma 9(II) says that φ has no satisfying truth assignment.

J

We have assumed that APX(G`φ ) can be computed in polynomial time. Then, Lemma 10
yields a contradiction unless P = NP, because it implies that we can solve Positive
1-in-3-SAT in polynomial time. This completes the proof of Theorem 1.
J

3.2

Planar Bipartite Graphs

In this subsection, we study Min (Π1 , Π2 )-Partition for planar bipartite graphs. Notice
that any bipartite graph G has a (Π1 , Π2 )-coloring (i.e., OPT(G) 6= +∞) if both properties
Π1 and Π2 are nontrivial, additive and hereditary.
The main result of this subsection is the following theorem, which can be obtained by
modifying the arguments in Sections 3.1.1 and 3.1.2.
I Theorem 11 (∗). Let Π1 and Π2 be any two fixed nontrivial additive hereditary graph
properties, each of which contains a minimal forbidden induced subgraph that is planar
and bipartite. Let G be a planar bipartite graph of n vertices which is promised, and let
ε be any fixed constant such that 0 < ε ≤ 1. Under the assumption that P 6= NP, Min
(Π1 , Π2 )-Partition admits no polynomial-time approximation algorithm for G within a
factor n1−ε unless both Π1 and Π2 are classes of edgeless graphs.
In contrast to Theorem 1, Theorem 11 cannot be generalized for c ≥ 3. In fact, it
always holds that OPT(G) = 0 for any c ≥ 3 and any bipartite graph G if Π1 , Π2 , . . . , Πc are
nontrivial additive hereditary properties, because G has a (Π2 , Π3 , . . . , Πc )-coloring.
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Theorem 11 immediately yields the following corollary.
I Corollary 12. Let Π1 and Π2 be any two classes of graphs listed below:
edgeless graphs,
cluster graphs (P3 -free graphs),
cographs (P4 -free graphs),
star graphs,
path graphs,
acyclic graphs,

outerplanar graphs,
series-parallel graphs,
interval graphs,
chordal graphs, or
graphs of bounded maximum degree.

Let G be a planar bipartite graph of n vertices which is promised, and let ε be any fixed
constant such that 0 < ε ≤ 1. Then, under the assumption that P 6= NP, Min (Π1 , Π2 )Partition admits no polynomial-time approximation algorithm for G within a factor n1−ε
unless both Π1 and Π2 are classes of edgeless graphs.

4

FPT Algorithms

In this section, we focus on the fixed-parameter tractability of Parameterized (Π1 , Π2 )Partition when the graph property Π2 is the class of acyclic graphs.

4.1

Hereditary Properties

We first consider the case where the graph property Π1 is hereditary.
I Theorem 13. Let Π1 be any hereditary graph property, and let Π2 be the class of acyclic
graphs. Given a graph G and a nonnegative integer k, suppose that one can decide in t(k)
time whether a subgraph H with at most k vertices of G satisfies Π1 . Then, Parameterized
2
(Π1 , Π2 )-Partition for G can be solved in 2O(k ) (t(k) + n + m) time, where n and m are
the numbers of vertices and edges in G, respectively.
In this subsection, we also prove that the running time above can be improved for bounded
degeneracy graphs. A graph G is d-degenerate if any subgraph of G has a vertex of degree at
most d. It is known that many graph classes have bounded degeneracy: for example, planar
graphs, graphs of bounded maximum degree, and bounded treewidth graphs.
I Theorem 14. Let Π1 be any hereditary graph property, and let Π2 be the class of acyclic
graphs. Given a d-degenerate graph G and a nonnegative integer k, suppose that one can
decide in t(k) time whether a subgraph H with at most k vertices of G satisfies Π1 . Then,
Parameterized (Π1 , Π2 )-Partition for G can be solved in 2O(h(k,d)) (t(k) + n + m) time,
where h(k, d) = max{d3 + 3d2 + 3d, (d + 1) log k + log(d + 1)} · k, and n and m are the numbers
of vertices and edges in G, respectively.
For many natural properties, one can decide in k O(1) or 2O(k) time whether a subgraph H
with at most k vertices satisfies Π1 : for example, the classes of edgeless graphs, planar graphs,
and proper c-colorable graphs for a fixed c. Thus, Parameterized (Π1 , Π2 )-Partition is
2
solvable in 2O(k ) (n + m) time for general graphs and in 2O(k log k) (n + m) time for bounded
degeneracy graphs, when Π1 is such a natural hereditary property and Π2 is the class of
acyclic graphs.
To prove Theorems 13 and 14, we use the idea of a compact representation of minimal
feedback vertex sets [4, 12]. Recall that a feedback vertex set S of a graph G is a vertex
subset of G such that G − S is acyclic. A compact representation for a set of minimal
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feedback vertex sets of a graph G is a set C of pairwise disjoint subsets of V (G) such that
choosing exactly one vertex from every set in C results in a minimal feedback vertex set of G.
We say that a minimal feedback vertex set S of G is contained in a compact representation
C if S can be obtained from C by this operation. A compact representation C is called a
k-compact representation if the number of sets in C is at most k. We can efficiently enumerate
k-compact representations of minimal feedback vertex sets in G, as follows:
I Theorem 15 ([12]). Given a graph G with m edges and an integer k, there exists an
algorithm which enumerates k-compact representations of G in O(23.1k m) time such that any
minimal feedback vertex set of size at most k is contained in some k-compact representation.
Moreover, the number of k-compact representations output by the algorithm is at most
O(23.1k ).
An instance (G, k) of Parameterized (Π1 , Π2 )-Partition is a yes-instance if and only if
there is a (Π1 , Π2 )-coloring f of G such that f −1 (1) forms a minimal feedback vertex set of size
at most k of G, because Π1 is hereditary. Therefore, Parameterized (Π1 , Π2 )-Partition
can be rephrased as the problem of asking whether there exists a minimal feedback vertex
set S of G such that |S| ≤ k and G[S] satisfies Π1 . A compact representation C is called
good if C contains such a minimal feedback vertex set S. Given a graph and a k-compact
representation C, one can determine whether C is good or not, by the following lemma.
I Lemma 16 (∗). Let G = (V, E) be a graph with m edges. Given a k-compact representation
C of minimal feedback vertex sets in G, assume that each set in C has at most α vertices.
Then, one can determine whether C is good in O(αk (t(k) + m)) time.
Therefore, our strategy is to enumerate k-compact representations of minimal feedback
vertex sets in G by Theorem 15, and then check whether each enumerated k-compact
representation C is good. Note that, however, the number α of vertices of each set in C is
not always bounded by a function of k. Therefore, we kernelize each enumerated k-compact
representation C to prove Theorems 13 and 14.
We now explain how to kernelize a k-compact representation C of minimal feedback vertex
sets in G. A set in C is said to be singleton if the set consists of exactly one vertex, otherwise
multiple. Then, the following proposition holds.
I Proposition 17 ([4]). Let C1 and C2 be any two distinct multiple sets in a compact
representation C of minimal feedback vertex sets in a graph G. Then, any two vertices
v1 ∈ C1 and v2 ∈ C2 are not adjacent in G.
Let X be the set of the vertices of all singleton sets in C. For a multiple set C in C and a
subset X 0 ⊆ X, let CX 0 be the subset of C such that N (u, X) = X 0 holds (on G) for every
vertex u in CX 0 . We iterate the following reduction rule for C until the rule is not applicable.
Reduction Rule. If there is a multiple set C in C such that |CX 0 | ≥ 2 for some X 0 ⊆ X,
then choose an arbitrary vertex u from CX 0 and remove all vertices of CX 0 \ {u} from C.
I Lemma 18. Let C be a k-compact representation of minimal feedback vertex sets in a
graph G. By applying Reduction Rule to C, one can obtain a k-compact representation C ∗ of
minimal feedback vertex sets in G such that
(a) each set in C ∗ has at most 2k vertices of G; and
(b) C is good if and only if C ∗ is good.
Proof. We first prove the claim (a). Suppose that C has a multiple set C with at least 2k + 1
vertices. Since |X| ≤ k, two vertices u, u0 ∈ C exist such that N (u, X) = N (u0 , X) on G.
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Then, we apply Reduction Rule to C and obtain another k-compact representation. Thus, we
can obtain a k-compact representation C ∗ such that each set in C ∗ has at most 2k vertices by
iterating Reduction Rule.
We next prove the claim (b). Let C 0 be a k-compact representation of G obtained by
applying Reduction Rule to C once. It suffices to show that C is good if and only if C 0 is good.
The if direction is straightforward, namely, if C 0 is good, then C is also good. We thus prove
the only-if direction. Suppose that C is good, and let S be a minimal feedback vertex set of
G such that S is contained in C and G[S] satisfies Π1 . If u ∈ S, then C 0 also contains S and
hence C 0 is good. Therefore, we suppose that u ∈
/ S and S has a vertex u0 in CX 0 \ {u}. Let
0
0
0
S = (S ∪ {u}) \ {u }. Then, S is contained in C, because u and u0 are in the same set C in
C. Thus, S 0 is also contained in C 0 . Moreover, from Proposition 17 and the assumption that
N (u, X) = N (u0 , X) holds, G[S 0 ] is isomorphic to G[S]. Therefore, G[S 0 ] satisfies Π1 , and
hence C 0 is good.
J
Proof of Theorem 13. Let (G, k) be an instance of Parameterized (Π1 , Π2 )-Partition,
and let n = |V (G)| and m = |E(G)|. Using Theorem 15, we first enumerate k-compact
representations of all minimal feedback vertex sets in G in O(23.1k m) time. We then
apply Reduction Rule to all enumerated k-compact representations. For each k-compact
representation C, by Lemma 18 we obtain a kernelized k-compact representation C ∗ such
that each set in C ∗ has at most 2k vertices of G; this can be done in O(2k kn + m) time.
For each kernelized k-compact representation C ∗ , by Lemma 16 we decide whether C ∗ is
2
good in O(2k · (t(k) + n + m)) time. Theorem 15 says that there are at most O(23.1k )
k-compact representations of G, and hence we produce kernelized k-compact representations
in O(23.1k · (2k kn + m)) time in total and determine whether there is a good k-compact
2
representation of G in O(23.1k · 2k · (t(k) + n + m)) time in total. Therefore, the total running
2
time of the algorithm is 2O(k ) (t(k) + n + m). This completes the proof of Theorem 13. J
We then prove Theorem 14. Suppose that a given graph G is d-degenerate for some
integer d ≥ 1. We apply the same algorithm (and hence the same Reduction Rule) to G.
Using the fact that G is d-degenerate, we can estimate the size of each set in a kernelized
compact representation more sharply, as follows.
I Lemma 19 (∗). Suppose that a graph G is d-degenerate for some integer d ≥ 1. Let C
be a k-compact representation of minimal feedback vertex sets in G. By applying Reduction
Rule to C, one can obtain a k-compact representation C ∗ of minimal feedback vertex sets in
G such that
3
2
(a) each set in C ∗ has at most 2d +3d +3d vertices of G if k ≤ d3 + 3d2 + 3d, otherwise it
Pd+1 k
has less than i=0 i vertices of G; and
(b) C is good if and only if C ∗ is good.
Using Lemma 19 (instead of Lemma 18), we can prove Theorem 14 by the similar
arguments as in the proof of Theorem 13.

4.2

Graph Properties with Bounded Maximum Degree

The parameterized variant of Independent Feedback Vertex Set is equivalent to
Parameterized (Π1 , Π2 )-Partition when Π1 is the class of edgeless graphs and Π2 is
the class of acyclic graphs. Since the class of edgeless graphs is the class of graphs with
maximum degree zero, it is natural to consider the case where Π1 is the class of graphs with
bounded maximum degree. In this subsection, we give the following theorem for such a case.
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I Theorem 20 (∗). Let Π1 be the class of graphs with maximum degree ∆ for a fixed integer
∆, and let Π2 be the class of acyclic graphs. Given a graph G with n vertices and m edges,
Parameterized (Π1 , Π2 )-Partition can be solved in O(23.1k m) + 2O(∆k log k) (n + m) time.
Our algorithm for Theorem 20 takes a similar strategy as in Section 4.1, but employs
the following modified reduction rule to kernelize a k-compact representation C of minimal
feedback vertex sets in a graph G. Recall that X denotes the set of the vertices of all
singleton sets in C.
Modified Reduction Rule.
Rule A: if there is a multiple set C in C containing a vertex u such that |N (u, X)| ≥ ∆+1,
then remove u from C; and
Rule B: if there is a multiple set C in C such that |CX 0 | ≥ 2 for some X 0 ⊆ X, then
choose an arbitrary vertex u from CX 0 and remove all vertices of CX 0 \ {u}
from C.
We note that Rule B above is the same as Reduction Rule in Section 4.1. We omit the details
and analysis of the algorithm from this extended abstract.
Finally, we note that the running time of the algorithm can be improved when ∆ = 1, as
follows.
I Theorem 21 (∗). Let Π1 be the class of graphs with maximum degree one, and let Π2 be
the class of acyclic graphs. Then, Parameterized (Π1 , Π2 )-Partition can be solved in
O(23.1k (k 2.5 + n + m)) time.
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Abstract
We consider the problem of multicommodity flows in planar graphs. Seymour [12] showed that if the
union of supply and demand graphs is planar, then the cut condition is also sufficient for routing
demands. Okamura-Seymour [10] showed that if the supply graph is planar and all demands are
incident on one face, then again the cut condition is sufficient for routing demands. We consider a
common generalization of these settings where the end points of each demand are on the same face
of the planar graph. We show that if the source sink pairs on each face of the graph are such that
sources and sinks appear contiguously on the cycle bounding the face, then the flow cut gap is at
most 3. We come up with a notion of approximating demands on a face by convex combination of
laminar demands to prove this result.
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1

Introduction

Given an undirected graph G with edge capacities and multiple source/sink pairs, each
with an associated demand, the multicommodity flow problem is to route all demands
simultaneously without violating edge capacities. The problem was first formulated in the
context of VLSI routing in the 70s and since then it has seen a long and impressive line
of work.
The demand graph, H is the graph obtained by including an edge (si , ti ) for a demand
with source/sink si , ti . A necessary condition for the flow to be routed is that demand across
any cut does not exceed capacity. This condition is known as the cut condition and is
known to be sufficient when G is planar and all the source/sink pairs are on one face [10]
or when G + H is planar [12]. However, one can construct small instances where the cut
condition is not sufficient for routing flow (see figure 1). When G is series-parallel, if every
cut has capacity at least twice the demand across it, then flow is routable [2, 6]. The flow-cut
gap of a certain graph class is the smallest α such that flow is routable when capacity of
every cut is at least α times the demand across it. Thus, for series-parallel graphs, the
flow-cut gap is 2. For general graphs, the flow-cut gap is θ(log k) [8], where k is the number
of demand pairs.
√
The flow-cut gap for planar graphs (G planar, H arbitrary) is O( log n) [11] and is
conjectured to be O(1) [6]. Chekuri et al. [3] showed a flow cut gap of 2O(k) for k-outerplanar
graphs. [7] made progress towards this conjecture by showing an O(log h) bound on the flowcut gap, where h is the number of faces having source/sink vertices. This was subsequently
√
improved to O( log h) by Filster [5].
Seymour [12] showed that if the union of supply and demand graphs is planar, then the
cut condition is also sufficient for routing demands. Okamura-Seymour [10] showed that if all
demands are incident on one face, then again cut condition is sufficient for routing demands.
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In this paper, we consider instances where the source and sink of every demand lie on the
same face (called face instances) and show flow cut gap results for them. Note that this is a
common generalization of the settings considered in [10] and [12]. Also, the cut condition is
not sufficient for such instances (Figure 1).

Figure 1 Gap Instance: cut condition is satisfied but no feasible flow. All supply (blue) and
demand (red) edges have capacity 1. Since the end points of every demand edge is 2 units apart, a
total of 4 × 2 = 8 supply edges are required for a feasible routing but only 6 are available.

A common approach to establish bounds on the flow-cut gap is to bound the L1 distortion
incurred in embedding an arbitrary metric on the graph G into a normed space. This, for
instance, has been the method used to establish flow-cut gaps for general graphs [8], series
parallel graphs [2, 6] and planar graphs [11]. Our approach is very different. The central idea
of our approach is to approximate an arbitrary set of demands on a face by a non-crossing
family of demands. The flow cut gap then depends on the quality of this approximation. We
formalize this notion in Section 3. An instance is called separable face instance if the source
sink pairs on each face of the graph are such that sources and sinks appear contiguously on
the cycle bounding the face. Our main result is an upper bound of 3 for flow cut gap on
separable face instances using the notion of approximation mentioned above. To the best of
our knowledge, this is the first constant flow cut gap result for such instances. We extend
our techniques to the setting when sources and sinks on a face may not be contiguous (called
face instances); doing this incurs an additional O(log t) factor for us, where t is the maximum
number source-sink terminals on any face. This matches the best known upper bound on
flow cut gap for face instances by Naves et al. [9]. [9] concatenate the flow paths obtained
after applying repeatedly a theorem of [12], while we crucially use planarity to get better
results for separable face instances. Their approach can’t be used to prove a constant flow
cut gap for separable face instances. [9] also show that their approach cannot be used to
prove a constant flow cut gap for face instances while no such lower bound is known for
our approach and it is possible that our approach may lead to a constant flow cut gap for
face instances. Our proof also yields approximation algorithms to compute the generalized
sparsest cut for such graphs and all our algorithms are combinatorial.
Chekuri et al. [4] have used a simple rerouting lemma to leverage existing flow-cut gap
results by “reducing” a new class of instances to one or more instances of a known class of
instances. One can argue that our technique is doing something similar (and perhaps in a
more general way) by reducing separable instances to laminar instances.

2

Definitions and Preliminaries

Let G = (V, E) be a undirected graph with edge capacities c : E → Z≥0 . We call this the
supply graph. Let H = (V, D) be a graph with demands on edges d : D → Z≥0 . We call this
the demand graph. We create d(e) parallel copies of a demand edge e ∈ F and assume that
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all demand edges have demand exactly 1. This assumption simplifies the presentation but it
blows up the input size. All our algorithms can be modified to run in time polynomial in
input size (see Section 6). The objective of the multicommodity flow problem is to find
an assignment of positive real numbers to paths between the end points of demand edges in
the supply graph such that the following hold: for every demand edge (u, v) ∈ D, total value
of paths between u and v in G is d(e) and for every supply edge e ∈ E, total value of paths
using it is at most c(e).
We say that an instance is feasible if paths satisfying the above two conditions can be
found. We call an instance integrally feasible if there exists an assignment of non-negative
integers to paths such that total number of paths in G for every demand edge e ∈ D is d(e)
and total number of paths using a supply edge e ∈ E is at most c(e). If the capacity of every
edge in G is 1, then the problem of finding integral flow is equivalent to finding edge disjoint
paths (EDP) between the terminals. In this paper we will be concerned with fractional flows
only. A cut S ⊆ V is a partition of the vertex set (S, V \ S). The sum of capacity of edges of
G going across the cut S is denoted by δG (S). We abuse notation and use δG (S) to denote
the set of edges crossing the cut S as well. The meaning of notation used will be clear from
the context. Similarly, δH (S) denotes the total value of demand edges going from S to V \ S.
One necessary condition for routing the flow is as follows: for every S ⊆ V, δG (S) ≥ δH (S).
In other words, across every cut, total supply should be at least the total demand. This
condition is also known as the cut condition. In general, cut condition is not sufficient for a
feasible routing. We can ask for the following relaxation: given an instance for which the cut
condition is satisfied, what is the maximum value of f , such that f fraction of every demand
can be routed? The number f −1 is known as the flow-cut gap of the instance. We will
use an equivalent definition of the flow-cut gap: given an instance (G, H) satisfying the cut
condition, the smallest number k ≥ 1, such that (kG, H) is feasible, where kG denotes the
graph with every edge capacity multiplied by k.
The following two classic results identify settings where the cut condition is also sufficient
for routing demands in planar graphs. We will be invoking these to prove our results.
I Theorem 1 ([12]). If G + H is planar, then cut-condition is necessary and sufficient for
(half-integral) routing of all demands. Also, such a routing can be found in polynomial time.
I Theorem 2 ([10]). If G is a planar graph and all the edges of H are restricted to a face,
then cut condition is necessary and sufficient for (half-integral) routing of all demands. Also,
such a routing can be found in polynomial time.
Instances considered in this paper (defined below) generalize the setting of above results.
I Definition 3 (Face Instance). (G, H) is a face instance of multicommodity flow problem
if G is planar and there exists an embedding of G in the plane such that for every demand
edge uv, there exists a face F such that {u, v} ∈ F .
In all our results, we assume a fixed planar embedding of the supply graph G. Without
loss of generality, one can assume that G is 2-vertex connected. If there is a cut vertex v
and ab is a demand separated by removal of v, then replacing ab by av, vb maintains the cut
condition. By doing this for every cut vertex and demand separated by them, we get separate
smaller instances for each 2-vertex connected component. Note that a face instance remains
one after the above operation. Hence, every vertex is a part of cycle corresponding to some
face. By our assumption, for every demand edge there exists a face such that both its end
points lie on that face. Hence, we can associate every demand with a face. Let HF denote
the set of demands associated with a face F . We abuse notation and use F to also denote the
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cycle associated with the face. Let S ⊆ F be a contiguous segment of F . δHF (S) will denote
the total demand going from S to F/S in HF , ie. δHF (S) = |{uv|uv ∈ HF , |{u, v} ∩ S| = 1}|.
We say that demands on a face F are separable if there exists a contiguous segment
S ⊆ F such that for any demand edge uv ∈ HF , |S ∩ {u, v}| = 1. An instance is called
a separable face instance if it is a face instance and demands associated with all the
faces are separable. A cut minimizing the ratio of supply and demand across it is called
the sparsest cut, ie. min δG (S)/δH (S). We call a subset A ⊆ V central if both G[A] and
S⊆V

G[V − A] are connected. The following is well-known but we give a proof for completeness.
I Lemma 4. (G, H) satisfies the cut condition if and only if all central sets satisfy the cut
condition.
Proof. Clearly, if (G, H) satisfy the cut condition for all sets then it is satisfied for the
central sets. Suppose the cut condition is satisfied for all central sets but there is some
non-central set S 0 such that δG (S 0 ) < δH (S 0 ). Choose S 0 with minimal δG (S 0 ) among all such
sets. We obtain a contradiction as follows. Let S1 , S2 , . . . , Sk be the connected components
in G \ δG (S 0 ); since S 0 is not central, k ≥ 3. Moreover each δG (Si ) is completely contained in
P
P
δG (S 0 ). If some j, Sj = S 0 , then i:i6=j δH (Si ) = δH (S 0 ) > δG (S 0 ) = i:i6=j δG (Si ). Hence,
there exists a Sj , different from S 0 which violates the cut condition, ie. δH (Sj ) > δG (Sj ).
Moreover, by minimality in the choice of S 0 , Sj is central, contradicting the assumption. If
P
P
S 0 6= Sj for any j, then i δH (Si ) = 2δH (S 0 ) > 2δG (S 0 ) = i δG (Si ). Hence, there exists
a Sj , different from S 0 which violates the cut condition, ie. δH (Sj ) > δG (Sj ). Again, by
minimality in the choice of S 0 , Sj is central, contradicting the assumption.
J
The set of all faces of G will be denoted by F (G). The dual of a planar graph G∗ =
(V , E ∗ ) is defined as follows: V ∗ = F (G) and if fi , fj ∈ F (G) share an edge in G, then
(fi , fj ) ∈ E ∗ . It is a well known fact that edges of a central cut in G correspond to a simple
circuit in G∗ and vice versa.
∗

3

Dominating Demands by Laminar Families

Let F be a face of G. A demand instance HF on F is said to dominate demand HF0 on F
if for all S which are a contiguous segment of F , δHF (S) ≥ δHF0 (S). We will denote this by
HF ≥ HF0 .
We say that a pair of demand edges uv, xy ∈ HF cross if the terminals {u, v, x, y} appear
in order u, x, v, y on the cycle F . We say that the set of demands HF on face F is laminar
if no two demands in HF cross each other. The main idea is to approximate HF by laminar
instances. This is made formal in definition 5. Given a set of demands H1 , H2 on a face,
H1 + H2 is defined as the disjoint union of demands in H1 and H2 . Recall that H1 , H2 and
H1 + H2 can contain parallel edges and all edges have demand exactly 1. Given a positive
integer α and a graph G, αG denotes the graph with edge capacities of G multiplied by α.
I Definition 5. Let F be a face and HF be the demands associated with it. A set of demands
L1 , L2 , . . . , Lk on F is said to be an (α1 , α2 , . . . , αk ) -approximation to H if the following is
true:
1. Li ≤ αi HF for 1 ≤ i ≤ k.
2. L1 , L2 , . . . , Lk are laminar.
3. L1 + L2 + . . . + Lk ≥ HF .
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For a particular face instance, suppose the demands on any face can be (α1 , . . . , αk )
approximated by laminar demands. We show that the flow cut gap of such an instance is at
Pk
most i=1 αi .
I Lemma 6. Let (G, H) be a face instance of multicommodity flow. If for every face F , HF
can be (α1 , α2 , . . . , αk ) -approximated by laminar instances, then the flow cut gap of (G, H)
Pk
is at most i=1 αi .
Proof. Let us assume that the cut condition is satisfied for (G, H). We will show how to
Pk
route the flow in ( i=1 αi )G. We will do this in two phases. In phase 1, we will construct k
instances such that union of demand and supply graph is planar and cut condition is satisfied.
Using Theorem 1, we will be able to find feasible flow paths for each of the k instances. In
phase 2, we will use the paths constructed in phase 1 to find a feasible routing of all the
demands.
Phase 1. Let LF
construct
i , 1 ≤ i ≤ k denote the ith set of laminar demands for face F . We
S
k demand multicommodity flow instances as follows: (Gi , Hi ) : Gi = αi G, Hi = F ∈F (G) LF
i
for 1 ≤ i ≤ k. Note that by construction Gi ∪ Hi is planar. If we can show that the cut
condition is satisfied for (Gi , Hi ), then by Theorem 1, a feasible routing of demands will exist.
Using Lemma 4, to show that the cut condition is satisfied for (Gi , Hi ), we need to check the
cut condition for central cuts only. Recall that a cut S is central if G[S] and G[V − S] are
both connected. Recall that any central cut in a plane graph corresponds to a simple cycle
in its dual. Since in any simple cycle, degree of a vertex is either two or zero and a vertex in
the dual corresponds to a face in the original graph, we can conclude that any central cut
contains either two or zero edges of a face F (ie. cycle corresponding to face F ). Let S be
a central cut and suppose it crosses face F1 , F2 , . . . , Fl , ie. |δG (S) ∩ Fj | = 2 for 1 ≤ j ≤ l.
S splits each of face it crosses into two segments, say Sj , Fj /Sj . We know that for any i, j,
F
demand going from Sj to Fj /Sj in Li j is at most αi δHFj (Sj ). Summing over all faces that
S crosses, we get δHi (S) ≤ αi δH (S) ≤ αi δG (S) (the second inequality is true because cut
condition is satisfied for (G, H). Hence, the cut condition is satisfied for (Gi , Hi ), 1 ≤ i ≤ k
and a feasible routing of demands exists.
Phase 2. Consider a fixed routing of (Gi , Hi ) in phase 1. Fix a face F . From phase 1, we
Sk
F
have flow paths PiF for each set of demands LF
= i=1 PiF . Now
i , 1 ≤ i ≤ k. Let P
consider the multicommodity flow instance (GF , HF ) defined as follows: the supply graph
GF = P F and HF is the demands associated with face F in the original instance. Since
the union of LF
i dominate HF (property 3 of definition 5), across every (central) cut, the
number of supply edges (ie. paths used to route LF
i ) is more than the number of demand
edges in HF . Observe that this is just the setting of Theorem 2, which states that if end
points of all the demand lie on one face, then the cut condition is necessary and sufficient for
routing. Hence, all demands associated with face F can be routed using P F . Doing this for
all the faces gives the desired routing.
J

4

Constructing Laminar Families

In this section, we show how to construct a family of laminar demands which approximate
original demands well. We will crucially use a notion of uncrossing for this construction.
Consider a pair of crossing demands uv, xy ∈ HF . We uncross these demands by replacing
them with demands ux, vy. The following lemma shows that uncrossing a pair of demands
does not increase the total demand across any cut.
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I Lemma 7. Let F be a cycle with demand HF incident on it. Let uv, xy ∈ HF be a
crossing pair and HF0 be the set of demand created by replacing uv, xy by ux, vy. Then for
any contiguous segment S ⊆ F, δHF (S) ≥ δHF0 (S).
Proof. Consider the segments [ux], [xv], [vy], [yu]. A cut is defined by two edges e1 , e2 ∈ F .
Let e1 ∈ [uy], e2 ∈ [vx]. Replacing uv, xy by ux, vy reduces the demand across this cut by 2.
Let e1 ∈ [uy], e2 ∈ [ux]. Replacing uv, xy by ux, vy doesn’t reduce the demand across this
cut. For the remaining choices of e1 , e2 , it is easy to check that the demand across the cut
remains the same and the lemma follows.
J
Recall that demands on a face F are separable if there exists a contiguous segment S on
F such that all demands go from S to F \ S. The following lemma shows how to construct a
good approximating laminar family in case of separable demands.
I Theorem 8. Given any face F , demands D on it and a contiguous set S ⊆ F such that
for any uv ∈ D, |{u, v} ∩ S| = 1, there exists instances of laminar demands L1 , L2 such that
L1 ≤ D, L2 ≤ 2D and L1 + L2 ≥ D. Also, L1 and L2 can be found in polynomial time.
Proof. We create L1 , L2 in two phases, Phase 1 and Phase 2 respectively (see Figure 2).
Recall that all demand edges have demand exactly 1. By making multiple copies of vertices,
we also assume that at most one demand edge is incident on any vertex. Now we describe
the two phases. Let the endpoints of demands belonging to S be called s1 , s2 , . . . , sk and the
other end points be called t0i s. After renaming, {(s1 , t1 ), (s2 , t2 ), . . . , (sk , tk )} are the demand
edges in D and s1 , s2 , . . . , sk appear in that order on F . See Figure 2.
Phase 1. In this phase, we uncross the demands so as to maintain the following property:
exactly one end point of a demand is in S. Given any two crossing demands si ti and sj tj , we
replace them by uncrossed demands si tj and sj ti . We keep on repeating this process while
there are crossing demands. Note that whenever we uncross a pair of crossing demands, total
number of pair of crossing demands decrease by exactly 2. This implies that the uncrossing
procedure stops after a finite number of steps. This forms the first laminar instance L1 . Let
the demands in L1 be si tσ(i) for 1 ≤ i ≤ k (see figure 2).
Phase 2. In this phase, we make sure while uncrossing that cuts crossing S have sufficiently
large value (by cuts crossing S we mean cuts S 0 such that S ∩ S 0 6= φ). To do this, we take a
demand si tσ(j) and replace it by tσ(i) tσ(j) . We do this for all 1 ≤ i ≤ k. The new demand
edges are of the form tσ(i) tσ(j) and may be crossing. Note that exactly 2 demand edges are
incident on ti ’s and no demand edge is incident on si ’s. Remove self loops, if any. Call this
demand instance L02 . We further modify L02 by uncrossing demands as follows: let tσ(i) tσ(j)
and tσ(k) tσ(l) be intersecting demands such that i < k < j < l. We replace such a demand
pair by tσ(i) tσ(l) and tσ(k) tσ(j) . We keep on repeating this procedure until no such crossing
pair of demands remain. Let L2 be the uncrossed instance formed at the end of this process
(see figure 2).
The following claims complete the proof of the lemma by showing that L1 , L2 are (1, 2)
dominating.
B Claim 9.
L2 ≤ 2D.

Laminar instances L1 , L2 formed by the procedure above satisfy L1 ≤ D,

Proof. L1 is formed from the original instance D by uncrossing pairs of crossing demand
edges repeatedly. By Lemma 7, we know that this doesn’t increase the total demand across
any cut and hence L1 ≤ D. Consider the instance L1 + D. Since L1 ≤ D, L1 + D ≤ 2D.
Now, we will show that L02 ≤ L1 + D. Demand edges in L1 + D can be paired as follows:
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Figure 2 Creating Laminar Demands.

(si ti , si tσ(i) ) for all 1 ≤ i ≤ k. Observe that replacing the ith edge pair by tσ(i) ti does not
increase the total demand across any cut. Note that L2 ’ is the set of demand edges formed
by replacing (si ti , si tσ(i) ) by tσ(i) ti for 1 ≤ i ≤ k. Hence L02 ≤ L1 + D. Since, L2 is formed
by uncrossing pairs of demand in L02 , by Lemma 7, L2 ≤ L02 ≤ L1 + D ≤ 2D and the claim
follows.
C
I Lemma 10. The union of L1 and L2 dominates the original demand D, ie. L1 + L2 ≥ D.
Proof. F is the face (cycle) on which demands are incident. Recall that we are only concerned
with cuts that divide F into two contiguous segments. Such cuts are described exactly by
two edges e1 , e2 ∈ F . Terminals s1 , s2 , . . . , sk , t1 , t2 , . . . tk divide F into 2k segments. These
segments define four kind of cuts:
1. e1 ∈ {[s1 tσ(1) ], [sk tσ(k) ]}, e2 ∈ F .
2. e1 ∈ [si si+1 ], e2 ∈ [sj sj+1 ].
3. e1 ∈ [tσ(i) tσ(i+1) ], e2 ∈ [tσ(j) tσ(j+1) ].
4. e1 ∈ [si si+1 ], e2 ∈ [tσ(j) tσ(j+1) ].
Observe that in cases 1-3, one side of the cut formed contains terminals of either only s or
only t type. In original demand D, all the demands were of the form sj tj , hence the number
of demand edges going across any cut of type 1-3 in D is equal to the number of terminals
contained in this cut. In L1 , we ensure that after uncrossing, all the demands are still of type
sj tσ(j) and hence the number of demand edges going across such cuts is equal in D and L1 .
Let C be a cut of type 4 (Figure 3). Recall that in phase 1, σ was defined such
that si is paired with tσ(i) in L1 . There exists a traversal of F such that s1 , s2 , . . . , sk ,
tσ(k) , tσ(k−1) , . . . , tσ(1) appear in order. Hence, without loss of generality, cut in this case can
be assumed to be C = {si , si+1 , . . . , sk , tσ(k) , tσ(k−1) , . . . , tσ(j) }. Let i < j. The other case is
analogous.
B Claim 11. Let sl tσ(m) ∈ D be a demand such that |{sl , tσ(m) } ∩ C| = 1 but |{tσ(l) , tσ(m) } ∩
C| =
6 1. Number of such demands is at most |i − j|.
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Figure 3 C is a cut of type 4. |{sl , tσ(2) }∩C| = 1 but |{tσ(2) , tσ(l) }∩C| 6= 1. |{sk−1 , tσ(m) }∩C| = 1
and |{tσ(m) , tσ(k−1) } ∩ C| = 1.

Proof. If l < i, then sl tσ(m) crosses C if m > j. In this case tσ(m) tσ(l) also crosses C. If
l ≥ j, then sl tσ(m) crosses C if m < j. In this case tσ(m) tσ(l) also crosses C. Hence, only
demand edges for which |{sl , tσ(m) } ∩ C| = 1 and |{tσ(l) , tσ(m) } ∩ C| 6= 1 is true have to
satisfy i ≤ l < j and there can be at most |i − j| of them.
C
Recall that L02 was formed by short cutting the demands of type si tσ(j) , si tσ(i) to tσ(i) tσ(j) .
From the argument above, it follows that δD (C) − δL02 (C) ≤ |i − j|. Also, from phase 1
uncrossing, we have δL1 (C) = |i − j| + 1 (see Figure 3). Hence, δL02 (C) + δL1 (C) ≥ δD (C).
Recall that in phase 2, L2 is created by uncrossing demands in L02 as follows: if there is a
demand tσ(i) tσ(j) , tσ(k) tσ(l) with i < k < j < l, then replace it by tσ(i) tσ(l) , tσ(k) tσ(j) . Using
an argument similar to Lemma 7, it can easily be verified that such uncrossing preserves
the number of demand edges going across C, which implies δL2 (C) = δL02 (C). Therefore,
δL2 (C) + δL1 (C) ≥ δD (C) and the claim follows.
J
This completes the proof that L1 , L2 are (1, 2) approximate laminar family for D.

J

I Theorem 12. Let (G, H) be a separable face instance of multicommodity flow . Then, the
flow-cut gap of (G, H) is at most 3.
Proof. Follows from Lemma 6 and Theorem 8.

4.1

J

Dominating Laminar Families for Arbitrary Demands

I Lemma 13. Given any face with demands D and t source/sink terminals incident on it,
there exists instances of laminar demands D1 , D2 , . . . , Dk such that each of Di is dominated
by 2D, the union of Di dominate D and k = O(log2 t).
Proof. Number the source/sink terminals from 1 to t, starting from an arbitrary vertex and
moving in clockwise direction. Assume that t is a power of 2, otherwise add some dummy
source/sink terminals. Define a laminar family of sets Si,j as follows: S1,j := {j} for 1 ≤ j ≤ t
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Figure 4 Laminar set system S.

and Si+1,j = Si,2j ∪Si,2j−1 for 1 ≤ j ≤ t/2i−1 , 1 ≤ i ≤ log2 t+1. The sets Si,k , 1 ≤ k ≤ t/2i−1
are said to belong to level i (figure 4). Let uv be a demand with u having a numbering smaller
than v in the ordering. The demand uv is said to belong to level i if u ∈ Si,2j−1 and v ∈ Si,2j
for some j. Consider the lowest level set that contains both end points of a demand, say Si,j
(such a set always exists). Then the demand must belong to level i − 1 as its endpoints must
be in Si−1,2j−1 and Si−1,2j . Also, every demand belongs to a unique level. Consider the
demands in level i, say Di . It is a disjoint union of separable instances, say Dim , 1 ≤ m ≤ k.
For each of these disjoint instances, we can get 2 laminar instances with property guaranteed
Sk
St
m
m
m
by Theorem 8, say Lm
i (1), Li (2), 1 ≤ m ≤ k. Let Li (1) =
i=1 Li (1), Li (2) =
i=1 Li (1).
Plog2 t
Then, Li (1) ≤ Di , Li (2) ≤ 2Di , Li (1) + Li (2) ≥ Di . Since, D =
i=1 Di , we have
Plog2 t
Plog2 t
Plog2 t
L
(1)
≤
D,
L
(2)
≤
2D
and
L
(1)
+
L
(2)
≥
D.
J
i
i
i
i
i=1
i=1
i=1
I Theorem 14. Let (G, H) be a face instance of multicommodity flow. Then, the flow-cut
gap of (G, H) is O(log t), where t is the maximum number of terminals on any face.
Proof. Follows from Lemma 6 and Lemma 13.

5

J

Sparsest Cut

Let (G, H) be an instance such that G + H is planar. Then, it is easy to check if there exists
a cut S such that δH (S) > δG (S) [12]. Consider the planar dual (G + H)∗ of G + H. For
every edge e ∈ (G + H)∗ , define w(e) as follows: If e corresponds to a supply edge in G, then
w(e) = c(e), else if e corresponds to a demand edge in G, then w(e) = −d(e). Since every
cut in G corresponds to a cycle in (G + H)∗ , if there is a cut S such that δH (S) > δG (S),
then the corresponding cycle in the dual will have negative weight and vice versa. Hence,
finding a violated cut is equivalent to finding a cycle of negative weight in a graph, which
can be done efficiently [1]. In the following, we show how to find O(log t) sparsest cut for
face instances. The same argument also gives a 3-approximate sparsest cut for separable face
instances.
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I Lemma 15. Let (G, H) be an instance of face multicommodity flow. Then, in polynomial
time one can either find a cut S such that δH (S) > δG (S) or route all the demands in
O(log t)G, where t is the maximum number of terminals on any face.
Proof. As stated in Lemma 6 and Lemma 13, we create instances (Gi , Hi ), 1 ≤ i ≤ k,
where k = O(log t). If all the instances are feasible, then using Lemma 6, we can route all
the demands in kG. If any of the instances Gi is infeasible, we get a violated cut in the
corresponding instance. From the above discussion, all our procedures can be made to run
in polynomial time.
J
I Theorem 16. Let (G, H) be an instance of face multicommodity flow. Then, in polynomial
(in input size) time one can find a O(log t)-approximate sparsest cut, where t is the maximum
number of terminals on any face.
Proof. Find the largest value λ (by using binary search), such that (Gi , λHi ), 1 ≤ i ≤ k are
feasible. By Lemma 6, (kG, λH) is feasible. Since, λ is the largest such value, there exists
a cut S such that λδH (S) ≥ δG (S). Let S ∗ be the optimal sparsest cut. Since (kG, λH) is
feasible, kδG (S ∗ ) ≥ λδH (S ∗ ). Hence, kδG (S ∗ )/δH (S ∗ ) ≥ λ ≥ δG (S)/δH (S). Hence, S is a
k = O(log t)-approximate sparsest cut.
J

6

Uncrossing Demands in Polynomial Time

We give an implementation of the uncrossing in polynomial time. Given a face F with t
vertices and a set of arbitrary demands incident on it, we wish to bound the number of
iterations required to uncross the demands. Let u1 , u2 , . . . , ut be the vertices on the cycle of
face F in that order. Let de be the demand between vertices ui and uj , where e = (ui , uj ).
If there is no demand edge between ui , uj in the original instance, we introduce a demand
edge (ui , uj ) with d(ui ,uj ) = 0 and assume that there is a demand edge between every pair of
vertices. Number of demand edges is at most t2 . Let dmax be the maximum demand. Let
P
D = i,j:ei ,ej cross dei dej .
We now describe the uncrossing procedure. Let ei , ej be such that dei dej ≥ D/t2 . Note
that such a demand always exists as D is a sum of at most t2 such terms. Suppose dei ≥ dej .
There are two possible ways to uncross a pair of crossing demands, we describe both of them.
We replace ei = (ua , uc ), ej = (ub , ud ), a < b < c < d by 3 edges:
Possibility 1 : (ua , ub ) with demand value dej , (uc , ud ) with demand value dej and (ua , uc )
with demand value dei − dej .
Possibility 2 : (ub , uc ) with demand value dej , (ua , ud ) with demand value dej and (ua , uc )
with demand value dei − dej .
We replace any parallel edges created due to above procedure by a single edge with demand
as the sum of demand values of all the parallel edges. We repeat the above uncrossing
procedure until no crossing pair remain. It is easy to verify that after one iteration of
uncrossing, the value of D decreases by at least dei dej . Since, dei dej ≥ D/t2 , D decreases by
a multiplicative factor of at least (1 − 1/t2 ) after every iteration. After t2 ln D iterations, its
2
value is at most D(1 − 1/t2 )t ln D < De− ln D = 1 and the uncrossing procedure terminates
after at most t2 ln D = O(t2 ln t + t2 ln dmax ) iterations.

7

Conclusions and Open Problems

Given a set of arbitrary demands on a face, we showed how to construct (α1 , α2 , . . . , αk )
Pk
laminar dominating family such that i=1 αi = O(log t). As opposed to Naves et al. [9], we
crucially planarity to find the final flow paths and believe that our methods can be extended
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Pk
to get a family with i=1 αi = O(1). The best known lower bound on the flow-cut gap for
face instances is 4/3 (Figure 1) and it is an interesting open question to improve it. There is
a tight relationship between the flow-cut gap and L1 embedding of the shortest path metric
of supply graph into normed space. It will be interesting to see if our results can be proved
(and improved) by using metric embedding techniques.
We use the result of Seymour [12] to find intermediate flow paths in the first phase and use
them in the second phase to find the final flow paths using the result of Okamura-Seymour
[10]. In fact, if the cut-condition is satisfied and G + H is eulerian, [10, 12] guarantee integral
flow paths. We believe that by carrying out a more careful analysis of our technique, it should
be possible to prove corresponding O(1) integral flow-cut gap for separable face instances
and O(log t) integral flow-cut gap for face instances.
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Abstract
Given a sequence A of n numbers and an integer (target) parameter 1 ≤ i ≤ n, the (exact) selection
problem is that of finding the i-th smallest element in A. An element is said to be (i, j)-mediocre if
it is neither among the top i nor among the bottom j elements of S. The approximate selection
problem is that of finding an (i, j)-mediocre element for some given i, j; as such, this variant allows
the algorithm to return any element in a prescribed range. In the first part, we revisit the selection
problem in the two-party model introduced by Andrew Yao (1979) and then extend our study
of exact selection to the multiparty model. In the second part, we deduce some communication
complexity benefits that arise in approximate selection. In particular, we present a deterministic
protocol for finding an approximate median among k players.
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1

Introduction

Given a sequence A of n numbers and an integer (selection) parameter 1 ≤ i ≤ n, the
selection problem asks to find the i-th smallest element in A. If the n elements are distinct,
the i-th smallest is larger than i − 1 elements of A and smaller than the other n − i elements
of A. By symmetry, the problems of determining the i-th smallest and the i-th largest are
equivalent. Together with sorting, the selection problem is one of the most fundamental
problems in computer science. Whereas sorting trivially solves the selection problem in
O(n log n) time, Blum et al. [7] gave an O(n)-time algorithm for this problem.
The selection problem, and computing the median in particular, are in close relation with
the problem of finding the quantiles of a set. The h-th quantiles of an n-element set are the
h − 1 order statistics that divide the sorted set in h equal-sized groups (to within 1); see, e.g.,
[10, p. 223]. The h-th quantiles of a set can be computed by a recursive algorithm running
in O(n log h) time.
The selection problem, determining the median in particular, has been also considered
from the perspective of communication complexity in the two-party model introduced by
Andrew Yao [38]. Suppose that Alice and Bob hold subsets A and B of [n] = {1, 2, . . . , n},
respectively, and wish to determine the median of the multiset A ∪ B while keeping their
communication close to a minimum. Several classic protocols going back to 1980s achieve
this task by exchanging O(log2 n) bits [29, 36]. The communication complexity for this task
has been subsequently reduced to O(log n) bits [9, 29, 31, 35].
Mediocre elements. Following Frances Yao [39], an element is said to be (i, j)-mediocre if
it is neither among the top (i.e., largest) i nor among the bottom (i.e., smallest) j of a totally
ordered set S of n elements. As remarked by Yao, finding a mediocre element is closely
© Ke Chen and Adrian Dumitrescu;
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related to finding the median, in the sense that the common goal is selecting an element that
is not too close to either extreme. In particular, (i, j)-mediocre elements where i = b n−1
2 c,
j = b n2 c (and symmetrically exchanged), are medians of S. Previous work on approximate
selection (in this sense) includes [5, 16].
In Section 3 we provide a protocol to find a mediocre element near the median among k
players with communication complexity O(k log n). To our best knowledge, this is the first
result on the mediocre element finding problem, in terms of communication complexity. In
Section 4 we outline a scenario in which computing a mediocre element near the median in
the two-party model can be accomplished with communication complexity O(1) – which is
very attractive.
Background and related problems. Due to its primary importance, the selection problem
has been studied extensively; see for instance [2, 6, 11, 13, 14, 15, 19, 20, 21, 22, 23, 24, 25,
26, 34, 37, 40]. A comprehensive review of early developments in selection is provided by
Knuth [28]. The reader is also referred to dedicated book chapters on selection, such as those
in [1, 4, 10, 12, 27] and the more recent articles [8, 17], including experimental work [3].
In many applications (e.g., sorting), it is not important to find an exact median, or any
other precise order statistic, for that matter, and an approximate median suffices [18]. For
instance, quick-sort type algorithms aim at finding a balanced partition rather quickly; see
e.g., [22, 32, 33].
Studying the multiparty communication complexity of exact and approximate selection is
relevant in the context of distributed computing [9, 31, 36, 38].
Our results. Our main results are summarized in the three theorems stated below. We first
study the communication complexity of finding the median in the multiparty setting. In this
model we assume that every message by one of the players is seen by all the players (i.e., it
is a broadcast); as in [29, p. 83].
I Theorem 1. For i = 1, . . . , k, let player i hold a sequence (i.e., a multiset) Ai whose
support is a subset of [n] and |Ai | = O (poly(n)). There is a deterministic protocol for finding
the median of ]ki=1 Ai (i.e., their multiset sum) with O(k log2 n) communication complexity.
We then study the communication complexity of finding an approximate median in the
multiparty setting (under slightly stronger assumptions on the input sets).
I Theorem 2. Let α = p/q, where p, q ∈ N, p < q/2, q is fixed and 0 < c ≤ 1 be a positive
constant. For i = 1, . . . , k, let player i hold a set Ai ⊂ [n] that is disjoint from any other
player’s set. Assume that t = | ∪ki=1 Ai | ≥ cn. Put ` = dlog 2q
c e. Then an (αt, αt)-mediocre
k
element of ∪i=1 Ai can be found with O(` · k log n) = O(k log n) communication complexity.
In particular, a (t/3, t/3)-mediocre element, or a (0.49 t, 0.49 t)-mediocre element, among
k players can be determined with O(k log n) communication complexity.
In the final part of our paper, somewhat surprisingly, we show that (under suitable
additional assumptions and a somewhat relaxed requirement) the communication complexity
of finding a mediocre element in the vicinity of the median is bounded from above by a
constant and is therefore independent of n.
I Theorem 3. Let α = p/q, where p, q ∈ N, p < q/2, q is fixed and 0 < c ≤ 1 be a
positive constant. Let Alice and Bob hold disjoint sets A and B of elements from [n], where
s = |A| ≤ |B| = m. Let t = s+m denote the total number of elements in A∪B, where t ≥ cn.
2q
Assume that t, c, and α are known to both players. Put h = d q−2p
e and ` = dlog 12h
c e.
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Then an (αt, αt)-mediocre element can be found (by at least one player) with O(` log h) =
O(1) communication complexity. If both players return, each element returned is (αt, αt)mediocre; the elements found by the players need not be the same.
In particular, a (t/3, t/3)-mediocre element, or a (0.49 t, 0.49 t)-mediocre element, between
2 players can be determined (by at least one player) with O(1) communication complexity.
A simple example that falls under the scenario in Theorem 3 is one where A consists of
distinct odd numbers and B consists of distinct even numbers. It is worth noting that since
m/2t ≥ 1/4, if α < 1/4, the median of B is guaranteed to be an (αt, αt)-mediocre element
of A ∪ B. In this case, no communication is needed.
Preliminaries. A simple but effective procedure reduces the selection problem for finding the
i-th smallest element out of n to one for finding the median in a slightly larger sequence. The
target is the i-th smallest element in an input sequence A of size n. Assume first that i < n/2;
in this case pad the input A with n − 2i elements that are less than or equal to the minimum
in the input sequence; call A0 resulting sequence. Note that |A0 | = n + (n − 2i) = 2(n − i).
It suffices to observe that the median of A0 is the i-th smallest element in A: indeed,
n − 2i + i = n − i, as required. The case i > n/2 is symmetric; in this case pad the input A
with 2i − n elements that are larger than or equal to the maximum in the input sequence;
call A0 resulting sequence. Note that |A0 | = n + (2i − n) = 2i. Observe that the median of
A0 is the i-th smallest element in A, as required. We therefore restrict our attention to the
median selection problem.
Notation. Without affecting the results, the floor and ceiling functions are omitted in some
instances where they are not essential. For example, we frequently write the αn-th element
instead of the more precise bαnc-th element. Unless specified otherwise, all logarithms are in
base 2.
For an s-bit number x and a positive integer `, where s ≥ `, prefix` (x) denotes the `-bit
binary prefix of x, i.e., the number formed by the first (i.e., most significant) ` bits of x.
If x belongs to a sorted list and is not the minimum, pred(x) denotes its predecessor.
If x belongs to a sorted list and is not the maximum, succ(x) denotes its successor.

2

Exact selection

In this section we prove Theorem 1. First, we set up the problem in the context of two-party
communication complexity; we start with some background. In this section, each player’s
input is allowed to contain duplicates. Following the literature, we refer to these (potential)
multisets as sets, and the union operation should be understood as multiset sum [29, Example
1.6, p. 6]. (An equivalent formulation is merging of sequences.)

2.1

Two players

Alice and Bob hold multisets A and B whose supports are subsets of [n] = {1, 2, . . . , n},
respectively. It is assumed that |A|, |B| = O (poly(n)). (In a standard setup [29, Example 1.6,
p. 6], A and B are subsets of [n]; here we extend this setup for potentially larger multisets.)
The median of the multiset A ∪ B is denoted by ξ = Med(A, B); as usual, the median of X is
the d(|X|/2)e-th smallest element of X.
There is a simple binary-search type protocol due to M. Karchmer that takes O(log2 n)
bits of communication; see [29, Example 1.6, p. 6]. At each round Alice and Bob have an
interval [i, j], i, j ∈ N, that contains the median. They halve the interval (repeatedly) by

ISAAC 2020

42:4

Multiparty Selection

deciding whether the median is less than, equal to, or larger than m = (i + j)/2. This is
done by Alice sending to Bob the number of elements in A that are less than m, equal to m,
and larger than m, using O(log n) bits. Bob can now determine whether the median is less
than, equal to, or larger than m, and sends this information to Alice using O(1) bits. The
protocol has O(log n) rounds, each requiring O(log n) bits of communication, so the overall
communication complexity is O(log2 n).
An alternative binary-search type protocol that takes O(log2 n) bits of communication,
also due to Karchmer [29, p. 168], works as follows. Assume, without loss of generality that
|A| = |B| and that the common size is a power of 2: this can be achieved by exchanging
the sizes of their inputs (O(log n) bits) and padding them with the appropriate number
of the minimal element (1) and the maximal element (n). The protocol works in rounds.
During the protocol, Alice maintains a set A0 ⊂ A of elements that may still be the median
(initially A0 = A) and Bob maintains a set B 0 ⊂ B of elements that may still be the median
(initially B 0 = B). At each round, Alice sends Bob the value a, which is the median of
A0 , and Bob sends Alice the value b, which is the median of B 0 . At this point we have
min(a, b) ≤ ξ ≤ max(a, b). If a < b, then Alice discards the lower half of A0 (note that a is
part of it) and Bob discards the upper half of B 0 . If b < a, then Bob discards the lower half
of B 0 (note that b is part of it) and Alice discards the upper half of A0 . In either case, this
operation maintains the median of A0 ∪ B 0 as the desired median of A ∪ B. It should be
noted that the size of A0 ∪ B 0 is reduced (exactly) by a factor of 2. If a = b, this value is the
median, and if |A0 | = |B 0 | = 1, then the smaller number is the median. The protocol has
O(log n) rounds, each requiring O(log n) bits of communication, and so the communication
complexity is O(log2 n).
The communication complexity of finding the median can be further reduced. A subtle
refinement of the above protocol, due to Karchmer [29, Example 1.7, p. 6 and p. 168], and
revised by Gasarch [30], works with O(log n) communication complexity: its key idea is
to make comparisons in a bit-by-bit manner, but this requires careful bookkeeping of the
progress and here we omit the technical details.
We next describe a different (folklore) protocol, running with O(log n) communication
complexity, that we find simpler and subsequently refine for computing a mediocre element.
The protocol implements a binary-search strategy and works in rounds. Alice maintains a
set A0 ⊂ A of elements that may still be the median (initially A0 = A) and Bob maintains
a set B 0 ⊂ B of elements that may still be the median (initially B 0 = B). Alice and Bob
compute the medians of their current inputs (a and b, respectively). At this point we have
min(a, b) ≤ ξ ≤ max(a, b). Alice and Bob aim to determine the order relation between a and
b in order to halve their input in an appropriate manner.
The protocol avoids sending these log n-bit numbers at each round by avoiding making a
direct comparison between a and b. The players have an interval [i, j], i, j ∈ N, that contains
the median (initially, [i, j] = [1, n]). The medians a and b are compared to the middle element
h = b(i + j)/2c, If a = b = h, this element is the median of A ∪ B and the protocol terminates.
Otherwise, if a and b are split by h, i.e., a ≤ h ≤ b or b ≤ h ≤ a, then (by transitivity of ≤),
the relation between a and b is determined, and Alice and Bob halves their input accordingly
(as in the earlier O(log2 n) protocol). Otherwise, if a and b are on the same side of h, i.e.,
a, b ≤ h or h ≤ a, b. For example, in the first case, the elements in the lower half of A0 ∪ B 0
are ≤ h and the same holds for the median of A0 ∪ B 0 . As such, both players shrink their
common interval [i, j] by (roughly) half: the resulting interval is [i, h] or [h, j], respectively.
The sets A0 and B 0 remain unchanged. Alice and Bob communicate each of the outcomes of
the above tests in O(1) bits. Each halving operation for A0 and B 0 maintains the property
that ξ = Med(A ∪ B) = Med(A0 ∪ B 0 ).

K. Chen and A. Dumitrescu

42:5

Let ` = dlog ne. Note that after 2` − 1 tests, either Alice and Bob hold singleton sets
(i.e., |A0 | = |B 0 | = 1), or the common interval [i, j] consists of a single integer i = j. If
|A0 | = |B 0 | = 1, the smaller number is the median (or either, for equality), whereas if
i = j, this number is the median. The number of bits exchanged before the last round of
the protocol is O(log n) and is O(log n) in the last round. The resulting communication
complexity is O(log n).

2.2

k players

In this subsection we show the protocol that proves Theorem 1. It is worth noting that the
number of players, k is independent of n. The protocol maintains the invariant: the median
of ∪ki=1 Ai in one round is the same for the updated sets in the next round. It is possible that
the number of sets drops from k to a lower number; the protocol remains unchanged until
the value k = 2 is reached, when the respective players apply the protocol in Subsection 2.1;
recall that padding with extra elements may be needed. If the value k = 1 is reached, the
remaining player computes the median in his/her own set and the game ends.
Initially, each player sorts his/her input set locally. The sorted order is used by each
player in the pruning process, and if such action occurs, the sorted order is locally maintained.
Each set pruning discards elements at one of the two ends of the chain (either low elements
below some threshold, or high elements above some threshold).
The protocol roughly halves the size of at least one of the current participating sets; more
precisely, for some X ∈ {A1 , . . . , Ak }, we have |X 0 | ≤ b|X|/2c by the end of each round.
Since the size of each set is initially O (poly(n)), the size of each of the k sets drops to 0 in
at most O(log n) iterations and consequently, the number of rounds is at most O(k log n).
(Padding with extra elements when k = 2 is reached conforms with this bound.)
Each round of the protocol works as follows. Each player (locally) finds the median of
his/her current set: xi ∈ Ai , i = 1, . . . , k. The following scheme regarding medians is used:
assume that there are x sets of even size and y sets of odd size in the current round, where
x + y = k; for the x sets of even size the first dx/2e use the lower median and the remaining
bx/2c use the upper median (in some fixed, e.g., alphabetical, order). The idea of intermixing
upper and lower medians is also present in [8]. (A scheme that uses only lower medians
or only upper medians fails to guarantee that the median of the union is maintained after
pruning, for instance if k = 3 and all three sets have even size; the smallest example of this
kind is |A1 | = |A2 | = |A3 | = 2.)
In the first round, each player posts his/her median and set size on the communication
board; this involves O(k log n) bits of communication. In the remaining rounds, two players
whose sets got pruned (as further explained below) need to update their median on the
communication board. Depending on the parities of the sets of these two players before
and after the pruning, at most one more player may need to update his/her median to
maintain the balanced scheme adopted earlier which requires dx/2e use the lower median and
the remaining bx/2c use the upper median. Therefore, in each round, the communication
complexity is O(log n).
All players are now able to determine the sorted order of the k medians. For simplicity,
assume that after relabeling, this order is
x1 ≤ x2 ≤ . . . ≤ xk .

(1)

It is convenient to refer to the players holding the minimum and maximum of these medians
as Alice and Bob and to their corresponding sets as A and B: xA ≡ x1 and xB ≡ xk (this
relabeling is only done for the purpose of analysis).
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Let P denote the poset made by the k chains A1 , . . . , Ak , together with the relations
Pk
in (1). Write a = |A|, b = |B|, and t = i=1 |Ai |. The player holding the smaller set between
Alice and Bob is in charge of the pruning operation in the current round: the same number
of elements is discarded by Alice and Bob as specified below. Refer to Fig 1.
If min(a, b) = a, Alice discards da/2e elements in A (all x ≤ xA when a is odd or xA is
the lower median, or all x < xA when xA is the upper median), and Bob discards the highest
da/2e elements in B. Such operation is charged to Alice. Otherwise, if min(a, b) = b, Bob
discards db/2e elements in B (all x ≥ xB when b is odd or xB is the upper median, or all
x > xB when xB is the lower median), and Alice discards the lowest db/2e elements in A.
Such operation is charged to Bob. It is worth noting that this scheme is feasible: i.e., if the
indicated player discards the specified number of elements, the other player can also discard
the same number of elements. Then the protocol continues with the next round. Each player
keeps track of the players that are still in the game and their set cardinalities, as these can
be deduced from the actions of the algorithm.
It remains to show that the same number of elements is discarded from each side of the
median in each round. Let u be the number of elements in P that are above the highest
discarded element of A, and v be the number of elements in P that are below the lowest
discarded element of B. By slightly abusing notation, let k denote the number of players in
the current round of the protocol (which may differ from the initial number). Specifically we
prove the following.

Figure 1 Pruning the poset P in the protocol for finding the median; Alice is the leftmost player
and Bob is the rightmost player. (i) k = 4, t = 8, u = 6, v = 5; operation is charged to Alice. (ii)
k = 3, t = 9, u = 6, v = 7; operation is charged to Alice. (iii) t = 11, u = 6, v = 8; operation is
charged to Alice. (iv) t = 7, u = 5, v = 4; operation is charged to Bob.

I Lemma 4. Consider a round of the protocol and assume that k ≥ 3 and t =
t
The following inequalities for u and v hold: u ≥ d t+1
2 e and v ≥ d 2 e.

Pk

i=1

|Ai |.

Proof. For u, we start by including |Ai |/2 corresponding to the upper half elements in the
set Ai , for i = 1, . . . , k; this contributes t/2 to the sum. In addition we add 1/2 for each set
of odd size, thus y/2 over all odd sets. Then we add 1 for each set of even size that uses the
lower median, thus dx/2e over all even sets. This procedure overcounts by 1 if the median
xA is the highest discarded element of A. Therefore, we have
u≥

t
y lxm
t
y x
t+x+y−2
t+k−2
t+1
+ +
−1≥ + + −1=
=
≥
.
2 2
2
2 2
2
2
2
2

Similarly, for v, we start by including |Ai |/2 corresponding to the lower half elements
in the set Ai , for i = 1, . . . , k; this contributes t/2 to the sum. In addition we add 1/2 for
each set of odd size, thus y/2 over all odd sets. Then we add 1 for each set of even size that
uses the upper median, thus bx/2c over all even sets. This procedure overcounts by 1 if the
median xB is the lowest discarded element of B. Therefore, we have
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t
t
y jxk
y x−1
t+x+y−3
t+k−3
t
−1≥ + +
+ +
−1=
=
≥ .
2 2
2
2 2
2
2
2
2

t
Since both u and v are integers, we have thereby proved that u ≥ d t+1
2 e and v ≥ d 2 e, as
required.
J

Proof of Theorem 1. By Lemma 4, all the elements discarded from A are below the median
(of the union), and all elements discarded from B are above the median. Thus in each round,
the protocol preserves the median and discards the same number of elements from each side
of it. This proves the invariant of the protocol. Since the protocol takes O(k log n) rounds
and the communication complexity of each round is O(log n), the overall communication
complexity is O(k log2 n), as claimed.
J

3

Approximate selection with k players

In this section we consider the problem of finding an (αt, αt)-mediocre element among k
players, where α ∈ (0, 1/2) is a fixed constant. Recall that in the setting of Theorem 2, the
sets Ai , i = 1, . . . , k, are pairwise disjoint. But we do not assume that they have the same
cardinality.
Proof of Theorem 2. The protocol works in rounds. Let a1 = 1 and b1 = n; and note that
[a1 , b1 ] contains the median m, i.e., the dt/2e-th smallest element of ∪ki=1 Ai . For round
j = 1, 2, . . ., the interval [aj+1 , bj+1 ] is obtained from the interval [aj , bj ] by halving while
maintaining the following:
Invariant: For j = 1, 2, . . ., the interval [aj , bj ] contains the median m.
Equivalently, the invariant can be stated as follows. For j = 1, 2, . . .,
the number of elements in ∪ki=1 Ai that are ≤ aj is less than dt/2e, and
the number of elements in ∪ki=1 Ai that are ≤ bj is at least dt/2e.
Specifically, in round j, let


aj + bj
.
cj =
2
Each player communicates the number of elements in his/her set that are ≤ cj . Since
there are k players, this takes O(k log n) bits.1 Once this is done, each player can compute
independently (by adding the k individual counts) the total number of elements in ∪ki=1 Ai
that are ≤ ci . If the number is less than dt/2e, then we set [aj+1 , bj+1 ] := [cj , bj ], otherwise,
i.e., the number is at least dt/2e, then we set [aj+1 , bj+1 ] := [aj , cj ]. This setting maintains
the invariant.
1

It was suggested by an anonymous reviewer that using approximate counts would improve the communication complexity from O(k log n) to O(k log k + log n). Specifically, let xi be the number of elements in
Ai that are ≤ cj . Instead of xi which needs O(log n) bits, player i posts yi = bxi k/((0.5 − α)t)c which
can be represented in O(log k) bits. Then each player locally computes and uses zi = dyi (0.5 − α)t/ke
to approximate the actual count xi . Since 0 ≤ xi − zi < (0.5 − α)t/k, the total error among all k players
is at most (0.5 − α)t which seems to be within the mediocre range. However, we have a counterexample
showing that this change will make the protocol return an element that is not (αt, αt)-mediocre. So it
appears that this “improvement” is invalid. Furthermore, we note that any inaccuracy in the counts (for
example, by using even a smaller factor β < 0.5 − α in the above strategy) may still result in choosing a
different half of the interval [aj , bj ] which in turn can violate the invariant that the median m is always
in the current interval.
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The protocol repeatedly halves the current interval until


1
bj − aj ≤
− α t.
2

(2)

When this occurs, since ∪ki=1Ai consists of distinct elements, [aj , bj ] contains a continuous
range of no more than 21 − α t elements of ∪ki=1 Ai , with m being one of them. If (0.5−α)t <
1, then the protocol stops when bj − aj = 1 and returns bj as the median.
Let z be any element of ∪ki=1 Ai contained in [aj , bj ]. (The protocol will return one such
element, as explained below.) Observe that




1
t
1
t
−
− α t ≤ rank∪Ai (z) ≤ +
− α t, or
2
2
2
2
αt ≤ rank∪Ai (z) ≤ (1 − α) t.

(3)

The number of halving rounds needed to achieve the interval-length in (2) is at most
&
' &
' &
' 

n
n
1
2q



log 1
≤ log 1
= log 1
= log
(q − 2p)c
2 −α t
2 − α cn
2 −α c


2q
≤ log
= ` = O(1).
c
In each round, the k players communicate their counts, O(k log n) bits in total. Each
player independently computes the total count for the midpoint of the current interval, and
all players take the same decision on how to set the next interval in the halving process (with
no further communication needed).
In the last round (i.e., when inequality (2) is satisfied), the players report in turn. If the
player does not hold any element in the interval [aj , bj ], he/she outputs a zero bit and the
report continues; otherwise the player outputs such an element (from his/her set) in O(log n)
bits and the protocol ends. The output element is a valid choice, as justified by (3).
The total communication complexity is therefore O(` k log n) = O(k log n) bits, as claimed.
This concludes the proof of Theorem 2.
J

4

Approximate selection with two players under special conditions

Let t = s + m denote the total number of elements in A ∪ B. Here we consider the problem
of finding an (αt, αt)-mediocre element between two players, where α ∈ (0, 1/2) is a fixed
constant. The protocol described in Subsection 2.1 immediately yields the following.
I Corollary 5. The deterministic communication complexity of finding an (αt, αt)-mediocre
element in A ∪ B ⊂ [n], where t = |A| + |B| and α ∈ (0, 1/2) is a fixed constant, is O(log n).
Interestingly enough, this communication complexity can be brought down to a constant
under slightly stronger assumptions: (i) A and B have no duplicates or common elements,
and (ii) |A ∪ B| ≥ cn, for some constant c > 0; and a somewhat relaxed requirement: at least
one of the players returns an element to the process that has invoked his/her service; each
element returned is (αt, αt)-mediocre. Note that this is a natural relaxation – if the set of
one player does not contain any suitable element, it is impossible to communicate the final
answer to this player within O(1) complexity.
A natural protocol to consider would be to choose one of the median-finding protocols
and execute a constant number of rounds from it. However, this seemingly promising idea
does not appear to work. It is possible that one of the two sets, say A, does not contain any
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desired elements, namely (αt, αt)-mediocre for the given α and so at the end of the modified
protocol only B 0 contains desired elements (and not A0 ). More importantly, the players
apparently have no indication of which player is the lucky one. We therefore resort to a
different idea of using quantiles (more precisely, a sampling technique with a similar effect).
Proof of Theorem 3. We may assume, without loss of generality that n and 1/c are powers
of 2 (in particular, 4n is also a power of 2). For n < 8q 2 /c Alice and Bob use the earlier
O(log n)-protocol for finding the median; we therefore subsequently assume that n ≥ 8q 2 /c.
In particular, since q ≥ 3, we have n ≥ 24q/c. We further assume, without loss of generality
that |A| = |B| = m: this can be achieved by padding the smaller size set with the appropriate
numbers of small elements and large elements as described below. In particular, the padding
elements need also be distinct. (It is not assumed that the common size is a power of 2:
since our protocol does not exactly halve the current set of each player at each round, such
an assumption would be of no use.)
To illustrate the padding process for arbitrary set sizes, we may assume without loss of
generality that the given input satisfies: s = |A| ≤ |B| = m. Recall that s and m are known
m+s
to both players. We need to pad Alice’s input with m − d m+s
2 e small elements and d 2 e − s
large elements. Alice and Bob replace their inputs by A + n and B + n, respectively; as a
result, the elements they hold are now in the range {n + 1, . . . , 2n}. Then Alice pads her
m+s
inputwith{1, 2, . . . , m− d m+s
2
 e} ⊂ [n] and {2n + 1, . . . , 2n + d 2 e − s} ⊂ [3n] \ [2n]. (Note
m+s
m+s
− s = m − 2 .) The resulting sets have the same size m and A ∪ B consists of
that
2
distinct elements in the range [3n] ⊂ [4n]. By subtracting n, the element(s) returned by the
protocol are shifted back to the original range [n] in the end (without explicitly mentioning
it there).
2q
e (recall that
A and B below denote the (new) padded sets (of size m). Set h = d q−2p
12h
α = p/q) and ` = dlog c e. By the assumption n ≥ 24q/c we have


2q
cn ≥ 24q ≥ 12
= 12h.
q − 2p
Let QA be the set consisting of the ibm/hc-th elements of A, for i = 1, 2, . . . , h. Similarly,
let QB be the set consisting of the ibm/hc-th elements of B, for i = 1, 2, . . . , h. (These sets
resemble the h-th quantiles of A and B). Note that |QA | = |QB | = h. Since A and B consist
of pairwise distinct elements, between any two elements in QA (or QB ), there are at least
jmk m
t
cn
cn
4n
≥
−1≥
−1≥
−1≥
≥ `
h
h
2h
2h
3h
2
elements. Represent each element x in QA (and QB ) with log(4n) = log n + 2 bits; it follows
that the elements in {prefix` (x) : x ∈ QA } are pairwise distinct; similarly the elements in
{prefix` (y) : y ∈ QB } are pairwise distinct.
The protocol implements a binary-search strategy aimed at finding the median of QA ∪QB .
Note that |QA | = |QB | ≤ h. Alice maintains a set Q0A ⊂ QA of elements that may still be
the median quantile (initially Q0A = QA ) and Bob maintains a set Q0B ⊂ QB of elements that
may still be the median quantile (initially Q0B = QB ). The invariant |Q0A | = |Q0B | will be
maintained. At each round, Alice and Bob compute the medians of their current sets (xA
and xB , respectively). If prefix` (xA ) < prefix` (xB ) or prefix` (xA ) > prefix` (xB ) the
protocol continues with Alice and Bob halving their input as in the median-finding protocol.
Specifically, if prefix` (xA ) < prefix` (xB ) the protocol discards the b|Q0A |/2c lower elements
of Q0A and the b|Q0B |/2c upper elements of Q0B . The equality case prefix` (xA ) = prefix` (xB )
is addressed below. Observe that the above comparison can be resolved by exchanging ` bits
in each round.
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If prefix` (xA ) = prefix` (xB ), and |Q0A | = |Q0B | ≥ 3, we have prefix` (pred(xA )) <
prefix` (xB ), and the protocol discards the b(|Q0A | − 1)/2c lower elements of Q0A and the
b(|Q0B | − 1)/2c upper elements of Q0B . Note that this is a slight but important deviation from
the standard median-finding protocol; it is aimed at handling prefix equality by discarding
possibly one fewer element by each player. With this choice, the median of QA ∪ QB remains
the median of Q0A ∪ Q0B ; and the invariant |Q0A | = |Q0B | is maintained. Since the sets the
players hold are almost halved at each round, the protocol terminates in O(log h) rounds, as
specified below.
If |Q0A | = |Q0B | = 2, and prefix` (xA ) 6= prefix` (xB ), the protocol continues with each
player halving his/her own current set accordingly. If |Q0A | = |Q0B | = 2, and prefix` (xA ) =
prefix` (xB ), the protocol terminates with each player output his/her number (xA and xB ,
respectively). Observe that in this case, the median of QA ∪ QB is xA or xB and it will be
shown below, see (7), that both elements are (αt, αt)-mediocre.
If |Q0A | = |Q0B | = 1 and prefix` (xA ) 6= prefix` (xB ), the protocol terminates with
the player that holds the smaller of xA and xB output that number. If |Q0A | = |Q0B | = 1
and prefix` (xA ) = prefix` (xB ), the protocol terminates with each player output his/her
number (xA and xB , respectively). It will be shown below, see (7), that both elements are
(αt, αt)-mediocre.
Recall that ` = dlog 12h
c e. If x, y ∈ [3n] and prefix` (x) = prefix` (y) then
|x − y| ≤

3n
cn
t
≤
≤
.
2`
4h
4h

(4)

Recall that the median of QA ∪ QB is in Q0A ∪ Q0B in the last round of the protocol. Since
all elements are distinct, for xA and xB above, if prefix` (xA ) = prefix` (xB ), Inequality (4)
implies
|rankA∪B (xA ) − rankA∪B (xB )| ≤

t
.
4h

(5)

Assume that the median of QA ∪ QB is xA ∈ QA ; then Alice returns xA . In addition, if
prefix` (xA ) = prefix` (xB ), Bob also returns xB ∈ QB . Since xA is the median of QA ∪ QB ,
it is the h-th smallest element of QA ∪ QB . As such (by construction): (i) xA is ≥ than at
least
jmk
m

≥h
−1 =m−h
h
h
h
elements of A ∪ B; and similarly, (ii) xA is ≤ than at least m − h elements of A ∪ B. Note
that the median of A ∪ B has rank m and is the same as the median of the original union of
the two sets. See Fig. 2.
2q
Observe that h = d q−2p
e ≤ 2q which yields 2h2 ≤ 8q 2 ≤ cn ≤ t (recall that n ≥ 8q 2 /c).
This implies
|rankA∪B (xA ) − m| ≤ h ≤

t
.
2h

(6)

Recall that if prefix` (xA ) = prefix` (xB ), Bob also returns xB ∈ QB and Inequality (5)
applies. From (5) and (6) we deduce that the rank of any output element z satisfies (recall
that t = s + m):


t
t
t
(q − 2p)t
1
|rankA∪B (z) − m| ≤
+
≤ ≤
=
− α t.
(7)
4h 2h
h
2q
2
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Figure 2 Above: Illustration of the original union of the two input sets with padding elements.
The players need to find elements from the unshaded region in the middle. Below: The median x of
QA ∪ QB lies within the red region. If the other player has an element y such that prefix` (y) =
prefix` (x), then y lies in the union of the red and blue regions, therefore it is also a valid output.

As such, each output element z is an (αt, αt)-mediocre element of the original union of
the two sets. The elements returned are xA or xB (or both). Alice may return xA and Bob
may return xB to the processes that have invoked their service; the elements returned by
the players could be different. Since q = O(1), we have h, ` = O(1). The number of bits
exchanged is ` + O(1) = O(1) in each of the O(log h) rounds of the protocol. The overall
communication complexity is O(` log h) = O(1), as claimed.
J

5

Conclusion

An obvious question is whether the three-party communication complexity of median computation can be reduced to O(log n). A more general question is whether the k-party
communication complexity of median computation, k ≥ 3, can be reduced to O(k log n). We
believe that the answers to both questions are in the negative. Another interesting question
regarding the two-party communication complexity of approximate selection is whether the
conditions in Theorems 2 and 3 can be relaxed.
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1

Introduction

Finding short paths is perhaps the most fundamental task in algorithmic graph theory and
network analysis. There are numerous applications, including operations research, robotics,
social network analysis, traffic and transportation, and VLSI design. More specifically, we
are concerned with finding a short path connecting two designated vertices s and t. It is
fair to say that for static graphs the algorithmics (also from a practical side) of finding
short(est) paths is very well understood. This is much less so when considering path finding
in temporal graphs, that is, graphs whose edge sets change over time1 , a framework that in
recent years received more and more attention in the field of network science. For instance,
models concerned with disease spreading or traffic routing typically are more realistic when
taking into account that links between network nodes change over time. In this work, we
study path finding in temporal graphs with the additional (“multistage”) assumption that
s-t-paths for consecutive snapshots of the temporal graph shall be sufficiently “similar”. We
confront this with the opposite view that s-t-paths for consecutive snapshots of the temporal
graph shall be significantly “dissimilar”. Herein, similarity can naturally be measured both
by comparing the edge sets of the s-t paths or the vertex sets of the s-t paths. Altogether,
we end up with four natural problem variants.
A few words on motivation. Both scenarios address different aspects of robustness in an
environment changing over time. Let us first look at the dissimilarity scenario. Here one
may think of a situation where because of necessary recovery or cleansing costs (in pandemic
times one may think of disinfection measures) one wants to avoid that subsequent “agents”
on the way from start to goal share too many parts of their routing paths. Moreover, one
may also think of applications in the context of so-called VIP routing, which address security
aspects [15, 17]. As to the similarity scenario, one may think of robustness in the sense of
“path maintenance”: every deviation from the path used before causes additional costs (set
up, preparation, checking) and thus shall be kept at a minimum. This can be interpreted in
the spirit of incremental changes (evolutionary rather than radical changes) [8, 23].
Formally, a temporal graph G = (V, E1 , E2 , . . . , Eτ ) consists of a set V of vertices and
lifetime τ many edge sets E1 , E2 , . . . , Eτ over V . Finding an s-t path over time, also known
as temporal s-t path, has already been studied [35, 25]. There, however, a path may use
Sτ
edges from i=1 Ei , while in our setting we search for path sequences consisting of τ paths,
one for each Ei . With focusing on similar and dissimilar paths here, however, we introduce
a new view on finding paths in temporal graphs. More specifically, addressing a quest of
Gupta et al. [22], one of the first studies on multistage problems, this paper initiates a study
of finding short s-t paths in the multistage model, that is, finding a short s-t path in each
snapshot (V, Ei ) of the temporal graph G such that consecutive s-t paths do not differ too
much; formally, we have the following (Π refers to a requested property of a solution path):
Π Multistage s-t Path (Π-MstP)
A temporal graph G = (V, E1 , E2 , . . . , Eτ ), two distinct vertices s, t ∈ V ,
and two integers k, ` ∈ N0 .
Question: Is there a sequence (P1 , P2 , . . . , Pτ ) such that Pi is an s-t path in (V, Ei )
with |V (Pi )| ≤ k for all i ∈ {1, . . . , τ }, and distΠ (Pi , Pi+1 ) ≤ ` for all i ∈
{1, . . . , τ − 1}?
Input:

1

Holme and Saramäki [26, 27] and Michail [31] survey algorithmic aspects of temporal graphs.
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The multistage model requests snapshot solutions such that (in time) consecutive ones are
similar to each other. Herein, similarity is measured by the symmetric difference of the sets
describing the consecutive snapshot solutions. For paths, there are two natural choices for
comparing: the sets of vertices and the sets of edges. Thus, we obtain two distance measures
defined as follows.
distV4V (Pi , Pi+1 ) := |V (Pi )4V (Pi+1 )|

(V4V-MstP),

distE4E (Pi , Pi+1 ) := |E(Pi )4E(Pi+1 )|

(E4E-MstP).

Confronting the similarity request of the multistage framework with a dissimilarity request
instead leads to the following.
distV∩V (Pi , Pi+1 ) := |(V (Pi ) ∩ V (Pi+1 )) \ {s, t}|

(V∩V-MstP),

distE∩E (Pi , Pi+1 ) := |E(Pi ) ∩ E(Pi+1 )|

(E∩E-MstP).

Note that we can easily compute each of the four distance measures in linear time.
In the following, we study the classical and parameterized complexity of all four variants E4E-MstP, V4V-MstP, V∩V-MstP, and E∩E-MstP. With performing a parameterized complexity analysis, we do not only aim for a better understanding of the influence
of several natural problem parameters like path length k − 1 or the upper bound ` on the
distance values between consecutive snapshots, but we also want to find out where (and
why) the problem variants are potentially different from each other; in particular, this means
confronting the similarity (a.k.a. as classical multistage) view with the dissimilarity view.
Our contributions. We introduce four natural variants of the Multistage s-t Path
problem by employing four different ways to measure the distance between consecutive
solutions. Doing so, seemingly for the first time for multistage models in general, we
provide a seemingly first systematic study on the impact on the algorithmic complexity
when switching between edge and vertex distances on the one hand, and similarity versus
dissimilarity distance measurements on the other hand.
We prove all four problems to be NP-complete, even in the restricted case of only two
snapshots, each snapshot being series-parallel and the underlying graph being of maximum
degree four. We provide an extensive study on the parameterized complexity landscape of
the problems regarding the parameters k (path length), ` (maximum path distance between
consecutive snapshots), τ (lifetime), n (number of graph vertices), ν↓ (vertex cover number
of the “underlying graph”), and ∆↓ (maximum vertex degree in the underlying graph);
see Figure 1 for an overview. The results of our parameterized complexity analysis reveal a
clear distinction between similarity and dissimilarity. When parameterized by the maximum
number k of vertices in each s-t path, while E4E-MstP and V4V-MstP are W[1]-hard,
E∩E-MstP and V∩V-MstP are fixed-parameter tractable. To this end, we develop one
of the first uses of the technique of representative sets [32, 19] in the context of temporal
graphs. In addition, we show that, under standard complexity-theoretic assumptions, the
similarity problem V4V-MstP parameterized by the number of vertices has no polynomial
kernel, while the dissimilarity problem V∩V-MstP has one.
Related work. Our studies are within algorithmic temporal graph theory and, more specifically, contribute and extend a series of studies on the multistage model. Notably, all
previous studies (on various basic computational problems) within the multistage framework
adhere to the “similarity view”; we extend this by introducing also a “dissimilarity view”.
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Figure 1 Overview of our results. “p-NP-h.”, “W[1]-h.”, “FPT”, “PK”, and “noPK” respectively
abbreviate para-NP-hard, W[1]-hard, fixed-parameter tractable, polynomial kernel, and “no polynomial kernel unless NP ⊆ coNP / poly”. Note that ` ≤ 2k and k ≤ 2ν↓ + 1.

To the best of our knowledge, the multistage model (which is a temporal model not necessarily only applying to graph problems) first appeared in 2014 in works of Eisenstat et al. [10]
and Gupta et al. [22]. In a nutshell, the model considers a sequence (I1 , . . . , Iτ ) of instances
of some problem P as input, and it asks for a “robust” sequence of solutions to the instances
in the sense that any two consecutive solutions are similar. Several classical problems have
been studied in the multistage model, both from an approximate [1, 4, 2, 3] and from a
parameterized [18, 24, 6] algorithmics point of view. While E4E-MstP and V4V-MstP
adhere to the original multistage model, our two problems E∩E-MstP and V∩V-MstP can
be seen as a novel and natural variation of the multistage model by replacing the goal of
consecutive similarity with consecutive dissimilarity.
Several basic temporal graph problems are closely related to the task of finding a (short)
temporal s-t path (finding an s-t path over time, that is, an s-t path where the edges have
non-decreasing time stamps along the path) [25, 7, 14, 13, 12, 11, 28, 35, 36, 16]. While
these problems typically deal with temporal s-t paths that may span over several snapshots
of the temporal graph, in our multistage-inspired framework we aim for finding an s-t path
in each snapshot.
We mention in passing that there is also somewhat related work on short paths in multiplex
networks (also known as multilayer or multimodal networks) [20]. The main difference to our
scenario is that the temporal aspect imposes an ordering of the layers whereas the multiplex
view does not; in addition, Ghariblou et al. [20] perform a multiobjective optimization, being
particularly interested in Pareto efficiency.
Due to the lack of space, several details and proofs (marked by F) are deferred to a full
version of this paper.
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Preliminaries

We denote by N and N0 the natural numbers excluding and including 0, respectively.
By log(·) we denote the logarithm to base two. We use basic notation from graph theory
and parameterized algorithmics.
Graph theory. An undirected graph G = (V, E) is a tuple consisting of a set V of vertices
and a set E ⊆ {{v, w} | v, w ∈ V, v 6= w} of edges. For a graph G, we also denote
by V (G) and E(G) the vertex and edge set of G, respectively. For a vertex set W ⊆ V ,
the induced subgraph G[W ] is defined as the graph (W, {{v, w} ∈ E | v, w ∈ W }). A
path P = (V, E) is a graph with a set V = {v1 , . . . , vk } of distinct vertices and edge
set E = {{vi , vi+1 } | 1 ≤ i < k} (we often represent path P by the tuple (v1 , v2 , . . . , vk ));
we say that P is a v1 -vk path. The length of a path is its number of edges. For two
vertices s, t ∈ V (G), an s-t separator S ⊆ V (G) \ {s, t} is a set of vertices such that there is
no s-t path in G − S, where G − S = G[V \ S]. We denote by NG (v) = {w ∈ V | {w, v} ∈ E}
the neighborhood of a vertex v in G, and by deg(v) = |NG (v)| the degree of v in G. Moreover,
we denote by ∆ (or ∆(G)) the maximum vertex-degree of G, that is, ∆(G) = maxv∈V deg(v).
A vertex cover of G is a set W of vertices such that G − W contains no edge; we denote
by ν (or ν(G)) the smallest size of a vertex cover in G. A graph with distinct terminal
vertices s, t is series-parallel if it can be turned into a single edge by a sequence of contractions
of degree-two vertices except s and t while removing any parallel edge that appears [9].
Temporal graph theory. A temporal graph G = (V, E1 , E2 , . . . , Eτ ) consists of a set V of
vertices and lifetime τ many edge sets E1 , E2 , . . . , Eτ over V . We also denote by τ (G) the
Pτ
lifetime of G. The size of G is |G| := |V | + i=1 |Ei |. The static graph (V, Ei ) is called
the i-th snapshot. The underlying graph G↓ of G is the static graph (V, E1 ∪ · · · ∪ Eτ ). The
underlying vertex cover number ν↓ is ν(G↓ ). The underlying maximum degree ∆↓ is ∆(G↓ ).
Parameterized complexity. Let Σ denote a finite alphabet. A parameterized problem L ⊆
{(x, k) ∈ Σ∗ × N0 } is a subset of all instances (x, k) from Σ∗ × N0 , where k denotes the
parameter. A parameterized problem L is (i) fixed-parameter tractable if there is an algorithm
that decides every instance (x, k) for L in f (k) · |x|O(1) time, (ii) contained in the class XP if
there is an algorithm that decides every instance (x, k) for L in |x|f (k) time, and (iii) paraNP-hard if the problem for some constant value of the parameter is NP-hard, where f is some
computable function only depending on the parameter. For two parameterized problems L, L0 ,
an instance (x, k) ∈ Σ∗ × N0 of L is equivalent to an instance (x0 , k 0 ) ∈ Σ∗ × N0 for L0
if (x, k) ∈ L ⇐⇒ (x0 , k 0 ) ∈ L0 . A problem L is hard for the class W[1] (W[1]-hard) if for
every problem L0 ∈ W[1] there is an algorithm that maps any instance (x, k) in f (k) · |x|O(1)
time to an equivalent instance (x0 , k 0 ) with k 0 = g(k) for some computable functions f, g.
It holds true that FPT ⊆ W[1] ⊆ XP, where FPT denotes the class of all fixed-parameter
tractable parameterized problems. It is believed that FPT 6= W[1], and that hence no W[1]hard problem is fixed-parameter tractable. A problem kernelization for a parameterized
problem L is a polynomial-time algorithm that maps any instance (x, k) of L to an equivalent
instance (x0 , k 0 ) of L (the kernel) such that |x0 | + k ≤ f (k) for some computable function f ;
If f is a polynomial, we say that the problem kernelization (and kernel) is polynomial. It is
well-known that a decidable parameterized problem is fixed-parameter tractable if and only
if it admits a problem kernelization.
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Figure 2 Illustration to Construction 1 with (a) illustrating the first snapshot and (b) illustrating
the second snapshot, exemplified for clause C1 = (x1 ∨ xj ∨ xi ). The edge {a11 , a12 } is highlighted in
both (a) and (b).

3

Relation between distance measures: from edges to vertices

We show that there are polynomial-time algorithms that, given an instance of E4E-MstP
or of E∩E-MstP, construct an equivalent instance of the respective vertex-counterpart.
I Proposition 3.1 (F). There is an algorithm that, on every input (G, s, t, k, `) to E4EMstP, computes in O(|G| · `) time an equivalent instance (G 0 , s, t, k 0 , `0 ) of V4V-MstP
such that k 0 ∈ O(k · `), `0 ∈ O(`2 ), ∆(G↓ ) = ∆(G↓0 ), and τ (G) = τ (G 0 ).
I Proposition 3.2 (F). There is an algorithm that, on every input (G, s, t, k, `) to E∩EMstP, computes in O(|G|) time an equivalent instance (G 0 , s, t, k 0 , `0 ) of V∩V-MstP such
that k 0 = 2k − 1, `0 = `, ∆(G↓ ) = max{∆(G↓0 ), 4}, and τ (G) = τ (G 0 ).
Due to Propositions 3.1 and 3.2, often we just may prove lower bounds for E4E-MstP
and E∩E-MstP, and upper bounds for V4V-MstP and V∩V-MstP, and transfer the
results to their respective counterparts.

4

NP-hardness even for two snapshots of maximum degree four

In this section, we prove that all four problems are NP-hard even for only two snapshots and
the maximum underlying vertex-degree being four.
I Theorem 4.1. E4E-MstP and E∩E-MstP, the latter with ` = 0, are NP-hard even if G
consists of two snapshots both being series-parallel graphs and ∆(G↓ ) = 4.
We give two polynomial-time many-one reductions from the NP-complete 3-SAT, each
employing the following.
I Construction 1. Let (X = {x1 , . . . , xn }, C = (C1 , . . . , Cn )) be an instance of 3-SAT where
w.l.o.g. the number n of variables equals the number of clauses, and let d ≥ 2 denote the
most frequent appearance (along the clause sequence) of any literal of some variable in X.
We construct a temporal graph G = (V, E1 , E2 ) as follows (see Figure 2 for an illustration).
Let V := {s, t} ∪ {ci1 , . . . , ci2n | i ∈ {1, 2}} ∪ {ai1 , . . . , ai2d | xi ∈ X} ∪ {bi1 , . . . , bi2d | xi ∈ X}.
S
S
Let Ei,a := 1≤j<2d {{aij , aij+1 }} and Ei,b := 1≤j<2d {{bij , bij+1 }}. Then E1 contains the
S
S
edge {s, c11 }, the edge set 1≤i≤n {{c12i−1 , ai1 }, {c12i−1 , bi1 }}, the edge set 1≤i≤n {{c12i , ai2d },
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S
S
{c12i , bi2d }}, the edge {t, c12n }, the edge set 1≤i<n {{c12i , c12i+1 }}, and the edge sets 1≤i≤n Ei,a
S
and 1≤i≤n Ei,b . For E2 , for each clause Cq ∈ C we define the vertex set VCq and edge
set ECq as follows. If Cq contains the j-th appearance of the positive literal xi , then
add ai2j−1 , ai2j to VCq and the edges {ai2j−1 , ai2j }, {c22q−1 , ai2j−1 }, {c22q , ai2j } to ECq . If Cq
contains the j-th appearance of the negative literal xi , then add bi2j−1 , bi2j to VCq and the
edges {bi2j−1 , bi2j }, {c22q−1 , bi2j−1 }, {c22q , bi2j } to ECq . Then, E2 contains the edges {s, c21 },
S
{t, c22n }, the edge set 1≤i<n {{c22i , c22i+1 }}, and ECq for each q ∈ {1, . . . , n}. This finishes
the construction of G. It is not difficult to see that (V, E1 ) and (V, E2 ) are series-parallel
graphs. Moreover, ∆(G↓ ) = 4. Set k = 2 + 2n + 2d · n.

Intuitively, if an instance constructed using Construction 1 is a yes-instance for E4E-MstP,
then the s-t path in the first snapshot selects setting variables to true or false such that the st path in the second snapshot can pass a literal for each clause. It follows that Construction 1
is a polynomial-time many-one reduction.
The next two propositions, Propositions 4.2 and 4.3, together prove Theorem 4.1.
I Proposition 4.2 (F). E4E-MstP is NP-hard even if G consists of two snapshots both
being series-parallel graphs and ∆(G↓ ) = 4.
Interestingly, Construction 1 also gives a polynomial-time many-one reduction for E∩EMstP. Here the intuition is opposite: the first snapshot path selects setting the variables to
the complement of a satisfying assignment such that the second snapshot path can pass the
“clause gadgets” without passing any edge contained in the first snapshot path.
I Proposition 4.3 (F). E∩E-MstP is NP-hard even if G consists of two snapshots both
being series-parallel graphs, ∆(G↓ ) = 4, and ` = 0.
The theorem follows directly from Propositions 4.2 and 4.3. Due to Propositions 3.1
and 3.2, we get the following from Theorem 4.1.
I Corollary 4.4. V4V-MstP and V∩V-MstP with ` = 0 are NP-hard even if τ = 2
and ∆(G↓ ) = 4.
We proved E∩E-MstP and V∩V-MstP to remain NP-hard even if ` = 0 and τ = 2.
This leads us to ask whether for a constant value of ` + τ , E4E-MstP or V4V-MstP
remain NP-hard. In fact, we prove this to be true for the vertex-variant.
I Theorem 4.5 (F). V4V-MstP is NP-hard and admits no 2o(k) · (|G|)O(1) -time algorithm
unless the Exponential Time Hypothesis fails, even if ` = 0 and τ = 2.
It remains open whether E4E-MstP is contained in XP regarding ` + τ .

5

The role of the parameter path length

In this section, we focus on the parameter k, the maximum number of vertices in any s-t
path. It is not hard to see that all variants allow for an XP-algorithm when parameterized
by the maximum number k of vertices in each path.
I Proposition 5.1 (F). V4V-MstP and V∩V-MstP, and hence E4E-MstP and E∩EO(k)
MstP, are solvable in ∆max · |G|O(1) time, where ∆max = maxi∈{1,...,τ } ∆((V, Ei )).
We will prove that the parameterization with k distinguishes similarity from dissimilarity:
While E4E-MstP and V4V-MstP are W[1]-hard regarding k (even regarding k + τ ), each
of E∩E-MstP and V∩V-MstP turn out to be fixed-parameter tractable.

ISAAC 2020

43:8

Multistage s-t Path

5.1

W[1]-hardness for the similarity variant regarding k + τ and ν↓

We prove that E4E-MstP is W[1]-hard regarding k + τ even if the upper bound ` on
the sizes of consecutive symmetric differences is constant. Due to Proposition 3.1, we then
obtain the same result for V4V-MstP. The proof is by a parameterized reduction from
the W[1]-complete Multicolored Clique problem.
I Theorem 5.2 (F). Even if ` = 4 and each snapshot is bipartite, E4E-MstP is NP-hard
and W[1]-hard when parameterized by k + τ .
Due to Proposition 3.1, we get the following.
I Corollary 5.3. V4V-MstP is W[1]-hard when parameterized by k +τ , even if ` is constant.
By Proposition 5.1 and since k ≤ n, we know that E4E-MstP and V4V-MstP are
fixed-parameter tractable regarding the number n of graph vertices. Regarding the parameter
number k of path vertices (and even for k + τ ), by Theorem 5.2 and Corollary 5.3 we know
that both problems are in XP yet W[1]-hard. Since we can assume k ≤ 2ν↓ + 1 (recall
that ν↓ is the vertex cover number of the underlying graph) in every instance and thus
naturally ν↓ ≤ n, we can settle the parameterized complexity regarding ν↓ :
I Theorem 5.4. When parameterized by ν↓ , V4V-MstP with ` = 1 and E4E-MstP are
W[1]-hard.
We prove each statement of Theorem 5.4 separately, both proofs rely on parameterized
reductions from Multicolored Clique.
I Proposition 5.5 (F). E4E-MstP when parameterized by ν↓ is W[1]-hard.
For V4V-MstP, we have an even stronger result: the problem is W[1]-hard regarding ν↓
even if the size of any symmetric difference of the vertex sets of consecutive paths is at most
one. The proof is, however, similar to the proof of Proposition 5.5.
I Proposition 5.6 (F). V4V-MstP when parameterized by ν↓ is W[1]-hard, even if ` = 1.
We will see in the next section that a similar result for E∩E-MstP or V∩V-MstP is unlikely.

5.2

Fixed-parameter tractability for dissimilarity variant regarding k

In stark contrast to Theorem 5.2 and Corollary 5.3, we show in this section that V∩V-MstP
and E∩E-MstP can be solved in linear time for constant path lengths; put differently, they
are fixed-parameter tractable when parameterized by path length k − 1.
I Theorem 5.7. V∩V-MstP and E∩E-MstP can be solved in 2O(k) · |G| time.
We defer the proof of Theorem 5.7 towards the end of this section and, moreover, only
describe the algorithm for V∩V-MstP. In a nutshell, the algorithm behind Theorem 5.7
computes for each snapshot sufficiently many s-t paths such that no matter which vertices
are used in the snapshots beforehand and afterwards, one of these s-t paths has a small
intersection with these vertices. To this end, we introduce q-robust sets2 of s-t paths.

2

In a nutshell, q-robust sets are q-representative families [32], just explicitly coined to s-t paths of length
at most k. This notion shall avoid confusion with the later defined q-representatives of independent sets.
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Figure 3 Illustration of Case 1 in the proof of Lemma 5.9, where |V (Pi+1 ) \ V (Pi )| > k − `.

I Definition 5.8. Let G = (V, E) be a graph, s, t ∈ V two distinct vertices, F be a set
of s-t paths of length at most k − 1, and q ∈ N0 . We call F q-robust if for each set
X ⊆ (V (G) \ {s, t}) of size at most q the following holds: if there is an s-t path in G − X of
length at most k − 1, then there is an s-t path P ∈ F which is an s-t path in G − X.
To find a solution, it is sufficient to have a 2(k − `)-robust set of s-t paths of length at
most k − 1 for each snapshot of the temporal graph:
I Lemma 5.9. Let I = (G = (V, (Ei )τi=1 ), s, t, k, `) be an instance of V∩V-MstP and Fi be
a 2(k − `)-robust set of s-t paths of length at most k − 1 in Gi = (V, Ei ), for all i ∈ {1, . . . , τ }.
Then, I is a yes-instance if and only if there is a solution (P1 , . . . , Pτ ) such that Pi ∈ Fi ,
for all i ∈ {1, . . . , τ }.
Proof. Since the converse is trivially true, we only show that if I is a yes-instance, then
there is a solution (P1 , . . . , Pτ ) for I such that for all i ∈ {1, . . . , τ } we have Pi ∈ Fi .
For all p ∈ {1, . . . , τ + 1}, let Sp be the set of solutions for I such that for all j < p we
have Pj ∈ Fj . Let i := max{p ∈ {1, . . . , τ + 1} | Sp 6= ∅}. If i = τ + 1, then we are done.
Hence, assume towards a contradiction that i ≤ τ .
(Case 1): Suppose 1 < i < τ . Let X1 = V (Pi−1 ) \ V (Pi ) and X2 = V (Pi+1 ) \ V (Pi ).
If X ∈ {X1 , X2 } is larger than k − `, then remove arbitrary vertices from X such that
|X| = k − `. Note that |V (Pi−1 ) \ X1 | ≤ ` and |V (Pi+1 ) \ X2 | ≤ `. Observe that Pi is
an s-t path of length at most k − 1 in Gi − (X1 ∪ X2 ). Since Fi is 2(k − `)-robust, there
is an s-t path P ∈ Fi of length at most k − 1 in Gi − (X1 ∪ X2 ), see Figure 3 for an
illustration. Hence, |V (P ) ∩ V (Pi−1 )| ≤ |V (P ) ∩ (V (Pi−1 ) \ X1 )| ≤ ` and |V (P ) ∩ V (Pi+1 )| ≤
|V (P ) ∩ (V (Pi+1 ) \ X2 )| ≤ `. Thus, S = (P1 , . . . , Pi−1 , P, Pi+1 , . . . , Pτ ) is a solution for I.
This contradicts i being maximal.
(Case 2): If i = 1 (i = τ ), then we set X1 = ∅ (X2 = ∅) and conclude analogously to
Case 1 that i is not maximized.
J
The main tool of our algorithm is a fast (“linear-time FPT”) computation of small sets of s-t
paths of length at most k − 1 which are q-robust. We believe that such a use of representative
families may become a general algorithmic tool being potentially helpful for other multistage
problems. Formally, we show the following.
I Lemma 5.10 (F). Let G = (V, E) be a graph with two distinct vertices s, t ∈ V , and
k, q ∈ N0 . We can compute, in 2O(k+q) · |E| time, a q-robust set F of s-t paths of length at
most k − 1 such that |F| ≤ 2q+k .
In order to prove Lemma 5.10, we extend the “representative-family-based” algorithm for
k-Path of Fomin et al. [19] such that we can find s-t paths avoiding a size-at-most-q set of
vertices.Having Lemmata 5.9 and 5.10, we are set to prove Theorem 5.7.
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Proof of Theorem 5.7. We only show the proof for V∩V-MstP. The fixed-parameter
tractability of E∩E-MstP follows from Proposition 3.2.
Given an instance I = (G = (V, (Ei )τi=1 ), s, t, k, `) of V∩V-MstP, we first check whether
there is an empty Ei . If this is the case, then I is a no-instance. Afterwards, we can
assume that τ ≤ |G|. For each i ∈ {1, . . . , τ }, we compute in 2O(k+2(k−`)) |Ei | = 2O(k) |Ei |
time a 2(k − `)-robust set Fi of s-t paths of length at most k − 1 in Gi = (V, Ei ) such
that |Fi | ≤ 2O(k) , see Lemma 5.10.
Next, we construct a directed graph G0 = (V 0 , E 0 ), where beside s, t each path in Fi has
Sτ
a corresponding vertex, for all i ∈ {1, . . . , τ }. Formally, that is, V 0 := {s, t} ∪ i=1 Fi , and
E 0 := {(P, P 0 ) | P ∈ Fi , P 0 ∈ Fi+1 , |V (P )∩V (P 0 )| ≤ `, for some i ∈ {1, . . . , τ −1}}∪{(s, P ) |
P ∈ F1 } ∪ {(P, t) | P ∈ Fτ }. Observe that |V 0 | + |E 0 | ≤ 2O(k) · τ . We note that I is a
Pτ
yes-instance if and only if there is an s-t path in G0 . Since i=1 |Ei | ≤ |G|, this yields an
overall running time of 2O(k) · max{τ, |G|} = 2O(k) · |G|.
It remains to show that I is a yes-instance if and only if there is an s-t path in G0 . We
only show that if I is a yes-instance, then there is an s-t path in G0 since the converse is easy
to verify from the definition of G0 . Let I be a yes-instance. Then, by Lemma 5.9, there is a
solution (P1 , . . . , Pτ ) such that Pi ∈ Fi , for all i ∈ {1, . . . , τ }. For each i ∈ {1, . . . , τ − 1}, we
have that |V (Pi ) ∩ V (Pi+1 )| ≤ `. It follows that G0 has an edge from the vertex corresponding
to Pi to the vertex corresponding to Pi+1 . Hence, there is an s-t path in G0 because s is
adjacent to all vertices corresponding to a path in F1 and each vertex corresponding to a
path in Fτ is adjacent to t.
J

6

Looking through the lens of efficient data reduction

In this section, we study whether (polynomial) problem kernels for our four multistage s-t
path problems exist. We start from the simple observation that every problem trivially admits
a problem kernel of size polynomial in n + τ . When strengthening n to ν↓ , that is, when
parameterizing by ν↓ + τ , where ν↓ denotes the vertex cover number of the underlying graph,
for E∩E-MstP and V∩V-MstP we prove a polynomial-size problem kernel (Section 6.1)
and for E4E-MstP and V4V-MstP we prove a single-exponential-size problem kernel
(Section 6.2). We prove that, unless NP ⊆ coNP / poly, the latter cannot be improved
to polynomial size for V4V-MstP and that when parameterized by n (i.e., dropping τ
from n + τ ) none of the four problems admits a polynomial kernel (Section 6.3).

6.1

Polynomial kernel for the dissimilarity variant regarding ν↓ + τ

In this section, we prove V∩V-MstP and E∩E-MstP to admit problem kernels of polynomial
size in ν↓ + τ .
I Theorem 6.1. Each of V∩V-MstP and E∩E-MstP admits a problem kernel with at
most τ · (2ν↓ + 2 + 2ν2↓ (3k − 3)) ∈ O(τ ν↓3 ) vertices and τ snapshots.
The kernelization behind Theorem 6.1 basically relies on the following data reduction rule.
I Reduction Rule 1. Let I = (G = (V, E1 , E2 , . . . , Eτ ), s, t, k, `) be an instance of V∩VMstP or E∩E-MstP with underlying graph G↓ .
1. Compute a vertex cover V 0 of G↓ of size at most 2ν↓ .
i :=
2. For each pair of distinct vertices v, w ∈ V 0 and each i ∈ {1, . . . , τ }, in Nvw
(N(V,Ei ) (v)∩
i
N(V,Ei ) (w)) \ V 0 mark min{3k − 3, |Nvw
|} vertices.
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3. Construct a set V 00 containing {s, t} ∪ V 0 and all marked vertices, and then construct
the temporal graph G 0 = (V 00 , E10 , . . . , Eτ0 ), where Ei0 = {{v, w} ∈ Ei | v, w ∈ V 00 }, for
all i ∈ {1, . . . , τ }.
4. Output the instance O = (G 0 , s, t, k, `).
First, we prove that we can efficiently execute Reduction Rule 1.
I Lemma 6.2 (F). Reduction Rule 1 is correct and can be executed in O(n · ν↓2 ) time.
Proof of Theorem 6.1. Given an instance I = (G = (V, E1 , E2 , . . . , Eτ ), s, t, k, `), we apply
Reduction Rule 1 in polynomial time to obtain the instance O = (G 0 , s, t,
 k, `) being equivalent
to I (Lemma 6.2), containing τ snapshots and at most τ ·(2ν↓ +2+ 2ν2↓ (3k −3)) vertices. J

6.2

Single-exponential kernel for the similarity variant regarding ν↓ + τ

We prove that E4E-MstP and V4V-MstP admit problem kernels of single-exponential
size in ν↓ + τ , proving containment in FPT. As we will see later, unless NP ⊆ coNP / poly
this result for V4V-MstP cannot be improved to size polynomial in ν↓ + τ .
I Theorem 6.3. Each of E4E-MstP and V4V-MstP admits a problem kernel with at
most 2ν↓ + 4ν↓ τ (2ν↓ + 1) vertices and τ snapshots.
To prove Theorem 6.3, we lift the well-known graph-theoretic notion of (false) twins to
temporal graphs as follows.
I Definition 6.4. Two vertices v, w in a temporal graph G = (V, E1 , E2 , . . . , Eτ ) are called
(false) temporal twins if N(V,Ei ) (v) = N(V,Ei ) (w) for every i ∈ {1, . . . , τ }.
Note that Definition 6.4 implies an equivalence relation ∼ on the vertex set V , where v ∼ w
if and only if they are temporal twins, and, hence, a partition of the vertex set into classes
of temporal twins. Moreover, every pair of vertices in the same temporal twin class is
non-adjacent. We show that such a partition is efficiently computable.
I Lemma 6.5. For a temporal graph G = (V, E1 , E2 , . . . , Eτ ), a partition V = (V1 , . . . , Vp )
of V into temporal twin classes is computable in O(τ · |V |2 ) time.
Proof. Firstly, we compute all (false) twin classes in the first snapshot (V, E1 ) in time linear
in |V | + |E1 |. Next, for each vertex v ∈ V , check for each w with v ∼ w whether w is a false
twin in each snapshot (V, E2 ), . . . , (V, Eτ ), and adjust ∼ accordingly.
J
In a nutshell, given a vertex cover X of our underlying graph, we aim for having few
(i.e., upper-bounded by some single-exponential function in ν↓ + τ ) temporal twin classes in
the independent set Y = V \ X, where each temporal twin class in turn contains only few
vertices. By definition we have only few temporal twin classes.
I Observation 1. Let G = (V, E1 , E2 , . . . , Eτ ) be a temporal graph with partition V = (X, Y )
of V such that Y is an independent set in each snapshot. Then the size of every partition
of Y into temporal twin classes is at most 2|X|τ .
Proof. There are at most 2|X| different neighborhoods for any vertex in Y per snapshot. As
there are τ snapshots, there are at most (2|X| )τ many temporal twin classes.
J
We next aim for shrinking temporal twin classes. Recall that each temporal twin class
forms an independent set, and hence every s-t path must “alternate” between the class and
its neighboring vertices. Thus, for every temporal twin class disjoint from {s, t} it holds
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true that any s-t path contains less vertices from the temporal twin class than the number
of vertices neighboring it. In fact, temporal twin classes that are large compared to their
neighborhood size can be shrunk.
I Reduction Rule 2. Let S be a temporal twin class with |S \{s, t}| ≥ max1≤i≤τ |N(V,Ei ) (S)|.
Then delete a vertex v ∈ S \ {s, t}.
I Lemma 6.6 (F). Reduction Rule 2 is correct and exhaustively applicable in O(τ ·|V |3 ) time.
Proof of Theorem 6.3. First, in G↓ compute (via a maximal matching) a vertex cover X of
size at most 2ν↓ in linear time. Let V = (X, Y ), where Y = V \X is an independent set. Next,
compute all temporal twin classes of Y in polynomial time (Lemma 6.5). Apply Reduction
Rule 2 exhaustively on every temporal twin class. Due to Lemma 6.6, this returns an equivalent
instance in polynomial time where every temporal twin class contains at most |X| + 1 vertices.
Due to Observation 1, there are at most 2|X|τ many temporal twin classes. In total, the
obtained temporal graph contains at most |X| + 2|X|τ (|X| + 1) vertices and τ snapshots. J

6.3

Lower bounds on kernelization regarding n and ν↓ + τ

We know that relaxing n to ν↓ in n + τ allows for polynomial and single-exponential
kernelization for dissimilarity and similarity, respectively. We know that dropping n is
not possible (Proposition 5.6). In this section, we prove that, unless NP ⊆ coNP / poly,
dropping τ is not possible.
I Theorem 6.7 (F). Unless NP ⊆ coNP / poly, none of E4E-MstP, V4V-MstP, E∩EMstP, and V∩V-MstP admits a problem kernel of size polynomial in n.
We prove that, unless NP ⊆ coNP / poly, improving the single-exponential kernel for V4VMstP regarding ν↓ + τ to polynomial size is not possible.
I Theorem 6.8 (F). Unless NP ⊆ coNP / poly, V4V-MstP admits no problem kernel of
size polynomial in ν↓ + τ .
To prove Theorem 6.8, we OR-cross-compose [5] from the following NP-complete [33] problem.
Positive 1-in-3 SAT
Input:
A set X of variables and a set C of clauses each containing three positive
literals over X.
Question: Is there X 0 ⊆ X such that setting exactly the variables in X 0 to true results
in each clause having exactly one variable set to true?
We call two instances (X, C), (X 0 , C 0 ) of Positive 1-in-3 SAT R-equivalent if |X| = |X 0 |
and |C| = |C 0 |. Note that R defines a polynomial equivalence relation [5]. In particular, we
show the following.
I Proposition 6.9 (F). There is an algorithm that given p many R-equivalent instances I1 =
(X1 , C1 ), . . . , Ip = (Xp , Cp ) of Positive 1-in-3 SAT, where p is a power of two, computes in
polynomial time an instance I of V4V-MstP such that k+τ +ν↓ ∈ (maxi∈{1,...,p} |Xi | + |Ci |+
log(p))O(1) and I is a yes-instance if and only if at least one of I1 , . . . , Ip is a yes-instance.
We use the following Construction 2 to show Proposition 6.9, see Figure 4 for an illustration.
The basic idea of the construction is that the temporal graph has, among other vertices, a
Sp
vertex set D = q=1 Dq , where Dq has one vertex for each variable in the q-th input instance.
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≡ Cr1

v11

h0 (N, r)

t

..
.

...

s
h0 (1, r)

S1r

(xpj ∈ Crp )

vjp

t
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Figure 4 Illustration of Construction 2 with p input instances. (a) shows a snapshot (V, Er ) with
r ≤ log(p). (b) shows a snapshot (V, Elog(p)+r ) for the r-th clause of each input instance. Observe
that the green (bright) vertices (including s, t) form a vertex cover of the underlying graph.

If we use a vertex from Dq in the s-t path, then we set the corresponding variable to true. In
the first log(p) snapshots, we ensure that each s-t path can only use vertices from D which
come from the same input instance. The remainder of the snapshots ensures that the clauses
are satisfied. Here, the (log(p) + r)-th snapshot ensures that the r-th clause of some input
instance is satisfied with exactly one variable (vertex). Since we only use variables from one
instance, Proposition 6.9 follows.
I Construction 2. Let I1 = (X1 , C1 ), . . . , Ip = (Xp , Cp ) be p, where p is a power of two,
R-equivalent instances of Positive 1-in-3 SAT where N = |Xi | and M = |Ci | for all
S
i ∈ {1, . . . , p}. Let Dq = {viq | i ∈ {1, . . . , N }} for all q ∈ {1, . . . , p}, and D = q∈{1,...,p} Dq .
Let A = {ai0 , ai1 | i ∈ {0, . . . , N }} and B = {bi0 , bi1 | i ∈ {0, . . . , N }}. Set V = {s, t}∪D∪A∪B.
Define for each d ∈ {0, 1} the auxiliary function

hd (i, r) :=

(
aid ,
bid ,

r odd
r even.

We next describe the edge sets E1 , . . . , Elog(p) and Elog(p)+1 , . . . , Elog(p)+M . For edge
set Er with r ≤ log(p), let Er contain the edges {s, hd (0, r)}, {t, hd (N, r)} and the edge
S
set 1≤i≤N {{hd (i − 1, r), hd (i, r)}} for each d ∈ {0, 1}. These sets form two s-t paths
in (V, Er ). Finally, let S0r be the union of Dq with the r-th bit of the binary encoding of q − 1
being 0, and S1r be the union of Dq with the r-th bit of the binary encoding of q − 1 being 1.
For viq ∈ S0r , add the edges {h0 (i − 1, r), viq } and {h0 (i, r), viq }. Similarly, for viq ∈ S1r , add the
edges {h1 (i − 1, r), viq } and {h1 (i, r), viq }. For edge set Elog(p)+r with r ≤ M , let Elog(p)+r
S
contain the edge {s, h0 (0, r)} and the edge set 1≤i≤N {{h0 (i − 1, r), h0 (i, r)}}. Consider the
q
clauses Cr1 , . . . , Crp . For each Crq , if xi ∈ Crq , then add the edges {h0 (N, r), viq }, {viq , t}, and
if xqi 6∈ Crq , then add the edges {h0 (i−1, r), viq }, {h0 (i, r), viq }. Set k = 2N +3 and ` = 2(N +1).
This finishes the construction.

Proposition 6.9 describes an OR-cross-composition from an NP-hard problem to V4V-MstP
parameterized by ν↓ + τ , and hence Theorem 6.8 follows [5]. We leave open whether E4EMstP allows for a problem kernel of size polynomial in ν↓ + τ .
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7

Conclusion

On the one extreme, our hardness results exploit that a temporal graph can change dramatically from one time step to another. On the other extreme, the NP-hard (and typically
parameterized hard) Length-Bounded Disjoint Path problem [21] easily reduces to
all four MstP variants with each snapshot having the same edge set. This leads to the
natural question for further islands of computational tractability between these two extremes. Moreover, for the similarity case, we leave open whether working with edge distances
decisively differs from working with vertex distances.
The models we introduced (and future, more refined models based upon these) may find
several applications as they naturally capture time-dependent route-querying tasks. Besides
resolving questions we explicitly stated as open throughout the text, future work could
address generalizing the “consecutiveness” property by requiring that also short sequences
(as in the time-window model of temporal graphs [29, 30]) of consecutive paths are (pairwise)
similar or dissimilar. Furthermore, with introducing the “dissimilarity view” we entered new
territory in the context of multistage problems; it seems natural to also study it for other
problems beyond s-t Path. Finally, to analyze s-t Path in the global multistage 3 setting is
well-motivated as well [24].
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Abstract
In the Token Jumping problem we are given a graph G = (V, E) and two independent sets S and
T of G, each of size k ≥ 1. The goal is to determine whether there exists a sequence of k-sized
independent sets in G, hS0 , S1 , . . . , S` i, such that for every i, |Si | = k, Si is an independent set,
S = S0 , S` = T , and |Si ∆Si+1 | = 2. In other words, if we view each independent set as a collection
of tokens placed on a subset of the vertices of G, then the problem asks for a sequence of independent
sets which transforms S to T by individual token jumps which maintain the independence of the sets.
This problem is known to be PSPACE-complete on very restricted graph classes, e.g., planar bounded
degree graphs and graphs of bounded bandwidth. A closely related problem is the Token Sliding
problem, where instead of allowing a token to jump to any vertex of the graph we instead require that
a token slides along an edge of the graph. Token Sliding is also known to be PSPACE-complete
on the aforementioned graph classes. We investigate the parameterized complexity of both problems
on several graph classes, focusing on the effect of excluding certain cycles from the input graph. In
particular, we show that both Token Sliding and Token Jumping are fixed-parameter tractable
on C4 -free bipartite graphs when parameterized by k. For Token Jumping, we in fact show that
the problem admits a polynomial kernel on {C3 , C4 }-free graphs. In the case of Token Sliding, we
also show that the problem admits a polynomial kernel on bipartite graphs of bounded degree. We
believe both of these results to be of independent interest. We complement these positive results by
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1

Introduction

Many algorithmic questions present themselves in the following form: given the description of
a system state and the description of a state we would “prefer” the system to be in, is it possible
to transform the system from its current state into the more desired one without “breaking”
the system in the process? Such questions, with some generalizations and specializations, have
received a substantial amount of attention under the so-called combinatorial reconfiguration
framework [7, 31, 33]. Historically, the study of reconfiguration questions predates the field
of computer science, as many classic one-player games can be formulated as reachability
questions [20, 23], e.g., the 15-puzzle and Rubik’s cube. More recently, reconfiguration
problems have emerged from computational problems in different areas such as graph
theory [8, 15, 16], constraint satisfaction [13, 28], computational geometry [27], and even
quantum complexity theory [12]. We refer the reader to the surveys by van den Heuvel [31]
and Nishimura [30] for more background on combinatorial reconfiguration.
Independent Set Reconfiguration. In this work, we focus on the reconfiguration of independent sets. Given a simple undirected graph G, a set of vertices S ⊆ V (G) is an independent
set if the vertices of this set are all pairwise non-adjacent. Finding an independent set of
maximum cardinality, i.e., the Independent Set problem, is a fundamental problem in
algorithmic graph theory and is known to be not only NP-hard, but also W[1]-hard and not
approximable within O(n1− ), for any  > 0, unless P = NP [34]. Moreover, Independent
Set is known to remain W[1]-hard on graphs excluding C4 (the cycle on four vertices) as an
induced subgraph [4].
We view an independent set as a collection of tokens placed on the vertices of a graph
such that no two tokens are adjacent. This gives rise to (at least) two natural adjacency
relations between independent sets (or token configurations), also called reconfiguration
steps. These two reconfiguration steps, in turn, give rise to two combinatorial reconfiguration
problems. In the Token Jumping (TJ) problem, introduced by Kamiński et al. [22], a single
reconfiguration step consists of first removing a token on some vertex u and then immediately
adding it back on any other vertex v, as long as no two tokens become adjacent. The token is
said to jump from vertex u to vertex v. In the Token Sliding (TS) problem, introduced by
Hearn and Demaine [14], two independent sets are adjacent if one can be obtained from the
other by a token jump from vertex u to vertex v with the additional requirement of uv being
an edge of the graph. The token is then said to slide from vertex u to vertex v along the
edge uv. Note that, in both the TJ and TS problems, the size of independent sets is fixed.
Generally speaking, in the Token Jumping and Token Sliding problems, we are given a
graph G and two independent sets S and T of G. The goal is to determine whether there
exists a sequence of reconfiguration steps – a reconfiguration sequence – that transforms S
into T (where the reconfiguration step depends on the problem).
Both problems have been extensively studied under the combinatorial reconfiguration
framework, albeit under different names [3, 5, 10, 11, 18, 19, 22, 26, 29]. It is known that both
problems are PSPACE-complete, even on restricted graph classes such as graphs of bounded
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Table 1 Parameterized complexity of Token Jumping and Token Sliding.
Graph Class

Token Jumping

Token Sliding

{C3 , C4 }-free graphs
C4 -free graphs
Bipartite graphs
Bipartite C4 -free graphs

FPT (Section 3.1)
W[1]-hard (Section 4.1)
Open
FPT (Section 3.1)

Open
W[1]-hard (Section 4.1)
W[1]-hard (Section 4.2)
FPT (Section 3.3)

bandwidth (and then pathwidth) [32] and planar graphs [14]. In general Token Sliding is
more complicated to decide than Token Jumping. However Token Sliding and Token
Jumping can be decided in polynomial time on trees [10], interval graphs [3], bipartite
permutation and bipartite distance-hereditary graphs [11] or line graphs [15]. Lokshtanov
and Mouawad [25] showed that, in bipartite graphs, Token Jumping is NP-complete while
Token Sliding remains PSPACE-complete. In split graphs, Token Jumping is a trivial
problem while Token Sliding is PSPACE-complete [2]. In addition to the classes above,
Token Jumping can be decided in polynomial time for even-hole-free graphs [21]. In
this paper we focus on the parameterized complexity of the Token Jumping and Token
Sliding problems on graphs where some cycles with prescribed length are forbidden. Given
an NP-hard problem, parameterized complexity permits to refine the notion of hardness:
does it come from the whole instance or from a small parameter? A problem Π is FPT
(Fixed Parameterized Tractable) parameterized by k if one can solve it in time f (k) · poly(n).
In other words, the combinatorial explosion can be restricted to a parameter k. In the rest
of the paper, our parameter k will be the size of the independent set (i.e. number of tokens).
Both Token Jumping and Token Sliding are known to be W [1]-hard1 parameterized
by k on general graphs [26]. On the positive side, Lokshtanov et al. showed [26] that Token
Jumping is FPT on bounded degree graphs. Token Jumping is also known to be FPT on
strongly K`,` -free graphs [17, 6], a graph being strongly K`,` -free if it does not contain any
K`,` as a subgraph.
Our results. (For a complete overview of our results, see Table 1). In this paper, we focus
on what happens if we consider graphs that do not admit a (finite or infinite) collection
of cycles of prescribed lengths. Such graph classes contain bipartite graphs (odd-hole-free
graphs), even-hole-free graphs and triangle-free graphs. Our main goal was to understand
which cycles make the independent set reconfiguration problems hard. Our main technical
result consists in showing that Token Sliding is W [1]-hard paramerized by k on bipartite
graphs with a reduction from Multicolored Independent Set. We were not able to
adapt our reduction for Token Jumping and left it as an open question:
I Question 1. Is Token Jumping FPT parameterized by k on bipartite graphs?
On the positive side, we prove that Token Jumping admits a quadratic kernel (i.e. an
equivalent instance of size O(k 2 ) can be found in polynomial time) for {C3 , C4 }-free graphs
while it is W[1]-hard if we restrict to {C4 , . . . , Cp }-free graphs for a fixed constant p (the
same hardness result also holds for Token Sliding). Note that the fact that the problem
is FPT on graphs of girth2 at least 5 graphs also follows from FPT algorithms for strongly
K3,` -free graphs of [17], but even if a polynomial kernel can be derived from their result, the

1
2

Informally, it means that they are very unlikely to admit an FPT algorithm.
The girth of a graph is the length of its shortest cycle.
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degree of our polynomial is better. We were no able to remove the C4 condition in order to
obtain a parameterized algorithms for triangle-free graphs. If an FPT algorithm exists for
triangle-free graphs, it would, in particular answer Question 1.
I Question 2. Is Token Jumping FPT parameterized by k on triangle-free graphs?
We then focus on Token Sliding. While FPT algorithms are (relatively) easy to
design on sparse graphs for Token Jumping, they are much harder for Token Sliding.
In particular, it is still open to determine if Token Sliding is FPT on planar graphs or
H-minor free graphs while they follow for instance from [17, 6] for Token Jumping. Our
main positive result is that Token Sliding on bipartite C4 -free graphs (i.e. bipartite graphs
of girth at least 6) admits a polynomial kernel. Our proof is in two parts, first we show that
Token Sliding on bipartite graphs with bounded degree admits a polynomial kernel and
then show that, if the graphs admits a vertex of large enough degree then the answer is always
positive. So Token Sliding is W[1]-hard on bipartite graphs but FPT on bipartite C4 -free
graphs. In our positive results, C4 -freeness really plays an important role (neighborhoods of
the neighbors of a vertex x are almost disjoint). It would be interesting to know if forbidding
C4 is really important or whether it is only helpful with our proof techniques. In particular,
does Token Sliding admit an FPT algorithm on bipartite C2p -free graphs for some p ≥ 3?
In our hardness reduction for bipartite graphs, all (even) cycles can appear and then such a
result can hold. Recall that we prove that Token Jumping admits a polynomial kernel for
graphs of girth at least 6. It would be interesting to see if our result on bipartite C4 -free
graphs can be extended to this class.
I Question 3. Is Token Sliding FPT parameterized by k on graphs of girth at least 5? Or,
slightly weaker, is it FPT on graphs of girth at least p, for some constant p.
Note that the fact that the girth is at least 5 is needed since Token Sliding is W[1]-hard
on bipartite graphs (which have girth at least 4). Let us finally briefly discuss some cases
where we forbid an infinite number of cycles. We have already discussed the case where
odd cycles are forbidden. One can wonder what happens if even cycles are forbidden. It is
shown in [21] that Token Jumping can be decided in polynomial time for even-hole-free
graphs (which is remarkable since computing a maximum independent set in this class is
open). However, as far as we know, the complexity status of the problem is open for Token
Sliding. More generally, one can wonder what happens when we forbid all the cycles of
length p mod q for every pair of integers p, q.

2

Preliminaries

We denote the set of natural numbers by N. For n ∈ N, we let [n] = {1, 2, . . . , n}.
Graphs. We assume that each graph G is finite, simple, and undirected. We let V (G) and
E(G) denote the vertex set and edge set of G, respectively. The open neighborhood of a vertex v
is denoted by NG (v) = {u | uv ∈ E(G)} and the closed neighborhood by NG [v] = NG (v) ∪ {v}.
For a set of vertices Q ⊆ V (G), we define NG (Q) = {v 6∈ Q | uv ∈ E(G), u ∈ Q} and
NG [Q] = NG (Q) ∪ Q. The subgraph of G induced by Q is denoted by G[Q], where G[Q] has
vertex set Q and edge set {uv ∈ E(G) | u, v ∈ Q}. We let G − Q = G[V (G) \ Q].
A walk of length ` from v0 to v` in G is a vertex sequence v0 , . . . , v` , such that for all
i ∈ {0, . . . , ` − 1}, vi vi+1 ∈ E(G). It is a path if all vertices are distinct. It is a cycle
if ` ≥ 3, v0 = v` , and v0 , . . . , v`−1 is a path. A path from vertex u to vertex v is also
called a uv-path. For a pair of vertices u and v in V (G), by distG (u, v) we denote the
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distance or length of a shortest uv-path in G (measured in number of edges and set to
∞ if u and v belong to different connected components). The eccentricity of a vertex
v ∈ V (G), ecc(v), is equal to maxu∈V (G) (distG (u, v)). The radius of G, rad(G), is equal to
minv∈V (G) (ecc(v)). The diameter of G, diam(G), is equal to maxv∈V (G) (ecc(v)). For r ≥ 0,
r
the r-neighborhood of a vertex v ∈ V (G) is defined as NG
[v] = {u | distG (u, v) = r}. We
write B(v, r) = {u | distG (u, v) ≤ r} and call it a ball of radius r around v; for S ⊆ V (G),
S
B(S, r) = v∈S B(v, r).
A graph G is bipartite if the vertex set of G can be partitioned into two disjoint sets L
(the left part) and R (the right part), i.e. V (G) = L ∪ R, where G[L] and G[R] are edgeless.
Given two graphs G and H, we say that G is H-free if G does not contain H as an induced
subgraph.
Reconfiguration. In the Token Jumping problem we are given a graph G = (V, E) and
two independent sets S and T of G, each of size k ≥ 1. The goal is to determine whether
there exists a sequence of k-sized independent sets in G, hS0 , S1 , . . . , S` i, such that |Si | = k,
Si is an independent set (∀i), S = S0 , S` = T , and |Si ∆Si+1 | = 2. In other words, if we
view each independent set as a collection of tokens placed on a subset of the vertices of
G, then the problem asks for a sequence of independent sets which transforms S to T by
individual token jumps which maintain the independence of the sets. For two independent
sets S and T , we write S ! T in G if there exists a sequence of jumps that transforms S
to T in G. For the closely related problem of Token Sliding, instead of allowing a token
to jump to any vertex of the graph we instead require that a token slides along an edge of
the graph. We use the same terminology for both problems as it will be clear from context
which problem we are referring to. Note that both Token Jumping and Token Sliding
can be expressed in terms of a reconfiguration graph RQ (G, k), where Q ∈ {TS, TJ}. Both
RTJ (G, k) and RTS (G, k) contain a node for each independent set of G of size exactly k. We
add an edge between two nodes whenever the independent set corresponding to one node
can be obtained from the other by a single reconfiguration step. That is, a single token
jump corresponds to an edge in RTJ (G, k) and a single token slide corresponds to an edge
in RTS (G, k). Given two nodes S and T in RTJ (G, k) (RTS (G, k)), the Token Jumping
problem (Token Sliding problem) asks whether S and T belong to the same connected
component of RTJ (G, k) (RTS (G, k)).

3
3.1

Positive results
Token Jumping on {C3 , C4 }-free

We say that a class of graphs Gε is ε-sparse, for some ε > 0, if for every graph G ∈ G with n
vertices, the number of edges in G is at most n2−ε . By extension, G is said to be ε-sparse.
Given an instance I = (G, S, T, k) of Token Jumping, let H = G − NG [S ∪ T ] and J denote
the graph induced by NG [S ∪ T ]. In the remainder of this section, we show that I is a
yes-instance whenever (at least) one of the following two conditions is true: (1) H is ε-sparse
and contains more than k(2k)1/ε vertices or (2) J is {C3 , C4 }-free and contains a vertex of
degree at least 3k.
I Lemma 1. Let I = (G, S, T, k) be an instance of Token Jumping and let H = G −
NG [S ∪T ]. If H is an ε-sparse graph with more than k(2k)1/ε vertices then I is a yes-instance.
Moreover, the length of the shortest reconfiguration sequence from S to T is at most 2k.
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Proof. First, consider an ε-sparse graph H 0 with n > (2k)1/ε vertices. We claim that H 0
contains a vertex with degree less than nk . Assume otherwise, i.e., suppose that the minimum
2
degree in H 0 is at least nk . Then, |E(H 0 )| ≥ n2k . Moreover, since H 0 is ε-sparse, it holds that
2
|E(H 0 )| ≤ n2−ε . However, n2k ≤ n2−ε if and only if n ≤ (2k)1/ε , a contradiction.
Now, we shall prove, by induction on k, that H contains an independent set of size at
least k. The statement holds for k = 1 (since H must contain at least one vertex). Now,
consider the case where k > 1 and let z be a vertex with minimum degree in H. Following
the above claim, z has degree less than nk . Note that the graph H 0 = H − N [z] contains at
1/ε

least (k − 1) nk ≥ (k − 1) k(2k)
= (k − 1)(2k)1/ε vertices. By the induction hypothesis, H 0
k
contains an independent set X of size at least k − 1. Thus, X ∪ {z} is an independent set in
H of size at least k.
Hence, we can tranform S to T by simply jumping all the tokens in S to an independent
set X ⊆ V (G) \ (S ∪ T ) and then from X we jump the tokens (one by one) to T . This
completes the proof.
J
I Lemma 2. Let I = (G, S, T, k) be an instance of Token Jumping and let J denote the
graph induced by NG [S ∪ T ]. If J is {C3 , C4 }-free and contains a vertex v of degree at least
3k, then I is a yes-instance. Moreover, the length of the shortest reconfiguration sequence
from S to T is at most 2k.
Proof. Fix w ∈ S ∪ T . First, observe that for any u ∈ N (S ∪ T ), u is ajdacent to w and no
neighbor of w (otherwise J would contain a C3 ), or u is adjacent to at most one neighbor of
w (otherwise J would contain a C4 ). Therefore, every vertex in N (S ∪ T ) has degree at most
2k in J. As J is C3 -free, NJ (w) is an independent set. Furthermore, for any u, v ∈ NJ (w),
u=
6 v, we have NJ (u) ∩ NJ (v) = {w}, that is, w is the only common neighbor of u and v
in J; otherwise, J would contain C4 . Hence, if w has at least 3k neighbors, then at least k
of them only have w as a neighbor in S ∪ T . Thus, we can jump the tokens on S to N (w),
starting with the token on w, if any. Then, we can jump the tokens on the vertices in T .
Clearly, the length of such a reconfiguration sequence is at most 2k.
J
I Proposition 3. Let I = (G, S, T, k) be an instance of Token Jumping, let H = G −
NG [S ∪ T ], and let J denote the graph induced by NG [S ∪ T ]. If H is ε-sparse, ε > 0, and J
is {C3 , C4 }-free then I admits a kernel with O(k 2 + k 1+1/ε ) vertices.
Proof. If H contains more than k(2k)1/ε vertices then I is a yes-instance by Lemma 1.
If J contains a vertex of degree 3k or more then, again, I is a yes-instance by Lemma 2.
Putting it all together, we have |S ∪ T | ≤ 2k, |NG (S ∪ T )| ≤ 2k(3k − 1) = O(k 2 ), and
|V (G) \ NG [S ∪ T ]| ≤ k(2k)1/ε = O(k 1+1/ε ).
J
I Theorem 4. Token Jumping parameterized by k admits a kernel with at most O(k 2 )
vertices on {C3 , C4 }-free graphs (and then on bipartite C4 -free graphs).
Proof. Let I = (G, S, T, k) be an instance of Token Jumping such that G is {C3 , C4 }-free.
Let H = G − NG [S ∪ T ] and J denote the graph induced by NG [S ∪ T ]. Since J is {C3 , C4 }free, Lemma 2 implies that if J contains more than 6k 2 − 2k vertices, then I is a yes-instance.
Kim showed that a C3 -free graph with O(k 2 / log k) vertices contains an independent set
of size at least k [24]. Hence, if H contains more than O(k 2 / log k) vertices, then I is a
yes-instance. Thus, G contains at most O(k 2 ) vertices. The same result holds for bipartite
C4 -free graphs since they are {C3 , C4 }-free.
J
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Token Sliding on bounded-degree bipartite graphs

Unlike the case of Token Jumping, it is not known whether Token Sliding is fixedparameter tractable (parameterized by k) on graphs of bounded degree. In this section we
show that it is indeed the case for bounded-degree bipartite graphs. This result, interesting
in its own right, will be crucial for proving that Token Sliding is fixed-parameter tractable
on bipartite C4 -free graphs in the next section. We start with a few definitions and needed
lemmas.
T
Let R(G, I) = {v | v ∈ I 0 |I!I 0 I 0 } be the subset of I containing all of the tokens v such
that v ∈ I 0 for all I 0 reachable from I. In other words, the tokens on vertices of R(G, I)
can never move in any reconfiguration sequence starting from I. We call vertices in R(G, I)
rigid with respect to G and I. An independent set I is said to be unlocked if R(G, I) = ∅.
Given a graph G and r ≥ 1, a set S ⊆ V (G) is called an r-independent set, or r-independent
for short, if B(v, r) ∩ S = {v}, for all v ∈ S. Note that a 1-independent set is a standard
independent set and a r-independent set, r > 1, is a set where the shortest path between any
two vertices of the set contains at least r vertices (excluding the endpoints).
For a vertex v ∈ V (G) and a set S ⊆ V (G) \ {v}, we let D(v, S) denote the set of vertices
in S that are closest to v. That is, D(v, S) is the set of vertices in S whose distance to v is
minimum. We say D(v, S) is frozen if |D(v, S)| ≥ 2 and it is not possible to slide a single
token in D(v, S) to obtain S 0 such that either v ∈ S 0 or |D(v, S 0 )| = 1. Note that, in time
polynomial in n = |V (G)|, it can be verified whether D(v, S) is frozen by simply checking,
for each vertex u ∈ D(v, S), whether u can slide to a vertex w which is closer to v (or to v
itself if u is adjacent to v).
I Lemma 5 ([11]). S ! T in G if and only if R(G, S) = R(G, T ) and (S \ R(G, S)) !
(T \ R(G, S)) in G − N [R(G, S)]. Moreover, if G is bipartite then R(G, S) and R(G, T ) can
be computed in time linear in |V (G)| = n.
I Lemma 6 ([11]). Let G = (L ∪ R, E) be a bipartite graph and let S be an unlocked
independent set of G. Then, in time linear in n, we can compute a reconfiguration sequence
hS = I0 , I1 , . . . , I` i where I` ∩ L = ∅ and ` = |S ∩ L|.
Let I = (G = (V, E), S, T, k) be an instance of Token Sliding where G is a bipartite
graph of bounded degree ∆. We assume, without loss of generality, that G is connected; as
otherwise we can solve the problem independently on each component of G (and there are at
most k components containing tokens). Moreover, given Lemma 5, we can assume, without
loss of generality, that S and T are unlocked. In other words, we assume that it has been
verified that R(G, S) = R(G, T ) and N [R(G, S)] has been deleted from G. We now give a
slightly different version of a result in [11] better suited for our needs.
I Lemma 7 ([11]). Let G be a connected bipartite graph and let S be an unlocked independent
set of G. Let v be a vertex in V (G) \ S such that NG [v] ∩ S = ∅. Let D(v, S) ⊆ L (or
symmetrically D(v, S) ⊆ R) such that distG (u, v) = d, for all u ∈ D(v, S). Then, in time
linear in |V (G)| = n, we can find a reconfiguration sequence hS = I0 , I1 , . . . , I` i, where
I` = (S \ {u}) ∪ {v} for some vertex u in D(v, S) and ` is at most 2(|S| − 1) + d.
Proof. There are two cases to consider:
(1) If there is a unique token u ∈ D(v, S) which is closest to v or D(v, S) is not frozen then
the reconfiguration sequence obtained by repeatedly moving the token on u to a vertex
which is closer to v gives us the required sequence. Since no other token is moved, we have
I` = (S \ {u}) ∪ {v}.

ISAAC 2020

44:8

On Girth and the Parameterized Complexity of Token Sliding and Token Jumping

(2) In the other case, we have D(v, S) ≥ 2 and D(v, S) is frozen. We assume, without
loss of generality, that D(v, S) ⊆ L. We apply Lemma 6 which returns a reconfiguration
sequence hS = I0 , I1 , . . . , I` i where I` ∩ L = ∅ and ` = |S ∩ L|. There exists an index j,
with j < ` < |S ∩ L|, where Ij has a unique token u ∈ D(v, S) which is closest to v. Let
α = hI0 , I1 , . . . , Ij i. Note that α slides exactly j distinct tokens (not including u) from L
to R. We let Mα denote these tokens. Moreover, α is reversable. Hence, we let α−1 denote
the sequence consisting of applying the slides of α in reverse order. Now, we construct a
sequence β of slides that moves the token on u to v. Recall that this is a sequence of exactly
d slides that repeatedly slides the same token. We denote the resulting independent set (after
applying α · β) by Iβ . We claim that γ = α · β · α−1 is the required sequence that transforms
S to (S \ {u}) ∪ {v}. To see why γ is a valid reconfiguration sequence, it suffices to show
that NG [Mα ] ∩ NG [v] = ∅. Since NG [v] ∩ S = ∅, we know that d ≥ 2 if both v and D(v, S)
are contained in L (or R) and d ≥ 3 otherwise. If {v}, D(v, S) ⊆ L (or {v}, D(v, S) ⊆ R)
then every vertex in Mα is at distance at least three from v, as needed. Finally, if v ∈ L and
D(v, S) ⊆ R (or v ∈ R and D(v, S) ⊆ L) then every vertex in Mα is at distance at least four
from v.
J
I Lemma 8. If G is a connected graph and S and T are any two 2-independent sets of G
such that S ∪ T is also 2-independent then S ! T in G.
Proof. We proceed by induction on |S∆T | = |(S \ T ) ∪ (T \ S)|, i.e., the size of the symmetric
difference between S and T . If |S∆T | = 0 then S = T and there is nothing to prove. Hence,
we assume that the statement is true for |S∆T | = q > 0. We compute a shortest path
between all pairs of vertices (u, v) in G, where u ∈ S \ T and v ∈ T \ S. We let (u, v) denote
a pair where the distance is minimized and we fix a shortest path between u and v. There
are two cases to consider:
(1) If S ∩ T = ∅ then we can simply slide u to v along the shortest path and we are done. To
see why, recall that both S and T are 2-independent. Hence, they are both unlocked and if
there is more than one vertex in S \ T that is closest to v then we can simply slide u into
one of its neighbors, say w, that is closer to v to obtain a unique vertex which is closest to v;
none of those neighbors are adjacent to a vertex in S since S is 2-independent. Now, assume
that there exists a vertex x along the shortest path from w to v such that x ∈ N (y), y ∈ S.
This contradicts the choice of u since y is closer to v.
(2) If S ∩ T 6= ∅ then there are two cases. When the shortest path from u to v does not
contain any vertex in NG [S ∩ T ] then we apply the same reasoning as above. Otherwise, let
W = w1 , w2 , . . . , wq denote the vertices in NG [S ∩ T ] along the shortest path from u to v
(sorted in the order in which they are visited). We divide W into three sets X = W ∩ (S ∩ T ),
Y = W ∩ (NG (X)), and Z = W \ (X ∪ Y ). In other words, X denotes the set of vertices
in S ∩ T , Y denotes the vertices used as entry and exit points for the vertices in X, and Z
denotes the vertices in NG (S ∩ T ) visited along the shortest path without passing through
a vertex NG (Z) ∩ (S ∩ T ). Since S ∩ T is 2-independent, no vertex in Y ∪ Z can have two
neighbors in S ∩ T . Moreover, since we have a shortest path from u to v, if there exists
x ∈ X then NG (x) ∩ Z = ∅. In particular, the shortest path either visits a vertex x ∈ S ∩ T
and two of its neighbors or only visits at most three neighbors of x; as otherwise we can
find a shorter path from u to v. If the shortest path visits three neighbors w, y, and z, of
a vertex x ∈ S ∩ T then we can safely replace this sub-path by w, x, z. Hence, we assume
in what follows that the shortest path visits at most two neighbors of any vertex in S ∩ T .
We construct, from W , the sequence A = a1 , a2 , . . . , ap of “affected” vertices in S ∩ T . In
other words, if the shortest path from u to v visits a vertex in S ∩ T or visits one or two
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of its neighbors then we add the vertex to A (in the order in which the visits occur). We
now proceed iteratively as follows. We slide ap to v, then ap−1 to ap , . . ., and then finally
we slide u to a1 . Note that between every one of those pairs of vertices we have a shortest
path; since we are sliding along the shortest path from u to v. Moreover, after moving each
token to its target position, we maintain a 2-independent set S 0 . Therefore, for each such
shortest path the intersection with NG [S 0 ] remains empty.
J
Let G be a graph and let X ⊆ V (G). The interior of X is the set of vertices in X at
distance at least three from V (G) \ X (separated by at least two vertices). We say a set X is
fat if its interior is connected and contains a 2-independent set of size at least 2k.
I Lemma 9. Let G be a graph of maximum degree ∆. Let v ∈ V (G) and r ∈ N. If B(v, r)
contains more than 2k(1 + ∆ + ∆2 )2 vertices then B(v, r) is fat.
Proof. We only need to prove that the interior of B(v, r), that is B(v, r − 2), contains a
2-independent set of size at least 2k; as B(v, r − 2) is connected by construction. First, note
that any graph of maximum degree ∆ on more than 2k(1 + ∆ + ∆2 ) vertices must contain a
2-independent set of size at least 2k. So it suffices to show that B(v, r − 2) contains more
than 2k(1 + ∆ + ∆2 ) vertices. We divide B(v, r) into layers, where L0 = {v}, L1 = N (v), . . .,
and Lr = N r (v). Since G has maximum degree ∆, for every i ≥ 1, layer Li contains at most
(∆ − 1)i−1 ∆ vertices. If B(v, r − 2) contains more than 2k(1 + ∆ + ∆2 ) vertices then we are
done. Otherwise, Lr−2 must contain at most 2k(1+∆+∆2 ) vertices. Consequently, Lr−1 ∪Lr
would contain at most 2k∆(1 + ∆ + ∆2 ) + 2k∆2 (1 + ∆ + ∆2 ) = (1 + ∆ + ∆2 )(2k∆ + 2k∆2 )
vertices. Therefore, B(v, r) contains at most 2k(1 + ∆ + ∆2 ) + (1 + ∆ + ∆2 )(2k∆ + 2k∆2 ) =
(1+∆+∆2 )(2k +2k∆+2k∆2 ) which is equal to 2k(1+∆+∆2 )2 vertices, a contradiction. J
I Lemma 10. Let I = (G, S, T, k) be an instance of Token Sliding where G is a boundeddegree bipartite graph. If V (G) \ (S ∪ T ) contains a fat set X then I is a yes-instance.
Proof. First, recall that we assume that G is connected and both S and T are unlocked. Let
I be a 2-independent set of size 2k in the interior of X (at distance at least three from any
vertex outside of X). We prove that S can be transformed into S 0 ⊂ I. Similar arguments
hold for transforming T into T 0 ⊂ I. Hence, the statement of the theorem follows by applying
Lemma 8 on S 0 and T 0 .
We proceed by induction on |S∆S 0 |, i.e., the size symmetric difference between S and S 0 .
If |S∆S 0 | = 0 then S = S 0 and we are done. Otherwise, we reduce the size of the symmetric
difference as follows. Recall that initially S ∩ S 0 = ∅; as X ⊆ V (G) \ (S ∪ T ). However, the
size of the intersection will increase as more tokens are moved to S 0 . We pick a pair (u, v)
such that u ∈ S \ S 0 and v ∈ S 0 and the distance between u and v is minimized. There are
two cases 2 consider:
(1) If v does not contain a token (or v ∈ S 0 \ S) then the shortest path from u to v does not
intersect with NG [S 0 ∩ S]. We therefore invoke Lemma 7 in the graph G − (N [S 0 ∩ S]). This
guarantees that the token on u slides to v and every other token remains in place.
(2) Otherwise, v already contains a token (or v ∈ S 0 ∩ S). We invoke Lemma 8 on the graph
induced by the interior of X and transform C = S 0 ∩ S ⊂ I into another 2-independent set
C 0 ⊆ I that does not contain v; this is possible since |C| = |C 0 | ≤ k. Now we can again
invoke Lemma 7 similarly to the previous case.
J
I Theorem 11. Token Sliding parameterized by k admits a kernel with O(k 2 ∆5 ) vertices
on bounded-degree bipartite graphs. Moreover, the problem can be solved in O? (k 2k ∆5k )-time.
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Proof. Let I = (G, S, T, k) be an instance of Token Sliding where G is a bipartite graph
of maximum degree ∆. We assume, without loss of generality, that G is connected and S
and T are unlocked; for otherwise we can solve connected components independently and
we can return a trivial no-instance if R(G, S) 6= R(G, T ) (Lemma 5). Next, from Lemmas 9
and 10, we know that each connected component of V (G) \ (S ∪ T ) contains at most O(k∆4 )
vertices; otherwise we can return a trivial yes-instance. Since the number of components in
V (G) \ (S ∪ T ) is bounded by 2k∆ and |S ∪ T | ≤ 2k, we get the desired bound. To solve the
problem, it suffices to construct the complete reconfiguration graph and verify if S and T
belong to the same connected component. This concludes the proof.
J

3.3

Token Sliding on bipartite C4 -free graphs

Equipped with Theorem 11, we are now ready to prove that Token Sliding admits a
polynomial kernel on bipartite C4 -free graphs. Our strategy will be simple. We show that
if the graph contains a vertex of large degree then we have a yes-instance. Otherwise, we
invoke Theorem 11 to obtain the required kernel.
We start with a few simplifying assumptions. Let I = (G, S, T, k) be an instance of
Token Sliding where G = (L ∪ R, E) is a connected bipartite C4 -free graphs. We assume
that both S and T are unlocked (Lemma 5). Moreover, we assume that each vertex in G
can have at most one pendant neighbor. This assumption is safe because no two tokens can
occupy two pendant neighbors of a vertex; as otherwise S or T would be locked. Moreover,
if a token is placed on a pendant neighbor of a vertex v then no other token can reach v.
Let v ∈ V (G) be a vertex of degree at least k 2 + k + 1 in G. We let up denote the
pendant neighbor of v (if it exists). We assume, without loss of generality, that v ∈ L. We let
2
3
N1 = NG (v) \ {up } = {u1 , u2 , . . . , uq }, N2 = NG
(v), and N3 = NG
(v). Since G is bipartite,
N1 ⊆ R, N2 ⊆ L, and N3 ⊆ R. Moreover, since G is C4 -free, each vertex in N2 has exactly
one neighbor in N1 . Therefore, we partition N2 into sets Nu1 , Nu2 , . . ., Nuq , where each
set Nui contains the neighbors of ui in N2 , that is, N (ui ) \ {v}. We also partition N3 into
two sets Msmall and Mbig . Each vertex in Mbig contains vertices connected to at least k + 1
sets in N2 . Note that, because of C4 -freeness, each vertex in N3 is connected to at most
one vertex of any set Nui . We let Msmall = N3 \ Mbig . Each vertex in Msmall has at most k
neighbors in N2 . In other words, each vertex in Msmall is connected to at most k sets, each
one of those sets being the neighborhood of a vertex in N1 .
The proof proceeds in five stages. We first show how to transform S to S1 such that
S1 ∩ B(v, 3) ⊆ N2 . In other words, we can guarantee that all tokens in the ball of radius three
around v are contained in N2 . We then tranform S1 to S2 such that S2 ∩ B(v, 3) ⊆ N1 ∪ N3 .
Next, we tranform S2 to S3 such that S3 ∩ B(v, 3) ⊆ N1 ∪ Msmall . Then, we tranform S3 to
S4 such that S4 ∩ B(v, 3) ⊆ N1 and finally to S5 such that S5 ⊆ N1 . By applying the same
strategy starting from T , we obtain T5 ⊆ N1 . We conclude our proof by showing that S5
can be transformed to T5 .
I Theorem 12. Token Sliding parameterized by k admits a kernel with O(k 12 ) vertices
on bipartite C4 -free graphs.

4
4.1

Hardness results
Token Sliding and Token Jumping on C4 -free graphs

In the Grid Tiling problem we are given an integer k ≥ 0 and k 2 sets Si,j ⊆ [m] × [m], for
0 ≤ i, j ≤ k − 1, of cardinality n called tiles and we are asked whether it is possible to find
an element s∗i,j ∈ Si,j for every 0 ≤ i, j ≤ k − 1 such that s∗i,j and s∗i,j+1 share the same first

V. Bartier, N. Bousquet, C. Dallard, K. Lomer, and A. E. Mouawad

44:11

coordinate while s∗i,j and s∗i+1,j share the same second coordinate for each 0 ≤ i, j ≤ k − 1
(including modulo k). It was proven in [9] that Grid Tiling parameterized by k is W [1]-hard.
We prove the next theorem via a reduction from Grid Tiling. Following the construction
in [4] to give a graph G with the desired properties and extending it to a {C4 , . . . , Cp }-free
graph G0 which gives a reduction to Token Sliding.
I Theorem 13. For any p ≥ 4, Token Sliding is W [1]-hard on {C4 , . . . , Cp }-free graphs.
Construction of G. Given an instance of Grid Tiling, Si,j ⊆ [m] × [m] (0 ≤ i, j ≤ k − 1)
and an integer p ≥ 4, we use the construction described in [4] to create a graph G with the
following properties:
P1 – G can be partitioned into 8k 2 (p + 1) cliques V1 , . . . , V8k2 (p+1) of size n with some
edges between them.
P2 – G is {C4 , . . . , Cp }-free.
P3 – The instance of Grid Tiling has a solution if and only if ∃I ⊆ V (G), such that I
is an independent set of size 8k 2 (p + 1).
Note that as each Vi is a clique, any maximum independent set I of G can have at most one
vertex in every clique.
Construction of G0 . For k 0 = 8k 2 (p + 1), we construct an instance of Token Sliding
(G0 , S, T, k 0 + (3k 0 + 1) p2 + p2 ) by extending the graph G to a new graph G0 . We label the
k 0 cliques in G arbitrarily as V1 , . . . , Vk0 . For each 1 ≤ i ≤ k 0 we add two vertices xi and yi
adjacent to all vertices in Vi . These will respectively be starting and ending positions of
tokens. Informally, we want to force all the tokens to be in their respective Vi at the same
time to obtain an independent set in G of size k 0 . We do this by creating guard paths, which
are paths on p vertices that will be alternating between starting and target positions of
tokens. Note that we can assume p is even, since if p is odd we can use p + 1 instead to create
a graph which is {C4 , . . . , Cp }-free . Let PG be a guard path with vertices g1 , . . . , gp and for
each xi let Pxi be a guard path with vertices xi1 , . . . , xip such that xi is adjacent to xip and
gp is adjacent to xi1 . For each yi let Pyi be a guard path with vertices yi1 , . . . , yip such that
yi is adjacent to yi1 and g1 is adjacent to yip . Finally, for each i let Pzi be a guard path
between xi and yi with vertices zi1 , . . . , zip such that xi is adjacent to zip and yi is adjacent
to zi1 . This completes the construction of G0 (see Figure 1). The source independent set S
is the set containing all of the xi and all of the guard path vertices with odd indices:
[
S = ({xi } ∪ {xij | j is odd} ∪ {yij | j is odd} ∪ {zij | j is odd}) ∪ {gj | j is odd} .
i

The target independent set T consists of all of the yi and all of the guard path vertices with
even indices:
[
T = ({yi } ∪ {xij | j is even} ∪ {yij | j is even} ∪ {zij | j is even}) ∪ {gj | j is even} .
i

I Lemma 14. For any p ≥ 4, G0 is {C4 , . . . , Cp }-free.
I Lemma 15. If there is a solution to the Grid Tiling instance then there is a reconfiguration
sequence from S to T in G0 .
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Figure 1 The construction of G0 for two cliques Vi , Vj in G.

Proof. By P3, there exists an independent set I containing one vertex vi in every Vi . This
gives the following reconfiguration sequence from S to T . Move each token on xi to vi . Then,
move the tokens along the guard paths: for all odd j starting with the greatest j values move
the token on each zij to zi(j+1) , then move the tokens on xij to xi(j+1) , gj to gj+1 , and yij
to yi(j+1) . Finally, move each token on vi to yi . This completes the proof.
J
I Theorem 16. For any p ≥ 4, Token Jumping and Token Sliding are W [1]-hard on
{C4 , . . . , Cp }-free graphs.

4.2

Token Sliding on bipartite graphs

This section is devoted to proving the following theorem:
I Theorem 17. Token sliding on bipartite graphs is W[1]-hard parameterized by k.
The proof of Theorem 17 consists in a reduction from Multicolored Independent
Set. In what follows, I := (G, k, (V1 , . . . , Vk )) denotes an instance of Multicolored
Independent Set, which is known to be W [1]-hard parameterized by k [9]. We first detail
the construction of the equivalent instance I 0 := (G0 , Is , Ie , 4k + 2) of Token Sliding, where
G0 is a bipartite graph and Is , Ie are independent sets of size 4k + 2, and we prove that if I
is a yes-instance, then I 0 is a yes-instance. The more involved proof of the converse direction
is detailed in the full version of the paper [1].
Construction of G0 . In what follows, V (G0 ) := (A, B) denotes the bipartition of G0 . For
every p ∈ {1, . . . , k}, both A and B contain two copies of the set Vp denoted as A2p−1 , A2p
and B2p−1 , B2p respectively, plus some additional vertices that will be described in the next
subsection. Two vertices u0 , v 0 ∈ V (G0 ) are said to be equivalent and we write u0 ∼ v 0 if and
only if they are copies of the same vertex in G. With this definition, every vertex u ∈ Vp
has exactly four copies in G0 (one in each copy of Vp ). Note that the ∼ relation is transitive
and symmetric. We also define the sets A := ∪kp=1 A2p−1 ∪ A2p and B := ∪kp=1 B2p−1 ∪ B2p .
For every vertex u0 of A ∪ B, the corresponding vertex of u0 denoted as orr(u0 ) is the unique
vertex u ∈ V (G) that u0 is a copy of. With these definitions at hand, we can now explain
how the copies of the sets V1 , V2 , . . . , Vk are connected in G0 . For every two vertices u0 ∈ Ai
and v 0 ∈ Bj there is an edge connecting u0 to v 0 in G0 if and only if:
1. Ai and Bj are not copies of the same subset of V (G) and (orr(u0 ), orr(v 0 )) ∈ E(G), or
2. Ai and Bj are copies of the same subset of V (G) and u0  v 0
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Figure 2 Connections between the four copies of Vp in A ∪ B. Vertices with the same name
are equivalent vertices. The red square represent tokens: two tokens are positioned on equivalent
vertices at the left, and on non-equivalent vertices at the right.

In other words, if Ai and Bj are not copies of the same subset, we connect these sets in
the same way there corresponding sets are connected in G. If at the contrary Ai and Bj are
copies of the same subset, then G0 [Ai ∪ Bj ] induces a complete bipartite graph minus the
matching consisting of every two pairs of equivalent vertices in Ai ∪ Bj . The connection
between four copies of the same subset of V (G) is illustrated in Figure 2. The following
observation follows directly from the definition of G0 :
I Observation 1. Let I 0 be an independent set of G0 such that for every p ∈ {1, 2, . . . , k} we
have I 0 ∩A2p−1 = {u2p−1 } and I 0 ∩B2p−1 = {v2p−1 }. Then the set I := {orr(u1 ), . . . , orr(uk )}
is a multicolored independent set of G.
Observation 1 ensures that any independent set of a reconfiguration sequence of G0 having
exactly one vertex in A2p−1 and one vertex in B2p−1 for every p ∈ {1, 2, . . . , k} corresponds
to a multicolored independent set of G. Note that up to that point, we did not make use of
the sets A2p and B2p . The following observation explains why we need two copies of every
Vp in both sides of the bipartition:
I Observation 2. Let I 0 be an independent set of G0 and p ∈ {1, 2, . . . , k} such that I 0 ∩A2p−1 =
{u2p−1 }, I 0 ∩ A2p = {u2p }, and u2p−1 ∼ u2p . Then the tokens on u2p−1 and u2p cannot move
to B.
If at some point in the reconfiguration sequence two tokens are positioned on equivalent
vertices in A, then these tokens lock each other at their respective position in some sense.
Note that by symmetry of the construction, the same observation can be made when two
tokens are positioned on equivalent vertices in B. On the contrary, if two tokens on the same
copies of Vp in A are positioned on two non-equivalent vertices we have the following:
I Observation 3. Let I 0 be an independent set of G0 and p ∈ {1, 2, . . . k} such that I 0 ∩A2p−1 =
{u2p−1 }, I 0 ∩ A2p = {u2p }, and u2p−1  u2p . Then I 0 ∩ (B2p−1 ∪ B2p ) = ∅.
This observation not only ensures that B2p−1 ∪ B2p = ∅ but also ensures that no other
token but the ones positioned on u2p−1 and u2p can move to B2p−1 ∪ B2p . Then, by
Observations 2 and 3, either there are two tokens on equivalent vertices in A2p−1 ∪ A2p and
then these tokens cannot move to B (and ensures that if there is a token on B2p−1 ∪ B2p
it must be on an equivalent vertex), or there are two tokens on non-equivalent vertices
forbidding any other token to move to B2p−1 ∪ B2p .
Definition of the initial and target independent sets. The initial independent set Is
consists of two sets of 2k vertices Astart and Bstart plus two vertices sA , sB included in A,
and the target independent set Ie consists in two sets of 2k vertices Aend and Bend plus two
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Figure 3 The constructed graph G0 . Vertices in red are the vertices of Is . An arrow between a
vertex v and a subset of vertices indicates that v is complete to this subset. An arrow between a
vertex v and a brace indicates that v is complete to the subsets included in the brace. A double
arrow between two sets indicate these sets induce a complete bipartite graph. The connections
between A and Bend ∪ Bstart are symmetric and have been omitted for the sake of clarity.

vertices eA , eB included in B. The two sets Is and Ie are disjoint from A ∪ B. The graph
induced by Astart ∪ Bend ∪ {sA , eB } and the graph induced by Aend ∪ Bstart ∪ {sB , eA } are
complete bipartite graphs. The main goal of this section is to explain how to connect the set
Astart ∪ Bstart and the set Aend ∪ Bend to A ∪ B in order to ensure that any reconfiguration
sequence transforming one into the other enforces the 2k tokens starting on Astart and the
2k tokens starting on Bstart to switch sides by going through A ∪ B. More particularly, we
will show the existence of an independent set that satisfies the condition of Observation
1 in any such reconfiguration sequence, giving a multicolored independent set of G. For
p ∈ {1, 2, . . . , 2k}, we denote by as,p and bs,p the vertices of Astart and Bstart respectively
and we denote by ae,p and be,p the vertices of Aend and Bend respectively. These vertices are
connected to A ∪ B as follows:
1. the vertices as,p and ae,p are complete to B − ∪p−1
i=1 Bi , and
2. the vertices bs,p and be,p are complete to A − ∪p−1
i=1 Ai .
An illustration of the full construction is given in Figure 3. By construction, no token
starting on Astart ∪ {sA } can move to Bend ∪ {eB } as long as there are at least two tokens
on Astart ∪ {sA } (and the same goes for Bstart ∪ {sB } and Aend ∪ {eA }). Since there are
initially 2k + 1 tokens on Astart ∪ {sA } and since N (sA ) ∩ B = ∅, the 2k tokens initially on
Astart must move to B at some point in the sequence, and the same goes for Bstart and A.
The tokens initially on sA and sB have a special role and act as “locks”: without these token,
the last token remaining on Astart (resp. Bstart ) would be able to move directly to Bend
(resp. Aend ) without never going through B (resp. A). Let us now explain the connections to
A ∪ B.
I Observation 4. Let I 0 be an independent set of G0 such that {as,p , as,p+1 , . . . , as,2k } ⊆ I 0
for some p < 2k. Then the tokens on {as,p+1 , as,p+2 , . . . , as,2k } are frozen. Furthermore the
token on as,p cannot move to ∪2k
i=p+1 Bp .
By symmetry, the same observation can be made for tokens on Bstart . This shows that
the tokens initially on Astart and Bstart must respect a strict order to move respectively to
B and A: the only tokens that can initially move are the tokens on as,1 and bs,1 and these
have no choice but to move to B1 and A1 respectively. After such a move the tokens on as,2
and bs,2 are free to move to B2 and A2 respectively, and so on. Suppose that after the first 4
moves, there is exactly one token in each of the four subset A1 , B1 , A2 and B2 . Then it is
not hard to see - but will be formally proved in the next section - that these tokens lie on
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equivalent vertices, corresponding to a unique vertex of G. By Observation 2 these tokens
cannot move to the other side of the bipartite graph and must stay at the same position
while the remaining tokens on Astart and Bstart moves to A ∪ B. With the full constructions
of G0 , Is and Ie at hand, the direct part of the reduction is easy to obtain by moving the
tokens in the right order. The complete proof is deferred to the full version of the paper [1].
I Lemma 18. If there is a multicolored independent set of size k in G then there exists a
reconfiguration sequence transforming Is to Ie in G0 .
Well-organized configurations. To simplify the tracking of tokens along the transformation,
we give different colors to the tokens initially on Astart and Bstart . The tokens initially on
Astart are the blue tokens and the tokens initially on Bstart are the red tokens. Given a
configuration C, MA (C) (resp. MB (C)) is the maximum integer p ∈ J1, 2kK such that there
is a token on Ap (resp. Bp ). By convention, if there is no token on X ∈ {A, B}, we set
MX (C) = 0. A configuration C is well-organized if there is a token on either sA or eB and
on either sB or eA and if it satisfies the following conditions:
1. For every p ≤ MA (C) and every q ≤ MB (C) there is exactly one token on Ap and exactly
one token on Bq .
2. If MA (C) < 2k then for every MA (C) < p ≤ 2k there is a token on as,p . If MB (C) < 2k
then for every MB (C) < q ≤ 2k there is a token on bs,q .
Since the construction and the definition of well-organized configurations are symmetric,
we can always suppose that MA (C) ≤ MB (C) for any well-organized configuration C. Note
that the initial configuration is well-organized. We say that two configurations C and C 0 are
adjacent if C can be transformed into C 0 by moving exactly one token.
Throughout the proof let S := C1 , . . . , CN denote a shortest reconfiguration sequence from
Is to Ie . We say that a token moves from a set X to a set Y at time t and we write
(t : X → Y ) if there exists two sets X, Y ⊆ V (G0 ) and two vertices x ∈ X, y ∈ Y such
that Ct+1 = Ct − {x} + {y}. When the sets X and Y contain exactly one vertex we write
(t : x → y) by abuse of notation. A move that transforms a well-organized configuration into
a configuration that is not well-organized is a bad move. We aim to show the following:
I Lemma 19. A shortest reconfiguration sequence from Is to Ie contains no bad move.
With Lemma 19 at hand, the proof of the converse part of the reduction easily follows:
I Lemma 20. If there exists a reconfiguration sequence from Is to Ie in G0 , then there exists
a multicolored independent set in G.
Proof. Consider a shortest reconfiguration sequence S from Is to Ie , which exists by supposition. By Lemma 19 this sequence contains no bad moves, therefore all the configurations
of S are well-organized since the initial configuration is. Consider the configuration C just
before the first token reaches Aend ∪ Bend (which exists since Aend ∪ Bend ⊆ Ie ). By the
definition of well-organized configurations there can be no token on Astart ∪ Bstart in C and
thus we have MA (C) = MB (C) = 2k. Then by Observation 1 there exists a multicolored
independent set in G.
J
The proof of Lemma 19 is deferred to the full version of the paper [1].
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Abstract
In this paper, we present primal-dual algorithms for online problems with non-convex objectives.
Problems with convex objectives have been extensively studied in recent years where the analyses rely
crucially on the convexity and the Fenchel duality. However, problems with non-convex objectives
resist against current approaches and non-convexity represents a strong barrier in optimization
in general and in the design of online algorithms in particular. In our approach, we consider
configuration linear programs with the multilinear extension of the objectives. We follow the
multiplicative weight update framework in which a novel point is that the primal update is defined
based on the gradient of the multilinear extension. We introduce new notions, namely (local)
smoothness, in order to characterize the competitive ratios of our algorithms. The approach leads to
competitive algorithms for several problems with convex/non-convex objectives.
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1

Introduction

In the paper, we consider problems of minimizing the total cost of resources used to satisfy
online requests. One phenomenon observed in various situations, known as the economy of
scale, consists of sub-linear growth of cost in the amount of used resources. This happens in
many scenarios in which one gets a discount when buying resources in bulk. A representative
setting is the extensively-studied domain of sub-modular optimization. Another phenomenon,
known as the diseconomy of scale, is that the cost grows super-linearly in the quantity of
resources used. An illustrative example for this phenomenon is the energy cost of computation
where the cost grows super-linearly as a function of speeds. The diseconomy of scale has
been widely studied in the domain of convex optimization [5]. However, in many settings,
the costs are the mix of both phenomena and the objective functions are indeed non-convex.
Non-convex objective functions appear in various problems, ranging from scheduling, sensor
energy management, to influence and revenue maximization, and facility location. For
example, in scheduling of malleable jobs on parallel machines, the cost grows as a non-convex
function [15] which is due to the parallelization and the synchronization. Besides, in the
practical aspect of facility location, the facility costs to serve clients are rarely constant or
simply a convex function of the number of clients. The costs would initially increase fast until
some threshold on the number of clients, then become more stable before quickly increase
again as the number of clients augments. This behaviour of cost functions widely happens
in economy. Such situations call for the design of algorithms with performance guarantee
for non-convex objective functions. In this paper, we consider problems in which the cost
© Nguyễn Kim Thắng;
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increases arbitrarily with the amount of used resources. We measure the performance of
an algorithm by the competitive ratio. Specifically, an algorithm is r-competitive if for any
instance, the ratio between the cost of the algorithm and that of an optimal solution is at
most r.

1.1

An Optimization Problem and Primal-Dual Approach

We first consider the following problem and illustrate our primal-dual approach based on
configuration LPs.
Optimization Problem. There is a set of resources E and requests arrive online. At the
arrival of request i, a set of feasible strategies (actions) Si to satisfy request i is revealed.
Each strategy sij ∈ Si consists of a subset of resources in E. Each resource e is associated to
an arbitrary non-negative non-decreasing cost function fe : 2E → R+ ; the cost induced by
resource e depends on the set of requests using e and fe (∅) = 0. The cost of a solution is the
P
total cost of resources, i.e., e fe (Ae ) where Ae is the set of requests using resource e. The
goal is to design an algorithm that upon the arrival of each request, selects a feasible strategy
for the request while maintaining the cost of the overall solution as small as possible.
Primal-Dual Approach. We consider an approach based on linear programming for the
problem. The first crucial step for any LP-based approach is to derive a LP formulation
with reasonable integrality gap, which is defined as the ratio between the optimal integer
solution of the formulation and the optimal solution without the integer condition. As
the cost functions are non-linear, it is not surprising that the natural relaxation suffers
from large integrality gap. Consider the following simple (offline) setting. Given a graph
consisting of only two nodes s, t and m parallel edges between s and t. There is a single
request with the demand of routing from s to t. In this setting, an edge corresponds to
a resource and a strategy is a path connecting s to t which is also an edge (among m
given edges). For every edge e, the cost function fe (xe ) = x2e where xe is the quantity
of flow passing through edge e. The most natural formulation of the problem would be:
Pm
Pm
min e=1 x2e such that e=1 xe = 1, xe ∈ {0, 1}. By relaxing the integrality constraint of
xe , the fractional optimum has value 1/m (by routing xe = 1/m through each of m edges)
whereas the integer optimum is 1. So the integrality gap is arbitrarily large for a very simple
offline setting. We resolve this issue by a new formulation in form of a configuration LP. We
start with a natural formulation and systematically strengthen the natural formulations by
introducing an exponential number of new variables and new constraints connecting new
variables to original ones. Consequently, the new formulation, in form of a configuration LP,
significantly reduces the integrality gap.
The configuration LPs have been used mostly in offline settings and the approach is to
round an optimal fractional solution to an integer one and bound the approximation ratio.
The first encountered difficulty of this approach is that a configuration LP has exponential
size, so one has to look for a separation oracle in order to compute an optimal fractional
solution. Finding separation oracles is in general far from trivial and it represents an obstacle
in using configuration LP to design performant algorithms. Besides, many rounding schemes
are intrinsically offline and it is not suitable in online setting where input is released in
pieces.
To overcome these difficulties, we consider a primal-dual approach with configuration LPs.
First, primal-dual is particularly appropriate since one does not have to compute an optimal
fractional solution that needs the full information on the instance. Second, in our approach,
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the dual variables of the configuration LP have intuitive meanings and the dual constraints
indeed guide the decisions of the algorithm. The key step in the approach is to show that
the constructed dual variables constitute a dual feasible solution. In order to prove the dual
feasibility, we define a notion of smoothness of functions. This definition is inspired by the
smoothness framework introduced by Roughgarden [22] in the context of algorithmic game
theory to characterize the price of anarchy for large classes of games. The smoothness notion
allows us not only to prove the dual feasibility but also to establish the competitiveness of
algorithms in our approach. We characterize the performance of algorithms using the notion
of smoothness in a similar way as the price of anarchy characterized by the smoothness
argument [22]. Through this notion, we show an interesting connection between online
algorithms and algorithmic game theory.
I Definition 1. Let N be a set of requests. A set function f : 2N → R+ is (λ, µ)-smooth if
for any set A = {a1 , . . . , an } ⊆ N
and any collection
 B1 ⊆ B2 ⊆ . . . ⊆Bn ⊆ B ⊆ N , the
Pn 
following inequality holds:
f
B
∪
a
−
f
B
≤ λf A + µf B .
i
i
i
i=1
λ
Intuitively, given a (λ, µ)-smooth function, the quantity 1−µ
measures how far the function
is from being linear. If a function is linear then it is (1, 0)-smooth. Informally, the inequality
in the definition of smoothness means the following. Imagine that Bi is the current solution
of an algorithm at step i. Then, if the total marginal increase by following a strategy ai
at step i (the left-hand side) can be bounded by a combination of the algorithm cost (the
second term of the right-hand side) and the cost of an adversary (potentially the set of all
strategies ai ’s), then the algorithm is competitive (again, the competitive ratio depends on λ
and µ). We say that a set of cost functions {fe : e ∈ E} is (λ, µ)-smooth if every function fe
is (λ, µ)-smooth.

I Theorem 2. Assume that all resource cost functions are (λ, µ)-smooth for some parameters
λ
λ > 0, µ < 1. Then there exists a greedy 1−µ
-competitive algorithm for the general problem.
Applications. We show the applicability of the theorem by deriving competitive algorithms
for several problems in online setting, such as Minimum Power Survival Network
Routing, Vector Scheduling, Energy-Efficient Scheduling, Prize Collecting
Energy-Efficient Scheduling, Non-Convex Facility Location. We mention in the
following the energy-efficient scheduling problem and refer the reader to the full paper for
other applications.
In Online Energy-Efficient Scheduling, one has to process jobs on unrelated
machines without migration with the objective of minimizing the total energy. No result has
been known for this problem for parallel machine environments. Among others, a difficulty
is the construction of a formulation with bounded integrality gap. We notice that for this
problem, Gupta et al. [13] gave a primal-dual competitive algorithm for a single machine.
However, their approach cannot be used for unrelated machines due to the large integrality
gap of their formulation. For this problem, we present competitive algorithms for arbitrary
cost functions beyond the convexity property. Note that the convexity of the cost functions
is a crucial property employed in previous works. If the cost functions have typical form
f (x) = xα then the competitive ratio of our algorithm is O(αα ) and this is optimal up to a
constant factor for all the problems above.

1.2

Primal-Dual Approach for Covering Problems

Covering Problems. Let E be a set of n resources and let f : {0, 1}n → R+ be an arbitrary
monotone cost function. Let xe ∈ {0, 1} be a variable indicating whether resource e is
P
selected. The covering constraints e ai,e xe ≥ 1 for every i are revealed one-by-one and
ISAAC 2020
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at any step, one needs to maintain a feasible integer solution x. The goal is to design an
algorithm that minimizes f (x) subject to the online covering constraints and xe ∈ {0, 1} for
every e.
Approach and Contribution. We extend our primal-dual approach to study the covering
problems. Very recently, Azar et al. [2] have presented a general primal-dual framework when
function f is convex and its gradient is monotone on every coordinate (so a subclass of convex
functions). The framework is indeed inspired by the Buchbinder-Naor framework [7] for linear
objectives and is along the line of current results for convex objectives [9, 3, 19, 13, 14, 10, 2].
A common point of those works is that they rely crucially on the convexity of cost functions
and Fenchel duality.
We overcome the obstacle of non-convexity (and also for general convexity without the
property that the gradient is monotone on every coordinate) by a considering configuration
LP and the multilinear extension of function f . Given f : {0, 1}n → R+ , its multilinear
P Q
Q
extension F : [0, 1]n → R+ is defined as F (x) := S e∈S xe e∈S
/ (1 − xe ) · f (1S ) where
1S is the characteristic vector of S (i.e., the eth -component of 1S equals
1 if e ∈ S and

equals 0 otherwise). An alternative way to define F is to set F (x) = E f (1T ) where T is a
random set such that a resource e appears independently in T with probability xe . Note
that F (1S ) = f (1S ).
Having inspired by the approach for the optimization problem in the previous section,
we introduce the notion of locally-smooth for minimization problems and characterize the
competitive ratio using the local smoothness’ parameters. Given two vectors x and y in
[0, 1]n , let x ∨ y be the vector such that its component at coordinate e0 is max{xe0 , ye0 }.
I Definition 3. Let E be a set of n resources. A differentiable function F : [0, 1]n → R+ is
(λ, µ)-min-locally-smooth if for any set S ⊆ E, and for all vectors xe ∈ [0, 1]n where e ∈ E,
the following inequality holds:
X


∇e F (xe ) ≤ λF 1S + µF x
(1)
e∈S

where x :=

W

e∈S

xe , meaning that xe0 = maxe {xee0 } for every coordinate e0 .

If the gradient ∇F (x) is non-decreasing on every coordinate, we only need a simpler
version. We say that a differentiable function F : [0, 1]n → R+ with monotone gradient is
(λ, µ)-min-locally-smooth if for any set S ⊆ E, and for any vector x ∈ [0, 1]n , the following
inequality holds.
X


∇e F (x) ≤ λF 1S + µF x
(2)
e∈S

Let us explain intuitively the local smoothness by considering Inequality (2). Assume that
x is the current solution of an algorithm. Then, if the local increase of the objective function
F (the left-hand side) at the current solution in any direction (including the direction chosen
by an adversary) can be bounded by a combination of the current cost (the second term of
the right-hand side) and the cost of an adversary (the first term of the right-hand side), then
the algorithm is competitive. The competitive ratio will be determined as a function of λ
and µ.
Building upon the primal-dual framework in [2, 7], we present a competitive algorithm
for the fractional covering problem.
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I Theorem 4. Let F be the multilinear extension of the objective cost f and d be the maximal
row sparsity of the constraint matrix, i.e., d = maxi |{aie : aie > 0}|. Assume that F is
µ
λ, ln(1+2d
2 ) -min-locally-smooth for some parameters λ > 0 and µ < 1. Then there exists a

λ
O 1−µ · ln d -competitive algorithm for the fractional covering problem.
Our algorithm, as well as the one in [2] for convex with monotone gradients and the recent
algorithm for `k -norms [20], are extensions of the Buchbinder-Naor primal-dual framework
[7]. A distinguishing point of our algorithm compared to the ones in [2, 20] relies on the
multiplicative update, which is crucial in online primal-dual methods. The approaches in
[2, 20] use the gradient ∇f (x) at the current primal solution x to define a multiplicative
update for the primal. In our approach, we multiplicatively update the primal by some
parameter related to the gradient of the multilinear extension ∇F (x). This parameter is
always maintained to be at least ∇F (x) and in case ∇F (x) is non-decreasing, the parameter
is indeed equal to ∇F (x). This multiplicative update, together with the configuration LPs
and the notion of local smoothness, enable us to derive a competitive algorithm for convex
objective functions whose gradients are not necessarily monotone and more generally, for
non-convex objectives. Moreover, other advantage of our approach are: (i) it avoids the
cumbersome technical details in the analysis as well as in the assumptions of objective
functions; (ii) it reduces the analysis of bounding the competitive ratios to determining the
local-smoothness parameters.
Applications. Specifically, we apply our algorithm to the following classes of functions. First,

for the class of non-negative polynomials of degree k, the algorithm yields a O (k log d)k competitive fractional solution that matches a result in [2]. Second, beyond convexity, we
consider a natural class of non-convex cost functions which represent a typical behaviour
of resources in serving demand requests. Non-convexity represents a strong barrier in
optimization in general and for the design of algorithms in particular. We show that our
algorithm is competitive for this class of functions.

1.3

Primal-Dual Algorithm for Packing Problems

Packing Problems. Let E be a set of n resources and let f : {0, 1}n → R+ be an arbitrary
monotone function. Let xe ∈ {0, 1} be a variable indicating whether resource e is selected.
P
The packings constraints e bi,e xe ≤ 1 for every i are given in advance and resources e are
revealed online one-by-one. At any time, one needs to maintain a feasible integer solution
x. The goal is to design an algorithm that maximizes f (x) subject to the online packing
constraints and xe ∈ {0, 1} for every e.
We follow the primal-dual approach to design competitive algorithms for fractional packing
problems. We introduce an appropriate notion of smoothness for maximization problems.
We notice that this notion is different to that for minimization problems. On one hand, it is
due to different natures of minimization and maximization problems. On the other hand, in
non-convex problems only weak duality holds while strong duality does not. So informally,
there is no symmetry between primal and dual. Specifically, in linear programming, the dual
of the dual is the primal while this property does not hold in non-convex settings.
I Definition 5. A differentiable function F : [0, 1]n → R+ is (λ, µ)-max-locally-smooth if
for any set S ⊂ E, and for any vectors xe ∈ [0, 1]n , the following inequality holds:
X


∇e F (xe ) ≥ λF 1S − µF x .
e∈S

where x :=

W

e∈S

xe , meaning that xe0 = maxe {xee0 } for any coordinate e0 .
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Similar to the approach for covering constraints, the max-local-smoothness notion allows
us to prove the dual feasibility and also to establish the competitiveness of algorithms, which
is determined in terms of the max-locally-smoothness parameters.
I Theorem 6. Let F be the multilinear extension of the objective cost f . Denote the
row sparsity d := maxi |{bie : bie > 0}| and ρ := maxi maxe,e0 :bie0 >0 bie /bie0 . Assume that
F is (λ, µ)-max-locally-smooth
for some parameters λ > 0 and µ. Then there exists a

O 2 ln(1+dρ)+µ
-competitive
algorithm
for the fractional packing problem.
λ
Note that when f is a linear function, the smooth parameters are λ = 1 and µ = 0. In this
case, the performance guarantee is the same (up to a constant factor) as that of maximizing
a linear function under packing constraints [7] and therefore asymptotically optimal.
Applications. We consider applications to online submodular maximization problems. Submodular functions are interesting since they are neither convex nor concave. Besides,
submodular maximization constitutes a major research agenda in optimization, machine
learning and has been widely studied. However, in the online adversarial setting, not much
has been known especially for submodular maximization with constraints. Designing competitive algorithms for online submodular maximization has been identified as an important
direction in the recent survey [17]. Buchbinder and Naor [8] have studied the online problem
of maximizing the sum of weighted rank functions subject to matroid constraints. The
objective here is a particular submodular function. The authors give an algorithm with
competitive ratio depending logarithmically on the numbers of elements and on weighted
rank functions. In another approach, Buchbinder et al. [6] have considered submodular
optimization with preemption, where one can reject previously accepted elements, and have
given constant competitive algorithms for unconstrained and knapsack-constraint problems.
We show that there exists an algorithm that yields competitive fractional solutions
for online submodular
maximization under packing constraints. The competitive ratio is

O log(1 + dρ) which is independent of the submodular objective. Note that using the
online contention resolution rounding schemes [12], one can obtain randomized algorithms for
several specific constraint polytopes, for example, knapsack polytopes, matching polytopes
and matroid polytopes.

1.4

Related work

In this section we summarize related work to our approach. The related work of each specific
problem/application will be given in the corresponding section.
In our approach, a crucial element to characterize the performance of an algorithm is the
smoothness property of functions. The smooth argument is introduced by Roughgarden [22] in
the context of algorithmic game theory and it has successfully characterized the performance
of equilibria (price of anarchy) in many classes of games such as congestion games, etc [22].
This notion inspires the definition of smoothness in our paper.
Primal-dual methods have been shown to be powerful tools in online computation. Buchbinder and Naor [7] presented a primal-dual method for linear programs with packing/covering
constraints. Their method unifies several previous potential-function-based analyses and
give a principled approach to design and analyze algorithms for problems with linear relaxations. Convex objective functions have been extensively studied in online settings in
recent years, in areas such as energy-efficient scheduling [1, 21, 9, 16, 3], paging [19], network
routing [13], combinatorial auctions [4, 14], matching [10]. Recently, Azar et al. [2] gave an
unified framework for covering/packing problems with convex objectives whose gradients

N. K. Thắng

45:7

are monotone. Consequently, improved algorithms have been derived for several problems.
The above approaches rely crucially on the convexity of cost functions. Specifically, the
construction of dual programs is based on convex conjugates and Fenchel duality for primal
convex programs. Very recently, Nagarajan and Shen [20] have considered objective functions
as the sum of `k -norms. This class of functions does not fall into the framework developped
in [2] since the gradients are not necessarily monotone. Nagarajan and Shen
[20] proved that
max a 
the algorithm presented in [2] yields a nearly tight O log d + log min aijij -competitive ratio
where aij ’s are entries in the covering matrix. Using these approaches, it is not clear how to
design competitive algorithms for non-convex functions or even for other convex functions
whose gradient is not necessarily monotone on every coordinate. A distinguishing point of
our approach is that it gives a framework to study non-convex cost functions.

2

Primal-Dual Algorithm for the optimization problem

Recall that the problem consists of a set of resources E and requests which arrive online. At
the arrival of request i, a set of feasible strategies (actions) Si to satisfy request i is revealed.
Each strategy sij ∈ Si consists of a subset of resources in E. Each resource e is associated to
a non-negative non-decreasing arbitrary cost function fe : 2E → R+ and the cost induced by
resource e depending on the set of requests using e. The cost of a solution is the total cost of
P
resources, i.e., e fe (Ae ) where Ae is the set of requests using resource e. The goal is to
design an algorithm that upon the arrival of each request, selects a feasible strategy while
maintaining the cost of the overall solution as small as possible.
Formulation. We consider the formulation for the resource cost minimization problem
following the configuration LP construction in [18]. We say that A is a configuration
associated to resource e if A is a subset of requests using e. Let xij be a variable indicating
whether request i selects strategy (action) sij ∈ Si . For configuration A and resource e,
let zeA be a variable such that zeA = 1 if and only if for every request i ∈ A, xij = 1
for some strategy sij ∈ Si such that e ∈ sij and for every request i ∈
/ A, xij = 0 for
any strategy sij ∈ Si such that e ∈ sij . In other words, zeA = 1 iff the set of requests
using e is exactly A. We consider the following formulation and the dual of its relaxation.
X
fe (A)ze,A

min

max

A:i∈A

X

X

γe

e

αi ≤

∀i

xij = 1

X

βie

∀i, j

e:e∈sij

j:sij ∈Si

X

αi +

i

e,A

X

X

X

zeA =

xij

∀i, e

X

βie ≤ fe (A)

∀e, A

i∈A

j:e∈sij

zeA = 1

γe +

∀e

A

xij , zeA ∈ {0, 1}

∀i, j, e, A

In the primal, the first constraint guarantees that request i selects some strategy sij ∈ Si .
The second constraint ensures that if request i selects strategy sij that contains resource e
then in the solution, the set of requests using e must contain i. The third constraint says
that in the solution, there is always a configuration associated to resource e.
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Algorithm. We first interpret intuitively the dual variables, dual constraints and derive
useful observations for a competitive algorithm. Variable αi represents the increase of the
total cost due to the arrival of request i. Variable βi,e stands for the marginal cost on resource
e if request i uses e. By this interpretation, the first dual constraint clearly indicates the
behaviour of an algorithm. That is, if a new request i is released, select a strategy sij ∈ Si
that minimizes the marginal increase of the total cost. Therefore, we deduce the following
greedy algorithm.
Let A∗e be the set of current requests using resource e. Initially, A∗e ← ∅ for every e. At
the arrival of request i, select strategy s∗ij that is an optimal solution of

X
∗
∗
min
fe (Ae ∪ i) − fe (Ae )

over

sij ∈ Si .

(3)

e∈sij

Although computational complexity is not a main issue for online problems, we notice that
in many applications, the optimal solution for this mathematical program can be efficiently
computed (for example when fe ’s are convex and Si can be represented succinctly in form of
a polynomial-size polytope).
Dual variables. Assume that all resource cost fe are (λ, µ)-smooth for some fixed parameters
λ > 0 and µ < 1. We are now constructing a dual feasible solution. Define αi as 1/λ times
the optimal value of the mathematical program (3). Informally, αi is proportional to the
increase of the total cost due to the arrival of request i. Note that this increase is also called
marginal cost due to request i. For each resource e and request i, define


1
∗
∗
fe (Ae,≺i ∪ i) − fe (Ae,≺i )
βi,e :=
λ
where A∗e,≺i is the set of requests using resource e (due to the algorithm) prior to the arrival
of i. In other words, βij equals 1/λ times the marginal cost of resource e if i uses e. Finally,
for every resource e define the dual variable γe := − µλ fe (A∗e ) where A∗e is the set of all
requests using e (at the end of the instance).
I Lemma 7. The dual variables defined as above are feasible.
Proof. The first dual constraint follows immediately from the definitions of αi , βi,e and the
decisions by the algorithm. Specifically, the right-hand side of the constraint represents 1/λ
times the increase cost if the request selects a strategy sij . This is larger than 1/λ times the
minimum increase cost optimized over all strategies in Si , which is αi .
We now show that the second constraint holds. Fix a resource e and a configuration A.
The corresponding constraint reads


µ
1X
∗
∗
∗
− fe (Ae ) +
fe (Ae,≺i ∪ i) − fe (Ae,≺i ) ≤ fe (A)
λ
λ
i∈A

X
∗
∗
⇔
fe (Ae,≺i ∪ i) − fe (Ae,≺i ) ≤ λfe (A) + µfe (A∗e ).
i∈A

This inequality is due to the definition of (λ, µ)-smoothness for resource e. Hence, the second
dual constraint follows.
J
I Theorem 2. Assume that all resource cost functions are (λ, µ)-smooth for some parameters
λ
λ > 0, µ < 1. Then there exists a greedy 1−µ
-competitive algorithm for the general problem.
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Proof. By the definitions of dual variables, the dual objective is
X

αi +

X

γe =

e

i

X1
Xµ
1−µX
fe (A∗e ) −
fe (A∗e ) =
fe (A∗e )
λ
λ
λ
e
e
e

Besides, the cost of the solution due to the algorithm is
ratio is at most λ/(1 − µ).

P

e

fe (A∗e ). Hence, the competitive
J

Applications. Despite the simplicity of the algorithm, Theorem 2 yields optimal competitive
ratios for several problems. Among others, we give optimal algorithms for energy efficient
scheduling problems (in unrelated machine environment) and the facility location with
client-dependent cost problem. Prior to our work, no competitive algorithm has been known
for the problems. The proofs are now reduced to computing smooth parameters λ, µ that
subsequently imply the competitive ratios. We refer the reader to the full paper for the
details about those applications.

3

Primal-Dual Framework for Covering Problems

Formulation. We say that S ⊂ E is a configuration if 1S corresponds to a feasible solution.
Let xe be a variable indicating whether the resource e is used. For configuration S, let zS be a
variable such that zS = 1 if and only if xe = 1 for every resource e ∈ S, and xe = 0 for e ∈
/ S.
In other words, zS = 1 iff 1S is the selected solution to the problem. For any subset A ⊂ E,
P
a
define ci,A = max{1 − e0 ∈A ai,e0 ; 0} and ai,e,A := min{ai,e ; ci,A }. Denote bi,e,A = ci,e,A
i,A
where ci,A > 0. We consider the following formulation and the dual of its relaxation.

min

X
f (1S )zS

max

S

X

bi,e,A · xe ≥ 1

∀i, A ⊂ E

X X
i

zS = xe

∀e

S:e∈S

X

αi,A + γ

i,A

e∈A
/

X

X

bi,e,A · αi,A ≤ βe

∀e

A:e∈A
/

γ+

X

βe ≤ f (1S )

∀S

αi ≥ 0

∀i

e∈S

zS = 1

S

xe , zS ∈ {0, 1}

∀e, S

P
In the primal, the first constraints are knapsack-constraints of the form e∈A
/ ai,e,A · xe ≥
ci,A corresponding to the given polytope. Intuitively, this constraint imposes the quantities of
xe ’s to be chosen, assuming if a set of resources A is selected, in order to satisfy the original
constraint. Note that it is sufficient to consider only constraints with ci,A > 0. The second
constraint ensures that if a resource e is chosen then the selected solution must contain e.
The third constraint says that one solution (configuration) must be selected.

µ
Algorithm. Assume that function F (·) is λ, 4 ln(1+2d
Let d be
2 ) –min-locally smooth.
the maximal number of positive entries in a row, i.e., d = maxi |{aie : aie > 0}|. Denote
∇e F (x) = ∂F (x)/∂xe . Consider Algorithm 1 which follows the scheme in [2] but is more
subtle due to the fact that the gradient is not necessarily monotone on every coordinate. In
the algorithm, the current dual variable α increases at constant rate (Step 7) and the update
of dual variables β’s is shown in Step 9. We note an subtle point here: if βe < λ1 ∇e F (x)
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then set βe = λ1 ∇e F (x); otherwise if βe > λ1 ∇e F (x) then we do not set βe as λ1 ∇e F (x).
So two invariants during the execution of the algorithm are that βe ≥ λ1 ∇e F (x) and βe is
non-decreasing. The primal update rule follows a multiplicative increase where the increasing
rate of xe is inversely proportional to βe (Step 10). Finally, using the same idea as in [2],
some dual variables α will be decreased in order to maintain the feasibility of our dual
solution.
Algorithm 1 Algorithm for Covering Constraints.
1: Initially, set A∗ ← ∅. Intuitively, A∗ consists of all resources e such that xe = 1.
2: All primal and dual variables are initially set to 0.

Q

Q

3: At every step, always maintain zS = e∈S xe e∈S
/ (1 − xe ).
P
4: Upon the arrival of primal constraint
a
x
≥
1 do the following.
e k,e e
5: while
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

P

∗
# Increase primal, dual
e∈A
/ ∗ bk,e,A xe < 1 simultaneously do
variables
Let τ be the current time in the execution of the algorithm.
1
Increase τ at rate 1 and increase αk,A∗ at rate λ·ln(1+2d
2) .
∗
∗
for e ∈
/ A such that bk,e,A > 0 simultaneously do
if βe < λ1 ∇e F (x) then βe ← λ1 ∇e F (x).

b

∗ ·x

+1/d

e
k,e,A
e
.
Increase xe according to the following function ∂x
∂τ ←
λ·βe
end for
if xe = 1 then update A∗ ← A∗ ∪ {e}.
Pk P
/ A∗ do
# Decrease dual
while
i=1
A:e∈A
/ bi,e,A · αi,A > βe for some e ∈
variables
/ A, ∀1 ≤ i ≤ k : αi,A > 0} do
for (m∗e , A) such that bm∗e ,e,A = maxi {bi,e,A |∀A : e ∈
∗
b
1
·
Increase αm∗e ,A continuously at rate − b k,e,A
∗
λ·ln(1+2d2 ) .
me ,e,A

end for
17:
end while
18: end while
16:

Dual variables. Variables αi,A and βe have been constructed in the algorithm. Let x be
µ
the current solution of the algorithm. Define γ = − 4λ·ln(1+2d
2 ) F (x). Note that due to the
1
algorithm, βe ≥ λ · ∇e F (x).
The following lemma gives a lower bound on x-variables. Remark that the monotonicity
of the gradient on every coordinate is crucial in the analysis of [2], in particular to prove the
bounds on x-variables. However, in our approach that property is not needed.
I Lemma 8. Let e be an arbitrary resource. At any moment during the execution of the
algorithm where the k th request has been released , it always holds that
"
#


1
ln(1 + 2d2 ) X X
xe ≥
exp
·
bi,e,A · αi,A − 1
max bi,e,A · d
βe
i
A:e∈A
/

where max bi,e,A := max{bi,e,A > 0|∀A : e ∈
/ A, ∀1 ≤ i ≤ k : αi,A > 0}.
Proof. Fix a resource e. We prove the lemma by induction. At the beginning of the instance,
while no request has been released yet, both sides of the lemma are 0. Assume that the
lemma holds until the arrival of the k th request. Consider a moment τ during the execution
of the algorithm and let A∗ be the current set of resources e0 such that xe0 = 1. If at time τ ,
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xe = 1 then by the algorithm, the set A∗ has been updated so that e ∈ A∗ . The increasing
rates of both sides in the lemma inequality are 0. In the remaining, assume that xe < 1.
Recall that by the algorithm, βe ≥ λ1 ∇e F (x). We consider two cases βe > λ1 ∇e F (x) and
βe = λ1 ∇e F (x).
Case 1: βe > λ1 ∇e F (x). In this case, by the algorithm, the value of βe remains unchanged
e
at time τ (Step 9), i.e., ∂β
∂τ = 0. Hence, the derivative of the right hand side of the
lemma inequality according to τ is


X ∂αi,A∗
bi,e,A∗
ln(1 + 2d2 )
ln(1 + 2d2 ) X X
·
·
· exp
·
bi,e,A αi,A
∂τ
max bi,e,A · d
βe
βe
i
i
A:e∈A
/

≤

b

∂xe
· xe + 1/d
=
λ · βe
∂τ

k,e,A∗

∂α

∂α

∗

∗

k,A
i,A
In the inequality, we use the induction hypothesis; ∂τ
> 0 and ∂τ
≤ 0 for i =
6 k
∂βe
and ∂τ = 0; and the increasing rate of αk,A∗ according to the algorithm. So the rate
in the left-hand side is always larger than that in the right-hand side. Moreover, at
some steps in the algorithm, α-variables might be decreased while the x-variables are
maintained monotone. Hence, the lemma inequality holds.
Case 2: βe = λ1 ∇e F (x). In this case, by the algorithm, λ1 ∇e F (x) is locally non-decreasing
at τ (since otherwise,by Step 9, βe is not maintained to be equal to λ1 ∇e F (x)). Therefore,
∂βe
1
∂τ ≥ 0 and so ∂ βe /∂τ ≤ 0. Hence, the derivative of the right hand side of the lemma
inequality according to τ is upper bounded by


X ∂αi,A∗
bi,e,A∗
ln(1 + 2d2 )
ln(1 + 2d2 ) X X
·
·
· exp
·
bi,e,A αi,A
∂τ
max bi,e,A · d
βe
βe
i
i

A:e∈A
/

which is bounded by
follows.

∂xe
∂τ

by the same argument as the previous case. The lemma
J

I Lemma 9. The dual variables defined as above are feasible.
Proof. As long as a primal covering constraint is unsatisfied, the x-variables are always
increased. Therefore, at the end of an iteration, the primal constraint is satisfied. Consider
P P
the first dual constraint. The algorithm always maintains that i A:e∈A
/ bi,e,A αi,A ≤ βe
(strict inequality happens only if xe = 1). Whenever this inequality is violated then by
the algorithm, some α-variables are decreased in such a way that the increasing rate of
P P
i
A:e∈A
/ bi,e,A αi,A is at most 0. Hence, by the definition of β-variables, the first dual
constraint holds.
Consider the second dual constraint. Let x be the current solution of the algorithm. By
the algorithm, for each fixed resource e, βe = λ1 ∇e F (ye ) for some ye where yee0 ≤ xe0 for
every resource e0 . (Since at some moment, the algorithm increases xe without increasing
W
βe for some e.) Moreover, y := e ye ≤ x (meaning that ye0 ≤ xe0 for every e0 ). By
definitions of dual variables, the second dual constraint (after rearranging terms) reads:
P
µ
1
e
e∈S ∇e F (y ) ≤ F (1S ) + 4λ·ln(1+2d2 ) F (x). Besides, as F is monotone, F (x) ≥ F (y). So
λ
P
1
e
in order to prove the second dual constraint, it is sufficient to prove that:
e∈S ∇e F (y ) ≤
λ

µ
µ
F (1S ) + 4λ·ln(1+2d2 ) F (y). This inequality is exactly the λ, 4 ln(1+2d2 ) -min-local smoothness
of F . Hence, the lemma follows.
J
I Theorem 4. Let F be the multilinear extension of the objective cost f and d be the maximal
row sparsity of the constraint matrix, i.e., d = maxi |{aie : aie > 0}|. Assume that F is
µ
λ, ln(1+2d
2 ) -min-locally-smooth for some parameters λ > 0 and µ < 1. Then there exists a

λ
O 1−µ · ln d -competitive algorithm for the fractional covering problem.
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Proof. We will bound the increases of the cost and the dual objective at any time τ in the
execution of Algorithm 1. Let A∗ be the current set of resources e such that xe = 1. The
derivative of the objective with respect to τ is:
X

∇e F (x) ·

e

∂xe
=
∂τ
≤

X

∇e F (x) ·

e:bk,e,A∗ >0
xe <1

bk,e,A∗ · xe + 1/d
λ · βe



X

bk,e,A∗ · xe +

e:bk,e,A∗ >0

1
d


≤ 2.

(4)

The first inequality follows ∇e F (x) ≤ λ · βe . The second inequality is due to the definition
P
∗
of d and the fact that e∈A
the algorithm.
/ ∗ bk,e,A · xe ≤ 1 always holds during
P P
For a time τ , let U (τ ) be the set of resources e such that i A:e∈A
b
α = βe and
P / i,e,A i,A
∗
∗
bk,e,A > 0. Note that |U (τ )| ≤ d by definition of d. As long as e∈A
/ ∗ bk,e,A xe < 1, by
Lemma 8, we have for every e ∈ U (τ ),




1
1
2
> xe ≥
exp ln(1 + 2d ) − 1 .
bk,e,A∗
max bi,e,A · d
b

∗

1
Therefore, maxk,e,A
≤ 2d
.
i bi,e,A
We are now bounding the increase of the dual at time τ . The derivative of the dual with
respect to τ is:

X
∂γ
∂αi,A∗
∂γ
∂D X X ∂αi,A
=
+
=
ci,A∗ ·
+
∂τ
∂τ
∂τ
∂τ
∂τ
i
i
A


X bk,e,A∗
X
1
∂xe
µ
=
1−
∇e F (x) ·
−
2
2
λ · ln(1 + 2d )
bm∗e ,e,A
4λ · ln(1 + 2d ) e
∂τ
e∈U (τ )


X 1
1
1−µ
µ
≥
≥
.
1
−
−
2
2
λ · ln(1 + 2d )
2d
2λ · ln(1 + 2d )
2λ · ln(1 + 2d2 )
e∈U (τ )

The third equality holds since αk,A∗ is increased and other α-variables in U (τ ) are decreased.
∗
b
1
The first inequality uses the fact that maxk,e,A
and Inequality (4). The last inequality
≤ 2d
i bi,e,A∗

λ
· ln d .
J
holds since |U (τ )| ≤ d. Hence, the competitive ratio is O 1−µ

Applications
In this section, we are interested in deriving fractional solutions for different classes of
objective function. Rounding schemes (in order to obtain integral solution) for concrete
problems are problem-specific and are not the emphasized points here. (Note that several
rounding techniques have been shown for different problems, for example in [2] for polynomials
with non-negative coefficients, or using online contention resolution schemes for submodular
functions [12].)
Polynomials with non-negative coefficients. Let g` : R → R for 1 ≤ ` ≤ L be degree-k
n
+
polynomials with non-negative
 coefficients and the cost function f : {0, 1} → R defined
P
P
as f (1S ) = ` b` g`
e∈S ae where ae ≥ 0 for every e and b` ≥ 0 for every 1 ≤ ` ≤ L.
The multilinear extension F (of function f ) is ((k ln k)k−1 , kk−1
ln d )-min-locally-smooth. So our
algorithm yields the competitive ratio O (k ln d)k . This result recovers the one proved in
[2] for this class of cost functions. Note that Azar et al. [2] gave randomized algorithms for
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several problems by rounding their fractional solutions. As one can approach a multilinear
extension of any function up to a high precision [23], applying the same rounding schemes
in [2] for the corresponding problems based on our fractional solutions, one can obtain
randomized algorithms with similar bounds as in [2].
Beyond convex functions. Consider the following natural cost functions which represent
more practical costs when serving clients as mentioned in the introduction (the cost initially
increases fast then becomes more stable before growing quickly again). Let g : R → R
be a non-convex function defined as g(y) = y k if y ≤ M1 or y ≥ M2 and g(y) = g(M1 )
if M1 ≤ y ≤ M2 where M1 < M2 are some constant
parameters. The cost function

P
n
+
f : {0, 1} → R defined as f (1S ) = g
e∈S ae where ae ≥ 0 for every e. For this
function f , the multilinear extension
F
is
also
((k ln k)k−1 , kk−1
ln d )-min-locally-smooth. Hence,

k
our algorithm is O (k ln d) -competitive for minimizing the non-convex objective function
defined above under covering constraints.

4

Primal-Dual Framework for Packing Problems

Formulation. We say that S ⊂ E is a configuration if 1S corresponds to a feasible solution.
Let xe be a variable indicating whether the resource e is used. For configuration S, let zS be
a variable such that zS = 1 if and only if xe = 1 for every resource e ∈ S, and xe = 0 for
e∈
/ S. In other words, zS = 1 iff 1S is the selected solution of the problem. We consider the
following formulation and the dual of its relaxation.

max

X
f (1S )zS

min

bi,e · xe ≤ 1

αi + γ

i

S

X

X

∀i

e

X

bi,e · αi ≥ βe

∀e

i

X

zS = xe

∀e

S:e∈S

X

γ+

X

βe ≥ f (1S )

∀S

αi ≥ 0

∀i

e∈S

zS = 1

S

xe , zS ∈ {0, 1}

∀e, S

In the primal, the first constraints represent the given polytope. Note that the box
constraint xe ≤ 1 is included among these constraints. The second constraint ensures that if
a resource e is chosen then the selected solution must contain e. The third constraint says
that one solution (configuration) must be selected.
Algorithm. Assume that function F (·) is (λ, µ)-max-locally smooth. Let d be the maximal number of positive entries in a row, i.e., d = maxi |{bie : bie > 0}|. Define ρ =
maxi maxe,e0 :bie0 >0 bie /bie0 . Denote ∇e F (x) = ∂F (x)/∂xe . In the algorithm, at the arrival
of a new resource e, while ∇e F (x) > 0 (i.e., one can still improve the cost by increasing
P
xe ) and i bi,e αe ≤ λ1 ∇e F (x), the primal variable xe and dual variables αi ’s are increased
by appropriate rates. We will argue in the analysis that the primal/dual solutions returned by the algorithm
Recall that by definition of the multilinear extension,
 are feasible.

∇e F (x) = E f 1R∪{e} − f 1R where R is a random subset of resources N \ {e} such
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that e0 is included with probability xe0 . Therefore, during the iteration of the while loop
with respect to resource e, only xe is modified and xe0 remain fixed for e0 =
6 e, so ∇e F (x) is
constant during the iteration.
Algorithm 2 Algorithm for Packing Constraints.
1: All primal and dual variables are initially set to 0.
2: At every step, always maintain zS =

Q

e∈S

xe

Q

e∈S
/ (1

− xe ).

3: Upon the arrival of new resource e.

≤ λ1 ∇e F (x) and ∇e F (x) > 0 do
1
Increase τ at rate 1 and increase xe at rate ∇e F (x)·ln(1+dρ)
.
for i such that bi,e > 0 simultaneously do
bi,e ·αi
i
Increase αi according to the following function ∂α
∂τ ← ∇e F (x) +
end for
end while

4: while
5:
6:
7:
8:
9:

P

i bi,e αi

1
dλ

Dual variables. Variables αi ’s are constructed in the algorithm. Let x be the current
solution of the algorithm and let xe be the solution after the while loop with respect to
resource e. Define γ = µλ F (x) where x and βe = λ1 · ∇e F (xe ). Note that by the observation
above, during the while loop with respect to resource e, βe = λ1 · ∇e F (x).
The following lemma gives a lower bound on α-variables.
I Lemma 10. At any moment during the execution of the algorithm, it always holds that
for every i
"
#


 X
∇e F (x)
bi,e0 · xe0 − 1 .
exp ln 1 + dρ ·
αi ≥
maxe0 bi,e0 · dλ
0
e

I Lemma 11. The dual variables defined as above are feasible.
I Theorem 6. Let F be the multilinear extension of the objective cost f . Denote the
row sparsity d := maxi |{bie : bie > 0}| and ρ := maxi maxe,e0 :bie0 >0 bie /bie0 . Assume that
F is (λ, µ)-max-locally-smooth
for some parameters λ > 0 and µ. Then there exists a

O 2 ln(1+dρ)+µ
-competitive
algorithm
for the fractional packing problem.
λ

Applications to online submodular maximization
Consider a online submodular maximization subject to packing constraints. We incorporate
additional constraints xe ≤ 2/3 (instead of box constraint xe ≤ 1) for every e. Note that
given a feasible solution x to the original problem, the solution 23 x also satisfies the original
contraints since they are packing constraints. The advantage of adding these new constraints,
as shown below, is that we can bound the smooth parameters while loosing only a constant
factor in the competitive ratio. We are now determining smooth parameters of the multilinear
extension F .
I Lemma 12. Let f be an arbitrary submodular function. Then, the multilinear extension
F is (1,1)-smooth if f is monotone and is (1/3, 1)-smooth if f is non-monotone.
Proof. For arbitrary submodular
function f , it holds that [11, Lemma III.5] for any vector

 y
and any subset S, F 1S ∨ y ≥ (1 − maxe ye )F (1S ). Moreover, if f is monotone, F 1S ∨ y ≥
F (1S ).
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W
Consider arbitrary vectors xe and let x = e xe . As
 F is the
 linear extension of a
submodular function, ∇e F (xe ) ≥ ∇e F (x) = E f 1R∪{e} − f 1R where R is a random
subset of resources N \ {e} such that e0 is included with probability xe0 . Therefore, for any
subset S,
X
X 


F (x) +
∇e F (xe ) ≥ F (x) +
E f 1R∪{e} − f 1R
e∈S

e∈S



X





= E f (1R ) +
f 1R∪{e} − f 1R ≥ E f (1R∪S ) = F 1S ∨ x
e∈S

(
≥

F (1S )

if f monotone,

(1 − maxe xe )F (1S ) otherwise

(
≥

F (1S )

if f monotone,

1/3 · F (1S ) otherwise

where the second inequality is due to the submodularity of f , and the last inequality holds
since xe ≤ 2/3 for every e. The lemma follows.
J
The previous lemma and Theorem 6 lead to the following result.

I Proposition 13. Algorithm 2 yields a O ln(1 + dρ) -competitive fractional solution for
maximizing (arbitrary) submodular functions under packing constraints.
One can derive online randomized algorithms for specific problems by rounding the
fractional solutions. For example, using the online contention resolution rounding schemes [12],
one can obtain randomized algorithms for several specific constraint polytopes, for example,
knapsack polytopes, matching polytopes and matroid polytopes.

5

Conclusion

In the paper, we have presented and systematically used a primal-dual framework to design
competitive algorithms for problems with non-convex objective. Determining competitive
ratios for several problems are now reduced to computing parameters of corresponding
smoothness notions. We hope that the primal-dual approach based on configuration LPs,
as well as smoothness notions, would provide useful tools to study non-linear/non-convex
problems in different contexts. One interesting open question is to prove lower bounds for
the considered problems in terms of smooth parameters.
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Abstract
Partial function extension is a basic problem that underpins multiple research topics in optimization,
including learning, property testing, and game theory. Here, we are given a partial function consisting
of n points from a domain and a function value at each point. Our objective is to determine if this
partial function can be extended to a function defined on the domain, that additionally satisfies
a given property, such as linearity. We formally study partial function extension to fundamental
properties in combinatorial optimization – subadditivity, XOS, and matroid independence. A priori,
it is not clear if partial function extension for these properties even lies in NP (or coNP).
Our contributions are twofold. Firstly, for the properties studied, we give bounds on the
complexity of partial function extension. For subadditivity and XOS, we give tight bounds on
approximation guarantees as well. Secondly, we develop new connections between partial function
extension and learning and property testing, and use these to give new results for these problems.
In particular, for subadditive functions, we give improved lower bounds on learning, as well as the
first subexponential-query tester.
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1

Introduction

A partial function consists of a set D of points from a domain, and a real value at each of the
points. Given a property P , the partial function extension problem is to determine if there
exists a total function f (f is defined on the entire domain) that extends the partial function
(f equals the given value at each point in D) and satisfies P . E.g., property P could be
linearity, and we are required to determine if there exists a linear function that extends the
given partial function. In this paper, we study partial function extension when D is finite, to
fundamental properties in combinatorial optimization.
The problem of partial function extension underpins research and techniques in a number
of different areas. In learning theory, for example, the goal is to understand if functions
with a given property can be learned by random samples. That is, does there exist an
efficient algorithm that for any target function with the given property, takes as input the
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function values at a set of sampled points, and returns a function that is “close” to the
target function? In learning theory the partial function extension problem is also known as
the consistency problem. Pitt and Valiant [20] formally showed that the hardness of partial
function extension for a class of functions can be used to show lower bounds on proper
learning for this class, i.e., when the function returned must also belong to the same class.
We use this connection in our paper as well. Partial function extension can also be used to
give lower bounds on the learnability of various function classes beyond proper learning, and
has been used thus in previous papers, e.g., [2]. Our lower bound for subadditive functions
gives another example of this connection.
Partial function extension is used in property testing as well, where a function is given
by an oracle, and the problem is to determine with high probability by querying the oracle
whether the function satisfies a required property, or is far from it (e.g., [9, 22]). The focus in
property testing is on algorithms with optimal query-complexity. A typical testing algorithm
with one-sided error queries the values at points chosen from some distribution, and rejects
iff the partial function given by the queried points and the values at these points cannot
be extended to a function with the required property. Clearly partial function extension is
useful both in design and analysis of property testing algorithms.
Besides these, partial function extension is studied in many other applications as well.
For example, Topkis studies the problem of extending a partial function on a sublattice to
a submodular function on the lattice, and applies it to obtaining conditions under which
optimal solutions to an optimization problem are a monotone function of a parameter [24].
Extending partial functions to convex functions is widely studied in convex analysis [19, 27].
Partial function extension is thus a fundamental problem that finds many diverse applications. We focus on the complexity of deciding if a partial function can be extended to
functions widely studied in combinatorial optimization – subadditive, XOS, and independence
functions for matroids1 – defined on 2[m] , the family of subsets of {1, . . . , m}. Subadditive
functions are important because they capture the notion of “complement-freeness”, where
the value of a set is no more than the sum of the values of constituent subsets. Subadditive
functions are used, e.g., in game theory to model valuation functions of agents. XOS functions
are a subclass of subadditive functions that have a natural interpretation – an XOS function
is characterized by a number of linear functions, and the value at a point is the maximum over
these linear functions. The support of an XOS function is the number of these linear functions
over which the maximum is taken. Matroids generalize the notion of linear independence of
vectors and acyclicity in graphs, and are thus basic and widely used combinatorial objects.

Partial Function Extension
Formally, a partial function is a set H = {(T1 , f1 ), (T2 , f2 ), . . . , (Tn , fn )}, with Ti ∈ {0, 1}m ,
and fi ∈ R the observed function value at Ti . Additionally, we are given a property P . The
P -Extension problem is to determine if there exists a total function f defined on the domain
{0, 1}m that satisfies property P and extends the given partial function H, i.e., f (Ti ) = fi
for all i ∈ {1, . . . , n}. We also consider the Approximate P -Extension problem, where we
want to determine the minimum multiplicative error for a given partial function to extend
to a function that satisfies the given property. That is, in Approximate P -Extension, we
want to approximate the minimum α ≥ 1 such that a function f satisfies property P and
additionally, fi ≤ f (Ti ) ≤ αfi for all i ∈ {1, . . . , n}.

1

These function classes are formally defined in the appropriate sections later.
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Note that our input is H. An algorithm is efficient if it runs in time polynomial in the
size of H, which may be exponential in the dimension m.

Proper Learning and Property Testing
The PMAC (Probably Mostly Approximate Correct) model seeks to determine for a family F
of functions if it is possible to efficiently obtain a function f “close to” a target function f ∗ ∈ F,
given samples from some distribution over 2[m] and the value of f ∗ at the sampled points.
The learning is proper if the output function f is also in F. Formally, let F ⊆ {f : 2[m] → R}
be a family of set functions (e.g., subadditive functions).
I Definition 1 ([4]). An algorithm A properly PMAC-learns a family of functions F with
approximation factor α, if for any distribution µ (on 2[m] ) and any target function f ∗ ∈ F,
and for any sufficiently small , δ > 0:
A takes the sequence {(Si , f ∗ (Si ))}1≤i≤l as input where l is poly(m, 1/δ, 1/) and the
sequence {Si }1≤i≤l is drawn i.i.d. from the distribution µ
A runs in poly(m, 1/δ, 1/) time
A returns a function f : 2[m] → R ∈ F such that


P rS1 ,...,Sl ∼µ P rS∼µ [f ∗ (S) ≤ f (S) ≤ αf ∗ (S)] ≥ 1 −  ≥ 1 − δ
That is, with at least 1 − δ probability (over examples drawn from µ), the value of the
returned function f should be within an α factor of the target function f ∗ for at least 1 − 
fraction of the probability mass according to µ.
If a family of functions is PMAC-learnable with α = 1, then the family is said to
be PAC-learnable. For Boolean functions, clearly PAC-learning and PMAC-learning are
equivalent.
The following lemma makes an explicit connection between PMAC-learning and extending
partial functions. The lemma has been implicitly used earlier to obtain lower bounds on
learning submodular functions [4]. We also use this lemma to improve the previous bound
on learning subadditive functions.
I Lemma 2. Suppose there exists a family D = {T1 , . . . , Tn } of subsets of [m] such that n is
superpolynomial in m, and the partial function H = {(T1 , f1 ), . . . , (Tn , fn )} is extensible to
a function in F for any fi ∈ [1, r] (where r ≥ 1), i ∈ [n]. Then the family of functions F
cannot be learned by any factor < r.
The lower bound given by the above lemma is information-theoretic, i.e., holds even if the
algorithm knows the distribution µ, is allowed unbounded computation and chooses samples
adaptively.
For a class of functions F, a function f : 2[m] → R+ is -far from F if for any function
g ∈ F, we have |{S ⊆ [m] : f (S) 6= g(S)}| ≥ 2m , i.e., g and f differ on at least 2m points.
A (one-sided) tester for F is a randomized algorithm that takes distance parameter  and
oracle access to a function f : 2[m] → R+ as inputs, and accepts if f ∈ F, and rejects with
constant probability if f is -far from F.
We note a basic difference between partial function extension on the one hand, and
property testing and learning on the other. In partial function extension, there is no target
function f ∗ ; we want to know if any total function that extends the given partial function
has the required property. In property testing and learning, there is a target function f ∗
which we access via an oracle (in property testing) or via samples from a distribution (in
learning).
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We will frequently use reductions from MONOTONE-NAE-3SAT. Here, we are given a
3-SAT formula φ = C1 ∧ · · · ∧ Cm0 with no negations of the variables. The problem is to
determine if there exists an assignment (called satisfying assignment) such that at least one
literal is true and at least one literal is false in each clause. The problem MONOTONE-NAE3SAT is NP-hard [21]. We will assume that every clause contains three distinct variables.
For notation, D := {Ti }i∈[n] is the set of points in the given partial function H. These
are called defined points, and U := 2[m] \ D are undefined points. Points on the hypercube
{0, 1}m are naturally subsets of [m], and for S ⊆ [m], χ(S) ∈ {0, 1}m is its characteristic
vector. We frequently use this correspondence.

Our Contribution
We give bounds on the complexity of partial function extension. For subadditivity and XOS,
we give tight bounds on approximation guarantees as well. We then use these results to give
bounds on the complexity of learning and testing all three function classes. Our lower bounds
are for very simple functions in each class – XOS functions with just two linear functions in
their support, and for any class of matroids that include graphic matroids.
XOS functions. We first show that in general, Approximate XOS Extension (and hence
XOS Extension) can be determined in polynomial time. However, if we restrict the number
of allowed linear functions for an XOS function, the extension problem becomes NP-hard,
even for the case of two linear functions.
I Theorem 3. Approximate XOS Extension is in P. However, for any k ≥ 2, it is NP-hard
to determine if there is an XOS function with k linear functions in its support that extends a
given partial function.
√
It is known that Ω̃( m) is a lower bound for PMAC-learning of XOS functions [2].
However, this lower bound requires superpolynomial support size for the XOS functions. Our
hardness result for XOS extension allows us to show a lower bound for proper PAC learning
of the much simpler class of XOS functions with just two linear functions in the support
assuming RP 6= N P .2
I Theorem 4. For any k ≥ 2, the class of XOS functions with support size k cannot be
properly PAC-learned unless RP = NP.
Subadditive functions. We first show tight results for the complexity of Subadditive Extension.
I Theorem 5. Subadditive Extension is coNP-complete. There is an O(log m) approximation
algorithm for Approximate Subadditive Extension, and if P 6= N P , this is optimal.
The lower bounds in the theorem depend upon characterizations of partial functions
that can be extended to subadditive functions. The upper bound uses the fact that (a) for
XOS functions, Approximate XOS Extension (and hence XOS Extension) can be solved in
polynomial time, and (b) any subadditive function can be approximated by an XOS function
by an O(log m) factor [7, 11].

2

RP (Randomized Polynomial) is the class of problems for which a randomized algorithm runs in
polynomial time, always answers correctly if the input is a “no” instance, and answers correctly with
probability at least 1/2 if the input is “yes” instance.
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The characterization for subadditive functions can be used to give the following results
for learning. Our lower bound for learning improves upon a previous lower bound of
√
Ω( m/ log m) [2].
√
I Theorem 6. Subadditive functions cannot be PMAC-learned by a o( m) factor.
Finally, we use the characterization for subadditive functions to give the first nontrivial
tester for general (nonmonotone) subadditive functions.
I Theorem
7. Given  > 0, there is a tester for general subadditive functions that makes
√
O( m log(1/) log m)
queries.
2
As a point of comparison, the square tester which is the first (and
so far, the only) known
√
tester for general submodular functions has query complexity 2O( m log m log(1/)) [22].
Independence functions for matroids. Given a matroid M = (E, I) with ground set E
and independent sets I, the independence function f I : 2E → {0, 1} is a binary function
on subsets of E that returns 1 if the subset is independent, and 0 otherwise. The rank
function returns the size of the largest independent set in the subset. The two functions are
polynomially equivalent, i.e., the value of one for a subset can be obtained by a polynomial
number of calls to the other.
The Matroid Extension problem is to determine if there exists a matroid (E, I) such that
the independence function f I (Ti ) = fi for all i ∈ [n]. We first show that extending a partial
function to a matroid independence function is NP-hard. In fact, this is true for any class of
matroids containing graphic matroids, including linear and regular matroids.
I Theorem 8. Matroid Extension is NP-hard for any class of matroids containing graphic
matroids.
We use this result to show that the independence function for graphic matroids cannot
be PAC-learned, unless RP = NP.
I Theorem 9. Unless RP = NP, graphic matroids cannot be PAC-learned.
Earlier work gives a lower bound of Ω̃(n1/3 ) on PMAC-learning of general matroid rank
functions [4]. Our work on the other hand gives lower bounds for proper PAC-learning of
matroid independence functions, for the well-studied class of graphic matroids. Despite the
polynomial equivalence of independence and rank functions, due to differences inherent in the
distribution, there is no known reduction from learning matroid rank functions to learning
matroid independence functions.3
It can thus be seen that both for XOS and matroid independence functions, while our
results for learning are for the more restrictive PAC learning (as compared to bounds on
PMAC learning), we are able to show lower bounds for significantly simpler classes in
comparison to previous work – for XOS functions with just two linear functions in the
support, and for graphic matroids.

3

In particular, to use matroid independence to learn the rank of a set would require the matroid
independence learning algorithm to learn correctly the independence of particular subsets of the set,
which is not guaranteed with high probability.
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Related Work
The complexity of partial function extension to Boolean functions is studied earlier with
various restrictions on the class of Boolean functions, such as size of formulae and occurrence
of variables [20, 8]. Pitt and Valiant formally show that lower bounds on partial function
extension can be used to show lower bounds for proper PAC learning [20]. In previous
work, we study the complexity of partial function extension for two subclasses of subadditive
functions: coverage functions and submodular functions. For coverage functions, we show
that the partial function extension problem is NP-complete, and give bounds for Approximate
Extension, and lower bounds for learning coverage functions [5]. For submodular functions,
we give a new certificate of nonextendibility, and apply it to obtain results on extending
submodular functions on lattices, and lower bounds for testing submodular functions [6].
In property testing of functions, the objective is to determine with high probability and
with a sublinear (in the size of the domain) number of queries if the function satisfies a
required property, or is -far from it, with distance defined appropriately. Bounds on property
testers are known for many function properties, including convexity and submodularity [18].
For testing submodularity on √
the hypercube (i.e, 2[m] ), a “square tester” is the best known
with query complexity O((1/) m log m ) [22]. A lower bound of 1/4.8 is known on the number
of queries required by the square tester.
For the problem of PMAC-learning submodular functions over sets of m elements, Balcan
√
et al. show an upper bound of O( m) and a lower bound of Ω(m1/3 / log m) [4]. The lower
bound is actually applicable to matroid rank functions, a subclass of submodular functions.
√
For PMAC-learning subadditive functions, upper bounds of O( m log m) and lower bounds
√
of Ω( m/ log m) are known [2]. The lower bound is shown for learning XOS functions, a
class that lies between submodular and subadditive functions. The lower bound example
requires XOS functions have superpolynomial support size. Better upper bounds are shown
for learning XOS functions with small support size. If each XOS function in the family has
support size k, then this class can be learned within a O(k  ) factor in time mO(1/) for any
 > 0.

2

XOS Functions

A function f : 2[m] → R+ is an XOS function if it can be expressed as the maximum of k
linear functions for some k ≥ 1, i.e., there exist vectors wi ∈ Rm
+ for 1 ≤ i ≤ k such that

i T
i
m
f (S) = max w
χ(S) for every S ⊆ [m]. The vectors w ∈ R+ for 1 ≤ i ≤ k are called the
support of the function f . XOS functions are subclasses of subadditive functions and are
known to be equivalent to fractionally subadditive functions [14]. XOS functions for which k
is bounded by a polynomial in m are called succinct XOS functions. Balcan et al. show that
for any ξ > 0, succinct XOS functions can be PMAC-learned with α = k ξ by an algorithm
with running time m1/ξ [2]. Thus for constant k, XOS functions can be learned within a
√
constant approximation factor in polynomial time. They also show a lower bound of Ω̃( m)
for general XOS functions. For any fixed k, we show lower bounds for proper PAC learning
of XOS functions with support size k.
We first show bounds on the complexity of partial function extension.
I Theorem 3. Approximate XOS Extension is in P. However, for any k ≥ 2, it is NP-hard
to determine if there is an XOS function with k linear functions in its support that extends a
given partial function.
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Proof. The positive result follows from writing a linear program with the vectors (wi )i≤k
with wi ∈ Rm
+ as variables. While in general k may be exponential, a partial function H is
extensible iff the linear program is feasible for k = n. The proof is in the appendix.
For the lower bound, we give a reduction from MONOTONE-NAE-3SAT. Given a 3-SAT
formula φ = C1 ∧ · · · ∧ Cm0 , let the variables of φ be x1 , . . . , xn0 .
We show here the proof for k = 2, and generalise it for k > 2 in the appendix. Given
φ, we construct the partial function H as follows. The ground set is [n0 ]. Our partial
function consists of the n0 sets {1}, . . ., {n0 } each with value 1. Further for all clauses
Cj = xj1 ∨ xj2 ∨ xj3 (j ∈ [m0 ]), the partial function is defined on {j1 , j2 , j3 } with value 2.
Thus there are m0 + n0 defined sets in the partial function H.
Suppose φ has a satisfying assignment. We define the two vectors w1 and w2 in the
support of the XOS function as follows. For i ∈ [n0 ], let wi1 = xi and wi2 = 1 − xi . Clearly for
any i ∈ [n0 ], we have max{wi1 , wi2 } = 1. Further for any set {j1 , j2 , j3 } ⊆ [n0 ] (corresponding
to Cj = xj1 ∨ xj2 ∨ xj3 ), since at least one variable has value 1 and at least one has value 0
in Cj , we have max{wj11 + wj12 + wj13 , wj21 + wj22 + wj23 } = 2.
Now assume there is an XOS function f with k = 2 that extends the partial function. Let
w1 and w2 be the vectors of two linear functions in the support. Let for all i ∈ [n0 ], xi = wi1 .
Then max{wi1 , wi2 } = 1 for all i ∈ [n0 ] (since f ({i}) = 1). Therefore, for any set {j1 , j2 , j3 },
at least one of wj11 , wj12 , wj13 must be 1 (since otherwise wj21 + wj22 + wj23 = 3 contradicting
f ({j1 , j2 , j3 }) = 2) and similarly not all wj11 , wj12 , wj13 can be 1. Thus, xi = wi1 is a satisfying
assignment.
J
Next we show lower bounds for proper learning of XOS functions with support size k for
any fixed k ≥ 2. In the following we write g(i) for g({i}) and g(i, j) for g({i, j}). For fixed
k ≥ 2, let F be the family of XOS functions with k supports.
I Theorem 4. For any k ≥ 2, the class of XOS functions with support size k cannot be
properly PAC-learned unless RP = NP.
Proof. Recall the reduction in Theorem 3. Given φ (an instance of MONOTONE-NAE3SAT), let D be the set of the defined points in the instance of the partial function, and let f
1
be the values at the defined points. Let  = 2|D|
(and hence  < 1/|D|) and µ be a uniform
distribution over {(S, f (S))|S ∈ D}. Now suppose a (randomized) algorithm A PAC-learns
F. We will show that in this case, we can determine efficiently if f is extensible to a function
in F and by Theorem 3 determine if φ has a satisfying assignment.
We present the proof for k = 2. For larger k, as in the reduction in Theorem 3, we simply
restrict attention to the ground set [n0 ] and the partial function defined on its subsets. Suppose
the input to the algorithm A is given by the distribution µ and let it return a function g.
We now have oracle access to the function g. If the partial function constructed is extensible,
then g(S) must be an XOS function with two linear functions in its support, and further
g(S) = f (S) for all S ∈ D (since  < 1/|D| and A must satisfyP rS∼µ [g(S) = f (S)] ≥ 1 − ).
If the partial function constructed is not extensible, then clearly the two conditions cannot
be satisfied (and the learning algorithm A must fail). We are thus left with the problem of
verifying these two conditions in polynomial time, given oracle access to g. If g satisfies the
two conditions, we will construct another function g 0 that satisfies these two conditions.
Let v 1 , v 2 be the two linear functions in the support of g. Note that since in D each
{i}(i ∈ [n0 ]) has value 1, for each i ∈ [n0 ], we have max{vi1 , vi2 } = 1. We define the sets X 0 ,
Y 0 , Z 0 as subsets of [n0 ] as follows. Let Y 0 = {i : vi1 = vi2 = 1}, X 0 = {i : vi1 = 1} \ Y 0 , and
Z 0 = {i : vi2 = 1} \ Y 0 . We will now obtain sets X, Y , Z and claim that Y 0 = Y , and either
X 0 = X, Z 0 = Z or X 0 = Z and Z 0 = X. We then define the vectors w1 = χ(X ∪ Y ) and
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T
T
w2 = χ(Y ∪ Z), and the XOS function g 0 (S) = max{ w1 χ(S), w2 χ(S)}. It can be
verified that if g(S) = f (S) for S ∈ D then g 0 (S) = f (S) for S ∈ D, and hence g 0 (S) satisfies
the above conditions.
To obtain X, Y , and Z, we find the values of g at all sets of size at most two. Define
Y = {i ∈ [n0 ]|∀j ∈ [n0 ], g(i, j) = g(i) + g(j)}. If Y = [n0 ], then X = Z = ∅. Else, pick any
k 6∈ Y , and let X = {k} ∪ {i ∈ [n0 ]|g(i, k) = g(i) + g(k)} \ Y . Finally, let Z = [n0 ] \ (X ∪ Y ).
We claim that Y 0 = Y , and either X 0 = X, Z 0 = Z or X 0 = Z and Z 0 = X. To see
this, note that (i) for all i, j ∈ X 0 ∪ Y 0 , g(i, j) = g(i) + g(j), (ii) for all i, j ∈ Z 0 ∪ Y 0 ,
g(i, j) = g(i) + g(j), and (iii) for all i ∈ X 0 , j ∈ Z 0 , g(i, j) < g(i) + g(j). The claim follows
from the construction of X, Y , Z above.
J

3

Subadditive Functions

We now consider the problem of extending a given partial function H to monotone subadditive
functions. A function f : 2[m] → R+ is subadditive if f (A) + f (B) ≥ f (A ∪ B) for all sets
A and B, and monotone if f (A) ≥ f (B) for all A ⊇ B. Subadditive functions capture the
important case of complement-free functions, for which no two subsets of the ground set
[m] “complement” each other. This is a natural assumption in many applications, and hence
these functions and various subclasses, including XOS functions, are widely used in game
theory [2, 7, 16].
We give the following characterization for subadditive functions, also implicit in Lemma 3.3
of [1].
Pr
I Lemma 10 ([1]). Partial function H is extensible to a subadditive function iff i=1 f (Ti ) ≥
f (Tr+1 ) for all T1 , . . . , Tr , Tr+1 ∈ D such that ∪ri=1 Ti ⊇ Tr+1 .
We use the characterization to show that Θ(log m) is a tight bound on the approximability
of Approximate Subadditive Extension, unless P = N P (and that the Extension problem is
coNP-complete). For the lower bound, we give a reduction from Set-Cover. For the upper
bound, we use earlier results which show that any subadditive function can be O(log m)approximated by an XOS function [7, 11]. Since Approximate XOS Extension can be
efficiently solved, this gives us our upper bound.
I Theorem 5. Subadditive Extension is coNP-complete. There is an O(log m) approximation
algorithm for Approximate Subadditive Extension, and if P 6= N P , this is optimal.

A lower bound on learning subadditive functions
√
√
Balcan et al. [3] proved bounds of O( m log m) and Ω( m/ log m) lower bound for learning
subadditive functions. Using Lemmas 2, 10, and a known result for cover-free families [13, 12],
√
we show an improved lower bound of Ω( m).
√
I Theorem 6. Subadditive functions cannot be PMAC-learned by a o( m) factor.
A family of sets F ⊆ 2[m] is called an r-cover free family [13, 12] if for all distinct sets
A1 , . . . , Ar , Ar+1 ∈ F we have Ar+1 6⊆ ∪ri=1 Ai . Let fr (m) be the cardinality of the largest
r-cover free family.
I Proposition 11 ([12]). fr (m) = 2Θ(

m log r
r2

).

I Lemma 12. If D = {T1 , . . . , Tn } is an r-cover free family then the partial function
{(T1 , f1 ), . . . , (Tn , fn )} is extensible to a subadditive function for any values of fi ∈ [1, r +
1], i ∈ [n].
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Proof. Suppose the partial function is not extensible. Therefore, by Lemma 10, there exists
Pk
sets T1 , . . . , Tk , Tk+1 for some k ≥ 1 such that Tk+1 ⊆ ∪ki=1 Ti and fk+1 > i=1 fi . Therefore,
we have r + 1 ≥ fk+1 > k which is a contradiction as D is an r-cover free family.
J
cm log r

cm

1

√
log( m/r)

Proof of Theorem 6. We have fr (m) ≥ 2 r2 = m r2 ( 2 − log m ) for some constant
c.
√
1
≥
For r ≤ m1/4 , fr (m) is clearly superpolynomial in m. Also, for r ≥ m1/4 , 12 − log(logm/r)
m
4.
cm log r
√
Hence, 2 r2 is superpolynomial for r = o( m). Therefore, for any such r, by Proposition 11
there exists an r-cover free family D = {T1 , . . . , Tn } such that n is superpolynomial. The
theorem is directly implied by Lemmas 2 and 12.
J

A subexponential tester for general subadditive functions
We now describe
√a property testing algorithm for general (nonmonotone) subadditive functions
that makes 2O( m log(1/) log m) queries; in this subsection, subadditive refers to nonmonotone
subadditive functions.
I Theorem
7. Given  > 0, there is a tester for general subadditive functions that makes
√
O( m log(1/) log m)
queries.
2
p
√
√
Let λ = ln(4/), and define Mλ = {S ⊆ [m]|m/2 − λ m ≤ |S| ≤ m/2 + λ m}. The
tester repeats the following steps 1/ times:
Randomly pick a set T ∈ Mλ and query the sets Q = {S ∈ Mλ |S ⊆ T }.
Pr
If there exist T1 , . . . , Tr ∈ Q for some r ≥ 1 such that T = ∪ri=1 Ti and f (T ) > i=1 f (Ti )
then reject.
√
m/2+λ m
√
The tester makes |Q|/ queries, and |Q| ≤
, and hence |Q| =
2λ m
√
O( m log(1/) log m)
2
, which is also a bound on the number of queries by the tester. Obviously if the function f is subadditive then the tester accepts. For the proof of the theorem,
we show that if f is -far from subadditive functions then the above tester rejects with constant
probability. This is then the required tester. To prove this, we first give a characterization
for partial function extension similar to Lemma 10 for general subadditive functions.
Pr
I Lemma 13. The partial function H is extensible to a subadditive function iff i=1 f (Ti ) ≥
f (∪ri=1 Ti ) for all T1 , . . . , Tr ∈ D such that ∪ri=1 Ti ∈ D.
A set T ∈ Mλ is called bad if it causes the tester to reject. The set of bad sets B consists
of T ∈ Mλ such that there exists T1 , . . . , Tr ∈ Mλ for some r ≥ 1 such that T = ∪ri=1 Ti and
Pr
f (T ) > i=1 f (Ti ).
We show that removing all sets not in Mλ , as well as the bad sets, gives us a partial
function that can be extended to subadditive function. Since the function is -far and Mλ is
large by our choice of λ, there must be many bad sets.
I Lemma 14. The partial function H = {(S, f (S))|S ∈ Mλ
a subadditive function.

and

S 6∈ B} is extensible to

Proof. Suppose the partial function is not extensible. Let D = {S|S ∈ Mλ and S 6∈ B}
be the defined sets in H. Then by Lemma 13, there will exist T1 , . . . , Tr , T ∈ D such that
Pr
T = ∪ri=1 Ti and i=1 f (Ti ) < f (T ). This implies T ∈ B which is a contradiction.
J
Proof of Theorem 7. Let D = {S|S ∈ Mλ and S 6∈ B} and U = 2[m] \ D. Since the
partial function {(S, √
f (S))|S ∈ D} is extensible, |U| ≥ 2m (since f is -far). Note that
Pm/2−λ m m
|U| = |B| + 2 i=1
i . Hence again using Chernoff bound and the value of λ, we have
|B| ≥ 2m /2. Therefore in a single iteration our tester will pick a bad set with /2 probability.
Hence after 1/ iterations, the tester will pick a bad set with constant probability.
J
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4

Independence Functions for Matroids

Matroids are basic combinatorial structures that generalize the notion of linear independence
of vectors. In both graph theory and linear algebra, many important structures are matroids.
For example, the set of forests in a graph form a graphic matroid. The set of linearly
independent rows of a matrix form a linear matroid. Consequently, the study of matroids
is a field of its own, and matroids find various applications including in combinatorial
optimization, machine learning, and coding theory (e.g., [4, 15]).
Formally, a matroid M is a pair (E, I) where E is a finite ground set and I is a family of
subsets of E that satisfies: (1) I is non-empty, (2) if A ⊆ B and B ∈ I then A ∈ I, and (3)
if A, B ∈ I, and |A| < |B| then there exists e ∈ B \ A such that A ∪ e ∈ I. Members of I are
called independent sets. By Property (3), all maximal independent sets have the same size.
M = (E, I) is a graphic matroid if there is a graph G with edges E so that if I ∈ I, then
the set of edges I is acyclic. We use M (G) to refer to the graphic matroid defined by graph
G. Matroid M is a linear matroid if there exist vectors (vi )i∈E such that if I ∈ I then the
set of vectors (vi )i∈I are linearly independent. Further background on matroids is in [25].
The independent sets of a matroid naturally induce a Boolean function f I : 2E → {0, 1}
called the independence function where f I (S) = 1 iff S is an independent set. We are
given a partial function H = {(T1 , f1 ), (T2 , f2 ), . . . , (Tn , fn )} where Ti ⊆ E, fi ∈ {0, 1} for
all i ∈ [n]. The Matroid Extension problem is to determine if there exists a matroid (E, I)
such that f I (Ti ) = fi for all i ∈ [n]. If the independence function of a matroid extends a
partial function, we say that the partial function is extensible to a matroid. We also consider
extension to restricted classes, including graphic and linear matroids.
We show the following sweeping negative result.
I Theorem 8. Matroid Extension is NP-hard for any class of matroids containing graphic
matroids.
Important classes of matroids that contain graphic matroids are linear, binary, ternary
and regular matroids [17]. By Theorem 8, the extension problem is NP-hard for all of these.
For the proof of Theorem 8, we first give some well-established properties of matroids. A
set S ⊆ E is called dependent if it is not an independent set. A minimal dependent set is
called a circuit.
I Theorem 15 ([26, 17]). Let M = (E, I) be a matroid. If I ∈ I and I ∪ e 6∈ I then I ∪ e
contains a unique circuit.
I Theorem 16 ([26, 17]). Let C be the set of circuits of a matroid. If C1 , C2 ∈ C, C1 6= C2
and e ∈ C1 ∩ C2 , then C1 ∪ C2 \ e contains a circuit.
Proof of Theorem 8. The proof is by reduction from MONOTONE-NAE-3SAT. Suppose we
are given an instance φ = C1 ∧ C2 ∧ · · · ∧ Cm0 of MONOTONE-1-IN-3SAT with n0 variables
and m0 clauses. We assume that the variables are x1 , x2 , . . . , xn0 . In our reduction, we
show that if φ is satisfiable then a graphic matroid extends the partial function and if φ is
unsatisfiable then no matroid extends the partial function. This would prove Theorem 8.
Below we give the construction of the instance of Matroid Extension from φ.
The ground set for the Matroid Extension instance consists of m = 4n0 elements, with
ai , bi , ci , di associated with each variable xi . We will denote the ground set by E. The partial
function H is defined on 4n0 + 2m0 + 1 sets, and is shown in Table 1. For each variable xi ,
each of the 3 sets {ai , bi , di }, {ai , bi , ci }, and {ci , di } are independent sets (and hence the
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b4
c3 a4

d3

Table 1 The partial function H for the instance φ = C1 ∧ · · · ∧ Cm0 where Cj = (xj1 ∨ xj2 ∨
xj3 ) (j ∈ [m0 ]).

c4
d4

Figure 1 The graph G for the satisfying assignment x1 = x4 = 1, x2 = x3 = 0 of the instance
φ = (x1 ∨ x2 ∨ x3 ) ∧ (x2 ∨ x3 ∨ x4 ).

T

f

{a1 , . . . , an0 , b1 , . . . , bn0 , c1 , . . . , cn0 }
{ai , bi , ci , di }
{ai , bi , di }, {ai , bi , ci }, {ci , di }
{aj1 , cj1 , dj1 , aj2 , cj2 , dj2 , aj3 , cj3 , dj3 }
{bj1 , cj1 , dj1 , bj2 , cj2 , dj2 , bj3 , cj3 , dj3 }

1
0
1
0
0

function values are 1). The set {ai , bi , ci , di } is dependent (and hence has value 0). The
set ∪i∈[n0 ] {ai , bi , ci } is independent. For the clause Cj = (xj1 ∨ xj2 ∨ xj3 ), we include the
dependent sets ∪i∈[3] {aji , cji , dji } and ∪i∈[3] {bji , cji , dji } in the partial function. Thus, the
set D of defined sets has size 2m0 + 4n0 + 1.
First assume that there exists a satisfying assignment of φ. We construct a graphic
matroid M (G) consistent with the partial function. We construct a graph G (see Figure 1)
with n0 connected components (one for each variable) as follows: If xi = 1 then the ith
component is a graph with 4 edges ai , bi , ci , di such that ai , ci , di forms a simple cycle.
Otherwise (if xi = 0) the ith component is a graph with 4 edges ai , bi , ci , di such that
bi , ci , di forms a simple cycle. Now we show that the independence function of this matroid
is consistent with the partial function. Since for each i ∈ [n], the edges ai , bi , ci , di contains a
cycle so the sets {ai , bi , ci , di } are not independent. Also, since cycles are formed only by the
edges {ai , ci , di } or by {bi , ci , di } (and not by edges {ci , di }), the sets {a1 , . . . , an , b1 , . . . , bn ,
c1 , . . . , cn }, {ai , bi , di }, {ai , bi , ci } and {ci , di } are independent.
For all clauses Cj = {xj1 ∨ xj2 ∨ xj3 }, at least one variable is true and
one variable is false, so the edge sets {aj1 , cj1 , dj1 , aj2 , cj2 , dj2 , aj3 , cj3 , dj3 } and
{bj1 , cj1 , dj1 , bj2 , cj2 , dj2 , bj3 , cj3 , dj3 } contain a cycle, and hence are not independent.
Suppose now that H is extensible to a matroid M = (E, I). We will show a satisfying
assignment of φ. Let C be the set of circuits of this matroid M . Since {ai , bi , di } ∈ I and
{ai , bi , ci , di } 6∈ I, by Theorem 15 {ai , bi , ci , di } contains a unique circuit. This means that
exactly one of {ai , ci , di }, {bi , ci , di }, {ai , bi , ci , di } is a circuit for all i ∈ [n0 ]. Consider an
assignment in which xi is set to 1 if {ai , ci , di } is a circuit in C and 0 otherwise. Our claim is
that this assignment is a satisfying assignment. Consider any clause Cj = {xj1 ∨xj2 ∨xj3 }(j ∈
[m]). Recall that we assumed that the variables appearing in any clause are distinct. Thus
bj1 , bj2 , and bj3 are all distinct. First we show all xj1 , xj2 , xj3 cannot be 0. We will show this
by contradiction, that if indeed all of xj1 , xj2 , xj3 are 0, then there is a circuit C̄ that does
not contain dj3 (and dj1 , dj2 ). This contradicts that {a1 , . . . , an , b1 , . . . , bn , c1 , . . . , cn } ∈ I.
Suppose all xj1 , xj2 and xj3 are 0. Since {aj1 , cj1 , dj1 , aj2 , cj2 , dj2 , aj3 , cj3 , dj3 } 6∈ I, it
contains a circuit C1 . If C1 does not contain dj1 , dj2 , or dj3 , then let C̄ = C1 , and we are
done. Otherwise suppose dj1 ∈ C1 , and note that bj1 6∈ C1 .
Since xj1 = 0, Theorem 15 implies that exactly one of {aj1 , bj1 , cj1 , dj1 } and {bj1 , cj1 , dj1 }
is a circuit. Let {aj1 , bj1 , cj1 , dj1 } be a circuit (the proof works exactly the same way if
{bj1 , cj1 , dj1 } is a circuit). Since circuit C1 does not contain bj1 , it is distinct from the
circuit {aj1 , bj1 , cj1 , dj1 }. Then by Theorem 16, C 0 = C1 ∪ {aj1 , bj1 , cj1 , dj1 } \ dj1 contains a
circuit C2 . Note that C2 is distinct from the circuit {aj2 , bj2 , cj2 , dj2 } (C2 does not contain
bj2 and bj1 6= bj2 ). If dj2 ∈ C2 then C2 ∪ {aj2 , bj2 , cj2 , dj2 } \ dj2 contains a circuit C3 (if
dj2 6∈ C2 then let C3 = C2 ). Again C3 does not contain bj3 and as before if dj3 ∈ C3 ,
then we can get a circuit C̄ that does not contain dj3 (and dj1 , dj2 ). This contradicts that
{a1 , . . . , an , b1 , . . . , bn , c1 , . . . , cn } ∈ I.
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Thus at least one of xj1 , xj2 , xj3 must be 1. Now we show all of them cannot be 1.
Suppose xj1 = xj2 = xj3 = 1. Therefore, {aj1 , cj1 , dj1 }, {aj2 , cj2 , dj2 } and {aj3 , cj3 , dj3 }
are circuits. Our argument for this case is very similar to the previous case. We have
{bj1 , cj1 , dj1 , bj2 , cj2 , dj2 , bj3 , cj3 , dj3 } 6∈ I, and so it contains a circuit D1 . The circuit D1
must contain some of dj1 , dj2 , dj3 otherwise D1 ∈ I (by property (2) of matroids since
{a1 , . . . , an , b1 , . . . , bn , c1 , . . . , cn } ∈ I). Suppose dj1 ∈ D1 . As noted before, {aj1 , cj1 , dj1 }
is a circuit. Since circuit D1 does not contain aj1 , it is distinct from {aj1 , cj1 , dj1 }. Then by
Theorem 16, D0 = D1 ∪ {aj1 , cj1 , dj1 } \ dj1 contains a circuit D2 . Note that D2 is distinct
from the circuit {aj2 , cj2 , dj2 } (D2 does not contain aj2 and aj1 6= aj2 ). If dj2 ∈ D2 then
D2 ∪ {aj2 , cj2 , dj2 } \ dj2 contains a circuit D3 . Again D3 does not contain aj3 and as before,
if dj3 ∈ D3 , then we can get a circuit D̄ that does not contain dj3 (and dj1 , dj2 ). This
contradicts that {a1 , . . . , an , b1 , . . . , bn , c1 , . . . , cn } ∈ I.
J
We now show that unless RP=NP, PAC learning is not possible for the independence
function of graphic matroids. We will use a reconstruction algorithm by Seymour for graphic
matroids [23]. Here, the independence function for a matroid M = (E, I) is given by an
oracle that takes a set S ⊆ [m] as input and returns 1 or 0 depending on whether S is an
independent set in M or not. Seymour shows an algorithm that terminates in time poly(|E|)
and, if M is a graphic matroid, uses the oracle to find a graph G such that M = M (G). We
call this algorithm as the graph recognizing algorithm. We use Theorem 8 and the graph
recognizing algorithm to show that graphic matroids cannot be PAC-learned.
I Theorem 9. Unless RP = NP, graphic matroids cannot be PAC-learned.

5

Conclusion

Our work is the first to study the complexity of partial function extension for fundamental
classes of functions: subadditive, XOS, and matroid independence. For subadditive and
XOS functions, the bounds we obtain are tight, and we utilise our results to obtain new and
improved bounds for learning and property testing of these function classes. Besides these
connections to learning and property testing, we consider the problem of partial function
extension interesting in its own right, and with applications to many other areas, such as
combinatorial optimization [24]. In previous work [5, 6] we study partial function extension
for coverage and submodular functions. We believe the study of partial function extension
to be a rich area, a focused study of which is likely to reveal many interesting properties of
these function classes, as well as results on many related problems. A particularly interesting
question left open by our work is the complexity of partial function extension for submodular
functions. The question is alluded to in a number of papers, e.g., [4, 22], however the
complexity of the problem remains unresolved.
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Appendix

Proof of Lemma 2
Consider the distribution µ that assigns probability mass uniformly to D = {T1 , . . . , Tn } and
0 elsewhere. We restrict the target function to the family F 0 = {f ∈ F|f (Ti ) ∈ [1, r] ∀i ∈
[n]} ⊆ F. Then for any algorithm that PMAC-learns F 0 with approximation factor < r, and
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for S ∼ µ, if f is the function learned by the algorithm and f ∗ is the target function, then
f ∗ (S) ≤ f (S) ≤ αf ∗ (S) for α < r. This is only possible if S is seen in the learning phase,
i.e., the samples must be a constant fraction of n, and hence superpolynomial.
J

A.1

XOS and Subadditive functions

Proof of Theorem 3. To show the upper bound, we prove that Approximate XOS extension
is in P, and that if there is an extension then there exists an extension with support size at
most n. Let the given partial function be H = {(T1 , f1 ), . . . , (Tn , fn )}. We claim that the
optimal value of α for Approximate XOS Extension (say α̂) is equal to the optimal value of
α in the following linear program (say α∗ ), with variables α and wij for all 1 ≤ i ≤ n and
1 ≤ j ≤ m. Since the linear program can be solved in polynomial time, this claim implies
that Approximate XOS Extension can be efficiently solved.
min α
fi ≤ wiT χ(Ti ) ≤ αfi

∀i ∈ [n]

wiT χ(Ti ) ≥ wjT χ(Ti ) ∀i, j ∈ [n]
wi ∈ Rm
+
α≥1
To prove the claim, let the XOS function g corresponding to the optimal solution α̂ for
Approximate XOS Extension be given by linear functions v1 , . . . , vk ∈ Rm
+ for some k ≥ 1, and
let the linear functions be indexed so that g(Ti ) = viT χ(Ti ) for i ∈ [n] (the same linear function
can appear with multiple indices, i.e., vi = vj for i 6= j). Then fi ≤ g(Ti ) = viT χ(Ti ) ≤ α̂fi
for all i ∈ [n], and viT χ(Ti ) ≥ vjT χ(Ti ) for all i, j ∈ [n]. It is clear that α̂, hvi ii∈[n] are feasible
for the linear program, hence α∗ ≤ α̂. By definition, α̂ ≤ α∗ , since the linear program
produces an XOS function that has value within α∗ factor at each Ti for all i ∈ [n]. Hence
α̂ = α∗ .
To complete the proof for the lower bound, we consider the case that k > 2. Let k 0 = k −2.
Then in the above reduction, we additionally include k 0 additional elements n0 + 1, . . . , n0 + k 0
in the ground set. Each of these additional elements is included as a separate point in our
partial function, with a large value 100(n0 + k 0 ). Additionally, we include the set [n0 + k 0 ] in
the partial function with value 100(n0 + k 0 ). It is clear that these additional sets in the partial
function necessitate k 0 additional linear functions in the support, each of which has a single
coefficient (corresponding to one of the sets {n0 + 1}, . . ., {n0 + k 0 }) equal to 100(n0 + k 0 ),
and all other coefficients 0. The remainder of the proof follows as for the case k = 2.
J
Proof of Lemma 10. For the first direction, if there exist T1 , . . . , Tr , Tr+1 ∈ D such that
Pr
∪ri=1 Ti ⊇ Tr+1 and i=1 f (Ti ) < f (Tr+1 ) then either f (Tr+1 ) > f (∪ri=1 Ti ) or f (∪ri=1 Ti ) >
Pr
i=1 f (Ti ), and hence either monotonicity or subadditivity is violated.PFor the other
direction, first assume that ∪ni=1 Ti = [m]. Then the function fˆ(S) = {min T ∈T f (T )|S ⊆
∪T ∈T T, T ⊆ D} is an extension, monotone and subadditive. If ∪ni=1 Ti ( [m] then the
function f˜ is a monotone subadditive extension, where f˜(S) is defined as: f˜(S) = fˆ(S) for
T
all S ⊆ ∪ni=1 Ti , and otherwise equal to fˆ(S 0 ) where S 0 = S ∪ni=1 Ti .
J
Proof of Theorem 5. Recall the Set-Cover problem. An instance of Set-Cover is a universe
[m], family of sets V = {S1 , . . . , Sn } such that Si ⊆ [m] and an integer k. We need to
determine if there exists a cover of universe [m] of size at most k.
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First we prove that the Extension problem is coNP-hard by reduction from Set-Cover.
Construct a partial function that is defined on each set in V and [m]. The value at each set
in V is 1 and at [m] is k + 1. If this partial function can be extended then every cover of [m]
must have size at least k + 1. On the other hand, if partial function can not be extended
then there must exist a cover of size at most k. Both of the above facts easily follow from
Lemma 10.
For the lower bound of Ω(log m) for Approximate Extension, as before, the partial function
is defined on sets V ∪ [m], and the value at each set in V is 1, and at [m] is m. Suppose
we have an α-approximation algorithm for Approximate Extension, which for this instance
returns value β. Note that ∗ ≥ β/α where ∗ is the optimal value of  in the Approximate
Extension problem.
Since the algorithm returns value β, so there exists an extension f such that 1 ≤ f (Si ) ≤ β
for all Si ∈ V and f ([m]) ≥ m. Therefore, by Lemma 10, every cover of [m] has size at least
m/β. Now we claim that there must exist a cover with size at most mα/β. Otherwise if
all covers of [m] has size at least γ > mα/β then it is easy to see that the partial function
{(S1 , m/γ), . . . , (Sn , m/γ), ([m], m)} is extensible by Lemma 10. This implies m/γ ≥ ∗ ≥
β/α which is a contradiction. This then gives an α-approximation algorithm for Set Cover,
and since Set Cover cannot be approximated by a factor better than (1 − ) log m [10], this
is true of Approximate Extension also.
We now show the upper bound for Approximate Extension. Let F and G be two classes of
functions. We say that G θ-approximates F if for all functions f in F, there exists a function
g in G such that g(S) ≤ f (S) ≤ θg(S) for all S ⊆ [m]. We first prove the following lemma.
I Lemma 17. Let F and G be two classes of functions so that G θ1 -approximates F and F
θ2 -approximates G. If there is a ρ-approximation algorithm for Approximate Extension for
F then there is an ρθ1 θ2 - approximation algorithm for Approximate Extension for G.
∗
and αG∗ be the optimal
Proof. For a given instance of partial function extension, let αF
values of α in the Approximate Extension problem for F and G respectively. Let A be
the ρ-approximation algorithm for F. A ρθ1 θ2 -approximation algorithm for Approximate
Extension for G is as follows: given any partial function H, return θ1 α where α is the value
∗
returned by algorithm A on H. We have αF
≥ αρ as A is a ρ-approximation algorithm.
∗
∗
Since G θ1 -approximates F, we have αG∗ ≤ θ1 αF
. As αF
≤ α so we have αG∗ ≤ θ1 α. Also F
α∗
∗
∗
∗
θ2 -approximates G so we have αF ≤ θ2 αG . Then αG ≥ θF2 ≥ ρθα2 . Hence ρθα2 ≤ αG∗ ≤ θ1 α.
This proves our result.
J

Recall that XOS functions are a subclass of subadditive functions. We will use the
following result:
I Theorem 18 ([7, 11]). For any subadditive function f , there exists an XOS function g
such g(S) ≤ f (S) ≤ O(log m)g(S) for all S ⊆ [m].
From the above results and Lemma 17, the upper bound for Theorem 5 follows, with
θ1 = 1, θ2 = O(log m) and ρ = 1.
J
Proof of Lemma 13. One direction is trivial. If there exist T1 , . . . , Tr , ∪ri=1 Ti ∈ D such that
Pr
r
i=1 f (Ti ) < f (∪i=1 Ti ) then partial function is not extensible to a general subadditive
functions. Now assume this is not the case. Let Dc := {S|S = ∪ri=1 Ai for someA1 , . . . , Ar ∈
D} be the union-closure of D. We now define fˆ which is an extension of f to Dc . If S ∈ D
Pk
then fˆ(S) = f (S). If S 6∈ D (and S ∈ Dc ) then fˆ(S) is minimum value of i=1 f (Si ) over
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all partition (S1 , . . . , Sk ) of S (∪ki=1 Si = S) such that Si ∈ D for all 1 ≤ i ≤ k. Let M be
the maximum value of fˆ on Dc . We define an extension of fˆ to 2[m] by assigning value M to
each set not in Dc . Let this extension be f˜. We claim that f˜ is subadditive.
Note that M is the maximum value of f˜. Let A and B be any two sets. If any of A or B
is not in Dc then f˜(A) + f˜(B) is at least M and thus f˜(A) + f˜(B) ≥ f˜(A ∪ B). Therefore,
we assume both A and B are in Dc which implies A ∪ B is also in Dc . Let A be the union of
A1 , . . . , Ar ∈ D (r ≥ 1) and B be the union of B1 , . . . , Br0 ∈ D (r0 ≥ 1). Therefore, A ∪ B
is union of A1 , . . . , Ar , B1 , . . . , Br0 . If A ∪ B is in D then by assumption and otherwise by
definition of fˆ, we have f˜(A) + f˜(B) ≥ f˜(A ∪ B).
J

A.2

Independence Functions for Matroids

Proof of Theorem 9. Recall the reduction from Monotone-NAE-3SAT to Matroid Extension.
Given an instance of Monotone-NAE-3SAT (formula φ with n0 variables and m0 clauses),
the instance of Matroid Extension is a set of defined points D with |D| = 4n0 + 2m0 + 1 and
a function h on D. From Theorem 8, φ has a satisfying assignment iff h is extensible to the
independence function of a graphic matroid.
1
Let F be the family of independence functions of graphic matroids. Let  = 2|D|
(and
hence  < 1/|D|) and µ be a uniform distribution over {(S, h(S))|S ∈ D}. Now suppose a
(randomized) algorithm A PAC-learns F and returns a function g. If the partial function
constructed is extensible, then g(S) must be the independence function of a graphic matroid,
and g(S) = h(S) for all S ∈ D (since  < 1/|D| and g must satisfy P rS∼µ [g(S) = h(S)] ≥
1 − ). If the partial function is not extensible, then clearly the two conditions cannot be
simultaneously satisfied. We are thus left with the problem of verifying these conditions in
polynomial time, given oracle access to g. Both these conditions can be checked in polynomial
time, the first by Seymour’s reconstruction algorithm, and the second by simply querying
g(S) for all S ∈ D. We can thus efficiently determine efficiently if the partial function is
extensible to a graphic matroid, and hence RP = NP.
J
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We present two efficient classical analogues of the quantum matrix inversion algorithm [16] for
low-rank matrices. Inspired by recent work of Tang [27], assuming length-square sampling access to
input data, we implement the pseudoinverse of a low-rank matrix allowing us to sample from the
solution to the problem Ax = b using fast sampling techniques. We construct implicit descriptions of
the pseudo-inverse by finding approximate singular value decomposition of A via subsampling, then
inverting the singular values. In principle, our approaches can also be used to apply any desired
“smooth” function to the singular values. Since many quantum algorithms can be expressed as
a singular value transformation problem [15], our results indicate that more low-rank quantum
algorithms can be effectively “dequantised” into classical length-square sampling algorithms.
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1

Introduction

Quantum computing provides potential exponential speed-ups over classical computers for a
variety of linear algebraic tasks, including an operational version of matrix inversion [16].
Recently, inspired by the quantum algorithm for recommendation systems [20], Tang showed
how to generalise the well-known FKV algorithm [13] to sample from the singular vectors
of low-rank matrices [27] and to implement principal component analysis [26]. Intriguingly,
Tang’s work suggested that many of the quantum algorithms for low-rank matrix manipulation
[25] can be extended to provide fast classical algorithms under suitable sampling assumptions,
achieving logarithmic dependence on the dimension. In this work, we show that such
exponential speed-ups are indeed possible in the case of low-rank matrix inversion. That is,
we present proof-of-principle algorithms for approximately inverting low-rank matrices in
runtime that is logarithmic in the dimensions. Our treatment is self-contained and improves
some aspects of previous approaches [27], leading to smaller exponents in our runtime bounds.
The main motivation of this paper comes from the quantum algorithm of Harrow, Hassidim,
and Lloyd [16] for matrix inversion. This algorithm is central to the current landscape of
quantum machine learning algorithms [4]. HHL and its improved variants [1, 3, 5] have many
applications in quantum machine learning, including least squares approximation [28], support
vector machines [24], and kernel-based methods such as Gaussian process regression [30].
However, HHL requires strong input assumptions: it needs some efficient quantum way of
accessing the input matrix A. If the matrix A is sparse [16] or has low Frobenius norm
(thereby can be well approximated by a low-rank matrix) and is stored in quantum RAM using
an efficient data structure [20, 29], then it is possible to run the HHL algorithm efficiently. It is
well known that HHL for sparse input matrices is BQP-complete [16], so it arguably achieves
exponential speedups in certain situations. However, the small-Frobenius-norm scenario is
often more relevant for machine learning problems. By dequantising HHL in the low-rank
regime, we indicate that this use case does not yield exponential speedups by default, contrary
to earlier high hopes. The situation is analogous to the case of quantum recommendation
systems [20] which was initially also believed to provide exponential quantum speedups. To
summarise, the intuitive message of our work is that quantum matrix inversion does not
give exponential quantum speedups for low-rank datasets (unless for some reason another
high-rank, e.g. Fourier, transformation plays a crucial role in the problem).
In this paper, we give two algorithms (Algorithm 1 and Algorithm 2) for solving Ax = b
in time depending only logarithmically on input dimension, by assuming “length-square
access” to input and applying sketching techniques exploiting this access.1 We want to solve
Ax = b, where we are given A ∈ Rm×n and b ∈ Rm , and wish to recover x ∈ Rn . The
2
equation might not have a solution, but we can always find an x minimizing kAx − bk .
P
T
k
Namely, x = A+ b works, where A+ is the pseudoinverse of A. If A = `=1 σ` u(`) v (`) is
a singular value decomposition of A, such that σ` > 0, then the pseudoinverse is simply
Pk
Pk
T
A+ = `=1 v (`) u(`) /σ` , and x = `=1 v (`) hu(`) , bi/σ` . The central tool to our result is

1

This paper is a merge of two arXiv preprints [9, 14], containing Algorithm 1 and Algorithm 2, respectively.
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working with a vector v via length-square access, allowing queries to the norm kvk and
individual coordinates vi , as well as providing samples from the length-square distribution
|vi |2
. In our algorithms we assume length-square access to the input matrix A, requiring
kvk2
length-square access to the rows of A as well as to the vector of row-norms. The output of
our algorithms is a description of an approximate solution x̃, providing efficient length-square
access to x̃.
Applications of the classical stochastic regression algorithms presented here include a
wide variety of data analysis problems. Consider, for example, the problem of finding the
optimal investment portfolio amongst n stocks. As shown in [23], under typical assumptions
used for classical portfolio management, finding and sampling from the optimal portfolio and
mapping out the optimal risk-return curve is a low-rank matrix inversion problem which can
be solved on a quantum computer in complexity that has logarithmic dependence on the
dimensions; in contrast conventional classical portfolio optimization methods have polynomial
dimension dependence. The results presented here show that our quantum-inspired classical
algorithms can similarly allow one to map out the risk-return curve and sample from the
optimal portfolio with classical complexity that depends logarithmically on the dimensions.

1.1

Discussion and related work

In a 2019 preprint, Arrazola et al. [2] implements and benchmarks the algorithms described
in this work. They conclude that our algorithms perform well for very low-rank matrices,
but that the key aspects of this work that make it comparable to quantum algorithms (e.g.
inner product estimation and length-square sampling of the output vector) don’t provide
significant improvements over naive classical approaches. While such results suggest that
quantum-inspired algorithms typically don’t improve over existing classical techniques, our
main conclusion – that quantum algorithms for low-rank linear systems likely don’t yield
exponential speedups – still stands. Notably, we are lacking complete end-to-end analyses
of QML algorithms to compare these benchmarks to, which we need in order to make solid
conclusions about whether quantum algorithms would suffer comparable slowdowns as these
quantum-inspired ones, particularly with the high overhead of running quantum algorithms
using current techniques.
Although in this paper we focus on implementing the pseudo-inverse of a matrix by
inverting the singular values, one could in principle apply any desired function to the singular
values, particularly for problems assuming close-to-low-rank input. A follow-up line of
work [8, 10, 6, 11, 18] does precisely this to effectively dequantise other quantum machine
learning results. The work of Chia et al. [7] unifies this line of research, showing that all
of these applications can be studied in a common framework via singular value transformation, a problem known to generalize many quantum algorithms [15]. This supports Tang’s
suggestion [26] that many quantum algorithms can be effectively turned to randomised classical algorithms via length-square sampling techniques incurring only polynomial overheads.
Exponential quantum speed-ups appear to be tightly related to problems where high-rank
matrices play a crucial role, like in Hamiltonian simulation or the Fourier transform. However,
more work remains to be done on understanding the class of problems for which exponential
quantum speed-up can be achieved.

2

Our algorithms

We use the following notation. For v ∈ Cd we denote the Euclidean norm by kvk. For a
matrix A ∈ Cm×n we denote by kAk the operator norm, and by kAkF the Frobenius norm.
We use notation Ai. for the i-th row, A.j for the j-th column, and A† for the adjoint of A. We
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use “bra-ket” notation: for v ∈ Cd we denote the corresponding column vector by |vi ∈ Cd×1 ,
and by hv| ∈ C1×d its adjoint. Accordingly we denote the inner product hv, wi by hv|wi. For
a nonzero vector x ∈ Cn , we denote by Dx the probability distribution on {1, . . . , n} where
2
the probability that i is chosen is defined as Dx (i) = |x(i)|2 /kxk for all i ∈ {1, . . . , n}.

2.1

Sampling

To have any hope for solving matrix inversion in sublinear time, we need additional assumptions on the input. In the case of quantum machine learning, the main assumption is typically
that one can prepare certain quantum states related to the input matrix. We work with the
quantum-inspired classical analogue of state preparation which is length-square sampling.
I Definition 1 (Length-square distribution). For a non-zero vector v ∈ Cn , we define the
(v)
|vi |2
length-square probability distribution q (v) on [n] to satisfy qi := kvk
2.
This is a classical analogue of preparing quantum states |vi: if v describes a normalised
pure quantum state, the above distribution is exactly the distribution we get through
measurement in the computational basis, as described by Born’s rule. Moreover, the usual
data structures that support fast quantum state preparation also support fast length-square
sampling. We will describe a prominent example of such a data structure: it has been used
to support previous quantum-inspired algorithms [27, 26], QML algorithms [22, 21, 20], and
randomised linear algebra algorithms [13]. This data structure supports all the operations
necessary to run our matrix inversion algorithms, and yields only logarithmic overheads in
the runtime.
Specifically, to run Algorithm 1, we need length-square access to the input matrix A (and
standard query access to b). We define length-square access below, first for a vector, then for
a matrix.
I Definition 2 (Length-square access to a vector). We say that we have length-square access
to the vector v ∈ Cn if we can request a sample from the distribution q (v) at cost S(v). We
also assume that we can query the elements of v with cost Q(v), and that we can query the
value of kvk with cost N (v).2 We denote by L(v) := S(v) + Q(v) + N (v) the overall access
cost.
I Definition 3 (Length-square access to a matrix). We say that we have (row) length-square
access to the matrix A ∈ Cm×n if we have length-square access to the rows Ai. of A for all
i ∈ [m] and length-square access to the vector of row norms a ∈ Rm , where ai := kAi. k. We
denote by L(A) the complexity of the length-square access to A.
Note that length-square access to A implies the ability to determine kAkF in N (A) time.

2.1.1

Data structures for length-square access

We can build a data structure for length-square access to a vector v ∈ Cn in the following
way. For each i ∈ [n], we store vi as |vi |2 and vi /|vi |. Then, we build a binary tree, with |vi |2
as the leaves. In each interior node we store the sum of the left node and the right node. In
2
particular, the root node stores kvk . Further, we can perform length-squared sampling on v
in O(log n) time by starting from the root node and recursing on a child with probability

2

We assume for simplicity that S(v), Q(v), and N (v) ≥ 1.
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2

kak = kAkF
2

2

|a1 |2 = kA1. k
|A11 |2 + |A12 |2

|a2 |2 = kA2. k

|A13 |2 + |A14 |2

|A21 |2 + |A22 |2

|A23 |2 + |A24 |2

|A11 |2

|A12 |2

|A13 |2

|A14 |2

|A21 |2

|A22 |2

|A23 |2

|A24 |2

A11
|A11 |

A12
|A12 |

A13
|A13 |

A14
|A14 |

A21
|A21 |

A22
|A22 |

A23
|A23 |

A24
|A24 |

Figure 1 The length-square data structure for A ∈ C2×4 . We compose the data structure for a
in orange with the data structure for A’s rows in blue.

proportional to its weight. Finally, this data structure supports finding and updating entries
in O(log n) time and can be modified to support sparsity, pruning down the tree to take
space linear in the number of non-zero entries.
Now that we have length-square access data structures for a vector, we can get the same
for a matrix A ∈ Cm×n by simply creating the vector data structure for each row of A and
a the vector of row norms (see Figure 1). We can view the data structure for a as simply
placing another tree onto the root nodes of each row’s tree. This view makes it evident that
this data structure supports: O(log mn) update time, O(log n) time length-squared sampling
to the rows of A and O(log m) time length-squared sampling to a. In light of this data
e
structure, for simplicity, some portions of our complexity analysis will assume L(A) = O(1).

2.2

Main results

For simplicity, we treat the case when the matrix A has rank k  m, n, and does not have
too small singular values.3 In order to execute our algorithms, we use length-square sampling
techniques, which have found great applications in randomised linear algebra [19] and the
recent quantum-inspired classical algorithm for recommendation systems [27]. For simplicity
we assign unit cost to arithmetic operations such as addition or multiplication of real or
complex numbers, assuming that all numbers are represented with a small number of bits.
We present two algorithms, whose only essential difference is the parameters chosen. The
2
time complexity of the first is better when rank(A) < kAk2 /σmin
, while the time complexity
2
2
of the second is better when rank(A) > kAk /σmin , where σmin (A) denotes the minimum
nonzero singular value of A.
In our first algorithm, by renormalizing, we can assume that kAk ≤ 1 and kA+ k ≤ κ.
Our program is the following: we first show how to describe an approximate singular value
Pk
decomposition `=1 σ̃` |ũ(`) ihṽ (`) | using a succinct representation of the vectors. Then we
show how to estimate the values hũ(`) |bi/σ̃` via sampling, and how to sample from the

3

This assumption can be relaxed by inverting A on the “well-conditioned” subspace, and dealing with
small singular values similarly to the earlier works [13, 27], see follow-up work [7] for more details.
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corresponding linear combination of the vectors ṽ (`) . The overall algorithm allows us to
sample, query elements, and estimate the norm of an approximate solution x̃ ≈ A+ b to the
equation Ax = b in time poly-logarithmic in the size of the matrix. Essentially, we get fast
length-square access to x̃.
The idea of the approximate singular value decomposition of A using length-square
sampling comes from [13]. Consider using length-square sampling to sample some rows R. If
we sample enough rows, then AT A − RT R is small as shown by Theorem 6. This means
that R’s singular values and right singular vectors are close to A’s singular values and right
singular vectors. Further, as shown by Lemma 7, by applying the matrix A to R’s right
singular vectors, we can recover approximate left singular vectors of A. This is promising, but
since R’s rows are still length n, computing its singular value decomposition is prohibitively
slow. However, we can apply the trick once more! We can sample columns of R to form the
submatrix C. Again the singular values and left singular vectors of C are very close to the
singular values and left singular vectors of R provided that RRT − CC T is small. Since C
will have logarithmic size in terms of the input dimensions, we can compute its singular value
decomposition quickly, and using the above techniques, translate this to an approximate
singular value decomposition of A.
Algorithm 1 Low-rank stochastic regression via length-square sampling.

Input: A vector b ∈ Cm and a matrix A ∈ Cm×n s.t. kAk ≤ 1, rank(A) = k and
kA+ k ≤ κ.
Goal 1: Query elements of a vector x̃ such that kx̃ − xk ≤ εkxk for x = A+ b.
|xj |2
Goal 2: Sample from a distribution 2ε-close in total-variation distance to kxk
2.
Goal 3: Output a ν such
that
|ν
−
kxk|
≤
3εkxk.

 

1: Init:

Set r = 210 ln

8n
η

κ4 k2 kAk2F
ε2

and c = 26 · 34 ln

8r
η

κ8 k2 kAk2F
ε2

.

(a)

2: Sample rows: Sample r row indices i1 , i2 , . . . , ir according to the row norms qi
kAk

A

=

kAi. k2
.
kAk2F

Define R to be the matrix whose s-th row is √rF kAiis .. k .
s
3: Sample columns: Sample s ∈ [r] uniformly, then sample a column index j according
(A )
(R )
|A |2
to qj s. = qj is . = kAis j k2 . Sample a total number of c column indices j1 , j2 , . . . , jc this
is .

kRkF
√
c

R

kAk

R

.jt
= √cF R.jt .
kR.jt k
k .jt k
4: SVD: Query all elements of A corresponding to elements of C. Compute C’s top k left
singular vectors w(1) , . . . , w(k) and corresponding singular values σ̃1 , . . . , σ̃k .
(`)
5: Approximate right singular vectors of A: Implicitly define ṽ (`) := σ̃1 R† ws .
`
6: Matrix elements: For each ` ∈ [k] compute λ̃` such that λ̃` − hṽ (`) |A† |bi =



way. Define the matrix C whose t-th column is

O

εσ̃`2 kbk
√
k

.

7: Output: Row indices i1 , i2 , . . . , ir and w :=

Pk

λ̃` (`)
`=1 σ̃`3 w

 √

∈ Cr s.t. kwk = O κ2 kkbk .

This implicitly describes x̃ := R† w. The goals follow from length-square access to x̃
described in Lemma 12; the routines are summarised below.
P †
Queries to x̃: x̃j = Rj,s
ws , so query Rs,j for all s ∈ [r] and compute naively.
2
Sampling from |x̃j |2 /kx̃k : Perform rejection sampling; each round uses one sample
|Rs,j |2
for some s ∈
kRs,. k2
2
2
2
kwk kAkF /kx̃k rounds.

(Rs. )

according to qj

=

[r] and r queries to entries of R, in expectation,

sampling takes
Estimating kx̃k: Perform rejection sampling for a fixed number of rounds; the probability
2
2
2
of success over those rounds approximates kx̃k /(kwk kAkF ).
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The correctness and complexity of Algorithm 1 is summarized in the following theorem,
which is proven in Section 3. (We only work out the constant factors for the number of rows
and columns to be sampled, because these parameters dominate the complexity.)
I Theorem 4 (For Algorithm 1). Assume that A has rank at most4 k, kAk ≤ 1, kA+ k ≤ κ,
and the projection of b to the column space of A has norm Ω(kbk). Also assume that we have
5
e
e
O(1)-time
query access to b and O(1)-time
length-square access to A. Then Algorithm 1
solves Ax = b up to ε-multiplicative accuracy, such that kx̃ − 
A+ bk ≤ εkA+ bkwith probability
e κ16 k 6 kAk6 /ε6 , outputting an
at least 1 − η and we can execute Algorithm 1 in complexity O
F


e κ4 k 2 kAk2 /ε2 ,
implicit description of x̃ that supports length-square access, with Q(v) = O
F




4
4
8 3
2
8 3
4
e
e
S(v) = O κ k kAkF /ε (with high probability), and N (v) = O κ k kAkF /ε (outputting
an estimate of the norm to (1 ± ε) multiplicative error).
Our second algorithm has a similar flavor as Algorithm 1.
Algorithm 2 The algorithm for sampling from and querying to A+ b.
1: Input: , κ0 , kAk, kAkF , and A ∈ Cm×n with the length square access as defined in
2:
3:

4:
5:

6:

7:

Definition 3. 6 2 08
kAk kAkF κ ln(n/δ)
kAk10 kAk2F κ012 ln(n/δ)
Set s = Θ(
), and p = Θ(
).
2
2
Independently sample s row indices i1 , . . . , is according to the probability distribution
2
i. k
{P1 , . . . , Pm } where Pi = kA
.
kAk2F
p
s×n
Let S ∈ C
be the matrix formed by the normalized rows A(it , ·)/ pPit for t ∈
{1, . . . , s}.
Independently sample p column indices j1 , . . . , jp by the following procedure: first sample
a row index t ∈ {1, . . . , s} uniformly at random; then sample a column index j from the
probability distribution DAit . .
q
Let W ∈ Cs×p be the matrix formed by the normalized columns S.jt / pPj0t for t ∈
Ps
{1, . . . , p}, where Pj0 = `=1 DAi` . (j)/p, and i1 , . . . , is are the indices sampled in step 2.
Compute the singular values σ1 , . . . , σk of W and their corresponding left singular vectors
u
u1 , . . . , uk , where k is the rank of W . Define the matrix V ∈ Cn×k as V.j = S † σjj .
†

8: Construct the vector w ∈ Cs as wi = V.i A† b by applying Lemma 15.

9: Compute w 0 as wi0 = wi /σi2 .

To query the j-th entry of of the solution: output the inner product Vj. w0 .
To sample from the solution: use Lemma 13 to sample from V w0 .

The correctness and complexity of Algorithm 2 is summarized in the following theorem,
which we prove in Section 4.
I Theorem 5 (For Algorithm 2). Let A ∈ Cm×n be a matrix whose length square access
e
defined in Definition 3 can be obtained in O(1)
time, and b ∈ Cm be a vector. Assume kbk = 1
and the norm of the projection of b onto the column space of A is at least some constant.

4

5

While running the algorithm we can actually detect if A has lower rank and adapt the algorithm
accordingly.
e ) we hide poly-logarithmic factors in T , the dimensions m, n and the failure
In this paper by O(T
probability η.
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Let6 κ0 := 1/σmin (A), where σmin (A) is the minimum nonzero singular value of A. Then,
Algorithm 2 succeeds with probability 1 − δ, can (1) approximate (A+ b)i for a given index
i ∈ {1, . . . , n} with error kA+ bk, and (2) sample from a distribution that is -close to DA+ b
with time complexity
!
6ω+4
2ω
kAk
kAkF κ08ω+4
e
,
(1)
O
2ω
where ω < 2.373 is the matrix multiplication exponent.
Note that our complexity bound has smaller exponents than e.g. [27]. This partly comes
from the fact that we only consider low-rank matrices, but we also get improvements by
adapting and reanalysing the FKV algorithm [13].
e
We can achieve O(1)-time
for the input accesses in Theorems 4 and 5 using, for example,
the data structure in Section 2.1.1. If input access takes some different O(L)
time instead,

e Lκ12 k 4 kAk4 /ε4 , which is L times
Algorithm 1’s runtime increases by an additive term of O
F
the query complexity; the runtimes of S(v) and N (v) also increase by a factor of L. Similarly,

e Lκ020 kAk16 kAk4 /ε4 .
Algorithm 2’s runtime increases by an additive term at most O
F
For comparison with the quantum analogue, note that under the assumption that the
data structure for A is stored in quantum memory, an ε-approximate quantum state |x̃i/kx̃k
e
can be prepared in complexity O(κkAk
F polylog(1/ε)), as shown in [5, 15]. This directly
enables length-square sampling, and its entries can be estimated with poly(κ/ε) overheads.

3

Proof of Theorem 4

In Algorithm 1, we first convert left singular vectors of C (w(`) ) to approximate right singular
vectors of R (ṽ (`) ), which also approximate right singular vectors of A. Then we “convert”
these to left singular vectors of A in the form (hṽ (`) |A† /σ̃` ). To clarify the formula for x̃,
notice the following sequence of approximations:
k
k
X
X
hṽ (`) |A† |bi
1 (`) (`)  †
†
A b = (A A) A b ≈ (R R) A b ≈
|ṽ ihṽ | A |bi = R
|w(`) i
2
σ̃`
σ̃`3
+

†

+

†

†

+

†

`=1

`=1

≈ R†

k
X
λ̃`
|w(`) i 3 = x̃
σ̃`
`=1

The conversion step from right to left singular vectors of A magnifies previous inaccuracies.
For this reason, unlike in earlier works [13, 27], it is beneficial to sample a higher number of
columns than rows.

3.1

Correctness of Algorithm 1

To show correctness, we will show that kx̃ − xk ≤ εkxk as desired. (If this holds, then the
length-square distributions of x and x̃ are 2ε-close by Lemma 10 and a (1 ± ε)-approximation
to kx̃k is a (1 ± 3ε)-approximation to kxk.) The methods to query and sample from x̃ given
the output of Algorithm 1 are exact, so this suffices for correctness.

6

Note that κ0 is different from κ in Algorithm 1. In order to compare the runtimes in Theorem 4 and
Theorem 5 one should set κ = κ0 kAk and replace kAkF by kAkF /kAk in Theorem 4 while setting ω = 3
in Theorem 5.
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We break the correctness argument in two parts. In Section 3.1.1, we show that the
approximate right singular vectors ṽ (`) and approximate singular values σ̃` described in the
algorithm satisfy
k
X
|ṽ (`) ihṽ (`) |

σ̃`2

`=1

A† A − Πrows(A) ≤

ε
.
2

(2)

If we could compute exact versions of our λ̃` ’s from Algorithm 1, λ` := hṽ (`) |A† |bi, then the
corresponding output of the algorithm,
0

|x i :=

k
X
|ṽ (`) ihṽ (`) |
`=1

σ̃`2

†

A |bi =

k
X
hṽ (`) |A† |bi
`=1

σ̃`2

|ṽ

(`)

k
X
λ` (`)
i=
|ṽ i,
σ̃`2

(3)

`=1

would be sufficiently close to x due to Equation (2):
0

kx − xk =

k
X
|ṽ (`) ihṽ (`) |
`=1

σ̃`2

†

A |bi − |xi =

k
X
|ṽ (`) ihṽ (`) |
`=1

σ̃`2

!
†

A A − Πrows(A) |xi ≤

ε
kxk.
2

Remember that we assumed that the projection of b to the column space of A has norm
Ω(kbk). Since kAk ≤ 1 we also have that kxk = Ω(kbk). Therefore it suffices to find x̃ such
that kx̃ − x0 k = O(εkbk) in order to ensure kx̃ − x0 k ≤ 2ε kxk.
 In Section
 3.1.2, we show that using the λ̃` from Algorithm 1, which satisfies λ` − λ̃` =
εσ̃`2 kbk
√
k

, does not perturb the solution too much. Namely, kx̃ − x0 k can be bounded by

O(εkbk) and kwk = O κ2 kkbk .
O

3.1.1

Finding approximate singular values and right singular vectors

First we invoke some improved bounds on length-square sampling from [19, Theorem 4.4].7
Length-square row sampling of a matrix A ∈ Cm×n is as follows: pick a row index i ∈ [m]
2
Ai.
i. k
with probability pi = kA
, and upon picking index i set the random output Y = √
pi .
kAk2F
Notice that in Algorithm 1 both R and C can be characterised as length-square (row) sampled
matrices (the latter holding because every row of R has the same norm).
I Theorem 6. Let A ∈ Cm×n be a matrix and let R ∈ Cs×n be the sample matrix obtained by
length-squared sampling and scaling to have E[R† R] = A† A. (R consists of rows Y1 , Y2 , . . . , Ys ,
√
which are i.i.d. copies of Y / s, as defined above.) Then, for all ε ∈ [0, kAk/kAkF ],8 we have


ε2 s
P R† R − A† A ≥ εkAkkAkF ≤ 2ne− 4 .
Hence, for s ≥

4 ln(2n/η)
,
ε2

with probability at least (1 − η) we have

R† R − A† A ≤ εkAkkAkF .
In the following lemma kM k denotes the operator norm, but the proof would also work
for the Frobenius norm. Note that the following lemmas are independent of the dimensions
of the matrices, which is the reason why we do not specify the dimensions. We use δij to
denote the Kronecker delta function, which is defined to be 1 if i = j and 0 otherwise.
7
8

In [19] the theorem is stated for real matrices, but the proof works for complex matrices as well.
If ε ≥ kAk/kAkF , then the zero matrix is a good enough approximation to AA† .
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I Lemma 7 (Converting approximate left and right singular vectors). Suppose that w(`) is a
system of orthonormal vectors spanning the column space of C such that
k
X

|w(`) ihw(`) | = Πcols(C)

hw(i) |CC † |w(j) i = δij σ̃i2 .

and

`=1
†

(`)

Suppose that rank(R) = rank(C) = k and RR† − CC † ≤ γ. Let ṽ (`) := R σ̃w` , then


2
γ 2kRk + γ
γ
|hṽ (i) |ṽ (j) i − δij | ≤
hṽ (i) |R† R|ṽ (j) i − δij σ̃i2 ≤
,
and
.
σ̃i σ̃j
σ̃i σ̃j
Proof. Let V be the matrix whose `-th column is the vector ṽ (`) and let us define the Gram
matrix G = V † V . We have that
hw(i) |CC † |w(j) i
hw(i) |RR† |w(j) i
γ
γ
− δij ≤
− δij +
=
.
σ̃i σ̃j
σ̃i σ̃j
σ̃i σ̃j
σ̃i σ̃j

Gij = |hṽ (i) , ṽ (j) i − δij | =

Now observe that


2
RR† RR† − CC † CC † ≤ RR† (RR† − CC † ) + (RR† − CC † )CC † ≤ γ 2kRk + γ .
Let i, j ∈ [k], then
(i)

†

†

hw |CC CC |w

(j)

(i)

i = hw |CC

†

k
X

!
|w

(`)

ihw

(`)

| CC † |w(j) i = δij σi4 .

`=1

Finally we get that
hṽ (i) |R† R|ṽ (j) i − δij σi2 =

hw(i) |RR† RR† |w(j) i
− δij σi2
σ̃i σ̃j
†

(i)

†

hw |CC CC |w
σ̃i σ̃j


2
γ 2kRk + γ
=
.
σ̃i σ̃j

(j)

≤

i

− δij σi2 +



2
γ 2kRk + γ
σ̃i σ̃j
J

I Lemma 8. Let B be a matrix of rank at most k, and suppose that V has k columns that
span the row and column spaces of B. Then
kBk ≤ (V † V )−1

V † BV .
1

Proof. Let G := V † V be the Gram matrix of V and let Ṽ := V G− 2 . It is easy to see that
Ṽ is an isometry and its columns still span the the row and column spaces of B. Since Ṽ is
an isometry we get that
kBk = Ṽ † B Ṽ

1

1

= G− 2 V † BV G− 2

≤ G−1

V † BV

= (V † V )−1

V † BV .

J

I Lemma 9 (Approximate left and right singular vectors). Suppose that ṽ (i) is a system of
approximately orthonormal vectors spanning the row space of A such that
|hṽ (i) |ṽ (j) i − δij | ≤ α ≤
where σ̃i2 ≥

4
5κ2 .

Πrows(A) −

1
4k

and

hṽ (i) |R† R|ṽ (j) i − δij σ̃i2 ≤ β,

(4)

Suppose that rank(A) = rank(R) = k and A† A − R† R ≤ θ, then

k
X
|ṽ (`) ihṽ (`) |
`=1

σ̃`2

A† A ≤

8k
(βκ2 + θκ2 + α).
3

(5)
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Proof. Let B :=

Pk

`=1

|ṽ (`) ihṽ (`) | †
A A
σ̃`2

− Πrows(A) , we will apply Lemma 8. For this observe

k
X
hṽ (i) |ṽ (`) ihṽ (`) |A† A|ṽ (j) i

hṽ (i) |B|ṽ (j) i =

σ̃`2

`=1

k
X
hṽ (i) |ṽ (`) ihṽ (`) |R† R|ṽ (j) i

≤

σ̃`2

`=1

σ̃`2

`=1

− hṽ (i) |ṽ (j) i

− δij +

+ hṽ (i) |ṽ (j) i

σ̃`2

`6=j

k
X
hṽ (i) |ṽ (`) ihṽ (`) |R† R|ṽ (j) i

≤

+α

hṽ (j) |R† R|ṽ (j) i
− δij + 2θκ2 + α
σ̃j2

+ α(1 + β/σj2 ) + δij β/σj2 + 2θκ2 + α

σ̃`2

`6=j

ṽ (j)

σ̃`2

− δij + 2θκ2 + α

k
X
hṽ (i) |ṽ (`) ihṽ (`) |R† R|ṽ (j) i

≤

k
X
|hṽ (i) |ṽ (`) i|θ ṽ (`)
`=1

k
X
hṽ (i) |ṽ (`) ihṽ (`) |R† R|ṽ (j) i

≤
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5
≤ (1 + kα)β κ2 + 2θκ2 + 2α ≤ 2(βκ2 + θκ2 + α).
4

Pk
Let e` ∈ Ck denote the `-th standard basis vector and let us define V := `=1 |ṽ (`) ihe` |. It
follows that V † BV ≤ 2k(βκ2 + θκ2 + α). By (4) we have that V † V − I ≤ kα ≤ 1/4,
and thus (V † V )−1 ≤ 4/3. By Lemma 8 we get that kBk ≤ 8k(βκ2 + θκ2 + α)/3.
J
1
1
4
5 2
2
If γ ≤ 10κ
2 and θ ≤ 10κ2 , we get σ̃min ≥ 5κ2 . Then by Lemma 7 we get that α ≤ 4 κ γ
2
and β ≤ 3κ γ. Substituting this into Equation (5) we get the upper bound


8k
8k
γ 8kκ4 + 10kκ2 /3 + θ κ2 ≤ γ12kκ4 + θ κ2 .
3
3

(6)

1 ε
1 ε
Choosing θ = 16
kκ2 and γ = 36 kκ4 , the above bound (6) becomes ε/2. Therefore to succeed
2
with probability at least 1 − η/2 it suffices to sample r = 210 ln(8n/η)κ4 k 2 kAkF /ε2 row
2
indices, and then subsequently c = 26 · 34 ln(8r/η)κ8 k 2 kAkF /ε2 column indices as shown by
Theorem 6.

3.1.2

The required precision for matrix element estimation

Recall from Equation (3) that x0 =

Pk

λ` (`)
`=1 σ̃`2 ṽ ,

and x̃ is as above except we replace λ`

with λ̃` . As we argued in the beginning of the section, for the correctness of Algorithm 1
0
it suffices to ensure
kx̃

 − x k = O(ε), assuming that kbk = 1. Now we show that if we have
λ` − λ̃` = O

εσ̃`2 kbk
√
k

, then the magnitude of perturbation can be bounded by O(ε), and
 √ 
we also get that kwk = O κ2 k . Let e` ∈ Ck denote the `-th standard basis vector; we
rewrite kx̃ − x0 k as
k
X
λ` − λ̃`
`=1

σ̃`2

|ṽ

(`)

i

`=1

Let us define V :=
k
X
λ` − λ̃`
`=1

σ̃`2

v
u k
u X λ` − λ̃`
=t
|ṽ (`) ihe` |e` i
Pk

`=1

|ṽ (`) i =

where we used that V † V

σ̃`2

hz|V † V |zi ≤
≤ 1 + kα ≤

v
u
u
=t

k
X

!
|ṽ (`) ihe

`=1

|ṽ (`) ihe` |, and |zi :=
q

2

q

4
3

Pk

`=1

λ` −λ̃`
|e` i,
σ̃`2

`|

k
X
λ` − λ̃`
`=1

σ̃`2

!
|e` i

2

.

then we have that

kV † V kkzk = O(ε),

as we have shown in the proof of Lemma 9.
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 √ 
Now we show that kwk = O κ2 k . Remember that ṽ (`) =
Pk λ̃` (`)
† Pk
λ̃` (`)
R.`
`=1 σ̃ 3 w , then we get
`=1 σ̃ 3 w . Let w :=
`

R† w(`)
σ̃` ,

thus x̃ =

`

v
v
v
v
u k
u k
u k
u k
2
uX |λ̃` |2
uX |λ` |2 uX
uX |λ` |2


|λ̃` − λ` |
2 t
t
t
t
kwk =
≤
+
≤O κ
+ O κ2 ε .
2
6
6
2
σ̃`
σ̃`
σ̃`
σ̃`
`=1

`=1

`=1

`=1

Finally observe that
k
X
|λ` |2

σ̃`2

`=1

=

k
X
hb|A|ṽ (`) ihṽ (`) |A† |bi

σ̃`2

`=1

≤

k
X
hṽ (`) |R† R|ṽ (`) i
`=1

σ̃`2

"
≤ Tr

k
X
A|ṽ (`) ihṽ (`) |A†
`=1

+ O kκ2



#

σ̃`2

"
= Tr

k
X
hṽ (`) |A† A|ṽ (`) i

#

σ̃`2

`=1

A† A − R† R ≤ O k + kβκ2 + kθκ2 ≤ O(k + ε),



where the last two inequalities follow from Lemma 9 and its follow-up discussion.

3.2

Complexity of Algorithm 1

The complexity is dominated by two parts of the algorithm: finding the left singular vectors
of an r by c matrix, and estimating some matrix elements of A. If we use naive matrix
multiplication, then computing the singular value decomposition of CC † costs
!
6

2
16 6 kAkF
e
.
O r c =O κ k
ε6
In this section, we prove that this dominates the runtime of the algorithm. First, we use
length-square sampling techniques similarly to Tang [27]
 to approximate the matrix elements
4
e κ8 k 4 kAk4 F as we show in Section 3.2.2. Second,
λ` := hṽ (`) |A† |bi, which has complexity O
ε
Pk λ̃` (`)
we show how to efficiently length-square sample from x̃ :=
using rejection
`=1 σ̃`2 ṽ
sampling.

3.2.1

Length-square sampling techniques

Before we begin discussion of the two sampling techniques used, we note that the closeness
of two vectors in Euclidean distance implies closeness of their corresponding distributions.
I Lemma 10 (Bounding Total Variation distance by Euclidean distance [27, Lemma 4.1]). For
2kv−wk
v, w ∈ Cn , q (v) , q (w) T V ≤ max(kvk,kwk)
.

3.2.2

Estimating the matrix element hṽ (`) |A† |bi

We use the inner product estimation method of Tang [27] for matrix element estimation.
The proof can be found in one of the full versions [15].
I Lemma 11 (Trace inner product estimation). Suppose that we have length-square access
m×n
to A ∈ Cm×n
in complexity Q(B). Then we can
 and
 query access to the matrix B ∈ C
†
estimate Tr A B to precision ξkAkF kBkF with probability at least 1−η in time

O


log(1/η)
(L(A)
+
Q(B))
.
ξ2
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We can estimate λ` = hṽ (`) |A† |bi = Tr hṽ (`) |A† |bi = Tr A† |bihṽ (`) | using this lemma.
Observe that |bihṽ (`) | F = ṽ (`) kbk ≤ (1+ε)kbk, and we can query the (i, j) matrix element
(`)
e
e
of |bihṽ (`) | by querying bi and ṽj , which has O(1)
and O(r)
cost respectively. We desire
 2 
εσ` kbk
η
to estimate λ` to additive precision O √k
with success probability 2k
. By applying
Lemma 11, we can compute such an estimate λ̃` with complexity
!
!
!
2
2
4
kkAk
kAk
kAk
F
F
F
e log(2k/η)
e κ4 k
e κ8 k 3
O
r =O
r =O
.
ε2 σ`4
ε2
ε4

3.2.3

Sampling from the approximate solution

Our goal is to sample from the length-square distribution of x̃ = R† w. In order to tackle
this problem we invoke a result from [27] about length-square sampling a vector that is a
linear-combination of length-square accessible vectors. The proof can be found in one of the
full versions [15].
I Lemma 12 (Length-square sample a linear combination of vectors [27, Proposition 4.3]).
Suppose that we have length-square access to R ∈ Cr×n having normalised rows, and we are
given w ∈ Cr (as a list of numbers in memory). Then we can implement length-square access
to y := R† w ∈ Cn , so that we can
1. query for entries with complexity Q(y) = O(rQ(R));


2. sample from q (y) with complexity S(y) satisfying9 E[S(y)] = O

rkwk2
(S(R)
kyk2

+ rQ(R)) ;

3. estimate kyk
± ε) multiplicative error
 to (1
 with success probability ≥ 1 − δ in complexity
rkwk2
1
e
N (y) = O kyk2 ε2 (S(R) + rQ(R)) log δ .
√
Since all rows of R have norm kAkF / r, and kx̃k = Ω(1) by Lemma 12 we can lengthsquare sample from x̃ in expected complexity
!
!
!
2
2
2
2
4


rkwk kAkF /r
kwk kAkF
κ8 k 3 kAkF
2
4
e
r =O
r = O κ kkAkF r = O
O
.
2
2
ε2
kx̃k
kx̃k
Computing the complexity for the other routines follows similarly.

4

Proof of Theorem 5

We need some technique tools to prove Theorem 5. We first summarize how to sample the
vector resulted from a matrix-vector multiplication.
I Lemma 13 ([27]). Let M ∈ Cn×k and v ∈ Ck . Given length square access to M as
in Definition 3, one can output a sample from the vector M v with probability 9/10 in
Pk
O(k 2 C(M, v)) query and time complexity, where C(M, v) := j=1 k vj M.j k2 / k M v k2 .
I Lemma 14 ([27]). Let M ∈ Cn×k and v ∈ Ck . If there exists an isometry U ∈ Cn×k
whose column vectors span the column space of M such that kM − U kF ≤ α, then one can
sample from a distribution which is (α + O(α2 ))-close to DM v in O(k 2 (1 + O(α))) expected
query and time complexity.

9

We also show
 the high probability form
 of this expected complexity bound: with probability ≥ 1 − δ,
S(y) = O

rkwk2
(S(R)
kyk2

+ rQ(R)) log

1
δ

.
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We need the following lemma for estimating x† Ay,10 whose proof can be found in one of
the full versions [9].
I Lemma 15. Let x ∈ Cm , y ∈ Cn , and A ∈ Cm×n . Given the sampling and query access
to A, the query access to x and y, and the knowledge of kxk and kyk, one can approximate
kxk2 kyk2 kAk2F
log 1δ )
x† Ay to additive error  with at least 1 − δ success probability using O(
2
queries and samples and the same time complexity.
We also need the following result by Farforovskaya and Nikolskaya [12] to bound the
error of inverting matrices.
I Lemma 16 ([12]). Let f : [0, xmax ] → C be L-Lipschitz continuous and A, B be Hermitian
matrices with kAk, kBk ≤ xmax , and kA − Bk ≤ . Then it holds that
kf (A) − f (B)k ≤ 4L(log(1 + 2xmax /) + 1)2 .
Now, we are ready to prove the main theorem.
Proof of Theorem 5. First note that the last two steps of Algorithm 2 are dealing with
the vector V w0 , which, by the previous steps, can be written as V w0 = V D−2 V † A† b, where
D ∈ Rk×k is the diagonal matrix with diagonal entries σ1 , . . . , σk . This vector can also be
written as
V D−2 V † A† b =

†
k
X
1 † uj uj
†
†
† −2
S
SA† b,
2
2 SA b = S (W W )
σ
σ
j
j
j=1

where W is the matrix obtained in Algorithm 2 of Algorithm 2. To analyze the distance
between the above vector to (A† A)+ A† b, we define functions f, g : [0, 1] → R as
(
(
 1



1
1
when
x
∈
,
1
when x ∈ 2κ102 , 1
02
x
2κ
x2
f (x) =
(7)

 and g(x) =


2κ02 when x ∈ 0, 2κ102
4κ04 when x ∈ 0, 2κ102 .
We show that f is 4κ04 -Lipschitz continuous and g is 4κ06 -Lipschitz continuous. We first
0
(x0 )|
)|
consider the case where x, x0 ∈ [ 2κ102 , 1]. Then, |f (x)−f
≤ 4κ104 and |g(x)−g(x
≤ 4κ106 . For
|x−x0 |
|x−x0 |
0
|f (x)−f (x0 )|
)|
= |g(x)−g(x
= 0. Finally, if
|x−x0 |
|x−x0 |
0
0
|f (x)−f (x )|
|g(x)−g(x )|
1
≤ 4κ04 and |x−x0 | ≤ 4κ106 still hold
|x−x0 |

the case where x, x0 ∈ [0, 1/2κ02 ), it is trivial that
x ∈ [0, 1/2κ02 ) and x0 ∈ [1/2κ02 , 1], then
0

0

(x )|
)|
since |f (x)−f
and |g(x)−g(x
must be less than the slopes of f and g on the singular
|x−x0 |
|x−x0 |
02
point 1/2κ .
By Theorem 6 and the choice of s in Algorithm 2, we have that, with high probability,

S † S − A† A ≤



2,
2κ04 kAk

and

W W † − SS † ≤


2κ06 kSk4

.

(8)

As a consequence of Weyl’s inequalities (see, for example, [17]), we have that, with high
probability,

, and
2κ04

≤ 06 .
2κ

|σk (S † S) − σk (A† A)| ≤ A† A − S † S ≤
|σk (SS † ) − σk (W W † )| ≤ SS † − W W †

10

Note that this lemma can be viewed a special case of Lemma 11.
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Assuming  ≤ 1/2, this further implies that
3

≥ 04 , and
04
2κ
4κ

1
†
†
σmin (W W ) ≥ σmin (SS ) − 06 ≥ 06 .
2κ
2κ
σmin (S † S) ≥ σmin (A† A) −

According to Equation (8), kSk2 ≤ kAk2 + 2κ04 and kW k2 ≤ kSk2 + 2κ06 with high
probability. Now, Equation (8) together with applying Lemma 16 on f and g defined in
Equation (7) imply that
(S † S)+ − (A† A)+ ≤


2kAk

2,

(W W † )−2 − (SS † )−2 ≤

and



4.

2kSk

(9)

Hence, we have that, with high probability,
S † (W W † )−2 S − (A† A)+ ≤ S † (W W † )−2 S − S † (SS † )−2 S + S † (SS † )−2 S − (A† A)+
≤ S † (W W † )−2 S − S † (SS † )−2 S + (S † S)+ − (A† A)+

≤
2.
kAk
Therefore, we have
S † (W W † )−2 SA† b − (A† A)+ A† b ≤


= O(kA+ bk)
kAk

with high probability, where the second inequality follows from the assumption that the norm
of the projection of b onto the columns space of A is at least some constant c, which implies that
c ≤ kAA+ bk ≤ kAkkA+ bk. Note that this implies that (DS † (W W † )−2 SA† b − D(A† A)+ A† b )T V ≤
2 by Lemma 10 (with appropriate choices of constant factors in p and s).
Now, we argue that V is approximately orthogonal. To see this, we bound the distance
between the inner product V (i, ·)V (·, j) and δij as follows
|V (i, ·)V (·, j) − δij | =

u†i
u†
uj
uj


SS †
− δij ≤ i W W †
− δij + 06
≤
.
σi
σj
σi
σj
2κ kSk3 σi σj
2κ04 kSk3

kAk6 kAk2F κ08 ln(n/δ)
) samples of
2
kAk10 kAk2F κ012 ln(n/δ)
Θ(
) samples of columns from S
2

 08 6 2 n ω 
κ kAk kAkF ln δ
†
matrix W W in Θ kAk4 κ04 ·
2

We use s = Θ(

rows from A to build S. We use p =
to build W . Finally, we can compute the

time by dealing with the dp/se blocks of
 08 6 2 n ω 
κ kAk kAkF ln δ
W . We can also compute the spectral decomposition of W W † in Θ
2
time.
Given query access to b, we can get query and sampling access to S † (W W † )−2 SA† b as
follows: first, we compute W †W , its spectral
decomposition,

 and apply the function g on the
eigenvalues, this step takes Θ kAk4 κ04 ·

κ08 kAk6 kAk2F ln
2

n
δ

ω

. Then, we obtain query access

S † uσii
†

and sampling access (by Lemma 13) to V , where V.i :=
for ui and σi the ith eigenvalue
and eigenvector of W † W . Note that with this definition, S (W W † )−2 SA† b = V V † A† b. We
compute b0 := V † A† b ∈ Cs by using Lemma 15. Finally, the query access can be obtained
directly by computing (V b0 )j for any j ∈ [m] and the sampling access to V b0 can be obtained
by using Lemma 14.
J
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Abstract
We consider compact representations of collections of similar strings that support random access
queries. The collection of strings is given by a rooted tree where edges are labeled by an edit
operation (inserting, deleting, or replacing a character) and a node represents the string obtained
by applying the sequence of edit operations on the path from the root to the node. The goal is to
compactly represent the entire collection while supporting fast random access to any part of a string
in the collection. This problem captures natural scenarios such as representing the past history of an
edited document or representing highly-repetitive collections. Given a tree with n nodes, we show
how to represent the corresponding collection in O(n) space and optimal O(log n/ log log n) query
time. This improves the previous time-space trade-offs for the problem. To obtain our results, we
introduce new techniques and ideas, including a reduction to a new geometric line segment selection
together with an efficient solution.
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1

Introduction

The random access problem is to preprocess a data set into a compressed representation that
supports fast retrieval of any part of the data without decompressing the entire data set. The
random access problem is a well-studied problem for many types of data and compression
schemes [1, 3, 5, 8, 9, 19, 31, 35, 41, 48, 53] and random access queries is a basic primitive in
several algorithms and data structures on compressed data, see e.g., [7, 9, 23, 24, 25]
In this paper, we consider the random access problem on collections of strings where
each string is the result of an edit operation, i.e., insert, delete, or replace a single character,
from another string in the collection. Specifically, our collection is given by a rooted tree,
called a version tree, where edges are labeled by an edit operation, the root represents the
empty string, and a node represents the string obtained by applying the sequence of edit
operation on the path from the root to the node (see Figure 1(a)). We call such a collection
a persistent string since we can naturally view it as persistent versions of a single string.
Given a node v and an index j, a random access query returns the character at position j in
the string represented by v.
Random access in persistent strings captures natural scenarios for collections of similar
strings. For instance, consider the problem storing and accessing the past history of edits
in a document. Instead of explicitly storing all versions of the document, we can represent
© Philip Bille and Inge Li Gørtz;
licensed under Creative Commons License CC-BY
31st International Symposium on Algorithms and Computation (ISAAC 2020).
Editors: Yixin Cao, Siu-Wing Cheng, and Minming Li; Article No. 48; pp. 48:1–48:16
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the entire history compactly as a path of updates. Random access in a past version of the
document then corresponds to a random access query on the corresponding node on the path.
In our setup we can even support branching in the history of the document, as in version
control systems, to form a tree of document histories. As another example, consider storing
and accessing a collection of related genome sequences. If we know (a good approximation
of) the edit distance between the pairs of genome sequences, we can construct a small version
tree representing the collection from the minimum spanning tree of the pairs of distance.
Again, random access in a sequence in the collection corresponds to a random access query
on the corresponding node.
To the best our knowledge, no previous work has explicitly considered random access
on persistent strings, but several well-known techniques and results can be combined to
provide non-trivial bounds on the problem. In this paper, we introduce a new representation
of persistent strings that supports random access. Our representation uses O(n) space and
supports random access queries in O(log n/ log log n) time, where n is the number of nodes in
the version tree (or equivalently the number of strings in the collection). This improves the
best known combinations of time and space among all previous solutions. Furthermore, we
prove that any solution that uses n logO(1) n space needs Ω(log n/ log log n) query time, thus
showing that our query time is optimal. To obtain our results, we introduce new techniques
and ideas, including a reduction to a new geometric line segment selection problem together
with an efficient solution to this problem.

1.1

Previous Work

To the best of our knowledge no previous work has explicitly considered supporting random
access in persistent strings. However, several existing approaches can be applied or extended
to obtain non-trivial solutions to the problem and several related models of repetitiveness
have been proposed. We discuss these in the following. To state the bounds, let T be a
version tree with n nodes representing a collection of n strings of total size N . Since any
string represented by a node in T can be the result of at most n insertions we have that
N = O(n2 ). Hence, naively we can solve the random access problem by explicitly storing
all strings using O(N ) = O(n2 ) space and O(1) query time. With techniques from either
persistent or compressed data structures we can significantly improve this as discussed below.

Persistent Data Structures and Dynamic Strings
Ordinary data structures are ephemeral in the sense that updating the data structure destroys
the old version and only leaves the new version. A data structure is persistent if it preserves
old versions of itself and allows queries and/or updates to them. In partial persistence we
allow queries on all versions but only updates on the newest version, and in full persistence
we allow queries and updates on all versions. Thus, in partial persistence the versions form a
path whereas in full persistence the versions form a tree called the version tree. Persistent
data structures is a classic data structural concept and were first formally studied by Driscoll
et al. [16].
A dynamic string data structure supports the edit operations (insert, delete, and replace)
and access to any character in the string. An immediate approach to solve the random access
problem in persistent strings is to make a dynamic string data structure fully persistent.
To do so, we simply traverse the version tree and perform the edit operations on the edges.
To answer a random access query on a string represented by a node v we simply perform a
persistent access operation on the version of the data structure corresponding to version v.
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Depending on the dynamic string data structure we obtain different time-space trade-offs for
the random access problem. A balanced binary search tree implements a dynamic string data
structure using O(log n) time for all operations. Since binary search trees are constant degree
pointer data structures a classic transformation by Driscoll et al. [16] immediately implies
an O(log n) time solution for access. Since each persistent update to the binary search tree
incurs O(log n) space overhead this leads to a total space of O(n log n). With a more careful
implementation of binary search trees the space can be improved to O(n) [16, 49].
Maintaining a dynamic string (often called the list representation or list indexing problem [14, 20]) is well-studied and closely connected to the partial sums problem. Dietz [14]
presented the first solution achieving O(log n/ log log n) time for access and updates and
Fredman and Saks [20] showed in their seminal paper on cell probe complexity that this
bound is optimal. Several variations and extension have been proposed [5, 6, 17, 32, 44, 45, 46].
However, all of these solutions rely on word RAM techniques and therefore incur an overhead
of Ω(log log n) time to make them persistent [13] thus leading to a solution to the random
access problem with query time Θ(log n).

Compressed Representations
The classic Lempel-Ziv compression scheme (LZ77) [54] compresses an input string S by
parsing S into z substrings f1 f2 . . . fz , called phrases, in a greedy left-to-right order. Each
phrase is either the first occurrence of a character or the longest substring that has at least
one occurrence starting to the left of the phrase. By replacing each phrase by a reference to
the previous occurrences we obtain a compressed representation of the string of length O(z).
We can use LZ77 compression to efficiently store all versions of the persistent string in
the random access problem. To do so, we write all the strings represented in the version
tree T and concatenate them in order of increasing depth in T . The string represented by a
node v can be formed from the string of the parent of v by at most 3 substrings, namely,
the substrings before and after the edit operation and a new character in case of a replace
or insert operation. Since we concatenate the strings in increasing depth it follows that the
greedy LZ77 parsing uses at most z = O(n) phrases.
To solve the random access problem on the persistent string we can convert the LZ77 compressed representation into a small grammar representation and then apply efficient random
access results for grammars. Converting the LZ77 compressed string leads to a grammar of
size O(z log(N/z)) = O(n log n) [10,47]. Using the best known trade-offs for random access in
grammars, this leads to solutions using either O(n log n) space and O(log N ) = O(log n) query
time [9] or O(n log1+ε n) space and O(log N/ log log N ) = O(log n/ log log n) query time [3,27].
We note that both of these results inherently need superlinear space for the conversion from
LZ77 to grammars [10]. Furthermore, Verbin and Yu [53] showed that the latter query time
is optimal. More precisely, they proved that any representation of an LZ77 compressed string
using z logO(1) N = n logO(1) n space must use Ω(log N/ log log N ) = Ω(log n/ log log n) time.
A related simpler model of compression is relative compression [50, 51] (see also [5, 12, 15,
33, 36, 37, 38, 39]), where we explicitly store a single reference string and compress a collection
of strings as substrings of the reference string. A similar compression model is also proposed
in [26, 40, 42, 43]. The relative compression model compresses efficiently if each string is the
result of applying a small number of edits to the base string. In contrast, using persistent
strings we can compress efficiently if each string is the result of editing any other string in
the collection.
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1.2

Setup and Results

Let T be a version tree with n nodes. Each node v of T represents a string S(v) and each
edge is labeled by one of the following edit operations:
replace(k, α): change the kth character to α.
insert(k, α): insert character α immediately after position k.
delete(k): delete the character at position k.
The string represented by the root is the empty string ε, and the string represented by
a non-root node v is the result of applying all edit operations on the path from the root
to v on the empty string. Our goal is to preprocess T into a compact data structure that
supports the query access(v, j), that returns S(v)[j]. Our main result is a new representation
of persistent strings that achieves the following bound:
I Theorem 1. Given a version tree T with n nodes we can solve the random access problem
in O(n) space and O(log n/ log log n) time. Furthermore, we can report a substring of length
` using O(`) additional time.
Theorem 1 simultaneously matches the best known space and time bounds of the previous
approaches. In particular, compared to the classic persistent binary search [16] we match
the space while improving the O(log n) query time to O(log n/ log log n). On the other hand,
compared to the recent results on random access in grammar-compressed [3, 27] we match
the query time while improving the space from O(n log1+ε n) to linear. Furthermore, we
show that Theorem 1 is optimal for any near-linear space solution.
I Theorem 2. Any data structure that solves the random access problem on a version tree
T with n nodes using n logO(1) n space needs Ω(log n/ log log n) query time.
Note that Theorem 2 holds even in the special case when T is a path such as in the example
with storing and accessing the past history of edits in a document.

1.3

Techniques

To achieve our result we introduce several techniques and data structures of independent
interest. First, we show how to reduce random access queries on a persistent string to a
geometric problem on horizontal line segments, that we call the segment selection problem.
The main idea is to traverse the version tree in a depth-first traversal and produce segments
representing characters appearing in the versions of the persistent strings. The x-coordinates
of the segments correspond to the traversal time interval and the y-coordinates correspond to
the left-to-right ordering of the characters in the strings. We show how to construct segments
such that at any point in time i, the segments crossing the vertical line through x-coordinate
2i corresponds to the string represented at the node in T first visited at time i. Thus, to
answer a random access query on S(v)[j] it suffices to answer a segment selection query, that
given integers i and j, returns the jth segment crossing the vertical line at i0 , where i0 is
time corresponding to v and i = 2i0 .
Next, we show how to efficiently solve the segment selection problem in linear space and
O(log n/ log log n) query time thus implying Theorem 1. To do so, the main idea is to build
a balanced tree of degree ∆ = O(logε n) and of height O(log∆ n) = O(log n/ log log n) that
stores the segments ordered by y-coordinate. Each internal node thus partitions the segments
below it into ∆ horizontal bands called slabs.
To answer a segment selection query (i, j) we traverse the tree to find the leaf containing
the jth segment that crosses the vertical line at time i. To implement the traversal we need
to determine at each node v the slab containing the desired segment among the segments
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below v at the specified time i. The key challenge is to compactly represent the segments
while achieving constant query time to find the correct slab at each node. Using wellknown techniques we can solve this slab selection problem with an explicit representation
of segments below v in constant time and O(nv ) of space, where nv is the number of
segments below v. Unfortunately, this leads to a solution to segment selection that uses
O(n log∆ n) = O(n log n/ log log n) space. We show how to compactly represent the segments
to significantly improve the space to O(nv log log n) bits while simultaneously achieving
constant time queries. In turn, this implies a solution to segment selection using O(n) space
and O(log∆ n) = O(log n/ log log n) query time.
Finally, we prove a matching lower bound for the random access in persistent strings
problem by showing that any solution using n logO(1) n space needs Ω(log n/ log log n) query
time. To do so we show a simple reduction from the range selection problem [34] that holds
even in the case when the version tree is a path.

1.4

Outline

We present the reduction from random access to segment selection in Section 2 and our
solution to the slab selection problem in Section 3. We then use our slab selection data
structure in our full data structure for the segment selection problem in Section 4. Plugging
this into our reduction leads to Theorem 1. We show the lower bound in Section 5 and
conclude with some open problems in Section 6.

2

Reducing Random Access to Segment Selection

In this section we show how to reduce the random access problem to the following natural
geometric selection problem on line segments. Let L be a set of n horizontal line segments in
the plane. The segment selection problem is to preprocess L to support the operation:
segment-select(i, j): return the jth smallest segment (the segment with the jth smallest
y-coordinate) among the segments crossing the vertical line through x-coordinate i.
We will view the x-axis as a timeline and often refer to an x-coordinate i as time i. We
will show how to efficiently solve the segment selection problem in the following sections.
Our reduction from the random access problem works as follows. Let T be an instance of
the random access problem with n nodes and assume wlog. that T contains no edges labeled
by replace. We can do so since we can always convert edges labeled by replace into two edges
labeled by a delete and insert, thus at most doubling the size of the instance. We construct
an instance L of segment selection as follows.
We first perform an Euler tour [52] of T to construct a sequence S 0 , . . . , S 2n−2 of strings
corresponding to each time we meet a node in the Euler tour. We call these strings marked
strings since each character in them will be either marked or unmarked. The marked
strings are defined as follows. String S 0 is the empty string. Suppose we have constructed
S 0 , . . . , S `−1 and let e be the edge visited at time ` in the Euler tour. We construct S ` from
S `−1 according to the following cases (see Figure 1(b) for an example).
Case 1: Insertions. Suppose that e is labeled insert(i, α). If we traverse e in the downward
direction, we insert character α as an unmarked character in S `−1 immediately to the
right of the ith unmarked character to get S ` . If we traverse e in the upwards direction
we mark the same character that was inserted as an unmarked character in the earlier
downwards traversal of e.
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<latexit sha1_base64="nwz8HQIo1ZmnGNFFsCq3AMdE+0o=">AAACCHicbVDLSgNBEJz1GeMr6tHLYBA8hd2o6DHgxWME84BkCbOT2WTIPJaZ3kBY8gPeveoveBOv/oV/4Gc4SfagiQUNRVU33V1RIrgF3//y1tY3Nre2CzvF3b39g8PS0XHT6tRQ1qBaaNOOiGWCK9YADoK1E8OIjARrRaO7md8aM2O5Vo8wSVgoyUDxmFMCTup0x8SwxHKhVa9U9iv+HHiVBDkpoxz1Xum729c0lUwBFcTaTuAnEGbEAKeCTYvd1LKE0BEZsI6jikhmw2x+8hSfO6WPY21cKcBz9fdERqS1Exm5TklgaJe9mfivR2Vk+GAIS/shvg0zrpIUmKKL9XEqMGg8SwX3uWEUxMQRQg13H2A6JIZQcNkVXTTBchCrpFmtBJeV64ercq2ah1RAp+gMXaAA3aAaukd11EAUafSMXtCr9+S9ee/ex6J1zctnTtAfeJ8/ut2ayQ==</latexit>

" v0

insert(0,a)

S 0 = " v0 S14 = abbcc
insert(0,a)

[1, 13]

a v1

S 1 = a v1 S 13 = abbcc

<latexit sha1_base64="5aC55cQ3CnjiK/EM2kMRGmweZew=">AAACB3icbVDLSgNBEJyNrxhfUY9eBoPgKexGRY8BLx4jmAcmS5iddJIhs7PLTK8YlnyAd6/6C97Eq5/hH/gZTpI9aGJBQ1HVTXdXEEth0HW/nNzK6tr6Rn6zsLW9s7tX3D9omCjRHOo8kpFuBcyAFArqKFBCK9bAwkBCMxhdT/3mA2gjInWH4xj8kA2U6AvO0Er3HYRHREzZpFssuWV3BrpMvIyUSIZat/jd6UU8CUEhl8yYtufG6KdMo+ASJoVOYiBmfMQG0LZUsRCMn84untATq/RoP9K2FNKZ+nsiZaEx4zCwnSHDoVn0puK/Hg8DLQZDXNiP/Ss/FSpOEBSfr+8nkmJEp6HQntDAUY4tYVwL+wHlQ6YZRxtdwUbjLQaxTBqVsndWvrg9L1UrWUh5ckSOySnxyCWpkhtSI3XCiSLP5IW8Ok/Om/PufMxbc042c0j+wPn8ATCVmoI=</latexit>

insert(1,c)

insert(1,b)
[2, 6]

insert(1,c)

[8, 12]

ac v2

S 2 = ac v2 S 6 = acc

ab v5

<latexit sha1_base64="IS3hJqwDykan/Anc6dbnOwLcPjs=">AAACCHicbVDLSgNBEJz1GeMr6tHLYBA8hd2o6DHgxWME84BkCbOT2WTIPJaZXjEs+QHvXvUXvIlX/8I/8DOcJHvQxIKGoqqb7q4oEdyC7395K6tr6xubha3i9s7u3n7p4LBpdWooa1AttGlHxDLBFWsAB8HaiWFERoK1otHN1G89MGO5VvcwTlgoyUDxmFMCTup0gT0CQEbopFcq+xV/BrxMgpyUUY56r/Td7WuaSqaACmJtJ/ATCDNigFPBJsVuallC6IgMWMdRRSSzYTY7eYJPndLHsTauFOCZ+nsiI9LasYxcpyQwtIveVPzXozIyfDCEhf0QX4cZV0kKTNH5+jgVGDSepoL73DAKYuwIoYa7DzAdEkMouOyKLppgMYhl0qxWgvPK5d1FuVbNQyqgY3SCzlCArlAN3aI6aiCKNHpGL+jVe/LevHfvY9664uUzR+gPvM8f+Hea7w==</latexit>

<latexit sha1_base64="CMl3xybh9kkb/B+Xr5cvr6IDVYM=">AAACCHicbVDLSgNBEJz1GeMr6tHLYBA8hd2o6DHgxWME84BkCbOT2WTIPJaZXjEs+QHvXvUXvIlX/8I/8DOcJHvQxIKGoqqb7q4oEdyC7395K6tr6xubha3i9s7u3n7p4LBpdWooa1AttGlHxDLBFWsAB8HaiWFERoK1otHN1G89MGO5VvcwTlgoyUDxmFMCTup0gT0CQEaiSa9U9iv+DHiZBDkpoxz1Xum729c0lUwBFcTaTuAnEGbEAKeCTYrd1LKE0BEZsI6jikhmw2x28gSfOqWPY21cKcAz9fdERqS1Yxm5TklgaBe9qfivR2Vk+GAIC/shvg4zrpIUmKLz9XEqMGg8TQX3uWEUxNgRQg13H2A6JIZQcNkVXTTBYhDLpFmtBOeVy7uLcq2ah1RAx+gEnaEAXaEaukV11EAUafSMXtCr9+S9ee/ex7x1xctnjtAfeJ8/9tya7g==</latexit>

delete(1)

[3, 5]

[9, 11]

[4, 4]

[10, 10]

c v3

<latexit sha1_base64="lVnmi+JT/8JYFJa/YV3aXrJhaT8=">AAACCHicbVDLSgNBEJz1GeMr6tHLYBA8hd2o6DHgxWME84BkCbOT2WTIPJaZXjEs+QHvXvUXvIlX/8I/8DOcJHvQxIKGoqqb7q4oEdyC7395K6tr6xubha3i9s7u3n7p4LBpdWooa1AttGlHxDLBFWsAB8HaiWFERoK1otHN1G89MGO5VvcwTlgoyUDxmFMCTup0gT0CQEbppFcq+xV/BrxMgpyUUY56r/Td7WuaSqaACmJtJ/ATCDNigFPBJsVuallC6IgMWMdRRSSzYTY7eYJPndLHsTauFOCZ+nsiI9LasYxcpyQwtIveVPzXozIyfDCEhf0QX4cZV0kKTNH5+jgVGDSepoL73DAKYuwIoYa7DzAdEkMouOyKLppgMYhl0qxWgvPK5d1FuVbNQyqgY3SCzlCArlAN3aI6aiCKNHpGL+jVe/LevHfvY9664uUzR+gPvM8f+6+a8Q==</latexit>

<latexit sha1_base64="V7XhRqhGAWJ6nHrVMlI1sZU0j3Q=">AAACCHicbVDLSgMxFM34rPVVdekmWARXZaYquiy4cVnBPqAdSpJm2tAkMyR3xDL0B9y71V9wJ279C//AzzBtZ6GtBy4czrmXe++hiRQWfP/LW1ldW9/YLGwVt3d29/ZLB4dNG6eG8QaLZWzalFguheYNECB5OzGcKCp5i45upn7rgRsrYn0P44SHigy0iAQj4KROF/gjAGSUTnqlsl/xZ8DLJMhJGeWo90rf3X7MUsU1MEms7QR+AmFGDAgm+aTYTS1PCBuRAe84qoniNsxmJ0/wqVP6OIqNKw14pv6eyIiydqyo61QEhnbRm4r/ekxRIwZDWNgP0XWYCZ2kwDWbr49SiSHG01RwXxjOQI4dIcwI9wFmQ2IIA5dd0UUTLAaxTJrVSnBeuby7KNeqeUgFdIxO0BkK0BWqoVtURw3EUIye0Qt69Z68N+/d+5i3rnj5zBH6A+/zB/h4mu8=</latexit>

S 8 = abcc v5 S 12 = abbcc
insert(1,b)

S 3 = ac v3 S 5 = acc

<latexit sha1_base64="HQEYBozVl1XJz2KJZQb5w3p01Yg=">AAACCXicbVDLSgMxFM34rPVVdekmWARXZaYquiy4cVnBPqAdSpJm2tAkMyR3xDL0C9y71V9wJ279Cv/AzzBtZ6GtBy4czrmXe++hiRQWfP/LW1ldW9/YLGwVt3d29/ZLB4dNG6eG8QaLZWzalFguheYNECB5OzGcKCp5i45upn7rgRsrYn0P44SHigy0iAQj4KRuF/gjAGSE0kmvVPYr/gx4mQQ5KaMc9V7pu9uPWaq4BiaJtZ3ATyDMiAHBJJ8Uu6nlCWEjMuAdRzVR3IbZ7OYJPnVKH0excaUBz9TfExlR1o4VdZ2KwNAuelPxX48pasRgCAv7IboOM6GTFLhm8/VRKjHEeBoL7gvDGcixI4QZ4T7AbEgMYeDCK7pogsUglkmzWgnOK5d3F+VaNQ+pgI7RCTpDAbpCNXSL6qiBGErQM3pBr96T9+a9ex/z1hUvnzlCf+B9/gC9lpta</latexit>

cc v4

insert(1,b)

delete(1)

insert(1,b)

abb v6

<latexit sha1_base64="B03ebh+k+R8bUDJGrojL3cB6WdA=">AAACB3icbVDLSgNBEJyNrxhfUY9eBoPgKexGRY8BLx4jmAcmS5iddJIhs7PLTK8YlnyAd6/6C97Eq5/hH/gZTpI9aGJBQ1HVTXdXEEth0HW/nNzK6tr6Rn6zsLW9s7tX3D9omCjRHOo8kpFuBcyAFArqKFBCK9bAwkBCMxhdT/3mA2gjInWH4xj8kA2U6AvO0Er3HYRHREz5pFssuWV3BrpMvIyUSIZat/jd6UU8CUEhl8yYtufG6KdMo+ASJoVOYiBmfMQG0LZUsRCMn84untATq/RoP9K2FNKZ+nsiZaEx4zCwnSHDoVn0puK/Hg8DLQZDXNiP/Ss/FSpOEBSfr+8nkmJEp6HQntDAUY4tYVwL+wHlQ6YZRxtdwUbjLQaxTBqVsndWvrg9L1UrWUh5ckSOySnxyCWpkhtSI3XCiSLP5IW8Ok/Om/PufMxbc042c0j+wPn8ATPLmoQ=</latexit>

insert(1,c)

S 7 = acc

S 9 = abbcc v6 S 11 = abbcc

insert(1,c)

delete(1)

delete(1)

S 4 = acc v4

bb v7

S 10 = abbcc v7
(b)

(a)

<latexit sha1_base64="HgOOquG/QnjEdGMKa9FRZTYM0o4=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBahXkpSET0WvHisaGuhDWWz3bRLN5uwOxFK6E/w4kERr/4ib/4bt20O2vpg4PHeDDPzgkQKg6777RTW1jc2t4rbpZ3dvf2D8uFR28SpZrzFYhnrTkANl0LxFgqUvJNoTqNA8sdgfDPzH5+4NiJWDzhJuB/RoRKhYBStdF8Nzvvliltz5yCrxMtJBXI0++Wv3iBmacQVMkmN6Xpugn5GNQom+bTUSw1PKBvTIe9aqmjEjZ/NT52SM6sMSBhrWwrJXP09kdHImEkU2M6I4sgsezPxP6+bYnjtZ0IlKXLFFovCVBKMyexvMhCaM5QTSyjTwt5K2IhqytCmU7IheMsvr5J2veZd1C7v6pVGPY+jCCdwClXw4AoacAtNaAGDITzDK7w50nlx3p2PRWvByWeO4Q+czx+HBI1A</latexit>

<latexit sha1_base64="lzTAAJJPG3CU6iJnVgjvCmxlTRo=">AAACAHicbVDLSgNBEOyNrxhfUY9eBoMQL2E3InoMePEY0TwgWcLsZHYzZGZ2mZkVwpKLd6/6C97Eq3/iH/gZTpI9aGJBQ1HVTXdXkHCmjet+OYW19Y3NreJ2aWd3b/+gfHjU1nGqCG2RmMeqG2BNOZO0ZZjhtJsoikXAaScY38z8ziNVmsXywUwS6gscSRYygo2V7qv4fFCuuDV3DrRKvJxUIEdzUP7uD2OSCioN4Vjrnucmxs+wMoxwOi31U00TTMY4oj1LJRZU+9n81Ck6s8oQhbGyJQ2aq78nMiy0nojAdgpsRnrZm4n/ekQEikUjs7TfhNd+xmSSGirJYn2YcmRiNEsDDZmixPCJJZgoZj9AZIQVJsZmVrLReMtBrJJ2veZd1C7v6pVGPQ+pCCdwClXw4AoacAtNaAGBCJ7hBV6dJ+fNeXc+Fq0FJ585hj9wPn8AMguWig==</latexit>

c

5

c

4

b

3

b

2

a

1
1

2 3 4

a
5

6

7

8

a

9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28
(c)
<latexit sha1_base64="+Y3pKLKitt94DEGhANUsgnZA0k8=">AAAB6nicbVBNS8NAEJ3Ur1q/qh69LBahXkpSET0WvHisaGuhDWWz3bRLN5uwOxFK6E/w4kERr/4ib/4bt20O2vpg4PHeDDPzgkQKg6777RTW1jc2t4rbpZ3dvf2D8uFR28SpZrzFYhnrTkANl0LxFgqUvJNoTqNA8sdgfDPzH5+4NiJWDzhJuB/RoRKhYBStdF9l5/1yxa25c5BV4uWkAjma/fJXbxCzNOIKmaTGdD03QT+jGgWTfFrqpYYnlI3pkHctVTTixs/mp07JmVUGJIy1LYVkrv6eyGhkzCQKbGdEcWSWvZn4n9dNMbz2M6GSFLlii0VhKgnGZPY3GQjNGcqJJZRpYW8lbEQ1ZWjTKdkQvOWXV0m7XvMuapd39UqjnsdRhBM4hSp4cAUNuIUmtIDBEJ7hFd4c6bw4787HorXg5DPH8AfO5w+IiY1B</latexit>

Figure 1 (a) A persistent string representing the collection {, a, ac, c, cc, ab, abb, bb}. The
interval I(e) is shown for each edge. (b) The marked strings of (a). The insertion edges are
unmarked in the following intervals: (v0 , v1 ) in [1, 2] ∪ [6, 9] ∪ [11, 13], (v1 , v2 ) in [2, 6], (v3 , v4 ) in
[4, 4], (v1 , v5 ) in [8, 12], and (v5 , v6 ) in [9, 11]. (c) The segment selection instance corresponding to
(a). The range of x-coordinates of segments are obtained by converting each interval [i, j] above to
[2i − 1, 2j].

Case 2: Deletions. Suppose that e is labeled delete(i). If we traverse e in the downward
direction, we mark the ith unmarked character in S `−1 to get S ` . If we traverse e in
the upward direction, we unmark the same character that was marked in the downward
traversal of e.
Note that an insertion edge e traversed in the downward direction at time ` results in
an insertion of a character, denoted char(e), in S ` . Since char(e) is never removed from
subsequent marked strings it appears in all subsequent strings S ` , . . . , S 2n−2 , but changes
between being marked and unmarked. If a deletion edge e0 changes char(e) from unmarked
to marked we say that e0 deletes char(e).
For an edge e in T , let first(e) and last(e) denote the first and last time, respectively, we
visit v in the Euler tour of T , and let I(e) = [first(e), last(e) − 1] denote the interval of e.
I Lemma 3. Let e be an insertion edge in T that is traversed in the downward direction at
time ` and let e1 , . . . , em be the edges in T (v) that delete char(e). Then, char(e) is unmarked
in all strings S i where i is an integer in the interval I(e) \ (I(e1 ) ∪ · · · I(em )) and marked in
S i for all other integers i in [`, 2n − 2].
Proof. We have that char(e) appears in S` , . . . , S2n−2 . The edge e inserts char(e) as unmarked in the interval I(e) and each edge e0 that deletes char(e), marks it in the interval I(e0 ).
J
For instance, consider e = (v0 , v1 ) in Figure 1(a) that inserts an a which is then deleted
by e1 = (v3 , v2 ) and e2 = (v7 , v6 ). Thus, a appears in the interval [1, 13] and is unmarked in
I(e) \ (I(e1 ) ∪ I(e2 )) = [1, 13] \ ([3, 5] ∪ [10, 10]) = [1, 2] ∪ [6, 9] ∪ [11, 13].
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For a node v in T , let start(v) = first((parent(v), v)) denote the first time we meet v in
the Euler tour of T . For the root r we define start(r) = 0.
I Lemma 4. For any v, the concatenation of the unmarked characters in S start(v) is S(v).
Proof. From the Lemma 3, the unmarked characters in S start(v) are those which have been
inserted at an edge (w, parent(w)) where w is ancestor of v and have not been marked by
any deletion edge in between. By definition these are the same characters as S(v). From
the insertion ordering of the characters in the marked strings it follows that characters in
S start(v) and S(v) appear in the same order.
J
Next, we construct a set of labeled line segments L from S 2n−2 as follows. Note that
S 2n−2 consists of all of the (marked) characters appearing at insertion edges in T . For
each insertion edge e, define pos(e) to be the position of char(e) is S 2n−2 . For instance, in
Figure 1(a) pos((v1 , v0 )) = 1 since a is at position 1 in S 14 . For each insertion edge e in T
that is deleted by edges e1 , . . . , em , we construct m + 1 horizontal line segments corresponding
to the m + 1 time intervals where char(e) is unmarked. These m + 1 segments are all labeled
by char(e) and all have y-coordinate pos(e). For an interval [i, j] the corresponding segment
has x-coordinates 2i − 1 and 2j. We use 2i − 1 and 2j to ensure that all segments have length
at least one and that no two segments share an endpoint. See Figure 1(b). For instance, the
insertion edge e = (v0 , v1 ) has position 1 and two deletion edges producing the 3 segments in
Figure 1(b) labeled a. We have the following correspondence between T and L.
I Lemma 5. Let T be a version tree and let L be the corresponding instance of the segment
selection. Then, S(v) is the concatenation labels of the segments crossing the vertical line at
time 2 · start(v) ordered by increasing y-coordinate.
Proof. We first show that the vertical line at 2 · start(v) crosses exactly the segments
corresponding to unmarked characters in S start(v) . By the definition of the intervals and the
segments it is enough to show that i ≤ start(v) ≤ j if and only if 2i − 1 ≤ 2 · start(v) ≤ 2j.
This follows immediately from the fact that i, j, and start(v) are integers. By the definition
of pos(e) the order of the segments is the same as the order of the corresponding unmarked
characters in S start(v) . Thus the segments crossing the vertical line at time 2 · start(v) in
increasing order is the concatenation of the unmarked characters in S start(v) . By Lemma 4
this is S(v).
J
Each edge in T increases the number of segments in L by at most 1 and hence L contains
at most n − 1 segments. To answer access(v, j) on T we compute segment-select(2 · start(v), j)
on L and return the corresponding label. By Lemma 5 this correctly returns S(v)[j]. In
summary, we have the following result.
I Lemma 6. Given a solution to the segment selection problem on n segments that uses s(n)
space and answers queries in t(n) time, we can solve the random access problem in O(s(n))
space and O(t(n)) time.

3

Selection in Slabs

In this section, we introduce the slab selection problem and present an efficient solution. Our
data structure will be a key component in our full solution to the segment selection problem
that we present in the next section. As before we will view the x-axis as a timeline and often
refer to an x-coordinate i as time i.
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B1

P

column group

log n

row group

representative

Bd4n/be

{

b=

···

Bs

···

{

cell

b=

log n

Figure 2 The grid P partitioned into blocks and a block of P partitioned into column groups,
row groups, and cells.

Let L be a set of n segments given in the following “rank reduced” coordinates. The
x-coordinates of the segment endpoints are unique integers from the set {1, . . . , 4n} and the
y-coordinates are unique integers in {1, . . . , n}. In particular, at every time at most one
segment starts or ends. Note that the condition on the x-axis is satisfied in the reduction
from Section 2. To satisfy the condition on the y-axis, we sort the segments according to
their y-coordinate breaking ties according to their starting point on the x-axis, and use their
rank in this ordering as y-coordinate. Note that this maintains the ordering among segments
crossing the vertical at any time i.
We partition the segments L into ∆ = O(logε n), where 0 < ε < 1, infinite horizontal
bands s1 , . . . , s∆ , called slabs. Each slab consists of dn/∆e segments, except possibly s∆
which may be smaller. The slab selection problem is to compactly represent L to support the
following queries:
slab-sum(i, j): return the total number of segments in slabs s1 , . . . , sj crossing the vertical
line through x-coordinate i.
slab-select(i, j): return the smallest k such that slab-sum(i, k) ≥ j.
The goal of this section is to construct a data structure for the slab selection problem that
uses O(n log log n) bits of space and answers slab-sum and slab-select queries in constant time.
Note that if we explicitly represent each of the n segments, e.g., by their two x-coordinate
endpoints and their y-coordinate, we need Ω(n log n) bits even if we ignore how to support
queries. We present a compact representation of the collection of segments that improves
the space to O(n log log n) bits and simultaneously achieves constant time queries.
Before presenting our data structure, we first convert the problem to a problem on a
grid of prefix sums, define a decomposition on the grid, and show some key properties that
we will need in our solution. We define a grid P of integers arranged in 4n columns and ∆
rows such that the entries in column i represent the prefix sums of the number segments
crossing at time i. We use P (i, j) to denote the entry in column i and row j in P . More
precisely, P (i, j) contains the number of segments crossing i in slab s1 to sj . We have that
slab-sum(i, j) = P (i, j) and slab-select(i, j) corresponds to a predecessor query on column i,
that is, computing the smallest k such that P (i, k) ≥ j.
We decompose P as follows. Let b = ∆ log n. We partition P into blocks B1 , . . . , Bd4n/be
of b consecutive columns. We further partition each block B into groups of consecutive
columns and rows called column groups and row groups, respectively (see Figure 2). The
column groups are groups of ∆ consecutive columns and the row groups are defined such
that two adjacent rows are in the same row group if their leftmost entries differ by at most b.
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Each rectangular subgrid in B given by the entries that are in the same column group and
row group is called a cell of B. The representative of a row group in B is the bottom and
leftmost position in the row group. The representative of a cell C in B is the representative
of the row group of C. For any cell C in B, we define the normalized cell, denoted Ĉ, to be
C where all entries have been subtracted by the representative of C. We have the following
properties of the construction.
I Lemma 7. Let B be a block of the grid P . We have the following properties.
(i) Adjacent entries in a row differ by at most 1.
(ii) Adjacent entries in a column within the same row group differ by at most 2b.
(iii) Entries in non-adjacent row groups differ by more than b.
(iv) Let rj be the representative of row group j. Then, all entries in the first row of row
group j − 1 and below have values smaller than rj and all entries in row group j + 1
and above have values greater than rj .
Proof. (i) At any time at most one segment can start or end, which can only change the
prefix sums in a column by ±1. (ii) We have that adjacent entries in the leftmost column of
the same row group differ by at most b. By (i) going left-to-right this difference can increase
by at most 1 in each column. Since B has b columns the difference can be at most 2b. (iii)
Any two entries in the leftmost column in two non-adjacent row groups differ by more than
2b. Each column contains at most one update and each update can reduce this difference
by no more than 1. Hence, entries in non-adjacent row groups must differ by more than b.
(iv) The difference between rj and rj−1 is more than b. Consider the first row in row group
j − 1. Since B has b columns it follows from (i) that any entry in this row has value at most
rj−1 + b < rj . Since the grid contains prefix sums, the values in a column are non-decreasing.
Thus, all entries below row group j − 1 have values smaller rj . Symmetrically, all entries in
the first row of row group j + 1 have value at least rj+1 − b > rj .
J

3.1

Data Structure

We store several data structures to represent P and support queries. For each block B we
store the following.
A predecessor data structure on the representatives of B. We use the fusion node structure
for constant time predecessor queries on sets of polylogaritmic size due to Fredman and
Willard [21, 22]. Since there are at most ∆ = O(logε n) representatives, this structure
supports queries in constant time and uses O(∆ log n) = O(b) bits of space.
For each cell C, we store the leftmost column of the normalized cell Ĉ. By Lemma 7 (i)
the first entry in the leftmost column differs from the representative r by at most b. By
Lemma 7 (ii) and since the height of C is at most ∆, the remaining entries in the leftmost
column differ by at most 2b(∆ − 1) + b = O(b∆). We have log n column groups in B and
thus the total height of all cells in B is ∆ log n = b. Therefore, we can encode all leftmost
columns in O(b log(b∆)) = O(b log log n) bits.
For each column in B we store the difference from the previous column. We encode this
as the number of the slab containing the update and a single bit indicating if the update
is the start or end of a segment. This uses b dlog ∆e + 1 = O(b log log n) bits.
Combined we use O(b log log n) bits for a block and thus O( nb b log log n) = O(n log log n)
bits in total for P .

ISAAC 2020

48:10

Random Access in Persistent Strings

We will use our data structure to efficiently construct a compact encoding for any
normalized cell Ĉ. To do so, we combine the encoding of leftmost column of Ĉ and the
encoding of the column differences/updates in the cell in left to right order.
We will use tabulation to support the following queries on normalized cells. Given a
normalized cell Ĉ and integers i and j, define
access(Ĉ, i, j): return Ĉ(i, j).
predecessor(Ĉ, i, j): return the smallest k such that Ĉ(i, k) ≥ j.
We construct a single global table for each of the queries. The height of Ĉ is at most
∆, and by the argument above we can encode the leftmost column of Ĉ with O(∆ log(b∆))
bits. The rest of the columns are encoded by their difference from the previous column.
Since the width of Ĉ is ∆ this uses O(∆ log ∆) bits. Thus the encoding of Ĉ uses at most
O(∆ log(b∆) + ∆ log ∆) = O(∆ log log n) bits. For access we encode the indices i and j using
O(log ∆) bits, and the answer in O(log(b∆)) bits. Thus the total length of the encoding for
an access query is O(∆ log log n) + log ∆ + log(b∆) bits. Hence, we can support access in
ε
constant time with a table of size 2O(∆ log log n+log ∆+log(b∆)) = 2O(log n log log n) = o(n) bits
(recall that ε < 1). We encode predecessor similarly except that the answer to the query can
now be encoded in only O(log ∆) bits. The total size the entire structure is O(n log log n)
bits.

3.2

Supporting Queries

We show how to implement slab-sum(i, j) and slab-select(i, j) in constant time. For both
queries we find the block of P containing column i and the column group in the block
corresponding to i. Since the blocks and column groups are evenly spaced this takes constant
time. Let B be the block and let r1 , . . . , rm be the sequence of representatives in B in
increasing y-order. We then compute the predecessor r` of j among the representatives in
constant time using the fusion node structure. This identifies the cell C` containing entry
(i, j). To answer slab-sum(i, j), we compute the position (i0 , j 0 ) in C` corresponding to (i, j)
and then compute the answer as
access(Ĉ` , i0 , j 0 ) + r` .
This correctly returns the value of C(i, j) since Ĉ` is normalized wrt r` .
To answer slab-select(i, j), we also consider the adjacent cells above and below C` , denoted
C`−1 and C`+1 , respectively. Since r` is the predecessor of j we have that r` ≤ j < r`+1 .
By Lemma 7 (iii), entries in row groups below row group ` − 1 have values smaller than r`
and entries in row groups above row group ` + 1 have values greater than r`+1 . Hence, the
entry in column i containing the predecessor of j must be either in C`−1 , C` , or C`+1 . We
can determine the correct cell in constant time using slab-sum queries on the topmost row
of each of these cells. The correct cell is the lowest of these for which the slab-sum query
returns a value of at least j. Let C denote the correct cell and let j 00 be the topmost row in
B in the row group immediately below C. We compute the answer as
predecessor(Ĉ, i0 , j − slab-sum(i, j 00 )) + j 00 .
Both queries take constant time. In summary we have shown the following result.
I Lemma 8. Let L be a set of n segments partitioned into O(log n) horizontal slabs. Then,
we can solve the slab selection problem using O(n log log n) bits of space and constant query
time.
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Segment Selection

We now show how to solve segment selection in O(n) space and O(log n/ log log n) query
time. In addition to our slab selection data structure from Section 3, we will also need a
compact representation of strings that supports rank and select queries on polylogarithmic
sized alphabets. Let A be a string of length n over an alphabet [1, σ], and define the following
queries:
rank(A, i, j): return the number of occurrences of j in X[1, i],
select(A, i, j): return the position of the ith occurrence of character j.
Supporting rank and select on polylogarithmic sized alphabets is a well-studied problem,
see e.g., [1, 2, 4, 18, 28, 29, 30]. Most of this work focuses on achieving constant time using
succinct or compressed space. For our purposes we only need the following standard result
which follows immediately from the above mentioned results.
I Lemma 9. Let S be a string of length n from an alphabet of size σ = O(polylog n). Then,
we can represent S in O(n log σ) bits and support rank and select queries in O(1) time.
Next, we describe our data structure. Let L be a set of n segments. We assume that L is
given in “rank space” as in the previous section. Otherwise, we can always convert L into
this representation by standard rank reduction techniques. Let ∆ = logε n, where 0 < ε < 1.
We construct a balanced tree R with degree ∆ that stores the segments in L in the leaves in
sorted y-order. The height of R is O(log∆ n) = O(log n/ log log n).
We introduce some helpful notation. Let v be an internal node with children v1 , . . . , v∆ .
The subtree rooted at v is denoted Rv , and the set of segments below v is denoted Lv . We let
nv = |Lv |. The endpoints in Lv are “rank reduced” to a grid of size 4nv × nv in the following
way. For an endpoint p = (x, y) let rx and ry denote the rank of p when the endpoints are
sorted by x-order and y-order, respectively. Then p0 = (2rx − 1, ry ). Let L0v denote the set
of rank reduced segments. The slab of v, denoted slab(v), is the narrowest infinite horizontal
band containing L0v . We number the slabs in increasing y-order. We partition the segments
of L0v into slab(v1 ), . . . , slab(v∆ ). At each internal node v we store the following:
A string Ev of length 4nv that, for each endpoint in L0v in x-order, stores the slab
containing it interleaved with 0’s. More precisely, Ev [i] is the number of the slab that
contains the endpoint with x-coordinate i if i is odd, and 0 if i is even.
We represent Ev as a rank/select structure according to Lemma 9. Since Ev is a string of
length 4nv over an alphabet of size ∆ we use O(nv log ∆) = O(nv log log n) bits of space
and support rank and select queries in constant time.
A slab selection structure according to Lemma 8 on L0v with slabs slab(v1 ), . . . , slab(v∆ ).
The slab selection structure uses O(nv log log n) bits of space and supports queries in
constant time.
See Figure 3. At node v we use O(nv log log n) bits. Since each segment appears in
O(log n/ log log n) structures the total space is O(n logloglogn n log log n) = O(n log n) bits.
To answer a segment-select(i, j) query we perform a top-down search in R starting at
the root and ending at the leaf containing the jth segment that intersects the vertical line
at time i. To guide the navigation, we compute local parameters iv and jv at each node v,
such that iv is the time in Lv that corresponds to time i in E, and jv is the segment in Lv
that corresponds to segment j in L. At the root r, we have ir = i and jr = j. Consider an
internal node v with children v1 , . . . , v∆ during the traversal. Given the local parameters iv
and jv we compute the child to continue the search in and new local parameters. We first
compute the slab containing the jth segment as
k = slab-select(v, iv , jv )

and

jvk = jv − slab-sum(v, iv , k − 1) .
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2 01 01 0 2 0 4 0 4 0 1 0 2 0 2 0 3 0 3 02 0 4 0 3 0 3 0 1 0 4 0 4 01 0 4 04 0 3 0 2 0 3 0 2 0 3 0 1 0 2 0 1 0 4 0 3 0 1 0

4 0 3 0 4 0 3 02 0102 010

3 0 4 02 0 4 02 010 3 010

10 4 0102 02 0 3 0 3 0 4 0

10 4 0 4 02 02 0 3 0 10 3 0

Figure 3 A node and its 4 children in the tree R corresponding to a partition of segments into
∆ = 4 slabs. The string Ev is shown at each node.

Thus, the search should continue in child vk , and we subtract the number of segments in
the previous slabs from jv to get jvk . To compute ivk we first compute rk = rank(Ev , iv , k).
Since iv might not be a point in Lvk we then set
(
2rk − 1 if Ev [iv ] = k
i vk =
2rk
otherwise
By Lemma 8 and Lemma 9 each of the above steps takes constant time and hence the total
time is O(log n/ log log n). We have the following property of ivk .
I Lemma 10. The segments from slab k in L0v that are intersected by iv are the same as
the segments intersected by ivk in L0vk .
Proof. Let Iv denote the set of segments from slab k in L0v intersected by iv and let Ivk denote
the set of segments in L0vk intersected by ivk . Let s a segment from Lvk with x-coordinates
(x1 , x2 ) in L0v and (x01 , x02 ) in L0vk . Define ri = rank(Ev , xi , k). From the definition of the
rank reduction we have x0i = 2 · ri − 1. We will show that s ∈ Iv iff s ∈ Ivk .
First assume s ∈ Iv . Then x1 ≤ iv ≤ x2 , which implies that rank(Ev , x1 , k) ≤
rank(Ev , iv , k) ≤ rank(Ev , x2 , k), that is r1 ≤ rk ≤ r2 . We need to prove that x01 ≤ ivk ≤ x02 .
If Ev [iv ] = k, i.e., iv is an endpoint of a segment in slab k then it immediately follows that
x0i = 2r1 − 1 ≤ 2rk − 1 = ivk and similarly that ivk ≤ x02 . If Ev [iv ] 6= k then ivk is not an
endpoint in Lvk and thus x1 < iv < x2 . This implies that r1 ≤ rk < r2 . We have r1 = rk in
the case where x1 is the rightmost endpoint in slab k smaller than iv . It follows immediately
that 2r1 − 1 ≤ 2rk − 1 < 2rk < 2r2 , and therefore x01 < ivk < x02 .
Assume s ∈ Ivk . Then x01 ≤ ivk ≤ x02 and we want to prove that x1 ≤ iv ≤ x2 . We have
2r1 − 1 ≤ ivk ≤ 2r2 − 1. We will first show that r1 ≤ rk ≤ r2 . There are two cases. If
E[iv ] = k then ivk = 2rk − 1 and it follows immediately that r1 ≤ rk ≤ r2 . If E[iv ] 6= k then
ivk = 2rk and thus 2r1 − 1 ≤ ivk ≤ 2r2 − 1 implies 2r1 − 1 < 2rk < 2r2 − 1 which again implies
that r1 ≤ rk ≤ r2 . By definition of rank we have that rank(Ev , x1 , k) ≤ rank(Ev , iv , k) ≤
rank(Ev , x2 , k) implies x1 ≤ iv ≤ x2 .
J
In summary, we have the following result.
I Theorem 11. Given a set of n horizontal segments in the plane, we can solve the segment
selection problem in O(n) space and O(log n/ log log n) query time.
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Combined with the reduction in Lemma 6 we obtain a linear space and O(log n/ log log n)
time solution for the random access problem. To show Theorem 1 it only remains to show
how to report a substring of length ` in O(log n/ log log n + `) time. To do so we build the
hive graph of Chazelle [11] on the segments. This uses O(n) space and allows us to traverse
the segments through the vertical line at time i above a given segment in sorted order in
constant time per reported segment. To report a substring of length ` we simply perform the
corresponding segment selection and traverse the ` segments above. By Lemma 5 this gives
us the correct substring. This uses O(log n/ log log n + `) time. This completes the proof of
Theorem 1.
Finally, we show how to construct the random access data structure of Theorem 1 in
O(n log n) time. Given a version tree T with n nodes it is straightforward to construct the
corresponding instance of the segment selection problem L as described in Section 2 in O(n)
time in a single traversal of T . We then construct tree R over the segments in L recursively.
At each node v we build the slab selection data structure from Section 3 consisting of
nv segments. To do so, we construct the grid, the predecessor data structure, and the
compact encoding in O(nv ) time. The global tables for the normalized cells need only be
constructed once in O(n) total time. Furthermore, we also need to build the rank/select data
structure from Lemma 9. This can also be done in O(nv ) time, and hence constructing these
data structures on all nodes in R takes O(n log∆ n) = O(n log n/ log log n) time. Finally,
constructing the hive graph can be done in O(n log n) time [11].

5

Lower Bound

We now prove the lower bound for the random access problem in Theorem 2. The prefix
selection problem is to preprocess an array A of n unique integers to support prefix selection
queries, that is, given integers i and j report the jth smallest integer in the subarray A[1..i].
I Lemma 12 (Jørgensen and Larsen [34]). Any data structure that uses n logO(1) n space on
an input array of size n needs Ω(log n/ log log n) time to support prefix selection queries.
Given an input array A to the prefix selection problem, we construct an instance T of the
random access problem. Our reduction allows any prefix selection query on A to be answered
by a single random access query on T . The reduction works even when T is a path without
any deletions.
Let A be an array of length n consisting of unique integers in {1, . . . , n}. Our instance T
is a path of n + 1 nodes v0 , . . . , vn rooted at v0 . See Figure 4. Edge (vi−1 , vi ) is labeled by
insert(ri , i), where ri is the number of entries in A[1..i] that are smaller A[i]. We have that
S(vi ) is permutation of indices in {1, .., i} corresponding to the sorted order of A[1..i], that is,
A[S(vi )[1]] < · · · < A[S(vi )[i]]. In particular, S(vi )[j] is the index of the jth smallest integer
in A[1..i]. Hence, we can answer a prefix selection query prefix-select(i, j) by computing
access(vi , j). This completes the proof of Theorem 2.

6

Conclusion and Open Problems

We have initiated the study of persistent strings for storing and accessing compressed
collections of similar strings. We have shown how to store a persistent string in linear
space with optimal random access time. An interesting open problem is to make our
solution dynamic by supporting insertion of new nodes in the version tree (representing new
strings added to the collection). Another open problem is to improve our straightforward
O(n log n/ log log n) preprocessing time to optimal O(n).
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A = [3, 1, 2, 5, 6, 4]

v0
insert(0,1)
v1
insert(0,2)
v2
insert(1,3)
v3
insert(3,4)
v4
insert(4,5)
v5
insert(3,6)
v6

S(v0 ) = "
S(v1 ) = 1
S(v2 ) = 21
S(v3 ) = 231
S(v4 ) = 2314
S(v5 ) = 23145
S(v6 ) = 231645

Figure 4 The corresponding random access instance for an array A = [3, 1, 2, 5, 6, 4].
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1

Introduction

In evolving data streams, applications are often interested in recent history. This is evident in
recency-sensitive applications such as in-network caching [5], web-crawling and the detection
of duplicates [7]. Data structures that provide summaries of item-histories in support of these
applications can be found in the sliding membership1 literature [2, 6, 8, 11]. The summaries
are set membership structures fused with estimates of item recency; a statistic identical to
the question “when was the last time I saw item x?”. Item recency can be supported by a
hash table by augmenting item occurrences with timestamps or some identifier of a point in
history. However, this strategy has not been fulfilled in both “small” space and with sufficient
accuracy. Thus, we look at the problem of balancing these demands in the design of a data
structure that supports a recency query.
What makes the recency and the sliding membership problems compelling, particularly
in the context of the broader dictionary literature, is decay: the data structure must forget
old items. Thus, a mechanism is required to determine the age of an item and, in turn,

1

The sliding membership problem asks: “has item x occurred among the last W items?”
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identify candidates for omission. If we want to keep the representation of the set of items
succinct (a representation of a set that occupies an amount of space close to the theoretic
information lower bound), the question of how to determine item recency is non-trivial.
Additional information must be associated with each item. So we may ask whether the size
of this information is dependent on the number of items present and, in turn, whether this
precludes a succinct representation. In this paper, we present a space-efficient data structure
to support recency queries with relative accuracy, maintaining succinct representations of
the occurred items.

1.1

Formalizing the problem

In the sliding membership problem, on parameters D, W ∈ Z+ , a process observes a sequence
of items S(t) = hs1 , s2 , . . . , st i, from a universe [N ], we seek to answer membership queries
on item x in the length-W window of most recent items, SW (t) = hst−W +1 , . . . , st i:

?

x ∈ SW (t) =




yes

if x ∈ SW (t),

no
if x ∈
/ SW +D (t),


yes or no otherwise.

Including the slack parameter D allows for more efficient solutions [8].

Recency
A recency query, r(x, t), takes sliding membership a step further, and returns a measure of
the age of an item x:
r(x, t) = t − max{j | sj = x, j ≤ t} .
?

Trivially, sliding membership reduces to recency, as (r(x, t) ∈ [0, W )) answers x ∈ SW (t).
The commonly cited naïve solution for sliding membership, with slack parameter D > 0,
entails dividing the window into blocks of width D. Each block is stored in a static dictionary.
To evaluate item membership on the sliding window it suffices to query each block, in turn,
and return the logical disjunction of the results. Similarly, the recency of an item x, given
that x ∈ SW (t), can be approximated by returning the recency of the (youngest) block it
belongs to. This approach returns approximations with absolute error at most D. However,
when viewed from the perspective of relative error, estimates are less accurate for items with
low recency. Accurate estimates may be required throughout the window and are arguably
more valuable for more recent items, motivating our formalization of the Recency problem.
I Problem 1 (Recency). Given W, D ∈ Z+ and ε ∈ (0, 1), and the sequence S(t) =
hs1 , s2 , . . . st i from universe [N ], when presented with some item x ∈ [N ], return an estimate r̂ for r(x, t) where

r̂ ∈




(1 ± ε)r(x, t),

{−1} ,


(1 ± ε)r(x, t) ∪ {−1} ,

if x ∈ SW (t) ,
if x ∈
/ SW +D (t) ,
otherwise.
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To set the context of our contributions, we briefly consider approaches to Recency that
are nearly immediately at hand. The solutions in the sliding membership literature take a
general form: insert (item-signature,2 timestamp) pairs into a hash table. This approach
either incurs a large memory overhead [6] or does not admit bounded relative error [8]. As
an alternative approach, one could store items in a circular array of length O(W ). However,
queries are linear in the length of the array. This cost could be reduced to the cardinality of
the window with a move-to-front list [10]. Both approaches are non-succinct in memory.

1.2

Contribution

We introduce a data structure named (HistoricalMembership) that achieves tight memory
allocation and bounded relative error in return for logarithmic update and query times.
Our solution builds on existing approaches, particularly the tactic of dividing the window
into blocks of items of equivalent age. However, to achieve both relative (1 ± ε) accuracy
in item recency and also space efficiency, the structure is hierarchical, comprising levels of
geometrically increasing size. Level l of HistoricalMembership is a sliding dictionary with a
window of ε−1 2l items and slack of 2l , divided into blocks of size 2l .
We illustrate the formal validity of our approach and conjecture whether improvements
are possible. Our main result is captured in the following theorem.
I Theorem 2. On a sequence of S = hs1 , s2 , . . .i, where si ∈ [N ], for parameters W and
ε > 0, at each timestamp t ≥ 1, HistoricalMembership solves the Recency problem in
(1 + o(1))(1 + ε)(B + W log(ε−1 ))
bits of memory, admitting query and update times of item x in O(log(ε · r(x, t))). This bound
is with high probability worst case for queries and expected amortized for updates. Here, B is
the information-theoretic lower bound for storing a subset of size W from the universe [N ].
Importantly, HistoricalMembership achieves ε-approximation to item recency in space
asymptotically identical to the state-of-the-art data structure for sliding membership [8]. The
auxiliary information is not dependent on W and the representation of the items, including
the slack, is succinct.

2

Background

Succinct data structures
We adhere to the word RAM model of computation with word size w = Θ(log N ). Elements
from the universe N can be stored in O(1) machine
words and bitwise operations such as

N
arithmetic require constant time. There exist m
distinct size-m subsets of the universe [N ]
so an encoding of such a subset requires, on average, at least
 
N
N
B(N, m) = log
= m log
+ O(m)
(1)
m
m
bits. If the information theoretic memory lower bound for a data structure that supports a
particular query is B bits, then a succinct data structure is one that requires (1 + o(1))B bits.
We refer to a data structure that solves (sliding) set membership as a (sliding) dictionary.
2

The type of item-signature depends on the context. For exact set membership the key x ∈ [N ] is
sufficient. For approximate set membership, where collisions are allowed, the hash value h(x) may be
used to identify the item. Many solutions to approximate set membership are simply reductions to
exact set membership via a hash function that reduces the key space.

ISAAC 2020

49:4

Recency Queries with Succinct Representation

Table 1 Comparison of HistoricalMembership with existing art. Term B denotes the informationtheoretic lower bound for storing a set of W items from the universe [N ]. ExactCuckoo solves exact
Recency. OptimalSM solves approximate Recency with bounded absolute error ≤ D − 1, with D ≤ W .
HistoricalMembership solves approximate Recency with bound relative error.

ExactCuckoo [6]
OptimalSM [8]
HistoricalMembership

Update
time
O(1)
O(1)
O(log(εW )))

Query
time
O(1)
O(1)
O(log(εW ))

Space
O(W (log N + log W ))
(1 + o(1))(1 + D/W )(B + W log(W/D))
(1 + o(1))(1 + ε)(B + W log(ε−1 ))

BackyardCuckoo
The foremost primitive in HistoricalMembership is the backyard cuckoo hash table
(BackyardCuckoo) [1], a two-level variant of cuckoo hashing [9] that achieves improved
memory utilization3 and (with high probability) worst-case constant update and query times.
The attributes of BackyardCuckoo are summarized in the following theorem.
I Theorem 3 ([1]). A dynamic set of items, drawn from the universe [N ], of size at most m,
can be stored in (1 + o(1))B(N, m) bits. With probability at least 1 − 1/poly(m), insert, delete
and query are performed in worst-case constant time.
In addition, backyard cuckoo hashing allows auxiliary information to be stored with each
item. When a query is lodged, via an item-signature, the auxiliary information is (also)
returned. With this extension, for auxiliary information of at most K bits, the hash table
uses (1 + o(1))(B(N, m) + mK) bits of memory.

Sliding approximate membership
Sliding dictionaries are an established class of data structure and some of them (indirectly)
solve the recency problem. We seek sliding dictionaries that can return their internal measure
of Recency. One class of solutions fails to do this [2, 7]. However, the solutions based on
hash tables [5, 8], which store items with an amount of auxiliary information indicative of
the age of the item, do provide recency estimates and are a starting point in our inquiry.
As a baseline for the exact Recency problem, Liu et al. [6] propose storing (item-signature,
timestamp) pairs in a cuckoo hash table. Expired items are identified as those with timestamps
that sit outside the window. For time efficiency, the deletion of expired items is performed
lazily. This is done in one of two ways. First, if an expired item is in encountered during an
insert or query, it is deleted. Second, at the completion of an insertion, a constant number of
cells are scanned and expired items are deleted. The process records the finishing point of
the scan and resumes at this location during the next update. These measures ensure that an
expired item is deleted within a time frame of W updates and to save space, timestamps are
assigned modulo 2W . Insertions take expected amortized constant time, while queries are
worst-case constant as per cuckoo hashing theory [9]. Memory utilization is almost 1/2, so the
table contains a large proportion of empty cells. In total, the table requires O(W (A + log W ))
bits, where A is the size of the item-signature.4 Notably, as timestamps are stored, the data
structure solves the exact Recency problem. We refer to this solution as ExactCuckoo.

3
4

Utilization arbitrarily close to 1, as opposed to arbitrarily close to 1/2 for standard cuckoo hashing.
dlog 1/δe for approximate set membership and dlog N e for exact set membership.
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The theoretical state-of-the-art solution for absolute-error Recency is by Naor and Yogev [8].
It is the only approach that accounts for slack, and moreover measures its benefit. We refer
to the data structure as Optimal Sliding Membership (OptimalSM). The solution entails
partitioning the window into blocks of size D. Then (item-signature, block-number) pairs
are stored in a hash table. As above, block IDs are assigned on a circular field and evictions
are lazy. With this approach, and by introducing slack, OptimalSM reduces the cost of the
timestamp compared with ExactCuckoo.
Blocks that overlap with the window are called active and those that sit outside the
window as expired. During an insertion, the procedure assigns the item to the youngest
active block, which we call the contemporary block. At each timestamp, there are W/D + 1
active blocks and the circular field of block IDs is modulo 2(W/D + 1). The hash table is
BackyardCuckoo and a succinct representation of the items is obtained. A key contribution is
a lower bound on the sliding approximate membership problem.
I Theorem 4 ([8]). For parameters W, D ∈ Z+ and failure probability δ ∈ (0, 1), a data
structure that returns approximate set membership queries on the length-W sliding window,
with slack D, requires at least the following number of bits
1
W log 1δ + W · max{log W
D , log log δ } − O(W ) .

Naor and Yogev’s construction is tight up to the first two terms, and OptimalSM solves
Recency with bounded absolute error.
The ExactCuckoo and OptimalSM share this approach: store an item-signature with a
time indicator, such as a timestamp or block ID in a hash table. In other words, we can
think of the hash table as a black box, and so we collectively refer to these two approaches
as Hash Sliding Membership (HashSM). HistoricalMembership employs multiple instances of
HashSM to construct a Recency data structure with bounded relative error. A comparison
between ExactCuckoo, OptimalSM and HistoricalMembership is available in Table 1.

3

HistoricalMembership

With ExactCuckoo, the sliding membership literature provides a solution for exact Recency.
However, the structure does not suggest an approximate solution, nor how to trade (relative)
accuracy for space, or rather, to reduce the O(log W ) bit allocation for timestamps. The
approach of Noar and Yogev [8], which involves dividing the window into blocks of fixed
length, provides an approximation of bounded absolute error. This approach is sufficient for
identifying old items, with large recency values, and is therefore ideal for sliding membership.
Through the notion of a recency equivalence class, we refine their approach towards a structure
that is sensitive to relative error.

3.1

Equivalence classes

Following OptimalSM, suppose we partition the window into blocks, and assign each item
a block ID. The most recent item in the fourth block has a recency value of 3D and we
can approximate the recency of all items in the block by assigning them the same value
of 3D. As the oldest item in the block has actual recency 3D + D − 1, the absolute error
of the estimate is at most D − 1 and hence incurs relative error approximately 1/4. To
provide a recency value with (parameterized) bounded relative error, pertinent for items with
low recency values, HistoricalMembership partitions the window into a sequence of blocks
of non-decreasing size. Every item in a block is deemed to have recency equivalent to the
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+7
+4
+2
s1

s2

s3

s4

s5

s6

s7

s8

s9

s10

s11

+1
s12
“front”

Figure 1 A sequence hs1 , . . . , s12 i is partitioned into blocks of non-decreasing size. The timestamp
of the “front” item of each block becomes an implicit timestamp for all items in the block. For
example, the token s1 is assigned a recency estimate of 7. Since its actual recency is 11, it incurs a
relative error of (11/7 − 1). Storing each item in the set S = {s1 , . . . , s12 } with its corresponding
block number gives a static solution to approximate recency.

recency of the most recent item (the front item) in that block. An example is shown in
Figure 1. As a byproduct, we lose order and granularity within the blocks themselves, with
each block now a homogeneous zone of recency with a single representative timestamp. In
other words, HistoricalMembership maintains a partial order of the underlying sequence. We
want the front item to be a good representative for the block. We hence refer to a block
that is unified by a (1 + ε)-approximation as an equivalence class. To make this notion more
rigorous, a pair of timestamps, (ta , tb ), satisfying the two conditions
ta < tb

and (t − ta ) ≤ (1 + ε)(t − tb )

(2)

defines an equivalence class. The difference, tb − ta , is the width of the equivalence class.
As an equivalence class demarcates a contiguous neighbourhood of items from the
sequence, the approach of HistoricalMembership is to dynamically re-organize the sequence
into an appropriate collection of equivalence classes, as each item arrives in the stream. This
constitutes a high-level view of HistoricalMembership, but the efficiency of the structure
depends on how the classes are stored and accessed.

3.2

Coordinating the equivalence classes

To perform efficient maintenance of the dynamic collection of equivalence classes, we propose
merging adjacent classes. This tactic follows from the observation that older classes can be
wider. As a class ages, and moves further away from the present, it implicitly becomes more
(relatively) accurate. Suppose the two intervals [ta , tb ) and [tb , tc ) represent blocks within
the division of the window. If the pair (ta , tc ) satisfies the conditions (2), the structure has
permission to merge the blocks.

Invariant
Accordingly, within the framework of merge-type equivalence class maintenance, HistoricalMembership organizes the classes into L = blog(εW )c − 1 levels. At level l, the width of
each equivalence class is 2l . Therefore, merging two clases at level l, of width 2l , creates a
new class of width 2l+1 and a resident of level (l + 1). To maintain the equivalence class
constraints of relation (2), we insist that at least ε−1 and at most ε−1 + 1 classes at reside at
each level. This ensures that each item at level l has recency at least
−1

ε

l−1
X
i=0

2i = ε−1 (2l − 1) ,
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which, in turn, justifies the width of the classes (refer to Lemma 5 below). Consequently, we
require that ε−1 is an integer. Reducing the ε term in the approximation factor increases
PL
the number of classes at each level. Observe that l=0 ε−1 2l ≤ W ; we refer to the difference
E=W −

L
X

ε−1 2l

(3)

l=0

as the excess. We can either extend level L to include the excess or create a new level for it.
HistoricalMembership opts for the former approach, as it is more space effective to extend the
top level than to create a new level that operates below its conceptual cardinality.

Updates
As each item arrives in the stream, it is prepended to level 0, whose items are stored in
“equivalence classes” of width 1. When level 0 becomes full, which is to say it contains
(2 + ε−1 ) items, the two oldest items become an equivalence class of width 2, which is
promoted to level 1. Similarly, when level l acquires 2 + ε−1 equivalence classes, its two oldest
equivalence classes are merged, and become the newest equivalence class at level l + 1. At
the top level, when an equivalence class “falls off the window”, it is (conceptually) deleted.

4

Upper bound: level = sliding dictionary

The preceding section presents an overview of the structure of HistoricalMembership. We
now turn to the question of how to store and maintain this equivalence class partition of
the window. An initial temptation would be to store each equivalence class as a (succinct)
static dictionary. Periodically, the dictionary structures can be merged, and techniques are
available to do this [3]. However, this leads to expensive worst-case queries, taking Ω(ε−1 L)
time, in which every dictionary in each level is queried, level by level.

Levels as sliding windows
To reduce the number of internal queries to the dictionary primitive, we observe that every
level in fact constitutes a window partitioned into blocks of fixed length. Thus, we can
engage a HashSM sliding dictionary to store an entire level of HistoricalMembership. The
problem, for levels l ∈ {0, 1, . . . , (L − 1)}, reduces to sliding membership with window length
Wl = ε−1 2l and slack Dl = 2l . Following the approach of OptimalSM, it suffices to divide
the window into ε−1 blocks of width 2l and store (item-signature, block ID) pairs in a hash
table. At level L, extended to contain the excess of the level structure, reduced to sliding
membership with window length WL = E + ε−1 2L and slack DL = 2L , where E is defined
in relation (3). Block IDs can be assigned in a circular fashion, and, in our context, are
identical to an equivalence class ID. Items that belong to an expired equivalence class are
promoted lazily; the item may sit expired at a level l, but it is understood to conceptually
belong at level l + 1. item-signatures must be stored under a representation that is invertible,
as is the case for BackyardCuckoo hashing.

Insertion operation
An insertion into a level proceeds according to the logic of HashSM. Following a protocol of
lazy promotions, if, in the process of allocating a free cell to an (item-signature, equivalence
class) pair,5 the procedure encounters an item with a lapsed equivalence class, that is, a class
5

Hash tables such as Cuckoo and BackyardCuckoo offer multiple choices for each item allocation.

ISAAC 2020

49:8

Recency Queries with Succinct Representation

Level 1
(K, 0)

(,)

(`, 2) (, ) (Q, 1)

(N, 3)

(:, 2)
Level 0
(P, 4)

(N, 0)

(5, 5) (, )

S

Figure 2 Image of levels 0 & 1 of HistoricalMembership, for ε−1 = 2 and L ≥ 2, on the sequence
S = h. . ., K, Q, N, :, `, N, P, 5, Ni. The global clock is at t = 18. Each level is a hash table
that stores (item-signature, equivalence class ID) pairs and implements a sliding dictionary. Each
level has ε−1 + 1 = 3 equivalence classes. The circular field of block IDs is 2(ε−1 + 1) = 6. The
contemporary block ID at level 0 is 0 and the contemporary block ID at level 1 is 3. The equivalence
class width at level 1 is 21 = 2. Note, N occurs twice at level 1 and does not appear in block 1. The
item K has expired at level 1 and awaits (a lazy) promotion to level 2.

that has been conceptually merged and placed in the succeeding level, it evicts the expired
item and inserts it into the subsequent level. After the insertion pair has been allocated a
free cell, the process scans a constant number of cells and promotes expired items. For levels
l ∈ [L − 1] block IDs come from the range {0, 1, 2, . . . , 2(ε−1 + 1)}, treated as a circular field.
For level L, block IDs come from
2(WL /2L + 1) = 2(ε−1 + E/2L + 1) .

(4)

In the HashSM approach of lazy deletions there is no control over when an expired item
is evicted from a level. Rather, this is an outcome of the randomness that distributes items
within the hash table. Therefore, care needs to be taken, during a promotion, when inserting
into the succeeding level such that the item is placed in the correct equivalence class. To
accomplish this, we make modify the approach of HashSM, specifically, installing an external
assignment of block IDs.

Block ID assignment
In HashSM, during an insertion, the procedure assigns the item to the “contemporary” block.
With the combination of the levelled structure of HistoricalMembership and lazy promotions,
an item evicted from level l may not belong to the contemporary equivalence class (block)
of level l + 1. Therefore, equivalence class IDs are assigned externally. For example, if, at
level l, an evicted item returns the (expired) equivalence class ID e from the circular field
2(ε−1 + 1), the corresponding class ID in level l + 1 can be calculated as follows. Letting ej
name the contemporary class ID at level j, the number of equivalence classes between class e
and the local (level-l) window, assuming l + 1 6= L, is
d = el − e − (ε−1 + 1) mod (2ε−1 + 2).
The difference is equal to the contemporary class ID minus the expired ID minus the number
of active classes modulo the circular field. The difference d determines the equivalence class
ID e∗ that e would be merged into in level l + 1. Recall that adjacent equivalence classes are
(conceptually) merged prior to a promotion to a succeeding level. Therefore, the number of
classes between e∗ and el+1 is d/2, and hence e∗ = el+1 + d/2 mod (2ε−1 + 2).
Each sliding dictionary is synchronized by a global clock, thus, the contemporary class
IDs are also updated externally. For this reason, if there are no items to insert at a level,
HistoricalMembership still scans for evictions as if an item were being inserted. A formal
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summary of the insertion procedure is available in Algorithm 2. The initialization algorithm
is present in Algorithm 1. Together, they instruct the external assignment of block IDs for
the sliding dictionaries. An image of HistoricalMembership is in Figure 2.

Correctness/queries
To evaluate the recency of an item x, HistoricalMembership probes the levels sequentially.
Thus, assuming x is in the window, query time is proportional to the logarithm of x’s recency.
If x is (first) retrieved from level l, its recency is estimated from its equivalence class ID, e.
The level l dictionary provides a local estimate r̂l (x) with absolute error at most 2l − 1:
r̂l (x) = 2l · (e − el mod (2ε−1 + 2)) .
The local estimate can be interpreted as the recency of the item with respect to level l. To
construct a global estimate r̂(x, t), with bounded relative error, we accumulate the widths
of levels below level l and append the sum to the local estimate. Due to the effect of
slack, the width of each level varies. (The width of a level is the bound on the number of
active items. Each level has ε−1 non-contemporary active classes.) At time t in the stream,
the contemporary class at level i has at most (t mod 2i ) items, so the width of level i is
(t mod 2i ) + ε−1 2i . Summing the widths of the preceding levels, we arrive at an estimate.
r̂(x, t) = r̂l (x) +

l−1
X

(ε−1 2i + (t mod 2i )) .

(5)

i=0

With the query algorithm in place, we can bound the relative error of the data structure.
I Lemma 5. HistoricalMembership returns a (1 + ε)-approximation to item recency.
Proof. The second summand can be interpreted as the distance between level l and the front
of the sequence. The distance is exact. Thus, the error on the global estimate is bound by
the error on the local estimate.
2l − 1
2l − 1
|r(x, t) − r̂(x, t)|
≤
≤
Pl−1 −1 i
Pl−1 = ε .
r̂(x, t)
r̂l (x) + i=0 (ε 2 + (t mod 2i ))
ε−1 i=0 2i

5

J

Efficiency: selecting the hash tables

The efficiency of HistoricalMembership hinges on the performance of the hash tables supporting
the HashSM sliding dictionaries. BackyardCuckoo is the state-of-the-art, combining succinct
representation with worst-case constant-time operations, except with probability proportional
to 1/poly(s), where s is the size of the set. in the size of the underlying set. Unfortunately,
this is an issue for levels with low cardinality, where the failure probability is non-negligible,
particularly across long sequences. Thus our choice tables for implementing HashSM depends
on the size of the level. We split the level structure in half and only assign the BackyardCuckoo
table to the upper dL/2e levels. As the lower dL/2e − 1 levels have an aggregated cardinality
of O((ε−1 + 1)W 1/2 ), there is more flexibility in the hash table construction, in the sense
that it does not need to be succinct. A number of options are available and we suggest the
dynamic hash table of Dietzfelbinger et al. [4] (DynamicTable). The latter result allows a
dynamic set of at most m items to be stored in O(m) words with constant worst-case query
times and constant expected amortized insert and delete.
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I Lemma 6. In HistoricalMembership, a query can be evaluated in worst-case O(log(εW )) time
and insertions completed in expected amortized O(log(εW )) time with probability 1 − O(1/W ).
Proof. A query requires at most L probes to the underlying hash tables. For DynamicTable,
queries are worst-case constant. For BackyardCuckoo, when representing a set of size m,
queries are non constant with arbitrarily small probability 1/poly(m). As the width of
each level l ≥ dL/2e is Ω(W 1/2 ), we can initialize the BackyardCuckoo hash tables with
sufficient randomness such that failures occur with probability O(1/W 2 ). Taking a union
bound over the event that each level reports sliding membership in constant time, queries
are worst-case O(log(εW )) with probability 1 − O(1/W ). Similarly, as an insertion causes at
most O(1) item insertions at every level, the same argument follows for the insertion time for
HistoricalMembership. However, due to inheritance from the DynamicTable, insertion times
are only expected amortized.
J
Further, as the levels are queried consecutively and in reverse chronological order, we can
bound the query time as a function of item recency.
I Lemma 7. In HistoricalMembership, the query cost for an item x ∈ [N ], with recency
r(x, t) ≤ W , can be evaluated in worst-case O(log(ε·r(x, t))) time with probability 1−O(1/W ).
To bound the memory allocation, we disaggregate the level structure into three components,
and work bottom up: the lower levels, implemented by DynamicTable; the upper-middle
levels, implemented by BackyardCuckoo; and the top level, which contains the excess.
√
I Lemma 8. HistoricalMembership stores levels {0, 1, . . . , dL/2e − 1} in (1 + ε) W · O(w)
bits.
−1
l
Proof. Each lower level l has cardinality
√ at most (ε + 1)2 . Accumulated across all lower
levels the cardinality is at most (1 + ε) W . The DynamicTable
stores m via item-signatures
√
in O(mw) bits, which in total leads to a bound of (1 + ε) W · O(w) bits.
J

I Lemma 9. For levels l ∈ {dL/2e . . . , (L − 1)}, the memory
of the
 allocation
 sliding
N
+ log ε−1 + O(1) bits.
dictionaries accumulates to (1 + o(1))(ε−1 + 1)(2L − 1) log W
Proof. By Theorem 3, BackyardCuckoo stores a set of size m, from the universe [N ], with
each item containing auxiliary information of K bits, in (1 + o(1))((B, m) + mK) bits. As
level l has cardinality at most (ε−1 + 1)2l and stores auxiliary information of log(2ε−1 + 2)
bits for the equivalence class ID at that level, we can accumulate the memory commitment
across the relevant levels. To set this up, we observe that
W ≤ ε−1 2L+2 ,

(6)

and that
L−1
X
l=dL/2e

2l (L − l) ≤

L−1
X
l=0

2l (L − l) =

L−1
X
l=0

2l +

L−2
X
l=0

2l + · · · +

0
X
l=0

2l ≤ 2L+1 − 2 .

(7)
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Hence
L−1
X

(1 + o(1))(B(N, 2l (ε−1 + 1)) + 2l (ε−1 + 1) log(2ε−1 + 2))

l=dL/2e
L−1
X

= (1 + o(1))

−1

l

2 (ε


+ 1)(log

l=dL/2e

≤ (1 + o(1))(ε

−1

L−1
X

+ 1)

l

2l (ε−1 + 1)


2 (log

l=dL/2e
L−1
X

≤ (1 + o(1))(ε−1 + 1)



N

W
l
2 ε−1




+ log

2l ((L − l + 2) + log



l=dL/2e

≤ (1 + o(1))(ε

−1

L

+ 1)(2 − 1) 2 + log



N
W

+ log ε−1 + O(1))



N
W



N
) + log ε−1 + O(1)
W


+ log ε−1 + O(1)) from (6),


+ log ε−1 + O(1)

from (7).

J

PL
The excess of the level structure has E = W − ε−1 l=0 2l items. We extend the top level
to contain the excess, becoming a sliding dictionary with WL = E + ε−1 2L and slack 2L .

N
I Lemma 10. Level L occupies (1 + o(1))(WL + 2L )(log W
+ log ε−1 + O(1)) bits.
Proof. The BackyardCuckoo table that implements the level-L sliding dictionary is initialised
to contain WL + 2L items. We begin by providing a lower bound on this value.
WL + 2L = (W − ε−1 (2L+1 − 1)) + ε−1 2L + 2L
= W − ε−1 2L + ε−1 + 2L
≥ W − ε−1 2L
≥ W/2 ,

(8)

from inequality (6). We need to account for the cost of storing a block ID, and size of the
level-L circular field is 2(ε−1 + E/2L + 1) by Equation (4). Therefore, following Theorem 3
and Equation (1), the number of bit the level-L sliding dictionary requires is
(1 + o(1))(B(N, WL + 2L ) + (WL + 2L ) log(2(ε−1 + E/2L + 1)))




N
W − ε−1 (2L+1 − 1)
−1
= (1 + o(1))(WL + 2L )(log
+
log
ε
+
+ O(1))
WL + 2 L
2L


 
ε−1 2L+2 − ε−1 2L+1
N
L
−1
+ log ε +
+ O(1))
≤ (1 + o(1))(WL + 2 )(log
W
2L
 
N
= (1 + o(1))(WL + 2L )(log
+ log ε−1 + O(1)) ,
W
where line three follows from inequalities (6) and (8).

J

We have now bounded the space consumption of each of the three components of
HistoricalMembership. We now relate the overall space consumption to the informationtheoretic lower bound.
I Lemma 11. HistoricalMembership requires (1 + o(1))(1 + ε)(B + W log ε−1 ) bits of memory,
where B is the information-theoretic lower bound to store a set of size W .
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−1
Proof. The bound in Lemma 9 is at least (W/2)(O(1) + log ε√
). This absorbs the bound
of the lower levels, of Lemma 8, under the assumption w = o( W (1 + log ε−1 )). Therefore,
it suffices to focus our attention on the upper levels. By Lemmas 9 and 10, levels dL/2e to L
can be stored in
 

N
WL + 2L + (ε−1 + 1)(2L − 1) (1 + o(1))(log
+ log ε−1 + O(1))
(9)
W

bits. It suffices to simplify the leading factor.
WL + 2L + (ε−1 + 1)(2L − 1) = W − ε−1 (2L+1 − 1) + ε−1 2L + 2L + (ε−1 + 1)(2L − 1)
= W + 2L+1 − 1
≤ W + εW .
As B = W (log(N/W )+O(1)), expression (9) simplifies to (1+o(1))(1+ε)(B+W log ε−1 ). J
Combining Lemmas 5, 6 and 11, we arrive at Theorem 2, in some sense, a remarkable result.
The bound of Lemma 11 matches the memory commitment of OptimalSM, for D = εW .
HistoricalMembership achieves a representation of a window of a sequence of items with
memory allocation that is tight, with respect to membership on the window, and supports
Recency queries in time logarithmic in the recency value. This evolution from OptimalSM to
HistoricalMembership represents a time-accuracy trade-off, where we refine our understanding
of where items occur in the sequence paying for a small time overhead. Further, the movement
between ExactCuckoo and HistoricalMembership represents a space-time trade-off and asks
whether constant update and query times are possible in o(W log W ) space.
We finalize our theoretical development of Recency by observing that Theorem 2 can
be applied to approximate set membership. By applying a universal hash function to the
sequence of items, we can reduce the size of the universe at the expense of introducing
collisions. The result is a space bound that is proportional to W , and tight, up to the first
two terms, by Theorem 4.
I Corollary 12. For the universal hash function h : [N ] → [(1 + ε)W/δ], on input h(S(t)) =
hh(s1 ), h(s2 ), . . . h(st )i, HistoricalMembership returns the approximate recency on an item
with probability 1 − δ. The data structure uses (1 + ε)W log(ε−1 δ −1 ) + O(W ) bits.

6

Conclusion and future work

We have investigated and defined the notion of Recency through the concept of the sliding
window. Existing work, from the sliding membership literature, realizes our definition but
cannot accommodate a combination of accuracy and small memory. Our primary innovation
is carried through the data structure HistoricalMembership, which supports Recency queries
with bounded relative error on top of a succinct representation of the occurred items. The
logic of HistoricalMembership is tied to the impression of an equivalence class, wherein items
occurring at an equivalent moment in history can be assigned the same estimate. If we
think of accuracy-space-time as a triangle, the data structures ExactCuckoo, OptimalSM and
HistoricalMembership each occupy a unique face. This leads to the question as to whether
operations for Recency data structures can be supported in constant time without sacrificing
the memory and accuracy attributes of HistoricalMembership. Alternatively, the three data
structures represent the contours and boundaries of the Recency problem.
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Appendix
Algorithm 1 HistoricalMembership.

1
2
3
4
5
6
7
8
9
10
11
13
1
2
3
4
5
6
7
8

Procedure initialise(W , ε)
L ← blog(εW )c − 1 ;
// number of levels
for l ∈ {0, 1, . . . L} do
Λl ← initialise a hash table that stores at most 2l (ε−1 + 1) items ;
el ← 0;
// contemporary equivalence class ID
nl ← 2(ε−1 + 1) ;
// circular field of class IDs
PL−1 l
−1
E ←W −ε
// the excess
l=0 2 ;
ΛL ← initialise a hash table that stores at most 2L (ε−1 + 1) + E items;
eL ← 0;
nl ← 2(ε−1 + E/2L + 1);
// circular field of class IDs at level L
t ← 0;
// the global clock
return;
Procedure query(x)
c ← 0;
for l ∈ {0, 1, . . . , L} do
e∗ ← retrieve x from Λl ;
if e∗ 6= −1 then
return c + 2l · (el − e∗ mod nl );
// item located at level l
c ← c + ε−1 2l + (t mod 2l );
return −1;
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Algorithm 2 HistoricalMembership.
1
2
3
4
5
6
7
8
9
10
11
12
14

Procedure insert(x)
t←t+1 ;
// update global clock
for l ∈ {0, 1, . . . L} do
if t mod 2l = 0 then
el ← el + 1 mod nl ;
// synchronize block IDs
E ← insert (x, e0 ) into Λ0 ; // insertion returns a set of evicted items
for ł ∈ {0, 1, . . . , L} do
E 0 ← ∅;
for (y, e) ∈ E do
e∗ ← el+1 + (el − e − (ε−1 + 1) mod nl )/2;
E 0 ← E 0 ∪ insert (y, e∗ ) into Λl ;
E ← E 0 ∪ scan Λl ;
return;
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1

Introduction

Recursed1 [15] is an indie puzzle platform video game by lone developer Portponky. The
game’s main feature is having rooms contained within treasure chests, often recursively,
inspired by functional programming; see Section 2 for details.
In this paper, we show that deciding whether a given Recursed level can be solved is
RE-complete and thus undecidable (not recursive).2 We thus positively settle a player’s
claim that Recursed is NP-hard [5] and another player’s conjecture that it is undecidable [11].
Our proof is by a reduction from the Post Correspondence Problem (PCP); refer to Section 3

1

2

All products, company names, brand names, trademarks, and sprites are properties of their respective
owners. Sprites are used here under Fair Use for the educational purpose of illustrating mathematical
theorems.
A brief recap on terminology: RE (Recursively Enumerable) is the class of decision problems whose “yes”
instances are accepted by a Turing machine in finite time, but whose “no” instances may be indicated by
the machine running for infinite time, while R (Recursive or Decidable) is the class of decision problems
whose “yes” and “no” instances are accepted and rejected, respectively, by a Turing machine in finite
time. It is known that RE $ R; for example, the Halting Problem is in the difference RE \ R.
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for a definition. We use the properties of PCP that the constraints are locally checkable and
that the resolution of choices proceeds in only one direction (adding more words/dominoes
to the string).
RE-completeness of a video game requires some source of arbitrarily unbounded state in
the game. The unbounded state we use in Recursed stems only from the player’s ability to
generate instances of rooms arbitrarily deeply through normal use of the game’s recursive
chest mechanics (and by extension, its jar mechanics); see Section 2 for details. Each of the
finitely many rooms resulting from our reduction has constant size – even fitting within the
15 × 20 size of standard Recursed rooms – and contains only a constant number of objects
and a constant amount of state. Indeed, the Recursed levels generated by our reduction are
“practical”: they could, in principle, be solved by a human, provided they knew which PCP
dominoes to place at each placement step. Using the custom level feature of Recursed, we
have built a fully playable custom level demonstrating the reduction applied to a simple
2-domino PCP instance, which is available for download [9].
Our reduction is also efficient, meaning that it efficiently represents the execution of a
Turing machine. The Recursed level size is linear in the number k of dominoes in the PCP
instance, and the Recursed solution length is O(L log k) where L is the number of symbols in
a solution to the PCP instance. Using the standard reduction from the Halting Problem to
PCP [18], the Recursed level size is linear in the encoding size k of the Turing machine, and
the Recursed solution length is O(T S log k) = O(T 2 log k) where T is the running time and
S is the space used by the Turing machine. As a consequence, deciding whether a Recursed
level can be solved in a polynomial number of steps is NP-complete, and deciding whether a
Recursed level can be solved in an exponential number of steps is NEXPTIME-complete.
Related Work. The first RE-completeness/undecidability result for a video game was for
another indie puzzle game, Braid [12], designed by Jonathan Blow. (The computational
complexity of Blow’s other puzzle game, The Witness, has also been studied, with NP-, Σ2 -,
and PSPACE-completeness results for various aspects of the game [1].) To our knowledge,
our result is the second RE-completeness/undecidability result for a (real-world) single-player
video game.
The Braid reduction [12] produces a Braid level of finite size. The unbounded state
it exploits comes from the game’s ability to generate arbitrarily unbounded quantities of
enemies and pack them into the same location, allowing the level to increment a counter
arbitrarily high. Enemies prevent the player from getting to a location, allowing the player to
detect when the counter is zero. In this way, the Braid reduction simulates a counter machine.
Because the reduction from Turing machine to counter machine [14] requires an exponential
slowdown, the Braid reduction is not efficient: the resulting solution length is exponential in
the running time of the Turing machine. Also, because the items in Recursed all help rather
than hinder the player’s mobility, this type of approach cannot work for Recursed.
For two-player games, there is one undecidability result we are aware of: Magic: The
Gathering is RE-hard/undecidable even for two players [4], via an efficient Turing machine
simulation. In fact, the players’ moves are all forced, so this result is arguably about
a zero-player simulation (but only the two-player game is “real-world”). An earlier REhardness/undecidability proof [3] simulated a counter machine, and thus was inefficient; it
also required more players and a small tweak to the game rules.
Team multiplayer games are often RE-complete/undecidable even when the game’s state
is finite; the source of unboundedness is the hypothetical game strategies built in the players’
heads [13]. Recently, this technique has been applied to prove RE-completeness/undecidability
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of real-world team video games, including Team Fortress 2, Super Smash Brothers: Brawl,
and Mario Kart [6]. These reductions are naturally very different from Recursed, given the
different source of unboundedness.
Roadmap. Section 2 gives an overview of the mechanics of Recursed relevant to our
construction. Section 3 presents a sketch of our reduction construction. For full details,
please refer to the full paper [10]. Section 4 describes some open questions and conjectures
regarding the complexity of subsets of Recursed.

2

Game Rules

This section covers the rules of Recursed insofar as they are needed for our construction in
Section 3. For simplicity, we omit those objects and notions which we will not use.3 See [16]
for a video illustration of some core mechanics, including blocks, keys, doors, chests, and jars.

2.1

Basic Player Actions

We will call the player character Rico. By default, Rico can run horizontally and jump
or fall vertically. Rico can jump up to a surface at most 3 tiles higher than where they
jumped from, but can fall arbitrarily far with no penalty. Rico can pick up objects they are
standing next to (see below for an enumeration). Rico can only carry one object at a time,
and cannot pick up further objects until releasing the one held. While holding an object,
Rico can drop it, causing it to fall, or throw it. Thrown objects travel in a perfectly vertical
or horizontal trajectory until hitting a solid tile (or reaching the apex, if thrown upwards),
at which point they fall until landing on a floor tile, or falling off the bottom of the screen.
Note that other objects do not impede the horizontal trajectory of a thrown object, but,
when falling, objects can land on blocks. If Rico is carrying an object, their jump height is
lowered to at most 2 blocks.
Typically, walls, floors, and ceilings are comprised of tiles, which are immovable and
impassable, by Rico or any object. At any given time, Rico will be situated in a room of size
at most 15 × 20 (though sometimes smaller), which is what is shown to the player. Typically,
rooms will have borders consisting of solid tiles (counting towards the size). It is possible for
some walls, floor, or ceiling to be missing. If Rico falls off the edge, they bounce back up a
few blocks, but we will not have any missing floors in our construction.
A level is comprised of a collection of rooms (see Section 2.3 for more details). Rico’s
goal is to reach a purple crystal, of which exactly one exists in some room of each level.
There is one additional special environmental feature called a ledge (see Figure 1). Ledges
are always oriented horizontally. Rico can jump upwards through a ledge, but cannot by
any means traverse back downwards through a ledge. Thrown or dropped objects ignore
ledges entirely in both directions.

2.2

Basic Objects

We depict all of the objects necessary for our construction in Figure 1. A description of each
follows.

3

Inexhaustively including water, acid, Ooblecks, cauldrons, paradoxes, glitches, and cloud walls.
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door
rico

pink flame
block

ring

chest

jar

key

green flame

green glow
crystal

ledge

Figure 1 A toy level containing a copy of each object used in our construction.

Blocks. The primary use of blocks is for Rico to stand on and be able to jump higher. In
particular, if Rico is standing on a block, they can jump to a height of 4 above the ground (3
if carrying another object), which would be otherwise impossible. Furthermore, blocks can
be stacked arbitrarily high, and Rico can “climb” stacks of blocks, so with k blocks, Rico can
reach a height of k + 3.
Keys and doors. Keys are carryable objects which open doors. Doors are static objects
in the level which occupy a space 3 tiles high by 1 tile wide, generally preventing traversal
from one side to the other. A key can be carried directly to a door, or thrown at it. In either
case, the key and the door both disappear, allowing Rico to traverse the space previously
occupied by the door. There is only one type of key and one type of door, so any key in the
game can open any door.
Rings. The only direct use of rings in-game is to trigger pre-scripted dialog when thrown
against a wall. Therefore, they provide no particular use toward solving a level. Nevertheless,
we will make use of rings in our construction as a generic object which specifically does
nothing except lower Rico’s jump height to 2 tiles when held. See Section 3.2.2.

2.3

Chests

Chests are the primary “gimmick” of Recursed. They were designed to emulate function
calls (in the programming sense) to some degree. In Recursed, chests do not contain objects,
but rather entire rooms. Rico can jump into chests, thereby entering the room contained
therein. The room contained in a chest is an immutable property of the chest itself – a
particular chest will always contain a particular room, according to the specification of that
chest. Different chests can contain the same room.
When Rico enters a room via a chest, they appear at a pre-specified entry point4 , along
with a pink flame, which we refer to interchangeably as an exit. The room will be generated
freshly from its specification each time Rico enters a chest containing it regardless of whether

4

The entry point is a property of the room itself; Rico will appear at the same entry point regardless of
which chest was used to enter the room.
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Rico has previously visited and/or interacted with objects in the room. This follows the
function call intuition of each invocation entering the function at the beginning with no local
state.
While in a room contained in a chest (which is most of the time), Rico can freely interact
with any objects present including other chests. Every room except for the initial room Rico
begins the level in will necessary have a pink flame exit. If Rico returns to the exit of a
room, they can choose to leave by interacting with the pink flame. In doing so, they will hop
back out of the chest they initially came in, thus re-entering the “parent” room in the same
state that it was when Rico jumped in the chest. Note the asymmetry between entering and
exiting chests. Again, this emulates the function call behavior of saving the local state of
the parent function when returning from a child function. Because any future entries to the
chest room will re-generate the room anew, any state that room had when Rico leaves is
entirely forgotten.
Rico can of course recursively enter chests (hence the name), thereby saving a “call
history” in a stack-like fashion. Rico can even enter a room via a chest contained in that
same room, reminiscent of a recursive function calling itself.
One final key property of chests is that when Rico jumps into a chest, or leaves via the
pink flame, they can do so while carrying at most one object. Thus, provided that Rico can
manage to get access to it, Rico can bring a block, a key, or another chest with them into or
out of a chest. To demonstrate the impact of this ability, observe that on the one hand, if
Rico carries, say, a block into a chest and then subsequently leaves the chest empty-handed,
that block is lost forever. On the other hand, if Rico enters a chest empty-handed, but
manages to leave while carrying a block, the parent room now has a block that in effect did
not previously exist. In particular, Rico can repeat the same sequence of actions any number
of times to produce an unbounded number of blocks in the parent room.

2.4

Green Glow

Some objects in the game have a green glow (see Figure 1). These objects violate the
“function call” rules of chests described above, in that the state of a green glowing object
is saved no matter when or where it is interacted with. The simplest example is a green
glowing door, since it cannot be moved, but only open. If a green glowing door in a room is
opened by any key, it will always be open when Rico revisits that room, even if doing so by
entering a chest and thus regenerating (the nonglowing parts of) the room.
Movable objects, including blocks, keys, and chests can also glow green. In this case, if
the object moves around the room it begins the level in, then whenever Rico revisits that
room the location of the object will be remembered. This is the only property we will make
use of in the construction, but we note for posterity that green glowing objects can be moved
between rooms and this will be remembered as well. Green glowing chests have even more
interesting properties, but we encourage the reader to play the game and discover those for
themselves!

2.5

Jars

Jars are similar to chests in that they contain rooms, but unlike chests, they are designed to
emulate continuations (in the functional programming sense), rather than function calls.
Jars can never be present in the initial state of a level. Rather, some rooms (other than the
initial starting room) will have a green flame exit in addition to the standard pink flame
exit (not to be confused with green glow above). The green flame can be located anywhere
in the room and is independent of Rico’s initial point of entry. There can even be more than
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one (though not in our construction). If Rico exits a room via a green flame exit, they will
hop back out of the containing chest, just like by the pink flame, except they will now be
carrying a newly created jar. Note that Rico cannot be carrying any object when leaving
via green flame exits in order to have space to carry the jar.
Rico can carry the jar around just like any other object. If, subsequently, Rico enters a
jar, they will re-enter the room containing the green flame the jar was created with, at the
location of the green flame, with the room in the same state that it was in when the jar was
created, except that the green flame itself is now gone, so no further jars can be created from
the same place. Thus, any doors previously opened or objects previously moved or placed
will be just where they were when Rico used the green flame. Importantly, when Rico later
exits a room after entering it from a jar, they will reappear in the parent room just as if
they had used a chest, and may even be carrying an object, but the jar will be destroyed.
Thus, any particular jar can only be entered once.

3

Main Result

I Theorem 3.1 (Recursed is RE-complete). It is RE-complete to decide whether a player can
reach the crystal in a given level.
Containment is straightforward: the game can obviously be simulated, given an initial
state and sequence of player inputs. Thus, with a recursively enumerable Turing machine,
one can enumerate every input string frame-by-frame and check whether any such string
solves the level.
The hardness reduction is from the Post Correspondence Problem (PCP). Originally
shown undecidable by Post in [17], we follow Sipser’s description of the problem [18]. Given
a set of dominoes D1 , . . . , Dk each with a string Ai = ai1 ai2 . . . aisi on the top half and a
string Bi = bi1 . . . biri on the bottom half, denoted Di = hAi | Bi i. We are tasked with
laying such dominoes next to each other (copying dominoes as much as necessary) such
that the concatenation of the top halves equals the concatenation of the bottom halves. We
will enforce that the first domino must be D0 which will simplify the initial part of the
construction. (Forcing the first domino to be of a specified type clearly does not make the
problem decidable, since if it did there is a trivial nondeterministic decision algorithm which
guesses the first domino and then calls the hypothesized decision oracle).
We will implement a (nondeterministic) algorithm to solve PCP in Recursed. The
algorithm is as follows:
1. Nondeterministically choose a domino Di = hAi | Bi i to add to the solution, or stop and
skip to 4.
2. Push Ai onto stack SA and Bi onto stack SB .
3. Return to 1.
4. Pop SA and SB and check whether the popped symbols are equal; REJECT if not.
5. Repeat 4 until one stack empties, then check if the other stack is also empty; if yes,
ACCEPT, else REJECT.

3.1

High-Level Overview

Rico initially spawns in a room next to a block and a chests, with another chest and a locked
door past a ledge, shown in Figure 2. On the other side of the locked door is the goal crystal,
but it is 6 tiles above the ground, one tile too high for Rico to jump to reach unaided5 . The

5

Rico can reach a jump height of 3 tiles and is 2 tiles tall, and so can reach a crystal 5 blocks high.
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chest next to the door is a Global-Lock chest, which, once unlocked, will provide the key
to this very door. All Rico has to do is open the Global-Lock gadget and get the block to
the other side of the locked door! Of course, it will not be so easy...
The reduction is demonstrated with a fully playable level [9] for a PCP instance with
D0 = h01 | 0i, D1 = h0 | 10i, whose (shortest) solution is of course D0 D1 .

A0,0

GL

Figure 2 The initial room.

The high level structure of the construction is as follows: We will store SA in the “call
history” of chests Rico has jumped into and we will store SB in a chain of jars. For each
symbol aij ∈ SA , there will be one corresponding room in our call history. For each symbol
bij ∈ SB , there will be one corresponding room in our chain of jars. Rico will need to carry
the top level jar around pretty much all the time, unless changing the state of another gadget.
The very last jar at the bottom of the chain representing SB will contain a single block6
which, if retrieved in the crystal room, Rico can use to jump on and reach the crystal.
The intended solution path which Rico must follow is comprised of two phases: a “Pushing”
phase, and a “Checking” phase. During the pushing phase, Rico will push symbols to SA via
the explicit chest stack, and to SB by building the chain of jars (i.e., the outermost jar Rico
is carrying contains machinery corresponding to the top symbol of SB as well as a second
jar which itself contains machinery corresponding to the next symbol of SB , etc.). During
the checking phase, Rico will need to traverse back up the history of chests and prove that
each room corresponding to a symbol at the top of SA matches the symbol corresponding
to the room contained in the outermost jar, i.e. at the top of SB , and “popping” both off
their stacks. Rico can reach the crystal only if they reach the starting room (thereby having
emptied SA ) when SB is also exactly empty, at which point Rico will be carrying the initial
block rather than a jar.

3.2

Gadgets

In this section, we will enumerate a collection of gadgets which will be used in the overall
construction. A gadget is a template for a section of a level with specific properties. We
first describe the One-Way, Proof-of-Holding, and One-Time-Traversal gadgets
which are simple and useful subcomponents we will use repeatedly. Section 3.2.4 describes
the Prove-Verifygadget which has one entrance which can only be traversed if another
entrance has previously been traversed. It is the main component in our ability to record
state in our construction. Finally, Section 3.3 gives a brief sketch of the full construction with
figures depicting the important rooms in the construction. These include gadgets for the
choice of domino placement (Figure 7, symbols in the top stack SA (Figure 8), and symbols
in the bottom stack SB (Figure 9).
6

One might be forgiven for referring to this as the “blockchain representation” of SB .
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3.2.1

One-Way

A One-Way gadget allows Rico to pass from one side of the gadget to another, but not back
in the opposite direction. Our One-Way gadgets have the additional property that Rico is
not able to throw an object through one without traversing it themself.
We use two One-Way implementations: the first is comprised of two “stair steps”, each
two blocks high, followed by a four block drop. Rico can only jump at most 3 blocks, so after
jumping down from the ledge, they cannot get back up. The second implementation is a
simple ledge: Rico can jump up onto the ledge but then is unable to get back down. Layout
constraints govern the choice of implementation.
The latter ledge implementation trivially satisfies the thrown object requirement, since
objects always pass through ledges. The stair step implementation requires one extra feature,
which is to make sure the floor below the four block cliff is a ledge, so that any object dropped
over the edge will fall through the ledge and become inaccessible, either by getting trapped
in an unreachable pit, or by falling off the bottom of the screen, depending on placement.
Further, we add a multi-block “stalactite” over the ledge to ensure that any item thrown
from above the stairs will hit this wall and fall below the ledge.
The ledge One-Way can be seen on the far left sides of Figures 7 and 8. The stair
implementation can be seen once in the bottom of Figure 7 and in triplet in the bottom of
Figure 8.

3.2.2

Proof-of-Holding

The Proof-of-Holding gadget (H) is a simple gadget which is traversable if and only if
Rico is carrying an object. It has the additional important property that the held object
must also traverse the gadget, and cannot be left at the entry side of the gadget for later
retrieval. See Figure 3a. It makes use of the fact that while carrying something Rico’s jump
height is lower. If Rico jumps three blocks high, which is unavoidable while not carrying an
object, they will get stuck in the enclosed area at the top of the gadget. However, if Rico is
carrying an object, they will jump only two blocks high and land on the lower edge, and have
space to walk out of the gadget to the right. The pit at the bottom of the gadget prevents
Rico from dropping the held object back down and leaving it behind (accessibly), as it will
get stuck in the pit.

3.2.3

One-Time-Traversal

The One-Time-Traversal (1O) is what it says on the tin. Rico can traverse it one time in
one direction, after which it cannot be traversed in that direction again. See Figure 3b. It is
implemented by forcing Rico to be holding an object (we use a ring so as not to bestow any
other abilities) in order to jump up a small step, without irreversibly getting stuck on the
ledge 3 blocks up. If Rico is not holding the ring while jumping up the step, getting stuck
on the ledge is unavoidable. The gap below the ring’s tile is to allow Rico to throw a held
object over to the other side of the gadget to be retrieved after traversal (recall that Rico,
being two tiles high, cannot fit through that gap).
I Lemma 3.2. The One-Time-Traversal gadget can be traversed at most once.
Proof. The reason the gadget is one-time use is because (1) once the ring is removed it is
impossible to get it or any other object up to the tile where the ring is initially and (2) the
gadget is only possible to traverse from left to right if there is an object present precisely on
that tile.
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It is easy to see (1) by recalling that Rico cannot jump to a height of 3 blocks while
holding an object, nor is there anyway to throw an object upwards with any horizontal
velocity, so Rico can neither carry nor throw an object up to the ring’s starting tile. Given
(1), (2) becomes clear because there is no way Rico can be carrying an object while standing
on the lower ledge except by grabbing one off the ring’s starting tile.
J
For notational convenience, and because we always want to force Rico to prove that the jar
is never dropped, we will always combine One-Time-Traversal with Proof-of-Holding
gadgets, to get a gadget which Rico can traverse if and only if they are carrying something
and even then at most once. We denote this combined gadget by 1O + H, or 9.

(a) Proof-of-Holding gadget.

(b) One-Time-Traversal gadget.

(c) Combined start-of-room construction.

Figure 3 The Proof-of-Holding and One-Time-Traversal gadgets. These exclusively appear
together and at the start of most rooms, so we will always use the combined version shown in (c)
for compactness. Note that Rico cannot jump from the ledge on the left directly to the ring, as they
will necessarily bump their head on the “stalactite” block and fall, even while holding an object.

3.2.4

Prove-Verify Gadget

The primary driving gadget behind much of our construction is what we call a Prove-Verify
(PV) gadget. The basic idea is that the gadget primarily consists of a single room which
contains a green glowing block which can be in one of two states: set or unset. If Rico is able
to visit a Prove chest, P , they can put the gadget in the set state. If Rico visits a Verify
chest, V , they will be able to retrieve a key from V if and only if the gadget is Set, and in
doing so must return it to the Unset state. In this way, retrieving the key from V verifies
that P was visited. Note that a Verify chest is always followed by a locked door. Unless
otherwise stated, PV gadgets are initially unset. We note that this is a minor variation on
the “Self-closing Door” gadget [2] in the framework of [8].
A major use case for PV gadgets is to force Rico to prove that a room is being entered
when and from where it is intended to be. To enforce this, for most rooms R, the first element
encountered will be a VR gadget corresponding to that particular room, which will be set
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only if Rico is coming into that room immediately after visiting a corresponding PR gadget
in the previous room. Correspondingly, whenever we intend Rico to continue on to R in the
intended call stack, we will precede the chest containing R with a PR gadget followed by a
one-way.
The crux of the gadget is a stateful memory room Mx shared by a Prove-Verify
pair Px and Vx , shown in Figure 4. If the green block is in the pit, the gadget is Unset, for
Rico cannot retrieve the key (or indeed, leave the gadget at all once falling down the cliff
next to the entry). If the block is not in the pit, Rico can jump on it to retrieve the other
block up on the ledge, and put both of them in the pit which is enough to get up to the key
and back around to the exit. Of course, after doing so the green block is in the pit and the
gadget is unset again.

(a) Unset state.

(b) Set state.

Figure 4 The Mem component of the Prove-Verify gadget.

The Prove gadget simply gives Rico a block to take into the corresponding Verify
chest with which they can retrieve the green block from the pit (by using both the extra
block and the block up on the ledge), shown in Figure 5a. At no point can anything but the
block enter the Mem room, due to the 3 block high barrier which Rico cannot carry any
object over. Similarly, no object but the key may exit the Mem gadget, and bringing the key
out of the Mem chest while in the Prove chest is clearly not useful due to the same barrier
preventing it going anywhere else.

Mx
Mx

(a) Prove gadget Px .

Figure 5 The Prove and Verify gadgets.

(b) Verify gadget Vx .
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The Verify gadget, shown in Figure 5b, is intended to allow retrieval of a single key if
the corresponding Mem room is set. The intended usage is to jump into the Mem room and
retrieve a key, then throw that key against the door on the left to allow access to the other
key, which can then be brought out of the Verify chest.
There is some additional complexity in order to prevent cheating, embodied by the
following lemma.
I Lemma 3.3. No object (other than a block from the corresponding Prove gadget) can
enter the Mem chest.
Proof. First, note that the Mem chest only appears in the Prove and Verify gadgets. For
the Prove gadget, the 3 tile high barrier ensures that nothing can be brought from the
entrance of the gadget to the Mem chest. For the Verify gadget, we again use a 3 tile high
barrier which nothing can be carried over. However, in order to allow the Mem chest state
to interact with the rest of the gadget, we require a gap which the key retrieved from the
Mem room can be thrown through, opening the door on the left. The important observation
is that no object can be usefully thrown through the gap except a key going from right to
left hitting and opening the door. Any other object will hit a wall or the door and land
inaccessibly in the pit under one of the ledges. Thus, again, no object can enter the Mem
chest, and no object can leave the Mem chest except a key, and therefore no object can leave
the Verify chest except the key behind the door. Finally, we need to ensure that the Mem
chest itself cannot exit the Prove or Verify gadgets. Once again, the 3 tile high barriers
and the ledges also prevent this.
Note that Rico could bring in a key from outside to open the door with, but all this would
achieve is replacing the old key with a new key, so doing so cannot be eminently useful. J
If Lemma 3.3 did not hold and Rico could bring in, say, another chest, they could then
move the green glowing block from the Mem chest into some other room, and this could
subsequently result in Bad Things.

3.2.5

Global-Lock

We will also use a variant of the Prove-Verify gadget semantics which we will call a
Global-Lock (GL). The Global-Lock can be “set” just once, and subsequently used to
retrieve a key any number of times. The Global-Lock gadget will only be used to allow
Rico to transition between the pushing phase and the checking phase, and subsequently verify
that the transition was made. The Global-Lock is just a room with a green glowing locked
door with a key behind it (see Figure 6). As long as the door is locked, the key is irretrievable,
but once Rico is given a key to take into even one chest containing the Global-Lock room,
they can permanently unlock the door and allow all the other chests containing this room to
dispense keys.

Figure 6 The Global-Lock gadget.
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3.3

Construction Sketch

In this section we present figures for the primary structural rooms of the construction
(Figures 7, 8, and 9), as well as full details for the Aij rooms (Figure 8) in Section 3.3.1, thus
giving a “flavor” of the setup. Full construction details, including those for the DC rooms
(Figure 7) and the Bij rooms (Figure 9), are omitted and can be found in our full paper [10].
Figure 7 depicts rooms which allow Rico to select a domino to logically place at each step.
Figure 8 depicts a room type representing symbols on stack SA , and Figure 9 depicts a pair
of room types representing symbols on stack SB . During the checking phase, for each pair of
symbols at the front of SA and SB Rico will have to perform a 2-way handshake between
(J)
the machinery in the respective corresponding room Aij and Bi0 j 0 to prove that the symbols
are the same. If they aren’t, Rico will get stuck. On the other hand, if Rico can successfully
perform all handshakes and simultaneously empty the call stack and the jar chain, they will
be able to deliver the initial block to the start room and reach the goal!

3.3.1

Aij Rooms

Consider the jth symbol in the top half of the ith domino. We uniquely identify that location
by Aij and the (nonunique) symbol by s(Aij ). Similarly, we label the bottom half locations
Bij corresponding to symbol s(Bij ). Each location Aij has a corresponding room, also
labeled Aij , shown in Figure 8.

VAi,j

VDCi

PAi,j+1

PDCi+1

Ps(Ai,j ),b
GL

DCi+1,2j DCi+1,2j+1

Figure 7 The Domino-Choice rooms,
Dij . Rico can traverse these rooms through
a series of binary choices to select a domino
to logically place at each step.

Phs
GL

Ai,j+1

Vs(Ai,j ),bVs(Ai,j ),a

Figure 8 The Aij rooms. When placing
domino i, Rico must traverse all of the corresponding Aij rooms. During the checking
phase, Rico must traverse the latter halves
of these rooms in reverse order, through machinery representing the j th symbol on the
domino.

Pushing. During the pushing phase, Rico will do the following. Upon entering, Rico must
interact with several elements, each separated from the next by a one-way:
1. Traverse a Proof-of-Holding gadget
2. Traverse a VAij gadget
3. Traverse a PAi,j+1 gadget
4. Enter a chest leading to the next symbol room, Ai,j+1 .
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If Aij is the last symbol in the top half string for this domino (i.e. Domino i has exactly
j top half symbols), Ai,j+1 and PAi,j+1 will be replaced with Bi0 and PBi0 , leading to the
Bij rooms for this domino. If the bottom string of Domino i is empty, the replacements will
instead be the first Domino-Choice room, DC00 , and PDC00 , respectively. This is as far as
Rico will go during the Domino Selection phase.
Popping. Of course, that is not the end of the room, for when Rico jumps back out of the
Ai,j+1 chest they entered in Step 4 above during the checking phase, this is the point where
they will need to pop a symbol from SB and prove that it is equal to aij . Note that Rico
will not be able to usefully go back into the Ai,j+1 chest they just jumped out of, since there
will immediately be an untraversable VAi,j+1 gadget.
During the checking phase, Rico must take the following steps, comprising a 2-way
handshake to prove that S(Aij ) and bi0 j 0 are equal to each other. Again, all elements are
separated by One-Ways (besides entering and exiting held jars, of course).
1. Traverse the Global-Lock gadget to prove the checking phase has been entered and a
“handshake” chest Phs , allowed in either order to save space. The Phs gadget will prove
that the handshake has been appropriately initiated (see below).
2. Traverse a Ps(Aij ),b gadget corresponding to the “bottom half b version” of s(Aij ).
(J)

3. Delve into the jar they should be carrying, hopefully containing Bij with s(Aij ) = s(Bij ).
4. Inside the jar (refer to the full construction [10] for details), traverse a Vs(Bij ),b gadget,
only possible if s(Aij ) = s(Bij ).
5. Traverse a Ps(Bij ),a gadget corresponding to the “top half a version” of s(Aij ).
6. Traverse a Vhs chest.
(J)
7. Exit the jar, thereby destroying the Bij instance, effectively popping SB .
8. Traverse the Ps(Aij ),b from Step 2 again (see below for an explanation).
9. Traverse a Vs(Aij ),a gadget, again only possible if s(Aij ) = s(Bij ).
10. Traverse an instance of Vs(Aij ),b to re-unset it from Step 8.
The Phs -Vhs handshake pair is necessary to disallow popping multiple instances of s(Aij )
off of SB . Without it, after Step 8, Rico could enter the new top jar, and traverse it
successfully, contingent on the symbol it corresponds to being equal to s(Aij ). However,
the Vhs gadget prevents this, since it will become unset after having traversed the previous
intended jar.
Steps 8 and 10 are necessary because there is no way to prevent Rico from traversing the
Ps(Aij ),b an extra time after exiting the jar, which could allow future unintended traversals of
a Vs(Aij ),b somewhere else. Thus, we must simply assume that Rico will traverse the Ps(Aij ),b
chest again and then force them to unset the Vs(Aij ),b in Step 10.
As mentioned above, please refer to our full paper [10] for a complete discussion of the
DC and Bij rooms and the remaining construction details.

4

Open Problems

Although we achieve a tight result of RE-completeness, we could still ask about the complexity
of Recursed with a subset of the puzzle mechanics. We propose two conjectures and two
open problem relating to subsets of Recursed mechanics.
I Conjecture 1 (Cauldrons but no Jars). We conjecture that Recursed with Cauldrons, but
no Jars, is still undecidable.
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VB (J)

VBi,j

PB (C)

PB (J)

(C)

GL
(C)

(a) Bij

(J)

Bi,j+1 VB (C)
Bi,j
PBi,j+1

“call stack” rooms. When placing dom(C)

ino i, traversing room Bij

for each bottom sym(J)

bol j will force Rico to add room Bij
to the jar chain.

(right)

Vs(Ai,j ),b GL
Vhs Ps(Bi,j ),a
(J)

(b) Bij “jar chain” rooms. Rico will be forced
to traverse the second halves of these rooms during the checking phase, again through machinery
representing the symbols on the bottom stack.

Figure 9 The Bij rooms.

This conjecture seems very likely because Cauldrons (which are intended to intuitively
represent multi-threading) allow Rico to jump between different “worlds” (up to 4, represented
visually by background color) which each have their own chest history. Thus, it should not
be difficult to build a reduction similar to ours which makes use of multiple stacks to simulate
PCP or 2-stack Push Down Automata, both of which are undecidable.
I Conjecture 2 (No Cauldrons or Jars). We conjecture that Recursed without Cauldrons or
Jars can be simulated by a Push-Down Automata, and is therefore decidable.
The main difficulty with proving this conjecture is that during a solution, rooms can
contain an unbounded number of objects (blocks, keys, or chests), and such state can not be
trivially stored in either the automata head, or on the stack. However, we conjecture that
after some bounded point, more objects of a given type cannot help towards a solution, and
can therefore be forgotten. However, this seems difficult to prove.
I Open Problem 3 (Jars or Cauldrons but no Green Glow). What is the complexity of Recursed
with Jars or Cauldrons or both, but without green glowing objects?
Green glowing objects are not required to build some form of two or more stateful stacks
with either Jars or Cauldrons, but it seems very difficult to construct reductions without
them. It’s possible that there simply is not enough interaction amongst the limited set of
objects in Recursed for this problem class to be undecidable, but it seems quite difficult to
rule out.
I Open Problem 4. What is the complexity of Recursed restricted to a polynomial-length
“room stack” (analogous to call stack)?
This problem is naturally in NPSPACE = PSPACE, but is it PSPACE-complete? This
question likely needs a different approach, as our reduction is focused on time simulation
and not on multiple uses of gadgets.
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Abstract
In distributed interactive proofs, the nodes of a graph G interact with a powerful but untrustable
prover who tries to convince them, in a small number of rounds and through short messages,
that G satisfies some property. This series of interactions is followed by a phase of distributed
verification, which may be either deterministic or randomized, where nodes exchange messages with
their neighbors.
The nature of this last verification round defines the two types of interactive protocols. We say
that the protocol is of Arthur-Merlin type if the verification round is deterministic. We say that the
protocol is of Merlin-Arthur type if, in the verification round, the nodes are allowed to use a fresh
set of random bits.
In the original model introduced by Kol, Oshman, and Saxena [PODC 2018], the randomness
was private in the sense that each node had only access to an individual source of random coins.
Crescenzi, Fraigniaud, and Paz [DISC 2019] initiated the study of the impact of shared randomness
(the situation where the coin tosses are visible to all nodes) in the distributed interactive model.
In this work, we continue that research line by showing that the impact of the two forms of
randomness is very different depending on whether we are considering Arthur-Merlin protocols or
Merlin-Arthur protocols. While private randomness gives more power to the first type of protocols,
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Randomness in Distributed Interactive Proofs

1

Introduction

Distributed decision refers to the task in which the nodes of a connected graph G have to
collectively decide whether G satisfies some graph property [19]. For performing any such
task, the nodes exchange messages through the edges of G. The input of distributed decision
problems may also include labels given to the nodes and/or to the edges of G. For instance,
the nodes could decide whether G is properly colored, or decide whether the weight of the
minimum spanning tree lies below some threshold.
Acceptance and rejection are defined as follows. If G satisfies the property, then all
nodes must accept; otherwise, at least one node must reject [15]. This type of algorithms
could be used in distributed fault-tolerant computing, where the nodes, with some regularity,
must check whether the current network configuration is in a legal state for some Boolean
predicate [9]. Then, if the configuration becomes illegal at some point, the rejecting node(s)
raise the alarm or launch a recovery procedure.
Deciding whether a given coloring is proper can be done locally, by exchanging messages
between neighbors. These types of properties are called locally decidable. Nevertheless, some
other properties, such as deciding whether G is a tree, are not. As a remedy, the notion
of proof-labeling scheme (PLS) was introduced [15]. Similar variants were also introduced:
non-deterministic local decisions [7], locally checkable proofs [12], and others.
Roughly speaking, in all these models, a powerful prover gives to every node v a certificate
c(v). This provides G with a global distributed-proof. Then, every node v performs a local
verification using its local information together with c(v). PLS can be seen as a distributed
counterpart to the class NP, where, thanks to nondeterminism, the power of distributed
algorithms increases.
Just as it happened in the centralized framework [10, 11], a natural step forward is to
consider a model where the nodes are allowed to have more than one interaction with the
prover. In fact, with the rise of the Internet, prover-assisted computing models are more
relevant than ever. We can think of asymmetric applications like Facebook, where, together
with the social network itself, there is a very powerful central entity that stores a large
amount of data (the topology of the network, preferences, and activities of the users, etc.).
Or we can consider Cloud Computing, where computationally limited devices delegate costly
computations to a cloud with tremendous computational power. The central point lies in
the fact that these devices may not trust their cloud service (as it may be malicious, selfish,
or buggy). Therefore, the nodes must regularly verify the correctness of the computation
performed by the cloud service.
Interestingly, there is no gain when interactions are all deterministic. When there is no
randomness, the prover, from the very beginning, has all the information required to simulate
the interaction with the nodes. Then, in just one round, he could simply send to each node
the transcript of the whole communication, and the nodes simply verify that the transcript
is indeed consistent. A completely different situation occurs when the nodes have access to
some kind of randomness [2, 9]. In that case, the exact interaction with the nodes is unknown
to the prover until the nodes communicate the realization of their random variables. Adding
a randomized phase to the non-deterministic phase gives more power to the model [2, 9].
Two model variants arise in this new randomized scenario, regarding the order of the phases.
Assume that we have two phases. When the random phase precedes the non-deterministic
phase, we refer to distributed Arthur-Merlin protocols, and we denote them by dAM (following
the terminology and notation of [13]). Conversely, when nodes access randomness only after
receiving the certificates, we refer to distributed Merlin-Arthur protocols, and we denote them
by dMA. Note that Merlin is the powerful but untrustable prover of the PLS model, while
Arthur represents the nodes, which are simple and limited verifiers that can flip coins.
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In a dMA protocol, the prover does not see the nodes’ randomness when choosing the
certificates. Instead, only once the prover assigns certificates to the nodes, each node randomly
selects a message that broadcasts to its neighbors. Then, each node decides whether to
accept or reject, based on its randomness, input, certificate, and the messages it received
from its neighbors.
These definitions can be easily extended to a more general setting [5], where the number
of interactions between Arthur and Merlin is constant but not fixed to only one interaction
per player. This model was introduced in [13] and further studied in [5, 8, 18]. For instance,
a dMAM protocol involves three interactions: Merlin provides a certificate to Arthur, then
Arthur queries Merlin by sending a random string. Finally, Merlin replies to Arthur’s query
by sending another certificate. Recall that this series of interactions is followed by a phase
of distributed verification performed between every node and its neighbors. When the
number of interactions is k we refer to dAM[k] protocols (if the last player is Merlin) and
dMA[k] protocols (otherwise). For instance, dAM[2] = dAM, dMA[3] = dAMA, etc. Also, the
scenario of distributed verification, where there is no randomness and only Merlin interacts,
corresponds to dAM[1], which we denote by dM. In other words, dM is the PLS model.
In distributed interactive proofs, Merlin tries to convince the nodes that G satisfies some
property in a small number of rounds and through short messages. We say that an algorithm
uses O(f (n)) bits if the messages exchanged between the nodes (in the verification round)
and also the messages exchanged between the nodes and the prover are upper bounded by
O(f (n)). We include this bandwidth bound in the notation, which becomes dMA[k, f (n)] and
dAM[k, f (n)] for the corresponding protocols.
In this article we cope with an important issue, well-studied in the context of communication complexity, but much less considered in distributed computing, related to the visibility
of the coins: they can be either shared or private [1, 3, 6, 16, 20]. The theory of distributed
decision has restricted itself to private randomness, in the sense that each node has only
access to a private source of random coins. These coins are shared with the prover but
remain private to the other nodes. We explore the role of shared randomness, that is, the
situation in which the same set of random bits is produced on every node. The issue of shared
randomness in distributed interactive proofs was explicitly formulated by Naor, Parter, and
Yogev [18]. It is also expressly addressed in Crescenzi, Fraigniaud, and Paz [5].
For distinguishing the two types of randomness, we denote the private randomness setting
by dAMp [k, f (n)], and the shared randomness setting by dAMs [k, f (n)]. Also, as explained
before, we omit the number of interactions k when they are 2. For instance, we denote
dAMp [2, f (n)] simply by dAMp [f (n)].
Some distributed problems are hard, even when a powerful prover provides the nodes
with certificates. It is the case of symmetry, the language of graphs having a non-trivial
automorphism (i.e., a non-trivial one-to-one mapping from the set of nodes to itself preserving
edges). Any proof labelling scheme recognizing symmetry requires certificates of size
Ω(n2 ) [12].
Many problems requiring Ω(n2 )-bit certificates in any PLS, such as symmetry, admit
distributed interactive protocols with small certificates, and very few interactions. In fact,
symmetry is in both dMAMp [log n] and dAMp [n log n] [13]. Moreover, symmetry (i.e. the
languages of graphs not having a non-trivial automorphism) belongs to dAMAMp [log n] [18].
In [5], the authors explore the role of shared randomness in distributed interactive proofs.
They prove that private randomness does not limit the power of Arthur-Merlin protocols
compared to shared randomness, up to a small additive factor in the certificate size. Roughly,
they show that, if L ∈ dAMs [k, f (n)], then L ∈ dAMp [k, f (n) + log n].
We deepen this study by finding explicit inclusions and separations between models.
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1.1

Our Results

In Section 3 we show that any interactive protocol using shared randomness can be derandomized into a non-interactive proof, with an exponential-factor overhead in the bandwidth.
Roughly, we prove that, if L ∈ dAMs [k, f (n)], then L ∈ dM(2O(k f (n)) + log n). From
this we conclude many lower bounds. For instance, we can conclude that symmetry
∈ dAMs [k, Ω(log n)], for any fixed k. This result is tight, because it is already known that
symmetry ∈ dMAMs [log n] (in fact, it is known that symmetry ∈ dMAMp [log n] [13], but
the private coin protocol can be easily adapted to work with shared randomness).
Later, in Section 4, we separate the models with private and shared randomness through
the language amos, which is the language of labeled graphs having at most one selected node.
More precisely, amos is the language of n-node graphs with labels in {0, 1}, and where at
most one vertex is labeled 1. In [8] it is shown amos is easy for private-coin Arthur-Merlin
protocols, as amos ∈ dAMp [1]. We prove that amos ∈ dAMs [k, Θ(log log n)] and hence there
exists an unbounded gap between the two models.
Interestingly, regarding private and shared randomness, roles are reversed when we address
dMA protocols instead of dAM protocols. In fact, in Section 5, we get an analogous result
to that in [5] by proving that dMA protocols with shared randomness are more powerful
than dMA protocols with private randomness. More precisely, if L ∈ dMApε [f (n)], then

L ∈ dAMsε+δ [f (n) + log n + log δ −1 ]. We then separate the two classes. We introduce
another language denoted 2-col-eq, which consists of graphs with n-bit labels corresponding
to proper 2-colorings. In other words, the language consists of bipartite graphs where each
part is colored with an n-bit label. We show that 2-col-eq separates shared and private
randomness on distributed Merlin-Arthur protocols. More precisely, we show first that
√
2-col-eq ∈ dMAs [log n]. Then, we show that, for ε < 1/4, 2-col-eq ∈ dAMpε [Θ( n)].

1.2

Related Work

The study of the role of shared and private randomness in distributed interactive proofs
was initiated very recently [5]. With respect to the case dAMs [2] = dAMs , the authors
show that any Arthur-Merlin protocol for both symmetry and symmetry must have
certificates and messages of size Ω(log log n). Note that this is stronger than just saying
symmetry, symmetry ∈
/ dAMs (o(log log n)). On the positive side, in [5] the authors show
that, in the dMAs model, shared randomness helps significantly if we want to decide whether a
√
graph has no triangles. In fact, the language of triangle-free
graphs belongs to dMAs [ n log n]
√
while any PLS requires certificates of size n/eO( log n) .
By contrast, the issue of private versus shared randomness has been intensively addressed
in the communication complexity framework. More precisely, in the Simultaneous Messages
Model (SM). This two-player model was already present in Yao’s seminal communication
complexity paper of 1979 [21].
In the SM model, the two parties are unable to communicate with each other, but,
instead, can send a single message to a referee. Yao proved that the message size complexity
of Eq, which tests whether two n-bit inputs are equal, is Θ(n) in the deterministic case
(in fact he proved that this is also true even if players can communicate back-and-forth).
Later, clear separations have been proved between deterministic, private randomness, and
shared randomness algorithms. In the shared randomness setting with constant one-sided
error, the message size complexity of Eq is O(1) [1]. On the other hand, for private
randomness algorithms of constant one-sided error, the message size complexity is much
√
higher, Θ( n) [1, 20]. More generally, Babai and Kimmel [1] proved that, for any function
f , the use of private randomness in simultaneous messages might lead to at most a square
root improvement.
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There are natural ways to extend the SM model to more than two players. This issue is
addressed in [6] in the context of the number-in-hand model (where each player only knows
its own input, there is no input graph G and players broadcast messages in each round). In
problem AllEq there are k players, each one receives a boolean vector {0, 1}n , and they
have to decide whether all the k vectors are equal. In problem ExistsEq, the k players have
to decide whether there exist at least two players with the same input. It is not difficult
to see that in both the deterministic case and the shared randomness case, the results for
two players can be extended to k players (the number of players is irrelevant). The private
coin case is more involved than the case of shared randomness. With respect to private
coin algorithms
of constant error, the authors prove, for problem AllEq, an upper bound
p
of O( n/k + log(min(n, k))) and a lower bound of Ω(log n). In the case of ExistsEq the
√
√
upper bound they show is O(log k n) while the lower bound is Ω( n).

2

Model and Definitions

Let G be a simple connected n-node graph, let I : V (G) → {0, 1}∗ be an input function
assigning labels to the nodes of G, where the size of all inputs is polynomially bounded on n.
Let id : V (G) → {1, . . . , poly(n)} be a one-to-one function assigning identifiers to the nodes.
A distributed language L is a (Turing-decidable) collection of triples (G, id, I), called network
configurations. In this paper, we are particularly interested in two languages. The first one,
denoted amos, is the language of graphs where at most one node is selected. The second
language, denoted 2-col-eq, consists in graphs with n-bit labels corresponding to proper
2-colorings. Formally,
n
o
amos = (G, id, I) | I : V (G) → {0, 1} and |{v ∈ V (G) : I(v) = 1}| ≤ 1 ,
n
o
2-col-eq = (G, id, I) | I : V (G) → {0, 1}n is a proper two-coloring of G .
Also, we introduce other problems that will be of interest in the following sections: simmetry, diameter, planar, outerplanar, 3-col, spanning tree and 4-free consisting
in, respectively, deciding the existence of a non-trivial automorphism, determining whether
the graph has diameter bounded by some threshold, whether the graph is (outer) planar,
whether the graph is 3-colorable, whether a set of edges of the graph form a spanning tree,
and whether the graph has no triangles (as subgraphs). For simplifying the notation, we
denote by Jp(x)K the function that equals one iff the proposition p(x) is true.
A distributed interactive protocol consists of a constant series of interactions between
a prover called Merlin, and a verifier called Arthur. The prover Merlin is centralized, has
unlimited computing power and knows the complete configuration (G, id, I). However, he
can not be trusted. On the other hand, the verifier Arthur is distributed, represented by the
nodes in G, and has limited knowledge. In fact, at each node v, Arthur is initially aware
only of his identity id(v), and his label I(v). He does not know the exact value of n, but
he knows that there exists a constant c such that id(v) ≤ nc . Therefore, for instance, if one
node v wants to communicate his id(v) to its neighbors, then the message is of size O(log n).
Given any network configuration (G, id, I), the nodes of G must collectively decide whether
(G, id, I) belongs to some distributed language L. If this is indeed the case, then all nodes
must accept; otherwise, at least one node must reject (with certain probabilities, depending
on the precise specifications we are considering).
There are two types of interactive protocols: Arthur-Merlin and Merlin-Arthur. Both
types of protocols have two phases: an interactive phase and a verification phase. Let
us define first Arthur-Merlin interactive protocols. If Arthur is the party that starts the
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interactive phase, he picks a random string r1 (v) at each node v of G (this string could be
either private or shared) and send them to Merlin. Merlin receives r1 , the collection of these
n strings, and provides every node v with a certificate c1 (v) that is a function of v, r1 and
(G, id, I). Then again Arthur picks a random string r2 (v) at each node v of G and sends r2 to
Merlin, who, in his turn, provides every node v with a certificate c2 (v) that is a function of
v, r1 , r2 and (G, id, I). This process continues for a fixed number of rounds. If Merlin is the
party that starts the interactive phase, then he provides at the beginning every node v with a
certificate c0 (v) that is a function of v and (G, id, I), and the interactive process continues as
explained before. In Arthur-Merlin protocols, the process ends with Merlin. More precisely,
in the last, k-th round, Merlin provides every node v with a certificate cdk/2e (v). Then, the
verification phase begins. This phase is a one-round deterministic algorithm executed at each
node. More precisely, every node v broadcasts a message Mv to its neighbors. This message
may depend on id(v), I(v), all random strings generated by Arthur at v, and all certificates
received by v from Merlin. Finally, based on all the knowledge accumulated by v (i.e., its
identity, its input label, the generated random strings, the certificates received from Merlin,
and all the messages received from its neighbors), the protocol either accepts or rejects at
node v. Note that Merlin knows the messages each node broadcasts to its neighbors because
there is no randomness in this last verification round.
A Merlin-Arthur interactive protocols of k interactions is an Arthur-Merlin protocol with
k − 1 interactions, but where the verification round is randomized. More precisely, Arthur is
in charge of the k-th interaction, which includes the verification algorithm. The protocol
ends when Arthur picks a random string r(v) at every node v and uses it to perform a
(randomized) verification algorithm. In other words, each node v randomly chooses a message
Mv from a distribution specified by the protocol, and broadcast Mv to its neighbors. Finally,
as explained before, the protocol either accepts or rejects at node v. Note that, in this
case, Merlin does not know the messages each node broadcasts to its neighbors (because
they are randomly generated). If k = 1, a distributed Merlin-Arthur protocol is a (1-round)
randomized decision algorithm; if k = 2, it can be viewed as the non-deterministic version of
randomized decision, etc.
I Definition 1. Let V be a verifier and M a prover of a distributed interactive proof protocol
for languages over graphs of n nodes. If (V, M) corresponds to an Arthur-Merlin (resp.
Merlin Arthur) k-round, O(f (n)) bandwidth protocol, we note (V, M) ∈ dAMprot [k, f (n)]
(resp. (V, M) ∈ dMAprot [k, f (n)]).
I Definition 2. Let ε ≤ 1/3. The class dAMε [k, f (n)] (resp. dMAε [k, f (n)]) is the class of
languages L over graphs of n nodes for which there exists a verifier V such that, for every
configuration (G, id, I) of size n, the two following conditions are satisfied.
Completeness. If (G, id, I) ∈ L then, there exists a prover M such that
(V, M) ∈ dAMprot [k, f (n)] (resp. (V, M) ∈ dMAprot [k, f (n)]) and
h
i
Pr V accepts (G, id, I) in every node given M ≥ 1 − ε.
Soundness. If (G, id, I) ∈
/ L then, for every prover M such that
(V, M) ∈ dAMprot [k, f (n)] (resp. (V, M) ∈ dMAprot [k, f (n)]),
h
i
Pr V rejects (G, id, I) in at least one nodes given M ≥ 1 − ε.
We also denote dAM[k, f (n)] = dAM1/3 [k, f (n)] and dMA = dMA1/3 [k, f (n)].
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We omit the subindex ε when its value is obvious from the context. For small values
of k, instead of writing dAM[k, f (n)] and dMA[k, f (n)], we alternate Ms and As. For
instance: dMAM[f (n)] = dAM[3, f (n)], dAMA[f (n)] = dMA[3, f (n)], etc. In particular
dAM[f (n)] = dAM[2, f (n)], dMA[f (n)] = dMA[2, f (n)].
I Definition 3. The shared randomness setting may be seen as if all the nodes, in any
given round, sent the same random string to Merlin. In order to distinguish between the
settings of private randomness and shared randomness, we denote them by dAMp [k, f (n)]
and dAMs [k, f (n)], respectively.

2.1

Simultaneous Messages Model

In the simultaneous messages model (SM) there are three players, Alice, Bob and a referee,
who jointly want to compute a function f (x, y). Alice and Bob are given inputs x and y,
respectively. The referee has no input. Alice and Bob are unable to communicate with each
other, but, instead, are able to send a single message to the referee. Their messages depend
on their inputs and a number of random bits. Then, using only the messages of Alice and
Bob and eventually another random string, the referee has to output f (x, y) (up to some
error probability ε, given by the coins of Alice, Bob, and the referee). A randomized protocol
with error ε is correct in the SM model if the answer is correct with probability at least 1 − ε.
We are only interested in the SM model with private coins, i.e., when the random strings
generated by Alice, Bob, and the referee are independent. Interestingly, in this model, the
power of randomness is very restricted. Indeed, in [1], Babai and Kimmel show that any
randomized protocol computing a function f in the SM model using private coins requires
messages of size at least the square root of its deterministic complexity. More precisely, if we
define the deterministic complexity of f , D(f ), as the size of the messages of an optimal SM
deterministic protocol for f , the following proposition holds.
I Proposition 4 ([1], Theorem 1.4). Let f : X × Y → {0, 1} be any boolean function. Let
0 ≤ ε < 12 . Any ε-error
Äp SM äprotocol for solving f using private coins needs the messages to
be of size at least Ω
D(f ) .
By incorporating a prover, we can define interactive proofs in the SM model. More
precisely, we define MAsym as follows.
I Definition 5. Let f : X × Y → {0, 1} be a boolean function. We say that f ∈ MAsym
if
ε
there exists a protocol for Alice and Bob, where:
A fourth player, the prover, provides Alice and Bob with a proof m (which he builds as a
function of the input of Alice x ∈ X and the input of Bob y ∈ Y ).
Alice and Bob simultaneously send a message to the referee, that depends on their inputs,
their own randomness, and the certificate m provided by the prover. Let ωx,m (r) be the
message sent by Alice given the input x and the seed r and let ϕy,m (s) be the message
sent by Bob, given y and the seed s.
Finally, let ρ(ω, ϕ) be the random variable indicating the referee’s decision given the
messages ωϕ and its random bits.
For all x ∈ X, y ∈ Y , the protocol must satisfy the following:
Completeness. If f (x, y) = 1, there exists a proof m s.t. Pr (ρ(ωx,m , ϕy,m = 1) ≥ 1 − ε.
Soundness. If f (x, y) = 0 then, for any proof m, Pr(ρ(ωx,m , ϕy,m ) = 1) < ε.
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Let f : X × Y → {0, 1} be a boolean function. The cost of an MAsym protocol that solves
f is the sum of the proof size, along with the maximum size of a message considering all
possible random bits. When there is no randomness we recover the classical definition of
non-deterministic complexity in the SM model, which we denote by Msym (f ).
I Remark 6. The assumption that both Alice and Bob receive the same proof does not affect
the definition of the class: in case that Alice receives ma and Bob receives mb as proofs,
then Merlin may concatenate ma mb and then Alice and Bob just consider their part of the
message (the referee verifies that Alice and Bob received, indeed, the same message).

3

The Limits of Shared Randomness

In this section we show that the largest possible gap between non-interactive proofs and
interactive proofs with shared randomness is exponential. More precisely, we show that any
interactive protocol using shared randomness can be derandomized into a non-interactive
proof, with an exponential-factor overhead in the bandwidth. From this result we can obtain
lower bounds, some of them even tight, for the bandwidth of interactive-proofs with shared
randomness.
I Theorem 7. Let k ≥ 1 and let L be a language such that L ∈ dAMs [k, f (n)]. Then,
L ∈ dM(2O(k f (n)) + log n).
Proof. Let P be a protocol deciding L using shared randomness, k rounds of interaction,
bandwidth f (n), and with error probability 1/3. We use P to define a protocol P 0 for L
with only one round of interaction and bandwidth 2O(k·f (n)) + log n. Let us fix (G, id, I), an
instance of L.
For a prover M for protocol P, we define a transcript of a node v ∈ G as a k-tuple
τ (M, v) = (τ1 , τ2 , . . . , τk ) such that τi ∈ {0, 1}f (n) is a sequence of bits communicated in the
i-th round of interaction of P, for each i ∈ {1, . . . , k}. If both k and i are even, then τi is a
message that M sends to node v in the i-th interaction. If k is even and i is odd, then τi is
a random string drawn from the shared randomness. Finally, roles are reversed fin the case
where k is odd.
Let us fix ` = b k2 c and let R be the set of all `-tuples r = (r1 , . . . , r` ) such that
ri ∈ {0, 1}f (n) , for each i ∈ {1, . . . , `}. For v ∈ G and r ∈ R and a fixed prover M, we call
τ (M, v, r) the transcript τ (M, v) such that τ2i−1 = ri when k is even and τ2i = ri otherwise,
for each i ∈ {1, . . . , `}. In full words, τ (M, v, r) is the transcript of the protocol, when the
nodes draw the random strings from r.
We can construct a one-round protocol P 0 , where the prover sends to each node v the
following certificate:
1. A spanning tree T given by the id of a root ρ, the parent of v in the tree, denoted by tv ,
and the distance in T from ρ to v, given by dv .
2. The list mv = {mvr }r∈R , where mvr ∈ {0, 1}kf (n) is interpreted as τ (M, v, r).
3. A vector acc(v) ∈ {0, 1}|R| where acc(v)r indicates that u accept in the transcript given
by mur , for all u in the subtree Tv associated to v.
Given the messages received from the prover, the nodes first verify the consistency of
the tree given by (1), following the spanning tree protocol given in [15]. Then, each node v
checks that for each r ∈ R the given transcript mrv is consistent with r. Then, for each r ∈ R,
each node simulates the k rounds of protocol P using the certificates of its neighborhood,
and decide whether to accept or reject. That information is stored in a vector av ∈ {0, 1}|R| .
In order to check the consistency of the vector acc(v), for each r ∈ R we say that acc(v)r = 1
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if and only if avr = 1 and acc(u)r = 1 for every children u in Tv . If all previous conditions
are satisfied and v is not the root, then v accepts. Finally, the root ρ verifies previous
conditions and counts the number of accepting entries in acc(ρ) and accepts if they are at
least two-thirds of the total. In any other case, the nodes reject.
The number of bits sent by the prover is: O(log n) in (1), (kf (n)) · 2O(k·f (n)) = 2O(k·f (n))
in (2) and 2O(k·f (n)) in (3). So, in total, the number of bits communicated in any round is
2O(k·f (n)) + log n. We now explain the completeness and soundness.
Completeness. If an instance (G, id, I) is in L, an honest prover will send the real
answers that each node would have received in the k-round protocol, for which at least
two-thirds of the coins all nodes accept, therefore the root accepts.
Soundness. Suppose now that (G, id, I) is not in L, and suppose by contradiction
that there exist a prover M̃ of protocol P 0 accepted by all vertices. Let mv be the
certificate that M̃ gives to vertex v given by (2). Now, let M̂ be a prover of P such that
τ (M̂, v, r) = mrv , for each r ∈ R. Since the root accepts, all nodes must accept two thirds
of the transcripts, which contradicts the soundness of P.
J
A direct consequence of previous result is the transfer of lower bounds from nondeterminism to distributed interactive protocols with shared randomness.
I Corollary 8. Let k ≥ 1 and let L be a language such that L ∈ dM[Ω(f (n))], where
f (n) = ω(log n). Then, L ∈ dAMs [k, Ω( log kf (n) )] = dAMs [k, Ω(log f (n))].
I Corollary 9. Let k ≥ 1. Then, problems symmetry, diameter, 3-col, 4-free ∈
dAMs [k, Ω(log n)]. Also, mst ∈ dAMs [k, Ω(log log n)].
Proof. We just need to apply already known lower bounds: symmetry ∈ dM[Ω(n)] from [12],
diameter ∈ dM[Ω(n)] from [4], 3-col ∈ dM[Ω(n)] from [12], 4-free ∈ dM[Ω(n)] from [5],
mst ∈ dM[Ω(log2 n)] from [14].
J
I Remark 10. The lower bound saying that symmetry ∈ dAMs [k, Ω(log n)] is tight. More
precisely, the dMAMp [log n] protocol given by Kol, Oshman and Saxena [13] for solving
symmetry can be easily adapted to work with shared randomness. In fact, the protocol is
somehow designed in that way, where one particular node generates the random string and
shares it with the other nodes (through Merlin). Therefore, symmetry ∈ dMAMs [log n]. On
the other hand, symmetry ∈ dM[Ω(n2 )] [12].
In the proof of Theorem 7, in order to design a dM protocol, we had to construct a
spanning tree for verifying that two thirds of all coins are accepted by all nodes. In fact,
it could be the case that, for negative instances, every node rejects a very small portion
of the coins, getting the wrong idea that the instance is positive. For avoiding that, and
coordinating the nodes, in the dM protocol we construct a spanning tree. This is where the
additive log n term comes from. Next result states that previous situation does not occur if,
instead of two thirds, we ask the interactive protocol to accept with high probabilty.
I Theorem 11. Let k ≥ 1 and let L be a language such that L ∈ dAMsε [k, f (n)], with
1
ε < n+1
. Then, L ∈ dM[2O(k f (n)) ].
I Corollary 12. Let k ≥ 1 and let L be a language such that L ∈ dM[Ω(f (n))]. Then,
1
L ∈ dAMsε [k, Ω( log kf (n) )] = dAMsε [k, Ω(log f (n))], with ε < n+1
.
I Corollary 13. Let k ≥ 1. Then, problems planar, outerplanar, spanning-tree
1
∈ dAMsε [k, Ω(log log n)], with ε < n+1
.
Proof. All these languages belong to dM[log n] [12].

J
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4

dAMs vs dAMp

A recent result shows that dAM protocols with private randomness are more powerful
than dAM protocols with shared randomness [5]. The precise result corresponds to next
proposition.
I Proposition 14 ([5]). Let k ≥ 1, 0 < ε <
dAMsε [k, f (n)]. Then, L ∈ dAMpε [k, f (n) + log n].

1
2,

and L be a language such that L ∈

A natural question is whether the two models are equivalent. In this section we give
a negative answer. We separate them through problem amos. Recall that amos is the
language of labeled graphs where at most one node is selected. It is already known that
amos ∈ dM[Θ(log n)] [12]. Moreover, in [8] the authors show that adding randomness after
the nondeterministic round does not help. More precisely, amos ∈ dMApε [Ω(log n)], for
0 < ε < 51 .
The situation changes dramatically when randomness goes before nondeterminism, as
explained in the following proposition.

I Proposition 15 ([8]). Let 0 < ε < 12 . Then, amos ∈ dAMpε [log ε−1 ] = dAMpε [1].
In the shared randomness framework, we can construct a protocol that uses bandwidth
O(log log n). As we are going to see in Theorem 17, this upper bound is indeed tight.
I Lemma 16. amos ∈ dAMs [log log n].
Proof. The protocol is the following. First, each node considers the smallest prime q such
that logc+2 n ≤ q ≤ 2 logc+2 n and constructs a polynomial over the field Fq associated to
P
its id given by pv (x) = i≤log(id(v)) bini (id(v)) · xi . Where bini (m) corresponds to i-th bit in
the binary representation of m. All nodes generate a random string s ∈ Fq using the shared
randomness. Then, the prover sends to each node the random evaluation of the selected
node v0 . More precisely, p̄ = pv0 (s), which is of size O(log log n). The nodes first check
if they all received the same value p̄. If a node v is not selected, then it always accepts;
otherwise, it accepts if and only if pv (s) = p̄. If an instance belongs to amos, then all nodes
accept. Otherwise, there exist at least two selected nodes u and v. But the probability that
pv (s) = pu (s) is at most log1c n .
J
From Corollary 12 we conclude that, for every k ≥ 1, amos ∈ dAMsε [k, Ω(log log n)] with
1
ε < n+1
. In other words, the protocol given in Lemma 16 matches the lower bound for all
correct protocols that run with high probability. Next theorem says that the upper bound is
matched even when ε = 31 .
I Theorem 17. Let k ≥ 1. Then, amos ∈ dAMs [k, Θ(log log n)].

5

dMAs vs dMAp

In this section we first see that, in what regards private and shared randomness, roles are
reversed when we address dMA protocols instead of dAM protocols. In fact, we get a result
analogous to that of Crescenzi, Fraigniaud, and Paz [5] (Proposition 14) which says that
dMA protocols with shared randomness are more powerful than dMA protocols with private
randomness.
I Theorem 18. Let ε, δ > 0 with ε+δ < 12 and let L be a language such that L ∈ dMApε [f (n)].

Then, L ∈ dAMsε+δ [f (n) + log n + log δ −1 ].
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As we did in previous section for dAM protocols, we are going to give here a negative
answer to the question whether dMAs and dMAp are equivalent models. For obtaining such
separation, we use the problem 2-col-eq. Recall that this language is the set of network
configurations (G, id, I), where I is a function I : V (G) → {0, 1}n , such that I is a proper
two-coloring of G. In other words, (G, id, I) belongs to 2-col-eq if and only if there is
a partition {V0 , V1 } of V (G), such that both V0 and V1 are inependent sets and, for all
v, w ∈ Vi , we have that I(v) = I(w), for i ∈ {0, 1}.
Next lemma says that 2-col-eq is “easy” to solve using shared randomness.
I Lemma 19. 2-col-eq ∈ dMAs [log n].
√
The goal now is to prove that 2-col-eq ∈ dMAp [Θ( n)]. Babai and Kimmel devise
a private coin, randomized protocol in the simultaneous messages model (SM) that solves
√
equality communicating O( n) bits [1]. Problem equality consists in deciding whether
two n-bit boolean vectors, the inputs of Alice and Bob, are equal.
I Proposition 20 ([1]). There exists a private coin, randomized protocol in the SM model
√
that solves equality using O( n) bits.
By using the protocol of Babai and Kimel, one can directly construct a dMAp protocol
for 2-col-eq.
√
I Lemma 21. 2-col-eq ∈ dMAp [ n].
The lower bound is considerably more involved, and we explain it in the next subsection.

5.1

The lower bound

In order to give a lower-bound on the bandwidth of any dMAp protocol solving 2-col-eq,
we show that the result of Babai and Kimmel given by Proposition 4 can be extended to the
scenario where Alice and Bob have access to random bits.
I Theorem 22. Let f : X × Y → {0, 1} be any boolean function. Let 0 < ε < 12 . Any ε-error
sym
MA
Äp protocol
ä for solving f using private coins needs the messages to be of size at least
Ω
Msym (f ) .
Using previous theorem, we can construct a lower-bound for 2-col-eq.
I Lemma 23. If 2-col-eq ∈ dMApε [f (n)] with ε < 1/4, then there exists a protocol P solving
Equality in the MAsym model with bandwidth O(f (n)).
Sketch of the proof of Lemma 23. We show that, any dMA protocol P for 2-col-eq that
uses random coins and error probability ε, can be transformed into an MAsym protocol P ∗
with error probability 3ε. Let x, y ∈ {0, 1}n , and assume without loss of generality that n is
even. Given n ∈ N, Alice, Bob and the referee, construct the following network configuration
(G, id, I):
G is a path of 2n + 1 nodes v1 , . . . , v2n+1 .
id(vi ) = i for each i ∈ {1, . . . , 2n + 1}.
 n
if i is odd,
 0
I(vi ) =
x if i is even and i ≤ n,

y if i is even and i > n.
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Figure 1 An instance (G, id, I) constructed by Alice and Bob. The blue box corresponds to the
set of nodes assigned to Alice, along with input x. Those in the red box are the ones assigned to
Bob, along with input y. The orange box contains a single node assigned to the referee, whose input
is fixed.

Observe that (G, id, I) is a yes-instance of 2-col-eq if and only if (x, y) is a yes-instance
of Equality. Given the input x for Alice and y for Bob, the players proceed to construct the
instance (G, id, I): Alice takes the first n nodes of G while Bob takes the last n. Finally, the
central node is assigned to the referee. For each v ∈ G, let m(v) be the certificate that Merlin
sends to node v according to protocol P. In protocol P ∗ , Alice receives from the prover the
certificate (m(vn ), m(vn+1 )), and Bob receives the certificate (m(vn+1 ), m(vn+2 )). Then, the
players construct all the possible certificates of the vertices in their side and communicate
the most probable output to the referee, together with the messages that nodes vn and vn+2
communicate to node vn+1 in protocol P. Using the information received, the referee accepts
if Alice, Bob and vertex vn+1 accept.
J
We are now ready to explicitly give the lower bound for 2-col-eq.
√
I Theorem 24. 2-col-eq ∈ dMApε [Θ( n)] for any ε <

1
4

and 2-col-eq ∈ dMAs1/3 [Θ(log n)].

Proof. In the classic 2-party communication model of Alice and Bob the problem equality
has complexity Θ(n) even with the help of nondeterminism [17]. This bound translates naturally to the simultaneous messages model, and so N(equality) = Θ(n). From Theorem 22
we deduce that any protocol in the model MAsym for equality using random bits requires
√
√
Θ( n) bits. Now, let ε < 1/4. If there exists a protocol P for 2-col-eq using o( n) bits
with error smaller than ε, then, by Lemma 23, there would exist a protocol P ∗ for equality
√
in the model MAsym using o( n) bits with error smaller than 1/3, a contradiction.
Moreover, for every ε ≤ 1/3, if 2-col-eq belongs to dMAsε [f (n)] then f (n) = Ω(log n),
as we can derandomize the protocol and it would contradict the bound for equality. Thus,
by Lemma 19, we conclude that the protocol is tight.
J
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Abstract
A Euclidean t-spanner for a point set V ⊂ Rd is a graph such that, for any two points p and q in
V , the distance between p and q in the graph is at most t times the Euclidean distance between p
and q. Gudmundsson et al. [TALG 2008] presented a data structure for answering -approximate
distance queries in a Euclidean spanner in constant time, but it seems unlikely that one can report
the path itself using this data structure. In this paper, we present a data structure of size O(n log n)
that answers -approximate shortest-path queries in time linear in the size of the output.
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1

Introduction

Computing the shortest path between two vertices in a graph is a fundamental problem that
has numerous applications such as route planning, geographic information systems, intelligent
transportation systems, and web-search ranking [25]. Due to its various applications, the
shortest path problem and its variants have been extensively studied for the last several
decades. In a query variant, the goal is to process a given graph so that the shortest path
between two query vertices and its length can be computed efficiently. Since a data structure
for computing the exact distance requires large space, researchers have focused on designing
data structures for answering approximate distance and path queries. We call a path in
a graph G between two vertices u and v an -approximate path for a constant  > 0 if its
length is at most (1 + )dG (u, v), where dG (u, v) denotes the distance in G between u and v.
Similarly, any value between dG (u, v) and (1 + )dG (u, v) is called an -approximate distance
between u and v.
In this paper, we present a data structure for answering approximate shortest-path queries
in a geometric network which is called a Euclidean spanner.
Data structure for shortest-path & distance queries. For a weighted graph, Thorup and
Zwick [27] showed that any data structure for answering (2k + 1)-approximate distance
queries in O(1) time must use Ω(n1+1/k ) space assuming the 1963 girth conjecture of Erdős,
where n denotes the size of the graph. In addition to this, several lower bounds on the space
requirements of data structures for approximate distance queries have been presented under
several different conjectures. For details, refer to [26].
Thorup and Zwick [27] presented a data structure of size O(kn1+1/k ) for answering
(2k − 1)-approximate distance queries in O(k) time for any integer k > 0. To emphasize that
the query time is constant, they call their data structure an approximate distance oracle.
A lot of data structures for answering the shortest-path and distance queries have been
presented [1, 22, 23, 24, 27].
© Eunjin Oh;
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For special classes of graphs, we can obtain data structures with faster query times and low
space complexities. For planar graphs, there exists a data structure of near-linear space for
computing the exact distance between any two query vertices in polylogarithmic time [6, 10].
Also, approximate distance oracles for planar graphs, bounded-genus, and minor-free graphs
are known [5, 11, 19]. Geometric versions of the approximate distance and shortest path
problem also have been considered. There are numerous results on the shortest path problem
and its query variant in polygonal domains [15, 16, 18], disk intersection graphs [4, 9], and
Euclidean spanners [12].
Euclidean spanner. In this paper, we consider the shortest path problem for a geometric
network which is called a Euclidean spanner for a set of points in d-dimensional Euclidean
space. Let V be a set of n points in d-dimensional Euclidean space for a constant d ≥ 1. A
graph G = (V, E) is called a t-spanner for V if, for any two points p and q in V , the distance
in G between p and q is at most t times the Euclidean distance between p and q. Euclidean
spanners have various applications including pattern recognition, function approximation,
and broadcasting in communication networks [21]. A Euclidean spanner that has small size,
bounded degree, small diameter, and small total weight can be computed efficiently [8, 20].

1.1

Previous Results

Our problem is closely related to the problem of constructing a data structure for answering
approximate distance queries in a Euclidean spanner, which was introduced by Gudmundsson
et al. [12]. They presented an approximate distance oracle for a Euclidean spanner in
d-dimensional space. More specifically, given a d-dimensional Euclidean t-spanner G and
a constant  > 0, they present a data structure of size O(n log n), which can be computed
in O(m + n log n), so that given any two vertices p and q, an -approximate distance in G
between p and q of V can be computed in constant time, where n denotes the number of
vertices and m denotes the number of edges. Here, all the big-Oh notations hide constants
depending on d, t and .
Distance query vs. Shortest-path query. As mentioned in [26], most distance oracles can
be used to compute not only the distances but also the actual paths. This is because after
having computed the distance, most distance oracles have an implicit representation of the
path such that each edge can be output efficiently.
However, it seems unclear if the data structure by Gudmundsson et al. [12] can be used
for reporting an approximate path in a Euclidean spanner. Indeed, the authors of [12] also
mentioned this in [12, 14]. The main difficulty here is that they convert G into graphs Gi ’s
such that the edges of each Gi are not necessarily contained in G, for i = 1, . . . , m for m ≤ n.
After converting G, they handle Gi ’s instead of G. Their query algorithm returns the length
of a path π of Gi , but such a path is not necessarily a path of G. Using the fact that G is
a Euclidean t-spanner, they showed that the length of π approximates the distance in G
between two query points. However, it is not difficult to construct an example that π is not
a path of G, that is, π contains edges not contained in the edge set of G, and π connects two
vertices which are not the query points.

1.2

Our Results

In this paper, we present a data structure for answering shortest-path queries approximately
and efficiently on a Euclidean spanner for a point set in d-dimensional Euclidean space. More
specifically, our data structure has size of O(n log n) and can be constructed in O(m + n log n)
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time, where n denotes the number of vertices and m denotes the number of edges of the
spanner. The data structure allows us to returns the edges of an -approximate path in
constant time per edge. As in [12], all the big-Oh notations hide constants depending on d, t
and .
Why do we need the actual path? For some applications, it is necessary to obtain the
actual path as well as the distance. Imagine that we want to design an efficient navigation
system. Lots of road networks can be represented as Euclidean t-spanners for a small
constant t > 1 [21]. For instance, a part of the southern Scandinavian railroad network is a
1.85-spanner [21]. To design an efficient navigation system, given a starting position and a
destination, we are required to find a shortest path (or an approximate shortest path) in the
road network efficiently. The data structure of [12] tells us how long it takes from the starting
position to the destination, but it does not give how to get there. This is not sufficient for
navigation systems.
Actual path vs. Approximate path. Our algorithm returns an approximate path in time
linear in its complexity. It is possible that an approximate path has a larger complexity than
the actual path. However, it seems not an serious issue for many applications because our
algorithm returns the edges one by one in constant time per edge.
Imagine that we use a navigation system on a highway. Our goal is to find the path from
the starting point to the destination to minimize the travel time. The travel time depends
on the sum of lengths of the edges of the path, not on the number of edges of the path.
Given the starting point and a destination, our algorithm process them in constant time,
and then returns the edges one by one in constant time per edge. To traverse the path, it
sufficient to have the next edge of the current edge on the path. Since a path lying between
two interchanges in a highway, which is represented as an edge of a graph, is sufficiently long,
the computation time is subsumed by the travel time. Therefore, even if an approximate
path has a larger complexity than the actual path, the travel time is within (1 + ) times the
optimal travel time in this case.

1.3

Preliminaries

Let dG (u, v) denote the distance in a graph G between two vertices u and v, and let |pq|
denote the Euclidean distance between two points p and q. For two values a and b in R, we
use [a, b] to denote the set of all values lying between a and b including a and b, [a, b) to
denote [a, b] \ {b}, and (a, b) to denote [a, b] \ {a, b}. With a slight abuse of notation, for a
finite set A, we use |A| to denote the cardinality of A. For a path π in a Euclidean space, we
use w(π) to denote the length of π.
A subgraph H of a graph G is called a t-spanner of G if the vertex set of H coincides
with the vertex set of G, and dH (v, u) ≤ tdG (v, u) for any two vertices v and u in H. We
call a graph G = (V, E) a geometric graph if each vertex of V corresponds to a point in a
Euclidean space and each edge pq has weight |pq|. Let V be a set of n points in d-dimensional
Euclidean space for a constant d. For a value t ≥ 1, a geometric graph G is called a t-spanner
for V if it is a t-spanner of the complete geometric graph whose vertex set is V , that is,
dG (p, q) ≤ t|pq| for any two points p and q in V . Similarly, for two values L > 0 and t > 1,
a geometric graph G is called an L-partial t-spanner for V if dG (p, q) ≤ t|pq| for any two
points p and q in V with |pq| ≤ L.
For a fixed  > 0, our goal is to construct a data structure on a t-spanner G for a point
set V in d-dimensional Euclidean space so that, given any two points p and q in V , an
-approximate path and its length can be computed efficiently. To make the description
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easier, we assume that G has O(n) edges as in [12], where n is the number of vertices of G.
If it is not the case, we compute a (1 + )-spanner G0 of G of size O(n) using the following
lemma, and construct a data structure for G0 . Here, notice that G0 is a subgraph of G by
definition.
I Lemma 1 ([13]). For a t-spanner G with n vertices and m edges, we can compute a
(1 + )-spanner of G with O(n) edges in O(m + n log n) time.
The model of computation we use in this paper is the same as the one in [12], which is
the traditional algebraic computation model with the added power of indirect addressing.

2

Overall Data Structure and Query Algorithm

Given a t-spanner G = (V, E) with n vertices and O(n) edges, and a constant  > 0, we can
construct a data structure of size O(n log n) in O(m + n log n) time so that the -approximate
path between any two points can be computed in constant time per edge.
Overall structure of [12]. The data structure of [12] consists of several substructures. Each
substructure is constructed for a value L in R (which might be a function of n) and a subset
WL of V . This allows us to compute an approximate path between two query points p and
q contained in WL such that their Euclidean distance lies in [L/n, L/t]. The size of the
substructure for L is near linear in the complexity of WL .
They partition the edge set with respect to their lengths such that the edge lengths within
each subset differ by a factor of nO(1) of each other. Let L = hL1 , L2 , . . . , Lr i be the lengths
of the longest edges contained in the subsets. For each index i with 1 ≤ i ≤ r, they choose a
small subset Wi of V so that for any two query points p and q, there are two vertices x and y
in Wi , and an index i such that |xy| ∈ [Li /n, Li /t] and |px| + |yq| is sufficiently small. Using
this property, for any two query points p and q, they find an index i and two vertices x and
y of Wi satisfying the properties mentioned above, and compute an approximate distance
between x and y instead of the distance between p and q.
Overall structure of our data structure. As in [12], we partition the edge set with respect
to their lengths, but we choose a subset Vi of V for each index in a way different from [12].
Then we show that if the Euclidean distance between two query points p and q lies in
[Li /n, Li /t], there are two vertices x and y in Vi such that |px| + |yq| is sufficiently small.
Hence, it suffices to compute the paths between x and p, between y and q, and between x
and y. Notice the difference between ours and [12]: In [12], for any two query points p and
q, there are two vertices x and y of Wi for some index i with |xy| ∈ [Li /n, Li /t] such that
dWi (x, y) approximates dG (p, q). However, in our case, if |pq| ∈ [Li /n, Li /t] for an index i,
then there are two vertices x and y in Vi such that dVi (x, y) approximates dG (p, q).
In our case, there might be two points p and q such that |pq| ∈
/ [Li /n, Li /t] for any index
i. This means that not all queries can be answered using our data structure stated above.
To handle this issue, we construct five different partitions (sequences) L1 , . . . , L5 of the edge
lengths such that, for any two points p and q, one of the five sequences contains a value L
with |pq| ∈ [L/n, L/t]. Then we can use the data structure constructed for the partition
(sequence) to compute an -approximate path between p and q. Figure 1 illustrates the
overall structure of our data structure.
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DS for Lk (Section 3)

L1

Let Lk = hL1 , . . . , Lr i.

L2
L

L4
L5

DS for each Li

DS for All Li ’s

L3

• Computing two vertices incident to long edges
(Section 5.1)

• Computing long edges
(Section 5.3)

• Computing short edges (Section 5.2)

Figure 1 Illustration for the overall data structure. Given two query points p and q, the query
algorithm finds one element, say Li , in one sequence, say Lk . In Section 6.1, we show how to find the
first and last bridge points, p̄ and q̄, from p to q along an approximate path in G. In Section 6.2, we
show how to compute short edges in a path between p and q. Then the sequence of the long edges
and short edges computed so far forms an approximate path in G between p and q. In Section 6.3,
we show how to compute the long edges an approximate path between p̄ and q̄.

Classifying lengths. Let L = hL1 , L2 , . . . , Lr−1 i be a sequence of values in R such that
L1 is the length of a shortest edge of G, and Li is n2 times the length of a shortest edge
among all edges of length larger than Li−1 for an integer i ≥ 2, and [L1 , Lr−1 ) contains all
edge lengths. Then for a technical reason, we add Lr = n2 Lr−1 at the end of L. Note that
Li ≥ n2 Li−1 for every integer i with 2 ≤ i ≤ r. Moreover, for any two vertices of G, their
distance in G lies in [L1 , Lr ) because a shortest path in G consists of at most n edges, and
thus the length of any edge in G also lies in [L1 , Lr ) because G is a t-spanner for a constant
t. For a sequence L0 of lengths, let L̄0 be the union of [L0 /n, L0 /t] over all lengths L0 in L0 .
Our goal is to obtain five sequences L1 , . . . , L5 such that the distance in G between any two
vertices lies in the union of L̄1 , . . . , L̄5 .
For a value x in R, we use xL to denote the sequence hxL1 , xL2 , . . . , xLr i. Consider the
following five sequences:
L1 = tL, L2 = (t2 /n)L, L3 = (t3 /n2 )L, L4 = ntL, L5 = t2 L
The following lemma shows that given two points p and q, one of the five sequences
contains a value L such that |pq| ∈ [L/n, L/t]. Also, as we will see in Section 3, we can find
such a sequence and such a value L in constant time.
I Lemma 2. For any two points p and q, the distance in G between p and q is contained in
the union of L̄1 , . . . , L̄5 .
Proof. Let p and q be any two points in V . By the definition of L, there is an integer i with
1 < i ≤ r such that |pq| ∈ [Li−1 , Li ]. Consider the partition of [Li−1 , Li ) into six intervals
such that the endpoints of the intervals are
Li−1 ,

tLi−1 ,

nLi−1 ,

t3 Li /n3 ,

t2 Li /n2 ,

tLi /n,

Li .

We claim that |pq| does not lies in (nLi−1 , t3 Li /n3 ), for a sufficiently large n. Assume
to the contrary that |pq| ∈ (nLi−1 , t3 Li /n3 ). Then dG (p, q) ≤ t|pq| < t4 Li /n3 < Li /n2 for a
sufficiently large n, and thus all edges in a shortest path in G between p and q have length
less than Li /n2 . Recall that Li /n2 is the length of a shortest edge of G among all edges of
length larger than Li−1 . Thus by construction of L, there is no edge of G whose length lies
in (Li−1 , Li /n2 ). Therefore, all edges in a shortest path in G between p and q have length
at most Li−1 , and thus |pq| ≤ dG (p, q) ≤ nLi−1 . This contradicts |pq| ∈ (nLi−1 , t3 Li /n3 ),
and therefore, |pq| lies on one of the five (closed) intervals excluding (nLi−1 , t3 Li /n3 ). By
construction, if |pq| lies in the kth interval among the five intervals, then it lies in L̄6−k . J
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q
p

q = q̄

p

p̄

p̄

(a)

q = q̄

p

(b)

(c)

Figure 2 (a) A shortest path πG in G between p and q. The interior of each dashed curve is a
connected component of Gi−2 . (b) Two bridges. The points p̄ and q̄ are the fist points in πG incident
to the bridges from p and q, respectively. (c) The bridges, and edges of Gi−2 from an -approximate
path in G between p and q.

3

Finding the Index i with |pq| ∈ [Li−1 , Li )

Let L = hL1 , . . . , Lr i be the sequence of values defined in Section 2. The following two
lemmas give an algorithm for computing i with |pq| ∈ [Li−1 , Li ) in constant time for any
two query points p and q.
I Lemma 3. If Li−1 ≤ |pq| < Li , the length of a longest edge of the path in M between p
and q lies in [Li−2 , Li+1 ), where M denotes a minimum spanning tree of G.
Proof. Let p and q be two vertices of V with Li−1 ≤ |pq| < Li for an integer i. Since G is a
t-spanner, dG (p, q) ≤ t|pq| < tLi . Therefore, every edge in a shortest path in G between p
and q has length at most tLi < Li+1 . By the cycle property of the minimum spanning tree,
all edges of the path πM (p, q) in M between p and q have length less than Li+1 .
Now we show that a longest edge of πM (p, q) has length at least Li−2 . Assume to the
contrary that all edges of πM (p, q) have length less than Li−2 . Since the number of vertices
of πM (p, q) is at most n, the length of πM (p, q) is less than nLi−2 < Li−1 . Note that
dG (p, q) is at most the length of πM (p, q) because M is a subgraph of G. Therefore, we have
dG (p, q) < nLi−2 < Li−1 , which contradicts that Li−1 ≤ |pq| ≤ dG (p, q).
J
I Lemma 4. After an O(n log n)-time preprocessing, we can compute the index i with
Li−1 ≤ |pq| < Li in constant time for any two points of V .
Proof. We sort all edges of G in increasing order with respect to the edge weights, and
compute L in O(n log n) time. Also, we compute a minimum spanning tree M of G in
O(n log n) time. Recall that G has O(n) edges.
We construct a binary tree T such that each non-leaf node is associated with an edge
of M , and each leaf node is associated with a vertex of M as follows. If M consists of a
single vertex, T consists of a single node associated with the vertex of M . Otherwise, we
create a new node which is the root of T , and associate the root with a longest edge of M .
The subgraph of M obtained by removing the longest edge of M consists of two connected
components. Then we define a binary tree for each connected component recursively, and
merge the two binary trees by making their roots the children of the root of T . For a vertex
of T associated with an edge e of M , we store the index i(e) such that the length of e lies in
[Li , Li+1 ). We can construct T and all indices i(·) in O(n log n) time in total.
Then for two points p and q, a longest edge of the path in M between p and q is stored
in the lowest common ancestor of the leaf nodes of M associated with p and q, respectively,
by construction. To answer this query, we construct the data structure in [17] so that the
lowest common ancestor of any two nodes of T can be computed in constant time.
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In this way, we can compute i(e) in constant time, where e is a longest edge of the path
in M between p and q. By Lemma 3, if Li−1 ≤ |pq| < Li for some index i, the length of
e lies in [Li−2 , Li+1 ). That is, i(e) ∈ [i − 2, i). If Li−1 ≤ |pq| < Li , i is either i(e) + 2 or
i(e) + 1, and we can check if a given integer is i or not in constant time. Therefore, we can
compute i with Li−1 ≤ |pq| < Li in constant time.
J
Therefore, we can obtain the index i with Li−1 ≤ |pq| < Li in constant time, and then
we can find the sequence Lj with |pq| ∈ L̄j in constant time. With a slight abuse of notation,
we let L = hL1 , L2 , . . . , Lr i be Lj . Note that Li ≥ n2 Li−1 for every integer i with 2 ≤ i ≤ r,
and the length of every edge of G is in [L1 , Lr−1 ). In the following sections, we present
a data structure of size O(n log n) so that an -approximate path between p and q can be
computed in constant time per edge for any two vertices p and q in V with |pq| ∈ L̄.

4

Long and Short Edges of a Shortest Path in G

We decompose E into sets E1 , E2 , . . . , Er such that Ei is the set of edges of G whose lengths
lie in [Li−1 , Li ), where L0 = 0. The data structure for L also consists of several substructures.
Each substructure is constructed for each subset Ei . It handles query points p and q with
|pq| ∈ [Li /n, Li /t]. A shortest path πG in G between p and q can be partitioned into several
pieces so that each piece is a maximal subpath of πG contained in the same connected
component of the subgraph of G induced by the edges in E1 ∪ E2 ∪ . . . ∪ Ei . We call the edges
of πG connecting two pieces of πG bridges. See Figure 2(a,b). Our strategy is to compute the
bridges of an approximate path first, and then connect each of them by a (not necessarily
shortest) path of G. See Figure 2(c). Since the total length of the bridges is much larger
than the length of the other part of πG , it suffices to connect two bridges by any path of G.
To use this observation, we construct a graph Si of size O(|Ei−1 ∪ Ei |) for each i such that
Si contains all edges of Ei−1 ∪ Ei and some short edges connecting the edges of Ei−1 ∪ Ei .
The number of short edges is O(|Ei−1 ∪ Ei |), and short edges are not necessarily contained
in E. We can modify the data structure of [12] to compute long edges of an approximate
path in Si in the case that the Euclidean distance between the query points is larger than
the length of a longest edge of Si . Using this data structure, we can compute the bridges of
πG for query points p and q. Then we compute the edges of E connecting the bridges. For
an illustration, see Figure 1.
In the following, for a fixed index i, we show how to construct a graph Si , which is a
2Li -partial t(1 + )-spanner for V . Using Si , we show how to obtain an -approximate path of
G between two query points. We use Gi to denote the subgraph of G with the vertex set V
and the edge set E1 ∪ E2 ∪ . . . ∪ Ei . Notice that Gi is an Li -partial t-spanner for V because G
is a t-spanner for V due to Lemma 5. Then our goal in this section can be restated as follows:
construct a data structure for Gi of size O(|Ei ∪ Ei−1 |) so that given two points p and q, an
-approximate path in Gi can be found efficiently assuming that Li /n ≤ |pq| < Li /t.
I Lemma 5. We have dG (p, q) = dGi (p, q) for any two points p and q with |pq| < Li /t.
Proof. Since dG (p, q) ≤ t|pq| < Li , the length of any edge of a shortest path in G between p
and q is less than Li . Therefore, every edge of the shortest path is contained in Gi , and thus
dG (p, q) = dGi (p, q).
J
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(a)

(b)

(c)

Figure 3 (a) The vertices lying in the interior of each dashed circle form a connected component
of Gi−2 . (b) The five bridges, and ten bridge points. (c) The line segments from a partial spanner Si .
An edge of Si is either a bridge or an edge of a Euclidean (1 + )-spanner for a connected component
of Gi−2 .

4.1

Construction of Si

We say an edge is long if its length is at least Li−2 , and an edge (which is not necessarily
in Gi ) is short, otherwise. Then we have the following lemma.
I Lemma 6. A shortest path in Gi between two points contains a long edge if their Euclidean
distance is at least Li /n.
Proof. Let p and q be two vertices of Gi with |pq| > Li /n. Suppose that all edges of the
shortest path are short, that is, their lengths are less than Li−2 . Then dGi (p, q) < nLi−2 ≤
Li /n3 < |pq|. This contradicts that |pq| ≤ dGi (p, q) for any two points p and q in V .
J
We define a graph Si = (Vi , Fi ) as follows. A long edge of Gi is called a bridge if their
endpoints lie on different connected components of Gi−2 . In this case, their endpoints are
called bridge points. Let Bi be the set of bridges, and Vi denote the set of bridge points.
Note that Bi ⊆ Ei−1 ∪ Ei and |Vi | = O(|Ei−1 ∪ Ei |). We define the vertex set of Si as Vi .
See Figure 3(a,b).
The edge set Fi of Si is defined as follows. For a connected component γ of Gi−2 , let Vi (γ)
be the set of points of Vi which are contained in γ. We construct a Euclidean (1 + )-spanner
for Vi (γ) of size O(|Vi (γ)|) in O(|Vi (γ)| log |Vi (γ)|) time using the algorithm in [8]. Then we
let Fi be the set of all edges of Bi and all edges of the Euclidean spanners of length at most
2Li for all connected components of Gi−2 . See Figure 3(c).
I Lemma 7. The complexity of Si is O(|Ei ∪ Ei−1 |).
Proof. Since all bridges for Gi−2 are contained in Ei ∪ Ei−1 , the number of vertices of Vi
is O(|Ei ∪ Ei−1 |). An edge of Si is either a bridge for Gi−2 or an edge of the Euclidean
(1 + )-spanner for Vi (γ) for a connected component γ of Gi−2 . Since the sum of |Vi (γ)| for
all connected components γ is O(|Vi |) = O(|Ei ∪ Ei−1| |), the number of edges of Si is also
O(|Ei ∪ Ei−1 |).
J

4.2

Properties of Si

For any two query points p and q with |pq| ∈ [Li /n, Li /t], all bridges in an approximate
path in G between p and q are contained in the edge set of Si . We compute the bridges of
an -approximate path in Si between two vertices, and then compute several paths in Gi−2 .
The concatenation of those bridges and paths form an -approximate path between p and q.
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In this subsection, we show that Si is a 2Li -partial t(1 + )-spanner for Vi . This property
is used for designing a data structure for computing the bridges of an -approximate path
in Si between two vertices, which is described in Section 6.3.
I Lemma 8. Si is a 2Li -partial t(1 + )-spanner for Vi .
Proof. The lemma can be restated as follows by definition: For any two vertices u and v in
Vi with |uv| ≤ 2Li , we have dSi (u, v) ≤ t(1 + )|uv|.
Consider two vertices u and v in Vi with |uv| ≤ 2Li which are contained in the same
connected component γ of Gi−2 . Recall that the edges of a Euclidean (1 + )-spanner for
Vi (γ) of length at most 2Li are contained in the edge set of Si . Therefore, for any two vertices
u and v in Vi (γ) with |uv| ≤ 2Li , their distance in Si is at most (1 + )|uv| ≤ t(1 + )|uv|
since t > 1. Therefore, in the following, we consider two points u and v in Vi with |uv| ≤ 2Li
which are contained in different connected components of Gi−2 .
Consider a shortest path π in G between u and v. Since u and v are not connected in
Gi−2 , π contains at least one bridge in Bi . Consider all bridges of Bi contained in π. Let
hw1 , . . . , wk i be the sequence of the endpoints of the bridges sorted along π from u to v. For
each j, either wj wj+1 is a bridge of Bi , or wj and wj+1 are connected in Gi−2 . Also, let
w0 = u and wk+1 = v.
We construct a path in Si between u and v as follows. It consists of k + 1 subpaths:
π0 , π1 , . . . , πk . Let j be an index j with 0 ≤ j ≤ k. If wj wj+1 is a bridge in Bi , we let πj be
the bridge. Otherwise, we let πj be a shortest path between wj and wj+1 in the Euclidean
spanner for Vi (γ), where γ is the connected component of Gi−2 containing both wj and wj+1 .
Then we let πS be the concatenation of π0 , . . . , πk .
Clearly, πS is a path in Si connecting u and v. Also, dSi (u, v) is at most the length of
πS , which is the sum of the lengths of π0 , . . . , πk+1 . If πj is a bridge, its length is |wj wj+1 |.
Otherwise, its length is at most (1 + )|wj wj+1 | because it is a shortest path in a Euclidean
spanner. Since wj is a vertex of a shortest path in G for every integer j with 0 ≤ j ≤ k + 1,
the distance in G between u and v is at least the sum of |wj wj+1 | for all 0 ≤ j ≤ k. Also,
since G is a Euclidean t-spanner for V , the distance in G between u and v is at most t|uv|.
By combining all of them, we have
dSi (u, v) ≤

k
X
j=1

dSi (wj , wj+1 ) ≤

k
X
(1 + )|wj wj+1 | ≤ (1 + )dG (u, v) ≤ t(1 + )|uv|,
j=1

which completes the proof of the lemma.

J

I Corollary 9. For two points u, v ∈ Vi with |uv| ≤ Li /t, we have dSi (u, v) ≤ (1 + )dG (u, v).
Also, by construction of Si , we have the following lemma.
I Lemma 10. A longest edge of Si has length at most 2Li .
Notice that, even though the distance in Si between two points is within (1 + ) times
their distance in G, a shortest path in Si between the two points is not necessarily a path in
G. This is because Si contains edges which are not contained in E. Moreover, it is possible
that p or q is not contained in Vi , where i is the index with |pq| ∈ [Li /n, Li /t].

5

Specifying an Approximate Path

Consider any two points p and q in V with |pq| ∈ [Li /n, Li /t]. In this section, we specify an
-approximate path we are going to compute among all -approximate paths between p and
q in G. We call such a path an approximate G-path.
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Let p̄ and q̄ be any two vertices of Vi which are contained in the same connected components
of Gi−2 as p and q, respectively. Notice that p and q are not necessarily contained in Vi . If
p ∈ Vi and q ∈ Vi , then p̄ and q̄ might be p and q, respectively. Let π(p, p̄) be any path in
Gi−2 between p and p̄. Similarly, let π(q, q̄) be any path in Gi−2 between q and q̄. Now we
connect p̄ and q̄ by a path in Gi as follows. Let πS (p̄, q̄) be an -approximate path in Si
between p̄ and q̄. Note that πS (p̄, q̄) might contain an edge not contained in E. Consider the
bridges in Bi contained in πS (p̄, q̄). Let hw1 , . . . , wr i be the sequence of the endpoints of the
bridges sorted along πS (p̄, q̄).
In the following, we construct a path π (p, q) of G connecting p, p̄, w1 , w2 , . . . , wr , q, q̄ in
order whose length is at most (1 + 3)dG (p, q). For each integer j = 1, . . . , r, if wj wj+1 is a
bridge, it is an edge of G. In this case, we connect wj and wj+1 by the bridge. If wj wj+1 is
not a bridge, wj and wj+1 are contained in the same connected component γ of Gi−2 . In this
case, we connect wj and wj+1 by an arbitrary path in Gi−2 . The concatenation of π(p, p̄),
paths (or bridges) connecting wj and wj+1 , and π(q, q̄) is called an -approximate G-path,
denoted by π (p, q). By construction, it is a path in G connecting p, p̄, w1 , w2 , . . . , wr , q̄, q in
order. Notice that all bridges of π (p, q) are long, and all non-bridge edges are short.
I Lemma 11. The length of π (p, q) is at most (1 + 3)dG (p, q).
Proof. Recall that Li /n ≤ |pq| ≤ Li /t. Let hw1 , . . . , wr i be the sequence of the endpoints
of the bridges in πS (p̄, q̄) from p̄ to q̄. Let w0 = p and wk+1 = q. Consider an edge wj wj+1
with 0 ≤ j ≤ k. If it is a bridge, it is contained in π (p, q). In this case, the length of
the part of π (p, q) from wj to wj+1 is |wj wj+1 |. If it is not a bridge, wj and wj+1 are
contained in the same connected component of Gi−2 . Since Li /Li−1 ≥ n2 and the number
of vertices of Gi−2 is at most n, the length of a path connecting wj and wj+1 in Gi−2 is at
most Li−2 n ≤ Li−1 /n. Therefore, the length of the part of π (p, q) from wj to wj+1 is at
most Li−1 /n.
Therefore, we have the following inequalities.
w(π (p, q)) ≤ w(πS (p̄, q̄)) + Li−1
≤ (1 + )dG (p̄, q̄) + Li−1
≤ (1 + )(dG (p, q) + 2Li−1 /n) + Li−1
≤ (1 + )dG (p, q) + 2Li−1
≤ (1 + )dG (p, q) + 2dG (p, q),
where w(π) denotes the length of a path π.
The first inequality holds because the total length of bridges of π (p, q) is at most
|πS (p̄, q̄)|, and the length of the remaining part is at most Li−1 . The second inequality holds
by Corollary 9. The third inequality holds because a path in Gi−2 connecting p and p̄ (and
q and q̄) has length at most Li−1 /n. The last inequality holds due to Li /n ≤ |pq| ≤ dG (p, q).
Since  is a constant, for a large n, it holds Li−1 ≤ Li /n2 ≤ dG (p, q)/n ≤ dG (p, q). Therefore,
the length of π (p, q) is at most (1 + 3)dG (p, q).
J
The following lemma will be used for computing the long edges of π (p, q) in Section 6.3.
I Lemma 12. The Euclidean distance between p̄ and q̄ lies in [Li /(2n), 2Li ).
Proof. Since p and p̄ are connected in Gi−2 by definition, the distance in G between them is
at most nLi−2 , and thus |pp̄| is at most nLi−2 . Similarly, |q q̄| is at most nLi−2 . Recall that
|pq| ∈ [Li /n, Li /t].
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By the triangle inequality, we have |p̄q̄| ≤ |p̄p| + |pq| + |q̄q| ≤ Li /t + 2nLi−2 ≤ 2Li , which
shows the upper bound. Similarly, by the triangle inequality, we have |p̄q̄| ≥ |pq|−|p̄p|−|q̄q| ≥
Li /n − 2nLi−2 ≥ Li /(2n), which shows the lower bound.
J

6

Computing -Approximate G-Paths

In this section, we present a data structure and a query algorithm for computing an approximate G-path for two query points p and q with |pq| ∈ [Li /n, Li /t] assuming that we
are given the index i. This data structure consists of three substructures: one for computing
p̄ and q̄, one for computing the short edges of the path, and one for computing the long
edges (bridges) of the path.
More specifically, we first construct a data structure in O(n log n) time, which is described
in Section 6.1, so that given two points p and q, and an index i, we can compute p̄ and q̄ in
constant time. Also, we construct a data structure in O(n log n) time so that for any two
points p and q, and an index i − 1, we can report the edges of an arbitrary path in Gi−2
between p and q in constant time per edge. This data structure is described in Section 6.2.
Note that these data structures do not depend on an index, and thus they can be used for all
indices i. In addition to this, we construct a data structure on Si which allows us to find all
bridges in an -approximate path in Si between p̄ and q̄. This data structure is described in
Section 6.3, and it is a slight modification of the data structure of [12]. It can be constructed
in O(|Ei ∪ Ei−1 | log n) time for each index i, and thus the total construction time for all
indices is O(n log n) time.
I Lemma 13. Assuming the three substructures mentioned above have been constructed, for
any two query points p and q, we can compute π (p, q) in constant time per edge.
Proof. We first find p̄ and q̄ in constant time using the data structure described in Section 6.1.
Then we compute all bridges of an -approximate path πS (p, q) in Si in constant time per
edge using the data structure described in Section 6.3. Notice that the bridges are contained
in π (p, q). Let hw1 , . . . , wr i be the sequence of the endpoints of the bridges sorted along
πS (p, q). The bridge points are reported by the query algorithm described in Section 6.3 one
by one from w1 to wr in constant time per edge. After wj+1 is reported by the algorithm,
we compute the part of π (p, q) lying between wj and wj+1 . If wj wj+1 is not a bridge.
we compute a path in Gi−2 connecting wj and wj+1 using the data structure described in
Section 6.3 in constant time per edge. The path obtained by concatenating all paths we
computed so far is an -approximate G-path. Therefore, we can compute the -approximate
G-path in constant time per edge.
J

6.1

Computing p̄ for an Index i and Points p and q

In this section, we present a data structure for the following type of queries: Given two
points p and q of V and an index i with |pq| ∈ [Li /n, Li /t], we want to find vertices p̄ (and
q̄) of Vi such that p and p̄ (and q and q̄) are contained in the same connected component
of Gi−2 . To do this, we use a minimum spanning tree M of G, which can be computed in
O(n log n) time. Recall that we assume that the number of edges of G is O(n). By properties
of the minimum spanning tree, we have the following observation. We use πT (u, v) to denote
the path in T between u and v for a tree T .
I Observation 14. A longest edge in the path in M between two points p and q has length
at most ` > 0 if and only if there is a path in G between p and q whose longest edge has
length at most `.
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Data Structure. We sort all edges of G in increasing order with respect to their lengths
and compute a minimum spanning tree M of G in O(n log n) time. Then we construct a
tree T such that each non-leaf node stores an index, each leaf node of T stores a vertex of
V , and each edge of T stores two vertices of V . If M consists of a single vertex, T consists
of a single node which stores the vertex of M . Otherwise, consider all edges of M whose
lengths lie in [Ls−1 , Ls ), where s is an index such that the length of a longest edge of M lies
in [Ls−1 , Ls ). Imagine that we remove such edges from M . Then there are several connected
components. For each connected component γ, we construct a tree T (γ) recursively. Then
we merge T (γ)’s for all connected components γ by making a new node and connecting it
with the roots of T (γ)’s. Then we store the index s at the new node. Also, for the edge
between the root of each connected component γ and the new node, we store two arbitrary
vertices in Vi and Vi+1 contained in γ. Notice that if a node v of T stores an index i, the
vertices of M stored in the leaf nodes of the subtree rooted at v are connected in Gi .
Then for any two points p and q, the lowest common ancestor of the leaf nodes of T
corresponding to p and q stores the index s such that the length of a longest edge of πM (p, q)
lies in [Ls−1 , Ls ) by construction. To use this property in our query algorithm, we construct
the data structure in [2, 17] so that the lowest common ancestor (LCA) of any two nodes of
T can be computed in constant time. Also, we construct a level ancestor data structure on T
so that the children of the LCA of p and q contained in πT (p, q) for any two vertices p and q
can be computed in constant time. A level ancestor data structure on an n-vertex tree has
size of O(n), and it can be constructed in O(n log n) time [3].
I Lemma 15. For two points of V with |pq| ∈ [Li /n, Li /t], the index stored in the lowest
common ancestor of the leaf nodes corresponding to p and q in T is either i or i − 1.
Proof. We first claim that p and q are connected in Gi , but not in Gi−2 . Since dG (p, q) ≤
t|pq| ≤ Li , a shortest path in G between p and q consists of edges of length at most Li , and
thus p and q are connected in Gi . Also, p and q are not connected in Gi−2 . Otherwise,
dG (p, q) ≤ nLi−2 < Li−1 , which contradicts Li /n ≤ |pq| ≤ dG (p, q).
The lowest common ancestor of the leaf nodes corresponding to p and q stores the index
i if p and q are not connected in Gi−1 , or stores the index i − 1 if p and q are connected in
Gi−1 . This completes the proof of the lemma.
J
Query Algorithm. To compute p̄, we first find the lowest common ancestor v of the leaf
nodes for p and q in T in constant time, and compute the child v 0 of v in πT (v, p), and
the child v 00 of v 0 in πT (v, p) in constant time using the level ancestor data structure. By
Lemma 15, v stores i or i − 1. If v stores i − 1, by construction, the edge vv 0 of T stores a
vertex in Vi which is connected by p in Gi−2 . If v stores i, the edge v 0 v 00 of T stores a vertex
in Vi connected by p in Gi−2 . Therefore, in any case, we can compute p̄ in constant time.
Similarly, we can compute q̄ in constant time.
I Lemma 16. Given a sequence L = hL1 , L2 , . . . , Lr i of values in R such that Li ≥ n2 Li−1
for every integer i with 2 ≤ i ≤ r, and the length of every edge of G is in [L1 , Lr ), we can
construct a data structure of size O(n log n) in O(n log n) time so that given any two query
points p and q of V with |pq| ∈ [Li /n, Li /t], we can find vertices p̄ (and q̄) of Vi connected
by p (and q) in Gi−2 in constant time.

6.2

Computing Short Edges

In this section, we show how to construct a data structure so that for any two query points
p and q, and an index i, a path in Gi−2 between p and q can be found in constant time per
edge. Here, a path is not necessarily a shortest path.
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We use a minimum spanning tree M of G. Since M is a tree, we can compute the path
in M connecting any two vertices p and q in constant time per edge. To do this, we choose
an arbitrary vertex of M as the root of M , and construct the data structure in [17] so that
the lowest common ancestor of any two vertices of M can be computed in constant time.
Using this data structure, we compute the LCA u of p and q. Then we traverse M from p
towards the root until we encounter u. Then from u, we traverse the path between u and p
in constant time per edge. Due to the level ancestor data structure, we can compute the
child of any node w in the path between w and q in constant time, and thus each edge of the
path can be computed in constant time. In this way, we can compute the path in M from p
to q in constant time per edge.
By Observation 14, the returned path is a path in Gi−2 assuming that such a path exists.
I Lemma 17. Given a t-spanner G for a point set V in d-dimensional Euclidean space, we
can construct a data structure of size O(n log n) in O(n log n) time so that given any two
query points p and q of V , and an index i, we can compute a path in Gi−2 between p and q
in constant time per edge, assuming such a path exists.

6.3

Computing Long Edges

We construct a data structure on Si so that for any two vertices u and v of Vi , the bridges of
an -approximate path in Si between u and v can be computed in constant time per bridge.
We obtain this data structure by slightly modifying the data structure of [12], which allows us
to compute an approximate distance in a 2Li -partial t-spanner in the case that the Euclidean
distance between two query points lies in [Li /(2n), 2Li ). In our case, the query points for this
data structure are p̄ and q̄, and their Euclidean distance lies in [Li /(2n), 2Li ) by Lemma 12.
We give a brief sketch of the data structure. Details can be found in Section 6.3 in the
appendices.
Brief sketch of [12]. A key idea is to partition [Li /(2n), 2Li ) into O(log n) subintervals
each of the same length. Then a value in a subinterval is larger than the square of any
other values in the subinterval. For each interval I, they compute a data structure on Si
such that, for any two vertices u and v of Si with |uv| ∈ tI, the -approximate distance
between them can be computed in constant time. Since for any two vertices u and v with
|uv| ∈ [Li /(2n), 2Li ), there is a subinterval I such that |uv| ∈ tI. Therefore, they can use
the sequence of O(log n) data structures to answer approximate distance queries.
The data structure constructed for each interval I is a cluster graph, which was introduced
by Das et al. [7]. The vertex set of the cluster graph is the vertex set of Si , and an edge
of the cluster graph is called either an inter-cluster edge, or an intra-cluster edge. If we
remove all inter-cluster edges from the cluster graph, it becomes a forest. A inter-cluster
edge connects the roots of two trees of the forest. Das et al. [7] showed that if uv ∈ tI, the
shortest path in the cluster graph between u and v consists of O(1) inter-cluster edges and
the shortest path between u (and v) and the root of the tree containing u (and v). Moreover,
a vertex is incident to O(1) inter-cluster edges. Also, they showed that the distance in the
cluster graph between two points is an -approximate path between them in Si . Using this
property, one can compute an -approximate path in constant time.
Modification. It can be easily modified to support shortest-path queries. As in [12], we
compute all inter-cluster edges in the shortest path between u and v in constant time. In the
preprocessing phase, we compute for each inter-cluster edge, we store a path in Si connecting
the endpoints. Since an intra-cluster edge is an edge of Si , we can compute an -approximate
path between any two points in constant time.
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Instead of computing all edges of the path, our goal is to compute the bridges in the path
in constant time per bridge. To do this, for each intra-cluster edge, we store the pointer
pointing to the closest bridge from the edge in the path between the node and the root. Also,
instead of storing all edges of a path for each inter-cluster edge, we store the bridges in the
path only. Then we can find all bridges in the path between v (and u) and the root of the
tree in constant time per bridge.
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1

Introduction

In this paper we explore the connection between two previously studied models of active selfassembly: the Signal-Passing Tile Assembly Model (STAM) [5, 6, 8, 10], a tile self-assembly
model in which signals are passed based on a DNA strand-displacement mechanism [11], and
the Tile Automata (TA) model [1, 2, 3], a recently proposed mathematical abstraction of
active self-assembly that merges tile self-assembly and asynchronous Cellular Automata [7].
We show that any TA system can be simulated by a corresponding STAM system.
Tile Automata and the Signal-Passing Tile Assembly model are models of active selfassembly that serve two different purposes. The STAM provides a method for tiles within
a self-assembly system to turn glues on and off based on glue attachments, which are
motivated by a simple DNA strand-displacement mechanism. Due to its direct tie to a
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DNA implementation, along with successful experimental implementation [11], the STAM
provides a direct path to implement active tile self-assembly constructions with DNA strandreplacement methods. Tile Automata, on the other hand, is an intentional mathematical
abstraction designed to implement the key features of active algorithmic self-assembly while
avoiding specifics tied to any one particular implementation (using state change rules and
tile attachments/detachments based on local affinities between states). By abstracting away
implementation details, TA strives to serve as a proving ground for exploring the power of
active algorithmic self-assembly, along with providing a central hub model through which
various disparate models of self-assembly can be related by way of comparison to TA. One
recent example of this type of application includes [1] in which TA is shown capable of
simulating the Amoebots model [4] of programmable matter.
As Tile Automata seeks to serve as a model for examining the intrinsic power of active selfassembly systems, it is crucial that the features of the model are based on an experimentally
plausible foundation. Obtaining this foundation is exactly the focus of this paper: we show
that any TA system may be implemented with a STAM system, which has a direct connection
to a DNA strand-replacement implementation. Since the features of TA are quite natural
and may have numerous potential implementations, ours may not be the only or simplest.
However, this connection gives one such path for implementation explicitly. Further, this
provides a new way to program for STAM systems by allowing a programmer to solve
a problem with the simpler and more powerful rules of a TA system, and then compile
the system into a STAM system. As more models are connected to TA, this expands the
programming languages available for STAM systems. For example, with this work and the
work of [1], we now have a proposed DNA implementation of Amoebots [4], as well as a new
method for which to program the STAM through a powerful model of programmable matter.
To show that STAM simulates TA, our approach has three key steps. First, we define
a limited subset of TA based on the key features of TA that are particularly difficult to
simulate within STAM. Second, we prove that this limited version of TA can still simulate
regular TA at scale. Third, we use macro-tiles in the STAM to implement this limited version
of TA at scale. With these components, we get STAM simulating TA.
Limited Tile Automata. The limited version of TA addresses the following features.
STAM tiles send signals based on DNA strand-displacement mechanisms. However, based
on the motivating implementation, these signals are used up after each firing, implying
that each STAM tile has a limited number of signals it may fire before becoming inert.
In contrast, TA tiles may cycle through a given state arbitrarily many times without
becoming used up. To bring TA closer to STAM, we focus on freezing TA systems [3]
which limit state transition rules so that a tile may not revisit a state, implying that each
TA tile will eventually become inert (or freeze).
General TA includes the ability to flip the state of a pair of tiles in a single step. In
contrast, STAM system signal passing must adjust each of a pair of STAM tiles one at
a time, in some order, causing an inaccurate simulation, as well as race conditions. To
address this we consider TA systems with limited rule sets that never change both states
of an adjacent pair within a single rule.
Motivated by the DNA strand-displacement implementation, STAM signals fire as a result
of a bonding between two glues, implying signals are only fired between two tiles which
are stuck together by some positive strength force. In response, we consider limited TA
rules which only induce state changes between state pairs with positive strength affinities.
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Figure 1 (a)–(c) An example signal tile. (d) The acyclic graph which represents the transitioning
of glue labels.

Preventing race conditions among the sides of a STAM tile is difficult when attempting to
adjust the state of a STAM tile in a single conceptual step. To address this, we consider
limited TA systems for which a TA state only changes state based on adjacency from one
of the four cardinal directions.
Together, we refer to the model of TA obtained by applying each of these limitations as
the Freezing, Single-Rule, Bonded, Same-sided Tile Automata model (FRBS).
We begin with a high-level overview of the definitions and models in Section 2. In Section 3,
we discuss the key techniques used to allow each limited variant of TA to individually simulate
general TA, and then show in Section 4 that FRBS simulates all of TA. We then show in
Section 5 that STAM simulates FRBS, to get our main result that STAM simulates TA.
Finally, we look at future work in Section 6.

2

The Models

This work focuses on two models of self-assembly, the signal-passing tile assembly model and
the Tile Automata model. Here, we provide a brief description of the two models. We refer
the reader to [10] for formal STAM definitions and [3] for formal TA definitions.

2.1

Signal Tile Model

The signal-passing tile assembly model (STAM) [5, 6, 8, 9, 10] is a model of self-assembly
which considers semi-intelligent monomers. This form of self-assembly, known as active
self-assembly, allows for system monomers to react to their environment. In the STAM,
system monomers are tiles which have sets of glues on each edge (as opposed to only one glue
per side as in the 2HAM). The glues in these sets are either on, off or latent. Only glues in
the on state may be used for tile attachment. STAM tiles (Figure 1) also each implement a
transition function which produces output actions that may change the state of a particular
glue. Upon the binding of two tiles, the output actions of each tile’s corresponding transition
functions are all instantly queued into a set of pending actions. This allows STAM tiles to
“pass signals” through a series of these transition functions.

2.2

Tile Automata

The Tile Automata model is a marriage between cellular automata and 2-handed self-assembly.
TA systems consist of a set of monomer states, along with local affinities between states
denoting the strength of attraction between adjacent monomers in those states. A set of
local state change rules are included for pairs of adjacent states. Assemblies in the model are
created from an initial set of starting assemblies by combining previously built assemblies
given sufficient binding strength from the affinity function (binding strength that meets or
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Tile Automata System
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Figure 2 An example TA system. Recursively applying the transition rules and affinity functions
to the initial assemblies of a system yields a set of producible assemblies. Any producibles that
cannot combine with, break into, or transition to another assembly are considered to be terminal.
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Lem. 3

FRBS

−
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→
Lem. 1
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Thm. 1 in [3]

TA

(c)

Figure 3 (a) Examples of m-block representation and mapping. The partial function R takes a
macro-block and maps it to a state in the state space of some other system. (b) The function R0
takes a positioned assembly, containing m-blocks, and maps it to a positioned assembly over the
state space of the other system using the m-block representation function to perform the mapping.
(c) Visual depiction of the simulation roadmap. For clarity, the results are presented in reverse order
with the first result coming from previous work [3], Lem. 1 in Sec. 4, and finally Lem. 3 in Sec. 5.

exceeds a given parameter known as a stability threshold). Further, existing assemblies may
change states of internal monomer tiles according to any applicable state change rules. An
example system is shown in Figure 2.
In order to compare the capability of various models, we formulate our notion of simulation.
This is an oft-argued upon concept (what it means to simulate), but the goal is to capture a
reasonable idea of simulation while allowing for small amount of flexibility.

Simulation
We use the same notion of simulation as was presented in [3]. At a high-level, for system B to
simulate system A means there is a surjective mapping from B to A so that every producible
in B uniquely maps to a producible of A. At a constant scale, we call each mapped tile an
m-block representation. Figure 3a shows this for a 9-block representation, and Figure 3b
shows the mapping with a 3-tile producible. We require that every producible in A has a
producible in B that maps to it. This definition of simulation guarantees that the systems
have the same producibles and terminals (at scale in system B).

3

High-Level Simulation Roadmap

In this section we discuss a set of limitations we impose on the general TA model to allow
for the simplest possible simulation within the STAM. Each imposed limitation addresses a
particular aspect of TA that does not have a clear corresponding aspect within STAM. After
simulating this limited version of TA with STAM, we then show how even this highly limited
version of TA is still able to simulate general TA.
Freezing Tile Automata (F) are TA systems whose rules are restricted so that a tile can
never revisit any state twice. Single-Rule Transition (R) TA systems only change one state
of a given state-pair of tiles, as opposed to simultaneously changing both of the state-pairs.
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Example FBRS system
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Figure 4 An example TA system and the corresponding FBRS macroblocks and transition
dominoes.

Bonded Transition Rule (B) TA systems only utilize transition rules between state-pairs with
positive bonding affinity. Same-sided Transition Rule (S) TA systems require that all rules
which change a given state to a new state utilize the same relative orientation (e.g., state A
only transitions to a new state due to state-pair rules with A on the right); there do not exist
any transition rules with A transitioning except horizontal transitions with A on the right.
Simulation Chain Through TA Variants. In order to connect the STAM simulation to
general TA, we chain simulation results through the collection of TA variants. It is important
to note that simply connecting each variant to general TA is not enough. We must show
that a system with a combination of these variants may also simulate general TA.

4

FRBS → F: Freezing Single-Rule Bonded Same-Sided Tile
Automata simulates Freezing Tile Automata

This simulation utilizes the result from [3], which proves that freezing TA systems can
simulate non-freezing systems. We show that a limited TA variant, freezing single-rule
bonded same-sided (FRBS) Tile Automata, is capable of simulating freezing TA, and thus
general TA. This section is separated into three parts. First, we present a high-level overview
of different aspects of the simulation. We then introduce several preliminary concepts that
are crucial tools used throughout the simulation. Lastly, we present the construction details
for designing FRBS TA systems which are capable of simulating freezing TA systems.

4.1

High-Level Concepts

Macroblock Simulation. This simulation uses constant-scaled macroblocks. Figure 4
sketches what a FRBS macroblock representation for a given general TA system might
look like. Each macroblock encodes a state from the original system. Notice the macroblock
boundaries have a particular geometry which allows dominoes to cooperatively attach to
adjacent macroblocks. This property will be used throughout the simulation construction.
Machinery for Simulating Each Variant Limitation. The simulation construction is presented in sections, each of which details which mechanics are used to overcome the limitations
of a particular TA variant. The next paragraphs provide high-level descriptions of the tools
used to accomplish this.
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X

B

B

Figure 5 The primary idea behind the same-sided portion of the simulation is that individual
signals cannot be bidirectional. To overcome this, we ensure that all internal macroblock signals
propagate in the same counterclockwise direction, and all inter-macroblock communications use
temporary transition dominoes.
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Figure 6 (a) In order for a single-transition system to simulate a double-transition system, we
use the attachment of a transition domino. The mapping of both macroblocks can be changed
simultaneously with the attachment of such a domino. (b) The key concept behind the bonded
portion of the simulation is the transition domino. Adjacent macroblocks (bonded or not) allow for
the attachment of a transition domino which may allow communication of transition information.

Same-sided Transitions. Figure 5 presents the key idea for solving the problem of samesided transitions. Since this limitation restricts the direction from which a state can be
changed, we present a directional communication scheme. Signals within macroblocks always
travel counterclockwise while we utilize the temporary attachment of transition dominoes to
allow bidirectional communication between macroblocks.
Single-transitions. The transition domino is utilized in a different way to overcome the
problem of single transitions (Figure 6a). Since this variant limits transition rules within
a system to only change one of the two states involved, simultaneous double-transitions
cannot be achieved via state changes alone. Thus, we allow the cooperative attachment of
the transition domino to change the mapping of both macroblocks the moment it attaches.
Bonded-transitions. When trying to handle the bonded-transition restriction, we turn to
the transition domino yet again. With this TA variant, non-bonded state pairs are not
allowed to have transition rules. This can be simulated with the scaled macroblock simulation,
as shown in Figure 6b. Two adjacent macroblocks (that are part of the same assembly)
allow the cooperative attachment of a transition domino regardless of whether or not the
macroblocks themselves are bonded. We can then use the domino bonds to communicate
state change information between the macroblocks.

4.2

Construction Preliminaries

Motivation for Scale Factor. First, we provide some brief motivation for why this is not
done at scale-1. The primary motivation comes from trying to simulate a double-transition
system with a single-transition system. Figure 7a shows an example system with a doubletransition that can not be simulated at scale-1 by a single-transition system. The system
only uses states B and B 0 after a double rule transition. Thus, neither single tile with states
B nor B 0 are producibles; only the combined assembly of both is producible. Similarly, there
is no producible with an A(A0 ) and B(B 0 ) state combined. Any single-transition system
would have to allow one of these cases to occur.
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Figure 7 (a) Motivation for scale factor. (b) Details of macroblock sections. Glue tiles represent
the current state of the macroblock X and are placed along the edges to bond with other macroblocks.
The wire is the circular network inside the macroblock (in yellow), encompassing and encompassed by
filler tiles. Strength-1 and strength-2 affinities are depicted by single and double squares, respectively.
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Figure 8 When a transition domino attaches cooperatively with a pair of glue tiles, the transition
directions can be redirected with the series of state changes shown.

Macroblock. For each state tile in a TA system, we construct and map a scale-7 macroblock
composed of three sections: glue tiles, filler tiles, and wire tiles. Filler tiles are used to
maintain the structure and connectivity of the macroblock, especially when some tiles detach
from the macroblock. Also, these tiles never change their states except at the beginning
when macroblocks are generated using the method from [3]. Glue tiles are a way to have
macroblocks bond with other macroblocks according to the affinity function of the TA system
it simulates. For example, if state tiles A0 and B 0 in a TA system bond s.t A0 ` B 0 ≥ τ ,
then the west and east glue tile of A and B, respectively, bond the same way (thus allowing
macroblocks to bond and mimic the affinity function of the TA system).

Wires. To have macroblock-level state transitions, we use the wire system of each macroblock
to communicate the activity of its four edges, looking out for possible state transitions. Wires
are interconnected series of state tiles that can cascade a series of state changes throughout
its structure. For instance, a state s inside the wire is said to “propagate” if every state
tile of the wire reacts to it by copying the state s onto itself, thus moving the s state across
the wire. These states that propagate are called signals. The state tiles are defined by the
description of the task they achieve and the manner that they propagate through the wire.
Each section of the macroblock is detailed in Figure 7b.

Transition Dominoes. The macroblock’s structure is designed to induce a 1 × 2 or 2 × 1
empty area next to the glue tiles when two of them bond together, allowing a transition domino
to cooperatively attach with the glue tiles. Transition dominoes are two state tiles with a τ
strength bond that represent the transition that a macroblock can undergo. For example, the
transition domino illustrated in Figure 8 represents the transition rule (X, X, A, X, `) that
can be realized with the transition domino. When the transition directions point outwards,
the wire tiles will be able to initiate the processes necessary for macroblock-state transitions.
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Figure 9 Depiction of a transition signal label propagating from state e. A red outline around
a tile indicates tile detachment, whereas green indicates tile attachment. Cycle completion is
represented by the success state As .
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Figure 10 (a) Overriding illustration of the transition signal originating from the s state by the
signal originating from the n state. This event is then detected by the failed transitioned domino
with the fail state Af . (b) An example of two transition dominoes competing to cycle a macroblock’s
wire. Given that the middle transition domino’s right state tile is the failed state X f , the left state
tile proceeds by representing the replace state Ar .

4.3

FRBS → F: Freezing Single-Rule Bonded Same-Sided Tile
Automata simulates Freezing Tile Automata Construction Details

N

Here, we present the details for each part of the simulation construction. We depict the
transition direction (i.e., the edge of a state tile subject to state transitions) using the
N
N, , , symbols for the south, north, west, east edge of state tiles, respectively.
N
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Same-Sided. The primary mechanic used in this portion of the simulation is the same as the
high-level idea shown in Figure 5. As mentioned, macroblock state transitions are initiated
by transition dominoes that bond cooperatively to a pair of glue tiles. This attachment
“activates”’ the state tiles of the transition domino, making their transition directions point
towards the adjacent wire tile. The domino’s state tile then transitions the adjacent wire tile
to a cardinal direction state d ∈ {n, s, e, w} (i.e., the location where the transition domino
attached to a macroblock), which initiates the propagation of a transition signal.
Transition signals are used by transition dominoes in order to control a macroblock’s
wire and prevent other transition signals from initiating. For example, if a transition signal
completes a cycle through a macroblock’s wire, then it is “decided” that the macroblock
must transition according to the transition domino. This is depicted in Figure 9 where,
w.l.o.g., the transition domino transitions the adjacent wire tile to the e state, initiating the
transition signal that successfully cycles through the macroblock’s wire. The state tile in
the transition domino then receives notion of the cycle completion from the e state when it
transitions with it to represent the success state.
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Figure 11 (a) State tile Ar initiates the replacement signal starting from state r. (b) After the
first stage is complete, the wire tiles’ transition directions are reinitialized.

Given that many transitions signals may exist within a macroblock simultaneously (race
condition), the hierarchy n > e > s > w is induced when transition signals originating
from “greater” states are allowed to override the propagation of “lesser” states. For example,
applying the hierarchy on the propagation of both transition signals from the n and s states
in Figure 10a makes the transition signal from s stop upon reaching the n state, whereas the
transition signal from n overrides the other signal’s propagation, thus allowing it to complete
the cycle. After the transition signal overrides the s state, the state tile in the transition
domino transitions to represent the fail state (Figure 10a).
A macroblock state transition is said to be possible only if the state tiles in a transition
domino have a success-success state combination. For fail-fail state combinations, the
transition domino can simply detach from the assembly. Figure 10b depicts a success-fail
combination where the middle transition domino controlled the left wire but failed to control
the right wire. For success-fail combinations, the wire tiles in the success side are first
replaced with new tiles before having the transition domino detach from the assembly. This
replacement scheme begins when the success state transitions with the fail state to represent
the replace state, which initiates the propagation of the replacement signal in the wire.
The tile replacement scheme is performed in two stages, starting with replacing wire
tiles with new “unused” ones (Figure 11a). First, the replacement signal initiated from the
domino propagates by having wire tiles detach and replaced with new tiles. In the second
stage, the signal performs one final cycle through the wire while redirecting the transition
directions (Figure 11b). If another transition domino attaches while the second stage is in
progress, it can not propagate its transition signal beyond the tiles placed in the first stage.
For a success-success state combination scenario, the transition domino’s state tiles first
transition with each other to activate a τ -strength affinity with the adjacent macroblocks,
followed by the detachment and replacement of the adjacent glue tile with one representing the
new state of the macroblock. Afterwards, the state tile in the transition domino representing
the new macroblock’s state transitions with the new glue tile and points its transition
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Figure 12 Illustration of a t-shape dummy polyomino attaching to the north side of a macroblock,
replacing the X glue tile with A glue tile.
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Figure 13 In the case that a transitioning macroblock is adjacent to another, the domino-shaped
dummy polyomino attaches and allow the transition process to continue.

directions towards to the wire, initiating the transition signal. This signal propagates in the
manner shown in Figure 12, allowing t-shape dummy polyominoes to attach in the location
where transition dominoes bond. These dummy polyominoes allow the signal to continue
propagating within it in order to detach and replace the macroblock’s glue tile with the new
appropriate one. In the case that a t-shaped dummy polyomino can not be used due to the
presence of another macroblock, a domino-shaped dummy polyomino attaches cooperatively
with the macroblocks wire tiles (Figure 13).
When the transition signal completes a cycle, all of the macroblock’s glue tiles will have
been replaced with the glue tiles of the new state. When the signal returns to the transition
domino, it changes the transition directions of the domino state tile towards the other domino
state tile, signaling to it that the transition process is finished. When this occurs, both
domino state tiles begin the tile replacement scheme on both macroblocks, which cause the
dummy polyominoes to detach. After both replacement schemes are completed, both state
tiles in the transition domino remove their τ -strength bond with the adjacent macroblocks
and detach from the assembly, thus successfully performing macroblock transitions. With
this simulation scheme, the FRBS model can simulate any FRB system.
Single-Transition. We extend the previous simulation scheme to eliminate single-transition
restrictions and perform double-transitions by modifying the transition domino. Instead of
having only one side of the transition domino send the transition signals, we can have both
sides initiate a transition signal for success-success state combinations. When both transition
dominoes represent the success state, both can change their transition directions towards
the wire tiles adjacent to them and start the transition process. After the transition, the
tile replacement scheme occurs on both sides of the transition domino, and only until both
of the tile replacement schemes finish does the transition domino detach (simultaneously
changing both macroblock mappings similar to Figure 6a). This extension shows that a
Freezing Single-Rule Bonded Same-Sided system can simulate any Freezing Bonded system.
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Figure 14 (a) Standard signal passing within the STAM. A simple cascade of signal firings and glue
activations. (b) A standard 3-way handshake setup between two STAM tiles, and our abbreviated
representation of a 3-way handshake. We use this depiction to emphasize each handshake’s role in
the larger communication scheme.

Bonded. To tackle this last restriction, we allow transition dominoes to exist for macroblocks
that do not necessarily have affinity with one another (as shown in Figure 6b). Since transition
dominoes do not require the affinity of two glue tiles to exist for them to perform their
function, they can simply bond in-between two macroblocks and perform the same state
transitions. Thus, we can eliminate the bonded requirement by simulating a Freezing system
using a Freezing Single-Rule Bonded Same-Sided system.
Simulation Results.
I Lemma 1 (FRBS → F). For any freezing Tile Automata system Γ = (Σ, Λ, Π, ∆, τ ), there
exist a freezing single-rule bonded same-sided Tile Automata system Γ0 = (Σ0 , Λ0 , Π0 , ∆0 , τ 0 )
which simulates Γ using a scale-7 macroblock mapping function and O(|Σ|2 ) states with a
stability threshold of 2.
Due to space constraints, the detailed proof for this lemma has been omitted.
I Corollary 2 (FRBS → TA). For any general Tile Automata system Γ, there exist a Freezing
Single-Rule Bonded Same-Sided Tile Automata system Γ0 which simulates Γ using a 7-block
mapping function.
Proof. This follows from Lemma 1 and Theorem 1 from [3].

5

J

STAM simulates Tile Automata/Amoebots

This section is presented in two parts. The first subsection covers several preliminary concepts
and provides the STAM details for various tools used throughout the simulation. The second
subsection presents the complete idea for the simulation construction, relying on the detailed
tools introduced in the first subsection.

5.1

Construction Preliminaries

Here, we cover some key concepts used throughout our simulation method. We refer the
reader to https://asarg.hackresearch.com/main/isaac-2020/, where we provide supplemental
time-step videos for the details of each of the tools described here.
STAM signal passing. Standard signal-passing is straightforward in the STAM. Tile attachment can begin a cascade of signal firings and glue activations (as depicted in Figure 14a).
This is useful when a simple signal is required to travel to a particular location. A drawback
of this simple scheme is that an individual STAM tile does not have the information of
whether or not a signal has been passed to its neighbor. To remedy this, we show how to
execute a simple handshaking scheme with signal tiles in Figure 14b.
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Figure 15 An example which verifies completion of an “off” signal. (a) An off signal is fired from
another glue in the STAM tile. Notice that an off signal is denoted by a red arrow. (b) Upon signal
execution, the SLglue turns off. (c) This causes the right STAM tile to detach. (d) A new tile may
now attach, sending a signal which confirms that the SLglue has successfully been turned off.
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Figure 16 STAM wire replacement scheme details. This method uses standard STAM signals,
handshaking signals, and detachment verification to achieve a wire replacement signal. Green arrows
represent “on” signals, red arrows represent “off” signals, and the red square represents a signal
which turns off many glues on the STAM tile so that detachment may occur.

Verified Glue Deactivation. In the STAM, the natural signal-passing method involves
turning glues on. Another type of signal relies on turning glues off. A similar straightforward
signal may be used to deactivate glues in the STAM; however, it is not immediately clear
how to communicate whether or not glue deactivation has occurred. We show a tile detachment/attachment sequence to verify when a glue deactivation signal has been executed.
This concept is demonstrated in Figure 15, where confirmation of the SLglue “off” signal is
achieved. This is a two-step process in which the tile previously bonded to SLglue detaches,
and a new tile takes its place by attaching to the RConf glue and sending the confirmation
signal.
Macroblocks and Wires. Similar to the simulations of Lemma 1 and [3], this construction
also employs a macroblock replacement method. In both of these previous simulations,
macroblocks communicated with one another via signals sent along “wires.” The tools
presented above – standard signal passing, handshaking, and completion of “off” signals –
allow us to implement similar wires in STAM macroblocks. We consider the scaled macroblock
scheme, in part, because it allows us the ability to detach “expended” STAM tiles and attach
“fresh” tiles. We call this method wire-replacement.
Wire Replacement. The signal-passing techniques presented allow for non-trivial communication between STAM tiles/assemblies. Since the STAM is naturally a freezing model
(signals may not be reused), we give a wire-replacement scheme allowing us to pass a signal
which “refreshes” a communication wire. An example of such a scheme is in Figure 16.

5.2

STAM → FRBS: STAM simulates Freezing Single-Rule Bonded
Same-Sided TA

Macroblock Mapping. We use a mapping similar to that shown in Figure 17 in our STAM
simulates TA result. The idea is that different TA states are represented by unique glue-state
combinations among tiles in a respective STAM macroblock. Furthermore, state transitions
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Figure 17 An example STAM simulation of TA. (a) A freezing single-rule bonded same-sided
TA system. (b) A STAM macroblock which mimics the behavior of the states from the simulated
TA system. The three macroblocks on the right correspond to states A, B, and C, respectively.
Different combinations of active/inactive glues on each of the inner tiles change the state which the
macroblock represents.
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Figure 18 (a) A sketch of the transition polyomino triggering STAM signals. (b) The initialization
of the signal from Figure 18a. This depicts what happens when the transition polyomino attaches to
the macroblock pair. After a brief handshake, two signals are queued. A standard positive signal
sent counterclockwise by the j glues, and a detachment signal which will allow a newly attaching
tile to begin the wire replacement signal sent by the i glues.

in the given TA model would be represented/executed by corresponding signal firings in the
representative STAM macroblocks. The example in Figure 17 shows how a simple TA system
can be mapped to a set of STAM macroblocks. All TA affinity rules are represented by the
geometric teeth on the edge of the macroblocks. Also, this geometry creates gaps between
adjacent macroblocks. These gaps are used in macroblock state changes.
Macroblock State Changes. Since a single TA state is represented by a macroblock, we
must ensure that state changes occur in the same manner. Namely, we must ensure that a
transition is complete before exposing glues which represent new attachments or transitions
that may occur. To accomplish this, we must carefully engineer these macroblocks to perform
state changes in a specific way. Below are the steps for simulating the “state change” process:
1. Transition polyomino attaches and initiates signals (Figure 18a).
2. Two opposing signals race to determine if a state change occurs (Figure 19).
3. Attach dummy polyominoes between any adjacent macroblocks or along any empty edge
(Phase 1 in Figure 20).
4. Turn on all glues representing new macroblock affinity (Phase 2 in Figure 20).
5. Turn off all glues representing old macroblock affinity (Phase 3 in Figure 21).
6. Refresh signal wire and detach dummy polyominoes (Phase 4 in Figure 21).
Step 1 of the process attempts to initiate a state change by sending two opposing signals
around an internal state wire within the macroblock. Details for this initiation are shown in
Figure 18b. It should be noted that, since we are simulating same-sided TA systems, we can
guarantee that multiple state transitions cannot be queued on the same macroblock.
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Figure 19 (a-d) A sketch of the transition signal succeeding. (e-h) A sketch of the transition
signal failing.

Step 2 of the “state change” process involves clockwise and counterclockwise signals
being sent around the internal state wire of the macroblock. The counterclockwise signal
is a straightforward STAM signal such as that shown in Figure 14a. This signal halts if it
ever encounters another transition polyomino attached to the macroblock. Should this signal
finish a complete cycle around the state wire, a state transition is imminent. The clockwise
signal is a reset signal, similar to wires from Figure 16. If this signal is ever started, the
counterclockwise signal can never complete a cycle around the state wire. This race prevents
deadlocking by adding a nondeterministic reset to the state change initiation signal.
Step 3 ensures that the outer edges of a macroblock cannot be involved in any attachments
while undergoing a state change. If there are any adjacent macroblocks, dummy “l”-shaped
polyominoes attach. Otherwise, dummy “T”-shaped polyominoes attach.
Step 4 sends a signal which activates all macroblock edge glues that represent the
corresponding new TA state’s affinities. This signal is a straightforward STAM signal like
Figure 14a, but the verification of glue activations involves a tile attachment/detachment
sequence similar to that of Figure 15.
Step 5 sends a signal similar to the one from step 4. The difference is that this signal is
responsible for deactivating all macroblock edge glues which correspond to the old TA state’s
affinities. This signal is also a combination of a straightforward STAM signal (Figure 14a)
and an attachment/detachment verification signal (Figure 15).
Step 6 in the transition process “refreshes” the internal state wire, preparing the proper
signals which correspond to the newly represented TA state. This signal is a wire replacement
signal very similar to the one shown in Figure 16.
Macroblock Construction. Macroblocks in this system are constructed in the same method
as was presented in [3]. This process involves building a frame (via a sequence of deterministic
single-tile attachments), and then constructs the various initial macroblocks of a system
within that frame. The purpose for this is to ensure macroblock construction is complete
before exposing any edges that may cause attachments/transitions with other macroblocks
within the system. The TA process from [3] involves simple attachments, a single state change
per tile, and one detachment phase; thus, it can easily be implemented with straightforward
STAM signals (Figure 14a) and handshaking (Figure 14b). No detachment verification is
needed, as that is the last step of the macroblock construction process.
I Lemma 3 (STAM → FRBS). For any freezing single-rule bonded same-sided TA system
Γ = (Σ, Λ, Π, ∆, τ ), there exists a STAM system Γ0 = (T 0 , τ 0 ) which simulates it under the
2-fuzz rule via a O(|Σ|2 )-block replacement function.
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Figure 20 (a-d) Phase 1 of the transition process is responsible for attaching dummy polyominoes
to ensure no neighbors are currently transitioning. (e-h) Phase 2 of the transition process sends a
counterclockwise signal which activates all glues of the state being transitioned to.
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Figure 21 (a-d) Phase 3 of the transition process sends a counterclockwise signal which deactivates
all glues of the previous state and replaces them with dummy tiles. (e-h) Phase 4 refreshes the wire
for the new state, and detaches all dummy blocks as well as the transition polyomino.

Due to space constraints, the detailed proof for this lemma has been omitted.
I Theorem 4. For any general TA system Γ, there exists a Signal-passing Tile Assembly
system Γ0 which simulates it.
Proof. This result follows from Corollary 2, Lemma 3, and Theorem 1 from [3].

J

I Corollary 5. For any arbitrary amoebot system Γ, there exists a Signal-passing Tile
Assembly system Γ0 which simulates it.
Proof. This result follows from Theorem 4 and Theorem 1 from [1] which shows that general
TA is capable of simulating any arbitrary amoebot system.
J

6

Towards STAM/TA Equivalence

We consider the possibility of simulating STAM within TA as a direction for future work.
The STAM, as formulated in [10], was intended to provide a highly asynchronous framework
which allows robust behavior independent of physical system parameters. However, their
method of instantly queuing the output actions of transition functions allows a subtle, but
strong, synchronous operation. With this in mind, we propose an important alteration to the
definition of Active Tiles and Transition Functions to address this subtle synchronicity issue.
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1. Double-sided Firing (Queue All). The transition functions of t1 and t2 fire simultaneously.
2. Single-sided Firing (Queue One Side). The transition functions of t1 and t2 are fired
independently.
3. Single-action Firing (Queue One Action). The output actions of the transition functions
of t1 and t2 are fired independently.
Notice that the synchronicity issue discussed earlier is resolved by removing the instantaneous firing of transition functions. The three firing variations presented are just natural
ways to consider how the firing could be performed.
I Conjecture. For any STAM variant system Γ, there exists a simulating TA system Γ0 .
We believe the asynchronous STAM variations are not only motivated, but also required
in order for TA to simulate the STAM. Furthermore, the concepts introduced within this
work may be helpful in resolving this conjecture. For example, from this work we know that
the single-rule transition restriction does not inherently limit the power of TA. Thus, we can
plausibly use this to show the single-sided variant of STAM can simulate all of TA.
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Abstract
We investigate relations among the size, depth and energy of threshold circuits computing the nvariable parity function PARn , where the energy is a complexity measure for sparsity on computation
of threshold circuits, and is defined to be the maximum number of gates outputting “1” over all
the input assignments. We show that PARn is hard for threshold circuits of small size, depth and
energy:
e
If a depth-2 threshold circuit C of size s and energy e computes PARn , it holds that 2n/(e log n) ≤
s; and
if a threshold circuit C of size s, depth d and energy e computes PARn , it holds that
e+d
loge n)
2n/(e2
≤ s.
We then provide several upper bounds:
PARn is computable by a depth-2 threshold circuit of size O(2n−2e ) and energy e;
PARn is computable by a depth-3 threshold circuit of size O(2n/(e−1) + 2e−2 ) and energy e; and
PARn is computable by a threshold circuit of size O((e + d)2n−m ), depth d + O(1) and energy
e + O(1), where m = max(((e − 1)/(d − 1))d−1 , ((d − 1)/(e − 1))e−1 ).
Our lower and upper bounds imply that threshold circuits need exponential size if both depth and
energy are constant, which contrasts with the fact that PARn is computable by a threshold circuit
of size O(n) and depth 2 if there is no restriction on the energy. Our results also suggest that any
threshold circuit computing the parity function needs depth to be sparse if its size is bounded.
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1

Introduction

Logic circuit is a traditional computational model consisting of a number of basic computational elements, called gates. In the standard type of logic circuits, a gate computes AND,
OR or NOT function. A threshold circuit is a logic circuit consisting of gates computing
linear threshold functions: a gate g with n input variables has weights w1 , w2 , . . . , wn with a
Pn
threshold t, and computes g(x) = sig( i=1 wi xi − t) for x = (x1 , x2 , . . . , xn ) ∈ {0, 1}n .
Threshold circuits are well-studied in the literature, and are known to have large expressive
power: a single threshold gate is able to compute the majority function which the standard
logic circuit of constant depth needs an exponential size to compute [9, 30], and threshold
circuits of polynomial size (i.e., polynomial number of gates) and constant depth can compute
basic arithmetic functions such as addiction, multiplication and division [22]. In fact, proving
a limit of polynomial-size and constant-depth threshold circuits is one of the cutting-edge
open problems in circuit complexity (See, for example, the paper [3]). Although several
© Kei Uchizawa;
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super-polynomial lower bounds are known for restricted settings [1, 7, 8, 10, 21], we can not
even rule out the possibility that every decision problem in EXPNP is solvable by a threshold
circuit of polynomial size and just depth 2.
Besides the considerable interest in circuit complexity, biology also motivates research of
threshold circuits, since a threshold gate is traditionally considered to be a simple theoretical
model of a biological neuron in the brain [17, 20]. The goal of this line of the research is to
understand how the brain smoothly carry out tough computational tasks. We focus on the
following interesting property that a biological neuron possesses: a neuron consumes more
energy to emit a spike than not to emit a spike, and consequently their computation results
from a relatively small number of simultaneously active neurons out of a large population in
the nervous system [6, 16, 19], which implies that neural networks acquire the principles of
computation with sparse activity. This may not be a burden on the brain, since machine
learning techniques inspired by this property, such as sparse coding or sparse autoencoder,
pushes recent progress of deep learning method [11, 15, 18].
The above observations address a natural question: What computational tasks are carried
out by threshold circuits with sparse activity? In this paper, we employ a complexity measure
for sparsity of computation, called energy complexity, and investigate the computational
power of threshold circuits of small energy complexity. For a threshold circuit C, the energy
of C is defined to be the maximum number of gates outputting “1” (i.e., emitting a spike) in
C, where the maximum is taken over all the input assignments to C [27] (Energy complexity
of the standard logic circuits is also studied in the literature. See [5, 23] and their references).
In the previous research, it turns out that the energy complexity relates to other major
complexity measures such as size and depth. In particular, it is known that, if a n-variable
Boolean function f has very high communication complexity (more formally, if f has boundederror communication complexity Ω(n + log δ) to compute correctly with probability 1/2 + δ
d
for any δ, 0 < δ < 1/2), it holds that s = 2Ω(n/e ) for size s, depth d and energy e of any
threshold circuit computing f [28]. Thus, any threshold circuit of constant depth and energy
no(1) requires an exponential size to compute f .
However, we believe that such a relation among the size, depth and energy is more
universal, and exists independently of communication complexity. In this paper, as a first
step towards finding such a relation, we focus on the n-variable parity function PARn which
is a representative of low communication complexity Boolean functions.
Threshold circuits computing PARn have been studied in terms of either bounded depth
or bounded energy (See Table 1). For bounded-depth circuits, it is shown that any threshold
circuit of depth d has size (n/2)1/2(d−1) to compute PARn [12]. An upper bound O(dn1/(d−1) )
shows that these lower bounds are almost tight [22]. Moreover, any depth-2 threshold circuit
√
needs size Ω( n) [14] and constant-depth circuits needs sublinear-size even to approximate
the function [4]. For bounded-energy circuits, it is known that, in the case of energy e = 1,
any threshold circuit needs size 2n−1 to compute PARn no matter how large depth of the
circuit is [25], and in the case where e ≥ 2 there is a lower bound Ω(n1/e ) on the size of
threshold circuit of energy e [29]. Upper bounds 2n−1 for e = 1 [26] and O(en1/(e−1) ) for
e ≥ 2 given in [25] show that these lower bounds are also almost tight.
However, the lower bounds given in [4, 12, 14] for bounded-depth circuits are based on
random restriction, and symmetrically handle the outputs 0 and 1 of a gate, and seems
independent of energy complexity. Also, the proofs given in [24, 29] for energy-bounded
circuits are independent of depth. Thus we cannot directly apply the techniques to such a
situation that both depth and energy are bounded. In fact, these results do not rule out
√
the possibility that PARn is computable by a threshold circuit of size O( n), depth 2 and
energy 2, while, by looking into the construction of circuits given in [22, 24], we find the
circuits need large energy to have small depth, and large depth to have small energy.
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Table 1 Lower and upper bounds on the size of threshold circuits C computing the n-variable
parity function, where d and e are depth and energy of C, respectively. In the bottom upper bound,
m = max(((e − 1)/(d − 1))d−1 , ((d − 1)/(e − 1))e−1 ).
Lower Bounds
Bounded Depth

d=1
2≤d

Bounded Energy

not computable
1/2(d−1)

(n/2)

[12]

[20, 22]
1/(d−1)

O(dn

)

[22]

e=1

2n−1

[24]

2n−1 + 1

[26]

2≤e

Ω(n1/e )

[29]

O(en1/(e−1) )

[25]

Bounded Depth

d=2

and

d=3

Bounded Energy

Upper Bounds

4≤d

2

n/(e loge n)

2n/(e2

e+d

loge n)

[Ours]
[Ours]

O(e2

n−2e

)

[Ours]

O(2e−2 + 2n/(e−1) )
O((e + d)2

n−m

)

[Ours]
[Ours]

In this paper, we show that there actually exists a relation among all the size, depth and
energy of threshold circuits computing the parity function. More formally, we show that,
e
for any depth-2 threshold circuit of size s and energy e, it holds that 2n/(e log n) ≤ s. For
3 ≤ d, we prove that, for any threshold circuit of size s, depth d and energy e, it holds that
e+d
e
2n/(e2 log n) ≤ s. These imply that a threshold circuit of constant depth and energy e
requires an exponential size to compute PARn . Our proofs are based on a combination of
depth and energy reduction. We first show that, if a threshold gate g outputs one for many
input assignments, we can deterministically fix part of input variables so that the output of
g become constant one. This statement plays key role in showing that there exists a partial
input assignment which reduce either depth by one or energy by one. Since any threshold
gate cannot compute the parity function of two variables, we can deduce that threshold
circuits of small depth and energy requires large size.
In addition, we provide several upper bounds on the size of threshold circuits computing
the parity function. We prove that the n-variable parity function is computable by a circuit
of size O(e2n−2e ), depth 2 and energy e; a circuit of size O(2n/(e−1) + 2e−2 ), depth 3 and
energy e; and a circuit of size O((e + d)2n−m ), depth d + O(1), and energy e + O(1), where
m = max(((e − 1)/(d − 1))d−1 , ((d − 1)/(e − 1))e−1 ).
Although there is much room between our lower and upper bounds, these results imply
that the size, depth and energy of threshold circuits computing the parity function are
definitely involved. In particular, PARn is hard for threshold circuits of small size, depth and
energy. Our results also suggest that any threshold circuit needs depth to be sparse even for
computing the parity function if its size is bounded, which may shed light on computation of
neural networks with sparse activity.
The rest of the paper is organized as follows. In Section 2, we define threshold circuits,
and give several propositions used in the following sections. In Section 3, we prove lower
bounds for depth-2 and depth-d circuits. In Section 4, we construct depth-2, depth-3 and
depth-d circuits of small energy. In Section 5, we conclude with some remarks.

2

Preliminaries

In this section, we define some terms, and introduce several propositions. Throughout the
paper, we denote by [n] = {1, 2, . . . , n} for any positive integer n. For a set I of Boolean
input variables, we may denote by {0, 1}I a set of the 2|I| input assignments for I. For a set
S, we denote by |S| its cardinality. For a Boolean vector a, we denote by |a| the hamming
weight of a (i.e., the number of ones in a).
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In Section 2.1, we define threshold circuits, and show propositions on bounded-depth or
bounded-energy circuits. In Section 2.2, we give Sauer’s lemma that we will use to prove
lower bounds.

2.1

Threshold Circuits

A threshold gate g is a logic gate computing a linear threshold function of an arbitrary integer
n of inputs, which is identified by weights w1 , w2 , . . . , wn for the n input variables and a
threshold t. We define the output g(x) of g as
! 
z
n
 1 if P w x ≥ t;
X
i i
g(x) = sig
w i xi − t =
i=1

0 otherwise.
i=1
A threshold circuit C is a feedforward circuit consisting of threshold gates, and is expressed
by a directed acyclic graph. Let n be the number of inputs to C, then C has n input nodes
of in-degree 0, each of which corresponds to one of the n input variables x1 , x2 , . . . xn , while
the other nodes correspond to threshold gates. The inputs to a gate g in C consists of the
inputs x1 , x2 , . . . xn and the outputs of the gates directed to g.
We define the size s of a circuit C as the number of gates in C. Let g1 , g2 , . . . , gs be the
gates in C where the gates are numbered in the topological order on the underlying directed
acyclic graph of C. We call gs the top gate of C, and regard the output gs (x) of gs as the
output C(x) of C, that is, C(x) = gs (x) for every input x ∈ {0, 1}n . A threshold circuit C
computes a Boolean function f : {0, 1}n → {0, 1} if C(x) = f (x) for every x ∈ {0, 1}n . We
say that a gate gi , 1 ≤ i ≤ s, is in the l-th layer of a circuit C if there are l gates (including
gi ) on the longest path from an input node to gi in the underlying graph. The depth d of C
is the number of gates on the longest path to the top gate gs . We define the energy e of C as
e=

max n

x∈{0,1}

s
X

gi (x).

i=1

We may assume throughout the paper that 1 ≤ s, d, e.
For every x = (x1 , x2 , . . . , xn ) ∈ {0, 1}n , the n-variable parity function PARn is defined
to be

Pn
1 if
xi is odd;
Pi=1
PARn (x) =
n
0 if
i=1 xi is even.
For a Boolean function f of n variables, we define S0 (f ) = {x ∈ {0, 1}n | f (x) = 0} and
S1 (f ) = {x ∈ {0, 1}n | f (x) = 1}. Clearly, |S0 (PARn )| = |S1 (PARn )| = 2n−1 .
The following exponential lower bound is known for threshold circuits of arbitrary depth
and energy one.
I Theorem 1. If a threshold circuit of size s and energy one computes PARn (or its
complement), then it holds that 2n−1 ≤ s.
The lower bound in Theorem 1 is tight even for depth-2 circuits, as follows.
I Theorem 2. PARn is computable by a threshold circuit of size 2n−1 + 1, depth 2 and
energy one.
We also use the following two constructions for PARn .
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I Theorem 3. For every positive integer d < log n, PARn is computable by a threshold
circuit C of size at most (d − 1)dn1/(d−1) e + 1 and depth d. (In addition, the energy of C is
same as its size.)
I Theorem 4. For every positive integer e < log n, PARn is computable by a threshold
circuit of size (e − 1)dn1/(e−1) e + 1 and energy e. (In addition, the depth of C is same as its
size.)
In these statements, we removed asymptotic notations from the original ones to refine the
bounds.

2.2

Sauer’s Lemma

For S ⊆ {0, 1}n and I ⊆ [n], we define a projected set SI of S on I as
SI = {a ∩ I | a ∈ S}
where we consider a as the characteristic vector of a subset of [n], and denote by a ∩ I the
intersection of the subset and I. If |SI | = 2|I| , we say that S shatters I. The VC dimension
of S is the largest cardinality of I that C shatters. The following lemma is known as Sauer’s
lemma, and state that |S| is bounded by its VC dimension (See, for example, Theorem 3.6
in [2] and its proof).
I Lemma 5. Let S ⊆ {0, 1}n and d be the VC dimension of S. Then
d  
X
n
|S| ≤
≤ nd .
i
i=0
The lemma immediately implies a lower bound on the largest cardinality of such I.
I Corollary 6. Let S ⊆ {0, 1}n . Then, there exists I such that S shatters I, and
log |S|
≤ |I|.
log n

3

Lower Bounds

In this section, we provide lower bounds for threshold circuits computing the parity function.
In Section 3.1, we introduce a lemma which is simple, but useful for obtaining lower bounds
of small-energy threshold circuits. We then give a lower bound for depth-2 circuits. In
Section 3.2, using the bound for depth-2 circuits, we obtain a lower bound for depth-d circuits
for d ≥ 3.

3.1

Depth-2 Circuits

The following lemma implies that if a threshold gate outputs one for a large number of input
assignments, we can deterministically fix a proper subset of variables so that g outputs one
for all the remaining input assignments. Similarly to S1 (f ) for a Boolean function f , we
define S1 (g) = {x ∈ {0, 1}n | g(x) = 1} for a threshold gate g of n input variables.
I Lemma 7. Let g be a threshold gate with n input variables. Then there exists I ⊆ [n] and
an input b ∈ {0, 1}[n]\I such that, by fixing the variables for [n]\I to b, g outputs one for
every a ∈ {0, 1}I and
log |S1 (g)|
≤ |I|.
log n
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Proof. Corollary 6 implies that there exists a set I ⊆ [n] such that S1 (g) shatters I and
log |S1 (g)|
≤ |I|.
log n

(1)

Thus, it suffices to show that there exists an input assignment in {0, 1}[n]\I that force the
output of g to be constant one.
Let w1 , w2 , . . . , wn be the weights and t be the threshold of g. Since S1 (g) shatters I, for
each a ∈ {0, 1}I , there exists b ∈ {0, 1}[n]\I such that (a, b) ∈ S1 (g). Let
X
a∗ = arg min
wi ai ,
a∈{0,1}I

i∈I

and b∗ be its counterpart: (a∗ , b∗ ) ∈ S1 (g). Clearly,
X
X
wi a∗i ≤
wi ai
i∈I

i∈I

for every a ∈ {0, 1}I , and hence we have not only (a∗ , b∗ ) ∈ S1 (g) but also
(a, b∗ ) ∈ S1 (g)
for every a ∈ {0, 1}I . Thus, by fixing [n]\I to b∗ , g outputs one for every a ∈ {0, 1}I , as
desired.
J
Using Lemma 7, we provide a lower bound on the size of depth-2 threshold circuits
computing PARn and its complement. In the proof, we show that any circuit C computing
the parity function contains a gate outputting ones for many input assignments, which
implies that we can reduce energy of C by fixing some of input variables. Thus, Theorem 1
guarantees that C has exponential size if e is small.
I Theorem 8. If a depth-2 threshold circuit of size s and energy e computes PARn (or its
complement), then it holds that
n
≤ log s.
e loge n
Proof. We prove the theorem for PARn , since the other case is similar. Our proof is by
induction on the energy. Theorem 1 implies the base case where circuits have energy one.
Suppose e ≥ 2. We assume for the induction hypothesis that every depth-2 threshold circuit
of size s and energy e − 1 satisfies
n
≤ log s.
(e − 1) loge−1 n
Let C be a depth-2 circuit of size s and energy e, and G be a set of the gates in the first
layer of C. We prove that there exists a gate in the first layer that outputs one for many
input assignments:
B Claim 9. There exists g ∈ G such that 2n /(4n5 s) ≤ S1 (g).
Proof. Consider an error-correcting code S ⊆ {0, 1}n of minimal distance five: each pair
of vectors in S has mutual hamming distance at least or equal to five. It is known that
there exists such S satisfying 2n /n5 ≤ |S| (See Theorem 17.2 in [13]). Then we make a new
set T from S by applying the following procedure to every vector a ∈ S: If |a| is odd, flip
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an element in a. Note that if two vectors have distance five, exactly one of them has an
odd number of its weight. Thus, T is an error-correcting code of minimal distance four.
Furthermore, we have T ⊆ S0 (PARn ), and
2n /n5 ≤ |S| = |T |.

(2)

Let
U = {a ∈ T | There exists g ∈ G such that g(a) = 1 }.
If |T |/2 ≤ |U |, the pigeonhole principle implies the claim, since |G| < s. Thus, it suffices to
verify the other case.
Suppose |T |/2 > |U |. Let U 0 = T \U , then no gate in G outputs one for every a ∈ U 0 ,
and Eq. (2) implies that 2n /(2n5 ) ≤ |U 0 |. Consider an arbitrary pair (a, b) ∈ U 0 × U 0 such
that a =
6 b. Let i∗ ∈ [n] be an index such that ai∗ 6= bi∗ . From a (resp., b), we obtain a0
(resp., b) such that all the elements in a0 (respectively, b0 ) are same as a (resp., b) except
that the i∗ -th element is flipped. Without loss of generality, we assume that ai∗ = 1 and
bi∗ = 0. Note that a0 , b0 ∈ S1 (PARn ). We below show that a gate g ∈ G outputs one for at
least one of a0 and b0 .
Suppose for the sake of contradiction that no gate in G outputs one for both of a0 and b0 .
Let w1 , w2 , . . . , wn and t be the weights for the input variables and the threshold of the top
gate of C. By the assumption, no gate in G outputs one for a, b, a0 and b0 . Thus, on the
one hand, we have a, b ∈ T ⊆ S0 (PARn ), and hence
n
X

wi ai < t

i=1

and

n
X

wi bi < t.

(3)

i=1

On the other hand, since we flipped the elements, we have a0 , b0 ∈ S1 (PARn ), and hence
n
X

wi a0i =

i=1

n
X
i=1

wi ai − wi∗ ≥ t

and

n
X
i=1

wi b0i =

n
X

wi bi + wi∗ ≥ t.

(4)

i=1

The sum of the two inequalities in (3) contradicts the counterpart in (4).
We then make |U 0 |/2 disjoint pairs of (a, b). Note that different (a, b)s yield different
(a0 , b0 )s, since T is an error -correcting code of minimal distance four. Thus, there are at least
|U 0 |
≥ 2n /(4n5 )
2
input assignments for which a gate in G outputs one. Thus, the pigeonhole principle implies
the claim.
C
Lemma 7 and the claim imply that, by fixing an appropriate set of input variables, we can
obtain a threshold circuit C 0 of size s − 1 and e − 1 that computes PARn0 (or its complement)
where
n − (log s + 5 log n + 2)
n0 ≥
.
log n
Thus, by the induction hypothesis, we have
n − (log s + 5 log n + 2)
1
n0
·
≤
≤ log(s − 1) < log s.
e−1
log n
(e − 1) log
n
(e − 1) loge−1 n0
Since it holds that log s + 5 log n + 2 ≤ loge n · log s for sufficiently large n, we have
n
≤ log s,
e loge n
as desired.

J
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3.2

Depth-d Circuits

Based on the idea used for proving Theorem 1, we provide a lower bound for threshold
circuits of depth d and energy e. Our proof is by induction on the depth and energy: we
show that we can decrease either depth or energy of a given circuit by fixing part of input
variables.
I Theorem 10. If a threshold circuit of size s, depth d and energy e computes PARn (or its
complement), then it holds that
n
≤ log s.
loge n

e2e+d

Proof. We prove the theorem for PARn , since the other case is similar. Our proof is by
induction on the energy and depth. Theorem 1 implies the base case where circuits have
energy one, and Theorem 8 implies the base case where circuit have depth 2. We here assume
that for every threshold circuit of size s, depth d − 1 and energy e, it holds that
n
≤ log s,
(5)
e+d−1
e2
loge n
and for every threshold circuit of size s, depth d and energy e − 1, it holds that
n
≤ log s.
e+d−1
(e − 1)2
loge−1 n

(6)

Let C be a circuit of size s, depth d, energy e. We denote by G a set of the gates in the
first layer of C. We show that we can reduce either depth or energy by fixing some of the
input variables.
Consider the set {0, 1}n of input assignments as A × B such that A = B = {0, 1}n/2 .
Note that any input assignment can be considered as an element (a, b) ∈ A × B. For every
a ∈ A, we define Ba as
Ba = {(a, b) | b ∈ B}.
We say that Ba is clean if no gate in G outputs one for every input assignment (a, b) ∈ Ba .
Consider the following two cases:
(i) There exists a∗ such that Ba∗ is clean.
In this case, by fixing A to a∗ , we can safely remove all the gates in G, and obtain a
circuit C 0 that computes PARn/2 . Thus, by Eq. (5), we have
n
n/2
= e+d−1
≤ log s
e2e+d loge n
e2
loge n
as desired.
(ii) For every a ∈ A, Ba is not clean.
In this case, for every a ∈ A, there exists b ∈ B such that some gate g ∈ G1 outputs one.
Thus, since |G| < s, the pigeonhole principle implies that there exists g ∈ G such that
2n/2
≤ S1 (g).
s
Similarly to the case of depth-2 circuits, Lemma 7 implies that by fixing an appropriate set
of input variables, we can obtain a threshold circuit C 0 of size s − 1 and e − 1 that computes
PARn0 where
n0 ≥

n/2 − log s
.
log n
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Thus, by the induction hypothesis, it holds that
n/2 − log s
1
n0
·
≤
≤ log(s − 1) < log s.
e−1
log n
(e − 1)2e+d−1 log
n
(e − 1)2e+d−1 loge−1 n
Since we have 2 log s ≤ 2e+d loge n log s, it holds that
n
≤ log s,
e2e+d loge n
J

as desired.

4

Upper Bounds

In this section, we show upper bounds on the size of threshold circuits computing the parity
function. In Section 4.1, we give depth-2 circuits. In Section 4.2, we show a better upper
bound for depth-3 circuits. In Section 4.3, using the same idea given in Section 4.1, we
provide circuits of depth d for d ≥ 4.

4.1

Depth-2 Circuits

Before we give a construction of depth-2 circuits, we prove the following lemma showing that
we can suppress any threshold gate for a subset of input assignments.
I Lemma 11. Let l and r be positive integers, and g be a threshold gate with l + r input
variables. Then, for any a ∈ {0, 1}l , there exists a threshold gate g a such that for every
x ∈ {0, 1}l and y ∈ {0, 1}r

0
if x 6= a;
a
g (x, y) =
(7)
g(a, y) if x = a.
We call g a given in Lemma 11 a suppressed gate of g for a.
Proof. Consider a = (a1 , a2 , . . . , al ) ∈ {0, 1}l . Let p1 , p2 , . . . , pl be weights for the l input
variables, q1 , q2 , . . . , qr be weights for the r input variables, and t be threshold of g: For every
x = (x1 , x2 , . . . , xl ) and y = (y1 , y2 , . . . , yr ),
g(x, y) = sig (p(x, y)) .
where we denote by
p(x, y) =

l
X

pi xi +

i=1

r
X

qi yi − t.

i=1

Let W be a positive integer satisfying
1 + max p(x, y) ≤ W.
x,y

(8)

We can obtain the desired gate g a by modifying the weights for x1 , x2 , . . . , xn as follows: For
each 1 ≤ i ≤ l, we define new weight p0i for xi as
p0i =



pi + W
−W

if ai = 1;
otherwise.
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and new threshold t0 as
t0 = t + W

l
X

ai .

i=1

Consequently, we have g a (x, y) = sig (p0 (x, y)), where
0

p (x, y)

=

X

(pi + W )xi −

i:ai =1

=

X
i:ai =1

X

W xi +

i:ai =0

W (xi − 1) −

X
i:ai =0

W xi +

r
X

qi yi −

t+W

i=1

X
i:ai =1

l
X

!
ai

i=1

p i xi +

r
X

qi yi − t

(9)

i=1

We below verify Eq. (7).
Consider the case where x 6= a. Then there exists i such that either 0 = xi 6= ai = 1
or 1 = xi =
6 ai = 0. Thus Eq. (9) implies that p0 (x, y) contains at least a term −W , and
hence Eq. (8) implies that p(x, y) < 0 for every y ∈ {0, 1}r . Thus g a (x, y) = 0. Consider
the other case where x = a. Eq. (9) implies that all the −W s disappear, and hence we have
p(a, y) = p0 (a, y), as desired.
J
Using Lemma 11, we construct depth-2 circuits computing the parity function.
I Theorem 12. For any positive integer e, 3 ≤ e ≤ n, PARn is computable by a depth-2
threshold circuit of size O(e2n−2e ) and energy e.
Proof. We construct the desired circuit C. Let l = n − 2(e − 2) and r = 2(e − 2), and
consider {0, 1}n as {0, 1}l × {0, 1}r .
Pr
We denote by gj and hj threshold gates such that gj outputs one if and only if j ≤ i=1 yi ,
Pr
and hj outputs one if and only if i=1 yi ≤ j: For every x ∈ {0, 1}l and y ∈ {0, 1}r ,
!
!
r
r
X
X
gj (x, y) = sig
yi − j
and hj (x, y) = sig −
yi + j .
i=1

i=1

For each a = (a1 , a2 , . . . , an ) ∈ {0, 1}l , we make 2(e − 2) or 2(e − 2) + 1 suppressed gates
depending on whether |a| is even or odd. If |a| is even, for every odd j satisfying 1 ≤ j ≤ r,
we make gja and haj (that is, we make g1a , ha1 , g3a , ha3 , and so on. Note that the weights for
x1 , x2 , . . . , xl are considered to be zeros when we apply the lemma.) Suppose x = a. Then,
if |y| is even, exactly e − 2 gates of gja s and haj s outputs one; otherwise, exactly e − 1 gates
of gja s and haj s outputs one. Similarly, if |a| is odd, for every even j satisfying 1 ≤ j ≤ r,
we make gja and gj0a (that is, we make g2a , ha2 , g4a , ha4 , and so on). In addition, we add a
suppressed gate ha0 . Suppose x = a. Then, if |y| is odd, exactly e − 2 gates of gja s and haj s
outputs one; otherwise, exactly e − 1 gates of gja s and gj0a s outputs one.
We then connect the outputs of gja and haj to the top gate of C with weight 1 for every
a ∈ {0, 1}l and j. We finally set the threshold of the top gate to r/2 + 1 = e − 1. This
completes the construction.
Consider an arbitrary fixed input a∗ and b∗ . We verify that C computes PARn for the
case where |a∗ | is even, since the other case is similar. Lemma 11 implies that all the gates
∗
gja and haj such that a∗ 6= a output zeros, and hence the output of C is determined by gja s
∗
and haj s. Since the threshold of the top gate is e − 1, C outputs one if and only if |b∗ | is
odd, as desired. Clearly, C has size at most (r + 1)2l + 1 ≤ 2(e − 1)2n−2(e−2) + 1, depth 2
and energy e.
J
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Depth-3 Circuits

We here provide a construction of depth-3 circuits. The following construction shows that
the exponent of the lower bound given in Theorem 10 is tight up to polylogarithmic factor
for depth-3 circuits if energy e is constant.
I Theorem 13. For any positive integer e, 2 ≤ e ≤ n, PARn is computable by a depth-3
threshold circuit of size O(e2n/(e−1) + 2e−2 ) and energy e.
Proof. Partition [n] into e − 1 disjoint sets I1 , I2 , . . . , Ie−1 , each of which has at most
dn/(e − 1)e elements. Consider an input assignment a as (a1 , a2 , . . . , ae−1 ) ∈ {0, 1}I1 ×
{0, 1}I2 × · · · × {0, 1}Ie−1 .
Then, for each j ∈ [e − 1], we define
Sj = {aj ∈ {0, 1}Ij | |aj | is odd}.
For every j ∈ [e − 1] and aj ∈ Sj , we make a threshold gate that has input variables xi for
all i ∈ Ij , and outputs one if and only if the gate receives aj .
Consequently, we have 2n/(e−1) gates for each j ∈ [e − 1], and exactly one of the gates
outputs one if |aj | is odd, and no gate outputs one, otherwise. Thus, we can regard the
outputs of the 2n/(e−1) gates as a single input variable, and hence we can complete the
construction by feeding them into a depth-2 circuit given by Theorem 2 which is of size 2e−2 ,
depth 2 and energy one, and computes PARe−1 .
Since, the resulting circuit C has at most (e − 1)2n/(e−1) gates in the first layer, 2e−2 gates
in the second layer, and the top gate in the third layer, C has size (e − 1)2n/(e−1) + 2e−2 + 1
and depth 3. Moreover, at most e − 1 gates outputs one in the first layer, and at most one
gate outputs one in the second and third layers, and hence C has energy e.
J

4.3

Depth-d Circuits

Using a similar idea to the one given in Section 4.1, we provide circuits of depth d and energy
e. Let C be a threshold circuit. We define a suppressed circuit C a of C for a as a threshold
circuit in which every gate g is replaced by the suppressed gate g a of g for a. Clearly, we
have

0
if x 6= a;
C a (x, y) =
(10)
C(a, y) if x = a,
and, moreover, if x =
6 a then no gate in C a outputs one, and the the energy of C a is at most
the one of C.
Using the known circuit constructions given in Theorems 3 and 4, we show that we can
decrease size if large depth or energy are allowed.
I Theorem 14. For any positive integers d and e, 3 ≤ d, e ≤ n, PARn is computable by a
threshold circuit of size O((e + d)2n−m ), depth d + O(1) and energy e + O(1), where

d−1 
e−1 !
e−1
d−1
m = max
,
.
d−1
e−1
Proof. Consider first the case where it holds that

d−1
e−1
m=
.
d−1
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For simplicity, we assume that m is an integer. In this case, Theorem 3 implies that a
threshold circuit C of size
s = (d − 1)dm1/(d−1) e + 1 = e,
and depth d, and energy s(= e) computes PARm . Moreover, it is known that a threshold
gate is closed under complement [20], and hence there exists a circuit D of size e, depth d,
and energy at most e that computes the complement of PARm . For each a ∈ {0, 1}n−m , we
construct a suppressed circuit as follows: If |a| is even, we make C a , and otherwise, we make
Da . Equation (10) implies that by adding, as the top gate, a single threshold gate computing
OR of all the C a s and Da s, we obtain the desired circuit C ∗ that computes PARn . Clearly,
C ∗ has size e2n−m + 1, depth d + O(1), and energy e + O(1).
For the other case where

e−1
d−1
m=
,
e−1
we can similarly construct the desired circuit of size d2n−m + 1, depth d + O(1), and energy
e + O(1) based on Theorem 4. We omit the details.
J

5

Conclusion

In this paper, we prove lower and upper bounds on the size of threshold circuits computing
the parity function. Although the parity function has constant communication complexity,
our lower bounds are exponential if depth and energy are constant. Since there is a large
gap between our bounds, improving on these bounds is an interesting future work. We are
also interested in whether similar relations among the size, depth and energy exists for other
computational tasks.
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Abstract
We initiate the study of sorting permutations using prefix block-interchanges, which exchange any
prefix of a permutation with another non-intersecting interval. The goal is to transform a given
permutation into the identity permutation using as few such operations as possible. We give a
2-approximation algorithm for this problem, show how to obtain improved lower and upper bounds
on the corresponding distance, and determine the largest possible value for that distance.
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1

Introduction

The problem of transforming two sequences into one another using a specified set of operations
has received a lot of attention in the last decades, with applications in computational biology
as (genome) rearrangement problems [13] as well as interconnection network design [21]. In
the context of permutations, it can be equivalently formulated as follows: given a permutation
π of [n] = {1, 2, . . . , n} and a generating set S (also consisting of permutations of [n]), find
a minimum-length sequence of elements from S that sorts π. The problem is known to be
NP-hard in general [15] and W[1]-hard when parameterised by the length of a solution [6],
but some families of operations that are important in applications lead to problems that
can be solved in polynomial time (e.g. exchanges [17], block-interchanges [10] and signed
reversals [14]), while other families yield hard problems that admit good approximations (e.g.
11/8 for reversals [3] and for block-transpositions [12]).
Several restrictions of these families have also been studied, one of which stands out in the
field of interconnection network design: the so-called prefix constraint, which forces operations
to act on a prefix of the permutation rather than on an arbitrary interval. Those restrictions
were introduced as a way of reducing the size of the generated network while maintaining a
low value for its diameter, thereby guaranteeing a low maximum communication delay [21].
The most famous example is perhaps the restriction of reversals (which reverse the order
of elements along an interval) to prefix reversals, and the corresponding problem known
as pancake flipping, introduced in [16] and whose complexity was only settled thirty years
later [5].
As Table 1 shows (see [13] for undefined terms), although sorting problems using interval
transformations are now fairly well understood, progress on the corresponding prefix sorting
problems has been lacking, with only two families whose status has been settled and no
approximation ratio smaller than 2 for those problems not known to be in P. As a result,
while the topology of the Cayley graph generated by those operations might present attractive
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properties, efficient routing algorithms (which achieve exactly the same task as the sorting
algorithms in genome rearrangements) are still needed for the network to be of practical
interest.
Table 1 Complexity of some sorting problems on permutations in the unrestricted setting and
under the prefix constraint.
Operation
reversal
signed reversal
double cut-and-join
signed double cut-and-join
exchange
block-transposition
block-interchange

Unrestricted
NP-hard [7]
in P [14]
NP-hard [8]
in P [22]
in P [17]
NP-hard [4]
in P [10]

Prefix-constrained
NP-hard [5]
open
open
open
in P [1]
open
open

In this work, we choose to focus on the family of block-interchanges for the following
reasons:
1. Along with double cut-and-joins, they constitute one of the most general kind of operations
on permutations, including both exchanges and block-transpositions as special cases;
2. Their behaviour in the unrestricted setting is understood well enough that we can hope
for the corresponding prefix sorting problem to be in P;
3. Knowledge about these operations in the prefix setting is lacking and will be needed
for more general studies; for instance, rearrangement problems on strings are usually
NP-hard, and efficient algorithms to solve them exactly or approximately routinely rely
on techniques developed for permutations [13, part II], which currently do not exist for
prefix block-interchanges.
To the best of our knowledge, the only published work on prefix block-interchanges is by
[9], who studied them on strings and showed that binary strings can be sorted in linear
time, whereas transforming two binary strings into one another using the minimum number
of prefix block-interchanges is NP-complete. Our contributions are as follows: we prove
tight upper and lower bounds on the so-called prefix block-interchange distance; we give
an approximation algorithm which we prove to be a 2-approximation with respect to two
different measures; we show how to tighten those bounds; and finally, we prove that the
maximum value of the distance, an important parameter in some applications [21], is b2n/3c.

2

Notation and definitions

A permutation is a bijective application of a set (usually [n] = {1, 2, . . . , n} in this work)
onto itself. The symmetric group Sn is the set of all permutations of [n] together with the
usual function composition applied from right to left. We write permutations using lower
case Greek letters, viewing them as sequences π = hπ1 π2 · · · πn i, where πi = π(i), and
occasionally rely on the two-line notation to denote them. The permutation ι = h1 2 · · · ni
is the identity permutation.
Permutations are well-known to decompose in a single way into disjoint cycles (up to
the ordering of cycles and of elements within each cycle), leading to another notation for π
based on its disjoint cycle decomposition. For instance, when π = h7 1 4 5 3 2 6i, the disjoint
cycle notation is π = (1, 7, 6, 2)(3, 4, 5). The conjugate of a permutation π by a permutation
σ, both in Sn , is the permutation π σ = σπσ −1 . All permutations in Sn that can be obtained
from one another using this operation form a conjugacy class (of Sn ), and have the same
cycle structure.
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I Definition 1 ([10]). The block-interchange β(i, j, k, `) with 1 ≤ i < j ≤ k < ` ≤ n + 1 is
the permutation that exchanges the closed intervals determined respectively by i and j − 1
and by k and ` − 1:
*

1 ··· i − 1 i ··· j − 1 j j + 1 ··· k − 1 k ··· ` − 1 ` ` + 1 ··· n
1 ··· i − 1 k ··· ` − 1 j j + 1 ··· k − 1 i ··· j − 1 ` ` + 1 ··· n

+
.

Block-interchanges generalise several well-studied operations: when j = k, the resulting
operation exchanges two adjacent intervals, and is known as a (block-)transposition [2]; when
j = i + 1 and ` = k + 1, the resulting operation swaps elements in respective positions i and
k, and is called an exchange (or (algebraic) transposition); finally, when i = 1, the resulting
operation is called a prefix block-interchange; prefix block-transpositions and prefix exchanges
are defined analogously. We study the following problem.
sorting by prefix block-interchanges (sbpbi)
Input:
a permutation π in Sn , a number K ∈ N.
Question: is there a sequence of at most K prefix block-interchanges that sorts π?
The length of a shortest sorting sequence of prefix block-interchanges for a permutation π
is its (prefix block-interchange) distance, which we denote pbid(π). Distances based on other
operations are defined similarly.

3

A 2-approximation based on the breakpoint graph

We give in this section a 2-approximation algorithm for sbpbi based on the breakpoint graph.
We first use this structure in Subsection 3.1 to derive an upper bound on pbid and present
our algorithm, then derive a lower bound in Subsection 3.2 which allows us to prove its
performance guarantee. The breakpoint graph is well-known to be equivalent [18] to another
structure known as the cycle graph [2], which allows us to use results based on either graph
indifferently.
I Definition 2 ([14]). For any π in Sn , let π 0 be the permutation of {0, 1, 2, . . . , 2n + 1}
0
0
0
defined by π00 = 0, π2n+1
= 2n + 1, and (π2i−1
, π2i
) = (2πi − 1, 2πi ) for 1 ≤ i ≤ n. The
breakpoint graph of π is the undirected edge-bicoloured graph G(π) = (V, Eb ∪ Eg ) whose
vertex set is formed by the elements of π 0 ordered by position and whose edge set consists of:
0
0
Eb = {{π2i
, π2i+1
} | ∀ 0 ≤ i ≤ n}, called the set of black edges;
Eg = {{2i, 2i + 1} | ∀ 0 ≤ i ≤ n}, called the set of grey edges.
Figure 1 shows an example of a breakpoint graph. Since G(π) is 2-regular, it decomposes
in a single way into edge-disjoint cycles which alternate black and grey edges. The length of
a cycle in G(π) is the number of black edges it contains, and a k-cycle in G(π) is a cycle of
length k. We let c(G(π)) (resp. ck (G(π))) denote the number of cycles (resp. k-cycles) in
G(π), and refer to cycles of length one as trivial cycles.
A crucial insight of strategies based on the breakpoint graph is the observation that the
transformations that we apply never affect grey edges, whereas they “cut” black edges and
replace them with new black edges. This point of view conveniently allows us to define
block-interchanges in terms of the black edges on which they act: using the notation bi =
{π2i−2 , π2i−1 } for a black edge, a quadruplet (bi , bj , bk , b` ) of black edges with i < j ≤ k < `
naturally defines the block-interchange β(i, j, k, `) and conversely.
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Figure 1 The breakpoint graph of h7 1 4 5 3 2 6i.

3.1

An upper bound based on the breakpoint graph

The following quantity, defined for any π in Sn , has been shown to be a tight1 lower bound
on the prefix block-transposition distance [19] :

n + 1 + c(G(π))
0 if π1 = 1,
g(π) =
− c1 (G(π)) −
(1)
1 otherwise.
2
We prove in Theorem 5 that this quantity is also an upper bound on the prefix blockinterchange distance. To that end, we use the following notation, based on the one introduced
in [2]; for any two permutations π and σ, define:
∆c(π, σ) = c(G(σ)) − c(G(π)),
∆c1 (π, σ) = c1 (G(σ)) − c1 (G(π)),
∆f (π, σ) = f (σ) − f (π), where f (π) = 0 if π fixes 1 (i.e. π1 = 1) and 1 otherwise, and
∆g(π, σ) = g(σ) − g(π).
These parameters allow us to obtain the following expression, which will be useful in our
proofs:
∆g(π, σ) = ∆c(π, σ)/2 − ∆c1 (π, σ) − ∆f (π, σ).

(2)

We start by proving in Lemma 4 the existence of a prefix block-interchange that decreases
g(π) by at least one if π1 6= 1. The proof uses the following structural result, where grey
edges {πa0 , πb0 } and {πc0 , πd0 } (with a < b and c < d) are said to intersect if a < c < b < d or
c < a < d < b.
I Lemma 3 ([14]). For every permutation π, let e be a grey edge in a nontrivial cycle of
G(π); then there exists another grey edge e0 in G(π) that intersects e.
We refer to the grey edge of G(π) that contains π10 as the first grey edge, and to the cycle
that contains 0 as the leftmost cycle. Our figures represent alternating subpaths (i.e., paths
that alternate black and grey edges) as dotted edges; therefore, such a dotted edge might
correspond to a single grey edge, or to a black edge framed by two grey edges, and so on.
I Lemma 4. For any π in Sn : if π1 6= 1, then there exists a prefix block-interchange β such
that ∆c(π, πβ) = 2, ∆c1 (π, πβ) ≥ 2, and ∆g(π, πβ) ≤ −1.
Proof. Lemma 3 guarantees the existence of a grey edge e0 that intersects the first grey edge;
moreover, the endpoints of e0 ordered by position connect elements whose values are either
in decreasing (case 1 below) or increasing (case 2 below) order. In both cases, if e0 belongs
to the leftmost cycle, then there exists a prefix block-interchange that extracts two 1-cycles
(we distinguish an additional third case where e0 and the first grey edge share the endpoints
of a black edge):
1

Here and in the rest of the text, “tight” means that equality is achieved by some but not all instances.
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1.
0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1

0

0
0
π2i−1
π2j−2

2.
3.
π10

0
0
π2i−2
π2j−1

Otherwise, all edges that intersect the first grey edge belong to cycles other than the
leftmost cycle. One of those edges, which belongs to some cycle C, must be in the same
configuration as in case 1 above: indeed, if C contains a grey edge that takes us from the
interval covered by the first grey edge (1, y) to a vertex located after y, then C must also
contain a grey edge that takes us back before y. Without loss of generality, we thus assume
that e0 is such an edge, and therefore a prefix block-interchange that extracts two new 1-cycles
can also be applied:

4.
0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

In all four cases, we have ∆c(π, πβ) = 2 and ∆c1 (π, πβ) ≥ 2. The exact value of ∆g(π, πβ)
will vary depending on the above configurations and is computed using Equation 2:
1. the leftmost cycle in G(πβ) is nontrivial, so ∆c1 (π, πβ) = 2, ∆f (π, πβ) = 0 and
∆g(π, πβ) = −1;
2. for exactly the same reasons as case 1, we obtain ∆g(π, πβ) = −1;
3. we have two possible subcases:
a. if the leftmost cycle in G(πβ) is nontrivial, then ∆c(π, πβ) = 2 and ∆f (π, πβ) = 0, so
∆g(π, πβ) = −1;
b. otherwise, ∆c1 (π, πβ) = 3 and ∆f (π, πβ) = −1, which in turn implies ∆g(π, πβ) = −1.
4. we have three possible subcases:
a. ∆c1 (π, πβ) = 2: the leftmost cycle in G(πβ) is nontrivial, so ∆f (π, πβ) = 0 and
∆g(π, πβ) = −1;
b. ∆c1 (π, πβ) = 3: the leftmost cycle in G(πβ) may or may not be trivial, so ∆f (π, πβ) ≤
0 and ∆g(π, πβ) ≤ −1;
c. ∆c1 (π, πβ) = 4: the leftmost cycle in G(πβ) is trivial, so ∆f (π, πβ) = −1 and
∆g(π, πβ) = −2.
J
We handle the case where π1 = 1 in the proof of our upper bound below.
I Theorem 5. For any π in Sn , we have pbid(π) ≤ g(π).
Proof. If π1 6= 1, then we apply Lemma 4 to decrease g(π) by at least 1. Otherwise, {π00 , π10 }
is a 1-cycle in G(π) and f (π) = 0. Assume π =
6 ι to avoid triviality; then G(π) contains
0
0
a nontrivial cycle, from which we select a grey edge {π2i−2
, π2j−1
} with j > i. Applying
the prefix block-interchange β(1, i, i, j) then makes πi and πi + 1 contiguous in πβ, and
that pair corresponds to a new 1-cycle in G(πβ). On the other hand, β merges the 1-cycle
0
0
{π00 , π10 } in G(π) with the cycle that contains {π2i−2
, π2j−1
}, so ∆c(π, πβ) = 0 = ∆c1 (π, πβ),
∆f (π, πβ) = 1 and Equation 2 yields ∆g(π, πβ) = 0/2 − 0 − 1 = −1.
J
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The smallest example of a permutation for which the inequality in Theorem 5 is strict is
π = h3 2 1i, with pbid(π) = 1 < g(π) = 2. Algorithm 1 implements the strategy described in
Theorem 5. We prove in the next subsection that Algorithm 1 is a 2-approximation.
Algorithm 1 ApproximateSbpbi(π).

Input: A permutation π of [n].
Output: A sorting sequence of prefix block-interchanges for π.
1
2
3
4
5

6
7
8
9
10
11
12
13
14
15
16

S ← empty sequence;
while π 6= ι do
if π1 6= 1 then
j ← the position of π1 − 1;
if there exists a pair (πi , πk = πi + 1) such that i ≤ j ≤ k and the
corresponding grey arc belongs to the leftmost cycle of G(π) then
σ ← β(1, i, j, k);
// Lemma 4 cases 1–3
else
i, k ← positions such that i ≤ j ≤ k and πk = πi − 1;
σ ← β(1, i, j, k);
// Lemma 4 case 4
else // Theorem 5
i ← smallest index such that πi+1 6= πi + 1;
j ← the position of πi + 1;
σ ← β(1, i, i, j);
π ← πσ;
S.append(σ);
return S;

3.2

A lower bound based on the breakpoint graph

We now prove a lower bound on pbid that allows us to show that Algorithm 1 is a 2approximation for sbpbi. To that end, we use a framework introduced in [19]. The starting
point is the following mapping, in which the symmetric group on [n + 1] is identified with
the symmetric group on {0} ∪ [n] and where An is the subgroup of Sn formed by the set of
all even permutations, i.e. permutations with an even number of even cycles:
ψ : Sn → An+1 : π 7→ π = (0, 1, 2, . . . , n)(0, πn , πn−1 , . . . , π1 ).

(3)

This mapping associates to every permutation π another permutation π whose disjoint
cycles are in one-to-one correspondence with the cycles of G(π). As a result, terminology
based on the disjoint cycle decomposition of π or on the alternating cycle decomposition
of G(π) can conveniently be used indifferently, including the notation introduced at the
beginning of Section 3 (e.g. c(π) = c(G(π)), and therefore ∆c(π, πσ) = c(πσ) − c(π) =
c(G(πσ)) − c(G(π)) = ∆c(π, πσ)). The following result will be our main tool for proving our
lower bound.
I Theorem 6 ([19]). Let S be a subset of Sn whose elements are mapped by ψ(·) onto
S 0 ⊆ An+1 . Moreover, let C be the union of the conjugacy classes (of Sn+1 ) that intersect
with S 0 ; then for any π in Sn , any factorisation of π into t elements of S yields a factorisation
of π into t elements of C.
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Consequently, if we let dS (σ) denote the length of a shortest sorting sequence for σ
consisting solely of elements from S, then Theorem 6 implies that for any π in Sn and any
choice of S ⊆ Sn , we have dS (π) ≥ dS 0 (π). In order to use Theorem 6, we need a translation
of the effect of an operation on π in terms of a transformation on π, as well as a precise
characterisation of the image of a prefix block-interchange under the mapping ψ. Both are
provided, respectively, by the following results.
I Lemma 7 ([19]). For all π, σ in Sn , we have πσ = π(σ π ).
I Lemma 8 ([19]). For any block-interchange β(i, j, k, `) in Sn , we have β(i, j, k, `) =
(j, `)(i, k).
As is well-known, a 2-cycle in a permutation σ containing elements from different cycles
in a permutation π merges those cycles in πσ, while a 2-cycle in σ containing elements from
the same cycle in π splits that cycle into two cycles in πσ. Lemma 7 and Lemma 8 therefore
provide us with a very simple way of analysing the effects of a block-interchange: the effect
π
of β on the cycles of G(π) is the same as the effect of β on the cycles of π, and therefore
bounds on the (prefix) block-interchange distance of π can be obtained by studying the
effects of pairs of 2-cycles on π. The following lemma will be useful in restricting the number
of cases in the proof of our lower bound (Theorem 11).
I Lemma 9. For any π in Sn and any block-interchange β, we have ∆c(π, πβ) ∈ {−2, 0, 2}.
Proof. By Lemma 8, β consists of two 2-cycles, each of which might split a cycle into two
cycles or merge two cycles into one (Lemma 7). Combining all possible cases yields the set
{−2, 0, 2} as possible values for ∆c(π, πβ) = ∆c(π, πβ).
J
Finally, the following technical observation will be useful in ruling out impossible values
for ∆f (π, σ), whose set of possible values is {−1, 0, 1} when no restrictions apply.
I Lemma 10. For any π in Sn and every prefix block-interchange β: if ∆c1 (π, πβ) ≥ 2,
then ∆f (π, πβ) 6= 1.
Proof. If ∆c1 (π, πβ) ≥ 2, then the new 1-cycles are obtained in one of the following ways:
1. if at least one of them is the result of a split of the leftmost cycle of G(π), then that cycle
is nontrivial and therefore f (π) = 1, thereby forbidding the value ∆f (π, πβ) = 1;
2. otherwise, all new 1-cycles are extracted from a cycle in G(π) other than the leftmost
cycle; since that cycle can only be split into at most two new cycles (Lemma 7 and
Lemma 8), we have ∆c1 (π, πβ) ≤ 2 in this case. Moreover, we also have π1 = 1, otherwise
the 1-cycle containing π1 would vanish in G(πβ) and contradict our assumption that
∆c1 (π, πβ) ≥ 2. Therefore, the value ∆f (π, πβ) = 1 is also excluded in this case.
J
We now have everything we need to prove our lower bound on pbid.
I Theorem 11. For any π in Sn , we have pbid(π) ≥ g(π)/2.
Proof. By Theorem 6 and Lemma 8, we have pbid(π) ≥ d(π), where d(π) is the length of a
shortest sorting sequence for π where the only nontrivial cycles of each transformation in the
sequence are two 2-cycles, exactly one of which contains 1. As a result, any lower bound on
d(π) is a lower bound on pbid(π), and therefore we only need to show that a transformation
of the kind we have just described can decrease the value of g(π) by at most 2.
Let β = (1, a)(b, c) be the image of a prefix block-interchange under the mapping ψ(·).
By Lemma 9, we only need to distinguish between the following three cases; in each situation,
we aim to minimise the value of ∆g(π, πβ).

ISAAC 2020

55:8

Sorting by Prefix Block-Interchanges

1. If ∆c(π, πβ) = −2, then clearly ∆c1 (π, πβ) ≤ 0, and Equation 2 allows us to conclude
that ∆g(π, πβ) ≥ −1 − 0 − 1 = −2.
2. If ∆c(π, πβ) = 0, then either 2-cycle of β merges two cycles while the other splits a cycle
into two. The lengths of the involved cycles in π and in πβ may vary, but this observation
is enough to deduce that ∆c1 (π, πβ) ≤ 2. The lowest value of ∆g(π, πβ) is obtained when
∆c1 (π, πβ) = 2, in which case Equation 2 and Lemma 10 yield ∆g(π, πβ) ≥ 0−2−0 = −2,
or when ∆c1 (π, πβ) = 1, in which case Equation 2 yields ∆g(π, πβ) ≥ 0 − 1 − 1 = −2.
3. If ∆c(π, πβ) = 2, then both elements of β each split one cycle into two cycles. As in
the previous case, the lengths of the involved cycles in π and in πβ may vary, but this
observation is enough to deduce that ∆c1 (π, πβ) ≤ 4, and as a result ∆f (π, πβ) ∈ {−1, 0}
(Lemma 10). The lowest value of ∆g(π, πβ) is obtained in two cases:
a. when ∆c1 (π, πβ) = 4, in which case the leftmost cycle of π splits into two 1-cycles;
therefore ∆f (π, πβ) = −1 and Equation 2 yields ∆g(π, πβ) ≥ 1 − 4 + 1 = −2;
b. or when ∆c1 (π, πβ) = 3, in which case Equation 2 and Lemma 10 yield ∆g(π, πβ) ≥
1 − 3 + 0 = −2.
J
Theorem 11 implies that Algorithm 1 is a 2-approximation for sbpbi.

4

Tightening the bounds

Although obtaining better approximation guarantees for sbpbi seems as nontrivial as for
other prefix sorting problems, the bounds obtained in the previous section can be improved.
We show in this section how to tighten them, and then use those improved results in Section 5
to compute the maximal value that the distance can reach.

4.1

A tighter upper bound

By Theorem 11, the largest value by which the upper bound of Theorem 5 can decrease
with a single prefix block-interchange is 2. In this section, we characterise all permutations
which admit such a prefix block-interchange. Other nontight permutations exist (see e.g.
Proposition 14), but they do not admit such an operation as the first step of an optimal sorting
sequence. As a consequence, we obtain an improved upper bound on pbid in Theorem 15.
I Lemma 12. For any π in Sn : if G(π) contains a 2-cycle that intersects the first grey edge,
then there exists a prefix block-interchange β such that ∆g(π, πβ) = −2.
Proof. Follows from cases 4b and 4c of the proof of Lemma 4, when the cycle that contains
grey edge f has length 2.
J
Following [2], we say that a cycle C with bi and bk as black edges of minimum and
maximum indices, respectively, spans a black edge bj if i < j < k.
I Lemma 13. For any π in Sn : if G(π) contains a 2-cycle which is not the leftmost cycle
and which spans a black edge that belongs to a nontrivial cycle different from the leftmost
cycle, then there exists a prefix block-interchange β such that ∆g(π, πβ) = −2.
Proof. We apply a prefix block-interchange defined by the first black edge, both black edges
of the 2-cycle, and any black edge spanned by the 2-cycle:

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1
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The number of cycles does not change, so ∆c(π, πβ) = 0. Either π1 = 1, and then
∆c1 (π, πβ) = 1 and ∆f (π, πβ) = 1; or π1 6= 1, and then ∆c1 (π, πβ) = 2 and ∆f (π, πβ) = 0.
In both cases, Equation 2 yields ∆g(π, πβ) = −2.
J
2-cycles other than the leftmost cycle and in a different configuration from our characterisations are still helpful. We show that even though they do not allow a prefix block-interchange
that decreases g(·) by 2 right away, they make it possible to obtain such an operation
eventually.
I Proposition 14. For any π in Sn : if G(π) contains a 2-cycle which is not the leftmost cycle,
then π admits a sequence S of prefix-block interchanges that turns π into a permutation σ
with ∆g(π, σ) = |S| and which admits a prefix block-interchange β such that ∆g(σ, σβ) = −2.
Proof. Let C denote the 2-cycle of interest. If C intersects the first grey edge or a cycle
different from the leftmost cycle, then we are done (see respectively Lemma 12 and Lemma 13).
Otherwise, C intersects another grey edge of the leftmost cycle, and Lemma 4 allows us
to reduce g(π) by one while reducing the length of the leftmost cycle without affecting C.
Repeated applications of Lemma 4 eventually yield a permutation σ which satisfies one of
the following conditions:
1. σ1 = 1, in which case C necessarily spans a black edge that does not belong to the
leftmost cycle and therefore we can apply Lemma 13;
2. σ1 6= 1 and C intersects another cycle than the leftmost cycle, in which case we can again
apply Lemma 13; or
3. σ1 6= 1 and C intersects the first grey edge, in which case we can apply Lemma 12.

J

The above results allow us to easily identify other nontight permutations (with respect
to Theorem 5) whose breakpoint graph contains no 2-cycle. For instance, if the first grey
edge intersects a 3-cycle C, then applying a prefix-block interchange selected according to
Lemma 12 decreases the lengths of both the leftmost cycle and C, which becomes a 2-cycle
and which therefore eventually allows for a prefix block-interchange that decreases g(·) by 2
according to Proposition 14.
The interactions between 2-cycles prevent us from simply reducing the upper bound of
Theorem 5 by the number of 2-cycles in G(π): indeed, the black edge spanned by the 2-cycle
described in Lemma 13 may belong to a 2-cycle whose length will increase in the resulting
permutation. Therefore, we can only conclude the following.
I Theorem 15. For any π in Sn , we have pbid(π) ≤ g(π) − dc∅2 (G(π))/2e, where c∅2 (G(π))
denotes the number of 2-cycles in G(π) excluding the leftmost cycle.
Proof. We repeatedly apply Proposition 14 to take advantage of suitable 2-cycles. Each
prefix block-interchange we use transforms a 2-cycle into two 1-cycles without affecting the
other 2-cycles, except possibly in the case of Lemma 13 when the edge spanned by the
2-cycle we focus on belongs to another 2-cycle. In the worst case, every 2-cycle we try to
split forces us to increase the length of a 2-cycle it intersects, hence the improvement of only
dc∅2 (G(π))/2e over Theorem 5.
J
Theorem 15 again yields a tight upper bound, as shown by the permutation h1 4 3 2i for
which the value of the improved upper bound matches its distance.
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4.2

A tighter lower bound

A trivial lower bound on pbid is given by the value of the block-interchange distance (denoted
by bid(π)), which can be computed in O(n) time thanks to the following result.
I Theorem 16 ([10]). For any π in Sn , we have bid(π) = (n + 1 − c(G(π)))/2.
This lower bound often outperforms that of Theorem 11, but cases exist where the
opposite holds (h1 4 3 2i is the smallest example). As we show below, it is possible to build
on this trivial lower bound to obtain a much better and useful lower bound. The resulting
lower bound also allows us to compute the maximum value that the prefix block-interchange
can reach, a problem we address in Section 5.
I Definition 17 ([14]). Let π be a permutation. Two cycles C and D of G(π) intersect if C
contains a grey edge e that intersects with a grey edge f of D. A component of G(π) is a
connected component of the intersection graph of the nontrivial cycles of G(π).
For instance, the breakpoint graph of Figure 1 page 4 has two components: the leftmost
cycle, and the pair of intersecting 2-cycles. Let CC(G(π)) denote the number of components
of G(π). We show in Lemma 20 that prefix block-interchanges that merge components of
the breakpoint graph cannot decrease the number of cycles it contains. To achieve this, we
first show that if a prefix block-interchange β reduces the number of connected components
of G(π), then it cannot act on a single cycle of G(π). This is important for the proof of
Lemma 20, because some prefix block-interchanges acting on a single cycle increase the
number of cycles and therefore may decrease the value of bid(π) regardless of their effect on
pbid(π) or g(π). The following concepts will be helpful.
I Definition 18. For any permutation π, let e = (e1 , e2 ) and f = (f1 , f2 ) be two grey edges
in G(π), with e1 < e2 and f1 < f2 . We say that e and f are independent if they are:
nested, i.e. e1 < f1 < f2 < e2 (written f ⊂π e) or f1 < e1 < e2 < f2 (written e ⊂π f );
or
ordered, i.e. e1 < e2 < f1 < f2 , in which case we say that e precedes f (written e <π f ),
or f1 < f2 < e1 < e2 (i.e. f precedes e).
Grey edges naturally define intervals in π 0 , so we use the same notation to compare
intervals, or grey edges with intervals. We will sometimes need to distinguish proper blockinterchanges, i.e. of the form β(i, j, k, `) with j < k, from prefix block-transpositions, which
are of the form β(i, j, j, `).
I Lemma 19. For any π in Sn , let β be a prefix block-interchange with CC(G(πβ)) <
CC(G(π)); then β cannot act on a single cycle of G(π).
Proof. Let e = (e1 , e2 ) and f = (f1 , f2 ) with e1 < e2 and f1 < f2 be two grey edges of G(π).
We show that if e and f are independent in G(π), then they remain independent in G(πβ).
For readability, we assume that the indices of e and f correspond to positions in π rather
than π 0 . The connections between the black edges of G(π) on which β(1, i, j, k) acts imply
the following:
both e1 and f1 lie in the interval [1, k], otherwise β would not affect e or f ;
at least e or f has both endpoints in [1, i], [i, j] (which is empty if β is not proper) or
[j, k], otherwise they both intersect the cycle on which β acts and therefore CC(G(πβ)) ≥
CC(G(π));
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if x ⊂π I holds for all possible combinations of x in {e, f } and I in {[1, i], [i, j], [j, k]},
then β trivially preserves the order of endpoints and therefore the interactions between e
and f as well, so that their independence in G(π) is preserved in G(πβ).
Without loss of generality, the only cases left to examine are those where e ⊂π f and
e ⊂π [1, i], e ⊂π [i, j], or e ⊂π [j, k]. The only two ways of making e and f intersect in G(πβ)
are therefore either to exchange e2 and f2 without moving e1 and f1 , which is impossible
because β is a prefix block-interchange; or to exchange f1 and e1 without moving e2 and f2 ,
which is impossible as well since β must act on the four black edges of the cycle.
J
We can now prove Lemma 20.
I Lemma 20. For any π in Sn , let β be a prefix block-interchange with CC(G(πβ)) <
CC(G(π)); then ∆c(G(π, πβ)) ∈ {−2, 0}.
Proof. By Lemma 19, we have the following three cases to analyse:
1. if β acts on two cycles from different components, then two or three of the black edges
on which β acts belong to the same cycle. In all resulting cases, we have ∆c(π, πβ) = 0;
omitted cases are symmetric, and only proper block-interchanges are considered since
the property we seek to prove is already known to hold for block-transpositions (see [2,
Lemma 3.2 page 228]):
a.
0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

b.

c.

d.

e.

f.

2. if β acts on three cycles, then exactly two of the black edges on which β acts belong
to the same cycle. In all cases, we have ∆c(π, πβ) ∈ {−2, 0}; again, omitted cases are
symmetric, and only proper block-interchanges are considered since block-transpositions
acting on three cycles decrease the number of cycles by two [2, Lemma 2.1 page 227]:
a.
0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

b.
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c.
0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

d.

e.

3. if β acts on four cycles, then all black edges on which β acts belong to their own distinct
cycle and ∆c(π, πβ) = −2:

0

π10

0
0
0
0
0
0
π2i−2
π2i−1
π2j−2
π2j−1
π2k−2
π2k−1

0

0
0
0
0
π2j−1
π2k−2
π2i−1
π2j−2

π10

0
0
π2i−2
π2k−1

J

I Theorem 21. For any π in Sn , we have pbid(π) ≥ bid(π) + CC(G(π)) −

0
1

if π1 = 1,
otherwise.

Proof. The expression for the lower bound corresponds to the following strategy: for each
component C of G(π), sort the corresponding subpermutation if C contains 0, or use a prefix
block-interchange to make it contain 0 and then sort it. Trivially, the number of steps in the
sorting stage cannot be lower than the number or unrestricted block-interchanges it would
require. Any other strategy would have to merge components; however, by Lemma 20, a
prefix block-interchange β that merges connected components cannot increase the number
of cycles, and therefore bid(πβ) ≥ bid(π) for any permutation π and any such prefix blockinterchange.
J

5

The maximum value of the prefix block-interchange distance

The diameter of Sn is the maximum value that a distance can reach for a particular family
of operations. In this section, we use our results to compute its exact value in the case of
prefix block-interchanges, and show along the way that our 2-approximation algorithm based
on the breakpoint graph is also a 2-approximation with respect to the following notion.
I Definition 22 ([11]). Let π be a permutation of {0, 1, 2, . . . , n + 1} with π0 = 0 and
πn+1 = n + 1. The pair (πi , πi+1 ) with 0 ≤ i ≤ n is a breakpoint if i = 0 or πi+1 − πi 6= 1,
and an adjacency otherwise. The number of breakpoints in a permutation π is denoted by
b(π).
For readability, we slightly abuse notation by using b(π) for π in Sn , with the understanding
that it refers to b(h0 π1 π2 · · · πn n + 1i). We let ∆b(π, σ) = b(σ) − b(π), and say that a
prefix block-interchange β with ∆b(π, πβ) < 0 removes breakpoints, or creates adjacencies.
I Lemma 23. For any π in Sn and any prefix block-interchange β, we have |∆b(π, πβ)| ≤ 3.
Proof. A prefix block-interchange β acts on at most four pairs of adjacent elements, including
the pair (0, π1 ) which always counts as a breakpoint. Therefore, the number of breakpoints
that β can remove or create lies in the set {0, 1, 2, 3}.
J
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Since ι is the only permutation with exactly one breakpoint, Lemma 23 immediately
implies the following corollary.
m
l
.
I Corollary 24. For any π in Sn : pbid(π) ≥ b(π)−1
3
I Lemma 25. For any π in Sn , we have pbid(π) ≤ 2

l

b(π)−1
3

m
.

Proof. Assume π 6= ι to avoid triviality, and observe that adjacencies in h0 π1 π2 · · · πn n+1i
are in one-to-one correspondence with trivial cycles in G(π) (except for the pair (0, π1 ) which
by Definition 22 is always a breakpoint). If π1 6= 1, then Lemma 4 guarantees the existence
of a prefix block-interchange β with ∆c1 (π, πβ) ≥ 2 and in turn implies ∆b(π, πβ) ≥ 2. If
π1 = 1, then we select β as in the proof of Theorem 5, which creates a new trivial cycle in
G(πβ) that corresponds to a new adjacency in πβ. Since πβ1 =
6 1, the previous case provides
the next operation, and the number of breakpoints decreases by at least three using two
prefix block-interchanges.
J
Since b(π) ≤ n + 1 for all π in Sn , we immediately obtain the following.
I Corollary 26. For any π ∈ Sn , we have pbid(π) ≤ 2n/3.
I Theorem 27. The diameter of Sn under prefix block-interchanges is b2n/3c.
Proof. The cases where n ≤ 2 are easily verified. We build tight families of permutations for
any n ≥ 3, starting with permutations π = h1 3 2i, σ = h1 4 3 2i, and τ = h1 3 2 5 4i as base
cases for the values of n, n − 1 and n − 2 that are multiples of 3, respectively. Theorem 21
yields pbid(π) ≥ 2, pbid(σ) ≥ 2 and pbid(τ ) ≥ 3, while Corollary 26 yields pbid(π) ≤ 2,
pbid(σ) < 3 and pbid(τ ) < 4, thereby matching the lower bounds.
To obtain tight permutations for larger values of n, we concatenate the sequence hn +
1 n + 3 n + 2i to π, σ or τ , and repeat the process as many times as needed. Each
concatenation preserves the congruence of n and adds a new component to G(·) which
consists of an isolated 3-cycle. The lower bound of Theorem 21 thereby increases by 2 with
each concatenation, as does the upper bound of Corollary 26. As a result, a permutation
with prefix block-interchange distance b2n/3c exists for every value of n in N.
J
While many permutations reach the diameter when n 6≡ 0 (mod 3), the permutation
h1 3 2 4 6 5 · · · n − 2 n n − 1i seems to be the only tight permutation when n ≡ 0 (mod 3).

6

Conclusions and future work

We initiated in this work the study of sorting permutations by prefix block-interchanges,
an operation that generalises several well-studied operations in genome rearrangements and
interconnection network design. We gave tight upper and lower bounds on the corresponding
distance, and derived a 2-approximation algorithm for the problem. We then showed how to
obtain better bounds on the distance using a finer analysis of cycles and components of the
breakpoint graph, and determined the maximum value that the distance can reach.
Several questions remain open, most notably the complexity of sbpbi, and its approximability if it turns out to be NP-complete. We note that improving the ratio of 2 will require
improved lower bounds, since for all three upper bounds we have obtained (Theorem 5,
Theorem 15 and Lemma 25) there are permutations whose actual distance match those
bounds. A number of leads seem promising in that regard, the most obvious one being the
computation of the exact value of the “special purpose distance” introduced in the proof of
Theorem 11, as well as a more intricate analysis of the cycles of the breakpoint graph as well

ISAAC 2020

55:14

Sorting by Prefix Block-Interchanges

as their interactions as initiated in Section 4. Given how helpful 2-cycles are in decreasing
the upper bound of Theorem 5, it would seem natural to focus on simple permutations
(i.e. permutations whose breakpoint graph contains no cycle of length > 2). This strategy
eventually led to a polynomial-time algorithm for sorting by signed reversals [14], but we do
not expect such an outcome for prefix block-interchanges since the simplification process does
not preserve the prefix block-interchange distance (whereas it did preserve the signed reversal
distance): the smallest counterexample is π = h3 1 4 2i, which simplifies to σ = h5 2 7 4 1 6 3i,
and for which pbid(π) = 2 6= pbid(σ) = 3.
In a broader context, we also hope that our results and the strategies we designed to
tackle sbpbi can be applied to other prefix sorting problems (for instance, a generalisation
of the lower bounding strategy of Theorem 21 to any distance would be of interest). The
breakpoint graph approach provides a clear strategy for unrestricted sorting problems, which,
informally, usually consists in increasing the number of cycles in as few steps as possible. As
our bounds show, and as has been observed for most prefix sorting problems [1, 19, 20], this
no longer works under the prefix constraint since operations that decrease or do not affect the
number of cycles can also decrease the value of our bounds. Nevertheless, bounds obtained
for prefix exchanges, prefix block-transpositions, prefix block-interchanges and prefix signed
reversals are all based on g(·), which seems to indicate common underlying features that
could be taken advantage of, and possibly lead to a common framework for approximating
these problems or solving them exactly.
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Space-efficient Laplacian solvers are closely related to derandomization of space-bound randomized
computations. We show that if the probabilistic logarithmic-space solver or the deterministic nearly
logarithmic-space solver for undirected Laplacian matrices can be extended to solve slightly larger
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1

Introduction

One of the oldest mathematical problems is to solve a linear system, that is to find a solution
x satisfying Ax = b given an n × n matrix A and a n-dimensional vector b as input. In
the RealRAM model this can be done in O(nω ) time, where ω ≤ 2.3728 [9] is the matrix
multiplication constant. A slight generlization is to find an x that minimizes kAx − bk22 for
A ∈ Rm×n and b ∈ Rm , which is well-defined even when there is no solution to Ax = b.
We consider its approximate version, in which the goal of the solver is to find a solution
x such that kAx − bk22 is close to minx kAx − bk22 . Much faster algorithms exist for
approximately solving a special class of linear systems, the Laplacian of undirected graphs.
Indeed recent breakthroughs showed that it can be done in nearly linear time in terms of the
sparsity (number of non-zero entries) of A [20, 6]. An exciting work by Kyng and Zhang [12],
which is a starting point of this paper, further showed that if such solvers can be extended
to nearly linear time solvers for some classes slightly larger than undirected Laplacians, we
can also solve general linear systems in nearly linear time.
In this paper we are interested in the space complexity of this problem. A probabilistic
log-space algorithm for its decision version will solve a long standing open problem in space
complexity [2]. A space-efficient algorithm for approximately solving Lapliacians implies
space-efficient algorithms for approximating important statistics such as hitting times and
escape probabilities on random walks, which is closely related to derandomization of spacebounded randomized computation [18]. Indeed, since approximating stationary probabilities
on digraph with polynomial mixing time is complete for RL [17], it might be possible to
extend recent space-efficient Laplacian solvers [15, 1] to derandomize log-space computation
e
to prove that RL ⊆ TIME(O(log
n)), which will be a significant step towards the RL vs. L
problem.
© Xuangui Huang;
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Recently there have been several works on the space complexity of solving linear systems.
For general linear systems Ta-shma gave a quantum algorithm using logarithmic space [21].
For undirected Laplacian, Doron et al showed that it has a probabilistic logarithmic-space
algorithm [7] and hence a deterministic O(log3/2 n)-space algorithm by a well-known spacee
efficient derandomization result by Saks and Zhou [19]. This was improved to O(log
n)
by Murtagh et al [15] (and then by [8]), and later generalized to Eulerian Laplacian by
Ahmadinejad et al [1]. It is natural to ask if these space-efficient solvers can be extended to
larger classes of linear systems.

1.1

Our results

For matrix A and vector b we define their entry size U (A, b) = max(||A||max ,
||b||max , 1/ min+ (A), 1/ min+ (b)) as in [12], where ||A||max = maxi,j |Ai,j |, min+ (A) =
mini,j:Ai,j 6=0 |Ai,j |, and similarly for b. Note that their bit complexity w is just
O(log U (A, b)).
We prove a space hardness version of Kyng and Zhang’s results [12], showing space
hardness of approximate linear system solvers for some classes slightly larger than undirected
Laplacians, namely multi-commodity Laplacians, 2D Truss Stiffness Matrices, and Total
Variation Matrices.
I Theorem 1. Suppose that for multi-commodity Laplacians, 2-D Truss Stiffness Matrices,
or Total Variation Matrices, the linear system Ax = b can be approximately solved in
O(log n + log m + log κ + log ε−1 + log U )-space, where A ∈ Rm×n and b ∈ Rm , U = U (A, b),
κ is the condition number of A, and ε−1 is the desired accuracy, then any linear system with
polynomially bounded integers and condition number can be solved in O(log n + log m)-space
with high accuracy.
e
I Remark 2. Theorem 1 also works if we replace both O(·) by O(·).
Moreover, if the linear
system solver for any of the three classes is a probabilistic one that only works with high
probability or has space guarantees only in expectation over the random bits, then we will
still get a probabilistic general linear system solver that works with high probability or has
space guarantees in expectation, respectively.
This shows that if the probabilistic logspace solver for undirected Laplacian in [7], or the
e
deterministic O(log
n)-space one in [15], can be extended to solve any of these three slightly
larger subclasses of linear systems, we would have a surprising result that all linear systems
e
can be approximately solved in probabilistic logspace or in deterministic O(log
n)-space,
respectively. Pessimistically speaking, the theorem means that it is very hard to get space
efficient algorithms for these subclasses, since it is as difficult as solving all linear systems
in a space efficient way. On the bright side, we actually prove that any progress on solving
these subclasses using less space will immediately translate into similar progress for solving
all linear system using less space.
Kyng and Zhang [12] proved their results via reductions from approximate solvers of
general linear systems to those of three subclasses. In this paper we prove Theorem 1 by
proving that their reductions can be carried out in a space efficient manner. Indeed we prove
a much stronger result that their reductions can be implemented in TC0 circuits, which are
constant-depth polynomial-size unbounded-fan in circuits with MAJORITY and ¬ gates. It
shows that these reductions are actually highly parallelizable.
We denote G as the class of all matrices with integer valued entries. In the context of
solving linear systems, an all-zero row or column can be trivially handled, so we can assume
without loss of generality that matrices in G has at least one non-zero entry in every row and
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column.1 Finding an x that minimizes kAx − bk22 is equivalent to solving A> Ax = A> b,
so as in [12] we are dealing with the so-called incidence matrices in this paper. For example,
the undirected Laplacian can be written as L = A> A, where A is an undirected Laplacian
incidence matrix, so exactly solving Lx = c is equivalent to exactly solving Ax = b where
A> b = c. More interestingly, A can be viewed as coefficients of a set of equations of the
form xi − xj = 0 for xi , xj ∈ X, where X is the set of variables. As a generalization, for
2-commodity incidence matrices MC 2 , we have variable sets X and Y of same size, and
the equations are scalings of xi − xj = 0, yi − yj = 0, and xi − yi − (xj − yj ) = 0, where
xi , xj ∈ X and yi , yj ∈ Y . (For more details about these incidence matrices and the linear
system approximation problem, please refer to [13].)
Our main technical result is the following theorem showing that the reduction from
G to MC 2 in [12] is TC0 -computable. As shown in [12], the reduction produces matrix
A0 , vector b0 , desired accuracy ε0−1 such that the new size, entry size, condition number,
desired accuracy are polynomial in the original size, entry size, condition number, and
desired accuracy. Combining with the well-known result in circuit complexity that TC0
circuit of size s can be simulated in space O(log s) [4], we can get the part of Theorem 1 for
multi-commodity Laplacians.
I Theorem 3. There is a TC0 -reduction from approximately solving G to approximately
solving MC 2 . In particular, the sizes of the TC0 circuits are polynomial in the size and entry
size of the matrix A and vector b in the original linear system, the condition number of A,
and the desired accuracy ε−1 .
In [12] it is shown that the matrix produced by this reduction is also a 2D Truss Stiffness
Matrix as well as a Total Variation Matrix, therefore Theorem 3 also works for these classes.
Hence we can also get the parts of Theorem 1 for these two classes. Also note that this
reduction is a Karp-style reduction [3], i.e. it requires only one query to a linear system
solver and will use the result in a black-box way. That is why Theorem 1 still applies if we
only have a probabilistic solver that works with high probability or has space guarantees in
expectation.
We also show TC0 -computability of the reductions in [12] to some more restrictive
subclasses of MC 2 , including MC >0
2 , the exact class we have to solve when we use Interior
Point Methods for 2-commodity problems, as explained in the Kyng and Zhang’s full paper
[13]. They also showed that the promise problem of deciding whether a vector is in the
image of a matrix or ε-far from the image can be directly reduced to approximately solving
linear systems. Therefore by combining with the above results, this promise problem can be
reduced in TC0 to approximately solving the above-mentioned subclasses.

2

Simplified reductions in TC0 : the easy parts

Throughout this paper we use the sign-magnitude representation to encode a w-bit signed
integer z ∈ [−2w+1 + 1, 2w+1 − 1] into a sign bit, with 0 for positive integers and 1 for negative
ones, and w bits for |z| in binary. Note that in this way 0 might have two representations.
We accept both of them.

1

It is worth noting that in the time complexity setting, e.g. in [20, 6, 12], the algorithms usually allow for
sparse representation so the runtime is measure in terms of the sparsity of the matrix, nnz(A). However,
for logarithm-space algorithms the difference between sparse and dense is not crucial, as the assumption
here implies that log nnz(A) = Θ(log n + log m).

ISAAC 2020

56:4

Space Hardness of Solving Structured Linear Systems

For simplicity we first prove the special case of Theorem 3, showing that there is a
TC0 -reductions from exact solvers of G to exact solvers of MC 2 .
I Theorem 4. Given an m × n w-bit matrix A ∈ G and a vector b as input, we can compute
in TC0 an O(nmw log n) × O(nmw log n) O(w log n)-bit matrix A0 ∈ MC 2 and a vector b0
such that:
Ax = b has a solution if and only if A0 x0 = b0 has a solution;
if A0 x0 = b0 has a solution x0 , then we can compute x in TC0 from x0 such that Ax = b.
Similar to [12], the proof of Theorem 4 is split into proofs of existence of several TC0 reductions between exact solvers of the following intermediate classes of matrices.
I Definition 5 ([12]).
Let Gz ⊂ G denote the class of matrices with integer-valued entries such that every row
has zero row sum;
Let Gz,2 ⊂ Gz denote the class of matrices with integer-valued entries such that every row
has zero row sum, and for each row the sum of positive coefficients is a power of 2.
I Lemma 6. There are TC0 -reductions for exact solvers of the following classes:
(i) from G to Gz ;
(ii) from Gz to Gz,2 ;
(iii) from Gz,2 to MC 2 .
Item (iii) is the main reduction in this paper, which will be proved in the next section. In
the remaining of this section we prove Lemma 6 (i) and (ii). For convenience the description
of Lemma 6 is somewhat informal. Nonetheless, the formal descriptions of each reductions
resemble closely to that of Theorem 4, and later in Theorem 15 we will also precisely describe
what it means to say “we can compute in TC0 a matrix B given a matrix A”.

From G to Gz
Proof. Given a matrix A ∈ G, we can define a matrix A0 with one more column by
A0 = A −A1 . Obviously A0 ∈ Gz , and Ax = b has a solution if and only if A0 x0 = b
has a solution. We can also recover x ∈ Rn from x0 ∈ Rn+1 by taking the first n rows of x0
0
and then subtracting each of them by xn+1
. The following results about additions imply
0
0
that A can be calculated in TC , and we can recover x0 from x in AC0 .
J
B Claim 7.
Addition of 2 w-bit numbers has AC0 circuit of size poly(w) (c.f. [5]);2
Addition of n w-bit numbers has TC0 circuit of size poly(n, w) [11].

From Gz to Gz,2
Proof. Given an m × n w-bit signed-integer matrix A0 ∈ Gz , we just need to add two more
columns to make the sum of positive (and negative) entries in each row to the closest power
of 2. This can be done in TC0 in the following way. For each row 1 ≤ i ≤ m, we calculate
the sum of positive entries si by checking the sign bit then do the iterated addition in TC0
by Claim 7. We then take s = max si , which can be computed in AC0 given si ’s. s has at
most O(w log n) bits, hence by searching brute-forcely in AC0 we can find the minimum k

2

AC0 circuits are constant-depth polynomial-size unbounded-fan in circuits with ∧, ∨, and ¬ gates.
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s.t. 2k ≥ s. Therefore by Claim 7 we can calculate ai = 2k − si in AC0 given si . Then for
each row i we add two new entries ai and −ai to the end of A0 to get A00 . Additionally we
need to add a new row to A00 and b00 to zero out the last two variables we just added. For
the new row of A00 , we set the last two entries into 1 and −1, and all other entries 0. For b00
we set the new entry to be 0.
Obviously we have A00 ∈ Gz,2 , and A0 x0 = b0 has a solution iff A00 x00 = b00 has a solution.
We can easily recover x0 from x00 by taking the first n rows.
J
For the next section we need the following definition.
I Definition 8. We say a matrix A ∈ Gz is w-bounded if for each row the sum of positive
coefficients is at most 2w . Note that in such matrix every entry is a w-bit signed integer.
Note that the reduction from G to Gz reduces an m × n w-bit matrix A into an m × (n + 1)
O(w log n)-bounded matrix A0 , then the reduction from Gz to Gz,2 reduces A0 into an
(m + 1) × (n + 3) O(w log n)-bounded matrix A00 .

3

Simplified main reduction in TC0

The main reduction in [12] uses the pair-and-replace scheme to transform a linear system in
Gz,2 to a 2-commodity equation system. The main idea is to use MC 2 Gadgets consisting
of MC 2 equations to replace pairs of variables in the original linear system round-by-round
with respect to the bit representation of their coefficients. A simplified version of the gadget,
implicitly given in [12], is as follows.
I Definition 9 (Simplified MC 2 Gadget). Define MC 2 Gadget(t, t0 , j1 , j2 ) to be the following
set of 2-commodity linear equations representing “2xt = xj1 + xj2 ”:
xt − xt0 +1 = 0,
xt0 +2 − xj2 = 0,
yt0 +1 − yt0 +3 = 0,
yt0 +4 − yt0 +2 = 0,
xt0 +3 − xj1 = 0,
xt − xt0 +4 = 0,
xt0 +4 − yt0 +4 − (xt0 +3 − yt0 +3 ) = 0,
xt0 +1 − yt0 +1 − (xt0 +2 − yt0 +2 ) = 0.
For convenience we use an extra parameter t0 to keep track of new variables that are only
used in the gadgets.
Correctness of this gadget can be easily verified by summing up all the equations in it.
We now present a simplified reduction from exactly solving Gz,2 to exactly solving MC 2
in Algorithm 1. We use Ai to denote the i-th row of A.
Note that in MC 2 we have two input variable sets X, Y of the same size. That is why we
have to multiply n0 by 2 at last in the reduction. But here we will only use some variables in
Y in the MC 2 Gadgets, and all the other Y variables are unused. For convenience we arrange
the variables in the following way.
I Remark 10 (Arrangement of variables). In B we put all the X variables before all the Y
variables. More importantly, we put those X variables that are only used in the gadgets
behind all those xn0 +1 in Line 8. Equivalently it can be viewed as the following process. We
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Algorithm 1 Simplified ReduceGz,2 ToMC 2 .

Input : a w-bounded m × n matrix A ∈ Gz,2 and c ∈ Rn .
Output : a w-bit m0 × n0 matrix B ∈ MC 2 and d ∈ Rn .
1
2
3
4
5
6

7
8

9

10
11
12
13
14
15
16
17
18
19

m0 ← m, n0 ← n
ng ← 0
// # of new variables used only in the MC 2 Gadgets
for i ← 1 to m do
for s ∈ {+, −} do
for k ← 1 to w do
while strictly more than 1 entry in Ai has sign s and the k-th bit being 1
do
Let j1 , j2 be the first and second indices of such entries in Ai
In Ai , replace 2k (xj1 + xj2 ) by 2k+1 xn0 +1 (thus adding one column to
the right of A)
Add the coefficients of MC 2 Gadget(n0 + ng + 1, n0 + ng + 1, j1 , j2 ) to
C
n0 ← n0 + 1
ng ← ng + 4
m0 ← m0 + 8
end
end
end
end
n0 ← 2 × (n0 + ng )
Stack C in the bottom of A and fill in 0’s to get B
Add m0 − m 0’s under c to get d

first run Algorithm 1 virtually before Line 17 to get n0 , which is the number of X variables
ignoring those only used in the gadgets. Then we run it again on the original input, starting
with ng being this value, and in Line 9 we use MC 2 Gadget(n0 + 1, ng , j1 , j2 ) instead.
We give an example showing how the reduction works under this arrangement.
I Example 11. We show how the reduction runs on 3x1 + 5x2 + x3 + 7x4 − 16x5 = 0:
00011x1 + 00101x2 + 00001x3 + 00111x4 − 10000x5 = 0
x1 +x2 −2x6 =0

−−−−−−−−−→ 00010x1 + 00100x2 + 00001x3 + 00111x4 + 00010x6 − 10000x5 = 0
x +x −2x =0

3
4
7
−−
−−−
−−−
−→ 00010x1 + 00100x2 + 00110x4 + 00010x6 + 00010x7 − 10000x5 = 0

x +x −2x =0

1
4
8
−−
−−−
−−−
−→ 00100x2 + 00100x4 + 00010x6 + 00010x7 + 00100x8 − 10000x5 = 0

x +x −2x =0

6
7
9
−−
−−−
−−−
−→ 00100x2 + 00100x4 + 00100x8 + 00100x9 − 10000x5 = 0

x +x −2x

=0

x +x −2x

=0

−2x

=0

4
−−2−−−
−−−10−−→ 01000x10 + 00100x8 + 00100x9 − 10000x5 = 0
9
−−8−−−
−−−11−−→ 01000x10 + 01000x11 − 10000x5 = 0

x

+x

−−10−−−11
−−−−12
−−→ 10000x12 − 10000x5 = 0.
For simplicity in this example we are only eliminating the positive coefficient variables. In
the first round we use new variables (and the corresponding gadgets) x6 and x7 to eliminate
the first bit, getting the equation 2x1 + 4x2 + 6x4 + 2x6 + 2x7 = 0. These two generated
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variables are then eliminated in the second round by x9 , in addition to x8 for the second
bit. In the third round we use x10 and x11 . Finally in the fourth round we use x12 and
get the equation after the reduction 16x12 − 16x5 = 0, with MC 2 Gadgets representing
2x6 = x1 + x2 , 2x7 = x3 + x4 , 2x8 = x1 + x4 , 2x9 = x6 + x7 , 2x10 = x2 + x4 , 2x11 = x8 + x9 ,
and 2x12 = x10 + x11 .
Correctness of this simplified reduction follows easily by correctness of the gadget, since
our transformation preserves the original solution. Moreover, given a solution x∗ such that
Bx∗ = d where B and d are obtained from running Algorithm 1 on input A and c, we can
easily get the solution to the original equation system Ax = c by taking the first n elements
in x∗ . It is also easy to get d from c if we can calculate m0 in TC0 .
In the remaining of this section we are going to prove that Algorithm 1 can be implemented
in TC0 . For 1 ≤ i ≤ m and 1 ≤ k ≤ w, we define
Len+
i (A) = binary length of the sum of positive coefficients in Ai ,
CountBit+
i,k (A) = # of positive coefficient variables in the original Ai
with the k-th bit being 1,
NumGadget+
i,k (A)

= # of MC 2 Gadgets used for Ai to eliminate the k-th bit
of positive coefficient variables,

−
−
and similarly Len−
i (A), CountBiti,k (A), NumGadgeti,k (A) for the negative coefficient variables.

I Example 12. For the above example, we have Len+
i (A) = 5, and the values of
+
CountBit+
(A)
and
NumGadget
(A)
for
each
k
are
shown
in Table 1.
i,k
i,k
+
Table 1 Values of CountBit+
i,k (A) and NumGadgeti,k (A) for Example 11.

k
CountBit+
i,k (A)
NumGadget+
i,k (A)

1
4
2

2
2
2

3
2
2

4
0
1

5
0
0

We have the following simple but crucial properties for these values.
B Claim 13.
(i) Lensi (A) ≤ w for all s ∈ {+, −} and 1 ≤ i ≤ m;
(ii) CountBitsi,k (A) ≤ n for all s ∈ {+, −}, 1 ≤ i ≤ m, and 1 ≤ k ≤ w;
(iii) For all s ∈ {+, −} and 1 ≤ i ≤ m, we have
(
Pk
0
2−(k+1) k0 =1 2k CountBitsi,k0 (A) for 1 ≤ k ≤ Lensi (A) − 1,
s
NumGadgeti,k (A) =
0
for Lensi (A) ≤ k ≤ w,
thus NumGadgetsi,k (A) ≤ O(n);
Pm P
Pw
(iv) m0 = m + 8 i=1 s∈{+,−} k=1 NumGadgetsi,k (A) ≤ O(nmw);
P
P
Pw
m
(v) n0 = 2n + 10 i=1 s∈{+,−} k=1 NumGadgetsi,k (A) ≤ O(nmw).
Proof. (i) and (ii) are trivial by definition. (iv) and (v) are straightforward from Algorithm 1
and (iii). For (iii), note that in each round for k we will eliminate all the variables generated
in the previous round for k − 1 by construction (ignoring those variables that are only used
in the gadgets), therefore we have
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(
NumGadgetsi,k (A)

=

1
s
2 CountBiti,1 (A)
1
s
2 (CountBiti,k (A)

for k = 1,
+

NumGadgetsi,k−1 (A))

for 2 ≤ k ≤ Lensi (A) − 1.

Here we rely on the property that the sum of positive (and negative) coefficients in each row
is a power of 2 to ensure that NumGadgetsi,k (A) as calculated in this way are always integers.
Then by induction we get the formula.
C
0

Note that in (iii) multiplying by 2−(k+1) and 2k are just right and left shifts, which can
be easily implemented in the circuit model. Combining Claim 13 and Claim 7, we can see
that all of these values can be computed in TC0 for all i, k, s, i.e. the depths of the TC
circuits are absolute constants independent of i, k, and s.
I Lemma 14.
Lensi , CountBitsi,k , and NumGadgetsi,k have TC0 circuits of size poly(n, w) for all i, k, s;
n0 and m0 have TC0 circuits of size poly(n, m, w).
Now we will prove that Algorithm 1 (with the changes specified in Remark 10) can be
implemented in TC0 by the following theorem. Combining with correctness of Algorithm 1,
we get Lemma 6 (iii). We represent the input matrix A explicitly by giving all its entries in
sign-magnitude form, and the output matrix B implicitly by outputting the entry of B in
row i column j with indices i,j as additional inputs.
I Theorem 15. There is a TC0 circuit family {Cn,m,w }n,m,w∈N of size poly(n, m, w) with
(O(nmw) + O(log nmw))-bit input and O(w)-bit output such that:
the first O(nmw) bits of input represent a w-bounded m × n matrix A ∈ Gz,2 in signmagnitude form, the next O(log nmw) bits of input represent the row index i, and the last
O(log nmw) bits represent the column index j;
for i ≤ m0 and j ≤ n0 where m0 , n0 ≤ O(nmw) is calculated as in Algorithm 1 on A, the
output represents the entry of B (in sign-magnitude form) in row i column j as calculated
by Algorithm 1 on A, otherwise it represents 0.
Proof. Consider the i-th row of B, we need to know the equation which it corresponds to.
Because we put those equations of MC 2 Gadgets behind the modified equations of A, we
have two cases:
i ≤ m: in this case, the equation is Ai after the transformation, which has the form
C(xj+ − xj− ) = ci with C = 100
· · · 0} in binary since our transformation does not
| {z
Len+
(A) bits
i

change the sum of positive (and negative) coefficients in A. What remains is to calculate
the indices j+ and j− in TC0 .
For all s ∈ {+, −} and 1 ≤ i ≤ m, let
SumNumGsi (A) =

w
X

NumGadgetsi,k .

k=1

For each s ∈ {+, −}, there are two cases:
No new variable is added, i.e. SumNumGsi (A) = 0: there is only one entry in the original
Ai with the corresponding sign thus js is the index of this entry. We search for
this entry to get its index, which can be implemented in AC0 because there are n
possibilities.
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Some new variables are added: then js is the index of the last added new variable,
ignoring those only in MC 2 Gadgets. It can be calculated by
(
js =

Pi−1 P
s0
n + SumNumG+
i (A) +
i0 =1
s0 ∈{+,−} SumNumGi0 (A)
Pi P
0
n + i0 =1 s0 ∈{+,−} SumNumGsi0 (A)

if s = +,
if s = −.

SumNumGsi ∈ TC0 by Claim 7 and Lemma 14 so both j+ , j− can be calculated in TC0 by
Claim 7. Therefore we can calculate the entries in row i in TC0 for i ≤ m.
i > m: in this case, this equation is in an MC 2 Gadget(t, t0 , j1 , j2 ) gadget for some
t, t0 , j1 , j2 . We need to calculate t, t0 , j1 , and j2 in TC0 then it is easy to recover the
equation from the offset in the gadget.
We can first calculate in AC0 the gadget’s index


i−m−1
ind =
+ 1,
8
as b 8· c is just ignoring the three least significant bits. By Algorithm 1 with the changes to
the way we use MC 2 Gadget(t, t0 , j1 , j2 ) as specified by Remark 10, we know t = n + ind
thus it is AC0 -computable, and by Claim 7 we can also calculate in TC0
t0 = n +

m
X

X

0

SumNumGsi0 (A) + 4(ind − 1).

i0 =1 s0 ∈{+,−}

Then we can calculate the number i0 , k 0 , sign s0 ∈ {+, −}, and number `0 such that this
gadget is the `0 -th gadget we created to eliminate the k 0 -th bit of Ai0 for variables with
sign s0 . More specifically, we want to find the minimum i0 , k 0 , s0 (where we treat “+” <
“−”) such that
+
+
0
PrefixSum+
i0 ,k0 (A) < ind ≤ PrefixSumi0 ,k0 (A) + NumGadgeti0 ,k0 if s = +,
−
−
0
PrefixSum−
i0 ,k0 (A) < ind ≤ PrefixSumi0 ,k0 (A) + NumGadgeti0 ,k0 if s = −,

where
PrefixSum+
i0 ,k0 (A) =

0
iX
−1

X

00
SumNumGsi00 (A)

i00 =1 s00 ∈{+,−}

PrefixSum−
i0 ,k0 (A) =

PrefixSum+
i0 ,k0 (A)

+

0
kX
−1

X

00

NumGadgetsi0 ,k00 (A),

k00 =1 s00 ∈{+,−}

+ NumGadget+
i0 ,k0 .

There are O(mw) possible choices for i0 , k 0 , s0 and each condition is a prefix sum of
NumGadgetsi,k ’s, therefore this can be done in TC0 by a parallel comparison of ind to the
prefix sums of NumGadgetsi,k ’s. After getting i0 , k 0 , and s0 , by Claim 7 we can calculate
0

`0 = ind − PrefixSumsi0 ,k0 .
What remains is to calculate j1 and j2 from i0 , k 0 , s0 , and `0 . Note that when eliminating
the k 0 -th bit of Ai0 for variables with sign s0 , we first eliminate in pairs those variables in
the original Ai0 that have 1 in the k 0 -th bit before the reduction (we call them original
pairs), then eliminate in pairs those generated in the previous round for i0 , k 0 − 1, and s0 .
0
The number of original pairs is given by p = bCountBitsi0 ,k0 (A)/2c, computable in TC0 .
There are two cases:
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`0 ≤ p: j1 and j2 is the indices of variables in the `0 -th original pairs, which are the
indices of the (2`0 − 1)-th and 2`0 -th variables in Ai0 that have 1 in the k 0 -th bit.
Similarly as above, this can be done by a simple parallel comparison to prefix sums of
the k 0 -th bits of variables in Ai0 .
`0 > p: then j1 and j2 are the (2(`0 − p) − 1)-th and 2(`0 − p)-th new variables generated
in the previous round, therefore
0

j1 = PrefixSumsi0 ,k0 −1 (A) + 2(`0 − p) − 1 and j2 = j1 + 1.
0

However the second case above only works for even CountBitsi0 ,k0 (A). When it is odd,
`0 = p + 1 corresponds to a pair with the last original variable in this round and the first
generated variables in the previous round, thus j1 can be calculated as in the first case
0
and j2 = PrefixSumsi0 ,k0 −1 (A) + 1. Then for `0 > p + 1, we have
0

j1 = PrefixSumsi0 ,k0 −1 (A) + 2(`0 − p) − 2 and j2 = j1 + 1.
In conclusion, given row index i as input, we can first check in TC0 if i ≤ m0 by Lemma
14. If so, we can use the above procedure to compute in TC0 coefficients of Bi . Then with
column index j as input, we can check in TC0 if j ≤ n0 and if so compute in TC0 the entry
of B in row i column j.
J

4

Genearlization to approximate solvers, and more restrictive classes

Now we are going to generalize the above results of reductions between exact solvers into
those between approximate solvers, thus proving Theorem 3. First we need the following
result showing the power of TC0 .
B Claim 16. Division and iterated multiplication are in DLOGTIME-uniform TC0 [10].
Moreover, we can approximate in TC0 functions represented by sufficiently nice power series,
such as log, exp, and x1/k [16, 14, 10].
Proof of Theorem 3. Based on our proof of Theorem 4, we are going to prove that the
original reductions from G to MC 2 in [12] can be computed in TC0 . As shown in [12], each
step of the reduction produces matrix A0 , vector b0 , desired accuracy ε0−1 such that the new
size, entry size, condition number, desired accuracy are polynomial in the original size, entry
size, condition number, and desired accuracy.
From G to Gz : this reduction remains the same, but now knowing the accuracy we can
recover x0 from x using fix-point arithmetic in TC0 .
From Gz to Gz,2 : the only difference (besides the calculation of accuracy) is that in
the original reduction in [13, Section 7.2], in the last row of the reduced matrix A0 the
last two entries are set to be w and −w for some value w, instead of 1 and −1 as in our
simplified version. Nevertheless, the value w is also computable in TC0 by Claim 16 so
the reduction is still computable in TC0 .
From Gz,2 to MC 2 : for approximate solvers we will have to use the original MC 2 Gadget
in [13, Section 4] consisting of ten 2-commodity equations and with additional variables.
So we need to modify the corresponding numbers in our calculation. In particular the
gadget’s index becomes


i−m−1
ind =
+ 1,
10
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which is still TC0 -computable. Besides, the equations in the MC 2 Gadget for eliminating
the k-th bit of variables with sign s in Ai will be multiplied by −s · 2k · wi , where
s
X
wi = 10
SumNumGsi (A),
s0 ∈{+,−}

as specified in Algorithm 1 of [13]. These multiplicative factors can be calculated within
desired accuracy in TC0 by Claim 16. Therefore the reduction is still computable in TC0 .
Additionally in the second and third reduction, when recovering x0 from x we need to check
if the original matrix A and vector b satisfy A> b = 0 and simply return 0 if so. This can
be done in TC0 by Claim 7.
Therefore by composing these three steps, we can reduce the problem of approximately
solving equations in G to approximately solving equations in MC 2 in TC0 with size polynomial
in the original size, entry size, condition number, and desired accuracy.
J
In [12] they also considered some more restrictive subclasses of MC 2 . Intuitively, the set
of strict 2-commodity matrices MC >0
2 ⊂ MC 2 is the class of 2-commodity equations A such
that for every pair i, j, equation xi − xj = 0 ∈ A iff equation yi − yj = 0 ∈ A iff equation
xi − yi − (xj − yj ) = 0 ∈ A. The set of strict 2-commodity matrices with integer entries
is denoted by MC >0
2,Z . They showed that reductions from approximately solving MC 2 to
>0
>0
approximately solving MC >0
2 , and from MC 2 to MC 2,Z . We are going to show that these
0
reductions can be computed in TC .

From MC 2 to MC >0
2
Proof. The reduction, as defined in [13, Section 5.1], runs by checking for each pair i, j that
are involved in some equation in A if any of the three types of equations is missing and
add it if so. The added equations will be multiplied by a factor that is computable in TC0 .
Obviously the resulting equation systems is in MC >0
2 . It is easy to see that the number of
added equations for each pair i, j can be computed in AC0 , thus all the prefix sums of these
numbers can be calculated in TC0 simultaneously, and so we can determine the equations in
the reduced instance in TC0 .
J

From MC >0
to MC >0
2
2,Z
Proof. In [13, Section 6] it is done by scaling up all the numbers in the matrix and the
vector by a factor of 2k , where k is computable in TC0 by Claim 16, then take the ceiling
function on entries of the matrix to convert them into integer entries, which also can be done
in TC0 .
J
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Abstract
A unit disk graph G on a given set of points P in the plane is a geometric graph where an edge
exists between two points p, q ∈ P if and only if |pq| ≤ 1. A subgraph G0 of G is a k-hop spanner if
and only if for every edge pq ∈ G, the topological shortest path between p, q in G0 has at most k
edges. We obtain the following results for unit disk graphs.
I Every n-vertex unit disk graph has a 5-hop spanner with at most 5.5n edges. We analyze the
family of spanners constructed by Biniaz (2020) and improve the upper bound on the number
of edges from 9n to 5.5n.
II Using a new construction, we show that every n-vertex unit disk graph has a 3-hop spanner
with at most 11n edges.
III Every n-vertex unit disk graph has a 2-hop spanner with O(n log n) edges. This is the first
nontrivial construction of 2-hop spanners.
IV For every sufficiently large n, there exists a set P of n points on a circle, such that every plane
hop spanner on P has hop stretch factor at least 4. Previously, no lower bound greater than 2
was known.
V For every point set on a circle, there exists a plane 4-hop spanner. As such, this provides a
tight bound for points on a circle.
VI The maximum degree of k-hop spanners cannot be bounded from above by a function of k.
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1

Introduction

A k-spanner (or k-hop spanner) of a connected graph G = (V, E) is a subgraph G0 = (V, E 0 ),
where E 0 ⊆ E, with the additional property that the distance between any two vertices in
G0 is at most k times the distance in G [24, 38]. (The distance between two vertices is the
minimum number of edges on a path between them.) The graph G itself is a 1-hop spanner.
The minimum k for which G0 is a k-spanner of G is referred to as the hop stretch factor (or
hop number) of G0 . An alternative characterization of k-spanners is given in the following
lemma [38].
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I Lemma 1 (Peleg and Schäffer [38]). The subgraph G0 = (V, E 0 ) is a k-spanner of the graph
G = (V, E) if and only if the distance between u and v in G0 is at most k for every edge
uv ∈ E.
If the subgraph G0 has only O(|V |) edges, then G0 is called a sparse spanner. In this
paper we are concerned with constructing sparse k-spanners (with small k) for unit disk
graphs in the plane. Given a set P of n points p1 , . . . , pn in the plane, the unit disk graph
(UDG) is a geometric graph G = G(P ) on the vertex set P whose edges connect points that
are at most unit distance apart. A spanner of a point set P is a spanner of its UDG.
Recognizing UDGs was shown to be NP-Hard by Breu and Kirkpatrick [9]. Unit disk
graphs are commonly used to model network topology in ad hoc wireless networks and sensor
networks. They are also used in multi-robot systems for practical purposes such as planning,
routing, power assignment, search-and-rescue, information collection, and patrolling; refer
to [2, 18, 23, 28, 34] for some applications of UDGs. For packet routing and other applications,
a bounded-degree plane geometric spanner of the wireless network is often desired but not
always feasible [7]. Since a UDG on n points can have a quadratic number of edges, a
common desideratum is finding sparse subgraphs that approximate the respective UDG with
respect to various criteria. Plane spanners, in which no two edges cross, are desirable for
applications where edge crossings may cause interference.
Obviously, for every k ≥ 1, every graph G = (V, E) on n vertices has a k-spanner with
|E| = O(n2 ) edges. If G is the complete graph, a star rooted at any vertex is a 2-hop spanner
with n − 1 edges. However, the O(n2 ) bound on the size of a 2-hop spanner cannot be
improved; a classic example [24] is that of a complete bipartite graph with n/2 vertices on
each side. In general, if G has girth k + 2 or higher, then its only k-spanner is G itself.
According to Erdős’ girth conjecture [21], the maximum size of a graph with n vertices and
girth k + 2 is Θ(n1+1/dk/2e ) for k ≥ 2. The conjecture has been confirmed for some small
values of k, but remains open for k > 9. For any graph G with n vertices, a k-spanner with
O(n1+1/dk/2e ) edges can be constructed in linear time [4, 5]. We show that for unit disk
graphs, we can do much better in terms of the number of edges for every k ≥ 2.
Spanners in general and unit disk graph spanners in particular are used to reduce the size of
a network and the amount of routing information. They are also used for maintaining network
connectivity, improving throughput, and optimizing network lifetime [6, 22, 23, 27, 39].
Spanners for UDGs with hop stretch factors bounded by a constant were introduced by
Catusse, Chepoi, and Vaxès in [11]. They constructed (i) 5-hop spanners with at most 10n
edges for n-vertex UDGs; and (ii) plane 449-hop spanners with less than 3n edges. Recently,
Biniaz [6] improved both these results, and showed that for every n-vertex unit disk graph,
there exists a 5-hop spanner with at most 9n edges. The author also showed how to construct
a plane 341-hop spanner for a n-vertex unit disk graph. It is straightforward to verify that
the algorithms presented in [6, 11] run in time that is polynomial in n.
Our results. The following are shown for unit disk graphs.
I Every n-vertex unit disk graph has a 5-hop spanner with at most 5.5n edges (Theorem 4
in Section 2). We carefully analyze the construction proposed by Biniaz [6] and improve
the upper bound on the number of edges from the 9n to 5.5n.
II Using a new construction, we show that every n-vertex unit disk graph has a 3-hop
spanner with at most 11n edges (Theorem 5 in Section 2). Previously, no 3-hop spanner
construction algorithm was known.
III Every n-vertex unit disk graph has a 2-hop spanner with O(n log n) edges. This is the
first construction with a subquadratic number of edges (Theorem 10 in Section 3) and
our main result.
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IV For every n ≥ 8, there exists an n-element point set S such that every plane hop spanner
on S has hop stretch factor at least 3. If n is sufficiently large, the lower bound can be
raised to 4 (Theorems 11 and 12 in Section 4). A trivial lower bound of 2 can be easily
obtained by placing four points at the four corners of a square of side-length 1/2.
V For every point set S on a circle C, there exists a plane 4-hop spanner (Theorem 13 in
Section 4). The lower bound of 4 holds for some point-set on a circle.
VI For every pair of integers k ≥ 2 and ∆ ≥ 2, there exists a set S of n = O(∆k ) points
such that the unit disk graph G = (V, E) on S has no k-spanner whose maximum degree
is at most ∆ (Theorem 14 in Section 5). An extension to dense graphs is given by
Theorem 15 in Section 5. In contrast, Kanj and Perković [23] showed that UDGs admit
bounded-degree geometric spanners.

Related work. Peleg and Schäffer [38] have shown that for a given graph G (not necessarily
a UDG) and a positive integer m, it is NP-complete to decide whether there exists a 2spanner of G with at most m edges. They also showed that for every graph on n vertices, a
(4k + 1)-spanner with O(n1+1/k ) edges can be constructed in polynomial time. In particular,
every graph on n vertices has a O(log n)-spanner with O(n) edges. Their result was improved
by Althöfer et al. [1], who showed that a (2k − 1)-spanner with O(n1+1/k ) edges can be
constructed in polynomial time; the run-time was later improved to linear [4, 8]. Kortsarz
and Peleg obtained approximation algorithms for the problem of finding, in a given graph, a
2-spanner of minimum size [24] or minimum maximum degree [25].
In the geometric setting, where the vertices are embedded in a metric space, spanners have
been studied in [3, 10, 12, 13, 26, 28] and many other papers. In particular, plane geometric
spanners were studied in [7, 8, 17, 16]. The reader is also referred to the surveys [8, 20, 30]
and the monograph [33] dedicated to this subject.
Notation and terminology. For two points p, q ∈ R2 , we denote the Euclidean distance
by d(p, q) or sometimes by |pq|. The distance between two sets, A, B ⊂ R2 , is defined by
d(A, B) = inf{d(a, b) : a ∈ A, b ∈ B}. For a set A, its boundary and interior are denoted
by ∂A and int(A), respectively. The diameter of a set A, denoted diam(A), is defined by
diam(A) = sup{d(a, b) : a, b ∈ A}.
Given a graph, N (u) denotes the set of vertices adjacent to u. For p, q ∈ V , let ρ(p, q)
denote a shortest path in G0 , i.e., a path containing the fewest edges; and h(p, q) denote the
corresponding hop distance (number of edges). For brevity, a hop spanner for a point set
P ⊂ R2 is a hop spanner for the UDG on P .
A geometric graph is plane if any two distinct edges are either disjoint or only share a
common endpoint. Whenever we discuss plane graphs (plane spanners in particular), we
assume that the points (vertices) are in general position, i.e., no three points are collinear.
A unit disk (resp., circle) is a disk (resp., circle) of unit radius. The complete bipartite
graph with parts of size m and n is denoted by Km,n ; in particular, K1,n is a star on n + 1
vertices. We use the shorthand notation [n] for the set {1, 2, . . . , n}.

2

Sparse (possibly nonplane) hop spanners

In this section we construct hop spanners with a linear number of edges that provide various
trade-offs between the two parameters of interest: number of hops and number of edges.
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2.1

Construction of 5-hop spanners

We start with a short outline of the 5-hop spanner constructed by Biniaz [6, Theorem 3];
it is based on a hexagonal tiling with cells of unit diameter. Note that the UDG contains
every edge between points in the same cell. In every nonempty cell, a star is formed rooted
at an arbitrarily chosen point in the cell. Then, for every pair of cells, exactly one edge of
the UDG is chosen, if such an edge exists. The author showed that the resulting graph is a
5-hop spanner with at most 9n edges.
We next provide a more detailed description and an improved analysis of the construction.
Consider a regular hexagonal tiling T in the plane with cells of unit diameter; refer to
Fig. 1 (left). We may assume that no point lies on a cell boundary. Every point in P lies in
the interior of some cell of T (and so the distance between any two points inside a cell is less
than 1). Let p ∈ P be a point in a cell σ. Denote by H1 , . . . , H6 the six cells adjacent to
σ in counterclockwise order; these cells form the first layer around σ. Let H7 , . . . , H18 be
the twelve cells at distance two from σ in counterclockwise order, forming the second layer
around σ, such that H7 is adjacent to only H1 in the first layer.
2
`2

`1

H9
H10
H11

H9
H10

H8
H7

H2
H3

H1

H4

H6

H13

H5
H16

H14
H15

H12

B

C

H1
H18

A

H4
H17

H7

H2
H3

H18

H12

H11

H8

H13

σ

H6

H5

H17
H16

H14
H15

Figure 1 Left: Hexagonal grid with cells of unit diameter; the figure shows the two layers of cells
around the lightly shaded cell in the middle. Right: The unit disk centered at p intersects 11 cells
H1 , . . . , H10 , H18 .

For every two distinct cells σ, τ ∈ T , take an arbitrary edge pq ∈ E, p ∈ σ, q ∈ τ , if such
an edge exists; we call such an edge a bridge. Each cell σ can have bridges to at most 18
other cells, namely those in the two layers around σ. A bridge is short if it connects points
in adjacent cells and long otherwise.
I Lemma 2. Let p ∈ P be a point that lies in cell σ. The unit disk D centered at p intersects
at most five cells from the second layer around σ.
Proof. Let A be the center of σ (shaded gray in Fig. 1 (right)). Subdivide σ into six regular
triangles incident to A. By symmetry, we can assume that p ∈ ∆ABC, where BC = σ ∩ H2 .
Note that d(∆ABC, Hi ) > 1 for i ∈ {13, 14, 15, 16, 17}, and D is disjoint from the five
cells H13 , H14 , H15 , H16 , and H17 . Now, observe that d(H7 ∪ H18 , H11 ∪ H12 ) = 2. Hence,
D intersects at most one of H7 ∪ H18 and H11 ∪ H12 . Consequently, D intersects at most
12 − 5 − 2 = 5 cells from the second layer around σ.
J
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Obviously, any two points in a cell σ are at most unit distance apart. Further, observe
that the unit disk D centered at p intersects all six cells H1 , . . . , H6 . As such, Lemma 2
immediately yields the following.
I Corollary 3. All neighbors of each point p ∈ σ lies in σ and at most 11 cells around σ.
I Theorem 4. The (possibly nonplane) 5-hop spanner constructed by Biniaz [6, Theorem 3]
has at most 5.5n edges.
Proof. Let P be a set of n points and G = (V, E) be the corresponding UDG. Let x ≥ 1 be
the number of points in a hexagonal cell σ ∈ T . The construction has x − 1 inner edges that
make a star and at most 18 outer edges (bridges) connecting points in σ with points in other
cells. We analyze the situation depending on x.
If x = 1, there are no inner edges and at most 11 outer edges by Corollary 3. As such,
the degree of the (unique) point in σ is at most 11.
If x = 2, there is one inner edge and at most 16 outer edges. Indeed, by Lemma 2, each
point p ∈ P ∩ σ has neighbors in at most five cells from the second layer around σ (besides
points in P in the six cells in the first layer). Two points in P ∩ σ can jointly have neighbors
in at most 6 + 5 + 5 = 16 other cells. As such, the average degree for points in σ is at most
(2 + 16)/2 = 9.
If x ≥ 3, there are x − 1 inner edges and at most 18 outer edges. As such, the average
degree for points in σ is at most
2(x − 1) + 18
2x + 16
22
=
≤
.
x
x
3
Summation over all cells implies that the average degree in the resulting 5-hop spanner
G0 is at most 11, thus G0 has at most 5.5n edges.
J

2.2

Construction of 3-hop spanners

Here we show that every point set in the the plane has a 3-hop spanners of linear size. This
brings down the hop-stretch factor of Biniaz’s construction from 5 to 3 at the expense of
increasing in the number of edges (from 5.5n to 11n).
I Theorem 5. Every n-vertex unit disk graph has a (possibly nonplane) 3-hop spanner with
at most 11n edges.
Proof. Our construction is based on a hexagonal tiling T with cells of unit diameter (as in
Subsection 2.1). Let G0 be the 5-hop spanner described in Section 2.1. We construct a new
graph G00 that consists of all bridges from G0 and, for each nonempty cell σ ∈ T , a spanning
star of the points in σ defined as follows.
Let σ ∈ T be a nonempty cell. Let pi ∈ P ∩ σ. For every cell τ ∈ T in the two layers
around σ, if d(pi , τ ) ≤ 1 and G0 contains a bridge pq, where p ∈ σ \ {pi } and q ∈ τ , then we
add the edge pi p to G00 . Since diam(σ) = 1, if pq is a short bridge, then p is the center of a
spanning star on P ∩ σ. In addition, if no short bridge is incident to any point in σ, then we
add a spanning star of P ∩ σ (centered at the endpoint of a long bridge, if any) to G00 .
It is easy to see that the hop distance between any two points within a cell is at most 2.
Indeed, by construction, the points in each nonempty cell are connected by a spanning star.
Consider now a pair of points pi ∈ σi , pj ∈ σj , i 6= j, where pi pj ∈ E. By construction, there
is a bridge pq ∈ G00 between the cells σi and σj . As such, pi is connected to pj by a 3-hop
path pi , p, q, pj . Refer to Fig. 2 for an illustration.
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pp
σi i
r

pj σ j
q

pk
s

σk

Figure 2 Three points in P , pi ∈ σi , pj ∈ σj , and pk ∈ σk where pi pj , pi pk ∈ E. Edge pq is a
short bridge connecting σi and σj and edge rs is a long bridge connecting σi and σk .

We can bound the average degree of the points in σ as follows. Let x be the number of
points in σ. By Corollary 3, the neighbors of each point pi ∈ σ lie in σ and at most 11 cells
around σ. If pi is not incident to any bridge, we add at most 11 edges between pi and other
points in σ; these edges increase the sum of degrees in σ by 2 · 11 = 22. Otherwise assume
that pi is incident to bi bridges, for some 1 ≤ bi ≤ 11. Then we add edges from pi to at most
11 − bi other points in σ. The bi bridges each have only one endpoint in σ. Overall, these
edges contribute 2(11 − bi ) + bi = 22 − bi < 22 to the sum of degrees in σ.
If no short bridge has an endpoint in σ, then by Lemma 2 we add at most 5 edges between
each point pi ∈ σ and endpoints of long bridges; these edges increase the sum of degrees in σ
by 2 · 5 = 10. However, we also add a spanning star that contributes 2(x − 1) to the same
sum. Overall, the sum of degrees in σ is bounded from above by
(
2 · 11x = 22x,
2(x − 1) + 10x < 12x,

if some short bridge has an endpoint in σ
otherwise.

Thus, the average vertex degree is at most 22 in all σ ∈ T . Consequently, the 3-hop spanner
G00 has at most 11n edges.
J

3

Construction of 2-hop spanners

In this section, we construct a 2-hop spanner with O(n log n) edges for a set of n points
in the plane. We begin with a construction in a bipartite setting (cf. Lemma 9), and then
extend it to the general setup.
We briefly review the concept of ε-nets [32], which is crucial for our construction. Let
(P, R) be a set system (a.k.a. range space), where P is a finite set in an ambient space and
R is a collection of subsets of that space (called ranges). For ε > 0, an ε-net for (P, R) is
a set N ⊂ P such that for every R ∈ R, |P ∩ R| ≥ ε · |P | implies N ∩ R 6= ∅. When the
ambient space is Rd for some d ∈ N, and R is a collection of semi-algebraic sets, there exists
an ε-net of size O( dε log dε ), and this bound is best possible in many cases [36]. However, for
some geometric set systems, ε-nets of size O( 1ε ) are possible. For example, if P is a set of
points in the plane and R consists of halfplanes, then there exists an ε-net of size O( 1ε ) [37].
We adapt this results to unit disks in a somewhat stronger form (cf. Lemma 8).
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hull(A)
∂hull(A)

∂hull(A)
1

x

1

W (A)
Figure 3 A set A of 16 points above the x-axis, W (A), and hull(A). The boundary ∂hull(A) is
an x-monotone curve, which consists of horizontal segments and arcs of unit circles centered on or
below the x-axis (the centers are marked with crosses).

Alpha-shapes. As a generalization of convex hulls of a set of points, Edelsbrunner, Kirkpatrick and Seidel [19] introduced α-shapes, using balls of radius 1/α instead of halfplanes.
We introduce a similar concept, in the bipartite setting, as follows; see Fig. 3 for an illustration.
We consider the set system (A, D), where A is a finite set of points in the plane above the
x-axis and D is the set of all unit disks centered on or below the x-axis. Let W (A) be the
union of all unit disks D ∈ D such that A ∩ int(D) = ∅; and let hull(A) = R2 \ int(W (A)).
The following easy observation shows that disks in D, restricted to the upper halfplane
{(x, y) ∈ R2 : y > 0}, behave similarly to halfplanes in R2 .
I Lemma 6. For any two points p1 , p2 ∈ R2 above the x-axis, there is at most one unit circle
centered at a point on or below the x-axis that is incident to both p1 and p2 . Consequently,
for any two unit disks D1 , D2 ∈ D, at most one point in ∂D1 ∩ ∂D2 lies above the x-axis.
Proof. Suppose that two unit circles, c1 and c2 , are incident to both p1 and p2 . Then the
centers of c1 and c2 are on the orthogonal bisector of segment p1 p2 , on opposite sides of the
line through p1 p2 . Hence one of the circle centers is above the x-axis. Therefore at most one
of the circles is centered at a point on or below the x-axis.
J
We continue with a few basic properties of the boundary of hull(A), which exhibit the
same behavior as convex hulls with respect to lines in the plane.
I Lemma 7. The set system (A, D) defined above has the following properties:
1. ∂hull(A) lies above the x-axis;
2. every vertical line intersects ∂hull(A) in one point, thus ∂hull(A) is an x-monotone curve;
3. for every unit disk D ∈ D, the intersection D ∩ (∂hull(A)) is connected (possibly empty);
4. for every unit disk D ∈ D, if A ∩ D 6= ∅, then A ∩ D contains a point in ∂hull(A).
Proof. Let h be the minimum of the y-coordinates of the points in A. If h ≥ 1, then
W (A) = {(x, y) : y ≤ 1} is a halfplane bounded by the line y = 1, so the lemma trivially
holds. In the remainder of the proof, assume that 0 < h < 1.
(1) Since 0 < h < 1, the halfplane below the horizontal line y = h lies in the interior of
W (A) (as every point below this line is in the interior of a unit disk whose center is
below the x-axis and whose interior is disjoint from A). Property 1 follows.
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(2) Let p ∈ ∂hull(A). Then p lies on the boundary of a unit disk Dp whose center is below
the x-axis (and whose interior is disjoint from A). In particular Dp ⊂ W (A). The
vertical line segment from p to the x-axis lies in Dp , hence in W (A). Consequently,
W (A) contains the vertical downward ray emanating from p. Property 2 follows.
(3) Let D ∈ D. Suppose, to the contrary, that the intersection D∩(∂hull(A)) has two or more
components. By property 1, the x-coordinates of the components are disjoint intervals,
and the components have a natural left-to-right ordering. Let p1 be the rightmost point
in the first component, and let p2 be the leftmost point in the second component. Clearly
p1 , p2 ∈ ∂D. Let q be an arbitrary point in ∂hull(A) between p1 and p2 . Then q lies on
the boundary of a unit disk Dq whose center is below the x-axis (and whose interior is
disjoint from A). Since Dq ⊂ W (A), neither p1 nor p2 is in the interior of Dq . Since the
center of Dq is below the x-axis, ∂Dq contains two interior-disjoint circular arcs between
q and the x-axis; and both arcs must cross ∂D. We have found two intersection points
in ∂D ∩ ∂Dq above the x-axis, contradicting Lemma 6. This completes the proof of
Property 3.
6 ∅. By continuously translating D vertically down until
(4) Let D ∈ D such that A ∩ D =
its interior is disjoint from A, we obtain a unit disk D0 such that A ∩ int(D0 ) = ∅
but A ∩ ∂D0 6= ∅. Since the center of D0 is vertically below the center of D, we have
A∩∂D0 ⊂ A∩D and D0 ⊂ W (A). This implies that A∩∂D0 ⊂ ∂hull(A), as required. J
I Lemma 8. Consider the set system (A, D) defined above. For every ε ∈ (0, 23 ), we can
construct an ε-net N = {v1 , . . . , vk } ⊂ A, labeled by increasing x-coordinates, such that
(i) |N | ≤ b2/εc;
(ii) N ⊂ ∂hull(A);
(iii) for every D ∈ D, the points in D ∩ N are consecutive in N ; and
(iv) for every D ∈ D, |N ∩ D| ≥ 5 implies |A ∩ D| ≥ 2ε|A|.
Proof. Let M = A ∩ ∂hull(A) be the set of points in A lying on the boundary of hull(A).
By Lemma 7(4), if a unit disk D ∈ D contains any point in A, it contains a point from M .
Consequently M is an ε-net for (A, D) for every ε > 0. For a given ε > 0, let N = Nε be
a minimal subset of M that is an ε-net for (A, D) (obtained, for example, by successively
deleting points from M while we maintain an ε-net).
Let N = {v1 , . . . , vk }, where we label the elements in N by increasing x-coordinates.
For notational convenience, we introduce a point v0 ∈ ∂hull(A) on a vertical line one unit
left of v1 , and vk+1 ∈ ∂hull(A) on a vertical line one unit right of vk . For i = 1, . . . k, the
minimality of N implies that N \ {vi } is not an ε-net, and so there exists a unit disk D ∈ D
such that |A ∩ D| ≥ ε|A| and D ∩ N = {vi }. Let Di ∈ D be such a disk, with |A ∩ Di | ≥ ε|A|
and Di ∩ N = {vi }. By Lemma 7(3), Di contains a connected arc of the x-monotone curve
∂hull(A), but Di contains neither vi−1 nor vi+1 . In particular, the x-coordinate of every
point in A ∩ Di lies between that of vi−1 and vi+1 . Consequently, every point in A lies in at
most two disks Di , 1 ≤ i ≤ k. It follows that
k · ε|A| =

k
X
i=1

ε|A| ≤

k
X

|A ∩ Di | ≤ 2|A|,

i=1

hence k ≤ b2/εc. This proves (i).
By construction, we have N ⊂ M ⊂ ∂hull(A), which confirms (ii), and (iii) follows
from Lemma 7(3). It remains to prove (iv); refer to Fig. 4. Assume that D ∈ D and
|N ∩ D| ≥ 5. By (iii), we may assume that D contains five consecutive points in N ,
say, vi , . . . , vi+4 . For j ∈ {i + 1, i + 2, i + 3}, consider the disk Dj ∈ D defined above,
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∂hull(A)
v0

∂hull(A)
v9

D
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v2

v3

v7

v5
v4

v6

v8
x

D4

D40

Figure 4 Illustration for the proof of Lemma 8(iv) with i = 2 and j = 4. A unit disk D with
D ∩ N = {v2 , v3 , v4 , v5 , v6 }, and a unit disk D4 with v4 ∈ D4 and v3 , v5 ∈
/ D4 . A hypothetical unit
disk D40 (dashed) such that v4 ∈ D40 , and ∂D40 ∩ hull(A) crosses ∂D ∩ hull(A).

where vj ∈ Dj but vj−1 , vj+1 ∈
/ Dj . In particular, Dj ∩ (∂hull(A)) lies between vj−1 and
vj+1 . By Lemma 6, the circular arcs ∂D ∩ hull(A) and ∂Dj ∩ hull(A) cross at most once.
However, if they cross once, then Dj contains one of the endpoints of D ∩ (∂hull(A)), and by
Lemma 7(3) it contains {vi , . . . , vj } or {vj , . . . , vi+4 }, which is a contradiction. We conclude
that ∂D ∩ hull(A) and ∂Dj ∩ hull(A) do not cross. Consequently, Dj ∩ hull(A) ⊂ D ∩ hull(A),
hence A∩Dj ⊂ A∩D. As noted above, |A∩Dj | ≥ ε|A|. Furthermore, A∩Di+1 and A∩Di+3
are disjoint as they are on opposite sides of the vertical line passing through vi+2 . Thus we
obtain |A ∩ D| ≥ |A ∩ (Di+1 ∪ Di+3 )| ≥ |A ∩ Di+1 | + |A ∩ Di+3 | ≥ 2ε|A|, as claimed.
J
Let A and B be two disjoint point sets above and below the x-axis, respectively. Denote
by U (A, B) the unit disk graph on A ∪ B and by G(A, B) the bipartite subgraph of U (A, B)
consisting of all edges between A and B.
I Lemma 9. Let P = A ∪ B be a set of n points in the plane such that diam(A) ≤ 1,
diam(B) ≤ 1, and A (resp., B) is above (resp., below) the x-axis. Then there is a subgraph H
of U (A, B) with at most O(n log n) edges such that for every edge ab of G(A, B), H contains
a path of length at most 2 between a and b.
Proof. Our proof is constructive. For every point b ∈ B, let Db be the unit disk centered at
b. Consider the set system (A, B), where B = {Db : b ∈ B}. We partition the set of disks B
into O(log n) subsets based on the number of points of A contained in the disks. For every
i = 1, . . . , dlog ne, let


|A|
|A|
Bi = D ∈ B : i ≤ |A ∩ D| < i−1 .
2
2
For every i = 1, . . . , dlog ne, let εi = 21i . Lemma 8 yields an εi -net Ni ⊂ A of size at most
b2/εi c = 2i+1 for (A, Bi ).
We construct the graph H as a union of stars; see Fig. 5 for an illustration. For every
i = 1, . . . , dlog ne and every v ∈ Ni , we create a star centered at v as follows. Let Bi (v) be
the set of points b ∈ B such that Db ∈ Bi (that is, |A|/2i ≤ |A ∩ Db | < |A|/2i−1 ), v ∈ Db ,
and v is the leftmost point in Ni ∩ Db . Let Ai (v) be the set of points a ∈ A contained in unit
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y

hull(A)

A

∂hull(A)

∂hull(A)
a
v1

v2

v3

v4

v5
x
b

B
Figure 5 Set A (resp., B) is above (resp., below) the x-axis. The points in an εi -net Ni =
{v1 . . . , v5 } are marked with hollow dots. The graph Hi is a union of stars centered at v1 , . . . , v5 .
(To avoid clutter, the depicted point set does not meet conditions diam(A) ≤ 1 and diam(B) ≤ 1 of
Lemma 9.)

disks centered at some point in Bi (v). Let Si (v) be the star on Ai (v) ∪ Bi (v) centered at
v. By construction, every point in Bi (v) is at distance at most 1 from v, and diam(A) ≤ 1;
this implies that Si (v) is a subgraph of U (A, B). Let Hi be the union of all stars centered at
vertices in Ni ; and let H be the union of the graphs Hi for i = 1, . . . , dlog ne. Note that H
is a union of stars in U (A, B), hence a subgraph of U (A, B).
To prove correctness, we show that for every edge ab of G(A, B) (with a ∈ A, b ∈ B),
H contains a path of length 2 between a and b. Since ab is an edge of G(A, B), we have
|ab| ≤ 1 hence a ∈ Db . There exists an index i ∈ {1, . . . , dlog ne} for which Db ∈ Bi . As
|A ∩ Db | ≥ |A|/2i = εi |A|, and Ni is an εi -net for (A, Bi ), we have Db ∩ Ni 6= ∅. Let v be
the leftmost point in Db ∩ Ni . Then by construction a ∈ Ai (v) and b ∈ Bi (v). If a = v, then
the star Si (v) contains the edge ab, otherwise Si (v) contains the path a, v, b of length 2.
It remains to derive an upper bound on the number of edges in H. We claim that Hi has
O(n) edges for all i = 1, . . . , dlog ne, which implies that H has O(n log n) edges overall.
Let b ∈ B. There is a unique index i such that |A|/2i ≤ |A ∩ Db | < |A|/2i−1 ; and there
is a unique leftmost point v in Ni ∩ Db . Therefore, b is a leaf of only one star Si (v), and so
its degree is at most 1 in Hi , hence in H.
Let i ∈ {1, . . . , dlog ne}. Assume that Ni = {v1 , . . . , vk } is sorted by increasing xcoordinates. We also introduce points v0 and vk+1 on ∂hull(A) as specified previously.
Let a ∈ A; refer to Fig. 5. Assume that a is in a star Si (vj ) for some vj ∈ Ni . Assume
further that the x-coordinate of a is between that of v`−1 and v` for some ` ∈ {1, . . . , k + 1}.
Since a is in Si (vj ), there exists a point b ∈ B such that a ∈ Db , Db ∈ Bi , and vj is the
leftmost point in Db ∩ Ni . Since Db ∈ Bi , we have |A ∩ Db | < 2εi |A|.
By Lemma 8(iv), Db contains at most 4 points from the net Ni . In particular, the unit
circle ∂Db intersects ∂hull(A) in two points: once between vj−1 and vj , and once between vj
and vj+4 . Consequently, 0 ≤ ` − j ≤ 4, thus a is in at most 5 possible stars Si (vj ), vj ∈ Ni .
It follows that Hi has at most 5|A| + |B| ≤ 5n edges, as required.
J
We now consider the general case.
I Theorem 10. Every n-vertex unit disk graph has a (possibly nonplane) 2-hop spanner with
O(n log n) edges.
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Proof. Let P be a set of n points in the plane. Consider a tiling of the plane with regular
hexagons of unit diameter; and assume that no point in P lies on the boundary of any
hexagon. Let T be the set of nonempty hexagons. Then P is partitioned into O(n) sets
{P ∩ σ : σ ∈ T }. As noted in Section 2.1, for every σ ∈ T , there are 18 other cells within
unit distance; see Fig. 1 (left).
For each cell σ ∈ T , choose an arbitrary vertex vσ ∈ P ∩ σ, and create a star Sσ centered
at vσ on the vertex set P ∩ σ. The overall number of edges in all stars Sσ , σ ∈ T , is
X
(|P ∩ σ| − 1) = n − |T | ≤ n.
σ∈T

For every pair of cells σi , σj ∈ T , where d(σi , σj ) ≤ 1, consider the bipartite graph Gi,j =
G(P ∩ σi , P ∩ σj ). By Lemma 9, there is a graph Hi,j of size


O (|P ∩ σi | + |P ∩ σj |) log(|P ∩ σi | + |P ∩ σj |) = O (|P ∩ σi | + |P ∩ σj |) log n .
Since every vertex appears in at most 18 such bipartite graphs, the total number of edges in
P
these graphs is at most O
σ∈T |P ∩ σ| log n = O(n log n).
We show that the union of the stars Sσ , σ ∈ T , and the graphs Hi,j is a 2-hop spanner.
Let ab be an edge of the unit disk graph. If both a and b are in the same cell, say σ ∈ T ,
then ab is an edge in the star or the star Sσ contains the path a, vσ , b. Otherwise, a and b lie
in two distinct cells, say σi , σj ∈ T , such that d(σi , σj ) ≤ |ab| ≤ 1. By Lemma 9 (where the
role of the x-axis is taken by any separating line), Hi,j contains a path of length at most 2
between a and b, as required.
J

4

Lower bounds for plane hop spanners

A trivial lower bound of 2 for the hop stretch factor of plane subgraphs of UDGs can be
easily obtained by taking the four corners of a square of side-length 12 . In this case, the UDG
is the complete graph but a plane spanner cannot contain both diagonals of the square. Our
main result in this section is a lower bound of 4 for sufficiently large n (cf. Theorem 12). We
begin with a lower bound of 3 that holds already for n = 8. Due to space constraints, the
proof of Theorem 11 is omitted and can be found in the full version.
I Theorem 11. For every n ≥ 8, there exists an n-element point set S on a circle such that
every plane hop spanner on S has hop stretch factor at least 3.
We next derive a better bound assuming that n is sufficiently large.
I Theorem 12. For every sufficiently large n, there exists an n-element point set S on a
circle such that every plane hop spanner on S has hop stretch factor at least 4.
Proof. Consider a set S of n points that form the vertices of regular n-gon R inscribed in a
circle C, where the circle is just a bit larger than the circumscribed circle of an equilateral
triangle of unit edge length. Formally, for a given ε ∈ (0, 1/50), set n = d2ε−1 e and choose
the radius of C such that every sequence of 13 − ε n consecutive points from S makes a
subset of diameter at most 1; and any larger sequence makes a subset of diameter larger
than 1. Note that εn ≥ 2. (We may set ε = 0.02, which yields n = 100.)
The short circular arc between two consecutive vertices of R is referred to as an elementary
arc. (Its center angle is 2π/n.) If A is a set of elementary arcs, X(A) denotes its set of
endpoints; obviously |X(A)| ≥ |A|, with equality when A covers the entire circle C.
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Suppose, for the sake of contradiction, that the unit disk graph G has a plane subgraph
G0 with hop number at most 3. First, augment G0 to a maximal noncrossing subgraph of G,
by successively adding edges from G \ G0 that do not introduce crossings. Adding edges does
not increase the hop number of G0 , which remains at most 3.
We define maximal edges in G0 as follows. Associate every edge of G0 with the shorter
circular arc between its endpoints. Observe that containment between arcs is a partial order
(poset). An edge of G0 is maximal if the associated arc is maximal in this poset. Due to
planarity, if two arcs overlap, then one of the arcs contains the other. Hence the maximal
edges correspond to nonoverlapping arcs. As such, the maximal edges form a convex cycle,
i.e., a convex polygon P = p1 , p2 , . . . , pk . Refer to Fig. 6. By the choice of C, we have k ≥ 4.
Each edge of the polygon P determines a set of points, called block, that lie on the associated
circular arc (both endpoints of the edge are included). Since the length of each edge of P is
at most 1, the restriction of G0 to the vertices in a block is a triangulation.
q2

A2

p2
B1
q1

B2

A1

p1
p3
B4
A3
q4
q3

A4
B3

p4

Figure 6 The partition induced by the blocks for n = 19 and k = 4. The edges pi pi+1 are
maximal edges of G0 and ∆pi pi+1 qi is the unique triangle adjacent to pi pi+1 in the triangulation of
the ith block. Since n = 19 is small, the figure only illustrates the notation used in the proof of
Theorem 12; |A1 | = 2, |B1 | = 3, |A2 | = 1, |B2 | = 4, etc.

Let Ai ∪ Bi be the sets of elementary arcs in counterclockwise order covering the ith block
such that Ai and Bi are separated by a common vertex qi , where the triangle ∆pi pi+1 qi
is the (unique) triangle adjacent to the chord pi pi+1 in the triangulation of the ith block
(where addition is modulo k, so that k + 1 = 1). In particular, qi is the last endpoint of an
elementary arc in Ai and the first endpoint of an elementary arc in Bi , in counterclockwise
order. As such, we have
k
X
(|Ai | + |Bi |) = n.

(1)

i=1

By definition, we have


1
|Ai | + |Bi | ≤
− ε n,
3

for i = 1, . . . , k.

By the maximality of the blocks in G0 , we have


1
(|Ai | + |Bi |) + (|Ai+1 | + |Bi+1 |) ≥
− ε n, for i = 1, . . . , k.
3

(2)

(3)
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By the maximality of G0 , we also have k ≤ 6, since otherwise an averaging argument
would yield two adjacent blocks, say, i and i + 1, that can be merged by adding one chord of
length at most 1 and so that the merged sequence of points has size at most


2n
1
|Ai | + |Bi | + |Ai+1 | + |Bi+1 | ≤
<
− ε n,
7
3
which would be a contradiction. We claim that


1
|Bi | + |Ai+1 | ≥
− 3ε n, for i = 1, . . . , k.
3

(4)


Suppose for contradiction that |Bi | + |Ai+1 | ≤ 13 − 3ε n holds for some i. Consider the
εn elementary arcs preceding the arcs in Bi and the εn elementary arcs following the arcs
in Ai+1 , in counterclockwise order. Denote these sets of arcs by Ui and Vi , respectively
(|Ui | = |Vi | = εn). Recall that εn ≥ 2 and thus |X(Ui )|, |X(Vi )| ≥ |Ui | = εn ≥ 2.
We claim that there exist u ∈ X(Ui ) and v ∈ X(Vi ) such that |uv| ≤ 1 and h(u, v) ≥ 4.
Indeed, diam(X(Ui ∪ Bi ∪ Ai+1 ∪ Vi )) ≤ 1 since X(Ui ∪ Bi ∪ Ai+1 ∪ Vi ) contains at most




1
1
− 3ε n + 2εn ≤
−ε n
3
3
consecutive points. This proves the first part of the claim for any u ∈ X(Ui ) and v ∈ X(Vi ).
For the second part, we can take u as one of the two vertices preceding qi that is not pi ,
and similarly we can take v as one of the two vertices following qi+1 that is not pi+2 . With
this choice, we have h(u, pi+1 ) ≥ 2 and h(pi+1 , v) ≥ 2, and ρ(u, v) passes through pi+1 .
Consequently,
h(u, v) ≥ h(u, pi+1 ) + h(pi+1 , v) ≥ 2 + 2 = 4.
We have reached a contradiction, which proves (4). The summation of (4) over all i = 1, . . . , k,
in combination with (1) and the inequality k ≥ 4 yields
n=

k
X
i=1

(|Ai | + |Bi |) =

k
X


(|Bi | + |Ai+1 |) ≥ k

i=1


1
− 3ε n ≥ 0.27 kn ≥ 1.08 n.
3

This last contradiction completes the proof.

J

An upper bound for points on a circle. For many problems dealing with finite point
configurations in the plane, points in convex position or on a circle may allow for tighter
bounds; see, e.g., [14, 15, 31, 40]. We show that the lower bound of 4 for points on a circle is
tight in this case. Due to space constraints, the proof of Theorem 13 is omitted and can be
found in the full version.
I Theorem 13. For every point set S on a circle C, there exists a plane 4-hop spanner.

5

The maximum degree of hop spanners cannot be bounded

A standard counting argument shows that dense (abstract) graphs do not admit constant
bounded degree hop spanners (irrespective of planarity). We start with an observation
regarding the complete UDG Kn and then extend it and show that the maximum degree of
hop spanners of sparse UDGs is also unbounded.
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I Theorem 14. For every pair of integers k ≥ 2 and ∆ ≥ 2, there exists a set S of n = O(∆k )
points such that the unit disk graph G = (V, E) on S has no k-spanner whose maximum
degree is at most ∆.
Proof. Consider a set S of n points so that the unit disk graph G = (V, E) on S is the
complete graph Kn (e.g., n points in a disk of unit diameter). Choose a point p ∈ S. Let
S0 = {p}. Let N (u) denote the set of vertices adjacent to u in G0 . Since the degree of p in
G0 is at most ∆, |N (p)| ≤ ∆. Let S1 := N (p). The points in S1 have edges to a set S2 of at
most ∆(∆ − 1) points in S \ (S0 ∪ S1 ). In general, the set Si contains at most ∆(∆ − 1)i−1
points in S \ ∪i−1
j=0 Sj . Consider the sets S0 , . . . , Sk . Now it is easy to check that
k
X
i=0

|Si | ≤ 1 + ∆

(∆ − 1)k − 1
= O(∆k ).
∆−2

Let M denote the above expression in ∆, q be a point in S \ (∪ki=0 Si ) and n = M + 1.
Observe that h(p, q) ≥ k + 1, whereas pq ∈ E, and so G0 is not a k-spanner for S.
J
An alternative argument is included below – in a form that we use later in this section.
We arrange n points so that the unit disk graph G = (V, E) on S is the complete graph Kn
(e.g., n points in a disk of unit diameter). Assume that the points are labeled from 1 to
n; and assume there exists a subgraph G0 whose maximum degree is at most ∆ that is a
k-spanner of G. For each vertex v ∈ V , label the elements in N (v) by 1, 2, . . . (the maximum
label is ≤ ∆), in some arbitrary fashion. For every edge uv ∈ E, u < v, there is a connecting
path of at most k edges in G0 . Such a path can be uniquely encoded by a string of length
k + 1 over the alphabet [n] ∪ {0, 1, 2, . . . , ∆}: by specifying the start vertex u followed by an
encoding of the edges in the path. There are at most ∆ choices for the first edge in the path;
and at most ∆ − 1 choices for any subsequent edge and zero for indicating the end of a path
whose length is shorter than k; the encoding of a path whose length ` is shorter than k has
k − ` trailing zeros at the end. As such, there are at most (n − 1)∆k encodings. If
 
n
(n − 1)∆k <
,
2
i.e., if n > 2∆k , some edge has no encoding, which is a contradiction, and this completes the
proof.
I Theorem 15. Let t : N → N, t(n) ≤ (n − 1)/2, be an integer function that tends to ∞
with n. For every pair of integers k ≥ 2 and ∆ ≥ 2, there exists n0 ∈ N such that for every
n ≥ n0 , there is a set S of n points in the plane such that
(i) the unit disk graph G = (V, E) on S has Θ(n · t(n)) edges, and
(ii) G has no k-spanner whose maximum degree is at most ∆.
Proof. Observe that 2t(n) + 1 ≤ n. Let n be large enough so that t(n) > 2∆k (we can choose
infinitely
j
k many n with this property). Write t = t(n). For a given t, jarrange
k n points into
n
2t+1

n
groups of size 2t + 1 and a remaining group (if any) of size n − 2t+1
(2t + 1). Place
the groups in disjoint disks of unit diameter in the plane, so that the UDG of each group is
a complete graph; and arrange the disks along a line such that the UDG has exactly one
edge between any two consecutive groups. Assume that there exists a subgraph G0 whose
maximum degree is at most ∆ that is a k-spanner of G. Encode paths in G0 as in the proof
of Theorem 14. The number of edges in G is bounded from above and from below as follows:
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n
2t + 1
2t
n
|E| ≤
+
+
2t + 1
2
2
2t + 1




n
n
n
≤
(2t + 1)t + t(2t − 1) +
= nt + t(2t − 1) +
,
2t + 1
2t + 1
2t + 1


 

n
2t + 1
2t + 1
≥
= t(2t + 1),
|E| ≥
2t + 1
2
2


 

n
2t + 1
n
|E| ≥
≥
− 1 (2t + 1)t = nt − (2t + 1)t.
2t + 1
2
2t + 1

(5)
(6)
(7)

We distinguish two cases: t is large or t is small as specified below.
If

n−1
4

≤t≤

n−1
2 ,

by (5) and (6) we have


n
|E| ≤ nt + t(2t − 1) +
≤ nt + (n − 2)t + 1 ≤ 2nt.
2t + 1
n−1
|E| ≥ t(2t + 1) ≥
(2t + 1) > (n − 1)∆k .
4
If t ≤

n−1
4 ,

by (5) and (7) we have


n
(n − 3)t n
|E| ≤ nt + t(2t − 1) +
≤ nt +
+ .
2t + 1
2
3


n+1
n−1
|E| ≥ nt − (2t + 1)t = t(n − (2t + 1)) ≥ t n −
=
t > (n − 1)∆k .
2
2
Note that |E| = O(nt) and |E| = Ω(nt) in both cases; consequently, |E| = Θ(nt). Since
|E| exceeds the number of encodings (analogous to the proof of Theorem 14) in both cases,
we reach a contradiction and this completes the proof.
J

6

Conclusion

Observe that if G is a UDG that is triangle-free, then the only 2-hop spanner of G is the
graph itself; recall the bipartite case mentioned in Section 1. Thus if G has a superlinear
number of edges and is triangle-free, then by the above observation, every 2-hop spanner
of G (and there is only one, G) has a superlinear number of edges. This direction does not
materialize in a superlinear lower bound for 2-hop spanners because of the following.
I Proposition 16. Let G be a UDG that is triangle-free. Then G has at most 2.5n edges.
Proof. It suffices to show that the degree of every vertex is at most five. Assume for
contradiction that a point p has degree at least six and let q and r be two consecutive
neighbors of p in order of visibility, where |pq|, |pr| ≤ 1. Put α = ∠qpr; we have α ≤ π/3.
Since at least another interior angle of the triangle ∆pqr is at least π/3, the Law of Sines
implies |qr| ≤ max {|pq|, |pr|} ≤ 1 and thus ∆pqr is a triangle in G, a contradiction.
J
We conclude with two remaining open problems:
1. Are there point sets for which every plane hop-spanner has hop stretch factor at least 5?
2. Can our O(n log n) upper bound on the size of 2-hop spanners on n points in the plane
be improved? Are there n-element point sets for which every 2-hop spanner has ω(n)
edges? Recent results show that unit disks may exhibit surprising behavior [29, 35].
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1

Introduction

Background and motivation. The List H-Coloring problem is a generalization of the
classic graph coloring problem. For a fixed undirected graph H, possibly with self-loops, an
input to the problem consists of an undirected graph G together with a list L(v) ⊆ V (H) for
each vertex v ∈ V (G). The question is whether there is a list homomorphism from G to H:
a mapping f : V (G) → V (H) such that {f (u), f (v)} ∈ E(H) for all {u, v} ∈ E(G), and such
that f (v) ∈ L(v) for all v ∈ V (G). When H is a q-clique and L(v) = V (H) for each vertex,
List H-Coloring is equivalent to traditional graph q-colorability.
The classic computational complexity of List H-Coloring for other graphs H has
been investigated, next to a long line of work for the non-list version of the problem [1,
3, 21, 23, 29, 32, 33, 39]. As the first step towards the dichotomy, Feder and Hell [12]
proved that if H is reflexive (i.e., every vertex has a self-loop), then List H-Coloring is
polynomial-time solvable if H is an interval graph, and NP-complete otherwise. Next, a
dichotomy for irreflexive graphs H was proven by Feder, Hell, and Huang [13]: the problem
is polynomial-time solvable if H is bipartite and additionally its complement is a circular-arc
graph, and in all other cases the problem is NP-complete. It is interesting to mention
that the subclass of bipartite graphs consisting of those which are complements of circulararc graphs, was already studied by Trotter and Moore in the context of classifying some
posets [41]. Finally, Feder, Hell, and Huang [14] defined a new class of geometric intersection
graphs (potentially with loops), called bi-arc graphs, which encapsulates reflexive interval
graphs and (irreflexive) bipartite co-circular-arc graphs. We postpone the definition of bi-arc
graphs to Section 4.1. Feder, Hell, and Huang proved a powerful dichotomy theorem: List
H-Coloring is polynomial-time solvable if H is a bi-arc graph, but NP-complete otherwise.
In this work we investigate List H-Coloring from the perspective of polynomial-time
sparsification (cf. [5, 7, 27]). From this viewpoint, the goal is to develop a polynomial-time
algorithm that maps a (potentially dense) n-vertex instance G to a smaller instance G0 that
can be encoded in f (n) bits for some size function f , yet which has the same yes/no answer
as G. Observe that this is trivial if f (n) = n2 ; we refer to a sparsification algorithm as
nontrivial if it achieves a size bound of f (n) ∈ O(n2−ε ) bits for some ε > 0.
The general quest for sparsification algorithms is motivated by the fact that they allow
instances to be stored, manipulated, and solved more efficiently: since sparsification preserves
the exact answer to the problem, it suffices to solve the sparsified instance. Our interest in
sparsification for List H-Coloring has a number of motivations, which we now describe.
There is a growing list of problems for which the existence of nontrivial sparsification algorithms has been ruled out under the established assumption NP 6⊆ coNP/poly, which includes
Vertex Cover [7], Dominating Set [27], Feedback Arc Set [27], and Treewidth [25].
To the best of our knowledge, to date there is no non-trivial sparsification algorithm for any
NP-hard problem that is defined on general graphs. Could it be that there is no natural
NP-hard graph problem that admits a nontrivial sparsification algorithm? The surprising
richness of problems that admit a polynomial kernelization, a desirable outcome in a different
regime of efficient preprocessing (cf. [16, 19]), may tempt one to believe that for the right
problem, something nontrivial can be done. In an attempt to identify a problem that admits
nontrivial sparsification, we target the broad class of List H-Coloring decision problems.
A second motivation for studying List H-Coloring comes from its interpretation as a
constraint satisfaction problem: an instance of List H-Coloring corresponds to a CSP that
has a variable for each vertex of the input graph G, which has to be assigned a value from the
set V (H). For each edge {u, v} of G there is a constraint that the value assigned to u should

H. Chen, B. M. P. Jansen, K. Okrasa, A. Pieterse, and P. Rzążewski

58:3

be a neighbor (in graph H) of the value assigned to v, and for each vertex v ∈ V (G) there is
a constraint that the value of v belongs to L(v). Hence any NP-hard List H-Coloring
problem translates into a CSP with a non-Boolean domain in which constraints have arity at
most two. Recent work [5, 30] has led to a number of nontrivial advances in the study of
sparsification for CSPs with a Boolean domain. A natural next step in that line of research
is to target non-Boolean CSPs, of which the List H-Coloring problems form a rich subset.
The last motivation for studying sparsification for List H-Coloring is that it forms
the logical next step in the study of sparsification for coloring problems. Recent work [26]
showed that Graph (List) q-Colorability does not admit nontrivial polynomial-time
sparsification for q ≥ 3 unless NP ⊆ coNP/poly, but left the case of List H-Coloring open.
Our results. We prove that for all undirected, possibly non-simple, graphs H for which
List H-Coloring is NP-complete, the problem does not admit nontrivial sparsification
unless an unlikely complexity-theoretic collapse occurs. Our proofs combine techniques from
kernelization lower bounds with a careful analysis of the common structures of hard graphs H.
To state our sparsification lower bounds in full generality, we use the notion of generalized
kernelization (see Definition 2), where the number of vertices n of the instance plays the
role of the complexity parameter k. A generalized kernelization for List H-Coloring of
size f (n) is therefore a polynomial-time algorithm that maps any n-vertex input G, to an
equivalent instance (of a potentially different but fixed decision problem) of bitsize f (n).
Since a polynomial-time sparsification algorithm mapping to instances of bitsize f (n) yields
a generalized kernelization of size f (n), lower bounds on the latter also apply to the former.
I Theorem 1. If H is an undirected graph that is not a bi-arc graph, possibly with loops,
then List H-Coloring parameterized by the number of vertices n admits no generalized
kernel of size O(n2−ε ) for any ε > 0, unless NP ⊆ coNP/poly.
The techniques employed in the proof of Theorem 1 are rather different from those
in the NP-completeness proof for the hard cases of List H-Coloring. Feder, Hell, and
Huang [14] establish the NP-completeness of List H-Coloring when H is not a bi-arc
graph, by reducing from 3-Coloring. They build gadgets in List H-Coloring instances
to mimic the effect of a normal edge in 3-Coloring, and then replace each edge with such a
gadget. Although 3-Coloring is known not to admit any nontrivial sparsification unless
NP ⊆ coNP/poly [28], the mentioned NP-completeness reduction does not transfer this lower
bound from 3-Coloring to List H-Coloring: as the reduction introduces a gadget (with
new vertices) for every edge of the 3-Coloring instance, it blows up the number of variables.
Our sparsification lower bound therefore follows a different route. We introduce a technical
annotated version of the List P4 -Coloring problem. For this annotated problem, we prove
a sparsification lower bound via cross-composition [2], a technique from kernelization lower
bounds. We give a polynomial-time algorithm that embeds a sequence of t2 instances of
the Clique problem, on n vertices each, into a single instance (G0 , L0 ) of Annotated List
P4 -Coloring, on O(t · nO(1) ) vertices, which acts as the logical OR of the Clique inputs:
there is a list coloring if and only if at least one Clique instance has a solution. The fact that
the information from t2 distinct inputs is packed into a single instance of O(t · nO(1) ) vertices,
means that the embedding is very efficient: the t2 n-vertex instances of Clique carry t2 · n2
bits of information (for each instance, which edges are present?), while G0 has t2 · nO(1)
potential edges, and therefore carries t2 · nO(1) bits of information. Applying this reduction
for t a polynomial in n whose degree depends on the constant in nO(1) , this intuitively
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implies that G0 cannot be sparsified without losing information. Via the framework of crosscomposition [2] we get the formal result that Annotated List P4 -Coloring parameterized
by the number of vertices n does not admit a generalized kernelization of size O(n2−ε ) for
any ε > 0 unless NP ⊆ coNP/poly.
To transfer the lower bound for Annotated List P4 -Coloring to List H-Coloring
for all graphs H which are not bi-arc, we first use a reduction inspired by Feder, Hell,
and Huang [14], to reduce to the case of bipartite graphs H. Then we investigate the
common structure of simple bipartite non-bi-arc graphs H, which are known to be the simple
bipartite graphs H whose complement is not a circular-arc graph [14]. We uncover a common
structure of such graphs which can be used to prove the incompressibility of the related
List H-Coloring problems: we prove all such graphs H contain five vertices (a, b, c, d, e)
such that H[{a, b, c, d}] is an induced P4 , the open neighborhoods NH (a), NH (c), and NH (e)
are incomparable (i.e., none of them is contained in another), and such that also the open
neighborhoods NH (b), NH (d) are incomparable. This 5-tuple in a bipartite graph H is
sufficient to prove hardness of sparsification, which we consider one of the main contributions
of the paper: We prove that the 5-tuple can be used to implement certain gadgets to enforce
pairs of vertices to receive different colors in List H-Coloring. By applying these gadgets
sparingly – and not for all edges – we reduce Annotated List P4 -Coloring to List
H-Coloring without blowing up the number of vertices, and obtain Theorem 1.
Related work. More background on homomorphisms and H-Coloring can be found in
the textbook by Hell and Nešetřil [22], or the survey by Hahn and Tardif [20]. The classical
complexity of H-Coloring has also been investigated when restricted to planar [31],
minor-closed [11], and bounded-degree [17, 40] input graphs G. The complexity of List HColoring was investigated for bounded-degree graphs [15]. There is also an interesting line
of research concerning the descriptive and space complexity [6, 8, 9]. Finally, the fine-grained
complexity of both variants was also investigated [10, 18, 34, 36, 37].
Organization. Section 2 contains preliminaries on kernelization and graphs. In Section 3
we present a sparsification lower bound for an annotated version of List P4 -coloring,
which forms the keystone of our hardness results. In Section 4 we analyze the structure of
hard graphs H, and use that structure to build certain gadgets. These allow us to reduce
the annotated problem to standard List H-Coloring problems and prove Theorem 1.

2

Preliminaries

To denote the set of numbers1 to n, we use the following notation: [n] := {1, . . . , n}. For a
set S we use the notation Sk := {S 0 ⊆ S | |S 0 | = k} to denote the set of all size-k subsets

S|S|
of S, and we define 2S := k=0 Sk . We use the notation S k := {(s1 , . . . , sk ) | s1 , . . . , sk ∈ S}
to denote the set of all k-tuples with elements from S. In particular, [n]2 denotes all 2-tuples
of elements from [n].
Graphs. All graphs considered in this paper are finite and undirected, and do not have
parallel edges. We allow self-loops, unless explicitly stated otherwise. The vertex set and the
edge set of G are denoted by V (G) and E(G), respectively. An edge {u, v} ∈ E(G) is denoted
shortly by uv, and by vv we denote the loop on the vertex v. For v ∈ V (G), by NG (v) we
denote the open neighborhood of v, i.e., the set {u | uv ∈ E(G)}. The closed neighborhood
of v is NG [v] := NG (v) ∪ {v}. For S ⊆ V (G), by G[S] we denote the subgraph of G induced
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by S. A proper q-coloring of G is a function f : V (G) → [q] such that f (u) 6= f (v) for
all uv ∈ E(G). Let G and H be graphs. We say that G is H-colorable if there exists a
function f : V (G) → V (H) such that for all uv ∈ E(G) it holds that f (u)f (v) ∈ E(H).
Such a function is also called a homomorphism from G to H. Note that a graph G has a
homomorphism to the complete graph Kq if and only if G is (properly) q-colorable. If f is a
homomorphism from G to H, then we denote it by f : G → H. We write G → H to indicate
that some homomorphism from G to H exists. For a graph G and lists L : V (G) → 2V (H) ,
a list homomorphism from (G, L) to H is a homomorphism f : G → H, such that for every
v ∈ V (G) it holds that f (v) ∈ L(v). We write f : (G, L) → H if f is a list homomorphism
from (G, L) to H, and (G, L) → H if some f : (G, L) → H exists.
Parameterized complexity.
finite alphabet.

A parameterized problem Q is a subset of Σ∗ × N, where Σ is a

I Definition 2 (Generalized kernel [2]). Let Q, Q0 ⊆ Σ∗ × N be parameterized problems and
let h : N → N be a computable function. A generalized kernel for Q into Q0 of size h(k) is an
algorithm that, on input (x, k) ∈ Σ∗ × N, takes time polynomial in |x| + k and outputs an
instance (x0 , k 0 ) such that: (i) |x0 | and k 0 are bounded by h(k), and (ii) (x0 , k 0 ) ∈ Q0 if and
only if (x, k) ∈ Q. A generalized kernel is a kernel for Q if Q = Q0 .
In our applications, the complexity parameter k will be the number of vertices n. We will
use the framework of cross-composition, introduced by Bodlaender, Jansen, and Kratsch [2],
to establish kernelization lower bounds.
I Definition 3 (Polynomial equivalence relation, [2, Def. 3.1]). An equivalence relation R
on Σ∗ is called a polynomial equivalence relation if the following conditions hold.
There is an algorithm that, given two strings x, y ∈ Σ∗ , decides whether x and y belong
to the same equivalence class in time polynomial in |x| + |y|.
For any finite set S ⊆ Σ∗ the equivalence relation R partitions the elements of S into a
number of classes that is polynomially bounded in the size of the largest element of S.
I Definition 4 (Cross-composition, [2, Def. 3.7]). Let L ⊆ Σ∗ be a language, let R be
a polynomial equivalence relation on Σ∗ , let Q ⊆ Σ∗ × N be a parameterized problem,
and let f : N → N be a function. An or-cross-composition of L into Q (with respect to
R) of cost f (t) is an algorithm that, given t instances x1 , x2 , . . . , xt ∈ Σ∗ of L belonging
Pt
to the same equivalence class of R, takes time polynomial in
i=1 |xi | and outputs an
∗
instance (y, k) ∈ Σ × N such that:
The parameter k is bounded by O(f (t)·(maxi |xi |)c ), where c is some constant independent
of t, and
instance (y, k) ∈ Q if and only if there is an i ∈ [t] such that xi ∈ L.
I Theorem 5 ([2, Theorem 3.8]). Let L ⊆ Σ∗ be a language, let Q ⊆ Σ∗ ×N be a parameterized
problem, and let d, ε be positive reals. If L is NP-hard under Karp reductions, has an or-crosscomposition into Q with cost f (t) = t1/d+o(1) , where t denotes the number of instances, and Q
has a polynomial (generalized) kernelization with size bound O(k d−ε ), then NP ⊆ coNP/poly.
√
We will refer to an or-cross-composition of cost f (t) = t log(t) as a degree-2 crosscomposition. By Theorem 5, a degree-2 cross-composition can be used to rule out generalized
kernels of size O(k 2−ε ) and thus provides a way to obtain sparsification lower bounds.
Generalized kernelization lower bounds can be transferred using the notion of linear-parameter
transformations.
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I Definition 6 (Linear-parameter transformation). Let P, Q ⊆ Σ∗ × N be two parameterized
problems. A linear-parameter transformation from P to Q is a polynomial-time algorithm
that, given an instance (x, k) ∈ Σ∗ × N of P, outputs an instance (x0 , k 0 ) ∈ Σ∗ × N of Q such
that the following holds: (i) (x, k) ∈ P if and only if (x0 , k 0 ) ∈ Q, and (ii) k 0 ∈ O(k).
It is well-known [2] that the existence of a linear-parameter transformation from problem P
to Q implies that any generalized kernelization lower bound for P, also holds for Q.

3

Lower bound for Annotated List P4 -Coloring

We prove a sparsification lower bound for the following problem, where we take P4 to be the
graph on vertices {a, b, c, d} with edges ab, bc, cd.
Annotated List P4 -Coloring

Input: A tuple (G, L, S, F ), such that G is a simple undirected bipartite graph with
bipartition V (G) = V1 ∪ V2 , L : V (G) → 2{a,b,c,d} with L(v) ⊆ {a, c} for all v ∈ V1
and L(v) ⊆ {b, d} for all v ∈ V2 , S = S1 , . . . , Sm is a sequence such
 that
 Si ⊆ V1
Pm
V1
V2
for each i ∈ [m] and S satisfies
is a set
i=1 |Si | ≤ 3|V (G)|, and F ⊆
2 ∪ 2
with |F | ≤ |V (G)|.
Question: Does G admit a homomorphism f : V (G) → {a, b, c, d} to the graph P4
with f (v) ∈ L(v) for all v ∈ V (G), such that for all i ∈ [m] there is a vertex v ∈ Si
with f (v) 6= c, and such that for all {u, v} ∈ F we have f (u) 6= f (v)?
Intuitively, the annotations allow one to express two types of additional constraints on the
coloring f . Using a set Si , one can enforce that at least one vertex is not colored c. Using a
pair {u, v} ∈ F , one can enforce that u and v do not receive the same color. While the latter
can easily be expressed by simply inserting an edge between u and v in a Kq -Coloring
instance, this needs a nontrivial gadget for general graphs H.
I Lemma 7. Annotated List P4 -Coloring parameterized by the number of vertices n
admits no generalized kernel of size O(n2−ε ) for any ε > 0, unless NP ⊆ coNP/poly.
Proof. We will prove this lower bound by giving a degree-2 cross-composition from Clique
to Annotated List P4 -Coloring. We define a polynomial equivalence relation R on
instances of Clique. Let any two instances that ask for a clique that is larger than their
respective number of vertices be equivalent; these are always no-instances. Let two instances
of Clique be equivalent under R, when the input graphs have same number of vertices
and the problems ask for a clique of the same size. It is easy to verify that R is indeed a
polynomial equivalence relation.
By duplicating one of the inputs multiple times as needed, we can assume the number of
inputs to the cross-composition
is a square. Therefore, assume we are given t instances of
√
Clique, such that t0 := t is integer and such that each instance has n vertices and asks
for a size-k clique. Enumerate the given input instances as Xi,j for i, j ∈ [t0 ] and let Gi,j
denote the corresponding graph. Label the vertices in each instance arbitrarily as x1 , . . . , xn .
We show how to create an instance (G, L, S, F ) that is a yes-instance for Annotated List
P4 -Coloring if and only if at least one of the given instances for Clique is a yes-instance.
Refer to Figure 1 for a sketch.
1. For each j ∈ [t0 ], ` ∈ [n], and m ∈ [k] create a vertex pj`,m . Let L(pj`,m ) := {a, c}. Let Pj
S
contain all created vertices pj`,m for ` ∈ [n], m ∈ [k]. Let P := j∈[t0 ] Pj .
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ẑ1
z1
f = {1, 2} {1, 3} {2, 3}

ẑ2
z2
Q1

f = {1, 2} {1, 3} {2, 3}

ẑ3
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Q2

f = {1, 2} {1, 3}

e = (1, 1)

e = (1, 1)

e = (1, 1)

(1, 2)

(1, 2)

(1, 2)

...

...

...

(3, 4)

s1(4,4),{1,2}
(4, 4)

1
q̂(4,4),{1,2}
1
q(4,4),{1,2}

...

(3, 4)

(4, 4)

(4, 4)
...

P1
p14,2

Q3

1
r(4,4),{1,2}

p11,1
p14,1

...

...

(3, 4)

t1(4,4),{1,2}
1
r̂(4,4),{1,2}
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P2

p14,3

P3
p33,1

p34,2

p33,2

y1

y2

y3

ŷ1

ŷ2

ŷ3

p34,3

Figure 1 A sketch of the created graph G, for n = 4, and k = 3 where x3 x4 ∈
/ E(G2,3 ). Edges
between P and Q are omitted, except for the edges that result from the fact that x3 x4 ∈
/ E(G2,3 ).
A fat edge between u and v indicates that {u, v} ∈ F . Vertex sets contained in S are marked in
blue. White vertices have lists {b, d} while black vertices have list {a, c}. Note that the constructed
graph is bipartite with the white and black vertices as partite sets.


0
i
i
i
2
qe,f
, re,f
, q̂e,f
,
2. For each f ∈ [k]
2 , each e = (e1 , e2 ) ∈ [n] , and each i ∈ [t ], create vertices

[k]
i
i
i
i
i
i
i
i
i
2
r̂e,f , se,f , and te,f . Let Qi := {qe,f , re,f , q̂e,f , r̂e,f , se,f , te,f | f ∈ 2 , e ∈ [n] }. Note

that Qi contains 6 k2 vertices for each ordered pair of vertices in an n-vertex graph; these
S
i
i
pairs model edges and self-loops. Let Q := i∈[t0 ] Qi . Now let L(qe,f
) := L(re,f
) :=
i
i
i
i
L(q̂e,f ) := L(r̂e,f ) := {b, d} and L(se,f ) := L(te,f ) := {a, c}.

0
2
3. For each f ∈ [k]
2 , each e = (e1 , e2 ) ∈ [n] , and each i ∈ [t ], do the following. Connect
i
i
i
vertex q̂e,f to vertex se,f , and connect vertex r̂e,f to vertex tie,f . This ensures that when
i
i
q̂e,f
(respectively, r̂e,f
) gets color d, then sie,f (respectively tie,f ) always gets color c, since
i
vertex c is the unique neighbor of vertex d in P4 . If however q̂e,f
gets color b, then sie,f
i
i
i
i
can receive color a or c. Add the pairs {qe,f , q̂e,f } and {r̂e,f , re,f } to F . Verify that when
i
i
both qe,f
and re,f
get color b, then sie,f and tie,f must get color c.
Recall that the goal of the construction is to ensure that the Annotated List P4 -Coloring
instance (G, L, S, F ) acts as the logical or of the Clique instances Xi,j , so that G has
a coloring respecting the lists and annotations if and only if some input graph Gi,j has a
clique of size k. The part of G constructed so far allows colorings of G to encode the vertex
set of a k-clique through its behavior on P . Finding a proper list coloring of G entails
highlighting vertices from one set Pj that correspond to a clique in instance Xi,j for some
i ∈ [t0 ]. The highlighting property will be enforced by ensuring at least one vertex in each set
{pj`,m | ` ∈ [n]} for m ∈ [k] receives color a. The index of the vertex that is colored a encodes
the m-th vertex in the clique to which the coloring corresponds. The vertices in Qi are then
used to verify that the selected vertices form a clique in Gi,j . The next steps add additional
vertices and edges, in order to achieve these properties.
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2
4. For each i, j ∈ [t0 ], consider instance Xi,j . For all f ∈ [k]
2 and e = (e1 , e2 ) ∈ [n] , connect
j
j
i
i
vertex pe1 ,f1 to qe,f and connect pe2 ,f2 to re,f whenever xe1 xe2 ∈
/ E(Gi,j ). Here f1 < f2
are such that f = {f1 , f2 }. Observe that in particular (since Gi,j is a simple graph), we
i
i
have that xe1 xe1 ∈
/ E(Gi,j ) for all e1 ∈ [n]. Observe also that each vertex qe,f
, re,f
has a
0
unique neighbor in Pj for each j ∈ [t ].
The above step will allow using the coloring of vertices sie,f and tie,f to verify that the vertices
selected in Pj correspond to a clique: when xe1 xe2 is not an edge, they will ensure that we
cannot select both.
5. Add vertices yj and ŷj for all j ∈ [t0 ] and let Y := {yj | j ∈ [t0 ]}, Ŷ := {ŷj | j ∈ [t0 ]}. Let
L(yj ) := L(ŷj ) := {a, c} for all j ∈ [t0 ].
6. Similarly, add vertices zi and ẑi for all i ∈ [t0 ] and let Z := {zi | i ∈ [t0 ]}, Ẑ := {ẑi | i ∈ [t0 ]}.
Let L(zi ) := L(ẑi ) := {a, c}.
7. Add the sets Ŷ and Ẑ to S. Furthermore, for all i ∈ [t0 ], add {yi , ŷi } and {zi , ẑi } to F .
The steps above ensure that at least one vertex yj ∈ Y receives color c and at least one
vertex in zi ∈ Z receives color c. This will indicate that instance Xi,j is selected. We will
now put further constraints on the coloring of Pj and Qi when they correspond to a selected
instance.
8. For all j ∈ [t0 ], m ∈ [k], we add the set {yj } ∪ {pj`,m | ` ∈ [n]} to S.

2
i
i
9. For all i ∈ [t0 ], for all f ∈ [k]
2 and e ∈ [n] , add the set {se,f , te,f , zi } to S.
This concludes the construction of G, L, S and F . Let us start by counting the number of
vertices in G:
 
√
k
|V (G)| = t|0 ·{z
n · k} + t0 · (n2 ·
· 6) + t0 + t0 + t0 + t0 = O( t · n2 · k 2 ).
|
{z
}
2
|
{z
} |Y |+|Ŷ |+|Z|+|Ẑ|
|P |
|Q|

Observe that hereby |V (G)| is properly bounded for a degree-2 cross composition.
We continue by showing that G is a valid instance of Annotated List P4 -Coloring.

Verify that G is bipartite with bipartition V1 = P ∪ Y ∪ Ŷ ∪ Z ∪ Ẑ ∪ {sie,f , tie,f | f ∈ [k]
,e ∈
2

[k]
2
0
i
i
i
i
2
0
[n] , i ∈ [t ]} and V2 = {qe,f , re,f , q̂e,f , r̂e,f | f ∈ 2 , e ∈ [n] , i ∈ [t ]}. Hence, V1 contains
all vertices whose lists are a subset of {a, c} and V2 contains all remaining vertices, and it
can be verified that the lists of these vertices are a subset of {b, d}. Observe that indeed
each set in F is a subset of either V1 or V2 , and each set in S is a subset of V1 .
Furthermore, it is straightforward to verify that |F | ≤ |V (G)| as promised for Annotated
List P4 -Coloring (note that we only add elements to F in Steps 3 and 7). We can also
verify that
 
X
k
0
0
0
2
|S| ≤ 2
· t + t · k · (n + 1) + t · n ·
· 3 ≤ 3|V (G)|.
|{z}
|
{z
}
2
S∈S
Step 7
{z
}
|
Step 8
Step 9

As such, we have created a valid instance of Annotated List P4 -Coloring. The next two
claims show that the constructed graph G indeed acts as the logical or of the given input
instances.
B Claim 8. If some input graph Gi∗ ,j ∗ has a clique of size k, then G is annotated P4 -colorable.
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Proof. Let such i∗ , j ∗ ∈ [t0 ] be given, we create an annotated P4 -coloring h : V (G) →
{a, b, c, d} for G. First of all, for all j 6= j ∗ with j ∈ [t0 ], let h(yj ) := a and let h(ŷj ) := c.
Let h(yj ∗ ) := c and let h(ŷj ∗ ) := a. Similarly, for i 6= i∗ we let h(zi ) := a and let h(ẑi ) := c.
Furthermore define h(zi∗ ) := c and h(ẑi∗ ) := a. Hereby, not all vertices in Ŷ have color c,
and not all vertices in Ẑ have color c, such that we satisfy the sets added to S in Step 7 of
the construction.

For all p ∈ Pj for j 6= j ∗ , let h(p) := c. Furthermore, for all e ∈ [n]2 , f ∈ [k]
2
i
i
i
i
and i 6= i∗ with i ∈ [t0 ], we define h(qe,f
) := h(re,f
) = b, h(q̂e,f
) := h(r̂e,f
) = d, and
i
i
h(se,f ) := h(te,f ) = c.
It remains to color the vertices in Pj ∗ and Qi∗ . Let K = {xi1 , . . . , xik } be a clique in
∗
∗
Gi∗ ,j ∗ of size k. For m ∈ [k], ` ∈ [n] let h(pj`,m ) := a if im = `. Otherwise, let h(pj`,m ) := c.
∗

In this way, for each m ∈ [k], the set {yj ∗ } ∪ {pj`,m | ` ∈ [n]} contains a vertex that receives
color a, as desired. We now extend this coloring to Qi∗ . Let e = (e1 , e2 ) ∈ [n]2 and let
i∗
i∗
f ∈ [k]
2 such that f = {f1 , f2 } for f1 < f2 . Let h(qe,f ) := b if the unique neighbor of qe,f in
i∗
i∗
i∗
Pj ∗ has color a. Otherwise, let h(qe,f
) := d. We color re,f
in the same way, thus h(re,f
) := b
i∗
i∗
if its unique neighbor in Pj ∗ has color a, and h(re,f
) := d otherwise. Color q̂e,f
with the only
i∗
i∗
i∗
color in {b, d} \ {h(qe,f
)} and similarly color r̂e,f
with the only color in {b, d} \ {h(re,f
)}.
∗
∗
∗
i∗
Finally, let h(sie,f ) := c if h(q̂e,f
) = d and let h(sie,f ) := a otherwise. Similarly, let h(tie,f ) := c
∗
i∗
if h(r̂e,f
) = d and let h(tie,f ) := a otherwise. This concludes the definition of h. It remains to
show that h is a valid annotated P4 -coloring of G. We split this into three parts.
First of all, we verify that each S ∈ S contains a vertex that does not get color c. For
Ŷ and Ẑ this was verified before. Consider a set {yj } ∪ {pj`,m | ` ∈ [n]} added in Step 8.
Observe that if j 6= j ∗ then yj has color a and we are done. Otherwise, by definition, we
∗
have h(pjim ,m ) := a and thus indeed this set has a vertex of color a. Now consider a set
{sie,f , tie,f , zi } added in Step 9. If i 6= i∗ , vertex zi has color a and we are done. Otherwise if
∗
∗
i = i∗ , we claim that it cannot be the case that h(sie,f ) = h(tie,f ) = c. Suppose towards a
contradiction that indeed both these vertices have color c. By the choice of our coloring, this
i∗
i∗
i∗
i∗
implies that h(q̂e,f
) = h(r̂e,f
) = d and thus h(qe,f
) = h(re,f
) = b. Letting e = (e1 , e2 ) ∈ [n]2
i∗
i∗
and f = {f1 , f2 } for f1 < f2 , that means that qe,f and re,f have their unique neighbor in
∗

∗

Pj ∗ of color a, implying h(pje1 ,f1 ) = h(pje2 ,f2 ) = a. So these edges were constructed in Step 4,
implying xe1 xe2 ∈
/ E(Gi∗ ,j ∗ ). Since xe1 ∈ K and xe2 ∈ K, this contradicts that K is a clique.
Secondly, verify that for all pairs in {u, v} ∈ F , h(u) 6= h(v): we only add sets to F in
Steps 3 and 7. We always ensure in the construction that if {u, v} ∈ F , the two vertices get
different colors.
Thirdly, we verify the coloring of endpoints of edges in G. First of all, consider the edges
added in Step 3 and observe that we always color the endpoints properly in the description
i
i
above: if q̂e,f
gets color d, we color sie,f with c which is allowed; if q̂e,f
has color b, we use
i
i
color a in se,f which is again fine. One may verify that the same holds for edges r̂e,f
tie,f . Now
consider the edges between a vertex u ∈ P and v ∈ Q. If u ∈
/ Pi∗ it follows that h(u) = c.
Since by the lists, h(v) ∈ {b, d} this implies that this edge is properly colored. Similarly,
if v ∈
/ Qj ∗ we obtain h(v) = b and since h(u) ∈ {a, c} we are again done. If u ∈ Pj ∗ and
v ∈ Pi∗ one may observe that the edge uv is properly colored by definition: v has color d
only if it has no neighbors of color a (and h(u) ∈ {a, c} thus implies h(u) = c), and otherwise
v has color b such that the edge is again properly colored by h(u) ∈ {a, c}.
C
B Claim 9. If G has an annotated P4 -coloring h, then there exist i∗ , j ∗ ∈ [t0 ] such that
Gi∗ ,j ∗ has a clique of size k.
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Proof. Since Ŷ , Ẑ ∈ S, there exist i∗ , j ∗ ∈ [t0 ] such that h(ŷj ∗ ) 6= c and h(ẑi∗ ) 6= c, implying
by the lists that h(ŷj ∗ ) = h(ẑi∗ ) = a. Since {ŷj ∗ , yj ∗ } ∈ F and {ẑi∗ , zi∗ } ∈ F (by Step 7) we
∗
obtain that h(yj ∗ ) = h(zi∗ ) = c. Now since {yj ∗ } ∪ {pj`,m | ` ∈ [n]} ∈ S for all m ∈ [k], it
∗

follows that for all m ∈ [k], there exists im ∈ [n] such that h(pjim ,m ) = a. Let x1 , . . . , xn be
the vertices of Gi∗ ,j ∗ , define K := {xi1 , . . . , xik }. We show that K is a size-k clique in Gi∗ ,j ∗
by showing that xim xim0 is an edge for all m 6= m0 . Observe that this then also proves that
all selected vertices are distinct as the input graphs have no self-loops.
Let m, m0 ∈ [k]. Without loss of generality let m < m0 . Suppose towards a contradiction
∗
i∗
that xim xim0 ∈
/ E(Gi∗ ,j ∗ ). Then, in Step 4, we added the edges pjim ,m q(i
and
0
m ,i 0 ),{m,m }
∗

∗

m

i
pjim0 ,m0 r(i
m ,i
∗

0 .
m0 ),{m,m }

∗

i
h(pjim0 ,m0 ) = a. Since b is the only neighbor of a in the P4 , we get h(q(i
m ,i
∗

i
h(r(i
m ,i
∗

m

∗

i
) = b. Since in Step 3 we added {q(i
0 ),{m,m0 }
m ,i
∗

i
{r(i
m ,i

∗

Note that since we choose xim , xim0 ∈ K, it must hold that h(pjim ,m ) =

∗

i
, r̂(i
m ,i

∗

0
m0 ),{m,m }

i
, q̂(i
0 ),{m,m0 }
m ,i

m

i
} to F , we obtain h(q̂(i
m ,i

)=

} and
0 ),{m,m0 }

m
∗

i
) = h(r̂(i
m ,i

0 ) =
m0 ),{m,m }
i
i
i∗
i
d. Since q̂(im ,i 0 ){m,m0 } s(im ,i 0 ),{m,m0 } and r̂(im ,i 0 ){m,m0 } t(im ,i 0 ),{m,m0 } are edges in G (also
m
m
m
m
∗
∗
added in Step 3), we get that h(si(im ,i 0 ),{m,m0 } ) = h(ti(im ,i 0 ),{m,m0 } ) = c. However, note
m
m
i∗
i∗
that {r(i
0 , r(i ,i 0 ),{m,m0 } , zi∗ } ∈ S, by Step 9. These three vertices all have color
m ,i 0 ),{m,m }
m
0
m0 ),{m,m }
∗

m

0
m0 ),{m,m }
∗

0
m0 ),{m,m }
∗

m

c, contradicting that h is a valid annotated P4 -coloring of G.

C

Using the claims above and the bound on the size of V (G) computed earlier, we conclude
that we have given a degree-2 cross-composition to annotated P4 -coloring, such that the
lower bound follows from Theorem 5.
J

4

Gadgets in hard graphs for List H-Coloring

Now we are going back to investigating the List H-Coloring problem, for fixed graphs H.
To transfer the lower bound of Lemma 7 to List H-Coloring for all graphs H which are not
bi-arc graphs, we use a two-step process. First we use an idea of Feder, Hell, and Huang [14]
which allows us to efficiently reduce so-called consistent instances of the List H ∗ -Coloring
problem, where H ∗ is a (simple) bipartite graph naturally associated to H, to equivalent
instances of List H-Coloring on the same vertex set. This implies that List H-Coloring
is at least as hard to sparsify as consistent instances List H ∗ -Coloring, where H ∗ is a
bipartite graph. Then we will develop a number of gadgets to reduce Annotated List
P4 -Coloring to List H ∗ -Coloring on consistent instances, in a way that preserves
sparsification lower bounds. Together, this chain of reductions will prove Theorem 1.

4.1

Bi-arc graphs, associated bipartite graphs, and consistent instances

Recall
1. for
2. for
3. for

that the complexity dichotomy for List H-Coloring was proven in three steps:
reflexive H, the polynomial cases appear to be interval graphs [12],
irreflexive H, the polynomial cases appear to be bipartite co-circular-arc graphs [13],
general graphs, the polynomial cases are the so-called bi-arc graphs [14].

The main idea of showing the final step of the dichotomy was a reduction to the bipartite
case. For a graph H, by H ∗ we denote the associated bipartite graph, defined as follows.
The vertex set of H ∗ is the union of two independent sets: V1 := {x0 | x ∈ V (H)} and
V2 := {x00 | x ∈ V (H)}. The vertices x0 ∈ V1 and y 00 ∈ V2 are adjacent if and only if xy ∈ E.
Note that the edges of type x0 x00 in H ∗ correspond to loops in H.
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As we mentioned in the introduction, bi-arc graphs are defined in terms of a certain
geometric representation, but for us much more convenient will be to use the following
characterization in terms of the associated bipartite graph.
I Theorem 10 (Feder, Hell, and Huang [14]). Let H be an undirected graph, possibly with
loops. The following are equivalent.
1. H is a bi-arc graph.
2. H ∗ is the complement of a circular-arc graph.
Thus the graphs H for which List H-Coloring is NP-hard, are precisely those for
which List H ∗ -Coloring is NP-hard: when H ∗ is not the complement of a circular-arc
graph.
Now let us explain how showing the hardness of List H-Coloring can be reduced
to showing the hardness of List H ∗ -Coloring. Here we need the notion of a consistent
instance of the problem.
I Definition 11. Let F be a connected bipartite graph with bipartition classes X and Y . An
instance (G, L) of List F -Coloring is consistent, if G is bipartite and has a bipartition
into classes A, B ⊆ V (G), such that L(a) ⊆ X for all a ∈ A, and L(b) ⊆ Y for all b ∈ B.
The following Proposition follows from the idea of Feder, Hell, and Huang [14], and
provides a reduction from List H ∗ -Coloring to List H-Coloring that preserves the
vertex set of G. Its exact statement comes from recent work by an overlapping set of
authors [34, 35].
I Proposition 12 (Okrasa et al. [34, 35]). Let H be a graph and let (G, L) be a consistent
instance of List H ∗ -Coloring. Define L0 : V (G) → 2V (H) as L0 (x) := {u | {u0 , u00 }∩L(x) 6=
∅}. Then (G, L) → H ∗ if and only if (G, L0 ) → H.

4.2

Hard bipartite graphs H

The following notion was introduced by Feder, Hell, and Huang [13].
I Definition 13. Let k ≥ 1 and let H be a bipartite graph with bipartition classes X, Y .
Let U = {u0 , . . . , u2k } ⊆ X and V = {v0 , . . . , v2k } ⊆ Y be ordered sets of vertices such
that {u0 v0 , u1 v1 , . . . , u2k v2k } is a set of edges of H. We say that (U, V ) is a special edge
asteroid (or, in short, an asteroid) of order 2k + 1, if for every i ∈ {0, . . . , 2k} there exists a
ui -ui+1 -path Pi,i+1 in H (indices are computed modulo 2k + 1), such that
(a) there are no edges between {ui , vi } and {vi+k , vi+k+1 } ∪ V (Pi+k,i+k+1 ) and
S2k−1
(b) there are no edges between {u0 , v0 } and {v1 , . . . , v2k } ∪ i=1 V (Pi,i+1 ).
Feder, Hell, and Huang showed the following characterization of hard bipartite cases of
List H-Coloring, i.e., bipartite graphs H, whose complement is not a circular-arc graph.
I Theorem 14 (Feder et al. [13]). A bipartite graph H is not the complement of a circular-arc
graph if and only if H contains an induced cycle with at least 6 vertices or an asteroid.
While induced cycles of length at least 6 and asteroids suffice to prove NP-completeness of
List H-Coloring, to prove sparsification lower bounds via Annotated List P4 -Coloring
we need a more local structure. We therefore introduce the following notion.
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I Definition 15. An extended P4 gadget in an undirected simple graph H is a tuple (a, b, c, d, e) of distinct vertices in H, such that all of the following hold:
1. H[{a, b, c, d}] is isomorphic to P4 ,
2. the sets NH (a), NH (c), NH (e) are pairwise incomparable, and
3. the sets NH (b), NH (d) are pairwise incomparable.
Intuitively, if H contains an extended P4 gadget, then the P4 on (a, b, c, d) allows a List
H-Coloring instance to express a homomorphism problem to P4 , while the presence of
vertex e and the incomparability of the neighborhoods allows gadgets to be constructed to
enforce the semantics of the set F and the sequence S in the definition of Annotated List
P4 -Coloring, thereby allowing a reduction from that problem to List H-Coloring. The
gadgets needed to simulate the pairwise constraints from F are given by the next lemma. Its
proof can be found in the full version of the paper [4].
I Lemma 16 (♠). Let H be a bipartite graph which contains an induced cycle of at least 6
vertices or an asteroid. Then there exists an extended P4 gadget (a, b, c, d, e) in H. Moreover,
for every Q ∈ {{a, c, e}, {b, d}} there is a consistent List H-Coloring instance (GQ , L)
containing two distinguished vertices γ1 , γ2 such that a mapping f : {γ1 , γ2 } → Q can be
extended to a proper list H-coloring of (GQ , L) if and only if f (γ1 ) 6= f (γ2 ).
Let us present the high-level idea of the proof of Lemma 16. It is straightforward to observe
that if H contains an induced cycle with consecutive vertices x0 , x1 , . . . , xk−1 , where k ≥ 6,
then we can select a, b, c, d, e to be the consecutive vertices of this cycle, say x0 , x1 , x2 , x3 , x4 .
Furthermore, it is quite easy to construct (GQ , L) for Q ∈ {{a, c, e}, {b, d}}, see Figure 2.

x 1 , x3

x2 , x 4

x 3 , x5

x 1 , x5

x0 , x 2

x 1 , x3

x 3 , x5

x0 , x 4

x 1 , x5

x 0 , x6

x5 , x 7

x4 , x 6

x1 , x 5

x 2 , x6

x1 , x 7

x0 , x 2

x1 , x3

x3 , x 7

x 4 , x6

x3 , x 5

x2 , x 4

x1 , x3

x1 , x 5 , x 7

x3 , x 5 , x 7

Figure 2 A List H-Coloring instance (G{x0 ,x2 ,x4 } , L) satisfying the statement of Lemma 16 in
case that H contains an induced C6 (left) or an induced C8 (right). Vertices γ1 , γ2 are marked gray,
and L(γ1 ) = L(γ2 ) = {x0 , x2 , x4 }.

So let us assume that H contains an asteroid (U, V ), where U = {u0 , u1 , . . . , u2k } and
V = {v0 , v1 , . . . , v2k }. First, we observe that without loss of generality we can assume that
certain minimality conditions concerning (U, V ) and the paths Pi,i+1 of the asteroid are
satisfied. In particular, we consider an inclusion-wise minimal asteroid in H, and each path
Pi,i+1 is induced. We observe that if V (P0,1 ) \ {u0 , v0 , u1 , v1 } contains at least two vertices,
then we can select a, b, c, d to be the middle four vertices of P0,1 , and e to be uk+1 . So in the
remaining case the set V (P0,1 ) ∪ {v0 , v1 } induces a path with 5 vertices (note that by the
definition of an asteroid there are no edges between {u0 , v0 } and {u1 , v1 }). Now we employ
some case analysis and consider possible edges and non-edges that might exist in H. It turns
out that we can always find a suitable extended P4 gadget.
Now let us show an idea how to find (G{a,c,e} , L) (the construction of G{b,d} is analogous).
In each case, when finding an extended P4 gadget, we are also able to construct an auxiliary
gadget (G0 , L) with two special vertices β1 , β2 , such that L(β1 ) = {a, c, e} and L(β2 ) =
{u0 , u1 , uk+1 }, and there is a bijection σ : {a, c, e} → {u0 , u1 , uk+1 } such that:
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G0
σ(a)

δ2

σ(a)

σ(c)

σ(c)

σ(c)

σ(c)

σ(e)

σ(e)

σ(e)

σ(e)

a
c
e

γ2

Figure 3 The construction of (G{a,c,e} , L) as a composition of two copies of G0 and a copy of F .
We have L(γ1 ) = L(γ2 ) = {a, c, e} and L(δ1 ) = L(δ2 ) = {σ(a), σ(c), σ(e)}. Blue lines denote which
mappings of γ1 , δ1 , δ2 , γ2 to the vertices on their lists can be extended to a list homomorphism of
particular gadgets.

(i) in any list H-coloring f of (G0 , L), if f (β1 ) = x (for x ∈ {a, c, e}), then f (β2 ) = σ(x),
(ii) for any x ∈ {a, c, e} there is a list H-coloring f of (G0 , L), such that f (β1 ) = x and
f (β2 ) = σ(x).
Intuitively, (G0 , L) can be used to uniquely translate any x ∈ {a, c, e} appearing as a color of
β1 , to σ(x) appearing as a color of β2 .
The last building block of (G, L) is a graph built by Feder, Hell, and Huang [13, Fig. 3],
which we call the unequal gadget. The unequal gadget is an instance (F, L) of List HColoring with two distinguished vertices δ1 , δ2 , such L(δ1 ) = L(δ2 ) = {u0 , u1 , uk+1 } and
any function f : {δ1 , δ2 } → {u0 , u1 , uk+1 } can be extended to a proper list H-coloring of (F, L)
if and only if f (δ1 ) 6= f (δ2 ).
To build (G, L), we introduce two copies of (G0 , L) and one copy of (F, L), and unify the
appropriate vertices, as shown in Figure 3. Note that the lists of unified vertices agree, so
this operation is safe.
From the gadgets of Lemma 16, we can also make efficient larger gadgets to enforce that
in a large group of vertices, at least one vertex is not colored c. The construction is an
adaptation of a gadget due to Jaffke and Jansen [24]; again the proof can be found in the
full version of the paper [4].
I Lemma 17 (♠). Let H be a bipartite graph which contains an induced cycle of at least 6
vertices or an asteroid, and let (a, b, c, d, e) be an extended P4 gadget in H as guaranteed by
Lemma 16. For any k ≥ 2 one can construct a consistent List H-Coloring instance (G, L)
in polynomial time containing k distinguished vertices γ1 , . . . , γk such that |V (G)| ∈ O(k), and
such that a mapping f : {γ1 , . . . , γk } → {a, c, e} can be extended to a proper list H-coloring
of (G, L) if and only if there exists an i ∈ [k] with f (γi ) 6= c.
Using these gadgets in the two-step process described in the beginning of Section 4, we
now obtain the following.
I Theorem 1. If H is an undirected graph that is not a bi-arc graph, possibly with loops,
then List H-Coloring parameterized by the number of vertices n admits no generalized
kernel of size O(n2−ε ) for any ε > 0, unless NP ⊆ coNP/poly.
Proof. We start by showing that for any bipartite graph H that is not a bi-arc graph, List
H-Coloring allows no nontrivial sparsification. We use a linear-parameter transformation
from Annotated List P4 -Coloring, such that the lower bound follows from Lemma 7.
Since H is bipartite and not a bi-arc graph, it is not the complement of a circular
arc graph [14], and it follows from Theorem 14 that H has an induced cycle of length
at least six or an asteroid. It then follows from Lemma 16 that H has an extended P4
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gadget on distinguished vertices (a, b, c, d, e) of H. Furthermore, there exist two relevant
gadgets as described by Lemma 16. We call the gadget constructed for Q = {a, c, e} the
a, c, e-NOT-gadget, and the one constructed for Q = {b, d} the b, d-NOT-gadget.
Let an instance (G, L, S, F ) of Annotated List P4 -Coloring be given, we show how
e of List H-Coloring. Initialize G
e as G (ignoring the annotations),
to create an instance G
e
where every vertex in G receives the same list it had in G, where now a, b, c, d, e refer to
the vertices of the extended P4 gadget present in H. For any {u, v} ∈ F , if L(u) ⊆ {a, c, e}
e Otherwise, meaning
(implying also L(v) ⊆ {a, c, e}), add a new a, c, e-NOT-gadget to G.
e Identify vertex
that L(u) ⊆ {b, d} and L(v) ⊆ {b, d}, we add a new b, d-NOT-gadget to G.
γ1 of the added gadget with u, and vertex γ2 with v.
For every S = {s1 , . . . , sm } ∈ S, add a new gadget as described by Lemma 17 for k = m
e Note that such a gadget has O(m) vertices. Identify vertex γi of the gadget with
to G.
vertex si for all i ∈ [m].
e is list H-colorable
It is easy to observe from the correctness of the added gadgets, that G
if and only if G had a coloring respecting the annotations.
e Using that P
We continue by bounding the number of vertices in G.
S∈S |S| ≤ 3|V (G)|
and |F | ≤ |V (G)| by definition of Annotated List P4 -Coloring, we get
e = |V (G)| + |V (G)| · O(1) + O(|V (G)|) = O(|V (G)|),
|V (G)|
| {z } |
{z
} | {z }
init

NOT-gadgets

Lemma 17

which is properly bounded for a linear parameter transformation. By Lemma 7, Annotated
List P4 -Coloring does not have a nontrivial sparsification; as we described in the preliminaries linear-parameter transformations transfer such lower bounds; so by Lemma 7 and this
fact there is no nontrivial sparsification for bipartite graphs H that are not bi-arc graphs.
e is consistent, such that the lower bound holds even
Observe that the constructed graph G
for consistent instances of List H-Coloring.
It remains to show the result for non-bipartite graphs H. Let H be an undirected graph
that is not a bi-arc graph, such that H is non-bipartite. Let H ∗ be the associated bipartite
graph of H. Since H is not a bi-arc graph, it follows that H ∗ is not the complement of a
circular arc graph [14, Proposition 3.1]. Since H ∗ is bipartite and irreflexive it follows that
H ∗ is not a bi-arc graph.
As proven above, it follows that List H ∗ -Coloring does not have a generalized kernel
of size O(n2−ε ), unless NP ⊆ coNP/poly. Proposition 12 gives a straightforward linearparameter transformation from List H ∗ -Coloring to List H-Coloring, showing that
the same lower bound holds for List H-Coloring.
J

5

Conclusion

A natural open question is whether analogous results can be obtained for the (non-list) HColoring problem. Despite the obvious similarity of H-Coloring and List H-Coloring,
they appear to behave very differently when it comes to proving lower bounds. All hardness
proofs for List H-Coloring [12, 13, 14, 15, 34], including the proofs in this paper, are
purely combinatorial and focus on the local structure of H. In all of them, we first identify
some “hard” substructure H 0 in H, and then prove the lower bound for H 0 . This can be
done, as we can ignore vertices in V (H) \ V (H 0 ) by not including them in the lists. On
the other hand, all proofs for H-Coloring use some algebraic tools [3, 21, 36, 40] which
allow capturing the global structure of H. We therefore expect similar difficulties in the
case of proving sparsification lower bounds for H-Coloring. Some results on the standard
H-Coloring problem are described in the fourth author’s PhD thesis [38], but they fall
short of a full dichotomy.
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Abstract
The notion of forbidden-transition graphs allows for a robust generalization of walks in graphs. In a
forbidden-transition graph, every pair of edges incident to a common vertex is permitted or forbidden;
a walk is compatible if all pairs of consecutive edges on the walk are permitted. Forbidden-transition
graphs and related models have found applications in a variety of fields, such as routing in optical
telecommunication networks, road networks, and bio-informatics.
We initiate the study of fundamental connectivity problems from the point of view of parameterized complexity, including an in-depth study of tractability with regards to various graph-width
parameters. Among several results, we prove that finding a simple compatible path between given
endpoints in a forbidden-transition graph is W [1]-hard when parameterized by the vertex-deletion
distance to a linear forest (so it is also hard when parameterized by pathwidth or treewidth). On the
other hand, we show an algebraic trick that yields tractability when parameterized by treewidth of
finding a properly colored Hamiltonian cycle in an edge-colored graph; properly colored walks in edgecolored graphs is one of the most studied special cases of compatible walks in forbidden-transition
graphs.
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1

Introduction

Graphs have proved to be an extremely useful tool to model routing problems in a very wide
range of applications. However, we sometimes need to express constraints on the permitted
walks that are stronger than what the standard graph model allows for. For example, in a
road network, there can be a crossroad where drivers are not allowed to turn right. In this
case, many walks in the underlying graph without transition restrictions would correspond
to routes that a driver is not allowed to use. To overcome this limitation, Kotzig introduced
forbidden-transition graphs in [31]. Let G be an undirected graph. A transition in G is
an unordered pair of adjacent edges. Every time a walk in G uses two edges uv and vw
consecutively, we say that the walk uses the transition {uv, vw}. A transition system of
G is a set of transitions in G. A forbidden-transition graph is a tuple (G, T ) of a graph G
together with a transition system T of G.1 We say that a transition is permitted if it is in T
and it is forbidden otherwise. We say a walk is compatible with T or T -compatible if all the
transitions it uses are permitted, that is, in T . We omit reference to T when it is clear from
the context. For notational clarity, it is sometimes useful to refer to the transitions T (v) of a
specific vertex v ∈ V (G), that is, T (v) = {{e, f } ∈ T | e ∩ f = {v}}.
Since their introduction, forbidden-transition graphs and related models have found
applications in a variety of fields, such as routing in optical telecommunication networks [2],
road networks [6], and bio-informatics [15]. Problems of routing, connectivity, and robustness
in those graphs have received a lot of attention but unfortunately, those problems generally
turn out to be algorithmically very difficult, even on very restricted subclasses of graphs. In
[36], Szeider famously proved that even determining the existence of a compatible (elementary)
path between two given vertices of a forbidden-transition graph is NP-complete. Similarly,
many known results about forbidden-transition graphs are proofs of NP-completeness of
problems that are polynomially solvable on standard graphs (e.g. [1], [7], [16], [21], [22], [28],
[29], [36]).
A very interesting specific case of compatible walks in forbidden-transition graphs are
properly colored walks in edge-colored graphs. Here, a graph is given together with a coloring
of its edges and we say that a walk is properly colored if it does not use consecutively two
edges of the same color. These graphs have been introduced by Dorninger in [15] to study
chromosome arrangements. They are a powerful generalization of directed graphs (see [5])
and have been studied by many authors since their introduction. The problem of properly
colored Hamiltonian cycles was the first problem studied on edge-colored graphs and this
problem and its variants (such as longest elementary cycle or spanning trails among many
others) are especially well studied in the literature. We refer the reader to [24] or [5] for
surveys on these problems and to [4], [12], [13], [25], [32] or [33] for recent developments.
Because of their expressiveness and wide range of applications, the study of forbiddentransition graphs is a fast-emerging field and has been the subject of growing attention in
the past decades but we are still very far from understanding them as well as regular graphs.
Our aim in this paper is to study the parameterized complexity of some known NP-complete
problems, in general forbidden-transition graphs as well as in the specific case of edge-colored
graphs. We specifically focus on some problems of great practical interest, such as the
existence of an elementary path or the length of a shortest path between given vertices, the
problem of Hamiltonian cycles, or linkage problems where we try to connect pairs of vertices

1

Our notation rather suggests that (G, T ) is a permitted-transition graph but we use forbidden transitions
in keeping with convention in the literature.
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to linear forest
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treedepth

Figure 1 A hierarchy of graph-width parameters considered in this work. An arrow from a to b
represents the fact that a bound on parameter b imposes a bound on parameter a, but there exist
families of graphs with bounded a and unbounded b. We color a parameter a green if detecting a
compatible s-t path is fixed-parameter tractable with respect to a and red if it is W[1]-hard.

by vertex- or edge-disjoint paths. A very rich toolbox already exists to study fixed-parameter
tractability in standard graphs (see [14] for example) but the generalization of these concepts
to forbidden-transition graphs is widely unexplored and raises many challenges that we hope
to see get more attention in the future.
Our results. First, we study the problem of shortest compatible paths between two vertices
s and t in a forbidden-transition graph. Recall that determining whether there exists a
compatible path between s and t is known to be NP-complete [36]. A simple application
of the color-coding technique shows that this problem is fixed-parameter tractable when
parameterized by the length of the path. We improve upon this observation by showing that
the complexity of finding a shortest compatible path from s to t is actually fixed-parameter
tractable when parameterized by the length of the detour that the forbidden transitions
impose. In other words, determining whether there exists a compatible path of length at most
d(s, t) + k where d(s, t) is the length of the shortest path between s and t in the underlying
graph with no forbidden transitions, is fixed-parameter tractable when parameterized by k.
Our algorithm follows the main ideas of the algorithm for the Exact Detour problem by
Bezáková et al. [10]. The proof is given in the full version [8].
In Section 3, we turn our attention to graph width parameters. The rich ecosystem of
relevant graph-width parameters is depicted on Figure 1; see [35, 37, 19] for the corresponding
boundedness and unboundedness relations on treecut-width.
First, we focus on the NP-complete problem of determining whether there exists a
compatible path between s and t in a forbidden-transition graph. Since the problem is fixedparameter tractable when parameterized by the length of the path, it is also fixed-parameter
tractable when parameterized by the vertex cover number or the treedepth of the graph, as
bounding the vertex cover number or the treedepth of the graph by k bounds the length
of the longest simple path by 2k or 2k − 1, respectively. Our main result is a negative one:
the problem becomes W [1]-hard if one makes one step further to the parameter modulator
to a linear forest, i.e., the number of vertices one has to remove from the graph to turn it
into a union of vertex-disjoint paths. A small tweak of the reduction shows that finding a
Hamiltonian cycle is W [1]-hard with respect to the size of a modulator to treewidth 2. Our
reduction in particular implies hardness for the parameters pathwidth and treewidth (for
both the compatible path and Hamiltonian cycle problems).
On the other hand, we show that if one considers parameters based on edge cuts (as
opposed to vertex cuts, like in treewidth), one can obtain nontrivial tractability results.
Treecut-width is a width notion based on edge cuts, introduced by Wollan [37], and playing
the role of treewidth in the world of the immersion relation. We prove that the problem
of finding a compatible s-t path is fixed-parameter tractable when parameterized by the
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2

treecut-width of the graph.More precisely, the problem can be solved in time k O(k ) · n2 +
O(n3 ) + O (4k · k!)O(3k+1) · n2 where k denotes the treecut-width. The proof is given in
the full version [8].
In the light of the hardness in general forbidden-transition graphs of detecting s-t paths,
the most fundamental connectivity problem, we move to the special case of properly colored
paths in edge-colored graphs. As finding a (simple) properly colored path between given
endpoints in an edge-colored graph is polynomial-time solvable, we focus on the problem of
finding a Hamiltonian cycle. We introduce an algebraic trick that shows that in edge-colored
graphs, finding a properly colored Hamiltonian cycle is fixed-parameter tractable when
parameterized by the treewidth of the graph. More specifically, the problem can be solved in
time 2O(k) · (|V (G)| + |V (T )| + `) where k is the treewidth, T is the tree of the decomposition
and ` is the number of different colors the edges can have. The crucial property of the result
is that `, the number of colors, is not required to be bounded in the parameter and does not
appear in the exponential part of the running-time bound.
After discussing graph-width notions, in Section 5, we move to the Disjoint Paths problem. In this problem, we are given a directed graph and a sequence (s1 , t1 ), (s2 , t2 ), . . . , (sr , tr )
of terminal pairs; the goal is to find compatible paths P1 , P2 , . . . , Pr such that Pi starts in si
and ends in ti and the paths Pi are pairwise edge- or vertex-disjoint.
Observe that the problem quickly becomes hard. Even the setting of properly colored
paths in edge-colored graphs generalizes directed graphs2 and the Disjoint Paths problem
for r = 2 is NP-hard in directed graphs [18]. Furthermore, in general graphs with transitions
the case r = 1 is NP-hard. Hence, we focus on the specific case where the path Pi is required
to be a shortest si -ti path, even in the unrestricted graph. In directed graphs, a tractability
result for this problem has been obtained by Bérczi and Kobayashi [9] for r = 2. This problem
is currently a very active topic and new algorithms have been found very recently for several
variants in the case r = 2. Polynomial algorithms have been developed by Gottschau et al.
[20] and by Kobayashi and Sako [30] for undirected graphs with non-negative weighted edges
and by Bang-Jensen et al. [3] in the directed unweighted case where paths do not have to be
shortest but have bounded lengths. The complexity of the problem is still open for r ≥ 3.
Thus, in this work we focus on the case r = 2 in directed forbidden-transition graphs.
Extending the results of Bérczi and Kobayashi [9], we show that the problem remains
polynomial-time solvable both in edge- and vertex-disjoint cases. An overview is presented
in Section 5 and full proofs can be found in the full version of the paper.

2

Preliminaries

For each n ∈ N we use [n] to denote {1, 2, . . . , n}. Unless stated otherwise, all graphs are
undirected, without self-loops and parallel edges.
Let G be an undirected graph. By V (G) and E(G) we denote the vertex and edge set
of G, respectively. For each v ∈ V (G) we denote by EG (v) the set of edges in G that are
incident with v in G. We omit the subscript G if it is clear from the context. A walk in G
is a sequence (v1 , e1 , v2 , e2 , . . . , e` , v`+1 ) where vi s are vertices of G, ei s are edges of G, and
for every 1 ≤ i ≤ `, the vertices vi and vi+1 are the two endpoints of the edge ei . A walk is
closed if its first vertex is also its last vertex. The length of a walk W equals `, the number
of edges in W . A path is a walk in which no vertex occurs twice, a cycle is a closed walk in
which no vertex occurs twice except the first and last vertex.

2

Consider the reduction that adds an in-neighbor to each si and an out-neighbor to each ti , replaces
each terminal by the corresponding in- or out-neighbor and then replaces each directed edge e with two
undirected edges with two colors according to the direction of e.
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For a graph G, a tree decomposition of G is a pair (T , β) where T is a tree and β : V (T ) →
2V (G) such that the following holds: (i) for every v ∈ V (G), the set {t ∈ V (T ) | v ∈ β(t)}
induces a nonempty connected subtree of T , and (ii) for every uv ∈ E(G), there exists
t ∈ V (T ) with u, v ∈ β(t). That is, the function β assigns to every node t ∈ V (T ) a subset
β(t) ⊆ V (G), often called a bag. It is often convenient to root T at an arbitrary vertex. The
width of a tree decomposition (T , β) equals maxt∈V (T ) |β(t)| − 1, and the treewidth of a
graph is the minimum possible width of its tree decomposition.

3

Graph Width Parameters: Modulator to Linear Forest

Let G be an undirected graph. A modulator to a linear forest of G is a vertex subset
S ⊆ V (G) such that G − S is a disjoint union of paths. The distance k of G to a linear forest
is the minimum size, k, of a modulator to a linear forest. Note that the distance to a linear
forest upper bounds the size of a minimum feedback-vertex set and the treewidth and hence
W[1]-hardness for these two parameters is implied by W[1]-hardness for k. A modulator
to treewidth two of G is a vertex subset S ⊆ V (G) such that G − S has treewidth at most
two. The distance of G to treewidth two is the minimum size of a modulator to treewidth
two. Analogously, the distance to treewidth two upper bounds the treewidth and hence
W[1]-hardness for treewidth is implied by W[1]-hardness for the distance to treewidth two.
In this section, we first show that finding long paths or cycles is W[1]-hard with respect
to the distance k to a linear forest. Moreover, assuming the Exponential Time Hypothesis
(ETH), no f (k) · no(k/ log k) -time algorithm can exist. Informally, the ETH states that 3-SAT
on n-variable formulas cannot be solved in 2o(n) time, see [27, 26]. We obtain the following.
I Theorem 1. Let (G, T ) be forbidden-transition graph and s, t two vertices in G. Let ` be
a positive integer and let k be the distance of G to a linear forest. For each of the following,
it is W[1]-hard with respect to k to decide and, moreover, an f (k) · no(k/ log k) -time decision
algorithm contradicts the ETH:
(i) whether G contains a compatible s-t path,
(ii) whether G contains a compatible s-t path of length at least `,
(iii) whether G contains a compatible cycle, and
(iv) whether G contains a compatible cycle of length at least `.
Proof. We first give a reduction to prove hardness of Item i. Observe that Item ii follows
from Item i. We then modify the construction to obtain Item iii and Item iv.
Our reduction is from the Partitioned Subgraph Isomorphism (PSI) problem. Herein,
we are given two graphs G and H, where V (H) = [nH ] for some positive integer nH , and a
vertex coloring col : V (G) → V (H) of the vertices of G with colors that one-to-one correspond
to the vertices of H. Moreover, each vertex of H is incident with at least one edge and for
each edge {u, v} ∈ E(G) we have col(u) 6= col(v). We want to decide whether H is isomorphic
to a subgraph of G while respecting the colors, that is, whether there is an injective mapping
φ : V (H) → V (G) such that for all u ∈ V (H) we have col(φ(u)) = u and for all {u, v} ∈ E(H)
we have {φ(u), φ(v)} ∈ E(G). In that case, we also say that φ is a subgraph isomorphism from
H into G. In the following we let mH = |E(H)|. Observe that nH ≤ 2mH since each vertex
of H is incident with at least one edge. Since PSI contains Multicolored Clique [17] as
a special case, PSI is W[1]-hard with respect to mH . Moreover, Marx [34, Corollary 6.3]
observed that an f (mH ) · no(mH / log mH ) -time algorithm for PSI would contradict the ETH.
Our construction works as follows: we first build a path from s to a vertex t1 . This path
is the concatenation of nH subpaths P 1 , . . . , P nH where each subpath is associated with
a vertex of H. The subpath P i contains a vertex for each edge of G incident to a vertex
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Figure 2 An illustration of our construction. We use colors to denote edges that have to be used
consecutively because of the set of permitted transitions. For example, the two dark yellow edges
correspond to a vertex u of G in the vertex-selection gadget for vertex i of H and the four blue
edges correspond to an edge e of G in the edge-selection gadget for the pth edge of H.

colored i. We then use an extra vertex and an appropriate transition system so that one can
choose any vertex v of G with color i and connect the endpoints of P i with a compatible
path that skips the vertices of P i that denote an edge adjacent to v. This comes down to
choosing φ(i) = v. Finally, we connect t1 to t by a sequence of gadgets each associated with
an edge of H. Choosing a path through a gadget comes down to mapping an edge uv of
H to an edge wx of G. Our transition system then requires the path in the gadget to visit
the two vertices of P that denote the edge wx, which can only be done without repeating
vertices if those vertices have been skipped between s and t1 . This means that the endpoints
of wx have to be the vertices we chose as φ(u) and φ(v). By ensuring that there is an edge
between φ(u) and φ(v), we prove that φ is a subgraph isomorphism.
I Construction 2. Let (G, H, col) be an instance of PSI, where V (H) = [nH ]. For each
i ∈ [nH ] define Vi = {v ∈ V (G) | col(v) = i}. For each i ∈ [nH ] define Ei = {e ∈ E(G) | ∃u ∈
Vi : u ∈ e}. We construct a forbidden-transition graph (G? , T ) as follows, see Figure 2 for
an illustration. We begin with G? being empty. We will specify T by giving the permittedtransition sets T (v) for the individual vertices v ∈ V (G? ). Below, we specify
T (v) only for a

subset of V (G? ). For all the remaining vertices v, we put T (v) = E(v)
(recall
that E(v) is
2
the set of edges in G? that are incident with v). Introduce new vertices s, t, t1 into G? . We
construct the vertex-selection gadgets as follows.
Introduce a path P from s to t1 into G? ; we specify the number of vertices on P indirectly
below. For each internal vertex v ∈ V (P ) put T (v) = {{{u, v}, {v, w}}} where u and w
are the neighbors of v in P . Additional edges and transitions for the vertices on P will be
introduced below. Partition P into nH disjoint paths P 1 , . . . , P nH ; we specify the number of
vertices in each of these paths in the next step.
For each i ∈ [nH ], proceed as follows. Let (eia )a∈[ri ] be an ordering of Ei such that, for
each v ∈ Vi , the edges in E(v) form a segment in (eia ) (observe that such an ordering exists
since the endpoints of each edge in E(G) have two different colors). Set the number of
vertices in P i to ri + 4. For each a ∈ [ri ] denote the a + 2-th vertex on P i by xia . We say
that vertex xia corresponds to the edge eia of G. (We keep the first two and last two vertices
of P i unnamed.)
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Next, introduce a vertex y i and for each vertex v ∈ Vi proceed as follows. Let pre(v)
be the vertex in P i that directly precedes on P i the first vertex corresponding to an edge
in EG (v). Similarly, let post(v) be the vertex in P i that directly succeeds on P i the last
vertex corresponding to an edge in EG (v). For later, it is useful to observe that all vertices
on P i strictly between pre(v) and post(v) correspond to edges in EG (v). Now add the
edges {pre(v), y i } and {y i , post(v)} to G? and the transition {{pre(v), y i }, {y i , post(v)}}
to T (y i ). Moreover, add the transition {{u, pre(v)}, {pre(v), y i }} to T (pre(v)) where u is the
vertex on P i preceding pre(v) (if any), and add the transition {{y i , post(v)}, {post(v), w}}
to T (post(v)), where w is the vertex on P i succeeding post(v). This finishes the construction
of the vertex-selection gadgets, but further edges and transitions may be introduced later to
the vertices of P .
We now construct the edge-verification gadgets. Let (e1 , . . . , emH ) be an arbitrary ordering
of the edges in E(H). For each p ∈ [mH ] proceed as follows. Introduce three vertices z1p ,
z2p , and z3p . Let {i, j} = ep where i > j. For each edge e ∈ Ei ∩ Ej of G proceed as follows.
Let a(e) be the index of e in the ordering (eia ) defined for vertex i when constructing the
vertex-selection gadget. Similarly, let b(e) be the index of e in the ordering (eja ) defined for j.
Introduce the following edges into G? :
{z1p , xia(e) },

{xia(e) , z2p },

{z2p , xjb(e) },

and

{xjb(e) , z3p }.

Furthermore, add the following transitions:
{{z1p , xia(e) }, {xia(e) , z2p }} to T (xia(e) ),
{{z2p , xjb(e) }, {xjb(e) , z3p }} to T (xjb(e) ), and
{{xia(e) , z2p }, {z2p , xjb(e) }} to T (z2p ).
To conclude the construction of the edge-verification gadgets, add the following edges:
{t1 , z11 }; for each p ∈ [mH − 1] the edge {z3p , z1p+1 }; and {z3mH , t}. This concludes the
?
construction of G? and
 T (G ) (recall that for vertices v for which we left T (v) unspecified
E(v)
we put T (v) = 2 ).
y
Observe that Construction 2 can be carried out in polynomial time. We claim that the
distance to linear forest of G? is at most nH + 3mH ≤ 5mH . Let Z = {z1p , z2p , z3p | p ∈ [mH ]}
and Y = {y i | i ∈ [nH ]}. Note that the only vertices in G? − (V (P ) ∪ {t}) are in Y ∪ Z.
Moreover, no edges between two vertices on P have been introduced into G? . Thus, Y ∪ Z
is a modulator to a linear forest and G? has distance at most 5mH to a linear forest. If
Construction 2 is correct, by the properties of PSI it thus follows that deciding whether a
graph has a compatible s-t path is W[1]-hard with respect to the distance, k, to a linear
forest, and that an f (k)no(k/ log k) -time decision algorithm contradicts the ETH. We next
show the correctness of Construction 2.
Correctness. We now show that (G? , T ) contains a compatible s-t path if and only if there
is a subgraph isomorphism from H into G.
Suppose first that there is a subgraph isomorphism φ from H into G. Construct an s-t
walk P ? by concatenating the following path segments (observe while reading the construction,
that P ? is compatible):
1. The subpath on P from s to pre(φ(1)).
2. The three vertices pre(φ(1)), y 1 , post(φ(1)).
3. For each i = 2, 3, . . . , nH take:
a. The subpath on P from post(φ(i − 1)) to pre(φ(i)).
b. The three vertices pre(φ(i)), y i , post(φ(i)).
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4. The subpath on P from post(φ(nH )) to t1 .
5. For each p = 1, 2, . . . , mH , let ep be the pth edge of H according to the ordering of E(H)
fixed in Construction 2, let ep = {i, j}, where i > j, let e = {φ(i), φ(j)}, let a(e) be the
index of e in the ordering (eia ) and b(e) the index of e in the ordering (eja ). Take the
vertices z1p , xia(e) , z2p , xjb(e) , and z3p .
6. The edge {z3mH , t}.
This concludes the construction of P ? . Suppose, for a contradiction, that P ? is not a path,
that is, there is a vertex v in G? which is contained twice in P ? . Since V (G) is partitioned
into V (P ), Y , Z, and {t} and each vertex of Y and Z occurs only once in the definition of
P ? , we have v ∈ V (P ). Since each segment in the construction of P ? is a path, the two
occurrences must be in different segments. Observe that all segments of P ? in steps 1 to 4
that are contained in V (P ) are pairwise disjoint subpaths of P . Furthermore, all vertices in
V (P ) used in the segments constructed in step 5 are pairwise distinct. Thus, there is one
occurrence of v in steps 1 to 4, and one in step 5. Moreover, v corresponds to some edge e of
G. However, according to the steps 1 to 4, vertex v corresponds to some edge which is not
incident to a vertex in φ(V (H)) and, according to step 5, vertex v corresponds to some edge
which is incident to a vertex in φ(V (H)), a contradiction. Thus, indeed, P ? is a compatible
s-t path, as required.
Now suppose that (G? , T ) contains a compatible s-t path P ? . Obviously, P ? starts with a
subsegment of P . By construction of the transitions on vertices on P , at each internal vertex
of P , the path P ? may either continue on P or go to some vertex of Y . Moreover, whenever
P ? traverses a vertex of Y , it immediately returns to P with the next vertex. Path P ? hence
begins with a segment which starts at s, alternatingly contains a sequence of vertices on
P and a vertex of Y , and ends at t1 . Let Y 0 = Y ∩ V (P ? ) (we show below that Y 0 = Y ).
Observe that, for each vertex y i ∈ Y 0 , there exists v ∈ Vi such that P ? contains the edges
{pre(v), y i } and {y i , post(v)}, by the transitions defined for y i . Define a (partial) function
φ : V (H) → V (G) as follows. For each i ∈ [nH ] such that yi ∈ Y 0 put φ(i) = v, where v is as
defined above. For later, put P1? to be the segment of P ? from s to t1 and put P2? to be the
segment of P ? from t1 to t. Observe that P1? contains precisely all vertices of P except those
that correspond to edges in G which are incident to the vertices of φ(Y 0 ).
To show that φ is total and that φ is a subgraph isomorphism from H into G, we now
argue that P2? contains z2p for each p ∈ [mH ]. Since P2? is a path, it starts with the edge
{t1 , z11 }. Moreover, by the edges and transitions of the vertices z1p , xia , z2p , and z3p (p ∈ [mH ],
i ∈ [nH ], a ∈ N), whenever P2? traverses a vertex z1p , p ∈ [mH ], it next traverses some vertex
xia , then the vertex z2p , some vertex xjb , and the vertex z3p for some i, j ∈ [nH ] where i > j.
Moreover, after z3p , path P2? traverses either z1p+1 (if p < mH ) or t (if p = mH ) because the
only other vertices that P2? may traverse after z3p are vertices xja0 and, by their transitions, P2?
would then have to contain z2p a second time. Concluding, P2? contains z2p for each p ∈ [mH ].
Let p ∈ [mH ] and let ep be the pth edge of H according to the ordering of E(H) fixed in
Construction 2. Let ep = {i, j} with i > j. As argued above P2? contains z2p . Let xia and xjb
be the vertices that P2? traverses before and after z2p . By the transitions of z2p , the vertices
xia and xjb correspond to the same edge of G. Denote this edge by fp . We now show that the
edges fp , p ∈ [mH ], ensures that φ is total and a subgraph isomorphism.
First, to see that φ is total, recall that each vertex i ∈ V (H) is incident with at least one
edge. Say i is incident with edge ep . Let xia be the vertex that corresponds to an edge in G
incident with a vertex of color i and that led to the definition of fp , that is, P2? traverses xia
before or after zp2 . Now recall that P1? contains all vertices of P except those that correspond
to the edges incident with vertices in φ(Y 0 ). Since P1? and P2? are internally vertex-disjoint,
i ∈ Y 0 . It thus follows that φ is total.
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To see that φ is a subgraph isomorphism, take any edge ep ∈ E(H). Consider the edge
fp and the two vertices xia and xjb that led to the definition of fp , that is, xia and xjb are
traversed either before or after zp2 . By the construction of the edges of zp2 , we have ep = {i, j}.
We again use the property that P1? contains all vertices of P except those that correspond to
the edges incident with vertices in φ(Y 0 ). Since xia and xjb are not in P1? , they correspond
to an edge incident with both φ(i) and φ(j), that is, fp = {φ(i), φ(j)}. Thus, indeed φ is a
subgraph isomorphism, as required. This concludes the proof of Theorem 1 Item i. Observe
that Item ii is implied by Item i. The remaining parts are proved below.
Cycles. We now adapt Construction 2 to obtain Theorem 1 Item iii. To this end, we
simply add the edge {s, t} to G? (and update the permitted transitions of s and t to allow
for combining {s, t} with every other edge). Call the resulting graph G?C . Observe that
G?C − (Y ∪ Z) is a path with vertex set V (P ) ∪ {t}, and hence G?C has distance to a linear
forest at most 5mH .
We claim that there is a compatible s-t path in G? if and only if there is a compatible cycle
in G?C . The forward direction is trivial. For the backward direction, let C ? be a compatible
cycle in G?C . We show that C ? contains {s, t}. For a contradiction, assume it does not. Thus,
C ? is a cycle in G? . By the transitions of the vertices in P , cycle C ? does not contain an edge
in P nor does it contain a vertex in Y . Let G?1 = (V (G? ) \ Y, E(G? ) \ E(P )) and observe
that C ? is a cycle in G?1 . Observe that V (P ) is an independent set in G?1 . Thus each cycle
(not necessarily compatible) can be written as z2p , xia , z1p , xib , z2p or z2p , xia , z3p , xib , z2p for the
corresponding values of p, i, a, and b. However, by the transitions of z2p , none of these cycles
is compatible, a contradiction. Thus, C ? contains {s, t}. Hence, removing {s, t} from C ?
gives an s-t path in G? , concluding the proof. Observe that Item iv follows from Item iii. J
We now adapt Construction 2 to prove that it is W[1]-hard with respect to the distance
to treewidth two to check whether there is a compatible Hamiltonian cycle.
I Theorem 3. Let G be a graph and k 0 its distance to treewidth two. It is W[1]-hard with
respect to k 0 to decide whether G contains a compatible Hamiltonian cycle and, moreover, an
0
0
f (k 0 ) · no(k / log k ) -time decision algorithm contradicts the ETH.
Proof. To prove this theorem, we use Construction 2 and add a gadget that allows an
s-t path in G? to collect all so-far untraversed vertices, wherein we use transitions to not
disturb the structure of G? . The basic observation that we use is that the path P ? we have
constructed in the correctness proof for detecting s-t paths above contains all vertices of G?
except segments of the path P . The idea now is to add a path Q which runs “parallel” to P
(like a skewed ladder) and which starts after t and ends in s. Using transitions we allow the
solution in each vertex v of Q to either continue to the next vertex of Q or to traverse the
vertex parallel to v on P and then immediately return to the next vertex after v on Q. This
allows the solution to traverse all vertices it missed on the traversal from s to t. Since Q is
parallel to P , removing Y ∪ Z will result in a graph of treewidth two.
The formal construction is as follows. Construct a forbidden-transition graph (G?1 , T1 )
from (G? , T ) by initially putting (G?1 , T1 ) = (G? , T ). Let n = |V (P )| − 2. Add a path Q
consisting of n + 1 vertices to G?1 and identify the first and last vertex of Q with s and t,
respectively. Let v1 , v2 , . . . , vn be the internal vertices of P and t = u1 , u2 , . . . , un+1 = s the
vertices of Q. For each i ∈ [n] proceed as follows. Add the edges {ui , vi }, and {vi , ui+1 }.
Then, update the transition system T1 by adding the transitions {{ui , vi }, {vi , ui+1 }} to
T1 (vi ). This finishes the construction of G?1 and its transition system (as before, for all
vertices with unspecified transition systems we allow all transitions).
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Let G̃?1 = G?1 − (Y ∪ Z ∪ {s, t}). We claim that G̃?1 has treewidth two. Observe that this
graph consists only of the vertices in P and Q except for s and t. Now observe that, by the
definition of the edges between P and Q, the following bags give a path decomposition for
G̃?1 of width two. Note that we specify a bag containing t = u1 for easier notation:
{u1 , u2 , v1 }, {u2 , v1 , v2 }, . . . , {ui , ui+1 , vi }, {ui+1 , vi , vi+1 }, . . . , {un−1 , un , vn−1 }, {un , vn−1 , vn }.

Thus Y ∪ Z ∪ {s, t} is a modulator of G?1 to treewidth two, meaning that G?1 has distance
to treewidth two at most 5mH + 2, as required.
Finally, one can show that (G?1 , T1 ) contains a compatible Hamiltonian cycle if and only
if (G? , T ) contains a compatible s-t path; the details are given in the full version [8].
J

4

Graph Width Parameters: Edge-Colored Graphs and Treewidth

Our main result on properly colored paths and cycles in edge-colored graphs of bounded
treewidth is as follows:
I Theorem 4. Given an undirected graph G with an edge coloring λ : E(G) → [`] and a tree
decomposition (T , β) of G of width less than k, one can verify whether G admits a properly
colored Hamiltonian Cycle in deterministic time 2O(k) · O(|V (G)| + |V (T )| + `).
The main highlight of Theorem 4 is the lack of the dependency on ` in the exponential part
of the running time bound. For sake of simplicity, we do not analyze in detail the base of the
exponent in the running time bound of the algorithm of Theorem 4.
To show the main novel ideas of the proof, in this extended abstract we sketch a simpler
algorithm with 2O(k log k) dependency on the parameter in the running time bound. The
complete proof of Theorem 4 can be found in the full version of the paper [8].
To this end, consider the naive dynamic programming algorithm for Hamiltonian Cycle
in graphs of bounded treewidth, as described e.g. by Ziobro and Pilipczuk [39]. Let G be a
graph and (T , β) a tree decomposition of G of width less than k. We treat T as a rooted
tree. Every bag t ∈ V (T ) induces a separation of order at most k between the vertices in
bags in the descendants of t and the rest of the graph.
More formally, for every t ∈ V (T ), let Gt be the subgraph of G induced by all vertices
appearing in bags β(s) for s being descendants of t in T (including t itself), except for the edges
with both endpoints in β(t), and Ḡt be the subgraph of G induced by β(t) and all vertices of
G appearing in bags β(s) for s not being a descendant of t. Then, V (Gt ) ∩ V (Ḡt ) = β(t)
and E(G) = E(Gt ) ] E(Ḡt ), and there are no edges between V (Gt ) \ β(t) and V (Ḡt ) \ β(t).
For a node t ∈ V (T ), a partial solution is a family of vertex-disjoint paths in Gt with
both endpoints in β(t) covering all vertices of Gt (here we allow paths of length 0 consisting
of a single vertex in β(t)). The trace of a partial solution P consists of
a function f : β(t) → {0, 1, 2}, where f (v) is the degree in P of a vertex in β(t), and
a matching M on f −1 (1), pairing up the endpoints of the paths from P .
The crucial observation is that two partial solutions with the same trace are indistinguishable
from the point of view of completing them into a Hamiltonian cycle with a set of paths in
Ḡt , so, to check if G admits a Hamiltonian cycle, the algorithm may only keep a set A(t) of
these traces for which there exists a partial solution in Gt . Observe that there are 2O(k log k)
possible traces. Together with slightly tedious, but straightforward operations between the
nodes of the tree decomposition, this gives 2O(k log k) · O(|V (G)| + |V (T )|)-time algorithm.
Let us now move to the regime of properly colored Hamiltonian cycles. The graph G
comes with an edge coloring λ : E(G) → [`] and we ask whether G admits a properly colored
Hamiltonian cycle. While the notion of a partial solution remains the same, to maintain the
property that two partial solutions with the same trace are equivalent, the trace needs to be
augmented with the following extra information:
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a function ζ : f −1 (1) → [`], where ζ(v) is the color of the unique edge of P incident
with v.
If we follow the outline of the naive dynamic programming algorithm, we obtain an algorithm
with running time 2O(k(log k+log `)) · O(|V (G)| + |V (T )| + `), as there are up to `k choices for
the function ζ.
Fix a node t and let A(t) be the family of all traces of partial solutions in Gt . For a
fixed function f and a matching M let A(t, f, M ) = {ζ | (f, M, ζ) ∈ A(t)}. The crux of our
approach lies in the following lemma:
I Lemma 5. Fix a node t ∈ V (T ), a function f : β(t) → {0, 1, 2}, and a matching M on
f −1 (1). Let Z = f −1 (1). Then one can in time polynomial in |A(t, f, M )| and 2|Z| find a
subfamily A0 ⊆ A(t, f, M ) of size at most 2|Z| such that if there exists a trace (f, M, ζ) with
ζ ∈ A(t, f, M ) such that a partial solution with this trace can be completed to a properly
colored Hamiltonian cycle, then there exists a trace (f, M, ζ 0 ) with ζ 0 ∈ A0 such that a partial
solution with this trace can also be completed to a properly colored Hamiltonian cycle.
If we augment the naive algorithm to shrink every A(t, f, M ) using Lemma 5, we obtain
a bound of 2O(k log k) on the size of the shrunk set A0 (t), leading to 2O(k log k) · O(|V (G)| +
|V (T )| + `)-time algorithm, as promised.
Proof of Lemma 5. If |A(t, f, M )| ≤ 2|Z| , then there is nothing to do, so assume otherwise.
Let F be a finite field of size larger than `. Let us identify the color range [`] with `
non-zero elements of F. Henceforth we assume that λ and all functions of A(t, f, M ) have
values in F \ {0}.
For a function ζ : Z → F we define a function πζ that takes a function ζ 0 : Z → F as an
argument and is defined as
Y
πζ (ζ 0 ) =
(ζ(z) − ζ 0 (z)).
z∈Z

Then, πζ (ζ 0 ) = 0 if and only if there exists v ∈ Z with ζ(z) = ζ 0 (z). The function πζ can be
interpreted as a multilinear polynomial of degree |Z| with |Z| variables, (xz )z∈Z , being the
values of the argument ζ 0 . For every function ζ : Z → F, let vζ be a vector over F of length
2|Z| , indexed by multilinear monomials over (xz )z∈Z with the coefficients of πζ .
Let P0 be a partial solution with a trace (f, M, ζ0 ), ζ0 ∈ A(t, f, M ), such that P0 can be
extended to a properly colored Hamiltonian cycle C and define Q := E(C) \ E(P0 ) ⊆ E(Ḡt ).
For every z ∈ Z, the vertex z is incident with exactly one edge of Q; let ζQ (z) be the color
of this edge. Since C is properly colored, πζ0 (ζQ ) 6= 0.
Let P be a partial solution with a trace (f, M, ζ), ζ ∈ A(t, f, M ). Then, P ∪ Q is a
Hamiltonian cycle, but not necessarily properly colored. Furthermore, it is properly colored
if and only if πζ (ζQ ) 6= 0.
Let wQ be a vector over F of length 2|Z| , indexed again by multilinear monomials over
Q
(xz )z∈Z , with a value at I ⊆ Z equal to z∈I ζQ (z). Then, πζ (ζQ ) = vζ · wQ .
Consequently, it suffices to select A0 ⊆ A(t, f, M ) such that {vζ | ζ ∈ A0 } spans the same
subspace as {vζ | ζ ∈ A(t, f, M )}. As the vectors vζ have dimension 2|Z| , such A0 of size at
most 2|Z| can be found by Gaussian elimination.
J
The proof above contains most of the novel ideas to get Theorem 4. To obtain the
promised running-time bound one needs to merge the ideas of the proof of Lemma 5 with the
so-called rank-based approach [11]. The details are given in the full version of the paper [8].
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5

Two Disjoint Shortest Paths

Given a directed graph G = (V, E), a length function w : E → R≥0 and two pairs of vertices
(s1 , t1 ),(s2 , t2 ) in G, the Directed Two Disjoint Shortest Paths Problem (2-DSPP)
asks to find two disjoint paths P1 and P2 in G (vertex-disjoint or edge-disjoint, depending on
the variant) such that Pi is a shortest path from si to ti . Bérczi and Kobayashi showed that
this problem is polynomial-time solvable assuming that every dicycle has positive length, in
contrast to the NP-hardness of the general 2-DSPP problem [9].
Suppose that our instance graph is now given with a prescribed transition system
T = {T (v) | v ∈ V (G)}. A natural generalization of the previous problem is finding two
disjoint (vertex-disjoint or edge-disjoint) paths P1 and P2 in G such that for i = 1, 2 the path
Pi is a shortest si -ti path even in the associated graph G with no transition restrictions, and is
also T -compatible. We define this problem to be 2-DSPP with transition restrictions.
A reasonable question to ask is whether this generalization remains polynomial-time solvable,
assuming that every dicycle has positive length, and we give a positive answer to this question.
I Theorem 6. If the length of every directed cycle is positive, 2-DSPP with transition
restrictions (both the edge-disjoint and vertex-disjoint variants) is solvable in polynomial time.
Roughly speaking, we show that transition restrictions are not a barrier for using the
strategy of Bérczi and Kobayashi [9].
For the edge-disjoint case, we follow their method, which reduces the problem of Edge
Disjoint 2-DSPP to finding a path in a graph G constructed from the input graph G.
The key observation of the algorithm from [9] is that this problem can be further reduced
to finding disjoint paths between given pairs of vertices in an acyclic graph. Although
finding a T -compatible path between a given pair of vertices in a general graph with a given
transition system T is NP-hard [36], we show that finding a path and even two-disjoint paths
between given pairs of vertices in a directed acyclic graph with a given transition system is
polynomial-time solvable. Based on that, we show that we need to delete edges of G which
correspond to forbidden transitions of G with respect to T and it suffices to find the path in
the remaining subgraph of G. We give the details in the full version of the paper [8].
For the vertex-disjoint case, however, we cannot use their method directly since part of
the information of transitions will be lost during the procedure. To keep the full information
of transitions, we need to introduce parallel edges between two copies v − and v + of every
vertex v. For each incoming edge of v, there exists a private parallel edge that “remembers”
which outgoing edges can be reached from that incoming edge. We use a strategy similar to
the edge-disjoint case but we need to be careful to make sure that the two paths are not only
edge-disjoint but also vertex-disjoint. The details are given in the full version of the paper.

6

Conclusion

We would like to conclude our work with posing one open problem that eluded us during
this research. The NP-hardness reduction of Szeider [36] for finding a (simple) path between
two vertices of a forbidden-transition graph can be easily modified to prove that it is also
NP-hard to find a (simple) compatible cycle in a forbidden-transition graph. In contrast, in
edge-colored graphs finding any properly colored cycle is polynomial-time solvable [23, 38].
But what about finding a long properly colored cycle? More precisely, given an edge-colored
graph G and an integer k we ask whether G admits a simple properly colored cycle of length
at least k. Is this problem fixed-parameter tractable when parameterized by k? As the
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notion of properly colored walks in edge-colored graphs generalizes walks in directed graphs,
the problem in question is more general than finding a cycle of length at least k in a directed
graph.
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Abstract
Let P = {p0 , . . . , pn−1 } be a set of points in Rd , modeling devices in a wireless network. A range
assignment assigns a range r(pi ) to each point pi ∈ P , thus inducing a directed communication
graph Gr in which there is a directed edge (pi , pj ) iff dist(pi , pj ) 6 r(pi ), where dist(pi , pj ) denotes
the distance between pi and pj . The range-assignment problem is to assign the transmission ranges
such that Gr has a certain desirable property, while minimizing the cost of the assignment; here the
P
cost is given by
r(pi )α , for some constant α > 1 called the distance-power gradient.
pi ∈P
We introduce the online version of the range-assignment problem, where the points pj arrive one
by one, and the range assignment has to be updated at each arrival. Following the standard in online
algorithms, resources given out cannot be taken away – in our case this means that the transmission
ranges will never decrease. The property we want to maintain is that Gr has a broadcast tree rooted
at the first point p0 . Our results include the following.
We prove that already in R1 , a 1-competitive algorithm does not exist. In particular, for
distance-power gradient α = 2 any online algorithm has competitive ratio at least 1.57.
For points in R1 and R2 , we analyze two natural strategies for updating the range assignment
upon the arrival of a new point pj . The strategies do not change the assignment if pj is
already within range of an existing point, otherwise they increase the range of a single point,
as follows: Nearest-Neighbor (nn) increases the range of nn(pj ), the nearest neighbor of pj ,
to dist(pj , nn(pj )), and Cheapest Increase (ci) increases the range of the point pi for which
the resulting cost increase to be able to reach the new point pj is minimal. We give lower and
upper bounds on the competitive ratio of these strategies as a function of the distance-power
gradient α. We also analyze the following variant of nn in R2 for α = 2: 2-Nearest-Neighbor
(2-nn) increases the range of nn(pj ) to 2 · dist(pj , nn(pj )),
We generalize the problem to points in arbitrary metric spaces, where we present an O(log n)competitive algorithm.
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1

Introduction

Consider a collection of wireless devices, each with its own transmission range. The transmission ranges induce a directed communication network, where each device pi can directly send
a message to any device pj in its transmission range. If pj is not within range, a message
from pi can still reach pj if there is a path from pi to pj in the communication network. The
energy consumption of a device depends on its transmission range: the greater the range,
the more power is needed. This leads to the range-assignment problem: assign transmissions
ranges to the devices such that the resulting network has some desired connectivity property,
while minimizing the total power consumption.
Mathematically we can model the problem as follows. Let P = {p0 , . . . , pn−1 } be a set
of n points in Rd . For an assignment r : P → R>0 , let Gr be the directed graph on the vertex
set P obtained by putting a directed edge from a vertex pi to a vertex pj iff dist(pi , pj ) 6 r(pi ),
where dist(pi , pj ) denotes the distance between pi and pj . We call Gr the communication
graph on P induced by the range assignment r. The cost of a range assignment r is defined as
P
costα (r) := pi ∈P r(pi )α , where α > 1 is called the distance-power gradient. In practice, α
typically varies from 1 to 6 [15]. We then want to find a range assignment that minimizes the
cost while ensuring that Gr has some desired property. Properties that have been investigated
in this context include strong connectivity [9, 14], h-hop strong connectivity [8, 10, 14],
broadcast capability – here Gr must contain a broadcast tree (that is, an arborescence)
rooted at the source point p0 – , and h-hop broadcast capability [2, 13]; see the survey by
Clementi et al. [6] for an overview of the various range-assignment problems. Most previous
work considered the Euclidean setting. There has been some work on arbitrary metric spaces
for the strong connectivity version [4, 12]. (Note that while the 2-dimensional version seems
the most relevant setting, the distances may not be Euclidean due to obstacles that reduce
the strength of the signal of a device.)
In this paper we focus on the broadcast version of the range-assignment problem. This
version can be solved optimally in a trivial manner when α = 1, by setting r(p0 ) :=
max06i<n dist(p0 , pi ) and r(pi ) := 0 for i > 0. Clementi et al. [7] showed a polynomial time
algorithm for the 1-dimensional problem when α > 2. Moreover, Clementi et al. [5] showed
the problem is NP-hard for any α > 1 and any d > 2. Clementi et al. [7], Clementi et
al. [5], and Wan et al. [17] also showed that the problem can be approximated within a
factor c · 2α for any α > 2 and for a certain constant c. Furthermore, Clementi et al. [5]
showed that for any d > 2 and for any α > d, there is a function f : N × R → R such that
the problem can be approximated within a factor f (d, α) in the d-dimensional Euclidean
space. Fuchs [11] showed that for d = 2, the problem remains NP-hard even for so-called
well-spread instances for any α > 1. In dimension d > 3, he also showed that the problem
is NP-hard to approximate within a factor of 51/50 when α > 1; the result also holds for
well-spread instances when α > d.
Our contribution. We study the online version of the broadcast range-assignment problem.
Here the points p0 , p1 , . . . , pn−1 come in one by one, and the goal is to maintain a range
assignment r such that Gr contains a broadcast tree on the currently inserted points, rooted
at the first point p0 . Of course one can simply recompute the assignment from scratch, but
in online algorithms one requires that resources that have been given out cannot be taken
back. For the range assignment problem this means that we are not allowed to decrease the
range of any point. In fact, our algorithms have the useful property that upon arrival of each
point, we change the current range assignment only minimally: either we do not change it at
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all – this happens when the newly arrived point is already within range of an existing point –
or we increase the range of only a single point. Our goal is to obtain algorithms with a good
competitive ratio.1 As far as we know, the range-assignment problem has not been studied
from the perspective of online algorithms.
We first prove a lower bound on the competitive ratio achievable by any online algorithm:
even in R1 there is a constant cα > 1 (which depends on the power-distance gradient α) such
that no online algorithm can be cα -competitive. For α = 2, we have cα > 1.57.
We then investigate the following two natural online algorithms for the broadcast rangeassignment problem. Suppose the point pj arrives. Our algorithms all set r(pj ) := 0 and,
as mentioned, they do not change any of the ranges r(p0 ), . . . , r(pj−1 ) if |pi pj | 6 r(pi ) for
some 0 6 i < j. When pj is not within range of an already inserted point, the algorithms
increase the range of one point, as follows. Let nn(pj ) denote the nearest neighbor of pj in
the set {p0 , . . . , pj−1 }, with ties broken arbitrarily.
Nearest-Neighbor (nn for short) increases the range of nn(pj ) to dist(pj , nn(pj )).
Cheapest Increase (ci for short) increases the range of pi∗ to dist(pi∗ , pj ), where pi∗
is a point minimizing the cost increase of the assignment, which is dist(pi∗ , pj )α − r(pi∗ )α
where r(pi∗ ) denotes the current range of pi∗ .
Table 1 Overview of results on nn and ci.
dimension
d=1

distance-power gradient
α=2
α=2

d=2

2 < α < α∗ ≈ 4.3
α > α∗ ≈ 4.3

lower bound for nn
2
≈ 7.61
≈ 6(1 + 0.52α )

upper bound for nn and ci
2
322
2-nn: 36
2α −3
α 2α−1
−α
≈ 12.94

The results are summarized in Table 1. Note the lower bounds hold only for nn, while
the upper bounds hold for nn and ci; the exception is the third row, which is for 2-nn
α
(see below).
√ √ The lower bound of 6(1 + 0.52 ) mentioned in the table – the exact bound is
6− 2 α
6(1 + ( 2 ) ) – applies to all α > 1, and thus implies the given lower bound for α = 2.
Recall that for d = 1 and α = 2, we also have a universal lower bound of 1.57 that holds
for any online algorithm and, hence, also for ci. The exact value of α∗ is α∗ = arg min Fα∗ ,
2α −3
where Fα∗ = α 2α−1
−α .
As can be seen in the table nn is O(1)-competitive for α = 2, but the competitive ratio
is quite large, namely 322. We therefore also analyze the following variant of nn, which (if
pj is not yet within range of an existing point) proceeds as follows:
2-Nearest-Neighbor (2-nn for short) increases the range of nn(pj ) to 2·dist(pj , nn(pj )).
We prove that the competitive ratio of 2-nn is at most 36 for α = 2. Thus, while still rather
large, the competitive ratio is a lot smaller than what we were able to prove for nn. It is
interesting to note that both nn and 2-nn make decisions that are independent of α. Hence,
nn obtains a solution that is simultaneously competitive for all α > 2.
1

The competitive ratio [16] of an online algorithm compares the cost of the solution it maintains to the
cost achieved by the optimal offline algorithm. More precisely, an online algorithm alg is c-competitive
if there is a constant a such that for any instance I, the cost of alg is at most c · OPT(I) + a. Note the
the offline algorithm must still maintain the solution over time. Thus the offline problem is not the
same as the static problem, where we only want a solution for the final configuration.
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As a final contribution we generalize the broadcast problem to points in arbitrary metric
spaces. Since to the best of our knowledge this version has not been studied before, we present
in the appendix an approximation algorithm for the offline setting; its approximation ratio is
5α . In this offline setting the algorithm must be what Boyar et al. [3] call an incremental
algorithm: an algorithm that, even though it may know the future, maintains a feasible
solution at any time. For the online setting (where the future is unknown) we obtain an
O(4α log n)-competitive algorithm.
Notation. We let P := p0 , . . . , pn−1 denote the input sequence, where we assume without
loss of generality that pi is inserted at time i and that all pi are distinct. Define Pi := p0 , . . . , pi ,
and denote the range of a point pi ∈ Pj just after the insertion of the point pj by rj (pi ).
Thus in the online version we require that rj (pi ) 6 rj+1 (pi ). For an algorithm alg we use
costα (alg(P )) to denote the cost incurred by alg on input P for distance-power gradient α.
Finally we denote the ball of radius ρ centered at a point p by B(p, ρ); note that in R1 this
is an interval of length 2ρ and in R2 it is a disk of radius ρ.

2

Online range-assignment in R1

In this section we prove that no online algorithm can have a competitive ratio arbitrarily
close to 1, even in R1 . We also prove bounds on the competitive ratio of nn and ci in R1 .
A universal lower bound. To prove the lower bound we consider an arbitrary online
algorithm alg. Our adversary then first presents the points p0 = 0, p1 = x, and p2 := δα · x.
Depending on the range assignment alg has done so far, the adversary either ends the
instance or presents a fourth point p3 = −δα · x. By picking a suitable value for δα and
making x sufficiently large, we can obtain a lower bound. This is made precise in the following
theorem.
I Theorem 2.1. For any distance-power gradient α > 1, there is a constant cα > 1 such
that any online algorithm for the range assignment problem in R1 has a competitive ratio of
at least cα . For α = 2 this constant is c2 ≈ 1.58.
Proof. Let α > 1 and let alg be an algorithm with competitive ratio c > 1, i.e., there is a
constant a such that the cost of alg is upper bounded by c · OPT +a. We also define


δα
δ α + (δ − 1)α 1 + (δ + 1)α
,
,
,
cα : = max min
δ>1
1 + (δ − 1)α
δα
δα


δ α + (δ − 1)α 1 + (δ + 1)α
δα
,
,
.
and δα : = arg max min
1 + (δ − 1)α
δα
δα
δ>1
We show that c > cα by constructing the following families of instances consisting of,
respectively, three and four points, and parametrized by the real number x > 1:
F1 := {{p0 = 0, p1 = x, p2 = δα · x}}
and

F2 := {{p0 = 0, p1 = x, p2 = δα · x, p3 = −δα · x}}.

Note that there is a one-to-one correspondence between the instances in both families: each
instance of F1 is the beginning of exactly one instance of F2 and each instance of F2 starts
like exactly one instance of F1 .
For any x, depending on what alg does after p2 is inserted, we choose an instance from
either the family F1 or the family F2 using the following rule: if after p2 is inserted, alg
has a disk of radius at least δα · x, we choose F1 , otherwise we choose F2 . In the former
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case, alg pays at least δαα · xα while the optimal solution would be to place a disk of radius x
at p0 and a disk of radius (δα − 1) · x at p1 and pay xα + (δα − 1)α · xα . Since the competitive
ratio of alg is c, we have that δαα · xα 6 c · xα (1 + (δα − 1)α ) + a and hence
c>

a
δαα
− α
.
α
1 + (δα − 1)
x (1 + (δα − 1)α )

Since the second
term can be made arbitrarily small by choosing x large enough, c must be
α
δα
.
at least (δα −1)
α
In the latter case, alg has one disk of radius at least x and one of radius at least (δα −1)·x
before p3 is inserted. We split this case into two subcases: in the first one, alg increases the
radius of the disk at p0 and in the second one, alg increases the radius of the disk at p1 .
The cost alg has to pay after p3 has been inserted is at least either δαα · xα + (δα − 1)α · xα
in the first subcase, or xα + (δα + 1)α · xα in the second, whereas the optimal solution for
both subcases would be to place only one disk of radius δα · x at p0 and pay δαα · xα . Since
the competitive ratio of alg is c, we have that δαα · xα + (δα − 1)α · xα 6 c · δαα · xα + a for
the first subcase and hence
c>

δαα + (δα − 1)α
a
− α α;
δαα
δα · x

and that xα + (δα + 1)α · xα 6 cδαα · xα + a for the second subcase and hence
c>

a
1 + (δα + 1)α
− α α.
α
δα
δα · x

Since, in both subcases, theαsecond term
can be made arbitrarily small by choosing x large
α
δ +(δ −1)α
enough, c must be at least α δαα
for the first subcase, and at least 1+(δδαα+1) , otherwise
α
α
there is an infinite family of instances contradicting the competitive ratio for these two
subcases.
Therefore, the competitive ratio of alg must be at least the minimum of the competitive
ratio between these cases, which is exactly cα . Even though it is not clear how to compute
the value of cα for any fixed α > 1, it is easy to see it is strictly bigger than 1. If α = 2, we
have


δ2
δ 2 + (δ − 1)2 1 + (δ + 1)2
c2 : = max min
,
,
δ>1
1 + (δ − 1)2
δ2
δ2


q
q
√
√
1
3
3
=
4 + 496 − 24 183 + 2 62 + 3 183
12
≈ 1.58
which is achieved for


δ2
δ 2 + (δ − 1)2 1 + (δ + 1)2
δ2 : = arg max min
,
,
1 + (δ − 1)2
δ2
δ2
δ>1


q
q
√
√
1
3
3
5 + 62 − 3 183 + 62 + 3 183
=
3
≈ 4.15.

J

Bounds for nn and ci. We now prove bounds on the competitive ratio of the algorithms
nn and ci explained in the introduction.

ISAAC 2020

60:6

The Online Broadcast Range-Assignment Problem

I Theorem 2.2. Consider the range-assignment problem in R1 with distance-power gradient α.
(i) For any α > 1, the competitive ratio of ci is at most 2.
(ii) For any α > 1, the competitive ratio of nn is exactly 2.
Proof. We first prove the upper bounds. Assume without loss of generality that p0 = 0. We
first prove that both NN and ci perform optimally for α > 1 on any sequence p0 , p1 , . . . , pn−1
with pj > 0 for all 1 6 j < n.
B Claim. Suppose p0 = 0 and pj > 0 for all 1 6 j < n. Then nn and ci are optimal.
Proof. We first observe that for any point pj the following holds for the graph Grj that we
have after the insertion of pj : for any point pi with 0 < i 6 j there is a path from the
source p0 to pi that only uses edges directed from left to right, that is, edges (pi0 , pi00 ) with
pi0 < pi00 . Indeed, if the path uses an edge (pi0 , pi00 ) with pi0 > pi00 then the subpath from p0
to pi0 must contain an edge (ps , pt ) with ps 6 pi00 6 pt , and then we can go directly from ps
to pi00 . This observation implies that there exists an optimal strategy Opt such that the balls
B(pi , rj (pi )) of the currently inserted points never extend beyond the currently rightmost
point, a property which holds for nn and ci as well. (Intuitively, the part of B(pi , rj (pi )) to
the right of the rightmost point is currently useless, and the part of B(pi , rj (pi )) to the left
of pi is not needed because we never need edges going to the left. Hence, we decrease rj (pi )
until the right endpoint of B(pi , rj (pi )) coincides with the currently rightmost point, and
increase the range of pi later, as needed.)
Now imagine running nn, ci, and Opt simultaneously on P . We claim that nn and ci do
exactly the same, and that their cost increase after the insertion of any point pj is at most
the cost increase of Opt. To see this, let pj 0 be the rightmost point just before inserting pj .
If pj < pj 0 then nn and ci do not increase any range – since pj 0 is reachable from p0 , the
point pj must already be reachable as well – and so the cost increase is zero. If pj > pj 0
then nn and ci both increase the range of pj 0 from 0 to pj − pj 0 . For nn this is clear. For ci
it follows from the fact that α > 1. Indeed, increasing the range of some pi < pj 0 gives a
cost increase (rj−1 (pi ) + x + (pj − pj 0 ))α − (rj−1 (pi ))α , for some x > 0. This is more than
(pj − pj 0 )α , since we must have rj−1 (pi ) + x > 0. By a similar reasoning, and using that the
balls of Opt do not extend beyond pj 0 , we conclude that the cost increase of Opt cannot be
smaller than (pj − pj 0 )α . Hence, nn and ci are optimal on a sequence of non-negative points.
C
Next, we prove that the optimality for non-negative points gives a competitive ratio of
at most 2 for any input sequence P . Let P + and P − denote the subsequences of P
consisting of the points with non-negative and non-positive points, respectively. Note that
the source point p0 = 0 is included in both subsequences. We claim that costα (Opt((P )) >
costα (Opt((P + )). Indeed, we can modify the optimal solution for P to a valid solution for
P + whose cost is at most costα (Opt((P )), as follows: whenever the range of a point pi 6∈ P +
is increased to reach a point pj ∈ P + , we instead increase the range of p0 by the same
amount. A similar argument gives costα (Opt((P )) > costα (Opt((P − )).
We now argue that costα (nn(P )) 6 costα (nn(P + )) + costα (nn(P − )) and, similarly, that
costα (ci(P )) 6 costα (ci(P + )) + costα (ci(P − )).
Imagine running nn simultaneously on P , on P + and on P − . We claim that the increase
of costα (nn(P )) upon the arrival of a new point pj is at most the increase of costα (nn(P + ))
if pj > 0, and at most the increase of costα (nn(P − )) if pj < 0. To see this, assume without
loss of generality that pj > 0 and suppose the increase of costα (nn(P )) is non-zero. Then pj
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lies to the right of the currently rightmost point, pi . Both nn(P ) and nn(P + ) then increase
the range of pi , and pay the same cost. The only exception is when i = 0, that is, pj is the
first point with pj > 0. In this case nn(P ) may pay less than nn(P + ), since nn(P ) could
already have increased the range of p0 due to arrivals of points to the left of p0 .
A similar argument works for ci. Indeed, ci(P + ) and ci(P − ) never extend a ball beyond
the currently rightmost and leftmost point, respectively. Hence, when the new point pj lies,
say, to the right of the currently rightmost point pi , then ci(P + ) would pay (dist(pi , pj ))α .
Since ci(P ) also has the option to increase the range of pi , it will never pay more.
Hence, for nn– a similar computation holds for ci– we get
costα (nn(P )) 6 costα (nn(P + )) + costα (nn(P − )) 6 2 · OPT(P ).
It remains to prove the lower bound for part (ii) of the theorem. Assume for a contradiction
that there is a constant a such that for all inputs P we have costα (nn(P )) 6 (2 − ε) ·
costα (Opt(P )) + a. Consider the input p0 = 0, p1 = δx, p2 = x, and p3 = −x, for
some δ ∈ (0, 1] and x > 0 to be determined later. The optimal solution has r3 (p0 ) = x
and r3 (p1 ) = r3 (p2 ) = r3 (p3 ) = 0, while nn has r3 (p0 ) = x and r3 (p1 ) = (1 − δ)x and
r3 (p2 ) = r3 (p3 ) = 0. Hence, the competitive ratio that nn achieves on this instance is
((1 − δ)α + 1)xα − a
a
= (1 − δ)α + 1 − α ,
xα
x

c=

which is larger than 2 − ε when we pick δ sufficiently small and x sufficiently large.

J

Online range-assignment in R2

3
3.1

Bounds on the competitive ratio of nn and ci when α > 2

As before, let p0 , . . . , pn−1 be the sequence of inserted points, with p0 being the source point.
Consider a fixed point pi , and a disk D centered at pi – the disk D need not have radius
equal to the range of pi . Define S(pi , D) := {pj : j > i and pj ∈ D} to be the set containing
pi plus all points arriving after pi that lie in D. For a point pj , define costα (nn, pj ) to be
the cost incurred by nn when pj is inserted; in other words, costα (nn, pj ) := 0 when pj falls
into an existing disk B(pi , rj−1 (pi )), and costα (nn, pj ) := (rj (pk ))α − (rj−1 (pk ))α otherwise,
where pk := nn(pj ). Define costα (ci, pj ) similarly for ci. Finally, for pj ∈ S(pi , D) define
Fα (pj ) = Fα (pj ; pi , D) := min{dist(pj , pk )α | pk ∈ S(pi , D) and k < j}.
The next lemma shows that we can use the function Fα to upper bound the cost of nn and
ci. We later apply this lemma to all disks in an optimal solution to bound the competitive
ratio. Note that costα (nn, pj ) 6 Fα (pj ). Indeed, nn either pays zero (when pj already lies
inside a disk) or it expands the disk of pj ’s nearest neighbor (which may or may not lie in
D) which costs at most Fα (pj ). Similarly costα (ci, pj ) 6 Fα (pj ). Hence we have:
I Lemma 3.1. Let pi be any input point and D a disk centered at pi . Then for any subset
S(D) ⊆ S(pi , D) \ {pi } we have:
X
pj ∈S(D)

costα (nn, pj ) 6

X
pj ∈S(D)

Fα (pj )

and

X
pj ∈S(D)

costα (ci, pj ) 6

X

Fα (pj ).

pj ∈S(D)
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Lemma 3.1 suggests the following strategy to bound the competitive ratio of nn (and ci).
Consider, for each point pi , the final disk D placed at pi in an optimal solution, and let ρ be
its radius. The cost of this disk is ρα . We charge the cost of the disks placed by nn (or ci)
at points pj inside D – this cost can be bounded using the function Fα , by Lemma 3.1 – to
the cost of D. This motivates the following definition:
Fα∗ := max

1
ρα

X

Fα (pj ),

pj ∈S(D)

where the maximum is over any possible input instance P , any point pi ∈ P , any disk D of
radius ρ centered at pi , and any subset S(D) ⊆ S(pi , D) \ {pi }. The value Fα∗ bounds the
maximum total charge to any disk D in the optimal solution, relative to D’s cost ρα . The
next lemma shows that for α > 2, the value Fα∗ is bounded by a constant (depending on α).
α

2 −3
I Lemma 3.2. We have that Fα∗ 6 α 2α−1
−α for any α > 2.

The formal proof of the lemma is quite technical and can be found in the full version. Here
we just sketch the intuition, also showing why the condition α > 2 is needed. The quantity
Fα∗ can be thought of in the following way. Consider a disk D of radius ρ centered at pi ,
and imagine the points in S(D) arriving one by one. (The points in S(pi , D) \ S(D) are
irrelevant.) Whenever a new point pj arrives, then Fα∗ increases by dist(pj , nn(pj ))α , where
nn(pj ) is pj ’s nearest neighbor among the already arrived points from S(D) including pi .
Since the more points arrive the distances to the nearest neighbor will decrease – more
precisely, we cannot have many points whose nearest neighbor is at a relatively large distance
– the hope is that the sum of these distance to the power α converges, and this is indeed what
we can prove for α > 2. For α = 2 it does not converge, as shown by the following example.
Let D be a unit disk centered at pi , and consider the inscribed square σ of D. Note that
the radius of σ – the distance from its center to its vertices – is 1. We insert a set S(D)
of n − 1 points in rounds, as follows. In the first round we partition σ into four squares of
radius 1/2, and we insert a point in the center of each of them. These four points all have
pi as nearest neighbor, and Fα∗ increases by 4 · (1/2)α = (1/2)α−2 . We recurse in each of
the four squares. Thus in the k-th round, we have 4k−1 squares of radius (1/2)k−1 , each of
which is partitioned into four squares of radius (1/2)k , and we place a point inside each such
Pt
subsquare. This increases Fα∗ by 4k · (1/2k )α = (1/22−α )k . The total cost is k=1 (1/22−α )k ,
where t := Θ(log n) is the number of rounds.
Note that 1/22−α = 1 for α = 2, giving F2∗ = Ω(log n), while for α > 2 the total cost
converges. Also note that the example only gives a lower bound on F2∗ , it does not show
that nn has unbounded competitive ratio for α = 2. The reason is that nn actually pays less
than F2∗ , since most points pj are already within range of an existing point upon insertion,
and so we do not have to pay dist(pj , nn(pj ))α . Indeed, in the next section we prove, using a
different argument, that nn is O(1)-competitive even for α = 2.
Using Lemma 3.2 we can prove a bound on the competitive ratio of nn and ci.
α

2 −3
I Theorem 3.3. Let Fα∗ := α 2α−1
−α . For any α > 2, the competitive ratio of nn and ci in
2
∗
R is at most min{Fβ | 2 < β 6 α}. Hence, for α 6 α∗ , where α∗ = arg min Fα∗ ≈ 4.3, the
2α −3
∗
competitive ratio is at most α 2α−1
−α , and for α > α it is at most 12.94.

Proof. Consider a sequence p0 , p1 , . . . , pn−1 of points in the plane. Let Dj be the disk
centered at pj in an optimal solution, after the last point pn−1 has been handled, and let ρj
Pn−1
be its radius. Thus the cost of the optimal solution is OPT := j=0 ρα
j . To bound the cost

M. de Berg, A. Markovic, and S. W. Umboh

60:9

of nn on the same sequence, we charge the cost of inserting pi , with 0 < i 6 n − 1, to a
disk Dj such that j < i and pi ∈ Dj . Such a disk Dj exists, since after pi ’s insertion, pi
is contained in a disk of an existing point pj and so pi will also be contained in Dj , the
final disk of pj . (If there are more such points, we take an arbitrary one.) Let S(Dj ) be the
Sn−2
set of points that charge disk Dj . Note that {p1 , . . . , pn−1 } = j=0 S(Dj ). Hence, using
Lemmas 3.1 and 3.2, for any 2 < β 6 α, for nn (and similarly for ci) we get:
Pn−2 P
costα (nn) =
i=0
pj ∈S(Di ) costα (nn, pj )
Pn−2 α P
costα (nn,pj )
=
i=0 ρi
pj ∈S(Di )
ρα
i
Pn−2 α P
dist(pj ,nn(pj ))α
ρ
6
pj ∈S(Di )
i=0 i
ρα
i
Pn−2 α P
dist(pj ,nn(pj ))β
6
ρ
because dist(pj , nn(pj )) 6 ρ
pj ∈S(Di )
i=0 i
ρβ
i
Pn−2 α P
Fβ (pj )
=
by Lemma 3.1
pj ∈S(Di )
i=0 ρi
ρβ
i
Pn−2 α ∗
6
i=0 ρi Fβ
Pn−2 α
2β −3
by Lemma 3.2
6 β 2β−1
i=0 ρi
−β
=

β

2 −3
β 2β−1
OPT .
−β

J

The next theorem gives a lower bound on the competitive ratio of nn.
√

√

2 α
I Theorem 3.4. For any α > 1, nn has a competitive ratio of at least 6(1 + ( 6−
) )≈
2
α
6(1 + 0.52 ) in the plane. In particular, for α = 2, we get a lower bound of 7.6 on the
competitive ratio.

Proof. Let p0 be the source placed at the origin. The following construction is depicted
in Figure 1. We place p1 , . . . , p18 in a disk of radius 1 around p0 as explained next, such
that a possible solution is to place that single disk and pay 1s. For simplicity, in the rest of
the proof we use polar coordinates. Let ε > 0 be a positive number. Let then p1 = (ε, 0),
p2 (ε, π/3), ..., and p6 = (ε, 5π/3) be the next six points. nn places a disk of radius ε on p0 .
Let further p7 = (1, 0), p8 = (1, π/3), ..., and p12 = (1, 5π/3) be the next six points. Here
nn places six disks of radius 1 − ε centered around p1 , . . . , p6 , paying 6(1 − ε)α . Finally,
let p13 = (1, π/6 − ε), p14 = (1, 3π/6 − ε),..., and p18 = (1, 11π/6 − ε) be the last six points.
nn is now forced to place 6 disks of radius almost equal to the side of a 12-gon of radius 1,
that is 2 sin(π/12) − δ for some δ > 0 that tends to 0 as ε tends to 0.
Thus, we have that for any ε > 0, there is an instance on which a solution of cost 1 exists,
whereas nn is forced to pay εα + 6(1 − ε)α + 6(2 sin(π/12) − δ)α , where δ > 0 tends to 0 as ε
tends to√0. We
that nn has to pay at least 6(1 + (2 sin(π/12))α ) =
√ can therefore
√ conclude
√
6− 2 α
6− 2 α
6(1 + (2 4 ) ) = 6(1 + ( 2 ) ) ≈ 6(1 + 0.52α ), whereas OPT 6 1.
We can then scale this construction
and thus, there is no constant a such that cost(nn) 6
√ √
2 α
c · OPT +a for c < 6(1 + ( 6−
)
).
J
2

3.2

Bounds on the competitive ratio of nn and 2-nn when α = 2

Above we proved upper bounds for nn and ci for α > 2, and we gave a lower bound for nn
for any α > 1. We now study nn and 2-nn for the case α = 2. Unfortunately, the arguments
below do not apply to ci.
An upper bound on the competitive ratio of 2-nn for α = 2. Let P := p0 , p1 , . . . , pn−1
be the input instance. Recall that nn(pi ) is the closest point to pi among p0 , . . . , pi−1 .
Upon insertion of a point pi , if pi is not covered by the current set of balls B(pi0 , rj−1 (pi0 ))
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p14
p9

p8

p15

p13
p3

p10

p4

p2
p1

p0
p5

p7

p6

p16

p18
p11

p12
p17

Figure 1 Lower bound on the competitive ratio of nn. The light gray disk (of radius 1) represents
the optimal solution on the boundary of which points p7 , . . . , p18 are placed. Points p1 , . . . , p6 are
placed on the boundary of a disk of radius ε (in dark gray). The algorithm nn is forced to place
one first disk of radius ε around p0 , then six disks of radius 1 − ε around p1 , . . . , p6 . And finally six
disks of radius roughly 0.5 around p7 , . . . , p12 .

with i0 < i, then 2-nn increases the range of nn(pi ) to 2 · dist(pi , nn(pi )), and otherwise
it does nothing. Suppose that upon the insertion of some point pi , we increase the range
of nn(pi ). We now define Di∗ as the disk centered at pi (not at nn(pi )) and of radius di /2,
where di := dist(pi , nn(pi )). We call Di∗ the charging disk of pi . Note that the charging
disk is a tool in the proof, it is not a disk used by the algorithm. If 2-nn did nothing upon
insertion of pi because pi was already covered by a disk, we define Di∗ := ∅.
I Lemma 3.5. For every pair of charging disks Di∗ and Dj∗ with j 6= i, we have Di∗ ∩ Dj∗ = ∅.
Proof. Without loss of generality we assume that i < j. Suppose for a contradiction that
Di∗ ∩ Dj∗ =
6 ∅. Let pi0 := nn(pi ) and pj 0 := nn(pj ), and let di := dist(pi , pi0 ) and dj :=
dist(pj , pj 0 ). Since i0 < i < j, we have dist(pj , pi0 ) > 2di , otherwise pj lies inside the disk of pi0
when pj is inserted and we would have Dj∗ = ∅. On the other hand, di /2 + dj /2 > dist(pi , pj )
because Di∗ ∩ Dj∗ 6= ∅. Since dj 6 dist(pi , pj ), which is true because we assumed i < j, this
implies di > dist(pi , pj ). But then dist(pj , pi0 ) 6 di + dist(pi , pj ) 6 2di , a contradiction. J
I Lemma 3.6. For any points pi and pj with i < j, let DjOPT (pi ) be the disk centered
at pi after pj is inserted in an optimal solution and let ρj (pi ) be its radius. Furthermore,
let Dj1.5 OPT (pi ) be the disk centered at pi of radius 1.5 · ρj (pi ). Then, for every point pk ,
there is a point pi such that the charging disk Dk∗ is contained in Dk1.5 OPT (pi ).
Proof. Let pi be such that pk is contained in DkOPT (pi ). Upon insertion of pk , we create the
charging disk Dk∗ of radius 12 dist(pk , nn(pk )) 6 12 dist(pi , pk ) centered at pk . Therefore, the
point of Dk∗ furthest from pi is at distance at most 32 dist(pi , pk ). Thus Dk∗ ⊂ Dk1.5OP T (pi ). J
Using these two lemmas, we can conclude the following.
I Theorem 3.7. In R2 the strategy 2-nn is 36-competitive for α = 2.
Proof. Recall that the charging disk Di∗ has radius dist(pi , nn(pi ))/2. Thus the cost incurred
by 2-nn upon the insertion of pi is at most (2 · dist(pi , nn(pi )))2 6 16 · radius(Di∗ )2 . By
Lemma 3.5, the disks Di∗ are pairwise disjoint. Let DOPT denote the set of disks in an
Pn−1
optimal solution, and let OPT be its cost. Then by Lemma 3.6 we have i=1 radius(Di∗ )2 6
P
9
2
D∈DOPT ((3/2) · radius(D)) = 4 OPT. Hence the total cost incurred by 2-nn is bounded
Pn−1
by 16 · i=1 radius(Di∗ )2 6 36 OPT.
J
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Upper bound on the competitive ratio of nn for α = 2. We now prove an upper bound
on the competitive ratio of nn using a similar strategy as for 2-nn. The proof uses charging
disks, as above. The main difference being how the charging disks are defined.
Suppose that nn increases the range of nn(pi ) upon the insertion of pi . Then the charging
disk Di∗ is the disk of radius γ · di that is centered on the midpoint of the segment pi nn(pi ),
where di := dist(pi , nn(pi )) and γ is a constant to be determined later. If nn did nothing
upon insertion of pi , we define Di∗ := ∅. As shown in the full version of the paper, the
charging disks are disjoint if we pick γ suitably.
I Lemma 3.8. Let γ <
have Di∗ ∩ Dj∗ = ∅.

√
3− 7
4 .

Then for every pair Di∗ , Dj∗ of charging disks with i 6= j, we

We also need the following lemma, whose proof is similar to that of Lemma 3.6.
I Lemma 3.9. For any points pi and pj with i < j, let DjOPT (pi ) be the disk centered at pi
(1.5+γ) OPT

of radius ρj (pi ) after pj is inserted in an optimal solution and let Dj
(pi ) be the
disk centered at pi of radius (1.5 + γ)ρj (pi ). Then, for every point pk , there is a point pi
(1.5+γ) OPT
such that the disk Dk∗ is contained in the disk Dk
(pi ).
Putting everything together we obtain the following theorem.
I Theorem 3.10. In R2 the strategy nn is 322-competitive for α = 2.
Proof. Recall that radius(Di∗ ) = γ · dist(pi , nn(pi )). Thus the cost incurred by nn upon
the insertion of pi is at most dist(pi , nn(pi ))2 6 ((1/γ) · radius(Di∗ ))2 . By Lemma 3.8, the
disks Di∗ are pairwise disjoint. If DOPT denotes the set of disks used in an optimal solution,
P
Pn−1
then by Lemma 3.9 we have i=1 ρ(Di∗ )2 6 D∈DOPT ((1.5 + γ) · ρ(D))2 = (1.5 + γ)2 OPT,
where OPT is the cost of an optimal solution. Hence the total cost incurred by nn is√at
Pn−1
most γ12 i=1 ρ(Di∗ )2 = γ12 · (1.5 + γ)2 OPT. Since this holds for any value of γ < 3−4 7 ,
we can conclude that the cost incurred by nn is at most
√
(163 + 60 7) OPT < 322 OPT.

4

2
4√
(3− 7)2

· (1.5 +

√
3− 7 2
4 )

OPT =
J

Online range-assignment in general metric spaces

In this section we consider the problem in general metric spaces. In the full version of the
paper we also consider the offline variant of the problem; here we focus on the online variant,
for which we give an O(log n)-competitive algorithm. The key insight to our algorithms is to
formulate the problem as a set-cover problem and apply linear-programming techniques. As
we will see later, applying the online set cover algorithm of Alon et al. [1] yields a competitive
ratio much worse than O(log n), so we need to exploit structural properties of the particular
set cover instances arising from our problem.

4.1

A set cover formulation and its LP

Let R be the set of distances between pairs of points. Observe that we can restrict ourselves
without loss of generality to only using ranges from R. This allows us to formulate the
problem in terms of set cover: The elements are the points p0 , p1 , . . . , pn−1 , with p0 being
the source point, and for each 0 6 i 6 n − 2 and r ∈ R there is a set Si,r := {pj : j >
i and dist(pi , pj ) 6 r} with cost rα . (Note that Si,r is the set of points arriving after pi that
are within range r of pi ). In the following, we abuse notation and also write j ∈ Si,r for
points pj ∈ Si,r . We also say that Si,r is centered at pi .
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Observe that a feasible range assignment corresponds to a feasible set cover. A set cover
is minimally feasible if removing any set from it causes an element to be uncovered. Since a
minimally feasible set cover picks at most one set Si,r for each i, it corresponds to a feasible
range assignment. (Note that applying the online set cover algorithm of Alon et al. [1] only
gives a competitive ratio of O(log2 n/ log log n) as our set cover instance has n − 1 elements
and |R|(n − 1) sets.)
We can now formulate our problem as an integer linear program. To this end we introduce,
for each range r ∈ R and each point pi a variable xi,r , where xi,r = 1 indicates we choose
the set Si,r (or, in other words, that we assign range r to pi ) and xi,r = 0 indicates we do
not choose Si,r . Allowing the xi,r to take fractional values gives us the following relaxed LP.
Minimize

X

X

xi,r · rα

06i6n−2 r∈R

Subject to

X

for all 1 6 j 6 n − 1

xi,r > 1

(1)

i,r:j∈Si,r

xi,r > 0

for all (i, r) with 0 6 i 6 n − 2 and r ∈ R

The dual LP corresponding to the LP above is as follows.
Maximize

X

yj

16j6n

Subject to

X

yj 6 rα

for all (i, r) with 0 6 i 6 n − 2 and r ∈ R

(2)

j∈Si,r

yj > 0

for all 1 6 j 6 n − 1

We say that the set Si,r is tight if the corresponding dual constraint is tight, that is, if
P
α
j∈Si,r yj = r .

4.2

The online algorithm and its analysis

Recall that in the online version, we are given the source p0 and then the points p1 , . . . , pn−1
arrive one-by-one. When a point pi arrives, its distances to previous points and the source
are revealed.
The algorithm. Let γ > 1 be a constant that we will set later. The basic idea of the
algorithm is that when a point pi arrives, we will raise its associated dual variable yi
until some set Sj,r containing pi is tight and then update the range of point pj to be
P
ri (pj ) := γ max{r : k∈Sj,r :k6i yk = rα }. In other words, the range of pj becomes γ times
the largest radius of the tight sets centered at pj .
Here is a more precise description of the algorithm. When pi arrives, we initialize its
P
dual variable yi := 0. If pi ∈ Sj,r for some j < i and range r with k∈Sj,r :k6i yk = rα , then
P
we set ri (pj ) := γ max{r : k∈Sj,r :k6i yk = rα } for one such j. (It can happen that some
Sj,r is tight but that ri−1 (pj ) is still smaller than r, because when multiple sets become
tight at the same time, we only increase the range of one point.) Otherwise, we increase yi
P
until for some j < i and range r we have k∈Sj,r :k6i yk = rα ; we then set pj ’s new range to
ri (pj ) := γr for one such j. In both cases, we only set pj ’s range, the other ranges remain
unchanged. Note that in the event that multiple sets centered at different points become
tight simultaneously, we only update the range of one of them.
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Analysis. We begin our analysis of the algorithm by showing the feasibility of the constructed
dual solution y and the corresponding range assignment. For each point pi , the algorithm
stops raising yi once some set Sj,r containing pi is tight and then updates pj ’s radius to be
γr > r. This guarantees that no dual constraint is violated and that pi is covered by pj .
Next we analyze the cost of this algorithm. We use the shorthand rj for the final range
rn−1 (pj ) of the point pj . First, we argue that it suffices to bound the cost of the points
whose ranges are large enough. Let H = {0 6 i 6 n − 2 : ri > max06j6n−2 rj /n}. Then, the
cost of the algorithm is
X
X
X
X
X
X
riα =
riα +
riα 6
riα + n(max rj /n)α 6 (1 + 1/nα−1 )
riα 6 2
riα ,
i

i∈H

i∈H

i∈H
/

j

i∈H

i∈H

P
where the second last inequality is because i∈H riα > maxj rjα and the last is because α > 1.
In the remainder of this section we will show that
X
X
riα 6 O(log n) ·
yj .
(3)
i∈H

16j6n−1

The theorem then follows from the Weak Duality Theorem of Linear Programming which
states that value of any feasible solution to the primal (minimization) problem is always
greater than or equal to the value of any feasible solution to its associated dual problem.
For 0 6 i 6 n − 2, our algorithm sets the final range ri of point pi such that ri = γr for
P
some r ∈ R such that k∈Si,r yk = rα . Thus, we get


ri
γ

α
=

X

yj ,

j∈Si,ri /γ

and so

X
i∈H

riα =

X
i∈H

γα 


X

j∈Si,ri /γ

yj  = γ α

X

yj · {i ∈ H : j ∈ Si,ri /γ } ,

16j6n−1

where the last equality follows by interchanging the sums. Thus, to prove Inequality (3) it
suffices to prove the following lemma.
I Lemma 4.1. For every 1 6 j 6 n − 1 and any fixed γ > 3, we have |{i ∈ H : j ∈
Si,ri /γ }| = O(γ α log n).
Proof. Define Hj = {i ∈ H : j ∈ Si,ri /γ }. We will show that for every i, i0 ∈ Hj , either
γ−1
0
0
ri > γ−1
2 ri or ri > 2 ri . This implies that the t-th smallest range (among the points in Hj )
maxi∈H ri
is at least ((γ − 1)/2)t times the smallest range (among those points). Since mini∈H j ri 6 n,
j

this means that |Hj | = O(log(γ−1)/2 n) = O(log n).
Suppose i, i0 ∈ Hj . Let pk be the last-arriving point that causes our algorithm to update
ri , and pk0 be the last-arriving point that causes our algorithm to update ri0 . Since the
arrival of any point causes at most one point’s range to be updated, we have that pk 6= pk0 .
Suppose that pk arrived before pk0 . By construction of ri0 , we have dist(pk0 , pi0 ) = ri0 /γ.
Moreover, since i, i0 ∈ Hj , we have dist(pi , pj ) 6 ri /γ and dist(pi0 , pj ) 6 ri0 /γ. Therefore, by
the triangle inequality,
dist(pi , pk0 ) 6 dist(pi , pj ) + dist(pj , pi0 ) + dist(pi0 , pk0 ) 6 2

ri0
ri
+ .
γ
γ
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Since pk arrived before pk0 and pk0 caused our algorithm to update ri0 , the point pk0 must
have been uncovered when it arrived, and so dist(pi , pk0 ) > ri . Therefore, we get
ri < dist(pi , pk0 ) 6 2

ri0
ri
+
γ
γ

0
and so ri0 > γ−1
2 ri as desired. In the case that pk arrived before pk , a similar argument
γ−1
yields ri > 2 ri0 .
J

By setting γ = 4 we obtain the following theorem.
I Theorem 4.2. For any power-distance gradient α > 1, there is a O(4α log n)-competitive
algorithm for the online range assignment problem in general metric spaces.

5

Concluding Remarks

We introduced the online version of the broadcast range-assignment problem, and we analyzed
the competitive ratio of two natural algorithm, nn and ci, in R1 and R2 as a function of
the power-distance gradient α. While nn is O(1)-competitive in R2 and for α = 2 the
best competitive ratio we can prove is quite large, namely 322. The variant 2-nn has a
better ratio, namely 36, but this is still large. We conjecture that the actual competitive
ratio of nn is actually much closer to the lower bound we proved, which is 7.61. We also
conjecture that ci has a constant (and small) competitive ratio in R2 . Another approach to
getting better competitive ratios might be to develop more sophisticated algorithms. For the
general (metric-space) version of the problem, the main question is whether an algorithm
with constant competitive ratio is possible.
While the requirement that we cannot decrease the range of any point in the online
setting is perhaps not necessary in practice, our algorithms have the additional benefit that
they modify the range of at most one point. Thus it can also be seen as the first step in
studying a more general version, where we are allowed to modify (increase or decrease) the
range of, say, two points. In general, it is interesting to study trade-offs between the number
of modifications and the competitive ratio. Studying deletions is then also of interest.
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Abstract
In this paper, we present tight bounds for the k-server problem with delays in the uniform metric
space. The problem is defined on n + k nodes in the uniform metric space which can issue requests
over time. These requests can be served directly or with some delay using k servers, by moving a
server to the corresponding node with an open request. The task is to find an online algorithm that
can serve the requests while minimizing the total moving and delay costs. We first provide a lower
bound by showing that the competitive ratio of any deterministic online algorithm cannot be better
than (2k + 1) in the clairvoyant setting. We will then show that conservative algorithms (without
delay) can be equipped with an accumulative delay function such that all such algorithms become
(2k + 1)-competitive in the non-clairvoyant setting. Together, the two bounds establish a tight result
for both, the clairvoyant and the non-clairvoyant settings.
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1

Introduction

The k-server problem is a classic problem in the realm of competitive online analysis. Given
a metric space with n + k nodes, an online algorithm must move one of k available servers
to a node that is requesting a service. The goal of the algorithm is to minimize the total
distance of all server movements. Since 1988, there is an unanswered conjecture that the
k-server problem is k-competitive [16]. This conjecture is known as the k-server conjecture.
In this paper, we study a variation of the k-server problem proposed by Azar et al. [1].
In the classic k-server problem, requests arrive at discrete time points and a server must
be immediately moved to serve an open request. In the variant of this paper, known as
the k-server problem with delays (k-OSD), requests may arrive at any time point, and an
algorithm may decide not to move a server immediately. Instead, it may let the request wait
and incur time costs before being served. The goal of an online algorithm is then to not only
minimize the total distance of all server movements, but also the total waiting time of the
requests.
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licensed under Creative Commons License CC-BY
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Note that the competitive ratio of the k-OSD problem cannot be smaller than the one
of the classical k-server problem, i.e., the deterministic k-OSD problem is also at least
k-competitive. This can be shown by letting the time between any two appearing requests in
the sequence be sufficiently long such that the offline algorithm covers every newly arrived
request immediately. This way, even if the adversary tells the online algorithm designer the
fact that the time gap between two consecutive requests is very large, the online algorithm
still needs to solve a classical k-server problem.
While allowing the algorithm to incur delays, we also simplify the generalized setting in
two ways: we restrict ourselves to deterministic algorithms only. We also consider a special
case where the nodes are chosen from a uniform metric, i.e., where any two of the n + k nodes
have the same distance (but our lower bound works for general metrics). We thus have to
pay a constant cost, plus possibly the waiting delay, if no server is present on a node with an
open request. If a server is already present at the requesting node, serving a request is free.
The k-server problem on uniform metrics is often called the paging problem. In paging,
serving a page request comes at the cost of evicting an arbitrary other page from cache, i.e.,
moving a server from one page to another in a uniform metric space. However, the k-server
problem with delays is not exactly the paging problem, as it would allow to delay loading a
page when needed, at a cost. Since not serving a page when needed probably goes along
with scheduling a different process, it is questionable whether just summing up waiting times
does model paging accurately. We will therefore refer to our setting as the uniform k-server
problem with delays, while sometimes referring to known algorithms and lower bounds for
the paging problem.

1.1

Related Work

More than 30 years ago, Tarjan and Sleator [19] were the first to study online algorithms
using the concept of competitive analysis. They investigated deterministic algorithms for
the paging and the list update problems. A couple of years later, Manasse et al. [16]
defined the online k-server problem. The introduction of this new problem has widened
horizons for further research in online algorithms. In their paper, the authors showed that
no online algorithm can have a lower competitive ratio than k compared to an omnipotent
adversary, independent of the metric space, for an arbitrary input sequence. This lower
bound motivated the k-server conjecture, which stated that there is an online algorithm
for the k-server problem with competitive ratio k. Soon the conjecture was proven for the
special cases of k = 2 by Manasse et al. [17], line metrics by Chrobak et al. [6], tree metrics
by Chrobak and Larmore [7], metrics with k + 1 nodes by Manasse et al. [17] and for metrics
with k + 2 nodes by Koutsoupias and Papadimitriou [13]. In this matter, a conceivable
result was obtained by Koutsoupias and Papadimitriou [12], who applied the work function
algorithm to the k-server problem and achieved a competitive ratio of 2k − 1. Since then,
there has been only slight progress on the k-server conjecture and the competitiveness of the
work function algorithm remains the best known bound.
The k-server problem has also been studied by using randomized algorithms. Their
beginnings go back to the 1980s: Raghavan and Snir [18] introduced the harmonic algorithm,
where servers are moved based on a probability distribution which is inversely proportional to
their distance. They achieved a competitive ratio of k(k+1)
on metric spaces with k + 1 nodes.
2
Randomness also enabled algorithms with a competitive ratio sublinear in k. Randomized
algorithms for the unweighted and weighted paging problems, both have been shown to
be O(log k)-competitive in [10] and [3] respectively. The first poly-logarithmic-competitive
randomized online algorithm was introduced by Bansal et al. [2] on an arbitrary finite metric
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space for the k-server problem with n nodes, which has a competitive ratio of Õ(log3 n log2 k).
It improves upon the work function algorithm of Koutsoupias and Papadimitriou whenever n
is subexponential in k. Similar to the deterministic k-server problem, a randomized k-server
conjecture was presented, which states that there is a randomized algorithm for arbitrary
metrics with a competitive ratio of O(log k) (see e.g., [2]). A more detailed illustration of the
history of the k-server problem with deterministic and randomized algorithms can be found
in [11]. In [15], Lee claimed that there is an O(log6 k)-competitive randomized algorithm for
the k-server problem on any metric space.
The idea of using delays was first considered by Emek et al. [9], where requests of the
min-cost matching problem arrive online at points of a finite metric space and the algorithm
may decide to match them later at a cost. Azar et al. transferred this idea to the well-known
k-server problem and showed a poly-logarithmic competitive ratio of their preemptive service
algorithm in [1]. It has a competitive ratio of O(kh4 ) on a hierarchically separated tree
(HST) of depth h, which implies a competitive ratio of O(k log5 n) on general metrics with n
points. The same authors also considered the special case of the uniform and the star metrics.
For the uniform metric, they proposed an O(k)-competitive algorithm. Their algorithm takes
any deterministic algorithm for the online paging problem and incorporates the delay by
letting the algorithm only serve a node when its requests accumulate a delay penalty of 1.
Note that our analysis suggests that this choice of the delay threshold is not optimal. Also
for the star metric, the authors provide an O(k)-competitive algorithm without specifying
the exact constants. Another special case was recently considered by Bienkowski et al. [4],
who provided a deterministic O(log n)-competitive algorithm for line metrics consisting of n
equidistant points.

1.2

Model

In this section, we formally define the online service with delays (OSD) problem considered
in this paper and explain the necessary concepts that are needed for the analysis. We
consider the k-server problem with delays on a uniform metric space M = (X, d), which
we will refer to as the uniform k-OSD problem. The problem is defined on k + n nodes in
X = {x1 , ..., xn+k }, where the distance between any pair of nodes xi and xj is set to be
d(xi , xj ) = 1, ∀i 6= j, xi , xj ∈ X. Further, an input sequence of requests σ = (σ1 . . . σm ) =
(x1 , t1 ), ..., (xm , tm ) is given to an algorithm, where x1 , . . . , xm ∈ X denote the source of the
request and t1 ≤ . . . ≤ tm ∈ R denote the timestamp at which the corresponding request is
issued. An algorithm for the uniform k-OSD problem is given k servers, s1 , . . . , sk to serve
all requests from the input sequence. The algorithm serves a request on node xj by moving
a server si to this node. The goal of the algorithm is to minimize the sum of the moving and
the delay costs, denoted Cmoving and Cdelay respectively. Every time the algorithm moves a
server from one node to another, it pays a moving cost of one. If a request appears on a
node where a server is already located, the request is served directly without any additional
costs. Moreover, an algorithm does not have to serve all requests immediately. Instead, it is
allowed to incur delay cost for each request. The delay cost is defined to be a non-negative
monotonic function in the serving delay, i.e., serving a request which was issued at time
ti at time tj will result at a delay cost of f (tj − ti ), where f is a non-decreasing function.
Note that there can be several requests issued at one node which all incur delay costs. The
delay cost of a node is then accumulated over all its unserved requests by summing up the
corresponding delay costs. The total cost of the algorithm (Ctotal ) is calculated as the sum
of the moving and the delay cost over the whole input sequence σ. We will differentiate
between two settings for the delay cost function f of the online algorithm: in the clairvoyant
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setting, the online algorithm is assumed to know the delay cost function fi of request σi
when this request appears. In the non-clairvoyant setting, the online algorithm does not
know the function fi in advance, instead, the algorithm is given the accumulated delay costs
of σi at any time point t. Note that the clairvoyant setting gives the online algorithm more
power. In this paper, we will call requests which are unserved for a node open requests of
the corresponding algorithm. We are interested in finding an online algorithm ALG which
minimizes the total moving and delay cost. ALG will receive the input sequence of requests
in an online fashion, where each σi will be presented at time ti to the algorithm. We compare
ALG to an omniscent offline algorithm OPT which is given the whole input sequence σ at
the beginning of the algorithm. The quality of ALG is measured using the competitive ratio,
ALG
OP T
i.e., an α, for which the inequality Ctotal
≤ α · Ctotal
+ c holds for all request sequences σ
with some constant c.

1.3

Our Contribution

In this paper, we present tight bounds for the uniform k-OSD problem in the clairvoyant
and the non-clairvoyant settings. We start by presenting a lower bound of 2k + 1 for the
clairvoyant setting by comparing a worst-case request sequence designed for any online
algorithm to a combination of 2k + 1 offline strategies - k + 1 strategies covering the overall
moving and k strategies covering the overall delay cost of any online algorithm. In [1], Azar
et al. presented an O(k)-competitive algorithm for uniform metrics, but the tight constants
remained unknown. In this paper, we define main properties that an online algorithm has to
satisfy in order for it to match our lower bound. We show that conservative algorithms which
are popular for solving the paging problem can all be equipped with an accumulative delay
cost function such that they become 2k + 1-competitive when delays are allowed. Unlike
in the paging problem, the analysis of conservative algorithms with delay requires a more
involved partition of the request sequence which also depends on the actions of the optimal
offline algorithm. The presented algorithms with delays are designed in the non-clairvoyant
setting and thus show that clairvoyance does not give any advantage for the k-OSD problem
with delays on uniform metrics.

2

Lower Bound for Deterministic Algorithms

In this section, we show a lower bound of 2k + 1 for the uniform k-OSD problem. We focus
on uniform metrics on k + 1 nodes. In such spaces, we can assume that at any time point, k
nodes are each covered by a server and there is exactly one node that is not covered by a
server. We define this uncovered node to be a hole of the corresponding algorithm. Note that
in a uniform metric space with more than k + 1 nodes, the sequence of requests can always
be issued on a subset of k + 1 nodes, and the presented lower bounds are still valid. We will
prove the lower bound using an averaging technique similar to the paging problem [5].
I Theorem 1. There exists no deterministic online algorithm for the uniform k-OSD problem
with a competitive ratio lower than 2k + 1 − ε in the clairvoyant setting, where ε > 0 is an
arbitrarily small constant.
Proof. We will compare any online algorithm ALG to 2k + 1 offline algorithms whose actions
depend on the actions of the online algorithm. We will therefore first define the input
sequence σ dependent on the actions of a considered online algorithm as follows: as soon as
the online algorithm ALG moves a server away from a node, a new request is issued on the
resulting hole. This way, ALG will incur a unit moving costs for each request from the input
sequence in addition to the incurred delay cost. We further define the delay cost function f
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for the requests to be linear in the serving delay, i.e., serving a request σi which was issued
at time t1 at time t2 will result at a delay cost of c(σi ) · (t2 − t1 ), where c(σi ) is a predefined
slope for this request. Let σi be the i-th request in the input sequence. Then, the slope of
the delay cost function of σi is defined as c(σi ) = ci , where c  2 is a large constant.1
The 2k+1 offline algorithms are defined with respect to the actions of the online algorithms.
We first associate each node with one offline algorithm that has a hole on this node from the
beginning until the end of the input sequence σ. At the end of the input sequence, each such
algorithm moves one server to the hole in order to serve all unserved requests. We will call
static
these algorithms static and denote the cost of all k + 1 static algorithms Ctotal
. We also
define k dynamic algorithms which make movements during the input sequence σ. The cost
dynamic
of all k dynamic algorithms we denote Ctotal
. Assume that the online algorithm ALG
has a hole at xi . Then, each of the dynamic offline algorithms is assumed to respectively
have a hole at one of the nodes {x1 , . . . , xk+1 } \ xi . Once ALG moves a server from xj to xi ,
the offline algorithm with a hole at xj moves a server from xi to xj .
We next evaluate the total cost of all 2k + 1 offline algorithms. We start by analyzing
the sum of the delay costs of all static algorithms. Note that all static algorithms together
incur the same delay costs as ALG, and, in addition, costs of all previous open requests. We
will therefore show the following statement: For all ε̄ > 0 there exists an initial slope c, such
static
ALG
that for the delay cost of all static algorithms holds Cdelay
< (1 + ε̄)Cdelay
.
In order to show this statement we will choose c := 2/ε̄. We can divide the input sequence
into phases as follows: a phase pi starts when a new requests σi is issued at the hole of ALG
at time ti . The phase ends with the appearance of the next request. We defined the input
sequence σ such that ALG always incurs delay costs at exactly one node. We will show that
static
the delay costs of all k + 1 static algorithms on phase p, denoted Cdelay
(p), can be bounded
ALG
by (1 + ε̄)Cdelay (p). Observe that there is always one static algorithm that incurs costs for
the current open request σi of ALG. Besides these costs, the static algorithms also incur
costs for the requests σ1 , . . . , σi−1 . The ratio of the costs in phase pi can be computed as
follows:
Pi−1 j
Pi−1 j
i
static
Cdelay
(p)
2
j=1 c + c
j=1 c
=
=1+
< 1 + = 1 + ε̄.
ALG
i
i
c
c
c
Cdelay (p)
static
Note that the total moving cost of all static algorithms is Cmoving
= k + 1, as each
algorithm will move a server only once and since we consider a uniform metric space. The
dynamic
ALG
total moving cost of the k dynamic algorithms is equal to Cmoving
= Cmoving
, as each
movement by ALG makes only one of the dynamic algorithms move over the same edge.
Further, the delay cost of all dynamic algorithms is 0, because we can assume that each
offline algorithm first serves the newly arrived request at xi before moving the server away
from this node. For all 2k + 1 offline strategies together we receive the following costs:
ALG
Ctotal
static +
Ctotal

dynamic
Ctotal

=

ALG
ALG
Cmoving
+ Cdelay
static + C static +
Cmoving
delay

dynamic
Cmoving

≥

ALG
ALG
Cmoving
+ Cdelay
ALG + C ALG
k + 1 + (1 + ε̄) · Cdelay
moving

.

For large m, the moving costs of ALG will be significantly larger than k + 1, and thus
the above ratio will converge to 1. On average, the 2k + 1 offline algorithms therefore have
the same costs as ALG for m → ∞. That is, there exists an offline algorithm for which ALG
has a competitive ratio ≥ 2k + 1 − ε, where ε > 0 is arbitrarily small.
J
1

Note that our proof also works if we assume that all requests have the same linear delay cost function.
Then, instead of increasing the slope c(σi ) of a request, we can set the number of requests appearing
simultaneously on this node to c(σi ).
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Observe that the above lower bound can be extended to an arbitrary bounded metric
space by adjusting the analysis: only the moving costs of the static algorithms will change,
static
namely Cmoving
will be the sum of all shortest incoming edges of each node (each static
algorithm has to move one server to serve the requests on its only hole). Since we can choose
m to be arbitrarily large, the competitive ratio will also be 2k + 1 in the limit. Note that
there is also a simpler lower bound proof for the k-OSD problem with delays, if the online
algorithm is assumed to be non-clairvoyant.

3

Upper Bounds on Uniform Metrics

In this section, we present a non-clairvoyant algorithm for the k-OSD problem on uniform
metrics with a competitive ratio of 2k + 1, which we will refer to as ALG. This result will show
that the lower bound from the previous section is tight. We assume that in the considered
uniform metric space all nodes have a distance of one to each other. The corresponding
metric is defined on k + n nodes and the algorithm has k servers for serving the requests,
where n, k ≥ 1. We therefore can assume that at any point in the algorithm execution there
are always k nodes covered by a server and n nodes with a hole.
The presented algorithm will make use of accumulated delays on each node that has a
hole. The idea is that as soon as the accumulated delay of a node reaches a certain threshold,
the algorithm needs to move a server to the corresponding hole. We will refer to the nodes
whose requests have reached this certain threshold, but have not been served by ALG yet,
as critical nodes. Let s1 ,...,sk denote the servers of ALG. We assign a history counter to
each server si that remembers the ordering in which the servers were moved. Note that the
history counter therefore will need to remember the last time when si was used to serve a
request and that the counters can be updated by ALG with every new request σi . Using the
history counter, ALG is able to deterministically choose the server with the smallest history
counter to be moved as we will discuss in Section 4.

The Online Algorithm ALG
The considered online algorithm ALG starts out with the same server constellation as its
offline adversary OPT. At the beginning of the algorithm, the history counter of all servers
is set to 0. Once a new requests appears, the algorithm ALG executes the following steps:
1. If a new request appears on a node with a server of ALG, such a request is served
immediately and the history counter of each server is updated.
2. If a new request appears on a node with a hole, an accumulative delay counter is started
at this node or incremented if already existing.
3. Once some accumulative delay counter reaches a predefined threshold δ, where δ > 0 is
a constant, ALG moves a server according to Properties 1 and 2 defined below to the
corresponding hole and updates the history counters of all the servers.
Note that we will determine the optimal value for δ later in the proof.
In the case of concurrent requests, ties are broken arbitrarily. We will next define two
properties that ALG needs to satisfy in order to be 2k + 1-competitive with respect to our
analysis. The first property is conservativeness, which is often used for the paging problem,
and the second property is the so-called perfect-usefulness. Both properties aim at the fact
that an algorithm should reuse each server as few times as possible. These properties are
necessary for the analysis and they will help us to derive tight bounds for some well-known
paging algorithms that are equipped with delays in Section 4.
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I Property 1 (Conservativeness). An online algorithm ALG is called conservative if, for
every subsequence of requests σ 0 that contains requests on k or fewer critical nodes, ALG
incurs a moving cost of at most k in order to serve the requests of σ 0 .
I Property 2 (Perfect-usefulness). An online algorithm ALG is called perfectly-useful if it
moves exactly one server for every critical node.

Phase Partitioning
The partitioning of the input sequence that we will introduce here is different from the analysis
of the paging problem. In the paging problem, the phase partitioning is only dependent on
the input sequence, since it aims at minimizing the moving cost of any online algorithm.
When delays are added, such a static partitioning cannot be used anymore, as an optimal
algorithm can incur arbitrarily much delay for some requests, thus making its own actions
independent of the input sequence.
In order to analyze the competitive ratio of the previously presented algorithm, we first
define phases on every node with respect to the actions of the offline algorithm OPT. Consider
therefore k servers and a fixed request sequence σ. We define the phases on the holes of
OPT, i.e., the nodes that are not covered by a server of OPT. Let xj be such a hole of OPT
and σi be the first unserved request on xj after xj has become a hole. Let σi appear at time
ti and let ti0 be the point in time when OPT serves the request σi and potentially other
request that appeared on xj within the time interval [ti , ti0 ]. We call the time interval [ti , ti0 ]
a phase p of OPT. We further associate each phase with a delay and a moving cost, denoted
OP T
OP T
OP T
Cdelay
(p) and Cmoving
(p) respectively. Cdelay
(p) is defined to be the delay cost incurred by
OP T
all open requests on xj during the time interval [ti , ti0 ]. Cmoving
(p) only consists of a moving
cost of 1 when OPT moves a server to xj at the end of phase p. Note that the phases defined
with respect to the same node do not overlap, but the phases defined on different nodes
may do so. We will order the phases on all nodes with respect to their starting point and
enumerate them. We will further associate each i-th phase pi with a total delay cost denoted
OP T
δi , where δi := Cdelay
(pi ). In contrast to OPT, we will define the delay and the moving costs
of ALG to be the accumulated delay and moving cost over all nodes during the time interval
ALG
ALG
pi = [ti , ti0 ]. We denote these costs Cdelay
(p) and Cmoving
(p) respectively.
Our basic proof idea to show the competitiveness of ALG will be to partition the input
sequence σ into phases and analyze the competitive ratio of ALG on each phase separately.
If ALG is strictly α-competitive for every subsequence of requests of a phase, then the whole
sequence σ is also α-competitive, as the following lemma states:
I Lemma 2. Let there be two phases p1 , p2 and let p = p1 ∪ p2 be the union of the phases
defined as the time interval between the start of phase p1 and the end of longest of the two
phases. If the subsequences of requests p1 and p2 are strictly α-competitive, then p is also
strictly α-competitive.
Proof. Let CALG (p), CALG (p1 ), CALG (p2 ) be the costs of ALG and let COP T (p), COP T (p1 ),
COP T (p2 ) be the costs of OPT during the phase p, p1 , p2 described by the corresponding
time interval respectively. Note that the following holds:
CALG (p) ≤ CALG (p1 ) + CALG (p2 )
COP T (p) = COP T (p1 ) + COP T (p2 ).

(1)

Note that the equation for OPT holds because the delay and the space costs of OPT are
defined with respect to a single node and that consecutive phases that take place on the
same node do not intersect. In contrast to this, we defined the costs of ALG to be the costs
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over all nodes, i.e., in the case of overlapping phases on different nodes, some of the costs
might be counted for both intervals. By the assumption of the lemma statement we have
CALG (p2 )
≤ α.
COP T (p2 )

CALG (p1 )
≤ α,
COP T (p1 )

(2)

Now we show for phase p = p1 ∪ p2 that
CALG (p) (1) CALG (p1 ) + CALG (p2 )
≤
=
COP T (p)
COP T (p1 ) + COP T (p2 )
(2)

≤

3.1

1

COP T (p2 ) α
1
COP T (p2 )

+
+

CALG (p1 )
COP T (p1 )·COP T (p2 )
1
COP T (p2 )

1

COP T (p1 ) α
1
COP T (p1 )

+
+

CALG (p2 )
COP T (p1 )·COP T (p2 )
1
COP T (p1 )

(3)

= α.
J

Algorithm Analysis

Let ALG be an algorithm from the set of online algorithms defined in Section 3 and let OPT
be any optimal offline algorithm, both equipped with k servers. We need to handle the first
phase p1 together with the last phase, since requests in the last phase might only be open
for ALG, but not for OPT. In the next lemma we will present the competitiveness analysis
for any middle phase, i.e., not the first or the last phase, of the partitioning:
I Theorem 3. The presented deterministic online algorithm based on conservativeness and
perfect-usefulness in Section 3 is 2k + 1-competitive for the uniform k-OSD problem.
Proof. We will start this proof by showing that the considered deterministic algorithm is
max{k · (1 + δ), 2k + 1, 1δ · (k + 1) · (1 + δ)}-competitive on each phase pi . By setting δ := k+1
k
at the end of this proof, we will achieve the optimal competitive ratio of 2k + 1 for ALG, as
stated in the theorem statement. In order to show the above formula for the competitive
ratio, we fix any request sequence σ and consider its phase partition. For each phase, we
make a case distinction based on the size of δi where δi is the delay cost of OPT in pi defined
in the previous section.
We claim that for any phase pi with a total delay cost of δi , ALG incurs costs for at most
k + b δδi c · (1 + k) requests on holes, each of which has a delay cost of δ. The main idea for
this proof is that every time OPT incurs a delay cost of δ, ALG can afford to move a server.
Throughout the proof, we will assume that a phase of OPT starts at xj with a request σi for
which both algorithms, OPT and ALG, have a hole on xj . This assumption is justified since
all requests that can be immediately served by ALG but not by OPT do not contribute to a
larger competitive ratio and can therefore be omitted in the analysis. Note that all requests
that can be immediately served by OPT but not by ALG do increase the competitive ratio
and will be taken care of in so-called post-phases that will be defined later.
Let the phase pi begin with an open request on node xj which is a hole for both algorithms.
Assume at first that δi > δ. At the beginning of the request sequence, both algorithms have
the same server constellation. Since we assumed δi > δ, ALG will have to serve the node xj
at least once before OPT does. In the worst case, due to the definition of the accumulative
delay cost of ALG, ALG will have to serve xj at most b δδi c times before OPT moves a server
to xj . After ALG serves xj for the first time, there can be requests on at most k distinct
nodes that are covered by the servers of OPT but not by the servers of ALG. These requests
are served by OPT immediately whereas ALG incurs delay and moving costs for each of the
requests. Note that there cannot be more than k such requests due to Property 1. Moreover,
ALG would end up with the same server constellation as OPT after k such requests, as a
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request would appear on a hole for ALG and OPT otherwise. Observe that each request is
served after time δ and only one server is moved to serve that request according to Property 2.
Therefore, ALG will incur costs of at most k · (1 + δ) for these k requests. This situation
can appear every time after ALG serves a request on xj . Thus, ALG would incur a cost of
b δδi c · (k + 1) · (1 + δ).
A phase might end with or only consist of a small delay interval of length δi − b δδi cδ just
before OPT serves all open requests on xj . Note that the k requests that can be issued on
the nodes which are covered by the servers of OPT are already accounted for in the previous
analysis, if δi > δ. The costs of ALG for serving the last requests on this time interval are
however not accounted for so far. Neither are the costs for the time before ALG serves xj
for the first time, which corresponds to the whole phase if δi < δ. In fact, also during this
time requests on the k nodes which are covered by the servers of OPT but not by the servers
of ALG might appear. In order to account for these k requests and for the moving costs of
1 for serving xj after OPT has done so, we will introduce the concept of a post-phase. A
post-phase consists of requests on at most k nodes after the end of a phase. Since OPT has
a server at xj at the end of phase pi , xj is one of the k nodes covered by a server of OPT in
the post-phase. Therefore, the delay and the moving costs for serving the last requests on xj
will also be covered in the post-phase. As the post-phase consists of requests on at most k
nodes, the total cost for ALG during a post-phase is at most k · (1 + δ). This part of the
analysis explains how the costs between two non-overlapping phases are covered.
In the case when the phases overlap, or even when the next phase ends before the previous,
the upper bound on the number of requests still holds. The serving times of requests of
any number of overlapping phases can be ordered by the point in time when ALG moves
a server to the corresponding node. Each movement thereby accounts for the requests on
k nodes that are covered by the servers of OPT and which may appear after every served
request by ALG. Since each phase can have at most one post-phase, it is also calculated in
the above costs. Therefore, overlapping phases cannot increase the competitive ratio of ALG.
An example of the phase partition on a small example with long, short, and overlapping
phases as well as the corresponding post-phases is visualized in Figure 1.
Finally, we can summarize the costs incurred by each of the algorithms for any phase.
OP T
OPT always incurs costs of Ctotal
(pi ) = 1 + δi . The costs of ALG are calculated as the sum
of the costs during a phase and the costs of the post-phase. These costs are equal to
!
 
δ
i
ALG
Ctotal
(pi ) =
· (k + 1) + k · (1 + δ).
δ
The competitive ratio for each phase can be calculated as the quotient of the two terms. In
order to estimate the competitive ratio for the algorithm, we need to make a case distinction
on δi - the delay cost of a phase pi :
δi < δ: In this case we have b δδi c = 0. Therefore the competitive ratio becomes
ALG
OP T
Ctotal
(pi )/Ctotal
(pi ) ≤ k · (1 + δ).

δi = δ: In this case we have b δδi c = 1 and the term 1 + δi = 1 + δ. The competitive ratio is
ALG
OP T
Ctotal
(pi )/Ctotal
(pi ) ≤ k + (k + 1) = 2k + 1.

δi → ∞: In this case the delay cost for an interval δi is maximized. We can divide the
numerator and the denominator of the competitive ratio by δi and consider the limit for
δi → ∞. This results in a competitive ratio of
ALG
OP T
Ctotal
(pi )/Ctotal
(pi ) ≤

1
· (1 + k) · (1 + δ).
δ
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post-phase pi−1

post-phase pi post-phase pi+1

post-phase pi+2
phase pi+2

x1 , {}
δ

δ

δ

s1

s1

δ

δ

δ

s1

x2 , {s1 }
<δ

x3 , {}
δ
phase pi

phase pi+1

δ

δ

phase pi+3

Figure 1 An example of the partitioning of the phases into a phase and a post-phase on three
nodes, where k = 1. The server of OPT is located on the node x2 at the beginning of the visualized
sequence and the uncovered nodes are denoted with empty braces. OPT incurs delay for requests
on its holes, represented as unfilled circles, and moves the server at the end of the phase. Solid
circles represent requests that can be served immediately by OPT, possibly incurring a moving
cost. For visual purposes, we assume that all requests have the same delay function. Each phase
starts with an open request and ends once OPT serves this request, which is visualized by arrows
between the nodes. Moreover, a post-phase is appended at the end of any phase, where requests on
the two covered nodes by OPT may appear. Also between any two open requests, possibly from
different phases, requests may appear on the two uncovered nodes. The figure depicts three different
situations considered in the analysis: δi ≥ δ, δi < δ, and when two phases overlap.

For all other values of δi , the competitive ratio lies between k·(1+δ), 2k+1 and 1δ ·(k+1)·(1+δ).
This holds, since the competitive ratio as a function of δi is minimized for the values of δi
considered in the three cases of the case distinction. The competitive ratio in this case can
be defined as max{k · (1 + δ), 2k + 1, 1δ · (1 + k) · (1 + δ)}, just as in the statement of this
lemma. Note that we omitted the case δ → ∞, as it can be easily shown that ALG cannot
be competitive in this case.
In order to show that ALG is 2k+1-competitive, we will consider the maximum competitive
ratio achieved in the above case distinction. As a function of δ, the competitive ratio of
Case 1 is a strictly monotonically increasing function, while the one of Case 3 is strictly
monotonically decreasing. The global minimum can be found by looking at their intersection
point. Setting these functions equal to each other, we obtain
1
· (k + 1) · (1 + δ) = k · (1 + δ)
δ
which is equal if and only if δ = k+1
k . This means that ALG is optimal, if δ is set to the
value k+1
.
Applying
this
δ
to
Case
1 or Case 3, we get a competitive ratio of 2k + 1, which
k
is equal to the competitive ratio of Case 2.
J

4

Deterministic Paging Algorithms with Delays

In our analysis of the upper bound, we considered an online algorithm with the properties of
conservativeness and perfect-usefulness, where we move the server with the smallest history
counter in case of a critical node based on its replacement policy. In this section, we will
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draw a connection between our ideas in the analysis and the well-known deterministic paging
algorithms. In the paging problem, online algorithms are often divided into two kinds of
algorithms - the marking and the conservative algorithms, a broad analysis of which can
be found in the book of Borodin and El-Yaniv [5]. We will restrict ourselves to three main
conservative algorithms that we will equip with delays according to the definition of our
k-OSD algorithm in Section 3. We will then show that these generalized algorithms satisfy
Properties 1 and 2 and thus are 2k +1 competitive. We will further address the flush-when-full
algorithm, a marking algorithm, whose competitive ratio does not directly follow from our
analysis in Section 3.1. The following paging algorithms are considered in this section:
(i) LRU (least recently used): In the case where a server has to leave a node in order to
cover a new node that has become critical, it chooses the server on the node whose
most recent request was earliest. That is, the history counter of each server is updated
with each served request, and the server with the smallest history counter is moved.
(ii) CLOCK (clock replacement): This algorithm is an approximation of the LRU where a
single “use” bit represents the implicit timestamp of LRU.
(iii) FIFO (first-in/first-out): In case of a critical node, let the server from the node that
has been covered by a server longest be moved to the critical node. This strategy
corresponds to updating history timers whenever a server was moved last.
(iv) FWF (flush-when-full): Here, the idea is to only let servers with a history counter 0
serve critical nodes and update the history counter to the time when the server was
moved. Once all history counters are non-zero and a new critical node appears, all k
counters are reset to 0, i.e., they are “flushed”.
Note at first that all presented algorithms are paging algorithms without delay and
therefore only define which servers will be moved and not at which point in time. The time
at which a server is moved is defined in the definition of the generalized k-OSD algorithm in
Section 3. This algorithm demands that for each critical node only one server movement is
performed using one of the above strategies. Therefore, all these algorithms equipped with
delays satisfy Property 2.
I Lemma 4. The LRU, CLOCK and FIFO algorithms equipped with the delay function from
Section 3 are 2k + 1-competitive for the k-OSD problem.
Proof. It has been shown in the literature that the LRU, CLOCK, and FIFO algorithms are
conservative, see for example [5]. Since we defined the algorithms and the conservativeness
property with respect to server movements and their history counters, we will use the LRU
algorithm to show that it satisfies conservativeness with respect to the definition of Property
1. Assume that there is a subsequence σ with requests on k distinct holes. Since there exists
a well-defined order of the history counters, for any critical node, the LRU algorithm chooses
the server on the node whose most recent request was the earliest. The history counter of
that server is updated and never used again in σ, since the other k − 1 history counters are
smaller. That means LRU moves exactly one server for each critical node, i.e., k movements
in total for the whole sequence σ. This fulfills the conditions of Property 1.
J
I Lemma 5. The FWF algorithm equipped with the delay function from Section 3 is 2k + 1competitive for the k-OSD problem.
Proof. Observe that FWF is not a conservative algorithm. This is because, within a
subsequence of k critical nodes, FWF can reset all its history counters and reuse some of
its servers for this subsequence, thus moving servers more than k times. Between two flush
operations, the algorithm however does satisfy Property 1. We will not give the full proof
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for the competitiveness of FWF here, but instead the idea of how the reused servers can be
accounted for in the analysis. Consider therefore consecutive phases defined as in Section 3:
At the beginning of the sequence, the servers of OPT and FWF start on the same nodes.
Assume that the first phase is of the kind δi < δ. In this case, after a movement of OPT,
FWF has to serve at most k additional requests on k nodes that are already served by OPT.
That is, FWF would update all k history counters and have a critical node at the end of
phase p1 in the worst case. In addition, its servers will reach the same constellation as the
servers of OPT. With the critical node, all counters will be reset to 0 and a new phase will
begin. In this case, the competitive ratio of 2k + 1 holds. The interesting cases are when
the phases overlap or when requests are not issued on all k nodes covered by OPT. This
way, OPT and FWF will not have their servers on the same nodes when entering the next
phase p2 and not all history counters of FWF will be equal to zero. In this case, FWF might
have to reset its history counters during the next phase and reuse some of the already used
servers in that phase. Note that the number of reused servers can be upper bounded by the
number of nodes that are covered by the servers of OPT but not by the servers of FWF at
the beginning of p2 . Therefore, we can always count the delay and moving costs of reused
servers to the post-phase of the previous phase. In the case when δi > δ, a similar argument
can be derived for all subphases with delay cost δ.
J
From the above analysis, it follows that conservative algorithms can be used to extend our
analysis and obtain tight results for the uniform k-OSD problem. The same observations were
shown in the paging problem without delays with a competitive ratio of k in [5] by Borodin
and El-Yaniv. There are of course also some well-known deterministic paging algorithms
that are not competitive for the paging problem and therefore also for the uniform k-OSD
problem. Such algorithms are for example the LIFO (last-in/first-out) or the LFU (least
frequently used).

5

Discussion

In this paper, we have considered a special case of the k-server problem with delays, where
the distances between all nodes in the system are equal. We devised deterministic online
algorithms with competitive ratio 2k + 1 by equipping known conservative algorithms with
a carefully chosen delay function. We have also shown that this bound is tight. The tight
bound for the k-OSD problem on general finite metric spaces is not known yet. Our results,
however, inspire the following question which is analog to the classical k-server conjecture:
Is there a 2k + 1-competitive deterministic algorithm for the k-server problem with delays on
any finite metric space? This question has been answered negatively by Azar et al. [1] in the
non-clairvoyant setting, where they show that the lower bound for a weighted start depends
on the aspect ratio.
On the other hand, our results can be positive evidence that there are many variants of
the k-server problem for which the classic k-server conjecture does not generalize, i.e., the
deterministic competitive ratio in uniform metrics is different than arbitrary metric spaces.
For example, in the weighted k-server problem, even for k = 2, there exists a 5-competitive
deterministic algorithm on uniform metrics [8] but it is known that for the line metric the
competitive ratio is more than 10 [14].
Another natural extension to our work would be to consider randomized algorithms of
uniform k-OSD problems. Without delays it is only possible to choose a random distribution
of the servers which are to be moved, thus achieving a well-known tight bound of Hk for k
servers. When delays are allowed, a new possibility is given to algorithms, namely to also
make use of a randomized delay function. This opens the question of what is the tight bound
can be achieved by a randomized algorithm for the uniform k-OSD problem.
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Abstract
For a family of graphs F, Weighted F-Deletion is the problem for which the input is a vertex
weighted graph G “ pV, Eq and the goal is to delete S Ď V with minimum weight such that GzS P F.
Designing a constant-factor approximation algorithm for large subclasses of perfect graphs has been
an interesting research direction. Block graphs, 3-leaf power graphs, and interval graphs are known
to admit constant-factor approximation algorithms, but the question is open for chordal graphs and
distance-hereditary graphs.
In this paper, we add one more class to this list by presenting a constant-factor approximation
algorithm when F is the intersection of chordal graphs and distance-hereditary graphs. They are
known as ptolemaic graphs and form a superset of both block graphs and 3-leaf power graphs above.
Our proof presents new properties and algorithmic results on inter-clique digraphs as well as an
approximation algorithm for a variant of Feedback Vertex Set that exploits this relationship
(named Feedback Vertex Set with Precedence Constraints), each of which may be of
independent interest.
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Introduction

Given a family of graphs F, we consider the following problem.
Weighted F-Deletion
Input : A graph G “ pV, Eq with vertex weights w : V Ñ R` Y t0u.
Question : Find a set S Ď V of minimum weight such that GzS P F.
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Figure 1 A diamond, a gem, a house, a domino, a bull, and a dart.

This problem captures many classical combinatorial optimization problems including
Vertex Cover, Feedback Vertex Set, Odd Cycle Transversal, and the problems
corresponding to natural graph classes (e.g., planar graphs, chordal graphs, or graphs of
bounded treewidth) also have been actively studied. Most of these problems, including the
simplest Vertex Cover, are NP-hard, so polynomial-time exact algorithms are unlikely to
exist for them.
Parameterized algorithms and approximation algorithms have been two of the most
popular kinds of algorithms for NP-hard optimization problems, and F-Deletion has been
actively studied from both viewpoints. There is a large body of work in the theory of
parameterized complexity, where F-Deletion for many F’s is shown to be in FPT or even
admits a polynomial kernel. The list of such F’s includes chordal graphs [24, 17, 3], interval
graphs [8, 7, 4], distance-hereditary graphs [11, 19], bipartite graphs [26, 22], and graphs
with bounded treewidth [14, 21].
On the other hand, despite large interest, approximability for F-Deletion is not as well as
understood as parameterized complexity. To the best of our knowledge, for all F’s admitting
parameterized algorithms in the above paragraph except Odd Cycle Transversal, the
existence of a constant-factor approximation algorithm is not ruled out under any complexity
hypothesis. When F can be characterized by a finite list of forbidden subgraphs or induced
subgraphs (not minors), the problem becomes a special case of Hypergraph Vertex Cover
with bounded hyperedge size, which admits a constant-factor approximation algorithm.
Besides them, the only classes of graphs that currently admit constant-factor approximation
algorithms are block graphs [1], 3-leaf power graphs [5], interval graphs [7], and graphs of
bounded treewidth [14, 15]. Weighted versions are sometimes harder than their unweighted
counterparts, and within graphs of bounded treewidth, the only two nontrivial classes whose
weighted version admits a constant-factor approximation algorithm are the set of forests
(Weighted Feedback Vertex Set) and the set of graphs excluding a diamond as a
minor [13]. See Figure 1.
When F is the set of perfect or weakly chordal graphs, it is known that a constant-factor
approximation algorithm is unlikely to exist [16]. Therefore, there has been recent interest
on identifying large subclasses of perfect graphs that admit constant-factor approximation
algorithms. Among the subclasses of perfect graphs, chordal graphs and distance-hereditary
graphs have drawn particular interest. Recall that chordal graphs are the graphs without
any induced Cě4 1 , and distance-hereditary graphs are the graphs without any induced Cě5 ,
a gem, a house, or a domino. See Figure 1.
Chordal graphs are arguably the simplest graph class, apart from forests, which is
characterized by infinite forbidden induced subgraphs. Structural and algorithmic aspects
of chordal graphs have been extensively studied in the last decades, and it is considered
one of the basic graph classes whose properties are well understood and on which otherwise
NP-hard problems become tractable. As such, it is natural to ask how close a graph to a
chordal graph in terms of graph edit distance and there is a large body of literature pursuing
this topic [3, 2, 9, 17, 18, 24, 29].

1

Let Cěk be the set of cycles of length at least k.
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Fixed-parameter tractability and the existence of polynomial kernel of F-Deletion for
chordal graphs were one of important open questions in parameterized complexity [24, 17].
An affirmative answer to the latter in [17] brought the approximability for chordal graphs
to the fore as it uses an Opopt2 log opt log nq-factor approximation algorithm as a crucial
subroutine. It was soon improved to Opopt log nq-factor approximation [3, 20]. An important
step was taken by Agrawal et al. [2] who studied Weighted F-Deletion for chordal graphs,
distance-hereditary graphs, and graphs of bounded treewidth. They presented polylogpnqapproximation algorithms for them, including Oplog2 nq-approximation for chordal graphs,
and left the existence of constant-factor approximation algorithms as an open question. For
now, even the existence of Oplog nq-factor approximation is not known. This makes an
interesting contrast with F-Deletion for forests, that is, Feedback Vertex Set. An
algorithmic proof of Erdös-Pósa property2 for cycles immediately leads to an Oplog nq-factor
approximation for Feedback Vertex Set while the known gap function of Erdös-Pósa
property for induced Cě4 is not low enough to achieve such an approximation factor [20].
Distance-hereditary graphs, in which any induced subgraph preserves the distances among
all vertex pairs, form another important subclass of perfect graphs. It is supposedly the
simplest dense graph class captured by a graph width parameter; distance-hereditary graphs
are precisely the graphs of rankwidth 1 [25]. F-Deletion for distance-hereditary graphs
has gained good attention for fixed-parameter tractability and approximability [2, 19, 11]
particularly due to the recent surge of interest in rankwidth. An Oplog3 nq-approximation is
known [2].
Constant-factor approximation algorithms were designed for smaller subclasses of chordal
and distance-hereditary graphs. They include block graphs (excluding Cě4 and a diamond) [1]
and 3-leaf power graphs (excluding Cě4 , a bull, a dart, and a gem) [6]. See Figure 1. Recently,
a p2 ` q-factor approximation for split graphs was announced [23].
In this paper, we take a step towards the (affirmative) answer of the question of [2] by
presenting a constant-factor approximation algorithm for the intersection of chordal and
distance-hereditary graphs, known as ptolemaic graphs.3 They are precisely graphs without
any induced Cě4 or a gem, so it is easy to see that they form a superclass of both 3-leaf
power and block graphs.
Weighted Ptolemaic Deletion
Input : A graph G “ pV, Eq with vertex weights w : V Ñ R` Y t0u.
Question : Find a set S Ď V of minimum weight such that GzS is ptolemaic.
I Theorem 1.1. Weighted Ptolemaic Deletion admits a polynomial-time constantfactor approximation algorithm.

1.1

Techniques

Our proof presents new properties and algorithmic results on inter-clique digraphs as well
as an approximation algorithm for a variant of Feedback Vertex Set that exploits this
relationship (named Feedback Vertex Set with Precedence Constraints), each of
which may be of independent interest.

2
3

Any graph has either a vertex-disjoint packing of k ` 1 cycles, or a feedback vertex set of size Opk log kq.
The name ptolemaic comes from the fact that the shortest path distance satisfies Ptolemy’s inequality:
For every four vertices u, v, w, x, the inequality dpu, v qdpw, xq ` dpu, xqdpv, wq ě dpu, wqdpv, xq holds.
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1.1.1

Inter-clique Digraphs

The starting point of our proof is to examine what we call an inter-clique digraph of G. Let
CpGq be the collection of all non-empty intersections of maximal cliques in G, see Section 2
Ñ
Ý
Ñ
Ý
for the formal definition. An inter-clique digraph T pGq of G, or simply T , is a digraph
isomorphic to the Hasse diagram of pCpGq, Ďq. A neat characterization of ptolemaic graphs
was presented by Uehara and Uno [28]: a graph G is ptolemaic if and only if its inter-clique
digraph is a forest. This immediately suggests the use of an Op1q-approximation algorithm
for Feedback Vertex Set on the inter-clique digraph. Indeed, the black-box application
of an Op1q-approximation algorithm for Feedback Vertex Set yields Op1q-approximation
algorithms for subclasses of ptolemaic graphs including block graphs [1] and 3-leaf power
graphs [5].
However, to leverage this characterization for Ptolemaic Deletion, two issues need to
be addressed. First, a polynomial-time algorithm to construct an inter-clique digraph of the
input graph G is needed, while the size of an inter-clique digraph can be exponentially large
for general graphs. Second, even with the inter-clique digraph of polynomial size at hand, the
application of Feedback Vertex Set remains nontrivial since (1) after deletion of vertices,
the structure of the inter-clique digraph may drastically change, and (2) feedback vertex
sets for the inter-clique digraph must satisfy additional constraints that a deletion of a node
C P CpGq must imply the deletion of all nodes reachable from it (because they are subsets
of C in G). Addressing each of these issues boils down to understanding the properties of
an inter-clique digraph and elaborating the relationship between the input graph and its
inter-clique digraph.
For general graphs, their inter-clique digraphs are acyclic digraphs in which each node
can be precisely represented by all sources that have a directed path to the node. It turns out
that eliminating from G all induced subgraphs isomorphic to C4 and gem is key to tackling
the aforementioned issues. We show that any hole of G indicates the existence of a cycle
Ñ
Ý
in Undp T q, and vice versa when G is (C4 , gem)-free (Lemmas 3.7-3.8). This in turn lets us
to identify a variant of Weighted Feedback Vertex Set, termed Feedback Vertex
Set with Precedence Constraints and defined in Section 1.1.2, which is essentially
equivalent to Ptolemaic Deletion on G when it takes the inter-clique digraph of G as an
Ñ
Ý
input; see Proposition 3.11. Moreover, each subdigraph of T induced by the ancestors of
Ñ
Ý
any node v of T is a directed tree rooted at v, see Lemma 3.5. (Similar statement holds for
the descendants of v.) This property is used importantly in analyzing our approximation
for Feedback Vertex Set with Precedence Constraints. As Feedback Vertex
Set with Precedence Constraints takes an inter-clique digraph as an input, we need
to construct it in polynomial time. This is prohibitively time-consuming for general graphs.
We show that the construction becomes efficient when G is both C4 and gem-free, see
Proposition 3.9.

1.1.2

Feedback Vertex Set with Precedence Constraints

Ñ
Ý
Given acyclic directed graphs G and a vertex v, let ancpvq and despvq be the set of ancestors
Ñ
Ý
Ñ
Ý
and descendants respectively, and let Undp G q denote the underlying undirected graph of G .
It remains to design a constant-factor approximation algorithm for the following problem:
Feedback Vertex Set with Precedence Constraints (FVSP)
Ñ
Ý
Input : An acyclic directed graph G “ pV, Aq, where each vertex v has weight ωv P
R` Y t0u. For each v P V , the subgraph induced by ancpvq is an in-tree rooted at v.
Question : Delete a minimum-weight vertex set S Ď V such that (1) v P S implies
Ñ
Ý
despvq Ď S, (2) Undp G zSq is a forest.
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Ñ
Ý
It is a variant of Undirected Feedback Vertex Set (FVS) on Undp G q, with the
additional precedence constraint on S captured by directions of arcs in A. This precedence
constraint makes an algorithm for FVSP harder to analyze than FVS because a vertex v
can be deleted “indirectly”; even when v does not participate in any cycle, deletion of any
ancestor of v forces to v to be deleted, so the analysis for v needs to keep track of every
vertex in ancpvq.
We adapt a recent constant-factor approximation algorithm for Subset Feedback
Vertex Set by Chekuri and Madan [10] for FVSP. The linear programming (LP) relaxation
variables are tzv uvPV , where zv is supposed to indicate whether v is deleted or not, as well as
Ñ
Ý
txue uePA,uPe , where xue is supposed to indicate that in the resulting forest Undp G zSq rooted
at arbitrary vertices, whether e is the edge connecting u and its parent.
Minimize

ÿ

zv ωv

vPV

Subject to zv ` xue ` xve “ 1 for each e “ pu, vq P A,

zv `

ÿ

xve ď 1 for each v P V,

eQv

zu ď zv for each e “ pu, vq P A,

0 ď x, z ď 1.

Compared to the LP in [10], we added the zu ď zv for all pu, vq P A to encode the
fact that u’s deletion implies v’s deletion. This LP is not technically a relaxation, but one
can easily observe that in any integral solution, the graph induced by tv : zv “ 0u has at
most one cycle, which can be easily handled later.4 The rounding algorithm proceeds as
follows. Fix three parameters ε « 0.029, α « 0.514, β « 0.588. For notational convenience,
let x̄ue :“ 1 ´ xue . Also, for each e “ pu, vq P A, let ye “ zv ´ zu .
(i) Delete all vertex v with zv ě ε.
(ii) Sample θ uniformly at random from the interval rα, βs.
(iii) For each e “ pu, vq P A, if θ P rx̄ve ´ ye , x̄ve s, delete despvq.
Slightly modifying the analysis of [10], one can show that after rounding, there is indeed
at most one cycle remained in each connected component. In terms of the total weight of
deleted vertices, it is easy to bound the total weight of deleted vertices in Step (i) and the
final cleanup step for one cycle. The main technical lemma of the analysis bounds the weight
of vertices deleted in Step (iii) by at most OpLPq.
I Lemma 1.2. For each v P V , Prrv is deleted in Step (iii)s ď Opzv q.
Ñ
Ý
Recall that ancpvq induces the directed tree T rooted on v where all arcs are directed
Ñ
Ý
towards v, and deletion of any vertex in T forces the deletion of v. The lemma is proved by
showing that while ancpvq can be large, all vertices that can be possibly deleted during the
rounding algorithm can be covered by at most two directed paths; it is proved by examining
behaviors of the rounding algorithm on directed trees, followed by an application of Dilworth’s
theorem. The new LP constraint zu ď zv for all pu, vq P A ensures that the sum of the
deletion probabilities along any path is at most Opzv q, so the total probability that v is
deleted can be bounded by Opzv q.

4

[10] added an additional cycle covering constraint in the LP. We find it conceptually easier to deal with
the last remaining cycle separately at the end.
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2

Preliminaries

Ť
For a mapping f : X Ñ Y between two finite sets and a set A Ď X, we denote xPA tf pxqu
by f pAq. For sets X and Y , we say that X and Y are overlapping if none of XzY , Y zX,
and X X Y is empty. For a family F of sets, F is laminar if F has no overlapping two
elements. In an undirected graph G, we say that two vertices u, v are true twins, or simply
twins, if NG rus “ NG rvs. Note that true twins must be adjacent. Since the true twin
relation is an equivalence relation, the true twin classes of V is uniquely defined. For graphs
G1 , . . . , Gm , we say that G is pG1 , . . . , Gm q-free if G has no induced subgraph isomorphic to
one of G1 , . . . , Gm .
Ñ
Ý
Ñ
Ý
Ñ
Ý
For a directed graph G , we denote by Undp G q the underlying graph of G . An ancestor
Ñ
Ý
Ñ
Ý
Ñ
Ý
of v in G is a vertex which is reachable to v in G and a descendant of v in G is a vertex
Ñ
Ý
Ñ
Ý
which is reachable from v in G . Two vertices u and v are incomparable in G if neither one is
Ñ
Ý
Ñ
Ý
an ancestor of the other. A source of G is a vertex of G without an in-coming arc and a sink
Ñ
Ý
Ñ
Ý
of G is a vertex without an out-going arc. We denote by ancp G , vq the set of ancestors of v
Ñ
Ý
Ñ
Ý
Ñ
Ý
Ñ
Ý
in G , by desp G , vq the set of descendants of v in G , and by srcp G , vq be the set of sources
Ñ
Ý
Ñ
Ý
of G which are ancestors of v. When G is clear from the context, we may simply write
Ñ
Ý
ancpvq, despvq, and srcpvq, respectively. For an undirected cycle H in H , we term a maximal
directed subpath of G a segment of the cycle H. The segment length of a cycle H is defined
as the number of segments of H. A segment decomposition of a cycle H is a cyclic sequence
Ñ
Ý
of all segments of H such that any two consecutive segments share a vertex of G . We will
write a segment decomposition of H as H “ x0 , P~1 , x1 , P~2 , x2 , ¨ ¨ ¨ , x2`´1 , P~2` , x2` p“ x0 q, in
which for every odd i, P~i is a forward-oriented path from xi´1 to xi and for every even i, Pi
is a backward-oriented path from xi´1 to xi .

2.1

Clique and inter-clique digraph

We denote the set of maximal cliques in a graph G by MpGq. We define the set CpGq all
non-empty intersections among maximal cliques, that is,
+

#
CpGq :“

ď
IĎMpGq

C:C“

č

M, C ‰ H .

M PI

We may write MpGq and CpGq as M and C respectively, if it is clear from the context.
Cleary, CpGq defines a partially ordered set under the set containment relation Ď. A
Ñ
Ý
Hasse diagram H of a poset pS, ďq represents each element of S as a vertex and adds an arc
from y to x if and only if y ą x and there is no element z P S with y ą z ą x. We say that a
Ñ
Ý
Ñ
Ý
digraph T is an inter-clique digraph of G if T isomorphic to the Hasse diagram of the poset
Ñ
Ý
Ñ
Ý
Ñ
Ý
pCpGq, Ďq. For an inter-clique digraph T of G or the Hasse diagram H , we call V p T q or
Ñ
Ý
V p H q nodes instead of vertices in order to distinguish them from the vertices of G.
For a vertex set X Ď V pGq, we define srcpXq as the set of all maximal cliques containing
X. For v P V pGq, we may write srcpvq instead of srcptvuq. For a collection of sets X , srcpX q
is defined as the collection of sets (without duplicates) srcpX q “ tsrcpXq : X P X u. For the
Ñ
Ý
Ñ
Ý
Hasse diagram H of pCpGq, Ďq and a clique C P CpGq, we have srcpCq “ srcp H , Cq, and this
Ñ
Ý
justifies the reuse of the notation src for a vertex set, while srcp G , vq is already defined to
delineate the set of vertices with no in-coming arcs from which there is a directed path to v
Ñ
Ý
in G .
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Ptolemaic graphs

A graph is ptolemaic if for every four vertices a, b, c, and d in the same connected component,
G satisfies the following inequality:
distG pa, bq ¨ distG pc, dq ď distG pa, cq ¨ distG pb, dq ` distG pa, dq ¨ distG pb, cq.
Note that they can be equivalently defined as the set of (Cě4 , gem)-free graphs. The following
theorem proves strong relationship between ptolemaic graphs and its inter-clique digraph.
Ñ
Ý
I Theorem 2.1 (Uehara and Uno [28]). A graph G is ptolemaic if and only if Undp H q is a
Ñ
Ý
forest, where H is the Hasse diagram of pCpGq, Ďq.

3
3.1

Structures of Inter-clique digraphs
Basic properties of inter-clique digraphs

Ñ
Ý
In this subsection, we investigate the properties of the Hasse diagram H of the poset pCpGq, Ďq
for a graph G “ pV, Eq. All the results presented in this subsection assume no restriction on
the input graph G.
We first observe that each vertex v of V can be uniquely associated to a clique C of CpGq
with the property srcpvq “ srcpCq.
I Lemma 3.1. For every vertex v of G, there is a unique minimal element Cpvq P CpGq
Ş
containing v in the poset pCpGq, Ďq and it holds that Cpvq “ M Psrcpvq M .
We call the clique as depicted in Lemma 3.1 the canonical clique of v, namely the canonical
Ş
clique is defined as Cpvq “ M Psrcpvq M . Note that srcpvq “ srcpCpvqq.
Ñ
Ý
In the following three lemmas, we investigate properties of descendants of nodes in H . In
this extended abstract, the proofs of some lemmas will be deferred to the full version.
Ñ
Ý
I Lemma 3.2. If a node C has immediate descendants C1 , . . . , Cp with p ě 2 in H , then
we have srcpCq “ srcpCi q X srcpCj q for every 1 ď i ă j ď p.
I Lemma 3.3. Let Z be a true twin class of G contained in a clique C P CpGq. Then the
following are equivalent.
(i) srcpCq Ĺ srcpZq.
Ñ
Ý
(ii) There exists a proper descendant C 1 of C in H such that Z Ď C 1 .
Ñ
Ý
I Lemma 3.4. Let C1 and C2 be two cliques of CpGq. Then H contains at most one greatest
common descendant of C1 and C2 .

3.2

Inter-clique digraphs of (C4 , gem)-free graphs

Here, we examine how the extra assumption that G is (C4 , gem)-free brings about a new
Ñ
Ý
structure to emerge in the corresponding Hasse diagram H .
I Lemma 3.5. Let G “ pV, Eq be a (C4 , gem)-free graph and M be a maximal clique of G.
Ñ
Ý
Then CM :“ tC P CpGq : C Ď M u is laminar and H rCM s is an out-tree rooted at M .
The following two lemmas will be crucially used in the proof of Proposition 3.11 to
investigate the structure of minimal ptolemaic deletion set.
I Lemma 3.6. Let G “ pV, Eq be a (C4 , gem)-free graph. If G has a hole H and v P V pHq,
then GrV pHq Y tv 1 uztvus contains a hole for every v 1 P Cpvq.
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I Lemma 3.7. Let G “ pV, Eq be a (C4 , gem)-free graph. Then any undirected cycle H of
Ñ
Ý
H has segment length at least 8.
Sketch of the proof. Let H “ C0 , P~1 , C1 , P~2 , C2 , ¨ ¨ ¨ , C2`´1 , P~2` , C2` p“ C0 q be a segment
decomposition of H. We skip to prove the statement for ` ď 2. Suppose that ` “ 3, and note
that C2i is a common ancestor of C2i´1 and C2i`1 for every i P r3s. For each i P r3s, choose
Ñ
Ý
an arbitrary clique Ci1 which is a sink in H and a descendant of C2i´1 . Then it is easy to see
that Ci1 is a descendant of C2i´1 only for each i. On the other hand, the cliques C2i´1 and
C2i`1 are completely adjacent for every i P r3s, which implies that C11 Y C21 Y C31 is a clique
because Ci1 Ď C2i´1 for each i P r3s. Consider a maximal clique M containing C11 Y C21 Y C31
Ñ
Ý
and note that all the nodes of H are descendants of M in H . This contradicts Lemma 3.5,
Ñ
Ý
which asserts that H rCM s is an out-tree rooted at M , where CM :“ tC P CpGq : C Ď M u.
This completes the proof of claim.
J
Ñ
Ý
From the laminar structure of H rCM s, we can observe that any pair of nodes are
Ñ
Ý
incomparable in H if they do not belong to the same segment.
Ñ
Ý
I Lemma 3.8. Let H be a cycle of H with the shortest segment length with a segment
decomposition H “ C0 , P~1 , C1 , P~2 , C2 , ¨ ¨ ¨ , C2`´1 , P~2` , C2` p“ C0 q. Then for any two nodes
C, C 1 of H, C and C 1 are incomparable unless they belong to the same segment of H. In
Ñ
Ý
addition, for i, j P r`s with |i ´ j| ě 2, there is no common ancestor of C2i´1 and C2j´1 in H .

3.3

Constructing inter-clique digraphs for (C4 , gem)-free graphs

As an arbitrary graph can have prohibitively many maximal cliques, we cannot expect a
polynomial-time algorithm to construct inter-clique digraphs for general graphs. Instead,
we present a polynomial-time algorithm for (C4 , gem)-free graphs. Let CM :“ tC P C : M P
srcpCqu for each M P M.
I Proposition 3.9. There is a polynomial-time algorithm which, given a (C4 , gem)-free
Ñ
Ý
graph G, constructs the Hasse diagram H of pCpGq, Ďq.
Sketch of the proof. Let Z be the partition of V into true twin classes and n :“ |V pGq|.
Since G has no C4 as an induced subgraph, it has at most n2 maximal cliques and these
cliques can be enumerated with polynomial delay [12, 27]. Thus, all of M, Z, and srcpZq
can be computed in polynomial time. Observe that for certain cliques C P CpGq, srcpCq is
already contained in srcpZq. By Lemma 3.3, we can easily show that if C P CpGq is a sink or
Ñ
Ý
has a unique immediate descendant in H , then srcpCq P srcpZq. Let RX,0 :“ srcpZq. For
i ě 1, we define RX,i recursively as RX,i :“ RX,i´1 Y tR X R1 : R, R1 P RX,i´1 u. Let the
Ñ
Ý
height of a node v of an acyclic digraph G be the length of a longest directed path from v to
Ñ
Ý
Ñ
Ý
Ñ
Ý
a sink in G . The height of G is defined as the maximum over the heights of all nodes of G .
Ñ
Ý
B Claim 3.10. RX,s “ srcpCpGqq, where s is the height of H .
Ñ
Ý
Proof. It suffices to prove the following for each i ě 0: for any node C at height i in H , we
have srcpCq P RX,i . By the previous paragraph, we only need to consider a node C such that
Ñ
Ý
C has height i ą 0 and (at least) two immediate descendants C1 , C2 in H . By induction
hypothesis and because of that the height of the immediate descendants of C is at most
i ´ 1, we have srcpC1 q, srcpC2 q P RX,i´1 . Therefore, we have srcpC1 q X srcpC2 q P RX,i by
definition. Then by Lemma 3.2, it holds that srcpCq P RX,i as claimed.
C
Ñ
Ý
By Lemma 3.5, we can show that for each maximal clique M , the height of H rCM s is at
Ñ
Ý
most |Z|, and therefore the height of H is at most |Z|, that is, at most n. As we compute
RX,i`1 from RX,i repeatedly, we need a guarantee that the sizes of the computed sets RX,i
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do not grow exponentially. For each maximal clique M , by the laminarity of CM , we can show
that |CM | ď 2n, and therefore |CpGq| ď 2n3 . Then we can compute each RX,i in polynomial
time and srcpCpGqq can be computed in polynomial time by Claim 3.10. As we compute
RX,i , the containment relations amongst the elements of RX,i can be determined as well.
Ñ
Ý
Then H obviously comes from the Hasse diagram of psrcpCpGqq, Ďq.
J

3.4

Reduction from Ptolemaic Deletion to Feedback Vertex Set with
Precedence Constraints

Ñ
Ý
Let G “ pV, Eq be a (C4 , gem)-free graph with weight ω o : V Ñ R` Y t0u, H be the Hasse
Ñ
Ý
Ñ
Ý
diagram of pCpGq, Ďq, and T “ pN, Aq be an inter-clique digraph isomorphic to H with an
arc-preserving mapping γ : CpGq Ñ N . Notice that the canonical clique can be construed as
a function which maps each vertex v of G to the clique C P CpGq such that srcpvq “ srcpCq.
We define a mapping C ´1 : CpGq Ñ 2V so that it maps each clique C of CpGq to its preimage
under the canonical clique as a function from V to CpGq: if there is no vertex v P V with
Cpvq “ C, then the preimage of C under the canonical clique is H. We define φ : V Ñ N
and φ´1 : N Ñ 2V such that φpvq “ γpCpvqq and φ´1 pxq “ C ´1 pγ ´1 pxqq. Now the node
ř
weight function ω : N Ñ R` Y t0u is defined as ωpxq :“ vPφ´1 pxq ω o pvq.
Ñ
Ý
For a set of nodes R of T , the closure of R, denoted as R˚ , is a minimal superset of R
for which the following holds:
(a) all descendants of R of weight zero are contained in R˚ ,
(b) if all immediate descendants of a node v are in R˚ and φ´1 pvq “ H, then v P R˚ .
I Proposition 3.11. Let G “ pV, Eq be a (C4 , gem)-free graph with vertex weight ω o : V Ñ R.
Ñ
Ý
Let T “ pN, Aq be an inter-clique digraph of G with an arc-preserving mapping γ : CpGq Ñ N
ř
and with node weight ω : C Ñ R` Yt0u, such that ωpxq :“ vPφ´1 pxq ω o pvq. Then the following
two statements hold.
Ñ
Ý
1. For any minimal ptolemaic deletion set S Ď V , (i) φpSq˚ is downward-closed in T , (ii)
ř
ř
Ñ
Ý
Undp T zφpSq˚ q is a forest, and (iii) xPφpSq˚ ωpxq “ vPS ω o pvq
Ñ
Ý
Ñ
Ý
2. For any R Ď N such that (i) R is downward-closed in T , and (ii) Undp T zRq is a forest,
ř
φ´1 pRq is a ptolemaic deletion set of G of weight xPR ωpxq.
Sketch of the Proof. We first prove (1)-(i). We first observe that if S is a minimal deletion
set, S contains the canonical clique Cpvq of v whenever S contains v P V .
B Claim 3.12. If S Ď V is a minimal ptolematic deletion set, then Cpvq Ď S whenever v P S.
Consequently, φ´1 pxq Ď S for every x P φpSq.
Proof. Suppose Cpvq Ę S for some v P S. Since G is (C4 , gem)-free, GzS is ptolemaic if and
only if GzS is chordal. Since S is minimal, GzpSztvuq has a hole H intersecting v. By the
assumption, there exists v 1 P CpvqzS. However, Lemma 3.6 implies that GrpV pHqztvuqYtv 1 us
contains a hole and thus GzS contains a hole, a contradiction. The second statement is
immediate from the first statement.
C
Ñ
Ý
Consider a vertex v P S of G and an arbitrary descendant x of φpvq in T . We claim
ř
that x P φpSq˚ . If φ´1 pxq “ H, then by definition ωpxq “ vPH ω o pvq “ 0 and thus
the claim trivially holds by definition of φpSq˚ . Otherwise, let w P φ´1 pxq and we have
φ´1 pxq Ď γ ´1 pxq Ď γ ´1 pφpvqq “ Cpvq Ď S. Thus, w P φ´1 pxq Ď S which implies x P φpSq,
Ñ
Ý
and φpSq˚ is downward-closed in T .
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Ñ
Ý
To see that (1)-(ii), let H be a cycle of T zφpSq˚ with the least segment length and let
x0 , P~1 , x1 , P~2 , x2 , ¨ ¨ ¨ , x2`´1 , P~2` , x2` p“ x0 q be a segment decomposition of H. Consider the
cliques γ ´1 px2i´1 qzS of G for i P r`s. We can show by (1)-(i) and the definition of the closure
of a node set, that for every i P r`s, there exists a vertex vi P γ ´1 px2i´1 qzS of G.
We observe that all vi ’s are distinct. Suppose that vi “ vj for i ‰ j, and without loss of
generality we may assume that 1 ď i ă j ď `. Then the canonical clique Cpvi q is a common
descendant of γ ´1 px2i´1 q and γ ´1 px2j´1 q, or equivalently, φpvi q is a common descendant of
Ñ
Ý
x2i´1 and x2j´1 . Let x˚ be the greatest common descendant of x2i´1 and x2j´1 in T , which
is unique by Lemma 3.4. Let P and Q be the directed px2i´1 , x˚ q-path and the directed
px2j´1 , x˚ q-path. Due to Lemma 3.8, both directed paths are disjoint from H except from the
two starting vertex x2i´1 and x2j´1 . Then we can find a cycle from H with a shorter segment
length by replacing a subpath of H between x2i´1 and x2j´1 with P, x˚ , Q, a contradiction.
Furthermore, vi and vi`1 are adjacent because the cliques γ ´1 px2i´1 q and γ ´1 px2pi`1q´1 q
Ñ
Ý
are complete to each other in G due to the existence of common ancestor x2i in T . That is,
J “ v1 , . . . , v` , v1 forms a cycle, and its length is at least four by Lemma 3.7. Furthermore,
Lemma 3.8 implies that J is a hole, which altogether avoids S because of our choice of vi as
a vertex of γ ´1 px2i´1 qzS. This contradicts the assumption that S is a ptolemaic deletion
set, which proves (1)-(ii). We skip to prove (1)-(iii).
Ñ
Ý
Ñ
Ý
To see (2), suppose that for a node set R of T (i) R is downward-closed in T , and
Ť
Ñ
Ý
(ii) Undp T zRq is a forest while xPR φ´1 pxq is not a ptolemaic deletion set of G. Let
Ť
H “ v1 , . . . , vs , v1 be a hole of length s ě 5 in Gz xPR φ´1 pxq. Consider the canonical
Ñ
Ý
cliques Cpv1 q, . . . , Cpvs q and their corresponding nodes x1 , . . . , xs in T . The adjacency of vi
and vi`1 ensures that xi and xi`1 has a common ancestor for all i P rss, where s ` 1 “ 1.
Furthermore, none of the nodes from these common ancestors is contained in R since otherwise,
some xi must belong to the downward-closed set R. This, however, means that x1 , . . . , xs
Ť
Ñ
Ý
are contained in a closed walk of T zR, contradicting (ii). We conclude that xPR φ´1 pxq is
a ptolemaic deletion set of G and its weight is easily computed as suggested.
J
I Theorem 3.13. There is a polynomial-time algorithm which, given a graph G “ pV, Eq
with vertex-weight ω o : V Ñ R` Y t0u, returns a ptolemaic deletion set S Ď V of weight at
most 68 ¨ OPTpto , where OPTpto is the minimum weight of a ptolematic deletion set of G.
Sketch of the proof. We skip the trivial runtime analysis. In order to turn the input graph
into a (C4 , gem)-free graph, we can design a simple linear programming (LP) to hit all C4
and gem, and let X be the set of vertices whose LP value is at least 1{5. Since every copy of
C4 (resp. gem) must have a vertex with LP value at least 1{4 (resp. 1{5), G1 :“ GzX is (C4 ,
gem)-free. Furthermore, the total weight of X is at most 5 times the LP value, which is at
most 5OPTpto .
Each vertex of G1 inherits its weight ωvo in G. We construct an inter-clique digraph
Ñ
Ý
T “ pN, Aq of G1 with a node-weight ω as in Proposition 3.11. The node set ancpxq forms
Ñ
Ý
an in-tree rooted at x due to Lemma 3.5, which means that p T , ωq is a legitimate instance
to Feedback Vertex Set with Precedence Constraints. Then by Theorem 4.1,
Ñ
Ý
Ñ
Ý
we get a solution R P N such that R is downward-closed in T , Undp T zRq is a forest, and
ωpRq ď 63OPTf vsp , where OPTf vsp is the minimum weight of a solution to Feedback
Vertex Set with Precedence Constraints. Since OPTf vsp ď OPTpto by (1) of
Ť
Proposiotion 3.11, xPR φ´1 pxq Y X is a desired ptolemaic deletion set of G.
J

4

Constant-factor approximation algorithm

In this section, we consider Feedback Vertex Set with Precedence Constraints
introduced in Section 1.1.2.

J. Ahn, E. J. Kim, and E. Lee

62:11

Feedback Vertex Set with Precedence Constraints
Ñ
Ý
Input : An acyclic directed graph G “ pV, Aq, where each vertex v has weight ωv P
`
R Y t0u. For each v P V , the subgraph induced by ancpvq is an in-tree rooted at v.
Question : Delete a minimum-weight vertex set S Ď V such that (1) v P S implies
Ñ
Ý
despvq Ď S, (2) Undp G zSq is a forest.
Ñ
Ý
It is a variant of Undirected Feedback Vertex Set on Undp G q, with the additional
precedence constraint on S is captured by the direction of arcs in A. The main result of this
section is an Op1q-approximation algorithm for this problem.
I Theorem 4.1. There is a polynomial-time 63-approximation algorithm for Feedback
Vertex Set with Precedence Constraints.
We consider the following linear programming (LP) relaxation. The relaxation variables
are tzv uvPV , where zv is supposed to indicate whether v is deleted or not, as well as
Ñ
Ý
txue uePA,uPe , where xue is supposed to indicate that in the resulting forest Undp G zSq rooted
at arbitrary vertices, whether e is the edge connecting u and its parent.
ÿ
Minimize
ωv zv
vPV

Subject to zv ` xue ` xve “ 1
ÿ
zv `
xve ď 1

@e “ pu, vq P A

(1)

@v P V

(2)

eQv

zu ď zv

@e “ pu, vq P A

0 ď x, z ď 1.
Let OPT be the weight of the optimal solution, and LP ď OPT be the optimal value
of the above LP. After solving the LP, we perform the following rounding algorithm. It is
parameterized by three parameters ε, α, β P p0, 1q that satisfy
2α ě 1 ` ε,
3p1 ´ βq ě 1 ` 8ε.

(3)
(4)

(The final choice will be ε « 0.029, α « 0.514, β « 0.588.) For notational convenience, let
x̄ue :“ 1 ´ xue . Also, for each e “ pu, vq P A, let ye “ zv ´ zu . Each vertex v P V maintains
a set Lv Ď A. Initially, all Lv ’s are empty.
(i) Delete all vertex v with zv ě ε.
(ii) Sample θ uniformly at random from the interval rα, βs.
(iii) For each e “ pu, vq P A,
If θ P rx̄ve ´ ye , x̄ve s, delete despvq. Say v is directly deleted by e.
Otherwise,
If θ ą x̄ve , then add e to Lv and say v points to e.
If θ ą x̄ue , then add e to Lu and say u points to e.
Though the above rounding algorithm is stated as a randomized algorithm, it is easy to
make it deterministic, because there are at most Opmq subintervals of rα, βs such that two θ
values from the same interval behave exactly the same in the rounding algorithm.
We first analyze the total weight of deleted vertices. In Step (i), we delete all vertices
whose LP value zv ě ε, so the total weight of deleted vertices in Step (i) is at most LP{ε. The
following lemma bounds the weight of vertices deleted in Step (iii) by at most 2LP{pβ ´ αq.
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I Lemma 4.2. For each v P V , Prrv is deleted in Step (iii)s ď

2zv
β´α .

Proof. Due to Step (i), we can assume that every vertex v satisfies zv ă ε and each arc e
satisfies ye ă ε.
Ñ
Ý
Ñ
Ý
Ñ
Ý
Ñ
Ý
Fix a vertex v P V . Let T “ pV p T q, Ap T qq be the subgraph of G induced ancpvq. By
Ñ
Ý
the definition of Feedback Vertex Set with Precedence Constraints, T is an
in-tree rooted at v. We first prove the following claim that if we consider any directed path
Ñ
Ý
pu0 , . . . , uk q of T and the value of xui ,pui´1 ,ui q that ui gives to its incoming edge pui´1 , ui q,
the value at the end pi “ kq is almost as large as the value at the beginning pi “ 1q.
Ñ
Ý
B Claim 4.3. Let pu0 , . . . , uk q be a directed path in T and ei “ pui´1 , ui q. Then for any
i P rks, xui ei ě xu1 e1 ´ pzui ´ zu1 q ě xu1 e1 ´ ε.
Proof. The proof proceeds by induction. The base case i “ 1 is obviously true. When the
claim holds for i ´ 1, the constraint (2) of the LP (for ui´1 ) implies
xui´1 ei´1 ` zui´1 ` xui´1 ei ď 1,
and the constraint (1) of the LP implies (for ei )
zui ` xui´1 ei ` xui ei “ 1.
Subtracting the first inequality from the second equality yields
xui ei ě xui´1 ei´1 ´ pzui ´ zui´1 q,
which, by the induction hypothesis, is at least
xu1 e1 ´ pzui´1 ´ zu1 q ´ pzui ´ zui´1 q “ xu1 e1 ´ pzui ´ zu1 q.

C

Ñ
Ý
For e “ pw, uq P Ap T q, call e a target if Prru is directly deleted by es ą 0, which implies
Ñ
Ý
x̄ue ´ ye ă β ñ xue ą 1 ´ β ´ ye ą 1 ´ β ´ ε. For two arcs e, f P Ap T q, say they are
Ñ
Ý
incomparable if there is no directed path from the tail of one arc to tail of the other in T
(though they may share the head.)
B Claim 4.4. There are no three pairwise incomparable targets.
Proof. Assume towards contradiction that there exist three pairwise incomparable targets
e1 “ pw1 , u1 q, e2 “ pw2 , u2 q, e3 “ pw3 , u3 q. It implies that xui ei ą 1 ´ β ´ ε for each i. By
Ñ
Ý
Claim 4.3, for any i and any arc e1 “ pw1 , u1 q P Ap T q that has a directed path from ei , we
have
xu1 e1 ą xui ei ´ ε ą 1 ´ β ´ 2ε.

(5)

For each i P r3s, consider the path Pi from wi to v, and let gi be the last arc of Pi that does
not appear in any other Pj ’s. We consider the following two cases depending on how they
intersect, and show both cannot happen.
First, suppose all g1 , g2 , g3 meet at the same vertex w; in other words, gi “ pti , wq for some
ř
ti ’s. Then by (5), xwgi ą 1´β ´2ε for each i. With (4), it implies i xwgi ą 3p1´βq´6ε ě 1,
which violates the constraint (2) of the LP.
Finally, without loss of generality, suppose g1 and g2 meet at u, which is not incident on
g3 ; in other words, g1 “ pt1 , uq, g2 “ pt2 , uq, g3 “ pt3 , wq for some ti ’s, where w is an ancestor
Ñ
Ý
Ñ
Ý
of u in T and is the first vertex where all P1 , P2 , P3 intersect. Let T be the parent of u in
Ñ
Ý Ñ
Ý
the tree T ( T may be equal to w), and g “ pu, tq. Then (5), implies xugi ą 1 ´ β ´ 2ε for
i P t1, 2u, which, combined with the LP constraint (2) for u, yields
xug ă 1 ´ 2p1 ´ β ´ 2εq “ 2β ´ 1 ` 4ε.
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Figure 2 Two cases for g1 , g2 , g3 . The left figure shows the case when they all meet at the same
vertex w. The right figure shows when g1 and g2 meet first at u and meet g3 with w later. Real
lines indicate an individual arc and dotted lines indicate a directed path.

Together again with the LP constraint (1) for g, we have
xtg ą 1 ´ xug ´ zt ą 2 ´ 2β ´ 5ε.
Let h be the last arc of the path from u to w. Using Claim 4.3 again, we conclude that
xwh ą 2 ´ 2β ´ 6ε. Combined with xwg3 ą 1 ´ β ´ 2ε and h and g3 are different, it implies
xwh ` xwg3 ą 3 ´ 3β ´ 8ε ě 1 by (4), which contradicts the constraint (2) of the LP for w.
C
Now we compute the probability that v is deleted by Step (iii) of the rounding algorithm.
Ñ
Ý
It happens whether v itself is directly deleted or some vertex u P ancpvq “ V p T q is directly
deleted by a target e “ pw, uq. By Claim 4.4, no three targets are pairwise comparable, and
Ñ
Ý
by Dilworth’s Theorem, all targets are contained in two directed paths P1 , P2 in T . By the
choice of the rounding algorithm, for one path P1 “ pu0 , . . . , uk “ vq, for each i P rks,
Prrui is directly deleted by pui´1 , ui qs ď

ypui´1 ,ui q
zu ´ zui´1
“ i
.
β´α
β´α

Summing over all i’s yields
k
ÿ
zui ´ zui´1
zu ´ zu0
zv
“ k
ď
.
β
´
α
β
´
α
β
´α
i“1

We can apply the same analysis to P2 and use the union bound.

J

We now examine structure of the remaining graph after the rounding procedure. We first
show that in the original graph, each arc, if not deleted, is pointed to by at least one of its
endpoints.
B Claim 4.5. For each e “ pu, vq P A, if neither u nor v was deleted during the rounding, e
is pointed to by at least one of them.
Proof. Since v is not deleted, it means zv ă ε, which, by (1), implies that xue ` xve ą 1 ´ ε ô
x̄ue ` x̄ve ă 1 ` ε. Since θ ě α, by (3), either θ ě x̄ue or θ ě x̄ue .
C
The following lemma shows that after the rounding, each connected component (in the
undirected sense) has at most one cycle.

ISAAC 2020

62:14

A Constant-Factor Approximation of Weighted Ptolemaic Deletion

I Lemma 4.6. Let S be the set of vertices deleted during the rounding algorithm. In each
Ñ
Ý
connected component of Undp G zSq, there is at most one (undirected) cycle.
Proof. The proof proceeds by examining how vertices can possibly point to adjacent arcs.
First, the following claim shows that one vertex cannot point to more than two arcs.
B Claim 4.7. Every vertex v P V points to at most two arcs.
Proof. Assume towards contradiction that v points to three arcs e, f, and g. It implies
x̄ve , x̄vf , x̄vg are all strictly less than θ ď β, which implies that xve ` xvf ` xvg ą 3p1 ´ βq.
Since 3p1 ´ βq ě 1 by (4), it contradicts the constraint (2) of the LP relaxation.
C
Moreover, the following claim constrains the way arcs in a cycle are pointed to by its vertices.
B Claim 4.8. For every arc e P A, if it is pointed to by exactly one of its endpoint, say v,
then it is the only arc that v points to.
Proof. We first show θ ă xve ` zv . If e “ pu, vq, the assumption that u does not point to e
implies
θ ă x̄ue “ 1 ´ xue “ 1 ´ p1 ´ xve ´ zv q “ xve ` zv ,
where the second equality follows from (1). Even when e “ pv, uq, the assumption that e is
not deleted and u does not point to e implies
θ ă x̄ue ´ ye “ x̄ue ´ pzu ´ zv q “ 1 ´ xue ´ zu ` zv “ xve ` zv ,
where the last equality follows from the constraint (1) of the LP relaxation. Therefore,
θ ă xve ` zv in any case.
If v points to any other arc f , it implies
θ ą x̄vf “ 1 ´ xvf ě zv ` xve ,
where the inequality follows from the constraint (2) of the LP relaxation. This leads to
contradiction, proving the claim.
C
Ñ
Ý
Therefore, after the rounding, in the remaining graph G zS, (i) every remaining arc is
pointed by at least one of its endpoints, (ii) each vertex points to at most two arcs, and (iii)
if one vertex does not point to an arc incident on it, the other endpoint uniquely points to
the arc.
Ñ
Ý
Consider an undirected cycle pv1 , . . . , vk , vk`1 q in Undp G zSq with v1 “ vk`1 , so that
either pvi , vi`1 q or pvi`1 , vi q is in A for every i P rks. Let tvi , vi`1 u denotes an undirected
edge. If an edge in this cycle is pointed to by only one of its endpoints (without loss of
generality, say tvk , v1 u is only pointed to by v1 ), then v1 cannot point to any other edge, so
tv2 , v1 u is uniquely pointed to by v2 by (iii), and this inductively leads to every tvi , vi`1 u
uniquely pointed to by vi`1 for 1 ď i ă k. Note that all v1 , . . . , vk cannot point to any edge
outside the cycle. Even when all edges are pointed to by both endpoints, by (ii), all v1 , . . . , vk
cannot point to any edge outside the cycle.
Assume towards contradiction that there are two undirected cycles C1 and C2 (not
Ñ
Ý
necessarily vertex or edge disjoint) in the same connected component of Undp G zSq. If
V pC1 q X V pC2 q ‰ H, there must be a vertex v P C2 that points to an edge in C1 zC2 . This
contradicts the above paragraph. If C1 and C2 are vertex disjoint, let pv1 , . . . , vk q be an
undirected path from C1 and C2 where v1 P C1 and vk P C2 . By the above paragraph,
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tv1 , v2 u is uniquely pointed to by v2 and inductively tvi , vi`1 u is uniquely pointed to by vi`1 .
But applying the same argument from tvk´1 , vk u, tvi , vi`1 u must be uniquely pointed to
by vi , leading to contradiction. Therefore, there must be only one undirected cycle in each
connected component.
J
After the rounding, each connected component has at most one cycle, so we can easily
compute the optimal solution efficiently. Therefore, we compute a feasible solution that
respects the constraints of the Feedback Vertex Set with Precedence Constraints.
Since the total weights of deleted vertices in each step is at most LP{ε in Step (i), at most
2LP{pβ ´ αq in Step (iii), and at most OPT in the final cleanup step, the final approximation
ratio is
1
2
`
` 1 ď 62.2
ε β´α
by our choice of ε “ 0.0293258, α “ 0.514663, β “ 0.588465.
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Abstract
The Suffix Array SA(S) of a string S[1 . . . n] is an array containing all the suffixes of S sorted by
lexicographic order. The suffix array is one of the most well known indexing data structures, and it
functions as a key tool in many string algorithms.
In this paper, we present a data structure for maintaining the Suffix Array of a dynamic string.
For every 1 ≤ k ≤ n, our data structure reports SA[i] in Õ( nk ) time and handles text modification
in Õ(k) time. Additionally, our data structure enables the same query time for reporting iSA[i],
with iSA being the Inverse Suffix Array of S[1 . . . n].
Our data structure can be used to construct sub-linear dynamic variants of static strings
algorithms or data structures that are based on the Suffix Array and the Inverse Suffix Array.
2012 ACM Subject Classification Theory of computation → Pattern matching; Theory of computation → Sorting and searching
Keywords and phrases String Algorithms, Dynamic Algorithms, Suffix Array, Inverse Suffix Array
Digital Object Identifier 10.4230/LIPIcs.ISAAC.2020.63
Funding Amihood Amir: Partly supported by ISF grant 1475/18 and BSF grant 2018141.

1

Introduction

The suffix tree [47] and suffix array [37] have been, arguably, the most powerful and heavily
used tools in Stringology. The suffix tree of string S is a compressed trie of all suffixes of S,
and the suffix array of S corresponds to a pre-order traversal of all the leaves of the suffix
tree of S.
The natural application of the suffix tree is indexing, but it has been used for many
purposes. An incomplete list includes approximate matching [33, 34], parameterized matching [12, 13, 11, 25, 35], efficient compression [50, 51, 2, 48, 22, 42, 39, 14, 9, 1], finding
syntactic regularities in strings [10, 31, 15, 32, 26, 49, 28, 21, 46, 30, 36], and much more.
In the 1990’s the active field of dynamic graph algorithms was started, with the motive
of answering questions on graphs that dynamically change over time. For an overview
see [20]. Recently, there has been a growing interest in dynamic pattern matching. This
natural interest grew from the fact that the biggest digital library in the world - the web - is
constantly changing, as well as from the fact that other big digital libraries - genomes and
astrophysical data, are also subject to change through mutation and time, respectively.
Historically, some dynamic string matching algorithms had been developed. Amir and
Farach [6] introduced dynamic dictionary matching, which was later improved by Amir et
al. [7]. Idury and Scheffer [27] designed an automaton-based dynamic dictionary algorithm.
Gu et al. [24] and Sahinalp and Vishkin [43] developed a dynamic indexing algorithm, where
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a dynamic text is indexed. Amir et al. [8] showed a pattern matching algorithm where the
text is dynamic and the pattern is static. Mehlhorn, Sundar and Uhrig [38] showed how do
dynamically maintain a set of sequences while enabling equality queries.
In the last few years there was a resurgence of interest in dynamic string matching. In
2017 a theory began to develop with its nascent set of tools. Bille et al. [17] investigated
dynamic relative compression and dynamic partial sums. Amir et al. [4] considered the
longest common factor (LCF) problem. They investigated the case after one error. The fully
dynamic LCF problem was tackled by Amir et al. [5], and recently by Charalampopoulos
et al. [18]. Gawrychowski at al. [23] used grammars as a tool for maintaining a dynamic
collection of strings under various basic operations. Tanimura et al. [40] gave a small space
dynamic data structure for longest common extension (LCE) queries.
Throughout all this time, an algorithm for maintaining the suffix tree or suffix array of a
dynamically changing text had been sought. The difficulty is that even a single change in
the text may cause a linear number of suffixes to change position. Thus, although a dynamic
suffix array algorithm would be extremely useful to automatically adapt many static pattern
matching algorithms to a dynamic setting, other techniques had to be sought.
Take for example, one of the initial usages for the suffix tree - indexing. Already in 1994,
Gu et al. [24] used a data structure construction to allow indexing a dynamic text. Their
√
√
algorithm can be de-amortized to a Õ( n) time for text update and Õ(m n) time for an
indexing query. This was improved a couple of years later by Sahinalp and Vishkin [43] to
just a polylogarithmic slowdown per operation. The powerful idea of Sahinalp and Vishkin
was a sophisticated renaming technique. Renaming was also the key to most subsequent
efficient dynamic solutions that appeared in the literature.
However, renaming is not a panacea for dynamic algorithms to all the problems that
the suffix tree or array solved in the static setting. Perhaps the key property of the suffix
array is that the suffixes are sorted lexicographically. The powerful renaming and locally
persistent parsing techniques developed thus far do not maintain lexicographic ordering. It is,
thus, no surprise that problems like maintaining the Burrows-Wheeler transform, or finding
the Lyndon word of a substring, do not hitherto have an efficient dynamic version.
The only papers we found in the literature that attempt to compute the suffix array and
Burrows-Wheeler transform on a dynamic text are Salson et al. [44, 45]. These algorithms
are useful in practice, but their asymptotic worst-case complexity is still linear per update.
To our knowledge, our paper provides the first algorithm that maintains the lexicographic
ordering of suffixes in asymptotic worst-case sublinear time.
The contributions of this paper are:
1. We provide the first algorithm for maintaining the suffix array of a dynamic string in
sublinear time. For every 1 ≤ k ≤ n, our algorithm reports the ith entry in the suffix
array, SA[i] in time Õ( nk ) and handles text modification in time Õ(k). Additionally, our
algorithm enables the same query time for reporting iSA[i] with iSA being the Inverse
Suffix Array of S[1 . . . n].
2. We define a simple and efficient new data structure, which we call the k-Words Tree.
This data structure is what powers the algorithm.
3. Our algorithm provides immediate sublinear algorithms to various important problems
for which there is no known dynamic algorithm. Examples are computing the BurrowsWheeler transform, and finding the Lyndon root of a given text substring.
This paper is organized as follows: Section 2 gives basic definitions and terminology. In
Section 3, the k-Words Tree data structure is defined. Section 4 provides the algorithm for
the inverse suffix array of a dynamic text, and Section 5 describes and analyses the algorithm
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for dynamic suffix array maintenance. We conclude in Section 6 with algorithms for problems
that had no efficient dynamic algorithms till now, and where such algorithms are immediately
derived from our dynamic suffix array algorithm.

2

Preliminaries

We begin with basic definitions and notation generally following [19].
Let S = S[1]S[2] . . . S[n] be a string of length |S| = n over an ordered alphabet Σ. By λ we
denote an empty string. For two positions i, j ∈ [1 . . . n], we denote by S[i . . . j] = S[i] . . . S[j]
the factor (sometimes called substring, and sometimes word) of S that starts at position i
and ends at position j (S[i . . . j] = λ for j < i). We recall that a prefix of S is a factor that
starts at position 1 (S[1 . . . j]) and a suffix is a factor that ends at position n (S[i . . . n]). We
denote the reverse string of S by S R , i.e. S R = S[n]S[n − 1] . . . S[1].
Let Y be a string of length m with 0 < m ≤ n. We say that there is an occurrence of Y
in S, or, more simply, that Y occurs in S, if Y is a factor of S. Every occurrence of Y can
be characterised by a starting position in S. Thus we say that Y occurs in position i in S if
Y = S[i . . . i + m − 1].
We say that a string S of length n has a period p, for some 1 ≤ p ≤ n2 if S[i] = S[i + p] for
every i ∈ [1 . . . n−p]. The period of S is the smallest p that is a period of S. The concatenation
of two strings S[1 . . . n] and T [1 . . . m] denoted as S · T or simply as ST is the string generated
by appending T to the end of S. Namely, S · T = S[1]S[2] . . . S[n]T [1]T [2] . . . T [m].
We say that a substring of S, denoted as A = S[a . . . b] is a run with period p if its period
is p, but S[a − 1] 6= S[a − 1 + p] and S[b + 1] 6= S[b + 1 − p]. This means that no substring
containing A has a period p.
Let A = S[i . . . j] be a substring of a text S and let 1 ≤ x ≤ n be an index in S. We
say that x is touching A if x = i − 1 or x = j + 1. We say that x is contained within A if
i ≤ x ≤ j. Let B = S[iB . . . jB ]. We say that B is contained within A if every index in B is
contained within A, equivalently, B is contained within A if i ≤ iB ≤ jb ≤ j. B is said to be
strongly contained within A if i < iB ≤ jB < j.
Given two strings S and T , the string Y that is a prefix of both is the longest common
prefix (LCP) of S and T if there is no longer prefix of T that is also a prefix of S.
Longest Common Extension Queries. Given a text T , the longest common prefix (LCP)
of two indices i and j, denoted as LCP (i, j), is the longest substring that is the prefix of
both of the suffixes T [i . . . n] and T [j . . . n]. The longest common suffix (LCS) of i and j,
denoted as LCS(i, j), is the longest common suffix of T ’s prefixes ending in i and j. LCP
and LCS queries are called longest common extension queries. Longest common extension
queries in a static string can be answered in constant time following an O(n log n) time
preprocessing [16]. In a dynamic string, the following holds:
I Lemma 1. Given a dynamic text T , there is a data structure for answering dynamic
longest common extension queries in polylogarithmic time. Maintaining this data structure
takes polylogarithmic time per substitution.
The above result has been continually improved by a list of papers [38, 41, 23], culminating
in the most efficient deterministic algorithm for longest common extension in a dynamic text,
that of Nishimoto et al. [40].
The suffix array of a string S, denoted as SA(S), is an integer array of length n + 1
storing the starting positions of all (lexicographically) sorted non-empty suffixes of S, i.e. for
all 1 < r ≤ n + 1 we have S[SA(S)[r − 1] . . . n] < S[SA(S)[r] . . . n]. Note that we explicitly
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add the empty suffix to the array. The inverse iSA(S) of the array SA(S) is defined by
iSA(S)[SA(S)[r]] = r, for all 1 ≤ r ≤ n + 1. Let S and R be strings, we denote the
lexicographic order between them by <L or ≤L , i.e. S <L R means S is lexicographically
smaller than R.
Let S1 , . . . , Sk be strings over alphabet Σ. An uncompacted trie of strings S1 , . . . , Sk is
an edge-labeled tree with k leaves. Every leaf li corresponds to a string Si $ with a special
symbol $ ∈
/ Σ appended to its end. The edges on the path from the root to li are labeled
by the symbols of Si $. Strings with a common prefix start at the root and follow the same
path of the prefix, and the paths split where the strings differ. A compacted trie is the
uncompacted trie with every maximal chain of edges connected by degree-2 nodes contracted
to a single edge whose label is the concatenation of the symbols on the edges of the chain.
Let S = S[1], . . . , S[n] be a string over alphabet Σ. Let {S1 , . . . , Sn } be the set of suffixes
of S, where Si = S[i], S[i + 1], . . . , S[n], i = 1, . . . , n. A suffix tree of S is the compacted
trie of the suffixes S1 , . . . , Sn . We associate every node V is the suffix tree with the string
L(V ), the concatenation of the strings on the edges from the root to V .

3

The k-Words Tree

We start by defining a data structure that is fundamental to our algorithm.
I Definition 2. Let S[1 . . . n] be a string and let 1 ≤ k ≤ n be an integer. Let DkS be the set
of all different k-length substrings of S. The k-Words Tree kT (S) of S is a balanced search
tree. Every node V ∈ kT (S) represents a word W (V ) ∈ DkS . W (V ) is referred to as the
word of V . Every vertex V stores T (V ) - a balanced search tree containing the indices i such
that S[i . . . i + k − 1] = W (V ). These are all the instances of the word of V . The indices in
T (V ) are sorted in increasing order of their numeric value. The nodes of kT (S) are sorted
by lexicographic order of the W (V )s. Additionally, every node V maintains the number of
indices in the nodes of the sub-tree rooted in V .
For an illustration, see Figure 1.
In order to define a k-length substring starting at every 1 ≤ i ≤ n, we append $k at the
end of S, where the symbol $ ∈
/ Σ is lexicographically greater than every σ ∈ Σ.
Given a string S[1 . . . n], the k-Words Tree of S, denoted as kT (S), can be constructed in
Õ(n) time as follows: Preprocess S for constant time LCP queries. This enables lexicographic
comparisons between suffixes of S in constant time. Given two suffixes i and j first compute
LCP (i, j) = l and then compare S[i + l] to S[j + l] to decide the lexicographical order of the
suffixes.
Initialize an empty balanced search tree kT (S) and for every 1 ≤ i ≤ n: search S[i . . . i +
k − 1] in kT (S) using an LCP query in every node to compute the lexicographic comparison.
If a node V such that W (V ) = S[i . . . i + k − 1] is reached, add i to T (V ). Otherwise, add a
new node V 0 to kT (S) with W (V 0 ) = S[i . . . i + k − 1] with T (V 0 ) only containing i.
Equal k-length words can be identified by checking if LCP (i, j) ≥ k. The auxiliary
information about the number of nodes in the rooted subtrees is maintained upon changes.
Since LCP queries can be answered in Õ(1) time in dynamic settings (Lemma 1), we
obtain the following:
I Lemma 3. kT (S) can be maintained in Õ(k) time per symbol substitution update.
Proof. Denote the index where the substitution occurred as x. The only words that change
are the words starting in i ∈ [x − k + 1 . . . x]. Before applying S[x] ← σ, remove all the words
that start in i ∈ [x − k + 1 . . . x] from kT (S). That is done in Õ(1) per word by searching for
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S = ABBABABAABBABAABBBAA
I=6
W = 0 BAABB 0
T = {6, 12}

I=3
W = 0 ABABA0
T = {3}

I = 13
W = 0 AABBB 0
T = {13}

I=7
W = 0 AABBA0
T = {7}

I=2
W = 0 BABAB 0
T = {2}

I=0
W = 0 ABBAB 0
T = {0, 8}

I=5
W = 0 ABAAB 0
T = {5, 11}

I = 14
W = 0 ABBBA0
T = {14}

I=4
W = 0 BABAA0
T = {4, 10}

I = 15
W = 0 BBBAA0
T = {15}

I=1
W = 0 BBABA0
T = {1, 9}

Figure 1 An Example for a k-Words tree with k = 5. W (V ) is not explicitly stored in V and is
only specified for clarification. W (V ) can be obtained by an arbitrary element in T (V ), denoted in
this example as I. The auxiliary information is omitted.

S[i . . . i + k − 1] in the balanced search tree kT (S) and removing i from the respective T (V ),
where the indices appear in increasing order. If T (V ) is empty – remove V from kT (S).
Either way update the items-count in every node up the route to the root.
After removing all the modified words, we apply S[x] ← σ and add all the words starting
in i ∈ [x − k + 1 . . . x] to kT (S) as in the initialization of kT (S).
Since both inserting and removing a word takes Õ(1) time, and we use exactly k removals
and k insertions, modifying kT (S) takes Õ(k) time.
J
I Remark. In order to generalize Lemma 3 to support deletions and insertions, an additional
obstacle needs to be handled. Even though the number of modified words remains O(k),
the starting indices of the words following the updated index is modified. Namely, after an
insertion update in index i, every word with a starting index j > i needs to have its index
modified to j + 1. This can be handled in various ways using basic data structure techniques.

4

Dynamic Inverse Suffix Array

Our goal is to report iSA[i] upon a query index i. This is equivalent to reporting the number
of suffixes of S that are lexicographically smaller than S[i . . . n].
I Definition 4. Two suffixes S[i . . . n], S[j . . . n] are close suffixes if LCP (i, j) ≥ k . Otherwise, i and j are far suffixes.
Note that the starting indices of far suffixes are contained within the T (V ) of different
nodes of the k-Words tree, while the starting indices of close suffixes are contained within
the T (V ) of the same node in the k-Words tree
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I Lemma 5. The number of far suffixes that are lexicographically smaller than S[i . . . n] can
be obtained from the k-Words tree in time Õ(1).
Proof. Given an input index i, we traverse from the root of the k-Words tree towards the
node containing S[i . . . i + k]. This traversal requires an LCP query in every node, since
we need to determine whether S[i . . . n] is lexicographically smaller or larger than the word
represented by the current node. Every time we go to the right, all the items in nodes to the
left correspond to far suffixes that are smaller than S[i . . . n]. We cumulate the sum C of the
items contained in the nodes to the left of our route using the auxiliary data. Once the node
V containing i is met, we add the number of items within the subtree rooted in the left child
of V to C. By the end of this route, C is the amount of items to the left of V in kT (S), which
is exactly the number of suffixes that are far from S[i . . . n] and lexicographically smaller
than S[i . . . n].
J
We are left with the task of counting the close suffixes that are lexicographically smaller
than i. The starting indices of the close suffixes are exactly the indices stored in T (V ). It is
possible that there are a lot of close suffixes, but since these indices correspond to instances
of a word of length k, periodicity can be exploited in order to implicitly compare S[i . . . n] to
all of the close words in Õ( nk ) time.

4.1

Counting Smaller Close Suffixes

The starting indices suffixes close to i are listed in T (V ) with V such that W (V ) = S[i . . . i+k].
We need to find how many of them are lexicographically smaller than S[i . . . n]. We can
not explicitly compare S[i . . . n] to all of them since there may be too many. The following
observation follows from Fact 5 in [3] and it is the key for handling all the (possibly O(n))
suffixes in Õ( nk ) time.
I Observation 6. Let i1 , i2 , . . . , is be the set of indices in T (V ) in increasing order. And let
ix , ix+1 be two adjacent indices. If ix+1 − ix < k2 , then ix is contained in a run R = S[a . . . b]
of length at least k with a period p = ix+1 − ix . The next consecutive indices are ip = i + p · t
for ip ≤ b − k. The next index after this set is at least k2 larger than its predecessor.
Observation 6 can be used to identify periodic clusters of indices. If we traverse on the
values in T (V ) in ascending order, and encounter two adjacent indices s.t. ix+1 − ix < k2 , we
can find the run R = S[a . . . b] by querying LCP (ix , ix+1 ). This will yield the extension of
the run to the right from ix . We represent all the indices that are contained within the run
as an arithmetic progression and proceed to the successor of il in T (V ), il being the greatest
item in the arithmetic progression. According to Observation 6, that will result in a value
that is at least k2 larger than il . Notice that every step in this iteration results in the next
element (either an index or an arithmetic progression) starting in an index greater than the
previous one by at least k2 . Since the largest possible index is n − k, this iteration terminates
within at most O( nk ) steps, and yields a representation of size O( nk ) of all the indices in T (V ).
We refer to every arithmetic progression of occurrences as a periodic cluster represented as
C[a, b, p]. a is the index of the leftmost occurrence of W (V ) within the periodic run, b is the
ending index of the run, and p is the period of the run.
Note that the indices in T (V ) are stored explicitly, and not as periodic clusters. Therefore,
no further treatment is necessary to maintain them in cluster form upon an update. The
cluster representation is generated from the indices during the query execution for the relevant
node.
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By now, we have shown how to obtain a representation of all the occurrences of W (V ),
corresponding to the starting indices of all the close suffixes, in Õ( nk ) time. The representation
consists of Õ( nk ) elements, some are single indices and some are clusters.The remaining
challenge is to compare all the suffixes corresponding to the indices within a cluster to
S[i . . . n] in polylogarithmic time.
I Lemma 7. Given an index i and a periodic cluster of indices C = [a, b, p], the amount of
indices within C that correspond to suffixes that are lexicographically smaller than S[i . . . n]
can be calculated in time Õ(1).
Proof. Let ri and ra = b − a be the extensions to the right of the run with period p from
indices i and a respectively. ri can be calculated by an LCP query LCP (i, i + p) . Let
it = a + t · p be an index within C. The result of the lexicographic comparison between the
indices of C and i can be partitioned into three classes (for better intuition, see Figure 2):
1. ri < ra − t · p: In this case, the mismatch between the two suffixes will occur between
index i + ri in suffix S[i . . . n] and index it + ri in suffix S[it . . . n]. i + ri is independent of
t. it + ri is within the run of period p because it + ri < it + ra − t · p = a + ra . Additionally
it + ri is always the same mod p. So for every ip in this case, S[it + ri ] is the same symbol.
Therefore, the result of comparing between i and every it in this case is determined by the
result of comparing between S[i + ri ] and S[it + ri ]. For some arbitrary it that satisfies
the condition for this case.
2. ri > ra − t · p: symmetrically to the first case, the mismatch is between index i + ra − t · p
in the suffix S[i . . . n] and index a + ra in the suffix S[ip . . . n]. Symmetric reasoning leads
to S[i + ra − t · p] being the same symbol for every t within this case. Again, all the
comparison results are determined by a single symbol comparison.
3. ri = ra − t · p: That case can occur for at most one index in C. This index can be
calculated in constant time. Since there is only a single element in this case - we can
treat it explicitly with a single LCP query.
We showed how to handle each case using a constant amount of LCP queries, so the
overall time for counting the suffixes smaller than S[i . . . n] within the cluster is Õ(1).

i
X
ri

it

a
p

ra − t · p
X

ra
Figure 2 The settings of Lemma 7. Specifically case 2. Red ’X’ represents the ending of a run.

With Lemma 7, our algorithm is completed. We start by applying Lemma 5 to count the
far suffixes that are lexicographically smaller than S[i . . . n] and, as a side effect, find the
node V in the k-Words tree that contains i. We extract the compact representation of all
the close suffixes from T (V ) in Õ( nk ) time. For every element (either a single occurrence or
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a cluster), compare the corresponding suffix (or suffixes) to S[i . . . n] by using either an LCP
query (for a single occurrence) or Lemma 7 (for a cluster). When the iteration is completed,
we have the number of lexicographically smaller close suffixes. Since comparing S[i . . . n] to
either a single occurrence or a cluster takes Õ(1) time, this iteration takes Õ( nk ) time overall.
We output the sum of close smaller suffixes and the far smaller suffixes. We conclude with
the following theorem.
I Theorem 8. For every k ∈ [1 . . . n], a dynamic text S[1 . . . n] can be maintained to support
a symbol substitution in time Õ(k) and inverted suffix array queries in Õ( nk ).

5

Dynamic Suffix Array

Finding SA[i] is equivalent to finding the suffix that is lexicographically larger than exactly
i other suffixes. The idea is similar to the idea for the inverse suffix array. First, use kT (S)
to find the node V that must contain SA[i]. The second step is identifying which one of the
indices in T (V ) is SA[i].

5.1

Finding The Containing Node

Node V in kT (S) that contains the suffix that is lexicographically greater than exactly i
other suffixes, is found by using the following recursive procedure.
LargerThan(Root, i):
1. Denote the number of items in the subtree rooted in the left child of Root as |L|. If
i < |L|: return LargerThan(LeftChild , i)
2. If |L| ≥ i and i < |L| + |T (Root)| then return (Root, i − |L|).
3. If |L| + |T (Root)| ≥ i return LargerThan(RightChild , i − (|L| + |T (Root)|))
The procedure takes logarithmic time since every recursive call is for a lower child in
kT (S), which is a balanced search tree.
Notice that the algorithm returns an index as well. This is the lexicographic rank of
SA[i] among the suffixes corresponding to the indices of T (V ).

5.2

Finding SA[i] in T (V )

With the identification of V , the problem is reduced to finding the ith lexicographically
smallest element in T (V ). A standard approach would be sorting T (V ) by the lexicographic
order of its elements, but that can not be done without unpacking the compact representation
of T (V )’s elements. A single periodic cluster of indices does not necessarily form a consecutive
block in the lexicographic sorting of T (V ), so it is possible that the sorted T (V ) is not
representable in O( nk ).
Our approach is using the routine from the iSA algorithm for finding the position of an
element x in the suffix array. If we run this routine on some item x, and find that iSA[x] < i,
we can recursively proceed on all the elements that are lexicographically larger than x. If we
manage to find an element x that is sufficiently close to being the lexicographic median of
the remaining elements, this process will be similar to a binary search.
I Definition 9. Given A a set of suffixes, and let 0 < α < 21 be a real number. x ∈ S is an
α-good pivot for A if at least α · |A| suffixes in A are lexicographically smaller than (or equal
to) x and at least α · |A| suffixes in A are lexicographically larger than (or equal to) x.
The following observation is the key for efficiently finding a 41 -good pivot:
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I Observation 10. Every cluster of instances C = [a, b, p] = a, a + p, a + 2p . . . is either a
lexicographically decreasing or a lexicographically increasing sequence of suffixes.
Proof. Consider two consecutive suffixes i, i + p. The mismatch between these two suffixes
is in the first index where the run halts for one of them. That is index b + 1 for the suffix
S[i + p . . . n] and index b + 1 − p for the suffix S[i . . . n]. These two indices are independent
from i, so the lexicographic order of every two consecutive suffixes in C is the same.
J
With Observation 10, our task is essentially reduced to the well knwon problem of performing
a selection query in a set of sorted arrays, with every cluster of occurrences treated as a
compact representation of a sorted array. We provide the details for completeness. We
process the periodic cluster representation of size O( nk ) of the occurrences of W (V ). For every
cluster C = [a, b, p] calculate mC the middle term in the arithmetic progression corresponding
to C. According to Observation 10, that is the lexicographic median of the cluster. mC can
be obtained via simple arithmetic operations on [a, b, p].
Now we have a set of all the cluster medians and all the non-cluster elements in T (v).
We sort them lexicographically using a classic comparisons sorting algorithm to obtain a
lexicographically sorted array A = i1 , i2 . . . it . Initialize a counter c = 0 and start iterating A
from left to right. For every index: if it is a non-cluster median, then increase c by 1; if it is
a cluster median, increase c by d|C|/2e, where |C| is the number of elements in the cluster.
Halt in the first element ip where c > S4 , where S is the overall number of elements.
Current position

Medians (A)

c
Figure 3 An illustration of the process for finding ip . Every square represents a suffix, and every
vertical grid represents a periodic cluster of suffixes. The blue rounded rectangle contains c squares.

B Claim 11. The suffix starting in ip is a 14 -good pivot.
Proof. Every element in A is the median of its respective cluster, so it is greater (or equal
to) half of the suffixes in its cluster. Since A is a lexicographically increasing array, the
suffix ik+1 is greater than at least the same number of suffixes as ik , plus half the size of
its own cluster, which is added to c when ik+1 is visited. It follows that at every point in
the iteration, the currently iterated suffix is greater than or equal to at least c other suffixes.
Therefore, ip is greater or equal to at least 41 |A| other suffixes.
Recall that S is the amount of suffixes represented by the clusters and individual suffixes of
A. Let Ck be the
 size of the k’th cluster in A (if ik is a single suffix, Ck = 1). It
 is easy to see
that Σtk=1 C2k ≥ S2 and that when ia is contested in the iteration, c = Σak=1 C2k . Since ip
is the first element to have c > |C|
smaller than S2 when ip−1 was contested. Namely:
4 , c was


 
p−1  Ck 
C
Σk=1 2 < S4 . Since the sum of all 2k is at least S2 , it follows that Σtk=p C2k > |S|
4 .
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Every median (or single suffix) to the right of ip , including ip , is corresponding to C2k
suffixes that are lexicographically greater (or equal to) ip . These
 are
 the suffixes above the
respective median including itself. So there are at least Σtk=p C2k > |S|
4 suffixes that are
lexicographically greater than ip .
C
We find SA[i] in a binary search fashion. We start by finding ip and x = iSA[ip ]. if x = i,
then, we are done (output ip ). Otherwise, if x > i we reduce the range of our search to the
suffixes that are lexicographically larger than ip and vice versa if x < i. We proceed with
the remaining suffixes recursively. The suffixes for the next search iteration can be found
and efficiently represented using the same method as for finding iSA[ip ]. We are guaranteed
to eliminate at least 14 of the remaining elements in every iteration of the search, so this
procedure will terminate within O(log n) iterations.
Time. Finding the pivot takes Õ( nk ) for extracting the medians from the clusters and
Õ( nk ) for sorting the array of medians. The recursive procedure for finding SA[i] takes
n
T (s) = T ( 3s
4 ) + Õ( k ) with s ≤ n being the amount of implicitly represented suffixes in the
set. This recursive formula is dominated by Õ( nk ). We conclude with the following theorem.
I Theorem 12. For every k ∈ [1 . . . n], a dynamic text S[1 . . . n] can be maintained to support
a symbol substitution in time Õ(k) and suffix array queries in Õ( nk ).

6

Applications

In the following subsections we give examples of problems that can be solved in a dynamic setting by our methods. Some of these have been researched in a static setting by
Kociumaka [29].

6.1

Dynamic Substring Lyndon Root

The Lyndon root of a string S[1 . . . n] is the lexicographically smallest rotation S[i . . . n] ·
S[1 . . . i − 1] of S. Equivalently: The Lyndon root of S is the lexicographically smallest suffix
of the string S · S starting in [1 . . . n].
With a little bit of extra work we can use the dynamic suffix array to find the Lyndon
root of a given substring of S. Namely: Given i < j two indices in S, output the Lyndon
root of S[i . . . j].
I Observation 13. Let S[1 . . . n] be a dynamic string. The suffixes starting in an interval
I = [a . . . b] can be maintained in Õ(|I| ) update time to support lexicographic select queries
among these suffixes in Õ(|I|1− ) time for every real  ∈ [0 . . . 1]. With |I| = b − a + 1.
Namely, the input query is an index 1 ≤ i ≤ |I| and the output is the i’th lexicographic suffix
of S among the suffixes starting within I.
Observation 13 can be obtained by maintaining the k-Words Tree of S[a . . . b + k], and
applying the dynamic suffix array query of section 5. Setting k = |I| yields the desired
complexity.
Note that if we apply Observation 13 to dynamically maintain the lexicographic order
of suffixes starting in I[a . . . b], only updates in indices i ∈ [a . . . b + k] require applying an
update to our data structure.
For the purpose of reporting the Lyndon root of a substring, we dynamically maintain
the lexicographical order of the suffixes starting in the intervals S[a · 2t . . . (a + 1) · 2t − 1] for
every 0 ≤ t ≤ log n and 0 ≤ a < 2nt by applying Observation 13.
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Given an update in index x in S, a constant number of intervals needs to be updated for
every possible interval size 2t . The complexity of updateing all the affected in intervals is
n
i 

Σlog
i=1 Õ(|2 | ). Being a geometric sum, this expression is dominated by Õ(n )
0
0
0
Given a substring S = S[i . . . j] we partition S to log(|S |) intervals of the form S[a ·
t
2 . . . (a + 1) · 2t − 1]. Next, we adjust the data structure of every interval in the partition
to compare between suffixes as if another copy of S 0 is concatenated to the end of S 0 . This
adjustment require updating all the words
in the k-tree that touch the right end of S 0 .
log(|S 0 |)
Updating all the intervals takes Σi=1
Õ(|2i | ) which is dominated by Õ(|S 0 |). LCE
queries on S 0 · S 0 are required both for adjusting the k-Trees and for executing the queries
on the K-trees. These can be answered by employing the fact that the LCE data structure
of [40] supports cutting and inserting substrings of S in polylogarithmic time. Namely, we
keep an extra copy of S. Upon a query on S 0 , we cut S 0 from the copy and insert it right
after S 0 in S.
After adjusting the k-Trees of the intervals and the LCE data structure, we query every
interval for the minimal suffix starting within it. This yields log(|S 0 |) candidates for the
Lyndon root of S 0 . We return the minimal suffix among them. After returning the Lyndon
root, we undo the modifications for the k-trees of the intervals and for the LCE data structure.
I Theorem 14. For every real  ∈ [0 . . . 0.5], a dynamic string S[1 . . . n] undergoing symbol
substitution updates can be maintained so reporting the Lyndon root of S 0 = S[i . . . j] can be
done in time Õ(|S 0 |1− ) and updates are handled in time Õ(n ).
Proof. The bottleneck of executing the query is adjusting, querying and undoing the adjustments for every interval in the partition of S 0 . These intervals are of length at most |S 0 |.
Updating the k-tree for every such interval takes at most Õ(|S 0 | ). Querying the intervals will
take Õ(|S 0 |1− ) There are O(log(|S 0 |)) intervals, so the overall query time is Õ(|S 0 | + |S 0 |1− )
which is dominated by Õ(|S 0 |1− ). The time for maintaining the data structure for all the
intervals, as previously discussed, is O(n ).
J

6.2

Dynamic Substring Suffix Array

In this section, we show how to use our data structure to enable lookups in the suffix array
of a given substring. Namely: Given three integers i, j, k, return SAi,j [k] with SAi,j being
the suffix array of S[i . . . j].
For this purpose, we maintain the lexicographic order of suffixes starting in exponentiallyincreasing sized intervals in S as in the previous section.
Upon query, we partition the substring S 0 = S[i . . . j] to O(log(|S 0 |)) intervals. We insert
a text update S[j + 1] ← $, where $ ∈
/ Σ and $ >L σ for every σ ∈ Σ. This update is required
to ensure that the order of the suffixes S starting in the intervals of the partition have the
same lexicographic order as their respective prefixes that are suffixes of S[i . . . j]. We only
apply the update on the suffix select data structures for the intervals in the partition of S 0 .
For every interval I in the partition, we query the lexicographical median mI of the
suffixes starting within I. We proceed to sort the medians and find a 14 -good pivot among
them similarly to the pivot finding procedure in the dynamic suffix array algorithm in
Section 5.
Denote the pivot as ip . We can find how many suffixes in S 0 = S[i . . . j] are lexicographically smaller than ip by binary searching for S[ip . . . n] in the sorted suffixes data structure of
every interval. The index in which the binary search terminates is the amount of suffixes that
are lexicographically smaller than S[ip . . . n] starting in the corresponding interval. Summing
the indices obtained from the intervals will yield the lexicographic rank r of ip among the
suffixes of S 0 .
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We compare k to the index of r and continue accordingly in a binary search manner.
During the search, we maintain the lexicographic interval [aI . . . bI ] that may still contain
SAi,j [k] in the suffixes interval I. After finding the pivot ip and its lexicographic rank r
among the suffixes of S 0 , we update the lexicographic interval of every suffixes interval I
to either [aI . . . rI (ip )] or [rI (ip ) . . . bI ], depending on the whether k < r or k > r. rI (ip )
denotes the amount of suffixes starting in I that are lexicographically smaller than ip . The
medians for the next iteration of the binary search is the median of the updated lexicographic
interval of I.
Complexity. The procedure consists of finding O(log n) medians in every iteration of the
binary search and finding the index of ip . Using our data structure, both can be done in
Õ(|I|1− ) per interval. Which is dominated by Õ(|S 0 |1− ). Multiplied by the amount of
binary search iterations, we are left with Õ(|S 0 |1− ). We also execute an update operation to
the participating intervals in order to append the $ after S 0 (and another update operation for
undoing this after we output the query). So the overall query complexity is Õ(|S 0 | + |S 0 |1− ).
Maintaining the data structures when S is modified can be done in O(n ) as discussed in
Section 6.1. To conclude, we get the following:
I Theorem 15. For every  ∈ [0 . . . 0.5], A dynamic text S[1 . . . n] can be maintained in
Õ(n ) time per substitution to support Internal Suffix Array queries in time Õ(|S 0 |1− ) with
S 0 being the queried substring.

6.3

Dynamic Burrows-Wheeler Transform

The Burrows-Wheeler transform is a well known permutation of the symbols of a text.
Roughly speaking, if a text has a lot of repetitions, the BWT of the text has a short run
length encoding. making the BWT useful for compression.
The i’th symbol of the Burrows-Wheeler transform of a given text can be directly evaluated
using a single lookup in the suffix array. Therefore, the following directly follows from our
main result:
I Theorem 16. For every 0 ≤  ≤ 1, A dynamic text S[1 . . . n] can be maintained in Õ(n )
time per substitution to report BW T [i] queries in Õ(|n|1− ) time.
Similar complexity can be achieved for computing BW T [i] of a given substring in a
dynamic text via the result of Subsection 6.2.
I Theorem 17. For every 0 ≤  ≤ 12 , A dynamic text S[1 . . . n] can be maintained in Õ(n )
time per substitution to report BW TS 0 [i] in time Õ(|S 0 |1− ) with BW TS 0 being the BW T of
a substring S 0 = S[i . . . j].

6.4

Dynamic LCP Array

The LCP Array is a data structure that is often used alongside the suffix array in string
algorithms. The i’th entry of the LCP Array H[1 . . . n] of a text S is the LCP of the suffixes
starting in SAS [i] and SAS [i − 1] for i ≥ 2 (H[1] is undefined).
I Theorem 18. For every  ∈ [0 . . . 1], the LCP Array H of a dynamic string can be
maintained in Õ(n ) time per update with Õ(n1− ) lookup time for H[i].
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Proof. Directly from our main result, by setting k = n and using a dynamic LCP query
data structure. Computing H[i] = LCP ([SA[i], SA[i + 1]) requires two suffix array lookups
and one LCP query.
J

6.5

Dynamic Suffix Tree

The Suffix Tree is one of the most frequently used data structures in string algorithms. Given
a string S, the Suffix Tree of S denoted as STS is a compact trie containing all the suffixes
of S. Every node V in S is associated with a string L(V ) that is the concatenation of the
substrings written on the edges in the route from the root of STS to V . It is a known fact
that the leaves of the substree of STS rooted in a node V form a consecutive interval of
suffixes in SAS . Therefore, V can be represented by two indices i, j in the suffix array, such
that SA[i], SA[i + 1] . . . , SA[j − 1], SA[j] are the leaves of the subtree rooted in V . We call
this representation the Suffix Array representation of V . Using this representation, we can
obtain the following:
I Theorem 19. For every k ∈ [1 . . . n] and a dynamic string S[1 . . . n], a data structure can
be maintained in Õ(k) time per update to support the following queries in Õ( nk ) time:
1. Input: two indices i, j representing a substring A = S[i . . . j].
Output: a Suffix Array representation of the node V with L(V ) = A
2. Input: a Suffix Array representation (i, j) of a node V in STS , and a symbol σ ∈ Σ.
Output: a Suffix Array representation of the child of V following the edge emerging from
V with a label starting with σ (if such an edge exists).
3. Input: a Suffix Array representation (i, j) of a node V in STS .
Output: a Suffix Array representation of the parent of V in STS .
Theorem 19 is obtained by applying a well known reduction from the suffix tree to the
suffix array. For completeness, we provide the details of the proof.
1. The node V in STS for which L(V ) = S[i . . . j] is the ancestor of all the suffixes starting
with S[i . . . j]. We can run a binary search on the suffix array for the indices of the
lexicographically smallest and largest suffixes having a prefix that is equal to S[i . . . j],
respectively denoted as i0 and j 0 . We output (i0 , j 0 ).
2. We query the suffix array for SA[i] = a and SA[j] = b. We use an LCP query to get
LCP (S[a . . . n], S[b . . . n]) = l. It can be easily verified that L(V ) = S[a . . . a + l − 1]. We
proceed to binary search the suffix array for the indices of the lexicographically minimal
and maximal suffixes starting with S[a . . . a + l − 1]σ respectively denoted as i0 and j 0 .
If there are no suffixes starting with that string, report non existing edge. Otherwise,
return (i0 , j 0 ).
3. If (i, j) = (1, n), then the input to the query is the root of STS and it has no parent.
Otherwise, assume that i =
6 1 and j 6= n. We query the suffix array for SA[i] = x
SA[i − 1] = a and SA[j + 1] = b. Note that S[x . . . n] is a descendant of V in STS ,
S[a . . . n] is the rightmost leaf in STS that is to the left of V , but is not a descendant
of V , and S[b . . . n] is the leftmost leaf in STS that is to the right of V but is not a
descendant of V . Therefore, the parent of V is either the lowest common ancestor
of the leaves corresponding to S[x . . . n] and S[a . . . n] or the lowest common ancestor
of the leaves corresponding to S[x . . . n] and S[b . . . n]. It is a well known fact the
lowest common ancestor U of two leaves corresponding to suffixes S[i1 . . . n], S[i2 . . . n]
in the suffix tree has L(U ) = S[i1 . . . i1 + LCP (i1 , i2 ) − 1]. We use LCP queries to find
la = LCP (a, x) and lb = LCP (b, x). It can be easily verified that the parent P of V
has L(P ) = S[x . . . x + max(la , lb ) − 1]. We find this substring using LCP queries and
employ 1 to find the Suffix Array representation of P .
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For every query we use (at most) a logarithmic number of suffix array lookups and LCP
queries. The desired complexities are achieved by setting k = n to the data structure of our
main result.
J
Theorem 19 allows performing a traversal on the Suffix Tree of a dynamically changing
text, essentially providing a dynamic variant of the suffix tree.

7

Conclusions and Open Problems

We presented the first dynamic algorithm for maintaining the suffix array (SA) and inverse
suffix array (iSA) of a dynamic text. We use a new data structure which we call the k-words
tree. For every 1 ≤ k ≤ n, our data structure reports SA[i] in time Õ( nk ) and handles text
modification in time Õ(k).
Our data structures enables solving several types of string queries of a dynamically
changing string that could not be solved hitherto. Examples are finding the Lyndon root of a
query substring, finding the suffix array of a query substring, and evaluating the ith symbol
of the Burrows-Wheeler transform of a string or a query substring, all for a dynamically
changing string.
While our algorithm gives a tradeoff between the text modification and lookup time, if
√
we set them to be equal we get an Õ( n) time for both modification and query. We did not
prove a lower bound but we believe that better bounds can be achieved.
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1

Introduction

Submodularity is a property of set functions equivalent to the notion of diminishing returns.
More formally, we say that a set function f : 2E → R is submodular if for any two sets
A ⊆ B ⊆ E and an element e ∈
/ B, the corresponding marginal gains satisfy f (A ∪ {e}) −
f (A) ≥ f (B ∪ {e}) − f (B). Submodularity has found a wide range of connections and
applications to different computer science areas in recent years.
However, many applications in practice does not satisfy the diminishing returns property,
but rather a weaker version of it. This has motivated several lines of work exploring different
ways to relax the submodularity property [11, 18, 10, 28, 17, 21, 22]. One such relaxation that
has received a lot of attention from the machine learning community is the notion of weak
submodularity (we postpone the formal definition to Section 1.1), originally introduced by
Das and Kempe [11]. They provided applications to the feature selection and the dictionary
selection problems, and showed that the standard greedy algorithm achieves a (1 − e−γ )approximation for the monotone maximization problem subject to a cardinality constraint.
Here the parameter γ ∈ [0, 1] is called the submodularity ratio, and it measures how “close”
the function is to being submodular. Weak submodularity has found applications in areas
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such as linear and nonlinear sparse regression [14, 29], high-dimensional subset selection [15],
interpretability of black-box neural network classifiers [14], video summarization, splice site
detection, and black-box interpretation of images [9].
In subsequent work, Das and Kempe [12] left as an open question whether some of these
theoretical guarantees can be extended to non-monotone objectives. As their definition of
weak submodularity is targeted at monotone functions, they raise the question of whether
there is a more general definition that retains some of the positive results of their work, while
also yielding an analogue to non-monotone objectives.
One main goal of this work is to answer that question. We believe this is interesting for
both theoretical and practical purposes, given that non-monotone submodular objectives
have found a wide range of applications in computer science. Some of these include document
summarization [32, 33], MAP inference for determinantal point processes [24], personalized
data summarization [34], nonparametric learning [39], image summarization [37], and removing redundant elements from DNA sequencing [31]. Hence, it seems natural to study how
the approximation guarantees for non-monotone submodular maximization degrade in terms
of the submodularity ratio.
In this work we introduce a natural generalization of weak submodularity to the nonmonotone setting. We then show that a fast and simple randomized greedy algorithm
retains some of the good theoretical guarantees available for (non-monotone) submodular
objectives. In addition, for monotone weakly submodular functions, this algorithm retains
the approximation guarantee of 1 − e−γ given in [11].
A second main contribution of our work is to provide a more refined analysis that takes
into account that the submodularity ratio parameter may change (some times improving)
throughout the execution of the algorithm. We provide several applications where this
more refined bound leads to improved approximation guarantees, for both monotone and
non-monotone maximization problems.
The rest of this section is organized as follows. In Section 1.1 we extend weak submodularity to the non-monotone setting. In Section 1.2 we discuss the notion of local submodularity
ratio. We discuss several examples and applications in Section 1.3. Our main contributions
are presented in Section 1.5. Additional related work regarding weak submodularity and
non-monotone submodular maximization is discussed in Section 1.4.

1.1

Weak submodularity and non-monotonicity

Throughout this paper we use fA (B) to denote the marginal gain of adding the set B to A,
that is f (A ∪ B) − f (A). A non-negative monotone set function f : 2E → R+ is γ-weakly
submodular for some parameter 0 ≤ γ ≤ 1, if for any pair of disjoint sets A, B ⊆ E, it
P
satisfies e∈B fA (e) ≥ γ · fA (B). We note that this is the definition used in [2, 9, 14], which
is slightly adapted from the original definition given in [11, 12]. The parameter γ is called
the submodularity ratio.
When f is monotone, it is clear that for any value of γ ∈ [0, 1] the above class contains
monotone submodular functions. However, for non-monotone objectives the marginal gains
can be negative, and in this case we have γfA (B) ≥ fA (B) whenever fA (B) ≤ 0, leading to
a stronger condition than diminishing returns. This motivates us to introduce the following
two classes of non-monotone non-submodular functions.
I Definition 1.1 (pseudo and weak submodularity). Given a scalar 0 < γ ≤ 1, we say that a
set function f : 2E → R+ is:
P
1. γ-pseudo submodular if e∈B fA (e) ≥ γfA (B) for any pair of disjoint sets A, B ⊆ E.
P
2. γ-weakly submodular if e∈B fA (e) ≥ min{γfA (B), γ1 fA (B)} for any A, B ⊆ E disjoint.
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Figure 1 Hierarchy of the different function classes.

We first note that for monotone functions, the above two definitions are equivalent to the
notion of γ-weakly submodularity from previous works [2, 9, 14]. This follows immediately
from the fact that monotone functions satisfy fA (B) ≥ 0 for all A, B ⊆ E, and hence
min{γfA (B), γ1 fA (B)} = γfA (B).
For any value γ ∈ (0, 1] the above definition of γ-weakly submodularity leads to a weaker
notion of diminishing returns (i.e., it contains non-monotone submodular functions). Indeed,
P
P
if fA (B) ≥ 0 we have e∈B fA (e) ≥ γfA (B), while if fA (B) < 0 we have e∈B fA (e) ≥
1
γ fA (B). On the other hand, while the class of γ-pseudo submodular functions does not
properly contain non-monotone submodular functions, it does contain functions that are not
necessarily submodular. We show this in Figure 1.

1.2

Local submodularity ratio

The submodularity ratio γ is in general a very pessimistic bound for most applications. This
is due to the fact that γ is defined as a global bound, in the sense that it must hold for
any pair of disjoint sets A, B ⊆ E. Or at least for any pair of sets that are relevant to the
execution of the algorithm, e.g., sets of cardinality at most k. We next discuss a natural way
to “refine” this bound.
Given a function f : 2E → R+ and any pair of disjoint sets A, B ⊆ E, in this work we
P
f
f
denote by γA,B
any non-negative scalar satisfying e∈B fA (e) ≥ γA,B
· fA (B). When it is
f
clear from the context we usually simplify the notation to γA,B instead of γA,B
. One of our
contributions is showing how using these local bounds can be beneficial in some settings. In
particular we discuss several natural classes of functions for which (i) one can compute explicit
bounds for the value γA,B (see Section 1.3), and (ii) using the local bounds γA,B (instead
of γ) leads to significantly better theoretical guarantees (we discuss this in more detail in
Section 1.5). We believe this is interesting for both theoretical and practical applications.

1.3

Examples and applications

In this section we present several classes of functions for which the parameter γA,B can
be bounded explicitly, and discuss applications arising from these results. Due to space
limitations we postpone the proofs to the long version of the paper [36].
Our first example is the so-called metric diversity function (also known as remote clique).
Here we are given a metric (i.e., a distance that satisfies the triangle inequality) d : E×E → R+
over a finite set E, where d(u, v) measures the dissimilarity between two elements u and v.
P
One then defines a set function f (S) = 12 u6=v∈S d(u, v) that measures the diversity inside
the set S. The problem max d(S) : |S| ≤ k of finding a diverse subset has been studied in the
operations research community [27, 35, 3], and has found applications in other areas [1, 13].
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I Example 1.2. Given a metric d : E × E → R+ , consider the function given by f (S) =
P
a
{u,v}⊆S d(u, v), which is monotone and supermodular. Then, we have γA,B ≥ a+b−1 for
any two disjoint sets A, B ⊆ E, where a = |A| and b = |B|.
The works of [6, 5] introduced the notion of proportionally submodular functions1 . A set
function f : 2E → R+ is proportionally submodular if |S|f (T ) + |T |f (S) ≥ |S ∩ T |f (S ∪ T ) +
|S ∪ T |f (S ∩ T ) for every S, T ⊆ E. In the monotone setting, this class properly contains
monotone submodular functions. In addition, this class also contains some non-submodular
objectives such as the (supermodular) metric diversity function discussed in Example 1.2.
Since these functions are closed under addition, the sum of a monotone submodular function
and a metric diversity function is proportionally submodular. Our next result bounds the
parameter γA,B for this class, in both the monotone and non-monotone settings.
I Example 1.3. A non-negative proportionally submodular function f : 2E → R+ has
3a(1+a)
γA,B ≥ 3a2 +3ab+b
2 −1 for any two disjoint sets A, B ⊆ E, where a = |A| and b = |B|.
The above result leads to interesting applications. First it allows to improve over the
current best approximation for maximizing a monotone proportionally submodular function
subject to a cardinality constraint. In addition, combining this with other results from
this work, we can also get improved approximations for the product f · g of a monotone
submodular function f and a monotone proportionally submodular function g. We discuss
this in more detail in Section 3.
f
I Example 1.4. Let f, g : 2E → R+ be two monotone set functions with parameters γA,B
g
and γA,B respectively. Then the product function h(S) := f (S) · g(S) is also non-negative
and monotone, with parameter
( f (A) g
f
g
γA,B if γA,B
≥ γA,B
γA,B ≥ f (A∪B)
g(A)
f
g
f
if γA,B
≥ γA,B
,
g(A∪B) γA,B

for any two disjoint sets A, B ⊆ E. In particular, if f and g have global parameters
γ f and γ g respectively, such that γ f ≥ γ g , then the product function h has parameter
f (A)
g(A)
γA,B ≥ γ g · max{ f (A∪B)
, g(A∪B)
}.
Using that submodular functions satisfy γA,B ≥ 1, we can combine the above result with
Examples 1.2 and 1.3 to get the following.
I Example 1.5. Let f, g : 2E → R+ be two monotone functions, and let h(S) := f (S) · g(S)
be the product function with parameter γA,B . Then we have the following.
f (A)
g(A)
(a) If f and g are submodular then γA,B ≥ max{ f (A∪B)
, g(A∪B)
}.
(b) If f is submodular and g is the metric diversity function from Example 1.2, then
f (A)
a
γA,B ≥ f (A∪B)
· a+b−1
, where a = |A| and b = |B|.
(c) If f is submodular and g is proportionally submodular then γA,B ≥
where a = |A| and b = |B|.

f (A)
3a(1+a)
f (A∪B) · 3a2 +3ab+b2 −1 ,

By taking a non-monotone submodular function f , and either multiplying it or dividing
by the cardinality function, we obtain a new function that is no longer submodular. The
next example bounds the parameter γA,B for these functions.

1

They called them weakly submodular at first, and changed the name in subsequent work.
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I Example 1.6. Let f : 2E → R+ be a submodular function. Then for any two disjoint sets
A, B ⊆ E with |A| = a and |B| = b we have the following.
(a) The function g(S) := |S| · f (S) satisfies γA,B ≥ a+1
a+b .
(b) The function g(S) :=

f (S)
|S|

has γA,B ≤

a+b
a+1 .

We next discuss the behavior of the parameter γA,B under summation, and how this
result allows us to generalize some of the bounds previously discussed in this section.
f
g
I Proposition 1.7. Let f, g : 2E → R+ be two set functions with parameters γA,B
and γA,B
respectively. We have the following.
(a) If f and g are both monotone, then f + g is also monotone with parameter γA,B ≥
f
g
g
f
min{γA,B
, γA,B
}. In particular, if 0 ≤ γA,B
≤ γA,B
holds for all pairs of disjoint sets A
g
and B, then f + g has parameter γA,B ≥ γA,B .
g
f
≤ γA,B
holds for all pairs of
(b) If f is monotone and g is non-monotone, and 0 ≤ γA,B
g
disjoint sets A and B, then f + g has parameter γA,B ≥ γA,B .

By combining the above proposition with Examples 1.2, 1.6, and 1.3 we get the following.
I Example 1.8. Let f be a non-negative monotone submodular function. Then:
|A|
.
The sum f + g where g is a metric diversity function satisfies γA,B ≥ |A|+|B|−1
|A|+1
The sum f (S) + |S| · g(S) where g is non-monotone submodular satisfies γA,B ≥ |A|+|B|
.
The sum f + g where g is non-monotone proportionally submodular satisfies γA,B ≥
3a(1+a)
3a2 +3ab+b2 −1 , where a = |A| and b = |B|.

We can also combine the above result with Example 1.4 to get that the product function
f (A)
|A|
(f + g) · h satisfies γA,B ≥ f (A∪B)
· |A|+|B|−1
, whenever f and h are monotone submodular
and g is a metric diversity function. This generalizes the bound from Example 1.5 (b).
We note that the sum of a monotone submodular function and a metric diversity function
has been previously studied [4]. We discuss this in more detail in Section 3.

1.4

Additional related work

The notion of weak submodularity was introduced by Das and Kempe [11], where they
showed that the standard greedy algorithm achieves a (1 − e−γ )-approximation for the
monotone maximization problem subject to a cardinality constraint. They provided applications to the feature selection problem for linear regression and the dictionary selection
problems. Khanna et al. [29] showed that faster (such as distributed and stochastic) versions
of the greedy algorithm also retain provable theoretical guarantees for monotone weakly
submodular maximization under a cardinality constraint. They discussed applications for
the sparse linear regression problem and the support selection problem. Elenberg et al. [14]
considered the above problem in the random order streaming setting, and provided applications to nonlinear sparse regression and interpretability of black-box neural network
classifiers. Connections between weak submodularity and restricted strong convexity were
shown by Elenberg et al. [15], and used for high-dimensional subset selection problems. The
work of Chen et al. [9] goes beyond the cardinality constraint, and considers the monotone
maximization problem subject to a matroid constraint. They provided an approximation ratio
−2
of (1 + 1/γ) for this problem, and discuss applications to video summarization, splice site
detection, and black-box interpretation of images. Gatmiry and Gomez [20] showed that the
standard deterministic greedy algorithm also enjoys provable guarantees for the above problem, though worse than the one provided by [9]. They provide applications to tree-structured
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Gaussian graphical model estimation. The recent work of Harshaw et al. [26] considers the
problem max{f (S)−m(S) : |S| ≤ k}, where f is non-negative monotone γ-weakly submodular
and m is a non-negative modular function. Using the special structure of this type of objective, they circumvented the potential roadblocks of f − m being negative or non-monotone,
and provided a bifactor guarantee satisfying f (S) − m(S) ≥ (1 − e−γ )f (OP T ) − m(OP T ).
In addition, they showed that this approximation ratio is tight in the value oracle model.
Non-monotone submodular maximization subject to a cardinality constraint has been
studied extensively. The first constant factor approximation for this problem was given by
Lee et al. [30]. Since then a large series of works [8, 16, 19, 23, 25, 38] have improved the
approximation factor to the current best 0.385 ratio due to Buchbinder and Feldman [7]. Some
of the latter works, however, use an approach that involves using a continuous relaxation of
the objective function and then applying rounding methods to the fractional solution. While
this approach has been extremely successful for proving strong theoretical guarantees, due to
the run time they usually become impractical in real-world scenarios with large amounts of
data. In our work we use a randomized greedy algorithm proposed by Buchbinder et al. [8],
where it is shown that this algorithm produces a 1/e-approximation (on expectation). On
the inapproximability side, Gharan and Vondrak [23] show that it is impossible to achieve a
0.491 approximation for this problem in the value oracle model.

1.5

Our contributions

One main contribution of this work is showing that an easy-to-implement and fast randomized
greedy algorithm (i.e., Algorithm 1) has provable theoretical guarantees for the problem
max{f (S) : |S| ≤ k} when the function f : 2E → R+ is non-monotone weakly submodular
(as defined in Section 1.1). This is encapsulated in the following result. To the best of our
knowledge, this is the first time that weakly submodular functions are considered in the
non-monotone setting.
I Theorem 1.9. There exists an efficient randomized greedy algorithm which has an approxk−1
imation ratio (on expectation) of at least γ(1 − 1/γk)
for the problem of maximizing a
non-negative non-monotone γ-weakly submodular function subject to a cardinality constraint
of size k. This approximation ratio is asymptotically γ · e−1/γ as k → ∞. For non-negative
non-monotone γ-pseudo submodular functions, the approximation ratio is of at least γ · e−γ .
We remark that when γ approaches to 1, our bounds recover the 1/e approximation
factor given in [8] for the analysis of the same algorithm over submodular functions (i.e., the
case when γ = 1).
A key ingredient for analyzing non-monotone objectives is to bound the term E[f (Si ∪
OPT)] with respect to f (OPT). For submodular functions the work of [8] (see their Lemma 2.2
and Observation 1) bounds the above term by using the diminishing returns property, i.e.,
fA (e) ≥ fB (e) whenever A ⊆ B and e ∈
/ B. However, it is not clear how one could imitate
such argument in the case of non-submodular functions. In particular, it is not obvious
whether from the definition of weak submodularity, one could find a parameter β > 0
satisfying some approximate version fA (e) ≥ βfB (e) of diminishing returns. We circumvent
this issue by analyzing the quantity E[f (Si ∪ OPT)] directly with respect to the execution of
the algorithm (see Lemma 2.3).
Another important piece of our work is to provide a more refined analysis that allows
for the submodularity ratio to change throughout the execution of the algorithm. This is
particularly useful since many classes of functions will usually satisfy this (see for instance
Section 1.3). Our most general result (Theorem 2.4) assumes some local bounds for the
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submodularity ratio throughout the algorithm, and provides approximation guarantees based
on these bounds. Its statement is somewhat less clean to express since it depends on the
notation used in Algorithm 1 (which we introduce later in Section 2.1), so we defer its full
presentation and discussion to Section 2.3. We next present some of its consequences, which
lead to some of our main applications.
I Theorem 1.10. Assume we run the randomized greedy algorithm described in Algorithm 1
on a function f : 2E → R+ with parameters γA,B ∈ [0, 1] for any pair of disjoint sets
A, B ⊆ E. Moreover, assume there are values 0 ≤ γi ≤ 1 for i ∈ {0, 1, 2, . . . , k − 1} so that
P
e∈OPT fSi (e) ≥ min{γi · fSi (OPT), fSi (OPT)} holds for any possible solution Si of the
algorithm after iteration i. Then the algorithm produces (on expectation):
Pk−1
An approximation factor of at least 1 − exp(− k1 i=0 γi ) if f is monotone.
Pk−1
1
An approximation factor of at least ek
i=0 γi if f is non-monotone.
We remark that for monotone γ-weakly submodular objectives the above result retains the
(1 − e−γ )-approximation given in [11]. This follows by noticing that for monotone functions
we always have that min{γi · fSi (OPT), fSi (OPT)} = γi · fSi (OPT) since fSi (OPT) ≥ 0 and
γi ∈ [0, 1]. One can then use the γ-weak submodularity of the function to set γi = γ for all i.
Combining the above theorem with the results from Section 1.3 leads to interesting
applications. We now highlight some of them, and defer a more detailed discussion to
Section 3. The above theorem allows us to obtain provable guarantees for some of the nonmonotone objectives discussed in Section 1.3. These include, for instance, the non-monotone
functions from Example 1.8, which satisfy the property γA,B ∈ [0, 1].
Theorem 1.10 also leads to interesting results for monotone objectives. Applying it
to Example 1.3 we get a 0.197-approximation for maximizing monotone proportionally
submodular functions subject to a cardinality constraint. This improves over the current best
0.168-approximation from [6, 5]. Another set of applications is obtained via Example 1.5,
which allows us to get several constant factor approximations for the product of set functions.
For instance, for the product f · (g + h) where f, g are monotone submodular and h is a
metric diversity function, our results lead to a 0.058-approximation. For the product f · g
where f is monotone submodular and g is monotone proportionally submodular, we get a
0.046-approximation. We are not aware of previous work for these problems.

2

Approximation guarantees

In this section we present the main theoretical contribution of this work, which is to
analyze the performance of a randomized greedy algorithm on non-monotone functions (see
Section 2.3). We present the analysis for monotone objectives in Section 2.2. We next
describe the randomized greedy algorithm that we use in this work.

2.1

Randomized greedy algorithm

In this section, we explain the randomized greedy algorithm introduced in the work of [8],
where they study the problem of maximizing a non-monotone submodular function subject to
a cardinality constraint. We note that this algorithm has also been used in [9] for the problem
of maximizing a monotone weakly submodular function subject to a matroid constraint.
Given a set function f : 2E → R over a ground set E, we first add a set D of 2k dummy
elements to the ground set. That is, for any set A ⊆ E and U ⊆ D the function satisfies
fA (U ) = 0. Then, for each 1 ≤ i ≤ k, we take a set of k elements that maximizes the sum
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Algorithm 1 RandomizedGreedy(f, k).
1
2
3
4

5
6
7

Add a set D of 2k dummy elements to f .
Initialize: S0 ← ∅.
for i = 1 to k do
P
Let Mi ⊆ (E ∪ D) \ Si−1 be a subset of size k maximizing
f
(e). In case of ties
e∈Mi Si−1
between dummy elements and elements from E, always choose the latter.
Let ei be a uniformly random element from Mi .
Si ← Si−1 + ei .
return Sk .

of the marginal gains, where in case of ties we always give preference to elements from the
original ground set E. Finally, we choose uniformly at random one of the k elements, and
add it to the current solution. We summarize this procedure in Algorithm 1.
The algorithm is quite efficient as it makes O(nk) queries to the value oracle. This is the
same number of queries that the standard deterministic greedy algorithm makes. Moreover,
adding 2k dummy elements to the original ground set guarantees the following.
I Observation 2.1. At any iteration 1 ≤ i ≤ k of the RandomizedGreedy algorithm the
following is satisfied:
1. |Mi | = k.
2. fSi−1 (ei ) ≥ 0, and hence f (Si ) ≥ f (Si−1 ).
P
P
3.
e∈Mi fSi−1 (e) ≥
e∈OPT fSi−1 (e).
Proof. The first two statements are immediate from the fact that we add 2k dummy elements.
To see the last statement, let M̄i denote a set of size k containing OPT \ Si−1 and potentially
some dummy elements (so that |M̄i | = k). Then, by definition of Mi we have
X

fSi−1 (e) ≥

e∈Mi

2.2

X

fSi−1 (e) =

e∈M̄i

X

fSi−1 (e).

J

e∈OPT

Analysis for monotone functions

In this section, we analyze the performance of the RandomizedGreedy algorithm on monotone
functions. We note that we keep the term depending on the initial set S0 in the approximation
factor. The main reason for this is that while in many settings this will just be the empty
set, in some applications one needs to start from a non-empty initial set S0 to have provable
guarantees for the parameter γi . (See for instance our applications for the product of set
functions discussed in Section 3.) Then we would just run the algorithm for k − |S0 | iterations.
I Theorem 2.2. Let f : 2E → R+ be a monotone set function. Assume there are values
0 ≤ γi ≤ 1 for i ∈ {0, 1, 2, . . . , k − 1} so that
X

fSi (e) ≥ γi · fSi (OPT)

e∈OPT

throughout the execution of the RandomizedGreedy algorithm, where Si denotes the set of
chosen elements after the ith iteration (i.e., |Si | = i). Then at any iteration 1 ≤ i ≤ k the
algorithm satisfies
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i−1

Y
γj 
γ
j
 · f (OPT) +
E[f (Si )] ≥ 1 −
1−
1−
· E[f (S0 )]
k
k
j=0
j=0


i−1
i−1
 X

Y
γ
γj 
j
 · f (OPT) +
≥ 1 − exp −
· E[f (S0 )].
1−
k
k
j=0
j=0


i−1
Y

Proof. Fix 1 ≤ i ≤ k and a possible realization S1 , S2 , . . . , Si−1 of the algorithm of up to
iteration i − 1. Then (conditioned on this event) we have
E[fSi−1 (ei )] =

1 X
1 X
γi−1
fSi−1 (e) ≥
fSi−1 (e) ≥
fSi−1 (OP T )
k
k
k
e∈Mi

e∈OP T

γi−1
γi−1
=
[f (Si−1 ∪ OP T ) − f (Si−1 )] ≥
[f (OP T ) − f (Si−1 )],
k
k
where the first inequality follows from Observation 2.1, the second inequality from the
theorem’s assumption, and the last inequality from non-negativity of f . We then have
E[f (Si )] − f (Si−1 ) ≥

γi−1
[f (OP T ) − f (Si−1 )],
k

and rearranging the terms we get

i
γi−1 h
f (OP T ) − E[f (Si )] ≤ 1 −
f (OP T ) − f (Si−1 ) .
k
By unfixing the realization S1 , S2 , . . . , Si−1 and taking expectations over all such possible
realizations of the algorithm we get

i
γi−1 h
f (OP T ) − E[f (Si )] ≤ 1 −
f (OP T ) − E[f (Si−1 )]
k

i
γi−1 
γi−2 h
≤ 1−
1−
f (OP T ) − E[f (Si−2 )]
k
k
≤ ···

 i−1
Y
γj 
1−
[f (OP T ) − E[f (S0 )]].
≤
k
j=0
Hence,

i−1

Y
γj 
γ
j
 · f (OPT) +
E[f (Si )] ≥ 1 −
1−
· E[f (S0 )]
1−
k
k
j=0
j=0


i−1
i−1
 X

Y
γ
γj 
j
 · f (OPT) +
≥ 1 − exp −
1−
· E[f (S0 )],
k
k
j=0
j=0


i−1
Y

where the last inequality uses that 1 − x ≤ e−x for all x ≥ 0.

J

The above result now proves the first part of Theorem 1.10. This follows because by
monotonicity of f we have fSi (OPT) ≥ 0, and hence min{γi · fSi (OPT), fSi (OPT)} =
γi · fSi (OPT).
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2.3

Analysis for non-monotone functions

In this section we analyze the performance of the RandomizedGreedy algorithm on nonmonotone functions. As mentioned in Section 1.5, a key ingredient for analyzing the
non-monotone case is to bound the term E[f (Si ∪ OPT)] from below with respect to
f (OPT). For monotone objectives this is trivial, since by monotonicity we always have
f (Si ∪ OPT) ≥ f (OPT). The techniques used in [8] for analyzing RandomizedGreedy with
respect to submodular functions make use of the diminishing returns property (see their
Lemma 2.2 and Observation 1). However, it is not clear how to extend those techniques
for non-monotone weakly submodular functions, since it is not obvious whether they satisfy
some type of approximate diminishing returns property fA (e) ≥ βfB (e). Our next result
circumvents this issue by analyzing the quantity E[f (Si ∪ OPT)] directly with respect to the
execution of the algorithm.
I Lemma 2.3. Let f be a non-negative set function. Assume there are numbers 0 ≤ ᾱi ≤
β̄i ≤ k such that
X
fSi−1 ∪OPT (u) ≥ min{ᾱi · fSi−1 ∪OPT (Mi ), β̄i · fSi−1 ∪OPT (Mi )}
u∈Mi

is satisfied for any choice of Mi and Si−1 throughout the execution of the RandomizedGreedy
algorithm. Then at any iteration 1 ≤ i ≤ k the algorithm satisfies E[f (Si ∪ OPT)] ≥
Qi
j=1 (1 − β̄j /k) · f (OPT).
Proof. Fix 1 ≤ i ≤ k and an event S1 , S2 , . . . , Si−1 of a possible path of the algorithm up to
iteration i − 1. Then (conditioned on this event) we have
E[f (Si ∪ OPT)]
= f (Si−1 ∪ OPT) + E[fSi−1 ∪OPT (ui )] = f (Si−1 ∪ OPT) +

1 X
fSi−1 ∪OPT (u)
k
u∈Mi

1
≥ f (Si−1 ∪ OPT) + min{ᾱi · fSi−1 ∪OPT (Mi ), β̄i · fSi−1 ∪OPT (Mi )}.
k
We now consider separately the cases where the marginal gain fSi−1 ∪OP T (Mi ) is either
negative or non-negative. If it is non-negative, using that 0 ≤ ᾱi ≤ β̄i we get
E[f (Si ∪ OPT)] ≥ f (Si−1 ∪ OPT) +

ᾱi
fS ∪OP T (Mi ) ≥ f (Si−1 ∪ OPT).
k i−1

If on the other hand, the marginal gain is negative, then
β̄i
fS ∪OPT (Mi )
k i−1
β̄i
= f (Si−1 ∪ OPT) + [f (Si−1 ∪ OPT ∪ Mi ) − f (Si−1 ∪ OPT)]
k
h
β̄i i
β̄i
≥ f (Si−1 ∪ OPT) − f (Si−1 ∪ OPT) = 1 −
f (Si−1 ∪ OPT),
k
k

E[f (Si ∪ OPT)] ≥ f (Si−1 ∪ OPT) +

where the last inequality follows from non-negativity. Thus, for each possible fixed realization
S1 , S2 , . . . , Si−1 of the algorithm up to iteration i − 1 we have
h
β̄i i
E[f (Si ∪ OPT)] ≥ 1 −
f (Si−1 ∪ OPT).
k
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By unconditioning on the event S1 , S2 , . . . , Si−1 , and taking the expectation over all such
possible events we get:
h
h
β̄i ih
β̄i−1 i
β̄i i
E[f (Si−1 ∪ OPT)] ≥ 1 −
1−
E[f (Si−2 ∪ OPT)]
E[f (Si ∪ OPT)] ≥ 1 −
k
k
k
i h
i h
Y
Y
β̄j i
β̄j i
≥ ··· ≥
1−
E[f (S0 ∪ OPT)] =
f (OPT).
J
1−
k
k
j=1
j=1
i

For submodular functions the above result becomes E[f (Si ∪OPT)] ≥ (1 − 1/k) ·f (OPT),
since we can take ᾱi = β̄i = 1 for all i. We remark that this matches the bound provided
in [8] for submodular functions (see their Observation 1). We now prove our main result.
I Theorem 2.4. Let f : 2E → R+ be a set function. Assume there are values 0 ≤ ᾱi ≤ β̄i ≤ k
and 0 ≤ αi ≤ βi ≤ k such that
X
fSi−1 ∪OPT (u) ≥ min{ᾱi · fSi−1 ∪OPT (Mi ), β̄i · fSi−1 ∪OPT (Mi )}
u∈Mi

and
X

fSi−1 (e) ≥ min{αi−1 · fSi−1 (OPT), βi−1 · fSi−1 (OPT)}

e∈OP T

is satisfied for any choice of Mi and Si−1 throughout the execution of the RandomizedGreedy
algorithm. Then at any iteration 1 ≤ i ≤ k the algorithm satisfies


i−1
i−1
n
X
o
Y
β̄
α
αj 
j
j 
E[f (Si )] ≥ 
min 1 − , 1 −
·
· f (OPT).
k
k
k
j=1
j=0
Proof. Fix 1 ≤ i ≤ k and an event S1 , S2 , . . . , Si−1 of a possible realization of the algorithm
up to iteration i − 1. Then (conditioned on this event) we have
E[fSi−1 (ei )] =

1 X
1 X
fSi−1 (e) ≥
fSi−1 (e)
k
k
e∈Mi

e∈OP T

1
≥ min{αi−1 · fSi−1 (OPT), βi−1 · fSi−1 (OPT)},
k
where the first inequality follows from Observation 2.1, and the second inequality from
the theorem’s assumption. We now consider separately the cases where the marginal gain
fSi−1 (OPT) is either negative or non-negative. If it is non-negative, using that 0 ≤ αi ≤ βi
we get
E[fSi−1 (ei )] ≥

αi−1
· fSi−1 (OPT).
k

If it is negative we get
E[fSi−1 (ei )] ≥ 0 ≥

αi−1
· fSi−1 (OPT),
k

where the first inequality follows from Observation 2.1. It then follows that for any fixed
possible realization S1 , S2 , . . . , Si−1 of the algorithm of up to iteration i − 1 we have
E[fSi−1 (ei )] ≥

αi−1
αi−1
· fSi−1 (OPT) =
[f (Si−1 ∪ OPT) − f (Si−1 )].
k
k

(1)
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We now unfix the realization S1 , S2 , . . . , Si−1 and take expectations over all such possible
realizations of the algorithm.
E[f (Si )] = E[f (Si−1 ) + fSi−1 (ei )] = E[f (Si−1 )] + E[fSi−1 (ei )]
αi−1
≥ E[f (Si−1 )] +
E[f (Si−1 ∪ OPT) − f (Si−1 )]
k
h
i
αi−1
αi−1
= 1−
E[f (Si−1 )] +
E[f (Si−1 ∪ OPT)]
k
k
i−1
h
αi−1 Y h
β̄j i
αi−1 i
E[f (Si−1 )] +
f (OPT),
1−
≥ 1−
k
k j=1
k

(2)

where the first inequality follows from Equation (1) and the last inequality follows from
Lemma 2.3 (which we can use due to the theorem’s assumptions).
We are now ready to prove the statement of the theorem using induction on the value of
1 ≤ i ≤ k. The base case i = 1 claims that E[f (S1 )] ≥ (α0 /k) · f (OPT). This follows from
Equation (2) by setting i = 1 and using that f (S0 ) = f (∅) ≥ 0.
Now let 1 < i ≤ k be arbitrary, and assume that the claim is true for all values 1 ≤ i0 < i;
we show it is also true for i. Using Equation (2) and the induction hypothesis we get
i−1
h
αi−1 i
β̄j i
αi−1 Y h
E[f (Si )] ≥ 1 −
1−
E[f (Si−1 )] +
f (OPT)
k
k j=1
k


#
"
i−2
i−2
i−1
i
n
o
h
Y
β̄j
αj   X αj  αi−1 Y h
β̄j i
αi−1 
min 1 − , 1 −
·
+
1−
f (OPT)
≥ 1−
k
k
k
k
k j=1
k
j=1
j=0


i−2
i−1
n
o
Y
β̄j
αj   X αj  αi−1 
≥
min 1 − , 1 −
·
+
· f (OPT)
k
k
k
k
j=1
j=0


i−1
i−1
o
n
Y
αj   X αj 
β̄j
·
=
· f (OPT).
J
min 1 − , 1 −
k
k
k
j=0
j=1

2.3.1

Proof of Theorems 1.9 and 1.10

The above result leads to several interesting consequences by choosing the values of the
parameters αi , ᾱi , βi , β̄i appropriately. For instance, for non-monotone γ-weakly submodular
functions we have αi = ᾱi = γ and βi = β̄i = 1/γ for all i. Hence we immediately get an
k−1
approximation of γ(1 − 1/γk)
, which is asymptotically γe−1/γ as k → ∞. In a similar
fashion, for γ-pseudo submodular functions we can take αi = ᾱi = βi = β̄i = γ for all i,
k−1
leading to an approximation factor of γ(1 − γ/k)
≥ γe−γ . This now proves Theorem 1.9.
One can now also prove the second part of Theorem 1.10 as follows. First, if the function
has a parameter that satisfies 0 ≤ γA,B ≤ 1 (such as in Example 1.8), we immediately get that
Qk−1
k−1
αi , ᾱi , βi , β̄i ≤ maxA∩B=∅ γA,B ≤ 1. Hence j=1 min{1 − αj /k, 1 − β̄j /k} ≥ [1 − 1/k]
≥
1/e. In addition, using the assumptions from Theorem 1.10 one can take αi = γi and βi = 1
Pk−1
in Theorem 2.4; leading to an approximation factor of (1/ek) · j=0 γj as desired.
Theorem 2.4 becomes particularly useful to prove tighter guarantees for some of the
examples discussed in Section 1.3, which have a parameter γA,B that changes throughout
the algorithm. We discuss this and applications for monotone objectives in the next section.
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Applications

We now present some applications for our results. We discuss the monotone case first.
For monotone functions it is clear that the RandomizedGreedy algorithm always selects k
elements from the original ground set E (i.e., it never chooses dummy elements). In particular,
the current solution Si at iteration i always has i elements from E, while OP T \ Si is a set
containing at most k elements. We can use this, together with the results from Section 1.3, to
P
compute a lower bound for a parameter γi ≥ 0 that satisfies e∈OPT fSi (e) ≥ γi · fSi (OPT).
For instance, one can take
γi =

min

|A|=i, 1≤|B|≤k, A∩B=∅

γA,B .

Pk−1
We then immediately get a provable approximation ratio of at least 1 − exp(− k1 i=0 γi )
via Theorem 1.10 (or Theorem 2.2).
For monotone proportionally submodular functions, Example 1.3 gives a bound of γA,B ≥
3a(1+a)
3i(1+i)
2
3a +3ab+b2 −1 where a = |A| and b = |B|. Hence γi ≥ 3i2 +3ik+k2 −1 for i ∈ {0, 1, . . . , k−1}. By
plugging this into Theorem 1.10 we get an expression that does not seem to have a closed form,
but that numerically converges from above to 0.197. This improves over the approximation
factor of 0.168 given in [5] for the same problem (they give it as a 5.95-approximation since
they express approximation factors as numbers greater than 1).
I Theorem 3.1. There is an efficient 0.197-approximation for the problem of maximizing a
non-negative monotone proportionally submodular function subject to a cardinality constraint.
Our next application is for the product of monotone set functions. First, let us consider the
case f ·g where f is submodular and g is either submodular, metric diversity, or proportionally
submodular. Example 1.5 provides explicit bounds for the parameter γA,B of these product
g
functions. We have γA,B ≥ (f (A)/f (A ∪ B)) · γA,B
where the latter term denotes the
parameter of the function g. Hence, we need to lower bound the term f (A)/f (A ∪ B). We
can do this as follows. One can show that for submodular functions, if there is a set Sf
satisfying f (Sf ) ≥ α · max|S|≤k f (S) then f (A)/f (A ∪ B) ≥ α/(1 + α) for any set A ⊇ Sf and
any set B of size at most k (see the full version of the paper for details). We can then take
S0 = Sf as the initial set and run the RandomizedGreedy algorithm during k − |S0 | iterations
(to get a set of size k), with a guarantee that the parameter of the product function satisfies
Pk−1
g
γA,B ≥ α · γA,B
. This leads to approximation guarantees of 1 − exp(− k1 i=k/2 α · γig ), where
γig denotes the parameter γi of the function g.
For submodular functions, we can run the standard greedy algorithm on f during k/2
iterations to find a set Sf ⊆ E of size k/2 satisfying f (Sf ) ≥ (1 − e−1/2 ) · max|S|≤k f (S).
Combining this with the fact that submodular functions have γi ≥ 1, the sum of submodular
i
and metric diversity has γi ≥ i+k−1
, and proportionally submodular functions have γi ≥
3i(1+i)
3i2 +3ik+k2 −1

for i ∈ {0, 1, . . . , k − 1}, one can obtain the following approximation guarantees.

I Theorem 3.2. Let f, g and h be non-negative and monotone. If f is submodular, then:
There is an approximation (on expectation) of 0.131 for f · g when g is submodular.
There is an approximation (on expectation) of 0.058 for f · (g + h) when g is a metric
diversity function and h is submodular.
There is an approximation (on expectation) of 0.046 for f · g when g is proportionally
submodular.
We are not aware of previous work for the product of set functions that we can compare
our results to. However, when the functions are monotone, a natural baseline can be obtained
by taking the set S := Sf ∪ Sg where Sf is obtained by running the greedy algorithm
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for max|S|≤k/2 f (S), and similarly Sg is obtained by running the greedy algorithm for
max|S|≤k/2 g(S). Then if f (Sf ) ≥ αf · max|S|≤k f (S) and g(Sg ) ≥ αg · max|S|≤k g(S), we
get that (f · g)(Sf ∪ Sg ) ≥ αf · αg · f g(OP T ). In the case of the above functions we get
the following guarantees for α after running the greedy algorithm for k/2 iterations: for
a submodular function we get α ≥ 1 − e−1/2 via the standard greedy algorithm analysis,
for the sum of submodular and metric diversity we get α ≥ 1/8 via the analysis from [4],
and for proportionally submodular we get α ≥ 0.05 via the analysis using Example 1.3
and Theorem 1.10 (which improves over the previous analysis given in [5]). This leads to
the following baselines (though there is room for optimizing the sizes of Sf and Sg ): a
0.155-approximation for the product of two submodular functions, a 0.049-approximation
for the product of a submodular function and the sum of submodular and metric diversity,
and a 0.019-approximation for the product of a submodular function and a proportionally
submodular function.
We note that our choice of cardinality k/2 for the initial set S0 of the algorithm, and for
the sets Sf and Sg used in the baselines, may not be optimal. For the sake of consistency
and to keep the argument as clean as possible, we used the same cardinality for all of them.
By using a similar argument to the one from Theorem 3.2 one can also get constant
factor approximations in the case where f is a metric diversity function. This follows since
if Sf ⊆ E satisfies f (Sf ) ≥ α · max|S|≤k f (S), then f (A)/f (A ∪ B) ≥ α/(5 + α) for any set
A ⊇ Sf and any set B of size at most k (see the full version of the paper for details). The fact
that this bound is worse than for submodular functions is expected, since f is supermodular
and hence fA (e) ≤ fB (e) whenever A ⊆ B ⊆ E and e ∈
/ B.
We now discuss the non-monotone case. While for monotone functions the algorithm
always chooses k elements from the original ground set E (i.e., it never picks dummy
elements), this may not be the case for non-monotone objectives. That is, for non-monotone
objectives we have Sk ⊆ E ∪ D. Hence, we cannot just directly plug the bounds for γA,B
from Section 1.3, since these depend on the number of elements from E that the current
solution Si has. Our next result gives a guarantee with respect to the number of elements
from E that the algorithm picks.
I Proposition 3.3. Let f : 2E → R+ be a set function with parameters γA,B ∈ [0, 1] satisfying
that γA,B ≥ γA0 ,B whenever |A| ≥ |A0 |. Then, if the RandomizedGreedy algorithm picks m
elements from the original ground set E (i.e., not dummy elements), its output Sk ⊆ E ∪ D
satisfies
m−1
X i
1h
E[f (Sk )] ≥
(k − m)γ̄1 +
γ̄i · f (OPT),
ke
i=0

where γ̄i = min{γA,B : |A| = i, 1 ≤ |B| ≤ k, A ∩ B = ∅}.
Proof. First note that since γA,B ∈ [0, 1] we also have that γ̄i ∈ [0, 1]. We show that after
iteration i, any realization of the algorithm (conditioned on the event that m elements from
P
E are selected) satisfies e∈OPT fSi (e) ≥ min{γi · fSi (OPT), fSi (OPT)} where

γi =




γ̄0

γ̄1


γ̄

i−k+m

if i = 0,
if 1 ≤ i ≤ k − m,
if k − m + 1 ≤ i ≤ k − 1.

Then the desired result follows from Theorem 1.10, since

Pk−1
i=0

γi = γ̄0 +(k−m)γ̄1 +

Pm−1
i=1

γ̄i .
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First note that when fSi (OPT) < 0 we have
X
fSi (e) ≥ γSi ∩E,OPT\Si · fSi (OPT) ≥ fSi (OPT) = min{γi · fSi (OPT), fSi (OPT)},
e∈OPT

where the first inequality follows from the definition of the parameter γA,B , the second
inequality follows since γSi ∩E,OPT\Si ∈ [0, 1] and fSi (OPT) < 0, and similarly the last
P
equality follows since γi ∈ [0, 1] and fSi (OPT) < 0. Hence the inequality e∈OPT fSi (e) ≥
min{γi · fSi (OPT), fSi (OPT)} is always satisfied when fSi (OPT) < 0. In the case where
fSi (OPT) ≥ 0 we get
X
fSi (e) ≥ γSi ∩E,OPT\Si · fSi (OPT) ≥ γ̄|Si ∩E| · fSi (OPT),
(3)
e∈OPT

where the last inequality follows from the definition of γ̄i and the fact that |OP T \ Si | ≤ k.
We lower bound the term |Si ∩ E| as follows.
We can always assume that in the first iteration the algorithm picks an element from the
original ground set. This is because f (∅) = 0 and f (e) ≥ 0 for all e ∈ E by non-negativity
of f . Hence there is always a choice of k elements from the original ground set for the
candidate set M1 . Now, since γA,B ≥ γA0 ,B whenever |A| ≥ |A0 |, we have that the values
γ̄i are non-decreasing. It then follows that the worst scenario occurs when the algorithm
picks the remaining m − 1 non-dummy elements in the last m − 1 iterations. In this case,
we get that |S0 ∩ E| = 0, |Si ∩ E| = 1 for 1 ≤ i ≤ k − m, and |Si ∩ E| = i − k + m for
k − m + 1 ≤ i ≤ k. Combining this with Equation (3) leads to the desired result.
J
The above result can be used to obtain bounds for some of the examples discussed in
Section 1.3 that satisfy 0 ≤ γA,B ≤ 1 and have non-decreasing values γA,B as a function of
|A|, such as those from Example 1.8. We discuss this next, where we state the approximation
guarantees for the case the algorithm selects at least k/2 elements from E.
I Corollary 3.4. Let f : 2E → R+ be a (non-monotone) set function, and assume the
RandomizedGreedy algorithm picks at least k/2 elements from E. Then its output Sk ⊆ E ∪ D
satisfies the following guarantees:
(a) If f = g + h where g is monotone submodular and h is non-monotone proportionally
submodular, then E[f (Sk )] ≥ 0.05
e · f (OPT).
(b) If f (S) := g(S) + |S| · h(S) where g is monotone submodular and h is non-monotone
submodular, then E[f (Sk )] ≥ 0.09
e · f (OPT).
Proof. From Example 1.8 we know that the function f from part (b) satisfies γ̄i ≥ (i +
1)/(i + k), while the function from part (a) satisfies γ̄i ≥ (3i(i + 1))/(3i2 + 3ik + k 2 − 1).
Plugging these values into Proposition 3.3 leads to the desired bounds.
J

4

Conclusion

In this paper we introduced a natural generalization of weak submodularity for non-monotone
functions. We showed that a randomized greedy algorithm has provable approximation
guarantees for maximizing these functions subject to a cardinality constraint. We also
provided a fine-grained analysis that allows the submodularity ratio to change throughout
the algorithm. We discussed applications of our results for monotone and non-monotone
functions.
It is open whether the (γ · e−1/γ )-approximation is asymptotically tight for the maximization problem subject to a cardinality constraint. Another natural direction for future work
is to consider the non-monotone maximization problem under more general constraints, such
as matroids or knapsacks.
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Abstract
Wear leveling – a technology designed to balance the write counts among memory cells regardless
of the requested accesses – is vital in prolonging the lifetime of certain computer memory devices,
especially the type of next-generation non-volatile memory, known as phase change memory (PCM).
Although researchers have been working extensively on wear leveling, almost all existing studies
mainly focus on the practical aspects and lack rigorous mathematical analyses. The lack of theory is
particularly problematic for security-critical applications. We address this issue by revisiting wear
leveling from a theoretical perspective.
First, we completely determine the problem parameter regime for which Security Refresh – one
of the most well-known existing wear leveling schemes for PCM – works effectively by providing a
positive result and a matching negative result. In particular, Security Refresh is not competitive for
the practically relevant regime of large-scale memory. Then, we propose a novel scheme that achieves
better lifetime, time/space overhead, and wear-free space for the relevant regime not covered by
Security Refresh. Unlike existing studies, we give rigorous theoretical lifetime analyses, which is
necessary to assess and control the security risk.
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1

Introduction

1.1

Background

Wear leveling is a technology intended to prolong the effective lifetime of computer memory
devices that have a severe write limit on each cell by balancing the write counts. The main
source of motivation for modern wear leveling studies is phase change memory (PCM)2 , which
is a type of next-generation non-volatile memory [5]. PCM has multiple attractive features
such as low latency comparable to DRAM, high scalability/energy-efficiency comparable
to flash memory and non-volatility3 . Thus, PCM has the potential to supersede DRAM
or flash memory/magnetic disks to drastically improve computer performance. However,

1
2

3
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Wear leveling for flash memory has been studied extensively since the early 1990s and is widely used
today [12, 2]. PCM requires new wear leveling schemes because it differs from flash memory in important
respects, such as access speed, access granularity, and in-place write capability [5].
A memory device is called non-volatile if it can maintain the contents without (much) power supply.
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the disadvantage of PCM is its small write endurance: each cell can be updated at most
108 –109 times, meaning that a cell can reach the write limit within minutes if it is repeatedly
updated. To resolve this problem, researchers have been working extensively on wear leveling
for PCM [15, 16, 19, 17]. (See also Section 1.5.)
In the literature, the security aspect of wear leveling has been realized and emphasized
multiple times [15, 19, 17, 21, 22]. In particular, it is important to take into account an
attacker who chooses the access requests adversarially. For example, consider a computational
outsourcing service where the server executes tasks provided by the users. A malicious user
may outsource a program that issues adversarial memory access requests to cause the early
death of a particular cell.
However, almost all existing wear leveling studies lack rigorous theoretical analysis, which
is essential to understand and control the security risk. A notable case in point is that of
a published scheme, which was claimed to be capable of enduring attacks for months, but
ultimately proved to be breakable within a few days [15, 18].

1.2

Problem Formalization

Wear leveling can be formalized as a game between a user and a server.4 The server is a
RAM machine [13] with a) memory consisting of a small number of B-bit cells referred to as
wear-free memory 5 ; b) memory consisting of N B-bit cells referred to as physical RAM ; c)
a randomness source. Using these resources, the server provides the user with an access
interface to virtual RAM – RAM consisting of n b-bit cells. The server should process as
many write queries as possible without updating any physical cell more than L times where
L is a given threshold. In addition, the time/space overhead should be minimized where the
computational cost of the server is measured by the number of accesses (both read and write)
to the physical RAM. The user chooses read/write queries adversarially, without knowing
the physical state of the server memory or the server randomness. Equivalently, the user
chooses an infinitely long query sequence adversarially at the beginning of the game.
We refer wear leveling formalized above as Wear Leveling.

1.3

Our Work

We revisit Wear Leveling from theoretical perspective.6 The results can roughly be summarized as follows. We analyze Security Refresh [17] – one of the most practical and well-known
existing schemes for Wear Leveling.7 We give both a positive result (Theorem 1) and
a matching negative result (Theorem 2), determining the regime of problem parameters n
and L for which Security Refresh works effectively. In particular, Security Refresh is not
competitive for the practically relevant regime of large-scale memory. Then, we propose a
novel Wear Leveling scheme that achieves better performance for the relevant regime
Security Refresh does not cover (Theorem 3). In particular, unlike existing methods, our
method has a rigorous theoretical lifetime guarantee.

4
5
6
7

This formalization is novel though many existing studies can be thought of addressing the current
problem without explicit formalization. See Section 1.5.
Wear-free memory models main memory (DRAM) or cache (SRAM). Though DRAM/SRAM have
finite write limits, the limits are so large that they can be considered as virtually “wear-free.”
There are a few theoretical studies on wear leveling formalized differently. See Section 1.5.
In the original paper [17], some heuristic extensions of Security Refresh are proposed. We focus on the
basic scheme.
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More concretely, we first analyze Security Refresh [17] and prove the following theorems:
I Theorem 1. If the write limit of each physical cell L = nδ for some constant δ > 1, where
n is the number of simulated virtual cells, Security Refresh satisfies the following:
1. it requires only N := n physical memory cells, each with B := b bits, where b is the
simulated virtual cell size;
2. for any infinite sequence of write queries, with high probability, it can process at least
(1 − O(n−β ))N L write queries without updating any physical cell more than L times;
3. it has worst-case 3 and amortized 1 + O(n−γ ) access time overhead; and
4. it requires only O(1) cells in the wear-free memory,
where β, γ are positive constants depending on δ.
I Theorem 2. If L ≤ cn where c = c(n), the amortized access overhead is at least 1 + 1/c or
some cell reaches the write limit during the first 2L write queries. In particular, if L = o(n),
the amortized access overhead is ω(1) or some cell reaches the write limit during the first 2L
write queries.
All asymptotic notations are in terms of n → ∞. The term high probability means
1 − O(1/n). Note that the term N L in item 2 is the maximum number of memory updates
that can be supported without wear leveling in the best case where the write queries were
totally balanced among all physical cells.
The gist of Theorem 1 lies in the high probability lifetime bound in item 2. As far as we
know, no previously reported work on Wear Leveling has provided such a guarantee.
The typical value of L in real-life PCM is 108 –109 [5]. If the cell size is 256 bytes and
L = 109 , L ≤ n holds for memory larger than 256 gigabytes. Non-volatile memory of 100
gigabyte order capacity or more is on high demand as indicated, e.g., by the advent of Intel
Optane memory. Theorem 2 means that Security Refresh is not effective for such applications
(though it may be useful for small-scale applications, e.g., for embedded systems).
To overcome this barrier, we propose a novel scheme for Wear Leveling and prove the
following theorem:
I Theorem 3. If L = nδ for some constant 0 < δ ≤ 1 and the simulated cell size b ≥
(1.1) lg n,8 there exists a Wear Leveling scheme that satisfies the following:
1. it requires only N := (1 + O(n−α ))n physical memory cells, each with B = b + 2dlg ne + 1
bits;
2. for any infinite sequence of write queries, with high probability, it can process at least
(1 − O(n−β ))N L write queries without updating any physical cell more than L times;
3. it has b1/δ + 1c + 2 + O(n−γ ) expected and amortized access time overhead (elaborated
below); and
4. it requires only O(1) cells in the wear-free memory,
where α, β, γ are positive constants depending on δ.
Some schemes are designed to achieve a long lifetime under adversarial settings [19, 22, 11]
but none of these seems to achieve 1)–4) above at the same time.
The assumption L = nδ for δ > 0 is reasonable given the typical real-life parameter size
and possible application scenario mentioned above.9

8
9

The constant 1.1 can be replaced by any other constant greater than 1.
On the other hand, a memory with very small L compared to n, e.g., O(log n), seems to be of little
use in practice. For example, simply sorting n numbers requires updating each cell Θ(log n) times on
average, at least by a naïve implementation.
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The assumption on the cell size b ≥ (1.1) lg n is reasonable and the cell size overhead
B = b + 2dlg ne + 1 is minimal in most practical cases. The typical value of B in the
PCM applications is 128–256 bytes [15, 19, 17]. If B is within this range and n = 230 ,
b/ lg n = (B − 2dlg ne − 1)/ lg n is ≈ 32.1–66.2  1.1 and (lg n)/B is ≈ 1.46–2.93%.10
As for the time overhead, a read query always takes d1/δ + 1e + 1 accesses in the worstcase. The cost of a write query depends on the state of the data structure. In most (1 − o(1)
fraction of) cases, the access time is deterministic and the worst case is d1/δ + 1e + 2. In
rare cases, data structure maintenance procedures run, incurring additional costs. Two
types of maintenance procedures exist and each of them occurs at most once per nΩ(1) write
queries. The first type of maintenance is deterministic and takes O(1/δ)-time in the worst
case. The other type of maintenance is probabilistic and takes O(1/δ)-time in expectation
and O(log n)-time w.h.p.
To summarize the previous paragraph, in the overwhelming majority of cases in which
maintenance procedures are not executed, each read/write query takes d1/δ + 1e + 2-time in
the worst case. Any time a write query arrives, most (1 − o(1) fraction of) simulated cells
can be accessed much more efficiently than the worst-case time above: it takes only 1 read
for a read query, whereas a write query entails 1 read and 1 write operation. If a malicious
user attacks the memory by repeatedly issuing write queries to a particular virtual cell, the
access time to the targeted cell becomes temporarily larger (and eventually becomes small
again after the attack ceases); however, the attack does not affect the time to access other
cells. Thus, honest users can share a memory with malicious users without being affected by
the attack as long as there is a mechanism to separate the logical memory space – the set of
virtual cells each user can access.
In practice, the largest cost associated with the proposed scheme would be the one
additional physical memory read needed for each write query in the typical case described
above. In PCM, read is often faster than write: a read operation takes 20–60 ns whereas a
write operation takes 20–150 ns [5]. If read is three times faster than write, the time overhead
for a write query is approximately 30%. This cost is acceptable, especially in applications
in which PCM is used as the layer between DRAM and a slower/more expensive form of
storage such as a magnetic disk [5].

1.4

Our Technique

We achieve the aforementioned bounds by using a new tree-based scheduling method for
temporary access redirection. Prepare m(> n) physical cells V [0], ..., V [m − 1] to store n
virtual cells v[0], ..., v[n − 1]. Let f be some one-to-one function f : [n] → [m]. Use V [f (i)]
as the default location to store v[i]. The other physical cells are spares. If v[i] is updated
frequently and the write count of V [f (i)] reaches some threshold t, we locally remap v[i] –
changing the location of v[i] without affecting the locations of other virtual cells – by using
pointers. That is, we allocate a spare cell V [i0 ] in which we store v[i]. Then, we store the
address of V [i0 ], i.e., i0 , in V [f (i)]. To read from or write to v[i], we look at V [f (i)] and
follow the pointer. If the write count of V [i0 ] also reaches t, we allocate another spare cell
V [i00 ] in which we store v[i] and place the pointer to V [i00 ] in V [i0 ].
To avoid the need to follow many pointers, we refrain from connecting pointers linearly;
instead, we connect them according to a pattern similar to that of depth-first search (DFS)
of a complete d-ary tree with dh leaves, where d and h are positive integer parameters. For

10

In practice, B and N are given whereas, in the theorem, we expressed B and N as functions of given b
and n. These conventions are equivalent. We chose the one that permits more elegant mathematics.

T. Onodera and T. Shibuya

65:5

example, if d = h = 2, after the write count of V [i00 ] reaches t, we allocate V [i01 ] and place
a pointer to V [i01 ] in V [i0 ] (instead of V [i00 ]). If the write count of V [i01 ] reaches t, we
allocate V [i1 ] and a pointer to V [i1 ] in V [f (i)], and so on. Note that cells corresponding
to the internal nodes can be updated for t times to update the cell values, and d times for
updating the pointers.
As time proceeds, the data structure gradually degrades because the tree above becomes
saturated and free spare cells become scarce. To cancel the degradation, we periodically
perform global remapping, i.e., we choose a new one-to-one function f 0 at random from some
family and store v[i] in the new default location V [f 0 (i)] for all i ∈ [n]. This procedure resets
the state of the data structure as though it is initialized with a different function. Even though
it is possible to minimize the amortized access cost by appropriately setting the parameters
(remapping frequency, tree depth/branching factor etc.), the worst-case time overhead is
prohibitively large because remapping is carried out in batches. In the full construction, we
deamortize the aforementioned approach by performing global remapping gradually (this is
where we apply Security Refresh) and interleaving global and local remappings.

1.5

Related Work

There are practice-oriented studies that can be thought of as addressing Wear Leveling
without explicit formalization [15, 16, 19, 7, 20, 17, 6, 21, 14, 24, 22, 9, 23, 1, 10, 11, 25];
and theory-oriented studies on related but different problems than the current one [3, 8].

Comparison to existing practice-oriented studies. We give rigorous memory lifetime analyses/guarantees. Such a guarantee, though needed for security risk assessment/control, does
not exist in the previous practice-oriented studies.

Comparison to existing theory-oriented studies. Our problem formulation is meant to
capture wear leveling for PCM and explicitly takes into account the maintenance cost of the
virtual-to-physical address mapping. On the other hand, the formulation of Ben-Aroya and
Toledo [3] is meant to capture wear leveling for flash memory and is based on the assumption
that arbitrary address mapping can be maintained for free. This assumption is reasonable
for flash memory because the unit access size of flash memory is large (i.e., B can be much
larger than b) and thus, the address mapping is small enough to fit in the wear-free memory
(DRAM). For PCM, the assumption above is not reasonable because the unit access size is
small. Eppstein et al. studied wear leveling customized for a Cuckoo hash table [8]. We,
instead, consider wear leveling for arbitrary RAM programs.

2

Preliminaries

Notation. For RAM M (virtual or physical), M [i] denotes the ith cell of M while M [i :
j) denotes M [i], . . . , M [j − 1]. For a non-negative integer i, we let [i] denote the set
U
{0, 1, . . . , i − 1}. By x ←
− S, we mean sampling an element x from set S uniformly at random.
We let ⊥ denote a special symbol representing an empty data. We use nil for a null pointer.
For two bit strings x and y of the same length, we let x ⊕ y denote the bitwise XOR of x
and y. We use lg (resp. ln) to mean the base-2 (resp. natural) logarithm whereas we use log
if the base is irrelevant.
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Security Refresh. We briefly explain Security Refresh – a wear-leveling scheme proposed
by Seong, Woo, and Lee [17]. The pseudocode of the algorithm is provided in Algorithm 1
at the end of the paper. This algorithm maintains n virtual cells v[0], . . . , v[n − 1] in n
physical cells V [0], . . . , V [n − 1]. Upon initialization, the algorithm chooses two random
keys r0 , r1 and sets V [i] to ⊥ for all i ∈ [n]. (We are assuming that n is a power of two.)
Although all the cells are empty, we regard this state as the virtual cell v[i] being stored in
the physical cell V [i ⊕ r0 ] for all i ∈ [n]. As the algorithm processes write queries, it gradually
remaps the virtual cells to the addresses specified by r1 , that is, v[i] moves from V [i ⊕ r0 ]
to V [i ⊕ r1 ]. Suppose no virtual cell is remapped yet. If an attempt is made to move v[i]
from V [i ⊕ r0 ] to V [i ⊕ r1 ], there already exists v[j] where j = i ⊕ r0 ⊕ r1 in the destination.
However, the new destination of v[j] is V [i ⊕ r0 ], the current location of v[i], so swapping
the contents of V [i ⊕ r0 ] and V [i ⊕ r1 ] remaps both v[i] and v[j] correctly. In other words,
given r0 , r1 the virtual address space [n] is partitioned into pairs of the form (i, i ⊕ r0 ⊕ r1 )
and remapping corresponds to swapping the locations of the paired virtual cells. To swap
all pairs while processing write queries, the algorithm prepares a counter, which is initially
set to zero, cremap in a wear-free space. For every t write queries processed, where t is a
positive integer parameter, the algorithm swaps (v[cremap ], v[cremap ⊕ r0 ⊕ r1 ]) if it is not
already swapped, and increments cremap . The algorithm checks whether cells are “already
swapped or not” by using a simple procedure: since cremap increases from zero by one at a
time, (v[cremap ], v[cremap ⊕ r0 ⊕ r1 ]) is already swapped if and only if cremap ⊕ r0 ⊕ r1 < cremap .
More generally, v[i] is already remapped if and only if i < cremap or i ⊕ r0 ⊕ r1 < cremap . This
fact enables us to efficiently locate and read/write any v[i] at any time during the transition
from an r0 -based map to an r1 -based map. After v[i] is remapped to V [i ⊕ r1 ] for all i ∈ [n],
the algorithm replaces r0 by r1 and updates r1 to be a newly chosen random key. Then, the
situation becomes exactly the same as immediately after the initialization except the keys
r0 , r1 . We repeat this process.
Bernstein’s inequality. ((2.10) of [4]) Let X1 , . . . , Xn be independent random variables
with finite variance such that Xi ≤ b for some b > 0 almost surely
for all i ≤ n. Let

Pn
Pn
λ2
v = i=1 E[Xi2 ]. For any λ > 0, Pr ( i=1 (Xi − EXi ) ≥ λ) ≤ exp − 2(v+bλ/3)
.

3
3.1

Analysis of Security Refresh
Proof of Theorem 1

Let a round be the period from one re-initialization (or the initialization) to the next reinitialization. We start counting rounds from one. Suppose we use Security Refresh for T
rounds, where T is a positive integer parameter.
We have not yet specified parameters t and T . We derive sufficient conditions of these
parameters for Theorem 1 to hold and provide parameter settings that satisfy those conditions.
Let g := nt, the number of write queries processed in each round.
First, we derive a sufficient condition for item 2 of Theorem 1. For i = 1, . . . , T , let Xi
be the number of times the first physical cell V [0] is updated during the ith round. We
need a large deviation bound for the sum X1 + · · · + XT . These random variables are not
independent. We cope with this problem by splitting the sum into two sums of independent
random variables. Also, we bound the second moment of Xi and apply Bernstein’s inequality
because Hoeffding bound is not effective to the case δ ≤ 2.
I Lemma 4. For i = 1, . . . , T , 0 ≤ Xi ≤ g, EXi = g/n = t, and E[Xi2 ] ≤ g 2 /n.
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Proof. The first inequality is true because g write queries are processed during a round.
Fix i ∈ {1, . . . , T }. We call the time at which the jth query in the ith round is processed
as time step j. Let Yj be the indicator random variable of the event that the 1st physical
cell is updated at time step j. Since the location of each logical cell at each time step is
P
uniformly at random, EYj = Pr(Yj = 1) = 1/n. Thus, EXi = 1≤j≤g EYj = g/n = t,
p
P
P
P
P
2
and E[Xi2] =
E[Yj ]E[Yk ] =
1≤j≤g E[Yj ] + 2
j<k E[Yj Yk ] ≤
1≤j≤g EYj + 2
j<k
g/n + 2 g2 /n = g 2 /n where we used Cauchy-Schwarz and the fact that Yj ∈ {0, 1} in the
inequality.
J
Let R0 , R1 be (r0 , r1 ) chosen at the initialization and, for i = 2, . . . , T , let Ri be the random
bits chosen at the beginning of the ith round. The random variable Xi is a function of
Ri−1 and Ri . (The queries are fixed in advance.) Thus, X1 , X3 , . . . , XT −1 are mutually
independent and so are X2 , X4 , . . . , XT . (We are assuming that T is even for brevity.) Let
PT
P
P
X =
i=1 Xi , Xodd =
i:odd Xi and Xeven =
i:even Xi . By linearity of expectation,
EX = tT and EXodd = EXeven = tT /2.
P
2
2
Let
For any λ > 0, Pr(Xodd − EXodd ≥ λ) ≤
i:odd E[Xi] ≤ g T /(2n).
 v =


2

λ
exp − 2(v+gλ/3)

2

≤ exp − 3g2 T3nλ
+2gnλ

where the first (resp. second) inequality follows

from Bernstein’s inequality (resp. v ≤ g 2 T /(2n)). By setting λ = EXodd = tT /2 with

0 <  ≤ 1, 2gnλ = g 2 T ≤ g 2 T and thus, Pr(Xodd ≥ (1 + )EXodd ) ≤ exp −32 T /n .
Similarly, Pr(Xeven ≥ (1 + )EXeven ) ≤ exp −32 T /n . Thus, Pr(X ≥ (1 + )EX) =
Pr(Xodd + Xeven ≤ (1 + )(EXodd+ EXeven )) ≤ Pr(Xodd ≥ (1 + )EXodd ) + Pr(Xeven ≥
(1 + )EXeven ) ≤ 2 exp −32 T /n . The same bound also applies to each of the other
physical cells V [1], . . . , V [n]. By union bound, the probability that some physical cell is
updated more than L times (including the T updates for remapping) is bounded by 2/n
if exp(−32 T /n) ≤ 1/n2 and L − T ≥ (1 + )EX = (1 + )tT . Since the number of
write queries processed in T rounds is gT , the lifetime bound claimed in item 2 holds if
gT ≥ (1 − O(n−β ))nL.
To summarize, the following is sufficient for item 2 of Theorem 1:
32 T ≥ n ln n,

L − T ≥ (1 + )tT

(0 <  < 1),

tT ≥ (1 − O(n−β ))L.

(1)

The sufficient conditions for the other items of Theorem 1 are straightforward. First, items
1 and 4 always hold directly from the scheme specification. Second, as for the access cost, we
access 1 cell for each read/write query whereas we access two additional cells for remapping
for every t write queries. Thus, the worst-case time overhead is 3 and the amortized time
overhead is 1 + 2/t. Thus, for item 3, it suffices that
1/t = O(n−γ ) ⇔ t = Ω(nγ ).

(2)

Next, we provide the parameter settings of g (and thus, t), T , and ε that satisfy conditions
(1)–(2). Take constants γ ∈ (0, δ − 1), η ∈ (0, (δ − 1 − γ)/2), and β ∈ (0, min{γ, η}). Note
that each interval is not empty. Then, set t = nγ , T = (1 − n−β )nδ−γ ,  = n−η . For the sake
of brevity, we are assuming that g and T above are integers. The theorem holds without this
assumption. Finally, (1)–(2) can be verified as follows:
(1) first η < (δ − 1 − γ)/2 ⇔ δ − γ − 2η > 1, and thus,
32 T = 3n−2η (1 − n−β )nδ−γ
= (3 − o(1))nδ−γ−2η
≥ n ln n.
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(1) second L − T = nδ − (1 − n−β )nδ−γ and (1 + )tT = (1 + n−η )nγ (1 − n−β )nδ−γ =
nδ − (1 − o(1))nδ−β . Thus,
L − T − (1 + )tT = (1 − o(1))nδ−β − (1 − n−β )nδ−γ
= (1 − o(1))nδ−β
≥ 0.
(1) third Obvious.
(2) Obvious.

3.2

Proof of Theorem 2

We import the notion of round and the shorthand g := nt from Section 3.1.
Suppose the adversary selects a virtual cell v[i] at random and continuously issues write
queries to v[i]. Let Vi (resp. Vi0 ) be the physical cell storing v[i] at the beginning of the
first (resp. second) round. If L ≤ g/2 = nt/2, either Vi or Vi0 reaches the write limit while
processing the first 2L write queries. The amortized access overhead is 1 + 2/t as we have
seen in the proof of Theorem 1. If nt/2 < L and L ≤ cn, 1 + 2/t > 1 + 1/c.

4
4.1

Construction for Small Write Limit
Description

In short, the full construction is a deamortized version of the method briefly described in
Section 1.4. Instead of batch global remapping, we gradually perform global remapping by
Security Refresh while we process write queries by implementing the pointer-based local
remapping “on top of” Security Refresh. The pseudocode is provided in Algorithms 2 to 6 at
the end of the paper.
We attach three labels to each physical cell: a global counter, local counter, and pointer.
We explain the meaning of these labels together with the explanation of the algorithm.
In this construction, the virtual to physical address mapping is composed of two parts:
local mapping and global mapping. To explain these notions, it is convenient to introduce a
hypothetical RAM u consisting of N = n + 2m cells where m is a positive integer parameter.
The first n cells u[0], . . . , u[n − 1] correspond to the default locations of the virtual cells
v[0], . . . , v[n − 1], respectively, and the remaining 2m cells correspond to the spare cells used
to store frequently updated virtual cells.
Global mapping f is a bijection between N cells of u and N cells of V . This mapping
changes continuously but it is maintained in such a way that at any time, we can efficiently
derive the latest f (i) for any i ∈ [m]. More concretely, global (re)mapping is almost the
same as Security Refresh and f (i) can be computed as described in Algorithm 3. The only
difference from Security Refresh is that global remapping has another role, namely to reset
local mapping, which we explain later. We define the global write count of each physical
cell to be the number of times the physical cell has been updated since the last time it was
globally remapped or initialized. We use the global counter label to maintain the global write
count. In addition, we let t denote the parameter of global remapping frequency. That is, f is
partially remapped for every t write queries processed (line 8–10 of Write in Algorithm 4).
Local (re)mapping refers to links from some cells of u to other cells of u implemented
by pointers stored as labels. At each moment in the algorithm lifetime, the following is
maintained:
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The N cells of u are partitioned into n disjoint pointer-linked paths starting at u[0], . . . ,
u[n − 1], and free cells – those cells that are not on any pointer-linked path. Each path
contains at most h + 1 cells where h is a positive integer parameter;
The virtual cell v[i] is stored in the last cell of the path starting form u[i];
Each cell u[i] on a pointer-linked path is associated with a positive integer termed local
write count, which is stored in the local counter label. The local write count is at most a
certain threshold: 2d if u[i] is the (h + 1)th cell in the path and d otherwise, where d is a
positive integer parameter.
To access v[i] (i ∈ [n]), we follow the pointers from u[i] until there is no pointer to follow.
Suppose, say, u[j] is at the destination. Each time we update v[i], we increment the local
write count of u[j] and if it reaches the threshold, we perform local remapping. In local
remapping, we first find an allocatable cell – a free cell with a global write count of at most
2d – by rejection sampling from spare cells. The sampling pool depends on the parity of
round count, where round refers to the time period between one (re)initialization to the next
initialization. In an even-indexed round, we sample a cell from u[n + 1 : n + m) if the head
of the path u[i] is already globally remapped in the round. Otherwise, we sample a cell from
u[n + m : n + 2m). We exchange the role of u[n + 1 : n + m) and u[n + m : n + 2m) in the
odd-indexed rounds. The sampling procedure does not halt if there is no allocatable cell.
We will ensure that this never happens. We set the local write count of the newly allocated
cell, say u[k], to 1. Then, we store v[i] in u[k], let u[`] point to u[k], and increment the local
write count of u[`], where u[`] is the deepest cell on the path from u[i] to u[j] that is not the
(h + 1)th cell on the path and has a local write count of less than 2d.11 (The search of u[`] is
conducted simultaneously with pointer tracing in FollowPointer in Algorithm 3.) If no
such u[`] exists, local remapping fails (line 3 of LocalRemap). The cells on the path from
the previous child of u[`], if any, are now free and we reset the local counters of these cells to
zero. This local remapping procedure realizes the allocation pattern similar to the DFS of
the complete binary tree with dh leaves described in Section 1.4. Note that the failure of
local remapping in line 3 of LocalRemap described above corresponds to the case in which
no further tree nodes are available for v[i].
We use addressess in u, rather than V , as pointers. This ensures that the pointers remain
valid even if global remapping modifies the mapping between u and V . For example, in line
7 of LocalRemap, we store pointer k, rather than f (k), in V [f (`)]. If we stored f (k), the
pointer would be broken if global remapping was to update f (k) to another value.
Now we explain the role of global remapping to reset local mapping, as mentioned
above. This function makes it possible to combat the “degradation” (i.e., where the tree
becomes saturated and allocatable cells become scarce) mentioned in Section 1.4 without
computationally intensive batch procedures. When a cell u[i] is globally remapped to V [j],
there are two possible cases: a) i < n, i.e., u[i] is one of the n default locations of virtual
cells; or b) u[i] is a spare. In case a), we free all spare cells on the pointer-linked path from
u[i]. Even though this procedure does not reset the global write count of the freed cells,
those with global write count of at most 2d become allocatable. In addition, we reset the
global write count of V [j] to zero. As a result, the “DFS” of the tree for v[i] is reset to the
root. In case b), we copy the current content of u[i] to V [j] except that we reset the global
write count to zero. This ensures that unallocatable free cells become allocatable.

11

By setting this parameter 2d, we are essentially using the same parameter d for the update threshold
and tree branching factor, for the sake of brevity.
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4.2

Analysis

We prove Theorem 3 in this section. Recall that a round is the period between one
(re)initialization of the global mapping and the next re-initialization. We start counting
rounds from one. Let g := N t – the number of write queries processed in a round.
Suppose we use the scheme for T rounds. We have not yet specified parameters m, h, t
(and thus g), d, and T . We determine conditions for these parameters that are sufficient for
Theorem 3 and provide the parameter settings that satisfy the conditions.
I Lemma 5. The number of local remappings in a round is at most 2g/d.
Proof. For one execution of local remapping for v[i], we associate d write queries for v[i]
that update v[i] stored in the DFS predecessor of the newly allocated node. Distinct local
remapping executions are not associated with the same write query. The DFS from u[i]
is reset to the root once in every round when u[i] is globally remapped. Thus, at most 2g
queries in the round i and i − 1 are associated with the local remappings in the round i. J
I Lemma 6. The number of freed spare cells in a round is at most 4g/d.
Proof. A spare cell can be freed only after it is allocated. All spare cells allocated in or
before the (i − 2)th round are freed until the end of the (i − 1)th round (when the node at
the root of the corresponding tree is globally remapped). One spare cell is allocated for each
execution of local remap. Thus, the number of freed cells in the ith round is bounded by the
number of local remappings in the round i and i − 1, which is at most 4g/d by Lemma 5. J
I Lemma 7. The number of physical cell updates in a round is at most g(1 + 2/t + 6/d).
Proof. Physical cell updates are categorized as follows: 1) the update of the cell storing
the updated value (Write line 6 or LocalRemap line 7); 2) Local remapping; 3) Global
remapping. 2) is further categorized as 2a) the update of the pointer of the parent of the
newly allocated node; 2b) updates for freeing. 3) is further categorized as 3a) the update of
two cells swapped; 3b) updates for freeing. Thus, the number of physical cell updates in a
round is nquery + nlocal + 2nglobal + nfree where nquery , nlocal , nglobal is the number of queries,
local remappings, global remappings in the round, respectively, and nfree is the number of
freed cells in the round. Obviously, nquery = g and nglobal = g/t. By Lemma 5, nlocal ≤ 2g/d.
By Lemma 6, nfree ≤ 4g/d.
J
I Lemma 8. The algorithm works correctly and cell allocation halts in expected O(1) time if
dh+1 ≥ g,

m ≥ 26g/d.

(3)

Proof. The algorithm functions correctly as long as a) local remapping never fails as a result
of tree nodes running out (line 3 of LocalRemap in Algorithm 5); and b) allocation always
halts.
We first derive a sufficient condition for a). Fix a virtual cell, say, v[i]. At most 2g
write queries for v[i] are processed during a pair of successive global remappings of v[i].
(The maximum is attained if v[i] is the first of m cells that are globally remapped in one
round and the last in the next round and all write queries in the two rounds are targeted
at v[i].) On the other hand, assuming that the cell allocation does not fail, the maximum
number of times a virtual cell can be updated during a pair of successive global remappings
is (1 + d + · · · + dh−1 )d + dh (2d) = d(dh − 1)/(d − 1) + 2dh+1 . If more queries for the virtual
cell are issued, local remapping fails due to tree nodes running out. (A leaf is used for 2d
write queries instead of d because it is not used to store pointers.) Thus, for a), 2dh+1 ≥ 2g,
i.e., the first half of (3) suffices.
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Next, we give a sufficient condition for cell allocation to halt in expected constant time.
This is also sufficient for condition b) above. It suffices to ensure that, at any time, at least
half of each sampling pool (u[n : n+m) or u[n+m : n+2m)) is allocatable. A spare cell is not
allocatable if and only if a) it is already allocated; or b) it has global write count greater than
2d. Recall the fact that the global write count of each physical cell is reset once in every round
(when the cell is globally remapped). Fix time arbitrarily. By the fact above, the number of
allocated cells is at most the number of local remappings in the current and the previous
round. This is at most 4g/d by Lemma 5. By the fact above and Lemma 7, the number of
spare cells satisfying b) is at most 2g(1 + 2/t + 6/d)/(2d) = (g/d)(1 + 2/t + 6/d) ≤ 9g/d.
Thus, the number of non-allocatable spare cells never exceeds 4g/d + 9g/d = 13g/d. Hence,
the last half of (3) suffices.
J
Next, we derive a sufficient condition for item 2 of Theorem 3. Let Xi be the number of
times the first physical cell is updated during the ith round. Unlike the previous section, Xi
PT
includes updates for global and local remapping. Let X = i=1 Xi .
I Lemma 9. For each i = 1, . . . , T , 0 ≤ Xi ≤ 4d + 2 ≤ 6d. and EXi ≤ tT (1 + 2/t + 6/d).
Proof. It is trivial that 0 ≤ Xi and 4d + 2 ≤ 6d. To see Xi ≤ 4d + 2, note that the maximum
is attained when a spare cell with write count 2d is allocated, updated 2d + 1 times for
storing virtual cell values and pointers, and freed. The last one count comes from the global
remapping. The bound EXi ≤ tT (1 + 2/t + 6/d) follows from Lemma 7 and the symmetry
of physical cells.
J
I Lemma 10. Each of X1 , X3 , . . . and X2 , X4 , . . . is independent.
Proof. For i = 1, . . . , T , Xi is determined by the evolution of global and local mapping over
the ith round. Let R0 , R1 be (r0 , r1 ) chosen at the initialization and, for i = 2, . . . , T , let Ri
be the random bits chosen at the beginning of the ith round. Let Ri0 be the random bits used
for spare cell sampling in the ith round for i = 1, . . . , T . The evolution of global mapping in
the ith round is determined by Ri−1 and Ri . The evolution of local mapping in the ith round
0
is determined by Ri−1 , Ri , Ri−1
and Ri0 . It does not depend on Rj or Rj0 (j < i − 1) because
two spare cell pools u[n : n + m) and u[n + m : n + 2m) are used alternately round-by-round
and, in particular, u[n : n + m) (resp. u[n + m : n + 2m)) becomes all free at the end of
every odd-indexed (resp. even-indexed) round.
J
I Lemma 11. The following is sufficient for the item 2 of Theorem 3:
72d2 ln N/(t2 T ) ≤ 2
Proof. Let Xodd =

P

( > 0),

i:odd

12

1 +  + 2/t + 6/d ≤N L/(gT ) ≤ 1 + O(n−β ).

Xi and Xeven =

Hoeffding inequality, for any λ > 0, Pr(Xodd

(4)

P

Xi . By Lemma 9, Lemma
 10 2and

λ
≥ t(T /2)(1 + 2/t + 6/d) + λ) ≤ exp − 36T
d2 .
i:even

(We are assuming
 that
T is even for brevity.) By setting λ = tT , Pr(Xodd ≥ (1 +2 2 +2/t +
2 t2 T
t T
6/d)tT ) ≤ exp − 36d2 . Similarly, Pr(Xeven ≥ (1 +  + 2/t + 6/d)tT ) ≤ exp − 36d
. By
2
union bound and n ≤ N , the probability
 2 2  that some physical cell is updated more than L
t T
1
times is bounded by 2/n if exp − 36d
≤ N12 ≤ nN
, which is equivalent to the first half of
2
(4), and L ≥ (1 +  + 2/t + 6/d)tT . The claimed lifetime is achieved if gT = (1 − O(n−β ))N L.
The conditions can be summarized as (4).
J
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The sufficient conditions for the remaining items of Theorem 3 are relatively straightforward.
I Lemma 12. The following is sufficient for the item 1, 3, and 4 of Theorem 3:
m = O(n1−α ),

d = o(n),

h + O(1/d + 1/t) ≤ b1/δc + 1 + O(n−γ ).

(5)

Proof. First, it is obvious from the scheme specification that item 4 of Theorem 3 is satisfied.
As for item 1, m = O(n1−α ) suffices for the first half. We consider the second half. Each
cell carries local/global counter and a pointer. Each counter takes lg O(d) = lg d + O(1)
bits. Since a physical cell is never used to store a pointer and a virtual cell value at the
same time, the pointer can be replaced by a one-bit flag and the value field if the value
field is at least lg N bits. This is the case if m = O(n1−α ) since b ≥ (1.1) lg n. Thus, if
d = o(n) holds in addition to m = O(n1−α ), all of the value, counters and the pointer fit in
B = b + 2dlg ne + O(1) bits.
Now we analyze the access cost to obtain a sufficient condition for item 3. For each
read/write query, we need to access at most h + 2 physical cells on the tree (at most h + 1
reads and at most one write) and we need to access more cells if local or global remapping
is executed. The additional cost incurred by local remapping consists of the cost for spare
cell allocation and the cost for freeing. The amortized cost of allocation is O(1/d) since
each execution takes expected constant time and local remapping occurs at most once per d
queries. The cost for freeing is also O(1/d) since the number of freed cells is bounded by
the number of allocated cells. The additional cost incurred by global remapping consists of
the cost for swapping and the cost for freeing. The amortized cost for swapping is O(1/t)
since one execution of swapping takes constant time and global remapping is executed once
for every t queries. The amortized cost for freeing is O(1/d) by the same reason as the
freeing involved in local remapping. Therefore, the amortized time overhead is at most
h + 2 + O(1/d + 1/t). Hence, h + O(1/d + h/t) = b1/δ + 1c + O(n−γ ) suffices for item 3. J
Next, we present parameter settings that satisfy conditions (3), (4), (5). For a given
0 < δ ≤ 1, let h = b1/δc + 1. Take ρ ∈ (max{1/(h + 1), (1 − δ)/(h − 1)}, 1/h); Take
τ ∈ (max{0, 2ρ − δ}, ρ(h + 1) − 1); Take η ∈ (0, (δ + τ − 2ρ)/2); Take β ∈ (0, min{η, ρ, τ });
Take γ ∈ (0, min{ρ, τ }); Take α ∈ (0, 1 − ρh). Note that each interval is not empty. Then,
define m, t (thus, g), T , d,  as m = n1−α , t = nτ , T = L/(t(1 + n−β )), d = nρ ,  = n−η .
For brevity, we are assuming that m, t, T, d above are integers. The theorem holds without
this assumption. Finally, (3)–(5) can be verified as follows:
(3) first dh+1 = nρ(h+1) . g = N t = (1 + o(1))n1+τ = o(nρ(h+1) ) because τ < ρ(h + 1) − 1.
(3) second m = n1−α . g/d = (1 + o(1))n1+τ −ρ = o(n1−α ) because 1 + τ − ρ < ρh < 1 − α.
(4) first 100d2 ln N/(t2 T ) = (100n2ρ ln((1 + o(1))n))/(nτ L/(1 + n−β )) ≤ 200n2ρ−τ −δ ln n.
2 = n−2η = ω(n2ρ−τ −δ log n ) because η < (δ − τ − 2ρ)/2.
(4) second N L/(gT ) = 1 + n−β is trivial. 1 +  + 2/t + 6/d = 1 + n−η + 2n−τ + 6n−ρ =
1 + o(n−β ) because β < min{η, ρ, τ }.
(5) first Obvious.
(5) second Obvious.
(5) third 1/d + 1/t = n−ρ + n−τ = o(n−γ ) because γ < min{ρ, τ }.
12

It is also possible to apply Bernstein’s inequality to the proposed method (with, additional, second
moment analysis for Xi ). It does not affect the theorem statement. (The constants α, β, γ will change.)
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Conclusion

In this study, we revisited wear leveling from a theoretical perspective. We provided a rigorous
lifetime analysis of Security Refresh and also proposed a novel algorithm with a strong
theoretical performance guarantee. An important open problem is to prove impossibility
results for general wear leveling schemes (rather than specific schemes such as Security
Refresh).
Algorithm 1 Security Refresh.
1: function Initialize()
2:
3:
4:

U

(r0 , r1 ) ←
− [n] × [n]
(cremap , cwrite ) ← (0, 0)
for i ∈ [n] do V [i] ← ⊥

. global variables; stored in wear-free space
. global variables; stored in wear-free space

1: function Reinitialize()
2:
3:
4:

r0 ← r1
U
r1 ←
− [n]
cremap ← 0

1: function Pair(i): return i ⊕ r0 ⊕ r1
1: function Swap(i, j)
2:
3:
4:

tmp ← V [i]
V [i] ← V [j]
V [j] ← tmp

1: function f (i)
2:
3:
4:
5:

if min{i, Pair(i)} < cremap then
return i ⊕ r1
else
return i ⊕ r0

1: function Read(i): return V [f (i)]
1: function Write(i, x)
2:
3:
4:
5:
6:

V [f (i)] ← x
cwrite ← cwrite + 1
if cwrite = t then
Remap()
cwrite ← 0

1: function Remap()
2:
3:
4:
5:
6:

if cremap < Pair(cremap ) then
Swap(cremap ⊕ r0 , cremap ⊕ r1 )
cremap ← cremap + 1
if cremap = n then
Reinitialize()
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Algorithm 2 Initialization.
1: function Initialize()
2:
3:
4:

(cremap , cwrite , cround ) ← (0, 0, 0)
U

(r0 , r1 ) ←
− [N ] × [N ]
for i ∈ [N ] do V [i] ← (0, 0, nil, ⊥)

. global variables; stored in wear-free space
. global variables; stored in wear-free space
. (V [i].global, V [i].local, V [i].ptr, V [i].val)

1: function Reinitialize()
2:
3:
4:

r0 ← r1
U
r1 ←
− [N ]
(cremap , cround ) ← (0, 1 − cround )

. cround maintains the parity of round

Algorithm 3 Utility functions.
1: function Pair(i): return i ⊕ r0 ⊕ r1
1: function f (i): if min{i, Pair(i)} < cremap then return i ⊕ r1 else return i ⊕ r0
1: function FollowPointer(i)

6:

(j, cell, k, `) ← (i, V [f (i)], 0, nil)
while cell.ptr 6= nil do
if cell.local < 2d then ` ← j
(k, j) ← (k + 1, cell.ptr)
cell ← V [f (j)]

7:

return (j, cell, k, `)

2:
3:
4:
5:

. (path tail addr, path tail, depth, parent of next DFS node)

1: function FreePath(i)
2:
3:
4:
5:
6:

while i 6= nil do
cell ← V [f (i)]
V [f (i)] ← (cell.global + 1, 0, nil, ⊥)
i ← cell.ptr
return cell.val

Algorithm 4 Read/write.
1: function Read(i)
2:
3:

(j, cell, k, `) ← FollowPointer(i)
return cell.val

1: function Write(i, x)
2:
3:
4:
5:
6:
7:
8:
9:
10:

(j, cell, k, `) ← FollowPointer(i)
if (k < h ∧ cell.local = d) ∨ (k = h ∧ cell.local = 2d) then
LocalRemap(i, `, x)
else
V [f (j)] ← (cell.global + 1, cell.local + 1, nil, x)
cwrite ← cwrite + 1
if cwrite = t then
GlobalRemap()
cwrite ← 0

. j, k, ` are not used
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Algorithm 5 Local remapping.
1: function Alloc(lb, ub)
2:
3:
4:

. non-negative integers with lb ≤ ub

U

i←
− {lb, . . . , ub}
U
while (V [f (i)].local > 0) ∨ (V [f (i)].global > 2d) do i ←
− {lb, . . . , ub}
return i

1: function LocalRemap(i, `, x)
2:
3:
4:
5:
6:
7:
8:
9:

if ` = nil then return error
if ((min{i, Pair(i)} < cremap ) ∧ (cround = 0)) ∨
((min{i, Pair(i)} ≥ cremap ) ∧ (cround = 1)) then
k ← Alloc(n, n + m − 1)
else
k ← Alloc(n + m, N − 1)
V [f (k)] ← (V [f (k)].global + 1, 1, nil, x)
FreePath(V [f (`)].ptr)
V [f (`)] ← (V [f (`)].global + 1, V [f (`)].local + 1, k, ⊥)

. tree nodes run out

. returned value is ignored

Algorithm 6 Global remapping.
1: function ClearCopy(i, j, cell)
2:
3:
4:
5:
6:
7:

if i < n then
x ← cell.val
if cell.ptr 6= nil then x ← FreePath(cell.ptr)
V [f (j)] ← (0, 0, nil, x)
else
V [f (j)] ← (0, cell.local, cell.ptr, cell.val)

1: function Swap(i, j)
2:
3:
4:

(cell0 , cell1 ) ← (V [f (i)], V [f (j)])
ClearCopy(i, j, cell0 )
ClearCopy(j, i, cell1 )

1: function GlobalRemap()
2:
3:
4:
5:

if cremap < Pair(cremap ) then
Swap(cremap , Pair(cremap ))
cremap ← cremap + 1
if cremap = N then Reinitialize()
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