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Preface
The 13th Innovations in Theoretical Computer Science (ITCS) conference was hosted by the
Simons Institute for the Theory of Computing in Berkeley. It was held from January 31 to
February 3, 2022.
This year, the conference received a record 246 submissions, of which 120 were selected
for presentation at the conference. The submission pool was extremely strong, and the
committee felt that we had to increase the number of accepted papers to accommodate the
growth in the quantity and quality of the submissions. In keeping the tradition of holding
the conference as a single-track event, we increased the overall length of the program to
four days.
The organizers are grateful to Google Inc. for its sponsorship of the conference. Its
financial support allowed us to defray costs and thereby reduce registration costs.
The program committee awarded the Best Student Paper Award to two papers: “Deterministic dynamic matching in worst-case update time” by Peter Kiss, and “A Gaussian
fixed point random walk” by Yang P. Liu, Ashwin Sah, and Mehtaab Sawhney.
The bulk of the reviewing work has been carried out by the program committee and the
external reviewers. The program committee consisted of a record 58 members (in addition
to the chair): Maryam Aliakbarpour (Boston University/Northeastern University); Josh
Alman (Columbia University); Hagit Attiya (Technion); Omri Ben-Eliezer (MIT); Aditya
Bhaskara (University of Utah); Guy Bresler (MIT); Yang Cai (Yale University); Lijie Chen
(MIT); Xue Chen (George Mason University); Ken Clarkson (IBM Research); Anindya
De (University of Pennsylvania); Mahsa Derakhshan (Princeton University); Talya Eden
(MIT and Boston University); Kousha Etessami (University of Edinburgh); Yuval Filmus
(Technion); Paul Goldberg (Oxford University); Kira Goldner (Boston University); Elena
Grigorescu (Purdue University); Alex Bredariol Grilo (CNRS and Sorbonne Université);
Justin Holmgren (NTT Research); Karthik C. S. (Rutgers University); Antonina Kolokolova
(Memorial University of Newfoundland); Lap Chi Lau (University of Waterloo); François Le
Gall (Nagoya University); Jasper Lee (University of Wisconsin-Madison); Frederic Magniez
(CNRS Paris); Pasin Manurangsi (Google Research); Ruta Mehta (UIUC); Jamie Morgenstern
(University of Washington); Guy Moshkovitz (CUNY); Igor Oliveira (University of Warwick);
Rafael Oliveira (University of Waterloo); Rotem Oshman (Tel-Aviv University); Renato Paes
Leme (Google Research); Rafael Pass (Cornell University); Sofya Raskhodnikova (Boston
University); Dana Ron (Tel-Aviv University); Noga Ron-Zewi (University of Haifa); Benjamin
Rossman (Duke University); Alexander Russell (University of Connecticut); Rahul Santhanam
(Oxford University); Nitin Saxena (IIT Kanpur); Raghuvansh Saxena (Microsoft Research);
Ariel Schvartzman (DIMACS); Max Simchowitz (UC Berkeley); Makrand Sinha (Simons
Institute and UC Berkeley); Adam Smith (Boston University); Thomas Steinke (Google
Research); Kunal Talwar (Apple); Dave Touchette (Université de Sherbrooke); Paul Valiant
(Purdue University); Nicole Wein (DIMACS); Daniel Wichs (Northeastern University and
NTT Research); James Worrell (Oxford University); Steven Wu (Carnegie Mellon University);
Eylon Yogev (Bar-Ilan University) Peilin Zhong (Google Research); Standa Zivny (Oxford
University).
I am grateful to the program committee and the external reviewers for the hard work of
reviewing the papers in a short time-frame. I am grateful to the ITCS steering committee
Executive Steering Committee executive (Irit Dinur, Oded Goldreich, Shafi Goldwasser, Ueli
Maurer, Eva Tardos, and Thomas Vidick), and especially its chair Ronitt Rubinfeld, for
13th Innovations in Theoretical Computer Science Conference (ITCS 2022).
Editor: Mark Braverman
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

0:xiv

Preface

their advice and support as we navigated another year of covid-related uncertainty. I am
grateful to the staff of the Simons Institute, Peter Bartlett, Ashley Hasson, Drew Mason, and
Quelani Penland; and Joanne Hanley from MIT, for the administrative support in organizing
a remote conference.
Mark Braverman
ITCS’22 Program Committee Chair
Princeton University
Princeton, NJ, USA
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Abstract

We study the mechanism design problem of selling k items to unit-demand buyers with private
valuations for the items. A buyer either participates directly in the auction or is represented by an
intermediary, who represents a subset of buyers. Our goal is to design robust mechanisms that are
independent of the demand structure (i.e. how the buyers are partitioned across intermediaries),
and perform well under a wide variety of possible contracts between intermediaries and buyers.
We first consider the case of k identical items where each buyer draws its private valuation for an
item i.i.d. from a known λ-regular distribution. We construct a robust mechanism that, independent
of the demand structure and under certain conditions on the contracts between intermediaries and
buyers, obtains a constant factor of the revenue that the mechanism designer could obtain had
she known the buyers’ valuations. In other words, our mechanism’s expected revenue achieves
a constant factor of the optimal welfare, regardless of the demand structure. Our mechanism is
a simple posted-price mechanism that sets a take-it-or-leave-it per-item price that depends on k
and the total number of buyers, but does not depend on the demand structure or the downstream
contracts.
Next we generalize our result to the case when the items are not identical. We assume that the
item valuations are separable, i.e. vij = ηj vi for buyer i and item j, with each private vi drawn i.i.d.
from a known λ-regular distribution. For this case, we design a mechanism that obtains at least a
constant fraction of the optimal welfare, by using a menu of posted prices. This mechanism is also
independent of the demand structure, but makes a relatively stronger assumption on the contracts
between intermediaries and buyers, namely that each intermediary prefers outcomes with a higher
sum of utilities of the subset of buyers represented by it.
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Introduction

The fact that the game is always bigger than you think is a major concern in applied
mechanism design. In many applications, auctioneers design their auction assuming that
the ultimate consumers are the ones bidding in the auction. However, in many markets,
buyers are not bidding in the auction but are, instead, being represented by intermediaries.
For example, intermediaries are a common, though often ignored, element of advertisement
auctions on the Internet. In Sponsored search and Display ad auctions, advertisers are often
© Gagan Aggarwal, Kshipra Bhawalkar, Guru Guruganesh, and Andres Perlroth;
licensed under Creative Commons License CC-BY 4.0
13th Innovations in Theoretical Computer Science Conference (ITCS 2022).
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represented by ad agencies who optimize their online ad campaigns.1 Another example is
the AdExchange marketplace that sells advertisements on webpages. In an AdExchange,
the advertisers are represented by Ad Networks, who do real-time bidding on their behalf
into the AdExchange auction [39]. Similarly, intermediation plays an important role in
over-the-counter markets. As described in [25], customers interested in buying such assets
usually execute their trades with dealers (intermediaries), which are the ones interacting
with the seller.
In this context, classic auction design may under-perform since intermediaries may
enable buyers to engage in collusive behavior, or because of the double marginalization issue
impacting the intermediaries’ preferences for outcomes. The information about which buyers
each intermediary represents and the intermediaries’ incentives in the auction (which depend
on the downstream negotiation with buyers) is usually hard for the seller to know. With this
in mind, we design mechanisms that do not rely on this information. Specifically, we design
an intermediary-proof mechanism with two properties:
1. It is independent of the market structure – which buyers are represented by which
intermediaries.
2. The revenue obtained is a constant factor of the optimal welfare (the highest revenue the
auctioneer could possibly obtain).
Furthermore, our mechanism consists of a simple posted-pricing scheme that depends only
on the number of buyers, number of items and some order statistics of the buyers’ valuation
distribution.

1.1

Model and main results

Our model consists of one seller (the auctioneer) who owns k items and n unit-demand buyers.
We start with the problem where the items are identical and later tackle the case of nonidentical but related items. For the identical items case, each buyer has the same valuation for
each item, which is unknown to the seller. The valuations (vi )i∈[n] are assumed to be drawn
independently from the same distribution F . We further assume that the distribution F is
λ-regular (see Definition 5 for details); note that the class of λ-regular distributions allows us
to smoothly interpolate between monotone hazard rate (MHR) distributions (λ = 0) and the
more general class of regular distributions (λ = 1). Each buyer either participates directly in
the auction or is represented by one of m intermediaries. Taking an agnostic approach to how
these decisions are made, we consider a general partition of the buyers where all the buyers in
one part are represented by the same intermediary. Next, we abstract from the downstream
decisions and contracts between buyers and intermediaries and consider a general class of
utility functions for intermediaries. This class is motivated by, and includes, two of the
most natural and commonly-studied intermediary utility functions: (a) surplus-maximizing
intermediary which maximizes the surplus of the buyers it represents and (b) the monopolist
intermediary that maximizes its profit from captive buyers. The class consists of all utility
functions that satisfy three natural properties: that each intermediary can secure at least a
payoff of zero (individual rationality); that their payoff cannot be greater than the surplus
created by the buyers (i.e. intermediaries don’t create value); and that when the seller
posts a uniform price r per item such that there are q Buyers represented by Intermediary
l with valuation at least r, then Intermediary l will buy at least τl q items in expectation
(Buyer-Disconnectability).

1

See [21] for a comprehensive review of intermediation in ad-auctions.
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The first result of the paper is the construction of a mechanism that for any partition of
the buyers and any aggregators’
 utility functions that satisfy the above conditions, guarantees
1
at least τ 12 (1 − λ) λ 1 − 1e fraction of the welfare where τ = min τl (see Theorem 1).
This translates to a τ · 1/2e(1 − 1/e) approximation factor for MHR distributions and a 0
approximation factor for regular distributions2 . In other words, independent of which buyers
each intermediary represents and the exact details of the downstream interaction between
buyers and intermediaries, our mechanism gets a constant-factor approximation of the revenue
the seller could obtain if she had complete information about the buyers’ valuations. We
would like to note that a priori, it is not at all obvious that such a robust mechanism exists.
As we show in Section 3, implementing the revenue-maximizing mechanism for a particular
partition of buyers can perform poorly when faced with a different partition of buyers. The
mechanism is a uniform posted-pricing scheme that only depends on the number of items k,
number of bidders n, and the distribution F . More precisely, the seller posts a price per item
pR = E[v (1,⌈n/k⌉) ], where v (1,j) is the largest order statistic of j samples drawn from F .3
Next in Section 5, we consider the problem when the items are not identical. In particular,
we consider the case of separable values, i.e. Buyer i’s valuation of receiving item j is given
by ηj vi . This is inspired by sponsored search advertising, where different positions on the
page may have different click-through-rates and therefore different values (note that this
does not model sponsored search exactly as in our model, we can sell an arbitrary subset of
items, not necessarily a prefix). Compared to the identical items case, the difficulty here
is that to compete with welfare, higher-weighted items must be allocated to high-valuation
bidders. This requires the mechanism to charge a higher cost for higher-weight items and
screen buyers according to their preference for high-value/high-cost items. To do this, we
make a more detailed assumption about the intermediaries’ preferences and consider the case
where each intermediary is a surplus-maximizing intermediary. With this, we construct a
sequential posted-price mechanism that, for every partition of buyers, obtains revenue equal
to a constant fraction of the welfare. Although the pricing scheme is more subtle than for the
homogeneous case, it nevertheless still possesses the nice property of depending only on the
number of items k, the weight values (ηj )j∈[k] , the number of bidders n, and the valuation
distribution F .

1.2

Why is this interesting?

From an applied perspective, our intermediary-proof mechanisms have appealing properties
which, aside from the revenue guarantees, make them very suitable for applications. First,
their simplicity. Our mechanisms are a posted pricing, requiring a simple menu to implement
– this makes bidders less likely to make strategic errors [35]. This contrasts with optimal
auctions in multidimensional environments (like ours) which are usually quite complex [24].
Second, the mechanisms are detail-free – the seller only requires knowledge of the number
of buyers and good estimates about buyers’ valuations 4 , and does not need to learn any
information about the market structure or the details of the intermediaries’ utility functions
to implement the mechanism.
In fact, the price that we use, E[v (1,⌈n/k⌉) ], where v (1,j) is the largest order statistic of j
samples drawn from F , is a very natural function of the valuation distribution. Intuitively, this
captures the real competition for each item since there are n/k buyers per item. Although

2
3
4

We show that any mechanism that gets the same revenue from different market structures (like ours)
cannot get a constant factor of the revenue for regular distributions – see Section 6 for details.
In case of excess demand, items are randomly allocated among interested bidders.
In fact, our mechanism only requires us to estimate the order statistics of the buyers distributions.
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pricing based on the order statistics of the buyers’ distributions are commonly used in
mechanism design, we believe this particular function is new and its generalizations might
prove useful in other multi-item settings.
A consequence of our results (see Corollary 3), that might be of independent interest,
is that the optimal revenue for every demand structure and bidders’ utility functions (that
satisfy the above conditions) is at least a constant fraction of the optimal welfare (which
is the same for all demand structures) assuming that the distribution is λ-regular with λ
bounded away from 1 by a constant. In particular, this is true for the full competition case,
when all buyers participate directly in the auction and their utility functions are simply
quasi-linear. Consider any per-item uniform posted-price mechanism (for the identical items
case) that is constant-competitive with optimal revenue under full competition. Since a
uniform posted-price mechanism achieves the same revenue under different demand structures
(upto a factor of τ ), this mechanism would also be constant-competitive with respect to
optimal welfare (and thus optimal revenue) under all demand structures and bidders’ utility
functions satisfying the above conditions.
Another result that might be of independent interest is Lemma 1, which shows that the
largest order statistic of a λ-regular distribution is also distributed according to a λ-regular
distribution. The analogous property for MHR distributions has proved quite useful in
analyzing mechanisms for those distributions, and we believe this property might be helpful
in extending some of those results to the λ-regular case.

1.3

Related Work

Our work differs from the literature about intermediation in auctions by taking a robust
approach to the market structure and the downstream contracts between buyers and intermediaries. Prior work has tried to solve the optimal mechanism for specific market structures
while our mechanism provides a constant approximation. Because finding the optimal mechanism has the technical difficulty of first the need to characterize the subgame between
aggregators and buyers, most of this literature has centered their attention in describing the
downstream dynamics with a restrictive assumption on the number of items, intermediaries,
and buyers [31, 44, 5, 4].5 Closer to our work, [26] shows that for the one-item case, the
optimal mechanism when each intermediary has one buyer captive consists of a second price
auction (SPA) with a reserve price that is decreasing with the number of bidders. Our
mechanism instead proposes a fixed pricing, which increases with the number of bidders. 6
Finally, when buyers’ valuations are fully correlated, [6] shows that the optimal mechanism
is a posted-price mechanism.

1.3.1

Collusion in Auctions

The second stream of literature related to our work is the one studying collusion in auctions
(see [34] for a textbook review of this topic). This area studies auction design when bidders
form bidding rings (cartel) and collude with other bidders in the ring. In this context, a
bidding ring can be seen as an intermediary in our model. [19] provide a methodology to
make a mechanism robust to any form of collusion. [20, 41] provide conditions where they

5
6

An important exception is [2] who shows in a general framework that it is Pareto improving not to
restrict the number of bids each intermediary can submit.
[26] also restricts attention to valuations distribution satisfying the monotone hazard rate property, and
hence, our revenue guarantee apply to their setting.
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can reshape the optimal mechanism into a collusion-proof one. Although such results go
along the lines of our robustness approach regarding the market structure (here, how the
cartels are conformed), such mechanisms differ from ours in two crucial layers. (i) They
depend on the bidders’ specific payoff structures, while in our mechanisms, such dependence
is minimal. (ii) Their mechanisms are not ex-post individually rational while our robust
mechanisms satisfy this property.7

1.3.2

Multi-parameter Revenue-Optimal Auctions

Our work is also closely related to the work on multi-parameter mechanism design. With
intermediaries controlling multiple bids, they resemble buyers buying multiple goods with
set function valuation over the set of goods. In particular, when the utility function of each
intermediary is the aggregate surplus of the buyers it represents, the intermediaries’ value
for a set of i items is the sum of its i highest values. This valuation function is submodular
as adding an item to a smaller set yields higher incremental value. Note however that the
intermediaries’ values for disjoint subsets of items are not independent.
There is a long line of research studying multi-parameter mechanism design. [9, 7, 1]
show how to construct revenue-optimal mechanisms under fairly general conditions. However,
these mechanisms are necessarily complex [45, 37, 30], leading to many papers studying
simple mechanisms for optimizing revenue in different settings. For example, there is a
stream of work providing simple mechanisms for set function valuations (such as additive,
unit-demand, submodular) [29, 36, 3, 46, 42, 11, 17, 12]. We refer the readers to [12] for the
state of the art on this. These results do not apply to our setting as they need the buyers’
valuations for disjoint subsets of items to be independent which is not true in our setting.
Also, these mechanisms take the form of VCG with entry fee. VCG-like mechanisms can
perform poorly in the presence of intermediaries, need to be tailored to the demand structure
and make the intermediaries’ problem of bidding on behalf of their buyer’s harder.
For the correlated values setting, [28] show that finite menu-size mechanisms don’t perform
well under arbitrary correlations even with two items and one bidder. 8 In contrast, we show
that with a specific type of correlation, simple mechanisms with a small menu size perform
well.
Another related sequence of papers [14, 15, 16, 1, 10, 32] provide sequential posted-price
mechanisms with a good approximation to the revenue. As noted in the introduction, using
Corollary 3, these mechanisms can be used to obtain constant competitive mechanisms for
our setting (see Proposition 5).
In fact, a special case of our results (namely, the homogeneous item case with valuations
drawn from an MHR distribution) can be obtained by combining the results of [14, 15, 16]
and a modification of the result of [33], which considers the ratio of the optimal revenue to
optimal welfare and bounds this for the case of c-bounded regular distributions. We note
that it is not clear how to extend this approach to the case of λ-regular distributions or
the case of heterogeneous items. For the case of heterogeneous items, existing posted price
mechanisms do not translate well to the intermediary setting and the result of [33] does not
apply to λ-regular distributions.

7
8

[18] shows that under some restriction on the cartels, the optimal collusion-proof mechanism satisfies
ex-post individually rationality.
However, when the seller is a max-min agent a pricing mechanism per item turns out to be optimal [13].
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2

Model

The baseline model consists of a seller with k items to sell. We first consider the case where
the items are homogeneous and later extend our results to the case of non-homogeneous
items with separable valuations (see Section 5). There are n unit-demand buyers. For each
i ∈ [n], buyer i has a valuation vi for obtaining an item. We assume that the valuations vi
are drawn independently and identically distributed (i.i.d.) according to a distribution F
with support on R+ .
A buyer may choose to bid directly in the auction or through an intermediary. Our model
is agnostic to how these decisions (and negotiations) are made and, hence, we allow for an
arbitrary partition of buyers across intermediaries ultimately bidding in the auction. 9
▶ Definition 1 (Demand Structure). The demand structure (m, π) of a market with n buyers
is composed of m ≤ n intermediaries and a partition π(·) of the set of buyers [n]. For an
intermediary l ∈ [m] π(l) denotes the set of buyers that l represents.
In particular, notice that our model includes the competition case, when all buyers are
bidding directly in the auction (mC = n, π C (l) = {l}), and the monopsony case, when all
buyers are represented by the same intermediary (mM = 1, π M (1) = [n]).
Although we consider the demand structure as exogenously given, our results can be
easily extended to a setting where buyers strategically decide whether to participate directly
in the auction or to be represented by a particular intermediaries (see Remark 1 below for
details).

Intermediaries’ utility functions
Motivated by two of the most natural and commonly-studied intermediary utility functions –
(a) surplus-maximizing intermediary which maximizes the surplus of the buyers it represents
and (b) the monopolist intermediary that maximizes its profit from captive buyers – we
consider a general class of intermediary utility functions. Let vl = (vi )i∈π(l) be the valuations
of the buyers represented by Intermediary l. Given xl ∈ [k] items allocated to Intermediary l
for a price pl ∈ R+ , we denote by Ul (xl , pl ; vl ) Intermediary l’s utility function. We apply
the following natural restrictions:
1. (Individual Rationality) The Intermediary l does not obtain any item, it gets a payoff of
zero (i.e. l always opt out from the auction).
2. (Does not create value) For every vector of valuations vl , allocation xl , and price pl we
have that


X

X
Ul (xl , pl ; vl ) ≤ V (xl , pl ; vl ) := max
vi zil − pl
zil ≤ xl

zl ∈[0,1]π(l) 
i∈π(l)

i∈π(l)

3. (Buyer-Disconnectability) When Intermediary l can obtain the items for a uniform price
of r per item, Intermediary l wants to purchase at least τl · |{i : vi ≥ r for i ∈ π(l)}|
items in expectation, for τl ∈ (0, 1]. In particular, for a surplus-maximizing intermediary
τl = 1 while for a monopolist intermediary τl ≥ 1e whenever F is MHR (see Lemma 2 for
details).

9

A buyer bidding directly in the platform corresponds to an intermediary exclusively representing him.
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Condition 1 implies that intermediaries cannot obtain a negative payoff. Condition
2 captures that intermediaries do not generate value, hence, their payoff is bounded by
V (xl , pl ; vl ), the highest surplus Intermediary l can generate among buyers in π(l). Condition
3 is a Buyer-Disconnectability condition: when items are not bundled and have a uniform peritem price r, if s buyers in π(l) would like to buy an item at the price r, then, independent
of the valuations vπ(l)\s , Intermediary l wants to buy at least τl · s items at that price.
The probability τl captures the level of double-marginalization that may arise due to the
downstream interaction between Intermediary l and Buyers i ∈ π(l). For example, when
Intermediary l is a monopolist (with respect to the buyers in π(l)), trying to maximize its
own revenue, we have that τl ≥ 1e if the distribution F is MHR (see Lemma 3 for a precise
statement).
The restrictions on the intermediaries’ utility functions include models previously studied.
Consider the following examples:
A negotiation between buyers and intermediaries (with no asymmetric information) can
lead to a utility function of the form
Ul (xl , pl ; vl ) = αl (vl , xl , pl )V (xl , pl ; vl ),

(1)

where αl (vl , xl , pl ) may represent either Intermediary l’s bargaining power or an auditing
fee. In particular, when αl ≡ 1, Intermediary l has full bargaining power. A simple exercise
shows that for this class of utilities functions, the Buyer-Disconnectability condition holds
with τl = 1.
Intermediaries are profit-maximizers and lack knowledge of buyers’ valuations. The
intermediary can run a revenue maximizing truthful auction to maximize its profit.
Lemma 3 shows that these utilities functions satisfy our requirements with τl = c(λ).
The seller’s problem. The seller wants to implement a mechanism that maximizes her
revenue. From the revelation principle [40], we can restrict our attention to direct bayesian
incentive compatible mechanisms (BIC). That is, (xl , pl )l∈[m] , where xl : [v, v]n → ∆([k]),10
pl : [v, v]n → R+ , satisfying
E[Ul (xl (vl , v−l ), pl (vl , v−l ); vl ) |vl ] ≥ E[Ul (xl (vl′ , v−l ), pl (vl′ , v−l ); vl ) |vl ]

(IC)

E[Ul (xl (vl , v−l ), pl (vl , v−l ); vl ) |vl ] ≥ 0
X
xl (v) ≤ k

(IR)
(a.s.).

l∈[m]


We denote by Rev(F, m, π; (x, p)) = E

P


p
(v)
the revenue the seller receives by
l∈[m] l

implementing mechanism (x, p).
We define Rev(F, m, π) to be the optimal expected revenue.
▶ Definition 2 (Optimal Expected Revenue, Rev(F, m, π)).
Rev(F, m, π) =

max

Rev(F, m, π; (x, p)).

(x,p)∈(BIC)

▶ Definition 3 (v (j,t) ). Define v (j,t) to be the j th -order statistic of v = (vi )i∈[t] , where each
vi is drawn i.i.d. according to the distribution F .
10

For a set X, we denote by ∆(X) the set of probability measures on X.
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▶ Definition 4 (Expected Optimal Welfare, Wel(F )).

Wel(F ) = E maxn
x∈R

X


v i xi = E

i∈[n]

X
k

v

(j,n)


,

j=1

where v (j,n) is the j th -order statistics of the random variable v = (vi )i∈[n] .
▶ Remark 1. For the purpose of a clearer exposition, our model restricts attention to cases
where the demand structure is independent of the mechanism selected by the seller. However,
our results can be easily generalized for the cases when (m, π) is a function of (x, p).
Revenue benchmark. We will use Expected Optimal Welfare, Wel(F ) defined above as
our revenue benchmark. Our use of this benchmark is motivated by two factors: (a) The
maximum revenue a seller can extract can never exceed this benchmark (as noted in the
lemma below), and (b) the optimal revenue mechanism (and the optimal revenue) is typically
difficult to characterize in multi-parameter settings.
▶ Lemma 1. For every distribution F and demand structure (m, π), Rev(F, m, π) ≤ Wel(F ).
This result is standard in the auction literature and it naturally extends to our setting
since intermediaries don’t create value (Condition 2 on Ul ).

Distributional Assumptions
(v)
We use ϕ(v) := v − 1−F
to denote the virtual valuation for a value v, drawn from
f (v)
a distribution with CDF F and PDF f . Throughout the paper we make the following
assumption.

▶ Definition 5 (λ-regularity). Given λ ∈ [0, 1], a distribution F is λ-regular if λv +
non-decreasing on v ∈ [v, v].

1−F (v)
f (v)

is

▶ Assumption 1 (F is λ-regular). The distribution F has a density f > 0 on the support
[v, v] (v < v ≤ ∞), and is λ-regular for λ < 1.
Observe that for λ = 0, the condition is equivalent to the monotone hazard rate condition
commonly used in economics literature, while for λ = 1, the condition is equivalent to the
Myerson regularity condition. A distribution satisfying the λ-regularity has three important
properties which are key to the robustness of our mechanism.
▶ Fact 1. Let F (1) the distribution of the first order statistic of n i.i.d. random variables
drawn according to λ-regular distribution F . Then, F (1) is λ-regular.
To the best of our knowledge, Fact 1 is not known prior to our work and we provide a
full proof in the full paper. We use a nontrivial characterization of λ-regular distributions
given by [43]] to prove this fact and it might be of independent interest.
We define the following notation which will be used throughout the paper:
1

▶ Definition 6. (c(λ)) We define the quantity c(λ) = (1 − λ) λ for all λ ∈ (0, 1] and define
c(0) = limλ→0 c(λ) = 1e .
▶ Fact 2 (Schweizer and Szech (2019)[43]). For a random variable v drawn from a λ- regular
distribution F , we have that P[v ≥ E[v]] ≥ c(λ).
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s−1
s c(λ).

Proof. Draw X1 , X2 , . . . , Xs i.i.d. from F. Let v (1,s) be the maximum of X1 , X2 , . . . , Xs ,
and let v (1,s−1) be the maximum of X1 , X2 , . . . , Xs−1 . From Fact 1 and Fact 2, we know
that P[v (1,s) ≥ E[v (1,s) ]] ≥ c(λ). Since each of the s draws is equally likely to be v (1,s) , the
probability that v (1,s) lies in the first s − 1 draws is s−1
s , giving
P[v (1,s−1) ≥ E[v (1,s) ]] ≥ P[v (1,s) ∈ {X1 , X2 , . . . , Xs−1 }] · P[v (1,s) ≥ E[v (1,s) ]] ≥

s−1
c(λ)
s
◀

3

The importance of being robust

In this section, we argue the importance of implementing a mechanism that is robust to the
details of the intermediaries’ utility functions and to the different demand structures that
may arise.
First, consider the dependence on intermediaries’ utility functions. An intermediary’s
utility function arises from the downstream negotiations/contracts/mechanisms involving the
individual buyers it represents. These downstream interactions may take many different forms
and can vary by intermediary and change over time. It is hard for a seller to know about the
details of these downstream interactions between each intermediary-buyer pair. And even in
cases where the seller knows these details, the seller could be faced with a difficult mechanism
design problem involving bidders with complex and heterogeneous multi-dimensional utility
functions (see the literature review section in the introduction for a flavor of the difficulty of
the problem). A mechanism that does not depend on the details of the intermediaries’ payoff
structures lets the seller sidestep these issues, additionally guaranteeing that it will continue
to perform well even when the downstream contracts change.
Next, we argue the importance of implementing a mechanism that is robust to different
demand structures. To this effect, we will show that natural revenue-maximizing mechanisms
tailored for a particular demand structure can have perform quite poorly when faced with
a different demand structure. If a seller implements a mechanism that depends on the
demand structure, the seller should either know the demand structure beforehand with some
certainty or construct a mechanism in which the seller learns the demand structure as part
of the mechanism. We note that it is possible to construct a mechanism that learns the
demand structure without incurring any cost (in one of its equilibria) 11 Even though such a
mechanism may perform well in theory, the first stage of the mechanism is quite unstable –
there exist equilibria such that the mechanism never reaches the second step, resulting in
zero revenue for the seller.
In the rest of the section, we show that natural revenue-maximizing mechanisms designed
for a particular demand structure (m, π) can perform poorly when presented with a different
demand structure (m′ , π ′ ). More precisely, we compare two extreme demand structures:
competition (mC = [n], π C (l) = {l}) and monopsony (mM = 1, π M (1) = [n]). For this
exposition, we assume that intermediaries have complete information and full bargaining
Pxl (j,π(l))
power, i.e., their utilities functions are Ul (xl , pl ; vl ) = V (xl , pl ; vl ) = j=1
v
− pl .
Along with showing that robustness is critical in situations where the demand structure
is unknown, we observe a surprising result that is of independent interest. We show that

11

The first stage of the mechanism consists of asking each intermediary how many buyers it is representing,
and if the total sum is not n, then the seller does not move to the second stage of the mechanism. Clearly,
an equilibrium exists where intermediaries truthfully report the number of buyers they represent.
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there are instances where a seller prefers facing a monopsony demand structure rather than
full competition. Even though competition is helpful in raising prices in an auction, facing
one bidder that demands multiple items allows the seller to construct bundle mechanisms
which are known to be more effective compared to simply selling the items separately [38]. In
particular, we observe that the competition effect is particularly helpful in situations when
there is scarcity of items (small k) while the bundling effect is helpful in the presence of
many items (high k).

3.1

Optimal mechanism for the competition case

We first characterize the optimal auction for the competition case and show that in some
instances, it performs poorly for the monopsony case.
▶ Proposition 1. In the competition case, the revenue-maximizing mechanism can be implemented with (k + 1)th -price auction with a reserve price r = ϕ−1
F (0).
Although this statement is a well-known result in the literature, for the sake of completeness
we provide a complete proof in the full paper.
To simplify notation, we define RevC (x, p) = RevC (F, mC , π C ; (x, p)) and RevC =
RevC (F, mC , π C ). Likewise, we define RevM (x, p) and RevM for the monopsony case.
The next proposition shows that there exists an instance where the revenue obtained
by the optimal mechanism for the competition case is not constant-competitive when the
demand structure is monopsony (we defer the proof to the full paper).
▶ Proposition 2. Let (xC , pC ) be the optimal mechanism for the competition case. Then for
every γ > 0, there exist n, F, k such that RevM (xC , pC ) < γRevM .

3.2

Optimal mechanism for the monopsony case

The previous result shows that implementing the optimal mechanism for the competition
case can have a low performance when the demand structure is a monopsony. To show
the converse, that the optimal mechanism for the monopsony case has a low performance
on the competition setting, is technically challenging since we need to solve a multi-item
mechanism design problem. Even for k = n, when the intermediary’s valuations for the
items are i.i.d, we have that there are instances where the optimal mechanism consists of a
complex set of menus [24]. For the case k < n, when valuations are correlated, finding the
optimal mechanism is believed to be hard, and to the best of our knowledge, it remains an
open problem. That being said, the next result shows that the simple mechanism of selling
all items as a bundle gets a constant factor of the optimal revenue, and when k = n, it is
asymptotically optimal. This result suggests that for k = n a seller facing a monopsony
should implement a (near-optimal for large n) pure bundling strategy. Once again, due to
space constraints, we defer the proofs to the full paper.
▶ Proposition 3. Suppose that F is MHR, then for the monopsony case consider the
mechanism selling all k items in a bundle for a price pB = ϕ−1
G (0) where G is the distribution
Pk
(i,n)
of i=1 v
. Then, the above mechanism provides at least 1e of the optimal mechanism.
Moreover for any distribution F with finite moments we have that when k = n, the revenue
of selling the bundle at a price pϵB = n(E[v] − ϵ) is asymptotically optimal as n → ∞ and
ϵ → 0.12
12

[22, 8] show an asymptotic result for the case k < n when the hazard rate hF has a linear growth and
k(n) does not increase too fast with n.
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Using the previous result we obtain the surprising result that a monopsony may be
preferable for the seller over competition.
▶ Corollary 1. There are some instances where RM >RC .
Next we show that the bundle pricing mechanisms can make very little revenue when faced
with Competition demand structure, compared to the optimal mechanism for Competition.
▶ Proposition 4. Consider the case k = n and suppose that the seller implements the
asymptotically optimal bundle pricing mechanism (xB , pϵB ). Then for every γ > 0, there
exists an instance F such that RevC (xB , pϵB ) < γRevC .

4

The Intermediary-Proof Mechanism

This section constructs the Intermediary-Proof Mechanism (IPM) and shows that for
any demand structure (m, π) and any intermediaries’ utility functions (Ul )l∈[m] satisfying
conditions (1)-(3), the IPM obtains a constant factor of the welfare and, therefore, of the
optimal expected revenue Rev(F, m, π). As a corollary, we obtain that the revenue-maximizing
mechanism for each particular market structure is always a constant factor of the welfare.
We begin by identifying a key property of order statistics of i.i.d. samples from a
distribution F . We show that expectation of the highest value among ⌈n/k⌉ i.i.d. samples is
at least a constant fraction of the average of the expectations of the top k samples among n
i.i.d. samples.13 We note that the above fact is true for all distributions. The lemma below
will serve as the basis for the Intermediary-Proof Mechanism .
▶ Lemma 2. Recall that v (j,t) is the j th -order statistics of t i.i.d. random variables drawn
according to F . If n ≥ k, then

k · E[v (1,⌈n/k⌉) ] ≥


1−

1
e





k
X




E[v (j,n) ] .

j=1

Proof. Let X = {v1 , . . . vn } be a set of n i.i.d. random variables drawn from F . We denote
the k largest random variables to be v (1,n) , v (2,n) , . . . , v (k,n) and we shall refer to them as
“large” elements. Let s = ⌈n/k⌉. One way to choose s random variables uniformly at
random is to choose a subset of size s uniformly at random from X. Let Y = {Y1 , . . . Ys } be a
uniformly random subset of X of size s. If the set Y contains a large element, then the maxi Yi
Pk
must be a large element. In expectation, the value of a large element is j=1 E[v (j,n) ]/k.
We will now show that the probability that Y contains no large elements is at most 1e .

13

Because intermediaries’ don’t create value (Condition 2) and buyers are unit-demand, without loss of
generality we can assume that k ≤ n.
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To see this, observe that
P[Y contains no large elements] =

n−k
s
n
s



(n − k)!
(n − s)!
·
n!
(n − k − s)!

k 
Y
s
=
1−
n−k+j
j=1

=

≤

k 
Y

1−

j=1

Thus we get that E[v (1,s) ] ≥ (1 − 1e ) · k1 E[

s
sk − k + j

Pk

j=1



≤ (1 − 1/k)k ≤ 1/e

v (j,n) ].

◀

We are now in position to present the Intermediary-Proof Mechanism .
▶ Definition 7 (Intermediary-Proof Mechanism). Let s = ⌈n/k⌉. The Intermediary-Proof
Mechanism (xR , pR ) consists of a simple uniform single-item pricing scheme where each
item is sold separately at a price pR = E[v (1,s) ]. In the case of excess demand, items are
randomly allocated among the interested bidders.
Remarkably, the IPM is a simple single-item posted-price that depends only on the
number of items k, number of buyers n and the distribution F . Thus, the seller does not
have to learn the demand structure nor the intermediaries’ payoff. In other words, the IPM
is completely robust to the intermediaries’ involvement in the auction. Besides the simplicity
of its implementation, posted prices have appealing properties for the bidders’ behavior [27].
We next prove that the Intermediary-Proof Mechanism obtains a constant factor of the
optimal revenue. The proof proceeds by dividing the n bidders into k groups of roughly
⌈n/k⌉ bidders and estimating the revenue from selling a single item to each group.
▶ Theorem 1. Let τ = minl∈[m] τl , then for every distribution F and demand structure
(m, π) we have that
Rev(F, m, π; (xR , pR )) ≥ τ ·





c(λ)
1
c(λ)
1
· 1−
Wel(F ) ≥ τ ·
· 1−
Rev(F, m, π).
2
e
2
e

1

Recall c(λ) = (1 − λ) λ for λ ∈ (0, 1] and c(0) = limλ→0 c(λ) = 1e . Also recall that λ = 0 for
MHR distributions.
Proof. We start by dividing the n valuations vi , i ∈ [n], randomly into k sets of size s′ ,
where s′ = 1 if s = 1, and s′ = s − 1 otherwise (there might be some leftover valuations after
we make the sets). We note that the maximum valuation in each of these sets is distributed
′
according to v (1,s ) .
The Buyer-Disconnectability condition on Ul (Condition 3) implies that Intermediary l
will try to buy at least τ · |{i : vi ≥ pR , i ∈ π(l)}| items in expectation. Using this, we lower
bound the revenue as follows.
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P[Buyer i has value at least pR ] · pR

i=1
′

≥ τ · k · P[v (1,s ) ≥ pR ] · pR
s′
· c(λ) · E[v (1,s) ]
s




k
X
s′
1
≥ τ · · c(λ) · 1 −
·
E[v (j,n) ]
s
e
j=1
{z
}
|
Wel(F )


c(λ)
1
≥τ·
· 1−
Wel(F )
2
e


c(λ)
1
≥τ·
· 1−
Rev(F, m, π).
2
e
≥τ ·k·

The third inequality holds because of Fact 3 and the definition of pR . The fourth inequality
comes from Lemma 2. The last inequality is due to Lemma 1.
◀
In the proof of the theorem we observe that 1/2 factor is not necessary when s′ = s, i.e.,
when n/k is an integer number. The following corollary remarks this observation.
▶ Corollary 2. Suppose that n/k is an integer number. Then,




1
1
R
R
Rev(F, m, π; (x , p )) ≥ τ c(λ) 1 −
Wel(F ) ≥ τ c(λ) 1 −
Rev(F, m, π).
e
e
A second consequence of Theorem 1, which is of independent interest, shows that for
every demand structure and bidders’ utility functions satisfying Conditions (1) - (3), the
optimal revenue is a constant factor of the optimal welfare.
▶ Corollary 3. For every distribution F and demand structure (m, π), we have that


c(λ)
1
Rev(F, m, π) ≥ τ
1−
Wel(F ).
2
e
The above corollary enables us to show that per-item posted-price mechanisms that
perform well in the full competition setting (when all buyers participate directly in the
auction) perform well in the context of intermediation as well when conditions (1)-(3) are
satisfied. This is because per-item posted-price mechanisms provide, up to a constant factor
τ , the same revenue for the seller under all demand structures. Combined with Corollary 3,
this implies that if a per-item posted-price mechanism is a constant approximation of the
optimal revenue for a particular demand structure (e.g. full competition), then it is a constant
approximation of the welfare, and hence the optimal revenue for any demand structure. 14
We now extend this to a more general class of mechanisms.

14

[14] construct a uniform per-item posted-pricing mechanism that is at least a 14% approximation of the
optimal mechanism when buyers are directly bidding in the auction (competition case). Corollary 3
guarantees that this mechanism provides a τ 0.14
1 − 1e approximation of the welfare and also the
2e
revenue for any demand structure.
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▶ Definition 8 (β-Robust Mechanism). A mechanism (x, p) is a β-Robust Mechanism if for every distribution F and demand structures (m, π), (m′ , π ′ ) we have that
Rev(F, m, π; (x, p)) ≥ β Rev(F, m′ , π ′ ; (x, p)).15
▶ Proposition 5. Consider a β-Robust Mechanism (x, p) such that the revenue for the
demand structure (m, π) is a γ approximation of Rev(F, m, π). Then for every distribution
F and demand structure (m, π) we have that
Rev(F, m, π; (x, p)) ≥ βγτ

c(λ)
2


1−

1
e


Wel(F ) ≥ βγτ

c(λ)
2


1−

1
e


Rev(F, m, π).

Proof. We do the proof in two steps. First, because (x, p) is a β-Robust Mechanism
m, π; (x, p)). Second, Corollary 3 implies
we have that Rev(F, m, π; (x, p)) ≥ β Rev(F,

1
that Rev(F, m, π; (x, p)) ≥ γτ c(λ)
). We conclude using that Wel(F ) ≥
1
−
Wel(F
2
e
Rev(F, m, π). (Lemma 1).
◀
To finish this section we present two important applications of Theorem 1. The first one
is when the intermediaries are aware of the buyers’ valuations, and their payoff is a fraction
of the overall surplus (see Equation (1)). In that case, τl = 1 for every j.
▶ Corollary 4. When intermediaries utilities’ functions are
 of the form described in Equac(λ)
1
tion (1) the robust mechanism gets at least a 2 1 − e fraction of the Optimal welfare
(and revenue).
The second application is the case of double marginalization when each intermediary does
not know the buyer’s valuation and decides to implement the profit-maximizing mechanism.
The following lemma shows that for that case τl ≥ 1e .
For the sake of exposition, we state and prove the following lemma first for the case when
the distribution is MHR(i.e. λ = 0). We present the general lemma below and defer the
proof to the appendix.
▶ Lemma 3. Suppose that Intermediary l is a monopolist and only knows the prior of the
buyer’s valuations. If the seller posts a price p per item and Buyer i ∈ π(l) has valuation
vi ≥ p then the probability that Intermediary l would like to buy one item is at least 1e .
Proof. Because the price per item is p, the mechanism design problem for Intermediary l is
the same one solved in the Proof of Proposition 1 when the cost of production is p. Thus,
Intermediary l would like to allocate the item to Buyer i if ϕF (vi ) ≥ p. Thus, we need to
show that P[ϕF (vi ) ≥ p|vi ≥ p] ≥ 1e .
From Bayes’ rule we derive that
P[ϕF (vi ) ≥ p|vi ≥ p] =
=

15

P[ϕF (vi ) ≥ p, vi ≥ p]
P[ϕF (vi ) ≥ p]
=
P[vi ≥ p]
P[vi ≥ p]
1 − F (ϕ−1
F (p))
.
1 − F (p)

Note that from the Buyer-Disconnectability condition on the intermediaries’ utility function, every
per-item posted-pricing mechanism is a τ -Robust Mechanism.
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The second equality follows from the fact that
R v ϕF (vi ) = vi − (1 − F (vi ))/f (vi ) ≤ vi . Also,
note that 1 − F (v) = e−H(v) where H(v) = 0 hF (z)dz. Then, we have that
−1

P[ϕF (vi ) ≥ p|vi ≥ p] = e−(H(ϕF

(p))−H(p))
−1

≥ e− maxp≥0 (H(ϕF

(p))−H(p))

= e− maxp≥ϕ−1 (0) (H(p)−H(ϕF (p))) ,
where the last equality holds because ϕF is increasing.
To conclude the proof, we assert that H(p) − H(ϕF (p)) ≤ 1. Indeed, because F is MHR
we have that H is convex with H ′ (v) = hF (v). The convexity and differentiability of H
implies that
H(ϕF (p)) ≥ H(p) + hF (p)(ϕF (p) − p).
From the definition of the virtual valuation we have that ϕF (p) = p −
the previous inequality we conclude that H(p) − H(ϕF (p)) ≤ 1.

(2)
1
hF (p) .

Replacing in
◀

▶ Lemma 4. Suppose that Intermediary l is a monopolist and only knows the prior of the
buyer’s valuations. If the seller posts a price p per item and Buyer i ∈ π(l) has valuation
vi ≥ p then the probability that Intermediary l would like to buy one item is at least c(λ).
1
Recall c(λ) = (1 − λ) λ for λ ∈ (0, 1] and c(0) = limλ→0 c(λ) = 1e .
The proof is available in the full paper.
▶ Corollary 5. Suppose that each intermediary is behaving as monopolist and implementing

2
the profit-maximizer mechanism. Then, the robust mechanism has a c(λ)
1 − 1e revenue
2
guarantee.

5

Selling non-homogeneous items

In this section, we consider the problem when the items are not necessarily homogeneous. We
consider k items with weights η1 ≥ η2 ≥ . . . ≥ ηk ≥ 0 so that the value for buyer i of getting
item j is ηj vi . Given that the items are non-identical, we will adapt the mechanisms the
seller can implement to incorporate per-item allocation. In this setting, a BIC mechanism
consists of (xjl , pl )j∈[k],l∈[m] , where xjl is the probability that Intermediary l get item j ∈ [k]
and pl corresponds to the price Intermediary l has to pay.
Pk
In this generalized model, the expected welfare is given by Wel(F ) = j=1 ηj E[v (j,n) ].
Observe that the mechanism for the identical items case will not perform well in the
general setting. Intermediary-Proof Mechanism does not distinguish between the case of
uniform item weights and the case of one item with a high weight and the rest with near-zero
weights. In the latter case, we need to charge close to E[v (1,n) ] in order to compete with
welfare, and this could be much higher than E[v (1,⌈n/k⌉) ], e.g. for k = n.
Condition on utility functions of Intermediaries. We observe that in order to guarantee
good welfare, higher-weight items need to cost more on a per-unit-weight basis. Otherwise
there will be no way to screen for higher value buyers to assign them the higher-weight items.
In addition, we need to ensure that the utility functions are such that the intermediary
will choose higher-value, higher-cost items over lower-value, lower cost items in some cases.
With this in mind, we will impose the following, relatively strong, condition on the utility
functions of the Intermediaries for the purpose of this section. We will assume that the utility
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function of Intermediary l is such that it tries to maximize the surplus among its buyers,i.e.,
P
P
Ul (xl , pl ; vl ) = V (xl , pl ; vl ) := maxzl ∈[k]π(l)
−
i∈π(l),j∈[k] vi ηl zijl ∀l
i∈π(l) zijl ≤ xl,j
pl . Here xl,j is the fraction of item j assigned to the intermediary and zijl is the fraction
of item j that the aggregator assigns to i. Let zl∗ (xl ) be the zl that maximizes the above
Pxl Pk
∗
expression. Then intermediary l gets a utility of Ul (xl , pl ; vl ) = j=1
j=1 vi ηj zijl − pl .
As we argued in the previous paragraph, it is important to ensure that items with higher
weights are charged a higher price to ensure that we can screen for buyers with a high value.
However, we need to make sure that the balance of prices is such that the high-value items
are still bought with a reasonable probability.

5.1

A robust mechanism for heterogeneous items

In this section, we give a sequential posted-price mechanism with non-uniform per-item
prices, and show that it gets a revenue that is a constant fraction of the optimal welfare.
▶ Definition 9 (Intermediary-Proof Mechanism for Heterogeneous Items). Let uj = E[v (1,⌈n/j⌉) ].
Define rj = rj+1 +uj ·(ηj −ηj+1 ). Intermediary-Proof Mechanism for Heterogeneous Items is
a sequential posted-price mechanism that offers the same menu of prices to each Intermediary,
ordering the Intermediaries in an arbitrary order. The menu consists of individual prices for
each item, with the price of item j being rj , and each Intermediary allowed to buy any items
it likes as long as the item is still available.
Note that uj and rj are decreasing in j. Thus the intermediary pays more for positions with
higher ηj .
We will show that due to the choice of rj s, an intermediary representing a buyer with
value vi will purchase item j if vi ∈ [uj , uj−1 ) (or another item with the same η as j), since
this item will generate the most value through buyer i. Below we make this more formal for
intermediaries representing multiple buyers.
▶ Definition 10 (Demand-set, D(j)). For any buyer i, let B(i) be the lowest-indexed item
j s.t. vi ≥ uj . Let demand-set of item j be D(j) = {i ∈ [n]|B(i) = j}. Note that D is a
partition of the set of buyers.
▶ Lemma 5. When an intermediary l is offered the above menu of prices, one optimal choice
for the intermediary is to buy at least those available items j for which the demand-set D(j)
includes a buyer from π(l).
Proof. Recall that the intermediary is trying to select a subset of available items that
Pxl Pk
∗
maximizes Ul (xl , pl ; vl ) =
j=1
j=1 vi zijl − pl . Contrary to the above claim, let the
∗
intermediary not buy an item j even though it has a buyer i ∈ D(j). Let zijl
denote its
Pk
∗
allocation. If j=1 zijl
< 1, then the Intermediary can clearly increase its utility by buying
Pk
∗
j fractionally and assigning it to i. If j=1 zijl
= 1, then we will show that the Intermediary
can buy item j instead of the one currently assigned to i, without any loss in utility. Consider
the case where buyer i is assigned an item j ′ < j. Note that vi < uj ′′ for all j ′′ < j. By the
construction of rj ’s,
r − rj =
j′

j−1
X

uk (ηk − ηk+1 ) ≥ vi (ηj ′ − ηj ).

k=j ′

This inequality is strict when ηj′ > ηj . Rearranging we get, vi ηj − rj ≥ vi ηj ′ − rj ′ . The
intermediary may not necessarily allocate the new item to i. However in allocating the item
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to somebody else the intermediary will further increase its utility. Therefore, the Intermediary
can swap item j ′ for j without any loss in utility. This process can be continued for multiple
items until a whole unit j is purchased.
Suppose instead that buyer i is assigned an item j ′ > j. For all j ′′ ≥ j, vi > uj ′′ . By the
construction of rj s,
rj − rj ′ =

′
jX
−1

uk (ηk − ηk+1 ) ≤ vi (ηj − ηj ′ ),

k=j

and we conclude that the intermediary would prefer to swap j instead of j ′

◀

Note that the Intermediary might buy more items than the ones specified in the above
lemma.
▶ Theorem 2. The Intermediary-Proof Mechanism for Heterogeneous Items obtains a
revenue of at least



1
1 − e−c(λ)/2 · (1 − )Wel(F ).
e

Proof. Let v be a random draw from F , we denote by pj = P[uj−1 ≥ v ≥ uj ].
From Lemma 5, which holds independently of the shape of the distribution F , we know
that if the valuation of at least one buyer lies in the range [uj−1 , uj ], then item j will be
bought. Thus the probability that item j is sold is
P[item j is sold] ≥ 1 − P[all values lie outside[uj−1 , uj ]
= 1 − (1 − pj )n
≥ 1 − e−pj ·n
Therefore the revenue obtained will be at least
min
pj

k
X

rj · (1 − e−pj ·n )

j=1

Next, we note what we know about the pj s. First, 0 ≤ pj ≤ 1. Lemma 9, stated and proved
in the full paper, shows that for j ≥ 1 we have that
n·

X

pt ≥

t≤j

1
j
(1 − λ) λ .
2

The above system can be written as a convex program
max

k
X

rj · e−pj ·n

(Primal)

j=1



s
X
1
s
n·
pj  ≥ (1 − λ) λ
2
j=1
0 ≤ pj ≤ 1

for all 1 ≤ s ≤ k
for all 1 ≤ j ≤ k
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From Lemma 10, stated and proved in the full paper, we get that the minimum value
1
1
of the above program is achieved when p1 = · · · = pk = 2n
(1 − λ) λ . Plugging this into the
objective, the revenue obtained is at least
1

(1 − e−1/2(1−λ) λ ) ·

k
X

ri

i=1
1

= (1 − e−1/2(1−λ) λ ) ·

k
X

i · (ηi − ηi+1 ) · ui

i=1
1

≥ (1 − e

−1/2(1−λ) λ



1
) 1−
e

 X
k
i
X
·
(ηi − ηi+1 ) · E[
v (j,n) ]
i=1

j=1

collapsing the sum and noting that ηk+1 = 0,
1

= (1 − e

−1/2(1−λ) λ



1
) 1−
e

 X
k
·
ηi · v (i,n)
i=1

The latter quantity is the welfare and this concludes the proof.

6

◀

Open problems

In this section, we describe some open problems in designing mechanisms that are robust to
intermediaries.
Regular distributions. Does an intermediary-proof mechanism exist for the case when
the buyers’ valuations are regular? Recall regular distributions are λ-regular with λ = 1.
This problem requires a different approach than the one used in our work: with regular
distributions, using welfare as the revenue benchmark will not allow us to show a good
approximation ratio.16 . Hence, the difficulty lies in finding an alternate characterization of
the optimal revenue that, ideally, does not go through understanding the optimal mechanism
for each demand structure, which is known to be a hard problem [23]. Furthermore, the
following lemma shows that a simple mechanism that posts a price per item cannot achieve
a constant approximation ratio.
▶ Lemma 6. There exists a regular distribution F such that with n items to sell and n buyers
represented by an intermediary with values drawn i.i.d. from distribution F , the optimal
revenue from item pricing is Ω(ln n) worse than the optimal revenue.
The proof of Lemma 6 considers a distribution closely related to the equal revenue distribution.
On the one hand, we show that the optimal item pricing yields at most O(n) in revenue
irrespective of the demand structure. While, on the other hand, using concentration arguments
we show that a bundle price of Θ(n log n) will be accepted by a monopsony intermediary
with a constant probability. We defer the formal proof to the full paper. 17

16

For example, the welfare for the equal revenue distribution F (v) = 1 − v1 for v ∈ [1, ∞), which is a
regular distribution, is unbounded.
17
If we restrict the demand structures to be either a monopsony (a single intermediary representing all
buyers) or the competition case (each buyer represents themselves), we can obtain a 2-approximation
mechanism by uniformly randomly choosing between item prices and a single bundle price.
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Non-identical buyer valuations, more general heterogeneous valuations. Another natural
problem is to design an intermediary-proof mechanism when buyers can have non-identical
and/or general (non-separable) item-specific valuations for the items. We expect that the
intermediary-proof mechanism for the non-identical buyers setting would require personalized
pricing for each buyer and, when there are complementarities between the goods, pricing for
bundles would also be needed.
Characterization of the optimal mechanism for the monopsony case: Another interesting
problem comes from the connection between an intermediary representing multiple buyers
and a single buyer with valuations for multiple items. More precisely, a surplus-maximizing
intermediary can be interpreted as a single buyer whose valuations for the k items correspond
to the k-highest valuations of the buyers the intermediary represents. Thus, our intermediary
framework microfounds a natural type of correlation between the buyer’s valuations for the
multi-item setting. It would be interesting to characterize the optimal mechanism for this
natural multi-item setting: single buyer whose valuations for the k objects are drawn from
the k-highest order statistics of n i.i.d. draws. This question has been partially answered for
two extreme cases: for k = 1 the optimal mechanism is a simple posted price [40], while the
case of k = n is known to be a hard problem [23]. It would be interesting to study how the
complexity of the optimal mechanism changes as a function of k.
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1

Introduction

In this work we consider leakage problems of the following kind: Assume we have a device
which takes an input x and is supposed to compute a function f (x) from a certain class
of legitimate functions F . For concreteness, assume that the class F consists of functions
computing linear combinations, e.g., f (x1 , x2 ) = a1 x1 + a2 x2 . However, the device might be
faulty and instead of computing f it might compute another function g. We want to find a
way to encode x into an x̂ such that the following two properties hold:
If the device correctly implements a linear function f , then we can efficiently decode the
output y to f (x).
If, on the other hand, the device implements a non-linear function g, then the output
g(x̂) does not reveal more information about x than f (x) for some linear function f .
First, note that this notion is trivially achievable if F includes the identity function, or in
fact any invertible function, as in this case we can simulate g(x̂) from f (x) by first recovering
x from f (x), encoding x to x̂ and finally evaluating g on x̂. For this reason, in this work
we will focus on function classes F whose output-length is smaller than their input-length,
such as the linear combination functions mentioned above. In general, we will allow both
the encoding and decoding procedure to depend on a secret seed, which is not given to the
evaluating device/adversary.
It is worthwhile comparing the type of security this notion provides to tamper-resilient
primitives such as non-malleable codes (NM-codes) [14, 13, 1] and non-malleable extractors [11,
10, 26, 9]. Such notions are geared towards prohibiting tampering altogether. Moreover,
a central aspect for security for such notions is that the decoder tries to detect if some
tampering happened, and indeed the decoder plays a crucial role in modeling security of
non-malleable codes. In contrast, AR codes do and should allow manipulation by benign
functions from the class F . Furthermore, we only require a decoder for correctness purposes,
whereas security is defined independently of the decoder.
One motivation to study the above problem comes from cryptography, specifically secure
computation, where this is in fact a natural scenario. Indeed, a typical blueprint for secure
two-party computation [32] in two rounds proceeds as follows: One party, called the receiver,
encrypts his input y under a homomorphic encryption scheme [29, 17, 8, 19] obtaining a
ciphertext c, and sends both the public key pk and the ciphertext c to the other party,
called the sender. The sender, in possession of an input x homomorphically performs a
computation f on input x and ciphertext c, obtaining a ciphertext c′ which encrypts f (x, y).
The ciphertext c′ is sent back to the receiver who can then decrypt it to f (x, y).
For the case of a malicious receiver, the security of this blueprint breaks down completely:
A malicious receiver can choose both the public key pk and the ciphertext c maliciously, i.e.
they are generally not well-formed. Effectively, this means that the sender’s homomorphic
evaluation will result in some value f˜(x) (where f˜ will be specified by the receiver’s protocol message) instead of an encryption of f (x, y). Critically, the value f˜(x) might reveal
substantially more information about x than f (x, y) and compromise the sender’s security.
Generally speaking, in this situation there is no direct way for the sender to enforce which
information about x the receiver obtains. A typical cryptographic solution for achieving
malicious security involves using zero-knowledge proofs to enforce honest behavior for the
receiver. This technique, however, is typically undesirable as it often leads to less efficient
protocols (due to these tools using non-black-box techniques) and the need for several rounds
of interaction or a trusted setup. Our goal is to upgrade such protocols to achieve security
against malicious receivers without additional cryptographic machinery.
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To see how algebraic restriction codes will help in this scenario, consider the following.
Upon receiving a public key pk and a ciphertext c from the receiver (who potentially generated
them in a malicious way) the sender proceeds as follows. First, he encodes his own input x
into x̂ using a suitable AR code with a fresh seed s. Next, also then sender evaluates the
function f (x̂, ·) homomorphically on the ciphertext c (which encrypts the receiver’s input
y), resulting in a ciphertext c′ = Eval(pk, f (x̂, ·), c). For simplicity’s sake, assume that the
sender now sends c′ and the seed s back to the receiver, who decrypts c′ to ẑ = f (x̂, y) and
uses the seed s to decode ẑ to his output z using the decoding algorithm of the AR code.
How can we argue that even a malicious receiver cannot learn more than the legitimate
output z? Let’s take a closer look on the computation which is actually performed on the
encoding x̂. The output ciphertext c′ is computed via c′ = Eval(pk, f (x̂, ·), c). Thus, if we
can assure that the function g(x̂) = Eval(pk, f (x̂, ·), c) is in the class G which is restricted
by the AR code, then security of the AR code guarantees that c′ does not leak more than
z = f (x, y) about x, irrespective of the choice of pk and c.

1.1

Roadmap

In the following we will discuss our results in Subsection 1.2. Then, we will outline our
techniques in Section 2 and discuss related work in Section 3. For full proofs and formal
statements we refer to the full version [2].

1.2

Our Results

In this work, we formalize the notion of algebraic restriction codes and provide constructions
which restrict general function classes to linear functions over finite fields. Let G and F
be two function classes. Roughly, a G-F AR code provides a way to encode an x in the
domain of the functions in F into a codeword x̂ in the domain of the functions in G, in a
way that any function f ∈ F can still be evaluated on x̂, by evaluating a function f ′ ∈ G on
x̂. Furthermore, given f ′ (x̂) we can decode to f (x). Security-wise, we require that for any
g ∈ G there exists a function f ∈ F , such that g(x̂) can be simulated given only the legitimate
output f (x). AR codes provide an information-theoretic interface to limit the capabilities of
an unbounded adversary in protocols in which some weak restrictions (characterized by the
class G) are already in place. In this way, AR codes will allow us to harness simple structural
restrictions of protocols to implement very strong security guarantees.
In this work we consider seeded AR codes, where both the encoding and decoding
procedures of the AR code have access to a random seed s, which is not provided to the
function g.
Our first construction of AR-codes restricts general linear functions to linear combinations.
▶ Theorem 1 (Formal: Theorem 4, Page 14, Full Version [2]). Let Fq be a finite field, let F
be the class of functions Fkq × Fkq → Fkq of the form (x, y) 7→ ax + y, and let G be the class of
all linear functions Fnq × Fnq → Fnq of the form (x, y) 7→ Ax + y. There exists a seeded AR
code AR1 which restricts G to F .
Our main contribution is a construction of seeded AR codes restricting arbitrary functions
with bounded output length to linear functions.
▶ Theorem 2 (Formal: Theorem 5, Page 19, Full Version [2]). Let Fq be a finite field, let F
be the class of functions Fq × Fq → Fq of the form (x, y) 7→ ax + by, and let G be the class of
all functions Fnq × Fnq → {0, 1}1.9·n log(q) . There exists a seeded AR code AR2 which restricts
G to F .
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We note that the constant 1.9 in the Theorem is arbitrary and can in fact be replaced with
any constant smaller than 2.
The main ingredient of this construction is the following theorem, which may be of
independent interest and which we will discuss in some greater detail. The theorem exhibits
a new correlation-breaking property of the inner-product extractor.
In essence, it states that for a suitable parameter choice, if x1 , . . . , xt are uniformly random
vectors in a finite vector space and s is a random seed (in the same vector space), then
anything that can be inferred about the ⟨x1 , s⟩, . . . , ⟨xt , s⟩ via a joint leak f (x1 , . . . , xt ) of
P
bounded length can also be inferred from a linear combination i ai ⟨xi , s⟩, i.e. f (x1 , . . . , xt )
P
does not leak more than i ai ⟨xi , s⟩.
▶ Theorem 3 (Formal: Theorem 5, Page 19, Full Version [2]). Let q be a prime power,
let t, s be positive integers, and ε > 0 and n = O(t + s/ log(q) + (log 1ε )/ log(q)). Let
x1 , . . . , xt be uniform in Fnq and s is uniform in Fnq and independent of the xi . For any
n log q+s
f : Ftn
, there exists a simulator Sim and random variables a1 , . . . , at ∈ Fq
q → {0, 1}
such that

≈2ε

s, f (x1 , . . . , xt ), ⟨x1 , s⟩, . . . , ⟨xt , s⟩, a1 , . . . , at
!
t
X
Sim s, a1 , . . . , at ,
a i ui , u 1 , . . . , u t , a 1 , . . . , a t
i=1

where u1 , . . . , ut are uniform and independent random variables in Fq , independent of
(a1 , . . . , at ).
One way to interpret the theorem is that the inner product extractor breaks all correlations
(induced by a leak f (x1 , . . . , xt )), except linear ones. Recall that our notion of AR codes it
is crucial that linear relations are preserved.
We then demonstrate an application of AR codes in upgrading the security of oblivious
transfer (OT) protocols while simultaneously achieving optimal communication, a question
that had remained opened due to insurmountable difficulties, explained later. Specifically,
we obtain the first rate-1 OT protocol with statistical sender privacy from the decisional
Diffie Hellman (DDH) assumption. While our motivation to study AR codes is to construct
efficient and high rate statistically sender private OT protocols, we expect AR codes and in
particular the ideas used to construct them to be useful in a broader sense.

2

Technical Outline

In what follows, we provide an informal overview of the techniques developed in this work.

2.1

Warmup: Algebraic Restriction Codes for General Linear Functions

Before discussing the ideas leading up to our main result, we will first discuss the instructive
case of AR codes restricting general linear functions to simple linear functions. Specifically,
fix a finite field Fq and let G be the class of linear functions F2m
→ Fm
q
q of the form
m×m
g(x̂1 , x̂2 ) = Ax̂1 + x̂2 , where A ∈ Fq
is an arbitrary matrix. We want to restrict G to the
n
class F consisting of linear functions F2n
q → F of the form f (x1 , x2 ) = a · x1 + x2 , where
a ∈ Fq is a scalar.
Our construction proceeds as follows. The seed s specifies a random matrix R ∈ Fn×m
,
q
such a matrix has full rank except with probability ≤ 2−(m−n) . To encode a pair of input
$
vectors x1 , x2 ∈ Fqn , the encoder samples uniformly random x̂1 , x̂2 ←
− Fm
q such that Rx̂1 = x1
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and Rx̂2 = x2 , and outputs the codeword (x̂1 , x̂2 ). To evaluate a scalar linear function given
by a ∈ Fq on such a codeword, we (unsurprisingly) compute ŷ = ax̂1 + x̂2 . To decode ŷ we
compute y = Rŷ. Correctness of this AR code construction follows routinely:
y = Rŷ = R(ax̂1 + x̂2 ) = Rax̂1 + Rx̂2 = aRx̂ + Rx̂2 = ax1 + x2 .
i.e. correctness holds as the scalar a commutes with the matrix R.
In this case it will also be more convenient to look at the problem from the angle of
$
randomness extraction; Specifically, assume that x̂1 , x̂2 ←
− Fm
q are chosen uniformly random.
We want to show that for any matrix A ∈ Fm×m
anything
that can be learned about Rx̂1
q
and Rx̂2 from Ax̂1 + x̂2 can also be learned from a · Rx̂1 + Rx̂2 for some a ∈ Fq .
How can we find such an a for any given A? First notice that if x̂1 happens to be an
eigenvector of A with respect to an eigenvalue ai , then it indeed holds that Ax1 + x2 =
ai x1 + x2 . Thus, a reasonable approach is to set the extracted scalar a ∈ Fq to one of the
eigenvalues of A (or 0 if there are no eigenvalues). If the matrix A has several distinct
eigenvalues ai , we will set a to be the eigenvalue whose eigenspace Vi has maximal dimension.
Note that since the sum of the dimensions of all eigenspaces of A is at most n, there can be
at most one eigenspace whose dimension is larger than m/2. Furthermore, the eigenvalue ai
corresponding to this eigenspace will necessarily be the extracted value a.
Rather than showing how we can simulate ŷ = Ax̂1 + x̂2 in general, in this sketch
we will only briefly argue the following special case. Namely, if all the eigenspaces of A
have dimension smaller than or equal to m/2, then with high probability over the choice
$

of the random matrix R ←
− Fn×m
it holds that x1 = Rx̂1 and x2 = Rx̂2 are uniform and
q
independent of ŷ. Thus assume that ŷ = Ax̂1 + x̂2 was not independent of x1 = Rx̂1 and
x2 = Rx̂2 . Since these three variables are linear functions of the uniformly random x̂1 and
x̂2 there must exist a non-zero linear relation given by vectors u, v ∈ Fnq and w ∈ Fm
q such
⊤
⊤
⊤
that u x1 + v x2 + w ŷ = 0 for all choices of x̂1 and x̂2 . But this means that it holds
that u⊤ R + w⊤ A = 0 and v⊤ R + w⊤ = 0. Eliminating w⊤ , this simplifies to the equation
u⊤ R = v⊤ RA.
We will now argue that for any such matrix A ∈ Fm×m
(whose eigenspaces all have
q
dimension ≤ m/2) with high probability over the choice of the random matrix R, such a
relation given by (u, v) ̸= 0 does not exist. We will take a union bound over all non-zero
u, v and distinguish the following cases:
If u and v are linearly independent, then u⊤ R and v⊤ R are uniformly random and
independent (over the random choice of R). Thus the probability that u⊤ R and v⊤ RA
collide is 1/q m .
If u and v are linearly dependent, then (say) u = αv. In this case u⊤ R = v⊤ RA is
equivalent to αv⊤ R = v⊤ RA, i.e. the uniformly random vector v⊤ R is an eigenvector
of the matrix A with respect to the eigenvalue α. However, since all eigenspaces of A
have dimension at most m/2, the probability that v⊤ R lands in one of the eigenspaces
bounded by m/q m/2 .
Since there are q 2n possible choices for the vectors u, v ∈ Fnq , choosing m sufficiently
large (e.g. m > 5n) implies that the probability that such u, v ∈ Fnq exist is negligible. The
full proof is provided in Section 6 in the full version [2].

2.2

Algebraic Restriction Codes for Bounded Output Functions

We will now turn to algebraic restriction codes for arbitrary functions with bounded output
length. Now let Fq be the finite field of size q, let G be the class of all functions from
1.5n log(q)
F2n
and let F be the class of linear functions F2q → Fq , i.e. al; functions
q → {0, 1}
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of the form f (x1 , x2 ) = a1 x1 + a2 x2 for some a1 , a2 ∈ Fq . Our AR code construction
follows naturally from the inner product extractor. The seed s consists of a random vector
$
− Fnq , to encode x1 , x2 ∈ Fq we choose uniformly random x1 , x2 ∈ Fnq with ⟨x1 , s⟩ = x1
s←
and ⟨x2 , s⟩ = x2 . Likewise, to decode a value y we compute y = ⟨y, s⟩, correctness follows
immediately as above. To show that this construction restricts G to F , we will again take
the extractor perspective. Thus, assume that x1 , x2 ∈ Fnq are distributed uniformly random
and let g : Fnq × Fnq → {0, 1}1.5n log(p) be an arbitrary function.
We need to argue that for any g ∈ G there exist exist a1 , a2 ∈ Fq such that g(x1 , x2 ) can
be simulated given y = a1 ⟨x1 , s⟩ + a2 ⟨x2 , s⟩, but no further information about ⟨x1 , s⟩ and
⟨x2 , s⟩. Our analysis distinguishes two cases.
In the first case, both ⟨x1 , s⟩ and ⟨x2 , s⟩ are statistically close to uniform given g(x1 , x2 ).
In other words, it directly holds that g(x1 , x2 ) contains no information about ⟨x1 , s⟩ and
⟨x2 , s⟩. We can simulate g(x1 , x2 ) by choosing two independent x1′ and x2′ and computing
g(x1′ , x2′ ).
In the second case ⟨x1 , s⟩ and ⟨x2 , s⟩ are (jointly) statistically far from uniform given
g(x1 , x2 ). In this case we will rely on a variant of the XOR Lemma [31] to conclude
that there must exist a1 , a2 ∈ Fq such that a1 x1 + a2 x2 is also far from uniform given
g(x1 , x2 ). Roughly, the XOR Lemma states that if it holds for two (correlated) random
variables z1 , z2 that for all a1 , a2 ∈ Fq (such that one of them is non-zero) that a1 z1 + a2 z2
are statistically close to uniform, then (z1 , z2 ) must be statistically close to uniform in
F2q . Consequently, the existence of such a1 , a2 ∈ Fq in our setting follows directly from
the contrapositive of the XOR Lemma. But this implies that a1 x1 + a2 x2 must have
very low min-entropy given g(x1 , x2 ). Otherwise, the leftover hash lemma would imply
that a1 x1 + a2 x2 = ⟨a1 x1 + a2 x2 , s⟩ is close to uniform given g(x1 , x2 ), in contradiction
to the conclusion above. But this means that a1 x1 + a2 x2 is essentially fully specified
by g(x1 , x2 ). In other words g(x1 , x2 ) carries essentially the entire information about
a1 x1 + a2 x2 . But now recall that the bit size of g(x1 , x2 ) is 1.5n log(q) bits and the bit
size of a1 x1 + a2 x2 is n log(q) bits. Thus, there is essentially not enough room in g(x1 , x2 )
to carry significant further information about x1 or x2 . Again relying on the leftover
hash lemma, we then conclude that given g(x1 , x2 ), ⟨x1 , s⟩ and ⟨x2 , s⟩ are statistically
close to uniform subject to a1 ⟨x1 , s⟩ + a2 ⟨x2 , s⟩ = y.
While this sketch captures the very high level ideas of our proof, the actual proof needs to
overcome some additional technical challenges and relies on a careful partitioning argument.
The proof can be found in Section 7 in the full version [2].

2.3

From AR Codes to Efficient Oblivious Transfer

We display the usefulness of AR codes in cryptography by constructing a new oblivious
transfer (OT) [30, 15] protocol. OT is a protocol between two parties, a sender, who has a
pair of messages (m0 , m1 ), and a receiver who has a bit b, where at the end, the receiver
learns mb , while the sender should learn nothing. OT is a central primitive of study in the
field of secure computation: Any multiparty functionality can be securely computed given a
secure OT protocol [33, 24]. In particular, statistically-sender private (SSP) [27, 3] 2-message
OT has recently received a lot of attention due to its wide array of applications, such as
statistical ZAPs [4, 21] and maliciously circuit-private homomorphic encryption [28]. While
the standard security definitions for OT are simulation-based (via efficient simulators), SSP
OT settles for a weaker indistinguishability-based security notion for the receiver and an
inefficient simulation notion for the sender. On the other hand, SSP OT can be realized in
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just two messages, without a setup and from standard assumptions, a regime in which no
OT protocols with simulation-based security are known1 . In this work, we obtain the first
OT protocol that simultaneously satisfies the following properties:
(1) It is round-optimal (2 messages) and it does not assume a trusted setup.
(2) It satisfies the notion of statistical sender privacy (and computational receiver privacy).
That is, a receiver who may (potentially) choose her first round message maliciously will
be statistically oblivious to at least one of the two messages of the sender.
(3) It achieves optimal rate for information transfer (i.e., it is rate-1).
(4) It makes only black-box use of cryptographic primitives, in the sense that our protocol
does not depend on circuit-level implementations of the underlying primitives.
Prior to our work, we did not know any OT protocol that simultaneously satisfied all of
the above properties from any assumption. The only previous construction was based on
LWE (using expensive fully-homomorphic encryption techniques), which only satisfies the
first three conditions, but not the last one. (See Section 3.) We obtain constructions that
satisfy all the above conditions from DDH/LWE. Optimal-rate OT is an indispensable tool in
relazing various MPC functionalities with sublinear communication [23]. As direct corollaries,
we obtain two-message maliciously secure protocols for keyword search [23] and symmetric
private information retrieval (PIR) protocols [25] with statistical server privacy and with
asymptotically optimal communication complexity from DDH/LWE. Our scheme is the first
that makes only black-box use of cryptography, which we view as an important step towards
the practical applicability of these protocols.

Packed ElGamal
Before delving into the description of our scheme, we recall the vectorized variant of the
ElGamal encryption scheme [16]. Let G be an Abelian group of prime order p and let g
be a generator of G. In the packed ElGamal scheme, a public key pk consists of a vector
$
− Zp . The secret sk is the vector
h = (h1 , . . . , hn ) ∈ Gn where hi = g xi for random xi ←
n
x = (x1 , . . . , xn ) ∈ Zp . To encrypt a m = (m1 , . . . , mn ) ∈ {0, 1}n , we choose a uniformly
$

random r ←
− Zp and set the ciphertext c to
c = (d0 , d) = (g r , hr · g m )
where both exponentiations and group operations of vectors are component-wise. We call d0
the header of the ciphertext and d = (d1 , . . . , dn ) the payload of c, we further call d1 , . . . , dn
the slots. To decrypt a ciphertext c, we compute m = dlogg (d−x
0 · d). If we disregard the
need for efficient decryption, we can encrypt arbitrary Znp vectors rather than just binary
vectors. For such full range plaintexts the rate of packed ElGamal, i.e. the ratio between
plaintext size and ciphertext size comes down to (1 − 1/(n + 1)) log(p)/λ, assuming a group
element can be described using λ bits. If λ ≈ log(p), as is the case for dense groups, the rate
approaches 1, for sufficiently large n. Finally, for a matrix X ∈ {0, 1}n×k , we encrypt X
column-wise, to obtain a ciphertext-matrix C.

1

In fact, it can be shown that any simulator for such a protocol would need to make non-black-box use of
the adversary, as it would immediately imply a two-message zero-knowledge protocol, which was shown
black-box impossible in [20]
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Homomorphism and Ciphertext Compression
Packed ElGamal supports two types of homomorphism. It is linearly homomorphic with
respect to Zp -linear combinations. Namely, if c is an encryption of a vector m ∈ Znp and c′
β
is an encryption of a vector m′ ∈ Znp , then for any α, β ∈ Zp it holds that c′′ = cα · c′ is a
well-formed encryption of αm + βm′ (again, disregarding the need for efficient decryption
for large plaintexts). This routinely generalizes to arbitrary linear combinations, namely we
can define a homomorphic evaluation algorithm Eval1 which takes as input a public key pk,
n
a ciphertext matrix C encrypting a matrix X ∈ Zn×m
, and two vectors a ∈ Zm
p
p and b ∈ Zp
and outputs an encryption of Xa + b. By re-randomizing the resulting ciphertext this can
be made function private, i.e. the output ciphertext leaks nothing beyond Xa + b about a
and b.
The second type of homomorphism supported by packed ElGamal is a limited type of
homomorphism across the slots. Specifically, let c = (d0 , d) be an encryption of a message
m ∈ Znp and let M ∈ Zm×n
be a matrix. Then there is a homomorphic evaluation algorithm
p
Eval2 which takes the public key pk, the ciphertext c and a matrix M ∈ Zm×n
and outputs
p
a ciphertext c′ , such that c′ encrypts the message m′ = Mm under a modified public key
pk′ = g Mx . Furthermore, if the decrypter knows the matrix M, it can derive the modified
secret sk′ = Mx and decrypt c′ to m′ (given that m′ ∈ {0, 1}m ).
Finally, the packed ElGamal scheme supports ciphertext compression for bit encryptions [12]. There is an efficient algorithm Shrink which takes a ciphertext c = (d0 , d) and
produces a compressed ciphertext c̃ = (d0 , K, b), where K is a (short) key and b ∈ {0, 1}n is
a binary vector. Consequently, compressed ciphertexts are of size n + poly bits and therefore
have rate 1 − poly/n, which approaches 1 for a sufficiently large n (independent of the
description size of group elements). Such compressed ciphertexts can then be decrypted
using a special algorithm ShrinkDec, using the same secret key sk. Compressed ciphertexts
generally do not support any further homomorphic operations, so ciphertext compression is
performed after all homomorphic operations.

Semi-Honest Rate-1 OT from Packed ElGamal
The packed ElGamal encryption scheme with ciphertext compression immediately gives rise
to a semi-honestly secure OT protocol with download rate 1. Specifically, the receiver whose
choice-bit is b generates a key-pair pk, sk, encrypts the matrix b · I to a ciphertext matrix
C, and sends ot1 = (pk, C) to the sender. The sender, whose input are two strings m0 and
m1 ∈ {0, 1}n uses Eval1 to homomorphically evaluate the function
f (X) = X(m1 − m0 ) + m0
on the ciphertext C, obtaining a ciphertext c. It then compresses the ciphertext c to
a compressed ciphertext c̃ and sends ot1 = c̃ back to the receiver who can decrypt it
to a value m′ using the ShrinkDec algorithm. By homomorphic correctness it holds that
b · I · (m1 − m0 ) + m0 = mb .
However, note that the sender privacy of this protocol completely breaks down against
malicious receivers. Specifically, a malicious receiver is not bound to encrypting the scalar
matrix b · I, but could instead encrypt an arbitrary matrix A ∈ Zn×n
, thereby learning
p
A(m1 − m0 ) + m0 instead of mb . By e.g. choosing


0 0
A=
0 I
the receiver could learn half of the bits of m0 and half of the bits of m1 , thus breaking sender
privacy.
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Malicious Security via AR Codes
Next we show how to make the above protocol statistically sender private against malicious
receivers using AR codes. The protocol follows the same outline as above, except that the
sender samples a seed R for an AR code and encodes its inputs
x̂1 = Encode(R, m1 − m0 ) and x̂2 = Encode(R, m0 ).
Then it computes a ciphertext c = Eval1 (pk, C, x̂1 , x̂2 ). If the sender were to transmit directly
this ciphertext, the rate of the scheme would degrade (due to the size of the encodings) and
the decryption would not be efficient, since c contains an encoding ŷ ∈ Zm
p . To deal with
this issue, we observe that decoding ŷ to y via y = Rŷ is exactly the type of operation
supported by the homomorphic evaluation Eval2 . Thus, we let the sender further compute
c′ = Eval2 (pk, c, R). By homomorphic correctness of Eval2 , it holds that c′ is an encryption
of Rŷ = y = mb ∈ {0, 1}n under a modified public key pk′ (which depends on R). Since c′
encrypts a binary message, the sender can further use the ciphertext compression algorithm
Shrink to shrink c′ into a rate-1 ciphertext c̃. The sender now sends R and c̃ back to the
receiver, who derives a key from sk and R, and uses it to decrypt c̃ via ShrinkDec.
If we were to do things naively, the protocol would still not achieve rate-1 since we have to
also attach to the OT second message a potentially large matrix R. This can be resolved via
a standard trick: By reusing the same matrix R in several parallel instances of the protocol,
we can amortize the cost of sending the matrix R. Note that R can be reused as we only
need to ensure that the matrix A does not depend on R. Thus, we have achieved a rate-1
protocol.
There is one subtle aspect that we need to address before declaring victory: The security
of AR codes only guarantees that a malicious receiver may learn a(m1 − m0 ) + m0 for some
a ∈ Zp , rather than b(m1 − m0 ) + m0 = mb for b ∈ {0, 1}. To address this last issue, we let
the sender compute x̂1 and x̂2 by
x̂1 = Encode(R, x1 )
x̂2 = Encode(R, x2 ),





m1 − m0 + r 0
m0
and x2 =
and r0 , r1 are uniformly random.
m1 − m0 + r 1
m0 − r 1
Consequently, instead of a(m1 − m0 ) + m0 the ciphertext c now encrypts

where x1 =


f (x1 , x2 ) = a ·

m1 − m0 + r 0
m1 − m0 + r 1




+


m0
,
m0 − r 1

and by the security of the AR code c does not leak more information about x1 and x2 then
f (x1 , x2 ). Now, note that if a = 0, then

f (x1 , x2 ) =


m0
,
m0 − r 1

where we note that r′1 = m0 − r1 is uniformly random. On the other hand, if a = 1, then

f (x1 , x2 ) =


m1 + r 0
,
m1

where we note that r′0 = m1 + r0 is uniformly random. Finally, if a ∈
/ {0, 1}, then
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f (x0 , x1 ) = a ·

m 1 − m 0 + r0
m 1 − m 0 + r1




+

m0
m0 − r1




=

am1 + (1 − a)m0
am1 + (1 − a)m0




+

a · r0
(1 − a) · r1


,

which is uniformly random as the last term is uniformly random. I.e. if a ∈
/ {0, 1} the receiver
will learn nothing about m0 and m1 . Thus, we can conclude that even for a malformed
public key pk and ciphertext C the view of the receiver can be simulated given at most one
mb , and statistical sender privacy follows.

Back to Rate-1
Note that now the ciphertext c is twice as long as before, which again ruins the rate of our
scheme. However, note that in order to get a correct scheme,
  if a = 0 the receiver only needs
z0
to recover the first half z0 of the vector f (x1 , x2 ) =
, whereas if a = 1 she needs the
z1
second part z1 . Our final idea is to facilitate this by additionally using a rate-1 OT protocol
OT′ = (OT′1 , OT′2 , OT′3 ) with semi-honest security (e.g. as given in [12]). We will further
use the fact that the packed ElGamal ciphertext c̃ can be written as (h, c̃0 , c̃1 ), where h is
the ciphertext header, c̃0 is a rate-1 ciphertext encrypting z0 and c̃1 is a rate-1 ciphertext
encrypts z1 (both with respect to the header h).
We modify the above protocol such that the receiver additionally includes a first message
ot′1 computed using his choice bit b. Instead of sending both c̃0 and c̃1 to the receiver (which
would ruin the rate), we compute the sender message ot′2 for OT′ as ot′2 ← OT2 (ot′1 , c̃0 , c̃1 )
and send (h, ot′2 ) to the receiver. The receiver can now recover c̃b from ot′2 and decrypt the
ciphertext (h, c̃b ) as above. Note that now the communication rate from sender to receiver is
1. Note that we do not require any form of sender security from the rate-1 OT. Finally, note
that as discussed above the the protocol can be made overall rate-1 by amortizing for the
size of the receiver’s message (i.e. repeating the protocol in parallel for the same receiver
message but independent blocks of the sender message).

Certified vs Uncertified Groups
We conclude this overview by discussing two variants of groups where we can implement the
OT as specified above. In certified groups, we can assume that G in fact implements a group
of prime order p, even if maliciously chosen. In these settings, our simpler variant of AR
codes suffices, since we are warranted that a malicious receiver can only obtain information
of the form Ax̂1 + x̂2 (for an arbitrarily chosen matrix A). In non-certified groups, the
linearity of the group is no longer checkable by just looking at its description G. Here we can
only appeal to the fact that have a bound on the size of the output learned by the receiver,
enforced by the fact that our OT achieves rate-1: The second OT message is too short to
encode both x̂1 and x̂2 . In these settings, we need the full power of bounded-output AR
codes, in order to show the statistical privacy of the above protocol.

3

Related Work

A recent line of works [12] proposed a new approach to constructing semi-honest OT with
a rate approaching 1. This framework can be instantiated from a wide range of standard
assumptions, such as the DDH, QR and LWE problems. The core idea of this approach is to
construct OT from a special type of packed linearly homomorphic encryption scheme which
allows compressing ciphertexts after homomorphic evaluation. Pre-evaluation ciphertexts in
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such packed encryption schemes typically need to encrypt a structured plaintext containing
redundant information to guarantee correctness of homomorphic evaluation. In the context
of statistical sender privacy, this presents an issue as a malicious receiver may deviate from
the structure required by the protocol to (potentially) learn correlated information about m0
and m1 .
Regarding the construction of SSP OT, all current schemes roughly follow one of three
approaches sketched below.

The Two Keys Approach [27, 3, 22, 6]
In this construction blueprint, the receiver message ot1 specifies two (correlated) public
keys pk0 and pk′1 under potentially different public key encryption schemes. The sender’s
message ot2 now consists of two ciphertexts c0 = Enc(pk0 , m0 ) and c1 = Enc′ (pk′1 , m1 ).
Statistical sender privacy is established by choosing the correlation between the keys pk0
and pk′1 in such a way that one of these keys must be lossy, and that this is either directly
enforced by the underlying structure or checkable by the sender. Here, lossiness means that
either c0 or c1 loses information about their respective encrypted message. In group-based
constructions following this paradigm [27, 3, 22], the sender must trust that the structure
on which the encryption schemes are defined actually implements a group in order to be
convinced that either pk0 or pk′1 is lossy. We say that the group G must be a certified group.
This is problematic if the group G is chosen by the receiver, as the group G could e.g. have
non-trivial subgroups which prevent lossiness.
Furthermore, note that since the sender’s message ot2 contains two ciphertexts, each
of which should, from the sender’s perspective be potentially decryptable, this approach is
inherently limited to rates below 1/2.

The Compactness Approach [5]
The second approach to construct SSP OT is based on high rate OT. Specifically, assume we
are starting with any two round OT protocol with a (download) rate greater than 1/2, say for
the sake of simplicity with rate close to 1. This means that the sender’s message ot2 is shorter
than the concatenation of m0 and m1 . But this means that, from an information theoretic
perspective ot2 must lose information about either m0 or m1 . This lossiness can now be used
to bootstrap statistical sender privacy as follows. The sender chooses two random messages
r0 and r1 and uses them as his input to the OT. Moreover, he uses a randomness extractor
to derive a key k0 from r0 and k1 from r1 respectively. Now the sender provides two one-time
pad encrypted ciphertexts c0 = k0 ⊕ m0 and c1 = k1 ⊕ m1 to the receiver. A receiver with
choice bit b can then recover rb from the OT, derive the key kb via the randomness extractor
and obtain mb by decrypting cb .
To argue statistical sender privacy using this approach, we need to ensure that one of
the keys k0 or k1 is uniformly random from a malicious receivers perspective. Roughly
speaking, due to the discussion above the second OT message ot2 needs to lose either half
of the information in r0 or r1 . Thus, in the worst case, the receiver could learn half of the
information in each r0 and r1 from ot2 . Consequently, we need a randomness extractor which
produces a uniformly random output as long as its input has n/2 bits of min-entropy. Thus,
we can prove statistical sender privacy for messages of length smaller than n/2.
But in terms of communication efficiency, this means that we used a high rate n-bit string
OT to implement a string OT of length ≤ n/2, which means that the rate of the SSP OT
we’ve constructed is less than 1/2. This is true without even taking into account the addition

ITCS 2022

2:12

Algebraic Restriction Codes and Their Applications

communication cost required to transmit the ciphertexts c0 and c1 . Thus, this approach
effectively trades high rate for statistical sender privacy at the expense of falling back to a
lower rate. We conclude that this approach is also fundamentally stuck at rate 1/2.

The Non Black-Box Approach [7, 18]
While the above discussion seems to imply that there might be an inherent barrier in
achieving SSP OT with rate > 1/2, there is in fact a way to convert any SSP OT protocol
into a rate-1 SSP OT protocol using sufficiently powerful tools. Specifically, using a rate-1
fully-homomorphic encryption (FHE) scheme [7, 18], the receiver can delegate the decryption
of ot2 to the sender. In more detail, assume that OT3 (st, ot2 ) is the decryption operation
which is performed by the receiver at the end of the SSP OT protocol. By providing an FHE
encryption F HE.Enc(st) of the OT receiver state st along with the first message ot1 , the
receiver enables the sender to perform OT3 (st, ot2 ) homomorphically, resulting in an FHE
encryption c of the receivers output mb . Now the receiver merely has to decrypt c to recover
mb . In terms of rate, note that the OT sender message now merely consists of c, which is
rate-1 as the FHE scheme is rate-1. Further note that this transformation does not harm
SSP security, as from the sender’s view the critical part of the protocol is over once ot2 has
been computed. I.e. for the sender performing the homomorphic decryption is merely a
post-processing operation. On the downside, this transformation uses quite heavy tools. In
particular, this transformation needs to make non black-box use of the underlying SSP OT
protocol by performing the OT3 operation homomorphically.
In summary, to the best of our knowledge, all previous approaches to construct SSP OT
are either fundamentally stuck at rate 1/2 or make non black-box usage of the underlying
cryptographic machinery, making it prohibitively expensive to run such a protocol in practice.
Finally, we mention that if one wishes to settle on a computational instead of statistical
privacy for the sender, it is possible to build rate-1 OT using existing techniques by relying
on super-polynomial hardness assumptions. The idea is that the parties will first engage
in a (low-rate) OT protocol OT1 , so that the receiver will learn one of the two random
PRG seeds (s0 , s1 ) sampled by the sender. In parallel, the sender prepares two ciphertexts
(ct0 := PRG(s0 ) ⊕ m0 , ct1 := PRG(s1 ) ⊕ m1 ) for his two input messages (m0 , m1 ), and
communicates one of them to the receiver using a semi-honest rate-1 OT protocol. Even
given both (ct0 , ct1 ) the receiver cannot recover both m0 and m1 , because OT1 will guarantee
at least one of the seeds remains computationally hidden to the receiver. The above protocol
is rate-1 because the added communication of obliviously transferring (s0 , s1 ) is independent
of the size of m0 . The main drawback of this above protocol is that, since we do not rely
on a trusted setup, we cannot extract the choice bit in polynomial time from the receiver,
and hence we will have to rely on complexity leveraging to establish sender security. In
particular, the best we can guarantee is that a malicious computationally-bounded receiver
cannot compute both messages of the sender. This notion will fall short in replacing rate-1
SSP OT in the aforementioned applications.
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Abstract

In a Merlin-Arthur proof system, the proof verifier (Arthur) accepts valid proofs (from Merlin) with
probability 1, and rejects invalid proofs with probability arbitrarily close to 1. The running time of
such a system is defined to be the length of Merlin’s proof plus the running time of Arthur. We
provide new Merlin-Arthur proof systems for some key problems in fine-grained complexity. In
several cases our proof systems have optimal running time. Our main results include:
Certifying that a list of n integers has no 3-SUM solution can be done in Merlin-Arthur time
Õ(n). Previously, Carmosino et al. [ITCS 2016] showed that the problem has a nondeterministic
algorithm running in Õ(n1.5 ) time (that is, there is a proof system with proofs of length Õ(n1.5 )
and a deterministic verifier running in Õ(n1.5 ) time).
Counting the number of k-cliques with total edge weight equal to zero in an n-node graph can
be done in Merlin-Arthur time Õ(n⌈k/2⌉ ) (where k ≥ 3). For odd k, this bound can be further
improved for sparse graphs: for example, counting the number of zero-weight triangles in an
m-edge graph can be done in Merlin-Arthur time Õ(m). Previous Merlin-Arthur protocols by
Williams [CCC’16] and Björklund and Kaski [PODC’16] could only count k-cliques in unweighted
graphs, and had worse running times for small k.
Computing the All-Pairs Shortest Distances matrix for an n-node graph can be done in MerlinArthur time Õ(n2 ). Note this is optimal, as the matrix can have Ω(n2 ) nonzero entries in
general. Previously, Carmosino et al. [ITCS 2016] showed that this problem has an Õ(n2.94 )
nondeterministic time algorithm.
Certifying that an n-variable k-CNF is unsatisfiable can be done in Merlin-Arthur time
2n/2−n/O(k) . We also observe an algebrization barrier for the previous 2n/2 · poly(n)-time
Merlin-Arthur protocol of R. Williams [CCC’16] for #SAT: in particular, his protocol algebrizes,
and we observe there is no algebrizing protocol for k-UNSAT running in 2n/2 /nω(1) time.
Therefore we have to exploit non-algebrizing properties to obtain our new protocol.
Certifying a Quantified Boolean Formula is true can be done in Merlin-Arthur time 24n/5 ·poly(n).
Previously, the only nontrivial result known along these lines was an Arthur-Merlin-Arthur
protocol (where Merlin’s proof depends on some of Arthur’s coins) running in 22n/3 · poly(n)
time.
Due to the centrality of these problems in fine-grained complexity, our results have consequences for
many other problems of interest. For example, our work implies that certifying there is no Subset
Sum solution to n integers can be done in Merlin-Arthur time 2n/3 · poly(n), improving on the
previous best protocol by Nederlof [IPL 2017] which took 20.49991n · poly(n) time.
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1

Introduction

Fine-grained complexity has identified core problems that act as bottlenecks to obtaining
faster algorithms for various tasks in computer science. Perhaps the most prominent problems
among these are Satisfiability (SAT), Orthogonal Vectors (OV), 3-SUM, and All-Pairs Shortest
Paths (APSP). The hypotheses that the known algorithms for these problems are essentially
optimal have led to far-reaching consequences for the exact complexity of many problems of
interest (see for example the survey by Vassilevska Williams [48]). There is now a vast web
of “fine-grained” reductions among computational tasks, which has led to large equivalence
classes of problems [44, 50, 40, 4, 9, 25, 20], many of which a priori look unrelated. For each
of these equivalence classes, solving one problem in the class faster means that all problems
in that class have more efficient algorithms.
Recently there has been growing interest in obtaining efficient Merlin-Arthur (MA) proof
systems for problems studied in fine-grained complexity. Recall that in a Merlin-Arthur
proof system, the probabilistic verifier (Arthur) always accepts valid proofs (from the prover
Merlin), and rejects invalid proofs with probability arbitrarily close to 1. Williams [54]
shows (among other results) that the OV problem1 for sets of n vectors with dimension d
can be solved by a Merlin-Arthur protocol in near-optimal Õ(nd) time,2 achieving a nearly
quadratic speedup compared to the fastest known algorithms for OV [5, 19]. One consequence
of this result is the refutation of the Merlin-Arthur Strong Exponential-Time Hypothesis,
which could be viewed as evidence against the Nondeterministic Strong Exponential-Time
Hypothesis (NSETH) proposed by Carmosino et al. [16].3
The main technical component in Williams’ work is a “batch evaluation” protocol for
low-degree arithmetic circuits, with which Merlin can quickly convince Arthur of the outputs
of a circuit C on a set of points a1 , . . . , aK , faster than evaluating C independently on
each point ai . This protocol can be used to obtain efficient Merlin-Arthur protocols for
various other problems, such as #SAT, counting dominating pairs of vectors, and counting
Hamiltonian cycles [54]. Building on Williams’ batch-evaluation protocol and employing
additional algebraic techniques, Björklund and Kaski [12] obtained improved Merlin-Arthur
protocols4 for more problems, such as #k-Clique, Graph Coloring, and Set Cover. For many of

1

2
3

4

The OV problem is the following: Let d = ω(log n); given two sets A, B ⊆ {0, 1}d with |A| = |B| = n,
Pd
determine whether there exist a ∈ A and b ∈ B so that
a · bi = 0.
i=1 i
We use Õ(f (n)) to hide polylog(f (n)) factors.
Informally, NSETH says that unsatisfiable CNFs on n variables require proofs of length at least 2n−εn
for all ε > 0. More formally, NSETH states that for every ε > 0 there exists k such that unsatisfiability
of k-CNF formulas cannot be decided in nondeterministic 2(1−ε)n time.
Björklund and Kaski [12] actually work in a more restricted setting they call “Camelot algorithms,”
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these problems, the obtained Merlin-Arthur protocols achieve quadratic speedup compared
to the fastest known algorithms. Variants of these protocols have been used as Proofs of
Work based on fine-grained hardness assumptions [11], which have led to further work in
fine-grained cryptography and average-case fine-grained complexity [10, 26, 14, 38, 22, 28].
Efficient batch verification using interactive protocols with a constant (but greater than two)
number of rounds has also been developed for problems with polynomial-time verifiable,
unique witnesses [45] and problems which can be solved by algorithms with small space
complexity [46]. A different line of work in the stream verification setting has developed
sublinear space protocols for various graph problems [17, 18].
Given the interest in fine-grained complexity and proof systems, a natural question is to
understand the Merlin-Arthur time complexity of core problems in fine-grained complexity.
How efficiently can solutions to these problems be verified, with a randomized verifier? As
seen above, such questions may have cryptographic applications, and in general they may give
insight into the structure of these problems. Williams [54] already showed that OV admits
near-optimal Merlin-Arthur protocols. In this work, we present improved Merlin-Arthur
protocols for 3-SUM, APSP, and many more core computational tasks. For several of these
problems our protocols yield optimal running times (up to polylogarithmic factors) for the
verifier.

1.1

Our Results

In this section, we describe our new results and compare them with previous work.
Faster Protocols for k-SUM and Related Problems. In the k-SUM problem, we are given
n integers from [−nc , nc ] for some constant c (only depending on k), and wish to determine
if some k of them sum to zero. The unparameterized version of this problem is the Subset
Sum problem, in which we are given n positive integers less than or equal to 2cn , for some
constant c, and a target integer t, and must decide if some subset of the input integers sums
to t.
Our first result is a Merlin-Arthur protocol for certifying there is no k-SUM solution,
which is significantly more efficient than the best known nondeterministic algorithm [16] for
the same task, which runs in Õ(nk/2 ) time.5
▶ Theorem 1. For any fixed integer k ≥ 3, certifying that a list of n integers has no k-SUM
solution can be done in Merlin-Arthur time Õ(nk/3 ).
In particular, our protocol for 3-SUM runs in near-optimal Õ(n) time. As an immediate
corollary, we obtain a faster Merlin-Arthur protocol for certifying a Subset Sum instance has
no solution.
▶ Corollary 2. Certifying that a list of n integers has no Subset Sum solution can be done in
2n/3 · poly(n) Merlin-Arthur time.

5

where Merlin’s proof can be prepared efficiently by a parallel algorithm.
Carmosino et al. [16] gave a co-nondeterministic algorithm for 3-SUM running in Õ(n3/2 ) time. It is
straightforward to extend their algorithm to nondeterministically certify an instance of k-SUM has no
solution in Õ(nk/2 ) time for all k ≥ 3.
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The previous best Merlin-Arthur protocol for Subset Sum was presented by Nederlof in [41]
and takes 20.49991n · poly(n) time.6 Note that Subset Sum can be solved deterministically in
O(2n/2 ) time [30].
In the MinPlus Convolution problem, we are given two integer arrays
a = (a0 , a1 , . . . , an−1 )

and

b = (b0 , b1 , . . . , bn−1 ),

and want to compute the array c whose entries are defined by taking
ck = min {ai + bj }
i+j=k

(for 0 ≤ k ≤ 2n − 2).

√
The best known algorithm for MinPlus Convolution takes n2 /2Ω( log n) time [53, 15, 19]. It is
known that MinPlus Convolution has a fine-grained reduction to 3-SUM [51, 44, 21]. We observe
that these reductions combined with Theorem 1 imply a near-linear time Merlin-Arthur
protocol for MinPlus Convolution.
▶ Corollary 3. MinPlus Convolution can be solved in Merlin-Arthur time Õ(n).
The All-Numbers k-SUM problem is a seemingly harder version of k-SUM, where we want
to decide for every input integer whether or not it belongs to a set of k inputs that sum
to zero. It is known that All-Numbers k-SUM and k-SUM are fine-grained equivalent [50,
Theorem 8.1] in the sense that one of the problems can be solved in O(n⌈k/2⌉−ε ) time for
some ε > 0 if and only if the other problem can also be solved in that running time, but
with possibly a different ε. We observe that our k-SUM protocol can be extended to solve
All-Numbers k-SUM in the same running time.
▶ Corollary 4. For any fixed integer k ≥ 3, the All-Numbers k-SUM problem can be solved in
Merlin-Arthur time Õ(nk/3 ).
Counting zero-weight cliques. In the #Zero-Weight k-Clique problem, we are given a simple
undirected graph G on n vertices and m edges with integer edge weights from [−nc , nc ] for
a positive constant c, and are tasked with counting the number of k-cliques in G whose
edge weights sum to zero. The easier #k-Clique problem is equivalent to the special case of
#Zero-Weight k-Clique where all edge weights in the input graph are zero.
These two problems have been extensively studied in fine-grained complexity. The trivial
brute-force algorithm for both problems runs in O(nk ) time. The #k-Clique problem can be
solved faster using fast matrix multiplication [33, 43]. For the detection versions of these
problems, it has been conjectured that Zero-Weight k-Clique cannot be solved faster than
nk−ε , and that k-Clique cannot be solved faster than nkω/3−ε (where 2 ≤ ω < 2.373 denotes
the matrix multiplication exponent [47, 39, 7]), for any constant ε > 0 [2, 40]. Some recent
works employ even stronger conjectures about the hardness of k-Clique for integers k not
divisible by 3 [3]. For k = 3, the Zero-Weight k-Clique problem is simply the Zero-Weight
Triangle problem, and it is known that any truly subcubic algorithm for this problem would
refute both the APSP conjecture and the 3-SUM conjecture [51, 50].
It is known that #k-Clique can be solved faster using Merlin-Arthur protocols. Williams
[54] showed that #k-Clique can be solved in Merlin-Arthur time Õ(n⌊k/2⌋+2 ). This was
later improved by Björklund and Kaski’s [12] protocol which solves #k-Clique (for integers k
divisible by 6) in Merlin-Arthur time Õ(nkω/6 ), achieving a quadratic speedup compared to
the best known algorithm in Õ(nkω/3 ) time [33, 43].

6

In the arXiv version of [41], it was claimed that combining [54] and [8] would yield a Merlin-Arthur
protocol in 20.3113n · poly(n) time. The author later confirmed that this claim had a bug [42].
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We present an improved Merlin-Arthur protocol for the harder #Zero-Weight k-Clique
problem.
▶ Theorem 5. For any fixed integer k ≥ 3, #Zero-Weight k-Clique on a graph with n nodes
and m edges can be solved by a Merlin-Arthur protocol with proof length Õ(n⌊k/2⌋ ) and
⌊(k+1)/4⌋

verification time Õ n⌈k/2⌉ · m/n2
+ n⌊k/2⌋ .
For even integers k ≥ 4 the protocol has proof length and verification time Õ(nk/2 ), and for
odd k ≥ 3 the protocol has proof length Õ(n(k−1)/2 ) and verification time
Õ(n(k+1)/2 · m/n2

⌊(k+1)/4⌋


+ n(k−1)/2 ≤ Õ(m⌈k/4⌉ + n(k−1)/2 ).

Two notable cases are k = 3 and k = 4, for which Theorem 5 shows that #Zero-Weight
4-Clique can be solved in Merlin-Arthur time Õ(n2 ) which is near-optimal for dense graphs,
and #Zero-Weight Triangle can be solved with proof length Õ(n) and verification time Õ(m),
which is near-optimal for graphs of any sparsity. Applying known reductions [50] immediately
implies quadratic time Merlin-Arthur protocols for the following problems, which we define
later in Section 4.
▶ Corollary 6. MinPlus Product, APSP, and #Negative Triangle can be solved in Merlin-Arthur
time Õ(n2 ).
Unsatisfiability of k-CNFs. We give a Merlin-Arthur protocol for certifying the unsatisfiability of a k-CNF (i.e., solving the k-UNSAT problem), which runs faster than the previously
known 2n/2 · poly(n)-time protocol.
▶ Theorem 7. There is a universal constant δ > 0 such that for all sufficiently large integers
k > 0, we can verify any unsatisfiable n-variable m-clause k-CNF with a Merlin-Arthur
protocol running in 2n(1/2−δ/k) · poly(n, m) time.
Previously, Williams [54] had shown it is possible to count the number of satisfying
assignments to CNFs on n variables and m clauses with a Merlin-Arthur protocol in 2n/2 ·
poly(n, m) time. We find Theorem 7 intriguing, not just because it runs more efficiently, but
also because the result provably must not algebrize (in the sense of [1, 31]). In particular, we
observe that
Williams’ Merlin-Arthur protocol for #SAT algebrizes, and
there is no algebrizing protocol for k-UNSAT running in 2n/2 /nω(1) time.
More formally, we have the following two theorems:
▶ Proposition 8 (Williams’ Protocol Algebrizes). For every oracle A, #CNF-SATA on formulas
with n variables and size poly(n) can be computed in Merlin-Arthur time 2n/2 · poly(n) with
oracle access to the multilinear extension of A over any field of characteristic greater than 2n
(and order at most 2poly(n) ).
▶ Proposition 9 (Follows from [1]). There is an oracle A such that there is no Merlin-Arthur
protocol running in 2n/2 /nω(1) time for 1-UNSATA , even for protocols with oracle access to
the multilinear extension of A (over any field of order 2poly(n) ).
Both Proposition 8 and Proposition 9 are proved in the full version of this paper. Therefore
the properties exploited in the protocol of Theorem 7 (which applies an earlier reduction
of [32] from fine-grained complexity) are provably non-algebrizing. We are hopeful that
further study of such results may lead to new progress in lower bounds via algorithms.
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Quantified Boolean Formulas.
(QBF), is a formula

A Quantified Boolean Formula in prenex normal form

(Q1 x1 ) · · · (Qn xn ) F (x1 , . . . , xn ),
consisting of a propositional formula F of size m over n variables, preceded by quantifiers
Qi ∈ {∃, ∀}. Deciding whether a given QBF is true is a canonical PSPACE-complete problem.
Williams [54] gave a 3-round interactive protocol (i.e., an AMA protocol) for true QBFs
that runs in 22n/3 ·poly(n, m) time. The same work [54] raised the question of whether there is
a Merlin-Arthur (two-round) protocol for deciding true QBFs which runs in 2(1−ε)n ·poly(n, m)
time for some constant ε > 0. We resolve this open problem in the affirmative:
▶ Theorem 10. True Quantified Boolean Formulas (TQBF) with n variables and size m ≤ 2n
can be certified by a Merlin-Arthur protocol running in 24n/5 · poly(n, m) time.

1.2

Organization

In Section 2 we provide definitions and some useful known results. In Section 3 we present
Merlin-Arthur protocols for the k-SUM problem and several related problems. In Section 4
we present a Merlin-Arthur protocol for counting zero-weight k-cliques, and show that it
implies near-optimal protocols for many related fine-grained problems such as APSP. In
Section 5 we present a Merlin-Arthur protocol for certifying unsatisfiability of k-CNFs. In
Section 6 we present a Merlin-Arthur protocol for the True Quantified Boolean Formulas
problem. Finally we conclude with some open questions in Section 7.

2

Preliminaries

We assume basic familiarity with computational complexity and algorithms. The following
notions will be particularly important for this paper.
Merlin-Arthur Protocols. We say that a function f : {0, 1}⋆ → {0, 1} has a Merlin-Arthur
protocol (or proof system) running in T (n) time with proofs of length P (n) if there is a
probabilistic algorithm V such that for all binary strings x with |x| = n:
If f (x) = 1, then there is a y ∈ {0, 1}P (n) such that V (x, y) accepts in T (n) time, with
probability 1.
If f (x) = 0, then for every y ∈ {0, 1}P (n) , V (x, y) rejects in T (n) time, with probability
at least 2/3.
Concretely, we assume Arthur’s verification algorithm V runs in the word-RAM model
with words of length log(n). We only consider protocols where the proof length P (n) is
bounded above by the verification time T (n). We often refer to T (n) as the Merlin-Arthur
time of the protocol. If we say a problem can be “solved in Merlin-Arthur time T (n),” we
mean it has a Merlin-Arthur protocol running in time T (n).
Williams’ Multipoint Evaluation Protocol. We will use Williams’ protocol [54] for the
Multipoint Circuit Evaluation problem, defined as follows.
▶ Definition 11 ([54, Definition 1.1]). The Multipoint Circuit Evaluation problem: given an
arithmetic circuit C on n variables over a finite field F, and a list a1 , . . . , aK ∈ Fn , output
(C(a1 ), . . . , C(aK )) ∈ FK .
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▶ Theorem 12 (Williams [54, Theorem 3.1]). For every prime power q and ε > 0, Multipoint
Circuit Evaluation for K points in (Fq )n on an arithmetic circuit C of n inputs, s gates, and
degree d has an MA-proof system where:
Merlin sends a proof of O(Kd · log(Kqd/ε)) bits, and,
Arthur tosses at most log(Kqd/ε) coins, outputs (C(a1 ), . . . , C(aK )) incorrectly with
probability at most ε, and runs in time (K · max{d, n} + s · poly(log s)) · poly(log(Kqd/ε)).
Fast Polynomial Evaluation and Interpolation. We need the following classical results on
algebraic algorithms. We write [n] = {1, 2, . . . , n} to denote the set of the first n positive
integers.
▶ Theorem 13 (Fast Multipoint Evaluation [23], multivariate version). Let k be a fixed positive
integer. Given a k-variate polynomial p(x1 , x2 , . . . , xk ) ∈ F[X1 , . . . , Xk ] with each variable
having individual degree less than n, presented as at most nk coefficients, and given kn
points αj,i ∈ F (1 ≤ j ≤ k, 1 ≤ i ≤ n), we can compute p(α1,i1 , α2,i2 , . . . , αk,ik ) for all
(i1 , . . . , ik ) ∈ [n]k in Õ(nk ) additions and multiplications in F.
▶ Theorem 14 (Fast Interpolation [29], multivariate version). Let k be a fixed positive integer. Given kn points αj,i ∈ F (1 ≤ j ≤ k, 1 ≤ i ≤ n), together with the values of
p(α1,i1 , α2,i2 , . . . , αk,ik ) ∈ F for all (i1 , . . . , ik ) ∈ [n]k , we can output the coefficients of the
unique such polynomial p ∈ F[X1 , . . . , Xk ] in which every variable has individual degree less
than n, in Õ(nk ) additions and multiplications in F.
The original references for these two theorems only proved the univariate case (k = 1), but
one can easily prove the multivariate versions above by applying the univariate algorithms
to each variable one by one. Here we provide a sketch of the reduction from multivariate
interpolation to univariate interpolation.
The original univariate versions of these theorems were also used in Williams’ protocol
[54].
Proof Sketch of Theorem 14. We will show how the univariate version [29] of the interpolation algorithm easily implies the k-variate case.
We prove the result by induction on k. Recall that the n points on the xk coordinate are
αk,1 , αk,2 , . . . , αk,n . Consider the (k − 1)-variate polynomials
qj (x1 , . . . , xk−1 ) := p(x1 , . . . , xk−1 , αk,j )
for all 1 ≤ j ≤ n, obtained from substituting xk = αk,j into the original k-variate polynomial p.
Since for each 1 ≤ j ≤ n we know the values of qj (α1,i1 , . . . , αk−1,ik−1 ) on all (i1 , . . . , ik−1 ) ∈
[n]k−1 ), by the induction hypothesis we know that the {qj }j∈[n] are uniquely determined and
can be computed by running the (k−1)-variate interpolation algorithm in Õ(n·nk−1 ) = Õ(nk )
total time. Finally, for each tuple
(d1 , . . . , dk−1 ) ∈ {0, 1, . . . , n − 1}k−1
d

k−1
of degrees, the coefficients of the monomials xd11 · · · xk−1
in the polynomials {qj }j∈[n] taken

d

k−1 d
together uniquely determine the coefficients of xd11 · · · xk−1
xk in the polynomial p for all
0 ≤ d ≤ n − 1. These coefficients can again be recovered by the univariate interpolation
algorithm, taking in Õ(n) time for each tuple.
◀
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3

An Improved Merlin-Arthur Protocol for k-SUM

Let k be a positive integer. In the k-SUM problem, we are given n integers a1 , . . . , an with
magnitude at most nc for some constant c, and are tasked with determining if there exist
indices i1 , . . . , ik (not necessarily distinct) such that
ai1 + · · · + aik = 0.
We call a list of indices i1 , . . . , ik satisfying the above equation a k-SUM solution. We remark
that another popular version of k-SUM from the literature, which we call k-SUM-Distinct,
additionally requires the indices i1 , . . . , ik in the solution to be distinct. Here, for convenience
and consistency with the definition used in [16], we focus on the k-SUM problem, and later
in Section 3.1 note how k-SUM-Distinct can be easily reduced to k-SUM.
In the Merlin-Arthur setting, it is trivial to verify a k-SUM solution exists since Merlin
can just send Arthur a solution. Certifying that no k-SUM solutions exist is much more
challenging. Our protocol for this problem is based on the following protocol for quickly
computing a coefficient in a product of polynomials.
▶ Lemma 15. Let F1 (x), . . . , Fk (x) be univariate polynomials over Fq each of degree at most
d, for some prime q. Let M be the total number of nonzero coefficients appearing among these
polynomials. Then given any integer t and error rate δ ∈ (0, 1), there is a Merlin-Arthur
protocol for determining the coefficient of xt in the product
P (x) =

k
Y

Fi (x)

i=1

 √



√
with proof size Õ (k d)(log q) and runtime Õ (M + k d)(log q)(log(1/δ)) .
Proof. We may assume that 0 ≤ t ≤ kd, since otherwise the coefficient of xt in P is zero.
Let
P (x) =

kd
X

pℓ x ℓ

ℓ=0

be the product
√ of all the Fi polynomials.
Set m = ⌊ d⌋. The protocol works as follows.
1. For each nonnegative integer ℓ ≤ kd with ℓ ≡ t (mod m), Merlin sends Arthur some
cℓ ∈ Fq . Each such cℓ term is Merlin’s claim for the value of the corresponding coefficient
pℓ in P (x).
2. Arthur takes an integer h such that q h ≥ kd/δ and then samples w ∈ Fqh uniformly
at random. To construct the field Fqh , Arthur just needs a polynomial of degree h
irreducible over Fq . As noted in [54], we can do this efficiently by having Merlin send such
a polynomial, and then having Arthur verify the polynomial is irreducible in asymptotically
h1+o(1) (log q)2+o(1) = ((log(kd) + log(1/δ)) (log q))

1+o(1)

time using known irreducibility tests [35, Section 8.2].
For the rest of this protocol, Arthur performs all computations over Fqh .
For each polynomial
Fi (x) =

d
X
ℓ=0

fi,ℓ xℓ
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of degree at most d, we say its reduced form is the polynomial
!
m−1
X
X
ℓ
Gi (x) =
w fi,ℓ xb ,
b=0

(1)

ℓ≡b mod m

formed by reducing the polynomial Fi (wx) modulo xm − 1.
Arthur first constructs the reduced forms Gi of Fi for each 1 ≤ i ≤ k, in Õ(M ) time.
Then, using fast polynomial multiplication, Arthur computes the product
k
Y

R(x) =

k(m−1)

Gi (x) =

i=1

X

rℓ x ℓ

ℓ=0

in Õ(km) time. By adding the coefficients of this polynomial and appealing to the
definition of the reduced polynomials in Equation (1), Arthur can compute the quantity
X

X

rℓ =

ℓ≡t mod m

b1 +···+bk ≡t mod m
ℓi ≡bi mod m ∀i ∈ [k]

wℓ1 +···+ℓk

k
Y
i=1

fi,ℓi =

X
ℓ≡t mod m
ℓ1 +···+ℓk =ℓ

wℓ

k
Y
i=1

fi,ℓi =

X

pℓ w ℓ .

ℓ≡t mod m

(2)

In the second summation above, we are summing over a subset of k-tuples (ℓ1 , . . . , ℓk )
with the property that 0 ≤ ℓi ≤ d for each i. We define bi to be the residue of ℓi modulo
m for each i, and only consider those k-tuples in the sum if the sum of their residues
modulo m is congruent to t modulo m. In the transition from the second to the third
summation above, we note that this is equivalent to summing over all k-tuples (ℓ1 , . . . , ℓk )
such that 0 ≤ ℓi ≤ d for each i and the sum of the ℓi is congruent to some integer t
modulo m.
After computing the sum from Equation (2), Arthur also computes
X
cℓ w ℓ
(3)
ℓ≡t mod m

in Õ(M ) time using the values Merlin sent. If this sum and the value of the sum from
Equation (2) agree over Fqh , then Arthur accepts and returns ct as the coefficient of xt
in P (x). If the sums disagree, then Arthur rejects the proof.
In the above protocol, if Merlin sends integers with cℓ = pℓ for all ℓ ≤ kd with ℓ ≡ t
(mod m), then the values from Equation (2) and Equation (3) will agree. If this happens,
Arthur will accept and correctly determine pt as the value of the desired coefficient.
The only way for Arthur to accept an incorrect value for the coefficient is if qt ̸= pt . In
this case,
X
Q(x) =
pℓ x ℓ
ℓ≡t mod m

and
C(x) =

X

c ℓ xℓ

ℓ≡t mod m

are distinct polynomials over Fq of degree at most kd. This means they agree on at most kd
points. So, for uniform random w ∈ Fqh , we have Q(w) ̸= C(w) with probability at least
1−

kd
≥1−δ
qh

by our choice of h. Thus with probability at least 1 − δ, Arthur rejects an incorrect proof.

◀
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▶ Remark 16. Recall that in the Subset Sum problem, we are given input integers a1 , . . . , an ,
and must decide if some collection of the inputs sums to a given target integer t. Although
framed somewhat differently, Nederlof’s Merlin-Arthur protocol for Subset Sum from [41]
employs a similar tactic, and can be recovered by applying Lemma 15 to check if the coefficient
of xt in the product
(1 + xa1 )(1 + xa2 ) · · · (1 + xan )
is nonzero or not.
▶ Reminder of Theorem 1. For any fixed integer k ≥ 3, certifying that a list of n integers
has no k-SUM solution can be done in Merlin-Arthur time Õ(nk/3 ).
Before proving Theorem 1, we first informally describe the three primary ideas underlying
our Merlin-Arthur protocol.
First, solving k-SUM corresponds to checking the coefficient of some product of polynomials, where the degree of the polynomials is related to the magnitude maxi |ai | of the input
integers. This is hard in general since these magnitudes could be large polynomials in n, but
could be made more efficient if there was a simple way to reduce the sizes of the inputs.
The second idea comes from the conondeterministic algorithm of [16, Lemma 5.8] for
k-SUM: we have Merlin send a small prime p such that “few” sums of the k input integers
vanish modulo p. Given p, Arthur can easily count the number of these sums (intuitively,
because Arthur can replace each ai with its residue modulo p to reduce the size of the input
integers). If Merlin then sends all the k-tuples of inputs that sum to zero modulo p, Arthur
can check that the number of tuples sent matches the count computed, and then scan through
the list to verify that none of the given sums equal zero over the integers.
The third and final idea is to employ the protocol for fast polynomial multiplication from
Lemma 15.
We now describe the protocol.
Proof of Theorem 1. Suppose we are given a k-SUM instance on n integers a1 , . . . , an ∈
[−nc , nc ] for some constant c > 0. Merlin first sends a prime p = Θ̃(n2k/3 ). Let
S = {(i1 , . . . , ik ) | ai1 + · · · + aik ≡ 0

(mod p)}

be the the set of k-tuples whose sums vanish modulo p. Merlin additionally sends a set T of
k-tuples of indices such that |T | ≤ Õ(nk/3 ) and claims that T = S.
Now, for each i ∈ [n] let bi be the residue of ai modulo p. Define the polynomial
B(x) =

n
X

x bi .

i=1

The coefficients of the k th power of this polynomial encode information that will help us
solve the k-SUM problem. In particular, we leverage the following simple observation.
▷ Claim 17. The sum of the coefficients of x0 , xp , . . . , and x(k−1)p of the polynomial
B(x)k
is equal to the number of k-tuples (i1 , . . . , ik ) ∈ [n]k such that
a i1 + · · · + a i k ≡ 0

(mod p).
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Proof. We can expand
!k
k(p−1)
n
X
X
X
k
bi
bi1 +···+bik
x
=
s ℓ xℓ
B(x) =
x
=
i=1

i1 ,...,ik

ℓ=0

where sℓ denotes the number of k-tuples (i1 , . . . , ik ) ∈ [n]k such that
bi1 + · · · + bik = ℓ.
Now, since each bi is the residue of ai modulo p, we know that
a i1 + · · · + a ik ≡ 0

(mod p)

precisely when
bi 1 + · · · + bi k ≡ 0

(mod p).

Because 0 ≤ bi ≤ p − 1 for each index i, we know that
bi 1 + · · · + bi k ≡ 0

(mod p)

if and only if
bi1 + · · · + bik ∈ {0, p, . . . , (k − 1)p} .
Combining these observations, we get that
s0 + sp + · · · + s(k−1)p
is equal to the number of k-tuples (i1 , . . . , ik ) ∈ [n]k such that
a i 1 + · · · + a ik ≡ 0

(mod p)

which proves the desired result.

◁

Returning to the protocol, Merlin and Arthur run k instances of the protocol from
Lemma 15 in parallel7 , for a field of size q, for some prime q > nk , with error rate δ = 1/(kn),
to determine the coefficients spℓ of xpℓ in B(x)k for all ℓ ∈ {0, 1, . . . , k − 1}. Arthur rejects
if Merlin fails to convince him of the values of any of these coefficients.
Otherwise, Arthur checks that
s0 + sp + · · · + s(k−1)p = |T |.

(4)

He also checks that for each (i1 , . . . , ik ) ∈ T , we have
ai1 + · · · + aik ̸= 0
over the integers. If both these checks pass, Arthur accepts. Otherwise, he rejects.
We now explain why this Merlin-Arthur proof system is correct.
First, suppose that no k of the ai sum to zero. We show that Merlin has a proof which
always convinces Arthur to accept.
7

By running k protocols in parallel, we mean that Merlin concatenates the k messages he would send
Arthur in each protocol, and Arthur verifies each message independently.

ITCS 2022

3:12

Improved Merlin-Arthur Protocols for Central Problems in Fine-Grained Complexity

By the prime number theorem, there exists some constant C such that there are at least
n2k/3 distinct primes in the interval I = [n2k/3 , Cn2k/3 log n]. Now, by assumption, each
sum
a i1 + · · · + a i k

(5)

is a nonzero integer with magnitude at most knc , and thus has at most c(log n + log k)
distinct prime divisors. Thus by the pigeonhole principle, there exists a prime in the interval
I which divides at most
nk · c(log n + log k)
≤ Õ(nk/3 )
n2k/3
of the nk sums of the form presented in Equation (5).
So, Merlin can send a prime p satisfying the desired properties to Arthur. He also sends
T = S, the list of sums of the form given in Equation (5) which are divisible by p, which has
|T | ≤ Õ(nk/3 ) by the choice of p. If Merlin sends the correct values for s0 , sp , . . . , s(k−1)p ,
then Equation (4) will hold by Claim 17, and Arthur accepts. Now, suppose that some k of
the ai do in fact sum to zero. In this case, we show that with high probability Arthur will
reject.
First, if the set T which Merlin sends contains a k-tuple corresponding to a list of k
inputs whose sum does not vanish modulo p, or a sum which sums to zero over the integers,
then Arthur will automatically reject. Otherwise, by assumption, the set T is missing some
tuple (j1 , . . . , jk ) such that
aj1 + · · · + ajk = 0.
Reducing the above equation modulo p, we see that
bj 1 + · · · + bj k ≡ 0

(mod p).

Then by Claim 17, if Merlin and Arthur have decided on the correct coefficients of B(x)k ,
we have
s0 + sp + · · · + s(k−1)p < |T |
and Arthur will reject. By union bound and Lemma 15, Arthur correctly rejects with
probability at least
1 − kδ = 1 −

3.1

1
.
n

◀

Implications of the k-SUM protocol

We now show the implications of our k-SUM protocol.
We first consider the k-SUM-Partitioned problem, where we are given k input lists
A(1) , A(2) , . . . , A(k) each consisting of n integers from [−nc , nc ] for some constant c, and
(1)
(2)
(k)
want to determine if there exist indices i1 , . . . , ik such that Ai1 + Ai2 + · · · + Aik = 0
(this problem has also been called k-SUM’ [24] and Colorful k-SUM). We note there is a
deterministic reduction from k-SUM-Partitioned to k-SUM, extending the case of 3-SUM [24].
▶ Corollary 18. For any fixed integer k ≥ 3, certifying that a k-SUM-Partitioned instance
has no solution can be done in Merlin-Arthur time Õ(nk/3 ).
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Proof Sketch. Let M = ⌈10knc ⌉. We create a k-SUM instance as follows. For every
1 ≤ i ≤ k and every integer a from the input list A(i) , we include the integer
(
2i · M + a
if 1 ≤ i ≤ k − 1,
−(2 + 4 + · · · + 2k−1 ) · M + a

if i = k

in the k-SUM instance. A solution to the k-SUM-Partitioned immediately implies a solution
of the new k-SUM instance. Conversely, it can be shown that any k-SUM solution must
recover a solution of the k-SUM-Partitioned instance.
Hence, applying the protocol from Theorem 1 to this k-SUM instance of kn integers can
solve the original k-SUM-Partitioned instance.
◀
Recall that in the k-SUM-Distinct problem, we are given n integers a1 , . . . , an with magnitude
at most nc and need to determine if there exist k distinct indices i1 , . . . , ik such that
ai1 + · · · + aik = 0. We will use a folklore deterministic reduction from k-SUM-Distinct to
k-SUM-Partitioned.
▶ Corollary 19. For any fixed integer k ≥ 3, certifying that a list of n integers has no
k-SUM-Distinct solution can be done in Merlin-Arthur time Õ(nk/3 ).
Proof. Given a k-SUM-Distinct instance a1 , a2 , . . . , an , we will deterministically create
(log n)O(1) many instances of k-SUM-Partitioned in which the k input lists are disjoint
subsets of {a1 , . . . , an }, so that every possible k distinct indices i1 , . . . , ik ∈ [n] are isolated
at least once. Then the k-SUM-Distinct instance has no solution if and only if none of these
k-SUM-Partitioned instances have solutions, and the statement then follows from Corollary 18.
Take any k distinct indices i1 , . . . , ik ∈ [n] and consider their binary expansions
bin(i1 ), . . . , bin(ik ) ∈ {0, 1}log n .
Observe that there must exist a set of coordinates C ⊆ [log n] of size |C| ≤ k − 1, so that the
projections bin(i1 )|C , . . . , bin(ik )|C are still distinct. Hence, for every possibility of
k
(bin(i1 )|C , . . . , bin(ik )|C ) = (v1 , v2 , . . . , vk ) ∈ {0, 1}k−1 ,
we create a k-SUM-Partitioned instance (A(1) , . . . , A(k) ) where A(j) = {ai : i ∈ [n], bin(i)|C =
vj }. The total number of instances created is at most ck · (log n)k−1 for some constant ck . ◀
By another folklore reduction, our protocol for the 3-SUM-Partitioned problem immediately
implies an improved protocol for the Subset Sum problem.
▶ Reminder of Corollary 2. Certifying that a list of n integers has no Subset Sum solution
can be done in 2n/3 · poly(n) Merlin-Arthur time.
Proof. Suppose we have an instance of Subset Sum consisting of n inputs a1 , a2 , . . . , an and a
target integer t. We partition the set [n] into the disjoint union of three subsets A, B, C ⊆ [n],
each with size at most ⌈n/3⌉, and define the sets
(
)
(
)
(
)
X
X
X
X=
ai | S ⊆ A , Y =
ai : S ⊆ B , Z = −t +
ai : S ⊆ C .
i∈S

i∈S

i∈S

P

Then there exists a subset S ⊆ [n] such that i∈S ai = t if and only if there exist x ∈ X, y ∈
Y, z ∈ Z such that x + y + z = 0, which is a 3-SUM-Partitioned instance. Note that X, Y, Z
each have at most 2⌈n/3⌉ elements. Applying Corollary 18 solves the problem in 2n/3 · poly(n)
time.
◀
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▶ Reminder of Corollary 4. For any fixed integer k ≥ 3, the All-Numbers k-SUM problem
can be solved in Merlin-Arthur time Õ(nk/3 ).
Proof. For every index i such that ai is part of a k-SUM solution, Merlin simply sends a
witnessing solution to Arthur. Let S ⊆ [n] be the set of remaining indices, which do not
participate in any solution. It remains to verify that S is correct.
Denoting M := maxi∈[n] |ai |, construct a k-SUM instance with input integers A ∪ B,
where
A := {10M + ai : i ∈ [n]} and

B := {−10(k − 1)M + ai : i ∈ S}.

By our choice of M , every k-SUM solution in this new instance must use exactly one integer
from B, and hence corresponds to a k-SUM solution in the original instance that uses ai for
some i ∈ S. So it suffices to use the protocol from Theorem 1 to prove that this new k-SUM
instance has no solution.
◀
▶ Reminder of Corollary 3.
Õ(n).

MinPlus Convolution can be solved in Merlin-Arthur time

Proof Sketch. Merlin first sends the correct values of ck , each accompanied with a witness
pair (i, j) such that i + j = k and ai + bj = ck . Then it remains to verify that ai + bj ≥ ci+j
for all i, j, which is equivalent to the MaxConv UpperBound problem defined in [21].
In [21, Appendix A], it was shown (using the techniques from [51, Theorem 3.3]) that
MaxConv UpperBound can be deterministically reduced to the 3-SUM Convolution problem.
In this problem, we are given three integer arrays a, b, c and want to decide whether there
exists a pair of indices (i, j) such that
ai + bj = ci+j .
The 3-SUM Convolution problem easily reduces to the 3-SUM-Partitioned problem on lists
{a′i }, {b′j }, {c′k } defined as a′i = iM + ai , b′j = jM + bj , c′k = −kM − ck for large enough M ,
which can be solved by the near-linear-time Merlin Arthur protocol from Corollary 18. ◀
In the Zero-Weight Triangle problem, we are given an undirected graph G on n vertices
and m edges with weights from [−nc , nc ] for some positive constant c, and are tasked with
determining if G contains a triangle whose edge weights sum to zero.
▶ Corollary 20. Certifying that a given graph has no zero-weight triangles can be done in
Merlin-Arthur time Õ(m).
Proof Sketch. We first make the graph directed by replacing each edge connecting vertices
u and v with two arcs, one going from u to v and the other going from v to u. Then by
making three copies of the original graph, we may assume without loss of generality that the
graph is tripartite with three parts A, B, C, and edges are oriented from A to B, B to C,
and C to A.
We use the reduction described in [34]. Merlin first assigns integer node labels 0 ≤ ℓ(u) ≤
poly(n) to each node u in the graph. For each edge (u, v) of weight w, insert an integer
ℓ(u) − ℓ(v) + w to the 3SUM instance. Then it is easy to see that any zero-weight triangle
(a, b, c) would lead to a 3SUM solution
(ℓ(a) − ℓ(b) + w(a, b)) + (ℓ(b) − ℓ(c) + w(b, c)) + (ℓ(c) − ℓ(a) + w(c, a)) = 0.
On the other hand, if the graph does not contain a zero-weight triangle, then a simple
probabilistic argument implies the existence of a way to pick the node labels so that the
resulting 3-SUM instance has no solution.
◀
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In the next section we will see that we can actually count the number of zero-weight
triangles by a different Merlin-Arthur protocol with essentially the same time complexity.

4

Counting Zero-Weight Cliques

In this section we present the Merlin-Arthur protocol for #Zero-Weight k-Clique and prove Theorem 5, which is restated below. We assume the input graph is a simple undirected graph
with n nodes and m weighted edges, where m ≥ Ω(n) and all edge weights are in [−nc , nc ]
for some constant c.
For any fixed integer k ≥ 3, #Zero-Weight k-Clique can
▶ Reminder of Theorem 5.
be solved by a Merlin-Arthur protocol with proof length Õ(n⌊k/2⌋ ) and verification time
⌊(k+1)/4⌋

Õ n⌈k/2⌉ · m/n2
+ n⌊k/2⌋ .
Proof. Without loss of generality, we assume that the input graph is a k-partite graph with
k parts of nodes A1 , A2 , . . . , A⌊k/2⌋ , B1 , B2 , . . . , B⌈k/2⌉ , each containing n nodes, and every
edge connects two nodes coming from different parts. We identify the nodes with integers
{1, 2, . . . , kn}. We also denote
⌊k/2⌋

A :=

[

⌈k/2⌉

Ai

and

i=1

B :=

[

Bj .

j=1

We encode the edge weights in binary, and will use arrow notation to emphasize that
they are bit-vectors of length O(log n). For each node b ∈ B and node a ∈ A, let f⃗b (a) be
the binary encoding of the weight of edge (a, b) (if this edge does not appear in the input
graph, we simply treat its edge weight as a large enough positive number M so that it can
never participate in a zero-weight k-clique). We extend f⃗b (a) to a vector polynomial f⃗b (x)
of degree |A| = O(n). Note that f⃗b (x) consists of O(log n) many scalar polynomials each
corresponding to one bit in the binary encoding of edge weights. These scalar polynomials
are over the field Fp for some prime p = poly(n) and p > nk .
Then, define a ⌊k/2⌋-variate vector polynomial ⃗h(x1 , . . . , x⌊k/2⌋ ), such that for every
a1 ∈ A1 , . . . , a⌊k/2⌋ ∈ A⌊k/2⌋ ,
the vector ⃗h(a1 , . . . , a⌊k/2⌋ ) encodes the total weight of the clique formed by the nodes
a1 , . . . , a⌊k/2⌋ . Note that ⃗h(x1 , . . . , x⌊k/2⌋ ) has individual degree O(n).
For nodes b1 ∈ B1 , . . . , b⌈k/2⌉ ∈ B⌈k/2⌉ , let w(b
⃗ 1 , . . . , b⌈k/2⌉ ) denote the binary encoding
of the total weight of the clique formed by nodes b1 , . . . , b⌈k/2⌉ . Then, define
P (x1 , . . . , x⌊k/2⌋ ) :=

X

Q ⃗h(x1 , . . . , x⌊k/2⌋ ), w(b
⃗ 1 , . . . , b⌈k/2⌉ ), f⃗b1 (x1 ), f⃗b1 (x2 ), . . . , f⃗b⌈k/2⌉ (x⌊k/2⌋ ) ,



b1 ∈B1 ,...,b⌈k/2⌉ ∈B⌈k/2⌉
forming a clique

(6)

where Q takes 2 + ⌈k/2⌉ · ⌊k/2⌋ input integers (encoded in binary), and outputs 1 if the
input integers sum to exactly zero, and outputs 0 otherwise. Hence, by definition,
X
P (a1 , . . . , a⌊k/2⌋ )
(7)
a1 ∈A1 ,...a⌊k/2⌋ ∈A⌊k/2⌋

equals the number of zero-weight k-cliques in the input graph.
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Note that Q only involves a constant number of additions and a comparison, which can
be implemented by an AC0 circuit with O(log n) input gates and polylog(n) size. We can
convert Q into an equivalent arithmetic circuit of polylog(n) size and degree. It then follows
that P is a polynomial (over Fp ) of degree at most n · polylog(n).
At the beginning of the protocol, Merlin sends the polynomial P defined in Equation (6)
to Arthur, represented as Õ(n⌊k/2⌋ ) many coefficients. Then, Arthur can evaluate the
values of P (a1 , . . . , a⌊k/2⌋ ) for all (a1 , . . . , a⌊k/2⌋ ) ∈ A1 × · · · × A⌊k/2⌋ in Õ(n⌊k/2⌋ ) time using
Theorem 13. Then Arthur can easily compute the count of zero-weight k-cliques using
Equation (7).
To verify that P is correct, Arthur picks random r1 , . . . , r⌊k/2⌋ ∈ Fp and verifies that
Equation (6) holds at the point (x1 , . . . , x⌊k/2⌋ ) = (r1 , . . . , r⌊k/2⌋ ). In order to evaluate the
sum in Equation (6) (with x1 := r1 , . . . , x⌊k/2⌋ := r⌊k/2⌋ ), Arthur first needs to perform the
following preprocessing steps by interpolation:
1. Compute ⃗h(r1 , . . . , r⌊k/2⌋ ).
2. For every node b ∈ B, compute f⃗b (r1 ), . . . , f⃗b (r⌊k/2⌋ ).
After performing these preprocessing steps, Arthur can straightforwardly evaluate Equation (6) at the chosen point, which involves at most m⌊⌈k/2⌉/2⌋ · n⌈k/2⌉ mod 2 = n⌈k/2⌉ ·
⌊(k+1)/4⌋
m/n2
summands (since (b1 , b2 ), (b3 , b4 ), . . . must be edges in the input graph).
It remains to analyze the time complexity for these preprocessing steps.
Step 1. Compute ⃗h(r1 , . . . , r⌊k/2⌋ ).
This can be done by straightforward interpolation in Õ(n⌊k/2⌋ ) time (Theorem 14).
Step 2. For every node b ∈ B, compute f⃗b (r1 ), . . . , f⃗b (r⌊k/2⌋ ).
Let N (b) denote the set of neighbors of node b in A. We will show that, after Õ(n)-time
preprocessing, this step can be performed in |N (b)| · polylog(n) time for every node b,
P
and thus the total running time is Õ(n + b∈B |N (b)|) = Õ(m).
Recall that f⃗b (a) encodes the edge weight of w(a, b) if a ∈ N (b), or encodes integer M if
a∈
/ N (b). Since the O(log n) coordinates of the vector will be considered separately, in
the following we only need to discuss how to process one of these coordinates. Abusing
notation, we use fb (a) to indicate the value of f⃗b (a) on the coordinate under consideration,
and use w(a, b) and M to denote the corresponding values on this coordinate. That is,
fb (a) = w(a, b) if a ∈ N (b), and fb (a) = M if a ∈ A \ N (b).
By Lagrange interpolation, we have
Q
′
X
a′ ∈A\{a} (x − a )
fb (x) = M +
(w(a, b) − M ) · Q
.
′
a′ ∈A\{a} (a − a )
a∈N (b)

Q
The denominator a′ ∈A\{a} (a − a′ ) can be easily computed for all a in Õ(n) total time
(recall that the node set A is identified with the integer set {1, 2, . . . , ⌊k/2⌋ · n}). For
each x = ri , one can perform a simple Õ(n)-time preprocessing so that for each a ∈ A,
Q
the numerator a′ ∈A\{a} (ri − a′ ) can be computed in constant field operations. Then, it
only takes O(|N (b)|) field operations to evaluate fb (ri ).

⌈k/2⌉
2 ⌊(k+1)/4⌋
In
summary,
the
total
time
complexity
for
Arthur
is
+ n⌊k/2⌋ +
Õ
n
·
m/n

m , and the proof length is Õ(n⌊k/2⌋ ).
◀
We remark that the protocol of Theorem 5 can be also used to count cliques with other
kinds of restrictions on the edge weights, by simply modifying the predicate Q in Equation (6).
For example, our protocol can also apply to the #Negative k-Clique problem, which asks to
count the number of k-cliques whose sum of edge weights is negative.
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▶ Corollary 21. Theorem 5 still holds if we replace #Zero-Weight k-Clique by #Negative
k-Clique.
By modifying Q in Equation (6) we can also count the number of any 4-node (induced or
not-necessarily-induced) subgraphs in the input graph, in near-optimal Õ(n2 ) Merlin-Arthur
time. See [49] for the best known algorithms to detect 4-node subgraphs in the input graph.
▶ Corollary 22. For any 4-node pattern graph H, counting the number of (induced or notnecessarily-induced) copies of H in the input graph can be done in Õ(n2 ) Merlin-Arthur
time.
Combining known reductions with Corollary 21, our protocol for #Negative Triangle
implies near-optimal protocols for MinPlus Product and APSP. Recall that in the MinPlus
Product problem, we are given two n × n integer matrices A, B, and want to compute matrix
C defined as Ci,j = minnk=1 {Ai,k + Bk,j }.
Proof of Corollary 6. We first show that MinPlus Product can be solved in Merlin-Arthur
time Õ(n2 ). Merlin first sends to Arthur the correct product C, together with the witness
arg minnk=1 {Ai,k + Bk,j } for each entry Ci,j in the product. Arthur checks the validity of
these witnesses, and then verifies that Ai,k + Bk,j ≥ Ci,j hold for all i, j, k. This task easily
reduces to the Negative Triangle problem [50] as follows: create a tripartite graph (X, Y, Z)
with edge weights defined as w(Xi , Yk ) = Ai,k , w(Yk , Zj ) = Bk,j , w(Zj , Xi ) = −Ci,j , and
certify that this new graph has no negative triangles, using Corollary 21.
Using the Merlin-Arthur protocol for MinPlus Product, we immediately obtain an Õ(n2 )
time Merlin-Arthur protocol for APSP via the standard repeated squaring procedure. In
particular, Merlin can send the matrices obtained from all O(log n) repeated squarings
upfront, along with Õ(n2 )-length proofs of their correctness; Arthur can verify each squaring
is correct in Õ(n2 ) time, one by one.
◀
Given a simple undirected graph and a parameter t, the Triangle Listing problem [44, 13, 52]
asks to report min(t, z) triangles in the graph, where z denotes the total number of triangles
in the graph. Our results immediately imply a near-optimal protocol for this task.
▶ Corollary 23. Triangle Listing can be solved in Merlin-Arthur time Õ(m + t).
Proof. Merlin uses Theorem 5 to prove that the input graph has z triangles in Õ(m) time,
and then sends min(t, z) many triangles to Arthur, who verifies that these triangles are valid
and distinct.
◀

5

Unsatisfiability of k-CNFs

In this section, we will present a 2n−n/O(k) · poly(n, m) time Merlin-Arthur protocol for
k-UNSAT with n variables and m clauses in Theorem 7 (note that m ≤ O(nk ) in a k-CNF
formula). This beats the previously known protocol for k-UNSAT running in 2n/2 · poly(n, m)
time, which follows directly from [54, Theorem 3.4]. We need the following useful theorems.
▶ Theorem 24 (Impagliazzo-Paturi [32, Lemma 2]). Let F be a k-CNF formula on m clauses
such that every satisfying assignment to F has at least δn variables set to true for any δ > 0.
For any ϵ > 0, there exists a k ′ > 0 and F ′ , which is a disjunction of at most 2ϵn k ′ -CNFs
on at most n(1 − δ/(ek)) variables such that F is satisfiable iff F ′ is satisfiable. Moreover F ′
can be computed from F in 22ϵn poly(m) time.
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▶ Theorem 25 (#SAT for Boolean formulas [54, Theorem 3.4]). For any k > 0, #SAT for
Boolean formulas with n variables and m connectives has a Merlin-Arthur proof system using
2n/2 poly(n, m) time with randomness O(n) and error probability 1/ exp(n).
Recall that the binary entropy function H(·) is defined by taking
H(p) = −p log p − (1 − p) log(1 − p)
for all p ∈ (0, 1). We prove the following result.
▶ Theorem 26. For all δ ∈ (0, 1/2) and all sufficiently large integers k > 0, k-UNSAT has a
Merlin-Arthur protocol that runs in time



2n(1/2−δ/(6k)) + 2H(δ)n poly(n, m).

Proof. The idea behind this protocol is to handle the assignments with fewer than δn
variables set to true, and the assignments with more than δn variables set to true, separately.
Once we have verified that there are no assignments with δn variables set to true, we can make
use of Theorem 24 to decompose the formula into formulas with fewer variables. Formally,
the protocol proceeds as follows:
Given a k-CNF F on n variables and m clauses, Merlin and Arthur certify the unsatisfiability of F as follows:
1. Arthur enumerates over all possible O(2H(δ)n ) assignments with at most δn variables set
to true and verifies that none of them satisfy F .
2
2. Arthur uses Theorem 24 with ϵ = 1/k 2 to obtain at most t = 2n/k k ′ -CNFs F1′ . . . Ft′ on
n(1 − δ/(ek)) variables each.
3. Then, Merlin and Arthur run the protocol from Theorem 25, with Merlin sending
the proofs for each of F1′ . . . Ft′ and Arthur verifying their unsatisfiability, taking
2n(1/2−δ/(2ek)) poly(n, m) time for each.8
Verifying unsatisfiability for all the Fi′ ’s in step 3 takes time
2

2n/k · 2n/2−δ/(2ek) poly(n, m) ≤ 2n/2−δn/(6k) poly(n, m),
where the inequality holds for sufficiently large k (for example, k ≥ 60
 suffices). Thus,
the total time taken by Arthur for verification is 2n/2−δn/(6k) + 2H(δ)n poly(n, m). This
completes the proof.
◀
▶ Reminder of Theorem 7. There is a universal constant δ > 0 such that for all sufficiently
large integers k > 0, we can verify any unsatisfiable n-variable m-clause k-CNF with a
Merlin-Arthur protocol running in 2n(1/2−δ/k) · poly(n, m) time.
Proof. We apply Theorem 26 by setting δ ∈ (0, 1/2) to be small enough that H(δ) ≤
2δ log2 (1/δ) ≤ 1/2 − δ/k holds for every k ≥ 1. Then, the protocol of Theorem 26 runs in
O(2n(1/2−δ/(6k)) ) time for all large enough integers k.
◀

8

Technically, Merlin speaks before Arthur in a Merlin-Arthur protocol, but note that Merlin could have
sent all of his proofs from step 3 prior to steps 1 and 2.
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Quantified Boolean Formulas

We consider Quantified Boolean Formulas (QBFs) in prenex normal form
(Q1 x1 ) · · · (Qn xn ) F (x1 , . . . , xn ),
where F is an arbitrary propositional formula of size m, preceded by quantifiers of the form
Qi ∈ {∃, ∀}.
Williams [54] gave a 3-round interactive protocol (i.e., an AMA protocol) for QBFs that
ran in O∗ (22n/3 ) time. It was asked as an open question [54] whether there is a 2-round
Merlin-Arthur protocol for QBFs with O∗ (2(1−ε)n ) running time for some constant ε > 0.
Here we resolve this open problem:
▶ Reminder of Theorem 10. True Quantified Boolean Formulas (TQBF) with n variables
and size m ≤ 2n can be certified by a Merlin-Arthur protocol running in 24n/5 · poly(n, m)
time.
Our new protocol follows the basic outline of Williams’ earlier AMA protocol [54, Section
4], with several key differences we highlight in the proof.
We will prove the following lemma.
▶ Lemma 27. Let
ϕ = (Q1 x1 ) · · · (Qn xn ) F (x1 , . . . , xn )
be a QBF. Suppose there exist integers 1 ≤ k ≤ ℓ ≤ n such that the last ℓ quantifiers,
Qn−ℓ+1 , . . . , Qn , contain at most k universal quantifiers. Then
if ϕ is a true QBF, we can certify ϕ in Merlin-Arthur time (2n+k−ℓ + 2ℓ ) · poly(n, m), and
if ϕ is a false QBF, we can refute ϕ in Merlin-Arthur time (2n+2k−ℓ + 2ℓ+k ) · poly(n, m).
Before proving Lemma 27, we show that it implies the claimed QBF protocol.
Proof of Theorem 10 using Lemma 27. Let ϕ = (Q1 x1 ) · · · (Qn xn ) F (x1 , . . . , xn ) be a true
QBF to certify. Let 0 < α < δ < 1 be two constant parameters to be determined later. As in
[54], we divide into two cases depending on the number of universal quantifiers contained in
the last δn quantifiers, (Qn−δn+1 xn−δn+1 ) · · · (Qn xn ).
Case 1: The last δn quantifiers contain at most αn universal quantifiers.
In this case, the first item in Lemma 27 implies a Merlin-Arthur protocol in (2(1+α−δ)n +
2δn ) · poly(n, m) time.
Case 2: The last δn quantifiers contain more than αn universal quantifiers.
In this case, we prove that ¬ϕ is false using the second item in Lemma 27. Since
the last δn quantifiers in ¬ϕ has more than αn existential quantifiers and less than
δn − αn universal quantifiers, applying Lemma 27 gives a Merlin-Arthur protocol in
(2(1+δ−2α)n + 2(2δ−α)n ) · poly(n, m) time.
Setting α = 2/5, δ = 3/5 yields a 24n/5 · poly(n, m) time Merlin-Arthur protocol as claimed.
◀
To complete the argument, it remains to prove Lemma 27.
Proof of Lemma 27. First, we apply the same strategy as in [54]. Convert the propositional
formula F to an equivalent arithmetic formula P of poly(m) degree and size, by replacing
A ∧ B with A · B and replacing A ∨ B with A + B − A · B. Note that P outputs 0 or 1 on
every Boolean input. Then, we convert the subformula
ϕ′ (x1 , . . . , xn−ℓ ) = (Qn−ℓ+1 xn−ℓ+1 ) · · · (Qn xn ) P (x1 , . . . , xn )
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into an arithmetic formula P ′ , by replacing each (∃xi ) with a sum over xi ∈ {0, 1}, and
each (∀xi ) with a product over xi ∈ {0, 1}. Note that for every a1 , . . . , an−ℓ ∈ {0, 1}n−ℓ ,
P ′ (a1 , . . . , an−ℓ ) evaluates to a positive integer if the subformula ϕ′ (a1 , . . . , an−ℓ ) is true,
and evaluates to zero if ϕ′ (a1 , . . . , an−ℓ ) is false.
Note that P ′ has a depth-ℓ binary tree structure with each leaf being a copy of P . The
size of P ′ is at most 2ℓ · poly(m), and the degree of P ′ is at most 2k · poly(m), since there
are at most k layers of multiplication gates in this binary tree. For every Boolean input
a1 , . . . , an−ℓ ∈ {0, 1}n−ℓ , observe that the output of P ′ (a1 , . . . , an−ℓ ) is a non-negative integer
k
no larger than (2n · m)O(2 ) .
Now we separately consider the two scenarios.
Case 1: To prove ϕ is true. In this case, Merlin sends Arthur a prime p from the interval
2
[2, 22n · m], such that, for every a1 , . . . , an−ℓ ∈ {0, 1} with P ′ (a1 , . . . an−ℓ ) being a positive
integer (over Z), P ′ (a1 , . . . an−ℓ ) mod p is also non-zero (over Fp ). The existence of such
prime p was already proved in [54, Section 4] using a standard argument by considering the
number of prime factors of P ′ (a1 , . . . an−ℓ ) and applying a union bound.
Then, Merlin and Arthur perform Williams’ [54] batch-evaluation protocol (Theorem 12) over the field Fp : Merlin sends the correct values of P ′ (a1 , . . . an−ℓ ) mod p over
all a1 , . . . , an−ℓ ∈ {0, 1}, together with a proof of length Õ(2n−ℓ · deg(P ′ ) · log(p)) ≤
2n−ℓ+k · poly(n, m). Then Arthur verifies the proof
Õ(2n−ℓ · deg(P ′ ) + size(P ′ )) · poly log(p) ≤ (2n−ℓ+k + 2ℓ ) · poly(n, m)
time. Finally, Arthur uses these values to certify
ϕ = (Q1 x1 ) · · · (Qn−ℓ xn−ℓ ) ϕ′ (x1 , . . . , xn−ℓ )
is true in O(2n−ℓ ) time.
The only concern is that the prime p sent by Merlin might not satisfy the required condition: there could exist some (a1 , . . . , an−ℓ ) ∈ {0, 1}n−ℓ where P ′ (a1 , . . . , an−ℓ )
is non-zero over Z but is zero over Fp , so that Arthur will be evaluating ϕ =
(Q1 x1 ) · · · (Qn−ℓ xn−ℓ )ϕ′ (x1 , . . . , xn−ℓ ) based on incorrect values of ϕ′ (a1 , . . . , an−ℓ ). However, Merlin is not able to cheat by doing this, since the value of ϕ is monotone increasing
in the values of ϕ′ (a1 , . . . , an−ℓ ), and modifying some of these values from true to false will
never change the value of ϕ from false to true.
We remark that the only difference of this protocol from the previous AMA protocol
[54] is that we let Merlin send the prime p, whereas [54] let Arthur send a random p (which
satisfies the required condition with high probability), costing an extra round of interaction.
Case 2: To prove ϕ is false. Note that the previous protocol for the “ϕ is true” case no
longer applies here, since Merlin would be able to cheat by picking a prime p that makes
many of the positive integers P ′ (a1 , . . . , an−ℓ ) vanish in Fp .
k
Recall that these positive integers P ′ (a1 , . . . , an−ℓ ) are upper bounded by (2n · m)O(2 ) .
Instead of picking a single prime p for the protocol, Merlin picks s distinct primes p1 < p2 <
· · · < ps so that their product p1 p2 · · · ps is larger than this upper bound. In this way, by
Chinese Remainder Theorem we can ensure that, every positive integer P ′ (a1 , . . . , an−ℓ ) is
non-zero mod pj for at least one 1 ≤ j ≤ s. Then, we can simply run the previous protocol
for every pj (1 ≤ j ≤ s), in total time s · (2n−ℓ+k + 2ℓ ) · poly(n, m, log ps ).
k
By choosing the smallest s primes p1 < · · · < ps such that p1 p2 . . . ps > (2n · m)Ω(2 ) ,
we can ensure the above algorithm works with parameter choices s ≤ 2k · poly(n log m),
and ps ≤ O(s · log s) by the prime number theorem. Hence, the total time complexity is
(2n−ℓ+2k + 2k+ℓ ) · poly(n, m).
◀
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Open Questions

There remain many interesting open problems concerning the nondeterministic and MerlinArthur complexity of problems in fine-grained complexity. A few questions which are
particularly relevant to our work are highlighted below.
Is there a faster Merlin-Arthur protocol for solving Subset Sum? Corollary 2 gives a
2n/3 ·poly(n) time protocol using a linear-time protocol for 3-SUM. There are deterministic
algorithms which solve Subset Sum in 2n/2 · poly(n) time, so it seems plausible (by analogy
with Williams’ Merlin-Arthur protocol for counting satisfying assignments) that one could
achieve a quadratic improvement over this speed and certify that an instance of Subset
Sum has no solution in 2n/4 · poly(n) Merlin-Arthur time.
Is there a 2n/4 · poly(n)-time Merlin-Arthur protocol for certifying that a Subset Sum
instance has no solutions? Such a protocol would exist, for example, if there was a linear
time Merlin-Arthur protocol for 4-SUM.
Our Merlin-Arthur protocol for APSP presented in Corollary 6 yields near-optimal
protocols for many related graph problems on dense graphs. Can similar improvement
be achieved on sparse graphs? For example, is there a constant ϵ > 0 such that there
exists an n2−ε -time Merlin-Arthur protocol for computing the diameter of a graph with
n nodes and O(n) edges?
Our Merlin-Arthur protocol from Theorem 5 counts the number of zero-weight 5-cliques
in Õ(nm) time, which could be as large as n3 for dense graphs. Is there an Õ(n2.5 )-time
Merlin-Arthur protocol for this problem (or, the problem of certifying that no such clique
exists)? Achieving the constant 2.5 in the exponent of the runtime would yield a quadratic
improvement over the deterministic n5 -time algorithm for zero-weight 5-clique.
Is there a 2n/2 ·poly(n)-time Merlin-Arthur protocol for certifying True Quantified Boolean
Formulas? Currently, the best Merlin-Arthur protocol runs in 24n/5 · poly(n) time, and
the best AMA protocol takes 22n/3 · poly(n) time [54].
Suppose the Nonuniform NSETH holds (e.g., there is no infinite family of nondeterministic
circuits {Cn } of size 1.999n that correctly solves CNF unsatisfiability on n-variable formulas of poly(n) size). This would also imply a lower bound for (one-round) Arthur-Merlin
protocols. Would this hypothesis further imply interesting Arthur-Merlin communication
lower bounds? Proving non-trivial lower bounds on two-party Arthur-Merlin communication complexity is an infamously difficult problem; as far as we know, two-party
Arthur-Merlin communication could be very powerful (see for example [36, 27]). Perhaps
an interesting lower bound for the Disjointness problem follows from Nonuniform NSETH?
Given a universe U = {1, . . . , n} of n elements, a family F of subsets of U , and a target
integer t, the #Set Cover problem is the task of computing how many choices of t sets
from F have the property that their union equals U . Similarly, the #Exact Cover is the
task of counting how choices of t pairwise disjoint sets from F have their union equal to
U.
Both these problems can be solved deterministically in 2n · poly(n) time. However, in the
Merlin-Arthur setting, although there is a 2n/2 + |F| poly(n)-time protocol for solving
#Exact Cover, the fastest known protocol for solving #Set Cover takes 2n/2 |F| · poly(n)
time [12]. Is there a faster Merlin-Arthur protocol for #Set Cover, or is #Set Cover truly
harder than #Exact Cover in the Merlin-Arthur setting for families consisting of 2Ω(n)
sets?
To what extent can our Merlin-Arthur protocols be derandomized to obtain better
nondeterministc algorithms for fine-grained problems? For example, derandomizing our
protocol for 3-SUM without a loss in the running time would imply a nondeterministic
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derandomization of Freivald’s verification algorithm for Boolean Matrix Multiplication [37,
Theorem 1.1] and answer an open question raised by [37]. Finding faster nondeterministic
verifiers in this way may also lead to new barriers in deterministic fine-grained reductions
between problems [16].
For all of the problems discussed above, evidence against the existence of a better
algorithm or protocol (via conditional hardness results) would also be interesting.
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Mihai Pǎtraşcu. Towards polynomial lower bounds for dynamic problems. In Proceedings
of the 42nd ACM Symposium on Theory of Computing (STOC 2010), pages 603–610, 2010.
doi:10.1145/1806689.1806772.
Omer Reingold, Guy N. Rothblum, and Ron D. Rothblum. Efficient batch verification for
UP. In Proceedings of the 33rd Computational Complexity Conference (CCC 2018), pages
22:1–22:23, 2018. doi:10.4230/LIPIcs.CCC.2018.22.
Omer Reingold, Guy N. Rothblum, and Ron D. Rothblum. Constant-round interactive proofs
for delegating computation. SIAM J. Comput., 50(3), 2021. doi:10.1137/16M1096773.
Virginia Vassilevska Williams. Multiplying matrices faster than Coppersmith-Winograd. In
Proceedings of the 44th Symposium on Theory of Computing Conference (STOC 2012), pages
887–898, 2012. doi:10.1145/2213977.2214056.
Virginia Vassilevska Williams. On some fine-grained questions in algorithms and complexity.
In Proceedings of the International Congress of Mathematicians, pages 3447–3487. World
Scientific, 2018.

S. Akmal, L. Chen, C. Jin, M. Raj, and R. Williams

49

50
51
52

53
54

3:25

Virginia Vassilevska Williams, Joshua R. Wang, Richard Ryan Williams, and Huacheng
Yu. Finding four-node subgraphs in triangle time. In Proceedings of the Twenty-Sixth
Annual ACM-SIAM Symposium on Discrete Algorithms (SODA 2015), pages 1671–1680, 2015.
doi:10.1137/1.9781611973730.111.
Virginia Vassilevska Williams and R. Ryan Williams. Subcubic equivalences between path,
matrix, and triangle problems. J. ACM, 65(5), August 2018. doi:10.1145/3186893.
Virginia Vassilevska Williams and Ryan Williams. Finding, minimizing, and counting weighted
subgraphs. SIAM J. Comput., 42(3):831–854, 2013. doi:10.1137/09076619X.
Virginia Vassilevska Williams and Yinzhan Xu. Monochromatic triangles, triangle listing and
APSP. In Proceedings of the 61st IEEE Annual Symposium on Foundations of Computer
Science (FOCS 2020), pages 786–797, 2020. doi:10.1109/FOCS46700.2020.00078.
R. Ryan Williams. Faster all-pairs shortest paths via circuit complexity. SIAM J. Comput.,
47(5):1965–1985, 2018. doi:10.1137/15M1024524.
Richard Ryan Williams. Strong ETH breaks with Merlin and Arthur: Short non-interactive
proofs of batch evaluation. In Proceedings of the 31st Conference on Computational Complexity
(CCC 2016), pages 2:1–2:17, 2016. doi:10.4230/LIPIcs.CCC.2016.2.

ITCS 2022

Pre-Constrained Encryption
#
University of California Santa Barbara, CA, USA

Prabhanjan Ananth

#
Johns Hopkins University, Baltimore, MD, USA

Abhishek Jain

Zhengzhong Jin #
Johns Hopkins University, Baltimore, MD, USA
#
Max Planck Institute for Security and Privacy, Bochum, Germany

Giulio Malavolta
Abstract

In all existing encryption systems, the owner of the master secret key has the ability to decrypt all
ciphertexts. In this work, we propose a new notion of pre-constrained encryption (PCE) where the
owner of the master secret key does not have “full” decryption power. Instead, its decryption power
is constrained in a pre-specified manner during the system setup.
We present formal definitions and constructions of PCE, and discuss societal applications and
implications to some well-studied cryptographic primitives.
2012 ACM Subject Classification Security and privacy → Cryptography; Security and privacy →
Public key encryption
Keywords and phrases Advanced encryption systems
Digital Object Identifier 10.4230/LIPIcs.ITCS.2022.4
Funding Abhishek Jain: Supported in part by NSF CNS-1814919, NSF CAREER 1942789, Johns
Hopkins University Catalyst award and Office of Naval Research Grant N00014-19-1-2294
Zhengzhong Jin: Supported in part by NSF CNS-1814919, NSF CAREER 1942789, Johns Hopkins
University Catalyst award and NSF CAREER 1845349.

1

Introduction

All encryption systems involve a setup procedure for generating an encryption key and a
corresponding master secret key. A ubiquitous property of all such systems is that the setup
authority – who holds the master secret key – can decrypt all ciphertexts computed using
the encryption key. This is true both for classical encryption schemes as well as advanced
encryption schemes such as identity-based encryption [43, 12], attribute-based encryption
[41, 31] and functional encryption [41, 14, 37].
In advanced encryption systems, this property is referred to as the key-escrow problem
[40]. This means that users who participate in the system must trust the setup authority
to act in good faith and not do anything untoward such as spy on their communication or
analyze their encrypted data. This strong trust requirement can be problematic in many
scenarios, and potentially be a deal-breaker in the adoption of such systems.
In this work, we ask the following question:
Is it possible to achieve meaningful privacy guarantees even against the setup authority who
holds the master secret key?
Reducing Trust in Setup Authority. The problem of key escrow in advanced encryption
systems is well documented in the cryptography literature and several models have been
studied over the years for reducing trust in the setup authority. Some involve distributing
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the trust among multiple authorities [12, 18, 36], while others replace the setup authority
with a (public) registration mechanism [23, 24, 28]. Yet another line of work focuses on
detecting misbehavior by the authority [29, 30, 8].
These models offer different trade-offs between functionality and security. However, none
of them are ideally suited to our envisioned applications discussed below (see Section 1.2 for
a detailed discussion).
Our Work. In this work, we propose a new model for encryption schemes where the setup
authority does not have full decryption power. Instead, its decryption power is restricted in
a pre-specified manner. To motivate our work, we find it instructive to consider the following
examples.
Scenario 1: Spam Detection. Suppose that a group of users want to allow their email
service provider (say, Gmail) to perform spam detection on their emails. They are
data-privacy conscious and want to make sure that Gmail cannot learn anything about
the content of the emails, except whether or not it is spam. A potential approach based
on functional encryption suggested in prior works is for each user to issue a key to Gmail
that only allows for computing the spam detection algorithm, and nothing else. However,
such an approach requires Gmail to share its (private) algorithm with all users, which is
clearly undesirable.
Scenario 2: Law-Enforcement. Today, users regularly store their private data on online
platforms such as chat messages on WhatsApp and Apple iMessage, and documents
and media files on Dropbox, Apple iCloud and other similar providers. To increase
transparency and user trust, these platforms use end-to-end encryption (E2E) systems to
store user data. Consider the scenario where upon receiving some credible intelligence, a
law-enforcement agency (say, FBI) wants to gain access to private data of some users. For
example, it may want to perform a keyword search on the chat contents of some suspect
individuals (such as those on the “no-fly list”) to check for any trace of communication
with known criminals, or other red flags [3]. Alternatively, it may want to detect (and
remove) abusive material that can cause social harm [2]. In either case, giving complete
access (i.e., decryption keys of all users) to FBI is not an acceptable solution as we have
seen in the past how authorities have abused their power and conducted mass surveillance
[1]. This raises the important question whether it is possible to strike a balance – provide
restricted access to FBI to exercise law and order but at the same time prevent potential
abuse? Note that naive solutions based on FE do not work for similar reasons as in the
first scenario discussed above.
In both of these scenarios, a convenient solution approach would be to maintain an
encrypted copy of the user data (emails or chat contents, etc) under the public key of the
respective authority – Gmail or FBI – such that the authority can use its secret key to run
the necessary computation – spam detection or check for criminal activity – on the encrypted
data. To prevent abuse, we crucially require that the authority – who holds the master secret
– can only perform such “authorized” computations, and nothing else.
The main focus of this work is to define and construct such encryption systems.
Pre-Constrained Encryption. We propose a new model for reducing the trust in the setup
authority. Our main idea is to constrain the decryption power of the setup authority during
the system setup. We proceed to describe the key aspects of our model:
Syntax: A pre-constrained encryption (PCE) scheme (Setup, KeyGen, Enc, Dec) is defined
w.r.t. a constraint family C and a function family F . Roughly speaking, the constraint
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family C consists of boolean predicates C ∈ C that are used to model what kind of
decryption capabilities the authority can possess after performing the system setup. The
function family F captures the universe of functions f ∈ F that can potentially be
computed on encrypted messages.
During system setup, the authority receives a constraint C ∈ C as input and uses it to
generate a public key PK and a constrained master secret key MSK[C]. The encryption
algorithm takes as input the public key PK and a message x, and outputs a ciphertext
CT. Finally, the decryption algorithm takes as input a ciphertext CT together with the
constrained master secret key MSK[C] and a function f ∈ F and outputs a value y.
Security against Authority: Our goal is to allow the authority to compute “authorized”
functions f ∈ F over encrypted messages. To model this, we require that given an
encryption of a message x, even the authority can only compute f (x) for all functions f
s.t. C(f ) = 1, and nothing else.
We consider security against semi-honest authorities who perform the setup honestly
as well as malicious authorities who may use any adversarial strategy for computing
the system parameters. While some societal applications may demand security against
malicious authorities, we will later see that security against semi-honest authority is
already sufficient for some cryptographic applications.
Constraint Hiding: We also consider a constraint hiding property for PCE, which requires
that the public key generated during the system setup does not leak any information
about the constraint predicate to the users.
In Section 4, we provide a formal modeling of PCE. Similar to the literature on advanced
encryption schemes, we explore PCE along two additional dimensions:
First, we consider a key delegation feature wherein the master secret key can be used to
derive decryption keys skf for authorized functions f . Specifically, we equip PCE with
an additional key generation algorithm that takes as input MSK[C] and a function f ∈ F
such that C(f ) = 1 and outputs a secret key skf .
Second, we consider two special cases of PCE – identity-based PCE (IB-PCE) and attributebased PCE (AB-PCE). Roughly speaking, our notion of IB-PCE allows for full decryption
of ciphertexts computed w.r.t. authorized identities. For example, the authorized
identities could capture people on a “no-fly list” in the aforementioned application. More
generally, IB-PCE is useful for scenarios where we wish to allow an authority to be able to
fully decrypt ciphertexts after an exact match of identities (which may capture real-world
identities, keywords, etc). Our notion of AB-PCE extends this idea to allow for more
complex decryption criterion (as opposed to exact match).
We believe that IB-PCE and AB-PCE are independently interesting and can serve as
important milestones in a general study of PCE. As an example, we describe an application
of IB-PCE to coercion-resistant signatures in Section 2.
Discussion. PCE is not meant to be used as a substitute for end-to-end encryption in
the aforementioned application scenarios. Indeed, PCE – by design – requires that some
ciphertexts cannot be decrypted even given the master secret key. Thus, if used in a standalone manner, it would prevent regular usage of the application (such as chat/email) by
honest users. To achieve the best-of-both-worlds, PCE can be used in conjunction to E2E by
maintaining two encrypted copies of user data – one under E2E and another under PCE
key. Regular usage of the system only requires the first encrypted copy, while the concerned
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authority (law-enforcement or Gmail in the above examples) only needs to use the second
encrypted copy.1

1.1

Our Results

In this work, we initiate the study of pre-constrained cryptosystems where the master
key is not omnipotent. Specifically, we propose the notion of pre-constrained encryption,
provide formal definitions and new constructions, and show implications to other powerful
cryptographic primitives. Below, we elaborate upon our results.
I. Definitions and Compilers. Our first contribution is a formal treatment of PCE. We
define two key properties for PCE – security against authority (SAA) and constraint hiding.
Following the literature on secure computation, we define SAA against semi-honest (SH)
adversaries and malicious (M) adversaries as well as the intermediate case of semi-malicious2
(SM) adversaries.
Following the standard indistinguishability-based security formulation for encryption
schemes, SH-SAA requires that for any two messages x0 and x1 s.t. f (x0 ) = f (x1 ) for
all functions f where C(f ) = 1 and C is the input constraint, encryptions of x0 and x1
are indistinguishable to the authority who holds the master secret key and the setup
randomness. Extending this notion to M-SAA requires care since a malicious adversary
can ignore the input constraint and use some arbitrary mechanism to compute the public
key. Our formulation requires the existence of an inefficient “constraint extractor” and
guarantees that the adversary embeds a constraint C from the constraint family C in any
“well-formed” public key.
We next present generic transformations from SM-SAA to M-SAA security. Typically, such
transformations (e.g., in the secure computation literature) make use of zero-knowledge
proofs [27] that either require interaction or an initial setup. Our transformations do not
require any setup assumption and work in the plain model.
More specifically, we first present such transformations for IB-PCE and AB-PCE by
relying on non-interactive witness-indistinguishable (NIWI) proofs. Such proof systems
are known from standard assumptions on bilinear maps [33]. We next present a similar
transformation for general PCE by additionally relying on 2-server homomorphic secretsharing (HSS) schemes [15] with perfect correctness. Such HSS schemes can be built from
sub-exponentially secure indistinguishability obfuscation (iO) [9, 21].
II. Constructions. We present new constructions for PCE that achieve security against
semi-malicious authorities as well as the constraint-hiding property. To obtain some of these
results, we leverage a connection between our notions and proofs of selective security in prior
works on advanced encryption schemes.
Point Constraints: We first construct an AB-PCE scheme for point-constraints, i.e.,
constraint circuits Catt∗ that contain a point hardwired in their description and authorize
a function f iff f (att∗ ) = 0. Our construction is based on the learning with errors (LWE)
assumption and builds on the selectively-secure ABE scheme of Boneh et al. [13]. The

1

2

Here, we assume that the parties use “honest” client software to ensure that both the encryptions contain
the same message. To address malicious clients, one could augment the system with non-interactive
zero-knowledge proofs [19, 11, 20] in the common random string model in a standard way. Random
string setups can be heuristically instantiated in practice without trusted parties.
Semi-malicious adversaries [7] behave honestly like semi-honest adversaries but may use arbitrarily
chosen randomness.
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key insight behind this construction is to turn their proof of security into an AB-PCE
scheme.
General Constraints: We next consider the case of general constraints. We first present
an IB-PCE scheme for general circuit constraints from the learning with errors (LWE)
assumption. We obtain this result by observing that the construction of “attribute-based
secure functional evaluation with public reconstruction” – a new primitive recently defined
and constructed in [6] in a different context – can be re-purposed as an IB-PCE scheme.
To go beyond IB-PCE, we make use of stronger cryptographic assumptions. We construct
an AB-PCE scheme for general circuit constraints from witness encryption (WE) [22] and
non-interactive zero-knowledge (NIZK) proofs with perfect soundness. We also present a
PCE scheme for general circuit constraints from iO and NIZKs with perfect soundness.
III. Implications to Other Primitives. We show that the use of WE and iO in our constructions of AB-PCE and PCE for general circuit constraints, respectively, is in fact inherent.
Specifically, we show that AB-PCE for general circuit constraints implies WE for NP and
similarly, PCE for general circuit constraints implies iO for P/Poly.
Two important remarks are in order: first, these transformations do not rely on the
constraint hiding property. Second, these transformations do not incur sub-exponential
security loss, unlike previously known transformations from FE to iO [5, 10].

1.2

Related Work

Prior “Pre-Constrained” Systems. PCE is related to the notion of non-interactive secure
computation (NISC) [35]. For constraint families C where a constraint C ∈ C authorizes a
single function f ∈ F , PCE with SH-SAA security can be obtained from NISC. Unlike NISC,
however, PCE can also support constraint families where a constraint can authorize a large
(potentially exponential-sized) class of functions. In this sense, PCE is stronger than NISC.
The idea of pre-constraining the system parameters can be seen as implicit in prior work
on lossy trapdoor functions and its generalizations [38]. In these notions, the setup can be
performed in a “special mode” to obtain keys such that encryption with these keys results in
information loss. Furthermore, this mode is indistinguishable from the “normal mode” where
injectivity is maintained. Over the years, such notions have found widespread applications in
cryptography (see [39] and references therein). Our notion of PCE allows for pre-specifying
the decryption ability within a single mode, and can be viewed as a generalization of this
prior line of research.
PCE vs Functional Encryption. PCE is closely related to the notion of functional encryption
(FE). PCE is meaningful and seemingly non-trivial to achieve even without key delegation
feature. In contrast, FE without key delegation collapses to standard encryption. As such,
PCE without key delegation does not imply FE. In Section 4, we define PCE with an
additional collusion-resistance security property where an adversary who is provided keys
for functions f1 , . . . , fq cannot distinguish between encryptions of two messages x0 and x1
(provided that each fi is functionally equivalent on x0 and x1 ). It is easy to see that PCE
with collusion-resistance implies FE.
FE and its weaker avatars such as ABE and IBE can be viewed as post-constrained
encryption systems since constrained keys obtained via key delegation can be computed
only after first computing a fully functional master secret key. Indeed, this is precisely why
such systems do not provide any security whatsoever against the setup authority unless one
considers unrealistic models where the authority simply “forgets” the master secret key and
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the randomness used for setup.3 In contrast, PCE allows for directly computing a constrained
master secret that can allow for a large set of computations. This is the key distinction
between PCE and FE.
Exceptional Access to Law-Enforcement. Some recent works [42, 44, 32] have investigated
the problem of providing exceptional access to private user data to law enforcement. The
work of [44] takes a cost-based approach to this problem and proposes a solution assuming
that the government has strictly more computing power than other individuals.
The approach taken in the work of Green et al. [32] is closer to ours: they build abuseresistant access systems in different models that rely on different cryptographic tools ranging
from NISC or lossy trapdoor functions to extractable witness encryption [22, 26]. Their
solution based on lossy trapdoor functions (or NISC) can be viewed as implicitly constructing
an IB-PCE scheme where the constraint authorizes an a priori (polynomially) bounded
number of identities and the size of public parameter grows linearly with the number of
authorized identities. Our work provides a general framework towards constructing such
systems via the notion of PCE.
Prior Models for Reducing Trust. The problem of reducing trust in the setup authority in
advanced encryption systems has been widely studied. Here, we provide a brief summary of
some of the models.
Multiple authorities: Boneh and Franklin [12] suggested the use of multiple authorities
to distribute the trust assumption and prevent a single point of failure. Subsequently,
this direction has been explored in many works, both in the context of IBE and ABE
(see, e.g., [18, 36]). As discussed in [29], such a model might not always be convenient for
users in advanced encryption systems since they must prove their credentials to multiple
authorities to request keys. In terms of privacy, naturally, this notion does not provide
any guarantees when only a single authority is available (or all authorities are corrupted).
Accountable authority: Goyal [29] considered an alternative model where malicious behavior by the setup authority – such as distribution of “decryption boxes” to unauthorized
users – can be detected. Further strengthenings of this model were subsequently studied;
see e.g., [30]. We note that while this model provides for misbehavior detection, it does
not prevent the authority from potentially decrypting all the ciphertexts generated by
the system users. The work of Badrinarayanan et al. [8] considers a different notion
of verifiable FE where correctness guarantees hold even when the setup authority is
malicious. Their work, however, does not consider privacy guarantees against malicious
authorities.
Registration-based systems: Finally, we mention the recent line of work on registrationbased encryption (RBE) [23, 24, 28]. In RBE, the authority is replaced by a key curator
who does not issue any keys. Instead, the parties self-register, and the key curator
aggregates the public-keys into a compact form. Consequently, the system requires
periodic updates to ensure correct functioning. This notion has been proposed as an
alternative to IBE, and does not naturally generalize to ABE or FE. While the original
work of [23] assumed the key curator to be trusted, a recent work of [28] proposes some
mitigations in the common reference string model.
None of these models seem ideally suited to some of our envisioned applications of PCE
(discussed in Section 1). Multi-authority models do not provide any security when all the
authorities are dishonest while PCE aims for meaningful security even in “full corruption”

3

Note that this is not even compliant with semi-honest security.
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scenario. The registration-based model [23] goes to the other extreme in that the authority
has no decryption power at all, while PCE requires partial decryption power in order to
enable authorized computations.

2

Technical Overview

In what follows we give a cursory overview of the technical content of our work. We begin
by presenting some pre-constrained encryption schemes with progressively more expressive
functionality, then we discuss generic transformations to upgrade the security notion and
relations to other well-known cryptographic primitives.
Throughout this section, we consider PCE with the key delegation feature by default.

2.1

Constructions

We discuss the intuition behind the constructions of pre-constrained encryption schemes.
Throughout this section, we always consider security against a semi-malicious authority:
The authority is assumed to run the setup honestly, but can choose the random coins of the
algorithm arbitrarily. We will see later how to lift this notion to the more challenging setting
where the authority can behave maliciously.
Prelude: Turning Proofs Into Constructions. Before delving into the description of specific
schemes, we build up some informal intuition by presenting our general construction template,
based on selective security proofs for advanced cryptographic systems. A commonly adopted
proof technique to argue selective security is the following: the reduction cleverly embeds
the instance of a hard problem into the cryptographic scheme in such a way that if an
adversary distinguishes encryptions of two challenge messages, then it can be used to violate
the hardness assumption. The reduction is responsible for generating the public key and
the challenge ciphertext and answering any decryption key queries made by the adversary.
To enable the aforementioned embedding process, the reduction typically first generates
constrained public parameters4 that would not allow for issuing decryption keys of a specific
kind – in particular, those that would allow for breaking the security of the challenge
ciphertext. This way, if the adversary manages to break the security of the scheme, then it
must be the case that it also solved the hard problem.
This observation paves the way for a natural construction of pre-constrained encryption:
The setup of pre-constrained encryption runs the constraining process of the public key,
performed by the reduction above.
The key generation procedure is the procedure used by the reduction to answer the queries
of the adversary.
The encryption and the decryption procedures are the same as the underlying selectively
secure scheme.
While this is our general template, achieving pre-constrained encryption for general classes
of constraints will require more work. In particular, in our actual constructions we will use
selectively secure encryption schemes in a non-blackbox way.
Example: The Boneh et al. ABE.
ABE scheme of Boneh et al. [13]:

4

To make our discussion more concrete, consider the

We remark that not all selective security proofs follow this approach. For example, the security proof in
the IBE scheme of [12] does not constrain the public key.

ITCS 2022

4:8

Pre-Constrained Encryption

The public keys consist of the matrices {Ai }i∈[ℓ] along with another matrix A, where ℓ
is the length of the attribute. All the matrices are of the dimension n × m (n is set to
be security parameter and m = O(n log(q))) and over a large field Zq . The matrix A is
generated along with its trapdoor TA such that ATA = 0.
The ciphertext consists of LWE samples encoding the attribute att and the secret message
µ.
To generate a key with respect to f , do the following: Using the trapdoor of A, generate a
matrix Xf such that Xf is a trapdoor for the matrix [A|Af + G], where G is the gadget
matrix and Af is generated using the following algorithm: Af = EvalPK(f, {Ai }i∈[ℓ] )
In the proof of security, the matrices {Ai }i∈[ℓ] are punctured with respect to the challenge
attribute att∗ . That is, set Ai = A · Ri − att∗i · G. Then, the attribute keys are generated
using {Ri } and the trapdoor of the gadget matrix G. At this point, we can invoke LWE to
switch the LWE samples in the ciphertext to be uniformly random.
Attribute-Based PCE for Point Constraints. We now turn our attention to constructing
attribute-based PCE (AB-PCE) schemes. An AB-PCE scheme follows a similar syntax as
PCE except that the encryption algorithm now additionally takes as input an attribute
att (from an attribute universe). We require that the authority can decrypt a ciphertext
associated with an attribute att only if there exists an authorized predicate f (i.e., C(f ) = 1)
such that f (att) = 1.
We show how to turn the above ABE scheme into a AB-PCE scheme (with key delegation)
for the family of point constraints, namely, constraints restricted to be of the form Catt∗ (f ) =
1 ⇐⇒ f (att∗ ) = 0 where att∗ is some fixed attribute.
The public parameters PKatt∗ of AB-PCE consist of a matrix A and a series of “GSW
encryptions” defined as Ai = A · Ri − att∗i · G where Ri is a binary matrix and G is the
gadget matrix. This is exactly the form that the public parameters have in the security
proof of Boneh et al. [13], where the attribute att∗ = (att∗1 , . . . , att∗ℓ ) is punctured out: The
reduction (playing the role of the key authority) can efficiently compute decryption keys
for any circuit f such that f (att∗ ) = 0. To compute a decryption key for the function f ,
one can consider the following homomorphic evaluation algorithm defined in [13]: Rf =
EvalRand(f, {Ai }i∈[ℓ] , {Ri }i∈[ℓ] , att∗ ), where the knowledge of Rf allows one to compute a
uniformly sampled trapdoor Xf for the matrix A Af + G (provided that f (att∗ ) = 0),
where Af = ARf .
Issue: Semi-Malicious Security. One subtle aspect, that prevents us from using this
approach off-the-shelf, is that the security proof of [13] assumes that matrix A is honestly
sampled. However, the argument completely breaks down if A is sampled with a trapdoor
(in fact, this change is not even detectable, since the two distributions are statistically
close). This means that the construction is not secure against a semi-malicious authority.
To overcome this obstacle, we resort to the techniques of [17, 6, 25]: Instead of sampling
A uniformly, we choose it from a structured distribution (which is guaranteed to have no
trapdoor) and
 we adapt
 the encryption algorithm to hide the message, unless one has a
trapdoor for A Af .
Identity-Based PCE for General Constraints. With the above observation in mind, we
show that a similar approach gives rise to an identity-based PCE (IB-PCE) scheme for general
constraints. An IB-PCE scheme follows a similar syntax as PCE except that the encryption
algorithm now additionally takes as input an identity id (from an identity universe) and
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secret keys are also associated with identities. We require that the authority can decrypt a
ciphertext associated with an identity id iff C(id) = 1.5
In our scheme we set the public parameters PKC to the same GSW encryptions Ai =
A · Ri − Ci · G, where (C1 , . . . , Cℓ ) is the binary representation of the constraint C. To
generate a key for an identity id, we define Aid = EvalPK(Uid , {Ai }i∈[ℓ] ) where Uid is the
universal circuit that evaluates C(id).
Using

 the knowledge of the random coins (R1 , . . . , Rℓ )
we can generate a trapdoor for A Aid (i.e., a key for id) only if Uid = C(id) = 1. Note
the ability to “compute over the attributes” here is used to enforce the constraint C, rather
than enabling the ABE functionality. As we will see later, achieving AB-PCE for general
constraints will (inherently) need more powerful tools.
Application: Coercion-Resistant Signatures. Consider the following scenario: Alice wants
to generate a digital signature key pair (sk, vk) that allows her to sign any message m, except
if m contains some flagged words (e.g., connected to hate speech or racial discrimination).
Alice wants to ensure that this continues to hold even in the event where the secret key
sk gets stolen, so that even the impostor cannot sign such messages on behalf of Alice.
Put differently, she wants to ensure that not even Alice herself can sign flagged messages
under external pressure (e.g., in case she is physically forced to). One plausible approach to
realize such a cryptographic primitive would be to use functional/delegatable signatures [16],
encoding the flagged words in the delegation policy. However, here all security is lost if an
attacker gets access to the master secret key (which allows one to sign any message). This
could happen if the master key is inadvertently leaked or not properly erased by Alice.
To overcome this limitation, we propose to construct such “coercion-resistant” signatures
using our newly developed IB-PCE: The signing key consists of a pre-constrained key PKC
for the appropriate constrain C, and a message m can be signed
by simply generating a

key for the identity m, i.e., a trapdoor Xm for the matrix A Am . Given the public
parameters, anyone
can

 recompute Am and check that the signature Xm is indeed a valid
trapdoor for A Am . The security against authority guarantees that, at any point in time,
not even the owner of the master secret key, can sign messages m for which C(m) ̸= 1.
Attribute-Based PCE for General Constraints. Next we consider the problem of constructing AB-PCE for general constraints where we can specify an arbitrary circuit C at setup time
we constrain the key generation algorithm to only be able to compute keys for functions f
such that C(f ) = 1. We show that AB-PCE for general constraints is a significantly powerful
object, and it is in fact equivalent to the notion of witness encryption [22].
Given a witness encryption scheme, we can define the setup of AB-PCE to compute a
commitment c = Comm(C ∗ ; r) and the common reference string (CRS) for a non-interactive
zero-knowledge (NIZK) scheme. The secret key for a function f simply consists of a NIZK
proof π for the statement
∃ (r, C ∗ ) such that: c = Comm(C ∗ ; r) ∧ C ∗ (f ) = 1.
To encrypt a message µ for an attribute att, one computes a witness encryption for the
language that takes as input (f, π), verifies π and returns µ if f (att) = 1. It is not hard
to see that no (semi-malicious) authority can issue valid keys for constrained functions, as

5

For non-trivial IB-PCE, it is important that the public parameters do not reveal the constraint. See
Remark 11 in Section 4.
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it would contradict the soundness of the proof.6 Furthermore, the constraint C ∗ is hidden
by the hiding of the commitment and the zero-knowledge property of NIZK. We defer the
discussion on the reverse direction (AB-PCE =⇒ witness encryption) to a later point in
this overview.
PCE for General Constraints. Naturally, one may wonder whether the above ideas can be
lifted to the general setting of PCE, where instead of releasing the message µ if f (att) = 1,
we want to reveal f (µ) to the owner of a key for f . Drawing from our previous scheme,
we achieve this by relying on indistinguishability obfuscation: We only need to change the
encryption algorithm to obfuscate a circuit that computes
If V (crs, (c, f ), π) = 1 then return f (µ).
We will discuss the reverse implication (PCE =⇒ obfuscation) later in more details.

2.2

Malicious Security

Thus far we have considered an authority that can choose the random coins arbitrarily, but
otherwise it is trusted to sample the public parameters of the schemes correctly. While this
notion might not be sufficient for some practical application, it functions as a gateway for
the stronger notion of security in the presence of a fully corrupted authority. In fact we
show that, using techniques from the literature on combiners [4], we can generically turn a
semi-malicious pre-constrained encryption scheme into a fully malicious one.
We describe here the transformation for the general case of PCE – the case of IBPCE/AB-PCE follows a similar approach (but is slightly simpler). We adopt a dual-system
approach, where the authority samples two independent public parameters (PK0 , PK1 ) of a
semi-malicious scheme and computes a non-interactive witness indistinguishable (NIWI) proof
that either of them is well-formed. At encryption time, the user secret shares its message
(µ0 , µ1 ) ← Share(µ) and encrypts µb with respect to PKb . Intuitively, this guarantees that, if
the function f falls into the constrained set, then the authority cannot issue a valid key for f
and thus at least one of the two shares (and consequently the message) is hidden. To ensure
that the functionality of the scheme is preserved, we need the additional property that the
function f can be locally evaluated on each share individually, since the two independent
PCE schemes cannot “communicate” with each other. More formally, we need the existence
of an evaluation algorithm Eval such that Eval(f, µ0 , 0) ⊕ Eval(f, µ1 , 1) = f (µ), which is
exactly what is guaranteed by homomorphic secret sharing schemes [15]. One can then
obtain the original functionality by issuing the functional keys for the functions Eval(f, ·, 0)
and Eval(f, ·, 1). Our scheme crucially relies on the fact that the secret sharing scheme to
program the correct output of the computation in the security proof. For further details, we
refer the reader to the technical sections.

2.3

Cryptographic Implications

We now argue that the strong cryptographic tools that we use to construct AB-PCE/PCE
for general constraints are in some sense necessary, by presenting the reverse implications.
Note that the only security property that we need from our pre-constrained schemes is that

6

For this argument to to through, we need to assume that the NIZK is perfectly sound if the CRS is
correctly generated, which can be instantiated from [34].
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of security against authority; in particular, the notion of constraint hiding (although useful
for other applications) is not required for the following implications.

AB-PCE to WE. An AB-PCE schemee can be transformed into a witness encryption
scheme (for a language L with relation R) in the following manner: to encrypt a message µ
w.r.t. a statement x ∈ L, publish the tuple (x, Enc(PK, x, µ), MSK[C]), where the constraint
C restricts the functions f for the AB-PCE scheme to be of the form fw (x) = R(w, x).
Anyone who has a valid witness w for x can first compute a secret key skfw using MSK[C]
and then use it to decrypt the ciphertext. However, if x ∈
/ L, then no admissible function
can satisfy the policy associated with the ciphertext and thus the message µ is hidden.

PCE to iO. For the case of PCE, one may think that the implication is obvious, since it is
well-known that FE implies obfuscation [5, 10]. However, we stress that we are only relying
on the notion of security against authority for PCE, which is incomparable to the standard
notion of security for FE. In fact, our transformation is much simpler and more direct then
those of [5, 10].
Given a PCE scheme, we can obfuscate a circuit Γ by computing (Enc(PK, Γ), MSK[C]),
where the constraint C restricts the functions to be universal circuits of the form Ux (Γ) = Γ(x).
To evaluate the obfuscated circuit Γ on an input x, the user can first use MSK[C] to derive a
secret key skUx for circuit Ux and then use it to decrypt Enc(PK, Γ), which returns Γ(x).
Interestingly, this transformation does not incur in an exponential loss of security (which
is the case for all known FE to obfuscation compilers), which suggests that PCE – in its full
generality – is even more intimately related to obfuscation.

2.4

Organization

We first present the preliminaries in Section 3. We divide the technical sections into three
parts:
On Page 12, we present the first part. This part consists of the definitions and also
semi-malicious to malicious security transformations.
On Page 17, we present the second part. This part consists of different constructions of
PCE. We defer this part to the full version.
On Page 17, we present the third part. This part consists of the implications of PCE.

3

Preliminaries

Let Z be the set of all integers. For any integer q, denote Zq = Z/qZ. For any integer n,
let [n] = {1, 2, . . . , n}. For any discrete distributions P and Q, we let SD(P, Q) denote the
P
statistical distance between P and Q, i.e. SD(P, Q) = i | Pr[P = i] − Pr[Q = i]|/2. For any
random variables X and Y , we let H∞ (X) = − log2 (mini Pr[P = i]) denote the min-entropy
e ∞ (X|Y ) = − log (Ey [maxx Pr[X = x|Y = y]]) denote the average conditional
of X, and let H
min-entropy.
We defer the rest of the preliminary to the full version.
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Part I: Definitions and Compilers
4

Pre-Constrained Encryption Systems

We start by presenting our definition of pre-constrained encryption (PCE). Later, we will
consider the weaker variants of PCE, namely attribute-based pre-constrained encryption and
identity-based pre-constrained encryption.
▶ Remark 1 (On Key Delegation). Our definitions presented below already incorporate
key delegation feature, namely, the ability to derive special-purpose decryption keys for
“authorized” functions from the master secret key. We remark that it is easy to adapt our
definitions to exclude the key delegation feature in the manner as discussed in Section 1.

4.1

Definition of PCE

Syntax. A pre-constrained encryption (PCE) scheme for a constraint family C and function
family F consists of four algorithms (Setup, KeyGen, Enc, Dec) described below.
Setup(1λ , C): The setup algorithm takes as input a constraint predicate C ∈ C and
produces a master secret key MSK[C] along with a public key PK.
KeyGen(MSK[C], f ): The key generation algorithm takes as input MSK[C], function
f ∈ F and produces either a functional key skf (when f satisfies the predicate, i.e.,
C(f ) = 1) or ⊥.
Enc(PK, x): On input PK and a message x, the encryption algorithm outputs either a
ciphertext CT (when the public key is “well formed”) or ⊥.
Dec(skf , CT): The decryption algorithm takes as input a functional key skf along with a
ciphertext CT and outputs a value y.
We require a PCE scheme to satisfy many properties. We start with the correctness property.
Correctness. We require that the decryption of an encryption of x using a functional key
associated with a function f yields f (x). That is, for every C ∈ C and every f ∈ F such that
C(f ) = 1, for every m ∈ {0, 1}ℓ where ℓ is the input length of f ,
h
i
λ
,C), skf ←KeyGen(MSK[C],f ),
Pr (PK,MSK[C])←Setup(1
:
y
=
f
(x)
≥ 1 − negl(λ)
CT←Enc(PK,m), y←Dec(sk ,CT)
f

4.1.1

Security Against Authority

We consider two security properties that we refer to as security against authority (SAA) and
constraint hiding (CH).
Security against Authority. We first define security against authority for PCFE. Following
the literature on secure computation, we consider three formulations: security against semihonest authority (SH-SAA), security against semi-malicious authority (SM-SAA), and security
against malicious authority (M-SAA).
We start by presenting the definition for SH-SAA. Roughly speaking, this notion requires
that for any constraint C, even an authority who honestly runs the setup procedure on input
C (and therefore knows the randomness used for the setup) should not be able to distinguish
between encryptions of any two equal length messages x0 and x1 such that for all functions
f satisfying C(f ) = 1, we have that f (x0 ) = f (x1 ).
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▶ Definition 2 (PCE: Security against Semi-Honest Authority). A PCE scheme
(Setup, KeyGen, Enc, Dec) for constraint family C and function family F satisfies security
against semi-honest authority if for any non-uniform PPT adversary A, any C ∈ C, and every
pair of equal-length messages (x0 , x1 ) s.t. for all f ∈ F satisfying C(f ) = 1, f (x0 ) = f (x1 ),
h

$

$

Pr r ←
− {0, 1}poly(λ) ; (PK, MSK[C]) ← Setup(1λ , C; r); b ←
− {0, 1} : A(1λ , r, Enc(PK, xb )) = b
<

i

1
+ negl(λ).
2

We next present the definition for SM-SAA. The main difference from above is that the
adversary can run the setup process using arbitrary randomness. That is, in the generation
of setup, it uses a constraint circuit C from the same constraint family C (as done by the
semi-honest adversary) but the randomness used in the setup can be adversarially chosen.
▶ Definition 3 (PCE: Security against Semi-Malicious Authority). A PCE scheme
(Setup, KeyGen, Enc, Dec) for constraint family C and function family F satisfies security against semi-malicious authority if for any non-uniform (stateful) PPT adversary A,
| Pr[ExprSM-SAA
= 1] − Pr[ExprSM-SAA
= 1]| ≤ negl(λ), where ExprSM-SAA
, for every b ∈ {0, 1}, is
0
1
b
defined as the following experiment:
Experiment ExprSM-SAA
:
b
(PK, C, r, x0 , x1 ) ← A(1λ ).
CT ← Enc(PK, xb ).
b′ ← A(CT).
Output b′ if:
C∈C
PK′ = PK, where (PK′ , MSK′ [C]) ← Setup(1λ , C; r)
|x0 | = |x1 |, and for all f ∈ F satisfying C(f ) = 1, it holds that f (x0 ) = f (x1 ).
Else output 1.
Finally, we present the definition for M-SAA. In this case, the adversary may run the setup
process maliciously. We therefore require the existence of a (possibly inefficient) extractor
algorithm that takes as input the public key PK output by the adversary and extracts a
constraint C from PK. We require that it is efficient to check membership in C.
▶ Definition 4 (PCE: Security against Malicious Authority). A PCE scheme
(Setup, KeyGen, Enc, Dec) for constraint family C and function family F satisfies security
against malicious authority if there exists a (possibly inefficient) extractor algorithm Ext such
that for any non-uniform (stateful) PPT adversary A, | Pr[ExprM-SAA
= 1] − Pr[ExprM-SAA
=
0
1
M-SAA
1]| ≤ negl(λ), where Exprb , for every b ∈ {0, 1}, is defined as the following experiment:
Experiment ExprM-SAA
:
b
λ
(PK, x0 , x1 ) ← A(1 ).
CT ← Enc(PK, xb ).
b′ ← A(CT).
Output b′ if:
C ∈ C, where C ← Ext(1λ , PK).
|x0 | = |x1 |, and for all f ∈ F satisfying C(f ) = 1, it holds that f (x0 ) = f (x1 ).
Else, output 1.
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4.1.2

Constraint Hiding

We next define the constraint hiding property for PCE. Roughly speaking, we require that
the public key PK computed w.r.t. a constraint C should not leak any information about P
beyond what is leaked by the functional keys issued by the authority. Suppose skf1 , . . . , skfq
are the functional keys issued by the authority. We want the guarantee that the adversary
cannot distinguish whether the predicate used in the setup is either C0 or C1 , where C0 and
C1 are predicates whose descriptions are of the same length such that C0 (fi ) = C1 (fi ), for
all i ∈ [q].
▶ Definition 5 (PCE: Constraint Hiding). A PCE scheme (Setup, KeyGen, Enc, Dec) for
constraint family C and function family F satisfies constraint hiding (CH) if for any nonuniform admissible (stateful) PPT adversary A,


$
b←
−{0,1},
 < 1 + negl(λ),
Pr AKeyGen(MSK[Cb ];·) (PK) = b :
(C0 ,C1 )←A(1λ )
2
(PK,MSK[Cb ])←Setup(1λ ,Cb )

where A is said to be admissible if |C0 | = |C1 |, C0 , C1 ∈ C, and every function key query
f that it issues to the key generation oracle is such that C0 (f ) = C1 (f ).

4.1.3

Collusion Resistance

So far, we have considered two different adversarial scenarios. In the security against authority
property, we considered the scenario where the authority is adversarial and the goal was to
still guarantee the fact that the ciphertexts hide the underlying messages. In the constraint
hiding property, we wanted to protect the privacy of the constraint circuit used in the setup
algorithm.
We consider a third scenario that is not captured by the two properties defined before.
In this scenario, the entities who receive the keys for functions, say f1 , . . . , fq , could be
corrupted. In this case, we would like to guarantee that the ciphertexts don’t leak any more
information than revealed by the output of the functions f1 , . . . , fq . In more detail, we would
like the computational indistinguishability of the encryptions of x0 and x1 to hold even given
keys for functions f1 , . . . , fq . Note that this is the same security requirement in advanced
encryption systems, such as functional encryption.
We define this formally below.
▶ Definition 6 (PCE: Collusion Resistance). A PCE scheme (Setup, KeyGen, Enc, Dec) for
constraint family C and function family F satisfies collusion-resistance (CR) if for any nonuniform admissible (stateful) PPT adversary A,


$
b←
−{0,1},


(C,f1 ,...,fq ,x0 ,x1 )←A(1λ )

 1


Pr A(PK, skf1 , . . . , skfq , CTb ) = b :
+ negl(λ),
(PK,MSK[C])←Setup(1λ ,C),  <
2


CT ←Enc(PK,x ),
b

b

∀i∈[q], skfi ←KeyGen(MSK[C],fi )

where A is said to be admissible if: (a) C(fi ) = 1, for all i ∈ [q], (b) fi (x0 ) = fi (x1 ) for
all i ∈ [q] and, (c) |x0 | = |x1 |.
We say that a PCE scheme satisfies bounded collusion resistance if q, the number of
functions declared by the adversary, and s, the maximum size of the circuits input to the key
generation algorithm, are specified as an input parameter in the setup algorithm. Specifically,
the size of the public parameters could grow polynomially in q and s.
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▶ Remark 7. In the above security definition, we require the adversary to declare all the
functions at the time of setup. Inline with the different security definitions of functional
encryption, we can similarly relax this requirement and allow the adversary to adaptively
make function queries. We leave the exploration of the stronger definitions for future work.
Generic Transformation. We show that the two properties we defined in Sections 4.1.1
and 4.1.2 have implications to collusion resistance.
▶ Lemma 8. If a PCE scheme satisfies the (semi-honest) security against authority property
and constrained hiding property then it also satisfies bounded collusion resistance.
We defer the proof to the full version.
▶ Remark 9. Suppose a PCE scheme satisfies a stronger constraint hiding property, where the
adversary can declare any two equivalent and efficient circuits C0 and C1 (refer to Definition 5
for notation). Specifically, there is no requirement that the descriptions of C0 and C1 need
to have the same length. This property alongside semi-honest security against authority
property implies collusion resistance (rather than bounded collusion resistance). Since the
proof is identical to the proof of the above lemma, we omit the details.

4.2

Special Cases: Identity-Based PCE and Attribute-Based PCE

Attribute-Based Pre-Constrained Encryption. We consider a notion of attribute-based preconstrained encryption (AB-PCE) that is defined w.r.t. a constraint family C, an attribute
universe U and a predicate family P where a predicate P ∈ P operates over vectors of
attributes in U . In an AB-PCE scheme, messages are encrypted w.r.t. attribute vectors in a
manner similar to (key-policy) attribute-based encryption [41, 31]. The constraint C captures
the set of authorized predicates: specifically, the authority can only decrypt a ciphertext
computed w.r.t. an attribute vector att ∈ U iff there exists an authorized predicate P ∈ P
s.t. C(P ) = 1 and P (att) = 1.
More specifically, an AB-PCE scheme consists of four algorithms (Setup, KeyGen, Enc, Dec)
that are defined in a similar manner as a PCE scheme except for the following differences:
The key generation algorithm KeyGen computes keys associated with (boolean) predicates
P ∈ P.
The encryption algorithm Enc takes an attribute vector att as an additional input.
The decryption algorithm Dec on input a key skP and a ciphertext CT – computed using
an attribute vector att and message x – outputs x iff P (att) = 1.
As in the case of PCE, we consider two main security properties – security against
authority and constraint hiding – for AB-PCE. The constraint hiding definition is almost
identical to the one for PCE and therefore we skip it here. The definitions for security against
authority are also very similar to the PCE case.
We present the formal definition for the case of semi-malicious authority here for completeness. The definitions for the other two cases – semi-honest or malicious – can be easily
derived with appropriate modifications.
▶ Definition 10 (AB-PCE: Security against Semi-Malicious Authority). An AB-PCE scheme
(Setup, KeyGen, Enc, Dec) for constraint family C, attribute universe U and predicate family
P satisfies security against semi-malicious authority if for any non-uniform (stateful) PPT
adversary A, | Pr[ExprSM-SAA
= 1] − Pr[ExprSM-SAA
= 1]| ≤ negl(λ), where ExprSM-SAA
, for every
0
1
b
b ∈ {0, 1}, is defined as the following experiment:
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Experiment ExprSM-SAA
:
b
(PK, C, r, att, x0 , x1 ) ← A(1λ ).
CT ← Enc(PK, att, xb ).
b′ ← A(CT).
Output b′ if:
C∈C
PK′ = PK, where (PK′ , MSK′ [C]) ← Setup(1λ , C; r)
att ∈ U , |x0 | = |x1 |, and for all P ∈ P satisfying C(P ) = 1, it holds that P (att) = 0.
Else output 1.
Identity-Based Pre-Constrained Encryption. We also consider a notion of identity-based
pre-constrained encryption (IB-PCE) that is defined w.r.t. a constraint family C and an
identity universe I. In an IB-PCE scheme, messages are encrypted togther with identities
(in a manner similar to identity-based encryption [12]). Crucially, the constraint C captures
the set of authorized identities, i.e., the authority can only decrypt ciphertexts computed
using identities id ∈ I s.t. C(id) = 1.
Intuitively, IB-PCE allows for full decryption of ciphertexts computed w.r.t. authorized
identities. For example, the authorized identities could capture people on a “no-fly list”.
More generally, IB-PCE is useful for scenarios where we wish to allow an authority to be able
to fully decrypt ciphertexts after an exact match of identies (which may capture real-world
identities, keywords, etc).
More specifically, an IB-PCE scheme consists of four algorithms (Setup, KeyGen, Enc, Dec)
that are defined in a similar manner as a PCE scheme except for the following differences:
The key generation algorithm KeyGen takes as input an identity id ∈ I together with the
(pre-constrained) master secret key and outputs a key skid .
The encryption algorithm Enc takes an identity id ∈ I as an additional input.
The decryption algorithm Dec on input a key skid and a ciphertext CT – computed using
an identity id′ and message x – outputs the plaintext x iff id = id′ .
As earlier, we consider two key security properties – security against authority and
constraint hiding – for IB-PCE. Both these properties are defined in a similar manner as for
PCE and AB-PCE.
▶ Remark 11 (On Non-Trivial IB-PCE.). For non-trivial IB-PCE, it is important that the
public parameters do not reveal the constraint. Indeed, in the absence of such a requirement,
there is a trivial construction of IB-PCE where the encryptor first simply checks – given the
public constraint C – whether or not the input identity satisfies C. If the check fails, then it
simply outputs ⊥.
We note, however, that the above strategy is not always possible and therefore constraint
hiding is not always necessary for PCE. Indeed, we later discuss applications of PCE (such
as to witness encryption and program obfuscation) where constraint hiding is not required.

5

Semi-Malicious to Malicious Security Transformations

We demonstrate generic transformations that convert any pre-constained X scheme, where
X ∈ {IB-PCE, AB-PCE, PCE} satisfying security against semi-honest authority property
into another scheme that guarantees security against a malicious authority. We defer the
construction and its security proofs to the full version.
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Part II: Constructions
In this part, we construct PCE for point constraints. Then we construct IB-PCE, AB-PCE,
and PCE for general constrains. We defer the constructions to the full version.

Part III: Implications
We present implications of pre-constrained encryption systems to primitives such as witness
encryption and indistinguishability obfuscation (iO). We show the following:
Pre-constrained ABE implies witness encryption for NP.
Pre-constrained encryption implies iO for P/poly.
For both the above implications it suffices for the pre-constrained encryption system to
satisfy the weaker semi-honest security property.
We defer the proofs to the full version.
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1

Introduction

Sparsification has been a crucial idea in designing many fast algorithms; famous examples
include cut or spectral graph sparsifiers [55] and dimension reduction using sparsified JohnsonLindenstrauss transforms [22]. In this work, we address the question of sparsifying discrete
distributions, with the goal of speeding up the fundamental task associated with distributions:
sampling from them.
As an illustrative example building towards our notion of sparsification for distributions,
consider the task of sampling a (uniformly) random edge in a graph. Suppose that we have a
graph on n non-isolated vertices, and we are allowed to make adjacency queries. How many
of the n vertices do we have to “probe” before we observe both endpoints of some edge? The
answer to this question depends on the structure of the graph; for a star graph, where a single
vertex is connected to the other n − 1, we would have to find this central vertex to have any
chance of observing an edge; so no amount of smart guessing can result in looking at ≪ n
vertices. However, for regular graphs, where every vertex has the same degree, because of
√
Birthday Paradox phenomena, it is enough to look at a sample of O( n) uniformly random
vertices to observe an edge between two of them with overwhelming probability. The bound
√
of O( n) is indeed the best possible, since in a random perfect matching (degree 1 regular
graph), the best and only sensible strategy is to pick vertices at random.
This phenomenon generalizes to hypergraphs as well. On a k-uniform hypergraph, with
hyperedges representing sets of k vertices, to observe a hyperedge one has to generally look
at ≃ n vertices in the worst case. But on regular hypergraphs, a substantially smaller
sample, namely ≃ n1−1/k many vertices, will contain a hyperedge with high probability
(see, e.g., [56, for forms of Birthday Paradox related to k-sets and k-collisions]). Notice that
this improvement quickly deteriorates as k gets large, and becomes meaningless as soon as
k ≃ log n.
When can the bound of n1−1/k for regular hypergraphs be improved, ideally to a polynomially small fraction of the n vertices, even for k ≫ 1? Moreover, suppose that instead of
desiring just one of the hyperedges, we want to extract an (approximately) uniformly random
hyperedge. Can we still produce a hyperedge following this distribution, by only looking at a
small subset of vertices? In a nutshell, how small of a (random) vertex set can we look at in
order to have a distributionally representative “sparsification” of the entire hypergraph?
In this work, we tie the answer to these questions to notions of high-dimensional expansion,
specifically the notion of entropic independence introduced by Anari, Jain, Koehler, Pham,
and Vuong [5]. To every
 measure on size k subsets of {1, . . . , n}, a.k.a. weighted hypergraph,
denoted by µ : [n]
→ R≥0 , one can associate a parameter of entropic independence
k
1/α ∈ [1, k], defined formally in Section 2. A larger α corresponds to better high-dimensional
expansion. We show that the hypergraph defined by µ, while being k-uniform, behaves
almost as if it was (1/α)-uniform: informally, we can “sparsify” this hypergraph by looking
at only n1−α · poly(k) vertices, under “regularity assumptions.” To avoid confusion with
classical concepts of graph and hypergraph sparsification, which primarily keep the vertex set
while deleting a subset of the edges, we call this type of sparsification domain sparsification.
A long line of recent works have obtained breakthroughs in sampling and counting
by viewing combinatorial distributions as (weighted) hypergraphs and studying notions of
high-dimensional expansion for them [7, 21, 2, 6, 20, 39, 8, 19, 35, 3, 51, 12, 44, 5, 1, 18].
A central theme in all of the aforementioned works is the establishment of some form of
high-dimensional expansion for a hypergraph encoding the probability distribution of interest.
At a high-level, these notions can be viewed as measures of proximity to independent/product
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distributions. Sampling from distributions extremely close to product distributions is roughly
as easy as sampling i.i.d. from the marginal distribution over single elements; it is no surprise
then, that for distributions with limited correlations, knowledge of marginals can boost
sampling time. This is what we formally establish in this work.
Our main result applies to distributions that have entropic independence [5], a notion
stronger than spectral independence [6], but weaker than fractional log-concavity and sectorstability [3]. Roughly speaking, a background measures µ over k-sized sets is entropically
independent, if for any (randomly chosen) set S, the relative entropy of a uniformly random
element of S is at most 1/αk fraction of the relative entropy of S, where we usually take
α = Ω(1). The main intuition leading to our results is that high correlations in such
distributions must be limited to small groups of elements. By sampling enough many
elements from the domain, we cover these correlated groups.
Similar to graph sparsification, in domain sparsification we need to reweigh the sparsified
object. This is achieved by the standard operation of applying an external field. For a weight
vector λ ∈ Rn≥0 , the λ-external field applied to µ is the distribution λ ⋆ µ defined by
Y
λ ⋆ µ(S) ∝ µ(S)
λi .
i∈S


▶ Theorem 1 (Informal). Let µ : [n]
k → R≥0 be (1/α)-entropically independent. Suppose
that we have access to estimates p1 , . . . , pn of the marginals and an oracle that can produce
i.i.d. samples i ∈ [n] with P[i] ∝ pi ; suppose that our estimates satisfy p1 + · · · + pn = k and
pi ≥ Ω(P[i ∈ S])
for all i. Then we can produce a random sparse external field λ ∈ Rn≥0 with at most
n1−α · poly(k) nonzero entries, in time n1−α · poly(k), such that a random sample S of λ ⋆ µ
approximately follows the distribution defined by µ.
Theorem 1 follows directly from Propositions 24 and 25 and Lemma 26. We outline our
techniques in Section 1.3.

Algorithm
Our sampling algorithm, or rather a simplification of it, is easiest to describe for the case of
uniform pi = k/n and when the desired total variation distance is a constant: we sample a
uniformly random subset T of size roughly ≃ n1−α · poly(k) elements from the ground set and
then sample S from µ conditioned on S ⊆ T , i.e., from 1T ⋆ µ. In order to handle non-uniform
pi , we perform a transformation to µ, which algorithmically translates to selecting elements
of T with biases dictated by pi . See Section 3.1 for details. Finally, in order to achieve
logarithmic dependence on the total variation distance, we perform a Markov-chain-based
variant of the mentioned process; in each step of this Markov chain, we simply add elements
to the current set S in order to get T , and then subsample a new set of size k from T . For
details see Section 3.2.
Notice that we do not need degree-regularity of µ, which would be equivalent to PS∼µ [i ∈
S] being exactly the same for all i. Instead, it is enough to just have an estimate of these
marginals. This is because instead of sampling a subset of vertices uniformly at random, we
can sample a biased subset of vertices, with probability biases defined by the marginals, and
domain sparsification will still work.
Prior to our work, domain sparsification was known for distributions with log-concave
generating polynomials (the case of α = 1) [4], based on techniques inspired by earlier
algorithms for sampling from determinantal point processes (an even narrower class) [23, 25].
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All of these distributions satisfy forms of negative dependence [14, 4] that were crucial in
obtaining domain sparsification for them. Our work significantly extends the reach of domain
sparsification beyond these classes; in particular, for any distribution µ, we have α ≥ 1/k,
and as a simple corollary we get nontrivial domain sparsification for any distribution µ as
long as k = O(1), a result which appears to be nontrivial on its own.
The main application of domain sparsification is in accelerating the time it takes to
produce multiple samples from a distribution µ. Suppose that an algorithm A can produce
(approximate) samples from a distribution µ and any distribution obtained from it by an
external field, in time T (n, k), which usually depends polynomially on n.1 Then after
a preprocessing step, where we use A to estimate the marginals of µ, we can produce
new samples in time T (n1−α · poly(k), k) per sample, which is polynomially smaller than
T (n, k), as long as k is smaller than some poly(n) threshold. Notice that the preprocessing
step has to be done only once, and its cost gets amortized when we are interested in
obtaining multiple samples from µ. A careful implementation, directly adapted from what
was done for log-concave polynomials by Anari and Dereziński [4], can bootstrap domain
sparsification with estimation of marginals to complete the preprocessing step in roughly
≃ T (n, k) + n · poly(k, log n) · T (n1−α · poly(k), k) time.
▶ Corollary 2 (Informal, adapted from [4]). Suppose that we have an algorithm A that can
produce approximate samples from any external field λ applied to µ in time T (m, k), where
m is the sparsity of λ. Then we can produce the marginal estimates pi and the i.i.d. sampling
oracle required in Theorem 1 in time

O T (n, k) + n · poly(k, log n) · T (n1−α · poly(k), k) .
Further, for any desired t, we can produce t i.i.d. approximate samples from µ in time

O T (n, k) + max {t, n · poly(k, log n)} · T (n1−α · poly(k), k) .
Sampling is often used to solve the problem of approximate counting, that is computing
the partition function
X
µ(S).
S

To obtain an ϵ-relative error approximation, known reductions between counting and sampling [46] introduce at least a multiplicative factor of 1/ϵ2 to the sampling time. Directly adapting the same technique for log-concave polynomials [4] and combining with
our new domain sparsification result, we obtain an ϵ-relative error of the counts in time
≃ T (n, k) + max {n, 1/ϵ2 } · poly(k, log n) · T (n1−α · poly(k), k). Notice that here 1/ϵ2 is
multiplied by the term T (n1−α · poly(k), k) that can be substantially smaller than T (n, k);
as a result, we can get a substantially improved running time for the high-precision regime
where ϵ is inverse-polynomially small.
▶ Corollary 3 (Informal, adapted from [4]). Suppose that we have an algorithm A that can
produce approximate samples from any external field λ applied to µ in time T (m, k), where
P
m is the sparsity of λ. Then we can compute an ϵ relative error approximation of S µ(S)
in time

O T (n, k) + max {n, 1/ϵ2 } · poly(k, log n)T (n1−α · poly(k), k) .
1

Typically the running time has logarithmic dependencies on the approximation error and potentially
magnitude of external fields, but for simplicity of exposition we hide them here.
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▶ Remark 4. For many applications, we can derive entropic independence of µ from a stronger
property called fractional log-concavity [3, 5]. For an α-fractionally log-concave distribution,
recent work of Anari, Jain, Koehler, Pham, and Vuong [5] established Modified Log-Sobolev
Inequalities for natural (multi-step) down-up random walks. For simplicity of exposition,
assume that 1/α ∈ Z and α = Ω(1). Then, these random walks produce approximate samples
from µ in the following number of steps:


1
O k 1/α · log log
,
Pµ [S0 ]
where S0 is the starting point of the random walk. Further, each step of the random walk
requires querying µ at n1/α points, leading to a total runtime of


1
.
O (kn)1/α · log log
Pµ [S0 ]
In most settings, such as when the bit-complexity of µ is bounded by poly(n), the extra
log log(1/ Pµ [S0 ]) can be safely ignored, as long as we make sure S0 is in the support. So one
can think of this Markov chain as an algorithm A that, up to this initial step of finding a
suitable starting point, satisfies


T (n, k) = Õ (nk)1/α .
Note that for this choice of the algorithm A and running time T , the bounds in Corollaries 2
and 3 simplify as
n · poly(k, log n) · T (n1−α · poly(k), k) ≃ poly(k, log n) · T (n, k).
However, our results apply to any choice of a base sampling algorithm A.
A challenging part of obtaining our results is the lack of negative dependence inequalities,
which were used by the prior work of Anari and Dereziński [4]. These negative dependence
inequalities result in domain sparsification with sparsified domain size solely depending on k,
with no dependence on n. We show in Section 4 that our analysis of our domain sparsification
scheme is tight. An intriguing question is if we can find other domain sparsification schemes,
perhaps using higher-order marginals, that sparsify domains to size poly(k, log n)? We make
the following conjecture.
▶ Conjecture 5 (Informal). Let µ be an α-fractionally-log-concave distribution for some
α = Ω(1). Given access to estimates for high-order marginals of the form PS∼µ [T ⊆ S] for
all T of size ℓ ≃ 1/α, and an oracle that produces i.i.d. samples from these marginals, there
is a domain sparsification scheme for µ which reduces the domain size to only poly(k).
Despite the attractiveness of a bound independent of n, we give evidence that obtaining
these domain sparsification schemes requires entirely new ideas; we show in Section 4 that if
we replace fractional log-concavity by entropic independence (which is sufficient for our main
result, Theorem 1) in the above conjecture, the conjecture becomes false.

1.1

Applications

Here we mention examples of distributions to which our results can be applied beyond
those covered by prior work of Anari and Dereziński [4]. Our examples satisfy fractional
log-concavity [3] which entails both entropic independence [5], and the existence of the base
sampling algorithm A.
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For a distribution µ : [n]
k → R≥0 we define the generating polynomial gµ to be
X
Y
gµ (z1 , . . . , zn ) :=
µ(S)
zi .
S

i∈S

We say that the distribution µ or the polynomial gµ is α-fractionally-log-concave for some
parameter α ≤ 1 if log gµ (z1α , . . . , znα ) is concave as a function over the positive orthant
(z1 , . . . , zn ) ∈ Rn≥0 .
Notice that any multi-affine homogeneous polynomial with nonnegative coefficients is
the generating polynomial of a distribution µ. Throughout the paper, we often equate
these polynomials with the distributions they represent, and freely talk about fractional
log-concavity of either the generating polynomial or the distribution. For more details, see
[3].
▶ Example 6. If g is a degree-k homogeneous multi-affine polynomial, then it is k1 -log-concave.
Q
1/k
Every monomial i∈S zi is concave, since by Hölder’s inequality
!k
Y
Y 1/k
Y 1/k
(λzi + (1 − λ)yi ) ≥ λ
zi + (1 − λ)
yi
.
i∈S

i∈S
1/k

i∈S

1/k

Now, g(z1 , . . . , zn ) is concave as (weighted)-sum of concave functions
also log-concave, as log is a monotone and concave function.

Q

1/k

i∈S

zi

. Thus is

▶ Example 7. We present another toy class of α-fractionally-log-concave polynomials that
provides some intuition despite not having many applications. Let µ be an α-fractionally-logconcave polynomial over the variables z1 , . . . , zn . If we replace each zi with the monomial
Qm (j)
α
j=1 zi , we obtain a degree mk, m -fractionally-log-concave polynomial over the variables
(j)

{zi | i ∈ [n], j ∈ [m]} [3]. For example, if the starting distribution µ is the uniform
distribution over bases of a matroid, then α = 1, and the resulting distribution will be
1/m-fractionally log-concave.
Notice that if we normalize this blown-up polynomial to convert it into to a distribution,
for any i ∈ [n], the elements i(1) , . . . , i(m) are all perfectly correlated. On the other hand, if
i ̸= j, any two elements i(mi ) , j (mj ) inherit the correlations from the log-concave distribution.

V
▶ Example 8. Let G be a graph and k ∈ N. For each set S ⊆ 2k
, set µ(S) to be proportional
to the number of perfect matchings on S. Sampling from µ allow us to approximately count
the number of k-matching, i.e., matchings using k edges. [3] proved that for any value of k,
this distribution is fractionally log-concave with α ≥ 1/4.
Not all choices of G result in efficient sampling algorithms. The implementation of each
iteration of the Markov chain involves counting perfect matchings over S ⊆ V , and we do
not have a poly(k) time algorithm for counting matchings in general graphs. We thus only
consider downward closed graph families with an FPRAS for counting perfect matchings,
e.g., bipartite graphs [45], planar graphs [47], certain minor-free graphs [34], and small genus
graphs [36]. Our main results imply that as long as we estimate the probability of every
vertex being part of a random k-matching, we can reduce the task of sampling k-matchings
on an n vertex graph to graphs with only n3/4 · poly(k) many vertices.
▶ Example 9. Let L be a nonsymmetric positive semidefinite matrix, i.e., an n × n matrix
L that satisfies L + L⊺ ⪰ 0. Then, the nonsymmetric k-determinantal point process (see,
e.g., [37, 38, 10]) with kernel L, defined by
µ(S) = det(LS,S )

for all S ∈ [n]
is fractionally log-concave with α ≥ 1/4 [3].
k
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▶ Example 10. Suppose that we start with a measure µ0 on [n]
that is Strongly Rayleigh
k
(see [14, for definition]), such as a (symmetric) determinant point process, or the uniform
distribution over spanning trees of a graph. Suppose that we partition the ground set
into a constant number c = O(1) of parts: [n] = A1 ∪ A2 ∪ · · · ∪ Ac , and fix cardinalities
k1 , . . . , kc ∈ Z≥0 , with k1 + · · · + kc = k. Then the partition-constrained version of µ0 can
be defined as
µ(S) ∝ µ0 (S) · 1 [|S ∩ Ai | = ki for i = 1, . . . , c] .
As long as c = O(1), this distribution µ will be Ω(1)-fractionally-log-concave [3]. For some
discussion of partition-constrained Strongly Rayleigh measures, see [17].

1.2

Related Work

Log-Concavity
Log-concavity has been a well-studied concept in continuous sampling since it captures
many common distributions like uniform distributions over convex bodies, and Gaussian
distributions. Discrete notions of log-concavity we work with in this paper have been
introduced by [41, 9, 15, 7]. The formulation of [7] is what we refer to in this paper as
“log-concave,” and is motivated by examples such as the uniform distribution over bases of a
matroid and the special subcase of the uniform distribution over spanning trees.
We have a nearly complete picture for MCMC-based sampling algorithms for homogeneous
log-concave distributions. For degree-k distributions, Anari, Liu, Oveis Gharan, and Vinzant
[7] analyzed the down-up walk, which occurs between sets of size k and sets of size (k − 1);
in the case of matroid bases, this walk is also known as a form of the “basis exchange walk.”
Furthermore, Cryan, Guo, and Mousa [21] proved a Modified Log-Sobolev Inequality (MLSI)
for this walk, and Anari, Liu, Oveis Gharan, Vinzant, and Vuong [8] further reduced the
runtime of sampling by analyzing a warm start to the down-up walk algorithm. Most recently,
Anari and Dereziński [4] devised an algorithm for sampling a log-concave distribution when
we are given the single-element marginals; we will elaborate upon their contributions more
in Section 3.3, where we compare their algorithm to ours.

Intermediate Sampling and Determinantal Point Processes
A class of domain sparsification algorithms, related to the algorithms we used here, called
intermediate sampling was first proposed by [30, 23] in the context of sampling from Determinantal Point Processes (DPPs, [28]), also known as Volume Sampling [33, 32, 40]. DPPs
are a family of distributions (a small, but important, subset of distributions with log-concave
generating polynomials) which arise for instance when sampling random spanning trees [42],
as well as in randomized linear algebra [29, 26], machine learning [48, 49, 27], optimization
[54, 24, 53], and other areas [52, 43, 11].
The complexity of intermediate sampling for DPPs was further improved by [25, 16],
and the approach was extended to DPPs over continuous domains by [31]. Crucially, these
algorithms take advantage of the additional structure in DPPs, to enable distortion-free
intermediate sampling: instead of using a Markov chain, this uses rejection sampling to draw
exactly from the target distribution. This approach is not possible more generally, since µ
typically does not have a tractable partition function. However, [4] showed that the original
analysis of distortion-free intermediate sampling can largely be retained for distributions with
log-concave generating polynomials, as long as we switch to a Markov chain implementation.
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On the other hand, in this work, we largely abandon the original analysis in favor of a new
one which is specific to the Markov chain and requires less precision in marginal estimates.
As a result, we show that the preprocessing cost for Markov chain intermediate sampling is
substantially smaller than for distortion-free intermediate sampling. This leads to significant
improvements in time complexity even for DPPs, e.g., by reducing the preprocessing cost in
[25] from Õ(nk 6 + k 9 ) to Õ(nk 2 + k 3 ), where Õ hides polylogarithmic terms.

1.3

Overview of Techniques


Given an entropically independent distribution µ : [n]
→ R≥0 , we first preprocess it
k
using isotropic transformation, which is further detailed in Section 3.1. This converts our
distribution µ into a related distribution µ′ whose single element marginals PS ′ ∼µ′ [i ∈ S ′ ] are
approximately uniform. We prove various properties of µ′ in Proposition 24, including the fact
that µ′ has ground set size linear in n. This preprocessing step may be of independent interest
for other discrete sampling problems outside of entropically independent and fractionally
log-concave distributions.
After this step, we may assume our distribution µ has already undergone isotropic
transformation. Next, we design a Markov chain Mµt that has µ as its stationary distribution,
where taking a step requires sampling from a sparsified distribution ν. We refer to this
algorithm as Markov Chain Intermediate Sampling. The benefit of this Markov chain over
other natural Markov chains (e.g., down-up random walks (see, e.g., [3])) is that each step
requires paying attention only to a subset of elements as opposed to all. We show that
n1−α · poly(k) size is sufficient to ensure that Mµt mixes rapidly. Specifically, in Lemma 26,
we prove that a single step of Mµt from any S ∈ supp(µ) satisfies ∥P (S, ·) − µ∥ ≤ 41 .
The mixing time analysis of Mµt is novel and improves upon the methods used in [4].
The improvement is discussed and concretely illustrated with an example distribution in
Section 3.3. The proof of Lemma 26 relies heavily on new negative dependence inequalities
that are “average-case” rather than “worst-case”, since the worst-case inequalities simply
do not hold for fractionally-log-concave distributions. We show that these “average-case”
inequalities suffice for fast mixing of Mµt , thus opening the intermediate sampling framework
to wider families of distributions.

2

Preliminaries


We use [n] to denote the set {1, . . . , n}. For a set S, we use Sk to denote the family of
subsets of S of size k. For a distribution µ, we use X ∼ µ to denote that X is a random
variable distributed according to µ. For a set U , we abuse notation and let X ∼ U denote X
following the uniform distribution over U .
For a distribution µ over size k sets and a set T of size potentially larger than k, we abuse
notation and use µ(T ) to denote:
X
µ(T ) :=
µ(S).
S⊆T

2.1

Markov Chains and Mixing Time

▶ Definition 11. Let µ, ν be two discrete probability distributions over the same event space
Ω. The total variation distance, or TV-distance, between µ and ν is given by
1X
∥µ − ν∥TV =
|µ(ω) − ν(ω)|
2
ω∈Ω
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▶ Definition 12. Let P be an ergodic Markov chain on a finite state space Ω and let µ denote
its (unique) stationary distribution. For any probability distribution ν on Ω and ϵ ∈ (0, 1),
we define
tmix (P, ν, ϵ) = min {t ≥ 0 | ∥νP t − µ∥TV ≤ ϵ},
and
tmix (P, ϵ) = max {tmix (P, 1x , ϵ) | x ∈ Ω} ,
where 1x is the point mass distribution supported on x.
We will drop P and ν if they are clear from context. Moreover, if we do not specify ϵ,
then it is set to 1/4. This is because the growth of tmix (P, ϵ) is at most logarithmic in 1/ϵ
(cf. [50]).
The modified log-Sobolev constant of a Markov chain, defined next, provides control on
its mixing time. For a detailed coverage see [50].
▶ Definition 13. Let P denote the transition matrix of an ergodic, reversible Markov chain
on Ω with stationary distribution µ.
The Dirichlet form of P is defined for f, g ∈ Ω → R by
EP (f, g) = ⟨f, (I − P )g⟩µ = ⟨(I − P )f, g⟩µ .
The modified log-Sobolev constant of P is defined to be


EP (f, log f )
f : Ω → R≥0 , Entµ [f ] ̸= 0 ,
ρ0 (P ) = inf
2 · Entµ [f ]
where
Entµ [f ] = Eµ [f log f ] − Eµ [f ] log Eµ [f ].
Note that, by rescaling, the infimum may restrict our attention to functions f : Ω → R≥0
satisfying Entµ [f ] ̸= 0 and Eµ [f ] = 1.
The relationship between the modified log-Sobolev constant and mixing times is captured by
the following well-known lemma.
▶ Lemma 14 (cf. [13]). Let P denote the transition matrix of an ergodic, reversible Markov
chain on Ω with stationary distribution µ and let ρ0 (P ) denote its modified log-Sobolev
constant. Then, for any probability distribution ν on Ω and for any ϵ ∈ (0, 1)






ν(x)
1
−1
tmix (P, ν, ϵ) ≤ ρ0 (P ) · max log log
+ log
.
x∈Ω
µ(x)
2ϵ2
In particular,

tmix (P, ϵ) ≤ ρ0 (P )

−1


· log log



1
minx∈Ω µ(x)




+ log

1
2ϵ2


.

▶ Theorem 15 (cf. [50]). If an irreducible aperiodic Markov chain with stationary distribution
µ and transition matrix P satisfies ∥P t (S, ·) − µ∥T V ≤ 1/4 for all S ∈ supp(µ) and some
t ≥ 1, then for any ϵ ∈ (0, 1/4],
tmix (P, ϵ) ≤ t log(1/ϵ).
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2.2

Fractional Log-Concavity and Entropic Independence

We recall the notion of fractional log-concavity [3] and entropic independence [5].

▶ Definition 16 ([3]). A probability distribution µ : [n]
k → R≥0 is α-fractionally-log-concave
if gµ (z1α , . . . , znα ) is log-concave for z1 , . . . , zn ∈ Rn≥0 . If α = 1, we say µ is log-concave.
To define entropic independence we need the definition of the “down” operator.
▶ Definition 17 (Down Operator). For ℓ ≤ k define the row-stochastic matrix Dk→ℓ ∈
([n])×([n]
ℓ )
R≥0k
by

Dk→ℓ (S, T ) =


0

if T ̸⊆ S,
1



(kℓ)

otherwise.

Note that for a distribution µ on size k sets, µDk→ℓ will be a distribution on size ℓ sets. In
particular, µDk→1 will be the vector of normalized marginals of µ: (P[i ∈ S]/k)i∈[n] .

▶ Definition 18 ([5, Definition 2, Theorem 3]). A probability distribution µ : [n]
k → R≥0 is
(1/α)-entropically-independent for α ∈ (0, 1], if for all probability distributions ν on [n]
k ,
DKL (νDk→1 ∥ µDk→1 ) ≤

1
DKL (ν ∥ µ).
αk

Or equivalently,
∀(z1 , . . . , zn ) ∈ Rn≥0 : gµ (z1α , . . . , znα )1/kα ≤

n
X

p i zi ,

(1)

i=1

where p = (p1 , . . . , pn ) := µDk→1 .
We note that α-fractionally log concavity implies (1/α)-entropic independence [5, Theorem 3].
An important part of our sparsification scheme is a process to transform distributions into
a “near-isotropic” position (defined as having roughly equal marginals) by subdividing the
elements of the ground set. More precisely, let µ be a distribution generated by gµ (z1 , . . . , zn ),
then the distribution µ′ obtained by subdividing zi into ti copies has generating polynomial
(1)

(1)
gµ′ (z1 , . . . , zn(tn ) )

= gµ

(t )

(1)

(t )

zn + . . . + zn n
z1 + . . . + z1 1
,...,
t1
tn

!
.

Subdivision preserves both entropic independence and fractional log-concavity.
▶ Proposition 19. If µ is (1/α)-entropically-independent distribution then µ′ is also (1/α)entropic independence.
▶ Proposition 20. If µ is α-fractionally-log-concave distribution then µ′ is also α-fractionallylog-concave.
We leave the proofs to Section 5.

N. Anari, M. Dereziński, T.-D. Vuong, and E. Yang

3

5:11

Intermediate Sampling Algorithm

3.1

Isotropic Transformation

We define, similar to [4], a distribution µ to be isotropic if for all i ∈ [n], the marginal
probability PS∼µ [i ∈ S] is nk . We remark that this is only similar in name and spirit, but
different in nature, to the analogous notion of isotropy for continuous distributions; the latter
is defined based on the covariance matrix of the distribution, while the former is defined
based on marginals. In this paper, isotropy captures “uniformity” over the elements of [n] in
their marginal probabilities. Below
process [4] that transforms an
 we discuss a subdivision
′
arbitrary distribution µ over [n]
into
a
distribution
µ
that
is nearly-isotropic.
k

▶ Definition 21. Let µ : nk → R≥0 be an arbitrary probability distribution, and assume that
we have estimates p1 , . . . , pn of the marginals with p1 + · · · + pn = k and pi ≥ Ω(PS∼µ [i ∈ S])
for all i. Let ti := ⌈ nk pi ⌉. We will create a new distribution out of µ: For each i ∈ [n], create
ti copies of the element i and let the collection of all these copies
 be the new ground set:
Sn
U
(1)
(ti )
′
U = i=1 {i , . . . , i }. Define the following distribution µ : k → R≥0 from µ:
n
o
µ({i1 , . . . , ik })
(j )
(j )
µ′ i1 1 , . . . , i k k
:=
.
t1 · · · t k
We call µ′ the isotropic transformation of µ. Another way we can think of µ′ is that to
produce a sample from it, we can first generate a sample {i1 , . . . , ik } from µ, and then choose
(j )
a copy imm for each element im uniformly at random.
▶ Remark 22. We note that subdivision or isotropic transformation and external fields behave
well together. In particular, a sample from an external field λ applied to µ′ can be obtained by
first applying an appropriate external field (summing the field values over duplicate elements)
to µ and then replacing each element with a copy of it with probability proportional to
λ. In fact, subdivision is mostly a tool for analysis. In our algorithms, we never have to
formally perform subdivision, and we can just sample from distributions defined as λ ⋆ µ for
appropriate external fields λ.
▶ Remark 23. To obtain the estimates {pi } for all i, we can apply the proof of [4, Lem. 23],
with ϵ constant, rather than ϵ = O( k1 ). This provides a running time reduction for our
preprocessing step even in the case of log-concave polynomials.
There are three desirable properties of µ′ we need to establish for subdivision to be an effective
preprocessing step. The first is that subdivision preserves (1/α)-entropic independence, which
is shown in Proposition 19. The next is for the marginals PS∼µ′ [i(j) ∈ S] to all be close to
k
(j)
∈ U ; in other words, µ′ is actually close to being isotropic. The last is for
|U | for all i
|U | ≤ O(n), so if we ran a sampling algorithm on µ′ , the increased size of our ground set
does not accidentally inflate our desired asymptotic running times. We remark however,
that this last concern can be avoided by simply not running the sampling algorithm on the
subdivided distribution, but rather on λ ⋆ µ for an appropriate external field λ.


▶ Proposition 24. Let µ : nk → R≥0 , and let µ′ : Uk → R≥0 be the subdivided distribution
from Definition 21. The following hold for µ′ :
1. Near-isotropy: For all i(j) ∈ U , the marginal PS∼µ′ [i(j) ∈ S] ≤ O(k/ |U |).
2. Linear ground set size: The number of elements |U | ≤ O(n).
Proof. First, we verify that |U | is at most O(n):
|U | =

n
X
i=1

ti ≤

n 
X
i=1

n

n 
nX
1 + pi = n +
pi = 2n.
k
k i=1
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Next, we check that for any i(j) , the marginal probabilities PS∼µ′ [i(j) ∈ S] are at most
O(k/ |U |). Here, we interpret the sampling from µ′ as first sampling from µ, and then
choosing a copy for each element.
X
(j)
PS∼µ′ [i

∈ S] =

P[we chose copy j | we sampled S from µ] · P[we sampled S from µ]

S∋i

=

X1
ti

S∋i

Since ti ≥
PS∼µ′ [i(j)

3.2

n
k pi

≥

· µ(S) =

1 X
1
µ(S) =
· PS∼µ [i ∈ S].
ti
ti
S∋i

n
k

· Ω(PS∼µ [i ∈ S]), we get that


PS∼µ [i ∈ S]
= O(k/n) ≤ O(k/ |U |).
∈ S] ≤ O n
k · PS∼µ [i ∈ S]

◀

Domain Sparsification via Markov Chain Intermediate Sampling

Here, we first describe, for any general distributions µ, a Markov chain based on generating
intermediate samples T ⊆ [n], that mixes to µ. Then, in Lemma 26 and Proposition 27, we
state our main result that for distributions µ which are (1/α)-entropically independent and
nearly-isotropic, the size of T only needs to be n1−α · poly(k) for the mixing to occur in one
step.

t
Take distribution µ : [n]
k → R≥0 , and consider the following Markov chain Mµ defined
for any positive integer t, with the state space supp(µ). Starting from S0 ∈ supp(µ), one
step of the chain is given by:

0
1. Sample T ∼ [n]\S
t−k .
2. Downsample S1 ∼ µS0 ∪T , where µS0 ∪T is µ restricted to S0 ∪ T , a.k.a. 1S0 ∪T ⋆ µ, and
update S0 to be S1 .
We note that the requirement S0 ∈ supp(µ) is not strictly necessary for this step to be
defined.

▶ Proposition 25. For any distribution µ : [n]
→ R≥0 , the chain Mµt for t ≥ 2k is
k
irreducible, aperiodic and has stationary distribution µ.
Proof. Let P denote the transition probability matrix of Mµt . Since t ≥ 2k, for any S, S ′ ∈
supp(µ), there is a positive probability that we sample T ⊇ S∪S ′ . Thus, we have P (S, S ′ ) > 0,
and P is both irreducible and aperiodic.
To derive the stationary distribution, suppose that we perform one step of the chain
starting from S0 ∼ µ.
 We first derive the distribution of the intermediate set R := S0 ∪ T.
[n]
For any R̃ ∈ t , the probability of sampling R̃ for the intermediate set R is
X

P[R = R̃] =

µ(S0 ) · P[T = R̃ \ S0 ] =

S0 ∈(R̃
k)

1
n−k
t−k

 · µ(R̃).

For any S̃1 ∈ supp(µ), the probability of sampling S̃1 is
P[S1 = S̃1 ] =

X
R̃∈(

[n]
r

X

P[S1 = S̃1 | R = R̃] P[R = R̃] =
)

= µ(S̃1 )

R̃∈(

1

X
(R̃\S̃1 )∈(

[n]\S̃1
t−k

)

n−k
t−k

[n]
t

):R̃⊇S̃1

µ(S̃1 )
·
µ(R̃)

1
n−k
t−k

 · µ(R̃)

 = µ(S̃1 ).

Above, we summed over all R̃ that contain the target set S̃1 .

◀
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The following lemma is the key to analyzing the sampling algorithm, since it quantifies the
decrease in TV distance after running one step of Mµt . It will be proven in Section 3.4.

▶ Lemma 26. Let µ : [n]
be a (1/α)-entropically independent distribution. Suppose
k
Ck
1
that for
all
i
∈
[n],
we
have
P

 S∼µ [i ∈ S] ≤ n . Then, for any constant ϵ ∈ (0, 4 ], and

1 α
t = Ω n1−α (Ck 2 log 1−ϵ
) , the output of a single step of the Markov chain Mµt starting
from S0 satisfies
 
[n]
∀S ∈
: P[S1 = S] ≥ µ(S)(1 − ϵ).
k

Recall that if we used the marginal estimates required by Theorem 1, then by applying
Proposition 24 we get an equivalent distribution µ′ on a ground set of size O(n) that satisfies
the above assumption of PS∼µ′ [i ∈ S] ≤ Ck/n for some C = O(1) (see Lemma 26).

be a (1/α)-entropically independent distribution, and let
▶ Proposition 27. Let µ : [n]
k
1
ϵ ∈ (0, 4 ] be a constant. Suppose PS∼µ [i ∈ S] ≤ Ck
n for all i. Choose the intermediate sample
size t according to Lemma 26. Then
∥P (S0 , ·) − µ∥TV ≤ ϵ,
and the Markov chain Mµt mixes to a distribution that has TV distance ϵ′ < ϵ from µ in
O(log(1/ϵ′ )) steps.
Proof. The bound on TV distance follows via
X
∥P (S0 , ·) − µ∥TV =
(µ(S) − P[S1 = S]) ≤ ϵ
S∈(

[n]
k

):P[S1 =S]<µ(S)

X
S∈(

[n]
k

µ(S) ≤ ϵ.

):P[S1 =S]<µ(S)
◀

The mixing time bound follows from Theorem 15.

We have shown that Mµt is fast mixing (in fact, mixing in one step for appropriately large
t). Next, we show that for a wide class of distributions, namely, the class of α-fractionallylog-concave distributions with α = Ω(1) (see [3, for examples]), each step of Mµt can be
implemented in poly(n, k) time via a local Markov chain, i.e., the (muti-step) down-up
random walk [3, Def. 1].
▶ Lemma 28 (Runtime analysis). Suppose µ is α-fractionally-log-concave, and we start with
c
(0)
(0)
S0 such that µ(S0 ) ≥ 2−n for some constant c > 1 and we run the chain for τ steps. The
down-sampling takes time



1
O (t − k)⌈1/α⌉ k 1/α c log n + log τ + log log
,
1−ϵ
and the total runtime is


O τ (t − k)⌈1/α⌉ k 1/α c log n + log τ + log log

1
1−ϵ


.

Proof. We first show that with probability ≥ 1 − τ 2−n , for all 0 ≤ i ≤ τ, the ith -step starting
c
(i)
(i)
point, denoted by S0 , satisfies µ(S0 ) ≥ 2−(n +2ni) . This can be shown via induction on i.
c
(i)
Conditioned on µ(S0 ) ≥ 2−n −2ni , we have
X
c
(i+1)
(i)
P[µ(S0
) ≤ 2−(n +2(i+1)n) ] = µ(S0 ∪ T )−1
µ(S)
(i)

S⊆(S0 ∪T ):µ(S)≤2−(nc +2(i+1)n)

≤(1)
where in (1) we use the crude bound

2−(n

c

+2(i+1)n)
(i)

· 2n

≤ 2−n .

µ(S0 )
n

(i)

S ⊆ (S0 ∪ T ) µ(S) ≤ 2−(n

c

+2(i+1)n)

o

≤ 2n .

ITCS 2022

5:14

Domain Sparsification of Discrete Distributions Using Entropic Independence

Suppose that this good event happens, i.e.
(i)

∀i ∈ [0, τ ] : µ(S0 ) ≥ 2−n

c

−2ni

.

We observe that α-fractional-log-concavity is preserved by subdividing Proposition 20 and
restricting to a subset of the ground set [3]. In the down-sampling step, we run the (multi(i)
step) down-up walk starting at S0 , and use [5, Thm. 4] to bound the runtime and obtain
the desired result. To this end, we need to bound
"
"
!#
#!
(i)
(i)
µ(S0 ∪ T )
µ(S0 ∪ T )
E
log 1 + log
≤(1) log 1 + log E
(i)
(i)
[n]\S
[n]\S
(i)
(i)
T ∼( t−k0 )
T ∼( t−k0 )
µ(S0 )
µ(S0 )
!
1
= log 1 + log
(i)
P[S1 = S0 ]
!
1
≤(2) log 1 + log
(i)
µ(S1 = S0 )(1 − ϵ)
1
≤(3) c log n + log τ + log log
.
1−ϵ
where (1) follows from Jensen’s inequality for the concave function f (x) = log(1 + log(x)) on
(i)
[1, ∞), (2) from Lemma 26 and (3) from lower bound on µ(S0 ).
◀
▶ Remark 29. As a slight optimization, we can replace (t − k)⌈1/α⌉ k 1/α with k ⌈1/α⌉ (t − k)1/α
when both µ and its complement µcomp are α-fractionally-log concave,
by down-sampling from

[n]
comp
µcomp
then
output
the
complement
as
S
,
where
µ
:
→
R
1
≥0 is the complement of
S0 ∪T
n−k

[n]
comp
µ, defined by µ
([n] \ S) = µ(S)∀S ∈ k . In all important instances of α-fractionallylog-concavity, α1 ∈ N and this optimization is unnecessary. The bound on total runtime can
be simplified into O(n1/α−1 poly(k, log 1ϵ )).

3.3

Advantage Over Rejection Sampling

While we use a similar intermediate sampling framework as [4], our novel analysis of Markov
chain intermediate sampling improves the runtime and applies to wider families of distributions. In order to fully understand the advantages realized by our intermediate sampling
framework, we first need an overview of a rejection sampling-based implementation of intermediate sampling [23], which inspired the analysis of [4]. We then provide an example
of 12 -log-concave distributions where Markov chain intermediate sampling succeeds using a
smaller intermediate sample size than what is required for rejection sampling.
Let S0 ∈ supp(µ). One
step of rejection sampling is given by:

0
1. Sample T ∼ [n]\S
.
t−k
2. Accept the set S0 ∪ T with probability
µ(S0 ∪ T )
.
maxT ′ ∈([n]\S0 ) µ(S0 ∪ T ′ )
t−k

3. Downsample S1 ∼ µS0 ∪T .
The key difference between rejection sampling and our Markov chain intermediate sampling
algorithm is the rejection step, which is necessary if we want our chain to mix to the correct
stationary distribution µ. In order to have a sufficiently large acceptance probability, and
assuming µ is isotropic, we require that for all T ,
 k
t
µ(T ) ≤
· (1 + ϵ)k .
n
Here, ϵ is a parameter related to the guarantee on ∥P (S0 , ·) − µ∥TV . Using this bound, we
can ensure that the expected acceptance probability is 1 − O(ϵk).
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This inequality describes a “worst-case” condition on T . This “worst-case” type analysis
originated from earlier works that introduced intermediate sampling for Determinantal Point
Processes [23]. The proof of our worst-case inequality on µ(T ) relies heavily on the fact
that the KL divergence between a log-concave distribution µ and an arbitrary distribution ν
contracts by a precise amount when applying the down operator Dk→m :
DKL (νDk→ℓ ∥ µDk→ℓ ) ≤

ℓ
· DKL (ν ∥ µ).
k

This contraction is well-known for log-concave distributions [21], but does not hold with the
factor ℓ/k for α-fractionally-log-concave distributions. On the other hand, the inequality we
need to show (from the proof Lemma 26) is “average-case” in nature, and when µ is isotropic,
it takes the form:
 k
t
1
ET ∼([n]) [µ(T )] ≤
·
.
t
n
1−ϵ
To concretely illustrate the advantage of Markov chain intermediate sampling, let us
consider an example where the worst-case inequality fails to hold. Suppose that k = 2, n
is even, and µ samples a set from {1, n2 + 1}, {2, n2 + 2},... uniformly at random, so that
µ({i, n2 + i}) = n2 . This distribution is isotropic, 12 -sector stable [3], and 12 -fractionally-logconcave, and yet, according to the worst-case analysis, it does not yield enough acceptance
probability when t = o(n). For any set T, we have that
µ(T ) ≤

t
t 2
· = .
2 n
n

Equality is achieved by selecting a subset T that contains as many pairs of the form {i, n2 + i}
as possible, i.e., at least (t − 1)/2. Thus, the worst-case analysis would suggest that no nontrivial intermediate sampling is possible for the distribution µ; this is because t/n ≫ (t/n)2
for small values of t.
However, our relaxed average-case analysis captures the fact that realistically, not every
element of T will be paired up. In fact, we expect only a constant number of pairs when
√
t = O( n), so for this example, we have:
 
 2
2
1
t
ET ∼([n]) [µ(T )] ≤ C · ≤ O
=O
.
t
n
n
n2

3.4

Proof of Lemma 26

In this section, we will prove Lemma 26.
▶ Lemma 30. Let U, V be a sets of size u, v ≤ k respectively with U ∩ V = ∅. We have:

u

u
t − (u + v)
t−v
≤ PT ∈([n]\V ) [U ⊆ T ] ≤
.
t−v
n − (u + v)
n−v
Proof. Since we are sampling the elements of T uniformly at random from [n],


u
n−v−u
t−v
(t − v)(t − v − 1) · · · (t − v − u + 1)
t−v−u
≤
.
PT ∈([n]\V ) [U ⊆ T ] = n−v =
t−v
(n − v)(n − v − 1) · · · (n − v − u + 1)
n−v
t−v
Similarly, we also have:

PT ∈([n]\V ) [U ⊆ T ] ≥
t−v

t−v−u+1
n−v−u+1

u


≥

t − (u + v)
n − (u + v)

u
.

◀

ITCS 2022

5:16

Domain Sparsification of Discrete Distributions Using Entropic Independence

Proof of Lemma 26. Let R = S0 ∪ S, and let r = |S0 ∪ S|. Note that |S \ S0 | = r − k and
#
"
µ(S)
S ⊆ T · PT ∼([n]\S0 ) [(S \ S0 ) ⊆ T ]
P[S1 = S] = ET ∼([n]\S0 ) P
′
t−k
t−k
S ′ ⊆(S0 ∪T ) µ(S )
"
#
µ(S)
= ET ′ ∼([n]\R) P
· PT ∼([n]\S0 ) [(S \ S0 ) ⊆ T ]
′
t−r
t−k
S ′ ⊆(R∪T ′ ) µ(S )
≥(1)

ET ′ ∼([n]\R) [
t−r

≥(2)

ET ′ ∼([n]\R) [
t−r

µ(S)
P

S ′ ⊆(R∪T ′ )

µ(S ′ )]

µ(S)
P

′
S ′ ⊆(R∪T ′ ) µ(S )]

· PT ∼([n]\S0 ) [(S \ S0 ) ⊆ T ]
t−k

·(

t − r r−k
)
.
n−r

Inequality (1) is an application of Jensen’s inequality to the function f (x) = xc , which is
convex when x > 0. Inequality (2) use Lemma 30 with U = S \ S0 and V = S0 .
P
t−r r−k 1
Now if we bound ET ′ ∼([n]\R) [ S ′ ⊆(R∪T ′ ) µ(S ′ )] by ( n−r
)
1−ϵ then we are done.
t−r

ET ′ ∼([n]\R) [
t−r

X

µ(S ′ )] =

X

µ(S ′ ) · PT ′ ∼([n]\R) [(S ′ \ R) ⊆ T ′ ]]
t−r

S ′ ⊂(T ′ ∪R)

S ′ ∈([n]
k )

≤

X
S ′ ∈([n]
k )

′

µ(S ) ·



t−r
n−r

|S ′ \R|
.

In the very last line, we applied Lemma 30 with U = |S ′ \ R| and V = R.
If we set
(
1/α
if i ∈ (S0 ∪ S),
( n−r
t−r )
zi =
1
else,
then we can rewrite

|S ′ \(S0 ∪S)| 
k X

|S ′ ∩(S0 ∪S)|
X
t−r
t−r
n−r
′
′
µ(S ) ·
=
µ(S ) ·
n−r
n−r
t−r
′ ∈ [n]
S ′ ∈([n]
S
(k)
k )
k

t−r
· gµ (z1α , . . . , znα ) .
=
n−r
Applying Equation (1) to gµ (z1α , . . . , znα ) and noting that pi =
!kα
n
X
PS∼µ [i ∈ S]
α
α
gµ (z1 , . . . , zn ) ≤
· zi
k
i=1
!
n
X
P
[i
∈
S]
S∼µ
log gµ (z1α , . . . , znα ) ≤ kα log
· zi
k
i=1
!
n
X
PS∼µ [i ∈ S]
≤(1) kα −1 +
· zi
k
i=1
!
n
X
PS∼µ [i ∈ S]
=(2) kα
· (zi − 1)
k
i=1
=α

n
X

PS∼µ [i∈S]
,
k

we obtain

PS∼µ [i ∈ S] · (zi − 1),

i=1

where in (1) we use log x ≤ x − 1 for x ∈ (0, ∞) and in (2) we use

Pn

i=1

PS∼µ [i∈S]
k

= 1.
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Substitute zi as specified above into the final inequality, we get
log gµ (z1α , . . . , znα ) ≤ α

X
i∈(S0 ∪S)

Ck
n



n−r
t−r

1/α

1/α
n−r
t−r

1/α
2
2Ck
n−r
≤
.
n
t−r

=

4

Cαkr
n



◀

Lower Bound on Intermediate Sampling

We first show that the dependence of our sparsification analysis on n is optimal. Consider
the uniform distribution µ0 over singletons of a ground set of n/k elements. Any distribution
on singletons is log-concave as the generating polynomial is linear and thus log-concave. Now
apply the construction of Example 7 with m = k to µ0 in order to obtain a new distribution
µ on [n]
k . This distribution is uniform over parts of a particular partition of the ground
set [n] into n/k sets S1 , . . . , Sn/k . As such, the distribution is also isotropic. Note that this
distribution is also 1/k-entropically independent.
If we sample a uniformly random set T of size t, then the chance that Si is contained in
T can be upperbounded by

  
n−k
n
/
≃ (t/n)k .
t−k
t
Thus the chance that any of the Si are contained in T can be upperbounded (via a union
bound) by roughly
n · (t/n)k .
Thus, as long as t ≪ n1−1/k , the above is negligible. Without having any Si in the support
with high probability, we obviously cannot faithfully produce a sample of µ from subsets of
T.
Next we construct an example showing that even higher-order marginals cannot remove
the dependence on n for entropically independent distributions (in sharp contrast with
Conjecture 5). Our construction is based on Reed-Solomon codes.
▶ Lemma 31. Let q be a prime number and Fq the finite field of size q. Fix k points
{x1 , . . . , xk } ⊆ Fq where k is a constant andchoose a set of k random permutations from
Fq to Fq and call them π1 , . . . , πk . Let µ : Ω
k → R≥0 be the uniform distribution over sets
{(xi , yi ) | i ∈ [k]} s.t. p(xi ) = πi (yi ) for some polynomial g of deg(p) ≤ d. Note that the
ground set Ω is {x1 , . . . , xk } × Fq . Then
1. µ satisfies (1/α)-entropic independence with α = d+1
k .
2. Any domain sparsification scheme to sample from µ requires t = Ω̃(n1−α ), even when we
are allowed to sample higher order marginals.
Proof. The distribution µDk→(d+1) is uniform over {(xj , yj ) : j ∈ J ⊆ [k], |J| = (d + 1)},
because for any such set, there exists a unique polynomial p of degree at most d such that
p(xj ) = πj (yj ) for all j ∈ J. Thus, high-order marginals, up to order d + 1, are independent
of the choice of permutations π1 , . . . , πk .
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The support of µDk→(d+1) forms the basis of a partition matroid: for each x = xi , we
have a block consisting of all points {(x, y) : y ∈ Fq }, and for each set in the support of
µDk→(d+1) , we have at most one element per block. Since we have a uniform distribution
over matroid bases, µDk→(d+1) is log-concave, and thus it satisfies 1-entropic independence.
We use this to upper bound DKL (νDk→1 ∥ µDk→1 ), and from here, conclude d+1
k -entropic
independence of µ:
DKL (νDk→1 ∥ µDk→1 ) = DKL ((νDk→(d+1) )D(d+1)→1 ∥ (µDk→(d+1) )D(d+1)→1 )
1
· DKL (νDk→(d+1) ∥ µDk→(d+1) )
≤
d+1
1
1
≤
· DKL (ν ∥ µ) = d+1
· DKL (ν ∥ µ).
d+1
k ·k
The second line follows from µDk→(d+1) satisfying 1-entropic independence, and the third
line comes from the data-processing inequality.

We now prove that for all t ≤ o n1−α , no domain sparsification scheme exists, even with
access to higher order marginals. For d′ ≤ d + 1, the distribution µDk→d′ is uniform over
the size d′ independent sets of the partition matroid defined above. One consequence of the
independence of high-order marginals from the choice of permutations π1 , . . . , πk is that the
higher order marginals do not provide any information about the identity of the distribution
µ.
Suppose that we choose our sample in domain sparsification from a distribution whose
ground set is the sparse subset T . We want an upper bound on the probability (over the
choice of permutations) that T contains some S ∈ supp(µ).

In order for T to contain a valid S, there must be some subset in S ∈ Tk associated to
a degree ≤ d polynomial p satisfying p(xi ) = πi (yi ). However it is easy to see that for any
particular set S the probability (over the choice of permutations) that S is in the support of
µ is ≃ 1/q k−d−1 .
We can upper bound P[S ⊆ T for some S ∈ supp(µ)] by a union bound as follows:
 
t
1
tk
· k−d−1 ≤ k−d−1 .
k
q
q
This implies that for any t ≤ o(q (k−d−1)/k ) ≤ o(n(k−d−1)/k ), the probability of containing
k−d−1
a set in the support is negligible. Note that we have α = d+1
, which
k , so 1 − α =
k
completes the lower bound.
◀

5

Missing Proofs

In this section we prove Propositions 19 and 20.
Proof of Proposition 19. We have a characterization of entropic independence [5] as
gµ (z1α , . . . , znα )1/kα ≤

X

p i zi ,

i∈S

where pi = PS∼µ [i ∈ S]/k are the normalized marginals of µ.
Subdivision replaces the generating polynomial by a new polynomial, where zi is replaced
(1)
(t )
by an average of ti new variables zi , . . . , zi i . It is easy to see that the normalized marginal
of each of the new variables is simply pi /ti . Thus zi in the r.h.s. of the above expression gets

N. Anari, M. Dereziński, T.-D. Vuong, and E. Yang

5:19

(1)

replaced by the same average of the ti new variables. Plugging in (zi
in the above inequality we get
(
gµ

(1)

zi

(ti )

+ · · · + zi
ti

!α )n !1/kα
≤

ti
n X
X

(ti )

+ · · · + zi

)/ti for zi

(j)

pi /ti zi .

i=1 j=1

i=1

We can apply the inequality

α
α
x1 + · · · + xt
xα
1 + · · · + xt
≤
,
t
t
(1)

(ti )

to each set of variables {x1 , . . . , xt } = {zi , . . . , zi
gµ′



(1)
(z1 )α , . . . , (zn(tn ) )α

1/kα

(
≤ gµ

(1)

zi

} to get
(ti )

+ · · · + zi
ti

!α )n !1/kα
.
i=1

Combining the above we get
ti
n X

1/kα X
(1)
(j)
gµ′ (z1 )α , . . . , (zn(tn ) )α
pi /ti zi ,
≤
i=1 j=1

which is precisely entropic independence for µ′ .
We remark that all of this proof also works for non-uniform subdivisions: if instead of
(1)
(t )
replacing zi by the uniform average of zi , . . . , zi i , we replace it by a weighted average, the
resulting polynomial/distribution still remains 1/α-entropically independent.
◀
To prove Proposition 20, we observe that fractional log-concavity is equivalent to entropic
independence under arbitrary external fields [5].
(j)

Proof of Proposition 20. Suppose that we apply an external field λi to the distribution
µ′ . We claim that this is the result of two operations: an external field being applied to µ
(which preserves fractional-log-concavity and hence implies entropic independence), followed
by a non-uniform subdivision (which by the proof of Proposition 19 preserves entropic
indpendence). The external field applied to µ is given by multiplying each zi by
(1)

λi

(ti )

+ · · · + λi

.

The non-uniform subdivision is given by replacing each zi with
(1) (1)

λ i zi

(1)

λi

6

(ti ) (ti )
zi
.
(ti )
λi

+ · · · + λi
+ ··· +

◀

Conclusion

A natural direction to extend our research is to better understand the trade-offs between the
run-time of approximate sampling algorithms and how much information we are given in the
form of marginals for α-fractionally-log-concave distributions. Recall that α-fractional-logconcavity implies (1/α)-entropic independence, but still captures many interesting distributions (see Section 1.1), so while we exhibit a lower bound against domain sparsification for
(1/α)-entropically independent distributions, even with access to higher-order marginals, the
stronger assumption of fractional log-concavity may avoid this barrier.
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For a k-uniform distribution, the entire distribution itself is indeed captured by the
order-k marginals. So if one is to believe that α-fractionally log-concave distributions behave
like distributions over (1/α)-sized sets, does that mean order-(1/α) marginals are sufficient to
get rid of all dependence on n in domain sparsification? For α = 1, the answer is affirmative
as was shown by Anari and Dereziński [4]. A fascinating open question is whether we can
extend this to fractionally log-concave polynomials as suggested by Conjecture 5.
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Introduction

Ground- and low-energy states of local Hamiltonians are the central objects of study in
condensed matter physics. The QMA-complete local Hamiltonian problem is also the quantum
analog of the NP-complete constraint satisfaction problem (CSP) and ground-states (and
low-energy states) of local Hamiltonians correspond to solutions (near optimal solutions)
of the problem. A sweeping insight into the computational properties of the low energy
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spectrum is embodied in the quantum PCP conjecture, which is arguably the most important
open question in quantum complexity theory. Just as the classical PCP theorem establishes
that CSPs with a promise gap remain NP-complete, the quantum PCP conjecture asserts
that local Hamiltonians with a promise gap remain QMA-complete. But despite numerous
results providing evidence both for [2, 27, 23, 45, 44, 24] and against [17, 14, 4] the quantum
PCP conjecture, the problem has remained open for nearly two decades.
The difficulty of the quantum PCP conjecture has motivated a flurry of research beginning
with Freedman and Hastings’ No low-energy trivial states (NLTS) conjecture [27]. The NLTS
conjecture posits that there exists a fixed constant ε > 0 and a family of n qubit local
Hamiltonians such that every state of energy ≤ εn requires a quantum circuit of superconstant depth to generate. The NLTS conjecture is a necessary consequence of the quantum
PCP conjecture because QMA-complete problems likely do not have NP solutions and a
constant-depth quantum circuit generating a low-energy state would serve as a NP witness.
Thus, this conjecture addresses the inapproximability of local Hamiltonians by classical
means. Proving the NLTS conjecture remains a fundamental obstacle to the resolution the
quantum PCP conjecture.
In this work, we show that for local Hamiltonians corresponding to LDPC stabilizer
quantum error-correcting codes of linear rate and polynomial distance, every state of energy
≤ εn requires a quantum circuit of depth Ω(log 1/ε) to generate. We also show similar results
for linear distance LDPC codes. Thus, any reasonable improvement to our result would
resolve the NLTS conjecture.

1.1

Our results

We restrict our attention to quantum error-correcting codes and the low-energy states of
the associated code Hamiltonians1 . A code Hamiltonian is a local Hamiltonian whose
ground-space is precisely the code-space, with the additional property that the energy of a
state measures the number of violated code checks. Examples of quantum error-correcting
codes realized as the ground-spaces of local Hamiltonians already play a central role in our
understanding of the physical phenomenon known as topological order [38, 30]. Call an
error-correcting code an [[n, k, d]] code with locality ℓ if it has n physical qubits, k logical
qubits, distance d and the corresponding code Hamiltonian has locality ℓ (these definitions
are made precise in Section 2). Our main result refers to a subclass of codes known as
stabilizer codes where the code Hamiltonian is commuting and each Hamiltonian term is the
tensor product of Pauli operators.
▶ Theorem 1. Let C be a [[n, k, d]] stabilizer code of constant locality ℓ = O(1) and let
P
H = i Hi be the corresponding code Hamiltonian with a term Hi = (I − Ci )/2 for each
code check Ci . For any ε > 0 and any state ψ on n-qubits with energy ≤ εn, the circuit depth
of ψ is at least




k + d 
Ω min log d, log q
.
(1)

n ε log 1 
ε

In the case of linear-rate and polynomial-distance codes such as the hypergraph product
code of Tillich and Zémor [50], the theorem proves a circuit lower bound of Ω(δ log n) for
any state of energy O(n1−δ ). So for fixed δ, say δ = 0.01, it provides a circuit lower bound

1

The classical analog of this question, the circuit complexity of approximate sampling from the uniform
distribution of a classical error-correcting code, is answered by Lovett and Viola [43].
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of Ω(log n) for all states of energy O(n0.99 ). Furthermore, it proves a circuit lower bound
of Ω(log log n) for any state of energy O(n/poly log n) and a super-constant circuit lower
bound for any state of energy o(n). Recent developments [46, 32, 18] have shown quantum
LDPC codes with near-linear distance d = Ω(n/ log n) (but with low rate k = O(1)). The
theorem also provides a circuit lower bound of Ω(log n) for all states of energy O(n0.99 ) in
such codes. For “reasonable” stabilizer codes of polynomial rate and polynomial distance,
this theorem provides a non-trivial lower bound on the circuit complexity in the energy
regime of 1/poly(n).
Furthermore, for any stabilizer code of nearly-linear-rate (i.e. n1−δ rate) and distance
at least nΩ(δ) , the theorem still proves a circuit lower bound of Ω(δ log n) for any state of
energy O(n1−2δ ). Codes with these properties are known to exist on constant-dimensional
lattices and are not locally-testable; one example is the punctured 2D toric code 2 with
O(n1−δ ) punctures [16, 26]. Additionally, toric codes defined on hyperbolic manifolds where
the manifold has constant negative curvature also have linear rate and small (yet polynomial)
distance. Examples include the toric code defined on 4-dimensional arithmetic hyperbolic
manifolds [28] or golden codes [42], for which our main result will also prove a super-constant
circuit lower bound for all states of energy o(n).

1.2

Challenges and an overview of proof techniques

Code-states of an error correcting code are well known to have a large circuit complexity
∼ log d, where d is the distance of the code. This lower bound arises from the local
indistinguishability property (see Fact 2), which means that for any size < d subset S of the
qubits, the reduced density matrix ρS for any code-state ρ is an invariant of the code-space.
A natural notion of approximation to code-states is the class of low-error states. Such
states resemble the code-states on a large number of physical qubits, differing arbitrarily
on a small fraction (interpreted as an error). Prior works [23, 45], exploiting the errorcorrection property, showed that the low-error states also have a large circuit complexity.
This generalized the aforementioned circuit lower bounds on code-states. However, as further
demonstrated in [45], low-error is a strictly weaker notion than low-energy . Without invoking
highly non-trivial properties such as local testability [23], it seems unclear if the low-energy
states can be viewed as low-error. This leads to the central challenge towards the NLTS
conjecture: capturing the circuit complexity of the low-energy states. The prior arguments,
all of which rely on local indistinguishability (captured by the code distance), do not seem
to suffice.
We observe, for the first time, that another parameter plays a key role in circuit lower
bounds: the rate of the code. Inspired by [16], we use novel entropic arguments to prove that
states of low circuit complexity are significantly far in ℓ1 −distance from high rate code-spaces
(established in Section 3). Formally, we show that all states of circuit complexity ≤ log d are
2
at a ℓ1 -distance of ≥ Ω( nk 2 ) from the code-space3 .
This observation alone does not suffice to address the aforementioned central challenge: the
space of low-energy states is much larger than the code-space or even its small neighborhood.
A general strategy in earlier works [23, 24] was to build a low-depth decoding circuit to bring

2
3

The punctured 2D toric code is known to saturate the information-distance tradeoff bound of [16].
This is proved using an information theory argument. Consider a state ψ with small trace distance
to the code. Then, the reduced density matrices {ψS } approximate the reduced density matrices of
the closest state of C. By local indistinguishability, the {ψS } in turn approximate the reduced density
matrices for all code-states. In particular, they approximate the reduced density matrices of the encoded
maximally-mixed state Θ of the code. This state has entropy S(Θ) equal to the rate of the code, k. We
now show that if ψ has low circuit complexity, then the entropy S(Θ) is bounded. Assume that ψ is the
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each low-energy state closer to the code-space. But this required assuming that the code
was locally testable; such codes are not known to exist in the ideal parameter regime. We
instead appeal to the observation that every eigenspace of a stabilizer code Hamiltonian
possesses the local indistinguishability property (Fact 2). Instead of attempting to construct
a decoding circuit, we measure the syndrome using a constant-depth circuit (which uses the
LDPC nature of the code Hamiltonian). This allows us to decohere the low energy state into
a mixture of orthogonal states that live within each of the eigenspaces. A key realization is
that measurement of the syndrome for low-energy states is a gentle measurement in that it
does not perturb the state locally. This is used to show that a state of low energy satisfies
an approximate version of locally indistinguishability. This, coupled with the argument for
codes of high rate, completes the proof.

1.3

Separation of the NLTS conjecture from the QLDPC/QLTC
conjectures

A quantum low-density parity-check (LDPC) code is an error-correcting code with a local
Hamiltonian defining the code-space, such that each qubit participates in at most a constant
number of Hamiltonian terms and each Hamiltonian term acts on at most a constant number
of qubits (i.e. the bipartite interaction matrix has low-density). The QLDPC conjecture
posits the existence of LDPC codes that also have linear-rate and linear-distance. It has been
previously suspected that a QLDPC property would be necessary for NLTS Hamiltonians
[27, 5, 31, 23, 45]. Our result breaks this intuition by showing that lower bound results
are achievable even when the distance is a small polynomial; interestingly, it is the rate
that needs to be almost linear for our result, a counter-intuitive property. Furthermore, our
results show that entanglement persists at energy well past the distance threshold; a regime
where one intuitively expects the stored information to be lost.
Furthermore, it is believed that the QLDPC codes also need to be locally-testable [5]
for NLTS. This fact is formalized by Eldar and Harrow [23] who give a construction of an
NLTS Hamiltonian from any locally-testable CSS QLDPC code with constant soundness.
Quantum locally testable codes (QLTCs) of constant soundness are not known to exist; the
√
best constructions achieve a soundness factor of O(1/poly log n) with a distance of Ω( n)
[31, 41]. Our construction does not require local-testability; in fact, the hypergraph product
code [50] with linear rate and polynomial distance is not locally-testable as there are errors
√
of size Ω( n) that violate only a single check [41, page 4].

1.4

Spatially local Hamiltonians

A key property of an NLTS Hamiltonian is that it cannot live on a lattice of dimension
D for a fixed constant D [3]. This is because of a “cutting” argument: Let H be a local
Hamiltonian in D dimensions and Ψ a ground-state of H. For a fixed constant ε, partition
the lattice into D dimensional rectangular chunks so that the side length of each rectangular

output of a low-depth circuit W , then for any qubit i,
tr−{i} (W † ψW ) ≈ tr−{i} (W † ΘW ).

(2)

This is because (a) tr−Li (ψ) ≈ tr−Li (Θ) where Li is the support of the lightcone of qubit i with
respect to W and (b) the value of the ith qubit of a W -rotated state only depends on the lightcone
of the ith qubit. However, the left-hand side of (2) equals the pure state |0⟩⟨0| and so the entropy of
tr−{i} (W † ΘW ), the ith qubit of W † ΘW , is small. This gives us an overall bound on the entropy of
W † ΘW which equals that of Θ and also upper bounds the rate of the code.
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N
chunk is O((Dε)−1/D ). Let ρi be the reduced state of Ψ on a chunk i, and ρ = i ρi be
a state over all the qubits. It’s not hard to check that ρ violates at most a ε-fraction of
the terms of H (only the boundary terms of the rectangular division) and yet has circuit
complexity at most exp(((Dε)−1/D )D ) = O(exp(1/Dε)) = O(1); so it is not NLTS.
This circuit complexity upper bound can be further improved for the specific case of
stabilizer Hamiltonians on a lattice, due to the result of Aaronson and Gottesman [1]. Since
the circuit complexity of each chunk is at most logarithmic in its size O(1/ε1/D ), the aforementioned quantum state ρ can actually be prepared by a circuit of depth O(min(log n, log(1/ε))).
Note that this holds for any 0 < ε < 1, not just a constant. Therefore, our lower bound in
the case of nearly linear rate and polynomial distance codes (such as the punctured toric
code) matches the upper bound – up to constant factors – closing the question on the circuit
complexity of the approximate ground-states of these codes.
We also highlight that the only known constructions of LDPC stabilizer codes of linear
rate and polynomial distance are built from classical expander graphs and therefore cannot
live on a lattice of constant dimension D. Therefore, our result in Theorem 1 (applied to
linear rate codes) conveniently evades this counterexample.

1.5

The physics perspective

The crucial role of entanglement in the theory of quantum many-body systems is widely
known with some seminal examples including topological phases of matter [37] and quantum
computation with physically realistic systems [48, 49]. But entanglement also brings new challenges as the classical simulation of realistic many-body systems faces serious computational
overheads.
Estimating the ground-energy of such systems is one of the major problems in condensed
matter physics [52], quantum chemistry [21], and quantum annealing [9, 33]. One of the
key methods to address this problem is to construct ansatz quantum states that achieve as
low-energy as possible and are also suitable for numerical simulations. A leading ansatz,
used in Variational Quantum Eigensolvers [47, 40, 21] or Quantum Adiabatic Optimization
Algorithm [25], is precisely the class of quantum states that can be generated by low-depth
quantum circuits.
Theorem 1 shows that there are Hamiltonians for which any constant-depth ansatz cannot
estimate their ground-energies beyond a fairly large threshold. As discussed earlier, we
provide examples even in the physically realistic two-dimensional setting. For example,
the 2D punctured toric code Hamiltonians on n qubits with distance d (which is a free
parameter) requires a circuit of depth Ω(log d) for an approximation to ground-energy better
than O(n/d3 ).

1.6

Prior Results

To the best of our knowledge, prior to this result, a circuit lower bound on the complexity
of all low-energy states was only known for states of energy O(n−2 ). This result follows
from the QMA-completeness of the local Hamiltonian problem with a promise gap of O(n−2 )
(assuming NP ̸= QMA); the original proof of Kitaev had a promise gap of O(n−3 ) [36, 35]
which was improved by [20, 12].

Robustness to perturbations
Prior to our results, being robust to constant-distance perturbations was only known in
the special case of CSS codes of distance ω(n0.5 ) or larger [23], as exhibited in recent codes
[32, 46] . We prove as a warm-up that the robust notion of circuit complexity holds (a) for
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any state of a quantum code of linear-rate (Lemmas 10 and 13) or (b) any state of a quantum
code of linear-distance (see full version [8]). For commuting codes, we can further show that
they are robust to perturbations in trace distance very close to 1 (Lemma 13).

Subclasses of low-energy states
Freedman and Hastings proved a circuit lower bound for all “one-sided” low-energy states of
a particular stabilizer Hamiltonian where a state is one-sided if it only violates either type X
or type Z stabilizer terms but not both [27].
As mentioned earlier, a different line of work focused on the low-error states [23], which
differ from a code-state on at most εn qubits. These works prove a circuit lower bound of
Ω(log n) on the complexity of all low-error states of a specific local Hamiltonian [23, 45] (for
some constant ε).
Eldar has also shown an Ω(log n) circuit lower bounds for Gibbs or thermal states of local
Hamiltonians at O(1/ log2 log n) temperature [24] which is a specific low-energy state formed
by coupling the ground-state of a physical system to a “heat bath.”
Bravyi et. al. [15] give examples of classical Hamiltonians for which all the states with
Z2 symmetry require Ω(log n) circuit complexity.

1.7

Future work and open questions

Our main result, Theorem 1, comes quite close to proving the NLTS conjecture and, therefore,
provides a positive result for the QPCP conjecture. And while we are able to provide a
constant depth lower bound for all states of energy ≤ n/100, we have been unsuccessful, thus
far, at extending this result to a super constant depth lower bound. Below are sketches of
some potential avenues at completing the proof of the NLTS result and future questions to
consider.

1.7.1

Gap amplification implies circuit complexity amplification

Consider a transformation of a local Hamiltonian H into a different Hamiltonian H ′ such
that for all low-energy states ϕ, tr(H ′ ϕ) ≥ p · tr(Hϕ) for a large value p. If one could perform
this transformation without increasing the locality of the Hamiltonian or the norm of the
Hamiltonian for p = ω(1), we would obtain an NLTS Hamiltonian due to Theorem 1.
However, we do not know any construction of such a transformation. The closest result
we know is a construction that amplifies the energy of all low-depth states at the cost of
increasing the locality of the Hamiltonian; we state this result as Theorem 34 in the full
version [8] Appendix C, where we delve into this idea in greater detail. This is analogous to
the amplification step in Dinur’s PCP theorem [22] or the quantum gap amplification lemma
[2] which performs amplification for the lowest energy eigenstate. In order to complete the
transformation, we need a “locality reduction” transformation which reduces the locality
of the Hamiltonian while preserving the energy of all low-depth states. The analogous
transformation from Dinur’s PCP theorem involves cloning of information, which is not
viable in the quantum context.

1.7.2

Improving our circuit lower bound, Theorem 1

Our results give the strongest circuit lower bounds when we consider stabilizer codes of linear
rate and polynomial distance. There are two possibilities to consider: (1) such codes are
simply not necessarily NLTS and another assumption is needed to prove NLTS or (2) our
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proof techniques have the potential to be strengthened in order to prove NLTS. For the first
possibility, recall that Eldar and Harrow [23] proved that locally-testable linear distance CSS
codes are NLTS; however, such codes are not known to exist. For the second possibility, let
us reexamine our proof in greater details.
At a high level, we proceed via a proof-by-contradiction in which we assume that a
low-depth state |ψ⟩ of low-energy exists. We then construct a related state Θ whose entropy
is at least k (the rate of the code) and yet its entropy is upper bounded by O(2t εn) due to
its similarity to |ψ⟩ on small marginals. The εn term in the upper bound is a consequence
of the gentle measurement lemma. The 2t term is, we believe, an over-counting due to
the naïve application of sub-additivity of entropy to the state Θ. Instead, there may
be a more sophisticated analysis using conditional entropies, which would avoid the 2t
factor. If successful, this would prove NLTS using linear rate codes for some constant
ε = Ω(k/n) = Ω(1).

1.7.3

Lower bounds against other classical approximations

The NLTS conjecture postulates a lower bound on the approximability of local Hamiltonians
by low-depth circuits. However, if the QPCP conjecture is true and NP ̸= QMA, then we
should be able to prove lower bounds on the approximability of local Hamiltonians by any
means of classically simulation, such as stabilizer codes, tensor networks of low tree width,
etc. Our result, of course, does not prove general lower bounds against classical simulation as
the Hamiltonians are stabilizer codes, which can be solved classically. One interpretation of
our result is a proof that stabilizer codes and low-depth circuits are not equal in simulation
power (even in an approximate sense). One future avenue of research is to produce similar
lower bounds against other methods of classical simulation. Furthermore, one should be able
to provide lower bounds against generalized non-deterministic computation: show that there
exists a family of local Hamiltonians which has no low-energy states whose energy can be
verified in NPTIME[t(n)] for progressively larger and larger t(n) up to poly(n).

Organization
In Section 2, we give the necessary background information. Section 3 proves the entropybased robust lower bound for code-states of any code (Lemma 10). In Section 4, we prove
our main result, Theorem 1. Additional appendix, available in the full version [8], contain (1)
proofs of other related techniques for lower bounding circuit complexity, (2) improved lower
bound techniques based on approximate ground-state projectors, and (3) the mathematics
behind the gap amplification techniques suggested in Section 1.7.1.

2

Preliminaries

We will assume that the reader is familiar with the basics of quantum computing and quantum
information.

2.1

Notation

The set of integers {1, 2, . . . m} is abbreviated as [m]. Given a composite system of m qubits,
we will often omit the register symbol from the states (being clear from context). For a set
A ⊆ [m], −A will denote the set complement [m] \ A and trA will denote the partial trace
def
operation on qubits in A and tr−A = tr[m]\A . Therefore, tr−{i} (·) gives the reduced marginal
on the ith qubit.
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Quantum states
A quantum state is a positive semi-definite matrix with unit trace, acting on a finitedimensional complex vector space (a Hilbert space) H. In this paper we will only concern
ourselves with Hilbert spaces coming from a collection of qubits, i.e. H = (C2 )⊗m . A pure
quantum state is a quantum state with rank 1 (i.e. it can be expressed as |ψ⟩⟨ψ| for some unit
vector |ψ⟩). In which case we will refer to the state as |ψ⟩ when interested in the unit vector
representation and ψ when interested in the positive semi-definite matrix representation.
Given two Hilbert spaces HA , HB , their tensor product is denoted by HA ⊗ HB . For a
def
quantum state ρAB acting on HA ⊗HB , the reduced state on HA is denoted by ρA = trB (ρAB ),
where trB is the partial trace operation on the Hilbert space HB . The partial trace operation
is a type of quantum channel. More generally, a quantum channel E maps quantum states
acting on some Hilbert space HA to another Hilbert space HB .
Every quantum state ρ acting on a D-dimensional Hilbert space has a collection of
P
eigenvalues {λi }D
, where i λi = 1 and λi ≥ 0. The von Neumann entropy of ρ, denoted
i=1P
S(ρ), is defined as i λi log λ1i . All logarithms are in base 2.
Unless specified otherwise, assume that we are considering a quantum code on n physical
qubits and assume we are considering quantum states on an expanded Hilbert space of
m ≥ n qubits. We will denote the n qubits corresponding to the code-space as code and the
remainder (m−n) qubits defining the expanded Hilbert space as anc for ancillas. Furthermore,
the reduced density matrix on code of a state ρ will be referred to as ρcode and, respectively,
ρanc for the ancillas. The uniformly distributed quantum state on a Hilbert space H will be
def I
H
represented by νH = |H|
.

2.2

Error-correction

Here we recall the definitions of a quantum error-correcting code. We will refer to a code
C as a [[n, k, d]] code where n is the number of physical qubits (i.e. the states are elements
of (C2 )⊗n ), k is the dimension of the code-space, and d is the distance of the code. We can
define distance precisely using the Knill-Laflamme conditions [39].
Let {|x⟩} ⊆ C be an orthonormal basis for C parameterized by x ∈ {0, 1}k . The KnillLaflamme conditions state that the code can correct an error E iff
(
0
x ̸= y
⟨x| E |y⟩ =
(3)
ηE x = y
where ηE is a constant dependent on E. This is equivalent to
ΠC EΠC = ηE ΠC

(4)

where ΠC is the projector onto the code-space. We say that the code C has distance d if it
can correct all Pauli-errors of weight < d. By linearity, it can then correct all errors of weight
< d. Furthermore, given a set S of fewer than d qubits, the reduced density matrix ρS of
any code-state ρ on the set S is an invariant of the code. Intuitively, this property can be
seen as a consequence of the no-cloning theorem since ρ can be recovered exactly from ρ−S ;
therefore, ρS cannot depend on ρ without violating the no-cloning theorem. The property
can also be derived as a direct consequence of the Knill-Laflamme conditions and is known
as local indistinguishability.
▶ Fact 2 (Local Indistinguishability). Let C be a [[n, k, d]] error correcting code and S a subset
of the qubits such that |S| < d. Then the reduced density matrix ρS of any code-state ρ on
the set S is an invariant of the code.
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◀

Given a code C and a state σ on n qubits, we define the trace-distance between σ and C
as inf ρ∈C ∥ρ − σ∥1 .
We will refer to a code C as a stabilizer code if it can be expressed as the simultaneous
eigenspace of a subgroup of Pauli operators.
▶ Definition 3 (Pauli group). The Pauli group on n qubits, denoted by Pn is the group
generated by the n-fold tensor product of the Pauli matrices








1 0
0 1
0 −i
1 0
I2 =
, X=
, Y =
, and Z =
.
(5)
0 1
1 0
i 0
0 −1
▶ Definition 4 (Stabilizer Code). Let {Ci }i∈[N ] be a collection of commuting Pauli operators
from Pn and S be the group generated by {Ci } with multiplication. The stabilizer errorcorrecting code C is defined as the simultaneous +1 eigenspace of each element of S:

C = |ψ⟩ ∈ (C2 )⊗n : Ci |ψ⟩ = |ψ⟩ ∀i ∈ [N ] .
(6)
More generally, for every s ∈ {0, 1}N , define the space Ds as

Ds = |ψ⟩ ∈ (C2 )⊗n : Ci |ψ⟩ = (−1)si |ψ⟩ ∀i ∈ [N ] .

(7)

In this language, C = D0N . The logical operators L are the collection of Pauli operators that
commute with every element of S but are not generated by S:
L = {P ∈ Pn : P Ci = Ci P ∀i ∈ [N ]} \ S.

(8)

We say that the code is ℓ-local if every Ci is trivial on all but ℓ components of the tensor
product and that each qubit of the code is non-trivial in at most ℓ of the checks {Ci }.
Given a stabilizer code defined by {Ci }i∈[N ] , the associated local Hamiltonian is defined by
X
X I − Ci
def
H=
Hi =
.
(9)
2
i∈[N ]

i∈[N ]

This Hamiltonian is therefore commuting and furthermore it is a ℓ-local low-density parity
check Hamiltonian where ℓ is the locality of the code. Furthermore, the eigenspaces of H are
precisely the spaces {Ds } with corresponding eigenvalues of |s|, the Hamming weight of s. If
the rate of the stabilizer code is k, we can identify a subset of 2k logical operators denoted as
X1 , Z 1 , . . . , Xk , Z k

(10)

such that all operators square to identity and pairwise commute except Xi and Zi which
anti-commute for all i ∈ [k].

2.3

Circuits and lightcones

We will assume that all quantum circuits in this work consist of gates with fan-in and fan-out
of 2 and that the connectivity of the circuits is all-to-all4 . The gate set for the circuits will
be the collection of all 2 qubit unitaries. Our results will be modified only by a constant
factor if we assume gates with a larger constant bound on the fan-in and fan-out.
4

In our proofs, we will assume the simple upper bound of 2t |A| for the size of the lightcone generated by
a depth t circuit. This assumes all-to-all connectivity of the circuit. If the circuit was geometrically
constrained to a lattice of a fixed constant dimension D, then the simple upper bound would be
O((tD)D |A|). All our proofs can easily be translated into lower bounds for geometric circuits on a
lattice using this substitution.
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▶ Definition 5 (Circuit Complexity). Let ρ be a mixed quantum state of n qubits. Then the
circuit complexity5 of ρ, cc(ρ), is defined as the minimum depth over all m-qubit quantum
⊗m
circuits U such that U |0⟩
∈ (C2 )⊗m is a purification of ρ. Equivalently,
n


o
⊗m †
cc(ρ) = min depth(U ) : tr[m]\[n] U |0⟩⟨0|
U =ρ .
(11)
All product states including classical pure states have circuit complexity 0 or 1. Given a
state ψ of circuit complexity t, each individual qubit of ψ is entangled with at most 2t other
qubits, and therefore, states of constant circuit complexity are referred to as “trivial” or
“classical” and likewise states of super-constant circuit complexity are inherently “quantum”
and possess complex entanglement. Furthermore, properties of constant circuit complexity
states are easy to classically verify: the energy tr(Hψ) of ψ with respect to a local Hamiltonian
H can be computed classically in time exp(exp(t)).
N
Let U = Ut · · · U1 be a depth t circuit acting on (C2 )⊗m , where each Uj = k uj,k is a
tensor product of disjoint two-qubit unitaries uj,k . Fix a set of qubits A ⊂ [m]. We say that
a qubit i is in the lightcone of A with respect to U if the following holds. There is a sequence
of successively overlapping two-qubit unitaries {ut,kt , ut−1,kt−1 , . . . ub,kb } (with 1 ≤ b ≤ t)
such that the following holds: supports of ut,kt and A intersect, the supports of uj,kj and
uj−1,kj−1 intersect for all b < j ≤ t, and the qubit i is in the support of ub,kb . The support
of the lightcone of A with respect to U is the set of qubits in the lightcone of A with respect
to U . We represent as UA the circuit obtained by removing all the two-qubit unitaries from
U not in the support of the light cone of A. We will use the following facts about lightcones,
proven in the full version [8].
▶ Fact 6. Consider a quantum state ψ acting on (C2 )⊗m . For any A ∈ [m], let LA denote
the support of the lightcone of A with respect to U . It holds that

tr−A (U ψU † ) = tr−A U (ψLA ⊗ ν−LA )U † .
(12)
In other words, the reduced density matrix on qubit A, only depends on the reduced density
matrix ψLA on the lightcone of A.
▶ Fact 7. Consider a quantum state |ϕ⟩ = U |0⟩
We have tr−A (ϕ) = tr−A (ϕ′ ).

2.4

⊗m

. Let A ⊂ [m] and define |ϕ′ ⟩ = UA |0⟩

⊗m

.

Quantum PCP and NLTS conjectures

▶ Conjecture 8 (Quantum PCP [6, 3]). It is QMA-hard to decide whether a given O(1)-local
Hamiltonian H = H1 + · · · + Hm (where each ∥Hi ∥ ≤ 1) has minimum eigenvalue at most a
or at least b when b − a ≥ c∥H∥ for some universal constant c > 0.
Since, it is widely believed that NP ̸= QMA, solutions (i.e. ground-states) of QMAcomplete local Hamiltonians should not have classically checkable descriptions; for one,
ground-states of QMA-complete local Hamiltonians should not have constant circuit complexity.
5

We note that while our definition for circuit complexity of ρ is given as the minimum depth of any
circuit exactly generating a state ρ, we could have equivalently defined the circuit complexity of ρ as
the minimum depth of any circuit generating a state ρ′ within a small ball Bδ (ρ) of ρ for some δ > 0.
This would not have changed our results except for constant factors. This is because our results will be
concerned with lower-bounding the circuit complexity of all states of energy ≤ εn. If ρ is a state of
energy ≤ εn, then every state ρ′ ∈ Bδ (ρ) has energy ≤ (ε + δ)n. Therefore, by redefining ε ← ε − δ, we
can switch to the alternate definition of circuit complexity. We use the listed definition in our proofs as
it vastly simplifies legibility.
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If we assume the quantum PCP conjecture, then all low-energy states of the local
Hamiltonian should not have constant circuit complexity. This is because if there exists
a constant circuit complexity state of energy less than the promise gap, then the circuit
description of the state can serve as a classically checkable witness to the local Hamiltonian
problem. This would place the promise gapped problem in NP. Since the quantum PCP
conjecture posits that promise gapped local Hamiltonians are also QMA-complete, this would
imply that NP ̸= QMA, a contradiction. This is the inspiration for the NLTS conjecture.
▶ Conjecture 9 (NLTS [27]). There exists a fixed constant ε > 0 and an explicit family of
(n)
O(1)-local Hamiltonians {H (n) }∞
acts on n particles and consists of Θ(n)
n=1 , where H
local terms, such that for any family of states {ψn } satisfying


tr H (n) ψn ≤ ε∥H (n) ∥ + λmin (H (n) ),
(13)
the circuit complexity cc(ψn ) grows faster than any constant6 .
Therefore, making the widely believed assumption NP ̸= QMA, the quantum PCP
conjecture implies the NLTS conjecture, thereby identifying a necessary property of any
QMA-complete promise gapped local Hamiltonian. This property is referred to as “robust
entanglement” since the entanglement complexity of every low-energy state must be nontrivial. Resolution of the NLTS conjecture is an important first step towards proving the
quantum PCP conjecture. One of the advantages of the NLTS conjecture is that it does
not involve complexity classes such as QMA, but rather focuses solely on the entanglement
complexity that is intrinsic to low-energy states of local Hamiltonians.

3

Robust entropy-based lower bounds

In this section, we subsume a folklore proof for the circuit complexity of code-states to prove
that the lower bound is robust to small trace-distance perturbations.
▶ Lemma 10. Let C be a [[n, k, d]] code and ψ a state on m qubits. Let ψcode be the reduced
state on the n code qubits. If the trace-distance between ψcode and C is 0 < δ < 1/2 and the
code is of rate at least k > 2δ log(1/δ)m, then the circuit complexity cc(ψ) > log d.
⊗m

Proof. Let ψ be a state on m qubits such that ψ = U |0⟩
where U is a circuit of depth t.
t
Suppose 2 < d. Further assume that ψ is δ-close to the code C in trace distance, meaning
that there exists a state ρcode ∈ C such that ∥ψcode − ρcode ∥1 ≤ δ. Thus, Uhlmann’s theorem
[51] ensures that there is a purification |ρ⟩ on m qubits such that ∥|ψ⟩⟨ψ| − |ρ⟩⟨ρ|∥1 ≤ δ.
Let Enc be any encoding CPTP map from (C2 )⊗k → (C2 )⊗n mapping k qubits to the k
qubit code-space. Define E as the maximally decohering channel as follows
def

E(·) =

6

1
4k

X


†
X a Z b (·) X a Z b .

(14)

a,b∈{0,1}k

This definition is the one originally expressed by Freedman and Hastings in [27]. However, a consequence
of the quantum PCP conjecture and NP ̸= QMA would be a circuit complexity lower bound of ω(log log n).
For this reason, we will be more interested in circuit lower bounds of ω(log log n). Furthermore, if
QCMA ̸= QMA, then the necessary consequence of the quantum PCP conjecture is a circuit lower bound
of ω(poly(n)). Our techniques make no obvious progress towards this strengthened conjecture as we
study stabilizer codes whose circuit complexity is O(log n). Some progress towards super-polynomial
NLETS was made by Nirkhe, Vazirani, and Yuen [45].
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Then let Θ be the encoding of ρ defined as
Θ = Enc ◦ E ◦ Enc−1 (ρ).
def

(15)

This state is well-defined and has entropy S(Θ) ≥ k since S(E(ρ)) ≥ k. We omit proof of
this statement here as it is covered in greater generality by Fact 18.
▶ Fact 11 (Extended local indistinguishability property). For any region R1 ∪ R2 where R1 is
contained in the code qubits and R2 in the ancilla qubits with |R1 | < d, ρR1 ∪R2 = ΘR1 ∪R2 .
We prove this fact at the end of this section. Let R ⊂ [m] be any region of the qubits of size
< d. Using this fact,
∥ψR − ΘR ∥1 ≤ δ.

(16)

For any qubit i ∈ [m], let Li ⊂ [m] be the support of the lightcone of i with respect to U .
The size of Li , |Li | is at most 2t < d. Applying Fact 6 here, we have
tr−{i} (U † ΘU ) = tr−{i} (U † (ΘLi ⊗ ν−Li )U ).

(17)

Since the size of Li is < d, we can combine (16) and (17) to achieve
tr−{i} (U † (ψLi ⊗ ν−Li )U ) − tr−{i} (U † (ΘLi ⊗ ν−Li )U )
However, U † ψU = |0⟩⟨0|

⊗m

1

≤ δ.

(18)

and so

|0⟩⟨0|i − tr−{i} (U † (ΘLi ⊗ ν−Li )U )

1

≤ δ.

(19)

Using standard entropy bounds, we can bound the entropy of the ith qubit of the rotated
state Θ:


S tr−{i} (U † ΘU ) = S tr−{i} (U † (ΘLi ⊗ ν−Li )U ) ≤ H2 (δ) ≤ 2δ log(1/δ).

(20)

Notice that S(U † ΘU ) = S(Θ) = k. We can, therefore, bound k by
k ≤ S(Θ) ≤

X


S tr−{i} (U † ΘU ) ≤ 2δ log(1/δ)m.

(21)

i∈[m]

This leads to a contradiction since we assumed k > 2δ log(1/δ)m.

◀

If m = n, then this provides a circuit lower bound for linear-rate codes. Fact 7 ensures
that we can assume m ≤ 2cc(ψ) n, without loss of generality. This gives us the following
corollary:
▶ Corollary 12. Let C be a [[n, k, d]] code and |ψ⟩ a pure-state and the trace-distance between
|ψ⟩ and C is 0 < δ < 1/2 such that k > 2δ log(1/δ)n. Then, the circuit complexity cc(|ψ⟩)
satisfies



k
.
(22)
cc(|ψ⟩) ≥ log min d,
2δ log(1/δ)n
Proof. By Lemma 10, either 2cc(|ψ⟩) ≥ d or k ≤ 2δ log(1/δ)2cc(|ψ⟩) n since m ≤ 2cc(|ψ⟩) n.
Rearranging this is equivalent to the corollary.
◀
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Proof of Fact 11. Let R1 be a subset of the code qubits and R2 be a subset of the ancilla
qubits such that |R1 | < d. We can express any code-state |ψ⟩ over the m qubits as
X
|ψ⟩ =
|x⟩ |ψx ⟩
(23)
x∈{0,1}k

where {|x⟩} is a basis for the code and |ψx ⟩ are un-normalized. Let U be any logical operator
(i.e. one that preserves the code-space). Then,
X

tr−(R1 ∪R2 ) U ψU † =
tr−R1 (U |x⟩⟨y| U † ) ⊗ tr−R2 (|ψx ⟩⟨ψy |)
(24)
x,y∈{0,1}k

In the summation, if x = y, then the first component is ϕR1 for some fixed state ϕR1 by local
indistinguishability. Furthermore, if x ̸= y, then the first component is 0 by orthogonality of
U |x⟩ and U |y⟩ despite the erasure of |R1 | < d qubits. Therefore,
X

tr−R2 (ψx ).
(25)
tr−(R1 ∪R2 ) U ψU † = ϕR1 ⊗
x∈{0,1}k

which is an invariant of U , which means tr−(R1 ∪R2 ) (ρ) = tr−(R1 ∪R2 ) (U ρU † ) . Since (a) Θ
is a mixture over applications of logical Paulis to ρ and (b) a logical operator applied to a
code-state is another code-state and therefore is locally indistinguishable, then it follows that
ρR1 ∪R2 = ΘR1 ∪R2 .
◀

3.1

Improved circuit lower bounds using AGSPs

Corollary 12 shows that if we are given a [[n, k, d]] code with linear
rate k = Ω(n), then

a state generated by a depth t ≤ γ log d circuit must be Ω 2−2t = Ω d−2γ far from the
code-space in trace distance. Now we show an even stronger separation, if the code is the
zero-eigenspace (ground-space) of a commuting local Hamiltonian.
Consider a [[n, k, d]] QLDPC code C which is the common zero-eigenspace of commuting
checks {Πj }N
j=1 of locality ℓ each (this includes, but is not restricted to, the stabilizer code
⊗m
defined earlier). Consider a state |ψ⟩ = U |0⟩
obtained by applying a depth t circuit U
on m qubits. Suppose there is a state ρ0 ∈ C having good fidelity with the code-space, that
def
is, f = F (ψcode , ρ0 ). Fact 7 ensures that we can choose m ≤ 2t n. We prove the following
lemma.
▶ Lemma 13. For the state |ψ⟩ as defined above, it holds that


√
1
k
d
.
q
22t ≥ min d, √
·
64 ℓ log2 dℓ n · log 1

(26)

f

The proof of this lemma appears in Appendix B of the full version [8]. It uses the tool of
approximate ground-space projectors (AGSP) and the principle that low min-entropy for
gapped ground-states implies low entanglement entropy [29, 11, 10, 7]. The lemma shows
that if the code has linear
 rate k =Ω(n), then any state generated by a depth t ≤ γ log d
e d1−4γ far from the code-space in trace distance. Here, the Ω̃
circuit must be 1 − exp −Ω
notation hides some polylog factors. This bears some resemblance with the results of [13, 43],
1/t
which show that the distributions sampled from depth t (and size en ) classical AC0 circuits
1/t
are 1 − e−n far from the uniform distribution over a good classical code (linear rate and
linear distance). A comparison with Lemma 13 is largely unclear, due to the differences
between classical and quantum codes, as well as AC0 circuits and quantum circuits.
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We further prove the following lemma for codes encoding at least one qubit and having
large distance. This complements Lemma 13 replacing the linear rate condition with linear
distance condition.
⊗m

with U of depth
▶ Lemma 14. Given |ψ⟩ = U |0⟩
p t and let C be a code with distance d.
Let Π be the projector onto the codespace and f = ⟨ψ| (Π ⊗ Ianc ) |ψ⟩ be the fidelity of |ψ⟩
with the codespace. If 2t ≤ d2 then
d2

f 2 ≤ 2e− 22t+10 m .
(27)
Pm
Proof. Let G = i=1 U |1⟩⟨1|i U † be the 2t local Hamiltonian with |ψ⟩ as its unique ground
d
state. From [34, 19], it is known that there exists a polynomial P (G) of degree 2t+1
such
that
d

∥P (G) − |ψ⟩⟨ψ| ∥ ≤ e−( 2t+1 )

2

/28 m

d2

= e− 22t+10 m .

(28)

d
Note that each multinomial term in P (G) is supported on ≤ 2t · 2t+1
≤ d2 terms. Let
|ϕ⟩ = Π |ψ⟩ /f be the codestate having largest overlap with |ψ⟩. Consider any vector |ϕ′ ⟩
with ϕ′code ∈ Π that is orthogonal to |ϕ⟩ (and hence orthogonal to |ψ⟩). One way to construct
P
|ϕ′ ⟩ is to expand |ϕ⟩ = x |x̄⟩ |ϕx ⟩ (with {|x̄⟩}x a basis for Π and |ϕx ⟩ unnormalized) and
P
then define |ϕ′ ⟩ ∝ x αx |x̄⟩ |ϕx ⟩. The complex numbers {αx }x are chosen such that
X
αx ⟨ϕx |ϕx ⟩ = 0 =⇒ ⟨ϕ|ϕ′ ⟩ = 0.
(29)
x

Since P (G) is a sum of ≤ d2 -local terms, (4) ensures that
⟨ϕ′ | P (G) |ϕ′ ⟩ = ⟨ϕ′ | ΠP (G)Π |ϕ′ ⟩ = ηP (G) ⟨ϕ′ | Π |ϕ′ ⟩ = ηP (G) = ⟨ϕ| P (G) |ϕ⟩ .

(30)

d2

Using Equation 28 and ⟨ϕ′ |ψ⟩ = 0, we have ⟨ϕ′ | P (G) |ϕ′ ⟩ ≤ e− 22t+10 m . Thus using Equation
28 again,
2

d2

d2

d2

f 2 = |⟨ϕ|ψ⟩| ≤ ⟨ϕ| P (G) |ϕ⟩ + e− 22t+10 m = ⟨ϕ′ | P (G) |ϕ′ ⟩ + e− 22t+10 m ≤ 2e− 22t+10 m . (31)
This proves the lemma.

◀

Even with such a wide separation between the code-space and the states generated by
low-depth circuits, these results give no insights into the energy such states can achieve. This
is because these results do not rule out the possibility that such low-depth circuits live in the
energy 1 eigenspace of the code Hamiltonian, which is orthogonal to the code-space. In the
later section, we show how to achieve this guarantee; this proves our main result.

4

Lower bounds for stabilizer codes

In this section we prove Theorem 1; which combines Theorems 20 and 23. For Theorem 20,
we show how the entropy-based bounds from the previous section can be improved from
handling states physically near the code-space to all low-energy states, once we assume that
the code is a stabilizer code. The key property we exploit is that the local indistinguishability
property of the code-space C also holds for each eigenspace Ds in the case of stabilizer codes.
We make this precise in the following facts; all facts are proven in the full version [8].
The following fact argues that logical operators not only preserve the code-space C but
rather any eigenspace Ds .
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▶ Fact 15. Fix a stabilizer code C on n qubits with generator set {Ci }i∈[N ] . For any
string s ∈ {0, 1}n , a state ρ such that ρcode ∈ Ds , and a logical operator P ∈ L, we have
(P ρP )code ∈ Ds .
Each pair of Pauli operators either commute or anti-commute. The following fact imposes
constraints on non-logical and non-stabilizer Pauli operators.
▶ Fact 16. Let P be a Pauli operator such that for some i ∈ [N ], P Ci = −Ci P . For any
s ∈ {0, 1}N and any quantum state ρ such that ρcode ∈ Ds , we have tr(P ρ) = 0.
The third crucial fact we will use is about the local indistinguishability of stabilizer codes.
We will show that the measure of any local operator of locality < d, the distance of the code,
is an invariant of each eigenspace Ds .
▶ Fact 17. Let ρ be a state such that ρcode ∈ Ds for a string s. For a logical pauli P ∈ L,
define ρ′ = P ρP . It holds that for any region T ⊂ [m] of size less than d, ρT = ρ′T . In
general, let ρ, ρ′ be states such that ρanc = ρ′anc and ρcode , ρ′code ∈ Ds for a string s. It holds
that for any region T ⊂ [m] of size less than d, ρT = ρ′T .
Since logical operators act like single qubit Pauli operators within the code-space, they
can be used for randomization. Define the following quantum “completely depolarizing in
the logical basis” channel that acts on code qubits, analogous to the channel defined in (15):
X  a b  b a
def 1
E(·) = k
X Z (·) Z X
(32)
4
k
a,b∈{0,1}

Q
a
ai
b
where X = i Xi is a product of logical X operators defined by a and likewise Z is a
product of logical Z operators defined by b. We will utilize the following two properties of
this channel, analogous to Fact 11.
▶ Fact 18. It holds that
1. For any quantum state ρ, the entropy S(E(ρ)) ≥ k.
2. For any quantum state ρ such that ρcode ∈ Ds for some s, E(ρ)code ∈ Ds . Furthermore,
for any set T ⊂ [m] of size less than d, ρT = E(ρ)T .
The next fact describes how all stabilizer terms of the code can be measured simultaneously
using a short-depth circuit if the code has small locality. Let N be the number of checks for
an ℓ-local code; recall that then n/ℓ ≤ N ≤ ℓn.
▶ Fact 19. Let C be a stabilizer code of locality ℓ on n qubits with N checks {Ci }i∈[N ] . Then,
there is a circuit V of depth ≤ 2ℓ3 which coherently measures the value of each stabilizer
term into N ancilla.
⊗m

Lastly, consider a state |ϕ⟩ = U |0⟩
where U is a circuit of depth t. From Fact 7, we
t
can assume m ≤ n2 without loss of generality. We are now ready to state and prove the
following theorem for codes of large rate.
▶ Theorem 20. Let C be a [[n, k, d]] stabilizer code of locality ℓ defined by checks {Ci }i∈[N ] .
Let H be the corresponding Hamiltonian. Suppose there is a state |ϕ⟩ on m qubits with
def
tr(Hϕ) ≤ εN and circuit complexity t = cc(ϕ) < log(d) − 2ℓ3 . Then, for a constant cℓ
depending only on ℓ and not the size of the code,
22t >

k
.
cℓ n · ε log 1ε

(33)
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Proof. All stated intermediate claims are proven in the next sub-section. By assumption,
⊗m
|ϕ⟩ = U |0⟩
for a circuit of depth t < log(d) − 2ℓ3 . Define the energy of each local
Hamiltonian term Hi as
def

εi = tr(Hi ϕ) =

1 1
− tr(Ci ϕ).
2 2

(34)

Add N ≤ n new syndrome-measurement ancilla (SMA) qubits each with initial state |0⟩ and
coherently measure the entire syndrome using the depth 2ℓ3 circuit V from Fact 19. Then
the state


⊗N
⊗(m+N ) def
⊗(m+N )
|ψ⟩ = V |ϕ⟩ ⊗ |0⟩
= V U |0⟩
= W |0⟩
(35)
def

with W = V U a circuit of minimum circuit depth = cc(W ) ≤ t + 2ℓ3 . Define the state
obtained by incoherently measuring all the SMA qubits of |ψ⟩ as
X
Ψ=
Ds |ϕ⟩⟨ϕ| Ds ⊗ |s⟩⟨s|
(36)
s∈{0,1}N

where we abuse notation slightly and use Ds both as the eigenspace and the projector onto
it. Since we assume that C is a stabilizer code, the Hamiltonian terms Hi all mutually
commute and therefore so do the measurements of the SMA qubits. Therefore, the order of
measurement used is irrelevant.
Define the state Θ = E(Ψ) obtained by applying the logical completely depolarizing
channel E from (32). Then, we have


X
Ds ϕDs
def
Θ=
tr(Ds ϕDs )µs ⊗ |s⟩⟨s|
for µs = E
.
(37)
tr(Ds ϕDs )
s
▷ Claim 21. Fix any region R ⊂ [m + N ]. Let SR be the set of all indices i ∈ [N ] such that
the ith SMA qubit belongs to R. Note that SR ⊂ R. It holds that
X
F (ψR , ΨR ) ≥ 1 −
εi .
(38)
i∈SR

Further, if |R| < d, then ΨR = ΘR .
For every j ∈ [m + N ], let Lj be the support of the lightcone of j with respect to the unitary
⊗(m+N )
W † . Note that |Lj | ≤ 2cc(W ) < d. Since W † |ψ⟩ is |0⟩
, we have that for any qubit
j ∈ [m + N ],

tr−{j} W † ψW = |0⟩⟨0| .
(39)
However, Fact 6 allows us to equate


tr−{j} W † ψW = tr−{j} W † (ψLj ⊗ ν−Lj )W ,


tr−{j} W † ΘW = tr−{j} W † (ΘLj ⊗ ν−Lj )W .
Using (38), we find that for all j ∈ [m + N ],


F tr−{j} W † ψW , tr−{j} W † ΘW


= F tr−{j} W † (ψLj ⊗ ν−Lj )W , tr−{j} W † (ΘLj ⊗ ν−Lj )W

≥ F ψL j , Θ L j
X
≥1−
εi .
i∈SLj

(40)
(41)

(42)
(43)
(44)
(45)
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We now infer from (39) and (45) that7


X

S tr−{j} W † ΘW ≤ 2 
εi  log
i∈SLj

1
min

Using the concavity of the function x 7→ x log
average over all j ∈ [m + N ] to conclude

E S tr−{j} W † ΘW
j∈[m+N ]


X

≤2 E
εi  log
j∈[m+N ]

i∈SLj


≤2·

P

i∈SLj

1
min(x, 41 )

εi , 41

.

(46)

in the interval x ∈ (0, 2cc(W ) ), we can

(47)

1
min

P

i∈SLj

εi , 14

(48)




X

E

j∈[m+N ]

εi  log

i∈SLj

1


min E j∈[m+N ]

P

i∈SLj

εi , 14

.

(49)

The next claim helps upper and lower bound this expression.
▷ Claim 22. It holds that
X
εN
εN
≤
E
εi ≤ 22cc(W )
.
m+N
m+N
j∈[m+N ]

(50)

i∈SLj

We now upper bound the entropy of Θ. For this, let us assume 2cc(W ) ≤ 1ε , else the proof is
immediate.
X

S(Θ) = S(W † ΘW ) ≤
S tr−{j} W † ΘW
(51)
j∈[m+N ]

1

≤ 21+2cc(W ) εN log
min



εN
1
m+N , 4

(52)



2cc(W )
≤ 21+2cc(W ) εℓn log
(53)
ε


1
(54)
≤ 22+2cc(W ) ℓn · ε log .
ε
The inequality in (51) comes from the subadditivity of entropy; the inequality in (52) uses
(48) and then substitutes the upper and lower bounds given in Claim 22; the inequality in
εN
ε
cc(W )
(53) uses nℓ ≤ N ≤ ℓn and m+N
≤ 1ε .
≥ ℓ2tε+1 ≥ 2cc(W
) ; the inequality in (54) uses 2
Furthermore, Θ is the output of E acting on Ψ. By Fact 18 (Item 2), S(Θ) ≥ k. Combining
the lower and upper bounds on the entropy of Θ, the proof concludes.
◀
Next, we prove the following theorem for codes of large distance.
▶ Theorem 23. Let C be a [[n, k, d]] stabilizer code of locality ℓ defined by checks {Ci }i∈[N ] .
Let H be the corresponding Hamiltonian. Suppose there is a state |ϕ⟩ on m qubits with
def
tr(Hϕ) ≤ εN and circuit complexity t = cc(ϕ) < log(d) − 1. Then,
d

22t ≥
26 n
7

q

ℓε log

.

(55)

1
ε

Given a binary distribution (p, 1 − p), we can upper bound its entropy as follows. If p ≥ 14 , then an
1
upper bound is 1. Else the upper bound is 2p log p1 . The combined upper bound is 2p log min(p,
1 .
)
4
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Proof. Since tr(Hϕ) ≤ εN , Markov’s inequality ensures that tr(D≤2εN ϕ) ≥ 12 , where
P
D≤2εN is the subspace of energy ≤ 2εN . Since D≤2εN = s∈{0,1}N :|s|≤2εN Ds and the
1

number of s satisfying |s| ≤ 2εN is ≤ 24εN log ε , there exists a s∗ ∈ {0, 1}N such that
1
tr(Ds∗ ϕ) ≥ 2−4εN log ε −1 . Now, Fact 17 ensures that Ds∗ is also an error correcting code of
distance d. Applying Lemma 14 (assuming 2t ≤ d2 ) and setting m ≤ 2t n (using Fact 7), we
conclude
d2

1

2−4N ε log ε −1 ≤ 2e− 23t+10 n

(56)
1

=⇒ 24N ε log ε +2 ≥ e
=⇒ 23t ≥

d

d2
23t+10 n

(57)

2

212 nN ε log 1ε

.

(58)

Since N ≤ nℓ and 23t ≤ 24t , the proof concludes.

◀

Combining Theorems 20 and 23, the proof of Theorem 1 concludes.

4.1

Omitted claims

Proof. (of Claim 21) Let ψ ′ be the state obtained from ψ by measuring all the SMA qubits
′
in SR . Notice that ψR
= ΨR . Thus, by appealing to data-processing, we have
′
F (ΨR , ψR ) = F (ψR
, ψR ) ≥ F (ψ ′ , ψ).

(59)

Next, we lower bound F (ψ ′ , ψ). We can represent |ψ⟩ by
X
X
p
|ψ⟩ =
P (t) |ψt ⟩ |t⟩SR , ψ ′ =
P (t) |ψt ⟩⟨ψt | ⊗ |t⟩⟨t|SR ,
t∈{0,1}|SR |

(60)

t∈{0,1}|SR |

where |ψt ⟩ are normalized states. We have
X
p
p
2
F 2 (ψ, ψ ′ ) =
P (t)P (t) P (t)|⟨ψt |ψt ⟩|

(61)

t∈{0,1}|SR |

=

X

P (t)2

(62)

t∈{0,1}|SR |

≥ P (t = (0, . . . , 0))2 .

(63)

Using a union bound, we get
|SR |

P (t = (0, . . . , 0)) ≥ 1 −

X

P (ti = 1) = 1 −

i=1

X

εi ,

(64)

i∈SR

where the last equality uses the definition of the energy εi . Thus,
X
F (ψ, ψ ′ ) = P (t = (0, . . . , 0)) ≥ 1 −
εi .

(65)

i∈SR

This completes the first part of the Claim. For the second part, we consider for every
s ∈ {0, 1}N :
(µs ⊗ |s⟩⟨s|)R = (µs )R\SR ⊗ (|s⟩⟨s|)SR


Ds ϕDs
=
⊗ (|s⟩⟨s|)SR
Tr(Ds ϕDs ) R\SR


Ds ϕDs
⊗ |s⟩⟨s|
.
=
Tr(Ds ϕDs )
R

(66)
(67)
(68)
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The second equality uses Fact 18 (Item 2) as |R \ SR | ≤ |R| < d. This establishes ΨR = ΘR .
◁
Proof. (of Claim 22) Consider
X
(m + N ) E
εi =
j∈[m+N ]

i∈SLj

X

X

j∈[m+N ] i∈SLj

εi =

X

εi |{j : i ∈ SLj }|.

(69)

i

Let us upper bound |{j : i ∈ SLj }| for any given i. Suppose j ∈ [m + N ] is such that SLj
contains a particular SMA qubit i. Then i lies in the support of the lightcone of j with
respect to W † . This puts a constraint on the set of possible j’s: for some b ∈ [cc(W )], j must
lie in the lightcone of i with respect to the circuit W (b) defined as the last b layers of W .
Pcc(W )
The number of j’s which satisfy this, for a given i, is at most b=1 2b ≤ 22cc(W ) . Thus,
X
X
X
εi ≤ 22cc(W )
εi = 22cc(W ) εN.
(70)
j∈[m+N ] i∈SLj

i

The lower bound follows since |{j : i ∈ SLj }| ≥ 1. This completes the proof.

◁
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1

Introduction

Traditional graph algorithms process a static graph on a single (centralized) machine and
are sequential; thus, their runtime is at least linear in the graph size. Even linear-time
static algorithms, which are traditionally considered extremely fast and optimal, are often
inadequate for coping with modern big data, which dynamically changes and evolves at a
rapid pace. Often, such big data cannot be stored in one machine and hence distributed
methods are required to process it. Efficiently coping with such data is widely recognized as
one of the most important challenges of modern computation. A dynamic graph algorithm is
one that efficiently deals with rapid changes to the input graph, where a common goal is to
maintain a subgraph with some key property while the underlying graph changes over time.
A distributed graph algorithm is one that efficiently deals with graph data stored in multiple
machines, where the corresponding processors work in parallel in order to achieve a common
goal by communicating and coordinating their actions via message passing.
The focus of dynamic graph algorithms, up until the past few years, has almost exclusively
been in the classic sequential, centralized setting, where the main quality measure is the
algorithm’s update time, i.e., the time needed to update the graph structure of interest per
update step. Meanwhile, the focus of distributed algorithms has been mainly on the static
setting, primarily on the round complexity of static tasks. Surprisingly, the fundamental
question of distributing known sequential dynamic graph algorithms received very little
attention to date. Most previous works [3, 5, 6, 9, 10, 20, 17, 26, 28, 23] focused on small
amortized round complexity. A few works considered message complexity [3, 28] but only for
certain problems.
Minimizing the number of messages is an important goal. A small number of messages
implies a small load on the communication links, which in some cases enables running
multiple algorithms (or multiple instances of the same algorithm) concurrently and it can
allow for pipeline implementation. Moreover, this measure is useful when considering cases
where one cares about the total work done (as captured by the number of messages sent),
e.g. when the total network bandwidth is limited. We remark that many real-world systems
are often bandwidth limited; examples of bandwidth limited systems include systems with
poor wireless connections, an over-saturated network (many independent agents are on the
same network, as in, e.g., a large company), or a mobile data network in a poorly connected
area. On a low bandwidth network, an algorithm which uses less rounds but more messages
in principle can actually take longer to finish its execution than an algorithm that uses less
messages but more rounds.
We define the message-efficiency of our algorithms to be the ratio between the amortized
message complexity per update of our algorithm and the sequential amortized update time of
the best-known centralized algorithm. Note that although we consider message-efficiency
as a separate property, we still want our algorithms to run in poly log n or O(1) rounds, as
is standard. Our goal is to design distributed algorithms with (nearly) constant messageefficiency, meaning the amortized message complexity asymptotically matches the amortized
update time of the best centralized algorithm for the problem. Of course, at the same time,
we want to upper bound the amortized number of rounds of such algorithms by (nearly)
constant. We allow poly log n slacks in both the message and round complexities.
In this paper, we aim at initiating a systematic study of dynamic, distributed messageefficient algorithms by considering a single edge update per step, as in the classic, sequential
centralized setting. Even for this basic setting, there are many challenges underlying
the adaption of centralized algorithms to the distributed setting. Very recently, Censor-
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Hillel et al. [9] and Bamberger et al. [5] studied the question of simultaneously handling
concurrent updates in a distributed setting. However, their algorithms require Ω(m) amortized
messages. Thus, it seems crucial to first thoroughly understand the base case of a single
update and only later extend to more general settings. We focus on classic symmetrybreaking problems: maximal independent set (MIS), maximal matching (MM), 3/2-maximum
cardinality matching (MCM), and (∆ + 1)-vertex coloring. Symmetry-breaking constitutes
one of the most important challenges in distributed computing, since in many distributed
systems processors might be in the same state, yet one must somehow break the symmetry
to perform almost any nontrivial computation.
One challenge in optimizing the message-efficiency is that many centralized algorithms for
these problems rely on global variables and data structures, and they often rely on periodic
global restarts. The idea behind a periodic global restart is for the algorithm to handle some
number of updates “lazily”, essentially without changing the data structure, until a sufficient
number of updates have been accumulated. Such centralized approaches are problematic in
the distributed setting as each individual vertex does not have access to global information.
Moreover, many centralized algorithms [3, 13, 15, 19, 25] also assume knowledge of the
number of edges in the graph at any time, which does not lose generality in a centralized
setting but is a very strong assumption to make in (dynamic) distributed settings – such
information can be acquired, but through potentially expensive communication. As a result,
distributing centralized dynamic algorithms is a challenging task.
We shall restrict our attention to the standard CONGEST model of communication
([27]), where message size is bounded by O(log n) bits. In particular, we use the most
studied model of the distributed dynamic setting, the local wakeup (CONGEST) model (cf.
[3, 10, 17, 26, 28]), where following an edge update (u, v), only the updated vertices u and
v wake up. The update procedure proceeds in fault-free synchronous rounds during which
every processor that has been woken up is allowed to exchange O(log n)-bit messages with its
neighbors until finishing its execution, which differs from the standard static setting in a
crucial aspect: in the static setting all the vertices are woken up at the outset and engage in
the algorithm, whereas in the dynamic setting a vertex has to be woken up as part of the
update procedure – by receiving a message that propagated from either u or v – in order to
engage in the update procedure. In particular, to achieve good message-efficiency, vertices
cannot blindly participate in the update procedure as even the size of the 2-hop neighborhood
of an updated vertex can be large, leading to large message complexity; this poses a highly
nontrivial challenge for algorithms which need to maintain some global invariant.
The round and message complexities can be viewed as the “runtime” and “total work”
of the algorithm, respectively. Our paper focuses on solving the dynamic MIS problem via
a deterministic, CONGEST algorithm that minimizes message complexity and number
of rounds using new techniques to resolve the issue surrounding an unknown number of
edges in the entire graph. We then use similar techniques to those used in our algorithm
for solving MIS to solve the other problems discussed in this paper, namely, MM, 3/2approximate MCM, and (∆ + 1)-vertex coloring. For MM, 3/2-approximate MCM, and
(∆ + 1)-coloring, there exist O(∆)-message, O(1)-round naive algorithms where each node
queries its immediate neighbors for the desired property (their color, whether they are in
a matching. . . etc.); the goal is beat these algorithms in number of messages in the setting
√
where ∆ = Ω( m), where ∆ is a fixed upper bound on the maximum degree in the graph.
For MM, (3/2)-approximate MCM, and (∆ + 1)-coloring, we provide the first non-trivial
O(1)-message-efficient deterministic, distributed algorithms that match the update times
√
of O( m) of the best-known centralized algorithms [19, 25]. Our algorithm runs in O(1)
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worst-case rounds for MM and (∆ + 1)-coloring and O(log ∆) worst-case rounds for 3/2approximate MCM. Furthermore, our algorithms for these problems are simple and, hence,
practically implementable.
Related Work for MIS. We give a more comprehensive survey of the related work on MIS
since this problem has received more attention in the dynamic, distributed setting. The MIS
problem has been intensively studied over the years since the celebrated works of [1, 22, 24]
from the mid 1980s. Most of the literature on the problem arguably revolves around parallel
and distributed settings, perhaps due to the practical applications of MIS in these settings.
In recent years there has been a growing body of work on the problem of maintaining an
MIS in dynamic networks [3, 4, 7, 10, 12, 13, 15, 21]. Although most of this work has focused
on the standard centralized, sequential setting, Censor-Hillel et al. [10] gave a randomized
algorithm for maintaining an MIS against an oblivious adversary in distributed dynamic
networks.1 The distributed algorithm of [10] achieves an (amortized) message complexity
of Ω(∆) and an expected round complexity of O(1). König and Wattenhofer [21] gave an
algorithm for maintaining an MIS which requires a constant number of rounds, but as opposed
to [10], makes the assumptions that a node gracefully leaves the network, and messages may
have unbounded size. Also, the number of broadcasts that are done may be large. Assadi et
al. [3] showed that their main centralized algorithm for MIS can be naturally adapted into a
deterministic distributed algorithm with amortized message complexity O(min{m3/4 , ∆})
and an amortized round complexity of O(1). However, this algorithm operates under the
assumption that knowledge of up-to-date estimates of m is provided to all vertices; this leads
to an implicit assumption that the graph remains connected throughout the course of the
algorithm, which is a strong assumption to make, especially in dynamic networks.
In the centralized, sequential setting, the deterministic O(m3/4 ) bound of Assadi et
al. [3] for general graphs was improved to O(m2/3 ) by Gupta and Khan [15] and inde√
pendently to O(m2/3 log m) by Du and Zhang [13]. Allowing randomization against an
√
oblivious adversary, the update time in general graphs was reduced to O( m) [13], further to
√
1/3
e
O(min{m
, n}) [4], and ultimately to poly log n [7, 12]. To the best of our knowledge, the
only distributed algorithms for the problem are the two mentioned above [3, 10]. That said, it
seems rather straightforward to distribute the randomized algorithms with amortized update
time polylog(n) [7, 12], to obtain a distributed algorithm with both message and round
complexities bounded by O(polylog(n)).2 However, the disadvantage of these randomized
algorithms is that they crucially require the oblivious adversary assumption. While such an
assumption might be fine in the centralized setting, in the distributed setting it is easier for
adversaries to corrupt links in the network as well as to corrupt and/or eavesdrop on the
messages sent through such links. Thus, in such settings the oblivious adversary assumption
seems excessively strong and impractical. In this paper, we shall restrict our attention to
deterministic algorithms, which are, in particular, robust against an adaptive adversary.
Prior to this work there was no deterministic (or even randomized against a non-oblivious adversary) distributed algorithm for MIS with a message complexity of o(m3/4 ), and moreover,
it seemed highly unclear if the deterministic algorithms of [13, 15], with amortized update
time Õ(m2/3 ) could be distributed efficiently.

1

2

In the oblivious adversarial model (see, e.g., [8, 18]), the adversary has complete knowledge of all the
edges in the graph and their arrival order, as well as of the algorithm, but does not have access to the
random bits used by the algorithm, and so cannot adapt its updates in response to the random choices
of the algorithm.
We did not make any effort to verify this claim, as our goal was to achieve an efficient deterministic
algorithm, or at least one that does not assume an oblivious adversary.
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Our Contributions

Maximal independent set. We present a deterministic distributed algorithm that achieves
amortized message and round complexities of O(m2/3 log2 n) and O(log2 n), respectively. To
this end, we reduce the problem of dynamically maintaining an MIS to that of statically
computing it. Our reduction builds on the aforementioned (centralized, sequential) algorithm
of Gupta and Khan [15] in a nontrivial way.
▶ Theorem 1. Equipped with a black-box static deterministic algorithm for computing an
MIS within T (n) rounds for any n-vertex distributed network, an MIS can be maintained
deterministically (in the local wakeup model) over any sequence of edge insertions and deletions
that start from an empty distributed network on n vertices, within O(T (n)) amortized round
complexity and O(m2/3 · T (n)) amortized message complexity, where m denotes the dynamic
number of edges.
Using the MIS algorithm of [14, 29], which runs in O(log5 n) rounds, on top of the
transformation of Theorem 1, the amortized bounds on the round and message complexities
of the resulting distributed algorithm are O(log5 n) and O(m2/3 log5 n), respectively.
While the black-box static MIS algorithm used in the transformation of Theorem 1
applies to arbitrary graphs, bounded diameter graphs admit faster MIS algorithms. Next, we
strengthen the transformation of Theorem 1, to achieve a diameter-sensitive transformation.
We stress that the algorithm returned as output of this transformation applies to any dynamic
graph; the restriction on the diameter is only for the black-box static MIS algorithm. The
black-box MIS algorithm should also satisfy another property; given as input an independent
set M ′ ⊆ V of the graph, the output MIS should be a superset of the input set M ′ ; we shall
call this an input-respecting MIS.
▶ Theorem 2. Equipped with a black-box static deterministic algorithm for computing an
input-respecting MIS within T ′ (n) rounds for any n-vertex distributed network with diameter
at most 6, an MIS can be maintained deterministically over any sequence of edge insertions
and deletions that start from an empty network on n vertices, within O(T ′ (n)) amortized
round complexity and O(m2/3 · T ′ (n)) amortized message complexity, where m denotes the
dynamic number of edges. 3
The MIS algorithm of [11] runs in O(D log2 n) rounds in distributed graphs of diameter
D. We adapt the algorithm of [11] to return an input-respecting MIS. Plugging the resulting
MIS algorithm into the transformation of Theorem 2 yields:
▶ Corollary 3. Starting from an empty distributed network on n vertices, an MIS can be
maintained deterministically over any sequence of edge insertions and deletions with O(log2 n)
amortized round complexity and O(m2/3 log2 n) amortized message complexity.
Our algorithm uses unicast rather than broadcast messages, which allows each processor
to communicate differently with each of its neighbors, and, more concretely, to communicate
with a subset of its neighbors – otherwise there is no hope to achieve a message complexity
of o(∆).
Prior to this work, the distributed algorithm of [3] was the only one providing a deterministic algorithm with o(m) amortized message complexity. By allowing the amortized round
complexity to grow from constant to a small polylogarithmic factor, we obtain a polynomial

3

For our purposes it suffices to take a constant of 6, but any fixed constant c ≥ 6 works.
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improvement in the message complexity. Perhaps more important than this improvement,
in contrast to the work of [3] that relies on the network being connected at all times, our
algorithm does not make any assumptions on the network’s connectivity. Assuming that
the network is always connected seems to be too much to ask for – particularly for dynamic
networks. To cope efficiently with disconnected graphs, our algorithm has to bypass several
nontrivial challenges, which are discussed in more detail in the full version of our paper [2].
Other symmetry-breaking problems. We also show the following results for MM, (3/2)approximate MCM, and (∆ + 1)-vertex coloring, which were not known prior to this paper.
All of our results for these problems are O(1)-message-efficient, matching the sequential
running time of the best centralized deterministic algorithms for these problems [19, 25].
▶ Theorem 4. Starting from an empty distributed network on n vertices, a maximal matching
(MM) and a (3/2)-approximate maximum matching can be maintained deterministically over
any sequence of edge insertions and deletions with O(1) and O(log ∆) rounds, worst-case,
√
respectively, and O( m) worst-case and amortized message complexity, respectively.
▶ Theorem 5. Starting from an empty distributed network on n vertices, a (∆ + 1)-vertex
coloring can be maintained deterministically over any sequence of edge insertions and deletions
√
with O(1) rounds, worst-case, and O( m) worst-case message complexity.

1.2

Paper Organization

We provide a technical overview of our algorithms in the full version of our paper [2]. Section 2
is devoted to preliminaries. Then, in Section 3 we review the edge orientation technique and
present our algorithms for MM and (∆ + 1)-coloring. In Section 4, we present our algorithm
for (3/2)-approximate MCM. Finally, in Section 5, we provide our algorithm for MIS.

2

Preliminaries

Given an undirected graph G = (V, E), which represents a distributed network, each vertex
v ∈ V has access to an adjacency list of its current neighbors. We let deg(v) denote the degree
of v or the size of v’s adjacency list. As commonly assumed, each vertex can distinguish its
neighbors via unique IDs assigned to each vertex.
Following standard convention in dynamic graph algorithms, the graph is empty at the
outset, and there is a single edge update per step. As mentioned, we consider the local wakeup
model where, following an edge update (insertion or deletion), only the two endpoints incident
to that edge wake up and may initiate an update procedure. Any other vertex remains asleep
until receiving a message from a neighbor, at which stage it can start participating in the
update procedure (by exchanging messages with its neighbors and performing other actions).
Computation proceeds in synchronous rounds; thus all vertices (those which are awake) know
when a round of communication starts and ends, and a vertex cannot respond to messages it
received in the same round - it can do so in the next round. Our algorithms operate in the
CONGEST model so messages have size O(log n) bits.
In addition to considering worst-case rounds and messages per update, in this paper, we
also consider amortized round complexity (or amortized update time) and amortized message
complexity, which bound the average number of communication rounds and O(log n)-bit
messages sent, respectively, needed to update the solution per edge update, over a worst-case
sequence of updates. In contrast to the static setting, the amortized message complexity of
distributed tasks could be sublinear in the graph size, which makes it natural to optimize
both measures of amortized round and message complexities rather than just the former.
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We consider three different notions of number of edges in the graph: mmax , mavg and
mcur . mmax is the maximum number of edges in the graph over all updates in the update
sequence. mavg is the average number of updates in the graph over the update sequence.
Finally, mcur is the current number of edges in the graph after the most recent update.
When the particular definition being used is obvious from context, we simply use m.

3

Dynamic MM and (∆ + 1)-Coloring via Dynamic Edge Orientations

We begin our discussion of our dynamic, distributed algorithms for symmetry-breaking
problems with our simple warm-up algorithms for MM and (∆ + 1)-coloring. We first present
the edge orientation technique which is one way of ensuring that vertices only need to send
messages to a small enough subset of neighbors upon an update. This technique is based on
the idea that for each vertex v, if the edge (u, v) is oriented towards v, then v has all the
relevant information about u. For every edge insertion or deletion that causes u to change
its properties, u notifies all its outgoing neighbors. In such a case, when v needs to make a
decision using all its neighbors’ properties, it only needs to ask its outgoing neighbors about
their properties to have a full picture of all its neighbors. By using the edge orientation
technique we can solve problems like dynamic, distributed MM and (∆ + 1)-coloring. All
round and message complexities in this section are in terms of mcur , the current number of
edges in the graph. For convenience, we define m = mcur in this section.

3.1

Edge Orientation Algorithm

We orient the edges in the following way: provided an edge insertion (u, v), the edge is
oriented from the vertex with lower degree to the vertex with higher degree. If the degrees of
the two vertices are equal, then the edge is oriented arbitrarily. Each vertex v also maintains
a number pv indicating its degree during the last time it checked the orientation of all its
adjacent edges and reoriented any of the checked edges. Initially, we set pv = 1 for all
vertices. If an edge insertion or edge deletion (u, v) causes v’s degree to fall outside the range
[pv /2, 2pv ], v asks its neighbors for their degree. For each neighbor w of v, v directs the
edge (w, v) from w to v if deg(w) ≤ deg(v). Otherwise, v directs the edge (v, w) from v to
w. After performing the reorientation of edges, v sets pv = deg(v). The reoreintation of
the edges is done gradually, 20 edges per update step, which means that this reorientation
process would be carried over during the course of the next deg(v)/10 updates incident to v.
This means that we finish updating the changes before the next set of updates causes deg(v)
to fall outside the range [pv /2, 2pv ] again.
The pseudocode for this algorithm is given in Algorithm 1 and Algorithm 2. Our edge
orientation algorithm satisfies the following crucial invariant and also requires O(1) message
and round complexity, both worst-case.
▶ Invariant 1. For any edge (u, v), if the edge is oriented from u to v, then deg(u) ≤ 4deg(v).
We prove in the full version [2] that the invariant is always maintained under the above
update algorithm.
▶ Observation 6. An edge (u, v) that was oriented from u to v is reoriented only if deg(v) >
deg(u).
We prove the following properties of the orientation maintained in this manner using Observation 6 in [2]. These properties allow us to obtain our efficient dynamic (∆ + 1)-coloring
and maximal matching results.
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Algorithm 1 Orient_edges(u, v).
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

Result: Orient the edges properly on an edge insertion or deletion.
Input: An edge insertion or deletion (u, v).
if deg(v) > deg(u) then
Orient the edge from u to v.
end
else
Orient the edge from v to u.
end
for z ∈ (u, v) do
if deg(z) > 2pz or deg(z) < pz /2 then
Mark z as in process of checking reorientation.
z updates pz = deg(z).
end
if z is marked as in process of checking reorientation then
Reorient_edges(z)
end
end

Algorithm 2 Reorient_edges(z).
1
2
3
4
5
6
7
8
9
10
11
12
13
14

Result: Reorient the edges adjacent to z gradually
Input: A vertex z that needs to reorient its adjacent edges.
if all the edges adjacent to z are marked as checked then
Mark z as done.
return
end
for 20 adjacent edges (z, x) of z that still might need reorientation do
if deg(z) > deg(x) then
Orient the edge from x to z.
end
else
Orient the edge from z to x.
end
Mark (z, x) as checked
end

√
▶ Lemma 7. Each vertex v has at most 4 m outgoing neighbors.
▶ Lemma 8. Each vertex u has a complete information on the states of all its incoming
neighbors after each update.

3.2

Distributed (∆ + 1)-Coloring

In this section, we maintain a (∆ + 1)-coloring in the graph using the edge orientation
technique we presented in Section 3.1. First, given an edge update, we run our edge
orientation algorithm. For each edge (u, v) that was oriented from u to v and is reoriented
(such that it is now oriented from v to u), v sends its color to u. Therefore, the following
property is maintained: for every edge (u, v) that is oriented from u towards v, v knows the
current color of u. The algorithm works as follows: given an edge insertion (u, v) between
two vertices u and v with the same color, pick one of the two vertices arbitrarily, w.l.o.g. u,
to recolor. u queries all its outgoing neighbors for their colors. Then, u picks a color that
does not conflict with any of its neighbors. This can be done since u already has complete
information about all its incoming neighbors, so by asking its outgoing neighbors it receives
information about all its neighbors’ colors. Finally, u informs all its outgoing neighbors of its
new color. All of u’s outgoing neighbors store u’s color.
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Algorithm 3 (∆ + 1)-Coloring.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26

Result: Maintains a (∆ + 1)-coloring in the graph upon edge insertion or deletion
Input: An edge insertion or deletion (u, v).
Call our edge orientation algorithm on (u, v).
if there were edge flips then
for an edge (z, x) that was flipped, where z ∈ {u, v} do
if the edge is oriented towards x then
z updates x about its color
end
else
x updates z about its color
end
end
end
if (u, v) is an inserted edge then
if u and v have the same color then
pick a vertex from {u, v} arbitrarily to recolor (w.l.o.g. u is picked)
for each outgoing neighbor w of u do
u asks w for its color
w responds to u with its color
end
recall that u has complete information of all colors of its incoming neighbors ( Lemma 8 )
and now has complete information about all its neighbors
u picks a different color from all its neighbors
for each outgoing neighbor w of u do
u informs w about its new color
end
end
end

Because Algorithm 3 uses the edge orientation technique presented above, Invariant 1
and Lemma 8 are maintained after each edge insertion and deletion and the algorithm has
the same message and round complexity.
▶ Theorem 9. Starting from an empty graph, there exists a dynamic, distributed CONGEST
√
(∆+1)-coloring algorithm that maintains a valid coloring of the distributed network in O( m)
message complexity and O(1) round complexity, both worst-case.

3.3

Maximal Matching

We shall follow the above approach for (∆ + 1)-coloring to maintain a maximal matching
√
under edge updates in O( m) messages and O(1) rounds, both worst case, per update. For
any edge (u, v) that is oriented from u to v, v knows whether u is currently matched or
free. Then, given any update we first perform the edge orientation algorithm. (Any edge
reorientation (v, u) causes v to send a message to u indicating whether it is matched or free.)
For an edge insertion, no additional updates need to be made. For an edge deletion (u, v), if
the deleted edge was an edge in the matching, then we do the following for u and after that for
v; we next describe how to handle u but v should be handled in the same way. u first checks
whether any of its incoming neighbors are free. If any are free, u arbitrarily picks such an
incoming neighbor to match with. If no incoming neighbors of u are free, u asks its outgoing
neighbors whether they are free (and its outgoing neighbors sends back their answer). If
any are free, u arbitrarily picks a neighbor to be matched with. This algorithm allows us
to achieve the same message and round complexity as our (∆ + 1)-coloring algorithm. The
pseudocode for our algorithm is provided in Algorithm 4.
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Algorithm 4 Maximal Matching.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36

Result: Maintains a maximal matching in the graph following any edge update
Input: An edge insertion or deletion (u, v).
Call our edge orientation algorithm on (u, v).
if there were edge flips then
for an edge (z, x) that was flipped, where z ∈ {u, v} do
if the edge is oriented towards x then
z updates x about its current status (whether it is matched or free)
end
else
x updates z about its current status
end
end
end
if (u, v) is a deleted edge then
if u and v were matched then
First do the following algorithm on u and then on v (to avoid the situation which both of
them choose the same neighbor to be matched with)
for z ∈ {u, v} do
z informs all its outgoing neighbors that it is unmatched
if there exists an incoming neighbor x of z that is unmatched then
match z with x
x informs all its outgoing neighbors that it is matched
z informs all its outgoing neighbors that it is matched
end
else
for each outgoing neighbor w of z do
z asks w if it is unmatched
w responds to z if it’s unmatched
end
if there exists an unmatched outgoing neighbor w of z then
match z with w
w informs all its outgoing neighbors that it is matched
z informs all its outgoing neighbors that it is matched
end
end
end
end
end

▶ Theorem 10. Starting from an empty graph, there exists a dynamic, distributed CONGEST
√
MM algorithm that maintains a maximal matching in the distributed network in O( m)
message complexity and O(1) round complexity, both worst-case.

4

3/2-Approximate Maximum Cardinality Matching

√
In this section, we provide a distributed algorithm that uses O( m) messages and O(log ∆)
rounds in the CONGEST model to maintain a 3/2-approximate maximum cardinality
matching (MCM) in the input graph under edge insertions and deletions. Our algorithm
is based on the sequential algorithm of [25]. The main challenge we must surmount in the
distributed setting is the fact that vertices do not know mcur , the current number of edges
in the graph. Unfortunately, unlike the case with MM and (∆ + 1)-coloring, it is no longer
sufficient to bound the number of outgoing edges of a vertex using the edge orientation
algorithm. Thus, in this section, we show a technique to differentiate a low-degree vertex from
a high-degree vertex using information obtained from the 2-hop neighborhood of a vertex
without knowledge of the global mcur . As in Section 3, we define for convenience m = mcur .
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The message complexity is given in terms of mavg since we use amortized complexity in
this case. The round complexity is given in terms of mcur since it is given in worst case
complexity.
Let G = (V, E) be an arbitrary graph and let M be an arbitrary matching for G. The
edges of M are called matched edges and the unmatched edges are the remaining edges E \ M .
An augmenting path with respect to M is a path whose edges alternate between edges in
M and edges in E \ M which starts and ends on different free vertices (i.e. vertices which
are not matched). It is well-known that if G does not have an augmenting path of length
3, then M is a 3/2-approximate MCM [16]. The natural algorithmic idea is to exclude all
augmenting paths of length at most 3 from the graph.
Ideally, we would like to use the edge orientation technique to efficiently maintain a
3/2-approximate MCM as used for MM and (∆ + 1)-coloring. We know how to use the edge
orientation technique to efficiently maintain a maximal matching. However, to determine
whether or not there is an augmenting path of length 3 in the graph, and if so to find it,
the vertices adjacent to the edge update must have updated information not only about
their neighbors, but also about their neighbors’ neighbors, which makes the edge orientation
technique insufficient for solving this problem. To find an augmenting path, if exists, we first
partition (using the procedure explained below) the vertices into low-degree and high-degree
√
vertices
based on the threshold of Θ( m) (high-degree √
vertices have degree greater than
√
2m and low-degree vertices have degree less or equal to 2m). We ensure that high-degree
vertices w would not go through all their neighbors each round to find an augmenting path.
We do this by using an algorithm that finds a surrogate for each high-degree vertex w that
′
becomes free. A surrogate
√ is a vertex v that is matched to a neighbor v of w, such that the
′
degree of v is at most 2m. The key observation that was made in [25] is the following:
each unmatched high-degree vertex can always find a free neighbor or surrogate in the first
√
O( m) neighbors it queries. Given this fact, we are able to look only at as many neighbors
of w as necessary to find a surrogate. However, since we are working in the distributed
setting we don’t know the current value of m. Therefore, the algorithm works as follows: for
a vertex v that became free during an edge update, in each round we “guess” the number of
neighbors we would like to check by successively doubling our number of neighbors to check
(starting with 1 neighbor), until we find a free neighbor or surrogate or there are no more
√
neighbors to check. Later on we show that this algorithm won’t check more than O( m)
neighbors although the algorithm may not have a good estimation on the value of m. Using
this algorithm we maintain the fact that high degree vertex will always be matched after
an update that is incident to it. Furthermore, assuming there were no augmenting paths
of length 3 before the update, after the update only vertices that are incident to the edge
update or vertices that became free during the update can be part of new augmenting paths
of length 3.
For a vertex that incident to an edge update, if it is matched after the update then it
cannot be the start or the end of an augmenting path of length 3, this is due to the fact
that an augmenting path must start and end with unmatched vertices. This means that
a high-degree vertex that is incident to an edge update will not be the start or the end of
any augmenting path during this update unless it becomes low-degree. Hence, we only need
to look for augmenting paths that start at free low-degree vertices. This leads to a natural
procedure: for a free low-degree vertex u, we need to look at all its matched neighbors, e.g.
v, and ask v whether they have a mate v ′ which has a neighbor, e.g. w, that is free. For any
such path (u, v, v ′ , w), we remove from the matching the edge (v, v ′ ) and add instead the
edges (u, v) and (v ′ , w). It is easy to verify (e.g. [25]) that this eliminates all augmenting
paths that start or end at u.
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We describe this algorithm in detail in the full pseudocode provided in the full version
of the paper [2]. Here we include the pseudocode for the harder case of an edge deletion
(Algorithm 5). For the pseudocode of the insertion case and subprocesses, please refer to our
full paper [2]. Our algorithm allows us to obtain our desired result:
▶ Theorem 11. Starting from an empty graph, there exists a dynamic, distributed CONGEST
(3/2)-approximate MCM algorithm that maintains a (3/2)-approximate MCM in the graph
√
in O( mavg ) amortized message complexity and O(log ∆) worst-case round complexity.
Algorithm 5 3/2-approximate MCM: Edge deletion (u, v).
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33

5

Result: 3/2-approximate MCM in the graph.
Input: An edge deletion (u, v).
for z ∈ {u, v} do
if u and v were matched to each other then
if z has at least one free neighbor then
z chooses a free neighbor w arbitrarily.
Match(z, w).
Add edge (z, w) to the matching.
w notifies all its neighbors that it is matched.
end
else
w′ = Surrogate(z)
if w′ ̸= ∅
//In this case, it is guaranteed that z is matched and w′ is free.
then
Match_Surrogate(w′ )
end
else
z notifies all its neighbors that it is free.
z changes its mate: matez ← ∅.
Aug-path(z)
end
end
end
else if z is free
//We want to make z a matched vertex in case it is high-degree.
then
w′ = Surrogate(z)
if w′ ̸= ∅ then
Match_Surrogate(w′ )
z informs all its neighbors that it is matched.
end
end
end

Maximal Independent Set

Building on the techniques used in the previous sections, we now present our main algorithm
for dynamic, distributed MIS. Similar to our algorithm for MCM, our algorithm for MIS also
needs to partition vertices into low-degree and high-degree vertices without knowledge of
m. However, instead of looking at the two-hop neighborhood as in our algorithm for MCM,
our algorithm for MIS instead looks at a subset of vertices in the 6-hop neighborhood to
determine whether each updated vertex is low-degree or high-degree. Since the procedure for
determining this information is much more complicated, we dedicate an entire section to its
explanation (Section 5.5).
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Our MIS algorithm is first analyzed with respect to the maximum number of edges,
denoted by mmax , that exist in the graph at any point in time, and later analyzed with
respect to the average number of edges, mavg . The latter analysis is much more challenging,
since we do not assume that the graph is connected, hence vertices do not have up-to-date
estimates of the current number m of edges. To carry out this analysis, we assume that edge
updates are tagged with a global timestamp; only the two vertices adjacent to the edge update
can read the timestamp. We assume that the timestamps are given by a global running
number, where each timestamp designates the number of the current update step. Of course,
since the update sequence can be arbitrarily long, the update steps (and timestamps) could
become prohibitively large, so the system is allowed to periodically reset the timestamps in
order to make sure that each timestamp can be represented via O(log(n)) bits. We do not
address here the technical details behind such periodic resets of timestamps, as this may
change from one system to another; this optimization lies within the responsibility of the
designers of such systems. (The same assumption was made also in the work of [3], even
though their work also made an additional connectivity assumption.)
In this section, we present our main deterministic algorithm that maintains an MIS
under edge insertions and deletions. Our deterministic distributed algorithm is inspired
at a high-level by the sequential algorithm given in [15] that partitions the vertices into
high-degree and low-degree vertices, while giving priority to the low-degree vertices to be
included in the MIS. Because each vertex does not have access to the precise value of m
(neither mmax nor mavg ), instead we partition the vertices based on information from the
local neighborhood of each vertex. We update the degree designations of each vertex as its
local neighborhood changes. We provide parts of our full algorithm in the next few sections;
the full algorithm is presented in our full paper [2].

5.1

High-Degree/Low-Degree Partitioning

First, we provide some necessary characteristics and invariants maintained by vertices in our
algorithm.

High-Degree and Low-Degree Vertices
Our algorithm ensures that all vertices in the input graph are always partitioned into highdegree and low-degree vertices, denoted by VH and VL , respectively. We first provide an
intuitive definition of these two concepts and then provide the formal definition as it relates
to our algorithm.

Intuitive definition based on [15]
In the sequential algorithm of [15], each vertex v ∈ V that has degree deg(v) > m2/3 in G
(where m is the current number of edges in the graph) is labeled as a high-degree vertex;
otherwise, it is labeled as a low-degree vertex. Since, in the centralized setting, the algorithm
has access to the current number of edges in the graph, such a definition suffices for this
setting.
However, in the distributed setting, a vertex does not know the current number of edges
in the graph. Thus, we must perform the partition differently in the distributed model.
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High-degree/low-degree partitioning in the distributed setting
We provide the partitioning algorithm in terms of mmax in this section and update it
accordingly for mavg in Section 5.6.
Each vertex v stores a counter deg ′ (v) indicating the degree it thinks is the movement
bound for moving from VL to VH or vice versa. If a vertex v has degree deg(v) > deg ′ (v)
then it labels itself high-degree; otherwise, it labels itself low-degree. We initialize all deg ′ (v)
values to be deg ′ (v) = 2 for all v ∈ V in the beginning when deg(v) = 0 and the graph
is empty. We describe how to update deg ′ (v) in Section 5.4. Intuitively, we show that
2/3
deg ′ (v) approximates mmax . When we consider mavg in Section 5.6, deg ′ (v) will not always
2/3
approximate mavg and therefore we instead use the timestamp of the current update to
determine when we need to update a vertex’s degree designation (see Section 5.6 for more
details).
Let GH = (VH , EH ) be the subgraph induced by the high-degree vertices in G and
GL = (VL , EL ) be the subgraph induced by the low-degree vertices in G. In our distributed
setting GH and GL are composed of vertices which currently (in the present round) consider
themselves to be high-degree and low-degree, respectively.

5.2

Algorithm Overview

We consider low-degree vertices and high-degree vertices separately. The general theme
of our algorithm is that low-degree vertices are given priority to be in the MIS. They do
not care about whether a high-degree neighbor is in the MIS. In other words, a low-degree
vertex adds itself to the MIS if and only if it has no low-degree neighbors in the MIS. On
the other hand, a high-degree vertex removes itself from the MIS whenever a low-degree
neighbor adds itself to the MIS. Thus, low-degree vertices and high-degree vertices follow
different algorithms for adding themselves to the MIS. We provide such algorithms in detail
in Section 5.3 and Section 5.4. However, with insertions and deletions of edges, mmax
may change. We provide a restart procedure that allows vertices to reassign their degree
designations when mmax changes by enough. The restart procedure for each vertex checks
after every update incident to it to determine whether it is a low-degree or a high-degree
vertex. Finally, each vertex v in the graph maintains a counter cv that indicates the number
of v’s low-degree neighbors that are in the MIS.
More specifically, our algorithm contains the following procedures (described briefly here
and expanded upon in [2]):
1. Edge updates between two vertices, such that one of which is low-degree, are processed
following the algorithms in Section 5.3. There are two possible scenarios:
a. If an edge update causes a low-degree vertex v’s counter to become 0, cv = 0, then v
must add itself to the MIS. Then, it must inform its high-degree neighbors that it was
added to the MIS. All high-degree neighbors are processed according to Section 5.3.1.
b. If an edge insertion occurs between two low-degree vertices both in the MIS, then one
of them, v, removes itself from the MIS and informs all neighbors. Then, v’s low-degree
neighbors are processed using Section 5.3 and v’s high-degree neighbors are processed
using Section 5.3.2.
2. Edge updates between two vertices, such that both of them are high-degree, are processed
in Section 5.4. There are two scenarios:
a. If any update causes a high-degree vertex to have no neighbors in the MIS, it adds
itself to the MIS.
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b. If any such update causes any high-degree vertex v to leave the MIS, then it must
call Algorithm 6 to determine which of its neighbors should enter the MIS (with v as
the leader).
3. A restart procedure given by Algorithm 9 is called before handling high-degree vertices.
This restart procedure ensures that the number of high-degree vertices remains bounded
1/3
by mmax .
4. If a low-degree vertex v’s degree, deg(v), exceeds some internally maintained threshold,
deg ′ (v), then v changes its degree designation to high-degree. (Note that v can become
low-degree again via Item 3.)
As defined above, a vertex v is high-degree if deg(v) > deg ′ (v).
Our algorithm maintains the following invariants:
▶ Invariant 2. If a high-degree vertex u is in the MIS then none of its low-degree neighbors
w ∈ Nlow (u) have cw = 0.
2/3

▶ Invariant 3. Throughout the execution, deg ′ (v) < 4mmax for all v ∈ V .
Invariant 2 ensures that a high-degree vertex is in the MIS if and only if none of its
low-degree vertices can enter the MIS.
 Invariant 3 helps us maintain that vertices designated
2/3
as low-degree have degree O mmax .

5.3

Updates on Low-Degree Vertices

We first describe our algorithm on low-degree vertices. Specifically, we describe what happens
when an edge insertion or deletion occurs between two vertices where at least one of these
two vertices is a low-degree vertex.
Since the graph is initially empty (contains no edges), all vertices are initially low-degree.
When a vertex which is high-degree becomes low-degree and vice versa, it immediately notifies
all its neighbors of its new designation. When a low-degree vertex becomes high-degree, it
further needs to ensure that each of its low-degree neighbors are in the MIS if they can be.
In other words, it needs to ensure that none of its low-degree neighbors are depending on it
to be in the MIS. We describe this procedure in detail and prove in the full version [2] that
this procedure is not too costly.
The full detailed procedure for low-degree vertices, including pseudocode, can be found
in the full version of our paper [2]. For the sake of space, we describe the hard case of when
a low-degree neighbor enters the MIS. This requires its high-degree neighbors to leave the
MIS which could result in other high-degree vertices to enter the MIS.

5.3.1

Low-Degree Neighbor Enters the MIS

We assume an edge insertion between a low-degree vertex v and a high-degree vertex u falls
under this category if v is in the MIS. A low-degree vertex can also enter the MIS if it moves
from VH to VL , or if one of its low-degree neighbors left the MIS due to an update.
Suppose u is a high-degree vertex that satisfies Invariant 2 and is in the MIS. If a
low-degree neighbor v ∈ Nlow (u) enters the MIS, then u must leave the MIS and inform all
its high-degree neighbors. We use one of two procedures to determine the set of high-degree
vertices that must enter the MIS due to u leaving the MIS. For convenience, we denote the
set of high-degree vertices which want to enter the MIS by VH′ .
There are several situations which may cause a low-degree vertex to enter the MIS.
Furthermore, our algorithms described below rely on several characteristics of the sets of
vertices that are affected by the change. Specifically we define these roles:
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1. Leader v: The leader v coordinates the addition into the MIS of high-degree vertices
that want to enter the MIS, so that no collisions occur.
2. Set U : The set of high-degree vertices that want to enter the MIS.
3. Set U ′ : The set of high-degree vertices that want to leave the MIS.
4. Set L: The set of low-degree neighbors of v that want to enter the MIS after the current
update.
We set the above roles as follows for each of the below situations. We consider the roles
after performing the restart procedure. This means that no vertices switch from VL to VH or
vice versa after being assigned to the below roles.
1. Edge insertion (u, v) where u is low-degree and v is high-degree and u, v are
in the MIS: u is the leader, U ′ = {v}, U is the set of high-degree neighbors in Nhigh (v)
which have no neighbors in the MIS, L = ∅.
2. v leaves VH and moves to VL , then enters the MIS: v is the leader, U ′ is the set
of high-degree neighbors in Nhigh (v) which are in the MIS, U is the set of high-degree
neighbors Nhigh (w) of vertices w ∈ U ′ which have no neighbors in the MIS, L = ∅.
3. Edge insertion (u, v) where both u and v are low-degree and u, v are in the
MIS: w.l.o.g. v leaves the MIS. v is the leader, U consists of the high-degree neighbors
in Nhigh (v) and the set of high-degree neighbors Nhigh (w) of vertices w ∈ U ′ that have
no neighbors in the MIS, U ′ consists of the high-degree neighbors that are in the MIS,
Nhigh (w), of w ∈ Nlow (v) where w was added to the MIS, and L consists of the set of
low-degree neighbors w ∈ Nlow (v) whose cw = 0.
4. v leaves VL and moves to VH , v was originally in the MIS: Suppose v leaves the
MIS when it moves into VH . v is the leader, U consists of w ∈ Nhigh (v) and the set of
high-degree neighbors Nhigh (w) of vertices w ∈ U ′ that have no neighbors in the MIS,
L consists of w ∈ Nlow (v) where cw = 0, and U ′ consists of neighbors of w in Nhigh (w)
that are in the MIS for each w ∈ Nlow (v) that entered the MIS.
5. Edge deletion between (u, v) where u, v are low-degree and u is in the MIS,
cv = 1: v enters the MIS in this case. v is the leader, U ′ consists of w ∈ Nhigh (v) where
w is in the MIS, U is the set of high-degree neighbors Nhigh (w) of vertices w ∈ U ′ that
have no neighbors in the MIS, L = ∅.

5.3.1.1

′
Finding an MIS in the Subgraph Induced by VH

Suppose we are given some subset of high-degree vertices VH′ ⊆ VH . Our first procedure uses
the result of [14] as a black box on the subgraph induced by VH′ . To use the result of [14], we
must first determine VH′ such that all vertices in VH′ know to participate in running the static
MIS procedure to determine the set of vertices from VH′ which would enter the MIS. We first
perform the following procedure provided in Algorithm 6 so that all vertices in VH′ receive
knowledge of their participation in the MIS algorithm. Then, each vertex in VH′ runs [14],
given in Theorem 12, as a black box to obtain the set of vertices which need to enter the MIS.
Our procedures also uses a restart algorithm which we describe in Algorithm 9 of Section 5.5.
▶ Theorem 12 (Corollary 1.2 [14]). There exists a deterministic distributed algorithm that
computes a maximal independent set in O(log5 n) rounds in the CONGEST model.
Since the algorithm of [14] operates in the distributed model where each vertex initially
does not know the topology of the graph (except for its set of adjacent neighbors), we can
directly apply this algorithm to our induced subgraph VH′ as initially all vertices in VH′ do
not know the entire topology of VH′ but do know their set of neighbors (each of which has a
unique ID).
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Algorithm 6 Find MIS within VH′ .
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33

34

Result: A set of high-degree vertices which enter the MIS.
Input: Leader v, sets U , U ′ and L as defined above.
Suppose vertex v is the designated leader of this procedure.
v informs all neighbors it entered/left the MIS using O(1)-bit messages.
if v entered the MIS then
Let B be the set of all high-degree neighbors of v.
end
else
▷ If v exited the MIS
Recall L is the set of all low-degree neighbors w of v that want to enter the MIS because their
cw = 0.
Determine vertices in L that enter the MIS.
Let J be the set of vertices of L picked to enter the MIS.
Let B be the set of all high-degree neighbors of v.
for each a ∈ J do
Every high-degree neighbor of a becomes part of the set B.
end
end
Let W be the set of all high-degree neighbors of u ∈ B.
Perform Algorithm 9 (the restart procedure) on {v} ∪ J ∪ B ∪ W .
for each u ∈ U ′ do
u leaves the MIS.
u informs all its high-degree neighbors that it left the MIS using O(1)-bit messages.
end
for each w ∈ J do
w enters the MIS.
w informs all its neighbors that it entered the MIS using O(1)-bit messages.
for each x ∈ N (w) do
x increments cx = cx + 1.
end
end
for each u ∈ U do
u informs all its high-degree neighbors that it is part of VH′ .
All vertices which are in VH′ know which of its neighbors are in VH′
Each vertex w ∈ VH′ runs the algorithm given by Theorem 12 to find an MIS in the induced
subgraph defined by VH′ .
end

5.3.1.2

Finding an MIS from a Partial MIS

Our second approach relies on an input-respecting subroutine that obtains an MIS from
a partial MIS; although this approach is technically more complex, it obtains a round
complexity that is better than the one obtained via our first approach. We use the following
algorithm which incorporates the deterministic algorithm of [11] to accomplish this goal. We
prove an extension of [11] in Lemma 13 to handle the case when the input is a graph with
some number of vertices which are already in the MIS and use this procedure as a black box
in our detailed procedure provided in Algorithm 6.
We provide a self-contained description of the algorithm of [11] in the appendix of the
full version of our paper [2].
▶ Lemma 13 (Modified Theorem 1.5 [11]). Given a connected graph G = (V, E), a leader v
which is distance D away from all vertices in the graph and a set of vertices S ⊆ V already in
the MIS, there exists a deterministic MIS algorithm that finds an MIS among all vertices V \S
in G that completes in O(D log2 |V |) rounds and sends at most O(D|E| log2 |V |) messages
in the Congest model.
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5.3.2

Low-Degree Neighbor Leaves MIS

We assume an edge deletion between a low-degree vertex u and a high-degree vertex v falls
under this category if u is in the MIS. If a low-degree neighbor u leaves the MIS and its
high-degree neighbor v does not have any neighbors in the MIS, v enters the MIS and informs
all its high-degree neighbors. All high-degree neighbors Nhigh (v) ∪ {v} perform the restart
procedure provided in Algorithm 9.
The remaining scenarios are described in the full version of our paper [2]: edge insertion
between two low-degree vertices, edge deletion between two low-degree vertices, edge insertion
between one low-degree and one high-degree vertex, edge deletion between one low-degree
and one high-degree vertex, and several high-degree neighbors leave the MIS.

5.4

Edge Updates Between High-Degree Vertices

In this section, we describe our algorithms for edge updates between two high-degree vertices.

Edge Insertion Between Two High-Degree Neighbors
If at most one of the endpoints is in the MIS, both do nothing except for changing their counter.
If both high-degree neighbors are in the MIS, one leaves (e.g. u) and performs Algorithm 6
with u as the leader.

Edge Deletion Between Two High-Degree Neighbors
If w.l.o.g. the degree of one of the vertices (say v), deg(v), becomes less than deg ′ (v), then v
becomes low-degree and informs all its neighbors. If v has only high-degree neighbors which
are in the MIS, v enters the MIS and all its high-degree neighbors perform Algorithm 6 with
v as the leader. After that, the update continues as an edge deletion between one high-degree
vertex and one low-degree vertex. If the degrees of both of the vertices u and v, deg(u)
and deg(v), become less than deg ′ (v) and deg ′ (u), respectively, then both of them become
low-degree, inform all their neighbors and enter the MIS if needed; the update continues as
edge deletion between two low-degree neighbors.
Otherwise, if no degree assignment changes, and neither of the endpoints is in the MIS,
nothing happens. If exactly one e.g. u is in the MIS, the other, e.g. v, adds itself to the MIS
if it has no neighbors in the MIS and informs all its neighbors. Algorithm 9 is called on all
neighbors Nhigh (v) ∪ {v}.

5.5

Restart Procedures

We describe here the first of two restart procedures called whenever Algorithm 6 runs or when
a high-degree vertex informs its neighbors it entered or left the MIS. This procedure ensures
that all high-degree neighbors of such vertices become low-degree if necessary. This might
occur if the number of edges in the graph increases over time. We first provide intuition for
our algorithm and then a detailed description of it.

5.5.1
5.5.1.1

Maintaining Degree Bounds under mmax
Intuition

Since the vertices in the graph do not know the number of the edges in the graph, the
partition to high-degree vertices and low-degree vertices can be meaningless. Therefore, we
guess for each vertex the maximum number of edges to ever exist in the graph, which we
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will tighten during the process. We present a restart procedure that maintains Invariant 3
2/3
and proves Lemma 15 with O(1) amortized number of rounds and O(mmax ) amortized
communication complexity, where mmax is the maximum number of edges that in the graph
throughout the updates. For the remainder of this section, we let m denote mmax .

5.5.1.2

The Algorithm

Let deg ′ (v) be the approximate movement degree; when a vertex v has degree deg(v) ≥ deg ′ (v)
it considers itself a high-degree vertex and if deg(v) < deg ′ (v) it considers itself a low-degree
vertex. Whenever its degree crosses this threshold it informs all its neighbors of the change.
Since the algorithm starts from an empty graph (no edges), for each v ∈ V , deg(v) = 0 and
we initialize deg ′ (v) = 2.
It might be the case that for some vertices deg ′ (v) << m2/3 and therefore more than
m1/3 vertices will be in VH . To be able to perform Algorithm 6 or Algorithm 6 and allow
high-degree vertices to inform their high-degree neighbors of whether they entered or left the
MIS, we must first “clean” VH and move the unnecessary vertices to VL . This procedure is
described below in Algorithm 9, which uses Algorithm 7, and Algorithm 8 as subroutines.
Namely, the crux of the subroutines is to determine the total degree of all the vertices in
the subgraph and move vertices which have degrees that are too small into VL . Denote
by G′ = (V ′ , E ′ ) the subgraph induced by the vertices that participate in Algorithm 6
or Algorithm 6. Let this subgraph consist of vertices {v} ∪ L ∪ B ∪ W such that v is the
vertex that started the restart (the leader).
We call Algorithm 7 on G′ .
Algorithm 7 Construct BFS tree.
1
2
3
4
5
6

7
8
9
10
11
12

Result: A BFS tree T ′ in a carefully chosen subgraph G′ of G
for each u ∈ N (v) ∩ V ′ (neighbor of v in G′ ) do
v sends O(1)-bit message to u indicating that v is u’s parent in T ′ .
end
while there exists at least one high-degree vertex in V ′ that does not yet have a parent do
for each u that received a message from its parent in the previous round do
u sends O(1)-bit message to w ∈ N (u) ∩ V ′ if w does not have a parent yet, indicating
that u is w’s parent in T ′ .
If u receives multiple parent messages, it arbitrarily chooses one to be its parent.
w stores u as its parent.
w informs all its neighbors in G′ it has a parent.
end
end
The process ends when all the vertices in G′ have a parent (except v which is the root).

In Algorithm 8, since each vertex has only one parent (because T ′ is a BFS tree), the
degree of each vertex is added to the sum only once, and therefore the sum is given by
P
S = v∈V ′ deg(v).
Note that after performing Algorithm 9, a vertex that had only high-degree neighbors
in the MIS might move to VL and enter the MIS. After that, all its high-degree neighbors
must leave the MIS and perform another restart (by calling Algorithm 6 or Algorithm 6).
We show in our analysis that this “chain” of restarts is constant on average.

5.5.1.3

Analysis of the Restart Procedure for mmax

We provide the full analysis of the restart procedure described above in the full version of our
paper [2]. Our analysis uses the following observation and lemmas to prove Invariant 3 holds.

ITCS 2022

7:20

Near-Optimal Distributed Dynamic Algorithm Implementations

Algorithm 8 Estimate a lower bound of m in G′ .
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24

Result: A lower bound estimation of m.
Construct a BFS tree T ′ according to Algorithm 7 and mark v as the root.
for each u which is a child of v in T ′ do
v sends O(1)-bit message to u asking what is the sum of the degrees of all vertices in u’s
subtree.
end
while exists a vertex u that received a message from its parent in the previous round do
if u has children in T ′ then
u sends the same message to all its children and waits for a response.
u sums the values it received from its children and adds deg(u) to the sum.
u sends the sum to its parent.
end
if u has no children in T ′ then
u sends deg(u) to its parent.
end
end
if v receives a non-zero sum of the degrees of all its children then
v computes a final sum of the values received from its children and adds deg(v) to the sum.
Let this sum be S.
for each child u of v in T ′ do
v sends a O(log n)-bit message to u containing S.
end
for each u that received S from its parent do
u sends S to its children.
end
end
The process ends when all the vertices in G′ know S.

Algorithm 9 Restart procedure.

1
2
3
4
5

6
7
8
9
10
11
12
13
14
15

Result: Some vertices v with degree deg(v) < 4m2/3 move to VL and the number of vertices in
remaining G′ (to be used in Algorithm 6 or Algorithm 6) is at most 2m1/3 .
Let S be the sum calculated in Algorithm 8.
Assume as in the previous algorithms v is the leader and root of the tree.
v broadcasts using T ′ and tells all its descendants to become low-degree (i.e. move to VL ) if
necessary.
for each u which is a child of v in T ′ do
v sends O(log(n))-bit message to u telling it to become low-degree (i.e. move to VL ) if
deg(u) < S 2/3 .
end
for a descendant u of v that got the message do
u propagates the message to its children in T ′ (if any).
if deg(u) < S 2/3 then
u considers itself as a low-degree vertex (i.e. moves to VL ).
If u has no low-degree neighbors in the MIS it enters the MIS.
u notifies all its neighbors in G that it is low-degree and if it is in the MIS or not.
u updates deg ′ (u) = 2deg(u).
end
end

▶ Observation 14. Throughout the execution of Algorithm 9, a vertex u in G′ moves from
VH to VL if and only if its degree deg(u) is smaller than S 2/3 .
▶ Lemma 15. After performing Algorithm 9, the number of vertices that remain in G′ is at
most 2m1/3 .
▶ Lemma 16. If a vertex v ∈ V ′ moves from VH to VL during Algorithm 9, then deg(v) <
2m2/3 .
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The following proves Invariant 3 holds.
▶ Lemma 17. Throughout all the updates, deg ′ (v) < 4m2/3 for all v ∈ V when m ≥ 1.

5.5.2

Runtime Analysis of the Restart Procedure for mmax

We first provide a worst case analysis and afterwards provide an amortized analysis. In
Algorithm 7, since the diameter of G′ is at most 6, building T ′ takes O(diameter) = O(1)
rounds. In each round each vertex v sends a constant number of messages to all of its
neighbors in G′ , so the total number of messages would be O(|E ′ |) messages. The same
analysis as Algorithm 7 holds for Algorithm 8. As we described in each of these procedures,
the messages have size O(log n).
In Algorithm 9, the broadcast costs O(diameter) = O(1) rounds and O(|E ′ |) messages
as explained for Algorithm 7. However, each vertex u that moves from VH to VL during this
algorithm, must check if it needs to enter the MIS and notify all its neighbors about this
change.
Let Vlow be all the vertices from V ′ that moved from VH to VL during the restart, and
P
let S ′ = v∈Vlow deg(v) be the sum of their degrees in G. All the vertices that move to VL
need to notify their neighbors about the movement and might enter the MIS, however, this
should be done sequentially. Therefore, notifying all the neighbors about the change costs at
most O(|Vlow |) rounds and O(S ′ ) messages. Overall we pay for one restart O(|Vlow |) rounds
and O(|E ′ | + S ′ ) messages.

5.5.2.1

Amortized analysis

We obtain in the worst case that one restart costs O(|Vlow |) rounds and O(|E ′ | + S ′ ) messages.
We present now the amortized analysis of one restart.
▶ Lemma 18. Algorithm 7, Algorithm 8, and Algorithm 9 take O(1) amortized rounds and
O(m2/3 ) amortized messages over the set of updates in our graph.
We now analyze how we can pay for a chain of restarts.
▶ Lemma 19. All restarts that happen during an update costs O(1) amortized rounds and
O(m2/3 ) amortized messages.

5.5.2.2

Analysis of the Main Algorithm under mmax

We provide the full analysis of our main algorithm under mmax in [2]. The analysis of our
main algorithm follows straightforwardly from Invariant 2 and Invariant 3 and the analysis
of our restart procedures above. We obtain the following theorem with respect to mmax .
▶ Theorem 20. There exists a deterministic algorithm in the CONGEST model that
maintains an MIS in a graph G = (V, E) under edge insertions/deletions in O(log2 n)
2/3
amortized rounds and O(mmax log2 n) amortized messages per update.

5.6

Extending from mmax to the Average Number of Edges mavg

Thus far, our message and round complexity have been in terms of the maximum number of
edges present in the graph at any time. In this section, we extend our results to the case of
the average number of edges in the graph mavg , such that mavg is the average number of
edges throughout all of the update sequence. We do this by dividing the update sequence
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into phases, such that if the number of edges in the beginning of phase i is denoted by mi
2/3
2/3
then the length of phase i is mi updates (if mi < 1 we assume we have one update at this
2/3
phase). In each phase, we obtain Õ(1) amortized rounds and Õ(mi ) amortized messages.
This result, using Hölder’s inequality, will imply that the amortized message complexity is
2/3
Õ(mavg ) (see our full paper [2] for more details).
To obtain this bound, we assume that each edge insertion/deletion is tagged with a
timestamp indicating the number of edge updates (including itself) that have occurred since
the beginning. We assume that when an edge update (u, v) occurs, both u and v receive
the timestamp t(u,v) associated with the update. Using this information, we modify our
algorithms above for handling updates in the mavg case.
Each vertex v stores two additional pieces of information, Sv indicating the number of
edges it thinks are in the graph and tv indicating the timestamp of the last time Sv was
updated. Initially Sv is set to 0 when the graph is empty. If an edge insertion adjacent
to v occurs, and after the update deg(v) > Sv , v updates Sv such that Sv ≥ deg(v) is
always satisfied; tv is updated with the timestamp of the edge insertion that caused Sv to
be updated. Sv is not updated when an edge deletion that is adjacent to v occurs (if no
restart algorithm is called). Sv is also updated with a new value when Algorithm 9 runs on v.
When Algorithm 9 runs on v, v stores Sv = S to be its new estimate of the number of edges
in its sub-component and tv to be the timestamp of the update that caused Algorithm 9 to
be called.

Updated main algorithm (based on Section 5.1 with some minor changes)
Consider an edge update (u, v) (insertion or deletion) such that at least one vertex from u
and v is low-degree, w.l.o.g. say u is low-degree. In this case, if u needs to send a message to
its neighbors, u first checks whether t(u,v) − tu > Su /4 where t(u,v) is the update timestamp
it received. If t(u,v) − tu > Su /4 then u henceforth considers itself a high-degree vertex.
Therefore, u notifies all its neighbors about its movement to VH . If u was in the MIS, every
neighbor of u that wakes up (say w) and needs to enter the MIS, receives t(u,v) from u and
first checks whether t(u,v) − tw > Sw /4 (notifying all of u’s neighbors the timestamp requires
O(log n)-bit messages assuming the timestamps resets to 0 after sufficiently many updates).
If so, it follows the same process as u. Note that more than one vertex can move from VL
to VH in a single update. However, we will prove later that we can afford to pay for those
movements. Once a vertex moves to VH , it can return to VL only by a restart, which means
that even if w moved to VH but deg(w) ≤ deg ′ (w), w will not return to VL until a restart.
The rest of the process occurs as we described in the main algorithm.

5.6.1

Updated restart procedure

Our restart procedure works like the restart procedure given in Section 5.5 except for the
follow change: each vertex that moves from VH to VL , say w, not only updates deg ′ (w) but
also saves Sw ← S and updates tw ← tj , where tj is the current update’s timestamp. Since
we changed the definition of m, we also need to update Lemma 15 and Lemma 16 to show
the following invariants hold.
▶ Invariant 4. Any vertex adjacent to an edge update that happens during phase i and is
2/3
low-degree after our updated restart has degree O(mi ).
▶ Invariant 5. Any vertex adjacent to an edge update that happens during phase i and is high1/3
degree after our updated restart has at most O(mi ) high-degree vertices in its neighborhood
when participating in Algorithm 6.
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Note that Lemma 17 is not true anymore because m can decrease significantly throughout
phases but deg ′ (v) can stay the same for more than one phase, and in that case deg ′ (v) could
be more than mi . Hence, the timestamp that a vertex v receives during its movement from
VH to VL is critical. Using these invariants, we prove the following lemma.
▶ Lemma 21. The average number of low-degree vertices that enter or leave the MIS during
an update is constant.

5.6.2

Updated analysis of the Restart Procedure for mavg

All proofs can be found in the full version of our paper [2].
▶ Theorem 22. During phase i for some i ≥ 0, the amortized round complexity is Õ(1) and
2/3
the amortized message complexity is Õ(mi ) for each update.
To prove Theorem 22, we divide the restart procedure into two kinds of restarts:
Heavy restart: a restart that happens during phase i in which the estimated number of
2/3
edges in the graph S > 4mi .
2/3
Light restart: a restart in which the estimated number of edges in the graph S ≤ 4mi .
2/3

▶ Lemma 23. A light restart takes O(1) amortized rounds and O(mi ) messages.
The difficulty with our update procedure for mavg is that trivially heavy restarts can cost
2/3
more than O(mi ) worst-case, and since we cannot bound the number of heavy restarts
during a phase, we might need to pay a lot for heavy restarts during phase i. In the next
lemma, we prove that a vertex v would participate in a heavy restart only if it could “pay”
for it.
▶ Lemma 24. If a vertex v participated in a heavy restart ra during phase i and moved from
VH to VL during ra , it can move back to VH and participate in another restart rb during
phase i only if its degree deg(v) was doubled after ra .
▶ Lemma 25. During phase i, the cost of a heavy restart is O(1) amortized rounds and
2/3
O(mi ) amortized messages.
By Lemma 23, during phase i, we know that a light restart costs O(1) amortized rounds
2/3
and O(mi ) messages and by Lemma 25 we know that a heavy restart also costs O(1)
2/3
amortized rounds and O(mi ) amortized messages.
The last difficulty we encounter is that one restart can cause a chain of restarts. However,
recall that after a restart only a vertex that moved from VH to VL and entered the MIS can
cause another restart. Since the average number of low-degree vertices that enter the MIS
during an update is constant (by Lemma 21), we get that the average number of restarts
during a phase is also constant and by our lemmas above obtains our desired costs.
Overall, the payment for all the restarts during a phase is O(1) amortized rounds and
2/3
O(mi ) amortized messages.
▶ Lemma 26. The total cost of moving vertices from VL to VH is amortized O(1) rounds
and O(m2/3 ) messages.
By Lemma 26 and since a vertex can from VH to VL only through a restart, we get that
2/3
overall the running time of the movements in phase i is O(1) amortized rounds and O(mi )
amortized messages.
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5.6.2.1

Analysis of the Main Algorithm under mavg

▶ Theorem 27. There exists a deterministic algorithm in the CONGEST model that
maintains an MIS in a graph G = (V, E) under edge insertions/deletions in O(log2 n)
2/3
amortized rounds and O(mavg log2 n) amortized messages per update.
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Abstract
A secret-sharing scheme allows to distribute a secret s among n parties such that only some predefined
“authorized” sets of parties can reconstruct the secret s, and all other “unauthorized” sets learn
nothing about s. For over 30 years, it was known that any (monotone) collection of authorized
sets can be realized by a secret-sharing scheme whose shares are of size 2n−o(n) and until recently
no better scheme was known. In a recent breakthrough, Liu and Vaikuntanathan (STOC 2018)
have reduced the share size to 20.994n+o(n) , and this was further improved by several follow-ups
accumulating in an upper bound of 1.5n+o(n) (Applebaum and Nir, CRYPTO 2021). Following these
advances, it is natural to ask whether these new approaches can lead to a truly sub-exponential
1−ε
upper-bound of 2n
for some constant ε > 0, or even all the way down to polynomial upper-bounds.
In this paper, we relate this question to the complexity of computing monotone Boolean functions
by monotone real circuits (MRCs) – a computational model that was introduced by Pudlák (J. Symb.
Log., 1997) in the context of proof complexity. We introduce a new notion of “separable” MRCs
that lies between monotone real circuits and monotone real formulas (MRFs). As our main results,
we show that recent constructions of general secret-sharing schemes implicitly give rise to separable
MRCs for general monotone functions of similar complexity, and that some monotone functions (in
monotone NP) cannot be computed by sub-exponential size separable MRCs. Interestingly, it seems
that proving similar lower-bounds for general MRCs is beyond the reach of current techniques.
We use this connection to obtain lower-bounds against a natural family of secret-sharing schemes,
as well as new non-trivial upper-bounds for MRCs. Specifically, we conclude that recent approaches
for secret-sharing schemes cannot achieve sub-exponential share size and that every monotone
function can be realized by an MRC (or even MRF) of complexity 1.5n+o(n) . To the best of our
knowledge, this is the first improvement over the trivial 2n−o(n) upper-bound. Along the way, we
show that the recent constructions of general secret-sharing schemes implicitly give rise to Boolean
formulas over slice functions and prove that such formulas can be simulated by separable MRCs of
similar size. On a conceptual level, our paper continues the rich line of study that relates the share
size of secret-sharing schemes to monotone complexity measures.
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1

Introduction

Secret-sharing schemes were originally presented by Shamir and Blakley [45, 11] at 1979,
and since then have become a central cryptographic tool with a wide range of applications
including secure multiparty computation protocols [8, 16], threshold cryptography [20], access
control [37], attribute-based encryption [25, 52], and oblivious transfer [46, 49]. From a
technical point of view, secret-sharing schemes can be viewed as a distributed analog of
encryption. That is, given a secret message s the goal is to “split” it to n shares, s1 , . . . , sn
and store each share on a different device (“party”) so that the secret can be recovered given
“sufficiently many” different shares, whereas a “small” coalition of parties should not be able
to learn anything about the secret in an information-theoretic sense. (See Definition 8 for a
formal definition of secret-sharing schemes.)
More formally, in its general form [28], the problem is parameterized by a monotone
function f : {0, 1}n → {0, 1} that specifies which coalitions should be able to recover the
secret: A coalition A is authorized if its characteristic vector xA is accepted by f , and is
unauthorized otherwise.1 For example, in the canonical case of threshold secret-sharing the
function f is a threshold function that accepts all the strings whose Hamming weight exceeds
a certain threshold. For this case, Shamir’s polynomial-based scheme [45] provides a solution
P
whose complexity, measured as the total share-size i |si |, is quasi-linear, O(n log n), in the
number of parties n.

The complexity of general secret-sharing schemes
Determining the share size of secret-sharing schemes realizing general monotone functions
is a basic, well-known, open problem in information-theoretic cryptography. For almost 30
years, since the pioneering work of Ito et al. [28], all known upper-bounds on the secretsharing cost of f (measured as the best achievable share-size) have been tightly related to
the computational complexity of f measured under various computational models such as
monotone formula size and monotone span-program size [9, 32, 10]. Consequently, when
f is taken to be a worst n-bit monotone function, these constructions lead to exponential
upper-bounds of 2n(1−o(1)) .
In the past few years, the seemingly tight correspondence between computational complexity and secret-sharing complexity was challenged. In a breakthrough result, Liu and
Vaikuntanathan [35] (hereafter referred to as LV) showed, for the first time, that it is possible
to construct secret-sharing schemes in which the total share size is 2cn+o(n) , for some constant
c < 1. This shows that the secret-sharing complexity of worst-case monotone functions is

1

Monotonicity here means that for any A ⊂ B it holds that f (xA ) ≤ f (xB ). It is not hard to see that
a non-monotone function does not admit a secret-sharing scheme, and therefore this requirement is
necessary.
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significantly smaller than their computational complexity, which is known to be 2n(1−o(1)) ,
even with respect to liberal models such as Boolean circuits. The latter bound can be proved
via a standard counting argument [42], see, for example, [30, Chapter 1]. While the original
LV result achieved an exponent of c ≈ 0.994, subsequent works [1, 2, 3] have shown that the
secret-sharing complexity can be significantly improved culminating in an upper bound of
1.5n+o(n) [3]. Following these advances, it is natural to ask how much additional progress
can be made using these new tools. Specifically,
Can we use “LV-based techniques” to obtain general secret-sharing schemes with truly
1−ε
sub-exponential upper-bound of 2n
for some constant ε > 0?

1.1

Our Results

Formulas over slices
To answer the above question, we introduce a new natural monotone complexity measure.
For a monotone function f , denote by FS(f ) the size of the smallest formula over slices (FOS)
that computes f , where a formula over slices is a formula such that each gate computes some
(k, ℓ)-slice function g : {0, 1}ℓ → {0, 1} that takes arbitrary values on inputs of Hamming
weight k, rejects lighter inputs, and accepts heavier inputs. The values of k (the weight of
the gate) and ℓ (the fan-in of the gate) can vary between different gates in the formula and
are allowed to be arbitrarily large. Since AND/OR gates are also slice functions, FS(f ) is
upper-bounded by the size of the (standard) monotone formula that computes f . Of course,
n
the FOS model is much stronger. The number of (n/2, n)-slices is 2(n/2) , and so, by counting,
even a single slice gate cannot be simulated by a small (e.g., sub-exponential) monotone
circuit.

Recent secret-sharing yield formulas over slices
In the full version of the paper, we show that all known non-linear constructions [35, 1, 2, 3, 7]
of secret-sharing schemes with non-trivial share size (2cn for a constant c < 1) give rise to
FOS of similar size.2 That is, we show that these constructions implicitly take the following
route: (1) Realize f via a 2cn -size formula F whose gates are taken from a sub-family
of slice functions that has a relatively cheap secret-sharing implementation (a.k.a. CDS
protocols) [36]; (2) Use a generic transformation from formulas to secret-sharing (à la [9], see
the full version of the paper for details) that yields a secret-sharing scheme with share size 2cn .
While [35] already observed that their scheme can be described under the above framework,
this observation is less apparent for some of the subsequent constructions, e.g., [2, 3, 7].3
Specifically, based on [2], we prove the following theorem.
▶ Theorem 1. Every monotone function f : {0, 1}n → {0, 1} can be computed by a constantdepth FOS F of size 1.5n+o(n) = 20.585n+o(n) .

2

3

There are some linear constructions that are not captured by this framework (e.g., in the appendix
of [2]), however for such linear constructions an exponential lower-bound of 2n/2 is known [4].
The latter works develop “immunization” tools that allow to take simple secret-sharing schemes and turn
them into “robust” schemes that can be employed several times while re-using the same randomness.
Somewhat surprisingly, these tools can be eventually translated to FOS constructions; see the full
version of the paper.
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From FOS to monotone real circuits (MRCs)
Getting back to our motivating question, we ask whether it is possible to prove a subexponential upper-bound on FS(f ) for a general n-bit monotone function. We cope with
this question by turning FOS into monotone real circuits (MRCs) [40]. MRCs generalize the
standard notion of monotone Boolean circuits by making use of fan-in 2 monotone real gates
that compute arbitrary real-valued operators g : R × R → R that are monotone over the
reals, i.e., for every x ≤ x′ and y ≤ y ′ , it holds that g(x, y) ≤ g(x′ , y ′ ). A beautiful result
of Rosenbloom [43] shows that any slice function SL : {0, 1}n → {0, 1} can be computed by
a read-twice monotone real formula (MRF) FSL of size O(n).4 Consequently, any FOS F
can be converted into an MRC F ′ of similar size. The resulting circuit has many gates of
fan-out 2 (originating from the read-twice inputs of FSL ) and so it is not an MRF. (Indeed,
we do not know whether FOS can be simulated by MRFs with polynomial overhead.) This
ε
is unfortunate since for MRCs the best known lower-bounds are sub-exponential 2n for
constants ε < 1 (based on extensions of Razborov’s approximation method [41, 40]). No
better lower bounds are known for MRCs (even for implicit functions). For MRFs one can
hope to prove stronger lower-bound via communication complexity methods [31, 33].

Separable MRCs
We bypass the above problem by observing that the circuit F ′ , which is obtained by computing
a formula F over Rosenbloom’s formulas FSL , has small separators. Roughly speaking, every
rooted sub-circuit F0′ of F ′ can be “broken” to k = O(1) sub-circuits each containing at most
α-fraction of the nodes of F0′ for some constant α < 1. This notion of “separable circuits”
generalizes the notion of formulas (for which k = 2 and α = 2/3). Indeed, in the context
of Boolean circuits, it is known that separability can be used to “balance” the circuit and
turn it into a formula of comparable size [22]. While we do not know how to prove a similar
result for separable MRCs, we can show that formula lower-bound techniques extend to
this case as well. Specifically, we prove that the size of separable MRCs is exponential in
the randomized communication complexity of the corresponding KW-game, extending the
result of Krajíc̆ek [33] that was originally proved for MRFs. Together with a randomized
communication complexity lower bound of Göös and Pitassi [24], we derive the following
result. (See Section 3.)
2

▶ Theorem 2. There exists a function in monotone NP that requires size 2Ω(n/ log n) formulas
over slice gates. Moreover, this holds even for formulas that use both slice gates and monotone
real gates.
We do not know whether logarithmic terms in the exponents can be shaved, but we
observe that if the bound is tight and the fan-in of the slice gates is bounded by a polynomial
in n, then one can obtain an interesting improvement on the rate of secret-sharing schemes
for very long secrets. In fact, such an improvement can be obtained even if the upper-bound
is 2o(n/ log n) and even if only the weight of the slice gates is restricted to poly(n) but the
fan-in may be arbitrary. (See Section 5.)

4

A monotone real circuit computes a Boolean function f : {0, 1}n → {0, 1} if for every binary input
x ∈ {0, 1}n the circuit outputs the Boolean value f (x). Note that the intermediate values induced on
internal wires may not be binary.
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▶ Theorem 3. Suppose that the function f : {0, 1}n → {0, 1} can be computed by a FOS of
size 2o(n/ log n) over slice functions of weight bounded by poly(n). Then, for a sufficiently
long secret s, the function f can be realized with share size 2o(n) · |s|.
We mention that currently we do not have non-trivial upper-bounds on the rate of worst-case
secret-sharing (even for very long secrets) apart from the ones that follow from the case of
single-bit secrets (e.g., 1.5n+o(n) · |s|).
Moving back to upper-bounds, we observe that existing secret-sharing schemes also
give rise to non-trivial MRCs and even MRFs. In particular, by plugging in Rosenbloom’s
construction in the FOS obtained by Theorem 1, and by exploiting the fact that the depth
of the FOS of Theorem 1 is constant, we derive the following upper-bound on the worst-case
complexity of MRFs for n-bit functions (also known as the Shannon function [30] of MRFs).
▶ Corollary 4. Every monotone function f : {0, 1}n → {0, 1} can be computed by an MRF
F of size 1.5n+o(n) = 20.585n+o(n) .
To the best of our knowledge, this is the first non-trivial improvement over the naive 2n−o(n)
bound, even for the case of MRCs. An even more dramatic improvement can be obtained for
“typical” monotone functions based on the results of Beimel and Farràs [6]. Specifically,√all
but o(1)-fraction of all n-bit monotone functions can be realized by an MRF of size 2Õ( n) .
(See the full version of the paper.)

Secret-sharing vs. MRCs
While the worst-case upper bounds for MRCs and secret-sharing schemes are currently
equal, we observe that for concrete functions secret-sharing complexity and MRC size can be
separated. Specifically, in Section 4, we show that secret-sharing complexity can be superpolynomially cheaper than MRC size and exponentially cheaper than FOS and MRF sizes.
On the other direction, we derive an almost quadratic separation, that is, we construct an
MRF of size O(n) for an explicit function that, by [18], requires total share size Ω(n2 / log n);
this is the best possible given that existing secret-sharing lower-bounds [18]. We note that
there are concrete functions for which the share size of the best known secret-sharing scheme
is super-polynomially larger than the MRC size. √Most notably, the best secret-sharing
construction of (n/2, n)-slices has share size of 2Õ( n) [36, 35], whereas such functions can
be realized by a single slice gate, i.e., a linear size MRC (or even MRF). We further present
a 2Ω(n) gap for the case of uniformly chosen DNFs of Ω(n) width. We prove that the same
gap also exists, perhaps more surprisingly, between FOS and secret-sharing. Along the way,
we prove that MRCs are closed under duality – an interesting property that may be useful
elsewhere. (See Appendix A.)

Conclusion and open questions
Our work continues the rich line of study that relates the share size of secret-sharing
schemes to monotone complexity measures. We import lower-bounds from the computational
complexity world to the domain of secret-sharing schemes and use recent constructions of
secret-sharing schemes to obtain new algorithmic results for several monotone computational
models. Our results highlight several interesting open questions in both domains. We list
some of them here.
First, it will be interesting to better understand the power of formulas over slices (possibly
with some bound on the fan-in). What is the relation between such formulas and monotone
real formulas? As far as we know these two models may be incomparable. Also, we know how
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to balance FOS, so is it possible to balance MRFs as well? On the secret-sharing front, it is
natural to ask whether one can beat the FOS lower bound. One potential route is to replace
some of the existing steps with “non-FOS-able realizations”. Most notably, as mentioned in
Footnote 3, one of the important ingredients in recent constructions is some form of “robust”
secret-sharing for simple functions (a.k.a. robust CDS protocols) [2]. While we showed that
the main instantiations of this primitive can be cast as FOS, one may still hope to find other
realizations that do not have this feature. Indeed, some linear and quadratic realizations of
this primitive [2, 7] do not seem to have a “FOS interpretation”, though these constructions
are currently too expensive to be useful.

1.2

Other Related Work

Monotone real circuits
Monotone real circuits were defined by Pudlák [40], whose motivation was proof complexity
applications, i.e., proving lower bounds for cutting planes proofs. Exponential lower bounds
for monotone real circuits were obtained in [40, 26, 48, 29, 23]. Specifically, for a function
1/3
f : {0, 1}n → {0, 1}, the best lower bound is 2Ω̃(n ) [48] (this function
is only partially
√
1/4
ln n)
explicit). For an explicit function the best known lower bound is 2Ω(n
[29, 30]. Hrubes̆
and Pudlák [27] proved that if an n-bit function can be computed by a monotone real circuit
of size s using k-ary monotone gates, then it can be computed by a monotone real circuit
(with real gates with fan-in 2) of size O(snk−2 ).

Real communication protocols
A beautiful characterization by Karchmer and Wigderson [31] shows that a Boolean function
f has a monotone formula of size s if and only if the monotone Krachmer-Wigderson (KW)
game associate with f (see Definition 9) has communication complexity log s. Krajíc̆ek [33]
defined real communication protocols in which the 2 parties have access to a greater-than
oracle, and proved that the real communication complexity of the monotone KW game of a
function f is at most logarithmic in the size of the monotone real formula that computes f .
Hrubes̆ and Pudlák (HP) [27] considered a restricted class of real communication protocols
and showed that, for every monotone function f , the minimal real communication complexity
of monotone KW game that can be achieved by such protocols equals to the monotone
real circuit complexity of f . (It is unknown whether any Krajíc̆ek’s type protocol can be
translated into an HP-type protocol.) Chattopadhyay et al. [15] proved a lower bound of
Ω(n) on the complexity of a real communication protocol for an n-bit function; however their
lower bound is not for the monotone KW game of a function and therefore it does not imply
lower bounds for monotone real formulas.

Balancing formulas
There are many papers showing how to balance a formula starting with the work of Spira [47],
who proved that any Boolean formula F of size s can be simulated by an equivalent
formula of depth O(log s). There are several results improving or extending Spira’s theorem,
e.g., [12, 44, 53, 13, 50, 14, 22]. Specifically, Wegener [53] proved the statement for monotone
Boolean formulas. Furthermore, Gál and Jang [22] showed how to balance circuits with small
segregators, and, in particular, circuits with small separators.
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Lower bounds for secret-sharing schemes
The best known lower bound on the share size of secret-sharing schemes is far from the
exponential upper bounds on the share size described above. Csirmaz [17, 18] proved that
there is an explicit monotone function f : {0, 1}n → {0, 1} that requires total share size
of Ω(n2 / log n) times the size of the secret in any secret-sharing scheme realizing it. No
better lower bounds are known for secret-sharing schemes (even for non-explicit monotone
functions). Better lower bounds are known for linear secret-sharing schemes, which are
schemes based on monotone span programs [32]. Pitassi and Robere [39] showed an explicit
n-bit function (for every n) that requires share size of 2Ω(n) times the length of the secret in
any linear secret-sharing scheme realizing it. Furthermore, Babai, Gál, and Wigderson [4]
showed that for almost all monotone functions, the share size in any linear scheme for one-bit
secrets over any finite field is Ω(2n/2 ) times the length of the secret. Furthermore, Beimel
and Ishai [10] observed that if a monotone function can be realized by an efficient linear
secret-sharing scheme, then the function has a (non-monotone) NC-circuit.

2

Preliminaries

In this section we define the circuits and formulas we consider in this work. We start with
the definition of monotone real formulas and circuits, introduced in [40].
▶ Definition 5 (Monotone real circuits and formulas). A monotone real function f : Rn → R
is a real function in which for every two inputs x = (x1 , . . . .xn ), x′ = (x′1 , . . . , x′n ) ∈ Rn such
that xi ≤ x′i for every i ∈ [n], it holds that f (x) ≤ f (x′ ). A monotone real gate G takes as
an input n values x1 , . . . , xn ∈ R, computes some monotone real function f : Rn → R, and
returns f (x1 , . . . , xn ) as an output. A monotone real circuit (MRC) C is a circuit in which
each gate is a monotone real gate G with fan-in 2 and for every input x ∈ {0, 1}n the output
of the circuit C is Boolean. A monotone real formula (MRF) is a monotone real circuit
whose DAG is a tree.
Note that in an MRC/MRF the inputs and outputs are Boolean, while the values on
internal edges can be any real numbers. We allow AND and OR gates and other Boolean
gates in an MRC with the convention that their inputs are always Boolean. Taking monotone
real gates with fan-in 2 is the more common definition of MRCs and it will help us prove our
lower bounds. Furthermore, in our constructions of MRFs the fan-in of all gates is 2.
We continue with the definition of slice gates and formulas over slice gates. Throughout
the paper, we denote the Hamming weight of a string y by wt(y).
▶ Definition 6 (Slice gates and formulas over slice gates). A (k, n)-slice function f : {0, 1}n →
{0, 1} is a monotone function such that for every y ∈ {0, 1}n :
If wt(y) < k, then f (y) = 0.
If wt(y) = k, then f (y) can be either 0 or 1.
If wt(y) > k, then f (y) = 1.
We refer to k as the weight of the gate. A (k, n)-slice gate is a monotone gate computing
a (k, n)-slice function. A formula over slice gates (FOS) is a formula F whose gates are
slice gates; we stress that each slice gate in F can have different values for k and n (and in
particular the fan-in of each slice gate is arbitrary).
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▶ Example 7. An AND gate with n inputs is an (n, n)-slice gate.5 An OR gate with n
inputs is a (1, n)-slice gate. Another example of a slice gate computing a k-threshold function
(i.e., computing the function TRk : {0, 1}n → {0, 1} such that TRk (y) = 1 if and only if
the string y contains at least k ones). However, slice gates can compute a richer class of
n
functions and the number of (k, n)-slice functions is 2(k ) .
In this paper, we define the size of a circuit/formula as the number of gates in the
circuit/formula (including input gates). This convention is used both for circuits with
monotone real gates and for formulas over slice gates. We note that since monotone real
circuits have fan-in 2, our definition of monotone real circuit size is essentially equivalent to
the definition that counts the total number of edges in the circuit. Furthermore, the same is
true for formulas.
We recall the definition of generalized secret-sharing schemes.
▶ Definition 8. An n-party secret-sharing scheme, with domain of secrets S such that
{0, 1} ⊆ S and finite domains of shares S1 , . . . , Sn , is a randomized (possibly inefficient)
algorithm D that maps a secret s ∈ S to a vector of shares (s1 , . . . , sn ) ∈ S1 × · · · × Sn .
We say that D realizes a (possibly partial) monotone function f over {0, 1}n if for every
x ∈ {0, 1}n and every pair of secrets s, s′ ∈ S the random variables (s1 , . . . , sn ) obtained by
invoking D on s, and the random variables (s′1 , . . . , s′n ) obtained by invoking D on s′ satisfy
the following properties:
Correctness. If f (x) = 1 then the random variables sx = (si )i:xi =1 and s′x = (s′i )i:xi =1 have
disjoint supports, that is, one can recover the secret from the shares sx .
Privacy. If f (x) = 0 then the random variable sx is identically distributed to the random
variable s′x , that is, the shares sx do not disclose any information on the secret.
The secret size in a secret-sharing scheme D is defined as log |S|, the share size of the scheme
D is defined as the size of the largest share, i.e., max1≤i≤n {log |Si |}, and the total share size
P
is defined as the sum of the sizes of the shares , i.e., 1≤i≤n log |Si |. The information ratio
(resp., total information ratio) of the scheme is defined as the ratio between the share size
(resp., total share size) and the secret size.6
For more information on secret-sharing schemes, one can refer to, e.g., [5].

3

Lower Bounds for Formula Size over Slice Gates

In this section, we prove Theorem 2 by showing that there exists a function in monotone NP
2
that requires size 2Ω(n/ log n) formulas over slice gates.
Our result goes through monotone real circuits. First, a result of Rosenbloom [43] shows
that any slice function over k bits can be computed by an O(k)-size O(log k)-depth read-twice
monotone real formulas. Therefore, a formula over slices of size s can be transformed into a
monotone real circuit of size O(s). While this transformation preserves the size it may blow
up the depth of the circuit.7 This is unfortunate since we only know how to prove strong
(almost-exponential) lower-bounds against low-depth circuits.
5
6

7

It is also an (n − 1, n)-slice gate.
The maximal/total share-size measures essentially ignore the bit-length of the secret, whereas the
maximal/total information-ratio measures normalize the bit length of the longest share/sum of the
shares by the length of the secret, and are therefore more suitable to the case of long secrets.
0.8
To illustrate this point, consider a balanced formula over slices of size s = O(2n ) that consists of slice
0.5
gates whose fan-in is 2n that are connected sequentially in a path of length n0.8 . (All other gates are
fan-in 2 gates.) Each slice gate can be replaced by Rosenbloom’s monotone real read-twice formula
whose depth is O(n0.5 ), leading to a monotone real circuit of depth O(n0.5 · n0.8 ) > n.
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To overcome this problem, we observe that the monotone real circuit that we get can be
separated into smaller sub-circuits by deleting 2 gates. This fact enables us to construct a
balanced real protocol for the monotone Karchmer-Wigderson (KW) game whose complexity
is O(log s). (See Section 3.1.) We then prove a lower bound on the complexity of real
protocols for the monotone KW game of an explicit function, using a lower bound of Göös
and Pitassi [24] on the randomized monotone KW game of this function. (See Section 3.2.)
2
By combining these steps, we obtain 2Ω(n/ log n) size lower bounds on the size of separable
monotone real circuits for an explicit function, thus, implying the same lower bounds for
formulas over slices.

3.1

Converting a Formula over Slice Gates to a Real Protocol for the
Monotone KW Game

To prove our results, we need the following definitions.
▶ Definition 9 (Monotone KW games [31]). Let f : {0, 1}n → {0, 1} be a monotone function.
The monotone KW game associated with f is a two-player communication game. Alice
receives an input u ∈ f −1 (1) and Bob receives an input v ∈ f −1 (0), and they communicate
in order to find an index i such that ui > vi .
▶ Definition 10 (Real communication protocols). In a real communication protocol, deterministic Alice and Bob interact via a referee. At the start Alice has a binary string
u ∈ U ⊆ {0, 1}n and Bob has v ∈ V ⊆ {0, 1}n . At round i, Alice and Bob each send a real
number ai (u) and bi (v), respectively, to a referee, where ai (u) depends on u and the bits sent
by the referee so far, and similarly bi (v) depends on v and the bits sent by the referee so far.
The referee sends to both players 1 if ai (u) > bi (v) and otherwise it sends 0. Each player
does not see the numbers sent by the other player. At the end of the protocol both players
should know the value of the function or the same solution to the search problem that they are
solving. The complexity of the protocol is the maximum number of rounds (or equivalently
the number of bits sent by the referee) over all inputs of Alice and Bob of length n.
Krajíc̆ek [33] showed that if a function has a monotone real formula of size s, then the
associated monotone KW game can be solved by a real protocol with complexity O(log s).
We generalize this result to monotone real circuits that have small separators. A similar
result for Boolean circuits has been proved by Gál and Jang [22]. In the following, we say
that a directed-acyclic graph (DAG) G = (V, E) has a root (or a source) if there exists a
vertex s ∈ V such that for every v ∈ V there is a path from s to v in G. Clearly, a DAG has
at most one root. We say that a vertex v is reachable from a vertex u if there is a path from
u to v.
▶ Definition 11. A DAG G = (V, E) with a root is (α, k)-separable if for every sub-graph
G′ = (V ′ , E ′ ) of G (i.e., V ′ ⊆ V and E ′ ⊆ E ∩ (V ′ × V ′ )) that has a root there exist k
vertices a1 , . . . , ak in V ′ such that:
For every ℓ ∈ [k], the number of vertices reachable in G′ from aℓ is at most α|V ′ |.
If we remove the out-going edges of the vertices a1 , . . . , ak from G′ , then the number of
vertices reachable from the root of G′ in the resulting graph is at most α|V ′ |.
▶ Example 12. A well-known result states that every directed binary tree is (2/3, 1)-separable,
i.e., it contains a vertex that separates the tree to two components, each component of size
at most 2/3 of the size of the original tree. To see this, we start at the root of the tree T and
follow a path through the tree, always going to the sub-tree of larger size. The procedure
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stops whenever we hit a vertex u such that the sub-tree, Tu , rooted at u has a size less than
2/3 times the size of the entire tree T . Since u is the largest child of a vertex whose sub-tree
has size at least 2/3 times the size of T , it follows that Tu has size at least 1/3 times the
size of T , and therefore we can separate T into two components, T − Tu and Tu , where each
component has size between 1/3 and 2/3 times the size of T .
We next prove that for every monotone real circuit of size s that is separable, the monotone
KW game of the function computed by the circuit has a real protocol with complexity O(log s).
Specifically, we use the balancing technique, introduced by Spira [47] for Boolean formulas
and used by Krajíc̆ek [33] for constructing real protocols from monotone real formulas.
▶ Lemma 13. Let f : {0, 1}n → {0, 1} be a monotone function computed by a monotone
real circuit C of size s. If the DAG of C is (α, k)-separable, then the monotone KW game
associated with f can be computed by a real protocol with complexity O(k log1/α s).
Proof. We use C to construct a real protocol for the monotone KW game with complexity
O(k log1/α s). In this protocol, Alice is given u ∈ f −1 (1), Bob is given v ∈ f −1 (0), and they
want to find an index j such that uj > vj .
We first make the following easy but important observation. The function h computed at
the root of C has the property that h(u) > h(v). Furthermore, for every internal vertex a
of C with children b, c, if ha (u) > ha (v) (where ha is the function computed at vertex a),
then either hb (u) > hb (v) or hc (u) > hc (v). This holds by monotonicity, because ha (x) is by
definition a monotone function of hb (x) and hc (x).
For a circuit C, we consider the rooted DAG G whose vertices are the gates of the circuit
(including the input gates), and for each internal gate there are edges directed from the gate
to its input gates. Given inputs u, v, we color each vertex a of G by Red or Blue, where Red
means that the function computed at this vertex has ha (u) > ha (v) and Blue otherwise. We
say that a path is Red if all its vertices are Red. By the above observation, the root of G is
colored Red, and for each vertex that is Red, at least one of its children is Red, and thus
there must exist a Red path from any Red node (in particular, the root) to a Red leaf. A
Red leaf is what we are after since each leaf is labeled by a coordinate j and if it is Red, then
we must have uj > vj as desired. This leads to a simple real protocol where Alice and Bob
traverse a Red path from the root to a leaf; however, the complexity of this protocol is the
depth of G (i.e., the maximal length of a path from the root to a leaf), which can be O(s).
We design an efficient real protocol finding a Red leaf in iterations, using the fact that
the players can determine in one round whether any particular vertex is colored Red or Blue.
At iteration i, the parties hold a sub-graph Gi of G of size at most αi s; this sub-graph has a
root whose color is Red and contains a Red path from every red vertex to a Red leaf. So
after O(log1/α s) iterations, Alice and Bob will have arrived at a Red leaf labeled by some
coordinate j where uj > vj as desired.

Iteration i = 0
Alice and Bob are at the root vertex of the graph G that computes f and by definition it is
Red.

Iteration i
In the beginning of the iteration, Alice and Bob are at a Red vertex rooted at a sub-graph
Gi of G of size at most αi s and do the following:
1. Find k vertices a1 , . . . , ak that separate the sub-graph Gi .
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2. For ℓ = 1 to k do:
Alice locally computes the value of the monotone function computed by vertex aℓ in C
on her input u, and similarly Bob locally computes the value on his input v. They
send these values to the referee, who tells them which is larger. If Alice’s value is
larger, then aℓ is Red, so they take Gi+1 = Gaℓ , the sub-graph rooted at aℓ in Gi , and
continue to the next iteration.
3. Otherwise, a1 , . . . , ak are Blue. Alice and Bob take the sub-graph Gi+1 , obtained from
Gi by removing all out-going edges of aℓ for each ℓ ∈ [k], and removing all vertices not
reachable from the root of Gi . Clearly, Gi+1 is a rooted DAG whose root is Red. As we
removed sub-graphs rooted at Blue vertices, each Red vertex in Gi+1 has a Red path to
a leaf.
In each of the cases in the iteration i, the number of vertices of the sub-graph Gi+1 is at
most α times the number of vertices Gi . Thus, after O(log1/α s) iterations, Alice and Bob
reach a Red leaf. As each iteration contains at most k rounds, the theorem follows.
◀
We show that if f has a monotone formula over slice gates of size s, then the real communication complexity of the associated monotone KW game is at most O(log s). By Lemma 13,
it suffices to show that every monotone formula over slice gates of size s can be converted to
a monotone real circuit of size O(s) whose DAG is (5/6, 2)-separable. This is done using the
following result of Rosenbloom [43], showing that monotone real formulas can compute the
class of all slice functions very efficiently. We provide a proof sketch of this result since we
use specific properties of Rosenbloom’s construction.
▶ Theorem 14 ([43]). Every slice gate with fan-in t can be computed by a read-twice fan-in-2
monotone real formula of size O(t) and depth O(log t).
Proof sketch. Given x = (x1 , . . . , xt ), associate with it two integers p(x) = wt(x) · 2t + b(x)
and m(x) = wt(x) · 2t − b(x) where wt(x) is the number of 1’s in x and b(x) is the integer
Pt
represented by the string x, i.e., b(x) = i=1 2i−1 xi . The mapping x 7→ (p(x), m(x)) has
the following useful feature. For every pair of distinct strings u ̸= v, if wt(u) < wt(v), then
the pair (p(u), m(u)) is strictly smaller than the pair (p(v), m(v)) (i.e., both p(u) < p(v)
and m(u) < m(v)); On the other hand, if wt(u) = wt(v), then the pair (p(u), m(u)) is
incomparable to the pair (p(v), m(v)) (i.e., p(u) < p(v) if and only if m(u) > m(v)).
Now if f is a slice function (defined on inputs of weight k) then there is a monotone
function G from R2 to {0, 1} such that G(p(x), m(x)) = f (x) for all x ∈ {0, 1}n for which
Pt
Pt
wt(x) = k. Furthermore, p(x) = i=1 (2t + 2i−1 )xi and m(x) = i=1 (2t − 2i−1 )xi . Thus,
both p(x) and m(x) can be computed by a binary tree whose vertices compute (weighted)
addition over the reals. Thus, any slice gate can be simulated by a monotone real formula
with addition gates computing p(x) and m(x) and the top real gate computing G on these
inputs.
◀
Let m(x) and p(x) be the functions from the proof sketch of Theorem 14. In the sequence,
we will refer to the tree computing m(x) as the left tree and to the tree computing p(x) as
the right tree. Furthermore, for each vertex a in the left tree, we will refer to the analogous
vertex in the right tree as the twin of a.
Given a formula over slice gates, we can replace each slice gate with the monotone real
formula of Rosenbloom. However, since this formula is read-twice, we get a monotone real
circuit. Thus, we cannot directly apply the results of [33] that hold for monotone real formulas
to obtain a lower bound for formulas over slice gates. We exploit the structure of the circuit
and the structure of Rosenbloom’s formula to prove that the DAG of the resulting monotone
real circuit is separable by two vertices.
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An example of a simple slice formula F . The formula has 5 input bits and one slice gate with
fan-in 4.

The formula F after the Rosenbloom transformation is applied to its slice gate. The slice gate
becomes a tree of real gates, and the DAG structure is transformed from a formula to a circuit.
The (real) gates a and its twin t(a) are an example of separators for the circuit’s DAG.

Figure 1 An example of a balancing step that goes through the Rosenbloom transformation.

▶ Lemma 15. Let f : {0, 1}n → {0, 1} be a monotone function computed by a size s formula
over slice gates and monotone real gates. Then the monotone KW game associated with f
can be computed by a real protocol with complexity O(log s).
Proof. Let F be a size s formula over slice gates and monotone real gates computing f . We
replace each slice gate in F with the read-twice monotone real formula of Rosenbloom and
get a monotone real circuit C of size O(s) computing f . We next prove that G = (V, E) – the
DAG of C – is (5/6, 2)-separable. Let G′ = (V ′ , E ′ ) be a sub-graph of G that contains a root.
Construct from G′ a tree T = (VT , ET ) by merging each pair of twins in G′ to one vertex (if
a vertex does not have a twin in G′ we keep it in the tree). Clearly, 0.5|V ′ | ≤ |VT | ≤ |V ′ |. As
in Example 12, T has a vertex a that separates it to two sub-trees of size at least 1/3|VT | and
at most 2/3|VT |. If a is a merge of two twins a1 , a2 in G′ , then take these two twins as the
separating set in G′ . Otherwise take a as the separating set. See Figure 1 for an illustration
of such a graph and a separating set in it. We prove that this is a good separating set by
showing that (1) the number of vertices not reachable from the root of G′ after removing the
separating set is at least 1/6|V ′ |, and (2) the number of vertices not reachable by each of the
vertices in the separating set is at least 1/3|VT | ≥ 1/6|V ′ |.
Let us start with (1). As the number of vertices reachable from the root of T after
removing a is at most 2/3|VT |, the number of vertices not reachable from the root of T after
removing a is at least 1/3|VT | ≥ 1/6|V ′ |. Thus, the number of vertices not reachable from
the root of G′ after removing the separating set is at least 1/6|V ′ |. Similarly, to see that
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(2) holds, observe that the number of vertices not reachable in G′ by each of the vertices in
the separating set is at least 1/3|VT | ≥ 1/6|V ′ |. This implies that the number of vertices
reachable in G′ by each of the vertices in the separating set and by the root after removing
the separating set is at most 5/6|V ′ |.
Since the DAG of C is (5/6, 2)-separable, then by Lemma 13, the monotone KW game
associated with f can be computed by a real protocol with complexity O(log s).
◀

3.2

Completing the Proof of the Lower Bounds for Formula Size over
Slice Gates

Next we show that real protocols can be simulated by randomized protocols in the plain
model.8 This lemma was originally proved in [33].
▶ Lemma 16. A real communication protocol for the monotone KW game for f : {0, 1}n →
{0, 1} with complexity d implies a randomized communication protocol for the monotone KW
game with complexity O(d log n).
Proof. If d ≥ n/ log n the theorem is trivial since the monotone KW game can be solved
by a (deterministic) protocol with complexity O(n). Thus, in the sequence we assume that
d ≤ n/ log n.
We will show that every round of a real protocol can be simulated by a randomized
communication protocol of cost O(log n). Recall that a round in the real protocol consists of
Alice and Bob each sending arbitrary real numbers a, b (which depend on their respective
inputs and the communication so far) to a referee, who responds with 1 if a > b and 0
otherwise. Although these values can be any real numbers, in each round i there are at most
2n values c1 , c2 , . . . , c2n that Alice and Bob can send to the referee in the (deterministic)
real protocol (i.e., one value per each input). Assume that these values are sorted, i.e.,
c1 < c2 < · · · < c2n . Assume that in round i, Alice sends cj and Bob sends ck , and the
referee returns 1 if cj > ck , which is true if and only if j > k. Thus, we can replace the
message of Alice by j and the message of Bob by k, i.e., all numbers are n bit strings. Since
this is just the greater-than (GT) function, it can be computed by a randomized protocol for
GT, whose complexity for an error ε is O(log n + log ε−1 ) [38, 51]. We will want the overall
error to be bounded by a constant, so we will set ε = O(1/d). Thus, the GT protocol for
simulating one round costs O(log n + log d) = O(log n) (since d ≤ n/ log n) so the cost of
simulating d rounds is O(d log n).
◀
Göös and Pitassi [24] proved that there is a function f in monotone NP that requires
monotone circuit depth Ω(n/ log n), and therefore monotone formula size 2Ω(n/ log n) . This
is equivalent to proving that the deterministic communication complexity of the monotone
KW game of f is Ω(n/ log n). However, Göös and Pitassi proved that this lower bound also
applies to the randomized communication complexity of the monotone KW game of f ; this
gives the best known lower bound for the randomized complexity of a monotone KW game
of a function.
▶ Theorem 17 (Implicit in [24]). There is a function f in monotone NP such that the
randomized communication complexity of the monotone KW game for it has complexity
Ω(n/ log n).

8

For the definition of randomized protocols see, e.g., [34].
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We are ready to complete the proof of Theorem 2, the lower bound on the size of a
formula over slice gates and monotone real gates.
Proof of Theorem 2. Consider the function f from Theorem 17, and suppose for contradiction that f is computable by a formula over slice gates and monotone real gates of size
2
2o(n/ log n) . By Lemma 15, this implies that the monotone KW game for f has a real
communication protocol of cost o(n/ log2 n), and by Lemma 16, the monotone KW game
for f has a constant-error randomized protocol of cost o(n/ log n). But this contradicts
2
Theorem 17, and thus f requires size 2Ω(n/ log n) formulas over slice gates and monotone real
gates.
◀

4

Secret Sharing and Monotone Real Computation are Incomparable

In this section, we show that for some monotone functions f , there are provable gaps between
the secret-sharing complexity (measured as the total share size of a secret sharing scheme
that realizes f ), the MRC complexity, and the MRF complexity. Thus, we separate these
complexity measures.

4.1

Secret Sharing can be Super-Polynomially Cheaper than Monotone
Real Circuits

Let OddFactorn denote the monotone function that takes n = v 2 inputs representing the
edges of a bipartite graph X with v vertices in each part, and outputs 1 if and only if the
graph X has an odd factor, i.e., a spanning sub-graph such that all vertices have an odd
degree in the sub-graph. Existing results can be used to show that the function OddFactorn
demonstrates a super-polynomial gap between secret-sharing complexity and Monotone Real
Circuits complexity.
▶ Theorem 18. The function OddFactorn has a secret-sharing scheme with total share size
n, but any MRC that computes OddFactor
must be of size nΩ(log n) and any MRF that
√ n
Ω( n/ log n)
computes OddFactorn must be of size 2
. Moreover, the latter bound holds also for
formulas that employ both real gates and slice gates.
Proof. By [4], OddFactorn can be realized by a linear secret-sharing scheme with a one-bit
secret, a one-bit share per party, and total share size n. In the same paper it is shown that
OddFactorn requires a monotone circuit of size nΩ(log n) , by reducing it to a lower bound by
Razborov [41] for the perfect matching function. Fu [21] extended Razborov’s lower bound
to monotone real circuits.
To prove the last√ part, we note that [4] also show that OddFactorn requires a monotone
√
formula of size 2Ω( n) . This lower bound goes through a lower bound of Ω( n) for the
deterministic monotone KW game of OddFactorn . The proof of [4] is by reduction to the
randomized communication complexity of the disjointness function, and actually extends
to randomized√ monotone KW games. Therefore, by Lemmas 15 and 16, we can get a lower
bound of 2Ω( n/ log n) for the size of monotone real formulas (that may also employ slice
gates) for OddFactorn .
◀

4.2

Monotone Real Formulas can be Cheaper than Secret Sharing

We prove the following theorem.
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▶ Theorem 19. There exists a monotone function that can be computed by an MRF of size
O(n) but requires a total share size of Ω(n2 / log n) for any secret-sharing scheme. Moreover,
the function has O(n2 ) min-terms and therefore it can be computed by a polynomial-size
monotone DNF.
Improving the gap in Theorem 19 requires proving better lower-bounds of ω(n2 / log n)
for secret sharing schemes – a task that remains open since Csirmaz’s works in the midnineties [17, 18]. It should
be mentioned, however, that there are candidates that seem to
√
demonstrate a gap of 2Ω̃( n) (e.g., slice functions) or even a gap of 2Ω(n) (see Appendix A).
Recall that a ≤ b for two strings a, b ∈ {0, 1}k if ai ≤ bi for every 1 ≤ i ≤ n and a < b if
a ≤ b and there is at least one index j such that aj < bj . A min-term of a monotone function
f is an assignment b such that f (b) = 1 and f (a) = 1 for every a < b. A monotone function
is totally defined by its min-terms.
The following function will be used as a building block in the gap theorem.
▶ Definition 20 (The simple Csirmaz function Cn [17]). For every n ∈ N, let k be the largest
integer such that 2k ≤ n. The function Cn is parameterized by some non-increasing ordering
k
(y 0 , . . . , y 2 −1 ) of all strings of length k. Here non-increasing means that
′

for every i < i′ ,

it holds that y i ̸≤ y i .

(1)

The function Cn : {0, 1}n+k → {0, 1} is the monotone function whose min-terms are 1i ◦
0n−i ◦ y i for i = 0, . . . , 2k − 1, that is, the i-th minterm contains i ones concatenated with
n − i zeros, concatenated by y i .
The simple Csirmaz function is not fully defined as the order of the strings
k
(y 0 , y 1 , . . . , y 2 −1 ) is not specified. In the next claim we choose a specific order that will
enable us to construct a small MRF for it. The construction borrows ideas from [43] (see
Theorem 14).
There exists a non-increasing ordering over k-bit strings for which the
▷ Claim 21.
corresponding function Cn has an MRF F of size O(n). Moreover, if we parse the input to
the function as (x, y) ∈ {0, 1}n × {0, 1}k , the MRF will have the following form:
F (x, y) := G(Fb (x), Fp (y)),
where the size of Fb is O(n), the size of Fp is O(k), and G is a monotone real gate.
Proof. We define the following ordering of the strings of length k using the function p defined
above:
p(y1 , . . . , yk ) =

k
X

(2k + 2i−1 )yi ,

i=1

that is p(y1 , . . . , yk ) = wt(y1 , . . . , yk ) · 2k + b(y1 , . . . , yk ), where wt(y1 , . . . , yk ) is the weight of
a string, and b(y1 , . . . , yk ) is the integer represented by the string (yk , . . . , y1 ). We order the
strings according to their p-value from largest to smallest (i.e., y 1 = 1k is the k-bit string that
achieves the maximal value of p among all k-bit strings). This order is well defined since p is
′
injective. We next argue that if i < i′ then y i ̸≤ y i as required by the definition. We prove
′
′
′
the counter-positive. If y i < y i , then wt(y i ) < wt(y i ), which implies that p(y i ) < p(y i )
since each 1 in the input contributes to p a huge summand of 2k and b(y i ) < 2k . It follows
that i′ < i, as required.
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Before constructing an MRF for Cn we make the following observation. Parse the input
to Cn as (x, y) ∈ {0, 1}n × {0, 1}k . Recall that Cn (x ◦ y) = 1 if and only if x ◦ y is bigger
than some minterm 1j ◦ 0n−j ◦ y j of Cn . Letting i denote the index for which y = y i , this
happens if and only if x ≥ 1j ◦ 0n−j and y i ≥ y j , thus j ≥ i. Thus, Cn (x ◦ y i ) = 1 if and
only if the first i bits of x are 1. We will use this characterization in order to compute Cn .
Let Fb and Fp be MRFs that compute the functions b : {0, 1}n → R and p : {0, 1}k → R
respectively. Recall that b returns the integer represented by x = (x1 , . . . , xn ) with the first
bits being the most significant ones and notice that the first i bits in x = (x1 , . . . , xn ) are
Pn
1 if and only if b(x1 , . . . , xn ) ≥ j=n−i 2j−1 . Further, observe that both b and p can be
realized with complexity of O(n) and O(k), respectively. (In both cases, we simply use a
tree over-weighted addition gates.) Consider the formula
F (x, y) := G(Fb (x), Fp (y)),
where G(u, v) is a real gate that acts as follows: For v ∈ {0, . . . , 2k−1 }, recover i, s.t.,
Pn
v = p(y i ) and then output 1 if u ≥ j=n−i 2j−1 and output 0 otherwise. By the above
observations, F computes Cn .
It remains to show that G(u, v) is a monotone function.9 Clearly, G(u, v) is monotone
in u. To see that G is monotone in its second argument, assume v > v ′ and there is
some u such that G(u, v ′ ) = 1. We need to prove that G(u, v) = 1. Let v = p(y i ) and
′
′
v ′ = p(y i ). Since p(y i ) = v > v ′ = p(y i ) and G(u, v ′ ) = 1, it must be that i < i′
P
Pn
n
and u ≥ j=n−i′ 2j−1 > j=n−i 2j−1 , thus G(u, v) = 1. Overall, F is an MRF of size
O(n + k) = O(n).
◁
Csirmaz [17] proved that in any secret-sharing scheme realizing the function Cn there is
at least one party whose share size is Ω(n/ log n). (This lower bound holds for any order
satisfying (1).) Based on Cn , Csirmaz later introduced in [18] the following function, Cn′ ,
and showed that in any secret-sharing scheme realizing this function the total share size is
Ω(n2 / log n).
▶ Definition 22 (The full Csirmaz function Cn′ ). For every n ∈ N, define a monotone function
Cn′ over inputs in {0, 1}2n as follows: Let k be the largest integer such that 2k ≤ n and
L = ⌊n/k⌋, and define
Cn′ (x1 , . . . , x2n−k·L , y1,1 , . . . , y1,k , . . . , yL,1 , . . . , yL,k ) =

L
_

Cn (x1 , . . . , xn , yℓ,1 , . . . , yℓ,k ).

ℓ=1

▶ Lemma 23 (MRF for the full Csirmaz function). There exists a non-increasing ordering
over k-bit strings for which the corresponding function Cn′ has an MRF of size O(n).
Proof. Define the following MRF:
′

F (x1 , . . . , x2n−k·L , y1,1 , . . . , y1,k , . . . , yL,1 , . . . , yL,k ) = G




Fb (x1 , . . . , xn ), max {Fp (yℓ,1 , . . . , yℓ,k )}

,

1≤ℓ≤L

where Fb (x), Fp (y), and G(·, ·) are the MRFs that were defined in Claim 21. We claim
that F ′ computes Cn′ . If Cn′ (x1 , . . . , x2n−k·L , y1,1 , . . . , y1,k , . . . , yL,1 , . . . , yL,k ) = 1, then there
exists an ℓ0 such that Cn (x1 , . . . , xn , yℓ0 ,1 , . . . , yℓ0 ,k ) = 1, thus, by Claim 21,
G(Fb (x1 , . . . , xn ), Fp (yℓ0 ,1 , . . . , yℓ0 ,k )) = 1,
9

Formally speaking, we only defined G over the domain R × [0, 2k−1 ] and we will show that it is monotone
over this domain. One can then easily extend G to R × R while maintaining monotonicity.
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and (since G is monotone) F ′ returns 1. On the other hand, if
F ′ (x1 , . . . , x2n−k·L , y1,1 , . . . , y1,k , . . . , yL,1 , . . . , yL,k ) = 1,
then let ℓ0 be such that
Fp (yℓ0 ,1 , . . . , yℓ0 ,k ) = max {Fp (yℓ,1 , . . . , yℓ,k )},
1≤ℓ≤L

thus,
G(Fb (x1 , . . . , xn ), Fp (yℓ0 ,1 , . . . , yℓ0 ,k ))
=
1;
by
Claim
21,
′
Cn (x1 , . . . , xn , yℓ0 ,1 , . . . , yℓ0 ,k ) = 1, i.e., Cn returns 1.
Recalling that the size of Fb and Fp is linear in the number of corresponding inputs, we
conclude that the total complexity of F ′ is 1 + |Fb | + L · |Fp | = O(n + L · k) = O(n) (as
L = ⌊n/k⌋).
◀
As already mentioned, by [18], the total share size in any secret-sharing scheme realizing
is Ω(n2 / log n). Furthermore, it is not hard to verify that has at most O(n2 ) min-terms
(since Cn has only O(n) min-terms), and so Cn′ can be computed by a polynomial-size
monotone DNF. Thus, Theorem 19 follows from Lemma 23.
Cn′

5

Secret Sharing from FOS for Long Secrets – Proof of Theorem 3

Suppose that the function f : {0, 1}n → {0, 1} can be computed by a FOS of size 2o(n/ log n)
over slice gates of weight bounded by poly(n). In this section, we prove that for sufficiently
long secrets s, the function f can be realized with share size 2o(n) · |s| (i.e., it has a secretsharing scheme with information ratio 2o(n) ).
As a first step, we show that every FOS F of size S can be balanced into a FOS F ′
of depth D = O(log S) and size S ′ = O(poly(S)) over slice gates with similar fan-in. The
following theorem provides a more general statement that applies to any monotone formula
over unbounded fan-in gates. We note that when all gates have fan-in 2 the following
technique is very similar to the one used by Spira [47], with a different trade-off between the
depth and size of the balanced formula.
▶ Lemma 24 (Balancing monotone formulas over unbounded gates). Let F be a monotone
formula of size S with Boolean gates of unbounded fan-in computing a monotone function f .
Then, there is a monotone formula F ′ of depth O(log S) and size O(poly(S)) computing the
same function f . The gates of F ′ are the gates of F , AND gates, and OR gates.
Proof. We construct the balanced formula F ′ recursively, where in each step we identify
a gate in the formula F that divides F into sub-formulas of at most half the size of F ,
and continue recursively to balance each of these sub-formulas. The depth of the balanced
formula F ′ is at most 3 log size(F ), as in each step we add at most 3 to the depth of F ′ ,
where the number of steps in the recursion is at most log size(F ).
We denote F = G(F1 , . . . , Fk ), where G is the root-gate of F and F1 , . . . , Fk are the
sub-formulas rooted at the children of G.
)
We start with the simple case in which ∀i ∈ [k] : size(Fi ) ≤ size(F
. In this case, we
2
continue to balance each sub-formula Fi recursively to an equivalent formula Fi′ of depth
3 log |Fi | and output F ′ = G(F1′ , . . . , Fk′ ), and by induction we get that
depth(F ′ ) = 1 + max depth(Fi′ ) ≤ 1 + max 3 log size(Fi ) ≤ 1 + 3 log
i∈[k]

i∈[k]

Otherwise, there exists a sub-formula Fi such that size(Fi ) ≥
gate g in the formula F such that

size(F )
≤ 3 log size(F ).
2

size(F )
.
2

Thus, we find a
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)
1. The size of the sub-formulas rooted at g is at least size(F
, and
2
2. The size of each of the sub-formulas H1 , . . . , Hℓ rooted at the children of g is less than
size(F )
.
2
We can simply find such a gate g by traversing the formula F starting from the root G and
)
choosing the child whose sub-formula is of size at least size(F
. If such a child does not exist,
2
we have found g.
For b ∈ {0, 1}, let F̂b be the formula F where we replace the sub-formula rooted at g by
the constant b. The value of g selects if the formula F outputs F̂0 or F̂1 , that is,

f = (F̂0 ∧ g(H0 , . . . , Hℓ ) ) ∨ (F̂1 ∧ g(H0 , . . . , Hℓ )).
As noted by [53], for a monotone formula, if F̂0 (x) = 1 then F̂1 (x) = 1 and f (x) = 1 regardless
of the value of g(H0 , . . . , Hℓ ). This implies that f can be expressed by the monotone formula
f = F̂0 ∨ (F̂1 ∧ g(H0 , . . . , Hℓ )).
)
)
Notice that size(F̂b ) ≤ size(F
for b ∈ {0, 1} and size(Ĥi ) ≤ size(F
for i ∈ [ℓ]. Thus, we
2
2
′
construct the balanced formula F by recursively balancing the formulas F̂0 and F̂1 and
getting balanced formulas F̂0′ and F̂1′ respectively, recursively balancing the sub-formulas
H1 , . . . , Hℓ and getting balanced sub-formulas H1′ , . . . , Hℓ′ respectively, and letting

F ′ = F̂0′ ∨ (F̂1′ ∧ g(H0′ , . . . , Hℓ′ )).
Then, by induction we get that
depth(F ′ ) ≤ 3 + max{depth(F̂0′ ), depth(F̂1′ ), max depth(Hi′ )}
i∈[ℓ]

≤ 3 + max{3 log size(F̂0 ), 3 log size(F̂1 ), max 3 log size(Hi )}
i∈[ℓ]

size(F )
= 3 log size(F ).
≤ 3 + 3 log
2

◀

Using Lemma 24, we prove Theorem 3.
Proof of Theorem 3. Suppose that the function f : {0, 1}n → {0, 1} can be computed by
a FOS F of size 2o(n/ log n) over slice gates of weight bounded by poly(n). By Lemma 24,
f can be computed by a FOS F ′ of depth D′ = o(n/ log n) and size S ′ = 2o(n/ log n) over
slice gates of weight bounded by poly(n). It is shown in [1] that any (k, ℓ)-slice function
can be realized with information ratio of I = k 2 for long secrets, i.e., for secrets of length
k
t = 2Ω(n ) there is a secret-sharing scheme realizing the slice function with share size
O(k 2 t). We can use the construction of [9] (which uses a formula to construct a secretsharing scheme) to F ′ and derive a secret-sharing scheme whose total information ratio is
′
O(S ′ I D ) = 2o(n/ log n) poly(n)o(n/ log n) = 2o(n) , as required.
◀
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Secret Sharing, Slice Formulas, and Monotone Real Circuits

A

Improved MRF and FOS Sizes via Duality for Some Function
Families

In this section, we present a 2Ω(n) gap between the best known share size in secret-sharing
schemes and the sizes of FOSs and MRFs for uniformly chosen DNFs of Ω(n) width. Along
the way, we prove that MRCs and FOSs are closed under duality – an interesting property
that may be useful elsewhere.
To simplify the discussion in this section, we will view the inputs and outputs of Boolean
functions as −1 and 1 instead of 0 and 1, where each 0 is simply replaced with −1. The dual
of a Boolean function f : {0, 1}n → {0, 1}, denoted D(f ), is the Boolean function
D(f )(x1 , . . . , xn ) = −f (−x1 , . . . , −xn ).
We will also extend this definition to functions f : Rn → R. For a gate G, we denote by
D(G) the dual gate of G.
We list a few examples of duality in the Boolean world. The dual of OR is AND and
vice versa, the dual of (k, n)-threshold functions are (n − k + 1)-threshold functions, and
the dual of any (k, n)-slice function is the corresponding (n − k, n)-slice function. It is a
long-standing open question whether the share size of a secret-sharing scheme realizing f
and its dual are the same for every monotone function. See, e.g., [19]. The state of affairs
today is that some functions have secret-sharing schemes with significantly smaller share
sizes than known schemes for their duals. We will show that the answer to the analogues
question for circuits and formulas over monotone real gates and slice gates is positive:
▷ Claim 25. Let C be a circuit with gates G1 , . . . Gk that computes a function f : Rn → R.
Then, a circuit C ′ with the same structure and with every gate Gi replaced with D(Gi )
computes the function D(f ).
Proof. We prove the claim by induction on the depth of the circuit. For the base case where
the circuit has only one gate the claim is trivial. We then assume that the claim holds for
circuits of depth d, and consider the root gate G of a circuit C of depth d + 1 that computes
the function f . Denote by G1 , . . . , Gk the children of G. For every i ∈ [k], it holds that
Gi is the root of a circuit Ci of depth at most d that computes some function fi . That is,
f (x) = G(f1 (x), . . . , fk (x)). By our assumption, for every i ∈ [k], if we replace all gates in
Ci with their duals, we will get a circuit Ci′ computing D(fi ). Then, when we also replace
the root G with its dual, we will get a circuit C ′ that computes
D(G)[D(f1 )(x), . . . , D(fk )(x)] = −G[−(−f1 (−x)), . . . , −(−fk (−x))] = −G[f1 (−x), . . . , fk (−x)],

which equals D(f ) as desired.

◁

▶ Lemma 26 (Duality for circuits with real gates and slice gates). If a Boolean function f has
a circuit C with slice gates and monotone real gates of size s, then the dual of f , D(f ), has
a circuit C ′ with the same structure and size s (but with different specifications for the slice
gates and the real gates). Furthermore, if C contains only slice gates, then C ′ has only slice
gates, and if C contains only real gates, then C ′ has only real gates.
Proof. Note that when G is a monotone real gate then D(G) also computes a monotone
real function: If x < y, then −y < −x, and since G is monotone, D(G)(x) = −G(−x) ≤
−G(−y) = D(G)(y). As mentioned before, it is also clear that when G is a slice gate then
D(G) computes a slice function (with a different slice parameter). Thus, Claim 25 implies
the lemma.
◀
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We next discuss an application of Lemma 26.
▶ Definition
 27 (The (a, k, n)-DNF distribution [3]). For positive integers n, a ≤ n, and
1 ≤ k ≤ na , we define the (a, k, n)-DNF distribution over monotone functions f : {0, 1}n →
{0, 1} as follows: Sample k distinct n-bit strings y1 , . . . , yk of Hamming weight a, and take
f to be the monotone function whose minterms are y1 , . . . , yk .
Applebaum and Nir [3] showed that if share sizes were the same for monotone functions
and their duals, better secret-sharing schemes could be realized for the above distribution
of functions (with high probability over the choice of the function). Similar to the other
constructions discussed in the full version of the paper, their construction first implicitly
constructs constant depth formulas over slice gates for some functions. Then they assume
that the duals of these functions have secret-sharing schemes with the same share size, and
under this assumption constructs better secret-sharing schemes for functions sampled from
the (a, k, n)-DNF distribution. By Lemma 26, the constant depth formulas over slice gates
have corresponding constant depth formulas over slice gates for the dual functions. Thus,
plugging these constant depth FOSs for the dual functions in the constant depth formula of [3]
over slice gates results in a constant depth FOS for functions from (a, b, n)-DNF distribution
of size O(20.491n ) for every values of a = a(n) and b = b(n). In addition, these FOSs can be
translated to MRFs using the construction of Rosenbloom [43], obtaining a constant depth
formula over real gates for functions from (a, b, n)-DNF distribution of size O(20.491n ).10
To conclude, for FOSs and MRFs we get the following theorem, which is the FOS or MRF
version of [3, Theorem 6.2]. While [3, Theorem 6.2] contains an assumption on secret-sharing
schemes (which might or might not hold),11 the statement in the next theorem has no
assumptions.
▶ Theorem 28. For every functions a = a(n), b = b(n), a function sampled from the
(a, b, n)-DNF distribution has a FOS and an MRF of size at most 20.491n+o(n) with probability
1 − 2−Ω(n) .12
In contrast, the best known secret-sharing upper-bound for the (a, b, n)-DNF distribution
(for arbitrary a, b) is 20.5n+o(n) .

10

Alternatively, we can translate the construction of [3] using the result of [43] and apply Lemma 26 for
formulas over real gates.
11
The slice functions used in all known secret-sharing constructions are very sparse, i.e., (k, n)-slices where
k << n; it is not known how to realize their dual “dense” slices, where k is close to n, with similar
share sizes. Moreover, it is not clear if such construction exists.
12
λ
The value 0.491 is the one for which the following equation holds: 21 H2 (λ) − (1 − λ) H2 ( 1−λ
) = 0.
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1

Introduction

We study the maximum matching problem in the dynamic streaming setting. In this problem,
the edges of an input graph G = (V, E) are presented to the algorithm as a sequence of both
edge insertions and deletions. The goal is to recover an approximate maximum matching of
G at the end of the stream using a limited space smaller than the input size, namely, o(n2 )
space where n is the number of vertices. The (dynamic) graph streaming model is highly
motivated by applications to processing massive graphs and has been studied extensively in
recent years; see, e.g. [1, 2, 28, 31, 10, 36, 7, 6, 24, 38, 5, 8, 29, 17, 32] and references therein.
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A brief note on the history of dynamic streaming matching is in order. Initiated by a
breakthrough of [1], for most graph problems studied in insertion-only streams, researchers
were able to subsequently obtain algorithms with similar guarantees in dynamic streams
as well; this includes connectivity [1], cut sparsifiers [2], spectral sparsifiers [28], densest
subgraph [36], subgraph counting [2], (∆ + 1)-vertex coloring [5], among many others. This
placed the maximum matching problem in a rather unique position in the literature: while
there is a straightforward 2-approximation algorithm for this problem in insertion-only streams
using only O(n log n) space [20], no non-trivial dynamic streaming algorithms were developed
for this problem even in o(n2 ) space, despite significant attention; see, e.g. [9, 15, 14].
This problem was addressed in a series of (independent and concurrent) work [31, 7, 13].
In particular, [7] proved that α-approximation for matching in dynamic streams requires
(n2−o(1) /α3 ) space and designed an α-approximation algorithm with O(n2 /α3 · polylog (n))
space ([31] gave a slightly weaker lower and upper bounds for this problem and [13] obtained
an algorithm with similar performance as [7]). The work of [7] thus brought the gap between
space upper and lower bounds on this problem down to an no(1) factor. The lower bound
of [7] relied on a remarkable characterization of dynamic streaming algorithms due to [33, 3]
that allows for transforming linear sketching lower bounds to dynamic streams. However,
this characterization requires making strong requirements from the streaming algorithms
(such as processing doubly exponentially long streams); see [25] for a detailed discussion on
this topic. More recently, [17] bypassed this characterization step entirely and along the way,
improved the lower bound for this problem to Ω(n2 /α3 ) space directly in dynamic streams.
This constitutes the state-of-the-art for the dynamic streaming matching problem.
In parallel to this line of work on the matching problem that focused on determining the
“high order terms” in the space complexity (namely, up to no(1) or polylog (n) factors), there
has also been substantial work on determining the “lower order terms” on space complexity
of other dynamic graph streaming problems [42, 30, 38, 43]. For instance, [38], building
on [30], proved that any dynamic streaming algorithm for connectivity requires Ω(n · log3 (n))
space which matches the algorithm of [1] up to constant factors. This quest for obtaining
asymptotically optimal bounds is common in the streaming literature beyond graph streams
such as in frequency moment estimation [26, 27, 34, 4, 11], empirical entropy [21, 12, 22],
numerical linear algebra [16], compressed sensing [39, 40], and sampling [30].
This state of affairs is the motivation of our work: Can we determine the space complexity
of the maximum matching problem down to its lower order terms in dynamic streams? We
resolve this question in the affirmative by presenting an improved algorithm for this problem.
▶ Main Result (Formalized in Theorem 14). There is a dynamic streaming algorithm that
with high probability outputs an α-approximation to maximum matching using O(n2 /α3 )
space for any α ≪ n1/2 .
Let us right away note that the condition of α ≪ n1/2 in our main result is not arbitrary1 :
for α > n1/2 , we have n2 /α3 < n/α, while one needs Ω((n/α) · log n) space simply to store
an α-approximate matching! As a result, our algorithm now matches the lower bound of [17]
up to constant factors in almost the entirety of its meaningful regime for parameter α, thus
completely resolving the space complexity of the maximum matching problem in dynamic
streams. We now discuss further aspects of our work.

1

This condition is in fact used in all prior lower bounds in [31, 7, 17] as well as algorithms [31, 13] with
the exception of algorithm of [7].
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Beyond L0 -samplers. The key technique2 in dynamic graph streams is the use of L0 samplers that allow for sampling an edge from a sequence of edges that undergo insertions
and deletions (see Section 2.2).
Previously-best algorithms of [7, 13] for dynamic streaming matching sample O(n2 /α3 )
edges from the input graph (from a carefully-designed non-uniform distribution) and show
that this sample contains an α-approximate matching. For the sampling, they need to use
L0 -samplers that will bring in an additional polylog (n) factor overhead in the space. At the
same time, a careful examination of the lower bound of [17] shows that one needs to recover
Ω(n2 /α3 ) edges from the graph (not only bits, assuming one only communicates edges). On
top of this, the lower bound of [38] for the connectivity problem is based on showing that
recovering (n − 1) edges of a spanning forest in the input, essentially require paying the cost
of (n − 1) L0 -samplers as well, leading to their Ω(n · log3 (n)) lower bound. Putting all this
together, it is natural to conjecture that one also needs Ω(n2 /α3 · polylog(n)) space for the
matching problem3 .
Our algorithm in this paper is still based on finding Θ(n2 /α3 ) edges from the input graph.
It turns out however that one can do this more efficiently than using the same number of
L0 -samplers. In particular, we show a way of recovering these edges with only O(1) bit
overhead per edge on average. This is achieved using a novel sketching primitive in this
paper (Section 3). On a high level, this sketch allows us to recover sparse induced subgraphs
of the input graph, specified to the algorithm only at the end stream, in a more efficient
manner than recovering them one edge at a time via L0 -samplers4 . We believe this idea
can be useful for obtaining asymptotically optimal algorithms for other dynamic streaming
problems as well.
Classifying input graphs. Another key idea in our paper is a way of roughly classifying
input graphs into “easy” and “hard” instances. Informally speaking, the easy instances are
the ones that one can recover a large matching from them by sampling ≪ n2 /α3 edges (again,
in a non-uniform way). Such a graph can then be handled in O(n2 /α3 ) space even if we
use L0 -samplers for our sampling given, we now need much fewer number of samples than
before. One of our two main lemmas (Lemma 16) gives one characterization of these graphs:
essentially, any “hard” graph, i.e., a one not solvable by the above approach, includes a
subgraph on n−o(n/α) vertices with only ≈ n edges and a matching of size ≈ n−o(n/α) (they
essentially have an induced matching of size ≈ n − o(n/α)). A reader familiar with [31, 7, 17]
may notice that this family of graphs is precisely the one used in all prior lower bounds for
the dynamic streaming matching problem.
Our next main lemma (Lemma 17) then gives an algorithm for solving the hard graphs.
The idea behind the algorithm is as follows. Let us use S to denote the vertices in the
induced sparse subgraph of the input and let T be the remaining vertices (we will be able
to recover an approximate version of this partitioning at the end of the stream). If we
are able to recover edges inside S, we will be done as there is a large matching in S and
it does not have too many extra edges. The problem is that we will not know this set
until the end of the stream and by that point we should have collected all the required

2
3
4

We are only aware of a single work [28] in dynamic graph streams that does not use L0 -samplers.
This was in fact the authors’ conjecture at the beginning of this project.
Let us note that our sketch cannot do magic: The problem of finding sparse induced subgraphs is at the
core of the lower bound approaches for dynamic streaming matching in [7, 17], thus there is no hope of
solving it “efficiently”. Our sketch shows that one can recover these graphs without paying any extra
cost over the lower bounds of these work.
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information. This is where our main sketching tool mentioned earlier comes into place.
Informally, the sketch allows us to, for any vertex v ∈ S, recover the neighbors N (v) of v
using roughly |N (v) ∩ T | + (|N (v) − T | · poly log (n)) bits (as opposed to |N (v)| · polylog (n)
bits via L0 -samplers). As the total number of edges outside T is quite small ≈ n in total,
this is huge saving for us that allows for obtaining our desired O(n2 /α3 ) bit upper bounds.
We shall remark that in this discussion, we have been imprecise to give a rough intuition
of our approach; the actual details turn out to be considerably more challenging as described
in Section 5 and Section 6.
“Shaving” log-factors? Finally, we emphasize that our improvement over prior work
in [7, 13] at no place is obtained via “shaving log-factors”. Indeed, there is a considerable
gap of nΩ(1) factor between the parameters that our easy-graph algorithms and hard-graph
algorithms can still handle within O(n2 /α3 ) space. This in turn allowed us to be quite
cavalier with the parameters (e.g., using log n-factors or nΩ(1) -factors where constant or
poly log (n) sufficed) and still recover an optimal space bound.

2

Preliminaries


Notation. For a graph G = (V, E), we write vec(E) to denote the n2 -dimensional vector
where vec(E)i denotes the multiplicity of the edge ei in G. We use deg(v) and N (v) for
each vertex v ∈ V to denote the degree and neighborhood of v, respectively. For a subset F
of edges in E, we use V (F ) to denote the vertices incident on F ; similarly, for a set U of
vertices in V , E(U ) denotes the edges incident on U .
Throughout, we will use the term “with high probability” to mean with probability at
least 1 − 1/nc for some large constant c > 0. The constant c can be made arbitrarily large
by only increasing the space of our algorithms with a constant factor and thus within the
same asymptotic bounds. Moreover, for our purpose, this probability is large enough that
one can always do a union bound over at most poly(n) different events that we consider in
this paper; we do not necessarily mention this each time.

2.1

Dynamic (Graph) Streams and Linear Sketches

The dynamic streaming model is defined formally as follows.
▶ Definition 1 (Dynamic (graph) streams). A dynamic stream σ = (σ1 , . . . , σN ) defines
a vector x ∈ Rm . Each entry of the stream is a tuple σi = (ji , ∆i ) for ji ∈ [m] and
∆i ∈ {−1, +1}. The vector x is defined as:
X
for all j ∈ [m] : xj =
∆i .
σi :ji =j


A dynamic graph stream is a dynamic stream wherein m = n2 and x = vec(E) for the graph
G = (V, E) with V = [n]. Each update to vec(E) corresponds to inserting or deleting the
specified edge from the graph.
A dynamic streaming algorithm makes a single pass over updates to x and uses a limited
memory, measured in number of bits, and output an answer to the given problem at the end
of the stream.
Similar to virtually all other dynamic streaming algorithms, our algorithms will also be
based on linear sketches, defined as follows.
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▶ Definition 2 (Linear sketch). Let Π be a problem defined over vectors x ∈ Rm (e.g., return
the ℓ2 -norm of x). A linear sketch for Π is an algorithm defined by the following pair:
s×m
sketching matrix: A matrix Φ ∈ poly(m)
that can be random and implicit;
recovery algorithm: An algorithm that given the sketching matrix Φ and the vector
Φ · x, returns a solution to Π(x).
We refer to the vector Φ · x as a sketch of x, and to the number of bits needed to store Φ
(implicitly) and Φ · x as the size of the linear sketch.
The linear sketch for an input x then consists of sampling a sketching matrix Φ (independent of x), computing the sketch Φ · x, and running the recovery algorithm on the sketch
to solve the problem.
(We note that the computations can be on the set of integers, reals, or on finite fields.)
For our purpose in this paper, we typically focus on graph problems for the choice of
Π in Definition 2 and then x = vec(E) where E is the edge-set of the input graph. The
following proposition is well-known and is omitted here.
▶ Proposition 3. Let Π be a problem defined over vectors x ∈ Rm . Suppose there exists
a linear sketch of size s(n) for Π with probability of success p(n). Then, there is also a
streaming algorithm for solving Π on dynamic streams defining x with probability of success
p(n) using O(s(n) + log m) bits of space.
Given Proposition 3, in the rest of the paper, we simply focus on designing linear sketches
for our dynamic streaming problems.

2.2

Standard Sketching Toolkit

We will also use L0 -samplers, a powerful tool used by most dynamic graph streaming
algorithms, in our paper. The goal of L0 -samplers is to solve the following basic problem.
▶ Problem 1 (L0 -Sampling). Given a vector x ∈ Rm specified in a dynamic stream, sample
xi uniformly at random from the support of x at the end of the stream.
We will typically use L0 -samplers by applying them to different pre-specified subsets of
edges of the underlying graph to sample a uniform edge from those subsets.
▶ Proposition 4 ([23, 30]). There is a linear sketch, called L0-Sampler, for Problem 1 with
size
sL0 = sL0 (m, δF , δE ) = O(log m · (log m · log(1/δF ) + log(1/δE ))
bits, that outputs FAIL with probability at most δF and outputs a wrong answer with probability
at most δE .
Another standard tool we use is sparse-recovery (from both sketching and compressed
sensing literature). The goal of sparse recovery is to solve the following problem.
▶ Problem 2 (Sparse Recovery). Given an integer k ≥ 1 and a vector x ∈ Rm specified in a
dynamic stream with the promise that ∥x∥0 ≤ k, recover all of x at the end of the stream.
We use the following standard result on sparse recovery over finite fields.
▶ Proposition 5 (c.f. [18]). Let q be any prime number and k ≥ 1 be an arbitrary integer.
There is a deterministic (poly-time computable) linear sketch, called Sparse-Recovery,
for Problem 2 for k-sparse vectors x ∈ Fm
q , with size
sSR = sSR (m, k, q) = O(k · log m · log q)
bits that always outputs the correct answer on k-sparse vectors. Moreover, all computations
of this linear sketch are also performed over the field Fq .
ITCS 2022
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We shall note that for our application, we actually need the “moreover” part of Proposition 5 (which limits the use of more standard approaches).

2.3

Probabilistic Tools

We use the following standard concentration inequalities. The first is a standard form of
Chernoff bounds.
▶ Proposition 6 (Chernoff bound; c.f. [19]). Suppose X1 , . . . , Xm are m independent random
Pm
variables with range [0, 1] each. Let X := i=1 Xi and µL ≤ E [X] ≤ µH . Then, for any
ε > 0,
 2

 2

ε · µH
ε · µL
Pr (X > (1 + ε) · µH ) ≤ exp −
and Pr (X < (1 − ε) · µL ) ≤ exp −
.
3+ε
2+ε
We also need McDiarmid’s inequality when there is non-trivial correlation between random
variables.
▶ Proposition 7 (McDiarmid’s inequality [35]). Let X1 , . . . , Xm be m independent random
variables where each Xi has some range Xi . Let f : X1 × · · · × Xm → R be any c-Lipschitz
function meaning that for all i ∈ [m] and all choices of (x1 , . . . , xm ), (x′1 , . . . , x′m ) ∈ X1 ×
· · · × Xm ,
|f (x1 , · · · , xi−1 , xi , xi+1 , · · · , xm ) − f (x1 , · · · , xi−1 , x′i , xi+1 , · · · , xm )| ≤ c.
Then, for all b > 0,
2 b2
Pr (|f (X1 , . . . , Xm ) − E [f (X1 , . . . , Xm )]| ≥ b) ≤ 2 · exp −
m · c2



.

Finally, in certain places, we also use limited independence hash functions in our algorithms
to reduce their space complexity.
▶ Definition 8 (Limited-independence hash functions). For integers n, m, k ≥ 1, a family H
of hash functions from [n] to [m] is called a k-wise independent hash function iff for any two
k-subsets a1 , . . . , ak ⊆ [n] and b1 , . . . , bk ⊆ [m],
Pr (h(a1 ) = b1 ∧ · · · ∧ h(ak ) = bk ) =

h∼H

1
.
mk

Roughly speaking, a k-wise independent hash function behaves like a totally random
function when considering at most k elements. We use the following standard result for
k-wise independent hash functions.
▶ Proposition 9 ([37]). For every integers n, m, k ≥ 2, there is a k-wise independent
hash function H = {h : [n] → [m]} so that sampling and storing a function h ∈ H takes
O(k · (log n + log m)) bits of space.
We shall also use the following concentration result on the extension of Chernoff-Hoeffding
bounds for limited independence hash function.
▶ Proposition 10 ([41]). Suppose h is a k-wise independent hash function and X1 , . . . , Xm
Pm
are m random variables in {0, 1} where Xi = 1 iff h(i) = 1. Let X := i=1 Xi . Then, for
any ε > 0,



k
ε2
Pr (|X − E [X]| ≥ ε · E [X]) ≤ exp − min
,
· E [X]
.
2 4 + 2ε
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New Sketching Toolkit

We present two novel linear sketches in this section that are needed for our main algorithm.
The first one is a simple way of sampling random edges from a group of vertices to obtain
an edge to a random neighbor of this set (as opposed to a random edge). The second (and
main5 ) linear sketch is a sparse-recovery-type sketch that allows for finding neighborhood of
a vertex (or group of vertices) assuming we already know a set that intersects largely with
the neighborhood. Due to space limitations, we postpone the proofs in this section to the
full version of the paper.

3.1

Neighborhood-Edge Sampler

Suppose we have a group S of vertices, and we want to sample a vertex v from the neighborhood of S (v ∈R N (S)). If we want the probability of each vertex v to be proportional
to deg(v), we can simply sample an edge incident on S (using an L0-Sampler) and return
the other endpoint; but what if we would like to sample v uniformly at random from N (S)?
There is a simple (and standard) solution for this problem using an L0-Sampler if we do not
need to recover the edge incident on v 6 . However, for our purpose, we crucially need the edge
as well therefore just an L0-Sampler will not work. We formulate the following problem to
address this formally.
▶ Problem 3. Given a graph G = (V, E) specified in a dynamic stream, and a set S ⊆ V of
vertices at the start of the stream, output an edge (u, v) such that u ∈ S and v is sampled
uniformly at random from N (S).
The following lemma gives a linear sketch for solving this problem.
▶ Lemma 11. There is a linear sketch, called NE-Sampler(G, S), for Problem 3 with size
sNES = sNES (n) = O(log3 n)
bits, that outputs FAIL with probability at most 1/100 and gives a wrong answer with probability
at most n−8 .

3.2

Sparse-Neighborhood Recovery

The second problem we would like to tackle is a sparse-recovery-type problem: suppose we
have a group S of vertices, and at the end of the stream, we (somehow) managed to find a
superset T of all but a “tiny” fraction of vertices in N (S). Can we recover the remainder of
N (S) − T efficiently now using our sketch? Formally,
▶ Problem 4 (Sparse-Neighborhood Recovery). Let a, b ≥ 1 be known integers. Consider a
graph G = (V, E) specified in a dynamic stream and let S ⊆ V be a known subset of vertices.
The goal is to, given a set T ⊆ V at the end of the stream, return the set N (S) − T , assuming
the following promises:
1. size of T is at most a;
2. size of N (S) − T is at most b;
3. for every vertex v ∈ N (S) − T , |S ∩ N (v)| < c.

5

6

The reason we consider this the most important of our sketches is that essentially all our saving of
poly log (n) factors comes from the ultra efficiency of this sketch. For the first sketch, even a somewhat
loose (in terms of extra poly log (n) factors) bound in the space suffices for our purpose.
Create an n-dimensional vector where entry i denotes the number of edges incident on vi from S; then
use an L0-Sampler to return an element from the support of this vector uniformly at random.
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In words, in Problem 4, we have a set S of vertices, known at the start of the stream, and
we are interested in their neighbors outside a given set T , specified at the end of the stream.
Our guarantees are roughly that T is not “too large” (parameter a), neighborhood of S
outside T is not “large” (parameter b), and each vertex outside T only has “few” neighbors
inside S (parameter c). See Figure 1 for an illustration.
V\S
a

T

S

c
b
N(v)
v

N(S)

Figure 1 The neighborhood of S, N (S) intersects with T . T has size at most a and N (S) − T
has size at most b. Also, every vertex v in N (S) − T has at most c neighbors in S.

▶ Lemma 12. There is a linear sketch, called SN-Recovery(G, S), for Problem 4 that sketch
size and number of random bits, respectively,
sSNR = sSNR (n, a, b, c) = O(a · log c + b · log2 n · log c)

and

sSNR + O(a · log n)

bits and outputs a wrong answer with probability at most 1 − exp(−b/400) for any7 b ≫
log log n.
The important part of Lemma 12 is that the dependence on log n is only on the (much)
smaller b-term, as opposed to the a-term (otherwise, this result would be immediate by Proposition 58 ). This saving is a key factor in the success of our algorithms in achieving
asymptotically optimal bounds for the matching problem in dynamic streams.
Before we move on from this section, we also mention a simple helper sketch that allows
to approximately verify if the promises of Problem 4 are satisfied for a given input (which is
needed for our main algorithm). We formally define the problem as follows:
▶ Problem 5 (Neighborhood Size Testing). Let a, b̃ ≥ 1 be known integers. Consider a graph
G = (V, E) specified in a dynamic stream and let S ⊆ V be a known subset of vertices. The
goal is to, given a set T ⊆ V at the end of the stream, return “Yes” if |N (S) − T | ≤ b̃ and
“No” if |N (S) − T | ≥ 2b̃, assuming that the size of T is at most a and that a itself satisfies
a ≥ 16 b̃.
The setting of Problem 5 is quite similar to Problem 4 with the difference that we know
are only interested in testing whether the promise of Problem 4 is approximately satisfied
or not. In other words, we have a set S of vertices, known at the start of the stream, and
we are interested in the size of the neighborhood outside a given set T , specified at the end
of the stream. We guarantee that T is not “too large” (parameter a) and that a is slightly
larger than b̃ and want to know the size of the neighborhood of S outside T . If the size is
between b̃ and 2b̃ then the answer can be arbitrary.

7
8

We note that this condition is strictly speaking not needed and is only provided to simplify the algorithm.
What makes Problem 4 particularly different from sparse-recovery is that since we only know T is a
superset of N (S) and not equal to it, our underlying vector is only (a + b)-sparse as opposed to b-sparse.
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▶ Lemma 13. There is a linear sketch, called NE-Tester(G, S), for Problem 5 that uses


a
sNET = sNET (n, a, b̃) = O
log3 n
b̃
bits and at the end of the stream given the set T , with probability at least 1 − n−3 correctly
outputs “Yes” if size of N (S) − T is at most b̃ and “No” if it is at least 2b̃ (the answer may
be arbitrarily otherwise).

4

Main Result and Setup

In this section, we present our main results for α-approximating the maximum matching of
any given graph in dynamic streams using O(n2 /α3 ) bits of space. Specifically, we prove the
following theorem for linear sketches which immediately gives a dynamic streaming algorithm
with the same guarantees by Proposition 3.
▶ Theorem 14. There is a linear sketch that given any parameter α ≤ n1/2−δ , for any
constant δ > 0, and any n-vertex graph G = (V, E) specified via vec(E), with high probability
outputs an α-approximate maximum matching of G using O(n2 /α3 ) bits of space.
We will make the following (more or less standard) assumptions when designing our
algorithms. Both assumptions are made for simplicity of exposition and we show how to
remove them later in this section.
▶ Assumption 1 (Knowledge of matching size). At the beginning of the stream, we are given
an estimate opt with the promise that the maximum matching size of the input graph G has
size at least opt. The goal is then to return a matching of size (η0 · opt/α) for some absolute
constant η0 > 0 at the end of the stream.
▶ Assumption 2 (Range of parameters). We assume that the parameter opt of Assumption 1
and approximation factor α satisfy the following equations: opt ≥ α2 · nδ and α > 100.
▶ Remark 15. While we assume Assumption 1 and Assumption 2 when designing our
algorithms, even if these assumptions are not satisfied, the algorithms (with high probability)
will not output an edge that does not belong to the graph, but may output a matching that
is not sufficiently large for our purpose.
The plan for designing our main algorithms is then to focus on the problem of Assumption 1
(and further assume Assumption 2). We first give a linear sketch that can handle “easy”
graphs for this problem. In particular, we prove the following lemma.
▶ Lemma 16 (Match-Or-Sparsify Lemma). There is a linear sketch that given any graph
G = (V, E) specified via vec(E), uses O(opt2 /α3 ) bits of space and with high probability
outputs a matching Measy that satisfies at least one of the following conditions:
Match-case: The matching Measy has at least (opt/8α) edges;
Sparsify-case: The induced subgraph of G on vertices not matched by Measy ,
denoted by Geasy , has at most (20 opt · log4 n) edges and a matching of size at least
3 opt/4.
This lemma should be interpreted as: we can either find a matching of size (opt/8α)
(solving the problem of Assumption 1 with η0 = 1/8), or certify that we had a “hard”
graph to work on. Our main saving in the space then comes from the subsequent algorithm
that handles any input that leads to the sparsify-case of Lemma 16. We prove Lemma 16
in Section 6.
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The following lemma is the heart of the proof. We emphasize that the information
provided by algorithm of Lemma 16 will only be available to the algorithm of this lemma at
the end of the stream as we have to run both algorithms in parallel in a single pass.
▶ Lemma 17 (Algorithm for Sparsify-Case). There is a linear sketch that given any graph
G = (V, E) specified via vec(E), uses O(opt2 /α3 ) bits of space and with high probability,
given the matching Measy of Lemma 16 in the recovery step, can recover a matching of
size (opt/8α) in G.
We prove Lemma 17 in Section 5. Theorem 14 now follows easily from Lemma 16
and Lemma 17 and by lifting Assumption 1 and Assumption 2.
Proof of Theorem 14. By Lemma 16 and Lemma 17, we can use O(opt2 /α3 ) bits of space
under Assumption 1 and Assumption 2 and find a matching of size at least (opt/8α) in G
with high probability.
Removing Assumption 2. Firstly, if opt < α2 · nδ , then by the promise of Theorem 14
that α < n1/2−δ , we get that opt < n1−δ . At this point, even if we run an algorithm with
O((opt2 /α3 ) · poly log (n)) space, it will still be o(n2 /α3 ) bits as required by Theorem 14.
Thus, we can run any of the previously-best algorithms for this problem, e.g. the ones
in [7, 13], to solve the problem (one can also run our Lemma 16 with poly log (n) bits of
space overhead so that it only leads to the match-case and thus solve the problem this way;
we omit the details here).
Secondly, if α ≤ 100, we can simply maintain a counter mod two between every pairs
of vertices to store all edges of G in O(n2 ) bits of space which is permitted by Theorem 14
when α = O(1). This allows us to solve the problem exactly.
Removing Assumption 1. Let A(opt, α) be the algorithm
we obtained so far under Assump
tion 1. We simply run A(o, β) for all choices of o ∈ 2i | i = 0 to log n and β = (α/2η0 ) in
parallel and return the largest matching found. By Remark 15, these matchings all belong
to the input graph with high probability and for the choice of o ≥ µ(G)/2, where µ(G) is
the maximum matching size of G, we can apply our results for opt = o to get a matching of
size η0 · opt/(β/2) = µ(G)/α in the graph, which is precisely an α-approximation as desired.
Finally, the space of this new algorithm is
O(1) ·

X
o∈
to log n}

o2
= O(n2 /α3 ) bits
α3

{2i |i=1

as the sum is forming a geometric series. This concludes the proof of Theorem 14.

◀

We conclude this section by making the following remark about the sketches we use.
▶ Remark 18. Throughout our main algorithms in the remainder of the paper, we use at
most O(n2 ) copies of the sketching primitives NE-Tester, NE-Sampler and SN-Recovery
developed in Section 3. For all these sketches the probabilities of failure and error are at
most, respectively, 1/100 and n−3 . We can simply do a union bound over all these sketches
and have that with a high probability, none of them are going to err. Hence, we condition on
this high-probability event here and do not explicitly account for the error probability of this
part each time. However, we will consider the case that these sketches may output FAIL still.
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Main Algorithm: Handling the Sparsify-Case

As the main part of our work in this paper is the algorithm for the sparsify-case of Lemma 16,
we first present that algorithm, and postpone the proof of Lemma 16 to the next section
instead.
Lemma 16 allows us to find a matching Measy which is either large enough, or the subgraph
induced by its unmatched vertices is sparse and has a large matching. Our task now is to
handle the latter case efficiently, i.e., prove Lemma 17. We emphasize that we can only know
this particular sparse subgraph of the input after the pass over the input, and by that point
we should have collected all the required information from the graph already.
The following lemma is a slightly weaker version of Lemma 17.
▶ Lemma 19 (Slightly weaker version of Lemma 17). There is a linear sketch that given any
graph G = (V, E) specified via vec(E), with high probability uses O(opt2 /α3 ) bits of space
and given the matching Measy of Lemma 16 in the recovery step that satisfies the sparsify-case,
can recover a matching of size (opt/8α) in G with probability at least (1 − n−δ/6 ) and does
not output any edge that is not in G with high probability.
Let us show that Lemma 19 immediately proves Lemma 17 in its full generality. Firstly, it
is without loss of generality to assume that Measy satisfies the sparsify-case as otherwise, the
algorithm can simply return Measy itself which is of size at least (opt/8α) in the match-case
and satisfies the promise of Lemma 17.
Secondly, to improve the success probability to a high-probability bound, we can run the
algorithm of above lemma in parallel for (60/δ) = O(1) times and return the largest matching
output by any copy. With high probability, the algorithm still does not output an edge not
in the graph and uses O(opt2 /α3 ) bits of space (as δ = Θ(1)). The probability that none of
60/δ
these matchings are large enough is only n−δ/6
= n−10 ; thus, the algorithm also outputs
a large enough matching with high probability. This proves Lemma 17 assuming Lemma 19.
As such, in this section, we focus on proving Lemma 19.
To simplify the exposition, we present and analyze the sketching matrix and recovery
step of the linear sketch in Lemma 19 separately.

5.1

The Sketching Matrix

The sketching matrix of Lemma 19 is computed via the following algorithm. We create k ≈
opt/α groups of vertices and each group is obtained by sampling each vertex independently
with probability 1/k (so vertices can belong to more than one group or none at all). We
connect these groups using a fixed (k/α)-regular graph and throughout the stream, we
only focus on the edges appearing between vertices of connected groups. Over these edges
then, we maintain one NE-Tester and one SN-Recovery for each group with parameters
a ≈ (opt/α2 ), b̃ ≈ nδ , and c = Θ(1). Moreover, to save space in the sketching matrices,
we use the same set of random bits for sketching matrices of all SN-Recovery copies. This
amounts to O(opt2 /α3 ) bits of space.
We note that in Algorithm 1, each vertex of V may appear in more than one group of V
or no group at all. We start the analysis by measuring the size of the sketching matrix and
the extra information stored by Algorithm 1. The proof is deferred to the full version.
▶ Lemma 20. Algorithm 1 uses O(opt2 /α3 ) bits of space with high probability.
We now analyze Algorithm 1. To continue, we need some notation and definitions.
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Algorithm 1 The sketching matrix of Lemma 19.

Input: A graph G = (V, E) specified via vec(E).
Parameters: Let k := 10opt/α, a = 2opt/α2 , b̃ = nδ/4 , and c = 30/δ.
1. Create a collection of groups of vertices V := (V1 , . . . , Vk ) as follows: For each i ∈ [k],
independently sample a (log2 n)-wise independent hash function hi : V → [k] and set
Vi := {v ∈ V | hi (v) = 1}.
k×k
2. Let F ∈ {0, 1}
be the adjacency matrix of an arbitrarily fixed (k/α)-regular graph on
[k] (with no self-loops or parallel edges). We say that two groups Vi and Vj are neighbor
whenever F (i, j) = 1.
3. For any group i ∈ [k], define the subgraph G(Vi ) on vertices V but
only consisting of edges between Vi and its neighbor-groups, i.e., with edges
{(u, v) ∈ E | u ∈ Vi , v ∈ Vj , F (i, j) = 1, ∀j}.
4. For every i ∈ [k], return the sketching matrices of SN-Recovery(G(Vi ), Vi ) with parameters
a, 2b̃, c and NE-Tester(G(Vi ), Vi ) with parameters a and b̃ as the final sketching matrix –
to save space, use the same random bits for sketching matrices of all copies of SN-Recovery.

Notation. We say an edge e = (u, v) appears between two groups Vi , Vj ∈ V iff u ∈ Vi
and v ∈ Vj , and Vi and Vj are neighbor groups, i.e., F (i, j) = 1. Similarly, we say e appears
inside a group Vi ∈ V if there exists some group Vj such that e appears between (Vi , Vj ).
We write “e ∈ (Vi , Vj )” or “e ∈ Vi ” when e appears between (Vi , Vj ) or inside Vi , respectively.
▶ Definition 21 (Group definitions). For each group Vi ∈ V, we say that Vi is:
clean if it does not contain any vertex of Measy .
expanding if more than b̃ edges of Geasy appear inside Vi and non-expanding otherwise.
Let M be the matching of size at least 3 opt/4 in Geasy as guaranteed by Lemma 16 (recall
that Geasy is the subgraph of G induced on vertices not matched by Measy ). We define M ⋆
as the following subset of M on “low-degree” vertices of Geasy , namely:

M ⋆ := (u, v) ∈ M | each of u and v has at most (b̃/2) neighbors in Geasy .
(1)
We will focus on recovering edges of M ⋆ (which we show are sufficiently many). For this,
we need to define several conditions for each edge (u, v) ∈ M ⋆ that if satisfied, allows us to
recover this edge via our recovery algorithm using the sketches stored by Algorithm 1.
▶ Definition 22 (M ⋆ -edges definitions). For any edge e of M ⋆ , we say that e is:
weakly-represented by pairs of groups Vi ̸= Vj ∈ V iff:
1. e appears between Vi and Vj (this means Vi and Vj has to be neighbor groups),
2. no edge of Geasy other than e appear between Vi and Vj , and
3. both Vi and Vj are clean.
strongly-represented by pairs of groups Vi ̸= Vj ∈ V iff:
1. e is weakly-represented by (Vi , Vj ), and
2. both of Vi and Vj are non-expanding.
Figures 2 and 3 give illustrations of this definition.
In this subsection, we show that ≈ opt/α edges of M ⋆ are strongly represented. Then, in
the next subsection, we design our recovery algorithm in a way that can recover all strongly
represented edges with high probability. Since these edges are coming from a matching
themselves, this allows us to find a large enough matching in the input graph. We now state
the main lemma for this subsection whose detailed proof is postponed to the full version of
the paper.
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Vj

Vi

Vj

Vi

Measy

Geasy

(a) This figure shows groups Vi and Vj with
exactly one edge e of Geasy between them but e
is not weakly-represented because Vi contains a
vertex of Measy

(b) This figure shows two groups Vi and Vj with
multiple edges of Geasy , none of which can be
weakly-represented.

Figure 2 Illustration of edges that satisfy the first condition, but not other conditions of weaklyrepresented edges.
< b̃

< b̃

Vj

Vi

Geasy

Figure 3 This figure shows a strongly-represented edge (in blue). There is exactly one edge e of
Geasy between Vi and Vj both of which are non-expanding and clean. Thus, e is strongly-represented.

▶ Lemma 23. The number of strongly-represented edges is at least
least 1 − n−δ/6 .

5.2

opt/8α

with probability at

The Recovery Algorithm

We now show how to recover a large matching from the sketch computed by Algorithm 1.
The idea is to find all strongly-represented edges (or rather a superset of them). This is
enough because the number of strongly-represented edges is at least opt/8α with high enough
probability (Lemma 23) and they form a matching. To do so, we first remove all groups
that have a vertex from Measy inside them. Next, we run a “weak tester” using sketches
for NE-Tester to essentially remove all expanding sets (this step is done slightly differently
in the algorithm). Finally, we use SN-Recovery to recover the neighborhood of each group
inside Geasy by setting the T -set of the sketches in the recovery as vertices matched by Measy .
Then, whenever between two groups we only recovered a single pair of vertices, we consider
this pair as an edge and store them. At the end, we compute a maximum matching among
the stored edges.
Our goal now is to show that with high probability Hrec contains all strongly-represented
edges and moreover it does not contain any edge that is not part of G. Putting these two
together with Lemma 23 then finalizes the proof.
The first step is to show that for both NE-Tester and SN-Recovery sketches run by the
algorithm, the promise on the input is satisfied. This is done in the following series of claims.
We first prove that the set Ti satisfies |Ti | ≤ a for all i ∈ [k] (as required by both
NE-Tester and SN-Recovery sketches with given parameter a).
▷ Claim 24. With high probability, for every i ∈ [k], size of Ti is at most a.
The above claim along with a ≥ 16b̃ (by Assumption 2) is enough for running NE-Tester.
We now show that the guarantees for SN-Recovery are also satisfied. This first requires
proving that N (Vi ) − Ti , for each Vi not removed has size at most 2b̃ (from hereon, N (Vi ) is
the neighborhood in the graph G(Vi )).
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Algorithm 2 The recovery algorithm of Lemma 19.

Input: Groups V and sketches computed by Algorithm 1 and a matching Measy (of Lemma 16).
Output: A matching Mhard in G.
1. For every group Vi ∈ V, define Ti as the vertices in the graph G(Vi ) (defined in Algorithm 1)
that also appear in Measy . Run the following tests:
Measy -test: if Vi has any vertex of Measy inside it, remove Vi ;
Expanding-test: Run the recovery algorithm of NE-Tester(G(Vi ), Vi ) with the set
T = Ti to test if Vi has at most b̃ neighbors or at least 2b̃ neighbors out of Ti in G(Vi ).
If 2b̃, remove Vi .
2. For any remaining group Vi , run the recovery algorithm SN-Recovery(G(Vi ), Vi ) with set
T = Ti to recover NR(Vi ) in the graph G(Vi ).
3. Define the following recovered graph Hrec on vertices V . For any two remaining groups
Vi , Vj , if sizes of both NR(Vi ) ∩ Vj and NR(Vj ) ∩ Vi is 1, add the edge (u, v) to H where
u and v are the unique vertices in the aforementioned sets. Return Mhard as a maximum
matching of H.

▷ Claim 25. With high probability, for every remaining group Vi , size of N (Vi ) − Ti is at
most 2b̃.
Finally, we also need to prove that for any vertex v ∈ N (Vi ) − Ti , size of Vi ∩ N (v) is
at most c (again N (Vi ) in the graph G(Vi )). This is done in a rather indirect way in the
following claim.
▷ Claim 26. With high probability, for every remaining group Vi and any of its neighbor
group Vj , size of N (Vi ) ∩ Vj is at most c.
Let us now argue that Claim 26 implies that for every vertex v ∈ N (Vi ) − Ti , size of
Vi ∩ N (v) is at most c, thus satisfying the guarantee of SN-Recovery. Suppose the event of
Claim 26 happens for all remaining groups. This means that among the remaining groups,
between every pair of neighbor groups Vi and Vj , there can be at most c vertices in Vi that
have an edge to Vj . Naturally, any vertex in the union of all Vj ’s can then also only have c
neighbors in Vi . Since all of N (Vi ) − Ti is now a subset of these remaining Vj ’s, we get the
desired guarantee.
To conclude, by Claim 24, Claim 25, and Claim 26 we established that the guarantees
required by NE-Tester and SN-Recovery are all satisfied.
We now show Algorithm 2 recovers all the strongly-represented edges. The first step
is to show that the endpoint-groups of any strongly-represented edge will not be removed
by Algorithm 2 with high probability.
▷ Claim 27. Suppose e is a strongly-represented edge by groups (Vi , Vj ). Then, with high
probability, neither of Vi nor Vj will be removed by Algorithm 2.
The final step is the following lemma.
▶ Lemma 28. With high probability, Hrec contains all strongly-represented edges and no
edge that does not belong to G.
We can now conclude the proof of Lemma 19. Firstly, by Lemma 28, with high probability
the algorithm does not make an error. Moreover, by Lemma 23, with probability at least
1 − n−δ/6 , there are at least (opt/8α) strongly-represented edges. Since these edges are
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coming from a matching M ⋆ and by Lemma 28 we get all of those in Hrec , the output
matching Mhard is going to have size at least (opt/8α). As we already established the bound
on the space in Lemma 20, this concludes the proof.

6

Match-Or-Sparsify Lemma

We prove Lemma 16, restated below, in this section. Informally speaking, given a graph G,
this lemma gives an algorithm that either finds a large matching in G or identifies a sparse
induced subgraph of G that contains a large matching.
▶ Lemma (Re-statement of Lemma 16). There is a linear sketch that given any graph
G = (V, E) specified via vec(E), uses O(opt2 /α3 ) bits of space and with high probability
outputs a matching Measy that satisfies at least one of the following conditions:
Match-case: The matching Measy has at least (opt/8α) edges;
Sparsify-case: The induced subgraph of G on vertices not matched by Measy , denoted
by Geasy , has at most (20 opt · log4 n) edges and a matching of size at least 3 opt/4.
The algorithm in Lemma 16 samples ≈ opt2 /(α · log n)3 edges from the graph using
a non-uniform distribution as follows: for each sample, we first pick ≈ opt/α vertices S
uniformly at random and then use NE-Sampler to sample an edge from S to a vertex of
N (S) chosen uniformly at random. Given the bound of O(log3 n) bits on the size of sketches
for NE-Sampler, the total space of the algorithm can be bounded by O(opt2 /α3 ) bits. In the
recovery phase then, we compute a greedy matching over these sampled edges and return it
as Measy . Formally, the algorithm is as follows.
Algorithm 3 The algorithm of Match-Or-Sparsify Lemma (Lemma 16).

Input: A graph G = (V, E) specified via vec(E);

Output: A matching Measy in G.

Parameters: Let k := opt/α and s := opt2 /(α · log n)3 .
Sketching matrix:
1. For i = 1 to (2s) steps9 :
a. Sample a pair-wise independent hash function hi : V → [k] and set Vi :=
{v ∈ V | hi (v) = 1}.
b. Let Φ(Vi ) be the sketching matrix of NE-Sampler(G, Vi ).
2. Return Φ := [Φ(V1 ); · · · ; Φ(V2s )] as the sketching matrix.
Recovery algorithm:
1. For all i ∈ [2s], run the recovery algorithm of NE-Sampler(G, Vi ) using Φ(Vi ) and
Φ(Vi ) · vec(E) to get an output edge ei (we write ei =⊥ if the sampler outputs FAIL).
2. Let Measy ← ∅ initially. For i = 1 to 2s steps: greedily include ei in Measy whenever
ei ̸=⊥ and both its endpoints are unmatched by Measy .

Note that it is equivalent to think of the edges being recovered one by one and fed to the
greedy matching algorithm. We will use this in our analysis. The space complexity of this
algorithm can be easily bounded by O(opt2 /α3 ) bits of space with high probability and we
omit the details here.
We now prove that the matching Measy output by Algorithm 3 satisfies the guarantees
of Lemma 16. To continue, we need some notation.
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Notation. For any i ∈ [2s], let Mi be the set of edges included in Measy in the first i−1 steps
i−1
of the recovery, i.e., from {ej }j=1 , and Gi to be the subgraph of G induced on unmatched
vertices of Mi . We use degi (v) to denote the degree of each vertex in Gi to other vertices
in Gi . We partition vertices of Gi based on their degrees in Gi into low-, medium-, and
high-degree as follows:



opt
3
3
) , and
Lowi := v : degi (v) < (α log n) , Medi := v : (α log n) ≤ degi (v) < (
8α


opt
Highi := v : degi (v) ≥
.
8α
We define the following two events:
EM (i): the matching Mi has less than (opt/8α) edges (i.e., matching-case not happened);
ES (i): the subgraph Gi has more than (20 opt · log4 n) edges (i.e., sparsify-case not
happened).
Finally, we say that a choice of Vi in step i ∈ [2s] is clean if Vi does not contain any matched
vertices of Mi .
We start by proving that if for some i ∈ [2s] at least one of these events do not happen,
then Algorithm 3 succeeds in outputting the desired matching of Lemma 16. The proof is
straightforward.
▷ Claim 29. Suppose for some i ∈ [2s], either of EM (i) or ES (i) does not happen; then,
Measy of Algorithm 3 satisfies the guarantees of Lemma 16.
The goal at this point is to show that with high probability, for some i ∈ [2s], one of the
events EM (i) or ES (i) is not going to happen. In order to do so, we partition the steps of the
algorithm into two batches of size s each and analyze each one separately as follows:
First batch: We first show that as long as EM (i) and ES (i) happen for all i ∈ [s], with
high probability, the set Highs+1 (and thus Highj for all j ∈ (s, 2s]) will be empty for
the second batch (a technical condition needed for our variance reduction ideas in the
next part). Formally,
▶ Lemma 30. With high probability, either at least one of EM (i) and ES (i) does not
happen for some step i ∈ [s] or Highs+1 will be empty.
Second batch: We then show that whenever both EM (i) and ES (i) happen in a step
i ∈ (s, 2s], there will be a probability of ≈ k/s in increasing the size of Mi by one in this
step (this is the main part of the argument). Given that we repeat this process for s
steps also, this allows us to argue Measy will eventually become of size ≈ k = opt/α, thus
satisfying the matching-case condition (or one of the events happen along the way, and
we can use Claim 29 instead). Formally,
▶ Lemma 31. Assuming Highs+1 is empty, with high probability, at least one of the
events EM (i) or ES (i) does not happen for some i ∈ (s : 2s].
Lemma 16 then follows immediately from these two lemmas combined with Claim 29.
Before we get to the proofs of these lemmas, we make the following important remark.
▶ Remark 32. The actions of Algorithm 3 are clearly not independent across different steps
(in the recovery phase). However, in our upcoming probability analysis in each step i ∈ [2s]
we fix the randomness of all prior steps conditioned on that events EM (i) and ES (i), and use
only the randomness of the choice of (Vi , ei ) in this step. This randomness is independent
of prior steps. As such, in the following, all our probability calculations in a step i
are conditioned on randomness of prior steps and events EM (i) and ES (i), without
writing it explicitly each time. These probability calculations may not necessarily remain
correct when either of these events do not happen, but we will be done by Claim 29 in those
cases anyway.
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First Batch: Proof of Lemma 30

Let v be any vertex in V and consider any step i ∈ [s]. If degi (v) < (opt/8α), then v cannot
be part of Highi and subsequently Highs+1 since Gs+1 is a subgraph of Gi . In the following,
we consider the case where degi (v) ≥ (opt/8α) and prove that there is a non-trivial chance of
“progress” (to be defined later) in each step. We first bound the probability of the following
useful event for our analysis.
1
.
16
Let us now condition on the choice of Vi and assume the event of Claim 33 has happened.
We say that this step i is a matching-step if N (Vi ) > (opt/2α); otherwise, we call this
step a vertex-step. We argue that in a matching-step we have a constant probability of
increasing the size of Mi by one and in a vertex-step we have a probability ≈ α/opt of
matching the vertex v and thus no longer including it in Gi+1 and Highi+1 . We formalize
this in the following.
▷ Claim 33. In step i ∈ [s], if degi (v) ≥ opt/8α then PrVi (v ∈ N (Vi ) and Vi is clean) ≥

▷ Claim 34. Fix Vi and suppose step i is a matching-step and the event of Claim 33 has
happened. Then,
Pr (ei ∈ Mi+1 | Vi ) ≥
ei

1
.
3

▷ Claim 35. Fix Vi and suppose step i is a vertex-step and the event of Claim 33 has
happened. Then,
Pr (v ∈ V (Mi+1 ) | Vi ) ≥
ei

α
.
opt

We can now conclude the proof of Lemma 30 as follows. We have that at least half the
steps are matching-steps or half of them are vertex-steps. We consider each case as follows.

When half the steps are matching-steps
In this case, each matching-step i increases size of Mi by one with probability at least (1/48)
by Claim 33, and Claim 34. Thus,
s
1
opt2
1
E |Ms+1 | ≥ ( ) ·
=
·
≫ opt/α,
2 48
(α · log n)3 48
given that opt ≫ α2 by Assumption 1. Moreover, the distribution of Ms+1 statistically
dominates sum of (s/2) Bernoulli random variables with mean (1/48). As such, by the
Chernoff bound (Proposition 6),
Pr (Ms+1 < (opt/8α)) < exp (−opt/α) ≪ 1/poly(n),
as opt ≫ α by Assumption 1. This implies that EM (s + 1) happens, proving Lemma 30 in
this case.

When half the steps are vertex-steps
In this case, each vertex-step i can independently match the vertex v with probability at
least (α/16 opt) by Claim 33, and Claim 35. Thus,



α s/2
opt2
α
Pr v ∈ Highs+1 ≤ (1 −
)
≤ exp −
·
≪ 1/poly(n),
16 opt
16 opt 2 · (α · log n)3
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where we use opt ≥ α2 · nδ by Assumption 2. Thus, with high probability v will not be part
of Highs+1 . A union bound over all the vertices v ∈ V then ensures that Highs+1 will be
empty with high probability, thus proving Lemma 30 in this case too.
Remark: We note that the definition of matching-steps and vertex-steps are tailored to
individual vertices in V ; however, even if one vertex leads to having at least half of the steps
as matching-steps, we can apply the argument of first part and conclude the proof. Thus,
when applying the second part of the argument, we can assume that all vertices lead to half
of the steps being vertex-steps and union bound over all of them.

6.2

Second Batch: Proof of Lemma 31

We now prove Lemma 31. In the following, we condition on the event that Highs+1 (and
Highi for every i ∈ (s, 2s]) is empty. Our goal is then to prove that at some step i ∈ (s, 2s],
one of the events EM (i) or ES (i) is not going to happen. The key to the proof of Lemma 31
(and Lemma 16 itself) is the following.
▶ Lemma 36. For any i ∈ (s , 2s],
Pr
(Vi ,ei )



 α2 · log3 n
Mi+1 > Mi ≥
.
4 · opt

We first identify a simple structure in the graph Gi . The following claim is based on a
standard low-degree orientation of the graph plus geometric grouping of degrees of vertices.
▷ Claim 37. Atleast one of the
 following two
 conditions
 is true about Gi :
opt
opt · log3 n
3
1. for some d ∈ α · log n,
, there are
vertices v in Medi with degi (v) ≥
8α
2d
d;


19 opt · log3 n
2. for some d ∈ [1, α · log3 n), there are
vertices in Lowi with ≥ d neighbors
2d
in Lowi .
In the following, we refer to a step i ∈ (s, 2s] as a Vi -step whenever case (i) of Claim 37
happens and a N (Vi )-step otherwise. We will show that:
In a Vi -step, we have “enough” large degree vertices and even if we sample one of them
in Vi it will make the intersection of N (Vi ) and Gi large;
In a N (Vi )-step, we have “so many” low degree vertices in Gi that many of them will
appear in N (Vi ) and thus there is a large intersection between N (Vi ) and Gi again.
In each case, we can finalize the proof by showing that having N (Vi ) intersect largely with
Gi allows us to recover an edge ei via NE-Sampler(G, Vi ) that can increase size of Mi with
sufficiently large probability.

Case (i) of Claim 37: Vi -steps
Let
d ∈ [α log3 n,

opt
)
8α

and

D ⊆ Medi

with

|D| =

opt · log3 n
2d

(2)

be, respectively, the degree-parameter and corresponding set guaranteed by Case (i) of
Claim 37. We now lower bound the probability that Vi is both clean and samples a vertex
from D.
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▷ Claim 38. PrVi (Vi ∩ D ̸= ∅ and Vi is clean) ≥

α · log3 n
.
8d

Let us now condition on the choice of Vi and assume the event of Claim 38 happens.
Given that any vertex in D already has d neighbors in Gi , we have that N (Vi ) ∩ Gi has
size at least d in this case. On the other hand, N (Vi ) can have at most (opt/4α) neighbors
outside Gi by the bound on the total number of matched vertices by EM (i). As the choice of
ei from NE-Sampler(G, Vi ) is uniform over N (Vi ), we have,

N (Vi ) ∩ Gi
(3/4) · d
2d · α
Pr ei is from Vi to N (Vi ) ∩ Gi | Vi ≥ (1 − δF ) ·
≥
≥
,
ei
|N (Vi )|
(opt/4α) + d
opt
as d ≤ (opt/8α) in Equation (2) and δF < 1/4. Given that all of Vi is also unmatched (as
Vi is clean by conditioning on the event of Claim 38), we can include ei in Mi+1 greedily
whenever ei is between Vi and N (Vi ) ∩ Gi . Consequently, combining the two events above,
we have,



Pr Mi+1 > Mi ≥ Pr (Vi ∩ D ̸= ∅ and Vi is clean) · Pr ei is from Vi to N (Vi ) ∩ Gi | Vi
ei

Vi

(Vi ,ei )

3

≥

3

α2 log n
α log n 2d · α
·
=
.
8d
opt
4 opt

This concludes the proof of Lemma 36 in this case.

Case (ii) of Claim 37: N (Vi )-steps
Let
d ∈ [1, α log3 n)

and

D ⊆ Lowi

with

|D| =

19 opt · log3 n
2d

(3)

be, respectively, the degree-parameter and corresponding set guaranteed by Case (ii)
of Claim 37. For the rest of this analysis, we focus only on the subgraph of Gi induced on
vertices of Lowi and for each v ∈ D, we pick exactly d (arbitrary) neighbors from Lowi and
denote them by NL(v). Our goal is to show that N (Vi ) and Gi intersect largely. We will do
so by counting the elements in D that have neighbors in Vi . This works because D ⊆ Gi and
having neighbors in Vi means that the vertex itself is in N (Vi ).
For any vertex v ∈ D, define an indicator random variable Xv ∈ {0, 1} which is 1 iff
P
NL(v) ∩ Vi ̸= ∅ (see Figure 4a). Notice that X = v∈D Xv is a random variable that denotes
the number of vertices v in D that have a neighbor in NL(v) that belongs to Vi . Note that
we do not consider all neighbors of v in Lowi , only the ones in N L(v); this is okay since we
just need a lower bound on N (Vi ) ∩ Gi . It is easy to see that X ≤ N (Vi ) ∩ Gi since v
contributes to N (Vi ) ∩ Gi if Xv = 1 (see Figure 4b). We first bound the probability of the
event NL(v) ∩ Vi ̸= ∅.
▷ Claim 39. For any v ∈ D,
(1 − o(1)) ·

d·α
d·α
≤ Pr (Xv = 1) ≤
.
opt
opt

By Claim 39 and the size of D in Equation (3), we have,
(1 − o(1)) ·

19
19
· α · log3 n ≤ E [X] ≤
· α · log3 n.
2
2

(4)
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Lowi

D

D
u

u4

Lowi

u2

u3
NL(u)

u1
Vi

(a) This figure shows the set of vertices Lowi
and its subset D. Vi (in blue) is the set of
sampled vertices in step i. For a vertex u in
D we define a set of neighbors NL(u) which if
intersects with Vi then we have random variable
Xu = 1.

Vi

(b) This figure shows X ≤ N (Vi ) ∩ Gi . The
vertices uj are in Lowi . Notice that Xu1 =
1, Xu2 = 1, Xu3 = 0 and Xu4 is not defined so
we have X = 2. But N (Vi ) ∩ Gi = 3 since
u1 , u2 and u4 contribute to it.

Figure 4 Illustration of random variables Xv .

Our goal now is to prove that X is concentrated. This requires a non-trivial proof as the
variables {Xv }v∈D are correlated through their shared neighbors in Vi . But the fact that
the subgraph induced on Lowi is low-degree allows us to bound the variance of X using a
combinatorial argument in the following claim.
2

▷ Claim 40. Var [X] ≤ (1/8) · E [X] .
The rest of the proof is then standard (and similar to the previous case) and is omitted
here. Lemma 31 now follows easily.
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1

Introduction

Correlation clustering is an extensively studied problem in theoretical computer science and
machine learning. In this problem, we are given a complete undirected graph G = (V, E)
with edges labeled by (+) or (−). The general goal is to cluster the vertices in a way that
(+) edges appear more inside the clusters and (−) edges appear more outside. Correlation
clustering has found its applications in various areas, including image segmentation [31],
document clustering [10], community detection [38], cross-lingual link detection [26], matrix
decomposition [9], among others [12, 17].
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Sublinear Algorithms for Correlation Clustering

One of the most popular optimization objectives for correlation clustering is disagreement
minimization, wherein the goal is to minimize the total number of (+) edges that cross
different clusters and (−) edges that are inside the same clusters. We study this disagreement
minimization variant of correlation clustering in this paper. The problem is known to be both
NP-hard and APX-hard, and there is a classical polynomial-time algorithm that achieves 2.06approximation [10]. Disagreement minimization has been explored under various contexts,
including the semi-random model [19], fair clustering [2], quantum approximation [42], and
local clustering [11, 30], among others.
Nevertheless, for applications to modern massive datasets, even the efficiency of the
polynomial-time approximation algorithms become insufficient. In particular, for a modern
massive graph, even simple tasks like storing and processing all the edges once becomes
challenging. Therefore, there is a quest for obtaining sublinear algorithms for correlation
clustering. In such algorithms, the resource costs are usually asymptotically smaller than the
input size, which allows correlation clustering to scale up to massive datasets.
Two of the most canonical examples of sublinear algorithms are sublinear-time algorithms
and (sublinear-space) streaming algorithms. The former model assumes the data is provided
to the algorithm in a specific format, say, the adjacency lists of the input graph, and one
can query each entry of the input in O(1) time; the goal is then to solve the problem faster
than even reading the entire input once. The latter model instead focuses on space of the
algorithms by assuming the data is presented to the algorithm in a stream and the goal is
to process this stream in a space much smaller than the input size. In light of the above
discussion, we study the following fundamental question in this paper:
Can we design sublinear time and/or space algorithms for correlation clustering?
This question and similar variants have already been pursued extensively in the literature.
For sublinear-time algorithms, [11, 27] designed algorithms that given access to the adjacency matrix of G, run in O(n/ε) time and output a 3-multiplicative plus (ε · n2 )-additive
approximation to correlation clustering. Moreover, impossibility results by [11, 13] prove
e 2 ) additive error
that these algorithms are effectively optimal in a sense that one needs 1 Ω(n
e
whenever working with O(n)
time algorithms in the adjacency matrix access model. These
results however leave open the possibility of other natural access models to the input such as
adjacency lists access, employed extensively both in theory and practice.
For sublinear-space algorithms, the “sweet spot” for correlation clustering is considered
e
semi-streaming algorithms [24] that have space complexity O(n)
which is proportional to the
answer itself [3, 18, 21]. The first semi-streaming algorithm for this problem is due to [18]
2
and obtains (3 + ε)-approximation in O( log ε(n) ) passes. This algorithm was improved by [3]
to 3-approximation in O(log log n) passes. Most recently, [21] presented a novel algorithm
with O(1)-approximation in O(1) passes2 . These results however come short of providing
any non-trivial guarantees for single-pass algorithms, which are by far the most studied and
practically appealing variants of (semi-)streaming algorithms3 .
In this work, we answer this fundamental question in the affirmative by designing highly
efficient sublinear-time and sublinear-space algorithms for O(1)-approximation of correlation
e
clustering in these models: An O(n)-time
algorithm assuming adjacency lists access model,
and a semi-streaming algorithm in a single pass.

1
2
3

e (f (n)) and O(f
e (n)) to suppress dependence on poly log (n) factors.
Throughout, we use Ω
While the constant in number of passes in [21] is not stated in their paper, it appears to be 6 passes.
Beside being quantitatively more efficient, single-pass algorithms are qualitatively more appealing
because they can process data generated “on the fly” without ever having to store it even once (e.g., in
applications in network monitoring).
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Our Contributions

Our first main result is a sublinear-time algorithm that instead of adjacency matrix in prior
work [11, 13, 27], works with the adjacency lists of (+)-labeled edges and bypasses the strong
impossibility results of [11, 13]. Formally,
▶ Theorem 1. There exists a randomized algorithm that given the adjacency lists of the (+)labeled subgraph of any labeled graph, with high probability4 outputs an O(1)-approximation
of correlation clustering in O(n log2 n) time and O(n log n) queries.
To our knowledge, prior to our work, no o(n2 ) time algorithm for multiplicativeapproximation of correlation clustering was known (under any access model). We shall
formally define the access model in Theorem 1 in Section 2.2 but basically it involves providing the algorithm with query access to the (+)-edges incident on each vertex individually.
This seems to be a natural access from a practical point of view in many applications. For
instance, in the applications of coreference [20] and cross-lingual link detection [26], the
“natural” labels available are often the positive ones (e.g. the “co-occurance” and the “article
similarity”), and the negative labels are usually inferred based on the positive edges. In
the full version, we further investigate other natural sublinear-time access models such as
adjacency lists access to the labeled graph itself or (−)-labeled subgraph instead and prove
that no multiplicative approximation is possible in these models in o(n2 ) time. This highlights
our model as the more theoretically-natural one for this problem also.
Our second main result is a single-pass semi-streaming algorithm for correlation clustering.
▶ Theorem 2. There exists a randomized algorithm that with high probability computes an
O(1)-approximation of correlation clustering in O(n log n) space and a single pass over the
edges of any given labeled graph. Moreover, each edge insertion can be processed in O (log(n))
time, and the post-processing time is bounded by O(n log2 (n)).
To our knowledge, no o(n2 ) space streaming algorithms was known for this problem in
a single pass before our work. The only single-pass algorithm for this problem that we are
e + m) space on graphs with m (−)-labeled edges which
aware of is due to [3] that requires O(n
5
2
can be Ω(n ) space . We further show (in the full version) that our algorithm in Theorem 2
can be extended to other streaming models such as when only (+)- or (−)-labeled edges are
e
arriving, or even to dynamic streams, still in O(n)
space.

1.2

Our Techniques

The earlier work on sublinear algorithms for correlation clustering in [3, 11, 18, 27] were all
based on implementing the so-called Pivot method of [4] via sublinear algorithms. The Pivot
method is based on computing a random-order maximal independent set of (+)-labeled edges
and achieves a 3-approximation. This method however does not seem particularly suitable for
either sublinear-time or (single-pass) streaming algorithms: it is known that computing any
type of maximal independent set (let alone the one required by the Pivot method) requires
Ω(n2 ) time given access to both adjacency lists and matrix of the input graph [7, 8] as well
as Ω(n2 ) space in single-pass streams [7, 22].
4
5

Throughout, we use the therm “with high probability” to refer to with probability at least 1 − n1c for
some large constant c > 0.
Note that from a purely streaming point of view, one can entirely store a graph with m (−)-labeled
e + m) space (even in a dynamic stream), and then solve the problem exactly on the stored
edges in O(n
graph at the end of the stream in exponential time.
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In a recent elegant work, [21] presented an interesting new insight on the problem. Their
e
approach is based on trimming down the edges of the graph in multiple steps into O(n)
edges that can be stored in the memory and finding connected components of this trimmed
graph. The authors then show that placing these connected components into their own
clusters achieves an O(1)-approximation to the problem. The proof of this part is done via a
charging scheme that exploits the fact that vertices not in the same connected component
have “different neighborhoods” while vertices inside the components are “tightly connected”.
The idea demonstrated by [21] is quite neat and inspiring. Yet, their edge trimming
approach does not give us any sublinear time nor single-pass semi-streaming algorithm.
In fact, there are immediate roadblocks to adapt the edge trimming algorithm in [21] to
both settings. For sublinear time algorithms, the implementation of edge trimming in [21]
requires to compute the common neighborhood between the endpoints of every edge, which
inevitably introduces an Ω(n2 ) time complexity in the worst case. Moreover, the edge
trimming algorithm in [21] processes edges in steps, i.e. the removal of the edges in the
second step depends on the results of removal in the first step. As a result, it does not lend
itself to a single-pass stream algorithm (rather, an O(1)-pass one as obtained in [21]
In this work, we first observe that this general strategy of partitioning a graph into
different-neighborhood vs tightly-connected subgraphs is reminiscent of a classical approach
in graph coloring literature referred to as sparse-dense decompositions. These decompositions
have their root in the work of [32, 35–37] (see also [33, 34]) in graph theory and more recently
have been at the core of several breakthrough results on graph coloring in distributed [15,28,29]
and sublinear algorithms [5, 7]. A typical sparse-dense decomposition partitions the graph
into sparse vertices that have many non-edges in their neighborhood, and a collection of
almost-cliques that are subgraphs which are close to a clique in a property testing sense. It
is thus natural to wonder whether such decompositions can be used in place of the trimming
step of [21], specially as some earlier work in [7] have already shown ways of finding these
decompositions via different sublinear algorithms.
The first challenge in implementing this strategy is that these decompositions are almost
exclusively tailored toward maximum-degree ∆ of the graph, in the sense that their sparse
vertices include all vertices with degree, say, < 0.9∆, and their almost-cliques are only
≈ ∆-cliques. While this is quite natural for graph coloring problems such as (∆ + 1)-coloring
and alike, such a decomposition would not be particularly helpful for correlation clustering.
The only exception that we are aware of is a recent decomposition of [5] for the so-called
(deg +1)-coloring problem which actually generates different types of sparse vertices and
almost-cliques that are proportional to degree of individual vertices.
It turns out however that the decomposition of [5] is too rigid to be used in the context
of the correlation clustering and the charging framework of [21] (we elaborate more on this
in Section 3). On top of that, the decomposition of [5] is primarily used as a structural result
in [5] and its only known algorithmic implementation requires using several instantiations of
the algorithm of [7], which does not result in simple nor particularly efficient algorithms for
the decomposition6 .
Our main technical ingredient is then to design a new sparse-dense decomposition that
remedies this situation. We state our decomposition informally here and postpone the
detailed and lengthy definitions to Theorem 5 (see also Section 2 for missing notation).

6

We emphasize that main results of both [5, 7] rely on existence of such a decomposition and do not
require an algorithm for finding it (although [7] give such algorithms also). This is different from our
purpose of using the decomposition as it is only useful to us if it can be found algorithmically.
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A (Yet Another) Sparse-Dense Decomposition: For any small constant ε > 0,
vertices of any graph G = (V, E) (not necessarily a labeled graph) can be decomposed
into the following sets:
Sparse vertices: each sparse vertex v has approximately ε · deg (v) neighbors u such
that N (v) and N (u) differ in approximately ε · max {deg(v), deg(u)} verticesa .
Dense vertices: each dense vertex v belongs to an almost-clique of size approximately
(1 ± ε) · deg(v), where an almost-clique is a subgraph of G that can be turned into
an actual clique by changing approximately ε-fraction of edges of each of its vertices.
Moreover, there is an algorithm that samples O (n log(n)) edges of G (from a certain nonuniform distribution) and uses degrees of vertices of G to compute this decomposition
in O(n log2 n) time.
a

Beside the recovery algorithm, this is the guarantee that is different from [5] and needed for
correlation clustering.

We remark that our way of defining and forming the decomposition is quite different from all
recent algorithmic approaches for sparse-dense decompositions in [5, 7, 15, 28, 29]. Instead,
to be able to provide the per-vertex guarantee needed by our decomposition, we follow the
classical work of [36] that seems to give a better handle on the properties of the decomposition.
As a result, we also give the first efficient implementation of this type of decompositions via
a sampling algorithm that is easily implementable in various computational models including
sublinear algorithms studied in this paper.
At this point, our task of designing sublinear algorithms is simple. Firstly, we show
that given the decomposition of the (+)-labeled subgraph of the input, there is a natural
way of forming an O(1)-approximation correlation clustering (see Theorem 6), following
the approach of [21]. Basically, sparse vertices of the decomposition are so costly even for
optimum solution that one might as well place them in singleton clusters; on the other hand,
each almost-clique of dense vertices is so closely connected that the best strategy is to cluster
them together. Secondly, the sampling algorithm that creates this decomposition is simple
enough that it can easily be implemented via simple sublinear algorithms (see Theorems 12
and 13, and algorithms under broader settings in the full version).
In conclusion, we found the application of sparse-dense decompositions to correlation
clustering (and graph clustering) quite natural and hope our work paves the path for further
study of this connection. Moreover, unlike almost all aforementioned work that uses sparsedense decompositions as a subroutine in much more complicated algorithms and proofs, here
the main bulk of work is in designing the decomposition itself; as such, this application can
perhaps find its way as a gentle(r) introduction to sparse-dense decompositions.

1.3

Related Work

Correlation clustering is one of the most well-studied clustering problems. Apart from the
classical settings where the edges are either (−) or (+), results have also been developed under
general graphs, where the edge weights are real numbers and the graphs are not necessarily
complete. On this front, the work of [23] gives an O(log(n))-approximation algorithm in
polynomial time. The NP-hardness result on labeled (complete) graphs automatically applies
to general graphs, and it is further shown that the approximation even on weighted complete
graphs is APX-hard [16, 23].
Beyond the disagreement minimization objective, another popular optimization target is
agreement maximization, which aims to maximize the (+) edges in the same clusters and
(−) edges across different clusters. Computing the exact solution of agreement maximization
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is also NP-hard. However, it admits a PTAS, rendering the objective more tractable for
approximation [10]. Furthermore, for general graphs, the work of [16, 39] give algorithms
that achieve 0.766 approximation in polynomial time. More recently, [1] proposed a new
min-max objective, whose goal is to minimize the maximum number of disagreement edges
inside each cluster. It is further shown in [1] that such an objective admits a worst-case
O(log(n)) approximation in polynomial time.
The quest for sublinear correlation clustering algorithms also goes outside sublineartime and streaming models. For instance, correlation clustering under distributed settings,
especially under the Massively Parallel Computation (MPC) models, has been extensively
studied. On this front, [18] designs an algorithm that achieves O(1)-approximation in
O(log(n)) parallel rounds. The main technical ingredient of their algorithm is to simulate
the Pivot algorithm in O(log(n)) rounds. In the same spirit, one can adapt the streaming
algorithm in [3] to a distributed algorithm with O(log log(n)) rounds, given a near-linear
memory for each machine. The recent algorithm of [21] now improves this to an O(1)
approximation algorithm in constant many parallel rounds and even sublinear memory per
machine (see also [14] for an MPC algorithm on bounded arboricity graphs). Finally, outside
the MPC model, distributed correlation clustering algorithms have also been explored under
PRAM and LOCAL models; see [25] and references therein.
In addition to the distributed setting, the “local” correlation clustering introduced by [11]
is another interesting setting for sublinear algorithms. Under the model, an algorithm outputs
the cluster of a single vertex at a time, and the cluster of each vertex is consistent with the
“global” clustering. The algorithm of [11] runs in O(1) time for each vertex; nevertheless, its
approximation guarantee is weaker than ours since it introduces a Θ(n2 ) additive error.

2

Preliminaries

Set notation. For two sets A and B, we use A △ B := (A − B) ∪ (B − A) to denote the
symmetric difference of A and B. We say that a collection S of sets is laminar if for any two
sets A, B ∈ S, either A ∩ B = ∅ or A ⊆ B or B ⊆ A. For any laminar collection S, we say
that a set S ∈ S is a root if S is not a proper subset of any other set in S.
Graph notation. For any graph G = (V, E), and vertex v ∈ V , we use N (v) to denote the
neighbors of v and E(v) to denote the edges incident on v. We say that a pair (u, v) is a
non-edge in the graph G if there is not an edge between u and v in G.
Concentration inequalities.
proofs.

We use the following standard forms of Chernoff bound in our

▶ Proposition 3 (Chernoff Bound; cf. [6]). Let X1 , X2 , · · · , Xm be m independent random
Pm
variables in [0, 1]. Define X = i=1 Xi . Then, for every δ > 0 and t ≥ 1,

δ2
Pr (|X − E [X]| ≥ δ · E [X]) ≤ 2 · exp −
· E [X] ;
2+δ


2t2
Pr (|X − E [X]| ≥ t) ≤ 2 · exp −
.
m


We also use the following form of Bernstein’s inequality.
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▶ Proposition 4 (Bernstein’s inequality; cf. [40]). Let X1 , . . . , Xm be m independent random
variables such that E [Xi ] = 0 and |Xi | < M for all i ∈ [m]. Then, for any t ≥ 1,
!


m
X
t2
Pr
Xi ≥ t ≤ exp − Pm
.
2 i=1 E [Xi2 ] + 2/3 · M · m
i=1

2.1

Problem Definition

Throughout, by a labeled graph G = (V, E), we mean a complete graph with edges in E
labeled in {−1, +1}. We use G+ and G− to denote the subgraphs of G consisting of only
(+)-edges and (−)-edges, respectively. We extend this definition analogously to neighbor-sets
N + (v) and N − (v), and edge-sets E + (v) and E − (v), for every v ∈ V .
Suppose we are given a labeled graph G = (V, E). Let C be any clustering of vertices of
G into disjoints clusters C1 , . . . , Ck . For any vertex v ∈ V , we use C(v) to denote the cluster
Ci ∈ C that v belongs to. For any edge e = (u, v), we define the cost of e in the clustering C
as:

+


1 if e ∈ G and C(u) ̸= C(v)
cost C (e) = 1 if e ∈ G− and C(u) = C(v) .
(1)


0 otherwise
In words, cost of (+)-edge is 1 if its endpoints are clustered differently, and cost of a (−)-edge
is 1 if its endpoints are clustered together. The total cost of a clustering C is then:
X
cost(C) =
cost C (e).
(2)
e∈G

The goal in the correlation clustering problem is to find a clustering C that minimizes Eq (2).

2.2

Sublinear Algorithms Models

In this paper, we focus on two of the most canonical models of sublinear algorithms, namely,
sublinear-time algorithms, and (sublinear-space) streaming algorithms. These models are
defined formally as follows.
Sublinear-time algorithms. When working with sublinear-time algorithms, it is important
to specify the exact data model as the algorithm does not even have time to read the input
once. In this paper, we assume the algorithms are given access to the adjacency lists of the
(+)-graph G+ of the input labeled graph G. This means that the algorithm can query the
following information in O(1) time:
1. Degree queries: What is deg+(v) of a given vertex v ∈ V ?
2. Neighbor queries: What is the i-th vertex in N + (v) of v ∈ V for i ≤ deg+(v)?
The goal is to return a correlation clustering of G under cost function of Eq (2) quickly.
A remark about this model is in order. The standard query model for graph problems
provides access to the adjacency lists (or matrix) of G itself (and not that of G+ ). But in
the context of labeled graphs, adjacency lists of G itself provides little information: degree
queries are entirely uninformative (always return n − 1) and neighbor queries only reveal the
label of the edge between vertex v to some other vertex u, similar to access to the adjacency
matrix. Alternatively, we could have also considered access to the adjacency lists of the
(−)-graph G− instead, which at least is more informative than that of G.
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Nevertheless, we prove that neither model allows for any non-trivial sublinear-time
algorithm for correlation clustering with any multiplicative approximation guarantees (in
the full version). In light of this impossibility result, and our sublinear-time algorithms,
we believe the model we consider for this problem is most natural from the perspective of
sublinear-time algorithms.
Semi-streaming algorithms. Semi-streaming algorithms focus on minimizing the space
usage as opposed to time. In this model, the vertices of input labeled graph G = (V, E) are
known and the edges E arrive one by one in a stream together with their labels. The goal
is to read this stream in the given order only once7 and use only O(n · polylog (n)) space
measured in machine words of size O(log n) bits. At the end of the stream, the algorithm
should return a correlation clustering of G (under cost function of Eq (2)).
Our streaming model is the same as the one studied by earlier work on this problem. But
one can again wonder what would happen if only edges of G+ or G− are being streamed
instead of G. It turns out unlike the sublinear-time model, these different choices do not
matter much for our purpose. In the full version, we show that our algorithm can be extended
to handle either of these cases, plus other natural variants such as dynamic (insertion-deletion)
streams at the cost of increasing the space by at most polylog (n) factor.

3

A (Yet Another) Sparse-Dense Decomposition

We present our sparse-dense decomposition in this section. Due to space limits, we only
provide the statement of the decomposition theorem and high-level remarks. We defer the
full proof of theorem and the algorithm that recovers it to the full version.
We state the theorem in a form that allows for its recovery via sublinear algorithms
in subsequent sections – however, we opted to present the recovery algorithm in a modelindependent manner as this general form can also be applicable in other models of computation
not considered in this paper.
▶ Theorem 5 (Sparse-Dense Decomposition (algorithmic version)). There are absolute constants
ε0 , η0 > 0 such that the following is true. For every ε < ε0 , vertices of any given graph
G = (V, E) can be partitioned into the following sets:
Sparse vertices Vsparse : Any vertex v ∈ Vsparse has at least η0 · ε · deg(v) neighbors u
such that:
|N (v) △ N (u)| ≥ η0 · ε · max {deg(u), deg(v)} .
Dense vertices partitioned into almost-cliques K1 , . . . , Kk : For every i ∈ [k], each
Ki has the following properties. Let ∆(Ki ) be the maximum degree (in G) of the vertices
in Ki , then:
1. Every vertex v ∈ Ki has at most ε · ∆(Ki ) non-neighbors inside Ki ;
2. Every vertex v ∈ Ki has at most ε · ∆(Ki ) neighbors outside Ki ;
3. Size of each Ki satisfies (1 − ε) · ∆(Ki ) ≤ |Ki | ≤ (1 + ε) · ∆(Ki ).
Moreover, there is an absolute constant c > 0 and an algorithm that given access to only the
following information about G, with high probability, computes this decomposition of G in
O(ε−2 · n log2 n) time:
Degree information: Set of all vertices v ∈ V plus their degrees deg(v);

7

Or a few times in case of multi-pass algorithms – our algorithm in this paper however is single-pass.
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Random edge samples: A collection of sets Nsample (v) of
t = c · ε−2 · log n
neighbors of each vertex v ∈ V chosen independently and uniformly at random (with
repetition);
Random vertex samples: A set Sample of vertices wherein each v ∈ V is included
independently with probability


c · log n
pv := min
,1 ,
deg(v)
together with all the neighborhood N (v) of each sampled vertex v ∈ Sample.
(The probability of success is over the random choice of edge and vertex samples.)
The sparse vertices in Theorem 5 are such that “many” of their neighbors have a
“different” neighborhood than themselves. Thus, even though we refer to them as “sparse” to
be consistent with prior sparse-dense decompositions, these vertices do not necessarily have
a sparse neighborhood as in standard decompositions but rather have a 2-hop neighborhood
that is very different than their 1-hop neighborhood.
The almost-cliques on the other hand, as the name suggests, are basically induced
subgraphs of G on “similar degree” vertices that can be turned into an actual clique by
changing a small fraction of edges in their neighborhood. This part is also different from
typical decompositions in that the almost-cliques are allowed to have varying sizes tailored to
degrees of individual vertices as opposed to a single size based on the maximum degree. The
only other sparse-dense decomposition with such guarantees that we know of is that of [5].
However, both in terms of precise guarantees and also the construction, our Theorem 5 is
quite different from [5]. To be specific:
The sparse vertices in Theorem 5 have an individual guarantee on their “different”
neighbors, while [5] makes an aggregate guarantee for the entire neighborhood of a vertex.
The construction of [5] is based on the notion of balanced- and friend-edges, which does
not seem to allow for the fine-grained guarantees required by our decomposition. Instead,
the proof of Theorem 5 involves a more direct approach based on classical sparse-dense
decompositions.
Finally, the decomposition in [5] is a structural result while ours is constructive via the
sampling algorithm, which is needed for our sublinear algorithms.

4

Correlation Clustering via the Sparse-Dense Decomposition

We are now ready to present a correlation clustering scheme based on the decomposition
results in Section 3, applied to the underling G+ graph. Our approach is to simply place
the sparse vertices in separate singleton clusters and treat each almost-clique of the dense
vertices as one disjoint cluster. Formally,
▶ Theorem 6. Suppose G = (V, E) is any labeled graph and V = Vsparse ⊔ K1 ⊔ . . . ⊔ Kk
is an ε-sparse-dense decomposition of G+ for ε > 0 according to Theorem 5. Let A be the
following clustering:
Any vertex v ∈ Vsparse is placed in a singleton cluster, i.e., A(v) = {v};
Any almost-clique Ki forms a separate cluster, i.e., for any v ∈ Ki , A(v) = {u | u ∈ Ki }.
Then, A is an O(ε−2 )-approximation correlation clustering of G.
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The intuition behind the proof of Theorem 6 is simple: the (+)-neighborhood of sparse
vertices is so different from that of their neighbors that no matter how we cluster them,
we will need to pay a cost proportional to their degree; so we might as well cluster them
individually. On the other hand, the almost-cliques are so tightly connected to each other
and so loosely connected to outside by their (+)-edges that they simply form the best cluster
possible themselves; so we cluster them that way also.
We formalize this intuition in this section. Our analysis of Theorem 6 is inspired by the
recent work of [21]. The main difference is in using the decomposition of Theorem 5 instead
of the rather ad-hoc and “multi-step” partitioning in [21] which is crucial for our sublinear
algorithms (the decomposition allows us to also give a more modular proof by focusing on
each part of the partition separately).
Throughout this section, fix O to be a fixed optimal clustering of G and recall that A
denotes the clustering returned by Theorem 6. Similar to [21], we use a charging scheme:
To any vertex z ∈ V and any edge f incident on z, i.e., f ∈ E + (z) ⊔ E − (z), we assign a
value charge(z, f ) as follows:
Charging scheme for the analysis of Theorem 6.
(i) Initially, charge(z, f ) = 0 for all z ∈ V and f ∈ E(z);
(ii) For any edge e ∈ E with cost A (e) = 1, we will find a collection of vertex-edge
pairs, called the charge-set of e:
ChargeSet(e) ⊆ {(z, f ) | z ∈ V, f ∈ E(z), and cost O (f ) = 1} .
For simplicity of notation, we define ChargeSet(e) = ∅ if cost A (e) = 0.
−1
(iii) Increase charge(z, f ) for all (z, f ) ∈ ChargeSet(e) by |ChargeSet(e)| .
The main part in this charging scheme is to find proper charge-sets for all edges. The
following lemma establishes our desired property of the charging scheme.
▶ Lemma 7. Suppose there is a choice of ChargeSet(e) for edges e ∈ E in the charging
scheme such that for all z ∈ V and f ∈ E(z), we have charge(z, f ) ≤ α for some α ≥ 1.
Then, cost(A) ≤ 2α · cost(O).
By Lemma 7, we only need to find charge-sets of the given edges so that charge(z, f ) is small
for all vertex-edge pairs (z, f ). This is done for edges of sparse and dense vertices separately
in the next subsections.
A helper lemma. Before getting to the main part of the proof, we will prove a helper
lemma that simplifies our task of finding charge-sets for (+)-edges in the later parts of the
analysis. Roughly speaking, it states that if we have a collection of edges whose endpoints
have sufficiently different neighborhood, then we can find a charge-set for all the given edges
without increasing charge of any vertex-edge pair by much.
▶ Lemma 8. Let θ ∈ (0, 1) be a parameter and E be any collection of edges in E + in the
input labeled graph G such that for all ξ = (α, β) ∈ E,

N + (α) △ N + (β) ≥ θ · max deg+(α), deg+(β) .
(3)
Then, there is a choice of ChargeSet(ξ) for all ξ ∈ E such that charge(z, f ) = O(θ−1 ) for all
vertex-edge pairs (z, f ) in G.
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Proof. We define ChargeSet(ξ) for any ξ ∈ E as follows:
Type-1 charges: when cost O (ξ) = 1. In this case, we simply set ChargeSet(ξ) = {(α, ξ)}
itself.
Type-2 charges: when cost O (ξ) = 0. This is the more challenging case. Note that in this
case, we have that O(α) = O(β), and let us denote this cluster as Oαβ . Consider any
vertex w ∈ N + (α) △ N + (β):
Case A: w ∈ N + (α) and w ∈ N − (β). In this case, there is cost O ((w, β)) = 1 if
O(w) = Oαβ , and cost O ((w, α)) = 1 if O(w) ̸= Oαβ .
Case B: w ∈ N + (β) and w ∈ N − (α). In this case, there is cost O ((w, α)) = 1 if
O(w) = Oαβ , and cost O ((w, β)) = 1 if O(w) ̸= Oαβ .
Therefore, in both cases, there is exactly one edge f (w) ∈ {(w, α), (w, β)} such that
cost O (f (w)) = 1. Let z(w) ∈ {α, β} be the vertex other than w incident on f (w). We
add all pairs (z(w), f (w)) to ChargeSet(ξ), i.e.,

ChargeSet(ξ) = (z(w), f (w)) | w ∈ N + (α) △ N + (β) .
+
+
Given
 the+ bound+on the size of N (α) △ N (β), we have that |ChargeSet(ξ)| ≥ θ ·
max deg (α), deg (β) .

An illustration of the type-2 charges can be found in Figure 1.
Let us now bound the distributed charges. We have three different choices for (z, f ) that
can belong to ChargeSet(ξ) for some edge ξ ∈ E as follows (a graphical exemplification can
be found in Figure 2):
A pair (α, ξ) charged by a type-1 charge, where ξ ∈ E and α is an endpoint of ξ:
In this case charge(α, ξ) = 1 because there is only a single edge ξ that can make such a
charge.
A pair (α, f (w)) charged by a type-2 charge, where w ∈ N + (α) △ N + (β) and z(w) = α:
For any such charge, we increase charge(α, f (w)) by
|ChargeSet(ξ)|

−1

≤ (θ · deg+(α))−1 .

At the same time, such a charge can only be made by edges from α to β ∈ N + (α) (so
that (α, β) ∈ E + ), which are deg+(α) many. Thus, the total charge made in this case
leads to charge(α, f (w)) = O(θ−1 ).
A pair (β, f (w)) charged by a type-2 charge, where w ∈ N + (α) △ N + (β) and z(w) = β:
For any such charge, we increase charge(β, f (w)) by
|ChargeSet(ξ)|

−1

≤ (θ · deg+(β))−1 .

At the same time, such a charge can only be made by edges from β to α ∈ N + (β) (so
that (α, β) ∈ E + ), which are deg+(β) many. Thus, the total charge made in this case
leads to charge(β, f (w)) = O(θ−1 ).
This concludes the proof of the lemma.

◀

Part I: Sparse Vertices
We now analyze the cost of edges incident on the sparse vertices Vsparse . We define
sparse-charge(z, f ) as the contribution from the sparse vertices to charge(z, f ). We show that,
▶ Lemma 9. There exist sets ChargeSet(e) for every ε-sparse vertex v and e ∈ E(v) such
that
for all vertex-edge pairs (z, f ):

sparse-charge(z, f ) = O(ε−2 ).
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costO ((α, w))=1
if O(w) ̸= Oαβ

α

N + (α) − N + (β)
w

ξ

costO ((β, w))=1
if O(w) = Oαβ

β
Figure 1 Illustration of the type-2 charge conditioning on α and β are in the same cluster Oαβ .
For each vertex w ∈ N + (α) − N + (β), if w is in Oαβ , the negative edge (β, w) induces a cost of 1 in
O; otherwise, if w is in a different cluster, the positive edge (α, w) induces a cost of 1 in O. Vertices
in N + (β) − N + (α) works in the same way.

a). Distribute charges of ξ
α

b). Any (α, w) being charged
w

α

β
ξ

......

(α, w1 )

(α, wθ·deg+(α) )

......

ξ1

......
w1
+

......
wθ·deg+(α)

+

N (α) − N (β)

ξdeg+(α)

β1

βdeg+(α)

+

N (α)

Figure 2 Illustration of the bound of charges on each vertex-edge pair. Focus on pairs that
include α, we assume w.log. that deg+(α) ≥ deg+(β), and use N + (α) − N + (β) as a special case of
N + (α) △ N + (β). There are two types of edges: edges that distribute charges (red solid lines) and
edges that are charged (blue dashed lines). For each edge ξ = (α, β) that distributes charges, there
are at least θ · deg+(v) edges to be charged. Therefore, it suffices to distributed θ·deg1+(v) charges to
each of the edges being charged. For each edge (α, w) to be charged, only edges indent to α can
distribute a charge, which is at most deg+(v) many. Therefore, every vertex-edge pair that include α
is charged at most θ−1 .
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Proof. Since we place each v ∈ Vsparse in a separate cluster, cost A (e) = 0 for every e ∈ E − (v).
Hence, we can focus only on e ∈ E + (v) where cost A (e) = 1.
Fix any vertex v ∈ Vsparse . By the guarantee of Theorem 5 for G+ , there is a subset S(v)
of N + (v) with size at least |S(v)| ≥ η0 · ε · deg+(v) such that for every vertex u ∈ S(v),

N + (v) △ N + (u) ≥ η0 · ε · max deg+(u), deg+(v) .
Define the set of (+)-edges between v and the vertices in S(v) as E + (v, S). By the size
lower bound of S(v), we can bound the charge of sparse-charge(z, f ) by the charge of E + (v, S)
with a multiplicative O(1/ε) factor. Formally, let sparse-S-charge(z, f ) denote the part of
sparse-charge(z, f ) contributed by E + (v, S). One can arbitrarily set the charge-set of every
1/(ε · η0 ) (+)-edges incident on v to be the same as a single edge in E + (v, S). Thus,
for all vertex-edge pairs (z, f ):

sparse-charge(z, f ) ≤

1
· sparse-S-charge(z, f ).
ε · η0

(4)

Therefore, it suffices to upper bound the charge contributed by E + (v, S). We construct
the charge set and upper bound the charge by Lemma 8 as follows.
We set E as the set of all edges between vertices v ∈ Vsparse and S(v) ⊆ N + (v).
For any v ∈ Vsparse and u ∈ S(v),

N + (u) △ N + (v) ≥ η0 · ε · max deg+(u), deg+(v) ,
so we can set θ = η0 · ε.
Therefore, by Lemma 8, there exists a charge-set for all edges in E such that for any vertexedge pair (z, f ), sparse-S-charge(z, f ) = O(ε−1 ) (as η0 is an absolute constant). Combining
this with Eq (4) gives us the desired O(ε−2 ) bound.
◀

Part II: Almost-Cliques
We now turn to the analysis of the charge contributed by almost-cliques. Here, there are two
types of edges to consider: (+)-edges between different almost-cliques (intra cluster edges)
and (−)-edges inside each single almost-clique (inter cluster edges); all remaining edges are
already handled in the previous part. The following two lemmas handle these cases.
▶ Lemma 10. There exists ChargeSet(e) for every (+)-edge between two different almostcliques such that
for all vertex-edge pairs (z, f ):

outside-clique-charge(z, f ) = O(1).

▶ Lemma 11. There exists ChargeSet(e) for every (−)-edge inside any single almost-clique
such that
for all vertex-edge pairs (z, f ):

inside-clique-charge(z, f ) ≤ 1.

We defer the proofs of Lemmas 10 and 11 to the full version, and give some high-level
strategies here. The proof of Lemma 10 is similar to the one for sparse vertices in Lemma 9.
We show that neighborhood of endpoints of (+)-intra cluster edges are very different, simply
because they belong to different almost-cliques, and then apply Lemma 8. In contrast, the
proof of Lemma 11 follows a different strategy: we show that the best clustering one can do
for almost-cliques individually (in absence of all other edges) is to just cluster them one by
one exactly as in A.
In conclusion, the proof of Theorem 6 now follows by Lemma 9 (for handling all edges
with at least one sparse endpoint) and Lemmas 10 and 11 (for handling all edges between
dense vertices).
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Sublinear Algorithms for Correlation Clustering

With the sparse-dense decomposition result from Section 3 and the correlation clustering
scheme in Section 4 that built upon it, we can now describe our sublinear algorithms. We
start with our sublinear-time algorithm.
▶ Theorem 12 (Formalization of Theorem 1). There exists a randomized algorithm that
given a labeled graph G = (V, E), specified via adjacency lists of its (+)-subgraph G+ , with
high probability finds an O(1)-approximation to the correlation clustering problem on G in
O(n log n) query and O(n log2 n) time.
We remind the reader about our discussion earlier in Section 2.2 on the necessity of access
to the adjacency lists of G+ as opposed to G in Theorem 12.
The second sublinear algorithm we present is a sublinear-space streaming algorithm.
▶ Theorem 13 (Formalization of Theorem 2). There exists a randomized single-pass semistreaming algorithm that given a labeled graph G = (V, E), specified via a stream of edges of G
together with their labels, with high probability finds an O(1)-approximation to the correlation
clustering problem on G in O(n log n) space. Moreover, the algorithm has O(log n) processing
time per each element of the stream and O(n log2 n) post-processing time.
As we discussed in Section 2.2, this algorithm can be extended to various other streaming
scenarios, such as when only edges of G+ or G− are streamed, or dynamic (insertion-deletion)
and sliding window streams, by increasing the space with at most a polylog (n) factor.

5.1

A Sublinear-Time Algorithm: Proof of Theorem 12

The algorithm is a direct implementation of the recovery algorithm of Theorem 5 for finding
the decomposition plus the scheme of Theorem 6. We also need to show that we can provide
the recovery algorithm of Theorem 5 with proper information it needs. This is done as
follows.
Algorithm 1 A sublinear-time algorithm for correlation clustering.

Input: A labeled graph G = (V, E) specified via adjacency lists access to G+ .
(i) Let ε > 0 be a sufficiently small constant as prescribed by Theorem 5.
(ii) For each vertex v ∈ V , use degree queries to get positive degree deg+(v) of v.
(iii) For each vertex v, use neighbor queries to sample t = (c · log n)/ε2 neighbors
of v from N + (v) with repetition to get Nsample (v) (for the absolute constant
c > 0 in Theorem 5).
n
o
log(n)
(iv) Sample each vertex with probability pv := min cdeg
and call this set
+(v) , 1
Sample. Use neighbor queries to get N + (v) for v ∈ Sample.
(v) Run the algorithm of Theorem 5 for sparse-dense decomposition with parameter
ε and the inputs {Nsample (v)}v∈V and {N + (v)}v∈Sample to its recovery algorithm.
(vi) Output clustering A based on the resulting Vsparse ⊔ K1 ⊔ . . . ⊔ Kk as prescribed
in Theorem 6.
We now prove the correctness and the bounds on query and time complexity of Algorithm 1.
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Correctness. The information provided to the recovery algorithm of Theorem 5 by Algorithm 1 is exactly as prescribed in the theorem (for the underlying graph G+ ). As such,
with high probability, the resulting decomposition is a valid sparse-dense decomposition
specified by Theorem 5. Conditioned on this event, by Theorem 6, the returned answer is an
O(1)-approximation to the correlation clustering on G.
Query complexity. The total number of queries made by Algorithm 1 is equal to n degree
queries plus the number of edge-samples and neighbors of all vertex-samples. By a simple
analysis for the number of edges adjacent to the vertex-samples (which one can find in the
full version), this is O(n log n) edges.
Runtime analysis. The runtime of Lines ii,iii, and iv is equal to the query complexity of
the algorithm and is thus O(n log n) with high probability. The runtime of Item v is equal
to the recovery algorithm of Line Theorem 5 which is O(n log2 n) with high probability. The
runtime of Line vi is equal to O(n) as it only involves a direct partitioning of n vertices as
specified in the statement of Theorem 6. This is O(n log2 n) time in total.
This concludes the proof of Theorem 12.

5.2

A Semi-Streaming Algorithm: Proof of Theorem 13

We now give a single-pass semi-streaming algorithm for correlation clustering in insertion-only
streams (over the edges of the input labeled graph G). For further extensions of this algorithm
to other streaming models, please refer to the the full version of the paper.
Our semi-streaming algorithm is also a direct implementation of our recovery algorithm
in Theorem 5 and the scheme of Theorem 6 (by focusing on edges of G+ in the stream
and simply skipping any edge of G− ). However, compared to the previous section, for this
algorithm we have to be a bit careful in how we exactly provide the required information
to the recovery algorithm of Theorem 5. This is primarily because, in a single pass over
the stream, we will not know degrees of vertices beforehand so that we can sample the set
Sample store all their neighbors appropriately. Nevertheless, we show that simple ideas in
reservoir sampling [41] can be used to address this problem. Thus we first start by designing
a subroutine for obtaining Sample and N (v) for v ∈ Sample and then show use to obtain
our final semi-streaming algorithm.
Sampling vertices and storing their neighbors. We present the following lemma and
algorithm for sampling vertices inversely proportional to their degree and storing all neighbors
of sampled vertices (We note that we shall apply the following lemma to the underlying
graph G+ ). The idea behind this lemma seems standard to us and we present it here for
completeness.
▶ Lemma 14. Let β0 > 0 be a sufficiently large constant. There is a semi-streaming algorithm
that given any arbitrary graph G = (V, E) (not necessarily a labeled graph) specified via a
stream of its edges and a parameter β > β0 , at every point of time t during the stream:
1. Maintains a collection St of vertices together with Nt (v) for all v ∈ St so that each
vertex is sampled independently and with probability min {(β · log n)/degt (v), 1} in St
(here, Nt (v) and degt (v) refer to the set of neighbors of v and degree of v among the
edges up to time t in the stream);
2. With high probability, uses space of O(β · n log n) throughout the stream and O(1) time
per update.
(We note that the independence guarantee of the algorithm is across the vertices and not time
steps.)
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Proof. The algorithm is as follows.
Sampling algorithm of Lemma 14.
(i) Let S1 = V , N1 (v) = ∅, deg1 (v) = 0 for v ∈ V .
(ii) For each arriving edge et = (ut , vt ):
a. Update Nt (w) and degt (w) for w ∈ St−1 by adding ut and vt to the neighborhood of respective vertices and increasing their degree and keeping other
neighbor-sets intact.
b. Update St from St−1 by keeping all vertices other than ut and vt in St
and removing z ∈ {ut , vt } from St with probability 1/degt (z) if degt (z) >
(β · log n); if z is removed from St we also discard Nt (z) from the memory.
Fix a vertex v ∈ V and let t0 (v) denote the first time step t such that degt (v) > (β · log n).
For any time t < t0 (v), we have v in St as it cannot be removed by the algorithm. For a
time t1 ≥ t0 (v), we have,
Pr (v ∈ St1 ) =

t1
Y

Pr (v ∈ St | v ∈ St−1 )

t=t0

=

t1
Y
t=t0

(1 −

1
)
degt (v)

degt0 (v) − 1
degt (v)
(β · log n)
=
.
degt (v)
=

(as v is removed from St w.p. 1/degt (v))
(by a simple cancelation of intermediate terms)

Thus, each vertex v belongs to St with probability min {(β log n)/degt (v), 1}. Moreover, the
choice of inclusion or exclusion of different vertices in St is independent, proving the first
part of the lemma.
For the second part, given the correctness of the first, at each time step t, the information
stored by the algorithm consists a random subset St of vertices where each vertex is included
with probability min {(β log n)/degt (v), 1} plus all edges incident on vertices. For the graph
at time t, we can define random variable Xvt to be 0 if v ̸∈ St and to be deg(v) if v ∈ St . Let
P
X t = v∈V Xvt be the random variable for the number of edges we store at time step t. By
a simple calculation, we can show that E [X t ] = O(β · n log n). Furthermore, by applying
Bernstein’s inequality (Proposition 4) on X t , we can show that the total number of stored
edges at step t is O(β · n log n) with high probability. A union bound on at most n2 steps
concludes the proof (the bound of O(1) on the update time is immediate).
◀
The semi-streaming algorithm.
orem 13.

We can now present our semi-streaming algorithm for The-

Correctness. The information provided to the recovery algorithm of Theorem 5 by Algorithm 1 is exactly as prescribed in the theorem (for the underlying graph G+ ). As such,
with high probability, the resulting decomposition is a valid sparse-dense decomposition
specified by Theorem 5. Conditioned on this event, by Theorem 6, the returned answer is an
O(1)-approximation to the correlation clustering on G.
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Algorithm 2 A single-pass semi-streaming algorithm for correlation clustering.

Input: A labeled graph G = (V, E) specified via an arbitrarily ordered stream
of edges E.
(i) Let ε > 0 be a sufficiently small constant as prescribed by Theorem 5.
(ii) For each vertex v ∈ V , use a counter over edges of E + (v) to maintain deg+(v).
(iii) For each vertex v, use reservoir sampling to sample t = (c · log n)/ε2 neighbors
of v from N + (v) with repetition to get Nsample (v) (for the absolute constant
c > 0 in Theorem 5).
(iv) Run the algorithm of Lemma 14 on the graph G+ with parameter β = c. Let
Sample be the final set of vertices maintained by the algorithm and note we have
N + (v) for v ∈ Sample.
(v) Run the algorithm of Theorem 5 for sparse-dense decomposition with parameter
ε and the inputs {Nsample (v)}v∈V and {N + (v)}v∈Sample to its recovery algorithm.
(vi) Output clustering A based on the resulting Vsparse ⊔ K1 ⊔ . . . ⊔ Kk as prescribed
in Theorem 6.

Space complexity. Line ii requires storing O(n) numbers. Line iii requires storing O(log n)
neighbors of each vertex for O(n log n) space in total. Line iv uses O(n log n) space with high
probability by Lemma 14. The algorithms of Theorems 5 and 6 require space proportional
to their input which is O(n log n) in total. Thus, overall space of the algorithm is O(n log n).
Update time and post-processing time. The update time is O(1) for Lines ii and iv
and O(log n) for Line iii. Thus, the update time is O(log n). The post-processing time is
O(n log2 n) time by Theorem 5.
This concludes the proof of Theorem 13.
References
1

2

3

4
5

Saba Ahmadi, Samir Khuller, and Barna Saha. Min-max correlation clustering via multicut.
In Andrea Lodi and Viswanath Nagarajan, editors, Integer Programming and Combinatorial
Optimization - 20th International Conference, IPCO 2019, Ann Arbor, MI, USA, May 22-24,
2019, Proceedings, volume 11480 of Lecture Notes in Computer Science, pages 13–26. Springer,
2019. doi:10.1007/978-3-030-17953-3_2.
Sara Ahmadian, Alessandro Epasto, Ravi Kumar, and Mohammad Mahdian. Fair correlation
clustering. In Silvia Chiappa and Roberto Calandra, editors, The 23rd International Conference
on Artificial Intelligence and Statistics, AISTATS 2020, 26-28 August 2020, Online [Palermo,
Sicily, Italy], volume 108 of Proceedings of Machine Learning Research, pages 4195–4205.
PMLR, 2020. URL: http://proceedings.mlr.press/v108/ahmadian20a.html.
Kook Jin Ahn, Graham Cormode, Sudipto Guha, Andrew McGregor, and Anthony Wirth.
Correlation clustering in data streams. Algorithmica, 83(7):1980–2017, 2021. doi:10.1007/
s00453-021-00816-9.
Nir Ailon, Moses Charikar, and Alantha Newman. Aggregating inconsistent information:
Ranking and clustering. J. ACM, 55(5):23:1–23:27, 2008. doi:10.1145/1411509.1411513.
Noga Alon and Sepehr Assadi. Palette sparsification beyond (∆+1) vertex coloring. In
Jaroslaw Byrka and Raghu Meka, editors, Approximation, Randomization, and Combinatorial
Optimization. Algorithms and Techniques, APPROX/RANDOM 2020, August 17-19, 2020,
Virtual Conference, volume 176 of LIPIcs, pages 6:1–6:22. Schloss Dagstuhl - Leibniz-Zentrum
für Informatik, 2020. doi:10.4230/LIPIcs.APPROX/RANDOM.2020.6.

ITCS 2022

10:18

Sublinear Algorithms for Correlation Clustering

6
7

8

9
10
11
12
13

14

15

16
17

18

19

20

21

Noga Alon and Joel H Spencer. The probabilistic method. John Wiley & Sons, 2004.
Sepehr Assadi, Yu Chen, and Sanjeev Khanna. Sublinear algorithms for (∆ + 1) vertex coloring.
In Proceedings of the Thirtieth Annual ACM-SIAM Symposium on Discrete Algorithms, SODA
2019, San Diego, California, USA, January 6-9, 2019, pages 767–786, 2019.
Sepehr Assadi and Shay Solomon. When algorithms for maximal independent set and maximal
matching run in sublinear time. In 46th International Colloquium on Automata, Languages,
and Programming, ICALP 2019, July 9-12, 2019, Patras, Greece, pages 17:1–17:17, 2019.
László Aszalós. Decompose boolean matrices with correlation clustering. Entropy, 23(7):852,
2021. doi:10.3390/e23070852.
Nikhil Bansal, Avrim Blum, and Shuchi Chawla. Correlation clustering. Machine learning,
56(1):89–113, 2004.
Francesco Bonchi, David García-Soriano, and Konstantin Kutzkov. Local correlation clustering.
CoRR, abs/1312.5105, 2013. arXiv:1312.5105.
Francesco Bonchi, Aristides Gionis, and Antti Ukkonen. Overlapping correlation clustering.
Knowl. Inf. Syst., 35(1):1–32, 2013. doi:10.1007/s10115-012-0522-9.
Marco Bressan, Nicolò Cesa-Bianchi, Andrea Paudice, and Fabio Vitale. Correlation clustering with adaptive similarity queries. In Hanna M. Wallach, Hugo Larochelle, Alina
Beygelzimer, Florence d’Alché-Buc, Emily B. Fox, and Roman Garnett, editors, Advances in Neural Information Processing Systems 32: Annual Conference on Neural Information Processing Systems 2019, NeurIPS 2019, December 8-14, 2019, Vancouver, BC,
Canada, pages 12510–12519, 2019. URL: https://proceedings.neurips.cc/paper/2019/
hash/b0ba5c44aaf65f6ca34cf116e6d82ebf-Abstract.html.
Mélanie Cambus, Davin Choo, Havu Miikonen, and Jara Uitto. Massively parallel correlation
clustering in bounded arboricity graphs. In Seth Gilbert, editor, 35th International Symposium on Distributed Computing, DISC 2021, October 4-8, 2021, Freiburg, Germany (Virtual
Conference), volume 209 of LIPIcs, pages 15:1–15:18. Schloss Dagstuhl - Leibniz-Zentrum für
Informatik, 2021. doi:10.4230/LIPIcs.DISC.2021.15.
Yi-Jun Chang, Wenzheng Li, and Seth Pettie. An optimal distributed (∆ + 1)-coloring
algorithm? In Proceedings of the 50th Annual ACM SIGACT Symposium on Theory of
Computing, STOC 2018, Los Angeles, CA, USA, June 25-29, 2018, pages 445–456, 2018.
Moses Charikar, Venkatesan Guruswami, and Anthony Wirth. Clustering with qualitative
information. J. Comput. Syst. Sci., 71(3):360–383, 2005. doi:10.1016/j.jcss.2004.10.012.
Yudong Chen, Sujay Sanghavi, and Huan Xu. Clustering sparse graphs. In Peter L. Bartlett,
Fernando C. N. Pereira, Christopher J. C. Burges, Léon Bottou, and Kilian Q. Weinberger,
editors, Advances in Neural Information Processing Systems 25: 26th Annual Conference on
Neural Information Processing Systems 2012. Proceedings of a meeting held December 3-6,
2012, Lake Tahoe, Nevada, United States, pages 2213–2221, 2012. URL: https://proceedings.
neurips.cc/paper/2012/hash/1e6e0a04d20f50967c64dac2d639a577-Abstract.html.
Flavio Chierichetti, Nilesh N. Dalvi, and Ravi Kumar. Correlation clustering in mapreduce.
In Sofus A. Macskassy, Claudia Perlich, Jure Leskovec, Wei Wang, and Rayid Ghani, editors,
The 20th ACM SIGKDD International Conference on Knowledge Discovery and Data Mining,
KDD ’14, New York, NY, USA - August 24 - 27, 2014, pages 641–650. ACM, 2014. doi:
10.1145/2623330.2623743.
Flavio Chierichetti, Alessandro Panconesi, Giuseppe Re, and Luca Trevisan. Correlation
clustering reconstruction in semi-adversarial models. CoRR, abs/2108.04729, 2021. arXiv:
2108.04729.
William W. Cohen and Jacob Richman. Learning to match and cluster large high-dimensional
data sets for data integration. In Proceedings of the Eighth ACM SIGKDD International
Conference on Knowledge Discovery and Data Mining, July 23-26, 2002, Edmonton, Alberta,
Canada, pages 475–480. ACM, 2002. doi:10.1145/775047.775116.
Vincent Cohen-Addad, Silvio Lattanzi, Slobodan Mitrovic, Ashkan Norouzi-Fard, Nikos
Parotsidis, and Jakub Tarnawski. Correlation clustering in constant many parallel rounds. In

S. Assadi and C. Wang

22

23

24
25
26

27

28

29

30

31

32
33
34
35
36
37

10:19

Marina Meila and Tong Zhang, editors, Proceedings of the 38th International Conference on
Machine Learning, ICML 2021, 18-24 July 2021, Virtual Event, volume 139 of Proceedings of
Machine Learning Research, pages 2069–2078. PMLR, 2021. URL: http://proceedings.mlr.
press/v139/cohen-addad21b.html.
Graham Cormode, Jacques Dark, and Christian Konrad. Independent sets in vertex-arrival
streams. In Christel Baier, Ioannis Chatzigiannakis, Paola Flocchini, and Stefano Leonardi,
editors, 46th International Colloquium on Automata, Languages, and Programming, ICALP
2019, July 9-12, 2019, Patras, Greece, volume 132 of LIPIcs, pages 45:1–45:14. Schloss Dagstuhl
- Leibniz-Zentrum für Informatik, 2019. doi:10.4230/LIPIcs.ICALP.2019.45.
Dotan Emanuel and Amos Fiat. Correlation clustering - minimizing disagreements on arbitrary
weighted graphs. In Giuseppe Di Battista and Uri Zwick, editors, Algorithms - ESA 2003,
11th Annual European Symposium, Budapest, Hungary, September 16-19, 2003, Proceedings,
volume 2832 of Lecture Notes in Computer Science, pages 208–220. Springer, 2003. doi:
10.1007/978-3-540-39658-1_21.
Joan Feigenbaum, Sampath Kannan, Andrew McGregor, Siddharth Suri, and Jian Zhang. On
graph problems in a semi-streaming model. Theor. Comput. Sci., 348(2-3):207–216, 2005.
Manuela Fischer and Andreas Noever. Tight analysis of parallel randomized greedy MIS.
ACM Trans. Algorithms, 16(1):6:1–6:13, 2020. doi:10.1145/3326165.
Jurgen Van Gael and Xiaojin Zhu. Correlation clustering for crosslingual link detection. In
Manuela M. Veloso, editor, IJCAI 2007, Proceedings of the 20th International Joint Conference
on Artificial Intelligence, Hyderabad, India, January 6-12, 2007, pages 1744–1749, 2007. URL:
http://ijcai.org/Proceedings/07/Papers/282.pdf.
David García-Soriano, Konstantin Kutzkov, Francesco Bonchi, and Charalampos E. Tsourakakis. Query-efficient correlation clustering. In Yennun Huang, Irwin King, Tie-Yan Liu, and
Maarten van Steen, editors, WWW ’20: The Web Conference 2020, Taipei, Taiwan, April
20-24, 2020, pages 1468–1478. ACM / IW3C2, 2020. doi:10.1145/3366423.3380220.
Magnús M. Halldórsson, Fabian Kuhn, Yannic Maus, and Tigran Tonoyan. Efficient randomized
distributed coloring in CONGEST. In Samir Khuller and Virginia Vassilevska Williams, editors,
STOC ’21: 53rd Annual ACM SIGACT Symposium on Theory of Computing, Virtual Event,
Italy, June 21-25, 2021, pages 1180–1193. ACM, 2021.
David G Harris, Johannes Schneider, and Hsin-Hao Su. Distributed (∆ + 1)-coloring in
sublogarithmic rounds. In Proceedings of the forty-eighth annual ACM symposium on Theory
of Computing, pages 465–478. ACM, 2016.
Jafar Jafarov, Sanchit Kalhan, Konstantin Makarychev, and Yury Makarychev. Local correlation clustering with asymmetric classification errors. In Marina Meila and Tong Zhang, editors,
Proceedings of the 38th International Conference on Machine Learning, ICML 2021, 18-24
July 2021, Virtual Event, volume 139 of Proceedings of Machine Learning Research, pages
4677–4686. PMLR, 2021. URL: http://proceedings.mlr.press/v139/jafarov21a.html.
Sungwoong Kim, Chang Dong Yoo, Sebastian Nowozin, and Pushmeet Kohli. Image segmentation usinghigher-order correlation clustering. IEEE Trans. Pattern Anal. Mach. Intell.,
36(9):1761–1774, 2014. doi:10.1109/TPAMI.2014.2303095.
Michael Molloy and Bruce A. Reed. A bound on the total chromatic number. Combinatorica,
18(2):241–280, 1998.
Michael Molloy and Bruce A. Reed. Asymptotically optimal frugal colouring. J. Comb. Theory,
Ser. B, 100(2):226–246, 2010.
Michael Molloy and Bruce A. Reed. Colouring graphs when the number of colours is almost
the maximum degree. J. Comb. Theory, Ser. B, 109:134–195, 2014.
Bruce Reed. The list colouring constants. Journal of Graph Theory, 31(2):149–153, 1999.
Bruce A. Reed. ω, ∆, and χ. Journal of Graph Theory, 27(4):177–212, 1998.
Bruce A. Reed. A strengthening of Brooks’ theorem. J. Comb. Theory, Ser. B, 76(2):136–149,
1999.

ITCS 2022

10:20

Sublinear Algorithms for Correlation Clustering

38

39

40
41
42

Jessica Shi, Laxman Dhulipala, David Eisenstat, Jakub Lacki, and Vahab S. Mirrokni. Scalable
community detection via parallel correlation clustering. Proc. VLDB Endow., 14(11):2305–2313,
2021. URL: http://www.vldb.org/pvldb/vol14/p2305-shi.pdf.
Chaitanya Swamy. Correlation clustering: maximizing agreements via semidefinite programming. In J. Ian Munro, editor, Proceedings of the Fifteenth Annual ACM-SIAM Symposium
on Discrete Algorithms, SODA 2004, New Orleans, Louisiana, USA, January 11-14, 2004,
pages 526–527. SIAM, 2004. URL: http://dl.acm.org/citation.cfm?id=982792.982866.
Roman Vershynin. High-dimensional probability: An introduction with applications in data
science, volume 47. Cambridge university press, 2018.
Jeffrey Scott Vitter. Random sampling with a reservoir. ACM Trans. Math. Softw., 11(1):37–57,
1985. doi:10.1145/3147.3165.
Jordi R Weggemans, Alex Urech, Alexander Rausch, Robert Spreeuw, Richard Boucherie,
Florian Schreck, Kareljan Schoutens, Jiří Minář, and Florian Speelman. Solving correlation
clustering with qaoa and a rydberg qudit system: a full-stack approach. arXiv preprint
arXiv:2106.11672, 2021.

Multi-Channel Bayesian Persuasion
#
Technion – Israel Institute of Technology, Haifa, Israel

Yakov Babichenko

Inbal Talgam-Cohen #
Technion – Israel Institute of Technology, Haifa, Israel
#
University of Virginia, Charlottesville, VA, USA

Haifeng Xu

Konstantin Zabarnyi #
Technion – Israel Institute of Technology, Haifa, Israel
Abstract
The celebrated Bayesian persuasion model considers strategic communication between an informed
agent (the sender) and uninformed decision makers (the receivers). The current rapidly-growing
literature assumes a dichotomy: either the sender is powerful enough to communicate separately with
each receiver (a.k.a. private persuasion), or she cannot communicate separately at all (a.k.a. public
persuasion). We propose a model that smoothly interpolates between the two, by introducing a
natural multi-channel communication structure in which each receiver observes a subset of the
sender’s communication channels. This captures, e.g., receivers on a network, where information
spillover is almost inevitable.
Our main result is a complete characterization specifying when one communication structure is
better for the sender than another, in the sense of yielding higher optimal expected utility universally
over all prior distributions and utility functions. The characterization is based on a simple pairwise
relation among receivers – one receiver information-dominates another if he observes at least the
same channels. We prove that a communication structure M1 is (weakly) better than M2 if and
only if every information-dominating pair of receivers in M1 is also such in M2 . This result holds
in the most general model of Bayesian persuasion in which receivers may have externalities – that
is, the receivers’ actions affect each other. The proof is cryptographic-inspired and it has a close
conceptual connection to secret sharing protocols.
As a surprising consequence of the main result, the sender can implement private Bayesian
persuasion (which is the best communication structure for the sender) for k receivers using only
O(log k) communication channels, rather than k channels in the naive implementation. We provide
an implementation that matches the information-theoretical lower bound on the number of channels
– not only asymptotically, but exactly. Moreover, the main result immediately implies some results
of [4] on persuading receivers arranged in a network such that each receiver observes both the signals
sent to him and to his neighbours in the network.
We further provide an additive FPTAS for an optimal sender’s signaling scheme when the
number of states of nature is constant, the sender has an additive utility function and the graph of
the information-dominating pairs of receivers is a directed forest. We focus on a constant number
of states, as even for the special case of public persuasion and additive sender’s utility, it was
shown by [2] that one can achieve neither an additive PTAS nor a polynomial-time constant-factor
optimal sender’s utility approximation (unless P=NP). We leave for future research studying exact
tractability of forest communication structures, as well as generalizing our result to more families of
sender’s utility functions and communication structures.
Finally, we prove that finding an optimal signaling scheme under multi-channel persuasion is
computationally hard for a general family of sender’s utility functions – separable supermajority
functions, which are specified by choosing a partition of the set of receivers and summing supermajority
functions corresponding to different elements of the partition, multiplied by some non-negative
constants. Note that one can easily deduce from [3] and [1] that finding an optimal signaling scheme
for such utility functions is computationally tractable for both public and private persuasion. This
difference illustrates both the conceptual and the computational hardness of general multi-channel
persuasion.
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Abstract
We initiate a comprehensive study of the question of randomness extractions from two somewhat
dependent sources of defective randomness. Specifically, we present three natural models, which
are based on different natural perspectives on the notion of bounded dependency between a pair of
distributions. Going from the more restricted model to the less restricted one, our models and main
results are as follows.
1. Bounded dependence as bounded coordination: Here we consider pairs of distributions that arise
from independent random processes that are applied to the outcome of a single global random
source, which may be viewed as a mechanism of coordination (which is adversarial from our
perspective).
We show that if the min-entropy of each of the two outcomes is larger than the length of the
global source, then extraction is possible (and is, in fact, feasible). We stress that the extractor
has no access to the global random source nor to the internal randomness that the two processes
use, but rather gets only the two dependent outcomes.
This model is equivalent to a setting in which the two outcomes are generated by two independent
sources, but then each outcome is modified based on limited leakage (equiv., communication)
between the two sources.
(Here this leakage is measured in terms of the number of bits that were communicated, but in
the next model we consider the actual influence of this leakage.)
2. Bounded dependence as bounded cross influence: Here we consider pairs of outcomes that are
produced by a pair of sources such that each source has bounded (worst-case) influence on the
outcome of the other source. We stress that the extractor has no access to the randomness that
the two processes use, but rather gets only the two dependent outcomes.
We show that, while (proper) randomness extraction is impossible in this case, randomness
condensing is possible and feasible; specifically, the randomness deficiency of condensing is
linear in our measure of cross influence, and this upper bound is tight. We also discuss various
applications of such condensers, including for cryptography, standard randomized algorithms,
and sublinear-time algorithms, while pointing out their benefit over using a seeded (single-source)
extractor.
3. Bounded dependence as bounded mutual information: Due to the average-case nature of mutual
information, here there is a trade-off between the error (or deviation) probability of the extracted
output and its randomness deficiency. Loosely speaking, for joint distributions of mutual
information t, we can condense with randomness deficiency O(t/ϵ) and error ϵ, and this trade-off
is optimal.
All positive results are obtained by using a standard two-source extractor (or condenser) as a
black-box.
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1

Introduction

The problem of extracting almost perfect randomness from sources of highly defective
randomness is of great theoretical and practical importance, since perfect randomness is
essential to cryptography and has numerous applications in algorithmic design, whereas
natural sources of randomness are quite defective. In other words, the randomness extraction
problem addresses the discrepancy between the perfect randomness that is postulated in
various applications and the quite defective randomness that seems available to us in reality.
The foregoing problem has been the focus of much research in the last decades, where
research has branched according to how the defective sources of randomness are modelled (see,
e.g., [17]). Needless to say, an adequate modelling of such sources is pivotal to such studies.
The two main branches, reviewed below, focus on sources of randomness with a worst-case
guarantee asserting that no outcome appears with too high a probability. Specifically, the
logarithm of the reciprocal of this probability, called min-entropy, is a main parameter in
these studies.1
The two branches differ by the question of whether we have at our disposal a single source
of the foregoing type or a few (say, two) independent sources of this type. In the first case,
a randomness extractor cannot be deterministic; it must use a short random seed, where
the length of the seed may be logarithmic in the length of the source (and the reciprocal of
the desired error probability). Shaltiel’s classical survey is focused on this case [16]; see also
more recent accounts such as [19, Chap. 6].2
In some “off-line” algorithmic applications, seeded extractors provide a good solution
to the extraction problem, since one can emulate the use of a short random seed by a
deterministic enumeration of all possibilities. This emulation is not possible in “on-line”
applications that dominate the areas of cryptography and distributed computing. This reality
is the main motivation for the second branch of studies, which considers extraction from
several independent sources (of defective randomness). Typically, one seeks to minimize

1

2

Hence, the postulate that no n-bit long string occurs with probability greater than p takes the form of
saying that the distribution has min-entropy at least log2 (1/p). Note that a perfectly random n-bit
long string has min-entropy log2 (1/2−n ) = n.
The focus of Shaltiel’s survey [16] on seeded extractors reflects the focus of research at that period, and
specifically the quest for explicit constructions of extractors with optimal parameters such as seed-length,
min-entropy bound, output length, and error probability (see, e.g., [16, Sec. 1.4] and [16, Table 1]).
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the number of independent sources, and it is best to use only two. The rather recent
breakthrough result of Chattopadhyay and Zuckerman [5], which provides a two-source
extractor for polylogarithmic min-entropy, and its follow-ups (e.g., [12]) belong to this
branch.
While some amount of independence between the two sources is definitely necessary for
(seedless) extraction, it is desirable to allow as much dependence as possible. In other words,
one should seek to relax the postulate of perfectly independent (defective) sources, and study
the possibility of extracting randomness from somewhat dependent sources.
Actually, this problem was considered already in the early work of Chor and Goldreich [6],
who suggested a simple definition and outlined the possibility and limitation of (proper)
extraction under it (see [6, Sec. 3.3]). Their focus was on a small “amount of dependence”
(i.e., the sources are almost independent (in a strong sense)), but – in that regime – their
definition (i.e., [6, Def. 10]) does not meet our intuition. On the one hand, it is too rigid, as
reflected by the fact that it does not cover natural cases that do allow for good extraction
and are covered by our first model (described in Section 2.1). On the other hand, their
definition led to a negative result regarding extraction (i.e., [6, Thm. 19]), which seems to
have discouraged further research in this important direction. (See Section 5 for a more
detailed account.)
In this work, we initiate a more comprehensive study of the question of randomness
extractions from two somewhat dependent sources of defective randomness. Specifically, we
present three natural models, which are based on different natural perspectives on the notion
of dependency between a pair of distributions. Indeed, the most general model is based
on the notion of mutual information, but we believe that the more restricted models are
also natural. While the most restricted model (described in Section 2.1) allows for (proper)
randomness extraction, the other two models (described in Sections 2.2 and 2.3) do not
allow for (proper) extraction, but do allow for randomness condensing (defined below). In
Section 4 we argue that these randomness condensers may be of value for various applications,
including in cryptography. But we shall discuss the models themselves first.
The current version. This is an extended abstract of our work, which is posted on ECCC
as TR19-183 and is hereafter cited as our report [2]. In the sequel, we make a few references
to specific results that appear in our report [2]; however, not all results of [2] are mentioned
in this extended abstract.
Organization. The rest of this extended abstract is organized as follow. In Section 2 we
present the three models of bounded dependency sources, and in Section 3 we review our
main results regarding these models. In Section 4 we discuss the usefulness of condensed
sources of randomness: While the applications to cryptography (discussed in Section 4.1) are
well known (cf. [14, 7]), this does not seem to be the case with respect to the aplications to
standard and sublinear algorithms (discussed in Sections 4.2 and 4.3, resp.). Lastly, related
works are discussed in 5.

2

Our models

Our three models draw on three different notions of (the amount of) “dependency” between
sources. In each model, the “amount of dependence” is specified by a parameter that
upper-bounds this amount (as well as by the standard parameter that lower-bounds the
min-entropy of the individual sources).
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The models are presented in order of generality, going from the more restricted to the less
restricted. When the amount of dependency is zero, all models coincide with the standard
model of two independent sources. On the other hand, when the amount of dependence
reaches the min-entropy of the individual sources, all models include the case of identical
sources (which coincides with the single source case). Hence, the amount of dependence that
we consider is between these two extreme bounds.
We refrain form taking a categorical position regarding which of the models is “right”;
we believe that each of them may be adequate in some settings and less so in others. Indeed,
different models may suit different settings, and the fact that the models support different
levels of extraction (or condensing) is a good reason to present them all.

2.1

The coordinated sources model

A special case (equiv., restricted version) of the “coordinated sources” model postulates that
the two sources have access to many independent “micro-sources” of randomness that are each
extremely defective (i.e., having min-entropy that is too low to be of any use). Furthermore,
most of these micro-sources may have no entropy at all. Each source corresponds to a
subsequence of the micro-sources, and each such subsequence contains a significant amount of
min-entropy, but the subsequences corresponding to the two sources have a small (non-empty)
intersection that is not known to us. Of course, if we knew the intersection, then we could
have ignored the micro-sources in it when extracting from the two (residual) sources (i.e.,
extract from the non-intersecting parts), but the intersection is not known to us (i.e., to the
extractor).3
More generally, the two sources may be two random processes that are each fed by the
outcome of some global random process. We have no access to “underlying” global random
source nor can we access the randomness “added” by each of the two sources (on top of the
outcome of the global source). All we get is the outcomes of the two processes (i.e., sources).
Specifically, consider the randomized processes A, B and C, each taking a “somewhat random”
n-bit long string, denoted rA , rB and rC . Then, we get A(rA , C(rC )) and B(rB , C(rC )) only,
and we are only guaranteed that their min-entropy is k ′ bits larger than the length of the
outcome of C. Note that we do not require that rA , rB and rC be uniformly distributed, but
the min-entropy requirement made regarding the outcomes of A and B does imply that rA
and rB have min-entropy at least k ′ each. Here, C(rC ) represents the coordination between
the sources.
A different scenario, which is actually equivalent to the above, is that the two sources are
initially independent, but become dependent due to (bounded) leakage. Specifically, suppose
that each source starts having a somewhat random state (i.e., sA and sB ), but their state
changes in time and may depend also on few bits that are leaked between the states; that is,
at each point in time, each source modifies its state based on its current state and bits that
are leaked from the current state of the other source. We only see the states at a later time,
and after a bounded number of bits were “communicated” (via leakage) between them. Here,
this leakage represents the (adversarial) coordination between the sources.

3

Likewise, if we knew which of the micro-sources included in one subsequence contain a sufficient amount
of min-entropy, then we could partition this subsequence into two good parts, viewed as two independent
auxiliary sources, and extract from these two auxiliary sources.
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Sources of bounded cross influence

In the bounded “cross influence” model, we envision a setting akin the prior one, except
that here we do not upper-bound the potential “influence” of each source on the other – as
reflected in the amount of leakage (or communication) – but rather the actual influence
as embodied in the two outcomes. Specifically, consider randomized processes A and B,
each taking a sequence of n random bits, denoted rA and rB , and outputting A(rA , rB ) and
B(rA , rB ); that is, each source is given both rA and rB . What we shall bound is the influence
of rB on A’s output, and likewise the influence of rA on B’s output.
We say that the influence of rB on A’s output is at most t (bits) if for every two values rA
and rB it holds that Prr [A(rA , r) ̸= A(rA , rB )] ≤ 1 − 2−t . In other words, the value A(rA , rB )
is maintained, with probability at least 2−t , when rB is “re-randomized” (i.e., replaced by a
random input r). Hence, the influence of rB on A’s output measures the actual effect that
rB has on A’s output, regardless of how this effect comes about. The influence of rA on B’s
output is defined analogously, and the cross influence of the two sources is defined as the
sum of the two (opposite) influences.
To see that the cross influence can be much lower than the amount of coordination,
consider the processes A(rA , rB ) = rA and B(rA , rB ) = (rB , IP2 (rA , rB )), where IP2 denotes
the inner product (mod 2) function. These two sources have a single bit of cross influence
(i.e., rB has no influence on A’s output, whereas the influence of rA on B’s output is confined
to IP2 (rA , rB )). It can be shown that the amount of coordination between these sources
exceeds 0.499 · |rA | (see Theorems 3.4 and 6.1 in our report [2]).4
We also comment that, as proved in Proposition 4.2 in our report [2], if a joint distribution
(X, Y ) has cross influence at most t, then maxx,y {ℓ(x, y)} ≤ t, where


Pr[(X, Y ) = (x, y)]
(1)
ℓ(x, y) = log2
Pr[X = x] · Pr[Y = y] .
This means that the min-entropy of the joint distribution (X, Y ) is at most t units smaller
than the sum of the min-entropies of the individual distributions X and Y . Note that the
mutual information of X and Y equals E[ℓ(X, Y )].

2.3

Sources of bounded mutual information

The mutual information of the joint distribution (X, Y ), denoted I(X; Y ), is a well-established
measure of the dependence between the two variables. It quantifies the amount of information
obtained about one random variable through observing the other random variable; indeed,
I(X; Y ) = H(X) + H(Y ) − H(X, Y ) = H(X) − H(X|Y ) = H(Y ) − H(Y |X). It seems
that considering this measure in the current context requires no justification. Still, we note
that this measure coincides with the information communicated between the parties in a
generation protocol as considered in the case of coordinated sources.5

4

5

Indeed, it is well-known that the communication complexity of computing IP2 on n-bit inputs is Ω(n),
see [6, Thm. 21(ii)], but this does not mean that sampling the distribution (rA , (rB , IP2 (rA , rB )))
requires Ω(n) bits of communication (since there may be other ways of sampling this distribution). In
other words, the strategies in the coordination protocol need not compute IP2 on their disjoint inputs;
they may sample the desired distribution arbitrarily. Nevertheless, Theorem 6.1 in our report [2] implies
that a two-party protocol for sampling the distribution (rA , (rB , IP2 (rA , rB ))) requires Ω(n) bits of
communication, whereas Theorem 3.4 in [2] relates the communication complexity of sampling a joint
distribution to the amount of coordination in it.
Recall that the number of bits communicated in such a protocol captures the measure of coordination
considered in our first model. But here we consider the information about one party’s random input
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As stated at the beginning of the current section, although the model of bounded mutual
information is well-known and easiest to state, we do not confine our study of the extraction
problem to it. The main reason for not confining the study to this model is that extraction
under this model is extremely limited (see Theorem 3.4).

3

Our main results

For the sake of stating our results, we use the following notation, where in all cases n denotes
the length of the source’s outcome, k denotes the min-entropy, and t the bound on the
relevant dependency measure.
STDn (k) = the standard two-source model, where each (independent) source has minentropy k.
COORn (k, t) = the model of t-coordinated sources, where each source has min-entropy k.
(See Section 2.1 and Definition 3.1 in our report [2].)
CRIn (k, t) = the model of joint distributions of cross influence t, where each source has
min-entropy k. (See Section 2.2 and Definition 4.1 in our report [2].)
MIn (k, t) = the model of joint distributions of mutual information t, where each source
has min-entropy k. (See Section 2.3 and Definition 5.1 in our report [2].)
We first state the fact that, essentially, our models are contained in one another, and that
this containment is strict.
▶ Theorem 3.1. (relations between the models):
1. COORn (k, t) is ϵ-close to being in CRIn (k, t + log2 (1/ϵ)): For every ϵ > 0 and every t,
every t-coordinated joint distribution is ϵ-close to some distribution of cross influence
t + log2 (1/ϵ). On the other hand, there exists a joint distribution (of min-entropy n − 4)
that can be generated with at most six bits of cross influence, but is 0.24-far from any
(n − O(log n))-coordinated distribution.
2. CRIn (k, t) is strictly contained in MIn (k, t): For every t, every joint distribution of cross
influence t has t bits of mutual information. On the other hand, for every ϵ > 0, there
exists a joint distribution (of min-entropy n − O(1/ϵ)) that has mutual information at
most three, but is (ϵ/2)-far from any distribution that can be generated with 1/ϵ bits of
cross influence.
The separation between cross influence and mutual information seems to be due to the
separation between worst-case and average-case notions of cross influence, as established
in Proposition 4.2 in our report [2]. Indeed, in retrospect, a worst-case notion seems more
adequate in the current setting (cf., min-entropy versus entropy).
We next turn to our results regarding randomness extraction (and condensing) for each
of the three models. Recall that an extractor with error ϵ for a model M is a function
F : {0, 1}n × {0, 1}n → {0, 1}m such that for every joint distribution (X, Y ) in M, it holds
that F (X, Y ) is ϵ-close to the uniform distribution over {0, 1}m .
▶ Theorem 3.2. (extraction for sources of bounded coordination): If F : {0, 1}n ×{0, 1}n →
{0, 1}m is an extractor of error ϵ for the model STDn (k), then F is an extractor of error 2ϵ
for the model COORn (k + t + log2 (1/ϵ), t).

that is revealed by the communication. Specifically, consider the trivial protocol in which A generates
(x, y) ← (X, Y ) and sends y to B. Then, the information on X communicated to B equals H(X)−H(X|Y ),
which equals I(X; Y ).
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We comment that a loss of t + log2 (1/ϵ) − O(1) units of min-entropy is unavoidable. But
the good news is that modulo this loss, extraction for sources of bounded coordination is
possible, let alone via a black-box use of standard extractors, provided that the min-entropy
of the individual sources compensates for the amount of coordination. Unfortunately, this
good news does not carry over to the other models.
Turning to the other models, the bottom-line is that proper extraction is not possible, but
condensing is possible. Recall that a condenser with error ϵ and deficiency d for a model M is
a function F : {0, 1}n × {0, 1}n → {0, 1}m such that for every joint distribution (X, Y ) in
M, it holds that F (X, Y ) is ϵ-close a distribution that has min-entropy at least m − d.
▶ Theorem 3.3. (extraction for sources of bounded cross influence):
1. (condensing is possible): If F : {0, 1}n × {0, 1}n → {0, 1}m is a condenser of error ϵ and
deficiency d for the model STDn (k), then F is a condenser of error 2t · ϵ and deficiency
d + t for the model CRIn (k, t).
2. (the foregoing is essentially optimal): There is no condenser with deficiency o(t) and
error 2−Ω(t) for CRIn (n − O(t), t), when the output length exceeds t. Furthermore, there
is no extractor with error 1/4 for CRIn (n − 4, 6).
Indeed, d = 0 (in Part 1) is a special case that refers to the case that F is an extractor for
STDn (k). In general, the fact that the condensing error (in Part 1) grows by a factor of 2t
does not worry us too much, since we can afford to make ϵ small enough to compensate for
that (i.e., we can use ϵ ≤ 2−2t , provided k = Ω(t)).6 So the take-home message here is that
condensing is possible at a cost – in terms of deficiency – that equals the amount of cross
influence. As will be articulated in Section 4, randomness of bounded deficiency is useful in
many setting both in cryptography and in algorithmic design.
In light of the foregoing, it is quite disapointing that for the model of mutual information
only weaker condensing results are possible. Nevertheless, we can obtain such condensers
(again, by using any condenser for the stanadrad model as black-box).
▶ Theorem 3.4. (extraction for sources of bounded mutual information): For every β > 0,
the following holds.
1. (condensing is possible): If F : {0, 1}n × {0, 1}n → {0, 1}m is a condenser of error ϵ and
′
deficiency d for the model STDn (k − 1), then F is a condenser of error 4β + 2t · ϵ and
deficiency d + t′ for the model MIn (k, t), where t′ = (t + O(1))/β.
2. (the foregoing is essentially optimal): There is no condenser with deficiency o(t′ ) and
def

error O(β) for MIn (n − t′ , t), when the output length exceeds t′ = ((t − 2)/β).
Indeed, this condensing result is inferior to the one for the cross influence model (i.e.,
Theorem 3.3), since it involves a trade-off between the deficiency (i.e., t′ ) and the error
parameter (typically dominated by β). Specifically, in Theorem 3.4 the product of the error
and the deficiency is linear in the mutual information bound (i.e., β · t′ = Θ(t); indeed, our
′
issue is with the additive error term of β, not with the multiplicative factor of 2t (which can
be tolerated as outlined above)). Still, as will be discussed in Section 4, some applications
can benefit even from this trade-off.
Yet another definition of bounded dependence. Part 1 of Theorem 3.3 is proved by
showing that if (X, Y ) can be generated with t bits of cross influence, then, for every x and
y, it holds that
Pr[(X, Y ) = (x, y)] ≤ 2t · Pr[X = x] · Pr[Y = y].
6

(2)

Currently, explicit constructions of standard extractors with error ϵ < 1/n are not known, but such
extractors do exist. Furthermore, explicit constructions of condensers with error ϵ and deficiency
o(log(1/ϵ)) were recently presented in [3].
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(see Proposition 4.2 in our report [2]). In other words, the min-entropy of (X, Y ) is at
most t units smaller than the sum of the min-entropies of X and Y . One may consider
this parametrized upper bound as yet another definition of bounded dependence, and note
that it implies that (X, Y ) has mutual information at most t. Hence, the parameter t in
(2) is sandwiched between cross influence and mutual information. Furthermore, we show
approximate converses of both inequalities:
If (X, Y ) satisfies (2) with parameter t, then it is ϵ-close to a distribution that can
be generated with t + O(log(1/ϵ)) bits of cross influence (see Proposition 4.13 in our
report [2]).
If (X, Y ) has mutual information t, then it is O(β)-close to a distribution (X ′ , Y ′ ) that
satisfies (2) with respect to the parameter t′ = (t + O(1))/β. (This is the bulk of the
proof of Theorem 5.5 in our report [2], which establishes Part 1 of Theorem 3.4.)
We also show that perfect converses do not hold (see Proposition 4.14 in our report [2] and
Part 2 of Theorem 3.1, resp.).

4

On the usefulness of condensers

Randomness condensers (a.k.a condensers), introduced in [15, 14] (in seeded and seedless
versions, respectively), transform highly defective sources of randomness, which are only
guaranteed to have some minimal amount of min-entropy, into sources of randomness (that
are close to) having a relatively small min-entropy deficiency (see Definition 2.1 in our
report [2]). This falls short of what is done by randomness extractors, which transform highly
defective sources of randomness into almost perfect sources of randomness, but it is highly
non-trivial and useful in various ways.
Typically, condensers are viewed as a technical tool; specifically, as an intermediate step
towards extractors. However, condensers may be useful by themselves, whenever randomness
extraction is impossible or too expensive. To be more concrete, we distinguish three possible
types of uses of randomness: Its uses in cryptography (and other adversary-ridden settings),
in standard algorithmic applications, and in sub-linear time computations. 7
The distinction boils down to the question of whether or not the paradigm of “derandomizing the seed of a seeded extractor” is applicable. The archetypical case in which
this is applicable is when running a randomized decision procedure (or a pseudodeterministic
search procedure [8]). In this case, we obtain a single sample from a single source, apply the
(seeded) extractor with all possible values of the seed, invoke the original algorithm with its
randomness replaced by each of the outcomes, and output the result that is in majority. 8
(Recall that it is impossible to deterministically perform (seedless) randomness extraction
from a single defective source, even if the min-entropy of the source is very high [6, Thm. 1].
Furthermore, the seed length of a seeded extractor (for a single source) must be at least
logarithmic in the length of the source [13, Thm. 1.9].)

7

8

These different types are discussed in Sections 4.1, 4.3 and 4.2, respectively. Whereas the observations
made in Section 4.1 are well known (cf. [14, 7]), this does not seem to be the case with respect to
Sections 4.3 and 4.2.
Suppose that A is a decision procedure for the predicate f : {0, 1}∗ → {0, 1} such that on input x the
algorithm A uses m random bits and it holds that Prr∈{0,1}m [A(x; r) = f (x)] > 0.9. Observe that if
E : {0, 1}n × {0, 1}ℓ → {0, 1}m is a seeded extractor for min-entropy k and error 0.01, then, for every
source Z of min-entropy k, it holds that Pr[|{s ∈ {0, 1}ℓ : A(x; E(Z, s)) = f (x)}| > 2ℓ−1 ] > 0.7, because
otherwise Prs [A(x; E(Z, s)) ̸= f (x)] ≥ 0.3 · 0.5 (which contradicts the error bound of E). Now, on input
x and source outcome z, the new algorithm A′ outputs the majority vote of A(x, E(z, s)), taken over all
s ∈ {0, 1}ℓ . Note that the running-time of A′ is 2ℓ times the running-time of A, where ℓ is the length of
the seed used by E.
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Cryptographic applications

Cryptographic settings are the archetypical case in which the paradigm of “de-randomizing
the seed of a seeded extractor” is not applicable. Hence, one may either assume that the
small amount of (perfect) randomness required for the seed of an extractor can obtained
(independently of the main source of randomness) or assume that we have access to two
(or more) independent sources of defective randomness. But what if the two sources are
dependent in a manner allowing only for condensing (as in Theorems 3.3 and 3.4)?
As noted by Rao [14] (see articulation in [7, Sec. 5]), it turns out that a level of min-entropy
deficiency that is sub-logarithmic in the “security error” can be tolerated in “unpredictability
applications” (e.g., unforgeable signatures). Specifically, we say that a cryptographic system
(of this type) has a security error of µ if adversaries (with specified resources) can break the
system with probability at most µ (see [7, Def. 5.1]). The key observation is that if the system
has a security error of µ when using perfect randomness, then implementing the system with
a distribution that is ϵ-close to having deficiency at most d yields a system of security error
at most 2d · µ + ϵ. An analogous bound holds when a system designed for randomness of
deficiency d0 is used with randomness that has deficiency d0 + d (see [7, Lem. 5.1]).
The foregoing suggestion is appealing when having access to two sources of sufficiently
low cross influence. Specifically, Theorem 3.3 asserts that, when using a standard two-source
condenser (or extractor), a cross influence bound of t translates to an added deficiency of t
units (while the error gets multipied by a factor of 2t ). Furthermore, in such a case we can
use standard two-source condensers with small deficiency rather than standard two-source
extractor.
The latter comment is important because the currently known explicit two-source extractors (for low (i.e., lower than 0.44) min-entropy (e.g., [5, 12])) have noticeable error (i.e.,
error that is polynomially related to the length of the source), which is unacceptable in most
cryptographic applications. In contrast, a recent work of Ben-Aroya et al. [3] provides an
explicit two-source condenser with deficiency that is sub-logarithmic in the desired error,
which in turn may be set to be negligible. Hence, if an “unpredictability applications” has a
security error of µ when using perfect randomness, then implementing it with two sources of
cross influence t yields a system of security error at most 22t · µ1−o(1) , since for independent
sources a condensing error of µ can be achieved with deficiency o(log(1/µ).9

4.2

Standard algorithmic applications

Somewhat surprisingly, using two-source condensers for dependent sources may also be useful
for running standard randomized algorithms. That is, assuming that we have two somewhat
dependent sources of weak randomness at our disposal, we compare the option of using only
one of these sources while employing the paradigm of “de-randomizing the seed of a seeded
extractor” to the option of using the two sources with an adequate condenser. We claim that
in many cases, the latter option is better.
Recall that the standard suggestion is to run such algorithm by extracting almost perfect
randomness from a single defective random source, by using a seeded extractor. Following
this suggestion, extraction from an n-bit long source requires a seed of length at least log2 n,
which means that under the foregoing paradigm the original algorithm must be invoked Ω(n)
times (while using all possible seeds with the same n-bit long outcome of the source).10

Actually, we can get a system of security error at most 2t+o(t) · µ1−o(1) by using a standard condenser
with error 2−t · µ and deficiency o(t + log(1/µ)).
10
See Footnote 8.
9
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In contrast, using the single outcome extracted from two sources with cross influence at
most t yields the same performance provided that the error probability of the algorithm is
reduced from δ < 1/3 to 2−t · δ. The point is that such an error reduction can be obtained
by invoking the original algorithm O(t) times, whereas typically t ≪ n. The bottom-line
is that if the bound on the cross influence of the two sources is good enough (i.e., t ≪ n as
well as t being smaller than (say) half the min-entropy of each source), then we are better
off using two somewhat-dependent sources (via the condenser) rather than one source (via
a seeded extractor).11 (Recall that Theorem 3.3 asserts that a cross influence bound of t
translates to an added deficiency of t units, which means that the error probability can grow
by a factor of at most 2t .)
The foregoing holds even when using two sources that have mutual information at most
t (rather than cross influence at most t), where we assume all along that each source has
sufficient amount of min-entropy. In this case we use Theorem 3.4 rather than Theorem 3.3,
which means that the deficiency bound we obtain is larger (see next). Specifically, the number
of invocations grows by a factor of O(t/ϵ) (rather than t), where ϵ is the desired error. That
is, given a randomized algorithm A of error probability δ, and wishing to utilize A when
having access to a pair of sources that have mutual information t, while obtaining error
probability ϵ, we need to reduce A’s error to 2−Ω(t/ϵ) · ϵ (rather than to 2−t · ϵ, as when using
sources of cross influence t). Hence, we shall invoke A for O(t/ϵ) times (rather than O(t)
times), which is feasible only if we are willing to tolerate a noticeable error probability (e.g.,
ϵ = 0.01 or so).
Finally, note that for search problems that can be solved in probabilistic polynomialtime but are not BPP-search problems (i.e., valid solutions cannot be efficiently recognized
(cf. [10])12 ), the paradigm of “de-randomizing the seed of a seeded extractor” is not applicable
at all, since listing the solutions that correspond to all possible seeds does not allow to select
a valid one. So in this case, if the search problem is solvable with sufficiently small error
probability (when using perfect randomness), then we can use the “condenser path”. 13

4.3

Sublinear-time applications

As noted in [9], the fact that the overhead of the paradigm of “de-randomizing the seed of a
seeded extractor” is at least as large as the randomness complexity of the original algorithm
limits the applicability of this paradigm in the context of sublinear-time computations. This
is particularly the case when seeking sample or query complexity that is independent of the
size of the input. Two such cases arise in the context of sampling and property testing.
Consider, for example, the task of estimating the average of a function f : {0, 1}n → [0, 1].
Any reasonable notion of estimation will require randomness complexity Ω(n). Hence,
employing the “seed de-randomization” paradigm will require making Ω(n) probes to the
function. In contrast, when given access to two sources of cross influence t, it suffices
to make O(t) probes to obtain a constant factor approximation with probability 0.999.
(This corresponds to using a sampler that, when using perfect randomness, obtains such an
approximation with probability 1 − 2−t−10 .)

Specifically, given a randomized algorithm A, we reduce its error by a factor of 2t by invoking it O(t)
times. Next, we run the resulting algorithm, denoted A′ , when feeding it with the output of the
condenser, which was applied to the a pair of outcomes provided by the two sources. Hence, we invoke
A′ only once, but this invocation generates t invocations of A. Yet, assuming t ≪ n, this is preferable to
the 2ℓ > n invocations that take place when using a seeded extractor with seed length ℓ (see Footnote 8).
12
So, in particular, they do not have pseudodeterministic algorithms (cf. [8]).
13
Note that error reduction is also not feasible in this case (when valid solutions cannot be efficiently
recognized).
11
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The same considerations apply in the context of property testing (see [11]). In particular, many testers have complexity that only depends on the proximity parameter (and is
independent of the size of the tested object), hereafter called strong testers. On the other
hand, the randomness complexity of any reasonable testing task is at least logarithmic in the
size of the object. Hence, strong testability cannot be achieved when using the paradigm of
“de-randomizing the seed of a seeded extractor” but it can be achieved when employing a
condenser to a pair of sources of cross influence O(1). Furthermore, some testing tasks may
have sublinear query and randomness complexities, but the paradigm of “de-randomizing the
seed of a seeded extractor” yields query complexity that is the product of the two, which may
be more than linear (i.e., worse than the trivial “tester” that just reads the entire object). 14
In contrast, we can obtain sub-linear complexity when employing a condenser to a pair of
sources of cross influence t = o(n/q), where n is the size of the tested object and q is the
query complexity of the original tester (which uses perfect randomness).

5

Related work

The problem of dependent sources of defective randomness was already considered in the early
work of Chor and Goldreich [6]. In particular, they suggested a simple definition (i.e., [6,
Def. 10]), which allowed for extraction with error proportional to the governing parameter
(cf., [6, Lem. 18]), alas this error bound was shown to be essentially tight (i.e., [6, Thm. 19]).
Specifically, for δ > 0, the joint distribution (X, Y ) was said to be δ-dependent if for every
x, y ∈ {0, 1}n it holds that
(1 + δ)−1 ≤

Pr[(X, Y ) = (x, y)]
≤ 1 + δ.
Pr[X = x] · Pr[Y = y]

(3)

While the formulation intentionally allows to consider also δ > 1, the focus of [6, Sec. 3.3]
was on smaller values of δ. They observed that any standard extractor with error ϵ yields
an extractor with error δ + (1 + δ) · ϵ for δ-dependent sources of the same min-entropy
bound (cf., [6, Lem. 18]). On the other hand, they showed that any extractor for the class of
δ-dependent sources has error Ω(δ), even when the sources have min-entropy n − 2 (cf., [6,
Thm. 19(i)]).
We believe that, for small values of δ (i.e., δ ≈ 0), the model captured by (3) is not a
satisfactory model of somewhat dependent sources. On the one hand, it is too rigid, as
reflected by the fact that it does not cover natural cases that do allow for good extraction
and are covered by our first model (described in Section 2.1). Consider, for example, a joint
distribution (X, Y ) such that X = (X ′ , Z) and Y = (Y ′ , Z) where X ′ , Y ′ and Z are mutually
independent (and have each some min-entropy). Then, every pair (x, y) = ((x′ , z), (y ′ , z)) in
the support of (X, Y ) violates (3), since the ratio in this case equals 1/Pr[Z = z]. Furthermore,
for (x′ , z) and (y ′ , z ′ ) (in the support of X and Y , respectively) such that z ̸= z ′ , the ratio is
not even bounded. However, intuitively, these sources have bounded dependency (i.e., the
“dependency” seems |Z|), and we should be able to extract good randomness from them, even
when the location of the overlapping parts of X and Y are not be known (to the extractor)
but |Z| is very small. Indeed, such sources are |Z|-coordinated; in fact, they are t-coordinated
if 2t upper-bounds the support of Z (see Definition 3.1 in our report [2]).

14

E.g., consider the case that both the query and randomness complexities equal a square root of the size
of the object.
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On the other hand, even for small values of δ, the model captured by (3) does not
allow for (proper) randomness extraction, unless δ is extremely small (i.e., smaller than the
desired error of the extractor). However, as mentioned above, extraction is possible in the
(incomparable) model of bounded coordination (see Theorem 3.2). In conclusion, the point
is that that the model captured by (3) does not offer a wide class of joint distributions for
which proper extraction is possible. Furthermore, while extraction is impossible, condensing
may be possible and is possible in this case, since distributions that satisfy (3) definitely
satisfy (2) with parameter t = log2 (1 + δ).
Indeed, in retrospect, for large δ ≫ 1, (3) essentially coincides with (2). On the one
hand, as noted above, any joint distribution that satisfies (3) with parameter δ also satisfies
(2) with parameter t = log2 (1 + δ). On the other hand, any joint distribution (X, Y ) that
satisfies (2) with parameter t also satisfies the upper bound of (3) with parameter δ = 2t − 1.
Furthermore, while (X, Y ) may not satisfy the lower bound of (3) (for any parameter δ),
it is (2t − 1)−1 -close to satisfy (3) with parameter δ = 2t − 1. (More generally, for any
ϵ ≤ (2t − 1)−1 , it holds that (X, Y ) is ϵ-close to a distributed that satisfies (3) with parameter
δ = 1/ϵ.)15
Extraction from recognizable distributions. As part of a wider study, Shaltiel [18] showed
that two-source extractors sufficed to extract randomness from two sources that output a
joint distribution that is uniform over a set that is recognized by a two-party protocol of
bounded communication [18, Def. 3.1 & Thm. 4.6]. We note that this is, in fact, a special
case of Theorem 3.2, since any distribution that (has a support that) is recognized by a
protocol that communicates t bits is a t-coordinated.16 The converse does not hold, because a
distribution is t-coordinated if and only if it can be sampled by a protocol of communication
complexity t (see Theorem 3.4 in our report [2]), whereas sampling a distribution may require
far less communication than recognizing it (let alone by a deterministic protocol). 17

15

Consider a pair of independent random variables (X ′ , Y ′ ) such that X ′ ≡ X and Y ′ ≡ Y , and let
(X ′′ , Y ′′ ) equal (X ′ , Y ′ ) with probability ϵ and equal (X, Y ) otherwise. Then, (X, Y ) is ϵ-close to
(X ′′ , Y ′′ ), which satisfies (3) with parameter δ = 1/ϵ. To verify the latter claim, note that
Pr[(X ′′ , Y ′′ ) = (x, y)]

≥

ϵ · Pr[(X ′ , Y ′ ) = (x, y)]

=

ϵ · Pr[X ′ = x] · Pr[Y ′ = y]
1
· Pr[X ′′ = x] · Pr[Y ′′ = y],
δ

=
and, on the other hand,
Pr[(X ′′ , Y ′′ ) = (x, y)]

=

ϵ · Pr[(X ′ , Y ′ ) = (x, y)] + (1 − ϵ) · Pr[(X, Y ) = (x, y)]

≤

ϵ · Pr[X ′ = x] · Pr[Y ′ = y] + (1 − ϵ) · 2t · Pr[X = x] · Pr[Y = y]

≤

2t · Pr[X ′′ = x] · Pr[Y ′′ = y],

where the first inequality is due to (2).
Let Π be a protocol of communication complexity t that recognizes the joint distribution (X, Y ). Then,
each possible accepting t-bit transcript corresponds to the uniform distribution on a combinatorial
rectangle. This implies that we can generate (X, Y ) via a global process that selects a random transcript
(i.e., z ← Z) that is used by each individual process to generate the corresponding conditional distribution
(i.e., X|Z=z and Y |Z=z ).
√
17
Consider, for example, a protocol for non-disjointness of n-subsets of [n], in which one party select
i√∈ [n] uniformly at random, sends it to the other party, and each party outputs a uniformly distributed
√
n-subset that contains i. Recall that recognizing the support of this distribution requires Ω( n)
communication.

16
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Concurrent work.18 In a concurrent work, Chattopadhyay et al. [4] consider the construction
of extractors for “adversarial sources” (defined as “somewhat good sources” with “bounded
dependency”).19 Specifically, they consider N sources such that at least K of them are
good in the sense that they are independent and each contains a considerable amount of
min-entropy (i.e., the min-entropy k is N Ω(1) ), and each bad source depends on a bounded
number of good sources. This seems related to the special case of micro-sounrces discussed
in the beginning of Section 2.1, where the differences include
The micro-sources that we consider may each contain a very small amount of min-entropy
(e.g., k = O(1)). In contrast, in [4] the min-entropy is related to the number of sources
(e.g., k = N Ω(1) ).
We consider a 2-partition of the micro-sources such that the micro-sources on each side
have bounded dependency on the micro-sources of the other side, where the bound
need only be smaller than the total min-entropy on each side. We can allow arbitrary
dependency among the micro-sources that reside on the same side as their total minentropy is large enough. In contrast, in [4] the bad sources may be coordinated arbitrarily
as long as each bad source depends on a bounded number of good sources.
It seems that Chattopadhyay et al. [4] envision sources as being controlled by possibly
adversarial parties, whereas we try to model sources that are available in nature.
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Abstract
A well-known result of Banaszczyk in discrepancy theory concerns the prefix discrepancy problem
(also known as the signed series problem): given a sequence of T unit vectors in Rd , find ± signs for
each of them such that the signed sum vector along any prefix has a small ℓ∞ -norm? This problem
is central to proving upper bounds for the Steinitz problem, and the popular Komlós problem is a
special case where one is only concerned with the final signed sum vector instead of all prefixes.
√
Banaszczyk gave an O( log d + log T ) bound for the prefix discrepancy problem. We investigate
the tightness of Banaszczyk’s bound and consider natural generalizations of prefix discrepancy:
We first consider a smoothed analysis setting, where a small amount of additive noise perturbs
the input vectors. We show an exponential improvement in T compared to Banaszczyk’s bound.
Using a primal-dual approach and a careful chaining argument, we show that one can achieve a
√
bound of O( log d + loglog T ) with high probability in the smoothed setting. Moreover, this
smoothed analysis bound is the best possible without further improvement on Banaszczyk’s
bound in the worst case.
We also introduce a generalization of the prefix discrepancy problem to arbitrary DAGs. Here,
vertices correspond to unit vectors, and the discrepancy constraints correspond to paths on a
DAG on T vertices – prefix discrepancy is precisely captured when the DAG is a simple path. We
√
show that an analog of Banaszczyk’s O( log d + log T ) bound continues to hold in this setting
√
for adversarially given unit vectors and that the log T factor is unavoidable for DAGs. We also
show that unlike for prefix discrepancy, the dependence on T cannot be improved significantly
in the smoothed case for DAGs.
We conclude by exploring a more general notion of vector balancing, which we call combinatorial
vector balancing. In this problem, the discrepancy constraints are generalized from paths of
a DAG to an arbitrary set system. We obtain near-optimal bounds in this setting, up to
poly-logarithmic factors.
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1

Introduction

Given a sequence of T vectors v1 , . . . , vT in the Euclidean unit ball Bd2 (i.e., of ℓ2 -length at
most 1), the prefix discrepancy problem, also widely known as the signed series problem, asks
P
to find a coloring1 x ∈ {±1}T to minimize maxτ ∈[T ] ∥ t≤τ xt vt ∥∞ . The classical Komlós
problem is a special case of this problem where we want to minimize only the final discrepancy
P
∥ t≤T xt vt ∥∞ . The prefix discrepancy problem was introduced by Spencer [25] who showed
that there always exists a coloring with a discrepancy bound that only depends on d (i.e.,
independent of T ). This was later improved to O(d) by Barany-Grinberg [8]. Since then,
the prefix-discrepancy problem has been greatly studied and has found several important
applications. For instance, it implies a bound on the classical Steinitz problem [11, 28] on
the rearrangement of vector sequences, it appears in online discrepancy problems where
one is interested in bounding the discrepancy at all times [5, 4, 1], and it also implies the
best known bound for Tusnády’s problem [21]. Additionally, the Steinitz problem itself has
many applications, including faster algorithms for solving integer programs [9, 12, 16] and
scheduling [7, 24].
In a remarkable result, Banaszczyk [3] showed that the prefix-discrepancy problem admits
√
a coloring of O( log d + log T ) discrepancy, thereby exponentially improving the dependency
√
on d in the Barany-Grinberg bound, but incurring a log T dependence on the number of
vectors T .
▶ Theorem 1 ([3]). Given v1 , · · · , vT ∈ Bd2 , there always exists a signing x ∈ {±1}T such
that
max

τ ∈[T ]

X
t≤τ

xt v t

∞

= O(

p

log d + log T ) .

Given the many applications of prefix discrepancy, a natural question is whether we can
improve this dependency on T in Theorem 1 while still being poly-logarithmic in d. Optimistically, one could even hope for removing the dependence on T altogether. Variants and
special cases of this question have previously been asked [26, 3] and remain open (see full
verison). Besides being a natural (and beautiful) question at the border of combinatorics and
geometry, further motivation to study prefix discrepancy comes from the Komlós problem:
there is currently no known separation between the prefix discrepancy and the Komlós
problems2 . Thus, obtaining better upper or lower bounds for prefix discrepancy will also
help us understand the avenues for making progress on the Komlós conjecture.

1
2

A coloring is also referred to as a signing in the literature. We will use these two words interchangeably.
Note that for the Komlós problem one can always assume that T ≤ d using a standard linear algebraic
trick, while this might not be possible if one considers all prefixes of the signed sum vector.
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In this work, we strengthen Banaszczyk’s result for the prefix discrepancy problem in
two natural ways. First, we exponentially improve the dependence on T in Banaszczyk’s
prefix discrepancy bound in a smoothed setting. Next, we extend the prefix discrepancy
problem beyond prefixes of a path, to prefixes of a given DAG, as well as to more general
combinatorial settings.

1.1

Smoothed Analysis of Prefix Discrepancy

Our first result concerns the prefix discrepancy problem in a smoothed analysis setting. The
motivation is that for several important problems, although the worst-case algorithmic bounds
are bad, these worst-case instances could be brittle. The study of algorithmic problems in a
smoothed model was initiated by Spielman and Teng [27]. They showed that although the
popular Simplex method can take an exponential time to solve an adversarially chosen linear
programming instance, a slight perturbation of this instance allows the Simplex method
to run in polynomial time. Since for many applications the input already contains some
measurement noise, the analysis of algorithms for slight perturbations of the input is a natural
model. Since the work of Spielman and Teng on linear programs, smoothed analysis has
been successfully used for analyzing several other problems such as Local Search, Mechanism
Design, and computing Pareto curves (see, e.g., the book [23]).
In the smoothed setting of prefix discrepancy3 , an adversary first chooses T vectors
v̄1 , . . . , v̄T ∈ Bd2 and then each vector v̄t is perturbed by a random independent noise v̂t ∈ Bd2
with covariance Cov(v̂t ) ≽ ϵ2 Id . The goal of the algorithm is to solve the prefix discrepancy
problem on input vectors v1 , . . . , vT where vt := v̄t + v̂t . In other words, find a signing
x ∈ {±1}T that minimizes
PrefixDisc(v1 , · · · , vT ) :=

min

max

x∈{±1}T τ ∈[T ]

X
t≤τ

xt v t

∞

.

This smoothed setting also generalizes stochastic discrepancy models where the input vectors
are drawn i.i.d. from a given distribution, i.e., when we take all vectors v̄t = 0 and the noise
vectors v̂t are drawn i.i.d.
In the above smoothed setting, we exponentially improve the dependency on T in
Banaszczyk’s bound.
▶ Theorem 2 (Smoothed analysis upper bound). Suppose for each t ∈ [T ] the noise v̂t ∈ Bd2 is
sampled independently and satisfies covariance Cov(v̂t ) ≽ ϵ2 Id for some ϵ ≥ 1/poly(d, log T ).
√
Then, the prefix discrepancy in the smoothed setting is O( log d + loglog T ) with probability
at least 1 − 1/poly(T ).
Note that the assumption on noise in Theorem 2 is quite mild and captures many natural
perturbation models. For instance, the theorem holds even if each vector is unchanged with
probability 1 − ϵ for ϵ = 1/poly(d, log T ) and we perturb a single random coordinate by an
additive ±ϵ with probability ϵ. This is in contrast to the recent line of work that studies
discrepancy minimization for stochastic inputs [13, 6, 15, 22], where the input stochasticity
is used very heavily.
√
Theorem 2 is also interesting since it suggests if there is an adversarial Ω( log d + log T )
lower bound instance for the prefix discrepancy problem then such an instance must be
quite brittle: a slight perturbation of the instance will admit much better upper bounds.

3

A recent independent work has also introduced a smoothed model for discrepancy minimization [14].
However, they consider an online setting, and hence their model and results are incomparable.
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Our proof of the theorem relies on a primal-dual approach and a careful chaining argument
(see Section 1.4). We note that it does not give us an efficient algorithm since it relies on
Theorem 1, which we do not know how to do algorithmically for prefixes. However, one
can get a slightly weaker bound of O(log d + loglog T ) in polynomial time using a recent
algorithm of [1] instead of Theorem 1.
We also show that Theorem 2 is tight, unless there is a breakthrough for adversarial
prefix discrepancy.
▶ Theorem 3 (Informal Theorem 16). The bound in Theorem 2 is the best possible for the
√
smoothed setting assuming the tightness of Banaszczyk’s O( log d + log T ) bound in the
adversarial setting.

1.2

Prefix Discrepancy for DAGs

We next consider a substantial generalization of the prefix discrepancy problem to arbitrary
directed acyclic graphs (DAGs). To motivate it, let us consider a slightly different view of
the prefix discrepancy problem with input vectors v1 , v2 , . . . , vT ∈ Bd2 . Consider the directed
path, PathT , on T vertices and suppose that we have a vector vt at every vertex t on the
path. The prefix discrepancy problem then corresponds to assigning signs to the vertices of
PathT and looking at the signed-sums of vectors associated with the vertices on any path
starting from the root in PathT 4 .
We investigate the case where the base graph instead of being a simple path is an arbitrary
DAG. In particular, given a DAG G = ([T ], E) with vertices [T ] := {1, . . . , T }, we denote
by prefix(G) the following set family on the ground set [T ]: First order the vertices of G
topologically; now a set S ⊆ [T ] is included in prefix(G) iff S is a path in G that starts at the
topologically ordered root vertex. For the generalization, given T vectors in Bd2 corresponding
to the T vertices, our goal is to find a signing of the vertices (equivalently, the vectors) to
minimize the maximum discrepancy with respect to any prefix constraint in prefix(G). In
other words, given input vectors v1 , . . . , vT ∈ Bd2 , find a signing x ∈ {±1}T that minimizes
DAGDiscG (v1 , · · · , vT ) :=

min

max

x∈{±1}T S∈prefix(G)

X
t∈S

xt v t

∞

.

Clearly, if G is the simple path on T vertices, we recover prefix discrepancy.
We prove the following generalization of Theorem 1 in terms of the hereditary discrepancy,
HerDisc, of the set system prefix(G), which is the largest possible discrepancy of any “subDAG” (see Definition 9). This is a natural parameter since even for d = 1 (i.e., scalars),
HerDisc is a lower bound on DAGDiscG if we take the vectors {vt }t∈[T ] to be 0/1-valued
scalars.
▶ Theorem 4 (Prefix discrepancy for DAGs). Given a T -node DAG G and input vectors
√
v1 , . . . , vT ∈ Bd2 , we have DAGDiscG (v1 , . . . , vT ) ≤ HerDisc(prefix(G)) · O( log d + log T ).
Additionally, if d = 1, then DAGDiscG (v1 , . . . , vT ) = O(HerDisc(prefix(G))).
Theorem 4 is a generalization of Theorem 1 because HerDisc(prefix(G)) = 1 when G
is a path on [T ], as in Banaszczyk’s setting. We prove the above theorem by showing a
novel structural result about DAGs, which allows us to approximate the given DAG with

4

The restriction of involving the root is only notational and can be relaxed at the cost of a factor of two.
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rooted-trees with “distance” given by HerDisc(prefix(G)) (see Lemma 8). Next, to handle
any rooted-tree T , we use techniques inspired from [3] and show that for any given vectors
√
v1 , · · · , vT ∈ Bd2 , we have DAGDiscT (v1 , · · · , vT ) = O( log d + log T ) 5 .
√
It is an intriguing open problem whether the dependence of log T in Banaszcyzk’s bound
√
can be improved. We show, however, that the log T in Theorem 4 cannot be improved
even for rooted-trees and even in the two-dimensional case. This gives an interesting contrast
√
between trees and paths, even though they have the same O( log d + log T ) upper bound.
▶ Theorem 5 (Prefix Discrepancy Lower Bound). For any integer T > 0, there exists a T -node
√
rooted tree T and input vectors v1 , . . . , vT ∈ B22 such that DAGDiscT (v1 , · · · , vT ) = Ω( log T ).
Note that for d = 2, [8] gives a bound of O(1) on the prefix discrepancy problem
(irrespective of T ). Further, for the one-dimensional case, the discrepancy of any rooted tree
is at most 1.
√
One might wonder if our improvement to log d + loglog T in the smoothed setting
(Theorem 2) could also be generalized to
p DAGs. We show that such an improvement is
impossible, in particular there is an Ω( log T / loglog T ) lower bound even for trees in a
completely stochastic setting.
▶ Theorem 6 (Prefix Discrepancy Lower Bound in the Random Setting). Let the dimension
d = 2. There exists a T -node rooted tree T such that when unit vectors vt ∈ Rd are drawn
d−1
i.i.d.
p uniformly from S , then w.h.p. every ±1-coloring satisfies DAGDiscT (v1 , · · · , vT ) =
Ω( log T / loglog T ).

1.3

Combinatorial Vector Balancing

Finally, we generalize the vector balancing problem beyond prefixes and introduce the
Combinatorial Vector Balancing problem – here the discrepancy constraints come from
arbitrary set systems. In particular, given a set family S on the ground set [T ] and input
vectors v1 , . . . , vT ∈ Bd2 , find a signing x ∈ {±1}T that minimizes
CombDiscS (v1 , · · · , vT ) :=

min
x∈{−1,+1}

max
n
S∈S

X
i∈S

xi v i

∞

.

Notice that CombDiscS (v1 , · · · , vT ) captures DAGDiscG (v1 , · · · , vT ) when the set system S is given by prefix(G), and therefore also generalizes the prefix discrepancy problem.
Moreover, CombDiscS (v1 , · · · , vT ) can be viewed as a natural generalization of the combinatorial discrepancy of the set system S, where v1 , · · · , vT are all scalars and equal to 1.
Combinatorial discrepancy of set systems has been well-studied in many different contexts
and we refer the reader to the books [10, 19] for an overview.
We also define the quantity
CombDisc(S, d) :=

sup

CombDiscS (v1 , · · · , vT ) ,

v1 ,··· ,vT ∈Bd
2

which can be viewed as a generalization of hereditary discrepancy of the set system S. In
particular, for one dimensional input vectors, we have that HerDisc(S) ≤ CombDisc(S, 1) by
taking the corresponding scalars {vt }t∈[T ] to be 0/1-valued.

5

It is easy to see that for any rooted tree T , we have that HerDisc(prefix(T )) = 1, as in the case of
prefixes of a path.

ITCS 2022

13:6

Prefix Discrepancy, Smoothed Analysis, and Combinatorial Vector Balancing

Our results from the previous section imply that if S = prefix(G) for some DAG G, then
√
CombDisc(S, 1) = Θ(HerDisc(S)) and CombDisc(S, d) ≤ HerDisc(S) · O( log d + log T ). A
natural question that comes up is whether an analogous relation also holds for a general set
system S. We answer this question, up to poly-logarithmic factors.
▶ Theorem 7 (Combinatorial Vector Balancing Upper Bound). Let S be a set system on the
ground set [T ]. Given input vectors v1 , · · · , vT ∈ Bd2 , we have that
 p
CombDiscS (v1 , · · · , vT ) ≤ HerDisc(S) · log min{|S|, T } · log d + log |S| .
Moreover, the upper bound is constructive in the sense that there is a polynomial time
algorithm to find such a coloring.
Note that the above also implies that CombDisc(S, d) is bounded by the right hand side
in the above theorem.
Our proof of Theorem 7 is via the γ2 -norm, which is used in [18] as a tool to approximate
HerDisc(S). We show that since the vectors v1 , · · · , vT are in Bd2 , the γ2 norm of the left
hand side (viewed as a d|S| × T matrix) is at most γ2 (AS ), where AS is the incidence matrix
of the set system S. This allows us to apply the connection between γ2 -norm and hereditary
discrepancy in [18] to prove Theorem 7. More details on the proof can be found in Section 5.

1.4
1.4.1

Technical Overview
Smoothed Analysis of Prefix Discrepancy

√
To achieve the loglog T dependence in Theorem 2 in the smoothed setting, we group
the input vectors into consecutive blocks of n vectors, with a total of T /n blocks, where
n = poly(d, log T ). Now Banaszcyzk’s result in Theorem 1 implies that the prefix discrepancy
√
within each block (viewed as an instance with n input vectors) is ∆ = O( log d + log n) =
√
O( log d + loglog T ). However, the discrepancy for different blocks might add up arbitrarily.
Our idea to get around this issue is to color the vectors block-by-block while using the current
block to cancel any previously accumulated discrepancy.
Coloring Strategy for a Block. We color the first block of n vectors by using Theorem 1 and
for the subsequent blocks, we adopt the following strategy. Suppose that we have assigned
signs to the previous blocks and let M ∈ Rd×n be the matrix whose columns are the current
block of vectors that need to be colored. To find a coloring x ∈ {±1}n for a given block, we
proceed in two phases: first we find a fractional signing x ∈ [−1, 1]n of the columns of M so
that
1. We cancel out the discrepancy vector w of the previous blocks, i.e., M x + w = 0, and
2. The intermediate discrepancy ∥MI x∥∞ ≤ O(∆) for every prefix interval I ⊆ [n] and
MI ∈ Rd×n is the matrix obtained from M by zeroing out columns not in I.
If we can find such a fractional solution, then a variant of the bit-by-bit rounding procedure
of [17] allows us to round x to a full coloring x∗ ∈ {−1, 1}n so that the prefix discrepancy
√
for block M due to the rounding is at most ∆ := Θ( log d + loglog T ) (Lemma 18). In
particular, we show that if the previous discrepancy vector w satisfies ∥w∥∞ ≤ ∆, then the
discrepancy vector after block M satisfies ∥w + M x∗ ∥∞ = ∥M (x∗ − x)∥∞ ≤ ∆, which allows
us to proceed with coloring the next block inductively. The central part of the argument is
to find a fractional signing x satisfying the above two properties for a given block, and we
describe the ideas behind it next.
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Primal-Dual Approach for Feasibility. We need to show that for any vector ∥w∥∞ ≤ ∆
(w is the discrepancy vector and the assumption on norm is the inductive hypothesis),
with probability 1 − 1/poly(T ), we can find a fractional signing x ∈ [−1, 1]n satisfying
(a) M x + w = 0, and (b) ∥MI x∥∞ ≤ O(∆) for every prefix interval I. These linear
constraints are naturally captured by the feasibility of the following stochastic linear program
LP(I), where I is the set of all prefixes of [n] (see Section 3.1.2).
(M x)i = −wi
−2∆ ≤ (MI x)i ≤ 2∆
−1 ≤ xj ≤ 1

∀i ∈ [d]
∀I ∈ I , ∀i ∈ [d]

LP(I)

∀j ∈ [n]

Our goal is to show that the above linear program is feasible with high probability over
M . At a high-level this is reminiscent of the approach of [6] who also use a stochastic LP
to get cancellations, but the complexities are quite different: their LP is simpler and they
work in the completely random setting as opposed to the more challenging smoothed-analysis
setting as we do. Recall that for us, the columns of M are generated in the smoothed
analysis model: starting with an arbitrary matrix, we perturb the columns independently
with random vectors whose covariance is lower bounded (in the PSD ordering) by ϵ2 Id . Using
a primal-dual approach, we derive the following sufficient condition for the feasibility of LP(I):
P
For all dual variables (y, {αI }I∈I ) (y, αI ∈ Rd ) satisfying ∥y∥1 = d and I∈I ∥αI ∥1 ≤ d/2,
we must have
X
∥y ⊤ M −
αI⊤ MI ∥1 ≥ ∆ · d .
(1)
I∈I

For intuition on why the above might be true, consider the case of a fixed choice of dual
variables (y, {αI }I∈I ). Denoting vj as the jth column of M , the left hand side of (1) can
Pn
P
be written as j=1 |(y − I:j∈I αI )⊤ vj |. The latter is a random variable (because of the
perturbations in vj ’s) that is a sum of n independent terms, each with variance at least
√
P
ϵ2 · ∥(y − I:j∈I αI )∥22 , while the right hand side of Equation 1 is only of order log n.
Therefore, picking n = poly(d, log T ) to be large enough, Chernoff bound shows that the
left hand side is larger than the right hand side with probability 1 − exp(−n), for any fixed
P
setting of the dual variables (y, {αI }I∈I ) that satisfies ∥y∥1 = d and I∈I ∥αI ∥1 ≤ d/2.
However, there are n prefix intervals in I and each αI needs to be discretized to multiples of
1/poly(n, d), so the total number of choices of (y, {αI }I∈I ) is poly(n, d)n ≫ exp(n). Thus,
even though, inequality in Equation 1 holds with high probability for a fixed dual solution, we
cannot use a union bound over all the choices of (y, {αI }I∈I ) to show that LP(I) is feasible
with high probability.
Block Decomposition and Chaining. To overcome the difficulty above, we work with a
different family of intervals I that we call a block decomposition Iblock . These intervals satisfy:
1. Every prefix interval of [n] can be written as a disjoint union of I1 , I2 ∈ Iblock which
allows us to deduce the feasibility of LP(I) from the feasibility of LP(Iblock ).
2. There are only o(n) “long” intervals in Iblock . We are able to bypass the union bound by
employing a two-step union bound, best thought of as a chaining argument, to show that
for any fixed choice of (y, {αI }I long ), with probability at least 1 − exp(−n), inequality
(1) holds for all choices of {αI }I short . We once again cannot do a union bound over all
choices of {αI }I short , but use a more subtle argument based on the values of αI to prove
this claim (see Lemma 20). Once we do so, we can take a naive union bound only over
the exp(o(n)) possible choices of (y, {αI }I long ), thus showing that LP(Iblock ) is almost
always feasible. The fractional signing x ∈ [−1, 1]n can then be found by solving the
corresponding LP feasibility problem.
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1.4.2

Prefix Discrepancy for Trees and DAGs

The upper bound. The proof of Theorem 4 has two parts. First, we show that Banaszczyk’s
result in Theorem 1 can be generalized to prefixes of rooted trees (which can be naturally
viewed as DAGs by orienting the edges from the root to leaves). In particular we show that
√
the same O( log d + log T ) bound holds for prefixes of any rooted tree (Lemma 21). This
proof is inspired from Banaszczyk’s original proof of Theorem 1: we define intermediate
auxiliary convex bodies inductively from the leaves to the root using a symmetrization
operation for convex bodies defined in [3] (see Definition 12). We can show that all these
intermediate bodies have large Gaussian measure and thus invoking the classic result of [2]
gives us a coloring of the vectors with the above bound.
The second part is the crux of our proof, where we reduce the case of an arbitrary DAG
G to that of a rooted tree. This is where the notion of hereditary discrepancy of the set
system prefix(G) comes in. In particular, we show:
▶ Lemma 8 (Reducing DAGs to Trees). Given a DAG G = ([T ], E), there exists a (rooted)
spanning tree T ⊆ G such that every directed path P in G has at most 4 · HerDisc(prefix(G))
non-tree edges.

Since the removed edges break each path P ∈ prefix(G) into O HerDisc(prefix(G)) sub√
paths in the tree T , the discrepancy along P is at most HerDisc(prefix(G)) · O( log d + log T )
using the bound for prefixes for trees (since any sub-path in the tree can be written as a
difference of two prefixes). Below we describe the implications and ideas behind the above
combinatorial characterization of hereditary discrepancy for prefixes of a DAG.
Hereditary Discrepancy for DAGs. Lemma 8 also gives us a combinatorial characterization
of HerDisc(prefix(G)) as the proximity of DAG G to a tree T , where the “distance” is
the maximum number of non-tree edges along any path in G (see Corollary 23). This
characterization might be of independent interest.
For the proof of Lemma 8, we construct such a tree T by going through the vertices of
the DAG in the reverse topological order and adding edges inductively. However, it’s not
immediately clear what induction hypothesis we want to maintain throughout the process and
how the number of non-tree edges can be related to HerDisc(prefix(G)). The key observation,
the one that brings HerDisc(prefix(G)) into the picture is that HerDisc(prefix(G)) is large
if and only if G contains a long chain structure. This is a subgraph C that looks like the
DAG shown in Figure 1, and it has the critical property that the set family prefix(C) is of
exponential in ℓ size where ℓ is the length of the chain, implying that hereditary discrepancy
of prefix(C) = Ω(ℓ).

Figure 1 An example of a chain structure of length ℓ − 1. Note that there are two vertex disjoint
paths between ai and ai+1 for each i ∈ [ℓ − 1] and one of these contain at least one additional vertex
apart from ai and ai+1 .
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Using a careful induction, we are able to show that whenever during the construction of
the tree T in the reverse topological order, the maximum number of non-tree edges increases
on some path, then the length of the longest chain and thus the hereditary discrepancy (of
the prefixes of the sub-DAG) must also increase.
The lower bounds. Both our lower bounds in Theorems 5 and 6 make use of a canonical
construction. In particular, if one is considering prefixes of a complete binary tree with T
nodes, then there is a canonical construction of two-dimensional vectors {vt }t∈[T ] such that
for any coloring x ∈ {±1}T , there always exists a path so that the next vector on that path
is always orthogonal to the current discrepancy vector. Since the square of the ℓ2 -norm of
the discrepancy vector always increases
as one goes down the path, this implies that the
√
prefix discrepancy is at least Ω( h) where h ≈ log T is the height of the tree. For our lower
bound in the stochastic setting, we show that for any ℓ-ary tree where ℓ = polylog(T ), if one
chooses vectors {vt }t∈[T ] randomly, then with high probability, such a canonical instance is
embedded in this random instance.

2

Preliminaries

Notation. Throughout this paper, we use [k] to denote the set {1, 2, . . . , k} and T ∈ Z>0
to denote the number of vectors, which we assume to be d-dimensional. We use Bdp to denote
the unit ℓp -ball in Rd and Sd−1 to denote the unit Euclidean sphere in Rd . We denote by
µd the d-dimensional standard Gaussian measure on Rd . For a random vector v ∈ Rd , let
Cov(v) denote the d × d covariance matrix of the distribution of v. For any two positive
semidefinite matrices A and B, we use A ≽ B to denote that A − B is positive semidefinite.
Given two DAGs G1 and G2 on the same vertex set, we write G1 − G2 to denote the DAG
which contains an edge e iff e ∈ G1 but e ∈
/ G2 . We also write G2 ⊆ G1 if G2 is a subgraph
of G1 .
Discrepancy. Let F = {F1 , · · · , Fm } be a family of subsets over a ground set [T ], where
T ≥ 1 is a positive integer. The discrepancy of F is defined as
Disc(F ) :=

min

x∈{−1,1}T

Disc(F , x),

where Disc(F , x) = maxi∈[m] |
signing) of [T ].

P

j∈Fi

xj |. A vector x ∈ {−1, 1}T is called a coloring (or

▶ Definition 9 (Hereditary discrepancy). The hereditary discrepancy of F is defined as
HerDisc(F ) := max Disc(F|J ) ,
J⊆[T ]

where F|J := {F1 ∩ J, · · · , Fm ∩ J} is the restriction of the set system F to J.
An important measure for approximating the hereditary discrepancy of a set system is
the γ2 -norm (or the factorization norm), which is well-studied in mathematics.
▶ Definition 10 (γ2 -norm). Let A ∈ Rm×n be a matrix. The γ2 -norm of A is defined as

γ2 (A) := min r(B) · c(C) | A = BC ,
where r(B) is the largest ℓ2 -norm of the rows of B, and c(C) is the largest ℓ2 -norm of the
columns of C, and the minimum is taken over all real matrices B and C such that A = BC.
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The following relationship between γ2 -norm and HerDisc was proved in [18].
▶ Lemma 11 ([18]). Let A ∈ Rm×T with rank r. Then, we have
√
log m · γ2 (A).

γ2 (A)
log r

≤ HerDisc(A) ≤

Banaszczyk’s Symmetrization. The following definition from [2] is crucially used to obtain
the bound in Theorem 1. Let K ⊆ Rd be a convex body and u ∈ Rd be a non-zero vector.
Let Z be the cylinder (possibly empty) consisting of all lines ℓ parallel to u such that the
Euclidean length of the segment K ∩ ℓ is greater than or equal to 2∥u∥2 . If u = 0, then Z is
defined to be equal to K.
▶ Definition 12 (Banaszczyk’s symmetrization). Let K ⊆ Rd be a convex body, u ∈ Rd a
vector, and Z as defined above. We define K ∗ u as


K ∗ u := (K + u) ∪ (K − u) ∩ Z .
In particular, it follows that K ∗ u ⊆ (K + u) ∪ (K − u) and that if K is symmetric , then so
is K ∗ u. The following lemma is central to the proof of Theorem 1.
▶ Lemma 13 ([2]). Let K ∈ Rd be a symmetric convex body with Gaussian measure
µd (K) ≥ 12 , and let u ∈ 15 · Bd2 , then we have µd (K ∗ u) ≥ µd (K).
Basic Probabilistic Lemmas.
used later.

Here we collect some basic probabilistic facts that will be

▶ Proposition 14. Let d ≥ 2, and ϵ ≤ 1/d, and X ∈ Rd be sampled uniformly from the unit
sphere Sd−1 . Then, for any fixed vector u ∈ Sd−1 , we have
P[∥X − u∥2 ≤ ϵ] ≥ exp(−10d log(1/ϵ)) .
Proof. Since ∥u∥2 = 1, the event ∥X − u∥2 ≤ ϵ is equivalent to saying that X ⊤ u ≥ 1 − ϵ.
Thus, the probability of this event is exactly equal to the ratio Vol(S)/Vol(Sd−1 ) where Vol
denotes the surface area and S = {x ∈ Sd−1 | x⊤ u ≥ 1 − ϵ} is the spherical cap. Using
Lemma 4.1 in [20], we get that this ratio is at least ϵ10d = exp(−10d log(1/ϵ)).
◀
▶ Proposition 15. Let X ∈ 2 · Bd2 be a random vector such that Cov(X) ≽ ϵ2 I, then for any
u ∈ Rd ,


1
ϵ2
P |u⊤ X| ≥ · ϵ∥u∥2 ≥
.
2
10
Proof. We may assume that ∥u∥2 = 1. Let us denote the mean and covariance of X by µ
and Σ. Note that
E[|u⊤ X|2 ] = u⊤ E[XX ⊤ ]u = u⊤ Σu + |u⊤ µ|2 ≥ ϵ2 ,
since Σ = E[XX ⊤ ] − µµ⊤ . Since ∥X∥2 ≤ 2 by assumption, |u⊤ X| ≤ 2 always, and a
straightforward averaging argument yields the statement of the proposition.
◀
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Smoothed Analysis of Prefix Discrepancy

√
In Section 3.1 by showing an upper bound of O( log d + loglog T ) for prefix discrepancy in
the smoothed setting. Recall that in this setting the input vectors vt = v t + v̂t , where v t are
worst-case vectors and v̂t are small random perturbations.
▶ Theorem 2 (Smoothed analysis upper bound). Suppose for each t ∈ [T ] the noise v̂t ∈ Bd2 is
sampled independently and satisfies covariance Cov(v̂t ) ≽ ϵ2 Id for some ϵ ≥ 1/poly(d, log T ).
√
Then, the prefix discrepancy in the smoothed setting is O( log d + loglog T ) with probability
at least 1 − 1/poly(T ).
Next in Section 3.2, we show that the bound in the above theorem cannot be improved
even for the stochastic setting (which is a special case of smoothed setting), without further
progress on Banaszczyk’s result on prefix discrepancy for adversarial vectors (Theorem 1).
In particular, we show that if unit vectors v1 , · · · , vT ∈ Sd−1 are drawn uniformly, then
the bound from Theorem 2 is attained with high probability assuming the tightness of
Banaszczyk’s bound.
▶ Theorem 16 (Conditional Lower Bound for Smoothed/Stochastic Setting). Let d ≥ 2
and n ≥ log d be integers. Suppose that there is an adversarial configuration of unit vec√
tors w1 , . . . , wn ∈ Sd−1 satisfying PrefixDisc(w1 , · · · , wt ) = Ω( log d + log n). Let T =
d−1
n · exp(100nd log n) and let
be drawn uniformly, then with
√ unit vectors v1 , . . . , vT ∈ S
√
− T
probability at least 1 − e
, we have that PrefixDisc(v1 , · · · , vT ) = Ω( log d + loglog T ).

3.1

The Upper Bound

To prove Theorem 2, let us start by grouping the input vectors v1 , · · · , vT into consecutive
blocks of n vectors, with a total of T /n blocks (without loss of generality, assume here that
T /n is an integer). We will set n = poly(d, log T ) with the exact parameters to be specified
√
later. Let ∆ = ∆(d, n) = Θ( log d + log n) be twice the prefix discrepancy upper bound
given by Banaszcyzk’s Theorem 1 for coloring n vectors. Our strategy will work in rounds
and in round r ∈ [T /n] it will give signs to the vectors in the rth block. We maintain the
following invariants at the end of round r:
P
Invariant 1: Discrepancy at the end of rth block is
≤∆
t≤rn xt vt
∞
P
Invariant 2: Discrepancy of any prefix of the first r blocks is maxτ ∈[rn]
≤ 6∆.
t≤τ xt vt
∞

The first condition in the invariant allows us to inductively proceed with coloring the next
block of vectors while the second condition gives us the desired bound on the maximum
discrepancy of any prefix.
The first round of our strategy gives signs to the first block of n vectors using the result
of [3], which maintains both invariants. Each other round 1 < r < T /n will have two phases:
in the first phase we find a fractional signing of the next block of vectors and then round it
to obtain a {±1} signing.
To describe the two phases in round r, let us use M ∈ Rd×n to denote the matrix whose
n columns are the vectors being processed in round r, i.e. v(r−1)n+1 , . . . , vrn . For any subset
I ⊆ [n], let us also write MI to denote the d × n matrix where we keep the j th column of M
P
if it occurs in I and replace it with zeros otherwise. We also define w := t≤(r−1)n xt vt to
be the discrepancy vector at the end of round r − 1.
In the first phase, we find a fractional signing satisfying some properties that help in
maintaining the invariants after round r.
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▶ Lemma 17 (Fractional signing). For an arbitrary ∥w∥∞ ≤ ∆, with probability at least
1 − 1/poly(T ) there is a fractional signing x ∈ [−1, 1]n satisfying:
1. M x + w = 0, and
2. ∥MI x∥∞ ≤ 4∆ for every prefix interval I ⊆ [n], i.e., I ∈ {[k] | k ≤ n}.
The conditions above are linear constraints, so the lemma above shows that the corresponding linear program is feasible with high probability. The natural approach to showing
this using strong duality encounters some obstacles (elaborated on later), so our proof relies
on a stronger linear program where one imposes the second condition in the lemma for
a different family of intervals. Using this stronger linear program and a careful chaining
argument, we can infer the existence of a feasible solution satisfying the conditions above
with high probability.
The second phase rounds the fractional signing to a ±1 signing using the following
lemma, which is similar to the bit-by-bit rounding procedure used by Lovász, Spencer, and
Vesztergombi to establish the connection between hereditary and linear discrepancy [17].
▶ Lemma 18 (Block Rounding). Let x ∈ [−1, 1]n be a fractional signing. There exists a
signing x∗ ∈ {−1, 1}n such that ∥MI (x∗ − x)∥∞ ≤ ∆ for any prefix interval I ⊆ [n].
We will prove Lemma 17 and Lemma 18 in Section 3.1.2 and Section 3.1.1, but first we
show how they imply Theorem 2.
Proof of Theorem 2. Assuming that the two invariants are maintained at the end of round
r − 1, we show that they hold after round r as well. For the first invariant, the discrepancy
vector at the end of round r is w + M x∗ . Therefore, using that ∥w∥∞ ≤ ∆, the first condition
of Lemma 17 and Lemma 18, we have
∥w + M x∗ ∥∞ = ∥w + M x + M (x∗ − x)∥∞ = ∥M (x∗ − x)∥∞ ≤ ∆ .
For the second invariant, for each prefix of the first (r − 1) blocks the discrepancy remains
the same, so let us consider a prefix of the form w + MI x∗ where I is some prefix interval of
[n]. In this case, using the second condition of Lemma 17, we can bound
∥w + MI x∗ ∥∞ ≤ ∥w∥∞ + ∥MI (x∗ − x)∥∞ + ∥MI x∥∞ ≤ 6∆.

3.1.1

◀

Proof of Lemma 18

The proof of Lemma 18 is a slight variant of the proof used in [17] to upper bound linear
discrepancy by hereditary discrepancy. We give it here for completeness.
Proof of Lemma 18. We first apply the coordinate-wise map y = (x + 1)/2 ∈ [0, 1]n for
the fractional signing x ∈ [−1, 1]n . Our goal is to show that there exists y ∗ ∈ {0, 1}n such
that for any prefix interval I ⊆ [n], we have ∥MI (y ∗ − y)∥ ≤ ∆/2. The lemma immediately
follows by taking the inverse map x∗ = 2y ∗ − 1 ∈ {−1, 1}n .
P
Write the binary expansion of each yi as yi = j≥1 qi,j 2−j , where qi,j ∈ {0, 1} denotes
the j-th bit of yi after the decimal point. Let k be a positive integer, and assume for now
that all the yi ’s have at most k bits in their binary expansions (if the binary expansion of
some yi has ki < k bits, we let qi,ki +1 = · · · = qi,k = 0). We shall eventually send k → ∞ so
the above assumption becomes without loss of generality. Consider the kth bit qi,k of each
yi . Let M (k) be the sub-matrix of M restricted to those columns i for which qi,k = 1. By
applying Banaszczyk’s result in Theorem 1 to the columns of the matrix M (k) , there is a ±1
signing χ(k) of the columns of M (k) such that the prefix discrepancy of M (k) is at most ∆/2.
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Viewing χ(k) as a vector in Rn with entries {−1, 0, 1} (where the 0 entries correspond to the
columns not in M (k) , we update the vector y ′ = y + 2−k χ(k) . Now note that the k-th bit of
(k)
each yi′ is 0, as χi ∈ {−1, 1} if qi,k = 1 and 0 if qi,k = 0. Moreover, for any prefix interval
I ⊆ [n], we have ∥MI (y ′ − y)∥∞ = 2−k · ∥MI χ(k) ∥ ≤ 2−k · ∆/2.
We can now iterate this bit-rounding procedure to the bits k − 1, k − 2, · · · , 1 (by treating
y ′ as the new vector y with only k − 1 bits). This produces a {0, 1}-vector y ∗ = y + 2−k χ(k) +
2−k+1 χ(k−1) +· · ·+2−1 χ(1) such that ∥MI (y ∗ −y)∥∞ ≤ (2−k +2−k+1 +· · ·+2−1 )·∆/2 ≤ ∆/2
holds for any prefix interval I ⊆ [n]. As this rounding error does not depend on k, sending
k → ∞ completes the proof of the lemma.
◀

3.1.2

Proof of Lemma 17 via a Primal-dual Approach

As mentioned before, for our analysis it will be useful to consider a stronger linear program
which imposes constraints on a different family of intervals other than just the prefix intervals
of [n]. With this in mind, for a family I of intervals of [n], we consider the following linear
programming feasibility problem:
max
s.t.

0
(M x)i = −wi

∀i ∈ [d]

− 2∆ ≤ (MI x)i ≤ 2∆

LP(I)

∀I ∈ I, i ∈ [d]

− 1 ≤ xj ≤ 1

∀j ∈ [n]

To understand when LP(I) is feasible, we consider the corresponding dual linear program:
X
min − y ⊤ w + 2∆
(αI+ + αI− )⊤ 1 + (γ + + γ − )⊤ 1
I∈I

s.t.

⊤

y M+

X

(αI+ − αI− )⊤ MI + (γ + − γ − )⊤ = 0

I∈I

αI+ , αI− , γ + , γ − ≥ 0

∀I ∈ I.

By strong duality, the primal is infeasible iff the dual objective is strictly negative.
Next, we simplify the dual program and derive an analytical condition which will imply the
feasibility of LP(I). For this, we note that for any fixed value of the vector αI := αI+ − αI− ,
with αI+ and αI− non-negative, the least value of (αI+ + αI− )⊤ 1 is ∥αI ∥1 . This holds similarly
for γ := γ + − γ − . So, the dual objective can be simplified as
X
−y ⊤ w + 2∆
∥αI ∥1 + ∥γ∥1 .
I∈I

P
By the dual constraint ∥γ∥1 = ∥y ⊤ M + I∈I αI⊤ MI ∥1 , the primal is infeasible if and only if
there exist y, αI ∈ Rd for I ∈ I such that
X
X
−y ⊤ w + 2∆
∥αI ∥1 + ∥y ⊤ M +
αI⊤ MI ∥1 < 0 .
I∈I

I∈I

Replacing αI by −αI and rearranging the above, we get that LP(I) is feasible if for every
y, {αI }I∈I ∈ Rd the following holds
X
X
∥y ⊤ M −
αI⊤ MI ∥1 ≥ y ⊤ w − 2∆
∥αI ∥1 .
(2)
I∈I

I∈I
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Using our assumption that ∥w∥∞ ≤ ∆, the above condition is satisfied if the left hand
P
side in (2) is at least ∆(∥y∥1 − 2 I∈I ∥αI ∥1 ). We may further restrict our attention to the
P
case when ∥y∥1 ≥ 2 I∈I ∥αI ∥1 since otherwise the inequality holds trivially. Furthermore,
by rescaling, we may assume that ∥y∥1 = d. Thus, denoting by K ⊆ Rd+|I|d the set of all
P
vectors (y, {αI }I∈I ) satisfying ∥y∥1 = d and I∈I ∥αI ∥1 ≤ d/2, we arrive at the following
sufficient condition for feasibility.
▶ Proposition 19. If ∥w∥∞ ≤ ∆ and for every (y, {αI }I∈I ) ∈ K we have
∥y ⊤ M −

X

αI⊤ MI ∥1 ≥ ∆ · d ,

(3)

I∈I

then (2) holds as well, and thus LP(I) is feasible.
Note that the left hand side of (3) is
n
X
j=1

|(y −

X
I:j∈I

⊤

αI ) vj | =

n
X

|zj⊤ vj | ,

(4)

j=1

P
P
defining zj := y − I:j∈I αI where zj ∈ Rd satisfy ∥zj ∥1 ≥ ∥y∥1 − i∈I ∥αI ∥1 ≥ d/2
for every j ∈ [n]. If there is sufficient randomness in the vectors vj , so that each term
|zj⊤ vj | = 1/poly(d, log T ) with constant probability, by taking n = poly(d, log T ), we can
p
expect that (3) holds (recall that ∆ = O( log(dn)) with probability 1 − e−cn for any given
(y, {αI }I∈I ) ∈ K.
Given this, it is natural to attempt to take I to be Iprefix , the set of all prefixes of [n],
as required in our target Lemma 17. However, naively this requires us to perform a union
bound over a set of vectors that is much larger than the e−cn probability of the bad event. In
particular, we need to do a union bound over all possible choices (y, {αI }I∈I ) ∈ K. Since it
suffices to discretize these vectors to have values which are integer multiples of 1/poly(n, d),
given that |Iprefix | = n, the total number of choices is poly(n, d)nd ≫ ecn . It is unclear how
to make this strategy work, so we work with a different family of intervals Iblock where
the constraints not only allow us to infer the target constraints of Lemma 17 but a careful
chaining argument allows a more refined union bound.
Improved Bounds using a Block Decomposition Iblock . Let us partition [n] into consecutive
blocks of length b = n0.1 (for convenience, we assume that b divides n). Consider the following
family Iblock of intervals of [n] obtained by taking
all prefix intervals of [n] which end after an entire block, i.e., intervals of the form [ib]
where i ∈ [n/b], and
all prefix intervals within each block, i.e., intervals of the form {(i−1)b+1, . . . , (i−1)b+r}
where i ∈ [b] and r ∈ [n/b].
Note that any prefix interval I ∈ Iprefix can be expressed as the union of two intervals
I1 , I2 ∈ Iblock . Thus, if LP(Iblock ) is feasible we get that M x + w = 0 and also ∥MI x∥∞ ≤
∥MI1 x∥∞ + ∥MI2 x∥∞ ≤ 4∆, thus implying the constraints of Lemma 17.
To complete the proof, we show that LP(Iblock ) is feasible w.h.p. by bounding the left
hand side of (3). For this let us introduce some terminology: we say an interval I ∈ Iblock
is long if |I| ≥ b and short otherwise. Note that the size of the family |Iblock | = Θ(n) but
the number of long intervals is 2n/b = o(n) and furthermore, any coordinate j ∈ [n] is only
contained in n/b short intervals.
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To bound (3), we use a two-step union bound, best viewed as a chaining argument.
In particular, we show the following lemma where we only consider (y, {αI }) ∈ K as in
Proposition 19.
▷ Claim 20. Fix any (y, {αI }I long ). Then, for n = poly(d, log T ) sufficiently large, the
2
probability that (3) holds for all choices of {αI }I short is at least 1 − e−cϵ n for a universal
constant c > 0.
Note that there are Θ(n) short intervals and performing a naive union bound over all
possible choices of {αI }I short (discretized as before) is not enough to prove the above claim
and our proof below will use a more refined argument. However, given the above claim, to
show that (3) holds for all (y, {αI }I∈Iblock ) ∈ K, we only need to do a union bound over all
the possible choices of (y, {αI }I long ) where the number of long intervals is O(n/b) = O(n0.9 ).
More precisely, discretizing each vector to integer multiples of 1/poly(n, d), the number of
0.91
possible choices of (y, {αI }I long ) is (nd)O(n/b) = eO(n ) as d ≤ n. Since ϵ = 1/poly(d, log T ),
choosing n = poly(d, log T ) to be a large enough polynomial, we get that LP(Iblock ) is feasible
0.05
with probability at least 1 − e−Ω(n ) = 1 − T −2 .
To finish the proof, we now prove Claim 20.
P
Proof of Claim 20. For j ∈ [n], let us define zlong,j := y − I:j∈I,I long αI and zshort,j :=
P
I:j∈I,I short αI . For a fixed (y, {αI }I∈I ), the contribution of coordinate j ∈ [n] to the LHS
of (3) is


y−

X

αI

⊤

vj

= (zlong,j − zshort,j )⊤ vj


⊤
⊤
≥ min 0, zlong,j
vj − zshort,j
vj

. (5)

I:j∈I
⊤
First we show that the contribution of |zlong,j
vj | is typically large for most j. For this,
√
we note that ∥zlong,j ∥1 ≥ ∥y∥1 − d/2 ≥ d/2, and so ∥zlong,j ∥2 ≥ d/2. By our assumption
on the noise, we have ∥vj ∥2 ≤ 2 and that Cov(vj ) ≥ ϵ2 Id . Thus, Proposition 15 implies that
for any given j ∈ [n],

h
i
ϵ2
⊤
P |zlong,j
vj | ≥ δ ≥
,
(6)
10
√
where δ = 14 · ϵ d.
⊤
To bound the contribution of |zshort,j
vj |, we define some terminology. Given a setting of
(y, {αI }I∈I ), we say that a coordinate j ∈ [n] is heavy if it lies in at least one short interval
P
ϵ
I such that ∥αI ∥1 ≥ 100b
. We say that j is light if it is not heavy. Since I ∥αI ∥1 ≤ d/2,
ϵ
there are at most 50bd
intervals I with ∥αI ∥1 ≥ 100b
. As every short interval contains at
ϵ
2
50b d
most b coordinates, it follows that at most ϵ coordinates are heavy. Since b = n0.1 and
ϵ = 1/poly(d, log T ), choosing n = poly(d, 1/ϵ) = poly(d, log T ) to be big enough, we can
guarantee that at most 50bd/ϵ ≤ ϵ2 n/100 coordinates j ∈ [n] are heavy.
If j is light, then all short intervals I that contain j satisfy ∥αI ∥1 ≤ ϵ/(100b). Note that
there are at most b short intervals that contain j. Thus, ∥zshort,j ∥1 ≤ ϵ/100 and so, using
Cauchy-Schwarz, we have
√
√
δ
ϵ d
⊤
≤
.
(7)
|zshort,j vj | ≤ ∥zshort,j ∥2 · ∥vj ∥2 ≤ d ∥zshort,j ∥1 · 2 ≤
50
10
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Now comes the simple but important observation: the value zlong,j only depends on
(y, {αI }I long ), but not on any αI where I is a short interval. In particular, defining the event
(which only depends on (y, {αI }I long ))

⊤
E := E(y, {aI }I long ) = at least ϵ2 n/20 coordinates j ∈ [n] satisfy |zlong,j
vj | ≥ δ ,
2

we know from (6) and the multiplicative form of Chernoff bound that P[E] ≥ 1 − e−cϵ n for
a universal constant c > 0.
When the event E is true, we claim that (3) always holds. In particular, under the event
⊤
E, there are at least ϵ2 n/20 coordinates j ∈ [n] with |zlong,j
vj | ≥ δ. Among these, at most
2
2
⊤
ϵ n/100 coordinates j are heavy, so overall at least ϵ n/25 coordinates satisfy |zlong,j
vj | ≥ δ
and are light. Using (5) and (7), any such coordinate contributes at least δ/2 to the left hand
√
side of (5). It follows immediately that the left hand side of (3) is Ω(ϵ2 nδ) = Ω(n · ϵ3 d).
Since ϵ = 1/poly(d, log T ), taking n = poly(d, 1/ϵ, log T ) = poly(d, log T ) suffices to ensure
that this is much bigger than ∆d. This completes the proof of Claim 20.
◀

3.2

Proof of the lower bound

Proof of Theorem 16. The main idea is to partition the T vectors into
T /n consecutive
√
− T
blocks Mi for i ∈ [T /n] and show that with probability at least 1 − e
, one of the blocks
is very close to the adversarial instance w1 , · · · , wn ∈ Rd whose existence we assumed.
Since ∥wt ∥2 = 1 for each t, using Proposition 14, we have that for v1 , · · · , vn i.i.d. sampled
uniformly at random from Sd−1 , the following holds


P ∥vt − wt ∥2 ≤ 1/n, ∀t ∈ [n] ≥ exp(−10nd log n) .
Note that when ∥vt − wt ∥2 ≤ 1/n, the d × n matrix formed by the vectors v1 , · · · , vn
√
also has prefix discrepancy Ω( log d + log n). Thus, each block has prefix discrepancy
√
Ω( log d + log n) with probability at least exp(−10nd log n). Since T /n = exp(100nd log n)
√
blocks, the probability that none of the blocks has prefix discrepancy Ω( log d + log n) is
upper bounded by
(1 − exp(−10nd log n))

T /n

=



1 − (n/T )

0.1

T /n

≤ e−(T /n)

0.9

≤ e−

√

T

.

√
Whenever there exists a block Mi with prefix discrepancy at least Ω( log d + log n), then
√
the prefix discrepancy for all the input vectors in blocks M1 , · · · , Mi is also Ω( log d + log n)
as each prefix in Mi can be written as the difference between two prefixes of M1 , · · · , Mi .
This finishes the proof of the theorem.
◀

4

Prefix Discrepancy for Trees and DAGs

In this section, we prove our results about prefix discrepancy for DAGs. Our first result,
whose proof is given in Section 4.1, is Theorem 4 which gives an upper bound on prefix
discrepancy for DAGs.
▶ Theorem 4 (Prefix discrepancy for DAGs). Given a T -node DAG G and input vectors
√
v1 , . . . , vT ∈ Bd2 , we have DAGDiscG (v1 , . . . , vT ) ≤ HerDisc(prefix(G)) · O( log d + log T ).
Additionally, if d = 1, then DAGDiscG (v1 , . . . , vT ) = O(HerDisc(prefix(G))).
Next in Section 4.2, we prove our lower bounds for prefix discrepancy of DAGs. We first
√
show that the log T in Theorem 4 cannot be improved in general, even for rooted-trees.
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▶ Theorem 5 (Prefix Discrepancy Lower Bound). For any integer T > 0, there exists a T -node
√
rooted tree T and input vectors v1 , . . . , vT ∈ B22 such that DAGDiscT (v1 , · · · , vT ) = Ω( log T ).
√
One might wonder if our improvement to log d + loglog T in the smoothed setting
(Theorem 2) could also be generalized to DAGs. We show that such an improvement is
impossible, even for trees in the completely stochastic setting.
▶ Theorem 6 (Prefix Discrepancy Lower Bound in the Random Setting). Let the dimension
d = 2. There exists a T -node rooted tree T such that when unit vectors vt ∈ Rd are drawn
d−1
i.i.d.
p uniformly from S , then w.h.p. every ±1-coloring satisfies DAGDiscT (v1 , · · · , vT ) =
Ω( log T / loglog T ).
The proof of Theorem 5 is given in Section 4.2.1 and the proof of the lower bound in the
random setting is given in Section 4.2.2.

4.1

Upper Bounds

The proof of Theorem 4 has two parts – first generalizing Banaszczyk’s result in Theorem 1
to prefixes of rooted trees (which can be naturally viewed as DAGs by orienting the edges
from root to leaves), and second, reducing the case of an arbitrary DAG to a rooted tree.
For the first part, we prove the following for input vectors in Rd .
▶ Lemma 21 (Prefix Discrepancy for Trees). Let T be a given T node rooted tree and dimension
√
d ≥ 2. For any v1 , . . . , vT ∈ Bd2 , we have that DAGDiscT (v1 , . . . , vT ) = O( log dT ). More
generally, given any convex body K ∈ Rd with Gaussian measure µd (K) ≥ 1 − 1/(2T ), there
P
exists a signing x ∈ {±1}T such that for every S ∈ prefix(T ), we have that t∈S xt vt ∈
O(1) · K.
▶ Remark 22. For the d = 1 case, it is easy to see that for any rooted tree T , we have
HerDisc(prefix(G)) ≤ ∆(prefix(G), 1) =

sup

DAGDiscG (v1 , . . . , vT ) = 1,

(8)

v1 ,...,vT ∈[−1,1]

by using a simple greedy procedure. Also, note that HerDisc(prefix(T )) ≥ 1.
For the second part, let G = ([T ], E) be an arbitrary DAG and recall that prefix(G)
denotes the set of all paths in G starting from the topologically ordered root. We show
that one can remove edges from G to obtain a tree T ⊆ G such that every path in prefix(G)
contains at most O(HerDisc(prefix(G))) non-tree edges.
▶ Lemma 8 (Reducing DAGs to Trees). Given a DAG G = ([T ], E), there exists a (rooted)
spanning tree T ⊆ G such that every directed path P in G has at most 4 · HerDisc(prefix(G))
non-tree edges.
The bound in Lemma 8 is the best possible one can hope for in terms of hereditary
discrepancy. In particular, for any tree T on the same vertex set [T ], there exists a directed
path P ∈ prefix(G) such that P has at least HerDisc(prefix(G))/2 non-tree edges. To see
this, we assume, for the purpose of contradiction, that there is a tree T with vertex set [T ]
such that any path P ∈ prefix(G) contains strictly less than HerDisc(prefix(G))/2 non-tree
edges. Then any path P ∈ prefix(G) can be written as the disjoint union of less than
HerDisc(prefix(G))/2 paths whose edges lie entirely in T . Now, restricted to any subset of
[T ] as in Definition 9, since HerDisc(prefix(T )) = 1, there is a signing such that every path
(not necessarily starting from the root) in T has discrepancy at most 2. The discrepancy
along any path P ∈ prefix(G) is thus strictly smaller than HerDisc(prefix(G)), contradicting
the definition of hereditary discrepancy.
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Therefore, Lemma 8 also gives a combinatorial characterization (up to a constant factor)
of the hereditary discrepancy for prefix(G) as follows.
▶ Corollary 23 (Combinatorial Characterization of HerDisc(prefix(G))). For any DAG G =
([T ], E), we have
HerDisc(prefix(G)) = Θ(1) · min

max

tree T P∈prefix(G)

|P ∩ (G − T )|,

where the minimum ranges over all trees T on the vertex set [T ].
Theorem 4 then follows immediately by combining Lemma 8 with the prefix discrepancy
bound for trees given in Lemma 21 and Equation (8).
Proof of Theorem 4. By Lemma 8, there exists a (rooted) tree T ⊆ G with the same
set of vertices such that for any directed path P in G, the number of non-tree edges is
O(HerDisc(prefix(G))). We then use Lemma 21 to find a coloring x ∈ {−1, 1}T for the
√
vectors {vt }t∈[T ] such that each path in T has discrepancy at most O( log d + log T ). Now,
any directed path P of the DAG G can be decomposed into at most O(HerDisc(prefix(G)))
√
disjoint sub-paths in T , and each of these sub-paths has discrepancy O( log d + log T ) under
coloring x (since the discrepancy of any sub-path can be written as a difference of discrepancy
of two prefixes). It thus follows that the discrepancy of P under coloring x is at most
√
O(HerDisc(prefix(G)) · log d + log T ).
The second statement also follows immediately by using Eq. (8) instead of Lemma 21
above. This completes the proof of Theorem 4.
◀
Due to limited space, we refer interested readers to the full version at https://arxiv.
org/abs/2111.07049 for the proofs of Lemma 21 and Lemma 8.

4.2

Lower Bounds

For the proof of the lower bounds for prefixes in the case of rooted trees, we will need the
following definition.
▶ Definition 24 (Canonical Coloring for Vertices of a Complete Binary Tree). Let T = ([T ], E)
be a complete binary tree with root r. For each node t ∈ T , let Pt ⊆ [T ] be the unique path
from r to t. We define the canonical coloring for a vertex t as the coloring yt ∈ {±1}Pt \{t}
which assigns a node j ∈ Pt \ {t} the color x+
t (j) = −1 if Pt goes to j’s left child, and
x+
(j)
=
+1
otherwise.
t
We say that any given coloring x ∈ {±1}T agrees with the canonical coloring yu for the
vertex u if x assigns the same sign as yu to each node of Pu \ {u}. Furthermore, for any
given coloring x ∈ {±1}T , there always exists a leaf node u in the tree such that x agrees
with the canonical coloring yu for the vertex u. To find such a leaf u, one simply follows the
coloring x from the root to the leaves, moving to the left child if x colors the node −1, and
the right child otherwise.

4.2.1

Adversarial Lower Bound for Trees

In this subsection, we prove Theorem 5.
Proof of Theorem 5. Without loss of generality, we assume that T = 2h − 1. Consider a
T -node complete binary tree T with depth h. We construct the vectors vt ∈ B22 at each
node t ∈ T inductively in the following way. We start by picking an arbitrary unit vector vr
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for the root r. Then for any node t ∈ T , let j − and j + be the left and right children of t.
P
P
−
Let d+
t =
i∈Pt \{t} yt (i)vi + vt and dt =
i∈Pt \{t} yt (i)vi − vt where yt is the canonical
coloring for vertex t. The vectors vj − and vj + are then picked as arbitrary unit vectors
+
orthogonal to d−
t and dt respectively.
Let x ∈ {±1}T be a given coloring and u be the leaf node such that x agrees with the
canonical coloring yu for the vertex u. Then, on the path Pu \ {u}, every vector is orthogonal
to the previous discrepancy vector
√ under coloring x, and thus the discrepancy vector along
Pu \ {u} has ℓ2 norm at least h − 1. Since the vectors
the ℓ∞ norm of
√ are 2-dimensional,
√
the discrepancy vector along Pu \ {u} is at least Ω( h) = Ω( log T ). This completes the
proof of Theorem 5.
◀

4.2.2

Stochastic Lower Bound for Trees

In this subsection, we prove Theorem 6. The idea is to show that the lower bound example
in Theorem 5 (with approximate orthogonality to the canonical discrepancy vectors) appears
with high probability in an ℓ-ary tree, where ℓ = poly(log T ) to be specified later and the
vectors at the vertices are sampled i.i.d. from the unit sphere in R2 .
Proof of Theorem 6. We consider a T -node complete ℓ-ary tree T ′ with depth h and root
Ph−1
r. Note that ℓ and h satisfies that i=0 ℓi = ℓΘ(h) = T . The vectors vt ∈ R2 for each node
t of the tree are picked i.i.d. from S1 . For each node t ∈ T , let Pt ⊆ [T ] be the unique path
P
P
−
from r to t and let d+
t =
i∈Pt \{t} yt (i)vi + vt and dt =
i∈Pt \{t} yt (i)vi − vt where yt is
the canonical coloring for vertex t.
Our goal is to show that w.h.p. there exists a complete binary subtree T ′ ⊆ T with depth
h such that for any non-leaf node t ∈ T ′ , its left (resp. right) child j − (resp. j + ) and negative
−
+
(resp. positive) canonical discrepancy vector d−
t (resp. dt ) satisfies |⟨vj − , dt ⟩| ≤ 1/4 (resp.
+
|⟨vj + , dt ⟩| ≤ 1/4).
of the prefixes of the
√ If the above event occurs, then the discrepancy
′
tree must be Ω( h). To see this, take any coloring x ∈ {−1, 1}|T | , and consider the leaf
u ∈ T ′ such that x agrees with the canonical coloring for the leaf u. Since vj − (resp. vj + ) is
+
almost orthogonal to d−
t (resp. dt ) for any internal node t on the path to u, the square of
the ℓ2 -discrepancy for the coloring x along the root-leaf path Pu increases by at least Ω(1)
after each node (except maybe for the leaf u). As the dimension
d = 2, the ℓ∞ -discrepancy
√
for the coloring x along the root-leaf path Pu is also Ω( h).
It thus remains to show that such a complete binary tree T ′ exists w.h.p. We find such
a tree T ′ inductively and start by adding the root r to T ′ . For any node t that was just
added to T ′ , we hope to find left and right children j − and j + among the first and second
+
ℓ/2 children of t such√that both |⟨vj − , d−
t ⟩| ≤ 1/4 and |⟨vj + , dt ⟩| ≤ 1/4 hold. For any child
j of t, since ∥d−
h, we have
t ∥2 ≤
h
i
1
√ .
Pvj ∼S1 |⟨vj , d−
≥
t ⟩| ≤ 1/4
10 h
Thus the probability that none of the first ℓ/2 children satisfies this property is thus upper
bounded by
√
√
(1 − 1/(10 h))ℓ/2 ≤ exp(−Θ(ℓ/ h)) .
√
Thus taking ℓ = C · h · log T for a sufficiently large constant C suffices to guarantee that
the above probability is at most 1/T 2 . One could therefore afford to do a union bound over
all the nodes in the process of building the complete binary tree T ′ . To satisfy ℓΘ(h) = T ,
we√need to p
set h = log T / log log T . Thus the prefix discrepancy on T ′ is thus at least
Ω( h) = Ω( log T / log log T ). This completes the proof of Theorem 6.
◀
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5

Combinatorial Vector Balancing

In this section we prove our result for combinatorial vector balancing – given a set family
S on the ground set [T ] and input vectors v1 , . . . , vT ∈ Bd2 , the goal is to find a signing
x ∈ {±1}T that minimizes
CombDiscS (v1 , · · · , vT ) :=

min
x∈{−1,+1}

max
n
S∈S

X

xi v i

i∈S

∞

.

▶ Theorem 7 (Combinatorial Vector Balancing Upper Bound). Let S be a set system on the
ground set [T ]. Given input vectors v1 , · · · , vT ∈ Bd2 , we have that
 p
CombDiscS (v1 , · · · , vT ) ≤ HerDisc(S) · log min{|S|, T } · log d + log |S| .
Moreover, the upper bound is constructive in the sense that there is a polynomial time
algorithm to find such a coloring.
To prove Theorem 7, we bound CombDiscS (v1 , · · · , vT ) in terms of γ2 (AS ), where AS ∈
{0, 1}|S|×T is the incidence matrix of the set system S (meaning that (AS )i = 1 iff i ∈ S).
Theorem 7 then immediately follows by using this bound and relating γ2 norm to hereditary
discrepancy via Lemma 11.
▶
p Lemma 25. In the setting of Theorem 7, we have that CombDiscS (v1 , · · · , vT ) ≤ γ2 (AS ) ·
log d + log |S|. Moreover, the upper bound is constructive in the sense that there is a
polynomial time algorithm to find such a coloring.
Proof of Lemma 25. Let the optimal factorization for γ2 (AS ) be AS = BC where γ2 (AS ) =
r(B) · c(C) with r(B) being the maximum ℓ2 norm among all rows of B and c(C) being the
maximum ℓ2 norm among all columns of C.
Denote the jth coordinate of vector vt ∈ Rd as vt (j). For each j ∈ [d], we define a matrix
Dj ∈ RT ×T as Dj := diag(v1 (j), · · · , vT (j)). Note that
CombDiscS (v1 , . . . , vT ) =

min

max

x∈{±1}T S∈S,j∈[d]

X

xt vt (j) = Disc(AD
S) ,

t∈S

where the right hand side is the standard notion of discrepancy of a matrix 6 and the matrix
d|S|×T
AD
is defined as
S ∈R


AD
S


AS D1
AS D2 


=  . .
 .. 
AS Dd

Now a factorization of AD
S is given by

AD
S


B


=


 


CD1
 CD2 
 

· .  .
  .. 

B
..

.
B

6

CDd

For a matrix A ∈ Rd×T , its discrepancy is defined as Disc(A) = minx∈{±1}T ∥Ax∥∞ .
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Note that the maximum ℓ2 -norm of the rows of the first matrix is the same as r(B), and
the maximum ℓ2 -norm of the columns of the second matrix is at most c(C), as ∥vi ∥2 ≤ 1 for
each vector i ∈ [T ]. It follows that γ2 (AD
S ) ≤ r(B) · c(C) = γ2 (AS ). The lemma then follows
immediately from the second inequality in Lemma 11.
◀
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Abstract

We study the performance of local quantum algorithms such as the Quantum Approximate Optimization Algorithm (QAOA) for the maximum cut problem, and their relationship to that of
randomized classical algorithms.
1. We prove that every (quantum or classical) one-local algorithm (where the value of a vertex only
depends on its and its neighbors’
state) achieves on D-regular graphs of girth > 5 a maximum
√
√
cut of at most 1/2 + C/ D for C = 1/ 2 ≈ 0.7071. This is the first such result showing that
one-local algorithms achieve
√ a value that
√ is bounded away from the true optimum for random
graphs, which is 1/2 + P∗ / D + o(1/ D) for P∗ ≈ 0.7632 [21].
√
√
2. We show that there is a classical k-local algorithm that achieves a value of 1/2+C/ D −O(1/ k)
for D-regular graphs of girth > 2k + 1, where C = 2/π ≈ 0.6366. This is an algorithmic version
of the existential bound of [42] and is related to the algorithm of [4] (ALR) for the SherringtonKirkpatrick model. This bound is better than that achieved by the one-local and two-local
versions of QAOA on high-girth graphs [31, 44].
3. Through computational experiments, we give evidence that the ALR algorithm achieves better
performance than constant-locality QAOA for random D-regular graphs, as well as other natural
instances, including graphs that do have short cycles.
While our theoretical bounds require the locality and girth assumptions, our experimental work
suggests that it could be possible to extend them beyond these constraints. This points at the tantalizing possibility that O(1)-local quantum maximum-cut algorithms might be pointwise dominated
by polynomial-time classical algorithms, in the sense that there is a classical algorithm outputting
cuts of equal or better quality on every possible instance. This is in contrast to the evidence that
polynomial-time algorithms cannot simulate the probability distributions induced by local quantum
algorithms.
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1

Introduction

Recent years have seen exciting progress in the construction of noisy intermediate-scale
quantum (NISQ) devices [52, 11]. One way to describe these devices is that they can
implement the model of quantum circuits, but with the restriction that all gates respect a
certain topology of a given graph G (e.g., the qubits are associated with the vertices of the
graph, and gates operate on either a single vertex or two neighboring vertices) and each
operation involves a certain level of noise. Due to the noise, computations on NISQ devices
are inherently restricted to small depth. However, there is theoretical and empirical evidence
that even at constant depth, such quantum circuits induce probability distributions that
cannot be efficiently sampled by classical algorithms (see Section 1.2 below).
While there is evidence that NISQ devices could potentially achieve so-called “quantum
advantage” (i.e., exponential speedup) for sampling problems, the corresponding question
for optimization problems remains open. In particular, it is not known whether for natural
optimization problems on graphs, a local quantum algorithm (a constant depth algorithm
that in each step only operates on neighboring vertices) can obtain better results than those
achievable by polynomial-time classical algorithms, at least on some instances.
A particular algorithm of interest is the Quantum Approximate Optimization Algorithm
(QAOA) [25]. The QAOA is parameterized by an integer p and hyperparameters γ1 , . . . , γp
and β1 , . . . , βp . For every p, QAOAp for the maximum cut problem can be computed by a
sequence of p local unitaries (each acting only along edges), and so it is p-local, in the sense
that for every vertex v, the output corresponding to v depends only on the initial states of the
vertices that are of distance at most p from v in the graph (see Section 2.1 and Appendix A
for more formal definitions). [25] envisioned p as an absolute constant not growing with n (in
which case the γi ’s and βi ’s can be hardwired constants) or at worst growing very slowly with
n. Much of the excitement about QAOA is because for small values of p, QAOAp can be (and
in fact has been) implemented on near term devices [57, 29]. For example, [29] implemented
QAOA both for maximum cut and finding the ground state of the Sherrington-Kirkpatrick
Hamiltonian. In both cases, performance was maximized at QAOA3 since for larger p the
noise overwhelmed the signal. Under widely believed complexity assumptions, we do not
expect QAOA to solve maximum cut optimally in polynomial-time, or even beat the best
classical approximation ratio in the worst case.1 However, it is still very interesting to know
whether there is some family G of graphs and some p = O(1), on which QAOAp or any other
p-local quantum algorithm achieves exponential advantage over all classical maximum-cut
algorithms.2

1.1

Our results

In this work we study the power and limitations of quantum and (randomized) classical local
algorithms for the maximum cut problem. On input a graph G = (V, E), an algorithm A for
the maximum cut problem outputs a vector x ∈ {±1}V , and the value of the cut x, denoted

1

2

Concretely, if the unique games conjecture is true and (as widely believed) N P ⊈ BQP , no quantum
polynomial-time algorithm can obtain a better approximation ratio than [28]’s classical algorithm
[34, 35, 46].
Since maximum cut is NP-hard to approximate [30], we can reduce the factoring problem to approximating maximum cut on some family G of instances (namely the family resulting from this reduction). Hence
under the assumption that factoring is hard, there exists some quantum polynomial-time algorithm that
can approximate maximum cut on some family G better than all efficient classical algorithms. However
this algorithm (which is based on [55]) will not be local and as far as we know cannot be implemented
on NISQ devices.
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by val(x), is the probability over (i, j) ∈ E that xi ̸= xj . We defer the formal definitions
to Section 2.1 and Appendix A, but roughly speaking, A is r-local if it begins by assigning
some state to each vertex v, and for every vertex u, the final value Xu depends only on the
states of the vertices v that are of distance at most r from u in the graph.
Surprisingly, the following question is still open:

Question
Do classical polynomial-time algorithms pointwise dominate local quantum algorithms for
maximum cut? In other words, is it true that for every O(1)-local quantum algorithm
A and ϵ > 0 there exists a polynomial-time algorithm B such that for every graph G,
val(B(G)) ≥ val(A(G)) − ϵ?
We make some progress on this question by giving a positive and negative result for
polynomial-time classical algorithm and local quantum algorithms respectively. We are not
able to analyze either on every graph, but rather restrict ourselves to a (still exponentially
large) family of instances: all regular graphs of sufficiently high girth.
In an O(1)-local algorithm, for every edge {u, v}, the probability that {u, v} is cut only
depends on a constant-radius ball around {u, v}. In D-regular graphs of sufficiently high
girth all the neighborhoods (balls around a vertex of some distance k sufficiently smaller
than the girth) are isomorphic to the D-regular tree truncated at depth k. Hence in this
case for every O(1)-local algorithm A, the probability an edge {u, v} is cut (and hence the
expected value of the output cut) is equal to some value fA (D) that only depends on the
algorithm A and degree D, and does not depend on the particular edge {u, v} or any other
details of the graph beyond the fact that its girth is sufficiently larger than the algorithm’s
locality. Hence, finding the best k-local algorithm for maximum cut amounts to finding the
algorithm A which maximizes fA (D).
√
The value of fA (D) can be shown to be at most 1/2 + O(1/ D), because there exist
high-girth graphs where this is the true optimum. In particular, by an eigenvalue bound one
can show that the maximum cut√of a random
√ D-regular graph (which can be modified to have
high girth) is at most 1/2 + 1/ D + o(1/ D). Using a much more sophisticated
argument,
√
√
[21] showed that the maximum cut of such graphs is in fact 1/2 + P∗ / D ± o(1/ D) for
P∗ ≈ 0.763 (see discussion below).
On the
√ other hand, [54] gave a simple one-local classical algorithm that achieves at least
1/2 + C/ D for C = 28 ≈ 0.177 on triangle free graphs, with improvements in the constant
by [32, 31, 44], see Figure 1. We study the maximum value of the constant C achievable by
either classical polynomial-time algorithms or local quantum algorithms. We give a positive
result (i.e., lower bound on C) for the former, and a negative result (i.e., upper bound on C)
for the latter.

Limitations for local quantum and classical algorithms
While some limitations for QAOA1 and QAOA2 are already known (see Section 1.2), it is
locality that makes QAOA suitable for NISQ devices. Therefore, it is important to study the
limitations of more general quantum local algorithms. By the discussion above, we know
that for every (quantum
or classical) local algorithm A can output a cut with value at most
√
1/2 + (P∗ + o(1))/ D on high girth D-regular graphs. However, prior to this work, even for
classical one-local algorithms, no better bound was known. Our main result provides the
first improvement on the above, in particular showing that (quantum or classical) one-local
algorithms cannot achieve the maximum cut value for random D-regular graphs:
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Figure 1 Upper
and lower bounds on the value C for which algorithms can guarantee a cut of
√
value 1/2 + C/ D for D-regular graphs. Numerical analysis of QAOA1 and the one-local algorithm
of [32] was given by [31]. Numerical analysis of QAOA2 and a two-local variant of the classical
algorithm was given by [44]. Bounds on the maximum cut for random D-regular graphs were given
by [21]. The point C = 1/2 is interesting due to a heuristic relation to the tree broadcasting model
of [22]. Our positive result for a polynomial-time (and O(1)-local) classical algorithm is marked in
blue, while our negative result for one-local quantum and classical algorithms is marked in red.

▶ Theorem 1 (Limitations for one-local algorithms, informal). Let A be a one-local (quantum
or classical) algorithm. Then for every D-regular graph G of girth at least 6, the cut value
output by A is at most
1
2

+

√C
D

,

√
where C = 1/ 2 ≈ 0.7071.

Classical algorithm for maximum cut on high-girth graphs
Our second result
√ is a classical polynomial-time algorithm that achieves a cut value of
≈ 1/2 + 0.6366/ D on D-regular high-girth graphs. This is an algorithmic version of the
existential bound by [42], who proved that for every sequence of graphs with girth tending to
infinity, their maximum cut will (in the limit) be at least 12 + π√2 D . This algorithmic version
is arguably already implicit in [42]’s work, but as far as we know was not stated explicitly
before.
▶ Theorem 2 (Classical algorithm for maximum cut on high-girth graphs). There exists a
polynomial-time classical algorithm A that on input a D-regular graph G of girth at least g,
A(G) outputs a cut of value at least
 
1
√C − O √1
+
,
2
g
D
where C = 2/π ≈ 0.6366.
√
Prior to this work [32] gave an algorithm that achieved a cut value of 1/2 + 0.28125/ D
on D-regular triangle-free graphs. [44], building on [31], gave
√ numerical evidence that there
is a classical algorithm achieving a cut value of 1/2 + 0.42/ D for D-regular graphs of girth
larger than 5.
The algorithm of Thorem 2 can also be thought of as a variant of the ALR algorithm (of
[4]) for the Sherrington-Kirkpatrick (SK) Hamiltonian (c.f., [49]). The SK model turns out
to be closely related to maximum cut on random graphs. [21] proved the maximum cut in
∗
random D-regular graphs (for D tending to infinity) tends to 12 + √PD
where P∗ ≈ 0.7632 is
the ground state energy of the SK model. For the SK model, the existential bound was made
algorithmic by [45]. We conjecture that our algorithm is not optimal and that, just like the
case of SK, the existential bound for maximum cut can be made algorithmic, in the sense that
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for every ϵ > 0 there is a polynomial-time classical algorithm that on sufficiently high-girth
∗
− ϵ. If this conjecture is true, then
D-regular graphs outputs a cut value of at least 12 + √PD
this classical algorithm would match or beat all O(1)-local classical or quantum algorithms on
high-girth regular graphs, and (given Theorem 1 below) would strictly outperform one-local
quantum or classical algorithms.

Local algorithms and tree broadcasting
√
A k-local algorithm achieving 1/2 + C/ D value for maximum cut needs to satisfy two
competing
conditions. On the one hand, on average, every vertex has correlation ρ =
√
−2C/ D with its neighbor. On the other hand, locality of the algorithm means that the
output of vertices that are sufficiently far apart in the graph are independent. A heuristic
approach might be to assume that within the neighborhood of a vertex u, the probability
v of
distribution look as follows, Xu is chosen
√ uniformly from {±1}, for every neighbor √
u, Xv = Xu with probability 1/2 − C/ D and Xv ̸= Xu with probability 1/2 + C/ D,
and these choices are done independently for each neighbor, and neighbor of neighbor, etc.
This process is known as the tree broadcasting process [22], and it is known that long-range
correlations exist if and only if C > 0.5. Hence this heuristic approach might suggest that
local algorithms would not be able to achieve values of C larger than 0.5. This turns out to
be false, as our algorithm of Theorem 2 is in fact k-local, though its locality does need to
grow with the degree. It is still open whether or not k-local algorithms for k ≪ D can beat
the value C = 0.5.
Computational experiments
Both our negative and positive results are restricted to high-girth graphs, and our negative
result is further restricted in the sense that it only holds for one-local algorithms. However,
through experiments, we demonstrate that even for larger p, for sufficiently large graphs,
QAOAp is dominated by the ALR algorithm on interesting families of graphs. These include
both random 3-regular graphs, as well as the torus and grid graphs, which are natural
examples of graphs with short cycles. See discussion in Section 4 and Figures 4–6, and the
Jupyter notebook at http://tiny.cc/QAOAvsALR.

1.2

Related works

Our positive result (Theorem 2) uses very similar ideas to the prior works of [42] and [19]
and arguably makes explicit what was implicit in their works. The algorithm we use was
also proposed in Section 4.1 of [20], though with incomplete analysis.3 In contrast, our
negative result uses techniques that are qualitatively different than prior works. Specifically,
to our knowledge, all prior work on limitations of local maximum-cut algorithms (classical or
quantum) used the method of indistinguishability. That is, to show that an r-local algorithm
A outputs a cut of value at most v on a graph G, one demonstrates a graph G′ that is locally
indistinguishable from G (in the sense that all or 1 − o(1) fraction of r-local neighborhoods
are isomorphic), and on which the true cut value is at most v. However, if random D-regular
graphs minimize the maximum cut among all D-regular graphs with tree-like neighborhoods

3

√
Specifically, our algorithm corresponds to setting the parameter c to be 1/ D − 1 in [20]. Unfortunately,
2
2
they miscalculate the cut fraction (their ζ should equal 1 + c dL) and mistakenly claim that this
algorithm does not converge to the Gaussian wave (it does with this parameter choice).
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(which seems plausible), then this method cannot be used
√ to rule√out the possibility that
local algorithms can find cuts of value at least 1/2 + P∗ / D − o(1/ D) in high-girth graphs.
For maximum cut on random hypergraphs, [18] use the overlap gap property to prove that
local algorithms are suboptimal; however, the overlap gap property is not expected to hold
for the maximum cut problem on graphs, which is similar to the Sherrington-Kirkpatrick
model in which it is not expected to hold [6].
We now discuss some of the works on the QAOA and quantum computational advantage
in general. Some bounds on QAOA’s performance on the maximum cut problem high-girth
graphs were given by [31] and [44]. Specifically [31] showed that the QAOA1 algorithm
√
achieves (in the large D limit) C = 1/(2 · e) ≈ 0.3033 on high-girth graphs and gave
numerical evidence that there is a one-local classical algorithm (building on [54, 32]) that
dominates QAOA1 on all high-girth regular graphs. [44] gave numerical evidence that
QAOA2 achieves C < 0.41 on high-girth graphs of sufficiently large D and is dominated by
a two-local classical algorithm (an extension of [31]) on all high-girth regular graphs.
Much of the other work on understanding the QAOA focused on its worst-case approximation ratio. For example, [15] constructed D-regular n-vertex bipartite graphs (where 1
is the true maximum cut value) on which for every p = o(logD n), QAOAp achieves a cut
√
of value at most 5/6 + O(1/ D). [24] showed that there √
are such bipartite graphs where
QAOAo(logD n) achieves a cut of value at most 1/2 + O(1/ D). (Indeed, random bipartite
graphs achieve this, since 1 − o(1) fraction of their local neighborhoods are tree-like; see
also [23].)
However, as mentioned above, there are good reasons to believe that neither QAOAp nor
any efficient quantum algorithms (even ones that require scalable fault-tolerant quantum
computers) can beat the best classical approximation ratio. Thus, our focus is on per instance
comparisons of quantum and classical algorithms. In other words, we ask whether in some
particular family I of instances, there exists I ∈ I on which local quantum algorithms such
as the QAOA beat the results achievable by polynomial-time classical algorithms. [15] study
the reverse question, and show that there exists some family I ′ of instances on which [28]’s
classical algorithm dominates QAOAp for every constant p. Our theoretical results are for
graphs with high girth, though our experiments extend to graphs with short cycles, and we
hope that future work will go beyond this limitation.
Many other works study the complexity of sampling from the probability distribution
induced by shallow circuits, much of it motivated by so called “quantum advantage” (also
known as “quantum supremacy”) proposals [56, 16, 1, 2, 17, 10, 14, 5, 13, 27, 58, 12].
Although [8] and [48] gave partial spoofing algorithms for the cross-entropy metric used in
[5]’s quantum-advantage experiment, they do not argue against the difficulty of sampling
from the output distributions of general quantum circuits.
There are many results showing “quantum sampling advantage” even for constant-depth
quantum circuits. [56] proved that under widely believed complexity assumptions, there
are depth 4 quantum circuits whose probability distribution cannot sampled precisely by
a classical polynomial-time algorithm. [43] gave a classical polynomial-time algorithm to
simulate quantum circuits with logarithmic tree-width, but also showed that there exists a
depth 4 quantum circuit with linear tree width. [47] gave a classical algorithm for simulating
random two dimensional circuits of some fixed constant depth, but also gave evidence that
at some constant depth d0 , their algorithm undergoes a computational phase transition and
becomes inefficient. Perhaps most relevant to this work is the paper of [27], which gave
evidence that computing the probability distribution of QAOAp even for p = 1 could be hard
for classical algorithms.
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Discussion: NISQ optimization advantage

We now discuss the relevance of our results to studying noisy intermediate-scale quantum
devices (NISQ) devices, and the broader question of whether such devices can achieve a superpolynomial computational advantage over classical algorithms for optimization problems.
This section contains no formal definitions or results used later on, and so can be safely
skipped by readers interested in our technical results. See also Figure 2 for a visual summary
of this discussion.
There is no agreed-upon formal definition of NISQ devices, but some characteristics of
such devices include:
Computation happens across a fixed topology or graph GA (where A stands for architecture).
Every gate involves a small number of qubits that are nearby in the topology. 4
Every gate involves a constant amount of noise.
Given the above, as long as the noise in not low enough to allow for error correction
[3, 37, 36], to ensure that most of the output qubits have more signal than noise, we need the
number of operations (i.e., depth of computation) to be bounded by some constant depending
on the noise level.5 If an output qubit is computed using a small number of gates, then its
“light cone” will only involve nearby vertices. In general, even for optimization problems
on graphs, the topology GA of the device’s architecture need not be the same as the input
graph G. However, natural optimization algorithms such as QAOA perform best when the
two match as closely as possible [29]. So, since our focus here is on the limitations of NISQ
devices, it makes sense to consider the “best case scenario” where G = GA .
In the above setting, NISQ algorithms for graph problems become the quantum version
of the well known LOCAL model studied in distributed computing [41]. The question of
whether NISQ devices can obtain a super-polynomial advantage over classical algorithms in
graph optimization problems is then formalized as follows. We define a (hypergraph or graph)
optimization problem φ as a map that given the input (potentially labeled) graph G = (V, E)
and some assignment x ∈ DV , outputs a number φG (x) ∈ [0, 1], where the goal is to find,
given the instance G, the assignment x that maximizes φG (x). We now say that φ exhibits
a NISQ optimization advantage if there exists an O(1)-local quantum algorithm A and ϵ > 0
such that for every classical polynomial-time algorithm B, there exists some instance G such
that φG (A(G)) > φG (B(G)) + ϵ.6 This is in some sense a “best case complexity” analysis
of NISQ, since it does not require that the instances on which the device beats all classical
algorithms are useful in any way. Nevertheless, at the moment we are not even able to rule
this out. Theorem 1 strongly indicates that at least for high-girth maximum-cut instances
and one-local quantum algorithms, no such advantage exists.7 See Figure 2 for an illustration
of the question of “NISQ optimization advantage” for general CSPs.
4

5
6

7

Some NISQ hardware platforms can encode non-local “hard constraints”, as in Section VII of [25] (e.g.,
[51]). These platforms restrict the Hilbert space to feasible output states, and so can encode non-local
unitaries. We do not consider such constraints in this work.
Here, we model NISQ devices as having a fixed amount of noise and a system that can scale to an
arbitrary size. In current devices, the system size is relatively small compared to the noise level.
If we restrict our attention to uniform algorithms, we can use results such as Levin’s universal search
algorithm to argue that in such a case there would be an instance on which A dominates all polynomialtime classical algorithms [39]. Otherwise we can modify the condition to ask for a set I of instances on
which the average performance of A is ϵ higher than the average performance of all polynomial-time
classical algorithms.
We say “strongly indicates” since at the moment
our classical algorithm gives a constant C = 2/π ≈
√
0.6366 that is smaller than the constant 1/ 2 ≈ 0.7071 ruled out by Theorem 1. However, as mentioned
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Figure 2 Cartoon of performance of polynomial-time quantum, classical, and local algorithms on
some constraint-satisfaction problem with the “X axis” consisting of all possible instances for the
problem. Since quantum polynomial-time algorithms can simulate both classical polynomial time
and constant-locality quantum algorithms, the corresponding curve (marked in blue) is always equal
or higher than all other curves, and is widely believed to be strictly above them for some instances
(see Footnote 2). Theorem 1 bounds the QLOCAL1 curve from above on high-girth maximum-cut
instances, and Theorem 2 bounds the classical curve from below on the same instances; we conjecture
the latter bound can be improved to be strictly above QLOCAL1 . [15, 24] showed that there exist
some instances on which local algorithms such as the QAOA perform strictly worse than classical
polynomial-time algorithms. The question of “NISQ optimization advantage” can be phrased as
asking whether there are any instances on which the QLOCALO(1) curve is above the classical curve.

2

Classical and quantum one-local algorithms are suboptimal

In this section we prove Theorem 1, showing that every (quantum or classical) one-local
1
on high-girth regular graphs. To state
algorithm achieves a cut value of at most 12 + √2D
the result formally, we define the notion of local distributions. Specifically we will show that:
Every one-local algorithm for maximum cut induces a one-local distribution. (This uses
standard arguments, and is deferred to Appendix A.)
For every centered8 one-local distribution over cuts in a high-girth D-regular graph, the
1
expected cut value is at most 12 + √2D
. (This is the technical heart of the proof.)

2.1

Local distributions

A randomized algorithm A for maximum cut takes as input a graph G = (V, E), and produces
a probability distribution X over {±1}V . The value of the cut is
Pr [Xi ̸= Xj ] =

(i,j)∈E

8

1
2

−

1
2

E(i,j)∈E,X [Xi Xj ]

above, we conjecture that the classical algorithm can be improved to give the constant P∗ ≈ 0.7632
which is above what is achievable by one-local quantum algorithm.
The assumption of “centeredness” is discussed below. It is both minimal, in the sense that it is satisfied
by all natural randomized local algorithms, including QAOA, as well as necessary to rule out pathological
examples.
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The central notion we will use in this paper is that of local distribution. We use the following
notation: If G = (V, E) is a graph, S ⊆ V is a set, and r ∈ N, then we let Br (S) denote
the ball of radius r around S, namely the set of vertices that are of distance ≤ r to S.
(In particular, S ⊆ Br (S).) If X is a distribution over {±1}V and S ⊆ V , then XS is the
marginal distribution over the set {±1}S .
▶ Definition 3 (Local distributions). Let G = (V, E) be a graph and X be a distribution
over {±1}V . For every r ∈ N, We say that X is r-local if for every sets A, B ⊆ V , if
Br (A) ∩ Br (B) = ∅ then XA is independent from XB . We say that the distribution is
centered if E[X] = 0V .
As we show in Appendix A, every r-local quantum or classical algorithm for maximum
cut induces an r-local distribution on its output. This is not an equivalence between local
algorithms and distributions: the locality of algorithms induces more conditions on the output
distribution than Definition 3, and in particular the outputs of local classical algorithms are
more restricted than the outputs of local quantum algorithms. However, since our focus is
obtaining negative results, it suffices to restrict attention to local distributions.

Centered distributions
Because of the symmetry in the problem itself (where −X is a cut of the same value as
+X), all natural randomized algorithms for maximum cut (including QAOA, ALR, and [28]’s
algorithm) induce a centered distribution, and we will assume this condition in what follows.
Because we aim to give pointwise lower bounds, such an assumption is also necessary to rule
out the trivial 0-local algorithm that always outputs a fixed cut x0 that is the optimal cut
for some particular instance G0 .
Our negative result is the following:
▶ Theorem 4 (Formal version of Theorem 1). Let G = G(V, E) be an D-regular graph of
girth at least 6. Then, for every centered one-local distribution X over G,
2C
E(i,j)∼E,X [Xi Xj ] ≥ − √
,
D

√
where C = 1/ 2 ≈ 0.7071.

Symmetry
Output distributions arising from natural local algorithms satisfy a stronger notion of
symmetry, which is that the identities of vertices and their neighbors do not affect the
marginal distributions. This means that for every set A = {a1 , . . . , aℓ } of vertices, if
ψ : Br (A) → V is an isomorphism of the graph (one-to-one function such that (u, v) is an
edge iff (ψ(u), ψ(v)) is an edge), the marginal distributions Xa1 ,...,aℓ and Xψ(a1 ),...,ψ(aℓ ) are
identical. We do not use the assumption of symmetry in this work, but it may be useful for
proving stronger negative results.

2.2

Proof of Theorem 4

Consider a D-regular n-vertex graph G with no cycles shorter than 6 and some centered
one-local probability distribution X over {±1}n . The probability distribution satisfies that
for every pairs of vertices u and v that are of distance at least three, E[Xu Xv ] = 0 and that
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√
√
for every edge {u, v}, E[Xu Xv ] = −2C/ D.9 This implies a cut of value 1/2 + C/ D. We
want to upper bound C. We define the following notation:
For vertex
u and σ ∈ {±1}, µu,σ := Ev∼u [Xu Xv |Xu = σ]. Note that Eu,σ [µu,σ ] =
√
−2C/ D where expectation is taken over a random vertex u and random sign σ (since
X is centered, the marginal for every vertex is always uniform).
(2)
Define µu,σ as the expectation of correlation for a 2 step random walk where u is the second
(2)
vertex in the walk, conditioned on Xu = σ. That is, µu,σ = Ea∼u∼b [Xa Xb |Xu = σ].
(3)
Define µu,σ as the expectation of correlation for a 3 step random walk with u as the first
(3)
vertex, conditioned again on Xu = σ. That is µu,σ := Eu∼b∼c∼d [Xu Xd |Xu = σ].
(4)
Define µu,σ similarly for a 4 step random walk but where u is again the second vertex in
(4)
the walk. That is, µu,σ = Ea∼u∼b∼c∼d [Xa Xd |Xu = σ].
We now make the following claims:
(3)

▷ Claim 5. µu,σ =

2−1/D
µu,σ .
D

Proof. Because the girth is at least 6, a 3 step random walk locally looks like a walk on
a tree. It can either go to distance 1 (if the second or third edges are back edges, which
happens with probability 1/D and (1 − 1/D)/D respectively) or to distance 3. If it goes to
distance 1 then we get a contribution of µu,σ . By one-locality and centeredness, if u and d
are of distance at least 3, then the marginals of u and v are uniform and independent, so
conditioned on Xu = σ, E[Xu Xd ] = σ E[Xd ] = 0 .
◁
(4)

(3)

▷ Claim 6. µu,σ = µu,σ · µu,σ .
Proof. A 4 step walk where u is the second step can be thought of as taking independently 1
step from u and 3 steps from u. In expectation the endpoint of one step will be µu,σ · σ and
(3)
the endpoint of the 3 step walk will be µu,σ · σ. Since they are independent, expectation of
the product is the product of expectations and since σ 2 = 1 we get the result.
◁
(4)

▷ Claim 7. µu,σ =

2−1/D 2
µu,σ .
D

Proof. This is implied by Claims 5 and 6.

◁

(2)

▷ Claim 8. µu,σ = µ2u,σ .
Proof. Similarly to Claim 6, a 2 step walk where u is the second step can be thought of as
taking two independent 1 step paths from u. In expectation, the endpoint of each step is
µu,σ · σ. Since the endpoints are independent, the expectation of the product is the product
of the expectations and since σ 2 = 1 we get the result.
◁
We now average over all the choices of u and σ.
√
(2k)
▷ Claim 9. For k ∈ {1, 2}, Eu,σ [µu,σ ] = Ex [x⊤ A2k x] where x = X/ n and A is 1/D times
the adjacency matrix of the graph.
Proof. Since A is the random-walk matrix, for every x ∈ {±1}n , the right-hand side equals
the sum over all i, j of the probability that j is reached from i via a random 2k step walk
times xi xj /n, and hence equals the expectation of Xi Xj where i is a random vertex and j is
obtained by taking a 2k step random walk from i.

9

Due to locality and high girth, these expectations are identical for all edges.
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The left-hand side corresponds to the expectation of the following quantity:
We pick vertex u at random and σ ∈ {±1}.
We pick a neighbor a ∼ u at random, and a (2k − 1)-path from u (u ∼ ... ∼ d) at random.
We output Xa Xd |Xu = σ.
Since the marginal Xu is uniform over {±1} this is the same as picking u at random and let
σ = Xu , and then repeating the same process, in which case we can drop the conditioning.
Since the graph is regular, the induced distribution on a, d is identical to that of endpoints
of a random 2k step path. So, the result holds.
◁
2
(4)
▷ Claim 10. Eu,σ [µu,σ ] ≥ Eu,σ [µ2u,σ ] .
Proof. Let (v1 , . . . , vn ) be the normalized eigenvectors of A. Then every unit vector x can be
Pn
Pn
Pn
written as x = i=1 αi vi where i=1 αi2 = 1. Hence x⊤ A4 x = i=1 αi2 λ4i = E[λ4 ] where λ
is the random variable where Pr[λ = λi ] = αi2 . By convexity E[λ4 ] ≥ E[λ2 ]2 and so for every
2
unit vector x, x⊤ A4 x ≥ x⊤ A2 x .
Hence
2
2
2 
⊤ 4
⊤ 2
⊤ 2
Eu,σ [µ(4)
= Eu,σ [µ(2)
u,σ ] = Ex [x A x] ≥ Ex [ x A x ] ≥ Ex [x A x]
u,σ ]
2
= Eu,σ [µ2u,σ ]
with the second inequality following from Cauchy-Schwarz and the last equality from Claim
8.
◁
2

2−1/D
D


Eu,σ [µ2u,σ ] and so Eu,σ [µ2u,σ ] ≤
q
2−1/D
2−1/D
.
Using
Cauchy-Schwarz,
this
implies
[µ
]
which means C ≤
E
≤
u,σ
u,σ
D
D
p
√
0.5 2 − 1/D < 1/ 2.
Combining Claims 7 and 10 we get Eu,σ [µ2u,σ ]

3

≤

A classical algorithm for maximum cut on high-girth graphs

In this section we prove Theorem 2. That is, we show that there is a polynomial time
algorithm that, given a high-girth D-regular graph, finds a cut of at least 12 + π√2 D − o(1)
(where the o(1) term tends to zero with D, the girth, and the running time of the algorithm).
This is an algorithmic version of the bound of [42], who proved that there exists a cut of this
magnitude for every high-girth graph. The algorithm is in fact a k-local classical algorithm,
with the value of the cut improving with k and the girth.
We now restate Theorem 2 more formally and prove it.
▶ Theorem 11 (Formal version of Theorem 2). For every k, there is a k-local algorithm A such
n
that for all D-regular
n-vertex graphs G
√ with girth g > 2k
√ a cut x ∈ {±1}
√ + 1, A outputs
√
−1
cutting cos (−2 D − 1/D)/π − O(1/ k) > 1/2 + 2/(π D) − O(1/ k) fraction of edges.
Proof. Our algorithm is as follows:
1. Assign every vertex w a value Yw ∼ N (0, 1).

P
d(w,u)
2. For every vertex u, let Xu = sgn
(D − 1)−0.5d(w,u) Yw where
w;d(w,u)≤k (−1)
d(w, u) is the graph distance from u to w.
3. Output the vector X.
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Figure 3 Analysis of the algorithm when k = 2 and D = 3. Aℓ involves the nodes closer to u,
and Bℓ involves the nodes closer to v. Since all nodes are at most distance 2k + 1 from each other
(which is smaller than the graph’s girth), the shortest paths from Euv to other vertices form a tree.

Analysis
Consider the radius k neighborhoods around vertices u and v for some edge Euv . Since the
graph’s girth is more than 2k + 1, and all nodes are within distance k + 1 of u, the subgraph
locally looks like two depth-k trees rooted at u and v.10 Consider these trees, then define
X
X
Aℓ =
(−1)ℓ (D − 1)−0.5ℓ Yw Bℓ =
(−1)ℓ (D − 1)−0.5ℓ Yw
w;d(u,w)=ℓ<d(v,w)

w;d(v,w)=ℓ<d(u,w)

Here, Aℓ is summing up nodes closer to u, and Bℓ is summing up nodes closer to v. See
Figure 3 for an illustration. Since Aℓ is a sum of (D − 1)ℓ independent normal variables with
variance (D − 1)−ℓ , Aℓ is a standard normal variable. Same for Bℓ . Let’s also define the
following:
A=

k−1
X

Aℓ

ℓ=0

√
U = Ak + A − B/ D − 1

B=

k−1
X

Bℓ

ℓ=0

√
V = Bk + B − A/ D − 1

Then Xu = sgn(U ) and Xv = sgn(V ). Since A, B, Ak , Bk are all individual Gaussians, we
claim
1
2
1
1
+ tan−1 ( √
) − O( √ )
2 π
D−1
k
√
√
Since |Ak√| ≤ |A|/ k and |Bk | ≤ |B|/ k, ignoring the Ak and Bk only affects the probabilities
by O(1/ k). For example, sgn(U ) = sgn(U − Ak ) except possibly when |U | ≤ O(σAk ); the
sign can differ only when the magnitude
a few standard deviations of Ak . This
√ of U is within
√
happens with probability
erf(O(1/
k))
=
O(1/
k).
So
ignoring the Ak and Bk terms will
√
lose at most O(1/ k) fraction of edges.
P r[sgn(U ) ̸= sgn(V )] ≥

10

There can be a 2k + 2 cycle that connects the leaves of the u tree to the leaves of the v tree, but such a
cycle does not create any “shortcut” that is not encoded in the trees, and so we can ignore it.
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√
√
Consider the probability S that sgn(A − B/ D − 1) ̸= sgn(B − A/ D − 1) for i.i.d
normal variables A, B ∼ N (0, k). The√variance should not affect
the sign, so this should
√
match the probability that sgn(P − Q/ D − 1) ̸= sgn(Q − P/ D −√1) for standard normals
P, Q ∼√N (0, 1). For p ∼ P and q ∼ Q, this is false when p > q/ D − 1 > p/(D
√ − 1) or
p < q/√ D − 1 < p/(D − 1). This requires p and q to have the same sign, so 1/ D − 1 <
p/q < D − 1 for D > 1. The chance of this happening is
Z ∞
Z x√D−1
2
2
2
1
dx e−x /2 √
1−S = √
dy e−y /2
√
2π 0
2π x/ D−1
Z ∞


2
1
x √
x
1
=√
dx e−x /2 erf( √ D − 1) − erf( √ √
)
2π 0
2
2 D−1
r 

√
1
2
1
tan−1 ( D − 1) − tan−1 ( √
=√
)
D−1
2π π

1 π
1
)
=
− 2 tan−1 ( √
π 2
D−1
1
tan−1 ( √D−1
), which gives, for example, S ≥ 12 + π2 √1D . Some
√
algebraic manipulation shows that S = cos−1 (−2 D − 1/D), matching the result in [42]. ◀

So the probability S is

1
2

+

2
π

Remark: Relationship to the ALR algorithm
At large k, this algorithm has the same performance as the algorithm by [4] for the SherringtonKirkpatrick (SK) model. For optimizing the SK model the goal is, given an n × n matrix
A (sampled from the Gaussian Orthogonal Ensemble11 ), to find a vector x ∈ {±1}n that
minimizes x⊤ Ax. The ALR algorithm is to let x be the sign of the minimum eigenvector
of A. The algorithm of Theorem 11 is similar (though not identical) to taking x to be the
1
sign of (I − √D−1
A)k y where A is the adjacency matrix of the graph and y is a standard
Gaussian vector, and hence can be thought of as a truncated version of the power-method
computation of the minimum eigenvector.12
Just like the ALR algorithm is not optimal for the SK model [45], we suspect that the
algorithm of Theorem 11 is not optimal either, and
√ that there
√ is a classical polynomial time
algorithm that achieves a cut of value 1/2 + P∗ / D + o(1/ D) for every D-regular graph of
sufficiently high girth.

4

Beyond one-locality and high girth: some computational
experiments

Our classical algorithm is only analyzed for graphs with high girth, while our negative
results are only established for one-local algorithms. In this section we present some
experimental results that indicate that the results are likely to extend at least somewhat
beyond these bounds. These results are also described in the Jupyter notebook http:
//tiny.cc/QAOAvsALR. For starters, let us show that we cannot expect the ALR algorithm,
nor the semidefinite program of [28] (GW), to beat QAOAO(1) on every graph.

11

The Gaussian Orthogonal Ensemble
or GOE is the probability distribution on n × n matrices B obtained
√
by letting B = (A + A⊤ )/ 2 where A is a matrix for which Ai,j is independently sampled from a
standard normal variable for every i, j ∈ [n].
12
The two algorithms are not identical since Ak also accounts for walks that include “back edges”.
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Figure 4 Comparing the ALR algorithm and QAOAp (for p = 1 . . . 20) on random 3-regular
graphs of varying sizes (n = 8, 10, 12, 14, 16). Left: The average (across instances and QAOA
measurements) difference between the ALR and QAOA cut values. Middle: The fraction (in percent)
of instances on which QAOA achieves a better value than ALR. Right: Fraction of instances on
which QAOA achieves a value at least 5% better than ALR. In both the middle and right panel, a
fraction of 0 means that ALR outperformed (respectively nearly outperformed) QAOA on every
instance for those values of n and p. We see that even for p > 1, if n is sufficiently large relative to
p then ALR starts to dominate QAOAp . All QAOA simulations are taken from [57]. As p grows
large enough compared to n, QAOA eventually finds the true maximum cut.

Figure 5 Performance of QAOAp on the 4 × 4 grid and torus graphs. These are bipartite graphs
on which the ALR algorithm finds the perfect cut of value 1. We see that for p ≪ n, QAOAp fails
to find the maximum cut despite the existence of small cycles. Code taken from [57].

Figure 6 Performance of ALR and QAOA on the union of a random 16 vertex graph and the
4 × 4 torus. Due to computational constraints, we only ran this simulation on two graphs, and so
the error bars correspond to the difference between the highest (resp. lowest) and mean values in
the two graphs.
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▶ Theorem 12. There exists some ϵ > 0 and p ∈ N, and an infinite sequence of graphs {Gm }
such that for every m, val(QAOAp (Gm )) > max{val(ALR(Gm )), val(GW (Gm ))} + ϵ.
Proof Sketch. We sketch the proof for the GW program, though the idea is similar for the
ALR algorithm. It is known that there is a fixed graph G0 of size n0 on which the GW
algorithm produces a cut that is some constant ϵ0 > 0 smaller than the optimum [33]. It is
also known that in the limit of p → ∞, QAOAp achieves the optimum value for every input
[25, Eq. (10)]. Hence there is some p0 = p0 (n0 ) on which QAOAp0 achieves a value that is
ϵ0 > 0 larger than GW. By the nature of both algorithms, the (fractional) value of the cut
they produce on a disjoint union of copies of G0 will be the same as the value they produce
on G0 , and so the family {Gm } will be of graphs that are composed of m disjoint copies of
G0 .
◀

Note that Theorem 12 does not preclude that there is a classical algorithm that can
match or beat QAOAp on every graph for every p = O(1) (or even p’s that grow with n).
However, it does show that neither the ALR nor the GW algorithm can do so. Nevertheless,
it is still interesting to find out the answer to the following questions:
1. Does the ALR algorithm beat QAOAp for values of p larger than 1 on random regular
graphs or high-girth graphs?
2. Does the ALR algorithm beat QAOAp on natural examples of graphs with small cycles,
such as the grid?
We describe our computational experiments in Figures 4, 5, 6. We have taken some of
the instances on which QAOA was simulated by [57] (and which were generously shared
with us by the authors) and compared the performance of ALR on the same instances (100
random unweighted 3-regular graphs for each of N ∈ {8, 10, 12, 14, 16}). These results suggest
that as the size n grows relative to the QAOA depth p, the relative performance of QAOA
deteriorates. This offers more evidence for the intuition (also arising from [23, 24]) that for
QAOAp to beat classical algorithms, a necessary condition is for p to grow with n. This is
in contrast to the SK model at infinite size [26], where QAOA at p = 11 can surpass the
ALR algorithm (though not the classical algorithm of [45]). Further investigation is needed
to see if there exist maximum-cut instances on which constant-depth QAOA surpasses all
polynomial-time classical algorithms.
To check the significance of the girth condition, we also compare the performance of ALR
and QAOA on the grid and torus graphs which are arguably the prototypical graphs with
small cycles. For the grid and the even side length torus, these graphs are bipartite and
their smallest eigenvector corresponds to this bipartition, so the ALR algorithm finds the
optimal cut.13 Hence the question is the value of QAOA on these graphs. Figure 5 presents
simulations of QAOA on these graphs, suggesting that as p ≪ n, the value of the cut found
by QAOA is bounded away from 1. We used the code of [57], as well as their hyperparameter
choices. We also tried adding small cycles to the random graphs used in the simulations
of Figure 4 by superimposing a 16-vertex random 3-regular graph on the 4 × 4 torus, and
obtained similar results: see Figure 6 for details.

13

For odd-sized n × n torus, the ALR algorithm finds a cut of value 1 − o(1) where o(1) tends to zero
with n.
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5

Conclusions

In the near term, depth and locality are likely to be highly restricted resources for quantum
computation. This work points at the possibility that such restrictions are at odds with
obtaining quantum advantage for optimization problems, not just in the worst case but
for every possible instance. However, our theoretical results are at the moment extremely
√
limited. Improving the classical algorithm to achieve the optimal value of 1/2 + P∗ / D and
extending the negative results to handle k-local algorithms for k > 1 are the most immediate
open questions. Other directions include generalizing beyond maximum cut, and finding
natural classical algorithms to compete with QAOA and other local quantum algorithms that
are not subject to the limitations of Theorem 12 and could potentially pointwise dominate
all local quantum algorithms. One natural candidate for such an algorithm is the sum of
squares algorithm [38, 50, 9]. Understanding the power of QAOAp for non-constant but
slowly growing values of p (e.g. p = O(log n)) is also an important open question.
References
1

2
3

4

5

6
7

8

9

10

11

Scott Aaronson and Alex Arkhipov. The computational complexity of linear optics. In
Proceedings of the forty-third annual ACM symposium on Theory of computing, pages 333–342,
2011. URL: https://arxiv.org/abs/1011.3245.
Scott Aaronson and Lijie Chen. Complexity-theoretic foundations of quantum supremacy
experiments. arXiv preprint, 2016. URL: https://arxiv.org/abs/1612.05903.
Dorit Aharonov and Michael Ben-Or. Fault-tolerant quantum computation with constant
error rate. SIAM Journal on Computing, 2008. Preliminary version in STOC 1997. URL:
https://arxiv.org/abs/quant-ph/9611025.
M. Aizenman, J. L. Lebowitz, and D. Ruelle. Some rigorous results on the sherringtonkirkpatrick spin glass model. Communications in Mathematical Physics, 112(1):3–20, March
1987. doi:10.1007/BF01217677.
Frank Arute, Kunal Arya, Ryan Babbush, Dave Bacon, Joseph C Bardin, Rami Barends, Rupak
Biswas, Sergio Boixo, Fernando GSL Brandao, David A Buell, et al. Quantum supremacy
using a programmable superconducting processor. Nature, 574(7779):505–510, 2019. URL:
https://www.nature.com/articles/s41586-019-1666-5.pdf.
Antonio Auffinger, Wei-Kuo Chen, and Qiang Zeng. The sk model is infinite step replica
symmetry breaking at zero temperature, 2021. arXiv:1703.06872.
Ágnes Backhausz, Balázs Szegedy, and Bálint Virág. Ramanujan graphings and correlation
decay in local algorithms. Random Structures & Algorithms, 47(3):424–435, 2015. doi:
10.1002/rsa.20562.
Boaz Barak, Chi-Ning Chou, and Xun Gao. Spoofing linear cross-entropy benchmarking
in shallow quantum circuits. In James R. Lee, editor, 12th Innovations in Theoretical
Computer Science Conference, ITCS 2021, January 6-8, 2021, Virtual Conference, volume
185 of LIPIcs, pages 30:1–30:20. Schloss Dagstuhl - Leibniz-Zentrum für Informatik, 2021.
doi:10.4230/LIPIcs.ITCS.2021.30.
Boaz Barak and David Steurer. Sum-of-squares proofs and the quest toward optimal algorithms.
Proceedings of the International Congress of Mathematicians (ICM), 2014. URL: https:
//arxiv.org/abs/1404.5236.
Juan Bermejo-Vega, Dominik Hangleiter, Martin Schwarz, Robert Raussendorf, and Jens
Eisert. Architectures for quantum simulation showing a quantum speedup. Physical Review X,
8(2):021010, 2018. URL: https://arxiv.org/abs/1703.00466.
Kishor Bharti, Alba Cervera-Lierta, Thi Ha Kyaw, Tobias Haug, Sumner Alperin-Lea, Abhinav
Anand, Matthias Degroote, Hermanni Heimonen, Jakob S. Kottmann, Tim Menke, Wai-Keong
Mok, Sukin Sim, Leong-Chuan Kwek, and Alán Aspuru-Guzik. Noisy intermediate-scale
quantum (nisq) algorithms, 2021. arXiv:2101.08448.

B. Barak and K. Marwaha

12
13

14
15

16

17

18

19

20

21
22

23

24

25
26

27
28

29

14:17

Adam Bouland, Bill Fefferman, Zeph Landau, and Yunchao Liu. Noise and the frontier of
quantum supremacy. arXiv preprint, 2021. URL: https://arxiv.org/abs/2102.01738.
Adam Bouland, Bill Fefferman, Chinmay Nirkhe, and Umesh Vazirani. On the complexity
and verification of quantum random circuit sampling. Nature Physics, 15(2):159–163, 2019.
URL: https://arxiv.org/abs/1803.04402.
Sergey Bravyi, David Gosset, and Robert König. Quantum advantage with shallow circuits.
Science, 362(6412):308–311, 2018. URL: https://arxiv.org/abs/1704.00690.
Sergey Bravyi, Alexander Kliesch, Robert Koenig, and Eugene Tang. Obstacles to state
preparation and variational optimization from symmetry protection. arXiv preprint, 2019.
URL: https://arxiv.org/abs/1910.08980.
Michael J Bremner, Richard Jozsa, and Dan J Shepherd. Classical simulation of commuting
quantum computations implies collapse of the polynomial hierarchy. Proceedings of the Royal
Society A: Mathematical, Physical and Engineering Sciences, 467(2126):459–472, 2011. URL:
https://arxiv.org/abs/1005.1407.
Michael J Bremner, Ashley Montanaro, and Dan J Shepherd. Average-case complexity
versus approximate simulation of commuting quantum computations. Physical review letters,
117(8):080501, 2016. URL: https://arxiv.org/abs/1504.07999.
Wei-Kuo Chen, David Gamarnik, Dmitry Panchenko, and Mustazee Rahman. Suboptimality
of local algorithms for a class of max-cut problems. The Annals of Probability, 47(3), May
2019. doi:10.1214/18-aop1291.
Endre Csóka, Balázs Gerencsér, Viktor Harangi, and Bálint Virág. Invariant gaussian processes
and independent sets on regular graphs of large girth. Random Structures & Algorithms,
47(2):284–303, 2015. URL: https://arxiv.org/abs/1305.3977.
Corwin de Boor. In search of degree-4 sum-of-squares lower bounds for maxcut. Technical
Report CMU-CS-19-118, Carnegie Mellon University, 2019. URL: http://reports-archive.
adm.cs.cmu.edu/anon/2019/CMU-CS-19-118.pdf.
Amir Dembo, Andrea Montanari, and Subhabrata Sen. Extremal cuts of sparse random graphs.
The Annals of Probability, 45(2):1190–1217, 2017. arXiv:1503.03923.
William Evans, Claire Kenyon, Yuval Peres, and Leonard J Schulman. Broadcasting on
trees and the ising model. Annals of Applied Probability, pages 410–433, 2000. URL: https:
//www.cs.ubc.ca/~will/papers/noisytrees.pdf.
Edward Farhi, David Gamarnik, and Sam Gutmann. The quantum approximate optimization
algorithm needs to see the whole graph: a typical case. arXiv preprint, 2020. URL: https:
//arxiv.org/abs/2004.09002.
Edward Farhi, David Gamarnik, and Sam Gutmann. The quantum approximate optimization
algorithm needs to see the whole graph: Worst case examples. arXiv preprint, 2020. URL:
https://arxiv.org/abs/2005.08747.
Edward Farhi, Jeffrey Goldstone, and Sam Gutmann. A quantum approximate optimization
algorithm. arXiv preprint, 2014. arXiv:1411.4028.
Edward Farhi, Jeffrey Goldstone, Sam Gutmann, and Leo Zhou. The quantum approximate
optimization algorithm and the sherrington-kirkpatrick model at infinite size, 2020. arXiv:
1910.08187.
Edward Farhi and Aram W Harrow. Quantum supremacy through the quantum approximate
optimization algorithm, 2019. arXiv:1602.07674.
Michel X Goemans and David P Williamson. Improved approximation algorithms for maximum
cut and satisfiability problems using semidefinite programming. Journal of the ACM (JACM),
42(6):1115–1145, 1995. URL: http://www-math.mit.edu/~goemans/PAPERS/maxcut-jacm.
pdf.
Matthew P. Harrigan, Kevin J. Sung, Matthew Neeley, et al. Quantum approximate optimization of non-planar graph problems on a planar superconducting processor. Nature Physics,
17(3):332–336, March 2021. doi:10.1038/s41567-020-01105-y.

ITCS 2022

14:18

Classical Algorithms & Quantum Limitations for Max. Cut on High-Girth Graphs

30
31
32

33

34

35

36
37
38
39
40
41

42
43

44
45

46

47

48
49
50

Johan Håstad. Some optimal inapproximability results. Journal of the ACM (JACM),
48(4):798–859, 2001. URL: http://www.cs.umd.edu/~gasarch/BLOGPAPERS/max3satl.pdf.
M. B. Hastings. Classical and quantum bounded depth approximation algorithms, 2019.
arXiv:1905.07047.
Juho Hirvonen, Joel Rybicki, Stefan Schmid, and Jukka Suomela. Large cuts with local
algorithms on triangle-free graphs. The Electronic Journal of Combinatorics, pages P4–21,
2017. Preliminary version on arXiv, 2014. URL: https://arxiv.org/abs/1402.2543.
Howard Karloff. How good is the goemans–williamson max cut algorithm?
SIAM
Journal on Computing, 29(1):336–350, 1999. URL: https://epubs.siam.org/doi/10.1137/
S0097539797321481.
Subhash Khot. On the power of unique 2-prover 1-round games. In Proceedings of the ThirtyFourth Annual ACM Symposium on Theory of Computing, STOC ’02, pages 767–775, New
York, NY, USA, 2002. Association for Computing Machinery. doi:10.1145/509907.510017.
Subhash Khot, Guy Kindler, Elchanan Mossel, and Ryan O’Donnell. Optimal inapproximability
results for MAX-CUT and other 2-variable csps? SIAM J. Comput., 37(1):319–357, 2007.
Preliminary version in FOCS 2004. doi:10.1137/S0097539705447372.
A Yu Kitaev. Fault-tolerant quantum computation by anyons. Annals of Physics, 303(1):2–30,
2003. Preliminary version on arXiv 1997. URL: https://arxiv.org/abs/quant-ph/9707021.
Emanuel Knill, Raymond Laflamme, and Wojciech H Zurek. Resilient quantum computation.
Science, 279(5349):342–345, 1998. URL: https://www.jstor.org/stable/2894561.
Jean B. Lasserre. Global optimization with polynomials and the problem of moments. SIAM
J. Optim., 11(3):796–817, 2001. doi:10.1137/S1052623400366802.
Leonid Anatolevich Levin. Universal sequential search problems. Problemy peredachi informatsii, 9(3):115–116, 1973. URL: http://www.mathnet.ru/eng/ppi914.
Elliott H. Lieb and Derek W. Robinson. The finite group velocity of quantum spin systems.
Communications in Mathematical Physics, 28(3):251–257, 1972. doi:cmp/1103858407.
Nathan Linial. Locality in distributed graph algorithms. SIAM Journal on computing, 21(1):193–
201, 1992. URL: https://www.cs.huji.ac.il/~nati/PAPERS/locality_dist_graph_algs.
pdf.
Russell Lyons. Factors of iid on trees. Combinatorics, Probability and Computing, 26(2):285–
300, 2017. arXiv:1401.4197.
Igor L Markov and Yaoyun Shi. Simulating quantum computation by contracting tensor
networks. SIAM Journal on Computing, 38(3):963–981, 2008. URL: https://arxiv.org/abs/
quant-ph/0511069.
Kunal Marwaha. Local classical MAX-CUT algorithm outperforms p = 2 QAOA on high-girth
regular graphs. Quantum, 5:437, April 2021. doi:10.22331/q-2021-04-20-437.
Andrea Montanari. Optimization of the sherrington–kirkpatrick hamiltonian. SIAM Journal
on Computing, 0(0):FOCS19–1, 2021. Preliminary version in FOCS ’19. URL: https://arxiv.
org/abs/1812.10897.
Elchanan Mossel, Ryan O’Donnell, and Krzysztof Oleszkiewicz. Noise stability of functions
with low influences: Invariance and optimality. Annals of Mathematics, 171(1):295–341, 2010.
Preliminary version in FOCS 2005. URL: https://arxiv.org/abs/math/0503503.
John Napp, Rolando L La Placa, Alexander M Dalzell, Fernando GSL Brandao, and Aram W
Harrow. Efficient classical simulation of random shallow 2d quantum circuits. arXiv preprint,
2019. URL: https://arxiv.org/abs/2001.00021.
Feng Pan and Pan Zhang. Simulating the sycamore quantum supremacy circuits. arXiv
preprint, 2021. URL: https://arxiv.org/abs/2103.03074.
Dmitry Panchenko. The Sherrington-Kirkpatrick model. Springer Science & Business Media,
2013. URL: https://arxiv.org/abs/1211.1094.
Pablo A Parrilo. Structured semidefinite programs and semialgebraic geometry methods in
robustness and optimization. PhD thesis, California Institute of Technology, 2000. URL:
https://www.mit.edu/~parrilo/pubs/files/thesis.pdf.

B. Barak and K. Marwaha

51

Hannes Pichler, Sheng Tao Wang, Leo Zhou, Soonwon Choi, and Mikhail Lukin. Quantum
optimization for maximum independent set using rydberg atom arrays. Bulletin of the American
Physical Society, 64, 2019. URL: https://arxiv.org/abs/1808.10816.

52

John Preskill. Quantum computing in the nisq era and beyond. Quantum, 2:79, August 2018.
doi:10.22331/q-2018-08-06-79.

53

Isabeau Prémont-Schwarz, Alioscia Hamma, Israel Klich, and Fotini Markopoulou-Kalamara.
Lieb-robinson bounds for commutator-bounded operators. Physical Review A, 81(4), April
2010. doi:10.1103/physreva.81.040102.

54

James B Shearer. A note on bipartite subgraphs of triangle-free graphs. Random Structures
& Algorithms, 3(2):223–226, 1992. URL: https://onlinelibrary.wiley.com/doi/abs/10.
1002/rsa.3240030211.

55

Peter W Shor. Polynomial-time algorithms for prime factorization and discrete logarithms on
a quantum computer. SIAM review, 41(2):303–332, 1999. Preliminary version in FOCS 1994.
URL: https://arxiv.org/abs/quant-ph/9508027.

56

Barbara M Terhal and David P DiVincenzo. Adaptive quantum computation, constant
depth quantum circuits and arthur-merlin games. Quantum Information & Computation,
4(2):134–145, 2004. URL: https://arxiv.org/abs/quant-ph/0205133.

57

Leo Zhou, Sheng-Tao Wang, Soonwon Choi, Hannes Pichler, and Mikhail D. Lukin. Quantum
approximate optimization algorithm: Performance, mechanism, and implementation on nearterm devices. Physical Review X, 10(2), June 2020. doi:10.1103/physrevx.10.021067.

58

Yiqing Zhou, E Miles Stoudenmire, and Xavier Waintal. What limits the simulation of
quantum computers? Physical Review X, 10(4):041038, 2020. URL: https://arxiv.org/abs/
2002.07730.

A

14:19

Local algorithms induce local distributions

Here, we prove that every r-local quantum or classical algorithm for maximum cut induces a
r-local distribution on its output.

Classical algorithms
A randomized r-local classical algorithm for maximum cut has the following form. For
every vertex v in the graph we choose some random variable Yv independently from some
distribution D over some domain S. Then, on input a graph G, the algorithm outputs
X ∈ {±1}V defined as follows. For every u ∈ V , Xu is obtained by some function f (Hu )
where Hu is the labeled graph obtained by taking the radius r ball around u and labeling each
vertex v in this graph with Yv . This corresponds to the randomized local model (sometimes
denoted as RandLOCAL) in distributed computing [41]. Such an algorithm also corresponds
to a factor of independent and identically distributed variables, known as a FIID [7, 42, 18].
▶ Theorem 13 (Local classical algorithms induce local distributions). Consider an r-local
classical algorithm for maximum cut. Given any graph G, the algorithm will output a cut
from an r-local distribution.
Proof. Consider vertices x, y where Br (x) ∩ Br (y) = ∅. Then, the labels of Hx and Hy are
computed with independent variables, so they will be independent. In general, with two
sets I and J where Br (I) ∩ Br (J) = ∅, given any x ∈ I and y ∈ J, Hx and Hy will be
computed with independent variables and so will be independent. So the output distribution
is r-local.
◀
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Quantum algorithms
When we discuss r-local quantum algorithms, we are describing a quantum circuit with depth
r on n qudits (each qudit separately measured in some basis [d] for arbitrarily large d). The
qudits are initialized in some product state. Each layer of the circuit can have single-qudit
gates and a commuting set of two-qudit gates. At the output level, we will partition [d] into
two disjoint parts [d] = L ∪ R and interpret each output qudit xi as corresponding to +1 if
xi ∈ L and as corresponding to −1 if xi ∈ R.
The QAOA of depth p is an example of a p-local quantum algorithm. At each layer,
P
there is the cost Hamiltonian HC = e He (where each He corresponds to an edge e) and
P
the mixing Hamiltonian HB = v Hv (where each Hv corresponds to a vertex v). Within
each Hamiltonian, the terms commute with each other, so the terms within each unitary also
Q
Q
commute, corresponding to UC = e Ue and UB = v Uv . So QAOA can be represented as
a quantum circuit with local unitary gates, with each Uv as a single-qubit gate and the Ue
as a set of commuting two-qubit gates. The qubits are then measured in the standard (Z)
basis, with a qubit’s output value referring to its partition.
▶ Theorem 14 (Quantum local circuits induce local distributions). Consider a r-local quantum
algorithm for maximum cut. Given any graph G, the algorithm will output a cut from an
r-local distribution.
Proof. Consider the value of qudit j with a one-local quantum algorithm. Let Oj be the
measurement operator on qudit j. With one layer of one-qudit and two-qudit gates, Oj will
become some U † Oj U , which is supported only on the neighborhood of j. So the distribution of
the value of qudit j depends only on B1 (j). If another qudit k is such that B1 (j) ∩ B1 (k) = ∅,
then the output values of j and k are independent; measuring qudit j does not affect the
measurement of qudit k. So the output distribution is one-local.
Now consider a r-local quantum algorithm. We iterate through each layer of the algorithm,
working backwards from the measurement. At each layer, if the measurement operator is
supported by vertices S ⊆ V on the right-hand side of the layer, it can only be supported
by S ′ ⊆ B1 (S) on the left-hand side of the layer. So the output value of qudit j depends
only on Br (j); if Br (j) ∩ Br (k) = ∅ for qudits j, k, then the output values of j and k are
independent. So the output distribution is r-local.
◀
In a r-local quantum algorithm, the “light cone” Lj of qudit j refers to the set of input
qudits that have a path through the circuit to the output qudit (i.e. Lj ⊆ Br (j)). This is
also defined for quantum algorithms with Hamiltonian terms that only act on a small number
of qudits. Correlation bounds on quantum algorithms are often known as Lieb-Robinson
bounds, where a quantitative relationship is drawn between parameters in the Hamiltonian
and the evolution time [40, 53]. Most often, the correlation with qudit j decays exponentially
with distance offset by Lj . Theorem 14 is a strict kind of Lieb-Robinson bound for local
quantum circuits, where there is zero correlation outside of the “light cone” (for example,
see Lemma A.5 in [8] or Section 4.1 in [23]).

Centered distributions
The maximum cut problem satisfies that the value of the cut x is equal to the cut −x.
Moreover, all natural classical or quantum randomized local algorithms we are aware of for
this problem (and in particular QAOA) satisfy the symmetry property that for an individual
vertex i, the probability that the output is +1 is the same as the probability that the output
is −1. We will make this requirement from our distributions. We note that this is an extra
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assumption, but is a necessary one. For every graph G0 , there exists a 0-local algorithm
that outputs on all its inputs a fixed optimal cut x0 ∈ {±1}n which is the optimum cut for
this problem. Hence any pointwise lower bound along the lines of Theorem 1 (which proves
that all k-local algorithms fail to achieve the optimum on certain graphs) must make an
assumption such as centeredness.
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1

Introduction

The goal of program obfuscation [33, 10] is to convert an arbitrary circuit C into an
e Recent work has shown that program
unintelligible but functionally equivalent circuit C.
obfuscation enables a series of new remarkable applications (e.g. [24, 42, 27, 12]), establishing
obfuscation as a central object in cryptography.
Yet, the scope of obfuscation has so far been concerned almost exclusively with classical
cryptography. The advent of quantum computing has motivated researchers [1, 5] to ask
whether program obfuscation is a meaningful notion also in a quantum world:
Can we obfuscate quantum circuits? Is this notion useful at all?
Unfortunately, results on the matter are largely negative [5, 8, 3], barring a few schemes for
restricted function classes of questionable usefulness [6, 20]. At present, it is unclear whether
obfuscation of quantum circuits in its most general form can exist at all. The goal of this
work is to make progress on this question. Our contributions are twofold.

1.1

Quantum Null-iO and Witness Encryption for QMA

We show that, assuming LWE, post-quantum indistinguishability obfuscation (iO) for classical
circuits, and (trapdoor) dual-mode classical verification of quantum computation (CVQC),
there exists an obfuscation scheme for null quantum circuits, i.e., any polynomial-size quantum
circuit that rejects all inputs with overwhelming probability. The following statement
summarizes our main result.
© James Bartusek and Giulio Malavolta;
licensed under Creative Commons License CC-BY 4.0
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Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

15:2

Indistinguishability Obfuscation of Null Quantum Circuits and Applications

▶ Theorem 1 (Informal). Assuming the hardness of the LWE problem, the existence of
post-quantum iO for classical circuits, and a (trapdoor) dual-mode CVQC protocol, there
exists quantum null-iO.
While the first assumption is standard, and the second seems to some extent necessary,
dual-mode CVQC is a non-standard cryptographic building block that we introduce in this
work. Loosely speaking, a CVQC protocol is dual-mode if there is a standard mode in which
the scheme is correct, and a simulation mode in which there do not exist any accepting
proofs for no instances (though in this mode, the scheme may not necessarily be correct
for yes instances). These modes must be computationally indistinguishable even given the
verification key.
Actually, we do not know of any construction of CVQC that satisfies this dual-mode
property, so we instead relax the property to a “trapdoor” variant, where there exists a
trapdoor setup algorithm (computationally indistinguishable from the original one) that
satisfies the dual-mode property. We show that this relaxation suffices to construct quantum
null-iO (along with LWE and post-quantum iO for classical circuits). To establish the
feasibility of this building block, we present a construction of trapdoor dual-mode CVQC
secure assuming the hardness of the learning with errors (LWE) problem in the quantum
random oracle model (QROM).
▶ Theorem 2 (Informal). Assuming the hardness of the LWE problem, there exists a trapdoor
dual-mode CVQC protocol in the QROM.
As a cautionary note for the reader, we stress that our security proof relies on the programmability of the QROM. Furthermore, the quantum null-iO construction requires one to obfuscate
the circuit computing the hash function. As such, combining this dual-mode CVQC protocol
with our previous compiler, does not result in a provably secure construction of quantum
null-iO under standard cryptographic assumptions, not even in the (Q)ROM. Nevertheless,
our work establishes the first plausible candidate construction of quantum null-iO for which,
prior to our work, we lacked even a heuristic scheme. We view the existence of a dual-mode
CVQC in the QROM as evidence that our construction template is sound, and we leave
constructing quantum null-iO under more conservative assumptions as a fascinating open
problem (more discussion on this in Section 2.3).
We also propose an alternative construction of quantum null-iO secure only assuming
LWE problem but with respect to an oracle. The oracle that we consider is entirely classical,
but queriable in superposition. In fact, we show that the scheme is secure assuming LWE
and post-quantum virtual black-box obfuscation of a particular classical circuit.
Witness Encryption for QMA. Applying a well-known transformation, we obtain witness
encryption [25] for QMA as a corollary. Importantly, our scheme has an entirely classical
encryption algorithm: Any classical user can encrypt a message m with respect to the
membership of some statement x in a language L ∈ QMA. The message m can be (quantumly)
decrypted by anyone possessing (multiple copies of) a valid witness |ψ⟩ ∈ RL (x).

1.2

New Applications

We show that witness encryption for QMA with classical encryption enables a series of new
cryptographic primitives, thereby positioning witness encryption for QMA (and consequently
quantum null-iO) as a central catalyst in quantum cryptography. Most of our results are
obtained via classical synthesis of quantum programs: We compress an exponential number
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of quantum programs into a small classical circuit via the use of classical iO. We give an
overview of the implications of our results below. We remark that, prior to our work, we did
not even have a heuristic candidate for any of the primitives that we obtain.
(1) NIZK for QMA: We present the first construction of NIZK [13] for QMA. A (quantum)
prover can efficiently produce a zero-knowledge certificate π that a certain statement
x ∈ L, where L is any language in QMA. This certificate is publicly verifiable with
respect to a publicly-known common reference string (CRS). Prior to our work, all
non-interactive proof systems for QMA [19, 22, 4, 21] were in the secret parameters model
or the designated verifier setting, i.e. the verifier (or additionally the prover) needed
some secret information not accessible to the other party.
This resolves an outstanding open problem in the area (see e.g. [44] for a discussion on the
barriers to achieving public verifiability). In addition, our NIZK scheme satisfies several
properties of interest, namely, (i) it is statistically zero-knowledge, (ii) the verification
algorithm (and CRS) is fully classical, and (iii) the verification algorithm is succinct, i.e.
its runtime is independent of the size of the witness. In fact, we obtain the first succinct
non-interactive argument (zk-SNARG) for QMA.
This primitive also implies the first classical verification of quantum computation (CVQC)
scheme with succinct verifier (and large CRS) that is publicly verifiable, and thus reusable.
This improves over the privately-verifiable scheme of [21] where the large CRS is not
reusable, though we note that their CRS is actually a common random string as opposed
to the common reference string required for our protocol.
(2) ZAPR for QMA: We show how to transform our NIZK for QMA scheme into a
(publicly verifiable) two-round statistically witness-indistinguishable argument (ZAPR)
for QMA. Our transformation is generic and can be thought of as a quantum analogue
of the Dwork-Naor compiler [23], in the setting of computational soundness.
(3) ABE for BQP: We obtain a ciphertext-policy ABE [43, 32] scheme for BQP (boundederror quantum polynomial-time) computation. In ciphertext-policy ABE for BQP, anyone
can encrypt a message m with respect to some BQP language, represented by a quantum
circuit Q. The key authority can generate decryption keys associated with any attribute
x. The ciphertext can then be decrypted if and only if evaluating Q on x produces
1 (which, by QMA amplification, can happen with either overwhelming probability or
negligible probability). Interestingly, all algorithms except for the decryption circuit are
fully classical. This is the first example of an ABE scheme for functionalities beyond
classical computations.
The scheme satisfies the standard notion of payload-hiding. That is, the message m
is hidden, though the policy Q is revealed by the ciphertext. We then show that
we can upgrade the security of the scheme via a generic transformation to predicateencryption security [29] (i.e. the policy Q is hidden from the evaluator if they are only in
possession of keys for rejecting attributes). We achieve this via a construction of lockable
obfuscation [30, 46] for quantum circuits from LWE.
(4) Constrained PRF for BQP: We present a construction of a pseudorandom function
(PRF) [14, 36, 15] where one can issue constrained keys associated to a quantum circuit
Q. Such keys can evaluate the PRF on an input x if and only if evaluating Q on x
returns 1 with overwhelming probability. Otherwise, the output of the PRF on x looks
pseudorandom. The scheme is fully collusion-resistant, i.e. security is preserved even if
an unbounded number of constrained keys is issued.
(5) Secret Sharing for Monotone QMA: Finally, as a direct application of our witness
encryption scheme, we show how to construct a secret sharing scheme for access structures
in monotone QMA.
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2

Technical Overview

We give a cursory overview of the techniques introduced by our work and we provide some
informal intuition on how we achieve our results. For precise statements and a formal analysis,
we refer the reader to the full version [11].

2.1

How to Obfuscate Quantum Circuits

Before delving into the specifics of our approach, we highlight a few reasons why known
techniques for obfuscating classical circuits do not seem to be directly portable to the quantum
setting. For obvious reasons, we restrict this discussion to schemes that plausibly retain
security in the presence of quantum adversaries. Recent proposals [18, 26, 45] follow the split
fully homomorphic encryption (split-FHE) approach [17], which we loosely recall here. The
obfuscator computes
Eval(x,·)

Hint(sk,·)

FHE(C) −−−−−→ FHE(C(x)) −−−−−→ h
where the decryption hint h is specific to the ciphertext encoding C(x). The obfuscated
circuit consists of (FHE(C), h) and the evaluator can recompute the homomorphic evaluation
and use the decryption hint h to recover C(x). It turns out that, as long as |h| ≪ |C(x)|,
this primitive alone is enough to build full-fledged obfuscation. One crucial aspect of this
paradigm is that the split-FHE evaluation algorithm is deterministic, which allows the
obfuscator and the evaluator to converge to the exact same ciphertext.
Translating this approach to the quantum setting seems to get stuck at a very fundamental level: Known FHE schemes for quantum circuits [38] have an inherently randomized
homomorphic evaluation algorithm. This means that the evaluator and the obfuscator would
most likely end up with a different ciphertext even though they are computing the same
function. This makes the hint h (which is ciphertext-specific) completely useless to recover
the output. A similar barrier also emerges in other generic transformations, such as [28],
which are at the foundations of many existing obfuscation schemes.
Reducing to Classical Obfuscation. As a direct approach seems to be out of reach of
current techniques, in this work we take a different route. Following the template of [24], our
high-level idea is to outsource the quantum computation to some untrusted component of
the scheme and instead obfuscate only the circuit that verifies that the computation was
carried out correctly. The important point here is that verifying the correctness of quantum
computation is a much easier task than performing the computation itself. In fact, it was
recently shown [39] that the validity of any BQP computation can be verified by a completely
classical algorithm, assuming the quantum hardness of the LWE problem. Furthermore,
recent works [4, 21] have shown that the protocol can be collapsed to two rounds (in the
random oracle model): On input a quantum circuit Q, the verifier produces some public
parameters pp, which can be used by the prover (holding a quantum state |ψ⟩) to compute
a classical proof π. The verifier can then locally verify π using some secret information r
which was sampled together with pp.
Using these classical verification of quantum computation (CVQC) protocols without any
additional modification would allow us to implement the scheme as outlined above. However,
we would not get any meaningful notion of privacy for the obfuscated circuit, since the prover
needs to evaluate the circuit Q in plain. Thus, we will need to turn these protocol blind: The
prover is able to prove that Q(|ψ⟩) = y obliviously, without knowing Q. This can be done
in a canonical way, using fully homomorphic encryption for quantum circuits (QFHE) with
classical keys [38, 16].
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Challenges Towards Provable Security. Although everything seems to fall in place, there
is a subtle aspect that makes our attempt not sound: We implicitly assumed that the
CVQC protocol is resettably secure. If the prover is given access to a circuit implementing
a (obfuscated) verifier, nothing prevents it from rewinding it in an attempt to extract the
verifier’s secret. Once this is leaked, the prover can fool the verifier into accepting false
statements, ultimately learning some information about the obfuscated circuit. This is not
only a theoretical concern, instead one can show concrete attacks against all known CVQC
protocols (more discussion on this later). While this class of attacks seems to be hard to
prevent in general, we observe that, if we restrict our attention to null (i.e. always rejecting)
circuits, then this concern disappears. This is not a coincidence: Any two-round CVQC
protocol that is one-time sound is automatically many-time sound for reject-only circuits,
since it is easy to simulate the responses of the verifier (always reject).
Another challenge that we need to resolve is that of provable security: The classical
obfuscation only provides us with the weak guarantee of computational indistinguishability
for functionally equivalent (classical) circuits. Even if we restrict our attention to null circuits,
our scheme still needs to hardwire the verifier’s secret in the obfuscated verifier circuit. That
is, to obfuscate a null circuit Q, we publish
pp and Obf (ΠnullQiO (π) : Return CVQC.Verify(pp, π, r))
where (pp, r) ←$ CVQC.KeyGen(1λ , Q) is sampled by the obfuscator. To show security, we
cannot simply switch the obfuscated circuit to reject all inputs: Since the CVQC protocol
is only computationally sound, valid proofs π for false statements always exist, they are
just hard to find. In particular, this means that the circuit ΠnullQiO as defined above is not
functionally equivalent to an always rejecting (classical) circuit.
Quantum Null iO from Trapdoor Dual-Mode CVQC. To address the above issue, we
introduce the notion of dual-mode CVQC. As mentioned earlier, a dual-mode CVQC supports
an alternative parameter generation algorithm SimGen where for any null circuit Q and
(pp, r) ← CVQC.SimGen(1λ , Q), there do not exist any proofs π that accept with respect
to the verification key r. Furthermore, the parameters and verification key generated by
SimGen should be computationally indistinguishable from those generated by KeyGen.
Unfortunately, the two-message CVQC protocol mentioned above does not satisfy this
dual-mode property.1 However, we observe that a weaker property, which we call the
trapdoor dual-mode property, both suffices for quantum null-iO, and can be shown to exist
in the quantum random oracle model. In a trapdoor dual-mode CVQC, the standard key
generation algorithm KeyGen does not support the dual-mode property. However, there
exists a “trapdoor” parameter generation algorithm CVQC.TdGen that returns the public
parameters pptd along with a secret key rtd and a trapdoor td. The operation of the protocol
in this trapdoor setting does actually satisfy the dual-mode property. In full detail, a trapdoor
dual-mode CVQC satisfies the following properties:
(Setup Indistinguishability) For all circuits Q, the distributions
CVQC.KeyGen(1λ , Q) ≈c (pptd , rtd )
are computationally indistinguishable, where (pptd , rtd , td) ←$ CVQC.TdGen(1λ , Q).
1

Note in particular that such a property actually implies publicly-verifiable CVQC, for which there were
no known constructions prior to this work.
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(Verification Equivalence) The algorithms
CVQC.Verify(Q, ·, rtd ) ≡ CVQC.TdVerify(Q, ·, td)
are functionally equivalent.2
Moreover, in the trapdoor setting the scheme should satisfy the dual-mode property,
using parameter generation algorithm SimGen.
(Dual-Mode) For any null circuit Q, the distributions
(pptd , td) ≈c (ppsim , tdsim )
are computationally indistinguishable, where (pptd , sktd , td) ←$ CVQC.TdGen(1λ , Q) and
(ppsim , tdsim ) ←$ CVQC.SimGen(1λ , Q). Moreover, the circuit CVQC.TdVerify(Q, ·, tdsim )
has no accepting inputs.
Deferring for the moment the discussion on how to actually construct a trapdoor dualmode CVQC, we now argue that the above properties suffice for constructing quantum
null-iO. Our obfuscation scheme will make use of quantum fully-homomorphic encryption to
make the CVQC blind, as well as classical indistinguishability obfuscation to hide the secret
key r of the CVQC scheme and the secret key sk of the QFHE scheme. An obfuscation of
circuit Q consists of
QFHE.Enc(pp), Obf(ΠnullQiO (ctπ ) : Return CVQC.Verify(Q, QFHE.Dec(sk, ctπ ), r)),
where (pp, r) ←$ CVQC.KeyGen(1λ , Q). To show indistinguishability security, we use the
properties of trapdoor dual-mode CVQC to gradually move from an obfuscation of null
circuit Q0 to null circuit Q1 :
QFHE.Enc(pp), Obf(ΠnullQiO (ctπ ) : Return CVQC.Verify(Q0 , QFHE.Dec(sk, ctπ ), r))
≈c QFHE.Enc( pptd ), Obf(ΠnullQiO (ctπ ) : Return CVQC.Verify(Q0 , QFHE.Dec(sk, ctπ ), rtd ))
≈c QFHE.Enc(pptd ), Obf(ΠnullQiO (ctπ ) : Return CVQC.TdVerify(Q0 , QFHE.Dec(sk, ctπ ), td ))
≈c QFHE.Enc( ppsim ), Obf(ΠnullQiO (ctπ ) : Return CVQC.TdVerify(Q0 , QFHE.Dec(sk, ctπ ), tdsim ))
≈c QFHE.Enc(ppsim ), Obf( Π⊥ )

where Π⊥ is the always rejecting circuit. At this point we can appeal to semantic security of
the QFHE to switch the parameter generation to use Q1 , and then undo the above sequence of
four hybrids. This establishes that the obfuscation of Q0 is computationally indistinguishable
from the obfuscation of Q1 .
Finally, applying a known transformation, we obtain a witness encryption scheme for
QMA as an immediate corollary.
A Trapdoor Dual-Mode CVQC Protocol in the QROM. What is left to be shown is
an instantiation of a trapdoor dual-mode CVQC protocol. While we do not know of a
scheme secure in the standard model (in fact, we do not yet know how to construct any
two-message CVQC secure in the standard model, even without the trapdoor dual-mode

2

The astute reader may wonder why we cannot use the trapdoor mode as actual verification procedure,
since they are anyway functionally equivalent. Looking ahead to our construction, the reason is that
the trapdoor mode will become available only in the QROM.
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property), we present a construction secure assuming the hardness of the LWE problem in
the QROM. In fact, we show how to compile any two-message CVQC protocol (such as the
one discussed above), into a trapdoor dual-mode CVQC. We make use of a random oracle
H : {0, 1}∗ → {0, 1}λ+1 that may be queried in superposition. The modified protocol simply
consists of running the CVQC prover and hashing the resulting proof
π ←$ CVQC.Prove(pp, |ψ⟩) and h = H(π)
?

whereas the verification algorithm checks the consistency of h = H(π), in addition to running
the CVQC.Verify algorithm on π.
In the trapdoor setting, we move the computation of the verification algorithm
CVQC.Verify(pp, π, r) into the specification of the random oracle H. That is, we replace the
last bit of the random oracle output with an encryption of CVQC.Verify(pp, π, r), under a
secret key td that functions as the trapdoor. Then, the trapdoor verification algorithm no
longer requires the CVQC secret parameters: It can instead use td to decrypt the last bit
of the random oracle output h in order to uncover the result of CVQC.Verify(pp, π, r). To
implement this, we use a quantum-secure PRF F with key td. On input some proof π, we
set the first λ bits of the random oracle to be uniformly sampled and the last bit to
F (td, π) ⊕ CVQC.Verify(pp, π, r).
Note that the verifier (TdVerify) can equivalently check the validity of π by simply recomputing
F (td, π) and unmasking the response that was already computed in the random oracle.
Now, it remains to show how we obtain the dual-mode property in the trapdoor setting.
This follows by letting SimGen simply be the same as TdGen, except that CVQC.Verify(pp, π, r)
is replaced with 0 always in the implementation of the random oracle. That is, the last bit
of the random oracle output is always F (td, π), and thus, verification using td will always
output 0. To show that this is computationally indistinguishable from CVQC.TdGen for any
null circuit Q, we observe that any adversary that can distinguish these oracles can be used
to break the soundness of CVQC. This follows by specifying a reduction that measures one
of the adversary’s oracle queries to obtain an accepting proof with noticeable probability.

2.2

Applications

Next, we explore some applications of our newly constructed null-iO for quantum circuits.
Since it is the weaker primitive, we are going to use witness encryption for QMA (with
classical ciphertexts) as the starting point for all of our primitives.
NIZK for QMA. Our first result is a construction of NIZK arguments for QMA with public
verifiability. To build up some intuition about the protocol, consider the simplified setting
where we have a single fixed statement x. We can then define the common reference string
to be
(vk, WE.Enc(x, σ)) such that Verify(vk, σ, x) = 1
where vk is a verification key of a signature scheme. Anyone with a valid witness |ψ⟩ for x
can recover the signature by decrypting the ciphertext. Then anyone can verify the validity
of x by simply verifying the signature σ under vk. Note that this computation is entirely
classical and succinct: It’s runtime does not depend on the computation needed to compute
|ψ⟩ ∈ RL (x). To extend this approach to an exponential number of statements, we exploit
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the fact that our witness encryption scheme has a completely classical encryption procedure.
Our idea is to place in the common reference string the obfuscation of the (classical) circuit
ΠNIZK [sk, k](x) : Return WE.Enc(x, σ; PRF(k, x))
where PRF is a puncturable PRF [42]. The prover algorithm can then evaluate the obfuscated
circuit on x to obtain WE.Enc(x, σ) and proceed as before. Such an approach can be shown
to be sound via a standard puncturing argument.
ZAPR for QMA. The next question that we ask is whether we can reduce the trust on the
setup and obtain some meaningful guarantees also in the presence of a maliciously generated
common reference string. Known generic transformations [23] do not apply to our case,
since the NIZK that we obtain is an argument, i.e. it has computational soundness. Our
saving grace is again the fact that our NIZK has completely classical setup and verification
procedures. This allows us to leverage powerful tools from the literature of (classical) zeroknowledge. We adopt a dual-track approach (reminiscent of the Naor-Yung [41] paradigm)
where we define the setup to sample two copies (crs0 , crs1 ), the image of a one-way function
y, and a classical non-interactive witness indistinguishable (NIWI) proof that either crs0 or
crs1 is correctly generated.
At this point, it is still unclear whether we have any privacy guarantee, since one of the
two strings can be maliciously generated and can therefore leak some information about the
witness, if naively used by the prover. Thus, instead of having the prover directly compute
the proofs (π0 , π1 ), we let it compute a classical NIWI for the statement


Verify(crs0 , π0 , x) = 1 OR 

∃ (π0 , π1 , z) such that: Verify(crs1 , π1 , x) = 1 OR
.


OWF(z) = y.
Since the verification algorithm of our NIZK schem is classical, then so is the above statement.
By the witness indistinguishbility of the NIWI, the verifier cannot distinguish whether
the prover inverted the one-way function or possesses a valid proof. Proving soundness
requires more work, since our NIZK scheme is only computationally sound. To get around
this, we further augment the scheme with a statistically hiding sometimes-binding (SBSH)
commitment [35, 31, 9]: This tool allows the prover to commit to its witness, which is
statistically hidden, except with some (exponentially) small probability where the commitment
is efficiently extractable. We can then set the parameters of our primitives to be sufficiently
large (i.e. use complexity leveraging) to ensure that whenever the extraction even happens,
it still leads to a contradiction to the soundness of the NIZK or to the one-wayness of OWF.
ABE for BQP. We next show how our witness encryption scheme for QMA yields the first
ABE scheme for quantum functionalities. For starters, consider again the simplified setting
where the key authority issues a single key for a fixed attribute x. The witness encryption
suggests a natural ABE encryption procedure for a policy encoded by a quantum circuit Q:
We compute WE.Enc((Q, x), m), where the statement (Q, x) returns 1 if and only if Q(x) = 1.
Note that this is technically a BQP statement (the witness is publicly computable), but a
witness encryption for QMA is also a witness encryption for BQP. The challenge is now
to define an encryption algorithm that does not need to take the attribute x as an input.
Instead of publishing the ciphertext directly, the encrypter obfuscate the (classical) circuit
ΠABE [vk, k](x, σ) : If Verify(vk, σ, x) = 1 return WE.Enc((Q, x), m; PRF(k, x))
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where PRF is a puncturable PRF and vk is the verification key for a signature scheme. A
secret key for an attribute x simply consists of a signature σx on x, computed with a signing
key held by the key authority. This way, the holder of a key for an attribute x can only
extract witness encryption ciphertexts associated with x. Some additional work is needed
in order to obtain a provably secure scheme, but the main ideas are already present in this
outline.
The scheme as described so far does not hide the circuit Q, i.e. it only satisfies the notion
of payload hiding. We show a generic compiler that transforms any quantum ABE with
payload-hiding security into one with predicate encryption security, i.e. where the circuit Q is
hidden to the holders of keys for rejecting attributes. This result is obtained by introducing
the notion of quantum lockable obfuscation and presenting a construction under LWE.
Constrained PRF for BQP. Given the above ABE scheme for BQP, one can easily turn any
puncturable PRF into a constrained PRF. For convenience, here we consider a key-policy
ABE, which can be obtained from the scheme as described above via universal (quantum)
circuits. The public parameters of the PRF are augmented with an obfuscated circuit
ΠPRF [k, k̃](x) : Return ABE.Enc(x, PRF(k, x); PRF(k̃, x))
where k̃ is an independently sampled key. Note that anyone can query such circuit on any
attribute x, however only the holder of a key for a policy Q such that Q(x) = 1 (with
overwhelming probability) can recover the PRF output PRF(k, x) by decrypting the resulting
ciphertext. Furthermore, observe that the functionality specified above is entirely classical,
and therefore classical obfuscation suffices.
Secret Sharing for Monotone QMA. It is well-known that witness encryption for NP
implies the existence of a secret sharing scheme for monotone NP [37]. The high-level idea is
to assign to each party Pi the opening of a perfectly binding commitment ci = Com(i; ri )
encoding the index corresponding to the party. Then one can publish a witness encryption
for the statement

∃ (I ⊆ P, r1 , . . . , r|I| ) such that: I ∈ L AND ∀i ∈ I : ci = Com(i; ri )
where I, parsed as a binary string, forms a statement in a NP-complete language L with
witness w. It is not hard to show that decrypting the witness encryption (i.e. reconstructing
the secret) can only be done by an authorized set of parties holding the witness w. We
show that this construction naturally generalizes to the QMA setting, when given a witness
encryption scheme for QMA.

2.3

Discussion and Open Problems

We discuss two clear open problems that are suggested by this work. We identify barriers
towards making progress on each problem with our current approach.
Obfuscation Beyond Null Circuits. In this work, we only consider obfuscating the CVQC
verification circuit in the setting where each instance the prover can query will be rejecting
(with high probability). One could also consider obfuscating the verification circuit in the
setting where the prover can query on an accepting instance, which would help in constructing
fully-fledged iO for all quantum circuits. We expect obfuscation for general quantum circuits
to have a variety of applications and we consider it a fascinating problem in its own right.
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Unfortunately, it turns out that this approach is in general insecure and concrete attacks
exist against all known constructions of CVQC. We provide a high-level description of these
attacks in the full version [11]. The main source of trouble appears to be the lack of resettable
security of CVQC protocols. That is, an attacker is able to extract the verifier’s secret by
observing its responses on accepting instances.
Quantum Null-iO from Standard Assumptions. Another natural question is whether
one can obtain quantum null-iO from standard cryptographic assumptions. Following our
approach, this would require instantiating the dual-mode CQVC in the standard model
(as opposed to the QROM). We wish to stress that the usage of the QROM that we make
is non-standard in two ways: (i) the trapdoor verification procedure is only well-defined
in the QROM, and crucially relies on programming the random oracle,3 (ii) the classical
obfuscated circuit needs to hardwire the description of the hash function. It follows that the
resulting quantum null-iO does not achieve provable security under standard cryptographic
assumptions, not even in the (Q)ROM.
Note that even without the dual-mode property, two-message CVQC protocols are only
known in the QROM. One approach towards evading this barrier could be to instantiate the
base CVQC protocol with the two message protocol of [40] (with quantum first message),
which is statistically sound. This would result in a valid quantum null-iO since the first
message can be computed by the obfuscator and sent along with the obfuscated circuit.
However, even in this case, the verification circuit in [40] will accept exponentially many
proofs even for no instances, as the underlying delegation of quantum computation protocol
has a probabilistic verifier (that chooses which Hamiltonian terms to measure on each copy of
the history state). Even though soundness can be driven to negligible by parallel repetition,
this also rapidly increases the proof size. Thus, attempting to hybrid over each proof will fail,
since the number of hybrids will be much larger than inverse of the soundness error. Given
this barrier, we leave constructing any of the primitives discussed in this work in the standard
model and from standard cryptographic assumptions, as an intriguing open problem.
In the full version [11], we present an alternative construction of quantum null-iO assuming
classical virtual-blackbox (VBB) obfuscation. While it is known that VBB obfuscation is
in general impossible [10], classical VBB obfuscation has been used as a heuristic method
to analyze the security of certain schemes. Recent examples include fully-homomorphic
encryption for RAM programs [34] and one-shot signatures [7]. As another example, Aaronson
and Christiano [2] made use of ideal classical obfuscation to establish the feasibility of publickey quantum money. This influential result inspired a fruitful line of research, including a
result by Zhandry [47] that showed how to instantiate their original approach from postquantum indistinguishability obfuscation.
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Introduction

Graph problems have historically been an area of interest because of their various applications,
but as the size of these problems becomes very large it becomes essential to design algorithms
suitable for models handling such graphs, such as the streaming model. In the streaming
model, the input graphs are presented as a read-once tape of edges where a possibly
adversarial ordering of observed edges must be accounted for, and low space complexity must
be maintained. Much work studying undirected graphs is already present in the streaming
literature[16]; we refer the reader to the survey by McGregor [24]. However, relatively little
has been done, especially on the algorithmic side, in the streaming setting for problems
involving directed graphs (digraphs). A notable exception is the the initial investigation
conducted by Chakrabarti et al. [11] (see also lower bounds in [5, 6, 13, 20]), who study the
Minimum Feedback Arc Set problem on tournament graphs, among other problems.
In this work, our focus is also on large directed graphs in the streaming setting, and
in particular we present a new algorithm for the Minimum Feedback Arc Set problem on
tournament graphs. A tournament graph is a directed graph where there exists a single edge
between all pairs of vertices, and the goal is to find the minimum number of edges that need
to be deleted in order to make the graph acyclic. We will also discuss applications and other
problems for directed graph streams below.
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1.1

Applications

The Minimum Feedback Arc Set problem on tournament graphs can be rephrased as the
Ranking by Pairwise Comparison (RPC) problem. Given a finite set V and a set of pairwise
preference labels (denoted by u ≺ v if v is preferred over u, where u, v ∈ V ), the goal of
the RPC problem is to find an ordering of the elements of V , from least preferred to most
preferred, to minimize the number of disagreements. Finding a suitable global ranking
for data, described only by pairwise preference relationships, arises in various practical
applications and is commonly referred to as Kemeny-Young Rank Aggregation [22]. This
has applications to machine translation [25] and ranking search engine results [19]. Whereas
the bulk of the learning to rank literature involves rating standalone inputs on a predefined
scale, this ranking task involves relative relationships between the objects, whether they are
webpage search results or tournament competitors. An ordering of elements that satisfies
this condition of minimizing regret (up to some error) and another condition of “local chaos”
(described by [1]), can also be used to create a regularized large margin linear classifier.
The main focus of Ailon’s work [1] was to demonstrate the application’s feasibility in the
query-efficient setting, and is shown here to also be viable in a semi-streaming setting.
Algorithms for solving the Minimum Feedback Arc Set problem can also be used to
decrease the computational cost of Bayesian inference [17, 7] by reducing the weighted loop
cutset problem to a weighted blackout-feedback vertex set problem. Bayesian networks
are popular among the machine learning community, as they provide an interpretable
representation of data, along with varying degrees of conditional independence between
attributes. The so-called updating problem in Bayesian networks can be solved using the
conditioning method; however, the conditioning method runs in time exponential in the size
of a loop cutset, which is potentially large, so reducing the problem and using a feedback arc
set approximation would reduce the complexity of solving the updating problem.
Other applications in a similar domain for the Minimum Feedback Arc Set problem
include collaborative filtering [14], where ordered recommendations need to be generated
for users based on their past preferences and the product history for customers with similar
interests. There are also various applications for other directed graph problems such as
computing the strongly connected components of a graph, including the study of model
checking in formal verification [26] and for data flow analysis in compiler optimization [8].
Before describing our results,
need to set up some notation. Let O∗ (f (n)) denote a
 we 
function bounded by f (n) poly logε n .
The Feedback Arc Set problem for tournaments is parameterized by V , the vertex set,
and E, the edge set of a tournament graph. One can also use a weight matrix W to represent
the edge set E such that W (u, v) = 1 if (u, v) ∈ E and 0 otherwise.
▶ Definition 1. The cost of a permutation π on vertices with respect to the vertex set V
and weight matrix W is
X
C(π, V, W ) =
W (v, u)
u,v∈V :ρπ (u)<ρπ (v)

where ρπ (u) is the rank of vertex u in permutation π.
The Feedback Arc Set problem aims to find a permutation π ∗ of vertices for which
π ∗ = argminπ C(π, V, W )
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▶ Definition 2. The restricted cost of a permutation π on vertices for a given vertex
set V and weight matrix W , with respect to the edge set E, is

n
X
CE (π, V, W ) = 2
W (v, u)
|E|
(u,v)∈E:ρπ (u)<ρπ (v)

To later demonstrate lower bounds for other directed graph problems, reductions to
communication games are used as in Chakrabati et al. [11], where they proved lower bounds,
both in the single pass and the multi-pass setting, for a variety of digraph problems such as
performing a topological sort, detecting if a graph is acyclic, as well as finding a minimum
feedback arc set. A classic problem in communication complexity is the INDEX problem. Here
Alice and Bob are given a vector x ∈ {0, 1}n and an index i ∈ [n], respectively, and the goal
is for Bob to correctly determine whether xi is a one or a zero. If only Alice can send a
single message to Bob, then the minimum length of this message is Ω(n) for any randomized
protocol which succeeds with probability at least 2/3. For demonstrating a lower bound
for multi-pass algorithms, another useful problem is the set chasing problem [20], which is
discussed in Section 4.

1.2
1.2.1

Contributions and Previous Work
Minimum Feedback Arc Set

Although the Minimum Feedback Arc Set problem is NP-hard even for tournament graphs
[3, 12], a significant amount of work has been done in order to obtain polynomial time
approximations [2, 15, 4, 22] for the problem on tournament graphs. Furthermore, Chen et al.
√
[13] gave an n2−o(1) space lower bound, even for o( log n) pass streaming algorithms for the
feedback arc set problem on general graphs. The maximum acyclic subgraph problem, which
c/p
is the dual of the minimum feedback arcset problem, also has a lower bound of O(n1−ε )
space for p-pass, (1 + ε)-approximation polynomial time algorithms, where c is a constant [5].
This further motivates the exploration of algorithms for restricted graphs such as tournament
graphs.
Our main contribution is the first algorithm that uses O(n1+1/p poly(log n/ε)) space and
p passes, while providing a (1 + ε)-approximation, in polynomial time (Theorem 12). This
result gives a significant improvement over [11], which achieved the same pass/space trade-off,
but could only give at best a 3-approximation. Our work also significantly improves other
polynomial-time algorithms which achieved a (1 + ε)-approximation, as such algorithms
either require quadratic memory or a linear number of passes. Note that the polynomial
time requirement is also crucial, since an exponential time algorithm can achieve a (1 + ε)approximation with only 1 pass and nearly linear amount of memory with a brute force
algorithm, as demonstrated by Chakrabarti et al. [11].
Note that given log n passes, this algorithm achieves O(n poly(log n/ε)) space, consistent
with the original definition of the semi-streaming model. Previously, Kenyon and Schudy [22]
gave a PTAS for the problem which uses Θ(n2 ) space and Ailon [1] introduced an algorithm
that specifically reduces the query complexity. The latter has a similar motivation to the
streaming model, in that there is limited access to the input, but the model is substantially
different from the streaming model. To the best of our knowledge, this is the first work to
present such tradeoffs for algorithms that solve the Minimum Feedback Arc Set problem on
tournaments up to a (1 + ε)-approximation. A summary of previous work in the streaming
model on this problem, as well as our results, is given in Table 1.
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Table 1 Algorithms for the Feedback Arc Set problem on Tournament graphs.
Algorithm
Sort by wins [15]
Kwiksort [2]
Modified Kwiksort [11]
PTAS [22]
Brute force solve with sketching [11]
Sample and Rank [1]
Our Result

1.2.2

Approx
5
3
3
1+ε
1+ε
1+ε
1+ε

Time
Polynomial in n
Polynomial in n
Polynomial in n
Polynomial in n
Exponential in n
Polynomial in n
Polynomial in n

Passes
1
O∗ (1)
p
1
1
O∗ (n)
p

Space
O∗ (n)
O∗ (n)
O∗ (n1+1/p )
O(n2 )
O∗ (n)
O∗ (n)
∗
O (n1+1/p )

Additional Streaming Problems on Directed Graphs

We also continue the study of other problems on directed graphs in data streams. There has
been little research in identifying strongly connected components of a directed graph (digraph)
in the streaming model. Laura et al. [23] demonstrated an algorithm with O(n log n) space
to find the strongly connected components in the W-stream setting, but we focus on the
standard insertion-only framework while using as few passes and memory as possible. Section
3 introduces an algorithm that can be implemented with Õ(n1+1/p ) space in p passes, using a
deterministic subroutine that finds a Hamiltonian path and is guaranteed to meet the space
constraints, in contrast to the commonly adopted KWIKSORT algorithm [11] that only does
so with high probability guarantees.
Lastly, Section 4 demonstrates lower bounds for the space complexity of three directed
graph problems: finding strongly connected components, determining if the graph is acyclic,
and determining whether there exists a path from a given vertex s to all other vertices. The
results are presented for two kinds of space lower bounds: for single pass settings and for
multiple pass settings. These strong lower bounds also motivate the shift of emphasis from
solving the aforementioned directed graph problems for general inputs to special classes of
digraphs, in particular tournament graphs.

1.3

Techniques and Intuition

We discuss our key techniques and intuition for our main result for the Feedback Arc Set
problem on tournaments. The techniques employed for our other results are outlined in
Section 3.
Previous work by Kenyon and Schudy [22] and Ailon [1] uses the idea of single vertex
moves: given a permutation π, take a vertex u and move it to an index j such that the cost of
the new permutation decreases. Ailon’s work shows in order to obtain a (1+ε)-approximation,
one does not need to strictly reach a local optimum with respect to cost-improving single
vertex moves. Rather, making long moves with significant cost improvement suffices. This
holds because the algorithm is recursive, so the shorter single vertex moves can be optimized
away in base cases via brute force or the additive approximation algorithm given by Frieze
and Kannan [18], which we can turn into a relative error approximation. Note that this
latter algorithm is also used by Kenyon and Schudy [22], but we show that this algorithm
can also be used in the semi-streaming setting as well.
A brief description of our algorithm is given below:
1. The algorithm first obtains an O(1)-approximation to the Minimum Feedback Arc Set by
sorting the vertices by indegree. This achieves a 5-approximation as shown by Coppersmith
et al. [15]. This is easy to compute in one pass in a stream, and already brings us close
to the (3 + ϵ)-approximation factor of [11].
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2. In order to bring the approximation factor down from 5 to (1 + ε), we recursively partition
the vertex set into smaller vertex sets, while finding and applying cost-improving single
vertex moves to the permutation:
The base case of the recursion is reached when the input vertex set is small enough
that we can brute force through all the possible permutations, and pick the one with
the least cost.
Another base case is reached when the cost of the vertex set on the input permutation
is quadratic in the size of the vertex set, up to polynomial in ϵ factors, in which
case we use the additive approximation algorithm given in [18], which we can turn
into a relative error approximation. We are the first to use such an algorithm in the
semi-streaming setting.
Otherwise, the algorithm first applies several cost-improving single vertex moves
through a method called ApproxLocalImprove, partitions the vertex set into two halves,
and then recursively optimizes the two subsets. Note that this fixes the relative order
of all (u, v) such that u ∈ U, v ∈ V in our final output permutation, where U is the
left subset and V is the right subset, and the algorithm will make no further effort to
optimize this cost which “crosses” between U and V . However, applying the single
vertex moves before recursing on the subsets ensures that this “crossing” cost is not
too large.
3. ApproxLocalImprove is our main subroutine and the method through which we find and
apply cost-improving single vertex moves to the input permutation:
First the algorithm obtains some sample sets from the edge set E. These sample sets
are denoted Ev,i , with v being the vertex being moved, and i representing the i-th
sample set for v. The sets Ev,i each have size O(poly(log n/ε)) and there are also
O(poly(log n/ε)) such sample sets (i.e., the number of different indices i) per vertex.
A more detailed description of these sample sets is given in Section 2.2. Since the
algorithm can only use O∗ (n) space, where n is the size of the vertex set, the exact
cost improvement due to a single vertex cannot be obtained since the entire vertex
set E cannot be stored. Therefore, these sample sets Ev,i help approximate the cost
improvement of single vertex moves. Moreover, these O(poly(log n/ε)) sample sets per
vertex are independent of the permutation; therefore once some single vertex moves
have been made, consulting the approximations provided by Ev,i , the sample sets Ev,j
(where j > i) are still independent of the resulting permutation after applying those
single vertex moves.
Multiple single vertex moves need to be made simultaneously in order to achieve the
abovementioned O∗ (1) sample sets per vertex. To see this, first note that even when
k single vertex moves are made in parallel, the cost improvement achieved by them
is similar to the sum of the cost improvements that would have been achieved if k
moves were made individually. For 2 single vertex moves this is easy to see since any
move affects the cost improvement achieved by another move by an additive factor of
O(1). Thus, the cost improvement of doing all those moves in parallel is approximated
well by the sum of the individual cost improvements. This is also demonstrated with
an example in Figure 1. Finally, since the cost of the feedback arc set is bounded by
O(n2 ), if the total cost improvement achieved by the parallel moves is quadratic in n
(up to log n and ε factors), then the algorithm would only need to make these parallel
moves O∗ (1) times, justifying the number of sample sets used and showing that the
number of passes required for this ApproxLocalImprove subroutine is also O∗ (1).
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Figure 1 The image on top represents the tournament graph before the single vertex moves
(C → 1), (E → 2), (D → 7) ((E → 2) represents moving vertex E to index 2) are made, and the
image on the bottom is the graph obtained after making all the moves in parallel (the graph only
displays back edges: any edges not displayed go from left to right). The 3 moves improve the cost by
2, 1, 3 respectively, and the total cost is improved by 5 after making all the moves simultaneously
even though the moves overlap.

The above helps achieve O∗ (n) space and log n passes, but in order to obtain the desired
result of O∗ (n1+1/p ) space and p passes, multiple passes of the algorithm are emulated in
one pass by increasing the size of the sample sets for all vertices. Specifically, the sample
sets for the largest nodes in a layer L are obtained first, which are also used to approximate
the cost improvement of single vertex moves in the smaller nodes of L. This way, nodes in
different layers of the recursion tree can all be handled in the same pass.

2

Feedback Arc Set for Tournament Graphs

Our main algorithm departs from the methods of the earlier streaming algorithm of [11], and
is instead inspired by the algorithm of [1] for the query model. However, in order to obtain a
streaming algorithm, we need to make a number of crucial modifications to the algorithm
of [1]. First, our algorithm executes many single vertex moves in parallel, see lines 5-26 in
ApproxLocalImprove below. Second, we define a notion of realized improvement in cost
to deal with the effects of multiple vertex moves being made in parallel. Third, we need to
balance the space complexity of our algorithm by running an additive error algorithm in
parallel; see the AddApproxMFAS algorithm below, which we convert to relative error in our
context.

2.1

Definitions and Background

▶ Definition 3. A single vertex move (u → j) on permutation π is defined as moving the
vertex u in π to rank j, and shifting all the vertices from their original position to their new
position accordingly. The resulting permutation is denoted πu→j . Additionally, if M is a set
of single vertex moves, then πM represents the permutation obtained after making all moves
in parallel on permutation π.
Note that the single vertex move described above is not a vertex swap. Additionally, for
a set M of moves, if (u1 → j1 ) ∈ M and (u2 → j2 ) ∈ M then it must be true that u1 ̸= u2 ,
otherwise the moves cannot be made simultaneously. If multiple vertices were to be moved
to the same position, this conflict would be resolved by preserving their original relative
ordering.
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▶ Definition 4. TestMove(π, V, W, u, j) is the improvement in cost of the feedback arc set
induced by a permutation π, when the single vertex move u → j is conducted to obtain the
permutation πu→j . That is, if without loss of generality j ≥ ρπ (u), then
X

TestMove(π, V, W, u, j) =

W (v, u) − W (u, v)



v:ρπ (v)∈[ρπ (u)+1,j]

Note that TestMove(π, V, W, u, j) can be computed easily for arbitrary inputs π, u, j if
Θ(n2 ) space were allowed. However, approximations become necessary to achieve less memory.
The following definition provides an unbiased estimator for TestMove(π, V, W, u, j) without
observing all the edges of the graph.
▶ Definition 5. TestMoveE (π, V, W, u, j) is an approximation to the improvement in cost
of the feedback arc set from π to πu→j , obtained by only considering the edges in the subset
of edges Ẽ = {(v, u) ∈ E : ρπ (v) ∈ [ρπ (u) + 1, j]}. Assuming without loss of generality that
j ≥ ρπ (u), then
TestMoveE (π, V, W, u, j) =

j − ρπ (u)
|Ẽ|

X

W (v, u) − W (u, v)



v:(v,u)∈Ẽ


If E ∈ V2 is chosen uniformly at random from from all multisets of a given size, then
TestMoveE (π, V, W, u, j) acts as an empirical unbiased estimator of TestMove(π, V, W, u, j)
[1].
As will be seen later, multiple single vertex moves need to be made with respect to the
same sample set to obtain the desired space bounds. Making these moves simultaneously
affects the cost of other moves being made, which necessitates the notion of realized cost
improvement for each move. In other words, there needs to be some quantification of how
much worse off the cost would be if that move were not made, and this is made explicit by
the next definition.
▶ Definition 6. Let M be a set of single vertex moves. TestMoveM (π, V, W, u, j) is the
realized improvement in cost of the feedback arc set due to the single move (u → j) within
M . That is,
TestMoveM (π, V, W, u, j) = C(πM , V, W ) − C(πM \{(u→j)} , V, W )
Other than the above definitions which will be used in the description and analysis of our
main algorithm, there is another result that will be useful:
▶ Definition 7. Given a directed graph, the goal of the maximum acyclic subgraph (MAS)
problem is to output an ordering π on the vertices V such that the number of forward edges is
maximized (the forward edges making up the acyclic subgraph). This is identical to the MFAS
problem since the goal of that problem is to output a permutation such that it minimizes the
number of backward edges.
▶ Fact 8 ([4], [18]). There exists a randomized algorithm polynomial-time approximation scheme for the MAS problem on tournament
graphs. Givenβ, η > 0, the algorithm

2
AddApproxMAS(V, W, β, η) outputs, in time O n2 + 2O(1/β ) log η1 in [18]), an ordering π
on V whose cost with respect to W is at least OP T − βn2 , with probability at least 1 − η,
where OP T is the size of the largest acyclic subgraph.
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Solving the maximum acyclic subgraph problem and minimum feedback arc set problem
on a tournament graph produces the same ordering π. To see this let A, B be the size of the
minimum feedback arcset and maximum acyclic subgraph, respectively, due to the ordering
π. Then A + B = |V2 | . Clearly, minimizing A maximizes B. Therefore the above fact can
be rephrased to solve the minimum feedback arc set problem on tournament graphs, that is,
there exists an algorithm AddApproxMFAS(V, W, β, η) with all of the properties mentioned
above which outputs an ordering π such that its cost is at most OP T + βn2 with probability
at least 1 − η.
As will be seen later, our proposed algorithm uses the AddApproxMFAS algorithm as a
subroutine with parameters β = ε3 and η = n14 :
▶ Theorem 9. Given β = ε3 and η =

1
n4 ,

AddApproxMAS(V, W, β, η) can
 output an−6ordering

1
with cost at least OP T − ε n , with probability at least 1 − n4 , in time O n2 + 2O(ε ) log n ,
using O∗ (n) space and O∗ (1) passes.
3 2

A brief description of the AddApproxMAS algorithm is given in the full version of the
paper, as well as the proof for the above theorem.
Finally, we introduce the main result of [1], which is used as a subroutine in part of our
algorithm. To describe the result we first need the following definition:
▶ Definition 10. Given a set V of size n, an ordered decomposition is a list of pairwise
Sk
disjoint subsets V1 , ..., Vk ⊆ V such that i=1 Vi = V . If Π(V ) is the set of all permutations
on V , we say that π ∈ Π(V ) respects V1 , ..., Vk if for all u ∈ Vi , v ∈ Vj , i < j, we have
ρπ (u) < ρπ (v) We denote the set of permutations π ∈ Π(V ) respecting the decomposition
V1 , ..., Vk by Π(V1 , ..., Vk ). A decomposition V1 , ..., Vk is ε-good with respect to W if
min
π∈Π(V1 ,...,Vk )

C(π, V, W ) ≤ (1 + ε) min C(π, V, W )
π∈Π(V )

▶ Fact 11 ([1]). Given a vertex set V , a weight matrix W (describing the edges of the graph),
and an error tolerance parameter 0 < ε < 1, there exists a polynomial time algorithm which
returns, with constant probability, an ε-good partition of V , querying at most O(ε−6 n log5 n)
locations in W in expectation. The running time of the algorithm is O(n poly(log n, ε−1 )).
This algorithm is referred to as SampleAndRank.
Note that the above result does not output a permutation π with near-optimal cost:
it outputs a partition (V1 , ..., Vk ) of V such that the optimal permutation that respects
the partition is near-optimal globally. As it turns out, it is easy to obtain near-optimal
permutations on the individual Vi because
1. They are small enough to enumerate over all permutations, or
2. Their optimal cost is high enough that AddApproxMFAS outputs a good approximation.
We now describe the algorithm in detail.
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Formal Description of Algorithm

We now state our algorithms and subroutines, providing a concise English description and
pseudocode for each. Afterwards, we give our formal analysis.
Algorithm 1 GetNearOptimalPermutation(V, W, ε): Top level function for computing our (1 + ε)approximation to the minimum feedback arc set. It obtains an O(1)-approximation to the minimum
feedback arc set, and then calls Recurse. The latter recursively executes single vertex moves to bring
down the approximation factor to (1 + ε).
1: n ← |V |
2: π ← O(1)-approximation by sorting by indegree as described by Coppersmith et al. [15]
3: return Recurse(V, W, ε, n, π)

Algorithm 2 Recurse(V, W, ε, n, π): Recursive part of the algorithm that optimizes the current
vertex set and then recursively optimizes partitions of the vertex set. The base case of the recursion
is reached when the vertex set is small enough to enumerate over all possible N ! permutations.
The other base case is reached when the cost of the vertex set is quadratic in N , which is when
the AddApproxMFAS algorithm will be effective. If a base case is not reached, then the algorithm
calls ApproxLocalImprove to perform cost-improving single vertex moves before recursing on the two
subsets of V . Note that this procedure is similar to the RecurseSAR procedure given by Ailon [1],
except in the base cases their algorithm returns the trivial partition {V } since they only need to
output an ε-good partition.
1: N ← |V |
2: if N ≤ log n/ log log n then
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

π ∗ ← Minimizer for V, W obtained by brute force
return π ∗
end if

E ← random subset of O(ε−4 log n) elements from V2 (with repetition)
C ← CE (π, V, W ) (C is an additive O(ε2 N 2 ) approximation of C(π, V, W ))
if C = Ω(ε2 N 2 ) then
return AddApproxMFAS(V, W, ε3 , 1/n4 )
end if
π1 ← ApproxLocalImprove(V, W, ε, n, π)
k ← uniformly random integer in the range [N/3, 2N/3]
VL ← {v ∈ V : ρπ (v) ≤ k}, πL ← restrict π1 to VL
VR ← {v ∈ V : ρπ (v) > k}, πR ← restrict π1 to VR
return Concatenate Recurse(VL , W, ε, n, πL ) and Recurse(VR , W, ε, n, πR )

Algorithm 3 GetMoves(V, W, ε, n, π, {Ev,i : v ∈ V }, c): Helper function used by ApproxLocalImprove to obtain cost-improving single vertex moves on π. The log length of the single vertex
move (log⌈|j − ρπ (u)|⌉) must lie between B and L, which are both logs of terms linear in N .
Moreover, the cost improvement as approximated by the sample sets {Ev,i : v ∈ V } must be at least
c|j − ρπ (u)|ε/ log n.
1: B ← ⌈log(Θ(εN/ log n))⌉, L ← ⌈log N ⌉
2: return {(u → j) : u ∈ V and j ∈ [n] and
3:

[using d = |j − ρπ (u)| and l = ⌈log d⌉]
l ∈ [B, L] and TestMoveEu,i (π, V, W, u, j) > cdε/ log n }
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Algorithm 4 ApproxLocalImprove(V, W, ε, n, π): Function to repeatedly apply cost-improving
single vertex moves. This optimizes the permutation on V as long as there exists a single vertex
move with linear cost improvement (up to log n and ε factors). No cost-improving single vertex
moves need to be made if V is small enough. Otherwise, on lines 5-13 the algorithm first obtains
sample sets {Ev,i }, where {Ev,i : v ∈ V } and {Ev,j : v ∈ V } are independent and identically
distributed for all i ̸= j. Once the samples are obtained, in lines 15-25 they are used to perform
significant cost-improving single vertex moves until no such moves exist. Section 2.3 discusses why
the algorithm succeeds in doing so with only poly(log n/ε) iterations.
1: N ← |V |, B ← ⌈log(Θ(εN/ log n))⌉, L ← ⌈log N ⌉
3

2: if N = O(ε−3 log n) then
3:

return π

4: end if
5: for v ∈ V do
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:

for i ∈ [1, Θ(ε−6 log6 n)] do
Ev,i ← ϕ
for m ∈ [1, Θ(ε−5 log5 n)] do
j ← uniformly random integer chosen from [1, N ]
Ev,i ← Ev,i ∪ {(v, π(j)}
end for
end for
end for
i←1
while |S| > 0 such that S = GetMoves(V, W, ε, n, π, {Ev,i }, 1) do
M1 ← GetMoves(V, W, ε, n, π, {Ev,i }, 21 )
for m ∈ [1, Θ(ε−2 log2 n)] do
M2 ← {(u → j) ∈ M1 : l ∈ [B, L] and TestMoveEu,i (π, V, W, u, j) > 21 εd/ log n}
[using d = |j − ρπ (u)|, l = ⌈log d⌉,
d is the ’length’ of the single vertex move (u → j) on π]
M3 ← Sample Θ(ε2 log−2 n)-fraction of M2 (All u’s must be unique, otherwise
cannot move simultaneously)
π ← πM 3
i ← i + 1 (Eu,i is no longer independent of π, so need a fresh set of samples)
end for
end while
return π

Our main algorithm along with the required subroutines is shown above, and our corresponding theorem is formalized below.
▶ Theorem 12. The algorithm GetNearOptimalPermutation:
i returns a (1+ε)-approximation to the Minimum Feedback
 Arc Set problem on tournaments
with constant probability in time O poly(n)2poly(1/ε) ,
ii requires at most O∗ (n) space if executed in O(log n) passes, and
iii can be executed in p passes and O∗ (n1+1/p ) space.
The top level algorithm GetNearOptimalPermutation first obtains a 5-approximation by
sorting by indegree, which can be achieved by storing the indegree of all vertices [15]. It
then calls Recurse. The base case occurs when the vertex set becomes small enough to use
brute force, or when the cost of the minimum feedback arc set becomes large
 enough to
approximate with AddApproxMFAS (which is the source of the O 2poly(1/ε) factor in the
time). Given this recursion tree and the output permutation π O , we can divide the cost of
the output permutation into two sources:
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1. Cost incurred at the internal nodes I: Let X ∈ I be an internal node of the recursion
tree, and let L, R be the left and right child of X. Once Recurse has divided VX into VL
and VR , for any u ∈ VL , v ∈ VR , it will be the case that ρπO (u) < ρπO (v) where π is the
output permutation: their relative ordering is now fixed and will never be changed. If
W (v, u) = 1, then this is a permanent cost that will be attributed to the parent X, which
we can quantify as
X
βX =
W (v, u)
u∈VL ,v∈VR

2. Cost incurred at the leaves L: Let X ∈ L be a leaf of the recursion tree. The cost incurred
by the leaf is given by
X
αX =
W (v, u)
u,v∈VX :ρπO (u)<ρπO (v)

P
P
Using the above notation, it is easy to see that C(π O , V, W ) = X∈I βX + X∈L αX .
Note that SampleAndRank [1] is similar to the GetNearOptimalPermutation: the top level
function obtains an O(1) approximation, and then cost-improving single vertex moves are
applied recursively. The structure of recursion in SampleAndRank is identical to the one in
Recurse, except SampleAndRank returns the trivial partition {V } in the base cases, whereas
Recurse optimizes the cost of the base cases using either brute force or AddApproxMFAS.
However, the procedure used by the two algorithms to find cost-improving single vertex
moves (ApproxLocalImprove) is very different. A detailed description of the SampleAndRank
algorithm is given in the full version of the paper.
One difference that stands out in particular between the two local optimization procedures
is how the sample sets Ev,i are defined. In the lines 5-13 of ApproxLocalImprove, a sample set
Ev,i consists of Θ(ε−5 log5 n) edges that start at v and end at a uniformly random vertex
in the input set V . If i ̸= j, then Ev,i and Ev,j are independent and identically distributed
random sets. This particular sampling scheme lets the algorithm get away with O∗ (1) number
of passes and O∗ (1) space within one call of ApproxLocalImprove.
Intuitively, given the above similarities between SampleAndRank and GetNearOptimalPermutation, any statement that is proved by [1] for SampleAndRank about βX for X ∈ I, should
hold for GetNearOptimalPermutation as well, as long as ApproxLocalImprove makes all single
vertex moves that SampleAndRank’s local optimization procedure would make. The key
lemma in the query model from [1] that is useful is the following:
∗
▶ Lemma 13. [1] Let C ∗ be the cost of the optimal permutation, and CX
be the optimal
permutation when V, W are restricted to the vertices in X. Then SampleAndRank guarantees
"
#
"
#
X
X
∗
∗
E
βX ≤ (1 + ε)C − E
CX
X∈I

X∈L

where the expectation is taken over the choice of the pivots k (line 12, Algorithm 2: Recurse).
Again, in order to use the above lemma, an equivalence between the terminating condition
of ApproxLocalImprove and the terminating condition of SampleAndRank’s local optimization
procedure must be shown: if ApproxLocalImprove outputs π, then there cannot exist a strong
single vertex move on π anymore. A strong single vertex move (u → j) has the following
two properties:
It is long : |j − ρπ (u)| ≥ Θ(εN/ log n), and
It is effective : TestMove(π, V, W, u, j) ≥ Θ(ε|j − ρπ (u)|/ log n).
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As long as there is no single vertex move satisfying both the above properties, the algorithm
would obey the terminating condition of SampleAndRank’s local optimization procedure.
Proving this statement nearly establishes the first part of Theorem 12, and that is the key
objective of the following section.

2.3

Proof of Correctness

Let d = |j − ρπ (u)| and l = ⌈log d⌉ for the single vertex move (u → j) on permutation π,
and let α be an arbitrary integer in the range [1, Θ(ε−6 log6 n)]. The lemmas shown below
outline the structure of the justification for the first part of Theorem 12, along with their
proofs. The following is a brief overview of the proof:
When moves are made in parallel, and approximated using the samples Ev,i (generated in
lines 5-13 of Algorithm 4 : ApproxLocalImprove), we want to ensure that the realized cost
of a single move is at least Θ(ε2 N/ log2 n). Lemmas 14, 15, 16, 17 show that the samples
approximate the cost improvement of these moves well and all approximations hold with
constant probability. Lemmas 18 and 19 show that strong single vertex moves have a
high realized cost improvement, even if they are made in parallel and approximated using
samples.
On a vertex set of size N , the maximum feedback arc set size can be O(N 2 ). If a move
is strong, its realized cost improvement is Θ(ε2 N/ log2 n) as we saw. Now, it is possible
that by making all these moves, we create the opportunity for a new strong single vertex
move that did not exist earlier. However, lemmas 20 and 21 show that the overall cost
improvement needed to create these new strong single vertex moves is Ω(ε4 N 2 / log4 n).
Given that the maximum cost of a feedback arc set is Θ(N 2 ), these new strong moves
can only be created O(ε−4 log4 n) times. Therefore, as long as the loop on line 15
in ApproxLocalImprove, there will be no strong single vertex moves left, and the local
optimization can safely end. This is shown in lemmas 22 and 23.
Finally, in the next section it is formally shown why satisfying the terminating condition
of “no strong single vertex moves remaining” is sufficient to finish the proof.
We can now delve into the details of this proof.

▶ Lemma 14 (Ailon [1]). Let E ⊆ V2 be a random multi-set of size m with elements
(u, v1 ), . . . , (u, vm ) such that for each vertex vi , its rank ρπ (vi ) is between ρπ (u) (exclusive)
and j (inclusive) and is chosen uniformly at random in this range. Then
E[TestMoveE (π, V, W, u, j)] = TestMove(π, V, W, u, j)
and additionally, for any δ > 0, with probability of failure δ it holds that
r
|TestMoveE (π, V, W, u, j) − TestMove(π, V, W, u, j)| = O d

log δ −1
m

!

Proof. This follows by a Hoeffding bound and the fact that |W (u, v)| ≤ 1 for all u, v.

◀

▶ Lemma 15. Given a single vertex move (u → j) on permutation π and sample set Eu,α ,
GetSample(π, Eu,α , u, j) has at least Ω(ε−4 log4 n) elements that are drawn uniformly at
random between ρπ (u) (exclusive) and j (inclusive), with 1 − O(n−6 ) probability of success.
Proof. Follows from Chernoff bound for binomial random variables.

◀

A. Baweja, J. Jia, and D. P. Woodruff

16:13

The above two lemmas are useful for proving that these samples Ev,α can be properly
utilized to approximate the cost improvement of single vertex moves, as is shown by the next
lemma.
▶ Lemma 16. Let Ê = GetSample(π, Eu,i , u, j). With probability of success 1 − O(n−6 ),
|TestMoveÊ (π, V, W, u, j) − TestMove(π, V, W, u, j)| ≤

1
dε/ log n
8

Proof. By Lemma 15 we have |Ê| = Ω(ε−4 log4 n) with at least 1 − O(n−6 ) probability.
−2
2
Setting the probability of failure δ = e−ε log n , by Lemma 14 we get
 s

−2 log2 n
ε
 = O(dε/ log n)
|TestMoveÊ (π, V, W, u, j) − TestMove(π, V, W, u, j)| = O d
ε−4 log4 n
Note that δ can be upper bounded by O(n−6 ). Therefore the claim is true with probability
at least 1 − O(n−6 ).
◀
The high probability guarantee of a decent approximation for a single vertex move must
be extended to all single vertex moves, across all nodes, with a constant probability, in order
to prove that the overall algorithm works with constant probability (say 0.99).
▶ Lemma 17. All sampling approximations of TestMove in Lemma 16 succeed simultaneously
with constant probability.
Proof. There are O(n) many calls to ApproxLocalImprove with high probability. Since the
loop on line 15 in ApproxLocalImprove can be executed at most O(n2 ) times and needs
to correctly approximate O(n2 polylog n/ε) possible moves, the total number of TestMove
approximations we need is O(n5 polylog n/ε). Using a union bound on Lemma 16, the
approximations hold with an arbitrary constant probability (say 0.99).
◀
Being able to make one single vertex move using few samples is useful, but in order to
obtain O(poly(log n/ε)) many samples for each vertex, multiple single vertex moves need to
be performed at a time. If two moves are made simultaneously, they affect each other’s cost
only by O(1), which makes the following lemma possible.
▶ Lemma 18. Let TestMoveM (π, V, W, u, j) be the realized cost of the single vertex move
u → j when all the moves in M are made in parallel. Then
|TestMoveM (π, V, W, u, j) − TestMove(π, V, W, u, j)| <

1
dε/ log n
8

Proof. Doing two single vertex moves u → j and v → i (such that u =
̸ v) simultaneously
affects the cost of another move by Θ(1). Therefore doing Θ(εN/ log n) moves simultaneously (line 22, ApproxLocalImprove) affects the cost of a single vertex move (u → j) by
Θ(ε2 N/ log2 n). Since l ≥ B, we get d ≥ Θ(εN/ log n), which implies that the realized cost
improvement of (u → j) would be changed by O(εd/ log n).
◀
The above lemmas are critical in demonstrating that only O(poly(log n/ε)) sample sets
per vertex are required. In the following, Lemma 17 and Lemma 18 are used as a base case
to show that every move made achieves a significant cost improvement. Since the maximum
feedback arc set size is O(N 2 ), this leads to a bound on the number of moves that need to
be made.
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▶ Lemma 19. Each move made in ApproxLocalImprove has a realized cost improvement of
Ω(εd/ log n).
Proof. Follows from Lemma 17, Lemma 18 and the triangle inequality.

◀

▶ Lemma 20. Ω(εd/ log n) single vertex moves are required to create new moves (u → j)
such that TestMove(π, V, W, u, j) > 78 εd/ log n.
Proof. Any single vertex move (u → j) such that TestMove(π, V, W, u, j) > 58 εd/ log n will
be included in M1 and eventually be made unless its cost improvement goes below 58 εd/ log n.
Each single vertex move changes the cost of another move by O(1). Therefore in order to
create a new single vertex move u → j such that TestMove(π, V, W, u, j) > 87 εd/ log n, we
will have to make Ω(εd/ log n) moves.
◀
These demonstrate that every move made contributes to a substantial cost improvement,
and yet several moves need to be made in order to create a new one of significant cost
improvement. Therefore, the total cost improvement that is observed before a new single
vertex move of significant cost improvement is created will be quite high, as is demonstrated
below.
▶ Lemma 21. The total cost of the feedback arc set needs to be decreased by Ω(ε4 N 2 / log4 n)
to create new strong moves u → j for which TestMove(π, V, W, u, j) > 78 εd/ log n.
Proof. By Lemma 20 and the fact that d > Θ(εN/ log n), we need to make Ω(ε2 N/ log2 n)
many single vertex moves to create such a new move. Since each single vertex move we make
in the algorithm is such that its realized cost improvement is Ω(εd/ log n) (by Lemma 19),
and that d > Θ(εN/ log n), the cost improvement due to each move is Ω(ε2 N/ log2 n). The
lemma follows.
◀
Thus, the cost of the feedback arc set is reduced heavily before new strong single vertex
moves are created. However, since the feedback arc set cost induced by any permutation is
O(N 2 ), the algorithm does not need to check if such a new move has been created too many
times, which leads us to the next two lemmas.
▶ Lemma 22. The loop on line 15 in ApproxLocalImprove has O(ε−4 log4 n) iterations.

Proof. Follows from Lemma 21 and the fact that the maximum cost of a FAS is N2 .

◀

▶ Lemma 23. The counter i on line 14 in ApproxLocalImprove can increase by O(ε−6 log6 n).
Proof. In ApproxLocalImprove, the sampling on line 21 is done in such a way that every
move is selected exactly once (unless the move fails the check on lines 18-20). Therefore the
number of iterations required to exhaust all moves in M1 is O(ε−2 log2 n), as described on
line 17. Using Lemma 22, we conclude that the total number of samples required per vertex
is O(ε−6 log6 n).
◀
In this algorithm, each move that is made has positive cost improvement, as shown by
Lemma 19. Since only moves (u → j) such that TestMoveEu,α (π, V, W, u, j) > εd/ log n are
executed, the terminating condition of the loop on line 15 in ApproxLocalImprove is the same
as the terminating condition in SampleAndRank’s version of ApproxLocalImprove. Now by
the results in the query model [1], a (1 + ε) approximation is obtained and the proof of the
first part of Theorem 12 is concluded. A more detailed justification is given in the following
subsection.
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Proof of main theorem

Algorithm 5 ApproxLocalImproveSAR(V, W, ε, n, π) [1]: The local optimization procedure for
SampleAndRank by Ailon [1].
1: N ← |V |, B ← ⌈log(Θ(εN/ log n))⌉, L ← ⌈log N ⌉
3

2: if N = O(ε−3 log n) then
3:

return π

4: end if
5: for v ∈ V do
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:

r ← ρπ (v)
for i ∈ [B, L] do
Ev,i ← ϕ
for m ∈ [1, Θ(ε−2 log2 n)] do
j ← integer uniformly at random chosen from [max{1, r − 2i }, min{n, r + 2i }]
Ev,i ← Ev,i ∪ {(v, π(j)}
end for
end for
end for
while ∃u ∈ V and j ∈ [n] s.t. (where l = ⌈log |j − ρπ (u)|⌉) : l ∈ [B, L] and
TestMoveEu,l (π, V, W, u, j) > ε|j − ρπ (u)|/ log n do
for v ∈ V and i ∈ [B, L] do
refresh sample Ev,i with respect to the move (u → j)
end for
π ← πu→j
end while
return π

Proof of Theorem 12i. As can be seen in Algorithm 5:
ApproxLocalImproveSAR, the
algorithm keeps making local optimizations on π as long as there exists a single vertex move
(u → j) that satisfies the following properties (where l = ⌈log |j − ρπ (u)|⌉):
1. l ∈ [B, L]
2. TestMoveEu,l (π, V, W, u, j) > ε|j − ρπ (u)|/ log n
Intuitively, at the end of the optimization, there are no ‘long’ moves left which have a
significant cost improvement (as estimated by the ensemble). Since the total number of
moves that can be made by the algorithm is O(n2 ) and there are O(n2 ) many sample ensembles
Eu,l , Ailon’s algorithm needs the approximation used on line 15 of ApproxLocalImproveSAR
to be good with probability 1 − O(n−4 ). Therefore, Ailon proves the following lemma:
▶ Lemma 24 (Ailon [1]). Any sample ensemble S used in ApproxLocalImproveSAR is a good
approximation with probability 1 − O(n−4 ). A good approximation satisfies the following two
properties for all u ∈ V and j ∈ [n] such that log |j − ρπ (u)| ≥ B (let l = ⌈|j − ρπ (u)|⌉):
1. |{x : (u, x) ∈ Eu,l } ∩ {x : ρπ (x) ∈ [ρπ (u), j]}| = Ω(ε−2 log2 n)
2. |TestMoveEu,l (π, V, W, u, j) − TestMove(π, V, W, u, j)| ≤ 21 ε|j − ρπ (u)|/ log n
Using the second property above, line 15 of ApproxLocalImproveSAR, and the triangle
inequality, it can be seen that when the while loop on line 15 terminates, all ‘long’ moves
(u → j) left have a cost improvement of O(ε|ρπ (u) − j|/ log n) where u ∈ V and j ∈ [n].
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Here, ‘long’ refers to l ∈ [B, L] where l = ⌈|j − ρπ (u)|⌉. In other words,
∀u ∈ V, j ∈ [n] s.t. ⌈|j − ρπ (u)|⌉ ∈ [B, L] :
TestMove(π, V, W, u, j) = O(ε|ρπ (u) − j|/ log n) (1)
Now consider any recursive call of ApproxLocalImproveSAR, and let πV1 be the output of
the call when restricted to the vertex set V . Similarly, let πV∗ be the optimal permutation
when the problem is restricted to only V (using the weight submatrix WV ). Since (u → πV∗ (u))
is a possible move that could be made for any u ∈ V , the result in the previous paragraph
can be therefore weakened to
TestMove(πV1 , V, WV , u, πV∗ (u)) = O(ε|ρπV1 (u) − ρπV∗ (u)|/ log n)

(2)

where u ∈ V is such that |ρπV1 (u) − ρπV∗ (u)| = Ω(εN/ log n).
The above is precisely the post-condition that is used in ApproxLocalImproveSAR to
complete the proof of Lemma 13 mentioned in the main text. Since ApproxLocalImprove also
satisfies Equation 1 on termination due to Lemma 19, it also satisfies Equation 2. Therefore
′
Lemma 13 can be used for GetNearOptimalPermutation. Let CX
be the cost of the at a leaf
X before it is optimized with AddApproxMFAS, so we get
"
#
"
#
X
X
O
E[C(π , V, W )] = E
βX + E
αX
X∈I

"

X∈L

#
X

∗

≤(1 + O(ε))C − E

∗
CX

X∈L

≤(1 + O(ε))C ∗ +

X

"
+E

#
X

αX

[Lemma 13]

X∈L

ε3 |VX |2

[AddApproxMFAS]

X∈L

≤(1 + O(ε))C ∗ +

X

′
O(εCX
)

[Line 8, Algorithm 2: Recurse]

X∈L

≤(1 + O(ε))C ∗
as desired. Finally, it is easy to see that the recursive part of
 the algorithm (including the
single vertex moves), all can be executed in O poly(n, ε−1 ) time. However, since we call
AddApproxMFAS with an error parameter of ε3 , the base cases require O(n2 + 2poly(1/ε) log n)
time (using β = ε3 and η = 1/n4 in Fact 8). Since
there are at most n different base cases,

the total time required is O poly(n)2poly(1/ε) as desired.
◀
The next sections focus on the number of passes and space required in order to prove the
second and third parts of Theorem 12.

2.5

Number of Passes And Space

▶ Lemma 25. A call to ApproxLocalImprove requires 1 pass and uses O(N poly(log n/ε))
space.
Proof. Storing M1 as defined in line 16 in ApproxLocalImprove can be in done with O(N log n)
space since the algorithm only needs to store one single vertex move (u → j) for every vertex
u ∈ V . The lemma follows.
◀
Recurse induces a tree where each node corresponds to a call to ApproxLocalImprove.
This tree has O(log n) depth with high probability and two nodes at the same depth can be
executed in the same pass. In addition, the total space used by nodes on the same layer is
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P

i∈L O(Ni poly(log n/ε)) = O(n poly(log n/ε)) by Lemma 25 as desired. Finally, note that
the algorithm mentioned on line 2 in GetNearOptimalPermutation can be executed in 1 pass
and O(n log n) space, concluding the justification of the second part of Theorem 12.
The pass-space trade-off described by Theorem 12iii therefore remains to be shown. Given
∗ 1+1/p
O (n
) space, multiple passes of the original algorithm can be emulated in one pass.
Partition the layers of the recursion tree into p levels, where level i contains nodes of size N
such that
i

Θ(n1− p ) ≤ N ≤ Θ(n1−

i−1
p

).

The key idea is that samples Ev,α for all v in nodes situated in the same level can be computed
simultaneously. Once reliable samples that satisfy Lemma 15 are obtained, the proof from
Lemma 16 onwards follows, and ApproxLocalImprove can be called for all nodes in the same
pass.
Note that condensing the layers of the tree into p levels allows for the algorithm to use p
passes, so all that needs to be shown is that a sample size of O(n1/p poly(log n/ε)) per vertex
is sufficient to prove Lemma 15. Proceeding in a similar fashion to the proof of Lemma 15,
consider an arbitrary node X1 in level η. Then
η

Θ(n1− p ) ≤ |X1 | ≤ Θ(n1−

η−1
p

)
η−1

Now consider the highest ancestor X2 of X1 such that |X2 | ≤ Θ(n1− p ). This is the node
for which the samples Eu,α , for every u ∈ X2 to be used for the nodes in the level η, are
obtained.
Let (u → j) be the single vertex move desired in X1 , and Y = |GetSample(π, Eu,α , u, j)|.
Let Yi be an indicator for which Yi = 1 if and only if the i-th sample (u, vi ) ∈ Eu,α is such
P
that vi is in the range of the single vertex move (u → j). Therefore Y =
Yi , and





|X1 | −4 1/p
E[Y ] = Θ |X2 |−1 ε−5 dn1/p log5 n ≥
ε n log4 n ≥ Θ ε−4 log4 n
|X2 |
Using a Chernoff bound for binomial random variables yields
P(Y ≤ Θ(ε−4 log4 n)) ≤ e−Θ(ε

−4

log4 n)

≤ Θ(n−6 )

as desired. Note that since all elements were picked uniformly at random with repetition in
Eu,α , they are still uniformly random in the required range.

2.6

Space-Time Trade-off for 1-pass Algorithms

The idea used earlier to achieve the pass-space trade-off for polynomial time algorithms was
to emulate multiple passes of the algorithm in one pass by increasing the sampling rate per
vertex. However, it can also be used to achieve a space-time trade-off for 1 pass algorithms:
we can use our samples to emulate as many passes as possible in one pass. Once the node
size becomes too small to approximate with the samples, we can solve each block by using
an exponential time (1 + ε) approximation algorithm similar to the one by Chakrabarti et al.
[11].
▶ Fact 26. There is a single pass algorithm, such that given a stream of poly(n) integer updates
in the range [−poly(n), poly(n)] to an underlying vector x ∈ RN , uses O(ε−2 log δ −1 log n)
bits of memory and maintains a sketch S · x for a matrix S of d = O(ε−2 log δ −1 ) dimensions.
From S · x, one can output a (1 ± ε)-approximation to ∥x∥1 with probability at least 1 − δ.
[21]
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▶ Fact 27. There is a single pass algorithm for the Minimum Feedback Arc Set problem on
tournament graphs that uses O(ε−2 n log2 n) space and returns a (1 + ε)−approximation with
probability at least 23 . [11]
Using the above two facts, we give the following trade-off:
▶ Theorem 28. There exists an algorithm which can solve the Minimum Feedback Arc Set
problem on tournament graphs up to a (1 + ε)−approximation in a single pass with O∗ (n2−γ )
γ
space and O 2Θ(n log n) 2poly(1/ε) time, for any 0 < γ < 1.
Proof. We can divide the layers of the recursion tree into 2 parts: Part 1 consists of layers
where all nodes X are such that |X| ≥ Θ(nγ ) and Part 2 consists of the remaining layers.
Note that by increasing the sampling rate to Θ(n1−γ poly(log n/ε)) per vertex at the root
node of the recursion tree, we can successfully emulate all the passes for the layers in Part 1.
We also make another key observation here: let V1 , ..., Vm be the top layer of Part 2, so
we can divide the cost into two parts:
C(π, V, W ) = Cint + Cext
Cint =

X

X

W (u, v)

i∈[m] u,v∈Vi :ρπ (u)<ρπ (v)

Cext =

X

X

W (u, v)

i,j∈[m]:i<j (u,v)∈(Vi ,Vj )

where Cint is the internal cost within the blocks, and Cext is the external cost across different
blocks.
No matter what optimization we do in Part 2, Cext will remain the same since the relative
ordering of two vertices in two different blocks will not change. Therefore we must have that
Cext ≤ (1 + ε)C ∗ , otherwise there is no possibility that our original algorithm or Ailon’s [1]
algorithm would achieve a (1 + ε)-approximation.
Therefore all that needs to be shown is that Cint ≤ (1 + ε)C ∗ . Since all vertex
sets V1 , . . . , Vm are disjoint, we can non-adaptively optimize them independently of each
other. This is where Fact 26 is used. Despite the fact that the ℓ1 −sketch only needs
−1
O(ε−2
log n) bits of space, where ε0 is the accuracy of the sketch and δ is the probabil0 log δ
ity of error, their algorithm needs to brute force over all Θ(n!) possible permutations to find
the best permutation, which means that δ = Θ(1/n!) because of the use of a union bound.
However, in our algorithm we only need to union bound over Θ((nγ !) · n1−γ ) permutations
since we can separately (and non-adaptively) optimize all the O(n1−γ ) blocks of size O(nγ )
γ
each. Therefore, if Ci is the final cost obtained for block Vi , we use only O(ε−2
0 n ) space in
∗
∗
order to obtain a Ci ≤ Ci + ε0 C .
ε
If we set ε0 = n1−γ
, we obtain the following:
P
P
Correctness: Cint = i∈[m] Ci ≤ i∈[m] Ci∗ + ε0 C ∗ ≤ C ∗ + mε0 C ∗ ≤ (1 + ε)C ∗ , where
Ci∗ is the best possible cost for block Vi .
Space: O(ε−2 n2−2γ nγ ) = O∗ (n2−γ ) space as desired. Note that this is the same as the
space used by our sampling approach to solve Part 1.
Time: Our sampling approach uses polynomial time, so the time complexity is dominated
by the brute force part of our algorithm. This takes O((nγ )! poly(n)2poly(1/ε) ) time,
γ
which is the same as 2Θ(n log n) 2poly(1/ε) , as desired.
This concludes the proof of Theorem 28.
◀

A. Baweja, J. Jia, and D. P. Woodruff

3

16:19

Other Streaming Problems on Tournament Graphs

An algorithm for two more directed graph problems is presented here.
1. SCC: the decision problem of determining whether a given digraph is strongly connected
or not. A strongly connected digraph is one where there exists a directed path between
any pair u and v of vertices.
2. SCC-FIND: the problem of finding the strongly connected components of a digraph. A
strongly connected component is a subgraph which is maximally strongly connected.
Our space lower bounds for the SCC problem, which are shown later in Section 4, are
prohibitive for general digraphs. To obtain fast streaming algorithms, we must turn to specific
types of inputs, in this case motivating the study of tournament graphs. Tournament graphs
have been the topic of study in computational social choice theory [10] and therefore, studying
their structure, such as computing the strongly connected components, is an important goal.
It turns out that one can solve the SCC and SCC-FIND problems on tournament graphs in the
insertion-only streaming model, given multiple passes. The appropriate algorithm consists of
two phases:
1. Finding a Hamiltonian Path in the graph.
2. Partitioning the path into segments which are strongly connected components.
Every tournament graph is known to have at least one Hamiltonian path, and Chakrabarti
et al.[11] use an algorithm called KWIKSORT to find such a Hamiltonian path in p passes that
uses Õ(n1+1/p ) space with high probability. Instead of emulating quicksort like KWIKSORT
does, the subroutine introduced here for discovering a Hamiltonian path is inspired from
mergesort, and by doing so it guarantees Õ(n1+1/p ) space in p passes.
▶ Lemma 29. There exists a deterministic algorithm that can find a Hamiltonian path in a
tournament graph using Õ(n1+1/p ) space and p passes over the data.
Proof. Achieved with a divide and conquer algorithm presented and proven in the full version
of the paper.
◀
▶ Theorem 30. Given a Hamiltonian Path on a tournament graph, the SCC and SCC-FIND
problems can be solved with an additional O(n log n) space and 1 pass.
Proof. Once we have a Hamiltonian Path v1 -> v2 -> ... -> vn , the SCC problem can be
solved as follows:
1. For each vertex vi , we compute the minimum j such that (vi , vj ) ∈ E. This represents
the ‘earliest’ vertex that can be reached from vi . This can be done with O(n log n) space.
2. Now for each vi , we need to find the ‘earliest’ vertex directly connected to some vertex vj
where j > i. This is achieved by taking the suffix minima of the result of the first step,
and let f (i) be this suffix for vi .
3. Finally, we check if there exists a j such that f (j) = j and j ̸= 1. If there does not that
means that the graph is strongly connected since v1 is reachable from vn by continuously
traversing the path needed to go from a current vertex i to f (i). Otherwise there exists
some j such that f (j) = j and j ̸= 1, which means that we cannot reach vertex vk from
vj where for any k < j, and therefore, it is not strongly connected.
Note that the last step can be modified to solve the SCC-FIND problem as well: it is the
number of j such that f (j) = j, and the membership sets follow by the segmentation of the
path by these points where f (j) = j.
◀
Thus, with Õ(n1+1/p ) space and p + 1 passes, one can solve SCC and SCC-FIND for
tournament graphs.
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4
4.1

Lower Bounds for Directed Graph Problems
Single pass lower bounds

Borradaile et al. [9] demonstrated an Ω(m) lower bound for the space complexity of detecting
digraph strong connectivity for 1-pass algorithms where m is the number of edges in the
graph. However, this lower bound does not take into account the number of vertices in the
graph and can therefore be improved for sparse graphs. We present tighter lower bounds
that do take the number of vertices into account and obtain some interesting results:
▶ Theorem 31. Given a directed graph with n vertices and m edges, any 1-pass streaming
2
algorithm that solves SCC needs at least Ω(m log nm ) space.
This lower bound is optimal as one can store the entire graph in this amount of memory.
Similar results also follow for other directed graph problems, namely ACYCLIC and
S-ALL-CONN. The former involves detecting whether or not there are any directed cycles in
the input graph, while the latter involves determining whether or not there exists a path
from a fixed input vertex s to every single other vertex in the graph.
▶ Theorem 32. Given a directed graph with n vertices and m edges, any 1-pass streaming
2
algorithm that solves ACYCLIC needs at least Ω(m log nm ) space.
▶ Theorem 33. Given a directed graph with n vertices and m edges, any 1-pass streaming
2
algorithm that solves S-ALL-CONN needs at least Ω(m log nm ) space.
The proofs for the above theorems for the lower bounds of SCC, ACYCLIC, and S-ALL-CONN
are reductions to INDEX and are given in the full version.

4.2

Multiple pass lower bounds

We first need to define the set chasing problem SCn,p as described by Guruswami and Onak
[20] to obtain multi-pass lower bounds for SCC:
▶ Definition 34. The SCn,p problem consists of p players, each with a function fi : [n] →
P([n]) where P(X) is the power set of X. Additionally, define fi : P([n]) → P([n]) via
S
fi = j∈[n] fi (j). The goal is to compute f1 (f2 (. . . fn ({1}) . . .)), which is output by the p-th
player at the end of the (p − 1)-th round, the last round.

Figure 2 A true instance of INTERSECT(SC7,4 ). Some edges have been omitted for clarity. The
players play in order of their numbering. Example courtesy of [20].

A. Baweja, J. Jia, and D. P. Woodruff

16:21

The actual problem considered for the multiple pass reduction is INTERSECT(SCn,p ), which
is conveniently a decision problem.
▶ Definition 35. Given two instances of the SCn,p , with functions fi and gi , INTERSECT(SCn,p )
is the decision problem of checking if f1 (f2 (...fn ({1})...)) ∩ g1 (g2 (...gn ({1})...)) = ϕ.
A diagrammatic representation of this problem is shown in Figure 2. [20] uses this
problem to show a multiple pass lower bound for the directed s − t connectivity problem,
and a similar reduction is shown here.
▶ Theorem 36. Given a directed graph with n vertices, reducing to INTERSECT(SCn,p )
demonstrates that n1+Ω(1/p) )/pO(1) is a space lower bound for any p − 1 pass algorithm that
solves the SCC problem (and therefore the SCC-FIND problem).
Proof. The reduction from SCC to INTERSECT(SCn,p ) is constructed through the following:
1. Consider the graph similar to Figure 2, where the edges in the second half are flipped
such that everything is going from left to right. This gives us a directed acyclic graph.
2. Now we add an edge from every vertex in the last layer to s, and we also add an edge
from every vertex in the middle red layer to s.
3. We add an edge from t to every vertex in the graph. Also for any vertex that does not
have any outgoing neighbors we add an edge from it to s.
We now consider the implications of INTERSECT(SCn,p ) on the original SCC instance.
If INTERSECT(SCn,p ) is false then there is no path from s to t since there is no vertex in
the red layer that is connected to both the left and right side that is reachable from s.
Therefore the graph cannot be strongly connected.
If INTERSECT(SCn,p ) is true then we want to show that the graph is strongly connected.
First note that every node is reachable from t since we added an edge from t to every
other vertex. Now if the INTERSECT(SCn,p ) is true then t is reachable from s which means
that every vertex is reachable from s. Now there are two kinds of vertices:
Vertices that have a path to the last layer. In this case every vertex in the last layer is
connected to s so s is reachable from the vertex.
Vertices that do not have a path to the last layer. In this case they eventually hit a
vertex with no out neighbors to the last layer. But in this case we added an edge from
this vertex to s so s is reachable from the vertex.
◀
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Introduction

The discovery of cliques and clique-like subgraphs is a fundamental tool in modern graph
analysis, especially for social networks. Such substructures have been used in many different
applications including community detection in social networks [54, 71], identification of
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real-time stories in the news [3] and even detection of regulatory motifs in DNA [34]. They
have been used for graph visualization [79, 80] and for creating index structures for answering
reachability and distance queries in databases [23, 46].
In practice, due to noise in data, one is also interested in large “near-cliques”. While this
is an ill-defined term, applications require cliques that are missing a small sparse subgraph.
For example, incomplete cliques have been used to predict missing pairwise interactions [78]
and for identifying functional groups [38] in a protein interaction network. They have been
used for community detection [82] and for detecting test collusion [8]. Recent works have
used the fraction of near-cliques to k-cliques to define higher order variants of clustering
coefficients [77]. A common notion is that of k-plexes (a clique minus a subgraph with degree
bound k). They have been used in community detection [74, 4], for partitioning of sparse
biological networks [35], and for determining molecular similarity [40].
From a worst-case standpoint, even the simpler problem of maximum clique is a notoriously
difficult computational problem. Even getting O(n1−δ )-approximations is NP-hard [39,
83], and it is hard to non-trivially approximate even with algorithm parameterized by
solution size [17]. On the other hand, there have been many recent successes in clique
enumeration/approximation in the data mining community [44, 45, 57, 28, 18, 29, 43]. Many
of these results employ backtracking heuristics [44, 43, 28, 29]. These algorithms can even get
the exact maximum clique for graphs with millions of edges. Moreover, the basic backtracking
techniques work for approximating counts of cliques missing a few edges [45, 75, 9, 70].
This gap between theory and practice is the main focus of our work. Can we prove the
existence of efficient (hopefully, backtracking) algorithms for near-clique discovery, assuming
the input has “reasonable” properties of social networks?
The starting point for our work is the recent notion of c-closed graphs, defined by Fox
et al. [32, 33]. Triadic closure – the property that friends of friends are often friends – is
a well-observed property of social networks. A c-closed graph has the property that two
vertices sharing at least c common neighbors are connected by an edge. Fox et al. empirically
show that real-world social network are often (or approximately) c-closed for small values of
c. Theoretically, they proved that maximal clique enumeration can be done in time 2O(c) n2 ,
and is hence fixed parameter tractable (FPT) in c. (The basic brute force algorithm can be
shown to run in O(nc ) time.)

1.1

Main results

Our focus is on counting the number of maximal near-clique structures, which we can roughly
define as “a clique minus a sparse subgraph”, or alternately, the complement of a sparse
subgraph. The input graph G has n vertices, m edges, and is assumed to be c-closed.
We define the various pattern subgraphs that will be counted. We begin with the classic
notion of a (d + 1)-plex.
▶ Definition 1 ((d + 1)-plex, [69]). A subset of vertices S is called a (d + 1)-plex if each
v ∈ S is adjacent to all but at most d vertices of S (excluding itself).
Observe that a (d + 1)-plex is precisely the complement of a graph with maximum degree
at most d. Our first result is that enumerating maximal (d + 1)-plexes (for constant d) in an
input c-closed graph is FPT in c.
▶ Theorem 2. For c-closed graphs and a fixed d ≥ 0, there is an algorithm running in time
O(n2d ·κcd ·p(c)) for enumerating (d+1)-plexes, where κd < 2 is the root of xd+4 −2xd+3 +1 = 0;
and for a polynomial p. For 2-plexes, a stronger bound O(n2 · 10c/5 · p(c)) applies.
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We go further and show analogous results for other patterns that can be expressed as
complements of sparse graphs. A pattern has bounded co-degeneracy if the degeneracy of
the complement is bounded. The degeneracy can be thought of as a more robust notion of
maximum degree, and has a significant role in social network analysis. Bounded co-degenerate
graphs are a natural generalization of (d + 1)-plexes. Analogously, we also consider counting
maximum bounded co-treewidth graphs.
▶ Theorem 3. For c-closed graphs and a fixed d ≥ 0, there is an algorithm running in time
O(n2d+4 4c ) that outputs all maximal induced subgraphs with co-degeneracy d in an input
c-closed graph.
▶ Theorem 4. For c-closed graphs and a fixed t ≥ 0, there is an algorithm running in time
O(nt+4 22c ) that outputs all maximal induced subgraphs with co-treewidth ≤ t.
The exponential dependence nd in Theorems 2 and 3 is necessary, as is the dependence
n in Theorem 4 as we show with examples.
We note that not all natural notions of “co-sparse” subgraphs lead to FPT bounds. For
example, the maximal subgraphs with bounded average co-degree cannot be listed by an
FPT algorithm, even for average co-degree of at most 2.
t

▶ Example 5. Let ℓ ∈ N and let c = 2ℓ (ℓ + 1) + 1. By the hand-shaking lemma, a subgraph
G[S] has average co-degree at most 2 if and only if G[S] contains at most |S| non-edges.
Consider a graph G consisting of a clique K on c − 1 vertices and an independent set I on n
vertices, where any vertex in I is adjacent to every vertex in K. G is c-closed since any two
non-adjacent vertices are adjacent only to K. Note that G contains exactly n + c − 1 vertices.
Let us show that the number of maximal subgraphs G[S] with at most |S| non-edges is at
least nℓ and hence not FPT with respect to c. In particular, consider a set of the form S ∪ K
where S ⊆ I. If |S| = s, then the number of non-edges in G[S ∪ K] is exactly s(s − 1)/2. By
the choice of c, any set S of size√ ℓ is a maximal subgraph with at most |S| non-edges. Thus,
there are at least O(nℓ ) ≈ O(n 2c ) maximal subgraphs G[S] with at most |S| non-edges.
The backtracking connection: One of the first steps in proving the above theorems is a
different, simpler proof that maximal clique enumeration is FPT in c. (This is the main
result of Fox et al. [33].) Typical backtracking algorithms exhaustively and incrementally
build candidates for solutions until they have discovered all candidates. We analyze a simple
backtracking procedure that finds cliques (Section 3), and give a bound on its running time.
Moreover, we use this result to show that maximal bounded co-degenerate subgraphs can
be enumerated efficiently. We consider these proofs as mathematical justification for the
empirical success of backtracking algorithms, and see our results as “beyond the worst-case
analysis” results [68].
Organization: In Section 1.2, we describe our results in more detail. Section 1.3 covers
related work. Section 2 describes the definitions and terms required for the proofs. Sections 3, 4, 5 and 6 respectively gives proofs for FPT bounds for cliques, (d + 1)-plexes,
bounded co-degeneracy and bounded co-treewidth graphs.

1.2

Discussion of results

Cliques. We first provide a simple proof that uses a backtracking tree to show that the
number of maximal cliques is bounded by O(cm2c ) where m represents the number of edges in
1−c
the complement graph. (Fox et al. prove a bound of min {3(c−1)/3 n2 , 4(c+4)(c−1)/2 n2−2 }).
We convert this result into a simple backtracking algorithm for enumerating maximal cliques
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that runs in time O(cmn2 2c ). Although the running time bound we obtain is slightly worse
than that of Fox et al., the algorithm and proof are simpler, in particular, as Fox et al. blackbox clique enumeration. We also believe that our proof provides theoretical understanding
for the practical efficiency of common backtracking methods, such as the Bron-Kerbosch
algorithm [14] and a recent work of Jain-Seshadhri [44].
Two approaches. For the other dense subgraph types, we do the following: for each type,
we provide structural results bounding the maximum possible number of maximal subgraphs
of that type. Our results come in two flavors. In one flavor, the backtracking approach, we
show that any subgraph of that type can be split into parts which are either bounded in
size or are cliques. For parts that are cliques, we use the simple backtracking algorithm for
counting cliques mentioned above. For parts that are not cliques (and are thus bounded
in size), we simply find candidate vertices for each part, enumerate all subsets of these
candidate sets and combine them to give a set of subgraphs that is a superset of the set of
all maximal subgraphs of that type (for cliques, k-plexes and co-degenerate subgraphs, there
exist simple tests for checking if a subgraph is a maximal subgraph of that type). Because
the parts are of bounded size, we get FPT bounds for the size of this superset. In some
cases (cliques and d + 1-plexes), this approach leads to slightly worse exponential factors
than bounds obtained using the second approach, but leads to simple algorithms that are
easy to describe. Indeed, the enumeration algorithms follow from the structural results;
obtaining the structural results is the main challenge. Interestingly, the algorithms obtained
using this approach have significant portions that use backtracking, reflecting the fact that
backtracking has proven to be effective in practice.
In the other flavor, the three-step approach, we use the approach taken by Fox et al. for
proving their result for maximal cliques. We view their proof as being composed of three
parts. The first part uses a combinatorial bound on the number of maximal cliques, the
classic Moon-Moser theorem [63, 62]. This theorem states that the number of maximal
cliques in an arbitrary N -vertex graph is bounded above by 3N/3 (with a matching lower
bound furnished by a complete (N/3)-partite graph).
The second and most interesting part of the proof exploits the c-closed condition to
translate the Moon-Moser theorem into an FPT bound of at most n2 3(c−1)/3 maximal cliques
in a c-closed graph with n vertices. Roughly, this step of the proof works as follows. For
(almost) every maximal clique, one can identify two non-adjacent vertices such that the
clique is contained in the common neighborhood of the two vertices. Such a maximal clique
in the original graph is also maximal in an induced subgraph on at most c − 1 vertices, by
the c-closure property. The upper bound follows by applying the Moon-Moser theorem to
these subgraphs (of which there is a polynomial number), each of size at most c − 1.
The third step is to translate the FPT combinatorial bound on the number of maximal
cliques into an FPT algorithm for enumerating them. For the case of cliques, there is a well
known algorithm [73] that can be used to list all maximal cliques in O(mn) time per clique.1
Thus, for proofs using the three-step approach, we use the same three-part framework
outlined above for the special case of cliques:
1. Combinatorial bound: Find an upper bound on the number of maximal dense subgraphs
in an arbitrary N -vertex graphs, in the spirit of the Moon-Moser theorem. (Either relying
on an existing bound or proving a new one from scratch.)

1

Replacing the Moon-Moser bound with the trivial bound of 2N would also lead to an FPT result, albeit
one that is exponentially worse. Fox et al. [32, 33] also prove an incomparable bound with better
1−c
dependence on n (n2−2 ) but worse dependence on c (4(c+4)(c−1)/2 ).
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2. FPT bound: Exploit the c-closed condition to translate the combinatorial bound into an
FPT-type upper bound (with parameter c) on the number of maximal dense subgraphs
in a c-closed graph on n vertices.
3. Enumeration: Give an FPT enumeration algorithm for listing all maximal dense
subgraphs in a c-closed graph. (Either relying on an existing enumeration algorithm or
devising a new one.)
We describe our contributions in more detail below:
(d + 1)-plexes.2 A subset S ⊆ V (G) is called a (d + 1)-plex if every vertex v ∈ S is
non-adjacent to at most d other vertices in S. Equivalently, a subset S is a (d + 1)-plex
if G[S] has co-degree at most d. Thus, a clique is 1-plex. This is a common relaxation of
cliques used in practice [31, 69]. For each fixed d, we give an FPT algorithm for enumerating
(d + 1)-plexes. In general graphs, an FPT algorithm for finding a largest (d + 1)-plex is
impossible (assuming P ̸= NP) [56].
For the backtracking approach, we show that every maximal (d + 1)-plex is either a
maximal clique, or contains a pair of non-adjacent vertices (u, v) such that the (d + 1)-plex
can be split into two parts – one part of size at most 2d − 2 consisting of vertices that are
non-adjacent to either u or v, and the other of size at most c consisting of (a subset of)
common neighbors of u and v. Since the number of pairs of non-adjacent vertices in the given
c-closed graph is equal to the number of edges in its complement graph, m, this gives the
maximum number of maximal (d + 1)-plexes as O(mn2d−2 2c ) and the enumeration algorithm
follows.
For the three-step approach, we use Md (N ) – the maximum number of maximal (d + 1)plexes in an N vertex graph. (Equivalently, Md (N ) is the number of maximal subgraphs of
degree at most d in an N vertex graph.) For the combinatorial bound we need an upper
bound on Md (N ). A recent result shows that for every fixed d there is a constant κd < 2
such that Md (N ) ≤ κN
d [81].
Determining a tight bound for Md (N ) appears to be challenging. To the best of our
knowledge, the only tight bound is the Moon-Moser theorem stating that M0 (N ) ≤ 3N/3 ≈
1.442N . One of our contributions is to give a tight bound for M1 (N ): M1 (N ) ≤ 10N/5 ≈
1.585N which requires a much more involved proof than the Moon-Moser theorem (see the
full version of the paper [7] for the proof).3
In the second step of the three-step approach, we give an FPT bound with a smaller
(than in the case of backtracking) exponential factor O(n2d · κcd ) using a more careful analysis
of the structure of a (d + 1)-plex. (Example 21 shows that the exponential dependence nd is
necessary.) Moreover, using the tight bound for M1 (N ) we give a stronger bound O(n2 ·10c/5 )
for the number of maximal 2-plexes in a c-closed graph on n vertices.
To convert the tighter bound into an enumeration algorithm and complete the third step,
the simplest approach is to apply black-box one of the recent polynomial delay algorithms for
efficiently listing (d + 1)-plexes [10, 15]. E.g., Berlowitz et al. [10] give an algorithm which
enumerates all maximal (d + 1)-plexes in time O((d + 1)2d+2 p(n)) per maximal (d + 1)-plex,

2

3

Similar result for (d + 1)-plexes was proved independently and concurrently with the previous version
of this paper by Koana, Komusiewicz, and Sommer [47]. The results in [47, 48] apply more generally
to the class of weakly c-closed graphs defined in [32, 33] (The paper [47] also includes several results
showing polynomial-size kernels for various problems in weakly c-closed graphs, an important direction
that is not pursued here.)
The induced subgraphs with maximum degree at most one are also called dissociation sets [76]. Thus,
we show that the number of maximal dissociation sets in an N -vertex graph is at most 10N/5 .
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where p(n) is a polynomial in n. By the FPT bound, the enumeration algorithm runs in
FPT time. However, we can obtain a better running time by translating our proof of the
FPT bound into a bespoke enumeration algorithm.
Bounded co-degeneracy. We say that a graph has co-degeneracy at most d if its complement
is d-degenerate. (Recall that a graph is d-degenerate if every induced subgraph has at least
one vertex with degree at most d.) In Section 5 we give, for each fixed d, FPT algorithms for
enumerating maximal subgraphs with co-degeneracy at most d.
For the backtracking approach, we first show that every subgraph with bounded codegeneracy is either a clique, or the degeneracy ordering of the complement of the subgraph
contains an edge that splits the subgraph into three parts; two of whose sizes are bounded
(2d − 2 and c, respectively) and the third is a maximal independent set (in the complement
graph) which can be discovered using the algorithm for enumerating cliques. This gives a
bound of O(cm2 n2d 4c ) on the number of maximal subgraphs with co-degeneracy d and an
enumeration algorithm follows.
For the three-step approach, for the combinatorial bound, we define Dd (N ) to be the
maximum number of maximal subgraphs with co-degeneracy at most d in an arbitrary
N -vertex graph. For every fixed d there is a constant γd < 2 such that Dd (N ) ≤ γdN , see [65].
For the FPT bound, we show that the number of maximal subgraphs with co-degeneracy
at most d is at most O(n8d · Dd (2dc)) ≤ O(n8d · γd2dc ). The idea is to show that there are two
types of maximal subgraphs with co-degeneracy at most d: either they have the structure of
a generalized co-star, or we can find 2d pairs of non-adjacent edges such that the maximal
subgraph is contained in the common neighborhoods of these non-adjacent pairs and an
additional 4d vertices. Counting generalized stars reduces to counting cliques, and we control
the other case using the c-closed condition.
An FPT algorithm is obtained by applying the recent enumeration algorithm [26] that lists
all maximal subgraphs with bounded degeneracy in time O(mnd+2 ) per maximal subgraph.
Bounded co-treewidth. A graph is said to have co-treewidth at most t if its complement
has treewidth at most t. The class of graphs with co-treewidth at most t is denoted by Tt . In
Section 6, we give, for each fixed t, FPT algorithms for enumerating Tt -graphs using (only)
the three-step approach.
Obtaining non-trivial combinatorial bounds on the number of maximal subgraphs with
(co-)treewidth at most t in an arbitrary N -vertex graph is an open question in graph theory,
so we use the trivial upper bound of 2N . (In any case, there are no known polynomialdelay algorithms for listing subgraphs of bounded (co-)treewidth that would allow us to
algorithmically exploit (black-box) the savings that a better bound would give us.)
For our FPT bound, we show that for almost every maximal subgraph of bounded
co-treewidth we can either find two pairs of non-adjacent vertices and show that the subgraph
is contained in the common neighborhoods of these two pairs (plus t additional vertices),
or else that the subgraph is a generalized co-star. In the former case we use the c-closure
condition and reduce the latter case to counting maximal cliques in smaller graphs. We show
that there are O(nt+4 22c ) maximal subgraphs with co-treewidth at most t. Exponential
dependence nt is necessary, even when c = 1 (Example 32).
While there are no known polynomial-delay enumeration algorithms for listing maximal
subgraphs of bounded (co-)treewidth, we show how to turn our FPT bound into an FPT
algorithm for enumerating Tt -graphs.
In the full version of the paper, we also extend these results to the subgraphs of bounded
local co-treewidth.
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Further related work

Polynomial-time solvable special cases of the Maximum Clique problem and its generalizations in hereditary graph classes. The problems we consider generalize the fundamental
Maximum Independent Set and Maximum Clique problems. It is well known that
polynomial-time and fixed-parameter tractability results for these problems require significant restrictions on the allowable input graphs. For example, it is known that Maximum
Independent Set is NP-hard already for subcubic graphs, and for H-free graphs (for H
connected) whenever H is not a path nor a subdivision of the claw (K1,3 ) [2]. Similarly, the
problem is W [1]-hard when parameterized by the solution size for H-free graphs whenever
H is not a suitable generalization of a path or a subdivision of the claw [11] (obtained
by replacing each vertex by a clique); in fact, the problem does not even admit an FPT
constant-factor approximation for these graph classes (assuming Gap ETH) [30]. Known
polynomial-time solvable special cases of the Maximum Independent Set problem include
input graphs that are perfect (including (co-)chordal and (co-)bipartite graphs), P6 -free
graphs [58], fork-free graphs [59], and other highly restricted classes [1, 19, 20, 41].

Real worlds graphs. It is widely accepted that the real-world graphs possess several nice
properties that differentiate them from arbitrary graphs. The established ones include
heavy-tailed degree distributions, a high density of triangles and communities, the small
world property (low diameter), and triadic closure. Over the years there has been a lot of
significant and influential work trying to capture the special structure of real-world graphs.
The literature is almost entirely focused on the generative (i.e., probabilistic) models. A few
most popular ones include preferential attachment [6], the copying model [53], Kronecker
graphs [55], the Chung-Lu random graph model [21, 22], with many new models introduced
every year. For example, already in 2006, the survey by Chakrabarti and Faloutsos [16]
examines 23 different models. Generative approaches are very enticing as they, by definition,
give an easy way of producing synthetic data, and are a good proxy for studying random
processes on graphs. On the other hand, if one is to design an algorithm for real-world graphs
with good worst-case guarantees, a hard choice of the exact model arises as there is a little
consensus about which of the many models is the “right” one, if any.
An idea is to find algorithms that are not suited to any specific generative model, but
only assume a deterministic condition. In other words, isolate a parameter of the real-world
graphs that differentiates them from arbitrary graphs and use it give stronger guarantees
for particular algorithms/problems. Fox, Roughgarden, Seshadhri, Wei, and Wein [32, 33]
took this approach and introduced the class of c-closed graphs, where they showed that the
maximum clique problem is FPT when parameterized by c.
There are only a few other algorithmic results in the same spirit. Notably, several
problems can be solved faster for graphs with a power-law degree distribution: Barch, Cygan,
Łacki, and Sankowski [13] gave faster algorithms for transitive closure, maximum matching,
determinant, PageRank and matrix inverse; and Borassi, Crescenzi, and Trevisan [12] gave
faster algorithms for diameter, radius, distance oracles, and computing the most “central”
vertices by assuming additional axioms satisfied by real-world graphs.
Motivated by triadic closure, Gupta, Roughgarden, and Seshadhri [36] define triangledense graphs and proved relevant structural results. Informally, they proved that if a
constant fraction of two-hop paths are closed into triangles, then (most of) the graph can be
decomposed into clusters with diameter at most 2.
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c-closed graphs. The c-closed graph model was introduced by Fox et al. [33] (see book
chapter in [68] by some of the authors). After Fox et al. introduced c-closed graphs, Koana,
Komusiewicz, and Sommer wrote several papers further exploting c-closure to design FPT
algorithm for hard problems. In [50] they showed that the dominating set problem, the
induced matching problem, and the irredundant set problem admit kernels of size k O(c) ,
O(c7 k 8 ), O(c5/2 k 3 ) respectively; where k is the size of the solution. In [49], they show that
enumerating maximal bicliques and (d + 1)-plexes, is FPT with respect to c and study fixed
parameter tractability of related hard problems with respect to the parameter c and size of
the solution. In [51], they give the kernels for Capacitated Vertex Cover, Connected Vertex
Cover, and Induced Matching of sizes k O(c) , and (ck)O(c) , respectively. Moreover, Koana
and Nichterlein [52] explore the fixed parameter tractability of enumerating small induced
subgraphs in a c-closed graph.
We note that the densest subgraph problem is trivially solvable in polynomial time for
c-closed graph when c = 1, and NP-hard already for c = 2, see [66].

(d + 1)-plexes. The maximal cliques often fail to detect cohesive subgraphs. To address
the issue, Seidman and Foster [69] in 1978 introduced the notion of (d + 1)-plex. We refer
the reader to [75, 61, 64, 10, 24, 9] and references therein for an overview of the literature.
The literature is mostly focused on heuristic algorithms for finding large (d + 1)-plexes or
enumerating (several) maximal (d + 1)-plexes without providing any worst-case guarantees.
For example, recently Conte, Firmani, Patrignani, and Torlone [25] gave a novel approach
for the detection of 2-plexes. We point out that Lewis and Yannakakis [56] proved that the
problem of finding a maximum (d + 1)-plex is NP-hard for any fixed d. Alternate proof is
given in [5].

Counting and enumerating maximal subgraphs. Counting (maximal) induced subgraphs
in an arbitrary N -vertex graph is a crucial part when it comes to design of faster exact
algorithms. We mention a few related results. Moon and Moser [63] and also Miller and
Muller [62] prove that the number of maximal cliques (equivalently maximal independent
sets) in a graph on N vertices is at most 3N/3 . Tomita, Tanaka and Takahashi [72] gave an
algorithm for finding a maximum clique by enumerating all maximal cliques in time O(3N/3 ).
Gupta, Raman and Saurabh [37, Theorem 4] show that the number of maximal 1-regular
induced graphs in an N -vertex graph is at most 10N/5 and gave an algorithm for finding a
maximum such subgraph with similar running time. Note that in any graph, the number of
maximal induced matchings is not larger than the number of maximal induced subgraphs
with degree at most 1. Therefore, it is somewhat surprising that the number of maximal
induced subgraphs with degree at most 1 is also bounded by 10N/5 , as we show in the full
version of the paper [7]). The same paper [37] shows that for each integer r there is a constant
ρr < 2, such that the number of maximal r-regular graphs in an N vertex graph is at most
ρN
r .
Zhou, Xu, Guo, Xiao, and Jin [81] show that for each d there is a constant κd < 2 such
2
that all maximal (d + 1)-plexes can be enumerated in time O(κN
d N ). Implicitly, they also
N
show that the number of maximal (d + 1)-plexes is at most κd , i.e., Md (N ) ≤ κN
d .
Pilipczuk and Pilipczuk [65] show that for every fixed d there is a constant γd < 2 such
that the number of maximal induced d-degenerate subgraphs in a graph on N vertices is at
most γdN , i.e., Dd (N ) ≤ γdN .

B. Behera, E. Husić, S. Jain, T. Roughgarden, and C. Seshadhri

2

17:9

Preliminaries and complementary terminology

We consider finite, simple, undirected graphs. Let G = (V, E) be a graph. We write
uv ∈ E(G) for an edge {u, v} ∈ E(G) and we say that the vertices u and v are adjacent or
that u is a neighbor of v and vice versa. If w ∈ NG (u) ∩ NG (v) we say that w is a common
neighbor of u and v. For a vertex v ∈ V (G) we denote by NG (v) = {u ∈ V (G) : uv ∈ E(G)}
the neighborhood of v in G and NG [v] = NG (v) ∪ {v} the closed neighborhood of v in G. For
U ⊆ V (G), we define NG (U ) = ∪u∈U NG (u) \ U and NG [U ] = NG (U ) ∪ U . For simplicity,
if the set U is given implicitly as a collection of vertices u1 , . . . , uℓ we write NG (u1 , . . . , uℓ )
instead of NG ({u1 , . . . , uℓ }), and similarly for NG [u1 , . . . , uℓ ]. We drop the subscript G when
the graph is clear from the context.

Let W ⊆ V (G). The induced subgraph G[W ] is defined as the graph H = (W, E(G)∩ W
2 ),
where W
2 is the set of all unordered pairs with elements in W . The graph G[V (G) \ W ]
is also denoted as G \ W . Set W is separator in G if G \ W has strictly more connected
components than graph G. A connected component is non-trivial if it contains at least two
vertices (equivalently at least one edge). The diameter of G, denoted diam(G), is the length
of a longest shortest path among two vertices in G. If G is disconnected, then diam(G) = ∞.
The complement of a graph G = (V, E) is the graph G := (V, V2 \ E). We say that
W is a clique (in G) if for any two vertices u, v ∈ W we have uv ∈ E(G). A set I is an
independent set in G if I is a clique in G. A set U ⊆ V (G) is a vertex cover in G if V (G) \ U
is an independent set in G.
The degree of v in G is degG (v) = |NG (v)|, and the maximum degree of G is
∆(G) = maxv∈V (G) degG (v). Graph is d-degenerate (has degeneracy at most d) if every
induced subgraph of G[S] contains a vertex v such that degG[S] (v) ≤ d.
▶ Definition 6 (Treewidth, [67]). Let G be a graph. A tree decomposition of G is a pair
(T, W), where T is a tree and W = {Wt ⊆ V (G) : t ∈ V (T )} is a set of bags satisfying
∪t∈V (T ) Wt = V (G) and for every edge uv in G there is bag Wt containing u and v; and
if t, t′ , t′′ ∈ V (T ) and t′ lies on the path between t and t′′ in T , then Wt ∩ Wt′′ ⊆ Wt′ .
The width of (T, W) is maxt∈V (T ) (|Wt | − 1). The treewidth of G, denoted tw(G), is the
smallest number t such that there is a tree decomposition (T, W) of G with width t.
Co-degree, co-treewidth, and co-degeneracy refer to the degree, treewidth and degeneracy
in the complement graph, respectively.
▶ Definition 7 (c-closed, [32]). A graph G is c-closed if any two non-adjacent vertices have
at most c − 1 common neighbors.
Finding the smallest c for which a given graph G is c-closed can be done by squaring the
adjacency matrix in O(nω ) time, where ω < 2.373 is the matrix multiplication exponent.
A problem is said to be fixed-parameter tractable with respect to a parameter k if there is
an algorithm that solves it in time O(f (k)nα ) where f can be an arbitrary function and α is
a constant, for more details on parameterized algorithms and complexity we refer to [27].
Throughout the paper, unless otherwise stated the parameter is c, the number of vertices
(resp. edges) in a c-closed graph (or its complement) is denoted by n (resp. m), and the
number of vertices in a generic graph is denoted by N .
We state the main theorem of Fox et al. proving that maximal clique enumeration is
FPT in c.
▶ Theorem 8 (Fox et al.[32, 33]). In any c-closed graph, a set of cliques containing all
maximal cliques can be generated in time O(p(n, c) + 3c/3 n2 ), where p(n, c) = O(n2+o(1) c +
c2−ω−α/(1−α) nω + nω log(n)) for the matrix multiplication exponent ω and α > 0.29.
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Complementary terminology. We are interested in finding the dense subgraphs in c-closed
graphs, but it is more convenient to present the rest of the paper in the complementary
terminology. This means that we will be working with the complements of c-closed graphs.
We will use m to denote the number of edges in the co-graph (short for complement graph)
of a c-closed graph.
▶ Proposition 9. A graph G is the complement of a c-closed graph if and only if for any two
adjacent vertices u, v in G it holds |V (G) \ NG [u, v]| ≤ c − 1.
As the notions of co-treewidth and co-degeneracy are already introduced in the complementary
notions, it is clear that we are interested in the subgraphs of bounded treewidth and bounded
degeneracy in the complement of a c-closed graph.
We provide an alternate definition of degenerate graphs, that follows by results of MatulaBeck [60].
Given an ordering of vertices (v1 , . . . , vn ), we will let V + (v) denote the set of vertices
following v in the ordering, and N + (v) denote the neighbors of v that are after v in the
ordering. Thus, N + (v) ⊆ V + (v). Note that N + (v) and V + (v) depend on the ordering, but
for brevity we do not it include in the notation as the ordering will always be clear from the
context.
▶ Definition 10 (Degeneracy Ordering). An ordering of vertices (v1 , . . . , vn ) is a degeneracy
ordering if for all 1 ≤ i ≤ n, vi is the minimum degree vertex in G[{vi , . . . , vn }], breaking
ties lexicographically.
▶ Definition 11 (d-Degenerate Graph). A graph G = (V, E) is d-degenerate if there exists
an ordering (v1 , . . . , vn ) such that for all 1 ≤ i ≤ n, we have |N + (vi )| ≤ d. The degeneracy
ordering of a d-degenerate satisfies this property.
We recall that whenever we say maximal subgraph this is referred to a maximal vertex
induced subgraph.

3

Cliques

For enumerating cliques, we only consider the backtracking approach, as the three-step
approach is already given by Fox et al. [33].
▶ Definition 12 (Independent Set Backtracking Tree). Let G = (V, E) denote the co-graph of
a c-closed graph and fix an ordering of the vertices. The backtracking tree of G is denoted
as T = (X, F ) where X is a node-set and F a link-set (we will use nodes and links for the
backtracking tree and vertices and edges for G). A node in X is labeled by a U ⊆ V , and a
link is labeled by a v ∈ V . The tree has the following properties.
The root node is labeled by V .
All nodes that are labeled by an independent set are leaves.
For all internal nodes labeled by U , there is a child node for each v ∈ U labeled by
U ′ = V + (v) \ N (v) with the corresponding link (U, U ′ ) labeled by v.
The root node is at level 0 and the children of any vertex are at exactly one level lower than
the vertex. We call every P ∪ Q an independent set path where P is a root-to-leaf path in T
and Q is the last node label of P .
Consider any root-to-leaf path P = (v1 , . . . , vk ). By definition of T , we have vi ∈
V + (vi−1 ) \ N (v1 , . . . , vi−1 ) for all 1 ≤ i ≤ k. Hence, P is an induced independent set since
P ⊆ V \ N (P ). Let the last node label of P be Q which is an independent set since it is a
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leaf label. Then, P ∪ Q is also an independent set since Q ⊆ V \ N [P ]. Compiling the above
conclusions, it follows that every independent set path in T indeed is an induced independent
set in G. Moreover, by the fixed ordering, no two independent set paths correspond to the
same independent set. Now the following converse theorem is fairly straightforward and it
does not use the c-closure property.
▶ Theorem 13. Every maximal independent set of G is an independent set path in the
backtracking tree T .
Proof. Consider a maximal independent set S of size k, and let (v1 , . . . , vk ) be the ordered
form of S according to our fixed ordering (in Definition 12). Choose the minimum j such
that V + (vj ) \ N (v1 , . . . , vj ) is an independent set. We now show that P = (v1 , . . . , vj ) is a
root-to-leaf path in T and that Q = {vj+1 , . . . , vk } is the last node label of P ; hence, S is
an independent set path of T . Further observe that if P is a path starting at the root (a
root-originating path), its last node must be a leaf by our choice of j.
We prove that P is a root-originating path by induction on j. For j = 0, this is
vacuously true, and for j = 1, the claim holds since v1 ∈ V . Now, consider some j ≥ 2 and
assume the inductive hypothesis for j − 1, so (v1 , . . . , vj−1 ) is a root-originating path. Since
vj ∈ V \ N (v1 , . . . , vj−1 ), since S is an independent set, and since vj is of higher order than
the vertices v1 , . . . , vj−1 , we have vj ∈ V + (vj−1 ) \ N (v1 , . . . , vj−1 ). Thus, by definition of T ,
the path P exists and is a root-originating path.
Next, since P is a root-to-leaf path, the last node label of P is U = V + (vj ) \ N (P ). Since
S is an independent set, for all j < i ≤ k, we have vi ∈ U since vi has higher order than any
vertex in P . Further, if there exists a v ∈ U \ {vj+1 , . . . , vk }, we have an independent set
P ∪ U whose subset is S, contradicting the maximality of S. Hence, Q = U as required. ◀
The key argument that bounds the size of the backtracking tree follows. It shows a
surprising connection with the c-closure parameter.
▶ Lemma 14. The backtracking tree T has at most c levels.
Proof. We show the lemma by showing that for every independent set S of size c, the set of
its non-neighbours is also an independent set.
Let U = V \ N [S] be the set of non-neighbours of S. We claim U is an independent
set. If G[U ] were to contain an edge {u, v}, then S ⊆ V \ N [u, v] since S ∪ {u} and S ∪ {v}
are independent sets. Since |S| = c, we breach the c-closed condition; thus, U must be an
independent set. Hence T has at most c levels, since every node at level c is a leaf node. ◀
▶ Theorem 15. The size of the backtracking tree T is O(cm2c ).
Proof. For any non-leaf node label U , the induced subgraph G[U ] contains an edge. For any
edge e = {u, v}, let us count the number of such tree nodes such that G[U ] contains e. Let
P be the path in T from the root to U . Then we have P ⊆ V \ N [u, v] since P ∪ {u} and
P ∪ {v} are independent
 sets. Since |V \ N [u, v]| < c and all paths are unique, the edge e can
appear in at most ci non-leaf nodes at level i. In other words, the number of occurrences of
edge e at level i can be atmost ci . Thus the total number of occurrences of all edges at
P c
c
level i is at most
i = m i . In other words, if we let U i be the set of all non-leaf
e∈E(G)


P
nodes at level i, then
|E(U )| ≤ m ci . Note that this means that |U i | ≤ m ci .
U ∈U i

The number of isolated vertices in G[U ] is less than c since G[U ] contains an edge, and
the number of non-isolated vertices in G[U ] is at most 2|E(U )|. Hence, the node labeled by
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U can have at most 2|E(U )| + c children. Thus the number of all children produced at level
i (i.e. the total number of nodes in the tree T at level i + 1) is at most
 
 
 
X
X
c
c
c
(2|E(U )| + c) ≤ 2
(|E(U )|) + c|U i | ≤ 2m
+ cm
= (2 + c)m
,
i
i
i
U ∈U i

U ∈U i

Thus, the total number of nodes in T is given by
c  
X
c
(2 + c)m
= O(cm2c )
i
i=0
as desired.

◀

To construct the children for every internal node of this tree will take O(n2 ) time, so to build
T and enumerate a superset of maximal independent sets in G (equivalently, a superset of
maximal cliques in the c-closed graph whose complement is G) will take O(cmn2 2c ) time.
Thus, the backtracking algorithm runs in FPT time with parameter c. Interestingly, the
backtracking algorithm does not need to know the value of the parameter c.
▶ Corollary 16. The backtracking algorithm enumerates a superset of all maximal independent
sets in the co-graph of a c-closed graph in time O(cmn2 2c ), where m is the number of edges
in the co-graph and n is the number of vertices.

4

(d + 1)-plexes

For any fixed d, we show that the number of maximal subgraphs with degree at most d in
the complement of a c-closed graph admits an FPT bound. This implies that the number of
maximal (d + 1)-plexes in a c-closed graph admits an FPT bound and an FPT enumeration
algorithm.
We give proofs using both approaches, starting with the approach that uses backtracking
as a subroutine.
▶ Theorem 17. Let G be the complement of a c-closed graph. The number of maximal
subgraphs with degree at most d in G is bounded by O(mn2d−2 2c ).
Proof. We count two types of maximal subsets S that induce a subgraph with degree at
most d:
subsets S for which G[S] is edgeless, and
subsets S for which G[S] contains at least one edge.
If G[S] is a maximal subgraph with degree at most d and G[S] is edgeless, then S is also a
maximal independent set in G. By Corollary 16, a superset of all maximal independent sets
in G can be enumerate in time O(cmn2 2c ).
Suppose G[S] has an edge, say (u, v). Let Y = S ∩ N (u, v) and Z = S \ N [u, v], then by
the c-closed condition, |Z| ≤ c. Moreover, since Y consists of neighbors of (u, v) and u and v
can have at most d − 1 neighbors, |Y | ≤ 2d − 2. For any edge, there are 2c possible choices
for Z and O(n2d−2 ) choices for Y . Hence, the number of maximal (d + 1)-plexes containing
at least one edge is O(mn2d−2 2c ). By simply enumerating all possible choices for Y and Z
for every edge and combining them, in total time O(mn2d−2 2c ), we will have enumerated a
superset of all (d + 1)-plexes containing an edge.
◀
▶ Corollary 18. Let G be the complement of a c-closed graph. A superset of all maximal
subgraphs with degree at most d in G can be enumerated in time O(mn2d−2 2c + cmn2 2c ).

B. Behera, E. Husić, S. Jain, T. Roughgarden, and C. Seshadhri

4.1

17:13

Enumerating (d + 1)-plexes via the three-step approach

Next, we give an alternate bound with exponential improvement in c is using the three step
approach. The running time bound we obtain is O(n2d · κcd · p(c)) where κd < 2 is the root of
xd+4 − 2xd+3 + 1 = 0; and for a polynomial p.
Combinatorial bound. Our bound depends on an extension of Md (N ). For a (not necessarily
c-closed) graph G and P ⊆ V (G), the number of maximal subgraphs containing P and with
degree at most d is denoted by Md (G; P ). Analogously, Md (N + p; p) is the maximum
value Md (G; P ) takes over all graphs on N + p vertices and all sets P ⊆ V (G) with size
p. In particular, Md (N ) = Md (N ; 0). By adding isolated vertices, it is easy to see that
Md (N + p; p) ≤ Md (N + p′ ; p′ ) for all p ≤ p′ .
By closely examining the result by Zhou et al. [81, Theorem 1], we note that they implicitly
show that for each d and every p there is a constant κd < 2 such that Md (N +p; p) ≤ κN
d . More
d+3
d+2
precisely, they show that the bound holds if κd is the positive solution of x
− 2x
+ 1 = 0.
For d = 0, . . . , 4 we have κd = 1.618, 1.839, 1.928, 1.966 and 1.984. To the best of our
knowledge, next to the Moon-Moser theorem, these are the best (and only) existing bounds
for Md (N ) and Md (N + p; p).
The Moon-Moser theorem states that κ0 = 31/3 suffices. We prove a tight upper bound
on M1 (N ). In other words we show that we can set κ1 = 101/5 ≤ 1.585. The proof uses
similar recursive bound(s) as in the Moon-Moser theorem, and in the proof for 1-regular
graphs given by Gupta et al. [37, Theorem 4], but our proof requires a significantly more
extensive case analysis. See [7].
▶ Theorem 19. M1 (N ) ≤ 10N/5 ≤ 1.585N .
To see that the bound is tight consider any N a multiple of 5. The graph consisting of N5
copies of K5 contains 10N/5 maximal subgraphs with degree at most 1. The same number of
subgraphs is attained if we remove a matching from each of the K5 s.
FPT bound. Our next goal is to give an upper bound on the number of subgraphs with
degree at most d in the complement of a c-closed graph using Md (N + p; p) for d > 1, and
M1 (N ). For the case when d = 0, we already have Theorem 8 which we use in the proof.
▶ Theorem 20. Let G be the complement of a c-closed graph. The number of maximal
induced subgraphs with degree at most d in G, is bounded by 2n2d · Md (c − 1 + 2d; 2d).
Moreover, for d = 1 the bound simplifies to 2n2 · M1 (c − 1).
Proof. Similar to the proof for the first bound for counting (d + 1)-plexes, we count two
types of maximal subsets S that induce a subgraph with degree at most d:
subsets S for which G[S] is edgeless, and
subsets S for which G[S] contains at least one edge.
If G[S] is a maximal subgraph with degree at most d and G[S] is edgeless, then S is also a
maximal independent set in G. By Theorem 8, the number of maximal independent sets
in G is bounded by n2 · M0 (c − 1). By definition, it is not hard to see that M0 (c − 1) ≤
M0 (c − 1 + d; d) ≤ Md (c − 1 + 2d; 2d) holds. Therefore, in order to prove the theorem, it
suffices to show that the number of maximal subgraphs that contain an edge and with degree
at most d is bounded by n2d · Md (c − 1 + 2d; 2d).
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G:
G[S] :

u

u
v

R

NS
v

Figure 1 Proof of Theorem 20. Left: G[S] represents an induced subgraph with maximum degree
4. Right: depiction of G[S] within G. Recall that R = V (G) \ NG [u, v] and that |R| ≤ c − 1 as G is
the complement of a c-closed graph. The dashed lines represent non-edges.

We refer to Figure 1. Let uv be an edge in G. Suppose that S is a maximal set such that
∆(G[S]) ≤ d and u, v ∈ S. Let NS = S ∩ NG (u, v). By the maximum degree assumption and
since u and v are adjacent to each other, there are at most 2d − 2 vertices in NS . To prove
the theorem, we show that the number of maximal sets S satisfying the following two
degree of G[S] is at most d, and
S contains {u, v} and S ∩ N (u, v) = NS (S contains ≤ 2d fixed vertices);
is bounded by Md (c − 1 + 2d; 2d).
We claim that any such maximal set S also induces a maximal subgraph (with the same
properties) in graph G[{u, v} ∪ NS ∪ R] where R = V \ NG [u, v]. Namely, we can obtain
G[{u, v} ∪ NS ∪ R] from G by removing some vertices that are not in S. As removal of such
vertices does not influence the maximality of S, it follows that S induces a maximal subgraph
(with the above stated properties) in G[{u, v} ∪ NS ∪ R].
Since G is the complement of a c-closed graph and by definition of R, we have |R| ≤ c − 1.
Let k = |{u, v} ∪ NS |. Then, by definition of Md (c − 1 + k; k) it follows that the number
of maximal sets S that induce a subgraph with degree at most d and contain {u, v} ∪ NS
is bounded by Md (c − 1 + k; k). As |{u, v} ∪ NS | = k ≤ 2d we have Md (c − 1 + k; k) ≤
Md (c − 1 + 2d; 2d) and the proof follows.
Next, we deal with the case d = 1. The proof is largely the same and we make a small
change in the way we count the subsets S that contain u, v. As the maximum degree of
G[S] is at most 1 and since u and v are adjacent to each other we have that NS = ∅. We
claim that if S is maximal set with degree at most 1 in G containing uv, then S \ {u, v} is a
maximal set with degree at most 1 in G[R].
For a contradiction, suppose that S \ {u, v} is not a maximal such set, and let S ′ ⊆ R
such that S \ {u, v} ⊂ S ′ and ∆(G[S ′ ]) ≤ 1. Since S ′ ⊆ R = V (G) \ N [u, v] it follows that u
and v are non-adjacent to S ′ . Thus, ∆(G[S ′ ∪ {u, v}]) ≤ 1 contradicting maximality of S.
It follows that the number of maximal subsets S with ∆(G[S]) ≤ 1 and that contain
edge uv is at most M1 (c − 1). Thus, the number of maximal subsets S with ∆(G[S]) ≤ 1 is
bounded by n2 M0 (c − 1) + n2 M1 (c − 1) ≤ 2n2 M1 (c − 1).
◀
We give an example showing that the dependency on n and d cannot be improved.
▶ Example 21. Any complete bipartite graph is the complement of a 1-closed graph as any
two adjacent vertices have no common non-neighbors. Let Ki,j be the complete bipartite
graph with parts of size i and j. It is easy to see that the number
of maximal
subgraphs


|V (Kℓ,ℓ )|2d
2d
with degree at most d in Kℓ,ℓ for ℓ > d, is at least Ω(ℓ ) = Ω
for any fixed d.
22d
Enumeration. Equipped with Theorem 20 it is straightforward to obtain an algorithm, with
running time similar to the FPT bound, for enumeration of all maximal (d + 1)-plexes in
c-closed graph. A simple way is to run a polynomial delay algorithm for listing all maximal
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subgraphs with degree at most d on the complement graph [10]. The FPT bound then
implies that the enumeration algorithm indeed runs in FPT time. A better running time can
be obtained if the enumeration algorithm is incorporated directly into the proof of the FPT
bound. We sketch it below.
▶ Corollary 22 (Restatement of Theorem 2). For c-closed graphs and a fixed d ≥ 0, there is
an algorithm running in time O(n2d · κcd · p(c)) for enumerating (d + 1)-plexes, where κd < 2
is the root of xd+4 − 2xd+3 + 1 = 0; and for a polynomial p. For 2-plexes, a stronger bound
O(n2 · 10c/5 · p(c)) applies.
Proof of Corollary 22. We enumerate all maximal subgraphs with degree at most d in the
complement graph. If a maximal subgraph with degree at most d is edgeless, then it is also
a maximal independent set and we use the algorithm by Fox et al. [33] stated in Theorem 8.
Hence, we only need to enumerate the maximal subgraphs with degree at most d and
that contain at least one edge. Similarly, as in the proof of Theorem 20 once we fix an edge
uv, and the neighbors of u and v the rest of maximal induced subgraph is contained in a
subset of at most c − 1 vertices. By applying the polynomial delay algorithm [10] to these
vertices, we can obtain all maximal subgraphs of degree at most d that contain the fixed
vertices in time O(Md (c − 1 + 2d; 2d) · p(c)) ≤ O(κcd · p(c)) for a polynomial p.
◀

5

Bounded co-degeneracy

As with (d + 1)-plexes, we first give the result with the backtracking approach.
Any d-degenerate graph (with possible isolated vertices) can either be an independent
set or it can be separated into 3 components, characterized by an edge in the graph. This
decomposition is unrelated to the c-closed property, but we exploit this structure for faster
enumeration in a c-closed co-graph.
▶ Lemma 23. Consider a d-degenerate graph H with the degeneracy ordering of (u1 , . . . , un ).
If H is not an independent set, there exists an edge (us , ut ) such that for
X = {u1 , . . . , us−1 },

Y = {us+1 , . . . , ut−1 },

Z = {ut+1 , . . . , un },

X is an independent set, Y is a subset of V \ N [us , ut ], and Z is a subset V \ N [us , ut ] with
at most 2d − 2 additional vertices.
Proof. Choose minimum t such that ut is a terminal vertex of an edge in H. Then choose
maximum s such that (us , ut ) is an edge in H (this must exist since H is not an independent
set). By the minimality of t, X is an independent set.
By the minimality of t, us is not adjacent to any vertex in Y . By the maximality of s, ut
is not adjacent to any vertex in Y . Hence, Y ⊆ V \ N [us , ut ].
Furthermore, since ut and us are connected, each can be adjacent to at most d − 1
vertices in Z to ensure the d-degeneracy condition. Thus, the rest of the vertices in Z are
non-adjacent from both ut and us .
◀
Notice that since |V \ N [us , ut ]| < c by the c-closed condition, we have |Y | < c and
|Z| < 2d − 2 + c. Furthermore, note that if H is maximal, then so is the independent set X.
▶ Theorem 24. [Restatement of Theorem 3] For c-closed graphs and a fixed d ≥ 0, there
is an algorithm running in time O(cm2 n2d 4c + cmn2 2c ) that outputs a set containing all
maximal induced subgraphs with co-degeneracy d in the c-closed graph, where m is the number
of edges in the complement graph of the c-closed graph.
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Proof. We describe an algorithm that generates supersets of all maximal induced d-degenerate
subgraphs in a c-closed co-graph G. (We can check in linear time whether each such subgraph
is truly d-degenerate.)
Start with any edge {u, v} and pick an orientation (say) (u, v). Then, we construct all
possible choices of Y and Z, which takes O(n2d−2 2c ) time. Next, we choose Y and Z such
that G[Y ∪ Z ∪ {u, v}] is a d-degenerate subgraph whose degeneracy ordering is (u, Y, v, Z).
Then, we can build a set S of vertices s where s is the first vertex in the degeneracy ordering
of G[{s, u, v} ∪ Y ∪ Z]. Lastly, we enumerate all maximal independent sets X in G[S] which
takes O(cmn2 2c ) time by Corollary 16. Then, any maximal d-degenerate subgraph H of G
is X ∪ Y ∪ Z ∪ {u, v} for some chosen X, Y , Z, and {u, v} according to the above algorithm.
The total run-time for this algorithm is O(cm2 n2d 4c + cmn2 2c ).
◀

5.1

Enumerating subgraphs of bounded co-degeneracy with the
three-step approach

We give another FPT algorithm for enumerating all maximal subgraphs with degeneracy at
most d in the complement of a c-closed graph using the three-step approach. For this (as well
as for bounded-treewidth) we use the notion of a generalized star and of an (ℓ, k)-partition.
We define these below. The bound obtained using this approach is worse than the algorithm
described above but we include it for the sake of completeness and since the same notions
are used in the case of bounded treewidth. The proof uses an alternate characterization of
the structure of a bounded-degeneracy graph in the co-graph of a c-closed graph. For details
and missing proofs see the full version.
Generalized stars. We say that that a graph H is a k-star if there is a partition {A, B} of
V (H) such that |A| ≤ k and B is an independent set. Equivalently, graph is a k-star if and
only if it has a vertex cover of size at most k. We say that A is the head of the k-star H,
and B is the set of tails. A k-star is proper if every tail is adjacent to at most k − 1 vertices
(in the head). In particular, any (k − 1)-star is a proper k-star. We note that an edgeless
graph is a proper 1-star and a (vertex disjoint) union of an edgeless graph and a star is a
proper 2-star.
▶ Lemma 25. Let G be the complement of a c-closed graph. The number of subsets S ⊆ V (G)
that induce a proper k-star with a maximal set of tails is at most 2 · nk+2 · M0 (c − 1).
Note that we only require that the set of tails is maximal: there is no proper k-star with the
same head and a strictly larger (inclusion-wise) set of tails.
Proof of Lemma 25. Let A ⊆ V (G) be a set of at most k vertices. For a proper k-star with
head A and the set of tails B it holds that B is an independent set in G \ A. Suppose that
the B is the maximal set of tails for the k-star G[A ∪ B].
Let X be the set of vertices v ∈ V (G) \ A that are adjacent to every vertex in A. If
|A| = k, then since G[A ∪ B] is proper and by maximality of the tail, it follows that B is a
maximal independent set in G \ (A ∪ X). If |A| < k then by the maximality of tail, B is a
maximal independent set in G \ A.
By Theorem 8 there are at most n2 M0 (c − 1) maximal independent sets in G \ A and
similarly at most n2 M0 (c − 1) maximal independent sets in G \ (A ∪ X). The lemma
follows.
◀
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Good (ℓ, k)-partitions. Next, we introduce a definition that captures the property of graphs
we can count by fixing several edges. Informally, we say that a graph H admits a good
(ℓ, k)-partition if there are k edges and a set A0 on at most ℓ vertices such that the rest of the
graph can be partitioned into non-neighborhoods of the edges. We show that the subgraphs
admitting a good (ℓ, k)-partition are easy to count.
▶ Definition 26. We say that a graph H admits a good (ℓ, k)-partition if there
 exist k
edges e1 , . . . , ek and a (k + 1)-partition {A0 , A1 , . . . , Ak } of the set V (H) \ ∪ki=1 ei such that
NH (ei ) ∩ Ai = ∅ for every i ∈ [k] and |A0 | ≤ ℓ.
▶ Lemma 27. Let G be the complement of a c-closed graph. The number of subsets S ⊆ V
for which graph G[S] admits a good (ℓ, k)-partition, is bounded by nℓ+2k · 2k(c−1) .
Proof of Lemma 27. Let H be induced subgraph of G that let e1 , . . . , ek and A0 , . . . , Ak
be the edges and sets defining a good (ℓ, k)-partition of H. To prove the lemma, it suffices
to show that the number of induced subgraphs that admit a good (ℓ, k)-partition with the
same edges e1 , . . . , ek and the same set A0 is bounded by 2k(c−1) .
Denote with U the vertices of G that are neither incident to the edges e1 , . . . , ek nor in the
set A0 , i.e., U = V (G) \ (A0 ∪ki=1 ei ). By definition of a good (ℓ, k)-partition, for any induced
subgraph with a good (ℓ, k)-partition e1 , . . . , ek and A0 , A′1 , . . . A′k it holds A′i ⊆ U \ NG (ei )
for each i ∈ [k]. Since G is complement of a c-closed graph, it follows that |U \ N (ei )| ≤ c − 1
for each i ∈ [k]. Hence, there are at most 2k(c−1) induced subgraphs G[S] that admit a good
(ℓ, k)-partition with A0 and the edges e1 , . . . , ek . The lemma follows.
◀
.
We obtain an FPT algorithm for bounded-degeneracy graphs in the following way.
Combinatorial bound. Recall that the maximum number of maximal d-degenerate subgraph
with in an arbitrary N -vertex graph is denoted by Dd (N ). Pilipczuk and Pilipczuk [65] show
that for every d there is a constant γd < 2 such that Dd (N ) ≤ γdN .
FPT bound. It can be shown that a d-degenerate graph is either a 4d-star or admits a
good (4d, 2d)-partition. Then, by Lemmas 25 and 27 we obtain an FPT upper bound.
▶ Theorem 28. Let G be the complement of a c-closed graph. The number of maximal
d-degenerate subgraphs in G is bounded by O(n8d Dd (2dc)).
Enumeration. Maximal d-degenerate subgraphs can be listed in time O(mnd+2 ) per maximal
subgraph [26]. We obtain the following corollary.
▶ Corollary 29. For each fixed integer d, there is a constant γd < 2 and an FPT algorithm
running in time O(n9d+4 · γd2dc ) for enumerating all maximal subgraphs with co-degeneracy
at most d in a c-closed graph G.

6

Bounded co-treewidth

We give FPT algorithms for enumerating all maximal subgraphs of bounded treewidth in the
complement of a c-closed graph using (only) the three-step approach. For the combinatorial
bound, we use the trivial upper bound 2N for the number of maximal subgraphs of bounded
treewidth in an N -vertex graph. For the enumeration, we are unaware of any polynomial
delay algorithms for enumerating maximal subgraphs of bounded treewidth. Nevertheless,
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the proof of the FPT bound is easily turned into an FPT enumeration algorithm. Therefore,
we are only concerned with proving the FPT bound. We refer to the full version version of
this paper [7] for an extension of the upper bound (and consequently the algorithm) to the
subgraphs of bounded local treewidth.
FPT bound. To count star-like maximal subgraphs with treewidth at most t in the complement of a c-closed graph, we use Lemma 25. The counting reduces to counting maximal
independent sets in smaller graphs.
To count the non-star-like graphs with treewidth at most t, we use Lemma 27. The
lemma shows how to count all subgraphs that contain several edges and show that any other
vertex is non-adjacent to at least one of the fixed edges.
The upper bound is proved by combining the two mentioned cases. More precisely, we
show that any subgraph of bounded treewidth is counted by either Lemma 25 or Lemma 27.
We present the main theorem of this section.
▶ Theorem 30. Let G be the complement of a c-closed graph and let t ∈ N. The number of
maximal subsets S ⊆ V (G) for which tw(G[S]) ≤ t is at most 3nt+4 22(c−1) .
Before we prove the theorem, we mention that the class of all graphs with treewidth
at most t contains all “proper” (t + 1)-stars but not all (t + 1)-stars. Simply, Kt+2 is a
(t + 1)-star but has treewidth t + 1. The proof relies on the following claim.
▷ Claim 31. Let S ⊆ V (G) such that tw(G[S]) ≤ t. Then, G[S] is either a proper (t + 1)-star
or admits a good (t, 2)-partition.
Proof of Claim 31. Let (T, W) be a tree decomposition of G[S] of width at most t; Wa is the
bag corresponding to vertex a ∈ V (T ) and W is the set of bags, i.e., W = {Wa : a ∈ V (T )}.
Without loss of generality, we may assume that for any edge ab ∈ E(T ) the bags Wa and
Wb are crossing, i.e., it holds Wa \ Wb ̸= ∅ ̸= Wb \ Wa . On the contrary, if Wa ⊆ Wb we can
simply remove the vertex a and the bag Wa and reconnect the tree in the natural way to
obtain a tree decomposition with the same width and a smaller tree.
Let ab ∈ E(T ) and let Ta , Tb be the trees in T \ ab. Tree Ta (resp. Tb ) is the tree in
T \ ab containing the vertex a (resp. b). It is easy to check that there is no edge between
Ua := ∪t∈V (Ta ) Wt \ (Wa ∩ Wb ) and Ub := ∪t∈V (Tb ) Wt \ (Wa ∩ Wb ). In other words, Wa ∩ Wb
is a separator of G[S] whenever Ua =
̸ ∅=
̸ Ub . Since the adjacent bags in T are crossing we
do have Ua ̸= ∅ ̸= Ub . Moreover, since |Wa |, |Wb | ≤ t + 1 and Wa \ Wb ̸= ∅ it follows that
|Wa ∩ Wb | ≤ t. Thus, Wa ∩ Wb is a separator of size at most t in G[S] for every ab ∈ E(T ).
If Ua and Ub both contain an edge, say e1 and e2 respectively, then G[S] admits a good
(t, 2)-partition. Namely, we can set A0 = Wa ∩ Wb , A1 = Ub , and A2 = Ua . Therefore, we
assume that for each edge ab ∈ E(T ) at least one of Ua or Ub is an independent set. We
show, that this implies that G[S] is a proper (t + 1)-star.
If for some ab ∈ E(T ) both Ua and Ub are independent sets, then so is Ua ∪ Ub . As
Ua ∪ Ub = S \ (Wa ∩ Wb ) and |Wa ∩ Wb | ≤ t, it follows that G[S] is a t-star. Hence, for
the rest of the proof we assume that for each edge ab ∈ E(T ) either Ua or Ub is not an
independent set. Combining with the previous paragraph, we have that for each ab ∈ E(T )
exactly one of Ua , Ub is an independent set and the other one is not.
Such a property gives a natural orientation of the edges in T . In particular, if Ua is an
independent set we orient the edge ab as (a, b) and say that edge ab is oriented towards
b. Otherwise we orient ab as (b, a) as say that ab is oriented towards a. Since T is a tree,
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there is a vertex s ∈ V (T ) such that all incident edges are oriented towards s. (Start with
an arbitrary vertex x ∈ V (T ) and move to any vertex y ∈ NT (x) such that xy is oriented
towards y. We keep iterating until we encounter a vertex s such that all incident edges are
oriented towards s. The process terminates as T is a tree.) We show that S \ Ws is an
independent set.
Suppose on the contrary that there is an edge uv ∈ G[S] \ Ws . By the definition of tree
decomposition (T, W), the vertices u and v are both contained in some bag Wp for p ∈ V (T ).
Moreover, it holds that p ̸= s. Let q be the neighbor of s on the undirected s-p path in T
(possibly q = p). Then, Uq is not an independent set: we have uv ∈ Uq since Wp \ Ws ⊆ Uq .
It follows that the edge sq is oriented from s to q. A contradiction with the choice of s. As
|Ws | ≤ t + 1 we conclude that S is a (t + 1)-star.
It remains to show that the (t + 1)-star is proper, i.e., that every vertex v ∈ S \ Ws is
adjacent to at most t vertices in Ws . If |Ws | ≤ t, then there is nothing to prove, so assume
|Ws | = t + 1. For the sake of contradiction, let v ∈ S \ Ws be a vertex adjacent to all t + 1
vertices of Ws . Let Wr be the bag containing v that is closest to the bag Ws in the tree T .
Let Tv be the tree in T \ s that contains r. Since v ̸∈ Ws , for any bag Wx that contains v it
holds x ∈ Tv . Moreover, the unique s − x path in T contains the vertex r. By the properties
of tree decomposition, and since v is adjacent to every vertex in Ws it follows that Ws ⊂ Wr .
Thus, |Wr | ≥ |Ws ∪ {v}| = t + 2. A contradiction with the width of (T, W).
◁
Proof of Theorem 30. Let S be a maximal subset of vertices of G such that tw(G[S]) ≤ t.
By Claim 31, either G[S] admits a good (t, 2)-partition or S induces a proper (t + 1)-star.
The number of sets S that admit a good (t, 2)-partition is at most nt+4 22c−2 by Lemma 27.
Let us consider the case when G[S] is a proper (t + 1)-star. Since S is a maximal set with
property that G[S] ∈ C it follows that S is also a set that induces a proper (t + 1)-star with
maximal tail. It is not hard to see that the class of graph with bounded treewidth contains
all proper (t + 1)-stars. The number of sets S that induce a proper (t + 1)-star with maximal
tail is at most 2nt+3 2c−1 by Lemma 25. The theorem follows.
◀
▶ Example 32. Recall that Ka,b is the complement of a 1-closed graph, and that
tw(Ka,b ) = min{a, b} for any a, b ∈ N. Trivially, Kℓ,t+1 contains at least Ω(ℓt ) =
Ω ((|V (Kℓ,t+1 )| − t − 1)t ) maximal induced subgraphs with treewidth at most t. Hence,
the dependence on nt in Theorem 30 is necessary.
Enumeration. Let us explain how to turn the above proof in an enumeration algorithm.
In the proof of Theorem 30 we showed that any maximal induced subgraph of treewidth at
most t is either a proper (t + 1)-star or admits a good (t, 2)-partition.
Enumeration of all proper (t + 1)-stars reduces to the enumeration of all maximal
independnet sets in the complement of smaller c-closed graphs by the same reduction as in
the proof of Lemma 25. Thus, listing all proper (t + 1)-stars takes O(nt+3 M0 (c − 1)) time.
To enumerate all subgraphs admitting a good (t, 2)-partition we use the defintion of the
good (t, 2)-partition and the c-closure condition. For two edges e, f there are at most 2c
vertices that are non-adjacent to either e or f by the complementary c-closure property.
After fixing a set A of size at most t and particular two edges e, f , by brute-force we can
find all subgraphs with treewidth at most t that admit a good (t, 2)-partition with the set A
and the edges e and f . Since there are at most 2c vertices over which we have to apply the
bruce-force this takes O(22c ) time. In total, going over all sets of size at most t and every
two edges e, f takes O(nt+4 22c ) time.
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▶ Corollary 33 (Restatement of Theorem 4). For c-closed graphs and a fixed t ≥ 0, there is
an algorihtm running in time O(nt+4 22c ) that outputs a set containing all maximal induced
subgraphs with co-treewidth ≤ t.
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1

Introduction

Static and dynamic optimality in internal memory
Since the early 1960s, many balanced binary trees have been developed with worst-case
O(log N ) time per operation [1, 6, 22], where N is the number of elements in the tree. In such
trees, the cost of any particular operation can be much smaller, even O(1), if the element
being queried is stored near the root of the tree. This means that a search tree can potentially
achieve o(log N ) time per operation on workloads that exhibit locality properties.
Since the 1980s, considerable effort has been devoted to designing distribution-sensitive
binary search trees that perform workload-specific optimizations. Broadly speaking, there
are two approaches to analyzing distribution-sensitive search trees. The first approach is to
bound the performance based on some property of the input sequence [5,13,17–19,25,26,33,34],
e.g., the sequential access bound [34], the working set bound [26, 33], the weighted dynamic
finger bound [13, 18, 19], and the unified bound [5, 26]. The second approach is competitive
analysis, where one must select a class of data structures C, such as static binary trees or
binary trees that are modified via rotations, and then design a single data structure A (not
necessarily from C) that is competitive with any data structure in C. If the members of C are
static, a O(1)-competitive algorithm1 is said to be statically optimal against C and if they
are dynamic, a O(1)-competitive algorithm is said to be dynamically optimal against C.
Splay trees are famously statically optimal against the class of binary trees [33]. On
the other hand, whether dynamic optimality can be achieved against the class of binarytrees-with-rotations remains one of most elusive problems in the field of data structures
(see [27] for a survey). The Tango Tree [23] is known to be within a factor of O(log log N ) of
dynamic optimality. The splay tree [32] is widely believed to achieve dynamic optimality,
but it remains open whether the structure is even o(log N )-competitive.
Research on dynamic optimality against internal-memory search trees has historically
considered sequences of operations consisting exclusively of queries. We emphasize that this
is not a limitation of past work – indeed, it turns out that queries and inserts/updates/deletes
are sufficiently similar to one another that the queries-only assumption is without loss of
generality. As we will see later, this equivalence does not hold in external memory.

Static and dynamic optimality in external memory
Search trees are every bit as ubiquitous in external memory as they are in internal memory
– e.g., they are used prominently in file systems [28, 37], databases [7, 20], and key-value
stores [12, 21, 30]. The principle difference with internal memory is that disks are accessed in
blocks of some (typically large) size B.2 External-memory search trees are analyzed in the
Disk-Access Model [2], where the goal is to minimize the number of block accesses (also
known as I/Os).

1

2

Here, we can see an example where it is especially important that A not have to be a member of C. In
particular, if we wish to construct an A that is O(1)-competitive with any (omnisciently constructed)
static C, then we must allow for A to adapt dynamically over time.
As a convention, B is measured in terms of the number of machine words that fit in a block.
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B-trees [7, 20] are balanced search trees optimized for external memory, which means
they have fanout Θ(B), and hence a worst case of O(logB N ) I/Os per operation. Again,
the cost of any particular operation can be much smaller if the element being queried is
stored near the root. This raises a natural question: what can be said about static and
dynamic optimality for external-memory search trees? We remark that most of the work on
this question has focused on dynamic optimality and treated static optimality implicitly.
The notion of dynamic optimality in external-memory search trees is less well understood
than in internal memory. Part of the reason for this is the difficulty of identifying the
class of data structures over which dynamic optimality should be defined, and in particular
identifying the mechanism by which elements can move vertically in the tree.
Early work focused on a skip-list-like mechanism where keys can move towards the root
in the tree by becoming a pivot and splitting some node in two [14, 31]. We call this class
of data structures merge-split trees. Bose et al. [14] gave a data structure that achieves
dynamic optimality in this model and showed that the performance of their data structure is
determined by the working-set bound [26, 33].
Merge-split trees are limited in their ability to exploit the locality of a workload. For
example, on the sequential workload in which 1, 2, . . . , N are accessed round robin, merge-split
trees incur amortized cost Ω(logB N ) per operation. In contrast, even in-memory binary trees
implemented using rotations can achieve the sequential access bound [34] on the same
workload, that is, an amortized O(1) I/Os. The main difference between merge-split trees
and binary trees with rotations is that merge-split trees move individual elements up and
down the tree, but they do not move entire subtrees together (as is the case for rotations).
Recently, Demaine et al. [24] introduced a different class of dynamic trees that support
“rotations” similar to those in in-memory binary search trees. The authors study dynamic
optimality over this class of data structures and introduce the Belga B-tree, which they prove
is O(log log N )-competitive against any rotation-based search tree.
The work on external-memory dynamic optimality so far has focused on exploiting the
underlying locality properties of the workload in order to optimize queries. The tradeoff
being explored is the decision of which keys are stored near the root of the tree and which
keys are stored further down.

This paper: optimizing the asymmetry of external-memory operations
One of the remarkable (and perhaps unexpected) differences between search trees in internal
and external memory, however, is that in external memory, inserts/updates/deletes can
be implemented to have amortized performance asymptotically faster than that of queries.
While the worst-case cost of queries is logarithmic, inserts/updates/deletes can take an
amortized subconstant number of I/Os [8–10, 15, 16, 29].
An important consequence of this asymmetry is that there are many input sequences
for which the positioning of different keys in the tree is not the dominant factor controlling
performance. To study dynamic optimality for such sequences, we must consider a class of
algorithms that can optimize the cost of queries vs insertion/deletions/updates.
The key technique for such optimizations is buffered propagation in which one propagates insert/update/delete operations down the tree in buffered batches. This allows for a
single I/O to make progress on many insert/update/delete operations simultaneously, so that
the amortized cost of such operations is small. We emphasize that, on insert/update/deleteheavy workloads, even standard trees that non-adaptively use buffered propagation, such
as the B ε -trees [3, 8, 10, 15], can be asymptotically faster than the best possible adaptive
rotation-based search trees.
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Buffered propagation comes with a tradeoff curve: we can make inserts/updates/deletes
faster (up to a factor of O(B)) at the cost of making queries slower (up to a factor of
O(log B)). This means that there is an opportunity to adapt dynamically to a sequence of
operations, both by adjusting the amount of buffered propagation over time, and by using
different amounts of buffered propagation in different parts of the tree. There is also an
opportunity to adapt the choice of pivots used by each internal node in the tree in order to
strategically split collections of operations in a way that sends queries in one direction and
inserts/updates/deletes in another.
All of these tradeoffs can be formally captured with a class of data structures that we
call buffered-propagation trees – the problem of optimizing the tradeoffs between queries
and non-queries in an external-memory search tree corresponds to the problem of achieving
dynamic optimality against buffered-propagation trees.
We remark that even static optimality against buffered propagation trees is an interesting
question. That is, given a workload of query operations and update operations (which
change values associated with keys, so the set of keys does not change over time), can one
construct a data structure that is competitive with the optimal statically-structured buffered
propagation tree? Even though the buffered propagation tree has a static structure, it can
still strategically select the pivots and the amount of buffered propagation at each internal
node in order to optimize for spatial locality between operations. Even if we are given the
operations up front (in an offline manner), it is not immediately clear how one should go
about constructing the optimal static buffered propagation tree.

A continuum between static and dynamic optimality
Achieving full dynamic optimality against any sophisticated class of search trees (whether
it be internal-memory rotation-based trees or external-memory buffered-propagation trees)
is a difficult problem to get traction on: even small changes to a tree can have significant
impact on asymptotic performance, so an omniscient adversary can potentially perform rapid
modifications to the data structure in order to adapt to the workload at a very fine-grained
level. In addition to considering the question of how to model dynamic optimality in external
memory, a second contribution of this paper is to revisit the question of how we should
perform beyond-worst-case analysis within that model, in order to characterize how “close”
a given data structure is to achieving dynamic optimality.
One insight is that, in practice, it is natural to expect that the properties of an input
sequence may evolve slowly over time, meaning that the (offline) optimal dynamic buffered
propagation tree will also evolve slowly. We capture this property formally by declaring
a sequence of operations to be K-smooth if there exists an optimal dynamic buffered
propagation tree T for the sequence such that only a 1/K-fraction of T ’s I/Os are spent
restructuring the tree.
We propose a natural form of beyond-worst-case analysis: rather than trying to achieve
full dynamic optimality, can we achieve dynamic optimality for the class of K-smooth inputs
(and for some reasonably small K)? Instead of thinking of this as a restriction on input
sequences, one can also think of it as a type of resource augmentation. Can we design a data
structure that is O(1)-competitive with any K-speed-limited buffered propagation tree,
that is any buffered propagation tree that is limited to spend at most a 1/K-fraction of its
I/Os on modifying the tree? Note that any data structure that is O(1)-competitive against
K-speed-limited buffered propagation trees is guaranteed to be O(1)-competitive on all Ksmooth input sequences – therefore the problem of achieving competitive guarantees against
K-speed-limited adversaries subsumes the problem of achieving optimality on K-smooth
inputs.
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The study of K-speed-limited adversaries offers an intriguing continuum between static
and dynamic optimality. Optimality against ∞-speed-limited adversaries is equivalent to
static optimality, and optimality against 1-speed-limited adversaries is equivalent to full
dynamic optimality. The smaller a K that we can achieve optimality against, the closer we
are to achieving true dynamic optimality. We remark that this same continuum would also
be interesting to study for internal-memory search trees, and we leave this direction of work
as an open problem.

Achieving dynamic optimality against a speed-limited adversary
The third contribution of the paper is a new data structure that we call the Jεllo Tree. The
Jεllo Tree is statically optimal, meaning that on any workload of updates and queries, the
tree is constant competitive with any static buffered propagation tree. The Jεllo Tree is also
dynamically optimal against any sufficiently speed-limited buffered propagation tree.
Our main theorem is that, for any δ ∈ (0, 1) ∩ Ω(log log N/ log B), we can build a Jεllo
Tree that is O(1/δ)-competitive with any B 3δ -speed-limited buffered propagation tree. The
construction and analysis of the Jεllo Tree is the main technical result of the paper.
In addition to requiring that the adversary is speed limited, our competitive analysis
assumes a B 3δ -factor of resource augmentation on cache size, meaning that we compete an
adversary whose cache is a B 3δ -factor smaller than ours. We also present a version of the
analysis that incurs a small additive overhead in exchange for eliminating the cache-size
resource augmentation.

Paper outline
In Section 2, we formally define buffered propagation trees and speed-limited adversaries,
and we state our main results. Then in Section 3 we give a sketch of the Jεllo Tree’s design
and analysis. The full design and analysis appear in the extended version of the paper [11].

2

Defining the Class of Speed-Limited Buffered Propagation Trees

In this section, we formally define buffered propagation trees (and speed-limited buffered
propagation trees). We then define the adversary Speed-Limited OPT (or OPT for short)
against which we will analyze the Jεllo Tree. And finally we use these definitions to formally
state the main result of the paper.
Both buffered propagation trees and the Jεllo Tree live in the Disk-Access Model [2].
In particular, the computer has a cache of size M machine words, and has access to an
(unbounded-size) external memory consisting of blocks of some size B machine words. An
algorithm can read/write a block from external memory to cache at the cost of one block
access (or I/O), and time is measured as the total number of I/Os incurred by the algorithm.

2.1

An introduction to buffered propagation

In external-memory data structures, there is an asymmetry that allows for inserts/updates/deletes to be implemented asymptotically faster than query operations. The fundamental
technique for achieving these speedups is buffered propagation, in which one propagates
insert/update/delete operations down the tree in buffered batches. For each node x in
the tree, if x has f children c1 , . . . , cf , then x maintains a buffer of size B/f for each of
those children. Each buffer collects insert/update/delete messages destined for that child
ci . Messages are flushed down from x to the children c1 , . . . , cf in collections of size B/f
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(i.e., whenever a buffer for one of the children overflows). The O(1) I/Os that are used to
perform a buffer flush are shared across Θ(B/f ) insert/update/delete operations. By giving
a node x a smaller fanout, one can decrease the amortized cost of a buffer flush, making
inserts/updates/deletes faster. On the other hand, smaller fanouts also make the height of
the tree larger, which makes queries slower.
A classic example of buffered propagation is the B ε -tree [8, 10, 15, 16], which has found
applications in databases [10, 35, 36] and file systems [28, 37–41]. In a B ε -tree, all nodes
have the same fixed fanout f (typically, one sets f = B ε for some constant ε). Queries cost
f
O(logf n) and insert/update/delete operations have amortized cost O( B
logf N ), so that,
e.g., an insert/update/delete-heavy workload can be performed asymptotically faster than in
standard B-trees if f is selected to be small. An interesting feature of this tradeoff curve
is that, if B ≫ f logf N , then insert/update/delete operations can even take sub-constant
amortized time – the same guarantee is not possible for queries.
The fanout f used within a B ε -tree can be tuned to the sequence of operations. One
must be careful not to √
select the wrong fanout for the workload, however. For example, the
n
1/2
√B ) while
B -tree, where f = B, achieves an insert/update/delete performance O( log
B
achieving an optimal query performance of O(logB n). But, if a workload
√ consists exclusively
of inserts/updates/deletes then the B 1/2 -tree will perform a factor of B away from optimal.
Although we typically think of B ε -trees as having fanout f that is uniform across all
nodes (and unchanging), the B ε -tree generalizes to a class of data structures where different
nodes can have different fanouts. In this paper we define a broad class of data structures
that we call buffered propagation trees, and which can be viewed as weight-balanced
B ε -trees with non-uniform fanout.
Non-uniform fanouts are especially natural if some parts of the key space are insert/update/delete heavy and other parts of the key space are query heavy. A buffered propagation
tree can pick a large f for nodes that see mostly queries and a small f for nodes that see
mostly inserts/updates/deletes. This means that pivots can be strategically selected in order
to split collections of operations in a way that sends queries in one direction and inserts/updates/deletes in another.3 By contrast, since f is uniform in a B ε -tree, the performance of
the tree is fairly insensitive to pivot choice. By choosing the right pivots and local f , one
can potentially exploit the underlying spatial locality of the workload to achieve asymptotic
improvements over any uniform-fanout B ε -tree. In the dynamic case, where a buffered
propagation tree is permitted to change its structure over time, it can also adapt to the
temporal locality of the sequence of operations being performed.

2.2

Formally defining buffered propagation trees

We now formally define the class of buffered propagation trees. To simplify discussion, we
restrict ourselves to queries/inserts/updates – discussion of deletes can be found in the
extended version of the paper [11].
For each node x in a buffered propagation tree, let K(x) be the keys stored in the subtree
rooted at x. Let d(x) be the number of children that x has and call them c1 , . . . , cd(x) . Then
x selects some subset p1 < · · · < pd(x)−1 ∈ K(v) to act as pivots. The children c1 , . . . , cd(x)
of x then have key sets K(c1 ) = K(x) ∩ (−∞, p1 ], K(c2 ) = K(x) ∩ (p1 , p2 ], . . . , K(cj ) =
K(x) ∩ (pj−1 , ∞]. The result is that each node x is associated with some interval of keys,
called x’s key range, such that any operation on that key range is routed through x.

3

As we will see later in this paper, the careful selection of pivots can have substantial asymptotic impact
on the performance of the tree, even when fanouts are selected optimally.
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The size of a node is the number of keys in the node’s key range in the tree.4 Every
node in the tree has a target size (for leaves the target size is B/2), dictating what size the
node is supposed to be: as a rule, at any given moment, if a node has target size s, then
its true size must be in the range [s, O(s)]. All the children of a node must have the same
target sizes as one another, and we refer to the target size of the children of a node as its
target child size. Without loss of generality, the target child size of a node is smaller than
the target size.

Flushing messages between nodes in a buffered propagation tree
The target fanout of an internal node is defined to be the target size divided by the target
child size. If a node has target fanout f , then the node maintains a buffer of size B/f for
each of its children. The buffer for each child c stores insert/update messages for that child –
these messages keep track of insert/update operations that need to be performed on keys in
c’s key range.
To understand how insert/update messages work, it is helpful to think about the progression of a given message down the tree. Any given insert/update operation on some key k
inserts a message into a buffer at the root. Over time, the message then travels to the leaf
whose key range contains k, at which point the insert/update operation is finally applied.
Whenever a buffer for some child y overflows in a node x, that buffer is flushed to the child
y; and the messages in the buffer are distributed appropriately across y’s buffers; this may
then cause buffers in y to overflow, etc..
In order to perform a query on a key k, one traverses the root-to-leaf path to the leaf ℓ
that contains k in its key range. By examining the messages in the buffers of the nodes in
the root-to-leaf path, as well as the contents of leaf ℓ, the tree can answer the query on key k.

Modifying a buffered propagation tree and defining speed-limitation
A buffered propagation tree can dynamically change the fanouts and pivot-choices within
nodes in order to adapt to the sequence of operations being performed.
The most basic operation that a buffered propagation tree can perform is to split a node
x into two nodes x1 , x2 whose target-sizes/target-child-sizes are the same as x’s were. This is
known as a balanced split. Balanced splits allow for the tree to perform weight-balancing,
and we will treat balanced splits as being free (for our adversary), meaning they do not cost
any I/Os, even if the tree is K-speed-limited for some K.
The other way that a buffered propagation tree can modify itself is through batch
rebuild, in which some collection of nodes in the tree are replaced with new nodes (using
possibly different pivots and fanouts than before).
In more detail, when performing a batch rebuild, we can take any set of nodes X =
{x1 , . . . , xm }, and and replace them with a different set of nodes Y = {y1 , . . . , ym′ } arbitrarily,
with the restriction that after the replacement, the tree should still be valid (i.e., each node
meets its target size requirement, each child has target size equal to the parent’s child target
size, and pairs of consecutive key ranges are separated by a valid pivot). Note that after a
batch rebuild, buffers may be significantly overflowed in some nodes, in which case the tree
must perform a series of buffer flushes to fix this. If a buffer is overflowed by a factor of k,
then flushing that buffer takes Θ(k) I/Os.5

4
5

This can differ from |K(x)| for node x because insertions into x’s key range can reside in a buffer above
x.
We can also think of the flush as being partitioned into ⌊k⌋ distinct flushes, each of which flushes B/f
items.
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A K-speed-limited buffered propagation tree is limited as follows: the tree is only
1
permitted to devote a K
fraction of its I/Os to batch rebuilds. Another way to think about
this is that I/Os spent on batch rebuilds are a factor-of-K more expensive than other I/Os.
So a batch rebuild of a set of nodes X into a new set of nodes Y costs (|X| + |Y |)K I/Os.

Defining K-smooth inputs
A K-smooth input is any sequence of operations with the following property: The optimal
buffered propagation tree cost C for those operations is within a constant factor of the
optimal K-speed-limited buffered propagation tree cost C ′ for those operations. Intuitively,
this means that there is an optimal (or at least near-optimal) buffered propagation tree that,
during the sequence of operations, spends only a O(1/K)-fraction of its I/Os on optimizing
the structure of the tree for the sequence.
Note that we are intentionally generous in what we consider to be “optimizing the
structure of the tree”. Balanced splits are not counted against the adversary, are not affected
by K-speed-limitation, and thus do not factor into K-smoothness. This is important because
on an insertion-heavy workload, a tree may be forced to perform a large number of balanced
splits, even if the tree is not changing its fanouts/pivots in any interesting way. Thus,
insertion-heavy workloads would penalize the adversary unfairly for I/Os that the adversary
has no choice but to spend.
To achieve dynamic optimality for K-smooth inputs, it suffices to achieve dynamic
optimality (for all inputs) against K-speed-limited buffered propagation trees:
▶ Observation 1. If a data structure T is c-competitive against dynamic K-speed-limited
buffered propagation trees, then T is O(c)-competitive on K-smooth input sequences against
dynamic buffered propagation trees.
Throughout the body of the paper, we shall focus on the problem of achieving dynamic
optimality against K-speed-limited buffered propagation trees, since this problem is strictly
more general than the problem of considering K-smooth inputs.

Defining Speed-Limited OPT
In this paper, we will consider the class of K-speed-limited buffered propagation trees, where
K = B 3δ for some parameter δ. Given a sequence of operations S, we define speed-limited
OPT (or OPT for short) to be the K-limited buffered propagation tree that achieves the
minimum total I/O cost on that sequence of operations. We will design a data structure, the
Jεllo Tree, that is competitive with OPT.

Caching in OPT and in the Jεllo Tree
OPT is assumed to a have a cache that stores the top of OPT’s tree. As per the Disk-Access
Model [2], any accesses to nodes that are cached are free, in the sense that they do not
incur I/Os. We assume that the cache for OPT stores any node x whose target size is above
N/C, for some caching parameter C. (Note that this means, w.l.o.g., that OPT may as well
make such nodes be fully insert/update-optimized with Θ(1) fanouts – and furthermore,
w.l.o.g., OPT does not perform batch rebuilds on cached nodes.) We will further assume
N/C = N 1−Ω(1) (meaning that if OPT were to have uniform fanout, then at most a constant
fraction of OPT’s tree levels would be cached).
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In the same way that we assume a factor of B 3δ resource augmentation in terms of speedlimitation, the Jεllo Tree will is also given a factor of B 3δ cache-size resource augmentation
against OPT. Namely, we will assume that the Jεllo Tree caches any node x whose size is
N
δ
above CB
3δ . If both data structures were B -trees, this would correspond with caching O(1)
more layers than OPT caches.

2.3

Results

Our main theorem is the following:
▶ Theorem 2. Suppose that B ≥ Ω(log N ) and that B is sufficiently large as a function
of 1/δ. Let α be the total I/O cost incurred by the Jεllo Tree, and let β be the total cost
incurred by the optimal B 3δ -speed-limited buffered propagation tree OPT using a factor of
B 3δ smaller cache than does the Jεllo Tree. Then α ≤ O(β/δ).
We also present a version of the theorem that does not assume resource augmentation on
cache size. As long as N ≫ B, then the cost of removing the resource augmentation is only
a small additive I/O cost per operation.
▶ Theorem 3. Suppose that B ≥ Ω(log N ) and that B is sufficiently large as a function
of 1/δ. Let α be the total I/O cost incurred by the Jεllo Tree, let I be the total number
of inserts/updates performed on the Jεllo Tree, and let R be the total number of queries
performed on the Jεllo Tree. Let β be the total cost incurred by the optimal B 3δ -speed-limited
buffered propagation tree OPT using the same cache size as the Jεllo Tree uses. Then
α ≤ O(β/δ) + min{I/B δ , R log B δ }.
In the extended version of the paper [11], we also discuss how to incorporate deletes into
both the definition of a speed-limited adversary and the design and analysis of the Jεllo Tree.

3

Technical Overview

Because both the Jεllo Tree itself and its analysis are quite intricate, in this section we present
a sketch of the main ideas in the data structure and our proofs. The full data structure and
its analysis appear in the extended version of the paper [11].
To simplify the presentation, we begin by considering optimality against a weakened
version of OPT. As subsections proceed, we remove restrictions on OPT and work our way
towards achieving dynamic optimality the optimal B 3δ -speed-limited buffered propagation
tree.
We begin in Subsection 3.1 by considering an OPT that has uniform fanouts (i.e., OPT
is a B ε -tree with optimal fanout). In Subsection 3.2, we consider an OPT that is allowed
arbitrary fanouts, but is restricted in its ability to select pivots. In Subsection 3.3, we
examine the obstacles that arise OPT is permitted to select pivots arbitrarily. Finally, in
Subsection 3.4, we consider the full version of OPT, in which OPT gets to select both pivots
and fanouts freely.

3.1

A warmup: designing a fanout-convergent tree

Suppose we are given an initial set of N records to be stored in a buffered propagation tree
T with L = Θ(N/B) leaves, and we are given a sequence of operations S = ⟨s1 , s2 , . . . , sk ⟩
of inserts/updates and queries. Let Cf (S) be the cost that the operations S would incur
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if T were implemented as a B ε -tree with fanout f . In this section, we present the fanoutconvergent tree, which is a data structure for implementing the operations S so that the
total cost is O(minf Cf (S)) (without knowing S ahead of time).

Problem: the cost of rebuilds
A natural approach to achieving cost O(minf Cf (S)) would be to treat the selection of f
as a multi-armed bandit problem [4]. The problem with this approach is that, in order to
offset the costs of rebuilding the tree in each trial of the multi-armed bandit problem, each
individual trial must be very long. The result is that, in the time that it takes for the tree to
change size by a constant factor we would only be able to perform a small number of trials,
preventing the multi-armed bandit algorithm from converging fast enough to be useful.

Saving time by moving in only one direction
In order to keep the total costs of tree rebuilds small, we only adjust the fanout f in one
direction. The tree begins as fully query-optimized, i.e., with fanout B, and over time the
fanout decreases monotonically. A key insight is that, whenever a tree with fanout f is
rebuilt as a new tree with smaller fanout, the number of I/Os needed to perform this is only
O(L/f ), since only the internal nodes of the tree need to be reconstructed. It follows that if
a tree begins with fanout B, and each successive rebuild shrinks the fanout by a factor of at
least two, then the total cost of all of the rebuilds is a geometric series bounded by O(L)
I/Os. (Here we are treating the size of the tree as staying O(N ) at all times, but as we shall
see momentarily, this assumption is without loss of generality.)
Any buffered propagation tree must incur at least Ω((log N )/B) ≥ Ω(1/B) cost per
insert/update and at least Ω(logB N ) ≥ Ω(1) cost per query. Thus, whenever either (a) the
total number of inserts/updates surpasses N or (b) the total number of queries surpasses L,
then the O(L) cost of rebuilds has been amortized away. Whenever either (a) or (b) occurs,
we restart the entire procedure from scratch, returning to a fanout of B.
Since we restart our data structure each time that one of (a) or (b) occurs, we can assume
without loss of generality that the number of inserts/updates in S is at most N , that the
number of queries in S is at most L, and that one of the two inequalities is strict (there are
either exactly N inserts/update or exactly L queries). Given such an S, our challenge is to
decrease the fanout over time in such a way that we achieve total cost O(minf Cf (S)).

Selecting query-biased fanouts
Let f0 , f1 , ... be the sequence of fanouts, where operation si is performed on a tree of fanout
fi−1 . Note that f0 = B, that f0 ≥ f1 ≥ f2 ≥ · · · , and that the fanout fi−1 must be
determined based only on the first i − 1 operations. When selecting fanouts, we do not need
to consider the costs of rebuilds, since in total they sum to at most O(L).
We select the fanouts f0 , f1 , f2 , . . . so that they are always slightly query-biased. In
particular, if the first i operations contain Ri ≤ L queries and Wi ≤ N inserts/updates,
then we select the fanout fi to be the optimal fanout for performing L queries and Wi
inserts/updates. That is, we always treat the number of queries as L, even if it is much
smaller. This rule ensures that the sequence f0 ≥ f1 ≥ f2 ≥ · · · is monotone decreasing.

M. A. Bender, M. Farach-Colton, and W. Kuszmaul

18:11

Analyzing the performance
The analysis of each si is made slightly difficult by the fact that si is performed with fanout
fi−1 instead of with fanout fi . One useful observation is that, by slightly tweaking the
algorithm, we can achieve performance asymptotically as good as if each operation i were
performed
with fanout fi . This can be enforced by performing the i-th operation with fanout
p
fi−1 (note that square-rooting the fanout only
phurts the query cost by a constant factor
and improves insert/update cost). As long as fi−1 ≤ fi , then this is asymptotically as
good as using fanout fi . On the other hand, since the sequence
p f0 , f1 , f2 , . . . is monotone
decreasing there can only be O(log log B) indices i for which fi−1 ≥ fi and the cost of
these O(log log B) operations is negligible since each costs O(log L) I/Os.
Let f be the optimal fanout for performing all of the operations in S (recall that, without
loss of generality, S has at most L queries and N inserts/updates). Each of the fanouts
f0 , f1 , f2 , . . . are query-biased in the sense that fi ≥ f . As a result, we need not worry
about the performance of query operations, that is, we can perform the analysis as though
queries take time 0. It follows that, without loss of generality, we may assume that all query
operations are performed at the beginning of the workload (since the positions of the queries
do not affect the fanouts used for the inserts/updates). Furthermore, we can assume that the
number of queries is precisely L, since it turns out that adding ≤ L queries to a workload
with N inserts/updates does not affect the asymptotic cost of the workload.
In summary, the following two simplifying assumptions are without loss of generality:
that fi is the fanout used to perform si , and that S starts with L queries followed only
inserts/updates. One consequence of the second assumption is that the query-biased rule for
selecting the fanouts is equivalent to:
fi = argminf Cf (⟨s1 , . . . , si ⟩).

(1)

Using Eq. 1, we can prove that the first i operations cost at most Cfi (⟨s1 , . . . , si ⟩) (which in
turn is minf Cf (⟨s1 , . . . , si ⟩)). If we assume that this holds for i − 1, then by induction the
cost of the first i operations is at most,
Cfi−1 (⟨s1 , . . . , si−1 ⟩) + Cfi (⟨si ⟩)
= min Cf (⟨s1 , . . . , si−1 ⟩) + Cfi (⟨si ⟩)
f

≤ Cfi (⟨s1 , . . . , si−1 ⟩) + Cfi (⟨si ⟩)
= Cfi (⟨s1 , . . . , si ⟩).
It follows that the cost of all the operations s1 , . . . , sk is bounded by minf Cf (⟨s1 , . . . , sk ⟩),
as desired.
The guarantee achieved above, in which we are competitive with the best fixed fanout
f , is the simplest adaptive guarantee that one could hope for. It does not adapt to the
spatial-locality of where operations are performed in the tree, however, meaning it is still far
from optimal.

3.2

Considering an OPT with Fixed Pivots and Keys

Before considering dynamic optimality over the class of speed-limited buffered propagation
trees, we consider a simpler class of adversaries that we call fixed-pivot buffered propagation trees (or fixed-pivot trees for short). A fixed-pivot tree contains some fixed set of N
records (where N is assumed to be a power of two) and supports query and update operations

ITCS 2022

18:12

What Does Dynamic Optimality Mean in External Memory?

Each supernode has a buffer of size B 1+δ
Each supernode has fanout B δ

Figure 1 The fixed-pivot Jεllo Tree consists of supernodes with fixed fanouts B δ . Each supernode
has a buffer of size B 1+δ . To handle the fact that the buffer is size ω(B), each buffer is itself
implemented as a fanout-convergent tree.

(but not inserts and deletes). A fixed-pivot tree is any buffered propagation tree that satisfies
the fixed-pivot-structure property: every internal node x has a power-of-two fanout,
and each of x’s children subtrees are exactly equal-size. The fixed-pivot-structure property
ensures that there is essentially no freedom to select pivots in a fixed-pivot tree. In particular,
each subtree has some power-of-two size 2j and the rank of the subtree’s final element (i.e.,
the pivot for the subtree) is forced to be a multiple of 2j . We now describe the fixed-pivot
Jεllo Tree, which is O(δ −1 )-competitive with any B 3δ -speed-limited fixed-pivot tree.

The structure of a fixed-pivot Jεllo Tree
One of the challenges of dynamically adapting the fanout of a node x is that, whenever the
x’s fanout changes, x’s children must be split or merged accordingly, which consequently
affects their fanouts (and, in particular, when you increase or decrease the fanout of x,
the merging/splitting that this action forces upon the children has the opposite effect of
decreasing or increasing their fanouts, respectively). The interdependence between each node
x and its children complicates the task of dynamically adapting fanouts.
The fixed-pivot Jεllo Tree solves this issue by decomposing the tree into what we call
supernodes. Every supernode has a fixed fanout of B δ (which we will also assume is a
power of two). Abstractly, each supernode x maintains a buffer of size B 1+δ , allowing for
the supernode to buffer up to B messages for each of its children. This large buffer allows
for the supernode x to be fully insert/update-optimized (meaning that it flushes messages B
at a time) while still having large fanout.
The downside of a large buffer is that the cost of maintaining and searching within
the buffer is potentially substantial. In order to optimize this cost, we implement each
supernode’s buffer as a fanout-convergent tree (i.e., the data structure from Section 3.1) that
is rebuilt from scratch every B δ log B δ I/Os.6 The supernode structure of a fixed-pivot Jεllo
Tree is illustrated in Figure 1.
Whereas the supernode structure of the fixed-pivot Jεllo Tree is static, the internals of
each supernode (and namely the fanout-convergent tree that implements the buffer) adapt
to the operations that go through the supernode. At first glance, the fixed-pivot Jεllo Tree

6

We remark that supernodes will continue to play a critical role in the design of the (non-fixed-pivot) Jεllo
Tree later in this overview. The key difference will be that, in order to simulate optimal pivot-selection,
the internal structure of each supernode will become substantially more sophisticated.
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OPT

n/B δ

Chopped OPT

n/B δ

(The new nodes are highlighted in blue)

Figure 2 Chopped OPT is constructed from OPT by adding additional nodes so that every
root-to-leaf path includes nodes of sizes N, N/B δ , N/B 2δ , . . .. Here, we show an example of nodes
being added of sizes N/B δ (the new nodes are in blue). Notice that, when a node is added, it takes
some of the children of its parent.

may seem quite coarse-grained, in the sense that each supernode adapts as an entire unit
rather than having individual nodes adapt their fanouts. Nonetheless, we will see that the
adaptive power of the data structure is sufficient to make it O(δ −1 )-competitive with any
B 3δ -speed-limited fixed-pivot tree.

Imposing a supernode structure on OPT
Consider a sequence of query and update operations S = ⟨s1 , s2 , . . .⟩ on the fixed-pivot Jεllo
Tree, and let OPT be the optimal B 3δ -speed-limited fixed-pivot tree for S.
In order to compare the fixed-pivot Jεllo Tree to OPT, we begin by modifying OPT into
a new structure that we call Chopped OPT that can be partitioned into supernodes. To
do this, we add to OPT a layer of nodes whose sizes (i.e., the number of keys in their key
range) are all exactly B 1+δ , a layer of nodes whose sizes are all exactly B 1+2δ , a layer of
nodes whose sizes are all exactly B 1+3δ , and so on; see Figure 2. (Note that some of these
nodes may already be present in OPT, in which case they need not be added.) One can
think of Chopped OPT as consisting of supernodes, where each supernode has a root of size
B 1+hδ for some h and leaves of size B 1+(h−1)δ .
Each root-to-leaf path in Chopped OPT is at most a factor of δ −1 longer than the same
path in OPT. The result is that Chopped OPT is O(δ −1 )-competitive with OPT. In order to
analyze the fixed-pivot Jεllo Tree, we show that it is O(1)-competitive with Chopped OPT.

Competitive analysis against Chopped OPT
Each supernode in the fixed-pivot Jεllo Tree has a corresponding supernode in Chopped
OPT that covers the same key range. For each (non-root) supernode x in the fixed-pivot
Jεllo Tree, define the Chopped-OPT parent p(x) of x to be the supernode in Chopped
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OPT whose key range contains x’s key range, and whose size (in terms of the number of
keys in its key range) is B δ times larger than x’s size. The size requirement means that p(x)
sits one layer higher in Chopped OPT than x sits in the fixed-pivot Jεllo Tree.
In order to analyze the performance of a supernode x, there are two cases to consider,
depending on whether Chopped OPT modifies the structure of p(x) during x’s lifetime. We
will see that if p(x) is modified then the speed-limitation on Chopped OPT can be used to
amortize the cost incurred by the Jεllo Tree, and otherwise a competitive analysis can be
performed to compare the performance of supernode x to that of its parent p(x) in Chopped
OPT.
The first case is that, at some point during x’s life (recall that each supernode x gets
rebuilt from scratch after B δ log B δ I/Os), Chopped OPT modifies p(x). In this case, because
Chopped OPT is B 3δ -speed-limited, one can think of the modification of p(x) as costing
Chopped OPT B 3δ I/Os. On the other hand, the supernode p(x) in Chopped OPT is a parent
supernode for at most B δ supernodes x in the Jεllo Tree. Thus we can think of Chopped
OPT as paying B (3−1)δ I/Os to our supernode x. In other words, the B 3δ -speed-limitation
on Chopped OPT pays for the B δ log B δ I/Os incurred by x during its life.
The second case is that, over the course of x’s lifetime, Chopped OPT never modifies
p(x). In this case, we compare the total cost incurred by operations in x to the cost incurred
by the same operations in p(x).7
Define Sx to be the set of query and update operations that go through supernode x
during x’s lifetime. Whereas the operations in Sx may take different paths than each other
down supernode x, all of the operations in Sx take the same root-to-leaf path P through
supernode p(x) in Chopped OPT. We show that the cost incurred by the operations Sx on
the path P in Chopped OPT is minimized by setting all of the fanouts in P to be equal;
we call this the equal-fanout observation. Note that the equal-fanout observation does
not mean that the entire supernode p(x) is optimized by having all of its fanouts equal; the
observation just means that for each individual path in p(x), the cost of the operations that
travel all the way down that path would be optimized by setting the fanouts in that path to
be equal (different paths would have different optimal fanouts, however).
By the equal-fanout observation, the cost that operations Sx incur in p(x) is asymptotically
at least the cost that operations Sx would incur in a fanout-convergent tree containing
L = Θ(B δ ) leaves. On the other hand, the buffer in x is implemented as a fanout-convergent
tree with Θ(B δ ) leaves. It follows that the cost of operations Sx to x is O(1)-competitive
with the cost of operations Sx to p(x).
The analysis described above ignores the fact that update messages may propagate down
the Jεllo Tree at different times than when they propagate down Chopped OPT. As a result,
some of the operations in Sx may actually remain buffered above supernode p(x) in Chopped
OPT until well after the end of x’s lifetime. By the time these buffered messages make it
to p(x), Chopped OPT may have already modified p(x). It turns out that, whenever this
occurs, one can extend the charging argument from the first case in order to pay for any
I/Os incurred by x.

7

An important subtlety is the effect that caching may have on x and p(x). We assume that OPT caches
all nodes with key-range sizes N/C or larger for some parameter C, and that the Jεllo Tree caches all
nodes with key-range sizes N/(B 3δ C) or larger. In other words, the Jεllo Tree caches O(1) more layers
of supernodes than does Chopped OPT. The resource augmentation on cache size ensures that, if x is
(partially) uncached by the Jεllo Tree, then p(x) is (completely) uncached by Chopped OPT. In Section
2, we also give a version of the analysis that does not assume any resource augmentation in caching, at
the cost of incurring a small additional additive cost in the analysis.
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The Pivot-Selection Problem

The importance of pivot selection
The selection of pivots in a buffered propagation tree can have a significant impact on
asymptotic performance. Consider, for example, a sequence of operations S = ⟨s1 , s2 , . . .⟩,
where each operation is either a query for some key k1 or an update for some key k2 , where k2
is the successor of k1 . If the pivots in the tree are selected independently of the workload S,
then all of the operations in S will (most likely) be sent down the same root-to-leaf path. On
the other hand, if the buffered propagation tree uses k1 as a pivot in the root node, then all
of the queries to k1 will be sent down one subtree, while all of the updates to k2 will be sent
down another, allowing for the tree to implement updates in amortized time O((log N )/B)
and queries in amortized time O(logB N ). Therefore, in order to be competitive with OPT,
one must be competitive even in the cases were OPT’s pivots split the workload into natural
sub-workloads, each of which is optimized separately with properly selected fanouts. As was
the case in this example, the exact choice of pivot can be very important, meaning that there
is no room to select a pivot that is “almost” in the right position.

What supernodes must guarantee
Define the fanout-convergent cost for a set of operations S in a supernode x to be the
cost of implementing S in a fanout-convergent tree that has Θ(B δ ) leaves. We say that a
key-range [k1 , k2 ] in supernode x achieves fanout-convergence over some time window
W if the cost of the operations S that apply to [k1 , k2 ] during W is within a constant factor
of the fanout-convergent cost of those operations.
Consider what goes wrong in the analysis of the fixed-pivot Jεllo Tree if we allow Chopped
OPT to select arbitrary pivots. Recall that in the competitive analysis, we compare each
supernode x to its parent p(x) in Chopped OPT.
If Chopped OPT is permitted to select arbitrary pivots, however, then x may actually
have two parents p1 (x) and p2 (x), each of which partially overlaps x’s key range.8 We need
the supernode x to achieve fanout-convergence on both of the key ranges x ∩ p1 (x) and
x ∩ p2 (x) (rather than simply achieving for the entire key range of x).
Since the (non-fixed-pivot) Jεllo Tree does not know what the pivot p is that separates
p1 (x) and p2 (x), the Jεllo Tree must be able to provide a guarantee for all possible such
pivots. For any pivot p, define the p-split cost of a supernode x to be the sum of (a) the
fanout-convergent cost for the operations in x that involve keys ≤ p, and (b) the fanoutconvergent cost for the operations in x that involve keys > p. Each supernode x must provide
what we call the Supernode Guarantee: for any p, x’s total actual cost is O(1)-competitive
with its p-split cost.

One additional requirement in the supernode guarantee: speed
One of the aspects of pivot selection that makes it difficult is that a supernode x’s lifetime
may be relatively short. In particular, whenever a supernode x’s size changes by a sufficiently
large constant factor, the Jεllo Tree is forced to perform rebalancing on that supernode,
thereby ending x’s life. In the worst case, for supernodes x in the bottom layer of the tree,
the lifetime of the supernode may consist of only O(B 1+δ ) inserts (and some potentially
small number of queries), meaning that the total I/O-cost of the supernode could be as small
as O(B δ log B δ ). Thus convergence to the supernode guarantee must be fast.

8

Because each of x’s parents covers a larger key-range than x, x can have at most two parents.
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This issue is further exacerbated by the fact that the supernode guarantee requires not
only pivot selection but also optimal fanout-convergence on each side of that pivot. But
even just the time to achieve optimal fanout-convergence on a tree with B δ leaves, using
the approach in Subsection 3.1, may take Θ(B δ log B δ ) I/Os. This means that the natural
approach of achieving fanout convergence from scratch (on both sides of the pivot) every
time that we modify our choice of pivot is not viable. Instead, the processes of pivot selection
and fanout convergence must interact so that both pieces of the supernode guarantee can be
achieved concurrently within a small time window.

The difficulty of a moving target
One natural approach to pivot-selection is to keep a random sampling of the operations
performed so far and to use this to determine an approximation of the pivot popt that is
optimal for performing all of the operations so far. If the pivot popt is relatively static
over time (e.g., if the operations being performed are drawn from some fixed stochastic
distribution), then such an approach may work well. On the other hand, if popt shifts over
time, then the approach of “following” popt fails.
To see why, suppose that popt (t) is the optimal pivot choice for performing the first t
operations and that for operation t we use popt (t − 1) as our pivot, i.e., we perfectly follow
popt . Further suppose that the optimal pivot popt (t) places the insert-heavy portion of the
workload on its left side and the query-heavy portion on its right side. One example of what
may happen is that popt drifts to the right over time, due to inserts being performed to
the right of where popt just was. The result is that, for many insert operations t, the pivot
popt (t − 1) may be to the left of the insert-key even though the pivot popt (t) is to the right of
the insert-key – this makes popt (t − 1) a poor pivot to use for operation t. One can attempt
to mitigate this by overshooting and using a pivot to the right of popt (t − 1), but this then
opens us up to other vulnerabilities (such as popt drifting to the left).
In the next subsection, where we describe our techniques for implementing the supernode
guarantee, we will see an alternative approach to pivot selection that allows for our performance to converge to that of the optimal pivot, without having to “follow” it around. We will
then also see how to integrate pivot selection with fanout convergence so that the supernode
guarantee holds even for supernodes with short lifetimes.

3.4

Providing the supernode guarantee

As is the case for the fixed-pivot Jεllo Tree, the supernodes buffers in the (non-fixed-pivot)
Jεllo Tree are implemented with a tree structure. To avoid ambiguity, we refer to the leaves
of this tree structure as the supernode’s leaves (even though they are the children of the
supernode, and are therefore other supernodes).

Simplifying pivot selection by shortcutting leaves
A given supernode may have a large number of possible pivots (especially if the supernode is
high in the tree). On the other hand, as discussed in Subsection 3.3, picking the wrong pivot
(even by just a little) can be disastrous.
We can reduce the effective number of pivot options by adding a new mechanism called
shortcutting. In order to shortcut a leaf ℓ, we store the buffer for leaf ℓ directly in the root
node of the supernode, meaning that the root takes 1 more block of space than it would
normally. Whenever a leaf is shortcutted, all messages within the supernode destined for
that leaf are stored within the root buffer (and not in any root-to-leaf paths). Queries that
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Figure 3 Each supernode selects three children q, r, s (at a time) to shortcut. These children have
their buffers stored at the top of the supernode. The four key ranges between q, r, s are implemented
as fanout-convergent trees T1 , T2 , T3 , T4 .

go through leaf ℓ incur only O(1) I/Os in the supernode, since they can access ℓ directly in
the root. Inserts/updates that go through leaf ℓ incur only O(1/B) amortized cost in the
supernode, since the leaf gets its own buffer of size B in the root of the supernode.
Because each shortcutted leaf increases the size of the root by 1 block, we can only support
O(1) shortcutted leaves at a time. We prove that, to simulate optimal pivot-selection, one
can instead select O(1) shortcutted leaves in a way so that one of those shortcutted leaves
contains the optimal pivot. This means that, rather than satisfying the supernode guarantee
directly, it suffices to instead satisfy the following “shortcutted” version of the guarantee:
The Shortcutted Supernode Guarantee: Consider a sequence of operations S on
a supernode x. For any possible shortcutted leaf ℓ, define the ℓ-split cost of S to be
the sum of (a) the fanout-convergent cost of the operations in S that are on keys smaller
than those in ℓ; (b) the fanout-convergent cost of the operations in S that are on keys
larger than those in ℓ; and (c) the shortcutted cost of implementing the operations in S
that apply to leaf ℓ. The total cost of all operations S on a supernode x in its lifetime is
guaranteed to be O(1)-competitive with the ℓ-split cost of S.
The shortcutted supernode guarantee implies the standard supernode guarantee, but
the former is more tractable because now, rather than selecting a specific pivot (out of a
possibly very large number of options), we only have to select one of O(B δ ) leaves to shortcut.
Moreover, we get to select multiple such leaves at a time (we will end up selecting 3 at a
time), which will allow for us to perform an algorithm in which we “chase” the optimal
shortcutted leaf from multiple directions at once.

An algorithm for shortcut selection
Fix a supernode x and consider the task of implementing the shortcutted supernode guarantee.
The algorithm breaks the supernode’s lifetime into short shortcut convergence windows,
where each shortcut convergence window satisfies the shortcutted supernode guarantee.
Each shortcut convergence window is broken into phases, where the first phase has some
length T (in I/Os), and then each subsequent phase i is defined to consist of 1/8-th as many
I/Os as the sum of phases 1, 2, . . . , i − 1. If we think of I/Os as representing time, then each
phase i extends the length of the shortcut convergence window by a factor of 1 + 1/8. At the
beginning of each phase i, our algorithm will select three leaves q < r < s to be shortcutted
during that phase. These are the only leaves that are shortcutted during the phase; see
Figure 3.
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At any given time t, define the optimal static shortcut ℓopt (t) for the supernode x
to be the leaf ℓ that minimizes the ℓ-split cost of the operations performed up until time t
(during the current shortcut convergence window). During each shortcut convergence window,
we keep track of the optimal static shortcut ℓopt as it changes over time.
For now, we will describe the shortcut selection algorithm with two simplifying assumptions. The first is that the key-ranges between shortcuts9 each achieve fanout-convergence
during each phase. The second is that the set of leaves in supernode x does not change
during the shortcut convergence window (i.e., no node-splits occur). Later we will see how
to modify the algorithm to remove both of these assumptions.
We can now describe how the algorithm works. At the beginning of each phase i > 1,
there are two anchor shortcuts q and s that have already been shortcutted for all of phase
i − 1. The key property that the anchor shortcuts satisfy is that the optimal static shortcut
ℓopt is between them. The two anchor shortcuts q and s remain shortcutted for all of phase
i. If, at any point during phase i, the optimal static shortcut ℓopt crosses one of q or s (so
that it is no longer between them), then we terminate the entire shortcut convergence
window and begin the next one starting with phase 1 again – in a moment, we will argue that
whenever the shortcut convergence window terminates, it satisfies the shortcutted supernode
guarantee.
In addition to shortcutting the anchors q and s during phase i, we also shortcut the leaf
r that is half-way between q and s. At the end of the phase, we then select the anchor
shortcuts for phase i + 1 to be {q, r} if ℓopt is between q and r, and to be {r, s} if ℓopt is
between r and s. The result is that, if the shortcut convergence window does not terminate
during a phase i, then the distance between the anchor shortcuts used in phase i + 1 will be
half as large as the distance between the anchor shortcuts in phase i.

Analyzing running time
Before proving the shortcutted supernode guarantee, we first bound the running time of the
shortcut convergence window W . Because the distance between the anchor shortcuts halves
between consecutive phases, the window W is guaranteed to terminate within O(log B δ )
δ
phases. This means that the number of I/Os incurred by x is at most O(T (1 + 1/8)log B ) ≤
O(T B δ/5 ). As long as T is reasonably small (e.g., less than B δ/2 ), then the length of each
shortcut convergence window is small enough to fit in a supernode’s lifetime.

Proving the shortcutted guarantee
We now argue that, whenever a shortcut convergence window W terminates, the supernode
x satisfies the shortcutted supernode guarantee. Recall that the window terminates when
the static optimal shortcut ℓopt crosses over one of the anchors q or s (let’s say it crosses q).
The fact that ℓopt crosses over q can be used to argue that the q-split cost of x during W is
O(1)-competitive with the ℓopt -split cost of the x during W . Thus our goal is to compare
the total cost incurred on x during the shortcut convergence window by our data structure
to the q-split cost of x for the same time window.
Let A1 , A2 , . . . , Ai be the costs in I/Os of phases 1, 2, . . . , i to supernode x, and let
B1 , B2 , . . . , Bi be the q-split costs of the operations in each of phases 1, 2, . . . , i (here q is the
shortcut from the final phase i). We wish to show that A1 + · · · + Ai ≤ O(B1 + · · · + Bi ).
In particular, this will establish that the cost incurred by x during window W is constantcompetitive with the q-split cost during the same window.

9

By this we mean the four key ranges corresponding with the four sets of leaves, {1, 2, . . . , q − 1},
{q + 1, . . . , r − 1}, {r + 1, . . . , s − 1}, {s + 1, . . .}.

M. A. Bender, M. Farach-Colton, and W. Kuszmaul

18:19

Recall that each phase is defined to take a constant-fraction more I/Os than the previous
phase, meaning that A1 , . . . , Ai are a geometric series (except for the final term Ai which
may be smaller). Thus, rather then proving that A1 + · · · + Ai ≤ O(B1 + · · · + Bi ), it suffices
to show that Ai−1 ≤ O(Bi−1 ).
The fact that q is an anchor shortcut in the final phase i implies that q was shortcutted in
x for all of phase i − 1. This means that the cost of supernode x to our data structure during
phase i − 1 is at most the q-split cost of the operations in phase i − 1, that is, Ai−1 ≤ O(Bi−1 ).
As observed above, it follows that A1 + · · · + Ai ≤ O(B1 + · · · + Bi ), which completes the
proof of the shortcutted supernode guarantee.

Removing the simplifying assumptions
At this point, we have completed a high-level overview of how an algorithm can perform
shortcut selection in order to achieve the shortcutted supernode guarantee. As noted earlier,
however, the analysis makes several significant simplifying assumptions: (1) that the key
ranges between shortcuts each achieve fanout-convergence during each phase; and (2) that
the set of leaves for supernode x is a static set. Removing these simplifications requires
several significant additional technical ideas which we give an overview of in the rest of this
subsection.

Handling a dynamically changing leaf set
We begin by removing the assumption that x’s leaf set is static. For supernodes x in the
bottom layer of the tree (which are the supernodes we will focus on for the rest of this section),
the leaf-set of the supernode may change dramatically over the course of the supernode’s
lifetime, due to inserts causing leaves to split. Thus, during a given phase i of a shortcut
convergence window, the number of leaves between the two anchor shortcuts q and s may
increase by more than factor of two. This means that the distance between the anchor
shortcuts that are used in phase i + 1 (in terms of number of leaves between them) could be
larger than the distance between the anchor shortcuts in phase i. If this happens repeatedly,
then the shortcut convergence window may never terminate.
To combat this issue, we modify the supernode guarantee as follows. Rather than
comparing the cost of a supernode x to the p-split cost of x for every possible pivot p, we
only compare the cost of x to the p-split costs for pivots p that were already present in the
tree at the beginning of x’s lifetime. We call these the valid pivot options for x.
Similarly, we modify the shortcutted supernode guarantee to only consider the ℓ-split cost
for leaves ℓ that contain at least one valid pivot option. One can show that the weakened
version of the two guarantees still suffices for performing a competitive analysis on the Jεllo
Tree.
In order to provide the new version of the shortcutted supernode guarantee, we modify
the pivot-selection algorithm as follows. Rather than halving the number of leaves between
the anchor shortcuts in each phase, we instead halve the number of valid pivot options
contained in the leaves between the anchor shortcuts. That is, rather than selecting the
shortcutted leaf r to be half way between the two anchor shortcuts q and s, we instead select
r so that it evenly splits the set of valid pivot options between q and s.
With this new algorithm, each shortcut convergence window is guaranteed to terminate
within O(log B 1+δ ) phases. In order to keep the length of each shortcut convergence window
small, we make it so that each phase i is only an O(δ)-fraction as large as the sum of phases
1, 2, . . . , i − 1 (rather than a 1/8-fraction). One side-effect of this is that, for supernodes
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`0

`
Figure 4 We break each supernode x into two levels, each of which is implemented using microsupernodes with fanouts B δ/2 . To shortcut a leaf ℓ in x, we find the micro-supernode ℓ′ containing
ℓ; we then rebuild the root micro-supernode r so that ℓ′ is shortcutted in r; and finally we rebuild ℓ′
so that ℓ is shortcutted in ℓ′ . Importantly, this process only disrupts fanout-convergence in two of
the Θ(B δ/2 ) micro-supernodes.

in the bottom layer of the tree, the competitive ratio for the supernode guarantee ends up
being O(δ −1 ) (rather than O(1)). Nonetheless, this weakened guarantee still turns out to be
sufficient for the competitive analysis of the Jεllo Tree.10

Efficiently combining pivot selection with fanout-convergence
Next we remove the assumption that, within a given phase of a shortcut convergence window,
the key ranges between consecutive shortcuts each achieve fanout-convergence. Recall that a
fanout-convergent tree with B δ leaves requires up to Θ(B δ log B δ ) I/Os to converge. Since
we cannot afford to make the minimum phase length T be Θ(B δ log B δ ), we cannot simply
perform fanout-convergence blindly within each phase.
In order to perform fanout-convergence and shortcut selection concurrently, we modify
the structure of a supernode as follows. Each supernode now consists of two layers of microsupernodes, where each micro-supernode has fanout Θ(B δ/2 ). Each micro-supernode has
the same structure as what we previously gave to supernodes: each micro-supernode can have
up to three shortcut leaves, and each micro-supernode implements the key ranges between
shortcut leaves as fanout-convergent trees. A leaf ℓ in the full supernode x is considered to
be shortcutted in x if ℓ is shortcutted in the micro-supernode ℓ′ containing ℓ, and if ℓ′ is, in
turn, shortcutted in the root micro-supernode; see Figure 4.
Whenever the shortcut selection algorithm for a supernode x selects a new shortcut
at the beginning of the phase, it does this by clobbering and rebuilding only two of the
micro-supernodes (specifically, the root micro-supernode and one micro-supernode in the
bottom layer of x). Critically, this means that the other micro-supernodes continue to
perform fanout convergence without interruption.
If a micro-supernode y survives for cB δ/2 log B δ/2 I/Os, for some sufficiently large constant
c, and the shortcuts of y are never changed by the shortcut selection algorithm during those
I/Os, then each of the fanout-convergent trees in y are guaranteed to have achieved fanout
convergence (or to have incurred negligibly few I/Os). In this case, we say that y also achieves
fanout convergence.

10

Importantly, it is only in the bottom layer of the tree where we have this weakened supernode guarantee.
That is, the guarantee continues to hold with O(1)-competitiveness for all supernodes in higher layers.
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When a new shortcut is selected, the actual cost of rebuilding the two micro-supernodes
is only O(B δ/2 ) I/Os. Additionally, the fact that we clobber two micro-supernodes (possibly
before they have a chance to achieve fanout-convergence) may disrupt fanout convergence for
up to O(B δ/2 log(B δ/2 )) I/Os. In this sense, the total cost of selecting a new shortcut (both
the cost in terms of I/Os expended to rebuild the micro-supernodes, and the cost in terms of
the I/Os that those supernodes had incurred prior to being clobbered) at the beginning of a
phase is O(B δ/2 log(B δ/2 )) I/Os. By setting the minimum phase length T to cB δ/2 log(B δ/2 )
for a sufficiently large constant c, we can amortize away this cost using the I/Os incurred in
other micro-supernodes during the phase.

Analyzing pivot selection and fanout-convergence concurrently
The two-level structure of a supernode, described above, allows for us to perform shortcut
selection and fanout-convergence concurrently with minimal interference. One issue, however,
is that the time frame in which a given micro-supernode achieves fanout convergence may
overlap multiple phases (and even multiple shortcut convergence windows) of the shortcut
selection algorithm. Thus, the introduction of micro-supernodes misaligns fanout-convergence
and pivot selection so that the individual shortcut convergence windows may no longer satisfy
the shortcutted supernode guarantee.
In order to get around these issues, we define what we call the p-re-shortcutted cost of
a supernode x with respect to a given pivot p. Roughly speaking, the re-shortcutted cost of
the supernode x with respect to a pivot p is just the sum of (a) the actual costs incurred by
micro-supernodes in x that do not contain p in their key range, and (b) the p-split cost of each
micro-supernode that does contain p in its key range. Rather than proving that each shortcut
convergence window satisfies the supernode guarantee, we instead prove a weaker property:
for each pivot p, the cost of x in each shortcut convergence window is O(1)-competitive
with the p-re-shortcutted cost of x during the same window. Combining this guarantee
across all shortcut convergence windows, we get that the cost of x over its entire lifetime is
O(1)-competitive with the p-re-shortcutted cost of x during its entire lifetime. Then, using
the fact that (almost all of) the micro-supernodes in x achieve fanout-convergence by the
end of x’s lifetime, we conclude that the p-re-shortcutted cost of x during its lifetime is
constant-competitive with the p-split cost of x. Thus, even though each individual shortcut
convergence window may not satisfy the supernode guarantee, the supernode x does satisfy
the supernode guarantee over the course of its lifetime.
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Abstract
We show improved fine-grained hardness of two key lattice problems in the ℓp norm: Bounded
Distance Decoding to within an α factor of the minimum distance (BDDp,α ) and the (decisional) γapproximate Shortest Vector Problem (SVPp,γ ), assuming variants of the Gap (Strong) Exponential
Time Hypothesis (Gap-(S)ETH). Specifically, we show:
1. For all p ∈ [1, ∞), there is no 2o(n) -time algorithm for BDDp,α for any constant α > αkn , where
αkn = 2−ckn < 0.98491 and ckn is the ℓ2 kissing-number constant, unless non-uniform Gap-ETH
is false.
2. For all p ∈ [1, ∞), there is no 2o(n) -time algorithm for BDDp,α for any constant α > αp‡ , where
αp‡ is explicit and satisfies αp‡ = 1 for 1 ≤ p ≤ 2, αp‡ < 1 for all p > 2, and αp‡ → 1/2 as p → ∞,
unless randomized Gap-ETH is false.
3. For all p ∈ [1, ∞) \ 2Z and all C > 1, there is no 2n/C -time algorithm for BDDp,α for any constant
†
†
†
α > αp,C
, where αp,C
is explicit and satisfies αp,C
→ 1 as C → ∞ for any fixed p ∈ [1, ∞),
unless non-uniform Gap-SETH is false.
/ 2Z, and all C > Cp , there is no 2n/C -time algorithm for SVPp,γ for
4. For all p > p0 ≈ 2.1397, p ∈
some constant γ > 1, where Cp > 1 is explicit and satisfies Cp → 1 as p → ∞, unless randomized
Gap-SETH is false.
Our results for BDDp,α improve and extend work by Aggarwal and Stephens-Davidowitz (STOC,
2018) and Bennett and Peikert (CCC, 2020). Specifically, the quantities αkn and αp‡ (respectively,
†
∗
αp,C
) significantly improve upon the corresponding quantity αp∗ (respectively, αp,C
) of Bennett and
Peikert for small p (but arise from somewhat stronger assumptions). In particular, Item 1 improves
the smallest value of α for which BDDp,α is known to be exponentially hard in the Euclidean
norm (p = 2) to an explicit constant α < 1 for the first time under a general-purpose complexity
assumption. Items 1 and 3 crucially use the recent breakthrough result of Vlăduţ (Moscow Journal
of Combinatorics and Number Theory, 2019), which showed an explicit exponential lower bound
on the lattice kissing number. Finally, Item 4 answers a natural question left open by Aggarwal,
Bennett, Golovnev, and Stephens-Davidowitz (SODA, 2021), which showed an analogous result for
the Closest Vector Problem.1
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1

Introduction

Lattices are geometric objects that look like regular orderings of points in real space.
More formally, a lattice L is the set of all integer linear combinations of some linearly
independent vectors b1 , . . . , bn ∈ Rm . The matrix B = (b1 , . . . , bn ) whose columns are
these vectors is called a basis of L, and we denote the lattice it generates by L(B), i.e.,
Pn
L = L(B) := { i=1 ai bi : a1 , . . . , an ∈ Z}. The number of vectors n in a basis is an invariant
of L, and is called its rank.
In recent years, lattices have played a central role in both cryptanalysis and the design
of secure cryptosystems. One very attractive quality of many lattice-based cryptosystems
(e.g., [4, 5, 22, 23, 11]) is that they are secure assuming that certain key lattice problems
are sufficiently hard to approximate in the worst case. Motivated by this and myriad other
applications of lattices in computer science, many works have studied the NP-hardness of
both exact and approximate lattice problems (e.g., [25, 6, 4, 18, 19, 14, 13, 15, 12, 20]). More
recently, motivated especially by the need to understand the concrete security of lattice-based
cryptosystems, a number of works [8, 3, 9, 2, 1] have studied the fine-grained complexity
of lattice problems. That is, for a meaningful real-world security bound, it is not enough
to say merely that there is no polynomial-time algorithm for a suitable lattice problem.
Rather, a key goal is to show 2Ω(n) -hardness, or even 2Cn -hardness for some explicit C > 0,
of a problem under general-purpose complexity-theoretic assumptions, like variants of the
(Strong) Exponential Time Hypothesis.
In this work, we extend the latter line of research by showing improved fine-grained
complexity results for two key lattice problems, the Bounded Distance Decoding Problem
(BDD) and the Shortest Vector Problem (SVP). To define these problems, we first recall some
notation. Let λ1 (L) := minv∈L\{0} ∥v∥ denote the minimum distance of L, i.e., the length
of a shortest non-zero vector in L, and let dist(t, L) := minv∈L ∥t − v∥ denote the distance
between a target vector t and L. When using the ℓp norm, we denote these quantities by
(p)
λ1 (L) and distp (t, L), respectively.

BDD and SVP
The Bounded Distance Decoding Problem in the ℓp norm for relative distance α, denoted
BDDp,α , is the search promise problem defined as follows: given a basis B of a lattice
(p)
L = L(B) and a target vector t satisfying distp (t, L) ≤ α · λ1 (L) as input, the goal is to find
a closest lattice vector v ∈ L to the target vector t such that ∥t − v∥p = distp (t, L). (We note
that v is guaranteed to be unique when α < 1/2, but that BDDp,α is well-defined for any
α = α(n) > 0.) The γ-approximate Shortest Vector Problem in the ℓp norm, denoted SVPp,γ ,
is the decision promise problem defined as follows: given a basis B of a lattice L = L(B)
(p)
and a distance threshold r > 0 as input, the goal is to decide whether λ1 (L) ≤ r (i.e., the
(p)
input is a YES instance) or λ1 (L) > γr (i.e., the input is a NO instance), with the promise
that one of the two cases holds.2
2

In other literature, this decision problem is often called GapSVPp,γ , whereas SVPp,γ usually denotes
(p)

the corresponding search problem (of finding a nonzero lattice vector v ∈ L for which ∥v∥ ≤ γ · λ1 (L),
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Figure 1 Plots showing the smallest relative distance α for which fine-grained hardness of
BDDp,α is known under variants of the (Strong) Exponential Time Hypothesis ((S)ETH); smaller α
corresponds to stronger hardness results. The left plot shows the smallest values of α for which
2Ω(n) -hardness is known under variants of ETH; αkn and αp‡ are from this work, and “αp∗ + NE” –
αp∗ with norm embeddings – is from [9]. The right plot shows the smallest values of α for which
†
∗
2n/C -hardness is known under variants of SETH; αp,C
is from this work and αp,C
is from [9]. The
hardness results for the right plot only hold for p ∈
/ 2Z due to a limitation in an “upstream” hardness
∗
∗
result from [1], which in particular precludes using norm embeddings. (The curves for αp,50
, αp,100
,
∗
∗
and αp,200
are essentially indistinguishable at the plot scale, so we include only αp,200
.)

Although it seems far out of reach using known techniques, proving that SVPp,γ is hard
for a sufficiently large polynomial approximation factor γ = γ(n), or that BDDp,α is hard for
sufficiently small inverse-polynomial relative distance α = α(n), would imply the provable
security of lattice-based cryptography.3 On the other hand, most concrete security estimates
for lattice-based cryptosystems are based on the runtimes of the fastest known (possibly
heuristic) algorithms for exact or near-exact SVP. So, apart from its inherent theoretical
interest, understanding the fine-grained complexity of (near-)exact SVP and BDD sheds light
on questions of great practical importance.

2

Our Results

In this work, we show improved fine-grained hardness of BDDp,α and SVPp,γ , with an
emphasis on results for smaller relative distance α and larger approximation factor γ, and
on analyzing the complexity of the problems as the underlying ℓp norm varies. (We note
that BDDp,α′ trivially reduces to BDDp,α when α′ < α, and so showing hardness results for
BDDp,α for smaller α is showing something stronger.)
At a conceptual level, our work gives very general reductions to BDD (presented in
Theorem 3.4 in the full version), which reduce the task of showing hardness for BDD to
analyzing properties of certain gadget lattices (described in Section 3.1). The few known
hardness results for BDD (essentially just [15, 9] and this work) are all shown using this gadget
lattice framework, but the previous works required separate reductions. The reductions in
this work give a unified way to show hardness results using this framework.

3

given an arbitrary lattice L.) There is a trivial reduction from the decision problem to the search
problem, so any hardness of the former implies identical hardness of the latter.
We note that the relative distance α in BDDp,α is not an approximation factor per se, but it is analogous
to one in a precise sense. Namely, for p = 2 there is a rank-preserving reduction from BDD2,α to SVP2,γ
with γ = O(1/α) [16, 7], so sufficiently strong (fine-grained) hardness of the former problem translates
to corresponding
p hardness for the latter problem. A similar reduction holds in reverse, but with a larger
loss: α = Ω( n/ log n/γ).
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At a technical level, our improved results for BDD follow from improved analysis of the
techniques used in [3] and [9] together with our new framework. Aggarwal and StephensDavidowitz [3] presented three main results on the fine-grained hardness of SVP, summarized
in Items 1 to 3 in its abstract. Bennett and Peikert [9] showed new hardness results for BDD
by refining and adapting the analysis used to show [3], Item 1. Analogously, in this work we
obtain two of our hardness results for BDD by refining and adapting the analysis used to
show [3], Items 2 and 3. Specifically, Theorem 1 corresponds to [3], Item 3 and Theorem 2
to [3], Item 2. Our third hardness result for BDD, presented in Theorem 3, uses ideas from
the other reductions together with our new framework. Finally, our improved result for SVP,
presented in Theorem 4, answers a natural question left open by [3, 1].
Our results assume (randomized or non-uniform) “gap” variants of the Exponential
Time Hypothesis (ETH) and Strong Exponential Time Hypothesis (SETH). Recall that
“plain” ETH asserts that solving the 3-SAT problem on n variables requires 2Ω(n) time,
and “plain” SETH asserts that for every ε > 0 there exists k ∈ Z+ such that solving the
k-SAT problem on n variables requires 2(1−ε)n -time. The gap variants of these assumptions
hypothesize that similar runtime lower bounds hold even for approximating the number of
satisfiable clauses in a k-SAT formula to within some small constant approximation factor;
see Section 2.5 in the full version for the precise definitions. We sometimes informally use
the terminology “(Gap-)ETH-hardness” to denote 2Ω(n) -hardness of a problem assuming a
variant of (Gap-)ETH, and “(Gap-)SETH-hardness” to denote 2cn -hardness of a problem
assuming a variant of (Gap-)SETH for some explicit constant c > 0.

2.1

Hardness for BDD

Our first result shows improved exponential hardness of BDDp,α for all sufficiently small
values of p, including the important Euclidean case of p = 2, assuming a variant of Gap-ETH
(see the left plot in Figure 1). Indeed, it improves the smallest value of α for which exponential
hardness of BDD2,α is known under a general-purpose complexity-theoretic assumption to
α < 0.98491, showing such hardness for an explicit4 constant less than the α = 1 threshold
for the first time.5
▶ Theorem 1 (Gap-ETH-hardness of BDD, first bound). For all p ∈ [1, ∞), there is no
2o(n) -time algorithm for BDDp,α for any constant α > αkn , unless non-uniform Gap-ETH
is false. Here αkn = 2−ckn < 0.98491, where ckn is the ℓ2 kissing-number constant defined in
Section 3.2 in the full version.
Our second result shows improved exponential hardness of BDDp,α in a different regime
and under a somewhat weaker assumption.
▶ Theorem 2 (Gap-ETH-hardness of BDD, second bound). For all p ∈ [1, ∞), there is no
2o(n) -time algorithm for BDDp,α for any constant α > αp‡ , unless randomized Gap-ETH is
false. Here αp‡ is an explicit constant, defined in Equation (20) in the full version, which
satisfies αp‡ = 1 for 1 ≤ p ≤ 2, αp‡ < 1 for all p > 2, and αp‡ → 1/2 as p → ∞.
4

5

†
∗
Each of the quantities αkn , αp‡ , αp,C
, αp,C
, αp∗ , and Cp described in this section is “explicit” in the sense
that it is expressible via some (not necessarily closed-form) expression. These expressions are easily
computed to high accuracy in practice as shown, e.g., in Figure 1. Additionally, we emphasize that these
quantities are constants in that they do not depend on the rank n of the lattice in the corresponding
problem.
Using the ideas in this paper and [3], showing exponential hardness of SVP essentially corresponds to
showing exponential hardness of BDD with α = 1 − ε for some constant ε > 0. Additionally, using
the BDD-hardness framework in this paper, it would be relatively straightforward to show exponential
hardness of BDD with α = 1 + ε for any constant ε > 0. So, the α = 1 threshold is qualitatively quite
natural, and trying to show hardness for an explicit constant α < 1 is a natural goal.
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In [3], Aggarwal and Stephens-Davidowitz showed SETH-hardness of SVPp,1 for all
p > p0 ≈ 2.1397. To partially overcome the “p0 barrier,” they generalized their proof
techniques to show Gap-ETH-hardness of SVPp,γ for all p > 2. The results in [9] adapted
the former techniques of [3] to show SETH-hardness of BDD, and similarly got stuck at the
p0 barrier in the sense that they could not prove hardness of BDDp,α with p < p0 and α < 1
simultaneously. The proof of Theorem 2 can be thought of as adapting the latter, generalized
techniques of [3] to BDD, and analogously allows us to prove Gap-ETH-hardness of BDDp,α
with α < 1 for all p > 2.
Compared to related quantities, αp‡ is: at most “αp∗ with norm embeddings” for all
p ∈ [1, ∞); strictly less than αp∗ for all sufficiently small p; strictly less than αkn for all
sufficiently large p; and strictly less than the minimum of αp∗ and αkn for intermediate values
of p. That is, αp‡ improves on both αp∗ (even with norm embeddings) and αkn for intermediate
values of p; again, see the left plot in Figure 1. (Recall that [9] shows exponential hardness of
BDDp,α for α > αp∗ assuming randomized ETH, and Theorem 1 above shows such hardness
for α > αkn assuming non-uniform Gap-ETH.) However, Theorem 2 relies on a somewhat
stronger hardness assumption than the one used in [9], and a somewhat weaker hardness
assumption than Theorem 1, so the prior and new results are formally incomparable.
†
Our third result shows 2n/C -hardness of BDDp,α for any C > 1 and α > αp,C
, where
†
†
αp,C
is an explicit constant. For all sufficiently small p ≥ 1 and sufficiently large C > 1, αp,C
∗
∗
not only improves on the corresponding quantity αp,C
in [9], but also on αp∗ = inf C>1 αp,C
.
†
∗
For example, we show that α1.5,200 ≈ 1.0247 while [9] was only able to show α1.5,200 ≈ 1.3624
and αp∗ ≈ 1.3554 (see the right plot in Figure 1).
▶ Theorem 3 (Gap-SETH-hardness of BDD). For all p ∈ [1, ∞)\2Z and all C > 1, there is no
†
2n/C -time algorithm for BDDp,α for any constant α > αp,C
, unless non-uniform Gap-SETH
†
is false. Here αp,C is an explicit constant, defined in Equation (21) in the full version, which
†
satisfies αp,C
→ 1 as C → ∞ for any fixed p ∈ [1, ∞).
Theorems 1 and 3 both crucially rely on the recent breakthrough work of Vlăduţ [26]
showing an explicit exponential lower bound on the ℓ2 lattice kissing number, i.e., on the
maximum number of vectors v ∈ L achieving ∥v∥ = λ1 (L). More specifically, [26] shows that
there exists a lattice of every rank n ∈ Z+ with kissing number at least 2ckn n−o(n) , where
ckn ≥ 0.02194 (see Definition 3.5 and Theorem 3.6 in the full version).
†
Vlăduţ’s specific lower bound on ckn translates to the bounds on αkn and αp,C
that we
obtain. Additionally, our use of “non-uniform” rather than “randomized” Gap-(S)ETH in
the preceding results arises from the fact that it is not clear whether Vlăduţ’s exponential
kissing number lattices can be efficiently constructed uniformly (even using randomness); an
affirmative answer would relax the assumptions accordingly. Indeed, our results are agnostic
to Vlăduţ’s specific construction, and an improved lower bound on ckn would immediately
†
imply improved upper bounds on the values αkn and αp,C
. Additionally, in Section 3.4.1 in
the full version we sketch an approach for removing the “gap” part of the assumption in
Theorem 3, which would be a further relaxation.

2.2

Hardness for SVP

Our final result shows the same strong runtime lower bounds for SVPp,γ with some constant
γ > 1 under (randomized) Gap-SETH as [3] showed for SVPp,1 under (randomized) SETH.
This answers a natural question left open by [1], which analogously showed the same runtime
lower bounds for CVPp,γ with some constant γ > 1 under Gap-SETH as [8] showed for the
Closest Vector Problem (CVP) under SETH.
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▶ Theorem 4 (Gap-SETH-hardness of SVP). For all p > p0 ≈ 2.1397, p ∈
/ 2Z, and all C > Cp ,
there is no 2n/C -time algorithm for SVPp,γ for some constant γ > 1, unless randomized
Gap-SETH is false. Here Cp > 1 is an explicit constant, defined in Equation (23) in the full
version, which satisfies Cp → 1 as p → ∞.
The reduction used to prove Theorem 4 is itself a natural modification of the reduction
used in [3] to prove SETH-hardness of exact SVP, but its analysis is more nuanced. We
emphasize that simply plugging an instance of CVP′p,γ with γ > 1 rather than γ = 1 into the
reduction of [3] does not yield corresponding hardness of approximation for SVPp,γ ′ with
γ ′ > 1; a modified reduction is necessary. Finally, we remark that the somewhat odd-looking
p∈
/ 2Z requirement in Theorems 3 and 4 is an artifact of the “upstream” hardness results we
employ for CVP′p,γ ; see Theorem 2.18 in the full version.

3

Our Techniques

3.1

Locally Dense Lattices

As in nearly all prior work on the complexity of BDD and SVP (e.g., [19, 13, 15, 3, 9]), a
key component of our results is the construction of a family of “locally dense” lattices, which
are specified by a lattice L† and corresponding target vector t† . For our purposes, a locally
dense lattice L† is one with few “short” vectors, many vectors “close” to t† , but few vectors
“too close” to t† . (Other works such as [21] define locally dense lattices in a closely related
but different way, e.g., without the requirement of few “too close” vectors.)
For a discrete set S, which we will take to be a lattice or a subset of a lattice, define
Np (S, r, t) := |{x ∈ S : ∥t − x∥p ≤ r}| ,
Npo (S, r, t) := |{x ∈ S : ∥t − x∥p < r}| .
Somewhat more formally, we define a locally dense lattice L† , t† with relative distance αG in
the ℓp norm to be one for which
Np (L† , αG , t† ) ≥ ν n · Npo (L† , 1, 0)

(1)

for some ν > 1. That is, L† , t† is such that the number G of “close vectors” (within distance
αG of t† ) is an exponential factor larger than the number of short vectors (of norm at most
one). Similarly, we require there to be an exponential factor more close vectors than “too
close” vectors, along with some other technical conditions. We defer discussing these issues
until the main body of the paper, and for the remainder of the introduction focus on the
constraint in Equation (1).
A crux in showing hardness of BDDp,α and SVPp,γ is constructing good locally dense
lattices, and their parameters govern the precise hardness results that we can obtain. A
family of locally dense lattices with smaller relative distance αG and larger ν leads to stronger
hardness results. To obtain ETH-type hardness results, we simply need ν to be a constant
greater than 1, and then we can show 2Ω(n) -hardness of BDDp,α for any constant α > αG .
For SETH-type hardness results, we get 2n/C -hardness of BDDp,α whenever our reduction
to BDD has a multiplicative rank-increase factor of C. The value of C depends on the gap
factor ν in Equation (1), so to show such hardness for explicit C > 0 we need an explicit
lower bound on ν. Our reductions also give a tradeoff between C and α, as shown in the
right plot in Figure 1. The full situation is actually a bit more complicated when taking “too
close” vectors into account, but we again defer discussing this for now. The situation for
SVP is similar to the situation for BDD.
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Sparsification

An important technique in our work is randomized lattice sparsification, an efficient algorithm
that essentially does the following. Given (a basis of) a lattice L and an index q ∈ Z+ as
input, the algorithm randomly samples a sublattice L′ ⊆ L such that for any fixed, finite set
of lattice points S ⊆ L satisfying some mild conditions, |S ∩ L′ | ≈ |S| /q with probability
near 1. A variant of this algorithm, additionally given t ∈ span(L) as input, randomly
samples L′ ⊆ L and t′ such that for any fixed, finite set of points S ⊆ L − t satisfying some
mild conditions, |S ∩ (L′ − t′ )| ≈ |S| /q with probability near 1.
Intuitively, some mild caveats aside, sparsification says that a lattice with few short
vectors (and few “too close” vectors) is just as good as a lattice with no short non-zero
vectors (and no “too close” vectors), since the latter can be efficiently obtained from the
former. Indeed, sparsifying with index q ≈ Npo (L, r, 0) allows us to turn a lattice L and
target t satisfying, say, Np (L, αr, t) ≥ 100 · Npo (L, r, 0) into a lattice L′ and target t′ with
(p)

Np (L′ , αr, t′ ) ≥ 1 and Npo (L′ \ {0}, r, 0) = 0, so distp (t′ , L) ≤ αr and λ1 (L′ ) ≥ r. That is,
the output L′ , t′ satisfies the BDD promise distp (t′ , L) ≤ α ·
full version for a formal description of sparsification.

3.3

(p)
λ1 (L′ ).

See Section 2.2 in the

A Transformation Using Locally Dense Lattices

Define CVP′p,γ to be the following variant of the decision version of the γ-approximate
Closest Vector Problem: given a basis B of a rank-n lattice L and a target vector t as input,
decide whether there exists x ∈ {0, 1}n such that ∥Bx − t∥p ≤ 1 (i.e., the input is a YES
instance), or whether distp (t, L) > γ (i.e., the input is a NO instance), under the promise
that one of the two cases holds. In other words, CVP′ is the variant of CVP that asks
whether there is a binary combination of basis vectors close to the target. Much is known
about the (fine-grained) complexity of CVP′ , which will be useful for us (see Theorems 2.17
and 2.18 in the full version).
Our reductions from CVP′ to BDD and to SVP have the same basic form. Given a
rank-n′ instance B ′ , t′ of CVP′p,γ for some γ > 1, we apply the following transformation with
some scaling factors s, ℓ > 0 and some locally dense lattice L† = L(B † ) of rank n − n′ with
target t† satisfying Equation (1):
 ′

 ′ 
sB
0
st
B :=  In′
t :=  21 1n′  .
(2)
0  ,
0
ℓB †
ℓt†
Essentially the same transformation appears in both [3] and [9], and similar ideas appear in
a number of works before that. Our work differs in its constructions of locally dense lattice
gadgets (L† , t† ), its more general reductions, and its improved analysis.
Here we give a rough analysis of the transformation using two observations. First, we
observe that appending In′ to B ′ allows us to upper bound the number of short lattice
vectors in L(B) by
′

Npo (L(B), r′ , 0) ≤ Npo (Zn ⊕ L(ℓB † ), r′ , 0)

(3)

for any r′ > 0. Second, suppose that B ′ , t′ is a YES instance of CVP′ . Then there exists
′
′
x ∈ {0, 1}n such that ∥B ′ x − t′ ∥ ≤ 1, and hence for each y ∈ Zn−n with ∥B † y − t† ∥p ≤ αG
we get that ∥B(x, y) − t∥p ≤ r, where r := (sp + n′ /2p + (αG · ℓ)p )1/p . So,
Np (L(B), r, t) ≥ Np (L(B † ), αG , t† ) .

(4)
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To transform a YES instance of CVP′p,γ to a valid instance of BDDp,α for some α > 0, it
essentially suffices to set the parameters r, s, ℓ and use suitable B † , t† so that, say,
′

Np (L(B † ), αG , t† ) ≥ 100 · Npo (Zn ⊕ L(ℓB † ), r/α, 0) .

(5)

Indeed, if Equation (5) holds, then by Equations (3) and (4), Np (L(B), r, t) ≥ 100 ·
Npo (L(B), r/α, 0). We can then sparsify L(B) to obtain a lattice with no non-zero vectors of norm less than r/α, and at least one vector within distance r of t, as needed.
′
We recall that by assumption, Np (L(B † ), αG , t† ) ≥ ν n−n , which is important for satisfy′
ing Equation (5) since Npo (Zn ⊕ L(ℓB † ), r/α, 0) will typically be exponentially large in n′ .
We also need that if the input CVP′ instance is a NO instance, then there will be few vectors
in L(B) that are close to t, which depends on L† having few vectors “too close” to t† , but
again we defer discussing this. See Lemma 3.2 in the full version for a precise description of
the useful properties of the transformation given in Equation (2).
When reducing to SVPp,γ ′ instead of BDDp,α we apply a further transformation to B, t
before sparsifying. Namely, we apply Kannan’s embedding, which appends the vector (t, u),
for some value u > 0, to B to obtain a new basis:


B t
B, t, u 7→
.
0 u
The analysis in this case is a bit more subtle as well – we need to upper bound quantities of
the form Np (L(B), (rp − (wu)p )1/p , w · (t, u)) not just for w = 0, 1 (corresponding to short
and “too close” vectors in the BDD case, respectively) but for all integers w ≥ 2 too – but
the idea is similar. In fact, we use a result from [3] (presented in Theorem 4.2 in the full
version) that analyzes the combination of Kannan’s embedding and sparsification already,
essentially reducing our task to bounding the quantities Np (L(B), (rp − (wu)p )1/p , w · (t, u)).

3.4

Specific Locally Dense Lattices

We conclude this summary of techniques by describing the specific locally dense lattices
L† , t† that we use to instantiate Equation (2). We use two main families of locally dense
lattices for our results.

3.4.1

Exponential kissing number lattices

The first family of locally dense lattices is derived from a family of “exponential kissing
number” lattices {Ln }∞
n=1 . Here, Ln is of rank n and has exponential Euclidean kissing
number, i.e., N2 (Ln , λ1 (L), 0) = 2Ω(n) . Previously, [3] showed how to use the existence
of such a family to prove 2Ω(n) -hardness of SVPp,γ for all p ≥ 1 and some γ > 1 (and in
particular, for 1 ≤ p ≤ 2, for which the result was not already known from other techniques),
assuming non-uniform Gap-ETH. However, no such family of lattices was known at the time,
and in fact proving the existence of such a family was a longstanding open question.
In seminal work appearing shortly after the publication of [3], Vlăduţ [26] succeeded in
constructing such a family of lattices. Moreover, he proved the existence of such a family
with an explicit exponential lower bound. More specifically, he showed the existence of
ckn n−o(n)
{Ln }∞
where ckn ≥ 0.02194 (see Theorem 3.6 in the
n=1 with N2 (Ln , λ1 (Ln ), 0) ≥ 2
full version).
The proofs of Theorems 1 and 3 both use these “Vlăduţ lattices” to construct locally
dense lattices, but in different ways. The proof of Theorem 1 constructs a locally dense
lattice L† , t† with relative distance α ≈ 2−ckn ≈ 0.98491, but with a non-explicit lower bound
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on the gap factor ν in Equation (1). The proof of Theorem 3 constructs a locally dense
lattice L† , t† with relative distance α ≈ 1 but with an explicit lower bound on ν – essentially
†
ν ≥ 2ckn . The values αp,C
in Theorem 3 are defined to be a certain quantity relating the
′
maximum possible kissing number in a lattice of rank (C − 1)n′ , roughly 2ckn ·(C−1)n , and
′
the number of vectors in Zn of norm at most r for some r > 0.
The proof of Theorem 3 is actually somewhat simpler than that of Theorem 1, so we first
give a bit more detail on it. We note that taking L† := Ln and t† := 0 for a Vlăduţ lattice
Ln almost yields a locally dense lattice family with ν n−o(n) many close vectors for ν ≥ 2ckn
and relative distance α = 1, but there are two issues: (1) Vlăduţ lattices have exponential
kissing number with respect to the ℓ2 norm rather than general ℓp norms, and (2) the origin
is itself a “too close” vector.
We handle issue (1) by applying norm embeddings [24] with distortion (1 + ε) to {Ln }∞
n=1
to obtain a family of lattices {L′n }∞
with
exponentially
high
“handshake
number”
in
the
n=1
ℓp norm:
(p)

Np (L′n , (1 + ε) · λ1 (L′n ), 0) ≥ 2ckn n−o(n) ,
where applying the norm embedding is efficient for any ε ≥ 1/ poly(n). We handle issue (2)
by “sparsifying away the origin.” Specifically, for all sufficiently large n we show how to
sample a sublattice L′′n ⊆ L′n and t′′ ∈ L′ \ L′′ satisfying
(p)

(p)

Np (L′′n , (1 + ε) · λ1 (L′′n ), t′′ ) ≥ Np (L′n , (1 + ε) · λ1 (L′′n ), 0)/4 ≥ 2ckn n−o(n)
with positive probability. In particular, this shows that such lattices exist.
For the proof of Theorem 1, we take L† to be Ln scaled so that λ1 (Ln ) = 1, and take
†
t to be a uniformly random vector of norm δ for some appropriately chosen constant
0 < δ < 1. We then analyze N2 (L† , (1 − ε) · λ1 (L† ), t† ) for some appropriately chosen
constant 0 < ε < δ. Intuitively, there is a tradeoff between choosing smaller δ, which makes
N2 (L† , (1 − ε) · λ1 (L† ), t† ) larger but requires ε to be smaller, and larger δ, which makes
N2 (L† , (1 − ε) · λ1 (L† ), t† ) smaller but allows for ε to be larger. The relative distance α that
our reduction achieves is essentially the smallest α = 1 − ε for which we can ensure that
N2 (L† , (1 − ε) · λ1 (L† ), t† ) ≥ 2Ω(n) . To translate these results to general ℓp norms, we again
use norm embeddings. We also use additional techniques for dealing with “too close” vectors.
We note that the construction of locally dense lattices from lattices with exponential
kissing number in [3] does not give explicit bounds on the relative distance α or gap factor ν
achieved; the reduction there essentially just needs ν > 1 and α = 1 − ε for non-explicit ε > 0.
On the other hand, the construction in Theorem 1 gives an explicit bound on α but not on ν,
and the construction in Theorem 3 gives an explicit bound on ν but with α > 1. Therefore,
Theorems 1 and 3 can be seen as different refinements of the corresponding analysis in [3]. A
very interesting question is whether it’s possible to get a construction that simultaneously
achieves explicit ν and relative distance α = 1 − ε; our current techniques do not seem to be
able to achieve this. Such a construction would lead to new (Gap-)SETH-hardness results
for SVP.

3.4.2

The integer lattice Zn

The second family of locally dense lattices that we consider, used to prove Theorems 2 and 4,
simply takes L† to be the integer lattice Zn , and t† to be the all-ts vector for some constant t
(without loss of generality, t ∈ [0, 1/2]):
L† := Zn ,

t† := t · 1n .

This family was also used in [3] and [9].
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We will be especially interested in the case where t = 1/2. In this case Np (Zn , distp (1/2 ·
1n , Zn ), 1/2 · 1n ) = 2n , where distp (1/2 · 1n , Zn ) = n1/p /2. So, for our analysis it essentially
suffices to upper bound Np (Zn , r, 0) for some r = n1/p /(2α). We have good techniques for
doing this; see Section 2.3 in the full version. (We note that the “p0 barrier” mentioned
earlier comes from p0 being the smallest value of p satisfying Np (Zn , n1/p /2, 0) ≤ 2n .)
The SETH-hardness result for SVP1,p for p > p0 in [3], the hardness results for BDD
in [9], and the Gap-SETH-hardness result for SVPγ,p in Theorem 4 all take t† = 1/2 · 1,
and analyze Np (Zn , n1/p /2, 1/2·1)/Np (Zn , n1/p /(2α), 0) = 2n /Np (Zn , n1/p /(2α), 0) for some
α > 0. That is, they essentially just need to upper bound Np (Zn , n1/p /(2α), 0) for some α
(with α = 1 for the SVP hardness results). As alluded to in the discussion after the statement
of Theorem 2, the Gap-ETH-hardness result in [3] for SVPp,γ essentially works by proving
that for every p > 2 there exist t ∈ (0, 1/2] and r > 0 (not necessarily t = 1/2 or r = n1/p /2)
such that
Np (Zn , r, t · 1)
≥ 2Ω(n)
Np (Zn , r/α, 0)

(6)

for some non-explicit α < 1.
We do something similar, but study the more refined question of what the minimum
value of α is such that Equation (6) holds for some t and r. This minimum value of α is
essentially how we define the quantities αp‡ used in Theorem 2; see Equation (20) in the full
version for a precise definition. We note that, interestingly, in experiments this minimum
value of α is always achieved by simply taking t = 1/2. That is, empirically it seems that
we do not lose anything by fixing t = 1/2 and only varying r.6 We leave proving this as an
interesting open question, but note that the strength of our results does not depend on its
resolution either way.

4

Open Questions

One of the most interesting aspects of this and other work on the complexity of lattice
problems is the interplay between geometric objects – here, lattices with exponential kissing
number and locally dense lattices generally – and hardness results. Proving a better lower
bound on ckn would immediately translate into an improved bound on the values of αkn
†
and αp,C
, and more generally proving the existence of some family of gadgets with smaller
relative distance α and at least 2Ω(n) close vectors would translate into a hardness result
improving on both Theorems 1 and 2.
There is also the question of constructing locally dense lattices. The difference between
existence and efficient randomized construction of locally dense lattices roughly corresponds
to needing “non-uniform” versus “randomized” hardness assumptions. It is also an interesting
question whether randomness is needed at all for showing hardness of BDD or SVP. In this
work we crucially use randomness for sparsification in addition to using it to construct locally
dense lattices. Indeed, derandomizing hardness reductions for SVP (and similarly, BDD) is
a notorious, decades-old open problem.

6

This is especially interesting since [10] notes that Np (Zn , r, t · 1) is not maximized by t = 1/2 for some
p > 2, including p = 3, and some fixed r > 0. For 1 ≤ p ≤ 2, [17] and [10] note that for any fixed r > 0,
Np (Zn , r, t · 1) is in fact minimized (up to a subexponential error term) by taking t = 1/2.
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Introduction

In this note, we revisit a conjecture by Gowers [7] about mixing of three term progressions in
quasirandom finite groups. Gowers initiated the study of quasirandom groups while refuting
a conjecture of Babai and Sós [2] regarding the size of the largest product-free set in a given
finite group. A finite group is said to be D-quasirandom for a positive integer D if all its
non-trivial irreducible representations are at least D-dimensional. The quasirandomness
property of groups can be used to show that certain “objects” related to the group “mix” well.
For instance, the quasirandomness of the group PSL2 (Fq ) can be used to give an alternate
(and weaker) proof [5] that the Ramanujan graphs of Lubotzky, Philips and Sarnak [10] are
expanders. Bourgain and Gamburd [4] used quasirandomness to prove that certain other
Cayley graphs are expanders.
Gowers proved that for any D-quasirandom group G and any three subsets A, B, C ⊂ G
satisfying |A| · |B| · |C| ≥ |G|3 /D, there exist x ∈ A, y ∈ B, z ∈ C such that x · y = z. More
generally, he proved that the number of such triples (x, y, z) ∈ A × B × C such that x · y = z
© Amey Bhangale, Prahladh Harsha, and Sourya Roy;
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is at least (1 − η)|A| · |B| · |C|/|G| provided |A| · |B| · |C| ≥ |G|3 /η 2 D. In other words the set
of triples of the form (x, y, xy) mix well in a quasirandom group. Gowers’ proof of this result
was the inspiration and the first step towards the recent optimal inapproximability result for
satisfiable kLIN over non-Abelian groups [3]. After proving the well-mixing of triples of the
form (x, y, xy) in quasirandom groups, Gowers conjectured a similar statement for triples of
the form (x, xy, xy 2 ). More precisely, he conjectured the following statement: Let G be a
D-quasirandom group and f1 , f2 , f3 : G → C such that ∥fi ∥∞ ≤ 1, then
Y




2
(1)
E f1 (x)f2 (xy)f3 (xy ) −
E fi (x) = oD (1) ,
x,y∼G

i=1,2,3

x∼G

where the expression oD (1) goes to zero as D increases.
When D is small, one hope to bound the left-hand side expression above by any meaningful
quantity. Consider G to be the Abelian group Z/nZ which is 1-quasirandom and set fi = 1B
for all i ∈ [3] where B = {1, . . . , ⌊δn⌋} for any δ ∈ (0, 1/3). It is easy to observe that the first
term in the left-hand side of (1) is Ω(δ 2 ) while the second term is δ 3 . A more interesting
example is when the group is Sn . In this case, let fi = 1Bi , where B1 = An , B2 = Sn and
B3 = SN \ An . Now, the fi′ s have density 1/2, 1, 1/2 respectively. Note that there in no
3-term progression in (B1 , B2 , B3 ) and therefore the first term in the left-hand side of (1) is 0.
Although Sn is a non-Abelian group, it does have a non-trivial representation of dimension 1.
Thus the conjecture essentially asks if the group is very “non-Abelian” (more precisely, is
D-quasirandom for large D), then do these counterexamples go away.The conjecture can be
naturally extended to k-term progressions and product of k functions for k > 3. However, in
this note we will focus on the three term case.
For the specific case of 3-term progressions, Tao [12] proved the conjecture for the group
SLd (Fq ) for bounded d using algebraic geometric machinery. In particular, he proved that
the left-hand side expression in (1) can be bounded by O(1/q 1/8 ) when d = 2 and Od (1/q 1/4 )
for larger d. Tao’s approach relied on algebraic geometry and was not amenable to other
quasirandom groups. Later, Peluse [11] proved the conjecture for all non-Abelian finite
simple groups. She used basic facts from non-Abelian Fourier analysis to prove that the
P
left-hand side expression in (1) can be bounded by 1̸=ρ∈Ĝ 1/dρ where Ĝ represents the set of
irreducible unitary representation of G and dρ the dimension of the irreducible representation
ρ. This latter quantity is the Witten zeta function ζG of the group G minus one and can be
bounded for simple finite quasirandom groups using a result due to Liebeck and Shalev [9, 8].
In this paper, we show that a slight variation of Peluse’s argument can be used to prove
the conjecture for all quasirandom groups with better error parameters. More surprisingly, the
proof stays completely elementary and short. Specifically, we prove the following statement:
▶ Theorem 1. Let G be a D-quasirandom finite group, i.e, its all non-trivial irreducible
representations are at least D-dimensional. Let f1 , f2 , f3 : G → C such that ∥fi ∥∞ ≤ 1 then
E

x,y∼G

2



2



f1 (x)f2 (xy)f3 (xy ) −

Y
i=1,2,3

E

x∼G



fi (x)




≤

2
√
D

 14
.

Preliminaries

We begin by recalling some basic representation theory and non-Abelian Fourier analysis.
See the monograph by Diaconis [6, Chapter 2] for a more detailed treatment (with proofs).
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We will be working with a finite group G and complex-valued functions f : G → C on
G. All expectations will be with respect to the uniform distribution on G. The convolution
between two function f, h : G → C, denoted by f ∗ h, is defined as follows:
(f ∗ h)(x) := E[f (xy −1 )h(y)].
y

For any p ≥ 1, the p-norm of any function f : G → C is defined as
∥f ∥pp := E[|f (x)|p ].
x

For any element g ∈ G, the conjugacy class of g, denoted by C(g), refers to the set
{x−1 gx|x ∈ G}. Observe that the conjugacy classes form a partition of the group G. A
function f : G → C is said to be a class function if it is constant on conjugacy classes.
For any b ∈ G we use ∆b f (x) := f (x) · f (xb). For any set S ⊂ G, µS : G → R denotes
the scaled density function |G|
|S| ⊮S . The scaling ensures that Ex [µS (x)] = 1.
Given a complex vector space V , we denote the vector space of linear operators on V by
End(V ). This space is endowed with the following inner product and norm (usually referred
to as the Hilbert-Schmidt norm):
For A, B ∈ End(V ),

⟨A, B⟩HS := Trace(A∗ B)

and

∥A∥2HS := ⟨A, A⟩HS = Trace(A∗ A).

This norm is known to be submultiplicative (i.e, ∥AB∥HS ≤ ∥A∥HS · ∥B∥HS ).

Representations and Characters
A representation ρ : G → End(V ) is a homomorphism from G to the set of linear operators
on V for some finite-dimensional vector space V over C, i.e., for all x, y ∈ G, we have
ρ(xy) = ρ(x)ρ(y). The dimension of the representation ρ, denoted by dρ , is the dimension of
the underlying C-vector space V . The character of a representation ρ, denoted by χρ : G → C,
is defined as χρ (x) := Trace(ρ(x)).
The representation 1 : G → C satisfying 1(x) = 1 for all x ∈ G is the trivial representation.
A representation ρ : G → End(V ) is said to reducible if there exists a non-trivial subpsace
W ⊂ V such that for all x ∈ G, we have ρ(x)W ⊂ W . A representation is said to be
irreducible otherwise. The set of all irreducible representations of G (upto equivalences) is
denoted by Ĝ.
For every representation ρ : G → End(V ), there exists an inner product ⟨·, ·⟩V over V
such that every ρ(x) is unitary (i.e, ⟨ρ(x)u, ρ(x)v⟩V = ⟨u, v⟩V for all u, v ∈ V and x ∈ G).
Hence, we might wlog. assume that all the representations we are considering are unitary.
The following are some well-known facts about representations and characters.
▶ Proposition 2.
1. The group G is Abelian iff dρ = 1 for every irreducible representation ρ in Ĝ.
P
2. For any finite group G, ρ∈Ĝ d2ρ = |G|.
h
i
3. [orthogonality of characters] For any ρ, ρ′ ∈ Ĝ we have: Ex χρ (x)χρ′ (x) = ⊮[ρ = ρ′ ].
▶ Definition 3 (quasirandom groups). A non-Abelian group G is said to be D-quasirandom
for some positive integer D if all its non-trivial irreducible representations ρ satisfy dρ ≥ D.
Any group G having a non-trivial Abelian subgroup is 1-quasirandom. For instance, the
symmetric group Sn is 1-quasirandom, while the alternating group An is Ω(n)-quasirandom.
The special linear group SL2 (Fp ) for prime p is (p − 1)/2-quasirandom. If G, G′ are Dquasirandom, so is G × G′ .
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Non-Abelian Fourier analysis
Given a function f : G → C and an irreducible representation ρ ∈ Ĝ, the Fourier transform
is defined as follows:
fˆ(ρ) := E[f (x)ρ(x)].
x

The following proposition summarizes the basic properties of Fourier transform that we will
need.
▶ Proposition 4. For any f, h : G → C, we have the following
1. [Fourier transform of trivial representation]
fˆ(1) = E[f (x)].
x

2. [Convolution]
f[
∗ h(ρ) = fˆ(ρ) · ĥ(ρ).
3. [Fourier inversion formula]
X
f (x) =
dρ · ⟨fˆ(ρ), ρ(x)⟩HS .
ρ∈Ĝ

4. [Parseval’s identity]
X
∥f ∥22 =
dρ · ∥fˆ(ρ)∥2HS .
ρ∈Ĝ

5. [Fourier transfrom of class functions] For any class function f : G → C, the Fourier
transform satisfies
fˆ(ρ) = c · Idρ
for some constant c = c(f, ρ) ∈ C. In other words, the Fourier transform is a scaling of
the Identity operator Idρ .
The following claim (also used by Peluse [11]) observes that the scaled density function
µgC(g) has a very simple Fourier transform since it is a translate of the class function µC(g)
▷ Claim 5. For any g ∈ G and ρ ∈ Ĝ we have:
µ̂gC(g) (ρ) =

χρ (g)
· ρ(g)
dρ

where C(g) refers to the conjugacy class of g. Moreover, ∥µ̂gC(g) ∥2HS =
Proof. We begin by observing that


µ̂gC(g) (ρ) = E µgC(g) (x) · ρ(x)
x


= E µgC(g) (gx) · ρ(gx)
x


= E µgC(g) (gx) · ρ(g) · ρ(x)
x


= ρ(g) · E µC(g) (x) · ρ(x)
x

= ρ(g) · µ̂C(g) (ρ).

|χρ (g)|2
dρ
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On the other hand, as µC(g) is a class function, we have µ̂C(g) (ρ) = c · Idρ for some
constant c ∈ C. The constant c can be determined by taking trace on either side of
c · Idρ = µ̂C(g) = Ex [µC(g) (x) · ρ(x)] and noting that Trace(ρ(x)) = χρ (g) as follows:




c · dρ = E µC(g) (x) · χρ (g) = E µC(g) (x) · χρ (g) = χρ (g).
x

Hence, c =

x

χρ (g)
dρ

and µ̂gC(g) =

∥µ̂gC(g) ∥2HS =

χρ (g)
· ρ(g)
dρ

χρ (g)
dρ

· ρ(g). Lastly we have,

2
HS

|χρ (g)|2
=
· Trace (ρ(g)∗ · ρ(g))
d2ρ
=

|χρ (g)|2
· dρ
d2ρ

=

|χρ (g)|2
.
dρ

(By unitariness of ρ(g))
◀

The key property of D-quasirandom groups that we will be using is the following inequality
due to Babai, Nikolov and Pyber, the proof of which we provide for the sake of completeness.
▶ Lemma 6 ([1]). If G is a D-quasirandom group and f1 , f2 : G → C such that either f1 or
f2 is mean zero then
1
∥f1 ∗ f2 ∥2 ≤ √ · ∥f1 ∥2 · ∥f2 ∥2 .
D
Proof.
∥f1 ∗ f2 ∥2 =

X

2
dρ ∥f\
1 ∗ f2 (ρ)∥HS

ρ∈Ĝ

=

X

dρ ∥fˆ1 (ρ) · fˆ2 (ρ)∥2HS

ρ∈Ĝ

≤

X

dρ ∥fˆ1 (ρ)∥2HS · ∥fˆ2 (ρ)∥2HS

(By submultiplicativity of norm)

ρ∈Ĝ

=

X

dρ ∥fˆ1 (ρ)∥2HS · ∥fˆ2 (ρ)∥2HS

(By mean zeroness)

1̸=ρ∈Ĝ

X
1
·
d2ρ ∥fˆ1 (ρ)∥2HS · ∥fˆ2 (ρ)∥2HS
(By D-quasirandomness)
D
1̸=ρ∈Ĝ

 

X
X
1 
dρ ∥fˆ1 (ρ)∥2HS  · 
dρ ∥fˆ2 (ρ)∥2HS 
≤
D
≤

1̸=ρ∈Ĝ

1̸=ρ∈Ĝ

1
· ∥f1 ∥22 · ∥f2 ∥22 .
≤
D

◀

The following is a simple corrollary of Lemma 6.
▶ Corollary 7. If G is D-quasirandom; f : G → C has zero mean and ∥f ∥∞ ≤ 1 then


1
E | E ∆b f (x)| ≤ √ .
x
b
D
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Proof. Let f ′ (x) := f (x−1 ). We have,




E | E ∆b f (x)| = E | E f (x)f (xb)|
x
x
b
b
i
h
= E E f ′ (x−1 )f (xb)
x
b
h
i
= E |f ′ ∗ f (b)|
b

i1/2
h
≤ E |f ′ ∗ f (b)|2

(By Cauchy-Schwarz inequality)

b

= ∥f ′ ∗ f ∥2
1
≤ √ · ∥f ′ ∥2 · ∥f ∥2
D
1
≤√ .
D

(By Lemma 6)
(Since ∥f ∥2 ≤ ∥f ∥∞ ≤ 1).
◀

3

Proof of Theorem 1

The following proposition is where we deviate from Peluse’s proof [11]. We give an elementary
proof for every quasirandom group while Peluse proved the same result for simple finite
groups using the result of Liebeck and Shalev [9, 8] to bound the Witten zeta function ζG
for simple finite groups.
▶ Proposition 8. Let G be a D-quasirandom group. Let f : G → C such that ∥f ∥∞ ≤ 1,
E[f ] = 0 and fb is the mean zero component of the function ∆b f (i.e., fb (x) = ∆b f (x) −
Ex [∆b f (x)]). Then




1
≤√ .
E E ∆b f (x) · (fg−1 bg ∗ µg−1 C(g−1 ) )(x)
x
g,b
D
Proof. Let us denote the expression on the L.H.S. as Γ. We use simple manipulations and
previously stated facts to simplify the expression.

 
 2
2
Γ ≤ E ∥∆b f ∥2 · ∥fg−1 bg ∗ µg−1 C(g−1 ) ∥2
(By Cauchy-Schwarz inequality)
g,b


2
≤ E ∥fg−1 bg ∗ µg−1 C(g−1 ) ∥2
g,b


≤ E ∥fg−1 bg ∗ µg−1 C(g−1 ) ∥22
g,b
 X

2
ˆ
−1
−1
−1
= E
dρ · ∥fg bg (ρ) · µ̂g C(g ) (ρ)∥HS

(Since ∥∆b f ∥2 ≤ 1)
(By Cauchy Schwarz inequality)

g,b

1̸=ρ∈Ĝ

≤ E

 X

g,b

(By Parseval’s identity & fˆg−1 bg (1) = 0 )

2
2
ˆ
dρ · ∥fgbg−1 (ρ)∥HS · ∥µ̂g−1 C(g−1 ) (ρ)∥HS

1̸=ρ∈Ĝ

(By submultiplicativity of norm)
= E

 X

g,b

∥fˆg−1 bg (ρ)∥2HS · |χρ (g)|2


(By Claim 5)

1̸=ρ∈Ĝ

=

X

h
h
2
E |χρ (g)| · E fˆgbg−1 (ρ)
g

1̸=ρ∈Ĝ

b

2
HS

ii

.
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Now using the fact that gbg −1 is uniformly distributed in G for a fixed g and a uniformly
random b in G, we can simplify the above expression as follows.
X

Γ2 ≤

h
h
2
E |χρ (g)| · E fˆb (ρ)
g

b

2
HS

ii

1̸=ρ∈Ĝ

X

=

h
E
b

fˆb (ρ)

2
HS

i

i

h
i
· E |χρ (g)|2
g

1̸=ρ∈Ĝ

E

fˆb (ρ)

2
HS

h X

fˆb (ρ)

2
HS

X

=

h
b

(By orthogonality of χρ )

1̸=ρ∈Ĝ

=E
b

i

.

1̸=ρ∈Ĝ

Finally, we use the fact that all the terms in the summation are non-negative and the
group G is a D-quasirandom group.
h X
i
1
2
Γ2 ≤
·E
dρ · fˆb (ρ) HS
D b
1̸=ρ∈Ĝ

h
i
1
· E ∥fb ∥22
=
D b
1
≤ ,
D

(By Parseval’s identity)
(Because ∥fb ∥22 ≤ 1).

The proof of this lemma is similar to the proof of the BNP inequality (Lemma 6). The key
difference being that we have a complete characterization of the Fourier transform of µgC(g)
from Claim 5 which we use to give a sharper bound.
◀
We are now ready to prove the main Theorem 1. This part of the proof is similar to the
corresponding expression that appears in the paper of Peluse [11], which is in turn inspired
by Tao’s adaptation of Gowers’ repeated Cauchy-Schwarzing trick to the nonebelian setting.
We, however, present the entire proof for the sake of completeness.
Proof of Theorem 1. Let us denote the L.H.S. of the expression by Θf1 ,f2 ,f3 . Without loss
of generality we assume E[f3 ] = 0. Now we have,
Θ4f1 ,f2 ,f3 =



2
E f1 (x)f2 (xy)f3 (xy )

4

x,y



= E f1 (xz −1 )f2 (x)f3 (xz)

4

(Change of variables: x ← xy, z ← y)

x,z

≤



E

x,z1 ,z2

=



E

y,z,a

=

f1 (xz1−1 )f1 (xz2−1 )f3 (xz1 )f3 (xz2 )



2

(Cauchy-Schwarz over x; ∥f2 ∥∞ = 1 and expansion )
2
f1 (y)f1 (ya)f3 (yz 2 )f3 (yza−1 z)

(Change of variables: y ← xz1−1 , z ← z1 , a ← z1 z2−1 )

2
2
E ∆a f1 (y) · ∆z−1 a−1 z f3 (yz )

y,z,a

≤

E

y,a,z1 ,z2




∆z−1 a−1 z1 f3 (yz12 ) · ∆z−1 a−1 z2 f3 (yz22 ) ,
1

2

(Cauchy-Schwarz over y, a; ∥f1 ∥∞ ≤ 1 ).
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Now, using the following change of variables, z ← z1 , x ← yz12 , b ← z1−1 a−1 z1 , g ← z1−1 z2 ,
we get
Θ4f1 ,f2 ,f3 ≤



E

x,b,z,g

h

=

E

h
E

h
E

h
E

x,b,g

i

i
|G|
−1
−1
1
(a)]
|C(g −1 )| g C(g )
i
f3 (xa−1 ) · µg−1 C(g−1 ) (a)]

∆b f3 (x) · E[∆g−1 bg f3 (xa−1 ) ·
∆b f3 (x) · E[∆g−1 bg
a

x,b,g

=

∆b f3 (x) · E[∆g−1 bg f3 (xz −1 gzg)]

a

x,b,g

=



z

x,b,g

=

∆b f3 (x) · ∆g−1 bg f3 (xz −1 gzg)

i
∆b f3 (x) · ∆g−1 bg f3 ∗ µg−1 C(g−1 ) (x) .

The second equality follows because after g, x, b have been fixed we only use z to compute
z −1 gz and the map that takes z ∈ G to z −1 gz ∈ C(g) is surjective where each member in
|G|
the range has preimage of size |C(g
−1 ) | = |Centralizer(g)|. We now separate the function
∆g−1 bg f3 from its the mean zero part as follows: Let ∆g−1 bg f3 = fg′ −1 bg + fg−1 bg where
fg′ −1 bg = Ex [∆g−1 bg f3 (x)] and fg−1 bg (x) = ∆g−1 bg f3 (x) − fg′ −1 bg .
h
i
′
E ∆b f3 (x) · (fg−1 bg + fg−1 bg ) ∗ µg−1 C(g−1 ) (x)
x,b,g




≤ E E ∆b f3 (x) · fg−1 bg ∗ µg−1 C(g−1 ) (x)
x
b,g




′
+ E E ∆b f3 (x) · fg−1 bg ∗ µg−1 C(g−1 ) (x)

Θ4f1 ,f2 ,f3 ≤

b,g

x

h 
i

1
≤ √ + E E ∆b f3 (x) · ∥fg′ −1 bg ∗ µg−1 C(g−1 ) ∥∞
D b,g x
(Using Proposition 8 to bound the first expectation)
h 
i

1
= √ + E E ∆b f3 (x) · |fg′ −1 bg |
D b,g x
h 
i
1
≤ √ + E E ∆b f3 (x)
(Using |fg′ −1 bg | ≤ 1)
x
b
D
2
≤√ ,
(By Corollary 7 and ∥f3 ∥∞ ≤ 1).
D
◀
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1

Introduction

Constraint Satisfaction Problems (CSPs), and especially k-LIN, are the most fundamental
optimization problems. An instance of a CSP consists of a set of n variables and a set of
m local constraints where each constraint involves a small number of variables. The goal
is to decide if there exists an assignment to the variables that satisfies all the constraints.
3-LIN is a special type of CSP where each constraint is a linear equation in the variables
involved in the constraint. More specifically, a 3-LIN instance over a (non-abelian or abelian)
group G has the constraints of the form a1 · x1 · a2 · x2 · a3 · x3 = b, where a1 , a2 , a3 , b are the
group elements and x1 , x2 , x3 are the variables. One can also sometimes allow inverses of the
variables in the equations.
For most CSPs, the decision version is NP-complete. Therefore, from the algorithmic point
of view, one can relax the goal to finding an assignment that satisfies as many constraints as
possible. An α-approximation algorithm for a Max-CSP is an algorithm that always returns
a solution that satisfies at least α · OPT many constraints, where OPT is the maximum
number of constraints that can be satisfied by an assignment.
The famous PCP theorem [2, 3, 12] shows that certain Max-CSPs are hard to approximate
within a factor c < 1. A seminal result of Håstad [14] gives optimal inapproximability results
for many CSPs including Max-k-SAT, Max-k-LIN over abelian groups, Set Splitting, etc.
Once we understand the optimal worst-case complexity of a Max-CSP, it is interesting to
© Amey Bhangale and Aleksa Stanković;
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understand how the complexity of the problem changes under certain restrictions on the
instances. One such example of restrictions is the study of promise CSPs [5, 7] in which
it is guaranteed that a richer solution exists (e.g., a given graph has a proper 3-coloring)
and the goal is to find or even approximate a weaker solution (e.g., find a coloring with 10
colors that maximizes the number of non-monochromatic edges). Another example is the
study of complexity of Max-CSP when the instance is generated using a certain random
process [11, 16].
In this paper we study the complexity of Max-3-LIN when the underlying constraints
vs. variables graph is fixed. A factor graph of an instance is a bipartite graph between
{C1 , C2 , . . . , Cm } and {xi , x2 , . . . , xn } where we connect Ci to xj if the constraint Ci depends
on the variable xj . An instance can be completely described by its factor graph and by
specifying which predicate to use for each constraint. Feige and Jozeph [13] were interested
in understanding the effect of the factor graph on the complexity of approximating CSPs.
Namely, for a given CSP, is there a factor graph Gn for each input length n such that the CSP
remains hard even after restricting its factor graph to Gn ? They answered this positively by
showing that there exists a family of factor graphs for Max-3-SAT such that it is NP-hard
to approximate within a factor of s 77
80 + ε, for every ε > 0. They defined such a family of
graphs as the universal factor graphs.
▶ Definition 1. A family of (c, s)-universal factor graphs for a Max-CSP is a family of
factor graphs, one for each input length, such that given a Max-CSP instance restricted to
the factor graphs in the family, it is NP-hard to find a solution with value at least s even if it
is guaranteed that there is a solution with value at least c.
In a follow-up work by Jozeph [15], it was shown that there are universal factor graphs
for every NP-hard Boolean CSP and for every APX-hard Boolean Max-CSP. However, the
inapproximability factors in these results are weaker than what was known in the standard
setting.
The result of Feige and Jozeph [13] was vastly improved recently by Austrin, Brown-Cohen
and Håstad [4]. They gave optimal inapproximability results for many well-known CSPs
including Max-k-SAT, Max-TSA1 , “(2 + ε)-SAT” and any predicate supporting a pairwise
independent subgroup. Namely, they show the existence of (1, 78 + ε)-universal factor graphs
for a Max-3-SAT, (1 − ε, 21 + ε)-universal factor graphs for a Max-3-LIN over Z2 , etc., for
every ε > 0. The optimal universal factor graph inapproximability of Max-3-LIN over any
finite abelian groups was also shown in [4].
In this paper, we investigate the existence of universal factor graphs for Max-3-LIN
over finite non-abelian groups. Engebretsen, Holmerin and Russell [10] showed optimal
inapproximability of Max-3-LIN over non-abelian groups with imperfect completeness.2
Recently, Bhangale and Khot [6] showed optimal inapproximability of Max-3-LIN over nonabelian groups with perfect completeness. Our main theorems extend both these results by
showing the existence of universal factor graphs with the same hardness factor.
In the imperfect completeness case, we show that it is NP-hard to do better than the
random assignment even if the factor graph is fixed, thereby extending the result of [10] to
the universal factor graph setting.
1
▶ Theorem 2. For every ε > 0 and any finite non-abelian group G, there are (1 − ε, |G|
+ ε)universal factor graphs for Max-3-LIN over G.

1
2

Each constraint is a Tri-Sum-And constraint, i.e., of the form x1 + x2 + x3 + x4 · x5 = b(mod 2).
The instances in [10] involve inverses in the equations, e.g., they are of the form a1 ·x1 ·a2 ·x−1
2 ·a3 ·x3 = b.
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For a non-abelian group G, we denote by [G, G] a commutator subgroup of G, i.e., the
1
subgroup generated by the elements {g −1 h−1 gh | g, h ∈ G}. The factor |[G,G]|
comes
naturally in the results on approximating Max-3-LIN over G in the perfect completeness
situation. This is because of the fact that G/[G, G] is an abelian group and this can be
1
used in getting the |[G,G]|
-approximation algorithm for Max-3-LIN. For a concrete example,
consider the group S3 , the group of all permutations of a three-element set. The commutator
subgroup of S3 is {(), (1, 2, 3), (1, 3, 2)} which is isomorphic to Z3 . In this case, S3 /Z3 ∼
= Z2
which is an abelian group. More generally, a given Max-3-LIN instance ϕ over G can be
thought of as a Max-3-LIN over G/[G, G] by replacing the group constant by its coset in
G/[G, G]. If ϕ is satisfiable over G, then ϕ′ is satisfiable over G/[G, G]. The satisfying
assignment for ϕ′ can be found in polynomial time as ϕ′ is a collection of linear equations
over an abelian group. To get the final assignment for ϕ, we can assign a variable x a random
element from the coset assigned by the satisfying assignment of ϕ′ . It is not very difficult to
1
see that this random assignment satisfies each equation of ϕ with probability |[G,G]|
.
In the perfect completeness situation too, we get the optimal universal factor graph
hardness for Max-3-LIN, matching the inapproximability threshold of [6].
1
▶ Theorem 3. For every ε > 0 and any finite non-abelian group G, there are (1, |[G,G]|
+ ε)universal factor graphs for Max-3-LIN over G.

The actual theorem statements are stronger that what are stated. Along with the universal
factor graph hardness, the instances have the following additional structure.
1. In the imperfect completeness case, our hardness result from Theorem 2 holds for
constraints of the form x1 · x2 · x3 = g for some g ∈ G. In [10], the constraints involve
inverses of the variables as well as group constants on the left hand side, for example, the
constraints can be of the form a1 · x1 · a2 · x−1
2 · a3 · x3 = b.
2. Similar to the above, our hardness result from Theorem 3 holds even if we restrict the
constraints in the Max-3-LIN instance to the form x1 · x2 · x3 = g for some g ∈ G. In
comparison, in [6], the definition of a linear equation involves using constants on the
left-hand side of the equations.
To sum it up, our results show that the exact “literal patterns” as well as the factor graphs
are not the main reasons for the optimal NP-hardness of the aforementioned results [10, 6]
on Max-3-LIN over finite non-abelian groups.

1.1

Techniques

In this section, we highlight the main differences between the previous works [10, 4, 6] and
this work.
A typical way of getting optimal inapproximability result is to start with a gap (1, 1 − ε)
NP-hard instance of a Max-CSP and apply parallel repetition on it to create a 2-CSP (a.k.a.
Label Cover, see Definition 29) with arbitrarily large gap of (1, δ), for any constant δ > 0.
Each vertex on one side of the Label Cover corresponds to a subset of constraints of the
initial Max-CSP instance. In order to reduce a Label Cover to a given Max-CSP over smaller
alphabet, one key component in the reduction is to use a long-code encoding of the labels
(i.e., the assignments to the variables in the constraints associated with the vertex) in the
Label Cover instance. A long code of a label i ∈ [n] is given by the truth-table of a function
f : [q]n → [q] defined as f (x) = xi . One of the main reasons for using long code is that its
high redundancy allows one to implicitly check if the assignment satisfies the given set of
constraints associated with a vertex using the operation called folding. Thus, the only thing
to check is if the given encoding is indeed (close to) a long code encoding of a label and
hence it is successful in getting many tight inapproximability results.
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One issue with the foldings that appeared before the work of [4] is that the folding
structure changes if we change the literal structure of the underlying constraints. Therefore,
even if we start with a universal factor graph hard instance of a gap (1, 1 − ε) Max-CSP,
different literal patterns give different constraints vs. variables graphs for the final Max-CSP
instances. Therefore, the reduction template is not enough to get the same factor graph.
To overcome this difficulty the functional folding was introduced in [4]. This folding is
’weaker’ than the previously used foldings in terms of decoding to a label that satisfies the
underlying predicate in the Label Cover instance. However, they show that this type of
folding can be used to get the tight inapproximability results. The key lemma that was
proved in [4] is that non-zero Fourier coefficients of such a folded function correspond to sets
of assignments with an odd number of them satisfying the constraints.
We cannot directly use the functional folding defined in [4] for two main reasons. Firstly,
the way functional folding was defined, the underlying group is always an abelian group.
Secondly, the aforementioned main lemma from [4] talks about the non-zero Fourier coefficient
of the folded function when viewed as a function over an abelian group. Since our soundness
analyses use Fourier analysis over non-abelian groups (similar to [10, 6] ), we cannot directly
use their folding.
In this work, we define functional folding for functions f : Gn → G, where G is a finite
non-abelian group (See Definition 33). One of the main contributions of this work is to prove
that non-zero Fourier coefficients (Fourier matrices to be precise) of such functionally folded
functions also have properties that are sufficient to complete the soundness analysis.
For the proof of Theorem 2, it is enough to show that for functionally folded functions,
any non-zero Fourier coefficient of the function has at least one assignment that satisfies
all the constraints of the Label Cover vertex. We prove this in Lemma 37. This conclusion
is analogous to the one in [4]. In order to make sure that we do not use inverses in the
constraints as mentioned in the previous section, we follow the proof strategy of [6] in the
imperfect completeness case. Compared to [6], in the imperfect completeness case, one needs
to control extra terms related to dimension 1 representations of the group which necessitates
a different approach for the soundness analysis. In particular, we use the independent noise
to take care of all high-dimensional terms in the Fourier expansion of the test acceptance
probability.
For proving Theorem 3, we need a stronger conclusion on the non-zero Fourier coefficients
of functionally folded functions. This is because the decoding strategy in [6] is highly nonstandard; The reduction can only decode from a very specific subset of the list corresponding
to non-zero Fourier coefficients. Therefore, we need to show that for this type of non-zero
Fourier coefficients, there exists an assignment from that subset satisfying the constraints of
the Label Cover vertex. This is done in Lemma 38.
We also observe that for the soundness proof to work, one does not need to fold all the
functions. We use this observation to conclude that the reduced instance of Max-3-LIN has
constraints of the form x1 · x2 · x3 = g for some g ∈ G. Since the factor graph is fixed, these
instances are completely specified by specifying only one group element per constraint.

1.2

Organization

The paper is organized as follows. We start with preliminaries in Section 2. In Section 2.1,
we give an overview of representation theory and Fourier analysis over non-abelian groups.
In Section 2.2, we formally define the problem that we study and universal factor graphs. In
Section 2.3, we define functional folding. In Section 3 we give an brief overview of the result
presented in this paper intended for the reader who might not be interested in all the details.
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In the same section, we also discuss two key lemmas related to functional folding that will
be used in the main soundness analysis. In Section 4, we give a reduction that shows the
1
existence of (1 − ε, |G|
+ ε)-universal factor graphs for Max-3-LIN over a non-abelian group
G with imperfect completeness. Finally, in Section 5, we give a reduction that shows the
1
existence of (1, |[G,G]|
+ ε)-universal factor graphs for Max-3-LIN over a non-abelian group
G with perfect completeness.

2

Preliminaries

2.1

Representation Theory and Fourier analysis on non-Abelian groups

In this section we give a brief description of concepts from representation theory used in this
work. We will not prove any claims in this section; instead we refer the reader interested in
a more detailed treatise to [19, 20].
Let us start by introducing a definition of representation.
▶ Definition 4. A representation (Vρ , ρ) of a group G is a group homomorphism ρ : G →
GL(Vρ ), where Vρ is a complex vector space.
For the sake of brevity throughout this article we will use only symbol ρ to denote a
representation, and we will assume that the vector space Vρ can be deduced from the context.
We work with finite groups, and hence assume that Vρ = Cn , where n ∈ N, and that GL(Vρ )
is a space of invertible matrices. Furthermore, we always work with unitary representations.
Study of representations can be reduced to the study of irreducible representations. In
order to introduce them, we first bring in the following definition.
▶ Definition 5. Let ρ be a representation of a group G. A vector subspace W ⊆ Vρ is
G-invariant if and only if
(∀g ∈ G, ∀w ∈ W )

ρ(g)w ∈ W.

Observe that if W is G-invariant then the restriction ρ|W of ρ to W is a representation of G.
We can now introduce irreducible representations.
▶ Definition 6. A representation ρ of a group G is irreducible if Vρ ̸= ∅ and its only
G-invariant subspaces are {0} and Vρ .
We use Irrep(G) to denote the set of all irreducible representations of G up to an isomorphism,
where an isomorphism between representations is given by the following definition.
▶ Definition 7. Two representations ρ and τ of a group G are isomorphic if there is an
invertible linear operator φ : Vρ → Vτ such that
φ ◦ ρ(g) = τ (g) ◦ φ,

∀g ∈ G.

∼ τ to denote that ρ is isomorphic to τ .
We write ρ =
Representation theory is used in this work because it is a natural language for expressing
Fourier analysis of the space L2 (G) = {f : G → C}, which will be an ubiquitous tool in this
work. We endow the space L2 (G) with the scalar product defined as
⟨f1 , f2 ⟩L2 (G) =

1 X
f1 (g)f2 (g),
|G|
g∈G
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which induces a norm on L2 (G) via
s
q
1 X
∥f ∥L2 (G) = ⟨f, f ⟩L2 (G) =
|f (g)|2 ,
|G|
g∈G

We can now introduce the Fourier transform as follows.
▶ Definition 8. For f ∈ L2 (G), the Fourier transform of f is an element fˆ of
Q
ρ∈Irrep(G) End(Vρ ) given by
fˆ(ρ) = E [f (x)ρ(x)] .
x∈G

In the definition above we use End(Vρ ) to denote a set of endomorphisms of the vector
space Vρ . In particular, once we fix bases of {Vρ }ρ∈Irrep(G) , we can identify fˆ with a matrix.
Throughout this article we will consider the space of matrices of same dimension to be
equipped by the scalar product defined as
⟨A, B⟩End(Vρ ) = tr(AB ∗ ).

(1)

Note that if we consider A and B as operators on a vector space V the definition of
⟨A, B⟩End(V ) does not change under unitary transformations of basis. Let us now state the
Fourier inversion theorem which shows that the function is uniquely determined by its Fourier
coefficients.
▶ Lemma 9 (Fourier inversion). For f ∈ L2 (G) we have
X
f (x) =
dim(ρ)⟨fˆ(ρ), ρ(x)⟩End(Vρ ) .
ρ∈Irrep(G)

Plancherel’s identity can be written in this setting as follows.
▶ Lemma 10. (Plancherel’s identity)
X
⟨f, g⟩L2 (G) =
dim(ρ)⟨fˆ(ρ), ĝ(ρ)⟩End(Vρ ) .
ρ∈Irrep(G)

A straightforward corollary of Plancherel’s idenity is Parseval’s identity, given in the following
lemma.
▶ Lemma 11. (Parseval’s identity) For f : G → C we have
X
∥f (x)∥2L2 (G) =
dim(ρ)∥fˆ(ρ)∥2HS ,
ρ∈Irrep(G)

where ∥ · ∥HS is a norm induced by the scalar product (1), i.e., it is the Hilbert-Schmidt norm
defined on a set of linear operators on Vρ by
sX
p
p
∗
∥A∥HS = ⟨A, A⟩ = tr(AA ) =
|Aij |2 .
ij

The following lemma characterizes the values of scalar products between matrix entries of
two representations. In particular, it shows that the matrix entries of two representations
are orthogonal, and that L2 (G)-norm of each entry of representation ρ equals to 1/ dim(ρ).
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▶ Lemma 12. If ρ and τ are two non-isomorphic irreducible representations of G then for
any i, j, k, l we have
⟨ρij , τkl ⟩L2 (G) = 0.
Furthermore,
⟨ρij , ρkl ⟩L2 (G) =

δik δjl
,
dim(ρ)

where δij is the Kronecker delta function.
By taking τ ∼
= 1 in the previous lemma we obtain the following corollary.
▶ Lemma 13. Let ρ ∈ Irrep(G) \ {1}. Then
X
ρ(g) = 0.
g∈G

Let us now associate a character with each representation.
▶ Definition 14. The character χρ : G → C of a representation ρ : G → GL(V ) is a function
defined by
χρ (g) = tr(ρ(g)).
Characters are orthogonal to each other as shown by the following lemma.
▶ Lemma 15. For ρ, τ ∈ Irrep(G) we have
(
1, ρ ∼
= τ,
⟨χρ (g), χτ (g)⟩L2 (G) =
0, otherwise.
Another nice identity that characters satisfy is given in the following lemma.
▶ Lemma 16.
(
X

dim(ρ)χρ (g) =

ρ∈Irrep(G)

|G|,
0,

if g = 1G ,
otherwise.

P
Taking g = 1G in the previous lemma implies that ρ∈Irrep(G) dim(ρ)2 = |G| and hence for
p
every ρ ∈ Irrep(G) we have dim(ρ) ≤ |G|.
In this article we will also encounter convolution of functions in L2 (G), which is defined
as follows.
▶ Definition 17. Given f, g ∈ L2 (G), their convolution f ∗ g ∈ L2 (G) is defined as
f ∗ g(x) = E

y∈G




f (y)g(y −1 x) .

Fourier analysis interacts nicely with the convolution, as shown by the following lemma.
▶ Lemma 18. For f, g ∈ L2 (G) we have
f[
∗ g(ρ) = fˆ(ρ) · ĝ(ρ).
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Given a group G we can define the group Gn as the set of n-tuples of elements of G on which
the group operation is performed coordinate-wise. It is of interest to study the structure of
representations of Gn , particularly in relation to representations of G. In order to do so, let
us first introduce direct sum and tensor product of representations.
▶ Definition 19. Let ρ and τ be two representations of G. We define their direct sum ρ ⊕ τ
to be a representation of G defined on vectors (v, w) ∈ ρV ⊕ τV by
ρ ⊕ τ (v, w) = ρ(v) ⊕ τ (w).
Observe that if a representation ρ is not irreducible then there are G-invariant vector
subspaces V1 , V2 ⊆ Vρ such that Vρ is a direct sum of V1 and V2 , i.e., Vρ = V1 ⊕ V2 . Hence,
by fixing a suitable basis of Vρ we can write ρ as a block diagonal matrix with two blocks on
the diagonal corresponding to ρ|V1 and ρ|V2 , i.e., we have that ρ ∼
= ρ|V1 ⊕ ρ|V2 . Since we
assumed that dim(ρ) < ∞ it follows by the principle of induction that we can represent each
ρ as
ρ∼
= ⊕us=1 τ s ,
where τ s ∈ Irrep(G). We now introduce the tensor product of representations.
▶ Definition 20. Let ρ and τ be representations of G. Tensor product ρ ⊗ τ of ρ and τ is a
representation of Vρ ⊗ Vτ defined by
(ρ × τ )(u ⊗ v) = ρ(g)(u) ⊗ τ (g)(v),
and extended to all vectors of Vρ ⊗ Vτ by linearity.
Following lemma characterizes irreducible representations of Gn in terms of irreducible
representations of G.
▶ Lemma 21. Let G be a group and let n ∈ N. All irreducible representations of the group
Gn are given by
Irrep(Gn ) = {⊗nd=1 ρd | ρd ∈ Irrep(G)} .
We will sometimes use ρ = (ρ1 , . . . , ρn ) to denote that ρ = ⊗d∈[n] ρd . Furthermore, we will
use |ρ| to denote the number of ρd ∼
̸ 1.
=

2.2

Max-3-Lin and Universal Factor Graphs

We begin by introducing the Max-3-Lin problem over a group G.
▶ Definition 22. In the Max-3-Lin problem over a group G input is given by n variables
x1 , . . . , xn taking values in G and m constraints where i-th constraint is of the form
x i 1 · x i2 · x i 3 = c i

for some i1 , i2 , i3 ∈ [n] and ci ∈ G.

Note that in this definition we do not allow for constants between the variables, i.e., we
do not allow equations of the form xi1 · gi · xi2 · gi′ · xi3 = ci , with gi , gi′ ∈ G, which was
not the case with the previous works [6, 10] on hardness of Max-3-Lin over non-abelian
groups. Furthermore, this definition does not allow for inverses in equations, for example
−1
the constraint xi1 x−1
i2 xi3 = ci is not allowed, while in [10] these equations appeared since
the analysis of the soundness required certain functions to be skew-symmetric (i.e., check
Lemma 15 and Lemma 23 from [10]). Since in this work we consider hardness results, our
proofs will also imply the hardness of instances defined in the sense of [6, 10].
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Another strengthening of the previous results considered in this work comes from assuming
that the instances have universal factor graphs. In order to formally explain this strengthening,
we need to introduce the notion of a factor graph of a constraint satisfaction problem. We
first recall the definition of a constraint satisfaction problem.
▶ Definition 23. A constraint satisfaction problem (CSP) over a language Σ = [q], q ∈ N, is
a finite collection of predicates K ⊆ {P : [q]k → {0, 1} | k ∈ N}.
We use use ar(P ) = k to denote the arity of a predicate P : [q]k → {0, 1}. As an input to
our problem we get an instance of a CSP K, which is defined as follows.
▶ Definition 24. An instance I of a CSP K consists of a set X = {x1 , . . . , xn } of n variables
taking values in Σ and m constraints C1 , . . . , Cm , where each constraint Ci is a pair (Pi , Si ),
with Pi ∈ K being a predicate with arity ki := ar(Pi ), and Si being an ordered tuple containing
ki distinct variables which we call scope.
Let us denote by σ : X → Σ an assignment to the variables X of a CSP instance I. We
interpret σ(Si ) as a coordinate-wise action of σ on Si . Given σ, we define the value Valσ (I)
of σ as
Valσ (I) =

m
X

Pr (σ(Sr )).

(2)

r=1

We work with Max-CSPs in which we are interested in maximizing Valσ (I). We use Opt(I)
to denote the optimal value of I, i.e., Opt(I) = max (Valσ (I)) . Observe that Max-3-Lin
σ

over G can be seen as a Max-CSP with predicates K = {Pg }g∈G where
(
Pg (x, y, z) =

1,
0,

if x · y · z = g,
otherwise.

We can now introduce factor graphs and the notion of hardness we are interested in this
article.
▶ Definition 25. The factor graph F of an instance I consists of the scopes Sr , r = 1, . . . , m.
A family {Fn }n∈N is explicit if it can be constructed in time that is polynomial in n.
▶ Definition 26. We say that the Max-CSP(K) is (c, s)-UFG-NP-hard if there is an explicit
family of factor graphs {Fn }n for K and a polynomial time reduction R from 3-Sat instances
In on n variables to Max-CSP(K) instances R(In ) with the factor graph Fn such that the
following holds
Completeness: If In is satisfiable then Opt(R(I)) ≥ c.
Soundness: If In is not satisfiable then Opt(R(I)) ≤ s.
We will say that Max-CSP(K) has “universal factor graphs” to mean that Max-CSP(K) is
(c, s)-UFG-NP-hard, in which case the values of c and s will be clear from the context.
▶ Definition 27. A polynomial time reduction R from CSP K to CSP K ′ is factor graph
preserving if it satisfies the following property:
Whenever two instances I1 , I2 of K have the same factor graphs, the respective instances
R(I1 ) and R(I2 ) output by the reduction R have the same factor graphs as well.
The definition of the (c, s)-UFG-NP-hardness given here matches the one from [4]. Note
that another view is given by the definition from [13] which considered hardness from the
perspective of circuit complexity, i.e., with the starting point being NP ̸⊆ P/Poly one would
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aim to show non-existence of polynomially sized circuits which distinguish soundness from
completeness of instances with fixed factor graphs. This difference is only technical, and in
particular it is not hard to see that the analogues of all the results given in this work also
hold in the alternative setting considered in [13].
Majority of the strong hardness of approximation reductions such as [8, 14] use as an
intermediary step in a reduction the parallel repetition [17, 18] of 3-Sat instances output by
the PCP theorem [2, 3, 9]. Let us briefly describe the parallel repetition as a game played
between two provers that can not communicate with each other and a verifier. We first fix
the number of repetitions r ∈ N. Then, in each round the verifier picks r random constraints
Ci1 , Ci2 , . . . , Cir , 1 ≤ i1 , . . . , ir ≤ m, where Cij are constraints of the starting 3-Sat instance
with m constraints. Then, the verifier sends these r constraints to the prover P1 . The verifier
also picks one variable from each constraint sent to P1 and sends these variables to the prover
P2 . The first prover responds with a satisfying assignment to the r constraints, while P2
responds with values to r variables. The verifier accepts if the assignments of the provers P1
and P2 agree on the same variables.
Parallel repetition game is usually conceptualized by the Label Cover problem, whose
definition can be given as follows.
▶ Definition 28. A Label Cover instance Λ = (V, W, E, [L], [R], Π) is a tuple in which
(V, W, E) is a bipartite graph with vertex sets V and W , and an edge set E.
[L] and [R] are alphabets, where L, R ∈ N.
Π is a set which consists of projection constraints πe : [R] → [L] for each edge e ∈ E.
The value of a Label Cover instance under an assignment σL : V → [L], σR : W → [R], is
defined as the fraction of edges e ∈ E that are satisfied, where an edge e = (v, w) is satisfied
if πe (σR (w)) = σL (v). We will write Valσ (Λ) for the value of the Label Cover instance Λ
under the assignment σ = (σL , σR ).
In this definition one can see [R] as the set of all possible satisfying assignments of the prover
P1 for a question w ∈ W . Hence, the set [R] depends not only on the factor graph of the
starting 3-Sat instance but also on the predicates applied to each triplet of variables. Due to
this obstacle we can not use Label Cover as the black box input to our problem. In particular,
we need to resort to bookkeeping the types of predicates received by the prover P1 . Let us
now describe the approach taken in this work.
The first difference compared to the “classical” approach to parallel repetition described
above comes from the fact that as in [4] we apply parallel repetition to Max-TSA problem
which is (1, 1 − ε)-UFG-NP-hard [13] for some ε > 0. Max-TSA problem is a CSP with
5
predicates T SAb : {0, 1} → {0, 1} , b ∈ {0, 1} , given by
(
1,
if x1 + x2 + x3 + x4 · x5 = b,
T SAb (x1 , x2 , x3 , x4 , x5 ) =
0, otherwise.
The reason for using Max-TSA problem instead of 3-Sat is technical in nature and it has to do
with the fact in the case we use Max-TSA and we identify with [R] all the possible assignments
to the 5r variables received by P1 , then checking whether an assignment ℓ ∈ [R] returned by
the prover satisfies all the constraints is equivalent to checking whether r equations
pj (ℓ) = bij ,

j ∈ [r],

are true. This is achieved by setting each pj to be the function that extracts values of
variables appearing in j-th constraint received by P1 , and if the values of the variables are
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x1 , x2 , . . . , x5 , then the function pj returns the value x1 + x2 + x3 + x4 · x5 . Observe that the
parallel repetition applied to 3-Sat instances does not admit this description, in particular
since for 3-Sat a single assignment to a triplet of variables can satisfy two different 3-Sat
predicates. This difference turns out to be crucial for the functional folding which will be
introduced in Section 2.3.
We can now conceptualize the game between the two provers described above with the
following definition.
▶ Definition 29. A UFG Label Cover instance ΛU F G is defined as ΛU F G = (Λ, U ), where
Λ = (V, W, E, [L], [R], Π) is a Label Cover instance, while U = (P, b, I) consists of
P, which is a set of functions p1 , . . . , pr : [R] → {0, 1}, and
m
b ∈ {0, 1} , b = (b1 , . . . , bm ),
I, which is a collection of functions Iw : [r] → [m], w ∈ W .
The value of a UFG Label Cover instance under an assignment σ = (σL , σR ) is the fraction of
satisfied edges of Λ, where an edge e = (w, v) is satisfied if it satisfies the projective constraint
and if furthermore pi (σR (w)) = bIw (i) for i = 1, . . . , r.
In the definition above Iw returns the indices of the constraints received by the prover P1
when given a query w.
Since the starting Max-TSA problem is (1, 0.51)-UFG-NP-hard [4], by the parallel
repetition theorem [18] we have the following lemma.
▶ Lemma 30. For any γ > 0 there is a reduction from (1, 0.51)-Max-TSA to UFG Label
Cover ΛU F G (Λ, U ) such that it is NP-hard to distinguish the following cases
Completeness Opt(ΛU F G ) = 1,
Soundness Opt(ΛU F G ) < γ.
Furthermore, starting from two instances of Max-TSA with the same factor graphs, the
reduction will produce the instances ΛU F G , Λ′U F G which differ only in their respective values
of vectors b, b′ .
In our work for technical reasons we actually use smooth parallel repetition, which we describe
in terms of two-prover game as follows. In this version apart from r we fix t ∈ N, 1 < t < r
as well, and instead of picking r variables from the constraints Ci1 , . . . , Cir sent to P1 and
sending them to P2 , the verifier selects t constraints at random and sends one variable from
each of these constraints to P2 . The verifier also sends r − t remaining constraints to P2 .
Note that in this version we do not need to force P2 to satisfy these constraints since this is
enforced by the agreement test performed by the verifier. We use smooth parallel repetition
because we want to say that for any two answers given by P1 it is highly likely that P2 will
have only one answer that will be accepted by the verifier. UFG Label Cover described in
this paragraph will be referred to as (r, t)-smooth UFG Label Cover.
In order to express the smoothness property of ΛU F G we will be interested in we introduce
the following definition.
▶ Definition 31. Consider π : [R] → [L] and let S ⊆ [R]. We use C(S, π) to denote the
indicator variable which is equal to 1 if and only if there are two distinct i, j ∈ S such that
π(i) = π(j), or formally:
(
1, if (∃i, j ∈ S, i ̸= j), π(i) = π(j),
C(S, π) =
0, otherwise.
Now, as shown by Claim 2.20 in [4], we can assume that the UFG Label Cover instance
satisfies smoothness property defined as follows.
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▶ Lemma 32. Let 0 ≤ t ≤ r, t ∈ N, consider (r, t)-smooth UFG Label Cover ΛU F G and let
w ∈ W be any vertex of W . If we denote with Ew the set of of all edges e incident to w,
then for S ⊆ [R] we have that
E [C(S, πe )] ≤

e∈Ew

|S|2 t
.
r

The difference in the lemma above and Claim 2.20 in [4] is due to the fact that we use r
and t here in the role played by (r + t) and r in [4], respectively. Let us also observe that
choosing sufficiently large t ensures that the parallel repetition of (1, 0.51)-UFG-NP-hard
Max-TSA still yields ΛU F G instance with completeness 1 and soundness γ.

2.3

Functional Folding Meets Representation Theory

The next step in the “classical reduction” consists in encoding the answers of provers to a
query w for P1 (or v for P2 ) by a long code which can be thought of as a function fw : GR → G
for P1 (or fv : GL → G for P2 ), and using a suitable test along each edge of a Label Cover
instance that depends on the hardness result we are trying to prove. Typically in order to
avoid degenerate cases we require functions fw and fv to be folded, by requiring them to
satisfy
fw (cx) = cfw (x),

fv (cx) = cfv (x),

where c ∈ G and for x = (x1 , . . . , xR ) the action of c on x is performed coordinate-wise,
i.e., cx = (cx1 , . . . , cxR ). However, this folding does not depend on the values of bi received
by the prover P1 , and hence the provers can come up with a strategy for only one b which
invalidates desired soundness property of the reduction. For that reason we use here functional
folding which was the technical novelty introduced in [4].
▶ Definition 33. Given a fixed collection of functions p1 , p2 , . . . , pr : [R] → {0, 1} let us
introduce an equivalence relation ∼ on GR by
r

x ∼ y ⇐⇒ (∃F : {0, 1} → G) such that (∀d ∈ [R]) xd = F (p1 (d), p2 (d), . . . , pr (d))yd .
r

Let b ∈ {0, 1} , b = (b1 , . . . , br ). We say that a function fb : GR → G is functionally folded
r
with respect to ({pi }i=1 , b) if for every x ∼ y such that
(∀d ∈ [R]) xd = F (p1 (d), p2 (d), . . . , pr (d))yd

r

for some F : {0, 1} → G,

we have
fb (x) = F (b1 , b2 , . . . , br )fb (y).

(3)

For the sake of notational convenience we will usually omit the subscript b and also not
r
mention that the folding is with respect to ({pi }i=1 , b), especially when this can be easily
inferred from the context.
Note that in order to construct a functionally folded function f we only need to define it on
a fixed representative y of each equivalence class [y]. We can then extend the value of f to
any x ∼ y by saying that
f (x) = F (b1 , b2 , . . . , br )f (y).
As an immediate consequence of the definition we have the following lemma.
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▶ Lemma 34. If f : GR → G is functionally folded, then for any c ∈ G and any x ∈ Gn we
have
f (cx) = cf (x).
Proof. By choosing F ≡ c we have that cx ∼ x, and since f is folded by (3) we have
f (cx) = cf (x), irrespective of the values of bi since F is constant.
◀
Following lemma allows us to eliminate trivial representations in the Fourier spectrum of a
function ρ ◦ f , where f is functionally folded.
▶ Lemma 35. Let f : Gn → G satisfy f (cx) = cf (x) for every c ∈ G and every x ∈ Gn ,
and let ρ ∈ Irrep(G) \ {1}. Then for g = [ρ ◦ f ]pq , where 1 ≤ p, q ≤ dim(ρ), if α ∼
= 1 we have
ĝ(α) = 0. The same statement holds if we replace the condition that f satisfies f (cx) = cf (x)
by f (xc) = f (x)c for every c ∈ G.
Proof.
"
#
X
1
ĝ(1) = E n [g(x) · 1] = E n [ρ(f (x))pq ] =
E
ρ(f (cx))pq
x∈G
x∈G
|G| x∈Gn
c∈G


X
X
X
X
1
1
En
ρ(c)pr ρ(f (x))rq  =
E n [ρ(f (x))rq ]
ρ(c)pr = 0,
=
x∈G
|G| x∈G
|G|
c∈G 1≤r≤dim(ρ)

where the last inequality holds since
f (xc) = f (x)c is analogous.

1≤r≤dim(ρ)

P

c∈G

c∈G

ρ(c)pr = 0 by Lemma 13. The proof in case
◀

The lemma above will be useful when deriving the result for Max-3-Lin with almost perfect
completeness. For Max-3-Lin over G with perfect completeness we will actually view all
representations β ∈ Irrep(GL ) with dim(β) = 1 as trivial, and hence we will need the
following lemma.
▶ Lemma 36. Let f : Gn → G satisfy f (cx) = cf (x) for every c ∈ G and every x ∈ Gn ,
and let ρ ∈ Irrep(G), dim(ρ) ≥ 2. Then for g = [ρ ◦ f ]pq where 1 ≤ p, q ≤ dim(ρ), and
α ∈ Irrep(Gn ), dim(α) = 1, we have that ĝ(α) = 0. The same statement holds if we replace
the condition that f satisfies f (cx) = cf (x) by f (xc) = f (x)c for every c ∈ G.
The statement and the proof of this lemma already appeared in [6] as Lemma 2.29, and
hence we omit the details here.
Observe that the proof of Lemma 35 and Lemma 36 did not require any additional
properties of functional folding, and therefore they can be applied for f that is “classically
folded” as well. We prove strengthenings of Lemma 35 and Lemma 36 for functionally folded
functions f in Section 3. These strengthenings are stated in Lemma 37 and Lemma 38
respectively.

3

Brief Overview

Throughout this work we consider a finite non-abelian group G and a CSP in which instances
are defined by a set of variables x1 , . . . , xn , taking values in G, and m constraints, in which
every constraint is of form xi · xj · xk = ct , where i, j, k ∈ [n], t ∈ [m], ct ∈ G. The triplet
(i, j, k) is referred to as a scope of the constraint. The set of scopes of an instance is known
as the factor graph. We are interested in approximability of instances in which the factor
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graph is fixed. In particular, the question we ask is whether the problem remains equally
hard even if we fix the factor graph? In this case we also say that the problem is Universal
Factor Graph hard and use abbreviation UFG-hard.
In order to do so, we need to give a reduction from 3-Sat instances In on n variables to
instances R(In ) of Max-3-Lin with a fixed factor graph for each n ∈ N. Furthermore, since
we are interested in inapproximability, we are also interested in showing the completeness/soundness of our reduction for some 0 < s < c ≤ 1, i.e., we would like to show
Completeness: If the In is satisfiable then Opt(R(In )) ≥ c.
Soundness: If the starting In is not satisfiable then Opt(R(In )) ≤ s.
We use Opt above to denote the maximum fraction of satisfiable constraints in a given
instance under any assignment of values to the variables. Existence of a reduction with such
properties implies UFG-hardness of approximating CSP within a ratio of s/c, and we usually
say that such CSP is (s, c)-UFG-hard.
Standard reductions not concerned with UFG property usually consist in parallel repetition3 of the starting 3-Sat instance to obtain a Label Cover instance, on which one typically
performs dictatorship testing. In our case for technical reasons instead of 3-Sat instance we
start from Max-TSA instance with predicates T SA0 and T SA1 given by
(
1,
if x1 + x2 + x3 + x4 · x5 = b,
T SAb (x1 , x2 , x3 , x4 , x5 ) =
0, otherwise.
We remark that this is the same approach as the one taken by the previous work [4], and that
the reasoning behind this choice is explained in more detail in Section 2.2. It is already shown
that Max-TSA is (0.51, 1)-UFG-hard [4], and hence in order to give UFG-hardness result it
is sufficient to give a reduction from Max-TSA to Max-3-Lin over G which preserves factor
graphs and has appropriate soundness and completeness. In particular, we are interested
in a reduction which, starting from instances of Max-TSA with a fixed factor graph (and
possibly different predicates applies to the scopes), produces instances of Max-3-Lin over G
with a fixed factor graph as well.
In particular, in order to explain the parallel repetition, let us first consider the standard
approach which is not concerned with factor graphs. In this approach, we consider two
provers, P1 and P2 , who cannot communicate with each other, and a verifier. We use r ∈ N
to denote the constant number of repetitions. In each round of the game the verifier picks r
random constraints Ci1 , Ci2 , . . . , Cir , 1 ≤ i1 , . . . , ir ≤ m, of the starting Max-TSA instance
with m constraints. Then, the verifier sends these r constraints to the prover P1 . The verifier
also picks one variable from each constraint sent to P1 and sends these variables to the prover
P2 . The first prover responds with a satisfying assignment to the r constraints, while P2
responds with values to r variables. The verifier accepts if the assignments of the provers P1
and P2 agree on the same variables.
One can check that the existing reductions [6, 10] would produce instances of Max-3-Lin
with different factor graphs even if we fix the factor graph of the starting instance (i.e., only
right hand sides of Max-TSA are varied). This is due to the fact that the alphabet available
to the first prover consists of satisfying assignments, and hence depends not only on the
factor graph but also on the right hand side of the starting Max-TSA instance.
In order to deal with this issue, in this work we generalize the approach taken in [4].
In particular, we make sure that the questions asked to prover P1 do not depend on the
right hand sides by relying on the following procedure. First, the verifier picks r random

3

We actually require smooth parallel repetition in our proofs, but we omit that detail in this section for
the sake of clarity.
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constraints with right hand sides b1 , . . . , br . Then, the verifier sends the scopes of these r
constraints to the first verifier, and r variables, one from each of these scopes, to the second
verifier. The answer of the first prover is long coded, i.e., if we identify the set of all possible
assignments to the scopes received by P1 with [R], R ∈ N, then the answer is given as the
function f : GR → G, intended to be a dictator, but allowed to be any other function subject
to the restriction called “folding” which we elaborate on soon. The answer of the second
prover is long coded as well. In order to avoid trivial strategies we need to fold the answers.
The standard folding [6, 10] does not force the answer of the first prover to depend on the
right hand sides (or, in other words, the tables are not folded with respect to the values
of b1 , . . . , br ). For this reason this folding is not sufficiently strong for our result, and in
particular the protocol with this folding has soundness 1.
Hence, instead of this classical approach, we use here “functional folding”, which is the
main technical contribution of [4]. In particular, let us explain how the long code of the first
prover P1 is functionally folded. First, given an alphabet [R], let us use p1 , p2 , . . . , pr : [R] →
{0, 1} to denote the functions which evaluate to the left hand side of the constraints received
by the first prover. In particular, given x ∈ [R], the value of pi (x) for i ∈ [r] is calculated
as follows. First, we extract the values of variables x1 , x2 , x3 , x4 , x5 that appear in the i-th
scope received by the first prover. We then evaluate the left hand side of the TSA predicate,
i.e., we evaluate x1 + x2 + x3 + x4 · x5 , and return that as the value of pi (x).
We then split GR into equivalence classes, and we query f by using only one fixed
representative from each class. The equivalence relation ∼ on GR which is used to define
equivalence classes is given by
r

x ∼ y ⇐⇒ (∃F : {0, 1} → G) such that (∀d ∈ [R]) xd = F (p1 (d), p2 (d), . . . , pr (d))yd .
Then, when querying the function f : GR → G at x, we actually ask the prover for the value
of f at the representative x ∼ x, and then calculate the value of f (x) using the rule
f (x) = F (b1 , . . . , br )f (x).
Since equivalence classes do not change with b1 , . . . , br , the choice of our representative x
does not change either, and this is an important property required for factor preserving
reduction. Observe that however the value of f (x) depends on b1 , . . . , br , and for that reason
r
we also say that f is functionally folded with respect to ({pi }i=1 , b), where b = (b1 , . . . , br ).
Let us now describe the test performed by the verifier which queries the tables of provers and
is used to create hard instances of Max-3-Lin over a group G with imperfect completeness.
The test is performed on three tables:
fPF1 : GR → G, the table of the first prover that is functionally folded,
fP1 : GR → G, the table of the first prover that is not folded,
fPF2 : GL → G, the table of the second prover, where L ∈ N corresponds to the size of
the alphabet [L] available to P2 , and fP2 is “classically folded”, i.e., for every c ∈ G we
require
fPF2 (x · c) = fPF2 (x)c.
The test is then described as
Sample y uniformly at random from GL .
Sample x uniformly at random from GR .
−1
Set z ∈ GR such that zi = x−1
i · ηi · (y ◦ πe )i , where ηi = 1 w.p. 1 − ε, and ηi ∼ G w.p. ε.
Test fPF1 (x)fP1 (z)fPF2 (y) = 1G .
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In the test above, since fPF1 is functionally folded, and we use the notation fPF1 (x) to
mean F (b1 , . . . , br )fPF1 (x), and similarly, fPF2 (y) to mean fPF2 (y) · c. Hence, we indeed get a
Max-3-Lin instance where each constraint is of form xi xj xk = ct . Furthermore, since the
representatives x and y do not change with b1 , . . . , br , the factor graph is constant, and
hence it is sufficient to prove soundness and completeness of our reduction. In particular, we
need to show the following:
Completeness: If the starting Max-TSA instance is satisfiable, then the optimal value of
Max-3-Lin output by the reduction is at least 1 − ε.
Soundness: If the optimal value of starting Max-TSA instance is at most 0.51, then the
optimal value4 of Max-3-Lin is at most 1/|G| + o(1).
Showing completeness is straightforward, and the main challenge lies in proving soundness.
The proof of soundness of this reduction uses ideas involving Fourier analysis introduced in
the seminal work of Håstad [14], as well as its generalizations [6, 10]. However, the proof
departs from the previous works in two important ways. First, applying the test from [10] in
our setting would give us the test
a 1
a
fPF1 (xa1 ) (fP1 (za2 )) 2 fPF2 (y) = 1G ,
where a1 , a2 ∈ {−1, 1} are chosen uniformly at random. This would give us instances in
which some variables are inverted in some equations. Since we aim here for a nicer form
(and hence stronger hardness result) of Max-3-Lin, we opt for the test we initially described,
and due to this choice our analysis parts ways with the previous work [10] and in particular
requires arguably more careful treatment of different terms appearing in the expressions.
Another difference from the previous works comes from the fact that in our setting we are
interested in showing UFG-hardness results. The main new challenge is to show that one can
extract useful information from non-zero Fourier coefficients of the function fPF1 , in particular
information which would be useful for decoding the strategies of the provers and proving
the contrapositive of the soundness statement. In the classical setting, it was enough to say
that constant Fourier character has weight 0 for the folded function. For UFG-hardness, in
addition to this, we also need to show that non-zero Fourier coefficients “carry” information
sufficient to extract assignment which satisfy all the constraints of the query received by the
first prover. The exact formulation of this lemma is given below.
r

▶ Lemma 37. Let f : GR → G be functionally folded with respect to ({pi }i=1 , b), and let
ρ ∈ Irrep(G) be a representation such that ρ ∼
̸ 1. Given some 1 ≤ p, q ≤ dim(ρ), let
=
g(x) = ρ(f (x))pq , and consider α ∈ Irrep(GR ), α = (α1 , . . . , αR ). If for every d ∈ [R] such
that αd =
̸∼ 1 we have (p1 (d), . . . , pr (d)) ̸= b, then ĝ(α) = 0.
r

Proof. For c ∈ G let us define a function Fc : {0, 1} → G by
(
Fc (t) = c, if t = b,
Fc (t) = 1G ,

otherwise,

and let us denote with F⃗c the vector in GR defined by (F⃗c )d = Fc (p1 (d), . . . , pr (d)), 1 ≤ d ≤ R.
Then for 1 ≤ i, j ≤ dim(α) we can write
"
#
X
1
⃗
⃗
ĝ(α)ij = E [g(x)α(x)ij ] =
E
g(Fc x)α(Fc x)ij .
|G| x∈GR
x∈GR
c∈G

4

The factor o(1) depends on the number of rounds and we don’t explicitly express it here. The exact
choice is explained in Section 4. We can think of o(1) here as any small constant.
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P
Let us now fix x ∈ GR and study the term c∈G g(F⃗c x)α(F⃗c x)ij . Denote with yc := F⃗c x,
and observe that for each c ∈ G we have yc ∼ x since
ydc = Fc (p1 (d), . . . , pr (d))xd ,

(∀d ∈ [R]).

Therefore, since f is functionally folded we have that
g(F⃗c x) = ρ(f (F⃗c x)pq = ρ(c(f (x))pq .
Let us now study the term αij (F⃗c x). Using Lemma 21 let us represent α as the tensor
product of irreducible representations αd ∈ Irrep(G), d = 1, . . . , R, i.e., let us write α(x) =
α1 (x1 ) ⊗ α2 (x2 ) ⊗ . . . ⊗ αR (xR ). Consider any d ∈ [R] such that αd =
̸∼ 1. By the assumption
of the lemma we have (p1 (d), . . . , pr (d)) ̸= b. But in this case Fc (p1 (d), . . . , pr (d)) = 1g and
since
ydc = Fc (p1 (d), . . . , pr (d))xd ,
we have that xd = ydc . Since for the remaining d we have that αd are constant (i.e., αd ∼
= 1),
we have that α(F⃗c x)ij = α(x)ij . Hence we can write
"
#
X
1
E
ĝ(α)ij =
ρ(cf (x))pq α(x)ij .
|G| x∈GR
c∈G

Finally, we have that
X
X
X
ρ(cf (x))pq =
(ρ(c)ρ(f (x)))pq =
c∈G

c∈G

where we used the fact that
Lemma 12.

X

ρ(c)pr ρ(f (x))rq = 0,

c∈G 1≤r≤dim(ρ)

P

c∈G

ρ(c)pr = 0 which holds since ρ ̸∼
= 1 allows us to use
◀

We also prove hardness for Max-3-Lin with perfect completeness. The proof strategy follows
closely the proof of Bhangale and Khot [6], and the main new contribution is in form of
showing that in UFG setting non-zero Fourier coefficients of functionally folded functions
“carry” information which is useful for decoding the strategies of the provers. In this case
what we consider to be useful information is different from the imperfect completeness case.
In particular, for decoding we are interested in representations which have dimension higher
than or equal to 2. The statement and the proof of the main new contribution introduced in
this paper which is used to show hardness of Max-3-Lin can be found below.
r

▶ Lemma 38. Let f : GR → G be functionally folded with respect to ({pi }i=1 , b), and let
ρ ∈ Irrep(G) be a representation such that dim(ρ) ≥ 2. Given some 1 ≤ p, q ≤ dim(ρ), let
g(x) = ρ(f (x))pq , and consider α ∈ Irrep(GR ), α = (α1 , . . . , αR ). If for each d ∈ [R] such
that dim(αd ) ≥ 2 we have that (p1 (d), . . . , pr (d)) ̸= b, then ĝ(α) = 0.
r
Proof. For c ∈ G we let a function Fc : {0, 1} → G and a vector F⃗c be defined in the same
way as in the proof of Lemma 37. For 1 ≤ i, j ≤ dim(α) we can write
"
#
X
1
ĝ(α)ij = E [g(x)α(x)ij ] =
E
g(F⃗c x)α(F⃗c x)ij .
|G| x∈GR
x∈GR
c∈G

We now fix x ∈ GR and study the term c∈G g(F⃗c x)α(F⃗c x)ij . Denote with yc := F⃗c x, and
observe that for each c ∈ G we have yc ∼ x since
P

ydc = Fc (p1 (d), . . . , pr (d))xd ,

(∀d ∈ [R]).
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Hence, since f is functionally folded we have that
g(F⃗c x) = ρ(f (F⃗c x)pq = ρ(c(f (x))pq .
Let us now study the term α(F⃗c x)ij . By Lemma 21 we can write α(x) as α(x) = α1 (x1 ) ⊗
α2 (x2 )⊗. . .⊗αR (xR ). For each d ∈ [R] such that dim(αd ) ≥ 2 by the assumption of the lemma
we have that (p1 (d), . . . , pr (d)) ̸= b. Hence, for such d we have that Fc (p1 (d), . . . , pr (d)) = 1G
and
ydc = Fc (p1 (d), . . . , pr (d))xd = xd .
Therefore, in the expression
α(F⃗c x) = α1 (F⃗c1 x1 ) ⊗ α2 (F⃗c2 x2 ) ⊗ . . . ⊗ αR (F⃗cR xR ),
each representation αd of dimension greater than 1 satisfies αd (F⃗cd xd ) = αd (xd ), and in
particular for each such d the value of αd (F⃗cd xd ) does not change with with c. Hence, for a
fixed x if we denote with J the set of all the indices d ∈ [R] such that (p1 (d), . . . , pr (d)) = b
we can write
α(F⃗c x)ij =

Y

[αd (cxd )]di dj · Cα,x ,

d∈J

where Cα,x ∈ C is a constant that depends on α, x, but does not depend on c, and 1 ≤
di , dj ≤ dim(αd ). Observe that for each αd , where d ∈ J, is one-dimensional. Hence, we can
write
Y

[αd (cxd )]di dj =

d∈J

Y

αd (cxd ) =

d∈J

Y

αd (c)

d∈J

Y

αd (xd ).

d∈J

Finally, since the product of one-dimensional representations is a one-dimensional representation, we can define with β(c) the representation on G given by
β(c) =

Y

αd (c).

d∈J

Then, we have that β̃ : GR → C defined by β̃(x) = β(x) is also a one-dimensional representation as shown in Claim 2.25 in [6]. But then
X

g(F⃗c x)α(F⃗c x)ij =

c∈G

X

ρ(cf (x))pq β(c)

c∈G

=

X

X

Y

αd (xd ) · Cα,x

d∈J

ρ(c)pr ρ(f (x))rq β̃(c)

c∈G 1≤r≤dim(ρ)

Y

αd (xd ) · Cα,x

d∈J

!
=

X

X

1≤r≤dim(ρ)

c∈G

ρ(c)pr β̃(c) ρ(f (x))rq

Y

αd (xd ) · Cα,x = 0,

d∈J

P
where the last inequality holds because c∈G ρ(c)pr β̃(c) = |G|⟨ρpr , β̃⟩L2 (G) = 0 by Lemma 12
and since β̃ and ρ are of different dimensions, and hence non-isomorphic.
◀
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Hardness of Max-3-Lin with Almost Perfect Completeness with
Universal Factor Graphs

In this section we describe a reduction from (r, t)-smooth UFG Label Cover to instances
of Max-3-Lin over a non-abelian G with factor graph independent of b = (b1 , . . . , bm ). Let
us introduce some notation first. For each w ∈ W let fwF : GR → G be functionally folded
r
function with respect to ({pi }i=1 , (bI1 (w) , . . . , bIr (w) )), and for each v ∈ V let fvF : GL → G
be “classically folded”, i.e., function fvF that satisfies
fvF (xc) = fv (x)c.
Finally, let fw : GR → G be a function without any restriction. When querying the function
fwF (x) in the procedure we describe below, we actually do not query fwF (x) directly. Instead,
we find the equivalence class of x and the fixed representative x̄ of the equivalence class [x].
Since x ∼ x̄ we have that xd = F (p1 (d), . . . , pr (d))x̄d . Because fwF is functionally folded we
have
fwF (x) = F (bIw (1) , . . . , bIw (r) )fwF (x̄),
and instead of fwF (x) we actually query fwF (x̄) from the prover P1 and whenever we use
fwF (x) we actually mean F (bIw (1) , . . . , bIw (r) )fwF (x̄). Note that fwF (x̄) does not depend on
the values of bIw (1) , . . . , bIw (r) . Similarly, when querying fvF (x · c) in the test below we use
fvF (x · c) to mean fvF (x̄)c. With this in mind let us now we describe the Max-3-Lin instance
we reduce to as a distribution of constraints generated by the following algorithm.
Sample an edge e = (v, w) from E.
Sample y uniformly at random from GL .
Sample x uniformly at random from GR .
−1
Set z ∈ GR such that zi = x−1
i · ηi · (y ◦ πe )i , where ηi = 1 w.p. 1 − ε, and ηi ∼ G w.p.
ε.
Test fwF (x)fw (z)fvF (y) = 1G .
Since fvF and fwF are folded, the test fwF (x)fw (z)fvF (y) = 1G is actually
F (bIw (1) , . . . , bIw (r) )fwF (x̄)fw (z)fvF (ȳ)c = 1G ,
which by rearranging gives us
fwF (x̄)fw (z)fvF (ȳ) = F (bIw (1) , . . . , bIw (r) )−1 c−1 .
Since fwF (x̄), fw (z), fvF (ȳ) do not depend on the values of bIw (1) , . . . , bIw (r) we get a Max-3-Lin
instance whose factor graph does not depend on b1 , . . . , bm . The following theorem proves
the required hardness result. We refer the readers to the full version of the paper for the
proof [1].
3

/δ)
▶ Theorem 39. Let ε, δ > 0, let ζ = log(2|G|
, and consider (r, t)-smooth UFG Label Cover
ε
ΛU F G obtained by the parallel repetition of (1, 0.51)-UFG-NP-hard Max-TSA, where t is
δ4
−1
chosen such that ΛU F G has soundness at most 32|G|
, and r is chosen such that
12 ζ

t
δ2
.
≤
r
4|G|6 ζ 2
If I is the instance of Max-3-Lin produced by the procedure described above with ΛU F G as the
starting point, then the following holds:
Completeness: If Opt(ΛU F G ) = 1 then Opt(I) ≥ 1 − ε.
δ4
−1
Soundness If Opt(ΛU F G ) ≤ 32|G|
then Opt(I) ≤ 1/|G| + δ.
12 ζ
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5

Hardness of Max-3-Lin with Perfect Completeness with Universal
Factor Graphs

In this section we discuss the hardness result for Max-3-Lin with perfect completeness.
In order to apply the argument from [6] for high-dimensional terms we will show that we
can suitably pick (r, t) such that (r, t)-smooth UFG Label Cover ΛU F G satisfies the same
smoothness property as the starting Label Cover instance in [6]. In particular, we have the
following lemma.
▶ Lemma 40. Consider (r, t)-smooth UFG Label Cover ΛU F G constructed by the parallel
repetition of (1, 0.51)-UFG-NP-hard Max-TSA instance. There is a constant d0 ∈ (0, 1/3)
such that given any fixed t for all sufficiently big r we have that
Pr [|πe (S)| < |S|d0 ] ≤

e∈Ew

1
,
|S|d0

(∀w ∈ W, S ⊆ [R]).

We provide the proof of this lemma in the full version of the paper [1]. We remark that
one can prove also prove this lemma by applying Lemma 6.9 from [14] to our setting, in
which case the statement holds for any r ≥ t. However, since in this work we use parallel
repetition of Max-TSA instead of Max-3-Sat we opt to reprove this lemma for the sake of
completeness, and use less involved argument at the expense of having possibly much larger
r which increases the size of starting ΛU F G instance polynomially and hence does not affect
the overall argument of this section.
As in the previous section we start from (r, t)-smooth UFG Label Cover, and along each
edge we test functions fwF , fw : GR → G, fv : GL → G, where fwF and fvF are folded in the
same way as previously. The reduction to Max-3-Lin instance is given as a distribution of
constraints generated by the following algorithm.
Sample an edge e = (v, w) from E.
Sample y uniformly at random from GL .
Sample x uniformly at random from GR .
−1
Set z ∈ GR such that zi = x−1
i · (y ◦ πe )i .
Test fwF (x)fw (z)fvF (y) = 1G .
This is essentially the same test as in [6]; the only difference comes from the fact that we are
folding two instead of three functions and that we are using functional folding on one of the
functions. Let us now state the main theorem of this section. The proof can be found in the
full version of the paper [1].
2

δ
▶ Theorem 41. Let δ > 0, and C be a constant such that C −d0 /2 ≤ 12|G|
6 . Consider (r, t)smooth UFG Label Cover ΛU F G obtained by the parallel repetition of (1, 0.51)-UFG-NP-hard
4
Max-TSA, where t is chosen such that ΛU F G has soundness at most 257|G|δ 12+2C C −1 , and r
is chosen sufficiently big so that Lemma 40 holds and

t
δ2
≤
.
r
8|G|6+C C 2
If I is the instance of Max-3-Lin produced by the procedure described above with ΛU F G as the
starting point, then the following holds:
Completeness: If Opt(ΛU F G ) = 1 then Opt(I) = 1.
4
Soundness If Opt(ΛU F G ) ≤ 257|G|δ 12+2C C −1 then Opt(I) ≤ 1/|[G, G]| + δ.
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1

Introduction

The Grothendieck inequality [8] is a fundamental result from Banach space theory, which
can be viewed from an optimization lens, as saying that the ∞ → 1 norm of a matrix A can
be approximated using a vector relaxation i.e.,
∥A∥∞→1 :=

max

s,t∈{±1}n

X
i,j

A[i, j] · s(i) · t(j) ≥

X
1
· maxn−1
A[i, j] · ⟨ui , vj ⟩.
K ui ,vj ∈ S
i,j

The inequality has had a tremendous number of applications in a variety of areas including
combinatorics, optimization, complexity theory, and quantum information theory. We refer
the reader to the excellent surveys by Khot and Naor [14] and Pisier [20] and the references
therein, for an account of the rich history of the inequality, its variants, and their many
connections and applications.
The problem of computing the ∞ → 1 norm of a given matrix A, which is the subject
of the above inequality, is referred to as the Grothendieck problem. A long line of work
has focused on determining the smallest constant KG (known as Grothendieck’s constant)
achievable in the above inequality, or equivalently, the best approximation ratio for the
Grothendieck problem, achieved by a natural semidefinite programming (SDP) relaxation.
The best upper known bound on KG is due to Braverman, Makarychev, Makarychev, and
π√
Naor [4] who proved that a previous bound of 2·(1+
≈ 1.782 . . . due to Krivine [17] can
2)
π√
be improved to 2·(1+ 2) − ε0 for a fixed ε0 > 0. The best lower bound KG ≥ 1.6769 . . . was
proved independently by Davie [6] and Reeds [22]. However, the true value of Grothendieck’s
constant is unknown, and determining it is an important open problem.

Approximability
From a computational perspective, a natural question to consider is the optimal approximation
ratio achievable by any efficient algorithm, and not just the SDP relaxation. The first
inapproximability result for the Grothendieck problem was obtained by Alon and Naor [1]
(in an influential paper that established a connection to cut-norm and several combinatorial
applications) by giving an approximation preserving reduction to MAX-CUT, which yields
an NP-hardness of factor 17/16 via a result of Håstad [11]. Assuming the Unique Games
Conjecture (UGC), the best explict bound is by Khot and O’Donnell [15] who proved an
inapproximability result matching the Davie-Reeds lower bound. A remarkable later result
by Raghavendra and Steurer [21] proved that assuming the UGC, the approximation ratio
by the semidefinite program is optimal i.e., they prove an inapproximability result within
factor KG , without having to know the true value of KG !
The best known NP-hardness for the problem is by Briet, Regev and Saket [5] who prove
inapproximability within a factor of π/2. Prior NP-hardness results for the Grothendieck
problem are all actually for a special subcase (known as the little Grothendieck problem),
wherein the matrix A is required to be positive semidefinite (PSD). In this case, one can
easily observe that the two vectors x, y achieving ∥∞ → 1∥A can be equal without loss of
generality, since
⟨s, At⟩ = ⟨A1/2 s, A1/2 t⟩ ≤ ∥A1/2 s∥2 ∥A1/2 t∥2 ≤ max {⟨s, As⟩, ⟨t, At⟩} .
Using the above observation, and taking A to be the Laplacian of a graph, shows that the
problem captures MAX-CUT as a subcase (although the result of Alon and Naor [1] used
a slightly different matrix). The result of Briet, Regev and Saket [5] also shows the factor
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π/2 inapproximability for the little Grothendieck problem. Moreover, their result is tight
for the little Grothendieck problem, by a result of Rietz [23] (see also Nesterov [18]). Thus,
any further improvements to the NP-hardness, will require separating it from the little
Grothendieck problem.

Techniques for proving inapproximability
There is also a technical reason why current NP-hardness results do not separate the little
Grothendieck problem from the Grothendieck problem. This is because results for this
problem, and a variety of other geometric problems, are proved by taking the matrix A to be
a projection operator, which is of course PSD. Many such results are based on a framework by
Guruswami, Raghavendra, Saket, and Wu [9] for bypassing the UGC in obtaining hardness of
geometric problems. They obtained tight inapproximability results using “smooth label cover”
instead of Unique Games, for the Lp -Grothendieck problem (matching the UG-hardness
result of Kindler, Naor, and Schechtman [16]) and the subspace approximation problem
(matching the UG-hardness result of Deshpande, Tulsiani, and Vishnoi [7]). This was also
the framework used by Briet, Regev and Saket [5] for proving π/2 inapproximability for
the (little) Grothendieck problem, matching an earlier UG-hardness result by Khot and
Naor [13]). This framework was also used in [3] to obtain inapproximability results for
∥A∥ p→q for several other values of p and q.
To understand why the GRSW framework naturally leads to projection operators, in the
study of all the above problems, it is instructive to consider a “dictatorship test” gadget for
the Grothendieck problem. Viewing the vectors s, t as evaluation tables of Boolean functions,
we can equivalently think of the objective as ⟨f, Ag⟩ where f, g : {−1, 1}R → {−1, 1} are
Boolean functions over the domain (say) {−1, 1}R . A simple test follows from the well-known
fact that the ℓ22 mass of the degree-1 Fourier coefficients is at most 2/π + ε for any function
far from a dictator, while it is equal to 1 for a dictator function. Taking F1 to be the level-1
Fourier projection operator (which only keeps Fourier characters and coefficients of degree
1), we have that the (normalized) optimum value of ⟨f, F1 g⟩ is 1 when maximizing over all
±1 valued functions, and at most 2/π + ε when restricted to functions far from dictators,
2
since ∥F1 f ∥22 ≤ ( + ε) · ∥f ∥22 .
π
Of course dictatorship tests are nontrivial to combine with Unique Games, and even more
so with Label Cover instances. Considering an instance of Label Cover with vertex set V ,
and taking (fv : {−1, 1}R → {−1, 1})v∈V to be the “long code” encodings for the labels, let
f : V × {−1, 1}R → {−1, 1} denote the combined function and let F1 denote the operator
R
which projects each of the long-codes to the degree-1 space i.e., F1 : RV ×{−1,1} → RV ×[R] .
The GRSW framework amounts to defining a global projection operator P (which depends on
the underlying Label Cover instance) on the combined level-1 Fourier space, such that PF1 f
behaves as if far from a dictator in blocks corresponding to most vertices, when starting with
2
an unsatisfiable instance of Label Cover i.e.,, ∥PF1 f ∥ 22 ≤ ( + ε) · ∥f ∥ 22 . The final operator
π
A in the result of [5] can be taken to be the PSD operator F∗1 PF1 . As before, the solution
optimizing ⟨f , F∗1 PF1 g⟩ satisfies f = g, which is a dictator in all blocks when the instance of
Label Cover is satisfiable, and far from dictators in most blocks otherwise. Results for all
the geometric problems above similarly rely on projection operators, and an analysis of the
level-1 Fourier coefficients.
While improved dictatorship tests are indeed known for the Grothendieck problem, this
requires going beyond the level-1 Fourier coefficients. Indeed the dictatorship test used in the
UG-hardness result of Khot and O’Donnell [15] uses the operator F1 − λ · Id where Id denotes
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the identity operator. They call this the Davie-Reeds operator, since it is based on the lower
bound constructions of Davie and Reeds, which can be viewed as integrality gap instances for
the SDP relaxation of the Grothendieck problem. Raghavendra and Steurer [21] obtain their
P
result using operators of the form i≥0 λi · Fi , where Fi is the level-i Fourier projection,
and the coefficients λi ∈ R can be chosen using any solution to the SDP relaxation that
exhibits an integrality gap. However, it is not clear how to combine these tests with the
Label Cover based projection operator P defined by GRSW, since it only acts on the level-1
Fourier coefficients. Moreover, the analysis in the case of the PSD operator F1 PF1 can be
local, since we can write ⟨f , F∗1 PF1 ⟩ as ∥PF1 ∥22 , which can be analyzed by understanding
the level-1 Fourier mass of the projected function f separately in each block corresponding
to some vertex v. Since the symmetry of the optimal solution f = g and the interpretation
of the objective as an ℓ22 norm is not available when the operator is not PSD, results based
on the GRSW framework have been limited to projection operators.

Our techniques
We consider an operator A based on the Davie-Reeds operator. In particular, we take
A = F∗1 PF1 − λ · Id ,
where Id is the identity operator in the global space, and λ > 0 is a small constant. The
optimizers of ⟨f , Ag⟩ no longer enjoy the symmetry f = g that holds in the PSD case, but
let us still suppose this is the case for a moment. This suffices to finish the proof since




2
2
⟨f , Ag⟩ = ∥PF1 f ∥ 22 − λ · ∥f ∥ 22 ≤
+ ε · ∥f ∥ 22 − λ · ∥f ∥ 22 =
+ε−λ ,
π
π
using the norm-reducing property of the GRSW projection operator, when starting from an
unsatisfiable instance of label cover. One can check that for satisfiable instances, the optimal
value is 1 − λ, leading to a ratio strictly larger than π/2 when λ > 0.
The problem then reduces to still showing an approximate symmetry in the solution,
namely that ∥f −g∥ is small. We now rely on the global structure of the solution instead of the
PSD nature of the operator to conclude this. A simple (but crucial) observation in our analysis
is that the optimal solutions f and g must be close to linear threshold functions (LTFs).
Indeed we must have for all v ∈ V , that gv (x) = sgn(⟨(PF1 f )v , x⟩ − λ · fv (x)) (whenever
⟨(PF1 f )v , x⟩ − λ · fv (x) is non-zero) and vice-versa for fv (x). For an LTF sgn(⟨a, x⟩) we will
refer to a as the linear weights associated to the LTF. By stability results for regular LTFs,
we can then reduce the problem to showing that PF1 f is close to PF1 g i.e., regular LTFs
are close, if their associated linear weights are close. The most technical part of the result is
actually showing the regularity of the LTFs to apply this argument. Finally, the optimality of
the solutions f and g can be used to show the closeness of the linear weights, since the term
⟨f , F∗1 PF1 g⟩ = ⟨PF1 f , PF1 g⟩ ,
which is part of the objective, and can be viewed as a measure of the correlation of the linear
weights for the above LTFs1 .
Note that the above is a departure from the usual analysis of long codes, which considers
a global function f and decomposes it into block functions fv which are analyzed individually
in the evaluation or Fourier space. Instead, we need the global LTF structure of the solutions.
1

It has been pointed out to us by an anonymous referee that the above approach may be viewed as a
generalization of the approach taken by Davie to bound the ∞ → 1 norm of the Davie-Reeds operator.
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We then decompose the global functions into local blocks in the “linear weights space”. We
hope such an analysis relying not only on local Fourier analysis, but also on global properties
of the optimal solution, will be helpful in further strengthening the results for other geometric
problems of interest.

2

Preliminaries and Notation

2.1

p-Norms

For a vector s ∈ Rn , throughout this paper we will use s(i) to denote its i-th coordinate. For
p ∈ [1, ∞), we define ∥·∥ℓp to denote the counting p-norm and ∥·∥Lp to denote the expectation
p-norm; i.e., for a vector s ∈ Rn ,
1/p


∥s∥ℓp := 

X

|s(i)|p 

1/p


and

∥s∥Lp := E [|s(i)|p ] 1/p = 
i∼[n]

i∈[n]

1
·
n

X

|s(i)|p 

.

i∈[n]

Clearly ∥s∥ℓp = ∥s∥Lp · n1/p . For p = ∞, we define ∥s∥ℓ∞ = ∥s∥L∞ := maxi∈[n] |s(i)|. We
also use ⟨s, t⟩c to explicitly denote the inner product under the counting measure, i.e., for two
P
vectors s, t ∈ Rn , ⟨s, t⟩c := i∈[n] s(i)t(i). Later in the paper we will work with four different
inner product spaces and will always use ⟨·, ·⟩ to denote the associated inner product.
We will use p∗ to denote the “dual” of p, i.e. p∗ = p/(p − 1). We also use the convention
that 1∗ = ∞ and ∞∗ = 1. We next record a well-known fact about p-norms; namely that
the dual norm of the p-norm is the p∗ norm.
▶ Observation 2.1. For any p ∈ [1, ∞], ∥s∥ℓp = sup∥t∥ℓ

p∗

=1

⟨t, s⟩c .

We next define the operator norm between ℓnp spaces.
▶ Definition 2.2. For p, q ∈ [1, ∞], and a linear operator A : ℓnp → ℓm
q the operator norm is
defined as
∥A∥ℓp →ℓq := maxn
s∈R

∥As∥ℓq
∥s∥ℓp

We say Grothendieck optimization problem to refer to the important special case ∥A∥ℓ∞ →ℓ1 .
We next state the well known fact that the ∞ → 1 operator norm is equivalent to bilinear
maximization over the hypercube.
▶ Fact 2.3. For an m × n matrix A,
∥A∥ℓ∞ →ℓ1 =

sup

sup ⟨t, As⟩c = ∥A∗ ∥ℓ∞ →ℓ1 .

s∈{±1}n t∈{±1}m

Proof. Using ⟨y, Ax⟩ = ⟨x, A∗ y⟩c ,
∥A∥ℓ∞ →ℓ1 =

sup ∥As∥ℓ1 =
∥s∥ℓ∞ ≤1

sup
∥s∥ℓ∞ , ∥t∥ℓ∞ ≤1

⟨t, As⟩c =

sup

sup ⟨t, As⟩c

s∈{±1}n t∈{±1}m

where the final equality follows since if any s(i) is in the interval (−1, 1) then setting
P
s(i) := sgn( j A[i, j] · t(j)) cannot decrease the value. Similarly for any t(j) ∈ (−1, 1),
P
setting t(j) := sgn( i A[i, j] · s(i)) cannot decrease the value.
◀
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2.2

Fourier Analysis

We introduce some basic facts about Fourier analysis of Boolean functions. Let R ∈ N be
a positive integer, and consider a function f : {±1}R → R. For any subset S ⊆ [R] let
Q
χS := i∈S xi . Then we can represent f as
X
f (x1 , . . . , xR ) =
fb(S) · χS (x1 , . . . xR ),
(1)
S⊆[R]

where
fb(S) = Ex∈{±1}R [f (x) · χS (x)] for all S ⊆ [R].

(2)

[R]
We interpret fb as a vector in R2 whose coordinates are indexed by S ⊆ [R]. We will always
use the expectation norms for f and counting norms for fb; i.e.,

1/p

1/p
X
∥f ∥Lp =
E
[|f (x)|p ]
and ∥fb∥ℓp = 
|fb(S)|p  .

x∈{±1}R

S⊆[R]

Similarly the we use the expectation inner product for ⟨f, g⟩ and we use the counting inner
product for ⟨fb, gb⟩.
The Fourier transform refers to the linear operator F that maps f to fb as defined
in (2). The inverse Fourier transform is the linear operator that maps fb : 2[R] → R to
f : {±1}R → R defined as in (1). The inverse Fourier transform is simply the adjoint F ∗ of
the Fourier transform.
▶ Fact 2.4. F ∗ F is the identity operator.
˙
We refer to fb := (fb({1}), . . . , fb({R})) as the linear Fourier coefficients of f (indeed f is a
˙
linear function if and only if fb is supported completely inside fb). We define the linear Fourier
˙
transform denoted by F1 as the (non-invertible) linear operator mapping f to fb. The adjoint
˙
˙
F1∗ maps fb to the boolean linear function x 7→ ⟨fb, x⟩. We define the level-1 weight of f as
P
˙
W1 (f ) := ∥fb∥2ℓ2 . Similarly the level-k weight of f is defined as Wk (f ) := S∈([R]) fb(S)2 . So
k
P
we have ∥fb∥2ℓ2 = k∈{0,...R} Wk (f ).
The following well-known fact from Fourier analysis states that the expectation 2-norm
on f coincides with the counting 2-norm on fb.
▶ Fact 2.5 (Parseval). For any f : {±1}R → R, ∥f ∥L2 = ∥fb∥ℓ2 .
In particular we conclude from this that W1 (f ) ≤ ∥f ∥2L2 .

2.3

Hilbert Spaces

Recall that a Hilbert space is a vector space endowed with an inner product which wepdenote
by ⟨·, ·⟩. The inner product induces a Hilbert norm which we will denote by ∥h∥H := ⟨h, h⟩.
In this paper we work predominantly with four finite dimensional real Hilbert spaces defined
below. In what follows V denotes the index set of the vertices of a graph. For the remainder
of this paper, we assume |V | = n.
R
1. Boolean function evaluation space HE over the vector space R{±1} whose elements are
denoted throughout by lower case letters (e.g., f, g, fv , gv , . . . ). HE is endowed with the
expectation inner product ⟨f, g⟩ := Ex∈{±1}R [f (x)g(x)], which induces the Hilbert norm
∥f ∥H = ∥f ∥L2 .
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2. Linear Fourier coefficient space HF1 over the vector space R[R] whose elements are denoted
˙
˙
throughout by lower case hatted letters with a dot (e.g., fb, gb˙ , fbv , gb˙v , . . . ). HF1 is endowed
P
˙
with the usual counting inner product ⟨fb, gb˙ ⟩ := i∈[R] fb({i})b
g ({i}), which induces the
˙
˙
Hilbert norm ∥gb∥H = ∥gb∥ℓ2 .
▶ Remark 2.6. It should be noted that by Parseval’s identity, HF1 is isometric to the
subspace of linear functions from {±1}R to R endowed with the expectation norm, using
˙
˙
the canonical linear bijection fb 7→ (x 7→ ⟨fb, x⟩). In other words we have,
˙
˙
˙
˙
∥fb∥H = ∥fb∥ℓ2 = ∥⟨fb, x⟩∥L2 = ∥⟨fb, x⟩∥H .
Thus HF1 is isometric to a subspace of HE . Nonetheless, we work directly with HF1 for
notational ease.
R
⊕V
over the vector space RV ×{±1} whose
3. Concatenated evaluation space HE = HE
elements are tuples of boolean functions denoted as f = (fv )v∈V . Elements of HE are
denoted throughout by bold lower case letters (e.g., f , g, . . . ). HE is endowed with the
expectation inner product ⟨f , g⟩ := Ev∈V [⟨fv , gv ⟩] = Ev∈V [Ex∈{±1}R [fv (x)gv (x)]] which
induces the Hilbert norm ∥f ∥H = ∥f ∥L2 .
4. Concatenated linear Fourier coefficient space H1F = (HF1 )⊕V over the vector space RV ×[R]
˙
˙
f = (fbv )v∈V .
whose elements are tuples of linear Fourier coefficient vectors denoted as b
Elements of H1F are denoted throughout by hatted bold lower case letters with a dot (e.g.,
˙
˙ ˙
˙ ˙
b
b, . . . ). H1F is endowed with the inner product ⟨b
b⟩ := Ev∈V [⟨fbv , gb˙v ⟩]. Note that the
f, g
f, g
√
˙
˙
induced Hilbert norm ∥b
f ∥H = ∥b
f ∥ℓ2 / n is neither a counting nor an expectation norm.
The linear Fourier transform can be naturally extended to the concatenated space by
˙
˙
defining F1 : f 7→ b
f which represents the vertex-wise map fv 7→ fbv for all v ∈ V . The adjoint
˙
˙
˙
F∗1 maps b
f = (fbv )v∈V to the tuple of boolean linear functions (x 7→ ⟨fbv , x⟩)v∈V .

2.4

Smooth Label Cover

An instance of Label Cover is given by a quadruple L = (G, [R], [L], Σ) that consists of a
regular connected graph G = (V, E) (henceforth n := |V |), a label set [R], and a collection
Σ = ((πe,v , πe,w ) : e = (v, w) ∈ E) of pairs of maps both from [R] to [L] associated with the
endpoints of the edges in E. Given a labeling ℓ : V → [R], we say that an edge e = (v, w) ∈ E
is satisfied if πe,v (ℓ(v)) = πe,w (ℓ(w)). Let OPT(L) be the maximum fraction of satisfied
edges by any labeling.
The following hardness result for Label Cover, given in [9], is a slight variant of a
construction originally due to [12]. The theorem also describes several structural properties,
including smoothness, that are satisfied by the Label Cover instances.
▶ Theorem 2.7. For any ξ > 0 and J ∈ N, there exist positive integers R = R(ξ, J), L =
L(ξ, J) and D = D(ξ), and a polynomial time reduction ϕ 7→ L(ϕ) from a 3-CNF instance ϕ
to a Label Cover instance L(ϕ) = (G, [R], [L], Σ) such that
(Hardness):
(Completeness): If ϕ is satisfiable, then OPT(L(ϕ)) = 1.
(Soundness): If ϕ is unsatisfiable, then OPT(L(ϕ)) ≤ ξ.
(Structural Properties): For any ϕ, L(ϕ) has the following properties
(J-Smoothness): For every vertex v ∈ V and distinct i, j ∈ [R], we have
P [πe,v (i) = πe,v (j)] ≤ 1/J.

e:v∈e
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(D-to-1): For every vertex v ∈ V , edge e ∈ E incident on v, and i ∈ [L], we have
−1
|πe,v
(i)| ≤ D; i.e., at most D elements in [R] are mapped to the same element in [L].
(Weak Expansion): For any δ > 0 and any subset of vertices V ′ ⊆ V such that
|V ′ | = δ · |V |, the number of edges induced by the vertices in |V ′ | is at least (δ 2 /2)|E|.

2.5

Label Cover Consistency Subspace for Linear Fourier Coefficients

Let L = (G, [R], [L], Σ) be an instance of Label Cover with G = (V, E) (henceforth n := |V |)
b of H 1 which is
and let P : RV ×[R] → RV ×[R] be the orthogonal projector to the subspace L
F
defined as:




X
X
˙
˙
˙
b
b := b
L
f ∈ HF1 :
fc
(j)
=
f
(j)
for
all
(u,
v)
∈
E
and
i
∈
[L]
.
(3)
u
v


−1
−1
j∈πe,u (i)

j∈πe,v (i)

The following lemma shown in [5] (informally speaking) states that if L is far from
˙
b there cannot be many vertices with influential
satisfiable then for any element of b
f ∈L
coordinates (otherwise one can decode an assignment to L contradicting unsatisfiability). In
b acts as a test of Label Cover consistency. For technical ease of
other words, projection to L
use we state the lemma in terms of projections of concatenated boolean functions f :
▶ Lemma 2.8 (Corollary of Lemma 3.6 of [5]). There exists an absolute constant C > 1 such
that if L is a T -to-1 label cover instance for some T ∈ N with soundness ξ, smoothness
R
C · T /ξ and weak expansion, then for any f ∈ {±1}V ×{±1} , we have
˙
˙
|{v ∈ V | ∥(Pb
f )v ∥ℓ∞ > ξ 1/14 , ∥(Pb
f )v ∥ℓ2 ≤ 1/ξ 1/28 }| < O(ξ 1/14 · n)
Combining the preceding lemma with an appropriate dictatorship test (namely the bilinear
˙
form (f, g) 7→ ⟨fb, gb˙ ⟩), [5] showed the following soundness claim en route to their hardness
result for little Grothendieck.
▶ Theorem 2.9 (Implicit in proof of Theorem 1.3 of [5]). There exist absolute constants
C > 1 and c ∈ (0, 1) such that if L is a T -to-1 label cover instance for some T ∈ N with
R
soundness ξ, smoothness C · T /ξ and weak expansion, then for any f ∈ {±1}V ×{±1} , we
p
˙
have ∥Pb
f ∥H ≤ 2/π + ξ c .

2.6

Central Limit Phenomena and Linear Threshold Functions

Recall the classical Berry-Esseen central limit theorem states
▶ Theorem 2.10 (Berry-Esseen Central Limit Theorem). Let S := X1 + · · · + XR where
X1 , . . . , XR are independent centered random variables with E[Xi2 ] = a2i and E[|Xi |3 ] = b3i .
Let Ψ and Φ respectively denote the CDFs of S and of a centered Gaussian distribution with
variance ∥a∥2ℓ2 . Then
sup |Ψ(x) − Φ(x)| ≤ 10 ·
x∈R

∥b∥3ℓ3
∥a∥3ℓ2

An unbiased linear threshold function (henceforth LTF) is a boolean function of the form
sgn(⟨a, x⟩) for some vector a ∈ RR . We will refer to the entries of a as the linear weights
of the LTF. Due to the nature of our reduction, we will frequently deal with LTFs and
perturbed LTFs in the analysis. When ∥a∥ℓ2 = 1 and ∥a∥ℓ∞ ≤ ε, the LTF is called regular.
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In this section we collect and derive some facts about central limit phenomena exhibited by
regular LTFs (intuitively this is because for a random ±1 vector x, ⟨a, x⟩ exhibits similar
behaviour to a Gaussian random variable). The following result stated as Theorem 5.17 in
[19] is a corollary of a multidimensional version of the Berry-Esseen Central limit theorem
due to [2]. It states that the noise stability (and level-1 weight) of an LTF behaves like that
of the function sgn(x1 ) in gaussian space.
▶ Theorem 2.11 (Noise Stability and Level-1 Weight of LTFs).
Let f (x) = sgn(⟨a, x⟩) be an unbiased LTF where ∥a∥ℓ2 = 1 and ∥a∥ℓ∞ ≤ ε. Then for any
ρ ∈ (−1, 1),
X

Wk (f ) · ρk ≤

k≥1



2
ε
.
· arcsin ρ + O p
π
1 − ρ2

Since Wk (f ) ≥ 0 and arcsin ρ ≤ ρ + 10 · ρ3 , setting ρ :=

√

ε above implies the level-1 bound

√
W1 (f ) ≤ 2/π + O( ε) .
We require a version of Theorem 2.11 for perturbed LTFs:
▶ Lemma 2.12 (Level-1 Weight of λ-Perturbed LTFs).
1
Let a ∈ RR and K > 1 be such that ∥a∥ℓ2 ≥ 4π
, ∥a∥ℓ∞ ≤ ε, and let f, g : {±1}n → {±1} be
boolean functions satisfying g(x) = sgn(⟨a, x⟩ − λ · f (x)) whenever x is such that ⟨a, x⟩ − λ ·
f (x) ̸= 0 (where λ ∈ (0,
(x))
√ x⟩−λ·f
√ 1)). Then the fraction of inputs on which g(x) and sgn(⟨a,
√
disagree is at most 4 2π · λ + O(ε), and moreover W1 (g) ≤ 2/π + 25/4 π 1/4 · λ + O( ε).
Proof. Observe that the fraction of inputs on which g(x) and sgn(⟨a, x⟩ − λ · f (x)) disagree
is at most
P

x∼{±1}R

[(g(x) ̸= sgn(⟨a, x⟩)) ∨ (λ · f (x) = sgn(⟨a, x⟩))] ≤

P

x∼{±1}R

= 2·

P

[|⟨a, x⟩| ≤ λ]

x∼{±1}R

[⟨a, x⟩ ≤ λ] − 1 .

Let Φ : R → R denote the CDF of a Gaussian random variable with mean 0 and variance
∥a∥2ℓ2 . Since ∥a∥ℓ∞ ≤ ε, we have ∥a∥3ℓ3 /∥a∥3ℓ2 ≤ ε/∥a∥ℓ2 ≤ 4πε. Thus by central limit
theorem (Theorem 2.10) we conclude that
2·

P

x∼{±1}R

[⟨a, x⟩ ≤ λ] − 1 ≤ 2 · Φ(λ) − 1 + O(ε)

≤ O(ε) +

p2
π

·

1
∥a∥ℓ2

·

Rλ
0

e

−t2 /(2∥a∥2
)
ℓ
2

dt ≤ O(ε) +

Rλp2
0

π

·

dt
∥a∥ℓ2

√
≤ O(ε) + 4 2πλ

as desired.
For the second claim, we have
W1 (g)1/2 ≤ W1 (sgn(⟨a, x⟩))1/2 + W1 (g − sgn(⟨a, x⟩))1/2
p
√
≤ 2/π + O( ε) + W1 (g − sgn(⟨a, x⟩))1/2
p
p
√
√
√
≤ 2/π + O( ε) + ∥g − sgn(⟨a, x⟩)∥2 ≤ 2/π + 25/4 π 1/4 λ + O( ε)
where the first inequality follows from triangle inequality over the space ℓR
second
2 , the√
inequality follows from Theorem 2.11, and the fourth inequality follows from the 1 − 4 2πλ −
O(ε) agreement that we proved above.
◀
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We also need the following lemma which informally states that two regular LTFs are close
whenever their linear weights are close. Again we proceed by first passing to an appropriate
analogue over Gaussians.
▶ Lemma 2.13 (Agreement of Regular LTFs with Correlated Linear Coefficients). Let a, b ∈ RR
be such that ∥a∥ℓ2 , ∥b∥ℓ2 ≥ 1/(4π), and ∥a∥ℓ∞ , ∥b∥ℓ∞ ≤ ε. Then
√
P [sgn(⟨a, x⟩) ̸= sgn(⟨b, x⟩)] ≤ 4 2∥a − b∥ℓ2 + O(ε1/6 )
x

Proof. Let u := a/∥a∥ℓ2 , v := b/∥b∥ℓ2 , ρ := ⟨u, v⟩. Note that ∥u∥ℓ∞ , ∥v∥ℓ∞ ≤ 4π · ε and
further that
∥a − b∥2ℓ2

= ∥a∥2ℓ2 + ∥b∥2ℓ2 − 2ρ∥a∥ℓ2 ∥b∥ℓ2

= ∥a∥ℓ2 ∥b∥ℓ2 ∥u − v∥2ℓ2

≥
AM-GM
v∥2ℓ2 .

2∥a∥ℓ2 ∥b∥ℓ2 − 2ρ∥a∥ℓ2 ∥b∥ℓ2

≥ (1/16π 2 ) · ∥u −
√
Thus it suffices to show a bound of ( 2/π)∥u − v∥ℓ2 + O(ε1/6 ).
To this end let K := {y ∈ RR | ⟨u, y⟩ ≥ 0, ⟨v, y⟩ ≤ 0} be the intersection of two
(regular) halfspaces, let x be a uniformly random vector in {±1}R and let γ ∈ RR be a
vector with√independent standard Gaussian coordinates. It suffices to show P[x ∈ K] ≤
∥u − v∥ℓ2 /( 2π) + O(ε1/6 ) since we have Px [sgn(⟨a, x⟩) ̸= sgn(⟨b, x⟩)] ≤ Px [x ∈ K] + Px [x ∈
−K] = 2 · Px [x ∈ K]. By Invariance principle for the intersection of regular halfspaces (e.g.
Theorem 3.1 in [10]) we have
P [x ∈ K] ≤ P [γ ∈ K] + O(ε1/6 ) =
x

γ

cos−1 ρ
+ O(ε1/6 )
2π

where the final equality follows since the probability of a random hyperplane lying between two
vectors u, v is precisely cos−1 ρ/π (sometimes referred to as the Grothendieck identity).
By
√
√
2
−1
Taylor expansion, we have ρ := cos θ ≤ 1−θ
/4.
Therefore,
cos
ρ
≤
4
−
4ρ
=
2∥u−v∥
ℓ2 ,
√
1/6
and we obtain Px [x ∈ K] ≤ ∥u − v∥ℓ2 /( 2π) + O(ε ) as desired.
◀

( π2 + ε0 ) NP-Hardness of | · |ℓn∞ →ℓn1

3
3.1

Reduction from Smooth Label Cover

Here we describe a polynomial time reduction taking as input a Label Cover instance L and
R
R
producing a self-adjoint linear operator A : RV ×{±1} → RV ×{±1} . Let λ ∈ (0, 1) be a
constant whose value will be fixed later. A is defined as follows
A := F∗1 P F1 − λ · Id .

(4)

Equivalently the corresponding bilinear form is given by
˙ ˙
b⟩ − λ · ⟨f , g⟩ .
⟨f , Ag⟩ = ⟨b
f , Pg

(5)

In other words, given f , we apply the Fourier transform for each v ∈ V , project the combined
b that checks the Label Cover consistency, and apply the inverse Fourier
Fourier coefficients to L
transform. Since P is a projector, A is self-adjoint by design.
▶ Remark 3.1. Our reduction is inspired both by the reduction L 7→ (F∗1 )PF1 used in [9], [5]
and by the dictatorship test F∗1 F1 − λ · Id used in [15] (which was based on a gap instance
due independently to Davie and Reeds).
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Proof Sketch

It is easily seen that in the completeness case assigning each fv (x) = gv (x) = xℓ(v) to be
dictator functions (where ℓ is some satisfying label cover assignment) yields a value of 1 − λ.
So to obtain a gap of π/2 + ε0 it suffices to show that for a sufficiently small constant
λ soundness is upper bounded by 2/π − kλ for any constant k > 2/π. We will do this by
′
showing the stronger bound of 2/π − λ + O(λ3/2 + ξ c ) and taking λ, ξ sufficiently small (here
ξ is label cover soundness and can be taken to be an arbitrarily small constant independent
˙ ˙
˙ ˙
c
b⟩ = ⟨Pb
b⟩ ≤ 2/π +
f , Pg
of λ). By Theorem 2.9 we already have ⟨b
f , Pg
√ 3ξ . Thus it suffices to
show that if f , g are optimal then they must satisfy ⟨f , g⟩ ≥ 1 − O( λ) (since the remaining
−λ⟨f, g⟩ term would then subtract the necessary amount from 2/π to yield our desired
soundness).

Closeness of f , g
We begin with the crucial observation that optimal f , g are λ-perturbed LTFs. Indeed it
˙
˙
must be that whenever ⟨(Pb
f )v , x⟩ − λ · fv (x) ̸= 0, we have gv (x) = sgn(⟨(Pb
f )v , x⟩ − λ·fv (x))
(otherwise f , g are not optimal as the value can be improved). Using this structure (as well as
the central limit phenomenon) we show in Lemma 3.2 which is the most technical part of the
√
˙
b˙ )v ∥ℓ ≥
proof, that most vertices (at least 1 − O( λ) fraction) satisfy that ∥(Pb
f )v ∥ℓ , ∥(Pg
2

2

′

1/(4π) (i.e., are not too small in norm). Further by Lemma 2.8 most vertices (1 − O(ξ c )
˙
b˙ )v do not have any large coordinates. Thus for most vertices
fraction) satisfy that (Pb
f )v , (Pg
we may leverage the central limit phenomenon by applying Lemma 2.12 to conclude that f is
˙
b˙ )v , x⟩))v∈V and g is close to (sgn(⟨(Pb
close to (sgn(⟨(Pg
f )v , x⟩))v∈V . Finally we will conclude
˙
b˙ .
f is close to g by showing that Pb
f is close to Pg
ḃ
Closeness of Pḃf, Pg
˙ ˙
˙ ˙
b⟩ + λ. So we may assume that ⟨b
b⟩ ≥
Note that ⟨f , g⟩ ∈ [−1, 1] and so ⟨f , Ag⟩ ≤ ⟨b
f , Pg
f , Pg
˙ ˙
b
b⟩ =
2/π − 2λ since otherwise we have already proved soundness of 2/π − λ. Thus ⟨Pf , Pg
p
˙ ˙
˙
b⟩ ≥ 2/π −2λ. On the other hand, Theorem 2.9 states that ∥Pb
b˙ ∥H ≤ 2/π +ξ c .
⟨b
f , Pg
f ∥H , ∥Pg
˙
b˙ allowing us to conclude f is close to g using Lemma 2.13.
Thus Pb
f is close to Pg

3.3

Analysis
R

Let f , g ∈ {±1}V ×{±1} be maximizers of ⟨f , Ag⟩. We begin the proof by defining various
˙
b˙ )v have anomalous behaviour. In Lemma 3.2 we will
subsets of vertices for which (Pb
f )v , (Pg
show that all of these anomalous sets are small.
Vertices with excessively large norm
˙
V0f := {v ∈ V | ∥(Pb
f )v ∥ℓ2 > 1/ξ 1/28 }
b˙ )v ∥ℓ > 1/ξ 1/28 }
V g := {v ∈ V | ∥(Pg
0

2

V0 := V0f ∪ V0g
˙
b˙ )v ∥ℓ2 ≤ 1/ξ 1/28 }
V 0 := V \ V0 = {v ∈ V | ∥(Pb
f )v ∥ℓ2 ≤ 1/ξ 1/28 ∧ ∥(Pg
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Vertices with an influential coordinate
˙
b˙ )v ∥ℓ∞ > ξ 1/14 }
V1 := {v ∈ V 0 | ∥(Pb
f )v ∥ℓ∞ > ξ 1/14 ∨ ∥(Pg
˙
b˙ )v ∥ℓ∞ ≤ ξ 1/14 }
V 1 := V 0 \ V1 = {v ∈ V 0 | ∥(Pb
f )v ∥ℓ∞ ≤ ξ 1/14 ∧ ∥(Pg
Vertices with excessively small norm after projecting g
b˙ )v ∥ℓ < 1/(2π)}
V2 := {v ∈ V 1 | ∥(Pg
2

b˙ )v ∥ℓ2 ≥ 1/(2π)}
V 2 := V 1 \ V2 = {v ∈ V 1 | ∥(Pg
Vertices with excessively small norm after projecting f
˙
V3 := {v ∈ V 2 | ∥(Pb
f )v ∥ℓ2 < 1/(4π)}
˙
b˙ )v ∥ℓ2 ≥ 1/(2π)} .
V 3 := V 2 \ V3 = {v ∈ V 1 | ∥(Pb
f )v ∥ℓ2 ≥ 1/(4π) ∧ ∥(Pg
V 3 is the set of vertices on which we may use the central limit phenomenon (Lemma 2.12)
for showing closeness of f , g. We next show that V 3 forms the vast majority of the vertices.
▶ Lemma 3.2 (Most Vertices have Well Behaved Projections).
There exist absolute constants C > 1 and c, c1 ∈ (0, 1) such that if L is a T -to-1 label cover
instance for some T ∈ N with soundness ξ, smoothness C ·T /ξ and weak expansion,√and f , g ∈
R
{±1}V ×{±1} are maximizers of ⟨f , Ag⟩, then we have |V \V 3 | ≤ (1005·δ+(2π)5/4 · λ+ξ c1 )·n,
˙ ˙
b⟩.
where δ := 2/π + 3ξ c − ⟨b
f , Pg
˙
b˙ are very close (as a function of δ, λ). Indeed
Proof. We begin by showing that Pb
f and Pg
by Theorem 2.9 we know
q
˙
b˙ ∥H ≤ π2 + ξ c .
∥Pb
f ∥H , ∥Pg
(6)
˙ ˙
˙ ˙
b⟩ = ⟨b
b⟩ = 2/π +3ξ c −δ. Combining
Thus δ ≥ 0 and further since P2 = P, we have ⟨Pb
f , Pg
f , Pg
this with (6) implies
˙
b˙ ∥2H ≤ 2 · δ + O(ξ c ) .
∥Pb
f − Pg

(7)

˙
˙ ˙
b˙ ∥H ≥ ⟨Pb
b⟩ = 2/π + 3ξ c − δ. Combining this
f ∥H · ∥Pg
f , Pg
By Cauchy-Schwarz we have ∥Pb
with (6) yields
q
p
˙
b˙ ∥H ≥ π2 − π2 · δ − O(ξ c ) .
∥Pb
f ∥H , ∥Pg
(8)
˙
b˙ to conclude that there aren’t many vertices
We next use the fact that Pb
f is close to Pg
˙
b˙ )v ∥ℓ2 is sufficiently large but ∥(Pb
where ∥(Pg
f )v ∥ℓ2 is very small. We have
1 X
1 X
˙
˙
˙
b˙ ∥2H ≥ ·
b˙ )v − (Pb
b˙ )v ∥ℓ2 − ∥(Pb
∥Pb
f − Pg
∥(Pg
f )v ∥2ℓ2 ≥ ·
(∥(Pg
f ) v ∥ℓ 2 ) 2
n
n
v∈V 2

v∈V 2

1 X
˙
b˙ )v ∥ℓ2 − ∥(Pb
(∥(Pg
f )v ∥ℓ2 )2
≥ ·
n
v∈V3

≥ |V3 |/(16π 2 · n)
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Thus by (7) we conclude that
|V3 | ≤ (32π 2 · δ + O(ξ c )) · n .

(9)

˙
b˙ ), we also have
Since ∥Pb
f ∥H ≤ ∥f ∥H ≤ 1 (and the same for Pg
|V0 | ≤ 2 · ξ 1/14 .

(10)

Thus since V0 , V3 and V1 (using Lemma 2.8) are small, we have established that most of
the vertices in V lie inside V 3 ∪ V2 . The rest of the proof is organized as follows. We will
argue V2 is small by showing that if V2 were large then this would contradict the fact that
b˙ is the projection of g
b˙ . To do this we will show that the inner product ⟨g
b˙ , Pg
b˙ ⟩ is too small
Pg
(i.e., bounded away from 2/π) since the inner product terms involving the vertices in V2 are
small by definition of V2 and the inner product terms involving vertices in V 3 aren’t larger
than 2/π due to the central limit phenomenon (Lemma 2.12). This forces V2 to be small.
b˙ , Pg
b˙ ⟩ = ∥Pg
b˙ ∥22 , we have
We proceed with formalizing the aforementioned sketch. Since ⟨g
by (8) that
b˙ , Pg
b˙ ⟩ ≥ 2/π − 2 · δ − O(ξ c ) .
⟨g

(11)

On the other hand we have the upper bound
1 X ˙
1 X
b˙ , Pg
b˙ ⟩ = ·
b˙ )v ⟩ ≤ ·
b˙ )v ∥ℓ2
⟨g
⟨gbv , (Pg
W1 (gv )1/2 · ∥(Pg
(Cauchy-Schwarz)
n
n
v∈V
v∈V
X
1
1 X
b˙ )v ∥ℓ2 + ·
b˙ )v ∥ℓ2
W1 (gv )1/2 · ∥(Pg
W1 (gv )1/2 · ∥(Pg
≤ ·
n
n
v∈V0 ∪V1

v∈V 1

1
·
n

≤

X

b˙ )v ∥ℓ2 +
W1 (gv )1/2 · ∥(Pg

1
·
n

v∈V 1

X

b˙ )v ∥ℓ2
∥(Pg

(W1 (gv ) ≤ 1)

(12)

v∈V0 ∪V1

We bound the main term and the error term separately. We begin with the error term:
X

X
|V1 | + |V0f \ V0g |
b˙ )v ∥ℓ2
+
∥(Pg
1/28
ξ
v∈V0g
X
X
b˙ )v ∥ℓ2 ≤ O(ξ 1/28 · n) +
b˙ )v ∥2ℓ2
O(ξ 1/28 · n) +
∥(Pg
ξ 1/28 · ∥(Pg

b˙ )v ∥ℓ2
∥(Pg

v∈V0 ∪V1

≤
(10) , Lemma 2.8

≤

v∈V0g

v∈V0g

b˙ ∥2ℓ2 ≤ O(ξ 1/28 · n) + ξ 1/28 · n · ∥g∥2H ≤ O(ξ 1/28 · n) (13)
≤ O(ξ 1/28 · n) + ξ 1/28 · ∥Pg
Let c1 := min{1/28, c}. We now bound the main (first) term in (12):
1
n

·

<

P
1
n

v∈V 1

·

(since
≤

1
n

·

P

b˙ )v ∥ℓ2
W1 (gv )1/2 · ∥(Pg

v∈V 2

b˙ )v ∥ℓ2 +
W1 (gv )1/2 · ∥(Pg

|V2 |
2π·n ]

˙
1
∀v∈V2 , ∥(Pb
g)v ∥ℓ2 < 2π )

qP

v∈V 2

b˙ ∥ℓ2 +
W1 (gv ) · ∥Pg

|V2 |
2π·n

(by Cauchy-Schwarz)
q

qP
2
c
≤ √1n ·
+
v∈V 2 W1 (gv ) ·
π +ξ

|V2 |
2π·n

(by (6))
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≤

q

32π 2 · δ + O(ξ c ) +

P

(by (9))
q
≤ 32π 2 · δ + O(ξ c1 ) +

v∈V 3 W1 (gv )/n ·

|V 3 | 2
n (π

q

2
π


+ ξc +

|V2 |
2π·n

q

√
2
c
+ 25/4 π 1/4 λ) ·
+
ξ
+
π

|V2 |
2π·n

1

(applying Lemma 2.12 with ε := ξ 14 )
q

√ q 2
3|
5/4 1/4
c
≤ 32π 2 · δ + O(ξ c1 ) + 2|V
+
2
π
+
ξ
+
λ
·
πn
π

|V2 |
2π·n

(since |V 3 | ≤ n)
q
q

√
2
2|
c
2
5/4 π 1/4 λ + O(ξ c1 ) ·
≤ π2 − 2|V
+
πn + 32π · δ + 2
π +ξ

|V2 |
2π·n

(since |V 3 | ≤ n − |V2 |)
q


√
= 1 − |Vn2 | + 16π 3 · δ + 21/4 π 5/4 · λ + O(ξ c1 ) · π2 + O(ξ c ) +
p
(factoring out 2/π)

√
|V2 |
2
|V2 |
≤
1−
+ 8π 3 · δ + 2−3/4 π 5/4 · λ + O(ξ c1 ) +
π
2n
2π · n
√
x
(since ∀x ∈ (−1, 1), 1 + x ≤ 1 + )
2
√
2
|V2 |
≤ −
+ 16π 2 · δ + 21/4 π 1/4 λ + O(ξ c1 ) .
π 2π · n

|V2 |
2π·n

(14)

The application of Lemma 2.12 above is valid since by assumption of optimality of f , g,
˙
˙
f )v , x⟩ − λ · fv (x) ̸= 0, we have gv (x) = sgn(⟨(Pb
f )v , x⟩ − λ·fv (x)) (otherwise
whenever ⟨(Pb
f, g are not optimal as the value can be improved). Combining (11), (12), (13)
√ and (14)
with the fact that 2π(16π 2 + 2) ≤ 1005 yields |V2 |/n ≤ 1005 · δ + (2π)5/4 · λ + O(ξ c1 ).
Combining this with (10), (9), Lemma√2.8 and the fact that V 3 = V \ (V0 ∪ V1 ∪ V2 ∪ V3 )
yields |V \ V 3 |/n ≤ 1005 · δ + (2π)5/4 · λ + O(ξ c1 ) as desired.
◀
Lemma 3.2 allows us to leverage the central limit phenomenon (Lemma 2.12) on
b˙ )v , x⟩))v∈V and g is close to
most vertices thereby obtaining that f is close to (sgn(⟨(Pg
˙b
˙b
b˙ allows us to conclude that f is
(sgn(⟨(Pf )v , x⟩))v∈V . Finally the proximity of Pf and Pg
close to g using Lemma 2.13.
▶ Lemma 3.3 (Closeness of f , g).
There are absolute constants C > 1 and c, c2 ∈ (0, 1) such that if L is a T -to-1 label cover
instance for some T ∈ N with soundness ξ, smoothness C · T /ξ and weak expansion, and
R
˙ ˙
b⟩ we have
f , g ∈ {±1}V ×{±1} are maximizers of ⟨f , Ag⟩, then setting δ := 2/π + 3ξ c − ⟨b
f , Pg
√
√
⟨f , g⟩ ≥ 1 − 29/4 π 5/4 λ − 8 δ − 2010 · δ + ξ c2 .
˙
Proof. By assumption of optimality we must have gv (x) = sgn(⟨(Pb
f )v , x⟩ − λ · fv (x))
˙
b˙ )v , x⟩ − λ · gv (x)) whenever
f )v , x⟩ − λ · fv (x) ̸= 0 and fv (x) = sgn(⟨(Pg
whenever ⟨(Pb
˙
b)v , x⟩ − λ · gv (x) ̸= 0 (otherwise f, g are not optimal as the value can be improved). So
⟨(Pg
we have
⟨f , g⟩
X
=
⟨fv , gv ⟩/n +
v∈V 3

X
v∈V \V 3

⟨fv , gv ⟩/n
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 X

=

X
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√
⟨fv , gv ⟩/n − 1005 · δ − 25/4 π 5/4 · λ − O(ξ c1 )

v∈V 3

(1 − P [fv (x) ̸= gv (x)])/n − 1005 · δ − 25/4 π 5/4 ·

√

x

v∈V 3

≥ |V 3 |/n − 1005 · δ − 25/4 π 5/4 ·
≥ 1 − 2010 · δ − 29/4 π 5/4 ·

√

√

X

λ − O(ξ c1 ) −

(Lemma 3.2)
λ − O(ξ c1 )

P [fv (x) ̸= gv (x)] /n
x

v∈V 3

X

λ − O(ξ c1 ) −

P [fv (x) ̸= gv (x)] /n
x

(Lemma 3.2)

v∈V 3

(15)
Further we have
X
P [fv (x) ̸= gv (x)] /n
x

v∈V 3

≤

X

h
i
i
X h
˙
b˙ )v , x⟩) /n +
f )v , x⟩) /n +
P fv (x) ̸= sgn(⟨(Pg
P gv (x) ̸= sgn(⟨(Pb
x

x

v∈V 3

X

v∈V 3

i
h
˙
b˙ )v , x⟩) ̸= sgn(⟨(Pb
f )v , x⟩) /n
P sgn(⟨(Pg
x

v∈V 3

≤

X

h
i
√
˙
b˙ )v , x⟩) ̸= sgn(⟨(Pb
P sgn(⟨(Pg
f )v , x⟩) /n + 4 2π · λ + O(ξ 1/28 )
x

(16)

v∈V 3

(applying Lemma 2.12 to first two sums with ε := ξ 1/14 )
Thus we have
i
X h
˙
b˙ )v , x⟩) ̸= sgn(⟨(Pb
P sgn(⟨(Pg
f )v , x⟩) /n
x

v∈V 3

≤ O(ξ 1/84 ) +

X √
˙
b˙ )v − (Pb
f )v ∥ℓ2 /n
4 2 · ∥(Pg

(by Lemma 2.13)

v∈V 3

1/2
√  X
˙
b˙ )v − (Pb
f )v ∥2ℓ2 /n
∥(Pg
≤ O(ξ 1/84 ) + 4 2 ·
√
≤ 8 δ + O(ξ 1/84 )

(Cauchy-Schwarz)

v∈V 3

(by (7))

Plugging this back in (15) and setting c2 := min{c1 , 1/84} yields the claim.

◀

We are equipped to prove our main result.
▶ Theorem 3.4 (π/2 + ε0 NP-Hardness of Grothendieck Optimization Problem).
There exists a constant ε0 ∈ (0, 1) such that it is NP-Hard to approximate ∥·∥ℓ∞ →ℓ1 within a
factor of π/2 + ε0 .
Proof. We proceed by showing that the reduction from Smooth Label Cover in Section 3.1
satisfies the following
R
(Completeness) If L is satisfiable, there exists f , g ∈ {±1}V ×{±1} such that ⟨f, Ag⟩ ≥
1 − λ.
(Soundness) There are absolute constants C > 1 and c2 ∈ (0, 1) such that if L is a T -to-1
label cover instance for some T ∈ N with soundness ξ, smoothness C · T /ξ and weak
R
expansion, then for any f , g ∈ {±1}V ×2 we have ⟨f , Ag⟩ ≤ 2/π − λ + 32 · λ3/2 + 4020 ·
λ2 + O(ξ c2 ).

ITCS 2022

22:16

Separating NP-Hardness of Grothendieck from Little-Grothendieck

Completeness follows from assigning dictators to all vertices via the substitution fv (x) :=
gv (x) := xℓ(v) where ℓ is any assignment completely satisfying L. We then have ⟨f , Ag⟩ =
˙ ˙
˙ ˙
b and therefore P acts as
b⟩ − λ⟨f , g⟩ = 1 − λ since b
b already lie inside the subspace L
⟨b
f, g
f, g
˙b
b˙ .
the identity map on f and g
R

For soundness consider any f , g ∈ {±1}V ×2 that are maximizers of ⟨f , Ag⟩. Let
˙ ˙
˙ ˙
b⟩. Since ⟨f , g⟩ ≤ 1, we know ⟨f , Ag⟩ ≤ ⟨b
b⟩ + λ. Thus we may
δ := 2/π + 3ξ c − ⟨b
f , Pg
f , Pg
˙b ˙
b⟩ > 2/π − 2λ (i.e., δ < 2λ + 3ξ c ) since otherwise
assume without loss of generality that ⟨f , Pg
the soundness claim is already true. We then have
⟨f , Ag⟩
˙ ˙
b⟩ − λ · ⟨f , g⟩
= ⟨b
f , Pg
˙ ˙
b⟩ − λ · ⟨f , g⟩
= ⟨Pb
f , Pg
˙b
b˙ ∥2 − λ · ⟨f , g⟩
= ∥Pf ∥2 · ∥Pg
2
≤ + O(ξ c ) − λ · ⟨f , g⟩
π
√
√
2
≤ + O(ξ c ) − λ · (1 − 29/4 π 5/4 λ − 8 δ − 2010 · δ − O(ξ c2 ))
π
2
≤ − λ + 32 · λ3/2 + 4020 · λ2 + O(ξ c2 )
π

(P2 = P)
(Cauchy-Schwarz)
(by Theorem 2.9)
(by Lemma 3.3)
(δ ≤ 2λ + 3ξ c )

This completes the proof of soundness.
By Theorem 2.7 (smooth label cover hardness) we may take ξ to be an arbitrary small
constant independent of λ. Thus setting λ := 1/30000 we obtain an inapproximability factor
of at least π2 + 3 · 10−6 as desired.
◀
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Abstract
We combine ideas from distance sensitivity oracles (DSOs) and fixed-parameter tractability (FPT) to
design sensitivity oracles for FPT graph problems. An oracle with sensitivity f for an FPT problem
Π on a graph G with parameter k preprocesses G in time O(g(f, k) · poly(n)). When queried with a
set F of at most f edges of G, the oracle reports the answer to the Π – with the same parameter
k – on the graph G − F , i.e., G deprived of F . The oracle should answer queries in a time that is
significantly faster than merely running the best-known FPT algorithm on G − F from scratch.
We design sensitivity oracles for the k-Path and the k-Vertex Cover problem. Our first oracle
for k-Path has size O(kf +1 ) and query time O(f min{f, log(f ) + k}). We use a technique inspired
by the work of Weimann and Yuster [FOCS 2010, TALG 2013] on distance sensitivity problems
f f +k k

to reduce the space to O f +k
f k · log n at the expense of increasing the query time to
f
k

f

k



f +k
f min{f, k} · log n . Both oracles can be modified to handle vertex-failures, but
O f +k
f
k
we need to replace k with 2k in all the claimed bounds.
Regarding k-Vertex Cover, we design three oracles offering different trade-offs between the
size and the query time. The first oracle takes O(3f +k ) space and has O(2f ) query time, the second
2
one has a size of O(2f +k +k ) and a query time of O(f +k2 ); finally, the third one takes O(f k + k2 )
space and can be queried in time O(1.2738k + f ). All our oracles are computable in time (at most)
proportional to their size and the time needed to detect a k-path or k-vertex cover, respectively. We
also provide an interesting connection between k-Vertex Cover and the fault-tolerant shortest
path problem, by giving a DSO of size O(poly(f, k) · n) with query time in O(poly(f, k)), where k is
the size of a vertex cover.
Following our line of research connecting fault-tolerant FPT and shortest paths problems, we
introduce parameterization to the computation of distance preservers. We study the problem,
given a directed unweighted graph with a fixed source s and parameters f and k, to construct a
polynomial-sized oracle that efficiently reports, for any target vertex v and set F of at most f edges,
whether the distance from s to v increases at most by an additive term of k in G − F . The oracle size
is O(2k k2 · n), while the time needed to answer a query is O(2k f ω kω ), where ω < 2.373 is the matrix
multiplication exponent. The second problem we study is about the construction of bounded-stretch
fault-tolerant preservers. We construct a subgraph with O(2f k+f +k k · n) edges that preserves those
s-v-distances that do not increase by more than k upon failure of F . This improves significantly
1
e n2− 2f ) bound in the unparameterized case by Bodwin et al. [ICALP 2017].
over the O(f
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1

Introduction

There is a large amount of research in computer science that is devoted to the problems of
computing shortest paths and distances in graphs that are subject to a small number of
transient failures (see [1, 6, 7, 8, 18, 19, 26, 27, 28, 30, 34] and the references therein). These
problems usually ask to compute suitable subgraphs, a.k.a. fault-tolerant spanners, of the
input graph that preserve (approximate) shortest paths even in the presence of edge/vertex
failures, or to design data structures, a.k.a distance sensitivity oracles (DSOs), that can
quickly report such shortest paths when they are queried. In particular DSOs are extremely
useful in all those scenarios where we promptly need to retrieve shortest paths in fault-prone
networks every time new transient faults are detected. As one would expect, depending on
the specific problem we are looking for, there are tradeoffs among the time needed by the
precomputation algorithm to build the DSO and the time and space required by the DSO to
answer to a query.
Most of the research on fault-tolerant spanners and DSOs has focused on the prominent
case in which the maximum number of faulty network components observed at any time is a
parameter that is independent of the input size.
In this work, we combine ideas from DSOs and fixed-parameter tractability to design
sensitivity oracles (SOs) for fixed-parameter tractable (FPT) problems on graphs. More
precisely, in the f -edge (resp., f -vertex) fault-tolerant SO for an FPT problem Π, we are
given an instance Π(G, k) of Π, where G is the n-vertex input graph and k is the parameter,
and we want to develop a preprocessing algorithm that builds a data-structure (the oracle)
that, when queried on a set F of at most f edges (resp., vertices), is able to report the
solution of the FPT problem instance Π(G−F, k), where G − F denotes the graph G deprived
of the edges (resp., vertices) in F .
The three important parameters for which we want to find good tradeoffs are (i) the time
needed by the query algorithm, (ii) the running time of the preprocessing algorithm, and (iii)
the size of the oracle. The goal of this paper is to exploit the power of FPT techniques to
build fault-tolerant SOs with the following properties. (1) They can answer to queries in a
time that is significantly faster than the one required by merely running the best-known FPT
algorithm for Π on the instance Π(G − F, k). (2) Both the running time of the preprocessing
algorithm and the size of the oracle must be O(g(f, k) · poly(n)).
To the best of our knowledge Lochet et al. [22] were the first ones who combined ideas
from the realm of fixed-parameter tractability to problems related to the computation of
fault-tolerant spanners. More precisely, they provided kernels for the problem of computing
fault-tolerant (S × S)-reachability spanners in directed graphs, where the size of the kernel
depends on the number of faults and other graph parameters, like the independence number
and the order of strongly connected components. Recently, Misra [23] considered a faulttolerant version of the Feedback Vertex Set problem where a single vertex can fail and
solved the problem via an FPT algorithm parameterized by the solution size.
Parameterized approaches have been used for the related setting of dynamic algorithms.
The crucial difference between dynamic structures and fault tolerant structures is that in
the dynamic setting, changes to the input arrive one by one, and there is no bound f on
the number of changes. For dynamic structures, one also analyzes update and query time
separately. Among the parameterized approaches for dynamic structures, Iwata and Oka [21]
considered a dynamic setting where both addition and removal of edges are allowed, and
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addressed problems – parameterized by the solution size – like Cluster Vertex Deletion,
Feedback Vertex Set, Chromatic Number and Vertex Cover. In particular for
Vertex Cover, they use the Buss rule to only store a subgraph of size in O(k 2 ) and answer
queries independent of n in O(1.2738k + k 3 ) by running the best parameterized algorithm for
Vertex Cover on this subgraph. For this approach, it is crucial that the input fulfils the
promise that updates never create a graph which does not contain a vertex cover bounded
by k. Alman, Mnich and Vassilevska Williams [2] improved this result by not requiring this
promise. They further studied a plethora of parameterized problems under updates with the
objective to give an update/query time with lowest possible dependency on the input size,
i.e., possibly only depending on k, or at least depending on a factor of the form f (k)no(1) .
Among those, they also considered the k-Path problem and give a structure with query
time of O(k!2O(k) log n ). Chen et al. [13] developed a dynamic graph structure supporting
edge insertions and deletions that in allows to recompute a k-path with amortised update
2
O(2O(k ) ) time (plus time for standard graph operations, depending on the data structure).

1.1

Our contribution

We develop f -edge/vertex fault-tolerant sensitivity oracles for different FPT problems. The
first problem we consider is the well-known k-Path problem, which is the decision problem
where we want to know whether a (potentially directed) graph G contains a simple path on
exactly k vertices (a.k.a. a k-path). We denote the edge fault-tolerant variant of this problem
with sensitivity f by f -EFT-k-Path, and f -VFT-k-Path for the variant with vertex failures.
We design two k-Path Sensitivity Oracles (k-PSOs) for those problems, providing various
trade-offs between space requirement1 of the oracle and its query time. In the following, we
only provide the main results for the edge-failure scenario. Similar results can be proved
for the case in which we consider vertex faults, although the parameter k should then be
replaced by 2k in all statements.2
We obtain the following results for the f -EFT-k-Path problem (see Section 2 for the
technical details). First we use fault-tolerant lookup trees to design a k-Path Sensitivity
Oracle whose query time is at most quadratic in f and k and independent of the size of
the input graph. A similar technique has been applied by Chechik et al. [11] to design
approximate DSOs for multiple edge faults. The query time of our oracle can be adjusted to
the relative sizes of f and k. In every node of the lookup tree, we compute a k-path as a
witness. For deterministic data structures, we use the algorithm by Tsur [31] that computes
a k-path in O(2.554k · poly(n)) time; if we allow randomization, we can use the current-best
randomized algorithm of Williams [35] that runs in O(2k · poly(n)) time.
▶ Theorem 1. There is a deterministic k-Path Sensitivity Oracle whose size is O(k f +1 ),
with a query time of O(f · min{f, log(f ) + k}). The deterministic preprocessing algorithm
that builds the oracle runs in O(k f 2.554k · poly(n)) time. If we allow randomization, then
the preprocessing algorithm requires O(k f 2k · poly(n)) time.

1
2

Throughout this paper, we measure space in the number of machine words on O(log n) bits, where n is
the number of vertices in the input graph.
We observe that, once we have a solution that handles only edge failures, we can reuse it to handle also
vertex failures because of the following graph transformation. We split every vertex v of G into two
vertices vin and vout , where the former inherits all in-edges of v and the latter all out-edges. The failure
of vertex v is now equivalent to considering the failure of the edge (vin , vout ). This changes the graph
size by at most a constant factor of 2, while the parameter k doubles.
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We note that the time required to construct the deterministic oracle in Theorem 1
favorably compares with those achieved for the more general dynamic setting by Alman,
Mnich and Vassilevska Williams [2] (query time of O(k!2O(k) log n) even for undirected
2
graphs) and Chen et al. [13] (O(2O(k ) ) amortized update time).
Furthermore, inspired by the work of Weimann and Yuster [34], we show that the
preprocessing time and space of the data structure can be significantly reduced for many
ranges of f and k, at the expense of a larger query time.
f f +k k

▶ Theorem 2. There is a randomized k-PSO whose size is O f +k
f k log n , with
f
k
f f +k k

a query time of O f +k
f min{f, k} log n . The time needed by the preprocessing
f
k
f f +k k k

algorithm to build the oracle is O f +k
f 2 poly(n) .
f
k
f f +k k
Note that the expression f +k
is maximum for f = k, where it defaults to 2f +k .
f
k
As it often does, k-Path serves as a good test case for a number of related problems.
The techniques used for our results in fact can be applied to all problems that search for
subgraph characterized by k edges and are in FPT parameterized by k. For such a problem
Π, these techniques give an oracle for Π under edge failures with size and query time as given
in Theorem 1 (or Theorem 2), where the construction time depends on the best deterministic
(or randomized) algorithm to solve Π. Such an approach can be used for example for Graph
Motif (see e.g. [29]) or k-Tree (see e.g. [17]). There are also problems that can be reduced
to k-Path but do not fall into the above category. In the fault tolerant setting, it is not so easy
to transfer these reductions in a meaningful way. As a more involved example we consider
the Exact Detour problem (see [5]) where given a graph G = (V, E), two vertices s, t ∈ V
and a parameter k ∈ N, the task is to decide if there exists a path of length d(s, t, G) + k in
G. Our results can be used to derive from Theorem 1 an oracle for a fault tolerant version of
Exact Detour that can be built in time O(n2 · k f +1 · 2.2554k ) has size O(n2 · k f +2 ) and
query time O(n2 · (kf 2 + k 2 )).
The second FPT problem we consider is the famous Vertex Cover, that is, the decision
problem in which, given an undirected (resp., directed) input graph G and a positive integer
parameter k, we want to decide whether G contains a set C of at most k vertices (a.k.a. a
k-vertex cover) such that, for every edge (u, v) of G, C ∩ {u, v} ̸= ∅ (resp, u ∈ C). This
problem is sometimes referred to as the “drosophila of FPT” as virtually every algorithmic
technique in fixed-parameter tractability was demonstrated first using Vertex Cover, see
the textbooks [14, 15, 25] for countless examples. Our work continues this tradition as, in
Section 3, we design three f -edge fault-tolerant SOs for the Vertex Cover problem with
parameter k (f -EFT-k-VC). The trade-offs we give in our constructions are even broader
than in the case of the k-Path problem. We present solutions whose respective sizes and
query times range from polynomial to exponential in the parameters f and k. However, in
all cases both the space requirement and query time is independent of the graph size.
▶ Theorem 3. There is a deterministic Vertex Cover Sensitivity Oracle of size O(3f +k ) and
O(2f ) query time then can be built in time O(3f +k poly(f, k) + poly(n)).
2

▶ Theorem 4. There is a deterministic Vertex Cover Sensitivity Oracle of size O(2f +k +k )
2
and O(f + k 2 ) query time. The oracle can be built in time O(2f +k +k (1.2738k + poly(f, k)) +
poly(n)).
A slight adaption of the dynamic graph structure by Alman, Mnich and Vassilevska
Williams [2] directly gives the following.
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▶ Corollary 5. There is a deterministic Vertex Cover Sensitivity Oracle of size O(f k + k 2 )
and O(1.2738k + f ) query time, that can be built in polynomial time.
We conclude Section 3 by providing an f -edge/vertex fault-tolerant DSO parameterized
by the size of a vertex cover of G.3 More precisely, given a vertex cover C for G with |C| = k,
we can compute in polynomial time an f -DSO of size O(n · poly(k, f )) with query time in
O(poly(k, f )).
So far we applied ideas from fault tolerance to FPT problems, we conclude our paper
with new results in the opposite direction. We introduce a parameterized variant of the
classical fault-tolerant problem of computing distance preservers. An f -edge fault-tolerant
distance preserver (f -EFT-BFS)4 of a directed unweighted graph G with a distinguished
source vertex s is a subgraph H of G such that for any vertex v and set F of at most f edges,
we have d(s, v, G−F ) = d(s, v, H−F ). Parter [26] as well as Parter and Peleg [28] proved
1
and Ω(n2− f +1 ) space lower bound for f -EFT-BFS. They also constructed a 1-EFT-BFS with
1
e n2− 2f ) bound5 for general f .
O(n3/2 ) edges. Bodwin et al. [9] generalized this to an O(f
We investigate whether parameterization can help to sidestep the near-quadratic lower
bound on the size. This barrier stems from the requirement to preserve all replacement
distances d(s, v, G−F ) from s to any v for arbitrary sets F of at most f edges. Observe
that in a directed graph, even if the graph G−F is still strongly connected, the failure of F
may increase the replacement distance by an additive term of n compared to the original
distance d(s, v, G). We parameterize the problem by this increase. Now the subgraph only
has to preserve those distances that get stretched by at most k. More precisely, we define an
(f, k)-EFT-BFS for a given graph G to be a subgraph H such that, for every vertex v ∈ V
and every subset F ⊆ E of size |F | ⩽ f satisfying d(s, v, G−F ) ⩽ d(s, v, G) + k, we have
d(s, v, H−F ) = d(s, v, G−F ).
In Section 4 we prove the following results. The first one is a more refined bound on the
size of (f, k)-EFT-BFS parameterized by k.
▶ Theorem 6. For any parameters f, k ⩾ 1 and directed n-vertex, m-edge graph G, we can
compute in 2O(f k) mn time an (f, k)-EFT-BFS with 2O(f k) n edges.
Note that for parameters f and k with f · k = o(log n/ log log n) we obtain a truly
subquadratic number of edges. Furthermore, the result is optimal for constant f and k
since Ω(n) is an existential lower bound on the size of (s × V )-distance preserver even in the
1
e n2− 2f ) bound
absence of any failures. Finally, our result improves significantly over the O(f
in the unparameterized case by Bodwin et al. [9].
We conclude Section 4 by presenting an oracle that reports for a given pair (v, F ) whether
the failure of F stretches the s-v-distance by at most an additive term k. The preprocessing
time of our oracle is independent of the number of supported failures f , and the query time
is independent of the size of the underlying graph G Let ω < 2.37286 denote the matrix
multiplication exponent [3]. Our result reads as follows.
▶ Theorem 7. For any parameters f, k ⩾ 1 and directed graph G = (V, E) with designated
source s ∈ V , there is a Monte Carlo oracle of size O(2k k 2 · n2 ) that, for any pair (v, F ) where
v ∈ V and F ⊆ E has size at most f , reports w.h.p. whether d(s, t, G−F ) ⩽ d(s, t, G) + k in
time O(2k (f k)ω ). The oracle is computable in time O(2k k ω · nω ), independent of f .
3
4

5

An f -edge/vertex fault-tolerant DSO is a data structure that reports the value d(s, t, G − F ) when
queried on two vertices s and t, and a set F of edges/vertices of G of size at most f .
The abbreviation f -EFT-BFS follows a naming convention introduced in [27], the conference version of
[28], and alludes to the origin of this line of research in breadth-first searches.
e notation hides polylogarithmic factors in n.
The O(·)
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Figure 1 An example for an input graph G (left) and a corresponding fault-tolerant lookup tree
F T f,k (G) for f = 2 and k = 3 (right). Each node NS⃗ is depicted with its stored k-path P (NS⃗ ).

2

Sensitivity Oracles for the k-Path Problem

In this section, we consider the f -EFT-k-Path problem and design our solutions in the form
of k-Path Sensitivity Oracles. The first one aims for a query time that is polynomial in the
parameter k as well as the sensitivity f and independent of the size of G, the space needed
to store the required information is rather high, roughly k f +1 . The second sensitivity oracle
reduces this space significantly, but the time needed to answer queries is now exponential in
both f and k, while still only logarithmic in the graph size. Both data structures can be
constructed in time proportional to their size and the time needed to detect a k-path.

2.1

Fault-Tolerant Lookup Trees

Our first solution is based on precomputing k-paths in various subgraphs of G. and arranging
them in a structure that we call a fault tolerant-lookup tree F T f,k (G). The tree enables us to
prepare for all possible failure sets since we can efficiently find a solution avoiding a given set
F . Let T (k, n, m) be the time to compute a k-path in an n-vertex, m-edge directed graph
(or certify that no k-path exits). We tacitly assume T (k, n, m) = Ω(k log k).
▶ Lemma 8. There is a k-Path Sensitivity Oracle of size O(k f +1 ) that can be computed in
time O(k f · T (k, n, m)) and answers queries in time O(f 2 ).
Proof. Given a graph G = (V, E) and parameters f and k, we compute a fault tolerant-lookup
tree F T f,k (G). Figure 1 provides an illustrating example.
Let E ⩽f be the set of all vectors of length at most f with entries from E. For some
⃗ ∈ E ⩽f and e ∈ E, S
⃗ ⋄ e is the vector obtained by appending e to S.
⃗ Finally, we let S ⊆ E
S
f,k
⃗
denote the set of entries of S. Each node in the tree F T (G) is labeled as NS⃗ for some
⃗ ∈ E ⩽f . Intuitively, the vector S
⃗ corresponds to a path in F T f,k (G) starting at the root,
S
and the set S corresponds to the failures considered in NS⃗ . Each node stores a k-path as a
set of edges, denoted by P (NS⃗ ). We ensure that P (NS⃗ ) and S are always disjoint. We use
P (NS⃗ ) = ∅ to mark the fact that there is no k-path in the graph G−S.
We set N∅ to be the root and P (N∅ ) to any k-path in G, or P (N∅ ) = ∅ if no such path
exists. We iteratively augment this to a tree of depth up to f . As long as there is a node NS⃗
with P (NS⃗ ) ̸= ∅ and |S| < f , we create a child node NS⋄e
of NS⃗ for every e ∈ P (NS⃗ ). We
⃗
then decide whether there is a k-path in G − (S ∪ {e}). If so, we set it as the k-path of NS⋄e
⃗ .
If no such k-path exists, we set P (NS⋄e
)
=
∅.
Note
that
indeed
we
have
P
(N
)
∩
S
=
∅
for
⃗
⃗
S
every node NS⃗ . This implies that for every child NS⃗′ of NS⃗ we have |S ′ | = |S| + 1 and hence
after ℓ steps from the root NS⃗ we have |S| = ℓ.
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We query the data structure with a set F ⊆ E of failing edges. We start at the root N∅
and traverse the tree as follows. Let NS⃗ be the current node. First assume P (NS⃗ ) ̸= ∅. If
P (NS⃗ ) ∩ F = ∅, we report that there is a k-path in G−F since P (NS⃗ ) is a witness of this
fact. Otherwise, P (NS⃗ ) ∩ F ̸= ∅ and we move to NS⋄e
for an arbitrary e ∈ P (NS⃗ ) ∩ F . By
⃗
using only such steps, we guarantee that for every visited node NS⃗ we have S ⊆ F . Hence, if
P (NS⃗ ) = ∅, there is no k-path in G − S and thus none in G − F and we make the according
output. Note that if G − S contains a k-path and S ′ ⊆ S is a subset, then also G − S ′
contains a k-path. Therefore, it indeed does not matter which edge e to follow during the
query. If after |F | steps, we are at node NS⃗ , then |S| = |F | whence S = F . By construction,
we have P (NF⃗ ) = ∅ or P (NF⃗ ) ∩ F = ∅, so every query visits at most |F | ⩽ f nodes.
The tree is of depth at most f and every node has at most k children, so the total number
of nodes is bounded by O(k f ). To compute P (NS⃗ ) ∩ F efficiently, we store the k-path in
any node NS⃗ in a static dictionary as proposed by Hagerup, Miltersen, and Pagh [20]. Their
construction allows answering queries of the form e ∈ P (NS⃗ ) in constant time, takes space in
O(k) and is computed in time O(k log k).6 Hence, the data structure requires space in O(k f +1 ).
As for each of the up to O(k f ) nodes we may have to find a k-path and store the respective
dictionary, the construction time is in O(k f · (T (k, n, m) + k log k)) = O(k f · T (k, n, m)).
Finally, the query algorithm visit at most f nodes and for every node NS⃗ have to check
whether there is P (NS⃗ ) ∩ F =
̸ ∅. Using the respective dictionary, this can be done in time
O(|F |) = O(f ). The total query time is in O(f 2 ).
◀
The current fastest deterministic algorithm for k-Path was given by Tsur [31] and implies
a preprocessing time of O(k f · 2.554k · poly(n)) for our oracle for f -EFT-k-Path. Using the
randomized algorithm by Williams [35], this reduces to O(k f · 2k · poly(n)). For more efficient
algorithms on specific graph classes, we refer to the work by Uehara and Uno [32].
If f > k, we are able to improve both the query and preprocessing time. We use the
same data structure as above but instead of building a dictionary for every k-path we simply
store the k-paths. Conversely, at the beginning of each query, we build a dictionary for the
failure set F instead and then check every element of the visited k-path in this dictionary,
yielding the following result.
▶ Corollary 9. There is a k-Path Sensitivity Oracle of size O(k f +1 ) that can be computed in
time O(k f · T (k, n, m)) and answers queries in time O(f log(f ) + f k).

2.2

Subgraph Sampling

Our second solution samples subgraphs of G by randomly failing edges and computes k-paths
on the resulting instances. The query algorithm searches for a k-path among the precomputed
solutions that does not intersect the given set of failing edges. If the existence of a faulttolerant k-path is reported, this is always correct. However, due to the random preprocessing,
the query algorithm may produce false negatives. We show that the algorithm succeeds on

f 
k
f +k
all possible queries with high probability.7 We define rf,k = f +k
· 6 f log n.
f
k
▶ Lemma 10. There is a randomized k-Path Sensitivity Oracle with one-sided error that
takes space O(rf,k · k), can be computed in time O(rf,k · T (k, n, m)), and in time O(rf,k · f )
answers queries correctly w.h.p.
6
7

The weak non-uniformity mentioned in [20], that is, the need of compile-time constants depending on
the word size, only holds if this size is ω(log n), which is not the case for us.
We say an event occurs with high probability (w.h.p.) if there is a constant c > 0 such that the probability
is at least 1 − 1/nc . In fact, in all our results the constant c can be made arbitrarily large without
affecting the asymptotic statements.
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Proof. Given a graph G = (V, E) and parameters f and k, the precomputing algorithm
creates rf,k spanning subgraphs of G independently at random. Every spanning subgraph H
is created by removing any edge e ∈ E with probability p = f /(f + k), independently of all
other choices. Let H be the set of these subgraphs H. We run the k-path algorithm on every
H ∈ H and, if it returns a k-path K, we add it to the set of found k-paths K. This takes
time in O(rf,k · T (k, n, m)).
Given a query F ⊆ E, |F | ⩽ f , we decide whether there is K ∈ K with K ∩ F = ∅. If so,
we output K. Otherwise, we output no. In order to efficiently compute overlaps with F , we
employ static dictionaries [20]. Hence, the total construction time is in O(rf,k · (T (k, n, m))).
We only have to store the dictionaries of K, so the size of the data structure is in O(rf,k · k).
Every query has to potentially check every K ∈ K for an overlap with F . Having prepared
the dictionaries, this takes time in O(rf,k · f ).
It remains to show that w.h.p. all queries are answered correctly and the error is one-sided.
Any found k-path K in some subgraph H ∈ H not intersecting F is also a k-path in G − F .
We obtain that the algorithm only outputs feasible k-paths to the queries. However, the
precomputed set of k-paths K might not contain a k-path, which does not intersect F , even
though G − F contains one. Therefore, the error is one-sided.
We call a precomputed subgraph H ∈ H a witness for a given set F ⊆ E, if the k-path
algorithm returns a k-path K with K ∩ F = ∅. Note that the query cannot produce a false
negative for a given set F if H contains a witness for F . We know that H is a witness for F
if H was sampled by removing at least the edges in F and keeping at least one fixed k-path.
P(H witness) ⩾ pf · (1 − p)k .
We denote the latter by qf,k , which, by standard analysis, is maximal for the chosen
−1
p = f /(f + k). Note that rf,k = qf,k
· 6f log n. By a Chernoff bound (see for example [24]),
we conclude that sampling rf,k graphs suffices to have w.h.p. at least one witness for every
F ⊆ E with |F | ⩽ f . For a given F , let X be the set of witnesses for F in H. Since the
subgraphs in H are sampled independently at random, we obtain the following with δ = 1.
 2



δ
1
1
P(|X| = 0) = P(|X| ⩽ (1−δ)rf,k qf,k ) ⩽ exp − rf,k qf,k = exp − · 6f log n = 3f .
2
2
n
By applying the union bound we get that the probability of not having a witness for any of
the possible mf ⩽ n2f is upper bounded by n−f . As f > 0, we get that the data structure
answers all queries correctly w.h.p.
◀
Just like for Lemma 8, we are able to improve the data structure for f > k by creating a
dictionary of F instead of dictionaries for the k-paths. We can safely assume f ⩽ m = poly(n),
whence the extra O(f log f ) time spend to build the dictionary is negligible compared to the
f f +k k

remaining query time of O(rf,k · k) = O f +k
· f k log n .
f
k
▶ Corollary 11. There is a randomized k-Path Sensitivity Oracle with one-sided error that
takes space O(rf,k · k), can be computed in time O(rf,k · T (k, n, m)), and in time O(rf,k · k)
answers queries correctly w.h.p.
The term rf,k is a bit unwieldy, so we give an intuition in the form of an upper bound.
The number of subgraphs rf,k grows as the probability qf,k decreases. This is minimal for
f = k with p = 12 . Hence, rf,k is maximal for f = k.
▶ Corollary 12. There is a randomized k-Path Sensitivity Oracle with one-sided error that
takes space O(2f +k · f k log n), can be computed in time O(2f +k · T (k, n, m) · f log n), and in
time O(2f +k · f min{f, k} log n) answers queries correctly w.h.p.

D. Bilò et al.

2.3

23:9

Related Problems

Indeed, it is straight forward to adapt our techniques to all types of problems that search for a
subgraph containing k edges. For such a problem Π Lemma 8 and Lemma 10 directly transfer
when T (k, n, m) is replaced by the best running time to exactly solve Π with parameter k on
an n-vertex, m-edge graph. Such an approach, for instance, can be applied to k-(s, t)-Path
(the variation of k-Path with specified start and end vertex s and t), Graph Motif (for
a definition, see e.g. [29]), k-Tree and k-Subgraph Isomorphism for graphs of bounded
treewidth (for a definition, see e.g. [17]).
There are several other problems that can be solved by a reduction to k-Path, although
they do not fall into the above category. In the fault-tolerant setting, it is not trivial to
reduce to a f -EFT-k-Path in a useful manner. One example for such a related problem is
Exact Detour [5], where given a graph G = (V, E), two vertices s, t ∈ V and a parameter
k ∈ N, the task is to decide if there exists a path of length d(s, t, G) + k in G. We can exploit
a k-Path Sensitivity Oracle plugging it into the reduction from k-Path given in [5, Lemma
4.5] to obtain a data structure for a fault-tolerant version of Exact Detour. Specifically, we
consider an f -edge fault-tolerant SO that builds on input (G, s, t, k) and f , where G = (V, E)
is a graph, s, t ∈ V and k, f ⩾ 0, a data-structure that can decide, given any set of edge
failures F ⊆ E with |F | ⩽ f , if there exists a path of length d(s, t, G) + k in G − F . Note
that this is not the same as solving Exact Detour for (G−F, s, t, k) since we consider a
detour with respect to the distance in the original graph G without failures.
▶ Lemma 13. There exists an f -edge fault-tolerant sensitivity oracle for the k-Exact
Detour problem of size O(n2 · k f +2 ) that can be built in time O(n2 · k f +1 · T (k, n, m)) and
answers for every F ⊆ E with |F | ⩽ f queries in time O(n2 · (kf 2 + k 2 )), where T (k, n, m)
denotes the time to solve k-(s, t)-Path on an n-vertex, m-edge graph.
Proof. To design the oracle we first prepare an f -edge fault-tolerant oracle for the k-(s, t)Path requests in the reduction from [5, Lemma 4.5]. First partition the vertices of G into
the layers of the BFS tree starting at s. Then we use Lemma 8 to build, for every pair of
vertices (x, y) and for every 1 ⩽ ℓ′ ⩽ 2k + 1, an f -edge fault-tolerant lookup tree for ℓ′ -paths
denoted by Tx,y,ℓ′ on the graph induced by the vertices in the levels between x and y.
On query F , we build the range-k detour graph (G − F )(k) for G − F like in [5] with one
alteration. Instead of using an oracle for Exact Path to check for tuple (x, y, ℓ′ ) if there
exists a path of length ℓ′ between x and y in G, we use the look-up tree Tx,y,ℓ′ to query F to
decide if there exists a path of length ℓ′ between x and y in G − F .
Similar to [5], the graph (G − F )(k) can be used to decide if there is a simple path
from s to t in G − F of length k. We describe a variant of it – consider a DAG (which is a
multi-graph as there might be several edges of different weights between a pair of vertices),
such that for every pair of vertices x, y ∈ V and for every integer 0 ⩽ ℓ′ ⩽ 2k + 1 there is an
edge from x to y of weight ℓ′ in the DAG iff there is a simple path from x to y of length ℓ′ in
G − F . It is not difficult to verify that for every vertex t ∈ V there is a simple path from s
to t in G − F of length d(s, t, G) + k iff there is a path in the DAG from s to t such that the
sum of its edge weights is d(s, t, G) + k. Following the dynamic programming described in
[5] (Section 4), one can check in additional O(n2 k 2 ) time if there is a simple path of length
d(s, t, G) + k in this DAG.
By Lemma 8, we can construct all the lookup trees in O(n2 · k f +1 · T (k, n, m)) time, and
the overall structure we build has a size in O(n2 · k f +2 ). By [5], constructing (G − F )(k)
requires O(n2 ·k) calls to a k-Path oracle. Hence the overall query time is in O(n2 ·(kf 2 +k 2 )).
The correctness follows as in [5].
◀
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For Long-(s, t)-Path or Long Cycle [16], the case of a yes instance with a path (cycle)
exceeding 2k appears to be even trickier to adapt. Perhaps combining an oracle for k-path
with a reachability oracle can be used to build structures for fault tolerant versions of these
problems.

3

Sensitivity Oracles for the Vertex Cover Problem

We treat here the design of f -edge fault-tolerant oracles for the k-Vertex Cover problem.
First of all, note that in this setting if there exists a vertex cover of cardinality k in G
(without any failures), then (G, k, F ) is a yes-instance for each F ⊆ E with |F | ⩽ f . On the
other hand, if there exists no vertex cover of size k + f then (G, k, F ) is a no-instance for
each F ⊆ E with |F | ⩽ f .
It is tempting to think that it is possible to compute a kernel with 2(k + f ) vertices that
contains a k-vertex-cover for every G − F that admits it, where F is a set of at most f edges
of G, by the linear kernel for the vertex cover problem. However, the linear programming
approach does not (directly) transfer to the fault-tolerant setting. Adding failure-variables
to the linear program destroys the half-integrality of the program. Building a 2(k+f )-kernel
without adjustments may remove crucial vertices for the fault tolerant solution. Consider
as a small example a C4 with one leaf attached to three of the vertices for f = k = 2. The
LP-kernel only keeps the degree-3-vertices, however there are 2-failure sets that then allow
for a vertex cover of size 2, but only when using the removed degree-2-vertex in the solution.
A closer look reveals that in general there is no kernel with less than kf vertices, as can be
seen by the simple example of k + 1 stars with f leafs each, where clearly each edge is needed
to identify the sets F for which G−F contains a vertex cover of size k.
The high-degree reduction rule (usually called Buss-rule, and attributed to [10]) from the
classical k 2 vertex cover kernel however can easily be adapted as follows.
▶ Lemma 14. For any integers f, k ⩾ 1 and any graph G, we can compute in polynomial
time a subgraph H of G with O(f k + k 2 ) vertices and edges and a bound k ′ ⩽ k such that
for any F ⊆ E with |F | ⩽ f , G − F has a vertex cover of size k if and only if H−F has a
vertex cover of size k ′ .
Proof. Given a graph G and f, k ⩾ 1 apply the following reduction exhaustively. If G
contains a vertex v of degree more than k + f , remove v and its adjacent edges from G and
decrease k by one. Further, remove vertices of degree zero.
To see that this reduction is safe, let F ⊆ E be a set of edges with |F | ⩽ f for which
G−F contains a vertex cover C of cardinality k. Any vertex v of degree more than f + k in
G has degree more than k in G−F , which implies that v has to be included C.
After exhaustive application of this rule, there cannot be more than f + k(f + k) edges
remaining in the graph (observe that all edges have to be covered by a vertex or be deleted),
otherwise (G, k, F ) is a no-instance for each F ⊆ E with |F | ⩽ f . Since there are no vertices
of degree zero, there hence are at most O(f + k(f + k)) = O(f k + k 2 ) vertices remaining. ◀
This reduction can be used as starting point for every Vertex Cover Sensitivity Oracle to
remove dependence on n. Together with an exact algorithm to solve vertex cover on H−F ,
this yields a Vertex Cover Sensitivity Oracle of size O(f k + k 2 ) with query time dependent
only on f and k, for example with query time O(1.2738k + f k 2 ) when using the current best
parameterized algorithm for vertex cover by Chen, Kanj, and Xia [12].
High-degree reduction is also the basis for the dynamic data structures for Vertex Cover
in [2, 21]. A slight adaption of the structure by Alman, Mnich and Vassilevska Williams [2]
gives an oracle of the same size with an improved query time in O(1.2738k + f ). More
precisely, their original construction has size O(nk + k 2 ) and single-edge worst-case update
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time O(k), which translates in our fault-tolerant setting to a query time in O(1.2738k + f k)
when combined with the current best parameterized algorithm for vertex cover. Knowing
that the structure only has to be robust against a one-time event of f edge failures, it suffices
to store only up to f edges in the lists Rv which yields a structure of size in O(f k + k 2 ).
Further, in the update procedure for deleting an edge (u, v), the expensive part in case an
edge with deg(u) = k is removed is not necessary which reduces the worst-case update time
to O(1). These observations directly yield the following.
▶ Corollary 5. There is a deterministic Vertex Cover Sensitivity Oracle of size O(f k + k 2 )
and O(1.2738k + f ) query time, that can be built in polynomial time.
As we have seen for the k-Path problem and also in the work of Alman, Mnich and
Vassilevska Williams [2], branching-tree structures can be useful to guarantee very fast query
times. A first natural approach would be to adapt the standard 2k -branching on edges for
vertex cover, and add to it a third branch that considers edge-failure. While this branching
tree nicely finds vertex covers of size at most k for up to f failures, it is not clear how to
efficiently answer a specific query faster than looking at the whole search tree which has size
O(3f +k ). In the following, we give two variations of this idea, each with an improved query
time depending on the relation between the values f and k. The first idea gives a faster
query time for the case that f is small in comparison to k.
▶ Theorem 3. There is a deterministic Vertex Cover Sensitivity Oracle of size O(3f +k ) and
O(2f ) query time then can be built in time O(3f +k poly(f, k) + poly(n)).
Proof. Given a graph G = (V, E) and f, k ⩾ 0, by Lemma 14 we can assume, at the cost of
O(poly(n)) preprocessing, that G has O(k 2 + kf ) vertices. We use branching to compute a
set of solution pairs. Starting with the input graph G and empty sets C and F , we branch
as follows each time creating a subgraph of G. If the current subgraph G′ still contains an
edge (u, v) ∈ E(G′ ), branch into the cases
1. If |C| < k, add u to C, and delete u from V (G′ ) along with edges incident to u from
E(G′ )
2. If |C| < k, add v to C, and delete v from V (G′ ) along with edges incident to v from
E(G′ )
3. If |F | < f , add (u, v) to F and delete (u, v) from E(G′ ).
Let (F, C) be a leaf in the created branching tree with associated subgraph G′ , which we
emphasize to be created dynamically. G′ does not contain edges either in F or incident to
vertices in C. If G′ does not contain an edge at all, we add F to the set F . Note that in this
case C is a vertex cover for G−F with |F | ⩽ f and |C| ⩽ k. We do so for all leafs (F, C) in
the branching tree, which by the termination constraints |C| < k and |F | < f contains at
most 3k+f many leafs.
To build an f -EFT-k-VC, we create a hashing table for all the collected sets F . On query
F , we look up for each F ′ ⊆ F . If F ′ is among the collected sets in F , and answer yes if and
only if we find such a set. This yields the claimed query time O(2f ). To see why the answer
we give is correct, first observe that if we find an F ′ ⊆ F in the collected sets, then there
exists a vertex cover of cardinalty at most k in G−F ′ and hence also in G−F so we correctly
answer yes. Conversely, if there exists a vertex cover C of cardinalty at most k in G−F , then
our branching procedure has created at least one F ′ ⊆ F : Consider the recursive branching
procedure, and follow always the branch that either adds a vertex in C to the cover or an
edge in F to the failing set (note that since C is a vertex cover in G−F , there is always at
least one branch that meets one of these criteria). This path through the branching tree has
to at some point create a graph where no edges remain, at the latest when C and F have
been collected completely. If it terminates before, then G is empty for some C ′ ⊆ C and
F ′ ⊆ F , and thus F ′ is among the collected sets.
◀
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In a sense, Theorem 3 adds the failure branch to the standard 2k branching for k-Vertex
Cover. It is an interesting challenge to augment more sophisticated branching algorithms
with failure branches, such as the one by Chen, Kanj, and Xia [12].
For now, we did not actually use branching to build a lookup tree and exploit the insights
from the branching decisions. With a measure & conquer approach, we can do a different
type of branching that builds a useful lookup tree, with a larger size but very fast query time.
2

▶ Theorem 4. There is a deterministic Vertex Cover Sensitivity Oracle of size O(2f +k +k )
2
and O(f + k 2 ) query time. The oracle can be built in time O(2f +k +k (1.2738k + poly(f, k)) +
poly(n)).
Proof. Given a graph G = (V, E) and f, k ⩾ 0, by Lemma 14 we can assume, at the cost of
O(poly(n)) preprocessing, that G has O(k 2 +kf ) vertices. We compute a binary fault-tolerant
lookup tree F T f,k (G) with nodes labeled NS,F for some sets S, F ⊆ E. We build this tree
by branching on edges and the sets S and F in the subscript of the nodes represent the
edges for which we decided during the branching to be either failing (in F ) or not failing
(S for safe). The underlying idea to bound the number of such nodes we have to create is
1
that we can budget the safe edges by k+1
as follows. As soon as we have decided on k + 1
edges adjacent to some vertex v to be safe, we know that any vertex cover of cardinality at
most k for the graph induced by the edges in S has to contain v. Thus we remove v from
G before further branching to ensure that for each vertex at most k + 1 adjacent edges are
placed in S. With this sort of reduction rule during the branching, we know that we can
stop branching on further edges being in S as soon as |S| = (k + 1)k.
In order to keep track of the edge-decisions, we store in each node NS,F not only the
branching edge eS,F but also a subgraph GS,F of G. The latter allows us to keep track of
vertices that were removed during the branching. We start by initializing the root N∅,∅
storing G∅,∅ = G and e∅,∅ = ∅. For each node NS,F with eS,F = ∅ and GS,F ̸= ∅ do the
following.
If there still exists an edge in GS,F that is not in S, pick one such edge (u, v), set
eS,F = (u, v), and attach to NS,F the following (at most) two children
1. If |F | < f , attach with an arc labelled 0 a child node labeled NS,F ′ where F ′ = F ∪ (u, v).
Set GS,F ′ to the graph obtained from GS,F by deleting (u, v) and set eS,F ′ = ∅.
2. If |S| < k(k + 1), consider S ′ = S ∪ {(u, v)} and G′ = GS,F . If there exists a vertex in
G′ , that is adjacent to more than k edges in S ′ , remove it from G′ along with incident
edges. After exhaustive application of this reduction, attach with an arc labeled 1 a child
node labeled NS ′ ,F with GS ′ ,F = G′ and eS ′ ,F = ∅.
If there exists no edge in GS,F that is not contained in S, check if there exists a vertex cover
of cardinality at most k in G − F .In case there exists such a cover, set GS,F = ∅.
By the termination constraints |F | < f and |S| < k(k + 1), we see that this tree contains
2
at most 2f +k(k+1) leafs. Further, the computation cost is bounded by O(2f +k +k (1.2738k +
poly(f, k)) + poly(n)), where the poly(f, k)-term includes the needed vertex/edge-deletions,
and we use the current-best Vertex Cover algorithm by Chen, Kanj, and Xia [12] running
in time O(1.2738k + kn) for a graph on n vertices.
On query F , we use this lookup tree F T f,k (G) as follows. We first build a dictionary for
F . Then, starting at the root, we move from a node NS,F ′ to one of its children via the arc
labeled 0 if eS,F ′ ∈ F and via the arc labeled 1 otherwise. We then answer yes if and only if
this path in the lookup tree terminates in a node NS,F ′ with GS,F ′ = ∅. Since the depth of
F T f,k (G) is bounded by f + k(k + 1), this gives a query time in O(f + k 2 ).
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To show that this procedure gives the correct answer, first assume that on input F ⊆ E
we answer with yes. This means that the path followed to answer the query in F T f,k (G)
terminated in some node NS,F ′ with GS,F ′ = ∅. The way we followed a path to answer query
F ensured that F ′ ⊆ F . Now note that there are two possibilities that GS,F ′ is the empty
graph. One possibility is that during the construction we found a vertex cover of cardinality
at most k in G − F ′ . In this case there obviously also exists a vertex cover of cardinality
at most k in G − F and our answer is correct. The other possibility is that we removed all
vertices with applications of the reduction in step 2. For every vertex that is removed in this
step, we picked k + 1 edges adjacent to it into S. Hence if this procedure manages to delete
all vertices from V , then (k + 1)|V | ⩽ |S| which gives |V | ⩽ k and there trivially exists a
vertex cover of cardinality at most k for every possible query F .
Conversely, assume that there exists a vertex cover C of cardinality at most k in G−F .
Assume towards contradiction, that on query F , the path in F T f,k (G) terminates in a node
NS,F ′ with GS,F ′ ̸= ∅. By the route we follow for answering the query F , we know that
F ′ ⊆ F and that S ∩ F = ∅. A leaf in the lookup tree with non-empty graph exists in two
cases, either there was no edge to branch on and we did not find a suitable vertex cover
(indicated by eS,F ′ = ∅), or there was an edge to branch on but there was no suitable child
attached because of the termination rules (eS,F ′ ̸= ∅).
If there was no edge to branch on, GS,F ′ was not set to be empty, because there is no
vertex cover of cardinality at most k in G − F ′ . In particular, C is not a vertex cover for
G−F ′ . Since it is a vertex cover for G−F , it follows that the edges not covered by C are
included in F \ F ′ . Since there was no edge to branch on, in particular all edges in F were
deleted from GS,F ′ during the construction of the lookup tree. In this case, an edge in F \ F ′
was deleted by step 2, because it was of the form (u, v) such that more than k edges in
S ′ ⊆ S are incident to u. Since (S ′ ∩ F ) ⊆ (S ∩ F ) = ∅, it follows that C covers all edges in
S ′ . To do so, C has to contain the vertex u, as otherwise C would have a cardinality of more
than k. This means however that C also covers all edges in F \ F ′ , a contradiction.
If there exists an edge (u, v) in GS,F ′ that is not in S but there was no suitable arc leading
from the node NS,F ′ the according budget has to be expired. In particular, if (u, v) ∈ F ,
there is no arc labeled 0 from NS,F ′ because |F ′ | = f . Since however F ′ ⊆ F , this is not
possible, without F ′ = F and thus (u, v) ∈
/ F . For (u, v) ∈
/ F there is no arc labeled 1 from
NS,F ′ because S contains k(k + 1) edges from E \ F ′ . The reduction step used in 2 makes
sure that there exists no vertex in GS,F ′ that covers more than (k + 1) edges in S. Since C
in particular covers the edges in S, it has to contain k vertices that each cover exactly k + 1
edges in S. By the reduction rule, this means that all vertices of C were deleted from GS,F ′ .
Thus (u, v) is an edge in G with {u, v} ∩ C = ∅ and (u, v) ∈
/ F , a contradiction to C being a
vertex cover in G−F .
At last, note that for answering the queries, we do not actually need the whole graphs
GS,F as information; we actually only need to distinguish between GS,F = ∅ and GS,F ̸= ∅.
After building the tree, we can replace every graph GS,F ̸= ∅ by a single vertex {v}, which
2
reduces the overall space of the structure to O(2f +k +k ).
◀
Fault-Tolerant DSOs parameterized by the size of a vertex cover. We conclude this
section by showing an interesting connection between vertex cover and fault-tolerant DSOs.
We recall that an f -edge/vertex fault-tolerant DSO is a data structure that reports the
value d(s, t, G − F ) when queried on two vertices s and t, and a set F of edges/vertices of
G of size at most f . First of all, we observe that given a graph G and a failing set F , if
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the graph G−F has a vertex cover of size bounded by k, the distance between any pair
(x, y) of vertices that are connected in G − F is upper bounded by 2k. This means that
d(x, y, G−F ) ⩽ d(x, y, G) + 2k.
Further, we can use a vertex cover of G as a building block for a DSO.
▶ Theorem 15. For any f ⩾ 1, any n-vertex, m-edge graph G = (V, E), and k-vertex cover
C for G, we can compute in polynomial time an f -DSO of size O(min{nk + f k 2 , m}) with a
query time of poly(k, f ), that is, independently of the graph size.
Proof. Let H be a graph whose vertex set is initially set to C and whose edge set is initially
empty. We cycle through all pairs of vertices x, y ∈ C with distance at most 2 in G. If (x, y)
out
in
is an edge in G, we add it to H as well. If the set S = NG
(x) ∩ NG
(y) of common neighbors
has at most f elements, we add them all to H with the respective edges (x, z) and (z, y) for
all z ∈ S. Otherwise, that is if |S| ⩾ f + 1, we instead add a new vertex z ′ (not previously
in G or H) and the edges (x, z ′ ) and (z ′ , y). In the end, H has O(f k 2 ) vertices and edges.
The oracle stores H and all the edges between v and C for all vertices v ∈ V \C, whence the
total size is at most O(nk + f k 2 ). To see why it is also in O(m), observe that the only time
we introduce new edges not previously in G, namely (x, z ′ ) and (z ′ , y), is if |S| ⩾ f + 1. In
this case, we leave out the 2|S| > 2 edges from x to S and from S to y in G.
On query (u, v, F ), we first compute the all-pairs distances in H−F . The anwer of the
oracle depends on whether u or v are in the vertex cover C:
if u, v ∈ C, we simply return d(u, v, H−F );
out
if u ∈
/ C and v ∈ C, we return 1 + min{d(x, v, H−F ) | x ∈ NG−F
(u) ∩ V (H)};
in
if u ∈ C and v ∈
/ C, we return 1 + min{d(u, y, H−F ) | y ∈ NG−F (v) ∩ V (H)};
out
in
if u, v ∈
/ C, we return 2+min{d(x, y, H−F ) | x ∈ NG−F
(u)∩V (H); y ∈ NG−F
(v)∩V (H)}.
The correctness simply follows from the fact that f edge failures cannot disconnect two
vertices x and y in H if they have |S| ⩾ f + 1 common neighbors. Also, both the first and
last edge of any shortest path between u and v in G − F is covered by C.
Note that all operations on H are polynomial in the size of H, and hence only depend on k
and f . Further, each vertex outside of C only has neighbors in C which means that checking
their neighborhood and cross-checking if the corresponding edge is in F only requires time in
O(k + f ). The total query time is thus bounded of order poly(k, f ).
◀

4

Fault-Tolerant Distance Preservers of Bounded-Stretch

Let G = (V, E) be a directed graph, s ∈ V be a source vertex, and k a parameter. In this
section we first consider the problem of computing an (f, k)-EFT-BFS of G, i.e., a sparse
subgraph H of G such that, for every vertex v ∈ V and every subset F ⊆ E of size |F | ⩽ f
for which d(s, v, G−F ) ⩽ d(s, v, G) + k holds, we have d(s, v, H−F ) = d(s, v, G−F ). Our
results can be extended to handle also vertex failures, but the parameter k doubles as for
k-Path problem. We only present the results for edge failures. We present an algorithm
that computes a sparse (f, k)-EFT-BFS of G with 2O(f k) n edges.
Let T be a shortest path tree of G rooted at s. Define Level(v) to be depth of
v in T , that is, we have Level(v) = d(s, v, G). For a pair (v, F ), let Pv,F denote (an
arbitrary fixed) replacement path, a shortest path from s to v in the graph G−F . Let
e1 = (a1 , b1 ), . . . , eL = (aL , bL ) be the L = d(s, v, G−F ) (not necessarily consecutive) edges
of Pv,F . We define X(Pv,F ) to be the sequence of length L whose ith entry is
X(Pv,F )i = 1 + Level(ai ) − Level(bi ).
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Observe that for each edge (a, b) ∈ Pv,F , with a appearing before b in P , we have Level(b) ⩽
Level(a) + 1. Thus, all entries of sequence X(Pv,F ) are non-negative. Let X + (Pv,F ) be
restriction of X(Pv,F ) to positive integers. The following lemma presents an important
property of sequence X + (Pv,F ).
▶ Lemma 16. For each v ∈ V and F ⊆ E with |F | ⩽ f , the sum of entries in X + (Pv,F ) is
equal to d(s, v, G−F ) − d(s, v, G).
Proof. Let e1 = (a1 , b1 ), . . . , eL = (aL , bL ) be the edges of Pv,F . We can rearrange them
such that a1 is the source s and bL = v the target without affecting the sum over the entries
of the sequence x ∈ X + (Pv,F ). We get
X

x=

x∈X + (Pv,F )

X
x∈X(Pv,F )

=

L
X

x=

L
X

(1 + Level(ai ) − Level(bi ))

i=1

1 + (Level(a1 ) − Level(bL )) = d(s, v, G−F ) − d(s, v, G).

◀

i=1

Let Y denote the set of all sequences of positive integers whose sum is bounded by k. We
have |Y| = 2k − 1. Given a sequence Y = (y1 , y2 , . . . , yt ) ∈ Y, we define an auxiliary directed
graph GY on (t+1) n vertices as follows.
The vertex set of GY is initialized to t + 1 copies of set V , denoted by VY0 , VY1 , . . . , VYt .
The copy of vertex v ∈ V in the set VYi is denoted by vYi .
For 0 ⩽ i ⩽ t and e = (a, b) ∈ E, we add a directed edge (aiY , biY ) to GY if and only if
Level(b) − Level(a) = 1.
i
For 1 ⩽ i ⩽ t and e = (a, b) ∈ E, we add directed edge (ai−1
Y , bY ) to GY if and only if
1 + Level(a) − Level(b) = yi .
We now define the projection ϕ of entities in graph GY to the original graph G. For a vertex
vYi ∈ V (GY ), the projection ϕ(vYi ) is just the vertex v. For an edge (aiY , bjY ) ∈ E(GY ), we
define, ϕ(aiY , bjY ) to be the edge (a, b) ∈ E(G). For a subset F of edges in G, we define ϕ−1 (F )
to be the set of all those edges (aiY , bjY ) in GY for which ϕ(aiY , bjY ) lies in F . Observe that,
for any sequence Y = (y1 , y2 , . . . , yt ) ∈ Y, it holds that |ϕ−1 (F )| ⩽ (t + 1)|F | ⩽ (k + 1)|F |.

▶ Lemma 17. Consider a triplet (v, F, Y ), where v ∈ V , F ⊆ E has size at most f , and
Y = (y1 , . . . , yt ) ∈ Y. There is an s-v-path P in G−F satisfying X + (P ) = Y if and only if
there is a path from s0Y to vYt in GY −ϕ−1 (F ).
Proof. First, suppose there is a path P from s to v in G−F satisfying X + (P ) = Y . Let e1 =
(a1 , b1 ), . . . , et = (at , bt ) be the edges in P with X + (Pv,F )i = 1 + Level(ai ) − Level(bi ) > 0.
Observe that the ei need not to be consecutive in P . By assumption, for any 1 ⩽ i ⩽ t, the
i
edge (ai , bi ) satisfies 1 + Level(ai ) − Level(bi ) = yi , whence edge ((ai )i−1
Y , (bi )Y ) is present
−1
in GY −ϕ (F ). Now for the remaining edges (x, y) of P with (1+Level(x)−Level(y)) = 0,
we have that (xi , y i ) exists in GY −ϕ−1 (F ) for every 0 ⩽ i ⩽ t. This shows that there is a
path from s0Y to vYt in GY −ϕ−1 (F ).
Conversely, suppose Q = (w1 , . . . , wL ) is a path from s0Y to vYt in GY −ϕ−1 (F ). Then
ϕ(Q) = ((ϕ(w1 ), . . . , ϕ(wL )) is a path from s to v in G−F . By the definition of graph GY ,
the sequence X + (ϕ(Q)) is the same as Y .
◀
We designate s0Y as the source of GY . We compute a fault-tolerant reachability preserver
HY of GY that satisfies the condition that upon failure of any set F ⊆ E(GY ) of at most
f (k + 1) edges, the vertices reachable from s0Y in GY −F is identical to vertices reachable
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from s0Y in HY −F . Baswana, Choudhary, and Roditty [4] showed how to compute, for
any graph with n vertices and m edges, a sparse f -fault-tolerant reachability preserver
in time O(min{2f , f n} · mn), in which the in-degree of each vertex is bounded by 2f .
Thus HY contains at most (t + 1)2f (t+1) n ⩽ (k + 1)2f (k+1) n edges, and is computable in
O(min{2f (k+1) , f kn} · k 2 mn) time.
For each Y ∈ Y, we compute a subgraph HY of G by just applying projection map ϕ
over edges of HY . In other words, for each edge e = (a, b) in G, we include e in HY if and
only if ϕ−1 (e) ∩ E(HY ) is non-empty. Therefore, HY contains at most (k + 1)2f (k+1) n edges.
The following lemma is immediate corollary of Lemma 17.
▶ Lemma 18. For any triplet (v, F, Y ), where v ∈ V , F ⊆ E has size at most f , and
Y = X + (Pv,F ), the subgraph HY −F satisfies d(s, v, HY −F ) = d(s, v, G−F ).
Finally, let H be a graph obtained by taking union of edges in HY for all y ∈ Y. There
are at most |Y|(k + 1)2f (k+1) n edges in H, which is in 2O(f k) n. By Lemmas 16 and 18, and
the definition of Y as the set of positive integer sequences with sum at most k, it follows
that H is a (f, k)-FT-BFS. We obtain the following result.
▶ Theorem 19 (Theorem 6 with explicit exponents). For any parameters f, k ⩾ 1 and directed
graph G with n vertices and m edges, we can compute in time O(min{2f k+f +k , 2k f kn}·k 2 mn)
time an (f, k)-EFT-BFS with O(2f k+f +k k · n) edges.
We now turn to the design of an f -edge fault-tolerant distance sensitivity oracles that,
when queried on a pair (t, F ), where v is a vertex of G and F is a set of at most f edges
of G, is able to decide whether d(s, t, G − F ) ⩽ d(s, t, G) + k or not. We use the Monte
Carlo fault-tolerant reachability oracle D designed by Brand and Saranurak [33] for directed
graphs. This oracle, when queried on a triple (s, t, F ), where s and t are two vertices of G
and F is a subset of vertices and edges of G, reports whether or not t is reachable from s in
G − F in O(|F |ω ) time. The preprocessing time of D is O(nω ) and the space8 in O(n2 ). We
must note here that D is a randomized Monte Carlo oracle and the answer to each query is
correct with high probability, i.e. the oracle may return incorrect answer with probability at
most 1/nc , for any constant c.
We compute such an oracle for each of the graphs GY , Y ∈ Y, that is resilient to up
to f (k + 1) failures. The time to compute D(GY ) for each y is O(|Y|(kn)ω ) = O(2k (kn)ω ).
The total size of our data structure is O(2k (kn)2 ). The algorithm to check for a query pair
(v, F ), whether or not the s-v-distance in G and G−F differ by an additive term of at most
k is as follows. For each Y = (y1 , . . . , yt ) ∈ Y, we use D(GY ) to check if there is a path
from s0Y to vYt in GY −ϕ−1 (F ). If the answer is negative for all choices of Y , we report that
s-v-distance increases by more than k, otherwise we report that the distances differ by at
most k. The query time of our oracle is O(|Y| |ϕ−1 (F )|ω ) which is at most O(2k (f k)ω ).
The correctness follows from Lemma 17. Our oracle is randomized Monte Carlo since the
reachability oracle by Brand and Saranurak [33] is inherently randomized. This concludes
the proof of Theorem 7 (restated below).
▶ Theorem 7. For any parameters f, k ⩾ 1 and directed graph G = (V, E) with designated
source s ∈ V , there is a Monte Carlo oracle of size O(2k k 2 · n2 ) that, for any pair (v, F ) where
v ∈ V and F ⊆ E has size at most f , reports w.h.p. whether d(s, t, G−F ) ⩽ d(s, t, G) + k in
time O(2k (f k)ω ). The oracle is computable in time O(2k k ω · nω ), independent of f .

8

In [33], this is phrased as O(n2 log n) bits of space.
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Abstract

For a graph G on n vertices, naively sampling the position of a random walk of at time t requires
work Ω(t). We desire local access algorithms supporting positionG (t) queries, which return the
position of a random walk from some fixed start vertex s at time t, where the joint distribution of
returned positions is 1/ poly(n) close to those of a uniformly random walk in ℓ1 distance.
We first give an algorithm for local access to random walks on a given undirected d-regular
1 √
e 1−λ
graph with O(
n) runtime per query, where λ is the second-largest eigenvalue of the random
walk matrix of the graph in absolute value. Since random d-regular graphs G(n, d) are expanders
e √n) algorithm for a graph drawn from G(n, d) whp, which
with high probability, this gives an O(
improves on the naive method for small numbers of queries.
We then prove that no algorithm with subconstant error given probe access to an input d-regular
√
graph can have runtime better than Ω( n/ log(n)) per query in expectation when the input graph is
drawn from G(n, d), obtaining a nearly matching lower bound. We further show an Ω(n1/4 ) runtime
per query lower bound even with an oblivious adversary (i.e. when the query sequence is fixed in
advance).
We then show that for families of graphs with additional group theoretic structure, dramatically
better results can be achieved. We give local access to walks on small-degree abelian Cayley graphs,
including cycles and hypercubes, with runtime polylog(n) per query. This also allows for efficient
local access to walks on polylog degree expanders. We show that our techniques apply to graphs
with high degree by extending or results to graphs constructed using the tensor product (giving fast
local access to walks on degree nϵ graphs for any ϵ ∈ (0, 1]) and Cartesian product.
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Introduction

Given some huge random object that an algorithm would like to query, is it always necessary
to generate the entire object up front? For sublinear time algorithms, generating such a large
object would dominate the runtime. Recent works [4, 12, 18, 7] demonstrate that this is not
always necessary, giving incremental query access to random objects such as random graphs,
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Dyck paths and graph colorings. These local access algorithms answer queries in a manner
consistent with an instance of the random object sampled from the true distribution (or close
to it). A major challenge in developing local access algorithms is to maintain consistency of
the joint distribution between query answers.
In this work, we explore the question of implementing local access to random walks.
Random walks are a critical primitive in many algorithms [16, 14, 9], including sublinear
ones [13, 21, 3]. Given a graph G on n vertices, naively generating a random walk of length
t requires time Ω(t). As the size of real-world graphs, and the length of the walks taken on
them, have increased tremendously, breaking this Ω(t) barrier has become crucial. Thus,
algorithms for generating random walks have been considered in both distributed and parallel
models: specifically, the works of [22] and [15] have developed algorithms for generating
random walks in the CONGEST distributed and Massive Parallel Computation models
respectively.
In this work we explore the question of implementing local access to random walks. Since
t can be large, one may want to generate only the segments of the walk that are needed at
the present time, while ensuring the joint distribution of the returned segments is close to
the true distribution of random walks.1
As is common in the setting of sublinear and local algorithms, we assume the local access
algorithm is given access to a graph G on n vertices through probe oracles. This allows us to
work with graphs that are too large to fit in main memory, and also results in running times
that are not dominated by the size of the input. Our goal is to provide implementations of
the queries needed by the user – in particular, we focus on positionG queries, which return
the position of a random walk starting from a fixed vertex s at time t, such that, given any
sequence of user queries, the joint distribution of returned positions is 1/ poly(n)-close to the
true uniform distribution of those positions over random walks (in ℓ1 distance). We desire
per query runtime that is sublinear in n and t, and preferably polylogarithmic in both. In
the latter case, locally generating all vertices in a walk of length t (in an arbitrary order)
has total work within a polylog factor of the naive sequential runtime.
Our algorithms can be used even when the algorithm wipes its memory after each answer
and must answer subsequent queries only retaining access to a (public) random string. This
fits within the framework of the LCA models in [20, 2]. This feature allows independent
copies of the algorithm that share a random string but do not communicate, yet still give
consistent responses. We assume the random string is of polynomial size, which is necessary,
as a family of objects with description size t requires Ω(t) random bits to approximate in ℓ1
distance. Due to the lack of persistent memory between queries, this is a stronger model
than used in [12, 18, 7, 4]2 for locally accessing huge random objects.
Obtaining local access for walks on arbitrary graphs without knowing the entire structure
seems to be a very difficult problem, and therefore in this paper we restrict our attention
to regular graphs. However, regular graphs include widely studied families such as random
regular and Cayley graphs, both of which we analyze.

1

2

We note that one can use fast distributed algorithms in the LOCAL distributed model in order to
construct fast sequential algorithms via the known Parnas-Ron reduction, but the aforementioned
distributed algorithms are not fast enough to be useful. We will elaborate more on this in Section 1.2.
Note that the result in [4] for generating random colorings in degree bounded graphs also works within
the model used here.
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Our Results and Techniques

1 √
We begin by presenting a Õ( 1−λ
n) algorithm that provides local access to undirected
d-regular graphs with spectral expansion λ. We assume that the algorithm is given access
to a tape of random bits R. For a graph G, the local access algorithm divides the random
walk into epochs of length tmix , where tmix is on the order of the mixing time of G. At
the beginning of each epoch (times that are multiples of tmix ), the local access algorithm
uses appropriate bits from the random tape to determine the location of the walk, which
are distributed according to the uniform distribution. When given a query to time t, the
algorithm first finds the locations u, v of the walk at the beginning of epochs t and t + 1. It
√
then samples Õ( n) random walks from both endpoints u, v, each of length tmix /2, until we
find a forward walk from u and a backward walk from v that terminate at the same vertex.
Since walks of this length are well mixed, a collision occurs with high probability. When
a collision is found, we can stitch together the forward and the backward walk and thus
interpolate between both endpoints. Since we use the same section of random tape for any
query in this epoch, we consistently find the same collision, and thus answer consistently
despite no persistent memory.
Moving forwards, we demonstrate that such a runtime is optimal in general, even for
local access algorithms that are allowed to remember their prior answers and graph probes.
Specifically, our lower bound holds for the case of random d-regular graphs, which provides
some evidence that obtaining fast query algorithms for “large” classes is challenging. 3 Our
lower bounds present adaptively chosen query sequences, and demonstrate that for the vast
√
majority of these random graphs, any algorithm making Õ( n/ log n) neighbor probes to
the underlying graph G will fail to answer the queries in a consistent manner. The main
structural result used here is Lemma 4.8, which states that as long as the algorithm makes
√
fewer than Θ( n) probes, the revealed edges and vertices of the graph will form a forest,
and additionally, no trees will ever be merged, with probability at least 0.995. This allows
us to define a distance metric d(·, ·) where d(u, v) is the distance between vertices u and v
using only the edges known to the algorithm, and is defined to be ∞ if no such path has been
revealed. The high level strategy in the lower bound is to first query the positions v0 , ve of the
√
walk at time t = 0 and t = n respectively, and then adaptively query O(log n) intermediate
positions (where the query times may depend on the internal state of the algorithm), until an
inconsistency is found. The hypothesis at this point is that the algorithm does not actually
know of a path of the correct length between the two returned vertices. Specifically, we show
that either the revealed edges fail to connect the vertices in the limited number of available
√
probes, or the known path between them is shorter than n/20.
In the first case, we can perform binary search for a location such that we end up with two
reported positions which are adjacent in time, but do not have an edge between them whp,
thus yielding the inconsistency. The latter case is more complicated, and requires some case
analysis, but we are able to query adaptively and always find two positions vi and vj (revealed
at times ti and tj ), such that one of the following two outcomes hold: either the distance
is too large d(vi , vj ) > |ti − tj | or the distance is too small d(vi , vj ) < |ti − tj |/8. In the
first outcome, if the distance is greater, we can again perform binary search to find adjacent
positions in the walk that are not connected by an edge. For the second outcome, we again
perform binary search to find a short segment with unusually short distance in the subgraph

3

There are simple constructions of artificial classes, such as cycles on a random subset of n/2 vertices,
where Ω(n) probes are required to answer a single query.
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induced by the edges known to the algorithm, and then query all intermediate locations
to find a segment of the walk σ1 , σ2 , · · · , σl of length Θ(log n), such that d(σ1 , σl ) < l/8.
Note that we are then able to query all the locations in this segment because its length was
reduced to O(log n). Intuitively, such a segment is unlikely to occur in a truly random walk
because the edges known to the algorithm define a tree, and any walk of length > 8l between
vertices of distance l (with respect to the tree metric) in a tree must involve a significant
amount of backtracking. We demonstrate that the probability of significant backtracking
over a truly random walk on a random regular graph is o(1).
We also prove an oblivious lower bound of Ω(n1/4 ), for the case when the queries do not
depend on the internal state of our algorithm. In this case, we present the sequence of query
times (n1/4 , 2, 3, · · · , n1/4 − 1). If the algorithm makes O(n1/4 ) graph probes, then the total
√
number of probes is bounded above by Θ( n), and therefore we use the same structural
Lemma 4.8 mentioned above in order to derive a contradiction.
Finally, motivated by our lower bounds against local access to walks on general classes
of graphs, we turn to algorithms for local access on families of graphs with additional
algebraic structure. We give fast local access (i.e. runtime polylog(n) per query) to walks on
small-degree abelian Cayley graphs (for instance, cycles and hypercubes). This also allows
for fast local access to walks on a class of polylog degree expanders. We extend our results
to graphs constructed using the tensor product, giving fast local access to walks on degree
nϵ graphs for any ϵ ∈ (0, 1].

1.2

Related Work

The problem of providing local access to huge random objects was first proposed in [12, 11].
Subsequent work in [18] presented algorithms that provide access to sparse Erdos-Renyi
G(n, p) graphs through All-Neighbors queries, as long as the number of queries is small
and p = O(poly(log n)). Many of the results in these earlier works only guarantee that the
generated random objects appear to look random, as long as the number of queries are
bounded, usually by O(poly(log n)/n). More recently, in [7], an implementation of random
recursive trees and BA preferential attachment graphs are presented. Further, local access is
given for the Next-Neighbor query that returns the neighbors of a vertex in lexicographic
order, which is useful for accessing graphs where the degree is not bounded. Subsequently, [4]
presented implementations for random G(n, p) graphs for any value of n, while supporting
Next-Neighbor as well as the newly introduced Random-Neighbor queries. In [4],
algorithms are provided for accessing random walks on the line, random Dyck paths, and
random colorings of a graph. Implementing access to random walks on the line graph was
motivated by the implementation of interval summable functions in [12, 10].
Related to generation √
of random walks, [22] give an algorithm that approximately samples
e
from random walks in O( tD) rounds in the CONGEST model, where t is the length of the
walk and D is the diameter of the graph. The standard reduction from distributed algorithms
to LCAs
from [19] would result in an algorithm with query
complexity that is exponential in
√
√
O( tD), whereas we obtain bounds of the order O( t). Later, [15] gave an algorithm for
generating walks in O(log t) rounds in the Massively Parallel Computation (MPC) model.
However, their techniques do not seem to be amenable to constructing fast LCAs.

1.3

Organization

In Section 2 we introduce notation and basic sampling tools. In Section 3 give a memoryless
local access oracle for undirected regular graphs with runtime in terms of expansion. In
Section 4, we first apply the previous oracle to random regular graphs. We then prove
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a nearly matching lower bound even for local access algorithms with persistent storage,
with respect to an adaptive adversary (one who has access to the persistent storage of the
algorithm), and a weaker bound with respect to an oblivious adversary. In Section 5 we give
memoryless local access oracles for small degree abelian Cayley graphs, such as hypercubes
and cycles. In Appendix B, we prove claims in Section 5 and give memoryless local access
oracles for the tensor product.

2

Preliminaries

We first define terminology and introduce basic tools for sampling. We characterize the
closeness of query responses to true random walks via ℓ1 distance, and use ℓ2 distance for
spectral arguments.
▶ Notation 2.1.
Given distributions A, B over a set [S], the ℓ1 distance between A and
B is defined as
qP
PS
S
2
||A − B||1 = i=1 |Ai − Bi |. The ℓ2 distance is defined as ||A − B||2 =
i=1 (Ai − Bi ) .
For some set S, let US denote the uniform distribution over S. Let s ← US be an element
drawn from this distribution.
Next, we define notation for the distribution of random walks on fixed graphs.
▶ Notation 2.2. Given a regular graph G = (V, E) where V = [n], v1 , v2 ∈ V and t ∈ N:
Let λ(G) = maxx∈Rn :x⊥1̄ ||xW ||2 /||x||2 = max(|λ2 (G)|, |λn (G)|) where W is the random
walk matrix of G.
Let DC (G, v1 , v2 , t) be the distribution over random walks of length t from v1 that end at
v2 . As G is regular, this is the uniform distribution over all satisfying walks.
L
be the uniform distribution of random walks from vertex 1 of length L.
Let UG
For any finite set of times S ∈ Nk , let the walk projection PS (UG ) be the joint
distribution over V |S| of the positions at times S of random walks from vertex 1. We
will measure the accuracy of a local access oracle given time queries S by bounding the ℓ1
distance of (the distribution of) its responses to PS (UG ). For notational convenience, let
Pi = P{i} .
Note that PT (UG ) captures the joint distribution of the location of a walk at times T . That
is, the position of a walk at time t is correlated with that at time t′ .
We then define the generalization of Local Computation Algorithms with which we give
our upper bounds. The model is similar to the LCA model in [20, 2], which notably means
there is no persistent storage between queries. Thus, for queries to the memoryless local
access oracle the user can expect to see the same results whether making queries to the same
copy or to independent copies of the oracle sharing the same random string.
▶ Definition 2.3. Given a graph G and a maximum query time L, a memoryless local access oracle
implementation of a family of query functions
⟨positionG (1), . . . , positionG (L)⟩, provides an oracle A with the following properties. A
has probe access to the input description G, a tape of public random bits R, and the maximum
possible query time L. Upon being queried with G, L and t, the oracle uses sub-linear resources
to return the value A(G, R, positionG (t)), which must equal the position of the walk X at
L
time t for a specific X ∈ UG
where the choice of X depends only on R, and the distribution of
c
L
X (over R) is 1/n -close to UG
in ℓ1 distance, for any given constant c. Between consecutive
queries, A’s memory (but not the public random tape or input) is erased. Thus, different
instances of A with the same graph G and the same random bits R, must agree on the choice
of X that is consistent with all answered queries regardless of the order and content of queries
that were actually asked.
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We prove our lower bounds against a stronger model, where the algorithm is allowed
to remember its prior answers and graph probes. Local computation algorithms with
persistent memory have been investigated before [6, 12, 18, 7, 4], and can be thought of as
a single algorithm answering queries in series, rather than a swarm of algorithms working
independently.
▶ Definition 2.4. Given a graph G and a maximum query time L, a (persistent) local access oracle
implementation of a family of query functions
⟨positionG (1), . . . , positionG (L)⟩, provides an oracle A with the following properties. A
has probe access to the input description G, a tape of public random bits R, and the maximum
possible query time L. Upon being queried with G, L and t, the oracle uses sub-linear resources
to return the value A(G, R, positionG (t)), which must equal the position of the walk X at
L
time t for a specific X ∈ UG
where the choice of X depends only on R, and the distribution of
c
L
X (over R) is 1/n -close to UG
in ℓ1 distance, for any given constant c. Between consecutive
queries, A’s memory is not erased, and it is allowed arbitrary persistent local storage.
We next define our probe model, which we use for our upper and lower bounds.
▶ Definition 2.5. Given an undirected d-regular graph G = (V, E) on n vertices,
neighbor(G, v, i) returns the ith neighbor of vertex v for every (v, i) ∈ [n] × [d], where
the outgoing edges are assigned a random permutation of [d] for every v.
Here we place a random labeling on the out-edges of each vertex since we are dealing with
unlabeled graphs. The random labeling is fixed as part of G and does not change for
subsequent probes or instantiations of the algorithm.
Finally, we state a basic result on partial sampling.
▶ Proposition 2.6. Let G be a graph and T an ordered list of determined times in a walk
on G. Let VT be the associated set of determined positions. Suppose VT has been sampled
to within ϵ of the true distribution in ℓ1 distance. For any new query t, let t− < t < t+ be
the closest low and high previously determined times. These are denoted the bracketing
queries. Then:
1. The distribution of vt conditioned on vt− , vt+ is equal to the distribution conditioned on
all previously determined vertices.
2. If vt is sampled from a distribution D where ||D − Pt−t− (DC (vt− , vt+ , t+ − t− ))||1 ≤ δ,
then (VT , vt ) is ϵ + δ close to the true distribution. Furthermore, if the true distribution
of vt is some deterministic function of k distributions, an equivalent result holds for
sampling each distribution to within δ/k and returning the deterministic function applied
to these samples.
In effect, this gives us the ability to only focus on the distribution of walks conditioned
on the nearest determined positions when analyzing the distance of a local access oracle to
uniform.

3

Local Access Via Spectral Expansion



e 1 √n work per
We first present an an oracle for undirected regular graphs that uses O
1−λ
query. This is sublinear for small numbers of queries on graphs with good expansion, but is
far from polylog work per query.
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▶ Theorem 3.1. Given neighbor probe access to an undirected d-regular graph G
on n vertices with λ(G) ≤ λ, there is a memoryless local access oracle which uses
√ 1
O( n 1−λ
polylog(nL)) time and working space per query, where L is the maximum query
time.
We first give a procedure for sampling walks conditioned on their start or endpoint.
▶ Lemma 3.2. Given a section of random tape Rs and neighbor probe access to an
undirected d-regular graph G on n vertices, there are subroutines rand_path(G, v, l) and
rand_rev_path(G, v, l) that run in time O(l log n), and return a uniformly random walk
of length l starting and ending at v respectively.
Proof. For rand_path(G, v, l), let v1 = v and for l iterations let vi+1 =
neighbor(G, v, U[d] ), where we use the segment of tape Rs to generate the random bits.
Then return (v1 , . . . , vl ). Correctness is direct from the definition of a random walk. For
rand_rev_path(G, v, l), let (v1 , . . . , vl ) ← rand_path(G, v, l) be a random walk of length
l from v, and return (vl , vl−1 , . . . , v1 ). The runtime of this procedure is direct.
To see that rand_rev_path samples from the correct distribution, note that as G is
undirected and regular, the probability of taking any fixed walk v = v1 , v2 , . . . , vl is equal
when taking the walk in either direction.
◀
We can then prove the theorem.
Proof of Theorem 3.1. Recall that we are given probe access to G, a random tape R, and
a maximum query time L. Let c > 0 be an arbitrary constant, where we achieve n−c
approximation. WLOG assume we assign each time t′ a disjoint set of random bits Rt′ . Let
1
k = O( 1−λ
c log(nL)) be the smallest integer such that λ(Gk ) ≤ 1/n3+c L.
Now suppose we are given a query at time t:
1. If t mod 2k = 0, use Rt to generate a uniformly random vertex v ∈ V and return v.
2. Otherwise, let t− and t+ be the bracketing multiples of 2k. Use Case (1) to determine
the positions of the walk at these times, which we denote vt− and vt+ . Furthermore, use
the random bits of Rt− for the following procedure: Let SL , SR be empty sets of walks of
length k from vt− and vt+ respectively. Let COL be the event a path from SL and SR
share an endpoint.
a. Let SL ← SL ∪ rand_path(G, vt− , k).
b. Let SR ← SR ∪ rand_rev_path(G, vt+ , k).
c. If COL, go to Phase II.
√
d. After O( n log(nL)) iterations, declare fail (or return an arbitrary path), and otherwise
repeat.
In Phase II we have paths pl , pr sharing an endpoint. If there are multiple colliding paths,
choose the first to occur. Let the determined path from [t− , t+ ] be pl pr and return vt ,
the element of this path corresponding to time t.
From our description of the algorithm we have that, fixing the contents of the random tape
R, the returned vertex is deterministic and so consistent between independent copies, and
moreover the position of the walk at multiples of 2k and the colliding walks are consistent
between different queried times.
L
To show the distribution of generated walks (over R) is 1/nc close to UG
in ℓ1 distance,
we show that A determining the position of the walk at every time in {1, . . . , L} produces a
walk with the desired properties. Without loss of generality let A determine the positions
at multiples of 2k first, sequentially from time 2k. For a single such position at time t, the
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position determined by A is uniform over [n]. Let W be the random walk matrix of G.
We have from our choice of k that ∥W k − J∥2 ≤ 1/n3+c L, and so the distribution of the
position at time l + 2k of a random walk conditioned on the position vl at time l satisfies
∥Wv2k
− U[n] ∥1 ≤ 1/n2+c L, so the distribution of As answer over R is 1/n2+c L close in ℓ1
l ,·
distance by Proposition 2.6. Determining all multiples of 2k in this way thus results in a set
of determined positions that are 1/n2+c close to uniform.
Now fix the positions determined by A at time l and l+2k and consider DC (G, vl , vl+2k , 2k),
the uniform distribution over random walks of length 2k that start at vl and end at vl+2k .
We have that the distribution of the midpoint of these walks Pk (DC (G, vl , vl+2k , 2k)) satisfies
∥Pk (DC (G, vl , vl+2k , 2k))−U[n] ∥1 ≤ 1/n1+c L by essentially the prior argument. Furthermore,
A determines the position vl+k as the first collision between distributions that are 1/n3+c L
close to uniform in ℓ1 distance, so the distribution of positions returned by the oracle is
1/2n1+c L close to the true distribution. Determining all midpoints Tm in this way thus
L
). Finally, A exactly samples from the
results in a distribution 1/n1+c close to PTm (UG
uniform distribution on walks from vl to vl+k and vl+k to vl+2k , since the returned paths
were sampled via unconstrained random walks, so A loses nothing in ℓ1 distance determining
the remaining positions and are done.
◀

4

Random Regular Graphs

Next, we study the question of implementing access to random regular degree graphs, which
have the property that for all d ≥ 3, the probability a random d-regular graph is an expander
tends to 1. This implies that Theorem 3.1 composed with the set of random regular graphs
e √n) per query. In fact, this is nearly the best possible runtime, as we
achieves runtime O(
prove no local access oracle (i.e. one that is allowed to remember previous answers) given
√
probe access to random regular graphs making o( n/ log(n)) probes per query achieves
achieves subconstant error on adaptive query sequences. Furthermore, no local access oracle
making o(n1/4 ) probes per query achieves subconstant error on non-adaptive (in fact fixed in
advance) query sequences.
▶ Definition 4.1. Let G(n, d) be the uniform distribution over d-regular graphs on n vertices.
For d odd, we implicitly restrict to even n when taking limits.
For a set of edges S = {(v1 , w1 ), . . . , (vk , wk )}, let G(n, d) ∩ S be the uniform distribution
over d-regular graphs on n vertices containing all edges in S. Note that for certain S (for
instance, any containing a self-loop), this set is empty.
For the remainder of the section we treat d as a constant while n trends to infinity, so O
notation sometimes hides factors dependent on d. Furthermore we assume d ≥ 3, since the
other two cases are degenerate. We now state informal versions of the main results. First,
we note that composing the oracle of Theorem 3.1 with the set of random regular graphs
produces an algorithm with vanishing error.
▶ Corollary 4.2. Given neighbor probe access to a d-regular graph, there exists an oracle
√
A with time per query O( n polylog(nL)), such that over a 1 − on (1) fraction of graphs
G ← G(n, d) then A is a memoryless local access oracle for G.
e √n) lower bound against local access algorithms.
Next, a nearly matching Ω(
▶ Theorem 4.3 (Informal Statement of Theorem 4.16). There is a constant n0 and an
(adaptively chosen) query sequence Q such that any local access oracle A given neighbor
√
√
probe access to random d-regular graphs for n ≥ n0 with L = O( n) makes Ω( n/ log(n))
graph probes per time query of Q in expectation.
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Finally, an Ω(n1/4 ) for a query sequence fixed in advance.
▶ Theorem 4.4 (Informal Statement of Theorem 4.20). There is a constant n0 and a fixed
query sequence Q such that any local access oracle oracle A given neighbor probe access to
√
random d-regular graphs for n ≥ n0 with L = O( n) makes Ω(n1/4 ) graph probes per time
query of Q in expectation.
It is impossible to prove lower bounds for all subfamilies in G(n, d) (in fact we give very
fast local access algorithms for some later), but any possible algorithm being Ω(1) from
uniform on at least 99% of random regular graphs effectively rules out a unified approach.
e √n) upper bound using the algorithm from Section 3. To do
We begin by proving the O(
so, we recall the famous result that almost all random regular graphs are good expanders.
▶ Lemma 4.5 ([8]). For all d ≥ 3, Pr(λ(G(n, d)) ≤ .95) = 1 − on (1).
Proof of Corollary 4.2. We compose the algorithm of Theorem 3.1 with G ← G(n, d), where
we promise to A that λ ≤ .95. In the case of poorly expanding graphs this will result in
walks that are arbitrarily far from truly random (or the algorithm declaring fail an arbitrarily
high fraction of the time), but the runtime per query will still be as claimed. Then for G
such that λ(G) ≤ .95 we have that A is an memoryless local access oracle given neighbor
access to G, and this occurs with probability 1 − on (1) by Lemma 4.5 so we are done. ◀

4.1

Structure of Random Regular Graphs

To prove the lower bounds, we first give three structural results which establish any algorithm
√
must succeed even when the first Ω( n) graph probes define disjoint forests, and give tests
for closeness of walks to the uniform distribution supported on only a few queries.
Our first goal is to show no algorithm making neighbor probes to G ← G(n, d) can
efficiently find cycles. This is essential, as the entire lower bound rests on the probes made
by the algorithm defining a tree with Ω(1) probability. To do so, we first show conditioning
on a small number of edges (e.g. those already known by the algorithm) does not increase
the conditional probabilities of non-revealed edges by more than a constant factor.
▶ Lemma 4.6. For all d ∈ N there is a constant cd depending only on d such that for an
√
arbitrary set of edges S with |S| ≤ n and v, w ∈ V arbitrary vertices where (v, w) ∈
/ S, we
have PrG←G(n,d)∩S [(v, w) ∈ G] ≤ cd /n.
We defer the proof to Appendix A. We use the configuration model of Bollobas [5] and a
strengthening to handle degree sequences with small amounts of variation by [17].
Furthermore, probe access to G(n, d) is equivalent to successively generating edges
uniformly at random over the set of regular graphs satisfying the existing constraint - in
effect, we can only determine edges when required, and this is the perspective we will use for
the proof.
▶ Lemma 4.7. Let A be an algorithm having made k arbitrary neighbor probes to G(n, d)
and let the returned edges be E. Then the conditional distribution over graphs given the probe
responses is uniform over G(n, d) ∩ E.
Proof. Let v1 , . . . , vk be the origin vertices of the neighbor probes, r1 , . . . , rk the probe
indices and w1 , . . . , wk the returned vertices. Fixing the set {ri1 , . . . , ril } of (WLOG distinct)
probes from v1 , for any H ∈ G(n, d) ∩ E we have
Pr[∀j neighbor(H, v, rij ) = wij ] =

l
Y

1
d
−
i
i=1
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and for H ∈
/ G(n, d) ∩ E the equivalent probability is zero. Then considering all distinct
origin vertices, we obtain that the probability of the given probe responses is equal for any
element of G(n, d) ∩ E.
◀
√
Given these lemmas, we can now show the first Ω( n) probes made by any local access
oracle will fail to find cycles or merge forests with constant probability.
▶ Lemma 4.8. Let A be an algorithm, where at each step A makes a neighbor probe to
G(n, d) or marks any vertex. Each vertex touched by a probe is marked. Then there is
√
a constant kd depending only on d such that for any A with at most n/kd steps, with
probability at least .995,
the neighbor probes will define a forest,
no neighbor probe will ever merge two marked trees.
Proof. Let V<i be the set of vertices that are marked after probe i − 1, and E<i the known
edges. Let vi be the vertex queried at probe i and ri the edge index (WLOG assume A makes
√
neighbor queries at every timestep). We have |V<i | ≤ 2|E<i | ≤ 2i. Define kd = 20 cd
√
where cd is as in Lemma 4.6 and let q = n/kd . We obtain
Pr(fail) ≤
≤

q
X
i=1
q
X

Pr
G(n,d)∩E<i

|V<i |

i=1

cd
n

(neighbor(vi , ri ) ∈ V<i )

(Lemma 4.7)
(Lemma 4.6)

2cd q(q + 1)
n
2
≤ 1/200.

=

√
▶
Corollary
4.9. For
any
ℓ
≤
n/ log(n),
PrG←G(n,d) Prσ←U ℓ (σ defines a tree) ≥ 1 − O(1/ log2 (n)).

◀
we

have

that

G

√
Proof. This directly follows from setting q = n/ log(n) in the above proof, as a random
walk is simply a sequence where at each step we probe neighbor(v, U[d] ) at the current
head.
◀
√
We now show random walks of length n/ log(n) over random regular graphs exhibit a
distinguishing feature that can be checked on small segments. Intuitively, with high probability
there will be no segment of length r = Ω(log(n)) where the simple path over the edges
traversed in the walk between the endpoints of the segment is shorter than r/8. Since the
edges traversed by the walk will define a tree with high probability, an unusually short
induced simple path implies the biased random walk corresponding to the tree metric in that
segment is much shorter than its expectation, which is vanishingly unlikely. To show this, we
formally define the path length of the induced simple path.
▶ Definition 4.10. For a partially determined vertex sequence s = (s1 , . . . , sℓ ) ∈ ([n], ∗)ℓ , let
path length PL(s) be the distance between s1 and sℓ in the induced (undirected, unweighted)
graph G′ = ([n], E ′ ), where (u, v) ∈ E ′ if and only if there exists i such that si = u, si+1 = v.
We obtain that an unusually short simple path is vanishingly unlikely in any segment of
a random walk.
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√
▶ Lemma 4.11. Let σ ∈ [n]ℓ be a walk of length ℓ ≤ n/ log(n). Let F (σ) be the event any
segment s = (σi , . . . , σj ) of length |s| ≥ 40 log(n) has PL(s) < |s|/8. Then
Pr

Pr [F (σ)] = on (1).

ℓ
G←G(n,d) σ←UG

Proof. Let Ψ(σ) be the event σ defines a tree. Then PrG←G(n,d) Prσ←U ℓ (Ψ(σ)) ≥ 1 −
G
O(1/ log2 (n)) by Corollary 4.9.
We now fix G and sequentially generate a random walk σ. For each vertex in the random
walk, there is some edge that was the first traversed by σ (where we pick some edge for the
first vertex arbitrarily). For each step of σ, at the current vertex v, label this first traversed
edge a − edge and all others + edges. Then in a random walk in any d-regular graph the
probability of step i being a + step is exactly (d − 1)/d and these events are independent
for all i. Furthermore, for all σ that define a tree the + and − labels exactly correspond
to the distance metric on the tree induced by the random walk, with − corresponding to
backtracking towards the initial vertex.
Now let s be any segment of length at least 40 log(n). Let F (s) be the event F (σ) holds
in this segment. Let h(s) be the sum over + and − steps in s. Then by the definition of
simple path and the correspondence between step labels and the tree metric:
{h(s) ≥ s/2} ∩ Ψ(σ) =⇒ F (s).
But then we can apply a basic Chernoff bound4 to obtain Pr[h(s) < (1 − δ)µ] ≤ exp(−δ 2 µ/2).
Choosing δ = 1/2 and using that µ = E[h(s)] ≥ s/3 we obtain Pr[h(s) < s/8] ≤
exp(−(s/3)/8) ≤ n−1.2 . Then taking a union bound over the at most ℓ2 such segments:
X
Pr(F (σ)) ≤ Pr(Ψ(σ)) +
Pr({h(s) < s/8})
s⊆σ:|s|≥40 log(n)

≤ O(1/ log (n)) + ℓ2 · n−1.2
2

= on (1).

4.2

◀

Proof of Adaptive Lower Bound

We are now prepared to prove the lower bound. For the remainder of the section let A be a
local access oracle with neighbor probe access to G(n, d).
We give a sequence of at most c log(n) time queries. By Lemma 4.8, any algorithm that
√
makes fewer than n/kd c log(n) probes per query sees non-merging trees with probability
.995 for the duration of the query sequence. Given this occurs, we force the algorithm to
return a walk segment that appears with probability o(1) over the true distribution of random
walks on G.
We now begin to work with fixed instantiations of A. We use the perspective of A
successively determining the graph by making new neighbor probes.
▶ Definition 4.12. For a fixed instantiation of A on G(n, d), let T (Q) = (VQ , S) be the
transcript of the history of A after a sequence of queries Q. VQ holds the vertices returned
at the times in Q, and S holds the set of edges revealed by neighbor probes. Note the
distribution over possible graphs at this time is G(n, d) ∩ S.

4

Let X1 , . . . , Xn be independent random variables taking values in {0, 1}. Let X =
µ = E[X]. Then for any δ ∈ [0, 1], Pr[X ≤ (1 − δ)µ] ≤ exp(−δ 2 µ/2).

Pn
i=1

Xi and
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An adaptive query sequence is simply a function f : T (Q) → N, where the next query is a (in
our case deterministic) function of the existing transcript. A non-adaptive query sequence is
a function g : VQ → N, where the next query can only depend on the vertices returned by A
(the non-adaptive sequence used in our lower bound does not even depend on this), but not
on the internal state of the algorithm.
▶ Notation 4.13.
Given a queried time t, denote by vt ∈ VQ the vertex returned by A for this time.
Given a transcript T (Q) = (VQ , S), for vertices v, w ∈ V , let d(v, w) be the length of
the simple path between the vertices v, w in the graph induced by the edges in S, where
d(v, w) = ∞ if no path exists. Denote the simple path itself (if one exists) as SP(v, w).
In the case where probes define non-merging trees, for all v, w ∈ V once d(v, w) < ∞ it
is fixed for the duration of the query sequence, and there are never multiple simple paths
between vertices. This is a central component of the proof, as it implies A cannot “extend”
paths without guessing.
We first give a family of distinguishing functions that we will use to lower bound ℓ1
distance, and show that truly random walks satisfy them with vanishing probability. The
function FG checks two conditions - if the “walk” traversed edges that do not actually exist,
and if the path length of a sufficiently large segment of the walk is too short.
▶ Definition 4.14. For an arbitrary graph G = (V, E) let FG : {V, ∗}e → {0, 1} be defined as
(
∃i st. wi ̸= ∗, wi+1 ̸= ∗ and (wi , wi+1 ) ∈
/E
OR
FG (w0 , . . . , we ) = I
∃i < j − 40 log(n) st. PL(wi , . . . , wj ) < (j − i)/8.
Furthermore PL is nonincreasing (and thus F is nondecreasing) with respect to revealing new
vertices.
Interestingly, the only reason we require knowing G to define FG is to rule out edges that
are not actually in the graph.
√
ℓ
) = on (1) as a simple
▶ Remark 4.15. For ℓ ≤ n/ log(n) we have EG←G(n,d) FG (UG
consequence of Lemma 4.11. Furthermore, as FG is nondecreasing with regard to additional queries, for any set of timesteps W ⊆ [ℓ] and associated projection PW we obtain
ℓ
EG←G(n,d) FG (PW (UG
)) = on (1)
For our first lower bound, as we chose the next query time based on the transcript of A
after the previous query, we obtain that, for all local access oracles, there exists a sequence
of bad queries. Note that every memoryless local access oracle must succeed asymptotically
almost surely even on such adaptive sequences.
▶ Theorem 4.16. There exist constants qd , n0 depending only on d, a family of distinguishing
functions {FG : G ∈ G(n, d)}, and an (adaptively determined) query sequence Q of at most
O(log(n)) queries such that any local access oracle A, given neighbor probe access to G(n, d)
√
that makes fewer than n/qd log(n) probes per query satisfies for all n ≥ n0 :
EG←G(n,d) |FG (PQ (UG )) − FG (DG,A,Q )| ≥ .99
where DG,A,Q is the distribution of A’s responses given probe access to G over sequence Q.
Proof. Let qd = kd · 1000 where kd is from Lemma 4.8. Our procedure generates a sequence
√
of at most 1000 log(n) queries, so by assumption A makes at most n/kd probes. Thus by
the lemma there is n1 such that for n > n1 with probability .995 the algorithm never finds
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cycles or merges trees. Note that we treat returned vertices as marked. Denote this event by
Ξ, and for the remainder of the proof we assume it holds (and otherwise we can terminate
the sequence).
√
Our first query is at time e = n/ log(n) (and there is an implicit query at time 0). We
claim either d(v0 , ve ) = ∞ or d(v0 , ve ) < e/20. Otherwise we would have
√
∞ > d(v0 , ve ) ≥ e/20 = n/20 log(n),
√
so the algorithm made at least n/20 log(n) probes at the first query, violating our assumption
on probe complexity.
If d(v0 , ve ) < e/20, we apply Lemma 4.18. Thus we can extend the query sequence
Q ← (Q, Q′ ) by at most 321 log(n) queries such that any returned transcript T (Q) either
satisfies FG (VQ ) = 1 for all G (in which case we are done) or contains vt , vt′ ∈ VQ such that
d(vt , vt′ ) > |t′ − t|.
Now we have vt , vt′ ∈ VQ such that d(vt , vt′ ) > |t′ − t|, so we apply Lemma 4.17. Thus
we can extend the query sequence Q ← (Q, Q′ ) by at most log(n) queries such that any
returned transcript T (Q) contains vt , vt+1 ∈ VQ such that d(vt , vt+1 ) > 1. Then let S be the
√
edges in the transcript at the termination of the query sequence. We have |S| ≤ n and so
by Lemma 4.6, and the definition of FG ,
Pr
G←G(n,d)∩S

[FG (VQ ) = 1] ≥

Pr
G←G(n,d)∩S

[(vt , vt+1 ) ∈
/ G] = 1 − on (1).

Then taking n2 such that this term is at least .999, for n > max(n1 , n2 ) we obtain
EG←G(n,d) FG (DG,A,Q ) ≥ .994. Then by Remark 4.15 there exists n3 such that for any
projection PQ , for all n > n3
ℓ
ℓ
EG←G(n,d) FG (PQ (UG
)) ≤ EG←G(n,d) FG (UG
) < .004,

and by taking n0 = max(n1 , n2 , n3 ) the result follows.

◀

To complete the proof, we must give short query sequences that when Ξ holds drive
almost all distinguishing functions to 1. We first show an algorithm that does not know of a
short enough path between returned vertices can be forced to return consecutive vertices in
the walk that it does not know a connecting edge between.
▶ Lemma 4.17 (No Viable Path Known). Assuming Ξ holds, given a transcript T (Q) suppose
there are prior queries vx , vy ∈ VQ such that d(vx , vy ) > |y − x|. Then there exists an adaptive
extension of the sequence Q′ ← (Q, q) of at most log(n) queries such that for any returned
transcript T (Q′ ) there are vt , vt+1 ∈ VQ′ such that d(vt , vt+1 ) > 1.
Proof. We show this by binary searching on the “gap”. WLOG assume x < y. At each step:
1. Query at time m = ⌊(x + y)/2⌋.
2. We have d(vx , vm ) + d(vm , vy ) ≥ d(vx , vy ) so by non-negativity either d(vx , vm ) > m − x
or d(vm , vy ) > y − m.
3. If the first holds, let y ← m and recurse. Otherwise let x ← m and recurse.
√
Since y − x < n at the start of the recursion after log(n) queries we drive |x − y| to 1, and
so obtain vt , vt+1 ∈ VQ such that d(vt , vt+1 ) > 1 as desired.
◀
We next show algorithms cannot “fake” the existence of longer paths. The key idea is that
modifying SP(v0 , ve ) (or finding a second simple path) after returning ve is impossible when
the algorithm fails to find cycles. We force A to return vertices that either trigger Lemma 4.17
or feature excessive backtracking, which drives the distinguishing function to 1.
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▶ Lemma 4.18 (Known Path Too Short). Assuming Ξ holds, given a transcript T (Q) with
ve ∈ VQ suppose d(v0 , ve ) < e/20. Then there exists an adaptive extension of the sequence
Q′ ← (Q, q) of at most 321 log(n) queries such that any returned transcript T (Q′ ) either
contains vt , vt′ ∈ VQ′ where d(vt , vt′ ) > |t − t′ | or satisfies FG (VQ′ ) = 1 for all G.
Proof. For the remainder of the analysis we implicitly assume that for all queries t, t′ ,
d(vt , vt′ ) ≤ |t − t′ | since otherwise the transcript satisfies the first condition and we are done.
We give a recursive construction of q that “pushes down” the short path. Let x ← 0, y ← e.
At each step we maintain the invariants that d(vx , vy ) < (y − x)/10 + 20 log(n) + 2 and
320 log(n) ≤ y − x, which are initially satisfied by the lemma statement.
1. Query A at time m = ⌊(x + y)/2⌋.
2. Let rm = minv∈V {d(vm , v) : v ∈ SP(vx , vy )} be the length of the simple path from vm to
the simple path from vx to vy .
3. If rm ≥ 20 log(n), we apply Lemma 4.19 with (x, y, m) which uses at most 3 log(n)
additional queries and achieves the condition.
4. If rm < 20 log(n), we can bound the path length from some endpoint to vm . Either
d(vx , vm ) ≤ d(vx , vy )/2 + rm or d(vm , vy ) ≤ d(vx , vy )/2 + rm . In the first case,
d(vx , vm ) ≤ d(vx , vy )/2 + rm
< ((y − x)/10 + 20 log(n) + 2)/2 + 20 log(n)
≤ (m − x)/10 + 20 log(n) + 2
so letting y ← m the requirements of the recursion are satisfied. In the other case we set
x ← m and achieve the same.
5. Then if y − x < 320 log(n), we have d(vx , vy ) < (y − x)/20 + 20 log(n) + 2 < (y − x)/8.
In this case, we query A at times {x + 1, x + 2, . . . , y − 2, y − 1}. Then any set of vertices
{vx , . . . , vy } ⊂ VQ′ where d(vt , vt+1 ) ≤ 1 for all t lies entirely inside S, and thus must
contain SP(vx , . . . , vy ). Therefore we have a walk segment of length at least 40 log(n)
where PL(vx , . . . , vy ) = d(vx , vy ) < (y − x)/8 and thus FG (VQ′ ) = 1 for all G by the
definition of FG as desired.
Then the total number of queries is bounded above by (1 + 320) log(n) by inspection and
Lemma 4.19, so we conclude.
◀
▶ Lemma 4.19. Assuming Ξ holds, given a transcript T (Q) suppose there are vx , vm , vy ∈ VQ
where minv∈V {d(vm , v) : v ∈ SP(vx , vy )} ≥ 20 log(n). Then there exists an adaptive extension
of the sequence Q′ ← (Q, q) of at most 2 log(n) queries such that any returned transcript
T (Q′ ) either contains vt , vt′ ∈ VQ′ where d(vt , vt′ ) > |t − t′ | or satisfies FG (VQ′ ) = 1 for all
G.
Proof. As before, we assume that for all queries t, t′ , the returned vertices vt , vt′ satisfy
d(vt , vt′ ) ≤ |t − t′ | since otherwise the transcript satisfies the first condition and we are done.
We have x, m, y with a tree structure where the distance from vm to the simple path from
vx to vy is at least rt ≥ 20 log(n). Let
w = arg min{d(vm , v) : v ∈ SP(vx , vy )}
v∈V

be the vertex (which has not necessarily been returned) at the point where the simple path
to vm branches from SP(vx , vy ). With at most log(n) queries, we force A to output that the
random walk visits w at times t1 ≤ m − 20 log(n) and t2 ≥ m + 20 log(n).
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To do so, we apply the following recursion. Let a ≤ b be times and u a vertex where
u ∈ SP(va , vb ).
Query A at time t = ⌊(a + b)/2⌋. If vt = u, halt.
We have d(va , vt ) ≤ t − a and d(vt , vb ) ≤ b − t by assumption.
Either u ∈ SP(va , vt ) or u ∈ SP(vt , vb ). If the first let b ← t and otherwise a ← t.
After log(n) queries we drive b−a to 1. By assumption d(va , vb ) ≤ b−a = 1 and u ∈ SP(va , vb ),
so A must have returned u at some timestep.
We use this subrecursion twice, with (a, b, u) = (x, m, w) for the first call and (a, b, u) =
(m, y, w) for the second. Let t1 , t2 be the times obtained from these applications where
vt1 = vt2 = w. We claim t1 ≤ m − 20 log(n) and t2 ≥ m + 20 log(n). If t1 < m − 20 log(n),
we have d(vt1 , vm ) = d(w, vm ) ≥ 20 log(n) and thus |t1 − m| < d(vt1 , vm ), violating our
first assumption (and the other case is identical). But then if this does not occur, we
have a segment {vt1 , . . . , vt2 } ⊂ VQ′ of length at least 40 log(n) where vt1 = vt2 = w, so
PL(vt1 , . . . , vt2 ) = 0 < 40 log(n)/8 which implies FG (VQ′ ) = 1 for all G as desired.
◀
This concludes the proof of our adaptive lower bound.

4.3

Proof of Non-Adaptive Lower Bound

The proof of Theorem 4.16 relies on looking at the edges known to A to choose the next
query to the oracle. While any local access oracle is required to succeed for every query
sequence, so this construction is still valid, we furthermore wish to rule out oracles that
succeed only non-adaptive sequences. We give a weaker Ω(n1/4 ) lower bound that uses a
global query sequence (not even depending on the returned vertices) that still suffices to rule
out fast local access by an exponential margin.
▶ Theorem 4.20. There exist constants kd , n0 depending only on d, a family of distinguishing
functions {FG : G ∈ G(n, d)}, and a fixed query sequence Q of n1/4 queries such that any
local access oracle A given neighbor probe access that makes fewer than n1/4 /kd probes per
query satisfies for all n ≥ n0 :
EG←G(n,d) |FG (PQ (UG )) − FG (DG,A,Q )| ≥ .99
where DG,A,Q is the distribution of A’s responses given probe access to G over sequence Q.
Proof. Take kd as in Lemma 4.8, and define the query sequence as Q = (n1/4 , 2, 3, . . . , n1/4 −
1). For convenience, define e = n1/4 . The distinguishing function is identical to before, so by
Remark 4.15 there is n1 such that for n ≥ n1 we have EG←G(n,d) FG (PQ (UG )) < .004.
√
As |Q| = n1/4 , the number of probes made by A is bounded by n/kd , and so by
Lemma 4.8 there is n2 such that for all n > n2 , with probability .995 the algorithm never
finds cycles or merges trees. Note that we treat returned vertices as marked. Denote this
event by Ξ.
Given Ξ holds, we claim that at the completion of the query sequence either d(v0 , ve ) = ∞
or d(v0 , ve ) < n1/4 /2. If this was not the case, since A cannot alter d(v0 , ve ) after the first
query without finding cycles, A made at least n1/4 /2 > n1/4 /kd probes after the first query
which violates our assumption on probe complexity.
Then let the transcript at the end of the sequence be T (Q) = (VQ , S), recalling S is the
edges revealed via probes.
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1. If there exist vt , vt+1 ∈ VQ such that d(vt , vt+1 ) > 1, we have |S| ≤
Lemma 4.6 and the definition of FG ,
Pr
G←G(n,d)∩S

(FG (VQ ) = 1) ≥

Pr
G←G(n,d)∩S

√

n and so by

[(vt , vt+1 ) ∈
/ G] = 1 − on (1).

2. If this never occurred, the segment {v0 , . . . , ve } ⊆ VQ traverses only edges in S, so it
must contain all edges in SP(v0 , ve ). Therefore PL(v0 , . . . , ve ) = d(v0 , ve ) < n1/4 /8 and
FG (VQ ) = 1 for all G.
Then taking n0 = max(n1 , n2 , n3 ) where n3 is chosen such that the 1 − on (1) term is above
.999, the result follows.
◀

5

Efficient Local Access for Abelian Cayley Graphs

We now turn to classes of graphs with algebraic structure. We achieve fast (i.e. runtime
polylogarithmic in n) memoryless local access oracles for random walks on the hypercube,
n-cycle, and classes of spectral expanders. In Appendix B, we achieve fast memoryless
local access oracles for arbitrarily dense graphs via the tensor product. In both cases, we
assume a priori knowledge of the structure of the graph, rather than accessing it through a
neighborhood oracle. This is comparable to the work of [4, 12], which (among many other
results) give local access oracles (with persistent storage) for random walks with fixed start
and end vertices on the line segment graph.
▶ Definition 5.1. For a group Γ of order n and S ⊆ Γ, the (directed) Cayley graph
G = Cay(Γ, S) is the degree |S| graph on n vertices where for all g ∈ Γ, e ∈ S we add the edge
(g, ge) with label e. We call S the generators of G. We say the Cayley graph is abelian if
the subgroup generated by S is.
More concretely, a Cayley graph is abelian if for all ei , ej ∈ S we have ei ej = ej ei . We do
not require S to be closed under inverses, and so must handle directed graphs.
▶ Theorem 5.2. Let G = Cay(Γ, S) be an abelian Cayley graph on n elements with d = |S|,
where for all g ∈ G, g 2 is computable in polylog(n) time. There is a memoryless local access
oracle for random walks on G which uses O(d · polylog(nL)) time and working space per
query, where L is the maximum query time.
We defer the proof to Appendix B. In the parallel model, [23] gives an algorithm for
efficient generation of random walks on all Cayley graphs. For a walk of length t, they sample
Qi
σ ∈ S t and compute the t prefixes {si }i∈[t] = { j=1 σj }i∈[t] in parallel. Unfortunately,
even computing a single prefix of a product of generators in sequential sublinear time is not
obviously possible without further restrictions.
Although abelianness represents a strong algebraic assumption, Theorem 5.2 immediately
provides memoryless local access oracles for several graph families of interest in computer
science.
▶ Corollary 5.3. There is a memoryless local access oracle with per query runtime
O(polylog(nL)) for random walks on the following classes of graphs:
1. By considering Γ = (Z/2Z)d and taking S = (e1 , . . . , ed ) as the generating set, there is a
memoryless local access oracle for random walks on the dimension d hypercube for all d.
2. By considering Γ = Z/nZ and taking S = (1, −1) as the generating set, there is a
memoryless local access oracle for random walks on the n-cycle for all n.
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3. By Proposition 5 of [1], for all m ∈ N there is an explicitly constructible set Sm where
|Sm | = O(m) such that Cay(Zm
2 , Sm ) has spectral gap 1/3. Thus there is a memoryless
local access oracle for random walks on a class of polylog degree expanders of size 2m for
all m.
We remark that despite all constant-degree abelian Cayley graphs being poor expanders,
efficient local access is easy to provide, while for well-expanding random-regular graphs we
obtain a polynomial lower bound. This indicates fast mixing time is not a determinative
property for efficient local access.
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Proof of Lemma 4.6

We apply the configuration model of [5], extended to sequences of degrees. In the configuration
model, given a degree sequence d = (di )i∈[n] , we place di half-edges at vertex i and connect
all half-edges with a random matching. In the case where di = d for all i, if the graph
induced by a random matching is simple, we produce a random draw from G(n, d). In our
case, we “remove” half edges that are already occupied by S, place a random matching on
the remaining half edges, and show that if the induced graph is simple and does not duplicate
edges in S, we obtain a random draw from G(n, d) ∩ S. We can use then use this sampling
procedure to analyze conditional edge probabilities.
We first recall a lower bound on the probability that such a random matching induces a
Pn
Pn
simple graph. For a degree sequence d, define D = D(d) = i=1 di , D2 = i=1 di (di − 1)
Pn
and D3 = i=1 di (di − 1)(di − 2). Let P (d) be the probability that a random matching on
d has no loops or multiple edges. The forthcoming lemma assumes maxi d3i = o(D) which
clearly holds in our application.
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▶ Lemma A.1 ([17] Lemma 5.1).


D2
D 2 D3
D2
P (d) ≥ exp −
− 22 − 2 4 .
2D 4D
2D
We can then apply this lemma to prove the main claim. We remark that the bound
√
|S| ≤ n be be improved to |S| = o(n), with cd depending on when |S|/n falls below some
constant threshold.
▶ Lemma 4.6. For all d ∈ N there is a constant cd depending only on d such that for an
√
arbitrary set of edges S with |S| ≤ n and v, w ∈ V arbitrary vertices where (v, w) ∈
/ S, we
have PrG←G(n,d)∩S [(v, w) ∈ G] ≤ cd /n.
Proof. Let d = (di )i∈[n] be the sequence where di is the remaining degree of vertex i given
S. We place a random matching on this degree sequence. Given such a matching M , we
contract it to a (multi) graph GM by treating each bucket as a single vertex.
▷ Claim A.2. Given a randomly drawn matching M where GM is simple and GM ∩ S = ∅,
GM ∪ S is a uniform draw from G(n, d) ∩ S.
Q
Proof. All possible simple graphs GM are induced by exactly i (di !) matchings, so the
conditional distribution over such graphs is uniform. Then multiplying by the indicator
variable I[GM ∩ S = ∅], which corresponds to there being no duplicated edges between GM
and S, produces the uniform distribution over the desired subset of graphs.
◁
We next show GM satisfies the conditions of Claim A.2 with probability depending only
on d. First, we show the matching is simple not considering the edges of S with constant
probability.
▷ Claim A.3. We have Pr(I[GM simple]) = P (d) ≥ exp(−d(d + 2)).
Proof. We use the (crude) bounds D ≥ dn/2, D2 ≤ d2 n and and D3 ≤ d3 n. Then applying
Lemma A.1,
P (d) ≥ exp(−d2 n/dn − d4 n2 /d2 n2 − d4 n2 d3 n/8d4 n4 ) = exp(−d(d + 1 + d2 /8n))
and choosing n ≥ d2 gives the claimed bound.

◁

We then show GM duplicates edges in S with vanishing probability, which suffices to
establish a constant lower bound on the probability of a “good” draw.
▷ Claim A.4. Pr({GM simple} ∩ {GM ∩ S = ∅}) = ρd > 0
Proof.
1. Taking n large enough Pr(GM simple) ≥ exp(−d(d + 2)) by the previous claim.
2. The probability of an edge between any two vertices in GM is at most 2d2 /dn by a union
√
bound. There are at most n pairs of vertices with edges in S, so by a further union
√
bound all such pairs are missing with probability at least 1 − 2d/ n.
Then taking n large enough that the second term is at least 1 − exp(−d(d + 2))/2, we have
Pr(I[GM simple] ∩ I[GM ∩ S = ∅]) ≥ exp(−d(d + 2)/2)/2 = ρd as desired.
◁
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Now we are almost done. We have Pr[(v, w) ∈ GM ] ≤ 2d/n and thus
Pr
G←G(n,d)∩S

[(v, w) ∈ G] = Pr[(v, w) ∈ GM |{GM simple} ∩ {GM ∩ S = ∅}]
≤ Pr[(v, w) ∈ GM ]/ Pr[{GM simple} ∩ {GM ∩ S = ∅}]
≤

2d/ρd
.
n

So taking cd = 2d/ρd (and increasing as needed to handle the small n cases by making the
bound greater than 1) we conclude.
◀

B

Local Access With Algebraic Structure

We now detail the approach for memoryless local access oracles for random walks on abelian
Cayley graphs and graph products. The methods we use are simple and similar to those
of [23], who construct algorithms for efficient parallel generation of random walks on a
variety of structured graphs. In each case, there is some element of algebraic structure that
enables sampling the relevant feature of a walk (its position at a new timestep) via sampling
lower-dimensional distributions.
We first recall the Multinomial (MNom) and Multivariate Hypergeometric (MHGeom)
distributions, which we can sample from efficiently.
▶ Proposition B.1 ([10],[4] Theorem 21). Given ϵ > 0, we can sample from the following
distributions within ϵ in ℓ1 distance:
1. given t ∈ N, (p1 , . . . , pd ) ∈ Qd , we can generate S ← MNom(t, (p1 , . . . , pd )) in time
O(d · polylog(t, 1/ϵ)),
2. given m ∈ N, (c1 , . . . , cd ) ∈ Nd , we can generate S ← MHGeom(m, (c1 , . . . , cd )) in time
P
O(d · polylog(m, i ci , 1/ϵ)).
Note that sample time is linear in the dimension of the distribution but (poly)logarithmic in
the number of elements.

B.1

Low-Degree Abelian Cayley Graphs

For all Cayley graphs, sampling a walk of length ℓ is equivalent to sampling a random product
of elements in S of length ℓ. But in the abelian case, the value of a random product (and
thus endpoint of a random walk) only depends on the counts of elements in the product.
Thus we can sample the distribution of edge labels, and thus endpoints, in time linear in d
but logarithmic in ℓ.
To do this, we first recall the distribution of edge labels in a random product.
▶ Proposition B.2. Let G = Cay(Γ, (e1 , . . . , ed )) be an abelian Cayley graph where |Γ| = n.
1. The counts of edge labels in a random walk of length ℓ from any vertex are distributed
MNom(ℓ, (1/d, . . . , 1/d)).
Pd
2. Let DC (c1 , . . . , cd ) be the set of random walks from any vertex of length ℓ = i=1 ci that
traverse ci edges with label i. Then the counts of edge labels along the first t ≤ ℓ steps of
walks in DC (c1 , . . . , cd ) are distributed MHGeom(t, (c1 , . . . , cd )).
We can then provide a memoryless local access oracle for abelian Cayley graphs. In
the random regular graph case, the difficulty came from sampling conditional “products”,
but here we take advantage of that fact that permuting the order of elements in a product
preserves endpoints in order to sample counts of edge labels unconditionally.
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▶ Theorem 5.2. Let G = Cay(Γ, S) be an abelian Cayley graph on n elements with d = |S|,
where for all g ∈ G, g 2 is computable in polylog(n) time. There is a memoryless local access
oracle for random walks on G which uses O(d · polylog(nL)) time and working space per
query, where L is the maximum query time.
Proof. Suppose we receive a query at time t. Note that in all cases when we sample from a
distribution to determine the labels starting at time t′ , we use the random bits Rt′ associated
with the time t′ . This guarantees consistently between independent instantiations of the
oracle sharing the same random tape.
We perform binary search on the distribution of edge label counts. We first sample
S = [s1 , . . . , sd ] ← MNom(L, (1/d, . . . , 1/d), 1/nc L), where si holds the number of steps
along edges with label i from time 0 to time L. We then maintain endpoints t− = 0, t+ = L
with the invariant that t− ≤ t ≤ t+ and the position of the walk at time t− has been
determined (which is initially satisfied by the start vertex).
At each step, suppose the midpoint m = (t+ + t− )/2 satisfies m ≤ t. Then let S ′ =
MHGeom(m, S, 1/nc L) be the counts of edge labels traversed in the interval (t− , m]. Since
the endpoint of a walk is a function purely of the counts of edge labels, given vt− and S ′
we can compute the position of the walk at time m, denoted vm , in time d polylog(nL).
Furthermore, let S ← S − S ′ be the counts of edge labels in the interval (m, t+ ]. We then
recurse on this interval with t− = m and t+ = t+ . A nearly identical procedure holds when
t < m. Then after log L levels we will have determined the position vt of the sampled walk
at time t, which we can return.
The runtime is immediate from Proposition B.1 and the assumption that group products
are computable in time polylog(n). Furthermore, the vertex reached by a random walk on
an abelian Cayley graph is a deterministic function of the counts of the preceding edge labels.
Therefore ensuring the counts in each new dictionary are sampled to within 1/nc L of the
true distribution is sufficient to establish the approximation by Proposition 2.6. Since in both
cases we approximate the true distribution to within 1/nc L in ℓ1 distance by Proposition B.2,
the result follows.
◀

B.2

Tensor Products

We can utilize the structure of common graph product operations to provide memoryless
local access oracles , given oracles for their components. To do so, we give arguably the
simplest possible memoryless local access oracle, one that is only efficient when the time
queries are far larger than the size of the graph, to use as the basis for product constructions.
▶ Lemma B.3. Given a graph G = (V, E) on n vertices, there is a memoryless local access
oracle with O(nω polylog(nL)) runtime and working space per query.
Proof. Suppose we receive a query at time t. We again perform binary search on which
times to determine. We first determine vL , then determine log L positions bracketing t. For
each position to be determined, let W be the transition matrix of G and suppose the closest
previously determined times are vt− and vt+ . Then for v ∈ V ,
X
l−m
l−m
Pr(Pm (DC (G, vt− , vt+ , l)) = v) = Wvmt ,v Wv,v
/
Wvmt ,u Wu,v
.
t+
t+
−

−

u∈V

We can then use log(L) repeated squares of the random walk matrix of the graph to
compute the PDF, and then sample to the desired accuracy. The runtime is direct from the
description.
◀
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e ω ),
To make this algorithm concrete, for a graph G on n vertices, we obtain a runtime of O(n
while we desire runtime polylogarithmic in n.
We recall the tensor product of graphs.
▶ Definition B.4. Given graphs G1 = (V1 , E1 ), G2 = (V2 , E2 ) the tensor product of G1
and G2 , denoted G1 × G2 , is the graph with vertex set V1 × V2 where (v1 , v2 ), (w1 , w2 ) are
adjacent if and only if (v1 , w1 ) ∈ E1 and (v2 , w2 ) ∈ E2 .
The projections of a random walk on the tensor product onto its component graphs induce
independent random walks over each graph. Then we can easily decompose sampling
conditional products to sampling on the components.
▶ Lemma B.5. Given memoryless local access oracles A1 , A2 for graphs G1 , G2 with runtime
T (A1 , c, L) and T (A2 , c, L), there is a memoryless local access oracle AT for G1 × G2 with
runtime T (AT ) = T (A1 , c, L) + T (A2 , c, L) + O(log(|G1 | · |G2 |)).
Proof. The algorithm initializes both sub-oracles A1 , A2 with maximum walk length L.
Suppose we receive a query at time t. Then AT itself queries A1 , A2 with time t, where AT
allocates disjoint sections of the random tape R1 , R2 to both. Let the obtained vertices be
v ′ , w′ respectively. Then A returns (v ′ , w′ ). Since the vertex in a walk on a tensor product is
a deterministic function of the two (independent) component distributions, by Proposition 2.6
we obtain a 2/nc approximation for any constant c. The runtime is composed of the required
calls to the sub-oracles, plus the time to write the inputs to each and output the returned
vertex.
◀
We then obtain efficient local access to walks on arbitrarily dense graphs.
▶ Corollary B.6. Let G be an arbitrary graph. For all k ≥ 1 there is a local access algorithm
for G×k with runtime O(k polylog(kL)), where we hide factors polynomial in |G|.
For G a regular graph with degree d, since |G×k | = |G|k and deg(G×k ) = dk , we obtain
fast memoryless local access oracles for walks on infinite families of degree (|G|k )δ graphs
for any δ = log|G| (d) ∈ (0, 1]. This indicates that high degree does not prevent constructing
efficient memoryless local access oracles. We remark that a similar approach gives fast
memoryless local access oracles for the Cartesian product.
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1

Introduction

Two well-studied objects in graph sparsification are spanners and emulators. Given a weighted
input graph G = (V, E, w), a t-spanner of G is a subgraph H of G in which
distG (u, v) ≤ distH (u, v) ≤ t · distH (u, v)

(1)

for all u, v ∈ V . Note that the first inequality, that distG (u, v) ≤ distH (u, v), is implied
automatically by the fact that H is a subgraph of G. The value t is called the the stretch of
the spanner.
A t-emulator [19] is defined in the same way, except that H is not required to be a
subgraph of G. For emulators, the first inequality is not automatic, and it implies that
any edge (u, v) in the emulator H but not in the input graph G must have weight at least
distG (u, v). In fact, it is easy to see that without loss of generality that we may assign it
weight exactly distG (u, v).
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1.1

Equivalence of Spanner/Emulator Tradeoffs

Both spanners and emulators have been studied extensively, and we have long had a complete
understanding of the tradeoffs between spanner/emulator size (number of edges) and stretch.
Specifically:
Althöfer et al. [3] proved that for every positive integer k, every weighted graph G =
(V, E, w) has a (2k − 1)-spanner with at most O(n1+1/k ) edges.
On the lower bounds side, one can quickly verify that any unweighted input graph
G of girth > 2k has no (2k − 1) spanner, except for G itself. Under the Erdős girth
conjecture [20], there are graphs of girth > 2k with Ω(n1+1/k ) edges. Thus, the upper
bound of Althöfer et al. cannot be improved at all on these graphs.
Althöfer et al. [3] and Thorup and Zwick [27] observed that essentially the same lower
bound applies for emulators. For any two subgraphs H1 , H2 of a graph of girth > 2k,
they disagree on some pairwise distance by more than ·(2k − 1). This implies that H1 , H2
1+1/k
)
need different representations as (2k − 1)-emulators. There are 2Ω(n
subgraphs of a
girth conjecture graph, and so by a pigeonhole argument, one of these subgraphs requires
e 1+1/k ) edges. (In fact, the same method gives a lower bound on the
an emulator on Ω(n
size of any data structure that approximately encodes graph distances, and hence this is
often called an incompressibility argument.)
Thus, even though emulators are substantially more general objects than spanners, they
do not enjoy a meaningfully better tradeoff between size and stretch.

1.2

Fault-Tolerant Spanners

Spanners are commonly applied as a primitive in distributed computing, in which network
nodes or edges are prone to sporadic failures. This has motivated significant interest in faulttolerant spanners. Intuitively, a vertex fault-tolerant spanner is a subgraph that remains a
spanner even after a small set of nodes fails in both the spanner and the original graph. More
formally, the following definition was given by Chechik, Langberg, Peleg, and Roditty [17].
▶ Definition 1 (VFT Spanner). Let G = (V, E, w) be a weighted graph. A subgraph H of G
is an f -vertex fault-tolerant (f -VFT) t-spanner of G if, for all F ⊆ V with |F | ≤ f , H \ F
is a t-spanner of G \ F .
After significant work following [17], we now completely understand the achievable bounds
on fault-tolerant spanners: Bodwin and Patel [14] proved that every graph has an f -VFT
(2k − 1) spanner with at most O f 1−1/k n1+1/k edges (and the same bounds were shown to
be achievable in polynomial time by [18, 11]), and Bodwin, Dinitz, Parter, and Williams [10]
gave examples (under the girth conjecture) of graphs on which this bound cannot be improved
in any range of parameters.1

1.3

Fault-Tolerant Emulators

In this paper we ask a natural question: what if we add a fault-tolerance requirement to
emulators? Are stronger bounds possible than the ones known for spanners? Making progress
on this requires answers to two related questions:

1

We note that there is a related definition of edge fault-tolerant spanners which has also been studied
extensively, and which admits different bounds [12]. But in this paper we focus on the vertex case and
do not study edge fault-tolerant emulators, leaving that as an interesting direction for future research.
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1. How should we even define a fault-tolerant emulator? As we discuss shortly, there are
two different definitions that both seem plausible at first glance.
2. The lower bound on VFT spanners of [10] can also be generalized into an incompressibility
argument, like the one by Thorup and Zwick [27]. Since an emulator is just a different
way of compressing distances, why wouldn’t this lower bound apply to fault-tolerant
emulators, ruling out hope for a better size/stretch tradeoff?
These questions turn out to have some surprising answers. We first argue that, of the
two a priori reasonable definitions of fault-tolerant emulators, only one of them is actually
sensible. We then show that this definition escapes the incompressibility lower bound, and
we design fault-tolerant emulators that are sparser than the known lower bounds for faulttolerant spanners by poly(f ) factors. We also discuss fault-tolerant emulators with additive
stretch, and show that these also enjoy substantial improvements in size/stretch tradeoff
over fault-tolerant additive spanners.

1.3.1

VFT Emulator Definition

Before we can even discuss bounds or constructions, we need to define fault-tolerant emulators.
Following Definition 1, we get the following definition:
▶ Definition 2 (VFT Emulator Template Definition). Let G = (V, E, w) be a weighted graph.
A graph H is an f -vertex fault-tolerant (f -VFT) t-emulator of G if, for all F ⊆ V with
|F | ≤ f , H \ F is a t-emulator of G \ F .
However, there are two reasonable definitions of (non-faulty) t-emulators that we could
plug into this template definition. These definitions are functionally equivalent in the nonfaulty setting, but they give rise to two importantly different definitions of VFT emulators.
1. One natural possibility is to define a weighted graph H to be a t-emulator of G if it
satisfies
distG (u, v) ≤ distH (u, v) ≤ t · distH (u, v)
for all nodes u, v. Plugging this into Definition 2, we get that a weighted graph H is an
f -VFT emulator of G if, for any fault set F ⊆ V, |F | ≤ f and vertices u, v ∈ V \ F , we
have
distG\F (u, v) ≤ distH\F (u, v) ≤ t · distG\F (u, v).
2. Recall that in the non-faulty setting, we always set the weight of an emulator edge {u, v}
to be exactly w(u, v) = distG (u, v): we need w(u, v) ≥ distG (u, v) in order to ensure
that distG (u, v) ≤ distH (u, v), and there is no benefit to setting w(u, v) > distG (u, v). In
other words, we can define an emulator H as an unweighted graph, where the weight
of each edge {u, v} simply becomes the corresponding distance distG (u, v) in the input
graph. We then say that H is a t-emulator if it satisfies the usual distance inequalities
distG (u, v) ≤ distH (u, v) ≤ t · distG (u, v)
after this reweighting. This is a subtle distinction, since there is no important difference
from the previous one in the non-faulty setting. But passed through Definition 2, it gives
an importantly different definition of VFT emulators:
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▶ Definition 3 (VFT Emulators). Let G = (V, E, w) be a weighted graph, and let H be an
unweighted graph on vertex set V . For every fault set F ⊆ V with |F | ≤ f , for every u, v ̸∈
F with (u, v) ∈ E(H), we define weight function wF where wF (u, v) = distG\F (u, v).
We then define distH\F (u, v) to be the u ⇝ v shortest path distance in H \ F under weight
function wF . We say that H is an f -VFT t-emulator if
distG\F (u, v) ≤ distH\F (u, v) ≤ t · distG\F (u, v)
for all u, v ∈ V and for all F ⊆ V with |F | ≤ f and u, v ̸∈ F .
In other words, for emulator edges in H, the edge weight in the post-fault graph H \ F
automatically updates to be equal to the shortest-path distance between the endpoints in
the remaining graph G \ F .
Our next task is to point out that the second definition is the natural one to study, both
mathematically and because it captures applications of fault-tolerant emulators in distributed
systems. Going forward, Definition 3 is the one we use.

1.3.2

Theoretical Motivation for the Second Definition

Although the first definition of VFT emulators may seem simpler, there is a pitfall when
one attempts any construction under this definition. Imagine that we add an edge (u, v)
to an emulator H, where (u, v) is not also an edge in G. Suppose we set its weight to
w(u, v) = distG (u, v). Then after any set of vertex faults that stretches distG (u, v) at all, the
u ⇝ v distance will be smaller in H than in G, violating the lower distance inequality! In
general, one would always have to set emulator edge weights to be at least the maximum
distance distG\F (u, v) over all possible vertex fault sets F . This is an unnatural constraint,
and it precludes most reasonable uses of emulator edges. For example, if G is a path with
three nodes u − x − v and we create an emulator edge (u, v), then if F = {x} we will have
distG\F (u, v) = ∞. Thus we are forced to set emulator edge weight w(u, v) = ∞, essentially
disallowing this as an emulator edge at all.
The other issue is the incompressibility lower bounds from [10]. The lower bound on VFT
spanners from [10] actually holds for all compression schemes: one cannot generally build
a data structure on o(f 1−1/k n1+1/k ) bits that can report (2k − 1)-approximate distances
between all pairs of vertices under at most f vertex faults. The first definition of VFT
emulators functions as such a compression scheme, so it cannot achieve improved bounds.
Why can we hope for the second definition of VFT emulators to bypass this lower bound?
The answer lies in the fact that our emulator definition updates its edge weights under faults.
A VFT emulator cannot actually be represented by a data structure of size approximately
equal to the number of edges in the emulator, since a static data structure would not have this
updating behavior. In other words, since we assume that weight updates occur automatically,
we are not charging ourselves for the extra information one would have to carrry around in
order to actually compute these updates. This means it is a priori possible that the second
definition of fault-tolerant emulators can be significantly sparser than fault-tolerant spanners.

1.3.3

Practical Motivation for the Second Definition

Now we explain the practical motivation behind the second definition. Automatically
updating edge weights may seem at first like an incredibly strong and unrealistic assumption.
Indeed, in some of the contexts in which spanners and emulators are used this would not be
reasonable, e.g., as a preprocessing step for computing shortest paths [2, 19]. But spanners
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were originally designed for use in distributed computing [24, 23], and in distributed contexts,
emulator edges typically represent logical links rather than physical links. That is, each
emulator edge is treated as if it represents a path between the endpoints, since that is how
packets/messages would actually travel between the endpoints. An example of this is overlay
networks, where one builds a logical network that lives “on top of” another network (usually
the Internet). Overlay networks are extremely useful (even though they simply run on top
of the Internet), and have been extensively studied, often either directly or indirectly using
spanners, emulators, or related objects (e.g., [6, 5, 4, 25, 26]).
In a logical link on top of an underlying network, packets are automatically rerouted
post-failures using some routing protocol on the underlying topology. The vast majority of
these routing protocols use shortest paths. So for a logical link (u, v), we would actually
expect its distance to “automatically” become distG\F (u, v), where the seeming “magic” of
the edge weight update is implemented by the underlying routing algorithm converging on
new shortest paths.
So in applications of emulators to distributed computing, edges that take on weight equal
to the remaining shortest path length is a very reasonable assumption. Note that this does
not obviate the need for emulators. In an overlay network there will typically be a layer of
routing in the overlay network itself in order to implement application-specific techniques
and protocols (see, e.g., [6]), so packets sent from u to v will follow shortest paths between u
and v in the overlay. Thus, these packets will experience stretch according to the stretch of
the weight-updating emulator.

1.4

Our Results

Our previous discussion explains why it is possible for VFT emulators to improve on the
size/stretch tradeoff available to VFT spanners. Our main results confirm this possibility;
we construct VFT emulators that polynomially surpass the lower bounds for VFT spanners.

1.4.1

Multiplicative Stretch

Our most general results (and main technical contributions) are in the multiplicative stretch
setting, where we prove the following upper bound.
▶ Theorem 4. For all k ≥ 1 and f ≤ n, every n-node weighted graph G = (V, E, w) admits
an f -VFT (2k − 1)-emulator H with
 

1
ek f 12 − 2k
O
n1+1/k + f n
if k odd
 1

|E(H)| ≤
ek f 2 n1+1/k + f n
O
if k even.
Moreover, there is a randomized polynomial-time algorithm which constructs such an emulator
with high probability.
ek hides factors that are polylogarithmic in n, and also factors that
In the above theorem, O
2
are exponential in k. We typically think of f as being polynomial in n, and in this setting
(and when k is a constant at least 3), our emulators improve polynomially on VFT spanners.

2

When k is super-constant, [14, 18, 11] already give an upper bound of O(f n1+o(1) ) for VFT spanners,
which cannot be improved beyond O(f n) even with emulators. Thus, the size gaps are already
subpolynomial except in the parameter regime where k = O(1).
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The algorithm we design to prove Theorem 4 starts from the basic greedy VFT spanner
algorithm of [10] (and its polytime extension in [18]), where we consider edges in nondecreasing
weight order and add an edge if there is a fault set that forces us to add it. To take advantage
of the power of emulators, though, we augment this with an extra “path sampling” step:
intuitively, when we decide to add a spanner edge, we also flip a biased coin for every k-path
that it completes to decide whether to also add an emulator edge between the endpoints of
the path. (By “complete a path,” we mean that all previous edges in the path were already in
the spanner and this is the last edge in the path to be added; the edge is not necessarily the
first or last one in the path.) These extra emulator edges do not replace the added spanner
edge, i.e., we do not add the emulator edge instead of the spanner edge. Instead, they act to
help protect future graph edges in the ordering, making it less likely that we will need to add
spanner edges downstream.
Our two main lemmas roughly form a counting argument over the k-paths of the graph.
They are 1) with high probability there are not too many k-paths in our final emulator,
meaning that we probably don’t sample too many emulator edges as we go, and 2) if the
emulator has many spanner edges then it has many k-paths, so we can’t have added too
many spanner edges either. Combining these with an appropriate parameter balance gives
us Theorem 4.
The technical details of this analysis get surprisingly tricky, and it turns out that we
actually cannot consider all k-paths in the algorithm and analysis outlined above, but only a
carefully selected subset of them that we call “SALAD” paths. There are several entirely
different technical challenges absorbed into this definition, but the main one is the following.
Focusing momentarily on k = 3, the core of our argument is that for most added spanner
edges (u, v), there are many distinct node pairs (x, y) for which (u, v) completes an x ⇝ y
3-path. The natural counting arguments give the best bounds by specifically considering
3-paths that use (u, v) as their middle edge, i.e., have the form (x, u, v, y). This requires
that (u, v) is heavier than both (x, u) and (v, y), so that it is considered last in the greedy
algorithm; this motivates a focus on “middle-heavy” 3-paths rather than arbitrary 3-paths.
In fact, the cost/benefit of sampling emulator edges associated to non-middle-heavy 3-paths
is not worth it, so it is important to only consider middle-heavy 3-paths in our algorithm.
Generalizing the middle-heavy property to larger k is nontrivial. We use two properties
that we call “alternating” (which also appeared in [12]) and “dispersed” (which is new here);
these give the AD in the SALAD acronym. The SAL part of the acronym stands for simple,
avoids faults, local, and we overview and motivate these at the beginning of Section 3. The
full technical details of SALAD paths are responsible for the exp(k) factors and the even/odd
k distinction (a similar even/odd distinction appears in [12], for a similar technical reason).
We complement our emulator upper bound with a nearly matching lower bound, which is
a relatively straightforward extension of the edge-fault-tolerant lower bound for spanners
from [10]. The case of k = 2 (stretch 3) is slightly different, so we handle it separately.
▶ Theorem 5. For all positive integers n, f with f ≤ n, there exists an unweighted n-node
graph with Ω(f 1/2 n3/2 ) edges for which any f -VFT 3-emulator must have at least Ω(f 1/2 n3/2 )
edges.
▶ Theorem 6. Assuming the Erdős girth conjecture, for all k ≥ 3 and f ≤ n there
is an unweighted n-node graph in which every f -VFT (2k − 1)-emulator has at least
1
1
Ω(k −1 f 2 − 2k n1+1/k ) edges.
This lower bound matches our upper bound for constant odd k, and is off by only an
f 1/(2k) factor for constant even k. An easy folklore observation implies that any f -regular
input graph requires Ω(f n) edges for an f -VFT emulator, so our +f n terms cannot be
removed either. Our lower bound arguments are included in the full version [9].

G. Bodwin, M. Dinitz, and Y. Nazari

1.4.2

25:7

Additive Stretch

Spanners and emulators are also studied in the context of additive stretch: a +kspanner/emulator H of an input graph G is one that satisfies the distance inequality
distG (u, v) ≤ distH (u, v) ≤ distG (u, v) + k
for all nodes u, v. We have a complete understanding of the possibilities for additive emulators.
It is known that every unweighted input graph has a +2-emulator on O(n3/2 ) edges [2]
and a +4-emulator on O(n4/3 ) edges [19]. These emulators are optimal, both in the sense
that neither size bound can be improved at all, and in the sense that no +c-emulator can
achieve O(n4/3−ε ) edges, even when c is an arbitrarily large constant [1]. For spanners,
our understanding lags only slightly behind: all graphs have +2-spanners on O(n3/2 ) edges
e 7/5 ) edges [16], and +6-spanners on O(n4/3 ) edges [7, 21, 28].
[2, 21], +4-spanners on O(n
Braunschvig, Chechik, Peleg, and Sealfon [15] were the first to introduce fault-tolerance
to additive spanners, via the natural extension of Definition 3.
Unfortunately, it turns out that the price of fault-tolerance for additive spanners with
fixed error is untenably high. It is proved in [13] that, for any fixed constant c, there are
graphs on which an f -VFT +c -spanner needs n2−Ω(1/f ) edges. In other words, tolerating
one additional fault costs poly(n) in spanner size, and there is no way to tolerate Ω(log n)
faults in subquadratic size. Accordingly, constructions of VFT spanners of fixed size have to
pay super-constant additive error of type +O(f ) [15, 8, 22, 13].
We define VFT additive emulators with similar weight-updating behavior as in the
multiplicative setting, with the same motivation. We then show that these emulators actually
avoid the undesirable size/fault-tolerance tradeoff suffered by VFT spanners. In the full
version [9], we show the following extensions of the +2 and +4 emulators:
▶ Theorem 7. For all f ≤ n, every n-node unweighted graph G = (V, E) admits an f -VFT
e 1/2 n3/2 ) edges. There is also a randomized polynomial-time
+2-emulator H with |E(H)| = O(f
algorithm which computes such an emulator with high probability.
▶ Theorem 8. For all f ≤ n, every n-node unweighted
 graph G = (V, E) admits an f e f 1/3 n4/3 + nf edges. There is also a randomized
VFT +4-emulator H with |E(H)| = O
polynomial-time algorithm which computes such an emulator with high probability.
The main point of these results is that the price of fault-tolerance for additive emulators
is a multiplicative factor depending only on f , rather than the parameter f appearing in
the exponent of the dependence on n, as it does for VFT additive spanners. Moreover, the
f -factors we obtain are essentially tight by our previous lower bound. Any +2-emulator is
also a 3-emulator and hence by Theorem 5 must have size at least Ω(f 1/2 n3/2 ), and any
+4-emulator is also a 5-emulator and so by Theorem 6 must have size at least Ω(f 1/3 n4/3 ).

1.5

Outline

We begin by giving an exponential-time algorithm for Theorem 4 in the special case k = 3 in
Section 2. This introduces the main ideas and approach that we use to prove Theorem 4
in general, but it also happens to avoid a few technical details that become necessary only
when we move to larger k (allowing us to replace the complicated SALAD paths with simpler
“middle-heavy fault-avoiding” paths). We then prove the edge bound for Theorem 4 in its full
generality: in Section 3 we design a (still exponential-time) algorithm which proves existence
of sparse fault-tolerant emulators for all k. In the full version of this paper we show how
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to use ideas from [18] to make the algorithm polynomial-time without significant loss in
emulator sparsity. Also in the full version, we prove our lower bounds, and give our results
on additive spanners [9].

2

Warmup: k = 3 (Stretch 5)

We will warm up by proving the following special case of Theorem 4:
▶ Theorem 9 (Theorem 4, k = 3). For all f ≤ n, every n-node
weighted graph G = (V, E, w)

e f 1/3 n4/3 + O(f n).
has an f -VFT 5-emulator H with |E(H)| ≤ O
Our exponential-time algorithm for 5-emulators implementing this theorem is given in
Algorithm 1. We incrementally build an emulator H by starting with an empty graph and
adding edges. We designate our added edges as spanner edges (which are always contained
in the input graph) and emulator edges (which are not generally in the input graph). We
then let H (sp) be the subgraph of H containing only its spanner edges, and let H (em) be the
subgraph of H containing only its emulator edges.
The algorithm is defined with respect to a parameter d. Intuitively we can think of d as
(roughly) the desired average node degree in our final emulator: we will set d = f 1/3 n1/3 .
Algorithm 1 Algorithm for f -VFT 5-emulators.

Input: Graph G = (V, E, w), positive integer f ;
Let H ← (V, ∅, w) be the initially-empty emulator;
foreach edge (u, v) ∈ E in order of nondecreasing weight w(u, v) do
if there is F ⊆ V \ {u, v} of size |F | ≤ f with distH\F (u, v) > 5 · w(u, v) then
Add (u, v) as a spanner edge to H;
foreach s ∈ NH (sp) \F (u) and t ∈ NH (sp) \F (v) do
Add (s, t) as an emulator edge with probability d−2 ;
return H;
We begin by proving correctness.
▶ Lemma 10. The graph H returned by Algorithm 1 is an f -VFT 5-emulator of G.
Proof. It is easy to see (and essentially standard) that we just need to prove that
distH\F (u, v) ≤ 5 · w(u, v) for each edge (u, v) ∈ E and possible fault set F : by considering shortest paths in G \ F , this suffices to imply that distH\F (x, y) ≤ 5 · distG\F (x, y)
for all x, y, F with x, y ̸∈ F , and hence implies that H is an f -VFT 5-emulator of G.
So let (u, v) ∈ E, and let F ⊆ V \{u, v} with |F | ≤ f . If (u, v) ∈ E(H), then this is trivially
true since then distH\F (u, v) ≤ w(u, v) = distG\F (u, v). Otherwise, Algorithm 1 did not add
(u, v) to H. By the condition of the if statement, this implies that distH\F (u, v) ≤ 5 · w(u, v)
as claimed.
◀
We now move to the more difficult (and interesting) task of proving sparsity. We assume
for convenience that all edge weights in the input graph G are unique, so that we may
unambiguously refer to the heaviest edge among a set of edges. If not, the following argument
still goes through if we break ties between edge weights by the order in which the edges are
considered by the algorithm. We need to bound the number of spanner edges and the number
of emulator edges in the construction; our strategy is to count the number of instances of a

G. Bodwin, M. Dinitz, and Y. Nazari

25:9

particular structure in H (sp) called middle-heavy fault-avoiding 3-paths, and then we will use
this counting in two different ways to bound the number of spanner edges in H, and then
the number of emulator edges in H.

2.1

Sparsity Analysis

We start with the definitions of the paths that we care about, and then prove some of their
properties and begin to count them.
▶ Definition 11 (Middle-Heavy 3-Paths). A 3-path π with node sequence (s, u, v, t) is middleheavy if its middle edge is its heaviest one; that is, w(u, v) > w(s, u) and w(u, v) > w(v, t).
When the edge (u, v) is added to a middle-heavy path π in H (sp) , we say that π is completed
by (u, v) (i.e. after adding (u, v) π exists in H (sp) ).
For every edge (u, v) added by the algorithm, there must exist some set F(u,v) with
|F(u,v) | ≤ f such that distH\F(u,v) (u, v) > 5 · w(u, v) (or else the algorithm would not
have added (u, v)). The algorithm uses this set in order to determine the neighborhoods
NH (sp) \F (u), NH (sp) \F (v) from which it samples its emulator edges. If there are multiple such
sets then the choice is arbitrary. In the following, F(u,v) refers to the specific set selected by
the algorithm when considering the edge (u, v).
▶ Definition 12 (Fault-Avoiding Paths). A path π in H (sp) with heaviest edge (u, v) is
fault-avoiding if π ∩ F(u,v) = ∅.
We first prove an auxiliary counting lemma. Let C(s,t) count the number of middle-heavy
fault-avoiding 3-paths from s to t in H (sp) at a given moment in the algorithm. Whenever
we choose to add a spanner edge (u, v), we define the set
Ψ(u, v) := {(s, t) ∈ V × V | (u, v)completes a middle-heavy fault-avoiding 3-path from s to t} .
The following lemma gives a certain kind of control on the values that C(s,t) can reach:
▶ Lemma 13. With high probability, whenever we add a new spanner edge (u, v) in our
algorithm, we have
X
e d2 )
C(s,t) ≤ O(f
(s,t)∈Ψ(u,v)

where the values C(s,t) are defined just before (u, v) is added to H.
Proof Sketch. We defer the full proof to the full version [9], since the details are technical
and do not provide much additional insight. Intuitively, this lemma is true because the
counter value C(s,t) corresponds to the number of different times we flipped a coin to decide
whether or not to add (s, t) as an edge (since C(s,t) is the number of middle-heavy 3-paths
between s and t, and for each such path we flip such a coin). Since each coin has bias d−2
P
by the definition of the algorithm, if (s,t)∈Ψ(u,v) C(s,t) were much larger than d2 then with
high probability there would already be an emulator edge (s, t) where (s, t) ∈ Ψ(u, v). And
if such an edge existed, the path u − s − t − v would have stretch at most 5, and hence we
would not have added (u, v).
Making this formal requires union bounding over all possible fault sets F in the definition
of fault-avoiding rather than just considering F(u,v) , which also causes the extra factor of f
in the lemma statement. This introduces significant extra notation but is a straightforward
calculation, so we defer it to the full version [9].
◀
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We can now use Lemma 13 to bound the number of middle-heavy fault-avoiding 3-paths.

e f n2 total middle-heavy
▶ Lemma 14. With high probability, there are d2 |E(H (sp) )| + O
fault-avoiding 3-paths in the final graph H (sp) .
Proof. For each edge (u, v) added to the emulator, let us split into two cases by the size of
Ψ(u, v). Notice that, since a middle-heavy fault-avoiding path completed by (u, v) is uniquely
determined by (u, v) and its endpoints, the size of Ψ(u, v) is the same as the number of
middle-heavy fault-avoiding paths completed by (u, v).
Case 1: |Ψ(u, v)| ≤ d2 . In this case, the edge (u, v) completes ≤ d2 new middle-heavy
fault-avoiding 3-paths. By a unioning, only d2 |E(H (sp) | middle-heavy fault-avoiding 3-paths
can be completed by edges of this type.
Case 2: |Ψ(u, v)| > d2 . Assuming the high-probability event from Lemma 13 holds, we
also have
X

e f d2 .
C(s,t) = O
(s,t)∈Ψ(u,v)

e ). So by Markov’s
Thus, the average value of C(s,t) over the > d2 node pairs in Ψ(u, v) is O(f
e ).
inequality, for at least half of the node pairs (s, t) ∈ Ψ(u, v), we have C(s,t) = O(f
2
e
This implies that only O(f n ) middle-heavy fault-avoiding 3-paths may be completed
by edges from this case, by a straightforward amortization argument over all pairs (s, t).
Whenever a middle-heavy fault-avoiding 3-path π = (s, u, v, t) is completed by an edge in
e ).
this second case, let us say that π is dispersed if C(s,t) = O(f
By the previous argument, at least half of all paths completed by edges in this case are
dispersed, so it suffices to only count the dispersed paths. Moreover, by definition of C(s,t)
e ) middle-heavy 3-paths from s to t;
every dispersed path from s to t is among the first O(f
e
thus, unioning over all choices of s, t there are O(f n2 ) dispersed paths in total.
e n2 ) middle-heavy fault-avoiding
Combining the two cases, we get at most d2 |E(H (sp) |+O(f
(sp)
3-paths in H
.
◀
We now show how to use the above bound on middle-heavy fault-avoiding 3-paths to
bound the number of edges in our emulator. We first bound the number of emulator edges
(edges which were added by the path sampling and so might not be in E) in terms of the
number of spanner edges (edges from E), and then bound the number of spanner edges.
▶ Lemma 15 (Emulator Edge to Path Counting). With high probability, we have
 2
 

e fn .
H (em) ≤ O E H (sp)
+O
d2
e n2 ) be the bound on the number of middle-heavy faultProof. Let α = d2 |E(H (sp) | + O(f
(sp)
avoiding 3-paths in H
which holds with high probability from Lemma 14. Consider the
following two events.
Let A be the event that H (sp) has at most α middle-heavy fault-avoiding paths. We
know from Lemma 14 that this holds with high probability.
Whenever the algorithm considers adding some emulator edge, we call this an attempt.
Let Xi be an indicator random variable for the event that the ith attempt is successful
(meaning that the emulator edge is actually added). If there is no ith attempt since the
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algorithm has terminated before i attempts are made, then we set Xi = 1 with probability
d−2 and Xi = 0 with probability 1 − d−2 . Note that E[Xi ] = d−2 for all i. Moreover,
Pα
note that Xi and Xj are independent for i =
̸ j. Let X = i=1 Xi , and let B be the event
that X < 2d−2 α. So if B occurs, then of the first α attempts, at most 2d−2 α emulator
edges are added. By linearity of expectations we know that E[X] = d−2 α. Moreover,
we know that the Xi ’s are independent and that d−2 α = ω(log n). Hence a standard
Chernoff bound implies that B occurs with high probability.
Since both A and B occur with high probability, a simple union bound implies that A ∩ B
occurs with high probability. Note that every emulator edge is caused by some attempt, and
that the number of attempts is precisely equal to the number of middle-heavy fault-avoiding
3-paths. Hence if both A and B occur, the number of emulator edges in H is at most
O(d−2 α), as claimed.
◀
▶ Lemma 16 (Spanner Edge to Path Counting). Letting
µ be the number

 of middle-heavy
fault-avoiding 3-paths in H (sp) , we have E H (sp) ≤ O µ1/3 n2/3 + nf .
Proof. Let c > 0 be a sufficiently small absolute constant and let δ be the average degree
in H (sp) . If f > cδ then we have O(nf ) edges in H (sp) , and we are done. So assume in the
following that f ≤ cδ.
From here, we will use a slight variant on the “subsampling” method from extremal
graph theory. Starting with H (sp) , we will define a random subgraph H ′′ . The definition of
H ′′ is such that we can straightforwardly relate the number of middle-heavy fault-avoiding
3-paths µ in H (sp) to the expected number of simple (does not repeat nodes) middle-heavy
fault-avoiding 3-paths µ′′ that survive in H ′′ . Separately, we will argue that enough edges
probably remain in H ′′ to use a straightforward counting argument to lower bound the
expectation of µ′′ . Together, these two parts imply a bound on µ that can be rearranged
into our desired lemma statement.
We now state the definition of H ′′ . First, let H ′ be a random induced subgraph of H (sp)
obtained by independently keeping each node with probability (cδ)−1 . Let us say that an
edge (u, v) in H ′ is clean if none of the nodes in its associated fault set F(u,v) survive in H ′ .
We define H ′′ as the subgraph of H ′ that contains only its clean edges.
Lower Bound on E[µ′′ ]. First, let us analyze the probability that a given edge (u, v) in
H (sp) survives in H ′′ . The probability that (u, v) survives in H ′ is exactly (cδ)−2 (the event
that u, v each survive). Conditional on (u, v) surviving in H ′ , it is clean iff none of the nodes
in F(u,v) also survive. Since |F(u,v) | ≤ f ≤ cδ, (u, v) is clean with constant probability. So
(u, v) survives in H ′′ with probability Ω((cδ)−2 ), which implies


E [|E(H ′′ )|] = E(H (sp) ) · Ω (cδ)−2 = Ω nδ −1 c−2 .
Meanwhile, the expected number of nodes that survive in H ′′ is exactly E [|V (H ′′ )|] =
nδ −1 c−1 . Let us imagine that we start with an initially-empty graph on the vertex set
V (H ′′ ), and we add the edges in E(H ′′ ) one by one in order of increasing weight. For each
added edge (u, v) that is the first edge incident to one of its endpoints u or v, this edge does
not create any new middle-heavy 3-paths. There are at most |V (H ′′ )| such edges. Any other
edge (u, v) creates at least one simple middle-heavy 3-path in H ′′ . Specifically, the 3-path
(s, u, v, t) in which it is the middle edge must be middle-heavy by the order in which we are
adding the edges, and it is simple since if s = t then we are forced to include s ∈ F(u,v) , but
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then s must not survive in G′ (since (u, v) is clean). It follows that

E[µ′′ ] ≥ E [|E(H ′′ )| − |V (H ′′ )|] = E [|E(H ′′ )|] − E [|V (H ′′ )|] = Ω nδ −1 c−2 − nδ −1 c−1

= Ω nδ −1 c−2
by choice of small enough c > 0.

Upper Bound on E[µ′′ ]. We can relate µ and µ′′ as follows. We notice that every simple
middle-heavy 3-path π in H ′′ must correspond to a fault-avoiding 3-path in H (sp) . This
holds because if the middle edge (u, v) of π survives in H ′′ , then it must be clean, implying
that no nodes in F(u,v) survive in H ′′ .
Now let q be a middle-heavy fault-avoiding 3-path in H (sp) . We notice that q must
be simple, since (as before) if q = (s, u, v, s) then we would have to include s ∈ F(u,v)
and so q would not be fault-avoiding. Since q is simple it survives in H ′ with probability
exactly (cδ)−4 , and thus it survives in H ′′ with probability ≤ (cδ)−4 . We therefore have
E[µ′′ ] ≤ O µ(cδ)−4 .


Putting It Together. By the previous two parts, we have Ω nδ −1 c−2 ≤  E[µ′′ ] ≤
O µ(cδ)−4 , which implies that δ = O((µ/(nc2 ))1/3 ), and thus nδ = Oc µ1/3 n2/3 . Since δ
is defined as the average degree in H (sp) , this proves the lemma.
◀

Our size bound now follows by directly combining our previous three lemmas; you can
see the details in our full paper.

e f 1/3 n4/3 + O(f n)
▶ Lemma 17. The emulator H returned by Algorithm 1 has |E(H)| = O
with high probability.

3

Vertex Fault-Tolerant (2k − 1)-Emulators

Our goal in this section is to prove Theorem 4. We start by defining several properties of
certain desired paths that let us generalize the algorithm.

3.1

SALAD Paths and Proof Overview

We begin by explaining, at a high level, the relationship between this argument for general
k and the one given previously for k = 3. The core of our previous proof was a counting
argument over middle-heavy fault-avoiding 3-paths in H (sp) . The core of our general argument
will be a counting argument over “SALAD” k-paths in H (sp) . SALAD is an acronym for
Simple, Alternating, Local, Avoids faults, Dispersed. We will explain these five properties
and their role in the analysis momentarily, but first let us state our algorithm. This algorithm
uses a notion of local paths, which we define immediately after the algorithm and do not
have an analog in our simpler k = 3 case. We say that a path in H (sp) is completed by an
edge (u, v) if the path exists in H (sp) and (u, v) is the heaviest edge in the path (i.e., the
path exists in H (sp) once (u, v) has been added).
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Algorithm 2 Algorithm for f -VFT (2k − 1)-emulators.

Input: Graph G = (V, E, w), positive integer f , odd positive integer k;
Let H ← (V, ∅, w) be the initially-empty emulator;
foreach edge (u, v) ∈ E in order of nondecreasing weight w(u, v) do
if there is F ⊆ V \ {u, v} of size |F | ≤ f with distH\F (u, v) > (2k − 1) · w(u, v)
then
Add (u, v) as a spanner edge to H;
foreach local path π in H (sp) with j ≤ k edges completed by (u, v) do
Add the endpoints (s, t) of π as an emulator edge with probability d−(j−1) ;
return H;
Stretch analysis of this algorithm is essentially the same as Lemma 10; we include it here
for completeness.
▶ Lemma 18. The emulator H returned by Algorithm 2 is an f -VFT (2k − 1)-emulator.
Proof. Consider some (u, v) ∈ E and F ⊆ V \ {u, v} with |F | ≤ f . If (u, v) ∈ E(H) then
clearly distH\F (u, v) ≤ w(u, v). Otherwise, Algorithm 2 did not add (u, v) to H, and so by
the “if” condition we know that dH\F (u, v) ≤ (2k − 1) · w(u, v) as required.
◀
We now define SALAD paths:
Simple: π does not repeat nodes. We implicitly required simplicity in our previous k = 3
proof, since (as used in Lemma 16) a non-simple middle-heavy path of the form (s, u, v, s)
is not fault-avoiding. In our extension, it is more convenient to make the simplicity
requirement explicit.
Alternating: π is alternating if every even-numbered edge in π is heavier than the two
adjacent odd-numbered edges. That is: if π has edge sequence (e1 , . . . , ek ), then for all i,
we have w(e2i ) > w(e2i−1 ) and w(e2i ) > w(e2i+1 ). If k is even, then ek only needs to be
heavier than ek−1 .
“Alternating” turns out to be the natural extension of “middle-heavy” to paths of length
k ≥ 3 (notice for k = 3, alternating and middle-heavy are the same). Roughly, our
analysis will involve “splitting” paths over their heaviest edge and recursively analyzing
the subpath on either side. Like for k = 3, this splitting process is most efficient when
the heaviest edge is somewhere in the middle of the path (neither the first nor last one).
An alternating path is one where the heaviest edge remains somewhere in the middle at
every step of the recursion, until finally the path decomposes into individual edges. In
fact, this is not quite true in the case where k is even (due to the last edge), which is
precisely why our bounds are a little worse for even k.
Local: this is a new property that does not have an analog in our previous k = 3
argument. Let b = Θ(kd) be a parameter (it will be more convenient to specify the
implicit constant later in the analysis). For each node v, we put the edges incident to v in
H (sp) into buckets {Bvi }: the first b edges incident to v are in its first bucket Bv1 , the next
b edges are in the second bucket Bv2 , etc. We define π to be local if, for any three-node
contiguous subpath (x, y, z) ⊆ π, the edges (x, y), (y, z) belong to the same bucket for y.
Locality is necessary because we sample SALAD paths of all lengths j ≤ k. Our proof
strategy from k = 3 works just fine to limit the emulator edges contributed by SALAD
paths of length k. But it does not help us limit the emulator edges contributed by SALAD
paths of shorter length j < k. By including locality explicitly, we gain an easy way to
limit this quantity, at the price of a little more complexity in some of the downstream
proofs.
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Avoids Faults: This is a slightly more stringent property than “fault-avoiding” used
previously. Whenever we add a spanner edge (u, v), let F(u,v) be a choice of fault set that
forces (u, v), just like in the k = 3 proof. We say that π avoids faults if, for every edge
(u, v) ∈ π (not just the heaviest one), we have π ∩ F(u,v) = ∅.
Dispersed: this property showed up briefly in the k = 3 case, but we were able to bury
it in the technical details of Lemma 14. Here, we need to bring it more to the forefront of
the analysis. We will say that π is a SALA path if it satisfies the first four properties
described previously. Among the SALA paths, we will declare them either concentrated
or dispersed as follows, and we will only use the dispersed ones in our analysis:
Notice that we can split π into two (possibly empty) shorter SALA paths π1 , π2
by removing its heaviest edge (u, v). If either of π1 , π2 is concentrated, then π is
concentrated as well. If π1 , π2 are both dispersed, then we will say that π is splittable,
and it may still be concentrated or dispersed according to the following point:
e ). For all 1 ≤ j ≤ k, among the splittable j-paths
Set a threshold parameter τ = O(f
j−1
between each pair of endpoints (s, t), the first τ ⌈ 2 ⌉ completed paths are dispersed
and the rest are concentrated. If two s ⇝ t splittable paths are completed by the same
edge, and thus arise in H (sp) at the same time, then we pick an arbitrary order so that
the “first” paths are unambiguous.
The inclusion of locality among our properties actually significantly changes the structure
of the proof. Because we consider a more restricted kind of path, it gets much easier to
control the number of emulator edges (this is the whole point of locality):

e E H (sp)
▶ Lemma 19. With high probability, E(H (em) ) ≤ O
· O(k)k .
Proof. One generates a local j-path by picking an oriented edge to be the starting edge, and
then repeatedly extending the path by choosing 1 edge among the at most bpossible edges
satisfying the locality constraint. Hence there are at most O |E(H (sp) | · bj−1 local paths in
H (sp) .
Each local j-path completed by a spanner edge (u, v) is independently sampled as an
emulator edge with probability d−(j−1) . Thus, the expected number of emulator edges
contributed by local j-paths is
!


  b j−1

(sp)
O E H
·
≤ E H (sp) · O(k)k−1 .
d
Since the edges are sampled independently, by a standard Chernoff bound,

 
e E H (sp)
· O(k)k−1 .
O
The lemma now follows by unioning over all choices of j ≤ k.

◀

On the other hand, it gets much harder to bound the number of spanner edges in H. We
use the following main technical lemma:
▶ Lemma 20 (Counting Lemma). Let c be a large enough absolute constant, suppose H (sp)
has average degree δ ≥ cdk, and also suppose d ≥ cf . Then with high probability, H (sp) has
at least ndk SALAD k-paths.
Before proving this lemma, we can do some simple algebra to show why it implies a
bound on spanner edges:
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n
o
1
max polylog n · f 12 − 2k
n1/k , cf
n
o
d :=
max polylog n · f 12 n1/k , cf
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if k odd
if k even,

with large enough polylogs, then with high probability, we have
 

1
1+1/k
ek f 12 − 2k
O
n
+
f
n
if k odd
 1

E(H (sp) ) ≤
1+1/k
ek f 2 n
O
+ fn
if k even
Proof, assuming Lemma 20. By definition of dispersion, for each node pair (s, t), we can
e )⌈ k−1
e )⌈ k−1
2 ⌉ total s ⇝ t SALAD k-paths, so there are ≤ n2 · O(f
2 ⌉ SALAD
have only O(f
k−1
k−1
2
⌈ 2 ⌉
k-paths in total. Therefore the number of these paths is at most n · Õ(f )
= n2 · Õ(f ) 2
when k is odd. Based on definition of d, and by a choice of large enough polylog, this means
k−1
that H (sp) has strictly less than n2 · Õ(f ) 2 < ndk SALAD k-paths.
k−1
k
If k is even, there are at most n2 · Õ(f )⌈ 2 ⌉ = n2 · Õ(f ) 2 . Similarly by choosing a large
enough polylogarithmic factor in the definition of d for the even case, we also have that the
number of SALAD k-paths is strictly less than ndk .
In both cases, by applying the counting lemma in contrapositive, we conclude that the
average degree in H (sp) is δ = O(dk). Thus H (sp) has O(nδ) edges, and by plugging in d the
claim follows.
◀
And now it is trivial to prove Theorem 4.
Proof of Theorem 4. The combination of Lemma 19 (which bounds the number of edges
of H (sp) ) and Lemma 21 (which relates the number of emulator edges added to E(H (sp) ))
implies the theorem.
◀
So it just remains to prove our counting lemma, which is the main technical part of the
proof.

3.2

Counting Lemma

Towards proving our counting lemma, our first task is to extend Lemma 13 from the k = 3
j
case. We will define slightly more expressive variables: let C(s,t)
count the number of local
s ⇝ t j-paths at a given moment in the algorithm. We also define sets
Ψj (u, v) := {(s, t) ∈ V × V | (u, v) completes a SALA splittable j-path from s to t} .
j
The following lemma controls the values that C(s,t)
can reach:

▶ Lemma 22. With high probability, for all spanner edges (u, v) added to H and all 1 ≤ j ≤ k,
just before (u, v) is added we have
X

j
e f dj−1 .
C(s,t)
=O
(s,t)∈Ψj (u,v)

Proof. The proof is similar to Lemma 13. Intuitively, if

P
(s,t)∈Ψj (u,v)

j
C(s,t)
is large enough, then

with high probability there will already be an emulator edge (s, t) for some (s, t) ∈ Ψj (u, v),
which would mean that we would not have actually added (u, v) to H. To formalize this,
though, we need to analyze even edges that were not added to H and take a union bound
over all possible fault sets, as in Lemma 13.
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So we begin as in Lemma 13. Let (u, v) be an edge in the input graph, and let F ⊆ V \{u, v}
with |F | ≤ f . Consider the moment in the algorithm where we inspect (u, v) and decide
whether or not to add it to the emulator (note: (u, v), F are arbitrary; we may or may
not actually add (u, v), and if we do, we do not necessarily have F = F(u,v) ). We use the
following extensions of our previous definitions:
For a path π in H (sp) that would be completed, if we added (u, v) to the emulator, we
say that π is F -avoiding if π ∩ F = ∅.
Ψj (u, v, F ) is the set of node pairs (s, t) ∈ V × V such that, if we added (u, v) to the
emulator, it would complete at least one new F -avoiding SALA j-path from s to t.
We say that F is mass-avoiding for (u, v) and j if
X

j
> cf dj−1 log n.
C(s,t)

(s,t)∈Ψ(u,v,F )

where c is some large enough absolute constant.

Note that the lemma statement is equivalent to the claim that, if (u, v) is added to H (sp) ,
then F(u,v) is not mass-avoiding. We have set things up for general (u, v), F because our
proof strategy is to take a union bound over all possible choices of (u, v), F , which will thus
include F(u,v) .
We say that a mass-avoiding F is good for (u, v) if (immediately prior to (u, v) being
considered by the algorithm) there is some (s, t) ∈ Ψj (u, v, F ) such that (s, t) is already an
emulator edge in H. Otherwise, we say that F is bad for (u, v).
We now prove that with high probability, every mass-avoiding F is good for (u, v). To see
j
this, consider some mass-avoiding F . Every local j-path π which contributes to C(s,t)
was
completed by some (even) edge, so by definition of the algorithm, when π was completed we
sampled (s, t) as an emulator edge with probability d−(j−1) . This is true for every such s ⇝ t
local j-path, so the algorithm independently adds (s, t) as an emulator edge with probability
j
d−(j−1) at least C(s,t)
times. These choices are also clearly independent for different pairs
′ ′
(s, t) and (s , t ), and hence the probability that F is bad is at most
Y
(s,t)∈Ψj (u,v,F )



1−

1
d(j−1)

j
C(s,t)

P
≤ exp

−

(s,t)∈Ψj (u,v,F )
dj−1

j
C(s,t)

!
≤ exp (−cf log n) ≤ 1/nf +10 ,

where we used that F is mass-avoiding and we set c sufficiently large. There are at most nf
possible mass-avoiding sets F (since |F | ≤ f ), so a union bound over all all of them implies
that every mass-avoiding set F is good for (u, v) with probability at least 1 − 1/n10 . We
can now do another union bound over all (u, v) to get that this holds for every (u, v) ∈ E
(whether added to H (sp) or not) with probability at least 1 − 1/n8 .
Now consider some (u, v) ∈ H (sp) . By the above, if F(u,v) is mass-avoiding, then it must
be good. Hence there is some emulator edge (s, t) with (s, t) ∈ Ψj (u, v, F(u,v) ), so by the
definition of Ψ(u, v, F(u,v) ) there is some s ⇝ t SALA j-path in H (sp) that is completed by
(u, v). Note that by the definition of a SALA path, we know that no vertices in this path are
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in F(u,v) . Thus immediately prior to adding (u, v) to H (sp) , it was the case that
distH\F(u,v) (u, v) ≤ distH\F(u,v) (u, s) + distH\F(u,v) (s, t) + distH\F(u,v) (t, v)
≤ distG\F(u,v) (u, s) + distG\F(u,v) (s, t) + distG\F(u,v) (t, v)
≤ distG\F(u,v) (u, s) + distG\F(u,v) (t, v)


+ distG\F(u,v) (s, u) + distG\F(u,v) (u, v) + distG\F(u,v) (t, v)
≤ (j − 1) · distG\F(u,v) (u, v) + j · distG\F(u,v) (u, v)
= (2j − 1) · w(u, v) ≤ (2k − 1) · w(u, v).
In the above inequalities we used the triangle inequality, the fact that (u, v) is the heaviest
edge in the SALA s ⇝ t j-path since edges are added in increasing weight order, and
the fact that (s, t) is an emulator edge and so after the failure of F(u,v) must have weight
distG\F(u,v) (s, t).
But this means that the algorithm would not have added (u, v) due to fault set F(u,v) ,
which contradicts the definition of (u, v) and F(u,v) . Hence if (u, v) is added then F(u,v)
cannot be mass-avoiding, which implies the lemma.
◀
We will proceed by converting this to a bound on the number of paths that we need to
declare concentrated at each scale:
▶ Lemma 23. With high probability, for every spanner edge (u, v) and 1 ≤ j ≤ k, the number
j−1
of concentrated splittable j-paths completed by (u, v) is ≤ d4k .
Proof. Let (u, v) ∈ E(H (sp) ). We will say that a node pair (s, t) ∈ Ψj (u, v) is saturated if,
just before (u, v) is added, we have
 j−1 
j−3
j−1
j
C(s,t)
≥ τ ⌈ 2 ⌉ − jτ ⌈ 2 ⌉ = Ω τ ⌈ 2 ⌉
(where the last equality is by choosing polylogs in τ large enough that τ ≫ j). We know from
P
j
e f dj−1 just before (u, v) is
Lemma 22 that with high probability, (s,t)∈Ψj (u,v) C(s,t)
=O
added. Thus with high probability, just before (u, v) is added the number of saturated pairs
is at most
 j−1 
e f dj−1
O
.
τ⌈ 2 ⌉
h−2
Meanwhile, by definition of dispersion, for any 1 ≤ h ≤ j there can be only τ ⌈ 2 ⌉ total s ⇝ u
j−h−1
SALAD (h − 1)-paths, and there can be only τ ⌈ 2 ⌉ total v ⇝ t SALAD (j − h)-paths.
Thus, for any pair (s, t) ∈ Ψj (u, v), the number of splittable s ⇝ t j-paths completed by
(u, v) is

j
X

τ⌈

h−2
2

⌉ · τ ⌈ j−h−1
⌉ ≤ jτ ⌈ j−3
2
2 ⌉

even h=2

where we sum only over even h because, due to the alternating property, the heaviest edge
(u, v) along a path must be even-numbered.
So for each unsaturated node pair (s, t) ∈ Ψj (u, v), all splittable s ⇝ t paths completed
by (u, v) are dispersed. This is because by the definition of saturated and the definition of
j−1
j−3
the counters, there are less than τ ⌈ 2 ⌉ − jτ ⌈ 2 ⌉ SALA paths s ⇝ t j-paths before (u, v)
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j−3
is added, and by the above calculation, adding (u, v) adds an additional at most jτ ⌈ 2 ⌉
splittable SALA s ⇝ t j-paths. Hence all of these new paths can be dispersed, as we will
j−1
still have at most τ ⌈ 2 ⌉ SALAD s → t j-paths.
On the other hand, for each saturated node pair (s, t) ∈ Ψj (u, v), we might need to declare
all of the new splittable s ⇝ t SALA j-paths paths to be concentrated. We showed that
j−3
there are at most jτ ⌈ 2 ⌉ new such paths for each such (s, t). Hence the total number of
splittable paths completed by (u, v) that are declared concentrated is
 
 j−1 
j−3
e fj .
e f dj−1
· jτ ⌈ 2 ⌉ = dj−1 · O
≤O
τ
τ⌈ 2 ⌉

e ) high enough, and using that k ≤ log n and
By setting the implicit polylogs in τ = O(f
1
e
j = O(1),
we can ensure that the latter term is at most 4k
, and the lemma follows.
◀
Our next step towards our counting lemma roughly follows the proof of Lemma 16. We
pass from H (sp) to a random induced subgraph G′ by keeping each node independently with
probability d−1 , and deleting the others. Let us say that an edge (u, v) ∈ E(G′ ) is clean if:
None of the nodes in its associated fault set F(u,v) survive in G′ , and
For every 1 ≤ j ≤ k and every simple concentrated splittable j-path π completed by
(u, v), π does not survive in G′ .
▶ Lemma 24. For any edge (u, v) ∈ H (sp) , assuming that the high probability event of
Lemma 23 occurs, we have
Pr [(u, v) is clean | u, v both survive in G′ ] ≥ 1/2.
Proof. First, since cf ≤ d, by choice of large enough constant c, the probability that there
is some node from F(u,v) in G′ is at most
f

1
1− 1−
≤ 1/4.
d
j−1

Fix some value of 1 ≤ j ≤ k. By Lemma 23, there are ≤ d4k simple concentrated
splittable j-paths completed by (u, v). Conditional on (u, v) itself surviving in G′ , there
are j − 1 other nodes in each such path π, so it survives with probability d−(j−1) . So in
1
expectation, ≤ 4k
simple concentrated splittable j-paths survive. By Markov’s inequality
1
the probability that any such paths survive is at most 4k
. By a union bound over all choices
of j, the probability that any concentrated splittable 1 ≤ j ≤ k path survives is at most 1/4.
By a union bound on the previous two parts, (u, v) is clean with probability at least
1/2.
◀
We now pass from G′ to another graph G′′ = (V ′′ , E ′′ ) using the following two steps:
Delete all edges from G′ that are not clean, and then
V ′′ is defined by dividing each node v ∈ V ′ into nodes {vi }, where each node vi corresponds
to one of the buckets Bvi originally associated to the node v, used in the definition of
locality. Then E ′′ is defined as follows: for each edge (u, v) which has survived (both
endpoints are in G′ and it is clean), add an edge in E ′′ between the copies (uh , vi ) in G′′ ,
where the edge is in the hth bucket of u and the ith bucket of v.
In the following let σ be the number of SALAD k-paths in H (sp) and let σ ′′ be the number
of edge-simple alternating paths in G′′ (i.e., each edge is used at most once). We will prove
two inequalities relating σ to the expectation of σ ′′ , analogous to the ones used internally in
Lemma 16. The first is:
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σ
.
dk+1

Proof. For every path π ∈ G′′ , let s(π) denote the corresponding path in G′ (the path which
uses the same edges). Note that s(π) is also a path in H (sp) , and that if π ′ ̸= π, then
s(π ′ ) ̸= s(π). We first argue that if π is an edge-simple alternating path in G′′ , then s(π) is
a SALAD path in G′ .
(Simple) Suppose towards contradiction that s(π) is not (node-)simple in G′ . Since π is
edge-simple so is s(π), and hence s(π) contains a cycle subpath C of length j ≤ k. The
edge (u, v) that completes C must include a node in C in its associated fault set F(u,v) ,
since (exactly as in Lemma 16) there is a u ⇝ v path of length ≤ k · w(u, v) going around
the cycle C. So either none of the nodes in F(u,v) survive in G′ (in which case C is not in
G′ ), or else (u, v) is unclean and so the corresponding edge does not survive in G′′ . In
either case, at least one edge of π is missing from G′′ , contradicting the definition of π.
(Alternating) Since π is alternating in G′′ , clearly s(π) is also alternating in G′ since
their edges correspond.
(Local) Due to the node-dividing step when we move from G′ to G′′ , any non-local path
in G′ does not survive in G′′ . Hence s(π) must be local.
(Avoids Faults) If s(π) contains both an edge (u, v) and a node in its associated fault set
F(u,v) , then we will either delete this node when moving from H (sp) to G′ , or else (u, v)
is unclean and so we will delete this edge when moving from G′ to G′′ . In either case, π
would not exist in G′′ , contradicting the definition of π
(Dispersed) By the previous four bullet points, s(π) is SALA. We proceed using a proof
by minimal counterexample. Suppose towards contradiction that s(π) is not dispersed,
and let q ⊆ s(π) be the shortest subpath of s(π) that is SALA but not dispersed. Thus q
is splittable, since the two subpaths that emerge after the split are both shorter than q.
Let (u, v) be the heaviest edge in q. If q does not survive in G′ , then clearly π is not
a path in G′′ , which is a contradiction. Hence q is still a path in G′ . But then by
definition the edge (u, v) is unclean in G′ . Hence the equivalent edge would not exist in
G′′ , contradicting the fact that π is a path in G′′ . This completes the contradiction; thus,
s(π) must be dispersed.
So we have that every edge-simple path in G′′ corresponds to a SALAD path in G′ , and
this correspondence is injective. Thus σ ′′ is at most the number of SALAD k-paths in G′ .
We can upper bound the expectation of this quantity by observing that (by simplicity) any
SALAD k-path in H (sp) has k + 1 distinct nodes, and each of these nodes survives in G′ with
probability d−1 , so each SALAD k-path in H (sp) survives in G′ with probability d−(k+1) .
σ
Hence E[σ ′′ ] ≤ dk+1
.
◀
Our second inequality needs the following lemma, which was proved implicitly in [12] (it
is a generalization of the “intermediate counting lemma” of [12]; we include the proof here
for completeness).
▶ Lemma 26. Any n-node graph with m > kn edges has at least m − kn edge-simple
alternating k-paths.
Proof. The weak counting lemma of [12] implies that any n-node graph with at least kn
edges has at least 1 edge-simple alternating k-path. So consider the following process: pick
an edge that is contained in at least one edge-simple alternating k-path, remove it, and
repeat until there are no more edge-simple alternating k-paths. Since we remove the edge we
find in each iteration, there are at least as many edge-simple alternating k-paths as there
are iterations. And there are at least m − kn iterations, since as long as at least kn edges
remain in the graph, there is still at least 1 edge-simple alternating k-path. Hence there are
at least m − kn edge-simple alternating k-paths in total.
◀
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Using this, we prove:
▶ Lemma 27. E[σ ′′ ] = Ω

n
d



.

Proof. The number of buckets over all nodes in H (sp) is O(|E(H (sp) )|/(kd)), with as small
an implicit constant as we like by setting the constant in the definition of b to be as large as
we need. Each bucket survives as a node in G′′ with probability d−1 , since a bucket survives
if and only if its corresponding node survives. So the expected number of nodes in G′′ is at
most
E[|V (G′′ )|] ≤

c′ |E(H (sp) )|
kd2

for as small a constant c′ as we want. Any particular edge in H (sp) survives in G′ with
probability d−2 , and then it is clean (and thus survives in G′′ ) with probability ≥ 1/2 by
Lemma 24. So the expected number of edges in G′′ is at least
E[|E(G′′ )|] ≥

|E(H (sp) )|
.
2d2

By pushing c′ sufficiently small, it follows from Lemma 26 that the expected number of
edge-simple alternating k-paths in G′′ is
E[σ ′′ ] ≥ E[|E(G′′ )| − k|V (G′′ )|] = E[|E(G′′ )|] − kE[|V (G′′ )|]


|E(H (sp) )|
c′ |E(H (sp) )|
|E(H (sp) )|
≥
−k
≥Ω
2d2
kd2
d2
 
 


n
kn
nδ
=Ω
=Ω
,
=Ω
d2
d
d
where the last line is since we assume H (sp) has average degree δ ≥ cdk.

◀

Finally, putting the pieces together: by Lemmas 25 and 27, we have
n
σ
Ω
= E[σ ′′ ] ≤ k+1
d
d
and so, rearranging, we get
σ = Ω ndk



which proves our counting lemma.
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Abstract
A pair of sources X, Y over {0, 1}n are k-indistinguishable if their projections to any k coordinates
are identically distributed. Can some AC0 function distinguish between two such sources when k is
big, say k = n0.1 ? Braverman’s theorem (Commun. ACM 2011) implies a negative answer when X
is uniform, whereas Bogdanov et al. (Crypto 2016) observe that this is not the case in general.
We initiate a systematic study of this question for natural classes of low-complexity sources,
including ones that arise in cryptographic applications, obtaining positive results, negative results,
and barriers. In particular:
√
There exist Ω( n)-indistinguishable X, Y , samplable by degree-O(log n) polynomial maps (over
F2 ) and by poly(n)-size decision trees, that are Ω(1)-distinguishable by OR.
There exists a function f such that all f (d, ϵ)-indistinguishable X, Y that are samplable by
degree-d polynomial maps are ϵ-indistinguishable by OR for all sufficiently large n. Moreover,
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1

Introduction

A pair of sources X, Y over {0, 1}n are k-indistinguishable if their projections to any k
coordinates are identically distributed. Can some AC0 function distinguish between two such
sources when k is big, say k = n0.1 ? Braverman’s theorem [15, 56] implies a negative answer
when X is uniform, or equivalently when X, Y are k-independent. What about the general
case?
The above question was posed by Bogdanov et al. [13], who observed a tight connection1
(via LP duality) with the approximate degree of the distinguisher. Using this connection,
positive answers can be derived from the literature on the approximate degree of AC0
√
functions [44, 45, 53, 7, 1, 51, 17, 18, 19, 20, 21, 22, 52]. In particular, there exist nindistinguishable sources that can be Ω(1)-distinguished by the OR function [43] and n1−δ indistinguishable sources that can be Ω(1)-distinguished by an AC0 function for every
δ > 0 [22]. On the other hand, upper bounds on approximate degree imply limitations on
√
the indistinguishability threshold k. In particular, the n threshold for OR distinguishers is
known to be asymptotically tight, whereas the n1−δ threshold for AC0 distinguishers is only
conjectured to be tight.
The study of the bounded indistinguishability question in [13] was motivated by the
following “win-win” connection with cryptography. If the answer to the question turns out
to be positive, namely there exist k-indistinguishable X, Y that can be distinguished in
AC0 , this implies secret-sharing schemes 2 where the secret can be reconstructed in AC0 .
This is surprising in light of the fact that standard secret-sharing schemes, such as Shamir’s
scheme [50], use a linear function to reconstruct the secret. On the flip side, a negative answer
is motivated by the goal of protecting cryptographic applications against leakage of partial
information on their internal state. Concretely, in any application that was designed to
protect against local leakage of k bits, a negative answer implies automatic protection against
global AC0 leakage. Such applications abound in the vast literature on secure multiparty
computation (MPC), originating from [66, 34, 9, 23], and leakage-resilient circuits, originating
from [36]. Braverman’s theorem does not apply here because the process of computing on
secret-shared data, while respecting k-indistinguishability by design, inevitably creates local
dependencies. Obtaining provable resilience to AC0 leakage turned out to be a challenging
task that has led to more intricate constructions and analysis [31, 48, 12].

1
2

The connection with approximate degree breaks down over non-binary alphabets [13]. Here we restrict
the attention to the binary case, which suffices for our motivating applications.
Here we refer to a relaxation of standard threshold secret sharing that allows for a gap between the
secrecy and the reconstruction thresholds and for a small error probability. Bogdanov et al. [13] present
general techniques for narrowing the gap and making the error probability negligible by increasing the
share size, while keeping reconstruction in AC0 .
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On the downside, both kinds of “win” come with a caveat. In the secret-sharing application,
schemes arising from the approximate degree literature minimize reconstruction complexity
at the expense of a high sharing complexity, of generating the shares. The question of
simultaneously minimizing the complexity of sharing and reconstruction remained largely
open. For the leakage-resilience application, a general protection even against benign leakage
by an OR function (capturing so-called “selective failure” attacks, discussed below) requires
√
k ≫ n. Viewing n as the total number of wires in a circuit, existing constructions of
leakage-resilient circuits (such as [36]) are far from achieving this k-local secrecy threshold,
rendering the generic “security upgrade” guarantee essentially useless in the context of natural
applications.
Towards tackling both of the above challenges, we take a more fine-grained view of
bounded indistinguishablity, asking the following main question:
Can some AC0 function distinguish between simple k-indistinguishable sources?
To make the question precise, we need to specify a class F of samplers that define a
“simple” source. We also consider distinguisher classes C that are strict subclasses of AC0 , such
as depth 1 (OR) or depth 2 (DNF) distinguishers. Given F and C, the goal is to understand
the achievable tradeoff between the threshold k and the distinguishing advantage ϵ.
Braverman’s theorem resolves the analogous question for k-independent sources. As
k-independent sources can be sampled both linearly and locally, the fooling ability of such
sources does not depend on their complexity. In contrast, in this work we demonstrate that
the fooling power of k-indistinguishable sources is significantly affected by their complexity.
Useful classes of simple sources. We will be mainly interested in sources that can be
sampled by low-degree polynomial maps over F2 . Beyond the complexity-theoretic interest
in such sources (see, e.g., [46, 29, 30, 10, 39]), they are also motivated by the two kinds of
cryptographic applications discussed above. In the context of secret sharing, positive answers
for degree 1 sources (also referred to as linear or affine sources) would give rise to linear
secret-sharing schemes with AC0 reconstruction. Linear schemes have the useful feature of
supporting local addition of shared secrets. Perhaps more surprisingly, degree 2 (quadratic)
sources are also naturally motivated by cryptographic applications. We observe that many
existing MPC protocols from the literature (including the most efficient ones [26]) can be
brought to a form where, for every fixed input, the full transcript is a degree 2 function of the
randomness. This holds regardless of the complexity of the function being computed. If for
quadratic sources we can get negative answers for much smaller values of k than for general
sources, this would enable strong leakage-resilience guarantees for natural applications.
We also consider the minimal depth and locality required for sampling the sources. A
positive result from [13] shows that OR can distinguish between a pair of k-indistinguishable
AC0 -samplable sources. However, a direct implementation of this sampler has depth 9. How
low can the depth be? Considering locality, can AC0 distinguish between NC0 -samplable
sources? Positive answers to the above questions are motivated by the goal of simultaneously
minimizing the complexity of sharing and reconstructing secrets.
Useful classes of distinguishers. As random parity-0 and parity-1 strings are (n − 1)-wise
indistinguishable but samplable by essentially the simplest possible closed-under-projection
class F of linear 2-local sources,3 it is sensible to restrict attention to distinguisher classes C
3

The sampler for parity-b strings of length n is r1 , r1 ⊕ r2 , . . . , rn−2 ⊕ rn−1 , rn−1 ⊕ b.
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that cannot compute parities, such as AC0 or some subclass of it. The simplest subclasses
are depth 1 OR distinguishers (disjunction of a subset of the source bits and their negations)
and depth 2 DNF distinguishers. Positive results for OR give rise to visual secret-sharing
schemes [43], where the secret can be reconstructed by overlaying transparencies. Negative
results for OR and DNF are motivated by securing computations against selective failure
attacks, where there are multiple events that can trigger failure and only the existence
of failure is leaked to the attacker. Beyond this direct motivation, OR leakage comes up
naturally in MPC protocols based on garbled circuits [40, 35]. DNF leakage can capture
stronger selective failure attacks. See [13, 12] for further discussion.

1.1

Overview of results

We now give a detailed account of our main results, for the classes of source samplers F
and distinguishers C discussed above. The results can be classified into three types: positive
(distinguishability), negative (indistinguishability), and barriers. They are summarized in
Table 1.
Some of our results merely require that one of the sources X, Y be simple and allow the
other to be of arbitrary complexity. For given parameters k, ϵ, we say that
F weakly ϵ-fools C if for every k-indistinguishable pair X, Y with X ∈ F and Y ∈ F
and every C ∈ C, | Pr[C(X) = 1] − Pr[C(Y ) = 1]| ≤ ϵ. We refer to this as MAIN(k, ϵ).
F strongly ϵ-fools C if for every k-indistinguishable pair X, Y with X ∈ F or Y ∈ F and
every C ∈ C, | Pr[C(X) = 1] − Pr[C(Y ) = 1]| ≤ ϵ. We refer to this as GENERAL(k, ϵ).
In this terminology, Braverman’s theorem states that for k = polylog(n), the uniform
distribution strongly o(1)-fools AC0 . We say that C distinguishes F if F does not fool C.
√
Positive results. In [11, Section 5] we show the existence of an Oϵ ( n)-indistinguishable
pair of sources that are (1 − ϵ)-distinguishable by OR and samplable by (a) decision trees of
size polynomial in n, and (b) polynomials of degree O(log n) (Theorem 3) thereby showing
that OR ϵ-distinguishes the sources described in (a) as well as in (b). Part (a) improves on the
aforementioned result of Bogdanov et al., by weakening the circuit class from AC0 to decision
trees. Moreover, these sources implement an evolving visual secret sharing scheme [38] of
very low informational and computational complexities (see [11, Section 5.5]).
Our positive result for degree-O(log n) sources is obtained by applying a suitable randomized encoding technique [47, 54, 6] to sources sampled by decision trees. In [11, Section
8] we consider other applications of this technique, showing that a (hypothetical) positive
result for o(log log n)-local sources implies a positive result for 4-local sources. We also put
forward a natural conjecture ([11, Conjecture 7]) on the complexity of randomized encoding
of AC0 functions that may be viewed as a barrier to negative results.
Negative results. In contrast to Theorem 3, we show that constant-degree sources are
indistinguishable by OR (see Table 1):
1. O(log(n/ϵ))-indistinguishable linear sources strongly ϵ-fool polysize unambiguous DNFs
and ORs of O(1)-local functions. ([11, Lemma 6.2] + [11, Lemma 6.8])
2. O(log10 (n/ϵ))-indistinguishable quadratic sources strongly ϵ-fool polysize unambiguous
DNFs. (Theorem 4 + [11, Lemma 6.8])
3. Od,ϵ (1)-indistinguishable degree-d sources weakly ϵ-fool OR. ([11, Corollary 6.15] + [11,
Corollary 6.6.])
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Table 1 Our main results for sources in class F and distinguishers of type C. A positive result
gives a value of k such that there exist F -samplable, k-indistinguishable distributions that are ϵdistinguished by C. A negative result gives a value of k for which any F -samplable, k-indistinguishable
distributions ϵ-fool C. A barrier typically shows that proving a (stronger) negative result would
settle a natural conjecture, implying a conditional difficulty to do so. All distinguishers are poly(n)
sized. LDPC refers to uniform distributions over two distinct cosets of a good (linear) low-density
parity-check code. Due to space limitations, only a few results are formally stated. The precise
statements of negative results appear in [11, Section 6] and barriers in [11, Section 4.2, Section 7.2,
Section 8.2].

Barrier

Negative

Positive

Source (F )

Distinguisher (C)

Symmetric,
AC0
Mixture of
IID, Poly-size
decision trees,
Degree
O(log n)

Statement
Result

Ref.

OR

√
¬MAIN(Θϵ ( n), 1 − ϵ)

[13]

OR

√
¬MAIN(Θϵ ( n), 1 − ϵ)

Theorem 3

GENERAL(O(log 1ϵ ), ϵ)
MAIN(Oϵ (1), ϵ)
GENERAL(poly(log nϵ ), ϵ)
GENERAL(poly(log 1ϵ ), ϵ)
MAIN(O(log log(n/ϵ)), ϵ)

Theorem 1

Linear
O(1)-local DNF
Degree O(1)
OR
Quadratic Unambiguous DNF
Quadratic
OR
Depth 1
Arbitrary
Linear
Linear
(LDPC)
NC0

AC

0

MAIN(n/ log n, ϵ) ⇒ IPAP(ϵ)

0

No NC0 reduction to k-independence

AC

AC0

MAIN(nΩ(1) , 1/3) ⇒ [11, Conjecture 7]

In applications to leakage-resilient cryptography, it is desirable to make the adversary’s
advantage ϵ a negligible function of the instance size n. The first two negative results allow
a low indistinguishability parameter k even when ϵ must vanish exponentially with n. In
particular, the first result implies that all linear secret-sharing schemes are automatically
immune to selective failure attacks (see [13, Section 3.3]). The second result implies the same
kinds of immunity for efficient MPC protocols, as it turns out that the joint view of the
parties in such protocols can be sampled by quadratic polynomial maps (see [11, Section
9.1]).
GENERAL
local DNF

GENERAL
unambiguous DNF

MAIN
OR

¬MAIN
OR

Degree 1

Degree 2

Degree O(1)

Degree O(log n)

Figure 1 Main results in terms of degree for different classes of distinguishers.

As decision trees can be expressed by depth 2 AND/OR formulas (both CNFs and DNFs)
of the same size, our positive result leaves open the fooling power of depth 1 sources. We
obtain a strong negative result for such sources (see Figure 2) in Theorem 1 which is as
follows:
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▶ Theorem 1. If X, Y are two (log log(n/ϵ) + 2)-indistinguishable depth 1 sources then the
statistical distance between X and Y is at most ϵ.

MAIN
arbitrary

¬MAIN
OR

Depth 1

Depth 2

Figure 2 Main results in terms of depth for different classes of distinguishers.

This result is optimal not only in terms of the depth, but also in terms of the indistinguishability parameter, at least for constant ϵ (see a matching positive result in [11, Lemma
6.39]).
Barriers for linear sources. The basic building block of MPC protocols and other cryptographic applications is linear secret sharing. It is thus especially important to understand
the consequences of bounded indistinguishability for linear sources. We believe that it is
plausible to conjecture the following:
▶ Conjecture 2. k-indistinguishable linear pairs of sources on n bits o(1)-fool AC0 when
k = polylog(n).
When one of the sources is uniform, this is implied by Braverman’s theorem [15, 56].
When the distinguisher is the OR function, it follows from our first negative result. In [11,
Section 4.2] we show, however, that proving Conjecture 2 for any k = o(n/ log n) requires
first proving the “IPAP conjecture” (Inner Product by AC0 over Parities) of Servedio and
Viola [49], which states that the binary inner product function on n inputs (IP) cannot be
computed by AC0 ◦ ⊕ circuits, i.e. bounded-depth AND/OR circuits with a bottom layer
of PARITY gates. While a number of partial results have been obtained in support of
IPAP [25, 24, 16], it currently remains out of reach.
While IP is known not to be computable by the subclass DNF ◦ ⊕ of AC0 ◦ ⊕ [49, 2], its
approximability on a constant fraction of inputs remains open [25]. Proving even the special
case of Conjecture 2 when the class of distinguishers is restricted to DNFs requires resolving
this problem.
One possible approach for making progress on Conjecture 2 (and therefore also IPAP)
is to find, for every pair of k-indistinguishable linear sources, an AC0 reduction that maps
them to some pair of k ′ -independent sources. In [11, Section 7.2], we rule out the existence
of NC0 reductions of this type in general. However, in [11, Section 7.1] we give examples
of linear NC0 reductions to bounded independence for specific k-indistinguishable pairs of
sources that describe the views of MPC protocols. The results of [12] are also proved via
reductions of this type.
The examples in [11, Section 7.1] are related to the study of the complexity of distributions [5, 33, 59, 41, 8, 28, 60, 61, 62, 63, 64], intimately related to the study of extractors [58].
However, this line of study focuses on the complexity of sampling distributions given uniform
sources, whereas we allow arbitrary k-independent sources.
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On the gap between IPAP and Conjecture 2: predicting parity from parities. While a
positive resolution of the IPAP conjecture is necessary to prove Conjecture 2, it is unclear if it is
sufficient. Towards bridging this gap, in [11, Section 4.2] we show that Conjecture 2 is implied
by PREDICTION⊕ (AC0 , Ω(1/n)), where PREDICTION⊕ (C, ϵ) is the following statement (see
[11, Conjecture 5]):
A class-C circuit on n inputs that is given as advice some set S of linear functions of
its inputs, under the constraint that no polylog(n) of the functions in S XOR to the
parity of all inputs, cannot predict parity on a (1 + ϵ)/2 fraction of inputs.
In the other direction, PREDICTION⊕ (AC0 , Ω(1)) implies the average-case IPAP conjecture (see Figure 3). As additional evidence towards Conjecture 2, we prove that
PREDICTION⊕ (size-s DNF, 1 − Ω(1/s)) holds for s = poly(n), thereby strengthening a result
of Cohen and Shinkar [25] (see [11, Corollary 4.6]).
To give a bit more intuition on the distinction between Conjecture 2 and the IPAP
conjecture: Refuting Conjecture 2 is equivalent to showing that some (polynomial-length)
F2 -linear encoding of n input bits can be used by an AC0 circuit to nontrivially predict the
parity of some subset of these bits. (Here “nontrivially” means that the target parity is not
spanned by polylogarithmically many outputs of the encoding.) In contrast, refuting the
IPAP conjecture requires proving the existence of a single encoding as above that enables AC0
circuits to predict the parity of every subset. The equivalence between the two conjectures is
open even if we replace “predict” by “exactly compute.”
linear
GENERAL

MAIN

PREDICTION

linear

IPAP

Figure 3 Relations between indistinguishability, prediction, and the IPAP conjecture.

Applications to leakage-resilient cryptography. We already discussed applications to lowcomplexity secret sharing. In [11, Section 9] we consider applications to leakage-resilient
circuit compilers (LRCC) [36], which protect sensitive computations against leakage from
the internal wires of the computation. More concretely, an LRCC transforms a circuit C into
b mapping an encoded input to an encoded output, such that revealing
a randomized circuit C
b reveals essentially nothing about the
the output of a leakage function applied to wires of C
input. Much of the work in this area focuses on obtaining efficient constructions for local
leakage, confined to a small subset of k wires. Following [42], Faust et al. [31] considered
the global leakage model where the leakage function acts on all the wires but is restricted
to a low complexity class such as AC0 . LRCC constructions in this model, such as those
of Rothblum [48] and Bogdanov et al. [12], are complex to analyze and incur a significant
b of size Õ(λ2 |C|) for a security error parameter 2−λ . In
overhead, compiling a circuit C to C
contrast, the best known LRCC constructions in the local leakage model based on efficient
MPC protocols [27, 26] can be quite efficient and only incur a polylogarithmic overhead in
the local leakage parameter k. A natural question is whether this gap is inherent.
We show that one can bridge the efficiency gap between the local leakage and the global
leakage models assuming our main conjecture holds for quadratic sources. Specifically,
b =
assuming this conjecture, we give a construction of LRCC against AC0 circuits with |C|
|C| · polylog(λ) (plus additive terms that only depend on the depth of C). As an additional
application, we use the same conjecture for linear sources to show that a construction of
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LRCC from [36, 12] for the class of circuits that only contain XOR gates satisfies a stronger
security property. Namely, we show that security against AC0 leakage is retained even when
the output decoder is not implemented by a trusted hardware. We also show how to improve
the efficiency of this construction by relying on a high-rate variant of Shamir’s secret-sharing
scheme [32].
Summary of unconditional applications. While several of the cryptographic applications
presented in this work depend on unproven conjectures, others can be based on theorems we
prove unconditionally. For convenience, we summarize applications of the latter kind below.
Low-complexity secret sharing. Our positive results imply secret-sharing schemes
√
with secrecy threshold k = Ω( n), reconstruction by OR4 (with small constant error
probability), and sharing by (depth-2) polynomial-size decision trees or degree-O(log n)
F2 -polynomials ([11, Section 5.2] and [11, Section 5.3] respectively). This improves over
similar results in [13] in which sharing is done by higher depth AC0 circuits. We show
that our schemes are depth-optimal by ruling out similar schemes with depth-1 sharing.
Concretely, we show that the highest achievable secrecy threshold for schemes with
depth-1 sharing is k = Θ(log log n) (see [11, Section 6.5]). Finally, our results imply the
first evolving visual secret-sharing scheme in the sense of [38] (see [11, Section 5.5]).
Leakage-resilient cryptography.
Our negative results imply that kindistinguishability of degree-1 or degree-2 sources with k ≥ polylog(n) suffices for
protecting against low-depth leakage classes, including depth-1 AC0 and unambiguous
DNF. The latter capture natural kinds of selective failure attacks. We further show that
degree-2 sources suffice in the context of efficient leakage-resilient circuit compilers. In particular, all of the applications discussed above and in [11, Section 9] apply unconditionally
to leakage by depth-1 AC0 and unambiguous DNF.

1.2

Open questions

Our results suggest many open questions. We would like to single out the following.
√
▶ Open Question 1. What is the smallest possible degree d for which there are Θ( n)indistinguishable degree d sources which OR can Ω(1)-distinguish?
Our results show that d = ω(1) and d = O(log n).
▶ Open Question 2. Are the GENERAL and MAIN conjectures equivalent? Is the PREDICTION conjecture for linear sources implied by IPAP?
We are mainly interested in the case of AC0 distinguishers. GENERAL trivially implies
MAIN, and PREDICTION for linear sources implies IPAP, so the open question is asking for
the converse directions. We are able to show that MAIN and PREDICTION are equivalent
for linear sources (for general sources, we only know that MAIN implies PREDICTION). A
positive answer to the latter question roughly amounts to showing that if linear preprocessing
can help AC0 circuits nontrivially predict some parity of n bits then there is universal
linear preprocessing that helps predict all parities. This implication is open even for exact
computation.

4

Alternatively, allowing AC0 reconstruction, an amplification technique from [13] can be used to obtain
near-threshold schemes with negligible reconstruction error and the same sharing complexity.
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▶ Open Question 3. Is there a pair of nΩ(1) -indistinguishable sources, samplable in NC0 ,
which can be Ω(1)-distinguished in AC0 ?
A positive answer would imply an extreme form of low-complexity secret sharing, where
secrets are shared by NC0 circuits and reconstructed by AC0 circuits. Our positive results
imply weaker secret-sharing schemes with sharing by polynomial-size decision trees. In [11,
Section 8] we show that a negative answer to the question would imply a natural conjecture
on low-complexity randomized encodings of functions. Another reason why settling Open
Question 3 in the negative may be challenging is the difficulty of ruling out local sampling
(up to a small statistical error) even for some simple and explicit distributions [63].

2

Technical Overview of Our Results

In this section we outline the proofs of some of our main results. For a detailed discussion, see
√
the full version [11]. In Section 2.1 we describe our construction of Ω( n)-indistinguishable
sources that are samplable by sources of degree O(log n) and are Ω(1)-distinguished by OR.
In Section 2.2 we describe our various indistinguishability results. Finally, in Section 2.3 we
outline the proof of the equivalence of MAIN and PREDICTION for linear sources, and the
proof that LDPC sources cannot be reduced to bounded independence using local maps.

2.1

OR can distinguish logarithmic degree sources

√
Bogdanov et al. [13] showed that there exists a pair X, Y of n-indistinguishable sources
over {0, 1}n which OR distinguishes, by appealing to LP duality. Explicit constructions
appear in other works, for example Špalek [55] and Bun and Thaler [17]. However, except
for a construction of AC0 -sampleable sources from [13], the corresponding distributions do
not satisfy natural notions of computational simplicity. As our first result, we show how to
reduce X,Y to sources samplable by polynomial size decision trees, as well as to sources of
degree Oϵ (log n), proving the following.
▶ Theorem 3.
√
(a) For any ϵ > 0 there exists a pair X, Y of Θϵ ( n)-indistinguishable sources over {0, 1}n
samplable by decision trees of size Oϵ (n3 log2 n) that the OR function OR(x) = x1 ∨· · ·∨xn
can (1 − ϵ)-distinguish.
√
(b) For any ϵ > 0 there exists a pair X, Y of Θϵ ( n)-indistinguishable sources over {0, 1}n
of degree Oϵ (log n) that the OR function OR(x) = x1 ∨ · · · ∨ xn can (1 − ϵ)-distinguish.
√
We convert an arbitrary pair of n-indistinguishable distributions which OR can distinguish into a similar pair samplable by simple sources using a sequence of reductions:
Arbitrary sources ====⇒ Mixtures of iid ====⇒ Decision trees ====⇒ O(log n) degree
Each of these reductions preserves indistinguishability (possibly modifying n) while having
only a small effect on the distinguishing advantage of OR.
Mixtures of i.i.d. A distribution on {0, 1}n is a mixture of iid if we can sample it using a
two-step process:
1. Sample a bias p ∈ [0, 1] according to some distribution on [0, 1].
2. Sample n iid bits with bias p.
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Given an arbitrary source X 0 over {0, 1}m , we construct a mixture of iid X 1 using eraseall-subscripts symmetrization [21]: Sample x ∼ X 0 , and then sample n uniform bits chosen
from x.
If X 0 , Y 0 are k-indistinguishable and we construct X 1 , Y 1 in this fashion, then X 1 , Y 1
are still k-indistinguishable. If X 0 , Y 0 are ϵ-distinguished by OR then this means that
| Pr[X 0 = 0] − Pr[Y 0 = 0]| ≥ ϵ. Since

n
1
Pr[X 0 = 0] ≤ Pr[X 1 = 0] ≤ Pr[X 0 = 0] + 1 −
,
m
if we choose n = Θ(m log(1/ϵ)) then X 1 , Y 1 are Ω(ϵ)-distinguished by OR. We can choose
√
√
X 0 , Y 0 to be k-indistinguishable for k = Θ( m) = Θ( n).
Decision trees. The next step is to show that we can approximately sample X 1 , Y 1 using
decision trees whose randomness derives from a supply of unbiased random bits. If we
had access to biased random bits, then this would be immediate, and we can simulate
biased random bits using unbiased random bits with some small failure probability. In
order to maintain k-indistinguishability, in case of failure we output the constant vector 0.
In this way we construct a pair of sources X 2 , Y 2 which are k-indistinguishable and are
Ω(ϵ)-distinguished by OR.
How large are the decision trees used to sample X 2 , Y 2 ? This depends both on the
failure probability and on the complexity of X 1 , Y 1 , as measured in the bit complexity of
the probabilities used to define these mixtures of iid. Taking a close look at the construction
of Bun and Thaler [17], we show that if we use it as our starting point X 0 , Y 0 then the
resulting X 1 , Y 1 are low complexity, and so X 2 , Y 2 are samplable using polynomial size
decision trees for any constant failure probability.
Logarithmic degree. The final step is converting X 2 , Y 2 to a pair of distributions X 3 , Y 3
samplable by sources of degree O(log n). The idea is to used a randomized encoding inspired
by the Razborov–Smolensky [47, 54] lower bound technique. (See [11, Section 8] for a more
general perspective using the randomized encoding framework of [6].)
Razborov and Smolensky approximate the AND function on ℓ bits to error 2−d using the
degree-d F2 polynomial


d
ℓ
Y
X
1 +
ri,j (1 + xj ) .
i=1

j=1

Here x1 , . . . , xℓ are the inputs, and ri,j are random bits. When x1 = · · · = xℓ = 1, this
expression always equals 1, and otherwise each factor is a random bit, and so the expression
equals 0 with probability 1 − 2−d .
A decision tree can be written as an “unambiguous” sum of conjunctions, that is, at most
one conjunction can be true. For example, the decision tree
x1
0

1

x2
0

0
can be expressed as
(1 − x1 )(1 − x3 ) + x1 x2 .

x3
1

0

1

1

1

0
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We have one conjunction per leaf labeled 1, and the conjunction corresponds to the path
leading to the leaf.
We convert the decision tree into a polynomial by replacing each conjunction with its
Razborov–Smolensky encoding. If the decision tree has size s then we need the error to be
O(ϵ/s), and so the resulting degree is log(s/ϵ). When s is polynomial, this is O(log(n/ϵ)).
We note that when attempting to apply the Razborov–Smolensky encoding to a general
AC0 circuit, rather than a decision tree or an unambiguous DNF, not only does the degree
of the encoding grow to polylog(n), but there is also an encoding privacy error. The latter
results in an approximate notion of k-indistinguishability in which the k-projections have
2−polylog(n) statistical distance. This relaxed notion, studied in [14], is qualitatively weaker
than the perfect notion we consider in this work. In particular, it may totally break down
when the projection set is chosen in an adaptive fashion. See [11, Section 8] for more details.

2.2

Fooling OR and DNFs

In this section we describe our various negative results, as described in Table 1. Most of
these results are proved via the notion of predictability, which we first explain. We then
briefly outline the proofs of the remaining negative results.

2.2.1

Predictability

Let X be a source over {0, 1}n . We say that a subset S of coordinates ϵ-predicts X if
Pr[X|S = 0 and X ̸= 0] ≤ ϵ.
Roughly speaking, this means that in order to know the value of OR on X, it suffices to
peek at the coordinates in S.
If X, Y are each ϵ-predicted by a subset of k coordinates, then the union of the two
subsets ϵ-predicts both sources. Hence if X, Y are 2k-indistinguishable, then they ϵ-fool OR.
A more surprising observation is that if Y is ϵ/n-predicted by a subset S of k coordinates
and X, Y are (k + 1)-indistinguishable, then S also ϵ-predicts X; this is because for any
coordinate i ∈
/ S,
Pr[Y |S = 0 and Y i ̸= 0] ≤

ϵ
.
n

Accordingly, we define two notions of predictability for classes of sources:
F is weakly predictable if for every ϵ > 0, any source from F is ϵ-predicted by a subset of
C(ϵ) coordinates.
F is strongly predictable if for every ϵ > 0, any source from F is ϵ-predicted by a subset
of polylog(1/ϵ) coordinates.
Strongly predictable sources in fact fool not only OR, but also unambiguous DNFs. An
unambiguous DNF is a disjunction of conjunctions, with the promise that no two conjunctions
can be satisfied simultaneously. As explained in Section 2.1, a decision tree of size s can be
converted to an unambiguous disjunction of at most s conjunctions. Writing the unambiguous
DNF as a sum of ANDs (over the reals!), it suffices to (ϵ/s)-fool each AND in order to ϵ-fool
the entire DNF. Consequently (since fooling ANDs and ORs is the same), polylog(ns/ϵ)indistinguishable sources ϵ-fool unambiguous DNFs as long as one of the sources belongs to a
strongly predictable class of sources which is closed under input negation.
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2.2.2

Applying predictability

Our main results are:
Constant degree sources are weakly predictable. This also includes sources of constant
locality.
Quadratic sources (i.e., degree 2 sources) are strongly predictable.
We also show that linear sources fool local DNFs, which are disjunctions of local functions.
The proof is very similar to the proof that local sources fool OR, and so we do not describe
it here.
Linear sources. We prove predictability using the structure vs randomness paradigm. As an
example, consider the class of linear sources, in which each output bit is an affine combination
of input bits. For ease of exposition, we consider the special case in which each output bit is
a linear combination of inputs bits (i.e., we disallow x1 = r1 ⊕ r2 ⊕ 1). We will show that
every linear source X is ϵ-predicted by a subset of log(1/ϵ) coordinates.
The source X is pseudorandom if it has rank at least log(1/ϵ). In this case, any subset S
of log(1/ϵ) linearly independent coordinates ϵ-predicts X, since Pr[X|S = 0] ≤ ϵ.
The source X is structured if it has rank at most log(1/ϵ). In this case, we choose a
subset S such that {X i }i∈S spans X 1 , . . . , X n . This subset 0-predicts X since if X|S = 0
then X = 0.
Local sources. A more sophisticated example is that of s-local sources, that is, sources
where every output bit X i depends on at most s input bits, forming a set Ji . Suppose that
we are given such a source X.
The source X is pseudorandom if we can find 2s log(1/ϵ) coordinates which depend
on disjoint sets of inputs. A short calculation shows that the probability that all these
coordinates equal zero is at most ϵ.
Otherwise, the source X is structured: we can find a “hitting set” T of size s2s log(1/ϵ)
for J1 , . . . , Jn . For each setting of the input bits in T , the source simplifies to an (s − 1)-local
source, and we can find an ϵ-predicting set by induction. Putting all of these sets together,
we obtain an ϵ-predicting set for the original source.
A very similar argument appears in work of Trevisan [57], in the context of deterministic
approximate counting of solutions to k-CNFs, and in recent work of Akmal and Williams [3],
in the context of threshold counting of solutions to k-CNFs. See Williams [65] for deterministic
approximate counting of solutions to systems of polynomial equations, a topic related to our
next example, constant degree sources.
Constant-degree sources. We handle degree d sources using a similar argument. We need
to find a pseudorandomness condition for a set S of coordinates which will guarantee that
Pr[X|S = 0] ≤ ϵ. Such a condition is supplied by higher-order Fourier analysis: if all linear
combinations of {X i }i∈S have high rank (a notion we explain below) and S is large enough,
then Pr[X|S = 0] ≤ ϵ (pseudorandom case).
Otherwise (structured case), we choose a maximal set T such that all linear combinations
of {X i }i∈T have high rank. By the definition of rank, this implies that each i ∈
/ T simplifies,
modulo {X i }i∈T , to a function depending on a bounded number of degree d − 1 polynomials,
and we can complete the proof by induction.
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Quadratic sources. The arguments for local sources and for constant degree sources result
in a very bad dependence between ϵ and the size C(ϵ) of the ϵ-fooling subset of coordinates.
In the case of quadratic sources, we are able to use Dickson’s structure theorem for quadratic
polynomials, via a series of careful reductions, to obtain the much better dependence
C(ϵ) = O(log10 (1/ϵ)).
▶ Theorem 4. The class of quadratic sources is (O(log10 (1/ϵ)), ϵ)-predictable.

2.2.3

Other negative results

We prove two other negative results: the prediction variant holds for linear sources and DNF
distinguishers, and depth 1 sources fool arbitrary distinguishers.
PREDICTION holds for linear sources and DNF distinguishers. Given a DNF ϕ and a
linear source X, our goal is to show that if no k coordinates of X span some target parity π,
then ϕ cannot compute π, even with a small error.
If T is any term of ϕ, then the probability that T is satisfied is 2− rank(T ) , where the rank
of T is the rank of the span of the corresponding coordinates of X. If T has large rank then
it is unlikely to be satisfied, so we can drop all of these terms, obtaining a narrow DNF ψ.
We now apply Jackson’s lemma [37], according to which ψ must correlate with some
Fourier character χS , where S is a subset of the set of variables appearing in some term of ψ.
Since all terms in ψ are narrow and ψ computes π (with small error), this implies that π has
nontrivial correlation with, and so is equal to, a linear combination of a small number of
coordinates in X, which contradicts our initial assumption.
Depth 1 sources fool arbitrary distinguishers. Let X, Y be k-indistinguishable depth 1
sources, that is, each coordinate is an AND or OR of literals. Since we allow arbitrary
distinguishers, we can assume that each coordinate is an AND of literals.
Wide conjunctive coordinates are hardly ever 1, so allowing for a small error, we can
replace them with constant 0 coordinates. We are left with only narrow coordinates, say of
width at most log(n/ϵ). Applying a result of Amano et al. [4], if k = log log(n/ϵ) + 2 then
the two truncated sources are identically distributed, completing the proof.

2.3

Other results

MAIN and PREDICTION are equivalent for linear sources. To prove the equivalence
between [11, Conjecture 9] (MAIN⊕ (AC0 )) and PREDICTION⊕ (AC0 ), we consider an equivalent formulation of PREDICTION⊕ (AC0 ), which we call COSET⊕ (AC0 ). This is the special
case of MAIN⊕ (AC0 ) in which the two k-indistinguishable sources arise from a single source
by fixing the first bit of the seed. The resulting sources are uniformly distributed on two
cosets of the same linear subspace, hence the name. The equivalence of the two formulations
is a simple exercise (see [11, Section 4]).
Two linear sources are k-indistinguishable if they satisfy the same affine constraints of
width k or less. This suggests the following strategy for proving MAIN⊕ (with parameters k, ϵ)
given COSET⊕ (with parameters k, δ): Given two k-indistinguishable linear sources X, Y ,
construct the “free k-indistinguishable source” Z given by all affine constraints of width at
most k satisfied by X. This is the most general linear source which is k-indistinguishable
from X. Moreover, we obtain exactly the same source if we apply the same construction to
Y . Therefore it suffices to show that X, Z fool C.
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The idea is to construct a sequence of hybrids Z 0 , . . . , Z t , where Z 0 = Z, Z t = X, and
Z i+1 is obtained from Z i by imposing one more affine constraint. We can also define W i+1
in the same way, by imposing the opposite constraint (for example, x1 ⊕ x2 = 1 rather than
x1 ⊕ x2 = 0). By construction, Z i+1 , W i+1 are cosets, and so COSET⊕ (AC0 ) shows that they
δ-fool C. On the other hand, Z i is a 12 - 12 mixture of Z i+1 , W i+1 , and so Z i , Z i+1 δ/2-fool C.
In total, X, Z tδ/2-fool C, and so X, Y tδ-fool C. Clearly t ≤ n, and so it suffices to take
δ = ϵ/n.
LDPC codes cannot be reduced to bounded independence using local maps. An LDPC
code is a code whose parity-check matrix is sparse: every message bit appears in exactly D
parity checks (this is one of several common definitions). If we choose a θn × n parity-check
matrix at random, then the bipartite graph corresponding to the parity-check matrix will be
an expander, and so the corresponding code will have linear minimum distance, say at least
γn.
A simple sensitivity argument shows that for large n, such a code C cannot be generated
using B-local maps from the uniform distribution over m bits: The n × m binary matrix
describing which input bits each output bit depends on contains at most Bn ones, and so
there must be some input bit affecting at most Bn/m output bits. Flipping this bit results
in flipping at most Bn/m input bits. Since the minimum distance of C is at least γn, this
shows that m ≤ B/γ. On the other hand, m must be at least the rate (1 − θ)n of the code,
and we obtain a contradiction for n > B/γ(1 − θ).
Does the picture change if we are allowed to reduce to an arbitrary k-independent
distribution z? Let P be the parity-check matrix of C, and let F denote the B-local
reduction. Thus P F (z) = 0 for all z in the support of z. Since every column of P contains
D many ones, the average row of P contains D/θ many ones, and so the typical entry of
P F (z) depends on at most BD/θ many bits of z. If BD/θ ≪ k then the projection of z to
these coordinates will have full support due to k-independence, and so P F (z) = 0 for all
z. Thus F also works as a reduction to the uniform distribution, allowing us to apply the
earlier lower bound.
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1

Introduction

A locality-preserving hash function [18, 16] is a distance-respecting mapping from a complex
input space to a simpler output space. Inspired by recent results in cryptography, we study a
new kind of locality-preserving hash functions that map strings to integers while respecting
the shift distance between pairs of input strings with high probability. A distinctive feature of
these hash functions is that they can be computed in sublinear time with low error probability.
Why shifts? Why sublinear? Our hash functions for shifts can be thought of as sublineartime location sensors that measure a relative position in an unfamiliar environment by taking
a sublinear-size sample of the surroundings. This can apply in a variety of settings. For
instance, “surroundings” may refer to a local view of an unexplored territory, a long string
such as a DNA sequence, an external signal such as a GPS synchronization sequence, a
digital document such as big pdf file or a virtual world, or a huge mathematical object such
as a cryptographic group. See [2, 19] for applications of shift finding to GPS synchronization,
image alignment, motion estimation, and more.1 We will discuss additional cryptographic
and algorithmic applications in Section 1.1.3 below. We are motivated by scenarios in which
the local view contains an enormous amount of relevant information that cannot be naively
sub-sampled or compressed. This calls for sublinear-time solutions.
Simple shift-finding solutions. To motivate the new primitive, consider the following simple
shift-finding problem. An n-bit string x is picked uniformly at random, and then cyclically
shifted by s bits the left, for some 0 ≤ s < n. Let y be the resulting string. For instance,
x, y may be obtained by measuring the same periodic signal at different phases. We write
y = x ≪ s. The shift-finding problem is to find the shift amount s given x and y.
In a centralized setting, where x and y are both given as inputs, it is easy to solve the
problem in sublinear time (with small error probability), querying only Õ(n1/2 ) bits of the
√
input, by matching substrings of x of length ℓ = O(log n) starting at positions 1, 2, . . . , n
√
with length-ℓ substrings of y whose starting position is a multiple of n. (This is a simplified
version of a noise-resilient algorithm from [2].) This algorithm is nearly optimal, since any
√
shift-finding algorithm for an unbounded shift amount s should read Ω( n) bits of the
input [3].
In a distributed setting, a natural goal is to design a sketching algorithm that compresses
a single input into a short sketch, such that given the sketches of x and y one can recover

1

While previous related works study a noise tolerant variant of shift distance, which arises naturally in
the applications they consider, in this work we focus on the simpler noiseless case. Beyond theoretical
interest, the simpler notion is motivated by applications. For instance, a local view of a digital document
or a mathematical object is noiseless. The noisy case is studied in a follow-up work [4], which obtains
nearly tight bounds on the (sublinear) amount of random noise that can be tolerated.
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s with high probability. Note that the previous centralized algorithm does imply such a
√
sublinear-size sketch, but only with Õ( n) output size, which is far from optimal. Instead,
one could use the following classical approach [10]: let the sketch of x be an integer 0 ≤ zx < n
that minimizes x ≪ zx (viewed as an n-bit integer), and similarly for y. It can be easily seen
that s = zx − zy mod n whenever the minimum is uniquely defined.
The logarithmic sketch size of this simple solution is clearly optimal. Moreover, it realizes
something even stronger than sketching: a hash function h : {0, 1}n → Zn that respects
cyclic shifts in the sense that for a random input x, we have h(x) = h(x ≪ s) + s except
with small probability. That is, shifting the input by s changes the output by s in the same
direction. This is useful for applications. For instance, given t hashes zi = h(yi ), where
yi = x ≪ si for i = 1, . . . , t, one can easily compute in time Õ(t) the relative offsets of all yi .
The main downside of the above hashing-based solution compared to the centralized
algorithm is its linear running time. A natural question is whether one can enjoy the best of
both worlds:
Can we combine the sublinear running time of the centralized algorithm with the
optimal sketch size and locality-sensing features of the hashing-based solution?

1.1

Our Contribution

We initiate a study of hashing-based solutions to the shift-finding problem. We capture such
solutions via the following notion of locality-preserving hash function for shifts.
▶ Definition 1. A function h : {0, 1}n → Zn is a (d, δ) locality-preserving hash function for
shifts (LPHS) if: (1) h can be computed by (adaptively) querying d bits of its input, and (2)
Pr [h(x) ̸= h(x ≪ 1) + 1] ≤ δ, where x is random and ≪ 1 denotes a cyclic shift by one bit
to the left.
Note that, by a union bound, an LPHS as above satisfies Pr [h(x) ̸= h(x ≪ s) + s] ≤ s · δ for
any shift amount 0 ≤ s < n. Thus, an LPHS has a better accuracy guarantee for smaller
shifts. Intuitively, an LPHS can be thought of as a sublinear-time computable location
identifier that suffices (with high probability) for determining the exact relative location with
respect to adjacent identifiers.
Other LPHS flavors. The above notion of LPHS addresses the basic shift-finding problem
as discussed above, but is limited in several important ways: it only considers cyclic shifts
and 1-dimensional inputs, and it only guarantees average-case correctness for uniformly
random inputs. To address these limitations, we additionally consider other flavors of the
basic LPHS notion defined above that are more suitable for applications. These include a
non-cyclic variant, where instead of x ≪ 1 we remove the leftmost bit of x and add a random
bit on the right; a k-dimensional variant, where the input is a k-dimensional matrix and the
output is in Zkn ; and a worst-case variant where the quantification is over an arbitrary x
that is “far from periodic” and the probability is over the choice of h. (The latter variant
better corresponds to the typical notion of a randomized hash function.) The applications
we present crucially depend on these extensions.

1.1.1

Near-Optimal LPHS via Distributed Discrete Log

We establish a general two-way connection between LPHS and algorithms for the distributed
discrete logarithm (DDL) problem [5]. Before explaining this connection, we start with
relevant background.
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The traditional discrete logarithm (DL) problem is parameterized by a cyclic group
G of order n with a generator g, where n is typically a large prime. The challenge is to
recover a random u ∈ Zn from g u . Many cryptographic applications rely on the conjectured
intractability of the DL problem in special types of groups, including subgroups of Z∗p and
certain families of elliptic curves.
The DDL problem is a distributed variant of the DL problem that was recently introduced
in the context of group-based homomorphic secret sharing [5]. In DDL there are two parties,
where the first party’s input is g u for a random u, and the second party’s input is g u+s where
s ∈ {0, 1} (more generally, s can be a small integer). The goal is for each party to locally
output an integer, such that the difference between the two outputs is s. One can assume
without loss of generality that the two parties run the same algorithm.
Note that a DL algorithm can be used to perfectly solve the DDL problem. However,
this is computationally infeasible in a cryptographically hard group, where n is enormous.
Instead, a DDL algorithm uses a bounded running time (typically polylogarithmic in the
group order n) to obtain the correct difference except with error probability δ. For instance,
the initial solution proposed in [5] uses a pseudorandom function to mark each group element
as “distinguished” with probability δ, and makes each party, on input v, output the smallest
z ≥ 0 such that v · g z is distinguished. The (expected) running time of this algorithm is
roughly 1/δ, and the error probability is δ (corresponding to the case where s = 1 and g u is
distinguished).
The DDL problem can be related to the LPHS problem (over a non-binary alphabet)
by associating each party’s DDL input v with an LPHS input consisting of the sequence of
group elements x = (v, gv, g 2 v, . . . , g n−1 v). Indeed, multiplication of the DDL input by g
corresponds to a cyclic shift of x by one symbol to the left. We formalize this intuition by
proving a general two-way relation between LPHS and DDL algorithms in the generic group
model [24], where group elements are assigned random labels and the algorithm is only given
oracle access to the group operation.2
The applications we derive from the above connection give an unusual example for the
usefulness of results on group-based cryptography in a post-quantum world. Indeed, all
traditional applications of group-based cryptography are subject to quantum polynomial-time
attacks using Shor’s algorithm, and are thus useless in a post-quantum world. If scalable
quantum computers become a reality, cryptosystems that are “quantum broken” will become
obsolete. In contrast, sublinear-time classical algorithms will still be meaningful even in a
post-quantum world.
LPHS constructions. The simple DDL algorithm from [5] corresponds to a (d, δ)-LPHS
where δ = Õ(1/d). Another simple LPHS construction with similar parameters, implicit in
a DDL algorithm from [6], makes a simple use of MinHash [8]: let h(x) output the index
i, 1 ≤ i ≤ d, that minimizes the value of a MinHash applied to a polylogarithmic-length
substring of x starting from xi .
It is tempting to conjecture that the above simple LPHS constructions are near-optimal, in
the sense that δ = o(1/d) is impossible. It turns out, however, that a quadratic improvement
can be obtained from a recent optimal DDL algorithm due to Dinur et al. [11]. Their Iterated
Random Walk (IRW) algorithm, whose self-contained description appears in the full version,

2

Specifically, in Section 3 we prove that any LPHS gives a DDL algorithm (in the generic group model)
with similar parameters, while any DDL algorithm gives an LPHS with a negligible cost in error
probability assuming d = O(n1/4 ) and n is prime.
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is based on a carefully chosen sequence of random walks in the group. It can be viewed as
a non-trivial extension of Pollard’s classical “kangaroo” DL algorithm [22], which runs in
√
time Õ( n) and has low space complexity. Applying the LPHS vs. DDL connection to the
positive and negative results on DDL from [11], we get the following theorem.
▶ Theorem 2 (Near-optimal LPHS). There exist (d, δ)-LPHS with: (1) δ = Õ(d−2 ) for
√
√
d ≤ n, and (2) δ = n−ω(1) for d = Õ( n). Furthermore, both “δ = Õ(d−2 )” in (1) and
“d = Õ(n1/2 )” in (2) are optimal up to polylogarithmic factors.
Interestingly, any sublinear-time LPHS must inherently make adaptive queries to its
input. Adaptive queries are unusual in the context of sublinear metric algorithms, but were
previously used in sublinear algorithms for approximating edit distance [23, 9, 15]. A random
walk technique was recently used in [17] to obtain a sublinear-time embedding of edit distance
to Hamming distance.
Additional variants. We prove similar bounds for the worst-case and non-cyclic variants of
LPHS, which are motivated by the applications we discuss in Section 1.1.3. The result for
the worst-case variant is obtained via a general reduction, and inevitably excludes a small set
of inputs that are close to being periodic. The result for the non-cyclic case does not follow
generically from the cyclic case (except when d < n1/3 ), and requires a special analysis of
the IRW algorithm [11]. Also, in this case only (1) holds, since the error probability of a
√
non-cyclic LPHS must satisfy δ = Ω(1/n) regardless of d. In fact, whereas d = n is the
√
hardest case for Theorem 2 in the non-cyclic case (in that (1) for d = n easily implies
(1) for smaller d), it is the easiest for the cyclic case (in that it is implied by the simpler
algorithm of Pollard [22]).
In the context of sketching for shifts, the above results imply solutions that simultaneously
√
achieve near-optimal sketch size of at most polylog(n), near-optimal running time of Õ( n),
and negligible error probability, for both cyclic and non-cyclic shifts, and for arbitrary
“far-from-periodic” inputs.

1.1.2

Multidimensional LPHS

Viewing LPHS as a location identifier, it is natural to consider a generalization to two
dimensions and beyond. Indeed, a 2-dimensional (non-cyclic) LPHS can be useful for aligning
or sequencing local views of a big 2-dimensional (digital or physical) object. A k-dimensional
LPHS maps a k-dimensional matrix (with entries indexed by Zkn ) into a vector in Zkn so that
(cyclically) shifting the input matrix by 1 in axis i changes the output vector by the unit
vector ei , except with δ error probability. As before, this guarantees recovering an arbitrary
shift vector with error probability that scales with the ℓ1 norm of the shift.
Upper bounds. In the 2-dimensional case, the algorithm can be viewed as allowing two
non-communicating parties, who are given points (x, y) and (x + α, y + β) in the same random
for unknown α, β ∈ {0, 1}, to maximize the probability of synchronizing at the same point,
where only d queries are allowed. A straightforward approach is to use a MinHash algorithm
in which the parties take the minimal hash value computed on values of a d1/2 × d1/2
matrix of elements beginning at the location of each party, resulting in a (d, δ)-LPHS with
δ = Õ(d−1/2 ). A better error bound of δ = Õ(d−2/3 ) can be obtained by combining the
application of MinHash on one axis with the application of the aforementioned optimal IRW
algorithm on the other axis.
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We present three improved algorithms in Section 4. The simplest of those, with a bound
of δ = Õ(d−4/5 ), is obtained by applying IRW on both axes. A natural idea is to first
synchronize on the column; then, synchronizing on the row is easy, using the 1-dimensional
IRW algorithm. To synchronize on the column, the parties perform the 1-dimensional IRW
algorithm with d/d′ “horizontal” steps, where the information used to determine each step is
distilled from the column in which the current point resides by using an IRW algorithm with
d′ “vertical” steps. The analysis in Section 4 (Lemma 19) shows that the bound δ = Õ(d−4/5 )
is obtained for the parameter d′ = d3/5 .
Our main upper bound is obtained by a more complex algorithm, which – perhaps,
surprisingly – does not rely on the optimal 1-dimensional IRW algorithm at all. We prove:
▶ Theorem 3. For n = Ω̃(d), there is a 2-dimensional (d, δ)-LPHS with δ = Õ(d−7/8 ).
There is also a non-cyclic 2-dimensional LPHS with the same parameters.
The algorithm we use to prove Theorem 3 consists of three stages. After each stage the
parties either converge to the same location, in which case they stay synchronized to the end
of the algorithm, or the two walks are within a bounded distance from each other. Stage 1
begins with a distance of at most 1 on each axis, and is a straightforward application √
of the
2-dimensional MinHash-based algorithm. Stage 2 begins with a distance
of
at
most
d on
√
each axis and uses an asymmetric deterministic walk that consists of d horizontal steps of
size ∼ d1/4 , where each√step is pseudo-randomly determined by information distilled from a
vertical walk of length d and step sizes ∼ d1/4 . Stage 3 begins with a distance of at most
d3/4 on each axis and uses a different deterministic walk. This time, the horizontal steps are
of size 1, while the vertical steps are of size about d3/8 , and unlike all other steps, can be
negative. The analysis of the algorithm relies on martingale techniques.
Finally, we present another 2-dimensional LPHS algorithm, which seems harder to analyze,
but for which we conjecture that the error rate is at most Õ(d−1 ). This bound is essentially
the best one can hope for given the lower bound discussed below. The idea behind this
algorithm is to not treat the axes separately but rather to perform
a series of deterministic
√
walks over Z2 , with step sizes of about d1/4 , d3/8 , d7/16 , . . . , d/2. Our experiments suggest
that the error rate of this algorithm is indeed Õ(d−1 ). However, the analysis (and especially
deterministic resolution of cycles in the random walk) is quite involved, and settling our
conjecture is left open for future work. Nevertheless, the heuristic algorithm can be used in
cryptographic applications (such as packed homomorphic secret sharing which is described
next) without compromising their security. Moreover, the worst-case scenario in which the
error is larger than predicted by our experiments can be easily detected by applications.
Lower bound. We complement our positive results by proving the following lower bound,
extending in a nontrivial way the lower-bound for 1-dimensional LPHS obtained from [11]
via the DDL connection.
▶ Theorem 4. For n = Ω(d2/k ), any k-dimensional (d, δ)-LPHS satisfies δ = Ω(d−2/k ).
The intuition is related to the birthday bound. A k-dimensional box with edge length d2/k
contains d2 points. If the k-dimensional shift is uniform within this box, we expect the d
queries of the two parties not to intersect with constant probability, implying that δ = Ω(1).
Given this, the proof for smaller shifts follows by a union bound. While the intuition is
simple, is it not clear how to directly apply the birthday bound, and the formal proof is
based on an argument involving Minkowski sums and differences of sets in Rk .
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Applications

We present several cryptographic and algorithmic applications that motivate different variants
of LPHS, exploiting both the functionality and the sublinearity feature. All of the applications
can benefit from our 2-dimensional LPHS constructions, and most require the non-cyclic,
worst-case variant. See full version for a taxonomy of the LPHS variants required by different
applications.
Packed homomorphic secret sharing. We demonstrate a cryptographic application of kdimensional LPHS in trading computation for communication in group-based homomorphic
secret sharing (HSS). In a nutshell, we use LPHS to further improve the succinctness
of the most succinct approach for simple “homomorphic” computations on encrypted
data, by packing 2 or more plaintexts into a single ciphertext. Compared to competing
approaches (see, e.g., [1, 20] for recent examples), group-based packed HSS can provide
much better succinctness and client efficiency. The key technical idea is to use a non-cyclic
k-dimensional LPHS for implementing a k-dimensional variant of DDL, where k independent
group generators are used for encoding k small integers by a single group element, and
where multiplication by each generator is viewed as a (non-cyclic) shift in the corresponding
direction. This k-dimensional generalization of DDL can be potentially useful for other recent
applications of DDL that are unrelated to HSS [13, 14, 7]. See full version for a detailed
discussion of this cryptographic application of LPHS along with the relevant background.
Location-sensitive encryption. We apply LPHS to obtain a sublinear-time solution for
location-sensitive encryption (LSE), allowing one to generate a public ciphertext that can
only be decrypted by someone in their (physical or virtual) neighborhood. Here proximity
is defined as having significantly overlapping views, and security should be guaranteed as
long as a non-overlapping view is sufficiently unpredictable. The above goal can be reduced
to realizing a sublinear-time computable fuzzy extractor [12]3 for shift distance. Obtaining
such fuzzy extractors from LPHS constructions requires an understanding of their behavior
on entropic sources. It turns out that even for high-entropy sources, an LPHS provides no
unpredictability guarantees. We get around this problem by defining a hash function that
combines the output of an LPHS with a local function of the source. Using this approach, we
obtain a sublinear-time LSE whose security holds for a broad class of mildly unpredictable
sources. See full version for the LSE application of LPHS.
Algorithmic applications. As discussed above, algorithmic applications of LPHS follow
from the vast literature on sketching, locality-preserving and locality-sensitive hashing, and
metric embeddings. Indeed, our different LPHS flavors can be roughly viewed as probabilistic
isometric embeddings of certain shift metrics into a Euclidean space. Thus, for example, an
LSH for the same shift metric can potentially follow by concatenating the LPHS with an
LSH from the literature. However, some care should be taken in applying this high-level
approach. One issue is the average-case nature of LPHS, which makes the failure probability
input-dependent. We get around this via a worst-case to average-case reduction that restricts
the input space to “non-pathological” inputs that are far from periodic. Another issue is that
LPHS provides no explicit guarantees for inputs that are too far apart. We get around this
3

There are two differences from the standard notion of fuzzy extractors: the “distance” is not a strict
metric, and the notion of unpredictability needs to ensure that the source is far from periodic with high
probability.
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by using the fact that an LPHS must have a well-spread output distribution on a random
input. As representative examples, we demonstrate how LPHS can be applied in the contexts
of communication complexity and LSH-based near-neighbor data structures for shifts. The
algorithmic applications of LPHS are discussed in the full version.
Open questions. Our work leaves several open questions. The main question, on which
we make partial progress, is obtaining optimal parameters for k-dimensional LPHS. Other
questions concern the optimality of the LPHS-based approach to sketching. A negative result
from [11], which can be used to rule out sublinear-time LPHS with non-adaptive queries,
in fact holds even for sketching. Do LPHS-based sketches also provide an optimal tradeoff
between sketch size and error probability?
Organization. In Section 2 we introduce necessary preliminaries and notation, including the
definition of Locality-Preserving Hash functions for Shifts (LPHS). Due to space limitations,
this version of the paper spotlights the general two-way connection between LPHS and
algorithms for distributed discrete logarithm in the generic group model (Section 3) and
our results on multidimensional LPHS (Section 4). Additional results and applications are
deferred to the full version of this paper.

2

Preliminaries

We denote by Zn the additive group of integers modulo n. We will typically consider strings
b
of length n over an alphabet Σb = {0, 1} , indexing string entries by i ∈ Zn . We will use
(b)
the notation x when we want to make the alphabet size explicit. When the alphabet is
binary or when b is clear from the context, we will typically omit the superscript and use the
notation x. For x(b) ∈ Σnb we denote by x(b) [i] the i’th symbol of x(b) , for i ∈ Zn .
We denote by x(b) ≪ r the cyclic rotation of x(b) by r symbols to the left, namely the
string y (b) defined by y (b) [i] = x(b) [i + r] with addition modulo n. We will also consider a
non-cyclic shift, denoted by x(b) ≪ r, where the r leftmost symbols of x are chopped and r
random symbols are added on the right. Note that unlike the cyclic shift operator, which is
deterministic, the non-cyclic version is randomized. We use ∆(x, y) to denote the Hamming
distance between x and y, namely the number of symbols i in which x[i] and y[i] differ.
We use the notation x(2,b) to denote a 2-dimensional string (i.e., matrix) over alphabet
Σb and denote by x(2,b) [i, j] its (i, j) entry. We denote by x(2,b) ≪ (r1 , r2 ) the cyclic rotation
of y (2,b) by r1 symbols to the left on the first axis and r2 symbols to the left on the
second axis. That is, y = x(2,b) ≪ (r1 , r2 ) is defined by y[i1 , i2 ] = x(2,b) [i1 + r1 , i2 + r2 ],
where addition is modulo n. We will also consider the natural k-dimensional generalization
x(k,b) ≪ (r1 , r2 , . . . , rk ) and its non-cyclic variant x(k,b) ≪ (r1 , r2 , . . . , rk ).

2.1

Locality-Preserving Hash Functions for Shifts

We now define our main notion of LPHS and some of its useful variants.
▶ Definition 5 (LPHS: main variants). Let h : Σnb → Zn be a function. We say that h is a
(cyclic) (d, δ)-LPHS if h can be computed by making d adaptive queries (of the form x[i]) to
an input x ∈ Σnb and moreover Prx∈R Σnb [h(x) ̸= h(x ≪ 1) + 1] ≤ δ.
We will consider the following modifiers (that can be combined in a natural way):
Non-cyclic LPHS: replace Zn by Z and x ≪ 1 by x ≪ 1;
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k-dimensional LPHS: let x be a random k-dimensional string x ∈ Σb n and h : Σb n → Zkn .
We require that Prx [h(x) ̸= h(x ≪ ei ) + ei ] ≤ δ for every unit vector ei ∈ Zkn .
We will sometimes make more parameters explicit in the notation. For instance, an (n, b, d, δ)LPHS is a (d, δ)-LPHS h : Σnb → Zn .
▶ Remark 6 (On computational complexity). A (d, δ)-LPHS h : Σnb → Zn can be viewed as
a depth-d decision tree over n input variables taking values from the alphabet Σb . In all of
our positive results, h is semi-explicit in the sense that it can be realized by a randomized
polynomial-time algorithm having oracle access to the input x. (In fact, our algorithms can
be implemented in probabilistic Õ(d) time.) Here the same randomness for h is used in the
two invocations h(x) and h(x ≪ 1). Alternatively, our positive results imply a deterministic
h in a non-uniform setting. Our negative results apply to the existence of h with the given
parameters, irrespective of the computational complexity of generating it.
▶ Remark 7 (Worst-case vs. average-case LPHS). Our default notions of LPHS assume a
uniformly random input x. While this suffices for some applications, a worst-case notion of
LPHS is more desirable for most applications. Since shift detection is impossible for highly
periodic inputs (such as the all-0 string), or even for approximately periodic in the context
of sublinear-time algorithms, the notion of worst-case LPHS is restricted to a set of “typical”
inputs that are far from being periodic. Our notion of “typical” is very broad and arguably
captures essentially all naturally occurring inputs in our motivating applications. In the full
version we present a simple reduction of this worst-case flavor of LPHS to our default notion
of LPHS for random inputs. This applies both to the cyclic and non-cyclic variants. The
reduction only incurs a polylogarithmic loss in the parameters. Note that, unlike our main
notion of LPHS, here it is inherent that the function h be randomized. A useful related
byproduct of the worst-case variant is that the failure events of two independently chosen h1
and h2 are independent. This is useful for algorithmic applications of LPHS.
For some applications, we will be interested in the following additional LPHS variants.
▶ Definition 8 (LPHS: additional variants). We consider the following additional variants of
the main notion of LPHS from Definition 5.
Shift-bounded LPHS with shift bound R: requires that for every 1 ≤ r ≤ R, we have
Pr [h(x) ̸= h(x ≪ r) + r] ≤ δ,

x∈R Σn
b

and similarly for the non-cyclic case.
Las Vegas LPHS: allow h to output ⊥ with probability ≤ δ, and require that h never fail
in the event that neither of its two invocations outputs ⊥.
A generic way of obtaining a Las Vegas LPHS h′ from an LPHS h is to invoke h on both
x and x′ = x ≪ 1 and output ⊥ if h(x) ̸= h(x′ ) + 1. However, an extension of this to a
shift-bounded LPHS is inefficient, since it requires invoking h on x ≪ r for every 0 ≤ r ≤ R.
In the full version we show that an optimal shift-bounded LPHS admits a Las Vegas variant
with better parameters.

3

LPHS and Distributed Discrete Log

We begin by presenting a general two-way connection between LPHS and algorithms for
distributed discrete logarithm in the generic group model. We discuss and define the latter
notion in Section 3.1, and we provide the correspondence with LPHS in Section 3.2.
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3.1

Generic Group Model and Distributed Discrete Log

Our notion of LPHS is closely related to variants of the discrete logarithm problem: given a
group generator g ∈ G and a group element g v , find v. More concretely, we will be interested
in algorithms for problems related to discrete logarithm in the so-called generic group model
(GGM). The GGM assigns random labels to group elements and treats the group operation
as an oracle. We formalize this below.
Let n be a positive integer parameter (corresponding to the group order) and b ≥ 3 log n
an integer (representation length of group elements). The GGM setting can be described
as a game, where at the beginning, a string x(b) ∈ Σnb is chosen uniformly at random.4 In
the discrete log problem for Zn , a value v ∈ Zn is chosen uniformly at random. A generic
algorithm A for the discrete log problem in Zn is a probabilistic algorithm that issues d
(adaptive) queries of the form (i, j) ∈ Zn × Zn . The answer to query (i, j) is x(b) [ℓv (i, j)],
where ℓ : Zn × Zn → Zn is the affine query evaluation function defined by ℓv (i, j) = i · v + j
(where arithmetic operations are performed modulo n). Using the group notation, the query
(i, j) corresponds to group element (g v )i · g j .
The algorithm A succeeds to solve the discrete log problem if AG (x(b) , v) = v,5 and its
success probability is taken over the uniform choices of x(b) and v (and possibly additional
randomness of its own coin-tosses).
The flavor of GGM we use in this paper is similar to the one of Shoup [24]. Besides
differences in notations, there are two additional technical differences which are generally
minor. First, in [24], strings are uniformly assigned to elements of Zn without replacement,
whereas in our model, we assign strings with replacement. However, a collision x[i] = x[j] for
some pair (i, j) is possible with probability ≤ 1/n, which is negligible in our context. Second,
in [24] queries of A are limited to linear combinations with coefficients of ±1 to previously
queried elements (where the initial queried elements consist of g and g v ). We note that any
query (i, j) can be issued in Shoup’s original GGM after at most O(log n) queries (using the
double-and-add algorithm). Therefore, although our model is slightly stronger, any algorithm
in our model can be simulated by an algorithm in the model of [24] by increasing the query
complexity by a multiplicative factor of O(log n).
The following success probability upper bound was proved in [24].
▶ Theorem 9 ([24], Theorem 1 (adapted)). For a generic discrete log algorithm A with d
queries and prime n, we have Prx(b) ,v [AG (x(b) , v) = v] = O(d2 /n).
Although our model is slightly different than the one of [24], this result holds in our model
as well (by a straightforward adaptation of the proof of [24]). The assumption that n is
prime ensures that Zn does not contain any non-trivial subgroup. It is necessary in general,
since for composite n, the Pohlig-Hellman algorithm [21] breaks the discrete log problem
into smaller problems in subgroups of Zn , beating the bound of Theorem 9.
We now define a restricted class of GGM algorithms that better correspond to LPHS.
▶ Definition 10. A GGM algorithm A is called query-restricted if it only issues queries of
the form (i, j) ∈ Zn × Zn with i = 1.

4
5

We require b ≥ 3 log n to ensure that for each i ̸= j, x[i] ̸= x[j] (except with ≤ 1/n probability).
We use the notation AG (x(b) , v) to indicate that A is a generic algorithm with no direct access to the
parameters x(b) , v.
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Thus, A is restricted to query group elements with a known shift j from v, analogously to
the way an LPHS algorithm queries elements at a known offset. Query-restricted algorithms
cannot exploit the subgroup structure of composite groups, and thus Theorem 9 holds for
them regardless of whether n is prime. For a similar reason, the factorization of n will not
play any role in our results on LPHS.
LPHS is closely related to query-restricted GGM algorithms for a variant of discrete log
called distributed discrete log (DDL) [5, 11] that we describe next. The syntax is identical
to that of discrete log. However, the goal here is different: rather than output v when the
(implicit) input is v, the goal here is to maintain the difference between the outputs on v
and v + 1, except with error probability δ. More formally:
▶ Definition 11. A GGM algorithm A is an (n, b, d, δ)-DDL algorithm if it makes d
(potentially adaptive) queries to x(b) and Prx(b) ,v [AG (x(b) , v) − AG (x(b) , v + 1) ̸= 1] ≤ δ.
▶ Remark 12. The original definition of DDL in [5] involves two parties A and B that may
potentially run two different algorithms. The parties are placed within an unknown distance
r ∈ {−1, 0, 1} from each other and their goal is to minimize the error probability defined as
Prx(b) ,v [AG (x(b) , v) − B G (x(b) , v + r) ̸= r]. However, it was shown in [11, Lemma 9], that if
both parties use A’s algorithm, then the multiplicative loss in error probability is bounded
by a constant. Hence, the above restricted definition of DDL is essentially equivalent to the
original one of [5].
While LPHS is only directly related to query-restricted GGM algorithms for DDL,
Lemma 16 asserts that when n is prime and d is sufficiently small compared to n, any
unrestricted GGM algorithm for DDL can be converted to a query-restricted one at a
negligible cost in error probability. This gives rise to Corollary 17 that establishes a reduction
which converts any unrestricted GGM algorithm for DDL to an LPHS with a negligible cost
in error probability.

3.2

Reductions Between LPHS Variants and DDL

In this section we show that a query-restricted DDL algorithm in the GGM is equivalent to
our basic notion of (cyclic) LPHS, and then describe consequences of this equivalence. This
is formally captured by the following two-way relation.
▶ Lemma 13. There exist reductions that convert an (n, b, d, δ)-LPHS to a query-restricted
(n, b, d, δ)-DDLA and vice versa.
Proof. Given access to an (n, b, d, δ)-LPHS denoted by h, we construct a query-restricted
(n, b, d, δ)-DDLA, denoted by A as follows. We run h and translate query j into query (1, j)
for AG (x(b) , v). We then feed the answer x(b) [v + j] to h. Finally, we output the same value
as h. Since x(b) [v + j] = (x(b) ≪ v)[j], we have AG (x(b) , v) = h(x(b) ≪ v), where x(b) ≪ v is
a uniform string. Therefore,
Pr [AG (x(b) , v) − AG (x(b) , v + 1) ̸= 1] =
x(b) ,v

Pr [h(x(b) ≪ v) − h(x(b) ≪ v + 1) ̸= 1] =
x(b) ,v

Pr [h(x(b) ) − h(x(b) ≪ 1) ̸= 1] = δ.
x(b)

In a similar way, a query-restricted (n, b, d, δ)-DDLA can be used to construct a (n, b, d, δ)LPHS.
◀
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The DDL algorithm based on the Iterated Random Walk (IRW) from [11] is queryrestricted. Therefore, combining Lemma 13 with the parameters of IRW, we get the positive
result below for cyclic LPHS. The result for non-cyclic LPHS follows from the fact that the
random walk makes queries within an interval of size bounded by O(d2 ), hence if n = Ω(d2 )
is large enough, the LPHS gives both cyclic and non-cyclic LPHS with the same parameters.
▶ Theorem 14. For n = Ω(d2 ) and b ≥ 3 log n there is an (n, b, d, δ)-LPHS such that
δ = O(1/d2 ). Moreover, for n = Ω(d2 ) and any b ≥ 1 there is an (n, b, d, δ)-LPHS with
δ = Õ(1/d2 ). There are also non-cyclic LPHS with the same parameters.
We can similarly convert the main negative result for DDLA from [11, Theorem 5] to a
nearly tight lower bound on the error probability of LPHS.
▶ Theorem 15. For n = Ω(d2 ), any (cyclic or non-cyclic) (n, 1, d, δ)-LPHS satisfies δ ≥
Ω(1/d2 ).
From GGM to query-restricted GGM. We show in the full version of this work that, when
n is prime and d is sufficiently small compared to n, any DDL algorithm can be converted
into a query-restricted one with similar parameters.
▶ Lemma 16. For b ≥ 3 log b, there exists a reduction that converts any (n, b, d, δ)-DDLA,
for prime n, to a query-restricted (n, b, d, δ + O(d2 /n))-DDLA.
If d = O(n1/4 ), then since δ = Ω(d−2 ) by Theorem 15, we have δ + O(d2 /n) = δ + O(d−2 ) =
O(δ). Hence the reduction is almost without loss.
Combined with Lemma 13, we obtain the following corollary.
▶ Corollary 17. For b ≥ 3 log b, there exists a reduction that converts any (n, b, d, δ)-DDLA,
for prime n, to an (n, b, d, δ + O(d2 /n))-LPHS.

4

Multidimensional LPHS

In this section we study the k–dimensional generalization of LPHS, focusing mainly on the
case k = 2 (2D-LPHS). First, in Section 4.1, we consider the upper bound side. We start
with simple constructions achieving error δ = Õ(d−1/2 ) (Section 4.1.1) and δ = Õ(d−4/5 )
(Section 4.1.2). The latter makes a black-box use of the 1-dimensional IRW algorithm of [11].
More concretely, for n = Ω(d6/5 ), any b ≥ 3 log n and any (r1 , r2 ) ∈ {0, 1} × {0, 1}, we have
Pr

x∈R ΣZbn ×Zn

[h(x) − h(x ≪ (r1 , r2 )) ̸= (r1 , r2 )] = O(d−4/5 ).

(1)

Since our construction only makes queries in a limited box of dimensions O(d6/5 ) × O(d4/5 )
while n = Ω(d6/5 ), it gives both a cyclic and a non-cyclic LPHS with the same parameters.
This proves a weak version of Theorem 3. In Section 4.1.3 we obtain the improved upper
bound of Theorem 3 by presenting a more intricate algorithm that achieves error rate of
δ = Õ(d−7/8 ). Finally, in Section 4.1.4 we present a heuristic algorithm that we conjecture
to achieve the near-optimal error probability of δ = Õ(d−1 ). This conjecture is supported by
experimental evidence.
In Section 4.2 we study limitations of k-dimensional LPHS. We prove Theorem 4, which
for k = 2 implies that the error probability of a 2D-LPHS must satisfy δ = Ω̃(d−1 ).
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Upper bounds on 2D-LPHS algorithms

We present and analyze 2D-LPHS algorithms achieving error δ
=
Õ(d−1/2 ), Õ(d−4/5 ), Õ(d−7/8 ), respectively, as well as a heuristic algorithm conjectured to
achieve optimal error δ = Õ(d−1 ).

4.1.1

A simple 2D-LPHS with error rate δ = O(d−1/2 )

We begin by describing a very simple 2D-LPHS algorithm called Min-Hash.
Notation. All integer operations in algorithms within this section are assumed to be floored.
√
√
For example, we write x/y for ⌊x/y⌋ and n for ⌊ n⌋.
Z2

Algorithm 1 Min-Hash(x ∈ Σb n , d ∈ N).
1
2
3

begin
return arg mini,j∈[0,√d] {x[i, j]}
end

The following lemma captures the performance of Min-Hash.
▶ Lemma 18. For n = Ω(d1/2 ) and any b ≥ 3 log n and (r1 , r2 ) ∈ {0, 1} × {0, 1},
Pr [Min-Hash(x, d) − Min-Hash(x ≪ (r1 , r2 ), d) ̸= (r1 , r2 )] = O(d−1/2 ).

(2)

Proof. Notice that no matter what the values of r1 , r2 ∈ {0, 1} are, both applications of
Min-Hash on x and y query the values G = {x[i, j]}i,j∈[1,√d] , together with some other
√
√
2 d − 1 values. Hence Min-Hash(x, d) and Min-Hash(y, d) together read at most 4 d
values outside of G. Under the uniformity assumption of x, the probability the minimum
of√all the symbols
√ read by the two applications of Min-Hash is not in G, is bounded by
4 d/d = O(1/ d). Hence, assuming that the minimum x[i0 , j0 ] is in G, and that this
minimum is unique, we have
Min-Hash(x, d) = (i0 , j0 ).
Min-Hash(y, d) = arg mini,j∈[0,√d] {x[i + r1 , j + r2 )} = (i0 − r1 , j0 − r2 ),
in which case, Min-Hash(x, d) − Min-Hash(y, d) = (r1 , r2 ).
The only thing left for the proof is showing that with a very high probability, the minimum
of Algorithm 1 is uniquely attained. It can be easily verified (e.g., by induction on d) that
b
the probability the minimum is not unique, is upper bounded
√ by d/2 . Under the assumption
b ≥ 3/2 lg(d), this probability is dominated by the O(1/ d) error in (2).
◀

4.1.2

An IRW-based 2D-LPHS with error rate δ = O(d−4/5 )

In this subsection we demonstrate how an 1D-LPHS may be used in order to construct a
2D-LPHS with δ = O(d−4/5 ). Let us recall the functionality of an optimal 1D-LPHS (see
Theorem 14).
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Optimal 1D-LPHS, rephrased. For b ≥ 3 log n, there exists an algorithm
optimal1D : ΣZb n × Z → Zn with the following properties. If n = Ω(d2 ), then
Pr[optimal1D(x, d) − optimal1D(x ≪ 1, d) ̸= 1] < O(1/d2 ).
x

The 2D-LPHS is described in the Recursive-Hash algorithm (Algorithm 3). The
algorithm works in two stages, beginning from an initial input (j, i), first returning a column
i1 and then a row j1 . The column i1 is located by a walk along the row j which uses the
optimal1D algorithm with d/d′ − 1 queries (for a parameter d′ ). A query in this algorithm
on column i0 is answered by the rec1D algorithm, which executes optimal1D with d′
queries on column i0 . After returning column i1 , the textscRecursive-Hash algorithm runs
the optimal1D algorithm along this column, from input row j to return the output row j1 .
Sketching the analysis observe that there are three possible sources of error in the
algorithm. First, the values that rec1D returns on shared columns i0 may not be identical.
However, since the parties start at row distance of at most 1, the executions of optimal1D
from x[j, i0 ] and x[j + 1, i0 ] agree on the same symbol in column i0 , except with probability
O((d′ )−2 ). Thus, with probability 1 − O((d′ )−2 ) · d/d′ , the column values defined by the
rec1D algorithm agree for all columns visited by both parties. The second source of error
is that although the column values of shared columns are identical, the two parties do not
converge to the same column. Since each party queries d/d′ columns, the probability for this
event is O((d/d′ )−2 ). The third source of error is that the execution of optimal1D on the
agreed column fails on d′ queries. The probability for this event is O(d′−2 ). Hence the total
error probability is δ = O((d′ )−2 · d/d′ + (d/d′ )−2 ). Choosing d′ = d3/5 gives δ = O(d−4/5 ).
Z2

Algorithm 2 rec1D(z ∈ Σb n , d′ ∈ N, i0 ∈ Zn ).
1
2
3
4
5

begin
Define u ∈ ΣZb n by u[j] ← z[j, i0 ]
j0 ← optimal1D(u, d′ )
return z[j0 + 10d′2 , i0 ]
end

Z2

Algorithm 3 Recursive-Hash(z ∈ Σb n , d ∈ N).
1
2
3
4
5

begin
i1 ← optimal1D(i 7→ rec1D(z, d3/5 − 1, i), d2/5 )
j1 ← optimal1D(j 7→ z[j, i1 ], d2/5 )
return (j1 , i1 )
end

▶ Lemma 19. For n = Ω(d6/5 ) and any b ≥ 3 log n and (r1 , r2 ) ∈ {0, 1} × {0, 1},
Pr [Rec2D(x, d) − Rec2D(x ≪ (r1 , r2 ), d) ̸= (r1 , r2 )] = O(d−4/5 ).

4.1.3

3-Stage-Hash: a 2D-LPHS algorithm with δ = Õ(d−7/8 )

In this subsection we prove Theorem 3, by presenting the algorithm 3-Stage-Hash which
achieves error rate of δ = Õ(d−7/8 ). 3-Stage-Hash is composed of 3 stages. The first is
Min-Hash and we refer to the other two as stage2 and stage3.
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Z2

Algorithm 4 3-Stage-Hash(z ∈ Σb n , d ∈ N).
1
2
3
4
5
6

begin
(i0 , j0 ) ← Min-Hash(z, d/3)
√
√
(i1 , j1 ) ← stage2(z, d/3, i0 + 2 d, j0 + 2 d)
(i2 , j2 ) ← stage3(z, d/3, i1 + 2d3/4 , j1 + 2d3/4 )
return (i2 , j2 )
end
Z2

Algorithm 5 stage2(z ∈ Σb n , d′ ∈ N, i0 ∈ Zn , j0 ∈ Zn ).
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

begin √
4
L ← d′
Let ψ1 , ψ2 : Σb → ZL be ψ1 (t) = t mod L and ψ2 (t) = ⌊t/L⌋ mod L
P, P ′ ← ∅, ∅
i ← i0
√
for s = 1 to d′ do
j ← j0
√
for t = 1 to d′ do
P ′ ← P ′ ∪ {(i, j)}
j ← j + 1 + ψ1 (z[i, j])
end
i ← i + 1 + ψ2 (minp′ ∈P ′ {z[p′ ]})
P, P ′ ← P ∪ P ′ , ∅
end
end
return arg minp∈P {z[p]}

▶ Lemma 20. Let 2b ≥ d4 , n ≥ Ω(d), and r1 , r2 ∈ {0, 1}. Then,
Pr [3-Stage-Hash(x, d) − 3-Stage-Hash(y, d) ̸= (r1 , r2 )] < O(d−7/8 ),

(3)

In order to prove Lemma 20, we need the following facts, which we prove later.
▶ Lemma 21. Let S1 , S2 , . . . be a sequence of i.i.d. geometric random variables: Si ∼
PK
Geom(p). If K is the minimal integer with k=1 Sk ≥ r, then E[K] ≤ rp + 1.
▶ Lemma 22. Let I0 , I1 , I2 , . . . be a random walk with Ik+1 − Ik being i.i.d. variables
distributed as the difference of two uniform U (0, m) random variables, with m ∈ N. If T is
√
the minimal time with IT = 0, then E[min(T, r)] ≤ O ((m + I0 /m) r).
Given these facts, we turn to Lemma 20.
Proof of Lemma 20, sketch. Let (izk , jkz ) be the values computed as (ik , jk ) at
3-Stage-Hash(z, d), for k ∈ {0, 1, 2} and z ∈ {x, y}. We say that (ixk , jkx ) and (iyk , jky )
are synchronized if (ixk , jkx ) − (iyk , jky ) = (r1 , r2 ). Observe that if (ixk , jkx ) and (iyk , jky ) are
y
x
synchronized, then so are (ixk+1 , jk+1
) and (iyk+1 , jk+1
). This is because each stage k + 1 of
3-Stage-Hash(z, d) deterministically depends on values queried from z with offset (izk , jkz ),
so that evaluations keep being aligned. Overall,
δ≑

Pr

x,y,r1 ,r2

[3-Stage-Hash(x, d) − 3-Stage-Hash(y, d) ̸= (r1 , r2 )]

≤ Pr[(ix0 , j0x ) − (iy0 , j0y ) ̸= (r1 , r2 )]·
·

2
Y



y
x
Pr (ixk , jkx ) − (iyk , jky ) ̸= (r1 , r2 ) (ixk−1 , jk−1
) − (iyk−1 , jk−1
) ̸= (r1 , r2 ) .

(4)

k=1
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Z2

Algorithm 6 stage3(z ∈ Σb n , d′ ∈ N, i0 ∈ Zn , j0 ∈ Zn ).
1
2
3
4
5
6
7
8
9
10

begin
Let ψ : Σb → {−d′3/8 , . . . , d′3/8 } be ψ(t) = (t mod (2d′3/8 + 1)) − d′3/8
P ←∅
(i, j) ← (i0 , j0 )
for s = 1 to d′ do
P ← P ∪ {(i, j)}
(i, j) ← (i + 1, j + ψ(z[i, j]))
end
return arg minp∈P {z[p]}
end

Hence, to bound δ it is sufficient to verify√
the following three claims:
y y
x x
1. Pr[(i0 , j0 ) − (i0 , j0 ) ̸= (r1 , r2 )] ≤ O(1/ d).
√
4
2. Pr [(ix1 , j1x ) − (iy1 , j1y ) ̸= (r1 , r2 ) | (ix0 , j0x ) − (iy0 , j0y ) ̸= (r1 , r2 )] ≤ O(1/ √
d).
y y
y y
x x
x x
3. Pr [(i2 , j2 ) − (i2 , j2 ) ̸= (r1 , r2 ) | (i1 , j1 ) − (i1 , j1 ) ̸= (r1 , r2 )] ≤ O(1/ 8 d).
Claim 1.

Follows from Lemma 18.

√
√
Claim 2. Since Min-Hash(z, d)√scans a d × d area and
√ outputs a point inside it, we
are guaranteed that |ix0 − iy0 | ≤ d + 1 and |j0x√− j0y | ≤ d + 1. Because stage2 is fed
with the output point of Min-Hash shifted by 2 d in each axis, its queries do not overlap
these of Min-Hash, and its performance is independent of the Min-Hash phase. Moreover,
stage2 can be modeled
as a random walk on the i axis, whose steps are integers uniformly
p
distributed in [1, d/3], which are determined by some random walk on the j axis. Denote
y
x
by I1x , . . . , I√
and I1y , . . . , I√
the sequences of i’s observed by stage2 applied on x and
d′
d′
on y.
In order to compute the probability that the outputs of stage2(x, d′ ) and stage2(y, d′ )
are not synchronized, it is sufficient (following the proof of Lemma 18) to count the number
of queries that the two processes make, which are not shared. These queries can be classified
into two categories: queries with non-shared i, and queries with shared i and non-shared j.
Our goal is to show each class contains on average O(d′3/4 ) such queries, implying that the
probability of the outputs not being synchronized is O(d′3/4 /d′ ) (similarly to Lemma 18).
We start by reasoning about the first class of queries, and then proceed to the second.
Let U1 denote the total number of i-steps until ix and iy are synchronized (i.e. U1 = k + k ′
when k, k ′ are minimal with Ikx − Iky′ = r1 ). Up to this point, the two stage2 applications
√
act independently,
as their queries do not overlap. Using [11, Lemmas 3,5] with b ≤ d + 1
√
and L = 4 d′ we see E[U1 ] ≤ O(d1/4 ). Next, we note that once Ikx − Iky′ = r1 , it is likely that
x
Ik+1
− Iky′ +1 = r1 . Specifically, we will show
√
 x

Pr Ik+1
− Iky′ +1 ̸= r1 Ikx − Iky′ = r1 ≤ O(1/ d).
Assuming this, the two √
walks make U1 unsynchronized steps, then S1 synchronized steps
with S1 ∼ Geom(O(1/ d)) distributed geometrically. The walks then make another
1/4
U2 unsynchronized steps, with [11, Lemma
√ 5] yielding E[U2 ] ≤ O(d ), followed by S2
synchronized steps with S2 ∼ Geom(O(1/
d)). The process continues this way until one
√
of the walks has completed its d′ steps. Using Lemma
p 21, the expected number of such
phases of synchronization-unsychronization is ≤ O(d′ 1/d + 1) = O(1). Combining this
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with the fact that E[Uk ] = O(d1/4 ), we deduce
√ that the expected number of unsynchronized
i-steps is O(d1/4 ). Each such step involves d′ j-steps, so the total number of queries with
non-shared i is O(d3/4 ).
Regarding the steps with shared i and non-shared j, random-walk arguments similar to
the√above argument imply that since on each shared i, the two j-walks start with distance
O( d), and have steps of size Θ(d1/4 ), they are expected
to meet after O(d1/4 ) queries
√
(follows from [11, Lemmas 3,5]). Since there are O( d) i-steps, the total number of such
non-shared queries is O(d3/4 ) as well.
Claim 3. Similarly to the previous claim,
made by stages before stage3 are
√ the queries √
confined to a square area of size (d3/4 + d) × (d3/4 + d), and since the input is shifted
by 2d3/4 , the queries of stage3 do not overlap previous stages. Note that the queries made
by stage3 are confined to a 2d × 2d square except for a negligibly small error prbobability
Z2
(exp(−Ω(d1/4 ))) due to Hoeffding’s inequality, and since n ≥ Ω(d) (recall x, y ∈ Σb n ), the
queries of the different stages do not overlap (with high probability) even though the index
space of x, y is cyclic.
It is clear that once the two walks of stage3 on x and on y are synchronized, they
remain synchronized. Let T be the total number of steps until the two walks share a
point. There are at most min(2T, d′ ) steps which are not shared, and the failure probability
is ≤ min(2T, d′ )/d′ , similarly to the proof of Lemma 18. Thus, it is sufficient to verify
E[min(T, d)] ≤ d7/8 . Clearly, after |ix1 − iy1 | steps, the walks are being synchronized with
respect to the i-axis. Let J denote the random variable measuring their distance on the
j-axis, once the walks first share this same i. Since each of the advances of j are independent
of the other steps,
y
|ix
1 −i1 |

2

E[J ] =

|j1x

−

j1y |2

+

X

E[St2 ],

t=0

where St is the jump on the j-axis on the t-step of the runner-up walk. In particular
E[St2 ] ≤ ((d/3)3/8 )2 ≤ d3/4 . Since |ix1 − iy1 | ≤ 2d3/4 , we overall deduce E[J 2 ] ≤ O(d3/2 ).
From this point on, the walks of stage3(x, d′ ) and stage3(y, d′ ) keep being aligned
with respect to the i-axis. Once they meet on the j-axis, they will remain synchronized.
The distance on the j-axis between the walks can be modeled as a one dimensional random
walk, starting at J, and having independent steps whose lengths are a difference of two
independent uniform U (0, 2d′3/8 ) variables. Once this difference walk hits 0, the walks keep
being synchronized. Lemma 22 then immediately yields

√ 
E[min(T, d′ )] ≤ |ix1 − iy1 | + O (d′3/8 + E[J]/d′3/8 ) d′ .
Substituting E[J]2 ≤ E[J 2 ] = O(d3/2 ), we obtain E[min(T, d′ )] ≤ d7/8 , as required.

◀

We now fill in the proofs of the above-stated facts.
Proof of Lemma 21. Since each Si counts the number of Bernoulli-p variables until success,
K distributes as 1+ the number of successful Bernoulli-p variables, out of r. This
interpretation immediately gives E[K] = p(r − 1) + 1.
◀
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Proof of Lemma 22. Let T0 , T1 , T2 , . . . be the sequence of times t ≥ 0 with |It | ≤ m+1
(in
2
increasing order). Observe that for all i, the event ITi +1 = 0 happens with probability
1
≥ 2(m+1)
, even when conditioning on T0 , . . . , Ti . Let K be minimal with ITK +1 = 0. This
observation means that (for all values of T0 , . . . , Tk )
Pr [K ≥ k | T0 , . . . , Tk ] ≤ (1 − 1/(2m + 2))k .
When combined with
E[min(TK , r)] ≤ E[min(T0 , r)] +

∞
X

E



1{K≥k−1} · min(Tk − Tk−1 , r) ,


k=1

we deduce
E[min(TK , r)] ≤ E[min(T0 , r)] +

k−1
∞ 
X
2m + 1
k=1

2m + 2

E [min(Tk − Tk−1 , r) | K ≥ k − 1] . (5)

Clearly, upper bounding E[min(TK , r)] is relevant, as if T is the minimal time with IT = 0,
then T ≤ TK + 1, and in particular, min(T, r) ≤ min(TK , r) + 1. We claim the following:
√
1. E[min(T0 , r)] ≤ O(1 + I0 r/m).
√
2. For all i (and all values of I0 , . . . , ITi ), E [min(Ti+1 − Ti , r) | I0 , . . . , ITi ] ≤ O( r).
These claims together with (5) and min(T, r) ≤ min(TK , r) + 1 give
∞
X
√
E[min(T, r)] ≤ O(1 + I0 r/m) +
k=1



2m + 1
2m + 2

k−1

√
√
O( r) ≤ O(m r + I02 /m2 ),

as required. Let us verify the above claims.
Claim 2.
3m+1
2 .

This is a specialization of Claim 1 to the walk ITi +1 , ITi +2 , . . ., satisfying |ITi +1 | ≤

√
Claim 1. Without loss of generality assume I0 ≥ 0 (due to symmetry). Write L = m r.
Instead of the stopping time min(T0 , r), consider the stopping time T ′ which is the minimal
(time) t ≥ 0 with It ≤ (m + 1)/2 or It > L. It is standard to show Pr[T ′ > k] decreases
exponentially fast with k (albeit with deficient constants), and so all quantities presented in
the proof will turn out to be finite (in particular, E[T ′ ]).
Since the definition of T0 is similar to that of T ′ , except that the latter allows to stop also
when It > L, we may upper bound E[min(T0 , r)] by E[T ′ ] + r Pr[IT ′ > L], i.e., we compensate
by r in all cases when T ′ is not identical to T0 .
Since Ik+1 − Ik is a symmetric random variable, and is independent of I0 , . . . , Ik , the
sequence I0 , I1 , . . . constitutes a martingale. In particular, by the Optional stopping theorem,
E[IT′ ] = I0 . This implies
I0 = E[IT ′ ] ≥ −(m + 1)/2 · Pr[IT ′ ≤ (m + 1)/2] + L Pr[IT ′ > L] ≥ L Pr[IT ′ > L] − m,
and in particular, Pr[IT ′ > L] ≤ (m + I0 )/L. Recall this claim is non-trivial only when
I0 > (m + 1)/2, and so we may assume Pr[IT ′ > L] ≤ O(I0 /L). In particular,
√
E[min(T0 , r)] ≤ E[T ′ ] + r · O(I0 /L) ≤ E[T ′ ] + O(I0 r/m).
√
Thus the claim is implied from E[T ′ ] ≤ O(I0 r/m) which we now prove.
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Write s = E[(Ik+1 − Ik )2 ] = (m2 + 2m)/6, and consider the sequence of random variables
∞
Ik2 − sk k=0 .
We claim it is a martingale. Indeed:
 2



E Ik+1 − s(k + 1) I0 , . . . , Ik = E Ik2 + Ik (Ik+1 − Ik ) + ((Ik+1 − Ik )2 − s) − sk I0 , . . . , Ik



= Ik2 − sk

The first equality is just (a + b)2 = a2 + 2ab + b2 , and the second uses the fact that Ik+1 − Ik
is a symmetric random variable independent of I0 , . . . , Ik , having variance s. The Optional
stopping theorem thus implies I02 = E[IT2 ′ − sT ′ ], yielding E[T ′ ] ≤ E[IT2 ′ ]/s. To bound E[IT2 ′ ],
we recall that IT ′ is has absolute value ≤ (m + 1)/2 with probability ≤ 1 (trivially), and is
between L and L + m with probability ≤ O(I0 /L). Hence E[IT2 ′ ] ≤ m2 + (L + m)2 O(I0 /L).
Since L ≥ m, we deduce E[IT2 ′ ] ≤ O(s + I0 L). Overall,
√
E[T ′ ] ≤ O(1 + I0 L/s) ≤ O(I02 /m2 + I0 r/m).
√
√
Notice we may assume I0 ≤ m r, for otherwise the claim is trivial: min(T0 , r) ≤ r ≤ I0 r/m.
√
Hence E[T ′ ] ≤ O(I0 r/m), as required.
◀

4.1.4

Conjectured optimal algorithm

The 2D-LPHS algorithms presented in the previous sections have the property of not treating
both axes symmetrically. For example, Recursive-Hash iterates over several i0 ’s, and for
each of them it makes many queries of the form x[i0 , j] for different j’s. Except for not being
aesthetic, this asymmetry has other disadvantages. For example, it is not obvious how to
generalize these algorithms to higher dimensions. More importantly, these algorithms (that
we considered) do not have optimal dependence of δ on d.
We conjecture that the following symmetric algorithm (Random-Walk-Hash) has the
e
optimal performance of δ = O(1/d).
However, we were not able to rigorously analyze it.
Z2

Algorithm 7 rw-stage(z ∈ Σb n , d ∈ N, L ∈ N, i ∈ Zn , j ∈ Zn ).
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

Let ψ1 , ψ2 : Σb → {−L, . . . , L} be independent random functions
begin
P ← list()
for s ← 0 . . . d − 1 do
P [s] ← (i, j)
v ← z[i, j]
(i, j) ← (i + ψ1 (v), j + ψ2 (v))
if (i, j) ∈ P then
Let t be the only index satisfying P [t] = (i, j)
k ← arg minu∈[t,s] {z[P [u]]}
(i, j) ← P [k]
while (i, j) ∈ P do
j ←j+1
end
end
end
return arg min(i′ ,j ′ )∈P {z[i′ , j ′ ]}
end
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Z2

Algorithm 8 Random-Walk-Hash(z ∈ Σb n , d ∈ N).
1
2
3
4
5
6
7
8
9
10
11

begin
I ← lg lg(d)
d′ ← d/I
(i0 , j0 ) ← Min-Hash(z, d′ )
(i1 , j1 ) ← rw-stage(z, d′ , d′1/4 , i0 , j0 )
(i2 , j2 ) ← rw-stage(z, d′ , d′3/8 , i1 , j1 )
(i3 , j3 ) ← rw-stage(z, d′ , d′7/16 , i2 , j2 )
..
..
..
..
..
..
..
..
..
.
.
.
.
.
.
.
.
.
(iI , jI ) ← rw-stage(z, d′ ,
return (iI , jI )
end

p

d′ /2, iI−1 , jI−1 )

Heuristic performance. Here we heuristically describe why we expect the algorithm
e
Random-Walk-Hash to achieve δ = O(1/n).
The main heuristic assumption we make is that each rw-stage(x, d, L, i, j) can be
modeled by a random walk on Z2 , starting at (i, j) and having independent steps which are
uniformly distributed on each axis as ∼ U (−L, L). We further assume that once the two walks
of rw-stage(x) and rw-stage(y) are synchronized (collided), they remain synchronized.
Moreover, we recall that the output location of a rw-stage(x) is the point visited in this
walk having the minimal x-value.
▶ Remark 23. These assumptions are not precise mainly because we need the steps to be
both deterministic and independent (with respect to the input’s randomness) of the previous
steps. In practice we cannot guarantee independence, which makes us run into loops. We try
to break these in a canonical way, which complicates the analysis. If the algorithm would
make monotone queries along (at least) one axis (as the one-dimensional algorithm), then it
would avoid loops and its analysis would be much simpler. Unfortunately, we do not know
how to design such an algorithm with similar performance.
Based on the heuristic assumptions above, an analysis of Random-Walk-Hash would
follow from the following two claims:
Let T be (a random variable measuring) the time that two random walks on Z2 , starting
at distance D (in L√1 norm), and making steps distributed as U (−L, L), meet. Then
E[min(d′ , T )] ≤ O( d′ (L + D/L)).6 We say that walks A, B “meet” in time t if t is
minimal so that ∃i, j ≤ t with locationi (A) = locationj (B).
′
The expected distance (in L1 ) of a 2D-walk with
√ d steps distributed as U (−L, L), between
′
the starting point and the final one, is O(L · d ).
Let us analyze the first few stages of Random-Walk-Hash using these claims (which we do
not prove here).
Just after the first stage, which is Min-Hash, the walks of Random-Walk-Hash(x)
and
√
Random- Walk-Hash(y) are synchronized except for probability O(1/ d′ ) (Lemma
√ 18),
and in case of this failure event, the distance of the two walks has expected value O( d′ ).
At the second stage, rw-stage(x, d′ , d′1/4 ), the initial distance between the walks is
D = O(d′1/2 ) and L = d′1/4 . Using the above claims, and a√
Markov inequality, the random
walks would synchronize except for probability O(D/L + L) d′ /d′ = O(d′−1/4 ), and in case
of failure, the expected distance is O(d′3/4 ).

6

√
The parameters are chosen so that the parties meet within an expected number
of O( d′ (L + D/L))
√
steps, while they do not meet within d′ steps with probability O((L + D/L)/ d′ ).
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At the third stage, rw-stage(x,
d′ , d′3/8 ), D = O(d′3/4 ), L = d′3/8 and the failure
√
′3/8
′
probability becomes O(d )/ d = O(d′−1/8 ), and the distance upon failure is = O(d′7/8 ).
Continuing this heuristic to later stages we get that the total failure probability, which is
e −1 ).
the product of failure probabilities of all the stages, is 2O(I) /d′ = O(d

4.2

Lower bounds on 2D-LPHS algorithms

In this section we prove Theorem 4 for k = 2 (i.e., 2D-LPHS). The proof for any other value
of k > 1 is similar. In particular, we show that any 2D-LPHS algorithm satisfies δ ≥ Ω(1/d),
given n ≥ 2d.
▶ Lemma 24 (Bigger shifts). Let h be a 2D (n, b, d, δ)-LPHS. Let r1′ , r2′ ∈ N, and y ′ = x′ ≪
Z2

(r1′ , r2′ ) where x′ ∈ Σb n is a uniformly random string. Then,
Pr [h(x′ , d) − h(y ′ , d) ̸= (r1′ , r2′ )] ≤ max{r1′ , r2′ }δ.
′(i)

Proof. Write I = max{r1′ , r2′ } and set r1
′(i)

′(i+1)

′(i)

= min(r1′ , i), r2

′(i)

′(i+1)

= min(r2′ , i). Note ∀i : (r1

Z2n

′(i)

−

′(i)

r1 ), (r2
− r2 ) ∈ {0, 1}. Define the strings x′i ∈ Σb by x′i = x′ ≪ (r1 , r2 ) for
i = 0, . . . , I. Since each x′i is a uniformly random function (because x′ is), we may use (1) to
deduce


′(i+1)
(i) ′(i+1)
′(i)
δi ≑ Pr A(x′i , d) − A(x′i+1 , d) ̸= (r1
− r1 , r 2
− r2 ) ≤ δ.
Notice x′ = x′0 and y ′ = x′I . Using a union-bound argument, we conclude
Pr [A(x′ , d) − A(y ′ , d) ̸= (r1′ , r2′ )] ≤

I−1
X

δi ≤ Iδ

i=0

◀

as required.
The following lemma implies Theorem 4 for k = 2.

▶ Lemma 25. For n > 2d and any b > 0, every 2D (cyclic or non-cyclic) (n, b, d, δ)-LPHS
satisfies δ ≥ 1/(3d).
Z2

Proof. Consider the set of queries P made to a uniformly random string x ∈ Σb n by A(x, d).
That is, P is a random variable whose values are sets of sizes ≤ d of (i, j) pairs.
Z2

Let x′ , y ′ ∈ Σb n be two uniformly random strings related by y ′ = x′ ≪ (r1′ , r2′ ) for uniform
independent variables r1′ , r2′ ∼ U (0, 2d). Using Lemma 24,
Pr[h(x′ , d) − h(y ′ , d) ̸= (r1′ , r2′ )] = ′E ′ [E [h(y ′ , d) − h(x′ , d) ̸= (r1′ , r2′ ) | r1′ , r2′ ]]
r1 ,r2

≤ ′E ′ [max(r1′ , r2′ )δ] ≤ 2dδ.

(6)

r1 ,r2

Let Px′ , Py′ be copies of P which are the set of queries issued by h(x′ , d), h(y ′ , d),
respectively. Generally, the random variables Px′ , Py′ are dependent. However, we are
going to see they are only slightly dependent. Indeed, suppose P1 , P2 are two values of P .
We claim that given specific values of r1′ , r2′ (call these r1′′ , r2′′ ) so that P1 and (the Minkowski
sum) P2 + {(r1′′ , r2′′ )} are disjoint, we have
Pr [Px′ = P1 ∧ Py′ = P2 | (r1′ , r2′ ) = (r1′′ , r2′′ )] = Pr [P = P1 ] · Pr [P = P2 ] .

(7)
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This is because the event Px′ = P1 is in the σ-algebra generated by the random variable x′ P1
(that is, events depending only on x′ P )7 , which is independent of the σ-algebra generated by
1
y ′ P (or x′ P +{(r′′ ,r′′ )} ), as different entries of x′ are independent. Consider the conditional
2
2
1
2
random variable
Xr1′′ ,r2′′ ,P1 ,P2 ≑ [h(x′ , d) − h(y ′ , d) | r1′ = r1′′ , r2′ = r2′′ , Px′ = P1 , Py′ = P2 ] ,
and compute
Pr[h(x′ , d) − h(y ′ , d) = (r1′ , r2′ )]
=

E

r1′ ,r2′ ,Px′ ,Py′

[Pr [h(x′ , d) − h(y ′ , d) = (r1′ , r2′ ) | r1′ , r2′ , Px′ , Py′ ]]




X

= ′E ′ 
r1 ,r2

Pr Xr1′ ,r2′ ,P1 ,P2 = (r1′ , r2′ ) · Pr [Px′ = P1 , Py′ = P2 | r1′ , r2′ ]




P1 ,P2





(a)


≤ ′E ′ 
r ,r 
1

2

X
P1 ,P2 :
((r1′ ,r2′ )∈P1 −P2 )


Pr [Px′ = P1 , Py′ = P2 | r1′ , r2′ ]
+
{z

|

}

Q1



+ ′E ′ 
r ,r 
1

2


X
P1 ,P2 :
((r1′ ,r2′ )∈P
/ 1 −P2 )

|
(b)

≤




Pr Xr1′ ,r2′ ,P1 ,P2 = (r1′ , r2′ ) · Pr[P = P1 ] Pr[P = P2 ]

{z

Q2

}

d2
1
d2 + 1
+
=
,
2
2
(2d + 1)
(2d + 1)
(2d + 1)2

where P1 − P2 is a Minkowski difference. Inequality (a) follows from (7) and the fact that
probabilities are upper bounded by 1. Inequality (b) is the key argument. To bound Q1 (by
d2 /(2d + 1)2 ) we use



Q1 + ′E ′ 
r ,r 
1

|

2

X
P1 ,P2 :
((r1′ ,r2′ )∈P
/ 1 −P2 )


Pr[P = P1 ] Pr[P = P2 ]
 = 1.
{z

Q3

}

Exchanging summation order and using |P1 − P2 | ≤ |P1 | · |P2 | ≤ d2 , which holds since A(x, d)
makes at most d queries, we see that Q3 ≥ 1 − d2 /(2d + 1)2 . Notice we use here n > 2d.
This proves Q1 ≤ d2 /(2d + 1)2 .
To bound Q2 , we note that every (P1 , P2 ) contribute at most
Pr[P = P1 ] Pr[P = P2 ]/(2d + 1)2
to Q2 . To see this, observe that the distribution of the random variable Xr1′′ ,r2′′ ,P1 ,P2 does
not depend on the particular value of r1′′ , r2′′ (given P1 + (r1′′ , r2′′ ) is disjoint from P2 ), and
7

If the LPHS is probabilistic, then we should add the algorithm’s randomness into the σ-algebra. Since
this randomness is independent of all other random variables, it doesn’t change the proof.
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it attains at most one value (that is, a random variable X and a set E always satisfy
P
e∈E Pr[X = e] ≤ 1). Hence
Q2 ≤

X Pr[P = P1 ] Pr[P = P2 ]
1
=
.
(2d + 1)2
(2d + 1)2

P1 ,P2

Overall, we deduce 2dδ + (d2 + 1)/(2d + 1)2 ≥ 1, implying δ ≥ 3/(8d).

◀

▶ Remark 26 (Extending Lemma 25 to higher dimensions). The proof of Lemma 25 for k = 2
readily extends to a lower bound on the error probability of any k-dimensional LPHS
with k > 2 (the case k = 1 follows from the lower bound in [11] and our generic model
equivalence with LPHS). Concretely, for a k-dimensional LPHS we have δ ≥ 1/(3d2/k )
whenever n > (2d)2/k , implying Theorem 4.
The extension to a general dimension k requires the following modifications. First, we
use a distance-extension lemma, analogous to Lemma 24, in a way similar to (6). This step
Zk

reduces our task to showing that no algorithm can synchronize on random inputs x, y ∈ Σb n
with probability higher than, say 1/2, where y is a random k-dimensional shift of x by about
(2d)2/k in every axis.
Then, we observe that in the event that the LPHS applied on x and y queries disjoint
input cells (we think of x and y as inlaid in a common landscape), synchronization is unlikely,
as expressed by the bound on Q2 in the proof of Lemma 25. Hence, the synchronization
probability is dominated by the probability that the LPHS queries a shared input cell. To
bound this latter probability we use a birthday-paradox argument similar to the bound on
Q1 in the proof of Lemma 25: there are at least ((2d)2/k )k = 4d2 possible shifts, while there
are only d × d pairs of queries that may collide – any of the d queries made to x may collide
with any of the d queries made to y. It follows that there is a probability of at most 1/4 to
have a shared query, concluding the argument.
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Abstract
Broadcast encryption remains one of the few remaining central cryptographic primitives that are not
yet known to be achievable under a standard cryptographic assumption (excluding obfuscation-based
constructions, see below). Furthermore, prior to this work, there were no known direct candidates
for post-quantum-secure broadcast encryption.
We propose a candidate ciphertext-policy attribute-based encryption (CP-ABE) scheme for
circuits, where the ciphertext size depends only on the depth of the policy circuit (and not its size).
This, in particular, gives us a Broadcast Encryption (BE) scheme where the size of the keys and
ciphertexts have a poly-logarithmic dependence on the number of users. This goal was previously
only known to be achievable assuming ideal multilinear maps (Boneh, Waters and Zhandry, Crypto
2014) or indistinguishability obfuscation (Boneh and Zhandry, Crypto 2014) and in a concurrent
work from generic bilinear groups and the learning with errors (LWE) assumption (Agrawal and
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Introduction

Broadcast Encryption (BE) [15] is an important multi-user generalization of public-key
encryption where a broadcaster can send the same message m to an arbitrary subset S ⊆ U ,
where U is the universe of all the N possible users. A trivial, communication-inefficient, way
of achieving this would involve the broadcaster encrypting m separately with the public keys
of all users in S, resulting in a ciphertext of size O(|S|) (ignoring dependence on the security
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parameter λ). Broadcast encryption seeks to achieve the same end goal with much better
parameters, ideally ciphertexts and keys of size O(λ) (ignoring polylogarithmic factors in |S|
and |U|).1
The first solution to the broadcast encryption problem was proposed by Boneh, Gentry
and Waters [10] using bilinear maps on elliptic curves.2 Their construction had ciphertexts
of size O(1) and user secret keys of size O(1), but public keys of size O(N ).3 Subsequently,
there were constructions from indistinguishability obfuscation (iO) [12, 27, 19] and from
multilinear maps [11], the latter of which achieved polylog(N ) size for ciphertexts, secret
keys and the public key. Very recently, in an independent work, Agrawal and Yamada [4]
showed a construction with the same dependence on N in the generic group model for groups
with bilinear maps, assuming in addition that the learning with errors (LWE) assumption
holds (For a more detailed comparison, see Section 1.4.)
Broadcast encryption is a fundamental cryptographic primitive, and one of the few
advanced cryptographic primitives that have been actually commercially used (e.g. by cable
television and satellite radio providers, and in the Blu-Ray standard) and recognized as
such [16]. It is also one of the last standing “natural” primitives for which no post-quantum
solution is known, despite much effort.4 This is the case even if we require only that the
ciphertext (but not necessarily the keys) have constant size, a goal that we know how to
achieve from bilinear maps [10]. Indeed, achieving even sublinear, that is o(N ), ciphertext
size from LWE, regardless of the length of the keys, is a wide open question. This leads us
to ask:
Can we construct non-trivial broadcast encryption systems from LWE?
While we do not provide a complete answer in this paper, we propose a novel “LWEinspired” construction based on a natural extension of known learning with errors structures.
We hope that both the construction and the assumption will prove useful, both in constructing
truly LWE-based broadcast encryption and in other LWE-based constructions of advanced
cryptographic objects. In fact, our construction solves the more general problem of succinct
ciphertext-policy attribute-based encryption (CP-ABE) which we describe next.

A More General Problem: Succinct CP-ABE
It is possible to cast the BE problem as a special case of another cryptographic task which is by
itself very interesting, namely that of constructing succinct ciphertext-policy attribute-based
encryption schemes, as explained below.
In a ciphertext-policy attribute-based encryption scheme (CP-ABE), messages are encrypted with respect to access policies, specified as Boolean circuits f , and secret keys SKx
are generated for users with certain attributes, specified as strings x. The key SKx is able
to decrypt a ciphertext CT if and only if the attributes (encoded in the key) satisfy the
policy circuit (encoded in the ciphertext), that is if and only if f (x) = 1. A key-policy ABE

1

2

3
4

We note that in the context of BE, it is assumed that the decryptor knows the set S, either out-of-band,
or as an addendum to the ciphertext. In any case, the description of S is not counted towards the
ciphertext size or the communication complexity.
Prior to [10], solutions were either for the case of small sets S, having O(|S|) size ciphertexts, or a
line of work (starting from [22]) that handled very large sets, that is sets of size N − r with O(r) size
ciphertexts. Both solutions degrade to O(N ) ciphertext size for “typical” size broadcast sets.
Here and in much of the overview, we ignore polynomial dependence on the security parameter.
With the exception of obfuscation-based solutions, which are very involved and removed from concrete
efficiency.
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(KP-ABE) scheme is the dual notion, where the role of the inputs and circuits is reversed.
That is, keys SKf are bound to circuits f , and the ciphertexts encode attributes. We know
by now how to construct key-policy ABE schemes from the LWE assumption [18, 9]. The
ciphertexts in these schemes have size |x| · poly(λ, d) where d is an upper bound on the depth
of functions f supported by the scheme. The keys have size |f | · poly(λ, |x|, d) in [18] and
poly(λ, |x|, d) in [9] independent of |f |. Looking ahead, we remark that the succinct keys
feature of [9] will turn out to be crucial for our purposes.
To connect this to broadcast encryption, consider a function fS that encodes membership
in a set S. That is, the Boolean circuit fS takes as input x ∈ {0, 1}log N , and outputs 1 if
and only if x ∈ S. A CP-ABE scheme where the ciphertext encodes fS and the secret keys
encode user identities x will syntactically give us a broadcast encryption scheme. In fact,
using the [9] scheme, the keys will have quasi-optimal size poly(λ, log N, d) = poly(λ, log N )
since fS can be implemented as a O(log N ) depth circuit.
To satisfy the ciphertext-succinctness property of broadcast encryption, we need a
succinct CP-ABE scheme. By this, we mean that the ciphertext size should depend only
polylogarithmically on the size of the policy circuit fS . (Here, as in the case of broadcast
encryption, the decryptor is given the policy circuit out-of-band, and it is not counted against
the ciphertext size.)
A naïve first attempt at constructing a CP-ABE scheme is to use the known LWE-based
KP-ABE schemes [18, 9] and flip the roles of the policy and the attributes using a universal
circuit. That is, to generate a CP-ABE key for x, generate a KP-ABE key for the circuit
Ux (·) which takes the description of a function f as input and outputs f (x). The CP-ABE
ciphertext w.r.t. a policy f is then the KP-ABE ciphertext w.r.t. the description f . The key
difficulty is that the [18, 9] schemes are not ciphertext-succinct. Indeed, the ciphertexts have
size |f | · poly(λ, d) where d is the depth of the universal circuit Ux . This linear dependence
on |f | brings us back to square one.

1.1

Our Results: LWE-Inspired BE and CP-ABE Candidates

In this work, we present a candidate construction of a succinct CP-ABE scheme, and as a
corollary, we obtain a quasi-optimal BE scheme. Our construction is based on a heuristic
that allows to “invert” the key-succinctness of the BGG+ KP-ABE scheme. We do not have
a security reduction for this heuristic, and we pose its security as an open problem.

1.2

Technical Overview

As explained above, our scheme starts from the KP-ABE scheme of [9], which has succinct
keys and non-succinct ciphertexts, and attempts to turn it on its head, to achieve CPABE with succinct ciphertexts (and keys). We use LWE-inspired techniques in order to
(heuristically) guarantee collusion resistance. Details follow.

The BGG+ Key Policy ABE Scheme
The high-level idea of the BGG+ scheme is a method of encrypting the attribute x in a
way that allows for a specific type of homomorphic evaluation. In particular, the encryption
algorithm takes as input a master public key (A0 , A1 , . . . , Ak ) where each matrix lives in
Zqn×m , and attributes x ∈ {0, 1}k and encrypts it as

sA0 , s(A1 + x1 G), . . . , s(Ak + xk G) + e
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where s ∈ Z1×n
is a uniformly random row vector (“the LWE secret”) and G is the “gadget
q
matrix” from [21]. The vector e is the “LWE noise vector” which contains short entries
(Gaussians, almost always); we will omit the noise vector henceforth and take care to only
multiply the ciphertext by small values so that the presence of noise does not significantly
change the output. We also ignore the way the encrypted message is encoded in the ciphertext.
For the purpose of this exposition one can simply think about using the above to encrypt 0,
and using a completely random ciphertext for 1, so that the LWE assumption guarantees
that the two are indistinguishable to an adversary, but given a proper key they can be
distinguished. We note that more elegant encoding methods exist.
Before describing the decryption process, we note an important decomposability feature
of this encryption procedure that was already utilized in [13] (in fact, [13] and this work are
concurrent) and recently also in [4]. The encryption process can be split into an “offline step”
that is computed before the attribute x is known, and an “online step” whose complexity,
and in particular its dependence on x, are extremely simple. Explicitly, in the offline phase,
one can compute c0 = sA0 , and then for all i ∈ [k] and b ∈ {0, 1} the value ci,b = s(Ai + bG).
Then, in the offline phase, simply output c0 and ci,xi for all i.
The key technique in [9] is a two-fold homomorphic evaluation procedure which works as
follows. Given (A1 , . . . , Ak ), a function f , and x ∈ {0, 1}k , it is possible to derive a matrix
H with relatively small values (essentially exponential in the depth of f , which should be
considered small in our setting), s.t.
[A1 + x1 G|| . . . ||Ak + xk G] · H = Af + f (x)G .
⃗ and f without any knowledge or
The matrix Af itself can be efficiently derived from A
dependence on x.
Using this evaluation procedure, it is possible, given the ciphertext and f, x, to derive


I
s[A0 ||A1 + x1 G|| . . . ||Ak + xk G] ·
= s[A0 ||Af + f (x)G]
(1)
H
up to (somewhat increased but, with proper choice of parameters, still small) noise.
The secret key for f is a pair of “relatively short” vectors (r0 , rf ) s.t. A0 r0 + Af rf = 0
(mod q). Such vectors can be derived given a so-called lattice trapdoor for A0 . Decryption
involves multiplying Eq. (1) by the column vector consisting of r0 and rf , and checking that
the result is small. It is easy to check that decryption succeeds if f (x) = 0.
The resulting scheme is a KP-ABE scheme with succinct keys, since the keys contain,
apart from f itself, two vectors with short entries whose dimensions are independent of f .
The ciphertexts, however, are not succinct: for each attribute bit we need to include an
entire vector ci,xi .

An Approach for (Ciphertext-Policy) ABE with Succinct Ciphertexts
We would like to turn the aforementioned KP-ABE scheme on its head: if we could only
invert the roles of the secret key and ciphertext, we would be in good shape, since now
the ciphertexts will encode f and be succinct, and the key size depend polynomially on |x|
(which is fine for the BE application as |x| = O(log N )). However, duality of this sort does
not seem straightforward. (Indeed, we considered and dismissed a strawman attempt using
the universal circuit earlier on in this introduction.) We therefore consider the following high
level outline.
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Whenever we wish to encrypt a message with respect to policy f , we will generate a new
instance of the KP-ABE scheme. We will generate a key with respect to f and then toss the
master secret key of the scheme. We then produce the offline phase of the encryption, i.e.
create all ciphertext pieces c0 and {ci,b }i∈[k],b∈{0,1} . Now, seemingly, all we need to do is
find a way to encode the ci,b pieces so that user x can only recover ci,xi .
The first idea that comes to mind is to use an IBE scheme (as was done in [13]): just
encrypt each ci,b with respect to attribute (i, b) and provide user x with a key that decrypts
all ciphertexts with attribute (i, xi ). Indeed, this will provide functionality, and even security
against an adversary that only gets access to a single decryption key, but not collusion
resistance: if users x, x′ come together, they will be able to learn, for some i, both ci,0 and
ci,1 , which will render the ciphertext completely insecure.
Our key idea to solve the collusion-resistance problem is to construct a special variant
of IBE which we refer to as a randomizing IBE scheme. During the decryption process, a
randomizing IBE scheme modifies the “message”, specifically the s part of the ciphertext, so
that users x, x′ will each receive a variant of ci,xi or ci,x′i respectively, but such that each of
them corresponds to a different s. If we were able to do this in such a way that the s values
are completely uniform and independent, and such that in some way the noise values in the
ci,xi pieces are also randomized, then we will have solved the problem. Unfortunately we
cannot achieve this and we therefore resort to a heuristic.
Before describing our heuristic, let us point out that even the variant which enjoys only
one-key security (and is not collusion resistant) is not fully succinct, in the sense that the
ciphertext size grows with the input length k = |x| (times a polynomial in the security
parameter). However, this level of succinctness is sufficient for all purposes covered in this
work, in particular for broadcast encryption.

Our Heuristic: Select on the Left, Decrypt on the Right
We first “beef up” the KP-ABE scheme. Instead of using a single vector s, we will use
a matrix S, or equivalently we will generate a number of independent ciphertexts with
independent s values. Intuitively, this will be useful since it will allow us to define, for each
x, its own personal sx that will be defined as (roughly) a subset sum of the rows of S, with
coefficients that will be specified for x. This modification changes very little in the semantics
of the scheme. It still has the same offline/online nature, only now the pieces C0 ≈ SA
and Ci,b ≈ S(Ai + bG) are matrices and not vectors. Recall that decryption only involves
multiplying the respective ciphertext pieces on the right, first by the matrix H and then
by the secret key vectors (r0 , rf ). We will therefore mask the ciphertext pieces, using an
encoding that is decryptable on the left.
Concretely, we will consider matrices B0 and {Bi,b }, and set Ĉi,b = Bi,b Ŝi,b + Ei,b + Ci,b ,
and likewise Ĉ0 = B0 S0 + E0 + C0 will encrypt C0 . In itself, the LWE assumption implies
that without any additional information on the B matrices, the Ĉ pieces are indistinguishable
from uniform, even given arbitrary side information on the C pieces.
Now, in order to allow decryption, we will provide user x with a short vector tx which is
sampled randomly (from a discrete Gaussian) subject to tx Bi,xi = 0 (mod q) for all i, and
in addition tx B0 = 0 (mod q). Such a vector can be efficiently sampled if the B matrices
are generated together with a trapdoor for the intersection of lattices that they represent.
The details are not very important at this point, however we note that crucially, tx Bi,1−xi
have no structure, and are uniformly random.
Note that given tx , it is possible to derive tx Ĉi,xi ≈ tx Ci,xi , but for Ĉi,1−xi the vector
tx is useless (at least heuristically) and does not enable deriving any useful variant of Ci,1−xi .
Since the decryption procedure is performed by right multiplication, correctness is maintained
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even when applying decryption to the tx Ci,xi values. The hope is that collusion attacks are
prevented since an adversary that is given, say, tx , tx′ for two attribute vectors x and x′
should not be able to correlate the ciphertext pieces that it derives in the selection process.
This completes the description of our scheme. Note that we obtain succinct ciphertexts
and succinct keys. We only use the “symmetric key” version of the KP-ABE scheme, and only
use it to generate a single key. These are very appealing properties in terms of functionality,
but we have to be very careful when arguing about its security. We will discuss this in the
following section.

1.3

Security and Attempted Cryptanalysis

Our heuristic scheme is based on similar logic to the one standing behind the [9] KP-ABE
scheme. We mask a set of values using LWE instances of the form SA + E, and provide
a trapdoor that exposes only certain relations between the masked values. Let us try to
speculate what would be the nature of a security proof for our scheme, and focus on possible
aspects where problems could arise. We consider the weakest notion of security, namely fully
selective security, and focus only on the broadcast encryption application rather than consider
CP-ABE in full generality. Specifically, we consider a security game, where the adversary
selects k which is logarithmic in the security parameter, and then specifies two disjoint
sets X, S ⊆ {0, 1}k . The set X indicates “corrupted” x values, and the set S indicates the
recipients of the broadcast. The adversary then receives the public parameters of the scheme,
the secret keys for all x ∈ X, and a ciphertext encrypting a random bit with respect to the
set S. The adversary is required to guess the value of the encrypted bit with non-trivial
success probability.
Let us take the cryptanalyst’s perspective and see what kind of potentially-sensitive
information can be derived from the adversary’s view of the experiment. Assume that the
set X is simply a set of randomly selected identities. Then it must be the case that for
every index i, roughly half x ∈ X have xi = 0 and half have xi = 1. This means that the
adversary obtains many short tx that annihilate Bi,0 (and likewise many other short vectors
that annihilate Bi,1 ). Therefore, the adversary can use these values to reconstruct a trapdoor
for all individual matrices Bi,b .
While this feature appears to be concerning, it does not seem to lead to a break of any
sort. Indeed, what is needed in order to learn meaningful information is a trapdoor (or at
least a short vector) that simultaneously annihilates new subsets of the Bi,b matrices. This
perspective can be applied when notice that as a necessary condition for security, it should
not be possible, given secret keys for the set X, to efficiently generate a valid key for any
x∗ ̸∈ X. Note that this in particular means finding a short vector that annihilates a new
subset of the Bi,b , and doing so would immediately violate security. This again translates
to a question on “mixing and matching” or “malleability” of lattice trapdoors. We show
in Section 5 that learning with error trapdoors have a “non-malleability” property so that
it is computationally intractable to mix-and-match lattice trapdoors in a way that will
compromise the hardness of LWE on a lattice to which an explicit trapdoor has not been
given. This is true even if this target lattice is an intersection of lattices for which we provide
a trapdoor. This shows that such “key-recovery attacks” on our system are not possible
under the LWE assumption.
Of course, so far we only considered very limited attack strategies, namely ones that
only observe the set of keys of colluding adversarial parties, and not the challenge ciphertext
itself. Indeed, when trying to convert ABE schemes into the stronger notion of Functional
Encryption (FE), in which all keys reveal some information about the message, collusion
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resistance is lost because the decryption process reveals information about the encryption
randomness, which allows to recover it and break security. In this context, we usually consider
the set of linear equations that are obtained by applying the keys that the adversary has to
the ciphertext. Of course none of the keys individually will decrypt, but each such attempted
decryption implies a linear equation over the unknowns which are the randomness in the
encryption (in our case the matrix S and the LWE noise values). The hope is to obtain
sufficiently many such equations to recover, say, S.
At first glance, this approach appears to be successful. It appears that given sufficiently
many keys, it should be possible to generate more equations than variables, and thus
supposedly break security. However, a seemingly minor detail plays an important role here.
The set of equations that can be obtained in this way is linearly independent over the integers,
but the equations themselves are only applicable modulo q, and it turns out (not surprisingly,
as we explain below) that the equations obtained are not full rank modulo q, and thus the
information obtained in this way appears to be useless to an attacker.
This is indeed a significant difference between our approach and the aforementioned
approaches towards FE and WE. In our case, the adversary is unable to obtain equations
over the integers, only modular ones (since decrypting with a non-certified key should not
yield any functionality, as opposed to FE where all keys have correctness requirement with
respect to all ciphertexts). To illustrate this issue, consider a plain LWE instance of the form
(A, b = sA + e). Now assume that we are given a short full rank matrix T s.t. AT = 0. This
matrix is a trapdoor for A and can be used to recover the secrets s, e via computing the
value bT (mod q) and noticing that this is equal to the value eT over the integers. Since
T is invertible over the integers e can be recovered, which leads to recovery of s as well.
However, if b = sA + y for a non-short y (y can still be very structured, e.g. LWE instance
with respect to a known matrix B), this approach fails. This is because now we can only
obtain yT (mod q), and we note that modulo q the matrix T is degenerate since it lies in
the mod-q kernel of A. It appears that all “linear” cryptanalysis attempts fall into this
framework, but we are unable to show a formal statement of this form.
To conclude, it appears that attacks that were successful in other contexts are not
applicable to our scheme. This is of course far from constituting a proof of security. As
explained above, we hope that one of the readers of this manuscript will be able to advance
it, either in the direction of a proof, or in the direction of finding new attacks.

1.4

Comparison to Agrawal-Yamada

The recent work of Agrawal and Yamada [4] constructs broadcast encryption and succinct
ciphertext-policy ABE relying on the LWE assumption in addition to generic groups with
bilinear maps. Their proof of security relies on the generic model for groups with bilinear
maps. As explained above, our scheme predates this work. Let us point out a few points of
comparison.
In terms of the final result, our work relies only on the lattice structure, allows CP-ABE
for all functions, but has no proof of security. Their work relies on (standard) LWE and
generic bilinear groups (and therefore immediately broken by quantum attacks). Perhaps
the most significant difference is that their CP-ABE scheme only supports N C 1 functions,
whereas we support all polynomial-time computable functions, with an a-priori bounded
(polynomial) depth. Additionally, our scheme has a polynomial LWE modulus for N C 1
functions, whereas their modulus is necessarily exponential, due to the interaction with
bilinear groups. However [4] has the significant advantage of being provably secure in a
reasonable (yet heuristic) attack model. A followup work [3] replaces the generic group model
in [4] with a knowledge assumption, however the properties of their construction remain the
same.
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In terms of techniques, their scheme also starts with a KP-ABE scheme with succinct keys
and attempts to “turn it on its head”. They use the bilinear structure to prevent collusion by
only allowing the parties to see their ciphertext in the exponent of a group generator which
is distinct for each user.

2

Preliminaries

2.1

Attribute Based Encryption (ABE)

Let F = {Fλ }λ be an ensemble of function classes such that Fλ ⊆ {0, 1}∗ → {0, 1}.
We assume that the functions are represented as Boolean circuits. A ciphertext-policy
attribute based encryption (CP-ABE) scheme is defined by ppt algorithms ABE =
(ABE.Params, ABE.Enc, ABE.Keygen, ABE.Dec) such that:
The setup algorithm ABE.Params(1λ ) takes the security parameter and the input length
of the supported functions as input and outputs a master secret key msk and a set of
public parameters pp.
The encryption algorithm ABE.Encpp (µ, f ) uses the public parameters pp and takes as
input a function f ∈ Fλ and a message µ from a message space M = Mλ . It outputs a
ciphertext ct ∈ {0, 1}∗ .
The key generation algorithm ABE.Keygenmsk (x) uses the master secret key msk and takes
as input an attribute vector x ∈ {0, 1}k . It outputs a secret key skx .
The decryption algorithm ABE.Decpp (skx , x, f, ctf ) takes as input a function secret key
skf , an attribute x ∈ {0, 1}∗ , a function f and a ciphertext ctf , and outputs a message
µ′ ∈ M.
▶ Remark 1. It is often the case that a construction of ABE (whether key or ciphertext
policy) is applicable to a parameterized class of functions. For example, we may be able to
(c)
(c)
construct ABE for all F (c) = {Fλ }λ , where Fλ denotes the set of all circuits of depth
c
λ , but such that the parameters of the scheme vary with c. In such cases, we sometimes
consider c (or λc in this case), as an additional input to the setup algorithm rather than an
external specification of the function class. Usually, and specifically in the context of this
manuscript, when the setup algorithm takes additional inputs, we explain how these inputs
refer to the function classes supported by the construction.
▶ Remark 2. We note that the ABE key generation algorithm needs to know (and can run
in time polynomial in) the input length of the functions, but not the size of the circuit
computing the supported functions. This is a key feature of CP-ABE schemes which cannot
be obtained generically from KP-ABE schemes, flipping the role of the function and input
using a universal circuit.
▶ Definition 3 (Correctness of CP-ABE). A scheme ABE is correct if the following holds.
Consider a sequence of functions {fλ ∈ Fλ }λ and a sequence of attributes {xλ ∈ {0, 1}∗ }λ ,
such that for all λ, the input size of fλ is exactly |xλ | and fλ (xλ ) = 0.5 For all such sequences
and for any sequence {mλ ∈ Mλ }λ , it holds that
Pr[ABE.Decpp (skx , x, f, ctf ) ̸= µ] = negl(λ) ,
where (msk, pp) = ABE.Params(1λ , 1k ), ct = ABE.Encpp (µ, f ), skf = ABE.Keygenmsk (x).
5

Recall our convention that f (x) = 0 is the event when decryption succeeds.
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▶ Definition 4 (Security for CP-ABE). Let ABE be a CP-ABE encryption scheme as above,
and consider the following game between the challenger and adversary.
1. The challenger generates (msk, pp) = ABE.Params(1λ , 1k ), and sends pp to the adversary.
2. The adversary makes arbitrarily many key queries by sending attributes xi to the challenger. Upon receiving such an attribute, the challenger creates ski = ABE.Keygenmsk (xi )
and sends ski to the adversary.
3. The adversary sends a function f and a pair of messages µ0 , µ1 to the challenger. The challenger samples b ∈ {0, 1} and computes the challenge ciphertext ct∗ = ABE.Encpp (µb , f ).
It sends ct∗ to the adversary.
4. The adversary makes arbitrarily many key queries as in Step 2 above.
5. The adversary outputs b̃ ∈ {0, 1}.
6. Let legal denote the event where all key queries of the adversary are such that f (xi ) = 1.
If legal, the output of the game is b′ = b̃, otherwise the output b′ is a uniformly random
bit.
The advantage of an adversary A is |Pr[b′ = b] − 1/2|, where b, b′ are generated in the game
played between the challenger and the adversary A(1λ ).
The game above is called the adaptive security game for ABE, and it has relaxed variants.
In the selective security game, the adversary sends f before Step 1.
The scheme ABE is adaptively/selectively secure if any ppt adversary A only has
negligible advantage in the adaptive/selective security game (respectively).

Negated Policies
We allow decryption when f (x) = 0 and require that in the security game all queries are
such that f (xi ) = 1. In LWE-based constructions it is often much more convenient to work
with this negated version of the policy, which explains the apparent strangeness. This variant
is obviously equivalent.

Succinct Ciphertext-Policy ABE
The crucial succinctness property we care about in this work is that the ciphertext size
depends polynomially in the input length of the functions, namely k, and the security
parameter, but is otherwise independent of the size of the functions being encrypted. As a
result of a technical deficit common to all known LWE based ABE schemes, we will allow
the ciphertext size to grow with the depth of the circuits (but not the size).

2.2

Learning with Errors and Lattice Trapdoors

This section summarizes tools from previous works that are used in our construction. This
includes the definition of the LWE problem and its relation to worst case lattice problems, the
notion of trapdoors for lattices and operations on trapdoors, and homomorphic evaluation of
matrices with special properties.

Learning with Errors (LWE)
The Learning with Errors (LWE) problem was introduced by Regev [24] as a generalization
of “learning parity with noise” [8, 7]. We now define the decisional version of LWE. (Unless
otherwise stated, we will treat all vectors as column vectors in this paper).
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▶ Definition 5 (Decisional LWE (DLWE) [24]). Let λ be the security parameter, n = n(λ),
m = m(λ), and q = q(λ) be integers and χ = χ(λ) be a probability distribution over Z. The
DLWEn,q,χ problem states that for all m = poly(n), letting A ← Zn×m
, s ← Znq , e ← χm ,
q
m
and u ← Zq , the following distributions are computationally indistinguishable:
 c

A, sT A + eT ≈ A, uT
There are known quantum (Regev [24]) and classical (Peikert [23]) reductions between
DLWEn,q,χ and approximating short vector problems in lattices. Specifically, these reductions
take χ to be a discrete Gaussian distribution DZ,αq for some α < 1. We write DLWEn,q,α to
indicate this instantiation. We now state a corollary of the results of [24, 23, 20, 21]. These
results also extend to additional forms of q (see [20, 21]).
▶ Corollary 6 ([24, 23, 20, 21]). Let q = q(n) ∈ N be either a prime power q = pr , or a
Q
√
product of co-prime numbers q = qi such that for all i, qi = poly(n), and let α ≥ n/q.
If there is an efficient algorithm that solves the (average-case) DLWEn,q,α problem, then:
There is an efficient quantum algorithm that solves GapSVPO(n/α)
(and SIVPO(n/α)
) on
e
e
any n-dimensional lattice.
If in addition q ≥ Õ(2n/2 ), there is an efficient classical algorithm for GapSVPÕ(n/α) on
any n-dimensional lattice.
Recall that GapSVPγ is the (promise) problem of distinguishing, given a basis for a lattice
and a parameter d, between the case where the lattice has a vector shorter than d, and the
case where the lattice doesn’t have any vector shorter than γ · d. SIVP is the search problem
of finding a set of “short” vectors. The best known algorithms for GapSVPγ require at least
2Ω̃(n/ log γ) time [26]. We refer the reader to [24, 23] for more information.
In this work, we will only consider the case where q ≤ 2n . Furthermore, the underlying
security parameter λ is assumed to be polynomially related to the dimension n.
Lastly, we derive the following corollary which will allow us to choose the LWE parameters
for our scheme. The corollary follows immediately from the fact that the discrete Gaussian
2
DZ,αq is (αq · t, 2−Ω(t ) )-bounded for all t.
▶ Corollary 7. For all ϵ > 0 there exist functions q = q(n) ≤ 2n , χ = χ(n) such that χ is
ϵ
B-bounded for some B = B(n), q/B ≥ 2n and such that DLWEn,q,χ is at least as hard as
ϵ
the classical hardness of GapSVPγ and the quantum hardness of SIVPγ for γ = 2Ω(n ) .

The Gadget Matrix
Let N = n · ⌈log q⌉ and define the “gadget matrix” G = g ⊗ In ∈ Zqn×N where g =
⌈log q⌉

(1, 2, 4, . . . , 2⌈log q⌉−1 ) ∈ Zq
. We will also refer to this gadget matrix as the “powers-oftwo” matrix. We define the inverse function G−1 : Zn×m
→ {0, 1}N ×m which expands each
q
entry a ∈ Zq of the input matrix into a column of size ⌈log q⌉ consisting of the bits of the
binary representation of a. We have the property that for any matrix A ∈ Zn×m
, it holds
q
that G · G−1 (A) = A.

Trapdoors
′

Let n, m, q ∈ N and consider a matrix A ∈ Zn×m
. For all V ∈ Zn×m
, we let A−1
q
q
τ (V) denote
m′
the random variable whose distribution is a Gaussian DZm ,τ conditioned on A · A−1
τ (V) = V.
−1
A τ -trapdoor for A is a procedure that can sample from the distribution Aτ (V) in time
poly(n, m, m′ , log q), for any V. We slightly overload notation and denote a τ -trapdoor for
A by A−1
τ .
The following properties had been established in a long sequence of works.
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▶ Corollary 8 (Properties of Trapdoors [5, 6, 17, 1, 14, 2, 21]). Lattice trapdoors exhibit the
following properties.
−1
′
1. Given A−1
τ , one can obtain Aτ ′ for any τ ≥ τ .
−1
−1
−1
2. Given Aτ , one can obtain [A∥B]τ and [B∥A]τ for any B.
and R ∈ Zm×N , with N = n ⌈log q⌉, one can obtain [AR + G∥A]−1
3. For all A ∈ Zn×m
q
τ
for τ = O(m · ∥R∥∞ ).
n×m
4. There exists an efficient procedure TrapGen(1n , q) that outputs (A, A−1
τ0 ) where A ∈ Zq
√
−n
for some m = O(n log q) and is 2 -uniform, where τ0 = O( n log q log n).

3

The BGG+ -Lite Single-Key KP-ABE Scheme

In this section, we recall the KP-ABE scheme of Boneh et al. [9]. This scheme will be the
basis of our construction in Section 4. In fact, we present a simplified version of the scheme
which works only to generate a single function key. We start by describing the notion of
homomorphic evaluation that underlies their construction.

Key-Homomorphic Evaluation
Let f be a boolean circuit of depth d computing a function from {0, 1}k to {0, 1}, and assume
that f contains only NAND gates. We will show a version of f that computes on matrices.
In particular, for every NAND gate whose inputs are associated to matrices A1 and A2 , we
associate to the output the matrix
Anand := A1 G−1 (A2 ) − G

(2)

Note that

[A1 + x1 G||A2 + x2 G] ·

G−1 (A2 )
−x1 I


= Anand + (1 − x1 x2 )G
= Anand + NAND(x1 , x2 ) · G

which provides us with a mathematical framework for homomorphic evaluation.
⃗ := (A1 , . . . , Ak ), we can define the matrix Af associated
In particular, given matrices A
to the output wire of f (by using the NAND rules above repeatedly). This has the associated
homomorphic evaluation property that
[A1 + x1 G|| . . . ||Ak + xk G] · Hf,x,A
⃗ = Af + f (x1 , . . . , xk ) · G

(3)

O(d)
for some matrix Hf,x,A
.
⃗ that has norm (n log q)

The KP-ABE-Lite Scheme
We are now ready to describe a simplified, single-key, version of the KP-ABE scheme of [9].
BGG.KeyGen(1λ , 1k , f ) generates LWE matrices A1 , . . . , Ak ∈ Zn×ℓ
. It generates a
q
random short matrix Tf ∈ Zm and sets A0 := Af Tf (mod q) where Af is the matrix
described above.
The master public key is
BGG.MPK = (A0 , A1 , . . . , Ak )
and the functional key for f is
BGG.skf = Tf
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BGG.Enc(BGG.MPK, x, µ) where x ∈ {0, 1}k and µ ∈ {0, 1} does the following. Pick a
random LWE secret s ∈ Znq and let u = sA0 + e0 if µ = 0 and a random vector if µ = 1.
Output the ciphertext


BGG.ct := u, s[A1 + x1 G|| . . . ||Ak + xk G] + e
where e is a small Gaussian error.
Looking ahead, we also define the BGG.OfflineEnc procedure that simply takes the master
public key and produces “encryptions relative to all possible x”. That is, it outputs


sA1
|| . . . ||
sAk
u,
+e
s(A1 + G) || . . . || s(Ak + G)
BGG.Dec(BGG.skf , BGG.ct) uses Equation 3 to compute


s[A1 + x1 G|| . . . ||Ak + xk G] + e · Hf,x,A
x)G)
⃗ ≈ s(Af + f (⃗
Thus, when f (x) = 0 (which is interpreted as true), we can decrypt by computing sAf Tf
and checking if it is close to u (in which case, output µ = 0) or not (in which case, output
µ = 1).
We remark that a version of the scheme where the encryption randomness is a matrix S
(as opposed to a single vector s) can be defined in a completely analogous way. Indeed, this
will turn out to be useful in the next section.
We will not provide an analysis of the parameters of the scheme here (we will do that in
Section 4 for our CP-ABE scheme instead). We remark that single-key KP-ABE schemes
can be achieved in simpler ways than described above, for example directly using garbled
circuits [25], however, the algebraic structure of the BGG+ -lite scheme is crucial to us down
the line.
We prove in Appendix A the security of the scheme in the (selective, single-key) setting
where the adversary obtains a single key for a function f and a ciphertext for an input x∗
such that f (x∗ ) = 1 (which is interpreted as false). We remark that the proof is already in
[9] and is a slightly simpler version thereof.

4

Our CP-ABE Scheme and Correctness

We describe our CP-ABE scheme below.

Setup(1λ )
Let k be the length of the attributes in the CP-ABE scheme and d be the maximum depth
of circuits that will be encrypted. Choose 2k uniformly random matrices Bi,b ∈ Zm×n
in
q
the public parameters (for i ∈ [k] and b ∈ {0, 1}), and let the master secret key be a “joint
trapdoor” for all the Bi,b .
More precisely, run TrapGen(12kn , 1m , q) to generate
(B, T) ← TrapGen(12kn , 1m , q)
where B ∈ Zm×2kn
. Let {Bi,b }i∈[k],b∈{0,1} be blocks of columns of B; thus,
q
B = [B1,0 ||B1,1 || . . . ||Bk,0 ||Bk,1 ]
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In particular, by the properties of the trapdoor, we know that T has small entries, and
that for all i, b:
TBi,b = 0 (mod q)
Output
MPK = {Bi,b }i,b and MSK = T

Enc(MPK, f, µ)
To generate a ciphertext for a function f encrypting a message µ ∈ {0, 1}, do the following.
Pick fresh ABE parameters for the BGG+ -lite KP-ABE scheme.
(BGG.MPK, BGG.skf ) ← BGG.KeyGen(1λ , 1k , f )
We recall that BGG.MPK consists of k + 1 matrices A0 , A1 , . . . , Ak ∈ Zn×ℓ
and BGG.skf
q
is a matrix Tf with small entries such that Af Tf = A0 (mod q).
Run the offline phase of the matrix-BGG+ -Lite encryption algorithm. That is, let
(C0 , {Ci,b }) ← BGG.OfflineEnc(BGG.MPK)
We recall that Ci,b = S(Ai + bG) + Ei,b and C0 = SA0 + E0 (when µ = 0) or uniformly
random (when µ = 1). Here, S ∈ Zm×n
is a uniformly random matrix and E0 , {Ei,b } are
q
short error matrices of the appropriate dimension.
Define the matrices
Ĉi,b := Bi,b Ŝi,b + Ci,b = Bi,b Ŝi,b + Ei,b + S(Ai + bG)
and
Ĉ0 := B0 Ŝ0 + C0 = B0 Ŝ0 + E0 + SA0
where the matrices Ŝi,b and Ŝ0 live in Zn×ℓ
and are randomly chosen.
q
The ciphertext is


CTf := BGG.skf , Ĉ0 , {Ĉi,b }i,b

KeyGen(MSK, x)
The key skx for an attribute vector x = (x1 , ..., xk ) is a short vector tx such that tx B0 = 0
(mod q) and for every i,
tx Bi,xi = 0

(mod q)

Such a vector can be generated by running TrapSamp with the matrix Bx :=
[B1,x1 || . . . ||Bk,xk ] and the trapdoor T. For example, we can use the trapdoor T to find
a short vector tx such that tx B0 = 0 (mod q), tx Bi,xi = 0 (mod q) and tx Bi,1−xi are
uniformly random and independent.
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Dec(x, skx , f, CTf )
To decrypt, compute

tx · [Ĉ0 ||Ĉ1,x1 || . . . ||Ĉk,xk ] ·

−I
Hf,x Tf


(4)

and output 1 if the resulting vector has small entries and 1 otherwise.

Correctness
Let us rewrite the decryption expression 4. Here we will refer to the BGG + -Lite decryption
algorithm from Section 3. We have


−I
[C0 ||C1,x1 || . . . ||Ck,xk ] ·
Hf,x Tf
≈ −C0 + S[A1 + x1 G|| . . . ||Ak + xk G] · Hf,x Tf
≈ −C0 + S[Af + f (x)G]Tf
≈ −C0 + SA0
where the first equation is by the definition of Ci,b , the second by the homomorphic evaluation
property (equation 3), and the third by the fact that Af Tf = A0 . Now, if µ = 0, C0 ≈ SA0
and the computation above results in a matrix with small entries; and if µ = 1, it is random
and therefore unlikely to have small entries.
Let us now turn to the decryption equation.


−I
tx ·[Ĉ0 ||Ĉ1,x1 || . . . ||Ĉk,xk ] ·
Hf,x Tf


−I
≈ tx [B0 Ŝ0 + C0 || B1,x1 Ŝ1,x1 + C1,x1 || . . . || Bk,xk Ŝk,xk + Ck,xk ] ·
Hf,x Tf


−I
≈ tx · [C0 ||C1,x1 || . . . ||Ck,xk ] ·
Hf,x Tf
≈ tx · (−C0 + SA0 )
This resulting vector either has small entries (if µ = 0) or not (if µ = 1) w.h.p.

Parameter Settings
Looking at the decryption equation, we see that the largest asymptotic growth of error
happens due to the error growth in BGG+ decryption, i.e., multiplying by the matrix Hf,x
which increases the error by a multiplicative factor of (n log q)O(d) where d is the depth of
the circuit computin f . Thus, setting q ≫ (n log q)O(d) and m = cn log q for a sufficiently
large constant c > 1 gives us decryption correctness.

Efficiency
The key parameter of interest to us is the size of the ciphertext. This consists of the
BGG+ secret key as well as the k elements of the BGG+ ciphertext. In total, the length is
poly(n, log q, k) which is polynomial in k (the input length of f ) and d (the circuit depth of
f ), but otherwise independent of the circuit size of f . The size of the secret key in the scheme
is poly(n, log q, k) which is polynomial in the security parameter and the attribute-length k.
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Broadcast Encryption

Recall that in broadcast encryption, we have a setup algorithm that generates a master
public/secret key pair for a universe of N = 2k users, an encryption algorithm that encrypts
a message m to a subset S ⊆ [N ] of users, a key generation algorithm that gives each user
i ∈ [N ] its private key ski , and finally a decryption algorithm that gets a user private key
ski , a ciphertext ct as well as a description of the intended broadcast set S, and outputs µ if
and only if i ∈ S.
A construction of broadcast encryption now follows immediately from the succinct CPABE scheme by instantiating the function f in the CP-ABE encryption by the indicator
function fS which, on input i, outputs 0 if and only if i ∈ S. The function fS can be
implemented by a circuit of size O(|S| · poly(log k)) and depth O(log |S|) = O(log N ).
The size of the ciphertexts in the scheme is poly(n, k, d) = poly(n, log N ).
The size of the keys in the scheme is poly(n, log N ) as well, by inspection.
In other words, this gives us a broadcast encryption scheme with polylogarithmic size
ciphertexts and keys.

5

Assessment of Security

In this section we attempt to provide a more quantitative version of the high-level discussion
in Section 1.3, and attempt to point out what we know about the security of our candidate
(recall that we do not have a closed-form assumption that implies the security of the scheme).
To avoid unnecessary repetition we will assume that the reader of this section already read
Section 1.3 and we may refrain from repeating the high level discussion.
We formalize the notion of a key recovery attack where the adversary obtains a set of
keys and is tasked with producing a key for a user that is not in the set, and show that our
scheme is secure against this kind of attacks. We recall the notation of our scheme from
Section 4, and in particular the matrix Bx = [B0 ∥B1,x1 || . . . ||Bk,xk ].
▶ Definition 9 (Key-Recovery Attack). In a key-recovery attack, and adversary and a
challenger play the following game.
1. A challenger generates master public and secret key, and sends the master public key to
the adversary.
2. The challenger can ask for keys for user xi and the challenger generates skxi and sends
it to the adversary. This step can be repeated polynomially many times as the adversary
pleases. Let X denote the set of xi for which a key was requested.
3. The adversary sends x∗ ̸∈ X and a vector t∗ .
4. The adversary wins if t∗ is a valid secret key for the user x∗ , i.e. ||t∗ || < q/poly(λ) for a
sufficiently large polynomial (to be specified) and t∗ Bx = 0 (mod q).
We say that our scheme is secure against key recovery if the probability of any efficient
adversary to win in this game is negligible. We also consider the fully selective setting in
which the adversary provides (X, x∗ ) before the beginning of the game.
We note that our definition is not completely generic and refers specifically to the possibility
of the adversary to generate keys that are of a certain form (a short vector in the lattice
specified by Bx ).
Recall that an adversary that succeeds in a key recovery attack can easily break the
security of the scheme, simply by requesting a challenge ciphertext for a function f that
is not satisfied by any element in X but is satisfied by x∗ , and then using t∗ in order to
decrypt the challenge ciphertext.
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Resilience to Key-Recovery and Intersection Attacks
We now show that with the right parameters, our scheme is resilient to key-recovery attacks.
Our proof uses the following game that is based on the LWE problem.
▶ Definition 10 (Related-Trapdoor Robust LWE). The related trapdoor LWE game is parameterized by the same parameters as our CP-ABE scheme and is defined as the following
game between an adversary and a challenger.
1. The adversary chooses x∗ ∈ {0, 1}k from the message space and sends it to the challenger.
2. The challenger samples (B, T) as in the setup of the CP-ABE scheme and sends B to
the adversary.
3. The adversary can request trapdoors Tx for matrices Bx for x ̸= x∗ of the adversary’s
choice, from the message space. This is done polynomially many times adaptively.
4. The challenger flips a coin β. If β = 0, it generates LWE instances as follows. It samples
s, e and outputs c = Bx∗ s + e. If β = 1 the challenger produces a uniform vector of the
same dimension.
5. The adversary produces a guess β ′ as to the value of β, and wins in the game if β ′ = β.
An adversary is successful against related trapdoor LWE if it can win in the game with
probability noticeably greater than 1/2.
▶ Theorem 11. The Related-Trapdoor LWE problem is hard under the hardness of LWE.
Proof. We will show how to generate the matrix B, given x∗ , so that it is possible for every
x=
̸ x∗ to generate a trapdoor for Bx , but it is still not possible to solve LWE with respect
to Bx∗ . To do this, we generate the matrices according to the same template:


Di,b
,
Bi,b =
RDi,b + Gi,b
and likewise for B0 with D0 and G0 . The G matrices are “gadgets” that we will define in a
particular way in order for security to hold. The D matrices are uniform and the R (which
is common to all i, b) is a random matrix with small entries, say in {0, 1}.
The dimensions of the matrices will be determined as follows. We will show below how to
define the G matrices so as to have the security properties that we are looking for. This will
determine the dimensions of the lower block in the B matrices. The remaining dimension
of the upper block (i.e. the height of the D matrices) is determined so that a single R has
sufficient entropy to make all RDi,b jointly statistically indistinguishable from uniform. We
note that so long as the dimensions of the gadget matrices are polynomial, all other matrices
will have polynomially related dimensions.
We note that following the template above, the matrices Bx also take the form


Dx
Bx =
,
RDx + Gx
where Dx , Gx are defined analogously to Bx .
We define the gadgets Gi,b so that for a party that knows R it is possible to generate
trapdoors for all Bx for x ̸= x∗ , but not for Bx∗ (and later we show that indeed LWE remains
hard on the latter).
Let ui denote the ith indicator column vector. We recall the standard n × n log q gadget
matrix G, and define Gi,b = vi,b ⊗ GT where vi,b = u2∗(i−1)+b . Namely, the matrix Gi,b is
a column-block matrix, where all but the (2i − 2 + b)th block are 0, and the (2i − 2 + b)th
P
block contains GT . The matrix G0 is defined as G0 = − i Gi,x∗i = v0 ⊗ GT , where
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P
v0 = − i (u2i+x∗i ). Let us further consider, for all x the matrix Vx whose columns are the
vectors v0 , v1,x1 , . . . , v2k,xk . It holds that Gx = Vx ⊗ GT . We notice that for all x ̸= x∗ the
matrix Vx has full rank, but for x = x∗ it is rank deficient. Having Vx with small entries
and full rank allows to generate a trapdoor for Bx using the techniques of [21]. Therefore, we
show that it is possible to answer the trapdoor queries for all x ̸= x∗ . The total dimension of
Gi,b is therefore 2kn log q × n.
Now, let us consider an LWE instance respective to Bx∗ . The LWE vector c can be
written as
X
c = B0 s 0 +
Bi,x∗i si + e ,
i∈[k]

where si are the blocks of the LWE secret s. We notice that the problem only becomes easier
if all si are equal (but the marginal distribution is still uniform). This is because such an
instance can always be rerandomized to take the form above. It therefore suffices to show
that
X
c = (B0 +
Bi,x∗i )s0 + e
i∈[k]

is indistinguishable from uniform. To see this, notice that
"
#
P
X
D0 + i∈[k] Di,x∗i
P
P
B0 +
Bi,x∗i =
R(D0 + i∈[k] Di,x∗i ) + (G0 + i∈[k] Gi,x∗i )
i∈[k]


X
I
Di,x∗i ) ,
=
(D0 +
R
i∈[k]

due to the way G0 was generated. We are therefore left with an LWE witness relative
P
to the matrix (D0 + i∈[k] Di,x∗i ), multiplied by a short matrix, which can be simulated
as in [9].
◀
Given the above, security against fully selective key recovery follows essentially by
definition. For the BE application, the non-selective setting also follows since the space of
possible x∗ is polynomially bounded, and the proof can generate trapdoors for all x ̸= x∗ so
there is no need to know X in advance.

Expanding The Family of Attacks
We notice that the above can be extended to a template of resilience to different attacks, if
we organize the gadget matrices in the proof of related-trapdoor robust LWE in different
ways, we can rule out different methods of the adversary’s “mix-and-match” capabilities. We
claim that this has a potential to cover a large variety of attacks, in particular ones where
the adversary creates linear combinations with short coefficients of the ciphertext pieces
Ĉi,b and then tries to use the keys that it obtained in order to cancel out the B part of the
resulting linear combination, in order to recover meaningful information about the “internal”
LWE secret S and by extension about the encrypted message. However, this does not seem
to be an “ultimate” proof technique, even for the restricted case of linear combinations with
short coefficients, since in the full-fledged scenario, the number of “forbidden” combinations
(analogous to x∗ in the current outline) might become very large and in particular grow with
the number of parties in the BE scenario. In such a case, it will not be possible to create
gadgets of low enough dimension that adhere to all of these constraints simply due to rank
considerations.
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A

Selective, Single-Key Security of BGG+ -Lite

▶ Lemma 12. For every function f and every input x∗ such that f (x∗ ) = 1, the following
distributions are indistinguishable under the LWE assumption:


∗
BGG.MPK,BGG.skf , BGG.ct0 ← Enc(BGG.MPK, x , 0)


∗
≈c BGG.MPK, BGG.skf , BGG.ct1 ← Enc(BGG.MPK, x , 1)
Proof. We proceed by a hybrid argument.
Hybrid 0 is the distribution on the right, encrypting µ = 0.
In Hybrid 1, we change BGG.MPK to be of the form Ai = ARi − x∗i G where A is a random
LWE matrix, and Ri are random matrices with small entries. We note that the second
component of the ciphertext looks like
s[A1 + x∗1 G|| . . . ||Ak + x∗k G] + ei = sA · [R1 || . . . ||Rk ] + e
Furthermore
A0 = Af Tf = (ARf + f (x∗ )G) · Tf = ARf Tf + GTf
Hybrids 0 and 1 are statistically indistinguishable by an application of the leftover hash
lemma.
In Hybrid 2, we pick a random matrix A′0 and compute Tf := G−1 (A′0 ). Use this Tf as
the functional secret key. Hybrids 1 and 2 are perfectly indistinguishable.
Note that now,
A0 = Af Tf = ARf Tf + GTf = ARf Tf + A′0
In Hybrid 3, we notice that the first part of the ciphertext is
u = sA0 = sARf Tf + sA′0
and the second part is
sA · [R1 || . . . ||Rk ] + e
Simulate both of these using sA0 + e0 and sA′0 + e′0 , LWE samples relative to matrices A0
and A′0 respectively (using in addition Ri and Tf and noise-flooding appropriately).
Hybrids 2 and 3 are statistically indistinguishable.
In Hybrid 4, we replace the first component of the ciphertext by a truly random vector.
Hybrids 3 and 4 are computationally indistinguishable by an application of the LWE
assumption.
Now, retracing back through hybrids 2, 1 and back to 0, we arrive at the BGG encryption
of µ = 0, completing the proof.
◀

Local Problems on Trees from the Perspectives of
Distributed Algorithms, Finitary Factors, and
Descriptive Combinatorics
#Ñ
CISPA Helmholtz Center for Information Security, Saarbrücken, Germany

Sebastian Brandt

#Ñ
National University of Singapore, Singapore

Yi-Jun Chang

#Ñ
University of Warwick, Coventry, UK

Jan Grebík

Christoph Grunau

#Ñ

ETH Zürich, Switzerland

Václav Rozhoň # Ñ
ETH Zürich, Switzerland
#Ñ
California Institute of Technology, Pasadena, CA, USA

Zoltán Vidnyánszky
Abstract

We study connections between three different fields: distributed local algorithms, finitary factors
of iid processes, and descriptive combinatorics. We focus on two central questions: Can we apply
techniques from one of the areas to obtain results in another? Can we show that complexity classes
coming from different areas contain precisely the same problems? We give an affirmative answer to
both questions in the context of local problems on regular trees:
1. We extend the Borel determinacy technique of Marks [Marks – J. Am. Math. Soc. 2016] coming
from descriptive combinatorics and adapt it to the area of distributed computing, thereby
obtaining a more generally applicable lower bound technique in descriptive combinatorics and
an entirely new lower bound technique for distributed algorithms. Using our new technique,
we prove deterministic distributed Ω(log n)-round lower bounds for problems from a natural
class of homomorphism problems. Interestingly, these lower bounds seem beyond the current
reach of the powerful round elimination technique [Brandt – PODC 2019] responsible for all
substantial locality lower bounds of the last years. Our key technical ingredient is a novel ID
graph technique that we expect to be of independent interest; in fact, it has already played
an important role in a new lower bound for the Lovász local lemma in the Local Computation
Algorithms model from sequential computing [Brandt, Grunau, Rozhoň – PODC 2021].
2. We prove that a local problem admits a Baire measurable coloring if and only if it admits a
local algorithm with local complexity O(log n), extending the classification of Baire measurable
colorings of Bernshteyn [Bernshteyn – personal communication]. A key ingredient of the proof
is a new and simple characterization of local problems that can be solved in O(log n) rounds.
We complement this result by showing separations between complexity classes from distributed
computing, finitary factors, and descriptive combinatorics. Most notably, the class of problems that allow a distributed algorithm with sublogarithmic randomized local complexity is
incomparable with the class of problems with a Borel solution.
We hope that our treatment will help to view all three perspectives as part of a common theory of
locality, in which we follow the insightful paper of [Bernshteyn – arXiv 2004.04905].
2012 ACM Subject Classification Theory of computation → Distributed algorithms
Keywords and phrases Distributed Algorithms, Descriptive Combinatorics
Digital Object Identifier 10.4230/LIPIcs.ITCS.2022.29
© Sebastian Brandt, Yi-Jun Chang, Jan Grebík, Christoph Grunau, Václav Rozhoň, and Zoltán
Vidnyánszky;
licensed under Creative Commons License CC-BY 4.0
13th Innovations in Theoretical Computer Science Conference (ITCS 2022).
Editor: Mark Braverman; Article No. 29; pp. 29:1–29:26
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

29:2

Local Problems on Trees

Related Version Full Version: https://arxiv.org/abs/2106.02066
Funding Yi-Jun Chang: Supported by Dr. Max Rössler, by the Walter Haefner Foundation, and
by the ETH Zürich Foundation.
Jan Grebík: Supported by Leverhulme Research Project Grant RPG-2018-424.
Christoph Grunau: Supported by the European Research Council (ERC) under the European
Unions Horizon 2020 research and innovation programme (grant agreement No. 853109).
Václav Rozhoň: Supported by the European Research Council (ERC) under the European Unions
Horizon 2020 research and innovation programme (grant agreement No. 853109).
Zoltán Vidnyánszky: Partially supported by the National Research, Development and Innovation
Office – NKFIH, grants no. 113047, no. 129211 and FWF Grant M2779.
Acknowledgements We would like to thank Anton Bernshteyn, Endre Csóka, Mohsen Ghaffari,
Jan Hladký, Steve Jackson, Alexander Kechris, Edward Krohne, Oleg Pikhurko, Brandon Seward,
Jukka Suomela, and Yufan Zheng for insightful discussions. Yi-Jun Chang would like to thank
Yufan Zheng for a discussion about homomorphism LCL problems, in particular for suggesting
potentially hard instances.

1

Introduction

In this work, we study local problems on regular trees from three different perspectives.
First, we consider the perspective of distributed algorithms. In distributed computing,
the studied setup is a network of computers where each computer can only communicate
with its neighbors. Roughly speaking, the question of interest in this area is which problems
can be solved with only a few rounds of communication in the underlying network.
Second, we consider the perspective of (finitary) factors of iid processes. In probability,
random processes model systems that appear to vary in a random manner. These include
Bernoulli processes, Random walks etc. A particular, well-studied, example is the Ising
model.
Third, we investigate the perspective of descriptive combinatorics. The goal of this area
is to understand which constructions on infinite graphs can be performed without using the
so-called axiom of choice.
Although many of the questions of interest asked in these three areas are quite similar to
each other, no systematic connections were known until an insightful paper of Bernshteyn [19]
who showed that results from distributed computing can automatically imply results in
descriptive combinatorics. In this work, we show that the connections between the three
areas run much deeper than previously known, both in terms of techniques and in terms
of complexity classes. In fact, our work suggests that it is quite useful to consider all
three perspectives as part of a common theory, and we will attempt to present our results
accordingly. We refer the reader to Figure 1 for a partial overview of the rich connections
between the three perspectives, some of which are proven in this paper.
In this work, we focus on the case where the graph under consideration is a regular tree.
Despite its simplistic appearance, regular trees play an important role in each of the three
areas, as we will substantiate at the end of this section. To already provide an example, in
the area of distributed algorithms, the majority of known locality lower bounds is achieved
on regular trees. Moreover, when regarding lower bounds, the property that they already
apply on regular trees actually strengthens the result – a fact that is quite relevant for our
work as our main contribution regarding the transfer of techniques between the areas is a
new lower bound technique in the area of distributed computation that is an adaptation and
generalization of a technique from descriptive combinatorics. Regarding our results about
the relations between complexity classes from the three areas, we note that such connections
are also studied in the context of paths and grids in other recent papers [55, 56].
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For the rest of this section, we give a high-level overview of the three areas that we
study. The purpose of these overviews is to provide the reader with a comprehensive picture
of the studied settings that can also serve as a starting point for delving deeper into selected
topics in those areas – in order to follow our paper, it is not necessary to obtain a detailed
understanding of the results and connections presented in the overviews. Necessary technical
details will be provided in Section 3. We present our contributions in Section 2.

Distributed Computing
The definition of the LOCAL model of distributed computing by Linial [75] was motivated by
the desire to understand distributed algorithms in huge networks. As an example, consider a
huge network of wifi routers. Let us think of two routers as connected by an edge if they are
close enough to exchange messages. It is desirable that such close-by routers communicate
with user devices on different channels to avoid interference. In graph-theoretic language,
we want to properly color the underlying network. Even if we are allowed a color palette
with ∆ + 1 colors where ∆ denotes the maximum degree of the graph (which would admit
a simple greedy algorithm in a sequential setting), the problem remains highly interesting
in the distributed setting, as, ideally, each vertex decides on its output color after only a
few rounds of communication with its neighbors, which does not allow for a simple greedy
solution.
The LOCAL model of distributed computing formalizes this setup: we have a large network, where each vertex knows the network’s size, n, and perhaps some other parameters
like the maximum degree ∆. In the case of randomized algorithms, each vertex has access
to a private random bit string, while in the case of deterministic algorithms, each vertex is
equipped with a unique identifier from a range polynomial in the size n of the network. In
one round, each vertex can exchange any message with its neighbors and can perform an
arbitrary computation. The goal is to find a solution to a given problem in as few communication rounds as possible. As the allowed message size is unbounded, a t-round LOCAL
algorithm can be equivalently described as a function that maps t-hop neighborhoods to outputs – the output of a vertex is then simply the output its t-hop neighborhood is mapped
to by this function. An algorithm is correct if and only if the collection of outputs at all
vertices constitutes a correct solution to the problem.
There is a rich theory of distributed algorithms and the local complexity of many problems is understood. The case of trees is a highlight of the theory: it is known that any local
problem (a class of natural problems we will define later) belongs to one of only very few
complexity classes. More precisely, for any local problem, its randomized local complexity is either O(1), Θ(log∗ n), Θ(log log n), Θ(log n), or Θ(n1/k ) for some k ∈ N. Moreover,
the deterministic complexity is always the same as the randomized one, except for the case
Θ(log log n), for which the corresponding deterministic complexity is Θ(log n) (see Figure 1).

(Finitary) Factors of iid Processes and Uniform Algorithms
In recent years, factors of iid (fiid) processes on trees attracted a lot of attention in combinatorics, probability, ergodic theory and statistical physics [1, 16, 3, 5, 2, 4, 6, 7, 23, 22,
36, 42, 49, 50, 57, 58, 61, 63, 64, 65, 67, 73, 88, 89, 76, 83, 90, 92, 93]. Intuitively, factors of
iid processes are randomized algorithms on, e.g., infinite ∆-regular trees, where each vertex
outputs a solution to a problem after it explores random strings on vertices of the whole
tree. As an example, consider the perfect matching problem. An easy parity argument
shows that perfect matching cannot be solved by any local randomized algorithm on finite
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Figure 1 Complexity classes on regular trees considered in the three areas of distributed computing, factors of iid processes/uniform algorithms, and descriptive combinatorics. The left part shows
complexity classes of distributed computing. We use the shorthand LOCAL if it does not matter
whether we talk about the deterministic or randomized complexity. These two notions differ only
for the class of problems of randomized local complexity O(log log n), which have deterministic
complexity O(log n).
The uniform complexity classes of sublogarithmic complexity are in correspondence to appropriate
classes in the randomized local complexity model, as proven in the full version of the paper. On
the other hand, the class fiid is very similar to the class MEASURE from descriptive combinatorics. The equivalence of the class CONTINUOUS and LOCAL(O(log∗ n)) = ULOCAL(O(log∗ 1/ε))
is marked with a dashed arrow as it was proven in case the tree is generated by a group action (think of the tree being equipped with an additional ∆-edge coloring). The inclusion
LOCAL(O(log∗ n)) ⊆ BOREL however clearly holds also in our setting. The class BOREL is incomparable with RLOCAL(O(log log n)), as proven in the full version of the paper.

trees. However, if we allow a small fraction of vertices not to be matched, then, by a result
of Nguyen and Onak [86] (see also [46]), there is a constant-round randomized algorithm
that produces such a matching on high-girth graphs (where the constant depends on the
fraction of unmatched vertices that we allow). This result can also be deduced from a result
of Lyons and Nazarov [77], who showed that perfect matching can be described as a factor
of iid process on an infinite ∆-regular tree. The high-level idea behind this connection
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is that high-girth graphs approximate the infinite ∆-regular tree and constant-round local
algorithms approximate factors of iid processes. This correspondence is formalized in the
notion of Benjamini-Schramm or local-global convergence [17, 59]. We note that getting only
“approximate” solutions, that is, solutions where a small fraction of vertices does not have
to satisfy the constraints of a given problem, is intrinsic in this correspondence. Regardless,
there are many techniques, such as entropy inequality [2] or correlation decay [4], and particular results such as the aforementioned perfect matching problem [77] that provide lower
and upper bounds, respectively, in our setting as well. We refer the reader to [76, 6] for a
comprehensive summary of the field.
In this paper, we mostly consider a stronger condition than fiid, namely so-called finitary
factors of iid (ffiid) processes that are studied in the same context as fiid [62, 66, 91]. Perhaps
surprisingly, the notion of ffiid is identical to the notion of so-called uniform distributed
randomized algorithms [72, 56] that we now describe. We define a uniform local algorithm
as a randomized local algorithm that does not know the size of the graph n – this enables
us to run such an algorithm on infinite graphs, where there is no n. More precisely, we
require that each vertex eventually outputs a solution that is compatible with the output in
its neighborhood, but the time until the vertex finishes is a potentially unbounded random
variable. As in the case of classical randomized algorithms, we can now measure the uniform
complexity of a uniform local algorithm (known as the tail decay of ffiid [66]). The uniform
complexity of an algorithm is defined as the function t(ε) such that the probability that the
algorithm run on a specific vertex needs to see outside its t(ε)-hop neighborhood is at most
ε. As in the case of classical local complexity, there is a whole hierarchy of possible uniform
complexities (see Figure 1).
We remark that uniform distributed local algorithms can be regarded as Las Vegas
algorithms. The output will always be correct; there is however no fixed guarantee at what
point all vertices have computed their final output. On the other hand, a randomized
distributed local algorithm can be viewed as a Monte Carlo algorithm as it needs to produce
an output after a fixed number of rounds, though the produced output might be incorrect.

Descriptive Combinatorics
The Banach-Tarski paradox states that a three-dimensional ball of unit volume can be
decomposed into finitely many pieces that can be moved by isometries (distance preserving
transformations such as rotations and translations) to form two three-dimensional balls each
of them with unit volume(!). The graph theoretic problem lurking behind this paradox is
the following: fix finitely many isometries of R3 and then consider a graph where x and
y are connected if there is an isometry that sends x to y. Then our task becomes to
find a perfect matching in the appropriate subgraph of this graph – namely, the bipartite
subgraph where one partition contains points of the first ball and the other contains points
of the other two balls. Banach and Tarski have shown that, with a suitably chosen set
of isometries, the axiom of choice implies the existence of such a matching. In contrast,
since isometries preserve the Lebesgue measure, the pieces in the decomposition cannot be
Lebesgue measurable. Surprisingly, Dougherty and Foreman [44] proved that the pieces in
the Banach-Tarski paradox can have the Baire property. The Baire property is a topological
analogue of being Lebesgue measurable; a subset of R3 is said to have the Baire property if
its difference from some open set is topologically negligible.
Recently, results similar to the Banach-Tarski paradox that lie on the border of combinatorics, logic, group theory, and ergodic theory led to an emergence of a new field often called
descriptive or measurable combinatorics. The field focuses on the connection between the
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discrete and continuous and is largely concerned with the investigation of graph-theoretic
concepts. The usual setup in descriptive combinatorics is that we have a graph with uncountably many connected components, each being a countable graph of bounded degree.
For example, in case of the Banach-Tarski paradox, the vertices of the underlying graph are
the points of the three balls, edges correspond to isometries, and the degree of each vertex is
bounded by the number of chosen isometries. Some of the most beautiful results related to
the field include [74, 81, 54, 44, 78, 48, 71, 80, 41, 37, 43, 19], see [70, 87] for recent surveys.
Importantly, in many of these results, including the Banach-Tarski paradox, graphs
where each component is an infinite ∆-regular tree appear naturally. Oftentimes, questions
considered in descriptive combinatorics lead to constructing a solution to a local problem
in the underlying uncountable graph (in the case of Banach-Tarski, the local problem is
perfect matching). The construction needs to be such that the solution of the problem has
some additional regularity properties. For example in the case of Banach-Tarski, a solution
is possible when the regularity condition is the Baire property, but not if it is Lebesgue
measurability. In fact, together with Borel measurability these are the most prominent
regularity conditions studied in descriptive combinatorics. The corresponding complexity
classes of local problems that always admit a solution with the respective regularity property
are BOREL, MEASURE, BAIRE (See Figure 1). In this paper, we moreover consider the
setting where each connected component of the underlying graph is a ∆-regular tree.
The connection between distributed computing and descriptive combinatorics arises from
the fact that in descriptive combinatorics we care about constructions that do not use the
axiom of choice. In the distributed language, the axiom of choice corresponds to leader
election, that is, the constructions in descriptive combinatorics do not allow picking exactly
one point in every component. To get some intuition about the power of the complexity
class BOREL, we note that Borel constructions allow us to alternate countably many times
the following two operations. First, any local algorithm with constant local complexity can
be run. Second, we have an oracle that provides a maximal independent set (MIS) on any
graph that can be constructed locally from the information computed so far [71]. Note
that from the speedup result of [33] we get that every local problem with local complexity
O(log∗ n) can be solved by constant local constructions and one call to such an MIS oracle.
This implies the inclusion LOCAL(O(log∗ n)) ⊆ BOREL in Figure 1 proven in the insightful
paper of Bernshteyn [19]. The relationship of the class MEASURE (and of the class fiid from
the discussion of factors) to the class BOREL is analogous to the relationship of randomized
distributed algorithms to deterministic distributed algorithms.

Local Problems on Regular Trees
After introducing the three areas of interest in this work, we conclude the section by briefly
discussing the kinds of problems we focus on, which are local problems on regular trees. More
precisely, we study locally checkable labeling (LCL) problems, which are a class of problems,
where the correctness of the solution can be checked locally. Examples include classical
problems from combinatorics such as proper vertex coloring, proper edge coloring, perfect
matching, and maximal independent set. One main goal of this paper is to understand
possible complexity classes of LCLs without inputs on infinite ∆-regular trees and their
finite analogues (in the finite case, think of ∆ as a constant). We refer the reader to
Section 3 for a precise definition of a finite ∆-regular tree.
The motivation for studying regular trees in this work stems from different sources: (a)
infinite ∆-regular trees are studied in the area of ergodic theory [23, 22], random processes
[2, 4, 77] and descriptive combinatorics [80, 38], (b) many lower bounds in distributed
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computing are proven in regular trees [8, 9, 27, 24, 30, 32, 53], and (c) connecting and
comparing the techniques of the three areas in this simple setting reveals already deep
connections, see Section 2.

2

Our Contributions

We believe that our main contribution is presenting all three perspectives as part of a
common theory. Our technical contribution is split into three main parts.

2.1

Generalization of Marks’ Technique

In the full version of the paper we extend the Borel determinacy technique of Marks [80],
which was used to prove the nonexistence of Borel ∆-colorings and perfect matchings, to
a broader class of problems, and adapt the extended technique to the distributed setting,
thereby obtaining a simple method for proving distributed lower bounds. This method is the
first lower bound technique for distributed computing using ideas coming from descriptive
combinatorics (see [20] for a distributed computing upper bound motivated by descriptive
combinatorics). Moreover, we show how to use the developed techniques to obtain both
BOREL and LOCAL lower bounds for local problems from a natural class, called homomorphism problems. Our key technical ingredient for obtaining the mentioned techniques
and results is a novel technique based on the notion of an ID graph. We note that a very
similar concept to the ID graph was independently discovered by [47].

Marks’ technique
In the following we give an introduction to Marks’ technique by going through a variant of
his proof [80, 79] that shows that ∆-coloring has deterministic local complexity Ω(log n).
The proof already works in the case where the considered regular tree comes with an input
∆-edge coloring. In this case, the output color of a given vertex u can be interpreted as that
u “grabs” the incident edge of that color. The problem then reduces to the edge grabbing
problem where every vertex is required to grab an incident edge such that no two vertices
grab the same edge.
We first show the lower bound in the case that vertices do not have unique identifiers but
instead are properly colored with L > ∆ colors. Suppose there is an algorithm A solving
the edge grabbing problem with local complexity t(n) = o(log n), and consider a tree rooted
at vertex u of depth t(n); such a tree has less than n vertices, for large enough n. Assume
that u has input color σ ∈ [L], and consider, for some fixed edge color α, the edge e that is
incident to u and has color α. Two players, Alice and Bob, are playing the following game.
In the i-th round, Alice colors the vertices at distance i from u in the subtree reachable via
edge e with colors from [L]. Then, Bob colors all other vertices at distance i from u with
colors from [L]. Consider the output of u when executing A on the obtained colored tree.
Bob wins the game if u grabs the edge e, and Alice wins otherwise.
Note that either Alice or Bob has a winning strategy since the game is finite. Given the
color σ of u, if, for each edge color α, Alice has a winning strategy in the game corresponding
to the pair (σ, α), then we can create ∆ copies of Alice and let them play their strategy
on each subtree of u, telling them that the colors chosen by the other Alices are what Bob
played. The result is a coloring of the input tree such that u, by definition, does not pick
any edge, contradicting the fact that A provides a valid solution! So for every σ there is at
least one α such that Bob has a winning strategy for the game corresponding to (σ, α). By
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the pigeonhole principle, there are two colors σ1 , σ2 , such that Bob has a winning strategy
for both pairs (σ1 , α) and (σ2 , α). But now we can imagine a tree rooted in an edge between
vertices u1 , u2 that are colored with colors σ1 , σ2 . We can now take two copies of Bob, one
playing at u1 and the other playing at u2 and let them battle it out, telling each copy that
the other color from {σ1 , σ2 } and whatever the other copy plays are the moves of Alice. The
resulting coloring has the property that both u1 and u2 , when executing A on the obtained
colored tree, grab the edge between them, a contradiction that finishes the proof!

The ID graph
The downside of the proof is that it does not work in the model with unique identifiers (where
the players’ moves consist in assigning identifiers instead of colors), since gluing copies of
the same player could result in an identifier assignment where the identifiers are not unique.
One possible remedy is to conduct the whole proof in the context of Borel graphs as was
done by Marks. This proves an even stronger statement, namely that ∆-coloring is not
in the class BOREL, but requires additional ad-hoc tricks and a pretty heavy set theoretic
tool – Martin’s celebrated Borel determinacy theorem [82] stating that even for infinite twoplayer games one of the players has to have a winning strategy if the payoff set is Borel.
The ID graph enables us to adapt the proof (and its generalization that we develop in the
full version of the paper) to the distributed setting, where the fact that one of the players
has a winning strategy is obvious. Moreover, we use an infinite version of the ID graph to
generalize Marks’ technique also in the Borel setting, obtaining a number of new results in
that context [26].
Here is how it works: The ID graph is a specific graph whose vertices are the possible
unique input identifiers (for input graphs of size n), that is, numbers from [nO(1) ]. Its edges
are colored with colors from [∆] and its girth is Ω(log n). When we define the game between
Alice and Bob, we require them to label vertices with identifiers in such a way that whenever
a new vertex is labeled with identifier i, and its already labeled neighbor has identifier j,
then ij is an edge in the ID graph. Moreover, the color of edge ij in the ID graph is required
to be the same as the color of the edge between the vertices labeled i and j in the tree
where the game is played. It is straightforward to check that these conditions enforce that
even if we let several copies of the same player play, the resulting tree is labeled with unique
identifiers. Hence, the same argument as above now finally proves that the deterministic
local complexity of ∆-coloring is Ω(log n).
We note that our ID graph technique is of independent interest and may have applications in many different contexts. To give an example from distributed computing, consider
the proof of the deterministic Ω(log n)-round lower bound for ∆-coloring developed by the
distributed community [27, 33], which is based on the celebrated round elimination technique. Even though the result is deterministic, the proof is quite technical due to the fact
that it relies on examining randomized algorithms, for reasons similar to the reasons why
Marks’ proof does not apply directly to the setting with unique identifiers. Fortunately, it
can be again streamlined with the use of the ID graph technique. Moreover, the ID graph
technique has already led to a new lower bound for the Lovász local lemma [28] in the area
of Local Computation Algorithms (which is part of the realm of sequential computation),
thereby giving further evidence for the versatility of the technique.
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Marks vs. Round Elimination
It is quite insightful to compare Marks’ technique (and our generalization of it) with the
powerful round elimination technique [24], which has been responsible for all locality lower
bounds of the last years [27, 9, 24, 15, 8, 30, 11, 32, 10]. While, on the surface, Marks’
approach developed for the Borel world may seem quite different from the round elimination
technique, there are actually striking similarities between the two methods. On a high level,
in the round elimination technique, the following argument is used to prove lower bounds
in the LOCAL model: If a T -round algorithm exists for a problem Π0 of interest, then there
exists a (T − 1)-round algorithm for some problem Π1 that can be obtained from Π0 in a
mechanical manner. By applying this step iteratively, we obtain a problem Πt that can be
solved in 0 rounds; by showing that there is no 0-algorithm for Πt (which is easy to do if Πt
is known), a (T + 1)-round lower bound for Π0 is obtained.
The interesting part regarding the relation to Marks’ technique is how the (T − i −
1)-round algorithms A′ are obtained from the (T − i)-round algorithms A in the round
elimination framework: in order to execute A′ , each vertex v, being aware of its (T − i − 1)hop neighborhood, essentially asks whether, for all possible extensions of its view by one
hop along a chosen incident edge, there exists some extension of its view by one hop along
all other incident edges such that A, executed on the obtained (T − i)-hop neighborhood,
returns a certain output at v, and then bases its output on the obtained answer. It turns
out that the vertex sets corresponding to these two extensions correspond precisely to two
moves of the two players in the game(s) played in Marks’ approach: more precisely, in round
T − i of a game corresponding to the considered vertex v and the chosen incident edge, the
move of Alice consists in labeling the vertices corresponding to the first extension, and the
move of Bob consists in labeling the vertices corresponding to the second extension.
However, despite the similarities, the two techniques (at least in their current forms)
have their own strengths and weaknesses and are interestingly different in that there are
local problems that we know how to obtain good lower bounds for with one technique but
not the other, and vice versa. Finding provable connections between the two techniques
is an exciting research direction that we expect to lead to a better understanding of the
possibilities and limitations of both techniques.
In the full version of the paper we use our generalized and adapted version of Marks’
technique to prove new lower bounds for so-called homomorphism problems. Homomorphism
problems are a class of local problems that generalizes coloring problems – each vertex is
to be colored with some color and there are constraints on which colors are allowed to be
adjacent. The constraints can be viewed as a graph – in the case of coloring this graph
is a clique. In general, whenever the underlying graph1 of the homomorphism problem
is ∆-colorable, its deterministic local complexity is Ω(log n), because solving the problem
would imply that we can solve ∆-coloring too (in the same runtime). It seems plausible
that homomorphism problems of this kind are the only hard, i.e., Ω(log n), homomorphism
problems. However, our generalization of Marks’ technique asserts that this is not true.
▶ Theorem 1. There are homomorphism problems whose deterministic local complexity on
trees of degree ≤ ∆ is Ω(log n) such that the chromatic number of the underlying graph is
2∆ − 2.

1

Note that the maximum degree of the underlying graph is potentially very different from ∆, the
maximum degree of the input tree.
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It is not known how to prove the same lower bounds using round elimination2 ; in fact, as
far as we know, these problems are the only known examples of problems on ∆-regular trees
for which a lower bound is known to hold but currently not achievable by round elimination.
Proving the same lower bounds via round elimination is an exciting open problem.

2.2

Separation of Various Complexity Classes

Uniform Complexity Landscape
We investigate the connection between randomized and uniform distributed local algorithms,
where uniform algorithms are equivalent to the studied notion of finitary factors of iid. First,
it is simple to observe that local problems with uniform complexity t(ε) have randomized
complexity t(1/nO(1) ) – by definition, every vertex knows its local output after that many
rounds with probability 1 − 1/nO(1) . The result thus follows by a union bound over the n
vertices of the input graph.
On the other hand, we observe that on ∆-regular trees the implication also goes in the
opposite direction in the following sense. Every problem that has a randomized complexity
of t(n) = o(log n) has a uniform complexity of O(t(1/ε)).
One could naively assume that this equivalence also holds for higher complexities, but
this is not the case. Consider for example the 3-coloring problem. It is well-known in the
distributed community that 3-coloring a tree can be solved deterministically in O(log n)
rounds using the rake-and-compress decomposition [34, 84]. On the other hand, there is no
uniform algorithm for 3-coloring a tree. If there were such a uniform algorithm, we could
run it on any graph with large enough girth and color 99% of its vertices with three colors.
This in turn would imply that the high-girth graph has an independent set of size at least
0.99 · n/3. This is a contradiction with the fact that there exist high-girth graphs with a
much smaller independence number [21].
Interestingly, the characterization of Bernshteyn [18] implies that any uniform distributed algorithm can be “sped up” to a deterministic local O(log n) complexity, as we prove
in Theorem 13.
We show that there are local problems that can be solved by a uniform algorithm but
only with a complexity of Ω(log 1/ε). Namely, the problem of constructing a 2-hop perfect
matching on infinite ∆-regular trees for ∆ ≥ 3 has a uniform local complexity between
Ω(log 1/ε) and O(poly log 1/ε). Formally, this proves the following theorem.
▶ Theorem 2. ULOCAL(O(log log 1/ε)) ⊊ ULOCAL(O(poly log 1/ε)).
The uniform algorithm for this problem is based on a so-called one-ended forest decomposition introduced in [38] in the descriptive combinatorics context. In a one-ended forest
decomposition, each vertex selects exactly one of its neighbors as its parent by orienting the
corresponding edge outwards. This defines a decomposition of the vertices into infinite trees.
We refer to such a decomposition as a one-ended forest decomposition if the subtree rooted
at each vertex only contains finitely many vertices. Having computed such a decomposition,
2-hop perfect matching can be solved inductively starting from the leaf vertices of each tree.
We leave the understanding of the uniform complexity landscape in the regime Ω(log 1/ε)
as an exciting open problem. In particular, does there exist a function g(ε) such that
each local problem that can be solved by a uniform algorithm has a uniform complexity of
O(g(ε))?
2

Indeed, the descriptions of the problems have comparably large numbers of labels and do not behave
like so-called “fixed points” (i.e., nicely) under round elimination, which suggests that it is hard to find
a round elimination proof with the currently known approaches.
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Relationship of Distributed Classes with Descriptive Combinatorics
Bernshteyn recently proved that LOCAL(O(log∗ n)) ⊆ BOREL [19]. That is, each local
problem with a deterministic LOCAL complexity of O(log∗ n) also admits a Borel-measurable
solution. A natural question to ask is whether the converse also holds. Indeed, it is known
that LOCAL(O(log∗ n)) = BOREL on paths with no additional input [55]. We show that on
regular trees the situation is different. On one hand, a characterization of Bernshteyn [18]
implies that BOREL ⊆ BAIRE ⊆ LOCAL(O(log n)). On the other hand, we show that this
result cannot be strengthened by proving the following result.
▶ Theorem 3. BOREL ̸⊆ RLOCAL(o(log n)).
That is, there is a local problem that admits a Borel-measurable solution but cannot be
solved by a (randomized) LOCAL algorithm running in a sublogarithmic number of rounds.
Let us sketch a weaker separation, namely that BOREL\LOCAL(O(log∗ n)) ̸= ∅. Consider
a version of ∆-coloring where a subset of vertices can be left uncolored. However, the
subgraph induced by the uncolored vertices needs to be a collection of doubly-infinite paths
(in finite trees, this means each path needs to end in a leaf vertex). The nonexistence of a
fast distributed algorithm for this problem essentially follows from the celebrated Ω(log n)
deterministic lower bound for ∆-coloring of [27]. On the other hand, the problem allows
a Borel solution. First, sequentially compute ∆ − 2 maximal independent sets, each time
coloring all vertices in the MIS with the same color, followed by removing all the colored
vertices from the graph. In that way, a total of ∆ − 2 colors are used. Moreover, each
uncolored vertex has at most 2 uncolored neighbors. This implies that the set of uncolored
vertices forms a disjoint union of finite paths, one ended infinite paths and doubly infinite
paths. The first two classes can be colored inductively with two additional colors, starting
at one endpoint of each path in a Borel way (namely it can be done by making use of the
countably many MISes in larger and larger powers of the input graph). Hence, in the end
only doubly infinite paths are left uncolored, as desired.
To show the stronger separation between the classes BOREL and RLOCAL(o(log n)) we
use a variation of the 2-hop perfect matching problem. In this variation, some of the vertices
can be left unmatched, but similar as in the variant of the ∆-coloring problem described
above, the graph induced by all the unmatched vertices needs to satisfy some additional
constraints.
We conclude the paragraph by noting that the separation between the classes BOREL
and LOCAL(O(log∗ n)) is not as simple as it may look in the following sense. This is because
problems typically studied in the LOCAL model with a LOCAL complexity of ω(log∗ n) like
∆-coloring and perfect matching also do not admit a Borel-measurable solution due to the
technique of Marks [80] that we discussed in Section 2.1.

2.3

LOCAL(O(log n)) = BAIRE

We already discussed that one of complexity classes studied in descriptive combinatorics is
the class BAIRE. Recently, Bernshteyn proved [18] that all local problems that are in the
complexity class BAIRE, MEASURE or fiid have to satisfy a simple combinatorial condition
which we call being ℓ-full. On the other hand, all ℓ-full problems allow a BAIRE solution
[18]. This implies a complete combinatorial characterization of the class BAIRE. We defer
the formal definition of ℓ-fullness to Section 4 as it requires a formal definition of a local
problem. Informally speaking, in the context of vertex labeling problems, a problem is ℓ-full
if we can choose a subset S of the labels with the following property. Whenever we label two
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endpoints of a path of at least ℓ vertices with two labels from S, we can extend the labeling
with labels from S to the whole path such that the overall labeling is valid. For example,
proper 3-coloring is 3-full with S = {1, 2, 3} because for any path of three vertices such that
its both endpoints are colored arbitrarily, we can color the middle vertex so that the overall
coloring is proper. On the other hand, proper 2-coloring is not ℓ-full for any ℓ.
We complement this result as follows. First, we prove that any ℓ-full problem has local
complexity O(log n), thus proving that all complexity classes considered in the areas of
factors of iids and descriptive combinatorics from Figure 1 are contained in LOCAL(O(log n)).
In particular, this implies that the existence of any uniform algorithm implies a local distributed algorithm for the same problem of local complexity O(log n). We obtain this result
via the well-known rake-and-compress decomposition [84].
On the other hand, we prove that any problem in the class LOCAL(O(log n)) satisfies
the ℓ-full condition. The proof combines a machinery developed by Chang and Pettie [34]
with additional nontrivial ideas. In this proof we construct recursively a sequence of sets
of rooted, layered, and partially labeled trees, where the partial labeling is computed by
simulating any given O(log n)-round distributed algorithm, and then the set S meeting the
ℓ-full condition is constructed by considering all possible extensions of the partial labeling
to complete correct labeling of these trees.
This result implies the following equality:
▶ Theorem 4. LOCAL(O(log n)) = BAIRE.
This equality is surprising in that the definitions of the two classes do not seem to have
much in common at first glance! Moreover, the proof of the equality relies on nontrivial
results in both distributed algorithms (the technique of Chang and Pettie [34]) and descriptive combinatorics (the fact that a hierarchical decomposition, so-called toast, can be
constructed in BAIRE, [40], see Proposition 11).
The combinatorial characterization of the local complexity class LOCAL(O(log n)) on ∆regular trees is interesting from the perspective of distributed computing alone. This result
can be seen as a part of a large research program aiming at classification of possible local
complexities on various graph classes [13, 27, 33, 34, 31, 35, 12, 8, 14]. That is, we wish
not only to understand possible complexity classes (see the left part of Figure 1 for possible
local complexity classes on regular trees), but also to find combinatorial characterizations of
problems in those classes that allow us to efficiently decide for a given problem which class
it belongs to. Unfortunately, even for grids with input labels, it is undecidable whether a
given local problem can be solved in O(1) rounds [85, 29], since local problems on grids can
be used to simulate a Turing machine. This undecidability result does not apply to paths
and trees, hence for these graph classes it is still hopeful that we can find simple and useful
characterizations for different classes of distributed problems.
In particular, on paths it is decidable what classes a given local problem belongs to,
for all classes coming from the three areas considered here, and this holds even if we allow
inputs [35, 55]. The situation becomes much more complicated when we consider trees. Recently, classification results on trees were obtained for so-called binary-labeling problems [8].
More recently, a complete classification was obtained in the case of rooted regular trees [12].
Although their algorithm takes exponential time in the worst case, the authors provided a
practical implementation fast enough to classify many typical problems of interest.
Much less is known for general, unoriented trees, with an arbitrary number of labels. In
general, deciding the optimal distributed complexity for a local problem on bounded-degree
trees is EXPTIME-hard [31], such a hardness result does not rule out the possibility for
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having a simple and polynomial-time characterization for the case of regular trees, where
there is no input and the constraints are placed only on degree-∆ vertices. Indeed, it was
stated in [12] as an open question to find such a characterization. Our characterization of
LOCAL(O(log n)) = BAIRE by ℓ-full problems makes progress in better understanding the
distributed complexity classes on trees and towards answering this open question.

Roadmap
All results mentioned in Section 1 are proven in the full version of the paper [25], see also
[26]. In this short version we only focus on the result BAIRE = LOCAL(O(log n)) and, due
to the space constraints, provide only a sketch of the proof in Section 4.

3

Preliminaries

In this section, we explain the setup we work with and the main definitions and results that
are needed for the one particular result that we discuss in Section 4; all the other definitions
are in the full version of the paper. The class of graphs that we consider in this work are
either infinite ∆-regular trees, or their finite analogue that we define formally in Section 3.1.
We sometimes explicitly assume ∆ > 2. The case ∆ = 2, that is, studying paths, behaves
differently and seems much easier to understand [55]. Unless stated otherwise, we do not
consider any additional structure on the graphs, but sometimes it is natural to work with
trees with an input ∆-edge-coloring.

3.1

Local Problems on ∆-regular trees

The problems we study in this work are locally checkable labeling (LCL) problems, which,
roughly speaking, are problems that can be described via local constraints that have to be
satisfied in a suitable neighborhood of each vertex. In the context of distributed algorithms,
these problems were introduced in the seminal work by Naor and Stockmeyer [85], and have
been studied extensively since. In the modern formulation introduced in [24], instead of
labeling vertices or edges, LCL problems are described by labeling half-edges, i.e., pairs
of a vertex and an incident edge. This formulation is very general in that it not only
captures vertex and edge labeling problems, but also others such as orientation problems, or
combinations of all of these types. Before we can provide this general definition of an LCL,
we need to introduce some definitions. We start by formalizing the notion of a half-edge.
▶ Definition 5 (Half-edge). A half-edge is a pair (v, e) where v is a vertex, and e an edge
incident to v. We say that a half-edge (v, e) is incident to a vertex w if w = v, we say that a
vertex w is contained in a half edge (v, e) if w = v, and we say that (v, e) belongs to an edge
e′ if e′ = e. We denote the set of all half-edges of a graph G by H(G). A half-edge labeling
is a function c : H(G) → Σ that assigns to each half-edge an element from some label set Σ.
In order to speak about finite ∆-regular trees, we need to consider a slightly modified
definition of a graph. We think of each vertex to be contained in ∆-many half-edges, however,
not every half edge belongs to an actual edge of the graph. That is half-edges are pairs (v, e),
but e is formally not a pair of vertices. Sometimes we refer to these half-edges as virtual
half-edges. We include a formal definition to avoid confusions.
▶ Definition 6 (∆-regular trees). A tree T , finite or infinite is a ∆-regular tree if either it
is infinite and T = T∆ , where T∆ is the unique infinite ∆-regular tree, that is each vertex
has exactly ∆-many neighbors, or it is finite of maximum degree ∆ and each vertex v ∈ T
of degree d ≤ ∆ is contained in (∆ − d)-many virtual half-edges.
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Formally, we can view T as a triplet (V (T ), E(T ), H(T )), where (V (T ), E(T )) is a tree of
maximum degree ∆ and H(T ) consists of real half-edges, that is pairs (v, e), where v ∈ V (T ),
e ∈ E(T ) and e is incident to v, together with some virtual edges, in the case when T is
finite, such that each vertex v ∈ V (T ) is contained in exactly ∆-many half-edges (real or
virtual).
As we are considering trees in this work, each LCL problem can be described in a specific
form that provides two lists, one describing all label combinations that are allowed on the
half-edges incident to a vertex, and the other describing all label combinations that are
allowed on the two half-edges belonging to an edge.3 We arrive at the following definition
for LCLs on ∆-regular trees.4
▶ Definition 7 (LCLs on ∆-regular trees). A locally checkable labeling problem, or LCL for
short, is a triple Π = (Σ, V, E), where Σ is a finite set of labels, V is a subset of unordered
cardinality-∆ multisets5 of labels from Σ , and E is a subset of unordered cardinality-2
multisets of labels from Σ.
We call V and E the vertex constraint and edge constraint of Π, respectively. Moreover,
we call each multiset contained in V a vertex configuration of Π, and each multiset contained
in E an edge configuration of Π.
Let T be a ∆-regular tree and c : H(T ) → Σ a half-edge labeling of T with labels from Σ.
We say that c is a Π-coloring, or, equivalently, a correct solution for Π, if, for each vertex
v of T , the multiset of labels assigned to the half-edges incident to v is contained in V, and,
for each edge e of T , the cardinality-2 multiset of labels assigned to the half-edges belonging
to e is an element of E.
An equivalent way to define our setting would be to consider ∆-regular trees as commonly
defined, that is, there are vertices of degree ∆ and vertices of degree 1, i.e., leaves. In the
corresponding definition of LCL one would consider leaves as unconstrained w.r.t. the vertex
constraint, i.e., in the above definition of a correct solution the condition “for each vertex v”
is replaced by “for each non-leaf vertex v”. Equivalently, we could allow arbitrary trees of
maximum degree ∆ as input graphs, but, for vertices of degree < ∆, we require the multiset
of labels assigned to the half-edges to be extendable to some cardinality-∆ multiset in V.
When it helps the exposition of our ideas and is clear from the context, we may make use
of these different but equivalent perspectives.
We illustrate the difference between our setting and the “standard setting” without
virtual half-edges on the perfect matching problem. A standard definition of the perfect
matching problem is that some edges are picked in such a way that each vertex is covered by
exactly one edge. It is easy to see that there is no local algorithm to solve this problem on
the class of finite trees (without virtual half-edges), by a simple parity argument. However,
in our setting, every vertex needs to pick exactly one half-edge (real or virtual) in such a
way that both endpoints of each edge are either picked or not picked. We remark that in
our setting it is not difficult to see that (if ∆ > 2) this problem can be solved by a local
deterministic algorithm of local complexity O(log(n)).

3

4
5

Every problem that can be described in the form given by Naor and Stockmeyer [85] can be equivalently
described as an LCL problem in this list form, by simply requiring each output label on some half-edge
h to encode all output labels in a suitably large (constant) neighborhood of h in the form given in [85].
Note that the defined LCL problems do not allow the correctness of the output to depend on input
labels.
Recall that a multiset is a modification of the concept of sets, where repetition is allowed.
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The LOCAL model

In this section, we define local algorithms and local complexity. Recall that when we talk
about a distributed algorithm on ∆-regular trees, the algorithm has access to n, the size of
the tree. Also recall that B(v, t) is the t-hop neighborhood of a vertex v in an underlying
graph G.
▶ Definition 8 (Local algorithm). A distributed local algorithm A of local complexity t(n) is a
function defined on all possible t(n)-hop neighborhoods of a vertex. Applying an algorithm A
on an input graph G means that the function is applied to a t(n)-hop neighborhood B(u, t(n))
of each vertex u of G. The output of the function is a labeling of the half-edges around the
given vertex. The algorithm also takes as input the size of the input graph n.
▶ Definition 9 (Local complexity). We say that an LCL problem Π has a deterministic local
complexity t(n) if there is a local algorithm A of local complexity t(n) such that when run
on the input graph G, with each of its vertices having a unique identifier from [nO(1) ], A
always returns a valid solution to Π. We also say Π ∈ LOCAL(O(t(n)).
Whenever we talk about local complexity on ∆-regular trees, we always tacitly think
about the class of finite ∆-regular trees.

3.3

Descriptive combinatorics

Let us give a high-level overview of descriptive complexity classes and their connection to
distributing computing for the readers more familiar with the latter. Formal definitions of
the descriptive combinatorics classes can be found in the full version of the paper [25], here
we only provide a description of the class BAIRE, as this class is used in the next section.
The complexity class that partially captures deterministic local complexity classes is
called BOREL. First note that by a result of Kechris, Solecki and Todorčević [71] the maximal
independent set problem (with any parameter r ∈ N) is in this class for any bounded degree
graph.6 In particular, this yields that BOREL contains the class LOCAL(O(log∗ n)) by the
characterization of [33], see [19]. Moreover, as mentioned before, BOREL is closed under
countably many iterations of the operations of finding maximal independent set (for some
parameter that might grow) and of applying a constant local rule that takes into account
what has been constructed previously.7
To get a better grasp of what this means, consider for example the proper vertex 2coloring problem on half-lines. It is clear that no local algorithm can solve this problem.
However, as it is possible to determine the starting vertex after countably many iterations
of the maximal independent set operation, we conclude that this problem is in the class
BOREL. The idea that BOREL can compute some unbounded, global, information will be
implicitly used in all the constructions in the full version of the paper that separate BOREL
from local classes.
The intuition behind the class MEASURE is that it relates in the same way to the class
BOREL, as randomized local algorithms relate to deterministic ones. In particular, the
operations that are allowed in the class MEASURE are the same as in the class BOREL but
the solution of a given LCL can be incorrect on a measure zero set.

6
7

That is, it is possible to find a Borel maximal independent set, i.e., a maximal independent set which
is, moreover, a Borel subset of the vertex set.
It is in fact an open problem, whether this captures fully the class BOREL. However, note that an
affirmative answer to this question would yield that problems can be solved in an “effective” manner
in the Borel context, which is known not to be the case in unbounded degree graphs [94].
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The class BAIRE can be considered as a topological equivalent of the measure theoretic
class MEASURE, that is, a solution can be incorrect on a topologically negligible set. The
main difference between the classes MEASURE and BAIRE is that in the later there is a
hierarchical decomposition that is called toast. (Note that this phenomenon is present in the
case of MEASURE exactly on so-called amenable graphs. It is also tightly connected with
the notion of hyperfiniteness [40, 52].) The independence of colorings on a tree together
with this structure allows for a combinatorial characterization of the class BAIRE, which
was proven by Bernshteyn [18], see also Section 4.
Next we formulate the precise definition. We refer the reader to [87, 70, 19, 69], or to
[55, Introduction, Section 4.1] and [56, Section 7.1, 7.2] for intuitive examples and standard
facts of descriptive set theory. In particular, we do not define here the notions standard
Borel space, Polish topology, Baire property etc.
Let G be a Borel graph of bounded maximum degree on a standard Borel space X. In
this paper we consider exclusively acyclic ∆-regular Borel graphs and we refer to them as ∆regular Borel forests. It is easy to see that the set of half-edges (see Definition 5) is naturally
a standard Borel space; we denote this set by H(G). Thus, it makes sense to consider Borel
labelings of H(G). Moreover, if G is a ∆-regular Borel forest and Π = (Σ, V, E) is an LCL,
we can also decide whether a coloring f : H(G) → Σ is a solution to Π as in Definition 7.
Similarly, we say that the coloring f solves Π, e.g., on a τ -comeager set for some compatible
Polish topology τ on X if there is a Borel set C ⊆ X that is comeager, the vertex constraints
are satisfied around every x ∈ C and the edge constraints are satisfied for every x, y ∈ C
that form an edge in G.
▶ Definition 10 (The complexity class BAIRE). We say that Π is in the class BAIRE if for
every acyclic ∆-regular Borel graph G on a standard Borel space X and every compatible
Polish topology τ on X, there is a Borel function f : H(G) → Σ that is a Π-coloring of G
on a τ -comeager set.

4

BAIRE = LOCAL(O(log n))

In this section, we present a sketch of the proof of the fact that on ∆-regular trees the
classes BAIRE and LOCAL(O(log n)) are the same. At first glance, this result looks rather
counter-intuitive. This is because in finite ∆-regular trees every vertex can see a leaf of
distance O(log n), while there are no leaves at all in an infinite ∆-regular tree. However,
there is an intuitive reason why these classes are the same: in both setups there is a technique
to decompose an input graph into a hierarchy of subsets. Furthermore, the existence of a
solution that is defined inductively with respect to these decompositions can be characterized
by the same combinatorial condition of Bernshteyn [18]. We start with a high-level overview
of the decomposition techniques used in both contexts.

Rake and Compress
The hierarchical decomposition in the context of distributed computing is based on a variant
of a decomposition algorithm of Miller and Reif [84]. Their original decomposition algorithm
works as follows. Start with a tree T , and repeatedly apply the following two operations
alternately: Rake (remove all degree-1 vertices) and Compress (remove all degree-2 vertices).
Then O(log n) iterations suffice to remove all vertices in T [84]. To view it another way, this
produces a decomposition of the vertex set V into 2L − 1 layers
V = V1R ∪ V1C ∪ V2R ∪ V2C ∪ V3R ∪ V3C ∪ · · · ∪ VLR ,
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with L = O(log n), where ViR is the set of vertices removed during the i-th Rake operation
and ViC is the set of vertices removed during the i-th Compress operation. We will use a
variant [34] of this decomposition in the proof of Proposition 15.
Variants of this decomposition turned out to be useful in designing LOCAL algorithms [34,
32, 31]. In our context, we assume that the given LCL satisfies a certain combinatorial
condition and then find a solution inductively, in the reversed order of the construction of
the decomposition. Namely, in the Rake step we want to be able to existentially extend the
inductive partial solution to all relative degree 1-vertices (each v ∈ ViR has degree at most 1
in the subgraph induced by ViR ∪ · · · ∪ VLR ) and in the Compress step we want to extend the
inductive partial solution to paths with endpoints labeled from the induction (the vertices
in ViC form degree-2 paths in the subgraph induced by ViC ∪ · · · ∪ VLR ).

TOAST
Finding a hierarchical decomposition in the context of descriptive combinatorics is tightly
connected with the notion of Borel hyperfiniteness. Understanding which Borel graphs are
Borel hyperfinite is a major theme in descriptive set theory [45, 51, 37]. It is known that
grids, and generally polynomial growth graphs are hyperfinite, while, e.g., acyclic graphs are
not in general hyperfinite [68]. A strengthening of hyperfiniteness that is of interest to us is
called a toast [52, 40]. A q-toast, where q ∈ N, of a graph G is a collection D of finite subsets
of G with the property that (i) every pair of vertices is covered by an element of D and (ii)
the boundaries of every D =
̸ E ∈ D are at least q apart. The idea to use a toast structure to
solve LCLs appears in [40] and has many applications since then [52, 81]. This approach has
been formalized in [56], where the authors introduce TOAST algorithms. Roughly speaking,
an LCL Π admits a TOAST algorithm if there is q ∈ N and a partial extending function (the
function is given a finite subset of a tree that is partially colored and outputs an extension
of this coloring on the whole finite subset) that has the property that whenever it is applied
inductively to a q-toast, then it produces a Π-coloring. An advantage of this approach is
that once we know that a given Borel graph admits, e.g., a Borel toast structure and a given
LCL Π admits a TOAST algorithm, then we may conclude that Π is in the class BOREL.
Similarly for MEASURE, BAIRE or ULOCAL, we refer the reader to [56] for more details and
results concerning grids.
In the case of trees there is no way of constructing a Borel toast in general, however, it
is a result of Hjorth and Kechris [60] that every Borel graph is hyperfinite on a comeager
set for every compatible Polish topology. A direct consequence of [78, Lemma 3.1] together
with a standard construction of toast via Voronoi cells gives the following strengthening to
toast. We include a sketch of the proof for completeness.
▶ Proposition 11. Let G be a Borel graph on a Polish space (X, τ ) with degree bounded by
∆ ∈ N. Then for every q > 0 there is a Borel G-invariant τ -comeager set C on which G
admits a Borel q-toast.
Therefore to understand LCLs in the class BAIRE we need to understand which LCLs
on trees admit TOAST algorithms. It turns out that these notions are equivalent, again by
using the combinatorial characterization of Bernshteyn [18] that we now discuss.

Combinatorial Condition – ℓ-full set
In both decompositions, described above, we need to extend a partial coloring along paths
that have their endpoints colored from the inductive step. The precise formulation of the
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combinatorial condition that captures this demand was extracted by Bernshteyn [18]. He
proved that it characterizes the class BAIRE for Cayley graphs of virtually free groups. Note
that this class contains, e.g., ∆-regular trees with a proper edge ∆-coloring.
▶ Definition 12 (Combinatorial condition – an ℓ-full set). Let Π = (Σ, V, E) be an LCL and
ℓ ≥ 2. A set V ′ ⊆ V is ℓ-full whenever the following is satisfied. Take a path with at least ℓ
vertices, and add half-edges to it so that each vertex has degree ∆. Take any c1 , c2 ∈ V ′ and
label arbitrarily the half-edges around the endpoints with c1 and c2 , respectively. Then there
is a way to label the half-edges around the remaining at least ℓ−2 vertices with configurations
from V ′ such that all the ℓ − 1 edges on the path have valid edge configuration on them.
Now we are ready to formulate the result that combines Bernshteyn’s result [18] (equivalence between (1.) and (3.), and the moreover part) with the main results of this section.
▶ Theorem 13. Let Π be an LCL on regular trees. Then the following are equivalent:
1. Π ∈ BAIRE,
2. Π admits a TOAST algorithm,
3. Π admits an ℓ-full set,
4. Π ∈ LOCAL(O(log(n))).
Moreover, any of the equivalent conditions is necessary for Π ∈ fiid.
Next we discuss the proof of Theorem 13. We refer the reader to Bernshteyn’s paper
[18] for full proofs in the case of BAIRE and fiid, here we only sketch the argument for
completeness. We also note that instead of using the toast construction, he used a path
decomposition of acyclic graphs of Conley, Marks and Unger [39].

4.1

Sufficiency

We first show that the combinatorial condition is sufficient for BAIRE and LOCAL(O(log(n))).
Namely, it follows from the next results together with Proposition 11 that (2.) implies all
the other conditions in Theorem 13. As discussed above the main idea is to color inductively
along the decompositions.
▶ Proposition 14. Let Π = (Σ, V, E) be an LCL that admits an ℓ-full set V ′ ⊆ V for some
ℓ > 0. Then Π admits a TOAST algorithm that produces a Π-coloring for every (2ℓ+2)-toast
D.
Proof sketch. Our aim is to build a partial extending function. Set q := 2ℓ + 2. Let E
be a piece in a q-toast D and suppose that D1 , . . . , Dk ∈ D are subsets of E such that the
boundaries are separated. Suppose, moreover, that we have defined inductively a coloring of
S
half-edges of vertices in D = Di using only vertex configurations from V ′ such that every
edge configuration E is satisfied for every edge in D.
We handle each connected component of E \ D separately. Let A be one of them. Let
u ∈ A be a boundary vertex of E. Such a vertex exists since every vertex in E has degree ∆.
The distance of u and any Di is at least 2ℓ + 2 for every i ∈ [k]. We orient all the edges from
A towards u. Moreover if vi ∈ A is a boundary vertex of some Di we assign to vi a path
Vi of length ℓ towards u. Note that Vi and Vj have distance at least 1, in particular, they
are disjoint for i =
̸ j ∈ [k] . Now, until you encounter some path Vi , color any half-edges of
vertices in A inductively starting at u in such a way that the edge constraint E is satisfied
on every edge and only vertex configurations from V ′ are used. Use the definition of ℓ-full
set to find a coloring of any such Vi and continue in a similar manner until the whole A is
colored.
◀
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▶ Proposition 15 (ℓ-full ⇒ LOCAL(O(log n))). Let Π = (Σ, V, E) be an LCL with an ℓ-full
set V ′ ⊆ V. Then Π can be solved in O(log n) rounds in LOCAL.
Proof. The proof uses a variant of the rake-and-compress decomposition considered in [34].

The Decomposition
The decomposition is parameterized by an integer ℓ′ ≥ 1, and it decomposes the vertices of
C
R
T into 2L−1 layers V = V1R ∪V1C ∪V2R ∪V2C ∪V3R ∪V
3 ∪· · ·∪VL with
S
SL = O(log
 n). We write
L
L−1 C
C
R
R
Gi to denote the subtree induced by the vertices
V
∪
V
j
j . Similarly, Gi
j=i
S
 j=i+1
S

L
L−1 C
R
R
C
is the subtree induced by the vertices
∪
j=i Vj
j=i Vj . The sets Vi and Vi are
required to satisfy the following requirements.
Each v ∈ ViR has degree at most 1 in the graph GRi .
Each v ∈ ViC has degree exactly 2 in the graph GCi . Moreover, the ViC -vertices in GCi
form paths with s vertices, with ℓ′ ≤ s ≤ 2ℓ′ .
For any given constant ℓ′ ≥ 1, it was shown in [34] that such a decomposition of a tree T
can be computed in O(log n) rounds. See Figure 2 for an example of such a decomposition
with ℓ′ = 4.

The Algorithm
Given such a decomposition with ℓ′ = max{1, ℓ − 2}, Π can be solved in O(log n) rounds by
C
R
labeling the vertices in this order: VLR , VL−1
, VL−1
, . . ., V1R , as follows. The algorithm only
′
uses the vertex configurations in the ℓ-full set V .

Labeling ViR
C
R
Suppose all vertices in VLR , VL−1
, VL−1
, . . . , ViC have been labeled using V ′ . Recall that
R
each v ∈ Vi has degree at most one in the graph GRi . If v ∈ ViR has no neighbor in
C
R
VLR ∪ VL−1
∪ VL−1
∪ · · · ∪ ViC , then we can label the half-edges surrounding v by any c ∈ V ′ .
C
R
Otherwise, v ∈ ViR has exactly one neighbor u in VLR ∪ VL−1
∪ VL−1
∪ · · · ∪ ViC . Suppose
the vertex configuration of u is c, where the half-edge label on {u, v} is a ∈ c. A simple
observation from the definition of ℓ-full sets is that for any c ∈ V ′ and any a ∈ c, there
exist c′ ∈ V ′ and a′ ∈ c′ in such a way that {a, a′ } ∈ E. Hence we can label the half-edges
surrounding v by c′ ∈ V ′ where the half-edge label on {u, v} is a′ ∈ c′ .

Labeling ViC
C
R
R
Suppose all vertices in VLR , VL−1
, VL−1
, . . . , Vi+1
have been labeled using V ′ . Recall that
C
C
the Vi -vertices in Gi form degree-2 paths P = (v1 , v2 , . . . , vs ), with ℓ′ ≤ s ≤ 2ℓ′ . Let
P ′ = (x, v1 , v2 , . . . , vs , y) be the path resulting from appending to P the neighbors of the
C
R
R
two end-points of P in GCi . The two vertices x and y are in VLR ∪ VL−1
∪ VL−1
∪ · · · ∪ Vi+1
,
′
′
′
so they have been assigned half-edge labels using V . Since P contains at least ℓ + 2 ≥ ℓ
vertices, the definition of ℓ-full sets ensures that we can label v1 , v2 , . . . , vs using vertex
configurations in V ′ in such a way that the half-edge labels on {x, v1 }, {v1 , v2 }, . . . , {vs , y}
are all in E.
◀
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𝑉1𝑅
𝑉1𝐶
𝑉2𝑅
𝑉2𝐶

Figure 2 The variant of the rake-and-compress decomposition used in the proof of Proposition 15.
This is an illustration of the top layers of a rake and compress decomposition that we use in proving ell-full -> LOCAL O(log n).

4.2

Necessity

We start by sketching that (2.) in Theorem 13 is necessary for BAIRE and fiid.
▶ Theorem 16 (Bernshteyn [18]). Let Π = (Σ, V, E) be an LCL and suppose that Π ∈ BAIRE
or Π ∈ fiid. Then Π admits an ℓ-full set V ′ ⊆ V for some ℓ > 0.
Proof Sketch. We start with BAIRE. Suppose that every Borel acyclic ∆-regular graph
admits a Borel solution on a τ -comeager set for every compatible Polish topology τ . In
particular, this holds for the Borel graph induced by the standard generators of the free
product of ∆-copies of Z2 on the free part of the shift action on the alphabet {0, 1} endowed
with the product topology. Let F be such a solution. Write V ′ ⊆ V for the configurations of
half-edge labels around vertices that F outputs on a non-meager set. Let C be a comeager
set on which F is continuous. Then, every element of V ′ is encoded by some finite window in
the shift on C, that is, for each element there are a k ∈ N and function s : B(1, k) → {0, 1}
such that F is constant on the set Ns ∩ C (where Ns is the basic open neighbourhood
determined by s, and B(1, k) is the k-neighbourhood of the identity in the Cayley graph of
the group). Since V ′ is finite, we can take t > 0 to be the maximum of such k’s. It follows
by standard arguments that V ′ is ℓ-full for ℓ > 2t + 1.
A similar argument works for the fiid, however, for the sake of brevity, we sketch a
shorter argument that uses the fact that there must be a correlation decay for factors of
iid’s. Let Π ∈ fiid. That is, there is an Aut(T )-equivariant measurable function from iid’s
on T (without colored edges this time) into the space of Π-colorings. Let V ′ be the set
of half-edge configurations around vertices that have non-zero probability to appear. Let
u, v ∈ T be vertices of distance k0 ∈ N. By [6] the correlation between the configurations
around u and v tends to 0 as k0 → ∞. This means that if the distance is big enough, then
all possible pairs of V ′ configurations need to appear.
◀
To finish the proof of Theorem 13 we need to demonstrate the following theorem. Note
that LOCAL(no(1) ) = LOCAL(O(log n)) according to the ω(log n) – no(1) complexity gap [34].
▶ Theorem 17. Let Π = (Σ, V, E) be an LCL solvable in LOCAL(no(1) ) rounds. Then there
exists an ℓ-full set V ′ ⊆ V for some ℓ ≥ 2.
We sketch the high-level idea of the proof. A natural attempt for showing LOCAL(no(1) )
⇒ ℓ-full is to simply take any LOCAL(no(1) ) algorithm A solving Π, and then take V ′ to
be all vertex configurations that can possibly occur in an output of A. It is not hard to
see that this approach does not work in general, because the algorithm might use a special
strategy to label vertices with degree smaller than ∆. Specifically, there might be some
vertex configuration c used by A so that some a ∈ c will only be used to label virtual
half-edges. It will be problematic to include c in V ′ .
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To cope with this issue, we do not deal with general bounded-degree trees. Instead, we
construct recursively a sequence (W1∗ , W2∗ , . . . , WL∗ ) of sets of rooted, layered, and partially
labeled trees in a special manner. A tree T is included in Wi∗ if it can be constructed by
∗
gluing a multiset of rooted trees in Wi−1
and a new root vertex r in a certain fixed manner.
A vertex is said to be in layer i if it is introduced during the i-th step of the construction,
∗
i.e., it is introduced as the root r during the construction of Wi∗ from Wi−1
. All remaining
vertices are said to be in layer 0.
We show that each T ∈ WL∗ admits a correct labeling that extends the given partial
labeling, as these partial labelings are computed by a simulation of A. Moreover, in these
correct labelings, the variety of possible configurations of half-edge labels around vertices in
different non-zero layers is the same for each layer. This includes vertices of non-zero layer
whose half-edges are labeled by the given partial labeling. We simply pick V ′ to be the set
of all configurations of half-edge labels around vertices that can appear in a non-zero layer
in a correct labeling of a tree T ∈ WL∗ . Our construction ensures that each c ∈ V ′ appears
as the labeling of some degree-∆ vertex in some tree that we consider.
The proof that V ′ is an ℓ-full set is based on finding paths using vertices of non-zero layers
connecting two vertices with any two vertex configurations in V ′ in different lengths. These
∗
paths exist because the way rooted trees in Wi−1
are glued together in the construction of
∗
Wi is sufficiently flexible. The reason that we need A to have complexity LOCAL(no(1) ) is
that the construction of the trees can be parameterized by a number w so that all the trees
have size polynomial in w and the vertices needed to be assigned labeling are at least distance
w apart from each other. Since the number of rounds of A executed on trees of size wO(1)
is much less than w, each labeling assignment can be calculated locally and independently.
The construction of the trees as well as the analysis are based on a machinery developed
⋆
in [34]. Specifically, we will consider the equivalence relation ∼ defined in [34] and prove
some of its properties, including a pumping lemma for bipolar trees. The exact definition
⋆
of ∼ in this paper is different from the one in [34] because the mathematical formalism
describing LCL problems in this paper is different from the one in [34]. After that, we will
consider a procedure for gluing trees parameterized by a labeling function f similar to the
one used in [34]. We will apply this procedure iteratively to generate a set of trees. We
will show that the desired ℓ-full set V ′ ⊆ V can be constructed by considering the set of all
possible correct labelings of these trees.
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Abstract
Modern cryptography fundamentally relies on the assumption that the adversary trying to break
the scheme is computationally bounded. This assumption lets us construct cryptographic protocols
and primitives that are known to be impossible otherwise. In this work we explore the effect of
bounding the adversary’s power in other information theoretic proof-systems and show how to use
this assumption to bypass impossibility results.
We first consider the question of constructing succinct PCPs. These are PCPs whose length is
polynomial only in the length of the original NP witness (in contrast to standard PCPs whose length
is proportional to the non-deterministic verification time). Unfortunately, succinct PCPs are known
to be impossible to construct under standard complexity assumptions. Assuming the sub-exponential
hardness of the learning with errors (LWE) problem, we construct succinct probabilistically checkable
arguments or PCAs (Kalai and Raz 2009), which are PCPs in which soundness is guaranteed against
efficiently generated false proofs. Our PCA construction is for every NP relation that can be verified
by a small-depth circuit (e.g., SAT, clique, TSP, etc.) and in contrast to prior work is publicly
verifiable and has constant query complexity. Curiously, we also show, as a proof-of-concept, that
such publicly-verifiable PCAs can be used to derive hardness of approximation results.
Second, we consider the notion of Instance Compression (Harnik and Naor, 2006). An instance
compression scheme lets one compress, for example, a CNF formula φ on m variables and n ≫ m
clauses to a new formula φ′ with only poly(m) clauses, so that φ is satisfiable if and only if φ′
is satisfiable. Instance compression has been shown to be closely related to succinct PCPs and is
similarly highly unlikely to exist. We introduce a computational analog of instance compression in
which we require that if φ is unsatisfiable then φ′ is effectively unsatisfiable, in the sense that it
is computationally infeasible to find a satisfying assignment for φ′ (although such an assignment
may exist). Assuming the same sub-exponential LWE assumption, we construct such computational
instance compression schemes for every bounded-depth NP relation. As an application, this lets one
compress k formulas ϕ1 , . . . , ϕk into a single short formula ϕ that is effectively satisfiable if and only
if at least one of the original formulas was satisfiable.
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1

Introduction

The question of instance compression, introduced by Harnik and Naor [27], asks whether
it is possible to compresses long instances of an NP relation down to their witness length,
which can be significantly shorter, while preserving the “correctness” of the statement. In
more detail, an instance compression scheme for an NP relation R is a polytime computable
function f , such that for every instance x, of length n, with corresponding witness length
m ≪ n, it holds that (1) the compressed instance f (x) has length |f (x)| = poly(m), and
(2) x is a true statement (i.e., exists w such that (x, w) ∈ R) if and only if f (x) is a true
statement. The definition can be extended to allow for f to map instances of R to a different
NP relation R′ and to allow for a poly-logarithmic dependence on the instance length n.
For example, consider the relation SAT of all satisfiable Boolean formulas (in conjunctive
normal form). An instance compression scheme for SAT can compress a long formula φ over
m variables with n ≫ m clauses to a new formula φ′ with only poly(m) clauses, such that φ
is satisfiable if and only if φ′ is satisfiable.1
Harnik and Naor as well as followup works [22, 18, 9, 5], have shown that instance
compression scheme can be quite useful. Some of their diverse applications include natural
ones such as efficiently storing instances in order to solve them later (see [27]), or as a
preprocessing step for solving algorithmic problems (see [9]), as well as more surprising
applications such as establishing the existence of a variety of fundamental cryptographic
primitives (see [27, 5] for details).
Unfortunately, Fortnow and Santhanam [22] showed that, under standard complexity
assumptions (namely, that the polynomial hierarchy does not collapse), instance compression
cannot exist for some NP languages. More specifically, they showed that the existence of
instance compression for SAT implies that NP ⊆ coNP/poly (and therefore the polynomial
hierarchy collapses).
To establish their result, Fortnow and Santhanam showed that instance compression is
closely related (and, in a sense, equivalent) to the notion of succinct probabilistically checkable
proofs (succinct PCPs) [34, 22]. Recall that a PCP is a special format for writing proofs
that can be verified by only reading a few of the bits from the proof. The PCP theorem [4]
shows that every NP language has a constant-query PCP whose length is polynomial in the
non-deterministic verification time of the language.2 In contrast, a PCP is succinct if its
length is polynomial only in the witness length. For example, the PCP theorem guarantees
that SAT on m variables and n clauses has a PCP of length poly(n, m), whereas a succinct
PCP would have length roughly poly(m).
Fortnow and Santhanam showed that the existence of a succinct PCP for SAT implies
that SAT also has an instance compression scheme. In particular, this implies that SAT
cannot have a succinct PCP, unless the polynomial hierarchy collapses.
This leaves us at the unfortunate state of affairs that (under a widely believed assumption)
these two natural objects (i.e., instance compression schemes and succinct PCPs) do not
exist. In this work we show how to bypass these negative results by taking a cryptographic
perspective and considering computational analogs of PCPs and instance compression. We
further show that some of the applications of instance compression and succinct PCPs remain
valid also for these relaxed notions.

1

2

We denote the number of variables by m and the number of clauses by n (rather than vice-versa, as
typically done) to better align with the notation for general NP relations, in which the instance length
is denoted by n and the witness length by m.
The dependence of the length of the PCP on the non-deterministic verification time has since been
improved to quasi-linear [8, 17]
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Our Results

To get around the barriers posed by [22], we consider probabilistically checkable arguments
(PCAs), which are similar to PCPs except that soundness is only guaranteed against proofstrings that are efficiently generated. The notion of PCAs was first considered by Zimand [49]
in the context of constructing a lightweight version of the PCP theorem and by Kalai and
Raz [35] with the exact same motivation as in our work: constructing PCPs whose length is
proportional to the witness size.
We also introduce computational instance compression (CIC), a relaxation of instance
compression in which for false statements x it may be the case that the compressed statement
f (x) is true, but it should be computationally infeasible to find a witness for f (x).
We first discuss our results for PCAs (in Section 1.1.1) and then the results for
computational instance compression (in Section 1.1.2).

1.1.1

Probabilistically Checkable Arguments

As noted above, PCAs are a natural computational analog of PCPs. Similarly to a PCP
verifier, a PCA verifier is a probabilistic machine that can only read a few bits from the
proof, and is required to accept correct proofs (with high probability). However, while a
PCP verifier is guaranteed to reject any proof for a false statement (with high probability),
a PCA verifier is only required to reject false proofs generated by computationally bounded
malicious provers. In other words, there can exist accepting proofs for false statements, but it
should be intractable to find them. Since an accepting proof can be non-uniformly hardwired
into the adversary, PCAs are defined in the common reference string model. In this model,
a common reference string (CRS) is sampled before the beginning of the protocol, and is
available both to the PCA prover and the verifier. In analogy to PCPs, we say that a PCA is
succinct if the proof length is proportional to the witness length. 3
Kalai and Raz [35] constructed succinct PCAs for a large class of NP relations. However,
their construction suffers from two significant caveats. First, their PCA is only privatelyverifiable. That is, the PCA verifier is given a secret trapdoor to the CRS which can be used
for verification. We emphasize that for soundness to hold in this model it is imperative that
the prover does not know the trapdoor. The fact that the PCA is only privately-verifiable
limits its applicability. In particular, only the designated verifier that has the trapdoor
can verify the proof. In contrast, we consider publicly-verifiable PCAs. In other words, the
verifier does not get a trapdoor to the CRS, and anyone can verify the PCA proof, given the
corresponding CRS and by making a few queries (see Definition 6 for the formal definition).
As shall be discussed further below, public-verifiability is crucial for some of the applications
of PCAs.
The second major caveat of the [35] construction is that the query complexity, while small,
is super-constant. More specifically, while typical PCP verifiers only need to make a constant
number of queries in order to obtain constant soundness error, the PCA verifier of [35] needs
to make poly(log n, λ) queries, where n is the instance length and λ is the computational
security parameter.

3

It is well known that PCPs, or any other interactive proof for that matter, cannot be shorter than the
witness length [24, 25]. In contrast, under extremely strong cryptographic assumptions we can construct
PCAs (with non-trivial query complexity) that are shorter than the witness length. We refer to such
PCAs (i.e., whose proof length is shorter than the witness) as super-succinct. Since our focus is on
standard cryptographic assumptions, we leave the study of super-succinct PCAs for future work. See
further discussion at the end of the current subsection.

ITCS 2022

30:4

PCPs and Instance Compression from a Cryptographic Lens

In this work we resolve both of these caveats. Assuming the sub-exponential hardness of
the learning with errors problem (LWE), we construct a publicly-verifiable PCA for a rich
subclass of NP relations, with constant query complexity.
▶ Theorem 1 (Informally stated, see Theorem 8). Assume the sub-exponential hardness of
LWE. Then, for every NP relation R, for which membership can be decided in logspace
uniform NC, there exists a succinct constant-query publicly-verifiable PCA with constant
soundness error.
We remark that the subclass of NP relations for which we construct PCAs is identical to the
subclass considered by Kalai and Raz [35]. It should be noted that this class seems quite
rich and in particular contains many well-known NP relations, such as SAT, k-Clique, 3Col,
etc.4
Our proof of Theorem 1 follows the approach of [35] while replacing a privately-verifiable
non-interactive argument that they use (based on [34, 26]) with a new publicly-verifiable
non-interactive argument of Jawale et al. [30]. Actually making this approach work, while
obtaining constant query complexity, turns out to be non-trivial. See Section 1.2 for details.
PCAs and Hardness of Approximation. As an additional contribution, we also show that
publicly-verifiable PCAs can be used to obtain hardness of approximation results. We find
this surprising since, typically, the NP-hardness of approximation problems is equivalent to
the existence of PCPs.5
While we only give a proof-of-concept construction, we believe that this aspect of PCAs
could have important implications for hardness of approximation. We note that results
establishing hardness of approximation based on cryptography (or more generally, averagecase hardness assumptions) have been demonstrated in the past. For example, lattice based
cryptography inherently relies on hardness of approximation (of geometric properties of
integer lattices), whereas “local cryptography” is tightly related to approximating CSPs (see
in particular the recent work of Applebaum [2] and references therein). Nevertheless, we find
the approach for using PCAs for hardness of approximation more generic and hope that it
may allow to bypass known limitations of PCPs. See Section 1.3 for details.
Beyond the Witness Length. It is natural to ask if the witness length is indeed a barrier
for PCAs. In particular, a so-called “SNARG for NP” (see Section 1.4) achieves length that is
shorter than the witness, albeit with relatively poor query complexity, as the SNARG verifier
has to read its entire proof. We believe that our techniques can possibly also be useful in
the context of converting SNARGs to be highly-efficient PCAs but leave the study of such
“super-succinct” PCAs to future work.

1.1.2

Computational Instance Compression

In order to bypass the impossibility result of Fortnow and Santhanam for instance compression,
we introduce a new computational variant, which we call computational instance compression
(CIC). In a nutshell, a CIC scheme also compresses the instance down to the witness length,
but we require that if the instance x is false, then it should be computationally infeasible
4

5

The Cook-Levin theorem implies that every NP language has an NP relation that can be verified by a
bounded depth circuit (in fact, a CNF). However, this transformation blows up the witness size. Here
we refer to the natural NP relations for these well-known problems.
For example, the NP completeness of, e.g., GapSAT, is equivalent to the PCP theorem.
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(but not necessarily impossible) to find a witness for the compressed instance f (x). It may
be useful to contrast CICs with cryptographic hashing. Such hash functions can similarly be
used to compress an instance x but the result is a “cryptographic string” that mainly serves
as a commitment that can later be opened by someone who knows x. In contrast the result
of compression by a CIC is a new instance x′ which can be used independently of the original
input x, while preserving its effective correctness.
In more detail, let R and R′ be NP-relations, where the instance length of R is denoted
by n and the witness length by m. A computational instance compression (CIC) scheme from
R to R′ is an efficiently computable function f such that |f (x)| = poly(m, log n) with the
following requirements:
1. If x is true then x′ = f (x) is true.
2. If x is false, then it is infeasible for a polynomial-size adversary, given x′ = f (x), to find
a witness w′ such that (x′ , w′ ) ∈ R′ .
3. In contrast, there is a polynomial-time algorithm that given a true statement x, and a
corresponding witness w (i.e., (x, w) ∈ R), finds a witness w′ for x′ = f (x).
(Our actual definition of CICs is in the common reference string model - that is, all algorithms
are further given a common reference string. For simplicity we ignore this aspect here.)
The notion of CIC is indeed suitable for the main application of instance compression:
efficient storage of long instances: The compressed output x′ is a short instance of R′ which
preserves the effective correctness of the original input x.
At first glance, it may not be entirely clear why we insist that it is possible to efficiently
find a witness for the compressed instance given a witness for the original witness (i.e.,
requirement 3 above). However, this requirement is indeed crucial for many applications.
For example, for efficient storage, if one has a witness for the original instance then the third
requirement lets one preserve this witness for the compressed instance. Moreover, if we omit
this requirement then there is a trivial construction that satisfies the first two requirements
(in a non-interesting way): to compress an instance x, simply ignore x, and output some x′
which is a hard instance of L′ (i.e., an instance which is computationally indistinguishable
from x′′ ∈
/ L′ ). Such an instance x′ is true but a satisfying witness cannot be efficiently
found.
In this paper we construct CICs for the same subclass of NP relations as in Theorem 1
and under the same assumption - the sub-exponential hardness of LWE.
▶ Theorem 2 (Informally stated, see Theorem 10). Assume the sub-exponential hardness
of LWE. Then, for every NP relation R, for which membership can be decided in logspace
uniform NC, there exists a CIC scheme from R to SAT.
As explained above, the class of source NP-relations, from which we can compress, includes
many natural relations. As for the target relation, the choice of SAT is somewhat arbitrary
(but convenient). In particular, we can replace SAT with any NP relation R′ for which (x, w),
an instance-witness pair for SAT can be efficiently translated to an instance-witness pair
(x′ , w′ ) for R′ , and vice-versa. This includes most natural NP complete problems that we
are aware of.
An Application: OR-SAT. Consider the following problem: we are given as input k
different formulas φ1 , . . . , φk and want to generate a new formula φ′ such that φ′ is satisfiable
if and only if at least one of the φi ’s is satisfiable.
This problem, referred to by Harnik and Naor [27] as OR-compression,can be viewed asa
special case of instance compression where the source relation OR-SAT = (φ1 , . . . , φk ), w :
∃i ∈ [k], (φi , w) ∈ SAT consists of k formulas out of which at least one is satisfiable, and the
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target relation is simply SAT. In their aforementioned work, Fortnow and Santhanam [22]
also rule out the existence of OR-instance compression for SAT, assuming the polynomial
hierarchy does not collapse.
We bypass this impossibility result and obtain a computational OR instance compression
scheme. In such a scheme the compressed formula is effectively sound if and only if at
least one of the original formulas was sound. Indeed, leveraging the fact that OR-SAT has
witnesses of length that is independent of k (namely a witness that satisfies at least one of
the k formulas), the following corollary is immediate from Theorem 2.
▶ Corollary 3. Assume the sub-exponential hardness of LWE. Then, there exists a CIC
scheme from OR-SAT to SAT.
We find Corollary 3 particularly appealing. It gives a method to reduce k formulas to a
single formula while preserving the effective satisfiability.
On AND-compression. It is natural to ask whether a similar statement to Corollary 3 holds
when replacing OR with AND - namely, the resulting formula should be satisfiable if and only
if all of the source formulas are satisfiable. This is called AND-instance compression, and
has been shown not to exist in the information theoretic setting, assuming the polynomial
hierarchy does not collapse [18, 16].
Unfortunately, since the witnesses in the case of AND do grow linearly with k, Theorem 1
does not seem to imply anything meaningful in this case. We leave the study of ANDcomputational instance compression for future work (this question seems closely related to
that of non-interactive batch verification, see Section 1.4).

1.2

Technical Overview

The main technical contribution of this work is a construction of a publicly-verifiable constantquery succinct PCA. We give an overview of this construction in Section 1.2.1. Then, in
Section 1.2.2, building on techniques from [22], we show how to use our PCA construction to
build CICs.

1.2.1

Publicly-Verifiable PCAs from Publicly-Verifiable PSNARGs

We construct our publicly-verifiable PCAs by using a recent publicly-verifiable Succinct
Non-interactive ARGument (SNARG) constructed by Jawale et al. [30]. A SNARG, as its
name suggests, is a non-interactive argument-system (in the common reference string model)
in which the verifier runs in time that is sublinear in the computation. 6
Usually, SNARGs are considered in the context of NP languages, and the succinctness
requirement implies, in particular, that the proof string be shorter than the length of the NP
witness. In contrast, we will focus on non-interactive arguments for languages in P. To avoid
confusion we refer to such arguments as PSNARGs. Note that since we insist on sublinear
verification, it is (highly) non-trivial to construct PSNARGs (even for problems in P).
Moreover, in the following we will sometimes refer to PSNARGs for an NP relation R.
What we mean by this is that we view the membership problem in R (i.e., given an instance
and a witness - check if they satisfy the relation) as a problem in P. Therefore, the key

6

Actually somewhat different definitions of the notion exist in the literature. Some works require only
short communication but allow a long verification time, and other works insist on strictly poly-logarithmic
verification time.
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difference between a SNARG or a PSNARG for an NP relation R is that in the latter the
verifier gets access to the instance and the witness, whereas in the former it gets only the
instance.
The starting point for our construction is a recent publicly-verifiable PSNARG for logspaceuniform NC due to Jawale et al. [30], based on a secure application of Fiat-Shamir transform
[20] to the [26] doubly-efficient interactive proof-system. This result relies on the subexponential hardness of LWE (via [12, 42]).
With this result in hand, consider an NP relation R for which membership can be decided
in logspace-uniform NC. Given an instance x of R, consider a proof string that consists of
the witness w for x appended with a PSNARG proof π showing that (x, w) ∈ R.
The proof string (w, π) is very short but it is still not locally checkable. Thus, a natural
idea is for the prover to further append a standard PCP proof π ′ attesting that (w, π) are
such that π is an accepting PSNARG proof for (x, w) ∈ R. Intuitively we seem to have made
progress since the PCP proof length corresponds to the verification time, which is short due
to the efficient PSNARG verification.
Before proceeding, a small correction is in order. Since a PCP verifier needs to read its
entire main input (which in our case is all of w and π) what we will actually use is a PCP
of proximity (PCPP). In the current context it suffices to think of a PCP of proximity as a
PCP in which the verifier only needs to read a few bits from the input (as well as the proof),
as long as the input is encoded under an error-correcting code.
Thus, as our first attempt, consider a PCA proof-string that consists of (E(w, π), π ′ ),
where E is a suitable error-correcting code (i.e., with polynomial or even linear block length).
The PCA verifier emulates the PCPP verifier while using (E(x), E(w, π)) as the input oracle
and π ′ as the proof oracle (note that the verifier can generate E(x) by itself).
While natural, this construction runs into several problems that we have to resolve and
are discussed next.
Adaptivity. The first problem we encounter with the construction is that of adaptivity.
Namely, a malicious PCA prover can choose a witness w∗ , which serves as part of the input
for the PSNARG, after seeing the sampled CRS. In particular, the PSNARG of [30], is
non-adaptive: soundness only holds if the input is fixed before the CRS is given to the prover.
Thankfully, there is a relatively standard and simple solution to this problem via
complexity leveraging. Namely, we use complexity leveraging to transform sub-exponentially
secure PSNARGs to ones which are adaptively sound in the choice of the witness. In a
nutshell this is done by increasing the security parameter as to ensure that the soundness
error of the PSNARG is so small that we can afford to take a union bound over all possible
witnesses. Crucially, the overhead incurred by this transformation is a fixed polynomial only
in the witness length m (rather than the instance size n).
Having resolved the adaptivity issue, we turn to a more pressing problem that arises
when examining the PCA proof length more closely.
The PCA Proof Length. The proof-string consists of (an encoding of) w which has length
m, and π which has length poly(log(n), λ), where λ is the security parameter. In addition,
the PCA contains π ′ , a PCPP proof that the PSNARG verifier would accept. While the
PSNARG verifier runs in time that is sublinear in the verification time of R, at very least the
verifier needs to read its input (x, w) which has length n + m. This means that the length
of the PCPP proof string π ′ is at least poly(n), whereas we were aiming for a polynomial
dependence only on m.
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Holographic Proofs to the Rescue? As a first idea one might try to get around this by
leveraging the fact that the [30] verifier is holographic. A PSNARG is said to be holographic
if the verifier can run in time that it is sublinear in the input, as long as it is given oracle
access to an encoding of the input. The verifier in the protocol [30] is indeed holographic,
with respect to the low degree extension code.7 Indeed, given oracle access to the low degree
extension of the input, the PSNARG verifier of [30] runs in time polylog(n).
One would hope that this observation suffices to reduce the PCPP length to poly(m, log(n)).
Unfortunately, this is not the case. The difficulty that we encounter now is that PCPPs are
not designed for computations involving an oracle. In particular, it is known that the PCP
theorem does not relativize [3, 21] and it is unclear how to construct a PCPP in which the
input is given as an oracle (without materializing the input).
Sublinear Verification via Crypto. To cope with this difficulty we take, yet again, a
cryptographic approach. In particular, we propose a simple PSNARG construction in which
the PSNARG verifier truly runs in sublinear time, after a suitable pre-processing step. Our
construction is inspired by, and closely related to, ideas arising in the context of memory
delegation [15, 31].
The sublinear PSNARG is obtained by having the verifier first, as a pre-processing step,
generate the low degree extension of its input and hash the low degree extension using a
Merkle tree. At this point all that the verifier needs to remember is the root of the hash
tree. In the online phase, the prover provides a standard PSNARG proof, but in addition
also provides authentication paths for all of the verifier’s queries to the input. This results in
a pre-processing sublinear PSNARG construction.
We note that the fact that this solution works relies on two critical facts. First, the fact
that the PSNARG prover knows, already when sending the proof, which locations of encoding
of the input the holographic verifier is going to query. Indeed, this follows from the fact that
the PSNARG is publicly-verifiable (and we could not apply similar reasoning, e.g., to the
[35] construction). Second, we need that it be possible for the verifier to fully materialize
the low degree extension of the input in poly(n) time. This is actually non-trivial since the
low degree extension has length that is polynomial in the input only for some parameter
settings. In particular, using the parameter setting of [30] results in sub-exponential length
(due to their use of extremely large finite fields). To solve this we rely on the followup work
of Holmgren et al. [29] who extend the [30] protocol to work also for small fields and in
particular, when the block length of the low degree extension is polynomial.
Using this observation, we can reduce the PSNARG verification time, and therefore
the PCPP length to be sublinear. Having done so, the entire PCA proof length becomes
polynomial only in the witness length, as desired.
Relation to Fiat-Shamir of Kilian’s Protocol. Given that the [30, 29] protocols rely on a
secure application of the Fiat-Shamir transform, and we are applying this transform based
on a Merkle hash of the instance, our construction bears some resemblance to a secure
application of Fiat-Shamir to Kilian’s [38] celebrated protocol. Since the question of securely
applying Fiat-Shamir to Kilian’s protocol (as envisioned by Micali [40]) in the standard-model

7

Recall that [30] is constructed by applying the Fiat-Shamir transform to the [26] protocol, which is
known to be holographic. The holographic property is preserved by the Fiat-Shamir transform because,
since [30] are only aiming for non-adaptive soundness, they do not include the instance as an input to
the Fiat-Shamir hash function.
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is wide open (with mainly negative evidence thusfar [6]) this may seem surprising. In a
nutshell the key difference that we leverage is the fact that the verifier has a trusted Merkle
hash of the instance. We refer the reader to Appendix 1 of the full version [11] for a more
detailed discussion.

1.2.2

CICs from Succinct Publicly-Verifiable PCAs

Fortnow and Santhanam [22] show how to convert a succinct PCP into an instance compression
scheme for SAT. We follow their approach in order to convert our succinct PCA construction
into a CIC for SAT.
Let V be a PCA verifier for SAT, and φ be an instance (i.e., formula) of SAT. Fixing
φ, the verifier V tosses random coins, reads q = O(1) bits from its proof π and runs some
predicate over the answers that it read in order to decide whether to accept or reject.
The compressed formula φ′ is generated in the following manner: The variables for φ′
correspond to the bits of the PCA string π. To construct the clauses of φ′ , we enumerate
over all possible random strings of V, and for each such random string ρ, we consider the
residual decision predicate Vφ,ρ of V when both the random string and input formula φ are
fixed. Assuming that the verifier makes non-adaptive queries (this is indeed the case for our
PCA construction and is also true without loss of generality whenever the query complexity
is constant), each random string is associated with a sequence of q indices from the proof
and the predicate Vφ,ρ : {0, 1}q → {0, 1}.
Note that each Vφ,ρ can be represented as a CNF on 2q clauses. We let our compressed
V
formula φ′ = ρ Vφ,ρ simply be the conjunction of all of these clauses. The length of φ′
is exponential in the randomness complexity of V. Since our V has O(log m + log log n)
randomness complexity, the output formula has length |φ′ | = poly(m, log n) as desired.8
For φ ∈ SAT, by the completeness of the PCA, there exists a proof π satisfying all
predicates, meaning (φ′ , π) ∈ RSAT . Thus, φ′ is satisfiable (as per the first CIC requirement),
and using the witness w for φ, it is possible to efficiently find w′ = π a witness for φ′ (as per
/ SAT, by the soundness of the PCA, it is computationally
the third CIC requirement). For φ ∈
infeasible to find a proof string π ∗ satisfying over half of the predicates {Vφ,ρ }. This means
that it is intractable to find a satisfying assignment for the compressed formula φ′ , as per
the second CIC requirement.

1.3

Applications to Hardness of Approximation and Future Directions

PCPs have had an incredible impact on the field of hardness of approximation. The seminal
work of Feige et al. [19] showed how to use PCPs to derive hardness of approximation
results, and this result has blossomed into a major technique in the field, leading to optimal
inapproximabilty results for many important problems (see, e.g., [28]). This is achieved by
constructing suitable PCPs which enable us to show the NP-completeness of gap versions of
natural optimization problems.
We show that the weaker notion of a PCA can, in principle, also yield hardness of
approximation results. Moving forward, we believe that this observation has significant
potential for bypassing limitations of PCPs in the context of hardness of approximation.

8

We note that even if our verifier had larger randomness complexity, it would have still been possible to
build a CIC from a succinct-PCA, similarly to [22].
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The main difference between using PCPs and PCAs to show hardness of approximation
is that we will only be able to derive hardness of search versions of the gap problems, and
the hardness will be based on a Cook reduction rather than a Karp reduction. Nevertheless,
these results suffice to demonstrate that the underlying optimization problem is hard to
approximate.
As a proof-of-concept we next sketch how to use PCAs to rule out a polynomial-time
approximation algorithm for MaxSAT. Namely, an algorithm that, given a formula φ finds
an assignment that satisfies approximately the maximal number of satisfiable clauses in φ.
We emphasize that the conclusion is not surprising since it follows from the PCP theorem
that GapSAT (deciding whether a formula is satisfiable or if any assignment satisfies at
most a constant fraction of the clauses) is NP-complete. What we find surprising is that the
notion of a PCA suffices to establish this result. We note that for this result we do not need
succinct PCAs, but believe that the fact that such PCAs exist may be useful for establishing
new hardness of approximation results, e.g., in the context of fine-grained complexity (see
more below). We also emphasize that this result crucially relies on the PCA being publicly
verifiable - we do not know how to establish any hardness of approximation results based on
privately verifiable PCAs (such as those of [35]) - see further discussion below.
m
m
Given a CNF formula φ : {0, 1} → {0, 1} over n clauses, and an assignment z ∈ {0, 1} ,
let |φ(z)| denote the number of clauses satisfied by z in φ. Recall that in the MaxSAT
problem, the goal is to find an assignment z that maximizes |φ(z)|. Consider the following
approximation problem:
▶ Definition 4 (Approximate MaxSATϵ ). In the Approximate MaxSATϵ problem, the input
is a CNF formula φ. Denote α = maxz∈{0,1}m |φ(z)|
the maximally satisfiable fraction of
n
clauses of φ. The goal is to output an assignment z, such that |φ(z)|
≥ (1 − ϵ) · α.
n
▶ Theorem 5. Assume P ̸= NP. If there exists a publicly-verifiable constant-query PCA
for SAT, then there exists ϵ > 0 for which there does not exist a polynomial-time algorithm
solving Approximate MaxSATϵ .
Since Theorem 5 is only a proof-of-concept, we do not make any attempt to optimize the
constant ϵ.
Proof Sketch of Theorem 5. Assume for contradiction that there exists A, a polynomial
time algorithm solving Approximate MaxSATϵ , for a constant ϵ > 0 specified below. We
show a polynomial-time decision procedure for SAT.
Let V be a constant-query PCA verifier for SAT, and φ an instance of SAT over m
variables and n clauses. With φ fixed, and a fixed CRS sampled from the generator, the
q
verifier V samples a random string ρ and runs a predicate Vφ,ρ : {0, 1} → {0, 1}, over the
q = O(1) values it reads from its proof π. The predicate Vφ,ρ can be represented as CNF
V
formula with 2q clauses. We denote by φ′ = Vφ,ρ the conjunction of all these formulas.
ρ

Denote by n′ and m′ the number of clauses and variables in φ′ , respectively.
If φ ∈ SAT, then by the completeness of the PCA, there exists a proof satisfying every
′
predicate {Vφ,ρ }ρ . This means that φ′ is satisfiable, i.e., has α = maxz∈{0,1}m′ |φn(z)|
= 1.
′
′

Therefore, by the definition of A, for z = A(φ′ ) it holds that |φn(z)|
≥ (1 − ϵ) · α = 1 − ϵ.
′
If φ ∈
/ SAT, then by the computational soundness of the PCA, no polynomial-time
algorithm can find a proof satisfying half of the verifier’s predicates {Vφ,ρ }ρ . For each such
rejecting predicate, at least one of its 2q clauses has to evaluate to False. Therefore, for
1
ϵ = 2q+1
, it holds that no polynomial-time algorithm can find an assignment satisfying a
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(1 − ϵ)-fraction of the clauses in φ′ . Consequently, if for some φ ∈
/ SAT the algorithm A
′
outputs z = A(φ′ ) for which |φn(z)|
≥
1
−
ϵ,
then
A
breaks
the
computational
soundness of
′
the PCA for instance φ, which is a contradiction.
′
Therefore, for every φ ∈
/ SAT and z = A(φ′ ) it holds that |φn(z)|
< 1 − ϵ. In this case, it
′
is possible to decide SAT in polynomial time. This is done in the following manner: Given a
CNF formula φ, compute φ′ as above, run the algorithm z = A(φ′ ), and consider the value
′
β = |φn(z)|
.
′
If β ≥ 1 − ϵ, output φ ∈ SAT. As discussed above, if φ ∈ SAT then φ′ ∈ SAT, and
β ≥ 1 − ϵ. Thus, φ ∈ SAT is accepted.
If β < 1 − ϵ, output φ ∈
/ SAT. If φ ∈
/ SAT and A doesn’t break the PCA, then β < 1 − ϵ.
Thus, φ ∈
/ SAT is rejected.
Therefore, it is possible to decide SAT in polynomial time, contradicting the assumption
that P ̸= NP.
◀
We discuss two important points regarding the reduction above: The first, is that unlike
the hardness of approximation results using PCPs, the reduction using PCAs is a Cook
reduction rather than a Karp reduction. The second point is about the importance of the
public-verifiability of the PCA (mentioned briefly above). The reduction above does not work
with privately-verifiable PCAs, in which the verification relies on a secret trapdoor τ for the
CRS. Specifically, generating the formula φ′ is problematic: Hard-wiring τ to φ′ prevents it
from being a “hard” instance, as breaking the privately-verifiable PCA is trivial given the
trapdoor. On the other hand, it is not clear how to compute β when omitting τ from φ′ , as
the PCA proof is only verifiable given its secret key. Thus, public-verifiability seems essential
to the reduction above.
Hardness of approximation in Fine-Grained Complexity: A potential use-case. The
field of fine-grained complexity aims to understand the precise complexity of fundamental
problems that are already known to be solvable in polynomial time: for example, whether
one can compute the edit distance of two strings in sub-quadratic time. Negative results here
are usually shown by assuming a precise hardness for a core problem, and using so-called
“fine-grained reductions” to prove lower bounds for the problem at hand [48].
A recent line of work in this field [1, 13] uses proof systems, such as PCPs and interactive
proofs, to show the fine-grained inapproximability of problems in P. We believe succinct
PCAs may have applications in this field as well. To demonstrate a possible use case, consider
the 3SUM problem, in which we are given a list of integers a1 , ..., an , each over polylog(n)
bits, and need to decide whether there exist i, j, k ∈ [n] such that ai + aj + ak = 0. This
problem can be solved in time Õ(n2 ), but it is conjectured that there are no substantially
faster algorithms.
Observe that while it seems that 3SUM may be hard to solve in time O(n), it is easy to
verify given an NP witness - namely the indices i, j and k. Applying, e.g., the [8, 17] short
e
PCP yields a constant-query PCP for 3SUM of length O(n).
In contrast, since the NP witness
has logarithmic length, our succinct PCA for 3SUM (which follows from Theorem 1) has
poly-logarithmic length and constant-query complexity. We believe that this use of PCAs has
potential for deriving new inapproximability results in the context of fine-grained complexity.

1.4

Additional Related Works

Succinct Non-interactive Arguments. SNARGs for NP have drawn considerable attention
recently (see, e.g., [47] for a recent survey). We note that a SNARG for NP, with say polylogarithmic proof length can be viewed as an (extremely short) PCA with poly-logarithmic
query complexity (i.e., the verifier reads the entire proof).
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Unfortunately, all known SNARG constructions rely on assumptions that are not-falsifiable
[41] (e.g., knowledge-of-exponent or heuristic instantiations of Fiat-Shamir) and this is known
to be inherent for blackbox constructions (achieving adaptive soundness) [23].
Nevertheless, there has recently been significant progress on constructing SNARGs for
languages in P. For example, the PSNARG of [30] that we use in our construction. We also
note that a publicly-verifiable PSNARGs for all of P was constructed by Kalai, Paneth and
Yang [32] based on a new, but falsifiable, assumption on groups with bilinear maps. However,
since the [33] construction does not appear to be holographic, it does not seem to be directly
usable in our construction.
In a very recent and exciting independent work, Choudhuri et al. [14] constructed a
PSNARG for all of P, based on the LWE assumption. If their construction can be shown (or
modified) to be holographic (using sufficiently small fields) then it could potentially be used
to extend our PCA and CIC constructions to all of NP and to relax the assumption to plain
LWE rather than sub-exponential LWE. A challenge that remains to be overcome in order
to do so is the fact that Choudhuri et al. apply the Fiat-Shamir hash function also on the
main input x, which makes their construction non-holographic.

Batch Verification. Given an NP language L it is interesting to ask what is the complexity
of verifying that k different instances x1 , . . . , xk all belong to L. This question seems closely
related to the question of AND-compression in which one wants to compress x1 , . . . , xk into
a short instance x′ that is true if and only if x1 , . . . , xk ∈ L. In the statistical setting general
purpose batch verification is known for any language in UP (i.e., NP relations in which the
YES instances have a unique witness) [43, 44, 46] and for statistical zero-knowledge proofs
[36, 37]. In the cryptographic setting, non-interactive batch verification is known for language
in P [10], albeit in the designated-verifier model. The aforementioned work of [14] constructs
publicly-verifiable batch verification for NP. Lastly, we note the related notion of folding
schemes which allows one to perform a type of AND-compression, by interacting with the
prover in order to perform the compression itself [39].

Interactive PCPs and IOPs. Kalai and Raz [34] introduced the model of interactive PCPs
as a different way to circumvent the impossibility result for succinct PCPs. In an interactive
PCP, the prover first sends a PCP proof string but afterwards the prover and verifier engage
in a standard (public-coin) interactive proof in order to verify the PCP. This model can also
be seen as a special case of the more recent notion of interactive oracle proof (IOP) [7, 43].
Kalai and Raz constructed interactive PCPs whose length is polynomial in the witness length.
More recently, Ron-Zewi and Rothblum [45] constructed interactive PCPs whose length is
only additively longer than the witness length.

2

Our Results

In this section we state our main results. First, in Section 2.1 we define the notion of publiclyverifiable probabilistically checkable arguments (PCAs). We then state a theorem showing the
existence of succinct publicly-verifiable PCAs for a large subclass of NP, assuming the subexponential hardness of LWE. Then, in Section 2.2 we introduce the notion of computational
instance compression (CICs). Assuming the sub-exponential hardness of LWE, we show the
existence of CIC for a large subclass of NP.
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Probabilistically Checkable Arguments

Much like a PCP, a probabilistically checkable argument (PCA) is a special format for writing
a proof in which the verifier only has to read a few bits from the proof. Unlike PCPs, in
which every alleged proof for a false statement is rejected with high probability, for PCAs,
accepting proofs may exist, but we require that it is intractable to find them. This relaxation
enables us to build PCAs of length polynomial in the length of the witness, rather than the
non-deterministic verification time, a result which is unlikely to be possible for PCPs [22]. In
contrast to PCPs, PCAs are constructed with respect to a common reference string (CRS),
which can be accessed both by the prover and the verifier.
PCAs were originally introduced by Kalai and Raz [35]. We consider a natural restriction
of their definition that mandates that the PCA is publicly-verifiable - that is, given the PCA
proof-string π (and the CRS) anyone can verify the proof by making only a few queries to π.
▶ Definition 6 (Publicly verifiable PCA). A publicly-verifiable probabilistically checkable
argument (PCA) for an NP relation R, with adversary size T : N → N and soundness error
s : N → [0, 1], is a triplet of poly(n, m, λ)-time algorithms (G, P, V), with deterministic P
and probabilistic G and V, such that for every instance length n and witness length m the
following holds:
n
m
Completeness: For every x ∈ {0, 1} and w ∈ {0, 1} , such that (x, w) ∈ R, every
n m λ
λ ∈ N, and every CRS ← G(1 , 1 , 1 ) it holds that
h
i
Pr V π (x, CRS) = 1 = 1,
(1)
where π = P(x, w, CRS), and the probability in Equation (1) is only on V’s coin tosses.
n
Computational soundness: For every x ∈ {0, 1} s.t. R(x) = ∅, every λ ∈ N,
and every P ∗ of size ≤ T (λ), with all but s(λ) probability over the choice of CRS ←
G(1n , 1m , 1λ ) it holds that
h ∗
i 1
(2)
Pr V π (x, CRS) = 1 ≤ ,
2
where π ∗ = P ∗ (x, CRS), and again the probability in Equation (2) is only on V’s coin
tosses.
The length of π, as a function of n, m, and λ is called the proof length. In order to verify
its oracle, the verifier V tosses r = r(n, m, λ) random coins, and makes q = q(n, m, λ) queries
to π. The functions r and q are called the randomness complexity and query complexity,
respectively.
We reiterate that in contrast to the definition of [35], our PCA verifier is not given a
trapdoor to the CRS. In this work we only discuss publicly-verifiable PCAs, and in what
follows whenever we say PCA we refer to the publicly-verifiable variant. Also, by default we
assume that PCAs are secure against malicious T = poly(λ) size provers, with soundness
error s = negl(λ).
Note that in Definition 6 we distinguish between the randomness of G (used to generate
the CRS) and that of V (used to check the proof). This separation is done since we would
like the CRS to be “good” with overwhelming probability, but since the verifier only makes a
small number of queries, we can only guarantee that its checks will fail (in case x ∈
/ L) with
constant probability. In particular, this distinction allows us to easily reduce the soundness
error of V arbitrarily, and without increasing the proof length. We do so in the natural way by simply having the verifier generate more query sets.
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▶ Fact 7. Let (G, P, V) be a PCA for relation R, with adversary size T and soundness error
s. Denote by Vk the verifier which runs the verifier k times and accepts if and only if every
n
run accepts. Then, for every n, m, λ ∈ N, every x ∈ {0, 1} such that R(x) = ∅, and P ∗ of
size ≤ T (λ), with all but s(λ) probability over the choice of CRS ← G(1n , 1m , 1λ ) it holds that
h ∗
i
1
Pr Vkπ (x, CRS) = 1 ≤ k ,
2
where π ∗ = P ∗ (x, CRS).
Succinct PCAs. A PCA for an NP relation R, which is decidable in some time t = t(n, m) ≥
n, is said to be succinct if the PCA proof is of length poly(m, λ, log(t)), where poly refers to
a fixed universal polynomial (that does not depend on the relation R).
Our first main result shows the existence of succinct publicly-verifiable PCAs for a large
subclass of NP.
▶ Theorem 8. Assume the sub-exponential hardness of LWE. Let R be an NP relation
where membership can be decided in logspace-uniform NC, given the instance of length n and
witness of length m. Then, there exists a succinct constant-query publicly-verifiable PCA
for R. Furthermore, the verifier runs runs in time poly(n, log(m), λ) and has randomness
complexity O(log(m) + log log(n) + log(λ)).
(Note that the furthermore clause is non-trivial as the requirement for the PCA verifier
runtime is poly(n, m, λ), where as we achieve poly(n, log(m), λ).)
The proof of Theorem 8 is given in Section 3 of the full version [11].

2.2

Computational Instance Compression

Instance compression [27] is a mechanism for compressing a long instance with a short witness,
down to (roughly) the witness length. Formally, an instance compression from NP-relation
R to NP-relation R′ is a poly-time computable function f , such that for every x of length n
with corresponding witness length m, the compressed value x′ = f (x) is an instance of R′
with length and witness length poly(m, log(n)), and R(x) = ∅ ⇐⇒ R′ (x′ ) = ∅.
Unfortunately, instance compression for SAT and many other NP-complete problems
does not exist, unless NP ⊆ coNP/poly, in which case the polynomial hierarchy collapses [22].
In this work we consider a relaxation of instance compression which we call computational
instance compression (CIC). A CIC consists of three polynomial-time algorithms: a generator
G, an instance compressor IC, and a witness transformer WT . Loosely speaking, we require
that:
The generator G which, given the security parameter and instance and witness lengths,
generates a CRS.
If R(x) ̸= ∅, then the (deterministic) instance compressor IC outputs x′ = IC(x, CRS)
such that R′ (x′ ) ̸= ∅. Moreover, given a witness w for x, the (deterministic) witness
transformer WT produces a corresponding witness w′ for x′ .
If R(x) = ∅, we require that it is computationally intractable to find a witness w′ for
x′ = IC(x, CRS) (even though it may be that such witnesses exist).
▶ Definition 9 (Computational instance compression). Let R and R′ be NP-relations. Denote
by n the instance length for R, and by m the corresponding witness length. A computational
instance compression (CIC) scheme from R to R′ , with adversary size T : N → N and
soundness error s : N → [0, 1], is a triplet of poly(n, m, λ)-time algorithms (G, IC, WT ), for
probabilistic G and deterministic IC and WT , such that:
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m

Completeness: For x ∈ {0, 1} and w ∈ {0, 1} such that (x, w) ∈ R, and every λ, it
holds that
h
i

Pr
IC(x, CRS), WT (x, w, CRS) ∈ R′ = 1.
CRS←G(1n ,1m ,1λ )

n

Computational soundness: For every x ∈ {0, 1} with R(x) = ∅, every λ ∈ N, and
every adversary A of size ≤ T (λ) it holds that
h
i
Pr
(IC(x, CRS), w∗ ) ∈ R′ ≤ s(λ),
CRS←G(1n ,1m ,1λ )

where w∗ = A(x, CRS).
By default, we assume a CIC scheme is secure against adversaries of size T = poly(λ),
with s = negl(λ).
Discussion. We briefly discuss some important points regarding the definition of CICs:
1. The first point that we highlight, is that for x a NO instance, it could very well be the
case that x′ is a YES instance (indeed, this is virtually a certainty in our construction).
Whereas standard instance compression requires that x′ be a NO instance, the CIC
soundness requirement states that if x′ is indeed a YES instance, then finding a witness
w′ for x′ is intractable.
2. One may also consider a strengthening of CIC in which the compression algorithm, applied
to a NO instance, outputs x′ that is computationally indistinguishable from a false instance.
We refer to this notion as a strong CIC and note that it indeed implies the weaker notion,
since if x′ is indistinguishable from a NO instance, then it is intractable to find a witness
w′ for x′ . We leave the study of strong CICs to future work.
3. The last point is regarding the importance of the witness transform algorithm WT . One
might wonder whether the requirement that such an efficient transformation exists is
significant. In particular, one can consider a weaker notion of CIC in which it is not
required that a witness w′ for x′ can be efficiently found from (x, w), i.e., forgoing the
use of WT .
This weaker definition seems substantially less useful to us. In particular, it does not
suffice for a main application of instance compression - storing instances more efficiently,
in order to reveal their solution at a later time. Using classical instance compression,
finding a witness w′ for x′ proves that there exists a witness w for x. As for CIC, without
WT , it’s not clear how to find a witness w′ for x′ , even given a witness w for x.
Moreover, we note that this weaker definition can be trivially realized for languages
L′ that are hard on average as follows: the instance compressor ignores x and simply
outputs a “hard” false instance x′ (i.e., a YES instance x′ that is computationally
indistinguishable from a NO instance x′′ ). This trivial compressor satisfies the property
that (1) a YES instance is mapped to a YES instance, whereas (2) for a NO instance x it
is computationally intractable to find a witness w′ for x′ (as this would distinguish x′
from x′′ ).
Our second main result is a construction of CICs from (sub-exponential) LWE.
▶ Theorem 10. Assume the sub-exponential hardness of LWE. Then, every NP relation R,
for which membership can be decided in logspace-uniform NC, is computationally instance
compressible to SAT.
The proof of Theorem 10 follows in a relatively straightforward manner from Theorem 8,
see the full version [11] for details.
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possible?
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algorithms for the 3SUM problem.
Based on the Quantum-3SUM-Conjecture, we show new lower-bounds on the time complexity of
quantum algorithms for several computational problems. Most of our lower-bounds are optimal, in
that they match known upper-bounds, and hence they imply tight limits on the quantum speedup
that is possible for these problems.
These results are proven by adapting to the quantum setting known classical fine-grained
reductions from the 3SUM problem. This adaptation is not trivial, however, since the original
classical reductions require pre-processing the input in various ways, e.g. by sorting it according to
some order, and this pre-processing (provably) cannot be done in sublinear quantum time.
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1

Introduction

The world is investing in quantum computing because of so-called quantum speed-ups:
quantum algorithms can solve many computational problems faster than their classical
counterparts. However, the amount of speed-up that is possible varies among different
computational problems. It is expected that quantum computers will remain an expensive
resource for a long time, and the extent to which a quantum speed-up is possible, or not
possible, may one day be a key factor in deciding whether or not to invest in the use of a
quantum computation, for example in an industrial setting.
Such a consideration is not a mere abstraction. It is folk knowledge among researchers in
quantum error-correction that current error-correction techniques are so costly, meaning the
constant-factor overhead they impose is so great, that quadratic quantum speed-ups will offer
no advantage, when compared to their classical counterparts. Babbush et al. [4] consider
N -qubit quantum algorithms that work by making quantum calls to certain primitives, so
that a quantum algorithm will do, e.g., M calls, and the corresponding classical algorithm
will do M 2 calls, to the same primitive. Here M " N « 100 (so, e.g., we might using
Grover to search for a satisfying assignment to a CNF with roughly 100 variables). They
then estimate how large M must be, in order for quantum computers to offer a significant
advantage over their classical counterparts, and conclude:
[We find that, even when] using state-of-the-art surface code constructions under a
variety of assumptions, (...) quadratic speedups will not enable quantum advantage on
early generations of fault-tolerant [quantum computers] unless there is a significant
improvement in how we would realize quantum error-correction.
It can further be said that the estimates appearing in [4] are extremely generous on the
quantum side, in many respects. So, even allowing for incremental improvements to current
quantum error correction, improvements in qubit technology, and so forth, this uselessness
of quadratic quantum speedups is likely to assert itself in practice, for decades to come.
It is therefore essential to understand how much quantum speed-up is possible for specific
computational problems (for example, so as not to overstate the potential of early-generation
quantum computers). For this purpose we would need to have tight upper and lower-bounds
on both classical and quantum algorithms.
Sadly, the state of affairs is such that we do not even know how to prove super-linear
time lower-bounds (e.g., on a classical random-access machine). Hence, there are some
computational problems which do have polynomial-time (e.g. quadratic-time) algorithms,
classical or quantum, and these algorithms are conjectured to be optimal, but we presently
have no way of proving this.
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The theory of fine-grained complexity has been developed in the last decade to overcome
this problem. Analogous to how NP-completeness allows us to prove super-polynomial lowerbounds, fine-grained complexity allows us to prove tight fixed-polynomial (e.g. quadratic)
lower-bounds on the time complexity of many problems in P, conditioned on hardness
conjectures for a few natural, well-studied problems. Three central hardness conjectures are
the strong exponential-time hypothesis (SETH) for satisfiability, a conjectured cubic-hardness
for the all-pairs shortest-path problem (APSP) and a conjectured quadratic hardness for the
3SUM problem.1
Recently, two independent works initiated the study of fine-grained complexity in the
quantum setting. Both works studied quantum variants of SETH, and used these variants to
prove (often tight) bounds on how much quantum speed-up is possible for various problems.
Aaronson, Chia, Lin, Wang, and Zhang [1] presented linear quantum time lower bounds
for Closest Pair, Bichromatic Closest Pair, and Orthogonal Vectors, conditioned on the
quantum hardness of the Satisfiability (SAT) problem. In the same paper, they also present
matching quantum upper bounds for these problems. Simultaneously, Buhrman, Patro,
and Speelman [7] presented a framework for proving quantum time lower bounds for many
problems in P conditioned on quantum hardness of variants of SAT, which they used to
prove an n1.5 quantum time lower bound for the Edit Distance and the Longest Common
Subsequence problems.
In this work, we explore quantum fine-grained reductions to derive quantum time lowerbounds for several problems in P, conditioned on a natural, conjectured quantum hardness
for the 3SUM problem. These lower-bounds will often tightly match upper-bounds given by
known quantum algorithms, and similar tight upper and lower-bounds have also been proven
in the classical setting. Together, these tight classical and quantum bounds are finally able
to tell us exactly how much quantum speed-up is possible for various problems, which is
the main goal of this line of research. For the problems we study, we will conclude that a
quadratic speed-up is, in fact, the best possible.

1.1

The conjectured hardness of 3SUM

The 3SUM problem is defined as follows: We are given as input a list S of n integers, which
we may assume to be between ´n3 and n3 ,2 and we wish to know if there exist a, b, c in S
such that a ` b ` c “ 0. There is a simple classical algorithm that solves this problem in
Õpn2 q time which is as follows: Use Opn log nq time to make a sorted copy of the input S,
let’s denote by S 1 . Then go over n2 pairs pa, bq P S ˆ S and search if ´pa ` bq is present in S 1
using binary search. This algorithm takes Opn log nq ` n2 log n “ Õpn2 q time3 , but even after
many years of interest in the problem, the exponent has not been reduced. The conjecture
naturally arises that there is no ϵ ą 0, such that 3SUM can be solved in Opn2´ϵ q classical
time. We refer to this conjecture as the Classical-3SUM-Conjecture. Using this conjecture,
one can derive conditional classical lower bounds for a vast collection of computational
geometry problems, dynamic problems, sequence problems, etc. [10, 14, 13, 15].
However, the Classical-3SUM-Conjecture no longer holds true in the quantum setting, as
there is a faster quantum algorithm for 3SUM: we may use Grover search as a subroutine in
the Õpn2 q classical algorithm to solve the problem in Õpnq quantum time. Apart from this

1
2
3

The survey by Vassilevska Williams contains an overview of many results within this area [15].
This is because the 3SUM problem over lists with larger integers can be reduced to the 3SUM problem
on n3 -bounded integers by a simple hashing technique.
Note that there is also a classical algorithm that solves 3SUM in Opn2 q time.
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quadratic speedup, no further improvement to the quantum-time upper-bound is known. It is
worth mentioning that there is a sub-linear Opn3{4 q quantum query algorithm for computing
3SUM [2, 8] – with a matching lower bound of Ωpn3{4 q [5] – this query algorithm however,
is not time efficient. Consequently, it was conjectured [3] that the 3SUM problem cannot be
solved in sub-linear quantum time in the QRAM model:
▶ Conjecture 1 (Quantum-3SUM-Conjecture [3]). There does not exist a δ ą 0 such that
3SUM on a list of n integers can be solved in Opn1´δ q quantum time in the QRAM model.
It is then natural to try to extend the classical 3SUM-based lower bounds to the quantum
setting, and one may at first expect this task to be a simple exercise. However, one soon
realizes that none of the existing classical reductions can be easily adapted to the quantum
regime. Indeed, most of the existing classical reductions begin by pre-processing the input
in some way, e.g., by sorting it according to some ordering, and this pre-processing turns
out to be essential for the reduction to work efficiently. This is not an issue in the classical
setting, as the classical conjectured lower bound for 3SUM is quadratic. Hence, the classical
reductions can accommodate any pre-processing of the input that takes sub-quadratic time,
such as e.g. sorting. However, this pre-processing becomes problematic in the quantum
setting, since here we will need a sublinear-time quantum reduction, and even simple sorting
requires linear quantum time on a quantum computer [12].
We present a workaround for this problem. The idea of the proof is to adapt Ambainis’
quantum walk algorithm for element distinctness [2]. For example, to enable reductions that
need a sorted input, then instead of having the reduction sort the entire list, we combine
a data structure for dynamic sorting together with a quantum walk algorithm. As we will
show, this approach only needs the reduction to sort a small part of the input and allows us
to show that 3SUM remains hard, even when the entire input is sorted. As we will see, this
idea can be extended to allow for any “structuring” of the input (not just sorting) which
can be implemented by a dynamic data structure obeying a certain “history-independence”
property. The proof will be sketched in Section 1.2.
This quantum-walk plus data-structure proof strategy has been used to prove upperbounds on other problems (e.g., for the closest-pair problem [1]), and here we use it for the
first time as part of a reduction in order to obtain a lower-bound. We expect that the same
strategy will be applicable to other quantum fine-grained reductions, and our hope is that
this will give rise to a landscape of results, that establish (conditional) tight lower-bounds for
quantum algorithms. This, in turn, will precisely answer the question of how much quantum
speed-up is possible for a variety of computational problems.
Using this strategy we are able to show that various “structured” versions of 3SUM are
as hard as the original (unstructured) 3SUM problem, even in the quantum case. Once we
have shown that these structured versions of 3SUM are hard, we may then construct direct
quantum adaptations of the classical reductions, to show the quantum hardness of several
computational-geometry problems, of Convolution-3SUM and of the 0-Edge-WeightTriangle problem. This enables us to prove quantum time lower-bounds for these problems,
conditioned on the Quantum-3SUM-Conjecture. All these results are formally stated and
proven in Sections 3,4,5 of the full version of our paper [6].

1.2

Main Idea: Reductions via Quantum Walks

The Classical-3SUM-Conjecture states that there is no sub-quadratic classical algorithm
to solve the 3SUM problem. However, the statement of this conjecture can be shown to
be equivalent to the same statement for a promise version of 3SUM where the input S is
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sorted. That is because, if there was a sub-quadratic algorithm for 3SUM on sorted inputs,
then given any (unsorted) input one can first sort the entire input with additional Opn log nq
pre-processing time, and then use the sub-quadratic algorithm for sorted 3SUM, resulting
in a sub-quadratic algorithm for unsorted 3SUM. In fact, one can make a more general
statement in this regard. An input to the 3SUM problem is a list S P t´n3 , . . . , n3 un of n
integers (possibly with repetitions). One may consider a family tqi u of queries, i.e., each
qi : t´n3 , . . . , n3 un Ñ Ai is a function on lists of integers, for some set Ai of possible answers
to the query. (For example, qi pSq could output the i-th smallest integer in S.) We may
then ask about static data-structures that allow us to efficiently answer these queries. (For
example, we may consider the sorted version of S to be a data-structure that allows us to
efficiently obtain the i-th smallest element of S.) Then we may generally state that, if it is
possible to preprocess an input S in sub-quadratic time to produce a static data-structure
that allows us to answer any query in nop1q time, then the “structured” variant of Classical3SUM-Conjecture, where we give the algorithm access to all the queries qi pSq for free, is
equivalent to the original version of Classical-3SUM-Conjecture.
Most of the known fine-grained reductions from 3SUM, in the classical setting, can be
explained in the following way: one first shows that a certain “structured” variant of 3SUM
is just as hard as the original 3SUM problem, and then one reduces the structured variant
of 3SUM to another problem. While for some reductions [10] require the input list to be
sorted in the usual order of the integers, other reductions require the input to be structured
in some other way, for example, reductions in [13, 14] require that the elements are hashed
into buckets and every element in the bucket can be accessed efficiently.
The reduction from “unstructured” to “structured” 3SUM is usually trivial to do in
classical sub-quadratic time, but not so in quantum sub-linear time (e.g., a quantum computer
cannot sort in sublinear time [12]). This is the main difficulty in translating the classical
reductions to the quantum setting.
Our main observation is that, if a certain analogous dynamic data-structure problem can
be solved efficiently by a dynamic data-structure possessing a certain “history-independence”
property, then it is possible to use a quantum walk in order to show that the “structured”
variant of Quantum-3SUM-Conjecture, where we give the algorithm access to the queries for
free, is equivalent to the original unstructured version of the Quantum-3SUM-Conjecture. 4
It is this insight that underlies all of our reductions, and which we expect will open up the
way to many other fine-grained reductions in the quantum setting.
One might informally state our observation as follows.
[informal] Let tqi u be a collection of queries over 3SUM inputs, i.e., each qi is a function
over inputs S P t´n3 , . . . , n3 un for 3SUM. Suppose that there exists an efficient classical
dynamic data-structure that allows us to answer the queries qi , under updates to S, where
an update consists of replacing an element in the list S by a different element. By efficient
we mean that any query or update can be carried out in nop1q time. Suppose further that the
dynamic data structure satisfies a certain “history-independence” property 5 , which means
that the data structure corresponding to each set S has a unique representation in memory,
which only depends on the current value of S (so it is independent of the initial value of S,
and of the subsequent updates which resulted in the current value of S).

4

5

The history-independence is necessary to achieve the appropriate amplitude amplification/cancellation
in the quantum walk: if two update histories for the data structure (e.g. insertions/removals) lead to
the same data contents (e.g. same list), then there should be a single basis state that represents the
result.
Also mentioned in [2, 1]
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Then, conditioned on the Quantum-3SUM-Conjecture, 3SUM cannot be done in Opn1´ε q
quantum time, for any ε ą 0, even if the queries qi pSq can be done at unit cost.
Hereafter, we refer to these versions of 3SUM, where queries qi pSq have unit cost, as
“structured” versions of the 3SUM problem. To be clear, by being able to do the queries at
unit cost, we mean that the algorithm is given access to an oracle gate, implementing the
unitary transformation:
|i, by ÞÑ |i, b ‘ qi pSqy.
The distinction between an arbitrary dynamic data-structure and a history-independent
solution should be understood as follows. Generally speaking, a solution to a dynamic
data-structure problem could represent data in a way which depends on the specific sequence
of updates which were applied to the initial data. For example, self-balancing trees are
a solution to the dynamic sorting problem, but the specific balancing of the tree which
is kept in memory depends on the sequence of updates which were applied, so different
sequences of insertions and deletions might lead to the same list, but will nonetheless be
represented differently in memory. A history-independent data-structure, however, has fixed
a-priori representations for each possible data value. So, for example, in the dynamic sorting
problem, a history-independent data-structure must represent each possible list in a unique,
or canonical way in memory.

Our idea
Let S “ px1 , . . . , xn q be an unstructured input to 3SUM. We will now discuss quantum
query algorithms for solving 3SUM. Such algorithms can access the input only via a unitary
|i, by ÞÑ |i, b ‘ xi y. Each application of this unitary is called a query. But, in accordance to
data-structure nomenclature, we have also called queries to the functions qi . So to distinguish
the two, in this section we will use input queries to refer to queries to the input, in the sense
of query complexity, and let us use data-structure queries, to refer to the values qi pSq.
Consider the quantum walk algorithm for Element Distinctness by Ambainis [2]. It was
observed by Childs and Eisenberg [8] that this algorithm can be used to solve any problem,
such as 3SUM, where we wish to find a constant-size subset that satisfies a given property.
Although this algorithm is optimal and sub-linear for 3SUM when we only measure the
number of input queries (it uses Θpn3{4 q input queries, and this is required [5]), the algorithm
still requires linear time, essentially because an Ωpn1{4 q-time operation is performed between
each input query.
This optimal
` ˘ query algorithm for 3SUM is a quantum walk on the Johnson graph, namely,
the graph of nr vertices with each vertex of the graph labelled by an r-sized subset of rns,
and where there is an edge between two vertices if and only if the two corresponding sets
differ by exactly two elements. This resulting graph Jpn, rq is a good-enough expander, so
that a quantum walk will be able to find an r-sized subset of rns containing indices to three
elements of S that sum to zero, in queries sublinear in n.6 To do so, the quantum-walk
algorithm maintains the list of values pxi1 , . . . , xir q entangled together with the basis state
representing the current r-sized subset ti1 , . . . , ir u Ď rns that is being traversed. Using this
list of values, as a part of the quantum walk algorithm, a subroutine checks (in superposition)
if there is a 3SUM solution in pxi1 , . . . , xir q. While this step requires no additional input
queries, so the total number of input queries is Opn3{4 q, the actual implementation of this
subroutine requires a significant amount of time (namely time r “ Ωpn1{4 q), which then
makes the resulting quantum walk algorithm for 3SUM linear, at best.
6

For an excellent introduction to quantum walks, see Chapter 8 of Ronald de Wolf’s lecture notes [9].
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It is this subroutine, i.e. the subroutine that checks for a 3SUM solution in the r-sized
set of values, that we would like to further speed up. Now suppose that we had a faster-thanlinear algorithm for a “structured” version of 3SUM. I.e., the algorithm works in sublinear
time, provided it is given certain data-structure queries qi pSq as part of the input. Now, if we
could efficiently answer these data-structure queries at any point during the entire quantum
walk, then we could use this faster-than-linear algorithm to speed-up the subroutine. To do
so, we need a dynamic data structure that allows us to efficiently answer the data-structure
queries, under the kind of updates that are required at each step of the quantum walk. For
the quantum walk on the Johnson graph, each update corresponds to replacing a single
element in the list of values pxi1 , . . . , xir q.
An important detail remains: in order for the quantum walk to work, it is necessary
that there is a unique basis state corresponding to each node in the quantum-walk graph
(otherwise we won’t have the desired amplitude interference). It is for this reason that the
dynamic data-structure structure is required to have a history-independence property.
Proof of Theorem 1.2 (sketch). In order to prove this theorem, we will first go through
the steps of the more general version of Ambainis’ quantum walk algorithm for Element
Distinctness given by [8].
Let S P t´n3 , . . . , n3 un be an input to the 3SUM problem. Let r “ nβ for some β P p0, 1q
which will be fixed later (so that r is an integer). The graph G used in Ambainis’ construction
is a Johnson graph Jpn, rq with vertices all labelled by r-sized subsets of rns. Let V, V 1 Ă rns
with |V | “ |V 1 | “ r. Vertices labelled by V and V 1 are connected if and only if |V XV 1 | “ r´1,
i.e., V 1 can be obtained by replacing a single element of V .
Given a subset I Ă rns, we use SrIs to denote all the elements Sris, i P I. Now suppose
we have a history-independent classical dynamic data structure for answering a family of
data-structure queries tqi u, where each qi : t´n3 , . . . , n3 ur . For V Ď rns of size |V | “ r, let
DpSrV sq denote the (unique) state of the data-structure corresponding to SrV s. I.e., given
DpSrV sq, we are able to answer any query qi pSrV sq in time nop1q . And if we change V to V 1
by replacing a single element of V , we are able to update DpSrV sq to DpSrV 1 sq, also in time
nop1q .
To define a quantum walk on G, define an orthonormal basis of quantum states |V y, one
for each r-subset V . We start with creating a uniform superposition over all the vertices of
the Johnson graph Jpn, rq:
1
|s0 y “ ?
c

ÿ
|V |“r,V Ďrns

with c “ pn ´ rq

7

8

ÿ
|V y

` n˘
r

|ky,

(1)

kRV

being the normalization constant.7,8

Refer to the circuit construction in András Pál Gilyén’s Master’s thesis [11] for creating a uniform
r pr q elementary
superposition over all the vertices of Johnson Graph J pn, r q. This construction uses O
quantum gates in total and their results extend for any r “ nβ with 0 ă β ă 1.
Note that, the circuit construction that we refer to creates a uniform superposition of vertices in J pn, r q
with the vertices represented in Opr log nq sized array of qubits. This representation of vertices do
not allow for time efficient insertions and deletions. Therefore, we first encode all the vertices V (in
superposition) in a data structure similar to the data structure we use to store the query values, so that
the (walk) updates on the states representing the vertices also occur time efficiently. In our paper, we
use V to denote a vertex already encoded in the data structure. In the full version of the paper [6], we
r pr q
show that such encoding procedures exist and are (almost) linear (reversibly as well), i.e. run in O
time where r is the size of the set that is being encoded.
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The key idea is to store values from the list, and the contents of the data-structure, along
with the subset V . So the full quantum state has the form |V, DpSrV sq, ky where k P rns. If
|V | “ r then k denotes an element in rns\V to be added to V . We say a vertex V is marked
if SrV s is a positive 3SUM instance (of smaller size), i.e., if there are p, q, r P V such that
Srps ` Srqs ` Srrs “ 0.
The quantum walk algorithm is analogous to Grover’s algorithm, where the aim is to
make the amplitude on marked vertices large enough that with very high probability 9 the
final measurement collapses on a marked vertex, i.e., a vertex labelled by an r-subset that
contains a solution to 3SUM problem. The algorithm starts with a state
ÿ
1 ÿ
|sy “ ?
|ky,
|V, DpSrV sqy
c
kRV

(2)

|V |“r

` ˘
which is a uniform superposition of all the states on subsets of size r and c “ pn ´ rq nr is
the normalization constant.
There are two main operations in this algorithm: A walk operation Uwalk and a phase
flip operation UphaseFlip which is
#
´|V, DpSrV sqy if V is marked
UphaseFlip |V, DpSrV sqy “
(3)
|V, DpSrV sqy
if V is not marked.
?
t1
The full algorithm is pUwalk
UphaseFlip qt2 where t1 “ Op rq and t2 “ Oppn{rq1.5 q. The total
time taken by the algorithm is
Tsetup p|syq ` t1 ¨ t2 ¨ Tunitary pUwalk q ` t2 ¨ Tunitary pUphaseFlip q,

(4)

where Tsetup p|syq denotes the time taken to setup the initial state |sy that also includes the
time taken to query values of the subset of indices of size r. The term Tunitary pU q denotes
the number of elementary gates required to implement a unitary U .
In the setup phase, for every vertex V we initialize the dynamic data-structure corresponding to SrV s. We may think of SrV s as obtained via the p0, . . . , 0q list by updating each
position i with Sris. Hence, the setup time for each vertex, which consists of computing
DpSrV sq for all V in superposition, is at most rnop1q .
Now, because the data structure supports efficient updates, the Uwalk unitary can be
implemented in time nop1q . It in is this Uwalk operation that an element is inserted and some
other element is deleted, hence it is sufficient that the dynamic data structure supports
replacement of values.
The unitary UphaseFlip in Equation 3 adds a negative phase to the marked states and
none to the unmarked states, which means UphaseFlip implements a subroutine that checks
whether or not a vertex V is marked by going through its input-query values SrV s and
checking if there is a 3SUM solution present in SrV s. Currently, there is no known (time)
efficient method to implement this subroutine.10
Instead, suppose that there exists a constant α ą 0 such that there is a subroutine that
can solve this structured version of 3SUM on r elements in Opr1´α q quantum time. We can
now implement UphaseFlip in the following way. Call the subroutine that is optimal for solving
3SUM on this of ordered input. The data-structure queries qi pSrV sq to the structured
9

Throughout the paper we say that something holds “with high probability” if it holds with probability
at least 1 ´ op1q.
10
One would require a dynamic data-structure for efficiently answering 3SUM queries, which is not known
to exist.
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input can be simulated with an nop1q overhead in time, because the data structure DpSrV sq
supports efficient data-structure queries. The time complexity of the original Ambainis’ walk
algorithm then becomes
r ¨ nop1q ` t1 ¨ t2 ¨ nop1q ` t2 ¨ nop1q ¨ r1´α ,

(5)

which, after ignoring all the nop1q factors, becomes
r ` t1 t2 ` t2 r1´α .

(6)

?
Substituting the values of t1 “ Op rq and t2 “ Oppn{rq1.5 q the total time taken in Equation 6
roughly becomes
r`

n1.5
n1.5
` 1.5 ¨ r1´α .
r
r

(7)

Given that r “ nβ for a β P p0, 1q, it is easy to see that for every 0 ă α ă 1, there exists a β
1
such that maxp 12 , 2α`1
q ă β ă 1, and then the value of (7) becomes strictly sublinear. It
then follows that there is no sub-linear quantum time algorithm for solving the structured
version of 3SUM, unless Quantum-3SUM-Conjecture is false.
◀
We have omitted several details from the above proof sketch. One omission is that we
neglected to account for the error (in the quantum walk and in the invoked subroutine for
3SUM). This is simple to account for and we will do so in Section 3.1 of the full version of
our paper [6]. The most crucial omission is that we will actually require probabilistic dynamic
data-structures in our reductions. Randomness seems to be required because no dynamic
sorting data-structure is known that is simultaneously time-efficient, space-efficient, historyindependent, and deterministic. However, a solution exists if any of these four requirements
is removed. We will first (in Section 3.1 of [6]) present a solution which uses a deterministic
data-structure, but large space, and then (in Section 3.2 of [6]) a probabilistic solution which
is also efficient in space. It is an interesting open question in classical data-structures to
provide, or disprove the existence of, a dynamic data-structure that simultaneously satisfies
all four requirements.11

1.3

Applications

We use our proof strategy to show, conditional on Quantum-3SUM-Conjecture, tight lowerbounds on several computational-geometry problems, on Convolution-3SUM, and on the
0-Edge-Weight-Triangle problem. Our lower-bounds show that the quantum speed-up
is at most quadratic for all of these problems.
Our lower-bounds on Convolution-3SUM and 0-Edge-Weight-Triangle tightly
match the Grover-based speed-up that quantum algorithms can get for these problems.
Our quantum reductions from 3SUM to computational-geometry problems are complementary to a recent paper by Ambainis and Larka [3], where they present quantum speed-ups
for several such problems. Our results show, under the Quantum-3SUM-Conjecture, that all

11

The question might arise: why do we care for the structure to be space efficient? This is for two
reasons. On the one hand, we expect memory to be an expensive resource for quantum computers,
so algorithms using a large amount of memory, even in regimes that are practical classically, might
never be so quantumly. On the other hand, making our reductions space efficient allows us to weaken
the Quantum-3SUM-Conjecture to say that no space-efficient quantum algorithm can solve 3SUM in
sublinear time. We do not explicitly state this outside of this footnote, but all the lower-bounds in this
paper also follow from this weaker conjecture.
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of the speed-ups obtained by Ambainis and Larka are optimal. There are also computationalgeometry problems for which the Quantum-3SUM-Conjecture gives us a lower-bound, but
for which no quantum speed-up is known.
Table 1 (in page 11) summarizes our results. It also includes the best-known classical
upper and lower-bounds.

1.4

Future directions and open questions

The study of quantum fine-grained complexity is just beginning. Classically, there are
many fine-grained reductions laying out the structure of the class P, but only a few of such
reductions have been established for BQP. This forms an appealing avenue for future work,
as not only is the topic very much unexplored, any tight lower-bounds given by quantum
fine-grained reductions will allow us to understand how much quantum speed-up is possible.
The following is a non-exhaustive list of questions which are currently open, and which
we hope will benefit from the approach contained in our paper:
Table 1 contains four problems for which we can prove some quantum lower-bound,
conditioned on the Quantum-3SUM-Conjecture. Is this lower-bound tight, i.e., are there
matching algorithms? Or can we prove a higher lower-bound, perhaps based on a different
conjecture?
In the classical setting, there are problems, other than 3SUM, which serve as a basis for
fine-grained reductions, e.g. the Orthogonal Vectors problem, the all-pairs shortest-path
problem [15]. What lower-bounds can we prove in the quantum setting, based on these
problems? Can we prove tight bounds on quantum speed-ups?
The Classical-3SUM-Conjecture itself gives various other lower-bounds in the classical
setting, which we did not study in the quantum setting, namely lower-bounds against
dynamic data-structure problems. Can these lower-bounds be proven in the quantum
regime, also?
More generally, for what other problems can we prove that the known quantum speed-up is
optimal, under a reasonable hardness hypothesis such as the Quantum-3SUM-Conjecture?
The various papers using dynamic data-structures in quantum walks, including [2, 1]
and our paper, give rise to an interesting question in classical data-structures. The vast
majority of space-efficient dynamic data-structures are not history-independent: historyindependence is a feature which cannot be properly motivated if one is only interested
in classical algorithms, but which is fundamentally necessary for using the dynamic datastructure as part of a quantum walk. One can then attempt to understand for which
problems do history-independent, memory and time-efficient dynamic data-structures exists.
For sorting, the only known solution (skip lists) is randomized. Is this necessary? More
generally, what dynamic data-structure problems have solutions that are simultaneously
deterministic, time-efficient, space-efficient, and history-independent? Can we prove lowerbounds against data-structures obeying all four criteria simultaneously, which we cannot
prove against data-structures obeying only three among the four criteria?

1.5

Full version of the paper

All the main theorems and their respective proofs are presented in the full version of this paper
[6] whose structure is as follows. In Section 2.1 of [6] we describe our model of computation,
and in Section 2.2 of [6] we describe various simple variants of the 3SUM problem and show
that the Quantum-3SUM-Conjecture is equivalent for these versions. (These are not the
structured versions we mentioned earlier, here the proof of equivalence is very simple.)
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Using the approach we sketched above (in Section 1.2), we proceed to give a full proof that,
under the Quantum-3SUM-Conjecture, two “structured” variants of 3SUM also require Ωpnq
time on a quantum computer. We give two separate proofs: The first proof (in Section 3.1
of [6]) uses a deterministic data structure which is space-inefficient, and the second proof
(in Section 3.2 of [6]) uses a probabilistic data structure which is space-efficient. As direct
implications of these hardness results, in Section 4 of [6] we present conditional quantum
time lower bounds for several computational geometry problems.
Lastly, in Section 5 of [6], we present conditional quantum time lower bound for
Convolution-3SUM and 0-Edge-Weight-Triangle problems. This requires us to
prove, under the Quantum-3SUM-Conjecture, that a third “structured” variant of 3SUM
also requires Ωpnq time on a quantum computer.
Table 1 This is a summary of all the Quantum-3SUM-hard problems mentioned in this paper,
with (almost) matching upper bounds for most of them.

Θpn2 q
Θpn2 q
Θpn2 q
Θpn2 q
Θpn2 q
Θpn2 q
Θpn2 q

Ωpnq

Opn1`op1q q [3]

Θpn2 q

Ωpnq
Ωpnq
Ωpnq
Ωpnq
Ωpnq
Ωpnq
Ωpnq
Ωpnq
Ωpn1.5 q

Opn1`op1q q (:)
Open!
Open!
Opn1`op1q q (:)
Open!
Open!
Opn1`op1q q [3]
Opnq (˚)
Opn1.5 q (˚)

r 2q
Θpn
Θpn2 q
Θpn2 q
Θpn2 q
Θpn2 q
Θpn2 q
Θpn2 q
Θpn2 q
Θpn3 q

Problems
GeomBase
3-Points-on-Line
Point-on-3-Lines
Separator
Strips-Cover-Box
Triangles-Cover-Triangle
Point-Covering
Visibility-BetweenSegments
Hole-In-Union
Triangle-Measure
Visibility-From-Infinity
Visible-Triangle
Planar-Motion-Planning
3D-Motion-Planning
General-Covering
Convolution-3SUM
0-Edge-Weight-Triangle

ê

Ωpnq
Ωpnq
Ωpnq
Ωpnq
Ωpnq
Ωpnq
Ωpnq

Classical
complexity (˚˚)
Quantum
upper-bound
r
Opnq
(˚)
1`op1q
Opn
q [3]
Opn1`op1q q [3]
Opn1`op1q q [3]
Opn1`op1q q [3]
Opn1`op1q q [3]
Opn1`op1q q [3]

ê

3SUM-based quantum
lower-bounds (our results)

(˚) Using a simple Grover speed-up on the classical algorithm.
(:) Implicit in [3], by using the classical reduction to Triangles-Cover-Triangle and
then using the corresponding quantum algorithm.
(˚˚) All upper-bounds are straightforward: For problems like Convolution-3SUM and
0-Edge-Weight-Triangle the best known algorithms use brute force, for the
computational-geometry problems, the upper-bounds follow from geometry arguments [10].
All lower-bounds for computational geometry problems are from [10], the lower-bound
for Convolution-3SUM follows from [13], and, the lower-bound for 0-Edge-WeightTriangle follows from [14].
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1

Introduction

Digital circuit design relies on a fundamental abstraction of the physical world. Electric
voltages transmitted by wires are mapped to Boolean values, where high voltages correspond
to 1 (true) and low voltages to 0 (false). By virtue of this abstraction, the behavior of digital
circuitry can be described by Boolean formulas. However, this description does not account
for the behavior of digital circuits in all cases: it offers no way of representing signals that
are unstable, transitioning, oscillating, etc.
In this work, we study a classic extension of Boolean logic due to Kleene [13, §64], which
allows for the presence of unspecified signals. In the following, we refer to the Boolean values
B := {0, 1} as stable, while the additional third logical value u is the unstable value. The
resulting ternary set of logic values is denoted by T := {0, 1, u}. Intuitively, u may evaluate
to any stable state at any point in the circuit, regardless of previous evaluations. Hence, we
regard u as a “superposition” of 0 and 1.
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Table 1 Behaviour of basic gates and, or, and not.

and
0
1
u

0
0
0
0

1
0
1
u

u
0
u
u

or
0
1
u

0
0
1
u

1
1
1
1

u
u
1
u

not
0
1
u

1
0
u

In Kleene logic, the basic gates1 output a stable value if and only if the stable inputs
already determine this output. The natural extension of the basic gates and, or, and not is
given in Table 1:
By induction over the circuit structure, this defines for any circuit C consisting of such
gates the function C : Tn → Tm it implements.
A key difference of Kleene logic to Boolean logic is that the laws of excluded middle and
non-contradiction do not hold:
or(x, not(x)) ̸= 1 and and(x, not(x)) ̸= 0,
as not(u) = u and and(u, u) = or(u, u) = u. This drastically distinguishes u from an unknown
Boolean value. Accounting for this limitation and the fact that constant stable inputs can
easily be provided, we allow for constant-0 (and constant-1) gates in addition to the basic
gates or, and, and not.
In general, digital logic cannot detect or prevent the propagation of unstable signals [15],
matching the above limitation present in Kleene logic. On the other hand, it has been shown
that CMOS logic gates implement the stated specification [3]. Furthermore, [5] extends the
above model for combinational circuits to general clocked circuits. Thus, understanding
combinational circuits in the model we use in this paper is equivalent to understanding
worst-case propagation of unstable signals in general-purpose digital logic in a precise sense.

1.1

Hazards and Hazard-free Circuits

We strive for circuits that behave similarly to basic gates when receiving unstable inputs.
That is, given all inputs, if changing an input bit from 0 to 1 has no effect on the output,
then setting this input bit to u should also not affect the output. To formalize this concept,
we make use of two operations. The first is the superposition, which results in the unstable
value u whenever its inputs do not agree on a stable input value.
▶ Definition 1 (Superposition). Denote the superposition of two bits by the operator ∗ : T ×
T → T. For x, y ∈ T, x ∗ y = x if x = y and x ∗ y = u otherwise. We extend the ∗-operation
to x, y ∈ Tn by applying it at each bit i ∈ {1, . . . , n}, such that
(
xi if xi = yi ,
(x ∗ y)i =
u otherwise.
The ∗-operation is associative and commutative, hence for X ⊆ Tn we define ∗ X :=
x1 ∗ . . . ∗ xn , where x1 , . . . , xn is an arbitrary enumeration of the elements of X. The second
operation, called resolution, maps from ternary strings to sets of Boolean strings by replacing
each u with both stable values.
1

The specific choice of basic gates does not matter, see [10]; hence, we stick to and, or, and not.
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▶ Definition 2 (Resolution). Denote the resolution by res : T → P(B). For x ∈ T, res(x) =
{0, 1} if x = u and res(x) = {x} otherwise. We extend this to bit strings of length n in the
natural way, by setting for x ∈ Tn
res(x) := {y ∈ Bn | ∀i ∈ {1, . . . , n} : xi ̸= u ⇒ yi = xi }.
For notational convenience, we extend all functions f : X → Y to sets of inputs X ′ ⊆ X,
by applying them to each element of the input, i.e., f (X ′ ) := {f (x) | x ∈ X ′ }. For instance,
res({0u0, 1u0}) = {000, 010, 100, 110}. First, we observe that superposition and resolution
are not inverse functions.
▶ Observation 3. Let X ⊆ Tn , then taking the resolution of the superposition of all strings
in X may add further strings, i.e., X ⊆ res(∗ X).
Note that a strict superset relation is possible. For instance, if there are two strings
x, y ∈ X that disagree on more than log(|X|) positions, then | res(∗ X)| > 2log(|X|) = |X|
and hence X ⊂ res(∗ X). For example, if X = {101, 110}, then res(∗ X) = res(1uu) =
{100, 101, 110, 111}.
Recall that and guarantees a stable output of 0 if at least one of its inputs is 0 – even if
the other input is u. As a toy example, consider two circuits implementing a conjunction of
x and y. First (needlessly involved) and(or(x, not(or(y, not(y)))), y) and second and(x, y).
Under Boolean inputs, these expressions are equivalent, and so are the circuits. In contrast,
for inputs x = 0 and y = u, we get that
and(or(0, not(or(u, not(u)))), u) = u ̸= 0 = and(0, u).
The first implementation has an unstable output, even though the stable input of 0 already
determines that the output should be 0. This is referred to as a hazard.
A convenient formalization of this concept is as follows. For a circuit C with n inputs and
m outputs, denote by C(x) ∈ Tm the output it computes on input x ∈ Tn . We say that C
implements the Boolean function f : Bn → Bm , iff C(x) = f (x) for all x ∈ Bn . The desired
behavior of the circuit is given by the hazard-free extension of f .
▶ Definition 4 (Hazard-free Extensions). For function f : Bn → Bm , denote by fu : Tn → Tm
its hazard-free extension, which is defined by fu (x) := ∗y∈res(x) f (y).
For any Boolean function f , there is a circuit implementing the hazard-free extension
of f [9]. The hazard-free extension is the “most precise” extension of f computable by
combinational logic. It is easy to show that (fu )i (x) = u entails that Ci (x) = u for any circuit
C implementing f : Restricted to Boolean inputs C and fu are identical. Changing input bits
to u can change the output bits to u only, and if (fu )(x) is u at position i then C(x) is u at
position i. In contrast, C has a hazard at x ∈ Tn iff it deviates from the desired behavior.
▶ Definition 5 (k-Bit Hazards). Circuit C implementing f : Bn → Bn has a hazard at x ∈ Tn
iff C(x) ̸= fu (x). If, for some k ∈ N, x contains at most k many us and C has a hazard on
x, it is called a k-bit hazard. C is k-bit hazard-free if it has no k-bit hazards, i.e., if for
every x ∈ Tn where u appears at most k times, C(x) = fu (x).
Note that C having a hazard at x is equivalent to C(x) containing more us than necessary.
The smallest non-trivial example for a hazardous circuit is given by a naive implementation
of a multiplexer circuit. A multiplexer has the Boolean specification MUX(a, b, s) = a if s = 0
and MUX(a, b, s) = b if s = 1. It can be implemented by the circuit corresponding to the
Boolean formula or(and(a, not(s)), and(b, s)), resulting in a hazard at (1, 1, u), cf. [10].

ITCS 2022

32:4

Small Hazard-Free Transducers

Ikenmeyer et al. proved unconditional lower bounds on the complexity of hazard-free
circuits implementing explicit functions [10]. More precisely, they show exponential gaps
between the size of several Boolean circuits and their hazard-free counterparts. Furthermore,
they show that hazard-free verification circuits for NP-hard problems cannot be of polynomial
size unless the circuit equivalent of P = NP holds. On the other hand, there are efficient
implementations of sorting networks that avoid certain hazards [3], showing that hazard-free
implementations do not always come at a high cost. This leads to the following question:
Which classes of Boolean functions allow for an efficient hazard-free implementation?
The key ingredient to the result from [3] is a circuit implementation of a finite-state
transducer parsing the inputs, which leads to a parallel prefix computation (PPC) task. Ladner
and Fischer [14] presented a general framework providing an efficient circuit implementation
of arbitrary (small) transducers, giving rise to the most efficient adder circuits known to date.
While the Ladner and Fischer framework fails to yield hazard-free circuits, the result from [3]
suggests the possibility of a general hazard-free construction. Despite being a somewhat
specialized class of circuits, the fact that addition can be phrased as a PPC problem renders
hazard-free transducer circuits a key stepping stone towards hazard-free arithmetics.

1.2

Transducers

A deterministic finite-state transducer is a finite state machine that outputs a symbol on
each state transition. We phrase our results for Mealy machines [17], but our techniques are
not specific to this type of transducer.
▶ Definition 6 (Mealy Machine). A Mealy machine T = (S, s0 , Σ, Λ, t, o) is a 6-tuple, where
(i) S is the finite set of states,
(ii) s0 ∈ S is the starting state,
(iii) Σ is the finite input alphabet,
(iv) Λ is the finite output alphabet,
(v) t : S × Σ → S is the state transition function, and
(vi) o : S × Σ → Λ is the output function.
Each Mealy machine induces a transcription function mapping a string of input symbols
to a string of output symbol of the same length.
▶ Definition 7 (Transcription Function τ ). For Mealy machine T = (S, s0 , Σ, Λ, t, o) and
n ∈ N, the transcription function τT,n : Σn → Λn is given in the following way. Define for
i ∈ {1, . . . , n} and x ∈ Σn the state si after i steps inductively via si := t(si−1 , xi ). Then
τT,n (x)i := o(si−1 , xi ).
Note that every Boolean function f : Bn → Bm can (essentially) be realized by a deterministic finite-state transducer. A simple implementation could read the entire input string x
and output f (x) on reception of the last input symbol. This approach, however, requires an
exponential number of states |S| ∈ O(2n ) to memorize the input. Accordingly, it is of interest
to consider small transducers. In particular, important basic operations, like addition, max,
and min, can be implemented by constant-size transducers.
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Our Contribution

In this work, we establish that constant-size transducers allow for an efficient hazard-free
circuit implementation. Denoting by ℓ and m the (constant) number of bits encoding an
input symbol and an output symbol, respectively, by n the length of the input string, by
|S| the number of states of the transducer, and by k an upper bound on the number of
metastable bits in the input, our main result is as follows.
▶ Theorem 27. For any integers k ∈ N, ℓ, m, n ∈ N>0 (with k ≤ n) and Mealy machine
T = (S, s0 , Σ = Bℓ , Λ ⊆ Bm , t, o), there is a k-bit hazard-free circuit implementing τT,n . For
Pmin{|S|,2k } |S|
κ := i=0
and λ := min{m, 2|S|·|Σ| } the circuit has
i

size O (κ3 + (2ℓ /ℓ)κ2 + 2ℓ κλ)n
and depth

O (log κ log n + ℓ) .

We remark that the proof of Theorem 27 shows that we can save a factor of κ in the
third term, provided that the preimage of 1 under o(·, σ)j (i.e., bit j of the output function
with the second input fixed to σ) has size at most 2k for each σ ∈ Σ and j ∈ [m]. In this

case, there is a k-bit hazard-free circuit implementing τT,n of size O (κ3 + 2ℓ κ2 + 2ℓ λ)n .
The asymptotic complexity depends on k, the upper bound on the numbers of u’s. For
k ∈ N we consider two cases: 2k ≥ |S| and 2k < |S|. Let in both cases λ := min{m, 2|S|·|Σ| }.
If 2k ≥ |S|, we apply the trivial bound of 2|S| for the sum over the binomial coefficients κ.
Note that in this case, trivially the preimage of 1 under o(·, σ) has size at most 2k . Hence,
as discussed above, the factor of κ in the third term of the size bound can be removed. This
gives us the following size and depth bounds for a fully hazard-free implementation.
▶ Corollary 8. For any integers ℓ, n ∈ N and Mealy machine T = (S, s0 , Σ = Bℓ , Λ, t, o), the
transcription function τT,n can be implemented by a hazard-free circuit
of size
and depth

O((23|S| + 22|S|+ℓ /ℓ + 2ℓ λ)n)
O(|S| log n + ℓ) .

We stress that this result stands out against the lower bound from [10], which proves
an exponential dependence of the circuit size on n, for any general construction of hazardfree circuits. While the above theorem incurs exponential overheads in terms of the size
of the transducer, the dependence on n is asymptotically optimal. Thus, for constantsize transducers, we obtain asymptotically optimal hazard-free implementations of their
transcription functions, both with respect to size and depth. More generally, Theorem 27
shows that the task of implementing transcription functions is fixed-parameter tractable with
respect to max{ℓ, |S|}.
If 2k < |S|, the Binomial Theorem [7] provides a stronger bound for κ, the sum over the
binomial coefficients. Note that the respective factor in the third term of the size bound can
still be removed if the output function satisfies the above requirement, but this does not hold
true in general.
▶ Corollary 9. Given integers k, ℓ, n ∈ N and Mealy machine T = (S, s0 , Σ = Bℓ , Λ, t, o),
such that 2k < |S|, the transcription function τT,n can be implemented by a k-bit hazard-free
circuit
of size
and depth

k

k

k

O((|S|3·2 + (2ℓ /ℓ)|S|2·2 + 2ℓ |S|2 λ)n)
O(2k log(|S|) log n + ℓ) .
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The main insight underlying the proof of Theorem 27 is an understanding of how the
encoding of a piece of information (such as an input) affects the ability of the circuit to keep
track of this information. Due to the ambiguity presented by u signals, naive encodings may
lose information crucial for determining a stable output, which cannot be recovered later.
We tackle this problem by introducing a “universal” encoding that explicitly stores for each
A ⊆ S (of size at most 2k ) whether the state machine is currently in some state from A.
This redundancy is sufficient to completely eliminate k-bit hazards, yet is affordable when
|S| or k are small.

Organization of this article
We discuss related work in Section 2. With the help of a toy example, Section 3 builds
intuition and presents the key ideas needed to obtain Theorem 27. That is, Section 3.1
explains why the Ladner and Fischer framework fails, and Section 3.2 introduces the encoding
used to resolve the main shortcoming of their approach. Finally, we prove Theorem 27 in
Section 3.3.

2

Related Work

Applications of Hazard-Free Circuits
If timing constraints for accessing bistable elements, such as flip-flops or latches, are violated,
they may become metastable. That is, their output signal exhibits an intermediate voltage
between high (1) and low (0) for an unknown amount of time, before it resolves to either one
of them. Downstream circuit components may respond as if subjected to an input of 1 or
0, or produce an intermediate output voltage themselves, where the responses of different
components may be in conflict.
By the late 70’s, there was an intense debate among hardware developers whether
the problem of metastability can be dealt with deterministically, by suitable design of
circuits [16, 20, 22, 28]. Marino [15] proved by a topological argument that no circuit (with
non-constant output) can avoid, resolve, or detect metastability in all cases. Ever since, the
standard approach to evading metastability in applications where timing constraints cannot
be guaranteed have been synchronizers, see, e.g., [12, Chap. 2]. Synchronizers trade time for
decreased probability of ongoing metastability (and thus resulting errors).
As mentioned earlier, modeling propagation of metastability in a worst-case fashion
matches Stephen Cole Kleene’s “strong logic of indeterminacy” [13, §64]. Characterizing
the complexity of hazard-free circuits thus is of immediate relevance for avoiding use of
synchronizers, eliminating both incurred delays and the (remaining) probability of error
due to deterministic guarantees. A non-trivial example of this is given by [3], where Gray
code inputs that may present some metastability are sorted deterministically, with only
constant-factor overheads compared to optimal sorting networks in Boolean logic.
To our knowledge, the first hazard-free multiplexer was published by Goto [6], but
remained unnoticed by the western world for decades. Huffman [9] provided the first general
construction of metastability-containing circuits. Goto and Huffman make no mention of
Kleene logic, developing their own terms. Similarly, related work on cybersecurity [8, 27]
appears to derive from coming up with the concept independently again. See [2] for a survey
covering some of these articles and discussing different logics. Further applications are
discussed in [10]. In our opinion, all of this goes to show that the questions we study in this
paper are fundamental and of widespread interest.
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Complexity of Hazard-free Circuits
In [10] it was shown that for monotone functions, their hazard-free complexity (i.e., the size of
the smallest hazard-free implementation) equals their monotone complexity (i.e., the size of
the smallest implementation without negation gates). This yields a number of unconditional
lower bounds as corollaries of results on monotone circuits. In particular, an exponential
separation between hazard-free and standard circuit complexity follows from [1, 26], and the
naive monotone circuit of cubic size for Boolean matrix multiplication is optimal [18, 19].
These lower bounds are complemented by a general construction yielding circuits of size
nO(k) |C| without k-bit hazards, where C is an arbitrary circuit implementing the desired
function. Thus, for constant k, the overhead for removing k-bit hazards is polynomial in n.
Ω(1)
The above separation result implies that an overhead of 2k
is necessary, but it remains
open whether the task is fixed-parameter tractable w.r.t. k.
Jukna [11] strengthens the results from Ikenmeyer et al. [10] on the gap between unconstrained and hazard-free circuit complexity. Moreover, Jukna shows that in general any
Boolean function f : Bn → B can be implemented by a hazard-free circuit of size O(2n /n).
We remark that applying this to the transcription function τT,n : Bℓn → Bmn results in
a circuit of size O((2ℓn /(ℓn))mn) = O((2ℓn /ℓ)m), which is much larger than the circuit
presented in this work.
In contrast, some functions and specific hazards admit much more efficient solutions, e.g.
the optimal sorting networks in [3]. If the possible positions of u inputs are restricted to
index set I, a construction based on hazard-free multiplexers avoids the respective hazards
with a circuit of size O(2|I| |C|) [10, Lemma 5.2], where C is as above. This can be seen as
combining speculative computing [24, 25] with hazard-free multiplexers.
Furthermore, we remark that the lower bound can be circumvented by using non-standard
non-combinational logic [5]. Using clocked circuits and so-called masking registers, k-bit
hazards can be eliminated with factor O(k)-overhead. Masking registers also strictly increase
the computational power of the system with each clock cycle. However, in this paper we
consider combinational logic only.

Transducers
Our approach can be seen as an extension of the work of Ladner and Fischer [14]. This
celebrated result yields the only asymptotically optimal adder constructions known to date,
cf. [23]. Alongside the result for binary addition the authors point out general applicability of
their parallel prefix computation (PPC) framework: for any transcription function, it allows
constructing a circuit implementing it. However, as we discuss in detail in Section 3, their
approach cannot be applied to our setting, as it does not take into account the uncertainty
imposed by unstable inputs.
Our approach might also remind the reader of the power set construction [21, Thm. 1.39],
which translates a non-deterministic finite-state automation into a deterministic one operating
on the power set of the state space. This analogy is correct to the extent that we seek to
maintain information on the set of states that are reachable by resolutions of the input.
However, Kleene logic has the fundamentally different characteristic that the choice of
encoding (e.g. of states) affects to what extent the circuit can keep track of the encoded
information. In a nutshell, we prove that it is sufficient to maintain a bit vector indicating
for each element A ⊆ S of the power set whether, given the input, all states that could have
been reached by the state machine are a subset of A. This resolves an issue that has no
connection to the original power set construction.
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0/0

1/1
0/1

0

1/0

1

Figure 1 The shift transducer delays the input by one symbol. It serves as a running example.

3

Extending the PPC Framework to Hazard-free Circuits

In this section, we walk the reader through the main ideas underlying our framework, at hand
of a simple running example, and then prove our main result. In Section 3.1 we demonstrate
that a naive application of the parallel prefix framework [14] results in circuits that are not
hazard-free. We then use the running example to illustrate how to overcome this hurdle
and to obtain a hazard-free circuit by making use of the universal encoding introduced in
Section 3.2. Finally, we prove Theorem 27 in Section 3.3.
The running example we use throughout this section is an extremely simple transducer:
it simply shifts the input sequence by one bit, outputting a 0 on reception of the first symbol;
see Figure 1 for an illustration. It has two states (referred to as 0 and 1), which are used
to keep track of the most recently processed input bit. Hence, the transition and output
functions are obvious: the automaton transitions to state s ∈ {0, 1} on reception of input s,
and outputs s when leaving state s. Thus, the transducer is formally specified by the 6-tuple
(S := {0, 1}, s0 := 0, Σ := {0, 1}, Λ := {0, 1}, t(s, i) = i, o(s, i) = s).
Clearly, this transducer is a toy example, and it is pointless to construct a circuit
implementing its transcription function – this is easily achieved by suitable rewiring the
inputs instead. However, the shift transducer serves as a minimal example for illustrating
both the obstacle we need to overcome and the general solution we provide for doing so.

3.1

The Classic PPC Framework

In their work, Ladner and Fischer observe that any transcription function τT,n on inputs
x ∈ Bn can be efficiently implemented as a circuit by following four steps. Given an encoding
of functions S → S, each step takes the output of the previous step as input. For each
i ∈ {1, . . . , n}:
(Step 1) compute the encoding of txi , where tσ := t(·, σ) : S → S is the restricted transition
function for symbol σ ∈ Σ,
(Step 2) compute the composition πi := txi ◦ . . . ◦ tx1 of restricted transition functions,
(Step 3) compute the i-th state, i.e., evaluate si = πi (s0 ), and
(Step 4) compute the i-th output o(si−1 , xi ) = τT,n (x)i .
Steps 1, 3, and 4 can be performed independently and hence in parallel for each i, based
on the output of previous steps. This means that each of them can be performed by n copies
of a circuit whose size (and thus depth) depends only on the transducer. In contrast, Step 2,
the computation of all prefixes, inherently relies on information across all i’s. To achieve
small depth without blowing up the circuit size, Ladner and Fischer exploit the associativity
of function composition.
For a constant-size Mealy machine, Steps 1, 3, and 4 can be performed by circuits of size
O(n) and depth O(1), and Step 2 can be done by a circuit of size O(n) and depth O(log n).
In their argument showing this, Ladner and Fischer encode the space of functions S → S
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as Boolean |S| × |S| matrices.2 Functional composition (Step 2), hence, becomes Boolean
matrix multiplication, while evaluation of functions (Step 3) becomes Boolean matrix-vector
multiplication.
Applying this to our example,
states 0 and

 1 of our transducer are represented by the
1
0
(0)
(1)
column unit vector e = 0 and e = 1 , respectively. Representing tσ : S → S as a
Boolean matrix in the natural way, the column corresponding to state s is the unit vector
e(t(s,σ)) . Assuming that we make a best effort and use a hazard-free circuit for computing
the encodings of tσ , the hazard-free extension determines what our circuit will compute when
receiving u as an input symbol. Denote by Mtσ the matrix computed by this hazard-free
circuit for (the encoding of) the transition function restricted to input symbol σ. We thus
obtain





 
 

1 1
0 0
1 1
0 0
u u
M t0 =
, M t1 =
, M tu =
∗ 1 1 = u u ,
0 0
1 1
0 0
where the ∗ operator is applied component-wise: as each entry of the computed matrix
depends on whether the input symbol was 0 or 1, u must result in the all-u matrix.
Function composition corresponds to Boolean matrix multiplication, i.e., for restricted
functions tσ and tσ′ (σ, σ ′ ∈ Σ), Mtσ ◦tσ′ = Mtσ · Mtσ′ , where · denotes the Boolean
matrix multiplication operator. Similarly, function evaluation corresponds to matrix-vector
multiplication, meaning that the framework stipulates to compute the encoding of πi as
Mtxi · . . . · Mtx1 and hence si as Mtxi · . . . · Mtx1 · e(s0 ) . Again, we make a best effort, i.e.,
assume that hazard-free circuits are used. Therefore, the circuit will compute Mtxi−1 ·u . . . ·u
Mtx1 ·u e(s0 ) .
Finally, the i-th output bit is computed according to the output function by mapping e(0)
to output 0 and e(1) to output1. Notethat the redundant representation allows for some
freedom: we can choose for 00 and 11 whether to map them to 0 or 1, respectively. As
these state vectors cannot occur anyway, this choice has no impact on stable inputs. It might,
however, affect the behavior of a (hazard-free) circuit confronted with unstable inputs.
Now consider Table 2, which breaks down the computation for two input strings, first the
stable input 0010 and then an input containing a single unstable bit, 0u10. A hazard-free
circuit should output 0001 in the first case and 00u1 in the latter case. However, multiplication
of any function encoding with the all-u matrix results again in the all-u matrix, such that
any further step of function composition will return Mtu . Hence, for the second input, the
hazard-free extension of the established approach will compute u as the last symbol.
To identify the key issue, examine the sequence of matrices determined from the input
symbols, which represent the transition functions restricted to the respective input bit. Mt0
will map any vector corresponding to a stable state, i.e., each unit vector, to e(0) . This
reflects the fact that a 0 is guaranteed to result in state 0. Accordingly, multiplying Mt0
with any matrix representing the transition function restricted to a stable input symbol
will result in Mt0 : no matter what happened to the state machine before, the state after
receiving input symbol 0 is 0 (represented by e(0) ).
On the other hand, Mtu is the “correct” representation for input symbol u: regardless of
the
state,
the resolutions 0 and 1 of input symbol u reach state 0 or 1 respectively, and
 previous


1
0
u
0 ∗ 1 = u . Unfortunately, (the hazard-free extension of) Boolean matrix multiplication
of any matrix with the all-u matrix Mtu can never yield a matrix that is composed of column

2

We remark that it would be more efficient to encode these functions by listing their values, reducing
the size of the encoding from |S|2 to |S|⌈log |S|⌉. However, for |S| ∈ O(1) this does not affect the
asymptotics.
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Table 2 Application of the Ladner and Fischer approach to the example transducer for two
different input strings. Top: stable input word 0010, Bottom: unstable input word 0u10. Gray area:
these values do not match the results from a hazard-free computation.

i

0

1

2

3

4

input

xi

-

0

0

1

0

Step 1, function encoding

M t xi

-

M t0

M t0

M t1

M t0

Step 2, function composition

M πi

-

M t0

M t0

M t1

M t0

Step 3, function evaluation

si = πi (s0 )

(0)

(0)

(0)

(1)

e(0)

Step 4, output

o(si−1 , xi )

-

0

0

0

1

i

0

1

2

3

4

input

xi

-

0

u

1

0

Step 1, function encoding

M t xi

-

M t0

M tu

M t1

M t0

Step 2, function composition

M πi

-

M t0

Step 3, function evaluation

si = πi (s0 )

(0)

(0)

M tu

u

M tu

0

M tu

0

u

u

u

Step 4, output

o(si−1 , xi )

0

0

u

u

unit vectors. The circuit computes

0
(s0 )
M t1 · u M t u · u M t0 · u e
=
1

 
0
u
·u
1
u

e

e

-

 
u
1
·u
u
0

e

e

e

e

    
1
1
0
·u
=
0
0
u

as the (encoding of) state s3 in Step 3. Thus, in Step 4 the circuit at its best effort can only
output
(
 
  
  
  
  
1 if o 00 , 0 = 1
0
0
0
0
ou
,0 = o
,0 ∗ o
,0 = o
,0 ∗ 1 =
 
u
0
1
0
u if o 0 , 0 = 0.
0

This might give the false
 hope of escaping the problem by leveraging our aforementioned
 
0
freedom to choose o 00 , 0 by setting it to 1, but this is a red herring.
If
o
, 0 =
0
 
 1, then
u
0
the input string 0u00 forces the circuit to incorrectly output ou 0 , 0 = o 0 , 0 ∗ 0 = u
as the final bit.
Intuitively, the main take-away from this example is that encoding the transition function
as an |S| × |S| matrix is insufficient to keep track of the set of reachable states. The crucial
problem is that uncertainty about the transducer’s state can be removed (or reduced) by
later input symbols. In our example, we have a very simple such case: any stable input
symbol fully determines the attained state, regardless of the previous state.
In our approach we keep track of a strict subset of states A ⊂ S the state machine could
have reached when facing some inputs with some uncertainty, such that we can infer the set
of states B ⊂ S (ideally a singleton, if the uncertainty has been completely masked) that
can be reached by the current state transition.

3.2

Suitable Encoding of Transition Functions

Before formalizing our encoding, we provide some intuition, by using, again, our toy example,
the shift transducer. As we kept the example tiny, the number of subsets of the statespace,
i.e., the power set of S, is small: the four possible subsets are ∅, {0}, {1} and {0, 1}. Already
a single u input leads to the largest possible uncertainty about the state of the transducer,
hence we choose k = 1 throughout the example.

J. Bund, C. Lenzen, and M. Medina

32:11

Intuition
To avoid the pitfall discussed in Section 3.1, we now choose a highly redundant matrix
representation. Fix an input symbol σ ∈ {0, 1}. The corresponding 2|S| × 2|S| Boolean matrix
encodes for each pair of sets A, B ⊆ S whether for each state in A receiving σ as next input
symbol will result in a state from B. Again, assuming that a hazard-free circuit is used to
compute the matrix representation, this choice fully determines the matrix Mtu = Mt0 ∗ Mt1
resulting from input symbol u. Labeling the rows by subsets B and columns by the subsets
A, the resulting matrices Mt0 , Mt1 , and Mtu are
∅
1

∅
{0} 1

{1}
1
{0, 1} 1

{0}
0
1
0
1

{1}
0
1
0
1

{0, 1}
∅


0
1
1 , 1

0
1
1
1

{0}
0
0
1
1

{1}
0
0
1
1

{0, 1}
∅


0
1
0 , 1

1
1
1
1

{0}
0
u
u
1

{1}
0
u
u
1

{0, 1}
0 
u ,

u
1

respectively. Consider, for example, input symbol 0 and the corresponding matrix Mt0 .
Each set of states {0}, {1} and {0, 1} will transition to state 0. As 0 is a subset of {0}
⊺
and {0, 1} the respective column vectors of the matrix are 0 1 0 1 . Note that each
matrix maintains the trivialities that the empty set will always be mapped to a subset of
any set (leftmost column), no non-empty set is mapped to a subset of the empty set (top
row), and any set will be mapped to a subset of S = {0, 1} (bottom row).3 Crucial to us is
the point that the encoding now “takes note” of the fact that even when an input symbol is
u, it remains certain that for any resolution of the input the transducer must end up in some
state, reflected by the bottom row of Mtu .

Application to the example
Applying the framework of Section 3.1 with the
time Step 2 yields for π3 :

 
1
1 0 0 0
1 0 0 0 1
 
M t1 · u M tu · u M t0 = 
1 1 1 1 ·u 1
1

1
1
=
1
1

1
0
0
1
1

1
0
0
1
1

new encoding to the input string 0u10, this

0
u
u
1
1 1
 
0
1 0
1 u
0
 ·u 
1 1 u
1
1 1

0
u
u
1
0
u
u
1

 
0
1
1
u
 ·u 
u 1
1

1

0
1
1
u
=
u 1
1
1


0
1
0
1

0
1
0
1


0
1

0

0
0
1
1

0
0
1
1


0
0
 = M t1 .
1

1

1

As we can see, multiplying with Mt1 from the left now correctly recovers Mt1 , i.e., regardless
of previous possibly unstable input symbols, the computed matrix reflects that reading input
symbol 1 results in state 1.
A fundamental problem in hazard-free circuits is that the resolution of the superposition
may add undesired values (Observation 3). Recall that for a Boolean function f : Bn → Bm ,
we obtain fu (x) by mapping each y ∈ res(x) using f and then taking the ∗ operation over
3

Note that the submatrices induced by the rows and columns of singleton sets equal those we got in
Section 3.1. Since we opted for a minimal example with only two states, none of the additional entries
depend on the specific transition function. Note that this changes for |S| > 2.
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the resulting set. The latter might, depending on x and the encoding, lose information,
as res(fu (x)) might be a strict superset of f (res(x)). This becomes problematic when we
subsequently apply some function, e.g., g : Bm → B, that is constant on f (res(x)), but not
on res(fu (x)) for some x ∈ Tn ; we then get that
u = gu (fu (x)) = ∗(g(res(fu (x)))) ̸= ∗(g(f (res(x))) = (g ◦ f )u (x) ∈ B .

A universal encoding for functions
The key idea underlying our solution to this problem is to maintain the information that
f maps res(x) to f (res(x)). As illustrated by the example, the encoding stores for each
A ⊆ Bn and B ⊆ Bm whether f (A) ⊆ B. When composing functions, we then can retrieve
the information that g ◦ f is constant on res(x).
The size of the encoding can be reduced if we only regard k-bit hazards. If the number of u’s
in the input x can be bounded by an integer k, then there is also an upper bound on |f (res(x))|.
As each u has two stable resolutions, we can readily bound |f (res(x))| ≤ | res(x)| ≤ 2k . Hence,
the encoding can be reduced to sets A ⊆ Bn and B ⊆ Bm , where |A| ≤ 2k and |B| ≤ 2k .
This leads to the following encoding, which is universal in the sense that it gives rise to
k-bit hazard-free implementations of arbitrary transducers.
▶ Definition 10 (Universal Function Encoding). Denote by Pt (A) the set of all subsets of A
with cardinality smaller equal to t ∈ {0, . . . , |A|}, i.e., Pt (A) := {A′ ⊆ A | |A′ | ≤ t}. Given a
function f : S → T and k ∈ N, define
(
1 if f (A) ⊆ B
∀A ∈ P2k (S), B ∈ P2k (T ) : (Mf )BA :=
0 else.
Thus, the Boolean matrix Mf has dimension
min{|T |,2k } 

|P2k (T )| × |P2k (S)| =

X
i=0

k
 min{|S|,2
X } |S|
|T |
×
.
i
i

i=0

(s)
(s)
Moreover, for s ∈ S and A ∈ P2k (S), define e(s) viaeA := 1 if s ∈ A and eA := 0 otherwise.

(s)
Hence, for all B ∈ P2k (T ) we have that Mf · e
= 1 if f (s) ∈ B and Mf · e(s) B = 0
B
otherwise.

We remark that we are mostly interested in the case where T = S, since for the restricted
transition functions computed in Step 1 we only need to represent functions from S to S.

3.3

Proving the Main Result

Our goal in this subsection is to show Theorem 27. To this end, we first establish that the
above encoding indeed keeps track of all required information to remove uncertainty in case
the input allows it. We show that the above matrix representation is a suitable encoding,
i.e., we show that the representation is capable of encoding the transition function without
dropping information, here the transition function is restricted to a single input symbol.

The PPC framework of Ladner and Fischer
Recall that the PPC framework computes states si by (Step 1) translating input symbol
xi into the matrix representation of txi , (Step 2) determining by matrix multiplication the
transition function πi resulting from a sequence of input symbols, and (Step 3) evaluating
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the transition function πi on e(s0 ) via matrix-vector multiplication. Given state si the output
at position i can be determined by application of oxi (Step 4). In the PPC framework we
replace the original matrix represenentation by the new universal function encoding. We
show that the universal encoding overcomes the issue of information loss during function
composition. If function composition does not lose information, then repeated application of
function composition gives hazard-free transition functions πi , which will be formalized in
Corollary 20.

Main stepping stone
To show that for the universal encoding the strategy also succeeds in face of unstable
inputs, we need to prove that composing functions and translating the composed function
into its matrix representation is equivalent to first translating each function to its matrix
representation and then multiplying these matrices. This is captured by the following theorem,
which is our main stepping stone towards Theorem 27.
▶ Theorem 11. Let k ∈ N, fj : S → T for all j ∈ J, gi : T → U for all i ∈ I, A ∈ P2k (S),
and C ∈ P2k (U ). If |J| · |A| ≤ 2k , then

 



=
.
∗ M g i · u ∗ M fj
∗ Mgi ◦fj
i∈I

j∈J

CA

(i,j)∈I×J

CA

k

The condition |J| · |A| ≤ 2 may seem non-intuitive at first. The product |J| · |A|
corresponds to the number of resolutions of the input that has been processed so far. The
product is bounded by 2k , i.e., the number of resolutions of k many u’s. In the application
of Theorem 11, set J corresponds to the resolutions of respective parts of the input. Set A
corresponds to the current state of the transducer, and its size depends on the uncertainty of
previous transitions.
Before we prove the key stepping stone we discuss tools that are used in the proof of
the main result and the key stepping stone. First, we define hazard-free multiplexers which
are used in Step 4 of the PPC framework. Second, we show that there is an efficient implementation of hazard-free matrix multiplication. Third, we introduce monotone resolutions, a
technique used in the proofs. Last, we state a recent result on the complexity of hazard-free
circuits for general functions, which is applied in the proof of the main theorem.

Hazard-free multiplexer
For later use we define the ℓ-input multiplexer MUXℓ . A multiplexer is a circuit that selects
one of its inputs according to a dedicated select input. The select input encodes index i ∈ [2ℓ ],
where [t] = {0, . . . , t − 1}, for t ∈ N>0 .
▶ Definition 12. Let ℓ, b ∈ N>0 . An ℓ-input multiplexer MUXℓ receives inputs xi ∈ Bb for
i ∈ [2ℓ ], and select input s ∈ Bℓ . Let ⟨·⟩ : Bℓ → N be the standard binary decoding function.
Interpreting the select input s as an index, MUXℓ outputs x⟨s⟩ , i.e., MUXℓ (x0 , . . . , x2ℓ −1 , s) :=
x⟨s⟩ .
Hazard-free multiplexers are an efficient tool to select from a set of functions encoded by
the universal function encoding. For ease of readability we name these multiplexers M-MUX.
Given select input s ∈ Bℓ and a set of functions {fj : S → T |j ∈ Bℓ }, interpret j as binary
numbers, set all Mfj as the multiplexer inputs, and s as the select input. Then M-MUX
selects the universal encoding of fj , where ⟨j⟩ = ⟨s⟩;
M-MUXℓ ({fj |j ∈ Bℓ }, s) := Mfs .
The ℓ-input multiplexer can be implemented by a hazard-free circuit [10].
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▶ Corollary 13 (of [10, Lemma 5.1]). Let ℓ, b ∈ N>0 , there is a hazard-free implementation
of MUXℓ computing (MUXℓ )u (x0 , . . . , x2ℓ −1 , s) with xi ∈ Bb for i ∈ [2ℓ ] and s ∈ Bℓ . The
implementation has

size O 2ℓ b
and depth

O (ℓ) .

Proof. We only sketch the proof as this is a standard construction. The hazard-free implementation of a multiplexer receiving two input bits and a single select bit is given in [10];
it has constant size and and depth. The multiplexer can be extended to ℓ select bits by
building a tree of multiplexers, where each layer is controlled by a bit of the select input.
Extension to inputs of width b is simply done by copying the tree of multiplexers b times. ◀

Hazard-free matrix multiplication
For Theorem 11 to be of use, we need a circuit implementing ·u , i.e., hazard-free matrix
multiplication. The standard Boolean matrix multiplication algorithm is known to be
appropriate.
▶ Corollary 14 (of [10, Lemma 4.2]). There is a circuit of size (2β −1)αγ and depth ⌈log β⌉+1
that computes A ·u B for matrices A ∈ Tα×β and B ∈ Tβ×γ .
Proof. The standard algorithm for Boolean matrix multiplication is monotone, i.e., does not
use negations, and requires for each of the αγ entries of A ·u B a binary tree of β and gates
(the leaves) and β − 1 or gates (internal nodes); monotone circuits are hazard-free.
◀
We observe that hazard-free Boolean matrix multiplication is associative.
▶ Observation 15 (·u is associative). For all A ∈ Tα×β , B ∈ Tβ×γ , and C ∈ Tγ×δ , we have
that (A ·u B) ·u C = A ·u (B ·u C).
Proof. As or and and are associative also on T, this follows by the same straightforward
calculation as for matrices over arbitrary (semi)rings.4
◀
To prove Theorem 11, we first need to establish that matrix multiplication indeed is
equivalent to function composition for stable inputs.
▶ Lemma 16. Let f and g be functions f : S → T and g : T → U . For all A ∈ P2k (S) and
C ∈ P2k (U ), it holds that (Mg · Mf )CA = (Mg◦f )CA .
Proof. Suppose (Mg◦f )CA = 1 , i.e., (g ◦ f )(A) = g(f (A)) ⊆ C. Note that A ∈ P2k (S) ⇒
f (A) ∈ P2k (T ). Then,
X
((Mg ) · (Mf ))CA =
(Mg )CB (Mf )BA ≥ (Mg )Cf (A) (Mf )f (A)A = 1 · 1 = 1 ,
B∈P2k (T )

where we use that (Mf )f (A)A = 1 by Definition 10 and (Mg )Cf (A) = 1 because g(f (A)) ⊆ C.
Now consider the case that (Mg◦f )CA = 0, i.e., there exists a ∈ A so that g(f (a)) ̸⊆ C.
Accordingly,
∀B ∈ P2k (T ) : (Mf )BA = 1 ⇒ (Mg )CB = 0 ,
4

Note that (T, or, and) is only a (commutative) semiring, as its “addition,” i.e., or, has no inverses.
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because
(Mf )BA = 1 ⇔ f (A) ⊆ B ⇒ g(B) ̸⊆ C ⇔ (Mg )CB = 0 .
Thus, for all B ∈ P2k (T ), we have that (Mf )BA (Mg )CB = 0, leading to
X
(Mg · Mf )CA =
(Mg )CB (Mf )BA = 0 .

◀

B⊆T

Monotone resolutions
To understand how multiplying matrices plays out when the multiplicands are not stable,
we exploit the monotonicity of matrix multiplication. Because flipping matrix entries of
multiplicands from 0 to 1 can only flip entries from 0 to 1 in the product, we can restrict our
attention to only two resolutions of each matrix: we simultaneously replace all u entries by
either 0 or 1, respectively.
▶ Definition 17. For A ∈ Tα×β and b ∈ B, define A(b) ∈ Bα×β via
(
b
if Aij = u
(b)
∀(i, j) ∈ {1, . . . , α} × {1, . . . , β} : Aij :=
Aij else .
With this definition, the above intuition is formalized by the following lemma.
▶ Lemma 18. For all G ∈ Tα×β , F ∈ Tβ×γ and all i ∈ {1, . . . , α}, j ∈ {1, . . . , γ}, we have




(G ·u F )ij = u ⇔ G(0) · F (0)
= 0 ∧ G(1) · F (1)
= 1.
ij

ij

Proof. Fix i ∈ {1, . . . , α} and j ∈ {1, . . . , γ}. If (G ·u F )ij = b ∈ B, i.e., for all G′ , F ′
such that G′ ∈ res(G) and F ′ ∈ res(F ), (G′ · F ′ )ij = b, then since G(0) , G(1) ∈ res(G) and
F (0) , F (1) ∈ res(F ) it holds that that




G(0) · F (0)
= G(1) · F (1)
= b.
ij

ij

Now consider the case that (G ·u F )ij = u. Thus, there are G′ , G′′ ∈ res(G) and F ′ , F ′′ ∈
res(F ) satisfying that (G′ · F ′ )ij = 0 and (G′′ · F ′′ )ij = 1, respectively. It follows that


G(0) · F (0)



=
ij

β
X
k=1

(0)

(0)

Gik Fkj ≤

β
X

′
G′ik Fkj
= (G′ · F ′ )ij = 0

k=1

and, analogously,


G(1) · F (1)
≥ (G′′ · F ′′ )ij = 1 .
ij

◀

Hazard-free circuit complexity
Jukna [11] presents an upper bound on the complexity of the hazard-free implementation of
a Boolean function f .
▶ Theorem 19 ([11]). Given a Boolean function f : Bn → B, there is a hazard-free circuit
implementing f that has size O(2n /n) and depth O(n).
The size bound of the implementation is shown in [11]. The depth bound follows by the
following argument. The hazard-free construction consists of two consecutive parts that
are recursively defined. The first part uses at most m recursions and the second part uses
n − m recursions of the same recursion step. As each recursion step has constant size, the
construction has depth O(n).
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Proving the key stepping stone
Using Lemma 18, proving Theorem 11 is reduced to showing correct behavior for matrices


∗j∈J Mfj (0) and ∗j∈J Mfj (1) instead of all resolutions of ∗j∈J Mfj and ∗i∈I Mgi .
Proof of Theorem 11. Define ⪯ as the partial order b ≺ u for b ∈ B and observe that
∗ X ⪯ ∗ Y for X ⊆ Y ⊆ B. By Observation 3, we obtain for Mgi (and accordingly Mfj )
that


{Mgi |i ∈ I} ⊆ res ∗ Mgi .
i∈I

Thus, by the definition of the hazard-free extension (Definition 4) and the resolution (Definition 2),

 

 



= ∗ res ∗ Mgi · res ∗ Mfj
∗ M g i · u ∗ M fj
i∈I

j∈J

i∈I

CA

j∈J

CA


⪰ ∗ {Mgi |i ∈ I} · {Mfj |j ∈ J} CA


=
M
·
M
∗
gi
fj
(i,j)∈I×J


=

∗

(i,j)∈I×J

CA


Mgi ◦fj

,
CA

where the last equality follows from Lemma 16. The claimed equality follows if the l.h.s.
equals b ∈ {0, 1}.
It remains to show the claimed equality assuming that the l.h.s. equals u. By application
of Lemma 18 with G = ∗i∈I Mgi and F = ∗j∈J Mfj , we obtain that


 


G(0) · F (0)
= 0 ∧ G(1) · F (1)
=1 .
CA

CA

By the definition of matrix multiplication, this is equivalent to
∀B ∈ P2k (T ) : GCB = 0 ∨ FBA = 0 ,

(0)

(0)

(1)

(1)

(1)

(2)

∃B ∈ P2k (T ) : GCB = 1 ∧ FBA = 1 .
We observe from Definition 17 that for b ∈ B we have that

(b)
= b ⇔ ∃i ∈ I : (Mgi )CB = b ;
∗ M gi
i∈I

CB

an analogous statement holds for Mfj . Plugging this observation into equations (1) and (2),
we get that

∀B ∈ P2k (T ) ∃(i, j) ∈ I × J : (Mgi )CB = 0 ∨ Mfj BA = 0
(3)

∃B ∈ P2k (T ) ∃(i, j) ∈ I × J : (Mgi )CB = 1 ∧ Mfj BA = 1 .
(4)
S
Let B0 = j∈J fj (A) be the subset of T , to which states in A are mapped to by any fj . As
|fj (A)| ≤ |A|, cardinality |B0 | is at most |J| · |A|. By assumption |J| · |A| ≤ 2k , we obtain
B0 ∈ P2k (T ). Since fj (A) ⊆ B0 by construction, it holds that Mfj B0 A = 1 for all j ∈ J.
Equation (3) thus entails that
∃i ∈ I : (Mgi )CB0 = 0 ⇔ ∃i ∈ I : gi (B0 ) ̸⊆ C .
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Hence, there are i0 ∈ I and x ∈ B0 such that gi0 (x) ∈
/ C. By construction, x ∈ fj0 (A) for some
j0 ∈ J, yielding that (gi0 ◦ fj0 )(A) = gi0 (fj0 (A)) ̸⊆ C. We conclude that Mgi0 ◦fj0 CA = 0.
Now consider equation (4), which says that there are indices i1 ∈ I and j1 ∈ J such that
gi1 (B1 ) ⊆C and fj1 (A) ⊆ B1 . This immediately yields that (gi1 ◦ fj1 )(A) ⊆ C and thus
Mgi1 ◦fj1 CA = 1.
The desired equality now follows, because


∗ Mg ◦f
(i,j)∈I×J
i



∗{Mg

⪰

j

i0 ◦fj0


, Mgi1 ◦fj1 } CA

CA

= ∗{ Mgi0 ◦fj0


CA

, Mgi1 ◦fj1


CA

}

= ∗{0, 1} = u
and b ⪰ u only holds if b = u.

◀

With Theorem 11 at our disposal, we are ready to prove our main result, Theorem 27.
Following Step 1 and Step 2 of the parallel prefix framework given in Section 3.1, we need to
compute πi = txi ◦ . . . ◦ tx1 for all prefixes xi . . . x1 of the input string. This computation
can be phrased in terms of matrix multiplications, which is shown by the following corollary.
It readily follows by inductive application of Theorem 11.
▶ Corollary 20. Suppose that for i ∈ [n], we are given mappings Ei : Bℓ → Fi from input
symbols Bℓ to function spaces Fi . Moreover, for all i ∈ [n − 1] the codomain of functions
from Fi equals the domain of functions from Fi+1 . Let E : Bnℓ → (F0 → Fn−1 ) denote a
function that maps a binary string x ∈ Bnℓ to the composition of the corresponding functions,
nℓ
E(x) := ◦n−1
i=0 Ei (xi ). Then, for all x ∈ T ,
ME(·)


u

(x) = MEn−1 (·)


u

(xn−1 ) ·u MEn−2 (·)


u

(xn−2 ) ·u . . . ·u ME0 (·)


u

(x0 ) .

Following this insight we observe that evaluation of the functions corresponds to hazardfree matrix-vector multiplication.
▶ Corollary 21. For j ∈ J, let fj : S → T . Assume that A ∈ P2k (T ), S ′ ∈ P2k (S), and
|J| · |S ′ | ≤ k. Then


∗ Mf
j∈J




·u

j

∗
s∈S

′

e(s)




=
A

∗
(j,s)∈J×S

′

e(fj (s))


.
A

Proof. Define gs : {•} → S by gs (•) := s for s ∈ S, such that (Mgs ){•}A = e(s)
Theorem 11, we thus get that


∗

j∈J


Mfj


·u

∗

s∈S ′

e(s)




=

∗

j∈J

A


=

∗

(j,s)∈J×S ′


=


M fj

∗

(j,s)∈J×S ′


·u

∗

s∈S ′


A

. By


M gs
{•}A


Mfj ◦gs
{•}A

e(fj (s))


.

◀

A
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Multiplication of all prefixes
Corollary 20 uses the hazard-free matrix product of all input prefixes. This can be efficiently
implemented, similarly to the parallel prefix computation approach of Ladner and Fischer.
▶ Corollary 22 (of [14, Section 2]). For input matrices An−1 , . . . , A0 of size α × α, there is a
circuit computing the hazard-free Boolean matrix multiplication of all prefixes; Ai ·u . . . ·u A0 ,
for each i ∈ [n]. The circuit

has size O α3 n
and depth

O (log α log n) .

Proof. By Observation 15, ·u is associative. For an associative operator, Ladner and
Fischer [14] present a family of circuits computing the application of all prefixes of the
input. Let c be the size and d the depth of a circuit implementing the operator. The
family has asymptotically optimal size O(cn) and depth O(d log n). Corollary 14 offers an
implementation of hazard-free Boolean α × α matrix multiplication of size c = α3 and depth
d = log α.
◀

Output step
Before putting the above pieces together to derive our main results, we need to address how
the final output is computed, i.e., Step 4. Here, we can exploit that (i) the output does not
need to be represented in the universal encoding, and (ii) the universal encoding used in the
previous computations holds additional information that simplifies determinining the output
in a hazard-free way. We leverage these points in a case analysis to minimize the cost of the
output stage.
The input to Step 4 is the vector encoding state si−1 and input xi for each i ∈ {1 . . . n};
it computes output o(si−1 , xi ). We restrict the output function to an input symbol, as we
did for the transition function, i.e., oσ : S → Λ for σ ∈ Σ is defined by oσ (s) := o(s, σ). In
what follows we describe the computation of output bit oσ (s)j (= o(s, σ)j ), for j ∈ [m]. We
remark that the preimage of 1 under oσ (s)j is a set of states. Recall that by Definition 10,
the state vector e(si−1 ) encodes not only state si−1 , but indicates for each subset of states
S ′ ⊆ S (with cardinality less or equal to 2k ) whether si−1 ∈ S ′ . Thus, we can simply check
whether si−1 lies in the set that of states which oσ (si−1 )j maps to 1 (provided its cardinality
is at most 2k ).
▶ Definition 23. For an input symbol σ ∈ Σ and j ∈ [m], we define
Aσ,j := {s ∈ S|o(s, σ)j = 1} .
Note that if 2k < |S|, we reduce the size of the universal encoding by encoding only sets
of size less or equal to 2k . Hence, we might not have computed a bit indicating whether
si−1 ∈ Aσ,j as an entry of the vector e(si−1 ) . However, essentially all output bits are
conveniently available if maxσ∈Σ,j∈[m] |Aσ,j | ≤ 2k , which is captured by the following lemma.
▶ Lemma 24. For k ∈ N and S ′ ⊆ S, Σ′ ⊆ Σ, if maxσ∈Σ,j∈[m] |Aσ,j | ≤ 2k we have that

∗

s∈S ′ ,σ∈Σ′

o(s, σ)j =

∗

s∈S ′ ,σ∈Σ′

(s)

eAσ,j .

(5)

Proof. First, as 2k ≥ maxσ∈Σ′ ,j∈[m] |Aσ,j |, by Definition 10 every Aσ,j is encoded in e(s) ,
(s)
i.e., every entry eAσ,j exists.
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Next, we distinguish three cases for every evaluation of the l.h.s. of (5): 1, 0, and u. In
the first case, ∗s∈S ′ ,σ∈Σ o(s, σ)j = 1, we apply Definition 23 and Definition 10 to show the
claim, as follows.

∗

s∈S ′ ,σ∈Σ′

o(s, σ)j = 1 ⇔

The second case,

∗

s∈S ′ ,σ∈Σ′

∗

(s)

s∈S ′ ,σ∈Σ′

eAσ,j = 1

∗s∈S ,σ∈Σ o(s, σ)j = 0, is treated analogously.
′

o(s, σ)j = 0 ⇔

∗

(s)

s∈S ′ ,σ∈Σ′

eAσ,j = 0

In case the l.h.s. of (5) evaluates to u the statement follows from the first two cases. As we
showed equivalence in case 1 and 0, we deduce, that in case the l.h.s. of (5) evaluates to u,
the r.h.s. of (5) also evaluates to u.
◀
If the size of the largest preimage (maxσ∈Σ,j∈[m] |Aσ,j |) exceeds 2k not all preimages have
a corresponding entry in e(si−1 ) . We need to compute whether si−1 is in the preimage. To
this purpose, we define a cover of Aσ,j with sets of size at most 2k .
▶ Definition 25. For an input symbol σ ∈ Σ, j ∈ [m], and k ∈ N we define Akσ,j , the cover
of Aσ,j contatining sets of cardinality smaller or equal to 2k :
(
{Aσ,j }
if |Aσ,j | ≤ 2k ,
k
Aσ,j :=
k
{A ⊆ Aσ,j ||A| = 2 } else.
If the state of the transducer is in one of the sets in Akσ,j , then it is also in Aσ,j . All sets
in Akσ,j have a corresponding entry in the state vector. We can take the or over all entries to
see whether the transducer is in a state of Aσ,j and hence whether it outputs 1.
▶ Lemma 26. For k ∈ N, j ∈ [m], and S ′ ⊆ S, Σ′ ⊆ Σ such that 2k < maxσ∈Σ,j∈[m] |Aσ,j |,
if |S ′ | ≤ 2k we have that
_
(6)
∗ o(s, σ)j = ∗
∗ e(s)
A
s∈S ′ ,σ∈Σ′

σ∈Σ′

A∈Ak
σ,j

s∈S ′

Proof. Every A ∈ Akσ,j has cardinality smaller or equal to 2k . Hence, there is an entry in
(s)

vector e(s) corresponding to A, i.e., entry eA exists in the encoding.
From its definition we observe that Akσ,j is indeed a cover of Aσ,j , i.e.,
[
A = Aσ,j .

(7)

A∈Ak
σ,j

Moreover, Definition 25 ensures that every subset of Aσ,j of size at most 2k is contained in
at least one set from Akσ,j . On the other hand each A ∈ Akσ,j is a subset of Aσ,j . Hence, the
assumption that |S ′ | ≤ 2k implies that
S ′ ⊆ Aσ,j ⇔ ∃A ∈ Akσ,j : S ′ ⊆ A .

(8)

We make a case distinction on every possible evaluation of the l.h.s. of (6) and show the
(s)
equality for each case. The first case is ∗s∈S ′ ,σ∈Σ′ eAσ,j = 1. We get that

∗

s∈S ′ ,σ∈Σ′

(8)

o(s, σ)j = 1 ⇔ ∀σ ∈ Σ′ : ∃A ∈ Aσ,j : S ′ ⊆ A ⇔

∗
σ∈Σ

_
′

A∈Ak
σ,j

∗

s∈S ′

(s)

eA = 1.
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Figure 2 Steps 1 to 3 of the circuit implementing the transcription function. Enc denotes the
computation of the universal encoding by the generic construction of [11]. Hazard-free Boolean
matrix multiplication is denoted by A ·u B.

The second case,
σ ∈ Σ′ .

∗s∈S ,σ∈Σ
′

′

(s)

eAσ,j = 0, is treated similarly, where now S ′ ∩ Aσ,j = ∅ for each

∗ o(s, σ)j = 0 ⇔ ∀s ∈ S ′ , σ ∈ Σ′ , A ∈ Akσ,j :
s∈S ,σ∈Σ
′

s∈
/A⇔

∗
σ∈Σ

_
′

A∈Ak
σ,j

∗

s∈S ′

(s)

eA = 0

In the final case, i.e., that the l.h.s. of (6) evaluates to u, equality follows from the
equivalence established in the previous two cases.
◀

Main theorem
We are left with the task of showing that indeed the obtained circuit is correct, i.e., prove
Theorem 27. The correctness of the construction is proven foremost by application of
Corollary 20 and Corollary 21. The proof is mainly concerned with establishing the size and
depth bound for the obtained circuit. Without going into detail, for constant |S| the reader
should be convinced that the depth of the circuit is logarithmic in n, because all operations
except for Step 2 can be computed in parallel, while Step 2 exploits the associativity of
matrix multiplication to obtain a circuit of depth logarithmic in n. The size of the circuit is
linear in n, as Step 1, Step 3 and Step 4 each use a constant number of operations for each
input symbol and Step 2 can be performed asymptotically optimally with a linear number of
operations.
▶ Theorem 27. For any integers k ∈ N, ℓ, m, n ∈ N>0 (with k ≤ n) and Mealy machine
T = (S, s0 , Σ = Bℓ , Λ ⊆ Bm , t, o), there is a k-bit hazard-free circuit implementing τT,n . For
Pmin{|S|,2k } |S|
κ := i=0
and λ := min{m, 2|S|·|Σ| } the circuit has
i
size
and depth

O (κ3 + (2ℓ /ℓ)κ2 + 2ℓ κλ)n
O (log κ log n + ℓ) .
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Proof. We show that there is a circuit computing the hazard-free extension of the transcription function (τT,n )u (x) for every x ∈ Σn , where we replace at most k many bits with
u’s. We follow the steps of the PPC framework presented in Section 3.1 to compute output
((τT,n )u (x))i = ou (si−1 , xi ) at each position i ∈ {1 . . . n}.
The block diagram of steps 1 to 3 of the circuit is depicted in Figure 2. The circuit mostly
consists of hazard-free matrix multiplication blocks. In particular, the n-input parallel prefix
circuit is an arrangement of hazard-free matrix multiplication blocks.
Step 1 computes the universal encoding of the restricted transition function txi (a κ × κ
matrix) from input xi . Noting that the computation in Step 1 evaluates a function from Bℓ
2
to Bκ , we can directly apply Theorem 19 for each output bit seperately. Hence, there is a
hazard-free encoding circuit of size O((2ℓ /ℓ)κ2 ) and depth O(ℓ) implementing this step. Thus,
the computation of the universal encoding of txi for each i in parallel has size O((2ℓ /ℓ)κ2 n)
and depth O(ℓ).
Step 2 computes the encoding Mπi of the composition πi = txi ◦ . . . ◦ tx1 . We define
Ej (xj ) = t(·, xj ) for j ∈ {1, . . . , i} such that for E(x) = ◦ij=1 Ej (xj ) we have


(Mπi )u = ME(x) u = ME(·) u (x) .
Application of Corollary 20 then yields




ME(·) u (x) = MEj (·) u (xj ) ·u MEj−1 (·) u (xj−1 ) ·u . . . ·u ME1 (·) u (x1 ) .

(9)

By Corollary 22, there is an efficient circuit computing the r.h.s. of (9) for each i. The
Corollary gives also size O(κ3 n) and depth O(log κ log n) for Step 2.
Step 3 computes the column unit vector corresponding to the i-th state, i.e., evaluation

of the composition πi on the initial state s0 . By Corollary 21, we can compute e(si ) u by
matrix-vector multiplication of (Mπi )u and e(s0 ) u = e(s0 ) . Hence, by Corollary 14 there is
a k-bit hazard-free circuit that computes si . Evaluation of πi in parallel for each i yields size
O(κ2 n) and depth O(log κ) for Step 3.
Finally, Step 4 computes the i-th output o(si−1 , xi ) for each i ∈ {1 . . . n}. W.l.o.g., assume
that the width of an output symbol is 1, i.e., m = 1 and hence Λ ⊆ B (otherwise repeat the
computation for each output bit separately). Viewing the computaion in Step 4 as a function
from Bκ+ℓ to B, we could apply Theorem 19 to obtain a circuit of size O(2κ+ℓ /(κ + ℓ)) and
depth O(κ + ℓ). We now show how to obtain better results, bounding the size by O(2ℓ κ)
with a circuit of depth O(log κ + ℓ).
Recall Definition 23. As j = 0 we omit j from the notation and write Aσ and Akσ instead
of Aσ,j and Akσ,j . First, consider the case that maxσ∈Σ |Aσ | ≤ 2k . A depiction of this case is
given in Figure 3 (1). By directly using the outputs of the gates computing the respective
bits of (the universal encoding of) the state vector, we readily obtain o(si−1 , σ) for each
σ ∈ Σ. Thus, we are left with the task to choose the output corresponding to input xi . We
(s
)
(s
)
can do so by using a MUX. By Corollary 13, the implementation MUX(eAσi−1 , . . . , eAσi−1
, xi )
′
ℓ
′
has size O(2 ) and depth O(ℓ), where σ, σ are representatives for every input sympol in Σ.
If m > 1, the multiplexer is copied m times and wired accordingly. Step 4 can be performed
in parallel for each i, hence the resulting size and depth bounds are O(2ℓ mn) and O(ℓ),
respectively.
The other case is that maxσ∈Σ |Aσ | > 2k . A depiction of the corresponding circuit is
(s )
given in Figure 3 (2), where σ-or denotes the or-tree over all eA i for A ∈ Akσ . Here, we
compute the output o(si−1 , σ) as the or over all entries corresponding to Akσ in the state
vector. Correctness readily follows from Lemma 26. To bound size
 and depth of the resulting
circuit, observe that the cardinality of Akσ is bounded by |S|
, hence each or-tree has size
2k
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Figure 3 Step 4 of the circuit implementing the transcription function, assuming m = 1, for
the case every preimage is encoded in the state vector (1) and the case that there is at least one
preimages not encoded in the state vector (2). To increase readability we do not enumerate all
elements of Σ, but use σ, σ ′ and dots to denote that the step is repeated for every element of Σ.



O( |S|
) and depth O(log |S|
). As in the previous case, the i-th output is selected by a
2k
2k
multiplexer.
Hence,
applying
Corollary
13, we get that in this case Step 4 requires size
|S| ℓ
|S|
O( 2k 2 mn) and depth O(log 2k + ℓ).
Furthermore, there is a natural cap on m. Similar to the previous paragraph, consider
each bit of the output seperately, i.e., for each position of an output symbol consider the
function o : S × Σ → B. For inputs from S and Σ there are 2|S|·|Σ| different one bit functions.
Hence, we can enumerate all possible output functions. If m > 2|S|·|Σ| , we simply compute
and reuse as often as needed the output of each of these possible functions, rather than
replicating computations for identical output bits.
Finally, we can derive the asymptotic size and depth of the presented k-bit hazard-free
implementation of the transcription function τT,n . We distinguish two cases depending on
the size of the largest preimage of o. In both cases m is capped at 2|S|·|Σ| as discussed above.

Assume maxσ∈Σ |Aσ | ≤ 2k , then the presented circuit has size O (κ3 + (2ℓ /ℓ)κ2 + 2ℓ m)n ,
and depth O (log κ log n + ℓ).

In case maxσ∈Σ |Aσ | > 2k (and hence
|S| > 2k ) we bound |S|
by κ, such that the circuit
2k

has size O (κ3 + (2ℓ /ℓ)κ2 + 2ℓ κm)n , and depth O (log κ log n + ℓ).
◀

We remark that the main result holds also for Σ ⊆ Bℓ , when choosing an (arbitrary)
extension for the transition function to domain S × Bℓ . However, the choice how to extend
the transition function t matters for the behavior of the hazard-free state machine. The
desicion how to treat non-input symbols is important, because it is possible that an unstable
input resolves to such a non-input symbol. If this happens, the choice of where t maps such
resolutions to affects the value the hazard-free extension takes. A “bad” extension may result
in unstable output without need, decreasing the utility of the constructed circuit.
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Conclusion

Any generic construction for hazard-free circuits incurs an exponential blow-up in circuit
complexity [10]. In this work, we present a generic construction for transducers that is
asymptotically optimal in the size of the inputs n, but yields an exponential overhead in the
size of the transducer. By Theorem 27, for a transducer with |S| states we obtain a circuit of
size O(κ3 n + 2ℓ κ2 n + 2ℓ κλn) and depth O(log κ log n + ℓ), where ℓ is the maximum number
of bits of an input symbol, k is the maximum number of uncertain bits in the input, and κ2
is the size of the universal function encoding. The universal encoding of functions is a key
ingredient to the construction of the circuit. Together with Theorem 11, we show correctness
of the construction. The Theorem states that, for the chosen encoding, the superposition
of function composition is the matrix product of the superpositions of both functions. We
specify our findings in Corollary 8 and Corollary 9.
This opens the stage for a k-bit hazard-free implementation of addition. We remark
that, to make hazard-freeness meaningful in the context of addition, one has to limit the
uncertainty of the input with respect to the encoded sum and choose appropriate encodings.
The relevant definitions exceed the scope of this submission. In a preliminary publication [4],
we show that it is possible to apply this construction to obtain efficient circuits for addition
that avoid certain hazards. This demonstrates that the construction we present here is of
interest and, in our view, has surprising consequences.
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1

Introduction

The problem of solving a linear system Ax = b efficiently is a fundamental question in linear
algebra, central to both scientific applications and complexity results. Algorithms for linear
system solving are generally divided into direct and iterative methods. The term direct
method refers to solving Ax = b by applying an (implicit) representation of A−1 to b using a
decomposition that is exact up to numerical error. Examples include Gaussian Elimination,
Cholesky Factorization, and QR decomposition. In contrast, iterative methods successively
converge to the solution [50]. The most basic algorithm among direct methods is Gaussian
Elimination, while in the iterative case Conjugate Gradient is most commonly used [25].
A key consideration when developing algorithms for linear systems is the underlying field, as
methods for solvers in finite fields, rationals, and reals all differ substantially.
Any algorithm that directly computes A−1 leads to a solver for linear equations in A.
Strassen was the first to show that matrix inversion is equivalent to matrix multiplication
in any ring via a divide-and-conquer approach [53]. In the RealRAM model, this implies
that given a matrix A ∈ Rn×n and a vector b ∈ Rn , the linear system Ax = b is solvable
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in time O(nω ), where ω denotes the exponent of matrix multiplication. The constant ω
has a current best bound of ω < 2.37286 [1], which culminates an extensive line of work
on fast matrix multiplication based on the analysis of the Coppersmith–Winograd tensor
[9, 11, 18, 46, 54, 56] Besides square matrix multiplication, rectangular matrix multiplication
is central to many problems in algorithm design [18], such as the all-pairs shortest paths
problem [60] and linear program solvers [8]. On the other hand, iterative algorithms via
the Conjugate Gradient or the Lanczos algorithm yield a running time of O(n · nnz(A)) for
solving Ax = b in RealRAM [25, 39], where nnz(A) denotes the number of non-zeroes in the
matrix A.
However, running times in the RealRAM model can be misleading. For example, in finite
precision arithmetic, even Gaussian Elimination is not stable by default, as first shown by
Wilkinson [58]. Ill-conditioned systems can yield very wrong solutions due to the round-off
errors that may arise. But, when restricted to matrices with polynomial condition number, a
running time of O nω+o(1) can be achieved with guaranteed numerical stability in finite
precision arithmetic [12]. Conjugate Gradient is also not stable in finite precision arithmetic
– as observed in folklore and formally shown in [41]. If we instead work with finite fields,
round-off error is no longer a concern, preventing instability. This provides a simpler setting
for developing fast linear algebra algorithms, which in turn can shed light into the rational
and real cases.
The first iterative algorithms for the finite field setting were adaptations of previouslyknown existing methods over the reals, such as the finite field version of the Conjugate
Gradient and Lanczos algorithms proposed in [38]. In this case, the motivation for working
in finite fields emerged in the area of cryptography; more concretely, in the problems of
factoring and the discrete logarithm, which require solving large sparse linear systems over
the field GF (2). Nonetheless, this sparked interest for developing iterative algorithms for
linear systems directly for finite fields, instead of adapting them from the real setting. A
prominent example is Wiedemann’s algorithm [57], which yields a probabilistic method
for solving linear systems in O(n · nnz(A)) field operations with only a O(nnz(A)) space
requirement. Wiedemann’s algorithm is based on the observation that, when applying a
square matrix repeatedly to a vector, the resulting sequence of vectors is linear recursive. His
method then relates the generating polynomial of this sequence with the minimal polynomial
of the matrix, which can be computed efficiently over finite fields with the Berlekamp–Massey
algorithm [29], among others.
In some contexts, we want to compute A−1 instead of merely solving a linear equation
Ax = b. This may occur, for example, if we need to solve many linear equations in A.
Frequently, algorithms for computing A−1 also suggest methods for determining the rank of
A (as A−1 exists if and only if the matrix has full row and column rank).
In the finite field setting there is a complexity gap between the running time for linear
system solving and that of inverse computation of sparse matrices. Linear systems can be
solved in O(n · nnz(A)) time using for example Wiedemann’s algorithm [57]. There are
also sub-matrix-multiplication-time algorithms for computing the inverse of a sparse matrix
[14, 15], but these are somewhat slower: With nnz(A) = Õ(n), the running time is Õ(n2.28 ).
Until recently, there was no such complexity gap in the real finite precision arithmetic setting,
where both running times were O(nω ) [53]. However, [49] showed that sparse linear system
solving under real finite precision arithmetic can be done faster than matrix-multiplication
time, achieving O(n2.331645 ) running time for an n × n matrix A with nnz(A) = Õ(n). This
value was recently improved to O(n2.27159 ) [42].
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Over rationals, linear systems can be solved exactly using finite precision, making it
possible to solve ill-conditioned problems in this setting. However, the bit complexity of the
rational solutions is high, which makes it difficult to obtain fast algorithms. In particular,
if one works with high bit complexity representations of intermediate calculations, this
leads to slow implementations of direct methods such as Gaussian Elimination. Somewhat
surprisingly, many of these issues can be resolved by relying on p-adic arithmetic for the
intermediate calculations, as shown in a pioneering work by [13]. The key idea is to bridge
the numerical stability of finite fields with the rationals by means of p-adic integers and a
“rational reconstruction” algorithm, so that one can rely on the finite field numerical stability,
and yet recover a rational solution. Elements of the ring of p-adic integers, denoted Zp for
a prime p, are infinite series of powers of p. Assuming a bound d = O(1) for the bitlength
of entries in A,Dixon showed that O(n log n) p-adic digits suffice for recovering the exact
rational solution via the rational reconstruction algorithm, where each p-adic digit can be seen
as an element of the finite field Z/pZ. For example, by using Dixon’s p-adic approach, one
can merge Wiedemann’s algorithm with rational reconstruction to obtain an exact rational
solution of an integer linear system [33]. While Dixon’s algorithm has a running time of
O(n3 ) for linear system solving over the rationals (which is that of Gaussian Elimination,
except that in Dixon’s algorithm the solution is guaranteed to be exact), Storjohann achieved
a running time of Õ(nω ) by leveraging rational reconstruction with a divide-and-conquer
method for the p-adic expansion [52].
Concurrently, [14, 15] also improved Dixon’s algorithm to achieve a running time of
Õ(n2.5 ) for sparse linear system solving over the rationals, and of Õ(n2.28 ) for sparse matrix
inversion over finite fields. In their case, their running time improvement relies on efficient
matrix projections and block Krylov methods. Their main ideas on block Krylov methods
and structured matrices were recently adapted to the finite precision arithmetic setting to
achieve the first sub-matrix-multiplication algorithm for sparse linear systems [49]. In this
case, we encounter the reverse situation to the first adaptations of the Conjugate Gradient
and Lanczos algorithms to the finite precision real setting, and it is the adaptation of a finite
field algorithm to the reals what has achieved a significant running time improvement. This
motivates the detailed study of the matrix inversion problem in the finite field setting, given
that no sub-matrix-multiplication algorithm for it is known in finite precision real arithmetic.
In this paper, we study the problem of matrix inversion and rank computation of an
n × n matrix A over a finite field, focusing on sparse matrices and certain other classes of
structured matrices. In the process, we also study the problems of computing the nullspace
when A is singular and the Schur complement of a non-singular principal minor.
We obtain an expected final running time for all four problems of
Ô mn ϕ(n) + sω m + nωs + mn2



field operations, where ϕ(n) denotes the time required to apply A to a vector, s is the
blocking factor dividing n and m is its complement (so that sm = n, where both s and m
are parameters of the algorithm), ω is the exponent of matrix multiplication [1], and ωs is
the corresponding exponent for multiplication of an n × s matrix by an s × n one. We are
using the abbreviation ωs = ω(logn s) where ω(k) is the exponent for multiplication of an
n × nk matrix by an nk × n one, as introduced in the context of fast rectangular matrix
multiplication in [19]. The notation Ô(·) hides factors O(no(1) ).
In the case where the matrix A is sparse
 or, more generally, whenever ϕ(n) = Ô(n),
the above running time becomes Ô nω(k) , where k = log
 n s is the only value satisfying
ω(k) = 3 − k. This corresponds to an expected O n2.2131 running time using the current
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best known bound on ω(k). Our method relies on the construction of [15] for factoring an
arbitrary matrix into block Krylov and block Hankel matrices. We modify their algorithm by
inverting the block Hankel matrix explicitly, as opposed to working with its implicit formula.
To do so, we employ displacement rank methods combined with fast rectangular matrix
multiplication algorithms.

1.1

Related Work

Our construction is closely related to the one presented in [15]. They improve Dixon’s
algorithm for the exact solution of linear systems over the rationals, lowering the running
time from Õ(n3 ) to Õ(n2.5 ). Each of the O(n log n) iterations of Dixon’s algorithm requires
the application of A−1 mod p to a vector. Thus, Dixon’s running time relies on both inverting
the matrix A quickly in Z/pZ and then being able to apply it efficiently to a vector. The
improvements by Eberly et al. [15] rely on two central constructions. First, they introduced
efficient block projections which allow for the use of Krylov-type methods without a too high
exponentiation of A. Scalar block Krylov methods for linear system solving were already
in use in the seminal paper of Wiedemann in 1986 for sparse linear systems in finite fields
based on the Berlekamp–Massey algorithm [57]. Still, the p-adic version of Wiedemann’s
algorithm by Kaltofen and Saunders [33] does not improve Dixon’s running time, because
one needs to apply powers of A up until An to a vector at each iteration. This motivates
the introduction of blocks to Wiedemann’s algorithm, which limits the required powers
of A to Am , where m = n/s is the number of blocks. The block version of Wiedemann’s
algorithm was first proposed by Coppersmith [10] through a block generalization of the
Berlekamp–Massey algorithm. Shortly after, Kaltofen [32] proposed using block Toeplitz
systems (which can be solved quickly) instead of the block Berlekamp–Massey algorithm in
Coppersmith’s algorithm. Eberly et al. introduced efficient block projections u and v in this
setting, which enables them to construct uAi v much faster than in the case of the random
block projections in Coppersmith or Kaltofen. The second key ingredient of the Eberly et al.
algorithm is the observation that the Gram matrix of the Krylov space matrix is a block
Hankel matrix. This leads to a very effective decomposition of A−1 mod p into two Krylov
space matrices and the inverse of a block Hankel matrix, which is highly structured. The
Krylov space matrices are computed efficiently because the input matrix A is assumed to
be sparse, i.e., it has only Ô(n) non-zero entries. Thus, it allows for efficient matrix-vector
products: computing A → Ab only requires Ô(n) operations.
While a Hankel matrix appears to lose all of its structure when inverted, Kailath et al.
[31] showed how to circumvent this loss. They introduced the notion of displacement rank,
which consists of applying an invertible linear operator to the Hankel matrix so that its
inverse can be expressed as the sum of only two LU products. Bitmead and Anderson [3]
used this fact along with FFT convolutions to compute the solution of Toeplitz/Hankel
systems in sub-quadratic time. Their algorithm can be extended to the block case by viewing
the block matrices as m × m matrices whose entries are in turn s × s matrices such that
each operation on an s-by-s block takes Ô(sω ) time. In parallel to the displacement rank
methods, Labahn et al. [37] presented a set of formulae for the inverse of a block Hankel or
block Toeplitz matrix, which are expressed in terms of certain matrix Padé forms. This is
the algorithm that is used by Eberly et al. to invert a block Hankel matrix. However, this
approach allows for less generality than the displacement rank method. Beyond structured
matrices such as Toeplitz/Hankel and sparse ones, several fast algorithms and hardness
results have been developed when considering structured linear systems more broadly, such
as those for graph-structured linear systems (e.g., graph Laplacians) [34, 35, 51]. Laplacian
systems have also been recently studied in the finite field setting [27].
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Our Results and Contributions

In this paper, we improve the current fastest algorithms for sparse matrix inversion, as well
as for rank and nullspace computation, over finite fields. In particular, we study the structure
of the low displacement rank generators that correspond to the inverse of a block Hankel
matrix. Instead of using the Beckermann–Labahn formula as done in [15], we turn to the low
displacement rank algorithms for block Toeplitz/Hankel matrices, and observe that the block
Hankel inverse can be recovered explicitly from the product of its rectangular generators,
which in turn can be done efficiently with the current fast rectangular matrix multiplication
algorithms. This yields a final running time for inverting
a non-singular n × n matrix A

over a finite field of Ô mn ϕ(n) + sω m + nωs + mn2 . By using the current best bound on
ωs = ω(logn s) as given by [19] and by optimizing for the block sizes, we obtain an expected
final running time of O n2.2131 in the case of sparse matrices
(Theorem 4). More precisely,

the running time of our algorithm is equal to Ô nω(k) , where k is the only value satisfying
the equation ω(k) = 3 − k. Moreover, we obtain the same running time for the computation
of the rank and nullspace of sparse matrices over finite fields (Theorem 21), as well as for
computing the Schur complement of a non-singular principal minor (Lemma 20).
Our algorithm for inverting explicitly a block Hankel matrix (Theorem 2), which is the
building block of our improved running time for sparse matrix inversion in finite fields,
extends more generally to other structured matrices. Our construction extends to more
general matrix classes where a displacement rank operator exists, and is thus applicable
to block Toeplitz-like or Hankel-like matrices (Theorems 11 and 13); i.e., matrices with
similar structure with respect to the Toeplitz or Hankel displacement operator, respectively.
Our technique is also applicable to other types of displacement operators, such as for block
Vandermonde matrices (Theorems 18. The use of fast rectangular matrix multiplication
combined with rectangular low displacement generators thus provides a new faster scheme
for structured block-matrix inversion, which yields the best current upper bound. We state
sufficient conditions that the displacement operator must satisfy in order that our scheme be
applicable (Section 3.4).

1.3

Applications

Our results have numerous applications, given that computing the inverse or the rank of
a sparse matrix over a finite field is a central problem in linear algebra. We include two
applications in topology and algebra. First, we reduce the complexity of Las Vegas type
output-sensitive algorithms as in [7] for the computation of persistence diagrams in topological
data analysis (Theorems 24 and 25). For this, we rely on the fact that matrices of boundary
operators are sparse. Second, motivated by [20], we provide an improved running time for
testing whether an element is a unit in a group ring of a finite metacyclic group G, and if so,
computing the G-orbit of its inverse (Theorem 26). This is feasible because right-translation
matrices in group rings of metacyclic groups are block Toeplitz.

2

Inversion of Matrices in Finite Fields

In this section we present the procedure outlined in Algorithm 1. Section 3 contains the
theoretical framework needed for Algorithm 2, which is more general than the former.
However, their running times are equivalent and specified in Theorem 4.
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2.1

Preliminaries

Throughout this paper, F is a finite field, ϕ(n) is the running time required to apply the
input n × n matrix to a vector, and s, m refer to the blocking
factors of a matrix (with

n = sm). For the running times, Ô(·) hides factors O no(1) , where n is the dimension of
the input matrices (which is generally clear from the context), and Õ(·) hides logarithmic
factors. Moreover, ω < 2.37286
is the minimum value such that two n × n matrices can be

ω+o(1)
multiplied using O n
arithmetic operations [1]. Analogously, ω(k) is the minimum
value such that theproduct between an n × nk matrix and an nk × n one can be performed
using O nω(k)+o(1) arithmetic operations [19]. We use the abbreviation ωs = ω(logn s).
Lastly, β > 0.31389 is the dual exponent of matrix multiplication (Definition 12), and α
refers to the displacement rank of a matrix with respect to some fixed displacement operator
(Definition 7).

2.2

Construction

We begin by recalling the structure presented in Eberly et al. [15]. Consider an arbitrary
invertible matrix A of size n × n over a finite field F . We remark that one should first
precondition the matrix A as DAD, where D denotes the diagonal matrix of indeterminates
as defined in [15, Theorem 2.1], which ensures with high probability the non-singularity of
the subsequent Krylov matrices Ku , Kv defined below. However, for notational simplicity,
we will keep denoting the matrix by A. We also remark that this preconditioning of A is
the only step in the algorithm that causes the final running time to be probabilistic. In
particular, all running times given in Section 3 are deterministic.
Let s ∈ Z be the blocking size, and let m = n/s. Eberly et al. define an efficient block
projection in F n×s as follows. Let

T
u = Is · · · Is
consist of m copies of Is , the identity matrix of size s × s. We then define the following two
Krylov matrices:


uT
 T

 u A 




2
m−1
Ku = u Au A u · · · A
Kv = 
u ,
,
..


.


T m−1
u A
which Eberly et al. show to be non-singular. Both Ku and Kv have size n × n and m blocks
of size n × s and s × n, respectively. The computation of Ku and Kv requires computing
Ai u and uT Ai for 0 ≤ i ≤ m − 1. This requires m − 1 applications of A to u, for a total of
O(n ϕ(n)) operations. The key insight of Eberly et al. is that H = Kv AKu is a block Hankel
matrix:
 T

u Au . . .
uT Am u


..
..
n×n
..
H=
.
(2.1)
∈F
.
.
.
uT Am u

...

uT A2m−1 u

By the definition of u, we can compute wu for any w ∈ F s×n with O(sn) operations. Hence,
computing each uT (Ai u) takes O(sn) operations. Finally, we have 0 ≤ i ≤ 2m − 1 such
products, and so the total cost for building the block Hankel matrix H is O(n2 ), since
sm = n.
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Motivation for Running Time Improvement

Since H = Kv AKu , computing the inverse A−1 amounts to computing Ku H −1 Kv . There
are two ways of proceeding, which rely on the question of whether to keep the block Hankel
inverse implicit (with, for example, the off-diagonal formula of Beckermann and Labahn [2];
see Theorem 1), or to make it explicit before multiplying it with the Krylov matrices.
After obtaining an efficient representation of H −1 , Eberly et al. show that H −1 M can be
computed for an arbitrary M ∈ F n×n in time Ô(sω m2 ). This is the convenient set-up for
solving a linear system in a Dixon-like scheme, since we need to be able to apply a vector
efficiently to H −1 at each iteration. We propose a different scheme for inverting A−1 . The
Eberly et al. construction does not take advantage of the Krylov structure of Ku when
computing H −1 Ku , and instead treats Ku as an arbitrary matrix. However, multiplying
an arbitrary matrix with Ku or Kv takes only O(mn2 ). Thus, we propose the following
alternative construction:
1. After inverting H −1 efficiently and obtaining an implicit formula for the inverse, we
recover H −1 explicitly with fast rectangular matrix multiplication.
2. Next we treat H −1 as an arbitrary matrix and compute H −1 Ku by exploiting the Krylov
structure of Ku . Finally, we compute Kv · (H −1 Ku ) by using the Krylov structure of Kv .

2.4

Inverting a Block Hankel Matrix Explicitly

First, we need to compute the inverse of the block Hankel matrix H −1 . There are several
efficient algorithms to invert (block) Toeplitz/Hankel matrices, which generally fall into two
categories: either they use the low displacement structure as introduced by Kailath et al. [31]
or they build on the inverse formulae of Gohberg–Semencul [24] and Trench [55]. In this
section we focus on the second kind, since it is the method followed by Eberly et al. However,
we will then argue that the displacement rank method is much more general and applicable
in other settings, so in Section 3 we will turn to the low displacement rank methods. Building
on the Gohberg–Semencul, Heining, and Krupnik formulae [22, 23, 24], Labahn et al. [37]
generalized their methods to block Hankel matrices and presented a new set of formulae
for the inverse of block Hankel/Toeplitz matrices which only requires their non-singularity.
They did so by representing H −1 with matrix Padé forms, as shown in [36].
▶ Theorem 1 ([37, Theorem 3.1]). Given a block Hankel matrix H with blocks of size s × s
and m blocks in each row/column (where sm = n), the inverse H −1 can be expressed as




vm−1 . . . v1 v0 
qm−2 . . . q0 0 


∗
∗
∗
qm−1 · · ·
q0
vm
· · · v1∗
..
.
.
.
.
 ..



.
.
.
.
.
.
.
.
 .
 
 
..  −  .
..  ,
..
..
H −1 = 
·
·
.
.
.  
. 
.
.
 v



.
.
∗
∗
.
.
q
1

v0

qm−1

0

0

vm

where vi , vi∗ , qi and qi∗ are s × s matrices.
Let us denote the four matrices in Theorem 1 as H −1 = V Q∗ − QV ∗ , where V and Q are
anti-triangular block Hankel matrices and V ∗ and Q∗ are triangular block Toeplitz matrices.
As noted by Eberly et al., by using the fast algorithms for Padé formulations from [21], the
matrices V , Q, V ∗ , Q∗ , and thus the implicit representation of H −1 in Theorem 1 (which is
also known as the off-diagonal inverse formula), can be computed with Ô(sω m) operations
in F . The question is then: what is the most efficient way to recover H −1 explicitly from its
implicit representation above?
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By using fast algorithms for matrix polynomials [6], we can compute the product H −1 M
for an arbitrary M ∈ F n×n in time Ô(sω m2 ). Thus, by setting M = In , or just by treating
Q∗ and V ∗ as arbitrary matrices, we can recover H −1 explicitly in Ô(sω m2 ). We would like
to do better, given that Q∗ and V ∗ have a very particular structure. To obtain a better
upper bound for the explicit recovery of a block Hankel inverse matrix, we will instead use
fast rectangular matrix multiplication. Given that V, Q, V ∗ , Q∗ are (anti-) triangular block
Hankel and Toeplitz matrices, we can associate rectangular matrices of sizes n × s and s × n
to them, which consist of the m non-repeated blocks. In other words, we define




vm−1
qm−2

 ∗
Q∗ = qm−1
· · · q0∗ ,
 .. 
 .. 




V =  .  , Q =  .  ∈ F n×s ,
(2.2)

 ∗
 v1 
 q0 
s×n
∗
∗
V = vm · · · v1 ∈ F
v0
0
from V, Q∗ , Q, V ∗ . Our key insight is that to compute V Q∗ we can instead perform the
rectangular product V Q∗ and then recover V Q∗ from V Q∗ in O(n2 ) time by adding through
each anti-diagonal. This is due to the following correspondence between V Q∗ and V Q∗ :
X
[V Q∗ ]i,j =
[V Q∗ ]i+k−1, j−k+1
(2.3)
1≤k≤min{j, m−i+1}

where [V Q∗ ]i,j denotes the s × s block of V Q∗ located at row i and column j. To put it
more visually, after performing the rectangular product V Q∗ , we obtain the n × n matrix


∗
∗
vm−1 qm−1
vm−1 qm−2
· · · vm−1 q0∗




∗
∗
vm−2 qm−2
· · · vm−2 q0∗ 
vm−2 qm−1


∗
V Q =
.


..
..
.
.
.
.

.
.
.
. 


∗
v0 qm−1

∗
v0 qm−2

···

v0 q0∗

We can then build V Q∗ from V Q∗ by adding through each anti-diagonal one block at a time,
for a total of O(n2 ), since


Pm
∗
∗
∗
∗
vm−1 qm−1
vm−1 qm−2
+ vm−2 qm−1
···
k=1 vm−k qk−1


Pm


∗
∗
∗
∗
vm−2 qm−1

vm−2 qm−2
+ vm−3 qm−1
···
v
q
k=2 m−k k−2 



Pm


∗
∗
∗
∗
vm−3 qm−2
+ vm−4 qm−1
···
V Q∗ = vm−3 qm−1
k=3 vm−k qk−3  .




..
..
..


..


.
.
.
.


∗
v0 qm−1

∗
v0 qm−2

···

v0 q0∗

We thus obtain the following cost:
n×n
▶ Theorem 2. For a block Hankel
with blocking size s = n/m, computing
 matrix H ∈ F
ωs
−1
H
explicitly requires Ô n
field operations, which corresponds to the running time
required to multiply an n × s matrix with an s × n matrix.

Proof. Computing the product V Q∗ costs nωs . Then, we recover V Q∗ from V Q∗ using
Equation (2.3). This recovery only needs reading through the entries of V Q∗ , which costs
O(n2 ). The same reasoning applies to the product QV ∗ .
◀
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Once H −1 has been made explicit, we need to multiply it on both sides by the Krylov
matrices Ku and Kv to obtain A−1 :
A−1 = Ku H −1 Kv .
Not only can we multiply Kv efficiently with an arbitrary matrix M from the right (Kv M ),
as shown by Eberly et al., but we can also do it from the left (M Kv ). Hence, after obtaining
H −1 explicitly, we perform the product H −1 Kv as follows, by effectively treating H −1 as
an arbitrary matrix M now that it has been made explicit. Split H −1 into m blocks of s
consecutive columns Hi−1 , for 0 ≤ i ≤ m − 1. Using Horner’s scheme to apply Ku to each
block and summing the results, we then obtain
H −1 Ku =

m−1
X

H0−1 uT Ai

i=0
−1
−1
−1
= (· · · (Hm−1
uT A + Hm−2
uT )A + Hm−3
uT )A + · · · + H1−1 uT )A + H0−1 uT .

(2.4)
By the special structure of uT , we can compute each Hi−1 uT in O(n2 ), yielding a total of
O(mn2 ). Then we multiply each Hi−1 uT by A, and since there are a total of m such products,
the final running time of computing M Ku is again O(mn ϕ(n) + mn2 ).
Finally, we perform the product Kv · (H −1 Ku ) by now treating H −1 Ku as an arbitrary
matrix. We obtain the same running time as for H −1 Ku by performing a similar construction.
Split H −1 Ku into m blocks of s consecutive rows (H −1 Ku )i , for 0 ≤ i ≤ m − 1. Thus,
Kv · (H −1 Ku ) =

m−1
X

Ai u(H −1 Ku )i

i=0

= u(H

−1

Ku )0 + A[u(H −1 Ku )1 + A[u(H −1 Ku )2 + · · · + A u(H −1 Ku )m−1 ] · · · ].
(2.5)

By the same argument as before, the final running time for this product is O(mn ϕ(n) + mn2 ).
Algorithm 1 Inverting an arbitrary matrix over a finite field with the off-diagonal formula.
1: procedure MatrixInv1(A)
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

▷ Theorem 4
Fix s and m blocking factors such that n = sm.
▷ Values s, m ← n0.7869 , n0.2131
▷ are optimal at the current rectangular matrix multiplication time.
T
u ← [Is · · · Is ]
Kv ← [u AT u (A2 )T u · · · (Am−1 )T u]T
H ← Kv AKu is block Hankel.
▷ Equation (2.1), [15]
H −1 ← V Q∗ − QV ∗
▷ Theorem 1, [37]
∗
∗
V , Q , Q, V ← as defined in Equation (2.2)
Perform the two rectangular products V Q∗ and QV ∗ .
▷ Fast algorithm by [19]
Recover V Q∗ and QV ∗ recursively.
▷ Equation (2.3)
Compute A−1 ← Ku H −1 Kv .
▷ Equations (2.4), (2.5)
return A−1 .
end procedure


The total cost for building A−1 is then Ô mn ϕ(n) + sω m + nωs + mn2 . In the sparse
case where ϕ(n) = Ô(n), this cost becomes Ô(sω m + nωs + mn2 ).
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Algorithm 2 Inverting an arbitrary matrix over a finite field with displacement rank operators.
1: procedure MatrixInv2(A)
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

▷ Theorem 4
Fix s and m blocking factors such that n = sm.
▷ Values s, m ← n
, n0.2131
▷ are optimal at the current rectangular matrix multiplication time.
u ← [Is · · · Is ]T
Kv ← [u AT u (A2 )T u · · · (Am−1 )T u]T
H ← Kv AKu is block Hankel.
▷ Equation (2.1), [15]
Pα
▷ Def. 7, [3] (Thm. 9)
Compute Xi , Yi so that ∆Z0T, Z0 (H −1 ) = i=1 Xi YiT .
Perform the α rectangular products Xi YiT .
▷ Fast algorithm by [19]
Recover H −1 recursively.
▷ Equation (3.4)
Compute A−1 ← Ku H −1 Kv .
▷ Equations (2.4), (2.5)
return A−1 .
end procedure
0.7869

For the proof of Theorem 4 below, we need to quote the following fact:
▶ Lemma 3 ([26, Eq. 2.6]). Multiplying an n × s matrix by an s × n matrix can be done with
the same number of arithmetic operations as multiplying an s × n matrix by an n × n matrix.
▶ Theorem 4. For a non-singular matrix A ∈ F n×n where F is a finite field, the inverse
A−1 can be computed in expected time
Ô(mn ϕ(n) + sω m + nωs + mn2 ),
where sm = n, by calling the procedure MatrixInv(A) (this applies to both versions 1 and 2;
see Algorithm 1 and Algorithm 2). If ϕ(n) = Ô(n), e.g., if A is sparse, then the inverse A−1
can be computed in expected time Ô nω(k) , where k = logn s is the only value that satisfies
ω(k) = 3 − k.
 With the current values of rectangular matrix multiplication, this corresponds
to O n2.2131 arithmetic operations.
Proof. We first note that sω m ≤ nωs ≤ sω m2 . The second inequality follows from the
definition of ωs , since multiplying an n × s matrix by an s × n one can be done with m2
multiplications of s × s matrices. Since it is possible to multiply two n × n matrices by
multiplying m times an s × n matrix by an n × n matrix by Lemma 3, we conclude that
mnωs ≥ nω . Consequently,
nωs ≥ m−1 nω = m−1 sω mω = sω mω−1 ≥ sω m,
which yields the first inequality.
Since sω m ≤ nωs , we need to pick optimal blocking factors s and m with sm = n such
that max{nωs , mn2 } is minimized. Note that mn2 = (ns−1 )n2 = n3−logn s is a decreasing
function of s while nωs is an increasing function of s depicted in Figure 1 in [19] and in
Figure 1 below. Hence the optimal value of s is achieved at the crossing point between
the graphs of nωs and mn2 , which occurs at the only value of k = logn s that satisfies
ω(k) = 3 − k. Using the data given in Table 3 of [19], we find by interpolation the solution
k = 0.7869, corresponding to s = n0.78668 and ωs = ω(0.78668) = 2.21312. This yields
a

running time bound for inverting a sparse n × n matrix over a finite field of O n2.2131 . ◀
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2.3729
2.2131
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mn2
s ω m2
nω s
sω m
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0

0.3139
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1

k
Figure 1 Graphic visualization of the minimization process that yields our running time. As
functions of k = logn s, we have nωs = nω(k) , mn2 = n3−k , sω m = n1+(ω−1)k , and sω m2 = n2+(ω−2)k .
The curves plot the respective exponents for comparison. The value 0.3139 corresponds to the
current best bound on the dual exponent of matrix multiplication [19].

3

Generalization to Structured Matrices

The idea of using rectangular matrix multiplication on the low rank generators of a structured
matrix extends to more general settings. Since the off-diagonal inverse formula from the
previous section relates only to Hankel matrices, we switch to low displacement rank methods
for matrix inversion. First, these are simpler algorithms than the Padé-based ones, and they
extend more naturally to the block setting. Second, they allow us to obtain running times
not only for Toeplitz and Hankel matrices, but for Toeplitz-like and Hankel-like matrices, as
well as other types of structured matrices.
The notion of low displacement rank was first introduced by Kailath et al. [31], and
referred only to Toeplitz matrices:
▶ Definition 5 ([31]). The (+)-displacement rank of a matrix M is the smallest integer
α+ (M ) such that we can write
α+ (M )

M=

X

Li U i

i=1

for some lower-triangular Toeplitz matrices {Li } and upper-triangular Toeplitz matrices {Ui }.
The (−)-displacement rank is defined similarly, by replacing Li Ui with Ui Li . The key
theorem in displacement rank methods states the following:
▶ Theorem 6 ([31, Theorem 1]). The (±)-displacement rank of a matrix is equal to the
(∓)-displacement rank of its inverse, i.e., for all non-singular matrices M ,
α+ (M ) = α− (M −1 )

and

α− (M ) = α+ (M −1 ).
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Soon after, it became evident that the notion of displacement rank can be applied to
other types of structured matrices beyond Toeplitz. Following the notation of [5], we can
then refer to the notion of displacement rank in greater generality, which extends Definition 5
to other kinds of operators.
▶ Definition 7. Given a matrix A ∈ F n×n , let ∆P,Q denote the displacement operator of A,
for P, Q ∈ F n×n , which takes the form
∆P,Q (A) = A − P AQ.
Two matrices X, Y ∈ F n×α are called generators of length α for A if ∆P,Q (A) = XY T . In
the block case, generators are rectangular matrices of size n × αs. For any matrix A and its
associated operator ∆P,Q , the value α = rank(∆P,Q (A)) is called the displacement rank of A.
In this context, we are always interested in the case where α is small relative to n, i.e.,
when α = o(n), and then we say that the matrix A is ∆P,Q -like, or that it has a structure
of type ∆P,Q . This is what we mean throughout this section by Toeplitz-like or Hankel-like
matrices. Thus, this notion extends well-beyond the definitions in [31] for Toeplitz matrices,
not only because we allow other types of structured matrices, but also because α can be any
constant other than 2. Remarkably, the proof given in [31] for Theorem 6 does not depend
on the definition of the operator, and only requires some general rank properties to hold.
In contrast, the off-diagonal formula of Beckermann and Labahn does not allow for such
generalizations. Moreover, the displacement rank algorithms are more readily generalizable
to the block setting, which we require.
Closely related to the rectangular matrices in the off-diagonal formula of Beckermann
and Labahn in the previous section, these generators are also compact data structures
representing A. When A has low displacement rank with respecto to ∆P,Q , we can represent
∆P,Q (A) with two matrices that have size only n × α, hence using a total space of 2nα
instead of n2 . We always choose P and Q such that ∆P,Q is an invertible linear operator.
Hence we can also recover A from the compact representation of ∆P,Q (A).
For f ∈ Z, define the circulant matrix:


0
f


1 . . .

.
Zf = 
(3.1)


..
..


.
.
1

0

Then, in the case of a Toeplitz matrix T , the generators P, Q correspond to P = Z0 and
Q = Z0T . In the case of a Hankel matrix, the matrices P, Q correspond to P = Z0T and
Q = Z0 . It is clear that Toeplitz matrices T and Hankel matrices H have displacement
rank 2, but the key insight is that now both ∆P,Q (T −1 ) and ∆P,Q (H −1 ) have rank 2 as well.
Displacement operators thus yield compressed bilinear expressions for structured matrices.

3.1

Explicit Inversion of Low Displacement Rank Matrices

The notion of displacement rank extends naturally to blocked matrices. We first consider
the case of explicitly inverting a block Toeplitz/Hankel-like matrix, using the notation
in [49]. Throughout this section we will use the notation for Toeplitz-like matrices (including
Algorithm 3), and then show how the analogous results follow for Hankel-like matrices. The
following theorem applies when using the Toeplitz operator with P = Z0 , Q = Z0T . Let
A ∈ F n×n be a block matrix with block size s × s and m × m blocks.
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▶ Theorem 8 ([3, 31]). Given generators Xi , Yi of size n × s and displacement rank α, the
Pα
Pα
equation A − Z0 A Z0T = i=1 Xi YiT has the unique solution A = i=1 L(Xi )U (Yi ), where
L(Xi ) is a lower-triangular Toeplitz matrix whose first column is Xi , and U (Yi ) = L(Yi )T .
Here we use the following correspondence between rectangular matrices W ∈ F n×s and
n × n lower (or upper) Toeplitz triangular matrices:
 


w1

w1

 w2 
 
n×s
w3 
W =
,
 . ∈F
 .. 

 w2

w3
L(W ) = 
 .
 ..

wm

wm

0
w1
w2
..
.
wm−1

0
0
w1
..
.
wm−2

...
...
...
..
.
...

0
0

0  ∈ F n×n ,
.. 
. 
w1

U (W ) = L(W )T .

Pα
The functional equation A − Z0 A Z0T = i=1 Xi YiT is coherent with the definition of the
generators X and Y of length α from the previous section. We can either express ∆Z0 , Z0T (A)
Pα
as XY T , where X and Y have size n × αs, or we can express ∆Z0 , Z0T (A) as i=1 Xi YiT ,
where each Xi or Yi has size n × s.
The algorithm presented in Bitmead and Anderson [3] uses Theorem 6 applied to the
inverse A−1 :
▶ Theorem 9 ([3, Theorem 2]). Given a blocked input matrix A with blocking size s = n/m,
the rectangular generators Xi , Yi of ∆Z0 , Z0T (A−1 ) can be found in time Ô(αsω m log2 m).
▶ Remark 10. While the [3] algorithm refers specifically to Toeplitz matrices, it is easily
extendable to Hankel matrices with the same runtime, as formally discussed in [47, 48].
Their scheme is very efficient to then apply a vector to A−1 , since the rectangular blocked
structure of Xi and Yi allows for the use of FFT to perform convolutions between the vector
and the blocks of Xi and Yi . However, in some applications, as shown in Sections 2 and 4 in
this paper, it is convenient to be able to retrieve the block Toeplitz matrix explicitly from
its rectangular generators, such as in the case of sparse matrix inversion. In this case, none
of the methods for structured matrix inversion have addressed the upper bound for explicit
inversion, and the running times are always given assuming that the representation of the
structured matrices remains implicit. There is no extensive analysis for the decompression
stage; i.e., when we want to recover A−1 from the rectangular generators of ∆P,Q (A−1 ). In
this setting, the only known way to recover A−1 explicitly is to apply the n/s = m canonical
block vectors. This requires m convolutions with A−1 , which yields a total running time of
Ô(sω m2 log2 m). Rather, we can apply our scheme to recover
A−1 =

α
X

L(Xi )U (Yi )

(3.2)

i=1

explicitly, where α is the displacement rank. We apply a similar approach to what we did in
Section 2 for the Beckermann–Labahn formula. Note that the off-diagonal formula for H −1
of Section 2 is a special case of displacement in the Hankel case, with P = Z0T and Q = Z0 .
We first multiply the rectangular matrices Xi , Yi ∈ F n×s to obtain Xi YiT in time Ô nωs .
Using fast
 rectangular matrix multiplication methods, this can be done better than in time
Ô sω m2 . To then recover L(Xi )U (Yi ) from Xi YiT , we can just read along each diagonal
(thus performing only O(m2 ) sums of s × s matrices), since
X
[L(Xi )U (Yi )]j,k =
[Xi YiT ]j+1−ℓ, k+1−ℓ .
(3.3)
1≤ℓ≤min{j,k}

Because we need to repeat this procedure α times, we obtain the following running time.
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▶ Theorem 11. Given a blocked matrix A ∈ F n×n with displacement rank α with respect to
the Toeplitz/Hankel operator and blocking size s = n/m, the inverse A−1 can be recovered
explicitly from its low rank representation in time


Ô α nωs + n2 = Ô αnωs .
Hence, A−1 can be computed explicitly by calling the procedure
BlockStructInv(A,
s, m)


ω
ωs
ωs
(see Algorithm 3) in total time Ô αs m log m + αn
= Ô αn .
In particular, the running time given in Theorem 11 is an improvement over Ô(sω m2 ) for
all structured matrices with respect to the Toeplitz/Hankel displacement operator, i.e., for
those matrices such that α = o(n) with α = rank(∆Z0 , Z0T (A)) or α = rank(∆Z0T, Z0 (A)). In
the case of the Hankel operator, Equation (3.2) becomes
A−1 =

α
X

G(Xi )U (Yi ),

(3.4)

i=1

where G(·) is the block Hankel matrix defined as
w1
 w2


G(W ) =  w3
 .
 ..

...
...
...
.
..

wn−2
wn−1
wn
..
.

wn−1
wn
0
..
.

wn

...

0

0




wn
0

0
,
.. 
. 
0

and Equation (3.3) instead becomes the recovery formula
X
[G(Xi )U (Yi )]j,k =
[Xi YiT ]j+ℓ−1, k−ℓ+1 .

(3.5)

(3.6)

1≤ℓ≤min{k, m−j+1}

3.2

Upper Bound for Inversion of Block Toeplitz/Hankel-Like Matrices

We begin by recalling the definition of the dual exponent:
▶ Definition 12 ([19]). The dual exponent of matrix multiplication, denoted by β, is defined
as the quantity β = sup{k | ω(k) = 2}.
In other words, β is defined as the asymptotically maximum number b ≤ 1 such that
multiplying an n × nb matrix by an nb × n matrix can be done in n2+o(1) time. In the
particular case when A is a blocked Toeplitz/Hankel-like matrix, we obtain the following:
▶ Theorem 13. Given a blocked Toeplitz/Hankel-like matrix in F n×n with blocking size
s = n/m and displacement
rank α = no(1) , its explicit inverse can be obtained in time

ω
ωs
2
ωs
Ô s m + n + n  = Ô(n ). For s < nβ where β is the dual exponent, this running time
becomes O n2+o(1) .
Proof. Computing the implicit inverse given by Theorem
9 requires Ô(sω m) operations.

Multiplying the rectangular generators requires Ô nωs operations, and finally recovering
the inverse from their product requires O(n2 ) operations.
◀
▶ Remark 14. The current best lower bound for β was obtained in [19], and is β ≥ 0.31389.
Thus our algorithm achieves exactly Ô(n2 ) for inverting Toeplitz/Hankel-like matrices with
blocking size s smaller than n0.31389 .
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Note that nωs as given by [19] is strictly smaller than sω m2 for values of s < n (see
Figure 1 and the proof of Theorem 4). Thus, this improves on the best upper bound for
the explicit inversion of block Toeplitz/Hankel matrices, which was Ô(sω m2 ). This running
time can be obtained by applying FFT m times to the low displacement rank representation,
essentially treating each column of the matrix as a separate vector. This is also the running
time that Eberly et al. obtain for multiplying H −1 M with an arbitrary matrix M . However,
their procedure noted no difference between performing the product H −1 M or the product
L(Xi )U (Yi ), which occurs between matrices that are both very structured (triangular and
Toeplitz/Hankel).
Algorithm 3 Inverting a block Toeplitz/Hankel-like matrix.
1: procedure BlockStructInv(A, s, m)

For the Toeplitz operator, P = Z0 , Q = Z0T .
For the Hankel operator, P = Z0T , Q = Z0 .
▷ Theorem 11
∆P,Q ← displacement operators associated to A.
▷ Definition 7
Pα
Let Xi , Yi be rectangular generators such that ∆P,Q (A−1 ) = i=1 Xi YiT .
Compute Xi , Yi ∈ F n×s .
▷ [3] algorithm (Thm. 9)
Perform the α rectangular products Xi YiT .
▷ Fast algorithm by [19]
In block Toeplitz-like case,
Pα
return A−1 = i=1 L(Xi )U (Yi ).
▷ Using Equation (3.3)
In block Hankel-like case,
Pα
return A−1 = i=1 G(Xi )U (Yi ).
▷ Using Equation (3.4)
end procedure

2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

3.3

Other Displacement Operators

The idea of recovering the explicit inverse directly from the rectangular product XY T , where
X, Y ∈ F n×αs are rectangular generators such that ∆P,Q (A−1 ) = XY T , extends to other
kinds of matrices beyond Toeplitz/Hankel-like that also have low rank generators. This is
also one of the improvements of our method over that of [15], since the algorithm that they
use to invert the block Hankel matrix (namely the off-diagonal formula of Beckermann and
Labahn) works strictly only for Hankel matrices, and does not generalize to other types of
structured matrices. While most papers on subquadratic algorithms for structured linear
system solvers have focused on the Toeplitz/Hankel case, a variety of operators exist for
other types of structured matrices [48]. Well-known cases of such matrices are Vandermonde
and Cauchy.
Vandermonde matrices. In this case, besides the circulant matrix Z0 , we use the following
notation for diagonal and Vandermonde matrices:
1

u1

u21

...

1


V (U ) = 
1
.
 ..

u2

u22

...

u3
..
.

u23
..
.

1 un

u2n





D(U ) = 




u1
u2
..



,


.
un

un−1
1




un−1

2

n−1 
. . . u3  .
.. 
..
.
. 
n−1
. . . un

(3.7)
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The displacement operator for a Vandermonde matrix V (U ) is defined as
∆D(U ), Z0T (A) = A − D(U ) A Z0T ,
which yields a rank-1 matrix precisely when A = V (U ). The analogous version of Theorem 8
for Vandermonde-like matrices with displacement rank α reads as follows:
▶ Theorem 15 ([48, §4.4]). Given scalars u1 , . . . , un and generators X, Y ∈ F n×α , or
equivalently given generators Xi , Yi ∈ F n×1 , where 1 ≤ i ≤ α, the equation
∆D(U ), Z0T (A) = A − D(U ) A Z0T =

α
X

Xi YiT = XY T

i=1

has the unique solution
A=

α
X

D(Xi ) V (U ) L(Yi )T .

(3.8)

i=1

The analogous version of Theorem 9 is in turn:
▶ Theorem 16 ([47]). Given a blocked input matrix A with blocking size s = n/m, the
rectangular generators Xi , Yi of ∆D(U ), Z0T (A−1 ) can be found in time Ô(αsω m log2 m).
A block version of Theorem 15 is obtained by letting the ui be s × s matrices. In this
case, X, Y ∈ F n×αs . If s > 1, then the recovery formula (3.8) does not hold in general, due
to the non-commutativity of the parameter matrices ui with the blocks of X. However, the
following decompressing relation for block Vandermonde-like matrices does hold.
▶ Lemma 17. Given matrices u1 , . . . , um ∈ F s×s and generators X, Y ∈ F n×αs , where
m = n/s, or equivalently given generators Xi , Yi ∈ F n×s , where 1 ≤ i ≤ α, the equation
∆D(U ), Z0T (A) = A − D(U ) A Z0T =

α
X

Xi YiT = XY T

i=1

has the unique solution
Ai,j =

j
X

uj−k
[XY T ]i,k .
i

(3.9)

k=1

Proof. The equality A − D(U )AZ0T = XY T implies that Ai,1 = [XY T ]i,1 for all i, and
Ai,j = [XY T ]i,j + ui Ai,j−1 for j > 1 and every i.

(3.10)

This proves (3.9) and provides an efficient recursion for computing the entries of A. The
resulting matrix coincides with (3.8) if u1 , . . . , um commute with the components of X. ◀
▶ Theorem 18. For a block Vandermonde-like n × n matrix A with displacement rank α,
block size s = n/m and parameter matrices u1 , . . . , um , the running time required to compute
A−1 explicitly is Ô(αnωs + τ m2 ), where τ is the maximum cost of multiplying one of the
matrices ui by an arbitrary s × s matrix.
Proof. By Theorem 16, we can compute the rectangular generators of A−1 in subquadratic
time, and then obtain ∆D(U ), Z0T (A−1 ) with α rectangular multiplications. Recovering A−1
from ∆D(U ), Z0T (A−1 ) by means of (3.10) requires m2 sums of s × s matrices and m2 products
by the matrices u1 , . . . , um . Thus the recovery step amounts to Ô(τ m2 ).

◀
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Note that if the matrices u1 , . . . , um are scalar multiples of the identity, or are sparse,
or more generally whenever τ < nωs , the running time required for inverting such a matrix
explicitly is Ô(αnωs ). For any τ < sw , the above yields a running time improvement over
[15]. The final algorithm is analogous to the one presented in Algorithm 3.

3.4

General Statement

For any block structured matrix with structure matrices P, Q, we can attempt to find a
recursive way to reconstruct A−1 from ∆P,Q (A−1 ) in time Õ(αn2 ) by examining the structure
of the unique solution to the corresponding functional equation. If so, then we can recover
the explicit inverse in time O(α(n2 + nωs )) from its low displacement rank generators by
employing fast rectangular matrix multiplication. More concretely, given an invertible blocked
matrix A ∈ F n×n with blocking size s associated with a displacement operator ∆P,Q such
that ∆P,Q (A−1 ) = A−1 − P A−1 Q = XY T has rank αs with α = o(n), suppose that the
following conditions hold:
1. There exists a fast algorithm for obtaining the rectangular generators X, Y ∈ F n×αs of
A−1 from A.
2. The matrix A−1 can be quickly recovered from ∆P,Q (A−1 ).
Then A−1 can be computed explicitly in the time required for the above two operations plus
an additional Ô(αnωs ) time, where nωs is the running time for multiplication of an n × s
matrix by an s × n one. For the types of matrices discussed in this paper, i.e., block Toeplitz,
Hankel, and Vandermonde, the operation in Condition 1 can be performed in Ô(αsω m) time
and the operation in Condition 2 can be performed in Ô(αn2 ) time.
In the case of block Toeplitz/Hankel-like matrices, Condition 1 is ensured by the algorithm
in [3] (with running time Ô(αsω m log2 m); see Theorem 9 and Remark 10), and Condition 2
is given by our construction in Theorem 11. In the case of block Vandermonde-like matrices,
Condition 1 is given by the algorithm in [47] (with also running time Ô(αsω m log2 m); see
Theorem 16), and Condition 2 follows from the recursion (3.10), assuming that the parameter
matrices u1 , . . . , um of the displacement operator are simple enough, e.g., sparse. Our
heuristic is potentially generalizable to other block structured matrices that have an associated
displacement operator, such as Cauchy, Toeplitz+Hankel, Bézout, Sylvester, Frobenius, or
Loewner. We remark that for a block Cauchy matrix C(U, V ) = ((ui − vj )−1 )m
i,j=1 , which
has displacement operator ∆D(U ), D(V ) (A) = D(U ) A − A D(V ) = XY T , the block version of
Pα
the scalar recovery equation A = i=1 D(Xi ) C(U, V ) D(Yi ) is Ai,j = (ui − vj )−1 [XY T ]i,j .
However, this block recovery formula requires to impose strong commutativity restrictions on
the displacement parameter matrices ui , vj , such as assuming that they are scalar multiples
of the identity.

4

Rank and Nullspace Computation

As noted in Section 5 of [15], the algorithm we improved in Section 2 for fast sparse matrix
inversion can also be used to compute both the rank and the nullspace of a matrix over a
finite field F . Our same running time improvement also holds.
Eberly et al. compute the rank and nullspace with probabilistic algorithms in two steps:
first, they apply the algorithm by Kaltofen and Saunders [33] to compute the rank of A with
high probability. This algorithm first preconditions the matrix A with random upper and
lower triangular Toeplitz matrices U, L ∈ F n×n and a random diagonal matrix D ∈ F n×n
and set Ã = U ALD, which allows them to subsequently prove that all the leading i × i
minors of Ã for 1 ≤ i ≤ r are non-singular, where r is the rank of A. The final (deterministic)
running time is as follows:
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▶ Theorem 19 ([33]). For any matrix A ∈ F n×n , computing the rank of A with high
probability can be done in Ô(n2 + nϕ(n)) operations in F .
A black-box application is a matrix-vector multiplication, which costs Ô(n) operations for
sparse matrices and also for structured matrices. The algorithm requires that the finite
field F has sufficiently many elements, yet this can be arranged by passing to an algebraic
extension. However, the [33] algorithm does not certify the output rank, and there is no
known method to do so in the running time given in Theorem 19 [15].
The second step is to certify the rank obtained by the algorithm in [33], which otherwise is
not guaranteed to be correct. An algorithm for rank certification and nullspace computation
is presented in Section 5 of Eberly et al. The algorithm is as follows. We first partition the
preconditioned matrix (which we rename as A) into four blocks determined by the leading
(non-singular) r × r minor A0 :


A0
A=
A2


A1
.
A3

(4.1)

Next, we invert A0 , and here is where
 we apply our algorithm for black-box matrix inversion
(Theorem 4), which takes O n2.2131 field operations, instead of the Eberly et al. construction
and running time. If A0 is invertible, then the actual rank of A is at least the estimated r
given by the [33] algorithm.
Finally, we compute the Schur complement of the principal minor, namely A2 A−1
0 A1 − A3 ,
and check if it is 0. If so, we output the rank r and the nullspace of A, which is given by
" −1 #
A0 A1
.
(4.2)
−I
To compute the Schur complement, we can no longer use the fact that we can multiply A−1
0
efficiently with an arbitrary matrix as in Eberly et al., since in our construction we made the
inverse explicit. However, since A is an efficient black box (due to the original sparsity and
the structure of the preconditoning matrices U, L, D), we can still treat A1 ∈ F r×(n−r) and
A2 ∈ F (n−r)×r as efficient black boxes.
▶ Lemma 20. For a matrix A ∈ F n×n with a non-singular leading minor A0 , the Schur
complement A2 A−1
0 A1 − A3 can be computed in time
Ô(mn ϕ(n) + nωs + mn2 + n ϕ(n)).

If ϕ(n) = Ô(n), then an expected number of O n2.2131 operations is required.
Proof. Let r ∈ Z be such that A0 ∈ F r×r , and thus A1 ∈ F r×(n−r) and A2 ∈ F (n−r)×r . By
Theorem 4, the time to invert A0 explicitly is Õ(mn ϕ(n) + nωs + mn2 ). To compute A−1
0 A1 ,
−1 T
T
we will instead perform the product A1 (A0 ) and then transpose. First consider the case
where r ≤ n − r, and divide AT1 ∈ F (n−r)×r into square blocks of size r × r. Applying
T
each block to (A−1
0 ) requires at most r ϕ(n) operations, and there are ⌊n/r⌋ such blocks.
Therefore, computing A−1
0 A1 requires n black-box applications of A1 , or at most n ϕ(n)
operations. In the second case, we have r ≥ n − r. We add 2r − n rows of 0s to AT1 to turn it
T
into a square matrix and then perform the product AT1 (A−1
0 ) with r black-box applications.
Overall, we require at most n ϕ(n) operations to compute A−1
0 A1 . The same construction
carries over when performing the product A2 · (A−1
A
),
which
we can obtain with at most n
1
0
black-box applications of A2 .
◀
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By assembling the [33] algorithm for probabilistically computing the rank with the Eberly
et al. nullspace computation and rank certification, along with our speed-up for sparse matrix
inversion, we obtain the following final running time:
▶ Theorem 21. Let A ∈ F n×n be a non-singular matrix, where F is a finite field. The
procedure MatrixRankAndNullspace(A) (see Algorithm 4) returns the rank r of A, and
a matrix N whose columns form a basis of the nullspace of A, in expected time
Ô(mn ϕ(n) + sω m + nωs + mn2 ),
where sm = n. If ϕ(n) = Ô(n), e.g., if A is sparse, then the inverse A−1 can be computed
in expected time Ô nω(k) , where k = logn s is the only value that satisfies ω(k) = 3 − k.

With the current values of rectangular matrix multiplication, this corresponds to O n2.2131
arithmetic operations.
Proof. Given a sparse matrix A ∈ F n×n , using the algorithm described in this section
and Lemma 2, we can compute a basis {vi } of the nullspace of the preconditioned matrix
Ã = U ALD in time O(n2.2131 ). Then {LDvi } is a basis of the nullspace of A. Since D is a
diagonal matrix and L is a lower triangular Toeplitz matrix, the additional multiplications
only cost O(n2 ) and thus do not add an overhead to the running time.
◀
Algorithm 4 Computing the rank and nullspace of an arbitrary matrix over a finite field.
1: procedure MatrixRankAndNullspace(A)
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

r ← rank of A w.h.p.
Partition A into the 4 blocks A0 , A1 , A2 , A3 .
Compute A−1
0 (if singular, re-try the [33] algorithm).
Compute the Schur complement A2 A−1
0 A1 − A3 .
if A2 A−1
0 A1 − A3 = 0 then

T
N ← A−1
0 A1 | − I
return r, N .
else
Restart from Line 2.
end if
end procedure

▷ Theorem 21
▷ [33] algorithm (Thm. 19)
▷ Equation 4.1
▷ Alg. 1 or Alg. 2
▷ Lemma 20
▷ Nullspace of A

More generally, the rank and nullspace algorithm presented in this section yield the
following observation:
▶ Remark 22. For any matrix inversion algorithm MatrixInv with running time TMatrixInv ,
the algorithm MatrixRankAndNullspace requires an expected running time of
TMatrixRankAndNullspace = TMatrixInv + n ϕ(n).
In particular, for sparse matrices the running time of the two algorithms is the same.

5

Applications

The algorithm described in Section 4 for computation of the rank and nullspace of a sparse
matrix over a finite field has multiple applications. Some relevant to theoretical computer
science include efficient decoding of algebraic-geometric codes [29, 43], low density parity
check codes [4], discrete logarithm computations in cryptography [30], and (multivariate)
polynomial interpolation [44].
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5.1

Topological Data Analysis

Our first detailed example deals with the calculation of persistent homology in topological
data analysis. Persistent homology is a widely used technique to determine shape features
of point clouds [16, 17, 59]. To a point cloud X (i.e., a finite set of points in Euclidean
space) one associates a filtered simplicial complex V (X) = {Vε (X)}ε>0 by one of several
possible methods [45]; for instance, the Vietoris–Rips complex contains, for each value of ε,
a k-simplex for each set of k + 1 points in X with diameter less than or equal to ε. The
persistence diagram of X has a point (b, d) with d > b for each homology generator in any
dimension of V (X) arising at a parameter value ε = b (birth) and vanishing at ε = d (death).
The persistence or lifetime of such a homology class is then defined to be d − b. A non-zero
homology class in dimension k is represented by a k-cycle that is not a boundary.
Computing a persistence diagram for a point cloud X requires finding ranks of matrices
of boundary operators on V (X); see [45, § 5.3]. For convenience, we assume that coefficients
in the field F = Z/2Z are used. The maximum number of linearly independent homology
classes in dimension k of a simplicial complex is called the k-th Betti number of that complex.
The running time of algorithms based on Gaussian Elimination for the calculation of Betti
numbers and persistent homology is O(n3 ) where n is the total number of simplices in the
given complex. Using less straightforward methods, the complexity was reduced to O(nω )
in [40]. An output-sensitive algorithm for the computation of persistence diagrams was
described in [7] with the following running time.
▶ Theorem 23 ([7]). Given a filtered simplicial complex with n simplices, let CΓ denote the
number of homology generators with persistence at least Γ for any threshold Γ > 0. Then, a
persistence diagram over Z/2Z can be computed deterministically in O(CΓ nω log n) time or
probabilistically in expected O(CΓ n3−1/(ω−1) ) time.
Imposing that CΓ be at most of the order of log n is a reasonable assumption in practice,
because homology classes with small persistence are treated as noise in most applications
of topological data analysis. Since 3 − 1/(ω − 1) = 2.2716 for the current value of ω, the
following theorem improves the running time obtained in [7]. This constitutes an interesting
application of our results in which the sparsity of the matrix is inherent.
▶ Theorem 24. For a filtered simplicial complex with a total number of n simplices, a
persistence diagram over Z/2Z can be computed in expected time O n2.2131 if the persistence
of homology generators is bounded below so that their number is at most logarithmic in n.
Proof. The algorithm of [7] requires computing ranksof a collection of sparse submatrices
of an n × n matrix, which can be done with O n2.2131 field operations by Theorem 21. ◀
We also provide the following complexity for ordinary (not persistent) homology. Although
this result also applies to simplicial complexes equipped with a filter function, its randomized
nature obstructs the precise determination of persistence of cycles.
▶ Theorem 25. If a simplicial complex V has a total number of n simplices, then the Betti
numbers of V with coefficients in a finite field together with a basis of cycles in each dimension
can be computed in expected time O n2.2131 .
Proof. The matrices of boundary operators on V can be assembled into a single n × n
matrix A such that Ai,j = ±1 if and only if the i-th simplex occurs in the boundary of the
j-th simplex. Hence this matrix A is upper triangular and has k + 1 non-zero entries in
each column corresponding to a k-simplex. Since dimension depends logarithmically on the
number of simplices (because a k-simplex has 2k+1 − 1 faces), the total number of non-zero
entries in A is O(n log n). Consequently, A is sparse.
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It then follows from Theorem 21 that
the rank and nullspace of A can be computed

with an expected number of O n2.2131 operations. The rank of the boundary operator on
each dimension can be obtained similarly by restricting the calculation to the corresponding
submatrix. Knowledge of the nullspace of A yields a set of linearly independent generating
cycles in each dimension. Since the number of dimensions is O(log n), our claim follows. ◀

5.2

Units in Group Rings

For a finite group G of order n and a ring R with unity, the group ring R[G] is isomorphic to
a certain subring of the ring of n × n matrices over R, as proved in [28]. If we assume that the
elements of G are ordered as g1 , . . . , gn , then we may consider the matrix M (G) = gi−1 gj
for i = 1, . . . , n and j = 1, . . . , n. The elements in the group ring R[G] are formal sums of
Pn
elements gi ∈ G with coefficients βgi ∈ R. For each element β = i=1 βgi gi in R[G] we are
concerned with the problem of determining whether a given element β is a unit or not.
Following the method
outlined in [20], to each element β ∈ R[G] we may assign the

matrix Mβ = βg−1 gj . This is the matrix of right-multiplication by β written in the R-basis
i
g1 , . . . , gn . Hence β 7→ Mβ sets up an injective ring homomorphism [28, Theorem 1]. This
yields a method to test if a given element β ∈ R[G] is a unit, by checking if the matrix Mβ
is invertible. In fact, if β happens to be a unit, then β −1 is associated with the inverse
matrix Mβ−1 .
As in [20, § 4.2], we consider the case when the group G is metacyclic and coefficients in a
field F are used. We will assume, however, that the field F is finite. When G is metacyclic, it
admits a presentation of the form ⟨σ, τ | σ m = 1, τ s = σ t , τ −1 στ = σ n ⟩ for integers m, t, u, s
with u ≤ m, t ≤ m, us ≡ 1 mod t, and ut ≡ t mod m. The order of G is n = ms. If we list
the elements of G as
1, τ, . . . , τ s−1 , σ, στ, . . . , στ s−1 , . . . , σ m−1 , σ m−1 τ, . . . , σ m−1 τ s−1
then the matrix M (G) is block Toeplitz with blocks of size s × s. Therefore each matrix Mβ
for β ∈ F [G] is also block Toeplitz, so its invertibility can be tested with Õ(sω m) operations
in F . As observed in [20, § 4.2], it is equally possible to exchange the roles of σ and τ so
that we obtain a block Toeplitz matrix with blocks of size m × m instead.
▶ Theorem 26. For a finite field F and a finite group G with a normal subgroup which
is cyclic of order m and cyclic quotient of order s, determining if an element β ∈ F [G] is
invertible and, if so, computing the set {gβ −1 }g∈G explicitly can be done in expected time
O(ω(min{logn m, logn s})).
Proof. The G-orbit {gβ −1 }g∈G corresponds to the rows of the inverse matrix Mβ−1 . Since
Mβ is block Toeplitz, the result follows from Theorem 13.
◀

Theorem 26 yields approximately quadratic running time, since one of m or s is smaller
√
than or equal to n, and ω(0.5) = 2.0442 according to [19]. For a field F of characteristic zero,
the running time given in [20, Proposition 4.13] is Ô(n(ω+1)/2 ) in order to check invertibility of
Mβ and obtain β −1 , while the G-orbit of β can be written down in Ô(n(ω+3)/2 ) = O(n2.6864 ).
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Abstract

Comparator circuits are a natural circuit model for studying bounded fan-out computation whose
power sits between nondeterministic branching programs and general circuits. Despite having been
studied for nearly three decades, the first superlinear lower bound against comparator circuits
 was
proved only recently by Gál and Robere (ITCS 2020), who established a Ω (n/ log n)1.5 lower
bound on the size of comparator circuits computing an explicit function of n bits.
In this paper, we initiate the study of average-case complexity and circuit analysis algorithms for
comparator circuits. Departing from previous approaches, we exploit the technique of shrinkage
under random restrictions to obtain a variety of new results for this model. Among them, we show
Average-case Lower Bounds. For every k = k(n) with k ⩾ log n, there exists a polynomialtime computable function fk on n bits such that, for every comparator circuit C with at most
√
n1.5 /O k · log n gates, we have
Pr

x∈{0,1}n

[C(x) = fk (x)] ⩽

1
1
+ Ω(k) .
2
2

This average-case lower bound matches the worst-case lower bound of Gál and Robere by letting
k = O(log n).
#SAT Algorithms. There is an algorithm that counts thenumber of satisfying assignments
√
of a given comparator circuit with at most n1.5 /O k · log n gates, in time 2n−k · poly(n), for
any k ⩽ n/4. The running time is non-trivial (i.e., 2n /nω(1) ) when k = ω(log n).
Pseudorandom Generators and MCSP Lower Bounds. There is a pseudorandom generator
of seed length s2/3+o(1) that fools comparator circuits with s gates. Also, using this PRG, we
obtain an n1.5−o(1) lower bound for MCSP against comparator circuits.
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1

Introduction

A comparator circuit is a Boolean circuit whose gates are comparator gates, each of which
maps a pair of inputs (x, y) to (x ∧ y, x ∨ y), and whose inputs are labelled by a literal (i.e.,
a variable xi or its negation ¬xi ). A convenient way of representing a comparator circuit
is seen in Figure 1. We draw a set of horizontal lines, each of which is called a wire and
is labelled by an input literal. The gates are represented as a sequence of vertical arrows,
each of which connects some wire to another. The tip of the arrow is the logical disjunction
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gate (∨), and the rear of the arrow is the logical conjunction gate (∧). One of the wires is
selected to represent the Boolean value of the computation. The size of the circuit is the
number of gates in the circuit.
x

•

x ∧ ¬y

•

¬x

N

¬x ∨ y

y

•

¬x ∧ y

¬y

H

x ∨ ¬y

•

¬(x ⊕ y)
x⊕y

H
H

Figure 1 A comparator circuit with 2 inputs, 4 wires and 4 gates. The third wire computes the
parity of the two bits.

Comparator circuits can be viewed as a restricted type of circuit in which the gates have
bounded fan-out. It is easy to see that comparator circuits can efficiently simulate Boolean
formulas over {∧, ∨, ¬} with no overhead1 . Moreover, it is also known that polynomial-size
comparator circuits can even simulate nondeterministic branching programs [20] with a
polynomial overhead only. On the other hand, comparator circuits appear to be much
stronger than formulas2 , as it is conjectured that polynomial-size comparator circuits are
incomparable to NC [20]. Evidence for this conjecture is that polynomial-size comparator
circuits can compute problems whose known algorithms are inherently sequential, such as
stable marriage and lexicographically first maximal matching [20], and there is an oracle
separation between NC and polynomial-size comparator circuits [7]. Moreover, Robere,
Pitassi, Rossman and Cook [26] showed that there exists a Boolean function in mNC2 not
computed by polynomial-size monotone comparator circuits3 . For these reasons, comparator
circuits are likely to be incomparable to NC, and polynomial-size span programs, which are
contained in NC2 , are not expected to be stronger than polynomial-size comparator circuits.
Despite the importance of comparator circuits, we don’t know much about them. Though
it is easy to see that Parity can be computed by comparator circuits with O(n) wires and
gates (See Figure 1), the best known comparator circuit for Majority uses O(n) wires and
O(n log n) gates [1]. We don’t know if there is a linear-size comparator circuit for Majority4 ,
whereas, for the weaker model of nondeterministic branching programs, superlinear lower
bounds are known [25]. Structural questions about comparator circuits have also received
some attention in recent years [10, 17].
The first superlinear worst-case lower bound for comparator circuits was recently obtained
by Gál and Robere [8], by an adaptation
of Nečiporuk’s argument [21]. Their proof yields a

lower bound of Ω (n/ log n)1.5 to comparator circuits computing a function of n bits. For
monotone comparator circuits, exponential lower bounds are known [26].
In this paper, we exploit structural properties of small-size comparator circuits in order
to prove the first average-case lower bounds and design the first circuit analysis algorithms
for small comparator circuits. Developing circuit analysis algorithms is a crucial step for
understanding a given circuit class [24, 31], and are often obtained only after lower bounds

1

2
3
4

As a comparison, note that there are linear-size comparator circuits for Parity (see Figure 1), whereas
any Boolean formula computing Parity has size Ω(n2 ) [12].
Recall that the class of polynomial-size formulas is exactly NC1 .
Comparator circuits are monotone if they don’t have negated literals.
As opposed to a sorting network, note that a comparator circuit can use multiple copies of the same
input literal.
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have been proven for the class5 . Many well-studied circuit classes have been investigated from
this perspective, such as AC0 circuits [13], De Morgan formulas [29], branching programs [14],
ACC circuits [32], and many others (see also [5, 28, 16]). Our paper commences an investigation
of this kind for comparator circuits.

1.1

Results

Average-case lower bounds.
against comparator circuits.

Our work starts with the first average-case lower bound

▶ Theorem 1 (Average-case Lower Bound). There exist constants c, d ⩾ 1 such that the
following holds. For any k ⩾ c · log n, there is a polynomial-time computable function fk
such that, for every comparator circuit C with at most
n1.5
√
d · k · log n
gates, we have
Pr
x∈{0,1}

n

[fk (x) = C(x)] ⩽

1
1
+ Ω(k) .
2 2

An important
 feature of the lower bound in Theorem 1 is that it matches the worst-case
Ω (n/ log n)1.5 lower bound of [8], in the sense that we can recover their result (up to a
multiplicative constant) by setting k = O(log n).
Using ideas from the proof of the above average-case lower bound, we also show averagecase lower bounds against various models that tightly match their state-of-the-art worst-case
lower bounds, such as general formulas, (deterministic-, nondeterministic-, parity-)branching
programs and span programs (see Section 4). Note that strong average-case lower bounds
against n2−o(1) -size general formulas and deterministic branching programs were previously
known [18, 5] but they did not match the worst-case lower bounds, whereas tight average-case
lower bounds for De Morgan formulas were proved by [19].
#SAT algorithms. The design of algorithms for interesting circuit analysis problems is a
growing line of research in circuit complexity [31]. These are problems that take circuits as
inputs. A famous example of such a circuit analysis problem is the satisfiability problem
(SAT), which asks to determine whether a given circuit has a satisfying assignment. Note
that the satisfiability problem for polynomial-size general circuits is NP-complete, so it is not
believed to have a polynomial-time (or subexponential-time) algorithm. However, one can
still ask whether we can obtain non-trivial SAT algorithms running faster than exhaustive
search, say in time 2n /nω(1) where n is the number of variables of the input circuit, even
for restricted circuit classes. While designing non-trivial SAT algorithms is an interesting
problem by itself, it turns out that this task is also tightly connected to proving lower
bounds. In particular, recent works of Williams [30, 32] have shown that such a non-trivial
satisfiability algorithm for a given class of circuits can often be used to prove non-trivial
circuit lower bounds against that same circuit class.
Here, we show an algorithm with non-trivial running time that counts the number of
satisfying assignments of a given comparator circuit.
5

One exception is ACC circuits, for which satisfiability algorithms are known [32], and the only exponential
lower bound known for ACC is a consequence of this algorithm. However, the function used in the lower
bound is not in NP.
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▶ Theorem 2 (#SAT Algorithms). There is a constant d > 1 and a deterministic algorithm
such that, for every k ⩽ n/4, given a comparator circuit on n variables with at most
n1.5
√
d · k · log n
gates, the algorithm outputs the number of satisfying assignments of C in time
2n−k · poly(n).
Note that the running time in Theorem 2 is non-trivial for size up to o(n/ log n)
which case k = ω(log n) and the running time becomes 2n /nω(1) .

1.5

, in

Pseudorandom generators and MCSP lower bounds. Another important circuit analysis
problem is derandomization, which, roughly speaking, asks to decide whether a given circuit
accepts or rejects a large fraction of its inputs. A standard approach to solve this problem is
to construct a pseudorandom generator (PRG). A PRG against a class C of circuits is an
efficient and deterministic procedure G mapping short binary strings (seeds) to longer binary
strings, with the property that G’s output (over uniformly random seeds) “looks random” to
r
n
every circuit in C. More precisely, we say that a generator G : {0, 1} → {0, 1} ε-fools a
n
class C of circuits if, for every C : {0, 1} → {0, 1} from C, we have
Pr [C(G(z)) = 1] −

z∈{0,1}r

Pr

x∈{0,1}n

[C(x) = 1] ⩽ ε,

In constructing PRGs, we aim to minimize the parameter r, which is called the seed length.
We show a PRG against comparator circuits of size s with seed length s2/3+o(1) .
▶ Theorem 3 (Pseudorandom Generators). For every n ∈ N, s = nΩ(1) , and ε ⩾ 1/ poly(n),
r
n
there is a pseudorandom generator G : {0, 1} → {0, 1} , with seed length
r = s2/3+o(1) ,
that ε-fools comparator circuits on n variables with s gates.
Note that the seed length of the PRG in Theorem 3 is non-trivial (i.e., o(n)) for comparator
circuits of size n1.5−o(1) .
The PRG above has an application in obtaining lower bounds for the minimum circuit
size problem (MCSP) against comparator circuits. The MCSP problem asks if a given truth
table6 represents a function that can be computed by some small-size circuit. Understanding
the exact complexity of MCSP is a fundamental problem in complexity theory. Motivated
by a recent line of research called hardness magnification [23, 22, 3, 2], which states that a
weak circuit lower bound for certain variants of MCSP implies breakthrough results in circuit
complexity, researchers have been interested in showing lower bounds for MCSP against
restricted classes of circuits. For many restricted circuit classes such as constant-depth
circuits, formulas and branching programs, the lower bounds that have been proved for
MCSP essentially match the best known lower bounds that we have for any explicit functions
[9, 6, 16]. Here we obtain MCSP lower bounds against comparator circuits that nearly match
the worst-case lower bounds.
6

A truth table is a bit-string that stores the output values of a Boolean function for all possible inputs.
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▶ Theorem 4 (MCSP Lower Bounds). Let MCSP[nα ] denote the problem of deciding whether
a given n-bit truth table represents a function that can be computed by some general circuit
of size at most nα . For any ε > 0 and any 0 < α ⩽ 1 − ε, the MCSP[nα ] problem does not
have comparator circuits with n1+α/2−ε gates.
Previously, non-trivial comparator circuit lower bounds were known only for functions
satisfying Nečiporuk’s criterion [21, 8], such as Element Distinctness and Indirect Storage
Access. Theorem 4 provides yet another natural computational problem which is hard for
bounded-size comparator circuits. We remark that the MCSP problem is expected to require
much larger circuits than the lower bound of Theorem 4 provides; however, the lack of
combinatorial, algebraic or analytic structure in the MCSP function means that proving
lower bounds for it is usually hard.
Finally, we also observe that the framework developed in [28] can be used to obtain a
non-trivial (distribution-independent) PAC learning algorithm for comparator circuits of size
n1.5−o(1) , that uses membership queries (see Section 7).

1.2

Techniques

Random restrictions have been very fruitful in the study of weaker circuit classes, such as AC0
circuits [11, 13], De Morgan formulas [18] and branching programs [14], both for the proof
of lower bounds and the construction of algorithms [5]. However, as observed by Gál and
Robere [8], there are technical challenges when trying to apply this approach to comparator
circuits. In this work, we successfully apply the method of random restrictions to comparator
circuits for the first time.
Average-case lower bounds. At a high level, the proof of our average-case lower bound is
based on the approach developed in [18, 5], which can be used to obtain average-case-lower
bounds against circuits that admit a property called “shrinkage with high probability under
random restrictions”. Roughly speaking, this property says that, if we randomly fix the
values of some variables in the circuit except for a 0 < p < 1 fraction of them, then its size
shrinks by a factor of pΓ for some Γ > 0, with very high probability. This method has been
used to obtain strong average-case lower bounds against n2.5−o(1) -size De Morgan formulas
[18, 5] (later improved to n3−o(1) by [19]) and n2−o(1) -size general formulas and deterministic
branching programs.
An obvious issue of applying this approach to comparator circuits is that we don’t know
how to shrink the size (i.e., number of gates) of a comparator circuit using random restrictions,
as when we fix the value of a (non-trivial7 ) wire, we may only be able to remove one gate in
the worst scenario (i.e., the gate that is directly connected to that wire). The idea is that
instead of shrinking the number of gates, we will try to shrink the number of wires. The
reason why this can be useful is that one can effectively bound the number of gates of a
comparator circuit by its number of wires; this is a structural result of comparator circuits
proved by Gál and Robere [8] and was the key ingredient in proving their worst-case lower
bound. More precisely, they showed that any comparator circuit that has at most ℓ wires
needs no more than ℓ2 gates (see Lemma 8). Now following [18, 5], one can show that under
some certain type of random restriction that leaves a p := k/n fraction of the variables
unfixed, for any large enough k, the number of wires of a comparator circuit will shrink (with

7

We say that a wire is non-trivial if it is connected to some gate.
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very high probability) by roughly a factorof p, and hence its number of gates is bounded by
√
(p · ℓ)2 . By letting ℓ = o n1.5 / k · log n , this size is less than o(n/ log n) and from there
one can show that the original circuit cannot compute some hard function on more than
Ω(1)
1/2 + 1/2k
fraction of the inputs.
While the above gives an average-case lower bound, it does not match the worst-case
one, because we need to set k ⩾ logc n for some (unspecified) constant c > 1, which is
controlled by the type of random restrictions and the extractor used in the construction of
the hard function in both [18, 5]. This means we can only achieve a lower bound that is at
best n1.5 /(log n)c+.5 (even for worst-case hardness). In order to be able to set k = O(log n),
one way is to use a more sophisticated (so called non-explicit
bit-fixing) extractor shown

in [19], which will allow us to set k ∈ O(log n) , Ω n1/3 (with hardness 1/2 + 1/2Ω(k) ).
Here we refine and simplify this approach in the case of comparator circuits by using a more
structural (block-wise) random restriction that shrinks the number of wires with probability
one. Such a random restriction, when combined with a simple extractor, allows us to set
k ∈ [O(log n) , Ω(n)].
#SAT algorithms. Based on the above analysis in showing average-case lower bounds,
one can try to design a SAT algorithm for comparator circuits in a way that is similar to
that of [5], which combines “shrinkage under restrictions” with a memorization
technique.

√
Suppose we have a comparator circuit C with s := o n1.5 /(k · log n) gates and and ℓ ⩽ s
non-trivial wires. By partitioning the variables into n/k equal-size blocks, we can show that
there is some block Si such that after fixing the variables outside
the number
pof this block,

of wires in the restricted circuit is at most ℓ0 := ℓ/(n/k) ⩽ o
n/ log n . Again by the
structural property of comparator circuits (Lemma 8), this restricted circuit, which is on
k variables, has an equivalent circuit with o(n/ log n) gates. Then to count the number of
satisfying assignments for the original circuit, we can first memorize the numbers of satisfying
assignments for all circuits with at most with o(n/ log n) gates. There are 2o(n) of them
and hence we can compute in time 2k · 2o(n) a table that stores those numbers. We then
[n]\Si
enumerate all possible 2n−k restrictions ρ ∈ {0, 1}
and for each ρ we look up the number
of satisfying assignments of the restricted circuit C↾ρ from the pre-computed table. Summing
these numbers over all the ρ’s gives the number of satisfying assignments of C.
However, there is a subtle issue in the above argument: although we know that a restricted
circuit has an equivalent simple circuit with o(n/ log n) gates, we do not know which simple
circuit it is equal to. Note that when we fix the value of a (non-trivial) wire, we may only
be able to remove one gate, so the number of gates left in the restricted circuit is possibly
s − (ℓ − ℓ0 ), which can be much larger than n/ log n, and it is not clear how we can further
simplify such a circuit efficiently. To overcome this issue, we explore structural properties of
comparator circuits to show how to construct a more sophisticated data structure that not
only can tell us the number of satisfying assignments of a circuit with o(n/ log n) gates but
also allows us to efficiently simplify each restricted circuit to an equivalent circuit with at
most this many gates.
Pseudorandom generators and MCSP lower bounds. Our PRG against comparator circuits
builds upon the paradigm of [14], which was used to construct PRGs against circuits that
admit “shrinkage under pseudorandom restrictions”. As in the proof of our average-case-lower
bound, in order to apply this paradigm, we will shrink the number of wires instead of the
number of gates. Following [14], we prove a pseudorandom shrinkage lemma for comparator
circuits, which can then be used to obtain a PRG of seed length s2/3+o(1) , where s is the
size of a comparator circuit.
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As observed in [6], one can modify the construction of the PRG in [14] to make it “locally
explicit”. This means that, for every seed, the output of the PRG, when viewed as a truth
table of a function, has circuit complexity that is about the same as the seed length. Such a
“local” PRG immediately implies that MCSP cannot be computed by comparator circuits
of size n1.5−o(1) , when the size parameter of MCSP is nearly-maximum (i.e., n/O(log n)) 8 .
Furthermore, we show a better trade-off between the size parameters of MCSP and the lower
bound size of the comparator circuits, as in Theorem 4. This is similar to what was done by
[4] in the case of MCSP lower bounds against De Morgan formulas.

1.3

Directions and open problems

We now state some further directions and open problems for which our work may be a
starting point, or that are connected to our results.
Algorithms and lower bounds for larger comparator circuits. Our lower bounds and circuit
analysis algorithms only work for comparator circuits of size up to n1.5−o(1) . Can we improve
this? Specifically, can we show a lower bound of n1.51 for comparator circuits computing a
function of n bits, and design algorithms for comparator circuits of the same size? In this
paper, we used the random restriction method to analyse comparator circuits by shrinking
the number of wires and using a structural result of [8] that relates the number of gates to the
number of wires. Can we analyse the effect of random restrictions on the gates directly, and
show a shrinkage lemma for comparator circuits on the number of gates, with a shrinkage
exponent Γ > 1/2? Such a lemma would imply a lower bound that is better than n1.5 , and
would allow us to design algorithms for comparator circuits larger than n1.5 .
Hardness magnification near the state-of-the-art. Recent work on hardness magnification [23, 22, 3, 2] has shown that marginally improving the state-of-art worst-case lower
bounds in a variety of circuit models would imply major breakthroughs in complexity theory.
Although we don’t prove this here, it is possible to show hardness magnification results for
comparator circuits of size n2+o(1) by a simple adaptation of their arguments. Unfortunately,
this does not match the best lower bounds we have for comparator circuits, which are
around n1.5−o(1) as we have seen. Can we show a hardness magnification phenomenom nearly
matching the state-of-art lower bounds for comparator circuits?
Extensions and restrictions of comparator circuits. Recent work of Komarath, Sarma and
Sunil [17] has provided characterisations of various complexity classes, such as L, P and NP,
by means of extensions or restrictions of comparator circuits. Can our results and techniques
applied to comparator circuits be extended to those variations of comparator circuits? Can
this extension shed any light into the classes characterised by [17]?

2
2.1

Preliminaries
Definitions and notations

For n ∈ N, we denote {1, . . . , n} by [n]. For a string x, we denote by K(x) the Kolmogorov
complexity of x, which is defined as the minimum length of a Turing machine that prints x
as output.

8

Note that MCSP takes two input parameters: a truth table and a size parameter θ, and asks whether
the given truth table has circuit complexity at most θ.

ITCS 2022

34:8

Algorithms and Lower Bounds for Comparator Circuits from Shrinkage

n

Restrictions. A restriction for an n-variate Boolean function f , denoted by ρ ∈ {0, 1, ∗} ,
specifies a way of fixing the values of some subset of variables for f . That is, if ρ(i) is ∗,
we leave the i-th variable unrestricted and otherwise fix its value to be ρ(i) ∈ {0, 1}. We
ρ−1 (∗)
denote by f↾ρ : {0, 1}
→ {0, 1} the restricted function after the variables are restricted
according to ρ, where ρ−1 (∗) is the set of unrestricted variables.
Comparator circuits. We define comparator circuits as a set of wires labelled by an input
literal (a variable xi or its negation ¬xi ), a sequence of gates, which are ordered pairs of
wires, and a designated output wire. In other words, each gate is a pair of wires (wi , wj ),
denoting that the wire wi receives the logical conjunction (∧) of the wires, and wj receives
the logical disjunction (∨). On a given input a, a comparator circuit computes as follows:
each wire labelled with a literal xi is initialised with ai , and we update the value of the wires
by following the sequence of gates; the output wire contains the result of the computation. A
wire is called non-trivial if there is a gate connected to this wire. Note that, if a comparator
circuit has ℓ non-trivial wires and s gates, then ℓ ⩽ s. This means that lower bounds on the
number of wires also imply lower bounds on the number of gates.

2.2

Structural properties of comparator circuits
n

For a gate g in a comparator circuit and an input x ∈ {0, 1} , we denote by ug (x) (resp.
vg (x)) the first (resp. second) in-value to the gate g when given x as input to the circuit.
▶ Definition 5 (Useless Gates). We say that a gate g in a comparator circuit is useless if
either one of the following is true:
1. for every input x, (ug (x), vg (x)) ∈ {(0, 1), (0, 0), (1, 1)}.
2. for every input x, (ug (x), vg (x)) ∈ {(1, 0), (0, 0), (1, 1)}.
We say that a useless gate is of TYPE-1 (resp. TYPE-2) if it is the first (resp. second) case.
Also, a gate is called useful if it is not useless.
The following proposition allows us to remove useless gates from a comparator circuit.
▶ Proposition 6 ([8, Proof of Proposition 3.2]). Let C be a comparator circuit whose gates
are g1 , g2 , . . . , gs (where gs is the output gate) and let gi = (α, β) be any useless gate in C.
Suppose gi is of TYPE-1. Then the circuit C ′ obtained from C by removing the gate gi
computes the same function as that of C.
′
Suppose gi is of TYPE-2. Let C ′ be the circuit whose gates are g1 , g2 , . . . , gi−1 , gi+1
. . . , gs′ ,
where for j = i + 1, . . . , s, gj′ is obtained from gj by replacing α with β (if gj contains α)
and at the same time replacing β with α (if gj contains β). Then C ′ computes the same
function as that of C.
Proof. On the one hand, if g is a TYPE-1 useless gate, then for every input to the circuit,
the out-values of g are the same as its in-values, so removing g does not affect the function
computed by the original circuit. On the other hand, if g is of TYPE-2, then the in-values
feeding to g will get swapped after g is applied. This has the same effect as removing g and
“re-wiring” the gates after g so that a gate connecting one of the wires of g gets switched to
connect the other wire of g, as described in the second item of the proposition.
◀
We need the following powerful structural result for comparator circuits from [8].
▶ Theorem 7 ([8, Theorem 1.2]). If C be is a comparator circuit with ℓ wires and s gates
such that every gate in C is useful, then s ⩽ ℓ · (ℓ − 1)/2.
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Proposition 6 and Theorem 7 together give the following lemma.
▶ Lemma 8. Every comparator circuit with ℓ > 0 wires has an equivalent comparator circuit
with ℓ wires and with at most ℓ · (ℓ − 1)/2 gates.

3

Average-case Lower Bounds

In this section, we prove our average-case lower bound against comparator circuits. We first
describe the hard function.

3.1

The hard function

List-decodable codes. Recall that a (ζ, L)-list-decodable binary code is a function
n
m
Enc : {0, 1} → {0, 1} that maps n-bit messages to m-bit codewords so that, for each
m
y ∈ {0, 1} , there are at most L codewords in the range of Enc that have relative hamming
distance at most ζ from y. We will use the following list-decodable code.
▶ Theorem 9 (See e.g., [5, Proof of Theorem 6.4]). There is a constant c > 0 such that for
any given k = k(n) > c · log n, there exists a binary code Enc mapping n-bit message to a
codeword of length
2k , such that Enc is (ζ, L)-list-decodable for ζ = 1/2 − O n/2k/2 and

k/2
L ⩽ O 2 /n . Furthermore, there is a polynomial-time
algorithm for computing the i-th
 
n
bit of Enc(x), for any inputs x ∈ {0, 1} and i ∈ 2k .
▶ Definition 10 (Generalized Andreev’s Function). Let k be a positive integer. Define
n+n
Ak : {0, 1}
→ {0, 1} as follow:
Ak (x1 , . . . , xn , y1 , . . . , yn ) := Enc(x1 , . . . , xn )α(y1 ,...,yn ) ,
n

k

where Enc is the code from Theorem 9 that maps n bits to 2k bits, and α : {0, 1} → {0, 1}
is defined as


n/k
2n/k
n
M
M
M
α(y1 , . . . , yn ) := 
yi ,
yi , . . . ,
yi  .
i=1

i=n/k+1

i=(k−1)n/k+1

That is, the function α partitions y evenly into k consecutive blocks and outputs the parities
of the variables in each block.
Note that the function Ak defined above is polynomial-time computable since we can
compute α(y) and Enc(x)i for any given i in poly(n) time.

3.2

Proof of the average-case lower bound

We will show a lower bound on the number of wires, which automatically implies a lower
bound on the number of gates.
▶ Theorem 11. There exist constants c, d ⩾ 1 such that the following holds. For any
k ⩾ c·log n, there is a polynomial-time computable function fk such that, for every comparator
circuit C whose number of wires is
n1.5
√
,
d · k · log n
we have
Pr

x∈{0,1}n

[fk (x) = C(x)] ⩽

1
1
+
.
2 2Ω(k)
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Proof. Let Ak be the generalized Andreev’s function
 on 2n variables. Let C be a comparator
√
circuit on 2n variables with ℓ ⩽ n1.5 / d · k · log n wires, where d ⩾ 1 is a sufficiently large
constant. To avoid some technicalities due to divisibility that can be overcome easily, we
assume that n is divisible by k.
We need to upper bound the following probability.
Pr

x,y∈{0,1}n ×{0,1}n

[Ak (x, y) = C(x, y)] ⩽ Pr[Ak (x, y) = C(x, y) | K(x) ⩾ n/2]
x,y

+ Pr[K(x) < n/2]
x

⩽ Pr[Ak (x, y) = C(x, y) | K(x) ⩾ n/2] +
x,y

1
.
2n/2
n

Let x be any fixed n-bit string with Kolmogorov complexity at least n/2. Let A′ : {0, 1} →
{0, 1} be
A′ (y) := Ak (x, y),
and let C ′ be a comparator circuit on n variables with at most ℓ wires defined as
C ′ (y) := C(x, y).
We will show that
Pr

y∈{0,1}n

[A′ (y) = C ′ (y)] ⩽

n
1
+
.
2 2k/4

First of all, let us divide the n variables of C ′ into n/k parts, each of which contains
k variables, as follows. We first partition the n variables evenly into k consecutive blocks,
denoted as B1 , B2 , . . . , Bk . Then we define the i-th part Si , where i ∈ [n/k], to be the union
of the i-th variables in each of B1 , B2 , . . . , Bk . That is
[
Si :=
{y : y is the i-th variables of Bj } .
j∈[k]

Now we count the number of wires that are labelled by the variables in each Si and let
wi := |{u : u is a wire labelled by some x ∈ Si (or its negation)}| .
We have
X

wi = ℓ,

i∈[n/k]

which implies that there is a particular i ∈ [n/k] such that
r
ℓ
1
n
wi ⩽
⩽ ·
=: ℓ0 .
n/k
d
log n
Next, we will consider restrictions that fix the values of the variables outside Si . Note that
if we fix the value of a variable xi in a comparator circuit, then we can obtain a restricted
circuit so that all the wires that are labelled by either xi or ¬xi are eliminated, after some
appropriate updates on the gates in the circuit. This is not an obvious fact. One way to see
this is that once we fix the value of a wire, the gate that directly connects this wire becomes
useless in the sense of Definition 5 so it can be removed after some appropriate “re-wirings”
of the gates in the circuit as described in Proposition 6. Then we can keep doing this until
no gate is connected to that wire, in which case the wire can be removed from the circuit.
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Now we have
Pr

y∈{0,1}n

[A′ (y) = C ′ (y)] =

Pr
ρ∈{0,1}[n]\Si ,z∈{0,1}k

[A′↾ρ (z) = C ′↾ρ (z)] .

It suffices to upper bound
Pr

z∈{0,1}k

[A′↾ρ (z) = C ′↾ρ (z)] ,
[n]\Si

for every ρ ∈ {0, 1}

. For the sake of contradiction, suppose for some ρ, we have

1
n
+ k/4 < Pr [A′↾ρ (z) = C ′↾ρ (z)] = Pr [Enc(x)α = C ′↾ρ (z)] ,
2 2
z∈{0,1}k
z∈{0,1}k

(1)

k

where α ∈ {0, 1} is

αj := Parity ρ|Bj \Si ⊕ zj ,
and ρ|Bj \Si denotes the partial assignment given by ρ but restricted to only variables in
the set Bj \Si . Note that α is uniformly
 distributed for uniformly random z. Therefore,
if we have the values of Parity ρ|Bj \Si for each j ∈ [k] (k bits in total), and if we know
the restricted circuit C ′↾ρ , then we can compute the codeword Enc(x) correctly on at least
k
1/2 + n/2k/4 positions, by evaluating C ′ ↾ρ (z) for every z ∈ {0, 1} . As a result, we can
list-decode Enc(x), and, using additional k/2 bits (to specify the index of x in the list), we
can recover x exactly. Finally, note that the number of wires in C ′↾ρ is at most ℓ0 . Therefore,
by Lemma 8, such a circuit can be described using a string of length at most


O ℓ0 · log(n) + ℓ20 · log(ℓ0 ) ⩽ O ℓ20 · log n


n
=O 2
· log n
d · log n
⩽ n/4,
where the last inequality holds when d is sufficiently large. Therefore, we can recover x using
less than
n/4 + k + k/2 + O(log n) < n/2
bits. Here we assume k ⩽ n/8 since otherwise the theorem can be shown trivially. This
contradicts the fact that the Kolmogorov complexity of x is at least n/2.
◀

4

Tight Average-case Lower Bounds from a Nečiporuk-Type Property

Here, we describe a generalization of the average-case lower bound in Section 3 to circuit
classes whose worst-case lower bounds can be proved via Nečiporuk’s method.
▶ Theorem 12. There is a constant c > 1 such that the following holds. Let C be a class of
Boolean circuits that is closed under restrictions. Suppose that, for any k ∈ [c · log n, n/3],
there exists a partition of the n variables into m := n/k equal-sized blocks S1 , S2 , . . . , Sm and
a collection of k-input-bit functions H such that
1. |H| ⩽ 2n/2 , and
2. for every C ∈ Cn of size s(n, k), there exists some block Si such that {C↾ρ }ρ∈{0,1}[n]\Si ⊆
H.
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Then for any k ∈ [c · log n, n/6], there exists a polynomial-time computable function fk which
satisfies
Pr
x∈{0,1}

n

[C(x) = fk (x)] ⩽

1
1
+ Ω(k) ,
2 2

for every C ∈ Cn of size s(n/2, k).
Remark. In the original Nečiporuk’s argument for getting worst-case lower bounds, it is
only required that, for every C ∈ C, there is some block such that the number of distinct
functions, after fixing the variables outside of the block, is at most 2n/2 , and this set of
functions can be different for different C. For Theorem 12, we need something stronger
which says that it is the same set of 2n/2 functions for every C. We remark that, though
the weaker condition is sufficient for worst-case lower bounds, all applications of Nečiporuk’s
method known to us also prove the stronger condition, thus yielding average-case lower
bounds by Theorem 12.
Theorem 12 requires a slightly different argument than that of Theorem 11. Its proof is
presented in Appendix A.
By combining Theorem 12 with known structural properties for various models (see e.g.,
[15]), we get that for the class of circuits C of size s, where
C is the class of general formulas, and s = n2 /O(k), or
C is the class of deterministic branching programs or switching networks, and s =
n2 /O(k · log n), or
C is the class of nondeterministic branching programs, parity branching programs, or
span programs, and s = n1.5 /O(k),
there exists a function fk such that Prx∈{0,1}n [C(x) = fk (x)] ⩽ 1/2 + 1/2Ω(k) for every
C ∈ C, which matches the state-of-the-art worst-case lower bounds (up to a multiplicative
constant) by letting k = O(log n).

5

#SAT Algorithms

In this section, we present our #SAT algorithm for comparator circuits. As mentioned briefly
in Section 1.2, we will need a preprocessed data structure that enables us to efficiently convert
a circuit with small number of wires but large number of gates to an equivalent circuit (with
the same number of wires) whose number of gates is at most quadratic in the number wires.

5.1

Memorization and simplification of comparator circuits

▶ Lemma 13. Let n, ℓ ⩾ 1 be integers. For any fixed labelling of ℓ wires on n variables,
there is a data structure DS such that
2
DS can be constructed in time 2n · ℓO(ℓ ) .
Given access to DS and given any comparator circuit C with ℓ wires (whose labelling is
consistent with the one used for DS) and s gates, we can output in time poly(s, ℓ) the
number of satisfying assignments of C. Moreover, we obtain a comparator circuit with ℓ
wires and at most ℓ · (ℓ − 1)/2 gates that is equivalent to C.
Proof. We know that every comparator circuit with ℓ wires has an equivalent circuit with
ℓ · (ℓ − 1)/2 gates (Lemma 8). Therefore, we can try to memorize the number of satisfying
assignments for each of these circuits (by brute-force). Then for a given circuit C with ℓ wires
and s gates where s ≫ poly(ℓ), we need to simplify C to be a circuit with ℓ · (ℓ − 1)/2 gates
so that we can look up its number of satisfying assignments, which was already computed.
However, it is not clear how we can efficiently simplify such a comparator circuit.
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The idea here is to remove the useless gates one by one (from left to right). To do this,
firstly, we need to be able to tell whether a gate is useless, and secondly whenever we remove
a useless gate, we need to “re-wire” the gates that come after that gate, which can depend
on the types of the useless gate that we are removing, as described in Proposition 6.
More specifically, DS will be a “tree-like” structure of depth at most ℓ · (ℓ − 1)/2 + 2 where
the internal nodes are labelled as gates. Note that a path from the root to any internal node
in the tree gives a sequence of gates, which specifies a comparator circuit up to a choice of
the output wire. We will require the label of every internal node to be a useful gate in the
circuit specified by the path from the root to the node. In other words, each internal node
will branch on all possible useful gates that could occur next in the circuit. Moreover, each
leaf is either labelled as a useless gate, with respect to the circuit specified by the path from
the root to the current leaf, or is labelled as a single wire that is designed to be the output
wire.
For every leaf that is a useless gate, we store its type, and for each leaf that is a single
wire, we store the number of satisfying assignments of the circuit that is specified by the path
from the root to the leaf. Moreover, each internal node is a useful gate whose children are
indexed by the set of all possible gates (each is an ordered pair of wires) and the set of wires
(called an output leaf ). Note that checking whether a new gate is useless and computing its
type require evaluating the current circuit on all possible inputs, which takes time 2n · poly(ℓ),
but this is fine with our running time. Similarly, we can compute the number of satisfying
assignments in each output leaf by brute force. Note that by Theorem 7, the depth of such
a tree is at most ℓ · (ℓ − 1)/2 + 2, otherwise there would be a comparator circuit with ℓ
2
wires that has more than ℓ · (ℓ − 1)/2
 useful gates. Since each internal node has at most ℓ
O ℓ

2

children, the tree has at most ℓ
nodes in total. Since each node can be constructed in
time 2n · poly(ℓ), the running time is clear.
To look up the number of the satisfying assignments of a given circuit C (with a labelling
of the wires that is consistent with the one used for DS), we start from the root of DS, and
move down the tree as we look at the gates in C one by one (from left to right in the natural
way). If we reach an output leaf, we output the number of satisfying assignments stored in
that leaf. However, if we reach a leaf v that is specified as a useless gate, we remove the
corresponding gate in C and update the gates that come after it according to the type of
this useless gate, using Proposition 6. Once we update the circuit, we start again from the
parent of v and look at the next gate in the updated circuit. We repeat this until we reach
an output leaf.
◀

5.2

The algorithm

We will show an algorithm for comparator circuits with small number of wires, while the
number of gates can be polynomial.
▶ Theorem 14. There is a constant d > 1 and a deterministic algorithm such that for every
k ⩽ n/4, given a comparator circuit on n variables with at most
n1.5
√
d · k · log n
wires and poly(n) gates, the algorithm outputs the number of satisfying assignments of C in
time
2n−k · poly(n).
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√
Proof. Let C be a comparator circuit with ℓ ⩽ n1.5 / d · k · log n wires and poly(n) gates,
where d ⩾ 1 is a sufficiently large constant.
We partition the n variables almost-evenly into ⌊n/k⌋ consecutive blocks, denoted as
S1 , S2 , . . . , S⌊n/k⌋ . We then count the number of wires that are labelled by the variables in
each Si and let
wi := |{u : u is a wire labelled by some x ∈ Si (or its negation)}| .
We have
X

wi = ℓ,

i∈[⌊n/k⌋]

which implies that there is a particular i ∈ [k] such that
r
ℓ
n
1
wi ⩽
⩽ ·
=: ℓ0 .
⌊n/k⌋
d
log n
Moreover, we can find such i efficiently.
Constructing DS. Using Lemma 13, we create a data structure DS with wi wires and
|Si | ⩽ k variables and a labelling consistent with that of C for the wires labelled by variables
from Si . This can be done in time
O(ℓ20 )

2k · ℓ0

2

= 2k+O(ℓ0 ·log ℓ0 ) ⩽ 2k+n/2 .
[n]\S

i
Enumeration. For each ρ ∈ {0, 1}
, we obtain a restricted circuit C↾ρ (on either k or
k + 1 variables), which has ℓ0 wires (whose labelling is consistent with the one used for DS
created above) and has poly(n) gates. Then using DS, we can efficiently look up the number
of satisfying assignments of C↾ρ . Finally we sum over these numbers over all such ρ’s and
this gives the number of satisfying assignments of C.
The total running time of the above algorithm is

2k+n/2 + 2n−k · poly(n) = 2n−k · poly(n),
as desired.

6

◀

Pseudorandom Generators and MCSP Lower Bounds

In this section, we show a PRG for small comparator circuits, and derive from it lower bounds
for comparator circuits computing MCSP.

6.1

Proof of the PRG

We start with some definitions and notations.
For a Boolean function f , we denote by ℓ(f ) the minimum number of wires in a comparator
circuit computing f .
n
n
n
We will often describe a restriction ρ ∈ {0, 1, ∗} as a pair (σ, β) ∈ {0, 1} × {0, 1} . The
string σ is the characteristic vector of the set of coordinates that are assigned ∗ by ρ, and
β is an assignment of values to the remaining coordinates. The string σ is also called a
selection.
n
We say that a distribution D on {0, 1} is a p-regular random selection if, for every
i ∈ [n], we have Prσ∼D [σ(i) = 1] = p
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As mentioned in Section 1.2, we will need a result saying that the number of wires in a
comparator circuit shrinks with high probability under pseudorandom restrictions.
n

▶ Lemma 15. Let c be a constant and let f : {0, 1} → {0, 1}. Let ℓ := ℓ(f ) and p = ℓ−2/3 ,
and suppose that ℓ = nΩ(1) . There exists a p-regular pseudorandom selection D over n
variables that is samplable using r = polylog(ℓ) random bits such that
i
h
√
3 c log ℓ
·
pℓ
⩽ 2 · ℓ−c .
Pr
ℓ(f↾
)
⩾
2
(σ,β)
n
σ∼D, β∼{0,1}

log n

Moreover, there exists a circuit of size polylog(ℓ) such that, given j ∈ {0, 1}
r
z ∈ {0, 1} , the circuit computes the j-th coordinate of D(z).

and a seed

The proof of Lemma 15 follows closely that of [14, Lemma 5.3], except for that here we also
need to show that the pseudorandom restriction can be computed with small size circuits.
Such a restriction is proved to exist in Lemma 18 of [6]. For completeness, a proof is presented
in Appendix B.
▶ Theorem 16 (Local PRGs). For every n ∈ N, ℓ = nΩ(1) , and ε ⩾ 1/ poly(n), there is a
r
n
pseudorandom generator G : {0, 1} → {0, 1} , with seed length
r = ℓ2/3+o(1)
that ε-fools comparator circuits with ℓ wires over n variables. Moreover, for every seed
r
z ∈ {0, 1} , there is a circuit Dz of size ℓ2/3+o(1) such that, given as input j ∈ [n], Dz
computes the j-th bit of G(z).
Proof Sketch. In [14], it is shown that if a circuit class “shrinks” with high probability under
a pseudorandom restriction, then we can construct pseudorandom generators for this circuit
class with non-trivial seed-length. The authors of [6] then showed that if the same shrinkage
property holds for random selections that can be efficiently sampled and computed, then we
can obtain local PRGs. In Lemma 15, we proved exactly what is required by [6] to obtain
local PRGs for comparator circuits.
More specifically, the theorem can be derived by following the proof of [6, Lemma 16],
and adjusting the parameters there in a natural way. In particular, we will use p := ℓ−2/3
so that after the pseudorandom
restriction
√
√ in Lemma 15, the restricted comparator circuit
O( log ℓ)
O( log ℓ)
has at most ℓ0 := 2
· pℓ = 2
· ℓ1/3 wires (with high probability). Another
2/3+o(1)
observation needed in the proof is that, by Lemma 8, there can be at most 2ℓ
distinct
functions for comparator circuits with this many wires. We omit the details here.
◀

6.2

Proof of the MCSP lower bound

We prove the following stronger result which implies Theorem 4.
▶ Theorem 17. For any ε > 0 and any 0 < α ⩽ 1 − ε, MCSP[nα ] on inputs of length n
cannot be computed by comparator circuits with n1+α/2−ε wires.
Proof. Let f denote the function MCSP[nα ] on inputs of length n. For the sake of contradiction, suppose f can be computed by a comparator circuit C with n1+α/2−ε wires, for some
ε > 0.
Let k := nα+ε/2 . Consider an (almost-even) partition of the n variables into ⌊n/k⌋
consecutive blocks, denoted as S1 , S2 , . . . , S⌊n/k⌋ . Again, by an averaging argument, there is
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some i ∈ [⌊n/k⌋] such that after fixing the values of the variables outside Si , the number of
wires in the restricted circuit is at most
ℓ := n1+α/2−ε /⌊n/k⌋ = n1.5α−ε/2 .
Let ρ be a restriction that fixes the values of the variables outside Si to be 0 and leaves
the variables in Si unrestricted. Let G be the PRG from Theorem 16 that has seed length
r := ℓ2/3+o(1) and (1/3)-fools comparator circuits with at most ℓ wires.
On the one hand, since |Si | ⩾ k, then by a counting argument, for a uniformly random
n
x ∈ {0, 1} , the circuit size of the truth table given by ρ ◦ x is at least k/(10 log k) > nα ,
with probability at least 1/2. In other words,
Pr

x∈{0,1}n

[f↾ρ (x) = 1] ⩽ 1/2.
r

On the other hand, by the second item of Theorem 16, for any seed z ∈ {0, 1} , the output
of the PRG G(z), viewed as a truth table, represents a function that can be computed by a
circuit of size ℓ2/3+o(1) . Then knowing i ∈ [n] (which can be encoded using log(n) bits), the
truth table given by ρ ◦ G(z) has circuit size at most
polylog(n) + ℓ2/3+o(1) ⩽ nα .
This implies
Pr [C↾ρ (G(z)) = 1] = 1,

z∈{0,1}r

which contradicts the security of G.

7

◀

Learning Algorithms

Recall that a (distribution-independent) PAC learning algorithm for a class of functions C has
access to labelled examples (x, f (x)) from an unknown function f ∈ C, where x is sampled
according to some (also unknown) distribution D. The goal of the learner is to output, with
high probability over its internal randomness and over the choice of random examples, a
hypothesis h that is close to f under D. As in [28], here we consider the stronger model
of “randomized exact learning from membership and equivalence queries”. It is known that
learnability in this model implies learnability in the distribution-independent PAC model
with membership queries (see [28, Section 2] and the references therein).
▶ Theorem 18 ([28, Lemma 4.4]). Fix any partition S1 , S2 , . . . , Sn1−nδ of [n] into equal-size
subsets, where each Si is of size nδ and δ > 0. Let C be a class of n-variate functions such
β
that for each f ∈ C, there is an Si such that {f↾ρ }ρ∈{0,1}[n]\Si ⩽ 2n , where β < 1 and
moreover δ + β < 1. Then there is a randomized exact learning algorithms for C that uses
δ
membership and equivalence queries and runs in time 2n−n · poly(n).
▶ Corollary 19. For every ε > 0, there is a randomized exact learning algorithms for
comparator circuits with n1.5−ε wires that uses membership and equivalence queries that runs
Ω(ε)
in time 2n−n
· poly(n).
Proof. Consider Theorem 18 and any partition S1 , S2 , . . . , Sn1−nδ of the n variables into
equal-size subsets, each is of size nδ , where δ := ε/3. Then by an averaging argument,
for every comparator circuit C with n1.5−ε wires, there is some Si such that after fixing
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the variables outside of Si , the number of wires in the restricted circuit is at most ℓ :=
n1.5−ε /n1−δ ⩽ n.5−2ε/3 . By Lemma 8, such a restricted circuit computes some function that
2
1−ε/2
is equivalent to a circuit with ℓ(ℓ − 1)/2 gates, and there are at most ℓO(ℓ )) ⩽ 2n
such
circuits. Therefore we have
β

{C↾ρ }ρ∈{0,1}[n]\Si ⩽ 2n ,
where β := 1 − ε/2 < 1 and δ + β < 1. The algorithm then follows from Theorem 18.

◀
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Proof of Theorem 12

The hard function. We need to slightly modify the hard function in Definition 10 (particularly the function α) to adjust an arbitrary partition as in Theorem 12. For
 an integer k and
:=
S1 , S2 , . . . , Sn/k ,
a partition of n variables into n/k equal-sized blocks, denoted by S
n+n
define AS,k : {0, 1}
→ {0, 1} as follows:
AS,k (x1 , . . . , xn , y1 , . . . , yn ) := Enc(x1 , . . . , xn )α(y1 ,...,yn ) ,
n

k

where Enc is the code from Theorem 9 that maps n bits to 2k bits, and α : {0, 1} → {0, 1}
is defined as
!
M
M
M
α(y1 , . . . , yn ) :=
z,
z, . . . ,
z ,
z∈B1

where Bj :=

S

i∈[n/k]

z∈B2

z∈Bk

{z : z is the j-th variables of Si }.
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n

Good x. We will need the following lemma which says that for most x ∈ {0, 1} , the
codeword of x is hard to approximate for any fixed small set of functions.
▶ Lemma 20. Let k be such that c · log n ⩽ k ⩽ n/3, where c is the constant from Theorem 9,
and let Enc be the code from Theorem 9 that maps n bits to 2k bits. Let H′ be a set of
k-input-bit Boolean functions such that |H′ | ⩽ 22n/3 . Then, with probability at least 1−1/2n/2
n
over a random x ∈ {0, 1} , the following holds for every f ∈ H′ :
Pr
z∈{0,1}

k

[f (z) = Enc(x)z ] ⩽

1
n
.
+
2 2k/4

(2)

Proof. The proof is by a counting argument. For every f ∈ H′ , consider the 2k -bit string
tt(f ) which is the truth table computed by f . Let us say x is bad for f if Equation (2) does
k/4
not hold, which means that tt(f ) and Enc(x) agree on more than 1/2 + n/2
positions.

k/2
By the list-decodability of Enc, the number of such x’s is at most O 2 /n . By an union
bound over all the 22n/3 functions in H′ , the fraction of bad x’s is at most

O 2k/2 /n · 22n/3
1
< n/2 ,
2n
2
◀

as desired.
We are now ready to prove Theorem 12.

Proof of Theorem 12. Let A := AS,k be the hard function on 2n variables defined as above,
where S is the partition in the statement of the theorem, and let
[
Bj :=
{z : z is the j-th variables of Si } .
i∈[n/k]

Also, let H′ be the set of k-input-bit Boolean functions defined as follows:
n
o
k
k
H′ := f : ∃h ∈ H and w ∈ {0, 1} , such that f (z) = h(z ⊕ w) for all z ∈ {0, 1} .
That is, H′ is the set of all possible “shifted” functions in H. By Lemma 20, with probability
n
at least 1 − 1/2n/2 over a random x ∈ {0, 1} , for every f ∈ H′ we have
Pr

z∈{0,1}k

[f (z) = Enc(x)z ] ⩽

1
n
+
.
2 2k/4

(3)

Let us call x good if it satisfies Equation (3).
To show the theorem, we need to upper bound the following probability, for every circuit
C0 ∈ C2n of size s(n, k):
Pr

x,y∈{0,1}n ×{0,1}n

[A(x, y) = C0 (x, y)] ⩽ Pr[A(x, y) = C0 (x, y) | x is good]
x,y

+ Pr[x is not good]
x

⩽ Pr[A(x, y) = C0 (x, y) | x is good] +
x,y

1
.
2n/2

n

Let x be any fixed n-bit string that is good. Let A′ : {0, 1} → {0, 1} be
A′ (y) := A(x, y),
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and let C be the circuit defined as
C(y) := C0 (x, y).
Note that since the class C is closed under restriction, C is a circuit from Cn with size at
most s(n, k). We will show that
Pr
y∈{0,1}

n

[A′ (y) = C(y)] ⩽

1
n
+ k/4 .
2 2

Let Si be the block in the assumption of the theorem such that
{C↾ρ }ρ∈{0,1}[n]\Si ⊆ H.
We have
Pr

y∈{0,1}n

[A′ (y) = C(y)] =

Pr
ρ∈{0,1}[n]\Si ,z∈{0,1}k

[A′↾ρ (z) = C↾ρ (z)] .

It suffices to upper bound
Pr

z∈{0,1}k

[A′↾ρ (z) = C↾ρ (z)]
[n]\Si

for every ρ ∈ {0, 1}

. For the sake of contradiction, suppose for some ρ, we have

1
n
< Pr [A′↾ρ (z) = C↾ρ (z)] = Pr [Enc(x)α = C↾ρ (z)] ,
+
2 2k/4
z∈{0,1}k
z∈{0,1}k

(4)

k

where α ∈ {0, 1} is

αj := Parity ρ|Bj \Si ⊕ zj ,
and ρ|Bj \Si denotes the partial assignment given by ρ but restricted to only variables in the
set Bj \Si . That is, α is some “shift” of z, so α is uniformly distributed for uniformly random
z. Therefore, Equation (4) implies
Pr
z∈{0,1}

k

[Enc(x)z = C↾ρ (z ⊕ w)] >

1
n
+
,
2 2k/4

k

for some w ∈ {0, 1} . This gives a function in H′ that computes Enc(x) on more than
1/2 + n/2k/4 positions, which contradicts the assumption that x is good.
◀

B

Pseudorandom Shrinkage for Comparator Circuits: Proof of
Lemma 15

Technical tools. We will need a Chernoff-Hoeffding bounds for distributions with bounded
independence from [27] (Lemmas 2.3 in [14]). Recall that a distribution D on [m]n is k-wise
independent if, for any set A ⊆ [n] of size |A| ⩽ k, the random variables {σ(i) : i ∈ A} are
mutually independent when σ ∼ D.
▶ Lemma 21 ([27]). Let a1 , . . . , an ∈ R+ and let m = maxi ai . Suppose that X1 , . . . , Xn ∈
P
{0, 1} are k-wise independent random variables with Pr[Xi = 1] = p. Let X = i ai Xi and
P
µ = E[X] = p i ai . We have Pr[X ⩾ 2k(m + µ)] ⩽ 2−k .
▶ Lemma 22 ([14, Lemma 2.4]). Let X1 , . . . , Xn ∈ {0, 1} be k-wise independent random
P
variables with Pr[Xi = 1] = p. Let X = i Xi and µ = E[X] = np. We have P[X ⩾ k] ⩽
µk /k!.
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Shrinkage of comparator circuits under pseudorandom restrictions. We first show the
following result for comparator circuits which is analogous to [14, Lemma 5.2] for branching
programs.
n

▶ Lemma 23. Let f : {0, 1} → {0, 1} be a Boolean function, and let H ⊆ [n]. For
H
h ∈ {0, 1} , let ρh denote the restriction that
 sets the variables in Hto h, and leaves the
other variables free. We have ℓ(f ) ⩽ 2|H| · maxh∈{0,1}H ℓ(f↾ρh ) + |H| .
Proof. For h ∈ {0, 1} , let 1h : x 7→ 1 {x = h}. Clearly, 1h can be computed by a
W
comparator circuit with |H| wires. Since f = h∈{0,1}H (1h ∧ f↾ρh ), the result follows. ◀
H

n

▶ Lemma 24 (Reminder of Lemma 15). Let c be a constant and let f : {0, 1} → {0, 1}. Let
ℓ := ℓ(f ) and p = ℓ−2/3 , and suppose that ℓ = nΩ(1) . There exists a p-regular pseudorandom
selection D over n variables that is samplable using r = polylog(ℓ) random bits such that
h
i
√
3 c log ℓ
·
pℓ
⩽ 2 · ℓ−c .
Pr
ℓ(f↾
)
⩾
2
(σ,β)
n
σ∼D, β∼{0,1}

log n

Moreover, there exists a circuit of size polylog(ℓ) such that, given j ∈ {0, 1}
r
z ∈ {0, 1} , the circuit computes the j-th coordinate of D(z).

and a seed

Proof. First, we note that a k-wise independent random selection that can be efficiently
sampled and computed with the required parameters is proved to exist in Lemma 18 of [6].
Henceforth, we let ρ be the random restriction described by the pair (σ, β).
Let C be a comparator circuit with ℓ wires computing f . Let k = c · log ℓ. For i ∈ [n], let
wi be the number
of wires in C labelled with the variable xi .
p
Let α = c/ log ℓ. We say that i ∈ [n] is heavy if wi ⩾ p1−α · ℓ and light otherwise. Let
H ⊆ [n] be the set of heavy variables. We have |H| ⩽ (1/p)1−α . Let also H(ρ) := H ∩ ρ−1 (∗).
Let ρ′ be a restriction such that ρ′ (x) = ρ(x) for x ∈
/ H(ρ) and which sets the variables in
H(ρ) so as to maximize ℓ(f↾ρ′ ). By Lemma 23, we have ℓ(f↾ρ ) ⩽ 2|H(ρ)|+1 · ℓ(f↾ρ′ ).
We now let h = ⌈3/2 · c/α⌉, and observe that




Pr ℓ(f↾ρ ) ⩾ 2h+3 kp1−α s ⩽ Pr [|H(ρ)| ⩾ h] + Pr ℓ(f↾ρ′ ) ⩾ 4kp1−α ℓ .
ρ

ρ

ρ

Let Xi be a random variable such that Xi = 1 iff ρ(i) = ∗. From Lemma 22, it follows that
the first term can be bounded by (|H|p)h ⩽ pαh ⩽ ℓ−c . For the second term, we can apply
Lemma 21 on the light variables with µ ⩽ pℓ and m < p1−α ℓ, so that m + µ ⩽ 2p1−α ℓ, thus
bounding the probability by 2−k ⩽ ℓ−c .
◀
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Introduction

Quantum distributed computing. The power of quantum computing in the distributed
setting has recently been the subject of intensive investigations [15, 21, 25, 26]. The main
difference between classical and quantum distributed computing is that the quantum setting,
quantum information, i.e., quantum bits (qubits), can be sent through the edges of the
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network instead of classical information (i.e., bits). Le Gall and Magniez [25] and Izumi and
Le Gall [21], in particular, have shown the superiority of quantum distributed computing
over classical distributed computing for two fundamental models, the Congest model and
the Congested Clique model.
The (classical) Congest model is one of the most studied models in classical distributed
computing. In this model, n nodes communicate with each other over the network by
exchanging messages of O(log n) bits in synchronous rounds. All links and nodes are reliable
and suffer no faults. Each node has a distinct identifier, but the network graph is not initially
known to the nodes. In the quantum version of this model (which we denote Quantum
Congest), as defined in [15, 25], the only difference is that the nodes can exchange quantum
information: each message exchanged consists of O(log n) quantum bits instead of O(log n)
bits in the classical case. In particular, initially the nodes of the network do not share any
entanglement. Achieving quantum speedups in this setting is especially challenging since, as
shown by Elkin et al. [15], the ability to send quantum information is not helpful for many
crucial components of distributed algorithms (e.g., routing or broadcast of information).
Le Gall and Magniez [25] have nevertheless showed the superiority of quantum distributed
√
computing in this model: they constructed a Õ( n)-round quantum algorithm for the exact
computation of the diameter of the network (for networks with small diameter), while it is
known that any classical algorithm in the Congest model requires Ω̃(n) rounds, even for
networks with constant diameter [17].
The (classical) Congested Clique model is similar to the (classical) Congest model,
but it separates the input to the problem we are working on from the communication
topology: the input is some graph G = (V, E), but the communication topology allows
all nodes to communicate directly with one another (i.e., a clique). This model is close in
flavor to massively-parallel computing, but we focus only on rounds and communication, not
memory. The Quantum Congested Clique model is defined as the quantum version of
the Congested Clique model: the only difference is again that each exchanged message
consists of O(log n) quantum bits instead of O(log n) bits. Izumi and Le Gall [21] showed that
quantum distributed algorithms can be more powerful than classical distributed algorithms
in the Congested Clique model as well: they constructed a quantum algorithm faster
than the best known classical algorithms for the All-Pair Shortest Path problem.
Distributed subgraph detection. In the past few years there has been a surge of works
on classical distributed algorithms investigating the complexity of the subgraph detection
problem, which asks to detect the existence of a specified subgraph within the input graph
(which coincides with the communication network in the Congest and Quantum Congest
models). For small subgraphs, the subgraph-detection problem is extremely local, and yet it
is challenging to solve in the Congest model, due to the restricted bandwidth. Most prior
work has focused on detecting p-cliques (denoted below Kp ) and ℓ-cycles (denoted below Cℓ ),
for small values of p and ℓ. In particular, in the p-clique detection problem (also called the
Kp -freeness problem), the goal is to decide if the input graph contains a p-clique or not. If
it contains a p-clique then at least one node must output “yes”. Otherwise all nodes must
output “no”. (A detailed review of classical algorithms for p-clique detection is given at the
end of this section.)
Izumi et al. [22] recently showed that quantum algorithms can give an advantage for
triangle detection (i.e., K3 detection), by constructing a quantum algorithm with round
complexity Õ(n1/4 ) in the Quantum Congest model (the best known classical algorithm for
triangle detection, by Chang and Saranurak [9], has complexity Õ(n1/3 )). The key technique
used in [22] is distributed Grover search, which was introduced in [25] and consists in a
distributed implementation of Grover’s celebrated quantum algorithm [20].
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Our results. In this paper we further investigate the power of quantum distributed
algorithms. Using a new approach based on nested distributed quantum searches, we
obtain quantum algorithms for p-clique detection, in both the Quantum Congest model
and the Quantum Congested Clique model, that outperform their classical counterparts.
We first consider clique detection in the Quantum Congested Clique model. Our
results are summarized in the following theorem (the upper bounds we obtain for Kp -detection
with p ≥ 5 are actually even stronger – see Corollary 22 in Section 5).
▶ Theorem 1. There exists a quantum algorithm that solves p-clique detection with success
probability at least 1−1/ poly(n) in the Quantum Congested Clique model with complexity
Õ(n1/5 ) for p = 3 and Õ(n1−2/(p−1) ) for p ≥ 4.
For all values p ≥ 3, the quantum algorithms we obtain by Theorem 1 are faster than all
known classical and quantum algorithms for p-clique detection.
We then investigate clique detection in the Quantum Congest model.
▶ Theorem 2. There exists a quantum algorithm that solves p-clique detection with success
probability at least 1 − 1/ poly(n) in the Quantum Congest model with complexity Õ(n1/5 )
for p = 3, and Õ(n1−2/(p−1) ) for p ≥ 7.
For all p = 3 and p ≥ 7, the quantum algorithms we obtain by Theorem 2 are faster
than all known algorithms for p-clique detection in the Congest or Quantum Congest
model. For 4 ≤ p ≤ 6, our approach currently does not lead to an improvement over
√
the classical algorithms from [4], which are respectively Õ( n), Õ(n3/5 ) and Õ(n2/3 ).
The reason is, informally, that in the Quantum Congest model we (and all prior work
on listing cliques) decompose the graph into well-connected clusters, and simulate the
Quantum Congested Clique on each cluster; for very small cliques, the effort required
to collect the edges needed at each cluster overwhelms any time savings we currently gain
from the quantum search.
√
Finally, we consider lower bounds. While a tight Ω( n) lower bound for K4 -detection is
known in the (classical) Congest model [10], tight lower bounds are not known for larger
cliques, and there is no known non-trivial lower bound for Kp -detection in the quantum
setting. We show a barrier for proving an Ω(n3/5+ϵ ) lower bound for p-clique detection for
any ε > 0. Namely, such a bound would imply breakthrough results in the field of circuit
complexity, which are far beyond the current state-of-the-art. We actually show this barrier
for the (classical) Congest model, but since any lower bound in the Quantum Congest
model also holds the Congest model, this barrier holds for the Quantum Congest model
as well.1
▶ Theorem 3. For any constant integer p ≥ 4 and any constant ϵ > 0, proving a lower bound
of Ω(n3/5+ϵ ) on p-clique detection in the Congest model would imply new lower bounds on
high-depth circuits with constant fan-in and fan-out gates.
Previously, several such barriers were known: in [13] it is shown that there is an absolute
constant c such that proving a lower bound of the form Ω(n1−c ) for C2k -detection would
imply breaking a circuit complexity barrier. In [14] such a barrier is shown for proving an
Ω(nϵ ) lower bound on triangle detection, and in [5] a barrier for proving a lower bound of
Ω(n1/2+ϵ ) for C6 -detection is given.
1

Note that the statement of Theorem 3 is actually interesting only for p ≥ 6, since for p = 4, 5 we know
that there exist algorithms beating this barrier: as already mentioned, algorithms with complexity
√
Õ( n) for p = 4 and Õ(n3/5 ) for p = 5 are given in [4].
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Table 1 Our upper bounds for subgraph detection, and the corresponding known results in the
classical setting. Here n denotes the number of nodes in the network. Note that in Quantum
Congested Clique, the algorithms we obtain for Kp -detection with p ≥ 6 are even faster than
shown here, see Corollary 22.
Subgraph

Congested Clique

K3

Õ(n1/3 )

[9]

Kp (p ≥ 4)

Õ(n1−2/p )

[4]

Subgraph

Congest

K3

Õ(n1/3 )

Quantum Congested Clique
Õ(n1/4 )
Õ(n

Kp (p ≥ 7)

Õ(n
√
Ω( n)

[22]
Theorem 1
Theorem 1

Quantum Congest
[9]

)

)

Õ(n1−2/(p−1) )

Õ(n1/4 )
Õ(n

1−2/p

1/5

[4]

1/5

)

Õ(n1−2/(p−1) )

[22]
Theorem 2
Theorem 2

[10]

We refer to Table 1 for a summary of our results and a detailed comparison with prior
works.
Overview of our main technique. Our key approach is to encapsulate Kp -detection as a
search task, and use a distributed implementation [25] of Grover search [20] to solve the
task. Grover’s algorithm consists of alternating between quantum operations called Grover
diffusion operations,
pand checking operations, also called checking queries. The total number
of operations is O( |X|), where X is the search domain. In the distributed implementation
developed in [25], one specific node of the network (the leader) executes each Grover diffusion
operation locally, but implements each query in a distributed way using a distributed checking
procedure. All prior works using this framework ([21, 25, 22]) considered the setting where
the checking procedure is a classical procedure. In this work, we consider checking procedures
that themselves also apply distributed Grover searches; we develop a framework to describe
such nested distributed quantum searches (see Lemma 5 in Section 2). Our framework
can actually be applied in a completely “black-box” way to design quantum distributed
algorithms (i.e., no knowledge of quantum computation is needed to apply this framework).
The main challenge in applying quantum search to the clique-detection problem is that
the search-space is very large: we must search over the Θ(np ) possibilities, and a naïve
approach would require Θ(np/2 ) quantum queries, which is extremely inefficient. Instead, we
show that one can carefully split the search into nested stages, so that each stage adds a single
node to the clique we are trying to find. Crucially, nesting the stages of the search allows us
to re-use information computed in one stage for all the search queries in the next stage: in
each stage, we have already found some ℓ-cliques, where ℓ < p, and we want to add one more
node to the cliques, to obtain (ℓ + 1)-cliques (until in the final stage we obtain p-cliques). To
this end, the nodes collect some edges, which allow them to detect some (ℓ + 1)-cliques, and
then use a nested search to try to complete the (ℓ + 1)-cliques into p-cliques.
Perhaps surprisingly, it turns out that in many cases it is not worthwhile to “start the
search from scratch”: instead of using quantum search to detect p-cliques “from scratch”, it
is more efficient to first classically list all q-cliques for some q < p, and then use quantum
search to find an extension of some q-clique into a p-clique. This echoes the theme of
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re-using information throughout the stages of the search: we precompute some information
classically, which will be used by all stages of the search. For example, we show that to solve
triangle-detection, we can improve on the algorithm from [22] by first classically listing edges,
so that every node of the congested clique learns some set of edges that it will be responsible
for trying to complete into a triangle, and then using quantum search to find a node that
forms a triangle with some edge. This reduces the running time from Õ(n1/4 ) rounds in [22]
to Õ(n1/5 ) rounds in our new algorithm.
More generally, we can solve the Kp -detection problem by first classically listing all
instances of Kp−1 in the graph, and then performing distributed Grover search over the
nodes, to check if some (p − 1)-clique can be extended into a p-clique. Since there are n
√
nodes to check, the Grover search will require n quantum queries, and each query can be
checked in O(1) rounds (in the congested clique, it is possible to learn all neighbors of a given
√
node in a single round). Thus, the overall running time we obtain will be Õ(Lp−1 + n),
where Lp−1 is the time required to list all (p − 1)-cliques. For example, 4-cliques can be
√
listed in L4 = O( n) rounds [12], and this approach allows us to solve the K5 -detection
√
problem in roughly the same time complexity, Õ( n). However, the cost Lp−1 grows with p,
so sometimes it is better to start from a smaller clique, Kq for q < p − 1, and extend by more
than a single node. This leads to our general nested-search-based approach, which starts
by listing all copies of Kq for some q < p, and then uses nested quantum search to check if
some q-clique can be extended into a p-clique.
Review of prior works on classical algorithms for clique detection. In the Congest model,
the first sublinear algorithm for p-clique detection was obtained for p = 3 (i.e., triangle
detection) by Izumi and Le Gall [23]. The complexity of triangle detection was then improved
√
to Õ( n) by Chang et al. [8], where n denotes the number of nodes, and then further to
Õ(n1/3 ) by Chang and Saranurak [9]. For p-cliques with p ≥ 4, the first sublinear detection
algorithm was constructed by Eden et al. [13]. These results were improved to Õ(np/(p+2) )
rounds for all p ≥ 4 by Censor-Hillel et al. [6], and very recently, Õ(n1−2/p ) rounds for all
√
p ≥ 4 by Censor-Hillel et al. [4]. Czumaj and Konrad [10] have shown the lower bound Ω( n)
for p-clique detection for p ≥ 4, which matches the upper bound from [4] for p = 4. Proving
lower bounds for triangle detection, on the other hand, appears extremely challenging: it is
known that for any ε > 0, showing a lower bound of Ω(nε ) on triangle detection implies strong
circuit complexity lower bounds [5] (see nevertheless [1] for a weaker, but still non-trivial,
lower bound for triangle detection).2
In the powerful Congested Clique model, the best known upper bounds on the round
complexity of p-clique detection is O(n0.158 ) for p = 3, which is obtained by the algebraic
approach based on matrix multiplication developed by Censor-Hillel et al. [7], and O(n1−2/p )
for any constant p ≥ 4 [12].
Further related works on quantum distributed computing. There exist a few works
investigating the power of quantum distributed computing in other models or settings (see
also [2] and [11] for surveys). In the LOCAL model, separations between the computational
powers of the classical and quantum algorithms have been also obtained [18, 26]. Over
anonymous networks, zero-error quantum algorithms have been constructed for leader election
[30]. Finally, quantum algorithms for byzantine agreements have also been investigated [3].

2

Note that the algorithms from [8, 6, 9, 4] actually solve the listing version of the problem (which asks to
list all p-cliques of the graph) as well. For the listing version, lower bounds matching the upper bounds
from [9, 4] for all values of p ≥ 3 are known [23, 28, 16].
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Organization of the paper. The core conceptual message of the paper is contained in
the first 10 pages: we describe our main technique in Section 2 and then, in Section 3,
explain how to use this technique to construct fast quantum algorithms for clique detection
in the Quantum Congested Clique model. Further sections then show how to apply
the technique to construct fast algorithms in the Quantum Congest model (Section 4,
which proves Theorem 2) and construct even faster algorithms in the Quantum Congested
Clique model (Section 5, which proves Theorem 1). An overview of Theorem 3 is given in
Section 6.

2

Nested Distributed Quantum Searches

In this section we present our main technique: nested distributed quantum searches. This is a
generalization of a technique (called below distributed Grover search) used in prior quantum
distributed works [21, 25, 22].
We note that implementing distributed quantum searches in a nested way is already
allowed (but not used) in the framework introduced in [25]. Our main contribution in the
current section is developing this approach into a full framework and describing its concrete
implementation in the distributed setting.
Standard Grover search. We begin by informally describing the most standard framework
for Grover search – as a technique to solve a search problem with black-box access.
Consider the following: given black-box access to a function f : X → {0, 1}, for an
arbitrary X, find an x ∈ X such that f (x) = 1, if such an element exists.
Grover’s quantum
p
algorithm [20] solves this problem with
high
probability
using
O(
|X|)
calls to the black
p
box. Grover’s algorithm consists of O( |X|) steps, where each step executes one quantum
operation called the Grover diffusion operation, which does not use the black-box, and an
operation called the checking procedure, which uses one call to the black-box.
Distributed Grover search. Let us present the basic quantum distributed search framework
(distributed Grover search) introduced in [25]. In this distributed implementation, one
specific node, called the leader, run each Grover diffusion locally, but the checking procedure
is implemented via a distributed algorithm.
Consider again a function f : X → {0, 1}, for an arbitrary X, and the following search
problem: one specified node (the leader) should find an element x ∈ X such that f (x) = 1,
or, if no such element exists the leader should output “not found”. Assume there exists a
distributed algorithm A, called the checking procedure, in which the leader is given x ∈ X as
input, and the leader returns f (x) as output. The checking procedure A is often described
as a classical algorithm, but it can also be a quantum distributed algorithm. 3
Let r be the round complexity of A. The framework
p introduced in [25] shows that there
is a quantum distributed algorithm that runs in Õ( |X| · r) rounds and enables the leader
to solve the above search problem with probability at least 1 − 1/ poly(n). While the original
statement in [25] was for the Quantum Congest model, as explained in [21], the same
holds for the Quantum Congested Clique model.

3

As explained in [25], a classical procedure can easily be converted using standard techniques into a
quantum procedure able to deal with superpositions of inputs.
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p
▶ Lemma 4 ([25]). There is a quantum algorithm that runs in Õ( |X| · r) rounds and
enables the leader to solve the above search problem with probability at least 1 − 1/ poly(n).
This statement holds in both the Quantum Congest and the Quantum Congested
Clique models.
Nested distributed quantum searches. All prior works using quantum distributed search
([21, 25, 22]) used a classical checking procedure A. The framework of [25] nevertheless
allows quantum checking procedures. In particular, a distributed Grover search can be used
as the checking procedure. We now present our framework for nested distributed quantum
searches, consisting of k nested levels, where at each level:
1. The nodes run a distributed setup step for the current level, collecting information and
preparing for the next search levels. The setup procedure in our results is classical, but
in general it can be quantum.
2. We execute the next level of the search. Crucially, the information prepared during the
setup will be re-used to evaluate all the nested queries in the next level (and subsequent
levels).
Formally, let f : X1 × · · · × Xk → {0, 1} be a function, for a constant k ≥ 2 and sets
X1 , . . . , Xk . The goal is finding (x1 , . . . , xk ) ∈ X1 × · · · × Xk where f (x1 , . . . , xk ) = 1, if
such exists. For ℓ ∈ {1, . . . , k − 1}, u ∈ V , let setupuℓ : X1 × . . . × Xℓ → {0, 1}∗ be a function
describing the setup data of u for the (ℓ + 1)-th search. Let S1 , . . . , Sk−1 and C be distributed
algorithms with the following specifications.
Algorithm S1 . Input: the leader is given x1 ∈ X1 . Output: each node u ∈ V outputs
setupu1 (x1 ).
Algorithm Sℓ for any ℓ ∈ {2, . . . , k}. Input: the leader is given (x1 , . . . , xℓ ) ∈ X1 ×· · ·×Xℓ
and each node u ∈ V is given setupuℓ−1 (x1 , . . . , xℓ−1 ). Output: each node u ∈ V outputs
setupuℓ (x1 , . . . , xℓ ).
Algorithm C. Input: the leader is given (x1 , . . . , xk ) ∈ X1 × · · · × Xk and each node
u ∈ V is given setupuk−1 (x1 , . . . , xk−1 ). Output: the leader outputs f (x1 , . . . , xk ).
Let s1 , . . . , sk−1 and c denote the round complexities of S1 , . . . , Sk−1 and C, respectively.
Applying Lemma 4 leads to the following result.
▶ Lemma 5. There is a quantum algorithm that runs in
p





p
p
p
p
Õ
|X1 | s1 + |X2 | s2 + |X3 | s3 + . . . + |Xk−1 | sk−1 + |Xk | (sk + c)
rounds and enables the leader to output x1 , . . . , xk such that f (x1 , . . . , xk ) = 1, or output
that there are no such x1 , . . . , xk , with probability at least 1 − 1/ poly(n). This statement
holds in both the Quantum Congest and the Quantum Congested Clique models.

3

The Power of Nested Quantum Search: Clique-Detection from
Listing in the Quantum Congested Clique Model

In this section we describe our approach for taking an algorithm for Kp -listing in the
Congested Clique or Quantum Congested Clique model, and extending it to Kp+t detection (for some t > 0) using quantum search. We give two variations of the approach:
the first uses the Kp -listing algorithm as a black box, so that any such algorithm can be
used (for example, algorithms that perform better on certain classes of input graphs, etc.).
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This also forms the basis of our Quantum Congest algorithms in Section 4. The second
approach yields faster results, but it “opens the black box”, relying on the properties of
the Kp -listing algorithm from [12]. Since it is more complicated, the second approach is
described in Section 5.
To exploit the large bandwidth of the Congested Clique, we use Lenzen’s routing
scheme for solving the information distribution task: for some s ≥ 1, each v ∈ V has at most
s · n messages mv1 , . . . , mvr , each of O(log n) bits, and each with a destination dest(mvi ) ∈ V .
Each v ∈ V is the destination of at most s · n messages (|{mui | u ∈ V ∧ i ∈ [s · n] ∧ dest(mui ) =
v}| ≤ s · n), and we wish to deliver each message mvi to its destination dest(mvi ).
▶ Lemma 6 (Lenzen’s Routing Scheme[27]). The information distribution task with parameter
s can be solved in O(s) rounds in Congested Clique.

3.1

Warmup: Detecting Triangles in Õ(n1/5 ) Rounds

We describe a simple triangle detection algorithm demonstrating the basic idea of our
approach, and improving upon the state-of-the-art algorithm from [22].
In the algorithm, we partition the search-space V 3 into n shards, one per node, and each
v ∈ V checks if there is a triplet (u1 , u2 , u3 ) in its shard that is a triangle in G. Each shard
has the form Ai × Aj × Qk , where A1 , . . . , An2/5 partitions V into sets of n3/5 nodes, and
Q1 , . . . , Qn1/5 partitions V into sets of size n4/5 .4 Note that the total number of shards is
indeed n2/5 · n2/5 · n1/5 = n.
To check if its shard Ai × Aj × Qk contains a triangle, node v learns the edges E(Ai , Aj ) =
E ∩ (Ai × Aj ), and then, using a distributed quantum search, checks if some w ∈ Qk forms
a triangle with some {u1 , u2 } ∈ E(Ai , Aj ). The search is not performed directly over Qk :
instead, we partition Qk into batches, Q1k , . . . , Qbk , and search for a batch Qℓk with a node
forming a triangle. Processing the nodes in batches allows us to fully utilizes the bandwidth
in the Congested Clique. However, we must balance the size of batches, which determines
the time to check if a batch has a node completing a triangle, against the number of batches,
which determines the number of quantum queries we will need to perform.
Detailed description of the algorithm. Consider a node v, and let Ai × Aj × Qk be the
shard assigned to node v. The algorithm has two steps:
1. Node v learns E(Ai , Aj ), using Lenzen’s routing scheme.
2/5

2. Node v partitions Qk into n2/5 batches, Qk = {Q1k , . . . , Qnk }, each containing n2/5
nodes (since |Qk | = n4/5 ). We use a quantum search over ℓ ∈ [n2/5 ] to check whether
there exists a Qℓk containing a node w ∈ Qℓk that forms a triangle together with two nodes
u1 ∈ Ai , u2 ∈ Aj .
Formally, we instantiate Lemma 4 with the search-space X = [n2/5 ] (i.e., the batch indices).
The checking procedure A checks an index ℓ ∈ [n2/5 ] by routing E(Ai ∪ Aj , Qℓk ) to v (in
parallel at all nodes). Then, v locally checks whether there is a (u1 , u2 , w) ∈ Ai × Aj × Qℓk
such that {u1 , u2 } ∈ E(Ai , Aj ), {u1 , w} ∈ E(Ai , Qℓk ), and {u2 , w} ∈ E(Aj , Qℓk ); it sends ’1’
to the leader if it found such a triplet, and ’0’ otherwise.

4

To simplify the presentation, here and everywhere in the paper, when partitioning V into nδ subsets,
for a δ ∈ (0, 1), we assume nδ is an integer and divides n. If this is not the case, one can replace nδ by
⌈nδ ⌉, without affecting the asymptotic complexity.
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Complexity. Step 1 requires O(|Ai |·|Aj |/n) = O(n2·3/5−1 ) = O(n1/5 ) rounds, using Lenzen’s
routing scheme (Lemma 6). In Step 2, checking a particular batch Qℓk requires node v to
learn E(Ai ∪ Aj , Qℓk ). As |E(Ai ∪ Aj , Qℓk )| = O(n3/5+2/5 ) = O(n), this can be done in O(1)
rounds using Lemma 6. By Lemma 4, since the search space is [n2/5 ], Step 2 takes Õ(n1/5 )
rounds. In total, the algorithm takes Õ(n1/5 ) rounds.

3.2

Extending Kp Listing to Kp+t Detection

Our triangle detection algorithm has the following structure: we view a triangle as an edge
{u1 , u2 }, plus a node w connected to u1 , u2 . We classically route information between nodes,
so they can list the edges {u1 , u2 } in the sets they are responsible for (Ai × Aj ). Then, we
use quantum search to check if there is a node w forming a triangle with a listed edge.
We extend this idea to cliques of arbitrary sizes: given q > 2, take p, t where p + t = q.
We view a q-clique as a p-clique {v1 , . . . , vp }, plus a t-clique {u1 , . . . , ut } where u1 , . . . , ut
are all connected to v1 , . . . , vp . We classically list all p-cliques, and then use quantum search
to check for a t-clique forming a q = (p + t)-clique with a listed p-clique.
We present two variants of this approach. The first takes a Kp -listing algorithm as a
black box, making no assumptions about which p-cliques are found by which nodes. The
second improves on the first by “opening the black box” and using properties of the Kp -listing
algorithm of [12]: knowing which p-cliques are listed by each node reduces the amount of
information we route during the quantum search, as some edges are not relevant to some
nodes. We present the first variant here, and the second is given in Section 5. Note that
our triangle detection algorithm is an instance of the second variant, since we exploit out
knowledge of Ai , Aj to determine which edges (E(Ai ∪ Aj , Qℓk )) are learned by a given node
as it evaluates batch Qℓk .
How should we explore the search-space V (t) of possible t-cliques that may extend a given
p-clique to a (p + t)-clique? One possibility is to partition it into batches, and search over
them, as we did for triangles. However, the large search-space makes this inefficient: every
node must learn the edges between every pair of nodes in the current batch, and since we can
use at most n2 batches5 to cover V (t) , very soon we reach a situation where every node needs
to learn all the edges. Instead, we use a nested search, building the t-clique node-by-node.
The search is structured so that edges learned at a given level are re-used to evaluate many
nested queries on following levels. See Fig. 1 for an example partitioning of the search-space.
The initial state. Let V (p) denote all subsets of V with cardinality p. When we begin, we
assume copies of Kp have already been found: each node u ∈ V has a subset Sup ⊆ V (p) of
S
p-cliques it found. Let S p = u∈V Sup be all copies of Kp found by the nodes. We assume S p
is the set of all p-cliques in G.
We say that an algorithm A extends from Kp to Kp+t if, given sets {Sup }u∈V , w.h.p.,
algorithm A outputs ’1’ at all nodes iff G contains a (p + t)-clique {v1 , . . . , vp+t } ∈ V (p+t)
such that (v1 , . . . , vp ) ∈ S p .
▶ Theorem 7. For every p ≥ 2, t ≥ 1, there is an algorithm that extends from Kp to Kp+t
t
in Õ(n1−1/2 ) rounds in Quantum Congested Clique.
t−ℓ

Proof. Fix in advance t partitions of V , where the ℓ-th partition divides V into n1/2
sets,
t−ℓ
V1ℓ , . . . , Vn1/2t−ℓ , each of size n1−1/2 . Note that the partitions become increasingly finer,
until at level ℓ = t we have n sets comprising a single node each. Our goal is to execute a

5

Otherwise we will need more than

√

n2 = n quantum queries.
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Figure 1 Extending from Kp -listing to Kp+2 -detection. We search V × V to check for a pair of
nodes that can be added to an existing p-clique to form a (p + 2)-clique (in the figure, |V | = 9). A
√
non-nested search requires n · n = n queries. In contrast, in a nested search, we split the first
√
dimension into n batches, and search over them (requiring n1/4 outer queries); to implement each
√
outer query, all nodes send the edges corresponding to the current batch (requiring n rounds),
√
and then explore the second dimension
(|V | = n)
 using n inner quantum queries. The time of the
√
√ 
entire search is Õ n1/4
n + n = Õ n3/4 .

nested quantum search to check if there is a t-tuple of indices (x1 , . . . , xt ), such that there
exist v1 ∈ Vx11 , . . . , vt ∈ Vxtt forming a (p + t)-clique together with some previously-listed
p-clique {w1 , . . . , wp } ∈ S p .
We instantiate Lemma 5, executing a nested search with t levels over the domain
t−ℓ
X1 × . . . × Xt , where Xℓ = [n1/2 ] for each ℓ = 1, . . . , t. We search for an element satisfying
the function
f (x1 , . . . , xt ) = 1 ⇔
∃v1 ∈ Vx11 . . . ∃vt ∈ Vxtt ∃ {w1 , . . . , wp } ∈ S p : {w1 , . . . , wp , v1 , . . . , vt } is a (p + t)-cliqe in G.


At level ℓ ≤ t of the search, the setup we prepare takes the form of sets Sup+ℓ u∈V at
the nodes, where Sup+ℓ ⊆ V (p+ℓ) is a set of (p + ℓ)-cliques in G that node u has learned about.
When initiating the search (“ℓ = 0”), we are given {Sup }u∈V . The algorithm Sℓ that prepares
the setup for level ℓ ≥ 1 is as follows:
Every node u ∈ V broadcasts the subset of Vxℓℓ that it is neighbors with:

Nu,xℓ = v ∈ Vxℓℓ : {u, v} ∈ E .
Locally, each node u ∈ V prepares Sup+ℓ , by listing all the (p + ℓ)-cliques that it can form
by taking a (p + ℓ − 1)-clique from Sup+ℓ−1 and appending to it a node from Vxℓℓ :
n
Sup+ℓ = {v1 , . . . , vp+ℓ } ∈ V (p+ℓ) : {v1 , . . . , vp+ℓ−1 } ∈ Sup+ℓ−1 ,
vp+ℓ ∈ Vxℓℓ , and for each i = 1, . . . , p + ℓ − 1 we have vp+ℓ ∈ Nvi ,xℓ .
The final algorithm C that evaluates f (x1 , . . . , xt ) simply has each node u inform the leader
whether Sup+t is empty or not. If there is some node u with Sup+t ̸= ∅, the leader outputs ’1’,
and otherwise ’0’.
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Complexity. The size of the ℓ-th level partition is chosen to as to balance the setup cost
against the time required for the remainder of the nested search: at level ℓ, the setup cost is
t−ℓ
|Vxℓℓ | = sℓ = n1−1/2 . Using Lemma
5, a backwards induction on ℓ shows the cost for levels

t−ℓ

ℓ + 1, . . . , t of the search is Õ n1−1/2
, matching the setup cost. The cost of the entire


t
search (i.e., levels ℓ = 1, . . . , t) is Õ n1−1/2 .
◀
By combining the classical clique-listing algorithm of [12] with Theorem 7, we obtain an
algorithm for detection of Kp which improves on the state-of-the-art classical algorithm for
p ≥ 5.
▶ Theorem 8. Given a graph G = (V, E) and a clique size p ≥ 5, it is possible to detect
1
2
whether there exists an instance of Kp in G within Õ(mint∈N max{n1− p−t , n1− 2t }) rounds
of the Quantum Congested Clique model.
For instance, for p = 5, by taking t = 1, we get K5 -detection in Õ(n1/2 ) rounds of the
Quantum Congested Clique model, improving on the classical runtime of Õ(n3/5 ). We
note that Õ(n1/2 ) is the time required to classically list K4 , so the quantum-search-based
extension from 4-cliques to 5-cliques is “for free”.

4

Detection from Listing in the Quantum Congest Model

This section is devoted to the proof of Theorem 2.
▶ Theorem 2. There exists a quantum algorithm that solves p-clique detection with success
probability at least 1 − 1/ poly(n) in the Quantum Congest model with complexity Õ(n1/5 )
for p = 3, and Õ(n1−2/(p−1) ) for p ≥ 7.
We begin with the proof for triangle detection in Quantum Congest, and then proceed
with Kp detection for p ≥ 7.
At a very high level, our algorithms in this section use the framework of decomposing the
graph into clusters of high conductance and working within each cluster in order to find the
required subgraph, and then recursing over the edges remaining outside of clusters. To work
within a cluster, throughout this section we will use the following expander decomposition
and routing theorems.
Preliminaries. We begin by defining the notions of mixing time and conductance, which
are used in the context of the expander decomposition. We note that we do not use these
definitions directly, but rather, we use previously-proven lemmas that use these properties to
obtain efficient routing or simulation procedures on such graphs.
|E(S,V \S)|
The conductance of a graph G is Φ(G) = minS⊆V min(|E(S,V
)|,|E(V,V \S)|)| , is the worstcase ration between the number of edges crossing a cut in the graph, and the number of
edges contained on either side of the cut.
The conductance is related to the mixing time of the graph, which, informally, is the
number of steps required for a random walk starting from any vertex u to become close to
its stationary distribution, where the probability of being at any given vertex v is roughly
degree(v)/2m. The mixingtime of a graph G is denoted

 τmix (G), and it is related to the
log n
1
conductance as follows: Θ Φ(G) ≤ τmix (G) ≤ Θ Φ2 (G) (see Corollary 2.3 in [24]).
▶ Lemma 9 ([9, 4]). Let δ > 0 such that m = n1+δ . For any ϵ ∈ (0, 1), and constant
γ ∈ (0, 1), there is a constant aγ > 0 dependent only on γ, such that a decomposition can
be constructed in Õ(nγ ) rounds, with high probability, in which the edges of the graph are
partitioned into two sets, Em , Er , that satisfy the following conditions:
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1. Each connected component (cluster) C of Em has conductance Φ(C) ≥ (ϵ/ log n)aγ , and
has average degree at least ϵnδ .
2. For any cluster C and node v ∈ VC , degVC (v) ≥ (ϵ/ log n)aγ degV \VC (v).
3. Er ≤ ϵm.
▶ Theorem 10 (Expander routing [9, 19]). Suppose τmix (G) = polylog(n) and let 0 ≤ γ ≤ 1
be a constant. There is an O(nγ )-round algorithm that pre-processes the graph such that
for any subsequent routing task where each node v is a source and a destination of at most
L · deg(v) messages of O(log n) bits, all messages can be delivered in L · logα (n) rounds of
the Congest model, with high probability, where α is a constant that depends only on γ.

4.1

Õ(n1/5 )-Round Triangle Detection in the Quantum Congest Model

In this section we show an Õ(n1/5 )-round triangle detection algorithm in Quantum Congest.
That is, we prove the following theorem, which is part of Theorem 2.
▶ Theorem 11. There exists an algorithm that solves triangle detection with success probability
at least 1 − 1/ poly(n) in the Quantum Congest model with complexity Õ(n1/5 ).
As observed in [8, 9] (see also Theorem 4 in [22]), it is sufficient to solve this problem
in high conductance graphs (with some additional edges incident to this graph) in order
to obtain an algorithm for general graphs. Our Quantum Congest algorithm shares
many similarities with the Õ(n1/5 ) triangle detection quantum algorithm in the Quantum
Congested Clique shown in Section 3, but requires a more “sparsity aware” approach for
it to work in this more restricted model.
Specifically, in the FindTriangleInSubnetwork problem, as defined in [22], the
input network G′ = (V ′ , Ein ∪ Eout ) is a connected network such that the mixing time
of the graph Gin = (V (Ein ), Ein ) is at most O(polylog(n)) (e.g., its conductance is at
least Ω(1/ polylog(n))), and each edge in Eout is incident to a node in V (Ein ) so that
degGin (v) ≥ degG′ −Gin (v) for every node v ∈ Gin , and the goal of the network is to determine
whether G′ is triangle-free.
▶ Theorem 12 ([8, 9], Theorem 4 in [22]). Assume that there exists an r-round distributed
Quantum Congest algorithm A that solves the FindTriangleInSubnetwork problem
with probability at least 1−1/n3 and uses only the edges in Ein ∪Eout for communication. Then
there exists an O(r log n + n0.1 )-round Quantum Congest algorithm that solves the triangle
finding problem over the whole graph G = (V, E) with probability at least 1 − 1/ poly(n).
In the remainder of this subsection we describe an algorithm in Quantum Congest
for the problem FindTriangleInSubnetwork, which assumes the input network has the
restrictions mentioned above. We then plug this algorithm into Theorem 12 and obtain
Theorem 11 as claimed. Specifically, we prove the following.
▶ Theorem 13. There exists an algorithm that solves the FindTriangleInSubnetwork
problem with success probability at least 1 − 1/n3 in the Quantum Congest model with
complexity Õ(n1/5 ).
Denote by min = |Ein | and by nin = |V (Ein )| the number of edges and vertices inside
the high conductance graph respectively, and by m̄ = |Ein ∪ Eout |, n̄ = |V ′ | the number of
edges and vertices in G′ respectively. Denote δ > 0 such that m̄ = n̄1+δ , that is, O(n̄δ ) is
the average degree in G′ .
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Computation units. Since degGin (v) ≥ degG′ −Gin (v) for every node v ∈ Gin , there is a
constant c > 1 such that m̄ ≤ cmin . We define a computation unit to be a paired set (v, Ẽ)
where v ∈ V (Ein ), Ẽ ⊆ Ein , and such that |Ẽ| = ⌊n̄δ /(2c)⌋ and all edges in Ẽ are incident to
v. We say that the node v is the core of the computation unit. Notice that a node can be a
core of multiple computation units. A set of computation units is called pairwise-disjoint if
for any two computation units (v1 , E1 ), (v2 , E2 ) in the set, either the cores are different, i.e.,
v1 ̸= v2 , or the edges E1 and E2 are disjoint.
The reason we define computation units is as follows. In a nutshell, our algorithm will
split the edges of the input into sets, such that each set defines a triangle finding task of
checking whether any three edges in the set form a triangle and such that all possible triplets
of edges are checked. To do so, we need to assign all such tasks to the nodes. However,
a node with a smaller degree can receive less information to check compared with a node
with a higher degree. This is where the computation units come into play: Each core of a
computation unit will use the edges of its unit to send and receive information, so that it can
process edges associated with a single such task. Now, the bandwidth of a node with a high
degree will be exploited by having this node be a core of more computation units, and hence
it will be responsible for solving more such tasks, compared with a node of a smaller degree.
First, we show that we have sufficient computation units. Consider a node v with internal
degree at least n̄δ /2c and split its edges into disjoint sets of size ⌊n̄δ /2c⌋, and a remainder
set of edges of size at most ⌊n̄δ /2c⌋. Mark each such set of size ⌊n̄δ /2c⌋ as a computation
unit with the node v as its core.
▶ Lemma 14. In the process above, the set of marked computation units is pairwiseindependent and is of size at least n̄/2.
Proof. We note that the set is indeed pairwise independent, as for each node v the edges of
the computation units with node v are edge-disjoint.
Recall that m̄ ≤ cmin for the constant c > 1. Assume by contradiction that there are less
than n̄/2 computation units marked. Consider a graph G̃in that is defined as a subgraph of Gin
after removing all edges participating in any marked computation unit. By the assumption on
the number of computation units and by the bound on the number of edges in a computation
unit, there are at most (n̄/2) · ⌊n̄δ /2c⌋ = n̄1+δ /4c edges removed. This implies that the
number of edges in G̃in is at least min − n̄√1+δ /4c ≥ cm̄− n̄1+δ /4c = n̄1+δ (c−1/4c) ≥ n̄1+δ /2c,
where the last inequality holds for c ≥ 3/4, which we have since c > 1.
This implies that the average degree in G̃in is at least n̄1+δ /2cnin ≥ n̄1+δ /2cn̄ ≥ n̄δ /2c,
which implies that there is at least one node v with degree n̄δ /2c in G̃in , which contradicts
the process above, as v could have marked an additional computation unit.
◀
The above process of constructing computation units can easily be computed by each node
separately. Thus, in order to prove Theorem 13, we need a way to make the computation
units globally known, in the sense that each has a unique identifier that is known to all nodes.
To this end, we will use the following technical claim.
▷ Claim 15 ([8] variant of Lemma 4.1). Let G = (V, E) be a graph with polylog(n) diameter.
Assume every node has some integer value f (v) which fits in a single O(log n) bit message.
It is possible to give every node v in the network a new unique identifier iv ∈ [n], such that
there is a globally known function f˜ : [n] → N that any node u can locally compute any of
its values, and such that f˜(iv ) is a 2-approximation to f (v) for all v ∈ V . This algorithm
requires polylog(n) rounds of the Congest model.
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We will also need the ability to have a leader node that coordinates quantum searches.
To implement a leader, the diameter of the network naturally gets into the round complexity.
Luckily, in [13], it was shown that for any H-freeness problem (i.e., H-detection), we may
assume without loss of generality that the network has small diameter, stated as follows.
▶ Lemma 16 ([13]). Consider an H-freeness problem, where |H| = k. Let A be a protocol
1
′
that solves P in time T (n, D) with error probability ρ = o( n log
n ). There is an algorithm A
2
that solves P with round complexity Õ(T (n, O(k log n)) + k log n) and error probability at
1
, for some constant c.
most cρn log n + poly(n)
Using the above diameter reduction technique, we assume that the diameter of the network
is O(polylog(n)). Moreover, we assume that the network computes a leader node v ∗ and a
BFS tree rooted at v ∗ , which can be done by the network in O(polylog(n)) rounds.
The last ingredient that we need is the notion of k-wise independent hash functions. For
two integers a, b we say that a function f : [a] → [b] is a k-wise independent hash function if
for any k distinct elements x1 , . . . , xk ∈ [a] and any k elements y1 , . . . , yk ∈ [b], it holds that
Pr(f (x1 ) = y1 ∧ · · · ∧ f (xk ) = yk ) = 1/bk .
We will use the following tail bound for bounding the size of a given bin in a k-wise
independent hash function.
▶ Lemma 17 ([29],Theorem 5(II)(b)). If X is the sum of k-wise independent random variables,
each of which is confined to the interval [0, 1] and has µ = E[X], then for α ≥ 1 and assuming
k ≤ ⌈αµe−1/3 ⌉,
Pr(|X − µ| ≥ αµ) ≤ e−⌊k/2⌋ .
We are now ready to prove Theorem 13.
Proof of Theorem 13. First, each node splits its edges into computation units as describe
above. This is done locally without communication. By Lemma 14, there are at least n̄/2
computation units.
Recall that by Lemma 16, we can assume that the diameter of G′ is O(polylog n). The
nodes run the procedure of Claim 15 to give to each node v a new unique ID iv in [n̄], such
that there is a globally known function f˜ : [n] → R that any node u can locally compute
any of its values, and such that for any v ∈ V , f˜(iv ) is a 2-approximation to the number of
computation units of v. Using this knowledge, the network gives a unique ID in ⌊n̄/4⌋ to a
set of ⌊n̄/4⌋ marked computation units, such that all nodes know for each such computation
unit its node ID (this can be done locally since the function f˜(iv ) is globally known). Note
that we have ⌊n̄/2⌋ marked computation units, but we can only promise global knowledge of
a 2-approximation on their number. This stage completes in O(polylog n) rounds.
Following this, using standard computation of a maximum value, the nodes of the network
find the node v ∗ in Gin with the highest ID and mark it as the leader node. The nodes then
construct a BFS tree of G′ from v ∗ and, using the BFS tree, v ∗ propagates O(polylog n)
unused random bits to the rest of the network. Since the diameter of the network is at most
O(polylog n), the above needs at most O(polylog n) rounds.
Using the the propagated random bits, the nodes choose at random two hash functions,
hA : [n̄] → [n̄2/5 ] and hS : [n̄] → [n̄1/5 ], uniformly and independently from a Θ(log n)wise independent hash function family. Let A = {A1 , . . . , An̄2/5 } be the sets such that
Ai = {v | hA (v) = i}, and let S = {S1 , . . . , Sn̄1/5 } be the sets such that Si = {v | hS (v) = i}.
Now, let P be a partition of the computation units of Gin into n̄4/5 sets of size at least
n̄1/5 /4 each. We arbitrarily index the sets in P by Pi,j for 1 ≤ i, j ≤ n̄2/5 , and associate
each set Pi,j in P with a pair of sets (Ai , Aj ). In addition, for each 1 ≤ i, j ≤ n̄2/5 and
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each computation unit Ci,j,ℓ in Pi,j (for ℓ in a range from 1 to a value that is at least
n̄1/5 /4), we associate Ci,j,ℓ with at most 4 sets in S (this is possible as there are at least
n̄1/5 /4 computation units in each Pi,j and n̄1/5 sets in S). We denote the sets in S that are
associated with Ci,j,ℓ by Si,j,ℓ,1 , . . . , Si,j,ℓ,4 (the indices i, j can be omitted by being using
the same 4 sets depending only on ℓ and being the same for every i, j).
The algorithm proceeds in two phases: For the first phase, consider a set of computation
units Pi,j in P , and define E1 (i, j) = E(Ai , Aj ). In the first phase, for each 1 ≤ i, j ≤ n̄2/5 ,
each core v of a computation unit in part Pi,j of P learns all edges in E1 (i, j). As hA is a
pairwise-independent hash function, for an edge {u, w}, we have Pr(hA (u) = i ∧ hA (w) =
j) = (1/n̄2/5 )2 = 1/n̄4/5 . Therefore, the number of edges that a core v is required to learn in
expectation is E(|E1 (i, j)|) = m̄/n̄4/5 = n̄δ+1/5 .
By the tail bound of Lemma 17, since we use an Ω(log n)-wise independent hash function
family (this is a logarithm of the total number of nodes n), the number of these edges is at
most Õ(n̄δ+1/5 ) w.h.p. (in n). Therefore, the core of a computation unit may learn these
edges in Õ(n̄1/5 ) rounds using the routing scheme of Theorem 10 with a sufficiently small γ
(since we have a degree of O(n̄δ ) in Gin for the core using edges of this computation unit
alone).
We now have that for every i, j, there are at least n̄1/5 /4 computation units (those in
Pi,j ), whose cores know all edges in E(Ai , Aj ). Each such core is associated with 4 sets
Si,j,k,1 , . . . , Si,j,k,4 , and what we would like to do in the second phase is for each core to
check all edges from one of its S sets to nodes in Ai , Aj and detect a triangle. To leverage
the power of the distributed Grover search, we split the task of each core into subtasks on
which we can apply Lemma 4.
Formally, for the second phase, we define for each Si an arbitrarily split of Si into n̄2/5
(1)
(n̄2/5 )
batches, each of size Õ(n̄2/5 ) nodes, and denote these batches by Si , . . . , Si
. We define
the following protocols A1 , . . . , An̄2/5 . The protocol Ar is defined as follows: For each k such
(r)
that 1 ≤ k ≤ n̄1/5 and for each 1 ≤ r ≤ n̄2/5 , let E2 (i, j, k, r) = {(u, w) | u ∈ Sk ∧ w ∈
Ai ∪ Aj }. In the protocol, each core v of a computation unit Ci,j,ℓ in Pi,j learns all edges of
(r)
E2 (i, j, k, r) for at most 4 values of k which are assigned to it. Since a set Sk has Õ(n̄2/5 )
(r)
nodes, the number of edges to be collected between nodes of Sk and Ai ∪Aj is in expectation
1+δ
2/5
3/5
δ
E(|E2 (i, j, k, r)|) = n̄
· (n̄ /n̄) · (n̄ /n̄) = Õ(n̄ ). By the tail bound of Lemma 17, the
number of these edges is at most Õ(n̄δ ) w.h.p. (in n), therefore the computation unit may
learn these edges in Õ(1) rounds using the routing scheme of Theorem 10. A computation
unit in Pi,j rejects if there is a triangle contained in E1 (i, j) ∪ E2 (i, j, k, r) for any of the 4
values of k which are assigned to it. Using the BFS tree, the network determines whether
there was a computation unit that rejected, rejects if so, and otherwise accepts (notice that
this propagation would not be needed in a non-quantum algorithm, as it is sufficient that
one node rejects, but here we need the leader v ∗ to know this information).
The way these protocols are exectued is as follows. In the second phase, the leader v ∗
performs the quantum procedure described in Lemma 4 on A1 , . . . , An̄2/5 . Therefore, by
Lemma 4, the quantum protocol rejects if√and only if the network rejects in at least one of
these procedures, and terminates after Õ( n̄2/5 ) = Õ(n̄1/5 ) = Õ(n1/5 ) rounds.
Correctness. If the graph is triangle-free then the network accepts, as a core v of a
computation unit only rejects if it detects a triangle in the edges E1 (i, j) ∪ E2r (k) for some
appropriate parameters i, j, r, k. Otherwise, let {v1 , v2 , v3 } be vertices of a triangle in G′ .
Let i, j ∈ [n̄2/5 ] such that v1 ∈ Ai , v2 ∈ Aj and let Pi,j be the set of computation units to
(r)
which the pair Ai , Aj is mapped. Let k ∈ [n̄1/5 ] and r ∈ [n̄2/5 ] such that v3 ∈ Sk and let
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w ∈ Pi,j be the core of a computation unit in Pi,j to which Sk is mapped. We note that
the triangle is contained in E1 (i, j) ∪ E2 (i, j, k, r), and therefore the network rejects in the
protocol Ar , and hence our algorithm rejects as well.
◀

4.2

Quantum Detection of Kp for p ≥ 7

We now show our method for enhancing the Kp -listing algorithm of [4] with a quantum
procedure that allows us to detect a Kp+1 instance. To ease the notation, we will be using
p + 1 for the size of the clique that we are detecting, and hence note that the following
statement is shifted, i.e., holds for p ≥ 6.
▶ Theorem 18. There exists a quantum algorithm that solves (p + 1)-clique detection with
success probability at least 1 − 1/ poly(n) in the Quantum Congest model with complexity
Õ(n1−2/p ), for p ≥ 6.
In a nutshell, the algorithm uses a conductance decomposition, and works on clusters in
parallel. There are three ways in which the Kp -listing algorithm of [4] may find instances
of Kp . The first two ways involve having a node learn its induced 2-hop neighborhood, and in
these cases, this clearly gives detection of a Kp+1 instance if such an instance exists, without
further effort on our part. The third case is where we diverge from the algorithm of [4] by
incorporating Grover searches inside the clusters, using Lemma 4.
During the algorithm, some parts use a simple listing of the edges in a node’s induced
2-hop neighborhood. For completeness, we state here a formal claim and proof of how this is
done.
▷ Claim 19. Given a graph G = (V, E), and some value α, every node v such that deg(v) ≤ α
can learn its induced 2-hop neighborhood in at most O(α) rounds of the Congest model.
Proof of Claim 19. Let v be such a node. Node v iterates over its at most α neighbors. When
it considers neighbor i, it sends a message to all its neighbors asking if they neighbor i, to
which they each respond whether or not they have an edge to node i. At the end of the
iterations, after O(α) rounds, node v knows all of its induced 2-hop neighborhood.
Notice that it does not matter if v has a neighbor u which also tries to perform this
search in parallel to v, in the odd rounds v and u just sends queries to each other across
their shared edge, and in the even rounds they each respond to one another.
◁
We are now ready to prove Theorem 18.
Proof of Theorem 18. We begin by briefly explaining the Kp listing algorithm of [4]. The
algorithm of [4] works in iterations, which are composed of stages. In every stage, some Kp
in the graph may be listed. We split the listed Kp instances according to the stage in the
algorithm in which they are listed. For each stage, we show how to detect in a quantum
manner if there is an instance of Kp that is listed in that stage which can be extended to
(i.e., is a part of) an instance of Kp+1 . As such, if there is any instance of Kp+1 in the graph,
then we will certainly detect this as some instance of Kp could be extended to it.
We now show the Kp listing algorithm, and interject at appropriate places in order to
perform quantum searches. Each iteration of the algorithm of [4] consists of the following
steps.
1. Exhaustive search detection stage. Every node v with degree O(n1/2 ) learns its
induced 2-hop neighborhood in O(n1/2 ) rounds using Claim 19, lists any cliques which it
sees involving itself, and removes itself, along with its incident edges from the graph.
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Detection of Kp+1 : In particular, because the entire induced 2-hop neighborhood is
learned, any instance of Kp that is listed that can be extended to an instance of Kp+1
can be immediately listed in this way even without further communication, which proves
our claim for this stage.
2. Graph decomposition and cluster exhaustive search detection stage. An
expander decomposition is computed according to Lemma 9, with γ = 0.1 (any small
constant would do here), while the above ensures that the average degree in the graph
(and thus in the clusters, due to Lemma 9) is at least Ω(n1/2 ). In clusters with O(n1−2/p )
nodes, each node learns its induced 2-hop neighborhood in G using Claim 19 and lists all
the instances of Kp which it is a part of, and finally removes itself and its incident edges
from the graph. Because Lemma 9 promises that the number of edges that leave C is at
most Õ(|EC |), where EC is the set of edges inside C, then this completes in Õ(n1−2/p )
rounds.
Detection of Kp+1 : As in the previous stage, because of the exhaustive search nature
of this stage, we again obtain that any instance of Kp that is listed that can be extended
to an instance of Kp+1 can be immediately listed in this way even without further
communication, which proves our claim for this stage.
3. Cluster listing. Within every remaining cluster C, some nodes are designated as good
and the rest as bad. For a good node v, the nodes of C learn amongst themselves
(collectively, not necessarily by a single node, and in particular not necessarily by v itself)
all the edges in the induced 2-hop neighborhood of v. That is, the nodes of C request
from the nodes neighboring the cluster to send in edges from outside C to nodes inside
C, such that all the induced 2-hop neighborhood of v is known to the nodes in C. Now,
the nodes in C ensure that every instance of Kp involving v and at least one other node
in C is becomes known to some node in C – that is, these Kp instances are listed by C.
The good nodes are then removed from the graph along with all of their edges.
This concludes the description of the Congest algorithm in [4]. The exact definition of good
nodes is not required for our purpose. The proof of [4] shows that each iteration completes
within Õ(n1−2/p ) rounds, and that after poly log(n) iterations the remaining graph is empty
and hence Õ(n1−2/p ) rounds are sufficient for the entire algorithm.
The cluster quantum detection stage. We now provide the quantum procedure that we
run after the above Cluster listing stage, in order to detect an instance of Kp+1 that
contains an instance of Kp that was listed during this stage. First, let the C-degree of a node
be its number of neighbors in C, let µC be the average C-degree of nodes in C, and let H(C)
be the high C-degree cluster nodes, namely, those of C-degree Ω(µC ). Notice that due to the
invocation above of Lemma 9, it holds that µC = Ω(n1/2 ). A more precise description of the
algorithm in [4] is that the induced 2-hop neighborhood of each good node v becomes known
to the nodes in H(C) rather than to any node in C. Second, denote by N + (C) the set of
nodes which have a neighbor in C (this includes all of C as C is connected, by definition) and
by N (C) = N + (C) − C the neighbors of C outside of C. In the above Cluster listing stage
we piggyback the degree (not C-degree) of every node in N (C) onto the messages containing
its edges, so that the degrees of all nodes in N (C) are also known to nodes of H(C).
The quantum process starts with the following. The nodes in C elect some arbitrary
leader vC ∈ H(C). This can be done in poly log(n) rounds because this is a bound on the
diameter of the cluster, by Lemma 9. The nodes of H(C) now broadcast within H(C) the
degrees of all the nodes in N (C). This is done in two steps. In the first step, each node in
H(C) sends vC the degrees of nodes in N (C) which it knows about. As every node sends

ITCS 2022

35:18

Quantum Distributed Algorithms for Detection of Cliques

and receives at most |N (C)| = O(n) pieces of information, and every node in H(C) has
C-degree at least Ω(µC ) = Ω(n1/2 ), this takes at most Õ(n1/2 ) rounds, using the routing
algorithm of Theorem 10 with a sufficiently small γ. In the second step, vC makes this
information known to all nodes in H(C) using a simple doubling procedure: in each phase of
this procedure, each informed node shares the information with a unique uninformed node.
Each phase completes in Õ(n1/2 ) rounds by the same argument using the routing algorithm
of Theorem 10, and the number of phases is logarithmic. In a similar fashion, the nodes in
H(C) learn all the degrees of the nodes in C.
Knowing the degrees of all nodes in N + (C), the nodes H(C) bucket N + (C) by degrees.
+
That is, they compute N + (C) = N1+ (C), . . . , Nlog
n (C), such that the degree of any v ∈
+
i−1
i
Ni (C) is in [2 , . . . , 2 ). Our goal is to iterate over the log n buckets, whereby in each
bucket we check whether a node v in Ni+ (C) can be used to extend some Kp instance, which
is already listed by H(C), into an instance of Kp+1 . This is done as follows.
Fix an i between 1 and log n. We perform a Grover search over v ∈ Ni+ (C) using vC as
the leader of the search: In each query (i.e., over such a v), we broadcast within H(C) all the
neighbors of v which are known to H(C), in order to try to extend any Kp listed by H(C)
to a Kp+1 involving v. Let κp be such a Kp . As it is listed by H(C), it must involve at least
one good node in C, denoted g ∈ κp . Further, recall that every edge in the induced 2-hop
neighborhood of g is known to H(C). Thus, if v that can be used to extend κp to an instance
of Kp+1 , all the edges between v and κp are known to the nodes of H(C). Therefore, if we
manage to broadcast in H(C) all the edges incident to v that are known to H(C), then if
there is a way to use v to extend a Kp listed by H(C) to a Kp+1 , we will certainly find it.
Similarly to the above analysis, using the routing algorithm of Theorem 10 and the doubling
procedure, we broadcast within H(C) the edges incident to v which are known to H(C).
This completes in O(2i /µC + 1) rounds, as the degree of v is at most 2i .
In order to conclude the proof, we need to bound the size of each Ni+ (C). iIn order to
obtain the bound on the size of Ni+ (C), we compute an upper bound on the number of all
edges incident to nodes in N + (C) and use the bound on degrees of nodes in the bucket. To
P
this end, we wish to show that v∈N + (C) deg(v) = Õ(n·µC ). To do so, we split the edges into
three categories: E1 – edges with both endpoints in C; E2 – edges with one endpoint in C; E3
– edges with both endpoints not in C. As µC is the average C-degree of the nodes in C, and
n is the number of nodes in the entire graph, implying |C| ≤ n, it holds that E1 = O(n · µC ).
It is ensured in Lemma 9 that for every v ∈ C, it holds that deg(v) = Õ(degC (v)), where
degC (v) is the C-degree of v, implying |E2 | = Õ(|E1 |) = Õ(n · µC ). Further, it is ensured in
Lemma 9 that |E3 |/n = Õ(|E1 |/|C|) = Õ(µC ), implying that |E3 | = Õ(n · µC ). Thus, for
every Ni+ (C), due to the degrees in the bucket and due to the pigeonhole principle, it must
be that |Ni+ (C)| = Õ(n · µC /2i ). Further, as n is the number of nodes in the graph, it also
trivially holds that |Ni+ (C)| ≤ n. All in all, we get that |Ni+ (C)| = Õ(min{n, n · µC /2i }).
Finally, we can analyze the round complexity of the algorithm. The Kp listing algorithm
is shown in [4] to take Õ(n1−2/p ) rounds. For each i, the checking procedure in our Grover
search takes Õ(2i /µC + 1) rounds. For every i such that 2i /µC ≤ 1, the checking procedure
takes O(1), and |Ni+ (C)| = Õ(n), implying that the Grover search takes a total of Õ(n1/2 )
rounds, using Lemma 4. For every i such that 2i /µC > 1, the checking procedure takes
+
i
i
Õ(2i /µC + 1) = Õ(2
p/µC ), and |Nii (C)| = Õ(np· µC /2 ), implying that the Grover search
takes a total of Õ( n · µC /2i · (2 /µC )) = Õ( n · (2i /µC )) rounds, using Lemma 4. As
2i = O(n) and µC = Ω(n1/2 ) (due to the guarantees of the invocation of Lemma 9, as stated
above), this takes at most Õ(n3/4 ) rounds.
We thus have that our quantum algorithm for detecting an instance of Kp+1 for p ≥ 5
completes in Õ(n3/4 + n1−2/p ) rounds, with probability at least 1 − 1/ poly(n).
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We note that we can decrease the Õ(n3/4 ) part of the complexity, by slightly changing
the listing algorithm of [4]. That is, the algorithm stated there performs Kp listing in
Õ(n1−2/p ) rounds, while ensuring µC = Ω(n1/2 ). It is implied in the proofs in [4] that, for
any 1/2 ≤ δ < 1, one can pay an additional Õ(nδ ) rounds (by performing an exhaustive
search, as done in Claim 19) in order to ensure µC = Ω(nδ ). Further, notice that our Grover
1/2
searches take a total of Õ(n1/2 + n/µC ) = Õ(n1/2 + n1−δ/2 ) rounds.
All in all, for any 1/2 ≤ δ < 1, our algorithm requires Õ(n1−2/p + nδ + n1/2 + n1−δ/2 ) =
Õ(n1−2/p + nδ + n1−δ/2 ) rounds. One can set δ = 2/3, giving a final algorithm running in
Õ(n1−2/p + n2/3 + n1−1/3 ) = Õ(n1−2/p + n2/3 ) = Õ(n1−2/p ) rounds, where the last transition
is since p ≥ 6.
◀

5

Faster Clique Detection in the Quantum Congested Clique Model

We present here an approach that improves upon our approach in Section 3 by taking
into consideration which clique nodes know of which copies of Kp : instead of treating the
Kp -listing algorithm as a black box, we explicitly use the Kp -listing algorithm of [12], so that
we know which copies of Kp will be listed by each clique node, and what other information
that node already has. We then search for (p + t)-cliques by having each clique node learn
only the edges that it needs to check if the p-cliques it has listed can be extended. (In the
previous approach, edges could be learned by nodes that had no use for them, since they
were not adjacent to any p-clique that the node had listed.)
Throughout this section we use the following notation: we let (S1 , . . . , Sk ) denote the
S
Cartesian product S1 ×. . .×Sk . Also, we denote by E(S1 , . . . , Sk ) the edges E∩ i̸=j (Si × Sj )
that cross between any two sets Si , Sj .
For presenting our algorithm for a general p, we first shortly review the listing algorithm
of Dolev et al. [12]. Fix an arbitrary partition S1 , . .. , Sn1/p of the nodes of V , such that
p
|Si | = n1−1/p for each i, and a 1:1 mapping
g : V → 1, . . . , n1/p assigning to each node

p
v ∈ V a p-tuple g(v) = (i1 , . . . , ip ) ∈ 1, . . . , n1/p . We assume for simplicity that n1/p is an
integer; otherwise, we can adjust the set size to an integer, without changing the asymptotic
complexity of the algorithm.
For each node v ∈ V and index j ∈ {1, . . . , p}, let Tjv = Sg(v)j . (That is, if g(v) =
Sp
(i1 , . . . , ip ), then T1v = Si1 , . . . , Tpv = Sip .) Also, let T v := j=1 Tjv . Node v is responsible for
listing all p-cliques (u1 , . . . , up ) ∈ (T1v , . . . , Tpv ). To do so, node v needs to learn all edges in
E(T1v , . . . , Tpv ); there are at most p(n1−1/p )2 = O(n2−2/p ) such edges, which, using Lenzen’s
routing scheme, can be collected in O(n2−2/p−1 ) = O(n1−2/p ) rounds. After collecting the
edges in E(T1v , . . . , Tpv ), node v locally enumerates all p-cliques it sees.

×

×

5.1

Kp+1 -Detection from Kp -Listing

We start by showing how to use the Kp listing algorithm for obtaining Kp+1 -detection, stated
as follows.
▶ Theorem 20. For any p
≥
3, the Kp+1 -detection problem
Quantum Congested Clique can be solved in Õ(n(1−1/p)/2 + n1−2/p ) rounds.

in

the

Proof. First, we let each node v ∈ V collect all edges in E(T v × T v ), and list all cliques in
(T1v , . . . , Tpv ), as described above.
Our goal now is for each node v ∈ V to check whether there is a node u ∈ V that extends
a p-clique found by node v in the previous step into a (p + 1)-clique. In other words, node v
searches for (p + 1)-cliques in (T1v , . . . , Tpv , V ).

×

×
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To speed up the search, we partition the nodes of V into n1−1/p batches, Q1 , . . . , Qn1−1/p ,
each of size n1/p . We then use a Grover search (Lemma 4) to find an index i such that
(T1v , . . . , Tpv , Qi ) contains a (p + 1)-clique (or determine that there is no such i).
We denote by Ai a query for determining whether (T1v , . . . , Tpv , Qi ) contains a (p + 1)clique, and we now describe how each query is implemented. In Ai , node v needs to collect all
S
edges in E(T, Qi ); recall that T = j=1 Tjv , and its size is |T | ≤ p · n1−1/p . Since |Qi | = n1/p ,
the number of edges v needs to learn about is n1−1/p · n1/p = n, and using Lenzen’s routing
scheme. this can be done in a single round. After learning the relevant edges, node v locally
searches for a (p + 1)-clique contained in the edges it has learned; it outputs “yes” if and
only if it finds one.
The running time of the resulting algorithm is as follows. Executing√ the Kp -listing
algorithm from [12] requires O(n1−2/p ) rounds. The Grover search requires n1−1/p queries,
each requiring a single round. Using Lemma 4, the overall running time is therefore
Õ(n(1−p)/2 ) for the quantum search, in addition to the O(n1−2/p ) rounds required for
Kp -listing. Specifically, for K4 -detection (p = 3), the total running time we obtain is
Õ(n1−2/3 + n1/2−1/6 ) = Õ(n1/3 ).
◀

×

×

Theorem 20 gives, combined with the algorithm of Section 3.1, the statement of Theorem
1 in the introduction.

5.2

Kp+t -Detection from Kp -Listing

Now, we prove the following theorem, which shows how to obtain Kp+t -detection from
Kp -listing.
▶ Theorem 21. Given a graph G = (V, E) and values p, t such that t ≤ 1 + log (p − 1), it is
t
possible to detect if G contains an instance of Kp+t in Õ(n(1−1/p)(1−1/2 ) + n1−2/p ) rounds
of communication in the Quantum Congested Clique, w.h.p.
Optimizing our results over all choices of p, t yields the following:
▶
Corollary
22. The
time
required
Quantum Congested Clique is



t
Õ
min
n(1−1/p)(1−1/2 ) + n1−2/p
.

to

solve

Kp+t -detection

in

p,t:t≤1+log(p−1)

Proof of Theorem 21.
High-level overview. We again first let each node v ∈ V collect all edges in E(T v × T v ),
and list all cliques in (T1v , . . . , Tpv ). Now we want to solve (p + t)-clique detection, having
already listed all p-cliques using the algorithm of [12].
To do this, we generalize the +1 extension from the previous section using a recursive
search procedure, checkk (P1 , . . . , Pk , F ) where k ≤ p + t. The procedure is given k sets of
nodes, P1 , . . . , Pk ⊆ V , and the set F of all edges in E(P1 , . . . , Pk ); it recursively checks
whether there is a k-clique (u1 , . . . , uk ) ∈ (P1 , . . . , Pk ) that can be extended into a (p + t)clique. The recursion begins at k = p, with the sets P1 = T1v , . . . , Pp = Tpv , and the edges that
node v collected in the pre-processing stage; the recursion terminates at k = p + t, where node
v enumerates all (p + t)-tuples (u1 , . . . , up+t ) ∈ P1 × . . . × Pp+t and checks using the edges of
F whether one of them forms a (p + t)-clique. Next, we explain how each internal level of the
recursion is implemented. Fix t predetermined partitions of the nodes of V , where the i-th
ri
partition is given by Xi1 , . . . , Xin for a parameter ri ∈ (0, 1), and all subsets in each partition

×

×
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ri

have the same size: |Xi1 | = . . . = |Xin | = n1−ri . (We assume again for simplicity that nri is
an integer.) For i ∈ {0, . . . , t − 1}, when checkp+i (P1 , . . . , Pp+i , F ) is called, node v uses a
j
j
Grover search to check if there is some set Xi+1
such that checkp+i (P1 , . . . , Pp+i , Xi+1
, F ′)
j
returns true, where F ′ = E(P1 , . . . , Pp+i , Xi+1 ). Each query Aj in the Grover search takes
the index j ∈ [nri ] as input, learns all the edges in F ′ \ F (the edges of F are already known),
j
and calls checkp+i+1 (P1 , . . . , Pp+i , Xi+1
, F ′ ).
The formal algorithm. Fix p ≥ 2 and t ≥ 1 satisfying the constraint. Also, for each
ri
i = 1, . . . , t, fix a partition Xi1 , . . . , Xin of V , where
ri = (1 − 1/p)/2t−i ,
ri

and |Xi1 | = . . . = |Xin | = n1−ri . The partitions are arbitrary, but fixed in advance, so no
communication is necessary to compute them. Note that ri ≥ 1/p for each i = 1, . . . , t.
Our algorithm is a depth-t nested quantum search, over the search space [nr1 ] × . . . ×
rt
[n ], with the goal function f : [nr1 ] × . . . × [nrt ] → {0, 1} such that f (i1 , . . . , it ) = 1 iff
there exists a p-clique v1 , . . . , vp ∈ V p , and there exist u1 ∈ X1i1 , . . . , ut ∈ Xtit , such that
v1 , . . . , vp , u1 , . . . , ut is a (p + t)-clique.
Before the quantum search begins, the nodes list all p-cliques in the graph; each node v
learns all edges in E(T1v , . . . , Tpv ) as described in the beginning of the section.
The setup algorithms S1 , . . . , St−1 are as follows: in Si , the leader disseminates the current
partial search query (j1 , . . . , ji ) ∈ [nr1 ] × . . . × [nri ]. The nodes use Lenzen’s routing scheme
ji−1
(Lemma 6) so that each v ∈ V learns the edges E(T1v ∪ . . . ∪ Tpv ∪ X1j1 ∪ . . . ∪ Xi−1
, Xiji ).
1−1/p−ri
v
v
1−1/p
The running time si of Si is O(n
): we have |T1 ∪ . . . ∪ Tp | = O(n
) (treating
ji−1
j1
1−1/p
p as a constant), |X1 ∪ . . . ∪ Xi−1 | = O(n
) (by our assumption that ri ≥ 1/p and
treating t as a constant), and |Xiji | = O(n1−ri ). By Lemma 6, the information can be routed
in O(n1−1/p+1−ri −1 ) = O(n1−1/p−ri ) rounds.
The final classical evaluation procedure, C, is as follows: the leader disseminates the query
(j1 , . . . , jt ) ∈ [nr1 ] × . . . × [nrt ] to all nodes, and the nodes use Lenzen’s routing scheme so
jt−1
that each v ∈ V learns the edges E(T1v ∪ . . . ∪ Tpv ∪ X1j1 ∪ . . . ∪ Xt−1
, Xtjt ). Together with the
S
edges in i<t setupti (j1 , . . . , ji ), each node v now knows E(T1v , . . . , Tpv , X1j1 , . . . , Xtjt ). Node
v now checks whether it sees a (p + t)-clique, and informs the leader. The running time of C
is O(n1−1/p−rt ) (as above).
By Lemma 5, the overall running time of the quantum search is given by





Õ nr1 /2 n1−1/p−r1 +nr2 /2 · n1−1/p−r2 +. . .+nrt−1 /2 n1−1/p−rt−1 +nrt /2 · n1−1/p−rt
.
Denote by g(i) the running time of the innermost t − i + 1 levels of the search, starting from
level i up to level t:




g(i) = Õ nri /2 n1−1/p−ri + . . . + nrt−1 /2 n1−1/p−rt−1 + nrt /2 · n1−1/p−rt
.
We claim, by backwards induction on i, that
g(i) = Õ(n(1−1/p)(1−1/2

t−i+1

)

).

For the base case, i = t, we have

rt /2
1−1/p−rt
g(i) = Õ n

·n

(1)

= Õ n1−1/p−rt /2 = Õ n1−1/p−(1−1/p)/2 = Õ n(1−1/p)/2 ,
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and indeed this matches (1). For the induction step, suppose the claim holds for i, and
consider g(i − 1):



g(i − 1) = Õ nri−1 /2 n1−1/p−ri−1 + g(i)



t−i+1
t−i+1
t−i+1
/2
)
= Õ n(1−1/p)/2
n1−1/p−(1−1/p)/2
+ n(1−1/p)(1−1/2


t−i+2
t−i+1
)
= Õ n(1−1/p)/2
· 2n(1−1/p)(1−1/2


t−i+2
)
= Õ n(1−1/p)(1−1/2
,
again matching (1).
We thus obtain that the running time of the entire quantum search is


t
g(1) = Õ n(1−1/p)(1−1/2 ) ,
and together with the complexity of listing the initial p-clique, we get the claimed complexity.
◀
A note on the restriction on p, t. Recall that we assumed throughout that 1 − ri ≤ 1 − 1/p
for each i = 1, . . . , t, so that the sets of nodes we handle at each step never exceed the size of
the sets in the p-clique-listing pre-processing step (n1−1/p ). In other words, we must have
ri ≥ p1 . The value of ri decreases with i, so it suffices to require that r1 ≥ 1/p. We now


1
see that not every choice of p, t respects this condition: since we set r1 = 2t−1
1 − p1 , we
require that p, t satisfy t ≤ 1 + log (p − 1).
For example, suppose we want to start by lising all triangles (p = 3), and extend to K5
(i.e., t = 2). This is possible, since 2 ≤ 1 + log (3 − 1) . However, extending from triangles to
K6 using the approach described here is not possible, because if we take p = 3 and t = 3, we
get 3 ̸≤ 1 + log (3 − 1) .
Although we think of p, t as constants, we observe that when p is large and t ≈ log(p),
the overall running time of the quantum part of our scheme is ≈ n1−2/p . Thus, the cost of
extending from p-cliques to (p + t)-cliques roughly matches the cost of the classical p-clique
listing, which is n1−2/p , and we get a quantum algorithm for Kp+t -detection that roughly
matches the cost of classical Kp -listing.

6

Circuit-Complexity Barrier to Proving an Ω(n3/5+α )-Round Lower
Bound for Clique Detection in the Congest Model

In this section, we show that for any α > 0, a lower bound of the form Ω(n3/5+α ) for
Kp -detection in (non-quantum) Congest would imply strong circuit complexity results,
far beyond the current state-of-the-art. As mentioned in the introduction, this barrier also
applies to the Quantum Congest model.
Given a constant integer α > 0, let Fα be the family of Boolean circuits F where (a) F
has M log M input wires for some integer M , which we interpret as encoding a graph Ḡ on
O(M ) edges, (b) All gates in F have constant fan-in and fan-out, (c) F has depth at most
R = M α , and (d) F has at most M 1+α wires in total.
▶ Theorem 23. If Kp -detection has a round complexity of Ω(n3/5+α ) for some constant
α > 0, then there is no circuit family contained in Fα that solves Kp -detection.
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In other words, a lower bound of the form Ω(n3/5+α ) for any constant α > 0 rules out
the existence of a circuit with polynomial depth and super-linear size (in terms of wires) for
an explicit problem, Kp -detection. Such a lower bound would be a major breakthrough in
circuit complexity (see [13] for discussion). This gives the statement of Theorem 3 in the
introduction.
The proof of Theorem 23 is essentially a reduction from Kp -detection in general graphs
to Kp -detection in high-conductance graphs. It was shown in [13] that in high-conductance
graphs, we can efficiently simulate a circuit from the family Fα of certain size, so given
such a circuit for Kp -detection, we can use it to solve the distributed Kp -detection problem
in high-conductance graphs. To reduce from general graphs to high-conductance graphs,
we use a similar approach to the clique detection algorithm of [4]: we first compute an
expander-decomposition procedure from to partition the graph into high-conductance clusters
with few inter-cluster edges, and have the nodes of the clusters learn the relevant sets of
edges in the clusters’ neighborhood, so that we either find a Kp -copy or can remove most of
edges of the graph without removing a Kp -copy, and recurse on the remaining edges. We
defer this result to the full version of the paper for lack of space.
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1

Introduction

Consider a huge network of computers connected via communication links, in which each
communication link needs to be monitored at all times by at least one of its endpoints
(computers). If the network is abstracted as a graph with each node representing a computer
and each edge representing a communication link, the set of all monitoring computers is a
vertex cover. A usual constraint is to have small vertex covers (consisting of few computers,
in our case), and the problem of finding minimal vertex cover is one of the classic problems
of algorithmic graph theory and has been extensively studied in various graph classes and
computational models. In the setting we are interested in, the system might decide at
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some point in time to switch to another vertex cover, say, to evenly distribute the load of
monitoring over the nodes. To ensure correct system performance, it is natural to require
each communication link be monitored at all times, even during the switching process, and
at the same time to save resources by keeping the vertex cover size small at all times. This
naturally leads us to the vertex cover reconfiguration problem.
More generally, reconfiguration problems ask the following type of questions: Given two
solutions to a problem, is it always possible to gradually move from one solution to the other
by changing one element at a time, while always maintaining a feasible solution?
Reconfiguration problems thus explore reachability in a graph over the solutions, and
as such they have been extensively studied for various problems. Notable examples are
colorings [8, 24, 3], matchings [23], independent sets and vertex covers [27, 33]. In the vertex
cover reconfiguration problem one needs to find a schedule that moves from a given first
vertex cover to a given second vertex cover by changing the membership of one vertex at
a time, and while ensuring that each intermediate set is a valid vertex cover (feasibility).
Traditionally, the emphasis has been on the size of the intermediate solutions – the problem
is trivial with no size bound – while the elementary steps consist of adding or removing a
single vertex.
Distributed reconfiguration and its motivation. In this work, we initiate the study of
distributed vertex cover reconfiguration. In contrast to the previously discussed setup, in
huge networks, the states of vertices might have to change concurrently, for various reasons;
e.g., to obtain short schedules, or simply if there is no single entity controlling the whole
network, and communication between far-apart computers is too costly to agree on a global
reconfiguration schedule. Motivated by this, the goal of this work is to exploit parallelism for
reconfiguration schedules. For vertex cover reconfiguration, this leads us to allow changing
the membership in the intermediate vertex cover of more than one vertex in each step. We
formally capture this setting by introducing the concept of batch reconfiguration.
In batch reconfiguration, one is allowed to change a batch of an unbounded number of
elements in a single reconfiguration step, as opposed to the previous sequential reconfiguration, which changes a single vertex at a time. However, such a solution is not practically
robust, in the following sense. Suppose that implementing the change for a vertex is not an
immediate operation and could rather take a bit of time. Then, changing several vertices
concurrently may result in a sequence of changes in these vertices, with an unpredictable
order. As a result, although we aim at reconfiguring all vertices at once in one swipe, in
reality what could happen is that we get an arbitrary sequence of changes, which can easily
violate feasibility in an adversarial execution of a batch.
In light of the above, in addition to feasibility, we require a robustness condition for
batch reconfiguration schedules. The goal of a robustness condition is to guarantee that no
matter in which order the elements of a batch are eventually executed, feasibility is never
violated. We require that the set of vertices that are reconfigured within a batch is always an
independent set. This promises that each edge is always covered, also within any internal
ordering of a batch.
The tradeoff between the number of batches and the solution size. When computing a
schedule between two covers, typically denoted by α and β, batching brings the advantage of
short schedules, but comes with a proportional overhead in solution sizes. We show via a
pigeonhole argument that for some instances of vertex covers α and β, every reconfiguration
schedule with t batches necessarily creates an intermediate solution of size at least (1 +
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1/t) · max{|α|, |β|}. We desire to get as close as possible to this optimal length-vs.-size
tradeoff. We evaluate the quality of a batch reconfiguration schedule for vertex cover by two
measures: the length of the schedule, i.e., the number of batches, and the maximum size of
an intermediate vertex cover in the schedule, which, by the robustness condition, includes all
possible intermediate vertex covers that can occur in any internal ordering of each batch.
In view of the natural barrier of max{|α|, |β|} on the worst-case intermediate vertex cover
size, as well as the necessary overhead given by batch schedules, we say a reconfiguration
schedule is an (η, c)-approximation if the size of the worst-case intermediate cover is at
most η · max{|α|, |β|} + c (see Section 2 for formal definitions). Here, η is between 1 and
2, and is normally related to the number of batches, while c is often a constant (e.g., the
trivial 2-batch schedule that adds all nodes in β \ α, then removes all nodes in α \ β, is a
(2, 0)-approximation for a schedule from α to β).

1.1

Our Contribution

As we initiate the study of distributed algorithms for vertex cover reconfiguration, our first
contribution is an examination of the baseline for our distributed algorithms. We provide
several (tight) existential results on batch schedules on various graph classes. Then we devise
distributed algorithms that nearly match our existential results and efficiently compute
schedules of almost the same quality. Further, we show that once we step out of these
graph classes we face a very different situation. There are graph classes on which no efficient
distributed algorithm can obtain the best (or almost best) existing schedule. Moreover,
there are classes of bounded degree graphs which do not admit any reconfiguration schedules
without incurring a large multiplicative increase in the cost at all. We next discuss our
existential (centralized) results and then discuss our distributed results.
Existential results on batch reconfiguration schedules. Our first technical contribution is
a black-box compression scheme that mechanically transforms a sequential schedule into a
batched one of desired length, with a proportional and unavoidable overhead. Thus, we derive
batch schedules from known sequential schedules. Our result holds for monotone schedules
(that never touch a vertex twice), which is aligned with prior work (see Section 1.2).
▶ Theorem 1 (Schedule Compression). Let G = (V, E) be a graph with two vertex covers α, β,
and let S be a monotone sequential schedule from α to β that is an (η, c)-approximation,
for a real η ≥ 1 and an integer c ≥ 0. For every ε ∈ (0, 1), S can be transformed into a
monotone (2⌈1/ε⌉)-batch schedule S ′ that is an (η + ε, c + 1)-approximation.
Based on known separator theorems (e.g., [32]), we observe that a number of graph classes
√
possessing small separators admit (1, O( n))-approximation schedules, where n is the number
of vertices. It is also known that cactus graphs have (1, 2)-approximation schedules [25] (see
Theorem 8). We provide a simple and unified proof of these results. Moreover, the same
results apply for graphs G for which G[α ⊕ β] belongs to the corresponding graph class. The
property “G[α ⊕ β] is a cactus graph” holds for all graphs G in the following graph classes:
{cycles, trees, forests, chordal, cactus, even-hole-free, claw-free}. Combined with our batching
scheme, we get the following theorem.
▶ Theorem 2. Let ε > 0. Let G = (V, E) be a graph with a pair α, β of vertex covers. If
G belongs to one of the graph classes {cactus, chordal, even-hole-free, claw-free}, there is a
monotone (2⌈1/ε⌉)-batch (1 + ε, 3)-approximation schedule from α to β. If G is planar, there
is a monotone (2⌈2/ε⌉)-batch (1 + ε, O(ε−1 ))-approximation schedule from α to β.
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We show in Section 3 that the tradeoff between the number of batches and the approximation overhead in Theorem 1 is (almost) best possible. This implies that the batch schedules
from Theorem 2 are nearly optimal in terms of the length vs. approximation tradeoff.
A natural guess would be that the (1 + ε)-type approximations á la Theorem 2 extend
to bounded degree or bounded arboricity graphs1 (the latter contains planar graphs). In
the full version, we show that that is not the case: for any d ≥ 4, there are infinitely many
d-regular Ramanujan graphs
√ G ([34]) with two vertex covers α, β, for which no schedule can
be better than a (2 − O(1/ d))-approximation. The proof exploits the expansion properties
of such graphs. On the positive side, we give a (2 − Ω(1/λ))-approximation for any graph of
arboricity λ, by a simple monotone greedy schedule that reconfigures α-nodes in an increasing
degree order, and a similar approximation can even be achieved with a 4-batch schedule.
▶ Theorem 3. For every d ≥ 4, there is an infinite
class of d-regular
graphs Gi , i ≥ 1, with
√

vertex covers αi , βi , that do not admit 2 − 4/( d + 1 + 1), 0 -approximation schedules. Any
graph G of arboricity λ with vertex covers α, β has a sequential (2 − 1/(2λ), 1)-approximation
and a 4-batch (2 − 1/(2λ + 1), 1)-approximation schedules.
Note that the batching in Theorem 3 is better than if we combined the sequential result
with Theorem 1: in order to give any non-trivial approximation, the latter would take at
least 4λ batches instead of the 4 taken by Theorem 3.
Besides motivation through distributed reconfiguration, we believe that batch reconfiguration is a meaningful concept in its own right and deserves separate study, as it adds to the
notions of parallelism that can be introduced into solving a problem.
Distributed computation of reconfiguration schedules. A natural setting where batch
reconfiguration may appear is when nodes themselves, as distributed autonomous computers,
execute a reconfiguration schedule by exchanging information with others. This immediately
raises the question of computing schedules in such distributed settings.
We focus on the LOCAL model of distributed computing, where nodes synchronously
send messages to their neighbors in the underlying network graph (which also serves as
the problem instance) and give efficient algorithms for computing batch schedules. In the
distributed reconfiguration problem, each node receives as input whether it is in α or β (or
both) and outputs its own part of the schedule (i.e. at which rounds a vertex leaves the
cover or joins it).
At the core of most of our algorithmic results is a graph decomposition that we call a
small separator decomposition and which might be of independent interest. Roughly speaking
(and hiding many technical details), it is a decomposition into small diameter clusters and a
small separator set S (e.g., an ε fraction of |α| + |β|, for a small ε > 0), such that there are no
inter-cluster edges. At a very high level, we show that if there exists a good approximation
schedule for each cluster, we can compute a batch schedule for the whole graph with only
a small approximation overhead and in a number of rounds that is linear in the maximum
cluster diameter.
▶ Theorem (Informal version of Theorem 17). Let G = (V, E) be a graph with two vertex
covers α and β, and a small separator decomposition with a separator set S and clusters
(Ci )ki=1 of diameter d. If each subgraph G[Ci ] admits a monotone ℓ-batch (η, c)-approximation
schedule, then a (2ℓ + 2)-batch (η, |S| + k · c)-approximation schedule for α and β can be
computed in O(d) rounds in the LOCAL model.
1

The arboricity of a graph is the minimum number of forests that are needed to cover its edge set.
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As can be seen in the theorem above, it is crucial to have a graph decomposition both
with a small size separator, as well as few clusters. Combining known network decompositions
[1, 30, 39] and tools from distributed combinatorial optimization [17] together with our new
machinery, we get a poly log(n)-round algorithm to compute a small separator decomposition
with logarithmic-diameter clusters in general graphs. While the resulting decomposition
has a small separator set, we use additional postprocessing to also reduce the number of
clusters (while keeping the bounds on cluster diameters and the separator size). This allows
us to distributively implement batch-scheduling algorithms known for any hereditary graph
class. For instance, in poly log(n) rounds, we can construct an O(1/ε)-batch (1 + ε, O(ε−1 ))approximation schedules for planar graphs. See the full version for details.
For other special graph classes, we obtain much stronger results, that is, we can compute
small separator decompositions super-fast (i.e., in O(log∗ n)-rounds). This holds in particular
for cactus graphs. More concretely (see Lemma 21), there is a super-fast distributed algorithm
that for any connected graph G and vertex covers α, β such that α ⊕ β induces a cactus
graph, computes a small separator decomposition with few clusters.
For such graphs G, we have (1, 2)-approximation schedules [25] (see also Theorem 8).
Together with Theorem 17 and Lemma 21, this implies the following theorem.
▶ Theorem 4 (Cactus Reconfiguration). For each ε > 0, there is a LOCAL algorithm that
for any connected n-node graph G and vertex covers α and β such that G[α ⊕ β] is a cactus
graph, computes an O(1/ε)-batch (1 + ε, 3)-approximation schedule in O(log∗ (n)/ε) rounds.
We also show that the runtime of Theorem 4 is asymptotically tight. Concretely, in the
full version, we use an argument based on Ramsey Theory to show that for every ε ∈ (0, 1),
there is no algorithm with runtime c · log∗ (n), with a small enough constant c > 0, that
constructs (1/ε)-batch (2 − ε)-approximation schedules on the class of cycle graphs.
So far, we have seen that we can obtain ≈ (1 + ε)-approximation for planar graphs, in
poly log n rounds, and for cactus graphs, in O(log∗ n) rounds. The next theorem provides
super-fast algorithms for batch scheduling for general graphs, at the cost of an increased
schedule length and approximation (which, by Theorem 3, cannot be improved by much).
▶ Theorem 5. Let G be a graph with vertex covers α and β, such that G[α ⊕ β] has
arboricity at most λ, with λ known to all nodes. For every ε > 0, there exists a O(log∗ (n)/ε)round LOCAL algorithm that computes an O λ/ε2 -batch (2 − 1/(2λ) + ε, 1)-approximation
schedule from α to β.
The algorithm from Theorem 5 is a non-trivial adaptation of the greedy algorithm from
Theorem 3 to the distributed setting. We briefly discuss the underlying ideas in Section 4.5.
Theorem 17 suggests that if every cluster in the decomposition admits a good reconfiguration schedule, one can compute a good schedule for the whole graph efficiently. We show
that this condition is necessary, in the following strict sense: there are graphs for which there
exist good schedules, and they can be quickly decomposed, but just because some clusters do
not have good schedules, no sub-linear distributed algorithm can compute a good schedule.
▶ Theorem (Informal version). For each ε ∈ (0, 1), there is an infinite family G of graphs
such that every graph in G admits a (1 + ε)-approximation schedule, but no o(n)-round
deterministic distributed algorithm can compute a (2 − ε)-approximation schedule.
The formal version of the previous statement appears in the full version.
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1.2

Related Work

Reconfiguration problems have long been studied under various guises (e.g., in the form of
puzzles [19]), but a more systematic study has appeared rather recently, in [22]. The high
level picture of the area is that for NP-complete source problems, the reconfiguration variants
are usually PSPACE-complete [22, 5, 19], although there are exceptions to this trend [26]. In
this paper, we are only concerned with vertex cover/independent set reconfiguration; for a
wider view on the subject, we refer the reader to surveys [37, 20].
Three models have been considered for vertex cover reconfiguration. The first is the Token
Addition and Removal (TAR) model, which is the one we adopt in this paper, where we can
move from an intermediate solution S1 to another one, S2 , if they differ by a single vertex.
In the other two models, Token Sliding (TS) and Token Jumping (TJ), two intermediate
solutions S1 and S2 are adjacent if S2 is obtained from S1 by swapping a vertex v in S1 with
another one, u, which is arbitrary in TJ, but must be a neighbor of v in TS.
The trend of hardness persists in vertex cover reconfiguration too. Here, the decision
problem is: given two vertex covers of size at most k, is there a reconfiguration schedule
transforming one into the other via TAR, and without ever having a vertex cover of size
more than k + 1. The problem is PSPACE-complete even in usually tractable graph classes
such as perfect graphs [27], graphs of bounded pathwidth or bandwidth [40], and planar
graphs of degree at most 3 [19]. It is also NP-complete for bipartite graphs [33]. We refer the
reader to [37, Figure 5] for a graphic depiction of the complexity landscape of the problem.
On the positive side, the vertex cover reconfiguration schedule existence problem is known
to be polynomially solvable for trees and cactus graphs [36, 6, 11, 21, 27]. More relevant to
our work, it is known that there are approximation-style schedules in cactus graphs, such
that in all intermediate solutions, the size of the vertex cover is bounded by the larger of
the two initial ones, plus 2 [36, 27]. While seemingly quite specialized, these results give
schedules with similar guarantees for wider classes of graphs, such as even-hole-free graphs
(that is, graphs without an induced even cycle), which include chordal graphs and cographs.
In the same spirit, it is shown in [10] that there are schedules in general graphs that increase
the maximum vertex cover by at most the pathwidth of the graph. All these schedules
are monotone, i.e., every vertex changes its status at most once. This is the case with all
schedules in our paper as well. In fact, as it is shown in [33], when the two vertex covers in a
reconfiguration instance are disjoint, there always exists a monotone schedule.
Finally, we note that parallelism in reconfiguration has been considered in settings other
than vertex cover reconfiguration, e.g., [28]. Distributed reconfiguration has also been studied
for colorings [4] and independent sets [7]. However, the techniques used in those papers
are tailored for reconfiguration of colorings and independent sets, and are unfitting for our
problem. Therefore, we had to develop new and different methods in order to approach
distributed reconfiguration.

Roadmap. In Section 2 we provide the basic definitions. In Section 3 we prove Theorem 1
(batch-compression) and present existential results on batch and non-batch reconfiguration
schedules. In Section 4 we formally introduce the concept of small separator decompositions,
prove Theorem 17, and we present all core steps to prove Theorem 4. All remaining results
and missing proofs appear in the full version.
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Problem Statement, Definitions, and Notation

A vertex cover in a graph G = (V, E) is a subset S ⊆ V such that every edge has at least
one of its end-vertices in S. An independent set is a subset S ⊆ V of vertices such that every
edge has at most one of its end-vertices in S. Note that if S is a vertex cover then V \ S is
an independent set, and vice versa. We use the notation [x] = {0, 1, . . . , x}, for an integer
x ≥ 0. For sets A, B, we let A ⊕ B = (A \ B) ∪ (B \ A) denote their symmetric difference.
▶ Definition 6 (Vertex Cover Reconfiguration Schedule). Given a graph G = (V, E) and two
vertex covers α, β ⊆ V (not necessarily minimal), a reconfiguration schedule S from α to β
of length ℓ and cost s is a sequence (Vi )i∈[ℓ] of vertex covers of G such that
1. V0 = α and Vℓ = β,
2. ∀i ∈ [ℓ − 1], |Vi ∪ Vi+1 | ≤ s,
3. ∀i ∈ [ℓ − 1], Vi ⊕ Vi+1 is an independent set of G.
The sets Ei := Vi ⊕ Vi+1 , which we call batches, contain the vertices that are added to or
removed from the current vertex cover in order to obtain the next one. Thus, we also refer to
a length-ℓ schedule as an ℓ-batch schedule. A reconfiguration schedule is sequential if |Ei | = 1,
for all i ∈ [ℓ − 1], and a batch schedule otherwise. A schedule S from α to β is monotone if
every node v ∈ V is changed at most once in the schedule. Note that a monotone schedule S
only changes nodes in α ⊕ β, and therefore its length (if there are no empty batches) is upper
bounded by |α ⊕ β|. In particular, a monotone schedule does not change nodes in α ∩ β.
The first property of Definition 6 ensures that S is a reconfiguration schedule from α to
β. The second and third properties together ensure robustness, in the sense that not only
(Vi )i∈[ℓ] are vertex covers of size at most s, but any reconfiguration sequence between Vi and
Vi+1 yields vertex covers with the claimed size bound. Note that when in each reconfiguration
step we only add or remove nodes, property 2 reduces to having |Vi | ≤ s for all i ∈ [ℓ].
For η, c ∈ R+ , a reconfiguration schedule from a vertex cover α to a vertex cover β is
an (η, c)-approximation if its cost is at most η max{|α|, |β|} + c. Note that here we do not
compare to the cost of an optimal reconfiguration schedule but rather to M = max{|α|, |β|};
the cost of an optimal schedule is always at least M , but often it is larger than M .
▶ Observation 7 (Reverse Schedule). Let S = (Vi )i∈[ℓ] be a vertex cover reconfiguration
schedule of cost s from α to β in graph G. Then the reverse schedule S ′ = (Vi′ )i∈[ℓ] , where
Vi′ = Vℓ−i , is a vertex cover reconfiguration schedule of cost s and length ℓ from β to α.
A graph is even-hole-free if it contains no induced cycle with an even number of vertices.
A graph is chordal if it contains no induced cycle with 4 or more vertices (in particular, it is
even-hole-free). A graph is claw-free if it contains no induced K1,3 sub-graph. A graph is a
cactus graph if each of its edges belongs to at most 1 cycle. Alternatively, cactus graphs are
characterized by a forbidden minor, the diamond graph, which is obtained by removing an
edge from K4 ; thus, they form a minor-closed family.
The LOCAL model of distributed computing [31, 38]. A connected graph is abstracted
as an n-node network G = (V, E). Communications happen in synchronous rounds. Per
round, each node can send one (unbounded size) message to each of its neighbors. Further,
each vertex has a unique ID from a space of size poly n. We say that the nodes of graph
G distributively compute a reconfiguration schedule S = (Vi )i∈[ℓ] if each node v ∈ V knows
its membership in each Vi . We emphasize that the length of a schedule, i.e., the number of
batches, and the distributed time to compute the schedule are separate measures.
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Parameters and notation. Let G = (V, E) be a graph with two vertex covers α and β.
For a subset U ⊆ V , we let G[U ] denote the graph induced by U . We use n = |V | for the
number of vertices, ∆ for the maximum degree, and λ for the arboricity of G. We use the
notation M = max{|α|, |β|}, m = min{|α|, |β|}, D = α ⊕ β, and X = α ∩ β. Note that G[D]
is bipartite, D ∪ X = α ∪ β, and that nodes in V \ (D ∪ X) form an independent set.

3

Sequential and Batch Reconfiguration Schedules

Our first result of this section is based on the observation that any k (monotone) sequential
reconfiguration steps can be replaced by two batches: the first adds all β-nodes that appear in
this sequence, and the second removes all α-nodes that appear in it. In the following theorem,
we use a similar (but more careful) manipulation of schedules to compress a long sequential
schedule into a short batch schedule, while bounding the overhead in approximation. Its
tradeoff is asymptotically tight (cf. Theorem 10).
▶ Theorem 1 (Schedule Compression). Let G = (V, E) be a graph with two vertex covers α, β,
and let S be a monotone sequential schedule from α to β that is an (η, c)-approximation,
for a real η ≥ 1 and an integer c ≥ 0. For every ε ∈ (0, 1), S can be transformed into a
monotone (2⌈1/ε⌉)-batch schedule S ′ that is an (η + ε, c + 1)-approximation.
Proof. If |β \ α| = 0, the claim immediately follows by removing all vertices in |α \ β| in a
single batch. Otherwise, note that the schedule S only reconfigures vertices in α ⊕ β and
|α\β|
|β\α|
only adds/removes each vertex once. Let Sα = (ui )i=1 and Sβ = (vi )i=1 be schedule S
restricted to vertices of α and β, respectively, without changing their order (formally, Sα
and Sβ consist of the vertices in the singleton batches of S). Define three positive integers
s = ⌈ε|β \ α|⌉, r = ⌊ηM ⌋ + c − |α| + s, and ℓ = ⌈(max{|β \ α| − r, 0})/s⌉.
The schedule S ′ consists of 2ℓ + 2 batches E0 , E1 , . . . , E2ℓ+1 , where in the first batch we
add the first r vertices from β \ α, according to Sβ , then in every subsequent pair of batches
we remove s vertices from α \ β, then add s vertices from β \ α, according to Sα and Sβ . In
the final batch E2ℓ+1 , we remove the remaining vertices, if any, from α \ β. We introduce
notation to define the schedule formally. Given i < j, denote by [ui , uj ] and [vi , vj ] the
sets {ui , ui+1 , . . . , uj } and {vi , vi+1 , . . . , vj }, respectively, with the convention [ui , uj ] = ∅
if i > |α \ β| (resp. [vi , vj ] = ∅ if i > |β \ α|), and [ui , uj ] = [ui , u|α\β| ] if j > |α \ β|

(resp.  [ui , uj ] = [ui , u|β\α|
 ] if j > |β \ α|). Define E0 = [v1 , vr ], E2i−1
 = u(i−1)s+1 , uis ,
E2i = vr+(i−1)s+1 , vr+is , for i = 1, 2, . . . , ℓ, and E2ℓ+1 = uℓs+1 , u|α\β| .
The schedule S ′ is monotone, as each node appears in S ′ the same amount of times it
appears in S. We next show that we add all vertices of β \ α in S ′ . In batch E0 we add
r vertices of β \ α, and if ℓ > 1 (which doesn’t happen only if r ≥ |β \ α|), in batches
E2 , E4 . . . , E2ℓ we add s vertices per batch. In total, these are r + ℓ · s ≥ |β \ α| vertices.
With r ≥ s and by the definition of ℓ, we upper-bound the number of batches of S ′ by
l
m
m s=⌈ε|β\α|⌉  
r≥s l
|β\α|
either 2 ≤ 2⌈1/ε⌉ (if ℓ = 1) or by 2ℓ + 2 = 2 |β\α|−r
+
2
≤
2
≤
2 1ε .
s
s
Approximation. After the first batch, the vertex cover is of size |α| + r = ⌊ηM ⌋ + c + s ≤
(η + ε)M + c + 1. Afterwards, as long as we remove s α-nodes and then add s β-nodes in
each batch, the size of the vertex cover never goes above (η + ε)M + c + 1. If we add fewer
than s β-nodes but remove s α-nodes, the size of the vertex cover decreases. If we, in some
batch, remove less than s α-nodes, then we have removed all vertices in α \ β, and the output
is a subset of β, that is, we trivially satisfy the approximation guarantee.
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Validity. Lastly, we show that all edges are covered after each reconfiguration step and that
each batch is an independent set. Assume, for contradiction, that i is an index such that, in
schedule S ′ , node ui ∈ Sα is removed and it has a neighbor vj ∈ Sβ that has not yet been
added to the vertex cover in S ′ (in particular, vj could be in the same batch with ui ). This
implies that j ≥ r + i − (s − 1), and that in S, right after the addition of the j-th β-node,
the i-th α-node has not been removed. Thus, j nodes have been added, and at most i − 1
nodes have been removed, i.e., the size of the vertex cover is
|α| + j − (i − 1) ≥ |α| + r + i − s + 1 − i + 1 = |α| + r − s + 2 = ⌊ηM ⌋ + c + 2 > ηM + c .
This is a contradiction to the assumption that S is an (η, c)-approximation schedule. Hence,
for a node v ∈ Ei′ ∩ α, all of its neighbors must be in Ej ′ ’s with j ′ < i′ , implying that every
set in S ′ is indeed a vertex cover. This, in particular, shows that for every u ∈ Ei′ ∩ α and
v ∈ Ei′ ∩ β, it holds that (u, v) ∈
/ E. Together with the fact that Ei′ ∩ α \ β and Ei′ ∩ β \ α
are independent sets, this shows that every Ei′ is an independent set, for all i′ ∈ [ℓ].
◀
To apply Theorem 1, we need sequential schedules. The following theorem summarizes
some results for planar and cactus graphs that are either known or follow from known
results [25, 10]. The result for planar graphs further extends to other graph classes that have
small separators, e.g., fixed minor-free graphs.
▶ Theorem 8 (Sequential Schedules). Let G be a graph with vertex covers α, β. If G is a
cactus graph, it admits a monotone
(1, 2)-approximation schedule. If G is a planar graph, it
√
admits a monotone (1, O( M ))-approximation schedule, where M = max{|α|, |β|}.
We give a very simple unified proof of the results in Theorem 8 to Section 3.1. Here, we
continue with implications of the theorem. It applies not only to the mentioned classes, but
also to graphs G for which G[α ⊕ β] belongs to those classes.
▶ Observation 9. Let G = (V, E) be either a chordal graph, an even-hole-free graph or a
claw-free graph with vertex covers α and β; then G[α ⊕ β] is a cactus graph.
Proof. Let D = α ⊕ β. Note that α \ β and β \ α are independent sets (as a complement of
a vertex cover), and so, G[D] is bipartite and does not contain odd cycles.
If G is even-hole free (which includes chordal graphs), then G[D] contains neither even
nor odd (as mentioned above) cycles, and therefore it is a forest.
Next, assume that G is a claw-free graph. If G[D] has a node v with at least 3 neighbors
u1 , u2 , u3 , then there is no edge between u1 , u2 , u3 (no odd cycles), which contradicts to G
being claw-free. Therefore, every node in D has a degree at most 2, and this shows that each
connected component is either a path or a cycle.
◀
We thus get the following batch scheduling theorem.
▶ Theorem 2. Let ε > 0. Let G = (V, E) be a graph with a pair α, β of vertex covers. If
G belongs to one of the graph classes {cactus, chordal, even-hole-free, claw-free}, there is a
monotone (2⌈1/ε⌉)-batch (1 + ε, 3)-approximation schedule from α to β. If G is planar, there
is a monotone (2⌈2/ε⌉)-batch (1 + ε, O(ε−1 ))-approximation schedule from α to β.
Proof. By Observation 9, for every graph in a class mentioned in the first claim, G[α ⊕ β] is
a cactus graph, which by Theorem 8, has a monotone (1, 2)-approximation schedule, and by
Theorem 1, has a (2⌈1/ε⌉)-batch (1 + ε, 3)-approximation schedule. For the second claim,
let M = max{|α|, |β|} and δ = ε/2. By Theorem 8, there is a monotone schedule with a
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√
√
√
worst-case vertex cover of size M + O( M ) = (1 + δ)M + M (O(1) − δ M /2). If M ≥ c/δ 2 ,
for a large enough constant c, then the additive term is negative. Otherwise, it is O(1/δ).
Thus, we have a sequential (1 + δ, O(1/δ))-approximation schedule. Theorem 1 with ε = δ
then gives a (2⌈2/ε⌉)-batch (1 + ε, O(1/ε))-approximation schedule, as claimed.
◀
Theorems 1 and 2 are nearly optimal, in the sense that a general compression theorem
cannot prove a better trade-off between approximation overhead and schedule length. This
holds even for path graphs.
▶ Theorem 10 (Batch Lower Bound). For any 1 ≤ t < n, there are two vertex covers α, β
of a 2n-vertex path graph such
 that every (t + 1)-batch reconfiguration schedule from α to β
is no better than a 1 + 1t , 0 -approximation.
Proof. Consider a path graph on 2n vertices, represented as a bipartite graph G = (A ∪ B, E)
with |A| = |B| = n. Observe that both A and B are minimal vertex covers in G. Consider
any (t + 1)-batch reconfiguration schedule S with batches E0 , E1 , . . . , Et from A to B. It
is easy to translate S into a refined schedule with the same approximation ratio and at
′
most 2t batches, E0′ , E1′ , . . . , E2t
, such that for each i, Ei′ ⊆ A or Ei′ ⊆ B. Let Ei′1 , . . . , Ei′t be
St
the batches that are contained in B. Since j=1 Ei′j = B, there is an index j, such that
|Ei′j | ≥ |B|/t = n/t. Note that before adding Ei′j to the current vertex cover, the vertex cover
had size at least n (the size of a minimum vertex cover), hence after adding it, we have a
vertex cover of size at least n(1 + 1/t), which proves the claim.
◀

3.1

Separable Graphs (Proof of Theorem 8)

We construct reconfiguration schedules for classes with small separators with an additive
approximation that depends on the size of the separators. The same results also follow from
the bound of [10] in terms of the pathwidth (via a known connection between separators and
pathwidth, see e.g., [2, Theorems 20, 21]). For the particular class of cactus graphs tighter
results can be obtained: such graphs have (1, 2)-approximation schedules [25]. We give a
simple and unified proof for both results.
The centerpiece of our proof is the following lemma about graphs with certain “wellbehaved” separation of vertices. It will also be used for distributed computation of schedules
(cf. Lemma 16).
▶ Lemma 11. Let G = (V1 ∪˙ V2 , E) be a graph with vertex covers α, β, such that there is no
edge between V1 ∩α and V2 . Let αi = Vi ∩α, βi = Vi ∩β. Assume that |β1 |−|α1 | ≤ |β2 |−|α2 |+1.
If, for some η ∈ [1, 2], k ≥ 0, S1 and S2 are (η, k)-approximation schedules for G1 , α1 , β1 and
G2 , α2 , β2 (resp.), then their concatenation S1 , S2 is an (η, k)-approximation schedule for G.
Proof. First, observe that S1 , S2 is indeed a valid schedule, since, as assumed, there is no
α-node in V1 that depends on a β-node in V2 . Let ai = |αi |, bi = |βi |. Consider the size
of the vertex cover during the reconfiguration of G1 . By the assumption, it is at most
η max(a1 , b1 ) + k + a2 = η max(|α|, |α| + b1 − a1 ) + k, using |α| = a1 + a2 , η ≥ 1. If
b1 − a1 ≤ 0, the size is at most η|α| + k, as required. Otherwise, we have b1 − a1 ≥ 1, so
η max(a1 , b1 ) + a2 + k ≤ η(b1 + a2 ) + k ≤ η(|β| + a2 − b2 ) + k ≤ η|β| + k, where we used
|β| = b1 + b2 , and b2 − a2 ≥ b1 − a1 − 1 ≥ 0. Next, suppose we continue with reconfiguring
G2 . If we run this schedule backwards, we get a β-to-α reconfiguration schedule, starting
with G2 (cf. Observation 7). Renaming β ↔ α, βi ↔ αi , Si ↔ reverse(S3−i ), G1 ↔ G2 , the
lemma conditions still apply, and the same analysis above shows that the size of the vertex
cover is below η max(|α|, |β|) + k when processing G2 as well.
◀
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The proof of Theorem 8 is based on repeated decompositions of graphs and recursive
computation of schedules, and leverages the presence of small separators in planar and cactus
graphs.
In the discussion below, we will only consider monotone sequential schedules, therefore,
we assume that we are given a graph G with vertex covers α and β, α ∩ β = ∅. The latter
implies that every edge e in G has one α-vertex and one β-vertex.
We will consider hereditary graph classes that have small separators. Recall that a graph
class is hereditary if it is closed under taking induced subgraphs.
Let f : N → R+ be a positive non-decreasing function. A graph class F is f -separable if
there is a constant n0 > 0 such that for every n > n0 and an n-node graph G = (V, E) ∈ F ,
there is a subset V ′ ⊆ V of vertices of size |V ′ | ≤ f (n) such that G − V ′ consists of two
subgraphs G1 = (V1 , E1 ) and G2 = (V2 , E2 ), and there is no edge in G between V1 and V2 ,
and max(|V1 |, |V2 |) ≤ 2n/3. We call V ′ a separator.
Our proofs follow by a inductive application of Lemma 11. First, we give a simple
generalization of [25, Thm. 2].
▶ Theorem 12. Let G be a hereditary graph class, and η ∈ [1, 2] and k ≥ 1 be reals. Assume
that for every 2-connected graph G ∈ G and vertex covers α, β in G, there is an (η, k)approximation reconfiguration schedule. Then, such schedules exist for every graph in G with
any pair of vertex covers.
Proof. We prove the claim by induction on the graph size, the base cases being either graphs
with at most 2 vertices, or 2-connected graphs in G. Graphs with at most 2 vertices clearly
have (1, 1)-approximation schedules, while 2-connected graphs have (η, k)-approximation
schedules, by assumption. Let G be any graph in G with at least 3 vertices and with a vertex v
such that G − v is disconnected (i.e., G is not 2-connected). Let G1 = (V1 , E1 ), G2 = (V2 , E2 )
be two subgraphs (each with at least one vertex) of G − v with no edge between them.
Assume, without loss of generality, that |V1 ∩ β| − |V1 ∩ α| ≤ |V2 ∩ β| − |V2 ∩ α|. Let
V1′ = V1 ∪ {v} and V2′ = V2 , if v ∈ β, and V1′ = V1 and V2′ = V2 ∪ {v}, otherwise. Clearly,
|V1′ ∩ β| − |V1′ ∩ α| ≤ |V2′ ∩ β| − |V2′ ∩ α| + 1. Since |V1′ |, |V2′ | < |V |, by the inductive
assumption, there are (η, k)-approximation schedules S1 and S2 for G[V1′ ], V1′ ∩ α, V1′ ∩ β,
and G[V2′ ], V2′ ∩ α, V2′ ∩ β, respectively; thus, Lemma 11 applies, proving the induction, i.e.,
that there is an (η, k)-approximation schedule for G, α, β.
◀
▶ Theorem (Cactus part of Theorem 8). Let G be a cactus graph with vertex covers α and β.
There is a monotone sequential (1, 2)-approximation schedule for α, β.
Proof. Theorem 12 implies that every cactus graph admits monotone (1, 2)-approximation
schedules, and every forest admits (1, 1)-approximation schedules. The theorem asserts
that it suffices to limit ourselves to 2-connected instances in each class. In forests, there
are no 2-connected instances with more than 2 vertices, so we are done. For cacti, it is
well-known that every 2-connected cactus is a cycle graph [16], and it is easy to find a
(1, 2)-approximation schedule for any cycle: add any β-vertex, to reduce the question to a
path, which by the remark above, has a (1, 1)-approximation schedule.
◀
What follows is another corollary of Lemma 11 that will imply the planar part of
Theorem 8.
▶ Theorem 13. Let F be a hereditary f -separable class, for a non-decreasing function f . For
every n ∈ N, let T (n) be the minimum value such that for every n-vertex graph H ∈ F , there
is a (1, T (n))-approximation schedule for any two disjoint vertex covers in H. Then there
is a constant n0 > 0 such that for every n > n0 , T (n) ≤ T (⌊2n/3⌋) + f (n). In particular,
T (n) ≤ c + f (n) log3/2 n holds for a constant c > 0.
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Proof. Let G ∈ F be an n-vertex graph with vertex covers α, β, for which there is no
(1, T (n) − 1)-approximation schedule. They exist by the minimality of T (n). Let V ′ be
a separator of size |V ′ | ≤ f (n) and G1 = (V1 , E1 ), G2 = (V2 , E2 ) be the two disconnected
subgraphs of G − V ′ with max(|V1 |, |V2 |) ≤ 2n/3 (V ′ exists since F is a f -separating family).
Since F is hereditary, we have G1 , G2 ∈ F . By minimality, T is a non-decreasing function.
These observations imply that each of G1 , G2 has a (1, T (⌊2n/3⌋))-approximation schedule.
Let Si be the batch sequence of such a schedule for Gi , i = 1, 2. By Lemma 11, either S1 , S2
or S2 , S1 (depending on the counts of α and β vertices) is a (1, T (⌊2n/3⌋))-approximation
schedule for G1 ∪ G2 (note that in this case, Vs = ∅). Assume, without loss of generality, it is
the former. It follows then that S1 , V ′ ∩ β, S2 , V ′ ∩ α is a (1, T (⌊2n/3⌋) + |V ′ |)-approximation
schedule, which implies that T (n) ≤ T (⌊2n/3⌋) + f (n), since |V ′ | ≤ f (n). The claim
T (n) ≤ c + f (n) log3/2 n follows from this recursion, since it ends within log3/2 n iterations,
and f (n) is a non-decreasing function.
◀
The most prominent class to which the theorem above applies is the class of planar
graphs. The celebrated Planar Separator Theorem [32, 12] shows that planar graphs are
√
2 n-separable.
▶ Theorem (Planar part of Theorem 8). Let G be a planar graph
√ with vertex covers α and β.
Let M = max{|α|, |β|}. There is a monotone sequential (1, O( M ))-approximation schedule
for α, β.
Proof. We only consider monotone schedules, so we can assume α ∩ β = ∅. The Planar
Separator Theorem and Theorem 13 imply that for n-vertex planar graphs, the additive
√
approximation satisfies T (n) ≤ T (⌊2n/3⌋) + 2 n, for n larger than a constant n0 . We have,
√ P∞
√
therefore, T (n) ≤ O(1) + 2 n · i=0 (2/3)i/2 = O(1) + 11 n. We apply the scheduling
√ to
G[α ⊕ β], which is planar and has at most 2M vertices. We get a (1, T (2M )) = (1, O( M ))approximation.
◀
Separator theorems are also known for a number of other graph classes. Graphs of genus
√
√
g are O(g n)-separable [18], graphs with a forbidden minor with h vertices are O(h n)separable [29], graphs
with treewidth T are T -separable [2, Thm. 19], k-nearest neighbor
√
graphs in R2 are kn-separable [35]. In the theorem above, we merely select a representative
class.

4

Distributed Computation of Schedules

The main objective of this section is to show the following result.
▶ Theorem 4 (Cactus Reconfiguration). For each ε > 0, there is a LOCAL algorithm that
for any connected n-node graph G and vertex covers α and β such that G[α ⊕ β] is a cactus
graph, computes an O(1/ε)-batch (1 + ε, 3)-approximation schedule in O(log∗ (n)/ε) rounds.
Due to Observation 9, Theorem 4 can be applied to a broader class of graphs than cacti.
▶ Corollary 14. For each ε > 0, there is a deterministic LOCAL algorithm with round
complexity O(log∗ (n)/ε) that for any connected n-node graph G = (V, E) with vertex covers
α and β, computes an O(1/ε)-batch (1 + ε, 3)-approximation schedule, if G belongs to one of
the following graph classes {cycles, trees, forests, chordal, cactus, even-hole-free, claw-free}.
Proof. To apply Theorem 4, it suffices to notice, as we did in Theorem 2, that for each graph
class above, G[α ⊕ β] is a cactus graph.
◀
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Figure 1 (d, x)-decomposition with d = x = 2 and with k = 3 clusters (one disconnected). Every
node is either clustered or belongs to S, and every edge is either in a cluster or intersects S ∪ Z.

Theorem 2 shows that even-hole-free graphs have a (⌈1/ε⌉ + 1)-batch (1 + ε, 3)-approximation
schedule, and by Theorem 10 this schedule is almost optimal. Corollary 14 gets almost the
same schedule as in Theorem 2, with the same approximation factor and a length of the
same order in O(log∗ (n)/ε) rounds.
To efficiently compute a reconfiguration schedule in a distributed setting, we want to
deal with large parts of the graph at the same time, e.g., by decomposing the graph into
independent/non-interfering clusters. Thus, the central tool of this section is the notion
of a small separator decompositions which allows simultaneous reconfiguration of “distant
clusters” of the graph. In Section 4.1, we define these decompositions and show that they are
sufficient to compute good reconfiguration schedules, both in terms of the schedule length
and approximation factor, as well as the computation time. In Sections 4.2 and 4.3, we
show that such decompositions can be computed efficiently, i.e., in O(log∗ (n)/ε) rounds, on
several graph classes, such as cactus and even-hole-free graphs. In fact, it is sufficient if
G[α ⊕ β] falls into the respective graph class. Then in Section 4.4 we combine these results
to prove Theorem 4. Additionally, Section 4.5 contains a brief description of the ideas behind
Theorem 5. Several further result on the distributed computation of schedules can be found
in the full version of the paper. In particular, it contains lower bounds and our results for
planar graphs. The small separator decomposition is also used in the full version to compute
reconfiguration schedules for planar and outerplanar graphs.

4.1

Small Separator Decompositions

In this section, we introduce a purely graph-theoretic small separator decomposition (see
Figure 1 for an illustration), give additional intuition and use it to quickly compute batch
reconfiguration schedules with a distributed algorithm. Algorithms to compute such decompositions for cacti are deferred to Section 4.3, and those for general graphs to the full version.
Let U ⊆ V be a subset of the vertices of a given graph G = (V, E). The weak diameter
of U is the maximum distance measured in G between any two vertices of U . The strong
diameter (or simply diameter) is the diameter of the graph G[U ], that is, it is the maximum
distance between any two vertices of U measured in the graph G[U ].
▶ Definition 15 (Small Separator Decomposition). Let G = (V, E) be a graph with a subset
Z ⊆ V of ghost nodes. A collection of clusters C1 , . . . , Ck ⊆ V and a separator set S ⊆ V
is a (weak) (d, x)-separator decomposition with regard to Z if the following hold:
1. partition: C1 , . . . , Ck , S forms a partition of V ,
2. the weak diameter of each Ci (i.e. max{distG (u, v)|u, v ∈ Ci }) is upper bounded by d,
3. small separator set: |S| ≤ x,
4. S separates: There is no edge {u, v} ∈ E with u ∈ Ci \ Z, v ∈ Cj \ Z, and i ̸= j.
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When additionally G[Ci ] has diameter at most d, for all 1 ≤ i ≤ k, we speak of a strong
(d, x)-separator decomposition. A d-diameter clustering C = {Ci }ki=1 of a graph G = (V, E)
Sk
is a partitioning V = i=1 Ci of the vertex set into k disjoint subsets, for a parameter k ≥ 1,
such that for every 1 ≤ i ≤ k, G[Ci ] is connected and has strong diameter at most d.
The separating property of the set S in a (d, x)-separator decomposition can be grasped
easily by setting Z = ∅. In this case, the clusters and the separator set partition all vertices
of the graph such that there is no edge between any two clusters, that is, any path between
two clusters has to go through S. If Z is nonempty, at least one endpoint of any inter-cluster
edge has to be in Z. We emphasize that the clusters in a (d, x)-separator decomposition can
be disconnected. If we want to compute a (d, x)-separator decomposition in the distributed
setting we require that each cluster is equipped with a unique ID and a leader node that
does not have to be contained in the cluster. Each node of the cluster needs to know the
cluster ID and a path of length at most d to the cluster leader.
To prove Theorem 4, we show how to compute a small separator decomposition with
parameters d = O(1/ε), x = ε|α ⊕ β| and k = max{1, 2εM } (where M = max{α, β}) on
graphs G for which G[α ⊕ β] is a cactus graph. We stress that the usual approaches for
computing (small diameter) decompositions, such as [1, 30, 39, 17], neither include any vertexseparators nor give any promise on the number of clusters. In simultaneous and independent
work, a similar but different decomposition has been used to compute (1 + ε)-approximations
of the minimum vertex cover problem in the CONGEST model, deterministically and in
poly(ε−1 , log n) rounds [13]. In the full version, we show how to use these methods to
compute decompositions for general graphs in poly log n rounds, deterministically. Using
the results about batch schedules for bounded arboricity graphs, this implies that we can
also compute such schedules in the distributed setting (see the full version). A downside
is that those techniques inherently require Ω(log n) rounds and are not useful for proving
Theorem 4. Therefore, new methods for computing our decomposition are needed to prove
the following result.
Given a graph G and vertex covers α and β, we would like to compute a monotone
schedule for each cluster independently. To do so without interference, the separator set S is
needed. To save on the size of S, we observe that nodes in V \ (α ⊕ β) never change, and so,
can be ignored and are referred to as ghost nodes. Next, we show that such a decomposition
is helpful to compute batch reconfiguration schedules.
▶ Lemma 16. Let G = (V, E) be a graph with two vertex covers α and β and a (d, x)separator decomposition C1 , . . . , Ck , S with ghost nodes Z ⊆ V \ (α ⊕ β). If each G[Ci ]
admits a monotone ℓ-batch (η, c)-approximation schedule Si , then G admits a (2ℓ + 2)-batch
(η, x + k · c)-approximation schedule S.
Proof. Let Iα = {i : |Ci ∩ α| > |Ci ∩ β|} be the indices of clusters Ci with more α-nodes
than β-nodes, and let Iβ be the indices of the rest (for which |Ci ∩ α| ≤ |Ci ∩ β|). Consider
the monotone schedule Sα for Gα = G[∪Iα Ci ] that consists of a parallel execution of Si , for
all i ∈ Iα : the t-th batch of Sα is the union of t-th batches of Si , i ∈ Iα . Observe that Sα is a
(η, kc)-approximation for Gα . Validity follows from the fact that all edges between different
Ci are adjacent to ghost nodes Z ⊆ V \ (α ⊕ β), which are never touched by the monotone
schedule Sα . For the approximation, note that at each step t, within each Ci , the current
vertex cover is bounded by η|Ci ∩ α| + c, by the definition of Si and Iα , hence the size of the
P
current vertex cover in Gα at step t is at most η· Iα |α∩Ci |+k·c ≤ η|α|+kc. By a symmetric
construction, we get a monotone (η, kc)-approximation schedule Sβ for Gβ = G[∪Iβ Ci ]. By
Lemma 11, Sα , Sβ is a (η, kc)-approximation schedule for Gα ∪ Gβ = G \ S (again, we
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may ignore the edges between Ci , since they are covered by ghost nodes). The schedule
for G is then S = (S ∩ (β \ α)), Sα , Sβ , (S ∩ (α \ β)), where we handle the separator set S
in a naïve way. By the properties of Sα and Sβ and by Lemma 11, S is a (2ℓ + 2)-batch
(η, kc + x)-approximation schedule.
◀
Given a (d, x)-separator decomposition with k clusters, all phases in the proof of Lemma 16
can be executed in O(d) rounds in the LOCAL model, and we obtain the following theorem.
▶ Theorem 17. If the conditions of Lemma 16 hold, then a (2ℓ + 2)-batch (η, x + k · c)approximation schedule for G can be computed in O(d) rounds in the LOCAL model.
There are three parameters at play when using small separator decomposition to compute
schedules: x – the separator set size, k – the number of clusters (both affect the approximation
factor of the schedule), and d – the cluster diameter (which affects the time it takes to
compute the schedule). In the next section, we show how to balance those three parameters
on a graph G for which G[α ⊕ β] is a cactus graph. In addition, recall that if G[α ⊕ β] is a
cactus graph, our batch compression results from Theorem 2 imply the existence of good
monotone schedules for any subgraph, as needed by Lemma 16 and Theorem 17.
In the proof of Lemma 16 we reconfigure clusters of the given small separator decomposition
in a specific order. The remark below explains why a naïve usage of small separator
decompositions that does reconfigure all clusters at the same time can be hurtful for the
approximation guarantee.
▶ Remark 18. Assume, for a given small separator decomposition, we can promise some
good approximation on each cluster C ∈ C, e.g., an (η, c)-approximation. Note that the
approximation guarantee is only with respect to the maximum between Cα = C ∩ α and
Cβ = C ∩ β. Thus, simultaneously reconfiguring a cluster C with |Cα | ≫ |Cβ | and a cluster
C ′ with |Cα′ | ≪ |Cβ′ | at the same time might result in a much worse overall approximation.
For illustration, consider a graph composed of the disjoint union of two stars S1 and
S2 of the same size (i.e., K1,t for some integer t) with α set to be the center of S1 and
the leaves of S2 and β defined as its complement. This graph immediately has a 4-batch
(1, 1)-approximation, which adds β ∩ S2 , removes α ∩ S2 , adds β ∩ S1 and then removes α ∩ S1 .
On the other hand, see that a (1, 1)-approximation on S1 (resp. S2 ) must add all of S1
(resp. S2 ) to the vertex cover before removing a single node from it. Therefore, applying the
schedule of the stars simultaneously might result in a trivial (2, 0)-approximation algorithm.

4.2

Cluster Merging

In the following Lemma, we show that given a partition of the graph into connected clusters,
we can quickly merge some clusters in the partition to ensure that each cluster either has
diameter bounded from below or consists of a whole connected component of the graph. Its
proof is inspired by the well-known GHS and GKP algorithms for the distributed computation
of a minimum-weight spanning tree [14, 15]. We use this subroutine in several parts of the
paper; in particular, we use it at the end of this section to transform a small separator
decomposition of G[α ⊕ β] with potentially many distinct clusters into a small separator
decomposition of all of G that only has few clusters (cf. Lemma 20), which is essential to
keep the cost low when applying Lemma 16. In Section 4.3, we then use these results to
compute suitable decompositions of cactus graphs.
We emphasize that the clusters in a d-diameter clustering need to be connected and that
every vertex of the graph is contained in some cluster.
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▶ Lemma 19 (Cluster Merging). Let G = (V, E) be a graph with a d-diameter clustering
C = (Ci )i∈k . For every ε ∈ (0, 1), there is an O(log∗ (n)/ε + d)-round LOCAL algorithm that
using C, computes a (O(1/ε) + d)-diameter clustering C ′ , where additionally, each cluster
either has diameter at least 1/ε or consists of a whole connected component of G.
Proof. We describe the algorithm that merges clusters from C to obtain C ′ . To this end,
assume that initially, C ′ = (Ci )ki=1 is identical to C. For simplicity of exposition, we consider
the cluster-graph G′ with the set C ′ of vertices, where two clusters are adjacent if any of their
corresponding vertices are adjacent in G. We describe the algorithm using G′ , and explain
below how this can be implemented in G. The algorithm consists of two stages, the first
consists of O(log(1/ε)) iterations, while the second happens only once.
Stage 1. This stage consists of iterations t = 0, 1, 2, . . . , ⌈log2 (1/ε)⌉. Next, we describe an
iteration t. A cluster Ci is small (in iteration t) if it has diameter at most 2t and otherwise
it is large. A small cluster is isolated if it is not adjacent to any other small cluster (it could
still have edges to large clusters).
We update the clustering C ′ by merging several small clusters together. To this end,
every small cluster Ci′ (thought of as a node in G′ ) picks an arbitrary edge {v, u} ∈ E(G′ )
connecting it to another small cluster Cj′ , if such an edge exists. Let F be the set of selected
edges. The edges in F are oriented as follows: if an edge {Ci′ , Cj′ } was picked only by Ci′ , it
becomes an out-edge of Ci′ , i.e., oriented as (Ci′ , Cj′ ), otherwise (if Ci′ and Cj′ both picked
{Ci′ , Cj′ }) it is oriented arbitrarily. This gives us a pseudoforest F⃗ (in G′ ), i.e., a directed
subgraph with maximum outdegree 1. We compute a maximal independent set I in F⃗ with
the algorithm from [9].
We update the clustering C ′ , as follows: every non-isolated small cluster that is not in I
picks an arbitrary adjacent cluster in I and merges with it. That is, given a cluster Ci′ ∈ I,
let Ci′1 , . . . , Ci′l be the clusters that merge with Ci′ . We remove Ci′ and Ci′1 , . . . , Ci′l from
C ′ and add a new cluster C ′ = Ci′ ∪ Ci′1 ∪ · · · ∪ Ci′l . This completes the description of one
iteration of Stage 1.
Stage 2. Every cluster with diameter smaller than 1/ε picks an arbitrary adjacent cluster,
if there is any, and merges with it.
This completes the description of the algorithm.
Diameter bounds. Towards the rest of the analysis, let us first note that after each iteration
t of Stage 1, due to the maximality of the independent set I, if a small cluster was not
merged, then all of its neighbors in G′ must have diameter greater than 2t . Therefore, after
the last iteration (t = ⌈log(1/ε)⌉) of Stage 1, every cluster with diameter smaller than 1/ε
(i.e., a small cluster) that is not a whole connected component of G, is adjacent to a cluster
of diameter at least 1/ε, and hence is merged with such a cluster in Stage 2. Thus, after
Stage 2, every cluster is either an entire connected component of G or has diameter at least
1/ε.
Next, let us see that the diameter of a cluster does not increase abruptly within a single
step of the algorithm. In iteration t of Stage 1, only clusters with diameter at most 2t
participate in a merge, and whenever a cluster merges with a set of other clusters they
together induce a subgraph of G′ of diameter at most 2 (which implies that the longest chain
of such clusters is of length 3). Thus, after iteration t, every new cluster has diameter at
most 3 · 2t + 2, that is, 2t for every cluster in any chain of merged clusters and the additive 2
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for the edges connecting the clusters in the chain. Therefore, after Stage 1, every cluster has
diameter at most max{d, 3 · ⌈1/ε⌉ + 2} = d + O(1/ε). In Stage 2, every cluster of diameter
smaller than 1/ε that is not a separate component of G merges into another cluster, hence,
after this stage, the maximum diameter of a cluster is increased by at most 2 + 2/ε. This
implies that the maximum diameter of a cluster is still at most d + O(1/ε).
Runtime and implementation in G. First, we can use a preprocessing stage (before Stage
1) of O(d) rounds, to let each cluster elect a leader and compute its diameter. Note that in
iteration t of Stage 1, all clusters that participated have diameter bounded by 2t and thus one
round of an algorithm on the cluster-graph in iteration t can be simulated in O(2t ) rounds
in G. Computing a maximal independent set with the algorithm from [9] uses O(log∗ η)
cluster-graph rounds, where η is the maximum ID of a node in F⃗ (here, η = poly(|V |), as
each Ci can assume the ID of its leader). Therefore, the first stage has runtime
⌈log(1/ε)⌉

X
t=1

O(log∗ (n) · 2t ) = O




log∗ n
.
ε

Similarly, Stage 2 takes O(1/ε) rounds in G.

◀

The value of ε in Lemma 19 can either be a constant or chosen subconstant and can
depend on n without violating the correctness of the claim.
Next, we use Lemma 19 to show that any small separator decomposition of G[α ⊕ β] can
be transferred into a small separator decomposition of G with few clusters (O(εM ) with
M = max{|α|, |β|}), where the ghost node set can be chosen in order to apply Theorem 17.
▶ Lemma 20. For any ε > 0, d ≥ 1, there is a deterministic LOCAL algorithm that, given a
graph G = (V, E) with two vertex covers α and β and a (d, x)-separator decomposition of
G[α ⊕ β] with an empty ghost node set, computes a (d + O(1/ε), x)-separator decomposition
of G with a ghost node set Z = V \ (α ⊕ β) and max{1, 2εM } clusters in O(log∗ (n)/ε + d)
rounds.
We emphasize that Lemma 20 can deal with disconnected input clusters as long as their
weak diameter is small, which is aligned with the definition of a (d, x)-separator decomposition.
As such, the output clusters of Lemma 20 are not necessarily connected (i.e. each cluster
might be formed of several disconnected components).
Proof of Lemma 20. Let D = α ⊕ β, X = α ∩ β and let C = {C1 , . . . , Cl } be the (d, x)separator decomposition of G[D] with separator set S ⊆ D, where each connected component
of a cluster of the input separator decomposition is its own cluster. Note that D ∪ X = α ∪ β.
We say that C is the first clustering.
The second clustering is formed by the clusters in C and a new cluster for every vertex
that is not contained in C1 ∪ · · · ∪ Cl . Each such new cluster consists of a single node. We
obtain a d-diameter clustering of G (with the same d as in the first clustering).
Third clustering. Apply Lemma 19 to the second clustering and obtain a (d + O(1/ε))diameter clustering C ′ of G. Let us show that the number of obtained clusters is at most
max{1, 2εM }. Indeed, assuming C ′ consists of at least 2 components (otherwise there is
nothing to prove), Lemma 19 implies that, since G is connected, each cluster has diameter
at least 1/ε. Since every vertex cover of a path contains at least half of its vertices, the
diameter 1/ε implies that every vertex cover of G must have at least 1/2ε nodes in every
cluster, and so, we conclude that there are at most 2εM clusters.
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Fourth clustering. Now, notice that each cluster C ′ of C ′ consists of S-nodes, clusters Ci
(from the clustering C), and Z-nodes, where we defined Z = V \ D. We remove from each
C ′ its S-nodes, and claim that this yields a (d + O(1/ε), x)-separator decomposition with a
ghost node set Z and at most ⌈2εM ⌉ clusters.
1. Before removing the S-nodes, each cluster C ′ had a strong diameter of O(1/ε). After the
removal, it might become disconnected, but must still have a weak diameter of O(1/ε).
2. By the definition of S (in the first clustering), we have |S| ≤ x.
3. From the definition of a d-diameter clustering, before removing the S-nodes, C ′ was a
partition of V . Hence, S together with the new clusters again form a partition of V .
4. S separates: Note that every component Ci of C is contained in a distinct cluster C ′ of
C ′ , and for every C ′ , C ′ \ Z is composed only of such Ci components. Therefore, together
with the fact that S separates {Ci }i , this shows that S separates {Cj′ \ Z}j .
◀

4.3

Computing Small Separator Decompositions for Cactus Graphs

In this section we show that we can efficiently compute small separator decompositions, if
G[α ⊕ β] is a cactus graph. We prove the following lemma.
▶ Lemma 21 (Cactus-Core Decomposition). For each ε > 0, there is a LOCAL algorithm that
for any connected n-node graph G = (V, E) and vertex covers α, β such that G[α ⊕ β] is a
cactus graph, computes a (d, x)-separator decomposition with d = O(1/ε), x = ε|α ⊕ β|, a
ghost node set Z = V \ (α ⊕ β) and max{1, 2εM } clusters in O(log∗ (n)/ε) rounds.
We begin with the following observation on cactus graphs that is crucial for bounding
the number of separators in our algorithm. Recall that a graph H is a minor of a graph G if
H can be obtained from G by removing edges, vertices, or contracting edges (merging their
endpoints).
▶ Observation 22 (Cactus graphs). 1. The family of cactus graphs is closed under taking
minors. 2. Every connected cactus graph on n vertices contains at most 3n/2 edges.
Proof. For the first claim, observe that if after removing vertices or edges, or contracting
edges, an edge belongs to at least two cycles (i.e., the obtained graph is not cactus), then it
will belong to at least two cycles after reverting the above operations too. To bound the
number of edges, observe that all cactus graphs are simple, and since each edge belongs to at
most 1 cycle, one can remove an edge from each cycle to obtain a tree, hence the number of
edges is m = n − 1 + c, where c is the number of cycles. Also, each cycle contains at least 3
edges, and every edge belongs to at most one cycle, hence, c ≤ m/3. Thus, m − n + 1 ≤ m/3,
which implies that m < 3n/2.
◀
In the proof of the following statement we use the cluster merging procedures developed
in Section 4.2 to compute a decomposition of the graph with small diameter clusters; then
we add one vertex of each inter-cluster edge to the separator set and use Observation 22 to
show that the separator set is small.
▶ Lemma 23 (Small separator set, many clusters). For any ε > 0 and for any n-node connected
cactus graph G = (V, E) with a ghost set Z = ∅, there exists a (d, x)-separator decomposition
with d = O(1/ε) and x = εn, and with the additional property that the strong diameter of
each cluster of the decomposition is at most d. Furthermore, such a decomposition can be
found in O(log∗ (n)/ε) rounds in LOCAL.
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Proof. Apply Lemma 19 on the 0-diameter initial clustering of G, with every cluster consisting
of a single node v ∈ V . This yields a clustering C ′ = {C1′ , . . . , Ck′ } with each cluster having a
strong diameter O(1/ε), in O(log∗ (n)/ε) rounds. If k = 1, we let S = ∅ to get the desired
decomposition. On the other hand, if k ≥ 2, recall that Lemma 19 gives in this case clusters
of diameter at least 1/ε (as G is connected), and so, the total number of clusters is bounded
by k ≤ εn.
It follows from the definition of a d-diameter clustering and the assumption that G is
connected that each cluster induces a connected subgraph of G. Let us now bound the
number of inter-cluster edges I (i.e., edges with endpoints in different clusters) for k ≥ 2.
First, observe that there can be at most 2 inter-cluster edges connecting any two given
clusters, since otherwise, using the fact that each cluster induces a connected subgraph,
we can find two cycles that share an edge, which contradicts the assumption that G is a
cactus graph. Let us form the cluster-graph H = (C ′ , E ′ ), where two vertices Ci′ , Cj′ ∈ C ′ are
adjacent if and only if there is an inter-cluster edge in G with one endpoint in Ci′ and the
other in Cj′ . The observation above implies that an edge in E ′ can correspond to at most
2 inter-cluster edges, i.e., |E ′ | ≥ |I|/2. On the other hand, since each cluster Ci′ induces a
connected subgraph of G, observe that H is a simple minor of G. Recall from Observation 22
that cactus graphs are closed under taking minors, hence H is a cactus graph, which implies
by Observation 22 that the number of its edges can be bounded by
|C ′ | − 1 + |M (H)| ≤

3
3 ′
|C | = k,
2
2

where M (H) is a maximum matching of H. Putting all together, thus the number of
inter-cluster edges is at most |I| ≤ 2|E ′ | ≤ 3k.
To construct S, for each inter-cluster edge, arbitrarily add one of its two endpoints to
S and remove that node from its cluster, while the other endpoint remains in its cluster.
These removals might disconnect clusters in C ′ , creating a new clustering C with (possibly)
more clusters; however, this process does not introduce new edges between clusters. Thus
S separates the clusters C and we get that |S| is exactly the number of inter-cluster edges,
hence, at most 3k ≤ 3εn. The clusters of C along with S provide the desired decomposition.
Since ε was arbitrary, we get the claim of the lemma.
◀
To obtain Lemma 21 from the small separator decomposition provided by Lemma 23, we
use Lemma 20 to reduce the number of clusters.
Proof of Lemma 21. Let D = α ⊕ β. By our assumption, G[D] is a cactus graph with
components G1 , . . . , Gk . We first create a small separator decomposition of G[D], which we
later extend to a decomposition of the whole graph.
Apply the cactus graph decomposition in Lemma 23 to each component Gi to obtain
a clustering {Cij }j=1,...,ki and a separator set Si , for each such Gi . We use those to form
Sk
a clustering C = {Cij }j=1,...,ki ,i=1,...,k and a separator set S = i=1 Si of G[D]. Note
that by Lemma 23, each Cij is a connected cactus graph with diameter O(1/ε) and the
Pk
size of S is bounded by i=1 ε|Gi | = ε|D|. The obtained clustering is a (d, x)-separator
decomposition of G[D] with an empty ghost node set, separator set S, and parameters
d = O(1/ε) and x = ε|D|. Now, apply Lemma 20 to obtain a (d, x)-separator decomposition
C ′ = {C1′ , . . . , Ck′ ′ } of G with ghost node set Z = V \ (α ⊕ β), separator set S and parameters
d = O(1/ε), x = ε|D| and k ′ = max{1, 2εM } (recall that M = max{|α|, |β|}).
For the runtime, see that applying Lemma 23 to each component takes O(log∗ (n)/ε)
rounds and Lemma 20 takes O(log∗ (n)/ε + d) = O(log∗ (n)/ε) rounds. Thus, the algorithm
consists of O(log∗ (n)/ε) rounds in total.
◀
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4.4

Proof of Theorem 4

Proof of Theorem 4. Let D = α ⊕ β. By our assumption, G[D] is a cactus graph. Use
Lemma 21 to compute a (d, x)-separator decomposition C = {C1 , . . . , Ck } of G with ghost
node set Z = V \ (α ⊕ β), separator set S and parameters d = O(1/ε), x = ε|D| and
k = max{1, 2εM } (recall that M = max{|α|, |β|}).
Now, apply Theorem 17 to the clustering C to compute a reconfiguration schedule: For
each cluster C ∈ C, G[D ∩ C] is a cactus graph, hence, from Theorem 2, G[C ∩ D] (and
thus also G[C]) has an O(1/ε)-batch (1 + ε, 3)-approximation schedule. Thus, we can apply
Theorem 17 on the clustering C and obtain an O(1/ε)-batch (1 + ε, ε|D| + k · 3)-approximation
schedule, that is, in total we can upper bound the size by
|D|≤2M

(1 + ε)M + ε|D| + k · 3

≤

(1 + ε)M + ε · 2M + max{1, 2εM } · 3 ≤ (1 + 9ε)M + 3,

showing that the schedule is a (1 + 9ε, 3)-approximation. Rescaling ε provides the result.
For the runtime, applying Lemma 21 takes O(log∗ (n)/ε) rounds. Theorem 17 takes
O(d) = O(1/ε) rounds. Thus, the algorithm consists of O(log∗ (n)/ε) rounds in total.
◀

4.5

Distributed Computation of Greedy Schedules

We conclude with a brief description of the ideas behind Theorem 5. We want to distributively
simulate the following greedy algorithm from Theorem 3: process α-nodes in an increasing
order of degree (in G[α ⊕ β]), and for each of them, say v, add all β-neighbors of v to the
vertex cover, then remove v. A naïve idea is, for rounds i = 1 to ∆ (max. degree), add the
β-neighbors of all α-nodes of degree i to the vertex cover (in parallel), then remove those
α-nodes. This does not work, e.g., if all nodes have the same degree.
To fix this, we need to process α-nodes in small groups (of size ε max{|α|, |β|}), but still in
the degree order. This is achieved by computing an O(1/ε)-diameter clustering, C1 , . . . , Ck ,
with Lemma 19, and in each cluster C, letting an ε-fraction of α-nodes of given degree
i, AC
effectively means an ε
i,j ⊆ C, be processed (for j = 1, . . . , O(1/ε) iterations), which
S
fraction of all degree i nodes are processed in parallel (namely, clusters C AC
i,j ). Overall, we
get an O(∆/ε)-batch schedule with the desired approximation (essentially, using the proof of
Theorem 3). To reduce the schedule length to O(λ/ε2 ), we use the fact that there is only a
small fraction of nodes with degree much larger than the arboricity, and those nodes can
be processed in a single batch. More formally, we first add to the vertex cover the set β ′
of all β-vertices of degree larger than λ/ε (they form an ≈ ε fraction of all), then using the
bounded degree of vertices in β \ β ′ , we construct a O(λ/ε2 )-batch (β \ β ′ )-to-α schedule
using the algorithm described above, and revert it (cf. Observation 7), to finally obtain an
α-to-β schedule. See the full version for details.
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3
e
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1

Introduction

A data streaming algorithm processes a huge input, supplied as a long sequence of elements,
while using working memory (i.e., space) much smaller than the input size. The main
algorithmic goal is to compute or estimate some function of the input σ while using space
sublinear in the size of σ. For most – though not all – problems of interest, a streaming
algorithm needs to be randomized in order to achieve sublinear space. For a randomized
algorithm, the standard correctness requirement is that for each possible input stream it
return a valid answer with high probability. A burgeoning body of work – much of it very
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recent [10, 11, 21, 24, 17, 29, 8, 9] but traceable back to [20] – addresses streaming algorithms
that seek an even stronger correctness guarantee, namely that they produce valid answers
with high probability even when working with an input generated by an active adversary.
There is compelling motivation from practical applications for seeking this stronger guarantee:
for instance, consider a user continuously interacting with a database and choosing future
queries based on past answers received; or think of an online streaming or marketing service
looking at a customer’s transaction history and recommending them products based on it.
We may view the operation of streaming algorithm A as a game between a solver, who
executes A, and an adversary, who generates a “hard” input stream σ. The standard notion
of A having error probability δ is that for every fixed σ that the adversary may choose, the
probability over A’s random choices that it errs on σ is at most δ. Since the adversary has to
make their choice before the solver does any work, they are oblivious to the actual actions of
the solver. In contrast to this, an adaptive adversary is not required to fix all of σ in advance,
but can generate the elements (tokens) of σ incrementally, based on outputs generated by the
solver as it executes A. Clearly, such an adversary is much more powerful and can attempt
to learn something about the solver’s internal state in order to generate input tokens that
are bad for the particular random choices made by A. Indeed, such adversarial attacks are
known to break many well known algorithms in the streaming literature [20, 10]. Motivated
by this, one defines a δ-error adversarially robust streaming algorithm to be one where the
probability that an adaptive adversary can cause the solver to produce an incorrect output
at some point of time is at most δ. Notice that a deterministic streaming algorithm (which,
by definition, must always produce correct answers) is automatically adversarially robust.
Past work on such adversarially robust streaming algorithms has focused on statistical
estimation problems and on sampling problems but, with the exception of [17], there has
not been much study of graph theoretic problems. This work focuses on graph coloring, a
fundamental algorithmic problem on graphs. Recall that the goal is to efficiently process an
input graph given as a stream of edges and assign colors to its vertices from a small palette
so that no two adjacent vertices receive the same color. The main messages of this work
are that (i) while there exist surprisingly efficient sublinear-space algorithms for coloring
under standard streaming, it is provably harder to obtain adversarially robust solutions; but
nevertheless, (ii) there do exist nontrivial sublinear-space robust algorithms for coloring.
To be slightly more detailed, suppose we must color an n-vertex input graph G that
has maximum degree ∆. Producing a coloring using only χ(G) colors, where χ(G) is the
chromatic number, is NP-hard while producing a (∆ + 1)-coloring admits a straightforward
greedy algorithm, given offline access to G. Producing a good coloring given only streaming
access to G and sublinear (i.e., o(n∆) bits of) space is a nontrivial problem and the subject
of much recent research [13, 7, 12, 4, 14], including the breakthrough result of Assadi, Chen,
e
and Khanna [7] that gives a (∆ + 1)-coloring algorithm using only semi-streaming (i.e., O(n)
1
bits of) space. However, all of these algorithms were designed with only the standard,
oblivious adversary setting in mind; an adaptive adversary can make all of them fail. This is
the starting point for our exploration in this work.

1.1

Our Results and Contributions

We ask whether the graph coloring problem is inherently harder under an adversarial robustness requirement than it is for standard streaming. We answer this question affirmatively
with the first major theorem in this work, which is the following (we restate the theorem
with more detail and formality as Theorem 8).

1

e hides factors polylogarithmic in n.
The notation O(·)
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▶ Theorem 1. A constant-error adversarially robust algorithm that processes a stream of
edge insertions into an n-vertex graph and, as long as the maximum degree of the graph
remains at most ∆, maintains a valid K-coloring (with ∆ + 1 ≤ K ≤ n/2) must use at least
Ω(n∆2 /K) bits of space.
We spell out some immediate corollaries of this result because of their importance as
conceptual messages.
Robust coloring using O(∆) colors. In the setting of Theorem 1, if the algorithm is
to use only O(∆) colors, then it must use Ω(n∆) space. In other words, a sublinear-space
solution is ruled out.
Robust coloring using semi-streaming space. In the setting of Theorem 1, if the
e 2 ) colors.
e
algorithm is to run in only O(n)
space, then it must use Ω(∆
Separating robust from standard streaming with a natural problem. Contrast
the above two lower bounds with the guarantees of the [7] algorithm, which handles
the non-robust case. This shows that “maintaining an O(∆)-coloring of a graph” is a
natural (and well-studied) algorithmic problem where, even for insertion-only streams,
the space complexities of the robust and standard streaming versions of the problem are
well separated: in fact, the separation is roughly quadratic, by taking ∆ = Θ(n). This
answers an open question of [24], as we explain in greater detail in Section 1.2.
Deterministic versus randomized coloring. Since every deterministic streaming
algorithm is automatically adversarially robust, the lower bound in Theorem 1 applies to
such algorithms. In particular, this settles the deterministic complexity of O(∆)-coloring.
Also, turning to semi-streaming algorithms, whereas a combinatorially optimal 2 (∆ + 1)coloring is possible using randomization [7], a deterministic solution must spend at least
e 2 ) colors. These results address a broadly-stated open question of Assadi [5]; see
Ω(∆
Section 1.2 for details.
We prove the lower bound in Theorem 1 using a reduction from a novel two-player
communication game that we call subset-avoidance. In this game, Alice is given an a-sized
subset of the universe [t];3 she must communicate a possibly random message to Bob that
causes him to output a b-sized subset of [t] that, with high probability, avoids Alice’s set
completely. We give a fairly tight analysis of the communication complexity of this game,
e
showing an Ω(ab/t) lower bound, which is matched by an O(ab/t)
deterministic upper bound.
The subset-avoidance problem is a natural one. We consider the definition of this game
and its analysis – which is not complicated – to be additional conceptual contributions of
this work; these might be of independent interest for future applications.
We complement our lower bound with some good news: we give a suite of upper bound
results by designing adversarially robust coloring algorithms that handle several interesting
parameter regimes. Our focus is on maintaining a valid coloring of the graph using poly(∆)
colors, where ∆ is the current maximum degree, as an adversary inserts edges. In fact, some
of these results hold even in a turnstile model, where the adversary might both add and delete
edges. In this context, it is worth noting that the [7] algorithm also works in a turnstile
setting.

2
3

If one must use at most f (∆) colors for some function f , the best possible function that always works is
f (∆) = ∆ + 1.
The notation [t] denotes the set {1, 2, . . . , t}.
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▶ Theorem 2. There exist adversarially robust algorithms for coloring an n-vertex graph
achieving the following tradeoffs (shown in Table 1) between the space used for processing the
stream and the number of colors spent, where ∆ denotes the evolving maximum degree of the
graph and, in the turnstile setting, m denotes a known upper bound on the stream length.
Table 1 A summary of our adversarially robust coloring algorithms. A “strict graph turnstile”
model requires the input to describe a simple graph at all times; see Section 3.
Model

Colors

Insertion-only
Insertion-only
Strict Graph Turnstile

O(∆3 )
O(∆k )
O(∆k )

Space

Notes

e
e
O(n)
O(n∆)
external random bits
1/k
e
O(n∆
)
any k ∈ N
e 1−1/k m1/k )
O(n
constant k ∈ N

Reference
Theorem 10
Corollary 15
Theorem 14

In each of these algorithms, for each stream update or query made by the adversary, the
probability that the algorithm fails either by returning an invalid coloring or aborting is at
most 1/ poly(n).
We give a more detailed discussion of these results, including an explanation of the
technical caveat noted in Table 1 for the O(∆3 )-coloring algorithm, in Section 2.2.

1.2

Motivation, Context, and Related Work

Graph streaming has become widely popular [25], especially since the advent of large and
evolving networks including social media, web graphs, and transaction networks. These large
graphs are regularly mined for knowledge and such knowledge often informs their future
evolution. Therefore, it is important to have adversarially robust algorithms for working
with these graphs. Yet, the recent explosion of interest in robust algorithms has not focused
much on graph problems. We now quickly recap some history.
Two influential works [26, 20] identified the challenge posed by adaptive adversaries to
sketching and streaming algorithms. In particular, Hardt and Woodruff [20] showed that
many statistical problems, including the ubiquitous one of ℓ2 -norm estimation, do not admit
adversarially robust linear sketches of sublinear size. Recent works have given a number of
positive results. Ben-Eliezer, Jayaram, Woodruff, and Yogev [10] considered such fundamental
problems as distinct elements, frequency moments, and heavy hitters (these date back to the
beginnings of the literature on streaming algorithms); for (1 ± ε)-approximating a function
value, they gave two generic frameworks that can “robustify” a standard streaming algorithm,
blowing up the space cost by roughly the flip number λε,m , defined as the maximum number
of times the function value can change by a factor of 1 ± ε over the course of an m-length
stream. For insertion-only streams and monotone functions, λε,m is roughly O(ε−1 log m),
so this overhead is very small. Subsequentpworks [21, 29, 8] have improved this overhead
with the current best-known one being O
ελε,m [8].
For insertion-only graph streams, a number of well-studied problems such as triangle
counting, maximum matching size, and maximum subgraph density can be handled by the
above framework because the underlying functions are monotone. For some problems such
as counting connected components, there are simple deterministic algorithms that achieve an
asymptotically optimal space bound, so there is nothing new to say in the robust setting. For
graph sparsification, [17] showed that the Ahn–Guha sketch [2] can be made adversarially
robust with a slight loss in the quality of the sparsifier. Thanks to efficient adversarially
robust sampling [11, 17], many sampling-based graph algorithms should yield corresponding
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robust solutions without much overhead. For problems calling for Boolean answers, such
as testing connectivity or bipartiteness, achieving low error against an oblivious adversary
automatically does so against an adaptive adversary as well, since a sequence of correct
outputs from the algorithm gives away no information to the adversary. This is a particular
case of a more general phenomenon captured by the notion of pseudo-determinism, discussed
at the end of this section.
Might it be that for all interesting data streaming problems, efficient standard streaming
algorithms imply efficient robust ones? The above framework does not automatically give
good results for turnstile streams, where each token specifies either an insertion or a deletion
of an item, or for estimating non-monotone functions. In either of these situations, the flip
number can be very large. As noted above, linear sketching, which is the preeminent technique
behind turnstile streaming algorithms (including ones for graph problems), is vulnerable to
adversarial attacks [20]. This does not quite provide a separation between standard and
robust space complexities, since it does not preclude efficient non-linear solutions. The
very recent work [24] gives such a separation: it exhibits a function estimation problem for
which p
the ratio
 between the adversarial and standard streaming complexities is as large
e
as Ω
λε,m , which is exponential upon setting parameters appropriately. However, their
function is highly artificial, raising the important question: Can a significant gap be shown
for a natural streaming problem? 4
It is easy to demonstrate such a gap in graph streaming. Consider the problem of finding
a spanning forest in a graph undergoing edge insertions and deletions. The celebrated
e
Ahn–Guha–McGregor sketch [3] solves this in O(n)
space, but this sketch is not adversarially
robust. Moreover, suppose that A is an adversarially robust algorithm for this problem.
Then we can argue that the memory state of A upon processing an unknown graph G must
contain enough information to recover G entirely: an adversary can repeatedly ask A for a
spanning forest, delete all returned edges, and recurse until the evolving graph becomes empty.
Thus, for basic information theoretic reasons, A must use Ω(n2 ) bits of space, resulting in a
quadratic gap between robust and standard streaming space complexities. Arguably, this
separation is not very satisfactory, since the hardness arises from the turnstile nature of the
stream, allowing the adversary to delete edges. Meanwhile, the [24] separation does hold for
insert-only streams, but as we (and they) note, their problem is rather artificial.
Hardness for Natural Problems. We now make a simple, yet crucial, observation. Let
missing-item-finding (mif) denote the problem where, given an evolving set S ⊆ [n], we
must be prepared to return an element in [n] ∖ S or report that none exists. When the
elements of S are given as an input stream, mif admits the following O(log2 n)-space solution
against an oblivious adversary: maintain an ℓ0 -sampling sketch [23] for the characteristic
vector of [n] ∖ S and use it to randomly sample a valid answer. In fact, this solution extends
to turnstile streams. Now suppose that we have an adversarially robust algorithm A for
mif, handling insert-only streams. Then, given the memory state of A after processing an
unknown set T with |T | = n/2, an adaptive adversary can repeatedly query A for a missing
item x, record x, insert x as the next stream token, and continue until A fails to find an
item. At that point, the adversary will have recorded (w.h.p.) the set [n] ∖ T , so he can
reconstruct T . As before, by basic information theory, this reconstructability implies that A
uses Ω(n) space.

4

This open question was explicitly raised in the STOC 2021 workshop Robust Streaming, Sketching, and
Sampling [28].
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This exponential gap between standard and robust streaming, based on well-known
results, seems to have been overlooked – perhaps because mif does not conform to the type
of problems, namely estimation of real-valued functions, that much of the robust streaming
literature has focused on. That said, though mif is a natural problem and the hardness
holds for insert-only streams, there is one important box that mif does not tick: it is not
important enough on its own and so does not command a serious literature. This leads us
to refine the open question of [24] thus: Can a significant gap be shown for a natural and
well-studied problem with the hardness holding even for insertion-only streams?
With this in mind, we return to graph problems, searching for such a gap. In view of
the generic framework of [10] and follow-up works, we should look beyond estimating some
monotone function of the graph with scalar output. What about problems where the output
is a big vector, such as approximate maximum matching (not just its size) or approximate
densest subgraph (not just the density)? It turns out that the sketch switching technique
of [10] can still be applied: since we need to change the output only when the estimates of
the associated numerical values (matching size and density, respectively) change enough, we
can proceed as in that work, switching to a new sketch with fresh randomness that remains
unrevealed to the adversary. This gives us a robust algorithm incurring only logarithmic
overhead.
But graph coloring is different. As our Theorem 1 shows, it does exhibit a quadratic gap
for the right setting of parameters and it is, without doubt, a heavily-studied problem, even
in the data streaming setting.
The above hardness of mif provides a key insight into why graph coloring is hard; see
Section 2.1.
Connections with Other Work on Streaming Graph Coloring. Graph coloring is, of course,
a heavily-studied problem in theoretical computer science. For this discussion, we stick to
streaming algorithms for this problem, which already has a significant literature [13, 1, 7, 12,
4, 14].
Although it is not possible to χ(G)-color an input graph in sublinear space [1], as [7]
shows, there is a semi-streaming algorithm that produces a (∆ + 1)-coloring. This follows
from their elegant palette sparsification theorem, which states that if each vertex samples
roughly O(log n) colors from a palette of size ∆ + 1, then there exists a proper coloring of
the graph where each vertex uses a color only from its sampled list. Hence, we only need to
store edges between vertices whose lists intersect. If the edges of G are independent of the
algorithm’s randomness, then the expected number of such “conflict” edges is O(n log2 n),
leading to a semi-streaming algorithm. But note that an adaptive adversary can attack
this algorithm by using a reported coloring to learn which future edges would definitely be
conflict edges and inserting such edges to blow up the algorithm’s storage.
There are some other semi-streaming algorithms (in the standard setting) that aim
for ∆(1 + ε)-colorings. One is palette-sparsification based [4] and so, suffers from the
above vulnerability against an adaptive adversary. Others [13, 12] are based on randomly
partitioning the vertices into clusters and storing only intra-cluster edges, using pairwise
disjoint palettes for the clusters. Here, the semi-streaming space bound hinges on the random
partition being likely to assign each edge’s endpoints to different clusters. This can be broken
by an adaptive adversary, who can use a reported coloring to learn many vertex pairs that
are intra-cluster and then insert new edges at such pairs.
Finally, we highlight an important theoretical question about sublinear algorithms for
graph coloring: Can they be made deterministic? This was explicitly raised by Assadi [5] and,
prior to this work, it was open whether, for (∆ + 1)-coloring, any sublinear space bound could
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be obtained deterministically. Our Theorem 1 settles the deterministic space complexity
of this problem, showing that even the weaker requirement of O(∆)-coloring forces Ω(n∆)
space, which is linear in the input size.
Parameterizing Theorem 1 differently, we see that a robust (in particular, a deterministic)
e 2 ) colors. A major remaining
algorithm that is limited to semi-streaming space must spend Ω(∆
open question is whether this can be matched, perhaps by a deterministic semi-streaming
O(∆2 )-coloring algorithm. In fact, it is not known how to get even a poly(∆)-coloring
deterministically.5 Our algorithmic results, summarized in Theorem 2, make partial progress
on this question. Though we do not obtain deterministic algorithms, we obtain adversarially
robust ones, and we do obtain poly(∆)-colorings, though not all the way down to O(∆2 ) in
semi-streaming space.
Other Related Work. Pseudo-deterministic streaming algorithms[19] fall between adversarially robust and deterministic ones. Such an algorithm is allowed randomness, but for each
particular input stream it must produce one fixed output (or output sequence) with high
probability. Adversarial robustness is automatic, because when such an algorithm succeeds,
it does not reveal any of its random bits through the outputs it gives. Thus, there is nothing
for an adversary to base adaptive decisions on.
The well-trodden subject of dynamic graph algorithms deals with a model closely related
to the adaptive adversary model: one receives a stream of edge insertions/deletions and seeks
to maintain a solution after each update. There have been a few works on the ∆-based graph
coloring problem in this setting [15, 16, 22]. However, the focus of the dynamic setting is on
optimizing the update time without any restriction on the space usage; this is somewhat
orthogonal to the streaming setting where the primary goal is space efficiency, and update
time, while practically important, is not factored into the complexity.

2
2.1

Overview of Techniques
Lower Bound Techniques

As might be expected, our lower bounds are best formalized through communication complexity. Recall that a typical communication-to-streaming reduction for proving a one-pass
streaming space lower bound works as follows. We set up a communication game for Alice
and Bob to solve, using one message from Alice to Bob. Suppose that Alice and Bob have
inputs x and y in this game. The players simulate a purported efficient streaming algorithm
A (for P , the problem of interest) by having Alice feed some tokens into A based on x,
communicating the resulting memory state of A to Bob, having Bob continue feeding tokens
into A based on y, and finally querying A for an answer to P , based on which Bob can give
a good output in the communication game. When this works, it follows that the space used
by A must be at least the one-way (and perhaps randomized) communication complexity of
the game. Note, however, that this style of argument where it is possible to solve the game
by querying the algorithm only once, is also applicable to an oblivious adversary setting.
Therefore, it cannot prove a lower bound any higher than the standard streaming complexity
of P .

5

Shortly after the announcement of the full version of our paper [18], Assadi, Chen, and Sun [6] announced
an independent work proving that this cannot be done.
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The way to obtain stronger lower bounds by using the purported adversarial robustness of
A is to design communication protocols where Bob, after receiving Alice’s message, proceeds
to query A repeatedly, feeding tokens into A based on answers to such queries. In fact, in
the communication games we shall use for our reductions, Bob will not have any input at
all and the goal of the game will be for Bob to recover information about Alice’s input,
perhaps indirectly. It should be clear that the lower bound for the mif problem, outlined in
Section 1.2, can be formalized in this manner. For our main lower bound (Theorem 1), we
use a communication game that can be seen as a souped-up version of mif.
The Subset-Avoidance Problem. Recall the subset-avoidance problem described in
Section 1.1 and denote it avoid(t, a, b). To restate: Alice is given a set A ⊆ [t] of size a
and must induce Bob to output a set B ⊆ [t] of size b such that A ∩ B = ∅. The one-way
communication complexity of this game can be lower
bounded from first principles. Since

each output of Bob is compatible with only t−b
possible
input sets of Alice, she cannot
a
send the same
message
on
more
than
that
many
inputs.
Therefore,
she must be able to send
 t−b
t
roughly a / a distinct messages for a protocol to succeed with high probability. The
number of bits she must communicate in the worst case is roughly the logarithm of this ratio,
which we show is Ω(ab/t). Interestingly, we observe that this lower bound is tight and can in
fact be matched by a deterministic protocol, as noted in Lemma 7.
In the sequel, we shall need to consider a direct sum version of this problem that we
call avoidk (t, a, b), where Alice has a list of k subsets and Bob must produce his own list of
subsets, with his ith avoiding the ith subset of Alice. We extend our lower bound argument
to show that the one-way complexity of avoidk (t, a, b) is Ω(kab/t).
Using Graph Coloring to Solve Subset-Avoidance. To explain how we reduce the avoidk
problem to graph coloring, we focus on a special case of Theorem 1 first. Suppose we have
an adversarially robust (∆ + 1)-coloring
 streaming algorithm A. We describe a protocol for
solving avoid(t, a, b). Let us set t = n2 to have the universe correspond to all possible edges
of an n-vertex graph. Suppose Alice’s set A has size a ≈ n2 /8. We show that, given a set
of n vertices, Alice can use public randomness to randomly map her elements to the set of
vertex-pairs so that the corresponding edges induce a graph G that, w.h.p., has max-degree
∆ ≈ n/4. Alice proceeds to feed the edges of G into A and then sends Bob the state of A.
Bob now queries A to obtain a (∆ + 1)-coloring of G. Then, he pairs up like-colored
vertices to obtain a maximal pairing. Observe that he can pair up all but at most one vertex
from each color class. Thus, he obtains at least (n − ∆ − 1)/2 such pairs. Since each pair
is monochromatic, they don’t share an edge, and hence, Bob has retrieved (n − ∆ − 1)/2
missing edges that correspond to elements absent in Alice’s set. Since Alice used public
randomness for the mapping, Bob knows exactly which elements these are. He now forms
a matching with these pairs and inserts the edges to A. Once again, he queries A to find
a coloring of the modified graph. Observe that the matching can increase the max-degree
of the original graph by at most 1. Therefore, this new coloring uses at most ∆ + 2 colors.
Thus, Bob would retrieve at least (n − ∆ − 2)/2 new missing edges. He again adds to the
graph the matching formed by those edges and queries A. It is crucial to note here that he
can repeatedly do this and expect A to output a correct coloring because of its adversarial
robustness. Bob stops once the max-degree reaches n − 1, since now the algorithm can color
each vertex with a distinct color, preventing him from finding a missing edge.
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Summing up the sizes of all the matchings added by Bob, we see that he has found
Θ((n − ∆)2 ) elements missing from Alice’s set. Since ∆ ≈ n/4, this is Θ(n2 ). Thus, Alice and
Bob have solved the avoid(t, a, b) problem where t = n2 and a, b = Θ(n2 ). As outlined above,
this requires Ω(ab/t) = Ω(n2 ) communication. Hence, A must use at least Ω(n2 ) = Ω(n∆)
space.
With some further work, we can generalize the above argument to work for any value
of ∆ with 1 ≤ ∆ ≤ n/2. For this generalization, we use the communication complexity of
avoidk (t, a, b) for suitable parameter settings. With more rigorous analysis, we can further
generalize the result to apply not only to (∆+1)-coloring algorithms but to any f (∆)-coloring
algorithm. That is, we can prove Theorem 8.

2.2

Upper Bound Techniques

It is useful to outline our algorithms in an order different from the presentation in Section 5.
A Sketch-Switching-Based O(∆2 )-Coloring. The main challenge in designing an adversarially robust coloring algorithm is that the adversary can compel the algorithm to change
its output at every point in the stream: he queries the algorithm, examines the returned
coloring, and inserts an edge between two vertices of the same color. Indeed, the sketch
switching framework of [10] shows that for function estimation, one can get around this
power of the adversary as follows. Start with a basic (i.e., oblivious-adversary) sketch for the
problem at hand. Then, to deal with an adaptive adversary, run multiple independent basic
sketches in parallel, changing outputs only when forced to because the underlying function
has changed significantly. More precisely, maintain λ independent parallel sketches where λ
is the flip number, defined as the maximum number of times the function value can change
by the desired approximation factor over the course of the stream. Keep track of which
sketch is currently being used to report outputs to the adversary. Upon being queried, re-use
the most recently given output unless forced to change, in which case discard the current
sketch and switch to the next in the list of λ sketches. Notice that this keeps the adversary
oblivious to the randomness being used to compute future outputs: as soon as our output
reveals any information about the current sketch, we discard it and never use it again to
process a stream element.
This way of switching to a new sketch only when forced to ensures that λ sketches suffice,
which is great for function estimation. However, since a graph coloring output can be forced
to change at every point in a stream of length m, naively implementing this idea would require
m parallel sketches, incurring a factor of m in space. We have to be more sophisticated. We
combine the above idea with a chunking technique so as to reduce the number of times we
need to switch sketches.
Suppose we split the m-length stream into k chunks, each of size m/k. We initialize
k parallel sketches of a standard streaming (∆ + 1)-coloring algorithm C to be used one
at a time as each chunk ends. We store (buffer) an entire chunk explicitly and when we
reach its end, we say we have reached a “checkpoint,” use a fresh copy of C to compute a
(∆ + 1)-coloring of the entire graph at that point, delete the chunk from our memory, and
move on to store the next chunk. When a query arrives, we deterministically compute a
(∆ + 1)-coloring of the partial chunk in our buffer and “combine” it with the coloring we
computed at the last checkpoint. The combination uses at most (∆ + 1)2 = O(∆2 ) colors.
e
e
Since a single copy of C takes O(n)
space, the total space used bypthe sketches is O(nk).
e
Buffering a chunk uses an additional
√ O(m/k) space. Setting k to be m/n, we get the total
e √mn) = O(n
e
space usage to be O(
∆), since m = O(n∆).

ITCS 2022

37:10

Adversarially Robust Coloring for Graph Streams

Handling edge deletions is more delicate. This is because we can no longer express the
current graph as a union of G1 (the graph up to the most recent checkpoint) and G2 (the
buffered subgraph) as above. A chunk may now contain an update that deletes an edge which
was inserted before the checkpoint, and hence, is not in store. Observe, however, that deleting
an edge doesn’t violate the validity of a coloring. Hence, if we ignore these edge deletions,
the only worry is that they might substantially reduce the maximum degree ∆ causing us to
use many more colors than desired. Now, note that if we have a (∆1 + 1)-coloring at the
checkpoint, then as long as the current maximum degree ∆ remains above ∆1 /2, we have a
2∆-coloring in store. Hence, combining that with a (∆ + 1)-coloring of the current chunk
gives an O(∆2 )-coloring. Furthermore, we can keep track of the maximum degree of the
e
graph using only O(n)
space and detect the points where it falls below half of what it was at
the last checkpoint. We declare each such point as a new “ad hoc checkpoint,” i.e., use a fresh
sketch to compute a (∆ + 1)-coloring there. Since the max-degree can decrease by a factor of
2 at most log n times, we show that it suffices to have only log n times more parallel sketches
initialized at the beginning of the stream. This incurs only an O(log n)-factor overhead in
space. We discuss the algorithm and its analysis in detail in Algorithm 3 and Lemma 13
respectively.
1/k
e
To generalize the above to an O(∆k )-coloring in O(n∆
) space, we use recursion in
a manner reminiscent of streaming coreset construction algorithms. Split the stream into
∆1/k chunks, each of size n∆1−1/k . Now, instead of storing a chunk entirely and coloring
it deterministically, we can recursively color it with ∆k−1 colors in O(n∆1/k ) space and
combine the coloring with the (∆ + 1)-coloring at the last checkpoint. The recursion makes
the analysis of this algorithm even more delicate, and careful work is needed to argue the
space usage and to properly handle deletions in the turnstile setting. The details appear in
Theorem 14.
A Palette-Sparsification-Based O(∆3 )-Coloring. This algorithm uses a different approach
to the problem of the adversary forcing color changes. It ensures that, every time an an edge
is added, one of its endpoints is randomly recolored, where the color is drawn uniformly from
a set C ∖ K of colors, where C is determined by the degree of the endpoint, and K is the
set of colors currently held by neighboring vertices. Let Rv denote the random string that
drives this color-choosing process at vertex v. When the adversary inserts an edge {u, v}, the
algorithm uses Ru and Rv to determine whether this edge could with significant probability
end up with the same vertex color on both ends in the future. If so, the algorithm stores the
edge; if not, it can be ignored entirely. It will turn out that when the number of colors is
e
set to establish an O(∆3 )-coloring, only an O(1/∆)
fraction of edges need to be stored, so
e
the algorithm only needs to store O(n) bits of data related to the input. The proof of this
storage bound has to contend with an adaptive adversary. We do so by first arguing that
despite this adaptivity, the adversary cannot cause the algorithm to use more storage than
the worst oblivious adversary could have. We can then complete the proof along traditional
lines, using concentration bounds. The details appear in Algorithm 2 and Theorem 10.
There is a technical caveat here. The random string Rv used at each vertex v is about
e
O(∆)
bits long. Thus, the algorithm can only be called semi-streaming if we agree that
e
these O(n∆) random bits do not count towards the storage cost. In the standard streaming
setting, this “randomness cost” is not a concern, for we can use the standard technique of
invoking Nisan’s space-bounded pseudorandom generator [27] to argue that the necessary
bits can be generated on the fly and never stored. Unfortunately, it is not clear that this
transformation preserves adversarial robustness. Despite this caveat, the algorithmic result
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is interesting as a contrast to our lower bounds, because the lower bounds do apply even in a
model where random bits are free, and only actually computed input-dependent bits count
towards the space complexity.

3

Preliminaries

Defining Adversarial Robustness. For the purposes of this paper, a “streaming algorithm”
is always one-pass and we always think of it as working against an adversary. In the standard
streaming setting, this adversary is oblivious to the algorithm’s actual run. This can be
thought of as a special case of the setup we now introduce in order to define adversarially
robust streaming algorithms.
Let U be a universe whose elements are called tokens. A data stream is a sequence in
U ∗ . A data streaming problem is specified by a relation f ⊆ U ∗ × Z where Z is some output
domain: for each input stream σ ∈ U ∗ , a valid solution is any z ∈ Z such that (σ, z) ∈ f . A
randomized streaming algorithm A for f running in s bits of space and using r random bits
is formalized as a triple consisting of (i) a function init : {0, 1}r → {0, 1}s , (ii) a function
process : {0, 1}s × U × {0, 1}r → {0, 1}s , and (iii) a function query : {0, 1}s × {0, 1}r → Z.
Given an input stream σ = (x1 , . . . , xm ) and a random string R ∈R {0, 1}r , the algorithm
starts in state w0 = init(R), goes through a sequence of states w1 , . . . , wm , where wi =
process(wi−1 , xi , R), and provides an output z = query(wm , R). The algorithm is δ-error
in the standard sense if PrR [(σ, z) ∈ f ] ≥ 1 − δ.
To define adversarially robust streaming, we set up a game between two players: Solver,
who runs an algorithm as above, and Adversary, who adaptively generates a stream σ =
(x1 , . . . , xm ) using a next-token function next : Z ∗ → U as follows. With w0 , . . . , wm as
above, put zi = query(wi , R) and xi = next(z0 , . . . , zi−1 ). In words, Adversary is able
to query the algorithm at each point of time and can compute an arbitrary deterministic
function of the history of outputs provided by the algorithm to generate his next token. Fix
(an upper bound on) the stream length m. Algorithm A is δ-error adversarially robust if
∀ function next : Pr[∀ i ∈ [m] : ((x1 , . . . , xi ), zi ) ∈ f ] ≥ 1 − δ .
R

In this work, we prove lower bounds for algorithms that are only required to be O(1)-error
adversarially robust. On the other hand, the algorithms we design will achieve vanishingly
small error of the form 1/ poly(m) and moreover, they will be able to detect when they are
about to err and can abort at that point.
Graph Streams and the Coloring Problem. Throughout this paper, an insert-only graph
stream describes an undirected graph on the vertex set [n], for some fixed n that is known in
advance, by listing its edges in some order: each token is an edge. A strict graph turnstile
stream describes an evolving graph G by using two types of tokens – ins-edge({u, v}), which
causes {u, v} to be added to G, and del-edge({u, v}), which causes {u, v} to be removed –
and satisfies the promises that each insertion is of an edge that was not already in G and that
each deletion is of an edge that was in G. When we use the term “graph stream” without
qualification, it should be understood to mean an insert-only graph stream, unless the context
suggests that either flavor is acceptable.
e
In this context, a semi-streaming algorithm is one that runs in O(n)
:= O(n polylog n)
bits of space.
In the K-coloring problem, the input is a graph stream and a valid answer to a query is
a vector in [K]n specifying a color for each vertex such that no two adjacent vertices receive
the same color. The quantity K may be given as a function of some graph parameter, such
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as the maximum degree ∆. In reading the results in this paper, it will be helpful to think of
∆ as a growing but sublinear function of n, such as nα for 0 < α < 1. Since an output of
the K-coloring problem is a Θ(n log K)-sized object, we think of a semi-streaming coloring
e
algorithm running in O(n)
space as having “essentially optimal” space usage.
One-Way Communication Complexity. In this work, we shall only consider a special kind
of two-player communication game: one where all input belongs to the speaking player Alice
and her goal is to induce Bob to produce a suitable output. Such a game, g, is given by
a relation g ∈ X × Z, where X is the input domain and Z is the output domain. In a
protocol Π for g, Alice and Bob share a random string R. Alice is given x ∈ X and sends
Bob a message msg(x, R). Bob uses this to compute an output z = out(msg(x, R)). We say
that Π solves g to error δ if ∀ x ∈ X : PrR [(x, z) ∈ g] ≥ 1 − δ. The communication cost of
Π is cost(Π) := maxx,R length(msg(x, R)). The (one-way, randomized, public-coin) δ-error
communication complexity of g is R→
δ (g) := min{cost(Π) : Π solves g to error δ}.
If Π never uses R, it is deterministic. Minimizing over zero-error deterministic protocols
gives us the one-way deterministic communication complexity of g, denoted D→ (g).
A Result on Random Graphs. During the proof of our main lower bound (in Section 4.2),
we shall need the following basic lemma on the maximum degree of a random graph. A proof
of this lemma is given in the full version of this paper.
▶ Lemma 3. Let G be a graph with M edges and n vertices, drawn uniformly at random.
Define ∆G to be its maximum degree. Then for 0 ≤ ε ≤ 1:

 2

2M
ε 2M
Pr ∆G ≥
(1 + ε) ≤ 2n exp − ·
.
n
3
n


Algorithmic Results From Prior Work. Our adversarially robust graph coloring algorithms
in Section 5.2 will use, as subroutines, some previously known standard streaming algorithms
for coloring. We summarize the key properties of these existing algorithms.
▶ Fact 4 (Restatement of [7], Result 2). There is a randomized turnstile streaming algorithm
for (∆ + 1)-coloring a graph with max-degree ∆ in the oblivious adversary setting that uses
e
e
O(n)
bits of space and O(n)
random bits. The failure probability can be made at most 1/np
for any large constant p.
In the adversarial model described above, we need to answer a query after each stream
update. The algorithm mentioned in Fact 4 or other known algorithms using “about” ∆
colors (e.g., [12]) use at least Θ̃(n) post-processing time in the worst case to answer a query.
Hence, using such algorithms in the adaptive adversary setting might be inefficient. We
observe, however, that at least for insert-only streams, there exists an algorithm that is
efficient in terms of both space and time. This is obtained by combining the algorithms of
[12] and [22] (see the discussion towards the end of Section 5.2 for details).
▶ Fact 5. In the oblivious adversary setting, there is a randomized streaming algorithm that
receives a stream of edge insertions of a graph with max-degree ∆ and degeneracy κ and
e −2 n) space,
maintains a proper coloring of the graph using κ(1 + ε) ≤ ∆(1 + ε) colors, O(ε
and O(1) amortized update time. The failure probability can be made at most 1/np for any
large constant p.
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Hardness of Adversarially Robust Graph Coloring

In this section, we prove our first major result, showing that graph coloring is significantly
harder when working against an adaptive adversary than it is in the standard setting of an
oblivious adversary. We carry out the proof plan outlined in Section 2.1, first describing and
analyzing our novel communication game of subset-avoidance (henceforth, avoid) and
then reducing the avoid problem to robust coloring.

4.1

The Subset Avoidance Problem

Let avoid(t, a, b) denote the following one-way communication game.
Alice is given S ⊆ [t] with |S| = a;
Bob must produce T ⊆ [t] with |T | = b for which T is disjoint from S.
Let avoidk (t, a, b) be the problem of simultaneously solving k instances of avoid(t, a, b).
▶ Lemma 6. The public-coin δ-error communication complexity of avoidk (t, a, b) is bounded
thus:
 .

t
t−b
k
R→
(avoid
(t,
a,
b))
≥
log
(1
−
δ)
+
k
log
(1)
δ
a
a
≥ log (1 − δ) + kab/(t ln 2) .

(2)

Proof. Let Π be a δ-error protocol for avoidk (t, a, b) and let d = cost(Π), as defined in
k
Section 3. Since, for each input (S1 , . . . , Sk ) ∈ [t]
, the error probability of Π on that
a
input is at most δ, there must exist a fixing of the random coins of Π so that the resulting
deterministic protocol Π′ is correct on all inputs in a set
 k
 k
[t]
t
C⊆
, with |C| ≥ (1 − δ)
.
a
a
k
The protocol Π′ is equivalent to a function ϕ : C → [t]
where
b
the range size | Im(ϕ)| ≤ 2d , because cost(Π) ≤ d, and
for each (S1 , . . . , Sk ) ∈ C, the tuple (T1 , . . . , Tk ) := ϕ((S1 , . . . , Sk )) is a correct output for
Bob, i.e., Si ∩ Ti = ∅ for each i.
k
k
For any fixed (T1 , . . . , Tk ) ∈ [t]
, the set of all (S1 , . . . , Sk ) ∈ [t]
for which each
b
a


[t]∖T1
k
coordinate Si is disjoint from the corresponding Ti is precisely the set S1 × · · · × [t]∖T
.
Sk


t−b k
[t] k
The cardinality of this set is exactly a . Thus, for any subset D of b , it holds that
k
C ∩ ϕ−1 (D) ≤ t−b
|D|. Consequently,
a
 k

k

k
t
t−b
t−b
−1
(1 − δ)
≤ |C| = |ϕ (Im(ϕ))| ≤
| Im(ϕ)| ≤
2d ,
a
a
a
which, on rearrangement, gives Equation (1).
To obtain Equation (2), we note that
 .

t
t−b
t!a!(t − a − b)!
t · (t − 1) · · · (t − a + 1)
=
=
a
a
(t − a)!a!(t − b)!
(t − b) · (t − b − 1) · · · (t − a − b + 1)

a 
a
t
1
≥
=
> eab/t ,
t−b
1 − b/t

(3)

which implies
 .

t
t−b
log (1 − δ) + k log
≥ log (1 − δ) + kab/(t ln 2) .
a
a

◀
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Since our data streaming lower bounds are based on the avoidk problem, it is important
to verify that we are not analyzing its communication complexity too loosely. In the full
version of this paper [18], we prove the following result, which says that the lower bound in
Lemma 6 is close to being tight. In fact, a nearly matching upper bound can be obtained
deterministically.
▶ Lemma 7. For any t ∈ N, 0 < a + b ≤ t, the deterministic complexity of avoid(t, a, b) is
bounded thus:
 .

  
t
t−b
t
→
D (avoid(t, a, b)) ≤ log
+ log ln
+ 2.
a
a
a

4.2

Reducing Multiple Subset Avoidance to Graph Coloring

Having introduced and analyzed the avoid communication game, we are now ready to prove
our main lower bound result, on the hardness of adversarially robust graph coloring.
▶ Theorem 8 (Main lower bound). Let L, n, K be integers with 2K ≤ n, and L + 1 ≤ K, and
L ≥ 12 ln(4n).
Assume there is an adversarially robust coloring algorithm A for insert-only streams
of n-vertex graphs which works as long as the input graph has maximum degree ≤ L, and
maintains a coloring with ≤ K colors so that all colorings are correct with probability ≥ 1/4.
Then A requires at least C bits of space, where
1
nL2
·
− 3.
40 ln 2 K
Proof. Given an algorithm A as specified, wecan construct a public-coin protocol to solve the
communication problem avoid⌊n/(2K)⌋ ( 2K
2 , ⌊LK/4⌋, ⌊L/2⌋⌈K/2⌉) using exactly as much
communication
as
A
requires
storage
space.
The protocol for the more basic problem

2K
avoid( 2 , ⌊LK/4⌋, ⌊L/2⌋⌈K/2⌉) is described in Algorithm 1.
To use A to solve s := ⌊n/2K⌋ instances of avoid, we pick s disjoint subsets V1 , . . . , Vs
of the vertex set [n], each of size 2K. A streaming coloring algorithm on the vertex set [2K]
with degree limit L and using at most K colors can be implemented by relabeling the vertices
in [2K] to the vertices in some set Vi and using A. This can be done s times in parallel, as
the sets (Vi )si=1 are disjoint. Note that a coloring of the entire graph on vertex set [n] using
≤ K colors is also a K-coloring of the s subgraphs supported on V1 , . . . , Vs . To minimize
the number of color queries made, Algorithm 1 can be implemented by alternating between
adding elements from the matching M in each instance (for Algorithm 1), and making single
color queries to the n-vertex graph (for Algorithm 1).
The guarantee that A uses fewer than K colors depends on the input graph stream having
maximum degree at most L. In Bob’s part of the protocol, adding a matching to the graph
only increases the maximum degree of the graph represented by Z by at most one; since he
does this ⌊L/2⌋ times, in order for the maximum degree of the graph represented by Z to
remain at most L, we would like the random graph Alice inserts into the algorithm to have
maximum degree ≤ L/2 ≤ L − ⌊L/2⌋. By Lemma 3, the probability that, given some i, this
random graph on Vi has maximum degree ∆i ≥ L/2 is


L
Pr ∆i ≥ (1 + 1) ≤ 4Ke−L/12 .
4
C≥

Taking a union bound over all s graphs, we find that


j n k
Pr max ∆i ≥ L/2 ≤ 4K
e−L/12 ≤ 2ne−L/12 .
2K
i∈[s]
We can ensure that this happens with probability at most 1/2 by requiring L ≥ 12 ln(4n).
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, ⌊LK/4⌋, ⌊L/2⌋⌈K/2⌉).

Require: Algorithm A that colors graphs up to maximum degree L, always using ≤ K
colors
1: R ← publicly random bits to be used by A

2K
2: π ← publicly random permutation of {1, . . . , 2 }, drawn uniformly
3: e1 , . . . , e(2K ) ← an enumeration of the edges of the complete graph on 2K vertices
2

4: function Alice(S):

8:

Z ← A::INIT(R), the
 initial state of A
for i from 1 to 2K
do
2
if πi ∈ S then
Z ← A::INSERT(Z, R, ei )

9:

return Z

5:
6:
7:

10: function Bob(Z):
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

J ← empty list
for i from 1 to ⌊L/2⌋ do
clr ← A::QUERY(Z, R)
M ← maximal pairing of like-colored vertices, according to clr
for each pair {u, v} ∈ M do
Z ← A::INSERT(Z, R, {u, v}) ▷ M is turned into a matching and inserted
J ←J ∪M
if length(J) ≤ ⌊L/2⌋⌈K/2⌉ then
return fail
else
T ← {πi : ei ∈ first ⌊L/2⌋⌈K/2⌉ edges of J}
return T

If all the random graphs produced by Alice have maximum degree ≤ L/2, and the ⌊L/2⌋
colorings requested by the protocol are all correct, then we will show that Bob’s part of
the protocol recovers at least ⌊L/2⌋⌈K/2⌉ edges for each instance. Since the algorithm A’s
random bits R and permutation random bits π are independent, the probability that the the
maximum degree is low and the algorithm gives correct colorings on graphs of maximum
degree at most L is ≥ (1/2) · (1/4) = 1/8.
The list of edges that Bob inserts (Algorithm 1) are fixed functions of the query output
of A on its state Z and random bits R. None of the edges can already have been inserted
by Alice or Bob, since each edge connects two vertices which have the same color. Because
these edges only depend on the query output of A, conditioned on this query output they are
independent of Z and R. This ensures that A’s correctness guarantee against an adversary
applies here, and thus the colorings reported on Algorithm 1 are correct.
Assuming all queries succeed, and the initial graph that Alice added has maximum degree
≤ L/2, for each i ∈ [⌊L/2⌋], the coloring produced will have at most K colors. Let B be the
set of vertices covered by the matching M , so that [2K] ∖ B are the unmatched vertices.
Since no pair of unmatched vertices can have the same color, |[2K] ∖ B| ≤ K. This implies
|B| ≥ K, and since |M | = |B|/2 is an integer, we have |M | ≥ ⌈K/2⌉. Thus each for loop
iteration will add at least ⌈K/2⌉ new edges to J. The final value of the list J will contain
at least ⌊L/2⌋⌈K/2⌉ edges that were not added
 by Alice; Algorithm 1 converts the first
2K
⌊L/2⌋⌈K/2⌉ of these to elements of {1, . . . , 2 } not in the set S given to Alice.
ITCS 2022

37:16

Adversarially Robust Coloring for Graph Streams

Finally, by applying Lemma 6, we find that the communication C needed to solve
s independent copies of avoid( 2K
2 , ⌊LK/4⌋, ⌊L/2⌋⌈K/2⌉) with failure probability ≤ 7/8
satisfies

 j
7
n k ⌊LK/4⌋ · ⌊L/2⌋⌈K/2⌉
C ≥ log 1 −
+

2K
8
2K
2 ln 2
≥

n L2 K 2 /20
nL2
−3≥
− 3,
1
2
4K 2 (2K) ln 2
40K ln 2

where we used K > L ≥ 12 ln(4n) ≥ 12 ln 4 to conclude ⌊LK/4⌋⌊L/2⌋⌈K/2⌉ ≥ (LK)2 /20.
◀
Applying the above Theorem 8 with “K = f (L),” we immediately obtain the following
corollary, which highlights certain parameter settings that are particularly instructive.
▶ Corollary 9. Let f be a monotonically increasing function, and L an integer for which
L = Ω(log n) and f (L) ≤ n/2. Let A be a coloring algorithm which works for graphs of
maximum degree up to L; which at any point in time uses ≤ f (∆) colors, where ∆ is the
current graph’s maximum degree; and which has total failure probability ≤ 3/4 against an
adaptive adversary. Then the number of bits S of space used by A is lower-bounded as
S = Ω(nL2 /f (L)). In particular:
If f (∆) = ∆ + 1 – or, more generally, f (∆) = O(∆) – then S = Ω(nL) space is needed.
e 2 ) is needed.
e
To ensure S = O(n)
space, f (∆) = Ω(∆
2
If f (L) = Θ(n), then S = Ω(L ).

5

Upper Bounds: Adversarially Robust Coloring Algorithms

We now turn to positive results. We show how to maintain a poly(∆)-coloring of a graph in an
adversarially robust fashion. We design two broad classes of algorithms. The first, described
in Section 5.1, is based on palette sparsification as in [7, 4], with suitable enhancements to
e
ensure robustness. The resulting algorithm maintains an O(∆3 )-coloring and uses O(n)
bits
of working memory. As noted in Section 2.2, the algorithm comes with the caveat that it
e
requires a large pool of random bits: up to O(n∆)
of them. As also noted there, it makes
sense to treat this randomness cost as separate from the space cost.
The second class of algorithms, described in Section 5.2, is built on top of the sketch
switching technique of [10], suitably modified to handle non-real-valued outputs. This time,
the amount of randomness used is small enough that we can afford to store all random bits in
working memory. These algorithms can be enhanced to handle strict graph turnstile streams
as described in Section 3. For any such turnstile stream of length at most m, we maintain
e √nm) space. More generally, we maintain an O(∆k )-coloring in
an O(∆2 )-coloring using O(
O(n1−1/k m1/k ) space for any k ∈ N. In particular, for insert-only streams, this implies an
O(∆k )-coloring in O(n∆1/k ) space.

5.1

An Algorithm Based on Palette Sparsification

We proceed to describe our palette-sparsification-based algorithm. It maintains a 3∆3 coloring of the input graph G, where ∆ is the evolving maximum degree of the input graph
e
G. With high probability, it will store only O(n(log n)4 ) = O(n)
bits of information about G;
an easy modification ensures that this bound is always maintained by having the algorithm
abort if it is about to overshoot the bound.
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Algorithm 2 Adversarially robust 3∆3 -coloring algorithm, assuming 0 < ∆ ≤ L.

Input: Stream of edges of a graph G = (V, E), with maximum degree always ≤ L
Random bits:
1: for each vertex x ∈ [n] do
2:
3:

for each i ∈ [L] do
Pxi ← list of 4 log n colors sampled u.a.r. with replacement from [2i2 ]
Initialize:

4: for each vertex x ∈ [n] do
5:
6:

deg(x) ← 0
clr(x) ← (0, 0)

▷ tracks degree of x
SL
▷ maintains color of x; in general ∈ i=1 {i} × [2i2 ]

7: A ← empty list of edges

Process(edge {u, v}):
8: deg(u), deg(v) ← deg(u) + 1, deg(v) + 1

▷ maintain vertex degrees

9: k ← max{deg(u), deg(v)}
10: for i from k to L do
11:
12:

▷ store edges that might be needed in the future

if Pui and Pvi overlap then
A ← A ∪ {{u, v}}

13: used ← {clr(w) : {u, w} ∈ A} ▷ prepare to recolor vertex u: collect colors of neighbors
14: for j from 1 to 4 log n do
15:
16:
17:

deg(u)

c ← (deg(u), Pu
[j])
if c ∈
/ used then
clr(u) ← c; return

18: abort

▷ try the next color in the random list

▷ failed to find a color

Query( ):
19: return the vector clr

The algorithm does need a large number of random bits – up to O(nL(log n)2 ) of them –
where L is the maximum degree of the graph at the end of the stream or an upper bound
on the same. Due to the way the algorithm looks ahead at future random bits, L must be
known in advance.
The algorithm uses these available random bits to pick, for each vertex, L lists of random
color palettes, one at each of L “levels.” The level-i list at vertex x is called Pxi and consists of
4 log n colors picked uniformly at random with replacement from the set [2i2 ]. The algorithm
tracks each vertex’s degree. Whenever a vertex x is recolored, its new color is always of the
form (d, p), where d = deg(x) and p ∈ Pxd . Thus, when the maximum degree in G is ∆, the
S∆
only colors that have been used are the initial default (0, 0) and colors from i=1 {i} × [2i2 ].
P∆
The total number of colors is therefore at most 1 + i=1 2i2 ≤ 3∆3 .
In the full version of this paper [18], we prove the following result.
▶ Theorem 10. Algorithm 2 is an adversarially robust O(∆3 )-coloring algorithm for insertion
e
streams which stores O(n(log n)4 ) bits related to the graph, requires access to O(nL)
random
bits, and even against an adaptive adversary succeeds with probability ≥ 1 − O(1/n2 ).
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5.2

Sketch-Switching Based Algorithms for Turnstile Streams

We present a class of sketch switching based algorithms for poly(∆)-coloring. First, we
give an outline of a simple
algorithm for insert-only streams that colors the graph using
√
e
O(∆2 ) colors and O(n
∆) space, where ∆ is the max-degree of the graph at the time of
query. Next, we show how to modify it to handle deletions. This is captured in Algorithm 3,
whose correctness is given by Lemma 13. Then we describe how it can be generalized to
1/k
e
get an O(∆k )-coloring in O(n∆
) space for insert-only streams for any constant k ∈ N.
e 1−1/k m1/k ) space
Finally, we prove the fully general result giving an O(∆k )-coloring in O(n
for turnstile streams, which is given by Theorem 14. Finally, we discuss how we can get rid
of some assumptions, albeit reasonable, that we make for our algorithms.
Throughout this section, we make the standard assumption that the stream length m
for turnstile streams is bounded by poly(n). When we say that a statement holds with high
probability (w.h.p.), we mean that it holds with probability at least 1 − 1/poly(n). In our
algorithms, we often take the product of colorings of multiple subgraphs of a graph G. We
define this notion below and record its key property.
▶ Definition 11 (Product of Colorings). Let G1 = (V, E1 ), . . . , Gk = (V, Ek ) be graphs
on a common vertex set V . Given a coloring χi of Gi , for each i ∈ [k], the product of
these colorings is defined to be a coloring where each vertex v ∈ V is assigned the color
⟨χ1 (v), χ2 (v), . . . , χk (v)⟩.
▶ Lemma 12. Given a proper ci -coloring χi of a graph Gi = (V, Ei ) for each i ∈ [k], the
Qk
product of the colorings χi is a proper ( i=1 ci )-coloring of ∪ki=1 Gi := (V, ∪ki=1 Ei ).
Proof. An edge in ∪ki=1 Gi comes from Gi∗ for some i∗ ∈ [k], and hence the colors of its
endpoints in the product coloring differ in the i∗ th coordinate. For i ∈ [k], the ith coordinate
can take ci different values and hence the color bound holds.
◀
√
Insert-Only√Streams and O(∆2 )-Coloring. Split the O(n∆)-length stream into ∆ chunks
of size O(n ∆) each. Let A be a standard (i.e., oblivious-adversary) semi-streaming algorithm
for O(∆)-coloring √
a graph (by Fact 4 and Fact 5, such algorithms exist). At the start of the
stream, initialize ∆ parallel copies of A, called A1 , . . . , A√∆ ; these will be our “parallel
sketches.” At any point of time, only a suffix of this list of parallel sketches will be active.
We use the sketch switching idea of [10] as follows. With each edge insertion, we update
each of the active parallel sketches. Whenever we arrive at the end of a chunk, we say we
have reached a “checkpoint” and query the least-numbered active sketch (this is guaranteed
to be “fresh” in the sense that it has not been queried before) to produce a coloring of the
entire graph until that point. By design, the randomness of the queried sketch is independent
of the edges it has processed. Therefore, it returns a correct O(∆)-coloring of the graph until
that point, w.h.p. Henceforth, we mark the just-queried sketch as inactive and never update
it, but continue to update all higher-numbered sketches. Thus, each copy of A actually
processes a stream independent of its randomness and hence, works correctly while using
e
O(n)
space. By a union bound over all sketches, w.h.p., all of them generate correct
√ colorings
e
e
at the respective checkpoints and simultaneously use O(n)
space each, i.e., O(n
∆) space in
total.
Conditioned on the above good event, we can always return an O(∆2 )-coloring√as follows.
e
We store (buffer) the most recent partial chunk explicitly, using our available O(n
∆) space.
Now, when a query arrives, we can express the current graph G as G1 ∪ G′ , where G1 is
the subgraph of G until the last checkpoint and G′ is the subgraph in our buffer. Observe
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that we computed an O(∆(G1 ))-coloring of G1 at the last checkpoint. Further, we can
deterministically compute a (∆(G′ ) + 1)-coloring of G′ since we explicitly store it. We
output the product of the colorings (Definition 11) of G1 and G′ , which must be a proper
O(∆(G1 ) · ∆(G′ )) = O(∆(G)2 )-coloring of the graph G (Lemma 12).
Extension to Handle Deletions. The algorithm above doesn’t immediately work for turnstile
streams. The chunk currently being processed by the algorithm may contain an update
that deletes an edge which was inserted before the start of the chunk, and hence, is not in
store. Thus, we can no longer express the current graph as a union of the graphs G1 and G′
as above. Overcoming this difficulty complicates the algorithm enough that it is useful to
lay it out more formally as pseudocode (see Algorithm 3). This new algorithm maintains
e √mn) space. Note that
an O(∆2 )-coloring, works even on turnstile streams, and uses O(
while the black-box algorithm A used in Algorithm 3 might be any generic O(∆)-coloring
semi-streaming algorithm with error 1/m, it can be, for instance, chosen to be the one
given by Fact 4 or, for insert-only streams, the one in Fact 5. The former gives a tight
(∆ + 1)-coloring but possibly large query time, while the latter answers queries fast using
possibly a few more colors, up to ∆(1 + ε).
Before proceeding to the analysis, let us set up some terminology. Recall from Section 3
that we work with strict graph turnstile streams, so each deletion of an edge e can be
matched to a unique previous token that most recently inserted e. An edge deletion, where
the corresponding insertion did not occur inside the same chunk, is called a negative edge.
Call a point in the stream a checkpoint if we use a fresh parallel copy of A, i.e., a copy Ai
that hasn’t been queried before, to generate an O(∆)-coloring of the graph at that point.
We define two types of checkpoints, namely fixed and ad hoc. We have a fixed checkpoint
at the end of each chunk; this means that whenever the last update of a chunk arrives, we
compute a coloring of the graph seen so far using a fresh copy of A. The ad hoc checkpoints
are made on the fly inside a current chunk, precisely when a query appears and we see that
the max-degree of the current graph is less than half of what it was at the last checkpoint
(which might be fixed or ad hoc).
A detailed analysis of Algorithm 3, given in the full version of this paper [18], proves the
following lemma.
▶ Lemma 13. For any strict graph turnstile stream of length at most m for a graph G given
by an adaptive adversary, the following hold simultaneously, w.h.p.:
Algorithm 3 outputs an O(∆2 )-coloring after each query, where ∆ is the maximum degree
of the graph at the time a query is made.
e √mn) bits of space.
Algorithm 3 uses O(
1/k
e
Generalization to O(∆k )-Coloring in O(n∆
) Space for Insert-Only Streams. The
recursive application of the sketch-switching techniques explained in the previous section is
described in detail in the full version of this paper [18]. There, we prove the following result,
and its immediate corollary.

▶ Theorem 14. For any strict graph turnstile stream of length at most m, and for any
constant k ∈ N, there exists an adversarially robust algorithm A such that the following hold
simultaneously w.h.p.:
After each query, A outputs an O(∆k )-coloring, where ∆ is the max-degree of the current
graph.
e 1−1/k m1/k ) bits of space.
A uses O(n
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e √nm) space for turnstile streams.
Algorithm 3 Adversarially robust O(∆2 )-coloring in O(
Input: Stream of edge insertions/deletions of an n-vertex graph G = (V, E); parameter
m
Require: Semi-streaming algorithm A that works on turnstile graph streams and
provides an O(∆)-coloring with error ≤ 1/m against an oblivious adversary
Initialize:
p
m/n log n for some sufficiently large constant C
A1 , . . . , As ← independent parallel initializations of A
c←0
▷ index into list (A1 , . . . , As )
clr ← n-vector of vertex colors, initialized to all-1s
▷ valid O(∆)-coloring until last
checkpoint
deg ← n-vector of vertex degrees, initialized to all-0s
G′ ← (V, ∅)
▷ buffer to store current chunk
ChunkSize ← 0
▷ current buffer size
CheckptMaxDeg ← 0
▷ max-degree at last checkpoint

1: s ← C ·
2:
3:
4:
5:
6:
7:
8:

Process(operation op, edge {u, v}):
9: for i from c + 1 to s do
10:
Ai . Process(op, {u, v})

▷ op says whether to insert or delete
▷ if this aborts, report FAIL

11: if op = “insert” then
12:
13:
14:
15:
16:
17:

increment deg(u), deg(v)
add {u, v} to G′
else if op = “delete” then
decrement deg(u), deg(v)
if {u, v} ∈ G′ then:
delete {u, v} from G′

▷ else, negative edge; not stored

18: ChunkSize ← ChunkSize + 1
19: ∆ ← maxv∈[n] deg(v)

√

nm then:
NewCheckpoint( )
22:
ChunkSize ← 0
23: if ∆ < CheckptMaxDeg/2 then:
24:
NewCheckpoint( )

20: if ChunkSize =
21:

▷ fixed checkpoint encountered

▷ ad hoc checkpoint created

Query( ):
25: clr′ ← (∆G′ + 1)-coloring of G′
26: return ⟨(clr(v), clr′ (v)) : v ∈ [n]⟩

▷ take the product of the two colorings

NewCheckpoint( ):
27: c ← c + 1
28: clr ← Ac . Query( )
29: G′ ← (V, ∅)
30: CheckptMaxDeg ← maxv∈[n] deg(v)

▷ switch to next fresh sketch
▷ if Ac fails, report FAIL
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▶ Corollary 15. For any stream of edge insertions describing a graph G, and for any k ∈ N,
there exists an adversarially robust algorithm A such that the following hold simultaneously
w.h.p.:
After each query, A outputs an O(∆k )-coloring, where ∆ is the max-degree of the current
graph.
1/k
e
A uses O(n∆
) bits of space.
Removing the Assumption of Prior Knowledge of m. In Algorithm 3 as well as in the
algorithm described in Theorem 14, we assume that a value m, an upper bound on the
number of edges, is given to us in advance. Without it, we do not know how many sketches to
initialize at the start of the stream. In this context, we note the following. First, knowledge
of an upper bound on the number of edges is a reasonable assumption, especially for turnstile
streams, since an algorithm typically knows how large of an input stream it can handle.
Second, for insert-only streams, we can set m = n∆/2 if an upper bound ∆ on the max-degree
of the final graph is known; a knowledge of such a bound is reasonable since f (∆)-coloring is
usually studied with a focus on bounded-degree graphs. Third, we can remove the assumption
of knowing either m or ∆ for insert-only streams at the cost of a factor of ∆ in the number
e
of colors and an additive O(n)
factor in space, which we outline next.
At the beginning of the stream, we initialize ⌊log n⌋ copies of the oblivious O(∆)-coloring
semi-streaming algorithm A for the checkpoints where ∆ first attains values of the form 2i
for some i ∈ [⌊log n⌋]. For each i, the substream between the checkpoints with ∆ = 2i and
∆ = 2i+1 can be handled using our algorithm as a black box since we know that the stream
length is at most 2i n. This way, we need not initialize O(D1/k ) sketches for D ≫ ∆max at
the very beginning of the stream, where ∆max is the final max-degree of the graph, and
incur such a huge factor in space; we can initialize d1/k sketches for the substream with
d ≤ ∆ ≤ 2d only when (if at all) ∆ reaches the value d. Thus, the maximum space used
1/k
is O(n∆max ), which we can afford. When queried in a substream between checkpoints at
∆ = 2i and ∆ = 2i+1 , we use our O(∆k )-coloring algorithm to get a coloring of the substream,
and take a product with the O(∆)-coloring at the checkpoint at ∆ = 2i . Thus, we get an
e
O(∆k+1 )-coloring of the current graph. The additional space usage is O(n)
due to the initial
1/k
e
⌊log n⌋ sketches taking up O(n) space each; hence, the total space usage is still O(n∆max ).
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Abstract
What is the power of constant-depth circuits with MODm gates, that can count modulo m? Can
they efficiently compute MAJORITY and other symmetric functions? When m is a constant prime
power, the answer is well understood. In this regime, Razborov and Smolensky proved in the 1980s
that MAJORITY and MODm require super-polynomial-size MODq circuits, where q is any prime
power not dividing m. However, relatively little is known about the power of MODm gates when m
is not a prime power. For example, it is still open whether every problem decidable in exponential
time can be computed by depth-3 circuits of polynomial-size and only MOD6 gates.
In this paper, we shed some light on the difficulty of proving lower bounds for MODm circuits, by
giving new upper bounds. We show how to construct MODm circuits computing symmetric functions
with non-prime power m, with size-depth tradeoffs that beat the longstanding lower bounds for
AC0 [m] circuits when m is a prime power. Furthermore, we observe that our size-depth tradeoff
circuits have essentially optimal dependence on m and d in the exponent, under a natural circuit
complexity hypothesis.
For example, we show that for every ε > 0, every symmetric function can be computed using
ε
MODm circuits of depth 3 and 2n size, for a constant m depending only on ε > 0. In other
words, depth-3 CC0 circuits can compute any symmetric function in subexponential size. This
demonstrates a significant difference in the power of depth-3 CC0√circuits, compared to other models:
for certain symmetric functions, depth-3 AC0 circuits require 2Ω( n) size [Håstad 1986], and depth-3
1/6
AC0 [pk ] circuits (for fixed prime power pk ) require 2Ω(n ) size [Smolensky 1987]. Even for depth-2
Ω(n)
MODp ◦ MODm circuits, 2
lower bounds were known [Barrington Straubing Thérien 1990].
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Introduction

We consider constant-depth circuits in which every (unbounded fan-in) gate (called a MODm
gate) determines whether the sum of its inputs is divisible by a small constant integer m.
Although the model looks rather peculiar, constant-depth circuits with constant moduli gates
(a.k.a. CC0 circuits, a.k.a. pure-ACC circuits [39]) have been a longstanding and fundamental
roadblock in the way of improved circuit complexity lower bounds. Since their identification
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over 30 years ago [8, 11], scant progress has been made on lower bounds against CC0 circuits,
and their close cousin ACC0 which includes AND and OR in the gate basis. Some exceptions
include work focusing on special cases of the problem (e.g., [9, 21, 15, 16]), uniform lower
bounds [2], and work proving strong lower bounds but only for functions whose complexity
is in QuasiNP or higher (e.g., [38, 18, 29, 17]). If there has ever been a “circuit complexity
winter”, CC0 circuits are at least partly to blame.
Besides our own ignorance, could there be deeper reasons why CC0 circuits have been so
difficult for showing limitations? In this paper, we explore the possibility that CC0 circuits
may be powerful, focusing on the natural class of symmetric Boolean functions whose output
depends only on the number of ones in the input. Although it has been conjectured for many
years that the AND function does not have polynomial-size CC0 circuits ([7, 36, 35])2 our
results show that low-depth MODm circuits with arbitrary but fixed modulus m can actually
compute arbitrary symmetric Boolean functions (such as MAJORITY) much more efficiently
than low-depth circuits with AND, OR, and MODq gates, when q is a prime power.
It is well-known that AC0 circuits, which consist of AND, OR, NOT gates and have
constant-depth, require exp(Ω(n1/(d−1) )) size to compute arbitrary symmetric functions
in depth d [25]. In recent work, Oliveira, Santhanam, and Srinivasan [32] have shown
that PARITY gates (a.k.a. MOD2 gates) can help compute symmetric functions more
efficiently than what AND, OR, NOT can accomplish in constant depth. In particular,
they show that AC0 [2] circuits (with AND, OR, and PARITY) of depth 4 can compute
MAJORITY in exp(Θ(n1/4 )) size, depth d ≥ 5 can compute symmetric functions in size
2
e 3(d−4) )), and they show a size lower bound of exp(Ω(n1/(2d−4) )) for the MAJORITY
exp(O(n
function, improving [33, 34].

Smaller MODm Circuits
Could even smaller circuits for symmetric functions be achieved using MODm gates, for other
composite m? It turns out that this is possible. In fact, even in depth three, any symmetric
ε
function can computed with a MODm circuit of size 2n for any desired ε > 0.
▶ Theorem 1. For every ε > 0, there is a modulus m ≤ (1/ε)2/ε such that every symmetric
function on n bits can be computed by depth-3 MODm circuits of exp(O(nε )) size. In fact, the
circuits have the form MODp1 ◦ MODp2 ···pr ◦ MODp1 , where p1 , . . . , pr are distinct primes.3
That is, without any AND/OR gates, we can obtain CC0 circuits with a substantially
smaller number of gates than the longstanding lower bounds for AC0 [q] circuits computing
symmetric functions (mentioned two paragraphs ago), for prime power q.
It has been known for decades [10] that depth-2 MODp ◦ MODm circuits (and CC0 [p] ◦
MODm circuits) require 2Ω(n) size to compute the AND function, where p is a prime and
m is an arbitrary composite, and that only certain restricted symmetric functions could be
computed in subexponential-size and depth-2 [21]. Theorem 1 shows that one additional
layer of MODp gates makes such circuits much more powerful.

2

3

Hansen and Koucký [23] give an interesting counterpoint, showing that probabilistic CC0 circuits can
compute AND efficiently. Thus the AND ∈ CC0 problem is equivalent to a derandomization question.
The G ◦ H ◦ I notation means that the output gate has type G, on the middle layer there are gates only
of type H, and on the bottom layer (nearest the inputs) there are only gates of type I.
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It is well-known that for distinct primes p, q, every symmetric function on n bits has a
MODpq circuit of size exp(O(nε )) and depth O(1/ε).4 Our result shows the depth can always
be made 3, at the cost of increasing the modulus to a large enough constant. Hansen [22],
building on Bhatnagar, Gopalan, and Lipton [14], shows that for m which is the product of
r primes, and sufficiently small ℓ (smaller than each of the prime factors of m), the MODℓ
function can be represented by a polynomial over Zm of degree O(n1/r ). As a corollary of
Hansen’s work, Gopalan observed [20] that for every ε > 0 there is an m such that the MOD2
ε
function has depth-3 MODm circuits of size 2n . This naturally suggests the question of
whether every symmetric function admits such a circuit, which is answered by our Theorem 1.
As we allow larger depths, we can obtain MODm circuits with an interesting size-depth
tradeoff.
▶ Theorem 2. Let d ≥ 3 be an integer, and let m be a product of r ≥ 2 distinct primes.
Then every symmetric function on n bits can be computed by depth-d MODm circuits of size
exp(Õ(n1/(r+d−3) )).
To contrast, recall that the lower bounds for AC0 are exp(Ω(n1/(d−1) )) size for depth d [25],
and the lower bounds for AC0 [pk ] (with AND, OR, and MODpk gates) are exp(Ω(n1/(2d) )) [33,
34] for prime power pk (where the constant factor depends on pk ). Thus for constant moduli
m with enough prime factors, one can beat both lower bounds with MODm gates.
For large enough depth d, we can achieve even smaller circuits with a size bound of the
form exp(nO(1)/(r·d) ), multiplying r and d in the denominator, instead of adding them.
▶ Theorem 3. There is a universal constant c ≥ 1 such that, for all sufficiently large depths
d, and all composite m with r prime factors, every symmetric function can be computed by a
MODm gate circuit of depth d and size exp(O(nc/((d−c)(r−1)) )).
We remark that the constant c in the above construction is not terribly small. (Our c is
at least 6; this matters if one cares about very small d and r.) In concurrent (very recently
released) work, [26] give a circuit construction with a similar tradeoff (but better constants)
for the special case of the AND function, building on the polynomials of [9].

Even Smaller Circuits in ACC0
Allowing AND and OR gates in our circuit, the size of our circuit constructions can be even
further improved. Say that a product m of primes q1 , . . . , qr is good if every prime factor of
ϕ(m) divides m, where ϕ is Euler’s totient function. We note that the primorial m = pr #,
the product of the first r primes, is good.5
▶ Theorem 4. Let m be a good product of r primes. For every symmetric function f on
n inputs and every depth d ≥ 4 congruent to 1 modulo 3, there exists an AC0 [m] circuit of
depth d and size exp(Õ(n3/((r+3)(d−1)−3) )) computing f .
In the proof of Theorem 4, we make use of several tools from the recent AC0 [2] circuits
of [32] (circuits for elementary symmetric polynomials and circuits for the coin problem),
along with known results on computing elementary symmetric polynomials modulo a prime.

4

5

The authors don’t know the origin of this construction. It follows from the fact that every function on k
bits has a depth-2 MODpq circuit of size 2O(k) , and that symmetric functions can be easily “decomposed”
into smaller functions (as in [3]).
Indeed, for all i = 1, . . . , r, the prime factors of qi − 1 are contained in {q1 , . . . , qi−1 }, all of which divide
m = pr #.
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Applying standard tricks (seen in [24, 37, 32]), Theorem 4 extends to linear threshold
functions.
▶ Corollary 5. Let m be a good product of r primes. For every linear threshold function f
on n inputs and every depth d ≥ 4 congruent to 1 modulo 3, there exists an AC0 [m] circuit
of depth d + 2 and size exp(Õ(n3/((r+3)(d−1)−3) )) computing f .
The corollary follows directly from the fact that every linear threshold function can be
written as an OR of poly(n) ANDs of poly(n) symmetric functions on n-bit inputs [24]. In
general, Theorem 4 implies that TC0 circuits (composed of MAJORITY and NOT gates)
with small fan-in also have a nontrivial simulation.
▶ Corollary 6. Every TC0 circuit of depth e in which every gate has fan-in at most s has an
equivalent MODm circuit of depth d · e and size at most exp(Õ(s3/((r+3)(d−1)−3) )), where m
is a good product of r primes.
The corollary follows from direct substitution of each MAJORITY gate with depth-d
circuits from our Theorem 4. Note that such depth-e TC0 circuits (where every gate has
fan-in at most s) have at most O(se−1 ) gates: a depth-1 circuit has O(1) gates, a depth-2
circuit has O(s) gates, and so on. (We do not count inputs as gates.)

Can’t you do any better?
Theorem 4 shows that for certain m which are products of r primes, one can compute
c
arbitrary symmetric functions in depth d and size exp(n rd ) where c > 0 is a constant. We
give evidence that it may be difficult to improve asymptotically on the dependence of r and
d in the exponent of n, based on a natural hypothesis regarding TC0 circuits, which are
constant-depth circuits composed of MAJORITY and NOT gates. (Of course it is difficult
to prove anything unconditional here, because as far as we know, polynomial-size depth-3
MOD6 circuits could compute every EXP function. Thus we settle for conditional hardness.)
Recall that a SYM ◦ AND circuit is a depth-2 circuit where the output is a symmetric
function and the bottom layer computes ANDs of input variables and negations. The
hypothesis is that subexponential-size SYM ◦ AND circuits cannot compute TC0 circuits in
which each gate has linear fan-in.
▶ Hypothesis 7 (SYM ◦ AND Hypothesis). There are constants c, k > 1 such that for
sufficiently large n, there is a function f : {0, 1}n → {0, 1} computable by TC0 circuits of
depth c with at most Õ(n) gates where each gate has fan-in Õ(n), such that f does not have
an exp(O(n1/k )) size SYM ◦ AND circuit.
A well-known result in circuit complexity is that every ACC0 circuit of size s can be
simulated by a SYM ◦ AND circuit of size spoly(log s) [13, 18]. Therefore, the SYM ◦ AND
Hypothesis is a strengthening of the longstanding hypothesis that TC0 ̸⊂ ACC0 : the SYM ◦
AND Hypothesis implies exponential lower bounds for simulating TC0 circuits with ACC0
circuits. Indeed, the hypothesis implies that our ACC0 circuits for symmetric functions are
nearly size-optimal in their dependence on depth and modulus.
▶ Theorem 8 (Near-Optimality Modulo a Conjecture). Assuming the SYM ◦ AND Hypothesis,
there is a fixed α > 0 such that for every m and d, every depth-d ACC0 [m] circuit computing
α
the MAJORITY function on n inputs requires size at least exp(n rd ) for sufficiently large n,
where r is the number of distinct prime factors of m.
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The proof of Theorem 8 is in Appendix A. Therefore, we view size bounds of the form
exp(n1/Θ(rd) ) (as seen in our results) as a natural barrier to better upper bounds on MODm
circuits: any function with significantly smaller MODm circuit complexity (as a function of
n, r, and d) would also yield a highly non-trivial SY M ◦ AND circuit simulation of TC0 . In
order to achieve significantly smaller circuits as a function of n, d, and r, one has to at least
refute the hypothesis. Of course, even assuming Hypothesis 7, our circuits can probably be
improved by constant factors in the exponents.

1.1

Intuition

Our circuit constructions use several tricks from the literature in new ways. Here, we give a
short high-level exposition of subexponential-size depth-3 circuits for computing symmetric
functions that use only MODm gates for composite m (Theorem 1). For simplicity, we
will focus on computing EMAJ (“exact majority”) functions, which output 1 on a vector
(x1 , . . . , xn ) if and only if
X
xi = T
i

for some target T ∈ {0, 1}.
Our first idea is to split the set of input variables into many parts;
this is taken from the
√
folklore depth-3 AC0 circuits for symmetric functions of size 2Õ( n) (although we will beat
that size bound considerably). Letting δ ∈ (0, 1) be a parameter, we partition the inputs
x1 , . . . , xn into t := ⌈nδ ⌉ groups G1 , . . . , Gt of O(n1−δ ) inputs each. Our circuit will try all
P
possible T1 , . . . , Tt ∈ {0, 1, . . . , n/t} such that j Tj = T , outputting 1 if the circuit finds
Tj ’s such that for all j = 1, . . . , t, the sum of all variables in group
Gj equals Tj . In a depth-3
√
AC0 circuit, we can√set δ = 1/2 and obtain a circuit of 2Õ( n) size: in particular, we take
an OR over all 2Õ( n) choices (T1 , . . . , Tt ), take an AND over all groups j = 1, .√. . , t, then
determine whether the sum of variables in Gj equals Tj using a CNF of size 2O( n) . Thus
we have a circuit of type
OR ◦ AND ◦ OR
√

which computes the EMAJ function in size 2Õ( n) .
Using MODm gates where m has many distinct prime factors, we can do much better.
Applying Lucas’ Theorem (Theorem 11) in a new way, we construct a polynomial PTj of
degree O(n(1−δ)/r ) that can determine whether the sum of variables in group Gj equals Tj ,
where r is the number of distinct prime factors of m. Theorem 16 demonstrates this claim in
the case of r = 2. (We also need another technical condition on m for this to work, but we
ignore that issue here.) This polynomial can be directly simulated by a depth-2 circuit of
MODpm gates (where p is a new prime that does not divide m) and exp(Õ(n(1−δ)/r )) size,
which can determine whether or not the sum of variables in group Gj equals the target Tj .
Substituting this depth-2 circuit into the depth-3 AC0 circuit described above (for each
group j), we would have a circuit of the form:
OR of exp(Õ(nδ )) ANDs of Õ(nδ ) MODpm of exp(Õ(n(1−δ)/r )) MODpm .
Then, setting δ so that δ = (1−δ)/r, we obtain δ = 1/(r +1) and a circuit of exp(Õ(n1/(r+1) ))
size. To reduce the depth down to three and use only MODpm gates, we observe that at
most one of the wires into the OR can be true, and we apply another known translation
(Proposition 10) to convert the AND of Õ(nδ ) MODpm gates into a linear sum modulo pm
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of exp(Õ(nδ )) MODpm gates, collapsing the OR ◦ AND ◦ MODpm ◦ MODpm circuit into a
depth-3 circuit of only MODpm gates and exp(Õ(n1/(r+1) )) size. Setting m so that r is
arbitrarily large, we obtain Theorem 1.
To obtain our stronger and more general results (Theorems 2, 3, and 4), we rely on even
more tools and tricks, most of which are recorded in the next section. (Throughout the
paper, we try to clearly state which ideas are due to prior work, and which are new.)

2

Preliminaries

We assume basic familiarity with computational complexity [6] and Boolean circuit complexity [27], although we have tried to keep the paper relatively self-contained.

Notation
For a binary vector x, we use |x|1 to denote the ℓ1 -norm, i.e., the number of ones in x.
Besides AC0 , ACC0 , CC0 , and TC0 , we also use the following additional notation for
various circuit types, all of which is standard:
A circuit of type SYM is simply a symmetric Boolean function.
P
An EMAJ function outputs 1 on an input (x1 , . . . , xn ) ∈ {0, 1} if and only if i xi = T
for a fixed target T . It is not hard to see that, by substituting 0/1 constants appropriately,
such a function can always be implemented by a gate of O(n) inputs which outputs 1 if
P
and only if i xi = n/2. This is why such gates are called “exact majority” (EMAJ).
A circuit of type G1 ◦ · · · · Gd is a circuit where the output gate has type G1 , the next
layer of gates all have type G2 , and so on, and the bottom layer (nearest the inputs) only
contains gates of type Gd .
We also make the following standard assumptions:
We allow all gates to include 0/1 constants in their inputs.
In our circuit model, we do not count inputs as gates, but rather as incoming wires. Thus,
for example, a depth-1 circuit has precisely 1 gate.
The following basic fact is useful to keep in mind; we will apply it frequently.
▶ Proposition 9. For all positive m, n ∈ Z, any MODm gate of fan-in t can be simulated by
a MODmn of fan-in nt.
Proof. For any positive integer t, m | t if and only if nm | nt. So MODm (x1 , . . . , xt ) =
MODmn (n · x1 , . . . , n · xt ).
◀

Tools
We make use of several known results. First, we note that AND circuits of small fan-in
have efficient depth-2 MODm circuits. A version was first used in [7] in the context of MOD
circuits, and more recently a strengthening was used to reduce the size-depth tradeoff for
simulating ACC0 circuits with SYM ◦ AND circuits [18]. (Chen and Papakonstantinou [18]
call this “linearization”.)
▶ Proposition 10 ([7, 18]). Let a, b ≥ 2 be fixed integers with gcd(a, b) = 1. Every AND of k
MODb gates can be represented by an MODa ◦ MODb circuit of O(bk ) gates. Furthermore,
on all k-bit inputs, the sum of the inputs to the output gate of the circuit is always 0 (mod a)
or 1 (mod a).

B. Chapman and R. R. Williams

38:7

Our next tool is an old number-theoretic theorem on elementary symmetric polynomials
modulo p, masterfully applied by Beigel, Barrington, and Rudich [9] in their non-trivial
degree polynomials for the OR functions over composite moduli.
▶ Theorem 11 (Lucas’ Theorem [28]). For all primes p and natural numbers n,
 
n
mod p
pi
is the i-th digit in the p-ary representation of n.
Lucas’ theorem has the following direct consequence for polynomial representations of
Boolean functions.
▶ Lemma 12 ([9]). Let p be a prime, let n be a natural number, and let ei (x) denote the
i-th elementary symmetric polynomial on n variables. For a binary vector x, let
X
yi · pi = |x|1
be the p-ary expansion of |x|1 . Then for every i, epi (x) ≡ yi modp.
In order to apply the elementary symmetric polynomials, our construction also involves
arithmetic circuits over prime fields. These circuits will be translated into Boolean circuits
with MODm gates. Such circuits were also used by [32] in their improved AC0 [2] circuits for
MAJORITY.
▶ Lemma 13 ([19, 32]). Let p be a prime, let n, i ∈ N, and let d ≥ 2 be even. There is
2/d
an arithmetic circuit over Fp of depth d and size nO(i ) computing the i-th elementary
symmetric polynomial (over Fp ) on n inputs, where the output gate is a × gate.
We also use AC0 circuits for the coin problem. These were also used by [32] in their
improved AC0 [2] circuits for symmetric functions.
In the following, we let i, j ∈ {0, 1, . . . , n}, and let Di,j be any partial function satisfying
the properties:
Di,j (x) = 1 if |x|1 = i, and
Di,j (x) = 0 if |x|1 = j.
▶ Lemma 14 ([31, 5, 32]). Let d ≥ 2 and n be natural numbers, and let i ̸= j. Then there is
1/(d−1)
an AC0 circuit of depth d and size exp(O(d (n/|i − j|)
)) computing Di,j on n inputs,
where the output gate is an AND.
Intuitively, Lemma 14 will be useful when |i − j| is “large”.

3

CC0 Circuits for Symmetric Functions

We begin by giving efficient depth-3 CC0 circuits for symmetric functions.
▶ Reminder of Theorem 1. For every ε > 0, there is a modulus m ≤ (1/ε)2/ε such that
every symmetric function on n bits can be computed by depth-3 MODm circuits of exp(O(nε ))
size. In fact, the circuits have the form MODp1 ◦ MODp2 ···pr ◦ MODp1 , where p1 , . . . , pr are
distinct primes.
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After that, we will generalize the result to a size-depth tradeoff in the next subsection.
That tradeoff will be further improved in Section 4 when we allow the use of AND and OR
gates.
As a warm-up, we first consider the special case where ε > 1/3 and m = 30.
▶ Theorem 15. Every symmetric Boolean function on n variables has a depth-3 circuit of
the form MOD5 ◦ MOD6 ◦ MOD5 , of size exp(O(n1/3 log n)). Furthermore, the output gate
is a linear sum which always evaluates to either 0 or 1 modulo 5.
Note that the upper bound of Theorem 15 already beats the well-known lower bounds for
depth-3 AC0 [25]. The remainder of this section is devoted to the proof. A key component is
a low-degree multivariate polynomial over Z6 that vanishes on a Boolean vector if and only
if the sum of the ones in the vector equals a particular value.
▶ Theorem 16. For every n ∈ N and every T ∈ {0, 1, . . . , n}, there is a polynomial
√
PT (x1 , X
. . . , xn ) of degree at most 3 n such that for all a ∈ {0, 1}n , PT (a) = 0 mod 6 if and
only if
ai = T .
i

Proof. We want a polynomial p on n variables such that for all y1 , . . . , yn ∈ {0, 1} and
T ∈ {0, 1, . . . , n},
X
p(y1 , . . . , yn ) ≡ 0 mod 6 ⇐⇒
yi = T.
i

For the elementary symmetric polynomial eJ (y1 , . . . , yn ) of degree J, and for all
a1 , . . . , an ∈ {0, 1},
P

( i ai )
eJ (a1 , . . . , an ) =
.
J
Thus by Lucas’ Theorem (Theorem 11), epi (a1 , . . . , an ) mod p equals the i-th digit in the
P
p-ary representation of i ai .
√
√
√
√
Let s and t be integers so that 2 n ≥ 2s > n and 3 n ≥ 3t > n.
Suppose when we write T ∈ {0, 1, . . . , n} in binary notation, the s low order bits are
bs−1 , . . . , b0 . Furthermore, when we write T in ternary notation, the t low order trits are
ct−1 , . . . , c0 .
Define the polynomials
p2 (y1 , . . . , yn ) := 1 −

s−1
Y

(1 − (bj − e2j (y))) mod 2

j=0

and
p3 (y1 , . . . , yn ) := 1 −

t−1
Y

(1 − (cj − e3j (y))2 ) mod 3.

j=0
s−1

X
√
Note the degrees of p2 and p3 are O( n). In particular, deg(p2 ) =
2j = 2s − 1 and
j=0

deg(p3 ) =

t−1
X

(2 · 3j ) = 2(3t − 1)/2 = 3t − 1.

j=0

We observe a few properties of the polynomials p2 and p3 :
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▶ Proposition 17. For all a ∈ {0, 1}n , p2 (a) ≡ 0 mod 2 if and only if the binary representP
ation of i ai equals bs−1 · · · b0 in the last s bits. Analogously, p3 (a) ∈ {0, 1} mod 3, and
P
p3 (a) ≡ 0 mod 3 if and only if the ternary representation of i ai equals ct−1 · · · c0 in the
last t trits.
Proof. We prove the proposition for p3 ; the case of p2 is analogous. Let a ∈ {0, 1}n . Each
difference (cj − e3j (a))2 is either 0 or 1 modulo 3, and it is 0 if and only if cj = e3j (a). Thus
Qt−1
the product j=0 (1 − (cj − e3j (a))2 ) equals 1 if and only if cj = e3j (a) for all j = 0, . . . , t − 1,
hence p3 (a) ≡ 0 mod 3 if and only if cj ≡ e3j (a) mod 3 for all j = 0, . . . , t − 1. Recalling
P
that (e3j (a) mod 3) equals the j-th trit of i ai , the result follows.
◀
We note that in general, working modulo a prime q, we may construct a polynomial with
degree (q t − 1) of the form
pq (y1 , . . . , yn ) = 1 −

t−1
Y

(1 − (cj − eqj (y))q−1 ).

(1)

j=0

By the above proposition, it follows that for all a ∈ {0, 1}n ,
X
p2 (a) ≡ 0 mod 2 ⇐⇒
ai ≡ T mod 2s
i

and
p3 (y) ≡ 0 mod 3 ⇐⇒

X

ai ≡ T mod 3t .

i

Since i ai and T are both in {0, . . . , n} and 2s · 3t > n, by the Chinese Remainder
Theorem we have
X
X
X
ai = T ⇐⇒ (
ai ≡ T mod 2s ) ∧ (
ai ≡ T mod 3t )
P

i

i

i

⇐⇒ (p2 (y) ≡ 0 mod 2)∧(p3 (y) ≡ 0 mod 3) ⇐⇒ 3p2 (y) + 2p3 (y) ≡ 0 mod 6.
√
Thus
X 3p2 (y) + 2p3 (y) is a polynomial of degree O( n) which equals 0 mod 6 if and only if
yi = T . This completes the proof of Theorem 16.
◀
i

We now proceed with the proof of Theorem 15.
Proof. Let f be a symmetric function and let g : {0, 1, . . . , n} → {0, 1} be its companion
function. That is, for every x, f (x) = g(|x|1 ).
The output gate will be a MOD5 gate that
(a) sums over possible choices of T ∈ {0, 1, . . . , n} such that g(T ) = 1 and
(b) sums over all ways to partition T into a sum of t = ⌈n1/3 ⌉ parts T1 , . . . , Tt ∈
{0, 1, . . . , T }.
1/3
There are 2O(n log n) choices over (a) and (b). We associate each part Ti with a disjoint set
Si of at most ⌈n2/3 ⌉ variables from the input. For each of the choices from (a) and (b), we
wish to verify that, for all i = 1, . . . , t, the sum of all variables in Si equals Ti . Note that
there is at most one choice from (a) and from (b) that could possibly be consistent with
the given input, so we can use a modulo-5 sum (not just a MOD5 gate) to sum over these
choices. This modulo-5 sum will always be either 0 or 1 modulo 5.
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By our construction of EMAJ polynomials, each sum over the set Si of n2/3 variables
1/3
can be checked with a MOD6 gate of 2O(n ) fan-in, where each input to the MOD6 gate is
the output of an AND of fan-in O(n1/3 ). Putting these MOD6 ◦ AN D circuits below each
1/3
wire of the modulo-5 sum, at this point, we have a modulo-5 sum of 2O(n log n) ANDs of
1/3
fan-in O(n1/3 ) of MOD6 of fan-in 2O(n ) of ANDs of fan-in O(n1/3 ).
To eliminate the AND gates, we apply Proposition 10, yielding that an AND of f MODq
gates can be represented by a modulo-p sum of O(q f ) MODq gates, as long as gcd(p, q) = 1.
In particular, for the “middle” ANDs we set p = 5 and q = 6, and for the “bottom” ANDs
1/3
1/3
we set p = 6 and q = 5. We obtain a modulo-5 sum of 2O(n log n) MOD6 of fan-in 2O(n )
of MOD5 of fan-in O(n1/3 ).
◀
The above construction has several interesting corollaries; here is one.
▶ Corollary 18. Every circuit of the form MOD5 ◦ SYM of size 2O(n
1/3
by a depth-3 MOD5 ◦ MOD6 ◦ MOD5 circuit of size 2O(n log n) .

1/3

log n)

can be simulated

Proof. We simply replace each SYM gate (which takes n inputs) in the MOD5 ◦ SYM circuit
with a modulo-5 sum of MOD6 ◦ MOD5 as in the previous theorem.
◀
We are now ready to generalize to Theorem 1.
▶ Reminder of Theorem 1. For every ε > 0, there is a modulus m ≤ (1/ε)2/ε such that
every symmetric function on n bits can be computed by depth-3 MODm circuits of exp(O(nε ))
size. In fact, the circuits have the form MODp1 ◦ MODp2 ···pr ◦ MODp1 , where p1 , . . . , pr are
distinct primes.
Proof. Let ε > 0, and let f be a symmetric function. Take k := ⌊1 + 1/ε⌋, let m be the
product of the first k primes, and let m′ = m/2.
We use a similar construction as in Theorem 15 to get a MOD2 ◦ MODm′ ◦ MOD2 circuit
for f .
The differences are that we partition the target T ∈ {0, 1, . . . , n} into a sum of ⌊n1/k ⌋
parts where each part is over v := n1−1/k variables, and by using k − 1 primes instead of
two, we can obtain a polynomial for EMAJ on v variables of degree O(v 1/(k−1) ) ≤ O(n1/k )
in an analogous way.
More precisely, let T ′ ∈ {0, 1, . . . , v} be a target value. For the first k − 1 odd primes
q1 , . . . , qk−1 , we take k − 1 polynomials pq1 (x), . . . , pqk−1 (x) as defined in (1) such that each
pqi (x) has degree (qi )ti − 1, where the ti are chosen such that for all i ∈ [k],
(qi )ti = Θ(v 1/(k−1) ),
Q
T ′ ≤ v < i (qi )ti , and
for all a ∈ {0, 1}v we have
X
pqi (a) = 0 mod qi ⇐⇒
ai ≡ T ′ mod (qi )ti .
i

By the Chinese Remainder Theorem, and similar reasoning as in Theorem 15, there are
fixed coefficients Mi ∈ [m′ ] such that
k−1
X
i=1

Mi · pqi (a) ≡ 0 mod m′ ⇐⇒

k−1
^
i=1

[pqi (a) ≡ 0 mod qi ] ⇐⇒

X

ai = T ′ .

i

Thus we have a polynomial of degree O(v 1/(k−1) ) that vanishes modulo m′ precisely when
the sum of v variables equals the target T ′ . Naturally we might write this polynomial as a
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MODm′ ◦ AND circuit of exp(Õ(v 1/(k−1) )) size; by replacing each AND with a modulo-m′
sum of MOD2 gates (Proposition 10), we can express it as a MODm′ ◦ MOD2 circuit. Our
final circuit has the form MOD2 ◦ MODm′ ◦ MOD2 and size exp(Õ(n1/k )) ≤ exp(O(nε )). ◀

3.1

Size-Depth Tradeoff with CC0

Allowing depth d circuits for d > 3, the size of the above construction can be improved as a
function of the number of distinct primes r in the modulus. Here we only briefly describe
the construction, as the size bound will be improved significantly (as a function of d and r)
in the following section.
▶ Reminder of Theorem 2. Let d ≥ 3 be an integer, and let m be a product of r ≥ 2 distinct
primes. Then every symmetric function on n bits can be computed by depth-d MODm circuits
of size exp(Õ(n1/(r+d−3) )).
Proof. Let p and q be the smallest prime factors of m. We prove by induction on d that
there are circuits of size exp(O(n1/(r+d−3) log n)), and we prove additionally that the output
gate is a MODp gate when d is odd and a MODq gate when d is even.
For d = 3, we use the construction of Theorem 1 to obtain a MODp ◦ MODm/p ◦ MODp
circuit of depth 3 and size exp(O(n1/r log n)).
For the inductive step, we proceed similarly to the proof of Theorem 1, except that
we use a MODp or MODq gate as the output gate (depending on the parity of d). We
partition the target T into a sum of t = ⌈n1/(r+d−3) ⌉ parts, where each part contains at
most ⌈n(r+d−4)/(r+d−3) ⌉ variables, and our circuit sums over all exp(O(t log n)) choices for
the number of true variables in each part. Since EMAJ is a symmetric function, we can
inductively compute each EMAJ on ⌈n(r+d−4)/(r+d−3) ⌉ variables with a circuit of depth d − 1,
as guaranteed by the inductive hypothesis. These circuits have size
exp(O((n(r+d−4)/(r+d−3) )1/(r+d−4) log n)) ≤ exp(O(n1/(r+d−3) log n)),
and their output gates have fan-in exp(O(n1/(r+d−3) log n)). WLOG assume d is odd. Then
the depth-(d − 1) circuits for EMAJ described above have the form
MODq ◦ · · · ◦ MODp ◦ MODm/p ◦ MODp ,
and our entire circuit has the form
MODp ◦ AND ◦ MODq ◦ · · · ◦ MODp ◦ MODm/p ◦ MODp ,
where the ANDs have fan-in t. As before, each AND ◦ MODq can be replaced by a modulo-p
sum of MODq gates using Proposition 10, which only increases the circuit size by a factor of
2O(t) .
Our final circuit has depth d and size exp(O(n1/(r+d−3) log n)).
◀

A Better Dependence on Depth and Modulus
We can give a CC0 circuit construction with a better asymptotic tradeoff (in the doubleexponent). We will keep the description of this construction brief and to the point, as its
size will be further improved (replaced by better constants) in the next section, using OR
and AND gates.
▶ Reminder of Theorem 3. There is a universal constant c ≥ 1 such that, for all sufficiently
large depths d, and m which is the product of the first r prime factors, every symmetric
function can be computed by a MODm gate circuit of depth d and size exp(O(nc/((d−c)(r−1)) )).
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Proof. First, we recall that every symmetric function f on n variables can be expressed as
a MAJORITY of O(n) MAJORITY gates over the n variables (see for example [12] for a
reference). Thus it suffices to give a circuit for MAJORITY.
Allender and Koucky [3, Theorem 3.8] give a downward self-reduction for the MAJORITY
function: they prove that there is a universal constant a ≥ 1 such that for every k ≥ 1, the
MAJORITY function on n bits can be computed by a TC0 circuit of depth at most ak where
each MAJORITY gate has fan-in at most O(n1/k ). Applying these circuits to the depth-2
TC0 circuits described in the previous paragraph, we obtain an analogous circuit of depth
2ak for any given symmetric function f .
Replace each MAJORITY gate of fan-in at most O(n1/k ) with a depth-3 MODm circuit
of size at most
exp(Õ(n1/(k(r−1)) )),
as provided by Theorem 2. (Note that each NOT gate can always be replaced by a single
MODm gate, if we do not want to allow NOT gates in our CC0 circuit.) This results in a
circuit of depth 6ak and size
exp(Õ(n1/(k(r−1)) )) ≤ exp(Õ(n1/(k(r−1)) )).
Thus for depths d = 6ak where k is a positive integer, the size bound is at most
exp(n6a/(d(r−1)) ). For depths d that are not divisible by 6a, we can simply use the construc′
tion for d′ = 6ak where d′ < d < 6a(k + 1), which has size at most exp(n6a/(d (r−1)) ) <
exp(n6a/((d−6a)(r−1)) ).
◀
The above construction is not useful for d < 6 and small r, which are of interest. In the
next section, we will show that much better constants are obtainable in the ACC0 setting.

4

Size-Depth Tradeoff With ACC0

We now turn to showing how adding AND and OR gates can help improve the circuits even
further. We begin with a result using the concrete modulus 42.
▶ Theorem 19. For every symmetric function f on n inputs and every depth d with
6
d ≡ 2 mod 6, there is an AC0 [42] circuit of depth d and size exp(Õ(n 13(d−2) )) computing f .
Observe that, for sufficiently large d, the circuit size of Theorem 19 already drops below
Smolensky’s AC0 [pk ] depth-d lower bound of exp(Ω(n1/(2d) )) size [34] for computing MODq
when gcd(p, q) = 1.
We build on the results of Oliveira et al. [32] for computing symmetric functions in AC0 [2].
At a high level, we note that every symmetric function can be written as an OR of AND of
(partial) functions of the form Di,j , where
Di,j (x) = 1 if |x|1 = i, and
Di,j (x) = 0 if |x|1 = j,
recalling that |x|1 is the number of 1’s in x. Note that Di,j could have arbitrary behavior on
any other Boolean inputs.
When |i − j| is large, the function Di,j can be simulated by the standard Coin Problem,
for which there are known AC0 circuits (see the Preliminaries). When |i − j| is small, we
give a new construction of AC0 [42] circuits for Di,j .
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We will utilize arithmetic circuits for elementary symmetric polynomials. To that end, the
following lemma shows how to generically translate low-depth arithmetic circuits over Fp into
AC0 [p(p − 1)] circuits, in a way that only increases the circuit depth by a 3/2 multiplicative
factor. (Getting some constant factor increase is not too difficult; Agrawal, Allender, and
Datta [1] first showed a correspondence between ACC0 and arithmetic circuits over finite
fields. Their representation of field elements in Boolean circuits does not preserve depth as
well as ours, however.)
▶ Lemma 20. Let p be prime, and let C be an arithmetic circuit over Fp of size s and depth
2d (with alternating layers of + and × gates, with + at the output) on n inputs, such that
for every x ∈ {0, 1}n , C(x) ∈ {0, 1}. Then C is equivalent to an AC0 [p(p − 1)] circuit C ′ of
size O(s · p) and depth 3d.
Proof. We represent an element x of Fp in unary, by p indicator bits
b0 (x), b1 (x), . . . , bp−1 (x),
where b0 (x) = 0 iff x = 0, and for i =
̸ 0, we let bi (x) = 1 iff x = i. (We treat the 0-th
indicator bit as a special case to make later constructions easier.) We now obtain C ′ by
replacing each gate in C with a small AC0 [p(p − 1)] gadget circuit.
For each addition gate of C computing
x=

k
X

xj ,

j=1

we replace that gate with p parallel MODp gates, so that
bi (x) = 1 ⇐⇒ (p − i) +

p−1
k X
X
j=1

i′ · bi′ (xj ) ≡ 0 mod p.

i′ =1

(As a special case, we output the negation of the right hand side in the case of b0 (x).) To see
why this works, we observe that the inner sum computes xj , and so the outer sum computes
x. Now x + (p − i) ≡ 0 mod p precisely when x = i.
Take g to be a generator of the multiplicative group F∗p of Fp , and let logg (n) denote the
discrete logarithm base g in Fp (i.e., g logg (n) = n mod p). For each multiplication gate of C
computing
x=

k
Y

xj ,

j=1

we replace that gate with an AND gate placed in parallel with p − 1 AND ◦ MODp−1 circuits,
implementing the conditions
b0 (x) =

k
^

b0 (xj ),

j=1

and for i ̸= 0,
bi (x) = Gi ∧

k
^

b0 (xj ).

j=1

where Gi is a MODp−1 gate such that
Gi = 1 ⇐⇒ (p − logg (i)) +

p−1
k X
X

bi′ (xj ) · logg (i′ ) ≡ 0 mod p − 1.

j=1 i′ =2
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To see why this works, we observe that the inner sum computes the discrete logarithm
of xj (for the same reason that the inner sum in the addition case computes xj ). Since
Q
P
x =
xj , we have (for non-zero x) logg x =
logg xj , so the outer sum computes the
discrete logarithm of x. Now (logg x) + (p − logg i) ≡ 0 mod p − 1 precisely when x = i.
Finally, we take the output wire of C ′ to be the negation of the b0 wire from the output
gate of C.
◀
We note that as a special case, an arithmetic circuit over F2 can be viewed directly as an
AC0 [2] circuit (with the same size and depth), since an element of F2 is simply a bit, addition
in F2 is MOD2 , and multiplication is AND. Additionally, when p − 1 is not square-free, we
can improve the modulus in the circuit above.
▶ Lemma 21. Let p be prime, and let C be an arithmetic circuit over Fp of size s and depth
2d (with alternating layers of + and × gates, with + at the output) on n inputs, such that
for every x ∈ {0, 1}n , C(x) ∈ {0, 1}. Then C is equivalent to an AC0 [pm] circuit of size
O((sp)p−1 ) and depth 3d, where m is the product of the distinct prime factors of p − 1.
Proof. We start with the circuit C ′ given by Lemma 20. We now use Theorem 11 (Lucas)
and the Chinese Remainder Theorem to simulate each MODp−1 gate of fan-in f using an
AND ◦ MODm ◦ AND, as follows. We observe that
"
#
f
X
^^ XY
yi ≡ 0 mod p − 1 ⇐⇒
yi ≡ 0 mod q ,
(2)
i=1

q

k

S i∈S

where the outermost AND ranges over all primes q dividing p − 1, the inner AND ranges
over all k ≥ 0 such that q k (strictly) divides p − 1, and the summation ranges over all subsets
S ⊆ [f ] of size q k .
P
In particular, letting p − 1 = q1k1 · · · qtkt , i yi is divisible by p − 1 if and only if it is
divisible by qiki for all i, by the Chinese Remainder
Theorem 11 says we can check
P Theorem.
P
yi 
ki
i
that i yi is divisible by qi , by checking that
is divisible by q, for all j = 0, . . . , ki −1.
j
qi

Equation (2) is checking precisely these conditions.
For each q, k, the condition in square brackets is a homogeneous polynomial of degree at
most p − 1, and the degree of the polynomial is different for each choice of q and k. Therefore
the total number of monomials over all such polynomials is at most
p−1  
X
f
≤ f p−1 .
i
i=1
Each monomial can be thought of an AND gate in the natural way. The two outer ANDs
(over q and k) can be collapsed into a single AND of fan-in at most log(p − 1). Recall that
C ′ from Lemma 20 is of the form
(AND ◦ MODp−1 ◦ MODp )d .
Therefore the bottom layer of AND gates (the monomials above) have MODp gates as inputs.
Applying 10, each of these ANDs can be replaced by a sum (mod m) of fan-in O(pp−1 ) which
is Boolean-valued. These sums can be absorbed into the layer of MODm gates. Since the
MODp−1 gates in C ′ can only be inputs to AND gates, the top layer of AND gates in our
circuit for (2) can be absorbed into the AND gates for which they are inputs. Our final
circuit has the form
(AND ◦ MODm ◦ MODp )d .
Note the above construction increases the size to at most O((sp)p−1 ).

◀
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Putting these results together, we obtain the following:
▶ Theorem 22. Let d be a multiple of 6, let n be a natural number, and let α ∈ (0, 1]. Set






3α log2 n
2α log3 n
2α log7 n
s :=
, t :=
, u :=
,
7
7
7
and m := 2s 3t 7u . Then there is an AC0 [42] circuit of depth d+1 and size 2Õ(n
the MODm function on n inputs, where the output gate is an AND gate.

6α/7d

)

computing

Proof. Applying Lemma 13, we construct:
arithmetic circuits C1 , C2 , . . . , C2s over F2 of depth d, where Ci computes the i-th
elementary symmetric polynomial modulo 2,
arithmetic circuits D1 , D3 , . . . , D3t over F3 of depth 2d/3, where Di computes the i-th
elementary symmetric polynomial modulo 3, and
arithmetic circuits E1 , E7 , . . . , E7u over F7 of depth 2d/3, where Ei computes the i-th
elementary symmetric polynomial modulo 7,
6α/7d
)
all of which have size nO(n
, given our parameters.
We convert each of the Di and Ei into AC0 [42] circuits Di′ and Ei′ using Lemma 20, and
as previously observed, the Ci are already AC0 [2] circuits.
Finally, from Lemma 12 and the Chinese Remainder Theorem, all of the Ci (x), Di′ (x),
and Ei′ (x) output 1 if and only if |x|1 ≡ 0 mod m. Our final circuit for MODm is obtained
by taking the AND of all of these circuits.
◀
We are now ready to prove Theorem 19.
Proof. Let d ≡ 2 mod 6, let f be a symmetric function on n inputs, and let g be its companion
function; that is, for every x, f (x) = g(|x|1 ). We begin with the same opening move as
Oliveira, Santhanam, and Srinivasan [32], observing that
_ ^
f (x) =
Di,j ,
i∈g −1 (1) j̸=i

where Di,j (x) = 1 if |x|1 = i and Di,j (x) = 0 if |x|1 = j (and has otherwise arbitrary
behavior). Thus it suffices to construct circuits Ci,j computing functions consistent with
Di,j .
When |i − j| ≥ n7/13 , Lemma 14 gives an AC0 circuit Ci,j of depth d − 1 and size
exp(Õ(n6/(13(d−2)) )) computing Di,j .
When |i − j| ≤ n7/13 , we observe that a circuit for MODm suffices, with m > n7/13 .
′
We take α = 7/13 in Theorem 22. Then we have a circuit Ci,j
of depth d − 1 and size
6/(13(d−2))
exp(Õ(n
)) computing the MODm function on 2n inputs, where m > n7/13 . We
′
now take Ci,j (x) = Ci,j
(x1m−i 0n−m+i ). Finally, we set
_ ^
C=
Ci,j .
i∈g −1 (1) j̸=i

We can collapse the output AND gates of all of the Ci,j into the second layer AND gates, so
C has depth d and size exp(Õ(n6/(13(d−2)) )), as desired.
◀
More generally, for certain m which are the product of r primes, we can improve the
results of Theorem 19. Recall from the introducion that we defined a product m of primes
q1 , . . . , qr to be good if every prime factor of ϕ(m) divides m, and we noted that the primorial
m = pr #, the product of the first r primes, is good.
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▶ Reminder of Theorem 4. Let m be a good product of r primes. For every symmetric
function f on n inputs and every depth d ≥ 4 congruent to 1 modulo 3, there exists an
AC0 [m] circuit of depth d and size exp(Õ(n3/((r+3)(d−1)−3) )) computing f .
Proof. Let
m=

r
Y

pa

a=1



be a good product of r primes. For each a ∈ [r], let sa = α logpa n for some α to be defined
later. By Lemma 13, there are arithmetic circuits Ca,b over Fpa of depth (2/3)(d − 1) and
3α/(d−1)
)
size nO(n
computing the pba -th elementary symmetric polynomial in 2n inputs over
′
Fpa . By Lemma 21, we can convert these into AC0 [m] circuits Ca,b
of depth d − 1 and size
3α/(d−1)

)
2Õ(n
. When |i − j| ≤ nαr , i ̸≡ j mod psaa for at least one a by the Chinese Remainder
Theorem, so we can construct a circuit Ei,j computing Di,j by taking
sa

′
Ei,j (x) = ¬Ca,b
(x, 0pa

−j n+j−psaa

1

)

for some pair (a, b). When |i − j| ≥ nαr , we use Lemma 14 to get a circuit Ei,j of depth d − 1
and size exp(Õ(n(1−αr)/(d−2) )) computing Di,j . All of the Ei,j have AND gates as output
d−1
gates, so we take α = (r+3)(d−1)−3
to balance the sizes of the two circuit constructions and
complete the proof as per Theorem 19.
◀
It is worth noting that when 2 | m, we can improve this construction slightly. When 2 | m
(and 6 | d − 1), the (r + 3)(d − 1) − 3 in the denominator of the double exponent instead
becomes (r + 27 )(d − 1) − 3.

5

Conclusion

We believe our work demonstrates that CC0 circuits are not as weak as conventional wisdom
anticipates, even at depth three. We hope that researchers seriously consider (possibly
refuting) the SYM ◦ AND hypothesis, as it stands in the way of obtaining significantly
smaller CC0 and ACC0 circuits for symmetric functions.
A natural next step would be to explore how much further our constructions can be
pushed beyond symmetric functions. Our Theorem 8 already demonstrates that TC0 circuits
with linearly many gates and linear fan-in can be non-trivially simulated with CC0 circuits
in subexponential size. Another question is whether NC1 circuits or Boolean formulas can
be simulated similarly. For another example, it is well-known that
time t and space s
√
computations can be simulated with depth-3 AC0 circuits of size 2O( t·s) ; this follows from
efficient simulations in the polynomial hierarchy of space-bounded computation [30]. Could
the size of this construction be improved, using MODm gates? If such an improved circuit
could be constructed in a uniform way, it would likely imply new time-space lower bounds
for decision problems in PP or the counting hierarchy [4]. However, even a non-uniform
construction would be very interesting.
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Proof of Theorem 8

Let us recall the SYM ◦ AND Hypothesis and its consequence stated in the introduction.
▶ Reminder of Hypothesis 7. There are constants c, k > 1 such that for sufficiently large n,
there is a function f : {0, 1}n → {0, 1} computable by TC0 circuits of depth c with at most
Õ(n) gates where each gate has fan-in Õ(n), such that f does not have an exp(O(n1/k )) size
SYM ◦ AND circuit.
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▶ Reminder of Theorem 8. Assuming the SYM ◦ AND Hypothesis (Hypothesis 7), there
is a fixed α > 0 such that for every m and d, every depth-d ACC0 [m] circuit computing the
α
MAJORITY function on n inputs requires size at least exp(n rd ) for sufficiently large n,
where r is the number of distinct prime factors of m.
We prove the contrapositive. We start with the negation of the theorem’s conclusion:
Suppose for every α > 0, there is some modulus m which is a product of r primes,
along with some depth d, such that MAJORITY can be computed by a depth-d
α
ACC0 [m] circuit of size exp(O(n rd )).
Assuming the above, we will refute the SYM ◦ AND Hypothesis: we will show for all
c, k > 1 and every function f computable by the appropriate depth-c TC0 circuits, f has an
exp(O(n1/k )) size SYM ◦ AND circuit.
Let c, k > 1 be arbitrary. Let C be a TC0 circuit C with depth c and Õ(n) gates each of
fan-in at most Õ(n). Suppose we substitute each MAJORITY gate of C with a copy of the
assumed ACC0 [m] circuit. We obtain a ACC0 [m] circuit C ′ of depth at most c · d and of size
α
exp(Õ(n rd )) such that C ′ is equivalent to C.
Chen and Papakonstantinou [18] prove that for every depth-d′ size-s circuit D over AND,
OR, and MODm gates, where m is the product of r distinct primes, D is equivalent to a
SYM ◦ AND circuit D′ of size at most
S ′ (s, m, r, d′ ) = 2(m log s)

10rd′

.

Applying their reduction to our C ′ , we obtain a SYM ◦ AND circuit C ′′ of size
exp(Õ(n10αc )) that is equivalent to our original circuit C. For all α < 1/(10ck), we obtain a
SYM ◦ AND circuit equivalent to C with size exp(O(n1/k )).
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Abstract
We prove two results that shed new light on the monotone complexity of the spanning tree polynomial,
a classic polynomial in algebraic complexity and beyond.
First, we show that the spanning tree polynomials having n variables and defined over constantdegree expander graphs, have monotone arithmetic complexity 2Ω(n) . This yields the first strongly
exponential lower bound on monotone arithmetic circuit complexity for a polynomial in VP. Before
this result, strongly exponential size monotone lower bounds were known only for explicit polynomials
in VNP [5, 14, 17, 1, 8].
Recently, Hrubeš [7] initiated a program to prove lower bounds against general arithmetic circuits
by proving ϵ-sensitive lower bounds for monotone arithmetic circuits for a specific range of values for
ϵ ∈ (0, 1). The first ϵ-sensitive lower bound was just proved for a family of polynomials inside VNP
by Chattopadhyay, Datta and Mukhopadhyay [2]. We consider the spanning tree polynomial STn
defined over the complete graph of n vertices and show that the polynomials Fn−1,n − ϵ · STn and
Fn−1,n + ϵ · STn , defined over (n − 1)n variables,
have monotone circuit complexity 2Ω(n) if ϵ ≥ 2−Ω(n)

Qn
and Fn−1,n := i=2 xi,1 + · · · + xi,n is the complete set-multilinear polynomial. This provides
the first ϵ-sensitive exponential lower bound for a family of polynomials inside VP. En-route, we
consider a problem in 2-party, best partition communication complexity of deciding whether two
sets of oriented edges distributed among Alice and Bob form a spanning tree or not. We prove that
there exists a fixed distribution, under which the problem has low discrepancy with respect to every
nearly-balanced partition. This result could be of interest beyond algebraic complexity.
Our two results, thus, are incomparable generalizations of the well known result by Jerrum
and Snir [9] which showed that the spanning tree polynomial, defined over complete graphs with n
vertices (so the number of variables is (n − 1)n), has monotone complexity 2Ω(n) . In particular, the
first result is an optimal lower bound and the second result can be thought of as a robust version of
the earlier monotone lower bound for the spanning tree polynomial.
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1

Introduction

A central problem in complexity theory aims to understand the following question: How
much more powerful are computations with access to negations than computations that
are monotone? While strong limitations have been known since almost three decades on
monotone computations, in both Boolean and algebraic complexity, several basic gaps in
our knowledge remain. We consider two such natural problems in the context of algebraic
complexity.
The first question is as follows: Does there exist a monotone polynomial that can be
efficiently computed by general circuits using cancellations but for which monotone circuits
cannot do anything better than computing it by brute-force, i.e. monomial by monomial.
The first big progress on this problem was made by Valiant [18] in a seminal work. Soon
after, Jerrum and Snir [9] proved a similar result using a different polynomial called the
spanning tree polynomial. In both these works, the monotone polynomials were respectively
exhibited on n variables, shown to be computed by general arithmetic
circuits of polynomial
√
in n size, and were also shown to require monotone circuits of size 2Ω( n) . While these results
show that exponential savings in circuit size is possible by allowing negations, they leave
the following question open: can the savings be pushed to the extremes, i.e. for any such
polynomial can one prove a strongly exponential lower bound of 2Ω(n) on their monotone
complexity.
Strongly exponential lower bounds on monotone arithmetic circuit size have been also
proven before, spanning efforts from the eighties to very recent times: first in the eighties by
Kasim-Zade [10], Gashkov [4], Gashkov and Sergeev [5] which remained relatively unknown.
Then, Raz and Yehudayoff [14] showed such bounds using sophisticated exponential sum
estimates, more recently by Srinivasan [16], much more recently by Cavalar, Kumar and
Rossman [1] using polynomials derived from error correcting codes. Just this year, Hrubeš
and Yehudayoff [8] established such bounds using polyhedral combinatorics. Remarkably, in
each case, the target polynomials are not known, and perhaps not expected, to lie in VP, the
class of polynomials that have efficient general circuits. This left the following possibility
open in principle: proving a strongly exponential lower bound of 2Ω(n) on the monotone
complexity of a monotone polynomial was enough to show that it did not admit general
circuits of polynomial size.
Our first result finally rules out this possibility with two interesting features: first the
polynomial used is a spanning tree polynomial, something that has been studied since at
least Jerrum and Snir’s classical work. Second, our argument is quite short.
Our second result concerns establishing ’robust’ monotone lower bounds: consider an
Qn Pm
’easy’ polynomial like the full set multi-linear polynomial Fn,m := i=1 j=1 xi,j . A simple
depth-2 monotone circuit of size m + 1 (with unbounded fan-in) computes Fn,m . Can its
complexity be significantly increased by a very small perturbation using another polynomial?
Let f be a set-multilinear monotone polynomial and fϵ := Fn,m −ϵ·f , for a small ϵ. Obviously,
for ϵ = 0, the monotone complexity of fϵ is very low. Surprisingly, Hrubeš [7] showed that
if f can be computed in polynomial size (say s) by general set-multilinear circuits, then fϵ
has polynomial-size monotone circuits for ϵ roughly doubly exponentially small in s, but
non-zero. This gives rise to a natural program of proving super-polynomial monotone lower
bounds for such fϵ , when ϵ is small as an approach to ultimately obtain lower bounds for
general circuits. Hrubeš calls this ϵ-sensitive lower bounds for f . While Hrubeš posed the
challenge of establishing such lower bounds for the Permanent polynomial, none seemed to
have been known for any explicit polynomial. In a very recent work, Chattopadhyay, Datta
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and Mukhopadhyay [2], established the first such lower bound for a polynomial f that lies in
VNP but is not known to be in VP. More
precisely, they could prove exponential monotone
√
lower bounds for fϵ as long as ϵ ≥ 2−Ω( n) .
A natural question that arises from the work of [2] is as follows: how small an ϵ is needed
to establish general circuit lower bounds from ϵ-sensitive super-polynomial monotone ones?
Hrubeš’ argument yields ϵ to be as small as doubly exponentially small to rule out s-size
general circuits. Is that necessary? Or the kind of ϵ that [2] handles is (nearly) sufficient?
Our result can be thought of as providing some evidence against the latter by proving the
first ϵ-sensitive
monotone lower bounds against a polynomial with n variables that is in VP,
√
for ϵ ≥ 2−Ω( n) . The polynomial we use is the spanning tree polynomial each of whose
variables correspond to an edge of a complete graph on n vertices. Our argument exploits
the recently found connection by Chattopadhyay et al. [2], between the notion of rectangular
discrepancy in communication complexity and that of ϵ-sensitive monotone lower bounds.
The main contribution of this result is to exhibit a (well known) polynomial in VP for which
discrepancy based techniques still work.
Our two results about the spanning tree polynomial can be naturally interpreted to
give the following generalizations of the classical results of Valiant [18] and Jerrum and
Snir [9]: the first result shows that VP contains polynomials that are maximally hard for
monotone circuits. The second result shows that VP also contains polynomials that are quite
robustly hard for monotone circuits. The work also opens up interesting avenues for further
investigations that we describe in the last section.

Details of Our Results
Our first result about strongly exponential lower bounds on monotone complexity can be
thought of as a reinterpretation of the argument of [9] in more modern terms combined with
the use of expander graphs. The idea of using expander graphs seems natural since expander
graphs approximate complete graph in intuitive sense of pseudo-randomness. Partly, this is
also inspired by the result of Srinivasan [17]. Now, we explain our result in detail.
e be the directed graph obtained
Let G be an undirected graph on n vertices and let G
from G which has edges (u, v) and (v, u) (in both directions) for every undirected edge (u, v)
in G. Consider the directed spanning tree polynomial
X
e =
STn (G)
x2,ν(2) x3,ν(3) · · · xn,ν(n) ,
ν∈Tn

e
where Tn = {ν : {2, 3, . . . , n} 7→ {1, 2, . . . , n} | ∀i ∃k ν k (i) = 1 ; ∀i (i, ν(i)) ∈ E(G)}.
We
note that the maps in Tn correspond to directed spanning trees rooted at 1 and every
monomial κ of STn is of the form x2,i2 x3,i3 · · · xn,in . It is well-known that for every G,
e can be computed even by an algebraic branching program of size poly(n) [19] via
STn (G)
a determinant computation [12]. Jerrum and Snir showed that if G is the complete graph,
e must be of size 2Ω(n) [9]. Note that, in this case the
then any monotone circuit for STn (G)
number of variables is (n − 1)n. In contrast, we show the following.
▶ Theorem 1.1. For a sufficiently large constant d, let G be a d regular expander graph on
e must be
n vertices with λ2 ≤ d1−ϵ for some ϵ > 0. Then every monotone circuit for STn (G)
Ω(n)
of size at least 2
.
Now we discuss our second main result. Hrubeš showed that if a polynomial fn of degree
d over n variables {x1 , . . . , xn } is computed efficiently by a circuit, with access to negations,
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of size s, then there exists ϵ0 > 0, such that for every ϵ ≤ ϵ0 , the function Fn + ϵ · fn has
efficient monotone circuits, where Fn := (1 + x1 + · · · + xn )d is the polynomial that contains
all monomials of degree at most d. So, proving monotone circuit lower bound for Fn + ϵ · fn
for sufficiently small ϵ would lead to general circuit lower bound for fn .
Most monotone lower bound techniques in the literature are crafted on arguments that
cannot distinguish between two polynomials as soon as they are supported on the same
set of monomials. Such arguments, not factoring in the set of coefficient values of a target
polynomial, cannot obviously work here. An attractive feature of Hrubeš’ approach is that
the choice of the polynomial Fn is rather flexible. If the target polynomial is set-multilinear
over the variables {x1,1 , . . . , x1,m , . . . , xn,1 , . . . , xn,m }, the choice of Fn could be replaced by
Fn,m

:=

n
Y

(xi,1 + · · · + xi,m ),

i=1

to obtain lower bounds on the size of general set-multilinear circuits. Even obtaining such
lower bounds would be considered breakthrough. Indeed, Hrubeš suggests to prove lower
bounds using Fn,m as the easy polynomial, and setting fn as the Permanent polynomial.
Such monotone ϵ-sensitive lower bounds would then yield commensurate lower bounds on
the size of set-multilinear circuits computing fn . Proving super-polynomial lower bounds
even on the size of set-multilinear circuits has remained a longstanding open problem.
In a recent work, the first ϵ-sensitive lower bound was shown for a family of explicit
polynomials in VNP [2] using discrepancy based arguments. Roughly speaking, the range
for the parameter ϵ that they can handle is ϵ ≥ 2−Ω(m) where the number of variables in
the target set-multilinear
√ polynomial is O(nm) and m log m ≤ n/4. So the parameter ϵ is
−Ω( e
n)
(roughly) at least 2
when ñ is the number of input variables. It was not clear at all
if ϵ-sensitive lower bounds could be proved when the target polynomial fn is in VP. Our
second main result gives an affirmative answer by establishing exponential size lower bounds
for the family of spanning tree polynomials which are in VP.
▶ Theorem 1.2. There exists a constant η > 0 such that both the polynomials Fn−1,n − ϵ · STn
and Fn−1,n + ϵ · STn have monotone circuit complexity 2Ω(n) provided ϵ ≥ 2−ηn , where STn
is the spanning tree polynomial defined over the complete graph of n vertices.
As far as we can tell, there are just two instances in the past where discrepancy has
been used for proving monotone lower bounds in arithmetic complexity. First, by Raz and
Yehudayoff [14] to establish strongly exponential lower bounds, among other things. Second,
very recently, by Chattopadhyay et.al. [2] who used it to prove ϵ-sensitive monotone lower
bounds. In both instances, arguments seemingly specific to the target polynomial were used.
A conceptual contribution of our argument is to formulate a simple but quite general transfer
principle, that translates discrepancy bounds under a universal distribution to the setting
of ϵ-sensitive lower bounds for 0-1 coefficient set-multilinear polynomials. To describe this,
let X denote the matrix of variables {xi,j }1≤i≤n,≤j≤m . A monomial κν over X is naturally
Qn
identified with a map ν : [n] → [m] such that κν = i=1 xi,ν(i) . Let P be a nearly-balanced
partition of [n] into the sets A and B (i.e. n/3 ≤ |A|, |B| ≤ 2n/3). Alice and Bob respectively
get two maps τ : A → [m] and θ : B → [m]. They jointly want to solve the communication
problem CPf which outputs 1 if and only if κτ · κθ is a monomial in the set-multilinear
polynomial f . Let ∆ be a distribution on the space [m]n of monomials. The best partition
discrepancy w.r.t. ∆ is defined as follows:
Disc∆ (C f ) :=

max
(A,B) is a nearly-balanced
partition of [n]

{Disc∆A ,∆B (CPf )}.
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Here ∆A and ∆B are the induced distributions by ∆ on [m]A and [m]B respectively.
Small discrepancy with respect to every balanced partition translates to the following lower
bound statement.
▶ Theorem 1.3 (Discrepancy-Sensitivity Correspondence). Consider a distribution ∆ over
ϵ
[m]n . Then, the monotone complexity of Fn,m − ϵ · f (resp. Fn,m + ϵ · f ) is at least 3γ
6γ
6γ
ϵ
(resp. 6γ
) as long as ϵ ≥ 1−3γ (resp. ϵ ≥ 1−12γ ), where γ := Disc∆ (C f ).
The reason we need to handle the discrepancy for every nearly-balanced partition stems
from the fact that in the decomposition theorem of monotone circuits each product polynomial
a · b appears with its own set of nearly-balanced partition of the variables. Now to use the
theorem above, all we need to do is to craft a distribution ∆ for the spanning tree problem
such that the discrepancy remains small (under ∆) for every nearly-balanced partition P .
We give a sketch of the key ideas. Firstly, consider the following communication problem
in the basic 2-party model (spanning tree problem): Given a vertex set V partitioned into
two nearly-balanced sets V1 and V2 (|V1 |, |V2 | ≥ |V |/3), Alice and Bob receive two functions
τ : V1 → V and θ : V2 → V . They want to jointly decide whether the oriented edges given
by τ and θ form a spanning tree rooted at a special vertex designated as the root. Using
a graph gadget, we show that the standard inner product function can be reduced to this
problem via a rectangular reduction.
If the inputs for the inner product function are sampled according to the uniform
distribution Un , the reduction induces a distribution DP on the set of functions (τ, θ) when
the partition P is fixed. Using the low discrepancy of inner product under the uniform
distribution, one can directly infer that the spanning tree problem also has low discrepancy
under the distribution DP .
However to make it useful in the context of monotone circuit lower bounds, we need to
find a single distribution that handles all possible (nearly-balanced) partitions as mandated
by our Discrepancy-Sensitivity Correspondence. For instance, if Inner-Product is defined
as x1 y1 + · · · + xn yn (mod 2), then although the partition in which Alice gets x1 , . . . , xn
and Bob y1 , . . . , yn has exponentially small discrepancy w.r.t the uniform distribution, the
perfectly balanced partition in which Alice gets x1 , y1 , . . . , xn/2 , yn/2 and Bob the remaining
n/2 pairs has large, i.e. O(1) discrepancy w.r.t. every distribution.
Nevertheless, we are able to show exponentially small discrepancy for the spanning tree
problem w.r.t. every nearly-balanced partition, by a random embedding of our gadget graph
in the complete graph on n vertices. This enables designing a suitable distribution ∆ on the
set of maps [n]n−1 as stated in the following lemma that is the main technical contribution
of our second result.
▶ Lemma 1 (Informal). There
a distribution ∆ on the set of maps from {2, 3, . . . , n}
 exists
ST
−Ω(n)
n
to [n] such that Disc∆ C
is 2
.
This result could be of independent interest even beyond algebraic complexity theory.

Organization
In Section 2, we collect some basic results from monotone arithmetic computation and from
communication complexity. We prove a strongly exponential monotone circuit size lower
bound for the spanning tree polynomial in Section 3. In Section 4, we develop a general
framework for proving ϵ-sensitive lower bounds for set-multilinear polynomials via a suitable
discrepancy based technique. We prove the low discrepancy of spanning tree problem under
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a certain universal distribution in Section 5. We then use the low discrepancy result to
complete the ϵ-sensitive lower bound result for the spanning tree polynomial in Section 6.
We state some open problems in Section 7.

2

Preliminaries

Notation
Let [n] = {1, 2, . . . , n}. Polynomials are always considered over R[X] where R is the set of
reals. For a polynomial p, let var(p) denote the set of variables in p.

Set-multilinear Polynomials
Let X = ∪ni=1 Xi be a set of variables where Xi = {xi,1 , xi,2 , . . . , xi,m }. A polynomial
p ∈ R[X] is set-multilinear if each monomial in p respects the partition given by the
set of variables X1 , X2 , . . . , Xn . In other words, each monomial κ in p is of the form
x1,j1 x2,j2 · · · xn,jn .

Ordered Polynomial
For a monomial of the form κ = xi1 ,j1 xi2 ,j2 · · · xin ,jn we define the set I(κ) = {i1 , i2 , . . . , in }.
If a polynomial p has the same set I(κ) for every monomial occurring it it with a nonzero
coefficient, then we say that the polynomial is ordered and we write I(p) = I(κ) for each κ.
Clearly, the set-multilinear polynomials are ordered polynomials with I(p) = {1, 2, . . . , n}.

Structure of Monotone Circuits
The main structural result for monotone circuits that we use throughout, is the following
theorem.
▶ Theorem 2. [20, Lemma 1] Let n > 2 and p ∈ R[X] be an ordered monotone polynomial
with I(p) = [n]. Let C be a monotone circuit of size s that computes p. Then, we can write
p=

s
X

a t · bt

t=1

where at and bt are monotone ordered polynomials with n3 ≤ |I(at )| ≤ 2n
3 and I(bt ) =
[n] \ I(at ). Moreover, at bt ≤ p for each 1 ≤ t ≤ s, by which we mean that the coefficient of
any monomial in at bt is bounded by the coefficient of the same monomial in p.
A partition P = (A, B) of [n] is said to be perfectly balanced if |A| = |B| = n2 and is said to
be nearly-balanced if n3 ≤ |A|, |B| ≤ 2n
3 . An ordered product polynomial a · b on n variables
n
is said to be nearly-balanced if 3 ≤ |I(a)|, |I(b)| ≤ 2n
3 .

Communication Complexity
We recall some basic results from communication complexity. The details can be found
in [11]. Let us very briefly first recall the basic notions in the 2-party communication
model of Yao. The joint input space of Alice and Bob is {0, 1}m × {0, 1}m with each
player receiving an m-bit Boolean string, and they want to evaluate a Boolean function
F : {0, 1}m × {0, 1}m → {0, 1}. One defines a combinatorial rectangle R as a product set
A × B, for some A, B ⊆ {0, 1}m . Put another way, R is just a submatrix of the 2m × 2m
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communication matrix MF of the function F , that Alice and Bob want to compute. The
rows of this matrix are indexed by possible inputs of Alice and the columns by the ones of
Bob and MF (x, y) = F (x, y). One of the important notions is discrepancy. For a rectangle
R, the discrepancy Discδ (F, R) := δ(R ∩ F −1 (0)) − δ(R ∩ F −1 (1)) where δ is a distribution
on the input space {0, 1}m × {0, 1}m . The discrepancy of F under δ is defined as
Discδ (F ) := max Discδ (F, R)
R

.
Pm
The inner product function IPm (x, y) := i=1 xi yi (mod 2). It is well-known that the
discrepancy of the inner product function is small under the uniform distribution Um over
{0, 1}m × {0, 1}m . This was first proved by Chor and Goldreich [3]. A self-contained proof
can be found in [11].
▶ Theorem 3. [11, Example 3.29] Under the uniform distribution Um over {0, 1}m × {0, 1}m ,
DiscUm (IPm ) = 2−Ω(m) .

3

Strong Exponential Separation of VP and Monotone VP

In this section we prove Theorem 1.1. For a graph G, let V (G), E(G) denote the set of
vertices and edges of G respectively, and for any pair S, T ⊆ V (G), let E(S, T ) ≡ {(u, v) ∈
E(G) : u ∈ S , v ∈ T }. For an undirected graph G with n vertices, let di denote the degree
of each vertex i. The Laplacian matrix L is defined as follows:



di if i = j
Lij := −1 if there is an edge between i and j


0
otherwise.
▶ Lemma 4 (Expander Mixing Lemma). [6, Lemma 2.5] Let G be an undirected d regular
graph such that λ2 is the second largest eigenvalue of the adjacency matrix of G. Then, for
every S, T ⊆ V (G)
|E(S, T )| −

p
d
|S||T | ≤ λ2 |S||T |.
n

We also need Matrix Tree Theorem which we state below.
▶ Theorem 5 (Matrix Tree Theorem, [13, Theorem 13.1]). Let G be an undirected graph on n
vertices and let 0, µ1 , µ2 , . . . , µn−1 be the eigenvalues of the Laplacian of G. Then the number
of spanning trees in G is n1 µ1 · µ2 · · · µn−1 .
Proof of Theorem 1.1. Consider a family of d-regular expander graphs where d is a sufficiently large constant and the second largest eigenvalue is bounded by d1−ϵ for a suitable
ϵ > 0. For example, the current proof works for ϵ = 0.25 and such a family of graphs can be
explicitly constructed [15]. Let G = Gn be the nth graph in the family.
e has a monotone circuit of size S. Recall from Section 1 that G
e is the
Suppose STn (G)
graph obtained from G which has edges in both directions for each undirected edge in G.
e we get
Then applying Theorem 2 to the polynomial STn (G)
e =
STn (G)

S
X

a s bs .

(1)

s=1
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e
For a fixed s, let Xt = {xt,j |xt,j ∈ var(as ) ∪ var(bs )}. Since every monomial of STn (G)
has distinct first indices we conclude that I(as ) ∩ I(bs ) = ∅.
Pn
Now we upper bound t=2 |Xt |. We note that if i ∈ I(as ) and j ∈ I(bs ) then it cannot
be the case that both xi,j and xj,i are in ∪nt=2 Xt . Suppose xi,j , xj,i ∈ ∪nt=2 Xt then it must
be the case that xi,j ∈ var(as ) and xj,i ∈ var(bs ) (since i ̸∈ I(bs ) and j ̸∈ I(as )). Then some
monomial in as bs contains xi,j xj,i which is a two cycle and cannot be part of the spanning
tree polynomial.
This shows that in the set of undirected edges E(I(as ), I(bs )), at least one out of the
two directed edge variables, corresponding to an undirected edge, must be absent in ∪nt=2 Xt .
Thus we may bound,
n
X

|Xt | ≤ dn − E(I(as ), I(bs )) .

t=2

Since G is an expander, using Lemma 4 we conclude that
p
d
E(I(as ), I(bs )) − |I(as )||I(bs )| ≤ λ2 |I(as )||I(bs )|.
n
On rearranging, we obtain
E(I(as ), I(bs )) ≥
Since |I(as )|, |I(bs )| ≥
E(I(as ), I(bs )) ≥

p
d
|I(as )||I(bs )| − λ2 |I(as )||I(bs )|.
n
n
3

and |I(as )| + |I(bs )| = n we may simplify the right hand side as

d n2
n
d λ2
− λ2 = n( − ).
n 9
2
9
2

Since λ2 ≤ d1−ϵ , we may relax the right hand side and write |E(I(as ), I(bs ))| ≥ nd
18 for
1
sufficiently large d. Let α = 18 . Now we bound the total numbers of monomials in as bs as

|mon(as bs )| ≤

n
Y
t=2

 Pn
|Xt | ≤

|Xt |
n−1
t=2

n−1
≤ ((1 − α)

nd n−1
)
≤ (1.01d(1 − α))n−1
n−1

for sufficiently large n.
Then, the number of monomials in STn (G̃):
e ≤ S(1.01d(1 − α))n−1 .
|mon(STn (G))|

(2)

Let L(G) be the Laplacian of the graph G with eigenvalues 0 < µ1 ≤ µ2 ≤ . . . ≤ µn−1 .
Since G is an expander, we conclude that µ1 ≥ (d − λ2 ). Then, Theorem 5 implies that
e = 1 µ1 µ2 · · · µn−1 ≥ 1 (d − λ2 )n−1 ≥ 1 (d − d1−ϵ )n−1 .
|mon(STn (G))|
n
n
n
▶ Remark 6. Notice that each spanning tree rooted at the vertex 1 in G is in bijective
e
correspondence with a rooted tree at the vertex 1 in G.
Putting the above bound together with the upper bound in Equation 2, we get that
1
e ≤ S(1.01d(1 − α))n−1 .
(d − d1−ϵ )n−1 ≤ |mon(STn (G))|
n

n−1
d−d1−ϵ
99
This immediately implies that S ≥ n1 1.01d(1−α)
≥ n1 ( 101(1−α)
)n−1 = 2Ω(n) , for sufficiently large d.
◀
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Discrepancy Implies ϵ-Sensitive Bounds

In this section we formulate a simple method to prove ϵ-sensitive lower bound against
set-multilinear polynomials by showing a connection with discrepancy under a universal
distribution.
Consider the input matrix X of dimension n × m with entries X[i, j] := xi,j of indeterminates. Define M[X] to be the set of all set-multilinear monomials of degree n over variable
set X = {Xi | i ∈ [n]} and ∀i Xi = {xi,j | j ∈ [m]}. We identify a monomial κν ∈ M[X] with
Qn
a map ν : [n] → [m] in the following way, κν = i=1 xi,ν(i) . This forms a bijection between
set M[X] and Υ = {ν| ν : [n] → [m]}.
Given a partition P = (A, B) of [n] which is nearly-balanced i.e. |A|, |B| ∈ [ n3 , 2n
3 ], define
sets of maps AP = {τ | τ : A → [m]} and BP = {θ| θ : B → [m]}. Clearly any map
τ ∈ AP (θ ∈ BP ) gives a set-multilinear monomial κτ (κθ ) of degree |A| (|B|) over variQ
able set XA = {Xi |i ∈ A} (XB = {xj |j ∈ B}) in the following way, κτ = i∈A xi,τ (i)
Q
(κθ = j∈B xj,θ(j) ).
For any degree n set-multilinear polynomial f with 0 − 1 coefficients over variable set
X and a nearly-balanced partition P = (A, B) of [n], define the communication function
CPf : AP × BP → {0, 1} as follows:
(
CPf (τ, θ)

:=

1 iff coefficient of κτ · κθ is 1 in f
0 iff coefficient of κτ · κθ is 0 in f

Naturally, CPf can be viewed as a Boolean communication matrix with rows indexed by
elements in AP and columns indexed by elements in BP . Let us consider a distribution ∆ over
[m]n . Given a partition P = (A, B) of [n], the distribution ∆ induces two distributions over
the rows and columns of CPf . We denote the induced distributions by ∆A , ∆B respectively.
Then, let
Disc∆ (C f ) :=

max
(A,B) is a nearly-balanced
partition of [n]

{Disc∆A ,∆B (CPf )}.

Qn P m
Consider the full set-multilinear polynomial Fn,m = i=1 j=1 xi,j . Now define the polynomials g := Fn,m − ϵ · f and g ′ := Fn,m + ϵ · f . Observe that in the polynomial g (g ′ ) all those
monomials which have coefficients 1 in f have coefficients exactly 1 − ϵ (1 + ϵ) and those
which have coefficients 0 in f have coefficients exactly 1. The main result of this section is
the proof of Theorem 1.3. For the reader’s convenience, we restate the theorem below.
▶ Theorem 1.3 (Discrepancy-Sensitivity Correspondence). Consider a distribution ∆ over
ϵ
[m]n . Then, the monotone complexity of Fn,m − ϵ · f (resp. Fn,m + ϵ · f ) is at least 3γ
6γ
6γ
ϵ
(resp. 6γ
) as long as ϵ ≥ 1−3γ
(resp. ϵ ≥ 1−12γ
), where γ := Disc∆ (C f ).
Proof. We present the proof for g. The proof for g ′ is analogous. The main idea is to define
a measure M on the set of monomials. Then we extend the measure to the polynomial by
linearity. We define the measure M in the following way.



∆(κ)
M(κ) := −∆(κ)


0

if coefficients of κ is 1 in f and κ is in Supp(∆)
if coefficients of κ is 0 in f and κ is in Supp(∆)
κ is not in Supp(∆)

Now we need the following two lemmas to prove Theorem 1.3.
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▶ Lemma 7. For every distribution ∆ over [m]n and for any nearly-balanced ordered product
polynomial a · b of degree n with ||a · b||∞ ≤ 1, the measure |M(a · b)| ≤ Disc∆A ,∆B (CPf ) where
A = I(a), B = I(b).
▶ Lemma 8. let f be a set-multilinear polynomial of degree n and g = Fn,m − ϵ · f with
6γ
ϵ ≥ 1−3γ
where γ = Disc∆ (C f ). Then |M(g)| ≥ 3ϵ .
Let us first prove Theorem 1.3 assuming Lemmas 7 and 8. Further, assume g has a monotone
Ps
circuit of size s. Then, using Theorem 2, g can be expressed as g = i=1 ai · bi where each
ai · bi is a nearly-balanced product polynomial. Using Lemmas 7 and 8, and the sub-additivity
of the measure M, it follows that,
ϵ
≤
3 Lemma

8

This shows s ≥

|M(g)| =Definition |M(

s
X

ai · bi )| ≤Sub-additivity Ps

i=1

i=1
ϵ
3γ

with ϵ ≥

|M(ai ·bi )|≤Lemma 7

s·γ

6γ
1−3γ .

◀
Now we provide proofs of Lemmas 8 and 7. To prove Lemma 7, it’d be convenient to write a
product polynomial as a sum of rectangular product polynomials, via the following lemma.
▶ Lemma 9. Let a · b be a product polynomial with both a and b monotone. Then a · b can
be written as a sum of rectangular product polynomials, i.e.
X
a·b=
λi,j αi · βj .
i,j

Here

P

λi,j = ||a · b||∞ and λi,j > 0. Moreover, the coefficients of monomials in αi and βj

i,j

are only 0, 1.
Proof. First we want to show if we take any monotone polynomial a, we can write it as
P
P
λi ai where ai s are monotone polynomials with coefficients 0, 1 and
λi = ||a||∞ , and
i

i

the λi s are non-negative. For this, write polynomial a as a vector Va of coefficients, i.e. the
vector has a coordinate for every set-multilinear monomial appearing in the polynomial. Let
the vector Va = [p1 , p2 , · · · , pℓ ]T where each pi > 0.
We prove the claim using induction on the number of nonzero entries in the vector.
The base case will be a being a single monomial, for which the statement is trivially true.
For the inductive step, consider p = mini {pi }. Let Vp be the vector of length ℓ such
that each entry is p. Let fˆ be the polynomial having the same monomial set as a and
the coefficients are all 1. Now consider the polynomial a′ corresponding to the vector
Va′ = Va − Vp , where the difference has been taken coordinate wise. This new vector has 0
P
valued coordinates for which Va has p. Now by inductive hypothesis a′ =
λj a′j where a′j are
j
P
polynomials having 0 − 1 coefficients and
λj = ||a′ ||∞ . Observe that ||a′ ||∞ = ||a||∞ − p.
j

Hence,
a = a′ + p · fˆ =

X

λj a′j + p · fˆ.

j

Here

P

j

λj + p = ||a′ ||∞ + p = ||a||∞ . This proves our first claim.
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λ′j · βj . Where

P

λi = ||a||∞ and

i

λ′j = ||b||∞ . So,
a·b=

X

λi λ′j αi · βj ,

i,j

and

P
i,j

λi · λ′j = (

P

λi )(

P

i

j

λ′j ) = ||a||∞ · ||b||∞ = ||a · b||∞ .

◀

Now we are ready to prove Lemma 7.
P
P
Proof. By Lemma 9, decompose a · b =
λi,j αi · βj , where
λi,j = ||a · b||∞ and λi,j > 0.
i,j

i,j

Hence by triangle inequality and sub-additivity,
X
|M(a · b)| ≤
λi,j |M(αi · βj )|.
i,j

Now M(αi · βj ) = Disc∆A ,∆B (R) where R is the rectangle A × B with A is indexed by the
set of ordered monomials in αi and B is indexed by the set of ordered monomials in βj
and partition P = (A, B) of [n] is given by A = I(αi ) and B = I(βj ). So we have that
|M(αi · βj )| ≤ Disc∆A ,∆B (R) ≤ Disc∆ (C f ) = γ. So,
X
X
|M(a.b)| ≤
λi,j |M(αi · βj )| ≤
λi,j γ ≤ γ
i,j

i,j

The third inequality comes from Lemma 9, i.e.

P

λi,j = ||a · b||∞ ≤ 1. So the proof

i,j

◀

follows.
Next we prove the Lemma 8.
Proof. Since g = Fn,m − ϵ · f , applying the measure M we have,
M(g) = M(Fn,m ) − ϵ · M(f ).

Since the full polynomial Fn,m is a product of linear forms, by using Lemma 7 we conclude
that |M(Fn,m )| ≤ γ.
Let S1 , S2 be the sets of monomials with coefficients 1 and 0 in f that are in the support
of ∆, then we observe
M(Fn,m ) =

X

∆(κ) −

κ∈S1

X

∆(κ) ≤ γ

κ∈S2

Further,
X
X
∆(κ) +
∆(κ) = 1
κ∈S1

κ∈S2

Combining the above two equations we conclude that
M(f ) =

X
κ∈S1

∆(κ) ≥

1 γ
− .
2 2

Using this estimate, |M(g)| ≥ ϵ · ( 21 − γ2 ) − γ. This will be at least ≥

ϵ
3

for ϵ ≥

6γ
1−3γ

◀
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5

Low Discrepancy of Spanning Tree Problem

In this section, we consider a communication problem that decides whether two sets of
oriented edges of a given vertex set distributed among Alice and Bob form a spanning
tree. By embedding the inner product function in it, we show that the problem has low
discrepancy.
▶ Problem 5.1. Spanning tree problem (Comm-STn ).
The input to this problem is a fixed vertex set V ∪ {r} where V is partitioned into V1 , V2
and |V | = n. Alice gets V1 and Bob gets V2 respectively. Additionally, Alice (Bob) is
given a map τ : V1 → V ∪ {r} (θ : V2 → V ∪ {r}) specifying the directed edges i → τ (i)
(j → θ(j)) for i ∈ V1 (j ∈ V2 ). The communication problem is to decide whether the edges
{(i, τ (i)) : i ∈ V1 } ∪ {(j, θ(j)) : j ∈ V2 } form a spanning tree rooted at r or not.
Corresponding to the partition P = (V1 , V2 ), we define a boolean function gP : T × Θ →
{0, 1} where T = {τ : V1 → V ∪ {r}} and Θ = {θ : V2 → V ∪ {r}}. We set gP (τ, θ) = 1 if
and only if {(i, τ (i)) : i ∈ V1 } ∪ {(j, θ(j)) : j ∈ V2 } forms a spanning tree rooted at r. In this
work, unless explicitly stated otherwise, the partition (P ) will always be nearly-balanced, i.e.
|V1 |, |V2 | ≥ |V3 | .
▶ Remark 10. In the definition of Problem 4.1, the functions τ and θ ensure that every vertex
in the resulting directed graph has out-degree 1 except the vertex r. So, if the oriented edges
form a directed spanning tree then it must be rooted at r.
▶ Remark 11. The communication matrix of gP , MP has rows indexed by elements in T and
columns are indexed by elements in Θ. For any entry (τ, θ) in the matrix, MP [τ, θ] = 1 if
and only if gP (τ, θ) = 1.
In the next section we are going to prove the following lemma.
▶ Lemma 12. For each perfectly balanced partition P there exists a distribution DP on T × Θ
such that the discrepancy of gP under the distribution DP is 2−Ω(n) .
The argument to establish the low discrepancy of gP under a certain distribution uses a
rectangular reduction from the inner product problem to the spanning tree problem which
we describe next.

5.1

The Reduction

Consider a vertex set V ∪ {r} with |V | = 4n + 2, where n ≥ 1 is an integer. The set V is
partitioned into perfectly balanced sets V1 , V2 such that |V1 | = 2n+1, |V2 | = 2n+1. Alice (Bob)
gets the vertex set V1 (V2 ) and a map τ ∈ T (θ ∈ Θ), where T = {τ : V1 → V ∪ {r}} ( Θ =
{θ : V2 → V ∪ {r}}). In this section we exhibit a reduction RED from IPn to Comm-ST4n+2
which has the following property. Given an input instance (x, y) ∈ {0, 1}n × {0, 1}n of IPn
the reduction RED computes (τx , θy ) ∈ T × Θ such that IPn (x, y) = 1 (mod 2) if and only
if gP (τx , θy ) = 1.
Let Gx,y be the directed graph with vertex set V ∪ {r} and the edges are given by {(i, τx (i)) :
i ∈ V1 } ∪ {(j, θy (j)) : j ∈ V2 }. The graph Gx,y has n + 1 sub-gadgets G1 , . . . , Gn+1 . Each
sub-gadget Gi (i ≤ n) has two vertices from V1 and two vertices from V2 . For convenience,
the vertices from V1 are labelled as ai,1 , ai,2 and the vertices from V2 are labelled as bi,1 , bi,2 .
The sub-gadget Gn+1 has three vertices, an+1,1 , ∈ V1 , bn+1,1 ∈ V2 and r. In the following
figure we depict the edge orientations of the sub-gadgets.
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Figure 1 Sub-gadgets Gi for 1 ≤ i ≤ n + 1.

In any Gi the edges are oriented in the following way. When xi = 0, τx (ai,1 ) = ai+1,1
and τx (ai,2 ) = ai+1,2 . For xi = 1, τx (ai,1 ) = bi,1 and τx (ai,2 ) = bi,2 .
On the other hand, when yi = 0, θy (bi,1 ) = ai+1,1 and θy (bi,2 ) = ai+1,2 . When yi =
1, θy (bi,1 ) = ai+1,2 and θy (bi,2 ) = ai+1,1 . In sub-gadget Gn+1 , τx (an+1,1 ) = a1,1 and
θy (bn+1,1 ) = r.
▷ Claim 13. Given (x, y) ∈ {0, 1}n × {0, 1}n the reduction RED computes the graph Gx,y
such that the oriented edges form a spanning tree rooted at r if and only if ⟨x, y⟩ = 1 (mod 2).
First we give two illustrative examples of the reduction RED for n = 3 in Figure 2 and
Figure 3. In the first example the input is x = (1, 1, 1) and y = (1, 1, 1). In this case we get a
spanning tree rooted at r shown by blue edges in Figure 2. In the second example the input
is x = (0, 1, 1) and y = (1, 1, 1). In this case we get a cycle shown by the red edges in Figure
3.
Now we give the proof of the claim in details below.
Proof. If ⟨x, y⟩ = 0 (mod 2), there is a path P1 : a1,1 ⇝ an+1,1 which flips layers even
number of times and then completes a cycle via the edge an+1,1 → a1,1 . Thus in such a case
there does not exist a path from a1,1 to r, ruling out a spanning tree.
On the other hand, if ⟨x, y⟩ = 1 (mod 2), there is a path P2 : a1,1 ⇝ bn+1,1 → r which flips
layers an odd number of times. For every node u ∈ Gx,y shown in the figure above that does
not lie on the path P2 , observe that either there exists a path Pu : u ⇝ an+1,1 → a1,1 ⇝ r or
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b4,1
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Figure 2 Gadget for

P3
i=1

xi yi = 1 mod 2.

there exists a path Pu′ : u ⇝ bn+1,1 → r. In either case, therefore, there exists a path from u
to r. It is simple to verify that no cycles are formed proving the existence of a spanning tree
rooted at r.
◀
Now we are ready to prove Lemma 12.
Proof. Define R = {(τx , θy ) : x, y ∈ {0, 1}n × {0, 1}n } ⊆ T × Θ. Observe that, the reduction
RED forms a bijection between {0, 1}n × {0, 1}n and R. Thus a uniform distribution Un on
{0, 1}n × {0, 1}n induces a uniform distribution on R via RED. We call the latter distribution
DP .
Consider a rectangle S = (S1 × S2 ) ⊆ T × Θ. We want to prove that DiscDP (S) = 2−Ω(n) .
Let S ′ = S1′ × S2′ be a sub rectangle of S such that S1′ = {τx |τx ∈ S1 , x ∈ {0, 1}n } and
S2′ = {θy |θy ∈ S2 , y ∈ {0, 1}n }. Observe that DiscDP (S ′ ) = DiscDP (S). Since RED is a
bijection between input instances of IPn and R, there exists a rectangle T ⊆ {0, 1}n × {0, 1}n ,
such that RED(T ) = S ′ . So, DiscDP (S ′ ) = DiscUn (T ). Now using Theorem 3 we conclude
DiscDP (S) = 2−Ω(n) .
◀

5.2

The Universal Distribution for Nearly-Balanced Partitions

Lemma 12 in the earlier section shows that for any fixed perfectly balanced partition P , the
function gP has low discrepancy under the distribution DP .
However, to use these ideas in the context of lower bounds for monotone circuits, we need
to handle a more subtle situation. Recall from Theorem 2 that every product polynomial in
the decomposition of the circuit, has its own nearly-balanced partition of the first indices of
the variables. This forces us to switch quantifiers, and specify a universal distribution that
gives rise to small discrepancy for every nearly-balanced partition.
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xi yi = 0 mod 2.

We now consider a graph with a fixed set W of vertices with |W | = n′ = c · n where c is
an appropriate constant to be fixed later in the analysis. The universal distribution ∆ is
supported on a subset of the set Γ = {ν|ν : W \{1} → W }.
Now we define the universal distribution ∆ on an appropriate subset of Γ by the following
sampling process.

Sampling process for ∆
1. Sample a random permutation π : W → W such that π(1) = 1
2. Sample (x, y) ∈ {0, 1}n × {0, 1}n uniformly at random. Construct Gx,y as defined in the
previous section 5.1 by applying the reduction RED on (x, y).
3. Embed an isomorphic copy of Gx,y on the set of vertices π(1), . . . π(4n + 3) using the
following vertex map E : V (Gx,y ) → W
a. For 0 ≤ j ≤ n set E(aj+1,1 ) = π(4j + 2), E(aj+1,2 ) = π(4j + 3), E(bj+1,1 ) = π(4j + 4)
and E(bj+1,2 ) = π(4j + 5).
b. Set E(an+1,1 ) = π(4n + 2), E(bn+1,1 ) = π(4n + 3), E(r) = π(1).
4. Connect the remaining vertices of W that is π(4n + 4), . . . π(n′ ) to E(r) = π(1).
Let the vertices of W be partitioned into nearly-balanced sets WA ∪ WB , where WA (WB )
is with Alice (Bob). Given a map from Γ, it induces two functions τ, θ : WA , WB → W which
will be given to Alice and Bob respectively.
The main result that we show is the following lemma which is the more precise re-statement
of Lemma 1.
▶ Lemma 14. Under the distribution ∆ ∼ Γ, the discrepancy of gP is 2−Ω(n) for every
nearly-balanced partition P . More precisely, Disc∆ (C STn′ ) is at most 2−Ωc (n) , where n′ = cn
for a constant c.
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5.3

Discrepancy Under the Universal Distribution

We need a notion of honouring a sub-gadget under a permutation π.
▶ Definition 15. In Gx,y each sub-gadget Gi (1 ≤ i ≤ n) has two pairs of vertices {ai,1 , ai,2 }
and {bi,1 , bi,2 }. For any given nearly-balanced partition P of W , we say a permutation π
honours the sub-gadget Gi if for every j, E(ai,j ) = π(k) ∈ WA and E(bi,j ) = π(l) ∈ WB for
some k, l ∈ [n′ ]\{1}.
For a suitable α ∈ (0, 1) which we fix later, we say that π is good for a partition P if π
honours at least αn sub-gadgets Gi for 1 ≤ i ≤ n. Otherwise, we say that π is bad. We
prove a simple lemma showing that the random map π is bad with low probability.
▶ Lemma 16. Let P be any nearly balanced partition. Then, for suitably chosen constants α
and c,
Pr[π is bad] ≤ 2−Ω(n) .
Proof. Let P = WA ∪ WB and |WA | = k, |WB | = t. Let π be any random permutation such
that π(1) = 1. We give a simple lower bound on the probability of π honouring sub-gadget
Gi conditioned on the vertices of the first i − 1 sub-gadgets being mapped to an arbitrary
set of vertices in W . More precisely, for 1 ≤ j < i and 2 ≤ r ≤ 5, let wj,r ∈ W be arbitrary
vertices. Then,



Pr π honours Gi π 4(j − 1) + r = wj,r , 1 ≤ j < i, 2 ≤ r ≤ 5

!
≥

k−4(i−1) t−4(i−1)
2
2

n′ −1−4(i−1)
4

Using standard upper and lower bound estimates for binomial coefficients, and the fact that
k, t ≥ n′ /3, we can easily check that the RHS above is at least some constant β > 0 for an
appropriate choice of c.
Thus, for any choice of i1 , . . . , i(1−α)n ∈ [n],
Pr

 ℓ=(1−α)n
^


π dishonours Giℓ ≤ 1 − β

(1−α)n

ℓ=1

Using the union bound, the probability that π dishonours at least (1 − α)n sub-gadgets
is at most



n
(1 − β)(1−α)n .
(1 − α)n

Write (1 − β) = 2−δ for some δ > 0. Applying the standard estimate


n
(1 − β)(1−α)n ≤ 2nH(1−α) · 2−δ(1−α)n .
(1 − α)n

n
k



k

= 2H( n )n ,

By fixing a suitable α such that H(1 − α) < δ(1 − α), the estimate can be upper bounded by
2−Ω(n) .
◀
Now we are ready to prove Lemma 14.
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Proof. Let HP and FP be respectively the sets of good and bad permutations π with respect
to a partition P . Notice that,
X
Disc∆ (gP ) ≤ Pr[π ∈ FP ] +
Pr[π] · Disc∆|π (gP ).
π∈HP

By Lemma 16, the first term is bounded by 2−Ω(n) . We now show how to bound the second
term Disc∆|π (gP ) for any π ∈ HP . Let Badπ (Goodπ ) be the set of indices i such that
the sub-gadgets Gi are not honoured (honoured) by π. Now for any arbitrary partition
P of W into WA , WB define the set TP = {ψ|WA ψ ∈ Supp(∆), ψ|WA : WA → W }
(ΘP = {ψ|WB ψ ∈ Supp(∆), ψ|WB : WB → W }).
When we sample a map according to distribution ∆, the induced maps from TP (ΘP )
may depend on both x, y ∈ {0, 1}n for an arbitrary partition P . Hence we denote these
random induced maps by τ(x,y) , θ(x,y) . However the following is simple to verify.
▶ Remark 17. For a vertex u ∈ WA (v ∈ WB ) if π −1 (u) = E(ai,j ) (π −1 (v) = E(bi,j )) for
some i, j, τ (u) (θ(v)) only depends on xi (yi ).
For a partition P , define ZP to be a function from TP × ΘP → {1, −1} such that
(
1
when gP (τ, θ) = 0
ZP (τ, θ) =
−1 when gP (τ, θ) = 1
For π ∈ HP we bound the following value, Disc∆|π (ZP , SP ) where SP is an arbitrary
rectangle in TP × ΘP . Here for sake of simplicity we abuse the notation SP and denote it as
a characteristic function for the rectangle SP . Notice that


Disc∆|π (ZP , SP ) = E(x,y)∼Un ZP (τ(x,y) , θ(x,y) ) · SP (τ(x,y) , θ(x,y) ) .
The above is same as

E(u1 ,v1 )∼U|Badπ | ,(u2 ,v2 )∼U|Good

π|

ZP′ (u1 , u2 , v1 , v2 )

·

SP′ (u1 , u2 , v1 , v2 )


,

where ZP′ = ZP (τ(u1 ◦u2 ,v1 ◦v2 ) , θ(u1 ◦u2 ,v1 ◦v2 ) ) and SP′ = SP (τ(u1 ◦u2 ,v1 ◦v2 ) , θ((u1 ◦u2 ,v1 ◦v2 ) ). For
a good map π ∈ HP , let VGoodπ be the set of vertices from the sub-gadgets Gi that are
S
honoured by π, i.e. VGoodπ = i∈Goodπ V (Gi ).
Fixing any u1 , v1 ∈ {0, 1}Badπ , we denote the restricted map τ(u1 ◦u2 ,v1 ◦v2 ) ∈ TP as
(u ,v )

τ(u21,v21) : WA ∩ E(VGoodπ ) → W.
(u ,v )

Using Remark 17 we observe that, for any vertex p ∈ WA ∩ E(VGoodπ ), τ(u21,v21) (p) only
depends on variables from u2 . Similarly after fixing u1 , v1 ∈ {0, 1}Badπ we denote the
restricted map θ(u1 ◦u2 ,v1 ◦v2 ) as
(u ,v )

θ(u21,v21) : WB ∩ E(VGoodπ ) → W.
(u ,v )

Observe that for any vertex q ∈ WB ∩ E(VGoodπ ), θ(u21,v21) (q) only depends on variables from
v2 .
(u ,v )
(u ,v )
(u ,v )
Let SP 1 1 be the rectangle in TP 1 1 × ΘP 1 1 where
(u ,v1 )

TP 1

(u1 ,v1 )
:= {τ(u
τ(u1 ◦u2 ,v1 ◦v2 ) ∈ TP }
2 ,v2 )
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and
(u ,v1 )

ΘP 1

(u1 ,v1 )
:= {θ(u
θ(u1 ◦u2 ,v1 ◦v2 ) ∈ ΘP }.
2 ,v2 )
(u ,v )

(u ,v )

′
′
For simplicity, we denote maps from TP 1 1 and ΘP 2 2 as τ(u
, θ(v
. Now in Equation
2)
2)
(3) the inner expectation becomes following,


(u1 ,v1 ) ′
(u1 ,v1 ) ′
′
′
E(u2 ,v2 )∼U|Goodπ | ZP
(τ(u2 ) , θ(v2 ) ) · SP
(τ(u2 ) , θ(v2 ) )

Say the above expression is Du1 ,v1 . Let us define a rectangle R(u1 ,v1 ) in the space
(u ,v ) ′
′
{0, 1}Goodπ × {0, 1}Goodπ by setting R(u1 ,v1 ) (u2 , v2 ) = SP 1 1 (τ(u
, θ(v
).
2)
2)
(u ,v )

The definition of the maps τ, θ using RED implies that ZP 1 1 is either IP| Goodπ | or
IP| Goodπ | . Without loss of generality, assume it computes IP| Goodπ | . Then,


(u1 ,v1 )
Du1 ,v1 = E(u2 ,v2 )∼U
IP| Goodπ | (u2 , v2 ) · R
(u2 , v2 ) .
|

Goodπ |

Therefore,
|Du1 ,v1 | ≤ DiscU

|

Goodπ |

(IP| Goodπ | (u2 , v2 )) ≤ 2−

Goodπ
2

,

where the third inequality follows from Theorem 3. Hence,




− Goodπ
2
E(u1 ,v1 )∼U|Badπ | Du1 ,v1 ≤ E(u1 ,v1 )∼U|Badπ | Du1 ,v1 ≤ 2
.
Since | Goodπ | = αn, we conclude that Disc∆|π (ZP ) = Disc∆|π (gP ) = 2−Ω(n) .

6

(3)
◀

ϵ-Sensitive Lower Bound for Spanning Tree Polynomial

Let us recall Theorem 1.2 that we prove next.
▶ Theorem 1.2. There exists a constant η > 0 such that both the polynomials Fn−1,n − ϵ · STn
and Fn−1,n + ϵ · STn have monotone circuit complexity 2Ω(n) provided ϵ ≥ 2−ηn , where STn
is the spanning tree polynomial defined over the complete graph of n vertices.
Proof. First we recall the spanning tree polynomial for complete graph G on n vertices
{1, 2, . . . , n}, where every monomial corresponds to a spanning tree in G rooted at vertex 1,
i.e.
X
e =
STn (G)
x2,ν(2) x3,ν(3) · · · xn,ν(n) ,
ν∈Tn

e and
where Tn = {ν : {2, 3, . . . , n} 7→ {1, 2, . . . , n} | ∀i ∃k ν k (i) = 1 ; ∀i (i, ν(i)) ∈ E(G)}
e is the graph obtained from G which has edges in both directions
recall from Section 1 that G
for each undirected edge in G. We want to invoke the Discrepancy-Sensitivity Correspondence
theorem (Theorem 1.3) by using Lemma 14 to finish the proof of our Theorem 1.2. Towards
this effect set f in Theorem 1.3 as STn . Using Lemma 14 we observe that Disc∆ (C f ) = 2−η0 ·n
for some constant η0 > 0 where ∆ is the universal distribution defined in Lemma 14. This
η0
we denote as γ. It is simple to verify that choosing ϵ = 2− 10 ·n satisfies the condition in
6γ
Theorem 1.3, i.e. ϵ ≥ 1−3γ .
Now using Theorem 1.3 we conclude that the monotone complexity of Fn−1,n − ϵ · STn is at
ϵ
least 3γ
= 2Ω(n) . By analogous argument the monotone complexity of Fn−1,n + ϵ · STn is
also at least 2Ω(n) .
◀
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Open Problems

Our work raises several questions for further investigation. We outline some of them below:
It will be very interesting to find a family of explicit polynomials in VP which can be
computed by polynomial-size formulas but the monotone circuit complexity is strongly
exponential in the number of variables. The known VP upper bound for the family of
spanning tree polynomials only provides polynomial-size algebraic branching programs.
Since the upper bound result uses Matrix Tree Theorem involving non-trivial determinant
computation, it seems unlikely that in general a family of spanning tree polynomials can
be computed by polynomial-size formulas. The known simulation of algebraic branching
programs by formulas gives only quasi-polynomial formula size upper bound. One of the
main results in [2] does exhibit a family of explicit polynomials computed by depth-three
arithmetic formulas whose monotone circuit complexity is exponential. However, the
lower bound is not strongly exponential in the number of variables.
Another concrete open problem is to improve the result of Theorem 1.2 quantitatively.
Since the family of spanning tree polynomials STn defined over the complete graphs have
(n − 1)n variables, the ϵ-sensitive lower bound is not strongly exponential in the number
of variables. A natural goal is to obtain strongly exponential ϵ-sensitive monotone lower
bounds. This will subsume both Theorems 1.1 and 1.2 of this work.
How sensitive is the following monotone polynomial : Fn,n − ϵ · detn,n , where detn,n is the
determinant polynomial for the n × n symbolic matrix ? Although, we are able to prove
ϵ-sensitive lower bound for the spanning tree polynomial (whose efficient computation
involves determinant), we are unable to prove such a result for the determinant polynomial
itself. To understand the difficulty for proving robust/sensitive lower bounds for the
determinant, consider the following natural communication problem: Alice gets a map
τ : {1, . . . , n/2} → [n] and Bob θ : {n/2 + 1, . . . , n} → [n]. They have to decide if τ, θ
together form a permutation of [n]. It is simple to verify that this communication problem
shows up when one tries to prove ϵ-sensitive lower bounds for either the determinant or the
permanent via our discrepancy-sensitivity correspondence. However, this communication
problem has even an efficient bounded-error randomized protocol, ruling out the direct
use of our current technique. Our work thus throws interesting challenge to prove such
robust monotone lower bounds for either the determinant or the permanent.
Another very interesting question is to understand the usefulness of discrepancy based
techniques or complexity measures against general (set-)multilinear circuits. Is there a
polynomial efficiently computed by a (set-)multilinear circuit that has large ϵ-sensitive
monotone complexity? Spanning tree polynomials are not known have efficient (set)multilinear circuits. The answer to this question seems difficult to guess. It is worth
noting that until recently no super-polynomial separation between the powers of multilinear
and ordinary monotone computations were known. Such a separation was just achieved
recently by [2]. This separation used a corruption based argument that is not known to
yield ϵ-sensitive lower bounds.
We conclude with the following (rather optimistic) conjecture.
▶ Conjecture 18 (Discrepancy Conjecture). Let f be a 0-1 coefficient set-multilinear polynomial
over the variable set X = {xi,j }1≤i≤n,1≤j≤m where m = Θ(n), and f is computable by a
set-multilienar circuit of size s(n). Then there exists a constant α > 0 such that for every
1
(universal) distribution ∆ over the space of monomials: Disc∆ (C f ) ≥ 2(log s(n))
α .
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Recall from Lemma 14, for the spanning tree polynomial Disc∆ (C STn ) is 2−Ω(n) . However,
the polynomial-size branching program construction for the spanning tree polynomial involves
non-trivial cancellations via determinant which is not a set-multilinear computation.
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Introduction

A central goal in complexity theory is to quantify the resources required to perform certain
tasks. Traditionally, complexity theory has focused on the task of computing: here, one fixes
a function f : {0, 1}m → {0, 1}n and computational model C (e.g., low-depth circuits), and
asks for lower bounds on the size of any F ∈ C that computes f .
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Recently, a growing body of work has sought to understand the power of these same
computational models for the task of sampling. Here, instead of fixing a function f , one
picks a target distribution Q ∼ {0, 1}n . Then, one asks for lower bounds on the size of any
F ∈ C that generates (samples) Q, when supplied with uniformly random bits.
Following the earlier works of Ambainis, Schulman, Ta-Shma, Vazirani and Wigderson
[2] and Goldreich, Goldwasser, and Nussboim [13], Viola was the first to launch a systematic
study on the complexity of sampling distributions [22]. Since then, this new area of complexity
theory has seen an exciting wave of interest [23, 21, 5, 24, 12, 17, 1, 27, 6, 28, 25, 29, 26, 14].
Despite this significant progress, results are still only known for a few computational models
like AC0 and communication protocols. In particular, little is known about the complexity of
sampling with limited memory, while this remains a fundamental model in other areas of
complexity.
In this work, we aim to fill this gap, and initiate a study of the space complexity of
sampling. Our model will correspond to the streaming model of computation, an active
area of research. Our work makes progress on the research program initiated by Viola, who
has advocated for the pursuit of sampling lower bounds against every model for which we
already have classical lower bounds (including branching programs, Turing machines, and
polynomials) [24].

1.1

Key questions

Before we formally introduce our model and present our results, we briefly survey sampling
in AC0 , and motivate some key questions about sampling with limited memory.
Sampling can be easier than computing. A motivating paradigm in the complexity of
sampling is the (perhaps surprising) fact that a fixed computational model C may be more
powerful at sampling than computing. In particular, consider fixing a function f : {0, 1}n →
{0, 1}m and comparing the tasks of computing f on every input x, with sampling f (Un ) [13].
Intuitively, the latter task should seem easier: any F ∈ C that computes f must also have
F (Un ) = f (Un ). Furthermore, setting f −1 to be a one-way permutation makes f (x) very
hard to compute, but f (Un ) very easy to sample [22].
Amazingly, we also have examples of extremely simple explicit functions that demonstrate
this separation. The canonical example is the function f (x) = (x, parity(x)): the celebrated
result of Håstad [15] shows that f cannot be computed in AC0 , yet Babai [3], Boppana
and Lagarias [7] give an extremely simple AC0 circuit that samples (Un , parity(Un )). Thus,
obtaining sampling lower bounds is strictly more challenging (at least in AC0 ), and their
pursuit may unveil exciting new techniques and applications [22].
A natural first question, then, is to ask whether this motivation still holds in the limited
memory setting:
▶ Question 1. Does there exist an explicit boolean function b : {0, 1}n → {0, 1} that is hard
to compute with limited memory, but such that (Un , b(Un )) is easy to sample with limited
memory?
Sampling lower bounds for input-output pairs. Above, we saw that for the parity function
b : {0, 1}n → {0, 1}, it holds that (x, b(x)) is hard to compute in AC0 , yet (Un , b(Un )) is
easy to sample in AC0 . Given this observation, Viola raised the challenge [22] of finding
a distribution of the form (Un , b(Un )) that is hard to sample in AC0 . In a recent paper
[26], Viola provided a strong solution to this challenge, by giving an explicit function
b : {0, 1}n → {0, 1} such that for any AC0 circuit F : {0, 1}ℓ → {0, 1}n+1 , it holds that
Ω(1)
|F (Uℓ ) − (Un , b(Un ))| ≥ 21 − 2−n , where | · | denotes statistical distance.
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Assuming Question 1 can be answered positively, it is natural to ask whether a similar
result holds for sampling in the limited memory setting:
▶ Question 2. Does there exist an explicit boolean function b : {0, 1}n → {0, 1} such that
(Un , b(Un )) is hard to sample with limited memory?
Sampling lower bounds for codes. It is easy to see sampling lower bounds for distributions
of the form (Un , b(Un )) cannot exceed 1/2 (since (Un , 0) or (Un , 1) will yield an upper
bound of 1/2, and both of these are trivial to sample). A complementary question, suggested
by Viola [22], is to find other natural distributions Q ∼ {0, 1}n with much stronger sampling
lower bounds - perhaps even approaching 1.
In 2012, Viola and Lovett demonstrated a distribution of exactly this type [21], setting
Q ∼ {0, 1}n to be uniform over an asymptotically good error-correcting code, i.e., one having
constant relative distance and rate. They showed that for such a distribution Q, any AC0
circuit F : {0, 1}ℓ → {0, 1}n has |F (Uℓ ) − Q| ≥ 1 − ε for ε = n−Ω(1) . In a subsequent work
Ω(1)
[5], Beck, Impagliazzo, and Lovett improved the statistical distance to 1 − ε for ε = 2−n .
Using an observation of Viola [22], both works also obtain data structure lower bounds for
storing codewords. Given these results, we would like to know:
▶ Question 3. Are good codes hard to sample with limited memory?
Direct product theorems. Thus far, our questions have asked for small-space analogs of
key results known for the complexity of sampling in AC0 . For our final question, we ask for a
type of result that has yet to be studied in the complexity of sampling, but which has been
well-explored within classical complexity. In particular, we ask for a direct product theorem.
In classical complexity, direct product theorems (e.g., Yao’s XOR Lemma [30]) are used
for hardness amplification: such a result roughly says that if a function f is somewhat hard
to compute for a given computational model, then t independent copies of f are very hard to
compute for that same model. Direct product theorems offer a concrete way to (i) construct
simple functions with strong (average-case) lower bounds, and thus (ii) establish strong
(average-case) complexity separations between complexity classes.
It is natural to ask whether such direct product theorems can also be established for the
task of sampling. In the context of sampling, a direct product theorem can be defined as
a result which asserts the following: if a distribution Q ∼ {0, 1}n has statistical distance δ
from any distribution sampled by some computational model, then t independent copies of
Q (concatenated together) has statistical distance ≫ δ from any distribution sampled by
that same model. Our final question is as follows.
▶ Question 4. Can a direct product theorem be established for distributions sampled in
limited memory?
In this paper, we make progress on these four questions. Before presenting our results, we
must discuss our model for sampling distributions with limited memory.

1.2

Sampling in small space using oblivious ROBPs

To model sampling with limited memory, we will use the classic model of oblivious readonce branching programs (ROBPs). This model corresponds to the streaming model of
computation, and thus a better understanding of the power of ROBPs for sampling tasks
may also help provide new insights and tools for streaming algorithms.
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A first attempt to model sampling in limited memory uses the classic definition of an
ROBP (Definition 9), and replaces its input with uniform bits. However, such an ROBP
computes a function f : {0, 1}ℓ → {0, 1}, and so the distribution f (Uℓ ) it samples will be
over {0, 1}. To sample general distributions Q ∼ {0, 1}n , we need an ROBP that can output
multiple bits.
Perhaps the most natural way to extend an ROBP to output multiple bits is to simply
allow it to output a sequence of bits upon reading any input bit. More formally, we can
assign each edge in the ROBP an additional label consisting of a string of output bits. Then,
given an input x ∈ {0, 1}ℓ , the ROBP traverses a path in the usual way, but now outputs
all the output labels seen along the way. Indeed, this is exactly a “read-once” version of
multi-output branching programs considered in previous works [9, 8, 4].
It will also be convenient to make one simplifying assumption: just as the inputs in an
ROBP are “layered”, we will assume that the outputs are also layered. That is, we require
that any two edges traversing between the same two layers are labeled with the same number
of output bits. This is a natural way to guarantee that the ROBP will compute a function of
the form F : {0, 1}ℓ → {0, 1}n , since all paths are guaranteed to output the same number
of bits. This completes our definition of multi-output ROBP (see Definition 10 for a more
formal definition).
Just as a standard ROBP models an algorithm that reads from an input stream, multioutput ROBPs also allow the algorithm to write to an output stream (since it may write an
arbitrary number of bits at each time step, without storing any of them in its memory). As
it turns out, we will also prove that sampling using this model is equivalent (up to a small
loss in parameters) to sampling using a different natural model from the field of randomness
extractors [18]. Furthermore, note that for functions with one bit of output, our definition is
equivalent to the classic single-bit-output ROBP definition. Thus, we will henceforth refer to
multi-output ROBPs simply as ROBPs.

1.3

Summary of our main results

With our questions in mind and our model formally defined, we are ready to state our results.
Qualitatively, we provide positive answers to all four questions from Section 1.1.
Question 1 and Question 2 are straightforward to answer by applying known (or easy-toprove) lower bounds from communication complexity. We discuss these results in Section 4.
On the other hand, Question 3 and Question 4 are more challenging to resolve, and our two
main contributions are positive answers to these questions. We go into more detail below.

1.3.1

Sampling lower bounds against codes

In our first main theorem, we show that it is hard to sample good codes using ROBPs. More
generally, we obtain the following sampling lower bounds against any (n, k, d) code, which
are nearly tight.
▶ Theorem 1 (Sampling lower bounds against codes). Let Q ∼ {0, 1}n be uniform over an
(n, k, d) code. Then for any ROBP F : {0, 1}ℓ → {0, 1}n of width w,
kd

|F (Uℓ ) − Q| ≥ 1 − 12w · 2− 4n .
▶ Remark 2. We show that Theorem 1 is nearly tight, in the sense that for almost all “valid”
parameters n, k, d, there exists an (n, k, d) code that can be sampled by an ROBP of width
e kd
n ) . For a more formal statement of this result, we refer the reader to Section 5.
2O(
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As a corollary, we immediately get that any distribution sampled by an ROBP of exponential
width has statistical distance exponentially close to 1 from a good code, answering Question 3:
▶ Corollary 3. For any good code Q ∼ {0, 1}n , there is a constant c > 0 such that for any
ROBP F : {0, 1}ℓ → {0, 1}n of width at most 2cn ,
|F (Uℓ ) − Q| ≥ 1 − 12 · 2−cn .
Note that this is tight up to the constants c and 12, since statistical distance ≤ 1 − 2−n is
easily achieved by a width 1 ROBP that is constant over a single codeword. Finally, we
note that we actually obtain a more general version of Theorem 1, which works for any
list-decodable code: we refer the reader to Section 5 for more details.
We remark that these sampling lower bounds against codes for ROBPs are stronger
than the best known sampling lower bounds against codes for AC0 . In particular, the best
Ω(1)
[5], and the
sampling lower bounds against good codes for AC0 are of the form 1 − 2−n
authors leave as an open problem whether similar lower bounds for AC0 can be obtained
against (n, k, d) codes with kd ≥ n1+Ω(1) . On the other hand, our sampling lower bounds
against good codes are of the form 1 − 2−Ω(n) for ROBPs of width 2Ω(n) (Corollary 3), and
Ω(1)
we obtain lower bounds of the form 1 − 2−n
against (n, k, d) codes with kd ≥ n1+Ω(1) , for
Ω(1)
n
ROBPs of width 2
(Theorem 1).
Applications to data structure lower bounds. By applying a known connection between
sampling lower bounds and data structure lower bounds [22], we immediately get tight data
structure lower bounds for storing codewords succinctly and retrieving them using ROBPs.
▶ Corollary 4. For any good code Q ⊆ {0, 1}n of dimension k, there is a constant c > 0 such
that the following holds. If we can store codewords of Q using k + r bits so that a codeword
can be computed by an ROBP F : {0, 1}k+r → {0, 1}n of width at most 2cn , then we must
have redundancy r ≥ ⌊cn⌋.
The above corollary shows that if one wishes to store codewords that are retrievable by a
width 2Ω(n) ROBP, they must use Ω(n) extra bits of redundancy. This is tight up to constant
factors: (1) It is easy to store codewords that are retrievable by a width 2n ROBP using
0 extra bits of redundancy; and (2) It is easy to store codewords that are retrievable by a
width 1 ROBP using n − k extra bits of redundancy.
We remark that these data structure lower bounds for storing codes and retrieving them
using ROBPs are stronger than the best known data structure lower bounds for storing codes
and retrieving them using AC0 circuits. In particular, for ROBPs of exponential width 2Ω(n) ,
we show that r ≥ Ω(n) bits of redundancy are necessary, whereas the best known result for
AC0 requires r ≥ nΩ(1) bits of redundancy.

1.3.2

A direct product theorem

Our second main theorem is a direct product theorem. This gives a generic way to construct
distributions with strong sampling lower bounds against ROBPs. Informally, this theorem
shows that if a distribution Q is even a little hard to sample for ROBPs, then the distribution
Q⊗t (defined as a sequence of t independent copies of Q) is extremely hard to sample for
ROBPs. More formally, we prove the following.
▶ Theorem 5 (Direct product theorem). Let Q ∼ {0, 1}n be a distribution such that for any
ROBP F : {0, 1}ℓ → {0, 1}n of width w, it holds that |F (Uℓ ) − Q| ≥ δ. Then for any t ∈ N
∗
and ROBP F ∗ : {0, 1}ℓ → {0, 1}nt of width w, it holds that
|F ∗ (Uℓ∗ ) − Q⊗t | ≥ 1 − e−tδ

2

/8

.
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In particular, our direct product theorem gives a way to boost statistical distance lower
bounds of the form δ > 0 (some tiny constant) to lower bounds of the form 1 − 2−Ω(t) .
More generally, we actually obtain a direct product theorem that works for sampling
with any computational model that has a certain “closure” property. We show that ROBPs
exhibit such a property, and it is an interesting future direction to determine whether this is
also true for other natural computational models. If such a closure property can be shown
for AC0 , for example, then our general theorem would immediately imply a direct product
theorem for sampling in AC0 . We refer the reader to Section 6 for more details.

A simple new lemma on amplifying statistical distance. A key ingredient in the proof of
our direct product theorem is a simple new lemma on amplifying statistical distance between
sequences of somewhat-dependent random variables. To the best of our knowledge, no such
lemma was previously known, and we believe it may be of independent interest:
▶ Lemma 6. Let X ∼ V n and Y ∼ V n each be a sequence of random variables over V ,
where elements in the sequence need not be independent. Suppose that for every i ∈ [n] and
v ∈ V i−1 ,
|(Xi | X<i = v) − (Yi | Y<i = v)| ≥ δ.
Then
|X − Y| ≥ 1 − e−nδ

2

/2

.

The proof of Lemma 6 is not difficult: we simply prove an analogous result over a more
amenable notion of distance, known as the Bhattacharyya coefficient, and use estimates on
statistical distance (in terms of the Bhattacharyya coefficient) to obtain the desired result.
Despite its simple proof, we believe that it could be a useful tool for proving lower bounds.
We discuss one such application, below.

Applications to sampling with two-party communication protocols. As an application of
the above lemma, we obtain a simple new proof of a known result on sampling lower bounds
for two-party communication protocols [14]. In particular, in Section 2.2, we provide a short,
self-contained proof that for any distribution X ∼ {0, 1}n × {0, 1}n sampled by two-party
communication protocols with Ω(n) bits of communication, it holds that X has statistical
distance 1 − 2−Ω(n) from the distribution Q ∼ {0, 1}n × {0, 1}n that is uniform over pairs of
disjoint strings.

Organization. The rest of this paper will be structured as follows. We start by giving an
overview of our techniques in Section 2. In Section 3, we provide some basic preliminaries
and facts that will be used throughout the paper. Next, in Section 4 we show how known (or
easy-to-prove) communication lower bounds can be used to answer Question 1 and Question 2.
Then, in Section 5, we obtain our sampling lower bounds against codes, proving our first
main result (Theorem 1) and answering Question 3. In Section 6, we prove our direct product
theorem for sampling with ROBPs (Theorem 5) and answer Question 4. We wrap up with
some future directions in Section 7. We refer the reader to [11] for the full version of this
paper, which contains all omitted proofs and several additional results.
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Overview of our techniques

In this section, we give a detailed overview of the techniques that go into proving our two
main theorems: namely, our sampling lower bounds against codes (Theorem 1), and our
direct product theorem (Theorem 5). Before we dive into these proofs, we briefly discuss
an important tool that we use throughout the paper, which helps streamline our arguments
about sampling with ROBPs.
An equivalence between two small-space samplers. When all is said and done, our goal
is to obtain theorems about sampling with ROBPs: that is, we wish to gain a deeper
understanding of distributions of the form F (Uℓ ), where F : {0, 1}ℓ → {0, 1}n is a function
computed by an ROBP. However, given the generality of ROBPs, this model of sampling
can be a little cumbersome to work with formally.
In order to circumvent the need to work with this model directly, we will actually prove
many of our results using a different model for sampling with limited memory, known as
a small-space source. This model is much easier to work with formally, as its definition is
simpler. Surprisingly, it also turns out that sampling with this model is roughly equivalent
to sampling with ROBPs. This means that we can largely focus on proving results about the
simpler model. We go into more detail below.
Small-space sources were introduced by Kamp, Rao, Vadhan and Zuckerman [18]. We
henceforth refer to this model as the KRVZ sampler, and it is defined as a certain type of
branching program that receives no input. More formally, a KRVZ sampler of width w and
length n is a directed acyclic graph G = (V, E) with layers V = V0 ∪ V1 ∪ · · · ∪ Vn , each
holding w vertices. For every i ∈ [n], each v ∈ Vi−1 can have an arbitrary number of edges
into the next layer. The vertex v assigns a probability distribution pv over its outgoing
edges, and each of them also receive a label of 0 or 1. There is a distinguished start vertex
vstart ∈ V0 , and the KRVZ sampler generates a distribution X ∼ {0, 1}n by taking a random
walk from vstart according to the edge probabilities {pv }, outputting all bits seen along the
way.
Given this definition, we prove an equivalence theorem which says that a distribution
Q ∼ {0, 1}n is samplable by a KRVZ sampler of width w if and only if it is samplable by
an ROBP of width w (ignoring a small loss in parameters: see Theorem 13). The more
challenging direction of this proof is that KRVZ samplers =⇒ ROBP samplers. Here, the
difficulty is with simulating the multiple outgoing edges from each vertex, and the arbitrary
probabilities it may assign over them. However, we show that such a simulation is possible by
combining a lemma of [18] (to make the edge probabilities of the KRVZ sampler “granular”)
with a construction of a certain type of ROBP that sorts boolean strings into buckets of
various sizes. In other words, the ROBP computes a type of “multi-thresholding” function.
Given this equivalence theorem, (1) Lower bounds against KRVZ samplers imply lower
bounds against sampling with ROBPs; and (2) The existence of KRVZ samplers for a
distribution implies that such a distribution can be sampled with ROBPs. As we will see
now, both directions of this equivalence theorem will be useful in proving our main results.

2.1

Sampling lower bounds against codes

With our equivalence theorem in hand, we are ready to sketch the proof of our first main
theorem (Theorem 1) and the proof of its tightness (Remark 2). Recall that Theorem 1
roughly says that for any distribution Q ∼ {0, 1}n that is uniform over an (n, k, d) code
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with good parameters (i.e., k, d, large), it holds that any distribution sampled by an ROBP
(whose width is not too large) will have statistical distance close to 1 from Q. Using our
equivalence theorem, it suffices to prove this theorem for KRVZ samplers, instead.
In order to prove this theorem, we actually prove a more general version that works
for list-decodable codes. Recall that a (ρ, L) list-decodable code of dimension k is a subset
Q ⊆ {0, 1}n of size 2k such that any Hamming ball of radius ≤ ρn contains at most L points
from Q. Note that any (n, k, d) code Q is a (ρ, 1) list-decodable code of dimension k, for any
d
ρ < 2n
. Thus it suffices to show that for any distribution Q uniform over a list-decodable
code with good parameters (i.e., k, ρ large, L small), it holds that any distribution sampled
by a KRVZ sampler (whose width is not too large) will have statistical distance close to 1
from Q.
The proof uses two main ingredients. First, it uses a known lemma [18] which says that
any (distribution generated by a) KRVZ sampler X ∼ {0, 1}n can be written as a convex
combination of a few product distributions. More formally: if the sampler has width w, then
for any r, ℓ with rℓ = n, it can be written as a convex combination of wr distributions of the
form Y = (Y1 , . . . , Yr ) ∼ ({0, 1}ℓ )r , where each Yi is independent.
The second ingredient, which we will prove, is that product distributions, i.e., those of
the form Y = (Y1 , . . . , Yr ) ∼ ({0, 1}ℓ )r with each Yi independent, are statistically far from
(distributions that are uniform over) good list decodable codes.
At this point, it would be nice to conclude that the original KRVZ sampler X must also
be far from a good list decodable code Q. In particular, we would like to argue that X is a
convex combination of product distributions {Y(j) }, and each of these product distributions
is far from Q, so X must be far from Q. Unfortunately, the bounds we are trying to lift are
in the wrong direction: it is true that if each Y(j) is close to Q, then X is close to Q, but
it is not necessarily true that if each Y(j) is far from Q, then X is far from Q. Indeed, it
could be the case that each Y(j) is constant over a (different) codeword, which would make
each Y(j) extremely far from Q, but still allow the overall convex combination over {Y(j) }
to exactly sample Q.
Given the above counterexample, a new idea might be to try to argue that as long as
there aren’t too many distributions Y(j) participating in the convex combination, then if
each Y(j) is far from Q, then X is relatively far from Q. It turns out this is true, but the
corresponding lower bounds on |X − Q| that it yields are still not as strong as we would like.
To get the strongest possible bounds, we need a slightly more nuanced way to combine our
two key ingredients.
Below, we sketch a proof for our second ingredient, and show to combine it with the first
ingredient to yield our desired lower bound on |X − Q|.
Anti-concentration of product distributions in Hamming balls. We now argue that product
distributions are far from sampling good list decodable codes. Let Q ∼ {0, 1}n be a (ρ, L) list
decodable code, and let Y = (Y1 , . . . , Yr ) ∼ ({0, 1}ℓ )r be such that each Yi is independent
and rℓ = n. Furthermore, we will need the product distribution to have a reasonable number
of components r, or else it could clearly sample the code perfectly (if r = 1). Towards this
end, we enforce the mild requirement r ≥ 1/ρ, and thus ℓ ≤ ρn. For a good list decodable
code, we can think of ρ = Ω(1), and thus we just require r ≥ O(1).
Now, the key intuition about product distributions is that for any point x in the space
{0, 1}n to which Y does not assign too much probability, the following must hold: if
we draw a Hamming ball B(x) around x whose radius is not too small, then the vast
majority of probability weight assigned to B(x) by Y does not land on x. In symbols,
Pr[Y ∈ B(x)] ≫ Pr[Y = x].
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Let us formalize this intuition a little more. Fix any x ∈ {0, 1}n , and let p := Pr[Y = x].
Consider now the ball Bℓ (x) around x of radius ℓ. Now, parse x as x = (x1 , . . . , xr ) ∈
({0, 1}ℓ )r . Since Y is a product distribution consisting of r components, there must be at
least some i ∈ [r] such that Pr[Yi = xi ] ≤ p1/r . Consider now the set T of all strings of the
form (x1 , . . . , xi−1 , z, xi+1 , . . . , xr ) ∈ ({0, 1}ℓ )r , where each xj is fixed as before, but z can be
taken as any element in {0, 1}ℓ . Then Y assigns probability at least Pr[Y = x]/p1/r to the
set T , and of course T is in the ball Bℓ (x). Thus, we get that Pr[Y ∈ B(x)] ≥ Pr[Y = x]/p1/r ,
and therefore Pr[Y ∈ B(x)] ≫ Pr[Y = x], as long as p is not too big.
Now, how can we use this to show |Y − Q| is large? Well, by definition of statistical
distance, it suffices to pick a set S ⊆ {0, 1}n and show that Pr[Q ∈ S] − Pr[Y ∈ S] is large.
Our choice for S will be all codewords from Q, with some “bad” codewords Bad removed.
Then to lower bound Pr[Q ∈ S], we just need to show that Q lands in Bad with not too high
probability: in particular, we can just require that Bad is not too big. And to upper bound
Pr[Y ∈ S], we just need to show that the probability that Y lands on a “not-bad” codeword
is small.
So what should we choose as the set Bad? You guessed it: a small set of codewords
assigned the highest probability by Y (say, all codewords assigned probability ≥ p for some
threshold probability p). As long as this set isn’t too big (i.e., p isn’t too small), we will have
Pr[Q ∈ S] be very close to 1. And as long as we removed the codewords assigned very high
probability by Y, we will have that Pr[Y ∈ S] is very close to 0. We argue the latter, below.
P
To upper bound the probability that Y lands in S, we consider the sum q∈S Pr[Y = q].
P
By our anti-concentration observation above, this sum is at most p1/r · q∈S Pr[Y ∈ Bℓ (q)].
Intuitively, we will now want to make sure that (i) r is not too big, because otherwise p1/r
will be too big; and (ii) ℓ is not too big, because otherwise many of the balls {Bℓ (q)} in the
sum will have big overlaps, causing probabilities to be multi-counted and the overall sum to
be large.
It turns out that the best tradeoff occurs at setting r = 1/ρ and ℓ = ρn. This is because
a good list decodable code will have ρ = Ω(1), which yields p1/r = pΩ(1) , which will be quite
small as long as we originally set our threshold probability p to be low enough. Similarly, by
definition of list decodability, we will have that any point x in the space {0, 1}n will appear
P
in at most L balls {Bℓ (q)}q∈S . This implies q∈S Pr[Y ∈ Bℓ (q)] ≤ L, since the probability
Y assigns to any point x ∈ {0, 1}n is counted at most L times. For a good list decodable
code, L is quite small, and we finally have that Pr[Y ∈ S] ≤ p1/r · L will be very close to 0.
Thus, as long as our original product distribution Y ∼ ({0, 1}ℓ )r had r ≈ 1/ρ and ℓ ≈ ρn,
we have a set S ⊆ {0, 1}n that makes Pr[Q ∈ S] − Pr[Y ∈ S] very close to 1, implying the
statistical distance |Y − Q| is very close to 1.
From KRVZ samplers to product distributions. Now, the question is: how do we use
the fact that product distributions are far from good list decodable codes in order to argue
that KRVZ samplers are far from list decodable codes? Well, let X ∼ {0, 1}n be the KRVZ
sampler, and Q ∼ {0, 1}n be the list decodable code. We need to show that |X − Q| is large.
So we write X as a convex combination of at most wr product distributions {Y(j) }j , each of
(j)
(j)
the form Y(j) = (Y1 , . . . , Yr ) ∼ ({0, 1}ℓ )r .
For any tester S ⊆ {0, 1}n , the statistical distance |X − Q| is lower bounded by Pr[Q ∈
S] − Pr[X ∈ S]. Furthermore, it is easy to verify that this, in turn, is lower bounded by the
worst Pr[Q ∈ S] − Pr[Y(j) ∈ S] (meaning the one that gives the smallest value). So what S
should we pick?
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From above, we know that as long as we set r = 1/ρ and ℓ = ρn, then each Y(j) has
a test S (j) which makes Pr[Y(j) ∈ S (j) ] very close to 0. Furthermore S (j) is of the form
Q − Bad(j) , where Q is the support of the code and Bad(j) is some small bad set. Thus, since
we want a single test S ⊆ {0, 1}n guaranteed to make Pr[Q ∈ S] − Pr[Y(j) ∈ S] small for
every j, we can simply take the test to be S = Q − ∪j Bad(j) . Indeed, this guarantees that
each Pr[Y(j) ∈ S] will be very close to 0, and as long as there are not too many elements in
the convex combination, our total collection of bad elements won’t be too big, and Pr[Q ∈ S]
will stay very close to 1. Thus we get that |X − Q| is close to 1, as desired.
On the tightness of our result. Above, we sketched the proof that any KRVZ sampler of
not-too-large width generates a distribution that is very far from a good (n, k, d) code. More
kd
precisely, our result (Theorem 1) says that any KRVZ sampler of width 2Ω( n ) has statistical
kd
distance 1 − 2−Ω( n ) from any (n, k, d) code. In a complementary result, we show that this
is nearly tight.
In more detail, we show that for almost all “valid” n, k, d, there is an (n, k, d) code that
kd
can be sampled by a KRVZ sampler (and thus an ROBP sampler) of width 2O( n ·log n) . More
formally, we show this tightness result for all n, k, d for which there exists a linear (n, k, d)
code.
Our proof of tightness is split into two cases. In the first case, we consider k ≤ 0.9n.
Here, the general idea is to define some n′ , k ′ , d′ such that there exists an (n′ , k ′ , d′ ) code
Q′ , and then simply consider the repetition code Q := Q′ × Q′ × · · · × Q′ , where n/n′ copies
of Q′ participate in the Cartesian product. It is straightforward to verify that Q will be
an (n, k ′ n/n′ , d′ ) code. Furthermore, it is not hard to see that a KRVZ sampler of width w
can sample any distribution with support size w, and that the product distribution of two
distributions, each samplable by a KRVZ sampler of width w, is also samplable by a KRVZ
′
sampler of width w. Thus, Q will be samplable by a KRVZ sampler of width 2k . Thus, if
we can find a constant C and an (n′ , k ′ , d′ ) code with n′ = Cd, k ′ = Ckd/n, d′ = d, we are
done with this case. Since k ≤ 0.9n, the Gilbert-Varshamov bound guarantees this is always
possible.
In the second case, we consider k > 0.9n. Here, the general idea is that n − k will now
be small. We consider two subcases: k ≥ n − 4d log n and k < n − 4d log n. We focus on
the first subcase in this overview, as it is not too hard to extend the argument to work for
the second subcase. In the first subcase, note that n − k ≤ 4d log n. Now, the main idea is
that ROBPs can check membership of a k dimensional subspace Q ⊆ Fn2 using width 2n−k ,
simply by keeping track of the n − k parity checks that define Q. Furthermore, it is not too
hard to show that for any ROBP of width w, the uniform distribution over its accepting
strings can be generated by a KRVZ sampler of width w. Thus in this case, we can simply
take any linear (n, k, d) code and uniformly sample from it using a KRVZ sampler of width
5kd
2n−k ≤ 24d log n ≤ 2 n ·log n , where the last inequality follows from the current case k > 0.9n.

2.2

A direct product theorem

We now begin our sketch of our second main theorem, Theorem 5. Recall that it roughly
says that if a distribution Q ∼ {0, 1}n has statistical distance ≥ δ from distributions sampled
2
by ROBPs of width w, then Q⊗t ∼ {0, 1}nt has statistical distance ≥ 1 − 2−Ω(tδ ) from
distributions sampled by ROBPs of width w. Here, recall that Q⊗t refers to a sequence of t
independent copies of Q.
In order to prove the above direct product theorem, we start by proving an analogous
result for KRVZ samplers. Then, we use our equivalence theorem to obtain a direct product
theorem for sampling with ROBPs. However, since our equivalence theorem (Theorem 13)
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has some loss in parameters (width), this will only yield a weak direct product theorem: in
2
such a result, the statistical distance still blows up from δ to 1 − 2−Ω(tδ ) , but only if we also
require the width to decrease from w to w/14.
We would really like a strong direct product theorem, in the sense that the statistical
distance blows up even if the ROBP is allowed to keep all of its width w. At the end of this
subsection, we show how to build some extra machinery to make this happen.
A direct product theorem for KRVZ samplers. We now proceed to sketch the proof of our
direct product theorem for KRVZ samplers.
Let X ∼ {0, 1}nt be a distribution generated by a KRVZ sampler of width w, and parse
it as X = (X1 , . . . , Xt ), where each Xi ∼ {0, 1}n need not be independent. Recall that
Q⊗t ∼ {0, 1}nt is of the form Q⊗t = (Q1 , . . . , Qt ), where each Qi ∼ {0, 1}n is an independent
copy of Q. We would like to argue
2

|(X1 , . . . , Xt ) − (Q1 , . . . , Qt )| ≥ 1 − 2−Ω(tδ ) ,

(1)

given that for any KRVZ sampler X′ ∼ {0, 1}n of width w it holds that |X′ − Q| ≥ δ.
The first observation is that any of the Xi ∼ {0, 1}n can be generated by a KRVZ sampler
of width w. Indeed, even though it represents a sequence of bits generated in the middle of
the KRVZ sampler X, it is easy to create a new KRVZ sampler B of the same width that
only generates Xi , simply by: (1) copying the KRVZ sampler that creates X; (2) throwing
out all layers that do not produce bits corresponding to Xi ; (3) adding a new start vertex
vstart ; (4) connecting that start vertex the first layer remaining in B, using the appropriate
probabilities; and (5) merging the first two layers of B, to deal with the fact that the edges
leaving vstart currently have no output labels.
Thus, we are guaranteed that for each Xi ∼ {0, 1}n and Qi ∼ {0, 1}n , it holds that
|Xi − Qi | ≥ δ by the theorem hypothesis (that every KRVZ sampler of width w is far from
Q). The question now is: is this enough to guarantee that the statistical distance blows up
in Equation (1)?
Well, if each Xi were independent, it is not too hard to show that the answer is yes.
However, this is of course not guaranteed to be the case, since the Xi ’s are consecutive slices
of the same KRVZ sampler X. Indeed, without further examination, it could potentially be
the case that for any x ∈ {0, 1}n and i ∈ [n], the distributions (X−i | Xi = x) and (Q⊗t
−i ) are
identical.1 In this case, we cannot hope to lower bound Equation (1) by anything more than
δ. In some sense, the above adversarial example represents a situation where each Xi is not
contributing its “fair share” to the statistical distance in Equation (1). In order to force each
Xi to be a contributing member, we would like a different guarantee than just |Xi − Qi | ≥ δ.
One natural way to encode the idea that each Xi is contributing its fair share is to require
that for every i ∈ [t] and x ∈ ({0, 1}n )i−1 ,
|(Xi | X1 , . . . , Xi−1 = x) − (Qi | Q1 , . . . , Qi−1 = x)| ≥ δ.

(2)

This leaves us with two questions: (i) Given a guarantee like Equation (2), can we actually
prove Equation (1)? (ii) Is the guarantee given in Equation (2) even true? If we can answer
both questions in the affirmative, then we are done with our direct product theorem for
KRVZ samplers.

1

For a random variable X = (X1 , . . . , Xt ), the notation X−i denotes X with Xi removed.
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It turns out that (i) is true, but it is a little cumbersome to do so using statistical distance.
To avoid this, we use simple and well known facts to convert the statement into one about
squared Hellinger distance, which can further be phrased in terms of the Bhattacharyya
coefficient. Phrasing (i) in this way allows for a simple inductive proof, which we can then
convert back to a result about statistical distance.
It also turns out that (ii) is true. To see why, note that (Qi | Q1 , . . . , Qi−1 = x) is just the
same distribution as Q ∼ {0, 1}n , since each Qi is an independent copy of Q. Furthermore,
it is straightforward to show that the distribution (Xi | X1 , . . . , Xi−1 = x) can be generated
by a width w KRVZ sampler, using a similar idea to the one we presented for why Xi has
this property. Thus the hypothesis of the direct product theorem implies Equation (2), and
our direct product theorem for KRVZ samplers is complete.
A direct product theorem for sampling with ROBPs. It is now easy to obtain a direct
product theorem for ROBP samplers, in a black-box manner, by combining the above direct
product theorem with our equivalence theorem between KRVZ samplers and ROBP samplers
(Theorem 13). However, as discussed at the beginning of this section, this will only yield a
weak direct product theorem, since our equivalence theorem suffers a slight loss in parameters
(i.e., width). If we want to obtain a strong direct product theorem for ROBP samplers, we
must dig into the black box.
Looking back at the previous discussion, it is not too difficult to see that if one wants a
strong direct product theorem for ROBP samplers (that suffers no loss in width), then it
suffices to show the following: for any distribution X = (X1 , . . . , Xt ) ∼ ({0, 1}n )t sampled by
an ROBP of width w, and any i ∈ [t], x ∈ ({0, 1}n )i−1 , the distribution (Xi | X1 , . . . , Xi−1 =
x) can be sampled by an ROBP of width w.
In order to show the above, our key ingredient is the following: for any w and probability
distribution p : [w] → R≥0 , we construct an ROBP of width w such that a random walk over
it hits the ith vertex in the last layer with probability p(i) + γ, where γ > 0 can be arbitrarily
small. A first attempt at constructing such an ROBP might use the “multi-thresholding”
discussed at the beginning of Section 2, which was used in our equivalence theorem. However,
our construction of such a function required width 2w (instead of the desired w), and we
show that this is tight up to additive constants.
To get the width down to w, we start by showing that for any biased coin A ∼ {0, 1},
there is an ROBP of width 2 that samples a distribution arbitrarily close to it. At a high
level, this argument works as follows: for any binary string b ∈ {0, 1}ℓ , we show how to
use its bits as “instructions” to construct a certain ROBP of length ℓ and width 2 in a
layer-by-layer fashion. The constructed ROBP then guarantees that it accepts a random
string with probability b, where b is interpreted as the binary representation of a number in
[0, 1]. Finally, it is not too hard to bootstrap such an object to create our desired ROBP of
width w that hits the vertices in its last layer with probabilities close to {p(i)}i∈[w] . As a
result, we get our strong direct product theorem for sampling with ROBPs.
A key ingredient of our direct product theorem, and a simple new proof of [14]. A
key ingredient of the above proofs is a simple new lemma on amplifying statistical distance
between sequences of somewhat-dependent random variables. In particular, we show that for
any random variables X = (X1 , . . . , Xn ) and Q = (Q1 , . . . , Qn ) over the same domain, if
2
|(Xi | X<i = x) − (Qi | Q<i = x)| ≥ δ for each i, x, then |X − Q| ≥ 1 − 2−Ω(nδ ) . The proof
is not difficult, and we believe it could be a useful new tool for proving lower bounds.
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As an application, we give a simple new proof of a result by Göös and Watson [14] that
any distribution (X, Y) ∼ {0, 1}n × {0, 1}n sampled by two-party communication protocols
(with communication b = Ω(n)) is far from the distribution (A, B) ∼ {0, 1}n × {0, 1}n that
is uniform over pairs of disjoint strings. We present it below:
1. First, use the standard observation (made in, e.g., [2]) that (X, Y) is a convex combination
of 2b product distributions (X′ , Y′ ).
2. Use a standard data processing inequality to observe that
|(X′ , Y′ ) − (A, B)| ≥ |(X′1 , Y1′ , . . . , X′n , Yn′ ) − (A1 , B1 , . . . , An , Bn )|.
3. Using a straightforward calculation, observe that |(X′i , Yi′ ) − (Ai , Bi )| ≥ Ω(1) for each i,
since X′i , Yi′ are independent and (Ai , Bi ) is uniform over {(0, 0), (0, 1), (1, 0)}. Observe
that this still holds even if you condition on any fixing of the random variables earlier on
in the sequence, since this doesn’t break the independence of X′i , Yi′ , nor does it change
the distribution of (Ai , Bi ).
4. Use our new lemma on amplifying statistical distance to conclude |(X′ , Y′ ) − (A, B)| ≥
1 − 2−Ω(n) .
5. Using the fact that the convex combination of a few far distributions is still far (Lemma 8),
conclude that |(X, Y) − (A, B)| ≥ 1 − 2b−Ω(n) , which is 1 − 2−Ω(n) for some b = Ω(n), as
desired.

3

Preliminaries

Before we start our formal proofs, we introduce some basic notation, definitions, and facts.
General notation. For any natural number n ∈ N, we let [n] denote the set {1, 2, . . . , n}.
Given a string x ∈ {0, 1}n and index i ∈ [n], we let xi denote the ith coordinate of x.
Furthermore, for any 1 ≤ i ≤ j ≤ n, we let xi→j := (xi , . . . , xj ) ∈ {0, 1}j−i+1 , we let
x≤i := x1→i , and we let x<i := x1→i−1 .
Basic probability definitions and notation. We let Un denote the uniform random variable
over {0, 1}n . When Un appears in the same expression twice, it denotes the same random
variable - that is, they are not independent. Throughout, we slightly abuse notation and let
X ∼ {0, 1}n denote both a random variable and its underlying distribution. As is standard,
we measure the distance between two distributions using statistical distance:
▶ Definition 7. The statistical distance between two discrete random variables X, Y ∼ V is
|X − Y| := max | Pr[X ∈ S] − Pr[Y ∈ S]| =
S⊆V

1X
| Pr[X = x] − Pr[Y = x]|.
2
x∈V

We say that X, Y are ε-close if the statistical distance between them is at most ε, and we say
they are ε-far otherwise. A useful tool for bounding statistical distance is the data processing
inequality, which says that for any discrete X, Y ∼ V and any function f : V → W , it holds
that |f (X) − f (Y)| ≤ |X − Y|.
P
Next, we say that X is a convex combination of distributions Y1 , . . . , Yk if X = i pi Yi ,
for some probabilities {pi } that sum to 1. That is, X samples from Yi with probability
pi . Finally, in the full version of the paper we prove the following lemma, which slightly
generalizes a result of Viola [26].
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▶ Lemma 8. Let X, Q be any two random variables over the same discrete space V . Suppose
P
that X is a convex combination of t distributions X = i∈[t] pi Yi , where for each Yi we
have |Yi − Q| ≥ 1 − δ. Then
|X − Q| ≥ 1 − tδ.
Basic coding theory definitions and facts. Given two points x, y ∈ {0, 1}n , the Hamming
distance ∆(x, y) between x, y is the number of coordinates where they differ. Next, given a
point x ∈ {0, 1}n , the Hamming ball Br (x) centered at x with radius r is the collection of
points in {0, 1}n that are Hamming distance at most r from x. An (n, k, d) code Q ⊆ {0, 1}n
is a collection of 2k points such that the minimum Hamming distance between any two points
is d. We call k its dimension and d its distance, and we say that Q is a linear [n, k, d] code if
it is also a subspace of Fn2 .
A subset Q ⊆ {0, 1}n is a (ρ, L) list decodable code if every Hamming ball in {0, 1}n of
radius at most ρn contains at most L points from Q. Notice that list decodable codes relax
the distance requirement of (n, k, d) codes. Furthermore, it is straightforward to use the
triangle inequality to show the following.
▶ Fact 1. If Q ⊆ {0, 1}n is an (n, k, d) code, then Q is (ρ, 1) list decodable for any ρ <

3.1

d
2n .

Models for computing in small space

Read-once branching programs (ROBPs) are a popular model for computation in small space.
We provide their standard definition, below.
▶ Definition 9 (ROBP). An ROBP B of width w and length n is a directed acyclic graph
G = (V, E) consisting of n + 1 disjoint layers V = V0 ∪ V1 ∪ · · · ∪ Vn , each holding w vertices.
For every i ∈ [n], each vertex v ∈ Vi−1 has exactly two outgoing edges into Vi , one of which
is labeled 0, and the other labeled 1. There is a designated start vertex vstart ∈ V0 , and a
designated accept vertex vaccept ∈ Vn .
The branching program B computes a function fB : {0, 1}n → {0, 1} as follows: on input
x ∈ {0, 1}n , the program starts at vstart and traverses the unique path P (x) whose edges are
labeled with input bits x1 , x2 , . . . , xn . The program outputs 1 if P (x) terminates on vaccept ,
and 0 otherwise.
As motivated in Section 1.2, we use the following definition for multi-output ROBPs.
▶ Definition 10 (Multi-output ROBP). A multi-output ROBP B of width w and (input) length
n is a directed acyclic graph G = (V, E) consisting of n+1 disjoint layers V = V0 ∪V1 ∪· · ·∪Vn ,
each holding w vertices. For every i ∈ [n], each vertex v ∈ Vi−1 has exactly two outgoing
edges into Vi , one of which is labeled with the input bit 0, and the other labeled with the input
bit 1. Each edge e is also labeled with output bits Γ(e) ∈ {0, 1}∗ , and we assume that all
edges e between the same two layers Vi−1 , Vi have the same output length |Γ(e)| = γi ≥ 0.
P
The output length of B is m = i γi . Finally, there is a designated start vertex vstart ∈ V0 .
The branching program B computes a function fB : {0, 1}n → {0, 1}m as follows: on
input x ∈ {0, 1}n , the program starts at vstart and traverses the unique path P (x) whose edges
are labeled with input bits x1 , x2 , . . . , xn . The program outputs the concatenation of all output
bits seen along this path, so that fB (x) = (Γ(e))e∈P (x) .
It is straightforward to verify that Definition 10 is a strict generalization of Definition 9.
Because of this, we will omit the qualifier “multi-output” when referring to ROBPs.

E. Chattopadhyay, J. Goodman, and D. Zuckerman

3.2

40:15

Models for sampling in small space

We now introduce our models for sampling in small space. We start with main motivating
model of simply feeding uniform bits into an ROBP:
▶ Definition 11 (ROBP sampler). An ROBP sampler B of width w and input length ℓ and
output length n is just an ROBP with the same parameters. The distribution X ∼ {0, 1}n
sampled by the ROBP B is X = fB (Uℓ ), where fB is the function computed by B.
The next type of sampler was defined by by Kamp, Rao, Vadhan, and Zuckerman under
the name of small space sources [18]; we will henceforth call it a KRVZ sampler.
▶ Definition 12 (KRVZ sampler). A KRVZ sampler B of width w and output length n is a
directed acyclic graph G = (V, E) consisting of n + 1 disjoint layers V = V0 ∪ V1 ∪ · · · ∪ Vn ,
each holding w vertices. For every i ∈ [n], each vertex v ∈ Vi−1 has an arbitrary number
of outgoing edges into Vi , some of which are labeled 0, and the rest labeled 1. There is a
designated start vertex vstart ∈ V0 , and each vertex v ∈ V has a probability distribution pv
over its outgoing edges. The distribution X ∼ {0, 1}n sampled by B is the one generated
by taking a random walk over B, which starts at vstart , transitions according to {pv }, and
outputs the edge labels seen along the way.
It turns out that ROBP samplers and KRVZ samplers are roughly equivalent. We prove
the following equivalence theorem in the full version of the paper.
▶ Theorem 13 (Equivalence theorem). For any distribution X ∼ {0, 1}n :
If there is an ROBP of width w and input length ℓ that samples X, then there exists a
KRVZ sampler of width 2w that samples X.
If there exists a KRVZ sampler of width w that samples X, then for any ε > 0, there exists
an ROBP of width 7w and input length ℓ = 8nw log(nw/ε) that samples a distribution
that is ε-close to X.
We say that a KRVZ sampler is α-granular if each edge probability is an integer multiple
of α, and for such samplers we strengthen the second bullet of Theorem 13 as follows.
▶ Lemma 14. For any distribution X ∼ {0, 1}n , if there exists a (2−t )-granular KRVZ
sampler of width w that samples X, then there exists an ROBP of width 7w and input length
ℓ = 4nwt that samples X.
We also prove a different version of this lemma, which focuses on minimizing the randomness used by the ROBP sampler, at the expense of introducing slightly more width.
▶ Lemma 15. For any distribution X ∼ {0, 1}n , if there exists a (2−t )-granular KRVZ
sampler of width w that samples X, then there exists an ROBP of width 4w2 and input length
ℓ = nt that samples X.
In the full version of the paper, we give two more equivalence theorems that relate
sampling in small space to computing in small space. These theorems can be used to obtain
correlation bounds from sampling lower bounds, in addition to other applications.

4

Results that are easy to obtain using communication complexity

As it turns out, many natural questions about sampling with ROBPs can be answered using
known (or easy-to-prove) results from communication complexity. We briefly overview these
results here, and refer the reader to the full version for more details and proofs.
The first result is that sampling is easier than computing for ROBPs, answering Question 1.
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▶ Theorem 16 (Sampling is easier than computing). There exists an explicit function b :
{0, 1}n → {0, 1} such that for any ε > 0, the following holds. For every ROBP F : {0, 1}n →
nε2
{0, 1} of width at most 2 9 −log(1/ε) it holds that
Pr[F (x) = b(x)] <
x

1
+ ε,
2

but there exists an ROBP G : {0, 1}ℓ → {0, 1}n+1 of width 2n (and length ℓ ≤ n + log n + 2)
such that
G(Uℓ ) = (Un , b(Un )).
To prove this result, we take b : {0, 1}n → {0, 1} to be the function address : {0, 1}k × [k] →
{0, 1}, defined as address(x, i) := xi , where n = k + log k. The theorem then follows almost
immediately from known communication lower bounds against the address function. We
thank an anonymous reviewer for a concise proof of these communication lower bounds,
which are included in the full version.
The second result is sampling lower bounds against input-output pairs, thereby answering
Question 2.
▶ Theorem 17 (Sampling lower bounds against input-output pairs). There exists a universal
constant c > 0 and an explicit function b : {0, 1}n → {0, 1} such that for any ℓ = ℓ(n) and
ROBP F : {0, 1}ℓ → {0, 1}n+1 of width at most 2cn ,
|F (Uℓ ) − (Un , b(Un ))| ≥

1
− 2−cn .
2

To prove this result, we take b : {0, 1}n → {0, 1} to be a sufficiently good two-source extractor.
It is then not too hard to show that communication protocols have a very hard time sampling
(Un , b(Un )), from which Theorem 17 follows immediately (since communication protocols
can simulate ROBPs). As a bonus, we get a separation between sampling with ROBPs and
AC0 circuits for input-output pairs. In particular, we see that for the inner product function
IP : {0, 1}n/2 × {0, 1}n/2 → {0, 1}, the input-output distribution (Un , IP(Un )) cannot be
sampled by exponential width ROBPs even on average, since IP is a good two-source extractor,
but (Un , IP(Un )) can be sampled in AC0 , by a result of Impagliazzo and Naor [16].
The third result is a very simple distribution that is very hard to sample for ROBPs.
▶ Theorem 18 (Simple distributions that are hard to sample). For any ℓ ∈ N and ROBP
F : {0, 1}ℓ → {0, 1}2n of width at most 2n/6 ,
|F (Uℓ ) − (Un , Un )| ≥ 1 − 16 · 2−n/6 .
To prove this result, we simply recall that communication protocols can only sample convex
combinations of product distributions, each of which is far from (Un , Un ). We then use
Lemma 8 to show that communication protocols have a hard time sampling (Un , Un ), from
which Theorem 18 follows immediately (since communication protocols can simulate ROBPs).
As a bonus, we get an even stronger separation between sampling with ROBPs and AC0
circuits, since AC0 can clearly sample the distribution (Un , Un ).

5

Sampling lower bounds against codes

In this section, we prove our first main theorem (Theorem 1) on sampling lower bounds
against codes. We start by proving a more general result (for KRVZ samplers).
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▶ Theorem 19. Let Q ∼ {0, 1}n be uniform over a (ρ, L) list decodable code of dimension k.
Then for any KRVZ sampler X ∼ {0, 1}n of width w,
ρ

|X − Q| ≥ 1 − 4wL · 2− 1+2ρ k .
Proof. We start by writing our KRVZ sampler as a convex combination of distributions
with nice structure. Let W = (W1 , . . . , Wn ) be the vertices hit on the random walk
that generates X. Let r, ℓ be positive integers that will be set later to ensure rℓ = n.
Define W∗ = (Wℓ , W2ℓ , . . . , Wrℓ ), and recall the following observation [19, 20, 18]: for
any W ∈ support(W∗ ), the random variable (X | W∗ = W ) is of the form X(W ) :=
(W )
(W )
(W )
(W )
(X1 , X2 , . . . , Xr ), where each Xi
∼ {0, 1}ℓ is independent. Thus the KRVZ
sampler X is a convex combination of the form
X=

X

pW · X(W ) ,

W ∈support(W∗ )

where each pW := Pr[W∗ = W ].
The goal now is to use the above decomposition to help us get a good lower bound on
|X − Q| = maxS | Pr[X ∈ S] − Pr[Q ∈ S]|. Towards this end, we note that for any S,
|X − Q| ≥ Pr[Q ∈ S] − Pr[X ∈ S] ≥ Pr[Q ∈ S] − max Pr[X(W ) ∈ S].
W

Next, let t > 0 be a parameter to be set later, and we define S = Q − Bad where Bad :=
S
(W )
and Bad(W ) := {q ∈ Q : Pr[X(W ) = q] > 2−t }. Plugging in this definition of S,
W Bad
|X − Q| ≥ 1 − Pr[Q ∈ Bad] − max Pr[X(W ) ∈ Q − Bad(W ) ].
W

We would like to upper bound both quantities that are subtracted. To upper bound the
first quantity, simply note that
Pr[Q ∈ Bad] = 2−k · |Bad| ≤ 2−k

X

|Bad(W ) | < 2−k+t+r log(w)

W ∈support(W∗ )

via the trivial upper bounds |support(W∗ )| ≤ wr and |Bad(W ) | < 2t for each W .
To upper bound the second quantity maxW Pr[X(W ) ∈ Q − Bad(W ) ], we start by making
notation more convenient: let W ∗ be the maximizer of the above quantity, and define
∗
∗
Y := X(W ) and Bad∗ := Bad(W ) . Of course we have maxW Pr[X(W ) ∈ Q − Bad(W ) ] =
Pr[Y ∈ Q − Bad∗ ], and we focus on upper bounding the latter.
Recall that Y is of the form Y = (Y1 , . . . , Yr ) where each Yi ∼ {0, 1}ℓ is independent,
and Bad∗ := {q ∈ Q : Pr[Y = q] > 2−t } contains all codewords hit by Y with large
probability. Thus each q ∈ Q − Bad∗ must have Pr[Y = q] ≤ 2−t . So, if we parse each q as
(q1 , q2 , . . . , qr ) ∈ ({0, 1}ℓ )r , we have that Pr[Y = q] = Pr[Y1 = q1 ] · Pr[Y2 = q2 ] · · · Pr[Yr =
qr ] by the independence of these random variables, and so there must be some π(q) ∈ [r]
such that Pr[Yπ(q) = qπ(q) ] ≤ 2−t/r .
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Now, for any x = (x1 , x2 , . . . , xr ) ∈ ({0, 1}ℓ )r , we let x−i := (x1 , . . . , xi−1 , xi+1 , . . . , xr )
denote x with its ith chunk removed, and proceed as follows:
X
Pr[Y ∈ Q − Bad∗ ] =
Pr[Y = q]
q∈Q−Bad∗

=

X

Pr[Yπ(q) = qπ(q) ] · Pr[Y−π(q) = q−π(q) ]

q∈Q−Bad∗

≤ 2−t/r

X

Pr[Y−π(q) = q−π(q) ]

q∈Q−Bad∗

≤ 2−t/r

X

Pr[Y ∈ Ball(q, ℓ)]

q∈Q−Bad∗

≤ 2−t/r

X

Pr[Y = v] · |Ball(v, ℓ) ∩ Q|

v∈{0,1}n

≤ 2−t/r · max |Ball(v, ℓ) ∩ Q|
v

≤ 2−t/r · L if ℓ ≤ ρn,
where the last line follows since Q is a (ρ, L)-list decodable code (see Section 3). Thus,
provided that we have selected r, ℓ ∈ N such that rℓ = n and ℓ ≤ ρn, we obtain
|X − Q| ≥ 1 − Pr[Q ∈ Bad] − max Pr[X(W ) ∈ Q − Bad(W ) ]
W

> 1 − 2−k+t+r log w − 2−t/r+log L .
r
Before picking r, ℓ, we set t = r+1
· (k − r log w + log L) as the value that equalizes the
1
k
two exponents to − r+1 · (k − r log w + log L) + log L ≤ − r+1
+ log(wL) to obtain
k

|X − Q| > 1 − 2−t/r+log L+1 ≥ 1 − 2− r+1 +log(wL)+1 .

(3)

Thus all that remains is to pick r, ℓ ∈ N such that rℓ = n. If 1/ρ and ρn are integers, we
ρ
simply set r = 1/ρ and ℓ = ρn and lower bound Equation (3) by 1 − 2wL · 2− 1+ρ k , as desired.
If 1/ρ and ρn are not integers, it is easy to slightly modify the proof at the expense of a
minor loss in parameters, as seen in the theorem statement: we refer the reader to the full
version for more details.
◀
By combining Theorem 19 with the list decodability of (n, k, d) codes (Fact 1), we
immediately obtain the following sampling lower bounds against (n, k, d) codes.
▶ Theorem 20. Let Q ∼ {0, 1}n be uniform over an (n, k, d) code. Then for any KRVZ
sampler X ∼ {0, 1}n of width w,
kd

|X − Q| ≥ 1 − 8w · 2− 4n .
In the full version of the paper, we show that Theorem 20 is almost tight:
▶ Theorem 21. There is a universal constant C > 0 such that the following holds. For all
n, k, d ∈ N such that there exists a linear [n, k, d] code, there exists a distribution Q ∼ {0, 1}n
uniform over a linear [n, k, d] code that can be exactly generated by a (2−n )-granular KRVZ
kd
sampler X ∼ {0, 1}n of width w ≤ C · 2C· n ·log n .
Finally, by combining Theorem 20 with the first bullet of the Equivalence Theorem 13,
we immediately get our sampling lower bounds against codes for ROBPs (Theorem 1).
Furthermore, by combining Theorem 21 with Lemma 15, we immediately get Remark 2.
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Applications. Our sampling lower bounds against codes yield new data structure lower
bounds against storing codewords succinctly and retrieving them using ROBPs (Corollary 4).
This result follows immediately from a known connection, by Viola [22], between sampling
lower bounds and data structure lower bounds. For a proof (and exposition of Viola’s
connection), we refer the reader to the full version of this paper. There, we also record
generalizations of Corollary 4 to (n, k, d) codes and list decodable codes.
As a second application, we show in the full version of the paper that ROBPs of exponential
width cannot test membership of a good code. In fact, we obtain a stronger result which
shows that ROBPs of exponential width have exponentially small covariance with indicator
functions of good codes.

6

A direct product theorem

In this section, we prove our direct product theorems. We start by showing a general direct
product theorem for distributions, which we then specialize to get direct product theorems
for KRVZ and ROBP samplers. To the best of our knowledge, these are the first direct
product theorems for the task of sampling, and we hope that our general theorem will serve
as a useful tool for extending these results to other computational models in future work.
A general direct product theorem. We now begin with our general direct product theorem
for distributions. Intuitively, it says that if some computational class C has a hard time
sampling a specific distribution Q, and furthermore the distributions generated by that class
are (almost) closed under a certain “slice property,” then that same computational class has
an extremely hard time sampling t independent copies of Q.
▶ Theorem 22. Let X be a family of distributions of the form X ∼ {0, 1}n , and let
Q ∼ {0, 1}n be a distribution such that |X − Q| ≥ δ for every X in X . Now, let X ∗ be
a family of distributions of the form X∗ = (X∗1 , . . . , X∗t ) ∼ ({0, 1}n )t , and suppose that
X , X ∗ have the (δ/2)-slice property, meaning that for any X∗ = (X∗1 , . . . , X∗t ) in X ∗ and
i ∈ [t], x ∈ ({0, 1}n )i−1 , it holds that (X∗i | X∗<i = x) is (δ/2)-close to some distribution in
X . Then for every X∗ ∈ X ∗ , we have
|X∗ − Q⊗t | ≥ 1 − e−tδ

2

/8

.

Consider now a computational class C, and let X be the family of n-bit distributions that
can be generated by C, and let X ∗ be the family of nt-bit distributions that can be generated
by C. Notice that if X , X ∗ have the slice property, then Theorem 22 implies a direct product
theorem for sampling with C. In what follows, we will prove Theorem 22, and show that
KRVZ samplers and ROBP samplers have the slice property, thereby proving our direct
product theorems for sampling in small space. In future work, it would be interesting to see
if AC0 circuits have the slice property, as this would immediately imply a direct product
theorem for AC0 via Theorem 22.
A simple new lemma on amplifying statistical distance. In order to prove Theorem 22,
the key ingredient is the following simple new lemma, which may be of independent interest.
▶ Lemma 23. Let X ∼ V n and Y ∼ V n each be a sequence of n random variables over V ,
where elements in the sequence need not be independent. Suppose that for all i ∈ [n], v ∈ V i−1 ,
2
we have |(Xi | X<i = v) − (Yi | Y<i = v)| ≥ δ. Then it holds that |X − Y| ≥ 1 − e−nδ /2 .
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It turns out that this lemma will be a little cumbersome to prove using statistical distance.
Thus, we will convert the statement into one about a more amenable notion of distance,
known as the Bhattacharyya coefficient. Given two random variables X, Y over some discrete
space V , the Bhattacharyya
p coefficient between X and Y is denoted BC(X, Y) and defined
P
as BC(X, Y) := v∈V Pr[X = v] · Pr[Y = v]. It is well-known and straightforward to
show (using Cauchy-Schwarz) the following estimates on statistical distance in terms of the
Bhattacharyya coefficient.
▶ Fact 2. For any discrete random variables X, Y ∼ V ,
1 − BC(X, Y) ≤ |X − Y| ≤

√ p
2 1 − BC(X, Y).

We now prove a version of Lemma 23 that uses the Bhattacharyya coefficient, and then use
the estimates from Fact 2 to obtain Lemma 23.
▶ Lemma 24. Let X ∼ V n and Y ∼ V n each be a sequence of n random variables over V ,
where elements in the sequence need not be independent. Suppose that for all i ∈ [n], v ∈ V i−1 ,
we have BC((Xi | X<i = v), (Yi | Y<i = v)) ≤ δ. Then it holds that BC(X, Y) ≤ δ n .
Proof. It is not too difficult to show, by induction, the slightly stronger statement that for
any i ∈ [n] it holds that BC(X≤i , Y≤i ) ≤ δ i . We refer the reader to the full version for a
complete proof.
◀
It is now straightforward to combine the above lemma with our estimates from Fact 2 to
obtain Lemma 23. Given this simple new lemma on amplifying statistical distance, we return
to proving Theorem 22.
Proof of Theorem 22. By the (δ/2)-slice property and the triangle inequality, we know that
each |(X∗i | X∗<i = x) − Q| ≥ δ/2. The result now follows immediately from Lemma 23. ◀
A direct product theorem for KRVZ samplers. Given our general direct product theorem,
it is now easy to prove the following direct product theorem for KRVZ samplers.
▶ Theorem 25. Let Q ∼ {0, 1}n be a distribution such that for any KRVZ sampler X ∼
{0, 1}n of width w, it holds that |X − Q| ≥ δ. Then for any KRVZ sampler X∗ ∼ {0, 1}nt of
width w,
|X∗ − Q⊗t | ≥ 1 − e−tδ

2

/8

.

In order to prove this result, we start with the following fact, which can be easily verified
using the definition of KRVZ samplers.
▶ Fact 3. Let X ∼ {0, 1}n be a KRVZ sampler of width w. Then for any 1 ≤ i ≤ j ≤ n and
any x ∈ {0, 1}i−1 , the distribution (Xi→j | X<i = x) is also a KRVZ sampler of width w.
Notice that if X ∗ is the family of distributions X∗ ∼ ({0, 1}n )t generated by KRVZ
samplers of width w, and X is the family of distributions X ∼ {0, 1}n of distributions
generated by KRVZ samplers of width w, then Fact 3 asserts that X , X ∗ have the 0-slice
property. Thus by combining Theorem 22 with Fact 3, we immediately get Theorem 25.
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At last, we are ready to prove the

▶ Theorem 26 (Theorem 5, restated). Let Q ∼ {0, 1}n be a distribution such that for any
ℓ ∈ N and any ROBP F : {0, 1}ℓ → {0, 1}n of width w, it holds that |F (Uℓ ) − Q| ≥ δ. Then
∗
for any t, ℓ∗ ∈ N and any ROBP F ∗ : {0, 1}ℓ → {0, 1}nt of width w, it holds that
|F ∗ (Uℓ∗ ) − Q⊗t | ≥ 1 − e−tδ

2

/8

.

In order to prove this result, we would like to simply combine our Equivalence Theorem 13
with Theorem 25. However, since each direction of our equivalence theorem increases the
width by a constant factor, this technique would only yield a weak direct product theorem:
2
that is, the stronger statistical distance lower bounds of 1 − e−tδ /8 would only hold for
ROBPs of slightly smaller width (roughly w/14). We would like to avoid this, and keep the
direct product theorem strong, in the sense that the width need not decrease at all.
Towards this end, the goal will be to prove a version of Fact 3 for sampling using ROBPs.
That is, we would like to show that distributions generated by ROBPs have the slice property,
as this can be combined with Theorem 22 to immediately obtain Theorem 26. In the following
lemma, we prove that this is, indeed, the case.
∗

▶ Lemma 27. Let F ∗ : {0, 1}ℓ → {0, 1}n be an ROBP of width w, and define X := F ∗ (Uℓ∗ ).
For any 1 ≤ i ≤ j ≤ n and x ∈ {0, 1}i−1 and ε > 0, there exists an ROBP F : {0, 1}ℓ →
{0, 1}j−i+1 of width w and length ℓ = ℓ∗ + 3w log(w/ε) such that
|F (Uℓ ) − (Xi→j | X<i = x)| ≤ ε.
The proof of Lemma 27 is significantly more challenging than the proof of Fact 3, and it
is the crux of the proof to our second main theorem, Theorem 26. The key ingredient is a
width 2 ROBP that can (approximately) simulate a coin with arbitrary bias, which we use to
build a width w ROBP that can (approximately) generate an arbitrary distribution over [w].
Given such an object, it takes just a little more work to construct the ROBP from Lemma 27.
For more details, we refer the reader to Section 2.2 and the full version of the paper.
At last, notice that if we set X ∗ , X to be the set of all distributions of length nt and n
(respectively) generated by ROBPs of width w, and set ε := δ/2, then Lemma 27 implies
that X , X ∗ have the (δ/2)-slice property. Thus by combining Theorem 22 with Lemma 27,
we immediately get Theorem 26.

7

Future directions

The study of the complexity of sampling is still a very new area, and many open questions
remain. For sampling with limited memory, it is natural to ask whether our results can be
extended to more general models, such as read-k branching programs, or branching programs
whose output bits need not be layered (as in Definition 10).2 It would also be interesting
to establish a separation between sampling with ROBPs and AC0 circuits, in the direction
not shown in Section 4. Namely, can one find a distribution that cannot be sampled in AC0
but can be sampled by ROBPs? This is possible if one can construct an extractor (or even
disperser) for AC0 sources (distributions generated in AC0 ), which can be computed by small
width ROBPs. Since all known extractors for AC0 sources [24] also work for distributions
that can be generated in small space [10], new extractors are needed.
2

For the latter model to be interesting, one can show that the number ℓ of random bits must be bounded,
or else these objects can come arbitrarily close to sampling any distribution using just width 3.
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1

Introduction

Fair division has developed into a fundamental branch in mathematical economics, computational social choice theory and computer science over the last several decades. In a classical
fair division problem, the goal is to divide a set of items among agents in a fair and efficient
manner. Such problems have been extensively studied when the items to be divided are all
goods. The problem of dividing chores (items creating disutility) has not received a similar
extensive investigation even though it is as relevant as dividing goods in day-to-day life;
for instance division of daily household chores among tenants, teaching load among faculty,
job shifts among workers, and so on. A division based on competitive equilibrium (CE) has
emerged as one of the best mechanisms for this problem due to its remarkable fairness and
efficiency guarantees [27, 3].
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On the Existence of Competitive Equilibrium with Chores

In this paper, we consider the problem of computing a CE with divisible chores in the
fundamental Arrow-Debreu exchange model. The exchange model is like a barter system,
where each agent brings a set of chores that needs to be completed and exchanges them with
others to optimize their (dis)utility. For example, a set of university students teaching each
other in a group study, to optimize the time and effort required. At a larger scale, timebanks 1
are such reciprocal service exchange platforms which have around 30,000 to 40,000 users
from the United States. In a timebank, individuals from a certain community give services
to one another and earn time credit. Thereafter, each individual uses their time credit to
receive services. CE provides a systematic way to do the exchange: it constitutes of prices
(payment)2 for chores and an allocation such that all chores are completely assigned and each
agent gets her most preferred bundle (optimal bundle) subject to her budget constraint3 .
We assume that agents have linear disutility (cost) functions, i.e., the disutility of an
P
agent is j dij Xij , where dij is the disutility agent i gets from doing a unit amount of chore
j, and Xij indicates the amount of chore j that agent i does. Clearly, an agent can do a
chore within a reasonable amount of time only if she has the skill set required for it. For
example, a professor trained in computer science (CS) can teach a CS course in the upcoming
semester, but may not have skill set to teach a course in music. This essentially boils down
to not allocating certain chores to certain agents. In the case of goods, this is achieved by
specifying zero utility values to some items, and its analogue for chores is specifying infinite
disutility.
The existence of CE is well understood for goods. In particular, when agents have
(quasi-)concave utility functions, Arrow and Debreu [1], and Mckenzie [18, 19] had shown
the existence of CE under some mild conditions. Both the theorems make use of Kakutani’s
fixed point formulations. When the utility functions are further restricted to be linear,
there are well known convex programs that capture the competitive equilibrium in the
exchange model [23, 15, 11]. Such convex programs have been instrumental in designing
polynomial time algorithms for finding a competitive equilibrium when agents have linear
utility functions [15, 29].
Interestingly, CE with chores behaves significantly differently than CE with goods.
Bogomolnaia et al. [3] considered the CEEI (CE with equal income) model, a special case of
the exchange where every agent owns one unit of every chore, with finite and homogeneous
disutilities. They gave an involved characterization of CE, and through this showed that
with chores, the set of CE is non-convex and disconnected even when disutility functions
are restricted to linear. While, in the case of linear CEEI model with goods, there are even
simpler convex programs [12, 10] that capture CE.
In this paper, we analyze existence of CE with chores in the exchange model where agents
may have infinite disutility for certain chores. Although infinite disutilities seem natural,
they create more challenges. For example, we observe that CE in the CEEI model may
not exist in contrast to guaranteed existence with finite disutilities [3]. Furthermore, it is
NP-hard to determine the existence in both exchange and CEEI. This is in sharp contrast to
the goods case, where there is a polynomial time verifiable necessary and sufficient condition
for existence of CE in the exchange setting [13, 11]. Our NP-hardness result rules out
the possibility of obtaining such conditions for chores case unless P=NP! Furthermore, we
strengthen our NP-hardness result to hold for 11/12-approximate CE.

1
2
3

https://timebanks.org/
Equivalent of time credit in time banks.
Here the budget constraint of an agent is that she has to earn enough to pay for her initial set of chores.
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The next best hope is to obtain weakest possible sufficient conditions that also capture
interesting instances, leading to our main question: Are there polynomial-time verifiable,
natural, sufficient conditions that guarantee the existence of a CE with chores?
Our result address the above question. First, we show the existence of a CE under
two conditions. The first condition, known as strong connectivity of the exchange graph,
is an artifact of the exchange model, and is required in the case of goods as well [17, 28].
Intuitively, it ensures that no set of agents can consume only a strict subset of the chores
they cumulatively own, as otherwise no prices can ensure demand equals supply. Our second
condition depends on the disutility values. While this condition is specific to only bads, it is
simple, polynomial-time verifiable, and unavoidable (see Example 6).
The proof of existence of a CE under these two conditions makes use of Kakutani’s as well
as Brouwer’s fixed-point theorems, with the latter nested inside the former. The fixed point
formulations for the goods case define a correspondence (or equivalently a set valued function)
on the simplex domain of prices [1, 25, 17]. The correspondence maps each price vector to a
set of price vectors in the simplex obtained by adjusting the price of each good depending
on its excess demand.4 Thereafter, by Kakutani’s fixed point theorem the correspondence
admits a fixed point, which is mapped to a CE by showing no excess demand at a fixed-point.
With chores, the simplex domain of prices pose the issue of undefined optimal bundles of
the agents: If an agent owns chores that have positive prices but all the chores she can do
(has finite disutility towards) have zero prices, then there is no way she can earn the money
needed for her endowment, thereby making her optimal bundle undefined. We fix this issue
by adding a set of linear constraints to our price domain, which ensures that if the total prices
of the chores an agent is interested in is zero, then her total endowment money is also zero,
implying that she does not need to earn anything and the doing-no-chores is an admissible
optimal bundle. However, such a fix makes it harder to define an appropriate correspondence:
be mindful that given a price vector, we need our correspondence to adjust prices depending
on excess demand as before, but now map it back to a more involved domain (earlier it was
a simplex). Additionally, it should satisfy the continuity-like property. It is unclear whether
a correspondence with all the desired properties exist. This is where we use Brouwer’s fixed
point theorem to show the existence of such a correspondence. An overview of this technique
can be found in Section 1.2.1.

1.1

Model and Notations

A chore division problem consists of a set of m divisible chores (bads), namely B =
{b1 , . . . , bm }, and a set of n agents A = {a1 , . . . , an }. Each agent ai has d(ai , bj ) ∈ (0, ∞]
disutility (pain) for doing unit amount of chore bj .5 Here, infinite disutility implies that the
agent does not have required skill set to do the chore in a reasonable amount of time. If
agent ai is assigned bundle Xi = ⟨Xi1 , . . . , Xim ⟩ ∈ Rm
≥0 where Xij is the amount of chore bj
P
she gets, then her total disutility is di (Xi ) = j∈[m] d(ai , bj ) · Xij . We study the problem
under exchange model, where agent ai brings w(ai , bj ) amount of chore bj to be done (by
herself or other agents).

4

5

At any given price, an agent can be content with several allocations, i.e., there are multiple optimal
bundles at a given price. As different optimal bundles can lead to different excess demands for the
goods, such a correspondence maps a price vector to several price vectors in the simplex.
If d(ai , bj ) is zero, then chore bj can be safely assigned to agent ai and can be removed from the instance.
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Given prices p = ⟨p(b1 ), p(b2 ), . . . , p(bm )⟩ ∈ Rm
where p(bj ) denotes the
≥0 for chores, P
payment for doing unit amount of chore bj , agent ai needs to earn j∈[m] w(ai , bj ) · p(bj ) in
order to pay to get her own chores done. Let Fi (p) be the feasible set of bundles, i.e., the
bundles with which an agent can earn her required money:




X
X
Fi (p) = Xi ∈ Rm
|
X
·
p(b
)
≥
w(a
,
b
)
·
p(b
)
.
ij
j
i
j
j
≥0


j∈[m]

j∈[m]

Clearly ai would like to choose the feasible bundle that minimizes her disutility – this defines
her optimal bundle (or optimal chore set).
OB i (p) = arg min di (Xi ).

(1)

Xi ∈Fi (p)

It is easy to see that in her optimal bundle agent ai gets assigned only those chores that
minimizes her disutility per dollar earned and agent i earns money exactly equal to the total
price of her endowments. Formally, if Xi ∈ OB i (p), then,
∀j ∈ [m], Xij > 0 ⇒

d(ai ,bj )
p(bj )

≤

d(ai ,bj ′ )
p(bj ′ )

∀j ′ ∈ [m],

and
X
j∈[m]

Xij · p(bj ) =

X

w(ai , bj ) · p(bj ).

j∈[m]

In the above ratios, to deal with zero prices and infinite disutilities we assume ∞/a > b/0
for any a, b ∈ [0, ∞). Clearly, an optimal bundle of an agent contains only those chores for
which she has finite disutility.
Price vector p is said to be at a Competitive Equilibrium (CE) if all chores are completely
P
assigned when every agent gets one of her optimal bundles, i.e., Xi ∈ OB i (p) and i∈[n] Xij =
P
generality to assume that each chore is
i∈[n] w(ai , bj ), ∀j ∈ [m]. It is without loss ofP
available in one unit total, i.e. for each bj ∈ B, i∈[n] w(ai , bj ) = 1 (through appropriate
scaling of the disutility values). We now formally describe our problem.
▶ Definition 1 (Chore Division in the Exchange Model). Given a set of agents A =
{a1 , a2 , . . . , an }, chores B = {b1 , b2 , . . . , bm }, disutilities d(·, ·) and endowments w(·, ·),
our goal is to find a price vector p = ⟨p(b1 ), p(b2 ), . . . , p(bm )⟩ ∈ Rm
≥0 and allocation
X = ⟨X1 , X2 , . . . , Xn ⟩, such that
Every agent gets their optimal bundle: Xi ∈ OB i (p).
P
P
All chores are completely allocated:
i∈[n] Xij =
i∈[n] w(ai , bj ) = 1, for all bj ∈ B.
Observe that the equilibrium prices are scale invariant: if p is an equilibrium price vector
then so is α · p for any positive scalar α. Furthermore, at equilibrium p(bj ) > 0 for each chore
j, otherwise no agent would be willing to do it. A CE ⟨p, X⟩ has many desirable properties
like envy-freeness and Pareto optimality in the chore division with equal income [3]. Similarly,
CE for the exchange model too satisfies Pareto optimality and weighted envy-freeness6 .

6

Weight of an agent at given prices is the total monetary cost of the chores she brings. Naturally, higher
the cost of her chores (more money she has to earn), larger is her share of disutility.
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Fisher Model and CEEI. The Fisher model is a special case of exchange model, where instead of the endowment of chores, each agent ai has a requirement of earning a fixed
amount of money e(ai ) ≥ 0, i.e., the only change is in the definition of the feasible
set
n of choresPthat can be allocated oto an agent at a given price vector p, Fi (p) =
X i ∈ Rm
≥0 |
j∈[m] Xij · p(bj ) ≥ e(ai ) . If e(ai ) = 1 for all ai ∈ A then resulting equilibrium is called Competitive Equilibrium with Equal Income (CEEI). Clearly, CEEI is a
special case of Fisher. Observe that determining CE in the Fisher model, can be modeled
as determining CE in the exchange model, by setting w(ai , bj ) = e(ai ) for each ai ∈ A and
bj ∈ B, while keeping the disutility values as is.

1.2

Overview of Our Results and Techniques

In this section we discuss the high-level ideas and techniques used to prove our main results.
We first note that in general, a chore division instance may not admit a CE as demonstrated
by the following example.
▶ Example 2. There are two agents a1 and a2 , and two chores b1 and b2 . We have w(ai , bj ) = 1
for all i, j ∈ [2], and d(a1 , b1 ) = d(a2 , b1 ) = 1, and d(a1 , b2 ) = ∞ and d(a2 , b2 ) = 2. Let p(b1 )
and p(b2 ) be the prices of the chores at a CE.
Observe that since d(a1 , b2 ) = ∞, a1 earns her entire money of w(a1 , b1 )·p(b1 )+w(a1 , b2 )·
p(b2 ) from b1 . Therefore, at a CE, the total price of the chore b1 is at least the total money
earned by a1 : (w(a1 , b1 ) + w(a2 , b1 )) · p(b1 ) ≥ (w(a1 , b1 ) · p(b1 ) + w(a1 , b2 ) · p(b2 )). This
implies that 2 · p(b1 ) ≥ p(b1 ) + p(b2 ), further implying that p(b1 ) ≥ p(b2 ). In that case
observe that the disutility to price ratio of b2 is strictly greater than that of b1 for a2 :
d(a2 , b1 )/p(b1 ) = 1/p(b1 ) < 2/p(b1 ) ≤ 2/p(b2 ) = d(a2 , b2 )/p(b2 ). Thus, none of the agents
are willing to do chore b2 , and therefore it remains unassigned, a contradiction.
It is well known that the a CE may not exist while dividing goods as well under the
exchange model. And, there are polynomial time checkable necessary and sufficient conditions
for the existence of CE. The next natural question is to obtain similar conditions for the
chore division as well. However, in this paper, we prove the following theorem.
▶ Theorem 3. Determining whether an instance of chore division in the Fisher model admits
a CE is strongly NP-hard, even for the case of equal incomes (CEEI). This also holds for the
constant-approximate CE.
The above theorem rules out obtaining polynomial time checkable necessary and sufficient
conditions for existence of a CE unless P=NP. The next best hope is to design weakest
possible conditions that ensures a CE and captures an interesting class of instances. Towards
this we derive two conditions.
The first condition is an artifact of the exchange setting, and is required for dividing
goods as well [17]: if a set of agents are interested to consume only a strict subset of the
endowment that they cumulatively own, then no prices can ensure demand equals supply
(we elaborate this shortly in Example 9). We now define a condition that helps us resolve
this issue.7 To define the condition, we first define the economy graph of a given instance of
chore division.

7

In fact, Condition 1 is the analogue of the necessary and sufficient condition required for a CE to exist
in exchange markets with goods.
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▶ Definition 4 (Economy Graph [17]). Given an instance I = ⟨A, B, d(·, ·), w(·, ·)⟩, an
Economy Graph G = (A, E) is a graph, with vertices corresponding to the agents and there
exists an edge from ai to aj if and only if there exist a chore c ∈ B, such that w(ai , c) > 0
and d(aj , c) ̸= ∞.
Now we define the first condition.
▶ Definition 5 (Condition 1 [17]). The economy graph of the instance is strongly connected.
Observe that our instance in Example 2 does satisfy Condition 1, yet does not admit a CE.
The primary reason for non-existence of CE in Example 2 is that sets {b ∈ B | d(a1 , b) ̸= ∞}
and {b ∈ B | d(a2 , b) ̸= ∞} are neither same nor disjoint. Next by generalizing this example
we demonstrate that unless finite disutility chore sets of any two agents are either same or
disjoint, the equilibrium may not exist. In particular, given any integer n > 1 and m > 1, we
create a chore division instance with n agents and m chores that satisfies Condition 1, has
exactly one agent-chore pair with infinite disutility, and does not admit a CE.
▶ Example 6. There are n agents a1 , a2 , . . . , an , and m chores b1 , b2 , . . . , bm . We set
w(ai , bj ) = 1 for all i ∈ [n] and j ∈ [m]. So there is a total of n units of each chore bj , for all
j ∈ [m]. Now, we set d(ai , bj ) = 1 for all i ∈ [n] and j ∈ [m − 1]. We set d(ai , bm ) = nm for
all i ∈ [n − 1] and d(an , bm ) = ∞.
Since w(ai , bj ) = 1, for all i ∈ [n] and j ∈ [m], the instance in Example 6 does satisfy
Condition 1 (the economy graph of the instance is a clique). Observe that since all the agents
have the same disutility for the chores ∪j∈[m−1] bj , the prices of all these chores will be the same
at a CE (otherwise some of the chores will remain unassigned). Therefore, let p be the price
of a chore bj for j ∈ [m − 1], and p′ be the price of the chore bm at a CE. Since an has infinite
P
disutility for bm , she will earn her entire money of j∈[m] w(an , bj ) · p(bj ) = (m − 1) · p + p′
from the chores in ∪j∈[m−1] bj . Therefore, at a CE, the total price of the chores in ∪j∈[m−1] bj
is at least the total money earned by an , i.e., total prices of the chores owned by agent an ,
P
P
P
implying that j∈[m−1] i∈[n] w(ai , bj ) · p(bj ) ≥ j∈[m] w(an , bj ) · p(bj ). This implies that
(m−1)·n·p ≥ (m−1)·p+p′ , further implying that (m−1)·(n−1)·p ≥ p′ . In that case observe
that the disutility to price ratio of bm is strictly less than that of b1 for any agent ai , for
i ∈ [n − 1]: d(ai , b1 )/p(b1 ) = 1/p ≤ ((n − 1) · (m − 1))/p′ < nm/p′ = d(ai , bm )/p(bm ). Thus,
none of the agents are willing to do chore bm , and it remains unassigned, a contradiction.
Our next condition is to circumvent the primary issue in Example 6 that renders CE to
not exist. To this end, we define the disutility graph D = (A ∪ B, ED ) as the bipartite graph
with the set of agents A and the set of chores B forming the vertex sets on two sides and
there is an edge from an a ∈ A to a b ∈ B when d(a, b) ̸= ∞. Examples 2 and 6 demonstrate
that whenever there is a connected component D′ of D which is not a biclique, there exists
disutility values for which the instance will not admit a CE. This brings us to our second
condition.
▶ Definition 7 (Condition 2). The disutility graph is a disjoint union of bicliques.
The second main result of our paper shows that Conditions 1 and 2 guarantee the existence
of a CE.
▶ Theorem 8. A chore division instance satisfying Conditions 1 and 2 admits a CE.
We now quickly show that even if one of the two conditions is not satisfied, the instance
may not admit a CE. Examples 2 and 6 already outline instances that satisfy Condition 1,
but do not satisfy Condition 2 and as a result do not admit a CE. We next give an example
that satisfies Condition 2, but not Condition 1, and does not admit a CE.
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▶ Example 9. There are three agents a1 , a2 , a3 and three chores b1 , b2 , b3 . Agents a1 and a2
own 1/2 units of chores b1 and b2 each, i.e., w(ai , bj ) = 1/2 for all i, j ∈ [2]. Agent a3 owns one
unit of b3 , i.e., w(a3 , b3 ) = 1. We set d(a1 , b1 ) = d(a2 , b1 ) = 1, and d(a3 , b2 ) = d(a3 , b3 ) = 1.
The disutility value of all other agent chore pair is infinity.
Observe that the disutility graph is a disjoint union of bicliques – one biclique comprising
of agents a1 , a2 and the chore b1 , and the second biclique comprising of the agent a3 and
chores b2 and b3 . Therefore the instance satisfies Condition 2. We now show that the
instance does not admit a CE. Let p(b1 ), p(b2 ) and p(b3 ) denote the prices of chores b1 ,
b2 and b3 at a CE. Since agents a1 and a2 earn their entire endowment money from the
P
P
P
chore a1 , we have that i∈[2] j∈[3] w(ai , bj ) · p(bj ) = i∈[3] w(ai , b1 ) · p(b1 ), implying that
p(b1 ) + p(b2 ) = p(b1 ), further implying that p(b2 ) = 0. Therefore, at any CE b2 will remain
unassigned as it will not be a part of the optimal bundle set of the agent a3 when p(b2 ) = 0,
which is contradiction.
In the subsections that follow, we briefly elaborate our techniques and novel ideas used
to prove Theorems 3 and 8.

1.2.1

Existence of a CE under the Sufficient Condition

In this section, we sketch the approach and main ideas to show existence of a CE assuming
the instance satisfies two sufficient conditions, that is proof of Theorem 8. Most equilibrium
existence results [22, 1] are based on either Brouwer’s or Kakutani’s fixed-point theorems.
The Brouwer’s (Kakutani’s) fixed-point theorem says that given a function (correspondence)
ϕ from D to itself, there exists an x ∈ D such that f (x) = x (x ∈ f (x)), if f is continuous
(has closed graph) and D is convex and compact [8, 16]. Our proof invokes both Brouwer’s
and Kakutani’s fixed-point theorems, the former nested inside the latter. This approach may
be of independent interest to prove existence in other settings.
We first briefly discuss why existence proofs for determining a CE with goods do not
easily extend to chores, and this will eventually lead us to the new approach. Most existence
proofs for a CE with goods define a fixed-point formulation on the domain of prices that
forms a simplex [1, 17], i.e., if there are m goods, then the domain is the simplex ∆m =
Pm
{p ∈ Rm
≥0 |
j=1 pj = 1}. Given the prices, it computes the optimal bundles of agents and
adjusts prices based on excess demand. At a fixed-point, no change in prices will imply no
excess demand, leading to a CE.
This approach immediately fails for the chore division problem due to the issue of infeasible
optimal bundle: Given a price vector from the simplex domain, if agent ai ’s chore endowment
has positive total monetary cost, while the chores she is able to do have zero prices, then
there is no way she can earn enough money to pay for her chores, in turn making the set
Fi (p) in (1) empty. The reason why this issue does not arise in case of goods is that, there,
agents are allowed to spend at most the total price of their endowments (for bads it is at
least), thereby reversing the inequality in the definition of the set Fi (p), which ensures that
the all zero vector in Rm
≥0 is always a feasible vector.
To circumvent the above issue, first we need to work with a more involved price domain
that ensures that total monetary cost of the chores and endowments is the same inside every
component of the disutility graph. Recall the bipartite disutility graph D = (A ∪ B, ED )
where there is an edge (a, b) ∈ ED if and only if d(a, b) ̸= ∞. Let D1 = (A1 ∪ B1 , ED1 ), D2 =
(A2 ∪ B2 , ED2 ), . . . , Dd = (Ad ∪ Bd , EDd ) be the connected components of D. Then, our new
price domain is,




X
X
X X
P = p ∈ Rm
p(bj ) = 1 and
p(b) =
w(a, bj )p(bj ) ∀k ∈ [d]
(2)
≥0 |


j∈[m]

b∈Bk

a∈Ak j∈[m]
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Now observe that if for any agent a ∈ Ak , for some k ∈ [d], the chores she is interested in
(the set Bk ), have zero prices, then the total price of her endowment is also zero as p ∈ P.
In this case, agent a need not earn anything. As a result, she does not need to do any chore
and the all zero vector in Rm
≥0 is a feasible optimal chore set for agent a. Therefore, for any
price vector p ∈ P, for any agent i, we have that the set Fi (p) is not empty and neither is
the optimal bundle set in (1). However, there is still an issue with zero prices, a different
one: It can be the case that for some component (Ak ∪ Bk , Ek ), the prices of all the chores
in Bk are zero, and prices of all the chores that agents in Ak bring are also zero. In that
case, the optimal bundle of any agent a ∈ Ak consists of only the all zero vector because
none of them have to earn anything! However, this will make the optimal bundle set change
non-continuously with respect to prices, which is a major roadblock in proving continuity like
property (the closed graph property) for the fixed-point formulation: for instance consider a
simple scenario where there is a component Dk in the disutility graph comprising of just one
agent a and one chore b. Agent a has some positive endowment of only one chore b′ ̸= b, say
w(a, b′ ) = 1 and w(a, j) = 0 for all other j ∈ B. Now, consider a sequence of price-vectors
(pn )n∈N in P, such that pn (b′ ) = pn (b) = 1/n. Observe that for every n ∈ N, the optimal
bundle of agent a is Xab = 1 and Xat = 0 for all other t ∈ B, as the only chore a is interested
in is b, and she has to do one unit of b, to earn her money of w(a, b) · p(b′ ) = 1 · (1/n) = 1/n.
However, at the limit of the sequence (pn )n∈N , say p∗ , we have p∗ (b) = p∗ (b′ ) = 0 and the
only unique optimal bundle for agent a is the all zero vector in Rm
≥0 . Thus, the optimal
bundle may not change continuously with the price-vectors in P.
To fix the above issue, we define the extended optimal bundle set, which is same as the
optimal bundle set of an agent ai ∈ Ak , if the total price of the chores in Bk is strictly
positive, otherwise it is the set of all feasible allocations of chores in Bk . This will help us
ensure continuity of the final correspondence. However, we will have to make sure that at
the fixed-point, the extended optimal bundle is the optimal bundle for every agent (one way
to do this is to ensure that there are no zero prices at the fixed point). For the allocations,
we will work with the following domain: for some sufficiently large constant C, we define
X = {X ∈ Rmn
≥0 | 0 ≤ Xij ≤ C, ∀ai ∈ A, ∀bj ∈ B}
Then the set of extended optimal bundles of an agent ai ∈ Ak is:
(
P
{Xi ∈ X | Xij > 0 only if d(ai , bj ) ̸= ∞} if
b∈Bk p(b) = 0,
EOB i (p) =
OB i (p)
otherwise.

(3)

(4)

Fixed-point formulation. The domain of our fixed point formulation is S = P × X. Next, we
define a correspondence ϕ : S → 2S that is product of two correspondences ϕ1 : S → 2P and
ϕ2 : S → 2X . For a given (p, X) ∈ S, ϕ(p, X) = ϕ1 (p, X) × ϕ2 (p, X). Out of these, ϕ2 (p, X)
is the set of extended optimal bundles at prices p. Formally,
ϕ2 (p, X) = {X ∈ X | Xi ∈ EOB i (p), ∀ai ∈ A}
The exact formulation of ϕ1 is involved and requires to invoke Brouwer’s fixed-point
theorem. Therefore, let us first state the properties of ϕ1 that we need to ensure, and discuss
how they help us map fixed-points of ϕ to the competitive equilibria of the chore division
instance. For a given (p, X) ∈ S, if p′ ∈ ϕ1 (p, X), then it must be that
p′ ∈ P and for all components Dk = (Ak ∪ Bk , Ek ) of the disutility graph, and chores bj
and bj ′ in Bk , where p(bj ′ ) > 0, we have
P
P
p(bj ) + max( i∈[n] w(ai , bj ) − i∈[n] Xij , 0)
p′ (bj )
P
P
=
.
(5)
p′ (bj ′ )
p(bj ′ ) + max( i∈[n] w(ai , bj ′ ) − i∈[n] Xij ′ , 0)
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Fixed-points to CE. Let (p, X) be a fixed-point of ϕ, i.e., (p, X) ∈ ϕ(p, X). We first show
that at any fixed-point, the prices of all the chores are strictly positive. To the contrary,
suppose p(bj ) = 0 for some bj ∈ B, and let bj belong to component Dk = (Ak ∪ Bk , EDk ) of
the disutility graph D. Then, some component of D has chores with both zero and positive
prices. Either it is Dk itself, or if all the chores in Dk have zero prices, then using the fact
P
P
P
that p ∈ P, we have ai ∈Ak j∈[m] w(ai , bj ) · p(bj ) = bj ∈Bk p(bj ) = 0. This implies that
the prices of all the chores owned by agents in Dk are zero, and some of them must belong
to other components due to the strong connectivity of the economy graph (Condition 1).
Recursing this argument, and also using the fact that sum of all the prices is 1, there must be
a component with a zero priced chore, but the sum of prices of the chores in the component
is positive, say component Dℓ = (Aℓ ∪ Bℓ , EDℓ ).
Let b0 and b+ be the chores in Dℓ with p(b0 ) = 0 and p(b+ ) > 0. For every agent
in ai ∈ Aℓ , their EOB i (p) = OB i (p), since total price of the chores in Bℓ is positive (by
(4)). Since every ai ∈ Dℓ has finite disutility for both b0 and b+ (due to Condition 2), her
disutility-per-buck for b0 is strictly more than that for b1 . Due to (1), if Xi ∈ OBi (p) then
Xib0 = 0 for all i ∈ Aℓ . Furthermore, every agent a ∈
/ Aℓ has infinite disutility for b0 , we
have that Xib0 = 0 for all i ∈ [n]. Now given that our correspondence ϕ satisfies (5), and
p(b0 ) = 0 and p(b+ ) > 0, we have,
P
P
p(b0 ) + max( i∈[n] w(ai , b0 ) − i∈[n] Xib0 , 0)
p(b0 )
P
P
0=
=
p(b+ )
p(b+ ) + max( i∈[n] w(ai , b+ ) − i∈[n] Xib+ , 0)
P
0 + i∈[n] w(ai , b0 )
P
P
=
p(b+ ) + max( i∈[n] w(ai , b+ ) − i∈[n] Xib+ , 0)
> 0, a contradiction.
Therefore, at a fixed point, there is no chore with a zero price. Now, we briefly describe why
fixed-point (p, X) correspond to the prices and allocation at a CE. Let rj (X) denote the
amount of the chore bj left undone under X, i.e.,
rj (X) = max(

X

w(ai , bj ) −

i∈[n]

X

Xij , 0).

i∈[n]

Since all chores have positive price at p, extended optimal bundle set of every agent is her
optimal bundle set (by (4)) and thereby X ∈ ϕ2 (p, X) ensures that Xi ∈ OBi (p) for every
agent ai ∈ A. Now we only need to ensure demand meets supply for every chore. If not,
then some chore bj in component Dk , which is not completed, i.e., rj (X) > 0. Since p ∈ P,
we have that the cumulative price of the endowments of the agents in a component of the
disutility graph equals the total price of the chores in the same component. Since every agent
spends on their optimal bundle, the cumulative price of the endowments of the agents equals
the total earning of that agents in Ak from Bk . Therefore, if one chore bj is underdone, i.e.,
rj (X) > 0, then there exists some other chore bj ′ , which is overdone, i.e., rj ′ (X) = 0. Again
p(b )
p(b )+r (X)
p(b )
p(b )
using (5), we have p(b j′ ) = p(b j′ )+rj′ (X) > p(b ′ )+rj ′ (X) = p(b j′ ) , a contradiction.
j

j

j

j

j

j

Mapping to P and Ensuring Condition (5). Our next task is to define the correspondence ϕ1 ,
so that for any given (p, X) ∈ S, (5) holds for every p′ ∈ ϕ1 (p, X), and p′ ∈ P. This in fact
is the trickiest part of our proof and constitutes the main bulk of our efforts.
To get p′ ∈ P, we need to make sure that the p′ ∈ ∆m , and for every component Dk of
the disutility graph D, total prices of the chores in Dk equals total cost of endowments of
agents in Dk . To this end, for every chore bj in component Dk , let q(bj ) = p(bj ) + rj (X),
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q(b )
where rj (X) is the non-negative excess supply as defined above, and βj = P j q(b) . Note
p′ (b )

b∈Dk

q(b )

β

that for (5), we want that for any bj , bj ′ ∈ Dk with p(bj ′ ) > 0, p′ (b j′ ) = q(b j′ ) = β j′ . Thus, if
j
j
j
P
p̃k = b∈Dk p′ (b) then p′ (bj ) must be βj p̃k . This reduces to one unknown per component of
D, namely p̃k for each k ∈ [d].
Next, we write a system of linear equations to compute p̃k ’s such that all the constraints
of domain P are satisfied. The simplex constraints for the prices in P can be encoded by
ensuring p̃ ∈ ∆d . Next, for each component Dk , the following constraint imposes total
endowment costs of agents in Dk equals total prices of chores in Dk .
X X X
X
w(ai , bj ′ ) · (βj ′ p̃k′ ) =
(βj p̃k )
ai ∈Ak k′ ∈[d] bj ′ ∈Bk′

bj ∈Bk

Let M (β) ∈ Rd×d denote the matrix of this linear system. Then, our goal becomes to find
a vector v ∈ ∆d , in the null space of M (β). It is not obvious why such a vector should exist.
Our high-level approach to show the same is as follows: We can equivalently express the
linear system of equations M (β) · v = 0 as M ′ (β) · v = v, where M ′ (β) = M (β) + I, where I
is the identity matrix. We show that if we define a function f : Rd → Rd as f (v) = M ′ (β) · v,
then f maps the d-dimensional simplex ∆d to itself (this is non-trivial). Restricting f to
only the simplex, we get a continuous map f : ∆d → ∆d and therefore it has a fixed-point by
the Brouwer’s fixed-point theorem. At every fixed-point v we have M ′ (β) · v = v implying
M (β) · v = 0. Since v ∈ ∆d we get the vector we needed.
The above scheme will work if the βj s are well defined. However, for a component Dk
P
if b∈Dk q(b) turns out to be zero, then βj s are ill-defined and cause issues with proving
continuity like properties of ϕ. To handle this, we define a set of permissible βs, namely,


P
P


if
bj ∈Dk βj = 1
b∈Dk q(b) = 0
B = β ∈ Rm
.
≥0 | ∀k ∈ [d], ∀b ∈ D , β = P q(bj )
otherwise
j
k
j


q(b)
b∈Dk

And for each β ∈ B, the above process will compute a p′ ∈ ϕ1 (p, X). By construction,
each of these p′ ’s will satisfy, p′ ∈ P and equation (5), as needed. However, it is not immediate
why such a set of p′ ’s will form a convex set, as required to apply the Kakutani’s fixed point
theorem.
In fact, to apply the Kakutani’s fixed-point theorem, we need to show that the above
complex process creates a ϕ, that has closed graph (continuity-like property), and ϕ(p, X) is
convex for each (p, X) ∈ S. This again requires involved argument and the detailed proof
can be found in the full version of this paper. Then, ϕ is sure to have a fixed-point which
maps to CE as discussed above.
Our proof technique extends to show existence of a CE for chore division with general
monotone convex disutility functions where an agent can do only a subset of chores and with
arbitrary endowments, under a similar sufficient condition. Thus, our overall approach may
be of independent interest to handle more general problems involving chores.

1.2.2

NP-Hardness of Determining a CE in Arbitrary Instances

We sketch the main reason why determining whether an arbitrary instance of chore division
admits a CE is strongly NP-hard. This primarily arises due to the existence of several
disconnected equilibria. We sketch a very simple scenario that could arise in chore division
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in the Fisher model: Consider an instance with two agents a1 and a2 with a fixed earning of
one unit each. The disutility values are given below where a1 has a disutility of 1 for b1 and
3 for b2 , while a2 has a disutility of ∞ for b1 and 1 for b2 .

b1

b2

a1

1

3

a2

∞

1

Let p = ⟨p(b1 ), p(b2 )⟩ be an equilibrium price vector. Also, throughout this section we use
the notation MPB a to denote the minimum pain per buck bundle for agent a at the prices
d(a,b′ )
′
p: a chore b ∈ MPB a if and only if d(a,b)
p(b) ≤ p(b′ ) for all other chores b in the instance.
Observe that this small instance exhibits exactly two competitive equilibria:
The first CE is when both p(b1 ) and p(b2 ) are set to 1. Note that only MPB a1 = {b1 }
and MPB a2 = {b2 }. Thus a1 earns her entire one unit of money from g1 and a2 earns
her entire one unit of money from g2 .
The second CE is when a1 earns from both b1 and b2 . For this we set p(b1 ) to 1/2 and
p(b2 ) to 3/2. Note that M P Ba1 = {b1 , b2 } and MPB a2 = {b2 }. Under these prices, a2
earns her entire money by doing 2/3 of b2 , and a1 earns her money by doing all of b1 and
1/3 of b2 .
Also, observe that there exists no CE at any other set of prices. This is a striking
difference to the scenario with only goods to divide, where all CE exists at a unique price
vector. Now, let us introduce another agent a3 and another chore b3 in the instance. Let
us say that a3 has a fixed earning of one unit, and both agents a1 and a2 have a disutility
of ∞ towards b3 . We now discuss two scenarios that may arise depending on a3 ’s disutility
towards the chores
1. a3 has a disutility of 1 towards b3 and b2 , and ∞ towards b1 .
2. a3 has a disutility of 1 towards b3 ,

1
2

towards b1 and ∞ towards b2 .

We will now show that, at a CE, in scenario 1, b2 ∈
/ MPB a1 and in scenario 2, b2 ∈ MPB a1 ,
suggesting that depending on the valuation of a3 , only one local equilibrium among the
agents a1 , a2 and chores b1 and b2 is admissible at a CE. Let p(b1 ), p(b2 ) and p(b3 ) denote
the prices of chores at an equilibrium. Note that since both a1 and a2 have a disutility of
∞ for b3 , they only earn money from b1 and b2 . Thus p(b1 ) + p(b2 ) ≥ 2. Note that in both
scenarios b3 should be in MPB a3 as a3 is the only agent with finite disutility towards it.
Now,
d(a3 ,b2 )
3 ,b3 )
In scenario 1: Since b3 ∈ MPB a3 , we have d(a
p(b3 ) ≤ p(b2 ) or equivalently
implying that p(b3 ) ≥ p(b2 ). This in turn implies that

p(b2 ) + 2 ≤ p(b2 ) + (p(b1 ) + p(b2 ))
≤ p(b1 ) + p(b2 ) + p(b3 )

1
p(b3 )

≤

1
p(b2 ) ,

(as p(b1 ) + p(b2 ) ≥ 2)
(as p(b2 ) ≤ p(b3 ))

= 3.
Thus we have p(b2 ) ≤ 1, implying that p(b1 ) ≥ 1. Therefore, we can conclude that
b2 ∈
/ MPB a1 as the disutility to price ratio of b1 is strictly less than that of b2 for agent a1 .
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3 ,b3 )
In scenario 2: Since b3 ∈ MPB a3 , we have d(a
≤
p(b3 )
implying that p(b3 ) ≥ 2p(b1 ). This in turn implies that

2p(b1 ) + 2 ≤ 2p(b1 ) + (p(b1 ) + p(b2 ))
≤ p(b1 ) + p(b2 ) + p(b3 )

d(a3 ,b1 )
p(b1 ) ,

we have

1
p(b3 )

≤

1
2p(b1 ) ,

(as p(b1 ) + p(b2 ) ≥ 2)
(as 2p(b1 ) ≤ p(b3 ))

= 3.
Thus we have p(b1 ) ≤ 21 , implying that p(b2 ) ≥ 32 . Therefore, the disutility to price ratio
of b2 is at most that of b1 for agent a1 and thus we conclude that b2 ∈ MPB a1 .
Thus, as mentioned earlier, the valuations of the agents outside the local sub-instance,
impose a specific local equilibrium (among the two disjoint local equilibria) among the agents
a1 , a2 and chores b1 and b2 . The hardness arises from the intractability of finding the correct
local equilibria when there are n such local sub-instances (resulting in 2n disjoint equilibria).
We refer the reader to the full version of the paper for the detailed proof.

1.3

Further Related Work

The fair division literature is too vast to survey here, so we refer to the excellent books [6,
24, 20] and a recent survey article [21], and restrict attention to previous work that appears
most relevant.
Most of the work in fair division is focused on allocating goods with a few exceptions
of chores [26, 2, 6, 24]. The papers [3, 4] consider the case of mixed manna that contains
both goods and bads in the Fisher model and assume all (dis)utility values to be finite. For
the goods case, competitive equilibrium maximizes the Nash welfare, i.e., geometric mean of
agents’ utilities. In case of chores (or mixed manna), [3] shows that critical points of the
geometric mean of agents’ disutilities on the (Pareto) efficiency frontier are the competitive
equilibrium profiles. By building on this characterization, [5] recently obtained an efficient
algorithm to find an approximate competitive equilibrium (FPTAS). For the special case of
constantly many agents (or chores), polynomial-time algorithms are known for computing a
competitive equilibrium in the Fisher model [7, 14]. In a recent work, [9] give a simplex-like
algorithm for computing a competitive equilibrium in the exchange model.
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Introduction

Algorithms play an increasingly important role in today’s society and can arguably have
far-ranging social, economic, and political ramifications in many different contexts. One
such context is access to sponsored information such as advertisements on social media,
search pages, and other websites. It has been well documented that online advertisement
can exhibit skewed delivery: users that differ on sensitive attributes such as race, gender,
age, religion, and national origin can receive very different allocations of ads (see, e.g.,
[20, 9, 2, 3, 17, 16, 1]). For example, certain employment jobs on Facebook have been found
to exclusively target men or exclude older people; and housing ads have been found to exclude
users based on race [3, 2, 16].
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There are two main sources of unfairness in digital ads. The first is explicit or implicit
targeting of users based on sensitive attributes by the advertisers. This source of unfairness
can be mitigated by examining and auditing each advertiser’s targeting approach separately. 1
The second, more subtle and insidious, source of unfairness is the ad delivery mechanism that
determines for each user which ad to display based on advertisers’ bids, budgets, relevance of
the ads to the user, etc. Recent empirical studies [17, 1] have observed that even when each
advertiser’s targeting parameters are inclusive, skewed delivery can arise as a result of the ad
auction mechanism. Our paper focuses on eliminating this second source of unfairness.
We study the design of ad auctions from the perspective of individual fairness.
Individual fairness [10] posits that similar users should be treated similarly. In the context of
sponsored content, this translates into requiring that similar users should be served a similar
mix of ads. We follow the approach of Chawla et al. [7] and isolate the effect of auction
design on fairness in outcomes by assuming that each advertiser’s bids are non-discriminatory.
Then, if two users receive similar bids from all advertisers, we require that they receive
similar ad allocations. In other words, the auction does not introduce any further unfairness
than what may be present already in advertisers’ bids.
We consider a stylized model of (truthful) ad auctions where users arrive over time and
each is shown a single ad. When a user arrives, k advertisers report their values for the
single ad slot; denote these values with the vector v = (v1 , v2 , · · · , vk ).2 The auction selects
a (potentially random) advertiser based on the values and displays its ad; we denote the
auction’s selection by a distribution over [k], a(v) ∈ ∆([k]), where ai (v) is the probability
that advertiser i’s bid is displayed. We measure the quality of this allocation in terms of
its social welfare – the expected sum of values corresponding to ads displayed, with the
P
contribution of each user to this sum given by v · a(v) = i∈[k] vi ai (v).
Social welfare maximization for our simple model in the absence of a fairness constraint
is easy: just serve each user the ad with the highest value. Real-world ad auctions are
essentially variants of this “highest-bid-wins” auction, modified to accommodate click-throughrates, multiple slots, etc. Our main challenge is that these standard auction formats are
fundamentally incompatible with fairness. Consider, for example, two job ads A and B
competing over two users Alice and Bob. Suppose that Alice and Bob have similar educational
qualifications and work experience but belong to different ethnic groups. Further, due to
slight differences in their profiles, suppose that A values Alice slightly higher than B and
B values Bob slightly higher than A. Then a highest-bid-wins auction would allocate ad A
to Alice and ad B to Bob. This violates our fairness constraint: although the two users are
similar to each other in most respects, their ad allocations are completely different. Indeed,
if job B is much more desirable than job A, then Alice is discriminated against. Note that
the unfairness persists even if each advertiser individually places similar values on the two
users. As we show in experiments in the full version of the paper, this behavior is not just
hypothetical but is frequently observed in real data as well. The highest-bid-wins auction
greatly exaggerates minor, subtle differences in input into huge swings in output.

1

2

Indeed, in response to a lawsuit brought on by the U.S. Department of Housing and Urban Development
and ProPublica against Facebook on discrimination in housing ads, Facebook’s first action was to
disallow advertisers to target users based on sensitive attributes [16]. However, despite this action,
unfairness in outcomes continued to persist [1].
We focus in this work on truthful auctions, and so do not make a distinction between bids and values.
All of the allocation rules we propose and study are monotone in values and can be implemented in a
truthful manner.
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Our contributions

In this paper we propose a new framework for expressing fairness in ad auctions as a valuestability condition. We then design allocation algorithms that achieve near-optimal tradeoffs
between value-stability and social welfare.
Fairness as a stability condition. Consider, again, two users Alice and Bob. Let v
denote the values received by Alice and v′ the values received by Bob. We will use a
parameter λ ≥ 1 to quantify the similarity between Alice and Bob, and will say that they
receive non-discriminatory values if it holds that vi ′ ∈ [ λ1 vi , λvi ] for all i ∈ [k]. Given such
non-discriminatory values, we will require that Alice and Bob receive allocations that are
component-wise close to each other, i.e. ai (v′ ) ∈ ai (v) ± f (λ) for all i ∈ [k].3 Here f is
an externally specified function that we call the fairness constraint and that governs the
strength of the fairness guarantee. We say that the auction is value stable with respect to
the constraint f .
We essentially require the allocation function to satisfy a kind of stability condition:
when it receives two value vectors that are component-wise close, it should return allocations
that are component-wise close. Observe that we measure closeness in values as a ratio, and
consequently our stability notion is scale free. On the other hand, we measure closeness in
allocations as a difference, specifically the ℓ∞ distance between the respective distributions.
This corresponds to the notion of multiple-task fairness defined by Dwork and Ilvento [11] in
the context of multi-dimensional allocation algorithms.
Our approach of expressing fairness as a stability constraint offers several benefits. First,
our approach assumes that every pair of similar users receives multiplicatively similar values
from all advertisers. This enables a clear separation of responsibility between the auctioneer
and the advertisers, which can simplify the design of both of these components of the ad
auction pipeline. We envision that an auditor would check whether advertisers are following
fairness guidelines. As a result, the auctioneer only needs to ensure that the allocation is fair
when the advertisers’ reported values are fair, but is required to provide no fairness guarantee
when the values themselves are unfair. Second, and more importantly, the auctioneer can
provide this guarantee without access to the specifics of fairness requirements across users.
One criticism of the notion of individual fairness is its reliance on an appropriate similarity
metric on users that captures exactly what features can be used to differentiate between users.
This metric can not only be challenging to learn, but may itself be sensitive information that
is unavailable to the auctioneer or illegal to use directly. Our approach allows the auctioneer
to provide a meaningful fairness guarantee without knowing or using the similarity metric.
In effect, the metric is encoded in the advertisers’ reported values when those values are fair.
Finally, we note that in [7], we considered a similar model of fairness in ad auctions but
formalized the fairness constraint in a slightly different manner. The algorithmic results in
this paper are directly comparable to those in [7], and we make the connection explicit in
Section 2.1.
Designing value-stable allocation algorithms. Now that we have defined value-stability,
our goal can be restated as designing value stable auctions that achieve high social welfare.
In [7], we proposed a natural candidate for value stability, namely Proportional Allocation
(PA) algorithm: given the value vector v, we assign each ad i to the user with probability
P
vi / j vj . It is straightforward to observe that changing each value by a factor of λ changes

3

We emphasize that we do not require that two ads with similar values for the same user be served with
similar probabilities: we aim to satisfy fairness across users, not across advertisers.
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each allocation multiplicatively by at most λ2 . In fact, PA actually achieves the additive
form of fairness defined above with f (λ) = (λ − 1)/(λ + 1).4 Unfortunately, the social welfare
of PA degrades as the number of advertisers increases. Suppose, for example, that there are
k + 1 advertisers; the first one places a value of 1 on the user whereas all the others value
the user at x < 1. Then, PA assigns the first ad to the user with
√ probability 1/(1 + xk)
√ and
obtains a social welfare of (1 + x2 k)/(1 + xk). When x = 1/ k, this is a factor of k off
from the optimal social welfare of 1. Other proportional allocation algorithms that assign
allocations in proportion to other functions of values5 suffer from the same problem: their
worst case approximation ratio goes to zero as the number k of advertisers goes to infinity.
Is it possible to obtain better social welfare while maintaining fairness?
In this paper we introduce a new family of allocation rules that we call Inverse Proportional Allocation (IPA). Informally, our auction begins by allocating each ad fully (but
infeasibly) to the user. It then “takes away” the over-assignment from the ads in proportion
to some decreasing function of the advertisers’ values until a total allocation probability
of 1 is achieved. The choice of the decreasing function depends on the strength of the
desired fairness constraint. This new family of mechanisms achieves fairness guarantees
similar to those of PA, while obtaining a constant factor approximation to the unfair optimal
social welfare, independent of the number of advertisers k. We show, in fact, that Inverse
Proportional Allocation achieves a near-optimal tradeoff between fairness and social welfare
for any stability constraint satisfying a mild assumption.
We describe the fairness guarantee of our algorithm in the form of a “fairness constraint”
f that specifies how different the allocations for two users can be as a function of the
similarity between the users. We use a parameter ℓ ∈ (0, ∞) to denote the strength of
this fairness constraint: the smaller that ℓ is, the stronger is the fairness guarantee. ℓ = 0
corresponds to perfect fairness or the function that is 0 at all distances: all users receive
identical allocations; and ℓ = ∞ corresponds to unconstrained allocations or the function
that is 1 at all distances: users can receive arbitrary allocations. For intermediate ℓ, we
consider a polynomial family fℓ of fairness constraints that best captures the fairness profile
of IPA (parameterized appropriately).
▶ Theorem 1 (Informal). For any ℓ ∈ (0, ∞), Inverse Proportional Allocation with parameter
ℓ is value stable with respect to fℓ (λ) = 1 − λ−2ℓ . Its worst case approximation ratio for social
welfare, αℓ , is 3/4 at ℓ = 1 and approaches 1 as ℓ → ∞. No prior free allocation algorithm
that is value stable with respect to fℓ can achieve a better approximation ratio than αℓ + 1/k.
When we further expand the class of allocation algorithms to include IPA mixed in with
the uniform allocation, we achieve near-optimality against a broad class of constraints f .
▶ Theorem 2 (Informal). Let f : [1, ∞] → [0, 1] be any non-decreasing function such that
f (x)/ log x is non-increasing. Suppose there exists an allocation algorithm that is value stable
with respect to f and achieves a worst case approximation factor of α. Then there is an
IPA algorithm that is value stable with respect to f and achieves a worst case approximation
factor of Ω(α/(1 + log(1/α))).

Empirical evaluation. In addition to theoretical analysis, we perform experiments on
sponsored search auction data from Yahoo [21] to corroborate our theoretical bounds with
respect to both the social welfare and fairness. One practical challenge for our approach,

4
5

The strength of the fairness guarantee can be changed by allocating each ad with probability proportional
to an appropriate function of the corresponding value.
This class includes, for example, the exponential algorithm from differential privacy literature [18].
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which relies on values to infer similarity between users, is that not all advertisers bid on
all users: some advertisers may run out of budget, and some choose to bid on only a
subpopulation. Interpreting missing bids as zero values can cause the algorithm to form an
incorrect estimate of the similarity between two users, potentially violating fairness. For our
experiments, we define two users as similar as long as there is significant overlap between the
sets of advertisers that bid on both (in terms of Jaccard similarity) and the values of those
common advertisers are multiplicatively close.
Our main observations are twofold. On the one hand, the highest-bid-wins auction is far
from value stable, exhibiting widely varying allocations even for pairs of users with value
ratios very close to 1. On the other hand, IPA remains fair in the face of missing bids and,
as predicted by the theoretical bounds, the degree of value stability weakens as ℓ increases.
Relative to the optimal social welfare, IPA obtains approximation ratios of over 90% for a
large range of parameter values and up to 98% in some cases. IPA therefore offers a vast
improvement over highest-bid-wins in terms of fairness while suffering a minimal loss in
performance. We defer these empirical results to the full version of the paper.
Comparison between IPA and PA. While our primary focus is on comparing the IPA with
the highest-bid-wins auction, a.k.a. the unfair optimum, our results provide insight into
a comparison between IPA and PA as well. In order to obtain an accurate picture, it is
important to consider parameterizations of both algorithms that satisfy the same fairness
constraint. In our theoretical analysis, we use the fact that for any fixed ℓ, the fairness
constraint fℓ is satisfied by IPAℓ and PA2ℓ . When we take a limit as k → ∞, we show
that IPAℓ achieves a constant factor approximation for social welfare, while the worst case
social welfare of PAℓ approaches 0. Moreover, IPAℓ achieves a better worst-case social
welfare than PA2ℓ as long as k ≥ 6. In this sense, IPA greatly surpasses PA in terms of the
fairness/social-welfare tradeoffs.
In our empirical evaluation, we must consider the performance of these algorithms for
small constant values of k. This is tricky because the theoretical analyses of fairness for both
algorithms are loose for smaller values of k. To resolve this, we determine a parameterization
for PA by empirically matching its fairness profile with that of IPAℓ as closely as possible.
For the Yahoo dataset [21] that we use, a close match occurs between IPAℓ and PA 43 ℓ .
We then compare the performance of the two algorithms and find that IPA consistently
performs better on social welfare (with the exception of when the number of advertisers in
the auction is 2). In fact, as the number of advertisers increases, the performance of IPA
remains unchanged, while that of PA degrades rapidly. We conclude that in most settings,
IPA provides a better tradeoff between fairness and social welfare.

1.2

Further extensions

We also show our results can be extended to the following two settings.
Fairness across different categories of ads. So far in our discussion we have assumed that
there is a single notion of similarity across users that all advertisers are required to respect.
In reality, platforms often service many different categories of advertisers (for example job
advertisers and credit advertisers) that may be subject to different notions of similarity over
the users. These advertisers all compete against each other for the same users. Chawla et al.
[7] proposed fairness definitions for the multi-category setting that combine individual fairness
with envy-freeness. Our algorithms from this work can be utilized within the multi-category
framework in [7] to achieve significantly improved tradeoffs between fairness and social welfare
for the multi-category setting. We discuss this extension in the full version of the paper.
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Total-variation and subset fairness. In [7], we showed that PA satisfies a stronger fairness
guarantee called total variation fairness: the distributions over ads assigned to similar users
are not only close under ℓ∞ distance, but also close under ℓ1 or total variation distance.
Equivalently, total-variation fairness provides guarantees over any subset of ads, rather than
just a single ad. However, we observe that our family of IPA auctions does not always
satisfy total variation fairness. Indeed it appears to be challenging to satisfy this stronger
fairness property while also guaranteeing a constant factor approximation in social welfare.
In the full version of the paper, we show, however, that IPA can be adapted to achieve an
intermediate fairness guarantee that we call subset fairness: fairness is guaranteed over a
restricted collection of subsets of advertisers.

1.3

Other related work

While algorithmic fairness is by now an established area of study, theoretical work on fairness
in ad auctions is relatively new. There are two complementary sides to the fairness problem
in the context of ad auctions. As in our work, Celis et al. [6] study the problem from the
viewpoint of the platform – redesigning the ad auction so as to achieve fair outcomes. They
provide an optimization framework within which, given an explicit population of users and
bids over them, a platform can compute the optimal fair assignment of ads to users. Celis
et al. focus on algorithmic techniques for solving the optimization problem, comparing the
performance of their algorithm to the optimal fair solution; whereas our focus in this work is
on comparing the performance of our algorithm against the unfair optimum and therefore
characterizing the cost of fairness.
The complementary viewpoint is that of the advertisers – designing bidding and targetting
strategies that preemptively correct for unfairness introduced by the platform mechanism.
Nasr and Tschantz [19] design bidding strategies for advertisers aimed at obtaining parity
in impressions across fixed categories (such as gender). Gelauff et al. [12] likewise design
targetting strategies aimed at obtaining parity in outcomes or conversions across different
demographic groups. A key point of difference between these works and ours is that they focus
on the notion of group fairness whereas our work considers individual fairness guarantees.
Besides these works, the tradeoff between fairness and social welfare has also been studied
in other contexts such as classification problems (see, e.g., Hu and Chen [13]).
Complementary to algorithmic fairness, there is an extensive literature on fair division
that also considers the tension between fairness and social welfare. A major difference
between the algorithmic fairness and envy-freeness is that algorithmic fairness generally
focuses on individual qualifications, while envy-freeness generally focuses on individual
preferences, though recent work [7, 15, 4, 22] has proposed definitions which combine aspects
of envy-freeness and algorithmic fairness notions.

1.4

Outline for the rest of the paper

In Section 2, we present our model for fair ad auctions and describe the connection between
value stability and individual fairness. In Section 3, we describe Inverse Proportional
Allocation algorithms and state our main results on social welfare and value stability. In
Section 4, we prove the value stability results. In Section 5 we consider extensions of the
IPA mixed in with uniform allocation, and show that this family of allocation algorithms
achieves near optimal tradeoffs between social welfare and value stability.
In the full version of the paper, we also provide an empirical evaluation of inverse
proportional allocation on the Yahoo sponsored search auction dataset. Moreover, we
consider the stronger notion of subset fairness and develop fair allocation algorithms with
social welfare that degrade with the complexity of the subset collection.
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Ad Auctions and Value Stability

We use a simple stylized model for ad auctions. Every time a user arrives on the platform, k
advertisers bid for the chance to display their ad in the single ad slot available. We assume that
the platform employs a truthful direct auction to determine which ad to display. In particular,
when the user arrives, each advertiser i reports a value vi for the user. The auction takes the
value vector v = [v1 , · · · , vk ] as input and returns a distribution a(v) = [a1 (v), · · · , ak (v)]
over the advertisers. We drop the argument v when it is clear from the context. With
probability ai , advertiser i is picked and the corresponding ad is displayed for the user. We
call the function a(v) the allocation function.
An allocation function a is truthful if there exists an accompanying payment function
p(v) that incentivizes advertisers to bid their true values. Such a payment function exists if
and only if for all i, ai (vi , v−i ) is a monotone non-decreasing function of the argument vi ;
payments can be computed using the standard payment identity. Henceforth we focus on
weakly monotone allocation functions. We briefly discuss the computation of payments using
the payment identity in the full version of the paper.
Value stability. In order to prevent the allocation function from introducing unfairness into
the system, we require that our allocation is value-stable. If two users have similar values
from all advertisers, then they must receive similar allocations. That is, we require that
for two value vectors v and v′ that are component-wise close in a multiplicative sense, the
allocations a(v) and a(v′ ) must be close in an additive sense. Formally:
▶ Definition 3. An allocation is value-stable with respect to function f : [1, ∞] → [0, 1] if
the following condition is satisfied for every pair of value vectors v and v′ :



vi vi ′
′
,
|ai (v) − ai (v )| ≤ f (λ) for all i ∈ [k], where λ is defined as max max
.
vi ′ vi
i∈[k]
The function f governs the strength of the value stability constraint. When two value vectors
are identical, the allocation should be the same, so f (1) = 0. When two value vectors
are arbitrarily different, the allocation should be permitted to be arbitrarily different, so
f (∞) = 1. For intermediate values, observe that the smaller f is, the tighter is the constraint
on the allocation, and the harder it should be for the auction to achieve value stability.
Following [7], we characterize the strength of the fairness constraint on values by considering
an explicit family F of functions parameterized by ℓ ∈ (0, ∞): fℓ (x) = 1 − x−2ℓ .6
Simplicity through prior-free design. Observe that our notion of value stability is defined
over all possible pairs of value vectors v and v′ , and not just those that arise in a real-world
context. This is intentional: as discussed in the introduction, we require the allocation
algorithm to be prior-free in the sense of not knowing or even assuming a prior over value
vectors. While utilizing a prior can potentially improve the algorithm’s performance, there
are several reasons for preferring a prior-free design: (1) prior-free algorithms are generally
simpler than prior-dependent ones; (2) a single prior-free algorithm can be used in multiple
different contexts without modification, and is therefore robust to changes in the market;

6

−2ℓ

The precise form of the value-stability in [7] is actually 1−x
. The two functions are related to each
1+x−2ℓ
other within small constant factors, and the form we use is mathematically more convenient for our
proofs.
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(3) in the context of fair ad allocation, parts of the prior may be sensitive information
that is inappropriate or illegal to use; and, most importantly, (4) we would like to ensure
fairness guarantees even if the prior is misspecified, or if new value vectors arise that were
not expected to be in the support.
Social welfare. In this work we focus on the objective of social welfare maximization. The
social welfare achieved by the allocation vector a on value vector v is given by a · v. The
maximum social welfare achievable for any value vector v is therefore maxi vi . As discussed
previously, welfare maximizing allocation functions generally do not satisfy value stability,
so we look towards approximation. In keeping with the prior-free design of the allocation
function, we measure its performance in the worst case.
▶ Definition 4. An allocation function a achieves an α-approximation to social welfare for
α ≤ 1 if for all value vectors v we have a(v) · v ≥ α · maxi vi .

2.1

Fairness and value stability

We now discuss how fairness connects to value stability. [7] introduces a model for ad
allocation where users are drawn from a universe U endowed with a distance metric d that
captures similarities between different users: the shorter the distance between two users, the
more similar they are to each other. The model employs the notion of individual fairness from
[10] which requires, informally, that similar users should receive similar outcomes. When
the outcomes are probability distributions, Dwork and Ilvento [11] propose using the ℓ∞
distance between difference distributions as a measure of (dis-)similarity in outcomes.
▶ Definition 5 (Paraphrased from [10] and [11]). A function A : U → O assigning users to
outcomes from a set O is said to be individually fair with respect to distance metrics d
over U and D over O, if for all u1 , u2 ∈ U we have D(A(u1 ), A(u2 )) ≤ d(u1 , u2 ).
An allocation function a : U → ∆([k]) satisfies multiple-task fairness with respect to
distance metric d if for all u1 , u2 ∈ U and i ∈ [k], we have |ai (u1 ) − ai (u2 )| ≤ d(u1 , u2 ).
Like in this work, [7] studies the design of allocation algorithms that return fair outcomes
when the advertisers bid fairly. [7] connects fairness in advertisers’ values and allocations to
the distance metric over users through a constraint on advertisers’ values called the “bid
ratio constraint”. Informally, if two users are close to each other under the distance metric d,
then all advertisers are required to bid multiplicatively similar amounts on the users.
▶ Definition 6 ([7]). A bid ratio constraint is a continuous function h : [0, 1] → [1, ∞]
with h(0) = 1 and h(1) = ∞. We say that the value function v i : U → [0, ∞) of advertiser i
satisfies the bid ratio constraint h with respect to metric d if for all u1 , u2 ∈ U : h(d(u11 ,u2 )) ≤
v i (u1 )
v i (u2 )

≤ h(d(u1 , u2 )).

[7] then proceed to design allocation algorithms that achieve multiple task fairness with
respect to the underlying metric d as long as the values reported to the algorithm satisfy an
appropriate bid ratio constraint. There is a close connection between our approach and that
of [7]. An allocation algorithm is value stable if and only if it satisfies multiple task fairness
whenever paired with value vectors satisfying an appropriate bid ratio constraint.
▶ Fact 7. Let h : [0, 1] → [1, ∞] be a strictly increasing function with h(0) = 1 and h(1) = ∞.
Let f : [1, ∞] → [0, 1] be the inverse of h. Then an allocation function a is value stable with
respect to function f if and only if over any universe U endowed with distance metric d and
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any set of value vectors assigned to users in the universe that satisfy the bid ratio constraint
h, the function a applied to the value vectors produces a multiple task fair allocation with
respect to d.

3

The Inverse Proportional Allocation algorithm and our results

The main contribution of this paper is a new class of allocation functions that we call
inverse-proportional (IPA) allocation. In this section we introduce the algorithm and outline
its properties. Let us begin with an informal description of our mechanism. Recall that in
a proportional allocation algorithm, the allocations ai are proportional to (some function
of) the values vi . In the inverse proportional allocation algorithm, we set the unallocated
amounts 1 − ai to be proportional to some decreasing function of the values vi . Specifically,
the algorithm is parameterized by a decreasing function g : R≥0 → (0, ∞], where g(0) = ∞
and limx→∞ g(x) = 0. We then deduct allocation from advertiser i in proportion to g(vi ).
We will now describe the algorithm more precisely in three different but equivalent ways,
which will be useful for our analysis.
Formulation 1: We start with the most direct formulation. Let v be a value vector. For
P
t ≥ 0 and i ∈ [k], let yi (t) = max(0, 1 − tg(vi )), and y(t) = i∈[k] yi (t). Observe that
y(t) is a decreasing function with y(0) = k. Then, there is a unique value of t for which
y(t) = 1. Let t∗ > 0 be this value. Define a(v) = (y1 (t∗ ), · · · , yk (t∗ )). (Intuitively, we
start with an allocation of 1 to every advertiser, corresponding to t = 0. We gradually
raise t, decreasing the allocations in proportion to g(vi ). When an allocation reaches 0, it
remains 0. The process stops when the total allocated mass is precisely equal to 1.)
Formulation 2: We next describe an algorithmic version that describes how to find t∗ . For
i ∈ [k] let wi denote the unallocated amounts to be assigned to each advertiser. Observe
that over any set S of advertisers, the total allocated amount is at most 1 and therefore
the total unallocated amount is at least |S| − 1. The wi ’s split this amount in proportion
to the g(vi )’s. However, there is a problem: when the set S is large and vi is very small,
it may turn out to be the case that wi > 1, and 1 − wi is negative. In this case, we
must assign an allocation of 0 to the corresponding advertiser. Formally, we start with S
being the set of all advertisers. At each step we determine the weights wi (S) as below;
we remove from S any advertisers j with wj (S) > 1; we recurse on the remaining set of
advertisers until all wi (S) values are ≤ 1.
wi (S) := (|S| − 1) P

g(vi )
j∈S g(vj )

Formulation 3: Our final formulation is a computationally efficient algorithm implementing
the above idea. See Algorithm 1. The algorithm runs in time O(k log k).
▶ Remark 8. In Algorithm 1, when k = 2, the condition for the while loop is never satisfied, so
both advertisers will receive nonzero allocations if both of their values are nonzero. Similarly,
whenever k ≥ 2, at least two advertisers will be assigned nonzero allocation probabilities
when there are at least two advertisers with nonzero values.

3.1

Incentive Compatibility

Observe that IPA is a prior free algorithm. We will now formally prove incentive compatibility.
The following lemma shows that the allocation assigned to any advertiser is weakly monotone
increasing in her own value and weakly monotone decreasing in other advertisers’ values.
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Algorithm 1 Inverse Proportional Allocation (IPA) parameterized by function g.

Input: Function g : R≥0 → (0, ∞] with g(0) = ∞ and limx→∞ g(x) = 0. Values v1 , . . . , vk .
Initialize ai = 0 for 1 ≤ i ≤ k
Sort the values so that v1 ≤ v2 ≤ . . . ≤ vk .
if vk = 0 then
Set ai = 1/k for all 1 ≤ i ≤ k.
return a.
end if
Initialize s = min ({i ∈ [k] | vi > 0}).
Pk
while (k − s)g(vs ) ≥ j=s g(vj ) do
Increment s.
end while
for i ≥ s do
Set ai = 1 − (k − s) Pkg(vi ) .
j=s

g(vj )

end for
return a.
▶ Lemma 9. For any value vector v and any i ∈ [k], let v′ = (vi ′ , v−i ) be another value
vector that differs from v only in coordinate i with vi > vi ′ . Then it holds that ai (v) ≥ ai (v′ )
and aj (v) ≤ aj (v′ ) for all j ̸= i.
Proof. Consider determining the allocations a(v) and a(v′ ) using Formulation 1 of the IPA
described above. Let y(t) and y ′ (t) denote the sums of allocations at a particular value of t
for v and v′ respectively. Recall that g is a decreasing function, and so, g(vi ) ≤ g(vi ′ ). Then,
at any t, we have y(t) ≥ y ′ (t). Therefore, the value of t∗ that defines the final allocations is
smaller under v than under v′ . This immediately implies aj (v) ≤ aj (v′ ) for all j ̸= i. Then
ai (v) ≥ ai (v′ ) follows by recalling that the allocations sum up to 1.
◀
Lemma 9, by guaranteeing monotonicity, implies that the algorithm can be implemented
as an incentive-compatible mechanism using an appropriately designed payment rule. For
g(x) = 1/x, the payments can be specified explicitly; see the full version of the paper.

3.2

Choosing the function g

An important choice in the design space for IPA algorithms is the choice of the function
g. This choice depends on the tradeoff between the stability condition we want to satisfy
and the social welfare approximation we desire. However, there is an additional property
that should be satisfied. Since we focus on prior free design and worst case analysis, the
algorithm should be scale free in that when all values are scaled by a common factor, the
allocation remains the same.
Consider, for example, the value vectors v = (1, x) and v′ = (y, xy). The allocation
produced by IPA with parameter g in the two cases is, respectively,




g(1)
g(x)
g(y)
g(xy)
′
a = 1−
,1 −
and a = 1 −
,1 −
g(1) + g(x)
g(1) + g(x)
g(y) + g(xy)
g(y) + g(xy)
In order for these allocations to be the same, modulo normalization, it must hold that
g(xy) = g(x)g(y) for all x, y > 0. Under very mild assumptions on g (e.g. continuity), the
only solution to this functional equation is g(x) = x−ℓ where ℓ ∈ (0, ∞). Henceforth we focus
on IPA parameterized by this family of polynomial functions.
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▶ Definition 10. For ℓ ∈ (0, ∞), the Inverse Proportional Allocation Algorithm with
parameter ℓ is Algorithm 1 with g defined as g(x) = x−ℓ for x ∈ [0, ∞).
This family of polynomial functions encompasses the entire range of tradeoffs between
value stability and social welfare. To see this, consider IPA at the extremes. As ℓ → 0, IPA
with g(x) = x−ℓ ignores the value vector entirely and always assigns an equal allocation
of 1/k to each advertiser. This algorithm achieves the strongest possible value stability
condition, with f (λ) = 0 for all λ ∈ [1, ∞]. However, this value stability guarantees comes at
the expense of social welfare: the approximation ratio approaches 0 as k → ∞. As ℓ → ∞,
IPA with g(x) = x−ℓ becomes a highest-bid-wins allocation rule. This algorithm achieves an
approximation ratio of 1 at the expense of value stability: f (λ) approaches 1 for every λ > 1.
When ℓ ∈ (0, ∞), IPA with g(x) = x−ℓ interpolates between these two extremes, achieving
different tradeoffs between social welfare and value-stability.

3.3

The value stability of IPA

We begin our analysis of the IPA by studying its value stability properties. The following
theorem shows that the IPA with an appropriate choice of parameter ℓ > 0 achieves value
stability with respect to the class of functions fℓ (λ) = 1 − λ−2ℓ .
▶ Theorem 11. For any ℓ > 0 and any number k > 0 of advertisers, the inverse proportional
allocation algorithm with parameter ℓ is value stable with respect to any function f that
satisfies f (λ) ≥ fℓ (λ) = 1 − λ−2ℓ for all λ ∈ [1, ∞).
As briefly discussed above, the family of functions fℓ essentially represents the large
spectrum of possible value stability conditions. See Figure 1 for a depiction of fℓ at
different values of ℓ. In particular, f0 is 0 everywhere and represents one extreme – a fixed
allocation; f∞ is 1 everywhere and represents the other extreme – an unconstrained allocation.
Furthermore, for any non-decreasing function f : [1, ∞) → [0, 1] with limx→∞ f (x) = 1, there
exists an ℓ with f (x) ≥ fℓ (x) for all x ∈ [1, ∞). Therefore, for any such stability constraint
f , there exists a value for ℓ so that IPA with parameter ℓ is stable with respect to f .7
We also show a converse of Theorem 11. In particular, we observe that for stability
constraints f that do not fall into the class of functions {fℓ }, the best way to parameterize IPA
is to choose the parameter ℓ corresponding to the function fℓ that most closely approximates
f from below.
▶ Theorem 12. For any function f and parameter ℓ > 0 such that over any number of
advertisers k > 0, the IPA with parameter ℓ is value stable with respect to f , it holds that
f (x) ≥ fℓ (x) for all x ≥ 1.
The proofs of Theorem 11 and Theorem 12 are deferred to Section 4.

3.4

The social welfare of IPA

Next we analyze the worst case performance of the IPA for social welfare.
▶ Theorem 13. For any ℓ ∈ (0, ∞), the inverse proportional allocation algorithm with
parameter ℓ obtains a worst case approximation ratio for social welfare of at least:

ℓ
1
ℓ
αℓ := min (1 − xℓ + xℓ+1 ) = 1 −
ℓ+1 ℓ+1
x∈(0,1)
7

In Section 5.2, we construct a variant of inverse proportional allocation that can better handle when
limx→∞ f (x) ̸= 1 and/or when the convergence to this limit is slow.
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The approximation ratio of IPA is easy to analyze and we present the argument here
in its entirety. The proof essentially shows that value vectors of the form [1, x, x, . . . , x] for
x < 1 are the worst case with respect to social welfare for IPA. At such a value vector, each
advertiser with value x gets some non-zero allocation, which limits the mass that is placed
on the highest value advertiser.
Proof of Theorem 13. Consider any value vector v and order the values so that v1 ≥ v2 ≥
. . . ≥ vk . Since multiplicative scaling does not affect the allocation or the approximation
ratio, we may assume without loss of generality that v1 = 1. Then, the optimal social welfare
over this value vector is also 1. We may also assume v2 > 0, since otherwise the algorithm
puts the entire allocation mass on the highest value.
Consider the set of non-zero allocations. We know that this set is of the form {1, . . . , m}
for some 1 ≤ m ≤ k. The social welfare achieved by IPA can be written as:
m
X

vi ai ≥ v1 a1 + vm (1 − a1 ) = a1 + vm (1 − a1 ).

i=1

To analyze this expression, we first recall that a1 = 1 − (m − 1)/
since advertiser m receives a nonzero allocation, we know that

Pm

i=1

vi −ℓ . Observe that

vm −ℓ
m−1
1 ≥ 1 − am = (m − 1) Pm
, so, Pm
≤ vm ℓ .
−ℓ
−ℓ
v
v
i
i
i=1
i=1
This means that a1 ≥ 1 − vm ℓ , and the approximation ratio can be lower bounded by
ℓ
1 − vm ℓ + vm ℓ+1 . The lowest value of this expression is achieved at vm = ℓ+1
, implying the
bound claimed in the theorem.
◀
Observe that the approximation achieved by IPA is independent of the number k of
advertisers. This is one of the main features that distinguishes IPA from the family of
proportional allocation (PA) algorithms. PA necessarily exhibit worse and worse performance
as the number of advertisers grows because every advertiser gets some non-zero fraction of
the total allocation; IPA, on the hand, achieves good performance even when k is large by
better handling advertisers that have small values relative to the largest value.
Figure 1 shows our bound from Theorem 13 for IPA as well as the bounds in Chawla et
al. [7] for PA. Notice that when k ≥ 6, IPA consistently outperforms PA across most of the
parameter regime for ℓ. Moreover, the gap between these bounds grows as k becomes larger,
eventually reaching ∞ as k → ∞. When k = 2, however, the bound for PA beats the bound
for IPA. This turns out to be an artifact of our theoretical analysis.8
Finally, we remark that IPA with parameter ℓ = 1 arises as a full-information Nash
equilibrium of an algorithm that allocates proportionally to bids with an all-pay payment
rule. These mechanisms are considered in [14, 5, 8], and, in this context, the approximation
ratio was previously shown to be at least 3/4, the same bound we obtain. Our analysis is
different and much simpler than those other works because, in particular, it does not require
determining equilibrium strategies. Moreover, our analysis generalizes to ℓ ̸= 1.

8

For k = 2, the proof of Theorem 11 actually shows that the fairness guarantees of IPA turn out to
be stronger, and indeed IPA with parameter ℓ is bid stable with respect to fℓ/2 . Thus, it is more
appropriate to compare IPA with parameter ℓ and PA with ℓ, and the bound in Theorem 13 can be
improved to show that these two algorithms achieve the same approximation ratio.
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Figure 1 Properties of IPA across different settings of ℓ. The vertical axes are different in the
first row and the second row. Refer to the full version for a discussion of the empirical analysis on
the Yahoo dataset. (Bid-stability in the empirical analysis is closely related to value-stability in the
theoretical analysis.)

4

An analysis of Inverse Proportional Allocation

We will now prove the value stability of Inverse Proportional Allocation, restated below.
▶ Theorem 11. For any ℓ > 0 and any number k > 0 of advertisers, the inverse proportional
allocation algorithm with parameter ℓ is value stable with respect to any function f that
satisfies f (λ) ≥ fℓ (λ) = 1 − λ−2ℓ for all λ ∈ [1, ∞).
▶ Theorem 12. For any function f and parameter ℓ > 0 such that over any number of
advertisers k > 0, the IPA with parameter ℓ is value stable with respect to f , it holds that
f (x) ≥ fℓ (x) for all x ≥ 1.
To prove Theorem 11, we need to understand how the allocation changes as the value
vector changes by a small multiplicative amount. There are two main components to this
analysis. First, given a value vector v, we identify among all value vectors multiplicatively
close to v the one that changes a particular advertiser i’s allocation to the greatest extent. The
second step is to then bound the corresponding change to the allocation. The main challenge
in doing so is that as the value vector changes, the set of advertisers that get non-zero
allocation also changes. This makes it difficult to directly compare the two allocations.
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Before jumping into the main proof, let us consider the special case of k = 2 advertisers.
This setting will illustrate the first component of our analysis as well as provide intuition for
how the stability constraint fℓ relates to the parameter setting of IPA. In this setting, both
advertisers always receive non-zero allocation and it becomes possible to write the allocation
explicitly:

 

v1 −ℓ
v2 −ℓ
v1 ℓ
v2 ℓ
a(v) = 1 − −ℓ
,
1
−
=
,
.
v1 + v2 −ℓ
v1 −ℓ + v2 −ℓ
v1 ℓ + v2 ℓ v1 ℓ + v2 ℓ
Now fix a value λ ∈ [1, ∞) and consider any two value vectors v and v′ with v1′ ∈ [1/λ, λ]v1
and v2′ ∈ [1/λ, λ]v2 . We need to show that |a1 − a′1 | ≤ fℓ (λ) = 1 − λ−2ℓ , which implies the
same bound over |a2 − a′2 |. Let us fix the vector v and construct a worst-case value vector
v′ such that a′1 is as small as possible while respecting the multiplicative condition on the
values. The monotonicity properties given in Lemma 9 enable us to identify such a value
vector: v′ = [v1 /λ, λv2 ]. For this “worst-case” choice, we have:
v1 ℓ
(v ′ )ℓ
− ′ ℓ 1 ′ ℓ
ℓ
v1 + v2
(v1 ) + (v2 )
1
1
=
−
.
ℓ
2ℓ
1 + (v2 /v1 )
1 + λ (v2 /v1 )ℓ

a1 − a′1 =

ℓ

Treating v2 /v1 as a free variable, we see that the expression is maximized at v2 /v1 = 1/λ
and we get,
a1 − a′1 ≤

1
1
λℓ − 1
≤ 1 − λ−ℓ .
−
=
1 + λ−ℓ
1 + λℓ
λℓ + 1

Recall that fℓ (λ) = 1 − λ−2ℓ and so the theorem follows for the case of k = 2.
For the general case, we carry out a similar analysis. We fix the value vector v and a
parameter λ ∈ [1, ∞), and find a worst-case value vector v′ that is multiplicatively close
to v but changes the allocation by the greatest amount. The challenge is that in order to
write down an explicit expression for some advertiser’s allocation we need to fix the set of
advertisers that obtains non-zero allocation. This set changes as the value vector changes.
Our analysis is based on two ideas. The first idea is to examine the formulation of IPA in
Algorithm 1 and consider how the allocations change if we terminate the while loop in Step 7
early. Let S be the set of agents that receive non-zero allocations in the algorithm. We
argue that if we terminate the while loop early, “serving” a larger set of agents than S, then
agents in S receive higher allocations. The second idea is when comparing allocations for
the two vectors v and v′ , if we pretend that the same set of advertisers are “served” under
both the value vectors (with some of these allocations potentially being negative), then these
allocations are additively close. We formalize these properties in the following lemmas.
▶ Lemma 14. Let v be any value vector with the advertisers reordered so that v1 ≥ v2 ≥
· · · ≥ vk . Let S = [m] be the set of advertisers with nonzero allocation returned by the Inverse
Proportional Allocation algorithm parameterized by function g on v. Then for any m′ with
m ≤ m′ ≤ k and any i ∈ [m],
1 − (m − 1) P

g(vi )
g(vi )
≤ 1 − (m′ − 1) P
.
j∈[m] g(vj )
j∈[m′ ] g(vj )

▶ Lemma 15. Let λ ∈ [1, ∞) and g(x) = x−ℓ for all x ≥ 0. Let S ⊆ [k] be an arbitrary
set of advertisers, and i be an advertiser in S. Suppose that value vectors v and v′ satisfy
vi′ = vi /λ2 and vj′ = vj for all j ∈ S with j ̸= i. Then we have:
!
!
g(vi )
g(vi′ )
− max 0, 1 − (|S| − 1) P
≤ fℓ (λ).
max 0, 1 − (|S| − 1) P
′
j∈S g(vj )
j∈S g(vj )
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Lemmas 14 and 15 along with Lemma 9 provide us with the necessary ingredients to
prove Theorem 11.
Proof of Theorem 11. Let λ ∈ [1, ∞), and let v be an arbitrary value vector. We will focus
on the allocation a1 to advertiser 1, and consider a value vector v′ with vi′ ∈ [1/λ, λ]vi for
all i ∈ [k] that assigns the minimum possible allocation to 1. Since the IPA is a scale-free
allocation algorithm, we may equivalently focus on value vectors v′ with vi′ ∈ [1/λ2 , 1]vi for
all i ∈ [k]. Lemma 9 then implies that the allocation to 1 is minimized at v1′ = v1 /λ2 and
′
v−1
= v−1 .
Let S be the set of advertisers receiving nonzero allocation from IPA on v, and let S ′ be
the corresponding set for v′ . Let a and a′ be the corresponding allocations. By Lemma 9,
a′i ≥ ai for all i =
̸ 1 and a′1 ≤ a1 . Therefore, S ⊆ S ′ ∪ {1}. We want to show: a1 − a′1 ≤ fℓ (λ).
We now break up our analysis into three cases.
Case 1: 1 ̸∈ S. In this case, a1 = 0 and a1 − a′1 ≤ 0, so the statement trivially holds.
Case 2: 1 ∈ S and 1 ∈ S ′ . In this case we have S ⊆ S ′ , and a1 , a′1 > 0. So, by Lemma 14
we obtain:
a1 = 1 − (|S| − 1) P

g(v1 )
g(v1 )
≤ 1 − (|S ′ | − 1) P
.
g(v
)
j
j∈S
j∈S ′ g(vj )

Furthermore, Lemma 15 implies:
g(v1 )
g(v1′ )
1 − (|S | − 1) P
≤ max 0, 1 − (|S ′ | − 1) P
′
j∈S ′ g(vj )
j∈S ′ g(vj )

!

′

+ fℓ (λ) = a′1 + fℓ (λ),

so a1 − a′1 ≤ fℓ (λ) as desired.
Case 3: 1 ∈ S and 1 ̸∈ S ′. In this case we cannot directly apply Lemma 15 to S ′ . Instead,
let R = {i | vi′ ≥ v1′ } = i | vi ≥ v1 /λ2 . We claim that S ⊆ R. This is because 1 ̸∈ S ′ ,
and therefore all i ∈ S ′ have vi′ ≥ v1′ , and therefore S ⊆ S ′ ∪ {1} ⊆ R.
Thus, we can apply Lemma 14 to obtain:
a1 = 1 − (|S| − 1) P

g(v1 )
g(v1 )
≤ 1 − (|R| − 1) P
.
j∈S g(vj )
j∈R g(vj )

Next, we can apply Lemma 15 to R to see that
g(v1 )
g(v1′ )
1 − (|R| − 1) P
≤ max 0, 1 − (|R| − 1) P
′
j∈R g(vj )
j∈R g(vj )

!
+ fℓ (λ).

Finally, since advertiser 1 receives a zero allocation on value vector v′ and since v1′ =
P
min ({vi′ | i ∈ R}), we know by Step 7 of Algorithm 1 that (|R| − 1)g(v1′ ) ≥ j∈R g(vj′ ).
g(v ′ )
Thus, 1 − (|R| − 1) P 1 ′ ≤ 0. This shows that a1 ≤ fℓ (λ) = a′1 + fℓ (λ) as desired. ◀
j∈R

g(vj )

It remains to prove the lemmas.
Proof of Lemma 14. For i ∈ [m], let ai = 1 − (m − 1) P

(1/vi )
(1/vj )

and a′i = 1 − (m′ −

j∈[m]

1) P

(1/vi )
.
′ (1/vj )

We wish to prove that for i ∈ [m], it holds that ai ≤ a′i . In order to compare

j∈[m ]

these values, we consider the following expressions for ai and a′i using Formulation 1 of
IPA in Section 3. First, we see that aj = max(0, 1 − t · (1/vj )), where t is the unique value
Pk
such that j=1 aj = 1. Equivalently, since [m′ ] contains the set of advertisers that receive
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P
nonzero allocations, t is also the unique value such that j∈[m′ ] aj = 1. Similarly, we see
P
that a′j = 1 − t′ · (1/vj ), where t′ is the unique value such that j∈[m′ ] aj = 1. In other
words, the only difference between t and t′ is that the allocations are not constrained to be
nonnegative for t′ . This implies that t′ ≤ t, and so for i ∈ [m]:
ai = max(0, 1 − t · (1/vi )) = 1 − t · (1/vi ) ≤ 1 − t′ · (1/vi ) = a′i
◀

as desired.
Proof of Lemma 15. Let us consider the expression we need to bound:
!
g(vi′ )
− max 0, 1 − (|S| − 1) P
′
j∈S g(vj )
!
!

(|S| − 1) · g λvi2
(|S| − 1) · g(vi )
 P
P
= max 0, 1 −
− max 0, 1 −
g(vi ) + j∈S;j̸=i g(vj )
g λvi2 + j∈S;j̸=i g(vj )

g(vi )
d := max 0, 1 − (|S| − 1) P
j∈S g(vj )

!

We want to show that d ≤ fℓ (λ). We first observe that the statement is vacuously true
when the maximum in the first term of d is equal to 0 as well as when |S| = 1. So henceforth
we assume that |S| ≥ 2 and 1 − (|S| − 1) g(v )+Pg(vi ) g(v ) > 0.
i
j
j∈S;j̸=i
P
Let r denote the ratio ( j∈S,j̸=i g(vj ))/g(vi ). Recalling that g(vi /λ2 ) = λ2ℓ g(vi ), we get,


|S| − 1
|S| − 1
d(r) = 1 −
− max 0, 1 −
1+r
1 + λ−2ℓ b
|S| − 1
|S| − 1
−
=
−2ℓ
max(|S| − 1, 1 + λ b)
1+r
Now we will consider three cases. First, if |S| = 2, the expression becomes
1
1
−
1 + λ−2ℓ b 1 + r
This is identical to the expression we analysed for the 2 advertisers setting at the beginning
of this section. The expression maximized at b = λℓ , and we obtain
d(r) =

d(r) ≤

λℓ − 1
≤ 1 − λ−ℓ .
λℓ + 1

Second, suppose that |S| > 2 and max(|S| − 1, 1 + λ−2ℓ r) = |S| − 1. This means that
r ≤ λ2ℓ (|S| − 2). Then we have, d(r) = 1 − (|S| − 1)/(1 + r). Note that d(r) is increasing as
a function of r. So in this case it is maximized at r = λ2ℓ (|S| − 2). We get
max

r≤λ2ℓ (|S|−2)

d(r) ≤ 1 −

|S| − 1
≤ 1 − λ−2ℓ = fℓ (λ)
1 + λ2ℓ (|S| − 2)

Finally, suppose that |S| > 2 and max(|S| − 1, 1 + λ−2ℓ r) = 1 + λ−2ℓ r. This means that
r ≥ λ2ℓ (|S| − 2). Then we have


1
1
d(r) = (|S| − 1)
−
1 + λ−2ℓ r 1 + r
In this case, the function d(r) is non-increasing on r ∈ [λ2ℓ (|S| − 2), ∞) (see Proposition 32
in the full version of the paper.) Therefore, once again we have,
max

r≥λ2ℓ (|S|−2)

d(r) ≤ 1 −

This completes the proof.

|S| − 1
≤ 1 − λ−2ℓ = fℓ (λ)
1 + λ2ℓ (|S| − 2)
◀
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We now prove Theorem 12.
Proof of Theorem 12. Let x be any value in [1, ∞]. We
the value vectors v =

 consider

′
vi vi
′
2
[x, . . . , x] and v = [x , 1, . . . , 1]. Notice that maxi∈[k] max v′ , vi
= x. Observe that
i

2

g(x )
the allocation a′1 is 1 − (k − 1) g(x2 )+(k−1)g(1)
= 1−

g(x2 )
g(x2 )
k−1 +g(1)

. As k → ∞, this becomes

2

)
−2ℓ
1 − g(x
. In comparison, the allocation a1 → 0. Thus, we must have that
g(1) → 1 − x
−2ℓ
f (x) ≥ 1 − x .
◀

5

Near-optimality of Inverse Proportional Allocation

In this section, we prove that inverse proportional allocation is near-optimal in comparison
to any prior-free allocation algorithm. First, we show in Section 5.1 that IPA is optimal
for the family of value-stability constraints fℓ : that is, no prior-free allocation algorithm
can beat the performance of IPA within this family of value-stability constraints. Then, we
consider the performance of IPA for value-stability constraints f that are not of the form
fℓ . We construct an extension of IPA called capped IPA that performs near-optimally for
any “reasonable” function f satisfying a mild constraint. In Section 5.2, we discuss this
extension of IPA, and in Section 5.3, we prove our near-optimality result: for any function
f satisfying the constraint that admits a prior-free value-stable allocation algorithm with
approximation ratio α, there exists a capped IPA algorithm that achieves an approximation
α
ratio of Ω( ln(1/α)+1
).

5.1

Optimality of IPA

Recall that Theorems 11 and 13 together imply that for any ℓ > 0, it is possible to achieve
value stability with respect to the function fℓ while obtaining an αℓ = 1 − ℓℓ /(ℓ + 1)ℓ+1
approximation to social welfare. We will now show that no prior-free allocation algorithm
that is value stable with respect to fℓ can obtain a better approximation as the number of
advertisers k tends to infinity.
▶ Theorem 16. For every ℓ > 0, no prior-free allocation algorithm that is value stable with
respect to fℓ can obtain a worst case approximation ratio for social welfare over k advertisers
that is better than αℓ − 1/k.
Thus, within the family fℓ , the approximation ratio obtained by IPA is optimal within an
additive factor of 1/k. In the limit as k → ∞, this theorem implies that IPA achieves the
optimal approximation ratio in comparison to any prior-free allocation algorithm that is
value-stable for fℓ .
The proof of this theorem is based on the following lemma from [7] that we restate and
reprove for completeness.
▶ Lemma 17 ([7], rephrased). Let f : [1, ∞] → [0, 1] be any weakly increasing function, and
λ > 1 be an arbitrary real number. Then, no prior free allocation algorithm over k advertisers
that is value-stable with respect to fcan obtain an approximation to social welfare better
than: k1 + f (λ) + λ−2 1 − k1 − f (λ .
Proof. Consider the value vectors v = [1, . . . , 1]. Since the total allocation is 1, there must
exist an advertiser i ∈ [k] such that ai ≤ 1/k. We define a value vector v′ that’s within a
multiplicative factor of λ on every coordinate and place a lower bound on its approximation
ratio for social welfare. More specifically, we consider v′ so vi′ = λ and vj′ = λ−1 for j ̸= i.
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Since the allocation is value-stable, it must satisfy a′i ≤ f (λ) + ai ≤ k1 + f (λ). Thus, the
approximation ratio for social welfare is a′i + λ−2 (1 − a′i ). Using the above bound on a′i , we
see that the approximation ratio is at most k1 + f (λ) + λ−2 1 − k1 − f (λ) as desired.
◀
The proof of Theorem 16 now follows directly.
Proof of Theorem 16. The theorem follows from Lemma 17 by substituting f (λ) = 1−λ−2ℓ ;
minimizing the expression over λ; and recalling that αℓ = minx∈(0,1) (1 − xℓ + xℓ+1 ), which
can be written as minλ>1 1 − λ−2ℓ + λ−2(ℓ+1) = minλ>1 f (λ) + λ−2 (1 − f (λ) .
◀

5.2

A simple extension of IPA

We now consider general value-stability constraints f , and consider the design of algorithms
that are value-stable for general f . As mentioned earlier, for every function f with
limx→∞ f (x) = 1, there exists a parameter ℓ > 0 such that f (x) ≤ fℓ (x) for all x ∈ [1, ∞),
and so value stability for such functions can be achieved with an IPA algorithm. However,
this family excludes stability constraints f with limx→∞ f (x) = c < 1. With this shortcoming
in mind, we propose an extension of IPA that we call capped IPA. The idea is to run IPA
with probability c, so that the maximum difference between any two advertiser’s allocations
is always capped by c.
▶ Algorithm 18. The Capped Inverse Proportional Allocation algorithm with parameters ℓ and c applies the Inverse Proportional Algorithm with parameter ℓ with probability
c and uniformly assigns allocation across all advertisers with probability 1 − c.
The value stability and social welfare properties of capped inverse proportional allocation
follow immediately from our analysis of IPA in the previous sections.
▶ Corollary 19. Let ℓ > 0 and c ∈ [0, 1] be parameters, and let k > 0 be any number
advertisers. The capped inverse proportional allocation algorithm with parameters ℓ and c
is value stable with respect to any function f that satisfies f (λ) ≥ cfℓ (λ) = c(1 − λ−2ℓ ) for
all λ ∈ [1, ∞). Moreover, this algorithm obtains a worst case approximation ratio for social
welfare of at least

ℓ !
ℓ
1
.
c · αℓ = c 1 −
ℓ+1 ℓ+1
Proof. For any value vector v, we compare the allocation a of this capped IPA algorithm to
the allocation a′ of IPA with parameter ℓ. For any i ∈ [k], it holds that ai = ca′i + (1 − c)/k.
The value-stability and social welfare properties then follow from Theorem 11 and Theorem
13.
◀

5.3

Near-optimality with respect to general value-stability functions

We now show that capped inverse proportional allocation can perform near-optimally for
any “reasonable” value stability constraint f : [1, ∞] → [0, 1]. First, we argue that any
“reasonable” value-stability constraint f should at minimum satisfy the following conditions:
(a) f is weakly increasing, and (b) f (x)/ ln(x) is weakly decreasing.
For constraint (a), observe that if a prior-free allocation algorithm is value-stable with
respect to f , then it is also value-stable with respect to g(x) = miny≥x g(y) which is weakly
increasing.
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For constraint (b), observe that if a prior-free allocation algorithm is value-stable with
respect to f , then it is also value-stable with respect to g(x) = inf n∈N nf (x1/n ). Then for any
′
x ∈ [1, ∞] and n ∈ N, it holds that g(x) · n = n · inf m∈N mf (x1/m ) ≥ inf m′ ∈N m′ f (xn/m ) =
n
g(x)
g(x )
g(xn ). This implies that ln(x)
≥ ln(x
n ) . After some “smoothing”, this essentially guarantees
that g(x)/ ln(x) is weakly decreasing.
With these conditions in place, we consider value-stability constraints f where f is weakly
increasing and f (x)/ ln(x) is weakly decreasing. We now show that for any f of this form,
the family of capped inverse proportional allocation algorithms achieves value-stability while
obtaining an approximation ratio that is only logarithmically worse than optimal.
▶ Theorem 20. Let f : [1, ∞] → [0, 1] be any function where f (x)/ ln(x) is weakly decreasing
and f is weakly increasing. Suppose that there exists a prior-free allocation algorithm that
is value-stable for f that achieves a worst-case approximation ratio of α. Then, there exist
parameters ℓ ∈ (0, ∞) and c ∈ [0, 1] such that the capped IPA algorithm with parameters
ℓ and


α/2
c is value-stable for f and achieves a worst-case approximation ratio of at least: 2 ln(1/α)+1 .
The proof of Theorem 20 leverages Lemma 17 to lower bound f (x) as a function of
the approximation ratio. This bound is applied to a carefully chosen point, and the basic
properties of f can be used to extend this to a pointwise lower bound by a “well-behaved”
function F . This function F can be approximated from below by a function of the form c · fℓ .
We then show that capped IPA with parameters ℓ and c achieves a significant fraction of the
optimal approximation ratio for the value-stability constaint f .
2

α
Proof of Theorem 20. Let c = α−α
1−α2 = 1+α , and let F (x) = min(c, ln(x) · c/ ln(1/α)).
We begin by showing that f (x) ≥ F (x) for all x ∈ [1, ∞]. By Lemma 17, we know that
f (x) ≥ (α − x−2 )/(1 − x−2 ) for every x ∈ [1, ∞). Now, we apply this fact at x = 1/α to
2
conclude that f (1/α) ≥ α−α
1−α2 = c. Using the basic properties of f , we can extend this to
f (x)
obtain a pointwise lower bound by F . Since ln(x)
is decreasing, this means that for x ≤ 1/α,
we have that f (x) ≥ ln(x) · c/ ln(1/α) = F (x). Moreover, since f is weakly increasing, we
know that for x ≥ 1/α, we have that f (x) ≥ c = F (x). Putting these two conditions together,
we have that f (x) ≥ min(c, ln(x) · c/ ln(1/α)) = F (x).
Now, we relate F (x) to the value-stability condition for a capped IPA algorithm. By
Proposition 33 in the full version of the paper, we know that min(c, ln(x) · c/ ln(1/α)) ≥ c(1 −
x−1/ ln(1/α) ). This implies that f (x) ≥ c(1 − x−1/ ln(1/α) ) as desired. Let ℓ = 1/(2 ln(1/α)).
We claim that the capped IPA with parameters ℓ and c is value-stable for f . By Corollary
19, we know that this capped IPA algorithm is value-stable for f (x) ≥ c(1 − x−2ℓ ) =
α−α2
−1/ ln(1/α)
), as desired.
1−α2 (1 − x
Now,
we
show
that
this capped IPA algorithm achieves an approximation ratio of at least


α/2
2 ln(1/α)+1 . By Corollary 19, we know that the algorithm achieves social welfare of at least

1
c 1−
ℓ+1



ℓ
ℓ+1

ℓ !

This completes the proof.

α − α2
≥
1 − α2



1
1−
ℓ+1



α
=
1+α



1
2 ln(1/α) + 1


.
◀

α/2
Theorem 20 shows that capped IPA achieves an approximation ratio of at least 2 ln(1/α)+1
,
where α is the best possible approximation ratio achieved by any prior-free allocation
algorithm that is value-stable for f . In fact, this result also shows that when α ≥ 0.5 (i.e. the
best possible approximation ratio achieves a 0.5 fraction of the social welfare), then capped
IPA achieves a approximation ratio of at least 0.2α. In other words, in this regime, capped
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IPA is able to achieve a constant fraction of the optimal approximation ratio. When the
approximation ratio is small, the guarantees provided in Theorem 20 do degrade with ln(1/α).
An interesting direction for future work would be to try to close this gap and maintain a
constant fraction of the optimal social welfare even when the approximation ratio is small.

6

Future work

In this work we address the tradeoffs between fairness and social welfare through a simplistic
model that assumes that advertisers bid to maximize their utility in every auction. In reality,
advertisers have budgets and optimize for their long term returns. Incorporating fairness
constraints into these more general models of ad auctions is an interesting avenue for future
work. For the model we study, our work presents an alternative to the proportional allocation
mechanism of [7]. The two classes of allocation algorithms perform well under different
contexts, and it would be interesting to understand whether one can interpolate between the
two to obtain fairness guarantees as strong as those of proportional allocation while at the
same time achieving performance commensurate with that of inverse proportional allocation.
Finally, a very interesting open direction is to examine ad auction design under a group
fairness constraint.
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Abstract
We study the classical expander codes, introduced by Sipser and Spielman [10]. Given any constants
0 < α, ε < 1/2, and an arbitrary bipartite graph with N vertices on the left, M < N vertices on
the right, and left degree D such that any left subset S of size at most αN has at least (1 − ε)|S|D
neighbors, we show that the corresponding linear code given by parity checks on the right has distance
at least roughly αN
. This is strictly better than the best known previous result of 2(1 − ε)αN [11, 12]
2ε
whenever ε < 1/2, and improves the previous result significantly when ε is small. Furthermore, we
show that this distance is tight in general, thus providing a complete characterization of the distance
of general expander codes.
Next, we provide several efficient decoding algorithms, which vastly improve previous results
in terms of the fraction of errors corrected, whenever ε < 14 . Finally, we also give a bound on the
list-decoding radius of general expander codes, which beats the classical Johnson bound in certain
situations (e.g., when the graph is almost regular and the code has a high rate).
Our techniques exploit novel combinatorial properties of bipartite expander graphs. In particular,
we establish a new size-expansion tradeoff, which may be of independent interests.
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1

Introduction and Our Results

Expander codes [10] are error-correcting codes derived from bipartite expander graphs that are
notable for their ultra-efficient decoding algorithms. In particular, all known asymptotically
good error-correcting codes which admit (almost) linear-time decoding algorithms for a
constant fraction of adversarial errors are based on expander codes. At the same time,
expander codes are closely related to low-density parity-check (LDPC) codes [6] – a random
LDPC code is an expander code with high probability. Over the last twenty years, LDPC
codes have received increased attention ([5, 4, 1, 3, 8] to name a few) because of their practical
performance. Along this line of research, the study of decoding algorithms for expander
codes, such as belief-propagation [6, 10, 7], message-passing [9], and linear programming
[5, 4, 13], has laid theoretical foundations and sparked new lines of inquiry for LDPC codes.
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In this work, we consider expander codes for adversarial errors. Briefly, given a bipartite
graph G with N vertices of degree D on the left, we say it is an (αN, (1 − ε)D) expander
if and only if any left subset S with size at most αN has at least (1 − ε)D · |S| distinct
neighbors. The code C of an expander G assigns a bit to each vertex on the left and views
each vertex on the right as a parity check over its neighbors. A codeword C ∈ C is a vector
in {0, 1}N that satisfies all parity checks on the right. Moreover, the distance of C is defined
as the minimum Hamming distance between all pairs of codewords. For typical applications,
the parameters α, ε and D are assumed to be constants, and there exist explicit constructions
(e.g., [2]) of such expander graphs with M < N .
For expander codes defined by (αN, (1 − ε)D)-expanders, the seminal work of Sipser and
Spielman [10] gave the first efficient algorithm to correct a constant fraction (i.e., (1−2ε)·αN )
of errors, when ε < 1/4. In fact, their algorithms are super efficient – they provide a linear
time algorithm called belief-propagation and a logarithmic time parallel algorithm with a
linear number of processors. Subsequently, Feldman et al. [4] and Viderman [13, 12] provided
improved algorithms to correct roughly 1−3ε
1−2ε · αN errors, when ε < 1/3. This fraction of
error is strictly larger than that of [10] whenever ε < 1/4. Viderman [12] also showed how to
correct N ΩD,ε,α (1) errors when ε ∈ [1/3, 1/2), and that ε < 1/2 is necessary for correcting
even 1 error. However, the following basic question about expander codes remains unclear.
Question: What is the best distance bound one can get from an expander code defined
by arbitrary (αN, (1 − ε)D)-expanders?
This question is important since it is well known that for unique decoding, the code can
and can only correct up to half the distance number of errors. In [10], Sipser and Spielman
showed that the distance of such expander codes is at least αN , while a simple generalization
improves this bound to 2(1 − ε)αN (see e.g., [11] and [12]). Perhaps somewhat surprisingly,
this simple bound is the best known distance bound for an arbitrary expander code. In fact,
Viderman [12] asserted that this is the best distance bound one can achieve based only on
the expansion property of the graph, and hence when ε converges to 0, the number of errors
corrected in [12], 1−3ε
1−2ε · αN converges to the half distance bound. Yet, no evidence was
known to support this claim. Thus it is natural to ask whether any improvement is possible,
and if so, can one design efficient algorithms to correct more errors?
In this work, we give affirmative answers to the above questions, as well as improved
linear time decoding algorithms. Our results can be summarized as follows.
▶ Theorem 1. Given any (αN, (1 − ε)D)-expander, let C be the expander code defined by it.
α
The distance of C is at least 2ε
· N − Oε (1).
Moreover, for any constant η > 0 there exists an (αN, (1 − ε)D)-expander whose expander
α
+ η) · N .
code has distance at most ( 2ε

Table 1 Summary of the distance and decoding radii for ε.
ε ∈ (0,
Distance from Theorem 1 of this work

1
2ε

Decoding radius from [4, 12]

1−3ε
1−2ε
√
2−1
2ε

Decoding radius from this work

√
3−2 2
)
2

· αN

√
2

ε ∈ [ 3−22
1
2ε

, 1/8)

· αN

· αN

1−3ε
1−2ε

· αN

1−2ε
4ε

ε ∈ [1/8, 1/4)
1
2ε

· αN

· αN

1−3ε
1−2ε

· αN

3
16ε

· αN
· αN
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Abstract

In real-life auctions, a widely observed phenomenon is the winner’s curse – the winner’s high bid
implies that the winner often overestimates the value of the good for sale, resulting in an incurred
negative utility. The seminal work of Eyster and Rabin [Econometrica’05] introduced a behavioral
model aimed to explain this observed anomaly. We term agents who display this bias “cursed agents.”
We adopt their model in the interdependent value setting, and aim to devise mechanisms that
prevent the agents from obtaining negative utility. We design mechanisms that are cursed ex-post
incentive compatible, that is, incentivize agents to bid their true signal even though they are cursed,
while ensuring that the outcome is ex-post individually rational (EPIR) – the price the agents pay is
no more than the agents’ true value.
Since the agents might overestimate the value of the allocated good, such mechanisms might
require the seller to make positive (monetary) transfers to the agents in order to prevent agents
from over-paying for the good. While the revenue of the seller not requiring EPIR might increase
when agents are cursed, when imposing EPIR, cursed agents will always pay less than fully rational
agents (due to the positive transfers the seller makes). We devise revenue and welfare maximizing
mechanisms for cursed agents. For revenue maximization, we give the optimal deterministic and
anonymous mechanism. For welfare maximization, we require ex-post budget balance (EPBB), as
positive transfers might cause the seller to have negative revenue. We propose a masking operation
that takes any deterministic mechanism, and masks the allocation whenever the seller requires to
make positive transfers. The masking operation ensures that the mechanism is both EPIR and EPBB.
We show that in typical settings, EPBB implies that the mechanism cannot make any positive
transfers. Thus, applying the masking operation on the fully efficient mechanism results in a socially
optimal EPBB mechanism. This further implies that if the valuation function is the maximum of
agents’ signals, the optimal EPBB mechanism obtains zero welfare. In contrast, we show that for
sum-concave valuations, which include weighted-sum valuations and ℓp -norms, the welfare optimal
EPBB mechanism obtains half of the optimal welfare as the number of agents grows large.
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Abstract

What is a minimal worst-case complexity assumption that implies non-trivial average-case hardness
of NP or PH? This question is well motivated by the theory of fine-grained average-case complexity
and fine-grained cryptography. In this paper, we show that several standard worst-case complexity
assumptions are sufficient to imply non-trivial average-case hardness of NP or PH:
h √ i
e( n) .
NTIME[n] cannot be solved in quasi-linear time on average if UP ̸⊆ DTIME 2O
Σ2 TIME[n] cannot be solved in quasi-linear time on average if Σk SAT cannot be solved in time
e(√n) for some constant k. Previously, it was not known if even average-case hardness of
2O
Σ3 SAT implies the average-case hardness of Σ2 TIME[n].
Under the Exponential-Time Hypothesis (ETH), there is no average-case n1+ε -time algorithm
for NTIME[n] whose running time can be estimated in time n1+ε for some constant ε > 0.
Our results are given by generalizing the non-black-box worst-case-to-average-case connections
presented by Hirahara (STOC 2021) to the settings of fine-grained complexity. To do so, we
construct quite efficient complexity-theoretic pseudorandom generators under the assumption that
the nondeterministic linear time is easy on average, which may be of independent interest.
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1

Introduction

One of the central questions in theoretical computer science is to base the existence of one-way
functions on the worst-case hardness of NP. Equivalently, this question is well known as
the question of whether Heuristica and Pessiland can be excluded from Impagliazzo’s five
possible worlds [31]. Heuristica is a hypothetical world in which NP is hard in the worst case
but NP is easy on average; Pessiland is a hypothetical world in which NP is hard on average
but one-way functions do not exist. The existence of a one-way function is indispensable
for complexity-theory-based cryptography [34]; thus, excluding these hypothetical worlds
(where one-way functions do not exist) from Impagliazzo’s five possible worlds would make
the security of cryptographic primitives more reliable.
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There are a number of reasons why excluding Heuristica and Pessiland is difficult:
Standard proof techniques, such as black-box reductions, hardness amplification procedures,
and relativizing proof techniques, are known to be incapable of excluding Heuristica [19, 12,
45, 44, 32]. Similar impossibility results are known for Pessiland [1, 10, 40, 46].

1.1

Fine-Grained Average-Case Complexity

To make progress on this challenging question, Ball, Rosen, Sabin, and Vasudevan [4] proposed
to study a weak variant of the question: Can we construct a fine-grained one-way function
under standard worst-case complexity assumptions? Informally, a fine-grained one-way
function is a function f : {0, 1}∗ → {0, 1}∗ such that f can be computed in time t(n) on
inputs of length n but cannot be inverted in time t(n)1+ε on average for some time bound
t : N → N and for some constant ε > 0. In contrast to the standard definition of a one-way
function in which we require ε to be a super constant, a fine-grained one-way function is
slightly hard to invert; thus, we expect that it is much easier to construct a fine-grained
one-way function than a standard one-way function. LaVigne, Lincoln, and Vassilevska
Williams [39] showed that some fine-grained average-case hardness of Zero-k-Clique and
k-SUM implies the existence of a fine-grained public-key cryptosystem and, in particular,
a fine-grained one-way function. This result is relevant to the question of whether one can
exclude a fine-grained version of Pessiland in which there is no fine-grained one-way function
and the class NTIME[n] of problems solvable by nondeterministic linear-time algorithms
(which contains Zero-k-Clique and k-SUM) is hard on average.1
The open question posed in [4] can be naturally decomposed into the following two open
questions: (1) Can we exclude the fine-grained version of Pessiland? In other words, can we
construct a fine-grained one-way function from super-linear-time average-case hardness of
NTIME[n]? (2) Can we prove super-linear-time average-case hardness of NTIME[n] under
standard worst-case complexity assumptions? Resolving this second question is (almost)
necessary to resolve the open question of [4] because the existence of a fine-grained one-way
function implies that (the search version of2 ) NTIME[n] cannot be solved in time n1+ε on
average with respect to some O(n)-time samplable distribution for some constant ε > 0. In
this paper, we focus on the second question:
▶ Question 1. What is a minimal worst-case complexity assumption that implies “nontrivial”3 average-case hardness of linear-time versions of NP or PH? Can we exclude a
fine-grained version of Heuristica?4
Regarding this question, the original work of [4] implicitly showed that MATIME[n] (which
is a class sandwiched between NTIME[n] and Σ2 TIME[n]) cannot be solved in time n2−o(1)
on average under the Strong Exponential-Time Hypothesis (SETH [35]). Specifically, Ball

1

2

3
4

Note that [39] does not exclude the fine-grained version of Pessiland because the average-case hardness
of Zero-k-Clique and k-SUM is not implied by the average-case hardness of NTIME[n], which only means
some problem in NTIME[n] is average-case hard.
A standard search-to-decision reduction [7] incurs a multiplicative overhead of O(n), which is prohibitively
large in the fine-grained setting; thus, it is unclear to us whether the existence of a fine-grained one-way
function implies an average-case hard decision problem in NTIME[n].
It is evident that NTIME[n] cannot be computed in sub-linear time. Here, we aim at proving average-case
hardness of NP or PH that does not follow from such an unconditional result.
One possible definition of a fine-grained version of Heuristica is a world in which NTIME[n] ̸⊆
DTIME[n1+ε ] for some constant ε > 0 but (the search version of) NTIME[n] can be solved in time n1+ε
on average with respect to every linear-time samplable distribution for every constant ε > 0.
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et al. [4] showed that worst-case hardness assumptions of popular fine-grained complexity
problems, such as OV, 3SUM, and Zero-Weight-Triangle, imply the existence of average-case
hard problems. For example, they introduced a problem F OV, which “encodes” OV as
a low degree polynomial over a finite field F , and showed that F OV cannot be solved in
sub-quadratic time on average unless OV can be solved in sub-quadratic time. They also
5
e
observed that F OV is a problem in MATIME[O(n)]
using Williams’ MA protocol that refuted
an MA variant of SETH [47]. As a consequence, the average-case hardness of (a padded
e
version of) F OV ∈ MATIME[O(n)]
follows from the worst-case hardness of OV, which in
particular follows from SETH [48]. Their subsequent work [5] demonstrated the usefulness of
average-case hard problems by constructing a cryptographic system called Proofs of Work.
A subsequent line of research [20, 13, 18, 30] showed that worst-case hardness assumptions
imply average-case hardness of natural problems, such as counting the number of k-Cliques in
a random graph, which is in the linear-time variant of #P but is unlikely to be in NTIME[n].
Brakerski, Stephens-Davidowitz, and Vaikuntanathan [14] showed that a nearly optimal
average-case lower bound for the k-SUM problem follows from the worst-case assumption
that the Short Independent Vector problem (SIVP) over an n-dimensional lattice cannot be
approximated to within an n1+ε factor in time 2o(n) . We mention that the approximation of
SIVP is unlikely to be NP-complete because the problem is known to be in NP ∩ coNP [23].
Currently, it is an open question to prove that NTIME[n] is super-linearly average-case
hard under SETH. In fact, the proof techniques developed in the above-mentioned literature
on fine-grained average-case complexity are unlikely to resolve this question without refuting a
slightly nonuniform AM variant of SETH. The fundamental impossibility result of Feigenbaum
and Fortnow [19] shows that if there exists a randomized k-time k-query nonadaptive “locally
random”6 reduction from a problem L to some average-case problem in NTIME[n], then L
can be solved by an AM ∩ coAM protocol in time n · k O(1) with O(log n) bits of advice on
inputs of length n. For example, the reduction of [4] is a k-query nonadaptive reduction from
OV to an average-case version of F OV for k = logO(1) n. If F OV were in NTIME[n], then by
e
combining [19, 4] we would obtain that OV is in coAMTIME[O(n)]/
log n, which would refute
an AM/ log n variant of SETH. Since the AM/ log n variant of SETH is not yet refuted, this
connection explains the difficulty of resolving the open question by using the current proof
techniques.

1.2

Non-Black-Box Worst-Case-to-Average-Case Connections

Recently, Hirahara [25, 28] developed a new type of proof technique that uses non-black-box
reductions and is not subject to the impossibility results of [19, 12]. We say that a worstcase-to-average-case reduction is non-black-box if the reduction exploits the efficiency of a
hypothetical average-case solver. Using non-black-box reductions, the following connections
from worst-case hardness to average-case hardness were established.
▶ Theorem 2 ([28]). The following hold:
1. UP ̸⊆ DTIME(2O(n/ log n) ) implies NP × {U , T } ̸⊆ AvgP.
2. PH ̸⊆ DTIME(2O(n/ log n) ) implies PH × {U , T } ̸⊆ AvgP.
3. NP ̸⊆ DTIME(2O(n/ log n) ) implies NP × {U , T } ̸⊆ AvgP P.

5
6

e (n)) to denote f (n) · polylog(f (n)).
Throughout this paper, we always use O(f
A worst-case-to-average-case nonadaptive reduction R is said to be locally random [6] if the query
distribution of R on input x depends only on the length |x| of x. The reductions presented in [4] satisfy
this property. Bogdanov and Trevisan [12] improved [19] and presented a similar impossibility result for
reductions that are not locally random.
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Here, U denotes the uniform distribution and T denotes the tally distribution, i.e.,
the family {Tn }n∈N of distributions such that Tn is the singleton distribution on {1n }.
AvgP denotes the class of distributional problems solvable by average-case polynomialtime algorithms or, equivalently, errorless heuristic schemes. AvgP P denotes the class of
distributional problems solvable by average-case polynomial-time algorithms whose running
time can be estimated in polynomial time. We refer the reader to the survey of Bogdanov
and Trevisan [11] for more background on average-case complexity.
It would be very interesting to establish average-case lower bounds from weaker worst-case
lower bounds, especially due to the fact that the Exponential-Time hypothesis (ETH; [36])
only implies that NP ̸⊆ DTIME(2o(n/ log n) ), which just falls short of satisfying the hypothesis
of Item (3) of Theorem 2.7 Moreover, building on the work of Impagliazzo [32], Hirahara
and Nanashima [29] constructed an oracle O such that PHO ̸⊆ DTIME(2o(n/ log n) )O and yet
DistPHO ⊆ AvgPO , meaning that no relativizing proof techniques can show strong averagecase lower bounds such as DistPH ̸⊆ AvgP from worst-case hardness assumptions such as
PH ̸⊆ DTIME(2o(n/ log n) ). We remark that the proof for Item (2) in Theorem 2 in [28] does
relativize, while the proofs for Item (1) and (3) “almost relativize” in the sense that the
only non-relativizing part of the proofs is the theorem of Buhrman, Fortnow and Pavan [15]
showing the existence of a complexity-theoretic pseudorandom generator in Heuristica.

1.3

Our Results

In this paper, we generalize the proof techniques from [28] to show that worst-case lower
bounds much weaker than 2O(n/ log n) already imply super-linear-time average-case lower
bounds. Formally, we have the following theorem.
▶ Theorem 3. The
hold:
 following

√
O
n log n
e
1. UP ̸⊆ DTIME 2
implies NTIME[n] × {U para } ̸⊆ Avg1/2 TIME[O(n)].


√
O
n log n
e
implies Σ2 TIME[n] × {U para } ̸⊆ Avg1/2 TIME[O(n)]
2. Σk TIME[n] ̸⊆ DTIME 2
for every constant k.
3. ETH implies NTIME[n] × {U para } ̸⊆ AvgDTIME[n1+ε ] TIME[n1+ε ] for some constant ε.
Here, U para denotes a “parameterized uniform distribution”, which is a slight generalization
e
of the uniform distribution (see the full version for a formal definition). Avg1/2 TIME[O(n)]
denotes the class of distributional problems that can be solved by quasi-linear-time errorless
heuristics with failure probability at most 1/2.8
We present the significance of the three results of Theorem 3 below. The second item
of Theorem 3 shows that the second level Σ2 TIME[n] of the linear-time version of PH is
super-linearly average-case hard under the worst-case assumption that Σk SAT cannot be
e √n) on inputs of length n. Here, Σ SAT is the problem of deciding, given
solved in time 2O(
k
a Boolean circuit C on mk inputs, whether
∃y1 ∈ {0, 1}m , ∀y2 ∈ {0, 1}m , . . . , Qk yk ∈ {0, 1}m , C(y1 , . . . , yk ) = 1

7

8

ETH implies that 3SAT cannot be solved in time 2o(m) on 3CNF formulas with m variables and O(m)
clauses, which implies that 3SAT ̸∈ DTIME(2o(n/ log n) ) because 3CNF formulas can be encoded in
n := O(m log m) bits as a binary string.
We mention that the constant 1/2 can be actually improved to any constant smaller than 1.
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is true or not, where Qk := ∃ if k is odd and Qk := ∀ if k is even. This problem is a canonical
complete problem for the k-th level Σk P of PH under quasi-linear time reductions (see, e.g.,
[37]). In particular, Σ1 SAT is equivalent to the Circuit Satisfiability problem and ETH
implies that Σ1 SAT ̸∈ DTIME(2o(n/ log n) ). Solving Σk SAT is known to be notoriously hard:
The first algorithm faster than the trivial brute-force algorithm for k ≥ 2 was given in [42]
1/(k+1)
and runs in time 2n−n
on CNF formulas with n variables. No non-trivial algorithm for
general Boolean circuits is known.
The second item of Theorem 3 makes an important progress on a central and long-standing
open question in the theory of structural average-case complexity. The influential paper of
Impagliazzo [31] mentioned
“a central problem in the structure of average-case complexity is: if all problems
in NP are easy on average, can the same be said of all problems in the polynomial
hierarchy?”
Impagliazzo [32] constructed an oracle under which DistNP ⊆ AvgP and for some constant
α
α > 0 DistΣ2 P ̸⊆ HeurSIZE(2n ), thereby explaining the difficulty of resolving this open
problem. Previously, it was unknown whether average-case easiness of Σk+1 TIME[n] follows
from average-case easiness of Σk TIME[n] for any constant k. The contrapositive of our second
result shows that even worst-case easiness of Σk TIME[n] follows from average-case easiness
of Σ2 TIME[n] for all constants k.
The third item of Theorem 3 shows that some super-linear-time average-case hardness of NTIME[n] follows from ETH, which is one of the popular worst-case assumptions.
AvgDTIME[n1+ε ] TIME[n1+ε ] is the class of distributional problems (L, D) such that there exists
an errorless heuristic scheme running in time n1+ε /δ that solves L with failure probability δ
for any given parameter δ, and moreover whether the heuristic algorithm fails or not can be
computed in time n1+ε ; see the full version for a precise definition. We mention that the
Hamiltonian path problem can be solved on average with respect to the Erdős–Rényi random
graph in this average-case
sense [22]. We note that, as in our second result, Σk TIME[n] ̸⊆

√
O
n log n
e
DTIME 2
also implies NTIME[n]×{U para } ̸⊆ AvgDTIME[O(n)]
e TIME[O(n)] for every
constant k; see the full version for details.
The first item of Theorem 3 shows that NTIME[n] is super-linearly hard on average under
e √n) on inputs of length n. UP
the worst-case assumption that UP cannot be solved in time 2O(
is the complexity class of problems that can be solved by nondeterministic polynomial-time
algorithms whose accepting path is always at most 1 and is known to characterize the
complexity of worst-case injective one-way functions [38, 21]. The trivial deterministic
upper


√
O(1)
O
n
log
n
n
bound on UP is DTIME(2
) and thus the hypothesis that UP ̸⊆ DTIME 2
is
quite plausible.
In addition to Theorem 3, we suggest a new approach to bypass the impossibility results
of [19, 12]. We observe that a reduction that uses a limited amount of nondeterministic
bits is not subject to these impossibility results. Let NTIMEGUESS[t(n), g(n)] denote the
complexity class of problems solvable by t(n)-time nondeterministic algorithms that use
at most g(n) nondeterministic bits on inputs of length n. We show that the average-case
hardness of NP follows from the worst-case assumption that certificates for UP cannot be
“compressed” into o(n) bits:
▶ Theorem 4. For every constant ε > 0, if UP ̸⊆ NTIMEGUESS[poly(n), εn], then NP ×
{U para } ̸⊆ Avg1/2 P.
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Interestingly, for ε = 1, Theorem 4 can be proved by a black-box reduction that uses n
nondeterministic bits. Similarly, we also prove the following theorem.
▶ Theorem 5. For every constant ε > 0, if NP ̸⊆ NTIMEGUESS[poly(n), εn], then Σ2 P ×
{U para } ̸⊆ Avg1/2 P.
We remark that for Theorem 4 and Theorem 5, we indeed show a certain “easy-witness
lemma” [33, 41]. Take Theorem 5 for example, we indeed prove that assuming Σ2 P×{U para } ⊆
Avg1/2 P, for every L ∈ NP and every verifier V for L9 , x ∈ L implies that there exists a y
such that Kpoly(n) (y) ≤ εn and V (x, y) = 1. In other words, every yes instance x of L admits
an “easy witness” y that can be compressed into εn bits. This is similar to the easy-witness
lemmas proved in [33, 41]. In particular, [41] proved that if NP admits fixed-polynomial
size circuits, then for every verifier V for some L ∈ NP, x ∈ L implies that there exists a y
such that y is the truth-table of a small circuit and V (x, y) = 1.
Finally, we mention that the most technical ingredient of our result is a construction
of extremely efficient hitting set generators (HSGs) and pseudorandom generators (PRGs)
under the assumption that NTIME[n] is easy on average. More specifically, we prove the
following.
e
for every large enough
▶ Lemma 6. Assuming that NTIME[n]×{U para } ⊆ Avg1/2 TIME[O(n)],
t and m such that log t ≤ m ≤ t, there exist an HSG Ht,m and a PRG Gt,m satisfying the
following:
1. Ht,m 0.1-hits t-time deterministic algorithms with m bits of advice on m-bit inputs.
e · poly(m) time.
2. Ht,m has O(log(t)) seed length and is computable in O(t)
3. Gt,m 0.1-fools t-time deterministic algorithms with m bits of advice on m-bit inputs.
e · poly(m) time with O(log t)
4. Gt,m has O(log(m)) seed length and is computable in O(t)
bits of advice.
We note that our construction of the PRG Gt,m has a shorter seed length comparing to
that of the HSG Ht,m , at the expense of requiring O(log t) bits of advice to compute. In [15],
O(log t)-seed length PRG fooling t-time computation that is computable in poly(t) time is
constructed, under the assumption that DistNP ⊆ AvgP. Lemma 6 is a fine-grained version
of the construction in [15]: we start from a much stronger assumption to get a much more
efficient PRG/HSG construction. See Section 2 for an overview of how Lemma 6 is proved
and why it is needed, and the full version for formal proofs.10

2

Techniques Overview

Now we discuss the intuitions behind our results. For concreteness we will first focus on
proving the following theorem, and then discuss how to adapt the techniques to prove our
other results.
i
√
h
O
n log n
e
▶ Theorem 7. Σ2 TIME[n] × {U para } ⊆ Avg1/2 TIME[O(n)]
implies NP ⊆ TIME 2
.
i
√
h
O
n log n
Note that the contrapositive of Theorem 7 says that NP ̸⊆ TIME 2
implies
para
e
Σ2 TIME[n] × {U } ̸⊆ Avg1/2 TIME[O(n)].
9

V is a verifier for L if (1) V (x, y) runs in poly(x) time and (2) x ∈ L if and only if there exists y such
that V (x, y) = 1.
10
Indeed, in the full version we obtain a general trade-off between the average-case easiness of NTIME[n]
and the efficiency of the constructed PRGs/HSGs.
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Review of the Framework in [28]

Since our results crucially build on the framework introduced by Hirahara [28], it would be
instructive to first review his approach for worst-case to average-case reduction based on
meta-complexity, and examine why it requires a 2O(n/ log n) worst-case lower bound.

2.1.1

Key insight: Computational shallowness implies efficient
algorithms

Computational depth and worst-case to average-case reduction. One crucial concept
introduced in [28] is the (s, t)-time-bounded computational depth, defined as cds,t (x) := Ks (x)−
Kt (x), where Kt (x) is the time-bounded Kolmogorov complexity (see the full version for the
formal definition). This is a generalization of the computation depth, cdt (x) := Kt (x) − K(x),
defined by [2].
Computational depth provides a fundamental link between worst-case complexity and
average-case complexity of NP. In particular, [3] showed that, if NP is easy on average
poly(n)
(x)+log |x|)
(DistNP ⊆ AvgP), then an input x to a language L ∈ NP can be solved in 2O(cd
poly(n)
time; that is, one can solve all shallow inputs (inputs with small cd
) very efficiently.
Time-bounded computational depth suffices. The key insight of [28] is that under certain
assumptions, one can generalize the above results to hold for time-bounded computational
depth as well. For instance, Hirahara [28] proved:
▶ Lemma 8 (Informal). If Σ2 P × {U , T } ⊆ AvgP, then for every L ∈ NP there is a polynomial
t,p(t)
(x)
p such that for every input x and t ≥ poly(n), one can solve L on input x in 2cd
·poly(t)
time.
Lemma 8 is a significant conceptual improvement: now we can consider multiple values
of t, and L is easy to solve on input x if cdt,p(t) (x) is small for any of the considered t. In
more details, let τ ∈ N be a parameter, t0 = poly(n), and ti = p(ti−1 ) for i ∈ [τ ]. We have
the following telescoping sum
X
X

cdti−1 ,ti (x) =
Kti−1 (x) − Kti (x) = Kt0 (x) − Ktτ (x) ≤ Kt0 (x) ≤ n + O(1).
i∈[τ ]

i∈[τ ]

It then follows that there exists an i ∈ [τ ] such that cdti−1 ,ti (x) ≤ n/τ + O(1), meaning
that we can solve L(x) in 2n/τ · poly(ti ) ≤ 2n/τ · poly(tτ ) time. So our goal now is to carefully
τ
choose τ to minimize the running time. Since tτ = 2log n·O(1) , setting τ = ε log n for a small
0.99
enough constant ε > 0 leads to tτ ≤ 2n
and the final running time 2O(n/τ ) = 2O(n/ log n)
for L ∈ NP. To summarize, from Lemma 8 we can show that Σ2 P × {U , T } ⊆ AvgP implies
NP ⊆ DTIME[2O(n/ log n) ].
Bottleneck for improvement: the blow-up function p(t). The argument above can only
τ
achieve running time 2O(n/ log n) since tτ = 2log n·O(1) grows too fast: to make tτ smaller
than 2n , we have to take τ ≤ O(log n), meaning that the running time is at least 2Ω(n/ log n) .
Assume for now that p(t) is linear in t. It follows
that tτ = 2log n+O(τ ) , and then setting
√
√
τ = n leads to a much faster running time of 2O( n) . Similarly, by a slightly more √
involved
e · poly(n), we can also obtain a running time of 2O( n log n) .
calculation, if we have p(t) = O(t)
In this case, since p(t) also depends on n, we will write it as pn (t) to avoid confusion.
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2.1.2

Why p(t) has to be a large polynomial in [28]

We now know that the key to improving the result in [28] is the blow-up function p(t).
Therefore, it is crucial to understand why the blow-up function p(t) has to be a polynomial
in Lemma 8.
The proof of Lemma 8 in [28] consists of many components, and p(t) is indeed a composition of several polynomial blow-up functions, each for one component.11
We will focus on one important component in the proof of Lemma 8 and understand why
the blow-up function of the component, which we denote by τ (t), has to be a big polynomial.
Since the overall blow-up p(t) has to be at least τ (t), improving this τ (t) to be quasi-linear in
t is necessary for improving p(t). Furthermore, it turns out that the ideas behind improving
this τ (t) are already enough to simultaneously improve the blow-up functions for all other
components.
Fast algorithm for Gap(KA vs K). One important component used by [28] is the following
algorithm for the Gap(KA vs K) problem. Roughly speaking, if Σ2 P is easy on average, then
one can distinguish between strings with small Kt,SAT complexity and large Kτ (t) complexity.
(See the full version for a formal definition of Kt,A (x).)
t

▶ Lemma 9 ([25, 27, 26]). If Σ2 P × {U , T } ⊆ AvgP, then there is an algorithm AGap-K and
a polynomial τ such that
t
1. AGap-K takes x ∈ {0, 1}n and s, t ∈ N with t ≥ max(n, s) as inputs, and runs in poly(t)
time.
t
2. If Kt,SAT (x) ≤ s, then AGap-K (x, s, t) = 1.
t
3. If Kτ (t) (x) ≥ s + c log t, then AGap-K (x, s, t) = 0, where c ≥ 1 is a constant.
Most importantly, the blow-up function τ is one crucial component in the overall blow-up
function p, meaning that p(t) must be at least τ (t).

2.1.3

t

Analyzing the blow-up function τ in AGap-K : Derandomization is
the bottleneck
t

Now we wish to analyze why the blow-up function τ (t) in AGap-K has to be a polynomial
and see if we can improve it to a quasi-linear function in t. We need the following two crucial
technical components to discuss the proof of Lemma 9.
Direct product generators and derandomization from DistNP ⊆ AvgP. The first ingredient is the direct product generator DPn,k : {0, 1}n × {0, 1}nk → {0, 1}nk+k , defined
as
DPn,k (y; z1 , z2 , . . . , zk ) = (z1 , z2 , . . . , zk , ⟨y, z1 ⟩, ⟨y, z2 ⟩, . . . , ⟨y, zk ⟩),
where ⟨y, zi ⟩ denotes the inner product between the two vectors y and zi over F2 . We use
d = nk to denote the seed length of the DPn,k and write DPn,k as DPk when n is clear from
the context.

11

We will not review all the components in this technical overview; the interested reader can refer to [28,
Section 2] for an exposition of the ideas behind Lemma 8.
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▶ Theorem 10. (Reconstruction property of DPk ; Informal) There exists a randomized
polynomial-time oracle algorithm R(-) satisfying the following. Let D : {0, 1}d+k → {0, 1} be
an oracle such that D distinguishes the output distribution DPn,k (y; Ud ) from Ud+k ; that is
Pr [D(DPk (y; z)) = 1] −

z∼Ud

Pr

w∼Ud+k

[D(w) = 1] ≥ 1/4.

Then with high probability over an internal coin flip of R(-) , there exists an advice string
α ∈ {0, 1}k+O(log n) such that RD (α) outputs y.
Note that the reconstruction algorithm R(-) of Theorem 10 is randomized. One can
derandomize that reconstruction algorithm using a PRG (pseudorandom generators), whose
existence is implied by DistNP ⊆ AvgP.
▶ Theorem 11 ([15]). DistNP ⊆ AvgP implies that there is an O(log n)-seed poly(n)-time
computable PRG fooling circuits of size n.
Proof sketch of Lemma 9. We will solve the following task instead:
Given x ∈ {0, 1}n and s, t ∈ N as input with the promise that Kt,SAT (x) ≤ s, find a
witness to Kτ (t) (x) ≤ s + O(log t).12
t

Note that an algorithm B for the task above immediately gives an algorithm for AGap-K :
run B(x, s, t) to obtain a program Π, and accept iff Π outputs x in τ (t) time and |Π| ≤
s + c log t.
Let k be a parameter to be chosen later. We consider the output distribution DPk (x; Ud )
(recall that here d = nk). For all z ∈ {0, 1}d and a large enough universal constant c1 ≥ 1,
we have
K2t,SAT (DPk (x; z)) ≤ Kt,SAT (x) + d + c1 ≤ s + d + c1 ,

(1)

since one can first compute x and then compute DPk (x; z), and our promise ensures
Kt,SAT (x) ≤ s.
We then set k = s + 2c1 so that s + d + c1 = d + k − c1 . Now, consider the following
function D̄ : {0, 1}d+k → {0, 1}, defined as D̄(w) := [K2t,SAT (w) ≤ s + d + c1 ]. Note that
D̄(w) can be computed in O(t) Σ2 -time. Hence, from our assumption that DistΣ2 P ⊆ AvgP,
for some TD (t) = poly(t), we have a TD (t)-time heuristic D(w) such that D(w) ∈ {D̄(w), ⊥}
for every w ∈ {0, 1}d+k , and D(w) = D̄(w) for at least half of w ∈ {0, 1}d+k .
In particular, from the above conditions on D, together with (1) and the fact that
s + d + c1 = |w| − c1 for a large enough constant c1 , we have:
1. D(DP(x; z)) ̸= 0 for all z ∈ {0, 1}d . (i.e., Prz∼Ud [D(DPk (x; z)) = 0] = 0.)
2. Prw∼Ud+k [D(w) = 0] ≥ 1/4.
That is, D is a distinguisher between DP(x; Ud ) and Ud+k with a constant advantage. By
Theorem 10, there is a poly(n)-time randomized oracle algorithm R(-) that takes k + O(log n)
bits of advice and D as oracle and outputs x with high probability. The composed algorithm
RD runs in poly(n) · TD (t) randomized time, and takes k + O(log n) bits of advice.

12

i.e., an (s + c log t)-bit program outputting x in τ (t) time.
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Derandomize RD . Still, to find a witness to Kτ (t) (x) ≤ k +O(log t), we have to derandomize
RD into a deterministic algorithm. We can achieve this by replacing the randomness of RD
with the outputs of the PRG from Theorem 11. Now RD is derandomized with a polynomialoverhead into a pdr (TD (t) · poly(n))-time deterministic algorithm with k + O(log t) bits of
advice that outputs x. Here, pdr (-) (dr stands for derandomization) is the derandomization
overhead incurred by applying Theorem 11.
dr
To summarize, we have Kp (TD (t)·poly(n)) (x) ≤ k + O(log t), meaning that we need to set
τ (t) = pdr (TD (t) · poly(n)).

(2)

e · poly(n). ExaminImproving τ (t). As discussed above, we hope to get τ (t) = τn (t) = O(t)
ing (2), we have to ensure two conditions:
e
(1) TD (t) = O(t)

and

e
(2) pdr (t) = pdr
n (t) ≤ O(t) · poly(n).

e
Note that TD (t) = O(t)
can be achieved if we are willing to assume Σ2 TIME[n] ×
e
e ·
{U } ⊆ Avg1/2 TIME[O(n)], as we already did in Theorem 7. Achieving pdr (t) ≤ O(t)
poly(n) is much more involved, as we have to get a near-optimal derandomization of the
randomized reconstruction algorithm RD from the assumption that Σ2 TIME[n] × {U para } ⊆
e
Avg1/2 TIME[O(n)].
para

2.2

Extremely Efficient HSGs and PRGs from Average-case Easiness of
NP

One of our main technical contributions is the construction of extremely efficient HSGs
(hitting set generators) and PRGs that suffice to derandomize RD with minor overhead, from
e
the assumption that NTIME[n] × {U para } ⊆ AvgTIME1/2 [O(n)].
Requirements on the extremely efficient HSGs for the derandomization of RD . Recall
e · poly(n) time and
that we are given a randomized algorithm RD that runs in t1 = O(t)
takes nadv = k + O(log n) ≤ O(n) bits as advice. We further observe that RD only takes
nr = poly(n) random bits from Theorem 10, since the oracle D is a uniform deterministic
algorithm. Let RD (r) be the output of RD given randomness r ∈ {0, 1}nr ; then, we have
Pr [RD (r) = x] ≥ 2/3.

r∼Unr

We wish to replace the randomness r of RD (r) by an output of an HSG. To achieve this,
we want an HSG H : {0, 1}O(log t) → {0, 1}nr that 0.1-hits t1 -time randomized algorithms
that take nadv -bits as advice on nr -bit inputs. Given such an HSG H, it follows that there is
u ∈ {0, 1}O(log t) such that
RD (H(u)) = x.
In other words, given an additional advice u ∈ {0, 1}O(log t) , we have a deterministic
algorithm RD (H(u)) that outputs x. Here, RD (H(u)) uses k + O(log t) bits of advice in
total, and runs in t1 + TG time, where TG is the running time of computing H(u) given
e
u. Therefore, to get KO(t)·poly(n)
(x) ≤ k + O(log t) from the algorithm RD (H(u)), we need
e · poly(n).
TG = O(t)
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Our HSG construction. As the technical centerpiece of this paper, we construct the required
e
HSG from the assumption that NTIME[n] × {U para } ⊆ AvgTIME[O(n)].
e
for every large
▶ Lemma 12. Assuming that NTIME[n] × {U para } ⊆ Avg1/2 TIME[O(n)],
enough t and m such that log t ≤ m ≤ t, there exists an HSG Ht,m satisfies the following:
1. Ht,m 0.1-hits t-time deterministic algorithms with m bits of advice on m-bit inputs.
e · poly(m) time.
2. Ht,m has O(log(t)) seed length and is computable in O(t)
We mention that combing Lemma 12 with a careful “bootstrapping” argument, we are
e · poly(m)-time-computable PRG Gt,m fooling similar algorithms,
able to construct a O(t)
with a near-optimal seed length O(log m). However, the cost is that now our PRG Gt,m
requires O(log t) bits of advice to compute. We also remark that we have a trade-off between
the AvgTIME1/2 upper bound and the running time of the PRG (HSG). See the full version
for the details.

2.2.1

HSGs for “weakly non-uniform” algorithms using the HSG for
“low-end” derandomization and strings with high time-bounded
Kolmogorov complexity

Note that the most interesting setting for Lemma 12 is when t ≫ m, since if m ≥ tΩ(1) , the
running time requirement becomes poly(t), and we can resort to Theorem 11. Hence, unlike
the usual goal in derandomization that one wishes to hit (or fool for PRGs) maximumly
non-uniform algorithms (a.k.a. circuits), our goal here is only to hit “weakly non-uniform”
algorithms, whose non-uniformity is much less than its running time. But on the other hand,
we wish the running time of the HSG H is quasi-linear in the running time t and polynomial
in the non-uniformity m.13
Perhaps surprisingly, we managed to prove Lemma 12 using the HSG construction
from [43] intended for “low-end” derandomization (i.e., it was intended for the trade-off
between weaker lower bounds and slower derandomization). In particular, [43] gives the
following construction of HSG.
▶ Theorem 13 ([43]). For every t, m ∈ N such that t ≥ m ≥ log t, there is a t · poly(m)-time
algorithm SUt,m : {0, 1}t × {0, 1}O(log t) → {0, 1}m and a poly(m)-time deterministic oracle
algorithm Rcon(-) that takes poly(m) bits of advice, such that for every x ∈ {0, 1}t and
for every D that 0.1-avoids SUt,m (x, -), there exists an advice α so that for every i ∈ [t],
RconD (i, α) = xi .
Our crucial observation here is that Theorem 13 enables us to construct HSGs fooling
weakly non-uniform algorithms with assumptions much weaker than circuit lower bounds.
This observation is crucial for our proof of Lemma 12.
Formally, we recall a “local” version of t-time bounded Kolmogorov complexity, denoted
by Ktloc (x), such that Ktloc (x) is the minimum size of a program Π such that Π(i) outputs xi
in t time for every i ∈ [|x|]. It is not hard to see that Ktloc (x) ≥ t is essentially equivalent to
saying that the circuit complexity of x is at least t (up to a polylog(t) factor).
We claim that for some large enough constant c ≥ 1, t1 = t · mc and any x ∈ {0, 1}∗ , if
t1
Kloc (x) ≥ mc , then SU|x|,m (x, -) 0.1-hits all t-time algorithms on m-bit inputs and with m-bit
advice. Since if SU|x|,m (x, -) fails to 0.1-hit some t-time algorithm D on m-bit inputs with

13

Our task is somewhat similar to the question of optimal derandomization for BPTIME[nk ] studied
in [17], which aims to derandomize nk -time randomized algorithms with n-bit non-uniform advice.
The difference is that [17] also requires the seed length of the PRG to be (1 + o(1)) log n to keep the
derandomization overhead at most n1+o(1) . But here, we are fine with an O(log t)-length seed.
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m-bit advice, by Theorem 13, there is an advice α ∈ {0, 1}poly(m) such that for every i ∈ [|x|],
1
RconD (i, α) = xi . This procedure RconD (-, α) implies that Ktloc
(x) < mc , a contradiction to
our assumption.
Therefore, to prove Lemma 12, it suffices to resolve the following construction problem.
e
▶ Problem 14. Assuming that NTIME[n] × {U para } ⊆ Avg1/2 TIME[O(n)].
Given t, m ∈ N
∗
with m ≪ t, in t · poly(m) time construct a string x ∈ {0, 1} satisfying Ktloc (x) ≥ m.
Note that |x| is clearly bounded by the construction time t · poly(m), so SU|x|,m is
computable in |x| · poly(m) = t · poly(m) time, as desired.

2.2.2

A refined version of [15]

Our solution to Problem 14 is inspired by the proof of Theorem 11 and follows a similar
outline.14 However, since here we need a t · poly(m) running time, our algorithm has to be
very refined.
Our starting point is the time hierarchy theorem [24]. In particular, there is a language
L ∈ TIME[2n ] \ TIME[2n /n2 ]. Moreover, this language is in fact equipped with a uniform
“refuter” R, such that given a code of an algorithm B with running time at most 2n /n2 , for
every large enough input length n, R(B, n) outputs an n-bit input xn satisfying L(xn ) ̸=
B(xn ). (See the full version for details.)
Next, we apply an efficient PCP to L (e.g., [8, 9]), with proof length ℓ = ℓ(n) = n+O(log n)
and verifier V running in poly(n) time with ℓ bits randomness.
1. For an input x ∈ {0, 1}n , Vx takes an oracle O : {0, 1}ℓ → {0, 1} and also
 Oℓ random bits.
ℓ
2. If x ∈ L, there exists an oracle Ox : {0, 1} → {0, 1} such that Prr∼Uℓ Vx x (r) = 1 = 1.
And there is a uniform algorithm computing the truth table of Ox from x in 2n · poly(n)
time.


3. If x ̸∈ L, for all oracle O : {0, 1}ℓ → {0, 1}, we have Prr∼Uℓ VxO (r) = 1 ≤ 1/2.
Our algorithm solving Problem 14. Our algorithm works as follows15 :
1. Given t, m ∈ N, we set n = log t + c1 log m for a large enough constant c1 .
2. We construct the code for a “cheating” algorithm Acheat with running time 2n /n2 from
e
our assumption that NTIME[n] × {U para } ⊆ Avg1/2 TIME[O(n)].
We then apply the refuter
n
R to find an input xn ∈ {0, 1} such that Acheat (xn ) ̸= L(xn ).
3. We output the truth table of Oxn (our proof will guarantee that L(xn ) = 1), which has
length 2n · poly(n) ≤ t · poly(m).
It remains to specify the algorithm Acheat , which is constructed in the following three steps:
1. We first design a Merlin–Arthur algorithm A1 that attempts to solve L. On an input
x ∈ {0, 1}n , it guesses an m-bit program Π with a running time bound t, draws r ∼ Uℓ ,
and accepts iff VxΠ (r) = 1. To summarize, A1 is a Merlin–Arthur algorithm with running
time t · poly(m), proof complexity m, and randomness complexity ℓ.
e
2. Under the assumption that NTIME[n]×{U para } ⊆ Avg1/2 TIME[O(n)],
A1 can be simulated
by a nondeterministic algorithm A2 with running time t · poly(m).
e
3. Again, under the assumption that NTIME[n] × {U para } ⊆ Avg1/2 TIME[O(n)],
A2 can be
simulated by a deterministic algorithm A3 with running time t · poly(m).
4. We set Acheat = A3 . Since c1 is a large enough constant, it follows that Acheat runs in
2n /n2 deterministic time.

14
15

See [28, Lemma 3.4] for a quick proof sketch of Theorem 11.
In fact, the proof strategy below is also inspired by the refuter-based proof of [16] for proving almosteverywhere circuit lower bounds via the algorithmic method.
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From time-hierarchy theorem and the refuter R, it follows that Acheat (xn ) ̸= L(xn ).
We claim that this means L(xn ) = 1 and Acheat (xn ) = A1 (xn ) = 0. This is because if
L(xn ) = 0, then on any guessed program Π, A1 rejects with probability at least 1/2, and
hence Acheat (xn ) = A1 (xn ) = 0 = L(xn ).
Finally, we claim that when Acheat (xn ) = 0 ̸= 1 = L(xn ), it follows that Kt (Oxn ) > m.
This is because, if Kt (Oxn ) ≤ m, then on some guessed m-bit program Π, we would
have Π computes Oxn in time t, and therefore A1 would accept that proof. Consequently
Acheat (xn ) = A1 (xn ) = 1, a contradiction to our assumption. To summarize, our algorithm
solves Problem 14 in t · poly(m) time, as desired.

2.2.3

Proof for Theorem 7

Finally, combining the algorithm above for Problem 14 with Theorem 13 proves Lemma 12,
which gives us the desired derandomization to prove the following variant of Lemma 8:
e
▶ Lemma 15 (Informal). If Σ2 TIME[n]×{U para } ⊆ Avg1/2 TIME[O(n)],
then for every L ∈ NP
e
there is pn (t) = O(t) · poly(n) such that for every input x and t ≥ poly(n), one can solve L
t,p(t)
(x)
on input x in 2cd
· poly(t) time.

√
O
n log n
As already discussed in Section 2.1.1, Lemma 15 implies a 2
-time algorithm for
e
NP from the assumption that Σ2 TIME[n] × {U para } ⊆ Avg1/2 TIME[O(n)],
thereby proving
Theorem 7.

2.3

Average-case Hardness of Σ2 TIME[n] from Worst-case Hardness of
Σk TIME[n]

Finally, we discuss how to prove Item (2) of Theorem 3. We state its contrapositive below.
e
implies for any constant k ∈ N
▶ Theorem 16. Σ2 TIME[n] × {U para } ⊆ Avg1/2 TIME[O(n)]
i
√
h
O
n log n
Σk TIME[n] ⊆ DTIME 2
.
To prove Theorem 16, we utilize the advice-efficient HSG construction of [26] (see also
the full version for details) to prove the following fine-grained version of Lemma 15, which
gives algorithms for any NTIME[T (n)] language.
e
▶ Lemma 17. If Σ2 TIME[n]×{U para } ⊆ Avg1/2 TIME[O(n)],
then for every L ∈ NTIME[T (n)]
e
there is pn (t) = O(t) · poly(n) such that for every input x and t ≥ poly(T (n)), one can solve
t,p(t)
(x)
L(x) in 2cd
· poly(t) time.

√
O
n log n
Lemma 17 is very powerful. In particular, set T (n) = 2
, t0 = poly(T (n)), and
ti = pn (ti−1 ) for
i
∈
[τ
],
where
τ
is
a
parameter.
One
can
calculate
that
for τ ≤ n,√
it holds


√
p
O
n log n+τ log n
O
n log n
that tτ ≤ 2
, meaning that we can set τ = n/ log n to get a 2
time algorithm for NTIME[T (n)]. That is:
e
▶ Corollary 18. If Σ2 TIME[n] × U para ⊆ Avg1/2 TIME[O(n)],
then


√
√
h
i
h
i
O
n log n
O
n log n
NTIME 2
⊆ DTIME 2
.

(3)

√
h
O
n log n
We claim that (3) implies that Σk TIME[n] ⊆ DTIME 2
for every k ∈ N. This
can be shown by a simple induction. First note that the base case for k = 1 follows directly
from (3).
i
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i
√
h
O
n log n
Now, for k ≥ 2, assume that Σk−1 TIME[n] ⊆ DTIME 2
, we will establish the
same containment for Σk TIME[n]. For a language L ∈ Σk TIME[n], by definition, there is a
verifier V (x, y) computable in Πk−1 TIME[n], such that L(x) = 1 iff there exists y ∈ {0, 1}O(n)
with V (x, y)√ = 1.  From our induction hypothesis, we also have√that Πk−1 TIME[n] ⊆
h
i
O
n log n
O
n log n
DTIME 2
, meaning that V (x, y) can be computed in 2
time (note that
|x| + |y| ≤ O(n)).
i
√
h
O
n log n
Hence, it follows that L ∈ NTIME 2
, and consequently L ∈
i
√
h
O
n log n
TIME 2
as well, which completes the proof.
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Introduction

Nonnegative Matrix Factorization (NMF) [7, 65, 74, 83, 84] is a fundamental problem with
a wide range of applications including image segmentation [52, 77], document clustering
[91], financial analysis [22], music transcription [82], and communication complexity [4, 67].
Roughly, given an n1 × n2 matrix M and a rank parameter r > 0, the goal is to find n1 × r
matrix W1 and an n2 × r matrix W2 for which W1 W2⊤ best approximates M.
As we discuss in Section 1.2, a number of different variants of NMF have been studied
in this literature, e.g. 1) constraining the factorization to be symmetric in the sense that
W1 = W2 [24, 94, 93, 92, 18, 45, 37, 89, 48, 96], 2) constraining the factors to be binary© Sitan Chen, Zhao Song, Runzhou Tao, and Ruizhe Zhang;
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valued [10, 33, 16, 51, 97, 73], and 3) constraining them to be sparse [38, 35, 47, 78, 34, 98].
It turns out that in many situations, it is fruitful to combine all of these desiderata. In this
paper, we study the following hybrid of these many variants of NMF.
Suppose we are given a symmetric nonnegative matrix M ∈ Rm×m
, as well as parameters
≥0
k, r ∈ N. Consider the following optimization problem
min

W∈Sm,r,k

∥M−WW⊤ ∥0

for

Sm,r,k = {W ∈ {0, 1}m×r : ∥Wj,∗ ∥0 = k ∀ j ∈ [m]}, (1)

where ∥ · ∥0 denotes the number of nonzero entries, where matrix multiplication is either over
the reals or over the Boolean semiring1 . We will refer to this problem as SSBMF (sparse
symmetric Boolean matrix factorization) in the sequel.
The particular set Sm,r,k we optimize over turns out to have a number of natural
motivations in graph clustering, combinatorics of hypergraphs, and more recently, ML
security.
Clique Decomposition. For instance, consider the problem of identifying community structure in a social network. In the real world, there will be overlaps between communities, and
a natural goal might be to identify a collection of them that covers the graph but such that
every node only occurs in a limited number of communities. In (1), we can think of M as
the adjacency matrix of some graph G. Now note that over the Boolean semiring, if we
had M = WW⊤ , then W would encode a clique cover of G where every vertex belongs to
a small number of cliques. Indeed, we can think of the parameter r as the total number
of cliques in the cover and k as the number of cliques to which any one of the m vertices
belongs, in which case the nonzero entries in the j-th column of W indicate which vertices
belong to the j-th clique.
Line Graphs of Hypergraphs. In combinatorics, there is a large body of work on the problem
of recovering hypergraphs from their line graphs [75, 53, 56, 85, 90, 23, 42, 61, 81, 55], which
turns out to be equivalent to the version of (1) when the input matrix M admits an exact
factorization. We can regard any W ∈ Sm,r,k as the incidence matrix of a k-uniform
hypergraph H with m hyperedges and r vertices, so if we work over the Boolean semiring,
M ≜ WW⊤ is exactly the adjacency matrix for the line graph of H, namely the graph whose
vertices correspond to hyperedges of H and whose edges correspond to pairs of hyperedges
which overlap on at least one vertex of H.
When k = 2, Whitney’s isomorphism theorem [90] characterizes which graphs are uniquely
identified by their line graphs; in our notation, this theorem characterizes when one can
uniquely identify W (up to permutation) from M = WW⊤ . In this case, [75, 53, 85, 23, 55]
have given efficient algorithms for recovering W from M. Unfortunately, for k > 2, no
analogue of Whitney’s theorem exists [56]. In fact, even determining whether a given graph is
the line graph of some k-uniform hypergraph is NP-complete [71]. Rephrased in the language
of (1), this implies the following worst-case hardness result for sparse symmetric Boolean
NMF:
▶ Theorem 1 ([71]). If P ̸= NP, no polynomial-time algorithm can take an arbitrary matrix
M and decide whether (1) has zero objective value.
A number of results for reconstructing a hypergraph H from its line graph are known
under additional assumptions on H [42, 61, 81]. In a similar spirit, in this work we ask
whether there are natural average-case settings where one could hope to do this.. One such
setting is suggested by the following recent application of SSBMF to ML security.
1

In the Boolean semiring, addition is given by logical OR, and multiplication is given by logical AND
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Attacks on InstaHide. Interestingly, SSBMF has arisen implicitly in a number of works
[17, 13, 39] attacking InstaHide, a recently proposed scheme for privately training neural
networks on image data [41]. At a high level, the premise for InstaHide was to train on a
synthetic dataset essentially consisting of random linear combinations of k images from the
private dataset [95], rather than on the private dataset itself.
As we discuss in Section 5, attacking this scheme amounts to a certain natural variant of
the classic k-sum problem, and the aforementioned attacks reduce from solving this problem
to solving an instance of SSBMF. Roughly speaking, they show how to form the Gram matrix
M whose rows and columns are indexed by images in the synthetic dataset such that the
(i, j)-th entry of M is 1 if the sets of private images that give rise to synthetic images i and
j overlap, and 0 otherwise. Similar to the clique cover example above, we can then think of
the optimal W in (1) as encoding which private images were used to generate the synthetic
images.
We emphasize that the attacks on InstaHide [17, 13, 39] were able to devise efficient
algorithms for SSBMF precisely because the instances that arose there were average-case:
concretely, the rows of the optimal W were random k-sparse binary vectors.
That said, the key drawback of these algorithms is that they either lack provable guarantees
[13], require extremely large m [17], or only apply to k = 2 [39].

1.1

Our Results

Motivated by the average-case version of SSBMF that arises in the above security application,
as well as the shortcomings in the aforementioned works in this setting, in this work we focus
on the following distributional assumption:
▶ Assumption 2. Every row of W ∈ {0, 1}m×r is an independent, uniformly random k-sparse
bitstring, and the algorithm takes as input the matrix M = WW⊤ over the Boolean semiring.
▶ Remark 3. Note that an algorithm that works under Assumption 2 can easily be modified to
handle the setting where M = WW⊤ over the integers/reals instead of the Boolean semiring.
The reason is that the matrix M′ whose (i, j)-th entry is 1Mij > 0 satisfies M′ = WW⊤
over the Boolean semiring. So in the “realizable” setting of Assumption 2, working over the
Boolean semiring is more general than working over the integers/reals.
Our main result is to give a polynomial-time algorithm for (1) in this setting:
▶ Theorem 4 (Average-case guarantee, informal version of Theorem 29). Fix any integer
e
2 ≤ k ≤ r, failure probability δ ∈ (0, 1), and suppose m ≥ Ω(rk
log(1/δ)). Suppose W, M
satisfy Assumption 2, where matrix multiplication is over the Boolean semiring. There is an
algorithm which takes as input M, runs in O(mω+1 ) time2 and, with probability 1 − δ over
c ∈ {0, 1}m×r whose columns are a permutation of
the randomness of W, outputs a matrix W
those of W.
We stress that the minimum m for which Theorem 4 holds is a fixed polynomial in r, k;
in contrast, the only known provable result to work in this setting for general k [17] used a
rather involved combinatorial argument to “partially” factorize M when m = Ω(nk−2/k ).

2

ω ≈ 2.373 is the exponent of matrix multiplication.
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Furthermore, we emphasize that our dependence on r is nearly optimal:
▶ Remark 5. The connection to line graphs makes clear why m must be at least Ω(r log r)
for unique recovery of W (up to permutation) from M = WW⊤ to be possible, even for
k = 2. In this case, M is simply the adjacency matrix for the line graph of a random
(multi)graph G given by sampling m edges with replacement. It is well known that such a
graph is w.h.p. not connected if m = o(r log r) [29], so by Whitney’s theorem there will be
multiple non-isomorphic graphs for which M is the adjacency matrix of their line graph.
We remark that in the language of line graphs, Theorem 4 says that whereas it is NPcomplete to even recognize whether a given graph is a line graph of some hypergraph in the
worst case, reconstructing a random hypergraph from its line graph is tractable.
To prove Theorem 4, we design an algorithm that first bootstraps the “pairwise” informaPr
tion present in M into third-order information in the form of the tensor T = i=1 Wi⊗3 ,
where Wi is the i-th column of W (see Section 2.1 of the technical overview for a summary
of how T is constructed from M). Once T has been constructed, we would like to invoke
standard algorithms for tensor decomposition to recover the Wi ’s.
However, the main technical hurdle we must overcome before we can apply tensor
decomposition is to prove that W is full column rank with high probability (see Theorem 11).
As we discuss in Section 2.2 of the overview, this can be done with a straightforward net
argument if m scales at least quadratically in r. As we are interested in getting an optimal
dependence on m in terms of r however, the bulk of the technical content in this paper goes
into showing this holds even when m scales near-linearly in r. To achieve this, our analysis
appeals to an array of technical tools from discrete probability, e.g. estimates for binary
Krawtchouk polynomials, a group-theoretic Littlewood-Offord inequality, and modern tools
[32] for showing nonsingularity of random square Boolean matrices.
Connection to the k-sum problem. As we alluded to above, the aforementioned attacks on
InstaHide elucidated a simple connection between SSBMF and the following natural variant
of k-sum that we call batched-k-vector sum, or BkV-SUM for short, for which Theorem 4 can
also be leveraged to obtain average-case guarantees.
Suppose there is a database X which is a list of d-dimensional vectors x1 , · · · , xr . For
a fixed integer k, we are given vectors y1 , · · · , ym , where for each j ∈ [m], we promise that
P
there is a set Sj with size k for which yj = i∈Sj xi . Given y1 , · · · , ym , our goal is to recover
sets S1 , · · · , Sm , even if X is unknown to us. We refer to Definition 31 for a formal definition
of BkV-SUM.
[17, 13] show that when xi are Gaussian vectors or real images, it is possible to construct
a similarity oracle that, given any yi , yj , returns the number of x’s they share (i.e., |Si ∩ Sj |).
In the presence of such an oracle, it is easy to see that there is a reduction from BkV-SUM to
SSBMF.
For reconstruction attacks however, we would like even finer-grained information, e.g.
the actual entries of the vectors xi used to generate the yi ’s. We give an algorithm for this
that, given the information obtained by SSBMF, recovers all of the “heavy” coordinates of
the xi ’s.
▶ Theorem 6 (Informal version of Theorem 37). Fix any k ∈ N and failure probability
e
δ ∈ (0, 1), and suppose m ≥ Ω(rk
log(d/δ)). Given a synthetic dataset of m d-dimensional
vectors generated by batched k-vector sum, together with its similarity oracle, there is an
O(mω+1 + d · r · m)-time algorithm for approximately recovering the magnitudes of the “heavy”
coordinates of every vector in the original dataset X = {x1 , . . . , xr }. Here, a coordinate of a
vector is “heavy” if its magnitude is Ω(k) times the average value of any original vector in
that coordinate.
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In fact, this theorem applies even if we only get access to the entrywise absolute values of
the yi ’s, yielding the first provable attack on InstaHide which is polynomial in all parameters
m, d, k, r (see Section 5.3 for details).
Worst-Case Guarantee. Finally, we observe for the worst-case version of (1), it is quite
straightforward to get a quasipolynomial-time approximation algorithm by setting up an
appropriate CSP and applying known solvers [25]:
▶ Theorem 7 (Worst-case guarantee, informal). Given a symmetric matrix M ∈ Zm×m , rank
parameter r ≤ m, and accuracy parameter ϵ ∈ (0, 1], there is an algorithm that runs in
−1 2
c ∈ Sm,r,k such that
mO(ϵ k log r) time and outputs W
cW
c ⊤ ∥0 ≤
∥M − W

min

W∈Sm,r,k

∥M − WW⊤ ∥0 + ϵm2 ,

where matrix multiplication can be over Z or over the Boolean semiring.
The proof is provided in the full version of our paper.

1.2

Related Work

Nonsingularity of Boolean Matrices. The nonsingularity of random matrices with binaryvalued entries has been well-studied in random matrix theory, especially in the setting where
each entry is an i.i.d. random draw from {±1} (see for example, [20, 76, 21]). However,
in our setting, there exists some dependence within a row since we require that the row
sum equals to k. While there have been a number of works under this setting (for example
[66, 31, 43, 5, 32]), they all studied the case when k is large (i.e., when k = Ω(log r)).
For k = O(1), there was a long-standing conjecture from [88] that the adjacency matrix
of a random k-regular graph is singular with probability o(1) when 3 ≤ k < r. A recent work
[40] fully resolved this conjecture using a local CLT and large deviation estimate. In contrast,
our W corresponds to the adjacency matrix of a bipartite graph with only left-regularity.
Furthermore, our proof uses only elementary techniques, and our emphasis is on showing that
for somewhat tall rectangular matrices, the columns are linearly dependent with probability
1/ poly(r) for any constant k ≥ 1.
Fountain Codes. Another line of work that studies the nonsingularity of random matrices
with discrete-valued entries is that of fountain codes [60, 59]. While an exposition of this
literature would take us too far afield, at a high level many of these works are interested in
establishing that for an m × r matrix whose rows are independently sampled from a particular
distribution over Frq (ideally supported over sparse vectors to allow for fast decoding), the
so-called MDS property holds. This is the property that any r × r submatrix of the matrix
is full rank. Note that this is an even stronger property than linear independence of the
columns. While these works have considered distributions somewhat similar to ours (e.g. [9]
consider a distribution over vectors of sparsity at most k where one samples k coordinates
from [r] with replacement, assigns those entries to be random from Fq , and sets all other
entries to be zero), to our knowledge they all require the sparsity of the rows to be at least
logarithmic in r.
Comparison to [6]. Perhaps the work most closely related to ours is that of [6]. In our
notation, they consider the following problem. There is an unknown matrix W ∈ Rm×r , and
P
for a fixed parameter ℓ ∈ N, they would like to recover W given the ℓ-th order tensor i Wi⊗ℓ .
They show that when the columns of W are sampled from a sufficiently anti-concentrated
ℓ−1
distribution and r ≤ m⌊ 2 ⌋ , then they can recover the Wi ’s from the tensor.
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While this appears on the surface to be quite related both to SSBMF and to our choice
of algorithm, we emphasize a crucial distinction. In SSBMF we work with ℓ = 2 as we are
P
simply given the matrix WW⊤ = i Wi⊗2 , and for this choice of ℓ, the guarantees of [6] are
vacuous as ⌊ ℓ−1
for this: their algorithm is based on directly
2 ⌋ = 0. There is a good reason
P
applying tensor decomposition to the tensor i Wi⊗ℓ that is given as input. In contrast, a
key innovation in our work is to “bootstrap” a higher-order tensor out of only the lower-order
information given by M = WW⊤ .
Of course, the other difference between [6] and our work is that they work in a smoothed
analysis setting, while we work in a random setting. As a result, even though a key step in
both our analysis and theirs is to show that under our respective distributional assumptions,
the columns of W are full rank with high probability, our techniques for doing so are
very different. We also remark that while the smoothed analysis setting is qualitatively
more flexible, their analysis suffers the same drawback as the abovementioned works on
nonsingularity of Boolean matrices and fountain codes, namely it cannot handle the setting
of Assumption 2 if the rows of W are o(log r)-sparse.
Standard NMF. Lastly, we give an overview of the large literature on nonnegative matrix
factorization and its many variants. The most standard setting of NMF is minU,V≥0 ∥M −
W1 W2⊤ ∥, where W1 , W2 range over all possible m × r matrices with nonnegative entries.
This has been the subject of a significant body of theoretical and applied work, and we refer
to the survey [35] for a comprehensive overview of this literature.
Symmetric NMF. When we constrain W1 and W2 to be equal, we obtain the question
of symmetric NMF, which is closely related to kernel k-means [24] and has been studied
in a variety of contexts like graph clustering, topic modeling, and computer vision [94,
93, 92, 18, 45, 89, 96]. Symmetric NMF has received comparatively less attention but is
nevertheless a popular clustering technique [37, 48, 24] where one takes the input matrix M
to be some similarity matrix for a collection of data points and interprets the factorization
W as specifying a soft clustering of these points into r groups, where Wi,ℓ is the “probability”
that point i lies in cluster ℓ.
While there exist efficient provable algorithms for asymmetric NMF under certain separability assumptions [7, 65], the bulk of the work on symmetric NMF has been focused on
designing iterative solvers for converging to a stationary point [37, 48, 87, 58, 99]; we refer
to the recent work of [26] for one such result and an exposition of this line of work.
Binary Matrix Factorization. In NMF, when we constrain W1 , W2 to be matrices with
binary-valued entries, the problem becomes binary matrix factorization [97, 16, 10, 33, 51,
50, 49], which is connected to a diverse array of problems like LDPC codes [73], optimizing
passive OLED displays [51], and graph partitioning [16].
With the exception of [96, 50] which considered community detection with overlapping
communities, most works on binary matrix factorization focus on the asymmetric setting.
Over the reals, this is directly related to the bipartite clique partition problem [68, 15, 16].
[51] gave the first constant-factor approximation algorithm for this problem that runs in time
2
2O(r log r) poly(m). Our Theorem 7 also extends to this asymmetric setting.
On the other hand, over the Boolean semiring, this problem is directly related to the
bipartite clique cover problem. Also called Boolean factor analysis, the discrete basis problem,
or minimal noise role mining, it has received substantial attention in the context of topic
modeling, database tiling, association rule mining, etc. [79, 80, 11, 62, 86, 57, 64]. The best
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O(r)

algorithm in this case, due to [33], runs in time 22
· m2 , matching the lower bound of [16].
[27] considered the decision version of this problem, whose goal is to decide the minimum
clique cover size r, and proved that it is NP-hard if k ≥ 5. A more general version of this
problem was studied by [8] with applications to community detection.
Over the reals, [50] gives sufficient conditions on W ∈ {0, 1}m×r for which one can recover
the matrix
WW⊤ , namely that the set of Hadamard products between columns of W spans

r
a ( 2 + 1)-dimensional space. In this case, they give an SDP-based algorithm for recovering
W. While it is conceivable that for sufficiently large m, W also satisfy this property with
high probability under our Assumption 2, in our setting an even simpler condition suffices,
namely that W has full column rank. As we will see, even this turns out to be quite nontrivial
to show when m is small.
More generally, we refer to the comprehensive survey of [63] for other results on BMF.
Sparse NMF. In sparse NMF, one enforces that the factors W1 , W2 must be sparse
matrices [38, 35] as this can lead to more interpretable results, e.g. in speech separation [78],
cancer diagnosis [34] and facial expression recognition [98]. Hoyer [38] initiated the study of
this problem based on the observation that standard NMF usually outputs a sparse solution
and modeled Sparse NMF by adding a sparsity (L1 -norm divided by L2 -norm) penalty term
to the minimization. Gillis [35] studied this problem from a geometric perspective via data
preprocessing. Apart from this regularization approach, there are also works that deal with
exact sparsity constraints [70, 19].

1.3

Miscellaneous Notation

We use Fq to denote finite field and sometimes use F to denote F2 . For any nonnegative
e ) to denote f / poly(log f ).
e ) to denote f poly(log f ) and use Ω(f
function f , we use O(f
n
For a vector x ∈ R , we use supp(x) to denote the nonzero indices, ∥x∥0 to denote the
number of nonzero entries, and ∥x∥p to denote its ℓp norm. We use ⃗1d to denote the all-ones
vector in Rd and suppress the subscript when the context is clear.
For a matrix A, we use A+ to denote the pseudo-inverse of matrix A. We use ∥A∥F to
P
denote the Frobenius norm of matrix A, ∥A∥1 = i,j |Ai,j | to denote its entrywise ℓ1 norm,
∥A∥0 to denote the number
 of nonzero entries, and ∥A∥∞ to denote maxi,j |Ai,j |.
r
Given r, k, we let [k] denote the collection of all subsets of [r] of size k.

2

Technical Overview

As the technical details for Theorems 6 and 7 are more self-contained, in this section we
focus on highlighting the key technical ingredients for our main result, Theorem 4.
The starting point is the following thought experiment. If instead of getting access to the
Pr
matrix M = i=1 Wi⊗2 over the Boolean semiring, suppose we had the tensor
T=

r
X

Wi⊗3

(2)

i=1

over Z. Provided the columns Wi of W are linearly independent over R, then we can run
a standard tensor decomposition algorithm to recover W1 , . . . , Wr up to permutation. As
such, there are two technical steps:
Step 1. bootstrapping the tensor T given only M,
Step 2. showing linear independence of the Wi .
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2.1

Bootstrapping the Tensor

The key insight is that although the similarity matrix M only gives access to “second-order”
information about correlations between the entries of W, we can bootstrap third-order
Pr
information in the form of T ≜ i=1 Wi⊗3 , where Wi is the i-th column of W and the
tensor is defined over R rather than the Boolean semiring.
Given sets S1 , . . . , Sc ⊂ [r], let µ(S1 , . . . , Sc ) denote the probability that a randomly
chosen subset T of [r] of size k does not intersect any of them. It is easy to see that

 
r − |S1 ∪ · · · ∪ Sc |
r
µ(S1 , . . . , Sc ) =
≜ µ|S1 ∪···∪Sc | .
(3)
k
k
The following fact implies that µ is monotonically decreasing in |S1 ∪· · ·∪Sc | and, importantly,
that the different µt ’s are well-separated.
▶ Fact 8 (Informal version of Fact 18). There exist absolute constants C, C ′ > 0 for which
the following holds. If r ≥ C · k 2 , then for any 0 ≤ t ≤ 3k, we have that µt ≥ µt+1 + C ′ k/r
and µt ≥ 1 − O(tk/r).
Hence, we first estimate µ by computing the fraction of columns of M which are simultaneously
zero in rows corresponding to the sets S1 , . . . , Sc . Provided that the number of columns m is
sufficiently large, we can estimate this probability to within error O(k/r), and then invert
along µ to exactly recover |S1 ∪ · · · ∪ Sc |, from which we obtain Ta,b,c via:
Ta,b,c = |S1 ∩ S2 ∩ S3 | = |S1 ∪ S2 ∪ S3 | − |S1 ∪ S2 | − |S2 ∪ S3 | − |S1 ∪ S3 | + 3k,
for any a, b, c ∈ [m] with the corresponding subsets S1 , S2 , S3 .
e (rk log(1/δ)), then with probability
▶ Lemma 9 (Informal version of Lemma 19). If m ≥ Ω
at least 1 − δ over the randomness of M, there is an algorithm (Algorithm 1)for computing
Ta,b,c for any a, b, c ∈ [m] in time O(mω+1 ).
We defer a full proof of Lemma 9 to Section 4.2. As for the runtime, we can compute each
slice of T by setting up an appropriate matrix multiplication. Then, it suffices to apply the
following standard guarantee for (noiseless) tensor decomposition:
▶ Lemma 10 (Jennrich’s algorithm, see e.g. Lemma 20). Given a collection of linearly
independent vectors w1 , . . . , wr ∈ Rm , there is an algorithm that takes any tensor T =
Pr
⊗3
ω
b1 , . . . , w
br for which there
i=1 wi , runs in time O(m ), and outputs a list of vectors w
exists permutation π satisfying w
bi = wπ(i) for all i ∈ [r].
The full algorithm for recovering W from M is given in Algorithm 1 below.

2.2

Linear Independence

To use Jennrich’s, it remains to show that the columns of W are indeed linearly independent
with high probability. This is the technical heart of our analysis. We show:
▶ Theorem 11 (Linear independence of W, informal version of Theorem 21). Let W ∈ {0, 1}m×r
be a random matrix whose rows are i.i.d. random vectors each following a uniform distribution
over {0, 1}r with exactly k ones. For constant k ≥ 1 and m = Ω(max(r, (r/k) log r)), the r
1
columns of W are linearly independent in R with probability at least 1 − poly(r)
.
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Algorithm 1 TensorRecover(M).

1
2
3

4

5
6
7
8
9
10
11
12

Input: M ∈ {0, 1}m×m s.t. M = WW⊤ over Boolean semiring for some W ∈ Sm,r,k
c ∈ Sm,r,k which is equal to W up to column permutation
Output: Matrix W
/* Form the tensor T
*/
for (a, b, c) ∈ [m] × [m] × [m] do
Let µabc be the fraction of ℓ ∈ [m] for which Ma,ℓ = Mb,ℓ = Mc,ℓ are all zero.
Define µab , µac , µbc analogously.
// (Lemma 9)
Let tabc be the nonnegative integer t for which µt (see (3)) is closest to µabc .
Define tab , tac , tbc analogously.
Ta,b,c ← tabc − tab − tac − tbc + 3k.
end
/* Run Jennrich’s on T
*/
Randomly sample unit vectors v1 , v2 ∈ Sm−1 .
M1 ← T(Id, Id, v1 ), M2 ← T(Id, Id, v2 ).
Let w
e1 , . . . , w
er ∈ Rm denote the left eigenvectors outside the kernel of M1 M+
2.
c ∈ {0, 1}m×r consist of {wi }.
Round {w
ei } to Boolean vectors {vi }; let W
c
return W.

e 2 ) one can show that W is not only
Note that by a simple net argument, when m = Ω(r
full rank, but polynomially well-conditioned. But as our emphasis is on having the sample
complexity m depend near-optimally on the rank parameter r, we need to be much more
careful.
When k is odd, it turns out to be more straightforward to prove Theorem 11. In this
case, to show linear independence of the Wi ’s over R, we first observe that it suffices to show
linear independence over F2 . For a given u ∈ Fr2 , one can explicitly compute the probability
that Wu = 0, and by giving fine enough estimates for these probabilities based on bounds
for binary Krawtchouk polynomials and taking a union bound, we conclude that the columns
of W are linearly independent with high probability in this case.
This proof strategy breaks down for even k because in this case W is not full-rank over
F2 : the columns of W add up to zero over F2 . Instead, we build on ideas from [32], which
studies the square matrix version of this problem and upper bounds the probability that
there exists some x for which Wx = 0 and for which the most frequent entry in x occurs
a fixed number of times. Intuitively, if the most frequent entry does not occur too many
times, then the probability that Wx = 0 is very small. Otherwise, even if the probability is
large, there are “few” such vectors. Unfortunately, [32] requires k ≥ Ω(log r), and in order to
handle the practically relevant regime of k = O(1), we need to adapt their techniques and
exploit the fact that W is a slightly tall matrix in our setting.
In particular, we leverage a certain group-theoretic Littlewood-Offord inequality [44]
which may be of independent interest to the TCS community. More specifically, we consider
two scenarios under which there is a vector x such that Wx = 0. The first one is that there
is a vector x with Wx = 0 which has some zero entries, in which case we can actually still
reduce to the F2 case as in the case of odd k. The second one is that there is a vector x with
Wx = 0 where all entries of x are non-zero. In this case, since 1 ∈ ker(W) in F2 , we cannot
consider linear independence over F2 , and our main workaround is instead to work over the
cyclic group Zq where q ∈ [k − 1, 2k] is a prime.
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For this latter case, we further divide into two more cases: (1) the most frequent entry in
x occurs a large number of times; (2) x does not have such an entry. By a union bound over
both kinds of vectors x, it suffices to show anti-concentration in the sense that we want to
upper bound Prw [⟨w, x⟩ = a (mod q)] for a fixed x in either case. In case (1), we can use
the upper bound from [32]. In case (2), [32] used a Littlewood-Offord-type inequality [28]
to upper bound this probability, which does not apply in our case because it works for real
numbers and we cannot apply union bound for an infinite number of vectors. Instead, we use
a group-theoretic Littlewood-Offord inequality [44] and follow the idea of [32] to transform
the uniform k-sparse distribution to an i.i.d. Bernoulli distribution, completing the proof.
We defer the details of Theorem 11 to Section 4.4. Altogether, this allows us to conclude
Theorem 4, and the formal proof is in Section 4.5.
Roadmap. In Section 3 we provide technical preliminaries, basic definitions, and tools from
previous work. In Section 4 we prove our average-case guarantee, Theorem 4. In Section 5
we describe the connection between SSBMF, BkV-SUM, and private neural network training
in greater detail and then prove Theorem 6.

3

Preliminaries

3.1

Basic Definitions

We provide a definition for Boolean semiring.
▶ Definition 12. The Boolean semiring is the set {0, 1} equipped with addition corresponding
to logical OR (i.e. x + y = 0 if x = y = 0 and x + y = 1 otherwise) and multiplication
corresponding to logical AND (i.e. x · y = 1 if x = y = 1 and x · y = 0 otherwise).
We will use the following fact about estimating highly biased Bernoulli random variables:
▶ Fact 13. For any 0 < c < 1 and 0 ≤ p ≤ ϵ, one can estimate the mean of a Bernoulli
random variable Ber(p) to error c · ϵ with probability 1 − δ using O(c−2 ϵ−1 ) samples.

3.2

Discrete probability tools

▶ Definition 14. Given a vector v ∈ Nr , define a fibre of a vector to be a set of all indices
whose entries are equal to a particular value.
▶ Lemma 15 ([32]). Let w ∈ {0, 1}r be a random vector with exactly k ones where k < r/2.
Let q ≥ 2 be an integer and consider a fixed vector v ∈ Zrq whose largest fibre has size r − s.
Then, for any a ∈ Zq we have Pr[⟨w, v⟩ ≡ a (mod q)] ≤ Ps for some Ps = 2−O(sk/r) if
sk = o(r), and Ps = 2−Ω(1) if sk = Ω(r).
▶ Lemma 16 ([32]). For x ∈ Rr whose largest fibre has size rp
− s, and let w ∈ {0, 1}r be a
random vector with k ones. Then maxa∈R Pr[⟨x, w⟩ = a] = O r/(sk) .
In Proposition 25, we need the following estimate for the binary Krawtchouk polynomial:
▶ Lemma 17 ([72]). For k ≤ 0.16r, λ ≤ 2r , we have |Kkr (λ)| ≤

r
k



· 1−


2k λ
.
r
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Average-Case Algorithm

In Section 4.1 we prove that the non-intersection probabilities µt defined in Section 2.1 are
well-separated, which we previously stated informally as Fact 8. In Section 4.2 we show how
to exploit this fact to construct the tensor T defined in (2). In Section 4.3 we give a sufficient
condition for the tensor T to be decomposable.
Section 4.4 is the main technical component of this paper where we show that under
Assumption 2, the columns of W are linearly independent (over R) with high probability so
that we can actually apply tensor decomposition. In Section 4.4.1 we observe that one way to
show linear independent of the columns of W over R is to show linear independence over F2 .
In Section 4.4.2 we handle the case of odd k by using this observation together with a helper
lemma from Section 4.4.3 involving estimates of binary Krawtchouk polynomials. For even
k, we cannot reduce to showing linear independence over F2 , so in Section 4.4.4 we handle
this case using a combination of ideas from [32] and a group-theoretic Littlewood-Offord
inequality [44].
Finally, in Section 4.5 we put all the ingredients together to complete the proof of
Theorem 4.

4.1

Non-Intersection Probabilities µt Well-Separated

We begin by showing that the non-intersection probabilities µt defined in (3) are monotonically
decreasing and well-separated. For ease of reading, we recall the definition of µt here. Given
sets S1 , . . . , Sc ⊂ [r], let µ(S1 , . . . , Sc ) denote the probability that a randomly chosen subset
T of [r] of size k does not intersect any of them. Then

 
r − |S1 ∪ · · · ∪ Sc |
r
µ(S1 , . . . , Sc ) =
≜ µ|S1 ∪···∪Sc | .
(4)
k
k
▶ Fact 18 (Formal version of Fact 8). There exist absolute constants C, C ′ > 0 for which the
following holds. If r ≥ C · k 2 , then for any 0 ≤ t ≤ 3k, we have that µt ≥ µt+1 + C ′ k/r and
µt ≥ 1 − O(tk/r).

4.2

Constructing a tensor

We now use Fact 18 to show how to construct the tensor T defined in (2), namely T ≜
Pr
⊗3
i=1 Wi .
e (rk log(1/δ)), then
▶ Lemma 19 (Constructing a tensor, formal version of Lemma 9). If m ≥ Ω
with probability at least 1 − δ over the randomness of M, there is an algorithm for computing
Ta,b,c for any a, b, c ∈ [m] in time O(mω+1 ).
Proof. If entries a, b, c correspond to subsets S1 , S2 , S3 of [m], then
Ta,b,c = |S1 ∩ S2 ∩ S3 | = |S1 ∪ S2 ∪ S3 | − |S1 ∪ S2 | − |S2 ∪ S3 | − |S1 ∪ S3 | + 3k.

(5)

By Fact 13 and the second part of Fact 18 applied to t = |Si ∪ Sj | or t = |S1 ∪ S2 ∪ S3 |, we
conclude that any µ|Si ∪Sj | or µ|S1 ∪S2 ∪S3 | can be estimated to error C ′ k/2r with probability
1 − δ/m3 provided that

m≥Ω


t2 r
log(m3 /δ) .
k
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Note that t ≤ 3k, so this holds by the bound on m in the hypothesis of the lemma. By the
first part of Fact 18, provided these quantities can be estimated within the desired accuracy,
we can exactly recover every |Si ∪ Sj | as well as |S1 ∪ S2 ∪ S3 |. So by (5) and a union bound
over all (a, b, c), with probability at least 1 − δ we can recover every entry of T.
It remains to show that T can be computed in the claimed time. Note that naively, each
entry would require O(m) time to compute, leading to O(m4 ) runtime. We now show how
to do this more efficiently with fast matrix multiplication. Fix any a ∈ [m] and consider the
a-th slice of T. Recall that for every b, c ∈ [m], we would like to compute the number of
columns ℓ ∈ [m] for which Ma,ℓ , Mb,ℓ , Mc,ℓ are all zero (note that we can compute the other
relevant statistics like the number of ℓ for which Ma,ℓ and Mb,ℓ are both zero in total time
O(m3 ) across all a, b even naively).
We can first restrict our attention to the set La of ℓ for which Ma,ℓ = 0, which can be
computed in time O(m). Let Ma denote the matrix given by restricting M to the columns
indexed by La and subtracting every resulting entry from 1. By design, (Ma M⊤
a )b,c is equal
⊤
to the number of ℓ ∈ La for which Mb,ℓ = Mc,ℓ = 0, and the matrix Ma Ma can be computed
in time O(mω ). The claimed runtime follows.
◀

4.3

Tensor decomposition

We can invoke standard guarantees for tensor decomposition to decompose T, the key
sufficient condition being that the components {W1 , . . . , Wr } be linearly independent over
R.
▶ Lemma 20 (Tensor decomposition, formal version of Lemma 10). Given a collection of
linearly independent vectors w1 , . . . , wr ∈ Rm , there is an algorithm that takes any tensor
Pr
T = i=1 wi⊗3 , runs in time O(mω ), and outputs a list of vectors w
b1 , . . . , w
br for which there
exists permutation π satisfying w
bi = wπ(i) for all i ∈ [r].
Proof. The algorithm is simply to run Jennrich’s algorithm ([36, 54]), but we include a
proof for completeness. Pick random v1 , v2 ∈ Sm−1 and define M1 ≜ T(Id, Id, v1 ) and
M2 ≜ T(Id, Id, v2 ). If W ∈ Rm×r is the matrix whose columns consist of w1 , . . . , wr , then we
Pr
can write Ma = i=1 ⟨wi , va ⟩wi wi⊤ = WDa W⊤ , where Da ≜ diag(⟨w1 , va ⟩, . . . , ⟨wr , va ⟩).
+
+
+
As a result, Ma M+
b = WDa Db W . This gives an eigendecomposition of Ma Mb because
+
the entries of Da Db are distinct almost surely because {wi } are linearly independent. We
conclude that the nontrivial eigenvectors of Ma M+
b are precisely the vectors {wi } up to
permutation as claimed. Forming M1 and M2 takes O(m2 ) time, and forming Ma M+
b and
computing its eigenvectors takes O(mω ) time.
◀

4.4

Linear independence of W

We now turn to proving the main technical result in this paper, namely that for W satisfying
Assumption 2, the columns of W are linearly independent over R with high probability as
soon as m is near-linear in r.
▶ Theorem 21 (Linear independence of W, formal version of Theorem 11). Let W ∈ {0, 1}m×r
be a random matrix whose rows are i.i.d. random vectors each following a uniform distribution
over {0, 1}r with exactly k ones. For constant k ≥ 1 and m = Ω(max(r, (r/k) log r)), the r
1
columns of W are linearly independent in R with probability at least 1 − poly(r)
.
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Reduction to Finite Fields

We treat the cases of odd and even k separately. For the former, we will show that the
columns of W are linearly independent over F2 with high probability, which by the following
is sufficient for linear independence over R:
▶ Lemma 22 (Reduction from F2 to R). Let W ∈ {0, 1}m×r . If the columns of W are
linearly independent in F2 , then they are also linearly independent in R.
Proof. We prove a contrapositive statement, i.e., if the columns are linearly dependent in R,
then they are still dependent in F2 .
Let w1 , . . . , wn be the columns of W. If they are linearly dependent in R, then there
Pr
exists c1 , . . . , cr ∈ R such that i=1 ci wi = 0. By Gaussian elimination, it is easy to see that
c1 , . . . , cr ∈ Q. By multiplying some common factor, we can get r integers c′1 , . . . , c′r ∈ Z
such that not all of them are even numbers and
c′1 w1 + c′2 w2 + · · · + c′r wr = 0.
Then, apply (mod 2) to both sides of the equation and for any j ∈ [m], the j-th entry of the
resulting vector is
r
X

c′i Wij

r
M
(mod 2) =
(c′i

i=1

mod 2) · Wij = 0,

(6)

i=1

where the first step follows from Wij ∈ {0, 1}.
Define a vector a ∈ Fr2 such that ai := c′i mod 2 for i ∈ [r]. Then, a ̸= 0 and Eq. (6)
implies that Wa = 0 in F2 , which means the columns of W are linearly dependent in F2 .
And the claim hence follows.
◀

4.4.2

Linear independence for odd k

We are now ready to handle the case of odd k. The following lemma proves the F2 case.
▶ Lemma 23 (Linear independence in F2 ). Give two fixed positive integers n and r, for any
1
odd positive integer k, if m = Ω(max(r, (r/k) log r)), then with probability at least 1 − poly(r)
,
the columns of m × r matrix W are linearly independent in F2 .
Proof. To show that the columns of W are linearly independent, equivalently, we can show
that ker(W) = ∅ with high probability; that is, for all x ∈ Fr2 \{0}, Wx ̸= 0.
For 1 ≤ λ ≤ r, let Pλ := Pr[Wu = 0] for u ∈ Fr2 and |u| = λ. Note that this probability
is the same for all weight-λ vectors. Then, we have
Pr[ker(W) ̸= ∅] ≤

r
X

Pλ ·

λ=1

n

u∈

Fr2

|u| = λ

o

≤

r
X
λ=1

 
r
Pλ ·
.
λ

Fix λ ∈ [r] and u ∈ Fr2 with weight λ. Since the rows of W are independent, we have
Pλ = Pr[Wu = 0] =

m
Y

Pr[⟨wi , u⟩ = 0] = (Pr[⟨w, u⟩ = 0])m ,

i=1

where w is a uniformly random vector in the set {u ∈ Fr2 ||u| = k}. It’s easy to see that k
should be an odd number; otherwise, W1 = 0.
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By Proposition 25, we have
Pr[ker W ̸= ∅] ≤

r/2
X

1 1
+
2 2

λ=1

r−1−m

≤2

+



λ ! m     m  
r
1
r
·
+
·
λ
λ
2

λ ! m  
Pr/2
1 1
2k
r
+
1−
·
( i=0
2 2
r
λ

2k
1−
r

r/2
X
λ=1

r−1−m

≤2

m  
r/2 
X
r
1 + kλ/r
·
+
λ
1 + 2kλ/r

((1 −

2k λ
r )

r
i

≤



= 2r−1 .)

1
1+(2kλ)/r .)

λ=1

≤2

r−1−m

+

r/2
X
λ=1

≤ 2r−1−m +



kmλ/r
exp −
1 + kλ/r

r/2 
X
λ=1

  
r
·
λ

(1 − x ≤ e−x .)


λ
km/r
exp −
+ log(er/λ)
1 + kλ/r

(

r
λ



≤ (er/λ)λ .)

Suppose m > (r/k) log(er/λ) + λ log(er/λ) for 0 < λ < r/2, then we have
−

km/r
+ log(er/λ) < 0.
1 + kλ/r

Note that when 0 < λ < r/2, λ log(er/λ) ≤ Ω(r). Also, (r/k) log(er/λ) ≤ Ω((r/k) log r).
Hence, if we take m = Ω(r + (r/k) log r), we have




km/r
exp −
+ log(er/λ)
1 + kλ/r

λ


≤ exp

−λ · Ω(log(r))
1 + kλ/r


≤

1
.
poly(r)

Therefore,
Pr[ker W ̸= ∅] ≤ 2r−1−m +

r/2 
X
λ=1

λ

1
km/r
+ log(er/λ)
≤
,
exp −
1 + kλ/r
poly(r)
◀

and the lemma is then proved.
Combining Lemma 22 and Lemma 23, we immediately have the following corollary:

▶ Corollary 24 (Linear independence in R for odd k). For r ≥ 0, odd constant k ≥ 1, when
1
m = Ω((r/k) log r) ≥ r, with probability at least 1 − poly(r)
, the columns of matrix W are
linearly independent in R.

4.4.3

Helper lemma

In the proof of Lemma 23 above, we required the following helper lemma:
▶ Proposition 25. For 1 ≤ λ ≤ 2r , we have either

λ ! m
 m
1 1
2k
1
+
1−
and Pr−λ ≤
,
Pλ ≤
2 2
r
2
or
 m
1
Pλ ≤
2

and

Pr−λ ≤

1 1
+
2 2



2k
1−
r

λ ! m
.
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Linear independence for even k

Next, we turn to the case of even k. When k is even, we cannot use Lemma 22 because the
matrix is not linearly independent in F2 . Instead, we use a variant of the proof in [32] to
show that in this case, the linear independence of the columns of W still holds with high
probability:
▶ Lemma 26. Give two fixed positive integers n and r, for any even positive integer k, if
1
m = Ω(r + (r/k) log r), then with probability at least 1 − poly(r)
, the columns of m × r matrix
W are linearly independent in R.
Proof. We first show that it suffices to consider the case when W ∈ Zm×r is an integral
matrix. Suppose the columns of W are not linearly independent, i.e., there exists x ∈ Qr
such that Wx = 0. Then, we will be able to multiply by an integer and then divide by a
power of two to obtain a vector c ∈ Zr with at least one odd entry such that ⟨wi , c⟩ = 0 for
all i ∈ [m] where wi⊤ denotes the i-th row of W.
To upper bound the column-singular probability, we have
Pr[W is column-singular] ≤ Pr[Wx = 0 for some x with |supp(x)| < r]
+ Pr[Wx = 0 for some x with |supp(x)| = r].
For the first term, it can be upper bounded by
Pr[⟨wi , x⟩ ≡ 0

(mod 2) ∀i ∈ [r] for some x ̸= 1],

where 1 is an length-r all ones vector.
Note that the reduction (Lemma 22) fails only when all of the entries of c are odd because
W1 = 0 in F2 when k is even. Hence, We can use almost the same calculation in Lemma 23
to upper bound this probability by r−Ω(1) when m = Ω((r/k) log r).
For the second term, let Sr denote the set of vectors with support size r. Define a fibre
of a vector to be a set of all indices whose entries are equal to a particular value. And define
a set P to be
P := {c ∈ Zr : c has largest fibre of size at most (1 − δ)r}
Then, we have
Pr[Wx = 0 for some x with |supp(x)| = r] ≤ Pr[∃x ∈ Sr \P : ⟨wi , x⟩ = 0 ∀i ∈ [m]]
+ Pr[∃x ∈ Sr ∩ P : ⟨wi , x⟩ = 0 ∀i ∈ [m]]
≤ B1 + B2 .
For B1 , let q = k − 1. It suffices to prove that there is no non-constant vector c ∈ Zrq
with largest fibre of size at least (1 − δ)r such that ⟨wi , c⟩ ≡ 0 (mod q) for all i ∈ [m]. Then,
by Lemma 15, let t = O(r/k) and the probability can be upper bounded by
δr  
X
r s+1
B1 ≤
q (Ps )m1 ≤ r−O(1) ,
s
s=1
if we take m1 = Ω((r/k) log r) and δ < 1.
For B2 , we need to apply a union bound:

m
B2 ≤ |Sr ∩ P| · max Pr[⟨w, x⟩ = 0]
.
x∈P

In fact, it suffices to consider the vectors in Zrq , where q is a prime in [k − 1, 2k]. We need
the following group-theoretic Littlewood-Offord inequality:
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▶ Lemma 27 (Corollary 1 in [44]). Let q ≥ 2 be a prime. Let x ∈ Znq with |supp(x)| = n. Let
wi ∈ {−1, 1}Zq be a Bernoulli random variable for i ∈ [n]. Then,

sup Pr[⟨x, w⟩ = g] ≤ 3 max
g∈Zq

1 1
,√
q
n


.

Then, similar to the proof of Lemma 4.2 in [32], Lemma 27 implies the following claim:
▷ Claim 28. Let 0 < k ≤ r/2, and consider a vector x ∈ Zrq (q prime) whose largest fibre
has size r − s, and let w ∈ {0, 1}r be a random vector with exactly k ones. Then,


p
sup Pr[⟨x, w⟩ = g] = O max{1/q, r/(ks)} .
g∈Zq

In our case, s = δr and

p
r/(ks) = (δk)−1/2 . That is,


max Pr[⟨w, x⟩ = 0] ≤ O
x∈P

1
√
δk



Then, we apply union bound for B2 :
r

B2 ≤ (q − 1) ·



1
√
δk

m
≤

1
,
poly(r)

if we take δ to be a constant in (0, 1) and m = Ω(r).
Combining them together, we get that
Pr[W is column-singular] ≤

1
poly(r)

if m = Ω(max{r, (r/k) log r}).

4.5

◀

Putting Everything Together

In this section we formally show how to conclude our main average-case guarantee:
▶ Theorem 29 (Average-case guarantee, formal version of Theorem 4). Fix any integer
e
2 ≤ k ≤ r, failure probability δ ∈ (0, 1), and suppose m ≥ Ω(rk
log(1/δ)). Let W ∈ {0, 1}m×r
be generated by the following random process: for every i ∈ [m], the i-th row of W is a
uniformly random k-sparse binary vector. Define M ≜ WW⊤ where matrix multiplication is
over the Boolean semiring. There is an algorithm which runs in O(mω+1 ) time and, with
c ∈ {0, 1}m×r whose columns
probability 1 − δ over the randomness of W, outputs a matrix W
3
are a permutation of those of W.
Proof. By Lemma 19, as long as m satisfies the bound in the hypothesis, with probability
Pr
at least 1 − δ one can successfully form the tensor T = i=1 Wi⊗3 in time O(mω+1 ). By
Theorem 21, the columns of W are linearly independent with high probability. By Lemma 20,
one can therefore recover the columns of W up to permutation.
◀

3

ω ≈ 2.373 is the exponent of matrix multiplication.
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Connections between BkV-SUM, SSBMF, and InstaHide

In this section, we begin by formally defining BkV-SUM and describing the connection
to SSBMF elucidated in [17, 13]. In Section 5.3 we then prove Theorem 6 by describing
an algorithm that takes a solution to the SSBMF instance corresponding to a BkV-SUM
instance and extracts more fine-grained information about the latter, specifically certain
coordinates of the unknown database generating the BkV-SUM instance. As we will explain,
the motivation for this particular recovery guarantee comes squarely from designing better
attacks on InstaHide.

5.1

Connection to batched k-vector sum

We first describe an extension of the well-studied k-sum problem [46, 30, 69, 2, 1] to a
“batched” setting. Recall that the classic k-sum problem asks: given a collection of r numbers,
determine whether there exists a subset of size k summing to zero. One can consider an
analogous question where we instead have a collection of r vectors in Rd , and more generally,
instead of asking whether some subset of size k sums to the zero vector, we could ask the
following search problem which has been studied previously [12, 14, 3]:
▶ Definition 30 (k-Vector-Sum). Given a database X consisting of d-dimensional vectors
x1 , · · · , xr , for a fixed vector y and an integer k, we promise that there is a set S ⊂ [n] such
P
that |S| = k and y = i∈S xi . We can observe y and have access to database X, our goal is
to recover set S.
Even when d = 1, the Exponential Time Hypothesis implies that no algorithm can do
better than ro(k) , and this essentially remains true even for vectors over finite fields of small
characteristic [12].
We consider two twists on this question. First, instead of a single vector y, imagine we
got a batch of multiple vectors y1 , . . . , ym , each of which is the sum of some k vectors in the
database, and the goal is to figure out the constituent vectors for each yi . Second, given
that there might be some redundant information among the yi ’s, it is conceivable that under
certain assumptions on the database X, we could even hope to solve this problem without
knowing X. These considerations motivate the following problem:
▶ Definition 31 (BkV-SUM). Given unknown database X which is a list of vectors
x1 , · · · , xr ∈ Rd and a fixed integer k. For a set of vector y1 , · · · , ym ∈ Rd , for each
P
j ∈ [m], we promise that there is a set Sj ⊂ [n] such that |Sj | = k and yj = i∈Sj xi . Given
y1 , · · · , ym , our goal is to recover sets S1 , · · · , Sm .
As we discuss in Section 5.3, BkV-SUM is closely related to existing attacks on a recently
proposed scheme for privately training neural networks called InstaHide.

5.2

Similarity Oracle

Taking a step back, note that BkV-SUM could even be harder than kV-SUM from a worstcase perspective, e.g. if y1 = · · · = ym . The workaround we consider is motivated by the
aforementioned applications of BkV-SUM to InstaHide [17, 13]. It turns out that in these
applications, the unknown database X possesses additional properties that allow one to
construct the following oracle, e.g. by training an appropriate neural network classifier [13]:
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▶ Definition 32 (Similarity oracle). Recall the notation of Definition 31. Given vectors
{y1 , . . . , ym } generated by BkV-SUM, let O denote the oracle for which O(i, j) = |Si ∩Sj | ̸= ∅]
for all i, j ∈ [m]. Also define the selection matrix W ∈ {0, 1}m×r to be the matrix whose
i-th row is the indicator vector for subset Si .
The following simple observation tells us that given an instance of BkV-SUM together
with a similarity oracle, we can immediately reduce to an instance of SSBMF:
▶ Fact 33. If the matrix M ∈ Rm×m has entries Mi,j = O(i, j), then it satisfies M = WW⊤ .

5.3

An Improved Attack on InstaHide

Given a similarity oracle, we can in fact do more than just recover S1 , . . . , Sm : provided that
d is sufficiently large, we can use the matrix W we have recovered as well as the vectors
y1 , . . . , ym to solve a collection of linear systems to recover x1 , . . . , xm . In this section, we
show a stronger guarantee: recovery is possible even if we only have access to the entrywise
absolute values of the yi ’s. To motivate this result, we first spell out how exactly InstaHide
[41] relates to the BkV-SUM problem considered in this section.
▶ Definition 34. From a private dataset X = {x1 , . . . , xr }, InstaHide generates a synthetic
dataset by sampling W ∈ {0, 1}m×r according to Assumption 2 and outputting the vectors
z1 , . . . , zm given by zi = |Wi X|, where | · | denotes entrywise absolute value, Wi is the i-th
row of W, and, abusing notation, X denotes the r × d matrix whose j-th row is xj . In light
of Definition 31, let Si ⊂ [r] denote the support of the i-th row of W.
Note that the synthetic dataset {z1 , . . . , zm } in Definition 34 is simply given by the
entrywise absolute values of the vectors {y1 , . . . , ym } in Definition 31 if the size-k subsets
S1 , . . . , Sm there were chosen uniformly at random.
It was shown in [41] that by training a neural network on the synthetic dataset generated
from a private image dataset, one can still achieve good classification accuracy, and the
hope was that by taking entrywise absolute values, one could conceal information about the
private dataset. This has since been refuted empirically by [13], and provably by [17, 39] for
extremely small values of k, but a truly polynomial-time, provable algorithm for recovering
private images from synthetic ones generated by InstaHide had remained open, even given a
similarity oracle.
Here we close this gap by showing how to efficiently recover most of the private dataset
by building on our algorithm for SSBMF. The pseudocode is given in Algorithm 2.
The following lemma is the main ingredient for analyzing Algorithm 2, whose main
guarantees were informally stated in Theorem 6. It essentially says that given W and the
ℓ-th coordinates of all z1 , . . . , zm , one can approximately reconstruct the ℓ-th coordinates
of all x1 , . . . , xr which are sufficiently “heavy.” Roughly, an index i ∈ [r] is “heavy” if the
magnitude of the ℓ-th coordinate of xi is roughly k times larger than the average value in
that coordinate across all x1 , . . . , xr .
▶ Lemma 35. For any absolute constant η > 0, there is an absolute constant c > 0 for
which the following holds as long as m ≥ Ω(log(d/δ)). There is an algorithm GetHeavyCoordinates that takes as input W ∈ {0, 1}m×r satisfying Assumption 2 and vector z ∈ Rm
satisfying |Wp| = z for some vector p ∈ Rr , runs in time O(r · m), and outputs pb such that
for every i ∈ [r] for which |pi | ≥ (ck/r) · p, we have that pei = pi · (1 ± η).
We will need the following basic calculation. Henceforth, given a vector p, let p denote
the sum of its entries.
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Algorithm 2 GetHeavyCoordinates(M).

1
2
3
4

Input: Similarity matrix M for synthetic images generated from unknown private
dataset X
b which approximates heavy entries of X (see Theorem 37)
Output: Matrix X
W ←TensorRecover(M).
for j ∈ [d] do
Let z ∈ Rm have i-th entry equal to the j-th coordinate of synthetic image i.

Pm 
Form the vector pe′ ≜ 1 i=1 wi − k−1 ⃗1 · zi2 , where wi is the i-th row of W.
m

b to be pe′ ·
Set the j-th row of X

5
6
7

r−2
r(r−1)
k(r−2k+1) .

end
b
return X.

▶ Fact 36. For any vector p ∈ Rr ,
E[⟨eS , p⟩2 ] =
S

k(r − k)
k(k − 1) 2
p
∥p∥22 +
r(r − 1)
r(r − 1)

(7)

where the expectation is over a random size-k subset S ⊂ [r].
We are now ready to prove Lemma 35.
Proof of Lemma 35. Define the vector


pe ≜ E ⟨eS , p⟩2 · eS ,

(8)

S

where the expectation is over a random subset S ⊂ [r] of size k, and eS ∈ {0, 1}k is the
indicator vector for the subset S. The i-th entry of pe is given by
 −1
X
r
pei =
·
(⟨eS , p⟩ + pi )2
k
r−1
S∈([k−1])
 −1
X
P
r
=
·
p2i + 2pi · pS + p2S
(pS ≜ j∈S pj .)
k
r−1
S∈([k−1]
)


 −1


X
X
r
r−1


=
· p2i ·
+ 2pi ·
pS +
p2S 
k
k−1
r−1
r−1
S∈([k−1]
S∈([k−1]
)
)
For the second term, we have


X
X
r−2
pS =
pj ·
.
k−2
r−1
j∈[r]−{i}
S∈([k−1]
)
For the third term, we have
X
X X
p2S =
p j pℓ
r−1
r−1
j,ℓ∈S
S∈([k−1])
S∈([k−1])
X X
X X
pj pℓ
=
p2j +
r−1
r−1
j∈S
j̸
=
ℓ
S∈([k−1])
S∈([k−1])


X
X
r−2
2
=
pj ·
+
k−2
j∈[r]−{i}

j,ℓ∈[r]−{i},j̸=ℓ




r−3
pj p ℓ ·
.
k−3
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Hence, the i-th entry of ES [⟨eS , p⟩2 · eS ] is




k(r − 2k + 1)
k(k − 1)(r − k)
E eS · ⟨eS , p⟩2
= p2i ·
+ ∥p∥22 ·
S
r(r − 1)
r(r − 1)(r − 2)
i
k(k − 1)
k(k
−
1)(k − 2)
+ 2pi p ·
+ p2 ·
.
r(r − 1)
r(r − 1)(r − 2)

h

We conclude by Fact 36 that the i-th entry of ES ⟨eS , p⟩2 · eS −

k−1
r−2

i
· ⃗1 is bounded by

 


k − 1⃗
k(r − 2k + 1)
k(k − 1)
E eS −
1 · ⟨eS , p⟩2
= p2i ·
+ 2pi p ·
S
r−2
r(r
−
1)
r(r − 1)
i
k(k − 1)(2k − 3)
+ p2 ·
r(r − 1)(r − 2)
We do not have exact access to pe, but we may form the unbiased estimator

m 
1 X
k − 1⃗
pe ≜
wi −
1 · zi2 ,
m i=1
r−2
′

(9)

2
where wi is the
within
 i-th2 row of
W. For any i ∈ [m], each coordinate of wi · zi is bounded
2
the interval −∥z∥∞ , ∥z∥∞ , so by Chernoff, provided that m ≥ Ω(log(d/δ)/ϵ2 ), we ensure
that pe′i ∈ pei (1 ± ϵ) for all i with probability at least 1 − δ. Now consider the following
estimator for p2i :

qbi ≜ pe′i ·

r(r − 1)
.
k(r − 2k + 1)

(10)

We can thus upper bound the error of qbi relative to p2i by
p
·O
pi



   2
 2
p
p k p2 k 2
k
k
+
±
ϵ
·
O
1
+
+
.
·O
r
pi
r2
pi r
p2i r2

If we assume that |pi | ≥ Ω(k/r)p and ϵ = O(1) for appropriately chosen constant factors,
then we have that qbi ∈ p2i · (1 ± η) as desired.
◀
We are now ready to prove the main guarantee for our attack on InstaHide, originally
stated informally in Theorem 37.
▶ Theorem 37 (Formal version of Theorem 6). For any absolute constant η > 0, there is
an absolute constant c > 0 for which the following holds. Fix any integer k ≥ 2, failure
e
probability δ ∈ (0, 1), and suppose m ≥ Ω(rk
log(d/δ)). Given a synthetic dataset of size
m generated by BkV-SUM from a matrix X, together with its similarity oracle, there is an
b such that for any (i, j) ∈ [r] × [d]
O(mω+1 + d · r · m)-time algorithm which outputs a matrix X
P
b
satisfying |Xi,j | ≥ (ck/r) i′ ∈[r] |Xi′ ,j |, we have that |Xi,j | = |Xi,j | · (1 ± η).
Proof. By Theorem 29 and the assumed lower bound on m, we can exactly recover the
selection matrix W (up to some column permutation) in time O(mω+1 ). Using Lemma 35,
for every pixel index j ∈ [d] we can run GetHeavyCoordinates(M) to recover the pixels
in position j which are heaviest among the r private images in time O(m · r), yielding the
desired guarantee.
◀
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Quantum Meets the Minimum Circuit Size Problem

1

Introduction

The Minimum Circuit Size Problem (MCSP) is one of the central computational problems
in complexity theory. Given the truth table of a Boolean function f : {0, 1}n → {0, 1}
and a size parameter s (in unary) as inputs, MCSP asks whether there exists a circuit of
size at most s for f . While MCSP has been studied as early as the 1950s in the Russian
cybernetics program [45], its complexity remains mysterious: we do not know whether it is
in P or NP-hard. Meanwhile, besides being a natural computational problem, in recent years,
researchers have discovered many surprising connections of MCSP to other areas such as
cryptography [42], learning theory [12], circuit complexity [29], average-case complexity [18],
and others.
Quantum computing is of growing interest, with applications to cryptography [44],
machine learning [8], and complexity theory [28], etc. Inspired by the great success of MCSP
in classical computation and the flourishing of quantum computers, we propose a new research
program of studying quantum computation through the lens of MCSP. We envision MCSP
as a central problem that connects different quantum computation applications and provides
deeper insights into the complexity-theoretic foundation of quantum circuits.

1.1

The classical MCSP and its connections to other problems

It is immediate that MCSP ∈ NP because the input size is 2n so one can verify if a circuit
(given as the certificate/proof) computes the input truth table in time 2O(n) . However, there
is no consensus on the complexity status of this problem – MCSP could be in P, NP-complete,
or NP-intermediate. Several works [37, 29] showed negative evidence for proving the NPhardness of MCSP using standard reduction techniques. We also do not know whether there
is an algorithm better than brute force search (see Perebor conjecture for MCSP [45]) or
whether there is a search-to-decision reduction or a self-reduction1 for MCSP2 . On the other
hand, several variants of MCSP are NP-hard under either deterministic reductions [36, 19] or
randomized reductions [20, 23].
Researchers have discovered many surprising connections of MCSP to other fields in Theoretical Computer Science including cryptography, learning theory, and circuit lower bounds. To
name a few, Razborov and Rudich [42] related natural properties against P/poly with circuit
lower bounds and pseudorandomness. Kabanets and Cai [29] showed that MCSP ∈ P implies
new circuit lower bounds, and that MCSP ∈ BPP implies that any one-way function can be
inverted. Allender and Das [5] related the complexity class SZK (Statistical Zero Knowledge)
to MCSP. Carmosino, Impagliazzo, Kabanets and Kolokolova [12] showed that MCSP ∈ BPP
gives efficient PAC-learning algorithms. Impagliazzo, Kabanets and Volkovich [25] showed
that the existence of indistinguishable obfuscation implies that SAT reduces to MCSP under
a randomized reduction. Hirahara [18] showed that if an approximation version of MCSP is
NP-hard, then the average-case and worst-case hardness of NP are equivalent. Arunachalam,
Grilo, Gur, Oliveira and Sundaram [7] proved that MCSP ∈ BQP implies new circuit lower
bounds. All these results indicate that the MCSP serves as a “hub” that connects many
fundamental problems in different fields. Therefore, a deeper understanding of this problem
could lead to significant progress in Theoretical Computer Science.

1
2

Roughly, a problem is self-reducible if one can solve the problem with size n by algorithms for smaller
size.
It is worth noting that every NP-complete problem has search-to-decision reductions and self-reductions.
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Main results and technical overview

In this work, we consider three different natural objects that a quantum circuit can compute:
Boolean functions, unitaries, and quantum states. We start with giving the informal
definitions of the minimum circuit size problem for each of them. (See the full version for
formal definitions.)
▶ Definition 1 (MQCSP, informal). Given the truth table of a Boolean function f and a size
parameter s in unary, decide if there exists a quantum circuit C which has size at most s
and uses at most s ancilla qubits such that C computes f with high probability.
▶ Definition 2 (UMCSP, informal). Given the full description of a 2n -dimensional unitary
matrix U and a size parameter s in unary, decide if there exists a quantum circuit C which
has size at most s and uses at most s ancilla qubits such that C and U are close3 .
▶ Definition 3 (SMCSP, informal). Let |ψ⟩ be an n-qubit state. Given size parameters s and
n in unary and access to arbitrarily many copies of |ψ⟩ (or the classical description of |ψ⟩),
decide if there exists a quantum circuit C which has size at most s using at most s ancilla
qubits such that C|0n ⟩ and |ψ⟩ are close in terms of fidelity.
In the rest of this section, we first discuss several challenges and difficulties we encountered
in the study of MCSP when moving from the classical setting to the quantum setting. Next, we
give an overview of all the results and techniques. In particular, we focus on both interpreting
the new connections we establish as well as the technical subtleties when quantizing the
previous works in the classical setting. For a quick summary of the results, please take a
look at Table 1.

2.1

Challenges and difficulties when moving to the quantum setting

In the following, we summarize several fundamental properties of quantum circuits, unitaries,
and quantum states that induce problems and difficulties that would not appear in the
classical setting.
Quantum computation is generally random and erroneous. It is natural to consider
quantum circuits that approximate (rather than exactly computing) the desired unitary. One
immediate consequence is that we have to define the quantum MCSPs as promise problems
(with respect to the error)4 , which is more challenging to deal with. Moreover, since unitaries
and quantum states are specified by complex numbers, we also need to properly tackle the
precision issue. These quantum properties make generalizing classical results to the quantum
setting non-trivial. For instance, some classical analyses (see [7] for an example) rely on the
fact that the classical circuits are deterministic after the random string is made public, while
any intermediate computation of a quantum circuit is inherently not deterministic.
Quantum circuits are reversible. This follows from the fact that every quantum gate is
reversible. While this seems to be a restriction for quantum circuits, we observe that this
enables search-to-decision reductions for UMCSP and SMCSP. Note that the existence of such
reduction is a longstanding open question for classical MCSP. This suggests that quantum
MCSPs can provide a new angle to leverage the reversibility of quantum circuits.
3
4

We say C and U are close if |(⟨ψ| ⊗ I)U † C(|ψ⟩|0⟩)| is large for all |ψ⟩.
The definitions above are not promise problems for simplicity. Check the full version for formal
definitions.
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The introduction of ancilla qubits. As quantum circuits are reversible, every intermediate
computation has to happen on the input qubits. Thus, it is very common to introduce ancilla
qubits which are extra qubits initialized to all zero and can be regarded as additional registers
for intermediate computation. Ancilla qubits introduce complications in quantum MCSPs.
First, the quantum circuit complexity of an object could be very different when the allowed
number of ancilla qubits is different. Second, the classical simulation time of a quantum
circuit scales exponentially in the number of input qubits plus the number of ancilla qubits.
Namely, when the number of ancilla qubits is super-linear, classical simulations would require
super-polynomial time5 . An immediate consequence is that, unlike classical MCSP, MQCSP
is not trivially in NP when allowing a super-linear number of ancilla qubits. In addition, the
output of quantum circuits on ancilla qubits can be arbitrary quantum states in general.
This property makes certain reductions for quantum MCSPs fail when considering many
ancilla qubits.
Various universal quantum gate sets. The choice of the gate set affects the circuit complexity of the given Boolean functions (and unitaries and states). There are various universal
quantum gate sets, and transforming from one to the other results in additional polylogarithmic overhead to the circuit complexity by the Solovay-Kitaev Theorem. We note that
when considering certain hardness results, the choice of the gate set might matter. Take
the approximate self-reduction for SMCSP (in Theorem 12) as an example, we start from
constructing such reductions for a particular gate set. We then generalize the result to an
arbitrary gate set via the Solovay-Kitaev Theorem; however, it introduces additional overhead to the approximation ratio. Another example is proving NP-hardness for multi-output
MQCSP, where we show that the problem is NP-hard when considering particular gate sets,
and it is still open whether the problem is NP-hard for all universal gate sets.

2.2

The Hardness of MQCSP and cryptography

We start with stating the hardness results of MQCSP and its implications in cryptography.
▶ Theorem 4 (Informal).
1. MQCSP is in QCMA ⊆ QMA.
2. If MQCSP can be solved in quantum polynomial time, then quantum-secure one-way
function (qOWF) does not exist.
3. If one can solve MQCSP efficiently, then all problems in SZK have efficient algorithms.
4. Suppose that quantum-secure indistinguishability obfuscator (iO) for polynomial-size
circuits exists. Then, MQCSP ∈ BQP implies NP ⊆ coRQP6 .
5. Multiple-output MQCSP (under a gate set with some natural properties) is NP-hard under
randomized reductions.
We have discussed why MQCSP is not trivially in NP earlier. So, it is natural to wonder
what can be a tighter upper bound for MQCSP. Instead of considering classical verifier, we
allow the verifier to check the given witness circuit quantumly and thus are able to prove
that MQCSP is in QCMA (which is a quantum analogue of MA allowing efficient quantum
verifiers but classical witness).

5
6

The running time is measured with respect to the size of the truth table or the size of the unitary/quantum
state.
coRQP is a complexity class of quantumly solvable problems with perfect soundness and bounded-error
completeness.
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For item 2 – 5, we study whether some hard problems reduce to MQCSP. Classically,
many results use the fact that an MCSP oracle can break certain pseudorandom generators
to show reductions from hard problems to MCSP. A distinguisher can break a pseudorandom
generator by viewing that the string is a truth table of some Boolean function and using the
MCSP oracle to decide if the function has small circuit complexity7 . We generalize this idea
to the quantum setting by observing that if the Boolean function has small classical circuit
complexity, then its quantum circuit complexity is also small. It is worth noting that the
second result implies efficient algorithms for some lattice problems if MQCSP is in BQP.
For item 5, we generalize the recent breakthrough of Ilango, Loff and Oliveira [23] on the
NP-hardness of MCSP. We note that the formal theorem statement depends on the gate set
choices of MQCSP. To prove this theorem, we follow the proof ideas in [23] and overcome
some additional obstacles that appear in the quantum world. The new obstacle comes from
(i) the quantum gate set is different from the one in the classical case; (ii) in the quantum
world, we need to deal with error terms. We carefully handle these issues and extend the
proof to the quantum setting.

2.3

MQCSP and learning theory

A central learning theory setting is (approximately) reconstructing a circuit for an unknown
function given a limited number of samples. Learning Boolean functions in the classical
setting was extensively studied (see, for example, a survey by Hellerstein and Servedio [17]);
however, relatively few explorations have been made under the quantum setting. There are
two natural quantum extensions: (i) learning a quantum circuit and (ii) adding quantumness
in the learning algorithm. We study both scenarios and provide generic connections between
MQCSP and the two settings
PAC learning for quantum circuits. Probabilistic approximately correct (PAC) learning [46]
is a standard theoretical framework in learning theory. There are several variants, but for
simplicity, we focus on the query model where a classical learning algorithm can query an
unknown n-bit Boolean function f on inputs x1 , . . . , xm ∈ {0, 1}n and aim to output a
circuit approximating f with high probability. To have efficient PAC learning algorithms for
polynomial-size quantum circuits, we show that it is necessary and sufficient to have efficient
algorithms for MQCSP or its variants.
▶ Theorem 5 (Informal). The existence of an efficient PAC learning algorithm for BQP/poly
is equivalent to the existence of an efficient randomized algorithm for MQCSP.
Quantum learning. In the past two decades, there has been increased interest in quantum
learning (see a survey by Arunachalam and de Wolf [6]) due to the success of machine learning
and quantum computing. While there have been interesting quantum speed-ups for specific
learning problems such as principal component analysis [34] and quantum recommendation
system [30], it is unclear whether the quantumness can provide a generic speed-up in learning
theory. A recent result of Arunachalam, Grilo, Gur, Oliveira and Sundaram [7] suggested that
this might be difficult by showing that the existence of efficient quantum learning algorithms
for a circuit class would imply a breakthrough circuit lower bound. We further generalize
their result by showing the equivalence of efficient quantum PAC learning and the non-trivial
upper bound for MQCSP.
7

If the truth table is truly random, it corresponds to a random function and must have large circuit
complexity with high probability.
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▶ Theorem 6 (Informal). The existence of efficient quantum learning algorithms for PAC
learning a circuit class C is equivalent to the existence of efficient quantum algorithms for
C-MQCSP8 .
The proof idea is to quantize the “learning from a natural property” paradigm of [12].
Briefly speaking, the converse direction “algorithms for MQCSP imply learning algorithms”
follows from the idea that one can use the Boolean function (the object to be learned) to
construct a PRG with the property that breaking the PRG implies a reconstructing algorithm
for f . Then, since an algorithm for MQCSP can break PRG, we obtain an algorithm for f .
Another direction follows from the observation that we can still apply the learning algorithm
given the truth table of the function. Specifically, for Theorem 5, it turns out that the
converse direction is straightforward because P/poly ⊂ BQP/poly while the forward direction
requires the number of ancilla bits to be O(n) due to the overhead from a classical simulation
for quantum circuits. For Theorem 6, the difficulty lies in the fact that a quantum circuit is
inherently random and one cannot arbitrarily compose quantum circuits as their wishes. To
circumvent these issues, we invoke the techniques in [7] which built up composable tools for
reconstructing a circuit from a quantum distinguisher.

2.4

MQCSP and quantum circuit lower bounds

The classical MCSP is tightly connected to circuit lower bounds. We generalize the results
of Oliveira and Santhanam [38], Arunachalam, Grilo, Gur, Oliveira and Sundaram [7], and
Kabanets and Cai [29] to MQCSP.
▶ Theorem 7 (Informal). Suppose that MQCSP ∈ BQP. Then
1. BQE ̸⊂ BQC[nk ] for any constant k ∈ N9 ; and
2. BQPQCMA ̸⊂ BQC[nk ] for any constant k ∈ N.
For item 1, we use MQCSP to construct a BQP-natural property against quantum circuit
classes. Then, with a quantum-secure pseudorandom generator, we can use a “win-win
argument” to show that BQE ̸⊂ BQC[nk ] for any k > 0. The proof mainly follows from
[7, 38]. However, we extend their proofs to the quantum natural properties against quantum
circuit classes. One technical contribution is a diagonalization lemma for quantum circuits.
For item 2, we follow the idea in [29] to show that the maximum quantum circuit
complexity problem10 can be solved in exponential time with a QCMA oracle. The main
difference from the classical case is that we require a QCMA oracle instead of an NP one,
which follows from the fact that we assume MQCSP is in BQP11 . Then, the statement follows
from the standard padding argument.
Another aspect of quantum circuit complexity is hardness amplification. Kabanets and Cai
[29] showed that MCSP can be used as an amplifier to generate many hard Boolean functions.
In this part, we show that with an MQCSP oracle, given one quantum extremely hard Boolean
function, there is an efficient quantum algorithm that outputs many quantum-hard functions.
8

C-MQCSP is MQCSP with respect to circuit class C.
BQC[nk ] is the complexity class for problems that can be solved by O(nk )-size quantum circuits with
bounded fan-in, and BQE in the set of problems that can be solved in 2O(n) time by quantum computers.
Previously, Aaronson [1] showed that PPP ̸⊂ BQC[nk ] unconditionally. However, the relations between
PPP , BQE, and BQPQCMA are still unclear. We also expect that one can generalize the result of
Impagliazzo, Kabanets and Volkovich [25] to show the circuit lower bound for promise-BQP relative to
an MQCSP oracle. We will update the result in the full version.
10
The problem is, given 1n , ask for a Boolean function f : {0, 1}n → {0, 1} that has the maximum
complexity.
11
Along this line, the result still holds if we consider MCSP ∈ BQP and maximum classical circuit
complexity.
9
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▶ Theorem 8 (Hardness amplification by MQCSP, informal). Assume MQCSP ∈ BQP. There
exists a BQP algorithm that, given the truth table of a Boolean function with quantum circuit
complexity 2Ω(n) , outputs 2Ω(n) Boolean functions with m = Ω(n) variables such that each
function has quantum circuit complexity greater than 2m /(c + 1)m for c some constant.
The proof of Theorem 8 closely follows the proof in [29]. The key ingredient is a quantum
Impagliazzo-Wigderson generator, which “quantizes” the construction in [26]. The quantum
Impagliazzo-Wigderson generator can transform the given quantum extremely hard function
to a quantum pseudorandom generator that fools quantum circuits of size 2O(n) . Since we
assume MQCSP ∈ BQP, it means that we can construct a small quantum distinguishing
circuit to accept the truth tables of hard functions. And we can show that our quantum
Impagliazzo-Wigderson generator can fool the distinguishing circuit. Hence, most of the
outputs of the quantum pseudorandom generator will have high quantum circuit complexity.
To quantize the Impagliazzo-Wigderson generator, we construct a quantum-secure directproduct generator, and also use the quantum Goldreich-Levin Theorem and quantum-secure
Nisan-Wigderson generator developed in [7].
Hardness magnification is an interesting phenomenon in classical circuit complexity
defined by [41]. It shows that a weak worst-case lower bound can be “magnified” into a
strong worst-case lower bound for another problem. (See a recent talk by Oliveira [39].) In
this part, we show that MQCSP also has a quantum hardness magnification.
▶ Theorem 9 (Hardness magnification for MQCSP, informal). If a gap version of MQCSP does
not have nearly-linear size quantum circuit, then QCMA cannot be computed by polynomial
size quantum circuits.
We note that this is a nontrivial theorem because even if we assume QCMA ⊆ BQC[poly(n)],
we can only show MQCSP ∈ BQC[poly(2n )], i.e., MQCSP has a polynomial-size quantum
circuit by the fact that MQCSP ∈ QCMA. But the theorem implies that some gap-version of
MQCSP has nearly-linear size circuit!
We prove the above theorem via a quantum antichecker lemma, whose classical version
was given by [40, 14]. And we observe that the two key ingredients: a delicate design of a
Boolean circuit and a counting argument can be quantized.

2.5

MQCSP and quantum fine-grained complexity

Fine-grained complexity theory aims to study the exact lower/upper bounds of some problems.
For example, most theorists believe 3-SAT is not in P, but we do not know if it can be
solved in 2o(n) time. Exponential Time Hypothesis (ETH) is a commonly used conjecture
in this area which rules out this possibility (see a survey by Williams [47]). Very recently,
[22] showed the fine-grained hardness of MCSP for partial function based on ETH. In the
quantum setting, [4, 11] proposed quantum fine-grained reductions and quantum strong
exponential time hypothesis (QSETH) to study the quantum hardness of problems in BQP.
In this part, we follow the works of [22, 4] and prove the quantum hardness of MQCSP for
partial functions based on the quantum ETH conjecture,which conjectures that there does
not exist a 2o(n) -time quantum algorithm for solving 3-SAT12 . The following theorem showed
a conditional lower bound for MQCSP for partial functions, i.e., given the truth table of a
partial function f : {0, 1}n → {0, 1, ⋆}, and s > 0, decide if f can be computed by a quantum
circuit of size at most s.
12

Existing quantum SAT solvers are not much faster than Grover’s search; they need 2Ω(n) -time even for
3-SAT.
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▶ Theorem 10 (Fine-grained hardness of MQCSP⋆ , informal). Assume Quantum ETH. Then,
we have MQCSP for partial functions cannot be computed in N o(log log N ) -quantum time.
To prove the above theorem, we basically follow the reduction path in [22], which gave a
reduction from a fine-grained problem studied by [35] to MQCSP for partial functions. But
we need to bypass two subtleties:
The proof of [22] relies on the structure of the classical read-once formula, but there is no
direct correspondence with quantum;
[35] only proved the classical hardness of the bipartite permutation independent set
problem, but we need quantum hardness result.
For the first issue, we prove an unconditional quantum circuit lower bound for that
function in the reduction. More specifically, we first show that if a small quantum circuit can
compute the partial function γ in the reduction, then that circuit is a quantum read-once
formula (defined by [48]); and vice versa. And then, we apply a “dequantization” result
by [16] to show that the quantum read-once formula can be converted to a classical readonce formula with the same size. Then, by the structure of the “dequantized” read-once
formula, we finally conclude that deciding MQCSP for γ is equivalent to solving the bipartite
permutation independent set problem.
For the second issue, we use the quantum fine-grained reduction framework and give a
reduction from 3-SAT to the bipartite permutation independent set problem. Therefore,
the quantum hardness of MQCSP for partial function follows from the quantum hardness of
deciding 3-SAT conjectured by the quantum ETH.

2.6

Quantum circuit complexity for states and unitaries

In this section, we study UMCSP and SMCSP. For SMCSP in Definition 3, we consider two
types of inputs: quantum states and the classical description of the state. We consider the
inputs as quantum states since we generally cannot have the classical description of the
quantum state in the real world, and many related problems (such as shadow tomography [3],
quantum gravity [10], and quantum pseudorandom state [27]) have multiple copies of states as
inputs. Although this input format makes SMCSP harder, we are able to show that SMCSP
has a QCMA protocol13 . Furthermore, the search-to-decision reduction and the self-reduction
in Theorem 12 hold for both versions of SMCSP. We first show hardness upper bounds for
UMCSP and SMCSP.
▶ Theorem 11 (Informal). (1) UMCSP ∈ QCMA. (2) SMCSP can be verified by QCMA
protocols.
To prove Theorem 11, we use the swap test to test whether the witness circuit C outputs
the correct states. This suffices to show that SMCSP has a QCMA protocol. To show that
UMCSP is in QCMA, checking if the circuit C and U agree on all inputs by using swap test
is infeasible since there are infinitely many quantum states in the 2n -dimensional Hilbert
space. If one only checked all the computational basis states (i.e., {|x⟩ : x ∈ {0, 1}n }), it is
possible that the circuit C and the given unitary U are not close on inputs in the form of
superposition states. This can come from the following two sources. (a) C can introduce
different phases on different computational basis states; (b) using ancilla qubits to implement
U results in entanglement between the output qubits and ancilla qubits, which may fail the
swap test.

13

Note that since SMCSP has quantum inputs, the problem is not in QCMA under the standard definition.
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To deal with these difficulties, we introduce an additional step in the test called “coherency
test”. This step tests the circuit output on all the initial states in the form of |a⟩ + |b⟩, where
|a⟩, |b⟩ are different computational basis states. We can prove that it forces the behavior of
C to be coherent on all the computational basis states, and forces the phases to be roughly
the same.
Reductions for UMCSP and SMCSP that are unknown to the classical MCSP. In
addition to the upper bounds, we also show interesting reductions for UMCSP and SMCSP.
▶ Theorem 12 (Informal).
Search-to-decision reductions: There exist search-to-decision reductions for UMCSP
and SMCSP when no ancilla qubits are allowed.
Self-reduction: SMCSP is approximately self-reducible.
A gap version of MQCSP reduces to UMCSP.
Classically, it is unknown whether MCSP is self-reducible or has search-to-decision
reductions. Ilango [21] proved that some variants of MCSP have search-to-decision reductions.
Recently, Ren and Santhanam [43] showed that a relativization barrier applies to the
deterministic search-to-decision reduction and self-reduction of MCSP. We prove the existence
of search-to-decision reductions by using the property that “quantum circuits are reversible”.
In particular, we guess the i-th gate, uncompute the gate from the state or the unitary,
and use the decision oracles to check whether the complexity of the new state or the new
unitary reduces. By repeating this process for all gates, we can find the desired circuits. This
approach suffices for the case where the quantum circuits use no ancilla qubits. On the other
hand, when the quantum circuits use ancilla qubits and are not forced to turn ancilla qubits
back to the all-zero state, this approach does not work. Consider UMCSP. The quantum
circuit may implement a unitary U ⊗ V . To find the circuit, the approach above needs to
start from U ⊗ V and do the uncomputation iteratively. However, V is unknown. SMCSP
has the similar issues.
For the self-reducibility of SMCSP, we show that one can approximate the circuit complexity of an n-qubit state by computing the circuit complexities of (n − 1)-qubit states. Roughly,
we find a “win-win decomposition” of an n-qubit state such that its circuit complexity is
either close to the circuit complexity of an (n − 1)-qubit state or can be approximated by
two (n − 1)-qubit states.
Finally, we show a reduction related to MQCSP and UMCSP. The proof is by encoding a
Boolean function into a particular unitary and showing that the circuit complexity of that
unitary gives both upper and lower bounds for the circuit complexity of the Boolean function.
Implications of Hardness of SMCSP and UMCSP. For UMCSP, one application is related
to a question Aaronson asked in [2]: does there exist an efficient quantum process that
generates a family of unitaries that are indistinguishable from random unitaries given the
full description of the unitary? If there is an efficient algorithm for UMCSP, then there is no
efficient quantum process that generates unitaries indistinguishable from random unitaries
given the full unitary.
Moreover, several implications of MCSP carry to UMCSP by Theorem 12.
▶ Corollary 13 (Informal). Suppose UMCSP ∈ BQP. Then,
there is no efficient quantum process that generates a family of unitaries indistinguishable
from random unitaries given the full description of the unitary;
there is no qOWF;
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if we further assume the existence of quantum-secure iO, then NP ⊆ coRQP;
there is a BQP algorithm for hardness amplification,
BQE ̸⊂ BQC[nk ] for all k ∈ N.
The above results follow from the fact that the gap version of MQCSP suffices to break
certain pseudorandom generators.
For SMCSP, we focus on the version where the inputs are copies of quantum states and
present its relationships to quantum cryptography, tomography, and quantum gravity.
▶ Theorem 14 (Informal).
1. If SMCSP has quantum polynomial-time algorithms, then there are no pseudorandom
states, and thus no quantum-secure one-way functions.
2. Assuming additional conjectures from physics and complexity theory, the existence of an
efficient algorithm for SMCSP implies the existence of an efficient algorithm for estimating
the wormhole’s volume.
3. If SMCSP can be solved efficiently, then one can solve the succinct state tomography
problem14 in quantum polynomial time.
The first result in Theorem 14 follows from the observation that we can use SMCSP algorithms
to distinguish whether the given states have large circuit complexities. This results in
algorithms for breaking pseudorandom states, and thus algorithms for inverting quantumsecure one-way functions by [27]. It is worth noting that a recent work by Kretschmer [31]
showed some relativized results for the problem of breaking pseudorandom states. Since that
problem reduces to SMCSP, his results would provide another angle for understanding the
hardness of SMCSP. We show the second result under the model and assumptions considered
in [10]. Roughly speaking, the volumes of wormholes correspond to circuit complexities of
particular quantum states. Thus efficient algorithms for one implies solving the other one
efficiently if the correspondence can be computed efficiently. The third result mainly uses
the search-to-decision reduction in Theorem 12 to find the circuit that computes the state.

3

Discussion and open questions

We lay out the following three-aspect road map for the quantum MCSP program. For each
aspect, we present several results and also propose many open directions to explore. We
have also summarized all results in this work in Table 1.
First, we define the Minimum Quantum Circuit Size Problem (MQCSP) and study upper
bounds and lower bounds for its complexity. Furthermore, we explore the connections
between MQCSP and other areas of quantum computing such as quantum cryptography,
quantum learning, quantum circuit lower bounds, and quantum fine-grained complexity.
Then, we further extend MQCSP to study the quantum circuit complexities for quantum
objects, including unitaries and states.15 We want to investigate their hardness and connections to other areas in TCS. In this work, we show upper bounds and lower bounds for their
complexities, search-to-decision reductions (for UMCSP and SMCSP), a self-reduction (for
SMCSP), and reductions from MQCSP to UMCSP. In addition to connections generalized
from classical analogues (such as cryptography, learning, and circuit lower bounds), we also
find connections that might be unique in the quantum setting, such as tomography and
quantum gravity.

14

The succinct state tomography problem is that given many copies of a state with the promise that its
circuit complexity is at most certain s, the problem is to find a circuit that computes the state.
15
Aaronson has raised questions about quantum circuit complexity for unitaries or states in [2].
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For the last part, we want to turn around and ask what could happen when considering
quantum algorithms or quantum reductions for MCSP (and also for MQCSP, UMCSP, and
SMCSP)? In the previous two parts, we have already observed that efficient quantum
algorithms for these problems result in surprising implications to other fields. One can
further consider other influences of quantum algorithms to study quantum and classical
MCSPs. For example, can SAT reduce to MCSP under quantum reductions?
Following the three-aspect road map for the quantum MCSP program, there are many
open directions to explore. In particular, we are interested to understand the hardness of
these problems, the relationships between them, and their connections to other fields in
computer science.

3.1

Open problems: the complexity of quantum circuits

We start with open problems related to the hardness and relationships between quantum
MCSPs. The most basic questions are to understand the complexity of different quantum
MCSPs. As we have already seen, it is unclear if quantum MCSPs are in NP. Besides, we do
not know if NP- or QCMA-hard problems reduce to them.
▶ Open Problem 1. Are UMCSP, MQCSP, and SMCSP in NP? Are these problems NP-hard,
QCMA-hard, or C-hard for some complexity class C that is between QCMA and SZK?
We note that the case that makes these problems not known to be in NP is when
there are more than linearly many ancilla qubits. Therefore, if one can show that adding
superpolynomially many ancilla qubits does not lead to significant improvement on quantum
circuit complexity, then we are likely to put these problems in NP directly. Along this line,
we pose the following open question:
▶ Open Problem 2. For every n, s, t ∈ N with t ≤ s ≤ 2O(n) , can we prove that BQC(s, t) ⊂
BQC(poly(s, t), O(n))?
For the hardness of UMCSP and SMCSP, One potential approach for proving NP-hardness
of UMCSP is as follows: Prove the NP-hardness of the gap version of certain variants of
MQCSP (such as sparse MQCSP or multiMQCSP), and then reduce it to UMCSP via the last
reduction in Theorem 12. The hardness of SMCSP seems to be slightly more mysterious than
UMCSP. One reason for this is that we do not know any relationship between SMCSP and
other quantum MCSPs, and thus the approach of reducing particular variants of quantum
MCSP to SMCSP does not directly work. This leads to another important open question:
▶ Open Problem 3. What are the relationships between UMCSP, MQCSP, and SMCSP?
To answer whether quantum MCSPs are NP-complete, we can also study these problems
from another angle, that is, check if quantum MCSPs have particular reductions that all
NP-complete problems have. In the previous section, we observed that quantum circuits have
some properties leading to search-to-decision reductions for UMCSP and SMCSP without
ancilla qubits and an approximate self-reduction for SMCSP. Therefore, we ask whether we
can have search-to-decision reductions and self-reductions for these quantum MCSPs.
▶ Open Problem 4. Are there search-to-decision reductions and self-reductions for quantum
MCSPs?
It is worth noting that our search-to-decision reductions fail when ancilla qubits are allowed.
This mainly follows from the fact that the circuit of the solution can be an non-identity
operator on the ancilla qubits in general. This could possibly be addressed by iterating all
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possible unitaries or states on an ϵ-net when the number of ancilla qubits are not large (e.g.,
at most log log n). However, we need new ideas when considering more ancilla qubits.
Moreover, it would be interesting to investigate the applications of these reductions. For
instance, we have seen that the search-to-decision reductions give algorithms with UMCSP
or SMCSP oracle additional power to obtain the circuits. This power may lead to interesting
applications.
▶ Open Problem 5. Is there any application of search-to-decision reductions or self-reductions
for quantum MCSPs?
The hardness of average-case quantum MCSPs (which inputs are given randomly) is
another interesting topic to explore. Hirahara [18] showed that there is a worst-case to
average-case reduction for the (gap version of) classical MCSP. We wonder if we can prove
that quantum MCSPs have worst-case to average-case reductions.
▶ Open Problem 6. Are there worst-case to average-case reductions for quantum MCSPs?
Note that there is negative evidence [9] showing that such classical reductions might not
exist for NP-complete problems16 . The existence of such reduction could result in important
applications in cryptography, which we will discuss later.
Finally, we can also try to prove the hardness of quantum MCSPs under stronger assumptions or more powerful reductions.
▶ Open Problem 7. Assuming QETH or QSETH, is MQCSP, UMCSP, or SMCSP quantumly
hard?
▶ Open Problem 8. Does quantum reduction provide more power to show the hardness of
MCSP? Specifically, is NP ⊆ BQPMCSP or NP ⊆ BQPMQCSP ?

3.2

Open problems: potential connections to other areas

In this work, in addition to generalizing several known connections for MCSP to quantum
MCSPs, we have also discovered several connections which could be unique for quantum
MCSPs. There are still many classically existing or unknown connections that we can explore.
One fascinating question is whether we can base the security of one-way functions on any of
these problems.
▶ Open Problem 9. Can we base the security of cryptographic primitives on MQCSP,
UMCSP, SMCSP, or some variants of these problems?
Note that since quantum MCSPs considered in this work are all worst-case problems, to
answer Problem 9, we probably need worst-case to average-case reductions discussed in
Problem 6. Moreover, Liu and Pass [32] recently showed that the existence of classical one-way
function is equivalent to the average-case hardness of a type of Kolmogorov complexity on
uniform distribution. However, the average-case hardness of MCSP on uniform distribution
is not known to imply one-wayness even classically, and the quantum version faces a similar
obstacle. Very recently, Ilango, Ren, and Santhanam [24] showed that the average-case
hardness of Gap-MCSP on a locally samplable distribution is equivalent to the existence
of one-way function. Liu and Pass [33] further generalized this result to show equivalence

16

However, there is no evidence for the existence of quantum worst-case to average-case reductions for
NP-complete since the analysis in [9] fails in the quantum setting. See [15] for related discussion.
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between the existence of one-way functions and the existence of sparse languages that are
hard-on-average (including Kolmogorov complexity, k-SAT, and t-Clique). It is natural to
ask whether their results can be generalized to quantum MCSPs. In addition to one-way
functions, We are interested in connections between quantum MCSPs and “quantum-only”
primitives, e.g., quantum iO, copy protection, quantum process learning, etc.
Along this line, as many quantum problems have quantum inputs, it is natural to consider
quantum MCSPs with quantum inputs. We have shown how SMCSP connects to problems
in quantum cryptography, quantum gravity, and tomography given quantum states as inputs.
This fact gives the possibility that MQCSP, UMCSP, and SMCSP with “succinct” quantum
or classical inputs may have surprising connections to other problems in quantum computing.
For instance, one can consider inputs which are quantum circuits that encode some objects
(e.g., unitaries). Then, the problem is to find another significantly smaller circuit. In [13],
Chakrabarti, Chou, Chung and Wu have studied this problem and show applications to
quantum supremacy.
Table 1 Summary of our results. A result with no star symbol is a direct extension from its
classical analog. A result with one star symbol * requires additional techniques. A result with two
star symbols ** is unique in the quantum setting.

MQCSP
(Def. 1)

UMCSP
(Def. 2)

SMCSP
(Def. 3)

Results

Informal Theorem Index

MQCSP ∈ QCMA
MQCSP ∈ BQP ⇒ No qOWF
SZK ≤ MQCSP
multiMQCSP is NP-hard under a natural gate set
iO + MQCSP ∈ BQP ⇒ NP ⊆ coRQP
PAC learning for BQP/poly ⇔ MQCSP ∈ BPP
BQP learning ⇔ MQCSP ∈ BQP
MQCSP ∈ BQP ⇒ BQE ̸⊂ BQC[nk ], ∀k ∈ N+
MQCSP ∈ BQP ⇒ BQPQCMA ̸⊂ BQC[nk ], ∀k ∈ N+
MQCSP ∈ BQP ⇒ Hardness amplification
Hardness magnification for MQCSP
QETH ⇒ quantum hardness of MQCSP⋆
UMCSP ∈ QCMA
Search-to-decision reduction for UMCSP
gap-MQCSP ≤ UMCSP
UMCSP ∈ BQP
⇒ No pseudorandom unitaries and no qOWF
iO + UMCSP ∈ BQP ⇒ NP ⊆ coRQP
UMCSP ∈ BQP ⇒ Hardness amplification in BQP
UMCSP ∈ BQP ⇒ BQE ̸⊂ BQP[nk ], ∀k ∈ N
SMCSP can be verified via QCMA
Search-to-decision reduction for SMCSP
Self-reduction for SMCSP
SMCSP ∈ BQP
⇒ No pseudorandom states and no qOWF
Assume conjectures from physics
SMCSP ⇒ Estimating wormhole’s volume
Succinct state tomography ≤ SMCSP

Theorem 4
Theorem 4
Theorem 4
Theorem 4
Theorem 4
* Theorem 5
* Theorem 6
* Theorem 7
Theorem 7
* Theorem 8
Theorem 9
* Theorem 10
** Theorem 11
** Theorem 12
** Theorem 12
Corollary 13
Corollary 13
Corollary 13
Corollary 13
Theorem 11
** Theorem 12
** Theorem 12
** Theorem 14
** Theorem 14
** Theorem 14
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1

Introduction

This paper is about constructing special combinatorial objects, namely “corner-free sets”
in Fnp × Fnp , motivated (besides their inherent interest) by central problems in communication complexity, specifically in the study of the number on the forehead (NOF) model
of communication introduced by Chandra, Furst and Lipton [15]. There has been much
interest in (and progress on) the corner problem, variations of the problem, and connections
to NOF communication, in particular in the recent works of Shraibman [45], Linial, Pitassi
and Shraibman [34], Viola [50], Alon and Shraibman [5], and Linial and Shraibman [35, 36].
In the recent work of Linial and Shraibman [35] a construction of large corner-free sets in
[N ] × [N ] was obtained in an elegant manner by designing efficient NOF communication
protocols for a specific communication problem (much like the upcoming Eval problem). We
take a different, algebraic approach to the corner problem, and make progress on the corner
problem over Fnp × Fnp by introducing in this area a new algebraic method via combinatorial
degeneration.

NOF communication complexity
The NOF model is very rich in terms of connections to Ramsey theory and additive combinatorics [9, 45, 34, 35, 36], as well as applications to boolean models of compution such as branching
programs and boolean circuits [15, 10]. The goal in the NOF model is for k players to compute
a fixed given function F : X1 × · · · × Xk → {0, 1} on inputs (x1 , . . . , xk ) ∈ X1 × · · · × Xk where
player i has access to input xj for all j =
̸ i but no access to input xi . For k = 2, this model
coincides with the standard two-party communication model of Yao [51], but when k ≥ 3, the
shared information between the players makes this model surprisingly powerful [29, 6, 1, 16],
and fundamental problems remain open. For instance, a sufficiently strong lower bound for an
explicit function F for k ≥ polylog(n) players with n = log |Xi | would imply a breakthrough
result in complexity theory, namely a lower bound on the complexity class ACC0 .

NOF complexity of the Eval problem
A central open problem in the theory of NOF communication is to construct an explicit
function for which randomized protocols are significantly more efficient than deterministic
ones [8]. A well-studied candidate for this separation (for k = 3) is the function EvalFn2 , which
is defined by EvalFn2 (x1 , x2 , x3 ) = 1 if and only if x1 + x2 + x3 = 0, where the additions are all
in Fn2 . Thus the Eval problem naturally generalizes the equality problem for k = 2. It is known
that in the randomized setting, the standard protocol for the two-party equality problem
that uses O(1) bits of communication works in the same way for three parties for the Eval
problem. However, in the deterministic setting, the communication complexity D3 (EvalFn2 )
remains wide open: the best known lower bound Ω(log log n) follows from the work of Lacey
and McClain [33] and, before this work, the best upper bound was 0.5n + O(log n) [1].

Corner problem in combinatorics, and connection to the Eval problem
Chandra, Furst and Lipton [15] found that the deterministic communication complexity of
many problems in the NOF model can be recast as Ramsey theory problems. In particular,
and this leads to the problem of interest in this paper, the (deterministic) communication
complexity of EvalFn2 can be characterized in terms of corner-free subsets of Fn2 ×Fn2 , as follows.
We call any triple of elements (x, y), (x + λ, y), (x, λ + y) for x, y, λ ∈ Fn2 a corner. A subset
S ⊆ Fn2 ×Fn2 is called corner-free if it does not contain any nontrivial corners (where nontrivial
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means that λ =
̸ 0). Denoting by r∠ (Fn2 ) the size of the largest corner-free set in Fn2 × Fn2 ,
the communication complexity of EvalFn2 equals log(4n /r∠ (Fn2 )) up to a O(log n) additive
term, which provides the close connection between the Eval problem in NOF communication
and the corner problem in combinatorics. In particular, large corner-free sets in Fn2 × Fn2
correspond to efficient protocols for EvalFn2 .

General paradigm: Shannon capacity of hypergraphs
The point of view we will take (and the general setting in which the methods we introduce will
apply) is to regard the corner problem as a Shannon capacity problem of directed hypergraphs.
Namely, the size r∠ (Fn2 ) of the largest corner-free set in Fn2 × Fn2 can be characterized as the
independence number of a (naturally defined) directed 3-uniform hypergraph with 4n vertices.1
This hypergraph has a recursive form: it is obtained by taking the n-th power of a fixed
(directed) hypergraph Hcor,F2 on 4 vertices. (We discuss this in more detail in Section 2.) The
asymptotic growth of r∠ (Fn2 ) as n → ∞ is characterized by the Shannon capacity Θ(Hcor,F2 )
of the corner hypergraph Hcor,F2 .2 That is, we have r∠ (Fn2 ) = Θ(Hcor,F2 )n−o(1) . In this way,
proving the strict upper bound Θ(Hcor,F2 ) < 4 is equivalent to proving a linear lower bound
on the communication complexity of EvalFn2 . Many other Ramsey type problems can be
expressed as the Shannon capacity of some fixed hypergraph, such as the Cap Set problem
that saw a recent breakthrough by Ellenberg and Gijswijt [25] following Croot, Lev and
Pach [22], and the Uniquely Solvable Puzzle (USP) problems that were put forward in the
“group-theoretic approach” to the matrix multiplication problem [20, 4].

1.1

Is the complexity of the Eval problem maximal?

Let us discuss the open problem that motivates our work, and that is central in NOF
communication complexity and combinatorics (throught the aforementioned connections).
This problem asks whether or not the complexity of the Eval probem is “maximal”, or in
other words, whether or not there are corner-free sets in Fn2 × Fn2 that have “sub-maximal”
size:
▶ Problem 1. Are the following three statements (which we know are equivalent3 ) true?
D3 (EvalFn2 ) = Ω(n)
r∠ (Fn2 ) ≤ O(cn ) for some c < 4
Θ(Hcor,F2 ) < 4.
√
Here the best capacity lower bound before our work was Θ(Hcor,F2 ) ≥ 8 by Linial, Pitassi
and Shraibman [34, Cor. 24 in the ITCS version], obtained by explicit construction of an
independent set in the second power of the relevant √
hypergraph, which in turn leads to the
n
bounds D3 (EvalFn2 ) ≤ 0.5n + O(log n) and r∠ (Fn2 ) ≥ 8 .
In the above we may naturally generalize Fn2 to Fnp or even to Gn , where G is an arbitrary
abelian group, so that Problem 1 is a special case of the more general problem:

1
2
3

As usual an independent set of a hypergraph is a subset S of vertices such that no hyperedge has all its
vertices in S.
In the setting of directed graphs, also the term Sperner capacity (typically applied to the complement
graph) [27, 26] is used for what we call Shannon capacity.
The equivalence among the three formulations is standard and follows from Lemma 17, Proposition 16
and Lemma 14 further on in the paper. We will mainly use the formulation in terms of Shannon capacity
(see Definition 12 for a precise definition).
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▶ Problem 2. Are the following three statements (which we know are equivalent) true?
D3 (EvalGn ) = Ω(n)
r∠ (Gn ) ≤ O(cn ) for some c < |G|2
Θ(Hcor,G ) < |G|2 .
Our goal in this paper, motivated by the connections as remarked earlier, is to make progress
on above problems via new algebraic methods.

1.2

Lower bounds for the corner problem (and other problems) from
combinatorial degeneration

Our main result is progress on Problem 2 by proving new lower bounds for the corner problem
over the groups F2 and F3 , which we arrive at via a new method to lower bound the Shannon
capacity of directed hypergraphs. Equivalently, in the language of communication complexity,
we obtain improved protocols for the Eval problem.
The lower bound of Linial, Pitassi and Shraibman [34] for the corner problem was obtained
by explicit construction of an independent set (i.e. a set that does not contain edges) in the
second power of a hypergraph, which is the natural approach for such lower bounds. We
improve on this bound by observing that it is actually sufficient to construct a set which
does not contain “cycles”. For graphs, the notion of cycle is clear but for hypergraphs there
are many possible definitions, and we initiate a careful study of this (and believe that this
will be a worthwile avenue for further study independently). Here, to get new bounds we use
the notion of combinatorial degeneration to model such a “cycle”. We will say more about
this in a moment.
Using the combinatorial degeneration method on the corner hypergraphs that characterize
the corner problem we find new bounds for Problem 2 for the groups Fn2 and Fn3 . These are
as follows (in the three equivalent forms):
▶ Theorem 3 (Thm. 26). For the corner and Eval problem over Fn2 we have:
D3 (EvalFn2 ) ≤ 0.24n + O(log n)
r∠ (Fn2 ) ≥

√
3

n

39
poly(n)

Θ(Hcor,F2 ) ≥

√
3

39

▶ Theorem 4 (Thm. 25). For the corner and Eval problem over Fn3 we have:
D3 (EvalFn3 ) ≤ 0.37n + O(log n)
7n
r∠ (Fn3 ) ≥ poly(n)
Θ(Hcor,F3 ) ≥ 7.
Let us discuss on a high level the history and ideas behind the combinatorial degeneration
method. Combinatorial degeneration is an existing concept from algebraic complexity theory.
It was (in a slightly different form) introduced and studied by Strassen in [46, Section 6].4
(For the formal definition of combinatorial degeneration, see Definition 21.) Strassen’s original
application of combinatorial degeneration was to study matrix multiplication, namely to
prove the fundamental result that surprisingly many independent scalar multiplications can

4

Degeneration of tensors is a powerful approximation notion in the theory of tensors. Combinatorial
degeneration is the “combinatorial” or “torus” version of this kind of approximation. Combinatorial
degeneration was introduced by Bürgisser, Clausen and Shokrollahi [14, Definition 15.29] based on the
notion of M-degeneration for tensors defined and studied by Strassen in [46].
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be reduced (in an appropriate algebraic manner) to matrix multiplication [46, Theorem 6.6].5
Strassen then used this result to prove his Laser method [46, Section 7], vastly generalizating
the method that Coppersmith and Winograd had introduced in their construction of matrix
multiplication algorithms [21].6
Combinatorial degeneration was used more broadly to construct large induced matchings
in the setting of important combinatorial problems, namely the Sunflower problem by Alon,
Shpilka and Umans [4, Lemma 3.9] and the Cap Set problem by Kleinberg, Sawin and
Speyer [31]. These results are often referred to as the “multicolored” versions of the problem
at hand, as opposed to the “single color” version. These ideas were developed further in the
context of matrix multiplication barriers by Alman and Williams [2, Lemma 6] and in the
study of tensors by Christandl, Vrana and Zuiddam [18, Theorem 4.11].
Crucially, all of the above applications use combinatorial degeneration to construct induced
matchings in (k-uniform k-partite) hypergraphs. However, we use combinatorial degeneration
in a novel manner to construct independent sets in hypergraphs instead of induced matchings.
In this context an independent set should be thought of as a symmetric induced matching.
Constructing large independent sets is a much harder task than constructing large induced
matchings, as witnessed by the fact that the “multicolored” cap set problem is solved [31]
while its “single color” version is not. Similarly, for the corner problem, as we will discuss
in Section 1.4, the asymptotic growth of the largest induced matching can be shown to be
maximal, whereas the main question of study of this paper is whether the same holds for the
largest independent set. We expect our new way of using combinatorial degeneration to be
useful in the study of other problems besides the corner problem as well, and thus think it is
of independent interest.
On a more technical level, combinatorial degeneration is a notion that compares sets of
k-tuples by means of algebraic conditions. Our “universe” is I1 × · · · × Ik where I1 , . . . , Ik
are finite sets. Then for sets Φ ⊆ Ψ ⊆ I1 × · · · × Ik we say that Φ is a combinatorial
degeneration of Ψ, and write Ψ ⊵ Φ, if there are maps ui : Ii → Z such that for every
Pk
x = (x1 , . . . , xk ) ∈ I1 × · · · × Ik , if x ∈ Ψ \ Φ, then i=1 ui (xi ) > 0, and if x ∈ Φ, then
Pk
i=1 ui (xi ) = 0. Thus the maps ui together are able to distinguish between the elements in
the set Φ (which may be thought of as our “goal” set, i.e. a set with good properties) and
the elements in the difference Ψ \ Φ. As a quick example of a combinatorial degeneration, let
Φ = {(0, 0, 0), (1, 1, 0), (1, 0, 1)},
Ψ = {(0, 0, 0), (1, 1, 0), (1, 0, 1), (0, 1, 1)}.
Then we find a combinatorial degeneration Ψ ⊵ Φ by defining the maps ui : {0, 1} → Z
simply by setting u1 (0) = u2 (0) = u3 (0) = 0, and u1 (1) = −1, u2 (1) = u3 (1) = 1.
We apply the idea of combinatorial degeneration in the following fashion to get Shannon
capacity lower bounds:
▶ Theorem 5 (Combinatorial degeneration method, Theorem 23). Let H = (V, E) be a directed
k-uniform hypergraph. Let S ⊆ V be a subset of vertices. Define the sets
Ψ = E ∪ {(v, . . . , v) : v ∈ V }
5

6

Strassen’s result is asymptotically optimal. Strassen’s proof resembles Behrend’s construction of
arithmetic-progression-free sets. Also note that this is precisely the opposite of the problem of reducing
matrix multiplication to as few independent scalar multiplications as possible. The latter corresponds
precisely to the arithmetic complexity of matrix multiplication.
The book [14, Definition 15.29 and Lemma 15.31] gives a different proof of the Laser method which
relies even more strongly on combinatorial degeneration.
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and
Φ = {(v, . . . , v) : v ∈ S}.
Suppose that Ψ ⊵ Φ is a combinatorial degeneration. Then we get the Shannon capacity lower
bound Θ(H) ≥ |S|.
In other words, whereas S in the statement of Theorem 5 may not be an independent set,
we can via the algebraic conditions of combinatorial degeneration construct an independent
set in the nth power of the hypergraph of size approaching |S ×n |. Namely, the algebraic
conditions allow us to select such an independent set using a natural type analysis of the
labels given by the maps ui . Thus we may think of a set S as above as an approximative
independent set, which asymptotically we can turn into an actual independent set by means
of Theorem 5.
We note that, whereas it is relatively simple to verify for a given set S that Ψ ⊵ Φ holds
(with the notation of Theorem 5) via linear programming, it is seems much harder to find a
large set S ⊆ V for which Ψ ⊵ Φ, given H. We obtain our best lower bounds via an integer
linear programming approach. The resulting combinatorial degenerations that we find are
explicit and checkable by hand.
We have yet to develop structural understanding of how the above combinatorial degenerations that exhibit the new capacity lower bounds arise (and we feel that deeper
understanding of this may lead to more progress or even solve the corner problem), and
leave the investigation of further generalizations and improvements to future work. As a
partial remedy to our limited understanding, we introduce the acyclic method as a tool
to construct combinatorial degenerations. While the acyclic method does not recover the
bounds of Theorem 3 and Theorem 4, it has the merits of being transparent and simple to
apply. The acyclic method involves another notion of a set wihtout “cycles”, which implies a
combinatorial degeneration, but whose conditions are simpler to check.

1.3

Lower bounds for the corner problem from the probabilistic method

We employ the probabilistic method to find the following very general bound for the corner
problem over arbitrary abelian groups.
▶ Theorem 6 (Prop. 19). For the corner and Eval problem over an arbitrary abelian group G
we have
D3 (EvalGn ) ≤ log2|G| n + O(log n)
r∠ (Gn ) ≥

|G|3n/2
poly(n)
3/2

Θ(Hcor,G ) ≥ |G| .
This general bound applied to the special cases G = F2 and G = F3 does not quite match
the bounds in Theorem 3 and Theorem √
4, respectively. However, applied to the special case
G = F2 we do recover the lower bound 8 of [34, Cor. 24 in the ITCS version].
Using the same techniques we gain insight about the high-dimensional version of the corner
problem and Eval problem and what happens when the number of players grows. For an
arbitrary abelian group G, a k-dimensional corner over G is naturally defined as a set of (k +1)
points in (G)×k of the form {(x1 , x2 , . . . , xk ), (λ + x1 , x2 , . . . , xk ), . . . , (x1 , x2 , . . . , λ + xk )}
where xi , λ ∈ Gn . A subset S ⊆ G×k is called corner-free if it does not contain any nontrivial
corners (where nontrivial again means λ ̸= 0). We denote by rk,∠ (G) the size of the largest
(k-dimensional) corner-free set. Just like the k = 2 case corner-free sets correspond to
independent sets in a naturally defined (k + 1)-uniform directed hypergraph Hk,cor,G . With
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the probabilistic method (extending Theorem 6), we find that when the k goes to infinity,
the capacity of Hk,cor,G becomes essentially maximal. As a consequence if k grows with n
(e.g., k = log n) we find that the NOF complexity of the corresponding k-player Eval problem
becomes sub-linear.
▶ Theorem 7 (Rem. 20). Let G be a finite abelian group. Then
1

Θ(Hk,cor,G ) ≥ |G|k− k
Dk+1 (EvalGn ) ≤ nk log |G| + O(log n) + k
Thus we learn that to prove a linear lower bound on Dk (EvalGn ) for any given G (say
for G = Fp ) it is important to keep k constant.

1.4

Limitations of tensor methods for proving upper bounds for the
corner problem

Our second result is a strong limitation of current tensor methods to effectively upper bound
the Shannon capacity of hypergraphs. This limitation is caused by induced matchings and
applies to various combinatorial problems including the corner problem. We use a method of
Strassen to show that these limitations are indeed very strong for the corner problem.
In order to elaborate on these results let us first give an overview of upper bound methods.
The general question of upper bounds on the Shannon capacity of hypergraphs is particularly
well-studied in the special setting of undirected graphs, from which the name “Shannon
capacity” comes: it in fact corresponds to the zero-error capacity of a channel [42]. Even for
undirected graphs, it is not clear how to compute the Shannon capacity in general, but some
methods were developed to give upper bounds. The difficulty is to find a good upper bound
on the largest independent set that behaves well under the product ⊠. For undirected graphs,
the best known methods are the Lovász theta function [37] and the Haemers bound which is
based on the matrix rank [30]. For hypergraphs, we only know of algebraic methods that are
based on various notions of tensor rank, and in particular the slice rank [49] (which was used
and studied extensively in combinatorics, in the context of cap sets [48, 31], sunflowers [41]
and right-corners [40]), and similar notions like the analytic rank [28, 38, 13], the geometric
rank [32], and the G-stable rank [23]. Even though the slice rank is not multiplicative under
⊠ it is possible to give good upper bounds on the asymptotic slice rank via an asymptotic
analysis [49], which is closely related to the Strassen support functionals [47] or the more
recent quantum functionals [18].
Most of the rank-based bounds actually give upper bounds on the size of induced matchings
and not only on the size of independent sets. It is simple and instructive to see this argument
in the setting of undirected graphs. For a given graph H = (V, E), let A be the adjacency
matrix in which we set all the diagonal coefficients to 1. Then for any independent set I ⊆ V ,
the submatrix (Ai,j )i,j∈I of A is the identity matrix and as a result |I| ≤ rank(A). As the
matrix rank is multiplicative under tensor product, we get Θ(H) ≤ rank(A). Observe that
this argument works equally well if we consider an induced matching instead of an independent
set. An induced matching of size s of the graph H = (V, E) can be defined by two lists of
vertices I1 (1), . . . , I1 (s) and I2 (1), . . . , I2 (s) of size s such that for any α, β ∈ {1, . . . , s} we
have ((I1 (α), I2 (β)) ∈ E or I1 (α) = I2 (β)) ⇐⇒ α = β. In other words, the submatrix
(Ai,j )i∈I1 ,j∈I2 is an identity matrix, which also implies that s ≤ rank(A). As such, the
matrix rank is an upper bound on the asymptotic maximum induced matching. Tensor rank
methods such as the subrank, slice rank, analytic rank, geometric rank and G-stable rank
also provide upper bounds on the asymptotic maximum induced matching.
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Table 1 Independence number and induced matching number for small powers of the cap set
hypergraph Hcap and corner hypergraph Hcor,F2 . Interestingly, the independence number and
induced matching number of powers of the cap set hypergraph are exactly equal for the powers
n = 1, 2, 3. For the corner hypergraph we see that they are different already for the second and third
power.
⊠n
Hcap

⊠n
Hcor,F
2

n

independence
number

induced matching
number

n

independence
number

induced matching
number

1
2
3

2
4
9

2
4
9

1
2
3

2
8
24

2
9
32

Using a result of Strassen [47], we show that there is an induced matching of the n-th
power of Hcor,F2 of size 4n−o(1) . This establishes a barrier on many existing tensor methods
(such as slice rank, subrank, analytic rank, etc.) to make progress on Problem 1. In fact,
this result holds more generally for any abelian group G:
⊠n
▶ Theorem 8 (Cor. 37). For any abelian group G, the hypergraph Hcor,G
has an induced
2n−o(n)
matching of size |G|
. In other words, for any n ≥ 1, there exist lists I1 , I2 , I3 ⊆ Gn ×Gn
2n−o(n)
of size s(n) = |G|
such that the following holds. For any α, β, γ ∈ {1, . . . , s(n)} we
have (I1 (α), I2 (β), I3 (γ)) forms a corner ⇐⇒ α = β = γ.

We prove this result by establishing in Theorem 36 that the adjacency tensor of the hypergraph
Hcor,G is tight (see Definition 34). Strassen showed in [47] that for tight sets, the asymptotic
induced matching number is characterized by the support functionals. By computing the
support functionals for the relevant tensors, we establish the claimed result in Corollary 37.
Note that if we could ensure that I1 = I2 = I3 , this would solve Problem 1. We computed
⊠n
the maximum independent set and maximum induced matching for Hcor,F
for small powers
2
n = 1, 2, 3 (see Table 1) and we found that the maximum independent set is strictly smaller
than the maximum induced matching for n = 2 and n = 3. This motivates the search
for methods that go beyond the maximum induced matching barrier. For comparison, we
also give the analogous numbers for the cap set hypergraph Hcap (which is an undirected
hypergraph), where, interestingly, the maximum independent set and the maximum induced
matching are equal.

2

Lower bounds from the combinatorial degeneration method

In this section we discuss three methods to prove lower bounds on the Shannon capacity of
directed 3-uniform hypergraphs: the probabilistic method, the combinatorial degeneration
method and the acyclic set method. We apply these methods to the corner problem – the
problem of constructing large corner-free sets – which as a consequence gives new NOF
communication protocols for the Eval problem. We begin by discussing the corner problem
and its relation to NOF communication complexity.
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Corner problem, cap set problem and number on the forehead
communication

Hypergraphs
We recall the definition of directed k-uniform hypergraphs and basic properties of Shannon
capacity on directed k-uniform hypergraphs.
▶ Definition 9. A directed k-uniform hypergraph H is a pair H = (V, E) where V is a finite
set of elements called vertices, and E is a set of k-tuples of elements of V which are called
hyperedges or edges. If the set of edges E is invariant under permuting the k coefficients of
its elements, then we may also think of H as an undirected k-uniform hypergraph.
Let H = (V, E) be a directed k-uniform hypergraph with n vertices. The adjacency
tensor A of H is defined as
(
1 if i1 = i2 = · · · = ik or (i1 , . . . , ik ) ∈ E,
Ai1 ,...,ik =
0 otherwise.
▶ Definition 10. The strong product of a pair of directed k-uniform hypergraphs G =
(VG , EG ) and H = (VH , EH ) is denoted G ⊠ H and defined as follows. It is a directed
k-uniform hypergraph with vertex set VG × VH and the following edge set: Any k vertices
(g1 , h1 ), . . . , (gk , hk ) ∈ VG × VH form an edge ((g1 , h1 ), . . . , (gk , hk )) if one of the following
three conditions holds:
1. g1 = · · · = gk and (h1 , . . . , hk ) ∈ EH
2. (g1 , . . . , gk ) ∈ EG and h1 = · · · = hk
3. (g1 , . . . , gk ) ∈ EG and (h1 , . . . , hk ) ∈ EH
▶ Definition 11. An independent set in a directed k-uniform hypergraph H = (V, E) is a
subset S of the vertices V that induces no edges, meaning for every (e1 , . . . , ek ) ∈ E there
is an i ∈ [k] such that ei ̸∈ S. The independence number of H, denoted by α(H), is the
maximal size of an independent set in H.
If S and T are independent sets in two directed k-uniform hypergraphs G and H,
respectively, then S × T is an independent set in the strong product G ⊠ H. Therefore, we
have the supermultiplicativity property α(G)α(H) ≤ α(G ⊠ H). For any directed k-uniform
hypergraph H, let H ⊠n denote the n-fold product of H with itself.
▶ Definition 12. The Shannon capacity of a directed k-uniform hypergraph H is defined as
Θ(H) := lim (α(H ⊠n ))1/n .
n→∞

By Fekete’s lemma we can write Θ(H) = supn (α(H ⊠n ))1/n . The following proposition can
be deduced directly from the definition of Shannon capacity.
▶ Proposition 13. Suppose H is a directed k-uniform hypergraph with m vertices and there
1
is an independent set of size s in H ⊠n . Then s n ≤ Θ(H) ≤ m.

Corner problem
Let (G, +) be a finite Abelian group. A corner in G × G is a three-element set of the form
{(x, y), (x + λ, y), (x, y + λ)} for some x, y, λ ∈ G and λ ̸= 0. The element (x, y) is called the
center of this corner. Let r∠ (G) be the size of the largest subset S ⊆ G × G such that no
three elements in S form a corner. The corner problem asks to determine r∠ (G) given G.
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Trivially, we have the upper bound r∠ (G) ≤ |G|2 . The best-known general upper bound
on r∠ (G) comes from [43, 44], and reads
r∠ (G) ≤

|G|2
,
(log log |G|)c

1
where 0 < c < 73
is an absolute constant. In the finite field setting, in [33] the following
better upper bound for r∠ (G) with G = Fn2 was obtained:

log log log |G| 
r∠ (Fn2 ) ≤ O |G|2
.
log log |G|

We may phrase the corner problem as a hypergraph independence problem. We define
Hcor,G = (V, E) to be the directed 3-uniform hypergraph with V = {(g1 , g2 ) : g1 , g2 ∈ G}
and E = {((g1 , g2 ), (g1 + λ, g2 ), (g1 , g2 + λ)) : g1 , g2 , λ ∈ G, λ ̸= 0}. Then by construction:
⊠n
▶ Lemma 14. r∠ (Gn ) = α(Hcor,G
).

As a consequence, r∠ (Gn ) = Θ(Hcor,G )n−o(n) .
▶ Example 15. Let G correspond to addition in F2 . Then Hcor,G = (V, E) with
E = {((0, 0), (1, 0), (0, 1)), ((0, 1), (1, 1), (0, 0)), ((1, 0), (0, 0), (1, 1)), ((1, 1), (0, 1), (1, 0))}.
Under the labeling (0, 0) = 0, (0, 1) = 1, (1, 0) = 2 and (1, 1) = 3 we will think of Hcor,F2 as the
hypergraph Hcor,F2 = (V, E) with V = (0, 1, 2, 3) and E = {(0, 2, 1), (1, 3, 0), (2, 0, 3), (3, 1, 2)}.
Closely related to r∠ (G) is the minimum number of colors needed to color G × G so that no
corner is monochromatic, which we denote by c∠ (G). Then:
▶ Proposition 16 ([15, 34]). Let (G, +) be a finite Abelian group. There is a constant c,
such that for every n ∈ N,
|G|2n
n|G|2n log |G|
n
≤
c
(G
)
≤
c
.
∠
r∠ (Gn )
r∠ (Gn )
For G = F2 , the current upper bound in the literature is c∠ (Fn2 ) ≤ O(n2n/2 ) [34], which we
will improve on.

Number on the forehead communication
The corner problem is closely related to the Number On the Forehead (NOF) communication
model [15]. In this model, k players wish to evaluate a function F : X1 ×· · ·×Xk → {0, 1} on a
given input x1 , . . . , xk . The input is distributed among the players in a way that player i sees
every xj for j ̸= i. This scenario is visualized as xi being written on the forehead of Player i.
The computational power of everyone is unlimited, but the number of exchanged bits has
to be minimized. Let Dk (F ) be the minimum number of bits they need to communicate
to compute the function F in the NOF model with k players. Many questions that have
been thoroughly analyzed for the two-player case remain open in the general case of 3 or
more players, where lower bounds on communication complexity are much more difficult to
prove. The difficulty in proving lower bounds arises from the overlap in the inputs known to
different players.
One interesting function in this context is the family of Eval functions. The function
EvalGn : (Gn )3 → {0, 1} outputs 1 on inputs x1 , x2 , x3 ∈ Gn if and only if x1 + x2 + x3 = 0.
The trivial algorithm gives that D3 (EvalGn ) ≤ ⌈n log(|G|)⌉ + 1. For two players Yao [51]
proved that D2 (EvalGn ) = Ω(n) (for nontrivial G). But, for three players it is an open
problem whether D3 (EvalGn ) = Ω(n).
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▶ Lemma 17 ([9]). log(c∠ (Gn )) ≤ D3 (EvalGn ) ≤ 2 + log(c∠ (Gn )) .
From Lemma 17 and Proposition 16 it follows that Θ(Hcor,G ) < |G|2 would imply that
D3 (EvalGn ) = Ω(n), and also that lower bounds on r∠ (Gn ) give upper bounds on D3 (EvalGn ).
For G = F2 , the best-known upper bound on D3 (EvalFn2 ) is 0.5n + O(log n) [1] which we
improve on.

Three-term arithmetic progressions and the cap set problem
A three-term arithmetic progression in G is a three-element set of the form {x, x + λ, x + 2λ}
for some x, λ ∈ G and λ =
̸ 0. Let r3 (G) be the size of the largest subset S ⊆ G such that no
three elements in S form a three-term arithmetic progression.
Following [52, Corollary 3.24] there is a simple relation between corner-free sets and
three-term-arithmetic-progression-free sets:
▶ Lemma 18. pn r3 (Fnp ) ≤ r∠ (Fnp )
A three-term-arithmetic-progression-free subset of Fn3 is also called a cap set. The
notorious cap set problem is to determine how r3 (Fn3 ) grows when n goes to infinity. A
priori we have that 2n ≤ r3 (Fn3 ) ≤ 3n . Using Fourier methods and the density increment
argument of Roth, the upper bound r3 (Fn3 ) ≤ O(3n /n) was obtained by Meshulam [39],
and improved only as late as 2012 to O(3n /n1+ϵ ) for some positive constant ϵ by Bateman
and Katz in [7]. Until recently it was not known whether r3 (Fn3 ) grows like 3n−o(n) or like
cn−o(n) for some c < 3. Gijswijt and Ellenberg solved this question in 2017, showing that
r3 (Fn3 ) ≤ 2.756n+o(n) [25]. The best lower bound is 2.2174n ≤ r3 (Fn3 ) by Edel [24]. In
particular, using Lemma 18, this implies the lower bound 3n · 2.2174n = 6.6522n ≤ r∠ (Fn3 )
for the corner problem. We will improve this lower bound in Theorem 25.
We may phrase the cap set problem as a hypergraph independence problem by defining
the undirected 3-uniform hypergraph Hcap consisting of three vertices {0, 1, 2} and a single
⊠n
edge e = {0, 1, 2}. The independence number α(Hcap
) equals r3 (Fn3 ), and thus the Shannon
capacity of Hcap determines the rate of growth of r3 (Fn3 ).

2.2

Probabilistic method

We start off with a simple and general method for obtaining lower bounds on the Shannon
capacity. For any element g ∈ G, the set {(g, g + λ) : λ ∈ G} is an independent set of Hcor,G ,
and therefore we have Θ(Hcor,G ) ≥ |G|, which we think of as the trivial lower bound. By
using a simple probabilistic argument (which does not use much of the structure of Hcor,G ),
we show the following nontrivial lower bound for Θ(Hcor,G ).
▶ Proposition 19. For any finite Abelian group G, we have Θ(Hcor,G ) ≥ |G|3/2 .
The idea in the proof of Proposition 19 to apply the probabilistic method to lower bound the
number of remaining elements afther a “pruning” procedure (in this case, pruning vertices that
induce edges) goes back to [21]. A similar probabilistic method construction is the driving
component in the recent new upper bound on the matrix multiplication exponent ω [3].
In terms of the corner problem, the lower bound on the Shannon capacity in Proposition 19
for G = F2 corresponds to the upper bound c∠ (Fn2 ) ≤ O(n2n/2 ) (via Proposition 16). This
upper bound is similar to the bound provided in [34, Corollary 26 in the ITCS version].
▶ Remark 20. The proof of Proposition 19 directly extends from 2-dimensional corners to
k-dimensional corners, which are sets of the form
{(x1 , x2 , . . . , xk ), (x1 + λ, x2 , . . . , xk ), . . . , (x1 , x2 , . . . , xk + λ)}.
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Just like the Eval problem on 3 players is closely related to 2-dimensional corners in (Gn )×2 ,
the Eval function on k + 1 players is closely related to k-dimensional corners in (Gn )×k . By
a similar argument as the proof of Lemma 17 we have that the k + 1 player NOF complexity
is upper bounded by Dk+1 (EvalGn ) ≤ k + ck,∠ (Gn ), where ck,∠ (Gn ) is minimum number of
colors that we can use to color (Gn )×k such that no k-dimensional corner is monochromatic.
Letting rk,∠ (Gn ) denote the size of the largest k-dimensional corner free set in Gn ×k , we
have similar to Proposition 16 the relation between rk,∠ (Gn ) and ck,∠ (Gn ) given by
|G|kn
nk|G|n log(|G|)
≤ ck,∠ (Gn ) ≤
,
n
rk,∠ (G )
rk,∠ (Gn )
which is proved in [34]. From a similar probabilistic method argument as in the proof
of Proposition 19, choosing each (x1 , . . . , xk ) ∈ (Gn )×k independently at random with
probability p = [(k+1)(|G|1 n −1)]1/k , we get
rk,∠ (Gn ) ≥

k|G|kn
|G|n/k (k + 1)

k+1
k

,

as a consequence one has Θ(Hk,cor,G ) ≥ |G|k−1/k , where Hk,cor,G is directed (k + 1)-uniform
hypergraph that construct for the k-dimensional corner. Furthermore from the lower bound
of rk,∠ (Gn ), we have
Dk+1 (EvalGn ) ≤

n
1
log |G| + log n + log log |G| + (1 + ) log(1 + k) + k .
k
k

If we take k = log n (for instance), then Dk+1 (EvalGn ) ≤
obtain a sublinear upper bound for Dlog n (EvalGn ) in n.

2.3

n
log n

log |G| + O(log n), that is, we

Combinatorial degeneration method

We now introduce the combinatorial degeneration method for lower bounding Shannon
capacity. Combinatorial degeneration is an existing concept from algebraic complexity theory
introduced by Strassen in [46, Section 6, in particular Theorem 6.1]7 . ‘’ In that original
setting it was used as part of the construction of fast matrix multiplication algorithms [14,
Definition 15.29 and Lemma 15.31], and, in a broader setting, combinatorial degeneration
was used to construct large induced matchings in [4, Lemma 3.9], [2, Lemma 5.1] and
[18, Theorem 4.11]. However, we will be using it in a novel manner in order to construct
independent sets instead of induced matchings. We will subsequently apply the combinatorial
degeneration method to get new bounds for the corner problem. We expect the method to
be useful in the study of other problems besides the corner problem as well. First we must
define combinatorial degeneration.
▶ Definition 21 (Combinatorial degeneration). Let I1 , . . . , Ik be finite sets. Let Φ ⊆ Ψ ⊆
I1 × · · · × Ik . We say that Φ is a combinatorial degeneration of Ψ, and write Ψ ⊵ Φ, if
there are maps ui : Ii → Z (i ∈ [k]) such that for every x = (x1 , . . . , xk ) ∈ I1 × · · · × Ik ,
Pk
Pk
if x ∈ Ψ \ Φ, then i=1 ui (xi ) > 0, and if x ∈ Φ, then i=1 ui (xi ) = 0.
7

The precise connection to [46] is as follows. Strassen defines the notion of M-degeneration on tensors.
In our terminology, a tensor is an M -degeneration of another tensor, if the support of the first is a
combinatorial degeneration of the support of the second. The terminology “combinatorial degeneration”,
which does not refer to tensors, but rather directly to their supports (hence the adjective “combinatorial”),
was introduced in [14, Definition 15.29].
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▶ Example 22. As a quick example of a combinatorial degeneration, let
Φ = {(0, 0, 0), (1, 1, 0), (1, 0, 1)},
Ψ = {(0, 0, 0), (1, 1, 0), (1, 0, 1), (0, 1, 1)}.
Then we have a combinatorial degeneration Ψ ⊵ Φ by picking the maps u1 (0) = u2 (0) =
u3 (0) = 0, and u1 (1) = −1, u2 (1) = u3 (1) = 1.
We apply combinatorial degeneration in the following fashion to get Shannon capacity
lower bounds:
▶ Theorem 23 (Combinatorial degeneration method). Let H = (V, E) be a directed k-uniform
hypergraph. Let S ⊆ V . Let Ψ = E ∪ {(v, . . . , v) : v ∈ V } and let Φ = {(v, . . . , v) : v ∈ S}
and suppose that Ψ ⊵ Φ. Then Θ(H) ≥ |S|.
Motivated by Theorem 23 we have the following definition:
▶ Definition 24. For any directed k-uniform hypergraph H = (V, E), we define β(H) to
be the size of the largest subset S ⊆ V such that {(v, . . . , v) : v ∈ S} is a combinatorial
degeneration of E ∪ {(v, . . . , v) : v ∈ V }.
Clearly, Θ(H) ≥ β(H) by Theorem 23.
In order to construct combinatorial degenerations we employ integer programming. To
state the integer program, we let t be a variable that takes values in {0, 1}|V | and let u1 , . . . , uk
be variables that take values in Z|V | . We choose M ∈ N large enough. The parameter β(H)
can be then computed by the following integer linear program:
max
subject to

P

i∈V t(i)
u1 (i1 ) + · · · + uk (ik ) ≥ 1
1 − t(i) ≤ u1 (i) + · · · + uk (i) ≤ M (1 − t(i))

∀(i1 , . . . , ik ) ∈ E,
∀i ∈ V

(1)

Indeed, if (t, u1 , . . . , uk ) is a feasible solution of the program (1), then {(v, . . . , v) : v ∈ S}
is a combinatorial degeneration of E ∪ {(v, . . . , v) : v ∈ V } by choosing k integer maps
u1 , . . . , uk , where S = {i ∈ V : t(i) = 1}. Therefore, one has β(H) ≥ A (A is a maximum
value of program (1)). On the other hand, for any S ⊆ V such that if there is a combinatorial
degeneration from E ∪ {(v, . . . , v) : v ∈ V } to {(v, . . . , v) : v ∈ S} with k integer maps
u1 , . . . , uk , by defining t ∈ {0, 1}|V | so that t(i) = 1 iff i ∈ S, we have (t, u1 , . . . , uk ) is a
feasible solution of the program (1). Thus, β(H) ≤ A.
As a first application of the combinatorial degeneration method (Theorem 23), we prove
the following new bound for corners over Fn3 by lower bounding β (Definition 24).
▶ Theorem 25. β(Hcor,F3 ) ≥ 7 and thus Θ(Hcor,F3 ) ≥ 7.
In other words, 7n /poly(n) ≤ r∠ (Fn3 ). This improves on the lower bound 6.6522n ≤ r∠ (Fn3 )
that can be obtained from Edel’s construction of cap sets [24] and Lemma 18. As a
consequence of the new lower bound, we find the bounds c∠ (Fn3 ) ≤ O(poly(n)( 97 )n ) and
D3 (EvalFn3 ) ≤ n log(9/7) + O(log n) ≤ 0.37n + O(log n). Previously, only the weaker bound
D3 (EvalFn3 ) ≤ n + O(log n) was known [34].8
In the previous proof we only considered the first power of the relevant hypergraph. For
the next result we will be able to get good bounds by considering higher powers.
8

We note that, as far as we know, the NOF protocol for EvalFn2 given in [1] does not generalize to EvalFn3
in any direct way.
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√
⊠2
⊠3
▶ Theorem 26. β(Hcor,F
) ≥ 11 and β(Hcor,F
) ≥ 39, as a consequence Θ(Hcor,F2 ) ≥ 3 39 .
2
2
√
In other words, ( 3 39)n /poly(n) ≤ r∠ (Fn2 ). As a consequence, we have the upper bound
4
c∠ (Fn2 ) ≤ O(poly(n)( √
)n ) ≤ O(poly(n)1.18n ) for the corner problem and the upper bound
3
39
4
D3 (EvalFn2 ) ≤ log( √
)n + O(log n) ≤ 0.24n + O(log n) for the eval problem.
3
39
We have yet to develop structural understanding of how the above combinatorial degenerations that exhibit the new capacity lower bounds arise, and leave the investigation of
further generalizations and improvements to future work. As a partial remedy to our limited
understanding, we introduce in the next section the acyclic method as a tool to construct
combinatorial degenerations. While the acyclic method does not recover the bounds of
Theorem 26 and Theorem 25, it has the merits of being transparent and simple to apply.
▶ Remark 27. The above proof of Theorem 23 gives in fact the precise lower bound
α(H ⊠n ) ≥

|S|n
.
(n + 1)|S|

(2)

This lower bound is optimal up to a poly(n) factor. A more careful analysis improves this
poly(n) factor, for which we refer to the full version [17].

2.4

Acyclic set method

The acyclic set method that we are about to introduce is modeled on the fact that the
Shannon capacity of a directed graph G is at least the size of any induced acyclic subgraph
of G [11]. We introduce the concept of an acyclic set in a directed k-uniform hypergraph as
an extension of the notion of an induced acyclic subgraph.
▶ Definition 28. Let H be a directed k-uniform hypergraph. We associate to H the directed
graph GH with vertices V (G) = V (H) and edges E(G) = {(a1 , a2 ) : (a1 , a2 , . . . , ak ) ∈
E for some a3 , . . . , ak }. For any subset A ⊆ V let H[A] denote the subhypergraph of H
induced by A, that is, H[A] is the directed k-uniform hypergraph with vertices S and edges
E ∩ A×k . We call a subset A ⊆ V an acyclic set of H if the directed graph GH[A] is a directed
acyclic graph.
Note that, if A is an independent set of H, then E(H[A]) = ∅ and thus E(GH[A] ) = ∅,
and in particular A is an acyclic set of H. On the other hand, acyclic sets are not necessarily
independent sets. However, the existence of an acyclic set does imply strong lower bounds
on the Shannon capacity (via combinatorial degeneration, as we will see):
▶ Theorem 29. Let H be a directed k-uniform hypergraph. For any acyclic set A of H, we
have Θ(H) ≥ |A|.
Theorem 29 follows directly from the combinatorial degeneration method (Theorem 23)
and the following lemma:
▶ Lemma 30. Let H = (V, E) be a directed k-uniform hypergraph. Let A be an acyclic
set of H. Then there is a combinatorial degeneration from E ∪ {(v, . . . , v) : v ∈ V } to
Φ = {(v, . . . , v) : v ∈ A}.
As can be seen from the proof of Lemma 30, the combinatorial degenerations that result
from acyclic sets have a special form, and in particular the acyclic set method does not
recover the full power of the combinatorial degeneration method. However the acyclic set
method is much easier to apply than the combinatorial degeneration method. For example,
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we can use the acyclic set method to quickly see that Θ(Hcor,F2 ) ≥ 3. Namely, it is verified
directly that the set S = {0, 1, 2} of size three is an acyclic set in Hcor,F2 , which implies the
claim by Theorem 29.
Finally, we note that for directed graphs (k = 2) the combinatorial degeneration method
can be used to characterize whether the Shannon capacity is full or not.
▶ Theorem 31. Let G = (V, E) be a directed graph. Then Θ(G) = |V | if and only if there is
a combinatorial degeneration from E ∪ {(v, v) : v ∈ V } to {(v, v) : v ∈ V }.

3

Upper bounds from tensor methods, and their limitations

In this section we discuss methods to obtain upper bounds on the Shannon capacity of
directed k-uniform hypergraphs and we discuss limitations of these methods for hypergraphs
like Hcor,G . We will not be discussing all available methods, but rather some of the main
ones: subrank and slice rank. The main point is to introduce the induced matching barrier
and apply it to the corner problem.
We recall some standard tensor notation and definitions that we will use in the rest
of the section. For d ∈ N let [d] = {1, . . . , d}. Let P([d]) be the set of all probability
distributions on [d]. Let f ∈ Fd1 ⊗ · · · ⊗ Fdk be a k-tensor over a field F. Let {e1 , . . . , edj }
P
denote the standard basis of Fdj . We may then write f as f =
fi1 ,...,ik ei1 ⊗ . . . eik ,
where the sum goes over i ∈ [d1 ] × · · · × [dk ]. In this way f corresponds to a k-way array
′
′
f ∈ Fd1 ×···×dk . For f ∈ Fd1 ⊗ · · · ⊗ Fdk and f ′ ∈ Fd1 ⊗ · · · ⊗ Fdk , we define the tensor product
as (f ⊗ f ′ )(i1 ,j1 ),...,(ik ,jk ) = fi1 ,...,ik · fj′1 ,...,j ′ . We define the support of f as the set
k

supp(f ) := {(i1 , . . . , ik ) : fi1 ,...,ik ̸= 0} ⊆ [d1 ] × · · · × [dk ].
For r ∈ N, we call ⟨r⟩ :=

3.1

Pr

⊗k
i=1 ei

the unit tensor of size r.

Tensor methods: subrank, slice rank (and more)

We focus on two tensor methods here: subrank and slice rank. We begin by defining
subrank, for which we need the notion of restriction of tensors [46]. We say that the tensor
′
′
f ∈ Fd1 ⊗ · · · ⊗ Fdk restricts to f ′ ∈ Fd1 ⊗ · · · ⊗ Fdk , and write f ′ ≤ f if there exist linear
′
maps A(i) : Fdi → Fdi such that f ′ = (A(1) ⊗ · · · ⊗ A(k) ) · f . Written in the standard basis,
this corresponds to having for all i1 ∈ [d′1 ], . . . , ik ∈ [d′k ] that
X
(1)
(k)
fi′1 ,...,ik =
Ai1 ,j1 . . . Aik ,jk fj1 ,...,jk .
j1 ∈[d1 ],...,jk ∈[dk ]

▶ Example 32. Here we see restriction in action in a small example. For the tensors
f = e0 ⊗ e0 ⊗ e0 + e1 ⊗ e1 ⊗ e1 ,

f ′ = e0 ⊗ (e0 ⊗ e0 + e1 ⊗ e1 ),

we have f ′ ≤ f by letting A(1) : e0 7→ e0 , e1 7→ e0 and letting A(2) and A(3) both be the
identity map.
P
Let ⟨n⟩ = i∈[n] ei ⊗ · · · ⊗ ei be the unit tensor of rank n. Strassen [46] defined the subrank
of f as Q(f ) := max{r ∈ N : ⟨r⟩ ≤ f }. Similarly, one may define the “opposite” of the
subrank as R(f ) := min{r ∈ N : f ≤ ⟨r⟩}, which is called the rank and which coincides
with the usual notion of tensor rank in terms of a rank-one decomposition. For k = 2, the
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subrank and rank of f are the usual matrix rank: Q(f ) = R(f ) = rank(f ). When k ≥ 3,
however, there are f for which Q(f ) < R(f ). In fact, the tensor rank can be larger than the
dimensions d1 , . . . , dk , whereas the subrank cannot exceed mini di .
Applications require us to understand the rate of growth of the subrank as we take
tensor product powers of a fixed tensor. Strassen [46] defined the asymptotic subrank of
f ∈ Fd1 ⊗ · · · ⊗ Fdk as Q̃(f ) := limn→∞ Q(f ⊗n )1/n . Since the subrank is super-multiplicative,
we can, by Fekete’s lemma, replace the limit by a supremum.
The second tool we focus on is slice rank. Slice rank was introduced by Tao [48] and
developed further in [49] and [12] as a variation on tensor rank to study cap sets and
approaches to fast matrix multiplication algorithms. A tensor in Fd1 ⊗ · · · ⊗ Fdk has slice
N
rank one if it has the form u ⊗ v for u ∈ Fdi and v ∈ j̸=i Fdj for some i ∈ [k]. The slice
rank of f , denoted by SR(f ), is the smallest number r such that f can be written as sum of r
slice rank one tensors. Since slice rank is not sub-multiplicative and not super-multiplicative,
the limit limn→∞ SR(f ⊗n )1/n might not exist [18]. We define
˜ ) = lim sup SR(f ⊗n )1/n .
SR(f
n→∞

Since slice rank is monotone under the restriction order and normalized on ⟨n⟩ [48], it follows
˜ ).
that Q(f ) ≤ SR(f ) and Q̃(f ) ≤ SR(f

3.2

Induced matchings and tightness

Now we discuss the notion of induced matchings, and we will discuss Strassen’s theorem that
gives a construction of large induced matchings under a tightness condition.
Let H = (V, E) be a directed k-uniform hypergraph with adjacency tensor A. Let ΦH
be the support of A. A subset D ⊆ ΦH is called a matching if any two distinct elements
a, b ∈ D differ in all k coordinates, that is, ai ̸= bi for all i ∈ [k]. We call a matching D ⊆ ΦH
an induced matching if D = ΦH ∩ (D1 × · · · × Dk ), where Di = {ai : a ∈ D} is the projection
of D onto the i-th coordinate. We denote by QIM (ΦH ) the maximum size of an induced
matching D ⊆ ΦH .
For two directed k-uniform hypergraphs G = (VG , EG ) and H = (VH , EH ), let ΦG and
ΦH be the support of the adjacency tensors of G and H, respectively. We define the product
ΦG × ΦH ⊆ (VG × VH ) × · · · × (VG × VH ) by ΦG × ΦH := {((a1 , b1 ), . . . , (ak , bk )) : a ∈
ΦG , b ∈ ΦH }. The asymptotic induced matching number of H is defined as Q̃IM (ΦH ) :=
1/n
1/n
limn→∞ QIM (Φ×n
= supn QIM (Φ×n
.
H )
H )
The induced matching number should be thought of as the combinatorial version of the
subrank, as follows. Let ΦH be the support of the adjacency tensor AH of a directed k-uniform
hypergraph H. Then the induced matching number QIM (ΦH ) is the largest number n such
that ⟨n⟩ can be obtained from AH using a restriction that consists of matrices that have at
most one nonzero entry in each row and in each column. Therefore, QIM (ΦH ) ≤ Q(AH ).
▶ Lemma 33. Let H be a directed k-uniform hypergraph and AH its adjacency tensor with
support ΦH = supp(AH ). Then
Θ(H) ≤ Q̃IM (ΦH ) ≤ Q̃(AH ).
Next, we discuss tight sets, a notion introduced by Strassen [47].
▶ Definition 34 ([47], see also [18]). Let I1 , . . . , Ik be finite sets. We call any subset
Φ ⊆ I1 × · · · × Ik tight if there are injective maps ui : Ii → Z for every i ∈ [k] such that:
u1 (a1 ) + · · · + uk (ak ) = 0 for every (a1 , . . . , ak ) ∈ Φ.
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When ΦH is tight, the asymptotic induced matching number is essentially known, and
can be described as a simple optimization. To explain the precise formula we recall some
definitions.
For any finite set X, let P(X) be the set of all distributions on X. For any probability disP
tribution P ∈ P(X) the Shannon entropy of P is defined as H(P ) := − x∈X P (x) log2 P (x)
with 0 log2 0 = 0. Given finite sets I1 , . . . , Ik and a probability distribution P ∈ P(I1 ×· · ·×Ik )
on the product set I1 × · · · × Ik we denote the marginal distribution of P on Ii by Pi , that is,
P
Pi (a) = x:xi =a P (x) for any a ∈ Ii .
▶ Theorem 35 ([47]). Let H be a directed 3-uniform hypergraph. If ΦH is tight, then
Q̃IM (ΦH ) =

max

min 2H(Pi ) .

P ∈P(ΦH ) i∈[3]

In particular, Theorem 35 implies that, for any directed 3-uniform hypergraph H = (V, E) if
there is a distribution P on ΦH such that every marginal distribution Pi is uniform on V ,
then ΦH has asymptotically maximal induced matchings.
Note that Theorem 35 only applies to directed k-uniform hypergraphs for k = 3. For the
higher-order case k > 3 an extension of the lower bound of Theorem 35 was proven in [19,
Theorem 1.2.4].

3.3

The corner hypergraph is tight

We will now apply Theorem 35 to the corner problem. First we see how the tightness property
is satisfied by the corner problem by a simple construction.
▶ Theorem 36. For any finite Abelian group (G, +), let ΦHcor,G be the support of the
adjacency tensor of Hcor,G . Then the set ΦHcor,G is tight.
As a consequence of Theorem 36 and Theorem 35, we find almost directly that the
asymptotic induced matching number of the corner hypergraph is maximal:
▶ Corollary 37. For any group G, Q̃IM (Hcor,G ) = |G|2 .
In particular, Corollary 37 implies that no better upper bound on Θ(Hcor,G ) can be
obtained via methods that also upper bound the asymptotic induced matching number
Q̃IM (Hcor,G ). Such methods include the slice rank, the analytic rank, the geometric rank
and the G-stable rank.
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Abstract
We design and analyze deterministic and randomized clock auctions for single-parameter domains with
downward-closed feasibility constraints, aiming to maximize the social welfare. Clock auctions have
been shown to satisfy a list of compelling incentive properties making them a very practical solution
for real-world applications, partly because they require very little reasoning from the participating
bidders. However, the first results regarding the worst-case performance of deterministic clock
auctions from a welfare maximization perspective indicated that they face obstacles even for a
seemingly very simple family of instances, leading to a logarithmic inapproximability result; this
inapproximability result is information-theoretic and holds even if the auction has unbounded
computational power. In this paper we propose a deterministic clock auction that achieves a
logarithmic approximation for any downward-closed set system, using black box access to a solver
for the underlying optimization problem. This proves that our clock auction is optimal and that
the aforementioned family of instances exactly captures the information limitations of deterministic
clock auctions. We then move beyond deterministic auctions and design randomized clock auctions
that achieve improved approximation guarantees for a generalization of this family of instances,
suggesting that the earlier indications regarding the performance of clock auctions may have been
overly pessimistic.
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1

Introduction

In this paper, we revisit the well-studied family of single-parameter mechanism design
problems where a service provider needs to decide which subset of n customers to serve.
Each customer i has a value vi for receiving the service but, due to scarcity, it is infeasible
to serve all the customers. Depending on the type of service, these limitations are captured
by a set F which contains all the subsets of customers that can be simultaneously served.
For example, if the service provider is an airline company and the customers wish to board
one of its flights, the scarcity is due to the limited number of seats in the plane, and F
contains any subset of customers that can fit in the plane. Another well-studied example
arises in combinatorial auctions with single-minded bidders, where there is a set M of m
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heterogeneous and indivisible items and each customer i needs a specific bundle Bi ⊆ M of
these items. In this case, two customers i and j can be served simultaneously only if the
bundles of items that they each need are disjoint, i.e., Bi ∩ Bj = ∅.
Our goal throughout the paper is to identify and serve a feasible subset A ∈ F of
customers, aiming to maximize the social welfare, i.e., the total value of the served customers,
P
i∈A vi . Depending on the structure of the feasibility constraint F , this setting captures
many classic optimization problems, like the knapsack problem or the maximum weight
independent set problem. However, in addition to the computational obstacles that arise in
solving these classic problems, the service provider is also facing an information limitation:
the value vi of each customer i is private and unknown to the provider. The standard solution
to this problem is to design an auction aiming to elicit the values of the customers and
identify a subset with high social welfare.
Most of the proposed auctions for solving instances of these single-parameter mechanism
design problems take the form of sealed-bid auctions: each bidder is asked to truthfully report
their private value to the auctioneer, who then uses this information to determine the set of
winners, who are served, along with the price that each of them should pay for the service.
These auctions need to carefully determine the outcome so that they not only optimize the
social welfare, but also incentivize true reports from the bidders. However, the classic VCG
sealed-bid auction [47, 20, 34] cannot be used when the underlying problem is computationally
intractable, and sealed-bid auctions, in general, can often be rather impractical. For example,
they require that the bidders reveal all their private information, suffering a privacy cost,
while there is very limited transparency or oversight regarding how the auctioneer actually
uses this information to derive the final outcome. Also, even if, in theory, the bidders cannot
benefit by misreporting their values, in practice bidders have been observed to misreport
anyway, possibly because they cannot easily verify these incentive guarantees [38].
To address these shortcomings, Milgrom and Segal [43, 44] recently proposed the class of
(deferred-acceptance) clock auctions as a very practical alternative to sealed-bid auctions.
Rather than asking the bidders to trust the auctioneer with all their private information,
clock auctions run over a sequence of rounds and offer a (personalized) price to each bidder
that weakly increases over time. In each round, the bidder can either accept the latest price
offered to her and remain in the auction, or reject it and permanently drop out of the auction.
The bidders that remain active when the auction terminates are served, at the cost of the
most recent price that they accepted. Every clock auction is guaranteed to satisfy a unique
combination of very appealing properties, like obvious strategyproofness, unconditional winner
privacy, and credibility. We defer a detailed discussion regarding the important benefits of
clock auctions to Section 1.3.
The multiple benefits of clock auctions over sealed-bid ones provided renewed motivation
for computer scientists to revisit classic single-parameter mechanism design problems and
evaluate the performance of clock auctions from a worst-case approximation standpoint. Note
that these benefits come at the cost of additional information limitations: unlike sealed-bid
auctions, clock auctions can learn about the values of the bidders only by offering them
a carefully chosen sequence of prices, and each time a price is increased there is a risk
that the corresponding bidder will drop out. In fact, initial results on the performance of
clock auctions by Dütting et al. [24] showed that no deterministic clock auction, even with
unbounded computational power, can achieve a O(log1−ϵ n) approximation for any constant
ϵ > 0 for a seemingly very simple family of instances where F contains only two disjoint
maximal sets. This suggested that things could be even worse for more complicated feasibility
constraints, like combinatorial auctions with single-minded bidders, for which no known
deterministic clock auction came close to this logarithmic approximation guarantee.
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Our Results

Our main result in this paper is a deterministic clock auction that guarantees an approximation
of 4 log n not only for combinatorial auctions with single-minded bidders but for the much
wider family of instances induced by downward-closed feasibility constraints (that is, if F ∈ F
then any subset of F is also in F ). This shows that the lower bound construction of Dütting
et al. [24] exactly captures the information limitations of deterministic clock auctions, and it
paints a much more optimistic picture regarding the performance of clock auctions. Motivated
by this positive result, we then move on to also consider the performance of randomized clock
auctions and prove that combining our deterministic auction with one based on randomized
sampling achieves better than logarithmic approximation for an interesting family of instances
that generalizes the ones used by Dütting et al. [24] to prove the logarithmic lower bound.
Our deterministic water filling clock auction (WFCA) uses black-box access to an algorithm that returns a feasible subset of active bidders (approximately) maximizing the
revenue, given their current clock prices. In each round, the WFCA uses this black box to
decide which subset of the active bidders’ prices it should raise, until the remaining active
bidders are all feasible. This auction is inspired by the combinatorial auctions proposed in
the elegant work of Babaioff et al. [10], which were shown to achieve a O(log v) approximation for single-minded bidders and O(log2 v) for single-value multi-minded bidders1 , where
v = maxi,j {vi /vj } is the ratio between the highest and the lowest bidder value. On the
negative, they also provide a construction (see Proposition C.1) showing that even for the case
of single-minded bidders, the approximation factor of their auction is Ω(n) and Ω(m), where
m is the number of items. The WFCA outperforms these results by simultaneously achieving
an approximation of O(log n) and O(log v) for any downward-closed feasibility constraint
(Theorem 3 and Theorem 7, respectively), as well as O(log m) for all combinatorial auctions
with m items and single-value multi-minded bidders (Corollary 4). Since no deterministic
clock auction can achieve a bound of O(log1−ϵ n), O(log1−ϵ v), or O(log1−ϵ m) for a constant
ϵ > 0 [24], our auction is essentially optimal with respect to all of these parameters.
In light of this positive result, which resolves the information limitations of deterministic
clock auctions from a welfare maximization standpoint, a fundamental open question is
whether better approximation guarantees can be achieved using randomization. Note that,
unlike the case for deterministic clock auctions, the best known inapproximability results for
randomized clock auctions are small constants (e.g., see Section 4.3). In this paper, we make a
first step in that direction with a positive result that combines the deterministic WFCA with
√
a clock auction based on randomized sampling to achieve a O( log n) approximation for a
family of instances that contains the ones used for the logarithmic lower bound construction
in [24]. Specifically, the approximation guarantee holds for any set system whose maximal
feasible sets are disjoint, while the worst-case instances for deterministic clock auctions
comprise just two disjoint feasible sets, one of which is a singleton. In fact, this class of
instances is also known to pose important obstacles in both prophet inequality and secretary
problems [45]. Thus, our positive result provides an important separation between randomized
and deterministic clock auctions, along with a natural approach for leveraging randomness
in clock auctions. We conclude by generalizing this result to show that our randomized
√
auction achieves a O(min{log n, log k}) approximation for any downward-closed feasibility
constraint F , where k is the number of maximal feasible sets in F .

1

In a combinatorial auction with single-value multi-minded bidders, each bidder i is interested in multiple
different bundles of items, rather than just one, and she has the same value vi for receiving any one of
them.
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1.2

Related Work

After Milgrom and Segal [44] introduced the class of (deferred-acceptance) clock auctions and
noted their many desirable practical properties, subsequent work studied their performance
in a variety of settings. Most relevant to our paper is the work of Dütting et al. [24] who
initiated the analysis of clock auctions using worst-case analysis and aiming to approximate
the optimal social welfare. In that work, the authors provided a computationally efficient
clock auction achieving a O(log m)-approximation for a knapsack auction setting (where m
√
is the number of items) as well as a O( m log m)-approximate auction for a combinatorial
auction setting with single-minded bidders.
Clock auctions are contained in the more general class of obviously strategyproof (OSP)
mechanisms proposed by Li [41] (discussed in greater detail in Section 1.3). This more general
class of mechanisms has also been studied in the context of combinatorial auctions with
single-minded bidders. Even for this more general class of auctions the family of instances
with feasibility constraints consisting of disjoint maximal sets proves a challenging obstacle.
Ferraioli et al. [30] demonstrated that no deterministic OSP mechanism can achieve a
O(log0.5−ϵ n)-approximation for constant ϵ > 0 in such an instance. Moreover, De Keijzer et
al. [21] demonstrate that no OSP mechanism can obtain better than a 2-approximation to
the welfare in such an instance even when bidders can have only two possible values.
While we focus on “forward auctions” where the auctioneer is selling a service to a set of
bidders with independent values, deferred acceptance clock auctions have recently also been
studied in other auction contexts. For example, their performance has been examined in
procurement auction settings [27, 39, 37, 15, 13], double auction settings [25, 42], multilateral
settings [16], as well as single-item auction settings where bidders have interdependent values
[32]. Clock auctions have also been generalized to apply beyond single-parameter binary
allocation problems to accommodate multiple levels of service while retaining the same
desirable properties [31].
In this work we also study randomized clock auctions and examine how randomization can
be used to overcome the challenging logarithmic lower bound. De Keijzer et al. [21] considered
the design of universally OSP randomized mechanisms in the context of combinatorial
auctions
o
n
V
+
1
with single-minded bidders and describe a mechanism which achieves a min |D|, V|D|
1
approximation where D is the known domain of possible values of all bidders and V|D| and V1
are the largest and smallest values in this domain, respectively. The way in which we utilize
randomization differs from [21] and instead takes a “random sampling” approach which
has seen application in many problems in mechanism design, such as revenue maximization
(see, e.g., [33, 2, 29, 12]), combinatorial auction settings (see, e.g., [23, 22, 6, 5, 26]), and
budget-feasible mechanisms (see, e.g., [3, 4, 40, 11, 14]).
As discussed above, the feasibility constraint of disjoint maximal sets poses a major
obstacle in obtaining good deterministic guarantees for both clock auctions [24] and OSP
mechanisms more broadly [30]. Notably, this class of instances also proves quite challenging
in online mechanism design settings involving secretary problems and prophet inequalities
where an auction designer faces a sequence of bidders arriving one at a time and must make
an irrevocable decision in each round to either serve or permanently reject the current bidder.
An instance with disjoint maximal sets is used to provide a Ω(log n/ log log n) lower bound
for these settings and this lower bound persists even when the bidders have values drawn
from known i.i.d. distributions over the set {0, 1} and the mechanism designer can choose
the order in which to approach the bidders [8, 18, 45].
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Clock Auction Properties

In this section, we provide a more detailed discussion regarding the multiple benefits of
clock auctions over sealed-bid ones. In a sealed-bid auction, the bidders are asked to report
their values directly to the auctioneer in the form of bids. These bids are then used by the
auctioneer to select the subset of bidders receiving the service and to determine the prices
charged to the bidders. There are many strategyproof sealed-bid mechanisms proposed in the
literature for a variety of single-parameter settings. For example, the well-known second-price
auction for allocating a single good is known to be optimal and strategyproof. On the other
hand, it has been well-established empirically (see, e.g., [38]) that, although the second-price
auction is strategyproof, bidders are far less likely to accurately report their values to the
auction than they are to follow the dominant strategy implied by this value in the equivalent
ascending clock (Japanese) auction.
The notion of obvious strategyproofness was proposed by Li [41] in an attempt to provide
theoretical reasoning for this empirical reality. Obvious strategyproofness (OSP) is a strict
strengthening of strategyproofness and whether or not a mechanism is OSP is dependent
on its implementation. For example, while the allocation and payments of the second-price
auction and Japanese auctions are identical, the Japanese auction is OSP and the second-price
auction is not. An auction M is OSP if every bidder has an obviously dominant strategy.
Such a strategy exists if in the extensive-form game tree of M whenever a bidder is asked
to take an action the best-case utility from deviating from her obviously dominant strategy
over all possible beliefs about the other bidders is weakly less than her worst-case utility
from following the strategy over all possible beliefs about the other bidders. Li [41] provides
theoretical and empirical justification demonstrating that bidders can identify their obviously
dominant strategy in OSP mechanisms. Further, he demonstrates that clock auctions admit
an obviously dominant strategy for all bidders where they remain in the auction while the
clock price is less than or equal to their value and exit when the clock price first exceeds their
value. Notably, Li shows that the family of OSP mechanisms in single-parameter auction
settings are essentially equivalent to the family of clock auctions where each agent faces
either an ascending or descending price. As OSP is such a strong incentive property, it also
guarantees weak group-strategyproofness, i.e., no coalition of bidders can simultaneously
deviate from their dominant truthful strategy and all benefit. This strong guarantee is not
satisfied by many standard sealed-bid auctions.
Clock auctions also offer an appealing level of transparency to the bidders. In a sealed-bid
auction, the bidders implicitly trust that the auctioneer is following the stated rules of the
auction. The bidders must then believe that the auctioneer will not charge them more
than they should be charged despite the fact that they have reported their true values to
the auctioneer. As this trust is, in practice, unlikely, some real-world applications have
begun using the first-price sealed-bid auction (where bidders can easily verify they are being
charged the correct amount) rather than the second-price sealed bid auction (where a bidder
cannot verify that she has not been overcharged). Aiming to address the potential strategic
considerations of the revenue maximizing auctioneer, Akbarpour and Li [1] defined the notion
of a credible auction, wherein it is optimal for the auctioneer to follow the prescribed auction
protocol, and demonstrated that in the case of selling a single item that the ascending
price clock auction (i.e., the Japanese auction) is the unique auction form that guarantees
strategyproofness and credibility. In more complicated settings, the truthfulness of, e.g.,
the VCG auction requires that the auctioneer does not make any computational errors, so
even if a bidder trusts that the auctioneer is not strategic they still need to believe that the
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auctioneer will accurately compute the winning set and prices. This makes clock auctions
even more appealing for such settings since the computation of the clock prices does not
affect the obvious strategyproofness of clock auctions in any way.
Since clock auctions terminate when the remaining active bidders form a feasible set and
clocks stop increasing, any winning bidder never reveals their true value for the service to
the auctioneer (or any other participants). This is in contrast to sealed-bid auctions where
all bidders report their value to the auctioneer. This unconditional winner privacy (UWP)
[44] (based on the notion of unconditional privacy in computer science defined by Brandt
and Sandholm [17]) states that an auction should require the winning bidders to reveal the
minimum amount of information about their value possible to prove that they should be
winning. Milgrom and Segal [44] demonstrate that clock auctions are the unique family of
auctions which guarantee UWP which makes clock auctions appealing in high-stakes settings
where winning bidders could be concerned about revealing their true values to the auctioneer.
Finally, in many practical applications it is unappealing or infeasible to use highly
complicated mechanisms since, for example, the participants may not fully understand the
functionality of the mechanism or the optimal mechanism may not be readily implementable.
To this end, there is a growing line of recent work in algorithmic mechanism design regarding
the study of “simple” mechanisms (see, e.g., [35, 9, 46]). In this work, the algorithmic
underpinnings of the mechanisms are generally made quite straightforward to allow bidders
to understand their functionality. In contrast, clock auctions offer similarly simple interactions
to the bidders, the ascending clock prices, while maintaining deep algorithmic richness, the
computation of the price trajectories. As clock auctions retain obvious strategyproofness
regardless of how the prices are computed “behind the scenes”, bidders face a simple interface
even if the auctioneer uses complex techniques to calculate the prices.
We note that randomized clock auctions are merely distributions over deterministic clock
auctions which all have each of the aforementioned properties ex-post. Thus, randomized
clock auctions are universally OSP, so the bidders do not have to reason about the possible
randomization within the auction as they would have to do if the guarantee was only in
expectation.

2

Preliminaries

We consider a single-parameter setting where an auctioneer faces a set N of n bidders each
competing to receive some service. Each bidder i ∈ N has a private value vi which indicates
her willingness to pay for being served. The service is limited and there is a publicly known
feasibility constraint F ⊆ 2N which comprises the subsets of bidders which can be feasibly
served simultaneously. We assume that F is downward-closed, i.e., if F ∈ F then all subsets
of F are in F . The auctioneer aims to serve a subset of bidders F ∈ F of high social welfare
P
v(F ) = i∈F vi . Although F is public, the values of the bidders are private so the auctioneer
must elicit these values from the bidders. The bidders, however, are self-interested and may
seek to misrepresent their value in order to reach a more preferable outcome for themselves
(e.g., being served). To prevent such manipulations the auctioneer may charge payments to
the bidders.
We aim to design clock auctions for this problem. A deterministic clock auction is a
multi-round auction in which each bidder faces a personal “clock” corresponding to the price
that she would be required to pay if the auction terminated. At the beginning of the auction,
the clocks are initialized at some arbitrarily small price, and each of these prices then weakly
increases over time, giving rise to an ascending auction. At the outset of the auction the
set of active bidders A contains all the bidders, i.e., A = N , and the clock price pi,0 of each
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bidder i is set to 0. In each round t, the clock auction broadcasts a price pi,t ≥ pi,t−1 to
each bidder i ∈ A at which point every bidder chooses to remain in the auction at her new
price or permanently exit the auction and pay 0 (in which case i is removed from A). The
auction can terminate when it is feasible to serve the remaining active bidders, i.e., A ∈ F ,
at which point these bidders are served and charged their most recent clock price. The clock
price trajectory for each bidder is computed using only public information, i.e., the feasibility
constraint, the history of prices, and the points at which bidders exited the auction.
Any clock auction is guaranteed to satisfy numerous desirable properties that make
them a particularly appealing practical solution (see Section 1.3 for more details). We also
study randomized clock auctions which are probability distributions over deterministic clock
auctions. Notably, this means that randomized clock auctions satisfy these properties ex-post
(rather than in expectation).
We measure the performance of a randomized clock auction M as the worst-case ratio of its
P
expected social welfare over the social welfare of the optimal set OPT = argmaxF ∈F i∈F vi .
For some instance I and realization of the random decisions within an auction M, let M(I)
denote the set of bidders served by M on I and OPT(I) denote the optimal set of bidders
in I. We say that M obtains an α-approximation for a class of instances I if
α ≥ supI∈I

v(OPT(I))
,
E [v(M(I))]

where the expectation is taken over the randomization of the auction, if it uses any.
P
The revenue achieved by an auction is equal to i∈N pi . Let P = {p = x · ϵ : x ∈ N}
denote the set of possible prices that the auction will consider. Central to our analysis is the
quantity r∗ = maxp∈P,F ∈F {p · |i ∈ F : vi ≥ p|}, the maximum possible revenue an auction
could obtain by offering one of the prices in P to all bidders. The uniform price p∗ yielding
revenue r∗ is an important threshold for the clock prices of the bidders in our auctions.

3

The Deterministic Water-Filling Clock Auction

Our deterministic water-filling clock auction (WFCA) proceeds as follows: all bidders are
initialized to a price of 0. At each round of the auction we find the feasible subset of active
bidders with the highest revenue (i.e., the highest total sum of clock prices) and let the
bidders in that set be “conditional winners” in the round. Among the bidders which are not
conditional winners (the “conditional losers”), we select the bidder(s) with the lowest price
and increase the corresponding price(s) by some small constant ϵ. We continue this process
until the set of bidders that remain active is feasible.
Mechanism 1 The deterministic water-filling clock auction (WFCA).
1
2
3
4
5
6
7
8
9
10

let t ← 0, A ← N , and pi ← 0 for all i ∈ N
while A ∈
/ F do
t←t+1
P
let W ← arg maxS∈F :S⊆A
p be the latest set of conditional winners
i∈S i
let ℓ ← mini∈A\W {pi } be the lowest price among conditional losers
foreach bidder i with pi = ℓ do
update pi ← pi + ϵ
if i rejects updated price then
let A ← A \ {i}
return A
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3.1

Welfare Approximation for General Downward-Closed Constraints

We now proceed to analyze the performance of the WFCA and prove its optimality with
respect to social welfare approximation among deterministic clock auctions. To clearly refer
to the values of different variables in this auction depending on the round t, we use pi,t to
denote the value of the price offered to agent i at the beginning of round t, i.e., before the
update, and ℓt to denote the minimum such price among the conditional losers of this round.
We use At to denote the active bidders and Wt to denote the conditional winners of round t.
Recall that r∗ = maxp∈P,S∈F {p · |i ∈ S : vi ≥ p|} is the maximum revenue achievable
by offering a uniform price to all bidders and we let p∗ denote the price which yields
r∗ . Let N ∗ = {i ∈ N |vi ≥ p∗ } denote the set of bidders with value above p∗ and S ∗ =
argmaxS∈F ;S⊆N ∗ {|S|} denote the largest feasible subset of bidders with value above p∗ . Our
main result for this section shows that the welfare obtained by the WFCA is always at least
half of r∗ = p∗ · |S ∗ |.
Note that, if we were given the welfare maximizing feasible set, it is rather well-known that
there exists a fixed price such that, if this price is offered to everyone in this set, the resulting
revenue will be a logarithmic approximation of the total welfare of that set. However, in our
setting we do not know which set is the optimal one, and there could be multiple feasible
sets that overlap in highly non-trivial ways. The main result of this paper shows that the
WFCA nevertheless always extracts at least half of the optimal uniform-price revenue, which
then implies a logarithmic approximation of the optimal social welfare.
▶ Theorem 1. The WFCA obtains welfare at least r∗ /2 in any downward-closed set system.
Proof. This theorem is clearly satisfied if S ∗ is the final winning set of the WFCA, since
v(S ∗ ) ≥ r∗ , so we henceforth assume that S ∗ is not the winning set and let t̃ be the first
round at which some subset of the bidders in S ∗ rejects the prices offered to them. Since
vi ≥ p∗ for all i ∈ S ∗ , it must be that the lowest price among conditional losers in this
round is ℓt̃ ≥ p∗ and only bidders i ∈ Wt̃ could still be facing prices less than p∗ . To prove
Theorem 1, we consider two possible cases, depending on the size of the overlap between Wt̃
and S ∗ .
Case 1. |Wt̃ ∩ S ∗ | ≤ |S ∗ |/2: This case is the easier one of the two. Note that, by definition
of t̃, at the beginning of round t̃ all the bids in S ∗ are still active and every bid in S ∗ \ Wt̃
has accepted a price of at least p∗ ; the latter is true because at the beginning of round t̃
all bidders in this set are among the conditional losers, and the minimum price among
P
them is at least p∗ . From this we can deduce that i∈Wt̃ pi,t̃ , i.e., the revenue of the set
Wt̃ at the beginning of round t̃ is at least p∗ · |S ∗ \ Wt̃ |, otherwise the set S ∗ \ Wt̃ would
provide higher revenue and Wt̃ would not be the conditional winner; a contradiction.
We therefore know that the revenue of Wt̃ at the beginning of round t̃ is at least
p∗ · |S ∗ \ Wt̃ | and we also know that |Wt̃ ∩ S ∗ | ≤ |S ∗ |/2 (since we are considering Case
1), i.e., |S ∗ \ Wt̃ | ≥ |S ∗ |/2. This implies that the revenue at the beginning of t̃ is at
least p∗ · |S ∗ |/2 = r∗ /2. To conclude the proof for this case, we observe that the set of
conditional winners of the WFCA satisfy revenue monotonicity over t, i.e., the revenue of
Wt at the beginning of round t is at least as high as the revenue of Wt−1 at the beginning
of round t − 1. This is true because the prices of the bidders in Wt−1 are the same in t − 1
and t (because Wt−1 were the winners in round t − 1 and their prices were not updated)
and Wt were the conditional winners in t so their revenue in t is at least as high as that
of Wt−1 . Therefore, the revenue at the end of the auction, extracted from the eventual
winners is at least r∗ /2 and the social welfare obtained by the mechanism in Case 1 is
at least that much as well (since each agent’s value is at least as high as the price they
accepted).
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Case 2. |Wt̃ ∩ S ∗ | > |S ∗ |/2: For this case, we show that for every t ≥ t̃ there exists a
feasible set that satisfies a carefully chosen invariant. For each round t of the auction,
let Lt = {i ∈ S ∗ : pi,t < p∗ } be the subset of S ∗ whose prices all remain less than p∗ ,
P
and given some set of active bidders F ⊆ At let Rev(F, t) = i∈F : pi,t ≥p∗ pi,t denote
the sum of the clock prices over the bidders in F whose price is at least p∗ at round t.
Our invariant shows that as long as we are in Case 2, i.e., |Wt̃ ∩ S ∗ | > |S ∗ |/2, for every
round t ≥ t̃ there exists some feasible subset F of active bidders such that the sum of
p∗ · |F ∩ Lt | (which is a lower bound for the total value among the bidders in F ∩ Lt )
and Rev(F, t) (which is a lower bound for the total value of the bidders in F that have
price at least p∗ ) is at least r∗ /2. Note that this invariant intentionally disregards the
potential contributions from any bidders in F \ Lt whose price remains less than p∗ , which
significantly simplifies the proof below.
▶ Lemma 2. If |Wt̃ ∩ S ∗ | > |S ∗ |/2, then in every round t ≥ t̃ of the WFCA there is a feasible
set of active bidders F ⊆ At such that
p∗ · |F ∩ Lt | + Rev(F, t) ≥ r∗ /2.

(1)

Proof. Our proof for this lemma is constructive: for each round t we define a feasible set
Ft ⊆ At and prove it satisfies Inequality (1). Specifically, for any round t where the lowest
price among the conditional losers is ℓt ≥ p∗ , we let Ft be the set of conditional winners
of that round, i.e., Ft = Wt . On the other hand, for any round t where ℓt < p∗ , we show
that the same set that satisfied the inequality in round t − 1 also satisfies it in round t, i.e.,
Ft = Ft−1 . A crucial implication of the way we choose these sets is that, as we show later
on, every active bidder i with pi,t < p∗ must belong to Ft−1 ∩ Ft (see property (3)), which
allows our inductive argument to go through.
Formally, let T ∗ = {t ≥ t̃ : ℓt ≥ p∗ } be the subset of rounds t ≥ t̃ where ℓt ≥ p∗ . Also,
for each t ≥ t̃ let f (t) = max{t′ ≤ t : t′ ∈ T ∗ } be the most recent round that was in T ∗
(so f (t) = t for t ∈ T ∗ ) and let Ft = Wf (t) be the winning set in round f (t). To prove this
lemma, we show that in each round t ≥ t̃, the set Ft satisfies Inequality (1). This means
that during rounds when t ∈
/ T ∗ , the same set Ft−1 that satisfied the invariant in t − 1 still
satisfies the invariant in t, even if it is not the set of conditional winners in t. However, when
t ∈ T ∗ , it could be that the price update at the end of round t − 1 raised some prices to p∗
or above, potentially affecting the left hand side of (1) for set Ft−1 . In this case we prove
that choosing Ft to be equal to the set of conditional winners, Wt , ensures that the invariant
remains true even if some of the price updates at the end of round t − 1 reached or exceeded
p∗ .
First, for the round t = t̃, we have f (t̃) = t̃, since t̃ ∈ T ∗ , and thus Ft̃ = Wt̃ . To verify
that Inequality (1) is satisfied by the set Wt̃ note that, by definition of t̃, all the bidders in
Wt̃ ∩ S ∗ remain active up to this round, and there are at least |S ∗ |/2 of them. Let q1 be
the number of these bidders that still have a price less than p∗ at round t̃ and q2 be the
number of remaining bidders who have price at least p∗ , so that q1 + q2 ≥ |S ∗ |/2. Each of
the q1 bidders belongs to the set Wt̃ ∩ Lt̃ so p∗ · |Wt̃ ∩ Lt̃ | = q1 p∗ . Also, each of the remaining
q2 bidders contributes at least p∗ to the revenue Rev(Wt̃ , t̃), so the left hand side of the
inequality is at least (q1 + q2 )p∗ ≥ p∗ · |S ∗ |/2 = r∗ /2.
For the inductive step, we now show that for every round t > t̃, if Inequality (1) holds for
set Ft−1 at round t − 1 then it also holds for set Ft at round t. Specifically, it suffices to
show that for any round t > t̃ we have
p∗ · |Ft ∩ Lt | + Rev(Ft , t) ≥ p∗ · |Ft−1 ∩ Lt−1 | + Rev(Ft−1 , t − 1).

(2)
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If Inequality (1) holds for Ft−1 at round t − 1, then the right hand side of Inequality (2) is
at least r∗ /2 and this inequality would imply that the left hand side is at least r∗ /2 as well.
As a result Ft would satisfy the invariant in round t, which would conclude the proof of the
lemma.
/ T ∗ . Note that for all
⋄ We first prove that Inequality (2) holds for all t > t̃ such that t ∈
t∈
/ T ∗ we have f (t) = f (t − 1), i.e., the most recent round in T ∗ for t and t − 1 is the same.
Therefore Ft = Ft−1 and Inequality (2) reduces to
p∗ · |Ft ∩ Lt | + Rev(Ft , t) ≥ p∗ · |Ft ∩ Lt−1 | + Rev(Ft , t − 1).
It is not too hard to see that this actually holds with equality, since neither of the summands
on the right hand side were affected by the price updates that took place in round t − 1. If
t − 1 ∈ T ∗ , then Ft = Wt−1 and no prices within Ft were updated and neither were Lt−1 or
Rev(Ft , t − 1). On the other hand, if t − 1 ∈
/ T ∗ , then ℓt−1 < p∗ , so no price was raised to p∗
during round t − 1, implying, once again, that neither Lt−1 nor Rev(Ft , t − 1) were affected
by these price updates.
⋄ We now prove that Inequality (2) also holds for all t ∈ T ∗ . In order to do so we first
make the crucial observation that for any bidder i with price pi,t < p∗ at round t > t̃ it must
be that i ∈ Ft−1 ∩ Ft . To verify this, note that if i ∈
/ Ft , i.e., i ∈
/ Wf (t) , then pi,f (t) ≥ p∗
∗
because f (t) ∈ T and the lowest price among the losers in round f (t) is ℓf (t) ≥ p∗ . But,
since bidder i’s price weakly increases over time, this would imply that pi,t ≥ p∗ , leading to
a contradiction. The same argument also shows that i ∈ Ft−1 , which implies the following
important property of the WFCA.
Any bidder i with pi,t < p∗ at some round t > t̃ satisfies i ∈ Ft−1 ∩ Ft .

(3)

Now, the fact that Ft = Wt was the set of conditional winners for round t means that
the sum of its bidders’ prices at that round was at least as high as that of any other feasible
P
P
subset of active bidders. Specifically, this means that
i∈Ft pi,t ≥
i∈Ft−1 pi,t . As we
showed above in (3), for every bidder i with pi,t < p∗ we know that i ∈ Ft−1 ∩ Ft so the
prices of these bidders contribute to the revenue of both Ft−1 and Ft equally in round t. We
can therefore deduce that the revenue of Ft at round t is at least as high as that of Ft−1 at
round t, even if we restrict our attention to bids with price at least p∗ . Thus, we have shown
that Rev(Ft , t) ≥ Rev(Ft−1 , t).
If round t − 1 was also in T ∗ , this would essentially conclude the proof, because Ft−1
would be Wt−1 , the set of conditional winners in t−1, implying that its bidders’ prices did not
change from t − 1 to t. As a result, we would get Rev(Ft−1 , t − 1) = Rev(Ft−1 , t) ≤ Rev(Ft , t).
Also, we would get Ft−1 ∩ Lt−1 = Ft−1 ∩ Lt and this would also be equal to Ft ∩ Lt , because
Lt ⊆ Ft from (3). These observations directly imply that Inequality (2) would be satisfied.
If, on the other hand, round t − 1 was not in T ∗ , the prices in Ft−1 could differ between
t − 1 and t. However, since t − 1 ∈
/ T ∗ , we know that ℓt−1 < p∗ , so no price above p∗ would
be affected. What could affect the argument above is that the price of some bidders in Lt−1
could be updated from p∗ − ϵ to p∗ , so they would not be in Lt . The argument still goes
through, however, because all these bidders would accept the updated prices (because we
know that every bidder i ∈ Lt−1 has value vi ≥ p∗ ) and they would each contribute a price of
p∗ toward Rev(Ft−1 , t), while they were not contributing anything toward Rev(Ft−1 , t − 1)
(since their price was below p∗ ). As a result, using the facts that Lt ⊆ Ft , from (3), and the
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fact that Rev(Ft , t) ≥ Rev(Ft−1 , t), we get
Rev(Ft−1 , t) − Rev(Ft−1 , t − 1) ≥ p∗ · (|Ft−1 ∩ Lt−1 | − |Ft−1 ∩ Lt |) ⇒
Rev(Ft , t) − Rev(Ft−1 , t − 1) ≥ p∗ · (|Ft−1 ∩ Lt−1 | − |Ft ∩ Lt |) ⇒
p∗ · |Ft ∩ Lt | + Rev(Ft , t) ≥ p∗ · |Ft−1 ∩ Lt−1 | + Rev(Ft−1 , t − 1).

◀

Using Lemma 2 we can now also conclude the proof of Theorem 1 for Case 2, by observing
that the set Aτ of bidders accepted when the auction terminates, at some round τ ≥ t̃, will
also satisfy Inequality (1), implying that p∗ · |Aτ ∩ Lτ | + Rev(Aτ , τ ) ≥ r∗ /2. This, however,
directly implies that the social welfare of the WFCA in this case would be at least as high as
the left hand side since each bidder in Aτ ∩ Lτ has value at least p∗ , by definition of Lτ , and
the social welfare of the remaining bidders (even if we restrict our attention to the ones that
have price at least p∗ ) is at least Rev(Aτ , τ ) since their total value is at least as high as the
sum of the prices that they have accepted. We therefore conclude that the social welfare is
at least r∗ /2 in this case as well.
◀
Leveraging the result of Theorem 1 we can now use standard techniques to demonstrate
that the WFCA obtains asymptotically optimal bounds with respect to several parameters
of interest. We first consider the parameter n, i.e., the number of bidders, and argue that r∗
is a O(log n) approximation of the welfare in OPT. We note that, as we have discretized
the set of prices P that the WFCA considers, that p∗ is a multiple of ϵ and we may lose an
additive nϵ against the optimal revenue. However, as ϵ goes to zero, the following theorems
and corollaries can disregard this loss. For example, if we let ϵ = 1/n2 we ensure that the
revenue lost by choosing p∗ to be a multiple of ϵ is no more than 1/n.
▶ Theorem 3. The WFCA obtains a 4 log n-approximation to the optimal social welfare in
any downward-closed set system.
Proof. Fix a feasible set S of bidders and index them in non-increasing order of their value
using indices from 1 to |S|. Then, there exists an index i ∈ {1, . . . , |S|} for which we have
i · vi ≥ v(S)/(2 log |S|). To verify this fact, assume that for all indices i we have vi <
P|S|
v(S)/(2i log |S|). Summing over all i we then obtain that v(S) < v(S) · i=1 1i /(2 log |S|) ≤
v(S), a contradiction. As a result, if we were to offer a uniform price of p = vi to all bidders in
S, then i of them would accept this price, leading to a revenue of i·p = i·vi ≥ v(S)/(2 log |S|).
Since |OPT| ≤ n, we therefore conclude that there exists a uniform price p, which
when offered to all bidders in OPT would yield revenue which is a 2 log n-approximation to
the welfare in OPT. By Theorem 1 we know that the WFCA obtains welfare which is a
2-approximation to r∗ which is the best possible revenue attainable by offering a uniform
price to all bidders. But then, the WFCA must obtain welfare which is a 2-approximation
to the revenue obtained from bidders in OPT when offering them price p, so the welfare
obtained by the WFCA is a 4 log n-approximation to the optimal welfare.
◀
In fact, the proof of Theorem 3 actually shows that we obtain a 4 log o-approximation where
o = |OPT| is the size of the optimal set. We may then also obtain another approximation
guarantee for the special class of downward-closed feasibility constraints corresponding to
combinatorial auctions with single-minded or multi-minded bidders, which have received
a lot of attention in the past. In these auctions, each bidder is served by receiving some
(non-empty) subset of a set M of items and the feasibility constraints are implied by the
fact that each item can be allocated to at most one bidder. Therefore, the number of items
m = |M | is an upper bound to the size of the optimal set as well (since every bidder needs
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to obtain at least one item to receive positive value), i.e., o ≤ m. We then directly obtain
the following logarithmic approximation with respect to m as a corollary of the proof of
Theorem 3, matching the known lower bound from [24] for deterministic clock auctions.
▶ Corollary 4. The WFCA obtains a O(log m)-approximation to the optimal social welfare
in any combinatorial auction setting with single-value multi-minded bidders where m is the
number of items.

Using Black-Box Access to Approximation Algorithms
In order to focus on the information limitations of clock auctions, we have so far assumed
that the auction is equipped with a black box that can identify the revenue maximizing
feasible set in every round. However, computing this set can be computationally intractable
in some cases, depending on the feasibility constraint F , so it is important to note that the
WFCA can be adjusted to also work with black-box access to approximation algorithms. In
each round t, when the WFCA needs to determine the set of conditional winners Wt given
the latest prices, it could invoke that black box. Then, the only required adjustment would
be to ensure revenue monotonicity over t: the auction would just need to check that the
revenue of the returned set Wt is at least as high as that of Wt−1 and, if not, set Wt ← Wt−1
instead. In doing so the proof of Theorem 1 can be easily adapted to show that the WFCA
obtains welfare at least r∗ /(2α) where α > 1 is the approximation factor of the algorithm
used as a black box. We can then conclude the following theorem.
▶ Theorem 5. The WFCA obtains welfare at least r∗ /(2α) in any downward-closed set
system where α > 1 is the approximation ratio of the black box algorithm used in each round
to select the set with the highest sum of clock prices.
As a consequence of Theorem 5, and using the same argument as above, we conclude that
the WFCA achieves a O(α log o)-approximation to the social welfare in any downward-closed
setting.
▶ Corollary 6. The WFCA obtains a 4α log o-approximation to the optimal social welfare for
any downward-closed feasibility constraint F where α > 1 is the approximation ratio of the
black box algorithm used in each round to select the set with the highest sum of clock prices.

3.2

Comparison to Ascending Wrapper Auction of Babaioff et al. [10]

The WFCA is inspired by the iterative ascending wrapper auction proposed by Babaioff et
al. [10]. They prove that their auction achieves a 2 log v + 1 approximation of the optimal
social welfare for the special case of combinatorial auctions with single-minded bidders, where
v = maxi vi is the highest value among all bidders when the smallest value is normalized to
1 (or, equivalently, v is the ratio between the largest and smallest bidder value).
Both the WFCA auction and the “wrapper” auction use black-box access to an algorithm
to determine the set of conditional winners and then raise the prices of (some) conditional
losers. The main difference between the two is that the wrapper auction raises the prices of
all the conditional losers, whereas the WFCA only raises the prices of the conditional losers
with the lowest price. Another difference is that the wrapper auction doubles the prices of
the losers, whereas the WFCA raises them by a fixed constant, but this is not an important
difference (in fact, our bounds would be affected by no more than a factor 2 if we were to
apply this change to the WFCA as well).
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The biggest difference between the two auctions comes in the analysis. The analysis of
the wrapper auction heavily depends on the fact that this auction completes within at most
2 log v +1 rounds. However, this fact holds only if every loser’s price is increased and it applies
only to the special case of feasibility constraints induced by combinatorial auctions with
single-minded bidders (where the constraints are “pairwise”: two bidders are either always
compatible with each other or always incompatible, depending on whether their bundles
overlap). Therefore, this analysis cannot be extended to general downward-closed feasibility
constraints. For example, even for the case of single-parameter combinatorial auctions with
double-minded bidders, which is also considered in their paper, the analysis does not follow
(see Proposition 3.5 in [10]). More importantly, even for the case of combinatorial auctions
with single-minded bidders the approximation factor of the wrapper auction with respect to
parameters n and m is Ω(n) and Ω(m) (see Proposition C.1 in [10]). For a more complete
comparison of the performance of the WFCA and the wrapper auction, our next result
shows that, even if we parameterize our bounds with respect to v, the WFCA matches the
asymptotic approximation guarantee of the wrapper auction. We defer the proof of this
theorem to Appendix A.
▶ Theorem 7. The WFCA obtains a 4(log v + 1)-approximation to the optimal social welfare
in any downward-closed set system.
Finally, note that Babaioff et al. [10] also provide an auction that achieves a O(log2 v)
approximation for the case of single-value multi-minded bidders. Since this class of instances
is downward-closed, all our positive results apply to it as well, so the WFCA guarantees a
O(log n), O(log v), and O(log m) approximation for the single-value multi-minded case.

4

Randomized Clock Auction for Disjoint Maximal Sets

The logarithmic lower bound for deterministic clock auctions is shown using a simple class
of instances involving just two disjoint maximal feasible sets. It is easy to observe that the
use of randomization can readily overcome the logarithmic barrier for this class of instances:
we could just choose one of the two maximal feasible sets uniformly at random and let its
bidders be the winners, which would yield a 2-approximation because the set of winners is
optimal with probability at least 1/2. Choosing a maximal feasible set uniformly at random,
however, would not yield a good approximation when the number of these sets is large.
Another natural way to use randomization in clock auctions would be to partition the
bidders into two groups uniformly at random and then “sample” the values from one group
by raising the clocks of its bidders until every one of them drops out. This way, we observe
the values of the bidders in the “sample group” and we can use them as a guide in order
to estimate the value of each feasible set. This approach of using some random subset of
the bidders to gather information about the instance and then use this information on the
non-sampled bidders has been used widely in mechanism design (see, e.g., [23, 14]) and is
the main idea behind the Sampling Auction, presented below as Mechanism 2.
The Sampling Auction is a randomized clock auction that uses the sampled bidder values
to compute a threshold q̂ and then chooses a maximal feasible set of bidders R uniformly at
random among the ones whose sampled value is at least q̂. The winners of this auction are
the non-sampled bidders of R, who are all served for a price of zero.
Unfortunately, it is not too hard to see that the Sampling Auction can perform very
poorly even in simple instances. Take, for example, an instance where all bidders except one
have a small value (e.g., 1) and the remaining bidder has a very high value (e.g., n3 ). If the
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Mechanism 2 The Sampling Auction: A randomized clock auction.
1
2
3
4
5
6
7
8

Input : The set S of all maximal sets in F
let T ← ∅
for each bidder i ∈ N do
with probability 1/2 increase the clock of i until she rejects and let T ← T ∪ {i}
let Ssample ← S ∩ T for all S ∈ S
max

{v(S

)}

S∈S
sample
let q̂ ←
4
let R be the collection of all sets S ∈ S with v(Ssample ) ≥ q̂
let R be a set chosen uniformly at random from R
return R \ T

high value bidder is in the sample, this means that she already dropped out and we lost
her value. If, on the other hand, she is not in the sample, then the sampled values do not
provide any useful guidance toward choosing the optimal feasible set, which would need to
include the high-value bidder.

4.1

The Hedging Auction

In this section we present the Hedging Auction, a randomized clock auction which “hedges”
between the WFCA and the Sampling Auction by flipping a fair coin to decide which one
√
of these two clock auctions to run. We later show that this auction achieves a O( log n)
approximation guarantee for the class of instances with disjoint maximal feasible sets and
thus overcomes the logarithmic barrier for a class of instances that generalizes the lower
bound construction2 . Beyond this class of instances, we show that this auction achieves a
√
O(min{log n, log k}) approximation guarantee for any downward-closed feasibility constraint
F, where k is the number of maximal feasible sets in F (note that for disjoint maximal
feasible sets we have k ≤ n).
The success of the Hedging Auction is due to the “complemenarity” of the WFCA and
the Sampling Auction. As we already showed in the previous section, the social welfare
guaranteed by the WFCA is at least half of the optimal uniform-price revenue. Therefore,
the auction performs well whenever this revenue is a good approximation of the optimal
social welfare. Our analysis shows that whenever this is not the case, i.e., when there is no
uniform price whose revenue is a good approximation of the optimal social welfare, then the
Random Sampling auction performs better. Roughly speaking, if the optimal uniform-price
revenue is a bad approximation of the optimal social welfare, this means that the welfare is
not concentrated within a small number of bidders. But, if most of the welfare is distributed
among multiple bidders, then the sampling phase of the Sampling Auction is very likely to
provide useful guidance, leading to a set of winners with high welfare.
Mechanism 3 The Hedging Auction.
1
2

2

Input : The feasibility constraint F , and set S of all maximal sets in F
With probability 1/2: Run the WFCA (Mechanism 1) on F
With the remaining 1/2 probability: Run the Sampling Auction (Mechanism 2) on F

√
Also, note that this improved bound matches the Ω( log n) lower bound recently shown by Ferraioli et
al. [30] for arbitrary deterministic OSP mechanisms (even beyond clock auctions) in this setting.

G. Christodoulou, V. Gkatzelis, and D. Schoepflin

4.2

49:15

Analysis of the Hedging Auction

In order to analyze the performance of the Hedging Auction, we begin by stating a useful
lemma regarding the sum of the values of bidders in the two disjoint subsets created by
partitioning a set uniformly at random when we have upper bounds on the values of the
bidders. Similar arguments regarding the concentration of the values of two subsets created
by a random partition have been used in the context of general combinatorial auctions, see,
e.g., [23], and budget-feasible procurement auctions, see, e.g., [14], but these results required
weaker concentration guarantees and, thus, could use weaker bounds on the values of the
bidders. We defer the proof of this lemma to Appendix A.
▶ Lemma 8. Consider a set S indexed in non-increasing order by bidder value with vi ≤ αv(S)
i
for some 0 < α < 1. When bidders are partitioned into two sets S1 and S2 uniformly at
−1
P
P
v(S)
14α2 .
random we have that i∈S1 vi ≥ v(S)
i∈S2 vi ≥ 4 with probability at least 1−2·e
4 and
From the proof of Lemma 8 we also obtain the following corollary.
▶ Corollary 9. Consider a set S indexed in non-increasing order by bidder value with
vi ≤ αv(S)
i . If we remove each bidder from the set independently with probability 1/2 then
the remaining value in the set will be less than

v(S)
4

−1

with probability at most e 14α2 .

√
With these in hand, we are ready to show that the Hedging Auction achieves an O( log n)approximation to the social welfare for any disjoint maximal feasible sets.
√
▶ Theorem 10. The Hedging Auction obtains a O( log n)-approximation to the optimal
social welfare in any instance where the feasibility constraint comprises disjoint maximal sets.
√
Proof. If the optimal revenue obtainable in hindsight from a set is a 64 log n-approximation
to the social welfare, then because the water-filling auction obtains a 2-approximation to the
optimal revenue, we obtain the desired bound. So suppose not. This enforces constraints on
the values of bidders in any set S with v(S) ≥ v(OPT)/16. More precisely, if we index the
bidders in S in non-increasing order of value, then it must be that vi ≤ √1
· v(OPT)
≤
i
64

√1
4

log n

·

v(S)
i .

log n

Consider that these constraints on bidder values must, in particular, apply to

the optimal set. Then by Lemma 8 we have that with probability at least 1 − 2 · elog n = 1 − n2
the optimal set must have sample value at least v(OPT)
and unsampled value at least v(OPT)
.
4
4
Assume that this event happens. Since, by definition, no set can have sample value more
than v(OPT), if we set the threshold q̂ at 1/4 times the largest sample welfare, then the
optimal set will pass the first phase of the sampling auction and retain a constant fraction of
its welfare. Moreover, we know that q̂ ≥ v(OPT)
. Therefore any set S ′ which could possibly
16
exceed q̂ must have total welfare at least v(OPT)
. But then by Corollary 9, when we sample
16
each bidder in S ′ independently with probability 1/2, the remaining unsampled value in S ′
−16 log n
1
will be less than v(S ′ )/4 with probability at most e 14
≤ 2n
.
Since there are at most n maximal sets in our set system and since we have that any
set capable of passing the threshold phase with threshold q̂ retains less than a quarter of
its welfare with probability no more than 1/(2n), by a union bound, we know that with
probability at least 1/2, all sets capable of passing the threshold retain at least 1/4 of their
welfare. Thus, with probability at least 1/2, when the optimal revenue in hindsight is not
√
a 64 log n-approximation (and therefore the water-filling auction possibly fails to give a
√
O( log n)-approximation), selecting a set uniformly at random from among those with
sample welfare above q̂ yields a constant approximation. Finally, we may conclude that the
Hedging Auction which runs either the water-filling auction or the sampling auction each
√
with probability 1/2 must yield a O( log n)-approximation as desired.
◀
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In fact, using the same approach we can prove the following theorem which generalizes
the bound of Theorem 10 to general downward-closed feasibility constraints, parameterized
by the number of (not necessarily disjoint) maximal feasible sets, k. This, for example, shows
that the Hedging Auction achieves an approximation factor better than O(log n) for any
feasibility constraint for which k = no(log n) (rather than just k ≤ n, as in the case of disjoint
maximal sets). Moreover, when k = poly(n) the auction runs in polynomial time since we
may directly compute the revenue of each maximal feasible set in the WFCA and the sample
welfare of each maximal feasible set in the Sampling Auction.
√
▶ Theorem 11. The Hedging Auction obtains a O(min{log n, log k})-approximation to the
optimal social welfare for any downward-closed feasibility constraint F , where k is the number
of maximal feasible sets in F .
Proof. First observe that the Hedging Auction runs the WFCA with probability 1/2 and,
thus, always obtains no worse than a O(log n) approximation. The remainder of the proof
follows essentially the exact same structure as the proof of Theorem 10. If the optimal
√
revenue in hindsight from any set is a 64 log k-approximation to the social welfare, then
because the water-filling auction obtains a 2-approximation to this revenue, we obtain the
desired bound. If not, then, as above, we obtain bounds in terms of k on the values of the
bidders in any set S with v(S) ≥ v(OPT)/16. Following the same logic as above, we have
that when bidders in S are indexed in non-increasing order of value, then vi ≤ √1
· v(S)
i .
4

log k

We then similarly have that the optimal set must have sample value v(OPT)
and unsampled
4
v(OPT)
2
value at least
with probability at least 1 − k by Lemma 8. If this event happens then
4
since no set can have sample value more than v(OPT), we know OPT will pass the sampling
threshold q̂ and that q̂ ≥ v(OPT)
. Moreover, any set S ′ which could possibly have sample
16
value above q̂ must have welfare at least v(OPT)
which means that S ′ will have remaining
16
1
′
unsampled value less than v(S )/4 with probability at most 2k
by Corollary 9. Finally, since
there are only k maximal sets in our set system, by a union bound, we know that with
probability at least 1/2 all sets capable of passing the threshold retains at least 1/4 of their
welfare. Thus, with probability at least 1/2, when the optimal revenue in hindsight is not
√
a 64 log k-approximation (and therefore the water-filling auction possibly fails to give a
√
O( log k)-approximation), selecting a maximal set uniformly at random from among those
with sample welfare above q̂ yields a constant approximation. Finally, we may conclude that
the Hedging Auction which runs either the water-filling auction or the sampling auction each
√
with probability 1/2 must yield a O( log k)-approximation as desired.
◀

4.3

Approximation Lower Bounds for Randomized Clock Auctions

In this section, we present information theoretic lower bounds on the performance of any
randomized clock auction for two instances where the feasibility constraint corresponds to
disjoint maximal sets. Given that the existing lower bounds for deterministic clock auctions
which consists of two disjoint maximal sets can easily be overcome by randomly selecting one
of the two maximal sets (thereby obtaining a 2-approximation without any need to increase
clock prices of the bidders), one may hope that a randomized clock auction may be able to
obtain, e.g., a 1 + o(1)-approximation on such instances. Our first lower bound demonstrates
that this is not the case and that no randomized clock auction can achieve better than a
11/10-approximation to the social welfare even when the set system comprises only two
maximal sets, one with a single bidder and the other with two bidders. As a consequence,
this lower bound demonstrates that a randomized clock auction cannot achieve arbitrarily
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good approximation guarantees even when the feasibility constraint can be represented
by matchings in a bipartite graph where the bidders are the edges (since this instance
corresponds to the path graph of three edges).
▶ Theorem 12. No randomized clock auction (even with unbounded computational power) can
achieve better than a 11/10 − ϵ-approximation for ϵ > 0 even when the feasibility constraint
comprises exactly two maximal sets, one containing a single bidder and the other containing
two bidders.
Proof. We proceed via Yao’s lemma. We construct three instances, I1 , I2 , and I3 , as follows.
In each instance, there are two disjoint maximal sets S1 and S2 , where S1 contains one
bidder i and S2 contains two bidders j and k. In I1 , vi = 1 and vj = vk = 1/3. In I2 ,
vi = vj = 1 and vk = 1/3. Finally, in I3 vi = vk = 1 and vj = 1/3. Consider an equiprobable
distribution over these three instances. Observe that the expected optimal welfare on this
distribution is 13 + 32 · 43 = 11
9 . Consider a deterministic clock auction M which achieves an
11/10 − ϵ-approximation for some ϵ > 0 on this distribution of instances. It must be that M
obtains expected welfare strictly more than 10
9 . If M were to accept S1 without increasing
the clock price of at least one bidder in S2 above 1/3 then M would obtain expected welfare
1. On the other hand, if M were to accept S2 without first increasing the clock price of at
least one bidder in S2 above 1/3 then M would obtain expected welfare 13 · 23 + 23 · 43 = 10
9 .
Thus, M must raise the clock price of one of the two bidders in S2 above 1/3. Without
loss of generality (since instances I2 and I3 are equiprobable) suppose M raises the clock
of j above 1/3 first. Then, in instances I1 and I3 bidder j would reject this offer and M
would obtain welfare no more 1. In instance I2 bidder j would accept and M would obtain
welfare no more than 43 . Thus, M obtains expected welfare no more than 13 · 43 + 23 = 10
9 .
But then, M cannot raise the price of either bidder above 1/3 first if it wants to obtain
expected welfare strictly more than 10
9 , a contradiction. Since no deterministic mechanism
11
can achieve a 10 − ϵ-approximation for any ϵ > 0 when facing this distribution of instances,
by Yao’s lemma no randomized mechanism can achieve a 11
10 − ϵ-approximation for any ϵ > 0
against an adversarial instance.
◀
In Appendix A.3, we show that when we instead have two disjoint maximal sets with
one bidder and many bidders, respectively, we may obtain a stronger lower bound on the
performance of any randomized clock auction. We note, however, that the inapproximability
result we show is still far away from the simple upper bound of 2. Thus, we view tightening
the gap between the lower and upper bound even for this simple family of instances as an
interesting open question.

5

Conclusions and Open Questions

In this work, we provide an asymptotically optimal deterministic clock auction for arbitrary
downward-closed feasibility constraints. Throughout the paper we focus on the informationtheoretic limitations of clock auctions and set aside the computational ones, but it is worth
noting that our WFCA gives rise to asymptotically optimal polynomial time clock auctions
for several feasibility constraints of interest. For example, if the feasibility constraint is
a knapsack constraint (e.g., when selling seats on a plane or in a theater), we can solve
the underlying optimization problem within a small constant factor approximation. If the
feasibility constraint corresponds to weighted interval scheduling (e.g., when scheduling
jobs that each need a machine during a specific time interval), we can exactly solve the
underlying optimization problem using dynamic programming. There are also several natural
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generalizations of weighted interval scheduling that admit constant factor approximation
algorithms and correspond to important real-world problems. For example, the weighted
group interval scheduling problem captures settings where the bidders are multi-minded
over intervals, i.e., there are multiple different intervals that each one bidder could use for
scheduling her job [28]. Alternatively, the bidders’ requests could be multi-dimensional (e.g.,
requiring rectangle pieces of land) with the constraints implied by the geometric overlaps of
these requests (e.g., [7, 19]). Since all these families of instances include the lower bound
construction of [24], the logarithmic approximation achieved by the WFCA, when paired
with the corresponding (constant factor approximation) algorithms, is optimal.
Moving beyond deterministic clock auctions, we also provide a way of using randomization
to achieve improved approximation guarantees for interesting families of instances. We
believe that the most exciting direction for future research in this line of work is the study
of the power and limitations of randomized clock auctions. The best known lower bounds
for randomized clock auctions are small constants so, if we set aside the computational
constraints, it could even be possible to design a randomized clock auction that achieves a
constant factor approximation for arbitrary downward-closed feasibility constraints. Whether
such a constant factor approximation is possible or not is, arguably, the most important
open question. Alternatively, rather than general downward-closed feasibility constraints,
one can also focus on specific feasibility constraints of interest, aiming to design optimal
randomized clock auctions for them. Given the highly appealing incentive properties of clock
auctions, achieving small constant approximations can yield very practical solutions.
Another interesting direction is to study the best approximation that can be achieved
by (deterministic) clock auctions using alternative parameters. While the WFCA gives
optimal bounds with respect to the parameters n, m, and v, there are other parameters
that have been used in the literature, for which we do not know what the optimal bound is.
For example, when the feasibility constraint corresponds to the intersection of p matroids,
one may be able to obtain guarantees in terms of p. Note that the existing construction of
[24] implies a Ω(log1−ϵ p) lower bound with respect to this parameter, but we do not know
whether this is tight or not. Similarly, in a combinatorial auction with single-minded bidders
with bundle size at most d (i.e., each bidder wants at most d items), the same construction
implies only a Ω(log1−ϵ d) lower bound. Determining if the WFCA or another clock auction
can obtain bounds with respect to these parameters is an interesting open question.
Finally, every clock auction is obviously strategyproof (OSP), but there could also exist
other OSP mechanisms that do not take the form of a clock auction. Recently, Ferraioli et
al. [30] proved a lower bound showing that the approximation factor of any deterministic
√
OSP mechanism for downward-closed feasibility constraints is Ω( log n). To the best of our
knowledge, the O(log n) approximation of the WFCA is the best known bound achieved by a
deterministic OSP mechanism. It would be interesting to see whether there exist (non-clockauction) deterministic OSP mechanisms that can overcome the logarithmic approximation,
or whether the WFCA is the optimal OSP mechanism in this setting.
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Omitted Proofs

A.1

Proof of Theorem 7

Proof. We begin by partitioning the bidders by value into ⌈log v⌉ buckets where bucket B1
contains all bidders with value between 1 and 2 (inclusive) and bucket Bk contains all bidders
with value in the range (2k−1 , 2k ] for all k ∈ {2, . . . , ⌈log v⌉}. Consider the bucket containing
the bidders in the optimal set OPT of highest total value, that is, the bucket Bk∗ with
(
k ∗ = argmaxk∈[⌈log v⌉]

)
X

vi

.

i∈OPT∩Bk

P
P
We then have that v(OPT) = k∈⌈log v⌉ i∈O∩Bk vi ≤ (log v + 1) · v(OPT ∩ Bk∗ ). On the
other hand, the welfare obtained by serving the bidders in OPT ∩ Bk∗ is at most a factor 2
∗
greater than the revenue earned by offering each such bidder a price equal to 2k −1 . But the
water-filling auction obtains welfare at least half the optimal revenue achievable in hindsight,
so it then obtains a 4(log v + 1)-approximation to the social welfare as well.
◀

A.2

Proof of Lemma 8

Proof. Let E1 denote the event that S1 has total value at least v(S)/4 and E2 denote the
T
event that S2 has total value at least v(S)/4. We then seek to lower bound P r[E1 E2 ].
S
Consider the complement of this event, Ē1 Ē2 . By an application of a union bound
S
P r[Ē1 Ē2 ] ≤ P r[Ē1 ] + P r[Ē2 ]. By coupling the event that S1 is some subset T ⊆ S with
the event that S1 is exactly the subset S \ T we observe that P r[Ē1 ] + P r[Ē2 ] = 2 · P r[Ē2 ].
On the other hand, E2 only fails to occur if set S1 has total value strictly greater than 3v(S)
4
(since v(S1 ) + v(S2 ) = v(S)). Since bidders are partitioned uniformly at random into S1
and S2 we have that E[v(S1 )] = S2 . We can then upper bound the probability of Ē2 by an
application of the Hoeffding bound. Let Xi be a random variable denoting the contribution
of item i to S1 . In other words, Xi = vi if bidder i is in S1 and 0 otherwise. We then have
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that v(S1 ) =

P|S|

Xi . By applying a Hoeffding bound [36] we obtain that
!


v(S)
−2(v(S)/4)2
P r[Ē2 ] = P r v(S1 ) − E[v(S1 )] ≥
≤ exp
P|S| 2
4
j=1 vi


i=1

 −v(S)2 /8 
≤ exp  P

2 
|S|
j=1


≤ exp

αv(S)
j

−v(S)2 /8
α2 v(S)2 π 2 /6



1

≤ e− 14α2
where the second inequality comes from our defined upper bound on each vi and the third
inequality comes from the convergence of the sum of the squared reciprocals of the natural
−1
T
numbers. With this in hand, we may conclude that P r[E1 E2 ] ≥ 1 − 2 · e 14α2 as desired. ◀

A.3

Stronger lower bound for two disjoint maximal sets

▶ Theorem 13. No randomized auction (even with unbounded computational power) can
obtain better than a 1.144 − ϵ approximation for constant ϵ > 0 in a combinatorial auction
setting with n + 1 single-minded bidders even when the feasibility constraint comprises exactly
two maximal sets, one containing a single bidder and the other containing n bidders.
Proof. We proceed again via Yao’s lemma but instead use a family of n + 1 instances
{Ii }i∈[n+1] . In each instance, there are two disjoint maximal sets S1 and S2 where S1 contains
a single bidder and S2 contains n bidders. In all instances the single bidder in S1 has value 1.
In instance Ii the i-th bidder in S2 has value 17
20 and the remaining bidders each have value
3
3
.
In
instance
I
all
of
the
bidders
in
S
have
value 5n
. Consider a distribution over these
n
2
5n
3
instances where Ii occurs with probability 5n for all i ∈ [n] and
 In occurswith the remaining

3(n−1)
9
probability 25 . The expected optimal welfare is then 35 · 17
+ 25 = 127
20 +
5n
100 − 25n .
Consider designing a deterministic clock auction for this distribution of instances. The only
form for a deterministic auction is to raise the price of some (possibly adaptive) number of
bidders in S2 and to choose based on their responses to either accept S1 or S2 . Note that an
auction which accepts the bidders of S2 after having only approached bidders in S2 which
reject the increased clock price is weakly worse than one which accepts the bidders in S2
without raising any clock prices. This is because the conditional probability that one of the
bidders in S2 has high value after some number of bidders have rejected the higher price only
decreases and the auction has lost value from the bidders who rejected their price. Thus, an
optimal auction for this setting can only take on three forms: (i) accepting S1 without raising
the price of any bidders in S2 , (ii) accepting S2 without raising the price of any bidders in S2 ,
or (iii) raising the prices of the bidders in S2 one by one and accepting S2 if a bidder accepts
the increased price and enough value in S2 remains (otherwise the auction accepts S1 ). An
auction which always accepts S1 obtains welfare exactly 1 and fails to give the desired bound.
An auction which always accepts
S2 without
raising the price of any of the bidders in S2


3(n−1)
3
17
2 3
9
obtains expected welfare 5 · 20 + 5n
+ 5 · 5 = 111
100 − 25n . But then for large enough n

the auction always accepting S2 fails to obtain a guarantee of 127
111 − ϵ ≥ 1.144 − ϵ.
Assume that a mechanism M obtains the desired approximation of 1.144 − ϵ. By the
above arguments, it must raise the prices of the bidders in S2 until some bidder accepts.
Since M is deterministic, it must have a fixed order in which it raises the clocks of the
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bidders in S2 assuming all bidders reject. Fix this particular order over the bidders. Observe
that, if fewer than n4 bidders in S2 remain active before M reaches a bidder who accepts the
increased clock price then M can maximize its welfare by accepting S1 . On the other hand,
since if S2 contains a high value bidder each bidder is equally likely to have high value, we
can then calculate the expected welfare that M obtains if a high value bidder exists. If such
3
a bidder exists, M obtains value 1 if it is in the final n4 bidders and 17
20 + 5n · (n − k) if it is
the k-th bidder. If no high value bidder is contained in S2 (i.e., the instance is In ) then M
obtains welfare 1. We then find that M obtains expected welfare equal to
1·

3n/4
X 3  29 3k  481 9(3n/4 + 1)(3n/8)
2
881
3
27
=
=
+1·
+
·
−
−
−
.
5
20
5n
20 5n
400
25n2
800 200n
k=1

But then for large enough n, M fails to achieve an approximation of 1016
800 − ϵ ≥ 1.144 − ϵ if
it raises the prices of bidders in S2 until one bidder accepts the higher price, a contradiction.
Since no deterministic mechanism can achieve a 1.144 − ϵ-approximation for any ϵ > 0 when
facing this distribution of instances, by Yao’s lemma no randomized mechanism can achieve
a 1.144 − ϵ-approximation for any ϵ > 0 against an adversarial instance.
◀
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Abstract
A longstanding open problem in coding theory is to determine the best (asymptotic) rate R2 (δ) of
binary codes with minimum constant (relative) distance δ. An existential lower bound was given by
Gilbert and Varshamov in the 1950s. On the impossibility side, in the 1970s McEliece, Rodemich,
Rumsey and Welch (MRRW) proved an upper bound by analyzing Delsarte’s linear programs. To
date these results remain the best known lower and upper bounds on R2 (δ) with no improvement
even for the important class of linear codes. Asymptotically, these bounds differ by an exponential
factor in the blocklength.
In this work, we introduce a new hierarchy of linear programs (LPs) that converges to the true
size ALin
2 (n, d) of an optimum linear binary code (in fact, over any finite field) of a given blocklength
n and distance d. This hierarchy has several notable features:
1. It is a natural generalization of the Delsarte LPs used in the first MRRW bound.
2. It is a hierarchy of linear programs rather than semi-definite programs potentially making it
more amenable to theoretical analysis.
3. It is complete in the sense that the optimum code size can be retrieved from level O(n2 ).
4. It provides an answer in the form of a hierarchy (in larger dimensional spaces) to the question of
how to cut Delsarte’s LP polytopes to approximate the true size of linear codes.
We obtain our hierarchy by generalizing the Krawtchouk polynomials and MacWilliams inequalities
to a suitable “higher-order” version taking into account interactions of ℓ words. Our method also
generalizes to translation schemes under mild assumptions.
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1

Introduction

A fundamental question in coding theory is the maximum size of a binary code given a
blocklength parameter n and a minimum distance parameter dn . This value is typically
denoted by A2 (n, dn ). A particularly important regime occurs when limn→∞ dn /n = δ for
some absolute constant δ ∈ (0, 1/2). In this regime, A2 (n, dn ) is known to grow exponentially
in n. However, the precise rate of this exponential growth remains an elusive major open
problem. It is often convenient to denote the asymptotic basis of this growth as 2R2 (δ) , where
the rate R2 (δ) is defined as
R2 (δ) := lim sup
n→∞

1
log2 (A2 (n, ⌊δn⌋)) .
n

An equivalent way of defining A2 (n, d) is as the independence number of the graph Hn,d
whose vertex set is V (Hn,d ) := Fn2 and two vertices x, y ∈ V (Hn,d ) are adjacent if and only
if their Hamming distance ∆(x, y) lies in {1, . . . , d − 1}. Note that there is a one-to-one
correspondence between independent sets in this graph and binary codes of blocklength
n and minimum distance d. Most of the literature about A2 (n, d) takes advantage of this
graph-theoretic interpretation.
A lower bound on A2 (n, d) follows from the trivial degree bound on the independence
number of a graph, namely, α(Hn,d ) ≥ |V (Hn,d )|/(deg(Hn,d ) + 1), which gives α(Hn,d ) ≥
2(1−h2 (d/n)+o(1))n where h2 is the binary entropy function. First discovered by Gilbert [7]
and later generalized to linear codes by Varshamov [20], this existential bound is now known
as the Gilbert–Varshamov (GV) bound. Observe that the GV bound readily implies that
R2 (δ) ≥ 1 − h2 (δ). Despite its simplicity, this bound remains the best (existential) lower
bound on R2 (δ).
The techniques to upper bound A2 (n, d) are oftentimes more involved, with the most
prominent being the Delsarte linear programming method that we now describe. A binary
code C ⊆ Fn2 is linear if it is a subspace of Fn2 and its weight distribution is the tuple
(a0 , a1 , . . . , an ) ∈ Nn+1 , where ai is the number of codewords of C of Hamming weight i.
MacWilliams [10] showed that the weight distribution (b0 , b1 , . . . , bn ) of the dual code C ⊥
can be obtained by applying a linear transformation to (a0 , a1 , . . . , an ). More precisely, the
MacWilliams identities establish that
n

bj =

1 X
Kj (i) · ai ,
|C| i=0

where the coefficients Kj (i) are evaluations of the so-called Krawtchouk (or Kravchuk)
polynomial of degree j. The Krawtchouk
polynomials form a family of orthogonal polynomials

under the measure µn (i) = ni /2n and they play an important role in coding theory [19,
Chapter 1]. Since the weight distribution of the dual C ⊥ is non-negative, the MacWilliams
identities can be relaxed to inequalities
n
X

Kj (i) · ai ≥ 0

i=0

for j = 0, . . . , n. This naturally leads to the following linear program (LP) relaxation for
A2 (n, d) when C is a linear code (recall that for a linear code, having distance at least d is
equivalent to having no words of Hamming weight 1 through d − 1).
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ai

i=0

s.t.

a0 = 1
ai = 0
n
X
Ki (j) · aj ⩾ 0

(Normalization)
for i = 1, . . . , d − 1

(Distance constraints)

for i = 0, . . . , n

(MacWilliams inequalities)

for i = 0, . . . , n

(Non-negativity).

j=1

ai ⩾ 0

Figure 1 Delsarte’s linear program for A2 (n, d).

The ai can be suitably generalized to codes which are not necessarily linear (by setting ai :=
{(x, y) ∈ C 2 |∆(x, y) = i} / |C|). The MacWilliams inequalities hold for these generalized
ai ’s as proven by MacWilliams, Sloane and Goethals [11]. Therefore, the same linear program
above also bounds A2 (n, d) for general codes. This family of linear programs was first
introduced by Delsarte in [2], where it was obtained in greater generality from the theory of
association schemes. We refer to the above linear program as Delsarte’s linear program, or,
more formally, as DelsarteLP(n, d).
The best known upper bound on R2 (δ) for distances δ ∈ (0.273, 1/2) is obtained by
constructing solutions to the dual program of Delsarte’s linear program, as first done by
McEliece, Rodemich, Rumsey and Welch (MRRW) [12] in their first linear programming
bound. In the same work, McEliece et al. also gave the best known bound for δ ∈ (0, 0.273)
via a second family of linear programs. Since our techniques are more similar to their first
linear programming bound, we restrict our attention to it inp
this discussion. In the first
linear programming bound, they showed that R2 (δ) ≤ h2 (1/2 − δ(1 − δ)) with a reasonably
sophisticated argument using properties of general orthogonal polynomials and also particular
properties of Krawtchouk polynomials. Simpler perspectives on the first LP bound analysis
were found by Navon and Samorodnitsky [13] and by Samorodnitsky [15].
Instead of linear programming, one can use more powerful techniques based on
semi-definite programming (SDP) to upper bound A2 (n, d). For instance, the Sum-ofSquares/Lasserre SDP hierarchy was suggested for this problem by Laurent [9]. The value
of the program equals α(Hn,d ) for a sufficiently high level of the hierarchy, so in principle
analyzing these programs could give A2 (n, d) exactly. Analyzing SDP methods to improve
R2 (δ) seems challenging and we do not even know how to analyze the simplest of them [17],
which is weaker than degree-4 Sum-of-Squares (see related work below for more details on
SDP methods).
On the one hand, we have reasonably simple linear programs of Delsarte already requiring
a non-trivial theoretical analysis for proving upper bounds on R2 (δ). On the other hand we
have more sophisticated SDP methods which are provably stronger than the Delsarte LP,
but for which no theoretical analyses are known.

1.1

Our Contribution

In this work, we refine the Delsarte linear programming method used in the first LP
bound for A2 (n, d) by designing a hierarchy of linear programs. For a parameter ℓ ∈ N+ ,
the hierarchy is based on specific higher-order versions of Krawtchouk polynomials and
MacWilliams inequalities that take advantage of ℓ-point interactions of words. We denote
by KrawtchoukLP(n, d, ℓ) the linear programming relaxation for A2 (n, d) at level ℓ of our
hierarchy.
ITCS 2022
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We define ALin
2 (n, d) analogously to A2 (n, d) as the maximum size of a linear binary code
of blocklength n and minimum distance d. For linear codes, we impose additional “semantic”
constraints on the programs in the hierarchy taking advantage of the linear structure of the
code. We denote by KrawtchoukLPLin (n, d, ℓ) the linear program relaxation for ALin
2 (n, d)
with these additional constraints. Both KrawtchoukLPLin (n, d, 1) and KrawtchoukLP(n, d, 1)
coincide with DelsarteLP(n, d) at the first level of our hierarchy.
There is a known gap between the value of Delsarte’s linear programs and the GV bound.
In particular when δ = 1/2 − ε, Delsarte’s linear programs do not yield an upper bound
tighter than R2 (1/2 − ε) ≤ Θ(ε2 log(1/ε)), as shown by Navon and Samorodnitsky [13],
whereas the GV bound establishes a lower bound of R2 (1/2 − ε) ≥ Ω(ε2 ). There are no
known improvements to these bounds even for the important class of linear codes. If the
GV bound is indeed tight, then analyzing DelsarteLP is not sufficient to prove it. The goal
of our hierarchy is to give tighter and tighter upper bounds on A2 (n, d) as the level of the
hierarchy increases.
We show that for linear codes the hierarchy KrawtchoukLPLin (n, d, ℓ) is complete, meaning
that the value of the hierarchy converges to ALin
2 (n, d) as ℓ grows larger. We prove that level
roughly ℓ = O(n2 ) is enough to retrieve the correct value of ALin
2 (n, d). More generally, for
linear codes over Fq , we have the following completeness theorem for ALin
q (n, d).
▶ Theorem 1 (Completeness - Informal version of Theorem 39). For ℓ ≥ Ωε,q (n2 ), we have
q
1/ℓ
ALin
⩽ (1 + ε) · ALin
q (n, d) ⩽ val(KrawtchoukLPLin (n, d, ℓ))
q (n, d).

F

We think that the KrawtchoukLPLin (n, d, ℓ) hierarchy is an extremely interesting object
for the following reasons.
1. It is takes advantage of higher-order interactions of codewords by naturally computing
Hamming weight statistics of subspaces spanned by ℓ codewords (see Definition 5).
2. It is a generalization of the Delsarte LP used in the first MRRW bound and the two share
strong structural similarities (see Section 3).
3. It is a hierarchy of linear programs rather than semi-definite programs (see Definition 15
and Section 4.2).
4. It is a complete hierarchy (see Theorem 39).
5. It provides an answer in the form of a hierarchy (in larger dimensional spaces) to the
question of how to cut Delsarte’s LP polytopes [13] to approximate the true size of linear
codes.
We hope this hierarchy will fill an important gap in the coding theory literature between
Delsarte’s LP, for which theoretical analyses are known, and more powerful SDP methods,
for which we seem to have no clue how to perform asymptotic analysis.
Not unexpectedly, the hierarchy KrawtchoukLP(n, d, ℓ) corresponding to general (not
necessarily linear) codes does not improve on Delsarte’s linear program. Without the extra
structure of linearity, the number of constraints we can add to our LP hierarchy is limited.
We prove that solutions of DelsarteLP(n, d) (easily) lift to solutions of KrawtchoukLP(n, d, ℓ)
with the same value as follows.
▶ Proposition 2 (Hierarchy Collapse - Informal version of Proposition 40). For ℓ ∈ N, we have
val(KrawtchoukLP(n, d, ℓ))1/ℓ = DelsarteLP(n, d).
This
contrast
between
the
hierarchies
KrawtchoukLPLin (n, d, ℓ)
and
KrawtchoukLP(n, d, ℓ) reinvigorates the question of whether the maximum sizes of
general and linear codes are substantially different or not.
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Though we give special attention to the binary case since it may be the most important
one, we prove completeness and lifting results more generally in the language of association
schemes. For example, a suitable modification of the linear programming hierarchy also
converges to the maximum size of a D-code in the Hamming scheme over any finite field
(see full version of this paper); this in particular covers other types of codes that may be of
interest such as ε-balanced codes.

More on Related Work
Although quantitatively the McEliece et al. [12] upper bound on R2 (δ) has not improved,
our qualitative understanding of this upper bound is now substantially better. Friedman
and Tillich [4] designed generalized Alon–Boppana theorems in order to bound the size
of linear binary codes. Inspired by [4], Navon and Samorodnitsky [13, 14] rederived the
McEliece et al. bound on R2 (δ) for general codes using a more intuitive proof based on
Fourier analysis. Despite a seemingly different language, the proof in [13] also yields feasible
solutions to the dual of Delsarte’s LP as in MRRW. More recently, Samorodnitsky [15] gave
yet a new interpretation of the McEliece et al. upper bound and conjectured interesting
hypercontractivity inequalities towards improving the upper bound on R2 (δ).
Schrijver [16] showed that the seemingly artificial Delsarte LP has the same value1
as the Lovász ϑ′ relaxation for α(Hn,d ), which is also essentially the degree-2 Sum-ofSquares/Lasserre relaxation of α(Hn,d ) (with additional non-negativity constraints on the
entries of the matrix). Schrijver showed that this holds generally for commutative association
schemes, a connection that allows us to also express KrawtchoukLP as ϑ′ of a certain graph.
A line of work (similar in motivation to the current work) is to strengthen a convex
relaxation of A2 (n, d). In Delsarte’s approach, only the distance between pairs of points is
taken into account in the optimization. For this reason, Delsarte’s approach is classified
as a 2-point bound [18]. Nonetheless, there is no reason to restrict oneself to just 2-point
interactions. Schrijver [17] constructed a family of semi-definite programs (SDPs) for A2 (n, d)
designed to take into account the 3-point interactions. Extending Schrijver’s result to a
4-point interaction bound, Gijswijt, Mittelmann and Schrijver [5] gave another tighter family
of SDPs for A2 (n, d) (they also give a description of their hierarchy for arbitrary ℓ). A
complete SDP hierarchy for α(Hn,d ) is the Sum-of-Squares/Lasserre hierarchy, which was
proposed for code upper bounds by Laurent [8], building on de Klerk et al. [1].
Since the Sum-of-Squares hierarchy is guaranteed to find the correct value of α(Hn,d )
when the level is sufficiently high (precisely, level 2α(Hn,d )), in principle it would be enough
to analyze this SDP to compute A2 (n, d). Unfortunately, studying the performance of
SDPs on a fixed instance is a notoriously difficult task. In particular, the global positive
semi-definiteness constraint is nontrivial. Unfortunately, no theoretical analysis is known for
“genuine” SDP methods even for the simplest of them, the 3-point bound of Schrijver [17]
mentioned above.
In summary, the state of affairs on upper bounding A2 (n, d) or ALin
2 (n, d) is as follows.
On one hand, we have a thorough theoretical understanding of techniques based on Delsarte’s
LP, but if the true value of A2 (n, d) or ALin
2 (n, d) is closer to the GV bound, then these
techniques fall short of providing tight bounds. On the other hand, we have ℓ-point bounds
from SDP techniques capable of yielding the correct value of A2 (n, d), but (apparently) no

1

In fact, by a symmetrization of the ϑ′ SDP on Hn,d using its graph automorphisms, one obtains
DelsarteLP(n, d) exactly, see Section 4.
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clue how to theoretically analyze them to bound R2 (δ) for general codes or linear codes.
We hope that our hierarchy will open a new angle of attack on this elusive problem for the
important class of linear binary codes.

1.2

Outline of the Paper

Section 2 contains some notation and basic facts.
Section 3 shows the construction of the LP hierarchy for the binary code case. In this
section, we introduce the notion of an ℓ-configuration, which roughly capture the Hamming
weights of all words in the subspace spanned by the ℓ points. In analogy with the usual
the Delsarte LP, we then analyze statistics of codes called ℓ-configuration profiles, which
capture the number of ℓ-tuples in each possible ℓ-configuration. In the rest of the section we
construct higher-order Krawtchouk polynomials, show MacWilliams identities, define the LP
ℓ+1
hierarchy and prove that its restrictions can be computed in O(n2 −2 ) time (for ℓ ∈ N+
fixed).
Section 4 shows how the LP hierarchy admits several other interpretations. The LP hierarchy is a symmetrization of an exponential-size hierarchy, which has a natural interpretation
either as checking non-negativity of Fourier coefficients of the code, or as ϑ′ (G) for a large
graph G.
We study our construction in more generality through the theory of association schemes
(see full paper). Our construction can be seen as adding extra constraints to the ℓ-fold
tensor product of the Delsarte LP. More specifically, the underlying association scheme is
a refinement of the ℓ-fold tensor product scheme in which “semantic” constraints can be
added due to linearity of the code in the original translation scheme. We study this type
of refinement, giving conditions under which it is still a bona fide translation scheme. The
other sections may be read mostly independently of this section.
In Section 5, we show the main results: that the LP hierarchy is complete for linear codes,
and no better than the Delsarte LP in the general (not necessarily linear) case.
We conclude in Section 6 with some open problems. Please, see the full version of this
paper for details and complete proofs.

2

Preliminaries

A binary code C of block length n is a subset of Fn2 . For a word x ∈ Fn2 , we denote by
|x| := |{i ∈ [n] | xi ̸= 0}| its Hamming weight. Given two words x, y ∈ Fn2 , we denote by
∆(x, y) := |x − y| their Hamming distance. The (minimum) distance of C is defined by
∆(C) := min{∆(x, y) | x, y ∈ C ∧ x =
̸ y}. The rate of C is defined by r(C) := log2 (|C|)/n.
The maximum size of a code of blocklength n and minimum distance at least d is defined as
A2 (n, d) := max{|C| | C ⊆ Fn2 , ∆(C) ≥ d}.
We denote the asymptotic rate of codes of relative distance at least δ and alphabet size q as
R2 (δ) := lim sup
n→∞

1
log2 (A2 (n, ⌊δn⌋)) .
n

Lin
We define ALin
2 (n, d) and R2 (δ) for linear codes in an analogous way, by further requiring
the code C to be linear (i.e., an F2 -linear subspace of Fn2 ).
Note that a code of distance at least d can alternatively be viewed as an independent set
in the Hamming cube graph of distance less than d, Hn,d , whose vertex set is V (Hn,d ) := Fn2
n
and whose edge set is E(Hn,d ) := {{x, y} ∈ F22 | ∆(x, y) ⩽ d − 1}.
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Let f, g : Fn2 → R. We denote by ⟨f, g⟩ := Ex∈R Fn2 [f (x)g(x)] the inner product of
f and g under the uniform measure and we denote by f ∗ g their convolution given by
(f ∗ g)(x) := Ey∈R Fn2 [f (y) · g(x − y)] (x ∈ Fn2 ). The Fourier transform fb of f is given by
fb(x) := ⟨f, χx ⟩ = Ey∈R Fn2 [f (y) · χx (y)], where χx (y) := (−1)⟨x,y⟩ . The (simple) Plancherel
identity will be used in our computations.
P
▶ Fact 3 (Plancherel). Let f, g : Fn2 → R. Then ⟨f, g⟩ = x∈Fn fb(x) · gb(x).
2

Given a linear code C ⊆
the dual code of C is defined as C ⊥ := {x ∈ Fn2 | ∀y ∈
C, χx (y) = 1}. The Fourier transform of the indicator of a linear code maps it to a multiple
of the indicator of its dual code in the following way.
Fn2 ,

n
▶ Fact 4. If C ⊆ Fn2 is a linear code and 1C is its indicator function, then 1c
C = |C|·1C ⊥ /2 =
⊥
1C ⊥ /|C |.

3

Krawtchouk Hierarchies for Binary Codes

In this section, we describe the LP hierarchy for the standard case of binary codes. We
opt for an ad hoc derivation from boolean Fourier analysis to show how the higher-order
Krawtchouk polynomials nicely parallel the usual Krawtchouk polynomials. We will generalize
the construction using the language of association schemes (see full version of this paper).

3.1

Higher-order Krawtchouk polynomials

As we alluded to previously, we want to incorporate ℓ-point interactions in our optimization
problem for A2 (n, d) similar in spirit to the Sum-of-Squares semi-definite programming
hierarchy for the independence number of a graph but in the simpler setting of linear
programming. To accomplish this goal, we measure the profile of “configurations” of ℓ-tuples
of codewords from the code.
We start with the definition of symmetric difference configurations. In plain English, the
symmetric difference configuration of an ℓ-tuple (z1 , . . . , zℓ ) ∈ (Fn2 )ℓ of words captures all
information of (z1 , . . . , zℓ ) corresponding to Hamming weights of linear combinations of the
words.
▶ Definition 5. The symmetric difference configuration of the ℓ-tuple (z1 , . . . , zℓ ) ∈ (Fn2 )ℓ is
[ℓ]
the function Config∆
→ R defined by
n,ℓ (z1 , . . . , zℓ ) : 2
Config∆
n,ℓ (z1 , . . . , zℓ )(J) :=

X

zj ,

j∈J

for every J ⊆ [ℓ], that is, the value of the function at J ⊆ [ℓ] is the Hamming weight of the
P
linear combination j∈J zj .
[ℓ]

n ℓ
2
By viewing Config∆
(i.e., a function from the space of
n,ℓ as a function (F2 ) → R
[ℓ]
ℓ-tuples of words to the space of functions 2 → R), the set of (valid) symmetric difference
configurations of ℓ-tuples of elements of Fn2 is captured by its image im(Config∆
n,ℓ ).
∆
Given a symmetric difference configuration g ∈ im(Confign,ℓ ), we will also abuse
notation and write (z1 , . . . , zℓ ) ∈ g to mean that (z1 , . . . , zℓ ) ∈ (Fn2 )ℓ has configuration
Config∆
n,ℓ (z1 , . . . , zℓ ) = g. In other words, this abuse of notation consists of thinking of a
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configuration as the set of all ℓ-tuples of words that have this configuration (see also Lemma 8
below). We also let |g| be the size of this set, i.e., the number of ℓ-tuples whose configuration
is g.
The trivial symmetric difference configuration is the constant 0 function (denoted by 0),
which is the symmetric configuration of the tuple (0, . . . , 0) ∈ (Fn2 )ℓ .
▶ Remark 6. A configuration measures the Hamming weights of vectors in the subspace of Fn2
spanned by z1 , . . . , zℓ . However, Definition 5 depends on the choice of basis for the subspace.
With more technical difficulty one can define configurations in a basis-independent way; see
the discussion at the end of Section 4.1.
Even though the space (Fn2 )ℓ has exponential size in n (for a fixed ℓ), the next lemma
says that the number of configurations is polynomial in n (for a fixed ℓ).
▶ Lemma 7. We have


n + 2ℓ − 1
∆
im(Confign,ℓ ) =
.
2ℓ − 1
The next lemma provides an alternative way of viewing configurations: for each symmetric
difference configuration g ∈ im(Config∆
n,ℓ ), the set of ℓ-tuples with a certain configuration g
is precisely one of the orbits of the natural (diagonal) right action of the symmetric group
Sn on n points on (Fn2 )ℓ .
▶ Lemma 8. Let n, ℓ ∈ N+ and consider the natural (diagonal) right action of Sn on (Fn2 )ℓ
given by (x1 , . . . , xℓ ) · σ := (y1 , . . . , yℓ ), where (yj )i := (xj )σ(i) ((x1 , . . . , xℓ ), (y1 , . . . , yℓ ) ∈
(Fn2 )ℓ , σ ∈ Sn , j ∈ [ℓ], i ∈ [n]).
The following are equivalent for (x1 , . . . , xℓ ), (y1 , . . . , yℓ ) ∈ (Fn2 )ℓ .
1. (x1 , . . . , xℓ ) and (y1 , . . . , yℓ ) are in the same Sn -orbit.
∆
2. Config∆
n,ℓ (x1 , . . . , xℓ ) = Confign,ℓ (y1 , . . . , yℓ ).
Similarly to the weight profile of a code, we can define a higher-order configuration profile.
▶ Definition 9. The ℓ-configuration profile of a code C ⊆ Fn2 is the sequence (aC
g )g∈im(Config∆
)
n,ℓ
defined by
n
o

aC
g :=

1
|C|ℓ

(x1 , . . . , xℓ ), (y1 , . . . , yℓ ) ∈ C ℓ × C ℓ Config∆
n,ℓ (x1 − y1 , . . . , xℓ − yℓ ) = g

.

▶ Remark 10. Note that if C is linear, aC
g can alternatively be computed as
∆
ℓ
aC
g = |{(z1 , . . . , zℓ ) ∈ C | Confign,ℓ (z1 , . . . , zℓ ) = g}|.

Recall that the (usual) Krawtchouk polynomial Ki of degree i is defined by
Ki (t) := 2n E n [1Wi (x) · χy (x)]
x∈F2
X
=
χy (x),
x∈Wi

where Wi ⊆ Fn2 is the set of all words of Hamming weight i, 1Wi : Fn2 → {0, 1} is its indicator
function and y ∈ Wt is any element with of Hamming weight t.
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▶ Definition 11 (Higher-order Krawtchouk). Let h ∈ im(Config∆
n,ℓ ) be a symmetric difference configuration. The higher-order Krawtchouk polynomial indexed by h is the function
Kh : im(Config∆
n,ℓ ) → R defined by


ℓ
Y
ℓn
Kh (g) := 2
E n 1h (y1 , . . . , yℓ ) ·
χxj (yj )
(y1 ,...,yℓ )∈(F2 )ℓ

X

=

ℓ
Y

j=1

(1)

χxj (yj ),

(y1 ,...,yℓ )∈h j=1

for every symmetric difference configuration g ∈ im(Config∆
n,ℓ ), where (x1 , . . . , xℓ ) ∈ g is any
ℓ-tuple of words with symmetric difference configuration g and 1h is the indicator function
of the set of ℓ-tuples whose symmetric difference configuration is h (Lemma 23 shows this is
well-defined).
▶ Remark 12. Another way to see Kh above is as the unique function (see Lemma 23 below)
such that

1ch =

Kh ◦ Config∆
n,ℓ
.
2nℓ

n
Note that when ℓ = 1, a symmetric difference configuration Config∆
n,1 (x) of a word x ∈ F2
∆
only tracks the Hamming weight Config∆
n,1 (x)({1}) = |x| of x (as Confign,1 (x)(∅) is always
equal to 0) thus we recover the univariate Krawtchouk polynomials.
For explicit computations of the higher-order Krawtchouk polynomials, the formula (1) is
quite inconvenient as it involves a sum of 2nℓ terms. We will provide an alternative formula
in Section 3.4.

3.2

Higher-order MacWilliams Identities and Inequalities

In this section, we show a higher-order analogue of MacWilliams identities and inequalities
using only basic Fourier analysis. Later we are going to define a suitable family of association
schemes from which MacWilliams identities and inequalities follow from the general theory
of association schemes of Delsarte [2, 3].
The MacWilliams identities show a surprising combinatorial fact: the weight profile of
the dual C ⊥ of a linear code C ⊆ Fn2 is completely determined by the weight profile of C.
The higher-order MacWilliams identities generalize this fact to ℓ-configuration profiles.
▶ Lemma 13 (Higher-order MacWilliams identities). Let C ∈ Fn2 be a linear code and let
h ∈ im(Config∆
n,ℓ ) be a symmetric difference configuration. Then
⊥

aC
=
h

1
|C|ℓ

X

Kh (g) · aC
g .

g∈im(Config∆
)
n,ℓ

Just as the usual MacWilliams inequalities hold for arbitrary codes, we can prove that
the same transformation at least yields non-negative numbers.
▶ Lemma 14 (Higher-order MacWilliams inequalities). Let C ∈ Fn2 be an arbitrary code. For
h ∈ im(Config∆
n,ℓ ), we have
X
Kh (g) · aC
g ⩾ 0.
g∈im(Config∆
)
n,ℓ
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3.3

Higher-order Delsarte’s Linear Programs

Now we have all the elements to define a hierarchy of linear programs for A2 (n, d) parameterized by the size of the interactions ℓ ∈ N+ in analogy to DelsarteLP(n, d).
▶ Definition 15. For n, ℓ ∈ N+ and d ∈ {0, 1, . . . , n}, we let KrawtchoukLP(n, d, ℓ) be the
following linear program.
X
max

ag

g∈im(Config∆ )
n,ℓ

s.t.

a0 = 1

(Normalization)

ag = 0

∀g ∈ ForbConfig(n, d, ℓ)

X

Kh (g) · ag ⩾ 0

∀h ∈

im(Config∆
n,ℓ )

(Distance constraints)
(MacWilliams inequalities)

g∈im(Config∆ )
n,ℓ

ag ⩾ 0

∀g ∈ im(Config∆
n,ℓ )

where the variables are (ag )g∈im(Config∆

n,ℓ

)

(Non-negativity),

and

ForbConfig(n, d, ℓ) := {g ∈ im(Config∆
n,ℓ ) | ∃j ∈ [ℓ], g({j}) ∈ {1, . . . , d − 1}}.
We also define KrawtchoukLPLin (n, d, ℓ) as the linear program obtained by replacing the
set ForbConfig(n, d, ℓ) with
ForbConfigLin (n, d, ℓ) := {g ∈ im(Config∆
n,ℓ ) | ∃J ⊆ [ℓ], g(J) ∈ {1, . . . , d − 1}}.
▶ Proposition 16. The linear programs KrawtchoukLP(n, d, ℓ) and KrawtchoukLPLin (n, d, ℓ)
are sound, that is, we have
val(KrawtchoukLP(n, d, ℓ))1/ℓ ⩾ A2 (n, d),
val(KrawtchoukLPLin (n, d, ℓ))1/ℓ ⩾ ALin
2 (n, d).
Proof. Recall that for C ⊆ Fn2 , we have
aC
g :=

1
|{(x1 , . . . , xℓ ), (y1 , . . . , yℓ ) ∈ C ℓ × C ℓ | Config∆
n,ℓ (x1 − y1 , . . . , xℓ − yℓ ) = g}|.
|C|ℓ

If C is an arbitrary code of distance at least d, then Lemma 14 implies that the ℓconfiguration profile aC satisfies the MacWilliams inequalities. On the other hand, if
g ∈ ForbConfig(n, d, ℓ), that is, we have g({j}) ∈ {1, . . . , d − 1} for some j ∈ [ℓ], then clearly
no pair of ℓ-tuples of codewords (x1 , . . . , xℓ ), (y1 , . . . , yℓ ) ∈ C ℓ can satisfy Config∆
n,ℓ (x1 −
y1 , . . . , xℓ − yℓ ) = g as it would imply |xj − yj | = g({j}) ∈ {1, . . . , d − 1}, thus the distance
constraints are also satisfied.
All other restrictions follow trivially from the definition of aC , thus aC is a feasible solution
P
ℓ
of KrawtchoukLP(n, d, ℓ). Since the objective value of aC is g∈im(Config∆ ) aC
g = |C| , it
n,ℓ

follows that val(KrawtchoukLP(n, d, ℓ))1/ℓ ⩾ A2 (n, d).
If we further assume that C is linear and g ∈ ForbConfigLin (n, d, ℓ) is such that g(J) ∈
[d − 1] for some J ⊆ [ℓ], then no tuple (z1 , . . . , zℓ ) ∈ C ℓ can satisfy Config∆
n,ℓ (z1 , . . . , zℓ ) = g as
P
C
it would imply | j∈J zj | = g(J) ∈ {1, . . . , d − 1}. By Remark 10, we get aC
g = 0, so a is also
a feasible solution of KrawtchoukLPLin (n, d, ℓ) and thus val(KrawtchoukLPLin (n, d, ℓ))1/ℓ ⩾
ALin
◀
2 (n, d).
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Properties of higher-order Krawtchouk polynomials

In this section, we explore more properties of the higher-order Krawtchouk polynomials in
order to show that the objective and restrictions of the linear programs KrawtchoukLP(n, d, ℓ)
ℓ+1
and KrawtchoukLPLin (n, d, ℓ) can be algorithmically computed in O(n2 −2 ) time for a
fixed ℓ ∈ N+ (see Proposition 25).
Even though symmetric difference configurations are more natural from the point of
view of linear codes, for computations and properties with the higher-order Krawtchouk
polynomials, it is more convenient to work with Venn diagram configurations defined below.
In plain English, each word z ∈ Fn2 induces a partition of [n] into its support supp(z) := {i ∈
[n] | zi ̸= 0} and its complement [n] \ supp(z); the Venn diagram configuration of a tuple
(z1 , . . . , zℓ ) ∈ (Fn2 )ℓ then encodes the information about the sizes of each of the cells of the
Venn diagram of the coarsest common refinement of the partitions induced by the zi .
▶ Definition 17. The Venn diagram configuration of the ℓ-tuple (z1 , . . . , zℓ ) ∈ (Fn2 )ℓ is the
function ConfigVn,ℓ (z1 , . . . , zℓ ) : 2[ℓ] → R defined by
ConfigVn,ℓ (z1 , . . . , zℓ )(J) :=

\

supp(zi ) ∩

j∈J

=

n

\

([n] \ supp(zj ))

j∈[ℓ]\J

i ∈ [n] {j ∈ [ℓ] | (zj )i = 1} = J

o

,

for every J ⊆ [ℓ].
[ℓ]
By viewing ConfigVn,ℓ as a function (Fn2 )ℓ → R2 , the set of (valid) Venn diagram
configurations of ℓ-tuples of elements of Fn2 is im(ConfigVn,ℓ ).
The next lemma gives an easy description of the set of Venn diagram configurations of
ℓ-tuples of elements of Fn2 as the set of all functions 2[ℓ] → R whose values are non-negative
integers that add up to n. Combining it with Lemma 19 below gives an explicit description
of the set of symmetric difference configurations.
▶ Lemma 18. For every n, ℓ ∈ N+ , we have




X
im(ConfigVn,ℓ ) = g : 2[ℓ] → R
g(J) = n ∧ ∀J ⊆ [ℓ], g(J) ∈ N .



(2)

J⊆[ℓ]

The next lemma provides a pair of linear transformations that transform a symmetric
difference configuration into a Venn diagram configuration and vice-versa.
▶ Lemma 19. Let n, ℓ ∈ N+ , let




X
[ℓ]
def
Sn,ℓ = g ∈ R2
g(J) = n ,



def

Zn,ℓ = {g ∈ R2

[ℓ]

| g(∅) = 0}

J⊆[ℓ]

and let Vn,ℓ : Zn,ℓ → Sn,ℓ and Dn,ℓ : Sn,ℓ → Zn,ℓ be given by
X
def
Dn,ℓ (g)(J) =
g(T ),

(3)

T ⊆[ℓ]
|T ∩J| odd

Vn,ℓ (g)(J) = n · 1[J = ∅] + 21−ℓ
def

X

(−1)|T ∩J|−1 g(T ),

(4)

T ⊆[ℓ]

for every J ⊆ [ℓ].
V
Then Vn,ℓ and Dn,ℓ are inverses of each other and Config∆
n,ℓ = Dn,ℓ ◦ Confign,ℓ and
ConfigVn,ℓ = Vn,ℓ ◦ Config∆
n,ℓ .
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Making use of Venn diagram configurations, we can also easily compute the number of
ℓ-tuples with a given configuration as a multinomial.
▶ Lemma 20. For a symmetric difference configuration g ∈ im(Config∆
n,ℓ ), we have

|g| = Kg (0) =

n
Vn,ℓ (g)


=Q

n!
,
V
J⊆[ℓ] n,ℓ (g)(J)!

where Vn,ℓ is given by (4).
The following lemma says that, similarly to the univariate case, the higher-order
Krawtchouk polynomials are orthogonal with respect to the natural discrete measure
 on
∆
n
symmetric configurations in which each g ∈ im(Confign,ℓ ) has measure |g| = Vn,ℓ (g) (see
Lemma 20), i.e., the number of ℓ-tuples with configuration g.
▶ Lemma 21 (Orthogonality). For n, ℓ ∈ N+ and h, h′ ∈ im(Config∆
n,ℓ ), we have
|g| · Kh (g) · Kh′ (g) = 2ℓn · |h| · 1[h = h′ ].

X
g∈im(Config∆
)
n,ℓ

Also similarly to the univariate case, the higher-order Krawtchouk polynomials satisfy
the following reflection property.
▶ Lemma 22 (Reflection). For n, ℓ ∈ N+ and g, h ∈ im(Config∆
n,ℓ ), we have
Kh (g)
Kg (h)
=
.
|h|
|g|
The next lemma provides an alternative formula for the higher-order Krawtchouk poly2ℓ
nomial in which the sum involves only O(n2 ) terms (as opposed to the 2ℓn terms in (1)).

▶ Lemma 23. For every n, ℓ ∈ N+ and every g, h ∈ im(Config∆
n,ℓ ), we have
X Y

Kh (g) =

Q
F ∈F J⊆[ℓ]

ℓ
Y
Y
Vn,ℓ (g)(J)!
·
(−1)F (J,K) ,
K⊆[ℓ] F (J, K)! j=1
J,K⊆[ℓ]
j∈J∩K

where F is the set of functions F : 2[ℓ] × 2[ℓ] → {0, 1, . . . , n} such that
∀J ⊆ [ℓ],

X

F (J, K) = Vn,ℓ (g)(J),

K⊆[ℓ]

∀K ⊆ [ℓ],

X

F (J, K) = Vn,ℓ (h)(K),

J⊆[ℓ]

and Vn,ℓ is given by (4).
The next lemma allows the computation of the Krawtchouk polynomials even faster via
dynamic programming.
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▶ Lemma 24. Let n, ℓ ∈ N+ with n ⩾ 2, let g, h ∈ im(Config∆
n,ℓ ) be symmetric difference
configurations and let J0 ⊆ [ℓ] be such that Vn,ℓ (g)(J0 ) > 0 for Vn,ℓ given by (4). Then
X
Kh (g) =
(−1)|J0 ∩K0 | · Kh⊖K0 (g ⊖ J0 ),
(5)
K0 ⊆[ℓ]
Vn,ℓ (h)(K0 )>0

X

Kh (g) = −

Kh⊕∅⊖K0 (g) +

K0 ⊆[ℓ]
V (h)(K0 )>0
K0 ̸=∅

X

(−1)|J0 ∩K0 | · Kh⊕∅⊖K0 (g ⊕ ∅ ⊖ J0 ),

K0 ⊆[ℓ]
V (h)(K0 )>0

(6)
where
h ⊖ K0 := Dn−1,ℓ (Vn,ℓ (h) − 1{K0 } ),

g ⊖ J0 := Dn−1,ℓ (Vn,ℓ (g) − 1{J0 } ),

h ⊕ ∅ := Dn+1,ℓ (Vn,ℓ (h) + 1{∅} ),

g ⊕ ∅ := Dn+1,ℓ (Vn,ℓ (g) + 1{∅} ),

and Dn−1,ℓ and Dn+1,ℓ are given by (3).
▶ Proposition 25. The objective and restrictions of the linear programs KrawtchoukLP(n, d, ℓ)
ℓ+1
and KrawtchoukLPLin (n, d, ℓ) can be algorithmically computed in O(n2 −2 ) time for a fixed
ℓ ∈ N+ .
Proof. The number of variables and restrictions of these linear programs is the number of
ℓ
configurations at level ℓ, which is O(n2 −1 ) by Lemma 7. Furthermore, converting between
symmetric difference configurations and Venn diagram configurations using Lemma 19 can
be done in time O(2ℓ ) = O(1) and using Lemma 23 and (6) in Lemma 24, we can compute
ℓ
ℓ+1
all values of all Krawtchouk polynomials of level ℓ in time O((n2 −1 )2 ) = O(n2 −2 ).
◀

4

Unsymmetrized Formulations of the Krawtchouk Hierarchies

In this section we give other formulations for KrawtchoukLP. These formulations are
unsymmetrized versions of the same hierarchy. Working with the unsymmetrized hierarchy
can be easier, since it avoids the technical definitions of the Krawtchouk polynomials Kh (g),
but computationally the number of variables and constraints of these hierarchies is huge.

4.1

The Hierarchy as Checking Non-negativity of Fourier Coefficients

The LP hierarchy for linear codes can be simply described as checking non-negativity of
products of Fourier coefficients. Define the linear programming hierarchy FourierLPLin (n, d, ℓ)
with the variables ax (x ∈ (Fn2 )ℓ ):
X
max

ax

x∈(Fn
)ℓ
2

s.t.

a0 = 1

(Normalization)

a(x1 ,...,xℓ ) = 0

X

ax χα (x) ⩾ 0

∃w ∈ span(x1 , . . . , xℓ ), |w| ∈ {1, . . . , d − 1}
∀α ∈

ℓ
(Fn
2)

(Distance constraints)
(Fourier coefficients)

x∈(Fn
)ℓ
2

ax ⩾ 0

ℓ
∀x ∈ (Fn
2)

(Non-negativity).

▶ Proposition 26. For every n, ℓ ∈ N+ and d ∈ {0, 1, . . . , n}, val(FourierLPLin (n, d, ℓ)) ⩾
ℓ
ALin
2 (n, d) .
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The corresponding hierarchy for non-linear codes FourierLP(n, d, ℓ) is defined over the
variables ax (x ∈ (Fn2 )ℓ ) as:
max

X

ax

ℓ
x∈(Fn
2)

s.t.

a0 = 1
a(x1 ,...,xℓ ) = 0
X
ax χα (x) ⩾ 0

(Normalization)
∃i ∈ [ℓ], |xi | ∈ {1, . . . , d − 1}

(Distance constraints)

∀α ∈ (Fn2 )ℓ

(Fourier coefficients)

∀x ∈ (Fn2 )ℓ

(Non-negativity).

ℓ
x∈(Fn
2)

ax ⩾ 0

It turns out that KrawtchoukLP is a symmetrization of FourierLP (and likewise for the
programs KrawtchoukLPLin and FourierLPLin ). We will briefly describe the technique of
symmetrizing convex programs, which is also described in the survey article by Vallentin [18].
The proof that KrawtchoukLP and FourierLP are equivalent continues at Proposition 30.
The technique exploits the fact that convex relaxations for the independence number
α(Hn,d ) of the Hamming cube graph Hn,d of distance less than d are highly symmetric, that
is, programs that are invariant under large permutation groups as defined below.
▶ Definition 27 (Program invariance). Let P be a linear program with variables (ax )x∈X
for some set X. We say that P is invariant under a permutation σ of X if for all feasible
solutions (ax ), the point a · σ defined by (a · σ)x := aσ(x) is also feasible, and the objective
value is the same.
Similarly, a semi-definite program P with variable M ∈ RX×X is invariant under σ if
for all feasible M , the matrix M · σ defined by (M · σ)[x, y] := M [σ(x), σ(y)] is also feasible,
and the objective value is the same.
The group of permutations of X under which P is invariant is called the automorphism
group of P and is denoted Aut(P).
If the input of a program P is a graph G and the program only depends on the isomorphism
class of G, then the program is invariant under the automorphism group Aut(G) of the graph
G. For convex relaxations such as the Lovász ϑ-function or the Sum-of-Squares hierarchy,
the variables of the program are indexed by tuples of vertices from G, and thus a case of
interest is when Aut(G) acts diagonally on tuples of vertices.
By symmetrizing solutions, i.e., by averaging the values of the variables over the automorphism group Aut(P), we may assume that the solution has the same symmetry:
▶ Fact 28. For any H ⊆ Aut(P), the value val(P) equals the value of P with the additional
constraints ∀σ ∈ H, ∀x ∈ X, ax = aσ(x) (or ∀σ ∈ H, ∀x, y ∈ X, M [x, y] = M [σ(x), σ(y)] for
an SDP).
A symmetrized solution is constant on each orbit of the group action on X or X 2 . Therefore,
the “effective” number of variables in the convex program is only the number of orbits, which
may be significantly smaller than even |V (G)|.
For example, the graph Hn,d has a large symmetry group:
▶ Fact 29. For 1 < d < n, Aut(Hn,d ) is the hyperoctahedral group, which is the semidirect
product Fn2 ⋊ Sn in which Sn permutes the coordinates and Fn2 applies a bit flip.
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Even though the hypercube has size 2n and thus |V (Hn,ℓ )ℓ | = 2nℓ , the number of orbits of
the diagonal action of Aut(Hn,d ) on ℓ-tuples is only poly(n) for constant ℓ. For example,
for ℓ = 4, viewing the hypercube momentarily as {−1, +1}n , the orbit of (x1 , x2 , x3 , x4 )
essentially only depends on the angles between the vectors: it is determined by the seven
numbers
⟨x1 , x2 ⟩ ,

⟨x1 , x3 ⟩ ,

⟨x1 , x4 ⟩ ,

⟨x2 , x3 ⟩ ,

⟨x2 , x4 ⟩ ,

⟨x3 , x4 ⟩ ,

n
X

x1,i x2,i x3,i x4,i . (7)

i=1

Equivalently, it is determined by Config∆
n,ℓ (x2 − x1 , x3 − x1 , x4 − x1 ) (see Lemma 8).
Since each of the numbers in (7) takes at most n + 1 values, the effective number of
variables in the degree-4 Sum-of-Squares relaxation for α(Hn,d ) is at most O(n7 ). Thus, the
search for an upper bound on an exponential-size object is reduced to a polynomial-size
convex program! Of course, to actually run this in polynomial time, one also needs to show
that this polynomial-size convex program can be computed in polynomial time (which rules
out explicitly computing the original program then taking a quotient).
We use the symmetrization technique to show that KrawtchoukLP and FourierLP are
equivalent.
▶ Proposition 30. For every n, ℓ ∈ N+ and every d ∈ {0, 1 . . . , n}, we have
val(FourierLP(n, d, ℓ)) = val(KrawtchoukLP(n, d, ℓ)),
val(FourierLPLin (n, d, ℓ)) = val(KrawtchoukLPLin (n, d, ℓ)).
▶ Remark 31. The linear programs FourierLP and FourierLPLin are invariant under Sn but
are not invariant under the other automorphisms of the hypercube of the form x 7→ x + z
(z ∈ Fn2 ), because of the normalization constraint and the distance constraints. It makes
more sense to view the underlying space as Fn2 instead of the hypercube, which does not
have the Fn2 automorphism because the origin is treated specially.
There is actually more symmetry in the programs than just Sn . In the case of the program
for non-linear codes, there is a symmetry under the right action of Sℓ on (Fn2 )ℓ that permutes
the words x1 , . . . , xℓ , that is, we have (x1 , . . . , xℓ )·τ := (xτ (1) , . . . , xτ (ℓ) ) ((x1 , . . . , xℓ ) ∈ (Fn2 )ℓ ,
τ ∈ Sℓ ). In the case of the program for linear codes, we have symmetry under the action of
GLℓ (F2 ) that applies a basis change to (x1 , . . . , xℓ ), that is, it is given by
X
(A · x)i :=
A[i, j] · xj ∈ Fn2
j∈[ℓ]

for every A ∈ GLℓ (F2 ), every x ∈ (Fn2 )ℓ and every i ∈ [ℓ]. The distance constraints are
evidently invariant under this action as it does not change the linear subspace spanned by
(x1 , . . . , xℓ ). The Fourier constraints are invariant since
χα (A · x) = χA⊤ ·α (x)
for every x, α ∈ Fℓ2 .
Note that the actions of GLℓ (F) and Sn commute with each other and thus induce an
action of the direct product GLℓ (F) × Sn . Another reasonable definition of the higher-order
Krawtchouk polynomials and linear program symmetrizes under this larger group action of
GLℓ (F) × Sn . There is one Krawtchouk polynomial and one free variable for each orbit of
this action.
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▶ Definition 32 (Fully symmetrized higher-order Krawtchouks). Let O := (Fn2 )ℓ /(GLℓ (F2 )×Sn )
be the set of orbits of the (GLℓ (F2 ) × Sn )-action as above. For each h ∈ O we define the
higher-order Krawtchouk polynomial Kh : O → R by
Kh (g) :=

X

ℓ
Y

χαj (xj ),

(α1 ,...,αℓ )∈h j=1

where (x1 , . . . , xℓ ) is any element in the orbit g ∈ O.
Since the symmetry group is larger and the number of orbits is smaller, the size of the
Qℓ−1
resulting LP is smaller. However, since |GLℓ (F2 )| = t=0 (2ℓ − 2t ) = Oℓ (1), for a constant
ℓ, this would only decrease the size of KrawtchoukLP by a constant factor. For practical
computations, constant factors make a difference and this symmetrization should likely
be performed. We chose our definition of Krawtchouks in Section 3 because the orbits
are simpler to describe (being captured by explicit combinatorial objects, configuration
functions) and we can compute the set of orbits and the Krawtchouk polynomials efficiently
(see Proposition 25).
There is an equivalent interpretation of (GLℓ (F2 )×Sn )-orbits as “subspace weight profiles”
as follows. The right action of Sn naturally induces an action over linear subspaces of Fn2
given by
W · σ := {w · σ | w ∈ W } (W ⩽ Fn2 , σ ∈ Sn ).
It is straightforward to see that two ℓ-tuples (x1 , . . . , xℓ ), (y1 , . . . , yℓ ) ∈ (Fn2 )ℓ are in the same
(GLℓ (F2 ) × Sn )-orbit if and only if span{x1 , . . . , xℓ } and span{y1 , . . . , yℓ } are in the same
Sn -orbit, which in turn is equivalent to saying that both spaces have the same dimension,
say k, and there are ordered bases bx = (bx1 , . . . , bxk ) and by = (by1 , . . . , byk ) of these spaces
∆
x
y
respectively such that Config∆
n,k (b ) = Confign,k (b ). Thus, the hierarchy corresponding to
the (GLℓ (F2 ) × Sn )-action has an interesting interpretation as measuring weight statistics of
linear subspaces of the linear code of dimension at most ℓ.

4.2

The Hierarchy as an SDP

The LP hierarchy is also equivalent to an SDP relaxation with the harsh constraint that the
SDP matrix must be translation invariant.
Define the semi-definite program TranslationSDP(n, d, ℓ) as
X
max
M [0, x]
ℓ
x∈(Fn
2)

s.t.

M [0, 0] = 1

(Normalization)

M [0, (x1 , . . . , xℓ )] = 0
M [x, y] = M [0, y − x]

∃i ∈ [ℓ], |xi | ∈ {1, . . . , d − 1}
∀x, y ∈

(Fn2 )ℓ

∀x, y ∈

(Fn2 )ℓ

M ≽0

(Distance constraints)
(Translation symmetry)
(PSD-ness)

M [x, y] ⩾ 0
n ℓ

(Non-negativity),

n ℓ

where the variable is M ∈ R(F2 ) ×(F2 ) .
To form TranslationSDPLin (n, d, ℓ), replace the distance constraints by
M [0, (x1 , . . . , xℓ )] = 0

∃w ∈ span(x1 , . . . , xℓ ), |w| ∈ {1, . . . , d − 1}.

L. N. Coregliano, F. G. Jeronimo, and C. Jones

51:17

The crucial translation symmetry property of TranslationSDP ensures M lies in the
commutative matrix algebra span{Dz | z ∈ (Fn2 )ℓ }, where
Dz [x, y] := 1[y − x = z].
The coefficient of M on Dz is M [0, z].
Since the matrices Dz commute, they are simultaneously diagonalizable. More specifically,
their common eigenvectors are the Fourier characters.
▶ Fact 33. The matrices Dz are simultaneously diagonalized by (χα | α ∈ (Fn2 )ℓ ) with the
eigenvalue of Dz on χα being χα (z).
Therefore, the PSD-ness constraint in TranslationSDP is particularly simple: to check that
P
n ℓ
λz Dz ≽ 0, it is equivalent to check
This is a
ℓ λz χα (z) ⩾ 0 for all α ∈ (F2 ) .
z∈(Fn
2)
linear constraint on the λz , and hence we can express the SDP as an LP, giving yet another
formulation of the hierarchy.
▶ Proposition 34. For every n, ℓ ∈ N+ and every d ∈ {0, 1, . . . , n}, we have
val(FourierLP(n, d, ℓ)) = val(TranslationSDP(n, d, ℓ)),
val(FourierLPLin (n, d, ℓ)) = val(TranslationSDPLin (n, d, ℓ)).
▶ Remark 35. In previous convex relaxations for A2 (n, d), in order to implement the program
efficiently, a key technical step has been finding an explicit block diagonalization of the
SDP matrix (which reduces the program size). This step requires significant technical
work [17, 5, 6]. An advantage of the LP hierarchy is that complete diagonalization is trivial.

4.3

The Hierarchy as ϑ′

The hierarchy can also be seen as computing the (modified) Lovász ϑ′ function on progressively
larger graphs, whose definition is recalled below. In fact, this formulation of the hierarchy
holds for any association scheme (see full version of the paper).
▶ Definition 36 (ϑ′ Program). The (modified) Lovász ϑ′ function is defined as follows. For
a graph G, ϑ′ (G) is the optimum value of the semi-definite program S(G) given by
max
s.t.

⟨J, M ⟩
tr M = 1
M [u, v] = 0

(Normalization)
∀{u, v} ∈ E(G)

M ≽0
M [u, v] ≥ 0

(Independent set)
(PSD-ness)

∀u, v ∈ V (G)

(Non-negativity),

where the variable is M ∈ RV ×V symmetric, J is the all ones matrix and ⟨A, B⟩ := tr(A⊤ B).
By strong duality ϑ′ (G) is also the optimum value of the dual semi-definite program S ′ (G)
given by
min
s.t.

β
βI − N ≽ 0
N [u, v] ⩾ 1

(PSD-ness)
∀u, v ∈ V (G) with {u, v} ∈
/E

(Independent set),

where the variables are N ∈ RV ×V symmetric and β ∈ R.
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It is straightforward to see that ϑ′ (G) is an upper bound for the independence number of
the graph G since if A ⊆ V (G) is an independent set, then 1A 1⊤
A /|A| is a feasible solution of
S(G) with value |A|.
In the same way that a code C ⊆ Fn2 of distance at least d can be seen as an independent
set in the graph Hn,d , we can see C ℓ as an independent set in exclusion graphs defined below
based on the sets ForbConfig(n, d, ℓ) and ForbConfigLin (n, d, ℓ) of Definition 15.
▶ Definition 37 (Exclusion Graph). We define the exclusion graph Hn,d,ℓ to have vertex set
(Fn2 )ℓ and edge set

 n ℓ

(F2 )
∆
E(Hn,d,ℓ ) := (x, y) ∈
Confign,ℓ (x − y) ∈ ForbConfig(n, d, ℓ) .
2
Lin
We define Hn,d,ℓ
analogously replacing ForbConfig(n, d, ℓ) with ForbConfigLin (n, d, ℓ).

▶ Lemma 38. For every n, ℓ ∈ N+ and every d ∈ {0, 1, . . . , n}, we have
val(TranslationSDP(n, d, ℓ)) = val(ϑ′ (Hn,d,ℓ )),
Lin
val(TranslationSDPLin (n, d, ℓ)) = val(ϑ′ (Hn,d,ℓ
)).

5

Main Properties of the Krawtchouk Hierarchies

This section presents our main results on the linear programming hierarchy. The first result
is the completeness of the higher-order linear programming hierarchies for linear codes. The
second result is the collapse of the hierarchies for general codes.

5.1

Completeness for Linear Codes

In this section, we show the (approximate) completeness of our linear programming hierarchy
for linear codes over a finite field F.
We will show completeness at level O(n2 ) via a counting argument. The intuition is that
the hierarchy is likely already complete at level n (and we conjecture this to be the case). At
level n, the feasible region of the LP already encodes ALin
q (n, d). That is, since at level n
there is a variable for each possible basis of a subspace of Fnq , just writing down the distance
constraints of KrawtchoukLPFLin (n, d, n) allows one to deduce the true value of ALin
q (n, d). Of
F
course this property is not sufficient to imply that the value of KrawtchoukLPLin (n, d, n) is
correct. At an intuitive level, the below proof shows that at level O(n2 ) the large-dimensional
subspaces outweigh the small-dimensional subspaces enough to deduce the correct value of
ALin
q (n, d).
▶ Theorem 39 (Completeness). Let F be a finite field, let q := |F|, let ε ∈ (0, 1) and let
ℓ ⩾ 9(n2 ln(q) + 1)/(ln(1 + ε))2 . Then for every d ∈ {0, 1, . . . , n}, we have
val(KrawtchoukLPFLin (n, d, ℓ))1/ℓ ⩽ (1 + ε) · ALin
q (n, d).
Before proving this theorem, note that since F-linear codes must necessarily have size of
the form q k for some k ∈ N, by taking ε < q − 1, we get
⌊(logq val(KrawtchoukLPLin (n,d,ℓ)))/ℓ⌋
ALin
q (n, d) = q
F

whenever ℓ > 9(n2 ln(q) + 1)/(ln(q))2 .
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Proof. For simplicity, we only consider the binary case q = 2 (see the full version for the
general case2 ). By Lemma 38 we have val(KrawtchoukLPFLin (n, d, ℓ)) = val(ϑ′ (G)) where
Lin
G = Hn,d,ℓ
. Recall that val(ϑ′ (G)) is the optimum value of the semi-definite program
max
s.t.

⟨J, M ⟩
tr M = 1

(Normalization)
∀{u, v} ∈ E(G)

M [u, v] = 0
M ≽0

(Independent set)
(PSD-ness)

M [u, v] ≥ 0

∀u, v ∈ V (G)

(Non-negativity),

where the variables is M ∈ RV ×V symmetric and
(
)
 n ℓ
ℓ
X
(F )
ℓ
E(G) := {x, y} ∈
∀k ∈ F ,
ki (xi − yi ) ∈
/ [d − 1] ,
2
i=1
where |z| := |{j ∈ [n] | zj ̸= 0}| is the Hamming weight of z.
Let k0 be the maximum dimension of an F-linear code of distance d in Fn (that is,
let k0 := logq ALin
q (n, d)), let M be a feasible solution of the program above and let us
provide an upper bound for the objective value ⟨J, M ⟩. Note that symmetrizing M under
the automorphism group Aut(G) of the Cayley graph G does not change the objective value
⟨J, M ⟩ (and preserves all restrictions), so we may suppose that M is Aut(G)-invariant, which
in particular implies that all diagonal entries of M are equal and since the trace of M is 1,
it follows that all diagonal entries of M are equal to q −nℓ . On the other hand, since M is
positive semi-definite, any 2 × 2 principal minor of M is non-negative and thus all off-diagonal
entries of M have absolute value at most q −nℓ , that is, we have ∥M ∥∞ = q −nℓ .
Since the objective value ⟨J, M ⟩ is simply the sum of all entries of M , we can provide an
upper bound for it by simply giving an upper bound on how many entries of M are allowed
to be non-zero.
Note that for an entry Mxy indexed by (x, y) ∈ (Fn )ℓ ×(Fn )ℓ to be non-zero, the difference
vectors z1 , . . . , zℓ ∈ Fn given by zi := xi − yi (i ∈ [ℓ]) must span an F-linear subspace of
dimension at most k0 (as any subspace of larger dimension necessarily has distance smaller
Pℓ
than d and thus some k ∈ Fℓ will have | i=1 ki (xi − yi )| ∈ [d − 1]).
By letting γn,ℓ,k be the number of tuples (z1 , . . . , zℓ ) that span a subspace of dimension
k ∈ {0, 1, . . . , n}, since each difference (z1 , . . . , zℓ ) is realized as zi = xi − yi for exactly q nℓ
pairs (x, y) ∈ (Fn )ℓ × (Fn )ℓ , we get
⟨J, M ⟩ ⩽

k0
X

γn,ℓ,k · q

nℓ

· ∥M ∥∞ ⩽

k=0

We claim that
 
ℓ
γn,ℓ,k ⩽
· βn,k · (q k )ℓ−k ,
k

k0
X

γn,ℓ,k .

k=0

(8)

where
βn,k :=

k−1
Y

(q n − q j )

j=0

2

The proof of the general case is similar.
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is the number of linearly independent ordered k-tuples in Fn . Indeed, the upper bound in (8)
follows by picking k out of the ℓ vectors to have a linearly independent ordered k-tuple, then
picking each of the other ℓ − k positions
to be a linear combination of these k vectors.

Using this bound along with kℓ ⩽ ℓk and βn,k ⩽ q nk , we get
!
k0
k0
kX
0 −1
X
X
k nk kℓ
k0 nk0
k0 ℓ
kℓ
⟨J, M ⟩ ⩽
γn,ℓ,k ⩽
ℓ q q ⩽ℓ q
q +
q
k=0

= ℓk0 q nk0

k=0



q k0 ℓ +

k=0
k0 ℓ

q −1
qℓ − 1



2

⩽ 2ℓn q n q k0 ℓ .

Taking the ℓth root and recalling that q k0 = ALin
q (n, d) we conclude that
2

val(KrawtchoukLPFLin (n, d, ℓ))1/ℓ ⩽ (2ℓn q n )1/ℓ ALin
q (n, d).
2

Finally, the hypothesis ℓ ⩾ 9(n2 ln(q) + 1)/(ln(1 + ε))2 implies that (2ℓn q n )1/ℓ ⩽ 1 + ε,
which concludes the proof (a detailed computation is included in the appendix of the full
version).
◀

5.2

Hierarchy Collapse for General Codes

In this section, we show that without the additional semantic linearity constraints imposed
by KrawtchoukLPLin (n, d, ℓ), the associated hierarchy KrawtchoukLP(n, d, ℓ) does not give
any improvement over the original Delsarte linear programming approach.
▶ Proposition 40 (Lifting). For every finite field F and every ℓ ∈ N+ , we have
val(KrawtchoukLPF (n, d, ℓ))1/ℓ = val(DelsarteLPF (n, d)).
Once we recall that our hierarchy comes from a refinement of a tensor power of an
association scheme, the proof is in two steps: first, we show that just tensoring the program
does not change the relative value. Second, we show that refining the scheme and adding
only natural (non-semantic) constraints does not change the value of the associated Delsarte
linear program.
As a secondary corollary, we can also show that in the linear case, the logarithm of the
value of the hierarchy is subadditive. Let us note that this is also true of the hierarchy for
non-linear codes for trivial reasons.
▶ Corollary 41. For every finite field F and every ℓ1 , ℓ2 ∈ N+ , we have
val(KrawtchoukLPFLin (n, d, ℓ1 + ℓ2 ))
⩽ val(KrawtchoukLPFLin (n, d, ℓ1 )) · val(KrawtchoukLPFLin (n, d, ℓ2 )),

6

Conclusion

In this paper, we presented a pair of hierarchies of linear programs KrawtchoukLPF (n, d, ℓ)
and KrawtchoukLPFLin (n, d, ℓ) that provide upper bounds for the maximum size of codes and
linear codes, respectively, of distance d in the weak Hamming scheme Hn (F) over a finite field
F. We showed that while the first hierarchy KrawtchoukLPF (n, d, ℓ) collapses, the second
hierarchy obtains the true value of the maximum code up to rounding by level ℓ = O(n2 ). In
the full version of this paper, we also showed how to extend these hierarchy constructions to
translation schemes under the mild assumption of factoring through types.
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As we mentioned in the introduction, we view the main contribution of KrawtchoukLPLin
as being a hierarchy that is sufficiently powerful to ensure completeness while still being
sufficiently simple to remain a hierarchy of linear programs (as opposed to SDPs), and
bearing enough similarities with the original Delsarte’s LP to be amenable to theoretical
analysis. Thus the main open problem is to provide better upper or lower bounds to the
optimum value of KrawtchoukLPLin .
The contrast between completeness of KrawtchoukLPLin and collapse of KrawtchoukLP
also surfaces a very natural question: are optimum codes very far from being linear? Along
these lines, note that at level ℓ, KrawtchoukLPLin (n, d, ℓ) does not require full linearity of a
code; namely, if C ⊆ Fn2 satisfies


t
t
X
X
yj  ∈
/ [d − 1],
(9)
∆
xj ,
j=1

j=1

for every t ⩽ ℓ and every x1 , . . . , xt , y1 , . . . , yt ∈ C, then aC is a feasible solution of the
program KrawtchoukLPLin (n, d, ℓ). For constant ℓ, the condition (9) is extremely mild and
much weaker than C being a linear (or even affine) code. For example, if 0 ∈ C, then (9)
boils down to requiring sums of at most 2ℓ codewords from C to not have Hamming weight in
[d − 1]. This makes studying KrawtchoukLPLin (n, d, ℓ) at constant levels ℓ quite interesting.
In Theorem 39, we showed the (approximate) completeness of KrawtchoukLPFLin (n, d, ℓ)
at level O(n2 ), via an unusual counting argument. We conjecture that at level n the hierarchy
would have exact completeness. The hierarchy does not have the same conceptual structure
as Sum-of-Squares or Sherali–Adams, so completeness does not follow in the same simple
intuitive way. Another open problem is to compare the hierarchy with the Sum-of-Squares
hierarchy enhanced with linear semantic constraints for linear codes. Showing that this
enhanced SOS hierarchy and KrawtchoukLPFLin (n, d, ℓ) converge to the true size of a code
at a comparable rate would show that KrawtchoukLPFLin (n, d, ℓ) (essentially) unifies other
approaches based on convex programming hierarchies.
As we mentioned in the introduction, our techniques provide a higher-order version of
the linear program responsible for the first linear programming bound in [12]. The second
linear programming bound in [12] also consists of analyzing a Delsarte LP but for the
Johnson scheme instead of the Hamming scheme. However, since the Johnson scheme is not
a translation scheme, one cannot apply the theory developed in full version of this paper
directly. It is then natural to ask if there is a suitable generalization of this construction
that would apply to non-translation schemes such as the Johnson scheme.
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Introduction

The central open question in the field of arithmetic circuit complexity is the separation
of the complexity classes VP and VNP. Sometimes known as Valiant’s conjecture, this
is also described as the algebraic analogue of the P vs. NP question. The conjecture is
equivalent to the statement that the permanent of a matrix cannot be expressed by a family
of polynomial-size arithmetic circuits. Lower bounds on the size of circuits computing the
permanent have been established by imposing certain restrictions on the circuit model. For
instance, it is known that there is no subexponential family of monotone circuits for the
permanent [21] and an exponential lower bound for the permanent is also known for depth-3
arithmetic circuits [14]. In both these cases, the lower bound obtained for the permanent also
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applies to the determinant, which is known to be in VP1 . In that sense, the lower bounds tell
us more about the weakness of the model resulting from the restriction than the difficulty of
computing the permanent.
In this paper we focus on another restriction on arithmetic circuits introduced relatively
recently: that of symmetry [11]. This has been shown to give an exponential separation
in the size of circuits computing the permanent and the determinant. We first introduce
this restriction. Given a field F and a set of variables X, let C be a circuit computing a
polynomial p in F[X]. For a group G acting on the set X, we say that C is G-symmetric
if the action of any element g ∈ G can be extended to an automorphism of C. Of course,
this makes sense only when the polynomial p itself is invariant under the action of G. For
example, both the permanent and the determinant are polynomials in a matrix of variables
X = {xij | 1 ≤ i, j ≤ n}. Let G be the group Symn acting on X by the action whereby
π ∈ G takes xij to xπ(i)π(j) . We call this the square symmetric action. It corresponds to
arbitrary permutations applied simultaneously to the rows and columns of the matrix. It is
shown in [11] that there are polynomial-size G-symmetric circuits computing the determinant,
but any family of G-symmetric circuits for computing the permanent has exponential size.
Both results are established for any field of characteristic zero.
The choice of the group action G in these results is natural, but certainly not the only
possibility. The lower bound immediately applies to any larger group of symmetries of the
polynomial as well. Consider, for instance the action of the group Symn × Symn on X
whereby (π, σ) takes xij to xπ(i)σ(j) . We call this the matrix symmetric action. It corresponds
to independent permutations applied to the rows and columns. The permanent is invariant
under this action and the exponential lower bound for square-symmetric circuits for the
permanent applies a fortiori to matrix-symmetric circuits as well.
In the case of the determinant, it was left open whether the polynomial upper bound
obtained for square symmetric circuits could be improved by requiring larger groups of
symmetries on the circuits. The most efficient algorithms for computing the determinant
(based on Gaussian elimination) are not square symmetric and the polynomial upper bound
is obtained by an application of Le Verrier’s method [11]. It is a natural question to ask
how much more stringent a symmetry requirement we can impose and still find efficient
algorithms. The determinant is not matrix-symmetric like the permanent is. Let us write Dn
for the group of permutations of X = {xij | 1 ≤ i, j ≤ n} which fix the determinant. This
can be seen to be Dn × T where Dn is the subgroup of Symn × Symn of index 2 consisting of
pairs (σ, π) of permutations with sgn(σ) = sgn(π) and T ∼
= Z2 represents the transposition of
rows and columns. We prove in the present paper that any family of Dn -symmetric circuits
computing the determinant must have exponential size. Indeed, our lower bound is proved
even for the subgroup of Dn given by Altn × Altn .
Proving this lower bound requires substantially different methods than those of other
results, and developing these methods is a central thrust of this paper. The exponential lower
bound for square-symmetric circuits for the permanent is established in [11] by proving a
lower bound on the orbit size of Boolean circuits computing the permanent of a {0, 1}-matrix.
Here, the orbit size of a circuit C is the maximal size of an orbit of a gate of C under the
action of the automorphism group of C. This lower bound is proved using a connection
between the orbit size of circuits computing a graph parameter and the counting width of

1

Note that the determinant is not itself monotone in the usual sense, but there is a suitably adapted
notion of monotonicity called syntactic monotonicity in [22] with respect to which the determinant does
have circuits, but not subexponential size ones.
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the parameter as established in [1]. To be precise, it is shown that if a graph parameter has
linear counting width, i.e. it distinguishes graphs on n vertices which are not distinguished by
Ω(n)-dimensional Weisfeiler-Leman equivalences, then it cannot be computed by symmetric
circuits of subexponential orbit size. The Weisfeiler-Leman equivalences are well-studied
approximations of the graph isomorphism relation, graded by dimension (see [15, Section 3.5]
for an introduction). The equivalences have many equivalent characterizations arising in
combinatorics, algebra, logic and linear optimization. The term counting width comes from
the connection with counting logic (see [9]). The main technical ingredient in the lower
bound proof in [11] is then a proof of a linear lower bound on the counting width of the
number of perfect matchings in a bipartite graph.
We were able to rely on lower bounds on the counting width of graph parameters because
a Symn -invariant parameter of a {0, 1}-matrix can be seen as a graph parameter. That
is, a graph parameter that does not distinguish between isomorphic graphs is necessarily
Symn -invariant on the adjacency matrices of graphs. Similarly, the Symn × Symn action
on a matrix can be understood as the natural invariance condition of the biadjacency matrix
of a bipartite graph. On the other hand, there seems to be no natural graph structure
giving rise to an Altn × Altn -invariance requirement on the matrices. For this reason, we
develop here both a general framework for presenting and studying symmetric circuits and
new methods for proving lower bounds under some of these symmetry assumptions.
The generality of this framework allows us to consider a variety of different symmetry
conditions, providing both a broad vocabulary for working with these circuits and game-based
characterizations of the expressive power of these various symmetric models. This opens
up the possibility of studying symmetry as a resource. Our results suggest a spectrum of
symmetry restrictions and it would be interesting to establish exactly where on this spectrum
the boundary of efficient algorithms for the determinant lies. Similar questions can be asked
about other polynomials which admit efficient evaluation. For the permanent, the natural
question is how much can we relax the symmetry conditions and still prove lower bounds.
This is all to say that, quite apart from the main result, we regard the framework developed
here as a contribution in its own right, which lays out a landscape to explore symmetry as a
resource in this area.
Table 1 summarizes what is currently known about the power of various symmetric circuit
models computing the permanent and determinant. The first column is for unrestricted
circuits, i.e. those symmetric under the trivial group action. The upper bound for the
determinant is by an adapted Gaussian elimination algorithm [6] and the upper bound for
the permanent, which in fact holds for every group in the table, is by Ryser’s formula [25].
The lower bound in the first column is the trivial one. The second and fourth column state
results established in [11]. There is no result for the determinant in the fourth column as the
determinant is not invariant under the Symn × Symn action. The results in the column for
Altn × Altn are new to this paper. In the last two columns Dn and Pn represent the full
invariance groups (as subgroups of Symn×n ) of the determinant and permanent respectively.
The lower bounds stated in those columns follow from the ones obtained for their subgroups
Altn × Altn and Symn × Symn respectively.
A more detailed discussion of some of the main innovations follows.
1. The lower bounds on counting width of graph parameters are proved using the method
of bijection games applied to graphs based on a construction due to Cai, Fürer and
Immerman [7] (we refer to this class of graph constructions as the CFI construction). We
adapt the bijection games and show that they can be directly used to obtain lower bounds
for symmetric circuits without reference to graphs or Weisfeiler-Leman equivalences.
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Table 1 Table of upper and lower bounds for G-symmetric circuits for the determinant and
permanent, for various group actions G. Here id is meant to denote general circuits (i.e. those
symmetric under the action of the trivial group).
G

{id}

Symn

Altn × Altn

Symn × Symn

Dn

Pn

Det

O(n3 )

O(n4 )
(char 0)

2Ω(n)
(char 0)

N/A

2Ω(n)
(char 0)

N/A

Perm

O(n2 2n )
Ω(n2 )

2Ω(n)
(char 0)

2Ω(n)
(char ̸= 2)

2Ω(n)
(char ̸= 2)

2Ω(n)
(char ̸= 2)

2Ω(n)
(char ̸= 2)

2. The support theorem established in [1] and stengthened in [11] is a key tool, which we
extend further. We extend the range of group actions for which it can be shown to hold.
3. The original k-pebble bijection games of Hella [18] are two-player games played on a pair
of relational structures between two players called Spoiler and Duplicator. In each move
of the game, Duplicator is required to provide a bijection between the two graphs. A
winning strategy for Duplicator shows that the two graphs are not distinguishable in the kdimensional Weisfeiler-Leman equivalences. We refine the games by restricting Duplicator
to play bijections from a restricted set. At the same time, we generalize the game so
it can be played on a more general notion of structured input rather than a relational
structure. We are able to relate Duplicator winning strategies to indistinguishability by
G-symmetric circuits taking the adjacency matrices as input.
4. A fourth key ingredient is the construction of matrices with distinct determinants on
which we can show Duplicator winning strategies in the Altn × Altn -restricted bijection
game. The two matrices are obtained as pairs of biadjacency matrices of a single bipartite
graph given by the CFI construction with differing orders on the columns.
5. An important element of the construction of the matrices in (4) are bipartite 3-regular
graphs which are well-connected and have an odd number of perfect matchings. We
show the existence of an infinite family of such graphs in Section 5.2. This may be
of independent interest. A strengthening of the conditions on the number of perfect
matchings could be used to extend our lower bound to fields of positive characteristic
other than two. We expand on this in Section 5.4.
Our work may be compared to that of Landsberg and Ressayre [23] who establish
an exponential lower bound on the complexity of the permanent (specifically over the
complex field C) under an assumption of symmetry. Their lower bound is for equivariant
determinantal representations of the permanent, that is those that preserve all the symmetries
of the permanent function. This approach doesn’t yield any lower bounds for symmetric
circuits in the sense we consider here. On the other hand, lower bounds for equivariant
determinantal complexity can be derived from the results in [11], albeit not ones as strong as
in [23]. For a more detailed comparison of the two approaches see [11].
This paper is organized as follows. We begin with introducing the notation we need
in Section 2. Symmetric circuits working on arbitrary structured inputs are defined in
Section 3. The support theorem we need is given in Section 4.3. The bijection games are
defined in Section 4.2 where we also establish that Duplicator winning strategies imply
indistinguishability by small circuits. The main construction establishing the lower bound for
the determinant is presented in Section 5. The corresponding lower bound for the permanent
is given in Section 6. Many proofs are sketched or omitted entirely due to lack of space. Full
details can be found in [12].
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Background

We write N for the positive integers and N0 for the non-negative integers. For m ∈ N0 , [m]
denotes the set {1, . . . , m}. For a set X we write P(X) to denote the powerset of X. We
write id to denote the identity function on some specified set. For f : X → Y and S ⊆ X we
write f (S) to denote the image of S. Let Bij(A, B) denote the set of bijections from A to B.

2.1

Groups

Let SymY and AltY denote the symmetric group and alternating group on the set Y . We
write Symn and Altn to abbreviate Sym[n] and Alt[n] , respectively. Let {id} denote the
trivial group. For groups G and H we write H ≤ G to denote that H is a subgroup of G.
The sign of a permutation σ ∈ SymY is defined so that if σ is even sgn(σ) = 1 and otherwise
sgn(σ) = −1.
Let G be a group acting on a set X. We denote this as a left action, i.e. σx for σ ∈ G,
x ∈ X. The action extends in a natural way to powers of X, the power set of X, and
functions on X. We refer to all of these as the natural action of G on the relevant set.
A set X with the action of group G on it is called a G-set. We do not distinguish
notationally between a G-set X and the underlying set of elements. Thus, we can say that if
X is a G-set, the collection of functions Y X is also a G-set with the natural action.
Let X be a G-set. Let S ⊆ X. Let Stab(S) := {σ ∈ G | ∀x ∈ S σx = x} denote the
pointwise stabilizer of S. Let SetStab(S) := {σ ∈ G | σ(S) = S} denote the setwise stabilizer
of S. If S = {x} is a singleton we omit set braces and write Stab(x). Note that SetStab(S)
is the pointwise stabilizer of {S} in the G-set P(X). For x ∈ X let Orb(x) := {σ(x) | σ ∈ G}
denote the orbit of x.

2.2

Matrices

Let A and B be finite non-empty sets. We identify matrices with rows indexed by A and
columns by B that take values from some set X with functions of the form M : A × B → X.
So for a ∈ A, b ∈ B, Mab = M (a, b). We also denote M by (Mab )a∈A,b∈B , or just (Mab )
when the index sets are clear from context.
Let R be a commutative ring and M : A × B → R be a matrix with |A| = |B|. The
P
Q
permanent of M over R is permR (M ) = σ∈Bij(A,B) a∈A Maσ(a) . Suppose A = B. The
P
Q
determinant of M over R is detR (M ) = σ∈SymA sgn(σ) a∈A Maσ(a) . The trace of M over
P
R is TrR (M ) = a∈A Maa . We omit reference to the ring when it is obvious from context.
When R is a field, we write rk(M ) to denote the rank of the matrix M .
We always use F to denote a field and char(F) to denote the characteristic of F. For
any prime power q we write Fq for the finite field of order q. We are often interested in
polynomials and circuits defined over a set of variables X with a natural matrix structure,
i.e. X = {xab : a ∈ A, b ∈ B}. We identify X with this matrix. We also identify any function
of the form f : X → Y with the A × B matrix with entries in Y defined by replacing each
xab with f (xab ).

2.3

Graphs

Given a bipartite graph Γ = (V, E) with bipartition V = U ∪ W , the biadjacency matrix AΓ
of Γ is the U × W {0, 1}-matrix with AΓ (u, v) = 1 if, and only if, {u, v} ∈ E.
A k-factor of a graph Γ is a spanning k-regular subgraph. A perfect matching is a 1-factor.
It is well known that for a bipartite graph Γ, perm(AΓ ) over any field of characteristic zero
counts the number of perfect matchings in Γ [17] and for prime p, permF (AΓ ) for a field F of
characteristic p counts the number of perfect matchings in Γ modulo p.
ITCS 2022
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Let Γ = (V, E) be a graph. For S ⊆ V let N + (S) := {v ∈ V \ S | ∃s ∈ S, (v, s) ∈ E}.
We say Γ is an α-expander for α ∈ [0, 1] if for every S ⊆ V of size at most |V |/2 we have
|N + (S)| ≥ α|S|. For an introduction to expander graphs see [20]. A set S of vertices in a
graph Γ is a balanced separator if no connected component of Γ \ S contains more than half
the vertices of Γ. It is easy to see that if Γ is an α-expander, then there is a constant τ such
that Γ has no balanced separator of size less than τ |V |.

2.4

Circuits

We give a general definition of a circuit that incorporates both Boolean and arithmetic
circuits.
▶ Definition 1 (Circuit). A circuit over the basis B with variables X and values K is a
directed acyclic graph with a labelling where each vertex of in-degree 0 is labelled by an element
of X ∪ K and each vertex of in-degree greater than 0 is labelled by an element of B.
Let C = (D, W ), where W ⊂ D × D, be a circuit with values K. We call the elements of D
gates, and the elements of W wires. We call the gates with in-degree 0 input gates and gates
with out-degree 0 output gates. We call those input gates labelled by elements of K constant
gates. We call those gates that are not input gates internal gates. For g, h ∈ D we say that
h is a child of g if (h, g) ∈ W . We write child(g) to denote the set of children of g. We write
Cg to denote the sub-circuit of C rooted at g. Unless otherwise stated we always assume a
circuit has exactly one output gate.
We refer the reader to [12] for more detail. For more details on arithmetic circuits see [26]
and for Boolean circuits see [27].

3

Symmetric Circuits

Complexity theory is often concerned with computation models that take as input binary
strings. In practice these strings are almost always taken to encode some structured input
(e.g. graphs, matrices, numbers, etc.). In order to study the symmetries that arise from these
structures we forgo this encoding. More precisely, we consider computation models such as
circuits whose inputs are themselves functions of type K X where we think of X as a set of
variables and K a domain of values that the variables can take. The set X may have some
further structure to reflect the intended structured input, but no more. In particular, we
do not assume that X is linearly ordered. For example, if X = V 2 and K = {0, 1} then the
elements of {0, 1}X may be naturally interpreted as directed graphs over the vertex set V .
Or, with the same X, if we let K = F, we can think of the elements of K X as matrices over
F with rows and columns indexed by V .
The symmetries of interest for a given class of structures correspond to group actions on
X, which lift to actions on K X . In this section we introduce the definitions of G-symmetric
functions, i.e. functions which are invariant under the action of G on its input, and Gsymmetric circuits, which are circuits computing G-symmetric functions but where the
structure of the circuit itself and not just the output is invariant under the action of G. The
definitions are variations and generalizations of those from [11]. We illustrate them with
examples.

3.1

Group Actions and Symmetric Functions

▶ Definition 2. For a group G acting on the domain of a function F we say F is G-symmetric
if for every σ ∈ G, σF = F . We omit mention of the group when it is obvious from context.
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We are interested in functions of type K X → K with some group G acting on X, which
then induces an action on K X . We think of elements of K X as “generalized structures”,
and define notions of homomorphism and isomorphism below. We first consider some
examples. Note that whenever H is a subgroup of G, then any G-symmetric function is also
H-symmetric. Every function is {id}-symmetric.
▶ Example 3.
1. The elementary symmetric polynomial of degree k in the set of variables X is the
P
Q
polynomial: ek (X) = S∈(X ) x∈S x. For any field F, ek (X) defines a function eFk :
k

FX → F which is SymX -symmetric.
2. If X = {xij | 1 ≤ i, j ≤ n} is a matrix of variables, then the trace tr(X), determinant
det(X) and permanent perm(X) are polynomials that define, for any field F, functions of
type FX which are Symn -symmetric where the group action is defined simultaneously
on both coordinates.
Let G and H be groups. An isomorphism from the G-set X to H-set Y is a pair of
functions (f, ϕ) where f : X → Y is a bijection and ϕ : G → H is a group isomorphism such
that for each x ∈ X and π ∈ G, f (πx) = ϕ(π)f (x). Let M : X → K with X a G-set and let
N : Y → K with Y an H-set. An isomorphism from (M, G) to (N, H) is an isomorphism
(f, ϕ) : (X, G) → (Y, H) such that N ◦ f = M . We omit mention of the groups and refer just
to an isomorphism from M to N when the groups are clear from context.
Let G be a group acting on X and F : K X → L. We are usually interested in such
functions up to isomorphism. Let M : Y → Z and H be a group acting on Y such that
(X, G) and (Y, H) are isomorphic. Then we abuse notation and sometimes write F (M ) to
denote F (M ◦ f ) for some isomorphism f : X → Y .

3.2

Symmetric Circuits

We next define the notion of a symmetric circuit as it appears in [11]. These circuits take as
input functions of the form M : X → K, where X is a G-set, and are symmetric in the sense
that the computation itself, not just the value of the output, remains unchanged under the
action of G. We first need to formalize what it means for a permutation in G to act on the
gates of a circuit, and for this we define the notion of a circuit automorphism extending a
permutation.
▶ Definition 4 (Circuit Automorphism). Let C = (D, W ) be a circuit over the basis B with
variables X and values K. For σ ∈ SymX , we say that a bijection π : D → D is an
automorphism extending σ if for every gate g in D we have that (i) if g is a constant gate
then π(g) = g, (ii) if g is a non-constant input gate then π(g) = σ(g), (iii) if (h, g) ∈ W is a
wire, then so is (πh, πg), and (iv) if g is labelled by b ∈ B, then so is πg.
We say that a circuit C with variables X is rigid if for every permutation σ ∈ Sym(X)
there is at most one automorphism of C extending σ. The argument used to prove [10,
Lemma 5.5] suffices to show that any symmetric circuit may be transformed into an equivalent
rigid one in time polynomial in the size of the circuit. As such, when proving lower bounds
we often assume the circuit is rigid without a loss of generality.
We are now ready to define the key notion of a symmetric circuit.
▶ Definition 5 (Symmetric Circuit). Let G be a group acting on a set X and C be a circuit
with variables X. We say C is a G-symmetric circuit if for every σ ∈ G the action of σ on
X extends to an automorphism of C.
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The following can be shown via a straight-forward induction.
▶ Proposition 6. Let C be a G-symmetric circuit. Then C defines a G-symmetric function.

4

Games and Supports

Hella’s bijection game [18] is a two-player game played on relational structures, such as graphs.
It was defined to demonstrate indistinguishability of structures in logics with counting and
extensions thereof. The indistinguishability relations it defines on graphs are closely tied to
Weisfeiler-Leman equivalences [7]. The games are played on a pair of structures A and B by
two players called Spoiler and Duplicator. Spoiler aims to show that the two structures are
different while Duplicator pretends they are the same. We associate with each structure a
sequence of k pebbles which are placed in the course of the game on elements of the two
structures. The game proceeds in a sequence of rounds. The number of rounds can be greater
than k and so pebbles can be moved from one element to another during the course of the
game. At each round, Spoiler chooses a pebble pi (i ∈ [k]) from A and the matching pebble qi
from B. Duplicator provides a bijection h between the two structures. Spoiler then chooses
an element a of A on which to place pi and qi is placed on h(a). In each round, Duplicator
must ensure that the partial map between the two structures defined by the placement of
the pebbles is a partial isomorphism, otherwise Spoiler wins. For more details on this game
see [16].
The connection between bijection games and symmetric circuits is first made in [1] which
showed a connection between the expressive power of counting logics and symmetric Boolean
circuits in the threshold basis Bt . This leads to the suggestion (made in [8]) of using bijection
games as a tool directly to prove circuit lower bounds. The main contribution of this section
is the generalization of these bijection game in two different direction, as well as a series of
results establishing how this tool can be used to prove more general circuit lower bounds.
We noted earlier that we may think of functions on G-sets as some sort of generalised
structure. The development of the theory of bijection games (and supports) requires us to
further restrict our attention to the case where G is a subgroup of some symmetric group.
The domain of the symmetric group corresponds in some sense to the universe of the structure
in question. We call these indexed functions, and discuss them in Section 4.1.
We also develop in Section 4.3 a theory of supports. The support of a gate in a Gsymmetric circuit for G ≤ SymA is a subset of A which determines both the evaluation of
a gate and its orbit. We establish in Section 4.5 the support theorem, which connects the
minimum size of these supports with the minimum size of the orbits of a gate (and so the size
of the circuit). We show in Section 4.4 that if Duplicator has a winning strategy in the game
with 2k pebbles on a pair of indexed functions then these functions cannot be distinguished
by any pair of G-symmetric circuits with supports of size at most k. In Section 4.5 we
combine this result with the support theorem to show that to prove exponential lower bounds
it suffices to establish a linear lower bound on the number of pebbles needed by Spoiler.

4.1

Indexed Functions

▶ Definition 7. Let A be a set, G ≤ SymA , and X be a G-set. We call the triple (X, A, G)
an indexed set. We call a triple (F, A, G), where F is a function on X, an indexed function.
Let (X, A, G) and (Y, B, H) be indexed sets. An isomorphism from (X, A, G) and
(Y, B, H) is a pair of bijections f : X → Y and g : A → B such that for all π ∈ G and x ∈ X,
f (πx) = (gπg −1 )f (x).
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Let (M : X → K, A, G) and (N : Y → K, B, H) be indexed functions. An isomorphism
from (F, A, G) to (G, B, H) is an isomorphism (f, g) from (X, A, G) to (Y, B, H) such that
N ◦ f = M.
All of the structures discussed so far may be identified with indexed functions. We
identify a (directed) graph (V, E) with the indexed function (E : V 2 → {0, 1}, V, SymV )
and a bipartitioned graph (V, U, E) with the indexed function (E : V × U → {0, 1}, V ⊎
U, SymV ⊕SymU ). The group actions chosen ensure notions of isomorphism that correspond
with the usual notions of isomorphism for graphs and bipartitioned graphs.
We can similarly identify n × n matrices over a field F with structured functions of the
form (M : [n] × [n] → F, [n] ⊎ [n], G), for some group G. Unlike for structures, there are
a number of different matrix similarity notions one might consider, which correspond to
different choices for G. If G = Symn then isomorphism corresponds to equivalence under
simultaneous row and column permutations and if G = Symn × Symn then isomorphism
corresponds to equivalence under separate row and column permutations.

4.2

Bijection Games

In this subsection we introduce our generalization of Hella’s bijection game. We stated
previously that the generalization is in two directions. The first is that we allow the game to
be played on arbitrary indexed functions, rather than just graphs or relational structures.
The second is that we only allow the duplicator to play from a given set of bijections. We
usually define this set by composing an initial bijection with a group of permutations. We
recover the usual requirement in the bijection game by just taking this group to be the full
symmetric group.
So, indexed functions are our notion of structured input and we first introduce a notion
of partial isomorphism for such objects. This is necessary for stating the winning condition
in the bijection game that follows. We first define the notion of a lift.
▶ Definition 8. Let (X, Y, G) be an indexed set. For S ⊆ Y we define the lift of S, denoted
XS , to be the set {x ∈ X | Stab(S) ≤ Stab(x)}.
For the purposes of the next definition, we introduce some notation. Suppose A is a G-set
and S ⊆ A. Let P = Stab(A \ S) be the pointwise stabilizer of the complement of S and
note that P ≤ SetStab(S). We can identify P with a subgroup P̂ of SymS , namely the
group of permutations π ∈ SymS which, when extended with the identity on A \ S are in P .
We call this subgroup of SymS the S-restriction of G and denote it RestG (S). We drop the
subscript G when it is clear from context.
▶ Definition 9. Let (M : X → K, A, G) and (N : Y → K, B, H) be indexed functions.
Let C ⊆ A, D ⊆ B, and g : C → D be a bijection. We say that g induces a partial
isomorphism if there exists f such that (f, g) is an isomorphism from (M X , C, Rest(C))
C
to (N X , D, Rest(D)).
D

We can recover the usual notion of a partial isomorphism between graphs as a special
case. Let Γ = (V, E) and ∆ = (U, F ) be directed graphs and (E : V 2 → {0, 1}, V, SymV )
and (F : U 2 → {0, 1}, U, SymU ) be their respective indexed functions. Let A ⊆ V and
B ⊆ U . The lifts of A and B are XA = {(x, y) | x, y ∈ A} and XB = {(x, y) | x, y ∈ B}.
Also, Rest(A) ∼
= SymA and Rest(B) ∼
= SymB . Then E XA is just the indexed function
representing the induced subgraph Γ[A] and F X the indexed function representing ∆[B].
B
The bijection g : A → B induces a partial isomorphism from E to F if, and only if, g is an
isomorphism from Γ[A] to ∆[B].
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With this, we are ready to define the bijection game on indexed functions. We define
it very generally, parameterized by some set of bijections. We then specialize this to the
case of symmetry groups in order to apply it. The game is played by two players Spoiler
and Duplicator on a pair of indexed functions, using a set of pebbles. During the course of
the game, the pebbles are placed on elements of the indexing sets. Where it does not cause
confusion, we do not distinguish notationally between the pebbles and the elements on which
they are placed.
▶ Definition 10. Let (M : X → K, A, G) and (N : Y → K, B, H) be indexed functions. Let
T be a set of bijections from A to B and let k ∈ N. The (T, k)-bijection game on (M, N ) is
defined as follows. The game is played between two players called the Spoiler and Duplicator
using two sequences of pebbles a1 , . . . , ak and b1 , . . . , bk . A round of the game is defined as
follows:
1. Spoiler picks a pair of pebbles ai and bi ,
2. Duplicator picks a bijection γ ∈ T such that for each j ̸= i, γ(aj ) = bj , and
3. Spoiler chooses some a ∈ A and places ai on a and bi on γ(a).
Spoiler has won the game at the end of the round if the bijection taking a1 , . . . , ak to b1 , . . . , bk
does not induce a partial isomorphism. We say that Duplicator has a winning strategy for the
(T, k)-bijection game if it has a strategy to play the game forever without Spoiler winning.
We are interested in the case when the set of bijections is generated by composing a
single bijection with all of the permutations from a group. For a group G ≤ SymA and
bijection α : A → B let T (G, α) := {α ◦ π | π ∈ G}.
We recover the ordinary bijection game on graphs by taking X = Y = [n]2 , G = H =
Symn , and α to be id, for instance. Note, in this case it does not matter which permutation
we take α to be, as composition with G yields all permutations. The presence of α is
significant when G is a proper subgroup of Symn . In this case, T is a coset of G and the
choice of α determines which coset. This is noteworthy when we play the game on isomorphic
graphs. In the ordinary bijection game, if two graphs are isomorphic, then Duplicator has
a winning strategy by always playing the isomorphism. In the (T (G, α), k) bijection game,
the existence of an isomorphism does not guarantee a Duplicator winning strategy, as the
isomorphism may not be present in the set T (G, α). This is just the case in the application
in Section 5.

4.3

Supports

Lower bounds for symmetric circuits rely on the notion of a support. We define the notion
formally below but it is worthwhile devleoping an intuition. If we have a G-symmetric circuit
C then the function computed by C is invariant under permutations in G. This is not the
case for individual gates g in C other than the output gate: applying a permutation π ∈ G
might yield a different function at g. But, by the symmetry condition, there is then another
gate g π which computes this other function. If the circuit is small, the orbit of g is small and
thus the stabilizer group of g is large. That is, for many π we have g = g π . What the support
theorem tells us is that in this case, there is a small subset S (which we call the support of g)
of the permutation domain of G such that the function computed at g only depends on S.
This is in the sense that permutations that only move elements of the permutation domain
outside of S do not change the function computed at g. This support theorem can be proved
as long as the group G is, in a sense, large enough. We now define the notion of a support
formally and prove the relationship between support size and orbit size in Section 4.4.
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▶ Definition 11. Let X be a G-set. We say that S ⊆ X is a support of G if Stab(S) ≤ G.
We extend this notion to group actions. That is, we consider a group G, which is defined
as a permutation group on some domain Y to act on a set X possibly different from Y . A
key example is the action of Symn on the set X = [n] × [n] or on the collection of matrices
M : X → {0, 1}. We want to define the support of an object x ∈ X as a collection of elements
in Y such that fixing those elements under the action of G, fixes x. This is formalized below.
▶ Definition 12. Let (X, Y, G) be an indexed set. We say that a set S ⊆ Y is a support of
x ∈ X if it is a support of Stab(x).
Note that S is a support of x just in case x is in the lift of S.
Let (X, Y, G) be an indexed set. Let max-orbit(X) be the maximum size of the orbit of
x over all x ∈ X. For x ∈ X let min-supp(x) be the minimum size of a support of x. Let
max-supp(X) be the maximum of min-supp(x) over all x ∈ X.
We note the following general result on supports.
▶ Lemma 13 ([3, Lemma 26]). Let G ≤ SymY and let A, B ⊆ Y be supports of G. If
A ∪ B ̸= Y then A ∩ B is a support of G.
Let (X, Y, G) be an indexed set. From Lemma 13 we have for x ∈ X that if min-supp(x) <
|Y |/2 then x has a unique minimal size support. We call this the canonical support of x and
denote it by sp(x).
We now specialise our discussion to circuits. Let C = (D, W ) be a rigid G-symmetric
circuits, where G ≤ Symn for some natural number n. Then (D, [n], G) is an indexed set.
In this way we can speak of the supports and orbits of a gate. We abuse notation slightly
and write max-orbit(C) and max-supp(C) to denote max-orbit(D) and max-supp(D),
respectively.

4.4

Playing Games on Circuits

We are now ready to prove the first major theorem of this section. This links the number of
pebbles in a bijection game with the size of the support. Structures in which Duplicator has
a 2k-pebble winning strategy cannot be distinguished by symmetric circuits with supports
limited to size k. The statement of the theorem and argument used generalize that in [8].
▶ Theorem 14. Let (X, A, G) be an indexed set. Let C be a G-symmetric circuit with values
from K and variables X. Let M : X → K and N : X → K. Let k be the maximum size of
a support in C. If Duplicator has a winning strategy for the (T (G, id), 2k)-bijection game
played on (M, A, G) and (N, A, G) then C[M ] = C[N ].

4.5

Bounds on Supports

The main result of this subsection establishes that if a family of G-symmetric circuits has
subexponential size orbits than it has sublinear size supports. We prove this specifically for
the case when G is an alternating group. The argument extends easily to cases where G
contains a large alternating group, and we derive one such instance in Corollary 17. The
proof relies on a standard fact about permutation groups, attributed to Jordan and Liebeck,
that translates a bound on orbit size to a bound on support size.
 To understand this, suppose
n
g is a gate with orbit size (relative to Altn ) bounded
by
k . Then by the orbit-stabilizer

theorem, this is equivalent to [Altn : Stab(g)] ≤ nk . One way for Stab(g) to have small
index in this way is for it to always contain a large alternating group. That is Stab(g)
contains the alternating group restricted to n − k elements, or equivalently g has a support
of size at most k. Theorem 15 asserts that indeed this is the only way.
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▶ Theorem 15 ([13], Theorem 5.2B). Let Y be a set such that n := |Y | > 8, and let k be an
integer with 1 ≤ k ≤ n4 . Suppose that G ≤ AltY has index [AltY : G] < nk then there exists
X ⊂ Y with |X| < k such that StabAltY (X) ≤ G.
We derive from Theorem 15 the following asymptotic relationship between orbit and
support size. An analogous version of this with respect to the symmetric group is stated
in [11] and the proof is essentially the same.
▶ Theorem 16. Let (Cn ) be a family of rigid Altn -symmetric circuits. If max-orbit(Cn ) =
2o(n) then max-supp(Cn ) = o(n).
The following corollary establishes the analogue of Theorem 16 needed to prove our lower
bounds for Altn × Altn -symmetric circuits.
▶ Corollary 17. Let (Cn )n∈N be such that for each n, Cn is defined over the matrix of
variables Xn = {xi,j | i, j ∈ [n]} and Cn is a rigid Altn × Altn -symmetric circuit. If
max-orbit(Cn ) = 2o(n) then max-supp(Cn ) = o(n).
We now combine these results along with Theorem 14 to establish the crucial connection
between bijection games and exponential lower bounds for symmetric circuits. We prove the
result for the particular case of interest to us in this paper, namely for Altn ×Altn -symmetric
circuits taking as input n × n-matrices, but note that it holds more generally.
▶ Theorem 18. Let K be a set. For each n ∈ N let Gn = Altn × Altn , and Xn be a
Gn -set. Let P : K X → K be a G-symmetric function. Suppose there exists a function
t(n) = O(n) such that for all n ∈ N there exists Mt(n) , Nt(n) : Xt(k) → K such that
P (Mt(n) ) ̸= P (Nt(n) ) and Duplicator has a strategy to win the (T (Gn , id), n)-bijection game
played on (Mn , [n] ⊎ [n], Gn ) and (Nn , [n] ⊎ [n], Gn ). Then there is no family of Gn -symmetric
circuits that computes P and has size 2o(n) .
Proof. From Theorem 14 any Gn -symmetric circuit Cn that has max-supp(Cn ) ≤ n/2
must have that C[Mt(n) ] = C[Nt(n) ], and so cannot compute P . It follows then that any
family of Gn -symmetric circuits that computes P must have max-supp(Cn ) = Ω(n) and so
from Corollary 17 cannot have orbits of size 2o(n) , and hence cannot have size 2o(n) .
◀
These games on matrices are very similar to the ordinary bijection games played on graphs.
If we restrict our attention to {0, 1}-valued functions on some domain {xij | i, j ∈ [n]} then
we may think of these games as being played on bipartite graphs, and differing from Hella’s
game in two respects. First, the existence of the partial isomorphism condition in this game
is equivalent to the existence of an ordinary partial isomorphism between graphs except with
the additional requirement that the bipartition is preserved. Second, Duplicator is restricted
to choose only those bijections that preserve the parts and correspond to a pair of even
permutations acting on each part separately.
Notice that both the definition of the bijection games and Theorem 14 place almost no
restriction on the group actions considered. The link between the number of pebbles in the
game and the size of the support is robust. However, the application in Theorem 18 is for a
severely limited group action. This is because the link between support size and orbit size
proved in Theorem 16 requires the presence of a large alternating group.

5

Lower Bound for the Determinant

We now deploy the machinery we have developed to prove the main lower bound result of
this paper.
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▶ Theorem 19 (Main Theorem). Let F be a field of characteristic 0. There is no family
of Altn × Altn -symmetric circuits (Cn )n∈N over F of size 2o(n) computing the determinant
over F.
To prove Theorem 19 we need to construct for each k, a pair of n × n {0, 1}-matrices Mk
and Nk with n = O(k), det(Mk ) ̸= det(Nk ) and such that Duplicator has a winning strategy
in the (T (Altn × Altn , id), k)-bijection game played on the matrices.
We construct the matrix Mk as the biadjacency matrix of a bipartite graph Γ. The
matrix Nk is obtained from Mk by interchanging a pair of columns of Mk . Hence, Nk is
also a biadjacency matrix of Γ and det(Mk ) = − det(Nk ) by construction. Thus, as long as
det(Mk ) ̸= 0 the two determinants are different.
In Section 5.1 we describe the construction of the graph which gives rise to the biadjacency
matrix Mk . This graph is obtained by a CFI construction from a base graph Γ satisfying
a number of conditions. We show the existence of graphs Γ satisfying these conditions in
Section 5.2. Then, in Section 5.3 we argue that Duplicator has a winning strategy in the
(T (Altn × Altn , id), k)-bijection game played on Mk and Nk . Since Nk is obtained from Mk
by swapping a single pair of columns, this is equivalent to showing that Duplicator has a
winning strategy in the (T (Altn × Altn , α), k)-bijection game played on two copies of Mk ,
where α is a permutation swapping two columns. We bring it all together in Section 5.4 for
a proof of Theorem 19.

5.1

Constructing the Graph

In proving the lower bound for symmetric circuits computing the permanent in [11], we adapted a construction due to Cai, Fürer and Immerman [7] of pairs of graphs not distinguished
by the k-dimensional Weisfeiler-Leman algorithm. We showed that we could obtain such a
pair of bipartite graphs with different numbers of perfect matchings. Note that saying a pair
of graphs are not distinguished by the k-dimensional Weisfeiler-Leman algorithm is the same
as saying that Duplicator has a winning strategy in the (k + 1)-pebble bijection game, using
arbitrary bijections. In the present construction, we consider a game played on a pair of
isomorphic bipartite graphs but where the set of permissible bijections does not include any
isomorphisms between them. Equivalently, we play the game on two distinct biadjacency
matrices for the same graph. The graphs we consider are, indeed, exactly the graphs used
in [7] except that we have to ensure they are bipartite.

CFI graphs and Determinants
Let Γ = (U ∪ V, E) be a 3-regular bipartite graph with bipartition U, V . We obtain the graph
Γ̂ by replacing each vertex v, with neighbours x, y, z with the ten-vertex gadget depicted in
Figure 1. This gadget is described as follows. There is a set denoted Iv of four inner vertices:
a vertex vS for each set S ⊆ {x, y, z} of even size. There is a set denoted Ov of six outer
vertices: two u0 , u1 for each u ∈ {x, y, z}. There is an edge between vS and u1 if u ∈ S and
an edge between vS and u0 if u ̸∈ S.
Corresponding to each edge e = {u, v} ∈ E there is a pair of edges that we denote e0 and
e1 in Γ̂: e0 connects the vertex u0 ∈ Ov with v0 ∈ Ou and e1 connects the vertex u1 ∈ Ov
with v1 ∈ Ou
S
S
Note that the graph Γ̂ is bipartite. Indeed, if we let X := v∈U Iv ∪ v∈V Ov and we
S
S
let Y := v∈V Iv ∪ v∈U Ov then it is easily seen that all edges in Γ̂ are between X and
Y . Since Γ is a 3-regular bipartite graph, it follows that |U | = |V | and therefore |X| = |Y |.
Writing m for |U | and n for |X| = 10m, we obtain a biadjacency n × n matrix representing
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Figure 1 A gadget in Γ̂ corresponding to vertex v with neighbours x, y, z.

the graph Γ̂ by fixing a pair of bijections η : X → [n] and η ′ : Y → [n]. The action of the
group Dn divides the collection of all such matrices into two orbits. Letting M and N be
representatives of the two orbits, we have det(M ) = − det(N ). We next aim to show that
det(M ) ̸= 0, provided that Γ has an odd number of perfect matchings.
Suppose we are given bijections η : X → [n] and η ′ : Y → [n] which determine a
biadjacency matrix M representation of Γ̂. We can also identify each perfect matching in
Γ̂ with a bijection µ : X → Y such that µ(x) is a neighbour of x for all x ∈ X. We write
match(Γ̂) for the collection of all perfect matchings of Γ̂. Then, the determinant of M is
given by:
det(M )

=

|{µ | µ ∈ match(Γ̂) with sgn(η ′ µη −1 ) = 1}|
−|{µ | µ ∈ match(Γ̂) with sgn(η ′ µη −1 ) = −1}|.

From now on, we take η and η ′ to be fixed and write sgn(µ) and talk of the sign of a matching
µ as short hand for sgn(η ′ µη −1 ).
To show that this determinant is non-zero, we analyze the structure of the set match(Γ̂).
In what follows, we assume that η and η ′ are fixed and note that this imposes a linear order
on the sets X and Y . It also induces a linear order on the sets U and V . We make use of
this order without further elaboration.

Perfect Matchings
In any perfect matching µ of Γ̂, all four vertices in Iv for any v ∈ U ∪ V must be matched
to vertices in Ov . Thus, exactly two of the vertices of Ov are matched to vertices in other
gadgets. These two could be two vertices in a pair, e.g. {x0 , x1 } in Figure 1 or they could be
from different pairs, e.g. {x0 , y0 }. It is easily checked that in either case, removing the two
vertices of Ov from the gadget results in an 8-vertex graph that admits a perfect matching.
Indeed, if we remove two vertices in a pair, such as {x0 , x1 } the resulting graph is an 8-cycle.
On the other hand, removing two vertices of Ov from different pairs results in a graph
which is a 6-cycle with a path of length 2 attached to one of its vertices. We now classify
perfect matchings in match(Γ̂) according to which edges between gadgets are included in the
matching.
Say that a matching µ ∈ match(Γ̂) is uniform if for each edge e ∈ E, at most one of the
two edges e0 and e1 is included in µ. Thus, µ is non-uniform if for some e ∈ E both e0 and
e1 are included in µ. The non-uniform matchings contribute a net zero to the determinant of
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M . We can prove this by showing that these matchings can be paired off into matchings
of opposite sign, where two matchings in a pair differ only in a single gadget. Writing
uni-match(Γ̂) to denote the set of uniform matchings of Γ̂, this gives us the following lemma.
▶ Lemma 20.
det(M )

=

|{µ | µ ∈ uni-match(Γ̂) with sgn(µ) = 1}|
−|{µ | µ ∈ uni-match(Γ̂) with sgn(µ) = −1}|.

Uniform Perfect Matchings
Our next aim is to count uniform perfect matchings in Γ̂ and classify them by sign. Suppose
then that µ is a perfect matching that includes for each e ∈ E at most one of the two edges
e0 and e1 . Let Fµ ⊆ E be the set of those e ∈ E such that exactly one of e0 and e1 is in µ.
Furthermore, let fµ : Fµ → {0, 1} be the function given by fµ (e) = i if, and only if, ei is in µ.
Since for each v ∈ U ∪ V , exactly two of the vertices of Ov are matched to vertices in
other gadgets we can see that Fµ includes exactly two edges incident on every vertex v. In
other words, Fµ is a 2-factor of Γ and therefore has exactly 2m edges.
For a 2-factor F of Γ and a function f : F → {0, 1}, write µ(F, f ) for the collection
of all matchings µ of Γ̂ with Fµ = F and fµ = f . We can prove that there are exactly
22m such matchings for every F and f and they all have the same sign. This is shown by
considering the 8-vertex graph obtained from the gadget in Fig. 1 by deleting two vertices in
different pairs, say x0 and y0 . As we noted, the resulting graph is a 6-cycle with a path of
length 2 attached at a vertex. This graph has exactly two perfect matchings, and they are
related to each other by an even permutation. The 22m matchings in µ(F, f ) are obtained
by independently selecting one such matching in each gadget.
▶ Lemma 21. There are exactly 22m perfect matchings in µ(F, f ), for any 2-factor F of Γ
and any function f : F → {0, 1} and they all have the same sign.
Furthermore, we can show that the sign of the matchings in µ(F, f ) does not depend on
the choice of f .
▶ Lemma 22. For any 2-factor F of Γ, any functions f, g : F → {0, 1} and any matchings
µ1 ∈ µ(F, f ) and µ2 ∈ µ(F, g), sgn(µ1 ) = sgn(µ2 ).
With this, we are now ready to establish the main result of this section.
▶ Lemma 23. If Γ has an odd number of perfect matchings, then det(M ) ̸= 0.
Proof. By Lemma 20, we have
det(M )

=

|{µ | µ ∈ uni-match(Γ̂) with sgn(µ) = 1}|

−|{µ | µ ∈ uni-match(Γ̂) with sgn(µ) = −1}|.
S
For any 2-factor F of Γ write µ(F ) for f :F →{0,1} µ(F, f ) and note that by Lemma 21
µ(F ) = 24m for all F . Moreover, by Lemma 22 all matchings in µ(F ) have the same sign.
Thus, we define sgn(F ) to be the sign of η ′ µη −1 for any µ ∈ µ(F ). Hence, we have that
X
det(M ) = 24m
sgn(F ),
F

where the sum is over all 2-factors of Γ.
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Since Γ is 3-regular, the number of 2-factors of Γ is exactly the number of perfect
matchings. Indeed, the complement of any 2-factor is a perfect matching and this gives a
bijection between the collection of perfect matchings and 2-factors. Thus, since the number
of perfect matchings of Γ is odd, so is the number of 2-factors and we conclude that the sum
P
◀
F sgn(F ) cannot be zero, proving the result.

5.2

Graphs with Odd Number of Perfect Matchings

We have seen that if Γ has an odd number of perfect matchings, then the matrices M and N
have different determinant. In order to play the bijection game on M and N we also need Γ
to be well connected. We now show that we can find suitable graphs that satisfy both of
these conditions simultaneously.
For a positive integer k, say that Γ is k-well-connected if any balanced separator of Γ has
size greater than k. For our construction, we need 3-regular bipartite graphs on 2n vertices
which are k-well-connected for k = Ω(n) and which have an odd number of perfect matchings.
The main purpose of this section is to establish the existence of such a family of graphs.
▶ Theorem 24. For all positive integers n there is a bipartite graph Γn = (U, V, E) satisfying
the following conditions: (i) |U | = |V | = n, (ii) Γn is 3-regular, (iii) Γn is k-well-connected
for k = Ω(n), and (iv) Γn has an odd number of perfect matchings.
We prove the existence by showing that a random 3-regular bipartite graph on 2n vertices
satisfies the third condition with high probability. We show that it can be modified to satisfy
the fourth condition while keeping the connectivity high. To do this, we need some facts
about the distribution of random 3-regular bipartite graphs.
Fix U and V to be two disjoint sets of n vertices, and we are interested in the uniform
distribution on 3-regular bipartite graphs on the vertices U and V . This distribution is not
easy to sample from but it is known to be well-approximated by a number of other random
models, including the union of disjoint random matchings, which we now describe. We say
that a pair of bijections π, σ : U → V is disjoint if there is no u ∈ U with π(u) = σ(u).
Now consider a random graph G obtained by the following process: (i) choose, uniformly
at random, three bijections π1 , π2 , π3 : U → V ; (ii) if for some j ∈ {1, 2, 3} with i ̸= j, πi
and πj are not disjoint discard this choice of bijections; otherwise (iii) let G be the bipartite
graph with parts U and V edges {{u, πi (u)} | i ∈ {1, 2, 3}}.
The random graph model obtained in this way is known to be contiguous to the uniform
distribution on 3-regular bipartite graphs [24]. This means that any property that holds
asymptotically almost surely in one also holds so in the other. The property we are interested
in is that of being an expander. It is known [5] that a random 3-regular bipartite graph is an
expander with probability tending to 1. This result is, in fact, proved in the configuration
model of Bollobas [4] but this is also known to be contiguous to the uniform distribution.
We can therefore conclude that the same is true for the random graph G.
▶ Lemma 25. There is a constant α > 0 such that with probability tending to 1, G is an
α-expander.
An immediate consequence of this is that with high probability, G is ϵn-well-connected for
some constant ϵ. We now describe how we can obtain from G a graph which also has an odd
number of perfect matchings.
Let AΓ denote the biadjacency matrix of Γ = (U, V, E) with rows indexed by U and
columns by V . Then the permanent of AΓ over a field of characteristic p is exactly the
number of perfect matchings in Γ modulo p. In particular, when p = 2, since the permanent
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is the same as the determinant, we have that the number of perfect matchings in Γ is odd
if, and only if, det(AΓ ) ̸= 0, where the determinant is over F2 . We do not expect that
det(AG ) ̸= 0 with high probability. To prove Theorem 24 it would suffice to show that this is
the case with positive probability and this does seem likely to be true. However, we adopt
an indirect approach. We show that with probability bounded away from zero rk(AG ) is at
least n − o(n). And, we then show that we can transform any graph Γ with rk(AΓ ) < n to a
graph Γ′ so that rk(AΓ′ ) > rk(AΓ ) + 1 and Γ′ is still well-connected if Γ is. Together these
give us the graphs we want.
In what follows, we treat the biadjacency matrix AΓ of a graph Γ as being a matrix over
F2 and so all arithmetic operations on elements of the matrix should be taken as being over
this field. We are able to show that for the random graph G, the matrix AG has nearly full
rank with probability bounded away from 0. To be precise, we show that the size of the
null-set of AG is at most linear in n with probability 1/2.
▶ Lemma 26. There is a constant ϵ such that for all sufficiently large n, Pr[rk(AG ) ≥
n − ϵ log n] ≥ 1/2.
To complete the construction, we show that if Γ is a 3-regular bipartite graph with
n × n biadjacency matrix AΓ and rk(A) < n, then under mild assumptions satisfied by
almost all such graphs, we can edit Γ to get Γ′ so that rk(AΓ′ ) > rk(AΓ ) and Γ′ is at least
(k − 4)-well-connected if Γ is k-well-connected.
Assume then, that Γ is a 3-regular graph on two sets U and V of n vertices each and A
is its biadjacency matrix. As before, we write ruA to denote the row of A indexed by u ∈ U .
We drop the superscript A where it is clear from context. We always treat these rows as
vectors in FV2 .
We say that a pair of edges e1 = {u1 , v1 } and e2 = {u2 , v2 } of Γ with u1 , u2 ∈ U and
v1 , v2 ∈ V are switchable if they are disjoint and neither of {u2 , v1 } nor {u1 , v2 } is an edge.
For a switchable pair e1 , e2 we denote by Γ̃e1 ,e2 the graph obtained from Γ by exchanging the
two edges e1 and e2 . That is, Γ̃e1 ,e2 is the bipartite graph on the vertices U , V with edge set
E(Γ) \ {e1 , e2 } ∪ {{u1 , v2 }, {u2 , v1 }}.
Note that Γ̃e1 ,e2 is also a 3-regular bipartite graph. We write Ãe1 ,e2 for the biadjacency
matrix of Γ̃e1 ,e2 .
Assume now that rk(A) < n. Then A has a zero-sum set, i.e. a set S ⊆ U such that
P
u∈S ru = 0. Moreover, by the 3-regularity of Γ, we have 2 ≤ |S| ≤ 2n/3. We are able to
show that if |S| < 2n/3, then we can find a pair of edges switching which increases the rank
of the matrix.
▶ Lemma 27. If A has a zero-sum set S with |S| < 2n/3, then there are switchable edges
e1 , e2 ∈ E(Γ) so that rk(Ãe1 ,e2 ) > rk(A).
Proof of Theorem 24 (sketch). By Lemma 25, for large enough values of n, the random
3-regular graph G is τ n-well-connected for some constant τ > 0 with probability tending to 1.
Thus, with high probability, the first three conditions are satisfied. If the biadjacency matrix
AΓ of the resulting graph Γ has rank n, we are done.
It can be shown from Lemma 26 that with high probability, AΓ satisfies the pre-conditions
of Lemma 27. The result then follows by repeated application of Lemma 27. Note that each
iteration switches exactly two edges, so decreases the size of the minimum balanced separator
by at most 4.
◀
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5.3

Playing the Game

Suppose Γ is a bipartite 3-regular graph on two sets U and V of m vertices each that is (k +3)well-connected. Let Γ̂ be the CFI-graph constructed from Γ as described in Section 5.1, and
M and N be two biadjacency matrices for Γ̂ where N is obtained from M by interchanging
exactly one pair of columns. We aim to prove that Duplicator has a winning strategy in the
(T (Altn × Altn , id), k)-bijection game played on M and N .
To say that Duplicator has a winning strategy in the (T (Altn × Altn , id), k)-bijection
game played on M and N is the same as saying that Duplicator has a winning strategy in the
(T (Altn × Altn , α), k)-bijection game played on two copies of M where α is a permutation
swapping two columns of M . Equivalently, we say Duplicator has a winning strategy in the
(T (AltX × AltY , α), k)-bijection game played on two copies of the graph Γ̂ where α is a
permutation of Y consisting of a single swap (yy ′ ) of two elements y, y ′ ∈ Y . It also does
not matter which two elements y, y ′ we choose as any swap can be obtained from (yy ′ ) by
composing with a permutation in AltY . This is then the formulation we prove. For some
u ∈ U , fix two vertices x0 , x1 ∈ Ou which form a single pair in the gadget corresponding to
u and let α = (x0 x1 ).
▶ Lemma 28. Duplicator has a winning strategy in the (T (AltX × AltY , α), k)-bijection
game played on two copies of the graph Γ̂.
Proof (sketch). The key property of the gadget in Figure 1 is that for any two of the three
sets {x0 , x1 }, {y0 , y1 } and {z0 , z1 }, there is an automorphism of the gadget swapping the two
elements within those two sets while fixing the two in the third. Moreover, it can be checked
that this automorphism, seen as a permutation on the vertices of Γ̂ is in AltX × AltY . Given
a cycle C in the graph Γ, we can chain together these permutations of Γ̂: for each vertex
v in C, swap the vertices in the pairs corresponding to the two edges that are in the cycle.
This gives an automorphism of Γ̂ we call βC . Since all cycles in Γ̂ are of even length, this
automorphism is also in AltX × AltY .
Duplicator’s strategy can now be described as follows. At any point in the game, at
most k vertices of Γ̂ are pebbled and these are from gadgets corresponding to at most k
vertices {p1 , . . . , pk } of Γ. By the connecteness assumption, Γ \ {p1 , . . . , pk } has a component
∆ which contains more than half of the vertices of Γ, and ∆ is 2-connected. We call ∆ the
large component at this game position. Duplicator ensures that the bijection at any stage
of the game is an automorphism of Γ̂ composed with a swap (v0 v1 ) of a pair of vertices
in Ou for some edge {u, v} ⊆ ∆. We call {u, v} the twisted edge. The condition is clearly
satisfied in the initial position as ∆ is the whole graph. At each subsequent move, after
Spoiler has placed a pebble on a vertex x, Duplicator chooses an edge {u′ , v ′ } in the new
large component to twist. This must be combined with an untwisting of {u, v} while ensuring
that the entire bijection is obtained from the previous one by composing with a permutation
in AltX × AltY . If x is not in {v0 , v1 } this is easy, as we can simply apply the two swaps
(v0 v1 ) and (v0′ v1′ ). However, if x ∈ {v0 , v1 } we must find a permutation that fixes the pair
{v0 , v1 } pointwise. We do this by finding a cycle C within the large component before x
is chosen containing the edge {u, v} and composing the swaps (v0 v1 ) and (v0′ v1′ ) with the
automorphism βC of Γ̂.
◀
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Bringing it Together

We pull things together to prove Theorem 19
Proof of Theorem 19. We have from Theorem 24 that for each n ∈ N there exists a 3-regular
balanced bipartite graph Γn with 2n vertices that is k(n)-well-connected for k(n) = Ω(n)
and has an odd number of perfect matchings. Let Γ̂n be the CFI-graph constructed from Γn
as described in Section 5.1, and Mn and Nn be two biadjacency matrices for Γ̂n where Nn is
obtained from Mn by interchanging exactly one pair of columns. From Lemma 28 we have
that Duplicator has a winning strategy for the (T (Altn × Altn , id), k(n) − 3)-bijection game
on Mn and Nn . From Lemma 23 and the fact that Γn has an odd number of perfect matchings,
it follows that det(Mn ) ̸= 0 and so, since det(Mn ) = − det(Nn ), we have det(Mn ) ̸= det(Nn ).
The result now follows from Theorem 18.
◀
Theorem 19 is stated and proved specifically for fields of characteristic zero and we leave
an extension to finite fields for future work.

6

Lower Bound for the Permanent

We previously established in [11] lower bounds on symmetric circuits for the permanent
showing that there are no subexponential square-symmetric circuits computing the permanent
of an n × n matrix in any field of characteristic zero, along with a similar result for matrixsymmetric circuits in any field of characteristic other than two.
These bounds are consequences of the same construction: we give, for each k, a pair of
bipartite graphs Xk and X̃k on which Duplicator has a winning strategy in the k-pebble
bijection game which have different numbers of perfect matchings. The graphs Xk and
X̃k are on two sets A and B of n = O(k) vertices each and the difference between the
number of perfect matchings in Xk and X̃k is a power of 2. The k-pebble bijection game for
which a Duplicator winning strategy is shown is essentially the (T (SymA × SymB , id), k)
game. This shows that the biadjacency matrices of Xk and X̃k cannot be distinguished by
SymA ×SymB -symmetric circuits of subexponential size and also that the adjacency matrices
of Xk and X̃k cannot be distinguished by SymA∪B -symmetric circuits of subexponential size.
Since Xk and X̃k have different numbers of perfect matchings, their biadjacency matrices
have distinct permanents. Since the number of perfect matchings differ by a power of 2, they
have distinct permanents modulo p for any odd prime p. Moreover, since the permanent of
the adjacency matrix of a bipartite graph is the square of the permanent of its biadjacency
matrix, we have that the adjacency matrices have distinct permanents. Together, these
give us the stated lower bounds for circuits computing the permanent in the second and
fourth columns of Table 1. To establish the lower bound in the third column, it suffices to
observe that Duplicator has a winning strategy on Xk and X̃k even in the restricted game
(T (AltA × AltB , id), k).
The construction of the graph Γ̂ from Γ given in Section 5.1 gives from Γ a pair of
non-isomorphic graphs which are not distinguishable by k-dimensional Weisfeiler-Leman
equivalence. We use only one graph Γ̂ from the pair, as our game is played on two different
biadjacency matrices of the same graph and our main concern is that this matrix has non-zero
determinant. Of course, the different biadjacency matrices have the same permanent, and for
a lower bound for the latter, we do need to play the game on a pair of non-isomorphic graphs.
It turns out that the other graph in the pair has the same number of perfect matchings as
Γ̂ and therefore the bi-adjacency matrix has the same permanent. Instead, we can use the
construction we presented in [11] where we adapted the CFI construction in two ways. The
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graph X(Γ) is obtained from Γ̂ by first, for each edge e = {u, v} of Γ, contracting the two
edges e0 = {u0 , v0 } and e1 = {u1 , v1 } in Γ̂ and secondly, for each vertex v of Γ, adding a
new vertex vb to Γ̂ which is adjacent to all four vertices in Iv . The resulting graph X(Γ) is a
4-regular bipartite graph and X̃(Γ) is obtained from it by taking one vertex v of Γ and in
the corresponding gadget, for one edge e incident on v, interchanging the connections of e0
and e1 . The fact that X(Γ) and X̃(Γ) have biadjacency matrices with different permanents
is proved in [11]. What we are able to show is that Duplicator has a winning strategy in
a pebble game (with a linear number of pebbles) played on these two graphs, even when
restricted to bijections from AltA × AltB , which suffices to establish the following.
▶ Theorem 29. Let F be a field of characteristic other than 2. There is no family of
Altn × Altn -symmetric circuits (Cn )n∈N over F of size 2o(n) computing the permanent over
F.

7

Concluding Discussion

The study of the complexity of symmetric circuits began in the context of logic. Specifications
of decision problems on graphs (or similar structures) formulated in formal logic translate
naturally into algorithms that respect the symmetries of the graphs. This yields a restricted
model of computation based on symmetric circuits for which we are able to prove concrete
lower bounds, in a fashion similar to the restriction to monotone circuits. Methods developed
in the realm of logic for proving inexpressibility results can be reinterpreted as circuit lower
bound results.
One step in this direction was the connection established in [1] between polynomial-size
Boolean threshold circuits on the one hand and fixed-point logic with counting on the other.
This shows that the power of symmetric Boolean threshold circuits to decide graph properties
is delimited by the counting width of those properties. In particular, this shows that a
number of NP-complete graph problems including 3-colourability and Hamiltonicity cannot
be decided by polynomial-size symmetric Boolean threshold circuits. This is particularly
interesting as the power of such symmetric circuits has been shown to encompass many
strong algorithmic methods based on linear and semidefinite programming (see, for instance,
[2]). This methodology was extended to graph parameters beyond decision problems, and to
arithmetic circuits rather than Boolean circuits in [11]. Together these extensions established
that no subexponential size square symmetric (i.e. unchanged by simultaneous row and
column permutations) arithmetic circuits could compute the permanent.
The permanent of a {0, 1} matrix M has a natural interpretation as a graph invariant
and so lends itself easily to methods for proving lower bounds on graph parameters. The
situation with the determinant of M is more subtle. If M is a symmetric n × n matrix, then
we can see at as the adjacency matrix of a graph Γ on n vertices and the determinant is a
graph invariant, that is to say it only depends on the isomorphism class of Γ. Moreover,
it is a graph invariant that can be computed efficiently by symmetric circuits (at least in
characteristic zero) as was shown for Boolean circuits in [19] and for arithmetic circuits
in [11]. When M is not a symmetric matrix, we could think of it as the adjacency matrix
of a directed graph. In this case, the symmetries that a circuit must preserve are still the
permutations of n, so simultaneous permutations of the rows and columns of M and the
upper bounds obtained still apply. But, we can also think of M as a biadjacency matrix of a
bipartite graph Γ, and now the determinant of M is not an invariant of Γ. We have a richer
set of symmetries, and methods for proving bounds on the complexity of graph parameters
do not directly apply.
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What we have sought to do in the present paper is to develop the methods for proving
lower bounds on the counting width of graph parameters to a general methodology for proving
circuit lower bounds for polynomials or more generally functions invariant under certain
permutations of their input variables. To do this, we prove a support theorem for circuits
which is for a more general collection of symmetry groups than proved in prior literature;
we adapt the Spoiler-Duplicator bijection game to work for more general invariance groups
and more general structured inputs than those arising as symmetries of graph matrices; and
we show a direct relationship between these games and orbit size of circuits that bypasses
connections with width measures on graphs. This methodology is then applied to arithmetic
circuits computing the determinant and we are able to prove an exponential lower bound
for circuits symmetric under the full permutation group Dn ≤ Symn × Symn that fixes the
determinant of M . Indeed, we do this for the smaller group Altn × Altn . The application
requires considerable work in constructing the example matrices and applying the bijection
games.
We see one main contribution to be establishing the general methodology for proving
circuit lower bounds under various notions of symmetry. There are many ways in which this
could be pushed further. First, our proof of the support theorem requires the presence of large
alternating groups in the symmetry group under consideration. Perhaps more sophisticated
notions of support could be developed which would allow us to consider smaller groups.
Secondly, while we state our main result for the group Altn × Altn , the bijection game itself
uses rather fewer symmetries. It would be interesting to establish tighter bounds on the
symmetry group for which we get exponential lower bounds. Indeed, the results can be seen
as giving a trade-off between circuit size and symmetries and this suggests an interesting
terrain in which to explore the symmetry requirements of the circuit as a resource.
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Abstract
We introduce a new notion of influence for symmetric convex sets over Gaussian space, which we
term “convex influence”. We show that this new notion of influence shares many of the familiar
properties of influences of variables for monotone Boolean functions f : {±1}n → {±1}.
Our main results for convex influences give Gaussian space analogues of many important results
on influences for monotone Boolean functions. These include (robust) characterizations of extremal
functions, the Poincaré inequality, the Kahn-Kalai-Linial theorem [28], a sharp threshold theorem of
Kalai [29], a stability version of the Kruskal-Katona theorem due to O’Donnell and Wimmer [44],
and some partial results towards a Gaussian space analogue of Friedgut’s junta theorem [24]. The
proofs of our results for convex influences use very different techniques than the analogous proofs for
Boolean influences over {±1}n . Taken as a whole, our results extend the emerging analogy between
symmetric convex sets in Gaussian space and monotone Boolean functions from {±1}n to {±1}.
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Introduction

Background: An intriguing analogy. This paper is motivated by an intriguing, but at
this point only partially understood, analogy between monotone Boolean functions over the
hypercube and symmetric convex sets in Gaussian space. Perhaps the simplest manifestation
of this analogy is the following pair of easy observations: since a Boolean function f :
{±1}n → {±1} is monotone if f (x) ≤ f (y) whenever xi ≤ yi for all i, it is clear that “moving
an input up towards 1n ” by flipping bits from −1 to 1 can never decrease the value of f .
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Similarly, we may view a symmetric1 convex set K ⊆ Rn as a 0/1 valued function, and it is
clear from symmetry and convexity that “moving an input in towards the origin” can never
decrease the value of the function.
The analogy extends far beyond these easy observations to involve many analytic and
algorithmic aspects of monotone Boolean functions over {±1}n under the uniform distribution
and symmetric convex subsets of Rn under the Gaussian measure. Below we survey some
known points of correspondence (several of which were only recently established) between
the two settings:
1. Density increments. The well-known Kruskal-Katona theorem [36, 31] gives quantitative information about how rapidly a monotone f : {±1}n → {±1} increases on average as
the input to f is “moved up towards 1n.” Let f : {±1}n → {0, 1} be a monotone function
and let µf (j) be the fraction of the nj many weight-j inputs for which f outputs 1; the
Kruskal-Katona theorem implies (see e.g. [41]) that if k = cn for some c bounded away
from 0 and 1 and µf (k) ∈ [0.1, 0.9], then µf (k + 1) ≥ µf (k) + Θ(1/n). Analogous “density
increment” results for symmetric convex sets are known to hold in various forms, where
the analogue of moving an input in {±1}n up towards 1n is now moving an input in Rn
in towards the origin, and the analogue of µf (j) is now αr (K), which is defined to be
the fraction of the origin-centered radius-r sphere rSn−1 that lies in K. For example,
Theorem 2 of the recent work [16] shows that if K ⊆ Rn is a symmetric convex set (which
√
we view as a function K : Rn → {0, 1}) and r = Θ( n) satisfies αr (K) ∈ [0.1, 0.9], then
αK (r(1 − 1/n)) ≥ αK (r) + Θ(1/n).
2. Weak learning from random examples. Building on the above-described density
increment for symmetric convex sets, [16] showed that any symmetric convex set can be
√
learned to accuracy 1/2 + Ω(1)/ n in poly(n) time given poly(n) many random examples
drawn from N (0, 1)n . [16] also shows that any poly(n)-time weak learning algorithm
(even if allowed to make membership queries) can achieve accuracy no better than
√
1/2 + O(log(n)/ n). These results are closely analogous to the known (matching) upper
and lower bounds for poly(n)-time weak learning of monotone functions with respect to
√
the uniform distribution over {±1}n : Blum et al. [6] showed that 1/2 + Θ(log(n)/ n) is
the best possible accuracy for a poly(n)-time weak learner (even if membership queries
are allowed), and O’Donnell and Wimmer [44] gave a poly(n) time weak learner that
achieves this accuracy using random examples only.
3. Analytic structure and strong learning from random examples. [11] showed
that the Fourier spectrum of any n-variable monotone Boolean function over {±1}n
√
is concentrated in the first O( n) levels. Analogously, [35] showed that the same
√
concentration holds for the first O( n) levels of the Hermite spectrum2 of the indicator
function of any convex set. In both cases this concentration
gives rise to a learning
√
algorithm, using random examples only, running in nO( n) time and learning the relevant
class (either monotone Boolean functions over the n-dimensional hypercube or convex
sets under Gaussian space) to any constant accuracy.
4. Qualitative correlation inequalities. The well-known Harris-Kleitman theorem
[26, 34] states that monotone Boolean functions are non-negatively correlated: any
monotone f, g : {±1}n → {0, 1} must satisfy E[f g] − E[f ] E[g] ≥ 0. The Gaussian

1
2

A set K ⊆ Rn is symmetric if −x ∈ K whenever x ∈ K.
The Hermite polynomials form an orthonormal basis for the space of square-integrable real-valued
functions over Gaussian space; the Hermite spectrum of a function over Gaussian space is analogous to
the familiar Fourier spectrum of a function over the Boolean hypercube. See Section 2 for details.
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Correlation Inequality [48] gives an exactly analogous statement for symmetric convex
sets in Gaussian space: if K, L ⊆ Rn are any two symmetric convex sets, then E[KL] −
E[K] E[L] ≥ 0, where now expectations are with respect to N (0, 1)n .
5. Quantitative correlation inequalities. Talagrand [50] proved the following quantitative
version of the Harris–Kleitman inequality: for monotone f, g : {±1}n → {0, 1},
!
n
X
1
E[f g] − E[f ] E[g] ≥
·Ψ
Inf i [f ]Inf i (g) .
(1)
C
i=1
Here Ψ(x) := x/ log(e/x), C > 0 is an absolute constant, Inf i [f ] is the influence of
coordinate i on f (see Section 2), and the expectations are with respect to the uniform
distribution over {±1}n . In a recent work [14] proved a closely analogous quantitative
version of the Gaussian Correlation Inequality: for K, L symmetric convex subsets of Rn ,
!
n
X
1
e i )L(2e
e i) ,
E[KL] − E[K] E[L] ≥
·Υ
K(2e
(2)
C
i=1
n
o
x
e i)
where Υ : [0, 1] → [0, 1] is Υ(x) = min x, log2 (1/x)
, C > 0 is a universal constant, K(2e
denotes the degree-2 Hermite coefficient in direction ei (see Section 2), and expectations
are with respect to N (0, 1)n .
We remark that in many of the above cases the proofs of the two analogous results
(Boolean versus Gaussian) are very different from each other even though the statements are
quite similar. For example, the Harris-Kleitman theorem has a simple one-paragraph proof
by induction on n, whereas the Gaussian Correlation Inequality was a famous conjecture for
four decades before Thomas Royen proved it in 2014.
Motivation. We feel that the examples presented above motivate a deeper understanding
of this “Boolean/Gaussian analogy.” This analogy may be useful in a number of ways; in
particular, via this connection known results in one setting may suggest new questions and
results for the other setting.3 Thus the overarching goal of this paper is to strengthen the
analogy between monotone Boolean functions over {±1}n and symmetric convex sets in
Gaussian space. We do this through the study of a new notion of influence for symmetric
convex sets in Gaussian space.

1.1

This Work: A New Notion of Influence for Symmetric Convex Sets

Before presenting our new notion of influence for symmetric convex sets in Gaussian space,
we first briefly recall the usual notion for Boolean functions. For f : {±1}n → {±1}n , the
influence of coordinate i on f , denoted Inf i [f ], is Pr[f (x) ̸= f (x⊕i )], where x is uniform
random over {±1}n and x⊕i denotes x with its i-th coordinate flipped. It is a well-known
fact (see e.g. Proposition 2.21 of [45]) that for monotone Boolean functions f , we have
Inf i [f ] = fb(i), the degree-1 Fourier coefficient corresponding to coordinate i.

3

Indeed, the recent Gaussian density increment and weak learning results of [16] were inspired by the
Kruskal-Katona theorem and the weak learning algorithms and lower bounds of [6] for monotone Boolean
functions. Similarly, the recent quantitative version of the Gaussian Correlation Theorem established in
[14] was motivated by the existence of Talagrand’s quantitative correlation inequality for monotone
Boolean functions.
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Inspired by the relation Inf i [f ] = fb(i) for influence of monotone Boolean functions, and
by the close resemblance between Equation (1) and Equation (2), [14] proposed to define the
influence of K along direction v, for K : Rn → {0, 1} a symmetric convex set and v ∈ Sn−1 ,
to be
e
Inf v [K] := −K(2v),
the (negated) degree-2 Hermite coefficient4 of K in direction v (see Definition 10 for a
detailed definition). [14] proved that this quantity is non-negative for any direction v and
any symmetric convex K (see Proposition 11). They also defined the total influence of K to
be
I[f ] :=

n
X

Inf ei [f ]

(3)

i=1

and observed that this definition is invariant under different choices of orthonormal basis
other than e1 , . . . , en , but did not explore these definitions further.
The main contribution of the present work is to carry out an in-depth study of this new
notion of influence for symmetric convex sets. For conciseness, and to differentiate it from
other influence notions (which we discuss later), we will sometimes refer to this new notion
as “convex influence.”
Inspired by well known results about influence of monotone Boolean functions, we establish
a number of different results about convex influence which show that this notion shares
many properties with the familiar Boolean influence notion. Intriguingly, and similar to the
Boolean/Gaussian analogy elements discussed earlier, while the statements we prove about
convex influence are quite closely analogous to known results about Boolean influences, the
proofs and tools that we use (Gaussian isoperimetry, Brascamp-Lieb type inequalities, etc.)
are very different from the ingredients that underlie the corresponding results about Boolean
influence.

1.2

Results and Organization

We give an overview of our main results below.

1.2.1

Basics, Examples, and Margulis–Russo

We begin in Section 3.1 by working through some basic properties of our new influence
notion. After analyzing some simple examples in Section 3.2, we next show in Section 3.3
that the total convex influence for a symmetric convex set is equal to (a scaled version of) the
rate of change of the Gaussian volume of the set as the variance of the underlying Gaussian
is changed. This gives an alternate characterization of total convex influence, and may be
viewed as an analogue of the Margulis–Russo formula for our new influence notion.

1.2.2

Lower Bounds on Total Convex Influence

In Section 4, we give a lower bound on the total convex influence (Equation (3)) for symmetric
convex sets, which is closely analogous to the classical KKL Theorem. Our KKL analogue
is quadratically weaker than the KKL theorem for Boolean functions; we conjecture that a

4

We observe that if K is a symmetric set then since its indicator function is even, the degree-1 Hermite
e must be 0 for any direction v.
coefficient K(v)
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stronger bound in fact holds, which would quantitatively align with the Boolean variant (see
Item 1 of Section 1.3). Our proof relies on the Gaussian isoperimetric inequality and differs
quite significantly from the proof of the KKL theorem for Boolean functions.

1.2.3

Sharp Thresholds for Sets with All Small Influences

In Section 5, we establish a “sharp threshold” result for symmetric convex sets in Gaussian
space, which is analogous to a sharp threshold result for monotone Boolean functions due
to Kalai [29]. Building on earlier work of Friedgut and Kalai [25], Kalai [29] showed that
if f : {±1}n → {0, 1} is a monotone Boolean function and p ∈ (0, 1) is such that (i) all the
p-biased influences of f are on (1) and (ii) the expectation of f under the p-biased measure is
Θ(1), then f must have a “sharp threshold” in the following sense: the expectation of f under
the p1 -biased measure (p2 -biased measure, respectively) is on (1) (1 − on (1), respectively) for
some p1 < p < p2 with p2 − p1 = on (1). For our sharp threshold result, we prove an analogous
statement for symmetric convex sets, where now N (0, σ 2 ) takes the place of the p-biased
distribution over {±1}n and the σ-biased convex influences (see Definition 19) take the place
of the p-biased influences. Interestingly, the sharpness of our threshold is quantitatively
better than the known analogous result [29] for monotone Boolean functions; see Section 5
for an elaboration of this point.

1.2.4

A Stable Density Increment Result

Finally, in Section 6, we use our new influence notion to give a Gaussian space analogue of
a “stability” version of the Kruskal-Katona theorem due to O’Donnell and Wimmer [44].
In [44] it is shown that the Ω(1/n) density increment of the Kruskal-Katona theorem (see
Item 1 at the beginning of this introduction) can be strengthened to Ω(log(n)/n) as long
as a “low individual influences”-type condition holds. We analogously show that a similar
strengthening of the Gaussian space density increment result mentioned in Item 1 earlier can
be achieved under the condition that the convex influence in every direction is low.

1.2.5

Additional Results in the Full Version

In the full version of this paper [15], we give a number of additional results about convex
influences. These include a convex influence analogue of a consequence of Friedgut’s junta
theorem; a convex influence analogue of the Poincaré inequality; a characterization of
symmetric convex sets that are extremal with respect to convex influence; and a comparison
with previously studied notions of influence over Gaussian space.

1.3

Discussion and Future Work

We believe that much more remains to be discovered about this new notion of influences for
symmetric convex sets. We list some natural concrete (and not so concrete) questions for
future work:
1. A stronger
p KKL-type theorem for convex influences? We conjecture that the
factor of log(Var[K]/δ) in our KKL analogue, Theorem 22, can be strengthened to
log(1/δ). As witnessed by Example 18, this would be essentially the strongest possible
quantitative result, and would align closely with the original KKL theorem [28].
2. An analogue of Friedgut’s theorem for convex influences? As noted earlier, in
the full version of this paper, we establish a Gaussian space analogue of a consequence of
Friedgut’s Junta Theorem [24] for Boolean functions over {±1}n . The following would
give a full-fledged Gaussian space analogue of Friedgut’s Junta Theorem:
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▶ Conjecture 1 (Friedgut’s Junta Theorem for convex influences). Let K ⊆ Rn be a convex
symmetric set with Inf [K] ≤ I. Then there are J ≤ 2O(I/ε) orthonormal directions
v 1 , . . . , v J ∈ Sn−1 and a symmetric convex set L ⊆ Rn , such that
a. L(x) depends only on the values of v 1 · x, . . . , v J · x, and
b. Prx∼N (0,1)n [K(x) ̸= L(x)] ≤ ε.
3. Are low-influence directions (almost) irrelevant? Related to the previous question,
we note that it seems to be surprisingly difficult to show that low-influence directions
“don’t matter much” for convex sets. For example, it is an open question to establish
the following, which would give a dimension-free robust version of the last assertion of
Proposition 11:
▶ Conjecture 2. Let K ⊆ Rn be symmetric and convex, and suppose that v ∈ Sn−1 is
such that Inf v [K] ≤ ε. Then there is a symmetric convex set L such that
a. L(x) depends only on the projection of x onto the (n − 1) dimensional subspace
orthogonal to v, and
b. Prx∼N (0,1)n [K(x) ̸= L(x)] ≤ τ (ε) for some function τ depending only on ε (in
particular, independent of n) and going to 0 as ε → 0.
While the corresponding Boolean statement is very easy to establish, natural approaches to
Conjecture 2 lead to open (and seemingly challenging) questions regarding dimension-free
stable versions of the Ehrhard-Borell inequality [23, 53].
4. Algorithmic results? Finally, a broader goal is to further explore the similarities and
differences between the theory of convex symmetric sets in Gaussian space and the theory
of monotone Boolean functions over {±1}n . One topic where the gap in our understanding
is particularly wide is the algorithmic problem of property testing. The problem of testing
monotonicity of functions from {±1}n to {±1} is rather well understood, with the current
state of the art being an Õ(n1/2 )-query upper bound and an Ω̃(n1/3 )-query lower bound
[33, 13]. In contrast, the problem of testing whether an unknown region in Rn is convex
(with respect to the standard normal
distribution) is essentially wide open, with the best
√
known upper bound being nO( n) queries [12] and no nontrivial lower bounds known.

2

Preliminaries

In this section we give preliminaries setting notation and recalling useful background on
n
convex geometry, log-concave functions, and Hermite analysis over N 0, σ 2 .

2.1

Convex Geometry and Log-Concavity

Below we briefly recall some notation, terminology and background from convex geometry
and log-concavity. Some of our main results employ relatively sophisticated results from
these areas; we will recall these as necessary in the relevant sections and here record only
basic facts. For a general and extensive resource we refer the interested reader to [2].
We identify sets K ⊆ Rn with their indicator functions K : Rn → {0, 1}, and we say that
K ⊆ Rn is symmetric if K(x) = K(−x). We write Br to denote the origin-centered ball of
radius r in Rn . If K ⊆ Rn is a nonempty symmetric convex set then we let rin (K) denote
supr≥0 {r : Br ⊆ K} and we refer to this as the in-radius of K.
Recall that a function f : Rn → R≥0 is log-concave if its domain is a convex set and it
satisfies f (θx + (1 − θ)y) ≥ f (x)θ f (y)1−θ for all x, y ∈ domain(f ) and θ ∈ [0, 1]. In particular,
the 0/1-indicator functions of convex sets are log-concave.
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Recall that the marginal of f : Rn → R on the set of variables {i1 , . . . , ik } is obtained by
integrating out the other variables, i.e. it is the function
Z
g(xi1 , . . . , xik ) =
f (x1 , . . . , xn )dxj1 . . . dxjn−k ,
Rn−k

where {j1 , . . . , jn−k } = [n] \ {i1 , . . . , ik }. We recall the following fact:
▶ Fact 3 ([17, 39, 46, 47] (see Theorem 5.1, [40])). All marginals of a log-concave function
are log-concave.
The next fact follows easily from the definition of log-concavity:
▶ Fact 4 ([27], see e.g. [1]). A one-dimensional log-concave function is unimodal.

2.2

Gaussian Random Variables

We write z ∼ N (0, 1) to mean that z is a standard Gaussian random variable, and will use
the notation
Z z
2
1
φ(z) := √ e−x /2
and
Φ(z) :=
φ(t) dt
2π
−∞
to denote the pdf and the cdf of this random variable.
Recall that a non-negative random variable r 2 is distributed according to the chi-squared
distribution χ2 (n) if r 2 = g 21 + · · · + g 2n where g ∼ N (0, 1)n , and that a draw from the chi
distribution χ(n) is obtained by making a draw from χ2 (n) and then taking the square root.
We define the shell-density function for K, αK : [0, ∞) → [0, 1], to be
αK (r) :=

Pr [x ∈ K],

(4)

x∈rSn−1

where the probability is with respect to the normalized Haar measure over rSn−1 ; so αK (r)
equals the fraction of the origin-centered radius-r sphere which lies in K. We observe that if
K is convex and symmetric then αK (·) is a nonincreasing function. A view which will be
sometimes useful later is that αK (r) is the probability that a random Gaussian-distributed
point g ∼ N (0, 1)n lies in K, conditioned on ∥g∥ = r.

2.3

Hermite Analysis over N (0, σ 2 )

n

Our notation and terminology here follow Chapter 11 of [45]. We say that an n-dimensional
multi-index is a tuple α ∈ Nn , and we define
|α| :=

n
X

αi .

(5)

i=1

We write N (0, σ 2 )n to denote the n-dimensional Gaussian distribution with mean 0 and
variance σ 2 , and denote the corresponding measure by γn,σ (·). When the dimension n is
clear from context we simply write γσ (·) instead, and sometimes when σ = 1 we simply
write γ for γ1 . For n ∈ N>0 and σ > 0, we write L2 (Rn , γσ ) to denote the space of functions
f : Rn → R that have finite second moment ∥f ∥22 under the Gaussian measure γσ , that is:

1/2
∥f ∥22 =
E 2 n f (z)2
< ∞.
z∼N (0,σ )

We view L2 (Rn , γσ ) as an inner product space with ⟨f, g⟩ := Ez∼N (0,σ2 )n [f (z)g(z)] for
f, g ∈ L2 (Rn , γσ ). We define “biased Hermite polynomials,” which yield an orthonormal
basis for L2 (Rn , γσ ):
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▶ Definition 5 (Hermite basis). For σ > 0, the σ-biased Hermite polynomials (hj,σ )j∈N are
the univariate polynomials defined as
hj,σ (x) := hj

x
σ

,

where

(−1)j
hj (x) := √ exp
j!



x2
2


·

 2
x
dj
exp
−
.
dxj
2

▶ Fact 6 (Easy extension of Proposition 11.33, [45]). For n ≥ 1 and σ > 0, the collection of
n-variate σ-biased Hermite polynomials given by (hα,σ )α∈Nn where
hα,σ (x) :=

n
Y

hαi ,σ (x)

i=1

forms a complete, orthonormal basis for L2 (Rn , γσ ).
Given a function f ∈ L2 (Rn , γσ ) and α ∈ Nn , we define its (σ-biased) Hermite
coefficient on α to be feσ (α) := ⟨f, hα,σ ⟩. It follows that f is uniquely expressible as
P
f = α∈Nn feσ (α)hα,σ with the equality holding in L2 (Rn , γσ ); we will refer to this expansion
as the (σ-biased) Hermite expansion of f . When σ = 1, we will simply write fe(α) instead of
feσ (α) and hα instead of hα,1 . Parseval’s and Plancharel’s identities hold in this setting:
▶ Fact 7. For f, g ∈ L2 (Rn , γσ ), we have:
⟨f, g⟩ =
⟨f, f ⟩ =

E

z∼N (0,σ 2 )

E

z∼N (0,σ 2 )

[f (z)g(z)] =
n

X

feσ (α)e
gσ (α),

(Plancherel)

α∈Nn

[f (z)2 ] =
n

X

feσ (α)2 .

(Parseval)

α∈Nn

The following notation will sometimes come in handy.
▶ Definition 8. Let v ∈ Sn−1 and f ∈ L2 (Rn , γσ ). We define f ’s σ-biased Hermite coefficient
of degree k along v, written feσ (kv), to be
feσ (kv) :=

E

x∼N (0,σ 2 )n

[f (x) · hk,σ (v · x)]

(as usual omitting the subscript when σ = 1).
▶ Notation 9. We will write ei ∈ Nn to denote the ith standard basis vector for Rn .
In this notation, for example, fe(2ei ) = Ex∼N (0,1)n [f (x) · h2 (xi )]. Finally, for a measurable set K ⊆ Rn , it will be convenient for us to write γ(K) to denote Prx∼N (0,1)n [x ∈ K],
the (standard) Gaussian volume of K.

3

Influences for Symmetric Convex Sets

In this section, we first introduce our new notion of influence for symmetric convex sets over
Gaussian space and establish some basic properties. In Section 3.2 we analyze the influences
of several natural symmetric convex sets, and in Section 3.3 we give an analogue of the
Margulis-Russo formula (characterizing the influences of monotone Boolean functions) which
provides an alternative equivalent view of our new notion of influence for symmetric convex
sets in terms of the behavior of the sets under dilations.
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Definitions and Basic Properties

▶ Definition 10 (Influence for symmetric log-concave functions). Let f ∈ L2 (Rn , γ) be a
symmetric (i.e. f (x) = f (−x)) log-concave function. Given a unit vector v ∈ Sn−1 , we define
the influence of direction v on f as being



1 − (v · x)2
e
√
Inf v [f ] := −f (2v) =
E
[−f (x)h2 (v · x)] =
E
f (x) ·
,
x∼N (0,1)n
x∼N (0,1)n
2
the negated “degree-2 Hermite coefficient in the direction v.” Furthermore, we define the total
influence of f as
I[f ] :=

n
X

Inf ei [f ].

i=1

Note that the indicator of a symmetric convex set is a symmetric log-concave function,
and this is the setting that we will be chiefly interested in. The following proposition (which
first appeared in [14], and a proof of which can be found in the full version [15]) shows
that these new influences are indeed “influence-like.” An arguably simpler argument for the
non-negativity of influences is presented in Section 3.3.
▶ Proposition 11 (Influences are non-negative). If K is a centrally symmetric, convex set,
then Inf v [K] ≥ 0 for all v ∈ Sn−1 . Furthermore, equality holds if and only if K(x) = K(y)
whenever xv⊥ = yv⊥ (i.e. the projection of x orthogonal to v coincides with that of y) almost
surely.
We note that the total influence of a symmetric, convex set K is independent of the
choice of basis; indeed, we have



n − ∥x∥2
√
I[K] =
E
f (x)
(6)
x∼N (0,1)n
2
which is invariant under orthogonal transformations. Hence any orthonormal basis
{v1 , . . . , vn } could have been used in place of {e1 , . . . , en } in defining I[K].
We note that (as is shown in the proof of Proposition 11), the influence of a fixed
coordinate is not changed by averaging over some set of other coordinates:
▶ Fact 12. Let K ⊆ Rn be a symmetric, convex set, and define the log-concave function
Kei : R → [0, 1] as
Kei (x) :=

E

x∼N (0,1)n−1

[K(x1 , . . . , xi−1 , x, xi+1 , . . . , xn )].

(7)

Then we have
Inf ei [K] = Inf e1 [Kei ] = I[Kei ].

(8)

We conclude with the following useful relationship between the in-radius of a symmetric
convex set K and its max influence along any direction.
▶ Proposition 13. Let K ⊆ Rn be a centrally symmetric convex set with γ(K) ≥ ∆, and let
rin = rin (K) be the in-radius of K. Then there is some direction v ∈ Sn−1 such that
2

Inf v [K] ≥

∆e−rin
.
23/2 π
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We will use the following Brascamp–Lieb-type inequality.
▶ Lemma 14 (Final assertion of Lemma 4.7 of [51]). If g : R → R≥0 is log-concave and
symmetric and supported in [−c, c], then
Rc

2
x2 e−x /2 g(x)dx
−c
Rc
e−x2 /2 g(x)dx
−c

≤1−

1 −c2
e .
2π

We use this in the proof of the following claim, which will easily yield Proposition 13:
▶ Proposition 15. Let K ⊆ Rn be a centrally symmetric convex set with γ(K) ≥ ∆, and let
v ∈ Sn−1 be a unit vector such that K ⊆ {x ∈ Rn : |v · x| ≤ c}. Then we have
2

Inf v [K] ≥

∆e−c
.
23/2 π

Proof of Proposition 15. For ease of notation, we take v = e1 and so K ⊆ {x ∈ Rn : |x1 | ≤
c}. From Equations (7) and (8), we have that
1
Inf v [K] = Inf e1 [K] = I[Ke1 ] = √
2 π

Z

Kei (x)(1 − x2 )e−x

2

/2

dx

(9)

R

where Ke1 : R → [0, 1] is the symmetric log-concave function given by
Ke1 (x) :=

E

x∼N (0,1)n−1

[K(x, x2 , . . . , xn )].

As K(x) = 0 when |x1 | > c we have that supp(g) ⊆ [−c, c] and so it follows from Equation (9)
that
Z c
2
1
Inf v [K] = √
Ke (x)(1 − x2 )e−x /2 dx.
(10)
2 π −c 1
It follows then from Lemma 14 that
Inf v [K] ≥

1
23/2 π

2

e−c
√
2π

Z

!

c

Ke1 (x)e

−x2 /2

−c

which completes the proof of Proposition 15.

dx

2

=

∆e−c
23/2 π

◀

Proof of Proposition 13. By definition of the in-radius and the supporting hyperplane
theorem, there must exist some unit vector v̂ ∈ Rn such that
K ⊆ K∗ := {x ∈ Rn : |v̂ · x| ≤ rin },
and hence by Proposition 15 we get that
2

2

Var[K]e−rin
γ(K)e−rin
Inf v̂ [K] ≥
≥
,
23/2 π
23/2 π
giving Proposition 13 as claimed.

◀

A. De, S. Nadimpalli, and R. A. Servedio

3.2

53:11

Influences of Specific Symmetric Convex Sets

In this subsection we consider some concrete examples by analyzing the influences of a few
specific symmetric convex sets, namely “slabs”, balls, and cubes. As we will see, these are
closely analogous to well-studied monotone Boolean functions (dictator, Majority, and Tribes,
respectively).
▶ Example 16 (Analogue of Boolean dictator: a “slab”). Given a vector w ∈ Rn , define
Dictw := {x ∈ Rn : |⟨x, w⟩| ≤ 1}. As suggested by the notation, this is the analogue of a
single Boolean variable f (x) = xi , i.e. a “dictatorship.” For simplicity, suppose w := 1c · e1
for some c > 0, i.e. Dictw = {x ∈ Rn : |x1 | ≤ c}. We then have
(

Θ c · exp −c2 /2
i=1
Inf ei [Dictw ] =
.
0
i ̸= 1
Note that while in the setting of the Boolean hypercube there is only one “dictatorship” for
each coordinate, in our setting given a particular direction we can have “dictatorships” of
varying widths and volumes.
▶ Example 17 (Analogue of Boolean Majority: a ball). Let Br := {x ∈ Rn : ∥x∥2 ≤ r} denote
the ball of radius r. Analogous to the Boolean majority function, we argue that for B = B√n
√
we have that Inf ei (B) = Θ(1/ n) for all i ∈ [n].
Recall from Equation (6) that


1
I[B] = √
E n B(x) n − ∥x∥2 .
x∼N
(0,1)
2
By the Berry-Esseen Central Limit Theorem (see [5, 22] or, for example, Section 11.5 of [45]),
we have that for t ∈ R,


∥x∥2 − n
c
√
Pr
≤ t − Pr [y ≤ t] ≤ √
n
n
x∼N (0,1)n
y∼N (0,1)
for some absolute constant c. In particular, this implies that

√ 
c
Pr
∥x∥2 ≤ n − n ≥ Pr [y ≤ −1] − √ ≥ 0.15.
n
x∼N (0,1)n
y∼N (0,1)
Since Prx∼N (0,1)n [B(x) = 1] = 12 ± on (1), and B(x)(n − ∥x∥2 ) is never negative, it follows
that


√ 
E n B(x) n − ∥x∥2 ≥ Θ n
x∼N (0,1)

 
from which symmetry implies that Inf ei [B] ≥ Θ √1n for all i ∈ [n]. The upper bound
 
Inf ei [B] ≤ Θ √1n follows from Parseval’s identity.
Our last example is analogous to the “Tribes CNF” function introduced by Ben-Or and
Linial [4] (alternatively, see Definition 2.7 of [45]):
▶ Example 18 (Analogue of Boolean Tribes:
a cube). Let Cr
:=
n
{x ∈ R : |xi | ≤ r for all i ∈ [n]} denote the axis-aligned cube of side-length 2r and
γ(Cr ) = 12 , i.e. let r > 0 be the unique value such that
Pr
g∼N (0,1)

[|g| ≤ r] =

 1/n
1
Θ(1)
=1−
.
2
n

(11)
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√
By standard tail bounds on the Gaussian distribution, we have that r = Θ( log n). Because
of the symmetry of Cr , we have Inf ei [Cr ] = Inf ej [Cr ] for all i, j ∈ [n]. Note, however, that
we can write
Cr (x) =

n
Y

Dict1/r (xi )

i=1

where Dict1/r : R → {0, 1} is as defined in Example 16. By considering the Hermite
representation of Cr (x), it is easy to see that

n−1 

Inf ei [Cr ] =
E
Dict1/r (g)
I Dict1/r .
g∼N (0,1)


 p
By our choice of r above, we have E Dict1/r = n 1/2 and so
E
g∼N (0,1)



Dict1/r (g)

n−1

= Θ(1).





2
From Example 16, we know I Dict1/r = Θ re−r /2 , and so we have


2
Inf ei [Cr ] = Θ re−r /2 .

(12)

We now recall the following tail bound on the normal distribution (see Theorem 1.2.6 of [18]
or Equation 2.58 of [52]):




1
1
1
1
3
− 3 ≤ Pr [g ≥ r] ≤ φ(r)
− 3+ 5 ,
φ(r)
(13)
r
r
r
r
r
g∼N (0,1)
2

where φ(r) = √12π e−r /2 is the density function of N (0, 1). Combining Equation (11),
Equation (12) and Equation (13) we get that Inf ei [Cr ] = Θ(r2 ) · Prg∼N (0,1) [g ≥ r] =
Θ(log(n)) · Θ(1/n), which corresponds to the influence of each individual variable on the
Boolean “tribes” function.

3.3

Margulis-Russo for Convex Influences: An Alternative
Characterization of Influences via Dilations

In this subsection we give an alternative view of the notion of influence defined above, in terms
of the behavior of the Gaussian measure of the set as the variance of the underlying Gaussian
is changed.5 This is closely analogous to the Margulis-Russo formula for monotone Boolean
functions on {±1}n (see [49, 42] or Equation (8.9) in [45]), which relates the derivative (with
respect to p) of the p-biased measure of a monotone function f to the p-biased total influence
of f .
We start by defining σ-biased convex influences, which are analogous to p-biased influences
from Boolean function analysis (see Section 8.4 of [45]).
▶ Definition 19 (σ-biased influence). Given a centrally symmetric convex set K ⊆ Rn , we
define the σ-biased influence of direction v on K as being
e
Inf (σ)
v [K] := −fσ (2v) =

5

E

x∼N (0,1)n

[−f (x)h2,σ (v · x)],

Since γσ (K) = γ(K/σ), decreasing (respectively increasing) the variance of the underlying Gaussian
measure is equivalent to dilating (respectively shrinking) the set.
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the negated degree-2 σ-biased Hermite coefficient in the direction v. We further define the
σ-biased total influence of K as
I(σ) [K] :=

n
X

Inf (σ)
ei [K].

i=1

The proof of the following proposition, which asserts that the rate of the change of the
Gaussian measure of a symmetric convex set K with respect to σ 2 is (up to scaling) equal
to the σ-biased total influence of K, is deferred to the full version [15]. We note that this
relation was essentially known to experts (see e.g. [37]), though we are not aware of a specific
place where it appears explicitly in the literature.
▶ Proposition 20 (Margulis-Russo for symmetric convex sets). Let K ⊆ Rn be a centrally
symmetric convex set. Then for any σ > 0 we have
d
dσ 2

n

E

x∼N (0,σ 2 )

[K(x)] =
n

−I(σ) [K]
−1 X
√
= √
Inf (σ)
ei [K].
σ2 2
σ 2 2 i=1

Note that decreasing (respectively increasing) the variance of the background Gaussian
measure is equivalent to dilating (respectively shrinking) the symmetric convex set while
keeping the background measure fixed; this lets us write
1
γn (K) − γn ((1 − δ)K)
I[K] = √ lim
δ
2 δ→0

(14)

for a symmetric convex K ⊆ Rn . We also note that Proposition 20 easily extends to the
following coordinate-by-coordinate version (which also admits a similar description in terms
of dilations):
▶ Proposition 21 (Coordinate-wise Margulis-Russo). Let K ⊆ Rn be a centrally symmetric
convex set. Then for any σ > 0, we have
d
dσi2

E

xi ∼N (0,σi2 )

=

[K(x)]
σi2 =σ 2

j̸=i : xj ∼N (0,σ 2 )

−1
√ Inf (σ)
ei [K].
σ2 2

In particular, we have
√ d
Inf ei [K] = − 2 2
dσ

E

xi ∼N (0,σ 2 )
j̸=i : xj ∼N (0,1)

.

[K(x)]
σ 2 =1

Note that decreasing the variance of the underlying Gaussian measure along a coordinate
direction cannot cause the volume of the set to decrease. It follows then that Inf ei [K] ≥ 0
for all ei .

4

A KKL Analogue for Symmetric Convex Sets

A fundamental result on the influence of variables for Boolean functions f : {±1}n → {±1}
is the celebrated “KKL Theorem” of Kahn, Kalai, and Linial [28], which gives a lower bound
on total influence. The KKL theorem shows (roughly speaking) that if all influences are small
then the total influence must be somewhat large. Several proofs of the KKL Theorem are now
known, using a range of different techniques such as the famous hypercontractive inequality
[7, 3] (the original approach), methods of stochastic calculus [21], and the Log-Sobolev
inequality [32]. In this section we prove our convex influence analogue of the KKL theorem
using the Gaussian Isoperimetric Theorem [8].
ITCS 2022
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Recall that the KKL theorem for Boolean functions over {±1}n states that if no coordinate
influence is allowed to be large (each is at most δ), then the total influence must be large (at
least Ω(Var[f ] · log(1/δ))). We now prove an analogous result for convex influences, though
we only achieve a quadratically weaker bound in terms of the max influence:
▶ Theorem 22 (KKL for symmetric convex sets). Let K ⊆ Rn be a symmetric convex set with
Inf v [K] ≤ δ ≤ Var[K]/10 for all v ∈ Sn−1 . Then
s 
!
Var[K]
I[K] ≥ Ω Var[K] log
.
(15)
δ
Our proof of Theorem 22 is inspired by the approach of [38]. The main technical ingredient
we use is the Gaussian isoperimetric inequality:
▶ Proposition 23 (Gaussian isoperimetric inequality, [8]). Given any Borel set A ⊆ Rn , we
have
Φ−1 (γn (At )) ≥ Φ−1 (γn (A)) + t
where At := A + Bt is the t-enlargement of A.
We remark that it is easy to obtain Proposition 23 from the Ehrhard-Borell inequality
[20, 9, 10]. We will also require the following easy estimate on the Gaussian isoperimetric
function φ ◦ Φ−1 (·).
▶ Proposition 24. Let Φ : R → [0, 1] denote the cumulative distribution function of the
standard one-dimensional Gaussian distribution, and let φ := Φ′ denote its density. Then
for all α ∈ (0, 1), we have
r
2
−1
min(α, 1 − α).
φ ◦ Φ (α) ≥
π
q


Proof. By symmetry, it suffices to show that φ ◦ Φ−1 (α) ≥ π2 α for α ∈ 0, 21 . This is
immediate from the fact that
 
1
−1
−1 1
φ ◦ Φ (0) = 0
and
φ◦Φ
=√ ,
2
2π
and the concavity of φ ◦ Φ−1 (see, for example, Exercise 5.43 of [45]).

◀

Proof of Theorem 22. Let rin denote the in-radius of K. We will show that
1
I[K] ≥ √ Var [K] · rin
π

(16)

and that
rin ≥ Ω(

p

ln(Var[K]/δ))

(17)

from which the desired result follows.
For Equation (17), by Proposition 13 we have that for some direction v ∈ Sn−1 ,
2

Inf v̂ [K] ≥

2

Var[K]e−rin
γ(K)e−rin
≥
.
23/2 π
23/2 π
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Combining this with Inf v̂ [K] ≤ δ and recalling that δ ≤ Var[K]/10, we get Equation (17).
We turn now to establishing Equation (16). Recall from Equation (14) of Section 3.3 (our
Margulis-Russo formula) that
1
γ(K) − γ((1 − δ)K)
I[K] = √ lim
.
δ
2 δ→0

(18)

We proceed to upper-bound γ((1 − δ)K) in terms of γ(K). Since rin is the in-radius of K,
for all 0 < δ ≤ 1, we have that
(1 − δ)K + δrin B1 = (1 − δ)K + Bδrin ⊆ K.

(19)

Let K c := R\K, and let (K c )δrin := K c + Bδrin be the δrin -enlargement of K c . It follows
from Equation (19) that (1 − δ)K ∩ (K c )δrin = ∅, which in turn implies that
γ((1 − δ)K) + γ((K c )δrin ) ≤ 1,

and so

γ((1 − δ)K) ≤ 1 − γ((K c )δrin ).

However, from the Gaussian isoperimetric inequality (Proposition 23), we know that

γ((K c )δrin ) ≥ Φ Φ−1 (γ(K c )) + δrin .

(20)

(21)

Let α = γ(K c ), so γ(K) = 1 − α. Putting Equations (18), (20), and (21) together, we get

Φ Φ−1 (α) + δrin − α
1
I[K] ≥ √ lim
δ
2 δ→0

!
−1
Φ Φ (α) + ε − Φ Φ−1 (α)
1
= √ rin lim
ε→0
ε
2

1
= √ rin · Φ′ Φ−1 (α)
2
1
= √ rin · φ ◦ Φ−1 (α)
2
by making the change of variables ε := δrin and using the fact that φ = Φ′ . It follows then
from Proposition 24 that
!
r
1
2
1
I[K] ≥ √ rin ·
min(α, 1 − α) ≥ √ Var [K] · rin
π
π
2
which completes the proof.

◀

As discussed in Item 1 of Section
 1.3, we conjecture that the RHS of Equation (15) can be
strengthened to Ω Var[K] log 1δ , which would be the best possible bound by Example 18.

5

Sharp Threshold Results for Symmetric Convex Sets

For any symmetric convex set K ⊆ Rn , we have that γσ (K) = γ(K/σ), and hence the map
ΨK : σ 7→ γσ (K) is a non-increasing function of σ (since K/σ1 ⊆ K/σ2 whenever σ1 ≥ σ2 ).
Given this, it is natural to study the rate of decay of ΨK for different symmetric convex sets
K ⊆ Rn .
The S-inequality of [37] can be interpreted as saying that the slowest rate of decay across
all symmetric convex sets of a given volume is achieved by a symmetric
p strip. Let K∗ be
n
such a strip, i.e. we may take K∗ = {x ∈ R : |x1 | ≤ c∗ } where c∗ = Θ( ln(1/ε)) is chosen
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so that ΨK∗ (1) = 1 − ε (and hence γ(K∗ ) = 1 − ε). With this choice of c∗ , it follows that
ΨK∗ (σ) = ε for σ = Θ̃(1/ε). Hence, for the volume of K∗ to shrink from 1 − ε to ε, the
variance of the underlying Gaussian has to increase very dramatically, by a factor of Õ(1/ε2 ).
Taking, for example, ε = 0.01, we see that in order for the symmetric strip K∗ to have its
Gaussian volume change from γ1 (K∗ ) = 0.99 to γσ (K∗ ) = 0.01, the parameter σ must vary
over an interval of size Θ(1), so the strip K∗ does not exhibit a “sharp threshold.”
Of course, as we have seen before, the symmetric strip K∗ has an extremely large (constant)
convex influence in the direction e1 . We now show that large individual influences are the
only obstacle to sharp thresholds, i.e. any symmetric convex set in which no direction has
large convex influence must exhibit a sharp threshold:
▶ Theorem 25 (Sharp thresholds for symmetric convex sets with small max influence). Let
K ⊆ Rn be a centrally symmetric convex set. Suppose ε, δ > 0 where δ ≤ ε−10 log(1/ε) and
ε > 0 is sufficiently small (at most some fixed absolute
 constant).
 Suppose that γ(K) ≤ 1 − ε

and maxv∈Sn−1 [Inf v (K)] ≤ δ. Then, for σ = 1 + Θ √ln(1/ε)

ln(ε/δ)

, we have γσ (K) ≤ ε.

Setting ε = 0.01 and δ = o(1), the above theorem implies that for K a symmetric convex set
K with maxv∈Sn−1 [Inf v (K)] = o(1), it must be the case that γσ (K) changes from 0.99 to
0.01 as the underlying σ changes from 1 to 1 + o(1).
Discussion. Theorem 25 can be seen as a convex influence analogue of a “sharp threshold”
result due to Kalai [29]. Building on [25], Kalai [29] shows that if f : {±1}n → {0, 1} is
monotone and its max influence is o(1), then µp (f ) must have a sharp threshold (where
µp (f ) is the expectation of f under the p-biased measure) (see also Theorem 3.8 of [30]).
This is closely analogous to Theorem 25, which establishes a sharp threshold for γσ (K)
under the assumption that the max convex influence of K is o(1). We note an interesting
quantitative distinction between Theorem 25 and the result of [29]: if the max influence of
a monotone f : {±1}n → {0, 1} function is δ, then [29] shows that µp (f ) goes from 0.01 to
0.99 in an interval of width ≈ 1/poly(log log(1/δ)) (see the discussion following Theorem 3.8
of [30]). In p
contrast, Theorem 25 shows that γσ (K) goes from 0.01 to 0.99 in an interval of
width ≈ 1/ log(1/δ), thus establishing an exponentially “sharper threshold” in the convex
setting.6
Proof of Theorem 25. We may assume that γ(K) ≥ ε, since otherwise, there is nothing to
prove. Let rin = rin (K) be the in-radius of K. By Proposition 13 we get that
s
rin ≥


ln

γ(K)
23/2 πδ

s


≥


ln

ε
23/2 πδ


(22)

(note that our assumptions on δ and ε imply that the right hand side of (22) is well-defined).
Next, we observe that a mutatis mutandis modification of the proof of Equation (16) gives
that
1
I(σ) [K] ≥ √ · rin · Var[K].
σ
π

6

(23)

Roughly speaking, the extra exponential factor in [29] arises because of Friedgut’s junta theorem; our
proof takes a different path and does not incur this quantitative factor.
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We further recall that by our Margulis-Russo formula for symmetric convex sets (Proposition 20), we have
1
dγσ (K)
= − √ I(σ) [K].
2
2
dσ
σ 2

(24)

Combining (22), (23) and (24), we get that
s 

ε
dγσ (K)
1
√
ln
≤
−
·
Var
[K]
·
.
σ
dσ 2
23/2 πδ
2πσ 2
Expressing Varσ [K] as γσ (K) · (1 − γσ (K)) and “solving” the above differential equation for
γσ (K), we get that
s 





ε
γσ (K)
γ(K)
−1
· 2 ln σ.
(25)
ln
− ln
≤ √ · ln
1 − γσ (K)
1 − γ(K)
23/2 πδ
2π
Using the assumption that γ(K) ≤ 1 − ε, it follows that for σ ≥ 1, we have
s 



γσ (K)
ε
−1
ln
≤ ln(1/ε) + √ · ln
· 2 ln σ.
1 − γσ (K)
23/2 πδ
2π
Recalling the assumption that δ ≤ ε−10 log(1/ε) , we see that choosing
!
ln(1/ε)
σ =1+Θ p
,
ln(ε/δ)
we get γσ (K) ≤ ε as claimed.

◀

▶ Remark 26. We close this section by noting that the type of threshold phenomenon
studied here has previously been considered in geometric functional analysis. In particular,
the seminal work of Milman [43], using concentration of measure to establish Dvoretzky’s
theorem [19] on almost Euclidean sections of symmetric convex sets, implies a type of
threshold phenomenon for symmetric convex sets. Milman’s result can be shown to imply
that if the “Dvoretzky number” of a symmetric convex set is ωn (1), then the set must
exhibit a type of sharp threshold behavior. Indeed, Milman’s theorem can be used to give an
alternate proof of a result that is similar to Theorem 25.

6

A Robust Kruskal-Katona Analogue for Symmetric Convex Sets

Recall from Equation (4) that for a symmetric convex set K ⊆ Rn , the shell density function
αK : [0, ∞) → [0, 1] is defined to be αK (r) := Prx∈Sn−1
[x ∈ K], and that αK (·) is nonr
increasing. In [16], De and Servedio established the following quantitative lower bound on
the rate of decay of αK (·):
▶ Theorem 27 (Theorem 12 of [16]). Let K ⊆ Rn be a convex body that has in-radius
rin > 0. Then for r > rin such that min{αK (r), (1 − αK (r))} ≥ e−n/4 , as ∆r → 0+ we have
that


√
rin · n · ∆r
αK (r − ∆r) − αK (r) ≥ Ω
αK (r)(1 − αK (r)).
r2
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As alluded to in Item 1 of Section 1, the above result can be used to obtain a Kruskal-Katona
type theorem for centrally symmetric convex sets. In particular, we have the following
corollary:
√
▶ Corollary 28. Let K ⊆ Rn be a symmetric convex set and r = Θ( n) be such that
αK (r) ∈ [1/10, 9/10]. Then, as ε → 0+ , we have that
αK (r(1 − ε)) − αK (r) = Ω(ε).
Proof. Let rin denote the in-radius of K, so for any ζ > 0, there is a point z∗ such that
z∗ ̸∈ K and ∥z∗ ∥2 = rin + ζ. By the separating hyperplane theorem, it follows that there is a
unit vector v̂ ∈ Rn such that
K ⊆ K∗ := {x ∈ Rn : |v̂ · x| ≤ rin + ζ}.

(26)

We next upper bound αK∗ (r). For this, without loss of generality, we may assume that
v̂ = e1 . We have

√ 
(rin + ζ) · n
,
αK∗ (r) = Pr
[|y
|
≤
r
+
ζ]
≤
O
1
in
r
y∈Sn−1
r
where the upper bound is an easy consequence of well-known concentration of measure results
for the n-dimensional unit sphere. Now, using (26) and letting ζ → 0, we have

√ 
rin · n
αK (r) ≤ αK∗ (r) ≤ O
.
r
Since αK (r) ≥ 0.1 by assumption, it follows that rin = Ω(1). Corollary 28 now follows
from Theorem 27.
◀
A Robust Analogue of Kruskal-Katona. The lower bound given by Corollary 28 cannot be
improved in general; for example, the convex set K = Dicte1 := {x : |x1 | ≤ 1} satisfies the
conditions of Corollary 28 and has
αDicte1 (r(1 − ε)) − αDicte1 (r) = Θ(ε)
√
for r = Θ( n). This is closely analogous to how the Ω(1/n) density increment of the
original Kruskal-Katona theorem for monotone Boolean functions (recall Item 1 of Section 1)
cannot be improved in general because of functions like the Boolean dictator function
f (x) = x1 . However, if “large single-coordinate influences” are disallowed then stronger forms
of the Kruskal-Katona theorem, with larger density increments, hold for monotone Boolean
functions. In particular, O’Donnell and Wimmer proved the following “robust” version of
the Kruskal-Katona theorem:
▶ Theorem 29 (Theorem 1.3 of [44]). Let f : {±1}n → {0, 1} be a monotone function and
let n/10 ≤ j ≤ 9n/10. If 1/10 ≤ µj (f ) ≤ 9/10 and it holds for all i ∈ [n] that
1
Pr [f (x) = 1|xi = 1] − Pr [f (x) = 1|xi = −1] ≤ 1/10 ,
[n]
[n]
n
x∼( j )
x∼( j )
then

µj+1 (f ) ≥ µj (f ) + Ω


log n
.
n

(27)
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In words, under condition Equation (27) (which is akin to saying that each variable xi has
“low influence on f ”), the much larger density increment Ω(log(n)/n) must hold.
Using our notion of convex influences, we now establish a robust version of Corollary 28
which is similar in spirit to the Boolean “robust Kruskal-Katona” result given by Theorem 29.
Intuitively, our result says that if all convex influences are small, then we get a stronger
density increment than Corollary 28:
√
√
▶ Theorem 30. Let K ⊆ Rn be a centrally symmetric convex set and n ≤ r = Θ( n) be
such that αK (r) ∈ [1/10, 9/10]. If Inf v [K] ≤ δ for all v ∈ Sn−1 then as ε → 0+ we have that
p
αK (r(1 − ε)) − αK (r) = Ω(ε ln(1/δ)).
Proof of Theorem 30. We begin by proving that γ(K) = Θ(1). Note that
Z ∞
Z √n
γ(K) =
αK (r) · χn (r)dr ≥
αK (r) · χn (r)dr,
r=0

r=0

where χn (·) is the pdf√ of the χ-distribution with n-degrees of freedom. Now, since αK (·) is
R n
non-increasing and r=0 χn (r) = Ω(1), it must be the case that
Z √n
√
γ(K) ≥ αK ( n) ·
χn (r)dr = Θ(1),
(28)
r=0

√
where the last equality uses the fact that r ≥ n and αK (r) ≥ 1/10.
Let rin denote the in-radius of K. Exactly as reasoned in the proof of Corollary 28, there
exists a unit vector v ∈ Sn−1 such that K ⊆ {x ∈ Rn : |v · x| ≤ rin + ζ} for any ζ > 0. Since
γ(K) = Ω(1), it now follows from Proposition 15 that there is a direction v such that
2

Inf v [K] = Ω(e−(rin +ζ) ).
p
By our hypothesis, we have that Inf v [K] ≤ δ, so taking ζ → 0 we get that rin = Ω( ln(1/δ))
(note that we may assume δ is at most some sufficiently small constant, since otherwise the
claimed result is given by Corollary 28). We now apply Theorem 27 to obtain that
p
αK (r(1 − ε)) − αK (r) = Ω(ε ln(1/δ)),
thus proving Theorem 30.

◀
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1

Introduction and Main Results

The local Hamiltonian problem is a central object in the field of Hamiltonian complexity, a
field of study at the intersection of quantum information, many-body physics, and complexity
theory. This problem concerns finding the ground-state energy of a Hamiltonian defined on
n qubits to an additive error, or the “promise gap”, that scales as an inverse polynomial in
n. Kitaev’s famous result establishing the QMA-completeness of this problem gives strong
evidence that it is intractable for general k-local Hamiltonians [20]. Since then, there has
been a concerted effort to understand the complexity of this problem in more physically
natural settings. First, we have seen this from the perspective of strengthened hardness
results, where the problem has been studied with additional physically motivated constraints
on the Hamiltonian [25, 4, 6, 15]. From the other side, heuristic quantum algorithms such as
the variational quantum eigensolver (VQE) have been proposed to compute ground-state
energies of certain specific classes of Hamiltonians [26]. Understanding more rigorously the
conditions under which heuristic algorithms can hope to be successful in spite of hardness
results has become a major open question for the field.
To understand this better, we need to identify certain structural properties of Hamiltonians
that could help us classify their complexity. In this work, we focus on two often-identified
properties of Hamiltonians that may make the local Hamiltonian problem easier, neither of
which has been completely characterized from the perspective of complexity theory.
The first of these is the spectral gap, defined to be the difference between the ground-state
energy and the energy of the first excited state. The spectral gap is an important quantity
in the study of any physical Hamiltonian, and is known to make the study of ground-state
physics significantly more tractable in certain specific senses, such as in one dimension
[16, 21]. From the perspective of hardness results, however, it has been noted [8, 14] that
current techniques (namely the clock construction) will not suffice to argue for the hardness
of Hamiltonians with a constant spectral gap. Indeed, it is currently unknown whether the
local Hamiltonian problem stays QMA-hard even with an inverse-polynomial lower bound on
the spectral gap, despite efforts in this direction [3, 17].
Another possible structural property that could potentially make estimating ground-state
energies easier is the existence of a polynomial-size description of the ground state, such
as a tensor-network description (see, e.g. [7]) or a circuit to prepare the ground state. In
the language of complexity theory, the question of whether such classical descriptions (or
“witnesses”) can simplify the local Hamiltonian problem is the subject of the QMA vs. QCMA
question [2, 10].
In this work, we make progress on both of these questions in a potentially less natural
context: the precise regime, where we estimate the ground-state energy to inverse-exponential
precision. Despite this, we will be able to use the additional flexibility afforded by this setting
to prove very general complexity separations which seem beyond the capabilities of present
techniques in the setting of inverse-polynomial precision. In the regime of inverse-exponential
precision, it is known from prior results [11, 12] that the local Hamiltonian problem is
PreciseQMA(= PSPACE)-complete in general.
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Table 1 Complexity of variants of the local Hamiltonian problem in the setting of inverseexponential promise gap. The column “Low circuit-complexity promise” corresponds to problems
where one is promised the existence of a polynomial-sized circuit to prepare a low-energy state,
which corresponds to a classical witness. The problems in the third column have no such promise
and correspond to a quantum witness. The row with ∆ = 0 corresponds to the usual setting of there
being no promise on the spectral gap. The row with ∆ = 1/poly(n) denotes the modified problem in
which there is an inverse-polynomial lower bound on the spectral gap.
Spectral gap (∆)
1/poly(n)
0

Low circuit-complexity promise
PP-complete
NPPP -complete

No promise on circuit complexity
PP-complete
PSPACE-complete [12]

Result 1
The first main result of our work [9] is that in the setting of inverse-exponential precision,
the existence of a spectral gap provably makes a difference in the complexity of the local
Hamiltonian problem. Specifically, we show that under the promise of an inverse-polynomial
lower bound on the spectral gap, denoted as ∆ = Ω(1/poly(n)), the analogous problem is
PP-complete. Assuming the commonly-held belief that PP ̸= PSPACE, we see that a lower
bound on the spectral gap greatly reduces the complexity from PSPACE to PP.

Result 2
Secondly, in the same setting of inverse-exponential precision and inverse-polynomial spectral
gap, we show that a quantum witness offers no advantage over a classical witness. Namely,
in this specific setting, QMA equals QCMA. Moreover, both these classes collapse to PP.
It is important to note that the result above is truly a consequence of the spectral
gap, not the increased precision alone. This is because when there is no lower bound on
the spectral gap, the precise versions of QMA and QCMA are PreciseQMA = PSPACE and
PreciseQCMA = NPPP [23, 13], respectively, which are believed to be distinct. The results in
the previous two paragraphs are summarized in Table 1.

Discussion
Therefore, to summarize, we have given a rigorous setting in which a). The spectral gap
strictly reduces the complexity of the local Hamiltonian problem (assuming PP ̸= PSPACE),
and b). When there is a lower bound on the spectral gap, the promise of there being an
efficient description of the ground state makes no difference to the complexity of the local
Hamiltonian problem.
This brings up the tantalizing possibility that an inverse-polynomial spectral gap already
implies the existence of a polynomial-size circuit to prepare a low-energy state of the
Hamiltonian. This conjecture, if true, would explain why allowing the witness to be quantum
does not help. Further, in the non-precise regime, this conjecture would imply that many
important Hamiltonians (in particular, those with inverse-polynomial spectral gaps) have
ground states with polynomial circuit complexity. This implication might yield cases where
heuristic algorithms could potentially succeed in finding ground-state energies. Our study
is also of interest to the high-energy and gravitational physics communities [18, 28], since
preparing a low-energy state of an interacting quantum field theory is the first step in
simulating it on a quantum computer.
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In the regime of inverse-exponential precision, our work explains a seemingly puzzling
fact, namely the PSPACE-completeness of the local Hamiltonian problem [12]. This fact is
counterintuitive because in the regular setting of inverse-polynomial precision, QMA is in the
class PP [22]; and moreover, the classical class “PreciseP”, is, by definition, PP. Therefore,
there is an unexplained boost in complexity from PP to PSPACE when the precision is
changed from inverse-polynomial to inverse-exponential. Our work shows that this boost is
in fact a consequence of tiny spectral gaps, specifically those scaling inverse-exponentially in
the system size.
Moreover, we note that our results in the precise regime serve to rule out techniques
in the non-precise regime, much in the same way as how oracle results rule out techniques
that relativize with respect to the oracle. As an example, our results imply that any proof
attempt to show QMA-hardness of the local Hamiltonian problem with a spectral gap in the
regular setting must not carry over to the precise regime (unless PP = PSPACE). Similarly,
as a result of our proof techniques, we rule out a sufficiently strong “in-place amplification”
[22, 24] for a class called postQMA [23].

Techniques
In order to prove our results in the setting of inverse-exponential promise gaps, we introduce
a few techniques that might be more broadly applicable in Hamiltonian complexity.
The first of these is a technique to obtain local Hamiltonians with nontrivial lower
bounds on the spectral gap. The technique is a modification of the clock construction
[20, 19], where we allow for the penalty term at the end of the verifier’s circuit to be of small
strength, say Θ(1/poly(n)) or Θ(1/ exp(n)). We call this the small-penalty clock construction.
This construction enables us to apply formal tools like the Schrieffer-Wolff transformation
[27, 5]. This, in turn, enables us to analytically track the entire low-energy spectrum of
the Hamiltonian resulting from the clock construction, instead of only keeping track of the
ground-state energy. We also anticipate this technique to be more widely applicable in
other situations in the precise regime, such as for modified clock constructions based on
perturbation theory and clock constructions dealing with constraints such as spatial locality
and translation-invariance.
In order to show a PP upper bound on the complexity of the local Hamiltonian problem
with a lower bound on the spectral gap in the precise regime, we use a technique commonly
known as the power method. This method relies on the idea that by taking powers of a matrix
with a spectral gap, the limiting behavior converges to that of the eigenstate with extremal
eigenvalue. This method also has a physical interpretation. The idea is that time-evolving
the maximally mixed state under the Hamiltonian H for “imaginary time” −iβ produces the
state ρ ∝ exp[−2βH]. This state, in the limit of large β, has a large enough overlap with
the ground state if the spectral gap is lower bounded. The map produced by imaginarytime evolution exp[−βH], while not unitary, is nevertheless linear, and a PP(= postBQP)
algorithm can simulate linear maps of this form [1]. We show that in PP, it is possible to
simulate the action of the operation exp[−βH] to inverse-exponential precision. This allows
us to give a PP upper bound on the complexity of precisely computing ground-state energies
of Hamiltonians with an inverse-polynomial spectral gap.
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Abstract
A rapidly growing literature on lying in behavioral economics and psychology shows that individuals
often do not lie even when lying maximizes their utility. In this work, we attempt to incorporate
these findings into the theory of mechanism design.
We consider players that have a preference for truth-telling and will only lie if their benefit from
lying is sufficiently larger than the loss of the others. To accommodate such players, we introduce
α-moral mechanisms, in which the gain of a player from misreporting his true value, comparing to
truth-telling, is at most α times the loss that the others incur due to misreporting. Note that a
0-moral mechanism is a truthful mechanism.
We develop a theory of moral mechanisms in the canonical setting of single-item auctions within
the “reasonable” range of α, 0 ≤ α ≤ 1. We identify similarities and disparities to the standard
theory of truthful mechanisms. In particular, we show that the allocation function does not uniquely
determine the payments and is unlikely to admit a simple characterization. In contrast, recall that
monotonicity characterizes the allocation function of truthful mechanisms.
Our main technical effort is invested in determining whether the auctioneer can exploit the
preference for truth-telling of the players to extract more revenue comparing to truthful mechanisms.
We show that the auctioneer can indeed extract more revenue when the values of the players are
correlated, even when there are only two players. However, we show that truthful mechanisms are
revenue-maximizing even among moral ones when the values of the players are independently drawn
from certain identical distributions (e.g., the uniform and exponential distributions).
A by-product of our proof that optimal moral mechanisms are truthful is an alternative proof to
Myerson’s optimal truthful mechanism characterization in the settings that we consider. We flesh
out this approach by providing an alternative proof that does not involve moral mechanisms to
Myerson’s characterization of optimal truthful mechanisms to all settings in which the values are
independently drawn from regular distributions (not necessarily identical).
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Introduction

The backbone of mechanism design is the assumption that individuals will lie whenever doing
so increases their profit. However, a rapidly growing literature in behavioral economics and
psychology questions this assumption. Many experiments demonstrate that participants
often do not lie or do not lie to the full extent in order to maximize their utility. One of the
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now classical experiments is described in [17]: a participant is asked to roll a die in a cup
and report the number to the experimenter (that cannot see which number the participant
rolled). The payoff is determined according to the number reported, where higher numbers
correspond to higher payoffs. Since the numbers are drawn from a known distribution, the
aggregate deviation from truthful reports can be computed. A recent meta-analysis of such
experiments by Abeler et al. [1] showed that participants only collect about 25% of the
potential gains from lying. Similar results were observed in other experiments (e.g., reporting
the number of math problems solved [29], sender-receiver games [13, 18]).
Many models were suggested to explain this preference for truth-telling of individuals.
The meta-analysis of Abeler et al. [1] uses the data previously gathered together with new
experiments to falsify many of these models. The models that survived this elimination
combine a cost for lying and a desire to be perceived as honest by others.1 The cost of lying
can be interpreted as a cognitive cost [34, 6, 10]. In contrast, the desire to be perceived
as honest is guided by one’s preference to keep his “social identity” aligned with his moral
standards, as Gneezy et al. [19] suggest. Roughly speaking, according to social identity
theory (e.g., [2, 5, 33]), one’s social identity is shaped by the way that others (even strangers)
perceive him.
In a seminal paper, Gneezy [18] introduced the sender-receiver game to study deception.
The sender-receiver game is a two-player game in which the sender recommends the receiver
which alternative to choose: A or B. Each alternative implies different rewards for the
sender and the receiver. The sender is asked to tell the receiver which alternative is
better for the receiver. While the sender is aware of the rewards, the receiver knows only
the recommendation of the sender. The rewards that each alternative offered differ over
treatments. However, alternative A always maximized the receiver’s reward, making A the
truthful recommendation. One remarkable finding is that participants lied less in treatments
where their benefit from the lie was small relative to the loss of the other player. 2 A possible
explanation might be that the participants prefer alternative A over alternative B for other
reasons. For example, Fehr and Shmidt [15] suggest that individuals have a preference for
alternatives with a smaller difference in the payoff (i.e., inequality aversion). Charness and
Rabin [7] suggest that individuals prefer alternatives with higher social welfare (see [16]
for a comprehensive survey on such social preferences). Gneezy refutes those alternative
explanations by showing that with the payoffs used in his experiments, the preference of A
over B cannot be explained by the models of [15] nor [7].

Moral Mechanisms
So far, despite the large body of work demonstrating that individuals sometimes choose
not to lie when it may be beneficial to them, relatively few theoretical works took this into
consideration (e.g., [28, 23]). In this paper, we focus on players that rely on their moral
standards when choosing their actions. In particular, such players have a preference for
truth-telling (as demonstrated by [1]) and lie only if their benefit from lying is sufficiently
greater than the loss of the other player(s) from lying (as demonstrated by [18, 13]).3 Due to

1
2

3

These are also the main ingredients in two models that were published around the same time [24, 19].
Hurkens and Karnik [21] provide an alternative explanation to the results of Gneezy [18]. They suggest
that the results can be explained by assuming that some fraction of the population never lies and the
rest lie whenever lying is beneficial. This criticism is refuted by Erat and Gneezy [13] in a different
experimental setup.
The term moral is somewhat loaded, but we use it quite restrictively to refer to players that have these
two preferences.
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the preference for truth-telling, both profit and loss are measured with respect to truth-telling.
Broadly speaking, this paper joins the growing literature that is trying to connect algorithmic
game theory and behavioral economics better (e.g., [25, 27, 26, 3, 20, 14, 4, 9]).
Concretely, in an α-moral mechanism, the gain of a player from misreporting his true
value, comparing to truth-telling, is at most α times the loss that the others incur due to
misreporting (see Section 2 for precise definitions). Note that the case of α = 0 coincides
with the standard definition of a truthful mechanism and that the larger the value of α the
more the player “cares” about the consequences of lying for other players. In this paper
we limit the discussion to 0 ≤ α ≤ 1. Other values of α, very large and even negative, are
unrealistic in many settings, but their analysis might be of mathematical interest. We leave
studying these values to future work.
We stress that the behavior of moral players is very much different than the behavior
of players that have externalities (such as altruistic or spiteful players, e.g., [8, 22]). The
critical distinction here is that the preferences of players with externalities do not depend on
their true value nor on the actions they may need to take to get the mechanism to output a
preferred allocation. In contrast, moral players consider the utility of the other players only
when they contemplate a lie that directly increases their own utility. As moral bidders try to
follow their moral standards as much as possible, they only care about the utility of others
when they are explicitly affecting it by taking a morally wrong action (e.g., lying). To give a
concrete example, an altruistic player may lie to get the mechanism to output an allocation
with higher social welfare even when his own utility remains the same or even decreases. In
contrast, a moral player will not lie in this case.
Before diving into the technical details, it is worth discussing the applicability of moral
mechanisms. Moral mechanisms are usually irrelevant in the case of competing firms. However,
moral mechanisms are likely to be applicable when we have individuals that make decisions
that directly influence their own payoff. In such cases, the social identity of the player is
indeed shaped by his decisions. The player might therefore prefer to avoid lying, especially
when the damage caused to others is large compared to the gains of the player. Naturally,
this tendency is usually stronger when the players know each other personally. Thus we
believe that our model is relevant when auctioning resources within an organization, or
auctioning among a group of individuals that share central traits such as religion or culture,
and so on. To illustrate this point, consider a hypothetical example of a department head
who has to choose which PI will get some lab equipment, e.g., a fancy microscope. Each PI
will naturally exaggerate the contribution of the new equipment to his lab, but we expect
the exaggeration to be limited, in particular, if it is clear that another lab can make much
better use of the equipment.

A Theory of Moral Mechanisms
We start with developing the foundations of moral mechanism design (Section 3). Our focus
is the canonical setting of allocating a single item. We observe, as expected, that the set of
allocation functions that can be implemented by moral mechanisms is a strict superset of
the set of allocation functions that can be implemented by a truthful mechanism. In fact,
for every 0 ≤ α′ < α ≤ 1, the set of allocation functions of α-moral mechanisms strictly
contains the set of allocation functions of α′ -moral mechanisms. However, in sharp contrast
to dominant-strategy mechanism design, where a dominant-strategy implementable allocation
function uniquely determines the payment (up to a constant), multiple payment functions
might be used to implement a given allocation function as a moral mechanism.

ITCS 2022

55:4

Mechanism Design with Moral Bidders

Next, we attempt to understand the structure of morally-implementable allocation
functions. A key tool in the theory of mechanism design is the characterization of the set of
dominant-strategy implementable allocation functions as the set of monotone functions. We
provide some evidence that an analogous characterization does not exist for moral mechanisms
in the sense that there are moral mechanisms whose allocation function can be arbitrary in
many “contiguous” instances.
Nevertheless, we do obtain a simple condition that characterizes the set of moral mechanisms, but this condition involves the payment function. It is well known that in a truthful
mechanism, the price that the winner pays is only a function of the values of the others.
That is, there are functions p−1 , . . . , p−n and if player i wins in the instance (v1 , . . . , vn )
then his payment is p−i (v−i ). We refer to mechanisms that have this property as payment
independent. In a truthful mechanism, if player i’s profit is positive (vi − p−i (v−i ) > 0) then
player i will win the item and every player j ̸= i is not profitable (vj − p−j (v−j ) ≤ 0). In
contrast, in a moral mechanism, several players might have a positive profit. This observation
derives our characterization for every value of α, stated here for the simple case of α = 1. A
mechanism is a profit maximizer if it is payment independent and the item is allocated to a
player i that maximizes vi − p−i (v−i ), as long as this expression is not negative (importantly,
more than one player might have a positive profit). In particular, for α = 1, we characterize
the set of moral mechanisms as the set of profit maximizers.

The Main Result
After understanding the basic principles of moral mechanism design, we go on to our main
technical effort. Suppose that the players have positive values of α. Is there a moral
mechanism that generates more revenue than truthful mechanisms?4 In particular, can the
auctioneer benefit from designing the auction in a way that will effectively “amplify” the
players’ values of α?5
We consider the case where the values (v1 , . . . , vn ) are drawn from a distribution F in a
correlated way (Section 5). We show that for any 0 < α ≤ 1 there is a distribution F such
that an α-moral mechanism extracts more revenue than its optimal truthful counterpart by
a multiplicative constant factor. In the other direction, we show that truthful mechanisms
extract at least half the revenue of the revenue-maximizing α-moral mechanism.
In Section 4 we study the classic setting of revenue maximization with n players where
the value of each player i is drawn independently from a known and identical distribution
F. For convenience, we assume that the valuations are discrete, i.e., there is some ε > 0
such that the support of F is {0, ε, 2ε, . . . , 1 − ε, 1}. Our main result shows that for certain
distributions, including the uniform and exponential distributions, the optimal deterministic
moral mechanism is in fact truthful even when α is as large as 1. In other words, the
auctioneer cannot exploit the “moral standards” of the players to increase his revenue.

4

5

In our model, bidders care about the payoffs of the other bidders but not about the payoff of the
auctioneer. This is quite common as often other bidders are treated as peers whereas the auctioneer is
a part of a different social group. Consider, e.g., the example discussed above of PIs who are competing
for a fancy microscope. The PIs probably care about the potential benefits of their colleagues from
using the microscope but not so much about “donating” money to the institutional bureaucracy.
This might be done by making the consequences of the actions of the players more explicit. For example,
in a different context, Read et al. [31] asked participants to choose between taking $5 to their pocket
and donating $5 to the red cross. When the choices were made more explicitly – “take the money and
the red cross does not get the money“ and “donate the money to the red cross” – the percentage of
donations to the red cross increased.

S. Dobzinski and S. Oren

55:5

Ideally, to prove our main result, we would like to extend Myerson’s celebrated characterization of optimal mechanisms [30] to hold for profit maximizers (moral mechanisms
with α = 1) and not just for truthful mechanisms.6 However, this approach fails almost
immediately: Myerson’s first step is to characterize the payment function in terms of the
allocation function. Given the characterization, Myerson’s proof completely ignores the
payment functions and continues to find the allocation function that maximizes revenue. This
approach inherently fails for moral mechanisms since, as we show, the allocation function of
1-moral mechanisms is “almost” unconstrained. Thus a different approach to characterizing
optimal moral mechanisms is needed. Therefore, instead of “ignoring” the payment functions
almost immediately and focusing on the allocation function, we develop a very different proof
technique that puts the payment functions in the center. By subtle manipulations, we can
characterize the payment functions of an optimal moral mechanism. We discover that the
optimal moral mechanism is truthful, thus proving the optimality of Myerson’s mechanisms
also among moral mechanisms.
As a by-product, we obtain an alternative proof of Myerson’s theorem for the settings
that we consider. In the full version we flesh out our approach by providing an alternative
proof to Myerson characterization of optimal truthful mechanisms when the values of the
players are independently drawn from (not necessarily identical) distributions that satisfy
Chung and Ely’s discrete analogue of the regularity condition [11]. Our alternative proof
is not shorter than Myerson’s but is more “direct”. We – and this is obviously a subjective
statement – find it easier to digest since our proof gradually “exposes” the mechanism rather
than obtaining it at once via Myerson’s spectacular but somewhat opaque proof. We hope
that this proof will find more applications beyond characterizing optimal moral mechanisms.

Open Questions and Future Directions
It is well documented that in practice bidders sometimes do not bid truthfully, even when
truth telling is a dominant strategy. The literature underlines the importance of the specific
implementation in motivating truthful bidding (e.g., ascending vs. sealed bid auctions).
Our work raises the possibility of using implementations that exploit behavioral biases to
encourage truthful bidding in auction settings (see footnote 5 and the discussion that leads
to it). In that light, one implication of our paper is that in some settings the revenue that
the auctioneer can extract does not increase with implementations that fully exploits the
tendency of bidders to truth telling. It is a fascinating future direction to further explore
this issue which resides on the border of behavioral economics and auction design.
We also leave several questions open on the immediate level: can moral mechanisms raise
more revenue than their truthful counterparts when the distributions are not identical or not
even regular? The proofs that moral mechanisms sometimes obtain more revenue and that
truthful mechanisms are optimal for certain independent distributions are both quite subtle
and make use of several novel technical constructs. We therefore believe that progress on this
front will reveal more exciting insights. Furthermore, even considering truthful mechanisms,
can the new proof technique for characterizing optimal mechanisms be used in other settings
to obtain new results about truthful mechanisms, or maybe simplify existing ones?
Another promising avenue for future research is exploring moral mechanisms in other
settings: can we characterize them? Are they more powerful? Even if they do not have more
power, perhaps there are computationally efficient moral mechanisms for problems in which
no computationally efficient truthful mechanisms exist.

6

Note that proving that optimal 1-moral mechanisms are truthful immediately implies that optimal
α-moral mechanisms for any 0 ≤ α < 1 are truthful as well.
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2

Model

This paper studies single item auctions. Let N = {1, . . . , n} be a set of players. The private
information of player i is his value vi for the item. The set of possible values of player i is
R+ . An allocation function f : (R+ )n → N ∪ {0} receives the bids of all players and decides
whether to allocate the item and to which player. A direct mechanism is composed of an
allocation function f and a payment function p : (R+ )n → Rn that determines the payment
of each player. All mechanisms in this paper are deterministic.
We study moral mechanisms for single item auctions that obey the following standard
properties:
1. Individual Rationality: for every player i and (v1 , . . . , vn ), vi · δ(i = f (v1 , . . . , vn )) ≥
p(v1 , . . . , vn )i (i.e., a player does not pay more than his value). Here, δ(·) is a function
that receives a boolean condition and returns 1 if the condition holds and 0 otherwise.
2. No Positive Transfers: For every player i and (v1 , . . . , vn ), p(v1 , . . . , vn )i ≥ 0.
Note that the two properties imply that the payment of a player that does not get the
item is 0. Define the profit of player i with true value vi for reporting value vi′ :
πi (vi′ , v−i |vi ) = vi · δ(i = f (vi′ , v−i )) − p(vi′ , v−i )i

▶ Definition 1 (Moral Mechanisms). Consider an individually rational mechanism with no
positive transfers for single item auction M = (f, p). M is α-moral if in every instance
(v1 , . . . , vn ), for every player i and vi′ such that πi (vi′ , v−i |vi ) − πi (vi , v−i |vi ) > 0:
X

πi (vi′ , v−i |vi ) − πi (vi , v−i |vi ) ≤ α ·
πj (vi , v−i |vj ) − πj (vi′ , v−i |vj )
j̸=i

when α = 1 we simply say that M is moral.
For example, when α = 1 and all players report truthfully, if player i misreports its value
then its profit might indeed increase (comparing to truth-telling), but the sum of profits of
the other players decreases by at least the amount that the profit of player i increased.
Observe that any mechanism that is α-moral is also α′ -moral for α′ > α. In particular,
note that a 0-moral mechanism is simply a truthful mechanism. To simplify the presentation,
we will sometimes limit ourselves to the somewhat “cleaner” case of α = 1. We note that
our main result that shows that among all 1-moral mechanisms, the revenue-maximizing
mechanism is truthful (0-moral) directly implies that for every 0 ≤ α ≤ 1 the revenuemaximizing mechanism among all α-moral mechanisms is truthful.
Note that truth-telling is an equilibrium of α-moral mechanisms if every player i believes
that the other players report truthfully and player i will not misreport its value if its gain is
less than α times the loss of the other players from this misreport7 . In this paper we analyze
the truth-telling equilibrium of α-moral mechanisms.
Our definition of moral mechanisms is inspired by [18, 19] who only consider two-player
games. Two natural extensions come to mind when trying to extrapolate to n-player games:
a player weighs his lie against the sum of losses of the other players, or against the maximal
loss of a single player. In our single item auction setting, since the payoff of each player that
does not receive the item is 0, these two extensions coincide.
7

This is similar to, e.g., direct revelation Bayes-Nash incentive compatible mechanisms: truth-telling is
an equilibrium if all players agree on the underlying distributions from which the values are drawn and
assume that the other players bid their true types.
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Properties of α-Moral Mechanisms

We start with showing that the relaxation to α-moral mechanisms strictly extends the set of
allocation functions that can be implemented:
▷ Claim 2. For any α > 0 there exists an allocation function that can be implemented with
an α-moral mechanism but not in dominant strategies.
Proof. Consider the following mechanism:
α
1
If v1 ≥ 1, v1 ̸= 1 + 10
and v2 ≥ 10
– allocate to player 1 at price 1.
α
If v1 = 1 + 10 – allocate to player 2 at price 0.
Otherwise, do not allocate the item.
Note that the allocation function is not monotone, hence the mechanism cannot be implemented in dominant strategies, even with different payments. To see that the allocation
2
function is not monotone, consider the case where v1 = 1 and v2 = 10
. The item is allocated
α
to player 1. However, when v1 = 1 + 10 and v2 remains the same, the item is allocated to
player 2.
We now show that the mechanism is α-moral. First, observe that truth telling is a
dominant strategy for player 2: when he gets the item his payment is always zero and
whether he gets the item or not is not a function of his own value. As for player 1, we
1
, player 1 does not get the item regardless of his report. Now,
first observe that if v2 < 10
1
assuming that v2 ≥ 10 we distinguish between two cases:
When player 1 gets the item he pays 1. Thus, when v1 < 1 player 1 should bid his true
α
value. Similarly, when 1 + 10
̸= v1 > 1 his profit for reporting his true value is v1 − 1 ≥ 0.
α
1
If v1 = 1 + 10 , player 2 gets the item. If v2 ≥ 10
, the only way for player 1 to have a
α
positive profit is by reporting a value that is at least 1 but not 1 + 10
. In this case player 1
α
gets the item and pays 1, so the profit of player 1 increases to 10 from 0. However, notice
1
that player 2 gets the item and pays nothing, so his profit is at least v2 − 0 ≥ 10
. Thus
the profit of player 1 indeed increases by reporting a different value, but not by more
than α times the decrease of the profit of player 2. Hence the mechanism is α-moral. ◁

3.1

The Payment Functions of α-Moral Mechanisms

Truthful mechanisms have the property that the price that a player pays when it wins the
item does not depend on the value that it reports. We say that a (not necessarily truthful)
mechanism with this property is payment independent. We observe that α-moral mechanisms
are payment independent.
▶ Definition 3 (payment independence). A mechanism M = (f, p) is payment independent if
the price of every winning player i does not depend on his own value. I.e., for every vi , vi′ , v−i ,
if player i wins in both instances (vi , v−i ) and (vi′ , v−i ) then p(vi , v−i )i = p(vi′ , v−i )i .
▶ Observation 4. Every α-moral mechanism is payment independent.
Proof. Consider an α-moral mechanism M = (f, p). Fix some v−i and assume that there
are vi , vi′ such that the item is allocated to player i in both instances (vi , v−i ) and (vi′ , v−i ).
Toward contradiction and without loss of generality, suppose that p(vi , v−i )i > p(vi′ , v−i )i .
Note that if player i’s value is vi , reporting vi′ increases his profit by reducing his payment.
Observe that in both instances all the other players have a zero profit since they do not
win anything and hence pay nothing. Thus, the mechanism is not moral since player i can
increase his profit by reporting vi′ instead of vi without reducing the profit of any of the
other players.
◀
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The theory of dominant-strategy mechanisms states that in single item auctions an implementable allocation function uniquely defines the prices. In contrast, when the mechanism is
1-moral, the same allocation function may be implemented by different payment functions.
For example, in the full version we show that:
▷ Claim 5. Consider the allocation function that allocates the item to the player with the
highest value. For any 0 ≤ c ≤ 1, the mechanism that allocates the item to the player with
the highest value and charges him c · vj , where vj is the second-highest value, is 1-moral.
Note that in the above example the higher the value of c the more revenue that the
mechanism generates in every instance. In particular, among all possible choices of c, c = 1
gives the mechanism with the highest revenue in that family. Interestingly, when c = 1 the
mechanism is just a second-price auction, which is obviously a dominant strategy mechanism.
We show that this is not a coincidence: if f is an allocation function that can be implemented
as an α-moral mechanism by several payment functions and one of the implementations is a
dominant strategy implementation, then in every instance the revenue that the dominant
strategy implementation generates is at least as high as the other implementations.
▶ Proposition 6. Consider a dominant-strategy mechanism M = (f, p) and an α-moral
mechanism M ′ = (f, p′ ) (both mechanisms implement the same social choice function), both
are individually rational and have no positive transfers. Then, p′ ≤ p.
̸ f (v) we have that
Proof. Recall that for any instance v = (v1 , . . . , vn ) and player i =
′
p(v)i = p (v)i = 0. Assume towards contradiction that there exists vi , v−i such that
f (vi , v−i ) = i but p′ (vi , v−i )i > p(vi , v−i )i . Let vi′ be such that p′ (vi , v−i )i > vi′ > p(vi , v−i )i .
Since M is a dominant-strategy mechanism we have that f is monotone and p(vi , v−i )i is the
critical value of player i. This implies that player i wins the item in the instance (vi′ , v−i ) in
both mechanisms. Since every moral mechanism is payment independent (Observation 4), in
M ′ player i pays p′ (vi′ , v−i )i = p′ (vi , v−i )i . Hence, we get that in this case vi′ < p′ (vi′ , v−i )i
in contradiction to individual rationality.
◀

3.2

Characterizations and non-Characterizations of Moral Mechanisms

Working directly with the definition of moral mechanisms in order to construct and analyze
moral mechanisms is not always easy. Thus, we identify a certain natural class of moral
mechanisms, called profit maximizers, that is easier to work with. Fortunately, we will show
that α-profit maximizers are equivalent to α-moral mechanisms.
▶ Definition 7 (Potential Profit). Let M = (f, p) be a payment independent mechanism.
Fix v−i . Let p−i (v−i ) be the payment of player i if there exists some value vi′ such that
f (vi′ , v−i ) = i. If such vi′ does not exist then p−i (v−i ) is defined to be ∞. p−i (v−i ) is the
potential payment of player i and the potential profit of player i is vi − p−i (v−i ).
▶ Definition 8 (α-Profit Maximizers). Let M = (f, p) be an individually rational payment
independent mechanism with no positive transfers. M is a profit maximizer if when the
item is allocated, it is allocated to a player with a maximal non-negative potential profit.
Furthermore, the item is allocated whenever the potential profit of at least one of the players
is positive.
A mechanism is α-profit maximizer for 0 ≤ α ≤ 1 if in addition the following holds: for
every (v1 , . . . , vn ) such that the item is allocated to player i, for every player j ̸= i:
vj − p−j (v−j ) ≤ α · (vi − p−i (v−i ))
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We refer to 1-profit maximizers as profit maximizers. Note that, every dominant-strategy
mechanism is a profit maximizer in the sense that if the potential profit of player i is positive,
then his value is above his critical value (which is his potential payment). However, α-profit
maximizer (for α > 0) are more general in the sense that there might be multiple players
with positive potential profits.
▷ Claim 9. An individually rational mechanism with no positive transfers is α-moral if and
only if it is α-profit maximizing.
Proof. Consider an α-profit maximizing mechanism M . The profit of the winner is always
non-negative. By no positive transfers, the profit of all other players is 0. Observe that the
winner will not misreport his value since M is payment independent and hence the winner’s
profit can only be reduced to 0 (when he reports a value that makes him lose the item). As
for the losers, let i = f (v1 , . . . , vn ) and consider a loser j. Player j can misreport and change
his profit from 0 to his potential profit vj − p−j (v−j ). However, in this case the winner’s
profit decreases by his potential profit (vi − p−i (v−i )). Since this is an α-profit maximizer,
we have that vj − p−j (v−j ) ≤ α(vi − p−i (v−i )), as required from an α-moral mechanism.
Finally, in the case that the item is not allocated (i.e., 0 = f (v1 , . . . , vn )) we have that the
potential profit of any loser j is non-positive (i.e., vj − p−j (v−j ) ≤ 0), thus player j cannot
increase his profit by misreporting. Hence the mechanism is α-moral.
In the other direction, consider an individually rational α-moral mechanism with no
positive transfers. Here, the only possible effect of misreporting is that the profit of the
winner decreases by its potential profit and the profit of a loser increases by its potential
profit. However, in an α-moral mechanism, α times the potential profit of the winner must
be at least as large as the potential profit of any loser, otherwise misreporting is beneficial.
This implies that the mechanism is α-profit maximizer.
◁
In the full version we rely on the equivalence of α-profit maximizers and α-moral mechanisms to prove that the payment functions that implement a given allocation function form
a lattice-like structure.
A basic building block in mechanism design is the characterization of monotone allocation
functions as the set of implementable functions in single parameter domains. Can we hope to
obtain a similar characterization for moral mechanisms? We have already seen that when the
mechanism is moral the allocation might not be monotone (Claim 2). One might hope that a
different characterization of the morally implementable allocation functions exists. In the full
version we show that essentially there is no simple characterization for 1-moral mechanisms.
This is done by providing a family of allocation functions that are implementable using
1-moral mechanisms and their allocation can be arbitrary in a wide range of values, when
v1 + v2 ≥ 1 and v1 , v2 ≤ 1. In general, we do not know whether a characterization of the
allocation functions of α-moral mechanisms exists. However, in the full version we provide a
simple tool to rule out the implementability of some functions.

4

Revenue Maximization with Independent Distributions

Our main technical effort is invested in understanding whether the auctioneer can take
advantage of the moral standards of the players to generate more revenue than the optimal
truthful mechanism. Section 5 shows that the answer is yes when the values are drawn in a
correlated manner. In contrast, we now show that moral mechanisms do not generate more
revenue than truthful ones when the values are drawn i.i.d. from some set of distributions
(which includes the uniform and exponential distributions).
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Recall that the allocation function of moral mechanisms does not uniquely determine the
payments. However, by Proposition 6, if one of the implementations of a moral mechanism is
a dominant strategy one then this implementation gives the highest revenue in every instance.
By itself, of course, this proposition does not guarantee that the optimal moral mechanism
is truthful. For example, the mechanism given in Section 5 is moral and is not dominant
strategy (and generates more revenue than any dominant strategy mechanism).
Alternatively, one could hope to extend Myerson’s proof to hold for moral mechanisms
as well. However, the apparent lack of structure of moral mechanisms (e.g., no condition
analogous to monotonicity) is a major obstacle to implementing this approach. Instead, we
develop an alternative technique that characterizes optimal moral mechanisms by directly
characterizing the payment functions. Since moral mechanisms are profit maximizers, the
payment functions determine the allocation function up to tie-breaking. Our proof holds
for truthful mechanisms, which are 0 moral, as well. In fact, whereas for moral mechanisms
we need some additional constraints on the distributions, for the simpler case of truthful
mechanisms we provide in the full version an alternative proof to Myerson’s characterization
when values are drawn from independent (not necessarily identical) regular distributions.
For convenience, we assume that the support of the distributions is discrete. We use the
following extension of virtual valuations and regularity for discrete distributions:
▶ Definition 10 (Chung and Ely [11]). Fix some ε > 0. Let F be a distribution with support
{0, ε, 2ε, 3ε, ..., 1 − ε, 1}. Let F, f be its CDF and PDF, respectively. Let the virtual valuation
1 − F (v)
of F be φ(v) = v − ε ·
. The distribution F is regular if φ(·) is non-decreasing.8
f (v)
We identify a class of regular distributions for which the revenue-maximizing moral
mechanism is truthful:
▶ Definition 11. Fix some ε > 0. Let F be a distribution with support {0, ε, 2ε, 3ε, ..., 1−ε, 1}.
Let F, f be its CDF and PDF, respectively. We say that F is standard if for every v > v ′ :
v−ε·

(1 − F (v))
(1 − F (v))
≥ v′ − ε ·
f (v)
f (v ′ )

Note the syntactic similarity of the definitions: the definition of a regular distribution is
obtained by replacing the term F (v) in the RHS of the definition of a standard distribution
with F (v ′ ). In particular, any standard distribution is also regular since for v ≥ v ′ , (1 −
F (v)) ≤ (1 − F (v ′ )). In the full version we show that:
▶ Proposition 12. The following distributions are standard:
1. The uniform distribution on [a, b], for some 0 ≤ a < b.
2. The exponential distribution.
3. All distributions such that for every v ≥ v ′ in the support, f (v) ≥

f (v ′ )
1+f (v ′ ) .

▶ Theorem 13. Fix 0 ≤ α ≤ 1. Let M be an α-moral mechanism for selling one item to n
players. Suppose that the values of the players are drawn i.i.d. from a distribution F and
that F is standard. Then, there is a dominant-strategy mechanism M ′ with revenue that is
at least as large as the revenue of M .

8

In fact, Chung and Ely assume that the support is {a, a + ε, a + 2ε, 3ε, ..., b − ε, b} for some b > a. We
use a = 0 and b = 1 to slightly simplify the proof, but our proof can easily be extended to support all
other values of a and b.
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Since the proof is quite involved, we now provide a sketch for the 2-player case to gently
introduce the reader to the main building blocks of the proof. The proof for n players is
similar except for the induction hypothesis, which is more subtle in the n player case. This
proof can be found in the full version.

4.1

An Outline of the Proof for 2 Players

Our goal is to prove that the optimal moral auction for two players is in fact truthful.
Specifically, we will prove that this is a second-price auction with a reserve price. The reserve
price equals the monopolist price of F , denoted x = arg maxp p · (1 − F (p − ε)) (recall that
the monopolist price of F is the take-it-or-leave-it price that maximizes the revenue in an
auction with only one player whose value is drawn from F ). The main challenge is to prove
the following lemma:
▶ Lemma 14. For every player i and value v ≥ x of the other player we have that p−i (v) ≥ v.
That is, if the other player’s value is v for some v ≥ x, then the potential payment of player
i (i.e., the payment of player i if he wins the item) is at least v.
Before sketching the proof of Lemma 14, we apply the lemma and show that the mechanism
is truthful. For the mechanism to be truthful, it is sufficient to show that for every player i
and value v we have that p−i (v) ≥ v. The lemma guarantees this for v ≥ x and in the next
paragraph we prove this for v < x. This is sufficient since it implies that in every instance
the potential payment of the player with the lower value is at least the value of the higher
value player and hence there could be at most one player with positive potential profit.
Thus, assuming Lemma 14, it remains to show that for v < x we have that p−i (v) ≥ v.
The intuition is as follows: by definition, the monopolist price maximizes the revenue we
can extract from a player, even ignoring all other players. Denote this revenue by Rx . If the
value of the other player j is vj < x and the potential payment is p−i (vj ) = x then player i
wins the item whenever vi ≥ x and pays x (because of Lemma 14 and vi ≥ x > vj ). Thus
the revenue extracted from player i if player j’s value is vj < x is also Rx . By definition of
monopolist price, there is no value of p−i (vj ) that extracts higher revenue.
We now sketch the proof of Lemma 14. For sake of concreteness we explicitly refer to the
players here as player 1 and player 2. The proof is inductive, where the induction is over the
values in the support of F from the highest to the monopolist price x. Let v1 ≥ x be the
highest value such that for some player, without loss of generality player 2, p−2 (v1 ) < v1 ,
i.e., when the value of player 1 is v1 the potential payment of player 2 is less than v1 and for
any z > v1 , p−1 (z) ≥ z and p−2 (z) ≥ z. Let v2 = p−2 (v1 ) and consider the instance (v1 , v2 ).
There are two possible cases, depending on whether p−1 (v2 ) ≤ v1 or not.
In both cases we will show that we can obtain a new mechanism by increasing p−2 (v1 ) by
ε, keeping the payment functions for higher values z > v1 the same, and without decreasing
the revenue comparing to the original mechanism. If p−2 (v1 ) + ε ≥ v1 , then v1 no longer
violates the lemma in the new mechanism, so we can continue and consider the next value
that violates Lemma 14. Else, we analyze the new mechanism in the instance (v1 , v2 + ε)
according to the two cases, and conclude that we can increase p−2 (v1 ) by another ε. We
continue similarly until a mechanism with p−2 (v1 ) ≥ v1 and then proceed to the next value
that violates Lemma 14. At the end of the process we will have a mechanism with the
property that for each player i with value vi ≥ x the potential payment of the other player is
at least vi . In addition, the revenue of the new mechanism is no smaller than the revenue of
the original mechanism.
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Case I: p−1 (v2 ) ≤ v1
This case is depicted in Figure 1. We show that in this case setting p−2 (v1 ) = v2 + ε, i.e.,
Player 1
.
.
.
.
v1
.
.
.

Player 2
.
.
.
v1

v2
Figure 1 The setting of Case I illustrated for two players. The values in the support of each
player are depicted as points from low to high. A directed edge from v to u implies that the potential
payment that the player with value v presents to the other player is u.

increases the potential payment by ε and does not decrease the revenue. This is shown by
fixing the value of player 1 to be v1 and comparing the expected revenue of p−2 (v1 ) = v2
and of p−2 (v1 ) = v2 + ε. Towards this end, we now analyze all instances of the form (v1 , z)
and show that the revenue does not decrease in each of them:
When z < v2 player 2’s potential profit is negative in both cases so the allocation and
payment remain the same with both payment functions.
When z = v2 player 2’s potential profit is non-positive in both cases. If player 1’s potential
profit is positive then player 1 gets the item and pays the same in both cases. If player
1’s potential profit is 0, then when p−2 (v1 ) = v2 the potential profits of both players are
0 and player 1 will get the item by tie breaking, since his potential payment is higher.
Thus, when p−2 (v1 ) = v2 + ε player 2’s potential profit becomes negative and the item is
allocated to player 1 for the same price.
When v1 ≥ z > v2 , we show that setting p−2 (v1 ) = v2 + ε does not decrease the revenue.
The intuition is as follows: for all values z in the range player 2’s potential profit is
non-negative profit even when p−2 (v1 ) = v2 + ε, so the item will be allocated. Thus,
our only concern is the following instances: the item was allocated to player 2 when
p−2 (v1 ) = v2 but is allocated to player 1 when p−2 (v1 ) = v2 + ε. This can happen when
the potential profit of player 1 was equal to player 2’s potential profit, but, due to the
increase of p−2 (v1 ) the potential profit of player 1 became strictly higher. The worry is
that player 1 pays less than v2 . We claim that if player 1 becomes more profitable due to
the increase in the potential payment of player 2 then the payment of player 1 is at least
v2 . This is because if the potential profits are equal then v1 − p−1 (z) = z − v2 . However,
we have that v1 ≥ z thus p−1 (z) ≥ v2 .
z > v1 . In this case by our assumption we have that p−1 (z) ≥ z > v1 . I.e., player 1 is
not profitable. The potential profit of player 2 is non-negative when p−2 (v1 ) = v2 and
when p−2 (v1 ) = v2 + ε and thus player 2 will receive the item. However, the revenue is
strictly higher when p−2 (v1 ) = v2 + ε in this case.

Case II: p−1 (v2 ) > v1
This case is depicted in Figure 2. We again sketch the proof. We first show that p−1 (v2 ) =
v1 + ε. The proof relies on p−2 (z) ≥ z for all z > v1 and on the regularity of F , and is similar
to our observation above that if Lemma 14 holds then for z < x we have that p−1 (z) = x.
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Player 1
.
.
.
v1

Player 2
.
.
.
v1

v2
Figure 2 The setting of Case II illustrated for two players. The values in the support of each
player are depicted as points from low to high. A directed edge from v to u implies that the potential
payment that the player with value v presents to the other player is u.

We consider obtaining a new mechanism by applying the following simultaneous manipulations on the payment functions: p−2 (v1 ) = v2 + ε and p−1 (v2 ) = v1 . In other words, we
increase p−2 (v1 ) by ε and decrease p−1 (v2 ) by ε. On one hand, the changes increase the
revenue by ε in instances (v1 , z), when z > v2 (the analysis is similar to the previous case).
On the other hand, the changes decrease the revenue by ε in instances (z, v2 ), z > v1 . When
analyzing the conditions under which making both changes does not decrease the revenue
the requirement that the distribution is standard organically emerges.
This concludes the sketch of proof of Lemma 14 and of Theorem 13 for the case of two
players.

5

Correlated Distributions: Moral Beats Truthfulness

We now prove that moral mechanisms sometimes generate more revenue than their truthful
counterparts. For this result to hold we need the values of the players to be correlated. The
proof relies on the following theorem:
▶ Theorem 15 (essentially [12]). For every small enough δ, ε > 0, and 1 ≥ α ≥ ε, there
exists a distribution H over the values of two players with the following properties:
1. The support of H is finite.
2. All values in the support of H are at least 1.
3. For each two possible values of player 1 v1 , v1′ in the support of H we have that |v1 −v1′ | > ε.
4. For each possible value v2 of player 2 in the support of H we have that 1 ≤ v2 ≤ 1 + ε · α.
e
5. The revenue that every truthful mechanism generates on H is at most e−1
+ δ.
6. There exists a revenue-maximizing truthful mechanism M in which player 2 is never
allocated (i.e., all revenue is generated from player 1). In this mechanism, the item is not
1
allocated at all with probability (over H) at least e−1
.
We now provide some intuition for the proof of Theorem 15. Let H′ be a distribution
that is identical to H except that v2 is always 1. The optimal mechanism for H′ is to make a
take-it-or-leave it offer to player 1, and if player 1 declines, sell the item to player 2 at price
1. However, in the distribution H the low-order bits of v2 determine the distribution that v1
is drawn from. Ideally, the mechanism would query the low order bits of v2 , determine the
distribution that v1 is drawn from, make a take-it-or-leave-it-offer to player 1 and if player 1
declines sell the item to player 2 and charge 1. However, this will contradict truthfulness
since player 2 can possibly misreport his low-order bits in order to fool the mechanism to
believe that v1 is drawn from another distribution, this will cause the mechanism to make a
take-it-or-leave-it offer which is too high, player 1 will decline and player 2 will incur positive
profit from taking the item and paying 1.
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While this is only one way to fool a specific algorithm, [12] shows that every truthful
mechanism can be similarly fooled. Thus, intuitively, a truthful mechanism can either (1) sell
the item at a fixed price of 1 (2) make a take-it-or-leave-it offer to player 1 without querying
the low-order bits of v2 and if player 1 declines then the item is sold to player 2 at price
1, or (3) query the low order bits of v2 , make a take-it-or-leave-it offer to player 1 and do
not sell the item if he declines. The last auction is in fact the revenue-maximizing truthful
mechanism.
We prove that moral mechanisms can generate more revenue on H. For simplicity, consider
α = 1 and the following profit maximizer: player 1’s potential payment is (almost) the best
take-it-or-leave-it offer that can be made after querying player 2’s low-order bits. Player 2’s
potential payment is 1. We show that player 1 receives the item if his profit is positive, and
if his profit is negative then player 2 gets the item and pays 1. By our discussion above, this
mechanism generates more revenue than the optimal truthful mechanism for H. Formally:
▶ Theorem 16. Fix 1 ≥ α > 0 and ε > 0. There exists a distribution H for which an
e
1
e+1
e+1
α-moral mechanism generates a revenue of e−1
+ δ + e−1
− e−1
· ε − ε · δ (which is ≈ e−1
)
e
on H whereas the revenue of every truthful mechanism is at most e−1 + δ.
Proof. Let H, ε, δ, α, M be as in Theorem 15. We define the following profit maximizer M ′ :
the prices that player 2 presents to player 1 remain the same, except that we decrease them
by ε. Player 1 always presents a price of 1 to player 2.
We now analyze the revenue of M ′ . We claim that in every instance in the support of H
where M allocates the item to player 1 for a payment of q, M ′ will also allocate the item to
player 1 for a payment of q − ε. Moreover, when M does not allocate the item at all, M ′
allocates the item and charges player 2 a payment of 1. In other words, when M allocates
the item to player 1 M ′ does so as well and the revenue barely changes. When M does not
1
allocate the item (and recall that this happens with probability at least e−1
), M ′ generates
a revenue 1. This will imply the theorem.
To prove the above claim, recall that M is truthful and thus is a profit maximizer in
which at most one player has a positive profit. Let (v1 , v2 ) be an instance in the support of
H in which player 1 is allocated and is charged q. That is, v1 − q ≥ 0. Consider this instance
in M ′ . The potential profit of player 1 increases now to v1 − (q − ε) ≥ ε. The potential profit
of player 2 is v2 − 1 ≤ 1 + ε · α − 1 = ε · α. We get that M ′ allocates the item to player 1 (if
player 2 misreports his gain will be at most ε · α and the loss of player 1 from this misreport
is at least ε) and charges ε less, compared to the revenue of M . Thus, the aggregate loss of
e
M ′ with respect to M is at most ε · ( e−1
+ δ).
Now consider an instance (v1 , v2 ) in the support of H where the item is not allocated
at all. Note that player 2 is profitable in every instance in the support of H, since v2 ≥ 1
and his potential payment is 1, so M ′ does allocate the item. If the item is allocated to
player 2, then the payment is 1 and we are done. We claim that the revenue is high also
when the item is allocated to player 1, despite decreasing his potential payment by ε. This
follows because M is revenue maximizing, and thus the payments that player 1 pays must
be in the support of H (otherwise, the payments can be increased and the revenue of M
increases as well). This implies that all prices presented by M are at least 1, and thus the
prices presented by M ′ are at least 1 − ε, as needed. The aggregate gain of M ′ with respect
1
to M is at least e−1
· (1 − ε). Putting this together and rearranging, we get that the total
1
e+1
′
gain of M with respect to M is at least e−1
− ε − e−1
ε · δ.
◀
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Theorem 16 shows that the multiplicative gap between the revenue of an optimal truthful
mechanism and an optimal moral mechanism can be as large as e+1
e . We now shows that this
gap cannot be larger than 2. We obtain this result by showing that the lookahead auction
of Ronen [32] provides a 2 approximation not just with respect to the optimal truthful
mechanism as shown in [32] but also with respect to the optimal α-moral mechanism.
▶ Theorem 17. Fix a distribution H and an α-moral mechanism M , 1 ≥ α ≥ 0. Denote by
rev(M ) the expected revenue of M over H. There is a truthful mechanism M ′ whose revenue
)
is at least rev(M
.
2
Proof. The mechanism M ′ is Ronen’s lookahead auction: without loss of generality order
the players so that v1 ≥ v2 ≥ . . . ≥ vn . Compute the marginal distribution H1 of v1 given
that v1 ≥ v2 . Make a revenue maximizing offer to player 1 given that his value is drawn
from H1 . If player 1 accepts then he pays the take-it-or-leave-it price, otherwise the item is
not sold at all. It is not hard to see (and is proved in [32]) that the lookahead mechanism is
truthful.
)
We will now prove that the revenue of the lookahead auction is at least rev(M
. In fact,
2
we may assume that M is a profit maximizer (i.e., α = 1), this only makes our result stronger.
There are two possible cases. In the first case, at least half of the revenue that M generates
is made in instances where the item is allocated to the highest value player. Here we observe
that the potential profit of the highest player is non-negative. Thus, by definition, we have
that the best take-it-or-leave-it offer to the highest player will generate in expectation more
revenue than collecting the potential payment of player 1 (as in M ), which shows that in
this case, the lookahead auction provides a 2-approximation.
Else, more than half of the revenue that M generates is made in instances where the
item is allocated to a player that does not have the highest value. Note that the expected
revenue of M can be bounded in this case by twice the expected second-highest value.
Since the take-it-or-leave-it price can be the second-highest value, the item is sold in every
instance, and thus the revenue is the expectation of the second-highest value. This gives us
a 2-approximation in this case as well.
◀
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Abstract
One of the ultimate goals of symmetric-key cryptography is to find a rigorous theoretical framework
for building block ciphers from small components, such as cryptographic S-boxes, and then argue
why iterating such small components for sufficiently many rounds would yield a secure construction.
Unfortunately, a fundamental obstacle towards reaching this goal comes from the fact that traditional
security proofs cannot get security beyond 2−n , where n is the size of the corresponding component.
As a result, prior provably secure approaches – which we call “big-box cryptography” – always
made n larger than the security parameter, which led to several problems: (a) the design was too
coarse to really explain practical constructions, as (arguably) the most interesting design choices
happening when instantiating such “big-boxes” were completely abstracted out; (b) the theoretically
predicted number of rounds for the security of this approach was always dramatically smaller
than in reality, where the “big-box” building block could not be made as ideal as required by the
proof. For example, Even-Mansour (and, more generally, key-alternating) ciphers completely ignored
the substitution-permutation network (SPN) paradigm which is at the heart of most real-world
implementations of such ciphers.
In this work, we introduce a novel paradigm for justifying the security of existing block ciphers,
which we call small-box cryptography. Unlike the “big-box” paradigm, it allows one to go much
deeper inside the existing block cipher constructions, by only idealizing a small (and, hence, realistic!)
building block of very small size n, such as an 8-to-32-bit S-box. It then introduces a clean and
rigorous mixture of proofs and hardness conjectures which allow one to lift traditional, and seemingly
meaningless, “at most 2−n ” security proofs for reduced-round idealized variants of the existing block
ciphers, into meaningful, full-round security justifications of the actual ciphers used in the real world.
We then apply our framework to the analysis of SPN ciphers (e.g, generalizations of AES),
getting quite reasonable and plausible concrete hardness estimates for the resulting ciphers. We also
apply our framework to the design of stream ciphers. Here, however, we focus on the simplicity of the
resulting construction, for which we managed to find a direct “big-box”-style security justification,
under a well studied and widely believed eXact Linear Parity with Noise (XLPN) assumption.
Overall, we hope that our work will initiate many follow-up results in the area of small-box
cryptography.
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1

Introduction

Block ciphers are working horses of cryptography, and are used everywhere. Not surprisingly,
we have many candidate constructions of block ciphers in the real world, including the
industry-standard AES. The vast majority of such constructions iterate some relatively
simple sequence of invertible transformations across multiple rounds and can be roughly
divided into two main paradigms [28]: Feistel networks [21] or substitution-permutation
networks (SPNs) [21, 35]. Simplifying somewhat, a Feistel round builds a keyed permutation
on 2n bits from a “good” keyed round function on n bits; while an SPN round applies w
“good” unkeyed permutations (so-called S-boxes) block-wise to its wn-bit input (for some
w ≥ 1), and then mixes the results with a keyed, non-cryptographic permutation on wn bits
(called D-box). Examples of block ciphers based on Feistel networks include DES, FEAL,
MISTY, and KASUMI; block ciphers based on SPNs include AES, Serpent, and PRESENT.
One of the biggest open problems in theoretical cryptography is to provide some theoretical justification about the security of this widespread approach of iterating “something
simple” for many rounds. Ideally, such justification would be unconditional and provably
secure. Unfortunately, obtaining such unconditional proofs is completely beyond our current
capabilities (and would immediately imply P =
̸ N P , and more). The best we can do unconditionally (see [33] and the references therein) is to prove essential, but extremely limited,
security properties of block ciphers, such as resistance to linear or differential attacks. While
unconditional, these important results are insufficient for real-world applications of block
ciphers to encryption and authentication. As the result, in order to prove sufficiently strong
security properties of block ciphers, – such as security against chosen-plaintext/ciphertext
attacks, – all existing approaches justifying security of current constructions roughly consist
of 3 steps:
1. Abstraction: abstract and idealize some building block f inside the round function of the
corresponding cipher.
2. Proof: show formal security of the resulting block cipher for some minimal number of
rounds r, using a traditional reductionist approach.
3. Conjecture: make some kind of heuristic conjecture/assumption that, by increasing the
number of rounds well beyond the minimal number of rounds r predicted in the prior
step, existing real-world block ciphers are still secure, despite using much less idealized
constructions of the building block f .
So far, existing realizations of this “recipe” used what we call a big-box approach to
security. We detail this approach below in Section 1.1, where we show that it has several
serious deficiencies in terms of our ultimate goal of building a block cipher from small
components, such as cryptographic S-boxes. To address these problems, we introduce a
novel paradigm for justifying the security of existing block ciphers, which we call small-box
cryptography, described in Section 1.2. While the main motivation for small box-cryptography
comes from the design of block ciphers, the framework is very general and can be used to
build other primitives, such as hash functions, stream ciphers, pseudorandom functions, or
even one-way functions. In particular, the framework consists of two main steps:
1. Construction Step. This step itself consists of two components specific to the primitive
(e.g., block cipher, hash function, etc) we are building: domain extension and hardness
amplification. Despite being primitive-specific, it is largely syntactic, resulting in many
constructions that have the potential to be secure in the real world.
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2. Analysis Step. This step gives concrete exact security bounds/conjectures for the resulting
constructions. It consists of three parts. The first two parts are information-theoretic and
fully provable.1 They formally analyze the domain extension and hardness amplification
steps above within the existing techniques from “big-box” cryptography. The last step
introduces a new “big-to-small” conjecture, which allows one to lift these big-box results
to meaningful bounds/conjectures about the security of the resulting construction in
the real world. In essence (see Theorem 14), this conjecture states if a natural-looking
hardness amplification result gave a good security ϵ(n) against attackers running in time
T assuming n is “large” (n ≫ log T , in particular), then the same construction will also
have security ϵ′ (n) ≈ ϵ(n) even for much smaller values of n, despite the fact that the
supporting security proof critically breaks down in this case.2
We then apply our framework to the design of SPN-based block ciphers, which includes
AES, Serpent, and PRESENT, among others. While the design of SPN ciphers is complex
enough that we have no other ways to assess the soundness of our final security bounds, it
appears that our bounds are (a) useful/practical; and, yet, (b) not contradicted by existing
cryptanalysis. For example, instantiating our framework with a rather aggressive version
of the “big-to-small” conjecture, we get can get the following concrete security bounds for
generalization of AES (without key scheduler, for simplicity):
r-round variant of 128-bit AES with 8-bit S-boxes is (264 , (5.28)−r )-secure.3
In particular, setting r = 10 (the number of real AES rounds), this would already yield
respectable one-in-hundred-million security, while setting r = 24 would give excellent 2−64
security. Thus, to the best of our knowledge, our framework gives the most accurate and
plausible theoretical justification for the security of SPN ciphers.
To complement our results, we also apply our framework to the design of pseudorandom
generators (PRGs; aka stream ciphers). We then look at the resulting PRG construction, and
analyze it from scratch, instead of applying the “Analysis Step” mentioned above (and, thus,
avoid using the new and not-well-understood “big-to-small” conjecture; although we also
analyze the resulting PRG in our new framework). Somewhat surprisingly, we show that not
only did we get a meaningful PRG by blindly following the “syntactic” route, but the resulting
construction was elegant enough to be analyzed using tools from big-box cryptography!
In particular, we show that the resulting PRG is secure under the well-studied variant of
the Learning Parity with Noise (LPN) assumption, called Exact LPN (XLPN) [27]. While
the resulting “collision” of big- and small-box cryptography is likely a coincidence, it gives
further evidence that the Construction Step of our framework often leads to plausibly-secure
constructions, and motivates the further study of the “big-to-small” conjecture(s) introduced
by this work.

1

2

3

In practice, the hardness amplification step is often used with correlated round keys, using some “key
schedule” heuristic. To model this case, we also need a plausible conjecture that the key schedule step
does not violate the information-theoretic security proven using fully independent round keys.
As we will see, the “big-to-small” conjecture looks very different from all previous (“big-box”) hardness
assumptions, and could be viewed as “one-way function” of small-box cryptography. While the particular
conjectures introduced here might be too strong/aggressive or require further fine-tuning, the framework
is general enough to accommodate future milder variants of this conjecture, still leading to meaningful
real-world guarantees, while addressing the limitations of big-box cryptography.
Here (T, ϵ)-security means that no T -time distinguisher can break the system with advantage greater
than ϵ.
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1.1

Big-Box Cryptography and Its Limitations

This approach follows the “abstraction-proof-conjecture” paradigm outlined above, but where
the idealized building blocks f “big”, meaning that its length n is proportional to block cipher
length N . For example, the seminal paper by Luby and Rackoff [30] showed that a 4-round
Feistel network yield a secure pseudorandom permutation on N = 2n bits when applied to
(independently keyed) round functions modeled as n-bit pseudorandom functions. Similarly,
one can oversimplify the design of SPN ciphers, by ignoring its fine-grained substitutionpermutation structure (arguably the “heart and soul” of the SPN design which goes back to
Shannon [35]), – and instead view them as key-alternating ciphers [20, 5, 9, 25], where one
models the entire SPN layer as a monolithic public permutation Π on N = n bits. With such
a higher-level abstraction, one can formally show that the r-round key-alternating cipher
is secure, for any r ≥ 1, in the random permutation model on N bits [20, 5, 9, 25], where
r = 1 corresponds to the famous Even-Mansour cipher [20]. The advantage of the big-box
approach is that one can formally prove exact security bounds which are exponentially small
in the block length N = O(n) of the underlying cipher E, and reduce the security of E to a
slightly simpler building block f . Also, such proofs rule out certain generic attacks against
the construction, and could generally be used as good “sanity checks” for the corresponding
designs. However, they come with two significant disadvantages:
First, since f is still “big’, they do not come close to theoretically explaining how to build
a block cipher from scratch, or, at least, from small components – which is the ultimate
goal of block cipher design. In fact, one could subjectively argue that, in the existing
constructions, the design of such a “large” component f is where “all the real action”
is happening. For example, designing the round function of Feistel ciphers is, by far,
the most intricate/interesting part of the design of DES, FEAL, MISTY, and KASUMI,
where a wrong choice can render the whole design insecure. Similarly, completely ignoring
the substitution-permutation structure of SPN ciphers (where the substitution is done
by a small S-box, and permutation is a simple non-cryptographic D-box), once again
ignores the heart of every SPN cipher, including AES.
Second, the actual building blocks used by the existing constructions are extremely far
from satisfying the idealized properties required for the provable security of this approach.
For example, the round functions of DES and other Feistel ciphers are nowhere close to
pseudorandom, while the simple 1-round SPN structure inside SPN ciphers is certainly
not a random public permutation. As a result, it is completely unclear to what extent
the provable results actually apply to the existing constructions. In fact, the number of
rounds r sufficient for security with an idealized building blocks f is always dramatically
lower than the number of rounds used (and needed!) in practice: there are no 4-round
Feistel ciphers, or 1-round SPN (or key alternating) ciphers currently used.
To put it differently, while the “proof” part of the big-box approach can lead to goodlooking bounds, the “abstraction” part is too coarse, while the “conjecture” part is really
big (and also somewhat unclear). In particular, since none of the existing constructions
have building blocks that are reasonably close to properties needed in theory, this approach
does not give any guidance or explanation about why the particular real-world choices of
implementing the “big-box” would be preferable to others, even with a significantly increased
number of rounds. For example, the analysis of key-alternating ciphers does not shed any
light as to why the round permutation build by the SPN structure is indeed much better than
some affine permutation, which would be insecure, irrespective of the number of rounds. In
other words, by keeping the box large, the big-box approach completely misses any theoretical
explanation behind (arguably) the most interesting design decisions the practitioners must
make when building actual ciphers.
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Getting Closer to Reality: Small-Box Cryptography

To address the serious problems with the big-box approach outlined above, our new 4 approach
attempts to go much deeper inside the existing block cipher constructions, by only idealizing
a small (and, hence, realistic!) building block f , such as an S-box. For example, let us
recall that an SPN cipher on wn bit inputs (where w is a relatively large constant w ≥ 1), is
computed via repeated invocation of two basic steps: a substitution step in which a public
(unkeyed) “cryptographic” permutation f : {0, 1}n → {0, 1}n , called an S-box, is computed
in a blockwise fashion over the wn-bit intermediate state, and a permutation step in which a
keyed but “non-cryptographic” permutation π on {0, 1}wn is applied, called a D-box. Since
π is non-cryptographic and typically linear, we will not idealize any of its properties, and
work with D-box permutations π close to those used in practice. Hence, the only component
which can be idealized is the S-box f , which we will model as a random permutation.
Since the input length, n of f is small, such idealization is not unreasonable, which means
the final construction analyzed is really close to what is used in practice, and certainly
captures the heart of the SPN construction: namely, the actual SPN structure, as opposed to
key-alternating ciphers, where this structure is completely ignored!
Of course, given the huge conceptual advantages of the small-box approach over the
big-box approach in terms of the “abstraction” step, there is an important catch, as otherwise,
we would likely have an unconditional result (and proved P ̸= N P along the way). The
catch is that the best provable security one can conceivably get with such an approach is
only exponential in n, as the S-box was the only idealized source of hardness that we could
use. And since n ≪ N was very small by design (say, at most 32 in existing constructions),
the actual bounds are not useful for practical use. At first, this admittedly serious deficiency
appears to invalidate the whole point of provable security with this approach, which might
have been the reason why so few papers followed this route prior to this work. However,
As one of the contributions of this work, we show that the seemingly useless bounds one gets
in the “proof” component of the “small-box” approach, can still lead to very reasonable final
results,
provided one properly models the “conjecture” component of this approach.
Small-Box Approach From the Sky. The approach is rather subtle and is carefully explained
in Section 4. In brief, it formalizes two clean and explicit hardness conjectures, termed
hardness amplification (Conjecture 13) and big-to-small (Conjecture 14). The hardness amplification conjecture, which is very plausible and can be sometimes proven even unconditionally
(under appropriate independence assumptions) using a beautiful hardness amplification result
of Maurer, Pietrzak, and Renner [31], states that the success probability ϵ of the distinguisher
can be driven down exponentially by cascading the block cipher with itself. 5 Notice, such
cascading is indeed a common practice of every block cipher design, where increasing the
number of rounds (with independent or even correlated keys) is critical for improving the
security of the block cipher. In particular, we can get this success probability to an extremely
low level 2−wn by cascading the original cipher O(w) times.

4
5

As we detail in the related work Section 1.4, some of our ideas were already used in the prior work, but
not in the totality that we present here.
While we state this result for block ciphers, the framework of [31] is strong enough to study unconditional
hardness amplification for other primitives, such as PRGs (where one XORs several PRGs with
independent seeds).
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However, this conjecture is only meaningful in the “big-box” setting, when the size n
of our building block (e.g., S-box) is larger than the security parameter, as otherwise the
exponential in n bounds given by our “proof component” are meaningless. To go back to the
small-box case we care about, we notice that the success probability 2−wn achieved in the
big-box setting after cascading is also good and meaningful in the small-box case. In fact,
the big-to-small conjecture states that even though the hardness amplification argument
used to justify this conclusion crucially relied on the big-box assumption, the final conclusion
is actually true even in the small-box case! Unlike the hardness amplification step, which
appears very believable and even unconditionally true in certain settings, the big-to-small
conjecture is completely new and not formally studied. However, despite being new and
rather strong, it allows us to precisely state the kind of “leap of faith” one would be making
when using constant size small-boxes.
We discuss these issues in more detail in Section 4, here only stating the end result
of applying the 2 conjectures together. Here n0 = n0 (a, α) is the constant defined in the
big-to-small conjecture (and could be really small; n0 = 8 in the case of AES), and we also
don’t explicitly state if cascading uses independent or correlated keys/building blocks (which
is part of the hardness amplification conjecture):
▶ Theorem 1 (Small-Box Cryptography; Informal). Let T be the desired attacker time bound,
and assume that r-rounds block cipher E of length wn utilizing idealized block f of size n is
(T, 2−αn )-secure, as long as n > a log T (for some constants a > 1 and α < 1). Then, under
Conjectures 13 and 14, for any n ≥ n0 (a, α), cascading E for c = O(w/α) times will result
in a r′ = O(wr/α)-round block cipher E ′ which is (T, O(T /2ℓ(n) + 2−wn ))-secure,6 where
ℓ(n) is the key length of E ′ under to corresponding cascading step (equal to c times the key
length of E when independent keys are used).
The theorem above formalizes the last, “conjecture” step of small-box cryptography to
get the following conclusion:
Under two clean and explicit hardness conjectures, one can get strong and meaningful
security bounds for popular block ciphers, by obtaining “seeming useless” (T, poly(T )/2n )
security bounds for reduced-round variants of these ciphers with idealized building blocks of
size n.
Moreover, the small-box approach explicitly explains why the number of rounds r′ used
in practical constructions is noticeably larger than the theoretically predicted number of
rounds r in the provably secure step: to drive the success probability of the distinguisher
significantly below the minimum 2−n level possible with the traditional information-theoretic
proof. Thus, we have eliminated both significant disadvantages of the big-box approach: not
guiding how to instantiate the “big” building blocks in practice, and giving inadequately low
predictions for the number of rounds r needed for real-world security.

1.3

Our Results

We believe our main result is conceptual: bring the attention of the cryptographic to the
deficiencies of “big-box” cryptography for the task of designing block ciphers and other
symmetric key primitives, which are usually built from scratch, from very small components

6

For simplicity we consider uniform attackers; for other (e.g., non-uniform) models, we can change the
conjectured T /2ℓ(n) term to reflect the best generic attack in this model; see [12] for such non-uniform
bounds for block ciphers.
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such as S-boxes. We also introduced a specific framework (which we called small-box
cryptography) which is one concrete attempt to address this problem. This framework
yields a rather syntactic way to derive candidate constructions conjectured to be secure
in the real world and then proposes an explicit way to get concrete security bounds for
the resulting constructions: by combining provably secure domain extension and hardness
amplification steps with a new and unstudied type of hardness assumptions we call “big-tosmall” conjectures.
We then apply this framework to the analysis of SPN ciphers (e.g, generalizations of
AES), getting quite reasonable and plausible hardness estimates for the resulting ciphers. We
also apply this framework to the design of stream ciphers. Here, however, we focus on the
simplicity of the resulting construction, for which we managed to find a direct “big-box”-style
security justification, under a well studied and widely believed XLPN assumption [27].
Overall, we certainly hope that our work will initiate many follow-up results in the
area of small-box cryptography, which will both refine the initial heuristics (such as more
refined analogs of our conjectured Theorem 1) outlined in this work, and add to a better
understanding of existing symmetric-key constructions, hopefully well beyond block/stream
ciphers.

1.4

Related Work

There are only a few prior papers looking at provable security of SPNs. The vast majority of
such work analyzes the case of secret, key-dependent S-boxes (rather than public S-boxes as
we consider here), and so we survey that work first.
SPNs with secret S-boxes. Naor and Reingold [34] prove security for what can be viewed
as a non-linear, 1-round SPN. Their ideas were further developed, in the context of domain
extension for block ciphers (see the further discussion below), by Chakraborty and Sarkar [8]
and Halevi [24].
Iwata and Kurosawa [26] analyze SPNs in which the linear permutation step is based on
the specific permutations used in the block cipher Serpent. They show an attack against
2-round SPNs of this form, and prove security for 3-round SPNs against non-adaptive
adversaries. In addition to the fact that we consider public S-boxes, our linear SPN model
considers generic linear permutations and we prove security against adaptive attackers.
Miles and Viola [33] study SPNs from a complexity-theoretic viewpoint. Two of their
results are relevant here. First, they analyze the security of linear SPNs using S-boxes that
are not necessarily injective (so the resulting keyed functions are not, in general, invertible).
They show that r-round SPNs of this type (for r ≥ 2) are secure against chosen-plaintext
attacks.7 They also analyze SPNs based on a concrete set of S-boxes, but in this case they
only show security against linear/differential attacks (a form of chosen-plaintext attack),
rather than all possible attacks, and only when the number of rounds is r = Θ(log n).
SPNs with public S-boxes. The work of Cogliati et al. [11] analyzed SPNs with public Sboxes. In fact, this paper will basically give us the “domain extension” (n → wn) component
of our “Analysis Step”, when we apply small-box cryptography to SPNs. Unlikely our work,
however, the work of [11] did not advocate the hardness amplification to go beyond 2−n
security, or derived a concrete framework to assess the security of SPNs in the real world.

7

In contrast, [11] showed that 2-round, linear SPNs are not secure against a combination of chosenplaintext and chosen-ciphertext attacks when w ≥ 2.
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The earlier work by Dodis et al. [17] studied the indifferentiability [32] of confusiondiffusion networks, which can be viewed as unkeyed SPNs.
As observed earlier, the Even-Mansour construction [20] of a (keyed) pseudorandom
permutation from a public random permutation can be viewed as a 1-round, linear SPN in
the degenerate case where w = 1 (i.e., no domain extension) and all-round permutations are
instantiated using simple key mixing. Security of the 1-round Even-Mansour construction
against adaptive chosen-plaintext/ciphertext attacks, using independent keys for the initial
and final key mixing, was shown in the original paper [20]. Kilian and Rogaway [29] and
Dunkelman, Keller, and Shamir [18] showed that security holds even if the keys used are the
same. As we mentioned, these results are insufficient for us, as we need a much larger (at
least security parameter) domain expansion factor w.
Cryptanalysis of SPNs. Researchers have also explored cryptanalytic attacks on generic
SPNs [2, 3, 4, 14]. These works generally consider a model of SPNs in which round
permutations are secret, random (invertible) linear transformations, and S-boxes may be
secret as well; this makes the attacks stronger but positive results weaker. In many cases
the complexities of the attacks are exponential in n (though still faster than a brute-force
search for the key), and hence do not rule out asymptotic security results. On the positive
side, Biryukov et al. [2] show that 2-round SPNs (of the stronger form just mentioned) are
secure against some specific types of attacks, but other attacks on such schemes have been
identified [14].
Hardness Amplification. Harness amplification, going back to the seminal paper of Yao [37],
amplifies the security of a given cryptographic primitive, typically by combining c independent copies of this primitives, and ensuring that the attacker must break all such copies.
Traditionally, it is studied in the computational setting (e.g. [7, 6, 15, 10, 19, 23]), where
one starts with (T, ϵ)-security, and gets (T ′ , ϵ′ )-security, where ϵ′ ≈ ϵc . Unfortunately, such
complexity-theoretic results, while extremely beautiful, have an inherent limitation that
T ′ ≤ T ϵ′ ≈ T ϵc . This means that the increased security comes at the price of a huge
degradation in the run-time of the attacker, making these beautiful results completely useless
for small-box cryptography. See [16] for more discussion.
Fortunately, hardness amplification has also been studied in the information-theoretic
setting [31, 36], where the attacker is computationally unbounded but has a limited number of
queries T to appropriate idealized oracles. In this setting, the security can be proven without
much degradation in the parameter T , and this is the setting we use in our framework.
Random Local Functions. Goldreich [22] suggested designing a one-way function by repeatedly applying a certain local predicate f (which could be viewed as “S-box”) to carefully
chosen subsets of input bits. This influential work led to many follow-up constructions (see [1]
and references therein) of how to build various “local” cryptographic primitives in this way,
and argue about their security. At a high level, these results could be viewed as a different
instantiation of small-box cryptography, which is incomparable to our proposal. Namely, our
proposal focuses on capturing real-world designs where security is obtained by repetition and
suggests modeling f as a random function/permutation in the Analysis Step. In contrast,
the study of local cryptography is more focused on achieving small input locality (which is
not our concern), as a result explicitly trying to avoid naive hardness amplification (which
is expensive for locality). In other words, the two approaches happen to use “S-boxes” for
completely different goals. It would be interesting to see if some interesting connection can
be found between the two approaches to “small-box cryptography”.
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Applying Big-Box Cryptography to PRGs

In this section, we present our construction of a pseudorandom generator. We then prove its
security under the eXact Linear Parity with Noise (XLPN) assumption. The construction,
by itself, may not be the best PRG construction from this assumption, as it relies on large
public parameters, which is unnecessary if one’s goal to build a “big-box” PRG from XLPN.
Of course, our point is to explicitly build and analyze cryptographic primitives from a “small”
(but still polynomial size) S-box, which naturally mandates seemingly large parameters when
viewed from the big-box perspective. Hence, the main purpose of our PRG construction is
to introduce the small-box framework, before we look at the more complicated example of
block ciphers in Section 4. In particular, unlike the case of block ciphers, the example will
be simple enough that we can directly apply the “big-box” analysis to it (in the common
reference string model, modeling our S-box).

2.1

Syntax and Security of PRG

A PRG is a primitive that is often used to produce random-looking string from a short,
randomly chosen seed.
▶ Definition 2 (Pseudorandom Generator). Let n ∈ N be the security parameter. Then, an
efficiently computable function G : {0, 1}n → {0, 1}ℓ(n) for ℓ(n) > n is an (T, ϵ)-secure PRG
if for all adversaries A running in time T , the following holds:
Pr [A(G(s)) = 1] −

s←Un

2.2

Pr

R←Uℓ(n)

[A(R) = 1] ≤ ϵ

Our Construction

Recall, the goal of small-box cryptography is to analyze the direct construction of various
primitives from “small” (constant- or polynomial-, but not exponential-) sized S-boxes. In
the case of a PRG, it is natural to think of such an S-box as a Boolean function f modeled
as a random function in the analysis. This is without loss of generality, as any non-Boolean
S-box f ′ : {0, 1}a → {0, 1}b is equivalent to a Boolean S-box f : {0, 1}a+log b → {0, 1}, where
f (x∥i) represents the i-th output bit of f ′ (x). Further, it will be convenient for the notation
to write the domain of this Boolean function as {0, 1}n+log ℓ , where ℓ is the desired output of
our PRG, and n is the “small” leftover part. E.g., when n = 8 and ℓ = 256, we get (still
“small”) 16-to-1 S-box.
For our “big-box” analysis, it will also be convenient to define a truth-table matrix for f
as an ℓ × N matrix M, and think of this matrix as public parameters (or common random
string, crs) of our PRG construction:



M=


f (1 ∥ 0)
f (1 ∥ 1)
..
.

...
...
..
.

f (N ∥ 0)
f (N ∥ 1)
..
.

f (1 ∥ ℓ − 1)

...

f (N ∥ ℓ − 1)







where N = 2n .
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Let F = {f : {0, 1}n+log ℓ → {0, 1}} be the set of all “S-box” functions f above. We now
define a family of PRGs G = {G̃f : {0, 1}nc → {0, 1}ℓ | f ← F }, which takes an additional
“hardness” parameter c, and will expand a cn-bit input x = (x1 , . . . , xc ) into an ℓ-bit output
y as follows:



y = G̃f (x1 , . . . , xc ) = 


f (x1 ∥ 0) ⊕ f (x2 ∥ 0) ⊕ . . . ⊕ f (xc ∥ 0)
f (x1 ∥ 1) ⊕ f (x2 ∥ 1) ⊕ . . . ⊕ f (xc ∥ 1)
..
.







f (x1 ∥ ℓ − 1) ⊕ f (x2 ∥ ℓ − 1) ⊕ . . . ⊕ f (xc ∥ ℓ − 1)
Note on parameters. We need ℓ ≥ nc + 1 in order to ensure that our PRG is expanding,
which lower bounds the domain length of the S-box by (n + log(nc + 1)) = O(log c), if
we think of n = O(log c). This is still a pretty good trade-off. Indeed, in both of our bigand small-box analyses (done in Sections 2.3 and 3), c will be the “security” parameter
of the construction. So our security will scale – under appropriate hardness assumptions –
exponentially in c. While the bit-size of the S-box input has only logarithmic dependence on
the security parameter c. In particular, while the overall size of the S-box ℓ · 2n ≈ c · (n2n ) is
noticeably greater than the PRG input size c · (n + log ℓ) ≈ c · (n + log c), it is still polynomial
in the security parameter c (assuming n = O(log c)), and can be read by the attacker in its
entirety.

2.3

Big-Box Analysis of G̃

In this section, we will undertake a big-box analysis of G̃ by proving its security from
well-studied assumption, a variant of the LPN problem. The variant we consider is called
the Exact LPN problem. This was first proposed and employed in proof of security by Jain
et al. [27]. Much like the original LPN problem, the XLPN problem has a search and a
decisional variant. It has been shown that the search variant of this problem is equivalent to
the search version of the original LPN problem. Additionally, the hardness of the decisional
XLPN problem is polynomially related to the search LPN problem.
▶ Definition 3 (Decisional Exact LPN (XLPN) Assumption). For 0 < τ < 12 , q, m ∈ N, the
(q, m)-XLPNτ problem is (T, ϵ)-hard if for every adversary A running in time T , the following
holds:
Pr

s,A,x




A(A, A⊤ s ⊕ x) = 1 − Pr [A(A, y) = 1] ≤ ϵ
A,y

m×q
where s ← Zm
, x ← Zq2,c and y ← Zq2 . Here, Zq2,c is the uniform distribution of
2 , A ← Z2
q dimension binary vectors of weight c = τ · q.

To this end, we will prove the following theorem:
▶ Theorem 4. Under the (q = N, m = N − ℓ)-XLPNτ assumption, the family of PRGs
G = {G̃f : {0, 1}nc → {0, 1}ℓ |f ← F } is secure and provided c = 2n · τ and ℓ ≥ nc + 1, for
0 < τ < 21 .
Discussion on parameters. Note that the length doubling PRG has √
an error-rate of
1/O(log n), which is worse than a constant, but much better than 1/O( N ) needed for
public-key encryption. Finally, by suitably setting the parameters, we get the following
result:
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▶ Corollary 5. For any polynomial N , let ℓ = N/2 and c = ℓ/(2 log N ) = N/(4 log N ). Then,
there exists a family of length-doubling PRG under the (N, N/2)-XLPNτ assumption where
τ = 1/O(log N ).
We defer the proof of the above theorem to Section A. However, we discuss some instructive
intuitions for the proof. Recall that in the PRG security game, the adversary A either
receives G̃(X) for X ← {0, 1}nc or y ← {0, 1}ℓ . To break this game, A would have to identify
c values x1 , . . . , xc that evaluates to the output that it has received, and in this setting y is
a set of ℓ parity check equations.
In other words, if A finds a vector x ∈ ZN
2 such that wt(x) = c and Mx = y, then with
high probability, A received the real value and not the random value.
With this insight, it is useful to view this problem via the context of linear binary codes.
In such a case, M can be considered as a parity check matrix and y is the syndrome of x.
However, this only works if M is of full row rank. Recall that a matrix M has a full row
rank. if each of the rows of the matrix is linearly independent. Fortunately, we know that
with overwhelming probability, a randomly sampled binary matrix has full rank.
In other words, given a random parity-check matrix M of size ℓ × N , we need to decode a
random error vector x, from
the ℓ parity check equations, i.e., Mx = y, such that wt(x) = c.

Further, we get that Nc < 2ℓ =⇒ c log N < ℓ < N
Finally, given a parity-check matrix M, one can efficiently calculate a corresponding
(N −ℓ)×N
generator matrix A. Note that A ∈ Z2
and MA⊤ = 0, by definition.

3

Applying Small-Box Cryptography to PRGs

In the previous section, we presented the construction of a PRG, using an idealized primitive
f , and proved its security under the XLPN assumption. In this section, we arrive at the same
construction, but by religiously following the small-box framework. Recall, our recipe for
small-box cryptography consists of two steps – the construction step and then the analysis
step, each of which consists of several small steps. We detail each below.

3.1

Construction Step

The construction step of small-box cryptography consists of two smaller sub-steps: domain
extension and hardness amplification. Although both of these steps are primitive-specific (e.g.,
different from PRGs and block ciphers), they are largely syntactic and require little-to-no
technical expertise.
Domain Extension Step. Normally, the ideal object (S-box) gives a direct construction of
the given primitive, but for “tiny” input/output domain. For example, in the PRG case the
S-box f : {0, 1}n+log ℓ → {0, 1} is a trivial “PRG” from (n + log ℓ) bits to 1 bit. Of course,
being non-expanding, this is not interesting in terms of functionality, but it will be obviously
“secure” when we think of n as “big” and f as a “big” random oracle in subsequent sections.
To make the primitive interesting in terms of functionality even in the small-box world,
the purpose of the domain extension step is to amplify the length of either the input, the
output, or both to be large even in the “small” box world. In the case of PRG, the interesting
parameter is the desired PRG output length ℓ, which we think as “big”.8 So our goal here is
to extend the output domain from {0, 1} to {0, 1}ℓ .

8

This explains our strange-looking choice of notation to denote the input length of our S-box as (n + log ℓ)
rather than just ℓ. Of course, this is just matter of convenience of notation: if the S-box size was n′ , we
would have to subtract log ℓ from it, and instead assume n′ = log ℓ + n for a new parameter n.
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In the big-box world, one would amplify the output size by a factor of ℓ by expanding
the PRG seed length by a factor of ℓ and concatenating the ℓ outputs of the base PRG. Here
we do almost the same thing, except we don’t need to pay in the seed length, and use our
idealized modeling of our base PRG f as a random oracle rather than a “mere” PRG. This
is consistent with the design intuition that a good S-box has all the idealized properties one
would need for the construction to work. Namely, we can construct the range-extended PRG
G as follows: G : {0, 1}n → {0, 1}ℓ :
G(x) = (f (x ∥ 0), . . . , f (x ∥ ℓ − 1))

(1)

where ∥ denotes concatenation. Intuitively, we simply “waste” log ℓ bits of the seed to
enumerate over the ℓ desired output bits.
Hardness Amplification Step. As we can see, the improved functionality – in this case,
output size – came at the expense of decreased security (which is, of course, expected). For
the PRG example above, the seed length was (n + log ℓ) bits, but now is only n bits, which
means it is definitely easier to break (we will formalize this quantitatively in Section 3.2).
The goal of the hardness amplification step is to amplify security – not just to the level
we started from – but hopefully well beyond, so that we can afford to make n “small” and
still have good looking security bound (this is somewhat subtle, and will be explained in
the analysis step in Section 3.2). The hardness amplification step is usually parameterized
by the hardness parameter c, which we can also think of as a security parameter of our
final construction. For the case of PRGs, the standard hardness amplification is simply
the bit-wise XOR operation, applied to c independent copies of our (already “domainextended”) PRG. Intuitively, while each individual PRG might only be slightly secure, by
XOR-ing c independent copies the potential biases of the final PRG decay exponentially in
c. This was formally analyzed in the computational setting by Dodis et al. [15] and in the
information-theoretic setting by Maurer et al. [31].
With this in mind, we can define the following PRG G̃ : {0, 1}nc → {0, 1}ℓ :
G̃(x1 , . . . , xc ) = G(x1 ) ⊕ . . . ⊕ G(xc )
This PRG can also be rewritten as follows, if we unwrap the definition of G from
Equation (1):



G̃(x1 , . . . , xc ) = 


f (x1 ∥ 0) ⊕ f (x2 ∥ 0) ⊕ . . . ⊕ f (xc ∥ 0)
f (x1 ∥ 1) ⊕ f (x2 ∥ 1) ⊕ . . . ⊕ f (xc ∥ 1)
..
.







(2)

f (x1 ∥ ℓ − 1) ⊕ f (x2 ∥ ℓ − 1) ⊕ . . . ⊕ f (xc ∥ ℓ − 1)
This is the same construction as the one in Section 2.2, but now obtained using two
relatively syntactic steps. In each step, we intuitively think of f as a “big” random oracle to
justify the soundness of this step (and we formalize this below), but the actual construction
makes sense even in the “small-box” world! This dichotomy will be the point of the analysis
step we present in the next section.

3.2

Analysis Step

On a high-level, the analysis step of small-box cryptography will consist of two components.
The first component is provable, typically information-theoretically. It involves the analysis
of the security of the final object (G̃, in the case of PRG, or SPN cipher in the case of
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block ciphers) in the corresponding idealized model for the building block f (random oracle
model, in the case of PRG, and random permutation model in the case of SPNs). The proof
will critically use the assumption that the size of f is larger than the running time T of
the attacker A so that A cannot query f on all inputs. However, the final security bound
one gets will be “syntactically meaningful” even in the small-box world, when the size of f
becomes polynomial. Then the second component of the analysis will involve a new type of
conjecture, which we term Big-to-Small conjecture, which was never considered prior to this
work, and which allows one to get good exact security bounds for the final construction in
the small-box world. We detail these below for the simple case of PRGs.
Idealized Big-box Proof. Here we are arguing the security of our final PRG G̃ in the
random oracle model for the S-box f . Normally, one would try to do it modularly, by
separately analyzing the domain extension step, followed by the hardness amplification step.
Indeed, this is how we will do the analysis in the case of SPNs, where a direct analysis of the
entire construction appears extremely cumbersome. Here, however, the PRG construction is
so simple, that we do a direct proof for the security of G̃ in the random oracle model for f .
Recall that in the basic PRG security game, an adversary has to distinguish between
G̃(x) and a random ℓ-bit string, for a random seed x = (x1 , . . . , xc ), by making at most q
queried to the random oracle f . We obtain the following simple lemma:
▶ Lemma 6. Let f : {0, 1}n+log ℓ → {0, 1} be modeled as a random oracle. Then, G̃ :
{0, 1}nc → {0, 1}ℓ is (q/N )c -secure PRG where N = 2n , and q is the number of oracle
queries made to f .
Proof. Let us define the variable qj to be the number of calls to f of the form f (·, j) for
j = 0, . . . , ℓ − 1. Let x1 , . . . , xc be n-bit strings, randomly sampled as the seeds. Now, define
an event Badj as the event that a PPT attacker A invoked f (x1 , j), . . . , f (xc , j). Now, note
that the the probability that A invoked exactly one of these seeds with j is at most qj /2n .
Therefore, Pr[Badj ] ≤ (qj /2n )c .
Define by E the event that any of Bad1 , . . . , Badℓ−1 occurred. Then, we know that
Pr[E] =

ℓ−1
X
j=0

Pr[Badj ] =

ℓ−1
1 X c  q c
q ≤
N c j=0 j
N

Now, note that if E did not happen, then the adversary has no distinguishing advantage
between real or random. Therefore, the distinguishing advantage of A in the PRG game is
(q/N )c .
◀
Removing the dependence on q in ϵ. We need one other syntactic, but extremely important
step. For reasons to be clear when we move to the Big-to-small conjecture, we cannot afford
to have a dependence on a number of oracle queries q in our security bound for ϵ. Instead, we
will re-write our bound, but in a way that pushed the dependence on q into the lower bound
for the S-box input parameter n. Concretely, if we (temporarily) assume that n ≥ 10 log q
(or, equivalently, q ≤ 2n/10 ), then ϵ(n) ≤ 2−0.9nc = N −0.9c .
Finally, we will now no longer assume that the attacker A is computationally unbounded,
but instead upper bound its running time by some parameter T ≥ q, and say that our PRG
is (T, ϵ)-secure if no such attacker can break it with an advantage more than ϵ. With this
change, we get the following restatement on our bound in Lemma 6 which will be convenient
for our Big-to-small conjecture.
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▶ Theorem 7. If n ≥ 10 log T and f : {0, 1}n+log ℓ → {0, 1} is modeled as a random oracle,
then G̃ : {0, 1}nc → {0, 1}ℓ given in Equation (2) is a (T, N −0.9c )-secure PRG, where N = 2n .
Big-to-Small Conjecture. Our analysis in the sections thus far have assumed that n is
sufficiently large, i.e., “big n”. Formally, Theorem 7 assumed that n > 10 log T . However,
the construction of G̃ is interesting even when n is much smaller. Indeed, we only need
cn < ℓ to get a meaningful expansion. Moreover, even the final security bound N −0.9c is
pretty good (while not established, of course!) for quire reasonable values of n and c. For
example, setting c = n = 8 and ℓ = 128, we get a PRG with seed length cn = 64, output
length ℓ = 128, and conjectured security (2−64 )−0.9 ≈ 2−57 , from a reasonably small Boolean
S-box on 15 bits (or, equivalently, a more “balanced” S-box from 12-to-8 bits, which is quite
reasonable to build). This would be fantastic, if true!
Of course, such security makes no sense, as it does not depend on the running time
T of the distinguisher. Indeed, we could have replaced n ≥ 10 log T with the bound
n ≥ 1000000 log T , and basically get optimal security ≈ 2−nc using a cn-bit seed, without
doing any work. Nevertheless, we conjecture that bounds such as the one in Theorem 7 are
hopefully meaningful for real-world security of the corresponding ciphers, provided one also
includes some term corresponding to “brute-force attacks” running in time T . For example,
the best generic (non-uniform) attacks against PRGs with cn-bit key [13] have an advantage
roughly T /N c/2 using non-uniform attackers using time and space T .
A particularly strong Big-to-small conjecture9 would then state that the best way to
attack constructions of the type we present is either by doing a brute-force search with
advantage T /N c/2 ignoring the fine-grained structure of our PRG, or we could have a generic
attack on the structure of our PRG, ignoring its key size. And since with such a strong
conjecture we have T /N c/2 ≫ N −0.9c , we are effectively saying that the brute-force attack is
the best we can do for our cipher.
Of course, we could make weaker conjectures, and perhaps invest more time in the
cryptanalysis of the resulting cipher. But the “mega-conjecture” of our approach is as follows:
Big-to-Small (Meta-)Conjecture: If the idealized big-box analysis shows (T, N −αc )hardness when n > a log T (for some a > 1 and α < 1) for the c-time iterated construction
of a given primitive, then the construction is also (T, N −αc + ϵ(T ))-secure for any n ≥ n0 ,
where n0 = n0 (a, α) ≪ log T is a constant, and ϵ(T ) accounts for a term involving a
brute-force search component in time T .
▶ Conjecture 8 (Big-to-Small Conjecture; Informal). Assume a PRG G′ of seed length ℓ(n)
is (T, ϵ′ (n))-secure, where ϵ′ (n) > T /2ℓ(n) , when using ideal building component of length
n ≥ a log T (for some a > 1). Then, for some constant n0 = n0 (a), the “scaled down” version
of G′ of seed length ℓ(n0 ) using building block f of size n ≥ n0 is still (T, O(ϵ′ (n))-secure.
We defer a more precise discussion on such a conjecture, its practicality, and its impact
after a similar analysis of SPNs in Section 4.3, as this is our most interesting case.
We note, however, that we would not be surprised that such a strong conjecture could
be false in its generality. For example, analogous conjecture is clear false for related
unpredictability primitives, such as one-way functions (OWF) constructed using direct product
with independent inputs: F (x1 , . . . , xw ) = f (x1 ), . . . , f (xw ). Namely, when scaling the input
length n to OWF f from security parameter to constant, we clearly make the resulting
9
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combined function F insecure, by iterative inverting each xi one by one. However, it currently
appears that funding natural counter-examples for indistinguishability primitives (like PRGs
and block ciphers) is quite non-obvious, even if one starts with artificial constructions not
motivated by what is done in practice. Moreover, once the corresponding primitive is built
using the natural hardness amplification step applied c times (e.g., cascade for block ciphers,
or XOR for PRGs), the big-to-small conjecture becomes quite plausible. Indeed, we believe it
′
could be true (while beyond our reach formally), at least with a weaker security term N −a c
for a′ < a (when the non-cascaded version has security N −a ). Further, the we would not be
surprised if the brute-force component ϵ(T ) could be improved by future cryptanalysis to be
somewhat below the naive brute-force search.
To sum up, while many aspects of our framework are still being nailed down, we hope
this work will motivate further explorations of small-box cryptography, including its promise
and limitations.

4

Applying Small-Box Cryptography to SPNs

As our next result, we demonstrate the use of our framework to obtain concrete security
bounds for SPN block ciphers.10 In Section 4.1 we remind the reader of the syntax of (linear)
SPNs. In Section 4.2 we show how we can obtain essentially the same construction by
combining a “domain extension step” with the “hardness amplification” step. Namely, the
former could be viewed as reduced-round SPN for which we will use the results of [11], which
showed that 3-round linear SPNs achieve O(T 2 /2n ) security in the random permutation
model (as a way to model the S-box, and under pretty mild restrictions on the linear D-box
design). As stated before, a D-box is keyed, non-cryptographic permutation on wn bits.
The latter step of “hardness amplification” could be viewed as cascading the cipher with
independent (or correlated) keys to increase the number of rounds to get below 2−n security
barrier (in the “big-box” world). These analyses are done in Sections 4.3. Finally, Section 4.3
formalizes an appropriate “big-to-small” conjecture to go to the “small-box” world, and
Section 4.4 brings everything together to justify Theorem 1 and get the concrete (conjectured)
security bounds advertised in the Introduction.

4.1

Pseudorandom Permutations and SPNs

Pseudorandom Permutation.
(PRP).

We now look at the security of a Pseudorandom Permutation

▶ Definition 9 (Pseudorandom Permutation). Let n ∈ N be the security parameter. Then,
an efficiently computable keyed-permutation Ek : {0, 1}n → {0, 1}n where k ← {0, 1}s is an
(T, ϵ)-secure PRP if for all adversaries A running in time T , the following holds:
Pr

k←{0,1}s

h

i
h
i
AEk (·) () = 1 − Pr AP (·) () = 1 ≤ ϵ
P ←P

where P is the set of all permutations over {0, 1}n . Note that if the construction uses an
ideal object, then A gets oracle access to this primitive as well.

10

Although we only apply our result to the SPN design, the discussion below is rather general, and can be
applied to any r-round design E which uses some idealized building block f of (potentially small) size n.
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Substitution-Permutation Networks. A substitution-permutation network (SPN) is a keyed
permutation defined by the two transformations that it repeatedly invokes. The first
transformation is what is called an “S”-box where one computes, block by block, a public,
cryptographic permutation. The second transformation uses a keyed, non-cryptographic
permutation. The repeated invocation is determined by the rounds of the SPN. In addition,
the distribution of the keys for the keyed-permutation is also included in this definition,
though in practice, the keys are actually derived from a single master key through a key
schedule.
Formally, an r-round SPN taking inputs of length wn where w ∈ N is the width of the
network, is defined by:
1. r + 1 keyed permutations {πi : Ki × {0, 1}wn → {0, 1}wn }ri=0 ,
2. a distribution K over K0 × · · · × Kr , and
3. a permutation f : {0, 1}n → {0, 1}n .
The actual construction is as follows:
x1 := π0 (k0 , x).
For i = 1 to r do:
def
1. yi := S(xi ), where S (x[1] ∥ · · · ∥ x[w]) = f (x[1]) ∥ · · · ∥ f (x[w]).
2. xi+1 := πi (ki , yi ).
The output is xr+1 .
where (k0 , . . . , kr ) ∈ K0 × · · · × Kr are the round keys and x ∈ {0, 1}wn is the input.
Note that if f is efficiently invertible and each πi is efficiently invertible (given the
appropriate key), then one can simply reverse the process, given the round keys, to obtain
the original input x.
Linear SPNs. In practice, majority of SPNs are what we call linear. Such SPNs correspond
to the setting where the D-Boxes (i.e., the keyed permutations πi ) are defined as follows:
πi (ki , y) = ki + y, where each ki = Ti (k) with Ti being a linear transformation, and k being
the “main” key. A simple example of such linear SPN corresponds to the case there each Ti
is the identity function, meaning the original key k = (k0 , . . . , kr ) is (r + 1)wn-bit long, and
consists of (r + 1) independent sub-keys of length wn each. However, we could have more
compact key schedules T = (T0 , . . . , Tr ), where the main key k will be much smaller (and
each function Ti possibly expanding). Indeed, such linear SPNs were analyzed by Cogliati et
al. [11] (see Lemma 10 and Lemma 11 below).
Figure 1 is a pictorial representation of a 3-round Linear SPN with unspecified linear
transformations T0 , T1 , T2 , T3 .

4.2

Construction Step

In this section, we show how the defined SPN can be “syntactically” obtained through a
process of two steps – domain extension and hardness amplification.
Domain Extension Step. In this step, we view the S-box as an idealized block (random
permutation), and our goal is to find the minimal number of rounds r for which SPNs
(with appropriately chosen linear D-boxes) are (T, 2−Ω(n) )-secure in the random permutation
model. This is exactly the question studied by [11], who showed that minimal such r = 3,
and we will use their concrete results in Section 4.3.
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Figure 1 A 3-round Linear SPN with key schedule (T0 , T1 , T2 , T3 ) expanding k to rounds keys
(k0 , k1 , k2 , k3 ), where ki = Ti (k) for i = 0, 1, 2, 3.

Hardness Amplification Step. First, since we are in the big world, we imagine the size n
of the “small-box” f is made large enough so that exponential in n security is meaningful.
For example, one could imagine SPN ciphers with large S-boxes (say, of several hundred
bits long), even though they yield block ciphers of much higher block length wn than we
might need (say, thousand bits or more). Then one can ask the question if the security of
such “blown up” ciphers (still with idealized f ) gets significantly better when one starts to
increase the number of rounds r well beyond what is needed for their minimal security, by
cascading the block cipher with itself, with independently generated keys. This is exactly the
question of hardness amplification of block ciphers studied by [31, 36]; their result states that
by cascading c independent, (T, ϵ)-secure ciphers, one still gets (T, ϵ′ )-security which decays
exponentially in c: ϵ′ ≈ ϵc , but for our purposes any weaker exponential dependence on c
(e.g., ϵ′ = ϵc/100 ) will be enough to get a meaningful result, at the price of lesser efficiency.
We give a more precise analysis in Section 4.3.
In summary, by doing this c-cascading step applied to the basic 3-round SPN predicted
secure by [11] in the big-box world, we effectively obtain 3c-round SPN, which was exactly
our goal.

4.3

Analysis Step

Soundness of Domain Extension. As our next step, we analyze the soundness of hardness
amplification in the big-box world, when we still model f as a “big” ideal object. As for
the PRG case, we do it in the information-theoretic setting, where the running time of the
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attacker is unbounded, and only the number of oracle queries q is still bounded. Unlike the
PRG case, the direct analysis of both domain extension and hardness amplification together
appears extremely involved. Instead, we do it in a modular fashion, starting with the analysis
of domain extension.
Fortunately for us, this question has been studied by Cogliati et al.[11]. They study the
security of an SPN as a strong-pseudorandom permutation. Specifically, they show that
a 2-round SPN is insecure with linear D-boxes but a 3-round SPN is secure, with caveats.
Formally, these are the results for the 3-Round SPN which we present here, without proof.
We invite the readers to refer to the original work for a complete discussion on the two
Lemmas that we will use below.
▶ Lemma 10 (Security of 3-Round SPN, Corollary 1 [11]). For w > 1, there exists a 3round linear SPN k0 = k3 = k for uniform k ∈ {0, 1}wn and set k1 = k2 = 0wn which is
ϵ(q) = O(q 2 /2n )-secure, where q is the number of queries made by the distinguisher.
▶ Lemma 11 (Security of 3-Round SPN, Corollary 2 [11]). Let w > 1, k ′ be a uniform n-bit
key, and ai for i = 1, . . . , w are distinct non-zero elements of finite field F = GF(2n ). Then,
there exists a 3-round linear SPN with k0 [i] = k3 [i] = ai · k ′ , k1 = k2 = 0wn which is
ϵ(q) = O(q 2 /2n )-secure.
Lemma 10 deals with the minimal security of the 3-round scheme. However, one can reduce
the key length from wn to n (saving a factor of w), and Lemma 11 shows such reduction in
key length still leaves the construction almost as secure, by utilizing a more aggressive key
schedule.
Provable Hardness Amplification with Independent Keys. We begin by unconditionally
proving the hardness amplification that we need (under appropriate independence assumptions) using a beautiful hardness amplification result of Maurer, Pietrzak, and Renner [31].
This is proved for a cascade of c block ciphers E1 , . . . , Ec which use both independent keys
and independent ideal components f . For the case of SPNs, this means independent S-boxes
with independent round keys. (We comment on how to relax this assumption later in the
section.)
In the language of [31], imagine we have two indistinguishable “random systems” F and
H, where:
F provides two oracles, where the first oracle is the ideal building block f of length n,
and the second oracle is the (keyed) block-cipher construction Ekf utilizing f as an oracle
and using a secret key k. Denote such block cipher by E = Ekf , and F = (f, E). Note,
both forward and backward queries to E are allowed (and the same is true for f when f
is a random permutation S-box).
H provides two oracles, where the first oracle is still the ideal building block f of length
n, but the second oracle is a random independent wn-bit permutation P . Denote such
H = (f, P ). Note, both forward and backward queries to P are allowed (and the same is
true for f when f is a random permutation S-box).
Assume further that no computationally unbounded distinguisher D making at most q queries
to either F or H (for simplicity we do not split q into the number of primitive queries to f
and construction queries to either E or P ) can distinguish F from H with advantage greater
than ϵ = ϵ(q). Let us denote this by ∆q (F, H) ≤ ϵ.
Now, let F1 , . . . , Fc be c independent copies of F , and H1 , . . . , Hc be c independent
copies of H. Let C be the construction such that, for L1 , . . . , Lc being each either Fi or Hi ,
C(L1 , . . . , Lc ) implements c + 1 oracles, as follows. If we let Li = (fi , Qi ) (where Qi is either
a random permutation Pi or Ei ), then
C(L1 , . . . , Lc ) = (f1 , ..., fc , Q1 ◦ Q2 ◦ ... ◦ Qc )
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where ◦ is the composition of permutations. Namely, C is the c-time cascade of the c
block ciphers Ei or random permutations Pi , which also provides oracle access to the c
independent building blocks f1 , . . . , fc . Let us also denote the c-cascade of our c block ciphers
by E ′ = E1 ◦ · · · ◦ Ec , and the c-cascade of random permutations Pi by P ′ = P1 ◦ · · · ◦ Pc ,
which by itself is just another random permutation.
It is easy to see that this construction C has a property that is called neutralizing by [31]:
whenever at least one of the Hi ’s is such that Li = Hi (the ideal system), meaning that Qi
is a fresh random permutation Pi , then
C(L1 , .., Lc ) = (f1 , ...., fc , P ′ ) = C(H1 , ..., Hc ),
because the composition becomes random if at least one of the permutations is random.
Under such conditions, the amplification result proven in [31] states that
∆q (C(F1 , . . . , Fc ), C(H1 , ..., Hc ))

=

∆q ((f1 , ...., fc , E ′ ), (f1 , ...., fc , P ′ ))

≤

2c−1 ϵc < (2ϵ)c

(3)

We can now apply Equation (3) to the 3-round linear SPN construction, where the
building block f is an n-bit random permutation, and the security value ϵ(q) = O(q 2 /2n )
is established by Lemma 10. We then get that the resulting 3c-round SPN construction
uses c independent S-boxes f1 . . . fc (one per each 3 rounds) and c independent wn-bit keys
K1 . . . Kc , and achieves (q, ϵ′c (q))-security against q queries (to either the construction of the
S-boxes), where ϵ′c (q) = O((q 2 /2n )c ).
In fact, to reach the same conclusion with a shorter key length, we could use Lemma 11
in place of Lemma 10. In this case, we get the final key of length only cn ≪ cwn, so we save
the domain expansion factor w. Thus, although we still need c independent S-boxes, for now,
this version and could be viewed as a relatively advanced form of key scheduling, with very
strong provable security guarantees.
Removing the dependence on q in ϵ. As with the case of PRGs, we cannot use these results
as is, and need to do some manipulation of the bounds to move the dependence on the number
of queries q from ϵ on q to the size of the S-box f . Let n ≥ 20(log q + 1) (or, equivalently,
2q 2 ≤ 2n/10 ). Then 2ϵ(n) = 2q 2 /2n = 2−0.9n , and hence ϵ′c (q) ≤ (2ϵ(n))c = 2−0.9nc = N −0.9c .
Finally, we will now no longer assume that the attacker A is computationally unbounded,
but instead upper bound its running time by some parameter T ≥ q, and say that our SPN
cipher is (T, ϵ)-secure if no such attacker can break it with an advantage more than ϵ. With
this change, we get the following restatement on our bound above.
▶ Theorem 12. If n ≥ 20(log T +1), then the 3c-round SPN construction using c independent
S-boxes and c independent (either wn-bit or n-bit, depending on variant) round keys is
(T, N −0.9c )-secure.
Conjectured Hardness Amplification with Correlated Keys. Unfortunately, the hardness
amplification result of [31] crucially relies on the complete independence of the c S-boxes
f1 , . . . , fc and c independent round keys. In particular, unlike the much simpler PRG setting,
where we managed to analyze the whole PRG construction in one go, for the case of SPNs,
we currently cannot prove such strong results when the S-boxes are shared across the cascade,
or keys are more correlated. The best provable result in this setting is the “computational
hardness amplification” of Tessaro [36], but that comes with huge degradation in the number
of oracle queries q allowed by the “cascade distinguisher”, leading to concrete bounds which
are not useful.
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In general, though, we would like to apply an appropriate hardness amplification step in
practical settings, where different cascading ciphers use correlated rather than independent
keys (via a key schedule used in most actual designs), or when correlated or even identical
building blocks f (e.g., S-boxes) are used in different cascaded ciphers. For such pragmatic
settings, we do not have any provable results such as [31], and hence we state the hardness
amplification step as a “conjecture” rather than “theorem” below. In particular, the concrete
choice of cascading (not spelled out in the statement) is part of the conjecture. For simplicity,
we also choose the final security level we desire to be 2−wn , which is definitely enough for
practical use, but the statement easily extends to any security level below 2−n .
▶ Conjecture 13 (Hardness Amplification; Informal). Let T be the desired attacker time bound,
and assume that r-rounds block cipher E of length wn utilizing idealized block f of size n
is (T, 2−αn )-secure, as long as n > a log T (for some constants a > 1 and α < 1). Then,
provided n > a log T , cascading E for c = O(w/α) times will result in a r′ = O(wr/α)-round
block cipher E ′ which is (T, O(T /2ℓ(n) + 2−wn ))-secure, where ℓ(n) is the key length of E ′
under to corresponding cascading step (equal to c times the key length of E when independent
keys are used).
Ignoring the cost of the brute-force key search (against uniform attackers, for simplicity)
T /2ℓ(n) (which is expected to be negligible for our choice of parameters), the hardness
amplification conjecture states that using a building block f of size n would yield better-thanexponential-in-n security 2−wn for sufficiently many more (still constant, assuming expansion
w = O(1)) rounds, provided the box size n is sufficiently large.
Big-to-Small Conjecture. But now it seems natural to assume/conjecture that such a final
result not only holds for “big” n but might even be true for “small” n! Namely, back to the
original small-box f , we can reasonably conjecture security 2−wn (plus brute-force search)
for a sufficiently large constant number of rounds r′ = O(rw) without assuming that this is
only true when n is large. Namely, the amplified security level 2−wn is so good even if n is
small, that we optimistically hope that it holds even in the small-box world, even though the
supporting hardness amplification argument is no longer valid.
As discussed in Section 3.2, we will propose one of the strongest variants of such a
conjecture. The motivation behind such a strong variant is that it gives us great security in
case it happens to be true for practically used ciphers. As before, the conjecture will give a
meaningful result for our purposes as long as one can decrease the size n of the “small-box”
below the threshold of log T , for T independent of n. The constant n0 = n0 (a) below could
be really small (e.g., n0 = 8 in the case of AES), and is part of the conjecture. We also
notice that we are not making this conjecture for all (even potentially artificial) block ciphers
E ′ , but only for specific E ′ resulting from applying the hardness amplification step to the
basic block cipher E (for which we get our provably secure results).
▶ Conjecture 14 (Big-to-Small Conjecture; Informal). Assume a block cipher E ′ with key
length ℓ(n) is (T, ϵ′ (n))-secure, where ϵ′ (n) > T /2ℓ(n) , when using ideal building component
of length n ≥ a log T (for some a > 1). Then, for some constant n0 = n0 (a), the “scaled
down” version of E ′ using building block f of size n ≥ n0 is still (T, O(ϵ′ (n))-secure.
We discuss this very strong conjecture below but notice that Conjectures 13 and 14
immediately imply the statement of Theorem 1 from the Introduction.
How Reasonable is “Big-to-Small” Conjecture? At first, this conjecture seems like a
complete “cheat”, as we simply assume that the conclusions attained by some security
arguments crucially relying on the big-box assumption n ≫ log T , might still hold in the
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small-box world when n is a constant. But let us observe a couple of things. First, we
already mentioned that we do not need such a strong conjecture: many weaker conjectures
will yield meaningful variants of Theorem 1, provided they allow one to decrease the size n
of the “small-box” below the threshold value log T . Second, since the construction of E ′ is
the same for all n, it is natural that its security smoothly changes with n, without any huge
jumps at certain levels, as long as the exhaustive key search is infeasible (this is why we
assumed ϵ′ (n) > T /2ℓ(n) ). In particular, under this reasonable assumption, we certainly allow
the assumed success probability ϵ′ (n) to grow as the box f becomes smaller. So the only
really big assumption is the fact that we kept the running time of the attacker at the same
level T , even though when T becomes larger than 2n , the attacker can suddenly evaluate
our ideal component f (e.g., S-box) on all 2n inputs. Third, given our current inability to
built unconditionally block ciphers from only small components, it seems that some kind
of “big-to-small” conjecture must be required, but we tried to make it as crisp and clean as
we could, while additionally proving as many things around it as possible with the existing
techniques. And, finally, the kinds of constructions we get when applying this conjecture to
the SPN ciphers are exactly the SPN ciphers used in practice, and believed to be secure. So
one can use this conjecture as a clean and formal way to isolate exactly the kind of “leap of
faith” we are making in the real world in assuming these ciphers are secure.
Aside from these reasonable, but still rather limited, justifications at this stage we don’t
have any other theoretical justification for this strong “Big-to-Small Conjecture”, and view
this as an exciting direction for future research. In particular, given that coupling this
strong conjecture with (rather mild and believable) hardness amplification step gives us
the amazing conclusion of Theorem 1, which in turn implies plausible security for many
SPN-based ciphers, we believe studying this new and non-standard conjecture is extremely
reasonable and well-motivated.

4.4

Putting the Pieces Together

As mentioned earlier, Dodis et al.[11] proved results that addressed the problem of “domain
extension” of block ciphers. In particular, they showed that a 3-round SPN is (T, 2−αn )secure when n > 2 log T /(1 − α) (so that T 2 /2n ≤ 2−αn ). Thus, cascading it c times gives
us 3c-round SPN with conjectured (T, T /2ℓ(n) + 2−Ω(cn) )-security, where ℓ(n) is our final key
length, and this is true even for small values of n (governed by constant n0 which is part of the
conjecture). To get this close to the practical SPN designs, let us write T = 2t , and assume
we use correlated key schedule with final key length ℓ(n) = wn, and, for simplicity, ideal
hardness amplification is true even with best possible α ≈ 1. Then we get (very ambitious)
conjectured (2t , 2t−wn + 2−cn )-security in 3c rounds. In particular, optimistically setting
n = 8 and wn = 128 for the case of AES, we could get ambitious (2t , 2t−128 + 2−8c )-security
in 3c rounds. Assume c ≤ 8 and t = 64 is good enough for practical use, we simplify this to
an amazingly simple, but powerful, conclusion of our small-box cryptography framework:
3c-round variant of 128-bit AES with 8-bit S-boxes which is (264 , 2−8c )-secure
In particular, setting c = 10/3, would already yield respectable one-in-hundred-million
security in 10 rounds (the number of real AES rounds), while setting c = 8 would give
excellent 2−64 security in 24 rounds.
While the above “back-of-the-envelope” calculations were a bit ad hoc and likely quite
optimistic, they demonstrate several very attractive features of our framework, especially
in comparison to its “big-box” counterpart. First, such calculations can be easily made
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(although more research is needed in estimating or conjecturing the right constants hidden/underspecified in Theorem 1). Second, such calculations give meaningful conjectured
security of actually used ciphers. Third, for the first time, we see that our conjectured bounds
– even when ambitiously good – were on the pessimistic side, predicting either more rounds
or a lower level of conjectured security than what is believed in practice. This is exactly
what we expect from a sound theory, as we don’t want such a theory to make predictions
contradicted by reality.

5

Conclusion and Open Problems

We introduce the framework of small-box cryptography, which allows us to extend the
(seemingly meaningless) provable security bounds for small values n into meaningful bounds
for the iterated version of the corresponding cipher. Applying this framework to existing SPN
ciphers, we get the most accurate theoretical justification for the security of these ciphers.
While applying it to PRGs, we get a construction for which we can get an alternative proof
from a well-studied assumption.
A number of interesting open questions remain. First, we have many open-ended questions
regarding the soundness of our small-box approach, most important of which is a better
understanding of the “big-to-small” Conjecture 14. It would also be interesting to apply
the small-box framework to the Feistel ciphers, by going deeper into the design of its round
function, so that we get much more meaningful justification regarding the design of existing
such ciphers, including DES, FEAL, MISTY and KASUMI.
Second, it is interesting to understand the best way to get concrete security bounds using
the current framework. For example, unlike the setting of “big-box” cryptography, where
the improved security directly translates to smaller key length, in the setting of small-box
cryptography the effect is much less understood, and likely significantly less important. For
example, even proving optimal O(q/2n ) security instead of O(q 2 /2n ) security for our reducedround SPN simply changes the constant a from the hardness amplification Conjecture 13
from a = 2/(1 − α) to a = 1/(1 − α). This in turns might slightly decrease the minimal
value of S-box size n0 (a) in big-to-small Conjecture 14, but at the present we have no good
understanding how practically important this change would be. In other words, proving
“beyond-birthday” results in the small-box approach is certainly interesting on a technical
level, but might not matter too much in terms of applying the framework to the existing
ciphers.
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Proof of Theorem 4

Proof. With the above intuition, we can prove the hardness amplification result through
a sequence of hybrids, and reducing the problem to a variant of the LPN problem. In the
proof we denote the uniform distribution of binary vectors of length N and weight c by ZN
2,c .
Hybrid H0 .

ℓ×N
A receives Mx for x ← ZN
.
2,c and M ← Z2

Hybrid H1 . A receives Mx ⊕ MA⊤ s where A is the generator matrix corresponding to the
(N −ℓ)×N
−ℓ
parity check matrix M ← Zℓ×N
. A ∈ Z2
, s ← ZN
, and x ← ZN
2 with wt(x) = c
2
2
Note that Hybrids H0 and H1 are identically distributed because of the property that
MA⊤ = 0
Hybrid H2 . A receives Mx ⊕ MA⊤ s where M is the parity check matrix corresponding to
(N −ℓ)×N
−ℓ
the generator matrix A ← Z2
s ← ZN
, and x ← ZN
2 with wt(x) = c
2
Note that the difference between Hybrids H1 and H2 only lies in the order of sampling
M, A. In H1 , we sample M and then compute A, while in H2 we do the opposite.
Hybrid H3 . A receives Me where M is the parity check matrix corresponding to the
(N −ℓ)×N
generator matrix A ← Z2
and e ← ZN
2 .
▷ Claim 15. If (N, m = N − ℓ)-XLPNτ is (t, ϵ)-hard, then the distinguishing advantage
between H2 and H3 for any PPT adversary A is at most ϵ provided c = N · τ
Proof. Let us assume that there is A2 that can distinguish between H2 and H3 . We will
construct A1 that uses A2 to win the ranked LPN game.
(N −ℓ)×N
−ℓ
Challenger samples A ← Z2
, s ← ZN
, and x ← ZN
2 with wt(x) = c. It then
2
⊤
N
sets e0 = A s ⊕ x and e1 ← Z2 . It tosses a bit and sends to A1 , (A, e = eb ). A1 then
generates the corresponding PCM M for A and runs A2 on Me. It is easy to verify that if
b = 0, A1 simulates perfectly H2 and if b = 1, it simulates H3 perfectly. A1 merely forwards
A2 ’s guess as its own. This concludes the proof.
◁
Hybrid H4 . A receives Me where M ← Zℓ×N
and e ← ZN
2 .
2
Note that the difference between hybrids H3 and H4 is again the order of sampling. In the
former, A is sampled and then M is computed, whereas in the latter M is directly sampled.
Hybrid H5 . A receives y ← Zℓ2
Hybrids H4 , H5 are identically distributed and therefore are statistically indistinguishable.
◀
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Introduction

Secure multi-party computation (MPC) allows several mutually distrustful parties to compute
a joint function on their inputs revealing nothing beyond the output of the computation.
This ability to compute on private datasets enables applications of tremendous benefits to
© Nico Döttling, Vipul Goyal, Giulio Malavolta, and Justin Raizes;
licensed under Creative Commons License CC-BY 4.0
13th Innovations in Theoretical Computer Science Conference (ITCS 2022).
Editor: Mark Braverman; Article No. 57; pp. 57:1–57:18
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

57:2

Interaction-Preserving Compilers for Secure Computation

the society. General positive results for secure computation were obtained over three decades
by Yao [40] in the two-party setting and then by Goldreich et al. [25] in the multi-party
setting.
Since the initial feasibility results, a large body of literature has focused on improving the
efficiency. In particular, much effort has been poured on optimizing the communication of
secure MPC protocol, both in terms of the number of bits exchanged as well as the number
of rounds. Breakthrough results on fully-homomorphic encryption allowed us to obtain
secure computation protocols whose communication complexity could be below (or even
independent of) the circuit size of the functionality [22]. For the important case of two parties,
many recent works have studied “Alice optimized” and “Bob optimized” protocols, where
the communication is independent of either Alice’s input length and Bob’s input length,
respectively, while simultaneously optimizing the number of rounds (see, e.g., [37, 15]).
Given the current state of affairs, a natural question to ask is whether we can design
secure computation protocols where the communication complexity could be lower than the
size of both inputs (or all inputs in the multi-party setting). With the growing importance
of being able to operate on big data, this question has become particularly compelling.
Unfortunately, the answer to this question is, in general, negative: Known communication
complexity lower bounds indicate that, for certain functions, communication proportional
to at least one of the inputs may be necessary to compute it (even without any security
requirements). On the other hand, there are many interesting examples of function classes
which can be computed with communication complexity much lower than the size of either
input. The rich line of research on communication complexity (c.f. [38]) has unveiled a large
(and relevant) class of functions where non trivial communication savings can be made by
cleverly designing the protocol. This raises the following question:
Given an N -round (insecure) protocol for some functionality F , can we design a secure
protocol for F with (roughly) the same communication complexity, both in terms of bits
exchanged and number of rounds?
Such a result would show that one does not need to pay a significant price for security
(at least as far as interaction is concerned). Indeed there are a number of natural problems
where the communication complexity of the insecure protocol could be significantly lower
than the size of either input:
(1) Playing Private Combinatorial Games: Suppose two players wish to play chess over the
internet and would like to determine who is the winner while hiding their individual
strategies entirely. This in particular means that all their intermediate moves during
the game must also be hidden from each other. This can be achieved using secure MPC
where the input of each player is their strategy while the output is the identity of the
winner. A generic MPC protocol for this task would require communication linear in the
size of the strategy of at least one of the players. However if we observe that an insecure
protocol for this task only requires the players to communicate their next move (thus
resulting in communication independent of the strategy size), there is hope to compile
this protocol in a secure one while preserving the communication complexity.
(2) Comparing Artificial Intelligences: Suppose two companies have developed independently algorithms to play some online game (e.g., Starcraft) and would like to determine
which approach is superior. Since training such algorithms is typically expensive, they
want to keep their strategy (and consequently their moves) secret. Using a general
purpose MPC for this task would require one to communicate (at least one of) the entire
algorithms, which is typically prohibitively large. On the other hand, online games
are routinely played on personal computers with minimal communication overhead by
leveraging interaction.
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(3) Yao’s Millionare Problem: Consider the classic Yao’s millionaire problem where the
task is to compute the “greater than” function on two inputs x and y (of n bit each). A
randomized interactive protocol for this problem requires only O(log n) bits and O(log n)
rounds of interaction. A conceptually simple protocol requiring O(log(n) log log(n)) bits
and O(log n) rounds can be found in [38]. The rough outline of the approach is to perform
binary search for the position i such that x and y differ in the i-th bit but are identical
in the first i − 1.
Indeed this list is not exhaustive. Several other interesting examples include private property
testing, Kachamar-Wigderson games, and so on.

1.1

Our Results

We systematically study the question of compiling insecure protocols to secure ones with
minimal communication overhead in several settings and under a variety of cryptographic
assumptions. We consider the strongest level of security where all but one parties are
potentially corrupted. We assume that all communications among M parties happen through
a broadcast channel. Specifically, given as input an N -round (where N ≥ 2) insecure
multi-party protocol (next, output) for a functionality F we obtain the following implication.
▶ Theorem 1 (Informal). If the circular LWE problem is hard, then there exists
an N rounds (semi-honest) 2PC protocol
an N + 1 rounds (semi-honest) MPC protocol
for F with communication complexity
N
X

|mi |(1 + o(1)) + N M 2 poly(λ) + LFECC(|last|, |depth|, |out|, λ)

i=1

in the common reference string model. Here:
|mi | is the maximum size of the i’th message in the insecure protocol over all inputs (|last|
is |mN −1 | + |mN | for the 2PC protocol and |mN | for the MPC protocol)
|depth| is the depth of the post-processing function output (for the 2PC case, this also
includes the depth of the computation of the last round message).
|out| is the size of the output.
LFECC(sin , d, sout , λ) is the communication complexity of a Laconic Function Evaluation
scheme1 for a circuit with input size sin , depth d, and output size sout , with security
parameter λ.
The communication complexity is roughly the worst case communication overhead of the
insecure protocol plus an overhead which scales with the security parameter λ. Our results
are particularly interesting in the case where the worst case communication complexity
is large and the last message and output are small compared to the entire protocol. In
this case, the overhead is overwhelmed by the insecure protocol’s communication and the
overall communication approaches the worst case communication complexity of the insecure
protocol.

1

See technical overview. Any improvements to the communication complexity of Laconic Function
Evaluation schemes will directly improve our results. The scheme given by [37] has communication
complexity Õ(sin + sout )poly(d, λ).
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For the two-party case, this represents a near complete resolution of the problem, i.e.,
we show an N to N rounds compiler with communication complexity close to that of the
insecure protocol.2 Thus, the natural next question is whether the extra round of interaction
is inherent in the multi-party settings. We show that this is in fact not the case and, under
strong cryptographic assumptions (at the cost of a slightly higher communication), we obtain
a round-preserving compiler.
▶ Theorem 2 (Informal). If the circular LWE problem is hard and assuming the existence of
extractable witness encryption and succinct non-interactive arguments of knowledge, then
there exists an N rounds (semi-honest) MPC protocol for F with communication complexity
N
X

|mi |(1 + o(1)) + N M 2 poly(λ) + LFECS(|mN |, |depth|, |out|, λ)

i=1

+ WEncCC(LFECRS(|mN |, |depth|, |out|, λ) + poly(λ) + |mN |,
|mN −1 | + M poly(λ), |mN | + M poly(λ), λ)
where
WEncCC(m, x, w, λ) is the communication complexity of witness encryption of a message
of size m under a statement of size x with witness size w using security parameter λ.
LFECS(sin , d, sout , λ) is the circuit size of the ciphertext computation for a Laconic Function
Evaluation scheme for a circuit with input size sin , depth d, and output size sout , with
security parameter λ.
LFECRS(|last|, |depth|, |out|, λ) the size of the common reference string for a Laconic
Function Evaluation scheme for a circuit with input size sin , depth d, and output size sout ,
with security parameter λ
We remark that extractable witness encryption [26] and succinct non-interactive arguments of
knowledge [32] have been shown to be a very powerful machinery but we have evidence [19, 24]
that they are hard to instantiate from “standard” cryptographic assumptions. Nevertheless,
candidate constructions exist [34, 20] and we can expect that our understanding will improve
in the near future. A more pessimistic interpretation of our result is that it highlights a
barrier against ruling out the existence of N to N rounds interaction-preserving compilers
for MPC.
Finally, we discuss how to remove the need for a trusted setup (assuming that the rounds
of the insecure protocol are at least N ≥ 3) and how to lift all of our protocols to the
malicious settings, without increasing the number of rounds.
▶ Theorem 3 (Informal). If the circular LWE problem is hard and assuming the existence of
an MK-FHE scheme without setup, simulation-extractable succinct non-interactive arguments
of knowledge, 2 round semi-malicious MPC, and 4 round (inefficient) delayed-input malicious
MPC, then there exists a max(4, N + 1) round malicious MPC protocol for computing F with
communication complexity
N
X

|mi |(1 + o(1))

i=1

+(N M 2 +LFECC(|last|, |depth|, |out|, λ)+LFECRS(|last|, |depth|, |out|, λ)+|m2 |)poly(λ)

2

The dependency on the size of the output seems somewhat inherent to our approach, since it has been
shown [29] that overcoming this barrier require some form of program obfuscation. Achieving this under
LWE is a fascinating open question.
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Furthermore if extractable witness encryption exists, then there exists an max(4, N ) round
malicious MPC protocol for F with communication complexity
N
X

|mi |(1+o(1))+(N M 2 +LFECS(|mN |, |depth|, |out|, λ)+LFECRS(|last|, |depth|, |out|, λ)

i=1

+ WEncCC (LFECRS (|mN |, |depth|, |out|, λ) + poly(λ) + |mN |,
|mN −1 | + M poly(λ), |mN | + M poly(λ), λ) + |m2 |)poly(λ)
Rate-1 MK-FHE. One of our main technical tools that allows us to achieve these results is
the first construction of a multi-key fully-homomorphic encryption (MK-FHE) [33] scheme
with message-to-ciphertext ratio (i.e., the rate) that approaches 1 as the size of the message
and the security parameter grow. The construction is proven secure against the standard LWE
problem, plus an additional circularity assumption to apply the bootstrapping theorem [22].
▶ Theorem 4 (Informal). If the LWE problem is hard, then there exists a leveled MK-FHE
scheme with ciphertext rate approaching 1, for a growing message size and security parameter.
By making an additional circularity assumption, there exists a ciphertext rate-1 MK-FHE
scheme.

1.2

Related Works

To the best of our knowledge, the question of designing general compilers to go from insecure
protocols to secure protocols while preserving the communication complexity was first studied
by Naor and Nissim [36]. Naor and Nissim showed, given a protocol with communication
complexity Γ, how to obtain a secure protocol with communication proportional to poly(Γ, λ).
The number of rounds in the resulting protocol is O(Γ) (even if the original protocol, say,
required only a constant number of rounds). Ignoring the factor related to the security
parameter, the communication complexity of the resulting protocol is at least Γ2 . Furthermore,
the computational blowup of the secure protocol could be even exponential in Γ. Their
approach is restricted to the two party settings.
A number of works have focused on optimizing the communication complexity [31, 14, 13]
and the round complexity [17, 35, 21, 5] of MPC for generic functions. For all of these
solutions, the communication of the secure protocol grows proportionally to the inputs of
all parties (and sometimes even with the circuit representation of the functionality). A
recent work [29] investigates the dependency of the communication complexity and the
output size and gives positive results for the semi-honest settings and negative results for the
(semi-)malicious settings. We also mention a related work of Boyle et al. [8] that compiles an
insecure protocol to a secure one while preserving the communication as a function of M ,
where M is the number of parties. The overall communication (as a function of the input
size) can increase significantly. Furthermore, their approach adds an additional 2M rounds
to the protocol in order to construct incremental FHE keys and decrypt the result. A closely
related work [1] gives a method for compressing secure multiparty computation protocols
into two round protocols (in the case of semi-honest adversaries) or three round protocols (in
the case of malicious adversaries). The key difference between their approach and ours is that
their approach compiles protocols which are already secure, whereas our approach compiles
insecure protocols. As a result, their compiler inherits the overheads of existing secure
computation protocols, which as mentioned previously, grows proportionally to the inputs of
all parties. In contrast, our approach of compiling insecure protocols allows directly lifting
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work from the communication complexity literature into the secure computation setting.
Additionally, their compiler incurs a poly(λ) blowup in the communication complexity of the
compiled secure protocol and requires an honest majority.
In a different line of work, Fernando et al. [16] study the communication complexity of
secure computation for massively parallel circuits. In contrast to our work, they do not
focus on optimizing the communication rate (their compiler uses existing low-rate MK-FHE
schemes) nor the round complexity (their compiler adds a constant number of rounds).

2

Technical Overview

In the following we give an informal overview of the techniques that we develop in order to
achieve our results. Before delving into the details of our constructions we recall the useful
notion of multi-key fully-homomorphic encryption (MK-FHE) developed in the context of
round-optimized MPC protocols [33, 3, 35]. An MK-FHE scheme allow M distinct parties
to locally sample a key pair (ski , pki ) and encrypt a message mi under their public key pki .
Then there exists a public evaluation algorithm that allows one to compute any function
f over ciphertexts (c1 , . . . , cM ) encrypted under independently sampled keys. The resulting
ciphertext c̃ encodes the function output f (m1 , . . . , mM ) and requires the knowledge of all
secret keys (sk1 , . . . , skM ) in order to be decrypted (this is inherent since it would otherwise
violate semantic security). We say that an MK-FHE scheme has threshold decryption if the
decryption of an evaluated ciphertext c̃ is split in the following two subroutines:
(1) A local phase where each party processes c̃ with its own secret key ski and produces a
decryption share si which is then broadcast to all other participants.
(2) A public phase where the decryption shares (s1 , . . . , sM ) are publicly combined to
reconstruct the message f (m1 , . . . , mM ).
Clearly the shares (s1 , . . . , sM ) should not reveal anything beyond allowing one to reconstruct
the designated message.
A Dummy MPC Protocol. Equipped with an MK-FHE scheme, there is a natural way to
compile and N -round insecure MPC protocol into a secure one. This dummy protocol is
outlined in the following.
Pre-Processing: Prior to the beginning of the execution of the protocol, each party Pi ,
on input xi , samples an MK-FHE key pair (ski , pki ) and computes an encryption of its
input ci = Enc(pki , xi ).
Round 1 . . . N: Let nexti be the next-message function of the i-th party Pi for the n-th
round (for n ∈ {1, . . . , N }) of the insecure protocol. Pi evaluates nexti homomorphically
over the ciphertexts exchanged so far and the input ciphertext ci . Note that the resulting
ciphertext potentially contains information which was originally encrypted under all
public keys (pk1 , . . . , pkM ). The resulting (multi-key) ciphertext is then broadcast to all
parties.
Round N+1: Let outputi be the post-processing function of the i-th party Pi that takes
as input the protocol transcript and the input xi and returns the output of the protocol.
Pi evaluates outputi homomorphically over the ciphertexts exchanged so far and the input
ciphertext ci . At this point Pi holds an encrypted version c̃i of its output, which has to
be decrypted with the help of all participants. c̃i is broadcast to all parties.
Round N+2: Each party Pi receives a set of multi-key ciphertexts (c̃1 , . . . , c̃M ) and
computes the partial decryption shares using its own secret key ski . Then Pi sends the
share of the j-th ciphertext sj,i to Pj .
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Post-Processing: Each party Pi receives a set of shares (si,1 , . . . , si,M ) which are locally
reconstructed to recover the output of the protocol.
It is not hard to see that the resulting protocol is correct3 and secure (in a semi-honest sense)
as long as the MK-FHE scheme is semantically secure and admits an efficient threshold
decryption procedure. Let Γ be the worst-case communication complexity of the insecure
protocol, then the communication complexity of the resulting MPC is Γ · poly(λ). We stress
that the fact that the communication of the secure protocol grows with the worst-case
complexity of the insecure one is always the case, at least for strict notions of security: The
early termination of the protocol could leak some additional information about the parties’
inputs, which is imperative to avoid.
Challenges. There are multiple reasons why this approach is unsatisfactory and falls short
in answering our original question for an interaction-preserving compiler, which we elaborate
below.
(1) The complexity of the secure MPC protocol is far from optimal as the compilation
introduces a polynomial overhead in the security parameter λ. Note that this is not
inherent for secure protocols: As an example, for the encryption functionality we can
achieve almost optimal message-to-ciphertext size ratio (i.e., the rate of the encryption)
by hybrid encryption. That is, an encryption for a message m is Enc(seed), PRG(seed)⊕m,
where PRG is a cryptographic pseudorandom generator. Here the size of the ciphertext
approaches that of the message, for a growing |m|, since the size of the first component
is fixed. Unfortunately this simple trick does not apply to the case of homomorphic
encryption, where there does not seem to be any obvious way to convert evaluated
ciphertexts back to this hybrid form. Thus, improving the rate of the above protocol
requires one to answer the following question.
Can we construct a rate-1 multi-key fully-homomorphic encryption scheme?
(2) The most evident issue with the protocol described above is the fact that it requires
2 additional rounds of interaction. Intuitively, this is because at the end of the N -th
round the parties only learn an encrypted version of the protocol’s output. It is tempting
to conclude that 2 more rounds are necessary to perform the joint decryption of the
output ciphertexts, since generic MPC protocols require at least 2 rounds of interaction.
However, recent developments in round-optimal MPC suggest that we can hope to do
better. Overcoming this obstacle boils down to the following challenge.
Can we construct a round-preserving MPC protocol without any extra round of
communication?
In this work we give positive answers to the questions above. Setting aside for the moment
the issue of constructing a rate-1 MK-FHE scheme (which we are going to address at the
end of this overview), the next subparagraphs are dedicated to solving the challenge of the
round complexity for interaction-preserving MPC compilers.

2.1

An N to N + 1 Rounds Compiler from Standard Assumptions

We first discuss how to reduce the round complexity of the protocol from N + 2 to N + 1,
only assuming the hardness of the circular LWE problem. For the special case of two parties,
the same protocol does not require any extra round of communication, i.e., we obtain an N
to N rounds compiler.
3

As standard in MPC, correctness requires that the output of the secure evaluation of F on input
(x1 , . . . , xM ) equals F (x1 , . . . , xM ). I.e., the secure protocol leaks exactly as much information as the
insecure one.

ITCS 2022

57:8

Interaction-Preserving Compilers for Secure Computation

N+1 Rounds via Laconic Function Evaluation. Before showing how to construct an N
to N + 1 round compiler, we first recall the notion of laconic function evaluation (LFE), a
cryptographic primitive recently introduced by Quach et al. [37]. An LFE scheme allows
a receiver to compress a large circuit C into a short hash h. Then the sender, on input x
and the digest h, can compute an encryption LFEEnc(h, x) such that the receiver can recover
C(x) and nothing more. In the instantiation proposed in [37], the size of the hash is a fixed
polynomial poly(λ) and the size of the ciphertext depends only on |x|, on the size of the
output, and on the depth of C.
To see why this machinery is useful to save rounds of communication, consider the special
case of two parties, where only a single one receives the output: In the N -th round the
receiver computes the LFE hash h of the circuit that hardwires all of the ciphertexts in its
view (including the encryption of its own input) and takes as input the last ciphertext sent
by the sender and its secret key. The circuit computes the post-processing function output
homomorphically over the ciphertexts and outputs the partial decryption of the resulting
ciphertext. Then in the subsequent round the sender computes and sends LFEEnc(h, (sk, c(N ) ),
where sk is its MK-FHE secret key and c(N ) is the ciphertext that the sender would have
broadcast in the last round. With this information available, the receiver recovers the partial
decryption of the encrypted output and completes the decryption locally.
Loosely speaking, this approach allows us to save one round of communication by outsourcing its computation to the LFE scheme. This intuition trivially extends to the multi-party
(N )
(N )
case, where each party Pi acts as a sender and computes LFEEnc(h, (ski , (c1 , . . . , cM )),
(N )
(N )
where (c1 , . . . , cM ) are the ciphertexts broadcast in the last round. This allows the
receiver to recover all of the decryption shares and thus the output of the computation. It
is important to observe that this mechanism crucially exploits the fact that the MK-FHE
threshold decryption consists of a local phase (which is computed under the hood of the
LFE) and of a public reconstruction phase (which is executed in plain by the receiver). The
price that we pay is that of an additive term proportional on the depth of the post-processing
function output of the insecure protocol. This is due to the specific instantiation proposed
by Quach et al. [37] and it seems plausible that future LFE schemes (possibly from different
assumptions) might surpass this barrier.
The Case of Two Parties. It turns out that, for the special case of two parties, the
above approach can be slightly modified to yield a round-preserving (i.e., N to N ) compiler.
Without entering in the details of the transformation, the basic idea is to anticipate the
computation of the LFE hash h to the round N − 1 and complete the remainder of the
computation under the hood of the LFE. The reason why this works for the two-party case
(and it does not seem to extend to the more general multi-party case) is that the hashed
circuit has hardcoded the complete view of the receiver and the sender can compute the LFE
encryption containing its missing ciphertexts (c(N −1) , c(N ) ) already by the N -th round.
In contrast, in the multi-party case each sender would need to compute
(N −1)
(N −1) (N )
(N )
LFEEnc(h, (ski , (c1
, . . . , cM
, c1 , . . . , cM )), which contains all ciphertexts broadcast
in the last round. Therefore, the LFE ciphertext can only be computed after the N -th round
is complete. At this point we seem to have encountered a roadblock: We cannot hope to
transmit enough information to recompute the last round for all parties, as it would require
sending an encryption of their entire input. Thus it is tempting to draw the conclusion
that, for the multi-party case, one additional round of interaction is indeed necessary. In the
following we show that this intuition is in fact wrong and that an N to N compiler exists
under additional (strong) cryptographic assumptions.
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An N to N Rounds Compiler

We now discuss a compiler which transforms an insecure N -round into a semi-honestly
secure N -round protocol while preserving the communication complexity up to a poly(λ)
factor. The starting point for this compiler is our previous N to N + 1 rounds compiler
discussed in the last section. Recall that in round N + 1 the only action performed by each
party is encrypting the MK-FHE cihertexts received in the last round in an LFE ciphertext
addressed to each other party. In particular, the computation in round N + 1 is succinct and
in independent of the (possibly large) inputs xi .
Flawed Attempts and Why They Fail. A first attempt could be to implement a similar
strategy as in the two-party case and have the parties send the LFE hashes in round N − 1
and LFE ciphertexts in round N . However, in the multiparty case this LFE ciphertext
cannot depend on the ciphertexts sent by other parties which themselves might depend on
the respective inputs in complex ways.
Our approach to shave off round N + 1 is to delegate the computation of the LFE
ciphertexts to the party receiving it. Say for concreteness we have parties P1 , P2 , P3 and
party P1 wants to delegate computation of its LFE ciphertext to party P2 . Consider the
following naive approach to achieve this: In round N party P1 sends an obfuscated circuit
C˜ which computes the LFE ciphertext along with the other messages it sends in round N .
Since this computation does not depend on the input of P1 this circuit is small. Now, once
P2 has received all MK-FHE ciphertexts in round N , it can evaluate C˜ on these ciphertexts
obtaining an LFE encryption. However, this approach introduces obvious problems: Since
the LFE ciphertext produced by C˜ also encrypts the secret key sk1 , the circuit C˜ must know
sk1 . But this means that a collusion consisting of P2 and P3 can now run C˜ on many different
ciphertexts. Even if P2 was committed to a specific ciphertext as in the two party case, a
semi-honest adversary with the view of P2 and P3 could still replay round N of P3 in his
head and modify the ciphertext sent by P3 . Such an adversary could clearly learn more than
the output of the insecure protocol.
Preventing Replay Attacks via SNARKs. To overcome this issue, we need to make sure
˜ To enforce this,
that there exists only a single valid input tuple on which P2 can evaluate C.
we modify the protocol such that in round N − 1 every party commits to their current state.
Since the inputs are large, this needs to be done using a succinct commitment scheme (e.g. a
Merkle tree). Party P1 then hardwires these commitments into the circuit C˜ and each input
must be provided together with a proof that it has been correctly computed relative to the
committed state and the ciphertexts sent by the other parties in round N − 1. Since the
witness for such a proof contains the input of the respective party, we have to use succinct
arguments [34, 6, 7] to implement these proofs. Moreover, since the statements to be proven
are only known in round N , we have to use succinct non-interactive arguments (SNARKs).
One issue with this approach is that an argument (as opposed to a proof) can only
fix the correct inputs computationally and therefore we cannot rely on indistinguishability
˜ However, a closer look at our setting
obfuscation [4, 18] to compute the obfuscated circuit C.
˜
reveals that P2 only needs to evaluate the circuit C once. Consequently, we can implement a
token-based obfuscation [27] approach, which can be instantiated from witness-encryption
and garbled circuits.
Our Solution. The final M -party protocol proceeds as follows: In round N − 1 each party Pi
(0)
computes a commitment Hi of an MK-FHE encryption ci of their (possibly large) input xi as
(1)
(N −2)
well as the MKE-FHE ciphertexts (c1 , . . . , cM
). This commitment Hi is broadcast along
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(N −1)

with the round N − 1 message ci
of the underlying protocol. In round N , each party Pi
(N )
computes a SNARK πi which establishes that the N -th round message ci of the underlying
protocol was computed consistently with the committed value. For each possible receiver Pj ,
the party Pi also computes a garbling of a circuit C which takes as input the N -th round
(N )
(N )
messages (c1 , . . . , cM ) as well as the LFE hashes (h1 , . . . , hM ) and computes and outputs
(N )
(N )
the round N + 1 message to Pj , i.e., an LFE encryption LFEEnc(hj , (ski , (c1 , . . . , cM )).
To transmit the labels for this garbled circuit, we rely on witness encryption. For the sake
(N )
of example, we consider a single k-bits input c1 (the general case is handled analogously).
(N )
For all κ ∈ [k], our goal is to provide the label corresponding to the κ-th bit of c1 to Pj ,
but keep the label corresponding to the complementary bit hidden. Define a language L such
(N −1)
(N −1)
(N )
that a statement (Hj , cj
, . . . , cM
, κ, b) is in L, if there exist a c̃j and a SNARK
proof πj such that
(N )

(1) The κ-th bit of c̃j

is b and
(N )

(2) πj is a verifying SNARK proof which asserts that c̃j

is the correct next message of Pj

(N −1)
(N −1)
(cj
, . . . , cM
).

given the state committed to in Hj and
Assume that we are given a witness encryption for L. For each wire-index κ, Pi encrypts the
(N −1)
(N −1)
0-label under the statement (Hj , cj
, . . . , cM
, κ, 0) and the 1-label under the statement
(N −1)

(N −1)

(N )

(Hj , cj
, . . . , cM
, κ, 1). Finally, to complete round N , Pi sends ci , the SNARK proof
˜ and the witness-encrypted labels to Pj .
πi , the garbled circuit C,
˜ Pj first obtains the label-encodings of the inputs
To evaluate the garbled circuit C,
(N )
(N )
(c1 , . . . , c1 ) by decrypting the witness encryptions using the witnesses
(N )
(N )
w = (c1 , π1 , . . . , cM , πM ). At this point Pj can evaluate the garbled circuit and obtain
(N )
(N )
(N )
(N )
an LFE encryption LFEEnc(hj , (ski , (c1 , . . . , cM )), where (c1 , . . . , cM ). Pj can then
proceed as in the N + 1-round protocol.
On Extractability Assumptions. To prove semi-honest security, we need to argue that no
collusion of parties is able to obtain garbled circuit-labels that do not corresponding to the
legitimate inputs. Once this is established, security of the protocol follows routinely from the
simulation-security of the garbling scheme. The standard notion of witness encryption [20]
only provides security for messages encrypted under false statements. However, a closer look
(N −1)
(N −1)
at the language L reveals that for given Hj , cj
, . . . , cM
and κ both the statements




(N −1)
(N −1)
(N −1)
(N −1)
x0 = Hj , cj
, . . . , cM
, κ, 0 and x1 = Hj , cj
, . . . , cM
, κ, 1
might be true. The reason for this is that the SNARK, which is used in the definition
of L, is computationally sound. Consequently, we need to rely on the stronger notion of
extractable witness encryption [26]. This notion requires that any (adversarial) machine
which can decrypt a witness-encryption ciphertext v (with non-negligible probability) must
know a corresponding witness for the statement x under which v was encrypted. This is
formalized via a non-black-box knowledge extractor. Thus, in the security proof we can argue
that such a machine could produce SNARK proofs for the wellformedness of ciphertexts
(N )
(N )
c̃j ̸= cj , which, by the proof-of-knowledge property of the SNARK, would mean that it
can consistently open the commitment Hj in different ways, which contradicts its binding
property.
The combination of SNARKs and extractable witness encryption in our construction
is inspired by the construction of attribute-based encryption for Turing-machines/RAM
programs in [26].

N. Döttling, V. Goyal, G. Malavolta, and J. Raizes

2.3

57:11

Plain Model

The protocols presented so far require the sampling of a common reference string by a trusted
party, which is then made available to all participants. This additional assumption is clearly
undesirable and thus a natural question is whether compilers with similar efficiency exist also
in the plain model. In the following we sketch how to lift the previously described protocols
in the plain model without adding any additional round of interaction, at the cost of slightly
increasing the communication complexity of the resulting MPC. In a nutshell, our idea is to
begin the computation of the protocol under the hood of a MK-FHE without setup (but not
necessarily with rate-1), such as the one described in [33, 2], and piggyback the round needed
to generate the public parameters in the first round of interaction. Once this operation is
completed, we can move the encrypted protocol execution under the rate-1 MK-FHE scheme
via standard key-switching techniques.
More specifically, assume for the moment that one round of interaction is sufficient to
generate the public parameters of the protocol. Then our augmented protocol proceeds as
follows: The parties encrypt their input under the MK-FHE without setup and compute
the first message of the protocol homomorphically. Then they broadcast the ciphertexts,
together with the corresponding public keys and the information necessary to compute the
public parameters of the system. In the second round, the parties proceed as before except
that they additionally sample a key pair for the rate-1 MK-FHE (recall that at this point
the public parameters are established) together with an encryption of the secret key of the
MK-FHE without setup. Once these ciphertexts are sent around, the parties can evaluate
the decryption circuit of the MK-FHE without setup homomorphically, thus switching to
encryptions under the hood of the rate-1 MK-FHE. The remainder of the protocol proceeds
as before.
The security of this protocol can be shown with the same strategy as before, except that
we have to add an additional intermediate hybrid where we substitute the encryption of
the secret key of the MK-FHE without setup with an encryption of a fixed string. Clearly
the number of rounds needed for this protocol is identical, given that N ≥ 3. However, the
communication complexity now grows by an additional additive factor poly(λ, |msg|) where
msg is the communication complexity of the second round of the insecure protocol, due to the
fact that we do not know of any rate-1 MK-FHE without setup (from standard assumptions).
The reason why we do not have an additional factor proportional to the size of the first round
is that we can assume without loss of generality that non-evaluated MK-FHE ciphertexts
have rate-1: Simply modify the encryption algorithm to compute the hybrid encryption
(Enc(seed), PRG(seed) ⊕ m)
where PRG is a pseudorandom generator and seed ←$ {0, 1}λ . Thus what is left to be shown
is that the public parameters of the scheme can be computed in one round. Recall that the
public parameters of the schemes consist of (i) the public parameters of the MK-FHE scheme
p, (ii) the key of the collision resistant hash k, (iii) the common reference string of the LFE
crs, and the (iv) common reference string of the SNARK crsSNARK . For the semi-honest case,
we can simply let an arbitrary party sample the public parameters and broadcast them in
the first round.

2.4

Malicious Security

A natural question that arises from the above protocols is whether we can obtain similar results
in the malicious settings. First observe that all of our protocols (or minor modification thereof)
satisfy the notion of semi-malicious security: In the semi-malicious security experiment, the
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distinguisher is still given honestly computed view but it is allowed to choose the random
coins for the corrupted parties. Since the MK-FHE scheme(s) that we deploy satisfy perfect
correctness, the evaluated ciphertexts are always well-formed as long as the keys and the fresh
encryptions are in the support of the algorithms KeyGen and Enc, respectively. Furthermore,
we show in the full version that our rate-1 MK-FHE scheme is semantically secure for all
(possibly adversarial) choices of the public parameters corresponding to the corrupted parties.
Finally recall that the LFE scheme described in [37] has been shown to satisfy semi-malicious
security. The caveat here is that the analysis assumes that the crs is sampled by a trusted
party, whereas in our protocol ΠN +1 the crs is chosen by some arbitrary (and potentially
corrupted) party in the first round. This issue can be easily resolved by using a generic
2-round semi-malicious MPC protocol (e.g., [21, 5]) to generate the common reference string
crs.
It is well known that any semi-malicious protocol can be compiled into a simulation-secure
one by using universally composable non-interactive zero-knowledge proofs [3]. To ensure
succinctness, we need to rely on simulation-extractable zero knowledge SNARKs instead
(e.g. [28]). However, in the malicious setting, generating the common reference string crs for
both the SNARKs and the LFE seems to require first running a 4 round4 maliciously-secure
MPC . Since both ΠN +1 and ΠN require crs in the N ’th round, this would only result in
compilers for N ≥ 5.
Early CRS Usage. To avoid the unsatisfactory warm-up period, observe that the crs can be
generated and used as early as the third round, as long as it is not used publicly. Specifically,
we can run the 2 round crs generation protocol underneath a MK-FHE scheme without
setup, as well as anything which requires it (e.g. the LFE and SNARKs). Upon receiving a
proof that the crs was generated semi-maliciously, the entire interaction involving the crs can
be safely decrypted to finish the protocol. The extra round for decrypting after the proof
is complete can be avoided by using a generic inefficient 4 round MPC implementing the
multiparty Conditional Disclosure of Secrets (MCDS) functionality suggested by Choudhuri
et. al. [11]. Upon input of a witness that the crs was generated semi-maliciously, it reveals
the “outer” plain model MK-FHE secret keys. This provides the guarantee that if any party
cheated during the crs generation, no party can see the portions of the protocol involving
the crs. If the outer low-rate MK-FHE secret keys are revealed, all parties can safely decrypt
the portions of the transcript involving the crs without further interaction.
Our Solution. The protocol specifications are identical to the plain model semi-honest
protocol (which takes N ′ rounds) except for the following modifications:
(1) In round N ′ − 3, the parties also sample fresh (low-rate) MK-FHE keys and broadcast
the public keys. They use these “outer” keys to run an encrypted generic 2-round
semi-malicious MPC protocol (using fresh randomness) in rounds N ′ − 3 and N ′ − 2 to
generate the crs for the LFE and SNARK.
(2) In the last round of ΠN (last two rounds of ΠN +1 ), instead of sending the LFE hash
(and ciphertext) in the clear, it is computed and broadcast underneath the outer keys.
This gives it access to the encrypted crs.
(3) Rounds N ′ − 1 and N ′ are additionally augmented with encrypted zero knowledge
SNARKs proving that the transcript so far has been honestly computed with respect to
the same input and randomness. These SNARKs are computed and broadcast underneath

4

Or 3 rounds with non-black-box simulation.
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the outer keys, which gives them access to the encrypted crs. If at any point a party Pi
receives a faulty SNARK, which is checkable underneath the outer MK-FHE, it implicitly
aborts by sending encryptions of a fixed string instead of further messages (e.g. the LFE
ciphertext) under the MK-FHE.
(4) During the last four rounds, the parties run a generic 4 round malicious-secure MPC
protocol implementing the MCDS functionality. Upon input of the outer secret keys and
the randomness used in the crs generation, the MCDS reveals the outer MK-FHE secret
keys.
The modifications introduced above do not change the communication complexity from
that of the semi-honest plain model protocol, since the crs is bounded by a fixed poly(λ), the
generic MPCs only compute circuits involving the crs and plain model MK-FHE keys, the
SNARKs are succinct, and the LFE already had size poly(|last|, |depth|, |out|, λ). The round
complexity becomes max(4, N ′ ), where N ′ is the round complexity of the underlying plain
model semi-honest secure protocol. The compiler can be applied to any insecure protocol
with N ≥ 3.
At a high level, the simulator extracts the adversary’s outer keys and randomness used in
generating the crs using the MCDS simulator. During this time, it replaces the encrypted
second message of the crs generation protocol with an encryption of 0. It rewinds to round
N ′ − 2 and re-simulates MCDS while forcing the crs using the extracted randomness (which
was fixed in round N ′ −3) and the 2 round semi-malicious simulator. It decrypts the SNARKs
in round N ′ − 1 using the extracted outer keys then invokes the knowledge extractor to
retrieve the adversary’s ΠN ′ input. Armed with ΠN ′ input, it finishes the simulation of
the plain model secure protocol underneath the outer MK-FHE keys. To avoid issues from
playing protocols in parallel, we rely on the semantic security of the plain model MK-FHE to
hide components until we are ready to simulate them, the 2 round nature of the crs generation
MPC, the ability to locally compute intermediate messages of ΠN ′ given an encryption of
the input, and the non-interactive nature of the components used in ΠN ′ to force the output.

2.5

Rate-1 Multi-Key Fully-Homomorphic Encryption

The missing piece to complete the picture is the description of a rate-1 MK-FHE. In the
following we present a MK-FHE scheme with message-to-ciphertext ratio of 1 − o(1) which
is proven secure against the standard learning with errors (LWE) problem.
Compressible MK-FHE. Our starting point is the recent works of Brakerski et al. [9] and
of Gentry and Halevi [23] where they propose a general construction paradigm for rate-1
FHE. We recall the main ideas in the following. One of their main leverages is that many
(low rate) FHE schemes from the literature have a very structured decryption algorithm.
More concretely, the decryption circuit for a ciphertext ⃗c and a secret key ⃗s can be rewritten
as a linear operation followed by a rounding. That is, for an LWE modulus q there exists a
linear function (mod q) Lω,⃗c such that
Lω,⃗c (⃗s) = ω · m + e
where q is the LWE modulus, ω is an arbitrary constant and e is a noise term such that
|e| < B for some fixed bound B. By choosing ω to be large enough, the message can be
decoded with probability 1. This property is referred to as linear decrypt-and-multiply.
The idea to increase the rate of the FHE scheme is to key-switch low rate FHE ciphertext
into high rate ciphertexts. High rate encryption schemes exhibit only linear homomorphic
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properties, which are however sufficient due to the linearity of Lω,⃗c . Compression is achieved
by carefully packing multiple bits into high rate ciphertexts and by setting the constant ω
appropriately.
Our observation is that a similar transformation works also for the case of MK-FHE with
linear decrypt-and-multiply. Specifically, given a multi-key ciphertext ⃗c and the concatenation
of all of the corresponding secret keys (⃗s1 , . . . , ⃗sM ), we require the existence of a linear function
Lω,⃗c such that
Lω,⃗c (⃗s1 , . . . , ⃗sM ) = ω · m + e
where ω and e are defined as before. Fortunately, one can show that existing MK-FHE
schemes [12, 35] have precisely this structure. Clearly if we want the final scheme to support
multi-key operations, then we also require the high rate scheme to be multi-key homomorphic.
Thus, the only missing ingredient is a multi-key linearly-homomorphic encryption (MK-LHE)
with high rate. The main technical contribution of this work is the construction of a such a
scheme, assuming the hardness of the LWE problem.
Rate-1 MK-LHE from LWE. Our main observation is that Regev encryption [39] can be
extended to (i) pack arbitrarily many messages into a single ciphertexts and (ii) support
multi-key evaluations of linear functions. In the following we recall the packed version of the
scheme and we show a multi-key evaluation algorithm for linear functions over Zηq , where q
is the LWE modulus and η is proportional to the rate of the scheme. The key generation
algorithm samples a matrix A ←$ Zn×m
uniformly at random. Then it chooses a secret key
q
S ←$ Zη×n
uniformly
at
random
and
samples
E ←$ χη×m , where χ is a discrete Gaussian.
q
The public key of the scheme consists of the matrices
⃗ = S · A + E.
A and B
To encrypt a column vector of messages (m1 , . . . , mη ), one samples a random vector ⃗r ←$
{0, 1}m and sets the ciphertext to
⃗c1 = A · ⃗r and ⃗c2 = B · ⃗r + ω · (m1 , . . . , mη )
where ω is a constant (which is typically set to q/2). Given the secret key S, one can recover
the encrypted plaintext by computing ⃗c2 − S ·⃗c1 (mod q) and rounding to the nearest multiple
of ω. The scheme can be shown to be semantically secure with a canonical reduction to the
LWE problem and an invocation of the leftover hash lemma [30].
It is well known that the scheme is (bounded) additively homomorphic for ciphertexts
encrypted under the same key. However, by slightly modifying the evaluation and the
decryption procedure one can show that the same holds for ciphertexts encrypted under
independently sampled keys. We exemplify this for the case of homomorphic addition of
˜ ˜
two ciphertexts:
 On input (⃗c1 , ⃗c2 ) and (⃗c1 , ⃗c2 ), the multi-key evaluation algorithm computes
˜
˜
⃗c1 , ⃗c1 , ⃗c2 + ⃗c2 . Given both secret keys S and S̃ one can recover the sum of the vectors by
computing
⃗c2 + ⃗c˜2 − S · ⃗c1 − S̃ · ⃗c˜1
= B · ⃗r + ω · (m1 , . . . , mη ) + B̃ · ⃗r˜ + ω · (m̃1 , . . . , m̃η ) − S · A · ⃗r − S̃ · Ã · ⃗r˜
= E · ⃗r + Ẽ · ⃗r˜ + ω · (m + m̃1 , . . . , m + m̃η )
= ⃗z + ω · (m + m̃1 , . . . , m + m̃η )

N. Döttling, V. Goyal, G. Malavolta, and J. Raizes

57:15

which can be efficiently decoded as long as ∥⃗z∥∞ is small enough. One limitation of the
scheme is that messages cannot be multiplied by large constants since it would also be
absorbed by the noise term and would violate correctness. This shortcoming can be easily
bypassed by encrypting multiple copies of the each message multiplied by increasing powers
of 2. By summing the terms corresponding to the bit representation of the constant, we
obtain the same result while keeping the noise growth contained.
It is not immediately clear that the resulting multi-key ciphertexts have a high rate, since
the evaluated ciphertexts now contain as many Znq elements as the number of public keys.
Fortunately, we can increase the parameter η (i.e., the dimensions of the encrypted messages)
to be large enough to amortize for the additional overhead. Achieving actual rate-1 requires
a little more work, but it can be done almost generically using the ciphertext compression
algorithm developed by Brakerski et al. [9].

Threshold Decryption. The missing ingredient to use such a scheme in our MPC protocol
is to argue that it satisfies threshold decryption. While the resulting MK-FHE falls short in
achieving this, such issue can be easily resolved by another application of key-switching, i.e.,
homomorphically evaluate the compressed decryption algorithm under an MK-FHE with
threshold decryption (but low rate). See the full version for more details.

Removing the Common Reference String. While we deliberately glossed over the instantiations of our building blocks in our overview, one important aspect of our scheme
is that it requires a common reference string. This is because the schemes from [12, 35]
require a trusted setup, which is inherited by our construction. 5 We will sketch a way to
bypass the need for a trusted setup in our MPC protocols, without adding any extra round
of communication but at the cost of a slight increase in the communication complexity of
the protocol. To this end, we recall that (low-rate) MK-FHE schemes in the plain model
exist [33] from NTRU-type assumptions. Given that N is large enough, we can afford to
compute a few rounds of the protocol in under the hood of a plain model MK-FHE and then
key-switch into a rate-1 MK-FHE with threshold decryption. These initial rounds can now
be used by the participants to jointly compute the common reference string for our MK-FHE,
without any extra interaction.
More precisely, we begin the execution of the dummy protocol as described above using
a plain-model MK-FHE scheme (with low rate). In parallel with the first rounds of the
protocol, the parties also engage in a generic MPC to compute the reference string crs of
an MK-FHE with threshold decryption. For an appropriate instantiation of MK-FHE with
threshold decryption (see the full version) the size of the crs is bounded by a fixed polynomial
in the security parameter and therefore this trick adds only an additive overhead poly(λ) to
the protocol communication. In N is large enough, then no additional rounds are needed.
In fact, we will show in the full version that the common reference string of our MK-FHE
scheme can be computed in a single broadcast round using techniques from [10]. Once the
crs is established, the parties sample a MK-FHE key pair (ski , pki ) and publish Enc(pki , ski ),
where ski is the secret key of the plain model MK-FHE scheme. At this point all parties can
non-interactively convert all of the previously exchanged ciphertexts in multi-key ciphertext
under (pk1 , . . . , pkM ). The rest of the execution is unchanged.

5

We are not aware of any other approach to build rate-1 MK-FHE in the plain model.
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the online random-order model. Specifically, the matroid secretary conjecture is true if and only if
every matroid admits an online random-order contention resolution scheme which, given an arbitrary
(possibly correlated) prior distribution over subsets of the ground set, matches the balance ratio
of the best offline scheme for that distribution up to a constant. We refer to such a scheme as
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1

Introduction

This paper follows in the hallowed TCS tradition of reducing the number of questions without
providing any answers. We establish an equivalence between one of the central open problems
in online algorithm design, the matroid secretary conjecture, and the increasingly rich and
fruitful framework of contention resolution. Specifically, we show that the matroid secretary
problem admits a constant-competitive algorithm if and only if matroid contention resolution
for general (correlated) distributions is approximately as powerful (up to a constant) in
the online random-order model as it is in the offline model. Our result paves the way
for application of the many recent advances in contention resolution, and in stochastic
decision-making problems more generally, to resolving the conjecture.
The classical (single-choice) secretary problem [6], and its many subsequent combinatorial
generalizations, capture the essence of online decision making when adversarial datapoints
arrive in a non-adversarial order. The paradigmatic such generalization is the matroid
secretary problem, originally proposed by Babaioff et al [2]. Here, elements of a known
matroid arrive online in a uniformly random order, each equipped with a nonnegative weight
chosen at the outset by an adversary. An algorithm for this problem must decide online
whether to accept or reject each element, knowing only the weights of the elements which
have arrived thus far, subject to accepting an independent set of the matroid. The goal
is to maximize the total weight of accepted elements. The matroid secretary conjecture
© Shaddin Dughmi;
licensed under Creative Commons License CC-BY 4.0
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of [2] postulates the existence of an (online) algorithm for this problem which is constant
competitive, as compared to the offline optimal, for all matroids. Though much prior work
has designed competitive algorithms for specific classes of matroids, the general conjecture
has remained open.
Recent years have seen an explosion of interest in a variety of online decision-making problems of a similar flavor, albeit distinguished from secretary problems in that the uncertainty
in the data is stochastic, with known distribution, rather than adversarial. Such models
include variants and generalizations of the classical prophet inequality, adaptive stochastic
optimization models such as stochastic probing, and what is increasingly emerging as the
technical core of such problems: contention resolution. The offline model of contention
resolution was introduced by Chekuri et al. [4], motivated by applications to approximation
algorithm design. It has since been extended to various online settings (e.g. [9, 1]), and
emerged as the basic technical building block of a number of important results for stochastic
decision-making problems (see e.g. [9, 1, 15, 3]).
In contention resolution, elements of a set system – for our purposes, a matroid – are
each equipped with a single-bit stochastic datapoint indicating whether that element is
active or inactive. The joint distribution of these datapoints, henceforth referred to as the
prior distribution, is assumed to be known and given. An algorithm for this problem –
which we often refer to as a contention resolution scheme (CRS) – is tasked with accepting
an independent set of active elements with the goal of maximizing the balance ratio: the
minimum, over all elements, of the ratio of the probability the element is accepted to the
probability the element is active. When a CRS achieves a constant balance ratio for a
distribution or class of distributions, we simply call it balanced. In the original offline setting
of contention resolution, the algorithm observes all datapoints before choosing which elements
to accept. Most pertinent for us is the online random order setting: elements and their
datapoints arrive in a uniformly random order, and the algorithm must must decide whether
to accept or reject each element, subject to independence, knowing only the activity status
of elements which have arrived thus far.
Most work on contention resolution has restricted attention to product prior distributions:
elements are active independently, with given probabilities. Sweeping positive results hold
for product priors, for both offline and online contention resolution on matroids (see [4, 9]),
and those results tend to extend to negative correlation between elements. In contrast, it is
easy to see that not much is possible in the presence of unrestrained positive correlation,
even offline. We build on our recent work in [5], which observed that some forms of positive
correlation are relatively “benign” for contention resolution, at least in the offline setting. We
characterized uncontentious distributions – those permitting a balanced offline CRS – and
delineated some of their basic properties. Leveraging this characterization, we then related
the matroid secretary conjecture to online contention resolution for these uncontentious
distributions, via a pair of complementary reductions.
One of the reductions in [5] is of unambiguous significance, and follows from unsurprising
duality arguments: given a competitive algorithm for the secretary problem on a matroid,
one can derive an (online) random-order CRS which is balanced for every uncontentious
distribution on that matroid. We refer to such an online CRS, which is balanced for all
uncontentious (correlated) distributions, as universal.
The second reduction in [5] is from the matroid secretary problem to a more restrictive
model for online contention resolution, and therefore falls short of establishing an equivalence
between the two problems. At the center of this reduction is the (random) set of improving
elements for a weighted matroid, as originally defined by Karger [13]: a random sample
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Universal Labeled Contention Resolution
(Matroids, Random Order)

[5, Theorem 4.1]

Correlated Matroid Prophet Secretary

Universal Contention Resolution
(Matroids, Random Order)
Figure 1 Reductions between the four relevant problems. An arrow A → B indicates using an
algorithm for problem A to solve problem B, i.e., a reduction from B to A. All reductions preserve
the competitive or balance ratio up to a constant.

consisting of a constant fraction of the elements is set aside, and an element outside the
sample is deemed improving if it increases the weighted rank of the sample. It is shown in
[5] that improving elements, though they may exhibit nontrivial positive correlation, are
nonetheless uncontentious – i.e., they admit a balanced offline CRS. Achieving such balance
online as well, in the random-order model, is then shown to imply the matroid secretary
conjecture. The major caveat to this reduction is the following: the prior distribution of
improving elements is only partially known when the online CRS is invoked by this reduction.
In essence, the reduction requires online contention resolution in a nontraditional, and more
restrictive, model of a partially-described prior distribution.

Results and Technical Approach
This is where the present paper picks up. We restrict attention to matroids, and derive a
reduction from the secretary problem to random-order contention resolution with a fully
known and given uncontentious distribution. In doing so, we establish equivalence of the
matroid secretary conjecture and universal random-order contention resolution on matroids.
A conceptual take-away from our result is that the key challenge of the matroid secretary
problem lies in resolving contention for random sets exhibiting positive correlation, in
particular when such correlation is “benign” for offline contention resolution.
We face a series of technical obstacles, which we isolate by expressing our reduction
as the composition of three component reductions. This takes us through two “bridge
problems” along the way. The first of these bridge problems is the correlated version of the
familiar matroid prophet secretary problem of Ehsani et al [7], which relaxes the matroid
secretary problem by assuming that weights are drawn from a known distribution rather
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than adversarially.1 The second bridge problem is a generalization of contention resolution –
in particular on matroids, in the online random-order model – which we define and term
labeled contention resolution. Here, each active element comes with a stochastic label, and
balance is evaluated with respect to element/label pairs rather than merely with respect to
elements. Figure 1 summarizes the cycle of reductions between all four problems, which we
conclude are all equivalent up to constant factors in their competitive and balance ratios.
Our first component reduction, motivated by the aforementioned caveat to the results
of [5], is from the secretary problem to the prophet secretary problem on matroids. Fairly
standard duality arguments allow us to replace the adversarial weight vector in the secretary
problem with a stochastic one of known distribution. Modulo some simple normalization
and discretization of the weights, at the expense of a constant in the competitive ratio, this
yields an instance of the prophet secretary problem. With a stochastic weight vector drawn
from a known distribution, we now face a known mixture of improving element distributions.
Moreover, since it is shown in [5] that uncontentious distributions are closed under mixing,
this mixture is still uncontentious. At first glance, it would appear that we have now resolved
the caveat of [5].
Unfortunately, shifting to a stochastic weight vector introduces a new obstacle. With
the set of improving elements now correlated with the vector of element weights, balanced
contention resolution no longer guarantees extracting a constant fraction of the expected
weight of the set. This is because a contention resolution scheme may preferentially accept
an improving element when it has low weight, and reject it when it has high weight, while
still satisfying the balance requirement in the aggregate. In fact, we show by way of a simple
example that egregious instantiations of this phenomenon are not difficult to come by. This
motivates our reduction from the matroid prophet secretary problem to labeled contention
resolution, also in the online random-order model. By labeling each element with its weight,
and requiring balance with respect to element/label pairs, we exclude contention resolution
policies which favor low-weight elements.
Our final, and most technically involved, component reduction is from labeled to unlabeled
contention resolution, for matroids in the random-order model. Such a reduction would be
trivial in the offline setting: by thinking of each (element,label) pair as a distinct parallel
copy of the element, we obtain an equivalent instance of unlabeled contention resolution,
albeit on a larger matroid. One might hope for an online version of this reduction, which
interleaves inactive element/label pairs amidst the active element/label pairs from the labeled
instance. However, we argue at length that such an approach appears unlikely to succeed,
for two fundamental reasons. First, we present evidence that not any interleaving will do: we
show formally that an arbitrary interleaving produces a contention resolution problem which
does not admit a constant balance ratio, ruling out such a reduction if the matroid secretary
conjecture were true. In other words, it really is important that both active and inactive
elements are ordered randomly in random-order contention resolution, since the semi-random
generalization which provides no guarantees on the positions of inactive elements is strictly
more difficult (assuming the matroid secretary conjecture). Second, we argue that natural
interleaving approaches fail to produce a uniformly-random sequence of element/label pairs
(both active and inactive), even in an approximate sense. Roughly speaking, the difficulty is
thus: natural online reductions from the labeled problem to its unlabeled counterpart must
randomly interleave many (inactive) labeled copies of an element early into the sequence, well

1

An alternate, equivalent, description of the prophet secretary problem is as a relaxation of the prophet
inequality problem to random order arrivals.
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before the active copy (if any) arrives online. Without knowing the identity of this active copy
(if any) in advance, there simply is not enough information, in a statistical distance sense,
to approximately simulate a uniformly-random interleaving. We overcome these obstacles
by “blowing up” the matroid even further, creating a large number of identical duplicates of
each label. As the number of duplicates grows large, a random order of element/label pairs
converges in distribution to a deterministic order (modulo the equivalence relation between
duplicates). The required interleaving of inactive element/label pairs is now essentially
deterministic, and in particular approximately invariant – in a statistical distance sense – to
the identities of active elements and their labels.
We relegate more thorough discussion of related work to the full version of this paper.

2
2.1

Preliminaries
Miscellaneous Notation and Terminology

We denote the natural numbers by N, the real numbers by R, and the nonnegative real
numbers by R+ . We also use [n] as shorthand for the set of integers {1, . . . , n}.
For a set A, we use ∆(A) to denote the family of distributions over A, use 2A to denote
the family of subsets of A, and use A∗ to denote finite strings with alphabet A. When A
is finite, we use a ∼ A to denote uniformly sampling a from A. We also use A! to denote
the family of permutations of A, where we think of π ∈ A! as a bijection from positions
{1, . . . , |A|} to A. When A is equipped with weights w ∈ RA , and B ⊆ A, we use the
P
shorthand w(B) = i∈B wi . For a distribution D supported on 2A , we refer to the vector
x ∈ [0, 1]A of marginals of D, where xi = PrB∼D [i ∈ B] is the marginal probability of i in D.

2.2

Matroid Theory Basics

We use standard definitions from matroid theory; for details see [16, 18]. A matroid
M = (E, I) consists of a ground set E of elements, and a family I ⊆ 2E of independent
sets, satisfying the three matroid axioms. A weighted matroid (M, w) consists of a matroid
M = (E, I) together with weights w ∈ RE on the elements. We use M|A to denote the
restriction of M to elements A ⊆ E.
We use rank(M) to denote the rank – i.e. the maximum cardinality of an independent
set – of a matroid M, and rankw (M) to denote the weighted rank – i.e. the maximum
weight of an independent set – of a weighted matroid (M, w). Overloading notation, we
use rankM (A) to denote the rank of M|A, and rankM
w (A) to denote the weighted rank of
M|A with weights {we }e∈A , though we omit the superscript M when the matroid is clear
from context. We also often reference the matroid polytope P(M) of a matroid M = (E, I),
defined as the convex hull of indicator vectors of independent sets.
We restrict attention without loss of generality to matroids with no loops (i.e., each
singleton is independent). In parts of this paper, we also restrict attention to weighted
matroids where all non-zero weights are distinct. This assumption is made merely to simplify
some of our proofs, and – using standard tie-breaking arguments – can be shown to be without
loss of generality in as much as our results are concerned. Under this assumption, we define
OPTM
w (A) as the (unique) maximum-weight independent subset of A of minimum cardinality
(excluding zero-weight elements), and we omit the superscript when the matroid is clear
from context. We also use OPTw (M) = OPTM
w (E) as shorthand for the maximum-weight
independent set of M of minimum cardinality.
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2.3

The Matroid Secretary Problem

In the matroid secretary problem, originally defined by Babaioff et al [2], there is matroid
M = (E, I) with nonnegative weights {we }e∈E on the elements. Elements E arrive online in
a uniformly random order π ∼ E!, and an online algorithm must irrevocably accept or reject
an element when it arrives, subject to accepting an independent set of M. Only the matroid
M is given to the algorithm at the outset – say, as an independence oracle. The weights w,
on the other hand, are chosen adversarially, and without knowledge of the random order π.
The elements then arrive online, along with their weights, in the random order π.
The goal of the online algorithm is to maximize the expected weight of the accepted set of
elements. Given c ∈ [0, 1], we say that an algorithm for the secretary problem is c-competitive
for a class of matroids, in the worst-case, if for every matroid M in that class and every
adversarial choice of w, the expected weight of the accepted set (over the random order π
and any internal randomness of the algorithm) is at least a c fraction of the offline optimal –
i.e., at least c · rankw (M).
The matroid secretary conjecture, posed by Babaioff et al [2], can be stated as follows.
▶ Conjecture 1 ([2]). There exists an absolute constant c > 0 such that the matroid secretary
problem admits an (online) algorithm which is c-competitive for all matroids.
We note that we are considering the known matroid model of the secretary problem, which is
the original model defined by [2]. A potentially more challenging variant, where only the size
of the ground set is known at the outset, but the structure of the matroid is revealed online,
has also been considered (see e.g. [10]). We are unaware of any evidence of a separation
between the two models, and in fact most algorithms in the matroid secretary literature
work for both models. Nonetheless, the known setting lends itself best to our reduction.

2.4

The Matroid Prophet Secretary Problem

The matroid prophet secretary problem relaxes the matroid secretary problem by assuming
that the weights w ∈ RE+ are drawn from a known prior distribution µ, independent of the
random order π, rather than being chosen adversarially. Both M and µ are given at the
outset, whereas the random order π and the realized weight vector w are revealed online as
elements arrive. The single-choice prophet secretary problem was introduced by Esfandiari
et al [8], and later studied for matroids and other set systems by Ehsani et al [7]. To our
knowledge, all prior work on the prophet secretary problem has considered independent
weights – i.e., µ is a product distribution. We make no such assumption here, allowing the
weights to be correlated arbitrarily.
Given c ∈ [0, 1], we say that an algorithm for the secretary problem is c-competitive for a
class of matroids and prior distributions if for every matroid M and distribution µ in that
class, the expected weight of the accepted set (over the random order π, the weight vector
w ∼ µ, and any internal randomness of the algorithm) is at least a c fraction of the expected
offline optimal – i.e., at least c · E[rankw (M)].
The matroid prophet secretary problem also relaxes the matroid prophet inequality
problem of Kleinberg and Weinberg [14], in particular by assuming that the arrival order
is uniformly random rather than adversarial. It follows that the competitive ratio of 12
for the matroid prophet inequality from [14] generalizes to the matroid prophet secretary
problem when weights are independent. This was improved to 1 − 1e by [7]. No constant
is known for the matroid prophet secretary problem with general correlated priors, though
one would immediately follow from the matroid secretary conjecture. In fact, along the
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way to our results we show that the existence of a constant competitive algorithm for the
matroid prophet secretary problem, with arbitrary matroids and arbitrary correlated priors,
is equivalent to the matroid secretary conjecture.

2.5

Contention Resolution

For classical contention resolution, we roughly follow the notation and terminology from
[5]. Let M = (E, I) be a set system. A contention resolution map (CRM) ϕ for M is a
randomized function from 2E to I with the property that ϕ(R) ⊆ R for all R ⊆ E. Such a map
is α-balanced for a distribution ρ ∈ ∆(2E ) if, for R ∼ ρ, we have Pr[i ∈ ϕ(R)] ≥ α Pr[i ∈ R]
for all i ∈ E. Every CRM can be implemented by some algorithm in the offline model, where
the set R is provided to the algorithm at the outset; when we emphasize this we sometimes
say it is an offline CRM. If a distribution ρ ∈ ∆(2E ) admits an (offline) α-balanced CRM
for M, we say ρ is α-uncontentious for M. When R ∼ ρ and ρ is α-uncontentious, we often
abuse terminology and also say that the random set R is α-uncontentious. We omit reference
to M in these definitions when the set system is clear from context.
Uncontentious distributions for matroids admit a useful polyhedral characterization,
shown in [5, Theorem 3.6], which we omit here. This characterization underlies the results of
[5], and therefore also underlies the main result of this paper. We also reference the following
property of uncontentious distributions in our proofs.
▶ Proposition 2 ([5]). Fix a matroid. A mixture of α-uncontentious distributions is αuncontentious.
An online random-order contention resolution map (henceforth RO-CRM for short) is a
CRM ϕ which can be implemented as an algorithm in the online random-order model. In
the online random-order model, E is presented to the algorithm in a uniformly random order
(e1 , . . . , en ) ∼ E!, and at the ith step the algorithm learns whether ei is active – i.e., whether
ei ∈ R – and if so must make an irrevocable decision on whether to accept ei – i.e., include
it in the set ϕ(R) – or otherwise reject it.
A contention resolution scheme (CRS) Φ for a set system M = (E, I) and class of
distributions ∆ ⊆ ∆(2E ) is an algorithm which takes as input a description of a prior
distribution ρ ∈ ∆ and a sample R ∼ ρ, and outputs T ∈ I satisfying T ⊆ R. In effect, Φ is
a collection of contention resolution maps ϕρ , one for each ρ ∈ ∆. If each ϕρ is α-balanced
for ρ, we say that the Φ is an α-balanced CRS for ∆. If each ϕρ is an RO-CRM, we say that
Φ is an online random order CRS (RO-CRS). Every CRS can be implemented offline, and
we say offline CRS if we wish to emphasize this.
In much of the prior work on contention resolution schemes, ∆ was taken to be the class
of product distributions with marginals in P(M), and each ρ ∈ ∆ is described completely
via its marginals x ∈ P(M). Here, we consider more elaborate classes ∆, most notably
α-uncontentious distributions for various α ∈ [0, 1]. We refer to a balanced CRS for such a
class as universal.
▶ Definition 3. Fix a set system. For β ≤ α ≤ 1, a (β, α)-universal CRS is a CRS which is
β-balanced for the class of α-uncontentious distributions.
The above definition is only interesting in restricted input models: there always exists an
(offline) (α, α)-universal CRS for every α and every set system, by definition. Moreover, it is
only interesting for 0 < α < 1, since the identity CRS is (α, α)-balanced otherwise. We will
be concerned with the existence of (β, α)-universal RO-CRS’s, for constants 0 < β ≤ α < 1,
and matroid set systems.
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3

Overview of Results and Approach

Our main result is the following.
▶ Theorem 4. The following three statements are equivalent
(i) The matroid secretary conjecture (Conjecture 1).
(ii) There exists constants 0 < β ≤ α < 1 such that every matroid admits a (β, α)-universal
RO-CRS.
(iii) There exists a constant 0 < c ≤ 1 such that every matroid admits an RO-CRS which is
(cα, α)-universal, simultaneously for all α ∈ [0, 1].
It was shown in [5, Theorem 4.1] that (i) implies (iii). Moreover, it is easy to see that
statement (iii) is stronger than (ii). In this paper we show that (ii) implies (i), completing
the proof of Theorem 4. In particular, we reduce the matroid secretary conjecture to
(β, α)-universal random-order contention resolution, for arbitrary constants β, α ∈ (0, 1).2
We emphasize that, unlike in [5, Section 5], we reduce the matroid secretary problem to
random-order contention resolution in the traditional setting of a known and given prior
distribution.
First, we introduce a “bridge problem” which we term labeled contention resolution,
generalizing classical contention resolution.

3.1

Labeled Contention Resolution

Labeled contention resolution generalizes (classical) contention resolution to a setting where
each active element arrives with a label, and a scheme is α-balanced if each (element,label)
pair is accepted with probability at least α-times the probability that the element is active
with that label. More formally, let M = (E, I) be a set system, and let L be a finite
set of labels. A labeled set for (M, L) is a pair (R, L) where R ⊆ E and L : R → L
is an labeling of R with L. A labeled contention resolution map (LCRM) ϕ for (M, L)
takes as input such a labeled set (R, L), where R is again referred to as the set of active
elements, and outputs T ∈ I with the property T ⊆ R. Such an LCRM is α-balanced for
a distribution ρ over labeled sets for (M, L) if, when the input (R, L) is drawn from ρ, we
have Pr[e ∈ ϕ(R, L) ∧ L(e) = ℓ] ≥ α Pr[e ∈ R ∧ L(e) = ℓ] for every e ∈ E and ℓ ∈ L. When
an (offline) α-balanced LCRM exists for a distribution ρ over labeled sets, we again say that
ρ is α-uncontentious for M. When (R, L) ∼ ρ and ρ is α-uncontentious, we often abuse
terminology and also say that the random labeled set (R, L) is α-uncontentious. We omit
reference to M and/or L when they are clear from context.
In the online random order setting, elements of E arrive in a uniformly random order
(e1 , . . . , en ), and at the ith step the algorithm learns whether ei is active – i.e., whether
ei ∈ R – and if so the algorithm also learns its label L(ei ). The algorithm must then make
an irrevocable decision on whether to accept ei .
Remaining notions and terms from unlabeled contention resolution generalize naturally
to the labeled setting: A labeled contention resolutions scheme (LCRS) Φ for set system
M takes as input a description of a distribution ρ over labeled sets for M and some finite
set L of labels, and implements an LCRM ϕρ for (M, L). As before, an LCRS Φ may
offline or online, and is α-balanced for a class of distributions if, for ρ in that class, ϕρ is
2

A notable, and perhaps surprising, consequence of Theorem 4 the existence of an (Ω(1), α)-universal
RO-CRS on matroids for some α ∈ (0, 1) implies the same for all other α′ ∈ (0, 1). Even more so, it
implies the existence of the strong form of universal RO-CRS in (iii).
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α-balanced for ρ. We focus on (β, α)-universal RO-LCRSs: those which are β-balanced for
all α-uncontentious distributions over labeled sets (for every finite set of labels), in the online
random order model.
Note that classical contention resolution is the special case of labeled contention resolution
in which each element of the ground set is associated with a single label. We also note
that labeled contention resolution offers little beyond classical contention resolution in
the offline model for matroids: if we think of labeled copies of an element as parallel
elements in a new matroid, we obtain an equivalent unlabeled contention resolution problem. 3
Formally, for a matroid M = (E, I) and set L of labels, we define their “tensor product”
M ⊗ L = (E × L, I ⊗ L), where I ⊗ L includes S ⊙ L = {(e, L(e)) : e ∈ S} for each S ∈ I
and each L : S → L. It is easy to verify that M ⊗ L is a matroid: each element of M
was just replaced with |L| parallel elements, one for each label. In the offline setting, a
labeled contention resolution problem on M and L is equivalent to an unlabeled one on
M ⊗ L. In particular, we can think of a labeled set (R, L) for M and L as an (unlabeled)
set R ⊙ L = {(e, L(e)) : e ∈ R} for M ⊗ L. It follows that a random labeled set (R, L) is
α-ucontentious (in the labeled sense, for M and L) if and only if the corresponding unlabeled
set R ⊙ L is α-uncontentious (in the unlabeled sense, for M ⊗ L). Given this equivalence, the
following labeled analogue of Proposition 2, which will be useful in Section 5, is immediate.
▶ Proposition 5. Fix a matroid and a set of labels. A mixture of α-uncontentious distributions
over labeled sets is α-uncontentious.
Our main concern will be labeled contention resolution in the online random order model.
Unlike in the offline model, the reduction from the labeled to the unlabeled problem is
nontrivial, as will be shown in Section 6.4

3.2

Proof Outline

Our proof is the composition of three reductions, one from the matroid secretary problem to
the (correlated) matroid prophet secretary problem, one from the matroid prophet secretary
problem to universal labeled contention resolution, and finally one from labeled to unlabeled
contention resolution, all in the online random order model. Theorem 4 is a consequence of
the following three lemmas, combined with the reverse reduction in [5, Theorem 4.1].
▶ Lemma 6. Fix a constant c ∈ [0, 1]. If there is a c-competitive algorithm for the matroid
prophet secretary problem with finitely-supported arbitrarily-correlated priors, then there is a
c
4096 -competitive algorithm for the matroid secretary problem.
▶ Lemma 7. Fix constants 0 ≤ β ≤ α ≤ 1. If there is a (β, α)-universal RO-LCRS for a
matroid M, then there is a β(1 − α)-competitive algorithm for the matroid prophet secretary
problem on M with finitely-supported arbitrarily-correlated priors.
▶ Lemma 8. Fix constants 0 ≤ β ≤ α ≤ 1. If every matroid admits a (β, α)-universal
e α)-universal RO-LCRS.
RO-CRS, then for each βe < β, every matroid admits a (β,
We prove Lemmas 6, 7, and 8 in Sections 4, 5, and 6, respectively. Recall Figure 1.

3
4

More generally, this is also the case for any family of set systems closed under duplication of elements.
Though not a concern of this paper, the relationship between the labeled and unlabeled problems is
interesting to contemplate in other online order models. In the adversarial order model, it is not too
hard to see that the two problems are again equivalent. In the free order model, however, no such
equivalence is immediately obvious.
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4

Reducing Secretary to Prophet Secretary

We now reduce the matroid secretary problem to the matroid prophet secretary problem
with a finitely-supported, arbitrarily-correlated prior distribution on weight vectors. Our
reduction loses a constant factor in the competitive ratio.
First, we observe that we can restrict attention to instances of the matroid secretary
problem which are normalized, in that the offline optimal value is roughly 1, and discretized,
in that weights are contained in a known finite set. The following Sublemma is shown using
standard arguments, and its proof is therefore deferred to the full version of this paper. We
note that we make no attempt to optimize the constants here.
▶ Sublemma 9. The matroid secretary problem reduces, at a cost of a factor of 256 in
the competitive ratio, to its special case where the matroid M = (E, I) and weights w are
guaranteed to satisfy the following:
1 
Normalized: rankw (M) ∈ 16
,1 .
Discretized: Theh weight we of each
element e ∈ E is either zero, or is an integer power of
i
1
,1 .
2 contained in 256 rank(M)
We now fix the matroid M = (E, I), and reduce the normalized and discretized matroid
secretary problem on M, in the sense of Sublemma 9, to the prophet secretary problem on
the same matroid M, losing a constant factor in the reduction. To keep the proof generic, we
1
use a = 16
to denote the (known)
 constant such that offline optimal value is guaranteed to
lie in [a, 1], and use W = {0} ∪ 2−i : i ∈ N, i ≤ log2 (256 rank(M))
to denote the (known)

finite set of permissible weights for M. We also use W = w ∈ W E : rankw (M) ∈ [a, 1] to
denote the (known) finite set of permissible weight vectors for M, yielding a normalized and
discretized instance.
Our reduction invokes minimax duality to replace the adversarially-chosen weight vector
w, as in the secretary problem, with a weight vector drawn from a known and arbitrarilycorrelated distribution µ, as in the prophet secretary problem. Discretization is needed
so that we can invoke the minimax theorem for finite games. However, straightforward
application the minimax theorem produces a variant of the prophet secretary problem where
the goal is to maximize the expected ratio between the online and offline optimal values,
rather than the (usual) goal of maximizing the ratio of the two expectations. Normalization
serves to obviate the distinction between these two goals.
An algorithm A for normalized and discretized secretary problem on M maps a permissible
weight vector w ∈ W and an order π ∈ E! on the elements to an independent set A(π, w) ∈ I.
When A is deterministic, we can think of it as a function from W × E! to I. Since W, E!,
and I are all finite sets, there are finitely many such functions that are computable online.
A randomized algorithm can be thought of as simply a distribution over these functions. For
an algorithm A, be it deterministic or randomized, we use val(A, w) = Eπ [w(A(π, w))] to
denote the expected weight of the independent set chosen by algorithm A for weight vector
w, where expectation is over the uniformly random order π ∼ E!. Note that val(A, w) is a
random variable when A is randomized.
Consider the following finite two-player zero-sum game played between an algorithm
player and an adversary. The pure strategies of the algorithm player are deterministic
algorithms for the secretary problem on M, which we think of as functions from W × E! to
I, and mixed strategies are naturally randomized algorithms. The pure strategies for the
adversary are the permissible weight vectors W. The algorithm player’s utility if he plays a
deterministic algorithm A and the adversary plays w is simply the competitive ratio of A on
val(A,w)
w, given by rank
.
w (M)
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For a randomized algorithm A for the
h secretary
i problem, its competitive ratio on a weight
val(A,w)
vector w is given by E[val(A,w)]
=
E
rankw (M)
rankw (M) , where expectation is over any internal
randomness in A. The worst-case competitive ratio of A is at least d if


val(A, w)
∀w ∈ W : E
≥d
(1)
A rankw (M)
Inequality (1) can be equivalently interpreted as follows: if the algorithm player moves first
by playing mixed strategy A, he guarantees an expected utility of at least d regardless of
the response w of the adversary. By the minimax theorem for finite two-player zero-sum
games, and through the associated dual pair of linear programs, the design of an algorithm
A satisfying Inequality (1) reduces to the following (dual) problem faced by an algorithm
player who moves second: for each µ ∈ ∆(W) (a mixed strategy of the adversary), design an
algorithm B = B(µ) for the secretary problem on M which satisfies:

E E

B w∼µ


val(B, w)
≥d
rankw (M)

(2)

We note that our minimax reduction is not necessarily efficient, as both players in our zerosum game have exponentially many strategies in the size of the ground set of the matroid.
An efficient reduction is not necessary, however, for our (information theoretic) result. We
also note that there is no benefit to randomization in B when computational efficiency is not
a concern: a randomized algorithm B satisfying inequality (2) can be derandomized, albeit
perhaps inefficiently, by appropriately choosing a deterministic algorithm in its support.
Nevertheless, we permit randomization in B for our reduction to be as general as possible.5
Finally, we claim that a c-competitive algorithm B for the prophet secretary problem on
M and µ satisfies inequality (2) with d = a · c. By definition, the assumption that B is a
c-competitive prophet secretary algorithm for M and µ can be written as
EB Ew∼µ [val(B, w)]
≥ c.
Ew∼µ [rankw (M)]
It follows that


val(B, w)
E E
≥ E E [val(B, w)]
B w∼µ rankw (M)
B w∼µ
EB Ew∼µ [val(B, w)]
=a·
a
EB Ew∼µ [val(B, w)]
≥a·
Ew∼µ [rankw (M)]

(rankw (M) ≤ 1 for all w ∈ W)

(rankw (M) ≥ a for all w ∈ W)

≥a·c
Since our reduction lost a factor of 256 in the normalization and discretization step (Sublemma 9), and a factor of 1/a = 16 due to the discrepancy between the objective of the matroid
prophet secretary problem and the dual of the matroid secretary problem, this completes the
proof of Lemma 6 with the claimed loss in the competitive ratio of 256 × 16 = 4096.

5

This is convenient since the reduction from the prophet secretary problem to contention resolution in
Sections 5 and 6 will, in general, produce a randomized algorithm, as contention resolution schemes are
typically randomized.
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5

Reducing Prophet Secretary to Labeled Contention Resolution

Recall that in [5], the matroid secretary problem is “reduced”, with a major caveat, to
random-order contention resolution for the set of improving elements. The random set of
improving elements, adapted from the original definition of Karger [13], is defined next. In
our definition for improving elements, and in this section generally, we assume the non-zero
entries of a matroid weight vector are distinct; this is without loss of generality by standard
tie-breaking arguments, and serves to simplify our definitions and proofs.
▶ Definition 10 (See [13, 5]). Let M = (E, I) be a matroid, let p ∈ (0, 1) be a parameter,
and let w ∈ RE+ be a weight vector. The random set R of improving elements for (M, p, w)
is sampled as follows:
Let S ⊆ E include each element
n
o e ∈ E independently with probability
M
M
p, and let R = e ∈ E : rankw (S ∪ e) > rankw (S) .6 We say e ∈ R improves S, in the
sense that adding e to S improves its weighted rank. We use Imp(M, p, w) to denote the
distribution of R.
Key to the “reduction” in [5] are the following two properties of the set of improving
elements.
▶ Fact 11 ([5]). Let M = (E, I) be a matroid, let p ∈ (0, 1), and let w ∈ RE+ be a weight
vector. The set of improving elements for (M, p, w) holds a 1 − p fraction of the weighted
rank of M in expectation. Formally:
E
R∼Imp(M,p,w)

[w(R)] ≥ (1 − p)rankw (M).

▶ Theorem 12 ([5]). Let M = (E, I) be a matroid, let p ∈ (0, 1), and let w ∈ RE+ be a weight
vector. The distribution Imp(M, p, w) is p-uncontentious for M.
Fact 11 follows easily from the observation that each element in OPTw (M) is improving
with probability 1 − p. Theorem 12, on the other hand, is nontrivial, and we refer the reader
to [5] for its proof.
Consider the following “reduction”, outlined in [5], from the secretary problem on an
n-element matroid M = (E, I), and (a-priori unknown) weights w, to online contention
resolution: Observe the weights of the first k ∼ Binom(n, p) elements S arriving online, then
resolve contention for the set of elements R ⊆ E \ S which improve S as they arrive online.7
When p ∈ (0, 1) is a constant, R follows an Ω(1)-uncontentious distribution (Theorem 12),
and holds a constant fraction of the optimal value (Fact 11). Therefore, it suffices to resolve
contention online for R almost as well (up to a constant in the balance ratio) as is possible
offline. Since E \ S ⊇ R arrive in uniformly random order after S, and we can “interleave” S
among them to create a uniformly random order on E, universal contention resolution in
the random order model suffices. The important caveat to this “reduction” of [5] is that the
distribution Imp(M, p, w) of R, being a function of the unknown and adversarial weight
vector w, is unknown to the contention resolution scheme. This is a departure from the
traditional notion of contention resolution, involving a known and given prior distribution.
In this section, we overcome this caveat by instead reducing from the prophet secretary
problem, where w is drawn from a known prior distribution µ. Proposition 2 implies that the
set of improving elements R(w) ∼ Imp(M, p, w) is still p-uncontentious when w is random.

6

7

Equivalently, R is the set of elementsin E \ S which are not spanned by higher weight elements in S.
Another equivalent definition is R = i ∈ E \ S : i ∈ OPTM
w (S ∪ i) .
Note that membership in R can be determined online, as needed.

S. Dughmi

58:13

b
2

1

.
2 .
.

1

2

1
a

b

.
.
.
b

Figure 2 Modified Hat Example. This graphical matroid is truncated to rank m.

This, however, introduces additional difficulties: contention resolution with a constant balance
ratio no longer recovers a constant fraction of the weighted rank when w and R are correlated,
as illustrated by the following example.
▶ Example 13. Consider the truncated graphical matroid in Figure 2, with the weights
labeling the edges and k >> 2m. We can guarantee that weights are distinct by introducing
small perturbations. The graph on the left is the classical “hat example” often employed
in the literature on the matroid secretary problem. We take the disjoint union of the hat
example with the free matroid on k elements (represented by the k isolated edges on the
right), and truncate the resulting matroid to a rank of m. We fix the sampling parameter
p = 12 , and examine the set of improving elements for two settings of the weights a and b.
For the first scenario, let a = 4 and b = 3. With high probability as k grows large, the
set R of improving elements does not include any of the “hat” edges with weights 1 or 2.
Moreover, Pr[e∗ ∈ R] = 12 . The following simple scheme is ( 12 − o(1))-balanced: Discard the
edges {(zi , zi′ ) : i ∈ [k]} with probability 12 (and otherwise discard nothing),8 then run greedy
random-order contention resolution on the remaining edges.
For the second scenario we let a = ∞ (or a very large constant) and b = 0. Setting
b = 0 effectively takes the edges {(zi , zi′ ) : i ∈ [k]} “out of the running”, leaving only the hat
example. The set R of improving elements, though 12 -uncontentious, is now less amenable to
greedy contention resolution: when e∗ ∈ R, there are typically many “hats” in R as well: for
a constant fraction of i ∈ [m], both edges (u, vi ) and (vi , u′ ) are in R. It follows that the
above-described discard-then-greedy scheme is no longer Ω(1)-balanced. In particular, it
1
) = o(1), despite the fact that Pr[e∗ ∈ R] = 12 . A slightly
selects e∗ with probability O( m
more involved contention resolution scheme is needed for a constant balance ratio.
Suppose we randomize between the above scenarios, with each scenario equally likely. Let
R be the resulting set of improving elements, and note that R is 12 -uncontentious. It is easy
to verify that the discard-then-greedy scheme is ( 14 − o(1))-balanced here. However, e∗ is
accepted with probability 12 − o(1) when it is active with weight 4 (in the first scenario), but
with probability o(1) when it is active with weight ∞ (in the second scenario). Therefore, the
discard-then-greedy scheme does not recover a constant fraction of the expected weighted rank
of R, despite being Ω(1)-balanced. A similar situation arises for any nontrivial randomization
between the two scenarios, even if we make the second scenario exceedingly unlikely.

8

Discarding these edges serves solely to guarantee balance for the “hat edges”, in the low probability
event that any of the hat edges are improving.

ITCS 2022

58:14

Matroid Secretary Is Equivalent to Contention Resolution

This example suggests that we must constrain contention resolution to not “favor”
improving elements that have low weight. We accomplish this by labeling each improving
element with its weight, and requiring contention resolution in the (stronger) labeled sense.
We use the following labeled notion of improving elements:

▶ Definition 14. Let M = (E, I) be a matroid, let p ∈ (0, 1) be a parameter, and let w ∈ RE+
be a weight vector. The random labeled set of improving elements for (M, p, w) is the pair
(R, L), where R ∼ Imp(M, p, w) is the (random) set of improving elements, and L : R → R+
is the labeling with L(e) = w(e) for all e ∈ R. We use Implbl (M, p, w) to denote the
distribution of the labeled set (R, L).

When w is fixed, each element e is associated with a single label w(e), so labeled contention
resolution for (R, L) ∼ Implbl (M, p, w) is equivalent to unlabeled contention resolution for
R ∼ Imp(M, p, w), and by Theorem 12 it follows that Implbl (M, p, w) is p-uncontentious
in the labeled sense. When w is a drawn from a known prior µ with finite support, the
labeled set of improving elements (R, L) is drawn from a mixture of the p-uncontentious
distributions Implbl (M, p, w), for the finitely-many realizations of w ∈ supp(µ). When
w ∼ µ and (R, L) ∼ Implbl (M, p, w), we refer to (R, L) as the labeled set of improving
elements for (M, p, µ), and denote its distribution by Implbl (M, p, µ). The following is then
a direct consequence of Proposition 5.

▶ Sublemma 15 (Follows from Theorem 12 and Proposition 5). Let M = (E, I) be a matroid,
let p ∈ (0, 1), and let µ ∈ ∆(RE+ ) be a distribution over weight vectors with finite support.
The distribution Implbl (M, p, µ) is p-uncontentious (in the labeled sense) for M.

Fixing matroid M = (E, I) and p ∈ (0, 1), we reduce the prophet secretary problem on
M to (β, α)-universal random-order labeled contention resolution with α = p. The reduction
is shown in Algorithm 1 for the prophet secretary problem on M, which takes as an offline
input a prior µ on weight vectors, and as its online inputs a sequence of weighted elements
of M. We assume that the online inputs to the Algorithm are distributed as specified in the
prophet secretary problem, namely with w ∼ µ and π ∼ E! drawn independently, and analyze
the algorithm’s competitive ratio. In particular, we will see that the algorithm achieves its
competitive ratio by resolving contention, in the random order model, for a labeled set drawn
from the p-uncontentious distribution Implbl (M, p, µ).
Let R denote the elements improving S, as determined in Step (11), and let L(e) = w(e)
be the label of e ∈ R determined in Step (12). We also let π ′ denote the list of elements
(whether active or inactive) fed to ϕ by Algorithm 1, in that order. First, we show that the
inputs to ϕ are as stipulated in random-order contention resolution for Implbl (M, p, µ), and
that ϕ is β-balanced for that distribution.
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Algorithm 1 Reduction from matroid prophet secretary to labeled contention resolution.

Parameter: Matroid M = (E, I) with n elements.
Parameter: (β, α)-universal RO-LCRS Φ for matroid M
Input: Finitely-supported prior distribution µ ∈ ∆(RE+ ).
Input: Online string (e1 , w(e1 )), . . . , (en , w(en )), where π = (e1 , . . . , en ) ∈ E!, and w ∈
supp(µ).
1: Let p = α
2: Instantiate Φ with prior distribution Implbl (M, p, µ), and let ϕ denote the resulting
RO-LCRM for matroid M and finite set of labels L = {w′ (e) : w′ ∈ supp(µ), e ∈ E}.
3: Sample k ∼ Binom(n, p).
4: Observe first k online inputs (e1 , w(e1 )), . . . (ek , w(ek )) without accepting any.
5: Let S = {e1 , . . . , ek }.
6: Let i = 1 and j = k + 1 {Indexes elements ei ∈ S and ej ∈ E \ S}
7: while i ≤ k or j ≤ n do {While not all elements in E have been fed to ϕ}
n−(j−1)
8:
Flip a biased coin with heads probability n−(j−1)+k−(i−1)
9:
if Coin came up heads then {Feed next element in E \ S to ϕ}
10:
Read the next online input (ej , w(ej ))
M
11:
if rankM
w (S ∪ ej ) > rankw (S) (i.e., ej improves S) then
Feed ej as active to ϕ, with label w(ej ). Accept ej if ϕ accepts it, otherwise
12:
Reject ej .
13:
else
14:
Feed ej as inactive to ϕ.
15:
end if
16:
Increment j
17:
else {Coin came up tails. Feed an element from S to ϕ}
18:
Feed ei as inactive to ϕ
19:
Increment i
20:
end if
21: end while
▶ Sublemma 16. The labeled set (R, L) follows the distribution Implbl (M, p, µ). Moreover,
π ′ is a uniformly random order on E independent of (R, L).
Proof. Since π is a uniformly random permutation of E, and k ∼ Binom(n, p), it follows
that S includes each element of E independently with probability p. The set R consists of all
elements improving S with respect to weight vector w, so R ∼ Imp(M, p, w) by Definition 10.
Since L(e) = w(e) and w ∼ µ, it follows that (R, L) ∼ Implbl (M, p, µ).
We now condition on S and w, which in turn fixes (R, L), and show that π ′ is a uniformly
random permutation of E. Since each iteration of the while loop feeds one of ei or ej to
ϕ, and increments the corresponding counter (i or j), it follows that π ′ = (e′1 , . . . , e′n ) is a
permutation of E. Now
the tth iteration of the while loop, let St= S \ e′1 , . . . , e′t−1
 consider
′
′
and S t = (E \ S) \ e1 , . . . , et−1 , and notice that St ∪ S t = E \ e′1 , . . . , e′t−1 is the
set of elements not yet fed to ϕ. It is easy to see inductively that St = {ei , . . . , ek } and
S t = {ej , . . . , en }, where i and j are as in iteration t. Since π is uniformly random, ei
is a uniformly random element of St , and ej is a uniformly random element of S t . The
bias of the coin in Step (8) is such that e′t = ej with probability
probability
S t ∪ St = E
of E.

|St |
. Therefore,
|S
t|
t ∪S
\ e′1 , . . . , e′t−1 . It

|S t |
,
|St ∪S t |

and e′t = ei with

e′t is a uniformly-random sample, without replacement, from
follows inductively that π ′ is a uniformly random permutation
◀

ITCS 2022

58:16

Matroid Secretary Is Equivalent to Contention Resolution

▶ Sublemma 17. The RO-LCRM ϕ instantiated in Step (2) is β-balanced for
Implbl (M, p, µ).
Proof. Follows directly from the fact that Φ is (β, p)-universal, and the fact that
Implbl (M, p, µ) is p-uncontentious as shown in Sublemma 15.
◀
Let T ⊆ R denote the set of elements accepted by Algorithm 1, as determined in Step (12).
We can bound the expected weight of these elements as follows, where expectations are with
respect to w ∼ µ, π ∼ E!, the internal randomness in Algorithm 1, and any randomness in
the instantiated contention resolution map ϕ.
X X
E[w(T )] =
w0 · Pr[e ∈ T ∧ w(e) = w0 ]
e∈E w0 ∈L

=

X X

w0 · Pr[e ∈ T ∧ L(e) = w0 ]

e∈E w0 ∈L

≥β

X X

w0 · Pr[e ∈ R ∧ L(e) = w0 ]

(Sublemmata 16 and 17)

e∈E w0 ∈L

=β

X X

w0 · Pr[e ∈ R ∧ w(e) = w0 ]

e∈E w0 ∈L

= β E[w(R)]
≥ β(1 − p) E[rankw (M)]

(Fact 11 and Sublemma 16)

= β(1 − α) E[rankw (M)]

We conclude that Algorithm 1 is β(1 − α) competitive for the prophet secretary problem on
M with a finitely-supported prior. This concludes the proof of Lemma 7.

6

Reducing Labeled to Unlabeled Contention Resolution, Online

Consider labeled contention resolution for matroid M = (E, I) and labels L in the online
random-arrival model, and denote n = |E| and m = |L|. Here, a labeled set (R, L) drawn
from a known distribution is presented online to an LCRM for M and L as the string
x = x(R, L, π) = (e1 , ℓ1 ), (e2 , ℓ2 ), . . . , (en , ℓn ),

(3)

where π = (e1 , . . . , en ) is a uniformly random permutation of E, and ℓi ∈ L ∪ {⊥} is the label
L(ei ) if ei ∈ R (i.e. ei is active) and is ⊥ otherwise. Entries of x are revealed online, with
iteration i revealing (ei , ℓi ), at which point the LCRM must immediately decide whether to
accept ei in the event it is active.
Recall from Section 3.1 that, in the offline setting, labeled contention resolution on M
and L reduces to unlabeled contention resolution on M ⊗ L, via the map (R, L) → R ⊙ L.
It is therefore tempting to attempt a similar reduction in the online random order model as
well. When the unlabeled problem on M ⊗ L is considered in the online random order model,
the (unlabeled) active set R ⊙ L is presented online to an (unlabeled) CRM for M ⊗ L as
the string
y = y(R ⊙ L, π ′ ) = ((e′1 , ℓ′1 ), a1 ), ((e′2 , ℓ′2 ), a2 ), . . . , ((e′nm , ℓ′nm ), anm ),

(4)

where π ′ = (e′1 , ℓ′1 ), . . . , (e′nm , ℓ′nm ) is a uniformly random permutation of E × L, and ai ∈
{⊤, ⊥} designates whether (e′i , ℓ′i ) ∈ R ⊙ L. The string y is revealed online, with iteration i
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revealing ((e′i , ℓ′i ), ai ), at which point the CRM must immediately decide whether to accept
(e′i , ℓ′i ) in the event that ai = ⊤. We emphasize that the string y is longer than x: whereas
an element e ∈ E appears exactly once in x, it appears m times in y (once for each possible
label, with at most one of these appearances active).
In attempting an online reduction from the labeled problem to its unlabeled counterpart,
the problem we face at this point, intuitively, is the following: Given x, how do we “interleave”
the “missing” element/label pairs to form the string y. This interleaving must be done online,
before we know exactly which elements are active and what their labels are. Moreover, it
must be such that the resulting order of element/label pairs in y is uniformly distributed,
at least approximately, in order to make use of any guarantee on the balance ratio of the
(unlabeled) RO-CRM. This, it so happens, is nontrivial.
The reader might understandably furrow their brow at this point: Surely, any “reasonable”
random-order contention resolution algorithm need only exploit the relative ordering of active
elements. This is already true in x, so an arbitrary interleaving of the missing element/label
pairs should suffice! Certainly, this additional difficulty is an artifact of the precise technical
definition of the random order model, rather than a conceptually interesting distinction!
The reader would be justified in expressing such skepticism. However, intuitive as it may
seem, this knee-jerk reaction is flawed in a formal sense. Specifically, we show in the full
version that there does not exist a constant-competitive universal CRS in the online model
where active elements arrive in a uniformly random order, but inactive elements are ordered
arbitrarily. This impossibility result holds even for a 1-uniform matroid. Therefore, for online
contention resolution to plausibly encode the matroid secretary problem, it needs to exploit
randomness in the arrival order of both active and inactive elements!
We also argue at length in the full version of the paper that a direct approach, namely
reducing the online labeled contention resolution for (M, L) to online unlabeled contention
resolution for M ⊗ L, appears unlikely to succeed. At a high level, interleaving the “missing”
element/label pairs – and in particular, doing so online – seems destined to produce a
permutation over element/label pairs which is far from uniform. Therefore, we conclude that
a new idea is needed.

6.1

An Indirect Approach: Duplicating the labels

We overcome these difficulties by reducing labeled contention resolution on M and L
to unlabeled contention resolution on a much larger matroid than M ⊗ L. Specifically,
we “duplicate” each label a large number of times, creating many “identical copies” of
each element/label pair. We associate an active element/label pair in x with one of its
copies uniformly at random, leaving all other copies inactive. Roughly speaking, a random
permutation π ′ of the duplicated element/label pairs converges in probability to a limiting
permutation as the number of copies grows large, modulo the symmetry between copies. An
active element/label pair from x is now merely a drop in a sea of its inactive brethren, and
therefore interleaving x into π ′ has little influence on the probability distribution of π ′ .
Formally, we duplicate each label in L a large number K of times to form an expanded
set of labels L × C, where C is an abstract set for indexing copies with |C| = K. We then
reduce labeled contention resolution on M and L to unlabeled contention resolution on the
matroid M ⊗ (L × C) = M ⊗ L ⊗ C. For ℓ ∈ L and c ∈ C, we say the pair (ℓ, c) is a copy of
label ℓ. We also say that an element (e, ℓ, c) ∈ E × L × C of M ⊗ L ⊗ C is a copy of (e, ℓ).
An offline version of our reduction maps an active set in M = (E, I) with labels in L
to an (unlabeled) active set of M ⊗ L ⊗ C by selecting a copy of each label uniformly at
random. Specifically, a labeled set of active elements (R, L) is mapped to the (unlabeled) set
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R ⊙ L ⊙ C = {(e, L(e), C(e)) : e ∈ R} of elements of the matroid M ⊗ L ⊗ C, where C(e) ∈ C
is chosen independently and uniformly at random for each e ∈ R.9 It is easy to verify that if
the random labeled set (R, L) is α-uncontentious (in the offline sense, of course), so is the
random unlabeled set R ⊙ L ⊙ C.

▶ Observation 18. If (R, L) is an α-uncontentious labeled set for M = (E, I) and L, and
C : E → C is chosen uniformly at random independently of (R, L), then R ⊙ L ⊙ C is an
α-uncontentious (unlabeled) set for M ⊗ L ⊗ C.

Proof. First, we can interpret an α-balanced offline LCRM for (R, L) as an offline CRM
for R ⊙ L in the matroid M ⊗ L. Second, we can interpret that latter as an offline CRM
for R ⊙ L ⊙ C in the matroid M ⊗ L ⊗ C – in particular, one which ignores the index C(e)
for each element (e, L(e), C(e)). Since the indices {C(e)}e∈E are independent of R and L, it
follows that that the balance ratio is preserved.
◀

In the online random order model, our reduction approximates the above-described
map (R, L) → R ⊙ L ⊙ C. Even more importantly, if the elements e ∈ E are presented to
our reduction in uniformly random order (each tagged with its label L(e) if e ∈ R, or ⊥
otherwise), then its output is (approximately) a uniformly random permutation of E × L × C,
with each (e, ℓ, c) tagged with ⊤ if e ∈ R, L(e) = ℓ, and C(e) = c, and with ⊥ otherwise. The
error in both these approximations (the active set itself and the permutation), as measured
in total variation distance, tends to 0 as the number of copies K of each label grows large.
The reduction is summarized in Algorithm 2.
Algorithm 2 is an online LCRM for the matroid M with labels L, which uses an online
CRM ϕ′ for M ⊗ L ⊗ C as a subroutine. At iteration i, the algorithm is presented with
xi = (ei , ℓi ), where ℓi is either a label (if ei is active) or ⊥ (if ei is inactive), and in the
former case must decide “on the spot” whether to accept ei . To guide these decisions, the
algorithm runs a parallel execution of the CRM ϕ′ , and feeds the elements of M ⊗ L ⊗ C
(with each labeled as active or inactive) to ϕ′ in a uniformly random order π ′ . For each
active ei in the input string x, the algorithm (tries to) activate the ki th copy of (ei , ℓi ) in
the order of appearance in π ′ , where ⃗k = (k1 , . . . , kn ) are n i.i.d. uniform samples from [K]
ordered in non-decreasing order. The algorithm accepts ei if the corresponding activated
copy of (ei , ℓi ) is accepted by ϕ′ . To enable online acceptance/rejection decisions, we do the
following: In each iteration i where ei is active, the algorithm “skips ahead” in π ′ – feeding
skipped over elements as inactive to ϕ′ – until the desired ki th copy of (ei , ℓi ) is reached, at
which point this copy of (ei , ℓi ) is fed to ϕ′ as active. The algorithm can fail when it “skips
over” an element of M ⊗ L ⊗ C which we later realize should have been activated.

9

For convenience, we sometimes think of C as a function from E to C, with the understanding that the
restriction of C to R, which we denote by C|R , is all that is relevant for defining R ⊙ L ⊙ C.
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Algorithm 2 Reduction from labeled to unlabeled online contention resolution.

Parameter: Matroid M = (E, I) with n elements, and a set L of m labels.
Parameter: Abstract index set C with |C| = K
Parameter: Oracle access to an online (unlabeled) CRM ϕ′ for M ⊗ L ⊗ C
Input: String x = (e1 , ℓ1 ), . . . , (en , ℓn ) given online, where π = (e1 , . . . , en ) is a permutation
of E, and ℓi ∈ L ∪ {⊥}.
1: Let π ′ = π ′ (1), . . . , π ′ (nmk) be a uniformly-random permutation of E × L × C
2: Draw n integers i.i.d. from the uniform distribution on [K] = {1, . . . , K}. Sort these
integers in non-decreasing order k1 ≤ k2 ≤ . . . ≤ kn .
3: Let i′ = 1 be the current position in π ′
4: for i = 1 to n do {Receive and process the ith online input xi = (ei , ℓi )}
5:
Read the next online input xi = (ei , ℓi )
6:
if ℓi = ⊥ then {ei is inactive}
7:
Do nothing
8:
else if There are at least ki copies of (ei , ℓi ) among π ′ (1), . . . , π ′ (i′ − 1) then
9:
FAIL {We already “missed” the ki th copy of (ei , ℓi )}
10:
else {Skip ahead to the ki th copy of (ei , ℓi )}
11:
while π ′ (i′ ) is not the ki th copy of (ei , ℓi ) seen so far in π ′ do
12:
Feed (π ′ (i′ ), ⊥) to ϕ′ as its next online input.
13:
Increment i′
14:
end while{π ′ (i′ ) is ki th copy of (ei , ℓi ) in the ordered list π ′ }
15:
Feed (π ′ (i′ ), ⊤) to ϕ′ as its next online input, and ACCEPT ei if ϕ′ accepts π ′ (i′ ),
otherwise REJECT ei .
16:
Increment i′
17:
end if
18: end for
19: while i′ ≤ nmk do {Complete the execution of ϕ′ (may be omitted)}
20:
Feed (π ′ (i′ ), ⊥) to ϕ′ as its next online input.
21:
Increment i′
22: end while

The following sequence of sublemmata lead to a proof of Lemma 8.

▶ Sublemma 19. For each input string x, the probability that Algorithm 2 FAILs tends to 0
as K → ∞.

Proof. In iteration i, the algorithm skips through π ′ until it finds the ki th copy of (ei , ℓi ) in
π ′ . It fails when that copy has already been passed over, in an earlier iteration j < i while
searching for the kj th copy of (ej , ℓj ). In particular, for the algorithm to fail it must be that
there are j < i such that at least ki copies of (ei , ℓi ) precede the kj th copy (ej , ℓj ). We will
show that this is a low-probability event.
First, we show that ki − kj ≥ K 0.75 , simultaneously for all 1 ≤ j < i ≤ n, with high
2
probability at least 1 − Kn0.25 . By definition, this is equivalent to showing that n i.i.d. samples
from the uniform distribution on [K] are pairwise separated by at least K 0.75 with the
claimed probability. The probability that the (m + 1)st sample is at least K 0.75 away from
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0.75

the first m samples is at least 1 − 2m KK
Pr[∀i ki+1 − ki ≥ K 0.75 ] ≥

n−1
Y

= 1 − 2mK −0.25 , so we get

(1 − 2mK −0.25 )

m=0

≥1−

n−1
X

2mK −0.25

m=0

= 1 − 2K −0.25
≥ 1 − n2 K

n−1
X

m

m=0
−0.25

Next, for j < i we bound the probability that at least kj + K 0.75 – with high probability
a lower bound on ki – copies of (ei , ℓi ) precede the kj th copy of (ej , ℓj ). Consider K red
balls and K blue balls ordered uniformly at random, with red balls corresponding to copies
of (ei , ℓi ) and blue balls corresponding to copies of (ej , ℓj ). It suffices to upperbound the
probability that, for any prefix of the randomly ordered balls, the number of red balls exceeds
the number of blue balls by more than K 0.75 . For the first m balls in the random order, we
use the Hoeffding bound for sampling without replacement
(see [12]) to get a probability
√
1.5
1.5
upperbound of exp(− 2Km ) ≤ exp(− 2K
)
=
exp(−
K).
Taking
the union bound over all
2K
√ .
m = 1, . . . , 2K, we get a bound of 2K
e k
Using the union bound, we conclude that the probability of failure is at most


X 2K
1
2K
n2
2
√
√
+
≤n
+
,
K 0.25 j<i e k
K 0.25
e K
which tends to 0 as K → ∞.

◀

▶ Sublemma 20. Let (R, L) be a random labeled set for an n-element matroid M = (E, I)
e : E → C be chosen uniformly at random, let π be a uniformly random
and labels L, let C
e be a uniformly random permutation of E × L × C, with all
permutation of E, and let π
four mutually independent. Consider running Algorithm 2 on the (random) input string
x = x(R, L, π) (see Equation (3)), and let y ′ be the string of inputs passed to ϕ′ . After
conditioning on Algorithm 2 not FAILing, the total variation distance between y ′ and
e π
y(R ⊙ L ⊙ C,
e) (see Equation 4) tends to 0 as K → ∞.
Proof. Let x = x(R, L, π) = (e1 , ℓ1 ), . . . (en , ℓn ), and recall that ℓi = ⊥ if ei ̸∈ R, and
ℓi = L(e) ∈ L if ei ∈ R. When the algorithm succeeds, it feeds the elements E × L × C to ϕ′
in the order π ′ , and for each e ∈ R it designates precisely one copy of (e, L(e)) as active –
namely, the kπ−1 (e) th copy of (e, L(e)) appearing in π ′ . We use C ′ (e) ∈ C to denote the index
of this kπ−1 (e) th copy of (e, L(e)), and note that C ′ : R → C is a function that depends on
(R, L), π ′ , π, and ⃗k. In summary, when the algorithm succeeds we have y ′ = y(R ⊙ L ⊙ C ′ , π ′ ).
We now condition on (R, L) and π ′ , and show (conditionally) that C ′ is a uniformly
random function from R to C. Since π is a uniformly random order on E, it follows that
n
n
the map e → kπ−1 (e) is a uniformly random perfect matching of E to {ki }i=1 . Since {ki }i=1
consists of n i.i.d. draws from [K], we conclude that (kπ−1 (e) )e∈E are i.i.d. draws uniformly
from [K]. In other words, for each element e ∈ R we independently activate a copy of
(e, L(e)) uniformly at random – in particular the kπ−1 (e) th copy in order of appearance in π ′ ,
where kπ−1 (e) ∼ [K]. It follows that (C ′ (e))e∈R are i.i.d. uniform draws from C, as needed.
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Since π ′ is a uniformly random permutation of E × L × C independent of (R, L), and
C : R → C is uniformly random for each realization of π ′ and (R, L), it follows that
e R, π
e). Recall that y ′ = y(R ⊙ L ⊙ C ′ , π ′ ) when the algorithm
(R, L, C ′ , π ′ ) ∼ (R, L, C|
succeeds. Since the probability of failure tends to 0 as K → ∞ (Sublemma 19), we conclude
e R, π
e π
that the total variation distance between y ′ and y(R ⊙ L ⊙ C|
e) = y(R ⊙ L ⊙ C,
e) tends
to 0 as K → ∞, as needed.
◀
′

▶ Sublemma 21. Let (R, L) be a random labeled set for matroid M and labels L, and let
C : E → C be chosen uniformly at random independent of (R, L). If ϕ′ is a β-balanced
random-order CRM for the random set R ⊙ L ⊙ C of elements of the matroid M ⊗ L ⊗ C,
e
then Algorithm 2 instantiated with ϕ′ is a β(K)-balanced
random-order LCRM for (R, L),
e
where β(K) converges to β as K → ∞.
Proof. In the random order model, Algorithm 2 applied to the random labeled set (R, L)
receives the string x = x(R, L, π) = (e1 , ℓ1 ), . . . , (en , ℓn ) as input, where π is a uniform
random order independent of (R, L). Sublemmata 19 and 20 imply that the input to the
parallel execution of ϕ′ tends to y = y(R ⊙ L ⊙ C, π
e) as K → ∞, where π
e is a uniformly
random permutation of E × L × C independent of (R, L) and C.
Recall that ei is accepted by the algorithm if and only if a copy of (ei , ℓi ) is accepted by
the parallel execution of ϕ′ . Let S ⊆ R be the set of elements accepted by the algorithm.
Similarly, let S ′ ⊆ E × L × C be the set of elements accepted by the parallel execution of
ϕ′ . It follows that e ∈ S and L(e) = ℓ if and only if (e, ℓ, c) ∈ S ′ for some c ∈ C. Since the
input string to ϕ′ tends to y = y(R ⊙ L ⊙ C, π
e) (in the sense of their total variation distance
′
tending to 0), and ϕ is β-balanced for R ⊙ L ⊙ C in the random order model, it follows that
there is βe converging to β such that
Pr[(e, ℓ, c) ∈ S ′ ] ≥ βe Pr[(e, ℓ, c) ∈ R ⊙ L ⊙ C]
= βe Pr[e ∈ R ∧ L(e) = ℓ ∧ C(e) = c]
1
= βe Pr[e ∈ R ∧ L(e) = ℓ] · .
K
Now fix e ∈ E and ℓ ∈ L. Since different copies of (e, ℓ) are parallel in M ⊗ L ⊗ C, and ϕ′
accepts an independent set, it follows that the events (e, ℓ, c) ∈ S ′ are mutually exclusive.
Therefore,
Pr[e ∈ S ∧ L(e) = ℓ] = Pr[∃c ∈ C s.t. (e, ℓ, c) ∈ S ′ ]
X
=
Pr[(e, ℓ, c) ∈ S ′ ]
c∈C

≥

X
c∈C

1
βe Pr[e ∈ R ∧ L(e) = ℓ] ·
K

= βe Pr[e ∈ R ∧ L(e) = ℓ],
e
as needed to show that the Algorithm 2, instantiated with ϕ′ , is a β-balanced
LCRM for
(R, L) in the random order model.
◀
Lemma 8 follows directly from Sublemma 21 and Observation 18.
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7

Conclusion

In this paper, we built on our prior work in [5] to show the matroid secretary problem
equivalent to universal random-order contention resolution for matroids. It is worth noting
that our result is information theoretic, pertaining to the power of online algorithms; i.e., we
did not concern ourselves with computational efficiency of our reductions. 10
Our result indicates that the main challenge of the matroid secretary conjecture is
resolving contention in the presence of a particular form of positive correlation. Specifically, it
suffices to resolve contention online for uncontentious distributions, which admit the structure
captured by the polyhedral characterization in [5, Theorem 3.6]. This structure – which as
noted in [5] is a natural generalization of the well-known matroid covering theorem – might
lend just enough tractability to enable progress on the conjecture.
Another conceptual takeaway from our result pertains to the importance of cardinal
information in the matroid secretary problem, as compared to just ordinal information about
the relative ordering of the weights. Ordinal algorithms for secretary problems were explored
by [11, 17], though whether the ordinal matroid secretary problem is fundamentally more
difficult than its classical (cardinal) counterpart remains open. Whereas our result does
not definitively answer this question, it does indicate that the “hard part” of the matroid
secretary problem is fundamentally ordinal in nature. Indeed, contention resolution involves
no weights at all, and the set of improving elements can be determined online using just
ordinal information.11
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1

Introduction

A particularly pleasing situation in theoretical studies is when seemingly independent notions
arising in disparate areas with different applications and techniques, turn out to have a
common theoretical basis. In this article, we study a combinatorial notion whose manifestations appear in three different areas as distinct combinatorial objects – as uniform brackets
in statistical learning and empirical process theory, containers in online and distributed
learning theory, and Combinatorial Macbeath regions, or Mnets in discrete and computational
geometry – and show that these are consequences of an underlying combinatorial property.
The close connection between uniform brackets and containers has been known [14, 22]. We
connect these notions with Mnets, which are discrete analogues of a classical theorem of
Macbeath in convex geometry. This allows us to import tools from discrete and computational
geometry to solve problems and improve bounds in each of these areas, in some cases proving
optimal new bounds.
As we aim to keep this paper accessible to readers from all three communities, we begin
with a brief introduction to the notions involved. Given a probability space (X , Ω, µ), together
with a family H of measurable sets in Ω and a parameter ε ∈ (0, 1), an ε-uniform bracket, or
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ε-bracket for short, for H is a family B of measurable sets such that for every H ∈ H, there
exist sets A, B ∈ B with
A ⊆ H ⊆ B and µ(B \ A) ≤ ε.
The ε-bracketing number N[ ] (H, µ, ε) of H with respect to the measure µ, is the smallest
possible size of an ε-bracket for H. The logarithm of N[ ] (H, µ, ε) is referred to as the
bracketing entropy.
For a set system (X, F ), where X is finite and F ⊆ 2X , a family of subsets B of X is an
ε-bracket if for all F ∈ F there exist B + and B − in B such that
B − ⊆ F ⊆ B + and |B + \ B − | ≤ ε|X|.
The significance of the bracketing number in empirical process theory stems from the
fact that bounds on N[ ] (H, µ, ε) can be used to obtain simpler and more robust versions
of uniform convergence and the law of large numbers for the corresponding families of
events. In particular, the proof of uniform convergence using ε-brackets follows directly
from standard concentration inequalities together with a union bound, and does not require
the symmetrization trick of Vapnik and Chervonenkis [35]. Thus uniform convergence for
families of bounded bracketing number, holds even when the point sample X is generated
using non-i.i.d. processes. Recently, ε-brackets were used by Haghtalab, Roughgarden and
Shetty [22] for the smoothed analysis of online and differentially private learning algorithms.
For a more comprehensive introduction to these topics, we refer the reader to [1, 34].
Containers were recently introduced by Braverman, Kol, Moran and Saxena [14] to
study the communication complexity of distributed learning problems. The choice of the
term containers was inspired by the related notion of containers for independent sets in
hypergraphs [10, 32]. Given a set system (X, F ) consisting of a ground set X and a family
of subsets F ⊂ 2X , together with a parameter ε ∈ (0, 1), an ε-container C is a collection of
subsets of X such that for every set F ∈ F , there exists a member C ∈ C such that F ⊂ C
and |C \ F | ≤ εn. A set system of points and halfspaces in Rd has a set X of points in Rd
and the collection F as all possible subsets of X which can be generated via intersection with
a halfspace in Rd . Braverman, Kol, Moran and Saxena [14] proved a new dual version of the
classical Carathéodory’s theorem for points and halfspaces in Rd , and used it to show that
systems of points and halfspaces in Rd have ε-containers of size O (d/ε)d . This allowed
them to design improved protocols for bounding the communication complexity of learning
problems such as distributed learning of halfspaces and distributed linear programming.
A classical theorem of Macbeath [26] in convex geometry states that for any ε ∈ (0, 1),
every convex body in Rd of unit volume contains a collection of subsets, each of volume Ω(ε),
such that any halfspace intersecting at least an ε-volume of the body must contain at least
one of the subsets from the collection. Since its introduction Macbeath regions have been
an important object of study in convex geometry [11, 12]. More recently, Macbeath regions
were used for proving data structure lower bounds [15, 8], and convex body approximation
problems in computational geometry [6, 7, 5]. Mnets were proposed as combinatorial
analogues of Macbeath’s theorem by Mustafa and Ray [28], who showed their existence for
many geometrically defined classes of set systems. Later their result was generalized to
hold for semi-algebraic set systems with bounded shallow cell complexity by Dutta, Ghosh,
Jartoux and Mustafa [19]. A set system (X, S) is said to have a λ-heavy ε-Mnet, if there
exists a collection M of subsets of X such that for any set S ∈ S with at least ε|X| elements,
there exists a member M of M which is contained in S, and has at least λ|S| elements.
Mnets can be used to prove the existence of optimal-sized ε-nets for almost all studied classes
of geometric set systems [19].
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We will now present an outline of our results and their applications, together some
previous works. For the explicit statements of our results and their proofs please refer to the
full version of our paper [20].

2

Related work and outline of our results

Our contribution may be thought of as having two components – a conceptual component
and a technical one. Conceptually, our main contribution is to find the connection between
three combinatorial concepts – ε-brackets, ε-containers, and Mnets. Roughly, we show that
the existence of any one of these structures in a set system implies the existence of the other
two in the system or in its complement. To quantify these connections, we introduce the
notion of Property M, which essentially represents the existence of Mnets of bounded size in
a set system. The definition of Property M and the explicit connections are presented in the
full version of the paper [20].
Our technical contribution is to exploit these connections to prove several new results
improving existing bounds as well as finding new applications for Mnets, ε-containers and
ε-brackets. These include improved bounds on the size of ε-brackets and ε-containers with
optimal dependence on the ambient dimension and showing the existence of λ-heavy ε-Mnets
for arbitrary λ. We proceed to give several applications of our improved bounds, such as in
distributed learning of halfspaces and distributed linear programming, and the smoothed
analysis of online and differentially private learning. We also extend the results of [28, 19],
who showed the existence of Λ-heavy Mnets for a fixed Λ ∈ (0, 1/2), to show the existence
of λ-heavy Mnets for any given λ ∈ (0, 1). These results follow from the new connections
between brackets, containers and Mnets we have developed in this paper.
Our general bounds are in terms of shallow cell complexity and Property M and so can
seem somewhat abstract. Therefore we are deferring the conceptual connections in their full
generality to the full version. For a set system (X, R), its projection on to a subset Y ⊂ X of
the ground set is the system (Y, R|Y ), where R|Y := {R ∩ Y | R ∈ R}. The VC dimension
of (X, R) is the size of the largest subset Y ⊂ X, such that R|Y ≡ 2Y , i.e. the entire power
set of Y is expressible as a collection of intersections with members of the family R. In this
section, we will present a more simplified version of the structural results, in terms of the
VC dimension, and give applications of these results to online and distributed learning.

2.1

Bounds for Semi-algebraic Set Systems

Let X ⊆ Rd be a domain with |X| = n. A subset Y ⊆ X is called semi-algebraic subset
if it is the intersection of X with a semi-algebraic region. Recall that a semi-algebraic
region is a subset R ⊆ Rd which is in the algebra generated by polynomial equalities and
inequalities. Notice that every semi-algebraic region has natural measures of complexity
according to the degrees of the polynomials and the number of boolean operations which are
used to define the region. In the statements of the results presented below we will assume
that these complexities are constant in the sense that we will not specify how the stated
bounds depend on these measures. Note that in the full version we provide a more detailed
account [20]. Semi-algebraic sets of constant complexity include objects like halfspaces,
rectangles, triangles, k-polytopes (where k is constant), etc. A set system (X, R), with
X ⊆ Rd , is said to be induced by semi-algebraic regions in Rd if all the subsets of X in R
are semi-algebraic subsets of X.
We say a set system (X, R) has shallow-cell complexity ψ(·, ·) if for any finite subset Y of
X, the number of subsets of Y of size at most ℓ in R|Y is at most |Y | · ψ(|Y |, ℓ).
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For semi-algebraic set systems of bounded shallow cell complexity, our bounds for Mnets,
containers and brackets can be stated more explicitly, as given below.

Mnets of arbitrary heaviness
The Mnet construction of Mustafa and Ray [28] as well as those obtained in [19] are λheavy where λ ≤ 1/2. In fact in the case of the Mnets obtained in [19] λ is given by
the multilevel polynomial partitioning theorem, and depends inversely polynomially on the
ambient dimension, the maximum degree of the polynomial family, and the number of allowed
Boolean operations. A natural question that arises is, can the heaviness of the constructed
Mnets be improved beyond 1/2 or even be made arbitrarily close to 1? A priori, this does not
seem possible using the previous techniques, as these rely on an application of the pigeonhole
principle to choose a region from an integral number of regions, all of which are enclosed by
a range. Thus, in the best case, there are 2 regions inside a range and one is chosen, which
gives λ = 1/2.
Our first result is that for semi-algebraic systems, Mnets of arbitrarily small heaviness can
be boosted to get Mnets of any desired heaviness λ. This extends and generalizes the results
of [28] and [19], whose techniques, as we observed earlier, cannot give Mnets of heaviness
more than 1/2.
▶ Theorem 1 (Informal statement: Mnet for semi-algebraic set system). Let X ⊂ Rd , and
(X, R) be a set system induced by semi-algebraic regions in Rd of constant complexity with
VC dimension d0 . Then there exists λ-heavy η-Mnets M of (X, R) of size at most

|M| ≤

2
1−λ

c 1 d 0


×

c2
η

2d0
,

where c1 depends only on d and the complexity of the semi-algebraic regions, and c2 is an
absolute constant. (For a more precise result in terms of the shallow cell complexity please
refer to the full version of the paper [20])

Containers
Generalizing the results of Braverman et al. [14] showing the existence of containers for points
and halfspaces, we show that containers can be obtained for semi-algebraic set systems.
▶ Theorem 2 (Informal statement: Containers for semi-algebraic set systems). Let X ⊂ Rd ,
and (X, R) be a set system induced by semi-algebraic regions in Rd of constant complexity
with VC dimension d0 . Then there exists an ε-container C for (X, R) of size at most
 cd0
2
|C| ≤
,
ε
where c depends only on d and the complexity of the semi-algebraic regions. (For a more
precise bound in terms of the shallow cell complexity see the full version of the paper [20])
While the bounds on containers for points and halfspaces in [14] can be shown to hold
for semi-algebraic systems using operations like Veronese mappings and lifts, such operations
can blow up the ambient dimensionality – which appears in the exponent in the bounds –
by a polynomial factor. The general version of Theorem 2 (see the full version [20]) gives
direct bounds on the size of the container family in terms of shallow cell complexity, which in
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some case has a lower dimensionality, and therefore better bounds, than those of [14]. This
is usually the case for things like ε-nets as shallow cell complexity captures the combinatorial
complexity of set systems at a much finer scale than, say VC dimension [4, 36, 17, 29, 30].
More specifically, for set system of points and halfspaces in Rd we obtain the following
improved bound for containers for points and halfspaces.
▶ Theorem 3 (Improved container bounds for points and halfspaces). Let X ⊂ Rd , and
O(d)
ε ∈ (0, 1). Then there exists a collection of subset C of X of size at most 2ε
such that
for all halfspaces h of Rd there exists Ch ∈ C such that
X ∩ h ⊆ Ch and |Ch \ (X ∩ h) | ≤ ε|X|.
The above theorem removes the multiplicative factor of dO(d) which appears in the
bounds of Braverman et al. [14], thus significantly improving the dependence on the ambient
dimension, from superexponential to exponential. It is easier to see the improvement in
Theorem 3 if we fix some ε ∈ (0, 1) and make d tend to infinity. This dynamic plays a crucial
role in getting the optimal communication complexity of distributed learning of halfspace
problem, see Theorem 9.

Uniform brackets
Finally, using Theorem 1, by setting λ = 1 − ε and η = ε, and Theorem 2 we get the following
bounds on the size of ε-brackets.
▶ Corollary 4 (Informal statement: Brackets for semi-algebraic set systems). Let X ⊂ Rd , and
(X, R) be a set system induced by semi-algebraic regions in Rd of constant complexity with
VC dimension d0 . Then there exists an ε-bracket B for (X, R) of size at most
 cd0
2
|C| ≤
,
ε
where c depends only on d and the complexity of the semi-algebraic regions. (For a more
general and precise bound in terms of the shallow cell complexity see the full version [20])
It is a simple exercise to see that any ε/2-container for points and halfspaces in Rd is also
an ε-bracket for the same set of points and halfspaces in Rd . Therefore, we get the following
result directly from Theorem 3.
▶ Corollary 5 (Improved bracketing bounds for points and halfspaces). Let X ⊂ Rd , and
O(d)
ε ∈ (0, 1). Then there exists a collection of subset B of X of size at most 2ε
such that
for all halfspaces h of Rd , there exist sets Bh− and Bh+ in B such that
Bh− ⊆ X ∩ h ⊆ Bh+ and |Bh+ \ Bh− | ≤ ε|X|.
The above theorem extends to a distribution-free1 bound with respect to arbitray probability measures. See, Braverman et al. [14] and Haghtalab et al. [22].
▶ Corollary 6 (Improved bracketing number for halfspaces). Let H be a family of halfspaces in
Rd . For all ε ∈ (0, 1), and probability measure µ over Rd we have
N[ ] (H, µ, ε) ≤ (2/ε)
1

O(d)

.

This bound on the ε-bracketing number for halfspaces is distribution-free in the sense that it does not
depend on the probability measure µ.
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Braverman et al. [14] and Haghtalab et al. [22] showed that distribution-free ε-bracketing
O(d)
number for halfspaces in Rd is dε
. Note that our result is an improvement over this bound
O(d)
by a factor of d
. More detailed calculations reveal the constant in the O(d)-exponent to
be less than 7.03 in our case.
Further, we give a lower bound showing that the upper bounds established above are
best possible up to dimension-independent constants in the exponent
▶ Theorem 7 (Lower bounds for ε-containers). There exists Cd > 0 that depends only on d
such that the following holds:
Given positive integers d ≥ 2, n, and ε ∈ (0, 1), there exists a set X of n points in Rd
such that any ε-container for the set system induced by the set X and halfspaces has size
at least
Cd ·

1
.
ε⌊(d+1)/3⌋

For all integers d ≥ 2, n ≥ 0, and ε ∈ (0, 1), there exists a set Y of n points in Rd such
that any ε-container for the set system induced by the set Y and hyperplanes has size at
least
Cd ·

1
.
εd

▶ Remark 8. Note that the set systems induced by halfspaces and hyperplanes in Rd have
VC dimension d + 1 and d respectively.

2.2

Applications

Our improved bounds have applications in several areas such as the smoothed analysis of
online learning algorithms as well as in distributed learning algorithms, e.g. the disjointedness
of convex bodies and LP feasibility. Some of these applications are described below.

Distributed learning of halfspaces
Linear classifiers are objects of central importance in many machine learning algorithms,
beginning from the original perceptron model of Rosenblatt [31] to modern algorithms like
neural networks, kernel machines, etc. A basic problem in machine learning therefore, relates
to the learning of linear classifiers, namely halfspaces. The distributed learning of halfspaces
problem has received considerable attention [18, 21, 27, 9, 23, 24, 14]. Balcan et al. [9]
and Daumé III et al. [23] proved an upper bound of O(d log2 n) bits on the communication
complexity of learning halfspaces over a domain of n points in Rd , and Kane et al. [24]
proved that any randomized protocol for the above problem will require Ω (d + log n) bits
of communication. Braverman et al. [14] gave an improved a deterministic protocol with
communication complexity O(d log d log n), and proved an almost matching lower bound of
Ω(d log(n/d)).
Let U be a known set of n points in Rd . In distributed learning of halfspaces problem,
two players, Alice and Bob are given sets Sa and Sb where Sa , Sb ⊆ U × {±1} respectively
such that the sets {(x, +1) ∈ Sa ∪ Sb : x ∈ U } and {(x, −1) ∈ Sa ∪ Sb : x ∈ U } can be
separated by a hyperplane in Rd . The goal is for both the players, using to agree classifier
H : U → {±1}, such that
if (x, +1) ∈ Sa ∪ Sb then H(x) = +1, and
if (x, −1) ∈ Sa ∪ Sb then H(x) = −1.
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Using the communication protocol of Braverman et al. [14] for the problem together with
Theorem 3, we get the following upper bound which tightly meets Braverman et al.’s lower
bound of Ω(d log(n/d)) whenever n ≥ d1+Ω(1) .
▶ Theorem 9. Let U be a known n-sized subset of Rd . Then, there exists a deterministic
protocol for Learning Halfspaces over U with communication complexity O (d log n) bits.
We note that in this context previous works typically assume that the number of domain
points n is much larger than the euclidean-dimension, and often even that n = exp(d).
(Consider e.g. the natural case when the domain U = {0, 1}d consists of all binary vectors in
Rd .) In such cases, the above upper bound completely resolves the communication complexity
of distributed learning of halfspaces.

Distributed convex set disjointness problem and LP feasibility
Kane et al. [24] introduced the distributed convex set disjointness problem in communication
complexity, where, like in the case of distributed learning of halfspaces, there is a known
n-sized domain U ⊂ Rd and two parties Alice and Bob are given as inputs Sa and Sb , with
Sa , Sb ⊂ U , respectively. The goal is for both parties to decide if the convex hulls 2 conv(Sa )
and conv(Sb ) intersect or not. Note that the distributed convex set disjointness problem is
equivalent to the fundamental problem of two-party distributed Linear Programming (LP)
feasibility. For a more detailed discussion on this
 equivalence, see [14].
Vempala et al. [37] gave the first O d3 log2 n upper bound for the distributed convex set
disjointness problem, and Ω (d log n) and Ω (log n) lower bounds for the deterministic and
randomized settings respectively. Braverman et al. [14] gave an improved O d2 log d log n
upper bound for the distributed convex set disjointness problem, and they also proved a
randomized Ω(d log(n/d)) bits lower bound.
Using the Braverman et al. [14] communication protocol for the distributed convex set
disjointness problem together with Corollary 5 we get the following result.
▶ Theorem 10. Let U be an n-sized subset of Rd . Then there exists a deterministic
communication protocol
 for Convex Set Disjointness problem over U with communication
complexity O d2 log n bits.
Theorem 10 gives a log d factor improvement over the bound of Braverman et al. [14].

Improved bracketing number and online algorithms
The bracketing number of a set system is a fundamental tool in statistics for proving uniform
laws of large numbers for empirical processes [1]. More recently, Haghtalab, Roughgarden
and Shetty [22] used bracketing numbers for smoothed analysis of online and differentially
private learning algorithms.
Haghtalab, Roughgarden and Shetty [22], using the Braverman et al. [14] ε-container
bound for points and halfspaces, showed that



N[ ] P n,d , µ, ϵ ≤ exp c1 nd ln nd /ϵ , and N[ ] Qd,k , µ, ϵ ≤ exp (c2 nk ln (nk/ϵ)) . (1)
where P n,d denotes the class of d-degree polynomial threshold functions in Rn and Qn,k be
the class of k-polytopes in Rn , and c1 and c2 are absolute constants. Using Corollary 6,
together with [22, Theorem 3.7], we can directly improve the distribution-free bounds for
ε-bracketing numbers:
2

For any subset S of Rd , convex hull of S will be denoted by conv(S).
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n
▶ Theorem 11. Let
space. Then
 (R , Ω, µ)d be a probability

n,d
1. N[ ] P , µ, ϵ ≤ exp c1 n ln (1/ϵ) , where c1 is an absolute constant.
2. N[ ] Qd,k , µ, ϵ ≤ exp (c2 nk ln (1/ϵ)), where c2 is an absolute constant.

The notion of regret is a standard measure of the effectiveness of online learning algorithms.
Online learnability is characterized by having finite Littlestone dimension [25, 13]. However,
this can be a very restrictive condition, as there are instances of problems which have constant
VC dimension, yet their Littlestone dimension is infinite [2, 3, 13, 16]. Recently, going beyond
worst-case analysis, Haghtalab et al. [22] have introduced the smoothed analysis paradigm of
Spielman-Teng [33] to the context of online learning algorithms. Using this paradigm, they
designed online learning no-regret algorithms for several problems with infinite Littlestone
dimension, even for the case of adaptive adversaries, provided the adversaries choose from
a σ-smooth distribution. For an introduction to online regret minimization against an
σ-smoothed adversary see [22].
Using Theorem 11, together with [22, Theorem 3.3] we will get the following improved
online algorithm whose regret against an adaptive σ-smoothed adversary on P n,d and Qn,k
satisfies:
▶ Theorem 12. There exists an online algorithm against an adaptive σ-smoothed adversary
whoseregret
after T -steps is
q

1. O
T · VCdim (P n,d ) log Tσ if the class of functions is P n,d .
q

2. O
T · VCdim (Qn,k ) log Tσ if the class of functions is Qn,d .
▶ Remark 13. Theorem 12 is an improvement over [22, Corollary 3.8] where the regret bounds
were
s

!
T
O
T · VCdim (P n,d ) log + log VCdim (P n,d )
σ
and
s
O

T·


VCdim (P n,d )

T
log + log VCdim (P n,d )
σ

!

for the class of functions P n,d and Qn,d respectively.
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1

Introduction

Let (X, d) be a finite metric space with |X| = n > 1. The Metrical Task Systems (MTS)
problem, introduced in [7] is defined as follows. The input is a sequence ⟨ct : X → R+ |
t = 1, 2, . . .⟩ of nonnegative cost functions on the state space X. At every time t, an online
algorithm maintains a state ρt ∈ X.
The corresponding cost is the sum of a service cost ct (ρt ) and a movement cost d(ρt−1 , ρt ).
Formally, an online algorithm is a sequence of mappings ρ = ⟨ρ1 , ρ2 , . . . , ⟩ where, for every
t
t ⩾ 1, ρt : (RX
+ ) → X maps a sequence of cost functions ⟨c1 , . . . , ct ⟩ to a state. The initial
state ρ0 ∈ X is fixed. The total cost of the algorithm ρ in servicing c = ⟨ct : t ⩾ 1⟩ is defined
as the sum of the service and movement costs:
X
servρ (c) :=
ct (ρt (c1 , . . . , ct ))
t⩾1

moveρ (c) :=

X

d(ρt−1 (c1 , . . . , ct−1 ), ρt (c1 , . . . , ct ))

t⩾1

costρ (c) := servρ (c) + moveρ (c).
P
The cost of the offline optimum, denoted cost∗ (c), is the infimum of t⩾1 [ct (ρt ) + d(ρt−1 , ρt )]
over any sequence ⟨ρt : t ⩾ 1⟩ of states.
A randomized online algorithm ρ is said to be α-competitive if for every ρ0 ∈ X, there is
a constant β > 0 such that for all cost sequences c:
E [costρ (c)] ⩽ α · cost∗ (c) + β .
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Such an algorithm is said to be α-competitive for service costs and α′ -competitive for
movement costs if there is a constant β > 0 such that for all cost sequences c:
E [servρ (c)] ⩽ α · cost∗ (c) + β
E [moveρ (c)] ⩽ α′ · cost∗ (c) + β.
For the n-point uniform metric, a simple coupon-collector argument shows that the
competitive ratio is Ω(log n), and this is tight [7]. A long-standing conjecture is that this
Θ(log n) competitive ratio holds for an arbitrary n-point metric space. The lower bound
has almost been established [4, 5]; for any n-point metric space, the competitive ratio is
Ω(log n/ log log n). Following a long sequence of works (see, e.g., [15, 6, 3, 2, 14, 13]), an
upper bound of O((log n)2 ) was shown in [8].

Competitive analysis via gradient descent
Let us consider an equivalent fractional perspective on MTS where the online algorithm
maintains, at every point in time, a probability distribution µt ∈ RX
+ , and we interpret the
costs similarly as a vector ct ∈ RX
.
The
cost
of
the
algorithm
is
then
given by
+
X

⟨µt , ct ⟩ + W1X (µt−1 , µt ) ,
t⩾1

where W1X is the L1 transportation cost between two probability distributions on (X, d).
This perspective is convenient, as now the state of the algorithm is given by a point in the
probability simplex ∆X ⊆ RX
+.
This yields a natural first algorithm for solving MTS:
µt+1 := proj∆X (µt − ηct ) ,

(1.1)

where η > 0 is some parameter we can choose and proj∆X denotes the Euclidean projection
onto the convex body ∆X . Moreover, it gives a natural way of relating the cost incurred
by the algorithm to the cost incurred by any other state ν ∈ ∆X : It is a basic exercise in
convex geometry to show that
∥µt+1 − ν∥2 − ∥µt − ν∥2 ⩽ η⟨ct , ν − µt ⟩.

(1.2)

In other words, if ⟨ct , µt ⟩ > ⟨ct , ν⟩, then µt approaches ν proportionally in the squared
Euclidean distance.
Thus we cannot consistently incur more service cost than any fixed state. This does
not provide a competitive algorithm because there is, in general, no convenient relationship
between the Euclidean distance ∥µt − µt+1 ∥ and the transportation distance W1X (µt , µt+1 ).
But one can replace the Euclidean distance by any Bregman divergence DΦ associated to
a strictly convex function Φ. Equivalently, we perform the projection (1.1) in the local inner
product
⟨u, v⟩µt := ⟨∇2 Φ(µt )u, v⟩.
Thus by choosing an appropriate geometry on ∆X , one can hope to obtain a competitive
algorithm. Such algorithms often go by the name mirror descent and the regularizer Φ is
called the mirror map (we will often use the term regularizer interchangeably).
This framework is proposed in [1, 10] and applied to the k-server problem in [9], and
to MTS in [8] and [12]. In all these papers, the algorithms apply only to ultrametrics
(equivalently, to hierarchically separated tree metrics (HSTs)). In [8], mirror descent is used
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to analyze the algorithm on weighted stars, and these algorithms are glued together in an
ad-hoc way to handle HSTs. In [12], stronger bounds (known as “refined guarantees”) are
obtained by finding an appropriate regularizer on arbitrary HSTs. In both cases, general
finite metric spaces are then handled via random embeddings into HSTs.
In the present work, we apply this method directly to MTS on general metric spaces and
match the best-known competitive ratio. Previously, it was unknown how to achieve any
poly(log n) competitive ratio for general metric spaces using mirror descent and achieving
this was posed as an open problem by Bubeck1 .
We consider this an important step in advancing the underlying philosophy. Note that
past approaches to MTS have involved a series of ad-hoc, complicated algorithms, along with
clever potential function analyses. In contrast, in the mirror descent approach, once one
specifies a convex body and a regularizer, both the algorithm and the method of analysis fall
out naturally. Indeed, the most subtle part of competitive analysis lies in connecting the
cost an online algorithm incurs to the cost of some offline optimum, and this is done entirely
through the general Bregman divergence analog of (1.2), which becomes
DΦ (ν ∥ µt+1 ) − DΦ (ν ∥ µt ) ⩽ ⟨ct , ν − µt ⟩.

2

The multiscale noisy metric entropy

To obtain poly(log n)-competitive algorithms for MTS, previous approaches [8, 12] employ
a regularizer that can be cast as a multiscale entropy for probability distributions on
an underlying tree metric. To handle general metric spaces, we will consider probability
distributions on a lifted convex body that is specified by a directed ayclic graph whose sinks
are the points of (X, d). See Figure 1 for a pictoral representation when the metric space is
a path.

The hierarchical flow DAG

Figure 1 A hierarchical flow DAG over the path.

Consider a finite set X and a directed ayclic weighted graph D = (V, A) with X ⊆ V and
such that
(i) D has a single source ∖ ∈ V , and
(ii) The set of sinks in D is X.

1

Posed in his talk at HALG 2019.
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We say that D is a DAG over X. In what follows, we use the notation R+ := {x ∈ R : x ⩾ 0}
and R++ := {x ∈ R : x > 0}. For an arc (u, v) ∈ A, we will often use the shorthand uv.
A vector F ∈ RA
+ is called a flow in D if holds that
X
X
Fuv =
Fvu , ∀u ∈ V \ (X ∪ {∖}).
(2.1)
v : uv∈A

v : vu∈A

P
For a flow F and u ∈ V \ X, define Fu := v : uv∈A Fuv . For a sink x ∈ X, we define
P
Fx := u : ux∈A Fux as the flow into x. Say that F is a unit flow in D if F∖ = 1, and let
F D ⊆ RA
+ denote the convex set of all unit flows in D.
A (directed) path γ in D is a sequence γ = ⟨u1 u2 , u2 u3 , . . . , um−1 um ⟩ with ui ui+1 ∈ A
for each i ∈ {1, . . . , m − 1}. We will occasionally also specify a path as a sequence of vertices.
We use γ̄ to denote the final vertex um of γ. Let PD denote the set of all paths in D from ∖
to some sink.

The multiscale entropy
Let ω ∈ RA
++ denote a vector of nonnegative arc lengths that are decreasing along paths, i.e.,
such that ωuv > ωvw whenever uv, vw ∈ A. Let θ ∈ RA
++ specify a probability distribution
on the edges leaving every vertex, i.e.,
X
θuv = 1,
∀u ∈ V \ X.
(2.2)
v : uv∈A

Define the associated values
ηuv := 1 + log(1/θuv )

(2.3)

δuv := θuv /ηuv .

(2.4)

We refer to the triple D̂ := (D, ω, θ) as a marked DAG. For a given normalization parameter
κ > 0, such a marked DAG yields a multiscale entropy functional ΦD̂ : FD → R+ defined by


1 X ωuv
Fuv
ΦD̂ (F ) :=
(Fuv + δuv Fu ) log
+ δuv .
κ
ηuv
Fu
uv∈A

One can consult [12] for a detailed discussion of multiscale entropies of this form on HSTs.

Two notions of depth
We define two notions of depth associated to D̂. The first is the combinatorial depth ∆0 (D)
which is the maximum number of arcs in any path from ∖ to some sink X. For γ ∈ PD , let
us define
Y
θ(γ) :=
θuv ,
(2.5)
uv∈γ

and let the information depth be defined as
∆I (D̂) := max log(1/θ(γ)).
γ∈PD

Note that θ(·) induces a probability distribution on PD , and as clearly for γ ∈ PD it holds
that θ(γ) ⩾ e−∆I (D̂) we have
log |PD | ⩽ ∆I (D̂).

(2.6)
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Mirror descent dynamics

Let us now fix a marked DAG D̂ and take Φ := ΦD̂ . We seek to define a continuous path
F : [0, ∞] → FD that represents the dynamics of projected vector flow in response to a
continuous path c(t) ∈ RX
+ of costs arriving at the points of X.
A natural Euclidean flow would be specified heuristically by
F (t + dt) = projFD (F (t) − c(t) dt) ,
where for v ∈ RA , we define projFD (v) as the unique point of FD with minimal Euclidean
distance to v. In other words, we move a little in the direction −c(t) and then project back
to the feasible region FD .
Instead, we will define our dynamics using the Bregman projection projΦ
FD associated to
our multiscale entropic regularizer, where
′
′
projΦ
FD (v) := argmin {DΦ (v ∥ v) : v ∈ FD } ,

and
DΦ (v ′ ∥ v) := Φ(v ′ ) − Φ(v) − ⟨∇Φ(v), v ′ − v⟩
is the Bregman divergence associated to Φ.
One can show that if c(t) is continuous, then there is a path F : [0, ∞) → FD for which
the following dynamics are well-defined (for almost every t ∈ [0, ∞)):
F (t + dt) = projΦ
FD (F (t) − c(t) dt)
This path further satisfies (for almost all t ∈ [0, ∞)) the system of partial differential
equations given by




Fuv (t)
ηuv Fuv (t)
∂t
=κ
+ δuv (βu (t) − ĉuv (t)) , uv ∈ A,
(2.7)
Fu (t)
ωuv Fu (t)
where ĉuv (t) = ⊮{Fuv (t)>0} cv (t) if v ∈ X, and otherwise
X

ĉuv (t) = ⊮{Fuv (t)>0}

w : vw∈A

Fvw (t)
ĉvw (t),
Fv (t)

(2.8)

and βu (t) is the unique value that guarantees
∂t

X
v : uv∈A

Fuv (t)
= 0,
Fu (t)

i.e.,
P
βu (t) =

ηuv
v : uv∈A ωuv

P




+ δuv ĉuv (t)

 .
Fuv (t)
Fu (t) + δuv

Fuv (t)
Fu (t)

ηuv
v : uv∈A ωuv

Here we express the algorithm in continuous time for conceptual simplicity; its evolution
is completely specified by the regularizer ΦD̂ and the costs c(t). But the existence of a
solution to (2.7) is derived from the limit of discrete-time algorithms in Section 4.
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2.2

Metric compatibility

To analyze the algorithm specified by (2.7) on a metric space (X, d), we need additionally
that D̂ = (D, ω, θ) is compatible with the geometry of (X, d). Suppose that D̂ is a marked
DAG over X. Say that D̂ is τ -geometric if it holds that for every pair of consecutive arcs
uv, vw ∈ A, we have ωuv ⩾ τ ωvw .
Let us define a metric on PD as follows: Suppose γ1 , γ2 ∈ PD and let u ∈ V be the
first vertex at which they diverge, i.e., at which uv1 ∈ γ1 , uv2 ∈ γ2 and v1 ̸= v2 . Define the
distance
distD̂ (γ1 , γ2 ) := max(ωuv1 , ωuv2 ).
One can check that this gives a metric on PD since the arc lengths are decreasing along
source-sink paths. In fact, this defines an ultrametric on PD .
Say that D̂ is ε-expanding (with respect to (X, d)) if for every pair γ1 , γ2 ∈ PD , it holds
that
distD̂ (γ1 , γ2 ) ⩾ εd(γ̄1 , γ̄2 ),
where we recall that γ̄1 , γ̄2 ∈ X are the endpoints of γ1 and γ2 , respectively.
We may extend distD̂ to a distance on FD by defining W1D̂ (F, F ′ ) as the L1 -transportation
cost between F, F ′ ∈ FD with the underlying metric distD̂ , noting that F and F ′ can be
viewed as probability distributions on PD .
Say that D̂ is L-Lipschitz (with respect to (X, d)) if for every path x1 , x2 , . . . , xm ∈ X,
there is a sequence of flows F (1) , F (2) , . . . , F (m) ∈ FD such that:
1. F (i) is a unit flow to xi for every i = 1, 2, . . . , m.
2. It holds that
m−1
X

W1D̂ (F (i) , F (i+1) ) ⩽ L

i=1

m−1
X

d(xi , xi+1 ).

i=1

Our main result follows from the next two theorems, which are proved in Section 4 and
Section 3, respectively.
▶ Theorem 1. Suppose (X, d) is a metric space and D̂ is a τ -geometric marked DAG
over X, for some τ ⩾ 4. If D̂ is ε-expanding and L-Lipschitz with respect to (X, d), then
for κ = 6L, the MTS 
algorithm specified by (2.7) is 1-competitive for service costs, and
O

L
ε

∆0 (D) + ∆I (D̂)

-competitive for movement costs.

▶ Theorem 2. For every n-point metric space (X, d), there is a 12-geometric marked DAG
D̂ over X that is 1-expanding and O(log n)-Lipschitz, and moreover satisfies
∆0 (D) + ∆I (D̂) ⩽ O(log n).

3

Construction of a compatible DAG over (X, d)

In Section 3.1, we present the main construction of a marked DAG D̂ whose vertices are net
points at every scale. Achieving the crucial property ∆I (D̂) ⩽ O(log n) requires choosing
the net points and the arcs of D carefully. In Section 3.2, we argue that D̂ is ε-expanding
and L-Lipschitz for ε = 1 and L ⩽ O(log n). It may not be that ∆0 (D) ⩽ O(log n), but in
Section 3.3 we give a generic way of obtaining this property while leaving the other essential
properties intact.
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Hierarchical nets

Fix an n-point metric space (X, d) and assume, without loss of generality, that diam(X) = 1.
Define ε := min{d(x, y) : x, y ∈ X} and K := 1 + ⌈logτ (1/ε)⌉.

Construction of nets
Consider a parameter η > 0. We construct an η-net N ⊆ X inductively as follows. Define
N0 := ∅ and for j ⩾ 1, inductively define the set
Sj := X \ BX (Nj−1 , η).
If Sj = ∅, then we take N := Nj−1 . Otherwise, let xj ∈ Sj be a point that maximizes
|BX (x, η/3)| among x ∈ Sj and define Nj := Nj−1 ∪ {xj }.
▶ Lemma 3. The set N ⊆ X is an η-net with the property that for any set W ⊆ X, if
x∗ ∈ argmax {|BX (y, η/3)| : y ∈ N ∩ BX (W, 1.5η)} ,
then
|BX (x∗ , η/3)| ⩾ max {|BX (w, η/3)| : w ∈ W }
Proof. Suppose xj ∈ N is the element with j minimal such that BX (xj , 1.5η) ∩ W ̸= ∅.
Then
(BX (x1 , η) ∪ · · · ∪ BX (Qj−1 , η)) ∩ BX (W, η/3) = ∅,
and hence by the greedy selection procedure,
|BX (xj , η/3)| = |BX (x∗ , η/3)|
|BX (xj , η/3)| ⩾ max {|BX (w, η/3)| : w ∈ W } ,
◀

completing the proof.

Denote τ := 12. For each k ∈ {0, 1, . . . , K}, let Uk denote a τ −k -net that satisfies
Lemma 3 with η = τ −k . We now construct a DAG D = (V, A) with
V := {(u, k) : u ∈ Uk , k ∈ {0, 1, . . . , K}} .
For k ∈ {0, 1, . . . , K − 1}, let Ak denote the collection of pairs (u, u′ ) for every u ∈ Uk and
u′ ∈ Uk+1 satisfying:
d(u, u′ ) ⩽ 4τ −k
n
o
|BX (u, τ −k /3)| ⩾ max |BX (w, τ −k /3)| : w ∈ BX (u′ , 6τ −(k+1) ) .
We define A :=

SK−1
k=0

(3.1)
(3.2)

{((u, k), (u′ , k + 1)) : (u, u′ ) ∈ Ak }, and

ω(u,k)(u′ ,k+1) := 10τ −k .
Since UK = X, we can identify the sinks in D with the points of X. We take ∖ := (u, 0),
where U0 = {u}.
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▶ Observation 4. Suppose that (u, k) ∈ Uk and (x, K) ∈ V is reachable in D from (u, k).
Then
d(u, x) ⩽ 4τ −k + 4τ −(k+1) + · · · + 4τ −(K−1) < 5τ −k .
For a set S ⊆ X and k ∈ {0, 1, . . . , K}, define

φk (S) := argmax |BX (y, τ −k /3)| : y ∈ BX (S, 2τ −k ) ∩ Uk .

(3.3)

We will require the following fact later.
▶ Lemma 5. Consider a set S ⊆ X with diamX (S) ⩽ 2τ −k . If u′ ∈ S ∩ Uk+1 , then
(φk (S), u′ ) ∈ Ak .
Proof. Denote u := φk (S). Since u′ ∈ S and u ∈ BX (S, 2τ −k ), it holds that d(u, u′ ) ⩽ 4τ −k ,
and therefore (3.1) is satisfied. Now denote W := BX (u′ , 6τ −(k+1) ). Then BX (W, 1.5τ −k ) ⊆
BX (S, 2τ −k ), hence Lemma 3 implies that

|BX (u, τ −k /3)| ⩾ max |BX (w, τ −k /3)| : w ∈ W ,
◀

which shows that (3.2) is satisfied as well.
For k ∈ {0, 1, . . . , K − 1} and (u, u′ ) ∈ Ak , we define
θ(u,k),(u′ ,k+1) := P

|BX (u′ , τ −(k+1) /3)|
.
−(k+1) /3)|
w:(u,w)∈Ak |BX (w, τ

(3.4)

▷ Claim 6. It holds that
X
|BX (w, τ −(k+1) /3)| ⩽ |BX (u, 6τ −k )| .
w:(u,w)∈Ak

Proof. Since the elements of Uk+1 form a τ −(k+1) -net, the balls
n
o
BX (w, τ −(k+1) /3) : (u, w) ∈ Ak
are pairwise disjoint. Furthermore, by Observation 4, every such ball is contained in
BX (u, 5τ −k + τ −(k+1) /3) ⊆ BX (u, 6τ −k ).

◀

▶ Lemma 7. It holds that ∆I (D) ⩽ 3 log n, i.e., for every path γ ∈ PD ,
X
log(1/θu,v ) ⩽ 3 log n.
uv∈γ

Proof. Consider a path γ = ⟨(u0 , 0), (u1 , 1), . . . , (uK , K)⟩. From the definition (3.4) and
Claim 6, it holds that
K−1
X

X
 K−1
log 1/θ(uk ,k)(uk+1 ,k+1) ⩽
log

k=0

k=0

|BX (uk , 6τ −k )|
.
|BX (uk+1 , τ −(k+1) /3)|

(3.5)

Let us denote ℓ := uK . By Observation 4, it holds that d(ℓ, uk ) ⩽ 6τ −k for 0 ⩽ k ⩽ K.
Therefore,
BX (uk , 6τ −k ) ⊆ BX (ℓ, 12τ −k ).

(3.6)
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Furthermore since (uk , uk+1 ) ∈ Ak , by Equation 3.2, we have
n
o
|BX (uk , τ −k /3)| ⩾ max |BX (w, τ −k /3)| : w ∈ BX (uk+1 , 6τ −(k+1) ) ⩾ |BX (ℓ, τ −k /3)|,
(3.7)
since d(ℓ, uk+1 ) ⩽ 6τ −(k+1) .
By combining Equation 3.5–Equation 3.7, we obtain
K−1
X

X
 K−1
log 1/θ(uk ,k)(uk+1 ,k+1) ⩽
log

k=0

k=0

⩽

K−1
X

log

k=0

|BX (ℓ, 12τ −k )|
|BX (ℓ, τ −(k+1) /3)|
|BX (ℓ, τ −(k−1) )|
⩽ 3 log n,
|BX (ℓ, τ −(k+2) )|

where we used τ = 12 in the penultimate inequality.

◀

The above result together with Equation 2.6 yield the following.
▶ Corollary 8. It holds that |PD | ⩽ n3 .

3.2

Distortion analysis

▶ Lemma 9. It holds that D̂ is 1-expanding with respect to (X, d).
Proof. Suppose that γ1 , γ2 ∈ PD and let u ∈ V be the first vertex for which uv1 ∈ γ1 and
uv2 ∈ γ2 with v1 ̸= v2 . If u = (x, k), then ωuv1 = ωuv2 = 10τ −k and so distD̂ (γ1 , γ2 ) = 10τ −k .
Moreover, by Observation 4 we have
d(γ̄1 , γ̄2 ) ⩽ d(γ̄1 , x) + d(γ̄2 , x) ⩽ 10τ −k ,
◀

completing the proof.

For a partition P of X and x ∈ X, we let P (x) denote the unique set in P containing X.
We will require the following well-known random partitioning lemma.
▶ Theorem 10 ([11]). For any finite metric space (X, d) and value ∆ > 0, there is a random
partition P of X such that:
1. diamX (S) ⩽ ∆ for every S ∈ P .
2. For all x, y ∈ X, it holds that
P [P (x) ̸= P (y)] ⩽ 8

|B(x, ∆)|
d(x, y)
log
.
∆
|B(x, ∆/8)|

For each k ∈ {0, 1, . . . , K}, let Pk be a random partition of X satisfying the conclusion
of Theorem 10 with ∆ = τ −k . Define a random map ψk : X → Uk as follows:
ψk (x) := φk (BX (Pk (x), τ −k /2)),
where φk is the map defined in (3.3).
▶ Lemma 11. For every x ∈ X, it holds that ⟨(ψ0 (x), 0), (ψ1 (x), 1), . . . , (ψK (x), K)⟩ is a
path in D.
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Proof. It suffices to show that for any k ∈ {0, 1, . . . , K − 1}, we have (ψk (x), ψk+1 (x)) ∈ Ak .
Define u′ = ψk+1 (x) and S := BX (Pk (x), τ −k /2). Then diamX (S) ⩽ 2τ −k and
d(x, u′ ) = d(x, ψk+1 (x)) ⩽ 2τ −(k+1) + diamX (BX (Pk+1 (x), τ −(k+1) /2)) ⩽ 4τ −(k+1)
< τ −k /2,
where the last inequality follows from τ = 12. Hence u′ ∈ S ∩ Uk+1 . We can therefore apply
Lemma 5 to conclude that (ψk (x), u′ ) = (φk (S), u′ ) ∈ Ak , completing the proof.
◀
For x ∈ X, define Ψ(x) := ⟨(ψ0 (x), 0), (ψ1 (x), 1), . . . , (ψK (x), K)⟩. From the preceding
lemma, we know that Ψ : X → PD .
▶ Lemma 12. For any x, y ∈ X, it holds that


E distD̂ (Ψ(x), Ψ(y)) ⩽ O(log n) d(x, y).
Proof. From Theorem 10, we have
K

 X
E distD̂ (Ψ(x), Ψ(y)) ⩽
P[Pk (x) ̸= Pk (y)] · 10τ −k
k=0

⩽ 80 d(x, y)

K
X

log

k=0

|B(x, τ −k )|
|B(x, τ −k /8)|

⩽ 80 log(n) d(x, y),
where in the last line we used τ = 12 ⩾ 8.

◀

▶ Corollary 13. It holds that D̂ is O(log n)-Lipschitz with respect to (X, d).
Proof. Consider any sequence x1 , . . . , xm , and let us map it to the random sequence
Ψ(x1 ), . . . , Ψ(xm ). Then from Lemma 12, we conclude
m−1
X





E distD̂ (Ψ(xj ), Ψ(xj+1 )) ⩽ O(log n)

j=1

m−1
X

d(xj , xj+1 ).

j=1

Hence there is a mapping f : X → PD (that depends on the sequence x1 , . . . , xm ) such that
Pm−1
Pm−1
◀
j=1 d(f (xj ), f (xj+1 )) ⩽ O(log n)
j=1 d(xj , xj+1 ), completing the proof.

3.3

Compression

Let D̂ = (D, ω, θ) be the τ -geometric marked DAG constructed in Section 3.1. For a point
u ∈ V , we let σ(u) denote the number of paths in D that start at u and end in a point of X.
▶ Observation 14. For u ∈ V \ X, it holds that
X
σ(u) =
σ(v).

(3.8)

v:uv∈A

Say an edge uv ∈ A is heavy if v ̸∈ X and σ(v) > σ(u)/2; otherwise we say that uv is
light. Moreover, we say a path γ = ⟨u1 u2 , u2 u3 , . . . , um−1 um ⟩ in D is heavy-light if all
the edges u1 u2 , u2 u3 , . . . , um−2 um−1 are heavy and um−1 um is light. The next lemma is
straightforward and follows from Equation 3.8.
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▶ Lemma 15. For every u ∈ V , there is at most one heavy edge in D leaving u.
Now we construct the marked DAG D̃ = (D′ , ω ′ , θ′ ) with D′ = (V, A′ ) as follows. We connect
ui = (xi , i) ∈ V to uj = (xj , j) ∈ V for 1 ⩽ i < j ⩽ K in D′ if there is a heavy-light path
γ = ⟨ui ui+1 , ui+1 ui+2 , . . . , uj−1 uj ⟩ from ui to uj in D. Note that by Lemma 15, at most one
such path can exist. We further set
ωu′ i uj := 10τ −j+1 ,
θu′ i uj

:=

j−1
Y

θuk uk+1 .

k=i

▶ Lemma 16. For uv ∈ A′ with v ∈
/ X it holds that
σ(v) ⩽ σ(u)/2.
Proof. Since uv ∈ A′ , there must be a heavy-light path γ = ⟨w1 w2 , . . . , wm−1 wm ⟩ in D with
w1 = u and wm = v. Clearly the values of σ(·) are non-increasing along the (directed) paths
in D, hence we have
σ(u) ⩾ σ(w2 ) ⩾ · · · ⩾ σ(wm−1 ).
Furthermore, as wm−1 v is a light edge and v ̸∈ X, it follows that
σ(v) ⩽ σ(wm−1 )/2 ⩽ σ(u)/2,
◀

as desired.
▶ Lemma 17. It holds that ∆0 (D′ ) ⩽ O(log |PD |).

Proof. We will argue that for every γ ∈ PD′ , one has |γ| = O(log |PD |). Let γ =
⟨u1 u2 , . . . , um−1 um ⟩. Lemma 16 implies that for 1 ⩽ i ⩽ m − 2 we have σ(ui+1 ) ⩽ σ(ui )/2.
Further note that we have σ(u1 ) = |PD |, and also clearly σ(um−1 ) ⩾ 1. Therefore,
m − 2 ⩽ log2 (|PD |),
◀

completing the proof.

We now define the map f : PD → PD′ as follows. For a path γ ∈ PD , let f (γ)
denote the path obtained by contracting all the heavy edges in γ. More precisely, for γ =
⟨u1 u2 , u2 u3 , . . . , um−1 um ⟩, we define f (γ) as follows. Denote i0 := 1, and for j = 1, 2, . . . , m′ ,
let ij denote the jth index for which uij −1 uij is a light edge. We then denote
f (γ) := ⟨ui0 ui1 , ui1 ui2 , . . . , uim′ −1 uim′ ⟩.
▶ Lemma 18. It holds that ∆I (D̃) ⩽ ∆I (D̂).
Proof. As all the edges in D′ correspond to a path in D, f is a surjective map. Furthermore,
for γ ∈ PD , one has θ(γ) = θ′ (f (γ)), for θ(·) defined as in Equation 2.5 and θ′ (·) defined
analogously, and thus we have
∆I (D̃) = max
log(1/θ′ (γ ′ )) = max log(1/θ′ (f (γ))) ⩽ max log(1/θ(γ)) = ∆I (D̂),
′
γ ∈PD′

completing the proof.

γ∈PD

γ∈PD

◀
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▶ Lemma 19. For all γ, γ ′ ∈ PD it holds that
distD̂ (γ, γ ′ ) = distD̃ (f (γ), f (γ ′ )).
Proof. Denote γ = ⟨u1 u2 , . . . , um−1 um ⟩ and γ ′ = ⟨u′1 u′2 , . . . , u′m−1 u′m ⟩, and let ui = u′i be
the first vertex at which γ and γ ′ diverge so that we have
distD̂ (P, P ′ ) = max(ωui ui+1 , ωui u′i+1 ) = 10τ −i .
By Lemma 15, at most one of ui ui+1 and ui u′i+1 can be heavy. Suppose that ui ui+1 is light.
Take j := 1 when i = 1, and otherwise let j ⩽ i be the maximum index for which uj−1 uj is
light. Further let k ⩾ i be the minimum index for which u′k u′k+1 is a light edge. Note that k
is well-defined because u′m−1 u′m is light. Now we have
distD̃ (f (γ), f (γ ′ )) = max(ωu′ j ui+1 , ωu′ j u′

k+1

)

= max(ωui ui+1 , ωu′k u′k+1 ) = max(10τ −i , 10τ −k ) = 10τ −i ,
◀

as desired.
▶ Lemma 20. The D̃ is a marked DAG that is also τ -geometric.

Proof. We first establish the τ -geometric property. Consider u, v, w ∈ V with uv, vw ∈ A′ .
′
Denote v = (x, i) for some 1 ⩽ i ⩽ K. Then by construction, we have ωuv
⩾ 10τ −i+1 and
′
−i
ωvw ⩽ 10τ , completing the proof.
Next, we show that D̃ is a properly-constructed marked DAG. We need to establish that
for u ∈ V \ X it holds that
X
′
θuv
= 1.
(3.9)
v:uv∈A′

Let v0 := u and let γ = ⟨uv1 , v1 v2 , . . . , vk−1 vk ⟩ be the maximal heavy path going out of u
for some k ⩾ 0, meaning that all the edges vi vi+1 are heavy for 0 ⩽ i ⩽ k − 1. Lemma 15
implies that the choice of γ is unique.
Now using Equation 3.9, write


j−1
k−1
k−1
X
X X
Y
Y
X
′
θuv
=
θ vj y ·
θvℓ vℓ+1 +
θvℓ vℓ+1 · 
θ vk y 
v : uv∈A′

j=0 y̸=vj+1 :
vj y∈A

=

=

k−1
X

X

ℓ=0

θvj y ·

j−1
Y

θvℓ vℓ+1 +

k−1
Y

j=0 y̸=vj+1 :
vj y∈A

ℓ=0

ℓ=0

k−2
X

j−1
Y

k−2
Y

X

θ vj y ·

j=0 y̸=vj+1 :
vj y∈A

y : vk y∈A

ℓ=0

θvℓ vℓ+1 +

ℓ=0

θvℓ vℓ+1

θvℓ vℓ+1 · 


X

θvk−1 y 

y : vk−1 y∈A

ℓ=0

..
.

=

X

θv 0 y + θ v0 v1 · 

X

θ v1 y 

y : v1 y∈A

y̸=v1 :
v0 y∈A

=


X

θ v0 y

y : v0 y∈A

= 1,
as desired.

◀
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We are now ready to prove Theorem 2.
Proof of Theorem 2. Let us show that D̃ satisfies the requirements of the theorem.
Lemma 20 shows that D̃ is a 12-geometric marked DAG.
Now note that for γ ∈ PD we have f (γ) = γ̄, and thus Lemma 19 in conjunction with
Lemma 9 and Corollary 13 implies that D̃ is 1-expanding and O(log n)-Lipschitz. Moreover,
Lemma 18 together with Lemma 7 bounds the information depth of D̃. Finally, a bound on
the combinatorial depth follows from Lemma 17 and Corollary 8.
◀

4

Algorithm and competitive analysis

4.1

Discrete-time algorithm

Let D̂ = (D, w, θ) be a marked DAG on X with D = (V, A). We now describe a generalization
of the discrete-time dynamics of [12] on D̂ in response to a sequence of costs ⟨ct : t ⩾ 1⟩,
where ct ∈ RX
+ . Define
(
)
X
A
QD := p ∈ R+ ∀u ∈ V \ X :
puv = 1 .
v : uv∈A

For q ∈ QD and u ∈ V \ X, we use q (u) to denote the restriction of q to the subspace
spanned by subset of standard basis vectors {euv : uv ∈ A}, and we define the corresponding
(u)
(u)
(u)
probability simplex QD := {q (u) : q ∈ QD }. For convenience, we use qv for quv .
Let κ > 0 be a normalization parameter, and let the values ηuv and δuv be defined as in
(u)
Equation 2.3 and Equation 2.4. For u ∈ V \ X and p ∈ QD , define
Φ(u) (p) :=

1
κ

X
v : uv∈A

ωuv
(puv + δuv ) log(puv + δuv ),
ηuv

(u)

and for p′ ∈ QD , denote
D

(u)

1
(p ∥ p ) := DΦ(u) (p ∥ p ) =
κ
′

′

X
v : uv∈A



ωuv
puv + δuv
′
(puv + δuv ) log ′
+ puv − puv .
ηuv
puv + δuv

We now define an algorithm that takes a point q ∈ QD and a cost vector c ∈ RX
+ and
outputs a point p = A(q, c) ∈ QD . Fix a topological ordering ⟨u1 , u2 , . . . , uN ⟩ of V \ X in D.
We define p inductively as follows. Denote ĉx := cx for x ∈ X, and for each j = 1, 2, . . . , N :
j)
:= ĉv
ĉ(u
v

p

(uj )

ĉuj

∀v : (uj , v) ∈ A
n

 D
E
:= argmin D(uj ) p ∥ q (uj ) + p, ĉ(uj )
X
j)
:=
p(u
ĉv
v

(4.1)
p∈

(u )
QD j

o

(4.2)
(4.3)

v : uj v∈A

We will use ΛD : QD → FD for the map which sends q ∈ QD to the (unique) F = ΛD (q) ∈
FD such that
Fuv = Fu quv

∀uv ∈ A.

Note that q contains more information than F ; the map ΛD fails to be invertible at F ∈ FD
whenever there is some u ∈ V \ X with Fu = 0. We will drop the superscript D from ΛD
whenever it is clear from context.
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Now let p0 be an arbitrary point in QD . Given the cost sequence ⟨ct : t ⩾ 1⟩, for t = 1, 2, . . .
we define
pt := A(pt−1 , ct ),

(4.4)

and the associated MTS algorithm plays the distribution ΛD (pt )|X , i.e., at every x ∈ X
(recall that these are precisely the sinks in D), the algorithm places probability mass equal
to the flow in ΛD (pt ) entering x.
For c ∈ RX
+ and F ∈ FD we define
X
X
⟨c, F ⟩X :=
c v Fv =
cv Fuv .
v∈X

uv∈A : v∈X

So the service cost of the algorithm until time t ⩾ 1 is given by
t
X

c, ΛD (ps )

X

,

s=1

and the movement cost is given by
t
X


W1D̂ ΛD (ps−1 ), ΛD (ps ) ,

s=1

where we recall the L1 transportation distance defined in Section 2.2.

4.2

Analysis via unfolding to an ultrametric

Let D̂ = (D, ω, θ) be a τ -geometric marked DAG. As in Section 3.3, for a point u ∈ V , we
define σ(u) to denote the number of paths in D that start at u and end at X. Then if D is a
tree and furthermore, for uv ∈ A, one defines
θuv :=

σ(v)
,
σ(u)

(4.5)

then the algorithm of the preceding section is exactly the same as the one for HSTs introduced
in [12], as σ(u) is precisely the number of leaves in the subtree rooted at u. The next result
is a restatement of [12, Thm. 2.7].
▶ Theorem 21 ([12]). Let D̂ = (D, ω, θ) be a τ -geometric marked DAG over X, for some
τ ⩾ 4, and such that D is a tree. If θ is defined as in Equation 4.5, and D̂ is 1-expanding
and L-Lipschitz, then there is some value κ ≍ L and a number ε = ε(D̂) > 0 so that for
any sequence of cost vectors ⟨ct : t ⩾ 1⟩ satisfying ∥ct ∥∞ ⩽ ε, the MTS algorithm specified
in Section 4.1 is 1-competitive for service costs and O(L (∆0 (D) + log |X|)))-competitive for
movement costs.
Note that the condition on the ℓ∞ norm of the cost vectors in the above theorem is not
restrictive, since as noted in [12], we can always split arbitrary cost vectors into smaller
pieces with each satisfying the desired ℓ∞ bound.
Our goal now is to show that if θ is defined as in Equation 4.5, then similar guarantees
as in Theorem 21 hold for the algorithm on D̂, even when D is not a tree.
▶ Theorem 22. Let D̂ be a τ -geometric marked DAG over X, for some τ ⩾ 4, and such
that θ is given by Equation 4.5. If D̂ is 1-expanding and L-Lipschitz, then there is some
value κ ≍ L and a number ε = ε(D̂) > 0 so that for any sequence of cost vectors ⟨ct : t ⩾ 1⟩
satisfying ∥ct ∥∞ ⩽ ε, the MTS algorithm specified in Section 4.1 is 1-competitive for service
costs and O(L (∆0 (D) + log |X|)))-competitive for movement costs.
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Note that from Equation 2.6 it follows that
∆0 (D) + log |PD | ⩽ ∆0 (D) + ∆I (D̂),
and hence the above theorem together with Theorem 2 already gives a competitive algorithm
with our desired bounds, though only for the specific choice of θ given by Equation 4.5. In
Section 4.3, we address the case of general θ.
We prove Theorem 22 via a simple reduction to Theorem 21. Consider a τ -geometric
marked DAG D̂ = (D, w, θ) on X with D = (V, A). Note that dD̂ defines an ultrametric
on PD . We show that the dynamics on D̂ are “equivalent” to the dynamics on the HST
corresponding to the ultrametric (PD , dD̂ ). More precisely, let us construct the τ -geometric
marked tree D̃ = (D′ , w′ , θ′ ) with D′ = (V ′ , A′ ) as follows. We define V ′ as the set of
(directed) paths is D originating from the root. Furthermore, we connect γ ∈ V ′ to γ ′ ∈ V ′
whenever γ ′ is formed by adding the edge γ¯′ to γ, and set
ωγγ ′ := ωγ¯′ ,

θγγ ′ := θγ¯′ .

One can verify that D̃ is a τ -geometric marked tree over PD . Moreover, since D′ is a tree,
there is a natural identification between the elements of PD and PD′ so that for γ, γ ′ ∈ PD
it holds that
dD̂ (γ, γ ′ ) = dD̃ (γ, γ ′ ).

(4.6)

Now for p ∈ QD , define p̃ ∈ QD′ to be the natural extension of p in D′ so that for γγ ′ ∈ A′
PD
one has p̃γγ ′ = pγ¯′ . Furthermore, for a cost sequence c ∈ RX
as
+ define its extension c̃ ∈ R
the vector with c̃γ = cγ̄ for γ ∈ PD . Finally, let A denote the single-step discrete dynamics
on D̂ as defined in Section 4.1, and similarly let A′ denote the discrete dynamics on D̃. Then
the following lemma is straightforward.
▶ Lemma 23. Let p ∈ QD , c ∈ RX
+ . Then it holds that
′

⟨Λ(D) (p), c⟩X = ⟨Λ(D ) (p̃), c̃⟩PD .

(4.7)

Furthermore, for q = A(p, c) we have
A′ (p̃, c̃) = q̃.

(4.8)

We are now ready to prove the main result of this section.
Proof of Theorem 22. Let p0 ∈ QD and q0 ∈ QD′ with q0 = p˜0 . Given the cost sequence
⟨ct : t ⩾ 1⟩, for t ⩾ 1 let
pt = A(pt−1 , ct )
and
qt = A′ (qt−1 , c̃t ).
Then by repeatedly applying Equation 4.8 we get that for t ⩾ 1 we have qt = p˜t . Therefore
from Equation 4.7 and Equation 4.6 it follows that the service and movement costs of the
dynamics on D̂ and D̃ are equal. Hence the competitiveness guarantees for the dynamics on
D̂ follow from an application of Theorem 21 to the dynamics on D̃, completing the proof. ◀
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4.3

Analysis of the general case

We now prove Theorem 1 via a relatively straightforward generalization of the analysis in
[12]. Let D̂ = (D, w, θ) be a τ -geometric marked DAG with τ ⩾ 4, and consider the mirror
descent dynamics on D̂ described in Section 4.1.
For a unit flow F ∈ FD and q ∈ QD , define the global divergence function
"
#
Fuv
1 X ωuv
Fu + δuv
D(F ∥ q) :=
(Fuv + Fu δuv ) log
+ Fu quv − Fuv ,
κ
ηuv
quv + δuv
uv∈A

with the convention that 0 log
norm ℓ1 (ω) as
X
∥F ∥ℓ1 (ω) =
ωuv |Fuv |.

0
0


+ δv = limε→0 ε log

0
ε


+ δv = 0. We further define the

uv∈A

▶ Observation 24. For F, F ′ ∈ FD it holds that
1
∥F − F ′ ∥ℓ1 (ω) ⩽ W1D̂ (F, F ′ ) ⩽ ∥F − F ′ ∥ℓ1 (ω) .
2
The next lemma lets us bound the amount of change of the global divergence when the offline
algorithm makes a movement.
▶ Lemma 25 ([12, Lemma 2.2]). For flows F, F ′ ∈ FD and q ∈ QD we have
|D(F ∥ q) − D(F ′ ∥ q)| ⩽

1
4
(2 + )∥F − F ′ ∥ℓ1 (ω)
κ
τ

Suppose q ∈ QD , p = A(q, c), and further let Q = µ(q), P = µ(p). The KKT conditions
for Equation 4.2 give: For every uv ∈ A,


1 ωuv
puv + δuv
log
= βu − ĉv + αuv ,
(4.9)
κ ηuv
quv + δuv
where αuv is the Lagrange multipliers corresponding to the nonnegativity constraints in
P
Equation 4.2, βu ⩾ 0 is the multiplier corresponding to the constraint v:uv∈A quv ⩾ 1, and
ĉ is defined as in Equation 4.3. Note that as in [12] the nonnegativity multipliers are unique
and thus well-defined here. The complementary slackness conditions give us
αuv > 0 =⇒ puv = 0.

(4.10)

We use α(u) to denote the restriction of α to the subspace spanned by {euv : uv ∈ A}.
The following two lemmas, which allow us to bound the service cost and the movement
cost of the algorithm, respectively, are the main ingredients in the proof of Theorem 2.
▶ Lemma 26. It holds that
D(F ∥ p) − D(F ∥ q) ⩽ ⟨c, F − P ⟩X .
Define ωmin := minuv∈A {ωuv } and
εD :=

τ −3
.
2(2∆0 (D) + ∆I (D̂)) τ κ
ωmin
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Furthermore, for F ∈ PD and r ∈ QD define
X
ψ(F ) :=
ωuv Fuv
uv∈A

and


Ψu (r) := −ΛD (r)u D(u) θ(u) ∥ r(u)
X
Ψ(r) :=
Ψu (r).
u∈V \X

▶ Lemma 27. For any Z ∈ FD :
κ−1 ∥Q − P ∥ℓ1 (ω) ⩽ [ψ(Y ) − ψ(X)] +

2τ
[Ψ(q) − Ψ(p)]
τ −3

+ (2∆0 (D) + ∆I (D̂))⟨c, Q⟩X .

(4.11)

Moreover, if ∥c∥∞ ⩽ εD , then
κ−1 ∥Q − P ∥ℓ1 (ω) ⩽ [ψ(Y ) − ψ(X)] +


4τ 
[Ψ(q) − Ψ(p)] + (2∆0 (D) + ∆I (D̂))⟨c, P ⟩X .
τ −3
(4.12)

We prove Lemma 26 and Lemma 27 in Section 4.4 and Section 4.5, respectively. Now given
these results, let us prove Theorem 2.
Proof of Theorem 2. Consider a sequence ⟨ct : t ⩾ 1⟩ of cost functions. By splitting the
costs into smaller pieces, we may assume that ∥ct ∥∞ ⩽ εD for all t ⩾ 1.
Let t1 ⩾ 1, and let r0∗ , r1∗ , . . . , rt∗1 ∈ X denote the path taken by an (optimal) offline
algorithm in response to the cost sequence ⟨ct : t ⩾ 1⟩. The L-Lipschitzness property of D̂
implies that there exists a sequence R0∗ , R1∗ , . . . Rt∗1 ∈ FD such that Ri∗ is a unit flow to ri ,
and furthermore
t1
X

∗
W1D̂ (Ri−1
, Ri∗ ) ⩽ L

i=1

t1
X

∗
d(ri−1
, ri∗ ).

(4.13)

i=1

Let q0 , . . . , qt1 ∈ QD denote the trajectory of the discrete mirror descent dynamics with
κ = 6L on D̂ in response to the cost sequence ⟨ct : t ⩾ 1⟩. Further let {Qt = µ(qt )}, and
suppose R0∗ = Q∗0 . Then using D(R0∗ ∥ q0 ) = 0 along with Lemma 26 and Lemma 25 yields,
for any time t1 ⩾ 1,
t1
X

⟨ct , Qt ⟩X ⩽

t=1

t1
X

t

⟨ct , Zt∗ ⟩X − D(Rt∗1 ∥ qt1 ) +

t=1

⩽

t1
X

t

⟨ct , Rt∗ ⟩X +

1
3X
∗
∥R∗ − Rt−1
∥ℓ1 (ω)
κ t=1 t

⟨ct , Rt∗ ⟩X +

1
6L X
∗
d(rt−1
, rt∗ ),
κ t=1

t=1

⩽

t1
X
t=1

1
3X
∗
∥R∗ − Rt−1
∥ℓ1 (ω)
κ t=1 t

t
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where in the second line we have used D(R ∥ q) ⩾ 0 for all R ∈ FD and q ∈ QD , and the last
line follows from Observation 24 and Equation 4.13. This confirms that the mirror descent
dynamics is 1-competitive for the service costs. Now we can write
t

t

1
1
εX
1X
W1X (Qt−1 , Qt ) ⩽
W1 (Qt−1 , Qt )
κ t=1
κ t=1 D̂

(D̂ is ε-expanding)

t

⩽

1
1X
∥Qt − Qt−1 ∥ℓ1 (ω)
ε t=1

(Observation 24)

⩽ [ψ(Qt1 ) − ψ(Q0 )]
4τ
+
τ −3



[Ψ(q0 ) − Ψ(qt1 )] + 2∆0 (D) + ∆I (D̂)

t1
X

!
⟨ct , Qt ⟩X

,

t=1

where in the last line we used Equation 4.12. This implies that the mirror descent dynamics
is (96L/ε) · 2∆0 (D) + ∆I (D̂) -competitive in the movement cost, completing the proof. ◀

4.4

Bounding the service cost

In this section we prove Lemma 26. Let F ∈ FD , and for u ∈ V \ X with Fu > 0, define
(u)
F (u) ∈ QD by
Fv(u) :=

Fuv
.
Fu

The next lemma is a consequence of [12, Lemma 2.1].
▶ Lemma 28. For u ∈ V \ X we have



 D
E
D(u) F (u) ∥ p(u) − D(u) F (u) ∥ q (u) ⩽ ĉ(u) − α(u) , F (u) − p(u) .

(4.14)

Proof of Lemma 26. Multiplying both sides of Equation 4.14 by Fu and summing over all
u ∈ V \ X yields
D(F ∥ p) − D(F ∥ q) ⩽

D
E
Fu ĉ(u) − α(u) , F (u) − p(u)

X
u∈V \X

=

X

(u)
Fuv (ĉ(u)
v − αv ) −

uv∈A

⩽

X

X

(u)
Fu puv (ĉ(u)
v − αv )

uv∈A

Fuv ĉ(u)
v

uv∈A

−

X

(u)
Fu puv (ĉ(u)
v − αv ).‘

(u)

(αv

⩾ 0)

uv∈A

Note that from Equation 4.10 the latter expression is
X
u∈X
/

Fu

X

ĉ(u)
v pv =

v:uv∈A

Noting that ĉ∖ =

X

Fu ĉu .

u∈X
/

P

u∈X

µ(p)u cu , this gives

D(F ∥ p) − D(F ∥ q) ⩽

X
u̸=∖

ĉu Fu −

X
u∈V \X

Fu ĉu ⩽ ⟨c, F − P ⟩X .

◀
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Bounding the the movement cost

In this section we prove Lemma 27. The next lemma shows that when the algorithm moves
from Q to P it suffices for us to bound the positive movement movement cost ∥(P − Q)+ ∥ℓ1 (ω) .
▶ Lemma 29 ([12, Lemma 2.4]). For F, F ′ ∈ FD it holds that
∥F − F ′ ∥ℓ1 (ω) = 2 ∥(F − F ′ )+ ∥ℓ1 (ω) + [ψ(F ′ ) − ψ(F )].
▶ Lemma 30 ([12, Lemma 2.9]). It holds that αuv ⩽ ĉv for all uv ∈ A.


uv +δuv
Define ρuv := log pquv
so that
+δuv
quv − puv = (quv + δuv )(1 − eρuv ).

(4.15)

Recall that for uv ∈ A, we have Quv = quv Qu and Puv = puv Pu , thus
Quv − Puv = Qu (quv − puv ) + puv (Qu − Pu ) = (Quv + δuv Qu )(1 − eρuv ) + puv (Qu − Pu ).
In particular,
ωuv (Quv − Puv )+ ⩽ ωuv (Quv + δuv Qu )(1 − eρuv )+ + ωuv puv (Qu − Pu )+
X
⩽ ωuv (Quv + δuv Qu )(1 − eρuv )+ +
ωuv puv (Qwu − Pwu )+
w:wu∈A

⩽ ωuv (Quv + δuv Qu )(1 − e

ρuv

X

)+ +

w:wu∈A

Using

P

X

v:uv∈A

puv = 1 and summing over all edges yields
X

ωuv (Quv − Puv )+ ⩽

uv∈A

hence
X

ωwu
puv (Qwu − Pwu )+ .
τ

ωuv (Quv + δuv Qu )(1 − eρuv )+ +

uv∈A

1 X
ωuv (Quv − Puv )+ ,
τ
uv∈A

X
τ
ωuv (Quv + δuv Qu )(1 − eρuv )+
τ −1
uv∈A
X
τ
ωuv (Quv + δuv Qu )(ρuv )−
⩽
τ −1

ωuv (Quv − Puv )+ ⩽

uv∈A

uv∈A

κτ
⩽
τ −1

!
X

ηuv Quv ĉv +

uv∈A

X

Qu θuv (ĉv − αuv ) ,

(4.16)

uv∈A

where the last line uses Lemma 30 and Equation 4.9, to bound ωuv (ρuv )− ⩽ κηuv (ĉv − αuv ).
▶ Lemma 31. It holds that
X
ηuv Quv ĉv ⩽ (∆0 (D) + ∆I (D̂)) ⟨c, Q⟩X .
uv∈A

Proof. Consider a decomposition of Q into flows on single source-sink paths. More precisely,
let χ : PD → R+ be so that
X
Q=
χ(γ)⊮γ .
γ∈PD
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Note that the existence of such a decomposition is guaranteed by Equation 2.1. Now we have
X
X
X
ηuv Quv ĉv ⩽
cγ̄ Qγ̄ χ(γ)
ηuv ⩽ (∆0 (D) + ∆I (D̂)) ⟨c, Q⟩X ,
uv∈A

uv∈γ

γ∈PD

since for any γ ∈ PD , we have
X
ηuv = |γ| + log(1/θ(γ)) ⩽ ∆0 (D) + ∆I (D̂).

◀

uv∈γ

It only remains to bound the latter term in Equation 4.16. In order to do so, we would
need the following result from [12].
▶ Lemma 32 ([12, Lemma 2.11]). For any u ∈ V \ X, it holds that
Ψu (p) − Ψu (q) ⩽

X
2
(Qu − Pu )+ · max ωuv +
(ĉv − αuv ) [Quv − θuv Qu ] .
v:uv∈A
κ

(4.17)

v:uv∈A

We omit a proof of the lemma as it is essentially identical to that of [12, Lem. 2.11]. In
[12], for a fixed u, the probability distirbution specified by ⟨θuv : uv ∈ A⟩ is uniform, but the
argument works verbatim for any probability.
▶ Lemma 33. It holds that
τ −3
(Q − P )+
κτ

ℓ1 (ω)

⩽ (2∆0 (D) + ∆I (D̂))⟨c, Q⟩X + [Ψ(q) − Ψ(p)] .

Proof. Using Lemma 32 gives
X

Equation 4.17

Qu θuv (ĉv − αuv ) ⩽ [Ψ(q) − Ψ(p)] +

uv∈A

⩽ [Ψ(q) − Ψ(p)] +

2
(Q − P )+
κτ

ℓ1 (ω)

2
(Q − P )+
κτ

ℓ1 (ω)

+

X

Quv ĉv

uv∈A

+ ∆0 (D)⟨c, Q⟩X .

Combining this inequality with Equation 4.16 and Lemma 31 gives

τ h
κ−1 (Q − P )+ ℓ (ω) ⩽
2∆0 (D) + ∆I (D̂) ⟨c, Q⟩X
1
τ −1
2
(Q − P )+
+ (Ψ(q) − Ψ(p)) +
κτ

i
ℓ1 (ω)

,
◀

completing the proof.

Proof of Lemma 27. Equation 4.11 follows from Lemma 33 and Lemma 29. To see that
Equation 4.12 follows from Equation 4.11 and Lemma 33, use the fact that
⟨c, Q⟩X ⩽ ⟨c, P ⟩X +

∥c∥∞
(Q − P )+
ωmin

ℓ1 (ω)

.

◀
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1

Introduction

Given a (general) graph 𝐺 = (𝑉 , 𝐸) with 2𝑛 = |𝑉 | vertices, the problem of counting the
number of perfect matchings in 𝐺 is one of the most fundamental open problems in the
field of counting. Jerrum and Sinclair in their landmark result [14] designed a Monte Carlo
Markov Chain (MCMC) algorithm for this task and proved that such an algorithm runs
in polynomial time if the ratio of the number of near perfect matchings to the number of
perfect matchings is bound by a polynomial (in 𝑛). As a consequence one would be able to
count perfect matchings if 𝐺 is very dense, i.e., it has min-degree at least 𝑛. Not much is
known beyond this case, despite several exciting results when the given graph 𝐺 is bipartite
[16, 17, 3, 15, 4].
This problem is also extensively studied in combinatorics. Around 40 years ago, Falikman
and Egorychev [8, 10] proved the van-der-Waerden conjecture, thus showing that if 𝐺 is a
𝑑-regular bipartite graph, then it has at least (𝑑/𝑒)𝑛 perfect matchings. This bound was
further improved by Schrijver [21] and simpler and more general proofs were found [13, 1].
But it remains a mystery whether van-der-Waerden conjecture extends to non-bipartite
graphs. Lovasz, Plummer most famously made the following conjecture:

▶ Conjecture 1 ([18, Conjecture 8.1.8]). For 𝑑 ≥ 3, there exist constants 𝑐1 (𝑑), 𝑐2 (𝑑) > 1 such

that any 𝑑-regular 𝑘 − 1-edge connected graph 𝐺 with 2𝑛 vertices contains at least 𝑐1 (𝑑)𝑐 2 (𝑑)𝑛
perfect matchings and 𝑐 2 (𝑑) → ∞ as 𝑑 → ∞.

To this date the above conjecture is only proved for 𝑑 = 3 [9], although the same proof shows
that the conjecture holds for all 𝑑 ≥ 3 as long as 𝑐2 (𝑑) is allowed to be a fixed constant.
© Farzam Ebrahimnejad, Ansh Nagda, and Shayan Oveis Gharan;
licensed under Creative Commons License CC-BY 4.0
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Editor: Mark Braverman; Article No. 61; pp. 61:1–61:12
Leibniz International Proceedings in Informatics
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At a high-level, the study of perfect matchings in general graphs faces the following
barriers:
Unlike bipartite graphs, the perfect matching polytope of a general graph has exponentially
many constraints, and it is believed that there does not exist any poly-size convex
program to test whether a given graph has perfect matchings. This fact significantly
limits exploiting Gurvits’ like techniques [13] in lower-bounding the number of perfect
matchings.
In a bipartite graph, any odd alternating walk (that starts and ends at un-saturated
vertices) can be used to extend a near perfect matching to a perfect matching. However,
in a general graph, an odd alternating walk may contain odd cycles. Therefore, typical
augmenting path arguments which bound the ratio of near perfect to perfect matchings
fail in a non-bipartite graph (see e.g., [16]).
In this paper we study perfect matchings in regular strong expander graphs: We show that
for these graphs the classical algorithm of [14] runs in polynomial time and can generate an
approximately uniform random perfect matching. On the combinatorial side, we prove a
significantly stronger version of Conjecture 1 for this family of graphs.

1.1

Main Contributions

Given a graph 𝐺 = (𝑉 , 𝐸), let 𝐴𝐺 ∈ R2𝑛×2𝑛 be its adjacency matrix, and let 𝐷 ∈ R2𝑛×2𝑛
be the diagonal matrix of vertex degree. The normalized adjacency matrix of 𝐺 is defined
as 𝐴˜ 𝐺 = 𝐷 −1/2 𝐴𝐷 −1/2 ; when 𝐺 is clear in the context we may drop the subscript. Let
˜ We write
𝜆1 ≥ 𝜆2 ≥ · · · ≥ 𝜆2𝑛 be the eigenvalues of 𝐴.
˜ = max{𝜆2 , |𝜆2𝑛 |},
𝜎2 (𝐴)
to denote the largest eigenvalue of 𝐴˜ in absolute value (excluding 𝜆1 ).
˜ ≤ 𝜖.
▶ Definition 2. For 0 < 𝜖 < 1, we write 𝐺 is an 𝜖-spectral expander if 𝜎2 (𝐴)
For two probability distributions 𝜇, 𝜈 defined in {1, . . . , 𝑛}, the total variation distance
Í
of 𝜇, 𝜈 is 21 𝑛𝑖=1 |𝜇𝑖 − 𝜈𝑖 |.

▶ Theorem 3 (Algorithm). There is a randomized algorithm that for 𝜖 ≤ 1/11, 𝛿 > 0, given
a 𝑑-regular 𝜖-spectral expander 𝐺 on 2𝑛 vertices outputs a perfect matching of 𝐺 from a
distribution 𝜇 of total variation distance 𝛿 of the uniform distribution (of perfect matchings)
in time poly(𝑛 log1/𝜖 𝑑 , log(1/𝛿)). Furthermore, there is a randomized algorithm that for any
𝛿 > 0 approximates the number of perfect matchings of 𝐺 up to 1 ± 𝛿 multiplicative factor in
time poly(𝑛 log1/𝜖 𝑑 , 1/𝛿).
In particular, observe that the running time of the above algorithms is polynomial in 𝑛 if 𝑑
is a constant or 1/𝜖 is a polynomial in 𝑑 and it is quasi-polynomial in 𝑛 otherwise.

▶ Theorem 4 (Lower Bound).
 For
 𝜖𝑛any 𝜖 ≤ 1/11, every 𝑑-regular 𝜖-spectral expander on 2𝑛

vertices has at least (𝑑/𝑒)𝑛

𝜖
2𝑒 3 𝑑6

many perfect matchings.

Putting the above theorem together with [9] proves Conjecture 1 for (strong)
spectral graphs.
√

Recall that by a work of Friedman, a random 𝑑-regular graph is a 𝜖 = 2 𝑑−1+𝑜(1)
-spectral
𝑑
expander with probability 1 − 1/poly(𝑛)[11, 6]. So, for a sufficiently large value of 𝑑, we can
count the number perfect matchings in random 𝑑-regular graphs up to 1± 𝛿-multiplicatively in
time polynomial in 𝑛, 1/𝛿. Furthermore, the above theorem implies that the Lovasz-Plummer
Conjecture 1 holds for almost all graphs.
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We remark our proof technique can naturally be extended to non-regular expanders
where the ratio of maximum to minimum degree is bounded. However, in the following
statement we show that if this ratio is unbounded the graph may not even have a single
perfect matching.
5. For 𝑑 ≥ 3, there exists 𝑛0 > 0 such that for any 𝑛 ≥ 𝑛0 , there is a
▶ Theorem
√
𝑂(1/ 𝑑)-spectral expander 𝐺 on 2𝑛 vertices that does not have any perfect matchings.

1.2

Related Works

Bollabás and McKay [5] showed that when 𝑑 = Ω(log1/3 𝑛), as 𝑑 → ∞, a random 𝑑-regular
graph contains Ω(𝑑)𝑛 many perfect matchings with probability at least 1 − 1/𝑑2 . Similar
bounds are also implicitly given in the work of Robinson and Wormald [19], but to the best
of our knowledge no explicit bound on the number of perfect matchings was known which
holds almost surely as 𝑛 → ∞. Note that Theorem 4 implies that this statement is true with
probability 1 − 1/poly(𝑛) even if 𝑑 is as small as a constant.
Chudnovsky and Seymour [7] proved that any planar cubic graph with no cut edge has
at least 2𝑛/655978752 many perfect matchings. Building on [7], Esperet, Kardos, King, Král,
𝑛
and Norine [9] showed that any 𝑑-regular 𝑑 − 1 edge connected graph has at least 2(1−3/𝑑) 3656
perfect matchings. Barvinok [2] showed that any 3-regular graph in which any set 𝑆 with
2 ≤ |𝑆| ≤ |𝑉 | − 2 satisfies |𝐸(𝑆, 𝑆)| ≥ 4 has at least 𝑐 𝑛 many perfect matchings for some
universal constant 𝑐 > 1.
Jerrum and Sinclair [14] showed the ratio of perfect to near perfect matchings in bipartite
Erdös-Réyni graphs is polynomial in 𝑛. Thus, one can efficiently sample a perfect matching in
such graphs. However, to the best of our knowledge, no such result is known for (non-bipartite)
random graphs.
Barvinok [3] designed a randomized 𝑐 𝑛 approximation algorithm to the number of perfect
matchings of any (general) graph, for some universal constant 𝑐 > 1. Rudelson, Samarodnitsky,
Zeitouni [20] showed that for a family of strong expander graphs Barvinok’s estimator [3] has
a sub-exponential variance, thus obtaining a randomized polynomial time sub-exponential
approximation algorithm for the number of perfect matchings of any such graphs.
Gamarnik and Katz [12] designed a deterministic (1 + 𝜖)𝑛 approximation algorithm to
the number of perfect matching in expanding bipartite graphs.

1.3

Overview of Approach

At high-level our proof builds on works of [16, 12]. We show that given a non-perfect
matching 𝑀 in a (strong) expander graph 𝐺, one can find many augmenting paths of length
𝑛
).
𝑂(log 𝑛−|𝑀|

▶ Lemma 6. Let 𝐺 be a 𝑑-regular 𝜖-spectral expander graph on 2𝑛 vertices for 𝜖 ≤ 1/11, and

let 𝑀 be any (not perfect) matching in
 𝐺. Then there existat
 least ⌈(𝑛 − |𝑀|)/2⌉ augmenting
2𝜖𝑛
paths in 𝐺 of length at most 𝜌 = 𝑂 max log1/𝜖 ( 𝑛−|𝑀|
), 1 for 𝜌 defined in Lemma 16.
As alluded to in the introduction, the main difficulty in proving the above theorem is
that since 𝐺 is not necessarily bipartite, an augmenting walk cannot necessarily be turned
into an augmenting path since it may have odd cycles. To avoid this issue, first we construct
a random bi-partitioning of the vertices of 𝐺 by placing the endpoints of each edge of 𝑀 on
opposite sides. We exploit the expansion property of 𝐺 to argue that, under this random
bi-partition, every set expands with high probability. So, one can start from two unsaturated
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vertices and follow “alternating BFS trees” from each until getting to a common middle point.
The expansion property allows us to show that, with high probability, after log1/𝜖 𝑛 steps
we can construct an augmenting path. This method essentially tries to mimic the approach
of [16] while exploiting the random partitioning. As an immediate corollary of the above
lemma, we can upper bound the ratio of 𝑘 to 𝑘 + 1 matchings in expanders.

▶ Lemma 7. Let 𝐺 be a 𝑑-regular 𝜖-spectral expander graph on 2𝑛 vertices, and let 𝑘 ∈ [𝑛].

Let 𝑚(𝑗) denote the number of matchings of size 𝑗 in 𝐺. Then we have
𝑚(𝑘)
2(𝑘 + 1) (𝜌−1)/2
≤
𝑑
𝑛−𝑘
𝑚(𝑘 + 1)
for 𝜌 defined in Lemma 16.

Building on [14], this lemma is already enough to prove Theorem 3.
To prove Theorem 4, we first show that for some constant 𝜖 > 0, 𝐺 has at least Ω(𝑑)𝑛
many 𝑛(1 − 𝜖)-matchings. This part uses a greedy algorithm to find so many distinct
matchings in an expander graph. Then, we exploit the above lemma to argue that the ratio
of the number of 𝑛(1 − 𝜖) matchings of 𝐺 to the number of its perfect matchings is at most
𝑑 𝑂(𝜖)𝑛 .

2

Preliminaries

Given a graph 𝐺 = (𝑉 , 𝐸) with |𝑉 | = 2𝑛 and 𝑘 ∈ [𝑛], a 𝑘-matching 𝑀 ⊆ 𝐸 is any subset
with |𝑀| = 𝑘 and 𝑒 ∩ 𝑒 ′ = ∅ for all 𝑒 ≠ 𝑒 ′ ∈ 𝑀. For a set 𝑆 ⊆ 𝑉, we write 𝐺[𝑆] to denote the
induced subgraph on the set 𝑆. For a vertex 𝑣 ∈ 𝑉, we write deg𝐺 (𝑣) to denote the degree of
𝑣 in 𝐺.
Given a set of vertices 𝑆 ⊆ 𝑉, define
𝑀(𝑆) := {𝑣 : ∃𝑢 ∈ 𝑆, (𝑢, 𝑣) ∈ 𝑀}.
We also define 𝑚𝐺 (𝑘) to denote the number of 𝑘-matchings in 𝐺.
Given a matching 𝑀, a walk 𝑣0 , 𝑣1 , . . . , 𝑣 𝑘 is an alternating walk for 𝑀 if for any
1 ≤ 𝑖 ≤ 𝑘 − 1 exactly one of (𝑣 𝑖−1 , 𝑣 𝑖 ) and (𝑣 𝑖 , 𝑣 𝑖+1 ) is in 𝑀. An augmenting path for 𝑀 is
any alternating path that starts and ends with an unmatched vertex.
For a graph 𝐺 = (𝑉 , 𝐸) and 𝑆, 𝑇 ⊆ 𝑉,
𝐸𝐺 (𝑆, 𝑇) := {(𝑢, 𝑣) ∈ 𝑆 × 𝑇 : (𝑢, 𝑣) ∈ 𝐸}.
For a set 𝑆 ⊆ 𝑉, we write
𝑁𝐺 (𝑆) := {𝑢 ∉ 𝑆 : ∃𝑢 ∈ 𝑆, (𝑢, 𝑣) ∈ 𝐸}
to denote the set of all vertices outside 𝑆 that has an edge to 𝑆. When the graph 𝐺 is
unambiguous from the context, we may drop the subscripts.

2.1

Spectral Graph Theory

The following facts are the main properties of spectral expanders that we will need.

▶ Fact 8 (Expander Mixing Lemma). Let 𝐺 be a 𝑑-regular graph on 2𝑛 vertices. Then for

any two sets 𝑆, 𝑇 ⊆ 𝑉, we have
|𝐸(𝑆, 𝑇)| −

p
𝑑|𝑆| · |𝑇 |
˜ |𝑆| · |𝑇 |
≤ 𝑑𝜎2 (𝐴)
2𝑛
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▶ Lemma 9. Let 𝐺 = (𝑉 , 𝐸) be a 2𝑛-vertex 𝑑-regular 𝜖-expander, and let 𝑆 ⊆ 𝑉. The
following holds: Then, there exists 𝑣 ∈ 𝑆 such that deg𝐺[𝑆] (𝑣) ≥ ⌈𝑑(|𝑆|/2𝑛 − 𝜖)⌉.
Proof. By the Expander Mixing Lemma (Fact 8), we have |𝐸(𝑆, 𝑆)| ≥ 𝑑|𝑆|
2𝑛 − 𝑑𝜖|𝑆|. Hence
the average degree of the vertices in 𝐺[𝑆] is at least 𝑑(|𝑆|/2𝑛 − 𝜖), and in particular there
exists 𝑣 ∈ 𝑆 whose degree in 𝐺[𝑆] is at least that much.
◀
2

▶ Lemma 10 ([22]). Let 𝐺 be a 𝑑-regular 𝜖-expander on 2𝑛 vertices. Then for any 𝑆 ⊆ 𝑉
we have
|𝑁(𝑆)| ≥

𝜖2

|𝑆|
+ (1 − 𝜖2 )|𝑆|/2𝑛

When |𝑆| ≤ 2𝜖𝑛, we immediately get the following corollary.

▶ Corollary 11. Let 𝐺 be a 𝑑-regular 𝜖-expander on 2𝑛 vertices. Then for any 𝑆 ⊆ 𝑉 with
|𝑆| ≤ 2𝜖𝑛 we have
|𝑁(𝑆)| ≥

2.2

|𝑆|
|𝑆|
≥ 2
.
𝜖2 + 𝜖 − 𝜖3
𝜖 +𝜖

Inequalities

▶ Theorem 12 (Hoeffding’s Inequality). Let 𝑋1 , . . . , 𝑋 𝑘 be independent random variables in
the range [0, 1]. Then,
P

hÕ

𝑋𝑖 < E

Õ

i

𝑋𝑖 − 𝜖 ≤ exp(−2𝜖 2 /𝑘).

▶ Theorem 13 (Stirling’s Formula). For 𝑛 ≥ 1 we have
 𝑛 𝑛
𝑛! ≥

𝑒

.

▶ Theorem 14 (Weierstrass’s Inequality). Let 0 < 𝑥 𝑖 < 1 for 1 ≤ 𝑖 ≤ 𝑛. Then,
𝑛
Ö
𝑖=1

(1 − 𝑥 𝑖 ) ≥ 1 −

𝑛
Õ

𝑥𝑖 .

𝑖=1

▶ Theorem 15 (Hoffman-Wielandt’s Inequality). Let 𝐴, 𝐵 ∈ R𝑛×𝑛 be symmetric matrices with

eigenvalues 𝜆1 ≥ · · · ≥ 𝜆𝑛 and 𝜆′1 ≥ · · · ≥ 𝜆′𝑛 , respectively. We have
𝑛
Õ

(𝜆 𝑖 − 𝜆′𝑖 )2 ≤ ∥𝐴 − 𝐵∥ 2𝐹 ,

𝑖=1

where ∥ · ∥ 𝐹 denotes the Frobenius norm.

3

Proof of the Main Lemma

The following lemma is the main result of this section.

▶ Lemma 16. Let 𝐺 = (𝑉 , 𝐸) be a 𝑑-regular 𝜖-spectral expander graph on 2𝑛 vertices with
𝜖 ≤ 1/11, 𝑀 be any (not perfect) matching in 𝐺, and 𝑈 the set of unsaturated vertices (in
𝑀). For any partitioning of 𝑈 = 𝑈𝐿 ∪ 𝑈
 𝑅 with |𝑈𝐿 | = |𝑈𝑅 | there is an augmenting path from

𝑈𝐿 to 𝑈𝑅 of length at most 𝜌 = 4 max ⌈log𝐶1 (𝜖) ( 2𝜖𝑛+1
)⌉, 0 + 1, where 𝐶1 (𝜖) =
𝑛−|𝑀|

1
.
𝜖+𝜖2
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Before proving this lemma we use it to prove Lemma 6.
Proof of Lemma 6. Let 𝑈 be the set of unmatched vertices of 𝑀 and let 𝑈 ′ be vertices of
𝑈 that are not an endpoint to any augmenting path of length at most 𝜌. Observe that if
|𝑈 ′ | ≤ 𝑛 − |𝑀|, then there are at least ⌈(𝑛 − |𝑀|)/2⌉ augmenting paths for 𝑀 and we are
done.
For the sake of contradiction suppose |𝑈 ′ | > 𝑛 − |𝑀|. Now arbitrarily partition 𝑈 into
two equal-sized sets 𝑈𝐿 ∪ 𝑈𝑅 (each of size exactly 𝑛 − |𝑀|) with the constraint that 𝑈𝐿 ⊆ 𝑈 ′.
So, by construction, no vertex in 𝑈𝐿 is an endpoint of augmenting path of length at most 𝜌.
But, by Lemma 16 there is an augmenting path from 𝑈𝐿 to 𝑈𝑅 of length at most 𝜌 which is
a contradiction.
◀
Proof of Lemma 7. Given a 𝑘-matching 𝑀, by Lemma 6 there are at least (𝑛 − 𝑘)/2
augmenting paths for 𝑀 (in 𝐺) of length at most 𝜌 for 𝜌 defined in Lemma 16. Note that
for any vertex 𝑣 of 𝐺 the number of paths of length at most 𝜌 starting at 𝑣 is at most 𝑑 𝜌 .
Therefore, for any 𝑘 + 1-matching 𝑀 ′, there are at most 2(𝑘 + 1)𝑑(𝜌−1)/2 𝑘-matchings that
can be mapped to 𝑀 ′. This is because any such matching can be obtained by “undoing” an
alternating path that starts and ends at the saturated vertices of 𝑀 ′. Together, these imply
(𝜌−1)/2
𝑚(𝑘)
.
◀
≤ 2(𝑘+1)𝑑
𝑛−𝑘
𝑚(𝑘+1)

▶ Definition 17 (Bipartition of 𝐺). Given a matching 𝑀 and 𝜔 : 𝑀 → {0, 1}, we define the

bipartite graph 𝐺 𝑀 (𝜔) = (𝐿 𝑀 (𝜔), 𝑅 𝑀 (𝜔), 𝐸 𝑀 (𝜔)) as follows. We drop the subscript 𝑀 and
𝜔 if they are clear in the context.
All vertices of 𝑈𝐿 are in 𝐿, all vertices of 𝑈𝑅 are in 𝑅. For any edge 𝑒 = (𝑢, 𝑣) ∈ 𝑀, we
add 𝑢 to 𝐿 and 𝑣 to 𝑅 if 𝜔(𝑒) = 0 and we add 𝑢 to 𝑅 and 𝑣 to 𝐿 otherwise. We simply let
𝐸 𝑀 (𝜔) be all edges of 𝐸 connecting 𝐿 to 𝑅. We use 𝜇𝑀 to denote the uniform distribution
over functions 𝑀 → {0, 1}.

▶ Lemma 18. Let 𝐺 = (𝑉 , 𝐸) be a graph with 2𝑛 vertices such that for every set 𝑆 ⊆ 𝑉
with |𝑆| ≤ 2𝜖𝑛, |𝑁(𝑆)| ≥ 𝛼|𝑆| for 𝛼 ≥ 10 and 0 < 𝜖 < 1. Given a non-perfect matching 𝑀 and a partition of non-saturated vertices into equal sized sets 𝑈𝐿 , 𝑈𝑅 , if for 𝑡 =
max(⌈log 𝛼/4 2𝜖𝑛+1
⌉, 0) there is no augmenting path of length at most 4𝑡 + 1 from 𝑈𝐿 to 𝑈𝑅 ,
|𝑈𝐿 |
then with probability > 1/2 (for 𝜔 ∼ 𝜇𝑀 ) there exists a set 𝑆 ⊆ 𝐿 such that |𝑆| > 2𝜖𝑛, and
for every 𝑣 ∈ 𝑆 there is an alternating path of length at most 2𝑡 from 𝑈𝐿 to 𝑣 in 𝐺 𝑀 (𝜔).
Proof of Lemma 16. First, by Corollary 11, since 𝐺 is an 𝜖-spectral expander and 𝜖 < 1/11,
we can let 𝛼 = 1/(𝜖 + 𝜖 2 ) ≥ 10. We prove the claim by contradiction. Suppose 𝐺 has no
augmenting path of length 𝜌 := 4𝑡 + 1 from 𝑈𝐿 to 𝑈𝑅 , for 𝑡 defined in Lemma 18. By
Lemma 18, for 𝜔 ∼ 𝜇, with probability > 1/2 there is a set 𝑆 ⊆ 𝐿 with |𝑆| > 2𝜖𝑛, such that
for any 𝑣 ∈ 𝑆 there is an alternating path in 𝐺 𝑀 (𝜔) of length (at most) 2𝑡 from 𝑈𝐿 to 𝑣.
By renaming 𝑈𝐿 , 𝑈𝑅 , with probability > 1/2 there also exists another set 𝑆′ ⊆ 𝑅 such that
|𝑆′ | > 2𝜖𝑛 such that for every 𝑣 ∈ 𝑆′, there is an alternating path of length at most 2𝑡 from
𝑈𝑅 to 𝑣 in 𝐺 𝑀 (𝜔). By union bound, with positive probability both of these sets exist. Now,
by Fact 8 we have
|𝐸(𝑆, 𝑆′)| ≥

p
p
𝑑|𝑆| · |𝑆′ |
− 𝜖𝑑 |𝑆| · |𝑆′ | > 𝑑 |𝑆| · |𝑆′ |(𝜖 − 𝜖) = 0.
2𝑛

So there is an edge (𝑣, 𝑣 ′) ∈ 𝐸(𝑆, 𝑆′). Now, the path formed by concatenating an alternating
path from 𝑈𝐿 to 𝑣 of length 2𝑡, the edge (𝑣, 𝑣 ′), and an alternating path from 𝑣 ′ to 𝑈𝑅 of
length 2𝑡 we find alternating walk of length (at most) 𝜌 = 2𝑡 + 2𝑡 + 1 from 𝑈𝐿 to 𝑈𝑅 in
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𝐺 𝑀 (𝜔). But since 𝐺 𝑀 (𝜔) is a bipartite graph this walk can only have even length cycles; by
removing these cycles we obtain an alternating path of length at most 𝜌 from 𝑈𝐿 to 𝑈𝑅 (in
𝐺 𝑀 (𝜔)).
◀
In the rest of this section, we prove Lemma 18. First note that as 𝛼/4 > 1, we have
≤ 0 if and only if |𝑈𝐿 | > 2𝜖𝑛, and the claim is trivial in this case as we can
log 𝛼/4 2𝜖𝑛+1
|𝑈𝐿 |
set 𝑆 = 𝑈𝐿 . Now suppose |𝑈𝐿 | ≤ 2𝜖𝑛. Let us fix an arbitrary ordering on the vertices of
𝐺. Given a bipartition 𝐺 𝑀 (𝜔), we define a sequence of sets 𝑈𝐿 = 𝐿0 ⊆ 𝐿1 ⊆ . . . 𝐿𝑇 ⊆ 𝐿,
and ∅ = 𝑋0 ⊆ 𝑋1 ⊆ . . . 𝑋𝑇 ⊆ 𝑉, where 𝑇 is a stopping time which is the minimum of 𝑡 and
the first time that |𝐿𝑇 | > 𝜖𝑛. Given 𝐿 𝑖−1 , 𝑋𝑖−1 for 𝑖 ≥ 1, we construct 𝐿 𝑖 , 𝑋𝑖 as follows: If
|𝐿 𝑖−1 | > 2𝜖𝑛 then we stop and we let 𝑇 = 𝑖 − 1. Otherwise, |𝐿 𝑖−1 | ≤ 2𝜖𝑛 so by assumption of
the lemma, 𝑁(𝐿 𝑖−1 ) ≥ 𝛼|𝐿 𝑖−1 |. Let 𝐴 𝑖 be the lexicographically first 𝛼|𝐿 𝑖−1 | − |𝑋𝑖−1 | neighbors
of 𝐿 𝑖−1 which are not in 𝑋𝑖−1 . In other words, we sort all neighbors of 𝐿 𝑖−1 which are not in
𝑋𝑖−1 lexicographically and we let the first 𝛼|𝐿 𝑖−1 | − |𝑋𝑖−1 | of them to be 𝐴 𝑖 . Note that as
𝐿 𝑖−1 has at least 𝛼|𝐿 𝑖−1 | neighbors, there are at least 𝛼|𝐿 𝑖−1 | − |𝑋𝑖−1 | “new” neighbors and so
the set 𝐴 𝑖 is well-defined. We let 𝑋𝑖 = 𝑋𝑖−1 ∪ 𝐴 𝑖 . Observe that by definition, we always have
|𝑋𝑖 | = 𝛼|𝐿 𝑖−1 |.

(1)

Finally, we let
𝐿 𝑖 = 𝐿 𝑖−1 ∪ 𝑀(𝐴 𝑖 ∩ 𝑅) = 𝐿 𝑖−1 ∪ 𝑀(𝑋𝑖 ∩ 𝑅).
The following fact follows inductively from the above construction

▶ Fact 19. For every 1 ≤ 𝑖 ≤ 𝑇 and every 𝑣 ∈ 𝐿 𝑖 , there is an alternating path of length at
most 2𝑖 from 𝑈𝐿 = 𝐿0 to 𝑣 in 𝐺 𝑀 (𝜔).
▶ Fact 20. For any 1 ≤ 𝑖 ≤ 𝑇, 𝐿 𝑖−1 ∩ 𝑀(𝐴 𝑖 ∩ 𝑅) = ∅. Therefore,
|𝐿 𝑖 | = |𝐿 𝑖−1 | + |𝐴 𝑖 ∩ 𝑅|.
Proof. For the sake of contradiction let 𝑣 ∈ 𝑀(𝐴 𝑖 ∩ 𝑅) such that 𝑣 ∈ 𝐿 𝑖−1 as well. Then,
since 𝑣 has a match, 𝑣 ∉ 𝑈𝐿 ; so we must have 𝑖 ≥ 2. Let 1 ≤ 𝑗 ≤ 𝑖 − 1 be the smallest
index such that 𝑣 ∈ 𝐿 𝑗 . That means that, by construction, 𝑀(𝑣) ∈ 𝐴 𝑗 ∩ 𝑅. Therefore,
𝑀(𝑣) ∈ 𝑋 𝑗 ⊆ 𝑋𝑖−1 . So, 𝑣 ∉ 𝑀(𝐴 𝑖 ).
◀
Since in the above construction we only “look at” the first 𝛼|𝐿 𝑖−1 | − |𝑋𝑖−1 | new neighbors
of 𝐿 𝑖−1 to construct 𝐿 𝑖 , it follows that all edges which have no endpoints in these sets are
conditionally independent. More precisely, we obtain the following Fact.

▶ Fact 21. Let 𝜔 be chosen uniformly at random. For any 1 ≤ 𝑖 < 𝑡, conditioned on
𝐿0 , . . . , 𝐿 𝑖−1 , the law of 𝜔 on all edges that have no endpoints in 𝐿 𝑖−1 , 𝑋𝑖−1 remain invariant,
i.e., it is i.i.d., with expectation 1/2 on each edge.
▷ Claim 22. For 1 ≤ 𝑖 ≤ 𝑇,
P𝜔∼𝜇 [|𝐴 𝑖 ∩ 𝑅| ≤ |𝐴 𝑖 |/4 | 𝐿0 , . . . , 𝐿 𝑖−1 ] < exp(−|𝐴 𝑖 |/8).
Proof. Note that given 𝐿0 , . . . , 𝐿 𝑖−1 , 𝑋1 , . . . , 𝑋𝑖 and 𝐴1 , . . . , 𝐴 𝑖 are uniquely determined. Let
𝑣 ∈ 𝐴 𝑖 . Consider the following cases:
𝑣 ∈ 𝑈𝑅 . This case cannot happen because we get an augmenting path of length 2𝑖 + 1 to
𝑈𝐿 which is a contradiction.

ITCS 2022

61:8

Counting & Sampling Perfect Matchings in Regular Expanding Non-Bipartite Graphs

𝑣 ∈ 𝐿 𝑖−1 . This cannot happen because 𝑣 ∈ 𝑁(𝐿 𝑖−1 ). This in particular shows 𝑣 ∉ 𝑈𝐿 . So,
𝑣 has a match in 𝑀.
𝑀(𝑣) ∈ 𝐴 𝑖 . Then, by Definition 17 exactly one of 𝑣, 𝑀(𝑣) is in 𝑅.
𝑀(𝑣) ∈ 𝑋𝑖−1 . If 𝑀(𝑣) ∈ 𝑅 then we must have 𝑣 ∈ 𝐿 𝑖−1 which cannot happen as we said
in case (2). Otherwise, 𝑀(𝑣) ∈ 𝐿, so 𝑣 ∈ 𝑅.
𝑀(𝑣) ∈ 𝐿 𝑖−1 . Then, 𝑣 ∈ 𝑅.
𝑣 ∉ 𝐿 𝑖−1 , 𝑀(𝑣) ∉ 𝑋𝑖 , 𝐿 𝑖−1 . In this case since 𝑣 ∈ 𝐴 𝑖 , by Fact 21, 𝑣 ∈ 𝑅 with probability
1/2 independent of all other vertices of 𝐴 𝑖 .
Let 𝐴′𝑖 be the set of vertices 𝑣 that fall into the last case. Say we have a Bernoulli 𝐵𝑣
with success probability 1/2 for every 𝑣 ∈ 𝐴′𝑖 . Then, by above discussion, conditioned on
𝐿0 , . . . , 𝐿 𝑖−1 , with probability 1,
|𝐴 𝑖 ∩ 𝑅| ≥ |𝐴 𝑖 \ 𝐴′𝑖 |/2 +

Õ

𝐵𝑣 .

𝑣∈𝐴′𝑖

Therefore, by the Hoeffding bound (Theorem 12)

Õ



′
P [|𝐴 𝑖 ∩ 𝑅| ≤ |𝐴 𝑖 /4| | 𝐿0 , . . . , 𝐿 𝑖−1 ] ≤ P 
𝐵𝑣 ≤ |𝐴 𝑖 |/2 − |𝐴 𝑖 |/4 𝐿0 , . . . , 𝐿 𝑖−1 
𝑣∈𝐴′

 𝑖

≤ exp(−|𝐴 𝑖 | 2 /8|𝐴′𝑖 |) ≤ exp(−|𝐴 𝑖 |/8)

◁

as desired.
Since |𝐿1 | ≥ |𝐴1 ∩ 𝑅| and |𝐴1 | = 𝛼|𝐿0 |,

P𝜇 [|𝐿1 | ≥ (𝛼/4)|𝐿0 |] ≥ P𝜇 [|𝐴1 ∩ 𝑅| ≥ (𝛼/4)|𝐿0 |]
= P𝜇 [|𝐴1 ∩ 𝑅| ≥ |𝐴1 |/4] ≥ 1 − exp(−|𝐴1 |/8) = 1 − exp(−𝛼|𝐿0 |/8)
(2)
where the last inequality follows form Claim 22.

▷ Claim 23. Let 𝜔 be chosen uniformly at random. For every 2 ≤ 𝑖 ≤ 𝑇, we have


P𝜇 |𝐿 𝑖 | ≥ (𝛼/4)|𝐿 𝑖−1 | |𝐿 𝑖−1 | ≥ (𝛼/4)|𝐿 𝑖−2 |, 𝐿0 , . . . , 𝐿 𝑖−1 ≥ 1 − exp(−(𝛼 − 4)|𝐿 𝑖−1 |/8).
Proof. Suppose |𝐿 𝑖−1 | ≥ (𝛼/4)|𝐿 𝑖−1 |. Recall that by Equation (1) we have |𝑋𝑖 | = 𝛼|𝐿 𝑖−1 |. So
we can write
|𝐴 𝑖 | = |𝑋𝑖 \ 𝑋𝑖−1 | = 𝛼(|𝐿 𝑖−1 | − |𝐿 𝑖−2 |)
≥ 𝛼(1 − 4/𝛼)|𝐿 𝑖−1 |
= (𝛼 − 4)|𝐿 𝑖−1 |.

(3)

Let 𝜇′ be 𝜇 conditioned on |𝐿 𝑖−1 | ≥ (𝛼/4)|𝐿 𝑖−2 | and 𝐿0 , . . . , 𝐿 𝑖−1 . Then,

P𝜇′ [|𝐿 𝑖 | ≤ (𝛼/4)|𝐿 𝑖−1 |] = P𝜇′ [|𝐿 𝑖 | − |𝐿 𝑖−1 | ≤ (𝛼/4 − 1)|𝐿 𝑖−1 |]
= P𝜇′ [|𝐴 𝑖 ∩ 𝑅| ≤ (𝛼/4 − 1)|𝐿 𝑖−1 |]
≤ P𝜇′ [|𝐴 𝑖 ∩ 𝑅| ≤ |𝐴 𝑖 |/4]
≤ exp(−|𝐴 𝑖 |/8)
≤ exp(−(𝛼 − 4)|𝐿 𝑖−1 |/8),
completing the proof.

(Fact 20)
(Equation (3))
(Claim 22)
(Equation (3))

◁
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▷ Claim 24. If 𝛼 ≥ 10, for any 𝑖 ≥ 1 we have


P𝜇 𝑇 < 𝑖 ∨ (𝑇 ≥ 𝑖 ∧ |𝐿 𝑖 | ≥ (𝛼/4)𝑖 |𝐿0 |) > 1/2.
Proof. For 1 ≤ 𝑗 ≤ 𝑖, let 𝐸 𝑗 denote the event that 𝑇 < 𝑗 ∨ (𝑇 ≥ 𝑗 ∧ |𝐿 𝑗 | ≥ (𝛼/4)|𝐿 𝑗−1 |). Then,

P [𝐸 𝑖 ] ≥ P [𝐸1 ∧ · · · ∧ 𝐸 𝑖 ]
= P [𝐸1 ]

𝑖
Ö


P 𝐸 𝑗 |𝐸1 , . . . , 𝐸 𝑗−1
𝑗=2

≥ (1 − exp(−𝛼|𝐿0 |/8))

𝑖 
Ö


P 𝑇 < 𝑗|𝐸1 , . . . , 𝐸 𝑗−1
𝑗=2



+ P 𝑇 ≥ 𝑗|𝐸1 , . . . , 𝐸 𝑗−1 E 1 − exp







−(𝛼 − 4)|𝐿 𝑗−1 |



8

𝐸1 , . . . , 𝐸 𝑗−1 , 𝑇 ≥ 𝑗



(Claim 23)
≥ (1 − exp(−𝛼|𝐿0 |/8))

𝑖
Ö




1 − exp

𝑗=2

≥ 1 − exp(−𝛼/8) −

𝑖
Õ

exp(−

𝑗=2

≥ 1 − 𝑒 −𝛼/8 −

∞
Õ

𝑒 −𝛽(𝛼/4)

−(𝛼 − 4)
(𝛼/4) 𝑗−1 |𝐿0 |
8

𝛼−4
(𝛼/4) 𝑗−1 )
8

𝑗



(Theorem 14)

(for 𝛽 =

𝛼(𝛼−4)
32 )

𝑗=0

≥ 1 − 𝑒 −𝛼/8 −

𝑒 −𝛽
1 − 𝑒 −𝛽(𝛼/4−1)

> 1/2.

(𝛼 ≥ 10)

Note that in the third inequality we crucially use that if 𝐸1 , . . . , 𝐸 𝑗−1 occur then either 𝑇 < 𝑗,
or 𝑇 ≥ 𝑗 and |𝐿 𝑗 | ≥ (𝛼/4) 𝑗−1 .
◁
Setting 𝑡 = ⌈log 𝛼/4 2𝜖𝑛+1
⌉ by the above statement we get P [𝑇 < 𝑡 ∨ (𝑇 = 𝑡 ∧ |𝐿𝑡 | > 2𝜖𝑛)] >
|𝑈𝐿 |
1/2. This completes the proof of Lemma 18.

4

Completing the Proofs of Theorems 3 and 4

4.1

The Lower-Bound

▶ Lemma 25. Let 𝐺 = (𝑉 , 𝐸) be an 2𝑛-vertex 𝑑-regular 𝜖-expander. If 𝜖 < 1/2, then we
have,
𝑚((1 − 𝜖)𝑛) ≥

  𝑛(1−𝜖)
𝑑
𝑒

· 𝑒 −2𝜖𝑛 .

Proof. Let 𝑘 = 𝑛(1 − 𝜖). We call a sequence of integers ⟨𝑎1 , . . . , 𝑎 𝑘 ⟩ valid if 1 ≤ 𝑎 𝑖 ≤
⌈𝑑((𝑛 − 𝑖 + 1)/𝑛 − 𝜖)⌉ for all 1 ≤ 𝑖 ≤ 𝑘.
Now, for valid sequence 𝑎 = ⟨𝑎 1 , . . . , 𝑎 𝑘 ⟩, we construct a 𝑘-matching ℳ(𝑎) as follows: We
are going to construct a sequence of matchings 𝑀0 ⊆ 𝑀1 ⊆ · · · ⊆ 𝑀 𝑘 , with the property
that for 1 ≤ 𝑖 ≤ 𝑘, 𝑀 𝑖 is going to be a matching of size 𝑖 in 𝐺. We then set ℳ(𝑎) := 𝑀 𝑘 .
We start with 𝑀0 = ∅. For 𝑖 ≥ 1, given 𝑀 𝑖−1 , let 𝑆 𝑖 be the set of unmatched vertices of
𝐺 with respect to 𝑀 𝑖−1 . Note that by construction 𝑀 𝑖−1 is a matching of size 𝑖 − 1, so we
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have |𝑆 𝑖 | = 2𝑛 − 2(𝑖 − 1). Further let Δ𝑖 = max𝑢∈𝑆 deg𝐺[𝑆𝑖 ] (𝑢), and and let 𝑢𝑖 denote the
lexicographically first vertex with degree Δ𝑖 in 𝑆 𝑖 . Note that by Lemma 9, it should be that
Δ𝑖 ≥ ⌈𝑑((𝑛 − 𝑖 + 1)/𝑛 − 𝜖)⌉, and furthermore, by validity of 𝑎 we obtain 𝑎 𝑖 ≤ Δ𝑖 . Now let
let 𝑣 𝑖 be the 𝑎 𝑖 -th neighbor of 𝑢𝑖 in 𝐺[𝑆 𝑖 ] with respect to the lexicographical order. We set
𝑀 𝑖 = 𝑀 𝑖−1 ∪ {(𝑢𝑖 , 𝑣 𝑖 )}. In the next claim we show that any distinct pair of valid sequences
give distinct 𝑘-matchings. Therefore, the number of 𝑘-matchings of 𝐺 is at least,
𝑘
Ö
𝑛−𝑖+1

(𝑑

𝑖=1

𝑛

− 𝑑𝜖) ≥ 𝑑 𝑘

𝑘
Ö
𝑛 − 𝑖 + 1 − 𝜖𝑛

𝑛

𝑖=1

≥ 𝑑𝑘

𝑘!
≥ (𝑑/𝑒) 𝑘 · (𝑘/𝑛) 𝑘 ,
𝑛𝑘

where the last inequality uses Theorem 13. By plugging in 𝑘 = (1 − 𝜖)𝑛 we obtain
𝑚((1 − 𝜖)𝑛) ≥ (𝑑/𝑒)(1−𝜖)𝑛 · (1 − 𝜖)(1−𝜖)𝑛 ≥ (𝑑/𝑒)(1−𝜖)𝑛 · 𝑒 −𝜖𝑛 ,
where in the last inequality we used that (1 − 𝜖)1−𝜖 ≥ 𝑒 −𝜖 for 𝜖 ≤ 1/2.

◀

▷ Claim 26. For any distinct valid sequences 𝑎 = ⟨𝑎1 , . . . , 𝑎 𝑘 ⟩ and 𝑏 = ⟨𝑏1 , . . . , 𝑏 𝑘 ⟩ we have
ℳ(𝑎) ≠ ℳ(𝑏).
Proof. Since 𝑎 ≠ 𝑏 there is an index 1 ≤ 𝑖 ≤ 𝑘 such that 𝑎 𝑖 ≠ 𝑏 𝑖 ; let 1 ≤ 𝑖 ≤ 𝑘 be the first
such index. Since 𝑎 𝑗 = 𝑏 𝑗 for 1 ≤ 𝑗 ≤ 𝑖 − 1, by the above construction we have 𝑆 𝑖 (𝑎) = 𝑆 𝑖 (𝑏).
So, we would choose a unique vertex 𝑢𝑖 in both constructions but we match it to different
vertices, since 𝑎 𝑖 ≠ 𝑏 𝑖 . Therefore ℳ(𝑎) ≠ ℳ(𝑏).
◁

▶ Lemma 27. Let 𝐺 be a 2𝑛 vertex 𝑑-regular, 𝜖-spectral expander for 𝜖 ≤ 1/11. We have,
𝑚((1 − 𝜖)𝑛)
≤ (2𝑒/𝜖)𝜖𝑛 𝑑2𝜖𝑛+(4𝜖𝑛+2)/ln 𝐶1 (𝜖) .
𝑚(𝑛)
where 𝐶1 (𝜖) is defined in Lemma 16.
Proof. For 𝑘 = 𝜖𝑛, we can write
𝑛−1
𝑛−1
Ö
Ö
𝑚(𝑛(1 − 𝜖))
𝑚(𝑖)
2(𝑖 + 1) 2 log𝐶 (𝜖) 2𝜖𝑛+1 +2
𝑛−𝑖
1
=
≤
𝑑
𝑛−𝑖
𝑚(𝑛)
𝑚(𝑖 + 1)
𝑖=𝑛−𝑘

≤

𝑖=𝑛−𝑘
2 𝑘 𝑛 𝑘 𝑑2𝑘

𝑘!

𝑑2

Í𝜖𝑛

𝑖=1

log𝐶1 (𝜖)

≤ (2𝑒 𝑑2 𝑛/𝑘) 𝑘 𝑑2 log𝐶1 (𝜖)

(Lemma 7)

2𝜖𝑛+1
𝑖

(2𝑘+1) 𝑘
𝑘!

≤ (2𝑒 𝑑2 𝑛/𝑘) 𝑘 𝑑 (4𝑘+2)/ln 𝐶1 (𝜖) ,

where in the second to last inequality we used Theorem 13 and in the last inequality we
𝑘
𝑘
used (2𝑘+1)
= 𝑘𝑘! (2 + 1/𝑘) 𝑘 ≤ 𝑒 2𝑘+1 . Plugging 𝑘 = 𝜖𝑛 into the above inequality proves the
𝑘!
claim.
◀
Proof of Theorem 4. Using Lemmas 25 and 27 and using for 𝜖 ≤ 1/11, ln(𝐶1 (𝜖)) ≥ 2, we
can write
𝑚(𝑛) ≥
as desired.

 𝑛 

𝑒 −𝜖𝑛 (𝑑/𝑒)𝑛(1−𝜖)
𝑑
≥
𝑒
(2𝑒/𝜖)𝜖𝑛 𝑑2𝜖𝑛+(4𝜖𝑛+2)/ln 𝐶1 (𝜖)

𝜖

 𝜖𝑛

2𝑒 3 𝑑6

◀
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As an immediate corollary of Lemma 7 we prove Theorem 3. In particular,
𝑚(𝑛 − 1)
≤ 2𝑛𝑑2 log𝐶1 (𝜖) (2𝜖𝑛+1)+2
𝑚(𝑛)

(4)

So, it follows from the following theorem of [14] that for any 𝛿 > 0 we can sample a perfect
matching of 𝐺 from a distribution 𝜇 of total variation distance 𝛿 of the uniform distribution
log 𝑑

in time poly(𝑛 log 𝜖−1 , log(1/𝛿)).

▶ Theorem 28 (Jerrum and Sinclair [14, Thm 3.6]). Let 𝐺 be a graph with 2𝑛 vertices. There
is a Markov chain with a uniform stationary distribution on the space 𝑛 and 𝑛 − 1 matchings
of 𝐺 such that that mixes in time poly(𝑛, 𝑚(𝑛−1)
).
𝑚(𝑛)
Furthermore, Jerrum and Sinclair [14, Thm 5.3] showed how to estimate the number of
). So, plugging in
perfect matchings up to 1±𝛿 multiplicative factor in time poly(𝑛, 1/𝛿, 𝑚(𝑛−1)
𝑚(𝑛)
Equation (4) into their theorem also allows us to approximate the number of perfect matchings
log 𝑑

(up to 1 ± 𝛿 multiplicatively) in 𝜖-expander regular graphs in time poly(𝑛 log 𝜖−1 , 1/𝛿).

5

A Non-regular Counter-example

In this section we construct an infinite family of non-regular strong spectral expanders that
do not have any perfect matchings. This shows that the regularity assumption in Theorem 4
is necessary.

▶ Lemma 29. Given a 𝑑-regular graph 𝐺 = (𝑉 , 𝐸) with 2𝑛 vertices, there exists a graph
𝐻 = (𝑉 ′ , 𝐸′) with 2𝑛 + 2 vertices such that
𝐻 does not have anypperfect matchings.
𝜎2 (𝐴˜ 𝐻 ) ≤ 𝜎2 (𝐴˜ 𝐺 ) + 5/𝑑.
𝐻 has 2𝑛 − 1 vertices of degree 𝑑, one vertex of degree 𝑑 + 2, and two vertices of degree 1.
Proof. Say 𝑉 = {𝑣1 , . . . , 𝑣 2𝑛 }. To construct 𝐻, we add two new vertices 𝑣2𝑛+1 , 𝑣2𝑛+2 and
we connect both of them to 𝑣2𝑛 . Clearly 𝐻 has no perfect matchings. We abuse notation
and extend the normalize adjacency matrix of 𝐺, 𝐴˜ 𝐺 by adding two all-zeros rows and two
all-zeros columns. Clearly, only introduces two new zero eigenvalues, and the 𝜎2 (𝐴˜ 𝐺 ) remains
invariant. It follows by a simple calculation that
∥ 𝐴˜ 𝐺 − 𝐴˜ 𝐻 ∥ 2𝐹 = 2(𝑑 − 1) ·



1
𝑑(𝑑 + 1)

2


+4 √

1
𝑑+1

2
≤

2
4
5
+ ≤ .
𝑑
𝑑3 𝑑

Therefore, by Theorem 15, for any 1 ≤ 𝑖 ≤ 2𝑛 + 2 we have
|𝜆 𝑖 (𝐴˜ 𝐺 ) − 𝜆 𝑖 (𝐴˜ 𝐻 )| 2 ≤

2𝑛+2
Õ

|𝜆 𝑗 (𝐴˜ 𝐺 ) − 𝜆 𝑗 (𝐴˜ 𝐻 )| 2 ≤ ∥ 𝐴˜ 𝐺 − 𝐴˜ 𝐻 ∥ 2𝐹 ≤ 5/𝑑.

𝑗=1

Therefore we obtain 𝜎2 (𝐴˜ 𝐻 ) ≤ 𝜎2 (𝐴ˆ 𝐺 ) + 5/𝑑.

p

◀

Recall
 √ by the work Friedman [11, 6] for 𝑑 ≥ 3 and sufficiently large 𝑛, there exists a 𝑑-regular
2 𝑑−1
+ 𝑜(1) -expander 𝐺2𝑛,𝑑 on 2𝑛 vertices. Theorem 5 is immediate.
𝑑
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1

Introduction

A* is a classic and popular method for graphs search and path finding. It provides a method
for computing the shortest path in a given weighted graph G “ pV, E, W q from a source s to
a destination t that is often significantly faster than classic algorithms for this problem. It
assumes the existence of a heuristic function hpu, tq that estimates the shortest distance from
any input node u to the destination t. The algorithm uses the greedy approach, at each step
selecting a node u that minimizes dps, uq ` hpu, tq, where dps, uq is the (already computed)
distance from s to u. Alternatively, A* can be viewed as a variant of Dijkstra algorithm, with
the distance function dpu, vq replaced by dpu, vq ` hpv, tq ´ hpu, tq. Since its inception in the
1960s, the algorithm has found many application, e.g., to robotics [17, 5], game solving [7],
computational organic chemistry [6]. Over the last two decades, it has been also shown be
highly effective for “standard” shortest path computation tasks in road networks [10].
The performance of A* is governed by the quality of the heuristic function that estimates
the distance from a given node to the target. For example, if the heuristic function is
perfect, i.e., hpu, tq “ dpu, tq for all nodes u, then the number of vertices scanned by A* is
proportional to the number of hops in the shortest path. In practice, the heuristic function is
carefully selected based on the properties of the underlying class of problems. E.g., for graphs
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whose vertices corresponds to points in the plane (e.g., shortest paths in road networks or
paths avoiding 2D obstacles), typical choices include Euclidean, Manhattan or Chebyshev
distances. In many cases, the task of identifying an appropriate heuristic for a given problem
can be quite difficult.
Over the last few years, there has been a growing interest in learning heuristic functions
based on the properties of input graphs, see e.g., [17, 5, 6]. Such predictors are trained on a
collection of input graphs. After training, the predictor estimates the distance between given
nodes based on the pre-computed “features” of those nodes, plus possibly other auxiliary
information (see Section 1.4 for a discussion). The features are vectors in a d-dimensional
space, either handcrafted based on the domain knowledge, or trained using machine learning
methods. Thus, such learned heuristics bear similarity to metric embeddings [13] or distance
labels [9], two notions that have been extensively investigated in theoretical computer science
and mathematics. The notions of the quality of embeddings in the above lines of research
is, however, quite different from what is required in the A* context. Specifically, a typical
objective of metric embeddings or distance labelling is to preserve the distances between
every pair of vertices up to some (multiplicative) approximation factor. On the other hand,
in the context of A* search, it is acceptable if the estimated distances deviate significantly
from the ground truth, as long as the A* search process that uses those estimates does not
take too much time. At the same time, approximate estimates of the distances in the metric
embedding sense might not be useful if they are not able to disambiguate between many
different short paths, leading to high running times. This necessitates studying different
notions of embeddings and labeling that are tailored to the A* context.
Motivated by these considerations, in this paper we formalize and initiate the study of
embeddings and distance labeling schemes that induce efficient A* heuristics. In particular,
we study tradeoffs between the dimensionality of the embeddings (or the length of the labels
in labeling schemes) and the complexity of the A* search process. Our focus is on average-case
performance of A*, where the average is taken over all pairs of vertices in the graph. For
lower bounds, average-case results provide much stronger limitations than worst-case results.
At the same time, those lower bounds naturally complement our algorithms, which rely on
the average-case assumptions for technical reasons.
We start by formally defining the metric that we will use to evaluate the quality of a
heuristic.
▶ Definition 1. For a graph G “ pV, E, W q, and a heuristic h, P ps, tq denote the set of
vertices on the shortest path between s and t with the maximal number of hops, and let
Sh ps, tq be the set of vertices scanned by A* given s, t and h. Further let pps, tq “ |P ps, tq|.
We say that h has an additive overhead c on average if
Es,tPV r|Sh ps, tq| ´ pps, tqs| ď c
where s and t are chosen independently and uniformly at random from V .
Informally, the above definition measures the number of “extra” vertices that needs to be
scanned, in addition to the size of the shortest path. We note that one could alternatively
define the overhead in a “multiplicative” way, by computing the ratio between the number
of vertices scanned and the number of hops in a shortest paths. However, several of our
results (esp. the lower bounds) rely on instances where we are guaranteed that all shortest
paths have constant number of hops. In this case, an additive overhead of T automatically
translates into a multiplicative overhead of ΩpT q.
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In this paper we focus on heuristics that are consistent. The consistency property,
introduced by [12] and stated below, implies that the A* search algorithm using the heuristic
correctly identifies the shortest path upon termination.
▶ Definition 2 (Consistent heuristic function). A heuristic function hps, tq which estimates
distps, tq is consistent if for any destination t and edge pu, vq, the modified cost wt pu, vq “
wpu, vq ` hpv, tq ´ hpu, tq is non-negative and also hpt, tq “ 0.

1.1

Heuristic types

We now formally define the types of heuristics that we study in this paper. Specifically, we
introduce heuristic induced by norm embeddings and labelling schemes, as well as embeddings
induced by “beacons”, which can be viewed as a special type of norm embeddings induced
by the ℓ8 norm.
▶ Definition 3 (Norm heuristic). A heuristic function h : V ˆ V Ñ R is a norm heuristic
induced by a function π : V Ñ Rd and the lp norm if hps, tq “ }πpsq ´ πptq}p for any pair of
vertices s, t P V . The dimension d is referred to as the dimension of h.
Note that hps, tq as defined above satisfies triangle inequality, i.e. hps, uq`hpu, tq ě hps, tq
for any s, t, u P V .
▶ Definition 4 (Labeling heuristic). A heuristic function h : V ˆ V Ñ t0 . . . Cu is a labeling
heuristic induced by functions f : V Ñ t0 . . . CuL and g : t0 . . . CuL ˆ t0 . . . CuL Ñ t0 . . . Cu,
if hps, tq “ gpf psq, f ptqq for any pair of vertices s, t P V . Here the parameter C is assumed
to be polynomial in |V |, and L is referred to as the label length.
Note that f and g must be fixed functions working for any graph and label pairs.
Furthermore, we assume no limitation on the computational power of f and g. Finally, note
that the function g does not have to be a norm function, or to satisfy the triangle inequality.
We also define a particular type of heuristic that is induced by a set of “beacons”. This is
a natural class of A* heuristics that is particularly popular in the context of shortest path
problems [1].
▶ Definition 5 (Beacon heuristic). A heuristic function h : V ˆ V Ñ R is a beacon heuristic
induced by a set B Ă V if hps, tq “ }πpsq´πptq}8 , where πpsq “ pdistps, b1 q, . . . , distps, b|B| qq
(so that hps, tq “ maxbPB |distps, bq ´ distpt, bq|).
Given the above definitions, we can now formally state our results (also summarized in
Table 1).

1.2

Lower bounds results

Our first set of results provide lower bounds on the trade-off between the complexity of
a heuristic and the complexity of the A* algorithm. Specifically, we will show that there
exist graphs where all shortest paths have constant complexity (i.e., consist of a constant
number of hops), but on which A* will scan a large number of vertices unless its heuristic has
large complexity. We start from heuristics induced by norms. Recall that the average-case
complexity is defined with respect to the set of all possible source-destination pairs.
▶ Theorem 6 (Lower bound for norm heuristics). There exists an n-vertex unweighted graph
G “ pV, Eq of constant diameter such that for any consistent norm heuristic induced by an
lp norm of dimension d, where d “ opn{ log nq for p ă 8 or d “ oplog nq for p “ 8, the A*
algorithm scans Ω̃pnq vertices on average.
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The proof for the above theorem appears in Section 3.1. For the special case of the l8
norm we show a stronger lower bound. However, it requires that the input graph is weighted
(see Section 3.2).
▶ Theorem 7 (Lower bound for l8 norm heuristics). There exists a weighted n-vertex graph G
such that (i) the shortest path between any pair of vertices in G consists of a constant number
of hops and (ii) for any consistent norm heuristic induced by l8 of dimension d “ opnα q, the
A* algorithm scans Ωpn1´α q vertices on average.
We now turn to heuristics induced by general labeling schemes. Our main result here is
that a trade-off analogous to that in Theorem 7 applies even to general labeling schemes (see
Section 3.3).
▶ Theorem 8 (Lower bound for labeling heuristics). For any consistent labeling heuristic
function h with length L “ opnα q, there exists an n-vertex weighted graph G such that (i) the
shortest path between any pair of vertices in G consists of a constant number of hops and (ii)
the A* algorithm scans Ωpn1´α q vertices on average.
For the last two theorems, we also show their variants for a graph G that is a grid graph
(with weighted edges). See our full paper [8] for further details. This makes our instances
realizable in the robotics planning problems, which is one of the main applications where
heuristics have been applied [5] (see Section 1.4 for more details).

1.3

Upper bound results

We complement the lower bounds from the previous sections with upper bounds, i.e.,
constructions of embedding or labeling heuristics. Our constructions, however, require certain
assumptions regarding breaking ties in the A* algorithm. Specifically, at any step of the
algorithm, there could be multiple vertices with the same value of the estimate dps, uq`hpu, tq,
and breaking such ties appropriately can have significant impact on the efficiency of A*
[3, 4, 15]. In our theoretical analysis we deal with tie-breaking in two ways. Our first approach
is to make an assumption about the A* algorithm. Specifically, Assumption 9 states that the
A* algorithm can break ties in a way that minimizes its complexity. Our second approach is
to make an assumption about the input graph. Specifically, Assumption 11 states that the
Table 1 Summary of our results. Upper bounds are colored in gray.
Type

Norm
heuristics

Settings

Comments

Reference

pă8

d “ opn{ log nq ñ Ω̃pnq avg. overhead

p“8

d “ oplog nq ñ Ω̃pnq avg. overhead
general graphs

p“8

grid graphs (α ă 0.5)

weighted

beacon based

graphs

Assumption 9
general graphs

Labeling
heuristics

Result

weighted
graphs

d “ opnα q ñ Ω̃pn1´α q avg. overhead

Thm. 7
Thm. 20

d “ Opnα q and Opn1´α q avg. overhead

L “ opnα q ñ Ωpn1´α q avg. overhead

grid graphs (α ă 0.5)
Assumption 11

Thm. 6

Thm. 10
Thm. 8
Thm. 25

α

L “ Opn q and Opn

1´α

q avg. overhead

Thm. 12
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weighted graph G is such that there is a unique shortest path between any pair of vertices,
and that there is a separation between the lengths of the shortest and the second shortest
path. We note that the lower bounds corresponding to our upper bounds are consistent with
these assumptions, as per discussions in the corresponding sections.
We start by stating the assumption about the tie-breaking behavior of the algorithm.
▶ Assumption 9 (Breaking ties). We assume that, when there is a tie on the estimated
distance lower bound (as specified in Definition 15) for multiple different vertices, the A*
algorithm chooses the next vertex in a way that minimizes the total running time.
Note that in the context of Fact 16 stated in Section 2, the assumption states that A*
only scans those vertices that must be scanned.
Under this assumption, we show that Theorem 7 is almost optimal. In fact, the upper
bound is based on a beacon heuristic (see Section 4.1).
▶ Theorem 10 (Beacon-based upper bound). Under Assumption 9, for any weighted graph
G “ pV, E, W q with |V | “ n vertices, there exists a beacon heuristic induced by a set B
with |B| “ nα with an additive overhead n1´α , i.e., such that A* scans at most n1´α `
Es,t r|P ps, tq|s vertices on average.
We now consider the assumption about lack of ties in the input graph.
▶ Assumption 11 (Unique shortest path). We assume that for any pair ps, tq of vertices in
G, the difference between the length of their shortest path and second shortest path between s
and t is greater than a constant c ą 0 (e.g. c “ 3).
Under this assumption, we show that Theorem 8 is almost optimal (see Section 4.2).
▶ Theorem 12 (Labeling-based upper bound). Under Assumption 11, for any weighted graph
G “ pV, E, W q with vertex set size |V | “ n, there exists a consistent labeling heuristic
of length L “ Opnα q with an additive overhead n1´α , i.e., such that A* scans at most
n1´α ` Es,t r|P ps, tq|s vertices on average.

1.4

Learned A* overview

As discussed previously, the main motivation for this study are recent works on learned
A* heuristic functions, where the learned features on which the h heuristic is based can
be viewed as embedding or labeling schemes. In this section we briefly describe several
approaches used in recent papers on A* with learned heuristic functions [17, 5, 6]. As these
are applied machine learning papers, our description here abstracts away many technical
details, focusing on high-level ideas.
[5] is focused on learning A* heuristics for robot path planning. The experiments are done
on graphs induced by two-dimensional environments modeled as 2D grids with obstacles.
The heuristic function is represented by a feed-forward neural network with two fully
connected hidden layers containing respectively 100 and 50 units with ReLu activation.
The input to the network is a 17 dimensional feature vector. The features contain the
descriptor of the node u (containing various features of the spatial point) as well as the
descriptor of the current “state” of the neural A* algorithm when reaching u.
[17] is also focused on robot path planning in 2D grids with obstacles. It uses a neural
network architecture called U-net to transform the input instance into a “guidance map”,
which for each graph vertex provides an adjustment to a “standard” heuristic function
based on Chebyshev distance between the given node and the destination node t. The
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input to U-net consists of the input graph, the source node s and destination node t. The
presence of the last component technically makes it possible to map each node into a
one-dimensional scalar equal to the true distance to target node t. However, given that
training of the heuristic function is expensive, it is natural to aim for a heuristic that
is “target independent”, i.e., trained for a particular environment, independently of the
choice of the source and destination. In this way one can reuse the same heuristic trained
for a particular grid for many source/destination pairs.
[6] addresses problems in a different domain, focusing on path searching in the molecule
space. The goal of the planner is to identify a series of re-actions that can lead to the
synthesis of a target product, a classic problem in organic chemistry. The feature vector
used as an input to the learned heuristic is based on the “Morgan fingerprint of radius 2”,
which is 2048 bit long. The vector is then fed into a single-layer fully connected neural
network of hidden dimension 128, which provides an estimate of the distance.
In the context of the aforementioned works, our results provide insights into the complexity
of representing efficient heuristics for various classes of graphs. We leave other important
issues, such as the complexity of learning those heuristics, to future work.

2

Preliminaries

Notation
We use distpu, vq to denote the length of the shortest paths between nodes u and v in a
graph. For pu, vq P E we use wpu, vq to denote the edge length.

Heuristic properties
We first recall several standard definitions of heuristic functions which will be useful in our
proofs.
▶ Definition 13 (Admissible heuristic function). For a heuristic function hps, tq which estimates
distps, tq, it is said to be admissible if for any source and destination ps, tq, we have hps, tq ď
distps, tq.
It is well-known that all consistent heuristic functions (Definition 2) are admissible.
▶ Definition 14 (Sub-additive heuristic function). For a heuristic function hps, tq which
estimates distps, tq, it is said to be sub-additive if for any three vertices pu, v, wq, we have
hpu, vq ` hpv, wq ě hpu, wq.
Note that consistent heuristics may not be sub-additive, but all norm heuristics (Definition 3) and beacon heuristics (Definition 5) are sub-additive.
▶ Definition 15 (Estimated distance lower bound). Given a query pair distps, tq, for any
vertex u, we define gpuq to be the estimated distance lower bound calculated by A* for shortest
path from s to t passing u: gpuq “ distps, uq ` hpu, tq. In particular, gptq “ distps, tq.

A* algorithm
Now, we describe the operation of A* with heuristic function h, which will be the main
object of our analysis in the paper. (See Algorithm 1)
▶ Fact 16 (Scan condition, see [12]). Suppose we apply A* to calculate distps, tq with
a consistent heuristic function hpu, tq. Then a vertex u must be scanned if and only if
distps, uq`hpu, tq ă distps, tq and may be scanned if and only if distps, uq`hpu, tq ď distps, tq.
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Algorithm 1 A* search.
1
2
3

Input: GpV, E, W q, start point: s, end point: t
Initialize S “ tsu, dpsq “ 0, dpSzsq “ 8
while t R S do
u Ð argmintdpuq ` hpu, tqu
uPV zS

6

for v s.t. pu, vq P E do
dpvq “ minpdpvq, dpuq ` wpu, vqq
S “ S Y tuu

3

Lower bounds

4
5

3.1

An average-case lower bound for lp norms

In this section, we prove Theorem 6.
▶ Theorem 6 (Lower bound for norm heuristics). There exists an n-vertex unweighted graph
G “ pV, Eq of constant diameter such that for any consistent norm heuristic induced by an
lp norm of dimension d, where d “ opn{ log nq for p ă 8 or d “ oplog nq for p “ 8, the A*
algorithm scans Ω̃pnq vertices on average.
Before exactly defining the lower bound instance (depicted in Figure 1) and proving the
theorem, we give a short overview of the ideas behind the construction and proof.

Proof overview
The central part of our constructed hard instance contains a star with n petals. We then
add to it Oplog nq additional sets of vertices, each of size Opnq, in a way that ensures that
for every pair of star petals pu, vq, there exists Ωpn2 q vertex pairs in the additional sets
whose shortest path goes through pu, vq. Given this construction, we rely on a standard
“packing argument” stating that a low dimensional space cannot contain a large equilateral
vertex set. Therefore, it holds that if the dimension d of the embedding is too small, then
by the admissibility property of the embedding, for at least one pair of the star petals, its
embedded distance is distorted. We then utilize this pair of distorted petals to show that
every query ps, tq whose shortest path goes through the distorted pair has a large query
overhead. Specifically, we rely on the design of non-uniqueness of the shortest paths to
further amplify the penalty due to the distorted pair to Ωpnq per each query as above, so
that in total we get that there exists Ωpn2 q pairs for which the query overhead is Ωpnq.

The lower bound instance
We continue to formally define our lower bound instance for heuristics induced by lp norms.
Note that the lower bound instance is both sparse and unweighted. The lower bound graph
contains a star with n leaves tc1 , . . . , cn u connected to a center c0 . Without loss of generality,
we assume n “ 2k is a power of 2. Then we have k pairs of vertices tpai , āi quki“1 . For each
pair ai and āi , and for each cj , we connect cj to ai if the i-th bit in the binary representation
of j ´ 1 is 1 and to āi otherwise. Then, for each ai , we create auxiliary vertex sets tai,j unj“0
and tbi,j unj“1 . We connect ai,0 to all tai,j unj“1 , and, for each j, we connect bi,j to ai,0 and ai .
Similarly, for each āi , we connect it to all tāi,j unj“1 . Our instance has size |V | “ Θpn log nq
and |E| “ Op|V |q. See Figure 1 for an illustration with k “ 2 and n “ 4.
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a1,1

ā1,1

b1,1
a1,0

ā1

a1

c1
c4

a1,4

c2
c0

b1,4
a2

ā1,4
ā2

c3
Figure 1 Average-case complexity lower bound instance for lp norms with k “ 2 and n “ 4.

▶ Lemma 17. Suppose h is a norm heuristic function hps, tq “ }πpsq ´ πptq}. For the
instance described above with |V | “ Θpn log nq, as long as one pair of distinct vertices in
tci uni“1 ,´say ci¯ and cj , satisfies hpci , cj q “ }πpci q ´ πpcj q} ă 2 , the A* algorithm scans at
least Ω

n
log2 n

vertices on average.

Proof. Suppose }πpcu q ´ πpcv q} ă 2 and u ‰ v, then there exists a digit p s.t. their binary
representations differ, e.g. u’s digit is 0 and v’s is 1. Then, for the pair pap , āp q whose real
distance is distpap , āp q “ 4, by sub-additivity, their embedded distance satisfies
}πpap q ´ πpāp q} ď }πpap q ´ πpcu q} ` }πpcu q ´ πpcv q} ` }πpcv q ´ πpāp q} ă 4 “ distpap , āp q.
Now, we can check that for any query pair ps, tq with s P tap,j1 unj1 “1 and t P tāp,j2 unj2 “1 , A*
must scan the whole set tbp,j1 unj1 “1 To see this, first note that all vertices u P tbp,j1 unj1 “1 lie on
the shortest path between s and t, and satisfy hpu, tq ă distpu, tq (due to the sub-additivity
and since }πpap q ´ πpāp q} ă distpap , āp q). Therefore, every u P tbp,j1 unj1 “1 will be scanned
by A* according to Fact 16. To calculate the average query complexity, observe that for
a random query pair ps, tq, with probability at least Ωp log12 n q we have that s P tap,j1 unj1 “1
and t P tāp,j1 unj1 “1 simultaneously hold. Once this event occurs, A* will scan at least Ωpnq
vertices, so the average query complexity is lower bounded by Ωp logn2 n q.
◀

▶ Definition 18. In a metric space lpd , we say a vertex set X is equilateral if any two
different vertices x, y P X satisfy }x ´ y}p “ 1. We define eplpd q to be the size of the largest
equilateral vertex set in lpd and its inverse function e´1 pp, nq equals to the minimum d such
that eplpd q ě n.
▶ Lemma 19. For a metric space lpd , we have the following upper bounds on eplpd q
$
’
’
Opd log dq
’
’
’
’
’
& d`1
eplpd q ď
’
’
Opd log dq
’
’
’
’
’
% 2d

p“1

[2]

p“2

[11]

2ăpă8

[16]

p“8

[11]
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and corresponding lower bounds for e´1 pp, nq
$
’
’
Ωp logn n q p “ 1
’
’
’
’
’
& n´1
p“2
´1
e pp, nq ě
’
’
Ωp logn n q 2 ă p ă 8
’
’
’
’
’
% log n
p“8
2
Here our asymptotic bound is in terms of d and hides the dependence on p.
Proof of Theorem 6. We only need to verify that the assumption made in Lemma 17 is
true. By the definition of an equilateral set (in Definition 18) and a consistent heuristic
function (in Definition 2), we know that for metric space lpd if d ă e´1 pp, nq, then for a set of
n 2-equidistant vertices tci uni“1 in the original graph, at least two of them will have embedded
distance smaller than 2.
◀

3.2

A stronger lower bound for l8 norm space

d
In this section, we prove a stronger lower bound for embeddings into l8
both for general
graphs and for grid graphs. The first lower bound instance is a general graph with constant
diameter (as in the previous section), which means that the ratio of the number of vertices
scanned by A* to the actual path length is large. Based on this instance we prove Theorem 7,
restated below.

▶ Theorem 7 (Lower bound for l8 norm heuristics). There exists a weighted n-vertex graph G
such that (i) the shortest path between any pair of vertices in G consists of a constant number
of hops and (ii) for any consistent norm heuristic induced by l8 of dimension d “ opnα q, the
A* algorithm scans Ωpn1´α q vertices on average.
The second lower bound instance has super-constant diameter, but it is a grid graph,
which is a more natural structure in the context of robot planning applications. This instance
is described in our full paper [8], and is used to prove the grid variant of Theorem 7.
▶ Theorem 20. There exists a weighted grid graph G so that any consistent norm heuristic
hps, tq induced by π : V Ñ Rd with dimension d ă opnα q for α ă 0.5 and the l8 norm will
result in A* average-case query complexity of at least Ωpn1´α q.
Importantly, Theorem 7, as well as its grid analog, Theorem 20, hold even under Assumption 9, i.e., when A* can break ties arbitrarily. This is because Lemma 23 below holds
for any tie-breaking rule, i.e., it lower bounds the number of vertices that must be scanned.
Therefore, the upper bound Theorem 10 is a matching upper bound. For further details on
the upper bound see Section 4.1.
We start with the intuition behind the lower bound construction and proof.

Proof idea
The proof idea here follows the one in the previous section, where we first prove that there
exist some pairs of vertices with large distortion, and then amplify the query cost penalty
due to these pairs. The previous equilateral set argument works well for lp norm with p ă 8
but works poorly for the l8 norm. Therefore, we use a special property of l8 to get a
tighter lower bound, specifically, that the l8 norm solely depends on one coordinate (with
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the maximum absolute value). We can observe that if the distance that our embedding
“wants to memorize” is random, then it cannot remember too much information in each one
dimensional space. Our construction consists of a clique of size Opmq, and the edge weights
are chosen uniformly in r10, 11s. This ensures that the shortest path between any pair of
vertices is the edge directly connecting them, and that the weights are randomized and
independent of each other. Therefore, each dimension can only “memorize” Opmq shortest
path distances, while there are Opm2 q pairs of vertices. Similarly to the previous case, the
second step of amplifying the penalty is achieved by adding auxiliary sets to the main lower
bound construction, so that each distorted pair appears in the shortest path for many queries
ps, tq.
b11 b21

bk1

w0

w0 w0

b12 b22

a1

bk2

a2
wij
a3

am

ai

b1i b2i

bki

Figure 2 Average-case complexity lower bound instance for l8 norms.

The lower bound instance
Our lower bound instance (in Figure 2) consists of a clique tai um
i“1 where each ai is attached
to k leaves tbi,j ukj“1 . The edge weight between pai , aj q is wij “ 10 ` uij , where uij are i.i.d.
random variables chosen from the uniform distribution over the interval r0, 1s. The edge
weight between each attached leaf to its corresponding vertex in the clique is equal to w0 ,
specified subsequently.
▶ Definition 21 (Approximated-tie). For a set of values twi uni“1 and an parameter ϵ, we
say there exists an approximated-tie if there exists a coefficient vector tci uni“1 where each
řn
ci P t´4 . . . 4u with at least one non-zero component and | i“1 ci wi | ď ϵ.
▶ Proposition 22. For weights twi,j ui,jPrms generated as above, there exists an ϵ ą 0 such
that no approximated-tie exists in twi,j u with probability at least 0.99.
Let ϵ be as in the above proposition We set the edge weights between the clique to the
ϵ
leaves to be w0 “ 16n
. From now on, we assume that there is no ϵ approximated-tie in the
graph. We can observe that in this graph, the shortest path between any two vertices in tai u
is exactly the edge connecting them.
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▶ Lemma 23. For a pair of vertices pai , aj q, if the embedding distance between them has
ϵ
error larger than 2n
, then any query pbpi , bqj q for p, q P rks will always scan Ωpkq vertices
(under any tie-breaking rule.)
Proof. In the setting of Theorem 7, we denote hps, tq “ }πpsq ´ πptq}8 . If }πpai q ´ πpaj q} ď
1
ϵ
wi,j ´ 2n
, we can check that for query distpbpi , bqj q all vertices in tbpi up1 Prks will be scanned
1

by A*: Let bpi be an arbitrary leaf attached to ai .
1

1

distpbpi , bpi q ` }πpbpi q ´ πpbqj q}
1

1

ď distpbpi , bpi q ` }πpbpi q ´ πpai q} ` }πpai q ´ πpaj q} ` }πpaj q ´ πpbqj q}
ϵ
` w0
ď 2w0 ` w0 ` wi,j ´
2n
ϵ
ď wi,j ´
4n
ă distpbpi , bqj q
1

Therefore, for every p1 inrks, by the scan condition, bpi will be scanned.

◀

▶ Lemma 24. For the heuristic considered by Theorem 7, as long as d ď opmq, at least half
ϵ
of pairs ps, tq where s, t P tai u, i “ 1 . . . m, satisfy hps, tq ă distps, tq ´ 2n
.
ϵ
Proof. By the definition of l8 norm, if }πpuq ´ πpvq}8 ě distpu, vq ´ 2n
, then there must
ϵ
exist a coordinate i P rds where |πpuqi ´ πpvqi | ě distpu, vq ´ 2n . We call such coordinate a
“crucial coordinate” for the pair of vertices pu, vq
We claim that for each coordinate i P rds, at most m ´ 1 pairs of vertices use coordinate i
as their crucial coordinate. To show this, we first construct an auxiliary graph with vertices
tai u where we assign an edge to pu, vq if pu, vq uses the current coordinate as their “crucial
coordinate”. Because the auxiliary graph has m vertices, if there are more than m edges,
at least one simple cycle exists with length l ď m. We can go along the cycle to get an
ϵ
approximated-tie consisting of a ˘1 weighted sum of wi,j . Because l ¨ 2n
ď ϵ, such a cycle
would violate Proposition 22.
Therefore if there are at most opmq coordinates, there can be at most opm2 q “crucial
2
ϵ
coordinates”, which means that at least m4 pairs are embedded with error more than 2n
. ◀

Proof of Theorem 7. We set m “ nα and k “ n1´α then |V | “ Θpnq. Now we calculate the
ϵ
overall average complexity lower bound. Each pair pai , aj q with hpai , aj q ă distpai , aj q ´ 2n
2
contributes k pairs of queries, each of which causes A* to have query complexity Ωpkq.
Therefore the average query complexity is lower bounded by the following:
¸
˜ 2
ˆ 2α 2p1´αq 1´α ˙
m
2
n ¨n
¨n
4 ¨k ¨k
Ω
“
Ω
“ Ωpn1´α q.
◀
n2
n2

3.3

An average-case lower bound for labeling heuristics

In this section, we state two lower bounds for labeling heuristics. The first holds for general
graphs, and the second for grid graphs. Note that labeling heuristics doe not have the
sub-additivity property.
First, we make some assumptions on the graphs we consider. As usual, we consider
weighted undirected graphs GpV, E, W q where |V | “ n. We further assume that the edge
weight between any two vertices u and v, wpu, vq, is an integer and that the sum of weights
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ř
satisfies u,v wpu, vq ď C, where C “ polypnq. Therefore, each quantity produced by our
algorithm can be represented by B “ Oplog nq bits.
We first recall the lower bound that holds for general, non grid, graphs.
▶ Theorem 8 (Lower bound for labeling heuristics). For any consistent labeling heuristic
function h with length L “ opnα q, there exists an n-vertex weighted graph G such that (i) the
shortest path between any pair of vertices in G consists of a constant number of hops and (ii)
the A* algorithm scans Ωpn1´α q vertices on average.
We also provide a grid graph which preserves the complexity lower bound and is common
in robotics planning problem.
▶ Theorem 25. For any consistent labeling heuristic function h with length L “ opnα q, there
exists an n-vertex weighted grid graph G such that the A* algorithm scans Ωpn1´α q vertices
on average.
Importantly, both the graph used in Theorem 8 and the one used to prove Theorem 25
satisfy Assumption 11 regarding unique shortest paths, after an appropriate weight scaling.
Therefore, Theorem 12 shown later in Section 4.2 is a matching upper bound result.
In this section we only prove the general theorem, and we defer the proof of Theorem 25
to our full paper [8], as it follows similar ideas. We start from a short overview.

Proof idea
This proof inherits the idea of reducing a good embedding to a “memorizing random number”
task. We utilize the hardness of the “indexing” communication complexity problem to prove
that it is impossible to remember too many random numbers using a limited amount of
storage.

The lower bound instance
The lower bound instance is depicted in Figure 3. It consists of a clique tai um
i“1 and
additionally, each ai has a corresponding leaf set tbpi ukp“1 . To avoid boundary cases, we
assume both m, k ě 10. Indeed, this graph has the same structure as that in Figure 2,
however, we choose a different set of parameters. The edge weight between each attached
leaf to its corresponding vertex in the clique is 1 and the edge weight between pai , aj q is
wij “ 6¨p2b `δij q´2, where δij P r0, 2b ´1s to be specified later. The setting of wij guarantees
that the shortest distance between any two vertices ai , aj is due to the edge pai , aj q. Finally,
we define an m-tuple to be a set consisting of m vertices pv1 , . . . , vm q “ pbi11 , . . . , bimm q for
indices ij P rks. Therefore, there are k m different m-tuples. See in Figure 3 an example to
one possible m-tuple colored in blue.
For the ease of proof, we define the binary version of labeling heuristics which only allows
for 0{1 bits and the length is multiplied by B.
▶ Definition 26 (Binary labeling heuristics). Labeling heuristic with length L consists of two
fixed deterministic functions f : V Ñ t0, 1uBL and g : t0, 1uBL ˆ t0, 1uBL Ñ t0, 1uB . The
distance of two vertices u, v in the embedded space is defined to be gpf puq, f pvqq.
Interpreting strings in t0, 1uB as the binary version of integers within the range r0, 2B ´ 1s,
the consistent definition still applies to the new definition.
We will reduce our embedding problem to the following well known indexing problem.
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wij “ 6 ¨ p2b ` δij q ´ 2
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ai
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Figure 3 Average-case complexity lower bound instance for labeling.

▶ Definition 27 (Indexing problem). Alice gets a vector, x P r0, 2b ´ 1sn chosen uniformly at
random. Bob gets an index i P r1, ns chosen uniformly at random. The goal is for Bob to
report xi after receiving a single message from Alice.
We set the bit length for each number in the input of indexing problem to be b “ B8 .
Another mild condition is that B should be set such that 2b ă n and n6 ă 2B , to ensure
that every quantity produced in the reduction process can still be represented in B bits.
▶ Theorem 28 (Folklore, see e.g., [14]). Any one-way protocol for the indexing problem
defined above requires Ωpnbq bits of communication in order to succeed with probability ą 12 .
▶ Definition 29 (A bad pair). We say that a pair of vertices vi , vj is a bad pair if they have
large distortion, defined as gpf pvi q, f pvj qq ă distpvi , vj q ´ 3.
We continue to argue about the contribution of bad pairs to the average query complexity
of A*.
▶ Lemma 30. If there are Ωpm2 q bad pairs in every m-tuple, the contribution of bad pairs
to the query complexity of A* (over all possible pair queries) is Ωpm2 k 3 q, so the average
complexity for A* is at least Ωpkq.
Proof. We first argue that if a pair of vertices pbpi , bqj q is a bad pair (as defined in Definition 29),
1

then for any shortest path query of the form pbpi , bqj q for any p1 P rks will scan bpi . By Fact 16,
for a shortest path query ps, tq, a vertex u is always scanned by A* if distps, uq`gpf puq, f ptqq ă
distps, tq. By Definition 29, if pbpi , bqj q is a bad pair, then gpf pbpi q, f pbqj qq ă distpbpi , bqj q ´ 3 “
1

1

wij ´ 1. Therefore, for any query from bpi to bqj where bpi is any other element in the set
tbpi ukp“1
1

1

distpbpi , bpi q ` gpf pbpi q, f pbqj qq ă 2 ` wi,j ´ 1 ă distpbpi , bqj q.
implying that bpi will be scanned. Therefore, every bad pair contributes Ωpkq cost to the
summation of all-pair shortest path queries cost.
It remains to lower bound the number of such bad pairs at Ωpk 2 m2 q. By the assumption
that there are Ωpm2 q bad pairs for each m-tuple, counting with repetitions, there are at least
Ωpm2 ¨ k m q bad pairs. Since every bad pair appears in at most k m´2 m-tuples, it follows that
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there are at least Ωpk 2 ¨ m2 q distinct bad pairs. Hence, the bad pairs contribute Ωpm2 k 3 q to
the overall query complexity of A*. Because n “ Θpm ˆ kq, the average-case complexity is
at least Ωpkq.
◀
▶ Lemma 31. Consider the graph described above and the A* algorithm using a consistent
L “ opmq labeling heuristic. If for any choice of tδij u there exists an m-tuple pv1 , ...vm q
(where recall that vi “ bpi i for some pi P rks), for which at most opm2 q number of the induced
all-pair embedding distances tgpf pvi q, f pvj qqui,jPrms have large distortion, gpf pvi q, f pvj qq ă
distpvi , vj q ´ 3, then there is a one-way protocol for the indexing problem using opnbq bits
and succeeds with probability at least 1 ´ op1q.
Proof. Suppose that for every choice of tδij u, there exists at least one m-tuple pv1 , . . . , vm q
with its induced all-pair embedding distance satisfying that for at least 1 ´ op1q fraction
of the pairs vi , vj , distpvi , vj q ´ 3 ď gpf pvi q, f pvj qq ď distpv
` ˘ i , vj q. Then we construct the
following protocol for the indexing problem. We let n “ m
2 , and we think of the index that
bob receives as a tuple pi, jq, where i, j P rms and i ă j.
m
Alice: given an input x P r0, 2b ´ 1sp 2 q , set tδij u “ x respectively. Enumerate over
all the m-tuples to find the one whose embedded distance has distortion smaller than 3
for at least 1 ´ op1q fraction of all pairs. Note that a distortion smaller than 3 means
that distpai , aj q ´ 1 ď gpf
Q pvi q, f pvj qq Uď distpai , aj q ` 2. Recall that distpai , aj q “ wij “
6 ¨ p2b ` δij q ´ 2. Hence,

gpf pvi q,f pvj qq
6
2

´ 2b “ δij . Alice then sends to Bob the embedding

2
tf pvi qum
i“1 , which has bit length opm Bq, or equivalently opm bq in terms of the indexing bit
length b.
Q
U
gpf pvi q,f pvj qq
1
Bob: Receive tf pvi qu from Alice, use them to construct δij
“
´ 2b where
6
1
at least 1 ´ op1q fraction of them satisfy δij
“ δij “ x. Given Bob’s query pi, jq, Bob answers
1
the corresponding term δij
.
Therefore, the protocol above can solve the indexing problem with probability greater
than 1 ´ op1q and communication complexity opm2 bq for any input.
◀

We are now ready to prove Theorem 8.
Proof of Theorem 8. We set m “ nα and k “ n1´α , implying that that the size of the lower
bound graph is Θpm ¨ kq “ Θpnq as required. We prove this theorem by contradiction. If
there exists a consistent labeling heuristic h with length L “ opnα q such that for any choice
of tδij u, A* with heuristic h scans opn1´α q vertices. Then by Lemma 30, for each choice of
tδij u we can find a m-tuple, where there is at most op1q fraction of bad-pairs. Finally, by
Lemma 31, we can get an algorithm for the indexing problem, contradicting Theorem 28. ◀

4
4.1

Upper bounds
Random beacons

In this subsection, we analyze the performance of beacon heuristic under Assumption 9
when A* has the ability to arbitrarily break ties. Assumption 9 means that for the scanning
condition stated in Fact 16, when answering query distps, tq, A* will only scan vertex u that
must be scanned, i.e., if either u P P ps, tq or distps, uq ` hpu, tq ă distps, tq.
We can verify that the random beacon embedding is consistent according to Definition 2.
▶ Theorem 10 (Beacon-based upper bound). Under Assumption 9, for any weighted graph
G “ pV, E, W q with |V | “ n vertices, there exists a beacon heuristic induced by a set B
with |B| “ nα with an additive overhead n1´α , i.e., such that A* scans at most n1´α `
Es,t r|P ps, tq|s vertices on average.
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Proof. First, we uniformly at random select the set B from the vertex set V . By Assumption 9,
A* answering query distps, tq will visit a vertex u R P ps, tq if distps, uq ` hpu, tq ă distps, tq,
or equivalently }πpuq ´ πptq} ă distps, tq ´ distps, uq. By the definition of }πpuq ´ πptq} “
maxvPB |distpu, vq ´ distpt, vq| in the random beacon embedding, u will satisfy the inequality
above only if s can give a better distance estimation for distpu, tq than all beacons in B.
1
This happens with probability at most |B|`1
over a random selection of B Y tsu for a fixed
n
pair u, t. In expectation, for any pair pu, tq, there are at most |B|
such vertices s. Therefore,
taking a summation over all pairs of pu, tq yields that the expected number of extra vertices
2
n
scanned is at most n ¨n{|B|
“ |B|
. Finally, we choose |B| “ nα to get the desired result. ◀
n2

4.2

A labeling heuristic

In this section we present a labeling heuristic with parameters as in Theorem 12, assuming
Assumption 11. First, we observe that this assumption holds for “generic” graphs, i.e., holds
with high probability assuming that the edge weights are generated randomly. We defer the
proof to our full paper [8].
▶ Proposition 32. For any weighted graph G “ pV, E, W q with |V | “ n with edge weight
independently generated from a discrete distribution whose probability mass at each point is
upper bounded by n15 , Assumption 11 holds with probability at least 1 ´ n1 .
Since it is easy to re-scale the edge weights, we set the constant in Assumption 11 to be
3 for the ease of later proofs. For convenience, we restate the main theorem shown in this
section.
▶ Theorem 12 (Labeling-based upper bound). Under Assumption 11, for any weighted graph
G “ pV, E, W q with vertex set size |V | “ n, there exists a consistent labeling heuristic
of length L “ Opnα q with an additive overhead n1´α , i.e., such that A* scans at most
n1´α ` Es,t r|P ps, tq|s vertices on average.

Proof idea
Since a “naive” beacon embedding produces ties, our idea for the proof is to slightly increase
the embedded distance so that potential ties are avoided by adding more information to the
embedding. This preserves the consistency of the heuristic, except in the case where the
original embedded distance is already tight. The latter case only happens when one of the
three vertices (s, u or t) lies on the shortest path between the other two. Under the unique
shortest path assumption (Assumption 11), this case is easy to detect if we encode the Euler
tour of the shortest path tree rooted at each beacon in the “extra” bits of the labels. At the
same time, adding this information increases the label length by only a negligible factor.
In order to prove the theorem, we first extend the definition of the beacon heuristic from
the previous section.
▶ Definition 33 (Beacon heuristic with tie breaking). For a beacon set B, we define π to
be a concatenation of two d dimensional embeddings π 0 and π 1 where πi0 psq “ distps, bi q
is the same as beacon-based embedding and πi1 psq : V Ñ r2ns2 are the locations of the two
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occurrences of the vertex s in the Euler tour of the shortest path tree rooted at bi (see Figure 4).
¨
˛
ˇ
ˇ
˚
‹
ˇ
ˇ ÿ
˚ˇ
‹
ˇ
ˇ
ˇ
`
˘
˚ˇ 0
‹
0
1
1
ˇ
ˇ
sign
π
psq
´
π
ptq
(4.1)
hps, tq “ max ˚ πi psq ´ πi ptqˇ `
‹
i,j
i,j
ˇ
ˇ
‹
iP|B| ˚
ˇ
ˇ
jPt0,1u
˝
‚
looooooooooooooooooomooooooooooooooooooon
checking whether s is t’s ancestor/descendent

Note that by the property of the Euler tour, the second part in Equation 4.1 is equal to
either 0 or 2. Moreover, the value is equal to 0 only when u is an ancestor of v or v is an
ancestor of u.
Note hp¨, ¨q is not a norm function of πp¨q ´ πp¨q in general.
a p1, 10q

1 2 3 4 5 6 7 8 9 10

((()())())
e
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d
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Figure 4 An example of a shortest path tree (left) and its Euler tour (right).

▶ Lemma 34. Under Assumption 11, the beacon-based embedding with tie breaker defined in
Definition 33 is consistent and has the following compact expression:
#
distps, tq
if }π 0 psq ´ π 0 ptq}8 “ distps, tq
hps, tq “
(4.2)
}π 0 psq ´ π 0 ptq}8 ` 2 if }π 0 psq ´ π 0 ptq}8 ă distps, tq
Proof. We prove the equation in line 4.2 first. Due to the unique shortest path assumption,
we can show that |distpbi , sq ´ distpbi , tq| “ distps, tq if and only if s is an ancestor or
descendant of t on the shortest path tree rooted at bi . The “if” part is immediate, since one
of the vertices s and t lies on the shortest path between the root and the other vertex. For
the “only if” part, let u be the lowest common ancestor of s and t on the shortest path tree
rooted at bi and assume w.l.o.g. that distpu, sq ą distpu, tq. The shortest paths from s to
u and from t to u consist of the tree edges. Because |distpbi , sq ´ distpbi , tq| “ distps, tq, by
canceling the common sub-path, we get that distpu, sq ´ distpu, tq “ distps, tq. Therefore,
concatenating the shortest paths from s to t and from t to u produces a second shortest
path from s to u, thus violating our unique shortest path Assumption 11. Thus, the second
expression in line 4.1 is equal to 0 when |distpbi , sq ´ distpbi , tq| “ distps, tq and equal to 2
otherwise. Therefore Equation 4.2 follows.
To prove that the new heuristic is consistent, we first prove that hps, tq ď distps, tq, i.e., h
is admissible. By Equation 4.2, it suffices to show that if |distpbi , sq ´ distpbi , tq| ă distps, tq
then |distpbi , sq ´ distpbi , tq| ď distps, tq ´ 2. We prove this by contradiction. If there exists
bi such that distps, tq ´ 2 ă distpbi , sq ´ distpbi , tq ă distps, tq, then we can concatenate
paths P pbi , tq and P pt, sq to get a path from bi to s of length smaller than distpbi , sq ` 2,
contradicting Assumption 11 that the second shortest path should be longer than the shortest
path by at least 3.
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Now, we fix any two vertices u, v and recall the definition of consistency: hpu, tq ď
wpu, vq ` hpv, tq. By Equation 4.2, we know that hpu, vq ´ }π 0 puq ´ π 0 pvq}8 equals to
either 0 or 2, so there are 4 cases for checking the inequality. Consider another heuristic
h1 pu, vq “ }π 0 puq ´ π 0 pvq}8 . It is a standard beacon heuristic and thus consistent. Therefore
we only need to consider the worst case where hpu, tq “ h1 pu, vq`2 and hpv, tq “ h1 pv, tq. Note
that hpv, tq “ h1 pv, tq means that hpv, tq “ distpv, tq, so the RHS becomes wpu, vq ` distpv, tq
which is greater than distpu, tq and therefore greater than hpu, tq by admissibility shown
above.
◀
Proof of Theorem 12. The analysis extends on the proof of Theorem 10 by using random
beacon-based embedding which is π 0 in Definition 33.
Considering a pair of query distps, tq, for those vertices u satisfying distps, uq ` }π 0 puq ´
π 0 ptq}8 ă distps, tq, they are inevitably scanned, and by invoking Theorem 10 with Opnα q
dimension, the average number of such vertices u is upper bounded by Opn1´α q. Also, for
those vertices u satisfying distps, uq ` }πpuq ´ πptq}8 ą distps, tq, they will not bother our
A* because hps, vq ě }π 0 psq ´ π 0 ptq}8 is a strictly tighter distance estimation than π 0 . Now
we only care about those u satisfying distps, uq ` }πpuq ´ πptq}8 “ distps, tq and there are
two cases: If }πpuq ´ πptq}8 “ distpu, tq, we have distps, uq ` distpu, tq “ distps, tq, so u
lies on P ps, tq and should be scanned by A*. Otherwise }πpuq ´ πptq}8 ă distpu, tq and
hpu, tq “ }πpuq ´ πptq}8 ` 2, breaking the tie, so A* will not scan such a vertex u. Therefore,
all previous ties impose no extra scanning complexity for A*.
◀
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A

Proof of Proposition 32

Proof. We define a boolean variable tieps, tq which equals 1 if and only if there exists two
equal length shortest path from s to t, N psq to denote the set of neighbors of vertex s, wpu, vq
to be the edge weight for edge pu, vq.
P rrYs,tPV Irtieps, tqss
ÿ
ÿ
ď
P rrwps, uq ` distpu, tq “ wps, vq ` distpv, tqs
s,t u,vPN psq^u‰v

ď n4 P rrwps, uq ` distpu, tq “ wps, vq ` distpv, tqs
In the following, we prove that for any fixed t, u, v where u, v P N psq and u ‰ v, the expression
above P rrwps, uq ` distpu, tq “ wps, vq ` distpv, tqs is bounded by n´5 . We use ds,u p¨, ¨q to
be the shortest distance using all edges in Ezps, uq, and dp¨, ¨q to be the shortest distance
using all edges in E (an abbreviation for distp¨, ¨q). Then, the probability of the existence of
non-unique shortest path can be upper bounded as the following:
P rrwps, uq ` dpu, tq “ wps, vq ` dpv, tqs
“ P rrwps, uq “ wps, vq ` dpv, tq ´ dpu, tqs
“ P rrdpv, tq “ ds,u pv, tq ^ dpu, tq “ ds,u pu, tq ^ wps, uq “ wps, vq ` dpv, tq ´ dpu, tqs
`P
rrpdpv, tq ‰ ds,u pv, tq _ dpu, tq ‰ ds,u pu, tqq ^ wps, uq “ wps, vq ` dpv, tq ´ dpu, tqs
looooooooooooooooooooooooooooooooooooooooooooooooooooooooomooooooooooooooooooooooooooooooooooooooooooooooooooooooooon
this case is impossible

(A.1)
ď P rrwps, uq “ wps, vq ` ds,u pv, tq ´ ds,u pu, tqs
ď max P rrwps, uq “ Cs
C

ď n´5

(A.2)
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On line A.1, we expand the probability basing on whether the distance function changes
after adding edge ps, uq. We can observe that as long as the addition of edge ps, uq influences
the shortest path P pv, tq or P pu, tq, the later equality cannot hold. In line A.2, wps, uq is
independent of all the other quantities. Therefore, we prove that the probability of violation
of Assumption 11 is upper bounded by n1 .
Because our edge weight are drawn from a discrete distribution, unique shortest path is
enough to show the existence of a constant margin as required in Assumption 11.
◀
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Introduction

Over the past twenty years, the study of decompositional graph parameters and their
algorithmic applications has become a focal point of research in theoretical computer science.
Treewidth [30] is, naturally, the most prominent example of such a parameter, but is far from
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the only parameter of interest: graph classes of unbounded treewidth may still have bounded
clique-width [10], and graph classes of unbounded clique-width may still have bounded mimwidth [24, 33]. A common feature of such parameters is that they are all defined using some
notion of a “decomposition” which is also of importance in various algorithmic applications,
although the precise definitions of such decompositions vary from parameter to parameter.
Given their importance, it is not surprising that finding efficient algorithms for computing
suitable decompositions has become a prominent research direction in the field. While
computing optimal decompositions has proven to be a challenging task, in many scenarios
it is sufficient to simply obtain an approximately-optimal decomposition instead – i.e., we
ask for an algorithm which, given a graph of “width” at most k, outputs a decomposition
witnessing that the “width” is at most f (k) for some function f . Such approximately-optimal
decompositions are often obtained by finding an asymptotically equivalent reformulation
of the width parameter1 . Indeed, there has been a series of fixed-parameter algorithms for
computing approximately-optimal tree decompositions [4], and the efficient computation of
approximately-optimal decompositions for clique-width was a long-standing open problem that
has culminated in the introduction of rank-width [28], a parameter which is asymptotically
equivalent to clique-width. On the other hand, up to now approximately-optimal mim-width
decompositions could only be computed in a few highly restrictive settings [22, 31].
Algorithmic applications of treewidth, clique-width, and mim-width have a number of
unifying characteristics. For instance, many well-studied graph classes such as interval
graphs and permutation graphs as well as several of their generalizations have constant
mim-width, with efficiently computable decompositions [1]. Therefore, efficient algorithms
for problems on graphs of constant mim-width often unify a number of ad-hoc results on
these graph classes. This applies to, e.g., all locally checkable vertex problems [9] including
Independent Set, Dominating Set and many of its variants, H-Homomorphism, and
Odd Cycle Transversal; distance versions [23], and connected and acyclic variants of
these problems [2], among others Feedback Vertex Set and problems related to finding
induced paths. Another unification behaviour is observed in the algorithmic framework [2]
which is capable of exploiting multiple of these measures at once. However, to the best of our
knowledge no unifying framework for the task of computing the respective decompositions was
known. Indeed, while all three measures admit asymptotically-equivalent characterizations via
the notion of branchwidth [25, 28], which is a generic template for defining width parameters
based on a notion of cut-functions, the cut-functions employed in these previously known
formulations were fundamentally different.
Contribution. We introduce the notion of F -branchwidth, which is a restriction of branchwidth to cut functions defined via an infinite class F of obstructions; more precisely, F can
be any class of bipartite graphs with a basic property which we call partner-hereditarity
(ph ). Intuitively, a class F of bipartite graphs is ph if every graph in F has its vertex set
partitioned into pairs of vertices (one on each side), and each subgraph induced on a subset
of the pairs is also in F . As our first result, we show that treewidth, clique-width, and
mim-width are all asymptotically equivalent to F -branchwidth for suitable choices of F .
Taken on its own, this result is not surprising: partner-hereditarity is a weak restriction
that simply allows graph classes to serve as obstructions in cut-functions, there are infinitely
many ph graph classes, and some happen to characterize these well-studied decompositional
parameters. For our second result, we consider an additional useful property of our obstruction
classes: F is size-identifiable (si ) if there exists a unique graph in F of each order. We show:

1

Two width parameters are asymptotically equivalent if on every graph class, they are either both
bounded or both unbounded.
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▶ Result 1. There exist precisely six si ph classes. Moreover, for each ph class F, F branchwidth is asymptotically equivalent to F ↓ -branchwidth, where F ↓ is the restriction of F
to the si ph classes contained in F .
The six si ph classes comprise the classes of complete bipartite, matching and chain graphs
along with their bipartite complements. Essentially, Result 1 means that all decompositional
parameters which can be defined using ph obstruction classes can be characterized by a
combination of these si classes, with treewidth, clique-width and mim-width being three of
these. While some other combinations of obstruction classes do not give rise to interesting
parameters (e.g., it is easy to verify that the parameter obtained by excluding the complete
bipartite class and its complement class is only bounded for bounded-size graphs), other
combinations of obstruction classes lead to completely new structural graph parameters
which might have unique properties and have, to the best of our knowledge, never been
studied (e.g., excluding the anti-matching class or the chain class).
What is more, we show that this unification result can be strengthened even further when
the aim is to compute approximately-optimal decompositions for F -branchwidth instead
of characterizing the widths themselves. We identify three “primal ” si ph classes – the
classes of matching, chain, and bipartite complements of matchings – and show:
▶ Result 2. For a ph class F, let F ∗ be the restriction of F to the primal ph classes
contained in F . Then every optimal F ∗ -branch decomposition is also an approximatelyoptimal F -branch decomposition.
Result 2 allows us to reduce the computation of approximately-optimal F -branch decompositions for any F to combinations of just three primal ph classes. For instance,
treewidth and clique-width have different characterizations in terms of si ph classes, but
computing decompositions for both parameters corresponds to a single case in our framework.
Computing decompositions for mim-width then corresponds to another case.
Having reduced the computation of this wide range of decompositional parameters to
F ∗ -Branchwidth, i.e., the problem of computing an optimal F ∗ -branch decomposition for
some union F ∗ of primal ph classes, the second part of our paper is dedicated to solving this
problem. Obtaining an algorithm for F ∗ -Branchwidth when parameterized by the target
width itself is a problem that not only unifies the approximation of treewidth and cliquewidth, but also the long-standing open problem of computing mim-width (which is known to
be W[1]-hard [31] and for which even XP-tractability is open). But while we cannot hope
for fixed-parameter tractability under this parameterization, we make substantial progress
by considering other parameters: our contribution includes three novel fixed-parameter
algorithms for F ∗ -Branchwidth that not only give a unified platform for computing
multiple width parameters, but also push the boundaries of tractability specifically for the
notoriously difficult problem of computing mim-width [22, 31, 34].
▶ Result 3. Let F ∗ be the union of some primal ph families. F ∗ -Branchwidth:
1. is fixed-parameter tractable when parameterized by treewidth and the maximum degree,
2. is fixed-parameter tractable when parameterized by treedepth, and
3. admits a linear kernel when parameterized by the feedback edge set number.
Organization of the Paper. In Section 3 we introduce F -branchwidth. In Section 4, we
substantiate F -branchwidth as a unifying parameter by comparing it to previously studied
parameters and identifying six size identifiable graph classes as a foundation that covers the
whole breadth of F -branchwidth. Sections 5, 6 and 7 include an outline of our three unifying
algorithms and their correctness proofs.
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2

Preliminaries

For an integer i, we let [i] = {1, 2, . . . , i}. We refer to the handbook by Diestel [12] for
standard graph terminology. We also refer to the standard books for a basic overview of
parameterized complexity theory [11, 14]. Two graph parameters a, b are asymptotically
equivalent if for every graph class G, either both a and b are bounded by some constant, or
neither is. ∆(G) denotes the maximum vertex degree in G. The length of a path refers to
the number of edges on that path.
Ramsey Theory. Given an edge-colored graph G a subset of vertices C ⊆ V (G) is a
monochromatic clique of color c in G if the induced subgraph G[C] of G is complete and
every edge in G[C] is colored by color c.
▶ Fact 2.1 (Ramsey’s Theorem, see, e.g., [19]). Let n1 , n2 , . . . , nq ∈ N. There exists an
integer R such that for every edge-colored complete graph G on R vertices with q colors
1, . . . , q there exists i ∈ [q] such that G contains a monochromatic clique of color i and size
ni .
We denote by R(n1 , n2 , . . . , nq ) the minimum integer that satisfies the above fact and
call such a number (multicolor) Ramsey Number. We note the following well known bounds
on R(n1 , n2 , . . . , nq ).
▶ Fact 2.2 (Erdős and Szekeres [15]). R(n1 , n2 ) ≤

n1 +n2 −1
n1 −1



≤ 2n1 +n2 .

▶ Fact 2.3. R(n1 , n2 , . . . , nq ) ≤ R(n1 , n2 , . . . , nq−2 , R(nq−1 , nq )).
Treewidth. A nice tree-decomposition T of a graph G = (V, E) is a pair (T, χ), where T is
a tree (whose vertices we call nodes) rooted at a node r and χ is a function that assigns each
node t a set χ(t) ⊆ V such that the following holds:
For every uv ∈ E there is a node t such that u, v ∈ χ(t).
For every vertex v ∈ V , the set of nodes t satisfying v ∈ χ(t) forms a subtree of T .
|χ(ℓ)| = 1 for every leaf ℓ of T and |χ(r)| = 0.
There are only three kinds of non-leaf nodes in T :
Introduce node: a node t with exactly one child t′ such that χ(t) = χ(t′ ) ∪ {v} for some
vertex v ̸∈ χ(t′ ).
Forget node: a node t with exactly one child t′ such that χ(t) = χ(t′ ) \ {v} for some
vertex v ∈ χ(t′ ).
Join node: a node t with two children t1 , t2 such that χ(t) = χ(t1 ) = χ(t2 ).
The width of a nice tree-decomposition (T, χ) is the size of a largest set χ(t) minus 1,
and the treewidth of the graph G, denoted tw(G), is the minimum width of a nice treedecomposition of G. Efficient fixed-parameter algorithms are known for computing a nice
tree-decomposition of near-optimal width [4, 26].
▶ Proposition 2.4 (Bodlaender et al. [4]). There exists an algorithm which, given an n-vertex
graph G and an integer k, in time 2O(k) · n either outputs a tree-decomposition of G of width
at most 5k + 4 and O(n) nodes, or determines that tw(G) > k.
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Treedepth and Feedback Edge Set. A rooted forest is a forest in which every component
has a specified node called a root. The closure of a rooted forest T is the graph on V (T ) in
which two vertices are adjacent if and only if one is a descendant of the other in T . The
height of a rooted forest is the number of vertices in a longest root-to-leaf path in T . The
treedepth of a graph G, denoted by td(G), is the minimum height of a rooted forest whose
closure contains G as a subgraph.
▶ Fact 2.5 (Nešetřil and Ossona de Mendez [27]). Given an n-vertex graph G and a constant
w, it is possible to decide whether G has treedepth at most w, and if so, to compute an
optimal treedepth decomposition of G in time O(n).
A set Q ⊆ E(G) of edges in a graph G is called a feedback edge set if G − Q is acyclic.
The feedback edge set number of G is the minimum size of a feedback edge set of G and can
be computed efficiently.
▶ Fact 2.6. A minimum feedback edge set of a graph G can be obtained by deleting the edges
of minimum spanning trees of all connected components of G, and hence can be computed in
time O(|E(G)| + |V (G)|).
Both measures have been used to obtain fixed-parameter algorithms and/or polynomial
kernels in a number of applications [3, 16, 17, 20].
Branchwidth and Branch Decompositions. While branchwidth and branch decompositions
have also been defined over general ground sets, here we introduce the definition that matches
the most common usage scenario on graphs. A set function f : 2M → Z over a ground set M
is called symmetric if f (X) = f (M \ X) for all X ⊆ M . A tree is subcubic if all its nodes
have degree at most 3.
A branch decomposition of a graph G is a subcubic tree B whose leaves are mapped to
the vertices of G via a bijective mapping L. For an edge e of B, the connected components
of B − e induce a bipartition (Xe , Ye ) of the set of leaves of B, and through L also of V (G).
For a symmetric function f : 2V (G) → Z, the width of e is f (Xe ), the width of the branch
decomposition B is the maximum width over all edges of B, and the branchwidth of G is
the minimum width of a branch decomposition of G. Here, f is often called the cut-function,
and we use G[X, Y ] to denote the bipartite graph obtained from G by removing all edges
that do not have precisely one endpoint in X and precisely one endpoint in Y .
Well-known applications of this definition include mim-width [24, 33], where the cutfunction is the size of a maximum induced matching in G[X, Y ]. Another example is
maximum-matching width, which is asymptotically equivalent to treewidth [25] and where
the cut-function is the size of a maximum (but not necessarily induced) matching in G[X, Y ].
Rank-width is another well-known example of branchwidth; there, the cut-function is the
rank of the bipartite adjacency matrix induced by (X, Y ). Rank-width is asymptotically
equivalent to clique-width [28].
In Sections 5 and 6, it will be useful to consider the restrictions of (the tree structure of)
a branch decomposition (B, L). For a tree T and a set A ⊆ V (T ) we define the restricted
tree of T with respect to A as the tree restrT (A) that arises from the minimal subtree of T
containing all vertices in A by recursively contracting all edges uv where u has degree 2 and
is not in A.
Note that for a branch decomposition (B, L) the restricted tree with respect to subset of
leaves A ⊆ L(V (G)) of a branch decomposition of G can be seen as a branch decomposition
of G[A]. Conversely a branch decomposition (B1 , L1 ) of G extends a branch decomposition
(B2 , L2 ) of G[A], if restrB1 (A) = B2 and L1 (a) = L2 (a) for a ∈ A.
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Note also that every edge xy ∈ E(restrB (A)) can be understood as the contraction of the
path P between x and y in B. We also say that the edge xy of the restricted tree with
respect to X of B corresponds to P .
To streamline the presentation in some sections (such as Section 5), we suppress the
function L of a branch decomposition B by assuming that the leaves of branch decompositions
are actually the leaves of G.
Typical Sequences. Typical sequences, introduced in [6], will be an important tool in the
FPT algorithm for computing F ∗ -branchwidth parameterized by treewidth and vertex degree.
We provide a brief overview over important definitions and results.
▶ Definition 2.7 (E.g. Bodlaender and Kloks [6]). Let s = (s1 , . . . , sℓ ) be a sequence of natural
numbers (including 0) of length ℓ. The typical sequence τ (s) of s is obtained from s by an
iterative exhaustive application of the following two operations:
1. Removing consecutive repetitions: If there is an index i ∈ [ℓ − 1] such that si = si+1 , we
change the sequence s from (s1 , . . . , sℓ ) to (s1 , . . . , si , si+2 , . . . , sℓ).
2. Typical operation: If there are i, j ∈ [ℓ] such that j − i ≥ 2 and for all i ≤ k ≤ j,
si ≤ sk ≤ sj , or for all i ≤ k ≤ j, si ≥ sk ≥ sj then we change the sequence s from
s1 , . . . , sℓ to s1 , . . . , si , sj , . . . , sℓ , i.e. we remove all entries of s (strictly) between index i
and j.
We say a sequence of natural numbers is typical whenever it is identical to its typical sequence.
While it is maybe not immediately obvious from the definition, the typical sequence of a
sequence of natural numbers is always unique. As we use typical sequences to index table
entries or records in a dynamic program in Section 5 and also branch on ways to modify
them, the following combinatorial bounds will be useful.
▶ Fact 2.8 (Bodlaender and Kloks [6]).
The length of the typical sequence of a sequence with entries in {0} ∪ [k] is at most 2k + 1.
The number of typical sequences with entries in {0} ∪ [k] is at most 83 22k .
It is known that typical sequences of a sequence of natural numbers can be computed in
linear time.
▶ Fact 2.9 (Bodlaender et al. [5]). The typical sequence of a sequence of natural numbers of
length ℓ can be computed in time in O(ℓ).
For the correctness of our dynamic program it is helpful to note some trivial observations:
The typical sequence of a concatenation of two sequences s and s′ is the typical sequence of
the concatenation of the typical sequences of s and s′ . Moreover, the typical sequence of a
sequence (s1 + z, . . . , sℓ + z) that arises from a typical sequence by adding some constant
z ∈ N to every entry of a sequence s is equal to the sequence that arises by adding z to each
entry of the typical sequence of s. We also write s + z for a sequence s of length ℓ and a
natural number z to denote the sequence (s1 + z, . . . , sℓ + z).
A definition which will be crucial at the join nodes in our dynamic program is that of the
⊕-operator for typical sequences.
▶ Definition 2.10 (Bodlaender and Kloks [6]). Let s be a sequence of ℓ natural numbers.
We define the set E(s) of extensions of s as the set of sequences that are obtained from
s by repeating each of its elements an arbitrary number of times, and at least once. Now
we define the interleaving of two typical sequences s and t of arbitrary length to be the set
s ⊕ t = {τ ((s̃1 + t̃1 , . . . , s̃ℓ + t̃ℓ )) | s̃ ∈ E(s), t̃ ∈ E(t), |s̃| = |t̃| = ℓ}, where we use |r| to denote
the length of a sequence r.

E. Eiben, R. Ganian, T. Hamm, L. Jaffke, and O.-j. Kwon

63:7

▶ Fact 2.11 (Thilikos et al. [32]). The interleaving of two typical sequences with entries in
[k] can be computed in time in O(k 4 24k(2k+1) ).

3

F -Branchwidth

In this paper we consider branchwidth and branch decompositions where the value of the
cut-function f (X) is defined by the maximum number of vertices of any induced subgraph of
G[X, V (G) \ X] that is isomorphic to some graph in some fixed infinite family of bipartite
graphs. We focus on families of bipartite graphs where each part has the same size satisfying
a certain closure property. Let F be an infinite family of bipartite graphs where each graph in
F has bipartition (A = (a1 , . . . , an ), B = (b1 , . . . , bn )). We say that F is partner-hereditary
(ph ) if for each 2n-vertex graph in F and each subset L of [n], the graph induced on
{ai , bi |i ∈ L} is isomorphic to a graph in F . Note that the vertices in both parts of the
bipartite graph in F are ordered. Given a bipartite graph H = (V, E) with bipartition
(A = (a1 , . . . , an ), B = (b1 , . . . , bn )), for each i ∈ [n] we call ai and bi partners. Moreover, for
simplicity, when referring to a bipartite graph H with bipartition (A, B) and edge set E we
will sometimes write H = (A, B, E).
For a ph family of bipartite graphs F , we define F -branchwidth as the branchwidth where
the cut-function L of a cut (X, Y ) is defined as the largest n such that a 2n-vertex graph in
F is isomorphic to an induced subgraph of G[X, Y ]. For a graph G, a branch decomposition
B of G, and an edge e of B, we denote by F -bw(B, e) the width of the cut of G induced
by e, by F -bw(B) the width of B and we denote by F -bw(G) the F -branchwidth of G. We
begin by noting the following simple observations that follow directly from the fact that the
width of an edge depends only on the existence of some graph in F as induced subgraph
across the cut.
▶ Observation 3.1. Let F be a ph family of graphs, G a graph, and H an induced subgraph
of G, then F -bw(H) ≤ F -bw(G).
▶ Observation 3.2. Let F , F ′ be two ph families of graphs such that there are only finitely
many graphs in F ′ \ F and let G be a graph. Then F ′ - bw(G) ≤ max{F-bw(G), |F | | F ∈
F ′ \ F }.
We say that two families of graphs F1 and F2 are isomorphic if for every graph H1 in F1 ,
the class F2 contains a graph isomorphic to H1 and for every graph H2 in F2 , the class
F1 contains a graph isomorphic to H2 . Since the ordering on the vertices in G[X, Y ] for a
partition (X, Y ) of the vertices of G is not important to determine the width of the cut, we
get the following observation.
▶ Observation 3.3. Let F1 , F2 be two isomorphic ph families of graphs and G a graph, then
F1 - bw(G) = F2 - bw(G).
It will be useful to introduce the following six special families of ph classes. In the following,
we denote a bipartite graph with vertex bipartition (A, B) and edge set E by (A, B, E). Let:
1. H∅n = ((a1 , . . . , an ), (b1 , . . . , bn ), ∅) and let F∅ = {H∅n | n ∈ N}, i.e., F∅ contains all
edgeless graphs on an even number of vertices.
2. H n = ((a1 , . . . , an ), (b1 , . . . , bn ), E ) where E = {ai bi | i ∈ [n]} and let F = {H n | n ∈
N}, i.e., F contains all 1-regular graphs (matchings).
3. H n = ((a1 , . . . , an ), (b1 , . . . , bn ), E ) where E = {ai bj | i ≤ j ∈ [n]} and let F = {H n |
n ∈ N}, i.e., F contains all bipartite chain graphs without twins.
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4. H n = ((a1 , . . . , an ), (b1 , . . . , bn ), E ) where E = {ai bj | i < j ∈ [n]} and let F = {H n |
n ∈ N}, i.e., F contains each graph in F without the matching.
5. H n = ((a1 , . . . , an ), (b1 , . . . , bn ), E ) where E = {ai bj | i ̸= j ∈ [n]} and let F = {H n |
n ∈ N}, i.e., F contains for every n the 2n-vertex (n − 1)-regular bipartite graph (all
anti-matchings).
6. H n = ((a1 , . . . , an ), (b1 , . . . , bn ), E ) where E = {ai bj | i, j ∈ [n]} and let F = {H n |
n ∈ N}, i.e., F contains all complete bipartite graphs Kn,n .
We will later prove that to compute an approximately-optimal branch decomposition
for any ph family F , it suffices to compute an optimal branch decomposition for F ∗ , where
F ∗ is the union of a subset of classes F , F , and F that are fully contained in F (see
Lemma 4.13).

4

Size-Identifiable Classes and Comparison to Existing Measures

Here, we focus on the six families introduced at the end of Section 3. We first show that
while there is an infinite number of possible ph graph classes, to asymptotically characterize
F -branchwidth for any ph family of graphs F we only need to consider these six families.
Afterwards, we turn our attention on several previously studied graph measures and show
how they compare to F -branchwidth. Finally we show that to compute an approximate
F ∗ -branch decomposition, it suffices to focus on only three of these classes, namely F , F ,
and F .

4.1

Size-Identifiable Classes

We say that F is size-identifiable (si ) if for each n ∈ N, there is a single 2n-vertex graph
in F (up to isomorphism). We will show F∅ , F , F , F , F , and F are the only si
ph families of graph. To show that these are the only si ph families as well as to show
importance of these families, we will make use of the following lemma that basically shows
that any bipartite graph with ordered partitions contains a large subset of partners that
induce a graph isomorphic to a graph in one of the six above families.
▶ Lemma 4.1. Let q ≥ R(2n, 2n, 2n, 2n) and let H q = ((a1 , . . . , aq ), (b1 , . . . , bq ), E) be a
bipartite graph. Then there exists L ⊆ [q] such that |L| = n and the graph induced on
{ai , bi | i ∈ L} is isomorphic to one of H∅n , H n , H n , H n , H n , or H n .
Proof. To prove the lemma, we will construct an auxiliary edge-colored complete graph G
on q vertices such that there is bijection between the vertices of G and partners ai , bi in
H q . Moreover, a monochromatic clique in G will correspond to one of H∅n , H n , H n , H n , or
H n . Let G be the edge-colored graph such that V (G) = (v1 , v2 , . . . , vn ) and the edge vi vj ,
1 ≤ i < j ≤ q, has color
1 if both edges ai bj , aj bi are in E,
2 if the edge ai bj is in E and the edge aj bi is not in E,
3 if the edge aj bi is in E and the edge ai bj is not in E,
4 if both edges ai bj , aj bi are not in E,
Since q ≥ R(2n, 2n, 2n, 2n), by Ramsey’s Theorem G contains a monochromatic clique
on 2n vertices. Note that either at least n vertices of the clique correspond to partners that
are adjacent to each other, or at least n vertices of the clique correspond to partners that
are not adjacent to each other. Let C be a monochromatic clique on n vertices such that
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either ai bi ∈ E for each vi ∈ C (i.e., all partners in C are matched), or ai bi ̸∈ E for each
vi ∈ C (i.e., all partners in C are not matched). Let us now consider each of the following
possibilities:
Color 1 and partners are adjacent. It is easy to verify that the graph induced on {ai , bi |
i ∈ L} is isomorphic with H n .
Color 1 and partners are not adjacent. Then the graph induced on {ai , bi | i ∈ L} contains
an edge ai , bj if and only if i ̸= j and it is isomorphic with H n .
Color 2 and partners are adjacent. Then the graph induced on {ai , bi | i ∈ L} contains an
edge ai , bj if and only if i ≤ j and it is isomorphic with H n .
Color 2 and partners are not adjacent. Then the graph induced on {ai , bi | i ∈ L} contains
an edge ai , bj if and only if i < j and it is isomorphic with H n .
Color 3 and partners are adjacent. Then the graph induced on {ai , bi | i ∈ L} contains an
edge ai , bj if and only if i ≥ j and it is isomorphic with H n . Note that here we have to
change the order of the pairs to obtain H n .
Color 3 and partners are not adjacent. Then the graph induced on {ai , bi | i ∈ L} contains
an edge ai , bj if and only if i > j and it is isomorphic with H n .
Color 4 and partners are adjacent. Then the graph induced on {ai , bi | i ∈ L} contains an
edge ai , bj if and only if i = j and it is isomorphic with H n .
Color 4 and partners are not adjacent. Then it is easy to verify that the graph induced on
{ai , bi | i ∈ L} is isomorphic with H∅n .
◀
▶ Lemma 4.2. There are precisely six si and ph families: F∅ , F , F , F , F , F .
Proof. It is rather straightforward to verify that each of the families F∅ , F , F , F , F ,
F is ph and si . Let F be an si and ph graph family and let H n denote the unique
2n-vertex graph in F . First note that if H n is in one of the six families described above
(i.e., for example H n = H n ) then for all m < n the graph H m is in the same family of the
graphs. Indeed for each of the six families the bipartite subgraph of H n induced on the
first m partners is in the same family. Since F is ph , this subgraph is in F and since F is
also si , this subgraph is isomorphic to H m . To finish the proof, it suffices to show that
H n is always one of the the following six graphs: H∅n , H n , H n , H n , H n , or H n . Indeed, let
q = R(2n, 2n, 2n, 2n) and let us consider the graph H q . By Lemma 4.1 there exists L ⊆ [q]
such that |L| = n and the subgraph of H q induced on {ai , bi | i ∈ L} is isomorphic to one of
H∅n , H n , H n , H n , H n , or H n . Since F is ph , F contains a graph isomorphic to one of H∅n ,
◀
H n , H n , H n , H n , or H n and since F is si , this graph is indeed isomorphic to H n .
We now apply Ramsey’s Theorem to show that these six si classes capture the whole
hierarchy of width parameters induced by F -branchwidth.
▶ Lemma 4.3. Let F be a ph graph class and let F ′ be the union of all si families of which
all but finitely many elements are contained in F . Then F -branchwidth is asymptotically
equivalent to F ′ -branchwidth.
Proof. Since F ′ is contained in F up to a finite number of elements, it follows from
Observation 3.2 that for every graph G it holds that F ′ -bw(G) ≤ F -bw(G) + q, where
q = max{|F | | F ∈ F ′ \ F } is a constant. It hence suffices to show that F -bw(G) is
upper-bounded by a function of F ′ -bw(G).
Let q be the size of the largest graph H such that H ∈ F \ F ′ and H is isomorphic to
one of H∅q , H q , H q , H q , H q , or H q ; if no such graph H exists, we set q to 0. Note that, in
any case, F does not contain all but finitely many graphs in the si class containing H and q
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is a constant. Let us consider a branch decomposition B of G such that F ′ - bw(B) = k and
let n = 1 + max(q, k). We will show that F - bw(B) < R(2n, 2n, 2n, 2n), which will complete
the proof.
For the sake of contradiction, let us assume that this is not the case and that there
is an edge e ∈ B such that F - bw(B, e) ≥ R(2n, 2n, 2n, 2n). Let X, Y be the partition of
V (G) induced by e. Then G[X, Y ] has an induced subgraph on 2m vertices, for some m ≥
R(2n, 2n, 2n, 2n), that is isomorphic to some graph H m in F . However, m ≥ R(2n, 2n, 2n, 2n)
and by Lemma 4.1, there is a subset L ⊆ [m] such that |L| = n and the graph H n induced
on {ai , bi | i ∈ L} is isomorphic to one of H∅n , H n , H n , H n , H n , or H n . Since n > q, H n is
isomorphic to a graph in an si family fully contained in F . But then F ′ - bw(B, e) ≥ n > k,
contradicting F ′ - bw(B) = k.
◀

4.2

Comparison to Existing Measures

Next, we discuss how specific si ph classes capture previously studied parameters. First,
mim-width is precisely F -branchwidth.
▶ Observation 4.4. For every graph G, mim-width of G is equal to F -branchwidth of G.
The next decomposition parameter that we consider is treewidth. To show the equivalence,
we actually show that maximum-matching width, which is always linearly upper- and lowerbounded by treewidth [25, 33], is also F -branchwidth for the ph family F of all ph graphs
that contain a matching on the partners.
▶ Lemma 4.5. There exists a ph family F such that for all graphs G it holds F -bw(G) ≤
tw(G) + 1 ≤ 3 · F -bw(G).
By Lemma 4.3, treewidth is then asymptotically equivalent to F ∗ -branchwidth for F ∗
being the union of some si ph classes, notably F , F , F , and F . By applying the easy
observation that F ′ ⊆ F implies F ′ - bw(G) ≤ F -bw(G) for any ph families F and F ′ and
any graph G, we can also establish an explicit upper bound when considering F , F and
F . The reason we are interested in specifically this set of families will become clear when
we define primal families.
▶ Corollary 4.6. Let F ∗ be a union of any combination of families among F , F , and F
and let G be a graph. Then F ∗ - bw(G) ≤ tw(G) + 1.
Throughout Section 5 and in Proposition 6.1 in Section 6, the fact that F ∗ -bw(G) is
bounded in the respective parameters is essential, and Corollary 4.6 gives this bound.
The next parameter that we will consider is clique-width. Similarly as for treewidth, it
will be easier to show equivalence with another parameter, module-width, which is known
to be asymptotically equivalent to cliquewidth [7, 29]. An important tool to establish this
equivalence is Corollary 2.4 in [13], which intuitively states that any sufficiently large twin-free
bipartition of vertices in a graph must contain a large chain, anti-matching or matching.
▶ Lemma 4.7. Let F = F ∪ F ∪ F . Then there exists a computable function f such that
F -bw(G) ≤ modw(G) ≤ f (F -bw(G)) for every graph G; in particular, module-width and
F -branchwidth with F = F ∪ F ∪ F are asymptotically equivalent.
Finally, we compare F -branchwidth to the so-called H-join decompositions introduced
by Bui-Xuan, Telle, and Vatshelle [8]. We note that unlike other parameters, H-join
decompositions do not have a specific “width”; each graph either admits a decomposition or
not, and the complexity measure is captured by the order of the graph H. Keeping this in
mind, we can show that F -branchwidth captures H-joins as well.
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▶ Lemma 4.8. Let F = F ∪ F ∪ F and let H be a fixed graph. Then for all H-join
decomposable graphs G it holds that F - bw(G) ≤ |V (H)|.

4.3

Primal Families and Computing F -Branchwidth

Let us call the ph families F , F , and F primal . As the last result of this section, we can
build on Lemma 4.3 and show that it suffices to focus our efforts to compute good F -branch
decompositions merely on unions of primal classes. To this end, one can prove the following
simple claim.
▶ Lemma 4.9. Let F be a union of si ph classes. If F ⊆ F , then for every graph G it
holds that | F -bw(G) − F ′ -bw(G)| ≤ 1, where F ′ = (F \ F ) ∪ F .
Proof. Let X, Y be a partition of V (G) and let n ∈ N be the largest integer such that G[X, Y ]
contains an induced subgraph isomorphic to H n . If H n = ((a1 , . . . , an ), (b1 , . . . , bn ), E ),
then it is easy to see that ((a2 , . . . , an ), (b1 , . . . , bn−1 ), E ) is isomorphic to H n−1 . On the
other hand if m ∈ N is the largest integer such that G[X, Y ] contains an induced subgraph
isomorphic to H m = ((a1 , . . . , am ), (b1 , . . . , bm ), E ), then ((a1 , . . . , am−1 ), (b2 , . . . , bm ), E )
is isomorphic to H m−1 .
◀
To prove that F∅ and F are redundant we will use the following well-known fact that
for any subset of leaves of branch decomposition B there is an edge of B that separates
the subset in balanced way. Let B = (V, E) be a subcubic tree and consider a nonnegative
weight function w : V → R≥0 . Let e be an edge in B and B1 , B2 be the two connected
components of B − e. We say that e is α-balanced, for 0 < α ≤ 21 , if α · w(B) ≤ w(B1 ) ≤
P
(1 − α) · w(B), where w(B) = v∈V (B) w(v) (note that w(B) = w(B1 ) + w(B2 ) so also
α · w(B) ≤ w(B2 ) ≤ (1 − α) · w(B)). The following lemma is folklore and we include the
proof only for completeness.
▶ Lemma 4.10. Let B = (V, E) be a subcubic tree and consider a nonnegative weight function
w : V → R≥0 on vertices of B. Then there exists a 13 -balanced edge in B.
Proof. Let us orient the edges of B as follows. Let e be an edge in B and B1 , B2 be the
two connected components of B − e. We orient the edge from B1 to B2 if w(B1 ) < 21 · w(B)
and from B2 to B1 otherwise. The directed graph obtained in this way is acyclic and it has
a sink, i.e., vertex of out-degree zero. It is straightforward to verify that there is an edge
incident to the sink such that 13 · w(B) ≤ w(B1 ) ≤ 21 · w(B).
◀
Using the above lemma we get the following corollaries.
▶ Corollary 4.11. Let n ∈ N and let G be a graph such that there exists a partition (A, B)
of V (G) with H∅3n isomorphic to an induced subgraph H of G[A, B]. Then each branch
decomposition B of G has an edge e that induces a partition (X, Y ) of G such that H∅n is
isomorphic to an induced subgraph of G[X, Y ].
Proof. Let H = (AH , BH , EH ) such that AH = A ∩ V (H) and BH = B ∩ V (H). Let
w : V (B) → R≥0 such that w(v) = 1 if v = L(u) for some vertex u ∈ V (H) and w(v) = 0,
otherwise. Let e be a 13 -balanced edge of B and let (X, Y ) be the partition of G induced
by e such that w(X) ≤ w(Y ). Then |V (H)|
≤ |V (H) ∩ X| ≤ |V (H)|
. Furthermore, let us
3
2
assume, without loss of generality, that |AH ∩ X| ≥ |BH ∩ X|. Clearly, |AH ∩ X| ≥ n and
|BH ∩ X| ≤ 2n, hence |BH ∩ Y | ≥ n. It is easy to verify that (AH ∩ X) ∪ (BH ∩ Y ) induces
a graph isomorphic to H∅n .
◀
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Following an analogous argument for F we get.
▶ Corollary 4.12. Let n ∈ N and let G be a graph such that there exists a partition (A, B)
of V (G) with H 3n isomorphic to an induced subgraph H of G[A, B]. Then each branch
decomposition B of G has an edge e that induces a partition (X, Y ) of G such that H n is
isomorphic to an induced subgraph of G[X, Y ].
Given the above two corollaries it is straightforward to show the following lemma.
▶ Lemma 4.13. Let F be a union of a subset of si ph classes other than F . Let F ∗ be the
union of all primal families in F . Then an optimal F ∗ -branch decomposition of a graph G
is a 3-approximate F -branch decomposition of G.
Proof. Let B be an optimal F ∗ -branch decomposition and let e be an edge in B that induces
partition (X, Y ) of G. If F ∗ -bw(B, e) < F -bw(B, e) = n, then either
G[X, Y ] contains an induced subgraph isomorphic to H∅n and F∅ ⊆ F \ F ∗ , or
it contains an induced subgraph isomorphic to H n and F ⊆ F \ F ∗ .
◀
In both cases, we have F -bw(G) ≥ n3 by Corollaries 4.11 and 4.12.
We use F ∗ to refer to the union of any combination of primal families, and F ∗ -bw(G)
to refer to the F ∗ -branchwidth of G. If follows from Lemmas 4.9 and 4.13 that computing
F ∗ -branchwidth is sufficient to obtain approximately optimal decompositions for all possible
F-branchwidths. We conclude this section by showing that for F ∗ -Branchwidth, i.e., the
problem of computing an optimal F ∗ -branch decomposition for a fixed choice of F ∗ , it is
sufficient to deal with connected graphs only.
▶ Lemma 4.14. Let F ∗ be a union of a non-empty set of primal families of graphs. For
a graph G, the F ∗ -branchwidth of G is the maximum F ∗ -branchwidth over all connected
components of G.
Proof. We will prove the lemma by induction on the number of connected components.
Clearly, if G is connected, then the statement hold. Now, if G be a disjoint union of graphs
G1 and G2 . Given a F ∗ -branch decomposition B of G of width k, it is easy to see that the
restriction of B to G1 (resp. G2 ), that is the branch decomposition obtained from B by
deleting the leaves that do not correspond to vertices of G1 (resp. G2 ), is a decomposition B
of G1 (resp. G2 ) of width k. Note that this shows that the F ∗ -branchwidth of G is at least
maximum of F ∗ -branchwidth of G1 and F ∗ -branchwidth of G2 which is in turn, by induction
hypothesis, at least the maximum F ∗ -branchwidth over all connected components of G.
On other hand, let B1 and B2 be F ∗ -branch decompositions of G1 and G2 respectively.
We construct a F ∗ -branch decomposition of G of width max(F ∗ - bw(B1 ), F ∗ - bw(B2 )). This
shows that F ∗ -branchwidth of G is at most maximum of F ∗ -branchwidth of G1 and F ∗ branchwidth of G2 which is by induction hypothesis the maximum F ∗ -branchwidth over all
connected components of G, finishing the proof.
Let e1 be an arbitrary edge of B1 and e2 an arbitrary edge of B2 . Let us subdivide
e1 and e2 and let the resulting vertices be w1 and w2 , respectively. Note that subdivision
of an edge in a branch decomposition does not change the width of the decomposition.
Now let B be the F ∗ -branchwidth decomposition obtained by taking the disjoint union
of B1 and B2 and adding the edge w1 w2 . Let us show that the width of every edge is
bounded by max(F ∗ - bw(B1 ), F ∗ - bw(B2 )). First, consider the edge w1 w2 . The partition of
V (G) induced by this edge is (V (G1 ), V (G2 )). There is no edge between V (G1 ) and V (G2 ).
But F ∗ is a union of a non-empty set of primal families of graphs and every vertex in a
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bipartite graph in F ∗ has degree at least one. So no induced subgraph of G[(V (G1 ), V (G2 ))]
is isomorphic to a graph in F ∗ and the width of the edge w1 w2 is 0. Now let e be an edge in
B1 and let (X, Y ) be the partition of V (G) induced by e. It is easy to see that, depending of
which connected component of B1 − e contains w1 , we have either V (G2 ) ⊆ X or V (G2 ) ⊆ Y .
Let H be an induced subgraph of G[X, Y ] isomorphic to a graph in F ∗ . It follows that every
vertex in V (H) ∩ X has a neighbor in Y and every vertex in V (H) ∩ Y has a neighbor in X.
Since either V (G2 ) ⊆ X or V (G2 ) ⊆ Y and there is no edge between G1 and G2 , we have
V (H) ⊆ V (G1 ) and F ∗ - bw(B, e) = F ∗ - bw(B1 , e). An analogous argument for an edge in
B2 finishes the proof.
◀

5

Treewidth and Maximum Vertex Degree

Our aim in this section is to prove the following theorem.
▶ Theorem 5.1. Let F ∗ be the union of some primal ph families. F ∗ -Branchwidth is
FPT parameterized by the treewidth and the maximum degree of the input graph.
As an immediate corollary, by considering F ∗ = F we obtain:
▶ Corollary 5.2. Mim-Width is FPT parameterized by the treewidth and the maximum
degree of the input graph.
On a high level, our proof of Theorem 5.1 relies on the usual dynamic programming
approach which computes a set of records for each node t ∈ V (T ) of a minimum-width nice
tree decomposition (T, χ) of G in a leaves-to-root manner. Here each record captures a set of
partial F ∗ -branch decompositions not exceeding F ∗ -branchwidth at most tw(G). It is worth
noting that the most involved and difficult parts of our algorithm are necessary to handle
the case that F ⊆ F ∗ .
S
For t ∈ V (T ), denote by Tt the subtree of T rooted at t, and by Gt = G[ s∈V (Tt ) χ(s)]
the subgraph of G induced by the vertices in the bags of Tt . Moreover, for v ∈ V (G) we
denote its closed distance-i neighbourhood in G by N i [v], its open distance-i neighbourhood
in G by N i (v), and also extend these notations to vertex sets V ′ ⊆ V (G) by denoting
S
N i [V ′ ] = v∈V ′ N i [v] and N i (V ′ ) = N i [V ′ ] \ V ′ .
We define a record (D, ♭, Λ, σ, α , α , α ) of t ∈ V (T ) to consist of the following.
3
A binary tree D on at most 2|N [χ(t)]| vertices, all leaves of which are identified with
distinct vertices in N 3 [χ(t)]. Intuitively, D will describe the restricted tree with respect
to N 3 [χ(t)] of all branch decompositions of Gt that are captured by the record.
A set ♭ = {♭e }e∈E(D) indexed by the edges of D, where each ♭e is a sequence of subsets
S
of N 3 tw(G) (N 3 [χ(t)]), such that e∈E(D) ♭e is a partition of N 3 tw(G) (N 3 [χ(t)]). Each
♭e describes the order in which subtrees containing vertices in N 3 tw(G) (N 3 [χ(t)]) are
attached to the path which corresponds to e in any branch decomposition captured by
(D, ♭, Λ, σ, α , α , α ). The entry ♭ can be interpreted to express a “refinement” of each
edge of D. Similarly to edges of D corresponding to paths in a branch decomposition captured by the record we will define refinements of these paths in such branch decompositions
into blocks which correspond to pairs (e, i) where e ∈ E(D) and i ∈ [|♭e | + 1].
Λ = (Λe )e∈E(D) indexed by the edges of D, where for each e ∈ E(D), Λe is a sequence
Λe = (λ1 , . . . , λ|♭e |+1 ) of subsets of N 3 (χ(t)). λi ∈ Λe should be such that the F -bw value
at every edge in the block corresponding to (e, i) in any branch decomposition captured
by (D, ♭, Λ, σ, α , α , α ) can be achieved by a matching such that its intersection with
G[N 3 [χ(t)]] is incident to precisely the vertices in λi . In other words, λi ∈ Λe describes
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the interaction we assume any matching to have with G[N 3 [χ(t)]] when computing the
F -bw value at any edge in the block corresponding to (e, i). We can argue (Lemma 5.5)
that such a set λi exists.
A collection σ = (σe,i )e∈E(D),i∈[|♭e |+1] of typical sequences σe,i with entries in {0} ∪
[tw(G) + 1]. σe,i should describe a further refinement of each path corresponding to (e, i)
in a branch decomposition captured by (D, ♭, Λ, σ, α , α , α ) according to the F -bw
values that can be achieved by the restriction of the branch decomposition to Gt under
the condition imposed by the choice of λi . The importance of these typical sequences is
that we can argue that it is safe to assume that a partial branch decomposition at node t
can be extended to a minimum-F ∗ -bw decomposition of G if and only if this is possible
by attaching vertices only at positions in the typical sequences (Lemma 5.7).
α , α , α ∈ [tw(G) + 1] should describe the F -bw, F -bw and F -bw of any branch
decomposition of Gt captured by (D, ♭, Λ, σ, α , α , α ). For α there is a slight caveat –
to compute this entry in the record we will rely on the correctness of Λ which we cannot
ensure at the time of computation, but rather retroactively after the root of T is processed.
This is done by constructing a canonical decomposition concurrently with each record,
which is representative of all branch decompositions captured by (D, ♭, Λ, σ, α , α , α ),
and then after processing the root of T verifying that its F -bw is at most α .
Note that the number of records is easily seen to be FPT parameterized by tw(G) and ∆(G)
using the fact that the number of considered typical sequences is at most 83 22(tw(G)+1) [6].
We remark that the information stored in D is sufficient to keep track of the F -bw and
the F -bw of the constructed partial decomposition (this means to update α and α )
appropriately. For F -bw the “forgotten” vertices, i.e. vertices in V (Gt ) \ χ(t) have a more
far-reaching impact. More explicitly, any graphs in F and F induced in a cut of a partial
branch decomposition which contains a vertex in χ(t), can only contain vertices in N 3 [χ(t)].
Obviously, this is not true for graphs in F which can have infinite diameter.
Hence, for F -bw instead of keeping track of vertices which can occur in graphs in F ∗
together with vertices in χ(t), we store the rough location in the constructed partial branch
decomposition of a sufficiently large neighbourhood Ñ of χ(t) in G to separate the interaction
(in terms of independence) of edges of Gt [V (Gt ) \ Ñ ] and edges of G[V (G) \ (V (Gt ) ∪ Ñ )]
that occur in independent induced matchings at cuts in the constructed partial branch
decomposition. After this separation we still need to be able to actually derive the F -bw.
To do this we use typical sequences in a similar way as they are also used to compute e.g.
treewidth, pathwidth and cutwidth [5, 6, 21, 32], as indicated in the description of σ above.
In the remainder of this subsection we give an overview of the technical results and formal
definitions that justify our approach. For this fix a node t ∈ V (T ) of a tree decomposition
(T, χ) of G, let B be a branch decomposition of G of minimum F ∗ -branchwidth, D =
restrB (N 3 [χ(t)]), for an edge e ∈ E(D), Pe denote the path in B that corresponds to e, and ♭
be such that for every e ∈ E(D), (1) the subtree of B − Pe containing v ∈ N 3 tw(G) (N 3 [χ(t)])
S
S
is attached to an internal node of Pe if and only if v ∈ d∈♭e d; and (2) for v, w ∈ d∈♭e d,
v is contained in a subtree of B − Pe attached at a node before (in an arbitrary but fixed
traversal of Pe ) the node at which the subtree of B − Pe containing w is attached if and only
if the set in ♭e that contains v is before the set in ♭e that contains w in the sequence ♭e .
▶ Definition 5.3. For e ∈ E(D) which corresponds to the path Pe in B, each maximal
subpath of Pe which does not have internal nodes at which subtrees of B − Pe containing
vertices in N 3 tw(G) (N 3 [χ(t)]) are attached is called a block of e.
▶ Observation 5.4. There are |♭e | + 1 blocks of an edge e ∈ E(D).

E. Eiben, R. Ganian, T. Hamm, L. Jaffke, and O.-j. Kwon

63:15

In this way we can immediately relate each block to a pair (e, i) where e ∈ E(D) and
i ∈ [|♭e | + 1], where we enumerate the blocks of e according to the fixed traversal of Pe . For
the remainder of this subsection we fix an edge e ∈ E(D) and its corresponding path Pe in B.
Next we show that blocks have the desirable property that we can consider induced
matchings with uniformly restricted interaction with N 3 [χ(t)] when computing the F -bw
values at edges of a fixed block. Even stronger this restricted interaction does not depend on
the internal structure of a block which is important for the application of typical sequences.
▶ Lemma 5.5. Let P ′ be a block of Pe . Then there is some λ ⊆ N 3 [χ(t)] such that the
following holds. Consider an arbitrary branch decomposition B̃ of G that arises from B by
deleting all subtrees of B − Pe that are attached at internal vertices of P ′ and reattaching
binary trees with the same cumulative set of leaves at internal nodes of P ′ or subdivisions
of edges of P ′ . Denote by P̃ the path in B̃ which corresponds to the path of all (possibly
subdivided) edges of P ′ . Then for every edge ẽ ∈ E(P̃ ) there is an induced matching M̃ in
the bipartite subgraph of G induced by ẽ with 2F -bw(B, ẽ) vertices such that the edges in
E(M̃ [N 3 [χ(t)]]) are incident to exactly λ.
Lemma 5.5 justifies the following definition.
▶ Definition 5.6. We say that a block P ′ of Pe is a λ-block where λ ⊆ N 3 [χ(t)] satisfies the
properties described in Lemma 5.5.
Note that the entry Λ in our dynamic programming records acts as a guess for which sets
λe,i each block associated to (e, i) is a λe,i -block for.
Now consider a λ-block Pλ of P . We show that we can apply typical sequences in the
usual way within Pλ , i.e. assume that whenever some vertices in V (G) \ V (Gt ) are attached
in B at Pλ , that they are attached at certain points of Pλ which can be distinguished even
after using typical sequences for the F -bw to compress Pλ .
For a branch decomposition B′ of Gt and an edge f ∈ E(B′ ) we use F -bwλ (B′ , f ) to
denote the maximum size of an induced matching M in the cut of B′ at f in which the set
of vertices in N 3 [χ(t)] adjacent to edges in M [N 3 [χ(t)]] is equal to λ. In the pathological
case that there is no such matching in which the set of vertices in N 3 [χ(t)] adjacent to edges
in M [N 3 [χ(t)]] is equal to λ, we set F -bwλ (B′ , f ) = ⊥. Finally for two edges p, q ∈ E(Pλ ),
we write Pλ (p, q) to denote the subpath of Pλ between p and q and excluding p and q. We
do not make any distinction between Pλ (p, q) and Pλ (q, p).
▶ Lemma 5.7. Let B′ = restrB (N 3 [V (Gt )]) be the branch decomposition of G[N 3 [V (Gt )]]
given by B, and let P ′ be the subpath of B′ that corresponds to Pλ . Assume that there are
p, q ∈ E(P ′ ) such that all of the following hold.
1. F -bwλ (B′ , p) = min{F -bwλ (B′ , r) | r ∈ E(P ′ (p, q))}.
2. F -bwλ (B′ , q) = max{F -bwλ (B′ , r) | r ∈ E(P ′ (p, q))}.
3. For every subtree Bv of B which is attached at an internal node v of Pλ , it holds that
V (B′v ) ∩ N 3 [χ(t)] = ∅.
Obtain B∗∗ from B by removing for each internal node v of Pλ (p, q) V (G) \ V (Gt ) from B
and attaching Fv = restrBv (V (G) \ V (Gt )) in the order of the considered vertices v along Pλ
at the iterative subdivision of p. See Figure 1 for an illustration.
Then F -bw(B∗∗ ) ≤ F -bw(B), F -bw(B∗∗ ) ≤ F -bw(B), and F -bw(B∗∗ ) ≤
F -bw(B).
In the later application of Lemma 5.7, P ′ (p, q) takes the role of a path that is contracted
in for obtaining any of the typical sequences in a record, and iteratively applying this lemma
ensures the “safeness” (w.r.t. F ∗ -branchwidth and the properties of blocks) of using them.
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p

q

B v1
p

B v2

B v3

B v4
q

Figure 1 Illustration of modification of B (top) to B∗∗ (bottom) as described in Lemma 5.7. The
cross-vertices in the bottom figure are the subdivision vertices used to attach the restrBv (V (G) \
V (Gt )) to p. The cutfunction values at the orange and purple edge in B∗∗ are upper-bounded by
the cutfunction values at the orange and purple edge in B∗ respectively.

Dynamic Programming Procedure
With the machinery now in place we are able to describe the dynamic programming procedure
which we use to prove Theorem 5.1.
We traverse T in leaves-to-root order and compute a set R(t) of records together with
corresponding canonical branch decompositions B of Gt for each node t ∈ V (T ). Intuitively
the information in the records allows us to iteratively extend the associated branch decompositions while bounding F -bw and F -bw by α and α respectively. For F -bw we
face a slight caveat. During the dynamic programming we are not able to keep track of the
actual F -bw without keeping a significant amount of information about forgotten vertices,
which we cannot allow ourselves without exceeding any bound in our parameters. Instead
we store a bound α on the F -bw of the constructed branch decompositions assuming that
in the records by which a certain record is reached each σe,i corresponds to a λi ∈ Λe -block
which is consistent with the choices made for blocks at lower levels of T . Checking whether
this assumption is actually consistent with the construction in the dynamic programming
procedure is the reason we include the canonical branch decompositions, some edges of which
have “pointers” to elements of sequences in σ for the respective record.
Keeping this in mind, we can formulate four procedures by which we compute R(t)
depending on the type of t assuming F contains all of F , F and F . It can easily be seen
that whenever F is not contained in F , the entries ♭, Λ and α as well as the canonical
branch decompositions for records can be safely omitted in each step, as the computation of
the other entries do not depend on them. Analogously whenever F is not contained in F ,
α can safely be omitted from all computation steps, and whenever F is not contained in F ,
α can safely be omitted from all computation steps. All of the following constructions are
easily seen to be executable in FPT time parameterized by tw(G) and ∆(G) using Facts 2.8,
2.9 and 2.11.
At the root r of T , assume we have correctly computed R(r). Now go through the
elements of R(r) in ascending order of max{α , α , α } for the respective records. For each
element, consider its branch decomposition and compute its F -bw. If it is equal to α
then we output max{α , α , α } and the associated branch decomposition witnesses that
F ∗ -bw(G) = max{α , α , α }.

Correctness
To argue correctness, we first we show that the claimed F ∗ -branchwidth given as the output
of the algorithm actually can be achieved by a branch decomposition of G, in particular this is
true for the canonical branch decomposition B associated to the record (D, ♭, Λ, σ, α , α , α )
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that leads to the output. Because we ensure that F -bw(B) = α , we obtain immediately that F ∗ -bw(B) ≤ max{α , α , α }. Assume for contradiction that F ∗ -bw(B) >
max{α , α , α }. Then F -bw(B) > max{α , α , α } or F -bw(B) > max{α , α , α }.
Let v ∈ V (G) be in a subgraph H of G which witnesses F -bw(B) > max{α , α , α } or
F -bw(B) > max{α , α , α }. Then because of the small diameter of antimatchings and
chain graphs we have that V (H) ⊆ N 3 [v]. Consider t ∈ V (T ) in which v is introduced, or the
′
′
′
leaf node with χ(t) = {v}. By construction there must be a record (D′ , ♭′ , Λ′ , σ ′ , α , α , α )
together with an associated branch decomposition B′ such that restrB (V (Gt )) = B′ , and
′
in particular restrB (N 3 [v]) is a subtree of D′ . This means that α ≥ F -bw(D′ ) > α or
′
α ≥ F -bw(D′ ) > α . However, the iterative construction ensures that the entries for
′′
′′
′′
′′
′′
α
and α
can not decrease for records (D′′ , Λ′′ , σ ′′ , α , α , α ) encountered when
′
′
′
′
constructing (D, ♭, Λ, σ, α , α , α ) from (D′ , Λ′ , σ ′ , α , α , α ). Thus α ≥ α and
′
α ≥ α , yielding a contradiction.
Conversely, now we show that the F ∗ -branchwidth returned by the algorithm is at most
as large as the F ∗ -branchwidth of any branch decomposition of G, and in particular this
implies that the algorithm always returns a solution (which is not immediately clear from
the description of the root step). Assume for contradiction that there is a node t ∈ V (T )
such that there is no record (D, ♭, Λ, σ, α , α , α ) with canonical branch decomposition B
of Gt in R(t) such that the following two conditions hold.
B can be extended to a branch decomposition B∗ of G realizing the F ∗ -branchwidth of G.
Every path in B∗ that corresponds to an edge e ∈ E(D) consists of a sequence of
blocks P1 , . . . , P|♭e |+1 , specifically Pi is a λe,i -block. Further each typical sequence
of (F -bwλe,i (B, e))e∈E(Pi′ ) where Pi′ is the path in B which Pi corresponds to is
equal to σe,i .
Let t be such a node such that for all nodes t′ ∈ V (Tt ) there is a record
′
′
′
(D′ , Λ′ , σ ′ , α , α , α ) with corresponding branch decomposition B′ of Gt′ in R(t′ ) such
that the following two conditions hold:
B′ can be extended to the same branch decomposition B∗ of G realizing the F ∗ branchwidth of G.
Every path in B∗ that corresponds to an edge e ∈ E(D′ ) consists of a sequence of
blocks P1 , . . . , P|♭′e |+1 , specifically Pi is a λ′e,i -block. Further each typical sequence
of (F -bwλ′e,i (B′ , e))e∈E(Pi′ ) where Pi′ is the path in B′ which Pi corresponds to is
′
equal to σe,i
.
We can distinguish the type of t and arrive at a contradiction in every case.

6

Treedepth

In this section we give a fixed parameter tractable algorithm for F ∗ -Branchwidth parameterized by the treedepth of the input graph, when F ∗ is the union of a non-empty set of
some primal ph families. We begin by outlining the high-level idea.
If a graph has small treedepth but sufficiently many vertices, then one can always find a
small vertex set R such that G − R has many components where each of them has bounded
size. The main step is to argue that in this case, we can safely remove (“prune”) one of
the components without changing its F ∗ -branchwidth. Proposition 6.1 captures the idea
of this procedure, and we inductively use this result from bottom to top in the treedepth
decomposition. At the end, we reduce the given graph to a graph whose number of vertices
is bounded by a function of the treedepth of the given graph, i.e., a (non-polynomial) kernel.
The problem can then be solved on such a kernel using an arbitrary brute-force algorithm.
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▶ Proposition 6.1. There is a function g : N × N → N satisfying the following. Let t, p, and
m be positive integers, and let F ∗ be the union of a non-empty set of primal ph classes. Let
G be a graph, let R be a vertex set of size at most t, let H be a graph on p vertices, and let
{Gi | i ∈ [m]} be a set of components of G − R such that
for each i ∈ [m], there is a graph isomorphism ϕi from H to Gi ,
for all i, j ∈ [m] and h ∈ V (H) and v ∈ R, ϕi (h) is adjacent to v if and only if ϕj (h) is
adjacent to v.
If m ≥ g(t, p) and F ∗ -bw(G) ≤ t, then F ∗ -bw(G) = F ∗ -bw(G − V (Gm )).
We explain the idea to prove Proposition 6.1. Suppose we have G, R, H, and the family
{Gi | i ∈ [m]} as in the statement. Let (B, L) be a branch decomposition of G − V (Gm )
of optimal width, and we want to find a branch decomposition of G having same width.
Let V (H) = {h1 , h2 , . . . , hp }. First we take nodes corresponding to R and its least common
ancestors. Let S be the union of all least common ancestors in the tree. We take a large
subset I1 of [m] satisfying that for all a ∈ [p] and i1 , i2 ∈ I1 , ϕi1 (ha ) and ϕi2 (ha ) are contained
in the same component of B − S.
As a second step, we show that there are a large subset I2 ⊆ I1 , a set F of at most ℓ − 1
edges in B for some 1 ≤ ℓ ≤ p, a partition (A1 , . . . , Aℓ ) of [p], and a bijection µ from [ℓ] to
the set of connected components of B − F such that for all j ∈ [ℓ] and i1 , i2 ∈ I2 , the minimal
subtree of B containing all nodes in {L−1 (ϕi1 (hb )) | b ∈ Aj } and the minimal subtree of B
containing all nodes in {L−1 (ϕi2 (hb )) | b ∈ Aj } are vertex-disjoint. In fact, by the choice of
S and I2 , there should be a component of B − S − F containing all nodes corresponding to
{hb | b ∈ Aj }. Then in each component of B−S −F corresponding to Aj , we can find an edge
separating the family of minimal subtrees corresponding to Aj in a balanced way, and expand
that edge to some subtree corresponding to vertices of {ϕm (hb ) | b ∈ Aj }. When we expand
the edge, we take the restricted tree of B with respect to some {L−1 (ϕα (hb )) | b ∈ Aj } which
is closest to the edge, and make a copy and identify with the edge in a natural way. Then we
can prove that every new cut has small width as well.
To prove the main theorem of this section, the following definition is useful. Let T be
a rooted tree with height k, and let r be the root of T . For every node t of T , we define
the rank of t as k − distT (t, r). Note that the rank of a leaf t with maximum distT (t, r) has
rank 1.
▶ Theorem 6.2. Let F ∗ be the union of a non-empty set of primal ph classes. Then
F ∗ -Branchwidth is fixed-parameter tractable when parameterized by treedepth.
Proof. Let G be a graph of treedepth k. By Lemma 4.14, we may assume that G is connected.
Let T be a rooted forest with height k = td(G) whose closure contains G as a subgraph. As
G is connected, we may assume that T is a tree. Let r denote the root of T .
Let g be the function defined in Proposition 6.1. We define h(1) := 1 and for 1 < j ≤ k,
h(j−1)
we recursively define h(j) := 2( 2 ) · 2(k+j−1)h(j−1) · g(k + 1, h(j − 1)).
For each j ∈ [k], we recursively obtain a graph Gj and a rooted tree T j whose closure
contains Gj as a subgraph such that
F ∗ -bw(G) = F ∗ -bw(Gj ),
T j has height k, and
for every i ∈ [j] and every node t in T j of rank i, Gj [V (Gj ) ∩ V ((T j )t )] has at most h(i)
vertices.
We define G1 := G and T 1 := T . Clearly, G1 and T 1 satisfy the above properties. If this
holds, then Gk will have the size bounded by a function of k, and the problem can be solved
on Gk using an arbitrary brute-force algorithm.
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We assume that 1 < j ≤ k and that Gj−1 and T j−1 have been constructed, and we
now want to construct Gj and T j in polynomial time. For each node t of T j−1 , we denote
(Gj−1 )t := Gj−1 [V (Gj−1 ) ∩ V ((T j−1 )t )]. We check whether (Gj−1 )t has at most h(j) vertices
for every node t of rank j. If this is true, then we can set Gj := Gj−1 , T j := T j−1 and
we are done. Thus, we may assume that there is a node t of rank j such that (Gj−1 )t has
more than h(j) vertices. Assume that {ti | i ∈ [x]} is the set of all children of t in T j−1 , and
R = {ri | i ∈ [k + j − 1]} is the vertex set of the path from the root r to t in T j−1 .
We consider a pair (H, γ) of a graph H on at most h(j − 1) vertices and a function
h(j−1)
γ : V (H) → 2V (R) . Up to isomorphism, there are at most 2( 2 ) · 2(k+j−1)h(j−1) such
pairs. Intuitively, we use this pair to reflect the information how the corresponding vertex in
(Gj−1 )ti is adjacent to a vertex in V (R).
As each (Gj−1 )ti has at most h(j − 1) vertices and (Gj−1 )t has more than h(j) vertices,
there is a subset {pi | i ∈ [y]} of {ti | i ∈ [x]} and a pair (H, γ) with y = g(k + 1, h(j − 1))
such that
for every i ∈ [y], there is a graph isomorphism ϕi from H to (Gj−1 )pi ,
for every i ∈ [y] and z ∈ [k − j + 1] and v ∈ V (H), ϕi (v) is adjacent to rz if and only if
rz ∈ γ(v).
Note that by Corollary 4.6, we have F ∗ -bw(Gj−1 ) = F ∗ -bw(G) ≤ tw(G) + 1 ≤ td(G) + 1 ≤
k + 1. As y = g(k + 1, h(j − 1)), by Proposition 6.1, we know that F ∗ -bw(Gj−1 ) =
F ∗ -bw(Gj−1 −V ((Gj−1 )py )). Thus, we can safely reduce the graph by removing V ((Gj−1 )py ).
After applying this procedure recursively, we will obtain a graph Gj and a rooted tree T j
such that for every node t in T j of rank j, Gj [V (Gj ) ∩ V ((T j )t )] has at most h(j) vertices.
This concludes the theorem.
◀
▶ Corollary 6.3. Mim-Width is fixed-parameter tractable parameterized by the treedepth of
the input graph.

7

Feedback Edge Set

In this section we describe a linear kernel for F ∗ -Branchwidth parameterized by the size k
of a feedback edge set of the input graph, when F ∗ is the union of some primal ph families.
If a graph G has many vertices but a small feedback edge set, then either it has many
bridges (in form of “dangling trees”) and isolated vertices, or it has long paths of degree two
vertices in G, which we refer to as “unimportant paths”. This simple observation paves the
road to the kernel: For the former, we can observe that bridges and isolated vertices are not
important when it comes to computing F ∗ -branchwidth. For the latter, we show that we
can always shrink any unimportant path to a constant-length subpath without changing the
F ∗ -branchwidth of G. It is not surprising that this gives a safe reduction rule when F ∗ does
not contain induced matchings. For induced matchings however, proving safeness requires
quite an amount of detail. For this we show Lemma 7.3 which states that if G has a long
enough unimportant path P , then we can modify each branch decomposition of G such that
the vertices of a long enough subpath of P appear “consecutively” in it, without increasing
the F ∗ -branchwidth. In addition to that, we only have to overcome one minor hurdle that
concerns induced chains of value 2. From there on it is not difficult to argue that contracting
an edge on P does not change the F ∗ -branchwidth either.
Let us give some details. We first define unimportant paths, and what it means for the
vertices of a path to appear “consecutively” in a branch decomposition via the notion of
preservation.
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▶ Definition 7.1. Let G be a graph. A path P ⊆ G is called unimportant if all vertices on
P have degree two in G.
▶ Definition 7.2. Let G be a graph, let (B, L) a branch decomposition of G, and let
P = a1 . . . aℓ ⊆ G be a path. We say that (B, L) preserves P if there is a caterpillar B′′ in
B such that the linear order induced by B′′ (up to reversal) is a1 . . . aℓ .
We now turn to the main technical lemma needed in the correctness proof of the reduction
rule alluded to above. Note that it only concerns induced matchings.
▶ Lemma 7.3. Let G be a graph with branch decomposition (B, L). Suppose that G contains
an unimportant path P of length 7. Then there is a branch decomposition (B′ , L′ ) of G such
that
1. F -bw(B′ , L′ ) ≤ F -bw(B, L),
2. (B′ , L′ ) preserves a subpath P ⋆ of P on at least five vertices, and
3. the set of cuts induced by (B, L) on G − V (P ⋆ ) is equal to the set of cuts induced by
(B′ , L′ ) on G − V (P ⋆ ).
The construction in the previous lemma does not increase the F -branchwidth of a branch
decomposition. It might however introduce induced chain graphs of value 2 in some cut,
which is a technical complication that can, luckily, be dealt with by considering the case of
F ∗ -branchwidth 1 separately. Next, we can develop separate arguments that are designed to
handle the case of F -branchwidth when F ∗ -branchwidth is at least 2, and show that these
two approaches can be combined together to deal with F ∗ -branchwidth for any union F ∗ of
primal ph classes. Recall that a graph is bridgeless if there is no edge e ∈ E(G) such that
G − e has more connected components than G; we obtain:
▶ Lemma 7.4. Let F ∗ be a union of primal ph classes. Let G be a bridgeless graph without
isolated vertices with feedback edge set number k and an unimportant path P of length at
least 8. Let e ∈ E(P ). Either |V (G)| ≤ 8k − 3, or F ∗ -bw(G) = F ∗ -bw(G/e), or both.
As the previous lemma requires that our input graph does not have any bridges, we need
one more simple lemma to show that we can safely remove bridges from the input graph
without changing its F ∗ -branchwidth.
▶ Reduction Rule 1. Let (G, k) be an instance of F ∗ -Branchwidth, where G has a feedback
edge set of size k. Then, reduce (G, k) to (G′ , k) where G′ is obtained from G by
removing all bridges of G, and then
removing all isolated vertices of G.
▶ Reduction Rule 2. Let (G, k) be an instance of F ∗ -Branchwidth, where G has a feedback
edge set of size k. Let P ⊆ G be any unimportant path in G of length at least 8 and let
e ∈ E(P ). Then, reduce (G, k) to (G/e, k).
We now have all the tools necessary to describe the kernelization algorithm: We first
apply Reduction Rule 1 to clean up the graph. Next, while the input graph has more than
18k − 8 vertices we find a long enough unimportant path and apply Reduction Rule 2 to it.
Together this yields:
▶ Theorem 7.5. Let F ∗ be the union of some primal ph families. F ∗ -Branchwidth
admits a linear kernel when parameterized by the feedback edge set number of the input graph.
▶ Corollary 7.6. Mim-Width parameterized by the feedback edge set number of the input
graph admits a linear kernel.
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Concluding Remarks

While our introduction focused predominantly on F -branchwidth acting as a unifying
framework for treewidth, clique-width and mim-width, the concept is in fact significantly
more powerful than that; for instance, it is easy to see that the treewidth of the complement
of the graph [18] is also captured by F -branchwidth (one can simply take the complements
of the classes used in Corollary 4.6). On the other hand, one immediate question arising
from this work concerns the newly identified combinations of si ph classes: could, e.g., F and F -branchwidth be natural counterparts to mim-width?
On the algorithmic side, one fundamental limitation one needs to keep in mind is that
computing F -branchwidth parameterized by the measure itself is W[1]-hard [31]. Hence
we cannot hope for a fixed-parameter framework that would first compute an optimal F branch decomposition, and then proceed it to solve a problem of interest. In this sense, the
question tackled by our algorithmic contribution is primarily a conceptual one: when can we
compute all of the captured width parameters via a unified framework? The most obvious
question that remains open in this regard is whether Theorem 5.1 can be generalized to the
parameterization by treewidth alone.
A separate question that is no less important is whether we can compute approximatelyoptimal decompositions for F -branchwidth in polynomial time when the width is bounded by
a constant; solving this problem already for mim-width alone would be considered a major
breakthrough in the field.
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1.1

Introduction
The Unique Games Conjecture

The Unique Games Conjecture was introduced by Khot [20] (see also the survey [21]) in
order to prove optimal inapproximability results that eluded existing techniques.
▶ Definition 1 (Unique Game). The input of a unique game consists of a regular graph
G = (V, E), an alphabet Σ of size k, and permutations πe : Σ → Σ for the edges e = (u, v) ∈ E.
The task is to label each vertex with a symbol σ(v) ∈ Σ, as to maximize the fraction of edges
e = (u, v) ∈ E that are satisfied, i.e., πe (σ(u)) = σ(v).
The following two prover game describes a unique game instance: a verifier interacts with
two all-powerful provers. The verifier picks uniformly an edge e = (u, v) ∈ E; sends u to one
prover and sends v to the other prover. Each prover is supposed to respond with a label
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from Σ. The verifier accepts if the two received labels σ(u), σ(v) satisfy πe (σ(u)) = σ(v).
Note that for every response of one prover in the game, there is a unique response of the
other prover that is acceptable to the verifier. Hence, this two prover game is called a unique
game. The value of the game is the probability that the verifier accepts when the provers
play optimally.
The Unique Games Conjecture says that it is NP-hard to distinguish unique games of
value close1 to 1 from unique games of value close to 0:
▶ Conjecture 2 (Unique Games Conjecture). For every ε, δ > 0, there exists k = k(ε, δ),
such that it is NP-hard, given a unique game instance with alphabet of size k, to distinguish
between the case where at least 1 − δ fraction of the edges are satisfied and the case where at
most ε fraction of the edges are satisfied.
We refer to the problem of distinguishing instances where at least 1 − δ fraction of the edges
can be satisfied and instances where at most ε fraction of the edges can be satisfied as 1 − δ
vs. ε unique games.
The Unique Games Conjecture is known to imply optimal NP-hardness of approximation
for problems like Max-Cut [22] and Vertex-Cover [28] that eluded optimal inapproximability results via existing techniques [18, 9]. Moreover, under the Unique Games Conjecture
one can prove inapproximability for wide families of approximation problems. Most notably,
basic semidefinite programming (SDP)-based algorithms are optimal for all local constraint
satisfaction problems [37].
There are efficient algorithms for unique games in four cases: (i) Sufficiently small
alphabet k ≤ exp(1/δ) [20, 10]; (ii) Sufficiently small δ = O(1/ log n) where n is the size of
poly(δ)
the graph [41, 17, 10, 11]; (iii) Large run-time 2n
[1]; (iv) Random-like structure of
G [2, 30].
There is an NP-hardness result for unique games for δ = 1/2 and any ε > 0 as follows
from the recently proved 2-to-2 Theorem [24, 13, 12, 6, 23, 25]. There is also a hardness
result for any δ > 0 and ε = 1 − 2δ [19, 25] that holds in the Boolean case k = 2.
The Boolean case k = 2 is the first interesting case of unique games, and it captures
problems like Max-Cut and 2Lin(2). The assignments to the variables are ±1, and each
edge either requires its two endpoints to have the same assignment or different assignment.
It is conjectureectured (and, indeed, follows from the Unique Games Conjecture [22]) that
the best algorithm for Boolean unique games is the Goemans-Williamson
SDP-based al√
gorithm [16] that can distinguish value 1 − δ from value ε = 1 − Θ( δ). We focus on a
weaker conjectureecture:
▶ Conjecture 3 (Boolean Unique Games Conjecture). For every C ≥ 1, for sufficiently small
δ > 0, it is NP-hard to distinguish between unique games with k = 2 where 1 − δ fraction of
the edges can be satisfied, and ones where only 1 − Cδ fraction of the edges can be satisfied.
The Unique Games Conjecture can be thought of as an amplified version of Conjecture 3,
with the soundness error close to 0 rather than close to 1 and the alphabet size appropriately
increased. It is open whether the Unique Games Conjecture follows from Conjecture 3. There
were past attempts to prove this implication via a “strong parallel repetition”, but those
attempts uncovered an obstacle [39, 5].

1

For unique games there is an efficient algorithm to distinguish games of value exactly 1 from games of
value smaller than 1. Hence, it is necessary to focus on games of value close to 1 rather than 1.
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This Work

In a previous work Khot and Moshkovitz [27] suggested a candidate reduction for proving
hardness of 1 − δ vs. 1 − Cδ Boolean unique games, however they could not prove the
soundness of the reduction. In this work we define a problem, Subspaces Near-Intersection,
and show a provably sound reduction from Subspaces Near-Intersection to 1 − δ vs. 1 − Cδ
Boolean unique games. Importantly, the NP-hardness of Subspaces Near-Intersection – which
we conjectureecture but do not prove – is in the same spirit of known PCP Theorems, and
resembles in many ways the 2-to-2 Theorem.
▶ Theorem 4 (Main Theorem). Assume the Subspaces Near-Intersection Conjecture (Conjecture 7 in the sequel). For any C ≥ 1, for any sufficiently small δ > 0, distinguishing 1 − δ
vs. 1 − Cδ Boolean unique games is NP-hard. In fact, if the Subspaces Near-Intersection
problem requires time T , then distinguishing 1 − δ vs. 1 − Cδ Boolean unique games requires
time Ω(T ).
Our reduction has the added benefit of being highly efficient (linear-sized). In contrast, the
reduction in [27] had an exponential blowup, as it was only meant to rule out polynomial time
algorithms for unique games under plausible assumptions on exponential hardness. Like for
the 2-to-2 problem, one would expect a reduction from Sat to Subspaces Near-Intersection
to map size-n instances of Sat to size nc(δ) instances of Subspaces Near-Intersection, where
δ is the completeness error in Subspaces Near-Intersection and c(δ) ≥ 1/δ is a function of δ.
Subspaces Near-Intersection is discussed in the next section. The main ideas of the proof
of Theorem 4 are discussed in Section 1.4. A key lemma is a new concentration theorem for
the restriction of a function in Gaussian space to a random hyperplane. The lemma bounds
the Euclidean distance between the degree-d part of the restriction and the restriction of the
degree-d part. The formal statement and more details appear in Section 1.5.

1.3

Subspaces Near-Intersection Conjecture

First we discuss existing PCP theorems (projection games), and a projection game based on
3Lin(R), then we define the new conjectureecture.

1.3.1

Projection Games

Existing optimal hardness of approximation results follow from the proven NP-hardness
of approximating projection games [4, 3, 38, 32]. In (the symmetric version of) projection
games, the verifier tests the answer of each prover separately in a way that depends solely
on the question to the prover, and then checks equality between parts of the two answers
(the projections). For instance, given a Sat instance the verifier may ask each prover for the
assignment to a subset of the variables. Each subset spans clauses and the verifier checks
that those clauses are satisfied (a separate test for each prover that depends only on the
question to the prover). The two subsets intersect, and the verifier checks that the provers
agree on the assignments to the variables in the intersection (a comparison on parts of the
answer). Formally:
▶ Definition 5 (Projection Game). The input of a projection game consists of a bi-regular
graph G = (X, Y, E) whose X-degree is denoted q, an alphabet Σ and sets Lx ⊆ Σq for
every vertex x ∈ X. The task is to label each vertex x ∈ X with a symbol σ(x) ∈ Lx , as to
maximize the probability that, when one picks e = (x, y), (x′ , y) ∈ E, it holds σ(x)y = σ(x′ )y .
Sometimes one describes the game over the graph (X, {(x, x′ )}).

ITCS 2022

64:4

Reduction from Non-Unique Games to Boolean Unique Games

It is known that it is NP-hard to distinguish projection games of value 1 from projection
1−o(1)
games of value close to 0 [4, 3, 38, 32], and moreover that it requires time 2n
assuming
the widely believed Exponential Time Hypothesis2 as follows from an almost-linear sized
reduction from Sat to projection games [32].
2-to-2 games are projection games where given σ(x)y ∈ Σ there are only two possibilities
for σ(x) ∈ Lx ⊆ Σq . It is known that it is NP-hard to distinguish 2-to-2 games of value close
to 1 from 2-to-2 games of value close to 0 [24, 13, 12, 6, 23, 25]. However, 2-to-2 games are
poly(δ)
easier than general projection games, since they have algorithms that run in time 2n
[1].
Appropriately, the known NP-hardness reduction to 2-to-2 games maps size n inputs of Sat
to size nc(δ) 2-to-2 games for a function c(δ) ≥ 1/δ.

1.3.2

3Lin(R) Projection Game

Subspaces Near-Intersection is a proxy for the following projection game based on the
Khot-Moshkovitz [26] robust real 3Lin: The verifier picks uniformly at random 100k real
3Lin equations c1 , . . . , c100k and two sets S1 , S2 of k variables among their variables, where
|S1 ∩ S2 | = k − 1. Note that any subset of the linear equations induced on S1 or on S2 forms
a linear subspace of Rk . The verifier sends S1 to one prover, and receives a unit vector
that represents an assignment to S1 ’s variables. The unit vector must satisfy a random
linear constraint on S1 . The verifier sends S2 to the other prover, and receives a unit vector
that represents an assignment to S2 ’s variables. The vector must satisfy a random linear
constraint on S2 . The verifier projects each of the vectors on the k − 1 coordinates that
correspond to the intersection S1 ∩ S2 , and measures the Euclidean distance between the
projections. Suppose that there exists a prover strategy where the projections are identical
with probability 1 − δ. The task is to efficiently compute a prover strategy that minimizes
the average Euclidean distance between the projections.
p
Simple approximation algorithms for this problem guarantee distances O( δ/k) and
O(1/k):
Basic semidefinite programming achieves square distance δ/k, since √
in the completeness
case one achieves deviation 0 with probability 1 − δ and deviation 1/
p k with probability
δ. As a result, this algorithm can efficiently guarantee distance O( δ/k).
Correlated sampling is the strategy in which the provers guess a clause in S1 ∩ S2 , satisfy
it (with a norm 1 assignment) and assign all other coordinates 0. It achieves distance 1
with probability3 1/k, and deviation 0 with the remaining probability.
Hence, the question is whether one can efficiently computena prover strategy
where the
o
p
average distance between the projections is, say, 0.0001 · min
δ/k, 1/k .
Subspaces Near-Intersection is closely related to this projection game: there one compares
the vectors on their projection to a generic hyperplane in Rk , as opposed to an axis-parallel
hyperplane.

2
3

The Exponential Time Hypothesis postulates that Sat requires time 2Ω(n) on inputs of size n.
Note that the error probability of correlated sampling can be made C/k if one considers a projection
onto a subspace of dimension k − C instead of k − 1.
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Subspaces Near-Intersection

The Subspaces Near-Intersection game is a projection game that is defined over the reals 4 .
Each vertex is associated with a linear subspace in Rk , and a labeling to the vertex is a unit
vector that satisfies the constraints. Each edge is associated with a hyperplane in Rk . The
vectors on the endpoints of the edge should have the same restriction to the hyperplane of
the edge.
▶ Definition 6 (Subspaces Near-Intersection). The input is a regular graph G = (V, E), k × k
matrices Av with entries in [−1, 1] for the vertices v ∈ V , and unit vectors Θe ∈ Rk for the
edges. We assume that, per vertex v ∈ V , when one picks a uniform edge e = (u, v) ∈ E
that touches v, the vector Θe is uniform. The task is to label each vertex with a unit vector
σ(v) ∈ Rk such that Av σ(v) = 0, as to maximize the number of edges e = (u, v) ∈ E with
P rojΘ⊥
(σ(u)) = P rojΘ⊥
(σ(v)) (“satisfied edges”). We say that the edge is α-satisfied if
e
e
|P rojΘ⊥
(σ(u))
−
P
roj
(σ(v))|
⊥
2 ≤ α.
Θe
e
As before, in the case that there exists√an assignment where the distance between the
projections is 0 with probability 1−δ and 1/ k with probability δ, a semidefinite programming
algorithm that minimizes the square distance between the projections, would lead to distance
p
δ/k between the projections. There is a natural matching semidefinite programming
integrality gap for Subspaces Near-Intersection described in Appendix A. The correlated
sampling algorithm we described for the 3Lin(R) projection game in Sub-section 1.3.2 no
longer applies.
There is an analogy between the games considered in the recent proof of the 2-to-2
Theorem and the Subspaces Near-Intersection game: in both games for every edge the label
of one endpoint does not uniquely determine the label of the other endpoint, but rather
nearly determines it, leaving out one “degree of freedom”. In the 2-to-2 games of [24, 13, 25],
labels are vectors over the binary finite field, and one degree of freedom means that there are
two possibilities for the answer of the other prover. Here labels are real vectors and one of
their “coordinates” remains undetermined.
For technical reasons, and similarly to the proof of the 2-to-2 Theorem, we will define a
slight strengthening using zoom-ins. For a linear subspace Y ⊆ Rk we define the Y -zoom-in
Subspaces Near-Intersection game as follows: Focus on edges e ∈ E where Y ⊆ Θ⊥
e , i.e.,
⊥
one can write Θ⊥
=
Y
+
S
,
where
S
is
a
hyperplane
in
Y
.
An
edge
is
satisfied
if
e
e
e
P rojSe (σ(u)) = P rojSe (σ(v)) and is α-satisfied if |P rojSe (σ(u)) − P rojSe (σ(v))|2 ≤ α.
▶ Conjecture 7 (Subspaces Near-Intersection Conjecture). There exists a global
p constant
0 < α < 1, such that for any ε, δ > 0, r ∈ N, there exists k ≥ 1 such that δ/k ≫ 1/k,
and the following is NP-hard: The input is an instance of the Subspaces Near-Intersection
problem. The task is to distinguish between the cases:
5
Completeness: There exists a labeling σ : V → Rk that satisfies
at least 1 − δ fraction of
√
the edges e = (u, v) ∈ E. The remaining edges are O(1/ k)-far from satisfied.
k
Soundness: For any r-dimensional Y ⊆ Rk , for any labeling
p σ : V → R , the probability
over the choice of e = (u, v) in the Y -zoom-in, that e is α δ/k-satisfied is at most ε.

4

5

The intention is to consider real numbers up to a finite precision, so the errors introduced by the finite
precision are much smaller than any other quantity involved. For the sake of clarity in exposition we do
not explicitly address precision errors.
Near satisfaction suffices; see Section 1.6.
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1.4

Main Ideas

This work builds on an idea suggested by Khot and Moshkovitz [27] for proving hardness of
unique games. Like6 [27] we replace the commonly used long code and Hadamard code by
an encoding by half-spaces. We first explain the half-space idea, and then describe our new
ideas in using and analyzing half-space encodings.
The half-space defined by a ∈ Rk is ha : Rk → {±1}, where ha (x) = sign(⟨a, x⟩). The
half-space encoding of a is the truth-table of ha where we enumerate over all x ∈ Rk up to a
precision that makes the rounding error sufficiently smaller than any of the other quantities
involved.
Half-space encoding is similar in structure to the Hadamard encoding, where a vector
k
k
a ∈ {0, 1} is encoded as the linear function la (x) = ⟨a, x⟩ for all x ∈ {0, 1} , and arithmetic
is done over the finite field {0, 1}. This similarity gains us two benefits that the Hadamard
encoding has:
1. We can test linear conditions on a ∈ Rk by testing its encoding. Specifically, ⟨a, c⟩ = 0
for a vector c ∈ Rk iff ha (x + c) = ha (x) for every x ∈ Rk . (On the soundness side we
need |⟨a, c⟩| ≫ 0 to detect that the inequality does not hold; this the reason we require
robustness).
2. Encodings of similar strings have common parts. Suppose that the projections of a, a′ ∈
Rk on a hyperplane Θ⊥ are the same. Then, when one picks x ∈ Θ⊥ it holds that
⟨a, x⟩ = ⟨a′ , x⟩. Importantly, the union of all hyperplanes covers Rk uniformly.
Note that both equations ha (x + c) = ha (x) and ha (x) = ha′ (x′ ) are unique tests. We
remark that a property like the first is used in any optimal inapproximability result that
uses the Hadamard code, and a property like the second was used in the proof of the 2-to-2
Games Theorem (under the name “sub-code covering”). Crucially, half-space encoding has a
property that the Hadamard encoding does not have, but the long code does have, namely, a
unique test:
3. Noise stability test. Half-spaces optimize the success probability of the following test:
pick random Gaussian x ∈ Rk , perturb x to obtain x′ ∈ Rk also distributed as a Gaussian.
Check whether ha (x) = ha (x′ ).
In discrete space, the long code encoding di (x) = xi optimizes the analogous noise stability
test, and this was used to show hardness of Boolean unique games assuming the Unique
Games Conjecture [22].
In [27] it was suggested that to prove NP-hardness of Boolean unique games one needs
robustness of the noise stability test:
Suppose that a half-space passes the noise stability test with probability 1 − δ. Assume
that a balanced function f : Rk → {±1} passes the test with probability 1 − Cδ for
C > 1. Does f correspond to a half-space?
Works that dealt with robustness in noise stability [34, 33, 14] proved such results for functions
that pass the test with probability at least 1 − δ − ϵ for ϵ ≪ δ. Such must be the same as a
half-space almost everywhere. When the acceptance probability is 1 − Cδ, the function f
can have many forms, including functions of C half-spaces, low degree threshold functions,
and many more. In particular, the function may have no correlation with any half-space.

6

The candidate reduction in [27] had a variation on half-space encoding, namely, interval(⟨a, x⟩), where
interval changes sign as one crosses any integer point, not just 0. Crucially, we use half-spaces in the
current paper.
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Mossel and Neeman [35] note that functions that pass the noise stability test with constant
probability have to correlate with a half-space after a large random shift, but we are unable
to use this fact since a shift hurts the second property above.
Our idea is not to focus on a half-space that correlates with f (which corresponds to the
linear part of f ), but rather consider the low degree part of f (where the low degree part is
obtained from the Hermite expansion of f ). By the noise stability of f , its low degree part
must be large. We argue about consistency between low degree parts of functions that are
partly similar. We also argue about the ability to extract vectors that satisfy linear tests
from low degree parts that satisfy the same tests.
Crucially, all our estimates must be extremely tight, since
√ the gap for Boolean unique
games is extremely narrow to begin with, 1 − δ vs. 1 − Θ( δ). We obtain the required
tightness using two tools: hypercontractivity and concentration.
Hypercontractive inequalities (see, e.g., [36]) bound norms of a “smoothed” function
by norms of the original function. Here we use the Gaussian hypercontractive inequality,
through the implied level-d inequalities (see, e.g., [36]), to show that Boolean functions that
are the same with probability at least 1 − δ over the input must have low degree parts that
are ≈ δ-close in l2 distance. In√contrast, a less careful estimate, not using Booleanity and
hypercontractivity, only gives δ-closeness, which is useless in our context. Note that the
functions we compare are restrictions of functions f to hyperplanes (as in the second property
above).
Concentration is discussed in Section 1.5. It considers functions restricted to a random
hyperplane, and bounds the typical Euclidean distance of the low degree part of the restriction
from the restriction of the low degree part. We use concentration to argue consistency between
the low degree parts of the restrictions of a√function to different hyperplanes. We note that
the much easier to prove distance of O(1/ k) rather than O(1/k) would have been useless
for our application.

1.5

Concentration of Degree-d Part

Let f : Rn → R, and let f ≤d be the degree-d part of f . Note that f ≤d is a global property
of f . Let Θ be uniformly distributed in the (n − 1)-dimensional sphere, so Θ⊥ is a random
hyperplane in Rn . Denote the restriction of f to Θ⊥ by f|Θ⊥ . This is a local part of f . We
show a local-to-global theorem: the degree-d part of f|Θ⊥ is extremely close to the restriction
of f ≤d to Θ⊥ :
▶ Theorem 8 (Concentration of degree-d part). For any ε > 0, for every 0-homogeneous7 f :
Rn → R with bounded 2-norm, with probability at least 1−ε over Θ, (f|Θ⊥ )≤d − (f ≤d )|Θ⊥ 2 ≤
Od,ε (1/n).
Local-to-global theorems, like linearity testing [7] and low degree testing [40] over finite
fields, are key to PCP. With Theorem 8 we add a new, tight, low degree testing -type
theorem, this time in the highly challenging case of real functions and approximate equality.
To get intuition for why this case is so challenging, note that two different real low degree
polynomials can be similar on much of the space (Carbery-Wright (Lemma 14) gives tight
bounds). In contrast, two different low degree polynomials over a finite field are vastly
different, and this is key to existing combinatorial and algebraic techniques, which we cannot
use. Standard analytic techniques (e.g., Hermite analysis, or a sampling theorem of Klartag
√
and Regev [29]) give an upper bound of O(1/ n) rather than O(1/n) even for d = 1. As we
remarked above, such bounds are useless for our needs.
7

f is 0-homogeneous if f (cx) = f (x) for every x ∈ Rn and c > 0.
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Our proof is by a delicate second moment argument using symmetry considerations.
Crucially, the second moment is a rotationally-invariant quadratic form in f , and hence
we can use Schur’s lemma from representation theory that classifies rotationally-invariant
quadratic forms. The lemma implies that the second moment depends only on the spectrum
of f , and not on its identity. Our calculations can therefore be significantly simplified by
focusing on f that depends only on one of its variables. Given a function that depends on
one direction, the expression that we need to bound will only depend on the angle between
this direction and Θ. The technical bulk of the proof then amounts to showing that this
dependence is quadratic in the scalar product, meaning that it is typically of the order 1/n.

1.6

The Road Ahead

This paper suggests two paths to NP-hardness of Boolean unique games:
1. Prove NP-hardness of Subspaces Near-Intersection as in Conjecture 7. This paper implies
that NP-hardness of Boolean unique games would follow.
2. Lift the reduction in this paper to a reduction from the Khot-Moshkovitz NP-hard
3Lin(R) to Boolean unique games. The reduction was outlined in Sub-section 1.3.2.
In this sub-section we give more details about each of these paths.
One can weaken the Subspaces Near-Intersection conjectureecture substantially and the
analysis in this paper would still go through (with modifications): The verifier can project
onto subspaces of dimension, say, k −100, instead of dimension
√ k −1. In the completeness case
there could be approximate equality (with deviation O(δ/ k)) rather than exact equality.
It is enough to have large soundness error, say ε = 0.99, instead of low
√ error. The distance
of p
the projections in the soundness case can be of the order of Θ̃(δ/ k + 1/k), rather than
Θ( δ/k).
The reduction in this paper can be lifted to a reduction from a 3Lin(R) projection game
like we described in Sub-section 1.3.2 (instead of Subspaces-Near Intersection) to Boolean
unique games. In this setting, we suggest to focus on projections onto subspaces of dimension
sufficiently smaller than k − 1, as to decrease the probability that the correlated sampling
algorithm achieves distance 0. To analyze such a reduction one would need to address
subspaces that are axes-parallel rather than generic, and this requires ideas beyond the
ones in this paper. In particular, the concentration theorem we prove is no longer directly
applicable. In the authors’ opinion, this path is the most promising path towards hardness
of Boolean unique games.

2
2.1

Preliminaries
Hermite Polynomials

Let G n denote the n-dimensional Gaussian distribution with n independent mean-0
and


variance-1 coordinates. The space of all real functions f : Rn → R with Ex∼G n f (x)2 <
.
∞ is denoted L2 (Rn , G n ). This is an inner product space with inner product ⟨f, g⟩ =
Ex∼G n [f (x)g(x)]. For a natural number j, the j’th Hermite polynomial Hj : R → R
2
dj −x2 /2
is Hj (x) = √1 · (−1)j ex /2 dx
. The first few Hermite polynomials are H0 ≡ 1,
je
j!

H1 (x) = x, H2 (x) = √12 · (x2 − 1), H3 (x) =
The Hermite polynomials satisfy:

√1
6

· (x3 − 3x), H4 (x) =

1
√
2 6

· (x4 − 6x2 + 3).

▶ Proposition 9 (Orthonormality). For every j, ⟨Hj , Hj ⟩ = 1. For every i ̸= j, ⟨Hi , Hj ⟩ = 0.
In particular, for every j ≥ 1, Ex∈G [Hj (x)] = 0.
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Qn
The multi-dimensional Hermite polynomials are: Hj1 ,...,jn (x1 , . . . , xn ) = i=1 Hji (xi ). For
multi-indices L = (l1 , . . . , ln ) and T = (t1 , . . . , tn ) we denote L ≤ T ifPli ≤ ti for every i. We

write
T −L
to denote (t1 − l1 , . . . , tn − ln ). We write C T to denote C i ti and TL to denote


t1
tn
2
n
n
l1 · · · ln . The Hermite polynomials form an orthonormal basis for the space L (R , G ).
P
Hence, every function f ∈ L2 (Rn , G n ) can be written as f (x) = S∈Nn fˆ(S) HS (x), where
S is multi-index, i.e. an n-tuple of natural numbers, and fˆ(S) ∈ R (Hermite expansion).
Pn
The size of a multi-index S = (S1 , . . . , Sn ) is defined as |S| = i=1 Si . The degree-d part of
P
Pd
f is f =d = |S|=d fˆ(S)HS (x). The part of degree at most d is f ≤d = i=0 f =i . When f is
anti-symmetric, i.e. ∀x ∈ Rn , f (−x) = −f (x), we have fb(⃗0) = E [f ] = 0 and f ≤0 ≡ 0.
The noise operator (more commonly known as the Ornstein-Uhlenbeck operator) Tρ
takes a function f ∈ L2 (Rn , G n ) and produces a function
L2 (Rn , G n )i that averages
h Tρ f ∈ p
the value of f over local neighborhoods: Tρ f (x) = Ey∈G n f (ρx + 1 − ρ2 y) . The Hermite
expansion of Tρ f can be obtained from the Hermite expansion of f as follows:
P
▶ Proposition 10. Tρ f = S ρ|S| fˆ(S)HS .

2.2

Some classical inequalities

The hypercontractive inequality is given in the next lemma.
▶ Lemma 11 (Hypercontractive inequality). Let f, g : Rk → R. For 0 ≤ ρ ≤
⟨f, Tρ g⟩ ≤ |f |1+r |g|1+s .

√

rs ≤ 1,

The inequality is often used to show the small sets cannot have much weight on low degree
parts. Similarly, we will use a corollary of it to show that Boolean functions that are almost
always the same must have low degree parts that are similar. The corollary is known as
level-k inequality:
▶ Lemma 12 (Level-k inequality). Let f : Rk → {0, 1} have mean E [f ] = α and let
k 2
2
k ≤ 2 ln(1/α). Then, f ≤k 2 ≤ 2e
α .
k ln(1/α)
A convenient re-formulation is
▶ Lemma 13. Let A ⊆ Rk be a set of probability α. Let p : Rk → R be a polynomial of
degree at most k ≤ 2 ln(1/α) with |p|2 = 1. Then, for χA , the indicator function of A,
k/2
|Ex [p(x)χA (x)]| ≤ 2e
α.
k ln(1/α)
Proof. Since p is of degree at most k, we have ⟨χA , p⟩ = ⟨χ≤k
A , p⟩. By Cauchy-Schwarz
≤k
inequality, ⟨χ≤k
A , p⟩ ≤ χA

(Lemma 12) invoked on χA .

2

|p|2 ≤ χ≤k
. The lemma follows from a level-k inequality
A
2

◀

The Carbery-Wright anti-concentration inequality shows that a low degree polynomial
cannot be concentrated around any point:
▶ Lemma 14 (Carbery-Wright Anti-concentration [8]). For t ∈ R and ε > 0, for a polynomial
p of degree d, |p|2 = 1, Prx∼G n [|p(x) − t| ≤ ε] ≤ O(d)ε1/d .
The Gaussian Poincaré inequality upper bounds the variance of a function in terms of its
derivative:
k
▶ Lemma 15 (Gaussian
h
i Poincaré inequality). Let f : R → R have continuous derivatives.
2
Then, Varf ≤ E |∇f | .
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Klartag and Regev showed that a random subspace samples well any function:
▶ Lemma 16 (Sampling [29]). Let f : Rk → R with |f |2 < ∞. Let 0 < ε < 1.
Let S be
subspace
of dimension k − 1. Then, PrS [|ES [f ] − E [f ]| ≥ ε |f |2 ] ≤
 a uniform


εk
O exp −Ω log(2/ε)
.
Their formulation referred to functions on spheres, but immediately implies the same for
functions in Gaussian space by averaging over all possible radii. Their formulation referred
to non-negative functions and multiplicative approximation, but immediately extends to
general functions and additive approximation by separately considering the negative and
positive parts of the function.
The next lemma follows from Lemma 16 (in fact, one needs a much weaker version of
Lemma 16):
▶ Lemma 17. For any constants 0 < δ < 1 and d ≥ 1, For any subset H of fraction δ of
(k − 1)-dimensional subspaces in Rk , the distribution induced on d-dimensional subspaces
by picking H ∈ H and S ⊆ H, dim(S) = d, is Õd,δ (1/k)-close in statistical distance to the
uniform distribution over d-dimensional subspaces.

3

Boolean Unique Game Construction

Let C ≥ 1. Fix an instance of the Subspaces Near-Intersection Problem, given by G = (V, E),
k, {Av }v , {Θe }e . Let δ and ε be the completeness and soundness errors, respectively, where
δ > 0 is sufficiently small and ε is a constant, say
√ 1/10. We will construct a Boolean unique
games instance with completeness error O(δ/ k) (where√the O(·) hides a small absolute
constant, independent of C) and soundness error 1 − Cδ/ k.
The unique game we construct consists of encodings of the labeling for the v ∈ V via
half-spaces.
▶ Definition 18 (half-space encoding). The half-space encoding of σ ∈ Rk is the Boolean
function Rk → {±1} defined as HSσ (x) = sign(⟨σ, x⟩).
For every v ∈ V and x ∈ Rk we have a unique game variable corresponding to v, x that
is supposed to be assigned HSσ(v) (x) (The actual construction involves a discretization of Rk
up to a very high precision in each coordinate. The precision depends on k and 1/δ). We
denote by fv : Rk → {±1} the actual assignment to the variables that correspond to v.
Next we group together variables in order to enforce certain basic structural properties
on the fv ’s in a technique called folding. The properties we consider are ones that half-spaces
have.
Half-spaces are anti-symmetric, i.e., for every x ∈ Rk , HSσ (−x) = −HSσ (x). While fv
may not necessarily be HSσ(v) , we will enforce anti-symmetry by having only one variable
for every pair of x, −x where x ∈ Rk .
▶ Definition 19 (anti-symmetry folding). In the unique games construction the functions fv
satisfy fv (−x) = −fv (x) for every x ∈ Rk .
Half-spaces are 0-homogeneous, i.e., for every x ∈ Rk and c > 0 it holds HSσ (c · x) = HSσ (x).
We enforce 0-homogeneity as follows:
▶ Definition 20 (0-homogeneity folding). In the unique games construction the functions fv
satisfy fv (cx) = fv (x) for every x ∈ Rk and c > 0.
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For every A such that Aσ = 0, for every x, y ∈ Rk , α, β ∈ R, we have:
HSσ (αxA + βy)

=

sign(⟨σ, αxA + βy⟩)

=

sign(α · ⟨σ, xA⟩ + ⟨σ, βy⟩)

=

sign(α · ⟨Aσ, x⟩ + ⟨σ, βy⟩)

=

sign(⟨σ, βy⟩)

Therefore we enforce:
▶ Definition 21 (constraints folding). In the unique games construction the functions fv
satisfy fv (αxAv + βy) = fv (αzAv + βy) for every x, y, z ∈ Rk , α, β ∈ R.
To complete the definition of the unique games instance, we define the equations over the
variables. The equations correspond to two local tests: (1) Noise test on fv for v ∈ V ; (2)
Consistency test on fu , fv for (u, v) ∈ E. The equations are specified in Figure 1.
Verifier{fv }
Folding: We assume that the fv ’s are folded as in Definitions 19, 20 and 21.
√
Set β = 1/(1010 C 2 ), p = δ/ βk. The verifier performs the noise test with probability p;
the consistency test with probability 1 − p:
k
k
Noise Test: Pick
p at random v ∈ V . Pick y,px, z ∼ G and set x̃, z̃ ∈ R as follows:
2
2
x̃ = (1 − β)y + 2β − β x, z̃ = (1 − β)y + 2β − β z. Check fv (x̃) = fv (z̃).
Consistency Test: Pick at random e = (u, v) ∈ E. Pick a random Gaussian x ∈ Θ⊥
e .
Check fu (x) = fv (x).
Figure 1 Unique game.

The size of the construction is linear in the size of the Subspaces Near-Intersection
instance and a function of (the constants) k and 1/δ.

3.1

Completeness

Suppose that there is an assignment σ : V → Rk as in the completeness case of Subspaces
Near-Intersection. Further, assume that each fv corresponds to a half-space encoding of σ(v).
√
The probability that the noise test
√ rejects is O( β) and it is performed with probability p,
so its total contribution is O(δ/ k). By the completeness of Subspaces Near-Intersection,
with probability 1 − δ the √
consistency test always passes, and with probability
δ it passes
√
except with probability 1/ k. Overall, the probability of rejection is O(δ/ k).

4

Soundness

√
Assume that {fv }v∈V pass the unique tests with probability at least 1 − Cδ/ k. We will
construct a constant-dimensional Y ⊂ Rk and an assignment σ : V → Rk . Each σ(v) is a
unit vector such that Av σ(v) = 0, and with constant probability over e = (u, v) ∈ EY , when
one writes Θ⊥
e = Y + Se for Se orthogonal to Y , it holds that
√
|P rojSe (σ(u)) − P rojSe (σ(v))|2 ≤ ÕC (δ/ k + 1/k),
√
where the ÕC (·) hides logarithmic
pfactors in k/δ, k, as well as factors that depend on C,
and the deviation is therefore ≪ δ/k.

ITCS 2022

64:12

Reduction from Non-Unique Games to Boolean Unique Games

The plan for the analysis is as follows: Use the noise stability to decode a large low
degree part for almost every vertex v ∈ V . Use concentration to argue consistency between
the restriction of the low degree part to an edge hyperplane and the low degree part of the
restriction to the hyperplane, for most edges. The low degree parts of the restrictions to
the edge hyperplane are close in l2 distance for most edges thanks to the consistency test
and hypercontractivity. Obtain from each low degree polynomial a vector by repeatedly
differentiating the polynomial. The differentiation will be in random directions we pick, and
we focus on zoom-in’s so we can restrict to hyperplanes that contain the random directions.
We use consistency along edges to argue about consistency of the derivatives and of the
number of differentiations.
For all v ∈ V we have |fv |2 = 1. By the success of√the functions fv in the unique game,
√
the noise test must pass except with probability
Cδ/( kp)√
≤ C β and the consistency test
√
must pass except with probability Cδ/( k(1 − p)) ≤ 2Cδ/ k. We say that v ∈ V is typical
√
if the noise test rejects with probability at most 100C β when v is chosen. In other words,
√
for a typical v ∈ V , ⟨fv , T1−β fv ⟩ ≥ 1 − 200C β. Note that all v ∈ V are typical except for
at most 0.1 fraction. We say that an edge e = (u, v) ∈ E is typical if√both u and v are typical
and the consistency test rejects with probability at most 20Cδ/ k when e is chosen. At
least 0.7 fraction of the edges are typical.

4.1

Approximation By Low Degree

Our first lemma shows that the low degree part of a noise stable function approximates it:
▶ Lemma 22 (Noise stable functions have large low degree part). Let f : Rk → R, |f |2 < ∞.
2
Let 0 ≤ ρ ≤ 1 and d ≥ 0. Then, f ≤d |22 ≥ ⟨f, Tρ f ⟩ − ρd |f |2 .
Proof. We can decompose f to its low degree part and its high degree part, f = f ≤d +
f >d , and then ⟨f, Tρ f ⟩ = ⟨f ≤d , Tρ f ≤d ⟩ + ⟨f >d , Tρ f >d ⟩. By Cauchy-Schwarz inequality,
⟨f ≤d , Tρ f ≤d ⟩ ≤ |f ≤d |2 |Tρ f ≤d |2 ≤ |f ≤d |22 . Therefore, by Proposition 10 and Parseval identity,
2
|f ≤d |22 ≥ ⟨f ≤d , Tρ f ≤d ⟩ ≥ ⟨f, Tρ f ⟩ − ⟨f >d , Tρ f >d ⟩ > ⟨f, Tρ f ⟩ − ρd |f |2 .
◀
Lemma 22 implies that the low degree part of fv approximates fv for a typical v ∈ V :
√
fv≤d |22 ≥ 1 − 200C β − (1 − β)d . In the above we used that |fv |2 = 1. We set d = Θ(1/β),
so |fv≤d |22 ≥ 0.99.

4.2

Consistency of Degree-d Parts

In this section we use the high acceptance probability of the consistency test in order to
show that for most edges (u, v) ∈ E the projections of the barycenters of fu , fv onto Θ⊥
e are
extremely close to each other. The proof uses the main technical tools we discussed in the
introduction, namely hypercontractivity and concentration.
By hypercontractivity, Boolean functions that are the same except with probability O(δ)
have low degree parts that are Õ(δ) apart in 2-norm (note that there is a simple
upper bound
√
relying on Parseval identity alone, but it gives the worse upper bound O( δ)), as proven in
the following lemma:
▶ Lemma 23 (Low degree consistency). Let f, g : Rk → {±1} be anti-symmetric functions.
Let 0 ≤ ρ ≤ 1 and d ≤ 2 ln(1/δ). Let δ > 0 be sufficiently small. If f (x) = g(x) with
d/2
probability 1 − δ over Gaussian x ∈ Rk , then |f ≤d − g ≤d |2 ≤ 2 2e
δ.
d ln(2/δ)
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Proof. We have f ≤d − g ≤d 2 = (f − g)≤d 2 . Let p be a polynomial of degree at most d
and 2-norm 1 that maximizes the correlation with f − g. Then, (f − g)≤d 2 = ⟨f − g, p⟩.
Since f and g are anti-symmetric, so is f − g. Hence, p is anti-symmetric. Let A ⊆ Rk be
the set of x with f (x) > g(x). Since f (x) > g(x) iff g(−x) > f (−x), the probability of A
is δ/2, and ⟨f − g, p⟩ = Ex [(2p(x) − 2p(−x))χA (x)] = 4E [p(x)χA (x)]. By Lemma 13, since
d/2
d ≤ 2 ln(1/δ) for sufficiently small δ > 0, 4Ex [p(x)χA (x)] ≤ 4 2e
(δ/2). The
d ln(2/δ)
lemma follows by collecting all of the above.
◀
Let (u, v) ∈ E be a typical edge. By the consistency test, it holds that fu|Θ⊥
(x) =
e
√
⊥
fv|Θ⊥
(x)
for
random
x
∈
Θ
except
with
probability
O(δ/
k).
Thus,
by
Lemma
23,
e
e
√
≤d
≤d
(fu|Θ⊥
) − (fv|Θ⊥
) 2 ≤ Õ(δ/ k). By Theorem 8, for each v ∈ V , for at least 0.99
e
e
fraction of edges e = (u, v) ∈ E, (fv|Θ⊥
)≤d − (fv≤d )|Θ⊥
≤ O(1/k). By the regularity of
e
e 2
the graph, the triangle inequality and a union bound, with probability at least 0.6 over
(u, v) ∈ E, the edge is typical, and
(fu≤d )|Θ⊥
− (fv≤d )|Θ⊥
e
e

2

≤
≤

4.3

(fu|Θ⊥
)≤d − (fu≤d )|Θ⊥
e
e
√
Õ(δ/ k + 1/k).

2

+ (fv|Θ⊥
)≤d − (fv≤d )|Θ⊥
e
e

2

(1)

Defining The Assignment

In Section 4.2 we showed that for most edges e = (u, v) ∈ E the degree-d polynomials
fu≤d and fv≤d are close over Θ⊥
e . In this section we show how to extract from the degree-d
polynomials unit vectors that satisfy the constraints and their projections onto Θ⊥
e are close.
We next describe the main ideas behind the construction of unit vectors. Close degree-d
polynomials, like fu≤d and fv≤d over Θ⊥
e , imply close degree-1 parts, and the degree-1 parts
correspond to vectors in the linear subspaces associated with u and v. Hence, if the degree-1
parts of the polynomials were known to be of large 2-norm, then one could have assigned each
vertex its normalized linear part. Unfortunately, the degree-1 part of the polynomials can
be ⃗0. The idea is to differentiate the degree-d polynomials sufficiently many times until the
degree-1 part is of sufficiently large 2-norm. The consistency deteriorates with the number of
differentiations, but since the degree d is constant, the number of differentiations is constant
and the deterioration is limited.
To carry through the above plan we differentiate along random directions y1 , . . . , yd−1 ,
and focus only on hyperplanes Θ⊥
e that contain Y = span{y1 , . . . , yd−1 }, since for those
hyperplanes differentiation and restriction to Θ⊥
e commute. This is the reason we focus on a
zoom-in of the Subspaces Near-Intersection game. This also introduces a certain asymmetry
in favor of the directions in Y . To eliminate this asymmetry, we focus on random affine shifts
of the space Y ⊥ . The random choices of Y and the shift would be useful in the analysis, but
eventually we will fix them so they satisfy desired properties.
The assignment σ : V → Rk for the Subspaces Near-Intersection instance is defined by
the algorithm in Figure 2. Our analysis closely follows the algorithm.
(i)
The first lemma upper bounds the degree and lower bounds the norm on Dv from the
algorithm in Figure 2 for 0 ≤ i ≤ d − 1:
▶ Lemma 24 (Norm lemma). For every typical v ∈ V , during the execution of the algorithm
in Figure 2, for every 0 ≤ i ≤ d − 1,
(i)
1. For all y1 , . . . , yi , thefunction Dv is a polynomial of degree at most d − i.
h
i2
(i)
2. Ey1 ,...,yi E Dv
< η.


2
(i)
3. Ey1 ,...,yi Dv
≥ 0.99 − ηi.
2
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Global parameters:
For sufficiently small constants 0 < c0 < c1 < 1 (depending on the constant in
Lemma 14), pick uniformly at random


η ∈ c0 · 2−2d log d , c1 · 2−2d log d .
Pick Gaussian vectors y1 , . . . , yd−1 ∈ Rk . Let Y = span{y1 , . . . , yd−1 }.
Pick Gaussian vector y ∈ Y .
For every typical v ∈ V we define the assignment σ(v) as follows (for other v’s leave σ(v)
undefined):
(0)
1. Let Dv = fv≤d and i = 0.
(0)
(0)
(0)
2. Let Dv,y : Y ⊥ → R be the affine shift Dv,y (x) = Dv (y + x)
(i)

3. While (Dv,y )=1
a. i ← i + 1.
(i)
b. Let Dv =
(i)

2

< η,
2

(i−1)
∂
.
∂yi Dv
⊥

c. Let Dv,y : Y

(i)

(i)

→ R be the affine shift Dv,y (x) = Dv (y + x).

4. iv ← i.
(i )
5. Let vecv ∈ Y ⊥ be (Dv,yv )=1 .
vecv
.
6. σ(v) ← |vec
v|
2

Figure 2 The assignment σ : V → Rk for the Y -zoom-in of Subspaces Near-Intersection.

Proof. We prove that the three items of the lemma hold by induction on 0 ≤ i ≤ d − 1. First
(0)
consider the case of i = 0 where Dv = fv≤d .
1. fv≤d is a polynomial of degree at most

d.
2. By the anti-symmetry folding, E fv≤d = 0.
2

3. For a typical v we have fv≤d 2 ≥ 0.99.
Assume that the statement holds for i − 1 and let us prove it for i.
(i)
(i−1)
1. The function Dv is a polynomial of degree at most deg(Dv
) − 1. The degree bound
therefore
h
i follows from the inductive hypothesis.
(i)
(i)
(i−1)
(i−1)
2. E Dv
is the constant part of Dv = ⟨∇Dv
, yi ⟩. Moreover, ∇Dv
depends
h
i
(i)
(i−1) =1
) , yi ⟩ is a noron y1 , . . . , yi−1 and is independent of yi . Thus, E Dv = ⟨(Dv
(i−1)

mal variable with standard deviation (Dv
)=1 . By the design of the algorithm,
 h
i 22
2
(i−1) =1
(i)
(Dv
)
< η and hence Ey1 ,...,yd−1 E Dv
< η.
2
(i)

(i−1)

(i−1)

3. We have Dv = ⟨∇Dv
, yi ⟩, where ∇Dv
depends on y1 , . . . , yi−1 and is independent
(i)
k
of yi . Thus, for every x ∈ R , it holds that Dv (x) is a normal variable with standard
h
i
2
(i−1)
(i)
(i−1)
deviation ∇Dv
(x) . Hence, Ey1 ,...,yd−1 ,x (Dv )(x)2 = E ∇Dv
(x) . By the
2

2

Gaussian Poincaré inequality (Lemma 15), for any y1 , . . . , yi ,
h
i
h
i2
2
(i−1)
(x)2 ≥ VarDv(i−1) = Dv(i−1) − E Dv(i−1) .
E ∇Dv
x

2





h
i2
2
(i−1)
(i−1)
By the inductive hypothesis, E Dv
≥ 0.99 − η(i − 1) and E Dv
< η. Hence,
2
h
i
(i)
◀
E (Dv (x))2 ≥ 0.99 − η(i − 1) − η = 0.99 − ηi.
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By the following proposition and the constraints folding (see Definition 21), whenever
σ(v) is defined it satisfies Av σ(v) = ⃗0.
▶ Proposition 25. Let f : Rk → R. If f satisfies a constraints folding, then so do f =i for
any i, any derivative of f , and any scalar multiplication of f .
The next lemma uses Lemma 24 to argue that σ(v) is well-defined for most vertices v ∈ V .

▶ Lemma 26 (Assignment lemma). Let v ∈ V be typical. With probability at least 0.99 over
(i )

y1 , . . . , yd−1 and y, the algorithm in Figure 2 terminates, iv is well-defined, and (Dv,yv )=1
η.

2

≥
2

Proof. The algorithm terminates and iv is well-defined iff there exists 0 ≤ i ≤ d − 1
(i)

such that (Dv,y )=1

2

≥ η. Assume on way of contradiction that there is no such i. By
2
(d−1)

Lemma
is of degree 1 and
 24, when
 the algorithm reaches i = d − 1, the polynomial Dv
2
2
(d−1)
(d−1)
= Ey1 ,...,yd−1 Dv
≥ 0.9. Since each coordinate of the coefficients
EY,y Dv,y
2

2

(d−1)
∇Dv,y

(d−1)

2

is a polynomial of degree at most d in y1 , . . . , yd−1 and y, the norm Dv,y
is

2
4
(d−1)
a polynomial of degree at most 2d in y1 , . . . , yd−1 , y. By convexity, Ey1 ,...,yd−1 ,y Dv,y
≥
2
 
2
2
2
(d−1)
(d−1)
≥ 0.81. By Carbery-Wright anti-concentration (Lemma 14), Dv,y
≥
E Dv,y

vector

2

2

η with probability at least 0.99 over y1 , . . . , yd−1 and y. In this case, the loop in the algorithm
in Figure 2 terminates and iv = d − 1.
◀
(i)

(i)

The next lemma argues consistency between Du and Dv across most edges e = (u, v) ∈
E, provided that y1 , . . . , yd−1 ∈ Θ⊥
e (note that the degree d is constant so the large dependence
in d – which we state here explicitly, and later omit in the O(·) notation – is permissible).
▶ Lemma 27 (Consistency lemma). With probability at least 0.6 over e = (u, v) ∈ E, for
every 0 ≤ i ≤ d − 1,
h
i
√
(Du(i) )|Θ⊥
− (Dv(i) )|Θ⊥
≤ (O(d))i · Õ(δ/ k + 1/k).
E
e
e
2

y1 ,...,yi ∈Θ⊥
e

Proof. By induction over i. For i = 0, the inequality follows from inequality
√ (1): for
k + 1/k).
at least 0.6 of the edges e = (u, v) ∈ E we have (fu≤d − fv≤d )|Θ⊥
≤
Õ(δ/
e 2
Assume that the claim holds for i − 1, and let us prove it for i. Let (u, v) ∈ E. We have
(i)
(i)
(i−1)
(i−1)
(i−1)
(i−1)
Du −Dv = ⟨∇(Du
−Dv
), yi ⟩, where ∇(Du
−Dv
) depends on y1 , . . . , yi−1 and
(i)
(i)
k
is independent of yi . Thus, for every y1 , . . . , yi−1 and x ∈ R , it holds that (Du − Dv )(x)
(i−1)
(i−1)
is a normal variable with standard deviation ∇(Du
− Dv
)(x) . Thus, by concavity
2
and the inductive hypothesis,
"s 
r
#
h
i
2
E

y1 ,...,yi ∈Θ⊥
e

E

x∈Θ⊥
e

(i)

(i)

(Du − Dv )(x)2

≤

E

E

y1 ,...,yi−1

x,yi

≤ O(d) ·

(i−1)

∇(Du

E

E

√

)(x)

2

r h

y1 ,...,yi−1

(i−1)

− Dv

(i−1)
(Du

−

(i−1)
Dv
)(x)2

i

x

≤ (O(d))i Õ(δ/ k + 1/k).

◀
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(i)

(i)

The next lemma is similar to Lemma 27, but applies to the shifted Du,y
 and Dv,y rather
(i)
(i)
than to Du and Dv . Recall that Y = span{y1 , . . . , yd−1 } and EY = e ∈ E | Y ⊆ Θ⊥
e .
⊥
For each e ∈ EY we write Θ⊥
=
Y
+
S
.
The
subspace
S
is
a
uniform
hyperplane
in
Y
.
e
e
e
▶ Lemma 28. With probability at least 0.99 over Y and y, with probability at least 0.6 over
√
(i)
(i)
e = (u, v) ∈ EY , for every 0 ≤ i ≤ d − 1, (Du,y )|Se⊥ − (Dv,y )|Se⊥ ≤ Õ(δ/ k + 1/k).
2

Proof. By Lemma 27, with probability at least 0.6 over e = (u, v) ∈ E, for every 0 ≤ i ≤ d−1,
r
h
i
√
(i)
(i)
2
(2)
(D
−
D
≤ Õ(δ/ k + 1/k).
)(x)
E
E
u,y
v,y
Y ⊆Θ⊥
e

y∈Y,x∈Se

By concavity, with probability at least 0.6 over e = (u, v) ∈ E, for every 0 ≤ i ≤ d − 1,

r
h
i
√
(i)
(i)
(3)
≤ Õ(δ/ k + 1/k).
E
E
E (Du,y − Dv,y )(x)2
Y ⊆Θ⊥
e

y∈Y

x∈Se

By Markov’s inequality, with probability at least 0.6 over e = (u, v) ∈ E, with probability at
least 0.99 over Y ⊆ Θ⊥
e and y ∈ Y , we have
√
(i)
(i)
)|Se − (Dv,y
)|Se
≤ Õ(δ/ k + 1/k).
(Du,y
(4)
2

By Lemma 17, the distribution induced on e and Y by first picking e ∈ E out of the set
of fraction 0.6, and then picking Y ⊆ Θ⊥
e , is close to the distribution that picks Y by picking
Gaussian y1 , . . . , yd−1 , Y = span{y1 , . . . , yd−1 }, and then picks e ∈ EY that belongs to the
set of fraction 0.6. Therefore, with probability 0.99 over Y, y, the above event also holds with
probability 0.6 over e ∈ EY .
◀
By Lemmas 26 and 28, there exist y1 , . . . , yd−1 and y, such that with probability at least
0.5 over e = (u, v) ∈ EY , the following two conditions holds (recall that when one picks
e = (u, v) ∈ EY uniformly, the distribution over v is uniform over V , and that 0.9 fraction of
the vertices v ∈ V are typical):
(i )

1. (Dv,yv )=1

2

≥ η.
2
(i)

√
≤ Õ(δ/ k + 1/k).

(i)

2. For every 0 ≤ i ≤ d − 1, (Du,y )|Se⊥ − (Dv,y )|Se⊥

2
(i)

(i)

The second item implies that for every 0 ≤ i ≤ d − 1, ((Du,y )|Se )=1 − ((Dv,y )|Se )=1 ≤
2
√
Õ(δ/ k + 1/k). The case d = 1 of Theorem 8 implies that for every u ∈ V with probability
at least 0.999 over the edge e = (u, v) ∈ EY , for every i,
√
(i)
(i) =1
((Du,y
)|Se )=1 − (Du,y
) )|Se
≤ Õ(δ/ k + 1/k).
(5)
2

Applying the same to v ∈ V and taking a union bound and a triangle inequality, with
probability at least 0.49 over (u, v) ∈ EY , for every i,
√
(i) =1
(i) =1
((Du,y
) )|Se − ((Dv,y
) )|Se
≤ Õ(δ/ k + 1/k).
(6)
2

Note that inequality (6) implies consistency between vectors corresponding to u and to v
restricted to the hyperplane of interest. It remains to argue that iu = iv with high probability.
As a consequence of inequality (6), with probability at least 0.49 over e = (u, v) ∈ EY , for
every i,
(i) =1
((Du,y
) )|Se

2
2

(i) =1
− ((Dv,y
) )|Se

2

≤
2

√
Õ(δ/ k + 1/k).

(7)
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By sampling (Lemma 16) and union bound, for every u ∈ V , with probability at least 0.999
over e = (u, v) ∈ EY , for every i,
(i) =1
((Du,y
) )|Se

2
2

(i) =1
− (Du,y
)

2

≤

Õ(1/k).

(8)

2

A similar bound holds for v. Hence, from inequalities (7) and (8) via a union bound and a
triangle inequality, with probability at least 0.47 over e = (u, v) ∈ EY , for every i,
(i) =1
(Du,y
)

2
2

(i) =1
− (Dv,y
)

2

≤

√
Õ(δ/ k + 1/k).

(9)

2

By the design of the algorithm in Figure 2, inequality (9) guarantees that iu = iv except
with probability Õ(δ + 1/k). In this case, by inequality (5),
√
|P rojSe (vecu ) − P rojSe (vecv )| ≤ Õ(δ/ k + 1/k).
(10)
The vectors vecu and vecv are normalized to obtain σ(u) and σ(v), respectively. Hence, by
(i )

inequalities (10) and (9), and since (Du,yu )=1

≥ Ω(1), with probability at least 0.47 over
√
e = (u, v) ∈ EY , |P rojSe (σ(u)) − P rojSe (σ(v))| ≤ Õ(δ/ k + 1/k).

5

2

Concentration of the restricted Hermite tensors

In this section we prove Theorem 8. Note: In this section we use n to denote the dimension.

5.1

Overview of the proof

We first sketch some of the main steps of the proof. Consider the functional Q(f ) =
2
EΘ (f|Θ⊥ )≤d − (f ≤d )|Θ⊥ 2 where Θ is uniformly distributed in the sphere. It is not hard to
check that Q(f ) is a quadratic form in f , which is invariant under compositions of f with
orthogonal transformations.
Here we allude to Schur’s lemma, which states that rotational invariant quadratic forms
on functions on the sphere can be expressed as linear combinations of the L2 norms of
the projections onto eigenspaces of the Laplacian. This means that the maximum of the
quadratic form among functions with a perscribed L2 norm must be attained on a function
which only depends on the first coordinate x1 .
Our quadratic form, however, is a functional of functions on Rn rather than the sphere;
this issue can be bypassed by considering homogeneous functions and using the concentration
of the Gaussian in a thin spherical shell. Thus the first step of the proof roughly implies
that it is sufficient to consider functions of the form f (x1 , ..., xn ) = g(x1 ).
By applying rotations around the first vector of the standard basis, e1 , it is not hard to
2
see that when f is of the above form, the quantity θ → (f|θ⊥ )≤d − (f ≤d )|θ⊥ 2 only depends
√
on θ1 := ⟨θ, e1 ⟩. By concentration of measure, this angle is of the order 1/ n. The technical
bulk of the proof is to show that the above expression behaves like θ14 for small θ1 .

5.2

Preliminaries

Identify a tensor T of degree ℓ with a multilinear polynomial T [x1 , ..., xℓ ] =
P
1
ℓ
n
(k)
(x), the k-th Hermite tensor
i1 ,...,iℓ ∈[n]ℓ Ti1 ,...,iℓ xi1 · ... · xiℓ . For any x ∈ R , denote by H
(k)
k
−1
k
associated with x, defined by H (x) := (−1) ϕ(x) (∇ ϕ(x)), where ϕ(x) = exp(−|x|2 /2).
For example, we have H (1) (x) = x, H (1) (x)[y] = ⟨x, y⟩, H (2) (x) = x⊗2 − In , H (1) (x)[y, z] =
⟨x, y⟩⟨x, z⟩ − ⟨y, z⟩. and H (3) (x)[y, z, w] = ⟨x, y⟩⟨x, z⟩⟨x, w⟩ − ⟨x, y⟩⟨z, w⟩ − ⟨x, z⟩⟨y, w⟩ −
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⟨x, w⟩⟨y, z⟩, (see [31, p. 157]). For two tensors T, U of degree ℓ, define the Hilbert-Schmidt
P
inner product by ⟨T, U ⟩HS =
(i1 ,...,iℓ )∈[n]ℓ Ti1 ,...,iℓ Ui1 ,...,iℓ and the corresponding norm
∥T ∥2HS = ⟨T, T ⟩HS . We will allow ourselves to abbreviate the notation and write ∥T ∥ and
⟨T, U ⟩ whenever
f , we define its k-barycenter by
R (k) this causes no confusion. For a function
2
2
bk (f ) := H (x)f (x)dγ(x) and also denote αk (f ) := ∥bk (f )∥HS . For a tensor T of degree
ℓ and an orthogonal projection P , define P T [x1 , ..., xℓ ] := T [P x1 , ..., P xℓ ]. It is not hard to
verify that for f : Rn → R and for θ ∈ Sn−1 , one has
Z
Z
(k)
Pθ⊥ H (x)f (x)dγ(x) = H (k) (x)fθ (x)dγ(x)
(11)
R∞
where fθ (x) = −∞ f (Pθ⊥ x + tθ)dγ(t) is the marginal of f on θ⊥ .
For a unit vector θ ∈ Sn−1 , let γθ be the Gaussian measure restricted to {⟨x, θ⟩ = 0},
2
1
in other words, dγθ (x) = (2π)(n−1)/2
e−|x| /2 1⟨x,θ⟩=0 dHn−1 (x). For a function f : Rn → R
R
define, by slight abuse of notation, bk (f ; θ) = H (k) (x)f (x)dγθ . By the orthogonality of
1
Hermite polynomials, we have for all f =k (x) = k!
⟨H (k) (x), bk (f )⟩, ∀x ∈ Rn . Likewise,
1
n−1
=k
(k)
for all θ ∈ S
(f|θ⊥ )
= k! ⟨H (x), bk (f ; θ)⟩,
∀x ∈ θ⊥ . Therefore, by Parseval’s
1
=k
=k
identity, we have (f|θ⊥ ) − (f )|Θ⊥ 2 = k! ∥Pθ⊥ (bk (f ; θ) − bk (f ))∥HS . Thus, for a function
f : Rn → R, we define Q(f ) = Qk (f ) := Eθ∼σ ∥Pθ⊥ (bk (f ; θ) − bk (f ))∥2HS . Theorem 8 will
follow immediately from the next result.
▶ Theorem 29. Let f : Rn → R be 0-homogeneous. Eθ∼σ ∥bk (f ; θ) − bk (f ))∥2HS = Ok (1/n2 ).
Proof of Theorem 8. Apply Theorem 29 for and k ≤ d and use Chebyshev’s inequality and
a union bound.
◀

5.3

A reduction to functions depending on one variable

The proof of the above theorem relies on the following lemma, which essentially reduces the
problem to the case that f is a low-degree polynomial which only depends on one variable.
▶ Lemma 30. For any 0-homogeneous function f with ∥f ∥L
1, there is a polynomial
2 (γ) = 
x
h : R → R of degree at most 8k such that, defining f˜(x) = h |x|/1√n , we have ∥f˜∥L2 (γ) = 1
and Qk (f ) − Qk (f˜) = O(1/n2 ).
The main step towards the lemma is the following proposition:
▶ Proposition 31. Assuming that f isR0-homogeneous,
There exists a polynomial q on R, of
R
degree at most 8k, such that Qk (f ) = Sn−1 Sn−1 f (x)f (y)q(⟨x, y⟩)dγ(x)dγ(y) + O(1/n2 ).
Before we prove Proposition 31, we need two additional propositions, whose proofs are
deferred to the end of this section.
▶ Proposition 32. There exist constants Cn ,Cn′ such that Cn , Cn′ < C for some universal
constant C > 0, and such that the following holds. Let x, y ∈ Rn and let θ hbe uniformly
distributed in Sn−1 . Then, for every continuous g : Sn−1 → R, limε→0 ε12 E 1{|⟨x, θ⟩| ≤
i
q 1
ε, |⟨y, θ⟩| ≤ ε}g(θ) = Cn
Eg(θ1 ), where θ1 is uniform in Sn−1 ∩ x⊥ ∩ y ⊥ .
|x||y|

1−

x
, y
|x| |y|

2

Furthermore, limε→0 1ε E [1{|⟨x, θ⟩| ≤ ε}g(θ)] =

′
Cn
|x| g(θ2 ),

where θ2 is uniform in Sn−1 ∩ x⊥ .

▶ Proposition 33. For every k, n ∈ N there exist polynomials p1 , p2 , p3 , p4 in 3 variables, of
degree at most 3k, with coefficients bounded by Ok (nk ), such that the following holds. For each
x, y ∈ Rn , let θ1 be uniform in Sn−1 ∩ x⊥ ∩ y ⊥ and let θ2 be uniform in Sn−1 ∩ x⊥ . Then we
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have the representations E⟨Pθ1⊥ H (k) (x), Pθ1⊥ H (k) (y)⟩ = p1 (|x|, |y|, ρ(x, y)) +

p
1 − ρ(x, y)2 ·

p2 (|x|, |y|, ρ(x, y)) and E⟨Pθ2⊥ H (k) (x), Pθ2⊥ H (k) (y)⟩ = p3 (|x|, |y|, ρ(x, y)) +
D
E
y
x
p4 (|x|, |y|, ρ(x, y)) where ρ(x, y) := |x|
, |y|
.

p

1 − ρ(x, y)2 ·

may assume that f is conProof of Proposition 31. By an approximation
√
R argument, we (k)
2π
tinuous. We then have, β(f ; θ) = limε→0 2ε
1{|⟨x, θ⟩| ≤ ε}H (x)f (x)dγ. Therefore, we
have the following expression for Q(f ):
√ Z
Z
2π
Eθ∼σ lim Pθ⊥
1{|⟨x, θ⟩| ≤ ε}H (k) (x)f (x)dγ(x) − Pθ⊥ H (k) (x)f (x)dγ(x)
ε→0
2ε



Z 
π
|⟨x, θ⟩| ≤ ε
= lim Eθ∼σ
1
⟨Pθ⊥ H (k) (x), Pθ⊥ H (k) (y)⟩f (x)f (y)dγ(x, y)
ε→0
|⟨y, θ⟩| ≤ ε
2ε2
√ Z
2π
−
1{|⟨x, θ⟩| ≤ ε}⟨Pθ⊥ H (k) (x), Pθ⊥ H (k) (y)⟩f (x)f (y)dγ(x, y)
ε

Z
+ ⟨Pθ⊥ H (k) (x), Pθ⊥ H (k) (y)⟩f (x)f (y)dγ(x, y)
Z
= (h1 (x, y) − 2h2 (x, y) + h3 (x, y)) f (x)f (y)dγ(x, y),

2
HS

where
n
o
⟨Pθ⊥ H (k) (x), Pθ⊥ H (k) (y)⟩,
h1 (x, y) = limε→0 Eθ∼σ 2επ2 1 |⟨x,θ⟩|≤ε
|⟨y,θ⟩|≤ε
√

h2 (x, y) = limε→0 Eθ∼σ ε2π 1 {|⟨x, θ⟩| ≤ ε} ⟨Pθ⊥ H (k) (x), Pθ⊥ H (k) (y)⟩,
h3 (x, y) = Eθ∼σ ⟨Pθ⊥ H (k) (x), Pθ⊥ H (k) (y)⟩.
By Proposition 32, we have
h1 (x, y) =

r
|x||y|

Cn
(k)
(k)
D
E2 Eθ1 ∼U (Sn−1 ∩x⊥ ∩y⊥ ) ⟨Pθ1⊥ H (x), Pθ1⊥ H (y)⟩
y
x
1 − |x|
, |y|

for some constant Cn depending only on the dimension, and which is smaller than a universal
constant C > 0. From this point on, the expression Ck will denote a constant that depends
only on k, whose value may vary between different instances.
By Proposition 33 there are polynomials p
1 , p2 of degree at most 3k, with coefficients

bounded by Ck nk , such that h1 (x, y) =
D
E
y
x
ρ(x, y) = |x|
, |y|
.

1
|x||y|

p1 (ρ(x,y),|x|,|y|)

√

1−ρ(x,y)2

+ p2 (ρ(x, y), |x|, |y|)

where

Since the coefficients of p1 are bounded by Ck nk , we have p1 (ρ(x, y), |x|, |y|) ≤ Ck nk (|x| +
1
1) (|y| + 1)k . By taking the Taylor expansion of the function s → √1−s
of order 2k + 4,
2
we conclude that there exists a polynomial q(·) of degree 4k + 4 such that
 h1 (x, y) =
q(ρ(x,y))p1 (ρ(x,y),|x|,|y|)+p2 (ρ(x,y),|x|,|y|))
k
k
k
4k+4
+
O
n
(1
+
|x|)
(1
+
|y|)
ρ(x,
y)
. By Cauchyk
|x||y|


R
2k
k
ℓ
−ℓ/2
Schwartz and since Ex∼γ |x| ≤ Ck n and Ex,y∼γ |ρ(x, y)| ≤ Cℓ n
, we have nk (|x| +
1)k (|y| + 1)k ρ(x, y)4k+4 f (x)f (y)dγ(x, y) ≤ n12 Ck ∥f ∥22 . The last
R two displays imply that
there exists a polynomial q1 of 
degree at most 8k so that h1 (x, y)f (x)f (y)dγ(x, y) =
R
∥f ∥2
q1 (ρ(x, y), |x|, |y|)dγ(x, y) + Ok n2 2 . Following a similar argument with the terms h2
and h3 , we conclude that there exists a polynomial
 2pof degree at most 8k such that
R
∥f ∥
Q(f ) = p (ρ(x, y), |x|, |y|) f (x)f (y)dγ(x, y) + Ok n2 2 . Since f is 0-homogeneous, by
k

polar integration one learns that for all k1 , k2 , k3 , there exist constants Ck1 ,k2 ,k3 , Ck′ 1 ,k2 ,k3
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such that

RR

⟨x, y⟩k1 |x|k2 |y|k3 f (x)f (y)dγ(x)dγ(y) can be written as
Z Z 

x y
,
|x| |y|

Z

= Ck1 ,k2 ,k3
= Ck′ 1 ,k2 ,k3

Z
Sn−1

Sn−1

k1
f (x)f (y)dγ(x)dγ(y)

x y
,
|x| |y|

k1
f (x)f (y)dσ(x)dσ(y).

We concludeD
that there
E exists a polynomial q(·) of degree at most 8k such that Qk (f ) =
R
y
x
f (x)f (y)dσ(x)dσ(y) + Ok (1/n2 ).
◀
q
|x| , |y|
Sn−1 ×Sn−1
Proof of Lemma 30. For a function h ∈ L2 (Sn−1 ), define by ProjSk h the orthogonal projection of h into the subspace spanned by spherical harmonics of degree k. An application
of Schur’s lemma (or the Funk-Hecke formula)Rensures
R that for every polynomial g degree ℓ there exist constant α1 , ..., αℓ such that Sn−1 Sn−1 f (x)f (y)g(⟨x, y⟩)dγ(x)dγ(y) =
P
2
8k
i≤ℓ αi ∥ProjSi f ∥L2 (Sn−1 ) Thus, by Proposition 31 we learn that there are some (αi )i=0 such
that
X
Q(f ) =
αi ∥ProjSi f ∥2L2 (Sn−1 ) + Ok (1/n2 ).
(12)
0≤i≤8k

(in the last formula, by slight abuse of notation, on the right hand side the function f
should be understood as its restriction to the sphere). Now, for any j ∈ N there exists a
function hj depending only on x1 such that ∥ProjSi hj ∥2L2 (Sn−1 ) = 1{i=j} . Therefore, defining
 
P
f˜(x) =
hj x1 ∥Proj f ∥L (Sn−1 ) , we have ∥Proj f ∥L (Sn−1 ) = ∥Proj f˜∥L (Sn−1 ) for
j

|x|

Si

Si

2

2

Si

2

all i, and therefore by (12), we have |Q(f ) − Q(f˜)| = O(1/n2 ). Moreover, ∥f ∥L2 (γ) =
∥f ∥L2 (Sn−1 ) = ∥f˜∥L2 (Sn−1 ) . This completes the proof.
◀

5.4

Finishing the proof

 √ 
Let f : Rn → R be a function which has the form f (x1 , ..., xn ) = h x1 |x|n for some
polynomial h : R → R of degree at most 8k and with ∥f ∥L2 (γ) = 1. In light of Lemma 30,
Theorem 29 will be concluded by showing that
Q(f ) = Ok (1/n2 ).

(13)

Let θ be uniform in Sn−1 . We first show that, by symmetry, we can essentially assume
p in our
calculations that θ ∈ span{e1 , e2 }. Let us write θ1 = ⟨θ, e1 ⟩ and define θ̃ := e1 θ1 + e2 1 − θ12 .
By symmetry of the function f to orthogonal transformations which keep e1 fixed, we have
Q(f ) = Eθ1 ∥Pθ̃⊥ (bk (f ; θ̃) − bk (f ))∥2HS . In order to understand the role of the
p projection onto
the subspace θ̃⊥ , define an orthonormal basis to θ̃⊥ as follows: Set e′1 = 1 − θ12 e1 − θ1 e2
⊥
and e′i = ei+1 for i = 2, ..., n − 1, so that (e′i )n−1
i=1 form an orthonormal basis for θ̃ . We have,
∥Pθ̃⊥ (bk (f ; θ̃) − bk (f ))∥2HS =

X

bk (f ; θ̃)[e′i1 , ..., e′ik ] − bk (f )[e′i1 , ..., e′iℓ ]

2

. (14)

(i1 ,...,ik )∈[n−1]k

Fix I = (i1 , ..., iℓ ) ∈ [n − 1]ℓ . There exists a function JI and α(I) ∈ [k] such that
H (k) (x)[e′i1 , ..., e′iℓ ] = Hα(I) (⟨x, e′1 ⟩)JI (ProjL (x)),

(15)
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where L = span(e′2 , ..., e′n−1 ). Let Γ1 ∼ N (0, 1), Γ2 ∼ N (0, 1), Γ3 ∼ N (0, ProjL ) be independ(d)

ent. In this case, note that e′1 Γ1 + θ̃Γ2 + Γ3 = N (0, In ). We therefore have by equation (15)
and by the definition of bk (f ; θ̃),
"
bk (f ; θ̃)[e′i1 , ..., e′iℓ ] = E Hα(I) (Γ1 )JI (Γ3 )h

!#

p
1 − θ12 Γ1

,

p
(Γ21 + |Γ3 |2 )/n

(16)

and on the other hand,
"
bk (f )[e′i1 , ..., e′iℓ ]

p

= E Hα(I) (Γ1 )JI (Γ3 )h

!#

1 − θ12 Γ1 + θ1 Γ2

p
(Γ21 + Γ22 + |Γ3 |2 )/n

.

(17)

The assumption ∥f ∥2 = 1 amounts to

E h

Γ1
p
(|Γ3 |2 + Γ21 + Γ22 )/n

!2 
 = 1.

(18)

The next lemma follows from a direct calculation.
▶ Lemma 34. Assume that n is large enough. Let Γ1 , Γ2 ∼ N (0, 1) and Γ3 ∼ N (0, In−2 ) be
Γ1
independent. Let γ̃ be the density of the random varianble √
and let γ be the
2
2
2
(|Γ3 | +Γ1 +Γ2 )/n

standard Gaussian density. Then

1
2

≤

γ̃(s)
γ(s)

≤ 2, ∀s ∈ [−n0.1 , n0,1 ].

Equation (18) and Lemma 34 imply that ∥h∥L2 (γ) ≤ 2 and

E h

Γ
p 1
|Γ3 |2 /n

!2 
 ≤ 2.

(19)

In what follows, we denote by Ck a constant depending only on k whose value may change
between different appearances. Since Hℓ′ (x) = ℓHℓ−1 (x), for every ℓ there exists a constant
Cℓ such that any Hermite polynomial Hℓ with ℓ ≤ k satisfies |Hℓ (x(1 − s)) − Hℓ (x)| ≤
s|x|ℓ max|y|≤|x| |Hℓ−1 (y)| ≤ Ck s(2 + |x|)k , ∀s ∈ (0, 1). Moreover since h is a polynomial of
degree at most 8k with ∥h∥L2 (γ) ≤ 2, we conclude that
|h(x(1 − s)) − h(x)| ≤ Ck s(2 + |x|)8k , ∀s ∈ (0, 1).

So we can write

bk (f ; θ̃)[e′i1 , ..., e′ik ]

(20)





= E Hα (Γ1 )JI (Γ3 )h

√

Γ1
|Γ3 |2 /n



+ Tres [e′i1 , ..., e′ik ]

where, relying on (15) and on (16),
"
Tres = E H (k) (Γ2 θ̃ + Γ1 e′1 + Γ3 ) h

Γ1
p
|Γ3 |2 /n

!

p
−h

p

1 − θ12 Γ1

!!#

(Γ21 + |Γ3 |2 )/n
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By Parseval’s inequality, we have

!
!!2 
p
2Γ
1
−
θ
Γ
1
1 1

∥Tres ∥22 = E  h p
−h p 2
|Γ3 |2 /n
(Γ1 + |Γ3 |2 )/n
2 
 √
1−θ12 Γ1
Γ1
√
√
(20)
 
 Γ21 +|Γ3 |2 − |Γ3 |2


(2 + |Γ1 |)8k 
≤ Ck E 
Γ
 

1
√ 2
|Γ3 |



2 

− 1 (2 + |Γ1 |)8k  

p

1 − θ2

= Ck E  q 2 1
Γ1
|Γ3 |2 + 1
"

2 #


Γ21
1
2
8k
4
≤ Ck E
θ1 +
(2
+
|Γ
|)
≤
C
θ
+
.
1
k
1
|Γ3 |2
n2
In a similar manner,
(20) and (17) imply that bk (f )[e′i1 , ..., e′ik ]

√

2
1−θ1 Γ1 +θ1 Γ2
′
′
√ 2
E Hα(I) (Γ1 )JI (Γ3 )h
+ Tres
[e′i1 , ..., e′ik ] with ∥Tres
∥22 ≤ Ck θ14 +
|Γ3 | /n

=

.

1
n2

Note, however, that since Hα(I) is an eigenvector of the heat operator, we have
"
!#
p
1 − θ12 Γ1 + θ1 Γ2
p
E Hα(I) (Γ1 )JI (Γ3 )h
|Γ3 |2 /n
##
"
"
!
p
1 − θ12 Γ1 + θ1 Γ2
p
Γ3
= E JI (Γ3 )E Hα(I) (Γ1 )h
|Γ3 |2 /n
!#
"
Γ
1
.
= (1 − θ12 )α(I)/2 E Hα(I) (Γ1 )JI (Γ3 )h p
|Γ3 |2 /n
We conclude that bk (f ; θ̃)[e′i1 , ..., e′ik ] − bk (f )[e′i1 , ..., e′ik ] equals:
′
Tres [e′i1 , ..., e′ik ] − Tres
[e′i1 , ..., e′ik ]
"


+ 1 − (1 − θ12 )α(I)/2 E Hα(I) (Γ1 )JI (Γ3 )h

Γ1

!#

p
|Γ3 |2 /n

,

Now, by Parseval,
X



1 − (1 −

θ12 )α(I)

2

"
E Hα(I) (Γ1 )JI (Γ3 )h

Γ1
p

I=(i1 ,...,ik )∈[n−1]k


≤ k 2 θ14 E h

!#2

Γ
p 1
|Γ3 |2 /n

|Γ3 |2 /n
!2 
(19)
 ≤ Ck θ14 ,

Combining the last two displays with equation (14), we finally attain


1
′
∥Pθ̃⊥ (bk (f ; θ̃) − bk (f ))∥2HS ≤ Cθ14 + 4∥Tres
∥22 + 4∥Tres ∥22 ≤ Ck θ14 + 2 .
n
Since Eθ14 = O(1/n2 ), taking expectation over θ establishes (13), and completes the proof of
Theorem 29.
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Loose ends

Proof of Proposition 32. Denote by σn the unique rotationally-invariant measure on
the unit sphere in Rn . A standard calculation (see [15, Equation (24)]) shows that
the density of an ℓ-dimensional marginal of σn has the form ψn,ℓ (x) = ψn,ℓ (|x|) =
 n−ℓ−2
1
2
Γn,ℓ 1 − |x|2
n , |x| ≤ 1 for oa constant Γn,ℓ . By continuity, limε→0 ε E1{|⟨x, θ⟩| ≤
2
ε
= |x|
ε} = limε→0 1ε E1 |⟨x/|x|, θ⟩| ≤ |x|
Γn,1 . By the continuity of g,



1
1
Projx⊥ θ
lim E [1{|⟨x, θ⟩| ≤ ε}g(θ)] = lim E 1{|⟨x, θ⟩| ≤ ε}g
,
ε→0 ε
ε→0 ε
|Projx⊥ θ|
and the first part of the proposition follows by n
symmetry to revolution about x. Now,o
for
p
2
the second part, for ρ ∈ [0, 1] denote V (ρ) = Vol (x, y) : |x| < 1, |ρx + 1 − ρ y| < 1 ,
the volume of the rhombus with angle arcsin(ρ) and height 2. A calculation shows that
for all ρ < 1/2, V (ρ) = √ 4 2 . So we have by continuity the following expression for
1−ρ

1
ε2 E [g(θ)1{|⟨x, θ⟩|

≤ ε, |⟨y, θ⟩| ≤ ε}]:
 


Projx⊥ ∩y⊥ θ
1
E g
1{|⟨x̂, θ⟩| ≤ ε, |⟨ŷ, θ⟩| ≤ ε}
= lim
ε→0 |x||y|ε2
|Projx⊥ ∩y⊥ θ|
 

Projx⊥ ∩y⊥ θ
Γn,2 V (⟨x̂, ŷ⟩)
=
E g
.
|x||y|
|Projx⊥ ∩y⊥ θ|

limε→0

The proposition follows.

◀

Proof of Proposition 33. Both expressions are invariant to orthogonal transformations applied to both x, y, and are therefore functions of ⟨x, y⟩, |x| and |y|. By applying a rotation,
assume that
x ∈ span(e1 ), y ∈ span(e1 , e2 ), x1 ≥ 0, y2 ≥ 0.

(21)

Evidently, for any fixed θ and indices i1 , ..., ik ∈ [n]k , the expression
Pθ⊥ H (k) (x)[ei1 , ..., eik ]Pθ⊥ H (k) (y)[ei1 , ...eik ]
is a polynomial of degree at most k in x1 , y1 , y2 with coefficients depending only on k. Since
the distribution of θ1 , θ2 does not depend on x, y given the above assumption, we have that
(k)
(k)
restricted to (21), the two expressions E⟨Pθ1,2
(x), Pθ1,2
(y)⟩HS , are polynomials of
⊥ H
⊥ H
degree at most k in x1 , y1 , y2 with coefficients
bounded by Ok (nk ). Note that under (21),
p
we have x1 = |x|, y1 = ρ(x, y)|y|, y2 = 1 − ρ(x, y)2 |y|. Thus, we can
p express the above
expressions as polynomials of degree at most 2k in |x|, |y|, ρ(x, y) and 1 − ρ(x, y)2 as long
as (21) holds. Since the above expressions are invariant under rotations, these forms will
hold true in general. This completes the proof.
◀
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Integrality Gap for Subspaces Near-Intersection

In this section we sketch
an integrality gap instance for the semidefinite program that

(σ(u)) − P rojΘ⊥
(σ(v))|22 . Consider the following graph G =
minimizes E(u,v)∈E |P rojΘ⊥
e
e
(V, E): its vertices correspond to all unit vectors v ∈ Rk where coordinates are taken up to
sufficiently large precision with respect to δ > 0. The subspace associated with the vertex is
the one that is spanned by v. For the vertex corresponding to vector v there is an edge that
touches it for every unit vector Θ ∈ Rk (up to the aforementioned precision) and it connects
√
it to a vertex associated with a random vector u ∈ Rk such that v|Θ⊥ − u|Θ⊥ 2 ≈ δ
(the approximation reflects the precision error). Note that this instance of Subspaces NearIntersection has a vector solution given by the unit vector associate with every vertex, and it
achieves value approximately δ by construction. Nevertheless, there is no√feasible assignment
σ : V → Rk where |P rojΘ⊥
(σ(u)) − P rojΘ⊥
(σ(v))|2 is typically 0.001 δ, simply because
e
e
only the prescribed unit vector is in the subspace of each vertex.
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1

Introduction

A language L is randomly-self-reducible if L admits a “worst-case” to “average-case” reduction
on the uniform distribution – that is, if we can reduce solving the problem on any worstcase instance to solving the problem on uniformly-random instances in polynomial time.
For example, it was famously shown by Lipton [29] that the problem of computing the
permanent of a matrix admits a random-self-reduction. Many other central examples of
random-self-reducibility come from cryptography – such as the discrete logarithm and the
quadratic non-residuosity problems [1] – where it is typically exploited to strengthen several
cryptographic assumptions from average-case hardness to worst-case hardness without loss
of generality.
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Pseudorandom Self-Reductions for NP-Complete Problems

A central open question in complexity theory is whether or not any NP-Complete set
admits a random self-reduction [6, 14, 18]. This is closely related to the problem of whether or
not the hardness of distributional languages in NP can be based on typical NP-Completeness
assumptions (and, in particular, if “natural” NP-Complete problems are still hard over
natural input distributions) [2]. Feigenbaum and Fortnow [13] famously showed that if an
NP-Complete language is non-adaptively random-self-reducible (meaning that the queries to
the random distribution must not be allowed to adaptively depend on earlier queries), then
the polynomial hierarchy collapses to the third level. Feigenbaum and Fortnow’s result was
improved by Bogdanov and Trevisan [8] to show that if an NP-Complete set is non-adaptively
self reducible to any polynomial-time sampleable distribution, then the polynomial hierarchy
similarly collapses to the third level. Bogdanov and Trevisan’s result shows that if we can base
the distributional hardness of an NP-language on standard worst-case NP-Completeness, then
the reduction witnessing this theorem must be adaptive. Along these lines, it is important to
mention recent work by Hirahara, which showed that showing that average-case hardness of
NP can at least be based on exponential hardness of NP [20].
In a recent paper, Hirahara and Santhanam [21] introduced a generalization of random selfreducibility that they called pseudorandom self-reducibility; now, the algorithm that performs
the reduction is allowed to reduce to a distribution that is computationally indistinguishable
from the uniform distribution. Under standard cryptographic assumptions they showed that
the Minimum Circuit Size Problem (MCSP) admits a pseudorandom self-reduction (and,
furthermore, their reduction is easily seen to be non-adaptive). There is much other evidence
indicating that any reduction that would prove MCSP is NP-Complete must be surprisingly
different from “standard” reductions [4, 32, 22, 3], and so, comparing this with the prior
results about random self-reducibility for NP, Hirahara and Santhanam suggested that their
pseudorandom self-reduction for MCSP further distinguished it from other NP-Complete
problems.

1.1

Our Results

In this work we show that, somewhat surprisingly, the classic NP-Complete Clique problem
does admit a non-adaptive pseudorandom self-reduction under a non-uniform variant of
planted clique conjecture. Let G(n, p) denote the usual Erdős-Rényi random graph, and let
G(n, p, k) denote the distribution obtained by first sampling G ∼ G(n, p) and then choosing
a random set of k vertices and planting a clique on those vertices.
▶ Conjecture 1 (Non-Uniform Planted Clique Conjecture). There is some 0 < ε0 < 1/2 such
that, letting k = nε0 , for every sequence of polynomial-size circuits {Cn }
Pr
G∼G(n,1/2)

[Cn (G) = 1] −

Pr
H∼G(n,1/2,k)

[Cn (H) = 1] ≤

1
.
n

Our main result is the following (as the formal definition of a pseudorandom self-reduction
is somewhat technical we refer the reader to Section 2):
▶ Theorem 2. The Clique problem admits a non-adaptive pseudorandom self-reduction,
assuming the Non-Uniform Planted Clique Conjecture.
In fact, using our techniques, we can prove something a bit stronger. A graph property
π is a set of graphs closed under isomorphism. A graph property π is hereditary if G ∈ π
implies H ∈ π for each induced subgraph H of G, and it is non-trivial if both π and its
complement are infinite. Consider the following decision problem:
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▶ Definition 3. Let π be an infinite, hereditary graph property. The π-induced subgraph
problem, denoted π-SUB, is defined as follows. As input, we receive an undirected graph G,
as well as a positive integer k. The goal is to decide if G contains an induced subgraph H
such that H ∈ π and H has at least k vertices.
First, it is easy to see that the π-SUB is more general than the Clique problem, since the
Clique problem is simply the case where π is the set of all complete graphs. The π-induced
subgraph problem has been considered in several previous works [28, 11, 9, 30], where it
was shown that it is NP-Complete and hard to approximate within a factor n1−ε for every
infinite hereditary π. We show the following:
▶ Theorem 4. For every non-trivial, hereditary π, the π-SUB problem admits a pseudorandom
self-reduction, assuming the Non-uniform Planted Clique Conjecture.
To the best of our knowledge, this is the first worst-case to average-case reduction for
any NP-Complete problem to a distribution that is “near” uniform, in any reasonable sense.
However, as we will see next in our technical overview, our reduction relies crucially on
some very special properties of the Clique problem (properties that are shared by the π-SUB
problem), and because of this it appears to be difficult to extend it to other NP-Complete
problems.

1.2

Technical Overview

We now sketch our reduction, specialized to the Clique problem. Our reduction relies crucially
on the following special properties of the Clique problem that seem to distinguish it among
NP-Complete problems:
Very Hard to Approximate. Approximating the size of the largest clique in a graph is
NP-Hard even within a multiplicative n1−ε factor for all ε > 0.
Small Value on Random Instances. When G ∼ G(n, 1/2), then the size of the largest
clique in G is 2 log n (up to lower-order terms) with high probability (see e.g. [31]).
It seems that nearly all standard NP-Complete problems break one of these two requirements. For instance, the Colouring problem is hard to approximate, but, random graphs
require a large number of colours to properly colour. On the other hand, random instances
of the MAX-k-SAT problem have been very well-studied and it is easy to find random
instances (below the “SAT threshold”) which are easy to satisfy; but, it is well known that
the MAX-k-SAT problem is easy to approximate by simply choosing a random assignment.
On to discussing our reduction for Clique. By standard hardness-of-approximation results,
we can assume that the Gap-Clique promise problem – where we must distinguish between
graphs containing cliques of size n1−ε k or graphs in which every clique has size at most k – is
hard. Our reduction then proceeds as follows: we choose a random subset U ⊆ V of vertices
of G (say, of size nϵ0 for some appropriate constant ϵ0 ) and randomize all edges with at most
one endpoint inside of U . If G originally contained a large clique (of size ≫ n1−ε k), then
a large portion of that clique will intersect U with high probability, and by using the fact
that random graphs have very small cliques, it follows that solving the clique problem on
the resulting graph will yield a good approximation to the size of the clique on the original
graph G. Note here we have crucially used both properties (1) and (2) listed above.
The novel part of the reduction is proving that it is pseudorandom modulo the Planted
Clique Conjecture. To do this we use the following “Xor-trick” (a form of this trick also
played a role in the pseudorandom self-reduction for MCSP by Hirahara and Santhanam
[21]). Suppose that the reduction was not pseudorandom, so that we obtain a sequence of
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graphs {Gn } and a family of boolean circuits Cn such that Cn can distinguish between the
above “planted” distribution (obtained by taking Gn and randomizing all edges outside a
random subset of vertices) and uniformly random graphs G ∼ G(n, 1/2). Using this family
of circuits Cn we will construct a new family of circuits Cn′ that can detect the existence of
planted cliques in random graphs, violating the Planted Clique Conjecture. The new family
Cn′ is defined as follows: given a graph H as input, Cn′ takes the Xor of the edge-set of the
complement graph H with the edge-set of Gn . If H was a uniformly random graph, then the
result will be a uniformly random graph. If, however, H had a planted clique, then H will
have a planted independent set. Thus, taking the Xor of H with Gn will result in a random
graph with uniformly random edges except for a random subset of Gn . We can therefore
apply the family of circuits Cn that differentiates between the “planted” distribution and
uniformly random graphs and differentiate between planted cliques and random graphs.
Now that we have discussed our reduction, note that a worst-case to average-case reduction
for any problem implies that an efficient algorithm solving the average-case problem also
implies an efficient algorithm that solves the worst-case problem. Of course, approximating
the value of the largest clique on a G(n, 1/2) graph is actually easy: as we have discussed
above, the size of the largest clique is (2 − o(1)) log n with high probability, and a simple
greedy algorithm will find a clique of size roughly log n with high probability [26]. However,
in our case, if the Planted Clique conjecture is true then this good approximation algorithm
does not imply a good approximation algorithm for the Max-Clique problem as, intuitively,
the pseudorandomness “fools” the polynomial-time algorithm into thinking that there is a
clique of size ≈ 2 log n, when in fact the graph actually contains a much larger clique. On
the other hand, if the Planted Clique conjecture is false, then a polynomial-time algorithm
could perhaps distinguish the output graphs of the reduction from G(n, 1/2), but, in order
to solve Clique it must find a very large clique inside the randomly planted portion, which
still could be a very hard problem.

1.3

Related Work

The planted clique problem is a well-studied problem in both complexity theory and algorithms
that was introduced independently by Jerrum [24] and Kučera [27]; although, the hardness
of finding cliques in random graphs was initially observed by Karp, who observed that there
is no known polynomial-time algorithm finding cliques of size ≈ 2 log n in random graphs
[26], even though they exist with probability 1 − o(1). It is well-known that the planted
clique problem can be solved by a quasipolynomial-time algorithm that simply enumerates
all potential cliques of size O(log n). As for polynomial-time algorithms, a classic result due
to Alon, Krivelevich and Sudakov [5] finds planted cliques of size Ω(n1/2 ) using semidefinite
programming. The planted clique problem has also been used in prior works as a hardness
assumption in complexity theory and cryptography (see, e.g. [25, 17]), and it is known
to be hard to solve in both the Lovász-Shrijver and Sum-of-Squares convex programming
hierarchies [12, 7].
There has been much work regarding the study of average-case self-reducibility of NP
problems. Thanks to the negative results by Feigenbaum and Fortnow [13] and Bogdanov
and Trevisan [8], the power of non-adaptive random reductions inside of NP is now fairly
well understood: it is known that any such problem must lie in NP/poly ∩ coNP/poly [8].
There have also been some positive results. Feigenbaum, Fortnow, Lund and Spielman
showed that under plausible assumptions, there is a function in NP \ P which is adaptively
random-self-reducible but not nonadaptively random-self-reducible [14]. Hemaspaandra,
Naik, Ogihara and Selman showed that if NP ̸⊆ BPE then there is a set in NP \ BPP
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which is adaptively random-self-reducible, but neither nonadaptively random-self reducible
nor self-reducible [18]. Hirahara recently gave a worst-case to average-case reduction from
the Minimum Time-Bounded Kolmogorov Complexity problem (MinKT) (which is widely
believed to lie outside of NP) to a distributional problem inside of NP [19]. Another recent
result of Hirahara shows that average-case hardness of problems in NP can be based on
sufficiently strong exponential hardness of the closely related class UP [20]. We refer to
Bogdanov and Trevisan [8] for an excellent (if somewhat dated) survey of the average-case
complexity of NP, and to Hirahara [20] for a modern discussion of frontier open questions.
Worst case to average case reductions for problems in P were studied in [15]. They showed
a subclass of problems in P which admit a random self reductions, such as counting the
number of fixed-size cliques in a graph.

2

Preliminaries

If D is a probability distribution, we denote by x ∼ D an element sampled according to D. A
promise problem is a pair Π = (ΠYES , ΠNO ), where ΠYES , ΠNO ⊆ {0, 1}∗ and ΠYES ∩ΠNO = ∅.
A language L ⊆ {0, 1}∗ is consistent with the promise problem Π = (ΠYES , ΠNO ) if ΠYES ⊆ L
and ΠNO ⊆ L̄.
In this paper, graphs are simple and undirected. Denote by G(n) the set of all graphs
over n vertices.
 We assume that a graph G with n vertices is encoded using a binary string
of length n2 . We denote by ω(G) the largest clique in G.
We borrow some definitions from [21].
▶ Definition 5 (Indistinguishability). Let C be a (uniform or non-uniform) complexity class,
and {Dn }n∈N , {Dn′ }n∈N two sequences of distributions such that for all n, Dn and Dn′ are
supported on {0, 1}n . We say that {Dn } and {Dn′ } are indistinguishable by C, if for all A ∈ C
and for all sufficiently large n,
| Pr [A(x) = 1] − Pr ′ [A(x) = 1]| ≤
x∼Dn

x∼Dn

1
.
n

▶ Definition 6 (Pseudorandom Self-Reducibility, [21]). Let C be a complexity class. Let
Q = (ΠYES , ΠNO ) be a promise problem, where ΠYES , ΠNO ⊆ {0, 1}∗ , and let L ⊆ {0, 1}∗
be a language. Q is said to be pseudorandomly reducible to L with respect to C if there
are constants q, ℓ and polynomial time computable functions g : {0, 1}∗ → {0, 1}∗ and
h : {0, 1}∗ → {0, 1}∗ satisfying the following conditions:
1. For every sequence {(xn , in )}n∈N where xn ∈ {0, 1}n and 1 ≤ in ≤ nq for all n ∈ N, the
distributions {g(in , xn , Unℓ )}n∈N and {Un }n∈N are indistinguishable by C.
2. For large enough n and for every x ∈ (ΠYES ∪ ΠNO ) ∩ {0, 1}n :
Q(x) = h(x, r, L(g(1, x, r)), L(g(2, x, r)), . . . , L(g(nq , x, r))),
with probability at least 1 − 2−n when r ∼ Unℓ .
The reduction is non-adaptive if the later queries to random instances cannot depend on
earlier queries to random instances.

Probabilistic bounds
The Chernoff-type bound we use in this paper is stated below.
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▶ Theorem 7 (Chernoff’s inequality, [10]). Let X = X1 + . . . + Xn where Xi are independent
random variables taking values in {0, 1}. Then
Pr[|X − E[X]| ≥

1
E[X]] ≤ 2e−E[X]/16 .
2

In addition, we will need the following result by Hoeffding (Theorem 4 in [23]).
▶ Lemma 8. Let S = (s1 , . . . , sN ) be a finite population of N real points, X1 , . . . , Xn denote
a uniformly random sample without replacement from S and Y1 , . . . Yn denote a uniformly
random sample with replacement from S. If f : R → R is continuous and convex, then
E[f

n
X
i=1



Xi ] ≤ E[f

n
X


Yi ].

i=1

Lemma 8 implies that we can use Chernoff’s inequality for the random variables {Xi }, even
though they are dependent1 .

3

Non-uniform Planted Clique

In this section we state our hardness assumption, which essentially says that polynomial size
circuits cannot distinguish between a random graph, and a random graph with a planted
clique of size nϵ0 , for some ϵ0 ∈ (0, 21 ).
For a graph G and a parameter 0 < ϵ < 1, we define the distribution P (G, ϵ) by picking
a random subset of vertices of G of size nϵ , keep the induced subgraph generated by this set,
and randomize all edges not contained inside of G. Formally,
▶ Definition 9 (Planted Subgraph Distribution). Let G = (V, E) be a graph with n vertices,
and let ϵ ∈ (0, 1). The distribution P (G, ϵ) is defined to be the output distribution of the
following algorithm. Start with the graph G = (V, E). Then, pick uniformly at random a
subset S ⊂ V of vertices of size ⌈nϵ ⌉. Output a graph G′ = (V ′ , E ′ ) where V ′ = V and

1

if u ∈
/ S or v ∈
/ S,

2
′
Pr[{u, v} ∈ E ] = 1
if {u, v} ∈ E and u, v ∈ S,


0
if {u, v} ∈
/ E and u, v ∈ S.
Let {Kn }n∈N be the sequence of complete graphs over n vertices, and let G(n, 12 ) be the
uniform distribution over graphs with n vertices. Note that the distribution P (Kn , ε) is
exactly the same distribution as G(n, 1/2, nε ) (that is, choosing a random graph and planting
a random clique the same as starting with a complete graph and randomizing all edges
outside of random small set). The Planted Clique Conjecture states that there is a constant
ϵ0 ∈ (0, 12 ) such that there is no polynomial time algorithm that can distinguish between
G(n, 12 ) and P (Kn , ϵ0 ) with high probability2 . In this paper we use a slightly stronger version
of the Planted Clique Conjecture that requires hardness for polynomial-size circuits.

1
2

Taking the function f (x) = etx , we get that E[ΠetXi ] ≤ E[ΠetYi ], where the random variables {Yi } are
independent. Thus the Chernoff bound can be derived for the random variables {Xi } as well.
Some papers states this conjecture for all ϵ ∈ (0, 12 ), but for our purposes it is enough to assume the
weaker version of the conjecture.
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▶ Conjecture 10. There exists some ϵ0 ∈ (0, 12 ) such that there is no sequence of polynomial
size circuits {Cn }n∈N satisfying
|

Pr

G∼G(n, 12 )

[Cn (G) = 1] −

Pr

G′ ∼P (K

n ,ϵ0 )

[Cn (G′ ) = 1]| ≤

1
.
n

We observe that the non-uniform planted clique conjecture is equivalent to the following
conjecture where we replace the sequence of graphs {Kn } with any fixed sequence of graphs
{Gn }.
▶ Conjecture 11. There exists some ϵ0 ∈ (0, 12 ) such that for any sequence of graphs over n
vertices {Gn }n∈N , there is no sequence of polynomial size circuits {Cn }n∈N satisfying
|

Pr

G∼G(n, 12 )

[Cn (G) = 1] −

Pr

G′ ∼P (G

n ,ϵ0 )

[Cn (G′ ) = 1]| ≤

1
.
n

▷ Claim 12. Conjectures 10 and 11 are equivalent.
Proof. Clearly, Conjecture 11 implies Conjecture 10. We show the converse direction.
Assume by way of contradiction that Conjecture 11 is false, and we show that Conjecture
10 is false. In particular, assume that there is a sequence {Gn }n∈N of graphs and a sequence
{Cn }n∈N of polynomial size circuits, such that
|

Pr

G∼G(n, 12 )

[Cn (G) = 1] −

Pr

G′ ∼P (Gn ,ϵ0 )

[Cn (G′ ) = 1]| >

1
.
n

Define the boolean circuit Cn′ (G) = Cn (G⊕Gn ⊕Kn ), where ⊕ is the symmetric difference
of edge sets of graphs. If G ∼ P (Kn , ε0 ) then G ⊕ Kn ⊕ Gn is distributed according to
P (Gn , ε0 ), and if G ∼ G(n, 1/2) then G ⊕ Kn ⊕ Gn is also distributed according to G(n, 1/2).
This implies that the sequence of circuits {Cn′ }n∈N can distinguish between a random graph
and a random graph with a planted clique of size nϵ0 , contradicting Conjecture 10.
◁

4

Self-Reductions for Clique

Before proving the general theorem, we demonstrate our method on the language CLIQUE:
we show that CLIQUE is pseudorandomly self-reducible. Thanks to the hardness of approximation results for CLIQUE [33, 16], it is enough to consider the promise problem
GAP-CLIQUEβ , defined below.
▶ Definition 13. For β ∈ (0, 1), define the promise problem GAP-CLIQUEβ = (ΠYES , ΠNO )
by
ΠYES = {G : G is a graph with n vertices and ω(G) ≥ n1−β },
and
ΠNO = {G : G is a graph with n vertices and ω(G) < nβ }.
▶ Theorem 14 ([33]). For any β > 0 the GAP-CLIQUEβ problem is NP-Hard under
polynomial-time many-one reductions.
We proceed to stating the main theorem of this section, which shows that GAP-CLIQUEβ
is pseudorandomly self-reducible. By combining this with the above NP-Hardness result
and the fact that GAP-CLIQUEβ is itself a subproblem of Clique we immediately obtain
pseudorandom self-reducibility of Clique.
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▶ Theorem 15. If the Planted Clique Conjecture holds, then for every β ∈ (0, ϵ0 ), where ϵ0
is the constant from Conjecture 11, GAP-CLIQUEβ is pseudorandomly self-reducible with
respect to SIZE(poly).
Before we prove the theorem, we will need the following lemma showing that if we take a
graph with a large clique and choose a random subset of vertices U and randomize every
edge with at most one endpoint in U , then the size of the largest clique will not be badly
perturbed with high probability.
▶ Lemma 16. Let G = (V, E) be a graph over n vertices and β ∈ (0, ϵ0 ). Set δ := ϵ0 − β. Let
P (G, ϵ0 ) be the planted distribution for G defined in Definition 9. Then, for large enough n:
1. If ω(G) ≥ n1−β , then
Pr

G′ ∼P (G,ϵ0 )

[ω(G′ ) ≥

nδ
1 δ
n ] ≥ 1 − 2e− 16 = 1 − o(1).
2

2. If ω(G) < nβ , then
[ω(G′ ) <

Pr

G′ ∼P (G,ϵ

0)

2δ
1
1 δ
n ] ≥ 1 − 2− 36 n = 1 − o(1).
2

Proof. We start by proving the first statement. Let G′ be the graph obtained from G by
P (G, ϵ0 ), let S, |S| = nϵ0 be the set of vertices in G′ preserved by P (G, ϵ0 ), and let T ,
|T | ≥ n1−β be the set of the maximal clique vertices in G. We have,
Pr[ω(G′ ) ≥

1
1 δ
n ] ≥ Pr[|T ∩ S| ≥ nδ ].
2
2

For a vertex v ∈ T , define an indicator random variable Xv , such that Xv = 1 if and only
if v ∈ S. Note that Pr[Xv = 1] = nϵ0 −1 . We have,
E[|T ∩ S|] =

X

EXv ≥

v∈T

n1−β
= nδ .
n1−ϵ0

By Lemma 8 we can use the Chernoff bound for the random variables Xv , even though they
are dependent. Thus, for n large enough,
Pr[||T ∩ S| <

1
1 δ
n ] ≤ Pr[||T ∩ S| − E|T ∩ S|| ≥ E|T ∩ S|]
2
2
nδ

≤ 2e−E|T ∩S|/16 ≤ 2e− 16 .
We move to the second part of the Lemma. Intuitively, with high probability, the largest
clique in G′ is of size at most ω(G) + 2 log n: on the set S of preserved vertices the largest
clique is of size at most ω(G), and with high probability the largest clique outside S is
roughly of size 2 log n. Thus, the probability that ω(G′ ) ≥ 12 nδ is tiny. We formalize this
intuition. Denote by G′ \ S the induced subgraph obtained by removing the vertices in S
from G′ . For large enough n,
Pr[ω(G′ ) ≥

Using


n
m

n
1 δ
3n



1 δ
1
1
n ] ≤ Pr[ω(G′ \ S) ≥ nδ − nβ ] ≤ Pr[ω(G′ \ S) > nδ ]
2
2
3


n
1
≤ 1 δ
.
1 nδ
3
3n
2( 2 )

≤ nm we get:



1
2(

1 nδ
3
2

1

)

δ

≤ n 3 n 2−(

1 nδ
3
2

1
n2δ
) ≤ 2− 36
.

◀
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Proof of Theorem 15
We show that there is a pseudorandom reduction from GAP-CLIQUEβ to CLIQUE. We
need to define the functions h and g, as required by Definition 6.

The function g
On input (i, G, r), where 1 ≤ i ≤ nq , G is an encoding of a graph with n vertices, and r is a
random binary string composed of n4 blocks of size n2 each, g uses the i’th block of the
random bits in r in order to sample a graph G′ ∼ P (G, ϵ0 ), for ϵ0 as in Lemma 16. Then, g
outputs G′ .

The function h
The function h simply computes the majority of the queries gi and answers accordingly.
We show that the functions h and g satisfy the requirements of Definition 6. We
need to prove that the queries are pseudorandom, and that the reduction works with high
probability. The fact that the queries are pseudorandom follows immediately from Conjecture
11. Considering any G output by the function g the graph G′ is distributed according to
P (G, ϵ0 ). By Conjecture 11 (which is equivalent to the Planted Clique Conjecture) the
graph G′ is indistinguishable from a uniformly random graph, and thus the queries are
pseudorandom.
The reduction succeeds with high probability by Lemma 16 and a standard Chernoff
bound argument.

5

Self-Reductions for Hereditary Properties

Instead of searching for the largest clique in a graph, we can search for the largest induced
subgraph satisfying some property (e.g. largest planner subgraph, largest connected subgraph,
etc.). Formally, a graph property π is a set of graphs, closed under isomorphism. A property
π is non-trivial if both π and its complement are infinite. For a property π and a graph G,
denote by απ (G) the size of the largest set of nodes inducing a graph in π. The promise
problem for π is defined in the natural way,
▶ Definition 17. For β ∈ (0, ϵ0 ), where ϵ0 is the constant from Conjecture 113 , define the
promise problem GAP-πβ = (ΠYES , ΠNO ) by
ΠYES = {G : G is a graph with n vertices and απ (G) ≥ n1−β },
and
ΠNO = {G : G is a graph with n vertices and απ (G) < nβ }.
For which graph properties can the pseudorandom self reduction from the previous section
work? A more careful look at the previous result shows that in order for the reduction to
work, it is sufficient for the property π to satisfy:

3

We choose to address only the case where β ∈ (0, ϵ0 ), since our reduction only works in this range.
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1. Stability. A graph property π is stable if whenever a graph G has a “large” subgraph in
the property π, then P (G, ϵ0 ) also has a “large” subgraph in the property, where P (G, ϵ0 )
is the distribution defined in Definition 9. Formally,
απ (G) ≥ n1−β =⇒

Pr

G′ ∼P (G,ϵ0 )

[απ (G′ ) ≥

1 δ
2
n ]≥ ,
2
3

where ϵ0 is the constant from Conjecture 11, β ∈ (0, ϵ0 ) and δ = ϵ0 − β. Intuitively, it
means that a “YES” instance is mapped to a “YES” instance.
2. Non-density 4 . For a graph property π, denote by grπ (n) := |π ∩ G(n)| the number of
graphs over n vertices in the property. A graph property π is non-dense if there exists a
constant ϵ > 0 such that for large enough n
n

grπ (n) ≤ 2(1−ϵ)( 2 ) .
Intuitively, we need this requirement in order to make sure that in the process of
randomizing “most” of the input graph, with high probability we did not create a large
subgraph in the property. It means that a “NO” instance is mapped to a “NO” instance.
3. Hard to Approximate. The conditions above give a pseudorandom self reduction for the
promise problem GAP-π. In case we want to obtain a pseudorandom self reduction for the
language π-SUB mentioned in the introduction, we need to use hardness of approximation
results.
We now characterize a family of graph properties satisfying the three above requirements.
▶ Definition 18. A graph property π is hereditary if whenever a graph G is in π, then every
induced subgraph of G is also in π.
▶ Theorem 19. Let π be a non-trivial hereditary graph property. Then π is stable, non-dense
and hard to approximate.
First, we sketch the proof that π is stable, as it is essentially the same as in the case of
Clique.
Proof. Let π be a non-trivial hereditary graph property. Let G be a graph so that απ (G) ≥
n1−β , and let H be the largest subgraph of G in the property π. As shown in the proof
nδ
of Lemma 16, with probability at least 1 − 2e− 16 , G′ ∼ P (G, ϵ0 ) contains a subgraph of
H with 12 nδ vertices. Since π is a hereditary property, this subgraph is also in π, and so
απ (G′ ) ≥ 12 nδ with probability at least 1 − o(1).
◀
The hardness of approximation for non-trivial hereditary properties was proven by Lurid
and Yannakakis [30], and was later improved by Feige and Kogan [11]. The result in [11] can
be derandomized in the same manner as in [33] in order to obtain the following theorem.
▶ Theorem 20. For every nontrivial hereditary property π and for every β > 0, the π-SUB
problem cannot be approximated within a factor of n1−β , unless P = NP.
Additionally, Bollobás and Thomason showed in [9, Theorem 8] that for a hereditary
n
property π, if grπ (n) = 2cn ( 2 ) then cn is monotonically decreasing, therefore the following
result follows:
4

We call this “non-density” rather than “sparsity” since the level of density we can afford is really quite
high!
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▶ Theorem 21. Let π be a non-trivial hereditary property, then there exists some ϵ1 > 0
such that for n large enough
n

grπ (n) < 2(1−ϵ1 )( 2 )
Thus, every non-trivial hereditary property is non-dense.
To see why this requirement guarantees that a “NO” instance is mapped to a “NO”
instance with high probability, observe the following claim.
▷ Claim 22. Let π be a non-trivial graph property. Then for every δ > 0,
Pr

G∼G(n, 21 )

[απ (G) ≥ nδ ] = o(1).
n

Proof. Let ϵ1 > 0 satisfying grπ (n) ≤ 2(1−ϵ1 )( 2 ) , then:
 
nδ
δ
n grπ (nδ )
≤ nn 2−ϵ1 ( 2 ) = o(1).
Pr 1 [απ (G) ≥ nδ ] ≤
nδ
δ
n
G∼G(n, 2 )
2( 2 )

◁

Therefore Lemma 16 still holds for any non-trivial hereditary property, and so for every
non-trivial hereditary property the language π-SUB admits a pseudorandom self-reduction.
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1

Introduction

We consider a revenue-maximizing seller with a single item for sale to multiple buyers. Each
buyer i has value vi for the item, drawn from some distribution Di known to the seller.
Our goal is to find an optimal auction among all credible auctions that are strategyproof.
Informally, an auction is credible if the auctioneer has the incentive to execute the auction in
earnest, even when permitted to cheat in ways that are undetectable to bidders. An auction
is strategyproof/truthful if bidders have the incentive to bid their valuation vi .
Akbarpour and Li [1] introduced a trilemma for single-item auctions: (1) the second-price
auction with optimal reserve is the unique truthful, one-round, revenue-maximizing auction,
but is not credible; (2) the Ascending Price Auction (APA) with optimal reserve is the
unique truthful, revenue-maximizing, credible auction, but requires an unbounded number
of rounds of communication between the auctioneer and bidders; (3) the first-price auction
with optimal reserve is the unique revenue-maximizing, credible, one-round auction, but is
not truthful.
Ferreira and Weinberg [12] circumvent their trilemma and show that assuming the auctioneer is computationally bounded and the existence of cryptographically secure commitment
schemes suffices for an optimal, strategyproof, and credible auction that terminates in two
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rounds – the Deferred Revelation Action (DRA). DRA derives from a simple modification of
the second-price auction: initially, the auctioneer requests all bidders to cryptographically
commit to their bid and submit a deposit. Later, the auctioneer requests all bidders to
reveal their bids. If a bidder refuses to reveal their bid (thus aborting from the auction),
their deposit is forfeit and paid to the winner of the auction. When buyers’ valuations
satisfy the Monotone Hazard Rate (MHR) condition, they showed that a deposit equal
to the optimal reserve price suffices to remove any incentive for the auctioneer to cheat.
They also extend their analysis to α-strongly regular valuations if one is willing to consider
ε-credibility – the auctioneer is allowed to improve their revenue by at most an ε fraction.
However, the scheme doesn’t extend to even a single buyer with valuation drawn from the
equal revenue distribution: a cheating auctioneer can obtain infinite revenue even when the
optimal auction has constant revenue! Our work proposes the Ascending Deferred Revelation
Auction (ADRA) which, using dynamic deposits, extends their results to all distributions
and has constant communication complexity – defined as the expected maximum number of
times any bidder communicates with the auctioneer.
The communication complexity for ADRA is a random variable that depends on a
positive parameter ε. In the ascending price auction, while the auction has not yet ended,
the auctioneer invites bidders to raise their bid in additive steps of ε > 0. Bidders have
the option to raise their bids or drop out. The auction ends when there is a single bidder
left who, in turn, pays their most recent bid. Our mechanism improves over this by using
multiplicative value increments of 1 + ε (starting from a positive reserve price r), which leads
to an exponentially smaller communication complexity compared to APA. While APA is
only approximately revenue optimal with respect to ε, ADRA’s revenue, credibility, and
strategyproofness are independent of ε. Thus, we can let ε depend on the value distribution
so that the communication complexity is constant.
Informally, our main results are (under the existence of cryptographic commitments):
under the assumption bidders are drawn i.i.d. from distribution D with finite monopoly
price – arg maxp pP rv←D [v ≥ p] < ∞ – , there is a truthful, revenue-maximizing, credible
auction with constant communication complexity.

Technical Overview
Our auctions require basic cryptographic commitments. Initially, any bidder i sends a
cryptographic commitment ci to a bid bi , without revealing any information about their bid.
The auction proceeds in rounds and in each round, we have as invariant that all bidders that
have not yet quit promised that bi ≥ q where q is the current bid lower bound. To ensure
no bidder lies (claim bi ≥ q when in fact bi < q), they are required to deposit a quantity
f (q) > q that is forfeit if they lie.
Then, in each round, the auctioneer asks each remaining bidder if bi ≥ f (q) > q. A bidder
quits if bi < f (q), otherwise they remain in the auction. If two or more bidders raise their
bid, the auction proceeds to the next round and asks bidders to increase their deposit to
f (f (q)). Else, the auction ends and the auctioneer asks all bidders (including the ones that
quit in previous rounds) to reveal their bid. The auctioneer forwards these revealed bids
to all other bidders before awarding the item to the winner. If, however, a bidder does not
reveal their bid or is found to have cheated in a prior round – claimed bi ≥ f (q) when, in
fact, bi < f (q) – they lose their deposit which is paid to the winner of the auction.
Bidders’ deposits have a positive externality of removing any incentive for the auctioneer
to cheat in ways that bidders cannot detect. And so, the auctioneer faces a tradeoff: they can
commit fake bids and selectively reveal them, but they pay a fine for every bid they choose
to conceal. While a significant technical portion of [12] deals with finding a sufficiently large
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deposit to incentivize credibility, our work uses adaptive deposits that increase the longer
a bidder remains in the auction. Furthermore, our mechanism requires constant rounds in
expectation to terminate and is credible for a larger class of bidder valuations.

Roadmap
Section 2 introduces notations and definitions. Section 3 defines the ascending deferred
revelation auction and proves it is revenue optimal, strategyproof, and credible. Section 4
compares the communication complexity of the ascending price auction with that of our
ascending deferred revelation auction.

1.1

Related work

We contribute to a growing literature on credible auctions with the closest work to ours
described in the previous section [1, 12]. Daskalakis et al. [9] proposes multi-item additive
credible and approximately optimal auctions. Pycia and Raghavan [18] show that the firstprice auction with no reserve price is the unique mechanism that is credible, individually
rational, and that always awards the object to the highest bidder.
We also contribute to a growing literature on mechanisms with imperfect commitment
in multi-period auctions. Works such as [15] and [21] model settings where the auctioneer
is sequentially rational and cannot commit to her future behavior. In [15], the auctioneer
commits to an auction with a reserve price in each period but cannot commit to her future
reserve prices. In [21], the auctioneer updates her information about the buyers’ values after
each unsuccessful attempt to sell the item. Here, we consider an auctioneer that is unable to
commit even in a single shot auction.
The use of fines to disincentivize participants from aborting a protocol is not unprecedented
[3, 4], and there are known impossibility results when participants can abort [8] absent
monetary incentives.
There is significant interest in using mechanism design techniques to design secure
blockchains [2, 6, 13, 11, 20]. In this front, credible auction design is closely related to
designing transaction fee mechanisms for blockchain where miners auction block space and
(similar to here) are unable to commit to an auction format [11, 20].
In its inception, Bitcoin implemented a (credible) first-price auction as its transaction
fee mechanism [17]; however, in attempting to make transaction fees more predictable, the
Ethereum Improvement Proposal (EIP) 1559 [5] replaces the first-price auction with an
adaptive posted-price mechanism.1 Roughgarden [20] provides a formal analysis of EIP-1559.
Ferreira et al. [11] propose an improvement on the pricing update rule that results in higher
stability and welfare guarantees. Collusion between miners and bidders is an important
concern in blockchain transaction fee mechanisms considered by [20, 7]. In that regard, Chung
and Shi [7] show that any strategyproof and collusion-resistant transaction fee mechanism
must obtain zero revenue – the mechanism must burn all payments from bidders.

2

Notation and Preliminaries

The auctioneer has a single indivisible item to sell to n bidders. Bidder i ∈ [n] = {1, 2, . . . , n}
has private value vi drawn from distribution Di independently of the values of other bidders.
We assume bidders have quasilinear utility: the utility of a bidder is their value (if they receive

1

EIP-1559 went live in the Ethereum blockchain in the London hard fork on August 5th, 2021 [19].
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the item) minus any payments. The value profile of all bidders is the vector v = (v1 , v2 , . . . , vn )
and we let D = D1 × . . . × Dn denote the product distribution of bidder valuations. To
be concrete: each bidder i knows only their value vi and type distribution Di , but not
the value of other bidders v−i = (v1 , . . . , vi−1 , vi+1 , . . . , vn ) nor their type distributions
D−i = ×j̸=i Dj . When the distributions are i.i.d., we use D = D × . . . × D to denote the
product distribution of bidder valuations. The auctioneer knows the type distributions D,
but not the realization of bids v. To sell the item, the auctioneer implements a mechanism
which is a communication game between the auctioneer and the bidders. It will be convenient
to refer to the communication game in its extensive form as follows.

Extensive-Form Game
An extensive-form game is represented by a directed rooted tree where each node is owned
by a player. We refer to the auctioneer as player 0 and bidder i ∈ [n] as player i. Each
node has a set of available auctions for its owner. The owner of that node chooses one
action. Upon taking this action, the game moves to the next node associated with the action
taken. The game ends when the game reaches a terminal node. An information set is a
collection of nodes owned by one player that are indistinguishable to that player (given all
the communication up to that point).2

The Communication Game
We consider games that proceed as follows. In each round, the auctioneer sends a private
request to each bidder which in turn sends a private reply. Whenever the auctioneer makes
a request, the bidder always has the option to ignore the request and abort and leave the
auction. If a bidder aborts before termination, the bidder might be required to pay a fine.
To enforce fines, the auctioneer must request a bidder to make a prior deposit, and fines
cannot exceed that deposit. Importantly, each bidder communicates only with the auctioneer,
and upon termination learns only whether they win the item and how much they pay. The
auctioneer cannot force bidders to participate honestly (or participate at all), but might use
fines as described to penalize a bidder for taking certain actions.

Strategies
An interim strategy si for bidder i at game G is a mapping from an information set Ii owned by
bidder i to an action si (Ii ) available at Ii . A strategy Si for bidder i is a mapping from value
vi to an interim strategy svi i . Given a mechanism G and strategy profile S = (S1 , S2 , . . . , Sn )
for G, we refer to (G, S) as a protocol. (G, S) induces an outcome characterized by an
allocation and payment rules. An allocation rule xG is a vector valued function from interim
strategy profile s to an indicator xG
i (s) ∈ {0, 1} for each bidder i ∈ [n]. The indicator is 1 if
and only if bidder i receives the item. A payment rule pG is a vector valued function from
interim strategy profile s to the payment pG
i (s) for each bidder i ∈ [n]. Then, the utility of
bidder i is
G
G
uG
i (s) := vi · xi (s) − pi (s).

2

For example, if the auction is a sealed-bid auction with two bidders, then the extensive form would
have two levels. In the first level, Bidder 1 submits a bid b and we move to state b where bidder 2 is
invited to submit a bid. Since bidder 2 does not know b, all states b are in the same information set.
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When (G, S) is clear from context, we write x, p, u to denote the allocation, payment
rule, and utility respectively. The payoff the auctioneer derives from (G, S) is the revenue:
" n
#
X
(G,S)
Rev
(D) = Ev←D
pi (s) .
i=1

Equilibrium
An interim strategy Si (vi ) is a best response to interim strategy S−i (v−i ) of everyone else if
bidder i (weakly) maximizes their utility by following strategy Si (vi ) (over any other strategy
Si′ (vi )). Our first desiderata is to design mechanisms that have an ex-post Nash Equilibrium.
Formally, (G, S) forms an ex-post Nash equilibrium if for all i ∈ [n] and for all v, Si (vi ) is a
best response to S−i (v−i ).
▶ Definition 1 (Strategyproof/IC). Mechanism G is ex-post Incentive Compatible (IC) if
there is a strategy profile S such that (G, S) forms an ex-post Nash equilibrium.
The existence of a Bayesian Nash equilibrium is weaker than that of an ex-post Nash
equilibrium. The seminal work of Myerson [16] characterizes the expected revenue of any
mechanism at a Bayesian equilibrium.
▶ Definition 2. (G, S) forms a Bayesian Nash equilibrium if for all i ∈ [n], for all vi ,
Si (vi ) ∈ arg max
Ev−i ←D−i [ui (vi , Si′ (vi ), S−i (v−i ))] .
′
Si (vi )

Moreover, G is Bayesian Incentive compatible (BIC) if there is a strategy profile S such that
(G, S) forms a Bayesian Nash equilibrium.
▶ Definition 3 (Virtual Value). The Cumulative Density Function (CDF) of distribution
D is F (x) = P rv←D [v ≤ x] and the Probability Density Function (PDF) of D is f (x) :=
(x)
dF (x)/dx. The virtual value function of D is the real-valued function φD (x) = x − 1−F
f (x) .
The ironed virtual value φ̄ of D is the upper concave envelope of φ (see [16]). We will often
abuse notation and use φi (x) := φDi (x) and φ̄i (x) := φ̄Di (x).
▶ Theorem 4 (Myerson’81 [16]). Assume G is BIC and bidders follow Bayesian equilibrium
S. Then
" n
#
X
(G,S)
Rev
(D) = Ev←D
φ̄i (vi ) · xi (s) .
i=1

We refer to Rev(D) as the optimal revenue over all BIC mechanisms at a Bayesian equilibrium.
If the virtual value function φi (·) is monotone non-decreasing, we say the distribution Di is
regular:
▶ Definition 5 (α-strongly regular/Regular/MHR). A distribution D is α-strongly regular if
for all v ′ ≥ v, φD (v ′ ) − φD (v) ≥ α(v ′ − v). Moreover, D is regular if D is 0-strongly regular
and D has Monotone Hazard Rate (MHR) if D is 1-strongly regular.
Thus if Di is regular, for all i, the optimal auction allocates the item to the bidder with
the highest virtual value, as long as their virtual value is non-negative. This defines an
optimal reserve price r(D) := (φ̄D )−1 (0), commonly referred as the Myerson reserve for
distribution D. Note the ironed virtual value φ̄ function is non-decreasing. Moreover, we
will only consider distributions where the Myerson reserve is finite, which is equivalent to
the monopoly price arg maxp pP rv←D [v ≥ p] being finite.
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Our second desiderata concerns credibility – the incentive for the auctioneer to implement
the promised auction. While the auctioneer promises to implement a mechanism G, we
assume the auctioneer might deviate as long as this deviation cannot be detected by bidders.
To be concrete: the auctioneer and bidders participate in a protocol (G, S) and a safe
deviation of the auctioneer’s strategy is another mechanism G′ such that no bidder can
distinguish the protocol (G′ , S) from (G, S). This is because their personal communication
with the auctioneer is always consistent with the auctioneer implementing the intended
mechanism G to some set of ni bidders, who are using feasible strategies with some value
profile vi1 , vi2 , . . . , vini (we add the subscript i to denote that the set of bidders need not be
the same for all i, and the hypothetical strategies need not be the same either). Importantly,
because each bidder can only observe their own communication with the auctioneer, distinct
bidders can have inconsistent views of what the communication game is, depending on their
interaction with the auctioneer. Then, although the auctioneer is playing protocol (G′ , S),
bidder i believes the auctioneer is playing the protocol (G, Si , (Si )−i ) where (Si )−i is any
strategy profile for ni bidders.
Before we formally define credibility, we will require the same computational assumptions
from [12].
▶ Definition 6. A commitment scheme Commit with parameter λ is an algorithm that takes
a message m ∈ {0, 1}poly(λ) and a random string r ∈ {0, 1}poly(λ) and outputs a commitment
Commit(m, r) and satisfy the following conditions:
Efficiency. Evaluating Commit(m, r) takes time poly(λ).
Perfectly Hiding. The distributions of Commit(m, r) and Commit(m′ , r′ ), when r and
r′ are uniformly random, are identical for any messages m and m′ .
Computationally Binding. For any algorithm A that takes as parameter λ, the
probability A outputs pairs (m, r) ̸= (m′ , r′ ) such that Commit(m, r) = Commit(m′ , r′ ) is
1
at most 2Ω(λ)
.
Non-malleable. Formal definitions of malleability are involved (see [10]). At a high
level, a commitment scheme is non-malleable if given a commitment c = Commit(b, r)
and a non-identity function f and g : {0, 1}∗ → {0, 1}∗ , it is not possible to compute a
commitment Commit(f (b), g(r)).
▶ Definition 7 (Reasonable deviation). A commitment c is explicitly tied to (b, r) if either
the auctioneer or a bidder computed c = Commit(b, r). A deviation for the auctioneer is
reasonable, if whenever the auctioneer opens a commitment c = Commit(b, r) – by revealing
(b, r) – then c was explicitly tied to (b, r).
Note the assumption that a commitment scheme is computationally binding implies a
commitment c is explicitly tied to at most one pair (b, r). Non-malleability is important to
motivate the restriction of the auctioneer to reasonable deviations only: if our commitment
scheme were malleable, it would be possible for the auctioneer to reveal a commitment
c = Commit(f (b), g(r)) without ever explicitly computing Commit(f (b), g(r)) – they would
observe Commit(b, r), indirectly compute a commitment Commit(f (b), g(r)) and reveal f (b)
once they learn (b, r).
▶ Definition 8 (Computationally Credible). For a mechanism G, assume bidders follow a
strategy profile S where (G, S) is a Bayesian Nash equilibrium. (G, S) is computationally
credible if implementing the communication game G maximizes the auctioneer’s expected
revenue over all safe and reasonable deviation where the expectation is taken over bidder
valuations.
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Our last desiderata concerns minimizing the number of times a bidder is required to communicate with the auctioneer.
▶ Definition 9 (Communication/Round Complexity). The communication/round complexity
of protocol (G, S) is the expected maximum number of times any bidder communicates with
the auctioneer.
As an example, the communication complexity for direct revelation auctions (like the first and
second price auctions) is 1; while the communication complexity for the Deferred Revelation
Auction (DRA) from [12] is 2.

3

Ascending Deferred Revelation Auction

Let’s first recall a formal definition of the Ascending Price Auction (APA).
▶ Definition 10 (Ascending Price Auction). The ascending price auction (APA) with reserve
price r and positive step size ε proceeds as follows:
1. Initially, bidder i bids bi = r; otherwise, they quit the auction.
2. While there are two or more bidders that did not quit:
a. The auctioneer visits the bidder with lowest bid. Let i be such bidder. The auctioneer
asks bidder i if they wish to raise their bid by ε. If they accept, update their bid to
bi = bi + ε. Else, bidder i quits the auction, does not receive the item, and pays 0.
3. Allocate the item to the (unique) bidder i∗ that did not quit. Bidder i∗ pays their bid bi∗ .
From [1], APA is the only optimal, credible, strategyproof mechanism; but its expected
number of rounds to terminate can be large:
▶ Lemma 11. Consider the ascending price auction with n bidders with valuations drawn
from distribution D where bidder i quits when asked to bid above vi . Then the communication
(G,S)
(D)−rP r[maxi vi ≥r]
complexity for APA is Θ(1) + Rev
.
ε
We defer the proof to Appendix A. Intuitively, APA requests bidders to raise bids in additive
value increments until there is at most one bidder left. Note that the ascending price auction
with Myerson reserve is approximately revenue optimal: its revenue approximates the optimal
revenue as ε → 0, which, in turn, increases the communication complexity. The next example
provides an application of Lemma 11.
▶ Example 12. Consider APA with reserve price r = 1 and n bidders drawn from the equal
revenue distribution D with P rv←D [v ≥ p] = p1 . From Theorem 4, APA with reserve price
r = 1 is revenue optimal with Rev(Dn ) = n (see Appendix A for a proof). Then Lemma 11
implies that the communication complexity on this instance is Θ( nε ).
The Deferred Revelation Auction (DRA) from [12] improves upon APA by requiring only
two rounds of communication between each bidder with the auctioneer. However, the DRA
is only credible when bidder valuations are drawn from an MHR distribution. This MHR
condition is not satisfied by the equal revenue distribution from Example 12: even if there is
a single bidder, for any positive M > 0 and any penalty P > 0, [12] showed a safe deviation
for that auctioneer that obtains revenue at least M despite the fact that the optimal auction
has revenue 1!
To circumvent the limitations of DRA and APA, we propose an intermediate mechanism,
the Ascending Deferred Revelation Auction (ADRA), that will combine properties from both
auctions. It proceeds in a similar fashion to APA. In each round, if a bidder is still in the
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auction and is bidding b, the auctioneer asks if that bidder wishes to increase their bid to
f (b) > b where f is any non-decreasing function. For APA, f (b) = b + ε. For ADRA, we
let f be an arbitrary increasing function and in particular, we study the communication
complexity when f (b) = (1 + ε) · b – bids increase in multiplicative rather than additive steps.
For ADRA, if a bidder refuses to raise their bid, they tentatively quit from the auction, but
they will still have the chance to receive the item. Note the distinction from APA: in APA,
whenever a bidder quits, they have no chance of receiving the item and pay nothing. This
ensures that APA is credible: if the auctioneer lies and attempts to make the highest bidder
increase their bid when they are the only bidder left, the auctioneer risks not allocating the
item to anyone.
For ADRA, all bidders are required to commit to their bid before the auction starts and
submit a deposit (just like in DRA), but the deposit increases the longer a bidder stays in
the auction (unlike DRA where the deposit is fixed). This allows ADRA to be credible in
instances where DRA is not. Also commitments schemes allows ADRA to be credible even if
a bidder have a second chance to receive the item (after they quit).
During the execution of the auction, bidders must behave according to their committed
bid. That is, if bidder i commits to bid bi , then they must raise their bid as long as their bid
does not exceed bi , and they must quit if their bid is about to exceed bi . Whenever a bidder
raises their bid, they also raise their deposit. If a bidder deviates (refuses to participate, or
raises their bid when f (b) > bi , or quits when f (b) < bi ), they will forfeit their deposit to
the winner of the auction. In general, no honest bidder is required to deposit more than
f (bi ) = O(bi ). Next, we proceed with a formal definition of ADRA.
▶ Definition 13 (Levels). For each bid b, we assign an integer value g(b) where g is nondecreasing – for two bids b ̸= b′ , b > b′ if and only ifg(b) ≥ g(b′ ). We refer to g as a level
function and g(b) as the level of b. We define the inverse function g −1 (k) := sup{x : g(x) = k}.
Note g −1 is non-decreasing.
▶ Definition 14 (Ascending Deferred Revelation Auction). The Ascending Deferred Revelation
Auction (ADRA) with reserve price r and level function g, proceeds as follows:
1. We refer to di as the deposit of bidder i. Initially di = r. During execution of the auction,
we say a bidder aborts whenever they refuse to follow with the auctioneer’s request. Let
ℓi denote the level bidder i quits, aborts, or becomes the only remaining bidder. Let k be
the current level of the auction. Initialize k := g(r).
2. Request bidder i to commit to a bid bi – bidder i draws a uniformly random string ri and
sends ci = Commit(bi , ri ) to the auctioneer.
3. The auctioneer forwards ci to bidder j ̸= i.
4. While there are two or more bidders that have neither quit nor aborted, for each bidder i
that is still active:
a. If g(bi ) ≤ k, request bidder i to quit.
b. If g(bi ) > k, request bidder i to raise their deposit to di = g −1 (k + 1).
c. Increment k = k + 1 and return to Step 4.
5. Request bidder i to reveal (ri , bi ). The auctioneer forwards (ri , bi ) to bidder j ̸= i.
6. The auctioneer aborts bidder i if:
a. Bidder i refuses to reveal (ri , bi ), or
b. Bidder i sends a pair (ri′ , b′i ) such that ci ̸= Commit(ri′ , b′i ), or
c. Bidder i correctly sends a pair (ri , bi ) such that ci = Commit(ri , bi ), but, at Step 4a,
bidder i did not quit at the first level ℓi where g(bi ) ≤ ℓi .
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7. Let A denote the set of bidders that did not abort. Let i∗ = arg maxi∈A:bi ≥r bi be the
highest such bidder (if one exist). Bidder i∗ receives the item and pays


pi∗ = max r, max∗ bj .
j∈A\{i }

8. Bidder i ∈ A receives di back. Bidder i∗ receives the deposit of bidder j ̸∈ A.
There are many safe and reasonable deviations that the auctioneer can implement:
At Step 2, commit to a bid b ̸= bj , for any j ∈ [n] to bidder i.
Commit to a bid b to bidder i once they learn about bid bj – b can depend on bj , but not
bi since the commitment scheme is non-malleable and perfectly hiding.
Commit to a bid b to bidder i, but not to bidder j.
Commit to a bid b to bidder i, but not reveal b at Step 5.
ADRA instructs bidders to follow the following strategy:
▶ Definition 15. Assume bidder i participates in the ascending deferred revelation auction
with reserve price r and level function g. Define SiADRA (bi ) as the suggested strategy for
bidder i where, given bid bi (not necessarily equals to vi ), bidder i:
Commits to bid bi by forwarding ci = Commit(bi , ri ) where ri is a uniformly random
string;
Quits at the first level k where k ≤ g(bi ) (recall k ≥ g(r));
Reveals (bi , ri ) once there is a single bidder left.
We say bidder i is truthful when they implement SiADRA (vi ).
Next, we observe that implementing the suggested strategy is a dominant strategy for bidders
(even when the auctioneer cheats); otherwise, that bidder loses their deposit.
▶ Observation 16. Assume the auctioneer implements any safe deviation from ADRA. Then
it is a best response for bidder i to implement the suggested SiADRA (bi ) for some bid bi ≤ vi .
Proof. If bidder i deviates from SiADRA , they abort from the auction, do not receive the
item, and have their deposit forfeit. By implementing SiADRA (bi ), bidder i either wins and
pay at most vi or loses and pay nothing. Thus, following SiADRA (bi ), for some bi ≤ vi , weakly
dominates any other strategy.
◀
Next, we prove that the ADRA with optimal reserve price is credible. The proof follows a
similar format to that of the proof of credibility for the ascending price auction with optimal
reserve [1]. [1] observes the only safe deviation for the auctioneer is to force the highest bidder
to increase their bid even when they are the only bidder left in the auction. However, even if
the auctioneer cheats, it is a dominant strategy for the highest bidder to stay in the auction
as long as their bid does not exceed their value vi , since they receive nothing once they quit.
This argument implies any safe deviation from APA is itself a BIC mechanism – bidders
would not have the incentive to change their strategy even if they knew the auctioneer was
cheating. As a result, no safe deviation (which is a BIC mechanism) can provide higher
revenue than the ascending price auction with optimal reserve (which is a revenue optimal
BIC mechanism). This proves the ascending price auction with optimal reserve is credible. 3

3

Credibility is a subtle property. An innocent modification of the ascending price auction (which is not
credible) is to allow the auctioneer to simultaneously request all bidders to raise their bid by ε. In
case all remaining bidders quit simultaneously, the auctioneer allocates the item to a random bidder
and charges their previous bid. Despite the similarities and the fact this auction implements the same
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To apply a similar argument to ADRA, we note that the strategy profile S ADRA (v) =
for ADRA forms an ex post Nash equilibrium: it
results in the same allocation and payments as the second-price auction with reserve r. We
will show that S ADRA (v) still forms an ex post Nash equilibrium even if the auctioneer
implements an optimal safe deviation. Note the distinction with Observation 16 which
doesn’t specify the value for bi , while here we will explicitly claim that setting bi = vi and
implementing SiADRA (vi ), for all i, forms an ex post Nash equilibrium.
As a result, any safe deviation of ADRA is a BIC mechanism – bidder i is better of
being truthful assuming bidder j ̸= i is truthful. Thus if ADRA is already revenue optimal
(among all BIC mechanisms), the auctioneer cannot improve revenue by implementing a safe
deviation (which is itself a BIC mechanism).
(S1ADRA (v1 ), S2ADRA (v2 ), . . . , SnADRA (vn ))

▶ Proposition 17. Assume bidder i implements SiADRA (vi ). If G′ is a safe deviation from
ADRA, then (G′ , S ADRA ) forms an ex post Nash equilibrium.
We defer the proof to the appendix. For intuition, consider the ADRA with any level function
g, and a single bidder with value v drawn from the equal revenue distribution. The optimal
auction sets a reserve price r = 1 resulting in a revenue of 1. We argue that the auctioneer
cannot improve revenue by cheating – while the auctioneer could obtain infinite revenue
under DRA [12].
Informally, if the auctioneer deviates in the attempt to force the real bidder to pay more
than 1, they would impersonate fake bidders and choose which bids to reveal during the
execution of the auction. However, the auctioneer must abort any fake bidders that bid
above v; otherwise, the real bidder knows they are not the winner. The challenge (for the
auctioneer) is that the longer a fake bidder remains active in the auction, the more their
deposit increases (thus making it more expensive to abort). We argue that the real bidder
cannot improve their utility by bidding b =
̸ v under this safe deviation. For simplicity,
consider the case where the auctioneer sends only one fake bid b′ independent of b (since our
commitment scheme is non-malleable and perfectly hiding).
The case where the real bidder bids b > v can only result in a higher payment than
v when b′ > v and the same outcome when b′ < v. For the case where the real bidder
bids b < v, if b′ ̸∈ (b, v), the outcome is the same regardless of the real bidder bidding b or
v. However, if b′ ∈ (b, v), the auctioneer could make the real bidder pay b′ when the real
bidder bids v. The catch is that the auctioneer cannot distinguish the cases where the real
bidder bids v or b until the real bidder quits at level g(b) – since our commitment scheme is
perfectly hiding. To be concrete: if the auctioneer aborts b′ by level g(b), they would have
done so before knowing if the real bidder bids b or v which also results in the same outcome
regardless of the real bidder bidding b or v. However, if the auctioneer does not abort b′ by
level g(b), they would not abort b′ once the real bidder quits at level g(b) since the payment
the auctioneer receives is at most b and their fines for aborting b′ is at least g −1 (g(b)) ≥ b.
Thus, the auctioneer reveals b′ > b and the real bidder does not receive the item. Informally,
this proves the real bidder is better off by bidding v even if the auctioneer cheats.

allocation and payment rules as the ascending price auction, this implementation is not credible since
there is a safe deviation which forces the highest bidder to quit when their bid would exceed max vi and
charge at least max vi − ε: the auctioneer claims there is another bidder in the auction until the highest
bidder quits, at which point, the auctioneer claims the other bidder left at the same time giving the
item to bidder i. This happens because (differently from the ascending price auction) a bidder can still
receive the item once they quit.
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▶ Theorem 18. For any reserve price r and level function g, ADRA is strategyproof.
Moreover, assume bidder valuations are drawn i.i.d. from distribution D. Then ADRA with
reserve price r(D) is revenue-optimal and computationally credible.
Proof. Strategyproofness follows directly from Proposition 17: if the auctioneer commits to
implement ADRA, the strategy profile S ADRA (v) forms an ex post Nash equilibrium.
Let’s check that ADRA is revenue optimal. Observe that ADRA maximizes virtual
welfare, since it only allocates the item to the highest bidder if their ironed virtual value
is non-negative. Indeed, vi∗ ≥ r(D) if and only if φ̄(vi∗ ) ≥ φ̄(r(D)) = 0. From Theorem 4,
ADRA is revenue optimal.
To check that ADRA with Myerson reserve is computationally credible, recall that
Proposition 17 states that any safe deviation from ADRA is itself a BIC mechanism. Since
ADRA with reserve r(D) is a revenue optimal BIC mechanism, no safe deviation can provide
more revenue than honestly implementing ADRA. This proves that ADRA is computationally
credible as desired.
◀

3.0.0.1

Is ADRA DSIC?

One might wonder if truthful bidding – bidding bi = vi – is Dominant Strategy Incentive
Compatible (DSIC) – a stronger equilibrium guarantee than ex post IC. To be concrete, a
′
protocol (G, S) is DSIC if for all i ∈ [n], for all v, and for all S−i
,
′
Si (vi ) ∈ arg max
ui (vi , si , S−i
(v−i )).
′
si

That is, bidder i prefers to play Si regardless of the strategy of other bidders. Unfortunately,
that is not the case. The problem is that, during ADRA’s execution, bidder j ̸= i receives
information about bidder i’s strategy at every level – and bidder i must best-respond even to
unnatural strategies from bidder j. As an example, consider a strategy where bidder j ̸= i
implements SjADRA (vj ) unless bidder i quits at level g(r) in which case bidder j aborts at
level g(r). Thus for bidder i, it is optimal to bid bi = r and quit at level g(r) so they win
the item and pay r. The behavior of bidder j ̸= i is sub-optimal but highlights that DSIC is
a very strong condition for our setting.4

4

Communication Complexity

In this section, we study the improved communication complexity of the Ascending Deferred
Revelation Auction (ADRA) over the Ascending Price Auction (APA). When setting the
level function as g(b) = ⌈log1+ε (b/r)⌉, we obtain an exponential improvement on the communication complexity compared with APA for fixed ε. Moreover, by letting ε depend on the
distribution D, ADRA can have constant communication complexity.
▶ Theorem 19. Consider the ascending deferred revelation auction with reserve price r,
level function g(b) = ⌈log1+ε (b/r)⌉, and n bidders drawn from distribution D, where bidder i
bids vi and quits at the first level k where k ≥ g(vi ). Then the communication complexity is
O(

4

log1+ε (Rev(G,S) (D))
).
r

The ascending price auction is not only DSIC, but it also satisfy an even stronger guarantee known as
obviously strategyproofness [14]: if your next bid is not going to exceed your value, the best outcome
for quitting is not better than the worst outcome for raising your bid and quitting next round (thus
there is no risk for raising your bid).
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We defer the proof to Appendix A. Intuitively, our choice for g provides multiplicative value
increments until there is at most one bidder left. This provides communication complexity
that is logarithmic with respect to the revenue of the auction. Differently from APA, our
communication complexity bounds are also scale-invariant – multiplying all values and the
reserve price by a constant c results in the same communication complexity. The following
example shows that Theorem 19 provides a tight bound:
▶ Example 20. Consider the ascending deferred revelation auction with reserve price r = 1,
level function g(b) = ⌈log1+ε (b/r)⌉, and n ≥ 2 bidders drawn i.i.d. from the equal revenue
distribution D – P rv←D [v > x] = x1 . From Example 12, the revenue for this auction
is Rev(D) = n and from Theorem 19, we find that the communication complexity for
ADRA is at most O(log1+ε (n)). Let x = inf{y : P rv←D [v > y] ≥ n1 }. Let u(v) be the
second highest bid among v1 , v2 , . . . , vn . Since (1 − n1 )n ≤ 1e for any n ≥ 1, we find that
n−1
(1− 1 )
P r [u(v) > x] = 1 − P r [u(v) ≤ x] ≥ 1 − 1 − n1
≥ 1 − e n ≥ 1 − 2e . And so, with
constant probability, the second-highest bidder has value at least n which implies the auction
takes at least log1+ε n rounds to terminate. This shows that Theorem 19 is tight. Setting
ε = n results in an auction with constant communication complexity.
Next, we show the communication complexity explicitly in terms of the cumulative density
function; however, we will require the assumption values are drawn i.i.d. from a regular
distribution. Intuitively, we first define a value x large enough to exceed most bids with high
probability. As a consequence, most bidders drop out before level x, after which, only a
constant expected number of rounds is required until termination. If ADRA further sets its
multiplicative step size ε to be x, the auction has constant communication complexity.
▶ Theorem 21. Let D be a regular distribution. Consider the ADRA with optimal reserve
price r(D), level function g(b) = ⌈log1+ε (b/r(D))⌉, and n bidders with valuations drawn i.i.d.
from D where bidder i bids vi and quits at the
 first
 level k where k ≥ g(vi ). Then the commu1+ε
x
nication complexity is O(max{ ε , log1+ε r(D) }) where x := inf{p : P rv←D [v ≥ p] ≤ n1 }.
Note that for some constant c > 0, setting ε = min{c, x} ensures the communication
complexity for ADRA is constant. Next, we consider an application of Theorem 21.
▶ Example 22. Consider ADRA with reserve price r = 1, level function g(b) =
⌈log1+ε (b/r)⌉, and n bidders with valuations drawn i.i.d from the exponential distribution D
– P rv←D [v > p] = e−p . Because D is regular, Theorem 21 provides a direct route to see the
communication complexity is O(log log(n)). For that observe x = inf{p : P rv←D [v ≥ p] ≤
1
−1
(1 − n1 ) = log(n). Consequently, from Theorem 21, the communication complexity
n} = F
is O(log1+ε x) = O(log1+ε log(n)). Setting ε = log(n) results in an optimal, credible, truthful
auction with constant communication complexity.

5

Conclusion

We extend the work of Ferreira and Weinberg [12] on credibility for single-item auctions
in two ways: we introduce a mechanism that generalizes to any distribution D with finite
monopoly price. Our main technical result is that the Ascending Deferred Revelation Auction
(ADRA) is credible, strategyproof, revenue optimal, and terminates in constant rounds in
expectation.
For a fixed ε > 0, using multiplicative bid increments of (1 + ε), ADRA provides an
exponential improvement on the communication complexity of the Ascending Price Auction
(APA) which uses additive bid increments of ε. In particular, while APA has communication
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complexity proportional
to the revenue Rev(D), ADRA has communication complexity

proportional to log Rev(D)
where r is the reserve price. Setting ε = ε(n, D) as a direct
r
function of the number of bidders n and value distributions D, we identify an instance of
ADRA with constant communication complexity. For instances where bidder valuations
are drawn i.i.d. from a regular distribution D, we provide communication complexity
bounds that depend only on the cumulative density function of D. As an application, setting
ε = log log(n) and using Myerson reserve price results in a credible, truthful, (optimal) auction
that terminates in a constant number of rounds when valuations are drawn independently
from the exponential distribution.
To overcome the limitations of the Deferred Revelation Auction (DRA), ADRA combines
cryptographic commitments with dynamic deposits. Reducing the required deposits is an
interesting open question that has practical implications; although, ADRA requires no bidder
to deposit more than (1 + ε) fraction of their valuation. Another direction is to extend the
credibility of ADRA beyond the i.i.d. framework.
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Omitted Proofs From Section 3

▷ Claim 23. Let (G, S) be the protocol resulting from the second-price auction with
reserve r where bidder i ∈ [n] bids bi = vi . Let u(v) be the second highest bid among
v = (v1 , v2 , . . . , vn ). Then
h
i


Rev(G,S) (D) = E u(v) · 1u(v)≥r + E r · 1maxi∈[n] vi ≥r,u(v)<r .
Proof. In the second-price auction with reserve r, the highest bidder pays the maximum
between r and the second highest bidder. Thus the revenue is
h
i




E max{u(v), r} · 1maxi∈[n] vi ≥r = E r · 1maxi∈[n] vi ≥r,u(v)<r + E u(v) · 1u(v)≥r
◁
Proof of Lemma 11. Let u(v) denote the second-highest bid in bid profile v. Recall the
ascending price auction terminates once the second-highest bidder quits. Since bidders start
bidding the reserve price r, the expected number of rounds for the ascending price auction is


u(v) − r
Θ(1) + E
· 1u(v)≥r
ε


Rev(G,S) (D) − rP r maxi∈[n] vi ≥ r, u(v) < r − rP r [u(v) ≥ r]
= Θ(1) +
ε


Rev(G,S) (D) − rP r maxi∈[n]vi ≥r
= Θ(1) +
ε
where the first equality is from Claim 23. The second equality observes u(v) ≥ r implies
maxi∈[n] vi ≥ r.
◀
Omitted proofs from Example 12. Consider n bidders with valuations drawn i.i.d. from
the equal revenue distribution where P r [vi ≥ x] = x1 for all x ≥ 1. Note the virtual value
of this distribution is φ(x) = 0 for all x. Thus the optimal auction sets a reserve price of
1, sells the item to the highest bidder and charges the second highest bid. To compute the
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revenue, note that for each fixed i, if we conditioned on vi being the highest bid, then the
payment of bidder i is the maximum value among bidders j ̸= i. Therefore,


Rev(D) = n · E max{vj } · 1vi >maxj̸=i {vj }
j̸=i



= nE max{vj } · P r vi > max{vj }|v−i
j̸=i
j̸=i


1
= nE max{vj } ·
j̸=i
maxj̸=i {vj }
=n
as desired.

◀

Proof of Proposition 17. We will require the following definition about the view of bidder
i during the execution of a safe deviation. We use a subscript i to denote the state of the
auction in the view of bidder i. For example, ni denotes the number of bidders bidder i
(believes) are in the auction. Then ni might be different from nj for bidder j ̸= i.
▶ Definition 24 (View of bidder i). Let (b1i , . . . , bi−1
, bii , bi+1
, . . . , bni i ) denote the bids comi
i
mitted to bidder i – bidder i believes there is ni bidders in the auction. Let ℓji , for j ∈ [ni ],
be the level where, according to the auctioneer, bidder j quits, aborts or becomes the only
remaining bidder in the auction. Let bi = bii the bid of (real) bidder i and ℓi = ℓii the level
bidder i quits or become the only bidder left. Note that bi – the bids sent to bidder i – is a
function of all values except vi since bidder i has no yet revealed vi , but it is possible the
auctioneer learned v−i before first interacting with bidder i. However, the level bid bji quits –
ℓi – is a function of all values. We say bidder j ∈ [ni ] aborts to bidder i ∈ [n] if, according
to the auctioneer, bidder j aborted the auction at level ℓji . We say the auctioneer aborts bid
bji if, according to the auctioneer, bidder j ∈ [ni ] aborted from the auction, but bidder j is
not a real bidder that aborted from the auction
Note that if the auctioneer implements a safe deviation and allocates the item to bidder i,
but aborts bji at level ℓji , then bidder i expects to receive payment g −1 (ℓji ) from bidder j’s
deposit which must come from the auctioneer himself. Moreover, if bidder i receives the
item, the auctioneer receives a payment of at most g −1 (ℓi ). This implies the auctioneer does
not benefit from aborting a fake bid bji when ℓji ≥ ℓi :
▶ Proposition 25. There is an optimal safe deviation of ADRA where ℓji < ℓi whenever the
auctioneer aborts bji .
Proof. Consider a safe deviation (G′ , S ADRA ) where the auctioneer aborts bji at level ℓji ≥ ℓi .
The auctioneer only receives a payment from bidder i only if they win the item and pay at
most g −1 (ℓi ). However, the auctioneer pays g −1 (ℓji ) ≥ g −1 (ℓi ) to bidder i for aborting bji .
Thus the utility of the auctioneer is non-positive. At the time the auctioneer aborts bji , the
auctioneer had the option to not abort bji in the view of bidder i which weakly dominates
aborting bji . This proves there is a safe deviation (G′′ , S ADRA ) that weakly dominates
(G′ , S ADRA ) where the auctioneer does not abort bji as desired.
◀
Let G′ be a safe deviation from ADRA. To show (G′ , S ADRA (v)) is an ex post Nash
equilibrium, we will show that for all i ∈ [n], for all v, picking bi = vi weakly dominates any
other strategy. Observation 16 pins down most of the strategy space for bidder i: we only
need to consider the case where bidder i plays SiADRA (bi ) for some bi (not necessarily equal
to vi ).
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Let ℓi (b) denote the highest level played by bidder i when bidder j ∈ [n] bids bj . For the
proof, we will analyse the following cases:
1. Consider the case where ℓi (bi , v−i ) < ℓi (v). Note ℓi (bi , v−i ) is the last level bidder i plays
either because bidder i quits or bidder i becomes the last bidder in the auction. However,
the fact ℓi (v) > ℓi (bi , v−i ) implies bidder i quits at level ℓi (bi , v−i ) since the auctioneer
could distinguish – provided our crytographic scheme is perfectly hiding – the case where
bidder i bids vi from the case where bidder i bids bi . To be concrete: the information set
Ii where bidder i quits at level ℓi (bi , v−i ) is the first where the auctioneer can distinguish
the case where bidder i bids vi from bi (and all actions of the auctioneer and bidder j ̸= i
up to this point are identical). If the auctioneer did not end the auction at level ℓi (bi , v−i )
when bidder i bid vi (and choose not to quit), then in the view of bidder i, there is at
least another bid bji that also did not quit at level ℓi (bi , v−i ). If j is real bidder, bidder j
never quits. If j was a fake bidder, from Proposition 25, the auctioneer does not quit
bji > bi once bidder i quits at level ℓi (bi , v−i ). Therefore, bidder i does not receive the
item when they bid bi since the auctioneer later reveals a higher bid bji . This proves
bidding vi weakly dominates bidding bi .
2. Consider the case where ℓi (bi , v−i ) = ℓi (v). The security of our cryptographic commitment
ensures the auctioneer cannot distinguish the case where bidder i bids bi from the case
where they bid vi until the bid is revealed. From Proposition 25, the auctioneer aborts no
bids to bidder i once bidder i quits. Therefore, the set of bids revealed to bidder i when
they bid bi is identical to the set of bids revealed when they bid vi . Since the auctioneer
allocates the item to the highest bidder which pays the second-highest bid, bidder i can
only improve their utility if they did not receive the item when they bid vi , but receive
the item when they bid bi . That implies bi > vi and bidder i pays more than they value
the item. This proves bidding vi weakly dominates bidding bi .
3. Consider the case ℓi (bi , v−i ) > ℓi (v). Assuming our cryptographic scheme is perfectly
hiding, the auctioneer cannot distinguish the case where bidder i bids bi from the case
where bidder i bids vi , the fact ℓi (v) < ℓi (bi , v−i ) implies bidder i tentatively quits at level
ℓi (v) when they bid vi – g(vi ) = ℓi (v). By definition of SiADRA , bidder i would quit at level
g(bi ); therefore, ℓi (bi , v−i ) ≤ g(bi ). Combined with the fact ℓi (bi , v−i ) > ℓi (v) = g(vi ),
we conclude g(bi ) > g(vi ). Thus bi > vi and if bidder i wins the item, they pay at least
g −1 (bi ) ≥ vi resulting in nonpositive utility. Thus bidding vi weakly dominates bidding
bi .
This covers all the cases and proves the bidding vi weakly dominates bidding bi ̸= vi . Our
proof only assumes the auctioneer implements a safe deviation (or the honest auction) which
implies (G′ , S ADRA ) forms an ex post Nash equilibrium as desired.
◀

B

Omitted Proofs From Section 4

Proof of Theorem 19. Recall that there are n bidders drawn i.i.d. from D, the reserve price
is r, and the level function is
 
b
g(b) = ⌈log1+ε
⌉.
r
By assumption, bidder i follows the strategy SiADRA (vi ) which implies bidder i quits at the
first level k where k ≥ g(vi ). Let u(v) be the second-highest bid in the bid profile v. Then
the communication complexity is proportional to the number of rounds it takes until the
second-highest bidder quits:
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u(v)
r
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From Jensen’s inequality,






u(v)
u(v)
E log1+ε
· 1u(v)≥r ≤ P r [u(v) ≥ r] log1+ε E
|u(v) ≥ r
r
r


E u(v) · 1u(v)≥r
= P r [u(v) ≥ r] log1+ε
r · P r [u(v) ≥ r]


E u(v) · 1u(v)≥r
1
= P r [u(v) ≥ r] log1+ε
+ P r [u(v) ≥ r] log
r
P r [u(v) ≥ r]


E u(v) · 1u(v)≥r
1
≤ log1+ε
+
max x log(1/x) ≤ 1/e,
r
e x∈R
Rev(G,S) (D) 1
≤ log1+ε
+
From Claim 23.
r
e
The chain of inequalities witnesses that the communication complexity is at most O(1) +
log1+ε

Rev(G,S) (D)
r

as desired.

◀

Proof of Theorem 21. Recall F is the cumulative density function of a regular distribution
D and x := inf{p : P rv←D [v ≥ p] ≤ n1 }. We first define and prove the following four claims:
▷ Claim 26. If Myerson reserve r(D) ≥ x, the communication complexity is at most

1+ε
2ε .

Proof of Claim 26. Let u(v) be the second highest bid in v and let k denote the level where
the second highest bidder quits. For any z ≥ 0, k > z if and only if the second highest bidder
does not quit at level z which implies g(u(v)) > z. Thus
P r [k > z] = P r [u(v) > (1 + ε)z · r]
The event u(v) > (1 + ε)z · r(D) implies there are at least two bidders with value bigger than
(1 + ε)z · r(D). From union bound,
 
n
2
P r [u(v) > (1 + ε)z · r(D)] ≤
P rv←D [v > (1 + ε)z · r(D)]
2
2
 
n
(1 + ε)z · r(D)
z
· P rv←D [v > (1 + ε) · r(D)]
=
(1 + ε)z · r(D)
2
For Myerson reserve r(D), we have r(D)P rv←D [v ≥ r(D)] ≥ pP rv←D [v ≥ p] for all p ∈ R.
Thus
 
2
n
r(D)
P r [k > z] ≤
· P rv←D [v ≥ r(D)]
(1 + ε)z · r(D)
2
 
2
n P rv←D [v ≥ r]
=
2
(1 + ε)2z
We now compute the expected number of rounds and find that:
E [k] =

∞
X
z=0

P r [k > z] ≤

∞  
2
X
n P rv←D [v ≥ r(D)]
.
2
(1 + ε)2z
z=0
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Recall that P r [v ≥ r(D)] ≤ P r [v ≥ x] since r(D) ≥ x, and P r [v ≥ x] ≤

2
x. Together with the fact that n2 = n(n−1)
≤ n2 , we have
2
E [k] ≤

1
n

by definition of

∞
X
n2
(1 + ε)2
1+ε
1
≤
P r [v ≥ x]
≤
2z
2
(1
+
ε)
2ε(2
+
ε)
2ε
z=0

◁

as desired.

The case where r(D) < x will require the following property for the revenue curve
pP rv←D [v ≥ p] of regular distributions. It states that the revenue curve is decreasing for
p ≥ r(D) where r(D) is the Myerson reserve.
▷ Claim 27. Let D be a regular distribution. For any p ≥ r(D), the revenue curve
pP rv←D [v ≥ p] is nonincreasing in p.
Proof. Recall that the virtual value function of D is ϕ(p) = p −
nondecreasing from the definition of regularity. Then
p ≥ r(D) ⇐⇒ ϕ(p) ≥ ϕ(r(D))

1−F (p)
f (p) ,

which is monotone

From regularity of D,

⇐⇒ ϕ(p) ≥ 0

Since ϕ(r(D)) = 0,

⇐⇒ f (p) · ϕ(x) ≥ 0


1 − F (p)
≤0
⇐⇒ −f (p) · p −
f (p)

From definition of ϕ(p),

⇐⇒ (1 − F (p)) + p(−f (p)) ≤ 0
Note that (1 − F (p)) − pf (p) is the derivative of the revenue curve. The fact that the
derivative is nonpositive implies the revenue curve is nonincreasing for p ≥ r(D) as desired.
◁
▷ Claim 28.
P rv←D [v>p]
.
δ

Let D be regular and p ≥ r(D). Then for any δ ≥ 1, P rv←D [v > δp] ≤

Proof. From Claim 27, pP rv←D [v > p] ≥ pδP rv←D [v > δp]. Rearranging the inequality
proves the claim.
◁
▷ Claim 29. If the Myerson reserve r(D) < x, then the communication complexity is
O(log1+ε (x/r(D))).
Proof. Let t = 2 log1+ε (x/r(D)) and note x = r(D)(1 + ε)t/2 . Define k to be level the auction
terminates. Let u(v) denote the second highest bid in v. Computing the expected value of k
gives:
E [k] =
=

∞
X
z=0
∞
X

P r [k > z]
P r [u(v) > (1 + ε)z · r]

z=0

=

t
X
z=0

P r [u(v) > (1 + ε)z · r] +

∞
X

P r [u(v) > (1 + ε)z · r]

z=t+1

The second line observes the auction terminates at a level above z if and only if the second
highest bidder quits at a level z. Next, we upper bound the two terms separately.
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Pt
For the first term, z=0 P r [u(v) > (1 + ε)z · r] ≤ t + 1. For the second term, observe
that the fact the second highest bidder bids more than (1 + ε)z r(D) implies there is at least
two bidders that bid more than (1 + ε)z r(D). From union bound,
∞
X

P r [u(v) > (1 + ε)z · r(D)]

z=t+1

≤

  X
∞
n
2
P rv←D [v > (1 + ε)z · r(D)]
2 z=t+1

From union bound,

∞
h
i2
n2 X
≤
P rv←D v > (1 + ε)z/2 (1 + ε)z/2 r(D)
2 z=t+1
∞
h
i2
n2 X
P rv←D v > (1 + ε)z/2 (1 + ε)t/2 r(D)
2 z=t+1

2
∞
n2 X P rv←D v > (1 + ε)t/2 r(D)
≤
2 z=t+1
(1 + ε)z

≤

Since t ≤ z,

From Claim 28.

P∞
1
1
1
Next observe the geometric series z=t+1 (1+ε)
z = ε(1+ε)t ≤ ε . By definition, t/2 ≥ g(x)
and (from
of x) the probability that a bid exceeds x is at most n1 . Therefore,
 definition
1
t/2
P rv←D v > (1 + ε) r(D) ≤ n1 . This proves the second term is at most 2ε
. Combining
1
both
terms,
we
conclude
E
[k]
≤
t
+
1
+
.
This
proves
the
communication
complexity
is
2ε



O log1+ε

x
r(D)

as desired.

◁

We are ready to conclude the proof of Theorem 21. Recall that x is the smallest price
such that a value drawn from D exceeds x with probability
at most 1/n. Claim 26 states

1+ε
the communication complexity is at most
O
when
r(D)
≥ x. Claim 29 states the
ε



x
communication complexity is at most O log1+ε r(D)
when r(D) < x. Therefore, the
communication complexity for ADRA is at most the maximum among this two quantities as
desired.
◀
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1

Introduction

Understanding the expressive power of bounded depth circuits is a central goal in complexity
theory, with the hope of eventually answering fundamental questions, such as NP ⊈ P/poly or
P ⊈ NC1 . Seminal works from the 80’s showed that the parity function cannot be computed
by AC0 circuits - that is, constant-depth polynomial-size circuits with unbounded fan-in AND,
OR and NOT gates [23, 2, 29]. Razborov and Smolensky [44, 51] took the next step forward
by considering the class AC0 (⊕), which extends AC0 by allowing also (unbounded fan-in)
parity gates, and showed that this class cannot compute the majority or modp functions.
Most recently, Williams [54] separated the class ACC0 , in which the circuit is further allowed
to use arbitrary modp gates, from the class NEXP of non-deterministic exponential-time
computations (see also the recent exciting sequence of works [18, 53, 16, 17, 42]).
© Michael Ezra and Ron D. Rothblum;
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Despite these results, we are still far from understanding the power of constant-depth
circuits. For example, it is easy to construct an AC0 (⊕) circuit for computing the inner
product function: simply take the parity of the respective point-wise products. On the other
hand, if we do not allow parity gates, then it is easy to show a lower bound. A natural
question that arises is whether a similar lower bound holds if we augment the AC0 circuit
with a single layer of parity gates immediately after the input layer. The resulting circuit
class is called an AC0 of parities (and is sometimes denoted by AC0 ⊕ ). Recently, there has
been growing interest in whether this circuit class can compute the inner product function
[34, 45, 48, 3, 20, 19, 9, 22].
Interestingly, an exponential lower bound for the inner product function is known [31] for
the special case in which the AC0 circuit has depth 2.1 Namely, a DNF of parities, denoted
by DNF⊕ . For depth 3 circuits (on top of the parity layer), only a relatively weak (quadratic)
lower bound is known [19]. Lastly, for general AC0 ⊕ circuits, an exponential lower bound is
known [22] only for the very restricted case in which the number of parity gates is linear. 2
Even for the case of DNFs, the lower bound arising from the work of Jackson [31] only
rules out an (almost) exact DNF⊕ for computing the inner product function. Thus, a question
(posed explicitly by Cohen and Shinkar [20]) that seems just beyond the reach of current
techniques is:
“Does there exist a small DNF of parities that approximates
the inner product function?”
e DNF⊕
We refer to the assumption that a positive answer holds for this question as the IP2 ∈
hypothesis (in the actual theorem statements below we use a quantitatively precise version
e DNF⊕ hypothesis,
of the assumption). In this work, we study the ramifications of the IP2 ∈
with the belief that these results develop our understanding of the hypothesis or could even
bring us closer to the eventual goal of refuting it.
Recently, in a work of Huang et al. [30], it was shown that a positive answer to the
e DNF⊕ hypothesis implies a small AC0 ⊕ for the inner product function (in the worst case).
IP2 ∈
Still, proving or refuting the hypothesis remains beyond the grasp of current techniques.

1.1

Our Results

e DNF⊕ hypothesis implies (unexpected) efficient
We show that a positive answer to the IP2 ∈
interactive (Arthur-Merlin) protocols for a large class of problems (in different models to
be described below). We note that the quantitative parameters of the resulting protocols
seem to be far more efficient than expected. Thus, these results fall in line with our belief
e DNF⊕ hypothesis is false. Moreover, these results also form a new approach
that the IP2 ∈
e DNF⊕ hypothesis through Arthur-Merlin lower bounds, in the sense
for refuting the IP2 ∈
that progress in finding Arthur-Merlin lower bounds can be applied, using our results, to
e DNF⊕ hypothesis. While finding lower bounds for Arthur-Merlin protocols is
refute the IP2 ∈
a notoriously difficult problem (e.g., in communication complexity), all of our protocols go
through efficient Holographic-Interactive protocols, where Arthur-Merlin lower bounds are
known [28].

1
2

This bound was tightened by Cohen and Shinkar [20], who gave a lower bound that exactly matches the
known upper bound.
In fact, their result holds for the more general case in which an arbitrary (i.e., not necessarily linear)
preprocessing step is done first on the two parts of the input separately.
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The models that we consider are “Arthur-Merlin” variants of the standard Data Streaming
and the Communication Complexity models. In order to describe these variants, we first
recall the standard definitions of Data Streaming and Communication Complexity models
and then explain how they are extended to Arthur-Merlin variants, by giving the relevant
parties access to an all-powerful (but untrusted) prover.
Recall that in the standard Data Streaming Model (popularized by [4]), a bounded space
algorithm is required to compute a certain function of the inputs by using the least amount
of space. The algorithm gets the input bits as a sequence of bits (stream), in the sense that
after seeing a bit in the sequence, the algorithm no longer has access to the bits that preceded
it (unless these were stored in its memory). In the standard Communication Complexity
Model [55], there are two parties, called Alice and Bob, who are trying to evaluate a function
f on their joint input. That is, Alice and Bob are given inputs x and y, respectively, and
need to jointly compute the value f (x, y), while transmitting the least amount of bits.
We focus on the Arthur-Merlin (AM) variant of these models, where the parties are
also assisted by an untrusted prover, often referred to as Merlin, who sees all inputs (and
has unlimited computational resources). The parties are allowed to make a short public
coin interaction with Merlin, before (deterministically) running the standard protocol. The
interaction is of the AM (Arthur-Merlin) type in the sense that the messages to Merlin
consist of only fresh random coins, and in particular, do not depend on the input bits nor on
previous messages that were exchanged. Beyond the coins that were revealed to Merlin in the
interaction, the parties are not allowed to toss any additional coins. Throughout this work
we use the notation AM[k] to refer to AM protocols with k messages exchanged between the
parties.

1.1.1

The AM Data Streaming Model

In the AM Data Streaming Model [21, 13, 27, 11, 12, 14, 52, 15], we allow the bounded space
algorithm processing the stream, to interact with the untrusted prover Merlin, who sees the
entire input (and is not space bounded). Many of these works differ in the exact form of the
interaction. For example, does the small-space verifier get full access to messages sent by the
prover, or merely streaming access? In this work we consider the following natural model,
which we refer to as the AM[k] Data Streaming model:
1. In the first phase, the verifier engages in a k-message public-coin interactive protocol
with the prover (starting with a verifier message). At the end of this phase the verifier
holds a transcript τ .
2. In the second phase, the verifier is allowed to process the input stream in a bit-by-bit
manner. The verifier’s computation in this phase is allowed to depend on the transcript
τ that it saw. We emphasize that the verifier in this phase is deterministic. 3
3. After processing the stream, the verifier decides whether to accept or reject.
As usual, we require that there is a strategy for Merlin to convince the streaming verifier to
accept true statements, but the verifier rejects any false statements (with high probability)
even if Merlin cheats. Naturally, we require the space complexity of the verifier to be small
and the communication with the prover to be short as well (since otherwise Merlin can
provide the entire input!).

3

The verifier could in principle toss additional coins in the first phase to be used in the second phase, but
we count this as an additional message. This is motivated by the definition of the classical complexity
class AM which does not allow Arthur additional coin tosses after seeing Merlin’s message.
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As our first result, assuming the existence of a small DNF of parities for the inner product,
we construct (multi-round) AM Data Streaming protocol for any function f that can be
computed by a low-degree polynomial (over GF(2)).
▶ Theorem 1 (Informally stated (see Theorem 9)). Assume that there exists a DNF of parities
of size S, that computes the inner product function on 56 + ϵ fraction of the inputs, for some
e (d) · log(S)
constant ϵ > 0. Then, there exists an AM[2d] Data Streaming protocol with O
proof length, space complexity and randomness complexity, for every degree d polynomial
over GF(2).
When S is polynomial and d is (super) constant, the protocol has poly-logarithmic proof and
space complexities. This should be contrasted with approaches based on (super) constantround versions of the celebrated sumcheck protocol [40], which have polynomial proof-length.
We also emphasize that (as usual in this context) here and throughout this work, we do
not consider the computational complexity of the verifier and only focus on the space and
communication complexities.
Application: A Streaming Protocol for Counting Triangles Mod 2. We also point out an
interesting implication of Theorem 1 to a variant of the well studied Triangle-Count problem.
In the Triangle-Count problem, a streaming algorithm is required to count (or sometimes
just approximate) the number of triangles (i.e., cliques of three vertices) in an undirected
(simple) graph. A large body of work has studied this problem in the streaming context in
general [7, 33, 10, 39, 36, 32, 41, 8, 35], and in particular when the streaming algorithm is
assisted by a prover [12, 52, 15]. There are two main variants of the Triangle-Count problem,
which differ in the exact form that the input is given to the streaming algorithm. In the
first variant, studied in [7, 10, 39, 41, 35], the edges are given in an adjacency-list format.
Namely, first, the edges connected to the first vertex appear in the stream, then the edges
that are connected to the second vertex, and so on. In the second variant (also referred to
as the dynamic updates variant), studied in [7, 33, 10, 36, 32, 41, 8], the stream consists of
dynamic additions (and sometime also deletions) of edges, in an arbitrary order.
L
We consider a variant of the Triangle-Count problem, denoted by
Triangle, where the
goal is to compute the parity of the number of triangles in the graph. We consider in which
the graph is given as a stream of its edges, where each edge appears in the stream exactly
L
once. We note that the MA complexity4 of
Triangle is well understood: for every proof
length p and verifier space complexity s, it holds that s · p = Ω(n2 ) [12, 52].5 Also, a matching
quadratic upper bound is known for (almost) any combination of s · p = Õ(n2 ) [52, 15]. On
the other hand, this problem has no known (non-trivial) upper or lower bounds in the AM
setting.
L
e DNF⊕ hypothesis, we show an efficient AM protocol for
Assuming the IP2 ∈
Triangle.
Our protocol has space complexity and proof length that are poly-logarithmic in the circuit
size (regardless of the specific order of the edges in the stream).
L
▶ Theorem 2 (AM Streaming for
Triangle, informally stated (see Theorem 11)). Assume
that there exists a DNF of parities of size S that computes the inner product function on 56 + ϵ
fraction of the inputs, for some constant ϵ >
0. Then, there exists an AM[2] Data Streaming
L
protocol for
Triangle with polylog S n3 proof length and space complexity.

4
5

Loosely speaking, in an MA model, first the prover sends a proof message. Then, the verifier gets the
input as a stream, and conducts a (randomized) streaming computation.
The lower bound is not stated explicitly for this problem, but follows from the fact that it holds for the
case that the graph is promised to contain exactly one triangle or be triangle-free.
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Indeed, assuming that S is polynomial, the protocol of Theorem 2 has poly-logarithmic
proof length and space complexity.

1.1.2

AM Communication Complexity

We next describe our results in the (AM) Communication Complexity model. In the AM
Communication Complexity Model [37, 1, 24, 38, 25], Alice and Bob are allowed to also
conduct a public-coin interaction with the prover Merlin, who sees both of their inputs, but
is non trustworthy. The parties communicate using a broadcast channel, namely, each of the
parties is exposed to all the messages sent by Merlin, and all the random coins tossed by
Alice and Bob. For sake of simplicity, we can assume that Alice and Bob do not interact,
since Merlin can simply provide all messages that they would have exchanged had they
interacted (and the two parties can check that the communication is consistent with what
they would have sent). As above, we require that Merlin will convince both Alice and Bob of
the correctness of true statements, but no matter what Merlin does, with high probability
either Alice or Bob will reject false statements.
It is not hard to show that any Data Streaming protocol can be transformed into a
Communication Complexity protocol, for the same problem, as follows: Alice starts running
the data streaming algorithm until the algorithm finishes processing her portion of the input
(i.e., at the midpoint). She then transmits to Bob her memory state. Bob continues the
emulation using his portion of the input. The communication complexity of the resulting
protocol is therefore at most the space complexity of the streaming algorithm.
Thus, Theorem 1 immediately implies an AM communication complexity protocol for
low-degree polynomials as well. Interestingly, however, we are able to achieve significantly
better parameters by constructing an AM Communication Complexity protocol directly. In
particular, we construct a one-round protocol, which can also be extended to a protocol for
any function that is decidable by an AC0 (⊕) circuit. Lastly, we also note that while the
protocol in Theorem 1 depends on the degree of the polynomial, the protocol in Theorem 3
depends only on the number of monomials, and therefore can also be applied to high-degree,
but sparse, polynomials.
▶ Theorem 3 (Informally stated (see Theorem 7 and Corollary 8)). Assume that there exists a
DNF of parities of size S that computes the inner product function on 56 + ϵ fraction of the
inputs, for some constant ϵ > 0. Then, there exist:
 

An AM[2] Communication Complexity protocol with O log S(2N ))
communication
complexity, for every function f that can be expressed as a polynomial (over GF(2)) with
N monomials.
In particular, if f is a degree d polynomial over
 2n input bits, the AM[2] protocol has
communication complexity O log S 2 · (2n)d .

An AM[2] Communication Complexity protocol with O log S 2polylog(T )
communication complexity, for any function that is decidable by an AC0 (⊕) circuit of size T .
Note that the protocols in Theorem 3 are 2-message protocols, whereas the protocol in
Theorem 1 require a large number of rounds of interaction. One could potentially reduce the
number of rounds using (a suitable variant of) the round collapse theorem [6] (see also [46,
Lemma 4.6]). However, we emphasize that Theorem 3 gives significantly better parameters
than round collapsing the protocol of Theorem 1. For example, if S = poly(n), by applying
a round collapse to our data
streaming results, we get an AM[2] Communicating Complexity

d
protocol with O log n communication complexity for degree d polynomials. In contrast,
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our explicit protocol of Theorem 3 has a linear (rather than exponential) dependence on the
degree d. This improvement allows us to extend the explicit Communication Complexity
protocol for low degree (or sparse) polynomials, also for any function that is decidable by an
AC0 (⊕) circuit. Interestingly, we do not know how to obtain a non-trivial result of the same
flavor from the protocol in Theorem 1.

1.2

Technical Overview

In this section, we present the main methods and techniques that used in our work. For the
full details and proofs, please refer to the technical sections in the full version [47].
e DNF⊕ hypothesis holds,
Our main technical step is to construct, assuming that the IP2 ∈
a special type of proof-system for computing the inner product function, called a Holographic
Interactive Proof (HIP) - a notion introduced in the work of Gur and Rothblum [28] (inspired
by a similar model for PCPs, introduced by Babai et al. [5]). An HIP is defined similarly to
a standard interactive proof, except that the verifier, rather than being given access to the
main input explicitly, is given oracle access to an encoding of the input. The hope is that
the redundancy provided by the encoding will allow the verifier to run in sub-linear time.
Hence, the main complexity resources that we focus on are the query complexity, which is the
number of bits that the verifier reads from the encoding, and the communication complexity,
which is the total number of bits exchanged with the prover. We focus specifically on an
AM[2] variant, where the verifier first sends random coins r to the prover, who responds with
a message π, called the proof. The verifier then decides deterministically, based on the input
queries, random string r and proof π, whether to accept or reject.
Let us assume therefore that there exists a DNF of parities C of size S that approximates
the inner product function. We use C to design an AM[2] HIP for verifying inner product
claims. The input encoding that we will use in the HIP corresponds to the parity layer of the
circuit C, and is therefore a linear function. This point is crucial for our results.

1.2.1

An AM[2]-HIP for Inner Product Claims

As our first step, we construct a simple HIP for verifying that the inner product of two strings
is equal to 1 and which only works for most inputs. This falls short of our eventual goal
which is to check general inner products and over worst-case inputs. Nevertheless, we present
this HIP as it will serve as an important ingredient in our construction.
Step 1: Verifying one-sided claims, on the average. Recall that C is a DNF of parities
that approximates the inner product function. A simple one-round HIP protocol for verifying
whether f (x) = 1 on a given input x can be established as follows: the prover sends an index
of a satisfied clause (such an index exists if and only if f (x) = 1), and the verifier checks
whether the clause is indeed satisfied, by reading the bits in the clause from the input’s
encoding. Note that the proof-system is holographic as the verifier reads each bit in the
clause by making a single query to the output of the parity layer. The communication is
log(S) and the query complexity is bounded by the maximal width of the clauses.
Since we seek small query complexity, we would like to ensure that the DNF has small
width. To do so we observe that each clause in a DNF of parities can be viewed as a system of
linear equations. Also, note that with probability at most 21r , a random input satisfies a linear
system with rank at least r. Therefore, a natural idea is to remove all of the wide clauses.
When doing so one should first make sure that the equations forming the clause are linearly
independent, which can be easily done (by choosing a maximal set of linearly independent
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equations). Thus, after eliminating linear dependencies, we remove all clauses with width
Ω(log S). Since we only removed clauses, the new circuit disagrees with f (x) only if x satisfies
one of the removed clauses. Since we only removed clauses of rank greater than O(log S), by
the union bound and setting the constant in the big-O to be large enough, the probability
S
1
that an input x satisfies one of the removed clauses is at most 2O(log
S) = poly(S) = o(1).
Overall we have constructed an HIP that can verify whether an inner product of two
strings is 1 on most inputs, with O(log S) proof length, and O(log S) query complexity. As
noted before, our next step is to convert this protocol – which works in the average case –
into a protocol that can verify any inner product claim.
Self-correction of the inner product function. As an initial observation, we observe that
the self-correction property of linear functions can be extended also to the inner product
function (this can also be viewed as a special case of locally decoding the Reed-Muller code
over GF(2), see [26]). For any input strings x, y, and vectors u, v ′ which are taken at random,
it holds that
x, y = x ⊕ u, y ⊕ v ⊕ x ⊕ u, v ⊕ u, y ⊕ v ⊕ u, v ,

(1)

where ⟨a, b⟩ denotes the inner product of strings a, b ∈ {0, 1}n . Note that the terms on the
right-hand side of Equation (1), are inner products over different (correlated) random inputs.
Also, recall that the “simple” protocol that was described previously, can verify inner product
claims about random inputs with high probability over the inputs. Thus, at first glance it
may seem sufficient to use Equation (1), and verify the random claims using our average-case
protocol. Unfortunately, by moving to claims over inner products of random inputs we will
also need the ability to verify whether an inner product is 0, while so far we only have an
HIP for “1-claims”. Therefore, instead of using Equation (1) directly, we present a generic
compiler that extends the self-correction property of Equation (1) also to the case where
there is a protocol that can only verify most of the 1-claims (a similar idea was used also in
the works of Shaltiel and Umans [49, 50]). In this compiler, we rely on the fact that in our
HIP the prover can’t convince the verifier to accept a false 1-claim (with high probability over
the inputs). For simplicity, we outline this compiler with respect to protocols for the inner
product function but in the technical sections, we extend this argument to any homogeneous
multilinear mapping.
Step 2: Self-correction with one-sided errors. In order to use Equation (1), we need
to verify also the 0-claims on the right-hand side of Equation (1). Observe, that since
Equation (1) gives inner product claims of (individually) random inputs, then, in expectation,
about half will be 0’s and half will be 1’s.
Thus, since (with high probability) a cheating prover cannot lie on false 1-claim, it will
likely have to generate false 0-claims and therefore skew the distribution of 0 vs. 1 claims.
In order to detect this, we simply repeat the experiment sufficiently many times (using
independent coin tosses) and checking the empirical average value of the prover’s claims. To
sum up, given a ground protocol that works only on most 1-claims, the compiler produces
the following protocol: the verifier uses Equation (1) several times, each time with fresh
random strings. At each iteration, the prover sends the values of the random inner products
on the right-hand side of Equation (1), while having the verifier check only the 1-claims, by
using the ground protocol, and blindly accepting the 0-claims. At the end of the interaction,
the verifier checks whether the average value of all the prover’s claims is close enough to
the expectation of the inner product function. If the average is close enough, the verifier
infers that the prover is honest. Otherwise, the verifier infers that the prover lies, and thus it
rejects.
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Lastly, in order to reduce the randomness complexity to O (log n) randomness complexity,
we use a standard technique, due to Newman [43], for reducing the randomness complexity
(using non-uniformity). We show that this technique works also in the context of AM-HIPs.
An alternate approach. We find it also instructive to describe another approach for dealing
with the 0-claims in Equation (1), and explain the reason we decided not to use it. The
idea here is to show a random self-reduction from a 0-claim to a 1-claim. This can be done
by embedding the input strings x and y into longer random string strings x′ and y ′ , while
ensuring that the ⟨x′ , y ′ ⟩ = 1 ⊕ ⟨x, y⟩.
The reason we decided not to follows this approach is that it changes the input size. In
particular, it would mean that the verifier in the HIP would need to access a different linear
transformation then that in the bottom layer of the DNF.

1.2.2

From HIP to Communication Complexity (Proving Theorem 3)

Our key idea in proving to construct an AM Communication Complexity protocol for sparse
polynomials is the observation that a polynomial can be viewed as a linear combination
of its monomials. In the communication complexity setting, each monomial is a product
between a subset of Alice’s input bits, and a subset of Bob’s input bits. Thus, we can view
P
Q
the evaluation of the polynomial f (x, y) = monomial (α,β) xα · yβ , where xα = i∈α xi and
Q
yβ = j∈β yj , as an inner product between the strings (xα ) and (yβ ).
Thus, in order to solve the problem, it suffices to construct an AM Communication
Complexity protocol for computing the inner product function. Such a protocol follows easily
from our HIP for inner products - since each query that the HIP verifier makes, is a linear
query to the joint input (x, y), it can be emulated by having Alice and Bob compute and
share their individual contributions.
The second part of Theorem 3 now follows easily by observing that every degree d
polynomial over GF(2) can have at most nd monomials, and by applying the polynomial
approximation method of Razborov and Smolensky [44, 51] (where the choice of the random
polynomial can be made by the verifier as part of its first step in the protocol).

1.2.3

From HIP to Data Streaming (Proving Theorem 1)

Unfortunately, our approach for computing sparse polynomials that worked in the communication complexity setting, fails in the streaming setting. The issue is that each monomial
consists of a product of multiple input bits. Therefore, the polynomial’s monomials induce
an inner product between a coefficient vector, and a tensor of the input, rather than the
input in its basic form. While it is relatively easy to make queries to an encoding of the
input by a streaming verifier, it is not clear at all how to make queries to an encoding of a
tensor of the input.
Nevertheless, our starting point is the above observation that a polynomial can be
expressed as a certain inner product. In more details, a degree d polynomial P : {0, 1}n →
{0, 1} (over the field GF(2)) can be viewed as a linear combination of its monomials, each
of which is a product between a coefficient and a product of d input bits. Therefore, there
exists a function CoefP : [n]d → {0, 1} that depends only on P, such that:
P(x) =

M
j1 ,...,jd ∈[n]

xj1 · xj2 · · · · xjd · CoefP (j1 , . . . , jd ).

(2)
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The basic idea of the protocol is to iteratively use the HIP protocol for inner product
claims (henceforth, the ground HIP protocol), to gradually reduce a claim about the right-hand
side of Equation (2), to claims that don’t depend on the inputs - that is, claims that depend
only the structure of the specific code that the HIP uses, and the structure of the polynomial
P. Since the resulting claims do not depend on the input, the verifier will be able to check
them without additional communication or queries.
Inspired by the celebrated sumcheck protocol of Lund et al. [40], we construct a d-round
AM-HIP protocol, so that in the i-th round we reduce a set of claims over d − (i − 1) input
variables, to a set of claims that depend on only d − i input variables. The i-th round starts
with claims of the form:
M

β̂ (i−1) (j1 , . . . , ji−1 ) · xji · xji+1 · · · xjd · CoefP (j1 , . . . , jd ) = b(i−1) ,
(3)
j1 ,...,jd ∈[n]

where β̂ (i−1) is a function that depends only on the structure of the linear code that the base
HIP protocol uses. Our goal is to end the round with multiple claims of the form:
M
β̂ (i) (j1 , . . . , ji ) · xji+1 · · · xjd · CoefP (j1 , . . . , jd ) = b(i) .
j1 ,...,jd ∈[n]

Observe that by changing the order of summation in Equation (3), we can rewrite each
claim as:


M
M

xji ·
β̂ (i−1) (j1 , . . . , ji−1 ) · xji+1 · · · xjd · CoefP (j1 , . . . , jd ) = b(i−1) . (4)
ji ∈[n]

j1 ,...,ji−1 ∈[n],
ji+1 ,...,jd ∈[n]

The claims in Equation (4) are an inner product between x and the truth table of a
function that depends on only d − i inputs variables. Thus, by applying the ground HIP
protocol, we get multiple claims on the encoding of x, and multiple claims on the encoding
of the truth table of a function that depends on d − i variables. The claims on the encoding
of x can be verified using the HIP verifier’s oracle queries. Regarding the second class of
queries, since the code is linear, the t-th claim is of the form of
M
M

(i)
γt,z (ji ) ·
β̂ (i−1) (j1 , . . . , ji−1 ) · xji+1 · · · xjd · CoefP (j1 , . . . , jd ) = bt,z .
ji ∈[n]

j1 ,...,ji−1 ∈[n],
ji+1 ,...,jd ∈[n]

where the (γt,z )’s correspond to the coefficients of the base code T . By changing the order of
(i−1)
(i)
summation again, and defining β̂z,t (j1 , . . . , ji ) = γt,z (ji ) · β̂t
(j1 , . . . , ji−1 ) we get claims
of the form:

M  (i)
(i)
β̂t,z (j1 , . . . , ji ) · xji+1 · · · xjd · CoefP (j1 , . . . , jd ) = bt,z ,
j1 ,...jd ∈[n]
(i)

where the β̂t,z (j1 , . . . , ji ) don’t depend on the input variables. Note that we got new claims
that depend on d − i input variables, as required.
Avoiding a complexity blowup. Although the above idea seems promising, we have one
additional issue to deal with. In contrast to the traditional sumcheck protocol which generates
a single claim in the end of each round, our ground HIP protocol produces multiple claims.6
6

Recall that the query complexity is roughly logarithmic in the size of our DNF of parities.
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As a result, the number of times we need to use the ground HIP protocol grows by a at least
a constant factor in each round, and overall becomes (at least) exponential in d. In order
to reduce the dependence on d to linear, at the beginning of each round we combine claims
together by taking random linear combinations. This method lets us preserve the number of
queries after each round, and thus achieve a linear dependence on d.
On the approximation factor. The (roughly) 56 approximation factor required in all of
our results, stems from the use of Equation (1). Recall that the verifier needs to check
all the 1-claims on the right-hand side of Equation (1) with a success probability greater
than 12 . Leveraging the fact that one of the terms on the right-hand side of Equation (1) is
independent of the input strings, we only have three terms to check. As a result, we must
have a circuit that computes all the three terms correctly with probability greater than 12 .
By union bounding over these three terms, we get that the circuit must compute a random
input incorrectly with probability at most 16 , which sets the approximation limitation to 56 .
A potential approach for improving the approximation factor is to rely on locally list, and
we leave this possibility to future work.

1.2.4

Counting Triangles Mod 2 (Theorem 2)

L
Lastly, we give the outline of the streaming protocol for the
Triangle problem. To do so
L
we leverage the fact that
Triangle can be expressed as a degree 3 polynomial over GF(2)
and apply the streaming protocol of Theorem 1.
In more detail, let {I(u,v) }u,v be a set of indicator variables where I(u,v) is 1 if and only
if the edge (u, v) appears in the graph. We can express the parity of the number of triangles
in the graph, by evaluating the following degree 3 polynomial:
M

P⊕Tri Ie1 , . . . , Ien2 =
I(v,u) · I(u,w) · I(w,v) .
v<u<w∈[n]

Thus, by applying our streaming protocol for low degree polynomials from Theorem 1, we
L
derive an AM[6] Data streaming protocol for
Triangle. Lastly, in order to derive a oneround protocol, we use the round collapsing technique of Babai and Moran [6] for reducing
the number of rounds in public coin interactions.

2

Our Results

In the following section we present the formal version of our results. We start by introducing
some notations. Then, we present our results in the AM Holographic Interactive Proof, AM
Communication Complexity, and AM Data Streaming models, in that order. The full proofs
of our results along with the formal definitions of the different models are available in the
full version of this paper [47].

2.1

Preliminaries

By AM[k]-DS, AM[k]-CC and AM[k]-HIP we denote the k-message AM Data Streaming, AM
Communication Complexity and AM Holographic Interactive protocols, respectively.
By IP2 (x, y) we denote the inner product function (over the field GF(2)), that is,
IP2 (x, y) = ⊕i∈[n] xi · yi . And by LIP we denote its corresponding language:
▶ Definition 4. (LIP language).
n
o
def
LIP = (x, y, b) ∈ {0, 1}n × {0, 1}n × {0, 1} : IP2 (x, y) = b .
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DNF ◦ T Circuits
For a linear transformation T, we denote by DNF ◦ T the circuit that is a composition of some
circuit that computes the transformation T, with a DNF circuit (disjunction of clauses). We
note that since T is linear, these circuits are a particular type7 of a DNF of parties, where the
parity gates are only allowed to compute the function T. We use this notation to point out
e DNF⊕
the connection between the specific function the parity layer of the circuit in the IP2 ∈
hypothesis computes and the linear code our Holographic verifier makes queries to.

2.2

Holographic Interactive Proof for Inner Product Claims

As described in Section 1.2, all our protocols are based on a special type of proof-system for
computing the inner product function, called a Holographic Interactive Proof. Assuming the
e DNF⊕ hypothesis, our first step in our work is to construct an efficient (non-uniform)
IP2 ∈
AM[2]-HIP protocol for checking inner product claims.
▶ Lemma 5. (AM[2]-HIP for LIP ). Fix an integer n, and a parameter ϵ ∈ (0, 1/6]. Let
2n
n′
T : {0, 1} → {0, 1} be some linear code. Suppose there exists a DNF ◦ T circuit C of
size S that computes IP2 (x, y) on at least 56 + ϵ fraction of the inputs. Then, there exists an

e 13 , randomness complexity O(log n)
AM[2]-HIP protocol for LIP , with proof length log (S) · O
ϵ

e 13 queries to the bits of T(x, y).
and log (S) · O
ϵ
Using standard transformations from AM-HIP to AM-CC and AM-DS we also derive
AM-CC and AM-DS protocols for the inner product function.
▶ Corollary 6. (AM[2]-DS and AM[2]-CC for LIP ). Let n, n′ ∈ N, and ϵ ∈ (0, 1/6]. Let
2n
n′
T : {0, 1} → {0, 1} be some linear code. Suppose there exists a DNF ◦ T circuit C of size
S that computes IP2 on at least a 56 + ϵ fraction of the inputs. Then,

e 13 , randomness
1. There exists an AM[2]-DS protocol for LIP , with proof length log (S) · O
ϵ

e 13 .
complexity O(log n) and verifier space complexity log (S) · O
ϵ

e 13 commu2. There exists an AM[2]-CC protocol for the function IP2 (x, y) with log (S) · O
ϵ
nication complexity.

2.3

An AM[2] Communication Complexity Protocol

Our next results focus on the AM Communication Complexity model. Assuming the
e DNF⊕ hypothesis, we first construct an efficient AM[2]-CC protocol for low degree
IP2 ∈
polynomials.
2N

n′

▶ Theorem 7. Fix integers n, N and a parameter ϵ ∈ (0, 1/6]. Let T : {0, 1} → {0, 1}
be some linear code. Suppose there exists a DNF ◦ T circuit C of size S = S(2N ) that
computes the function IP2 (x, y) on at least a 56 + ϵ of the N -bit length inputs. Then, for any
polynomial P : {0, 1}n → {0, 1} with N monomials,
and for any
there exists an

 b ∈ {0, 1},



1 P(x, y) = b
def
e 13
AM[2]-CC protocol for the function Pb (x, y) =
with log S 2N · O
ϵ
0
o/w
communication complexity, where Merlin (the prover) gets the inputs x, y ∈ {0, 1}n , Alice
gets x and Bob gets y.

7

Namely, DNF circuits with an additional layer of parity (XOR) gates which can be applied only directly
on the input gates.
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Then, relying on the celebrated works of Razborov and Smolensky [44, 51] which showed a
general technique to approximate AC0 (⊕) circuit by a distribution of randomized low degree
polynomials, we also construct an AM[2]-DS protocol for every language that is decidable by
an AC0 (⊕) circuit.
▶ Corollary 8. Fix an integer n, and let ϵ ∈ (0, 1/6]. Suppose that for any k there exists
a linear transformation T : {0, 1}2k → {0, 1}ℓ(k) and a DNF ◦ T circuit C of size S0 (2k)
that computes the function IP2 (x, y) on at least a 56 + ϵ of the k-bit length inputs. Then,
there exists a constant c such that for any function f : {0, 1}2n → {0, 1} that is computed by
0
an AC
depth d ≥ 2, there exists an AM[2]-CC protocol for f with
 (⊕) circuitdof size
 S and

1
(c·log n·log S)
e
log S0 (2
) · O ϵ3 communication complexity.

2.4

An AM[2d] Streaming Protocol

Lastly, we focus on the Data Streaming model. Our main result in the streaming model is
the construction of a (multi-round) AM Data Streaming protocol for low degree polynomials,
e DNF⊕ hypothesis holds.
assuming that the IP2 ∈
n′

2n

▶ Theorem 9. Fix an integer n, and let ϵ ∈ (0, 1/6]. Let T : {0, 1} → {0, 1} be some
linear code. Suppose there exists a DNF ◦ T circuit C of size S that computes the function
IP2 (x, y) on at least a 56 + ϵ fraction of the n-bit length inputs. Then, for any d degree
polynomial P : {0, 1}n → {0, 1}, and for any b ∈ {0, 1}, there exists an AM[2d]-DS protocol

def
e d3 randomness complexity,
for the language L = {x ∈ {0, 1}n | P(x) = b} with log (S) · O
ϵ

proof length and space complexity.
We also point out an interesting implication of Theorem 9 to a variant of the well studied
L
L
Triangle. In the
Triangle the verifier is required to
Triangle-Count problem, called the
count the parity of the number of triangles (i.e. cliques with three vertices) in an undirected
(simple) graph G = (V, E).
▶ Definition 10. Let G = (V, E) be an undirected simple graph such that V ⊆ [n] and
L
E ⊆ [n] × [n]. In the
Triangle problem, the edges in E are given as a stream in some
arbitrary order, where each edge appears in the stream exactly once. The goal is to output
the parity of the number of triangles (i.e. cliques of size 3) in G.
Our last result shows that the existence of a sufficiently small DNF ◦ T circuit that
L
approximates the inner product function, yields an efficient AM[2]-DS protocol for
Triangle.
n3

n′

▶ Theorem 11. Fix an integer n and a parameter ϵ ∈ (0, 1/6]. Let T : {0, 1} → {0, 1}
be a linear code. Suppose there exists a DNF ◦ T circuit C of size S that computes the
function IP2 (x, y) on at least a 56 + ϵ fraction of the n3 -bit length inputs. Then, there exists

L
e 13 verifier
Triangle with O(log n) randomness, and log3 (S) · O
an AM[2]-DS protocol for
ϵ
space complexity and proof length.
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Abstract

The threshold theorem is a fundamental result in the theory of fault-tolerant quantum computation
stating that arbitrarily long quantum computations can be performed with a polylogarithmic
overhead provided the noise level is below a constant level. A recent work by Fawzi, Grospellier
and Leverrier (FOCS 2018) building on a result by Gottesman (QIC 2013) has shown that the
space overhead can be asymptotically reduced to a constant independent of the circuit provided
we only consider circuits with a length bounded by a polynomial in the width. In this work, using
a minimal model for quantum fault tolerance, we establish a general lower bound on the space
overhead required to achieve fault tolerance.
For any non-unitary qubit channel N and any quantum
fault tolerance schemes against i.i.d. noise

modeled by N , we prove a lower bound of max Q(N )−1 n, αN log T on the number of physical
qubits, for circuits of length T and width n. Here, Q(N ) denotes the quantum capacity of N and
αN > 0 is a constant only depending on the channel N . In our model, we allow for qubits to be
replaced by fresh ones during the execution of the circuit and in the case of unital noise, we allow
classical computation to be free and perfect. This improves upon results that assumed classical
computations to be also affected by noise, and that sometimes did not allow for fresh qubits to be
added. Along the way, we prove an exponential upper bound on the maximal length of fault-tolerant
quantum computation with amplitude damping noise resolving a conjecture by Ben-Or, Gottesman
and Hassidim (2013).
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Introduction

Quantum computing is capable of solving problems for which no efficient classical algorithms
are known. However, the decoherence of quantum systems due to inevitable interactions
with the environment makes it challenging to build reliable large-scale quantum computers.
To circumvent this obstacle the theory of quantum error correction and fault tolerance was
developed [46, 47, 48].
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A quantum fault tolerance scheme receives as input any ideal circuit designed for noiseless
computation and outputs an encoding of the circuit which is robust against noise. The
fault-tolerant threshold theorem was a major achievement in quantum computing: As long
as the noise level in a quantum computer is below a certain threshold, any arbitrarily
long quantum computation can be reliably performed with a reasonably low overhead,
namely, a polylogarithmic factor in space and time [1, 34, 31, 3]. Since then a lot of effort
has been focused on introducing fault tolerance schemes with lower resource overheads,
improving the lower bounds on the fault-tolerant threshold for different noise models (see,
e.g., [33, 4, 6, 53, 56]). Gottesman [27] showed that if quantum error correcting codes with
certain properties exist, then the space overhead can be brought down to a constant arbitrarily
close to 1, for computations in which the number of time steps is at most polynomial in the
number of qubits. Recently, Fawzi et al. [26] showed that these properties are indeed satisfied
by quantum expander codes and the statement is true even for sub-exponential computations.
But what is the fundamental limit on the space overhead for quantum fault-tolerance as a
function of the noise model? This question still remains open. More broadly, the study of
general properties and limitations of quantum fault tolerance schemes has received far less
attention. This is in part due to the difficulty of providing a definition encompassing the
different aspects of quantum fault tolerance. In this paper, we take a step towards proving
general statements about quantum fault tolerance schemes. In particular, given an arbitrary
single qubit noise channel N , our main result is a lower bound on the achievable space
overhead of quantum fault tolerance schemes against i.i.d. errors modeled by N .
Previous works on the limitations of noisy quantum circuits typically proved statements
of the following form (see, e.g., [42, 9, 16, 30]: If the noise level is too high, then any noisy
circuit is “useless” after a limited number of time steps. These results do not apply to the
low-noise regime, i.e., when the noise channel N is not far from the identity channel, and in
particular, noise levels below the fault-tolerant threshold. Therefore, they cannot be used to
derive lower bounds on the overhead of fault tolerance schemes. Moreover, these statements
crucially depend on several parameters, including the circuit model, the noise model, and the
measure of uselessness they consider. Tweaking any of these variables can make a substantial
difference. The circuit model specifies the basic components of the quantum circuits including
the set of possible gates, state preparations, and measurements, as well as a model of classical
computation for the processing of the measurement outcomes by the circuits. The noise
model specifies how each component of the circuit deviates from its ideal action due the noise.
Different noise models such as depolarizing, dephasing, or amplitude damping noise are not
equivalent in the context of fault tolerance (see, e.g., [9]). Earlier fault tolerance schemes
were designed for generic noise models. In practice, however, any physical implementation
of a quantum computer has some additional noise structure. With the knowledge of the
dominant noise in the system, one can potentially utilize schemes that are tailored for a
specific noise model for cheaper suppression of the dominant noise. Indeed, biased-noise fault
tolerance beyond the usual Pauli noise models has gained growing interest in recent years (see,
e.g., [5, 44, 12, 50, 28]). Earlier relevant results on limitations of noisy quantum computation,
however, are mostly focused on a particular noise channel, typically, depolarizing noise (with
the exception of Ref. [51]), and it is not clear if the introduced techniques can be extended
to other noise models.
With current technology, classical computation can be performed with practically perfect
accuracy. Therefore, it is reasonable and conventional to assume classical computation to
be error-free when evaluating the performance of quantum fault tolerance schemes. For
instance, in this context, given measured syndromes of a quantum stabilizer code, computing
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Figure 1 Illustration of the circuit model.

a description of a corresponding error is assumed to be noiseless. While some earlier
impossibility results establish very strong statements about noisy circuits (see the discussion
in Section 1.3), they do not incorporate the aid of noiseless classical computation and the
adaptivity achieved through classical control. In these works, the classical systems are not
distinguished from the quantum systems and they are assumed to be subject to the same
noise. In fact, without this assumption, the “uselessness” statements established in these
works fail to hold even for arbitrarily long circuits. Therefore, these results are not directly
applicable to the fault tolerance schemes which rely on perfect classical computation and
control. In the case of unital noise, by allowing this additional resource in our model, we
address a limitation of the previous results on the power of noisy quantum circuits. Our
results in this case apply to adaptive protocols composed of a hybrid of classical and quantum
computation.
Before stating our results more formally, we first need to describe our quantum circuit
model.

1.1

Our model

A (noiseless) quantum circuit C in our model is defined by a sequence {Li }i∈[T ] of arbitrary
completely positive and trace-preserving (CPTP) linear maps, acting on a potentially nontrivial input system. For any density operator ρ on the input Hilbert space, the output of
the circuit is given by
C(ρ) := (LT ◦ · · · ◦ L2 ◦ L1 ) (ρ) ,
where we use the same notation C to denote the overall channel corresponding to the action
of the circuit C. We use the term time to refer to the vertical cuts between the layers of
computation, as shown in Fig. 1. The i-th time step of the circuit is defined by Li acting
between t = i − 1 and t = i.
Given a qubit noise channel N , for any quantum circuit C, the noisy implementation of
C with i.i.d. noise modeled by N is obtained by interlacing the computational steps Li with
layer of the noise channel N acting independently on every qubit. Let ni denote the number
of qubits at t = i. Then for every input state ρ, the output of the noisy circuit in this model
is given by

(i.i.d.N (C)) (ρ) = LT ◦ N ⊗nT −1 ◦ · · · ◦ L2 ◦ N ⊗n1 ◦ L1 ◦ N ⊗n0 (ρ) ,
where i.i.d.N (C) denotes the overall channel corresponding to the noisy implementation of C.
We also consider a circuit model with free and noiseless classical computation. A quantum
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circuit in this model is defined as above, except that now we distinguish between classical
and quantum subsystems and only the quantum subsystems are subject to the noise. In
both models, for a circuit C, the width W idth(C) of the circuit is the maximum number of
qubits at any time step and its length Length(C) is the number of time steps of the circuit.
Note that in the model with free and noiseless classical computation, we do not count the
size of the classical subsystems in W idth(C) – in other words, the width of the circuit is
determined by the number of qubit systems that are subject to the noise. Moreover, classical
computations do not contribute to Length(C) in this model.

1.2

Discussion of our main results, proof techniques, and related work

Limitations on quantum memory times. We consider noisy quantum circuits in the
i.i.d.N error model, for an arbitrary non-unitary qubit channel N . Our main technical
contribution is the following:
▶ Theorem 1. Let I denote the qubit identity channel and N be a non-unitary qubit channel.
Then there exists a constant p ∈ (0, 1] only depending on N such that the following holds: Let
2n
C be an arbitrary circuit of length T and width n such that T ≥ (1/p) . Then for any pair
of ideal encoding and decoding maps E and D (of appropriate input and output dimensions),
we have
∥D ◦ i.i.d.N (C) ◦ E − I∥1 ≥ ϵ0 ,
for some universal constant ϵ0 ≥ 1/128. For any unital (non-unitary) noise channel N , this
statement holds even in the circuit model with free and noiseless classical computation.
The constant p = p(N ) in Theorem 1 is given by p(N ) = max(p1 (N ), p2 (N )) where
p1 (N ) = max {q ∈ [0, 1] : N ≥ qM, for an entanglement breaking quantum channel M} .
and

p2 (N ) = max q 2 λmin (CM† ◦M ) /2 : q ∈ [0, 1] , N ≥ qM, for quantum channel M .
Here, we write N ≥ M for linear maps N and M if the difference N − M is completely
positive. We will show that p1 (N ) > 0 for any unital qubit channel N that is not unitary,
and that p2 (N ) > 0 for every non-unital qubit channel N .
We point out that the statement of Theorem 1 does not hold as is for quantum circuits
operating on qudits rather than qubits and affected by any non-unitary noise channel. By
taking a direct sum of the ideal quantum channel and a completely depolarizing channel it is
easy to construct non-unitary noise channels for which quantum information can be stored
indefinitely in a decoherence-free subspace. To obtain an upper bound on the storage time
in these cases, further assumptions are needed.
Theorem 1 states that for any noise channel N , no noisy quantum circuit in the i.i.d.N error
model is capable of preserving even a single (unknown) qubit for more than an exponential
number of time steps in its width. We would like to emphasize two features of our result:
1. The quantum channels making up the circuit do not need to be unital. Therefore, they
can remove all entropy produced by the noise channel along the computation, for example
by introducing ancilla qubits.
2. For unital noise channels, our results also hold for circuits with free and unlimited classical
computation. Even after long computation times, it is then possible to prepare orthogonal
states conditioned on earlier measurement outcomes that have been kept in the perfect
classical memory.
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In order to prove the result, we consider two parallel instances of the circuit C and prove
that for any input state the distance from the set of separable states with respect to this
bipartition is contracted by a factor of 1 − p2n (with p > 0 as above) in each time step. This
2n
implies that the circuit C itself cannot preserve every quantum state for more than (1/p)
time steps.
Ben-Or et al. [9] studied the limitations of fault-tolerant quantum computation under the
independent noise model i.i.d.N , for different classes of non-unitary qubit channels. Applying
such a channel many times either converges to a limit channel mapping every quantum state
to a point in the Bloch sphere (e.g., for the depolarizing channel), or it converges to a limit
quantum channel mapping every quantum state to a diameter of the Bloch sphere (e.g., for
the dephasing channel). By slightly generalizing an earlier entropic argument 1 , Ben-Or et al.
prove that if the limit channel maps every quantum state to the maximally mixed state, then
it is impossible to compute for more than O(log n) steps and they show how to achieve this
bound up to a polylogarithmic factor in log n. Entropic arguments of this kind are crucially
based on the assumption that entropy cannot be removed during the execution of the circuit.
In particular, these arguments do not apply for our circuit model (including common settings
of fault-tolerance [1, 3]) where the entropy produced by the noise channel can be removed
along the computation (cf., feature 1 from above). When the limiting quantum channel
maps every quantum state to a diameter of the Bloch sphere (e.g., the dephasing channel),
Ben-Or et al. prove that it is impossible to store quantum information for more than a
polynomial number of time steps, however again assuming no fresh ancilla qubits and no
noiseless classical computation. Using standard threshold theorems, they also show that for
this class of channels, computations involving O(na ) qubits for O(nb ) time steps are possible,
provided a + b < 1. Finally, if the limit channel has a fixed point other than the center of
the Bloch sphere (e.g., the amplitude damping channel) then exponentially long quantum
computations are possible. This is achieved by using the noise itself as a refrigerator to
cool down the qubits and produce fresh ancillas. They also conjecture that for this class of
channels it is impossible to compute for more than exponential time with no fresh ancilla
qubits. To our knowledge, prior to this work, no proof of this statement existed. Theorem 1
proves this conjecture to be true. In addition, our result applies even if fresh ancillas are
used and the upper bound on the length becomes eO(n+m) with m ancilla qubits.
In a related work, Raginsky [40] considers the noise model where a fixed noise channel
T acts collectively on all the qubits in the quantum circuit after each computational step.
He shows that, for any quantum circuit involving only unitary operations, if the channel
T modeling the noise is strictly contractive then the distance of possible output states of
the circuit is exponentially small in the length of the circuit. Moreover, he shows that the
set of strictly contractive channels is dense in the set of all quantum channels. Using this
fact and under the assumption that quantum operations can be performed only with a finite
precision, he argues that strictly contractive channels serve as a natural abstract model for
noise in any physically realizable quantum computer. Our work can be seen as an extension
of this argument. In particular, we show how to apply a similar reasoning when the channel
T modeling the noise is given by tensor powers of an arbitrary non-unitary qubit channel,
and for unital noise we extend the argument by taking into account free and perfect classical
computation (obtaining feature 2 from above). Note that in general strict contractivity of a
quantum channel does not necessarily imply the same property for its tensor powers (see the
discussion at the end of Section 3 for more details).

1

This argument was stated in [2], but the proof of a key lemma is not correct. This was corrected in [37].
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Limitations on quantum fault-tolerance. Inspired by the observation of Theorem 1, in
Section 4, we provide a natural high-level description of quantum fault tolerance schemes
with minimal assumptions. A fault tolerance scheme is a circuit encoding associated with
a family of quantum error correcting codes. Intuitively, we only require a fault tolerance
scheme to be capable of implementing any arbitrary logical circuit on encoded data in a code
from the family, up to arbitrary accuracy in the presence of noise. Here, we assume that
the encoding and decoding maps for the quantum error correcting code can be implemented
perfectly. We quantify the accuracy in terms of the induced trace distance between the
channels corresponding to the ideal circuit and its fault-tolerant implementation with noise.
To our knowledge, this requirement is satisfied by most, if not all, known fault tolerance
schemes.
In this work we do not focus on investigating the limitations of computation using noisy
quantum circuits. Indeed, our results are shown assuming perfect classical computation with
unlimited power is possible. We are rather interested in proving limitations of fault tolerance
schemes as procedures which, oblivious to the overall computation being performed, allow
the implementation of any ideal input circuit using noisy components.
Our high-level definition of fault tolerance enables us to recast the problem of proving
a lower bound on the space overhead for fault-tolerant quantum computation into a more
tractable problem in the better understood framework of quantum Shannon theory. Note that
a fault tolerance scheme should naturally be able to implement a quantum memory. From
this alternative perspective, a quantum memory for T time steps in the i.i.d.N noise model
corresponds to one-way point-to-point quantum communication with T − 1 intermediate
relay points on a line, linked by T instances of the noisy channel N , where the relay points
are allowed to perform arbitrary (noiseless) quantum operations and communicate classically
with the following relay points on the line. Similar communication models have been studied
earlier in the quantum Shannon theory literature (see, e.g., [39]). Here, given a qubit channel
N , we are interested in the optimal rate of communication over the links for reliably sending
n qubits as a function of T and n. The case T = 1 is well-studied in the quantum Shannon
theory literature and the optimal rate is given by the quantum capacity of N . Theorem
1 implies an upper bound on the achievable rates (or, equivalently, a lower bound on the
necessary overhead) as a function of T . The following is our main result:
▶ Theorem 2. Let N be a non-unitary qubit channel. For any fault tolerance scheme against
the i.i.d.N noise model, the number of physical qubits is at least

max Q(N )−1 n, αN log T ,
for circuits of length T and width n, and any constant accuracy ϵ ≤ 1/128. Here, Q(N )
denotes the quantum capacity of N and αN = 2 log1 1/p , where p ∈ (0, 1] is a constant only
depending on the channel N . In particular, fault tolerance is not possible even for a single
time step if N has zero quantum capacity or the space overhead is strictly less than Q(N )−1 .
When N is a unital (non-unitary) qubit channel, the statement holds even in the circuit
model with free and noiseless classical computation.
Theorem 2 in particular implies that fault-tolerant quantum computation with constant
space overhead is not achievable beyond exponential computations for any noise channel N .
For the p-depolarizing noise given by N (ρ) = (1 − p)ρ + p 12 , the quantum capacity is
known to be zero for p > 13 [15]. Thus, for p > 13 , the lower bound becomes +∞, i.e.,
fault tolerance is not possible in our model. This gives stronger limitations compared to
previous results [42, 30, 16] (except for a result in [30] where making an assumption on the
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gate set, namely CNOT is the only allowed two-qubit gate, they show fault-tolerance is not
possible when p ≥ 29.3%). We stress that all these results are incomparable as the models
are different. For p ≤ 1/3, we cannot rule out fault tolerance, but we can show a lower bound
on the overhead as a function of the circuit depth.

1.3

Related work on limitations of fault-tolerance under strong noise

The results discussed below are not directly relevant to our work in the sense that they
do not apply to noise levels below the fault-tolerant threshold. However, they establish
impossibility results for noisy circuits and prove upper bounds on the threshold for faulttolerant computation.
Razborov [42] considers p-depolarizing i.i.d. noise model and circuits with quantum gates
which are allowed to be arbitrary quantum channels. He proves that if p > 1 − 1/k then for
any circuit in this model of width n and length T with gates of fan-in at most k, the distance
between the states obtained by applying the circuit on any pair of input states decreases as
n2−Ω(T ) . In particular, any computation of length T = Ω(log n) is essentially useless since
the output is independent of the initial state. Such a strong notion of uselessness and upper
bound on T as a function of n is possible in this case because of the strong assumptions: the
noise is sufficiently high and classical information is subject to noise. If classical information
can be stored perfectly, one can imagine a circuit in which part of the input is measured in
the first step, stored, and then output at the end (as in the second strategy given above):
for arbitrarily large values of T this circuit is not useless. Moreover, in our circuit model,
there is no restriction on the gate set of the circuit, in particular the fan-in of the gates can
be arbitrary. Our bound applies to the i.i.d. noise model for any non-unitary qubit noise
channel. Finally, we point out that for the model considered by Razborov, our techniques
can be adapted to recover similar bounds for a large class of quantum channels.
Using
√ a different approach, Kempe et al. [30] improve the threshold upper bound to
1−Θ(1/ k). However, their result is not quite comparable with Razborov’s earlier result since
they are obtained in different models. Kempe et al. consider circuits composed of arbitrary
one qubit CPTP gates which are assumed to be essentially noiseless and k-qubit gates that
are probabilistic mixtures of unitary operations preceded by independent p-depolarizing noise
on their input qubits. They also assume that the output is the outcome of a measurement
of a designated qubit (or a √
constant number of qubits) in the computational basis. They
prove that if p > 1 − Θ(1/ k) then for any circuit of length T in this model, the total
variation distance between the output distributions for any pair of input states decreases as
2−Ω(T ) . Similar to Razborov’s, their model does not allow noiseless classical computation
and classically controlled operations. Note that a similar bound is known to hold for noisy
classical circuits as well [24, 25].
When classical computation is assumed to be free and perfect, a measure of “uselessness”
for noisy quantum circuits should naturally capture quantum phenomena that are not
observed in classical circuits. One such measure that has been studied in earlier works [51]
is being efficiently simulable classically. Along this direction, Buhrman et al. [16] show
that quantum circuits consisting of noiseless stabilizer operations and arbitrary single qubit
unitary gates followed by 45.3% depolarizing noise can be efficiently simulated by classical
circuits. Their result is incomparable to ours for the same reasons above.
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2

Preliminaries

Let Md denote the set of d × d matrices with complex entries. Consider a quantum system
described by the d-dimensional Hilbert space Cd . Quantum states of the system are described
by the set of density operators given by {ρ ∈ Md : ρ ≥ 0, Tr(ρ) = 1}. Pure state density
operators are rank-one projectors ρ = |ψ⟩⟨ψ|. A density operator ζ on CdA ⊗ CdB is called
P
separable if it can be written as ζ = i∈I pi ρi ⊗ σi for some finite set I, a probability
distribution p : I → [0, 1], and density operators {ρi : i ∈ I} on CdA and {σi : i ∈ I} on
CdB . We denote by Sep(A : B) the set of all separable state on CdA ⊗ CdB with respect to
the bi-partition A : B, where the two subsystems are labeled A and B. A quantum state is
called entangled if it is not separable.
Representation of Quantum channels. A quantum channel is a completely positive and
trace-preserving linear map T : MdA → MdB . We denote by Id : Md → Md the identity
channel, i.e., the identity map on Md . Next, we review some basics about different representations of quantum channels (for more details see [55]). Let T : MdA → MdB be a quantum
channel. Let
CT =

P

i,j∈[d]

T (|i⟩⟨j|) ⊗ |i⟩⟨j| ,

(1)

where {|i⟩ : i ∈ [dA ]} is the standard basis of CdA . The operator CT is called the Choi matrix
of T . The rank of CT is called the Choi rank of T . For any quantum channel T , there exists
P
a finite set I and linear operators Ki : CdA → CdB for any i ∈ I such that i∈I Ki† Ki = 1dA
P
and T (X) = i∈I Ki XKi† , for all X ∈ MdA . Any representation of this form is called a
Kraus representation of the channel T and the operators {Ki }i∈I are called the corresponding
Kraus operators. Note that Kraus representation in general is not unique, and the minimum
number of Kraus operators in any Kraus representation of T is equal to the Choi rank of
T [55, Corollary 2.23]. Important classes of quantum channels can be defined via their Kraus
representation: A quantum channel is called unitary if it admits a Kraus decomposition
with a single unitary Kraus operator, and it is called entanglement breaking if it admits a
Kraus representation with Kraus operators Ki of rank 1. Consider quantum systems labelled
A1 , A2 , B1 and B2 . A bipartite quantum channel T : MdA1 ⊗ MdB1 → MdA2 ⊗ MdB2
is called a separable quantum channel with respect to the bipartition (A1 , A2 ) : (B1 , B2 )
if it admits a Kraus representation with Kraus operators of the form Ki = KiA ⊗ KiB
with operators KiA : CdA1 → CdA2 and KiB : CdB1 → CdB2 . We denote the set of these
quantum channels by SepC ((A1 , A2 ) : (B1 , B2 )). The set of quantum channels from MdA
to MdB is compact and convex, and its extreme points are given by the quantum
n channels
o
P
†
T : MdA → MdB having a Kraus representation T (X) = i Ki XKi such that Ki† Kj
i,j

is a linearly independent set [18]. For any quantum channel T : MdA → MdB , there exists

an isometry V : CdA → CdB ⊗ CdE , for some dE ∈ N, such that T (X) = TrE V XV † , for
every X ∈ CdA . Any such representation of T is called a Stinespring representation and the
isometry V is referred to as a Stinespring dilation of T . The dimension dE can be chosen to
be equal to the Choi rank of T [55, Corollary 2.27].
Trace-norm and contraction coefficient.
Md → Md′ is defined as

The induced trace norm of a linear map T :

∥T ∥1 := max {∥T (X)∥1 : X ∈ Md , ∥X∥1 ≤ 1} .
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We will need the trace-norm contraction coefficient of a quantum channel T : Md → Md
given by
ηtr (T ) := sup
ρ,σ

∥T (ρ) − T (σ)∥1
,
∥ρ − σ∥1

(2)

where the supremum is over all pairs of quantum states. This quantity can be regarded as a
quantum analogue of the Dobrushin ergodicity coefficient [21], which is an important tool in
the study of Markov processes. We will often use that
ηtr (T ) =

1
max ∥T (|ψ⟩⟨ψ| − |ϕ⟩⟨ϕ|)∥1 ,
2 ψ⊥ϕ

(3)

where the maximum is over orthogonal pairs of pure states (see [43]). In particular, ηtr (T ) = 1
if and only if, there exists a pure state ψ ∈ Cd for which (T † ◦ T ) (|ψ⟩⟨ψ|) is not full-rank.
Quantum capacity. The quantum capacity of a quantum channel is the maximum rate at
which it can reliably transmit quantum information over asymptotically many uses of the
channel.
▶ Definition 3. For a quantum channel T : MdA → MdB , a communication rate R is
called ϵ-achievable if there exists nϵ such that for all n ≥ nϵ , there is an encoding quantum
⊗n
⊗Rn
channel En : M⊗Rn
→ M⊗n
such that
2
dA and a decoding channel Dn : MdB → M2
⊗Rn
⊗n
∥(Dn ◦ T
◦ En )(ρ) − ρ∥1 ≤ ϵ, for all ρ ∈ M2 . A rate R is an achievable communication
rate if it is ϵ-achievable for all ϵ ∈ (0, 2]. The quantum capacity of T is the supremum over
all achievable rates.
Representation of qubit channels.
{1, X, Y, Z} defined as

1=

1
0



0
0
, X=
1
1

Consider the set of single-qubit Pauli operators P =






1
0 −i
1 0
, Y=
, Z=
.
0
i 0
0 −1

(4)

The set of 2 × 2 Hermitian matrices is a real vector space. One can easily verify that P forms
an orthogonal basis for
 this set, with respect to the Hilbert-Schmidt inner product defined
as ⟨A, B⟩ = Tr A† B . In particular, any single-qubit quantum state ρ can be written in the
Bloch sphere representation as
ρ=

1
(1 + r · σ) ,
2

(5)

where r = (rx , ry , rz ) ∈ R3 with ∥r∥2 ≤ 1 and σ is the vector of Pauli matrices (X, Y, Z). It
has been shown in [11], that
 the action of any qubit channel N : M2 → M2 can be written
as N (ρ) = U C[t,λ] V ρV † U † , with

C[t,λ]

1
[1 + r · σ]
2


=

1
(1 + (t + Λr) · σ) ,
2

(6)

where t = (tx , ty , tz ) ∈ R3 with ∥t∥2 ≤ 1 and Λ = diag (λ) with λ = (λx , λy , λz ) ∈ R3
and ∥Λ∥ ≤ 1. The qubit channel N is unital, i.e., N (1) = 1, if and only if t = 0 in
this representation. Imposing complete positivity of the unital map C[0,λ] is equivalent to
restricting the parameters λ ∈ R3 to a regular tetrahedron [11] with corners corresponding to
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the conjugation by the Pauli operators 1, X, Y, Z, respectively. Specifically, the set of unital
qubit channels is given by



U C[0,λ] V ρV † U † : U, V unitary, λ ∈ conv{(1, 1, 1) , (1, −1, −1) , (−1, 1, −1) , (−1, −1, 1)} .
(7)

The middle points on the edges of the tetrahedron of Eq. (7) are the permutations of (±1, 0, 0),
and they are the vertices of a regular octahedron corresponding to unital entanglement
breaking qubit channels. The following lemma is straightforward from these geometric
considerations and the fact that entanglement breaking channels stay entanglement breaking
under composition by unitary quantum channels:
▶ Lemma 4. Any unital qubit channel N : M2 → M2 can be written as a convex combination
N = (1 − p)T + pB,
where T : M2 → M2 is a unitary quantum channel and B : M2 → M2 is entanglement
breaking.

3

Maximal length of noisy quantum computation

Let C be a quantum circuit of width n and length T defined by a sequence of quantum
channels {Li }i∈[T ] . For i ∈ {0, . . . , T }, let (Ai : Bi ) be a bipartition of the registers of the
circuit after i time steps into disjoint subsets such that Li ∈ SepC (Ai−1 , Ai : Bi−1 , Bi ), i.e.,
Li in each time step is a separable channel with respect to the bipartition of the subsystems
into the A and B parts. Let N be an arbitrary non-unitary qubit channel and consider the
noisy implementation of C in the i.i.d.N model. We prove that i.i.d.N (C) is not capable of
preserving the entanglement between the A and B subsystems for more than exponential
time in the width of C.
We denote by ρiAB the state of the noisy circuit after i time steps. Let d1Sep denote the
1-norm distance from the set of separable states Sep (A : B) defined for a quantum state τAB
as
d1Sep (τAB ) :=

min
σ∈Sep(A:B)

∥τ − σ∥1 .

(8)

Note that d1Sep is a convex and faithful measure of entanglement, i.e., d1Sep (τAB ) > 0 if
and only if τAB is entangled, and it is monotone under separable quantum channels. The
following lemma is our main technical contribution which is of independent interest.
▶ Lemma 5. For every
non-unitary qubit

 channel N , there exists a constant p ∈ (0, 1]
n
1
i
such that d1Sep ρi+1
≤
(1
−
p
)
d
ρ
AB , for every i ∈ {0, . . . , T − 1}. If N is unital and
Sep
AB
non-unitary, then the statement is valid even in the circuit model with free and noiseless
classical computation.
Proof. Let ni denote the number qubits of the circuit at time i. In time step i + 1, each
of the ni qubit in the noisy circuit goes through the noise channel N : M2 → M2 followed
by a separable quantum channel Li+1 ∈ SepC (Ai , Ai+1 : Bi , Bi+1 ). We use two different
approaches to prove Lemma 5 for unital and non-unital quantum channels.
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Figure 2 An illustration of i.i.d.N (C). In each time step, every qubit is subject to the noise
channel N . The qubits are partitioned into disjoint subsets A and B such that the quantum channels
Li are separable with respect to this bipartition. In the model with free and noiseless classical
computation, the classical subsystems are assumed to be noise-free.

Case I: N is non-unital. In this case, we prove the contractivity of d1Sep via the following
simple lemma in terms of the trace-norm contraction coefficient of the channel N .
▶ Lemma 6. For any separable quantum channel T : MdA1 ⊗ MdB1 → MdA2 ⊗ MdB2 with
respect to systems A and B, we have
d1Sep (T (ρAB )) ≤ ηtr (T ) d1Sep (ρAB )

(9)

Proof. Consider
′
σAB
=

argmin

∥ρAB − σAB ∥1 .

(10)

σAB ∈Sep(A:B)

Then, we have
′
d1Sep (T (ρAB )) ≤ ∥T (ρAB ) − T (σAB
)∥1 ≤ ηtr (T ) d1Sep (ρAB ) .

(11)

The definition (2) of the trace-norm contraction coefficient might not be easily computable
for all channels, and it is unclear how it behaves under tensor powers. In order to use Lemma 6
for the channel T = N ⊗2n , we prove the following upper bound:
▶ Lemma 7. For any quantum channel T : Md → Md , we have
r
λout (T † ◦ T )
ηtr (T ) ≤ 1 − min 2
.
(12)
d

†
†
Here, we used the minimal output eigenvalue λout
min T ◦ T = min ⟨ψ| (T ◦ T )(|ϕ⟩⟨ϕ|) |ψ⟩,
ψ,ϕ

where the minimum goes over pure quantum states.
√ √
Proof. In [54] the fidelity F(ρ, σ) = ∥ ρ σ∥21 of quantum states ρ and σ on Cd is expressed
as a semidefinite program
F(ρ, σ) = max {⟨v| W |v⟩ : WAE ≥ 0, TrE (WAE ) ≤ ρ} ,

(13)
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where v ∈ Cd ⊗ CdE is a purification of σ. Consider the case ρ = T (|ψ⟩⟨ψ|) and σ = T (|ϕ⟩⟨ϕ|)
for pure states |ψ⟩ , |ϕ⟩ ∈ Cd . Let V : Cd → Cd ⊗ CdE denote a Stinespring dilation of T
such that
T (X) = TrE V XV †



.

(14)

Note that V |ϕ⟩ ∈ Cd ⊗ CdE is a purification of σ. Choosing W = T (|ψ⟩⟨ψ|) ⊗
that


1
1E
†
F(ρ, σ) ≥ ⟨ϕ| V
T (|ψ⟩⟨ψ|) ⊗
V |ϕ⟩ =
⟨ϕ| T † ◦ T (|ψ⟩⟨ψ|) |ϕ⟩ ,
dE
dE

1E
dE

we find

(15)

where we used that the adjoint of T has the Stinespring dilation
T † (X) = V † (X ⊗ 1E )V .

(16)

Finally, we can apply the well-known
Fuchs-van-de-Graaf inequality relating the trace norm
p
and the fidelity (∥ρ − σ∥1 ≤ 1 − F(ρ, σ) for any quantum states ρ, σ) to conclude
1
max ∥T (|ψ⟩⟨ψ| − |ϕ⟩⟨ϕ|)∥1
2 ψ⊥ϕ
p
≤ max 1 − F(T (|ψ⟩⟨ψ|), T (|ϕ⟩⟨ϕ|))
ψ⊥ϕ
r
1
≤ max 1 − 2 ⟨ϕ| (T † ◦ T ) (|ψ⟩⟨ψ|) |ϕ⟩
ψ⊥ϕ
d
r
λout (T † ◦ T )
,
≤ 1 − min 2
d

ηtr (T ) =

where we used that dE ≤ d2 for any quantum channel T : Md → Md .

◀


†
Computing λout
might be difficult in general, but for our purposes an easy
min T ◦ T
lower bound suffices. This bound also behaves nicely under tensor product of channels; an
P
P
important property which we use below. For |ϕ⟩ = i∈[d] αi |i⟩, let ϕ = i∈[d] αi |i⟩, where
αi denotes the complex conjugate of αi . Then we have

†
†
λout
min T ◦ T = min ⟨ψ| (T ◦T )(|ϕ⟩⟨ϕ|) |ψ⟩ = min ψ ⊗ ϕ CT † ◦T ψ ⊗ ϕ ≥ λmin (CT † ◦T ) .
ψ,ϕ

ψ,ϕ

(17)
Finally, we are in position to present the proof of the case where N is a non-unital qubit
channel. We may write
N = (1 − q) M′ + q M,

(18)

where q ∈ (0, 1] and M is a non-unital extreme point of the set of qubit channels. By the
characterization of extreme points of the set of quantum channels (see preliminaries or [18]),
the non-unital extremal qubit channel M admits a Kraus decomposition with two Kraus
operators K1 , K2 : C2 → C2 such that the operators K1† K1 , K1† K2 , K2† K1 , K2† K2 are linearly
independent. Since these operators are exactly the Kraus operators of the completely positive
map M† ◦ M, we conclude that the Choi matrix CM† ◦M is full-rank and that
λmin (CN † ◦N ) ≥ q 2 λmin (CM† ◦M ) > 0.
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Setting T = N ⊗ni and using (17) and Lemma 7, we have
v
 s

u
r
⊗ni
u

n
λ
(C
)
†
min
N ◦N
λmin (CT † ◦T ) t
λmin (CN † ◦N ) i
ηtr (T ) ≤ 1 −
= 1−
= 1−
22ni
22ni
4
s
 2
 2
n
n
q λmin (CM† ◦M ) i
q λmin (CM† ◦M ) i
≤1−
.
≤ 1−
4
2

By (9), for p = q 2 /2 λmin (CM† ⊗M ) > 0, we have

 
d1Sep ρi+1 = d1Sep Li+1 ◦ N ⊗ni ρi




≤ d1Sep N ⊗ni ρi ≤ (1 − pni ) d1Sep ρi ≤ (1 − pn ) d1Sep ρi ,
where the first inequality holds by monotonicity of d1Sep under separable quantum channels.
Case II: N is unital. We prove the statement of the lemma in the circuit model with free
and noiseless classical computation. For every i ∈ {0, . . . , T }, let Ai = Aci Aqi and Bi = Bic Biq ,
where Aci and Bic are classical subsystems of Ai and Bi , respectively, of arbitrary finite
dimensions and Aqi and Biq are the quantum subsystems which contain ni qubits. Note that
only the quantum subsystems are subject to the noise channel N . By Lemma 4, we may
write
N = (1 − p) T + p B,

(19)

where T : M2 → M2 is a unitary quantum channel and B : M2 → M2 is entanglement
breaking. Since N itself is not unitary, we have p > 0. There exists a separable quantum
channel S : M2ni → M2ni with respect to the bipartition into A and B, such that
N ⊗ni = (1 − pni ) S + pni B ⊗ni ,

(20)

and we can compute
 


 


c c
c c
ρi ≤ d1Sep N ⊗ni ⊗ I Ai Bi ρi
d1Sep ρi+1 = d1Sep Li+1 ◦ N ⊗ni ⊗ I Ai Bi
(21)


c


c


i



c


c

B ⊗ni ⊗ I Ai Bi

 

c c
= (1 − pni ) d1Sep S ⊗ I Ai Bi ρi ≤ (1 − pn ) d1Sep ρi .
≤ (1 − pni ) d1Sep

S ⊗ I Ai B i

ρ

+ pni d1Sep

ρ


i

(22)
(23)

Here, the first and the last inequalities follow from monotonicity of d1Sep under separable
quantum channels, and the second inequality follows from convexity of d1Sep . Moreover, the
second equality holds since B is entanglement breaking and ρi is classical on Aci Bic . This
concludes the proof.
◀
Recall the setup of Theorem 1: Let C be an arbitrary quantum circuit in which the gates
are allowed to be arbitrary quantum channels acting on several qubits. A supply of fresh
ancilla qubits is available and the number of ancillas in C in each time step is restricted by
the circuit width. We will now consider two parallel instances of the circuit and apply them
to an entangled state. If the parallel instances of the circuits are affected by the i.i.d.N error
model for a non-unitary qubit channel N , then they cannot keep entanglement for arbitrary
long time. Theorem 1 will then follow from the following lemma:
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▶ Lemma 8 ([55, Theorem 3.56]). Let Id : Md → Md be the identity channel. Let
T : Md → Md be a quantum channel satisfying ∥T − Id ∥1 ≤ ϵ, for some ϵ ∈ [0, 2]. Then
for any d′ ≥ 1, we have
√
∥T ⊗ Id′ − Id ⊗ Id′ ∥1 ≤ 2ϵ.
√
This in particular implies that T ⊗2 − Id⊗2 1 ≤ 2 ∥T ⊗ Id − Id ⊗ Id ∥1 ≤ 2 2ϵ.
Combining Lemmas 5 and 8, we have:
▶ Theorem 1 (Restated). Let I denote the qubit identity channel and N be a non-unitary
qubit channel. Then there exists a constant p ∈ (0, 1] only depending on N such that the
2n
following holds: Let C be an arbitrary circuit of length T and width n such that T ≥ (1/p) .
Then for any pair of ideal encoding and decoding maps E and D (of appropriate input and
output dimensions), we have
∥D ◦ i.i.d.N (C) ◦ E − I∥1 ≥ ϵ0 ,
for some universal constant ϵ0 ≥ 1/128. For any unital (non-unitary) noise channel N , this
statement holds even in the circuit model with free and noiseless classical computation.
Proof. Consider two parallel instances of the circuit C. By definition of the i.i.d. error model,
⊗2
we have i.i.d.N C ⊗2 = (i.i.d.N (C)) . Note that C ⊗2 is a circuit of width 2n and length
T satisfying the requirements of Lemma 5, with A being the qubits of the first copy of C and
B being the qubits
of the second copy.
For T ≥ (1/p)2n , by Lemma 5, for any input state ρ0 ,


⊗2
we have d1Sep (i.i.d.N (C)) (ρ0 ) ≤ 1/4. In particular, for any encoding map E and any



⊗2
2-qubit state σ, we have d1Sep (i.i.d.N (C)) ◦ E ⊗2 (σ) ≤ 1/4. For any decoding map D,
since D⊗2 is a separable channel, we have





⊗2
⊗2
d1Sep D⊗2 ◦ (i.i.d.N (C)) ◦ E ⊗2 (σ) ≤ d1Sep (i.i.d.N (C)) ◦ E ⊗2 (σ) ≤ 1/4.
Let M := D ◦ i.i.d.N (C) ◦ E. Then we have
M⊗2 − I ⊗2

1

= sup M⊗2 (σ) − σ
σ

1

≥ sup d1Sep (σ) − d1Sep (M⊗2 (σ))



.

σ

For σ equal to the maximally entangled state, it is straightforward to see that d1Sep (ρ) ≥ 1/2.
Hence, we have M⊗2 − I ⊗2 1 ≥ 1/4. The statement of the theorem follows from Lemma 8
for ϵ0 ≥ 1/128. Finally, note that by Lemma 5, for unital N , using a similar argument
the same conclusion can be made even if classical computation is assumed to be free and
noiseless.
◀
We should point out a connection between our proof of Theorem 1 (including Lemma 7)
and the zero-error classical capacity of a quantum channel [36, 8]. The zero-error classical
capacity C0 (N ) of a quantum channel N arises as the regularization of the logarithm of
the (quantum) independence number α(N ) which equals the maximal number of orthogonal
pure states that are mapped to orthogonal outputs by the channel N (see [23] for details).
It is clear from this definition that α(N ) = 1 if and only if ηtr (N ) < 1. Qualitatively,
Theorem 1 says that a finite-size quantum memory affected by a non-unitary qubit noise
channel N cannot store information for arbitrary long times. Using our proof technique,
this statement can be generalized beyond qubit noise channels as follows: If N arises as a
non-trivial convex combination with an entanglement breaking quantum channel or satisfies
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α(N ⊗k ) = 1, for some k ∈ N, then no quantum memory of width k affected by noise N can
store information for arbitrary long times. In particular, if C0 (N ) = 0, then no finite width
will allow for storing information for arbitrary long times. The zero-error classical capacity
can be superactivated in the sense that there are quantum channels N for which α(N ) = 1
but α(N ⊗k ) > 1 for some k ∈ N (see [22, 19]), and it would be interesting to study the
maximal storage times of quantum memories for such examples. Our techniques in Lemma 7
can be used to show more generally that such a superactivation does not happen for channels
of maximal Kraus rank. We remark that the impossibility of superactivation of the zero-error
classical capacity has been shown previously in [38, 45], for qubit channels. However, unlike
Lemma 7 these results did not give any quantitative estimate on the trace-norm contraction
coefficient and therefore they do not directly imply our main quantitative bound.

4
4.1

Implications for fault-tolerant quantum computation
A high-level definition of fault tolerance

A quantum fault tolerance scheme is a circuit encoding F T which maps any ideal quantum
circuit C to a family of its fault-tolerant simulation circuits F T ℓ (C) := F T (ℓ, C). As defined
formally below, the circuit encoding is designed to allow the implementation of the circuit C
even with faulty components.
Let T = Length(C) denote the length of the circuit C. We denote by nt (C) the number
of (logical) qubits in the circuit C after t ∈ {0, 1, . . . , T } time steps and use n = W idth(C)
to denote the width of C, i.e., n = maxt nt (C). Similarly, let n′ = W idth(F T ℓ (C)) be
the width, i.e, the maximum number of (physical) qubits and T ′ = Length F T ℓ (C) be
the length of F T ℓ (C). Note that it is important to distinguish between the classical and
quantum subsystems, as in the circuit model with free and noiseless classical computation
only quantum subsystems are subject to the noise. For the input circuit C, we may assume
without loss of generality that there are no classical inputs, as we can consider the circuit
obtained by conditioning on the state of the classical input systems.
▶ Definition 2. A circuit encoding F T is a fault
 tolerance scheme against
 an error model E
if there exist a family of ideal encoding maps Enℓ and decoding maps Dnℓ only depending
on F T such that for every ϵ ∈ (0, 2] and every quantum circuit C, there exists ℓ0 such that

Dnℓ T (C) ◦ E F T ℓ (C) ◦ Enℓ 0 (C) − C

≤ ϵ,
1

∀ℓ ≥ ℓ0 .

(24)

In the above definition, if the input Hilbert space of C is trivial (e.g., if C is a circuit for
classical computation), then for every ℓ, the circuit F T ℓ (C) is also naturally defined to have
no input, i.e., E0ℓ is fixed to be the identity map on C.
Formal definitions of fault tolerance are indeed invaluable in studying general properties
and limitations of fault tolerance schemes. We emphasize that Definition 2 is far from
capturing all the different aspects of quantum fault tolerance. Indeed, there are several
different ways of defining fault tolerance, each with their own advantages and limitations.
Here, we aim at providing a high-level definition with minimal assumptions which is easy
to work with and applies to most known and potential schemes. Below we discuss some
examples of known fault tolerance protocols and explain how they fit into our definition.
Perhaps the most well-known family of fault tolerance schemes are the schemes based on
concatenation. These schemes typically involve a quantum error correcting code Q together
with fault-tolerant gadgets for the elementary locations, i.e., state preparation gadgets, gate
gadgets for a universal set of gates, storage gadgets, and measurement gadgets, in addition to

ITCS 2022

68:16

A Lower Bound on the Space Overhead of Fault-Tolerant Quantum Computation

error correction gadgets. For a quantum circuit C, the circuit F T (C) is obtained by replacing
the locations in C by the corresponding gadgets, interlaced with error correction gadgets on
the quantum registers, which now correspond to qubits of C encoded in Q. The gadgets are
designed to satisfy some fault tolerance properties, such that they not only act correctly in
the absence of faults, but also control the propagation
 of errors if the number of errors is not
too high. For ℓ ≥ 1, let F T ℓ (C) = F T F T ℓ−1 (C) , where we define F T 0 (C) = C. For any
such scheme, assuming the distance between the noise channel
N and the identity channel

is below a threshold, the output state of i.i.d.N F T ℓ (C) is arbitrarily close to an encoded
version of the output state of C for a sufficiently large ℓ [3].
Fault tolerance schemes based on topological codes are another family of schemes which
have a threshold noise level below which arbitrarily long quantum computations are possible [20, 52, 41]. For the surface code [32] (and more generally, low-density parity check
codes), a single syndrome bit measurement only involves a few neighboring qubits. This
property allows error correction to be performed more efficiently for these codes [49, 14].
Moreover, topological properties of surface codes allow for simpler and more efficient implementation of fault-tolerant gadgets for elementary locations [20, 17, 29, 13]. This in turn
results in a desirable scaling of the overhead and reduction of the logical error rate when
the size of the underlying surface code is increased. In this case, the index ℓ in definition 2
corresponds to the size of the surface code.

4.2

A lower bound on the space overhead for fault tolerance

For a fault-tolerant simulation circuit F T ℓ (C), the ratios n′ /n and T ′ /T are respectively
called the space overhead and the time overhead of F T ℓ (C). We view a fault tolerance
scheme as a compiler which reads the instructions given by the input circuit C and encodes
them into the fault-tolerant simulation circuits F T ℓ (C), without optimizing the circuit C.
This should be true even if the input circuit involves unnecessary steps that are completely
independent of the output of the circuit. While in Eq. (24), we only require the circuit
F T ℓ (C) to (approximately) implement the overall logical operation of the circuit C on a
code space, this “faithfulness” property is in fact necessary to have a meaningful notion of
overhead for a fault tolerance scheme. As a result of this property, we may assume n′ ≥ n
and T ′ ≥ T , for any input circuit C and any fault-tolerant simulation circuit F T ℓ (C). The
faithfulness property also rules out circuit encodings which map quantum circuits for classical
computation to fully classical (hence, noiseless) circuits.
Our result of the previous section can be used to prove a lower bound on the space
overhead of any universal fault tolerance scheme satisfying Definition 2 and the natural
requirement that the overhead is at least 1 for any fault-tolerant simulation circuit.
▶ Theorem 2 (Restated). Let N be a non-unitary qubit channel. For any fault tolerance
scheme against the i.i.d.N noise model, the number of physical qubits is at least

max Q(N )−1 n, αN log T

,

for circuits of length T and width n, and any constant accuracy ϵ ≤ 1/128. Here, Q(N )
denotes the quantum capacity of N and αN = 2 log1 1/p , where p ∈ (0, 1] is a constant only
depending on the channel N . In particular, fault tolerance is not possible even for a single
time step if N has zero quantum capacity or the space overhead is strictly less than Q(N )−1 .
When N is a unital (non-unitary) qubit channel, the statement holds even in the circuit
model with free and noiseless classical computation.
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Proof. Let C be a quantum circuit of length T on n qubits in which in every time step an
identity gate is applied on every qubit. Consider a fault tolerance scheme F T satisfying
Definition 2. For any constant ϵ ∈ (0, 1/128), let C ′ (ϵ) be a fault-tolerant encoding of C
given by F T satisfying Eq. (24), for a pair of encoding and decoding maps (Eϵ , Dϵ ). Then
T′
by Theorem 1, the width of C ′ (ϵ) is bounded in terms of its depth as n′ ≥ 2 log
log 1/p . Since
T ′ ≥ T the lower bound of αN log T follows for αN = 2 log1 1/p .
For the second lower bound, consider the quantum channel obtained by removing the
last layer of noise from i.i.d.N (C ′ (ϵ)) and let Eϵ′ denote the composition of Eϵ with this
channel. Then for the family of encoding and decoding maps (Eϵ′ , Dϵ ), the overall channel
Tϵ = Dϵ ◦ N ⊗nϵ ◦ Eϵ′ approximates the qubit identity channel up to arbitrarily high accuracy.
But continuity of the quantum capacity [35] implies that, for sufficiently small ϵ, the channel
Tϵ (and hence N ) has a non-zero quantum capacity. Moreover, the existence of the family
of encoding and decoding maps (Eϵ′ , Dϵ ) implies that, for the channel N , the inverse of the
space overhead is an ϵ-achievable communication rate for any arbitrarily small constant ϵ
1
(See Definition 3). Therefore, by the definition of quantum capacity, we have n′ ≥ Q(N
) n.
Since assistance by noiseless forward classical communication does not increase the quantum
capacity of a channels [7, 10], the lower bound of Q(N )−1 n is still valid in the circuit model
with free and noiseless classical computation. Finally, note that the above argument is
valid even if there is a single time step of noisy operations. Therefore, fault tolerance is not
achievable even for a single time step if N has zero quantum capacity, or with an space
overhead strictly less than 1/Q(N ).
◀
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degree-d conical junta J such that violC (x) − ε = J, where violC (x) counts the number of falsified
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1

Introduction

The Sherali-Adams hierarchy is a well-studied method in optimization that provides an
automatic way to convert a linear program with “weak” approximation guarantees into a
linear program with “strong” approximation guarantees. Each “level” of the Sherali-Adams
hierarchy is defined by systematically adding new variables and inequalities to the original
linear program – “lifting” it to a higher dimensional space – and then “projecting” it back down
to a polytope contained within the original linear program. The Sherali-Adams hierarchy at
n
level r results in a linear program with roughly ≤r
constraints and variables, and it is known
that at level n the hierarchy converges to the integral hull of the starting polytope. Owing
to its strength and its generality, much work has been spent on understanding the strength
of the Sherali-Adams hierarchy and its subsystems when applied to NP-Hard optimization
problems [1, 6, 15, 19, 38, 43, 45, 46, 49, 56], as well as its strength when it is treated as a
refutation system in propositional proof complexity [2, 5, 7, 18, 21, 34, 36].
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A powerful generalization of the Sherali-Adams hierarchy is the notion of an extended
formulation, which was originally formulated by Yannakakis [58] and extended by Braun
et al. [9] to nested pairs of polytopes. Given a pair of polytopes P ⊆ Q ⊆ Rn , an extended
formulation of the pair (P, Q) is a polytope K ⊆ Rm with m ≥ n along with a projection
π such that P ⊆ π(K) ⊆ Q. Indeed, the Sherali-Adams hierarchy gives many examples of
extended formulations: if we are given some linear program Q ⊆ [0, 1]n which gives a “weak”
approximation guarantee to any point in the integral hull

int(Q) := conv x ∈ Zn

x∈Q ,

then each level of the Sherali-Adams hierarchy produces an extended formulation (K, π) such
that
int(Q) ⊆ π(K) ⊆ Q.
We regard this as giving a “tighter” relaxation to the integral hull, when compared to the
starting polytope Q (indeed, at n-th level of the hierarchy it turns out that π(K) = int(Q)).
More generally, for some polytopes P ⊆ Rn with exponentially many facets, it turns out
to be possible to find an extended formulation K ⊆ Rm such that π(K) = P but m = poly(n)
and K has only polynomially many facets [58] (this is certainly a boon if P = int(Q) for
some combinatorial optimization problem encoded by Q!). Given a polytope pair P ⊆ Q
we therefore let xc(P, Q) denote the size (= number of facets) of the smallest extended
formulation for the pair P, Q. After a breakthrough result by Fiorini et. al. [25], strong lower
bounds have been shown for the extension complexity of polytopes associated with many
standard NP-Hard optimization problems [9–11, 14, 25, 31, 42, 54, 55, 58]. All of these lower
bound results crucially rely on the close relationship between the number of facets in any
extended formulation and the non-negative rank of a certain related matrix [9, 58].
▶ Theorem 1 (Factorization Theorem). Let P ⊆ Q ⊆ Rn be polyhedral sets, let v1 , . . . , vn be
the vertices of P and let a1 · x ≤ b1 , . . . , am · x ≤ bm be linear inequalities in Rn describing
the facets of Q. The size of the smallest extended formulation of (P, Q) is rank+ (SP,Q ) ± 1
where SP,Q is the n × m matrix defined by SP,Q (i, j) = bj − aj · vi .
Indeed, works of Chan et. al. [14] , Göös et. al. [33], and Kothari, Raghavendra, and
Steurer [42] have shown that for certain NP-Hard optimization problems, lower bounds on the
size of arbitrary extended formulations follow immediately from lower bounds on the SheraliAdams hierarchy. These results join a long line of lifting theorems in communication, proof,
and circuit complexity [16, 17, 22, 23, 26, 29, 30, 32, 35, 50, 52, 57] which systematically relate
the complexity of computations in “complicated” computational models with complexity in
“simple” computational models.

1.1

Sherali-Adams as Proofs and Extended Formulations as Circuits

In this work we further the study of the Sherali-Adams hierarchy and its relationship with
extended formulations, but approach it from a different point of view. In particular, we
are interested in the “dual view” of Sherali-Adams as a propositional proof system (first
considered in [18]), and in extended formulations as a device for computing boolean functions.
Before we formally state our results, let us first describe these two perspectives.
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A conical junta J is a non-negative linear combination of conjunctions over a set of
{0, 1}-valued variables. Given an unsatisfiable CNF formula C = C1 ∧ C2 ∧ · · · ∧ Cm , a
Sherali-Adams refutation 1 of C is given by a list of m + 1 conical juntas J1 , . . . , Jm+1 such
that
m
X

−C i Ji + Jm+1 = −1

i=1

where all operations are done in multilinear polynomial arithmetic (so, x2 = x) over R
and C i is the negation of the clause Ci . Indeed, if such a list of conical juntas exists then
the original CNF formula must indeed be unsatisfiable, as if x was a satisfying assignment
then C i (x) = 0 for all Ci and the above expression would reduce to −1 = Jm+1 (x) ≥ 0, a
contradiction. In this way, Sherali-Adams is naturally viewed as a proof system for refuting
unsatisfiable formulas, and we can discuss complexity measures of its proofs such as the
degree (i.e. the maximum degree of any product C i Ji as a multilinear polynomial) and its
size 2 (the number of distinct monomials occurring in the proof after expanding all products
and before cancellations).
It is also quite natural to study extended formulations as non-uniform computation devices
for boolean functions. The next definition was formally introduced by Hrubeš [40].
▶ Definition 2. A separating polytope for f : {0, 1}n → {0, 1, ∗} is a polytope P ∈ Rn such
that conv f −1 (1) ⊆ P and P ∩ f −1 (0) = ∅. We say a polyhedron P ⊆ Rn is monotone if
x ∈ P ⇒ y ∈ P whenever x ≤ y, and if P ⊆ Rn we let P ∗ := {y ∈ Rn : ∃x ∈ P : x ≤ y} ⊇ P
be the monotone closure of P . A monotone separating polytope for f is a polytope P such
that P ∗ is a separating polytope for f .
Observe that if we have such a separating polytope K, then when given x ∈ {0, 1}n we can
test if f (x) = 1 simply by testing if x ∈ K. One natural way to construct such separating
polytope is as follows, and was introduced by Hrubeš [39] and studied independently by Göös,
Jain and Watson [31]. Given a boolean function f : {0, 1}n → {0, b} define the polytope Qf,1
by the |f −1 (0)| linear inequalities
∀y ∈ f −1 (0) :

n
X

xi (1 − yi ) + (1 − xi )yi ≥ 1

i=1

P
where we note that i xi (1 − yi ) + (1 − xi )yi =: h(x, y) is exactly the hamming distance
between two {0, 1}-valued vectors x, y. It is easy to see that x ∈ Qf,1 for every x ∈ f −1 (1)
since x must differ from every y ∈ f −1 (0) on some coordinate; similarly, for any y ∈ f −1 (0)
we have that y ̸∈ Qf,1 as the hamming distance from y to itself is 0. It therefore follows
that any extended formulation of the pair (conv f −1 (1), Qf,1 ) yields a separating polytope
as we described above. One can further specialize this construction when the function
f : {0, 1}n → {0, 1} is monotone (recall f is monotone if x ≤ y ⇒f (x) ≤ f (y), where the
first inequality is interpreted coordinate-wise). In this case, we can simplify the description

1

2

This encoding of Sherali-Adams is slightly different from the “usual” definition of Sherali-Adams as
a refutation system of linear inequalities or polynomial equations, but is easily seen to be equivalent
(cf. Claim 3.32 in [27])
This measure is sometimes called the monomial size in other works on the Sherali-Adams hierarchy to
differentiate from the bit-length of the encoding of the proof. As this is the natural notion of size for
our purposes we simply call it size.
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P

conv f −1 (1)



f −1 (0)

Figure 1 A monotone separating polytope.

of Qf,1 and still obtain a separating polytope. Specifically, if f is monotone then define the
polytope Q+
f,1 by the linear inequalities
∀y ∈ f −1 (0) :

n
X

xi (1 − yi ) ≥ 1.

i=1

The fact that an extended formulation of (conv f −1 (1), Q+
f,1 ) is a separating polytope (indeed,
now we can even have a monotone separating polytopes) for monotone f follows by a similar
argument as before, but uses the additional fact that for monotone functions, f (x) = 1 and
f (y) = 0 if and only if there is a coordinate i such that xi = 1, yi = 0. We depict such a pair
in Figure 1.
By using the Factorization Theorem (Theorem 1), we can relate the size of these extended
formulations to the non-negative ranks of certain matrices. Namely, given f : {0, 1}n → {0, 1}
Pn
define the f −1 (1) × f −1 (0) matrix Sf (x, y) := i=1 xi (1 − yi ) + (1 − xi )yi , and its “monotone”
P
n
counterpart Sf+ (x, y) := i=1 xi (1 − yi ). Define the separation complexity quantities
sep1 (f ) := rank+ (Sf − 1),

msep1 (f ) := rank+ (Sf+ − 1)

where 1 represents the all-1s matrix of the appropriate complexity. By Theorem 1,
these two quantities capture the size of the smallest extended formulations for the pairs
(conv f −1 (1), Qf,1 ) and (conv f −1 (1), Q+
f,1 ), respectively.
Now, it is natural to ask: are these interesting complexity measures of boolean computation? Hrubeš [39] and Göös, Jain and Watson [31] showed that the answer is yes: both of
these quantities yield lower bounds on the formula complexity of computing f !
▶ Theorem 3. For any boolean function f : {0, 1}n → {0, 1}, we have sep1 (f ) = O(n · F(f ))
where F(f ) is the size of the smallest boolean formula computing f . Furthermore, if f is
monotone, then msep1 (f ) = O(n · mF(f )) where mF(f ) is the size of the smallest monotone
boolean formula computing f .
Furthermore, observe the following. If our goal is just to separate the 1s of f from the 0s
of f by means of a polytope we can weaken the inequalities
n
X
i=1

xi (1 − yi ) + (1 − xi )yi ≥ 1, ∀y ∈ f −1 (0).
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f −1 (0)
f −1 (0)

Qf,1

conv f

−1

(1)



Qf,ε

conv f −1 (1)



Figure 2 The left depicts the polytope pair conv f −1 (1) and Qf,1 ; the right depicts conv f −1 (1)
and Qf,ε for some ε < 1. By setting ε < 1 it is potentially easier to project a relatively low-facet
polytope separating the 0s from the 1s of f .

Since x ∈ f −1 (1) and y ∈ f −1 (0) are boolean strings, by integrality it suffices to have the
inequalities
∀y ∈ f −1 (0) :

n
X

xi (1 − yi ) + (1 − xi )yi ≥ ε

i=1

for any ε > 0 (note we must have ε > 0, since if ε = 0 then y ∈ f −1 (0) will occur inside of
the polytope). With this in mind, define the quantities
sep(f ) := min rank+ (Sf − ε1),
ε>0

msep(f ) := min rank+ (Sf+ − ε1),
ε>0

which generalize sep1 (f ) and msep1 (f ) in the natural way. These quantities were recently
studied by Hrubeš [40], where it was shown that they lower bound the size of boolean circuits
computing f .
▶ Theorem 4. For any boolean function f : {0, 1}n → {0, 1} we have sep(f ) = O(C(f ) + n),
where C(f ) is the size of the smallest boolean circuit computing f . Furthermore, if f is
monotone, then msep(f ) = O(mC(f ) + n), where mC(f ) is the size of the smallest monotone
boolean circuit computing f .
We also note that the quantity msep(f ) was independently studied by Pudlák and de
Oliveira Oliveira, where it was captured by a model of computation they called weak monotone
linear programming gates [20].
To summarize: the Sherali-Adams hierarchy can be interpreted both as a particular
family of extended formulations in optimization, and also as a natural family of proof systems
for refuting unsatisfiable formulas. If we consider extended formulations more generally,
then it is natural to interpret them as a computational devices whose complexities are
related to standard boolean circuit and formula models. In this way, the known “lifting
theorems” from Sherali-Adams proofs to extended formulations fall naturally in line with
other proof-to-circuit lifting theorems [22, 29, 52], as we will show next.
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1.2

Our Results

Normal Form for Sherali-Adams
In this work, we systematically relate the complexity of Sherali-Adams proofs and its
fragments with the linear separation quantities sep1 (f ), msep1 (f ), sep(f ), and msep(f ). Our
first main result is the following novel “normal form” for Sherali-Adams proofs. Given a CNF
Pm
formula F = C1 ∧ C2 ∧ · · · ∧ Cm let violC (x) = i=1 C i (x) denote the number of falsified
clauses on an input x. Furthermore, if f : {0, 1}n → R≥0 is a non-negative real-valued
boolean function then let deg+ (f ) denote the minimum degree of a conical junta J such
that f = J .
▶ Theorem 5. For any unsatisfiable CNF formula C, if there is a Sherali-Adams refutation
of C with degree d and size s, then there is an ε > 0 and a degree d, size s2d conical junta J
such that
violC − ε = J .
Consequently, if SA(C) is the minimum degree of any Sherali-Adams refutation of C, then
SA(C) = min deg+ (violC − ε).
ε>0

Several remarks on this theorem are in order. First, although we have stated this theorem
for CNF formulas, a similar result immediately follows for arbitrary boolean CSPs. This is
k
because if P : {0, 1} → {0, 1} is an arbitrary boolean CSP then we can represent P as a
P
width-k unique DNF of its 1-inputs. This means that ¬P = i Di for some conjunctions Di
(specifically, conjunctions that recognize the 0s of P ). By substituting these sums for the
predicates we can immediately deduce a more general theorem for refuting arbitrary boolean
CSPs.
Second, if there is a conical junta J such that violC −ε = J then note that we immediately
obtain a Sherali-Adams refutation by rearranging the expression:
m
X
i=1

−

Ci
J
+
= −1.
ε
ε

Thus this truly is a normal form that preserves the degree and the size (although, the size is
only preserved up to a 2d factor).
Third, one should note the similarities between Theorem 5 and the definitions of sep(f )
and msep(f ) – they are identical up to the substitution of deg+ for rank+ and violC for
Sf /Sf+ . Looking forward, this similarity turns out to be quite important for the rest of our
results.
Finally, we remark that the fragment of Sherali-Adams corresponding to deg+ (violC − 1)
has also been studied in the literature as an object of interest. Göös, Jain and Watson
studied it under the name of the “∃ − 1 Game”, in which they proved degree lower bounds
for Tseitin formulas [31]. Filmus, Mahajan, Sood, and Vinyals studied a further restriction
in which the coefficients are required to be integers; they showed that this restriction was
closely related to the complexity of MaxSAT resolution [24].

Feasible Interpolation for Sherali-Adams
Next, inspired by the normal-form theorem, we further develop the connection between
Sherali-Adams and separation complexity by way of monotone feasible interpolation.
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The feasible interpolation method relates the complexity of proofs to the complexity
of computational models. Suppose we are given an unsatisfiable CNF formula of the
form A(x, z) ∧ B(y, z). Then, under an assignment z 7→ α, at least one of the formulas
A(x, α), B(y, α) is unsatisfiable. Thus, we can associate with A ∧ B a partial function
I : {0, 1}z → {0, 1}, known as an interpolant, satisfying
(
I(α) =

0

if A(x, α) is satisfiable

1

if B(y, α) is satisfiable

In its original form, introduced at this level of generality in the classic work of Krajiček [44], we
say that a proof system P has feasible interpolation if we can extract a small computation of the
interpolant I in some computational model from any small P -proof of A ∧ B. Furthermore, if
A∧B satisfies a certain monotonicity property, namely that all z-literals occur only negatively
in A, then the interpolant function I is monotone and we say that P has monotone feasible
interpolation if we can extract from a P -proof of A ∧ B a computation in some monotone
computational model. Instantiations of the method of (monotone) feasible interpolation have
led to a number of important lower bounds in proof complexity. Razborov [51] showed that
from proofs in certain fragments of bounded arithmetic one could extract Boolean circuits
and used this to establish conditional unprovability of P ̸= NP in these systems. The first
lower bounds for Cutting Planes were established by Pudlák [47], who showed that proofs in
this system gave rise to monotone real circuits; this built upon earlier work by Bonet, Pitassi
and Raz [8] who showed that low-weight Cutting Planes gave rise to monotone circuits.
Pudlák showed that span programs monotone feasibly interpolate Nullstellensatz [48], and
de Oliveira Olivera and Pudlák showed that proofs in the Lovász-Schijver system convert to
monotone linear programming circuits [20].
Recently, Hrubeš and Pudlák [41] and Fleming et al. [28] showed that the method of
monotone feasible interpolation could be generalized to work for arbitrary unsatisfiable CNF
formulas, not only for split formulas. They showed that from a small Cutting Planes proof
of an unsatisfiable CNF formula C one could extract small monotone circuit computing
an associated monotone function, termed the unsatisfiability certificate by Hrubeš and
Pudlák [41]. (Fleming et. al. used a conceptually different, though ultimately equivalent,
function [28]). If C is a clause and X is a subset of its variables we let C X denote the
subclause of C containing only literals over X.
▶ Definition 6. Let C = C1 ∧ · · · ∧ Cm be an unsatisfiable CNF formula and let (X, Y ) be
any partition of its variables. The unsatisfiability certificate associated with C and (X, Y ) is
(X,Y )
the partial function certC
: {0, 1}m → {0, 1, ∗} defined as
(
(X,Y )
certC
(α)

=

1

if {CiX : Ci ∈ C, αi = 0} is satisfiable,

0

if {CiY : Ci ∈ C, αi = 1} is satisfiable.

When it is clear from context, we may suppress the partition (X, Y ) or the underlying CNF
formula C.
Our second main result is the following monotone feasible interpolation theorem for
Sherali-Adams proofs3 .

3

A similar feasible interpolation result can be proved for Sum-of-Squares proofs; we follow up on this in
an upcoming work.
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▶ Theorem 7. Let C = C1 ∧ C2 ∧ · · · ∧ Cm be any unsatisfiable CNF formula. If there is a
Sherali-Adams proof of C with size s then for any partition (X, Y ) of the variables of C we
have msep(certC ) = O(s2 ).
Several remarks on this theorem are in order. First, as was shown by Pudlák and Hrubeš [41]
a standard interpolation theorem for split formulas follows from this interpolation (simply
by “resolving away” the z variables and taking the natural partition of variables). Second,
prior to this result there was no monotone feasible interpolation theorem known for SheraliAdams. A recent work of Hakoniemi gave the first feasible interpolation theorem for
Sherali-Adams [37], but, his feasible interpolation result only applied to the “standard”
split formulas A(x, z) ∧ B(y, z) and it only gave a small non-monotone Boolean circuit for
the interpolant [37]. Finally, as we have remarked before, the model msep(f ) was recently
studied by de Oliveira Olivera and Pudlák under the name weak monotone linear programming
gates [20]. They also introduced a model that they called strong monotone linear programming
gates, and showed that “circuits” created out of strong monotone linear programming gates
can monotone feasibly interpolate Lovász-Schrijver proofs. Pudlák and de Oliveira Olivera
left as an open problem whether or not strong monotone linear programming gates can be
efficiently simulated by weak monotone linear programming gates. We believe our feasible
interpolation result makes this question more interesting, in light of the lack of separations
between Lovász-Schrijver and Sherali-Adams proofs – the only separation known is due to
Atserias and Ochremiak [3] , who showed that degree-6 Lovász-Schrijver has polynomial-size
refutations of Tseitin principles (and, furthermore, there are no good size lower bounds on
Lovász-Schrijver proofs at all!).

Separation Results
Finally, we prove new separation results between the proof and circuit models described
above. In particular, we are interested in the value of ε > 0 that is required in the definition
of msep(f ) := minε>0 rank+ (Sf+ − ε1) and in our new characterization of Sherali-Adams
degree minε>0 deg+ (violC − ε). For instance: is it possible that we never need to take ε < 1?
Or, in other words, is it possible that msep(f ) = msep1 (f ), and that Sherali-Adams is already
captured by the conical junta degree of violC − 1?
We give a negative answer to these questions. First, we show that if C is a pebbling
formula, then deg+ (violC − 1) must be large. (In fact, our lower bound already holds for
deg+ (violPebG − 0.99).)
▶ Theorem 8. There is a constant δ > 0 such that for all sufficiently large m there is an
in-degree-2 DAG G on m vertices such that
deg+ (violPebG − 1) = mδ ,
where PebG is the pebbling formula associated with G.
Pebbling formulas are well-known to be refutable in Resolution width O(1) and linear size on
graphs of constant in-degree, and thus our result separates deg+ (violC − 1) from Resolution,
resolving an open problem asked by Filmus, Mahajan, Sood and Vinyals [24]. Since SheraliAdams can efficiently simulate Resolution [18], it follows from combining the previous theorem
and Theorem 5 that deg+ (violC − 1) can be much larger than deg+ (violC − ε) for arbitrarily
small ε > 0 (although, we note that the standard simulation of Resolution by Sherali-Adams
results in ε that is exponentially small in the size of the proof!).
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mC(f )

Circuit Classes
msep1 (f ) = rank+ (Sf+ − 1)

msep(f ) = rank+ (Sf+ − ε1)

Feasible Interpolation
deg+ (violC − 1)

SA(C) = deg+ (violC − ε)

Proof Systems
Res
Figure 3 Semialgebraic circuit classes and proof systems considered in this paper. Solid arrows
represent simulation results, while dashed red arrows represent new separations.

Next, by using known lifting theorems from conical junta degree to non-negative rank
[33, 42], we can lift the lower bound in the previous theorem to the following separation
between msep1 (Genn ) and mC(Genn ), where Genn is the Generation function.
▶ Theorem 9. The Genn function is computable by polynomial-size monotone circuits, but,
δ
there is a δ > 0 such that msep1 (Genn ) = 2Ω(n ) .
Since msep(f ) ≤ mC(f ), this provides the analogous separation between msep1 (f ) and
msep(f ) (and, indeed, already between msep1 (f ) and monotone circuit size). Taken together, these results imply that choosing smaller ε actually does increase the power of the
corresponding proof systems and circuit models.

1.3

Paper Outline

The rest of this paper is outlined as follows. In Section 2 we carefully outline all important
proof systems and non-uniform models of computation that we consider. In Section 3 we
prove our new characterization of Sherali-Adams proofs, as well as our feasible interpolation
results. In Section 4 we prove our new separations between fragments of Sherali-Adams and
between separation complexities.

2
2.1

Preliminaries
Proof Systems

We recall some preliminaries from proof complexity. A clause C is a disjunction of boolean
literals; the width of a clause, denoted w(C), is the number of literals in C. If C =
C1 ∧ C2 ∧ · · · ∧ Cm is a CNF formula then the width of C is the largest width of any clause
in C.

Resolution Proofs
Fix an unsatisfiable CNF formula C over variables x1 , . . . , xn . A Resolution refutation of C
is a sequence of clauses D1 , . . . , Ds ending in the empty clause Ds = ∅ such that for each
i ∈ [s], either Di is in C or is derived from earlier clauses Dj , Dk with j, k < i using the
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resolution rule
C ∨ ℓ, D ∨ ℓ ⊢ C ∨ D
where the rule can only be applied if C and D do not contain literals of opposite sign. The
size of the resolution proof is s, the number of clauses, and the width of the proof is the largest
width of any clause in the proof. Let SRes (C) denote the minimum size of any resolution
refutation of C, and let wRes (C) denote the smallest width of any resolution refutation of C.

Sherali-Adams and Conical Junta Degree
In this paper we will regularly be doing arithmetic with real polynomials that represent
n
boolean functions f : {0, 1} → R. It is well known that each such function can be represented
(uniquely) by multilinear polynomials (that is, the largest degree of any individual variable
is 1). We will exclusively be operating using multilinear arithmetic with these polynomials –
for example, we regard x2i and xi as representing the same boolean function. Formally, we
work modulo the ideal ⟨x2i − xi ⟩ni=1 .
A d-conjunction J is a conjunction of d boolean literals. We will usually encode conjunctions as polynomials over the reals, and so if S, T ⊆ [n] are subsets such that S ∩ T = ∅ then
we let
Y Y
JS,T (x) :=
xi
(1 − xj )
i∈S

j∈T

be the conjunction that tests if all variables in S are 1 and all variables in T are 0. Similarly, if
C is a clause, we will let C denote the conjunction such that C(x) = 1 if and only if C(x) = 0
W
W
– that is, C tests if the clause C is falsified. To spell it out, if C = j∈T xj ∨ i∈S xi then
C = JS,T . Note that the empty conjunction J∅,∅ = 1.
P
A conical junta is any non-negative real combinations of conjunctions J = i λi Ji ,
where λi ≥ 0 is a real constant and Ji is a conjunction. The degree of a conical junta is the
maximum degree of any conjunction in the conical junta representation, and the size of a
conical junta is the number of monomials obtained after expanding all juntas but before
cancellation. If f : {0, 1}n → R≥0 is a non-negative real boolean function, then the conical
junta degree of f , denoted deg+ (f ), is the minimum integer d such that we can write
X
f=
λi J i
i

where λi ≥ 0 is a non-negative real constant and Ji is a ≤ d-conjunction for each i. Note
that, unlike polynomial degree, the representation of f as a conical junta is not necessarily
unique.
A Sherali-Adams refutation of an unsatisfiable CNF formula C = C1 ∧ · · · ∧ Cm is given
by a sequence of conical juntas J1 , J2 , . . . , Jm , Jm+1 such that
m
X

−C i Ji + Jm+1 = −1.

i=1

The degree of the proof is the maximum degree of any of the polynomials −C i pi , J before
cancellation. The size of the proof is the number of distinct monomials that occurs in
the proof (after expanding all polynomials and before cancellation). Let SA(C) denote the
minimum degree of any Sherali-Adams refutation of C. We note that CNF formulas are often
encoded as linear inequalities rather than juntas; this is equivalent to the above definition
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up to increasing the degree by an additive factor of w(C) (see e.g., [27, Claim 3.32]). If
C = C1 ∧ C2 ∧ · · · ∧ Cm is a CNF formula then define violC : {0, 1}n → R≥0 by
violC (x) :=

m
X

Ci (x).

i=1

That is, violC (x) counts the number of falsified clauses of C on input x. It follows that C is
unsatisfiable if and only if violC (x) ≥ 1 for all x ∈ {0, 1}n – indeed, if and only if violC (x) ≥ ε
for any ε > 0. Thus, a conical junta representation of violC − ε for any ε > 0 constitutes a
proof that C is unsatisfiable.
In fact, conical junta representations of violC − ε correspond naturally to fragments of
Sherali-Adams proofs. This is easy to see: suppose that violC − ε = J where J is a conical
junta. Explicitly, this means that
m
X

−C j + J = −ε

j=1

which, dividing by ε, yields
m
X

J
1
= −1.
− Cj +
ε
ε
j=1

Conversely, suppose that we have a Sherali-Adams refutation of C of the form
m
X

−αj C j + J = −1

j=1

where 0 ≤ αj ≤ 1/ε for all j. Since C j is a conjunction and 1/ε ≥ αj , this means that
m
X

m

X
1
− Cj + J +
ε
j=1
j=1




1
− αj C j = −1
ε

is also a Sherali-Adams refutation of C. Multiplying through by ε yields the following:
▶ Lemma 10. Let C = C1 ∧ C2 ∧ · · · ∧ Cm be an unsatisfiable CNF formula. If there is a
Sherali-Adams refutation of the form
m
X

−αj C j + J = −1

j=1

where J is a conical junta of degree d and size s and with 0 ≤ αj ≤ 1/ε for each αj , then
there is a degree-max {d, w(C)} conical junta J ′ such that violC − ε = J ′ .
Conversely, if violC − ε = J ′ for some degree-d, size s conical junta J ′ , then there is a
Sherali-Adams proof of the above form with αj ≤ 1/ε and where J = J ′ .
As we will show in Subsection 3.1, it turns out that this fragment of Sherali-Adams
is actually complete, in the sense that any Sherali-Adams proof can be put into this form
without changing the degree and without (badly) changing the size.
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2.2

Circuit Complexity and Extended Formulations

Boolean Circuit Complexity
A partial boolean function is a function f : {0, 1}n → {0, 1, ∗} (the ∗ represents that we
“don’t care” what the function’s output is). Given two partial boolean functions f, g we say
that g extends f if for all x such that f (x) ̸= ∗, g(x) = f (x). A (total) boolean function
f : {0, 1}n → {0, 1} is monotone if x ≤ y ⇒ f (x) ≤ f (y) (where the first inequality is taken
coordinate-wise); a partial boolean function f : {0, 1}n → {0, 1, ∗} is monotone if there is a
total monotone boolean function g extending f .
We assume familiarity with standard boolean circuit models in complexity theory –
e.g. boolean formulas, boolean circuits, etc. All circuits considered in this paper will be
composed of AND (∧) and OR (∨) gates, and will be De-Morgan in the sense that if any
negations appear they appear at the inputs of the circuit. A boolean circuit is monotone if it
does not contain any negation gates. We say that a circuit C computes a partial function
f : {0, 1}n → {0, 1, ∗} if f (x) = 1 ⇒ C(x) = 1 and f (x) = 0 ⇒ C(x) = 0 for all x ∈ {0, 1}n
(in other words, the total function computed by C extends f ). For any partial boolean f we
let
C(f ) := the size of the smallest boolean circuit computing f ,
mC(f ) := the size of the smallest monotone boolean circuit computing f ,
F(f ) := the size of the smallest boolean formula computing f ,
mF(f ) := the size of the smallest monotone boolean formula computing f .

Non-negative Rank and Extended Formulations
Let B be a non-negative real matrix. The non-negative rank of B, denoted rank+ (B), is the
smallest integer r such that B can be written as the sum of r rank-1 non-negative matrices.
Non-negative rank is a very well-studied parameter in theoretical computer science,
owing to its close relationship with polytopes in convex optimization. We, however, will be
particularly interested in the connection between non-negative rank and circuit complexity.
Let 1m,n denote the m × n all-1s matrix (we may suppress the m, n when it is clear from
context). Let f : {0, 1}n → {0, 1, ∗} be a partial boolean function, let U = f −1 (1) and let
V = f −1 (0). We let Sf be the |U | × |V | matrix defined by, for each x ∈ U, y ∈ V ,
Sf (x, y) =

n
X
i=1

Jxi ̸= yi K

where JP K is the {0, 1}-indicator function for the predicate P . That is, the matrix Sf counts
the number of witnesses that x ̸= y for each x ∈ f −1 (1), y ∈ f −1 (0). If the function f is
furthermore monotone, we define the matrix Sf+ by
Sf+ =

n
X
i=1

Jxi = 1 ∧ yi = 0K.

Observe that both Sf (x, y), Sf+ (x, y) ≥ 1 for all x ∈ U, y ∈ V . Because of this, we can say
that for any 0 < ε ≤ 1 the matrices Sf − ε1 and Sf+ − ε1 are both non-negative. With this
in mind, we make the following definitions (the second two, of course, only make sense for
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monotone f ):
sep1 (f ) := rank+ (Sf − 1)
sep(f ) := min rank+ (Sf − ε1)
ε>0

msep1 (f ) := rank+ (Sf+ − 1)
msep(f ) := min rank+ (Sf+ − ε1)
ε>0

We note the similarity between the definition of sep(f ) and deg+ (violC −ε) – the restriction
of Sherali-Adams – which was introduced in the previous section. Furthermore, as we have
discussed in detail in Section 1, each of these parameters can be interpreted as the minimum
size of any extended formulation separating 0s of a function from 1s of a function, and they
are closely related to circuit and formula size (cf. Theorem 3, Theorem 4).

3

Upper Bounds

3.1

A New Characterization of Sherali-Adams Degree

In this section we provide our new characterization of Sherali-Adams degree, which is recorded
next.
▶ Theorem 5. For any unsatisfiable CNF formula C, if there is a Sherali-Adams refutation
of C with degree d and size s, then there is an ε > 0 and a degree d, size s2d conical junta J
such that
violC − ε = J .
Consequently, if SA(C) is the minimum degree of any Sherali-Adams refutation of C, then
SA(C) = min deg+ (violC − ε).
ε>0

Proof. Let
m
X

−C i Ji +

i=1

X

λj Jj = −1

j

be a degree-d, size-s Sherali-Adams refutation of C, where each Ji are conical juntas. By
expanding each of the Ji into their monomials, we can re-write this proof as
t
X

−αk C ik mk +

k=1

X

λj Jj = −1

(1)

j

for some t where αk ≥ 0 is a non-negative real constant and mk is a monomial for each k.
Now, fix some 1 ≤ u ≤ t. Assume w.l.o.g. that the variables occurring in mu are
x1 , x2 , . . . , xℓ for some ℓ – explicitly, since mu is a monomial we therefore have mu =
Qℓ
i=1 xi = J[ℓ],∅ . The main claim we use is the following.
▷ Claim. Let x1 , x2 , . . . , xn be any set of boolean variables. Then
X
JS,[n]\S = 1.
S⊆[n]
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Proof of Claim. By induction on n. If n = 0 then the only term in the sum is J∅,∅ , which is 1.
P
P
P
If n > 0, then S⊆[n] JS,[n]\S = xn ( S⊆[n−1] JS,[n−1]\S ) + (1 − xn )( S⊆[n−1] JS,[n−1]\S ) =
x1 + (1 − x1 ) = 1 where we applied the induction hypothesis twice.
◁
Define the conical junta
X
X
Ju :=
JS,[ℓ]\S =
JS,[ℓ]\S − J[ℓ],∅ .
S⊆[ℓ],S̸=[ℓ]

S⊆[ℓ]

By the Claim and the definition of Ju we have mu + Ju = J[ℓ],∅ + Ju = 1. This means that
−αu mu C iu = −αu C iu J[ℓ],∅ + αu C iu Ju − αu C iu Ju
= −αu C iu + αu C iu Ju .
Since αu > 0 and C iu is a conjunction it follows that αu C iu Ju is a conical junta. By
repeating this construction for every polynomial −αk C ik mk it follows that we can rewrite
the Sherali-Adams proof from Equation 1 as


t
t
X
X
X
−αk C ik + 
λj Jj +
αk C ik Jk  = −1.
k=1

j

k=1

Replacing −αk C k mk by αk Cik Jk preserves the degree but increases the monomial size of
the proof by a 2d factor. By applying Lemma 10 it follows that there is a ε > 0 such that
violC − ε = J for some size at most s2d , degree-d conical junta J .
◀

3.2

Feasible Interpolation for Sherali-Adams

In this section, we give a monotone interpolation theorem for Sherali-Adams in terms of the
unsatisfiability certificate (cf. Definition 6). For our purposes, the important property of the
unsatisfiability certificate is the following connection it shares with violC .
▶ Lemma 11. Let C be an unsatisfiable CNF formula on m clauses, let (X, Y ) be any
partition of the variables of C, and let cert be the corresponding unsatisfiability certificate.
There are surjections µ : {0, 1}X → cert−1 (1) and ν : {0, 1}Y → cert−1 (0) such that
+
Scert
(µ(x), ν(y)) = violC (xy)

where xy denotes the concatenation of x, y.
Proof. We define µ and ν by their evaluations on assignments to the X and Y variables
as follows. For any x ∈ {0, 1}X define µx ∈ {0, 1}m by µxi = 1 − CiX (x) – that is, µix is 1
iff CiX (x) is falsified. Similarly, for any y ∈ {0, 1}Y define ν y ∈ {0, 1}m by µyi = CiY (y) –
so, νyi is 1 iff CiY (y) is satisfied. It follows by definition that cert(µx ) = 1 and cert(ν y ) = 0,
and furthermore it is clear that x 7→ µx and y 7→ ν y are surjective maps since every 1 and
0 assignment to cert must have some witnessing assignments to the underlying variables.
Finally, observe that if µxi = 1 and νiy = 0 then CiX (x) = CiY (y) = 0, and thus the combined
assignment xy violates the clause Ci . The converse also clearly holds, proving the lemma. ◀
By combining this fact with Theorem 5, we can immediately prove the following monotone
feasible interpolation theorem for Sherali-Adams proofs. This next theorem is slightly weaker
(in that we lose a 2d factor in the size) than the interpolation theorem stated in Section 1,
but, has the benefit of admitting a completely transparent proof. We show how to remove
the 2d factor (thus proving Theorem 7) in the full version of this paper; we do not include it
here due to space constraints.
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▶ Theorem 12. For any unsatisfiable CNF C and any partition of its variables (X, Y ), if
there is a conical junta J of size s and an ε > 0 such that violC − ε = J then
rank+ (certC − ε) ≤ s.
Consequently, if there is a degree-d, size-s Sherali-Adams refutation of C then msep(certC ) ≤
s2d .
Proof. The “Consequently” statement of the theorem is just an application of Theorem 5,
so we focus on proving the non-negative rank upper bound for certC .
P
Write violC − ε = i λi Ji where each Ji is a conjunction. Under the partition of variables
(X, Y ), we regard this as a {0, 1}X × {0, 1}Y matrix, where the (x, y)th entry of the matrix
is exactly violC (xy) − ε. By Lemma 11 it follows immediately that rank+ (certC − ε) =
rank+ (violC − ε), since the existence of the two surjections implies that the matrix violC − ε
is exactly the matrix certC − ε with some extra copies of rows and columns padded in. Thus
if we show rank+ (violC − ε) ≤ s the proof of the theorem will be completed.
To show this, we use the expression of violC − ε as a conical junta. Observe that if Ji
is a conjunction over X and Y variables, then we can interpret any term zi or 1 − zi in
the product Ji as a rank-1 2|X| × 2|Y | non-negative matrix (indeed, it is rank-1 since each
term depends only on the x assignment or the y assignment). If we let A ◦ B denote the
Hadamard (i.e. entrywise) product of two matrices A and B, it follows that the conjunction
Ji is simply the Hadamard product of a number of rank-1 non-negative matrices. Since
rank+ (A ◦ B) ≤ rank+ (A) rank+ (B) – a fact easily verified by taking non-negative rank
decompositions – it follows that rank+ (Ji ) = 1. Therefore, if we can write violC − ε = J
where J is a non-negative combination of s conjunctions, it immediately follows by the
subadditivity of rank+ that rank+ (violC − ε) ≤ s, proving the theorem.
◀

4

Lower Bounds

In this section we prove our new separation between fragments of Sherali-Adams and
Resolution and then show how to lift this separation to a new separation between extension
complexity (particularly, msep1 ) and monotone circuit complexity. First, we show that
the well-studied Pebbling formulas PebG require large conical junta degree to represent
violPebG − 1 (cf. Theorem 8). However, our eventual goal is to apply a lifting theorem to get a
strong lower bound on msep1 (f ) := rank+ (Sf+ −1) from the lower bound on deg+ (violPebG −1)
for some specially tailored monotone boolean function f . Unfortunately, the known lifting
theorems from conical junta degree to non-negative rank [33, 42] only apply to approximate
conical junta degree, which complicates the lower bound slightly.
▶ Definition 13 (Approximate conical junta degree). For a non-negative function f : {0, 1}n →
g
R≥0 we define its ϵ-approximate conical junta degree d
eg+
ϵ (f ), as the minimum degree of a
conical junta J such that J (x) ∈ f (x) ± ϵ for all inputs x.
For convenience, instead of proving lower bounds on the conical junta degree of PebG
directly, we will instead work with the slightly more flexible Iteration problem Itern (this is
also sometimes known as the Housesitting Principle) [4, 12]. An easy reduction from Itern
to PebG will then yield the degree lower bound for Pebbling formulas.

4.1

Conical Junta Lower Bound for Iteration

We study the Iteration problem Itern on an n-by-n grid. An input to this problem consists
of n2 input variables xv , one for each grid node v ∈ [n] × [n]. The variables take values from
an alphabet of size O(n). Namely, for each v ∈ [n − 1] × [n], we have xv ∈ [n] ∪ {⊥}. If
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Figure 4 An example outcome of the random variable X2 on Iter4 .

xv ∈ [n], we say v is active, and it points to the xv -th node on the next row. If xv = ⊥, we
say v is disabled. For each node on the final row v ∈ {n} × [n] there is a boolean variable
xv ∈ {⊤, ⊥} where xv = ⊤ means xv is active and xv = ⊥ means v is disabled. The goal is
to output one of the following types of solution.
(i) the distinguished source node (1, 1) is disabled (x1,1 = ⊥), or
(ii) an active node that points to a disabled node (xi,j = k ∈ [n] and xi+1,k = ⊥), or
(iii) an active node on the final row (xn,j = ⊤).
For larger-than-boolean alphabets, we generalise the definition of a conjunction J naturally
to be a partial assignment of pointers to nodes; for example, J = [x1,1 = 3; x2,3 = ⊥; x4,1 = 6]
is a conjunction of degree 3. We prove strong lower bounds against the conical junta degree
of violItern − 1; indeed, we are even able to prove lower bounds against the conical junta
degree of violItern − 0.99, which will turn out to be crucial for later results.
g
▶ Theorem 14. d
eg+
1/20 (violItern − 1) ≥ Ω(n).
Proof. We define three random inputs X1 , X2 , X3 that admit 1, 2, or 3 solutions, all of type
(iii). The inputs are constructed from given data (vij ), j ∈ [2], i ∈ [n], that specifies for each
row i ∈ [n], two (or three in the case of X3 ) nodes vi1 , vi2 ∈ {i} × [n]. The resulting input,
j
call it X(vij ), is obtained by activating all the nodes vij , pointing vij to vi+1
, and disabling
all other nodes.
X1 = “two random paths merging at the last row.” We choose vij for j ∈ [2], i ∈ [n] uniformly
at random subject to v11 = (1, 1), vi1 ̸= vi2 for i ∈ [n − 1], vn1 = vn2 . Then X1 = X(vij ).
X2 = “two random disjoint paths.” We choose vij for j ∈ [2], i ∈ [n] uniformly at random
subject to v11 = (1, 1), vi1 ̸= vi2 for i ∈ [n]. Then X2 = X(vij ).
X3 = “three random disjoint paths.” We choose vij for j ∈ [3], i ∈ [n] uniformly at random
′
subject to v11 = (1, 1), vij ̸= vij for j ̸= j ′ , i ∈ [n]. Then X3 = X(vij ).
P
Suppose for the sake of contradiction that J = i λi Ji is a degree-o(n) conical junta that
for every input x outputs J (x) ∈ violItern (x) − 1 ± ϵ where ϵ := 1/20. We may assume that
each conjunction J in J is such that if it reads an active node v on row n − 1 (meaning that
the conjunction contains [xn−1,j = k] for some k and v is node (n−1, j)) then it also reads the
boolean variable associated with node (n, xv ) on the last row. (Indeed, we may always replace
J containing [xn−1,j = k] with the equivalent conic combination J ·[xn,k = ⊤]+J ·[xn,k = ⊥].)
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We call a conjunction J paired if it reads at least two active nodes on the last row, that is, J
witnesses at least two solutions of type (iii).
▷ Claim 15. If J is not paired, then E[J(X2 )] ≤ 2 · E[J(X1 )].
▷ Claim 16. If J is paired, then E[J(X3 )] ≥ (3 − o(1)) · E[J(X2 )].
We prove the claims shortly after we first complete the proof of the theorem assuming
P
them. We write J = i λi Ji = Jnot + Jpair where Jpair consists of conjunctions that are
paired and Jnot consists of those that are not. We calculate
1 − ϵ ≤ E[J (X2 )]

(J approximates viol − 1)

= E[Jnot (X2 )] + E[Jpair (X2 )]
≤ 2E[Jnot (X1 )] + E[Jpair (X2 )]

(Claim 15 and linearity of E)

≤ 2ϵ + E[Jpair (X2 )]

(J approximates viol − 1)

≤ 2ϵ + E[Jpair (X3 )]/(3 − o(1))

(Claim 16 and linearity of E)

≤ 2ϵ + (2 + ϵ)/(3 − o(1))

(J approximates viol − 1)

< 1 − ϵ.

(ϵ < 1/10)

This is the desired contradiction that concludes the proof (modulo the Claims).

◀

Proof of Claim 15. The claim says that Pr[J(X1 ) = 1] ≥ Pr[J(X2 ) = 1]/2 for a non-paired J.
Consider any fixed setting of the vij such that X(vij ) is in the support of X2 and such that J
b
accepts X(vij ). Since J is not paired, it does not read the nodes {vn−1
, vnb } for some b ∈ [2],
j
and hence if we pick b ∈ [2] uniformly at random, Prb [J((vi )i∈[n−1] , vnb , vnb ) = 1] ≥ 1/2.
Moreover, if (vij )i∈[n] is distributed as in the process for X2 , then ((vij )i∈[n−1] , vnb , vnb ) (for
random b ∈ [2]) is distributed as in the process for X1 . Hence J’s acceptance probability can
decrease by at most a factor of 1/2.
◁
Proof of Claim 16. The claim says that Pr[J(X3 ) = 1] ≥ (3 − o(1)) Pr[J(X2 ) = 1] for a
paired J. Since J reads at most o(n) nodes, there is some middle row i∗ ∈ [n/3, 2n/3] from
which J reads no nodes. Split any input x into three parts so that x = (xt , xm , xb ) where xt
is the pointer assignment for nodes in topmost i∗ − 1 rows, xm is for nodes in row i∗ , and xb
is for nodes in the remaining bottommost rows. Write also J(x) = J t (xt ) · J b (xb ). Note
that for both i = 2, 3, the variables Xit and Xib are independent and thus
Pr[J(Xi ) = 1] = Pr[J t (Xit ) = 1 ∧ J b (Xib ) = 1] = Pr[J t (Xit ) = 1] · Pr[J b (Xib ) = 1]. (2)
We will prove the following estimates, which, when plugged into (2), would complete the
proof:
Pr[J t (X3t ) = 1] ≥ (1 − o(1)) Pr[J t (X2t ) = 1],
Pr[J

b

(X3b )

= 1] ≥ (3 − o(1)) Pr[J

b

(X2b )

= 1].

(3)
(4)

Let us prove (3). Consider generating a sample from X3t as follows: (i) sample xt ∼ X2t ,
and (ii) add to xt a random third path which is disjoint from the existing two. We argue
that if the sample xt in step (i) is accepted by J t , then the conjunction continues to accept
after step (ii) with high probability. Indeed, conditioned on the first step being accepting for
J t , we note that the probability that any one node is picked to lie on the third path is at
most 1/(n − 2) and hence (by a union bound) the probability that some node read by J t lies
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on the third path is at most deg(J)/(n − 2) = o(n)/(n − 2) = o(1). Hence J t continues to
accept with probability 1 − o(1), which proves (3).
Let us finally prove (4). Note how X2b (resp. X3b ) is distributed: it consists of two (three)
uniformly random disjoint paths down the grid. Consider the following bipartite graph
(L ∪ R, E) where
Left vertices L are outcomes of X2b (pairs of disjoint paths).
Right vertices R are outcomes of X3b (triples of disjoint paths).
There is an edge (l, r) ∈ E iff the two paths of l are a subset of the three paths of r.
Note that this graph is biregular with right degree dR := 3 and the left degree dL := 3|R|/|L|.
Denote by L′ ⊆ L (resp. R′ ⊆ R) the set of l ∈ L (resp. r ∈ R) accepted by J b . Let
E(L′ , R′ ) := L′ × R′ ∩ E denote the set of edges between L′ and R′ . Note that if r ∈ R′ ,
then at most one of r’s neighbours is in L′ ; this is because J b is paired and hence it requires
a prescribed pair of the three paths in r to be present. Consequently |E(L′ , R′ )| ≤ |R′ |. On
the other hand, if l ∈ L′ , then 1 − o(1) fraction of its neighbours are in R′ ; this is because of
the same argument as in the preceding paragraph (condition on X2b = l ∈ L′ in step (i) and
choose a random neighbour of l in step (ii)). Hence |E(L′ , R′ )| ≥ (1 − o(1))dL |L′ |. We now
put these observations together to prove (4):
Pr[J b (X3b ) = 1] = |R′ |/|R|
≥ |E(L′ , R′ )|/|R|
≥ (1 − o(1))dL |L′ |/|R|
= (3 − o(1))|L′ |/|L|
= (3 − o(1)) Pr[J b (X2b ) = 1].

4.2

◁

Lower bound for Pebbling

The Pebbling problem PebG is defined relative to a DAG G = (V, E, v ∗ ) where v ∗ is a
distinguished source node (in-degree 0) and where every node has out-degree at most 2
(but in-degree may be unbounded). The input to PebG is y ∈ {0, 1}E , that is, an boolean
assignment to the edges of G. Such an assignment y naturally defines a subgraph Gy of G
consisting of all the edges e such that ye = 1, which we call the active edges. The goal is to
output one of the following types of solution.
(i) the distinguished source node is a sink (out-degree 0) in Gy .
(ii) a node v ∈ V that is a proper sink in Gy , meaning v has in-degree ≥ 1 and out-degree
0.
Note that the presence of any solution can be certified by reading at most 3 bits, and
hence PebG corresponds to the canonical search problem of an unsatisfiable 3-CNF formula.
Moreover, if G has m edges then this 3-CNF formula has at most m + 1 clauses, as every
possible violation in PebG is either the violation of the first type, or can be identified with
an incoming edge to a node. It follows that for all z ∈ {0, 1}m
violPebG (z) − 1 ≤ m,

(5)

which we have recorded for later use.
We prove the following theorem, which is a strengthening of Theorem 8.
Ω(1)
g
▶ Theorem 17. There is a DAG G with m edges such that d
eg+
.
1/20 (violPebG − 1) ≥ m
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Proof. We describe a simple reduction from Itern to PebG where G has O(n3 ) edges. The
goal of the reduction is to show that any degree-d conical junta approximating violPebG −1 can
be translated into a degree-d conical junta approximating violItern − 1. Hence the theorem
follows from Theorem 14.
The DAG G = (V, E, v ∗ ) is defined as follows. First, V includes all nodes in the grid
[n] × [n] underlying Itern . We naturally set v ∗ := (1, 1). Observe that naively connecting
each grid node to all its possible n successors on the subsequent row would result in a
DAG of unbounded out-degree. To circumvent this, we instead include in G for every node
v = (i, j) ∈ [n − 1] × [n], a log n-depth binary tree Tv with n leaves ℓv1 , . . . , ℓvn . We identify
the root of Tv with v and we identify each leaf ℓvk with the grid node (i + 1, k) ∈ [n] × [n].
Finally, we include in V an extra bottom row of nodes {n + 1} × [n]. For every grid node
(n, j) on the n-th row, we include the single edge ev := ((n, j), (n + 1, j)). This completes
the description of G.
Given an input x to Itern we define an input y = y(x) to PebG as follows. Consider a
node v ∈ [n − 1] × [n]. If xv = k ∈ [n] we activate all edges on the unique root-to-ℓvk path in
Tv and disable the other edges in Tv . If xv = ⊥ we disable all edges in Tv . Finally, for a
node v = (n, j) on the last row, we activate its associated edge ev iff xv = ⊤.
Note that y = y(x) faithfully “models” the input x in the sense that the solutions of
x appear associated with the same nodes as solutions in y. In particular, violItern (x) =
violPebG (y). Moreover, each variable ye of PebG is a function of a single variable of Itern .
Thus every degree-d conjunction J(y) can be translated into a degree-d conjunction J ′ (x)
such that J ′ (x) = J(y(x)). Applying this translation to the conjunctions in a conical junta,
we conclude that if there is a conical junta approximating violPebG − 1, there is one for
approximating violItern − 1 of the same degree.
◀

4.3

Separating Extended Formulations from Monotone Circuits

As we have seen in Section 2, if f : {0, 1}n → {0, 1, ∗} is a partial monotone boolean function
then
msep(f ) := min rank+ (Sf+ − ε1) ≤ mC(f ),
ε>0

and
msep1 (f ) := rank+ (Sf+ − 1) ≤ mF(f ),
where mC(f ) (mF(f )) is the size of the smallest monotone circuit (formula, resp.) computing
f . It is natural to wonder if it is necessary to chose ε < 1 in order to simulate monotone
circuits – in other words, whether or not msep1 (f ) is already upper bounded by mC(f ). In
this section, we show that the separation proven in Subsection 4.2 implies that such a bound
is not possible. In particular, we prove the following theorem:
▶ Theorem 9. The Genn function is computable by polynomial-size monotone circuits, but,
δ
there is a δ > 0 such that msep1 (Genn ) = 2Ω(n ) .
Let us begin by defining the Genn function, which was originally introduced by Raz and
McKenzie [50] and has now been the subject of a number of works in circuit complexity
[13, 22, 23, 34, 50, 53].
▶ Definition 18. Let n be a positive integer. A set of triples T ⊆ [n]3 is said to generate
k ∈ [n] if k = 1 or if there is a triple (i, j, k) ∈ T such that T generates both i and j.
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The Genn function is a monotone boolean function defined as follows. As input, the
n3
function receives a list of triples T ⊆ [n]3 encoded as a binary string of length {0, 1} . It
then outputs 1 if and only if n can be generated from T .
It is well known that Genn has polynomial-size monotone circuits [50], so, we focus on
proving the lower bound in Theorem 9. To do this we apply the following lifting theorem
from conical junta degree to non-negative rank due to Kothari, Meka, and Raghavendra [42]
(we note that applying the lifting theorem from Göös et. al. would also yield an essentially
identical result [33]). In order to state the theorem we introduce the important notion of a
pattern matrix:
▶ Definition 19. Let f : {0, 1}n → R be a boolean function, and let g : X × Y → {0, 1} be
any function. Define the pattern matrix f ◦ g n : X n × Y n → R for any x ∈ X n , y ∈ Y n by
(f ◦ g n )(x, y) := f (g(x1 , y1 ), g(x2 , y2 ), . . . , g(xn , yn )).
We note that even though we have defined it as a function, we think of f ◦ g n as a X n × Y n
matrix in the natural way.
The next theorem is a slight modification of Theorem 1.7 in [42], and follows immediately
from the proof of [42].
▶ Theorem 20. Let f : {0, 1}n → R≥0 be any boolean function with E[f ] = 1, and suppose
that deg+ (f + 1/100n) ≥ 9 deg(f ). For any b ≥ 100 log n there is a gadget function g :
b
{0, 1} × {0, 1}b → {0, 1} such that
rank+ (f ◦ g n ) = 2Ω(b deg

+

(f +1/100n))

.

We combine this theorem with our lower bound for PebG from the previous section
(Theorem 17) and an embedding argument to prove the Theorem 9.
▶ Theorem 21. There is a constant δ > 0 such that for all sufficiently large n,
δ
msep1 (Genn ) ≥ 2Ω(n ) .
Proof. Let G be the DAG with m edges guaranteeing the approximate conical junta degree
lower bound from Theorem 17, and let g be the gadget function guaranteed by Theorem 20.
We begin by showing that
rank+ ((violPebG − 1) ◦ g m ) = 2Ω(m

δ

)

for some universal constant δ > 0. Once we have this, we show that the pattern matrix
+
(violPebG − 1) ◦ g m can be embedded as a submatrix of the slack matrix SU,V
associated with
Genn (cf. Section 2); since non-negative rank is monotone decreasing with respect to taking
δ
submatrices this immediately implies msep1 (Genn ) ≥ 2Ω(n ) , proving the theorem.
Let f = violPebG − 1, with the goal of applying the previous lifting theorem, and note
f : {0, 1}m → R≥0 and furthermore that f (x) ≤ m by Equation 5. It follows that Ef ≤ m,
and thus there is some ε ≤ 1/100 such that
deg+ (f /Ef + 1/100m) = deg+ (violPebG − 1 + Ef /100m)
= deg+ (violPebG − (1 − ε))
δ
g
≥d
eg+
ε (violPebG − 1) ≥ m
where we have used the fact that deg+ is invariant under multiplying by positive constants,
and also Theorem 17. Finally, since violPebG can be represented as a sum of violations of a
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3-CNF formula it follows that deg(f ) = 3. We can therefore apply Theorem 20 and conclude
that
δ

rank+ ((violPebG − 1) ◦ g m ) = 2Ω(m ) .
So, in the remainder of the proof we show, for any DAG G with m edges, (violPebG −1)◦g m
+
can be embedded as a submatrix of the slack matrix SGen
associated with the Genn function
n
for some n = poly(m). This is the same embedding argument that has been used in many
works relating “lifted” PebG to Genn [22, 34, 50, 53]; for this reason, we only sketch the
argument for the sake of completeness. Recall from Section 2 the definition of Sf+ : if
n
f : {0, 1, ∗} → {0, 1} is a partial monotone boolean function and U = f −1 (1), V = f −1 (0),
+
then Sf is the |U | × |V | matrix defined by
Sf+ (x, y) =

n
X
i=1

Jxi = 1 ∧ yi = 0K

for all x ∈ U, y ∈ V . To construct our embedding we create two mappings µ : {0, 1}mb →
+
mb
m
Gen−1
→ Gen−1
n (1) and ρ : {0, 1}
n (0) such that SGenn (µ(x), ρ(y)) = (violPebG ◦ g )(x, y).
Let G be any DAG with m edges, and assume without loss of generality that G has a
single distinguished source node s∗ with a single outgoing edge, and sink nodes u1 , . . . , ut .
We define an auxiliary graph Gaux as follows. The nodes of the auxiliary graph Gaux are the
edges of G. Then, if (u, v), (v, w) are edges of G that share a node v, we add a directed edge
((v, w), (u, v)) to Gaux (note the reverse in the edge direction). Note the sink node of Gaux
corresponds to the unique edge leaving the source node of s∗ , and the source nodes of Gaux
correspond to the edges that enter sinks of G.
Letting N = 2b , for each node in Gaux we create N points in the resulting Gen instance,
and we index each such point as ex for each x ∈ {0, 1}b . We also create a designated start
node 1 and a designated target node n.
Now we describe the functions µ, ρ in the embedding.
mb
Definition of µ : {0, 1}mb → Gen−1
and write x = x1 x2 · · · xm
n (1). Let x ∈ {0, 1}
b
1 2
m
where xi ∈ {0, 1} . Order the edges e , e , . . . , e , and we regard e1 as the unique edge
leaving the distinguished source node. We regard each xi ∈ {0, 1}b as selecting the point
eixi from the resulting Gen instance; we then plant a copy of Gaux inside the Gen instance
on these points. That is, whenever a node u = ei in Gaux has two incoming edges from
v = ej , w = ek , we plant the triple (eixi , ejxj , ekxk ); when u has only a single incoming edge
from v we plant the triple (ejxj , ejxj , eixi ). Finally, for each of source nodes u = ei of Gaux
we add the triple (1, 1, eixi ). It is easy to see that the result is in Gen−1 (1), since we have
explicitly planted the graph Gaux connecting the source node 1 to the target node n.
mb
Definition of ρ : {0, 1}mb → Gen−1
we similarly write y =
n (0). Given y ∈ {0, 1}
y1 y2 · · · ym and add triples to the instance as follows. For any constraint of PebG
enforcing that a node v in G is not a proper sink (for example, by preventing the case
where ei = (u, v) is in G and ej = (v, w1 ), ek = (v, w2 ) are not in G), and for any
xi , xj , xk ∈ {0, 1}b , we add the triple (ejxj , ekxk , eixi ) to the instance iff the constraint is
satisfied by the assignment ei = g(xi , yi ), ej = g(xj , yj ), ek = g(xk , yk ). We apply a
similar construction for each of the constraints corresponding to the source node of s∗
having an outgoing edge and set all other triples to 0. This is a 0-instance of Genn since
if it was a 1-instance it must contain an embedding of Gaux (as in the construction of
µ above), but this would imply that the corresponding assignment x embedding Gaux
would satisfy every constraint of PebG , which is a contradiction.
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+
Finally, to see that SGen
(µ(x), µ(y)) = violPebG (g m (x, y)) observe that, by construction,
n
each triple in µ(x) which does not occur in µ(y) corresponds exactly to a unique violated
constraint of PebG .
◀
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1

Introduction

Beame, Beck, and Impagliazzo recently initiated the study of supercritical tradeoffs in proof
and circuit complexity [4]. In its simplest form, a supercritical tradeoff is a tradeoff between
two complexity parameters in which a restriction on one parameter forces an increase in the
second parameter that goes above the trivial worst-case upper bound on the second parameter.
Beame et. al. established a supercritical tradeoff between size and space in the Resolution
proof system, showing there is an unsatisfiable CNF formula on n variables which admits
quasi-polynomial size refutations, but in which any quasi-polynomial size refutation must
also use quasi-polynomial clause-space. Since every formula on n variables has a Resolution
proof of space n + O(1) and exponential size [16], their result shows that limiting the size of
refutations causes the space to go significantly beyond the trivial worst-case upper bound
on the space complexity. Recently, Razborov showed that in certain cases restrictions in
parameters can lead to extreme results [31]. He exhibited a strong supercritical size/width
for tree-like Resolution [31], showing that there are unsatisfiable formulas on n variables such
that if the width is restricted, then the tree-like Resolution size must be doubly exponential
in n.
© Noah Fleming, Toniann Pitassi, and Robert Robere;
licensed under Creative Commons License CC-BY 4.0
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Despite the intuitive appeal of supercritical tradeoffs, only a few have been observed and,
with the exception of length versus space, most of these tradeoffs have been for somewhat
artificial combinations of parameters. Furthermore, to our knowledge, the existence of
supercritical tradeoffs in circuit complexity has yet to be explored.
In this work we study supercritical tradeoffs between size and depth in both proof
complexity and circuit complexity. For both proof systems and circuit models, depth
captures the degree to which they – and therefore the families of algorithms which they
capture – can be parallelized. Furthermore, for proof systems such as Cutting Planes, depth
is closely related to measures of polytope rank which have been extensively studied in
combinatorial optimization [12, 34]. For many standard proof systems (and, indeed, for all of
the proof systems studied in this paper) the worst-case upper bound on depth is always at
most n – this is because all of these proof systems can efficiently simulate tree-like Resolution,
which trivially has depth-n proofs for every formula. A supercritical tradeoff in this setting
for a particular proof system P would therefore exhibit a family of CNF formulas over n
variables that have P refutations of size s(n), however there is a size bound s′ ≫ s such
that any P -refutation of size s′′ ≪ s′ requires depth that is superlinear in n. Similarly,
since any n-bit boolean function can be computed by a fanin-2 circuit of depth at most n, a
supercritical tradeoff in this setting would proves the existence of a function fn with s(n)-size
circuits, but for which there is a size bound s′ such that any circuit of size s′′ ≪ s′ requires
superlinear depth.

1.1

Supercritical Size/Depth Tradeoffs in Proof Complexity

For some sufficiently strong propositional proof systems (such as Frege systems), it is known
that proofs can be balanced: given a Frege proof Π of size s, there exists another Frege
proof of the same tautology of size O(s) and depth O(log s). However, for weaker proof
systems such as Resolution (Res), k-DNF Resolution (Res(k)), and Cutting Planes (CP),
balancing is not always possible. For example, there are known families of CNF formulas {Fn }
with polynomial-size Res proofs, but such that any proof requires depth Ω(n/ log n) [1, 11].
However, none of these results have breached the supercritical threshold, and it was not
previously known whether an upper bound of O(n) could be assumed on the depth of short
proofs.
Our main result establishes the following supercritical depth/size tradeoffs for Res, Res(k),
and CP refutations, which resolves conjectures made in [18].
▶ Theorem 1.1. For any constant ε > 0, positive integers k, n sufficiently large, P ∈
1−ε
{Res, Res(k), CP}, and any arbitrary real parameter 1 ≤ c < n 2+ε , there is a CNF formula
F on n variables and nO(c) clauses such that
There is a P-refutation of F of size nO(c) .
1−ε

If Π is a P-refutation of F with size(Π) = 2o
 c/(2+ε) 
n
depth(Π) log2 size(Π) = Ω
.
c log n

n 2+ε /c



then

Varying the “compression parameter” c between O(1) and nδ (for some small constant δ)
allows us to obtain an interesting family of tradeoff results; this is depicted in Figure 1. In
one extreme, when c = O(1) we obtain a formula F which has refutations of size poly(n),
1−ε
however any proof of size ≪ 2n
must have depth that is polynomial (and superlinear!)
in n. In the other extreme, setting c = nδ implies formulas with exponential-size (in n; the
refutations are polynomial in the size of the formula) and exponential-depth refutations, but
any refutation must have exponential depth.
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2n

Ω(1)

depth

poly(n)
nΩ(1)

2

gap

Figure 1 A depiction of our size/depth tradeoffs as we range the compression parameter c. The
depth value represents the depth required to refute the formula F , while the gap value represents by
how much the size of the minimal P-proof of F needs to be increased before the supercritical depth
lower bound no longer holds.

Our proof builds on Razborov’s hardness condensation method [31]; we briefly describe
Razborov’s method next, and a detailed description is given in Section 3. Let F be a CNF
formula over N variables satisfying the following properties:
1. There are Resolution refutations of F with small size.
2. Any Resolution refutation of F requires depth d(N ).
The strategy is to find a way to compress the variables y1 , . . . , yN of F to a much smaller
set of variables x1 , . . . , xn with n ≪ N in a way which preserves the depth lower bound.
Indeed, we will argue that any small refutation of the compressed formula must have depth
approximately d(N ). We stress that the lower bound of d(N ) is in terms of the original
number of variables N , and therefore if n is sufficiently small compared to N , we obtain a
supercritical depth lower bound for small proofs. Razborov proved that such a compression
argument was possible for tree-like Resolution, assuming that the width of the refutation is
bounded [31]. As a secondary contribution, we give a significantly simplified proof of this
tradeoff in Section 5 using the “top-down” language of Prover-Adversary games.
Once we have established our size/depth tradeoff for Resolution using the aforementioned
strategy, the lower bounds for CP and Res(k) are straightforward applications of lifting
theorems. For CP, we utilize the depth-preserving lifting theorem of Garg et al. [20]. For
Res(k), we show how the lower bound of Segerlind et al. [35] immediately gives rise to a
lifting theorem for Res(k) which preserves depth.

Supercritical Tradeoffs for Tseitin and Matching
The Tseitin formulas have a storied history in proof complexity. They were one of the first
examples shown to be hard to refute in Resolution, and were long conjectured to also be
exponentially hard for Cutting Planes. Recently, [13] disproved this conjecture, obtaining
quasipolynomial-size Cutting Planes refutations for the Tseitin formulas by translating an
upper bound in the Stabbing Planes proof system [5] into Cutting Planes. Their upper
bound was generalized in [18], which showed that any unsatisfiable system of equations over
a prime finite field also have quasipolynomial-size CP refutations. Quite interestingly, in both
cases the CP refutations not only have quasipolynomial size but also have quasipolynomial
depth – that is, the depth of these proofs is supercritical. In [18], it was conjectured that
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there are unsatisfiable formulas such that any small CP refutation requires superlinear depth,
and moreover, they conjectured that the Tseitin formulas are an example of such formulas.
We restate this conjecture for Tseitin formulas next.
▶ Conjecture 1.2. There is an unsatisfiable system of mod2 linear equations such that any
proof of quasipolynomial size requires depth that is superlinear in n (or even quasipolynomial).
One potential interest in resolving this conjecture is the similarity between the Tseitin
formulas and related counting principles and the perfect matching function. The seminal
paper of Razborov [30] proved that monotone circuits for matching require quasipolynomial
size, and it is also known that monotone circuits require linear depth [29]. Furthermore, it
is known [19, 22, 27] that small Cutting Planes proofs imply small monotone circuits. This
brings up the intriguing possibility that the size/depth of Cutting Planes proofs the Tseitin
formulas could inform the size/depth monotone circuits for perfect matching.

1.2

Supercritical Tradeoffs for Boolean Circuits

It is well-known that every monotone function has monotone circuits of depth at most n.
We ask if every monotone function with polynomial monotone circuit complexity can also be
computed by a monotone circuit of both polynomial size and linear depth. For monotone
circuits, it is known that it is not possible to reduce the depth below n/polylogn while
maintaining polynomial size [14]. However, these tradeoffs are proven using communication
complexity, and are therefore limited to size/depth tradeoffs where the depth is at most n.
▶ Conjecture 1.3. There exists a monotone function which admits polynomial size monotone
circuits, but any circuit of depth at most n1+ϵ for some ε > 0 requires superpolynomial-size
monotone circuits.
One promising avenue for resolving the this conjecture is to lift our supercritical tradeoffs
for Resolution to supercritical tradeoffs for monotone circuits. Indeed, lifting has already
been used to obtain monotone circuit lower bounds from Resolution lower bounds [20].
In more detail, using lifting techniques it is known that given an unsatisfiable formula
F , Resolution size lower bounds for F imply monotone circuit lower bounds for a related
monotone function, mCSP-SATF . Stated contrapositively, given a small circuit C for
mCSP-SATF , one can extract a small Resolution refutation for F of roughly the same size.
Moreover, the structure of C is nearly the same as the structure of the Resolution refutation
– thus if C has small size and depth, then F also has a Resolution refutation of small size
and depth. It follows that a strong enough supercritical size/depth tradeoff for Resolution
would imply a supercritical size/depth tradeoff for monotone circuits as well!
Unfortunately, our current supercritical tradeoff for Resolution isn’t strong enough to
obtain interesting size/depth tradeoffs for monotone circuits for the following reason. The
reduction from monotone circuits for mCSP-SATF to Resolution proofs of F incurs a
seemingly necessary blowup in the parameters – the number of clauses m in F corresponds to
the number of variables in mCSP-SATF , and thus in order to prove a supercritical tradeoff
for monotone circuit complexity via this route, one needs to prove the following strong
supercritical tradeoff:
▶ Conjecture 1.4. There are families of unsatisfiable formulas {Fn } with m = m(n) clauses
such that Fn has Resolution refutations of size polynomial in m, but any polynomial-size (or
subexponential-size) refutation of Fn requires depth that is superlinear in m.
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Under this conjecture, we obtain supercritical tradeoffs for monotone circuits, which we
prove in Section 7. We note that it is entirely possible that the above conjecture is false – that
is, it seems possible that Resolution refutations could be balanced to depth O(m) without
incurring a significant increase in size. Indeed, a potentially relevant construction is the
classic work of Ben-Sasson and Wigderson [7] which converts a size s Resolution refutation
√
into a refutation of low width ( n log s). The next problem asks whether their construction
can be improved to keep low width and low depth.
▶ Problem 1.5. Prove or disprove that for any k-CNF formula on m clauses and n variables,
any size s Resolution refutation can be converted into a refutation of depth O(m) and width
√
k + O( n log s).
A positive resolution to the above problem would give a counterexample to our conjecture
and would also give a very surprising upper bound on the depths of arbitrary Resolution
proofs, while a negative answer would imply (conditional) supercritical tradeoffs for monotone
circuits (see Section 7). Given this “win-win” situation, we believe that studying this problem
is of fundamental interest for future work.
Thirdly, we ask about supercritical size/depth tradeoffs for non-monotone circuits.
▶ Conjecture 1.6. There is a function f with polynomial-size circuits but for which any
polynomial-size circuit requires superlinear depth.
Given that an unconditional supercritical tradeoff for general circuits is beyond the reach
of current techniques, it is even interesting to prove such a tradeoff under a standard
complexity assumption, such as those concerning the existence of one-way functions or other
cryptographic primitives.

1.3

Related Work

Besides the work of Beame, Beck and Impagliazzo [4] and Razborov [31], several supercritical
tradeoffs have been observed in proof complexity. Razborov [32] considered a notion of
width for Cutting Planes, which measures the number of distinct variables with non-zero
coefficients which appear in a Cutting Planes line. Using similar machinery as in [31],
Razborov established a supercritical width/depth tradeoff for CP.
Much of the work on supercritical tradeoffs has focused on notions of proof space.
Extending Beame et al. [4], Beck et al. [6] exhibited supercritical size/clause-space tradeoffs
for the Polynomial Calculus. Berkholz and Nordström [9] exhibited a strong supercritical
tradeoff between width and clause-space for Resolution, and Razborov [33] established a
supercritical tradeoff between variable-space and size for Resolution. Finally, Papamakarios
and Razborov [25] showed that separating clause- or monomial-space from proof size for
tree-like Resolution is the equivalent to showing a supercritical clause-space/depth tradeoff.

Proof Depth and Algorithm Analysis
One of the primary motivations for studying tradeoffs in proof complexity is the existence of
deep connections to the analysis of practical algorithms. Proof systems in a specific, formal
sense correspond to families of efficient, provably correct algorithms. For example, Resolution
captures the reasoning used in state-of-the-art (CDCL) algorithms for SAT, while Cutting
Planes (CP) was introduced in order to model a broad family of optimization algorithms
used in integer programming based on Chvátal-Gomory cuts. Therefore resource tradeoffs
for these proof systems apply to the corresponding family of algorithms. The depth in proofs
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captures the degree to which the associated families of algorithms can be paralellized, and
so supercritical size/depth tradeoffs imply that the associated families of algorithms are
inherently sequential in the worst case.
As well, the depth of Cutting Planes proofs has been thoroughly studied in integer
programming theory under the name of Chvátal rank [12]. A number of results in this
area obtained nearly tight worst-case bounds on the Chvátal rank of a number of polytopes
[10, 15, 34]. Our main result implies Chvátal rank lower bounds that are exponentially
stronger than previously known, under the condition that the Chátal-Gomory Cutting Planes
procedures is efficient.

2

Preliminaries

We recall some preliminaries from proof complexity. A clause C is a disjunction of boolean
literals, and the width of a clause is the number of literals in C. If C = C1 ∧ C2 ∧ · · · ∧ Cm is
a CNF formula then the width of C, denoted width(C), is the maximum width of any clause
in C.
▶ Resolution. Fix an unsatisfiable CNF formula F over variables x1 , . . . , xn . A Resolution
(Res) refutation of F is a sequence of clauses {Ci }i∈[s] ending with the empty clause Cs = ⊥
such that each Ci is either in F or is derived from earlier clauses Cj , Ck with j, k < i by one
of the following inference rules:

Resolution. Ci = (Cj \ {ℓk }) ∪ (Ck \ ℓk ) where ℓk ∈ Cj , ℓk ∈ Ck is a literal.
Weakening. Ci ⊇ Cj .
The size of a Res proof Π of F is s, the number of clauses in Π, and we denote by sizeRes (F )
the minimum size of any Res proof of F . The size of resolution proofs is intimately related
to their width, width(Π), which is the maximum number of literals occurring in any clause in
the proof.
Any Res proof can be represented as a directed acyclic graph (DAG) in which the nodes
represent clauses in the proof, each clause of F has in-degree 0 and, and any other clause
has at most two incoming arcs from the at most two clauses that produced it. With this in
mind, we can define the depth of a Res proof to be the length of the longest root-to-leaf path
in the proof, and denote by depthRes(F ) the minimum depth of any Res proof of F . It is not
difficult to see that for any CNF formula F , sizeRes (F ) ≤ 2n and depthRes (F ) ≤ n.
One can obtain generalizations of Res by allowing the proof system to have more general
types of boolean formulas as lines. In this paper, we will also be interested in the proof
system Res(k) which operates with k-DNF formulas. The details of particular rules of this
proof system will not be necessary for us, however we introduce them for completeness.
▶ DNF Resolution. Let F be an unsatisfiable CNF formula over variables x1 , . . . , xn and
let k be some fixed constant. A k-DNF Resolution (Res(k)) refutation of F is a sequence
of k-DNF formulas {Di }i∈[s] such that Ds = Λ and each Di is either a clause of F or is
deduced from earlier k-DNFs by one of the following inference rules, where a literal ℓi is
either xi or ¬xi :
Cut. From k-DNFs A ∨ (∧i∈I ℓi ) and B ∨ (∨i∈I ¬ℓi ) deduce A ∨ B.
Weakening. From a (k − 1)-DNF A deduce A ∨ ℓ for any literal ℓ.
∧-Introduction. From {A ∨ ℓi }i∈I deduce A ∨ (∧i∈I ℓi ).
∧-Elimination. From A ∨ (∧i∈I ℓi ) deduce A ∨ ℓi for any i ∈ I.
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The size of a Res(k) refutation is s, the number of DNFs in the resolution, and the depth of
the refutation is the length of the longest path in the proof DAG. Since Res = Res(1), there
is a Res(k) refutation of size 2n and depth n of any CNF formula.
The final proof system which we will be interested in is of the algebraic variety, refuting the
existence of integer solutions to systems of linear inequalities. We can encode a CNF formula
F over variables x1 , . . . , xn as an equisatisfiable system of linear inequalities in the following
W
W
way. First, introduce inequalities 0 ≤ xi ≤ 1 for all i ∈ [n]. If Ci = i∈I xi ∨ j∈J ¬xi is a
clause in F , add the inequality
X
X
xi +
(1 − xi ) ≥ 1.
i∈I

j∈J

It is not difficult to see that the {0, 1}-solutions to F are exactly the solutions to this system
of inequalities.
▶ Cutting Planes and Semantic Cutting Planes. Let P be a system of integer-linear
inequalities which is infeasible over Zn . A Cutting Planes (CP) refutation of P is a sequence
of integer-linear inequalities {ai x ≥ bi }i∈[s] ending with the trivially false inequality 0 ≥ 1
such that each inequality is either belongs to P , or is deduced from earlier inequalities by
one of the following inference rules:
Linear Combination. From ax ≥ b, cx ≥ d deduce any non-negative linear combination
with integer coefficients.
Division. From ax ≥ b, if d ∈ Z with d ≥ 0 divides a, deduce (a/d)x ≥ ⌈b/d⌉.
The rules of Cutting Planes preserve integer solutions, and therefore a refutation exists if
and only if P is infeasible over Zn .
The following transformation will allow us to talk about Cutting Planes refutations of CNF
formulas. We can encode a CNF formula F over variables x1 , . . . , xn as an equisatisfiable
system of integer-linear inequalities in the following way. First, introduce inequalities
W
W
0 ≤ xi ≤ 1 for all i ∈ [n]. If Ci = i∈I xi ∨ j∈J ¬xi is a clause in F , add the inequality
X
i∈I

xi +

X

(1 − xi ) ≥ 1.

j∈J

Observe that the satisfying assignments to F are exactly the integer solutions to the resulting
system of linear inequalities. With this transformation we will say that a Cutting Planes
refutation is a refutation of F if it is a refutation of the associated system of linear inequalities.
The semantic Cutting Planes (sCP) proof system is a strengthening of CP to allow any
deduction which is sound over boolean points. Like CP, an sCP refutation of a CNF formula
F is a sequence of integer-linear inequalities {ai x ≥ bi }i∈[s] , however we are now permitted
to use the following extremely strong semantic deduction rule:
Semantic Deduction. From previously derived inequalities ax ≥ b, a′ x ≥ b′ , deduce any
inequality cx ≥ d such that every {0, 1} assignment satisfying both ax ≥ b and a′ x ≥ b′
also satisfies cx ≥ d.
The size of a CP or sCP refutation is the number of inequalities s appearing in it. As well,
analogous to Resolution, the depth of a refutation is the longest root-to-leaf path in its
representation as a DAG. It is not difficult to see that any Res proof can be transformed into
CP (and therefore sCP) while preserving both the size and depth up to a constant factor,
and therefore there is always a CP refutation of any CNF formula F which has size 2n and
linear depth.
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Filmus et al. [17] showed that sCP can be significantly more expressive than CP: there
are formulas with polynomial size sCP proofs requiring exponential size proofs in CP. In fact,
inferences made with the semantic deduction rule are not even verifiable in polynomial time
unless P = NP.

3

Proof Overview

Our proof will follow the general approach of Razborov [31], which established a supercritical
width/size tradeoff for tree-like Resolution. The key machinery in his proof is a technique –
which has been termed hardness condensation – that compresses the number of variables
of the formula F in such a way that the depth of any bounded width tree-like resolution
refutation of the compressed formula remains proportional to the tree-like resolution depth
of refuting F .
The compression is done by composing the formula F with an XOR gadget. However,
unlike standard lifting theorems, the XOR gadgets will be defined on overlapping sets of
variables. This will allow us to reduce the total number of variables of the composed function.

XOR Substitution
Let G = ([N ] ∪ [n], E) be a bipartite graph and {y1 , . . . , yN }, {x1 , . . . , xn } be sets of
propositional variables. For a clause C in the variables {y1 , . . . , yN } we will denote by
C ◦ XORG the CNF obtained from C by the F2 -linear substitution
M
yi 7→
xj ,
j:(i,j)∈E

and then rewriting the formula in CNF (see Figure 2). For a CNF F , let F ◦ XORG be the
CNF formula that results from this substitution. If the clauses of F have width at most k
and G has left-degree at most ℓ, then F ◦ XORG is a CNF formula on n variables and at
most m · 2kℓ−1 clauses of width at most ℓk.
Similarly, we write F ◦ XORN
2 to represent the CNF formula obtained by the substitution
yi 7→ ui ⊕ vi for each i, where ui and vi are new variables.
[N ] = [nc ]
x1 ⊕ x2

[n]

x1 ⊕ x3

x3

x2 ⊕ x3
x2
x1 ⊕ x3
x1

x1 ⊕ x2
x1 ⊕ x3
ℓ

Figure 2 The bipartite graph G, together with the XOR constraints that each left-vertex (yvariable) is replaced with.
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Now, if G disperses the variables of [n] among the gadgets in such a way that learning
the value of yi does not reveal too much information about the values of any yj , then the
best-possible Res proof should essentially be one which simply simulates the proof for F .
Indeed, Razborov proved that this is the case under the assumption that G has sufficiently
strong expansion properties. For S ⊆ [n], let
Γ(S) := {yi ∈ [N ] : ∃xj ∈ S, (yi , xj ) ∈ E}
be the neighbourhood of S in G. The following definition records the expansion properties of
bipartite graphs that we will use.
▶ Boundary Expansion. For a bipartite graph G = (U ∪ V, E) the boundary of a set W ⊆ U
is
δ(W ) := {v ∈ V : |Γ(v) ∩ W | = 1}.
The boundary expansion of a set W ⊆ U is |δ(W )|/|W |. The graph G is a (r, s)-boundary
expander if the boundary expansion of every set W ⊆ U with |W | ≤ r has boundary expansion
at least s.
That is, G is a boundary expander if for any small enough subset of left-vertices, the
number of unique neighbours is large.
We are now ready to state Razborov’s hardness condensation theorem. [31]. We note
that Razborov originally proved his theorem for the case of tree-like Resolution, but (as we
will see) it also holds for general Resolution.
▶ Depth Condensation Theorem. Let F be an unsatisfiable CNF formula on N variables
and let G = ([N ] ∪ [n], E) be an (r, 2)- boundary expander. If Π is a Resolution refutation of
F ◦ XORG with width(Π) ≤ r/4, then
depthRes (F )
.
2
In Section 5, we give a simplified proof of Depth Condensation Theorem. By combining
this theorem with known reductions from Resolution size to Resolution width [20, 35], we are
able to establish the following depth-to-size lifting theorems. When instantiated, these will
allow us to prove our tradeoffs.
depth(Π)width(Π) ≥

▶ Theorem 3.1. Let F be any CNF formula on N variables and let G = ([N ] ∪ [n], E) be
an (r, 2)-boundary expander. If Π is a resolution refutation of F ◦ XORG ◦ XORn2 such that
log(size(Π) + 1) ≤ r/12, then
depth(Π) log(size(Π) + 1) ≥

depthRes (F )
.
6

▶ Theorem 3.2. Let k ≥ 1 be any constant, let F be any CNF formula on N variables, and
let G = ([N ] ∪ [n], E) be an (r, 2)-boundary expander. There is a constant δ := δ(k) > 0 such
that if Π is a Res(k) refutation of F ◦ XORG ◦ XORn2 with log(size(Π) + 1) ≤ δ · r, then

depth(Π) log2 (size(Π)) = Ω depthRes (F )
To obtain the depth-to-size lifting theorem for semantic Cutting Planes, we will instead
use the t-bit index function as our outer gadget. Recall that INDt : [t] × {0, 1}t → {0, 1} maps
(x, y) to yx . For a CNF formula on variables z1 , . . . , zn , let F ◦ INDnt be the CNF formula
obtained from F by the substitution zi 7→ INDt (xi , yi ) on new sets of variables xi , yi . Note
that if F is an unsatisfiable k-CNF formula with m clauses, then F ◦ INDnt is an unsatisfiable
CNF formula on O(nt) variables and O(tmk + n) clauses.
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▶ Theorem 3.3. Let ε > 0 be any constant, let F be any CNF formula on N variables, and
let G = ([N ] ∪ [n], E) be an (r, 2)-boundary expander. There is a constant δ > 0 such that if
Π is a semantic CP refutation of F ◦ XORG ◦ INDnn1+ε with log(size(Π)) ≤ δ · r log n, then
depth(Π) log2 (size(Π)) = Ω(depthRes (F ) log2 n).
We delay the proofs of these theorems until Section 6. Instead, we will first instantiate
them to obtain our tradeoffs.

4

Parameterizing the Tradeoffs

From the previous theorems we can obtain a family of supercritical tradeoffs. To do so, we
will need a formula which has small resolution refutations, but requires large depth. The
canonical example of such formulas are the pebbling formulas of [1] on some hard-to-pebble
graph H. It is known that for N -vertex graph H, PebH has resolution refutations of size
O(N ) and width O(1). However, resolution depth required to refute these formulas is equal
to the reversible pebbling number of the graph [11]. Furthermore, there exist O(1)-degree
graphs with reversible pebbling number Ω(N/ log N ) [26].
By combining the lower and upper bounds for the pebbling formulas with the previous
lemmas we can obtain a family of supercritical tradeoffs by varying the underlying expander
graph G = ([N ] ∪ [n], E). The following lemma provides us with a sufficient family of
expander graphs.
▶ Lemma 4.1 (Razborov [31]). Let n be any sufficiently large positive integer, and let N, r, ℓ
be positive integers depending on n such that ℓ ≥ 4. If
rN 4/ℓ = o(n/ℓ)
then an (r, 2) boundary expander G = ([N ] ∪ [n], E) exists with left-degree ℓ.
Our tradeoffs will be in terms of the number of variables n that we are“compressing” [N ]
into. It will be convenient to set N = nc , for some real parameter c ≥ 1, which we will call
our compression parameter. As well, let ε > 0 be some arbitrarily small real parameter. We
will set
N := nc ,
r := n1−ε /c,
ℓ := 8c/ε.
We can verify that
rN 4/ℓ =

1 1−ε 4c/ℓ
1
n1−ε/2
n n
≤ n1−ε nε/2 =
= o(n/ℓ).
c
c
c

Now, choosing different ranges of c allow us to obtain the following interesting tradeoff
results.
For convenience, we record the following proposition stating how the parameters of F
transform under composition.
▶ Proposition 4.2. Let H be any graph on N vertices with indegree O(1). Let G =
([N ] ∪ [n], E) be a bipartite graph with left-degree at most ℓ. Then,
PebH has N variables, N + 1 clauses, and width O(1).
PebH ◦ XORG ◦ XORn2 has 2n variables, n2O(ℓ) clauses, and width O(ℓ).
PebH ◦ XORG ◦ INDnn1+ε has O(n2+ε ) variables, nO(ℓ) clauses, and width O(ℓ)
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Proof. We obtain PebH ◦ XORG by replacing each variable yi with an XOR of at most ℓ
variables. After expanding, this yields a CNF formula with n2(ℓ−1)width(PebH ) + n = n2O(ℓ)
clauses and width O(ℓ). Composing this with XOR2 has the same effect. To handle
composition with the index gadget, we use the encoding of [20] which, for any k-CNF formula
F on n variables and m clauses, encodes F ◦ INDnn1+ε as a 2k-CNF formula on O(n2+ε )
variables and O(m · nk(1+ε) ) clauses. For our choice of parameters, including ε > 0 an
arbitrarily small constant, this will be nO(ℓ) .
◀
Now we can test different parameter regimes. In each of our regimes our tradeoffs are
basically as follows: we have a trivial proof of size 2n and depth n. However, if we demand
1−ε
that the proof has size ≪ 2n , then the depth of the proof will explode to roughly nc (which
is supercritical in that it lies above the worst-case upper bound of n). Increasing c obviously
increases the final depth lower bound, but since we must choose ℓ = O(c) it also increases
the number of clauses proportionally. We first state a general tradeoff parameterized by c (a
formal version of Theorem 1.1), and then instantiate c.
▶ Theorem 4.3. For all constants ε > 0, positive integers k, n sufficiently large, P ∈
{Res, Res(k), CP}, and arbitrary real parameter c ≥ 1, there is an unsatisfiable CNF formula
FP on n variables such that
If P = Res, then FP has a resolution refutation of size nc · 2O(c) . However, any resolution
1−ε
refutation Π of FP with size(Π) = 2o(n /c) satisfies


nc
.
depth(Π) log size(Π) = Ω
c log n
If P = Res(k), then FP has a Res(k) refutation of size nc · 2O(c) . However, any Res(k)
1−ε
refutation Π of FP with size(Π) = 2o(n /c) satisfies


nc
2
depth(Π) log (size(Π)) = Ω
c log n
If P = sCP, then FP has a sCP refutation of size nO(c) . However, any sCP refutation Π

1−ε
of FP with size(Π) = exp o n( 2+ε ) /c satisfies
 c/(2+ε)

n
log n
depth(Π) log2 (size(Π)) = Ω
.
c
Proof. Let the parameters N, r, ℓ be set as above, and let G = ([N ] ∪ [n], E) be an (r, 2)boundary expander whose existence is guaranteed by Lemma 4.1. Let H be any directed graph
on N vertices with indegree O(1) whose reversible pebbling number is Ω(N/ log N ). Then
PebH requires resolution refutations of depth Ω(N/ log N ), but has resolution refutations
of size O(N ). For Res and Res(k), let F be PebH ◦ XORG ◦ XORn2 . The lower bounds on F
follow from Theorem 3.1 and Theorem 3.2. For the upper bound, we simulate the upper
bound for PebH : every time the resolution proof for PebH would query a variable yi , we
query all of the variables that yi was replaced with in F ; that is, we query all uj , vj such
that (i, j) is an edge of G, in order to evaluate
M
(uj ⊕ vj ),
j:(i,j)∈E

which gives a value for yj . Because the left-degree of G is at most ℓ, we query at most
2ℓ = O(c) variables. This can be done in a subproof (a decision tree) of size 2O(c) . Altogether,
this is a refutation of size N · 2O(c) = nc · 2O(c) of F .
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For sCP, let F be PebH ◦ XORG ◦ INDnn1+ε . By Proposition 4.2, F has O(n2+ε ) variables.
The lower bound follows from Theorem 3.3 together with the lower bound on PebH . For the
upper bound, note that INDn1+ε can be evaluated in resolution by querying (1 + ε) log n + 1
variables (the (1 + ε) log n “pointer variables” x together with the single bit yx ). Thus, by
following the same strategy as before, we can simulate the resolution refutation of PebH by
every time the Res refutation queries a variable yi , evaluating the index gadgets of all j ∈ [n]
such that (i, j) ∈ E. As G has left-degree at most ℓ, evaluating yi can be done by querying
at most ℓ · ((1 + ε) log n + 1) variables. This results in a Res (and therefore sCP) refutation
of size N · 2ℓ·((1+ε) log n+1) = nO(c) .
◀
In what follows we will explore different ranges of the compression parameter c. The
next corollaries are somewhat lossy, as they are stated in order to hold simultaneously for
resolution, Res(k), and sCP. The first interesting regime is when c = O(1). In this case, F is
a polynomial size and constant width formula which has a trivial depth n and size 2n proof,
1−ε
however any refutation of size ≪ 2n , for some ε > 0, must have polynomial depth.
▶ Corollary 4.4. Let c = O(1) be any constant, let ε > 0 be an arbitrarily small constant,
and let ∆sCP = 1 + ε and ∆Res = ∆Res(k) = 0. For any P ∈ {Res, Res(k), CP} there is a CNF
formula FP on n variables, such that
There is a P-refutation of FP of size poly(n).
1−ε

Any P-refutation Π of FP with size(Π) = exp(o(n 1+∆P )) has depth(Π) = Ω̃(nc/(1+∆P ) ).
The second interesting regime is when c = logO(1) n. In this case, we are compressing the
number of variables quasipolynomially, and we obtain quasipolynomial depth lower bounds
for small proofs.
▶ Corollary 4.5. Let c = logO(1) n and let ε > 0 be an arbitrarily small constant, and let
∆sCP = 1 + ε and ∆Res = ∆Res(k) = 0. For any P ∈ {Res, Res(k), CP} there is a CNF formula
FP on n variables, such that
O(1)
n
There is a P-refutation of FP of size 2log
.
1−ε
O(1)
n
Any P-refutation Π of FP has with size(Π) = exp(õ(n 1+∆P )) has depth(Π) = Ω̃(nlog
).
Finally, we would like to test how large we can set c. The best possible compression afforded
by Theorem 4.3 is c = nδ for some small constant δ > 0. Surprisingly, this implies an
exponential blowup in the depth.
▶ Corollary 4.6. Let ε > 0 be an arbitrarily small constant, and let ∆sCP = 1 + ε and
∆Res = ∆Res(k) = 0. For P ∈ {Res, Res(k), CP} and any 0 < δ < (1 − ε)/(1 + ∆). There is a
CNF formula FP on n variables such that
δ
FP has a P-refutation of size 2O(n / log n) .
1−ε
−δ
Any P-refutation Π of FP with size(Π) = exp(o(n 1+∆P )) has depth(Π) = exp(Ω(nδ )).

5

Proof of the Depth Condensation Theorem

In this section we prove the Depth Condensation Theorem. To do so, it will be convenient to
work with the following variant of the classic Prover-Adversary games of Pudlák [28] (this
game was also considered in the work of Atserias and Dalmau [3]). Our variant characterizes
the depth of bounded-width Resolution proofs.
▶ Width–Bounded Prover–Adversary Game. The Prover–Adversary game associated with
an n-variate formula F is played between two competing players, Prover and Adversary. The
game proceeds in rounds, where in each round the state of the game is recorded by a partial
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assignment ρ ∈ {0, 1, ∗}n to the variables of F . Initially the state is the empty assignment
ρ = ∗n . Then, in each round, the Prover performs the following:
Query. The Prover chooses an i ∈ [n] with ρi = ∗, and the Adversary chooses b ∈ {0, 1}.
The state is updated by ρi ← b and play continues.
Forget. The prover chooses a (possibly empty) set S ⊆ [n] with ρi =
̸ ∗ for all i ∈ S. The
state is updated by ρi ← ∗ for all i ∈ S.
The game ends when the state ρ falsifies an axiom of F .
Let w > 0 be an integer. A Prover–Adversary game is a w-bounded Game if at every
step in game, the Prover’s memory ρ remembers assignments to at most w variables; i.e.,
|[n] \ ρ−1 (∗)| ≤ w.
We will say that a game is non-bounded if it is not necessarily w-bounded. The next lemma
is precisely Lemma 6 in [8], and can be proved using the methods of Pudlák [28].
▶ Lemma 5.1. For any unsatisfiable k-CNF formula F , there is a depth d, width w ≥ k
resolution refutation of F if and only if there the Prover has a strategy that ends the (w + 1)bounded game in d rounds, regardless of the strategy for the Adversary.
Proof. Let Π be a resolution proof of width w and depth d. We extract a strategy for
the Prover as follows: the Prover will take a root-to-leaf walk down the proof. At each
step, corresponding to some clause C in the resolution proof, she will maintain that she is
remembering exactly the unique falsifying assignment ¬C to the clause C. If C was obtained
by resolving C1 ∨ x and C2 ∨ ¬x then she will query the variable x. If the Adversary responds
with x = 0 then she will move to C1 ∨ x and forget all assignments except for ¬C1 ∧ ¬x.
Proceeding in this way, we arrive at a leaf C of Π in at most d steps. By our invariant, the
Prover remembers at most w + 1 variables at any point.
As the converse direction will not be used in our proofs, we only provide a sketch of the
argument. We can view the Prover’s strategy for a (w + 1)-bounded game as a dag, where
every node is labelled with the memory of the Prover at that step in the strategy, along
with the variable that the Prover queries, and there are two outgoing edges labelled 0 and 1
respectively, corresponding to possible answers of the Adversary. For each node labelled with
some memory ρ and variable x, we will relabel it with the clause formed by the negation of
the literals fixed by ρ, which will be obtained from its children by resolving on x.
◀
Let us set up some notation. Let G = ([N ] ∪ [n], E) be a bipartite graph; we will think of
the left-vertices as the variables of F and the right-vertices as the variables of F ◦ XORG .
For a set S ⊆ [n] of right-vertices of G, denote by
Fixed(S) := {i ∈ [N ] : ∀(i, j) ∈ E, j ∈ S}
the set of left-vertices which become isolated after removing the set S of right vertices.
Similarly, for a partial assignment ρ ∈ {0, 1, ∗}n let Fixed(ρ) := Fixed(S), where S =
[n] \ ρ−1 (∗), be the set of variables of F which are determined by ρ. Finally, let G ↾ ρ
denote the graph obtained by removing all left-vertices that have been set by ρ (i.e., those in
[n] \ ρ−1 (∗)), and removing all isolated vertices.

Proof Overview
First, we give a high-level sketch of the proof. Let F be a CNF formula which requires depth
d to refute in resolution. This gives us a strategy for the Adversary (for the non-bounded
game) which ensures that it will proceed for at least d rounds. We will use this strategy to
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construct a strategy for the Adversary in the w-bounded–game for F ◦ XORG . Ideally, we
would like to proceed as follows: if the Prover (in the w-bounded game for F ◦ XORG ) queries
a variable, we would like to set it according to the Adversary strategy of the non-bounded
game for F if it would determine the value of some variable yi of F , that is, i would be
added to Fixed(ρ), and set it arbitrarily otherwise. However, in this setting the XOR gadgets
may share variables and so variables may be correlated. To circumvent this, we will exploit
expansion. Indeed, if G is a good enough boundary expander, then we can always set the
constraints to whatever value we like. That is, for any subset I ⊆ [N ] of XOR-constraints,
we can always find a strong system of distinct representative variables.
▶ Strong SDR. If G = ([N ] ∪ [n], E) is a bipartite graph and I = {I1 , . . . , It } ⊆ [N ] then a
system of distinct representatives (SDR) for I is a set J = {J1 , . . . , Jt } ⊆ [n] such that I and
J form a matching where (Ii , Ji ) ∈ E for all i ∈ [t]. The SDR of I is strong if, furthermore,
Ii is not adjacent to Jj for all j > i.
The following lemma can be viewed as a strengthening of the claim that expanders have
matchings on small sets.
▶ Lemma 5.2. If G = ([N ] ∪ [n], E) is an (r/2, 1/2)-boundary expander, then any I ⊆ [N ]
with |I| ≤ r/2 has a strong SDR.
Proof. For i = 1 . . . t perform the following. Because I has boundary at least |I|/2 within
G, by the pigeonhole principle there exists ℓ ∈ I and a column j ∈ [n] such that (ℓ, j) ∈ E
and (ℓ′ , j) ̸∈ E for every ℓ′ ∈ I with ℓ′ ̸= ℓ; fix Ii := ℓ and Ji := j. Set G to be the graph
obtained by removing vertices Ii and Ji and any edge incident to either of them, and update
I ← I \ Ii . Because Ji was not adjacent to any vertex besides Ii , removing Ji does not
decrease the expansion of I in G and we can recurse.
◀
If a partial restriction ρ ∈ {0, 1, ∗}n (thought of as the Prover’s memory) sets some
variables, this may decrease the boundary expansion of the current graph G ↾ ρ. Therefore,
at each step of the simulation, the Adversary will track a closure of ρ which will set some
additional variables, but will ensure that the residual graph is a good boundary expander.
The following operator will allow us to restore the expansion of G after removing a subset of
the vertices.
▶ Closure Operator. For a J ⊆ [n], denote by G \ J the graph obtained by taking the
subgraph induced by the vertex set [N ] ∪ ([n] \ J) and removing any isolated vertices (i.e.
yi for which i ∈ Fixed(J)) from [N ]. The following lemma states that for any small J there
is a closure Cl(J) ⊇ J such that G \ Cl(J) is still expanding; a proof can be found in [31]
(Lemma 2.3), building on ideas in [2, 35].
▶ Lemma 5.3. Let G = ([N ] ∪ [n], E) be an (r, 2)-boundary expander. For every J ⊆ [n]
with |J| ≤ r/4 there exists Cl(J) ⊇ J such that |Fixed(Cl(J))| ≤ 2|J| and G \ Cl(J) is an
(r/2, 3/2)-boundary expander.
We are now ready to prove the main theorem of this section.
Proof of the Depth Condensation Theorem. Fix an optimal strategy D for the Adversary
(in the unbounded game) which delays the game for at least d rounds on F . We will construct
a Adversary strategy for the w-bounded game which delays the game for at least d/2w rounds
on the composed formula F ◦ XORG for any w ≤ r/4. We denote Prover’s memory at each
step in the game by ρ ∈ {0, 1, ∗}n , and let set(ρ) be the collection of coordinates i ∈ [n] such
that ρi ∈ {0, 1}. We also track a partial assignment ρ∗ ⊇ ρ that satisfies following invariants:
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Expansion. G \ set(ρ∗ ) is an (r/2, 3/2)-boundary expander.
Satisfying. ρ∗ does not falsify any of the constraints of F ◦ XORG .
Initially ρ = ρ∗ = ∗n and the invariants are satisfied.
In each round we will query the Adversary strategy D at most 2w times. Suppose that
we (as the Adversary) have played for less than d/2w rounds such the invariants are satisfied,
then we can claim we can continue for another round and restore the invariants.
So, suppose in the current round that the Prover queries the variable xi . If i ∈ set(ρ)
then we assign ρi = ρ∗i ; otherwise, we simply respond with an arbitrary bit. The Prover
then chooses an arbitrary set of indices I ⊆ set(ρ) and forgets all assignments in them. Let
µ ⊆ ρ ∪ {xi = b} denote the partial assignment after the Adversary responds and the Prover
forgets the chosen subset.
First, we note that by the Expansion invariant, each constraint not in Fixed(set(ρ∗ )) had
at least two free variables before xi was set, and therefore setting xi could not have fixed any
of the XORs. So, we only need to describe how to restore the invariants. If G \ set(µ) is a
(r/2, 3/2)-boundary expander then we are done: we simply update ρ = ρ∗ = µ and continue
to the next stage. The interesting case is when G \ set(µ) is not an (r/2, 3/2)-boundary
expander.
Because G \ set(ρ∗ ) was an (r/2, 3/2)-boundary before setting xi , it follows that after
setting it, G \ (set(ρ∗ ) ∪ {i}) is, at worst, an (r/2, 1/2)-boundary expander. Applying
Lemma 5.3 to set(µ) we get a new collection of coordinates Cl(set(µ)) ⊇ set(µ) such that
|Fixed(Cl(set(µ)))| ≤ 2|set(µ)| and G \ Cl(set(µ)) is an (r/2, 3/2) boundary expander. We
will now extend µ to µ∗ such that set(µ∗ ) = Cl(set(µ)) and µ∗ satisfies the invariants.
First, for every XOR constraint Ij ∈ Fixed(Cl(set(µ))) ∩ Fixed(set(ρ∗ )), we have that
Vars(Ij ) is contained in both Cl(set(µ)) and set(ρ∗ ), so for every such variable xi we simply
assign µ∗i = ρ∗i . Let
I = {I1 , . . . , It } := Fixed(Cl(set(µ))) \ Fixed(set(ρ∗ ))
be the set of indices of XOR-constraints whose variables must be updated. Because G \
(set(ρ∗ ) ∪ {i}) is an (r/2, 1/2)-boundary expander, by Lemma 5.2 we can find a strong SDR
J = {J1 , . . . , Jt } for I. Therefore, for every variable xj which is in Cl(set(µ)) \ J and which
has not yet been assigned, we assign xj arbitrarily in µ∗ . This leaves just the variables in
the strong SDR J, which we will assign according to the Adversary strategy D.
For ℓ = 1, . . . , t perform the following: Query the Adversary strategy D for the response
β ∈ {0, 1} when the current state is XORG (µ∗ ) and the Prover is querying the variable
yIℓ (of F ). Observe that because we have already fixed all of the other variables in the
neighbourhood of yIℓ , the only free variable in the constraint corresponding to yIℓ is xJℓ .
Therefore, we fix µ∗Jℓ so that
M

xj = β.

j:(Iℓ ,k)∈E

Doing this for all ℓ satisfies all constraints by the correctness of the Adversary strategy and,
as we have stated before, G \ Cl(set(µ)) = G \ set(µ∗ ) is an (r/2, 3/2)-expander. We can now
update ρ = µ and ρ∗ = µ∗ , restoring our invariants.
Finally, observe that since |set(µ)| ≤ w by definition of a w-bounded game, it follows by
Lemma 5.3 that
|Fixed(Cl(set(µ)))| ≤ 2w,
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and we can conclude that we query the Adversary strategy at most 2w times during this
round. Because we have played for less than d/2w − 1 rounds, the Adversary has answered
at most d − 2w queries so far. This means that the Adversary can still provide answers to
these ≤ 2w queries so that no constraint of F (and thus, F ◦ XORG )) is falsified.
◀

6

Proofs of the Tradeoffs

6.1

Proof of the Resolution Tradeoff

We begin with Theorem 3.1, which we restate next for convenience.
▶ Theorem 3.1. Let F be any CNF formula on N variables and let G = ([N ] ∪ [n], E) be
an (r, 2)-boundary expander. If Π is a resolution refutation of F ◦ XORG ◦ XORn2 such that
log(size(Π) + 1) ≤ r/12, then
depth(Π) log(size(Π) + 1) ≥

depthRes (F )
.
6

We require the following simple size-width lifting theorem for resolution.
▶ Lemma 6.1. Let F be any unsatisfiable CNF formula. For any resolution refutation Π∗
of F ◦ XORn2 there is a resolution refutation Π of F such that
width(Π) ≤ 3 log(size(Π∗ ) + 1),
depth(Π) ≤ depth(Π∗ ).
Proof. Let x1 , . . . , xn be the variables of F and let u1 , v1 , . . . , un , vn be the variables of
F ◦ XORn2 . Let D be the collection of partial restrictions ρ ∈ {0, 1, ∗} that, for every i ∈ [n],
set exactly one of ui or vi to a value in {0, 1} and leave the other unset. Denote by ρ ∼ D
sampling a restriction ρ uniformly at random from D. It is easy to see that for any resolution
refutation Π∗ of F ◦ XORn2 and any ρ∗ ∈ D, Π∗ ↾ ρ is a resolution refutation of F , and
furthermore by closure under restrictions it follows that depth(Π∗ ↾ ρ) ≤ depth(Π∗ ).
Let t be a positive integer to be set later. For any clause C of width(C) ≥ t in Π∗ ,
it follows that for ρ ∼ D, the probability C ↾ ρ is not satisfied is at most (3/4)t . By a
union bound, it follows that the probability that Π∗ ↾ ρ has a clause of width ≥ t is at
most size(Π∗ )(3/4)t , which is strictly less than 1 as long as size(Π∗ ) ≤ (4/3)t . Choosing
t = log4/3 (size(Π∗ ) + 1) ≤ 3 log(size(Π∗ ) + 1) completes the proof.
◀
By combining this lemma with the Depth Condensation Theorem, we can prove Theorem 3.1.
Proof of Theorem 3.1. Let Π∗ be a resolution refutation of F ◦XORG ◦XORn2 . By Lemma 6.1,
there is a resolution refutation Π of F ◦ XORG with depth(Π) ≤ depth(Π∗ ) and
width(Π) ≤ 3 log(size(Π∗ ) + 1) ≤ 3r/14 = r/4.
By the Depth Condensation Theorem, it follows that
depth(Π) log(size(Π) + 1) ≥ depthRes (F )/6.

◀
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Proof of the k-DNF Resolution Tradeoff

Next, we establish Theorem 3.2, which we restate next.
▶ Theorem 3.2. Let k ≥ 1 be any constant, let F be any CNF formula on N variables, and
let G = ([N ] ∪ [n], E) be an (r, 2)-boundary expander. There is a constant δ := δ(k) > 0 such
that if Π is a Res(k) refutation of F ◦ XORG ◦ XORn2 with log(size(Π) + 1) ≤ δ · r, then
depth(Π) log2 (size(Π)) = Ω depthRes (F )



To do so, we will prove a generic lifting theorem for Res(k). For this, it will not be
necessary to recall the specific rules of Res(k), only that every line in a Res(k) proof is a
k-DNF formula.
▶ Res(k) Lifting Theorem. Let k ≥ 1 be an integer and F be any CNF formula. For any
Res(k) refutation Π∗ of F ◦ XORn2 there is a resolution refutation Π of F such that

  4k+1 k k
width(Π) ≤ k log size(Π∗ ) − log(4k)
,
log e

  4k+1 k k
.
depth(Π) ≤ k · depth(Π∗ ) log size(Π∗ ) − log(4k)
log e
This theorem follows in a straightforward way from the switching lemma of Segerlind
Buss and Impagliazzo [35], which shows that low-width DNFs can be converted into short
decision trees under a random restriction.
▶ Definition 6.2. A decision tree is a rooted binary tree in which every non-leaf node is
labelled with a variable, the edges leaving a a node are labelled with 0 and 1, and the leaves
are labelled either 0 or 1. Every root-to-leaf path π in a decision tree T can be viewed as
a partial assignment π ∈ {0, 1, ∗}n , where, if the π takes the edge labelled α ∈ {0, 1} at
node xi then πi = α. We say that T computes a function f : {0, 1}n → {0, 1} if for every
x ∈ {0, 1}n , the leaf of the unique root-to-leaf path π in T which agrees with x is labelled
with f (x). The decision tree complexity of computing f , DT(f ) is the minimum depth of
any decision tree computing f .
For a DNF D over variables {x1 , . . . xn }, let C(D) denote the covering number of D –
the minimum size of a set S ⊆ {x1 , . . . xn } such that for every term T of D, S contains at
least one variable in T . The switching lemma is argued by showing that if the size of C(D)
is large, then many terms of D are independent and thus D is set to 1 with high probability,
and if C(D) is small then we can build a small decision tree computing D.
▶ Lemma 6.3 ( [35]). Let s0 , . . . , sk−1 and p1 , . . . , pk be positive numbers and let D set of
partial assignments such that for every i ≤ k and every i-DNF D′ , if C(D′ ) > si−1 then
Prρ∼D [D′ ↾ ρ ̸= 1] ≤ pi . Then, for every k-DNF D,
"
Pr

ρ∼D

DT(D ↾ ρ) >

k−1
X
i=0

#
si ≤

k
X

pi · 2

Pk−1 
j=i

sj

.

i=1

In the same paper, they showed that Res(k) refutations in which every line can be
represented by a short decision tree can be transformed into a low-width resolution refutation.
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▶ Lemma 6.4 ( [35]). Let F be any unsatisfiable CNF formula. If Π is a Res(k) refutation
of F such that for every line D ∈ Π, DT(D) ≤ t then there is a resolution refutation Π∗ of
F with
width(Π∗ ) ≤ kt,
depth(Π∗ ) ≤ kt · depth(Π).
To prove the Res(k) Lifting Theorem, our strategy will be to show that for any small
Res(k) refutation of F ◦ XOR2 there is a restriction such that under this restriction every
line in the proof can be computed by a short decision tree.
Proof of the Res(k) Lifting Theorem. Let F ◦ XORn2 be defined over variables
u1 , v1 , . . . , un , vn . Let D be the set of restrictions ρ ∈ {0, 1, ∗}2n such that for every
i ∈ [n], ρ sets exactly one of ui , vi to some value in {0, 1} and leaves the other unset. Note
that for any ρ ∈ D, F ◦ XORn2 ↾ ρ = F . Fix a Res(k) refutation Π of F ◦ XORn2 satisfying the
assumption of the lemma. It remains to argue that there exists a restriction ρ ∈ D such that
every line in Π ↾ ρ can be computed by a short decision tree.
Fix any k-DNF D. By the pigeonhole principle, there is a set of at least C(D)/k variabledisjoint terms T1 , . . . , TC(D)/k ∈ D. Denote by ρ ∼ D sampling a restriction ρ from D
uniformly at random, and observe that the probability that ρ satisfies any term T is at most
(1/4)k . Therefore,
Pr [D ↾ ρ ̸= 1] ≤ (1 − (1/4)k )C(D)/k ≤ exp(−(1/4)k C(D)/k).

ρ∼D

Denote w := (log size(Π) − log(2k))(4k+1 k/ log e)k and let si := (w/2)(log e/4i+1 i)k and
pi := 2−4si . Observe that si−1 /4 ≤ si . Therefore,
k−1
X

sj ≤

j=i

k−1
X

si /4j−i ≤ 2si ,

j=i

and in particular,
we have

Pk−1
i=0

si ≤ 2s0 ≤ (w/2) log e ≤ w. For any i-DNF D with C(D) ≥ si−1 ,

Pr [D ↾ ρ ̸= 1] ≤ exp(−(1/4)i C(D)/i) ≤ exp(−si−1 pi /i).

ρ∼D

Therefore, for any k-DNF, it follows from the switching lemma (Lemma 6.3) that
"
#
Pk−1  X
k−1
k
k
X
X
sj
2s
−4s
Pr [DT(D) > w] ≤ Pr

ρ∼D

si ≤

DT(D) >

ρ∼D
i=0

pi · 2

i=1

j=i

≤

k2

i

(2

i

) ≤ k2−2sk .

i=1

Finally, we can conclude the lemma by taking a union bound over all DNFs in Π,
log e

k

Pr [∃D ∈ Π : DT(D ↾ ρ) > w] ≤ size(Π)k2−2sk = size(Π) · k2−w( 4k+1 k ) = 1/2,

ρ∼D

where the final equality follows by our setting of w. Thus, there exists some restriction ρ ∈ D
such that every D ∈ Π ↾ ρ has DT(D) ≤ w. Applying Lemma 6.4 we can conclude that there
is a resolution refutation of width at most kw and depth dkw.
◀
With this lifting theorem in hand, we are ready to prove Theorem 3.2.
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Proof of Theorem 3.2. Set δ > 0 such that δ = (4k+1 k/ log e)−k /4k + log(4k)/r. Let Π∗ be
any Res(k) refutation of F ◦ XORn2 with log size(Π∗ ) ≤ δ · r, and denote by t := (log size(Π∗ ) −
log(4k))(4k+1 k/ log e)k . By the Res(k) Lifting Theorem, there exists a resolution refutation
Π with depth(Π) ≤ kt · depth(Π∗ ) and

width(Π) ≤ kt ≤ k(δr − log(4k))

4k+1 k
log e

k
= r/4.

Applying the Depth Condensation Theorem, we have that


depthRes (F )
≤ depth(Π)size(Π) ≤ (kt)2 depth(Π∗ ) = O log2 size(Π∗ )depth(Π) ,
2
which completes the proof.

6.3

◀

Proof of the Semantic Cutting Planes Tradeoff

Finally, we establish Theorem 3.3.
▶ Theorem 3.3. Let ε > 0 be any constant, let F be any CNF formula on N variables, and
let G = ([N ] ∪ [n], E) be an (r, 2)-boundary expander. There is a constant δ > 0 such that if
Π is a semantic CP refutation of F ◦ XORG ◦ INDnn1+ε with log(size(Π)) ≤ δ · r log n, then
depth(Π) log2 (size(Π)) = Ω(depthRes (F ) log2 n).
This theorem follows almost immediately by applying the dag-like lifting theorem of
Garg et al. [20], with the improved parameters from [23], and observing that their proof also
preserves depth. We state this theorem next, specialized to semantic Cutting Planes.
▶ Theorem 6.5 ( [20, 23]). Let ε > 0 be any constant and let F be an unsatisfiable CNF
formula on n variables. For any semantic CP Π of F ◦ INDnn1+ε there is a resolution refutation
Π∗ of F satisfying


log size(Π)
∗
width(Π ) = O
,
log n


depth(Π) log size(Π)
∗
.
depth(Π ) = O
log n
By combining this lifting theorem with the Depth Condensation Theorem, we can prove
Theorem 3.3.
Proof of Theorem 3.3. Let Π be a semantic CP refutation of F ◦ XORG ◦ INDnn1+ε . By
Theorem 6.5 there is a semantic Cutting Planes refutation Π∗ of F ◦ XORG with depth(Π∗ ) =
O(log size(Π)/ log n) and width(Π∗ ) = α · log size(Π)/ log n for some constant α > 0. Setting
δ > 0 so that αδ = 1/4,
width(Π∗ ) =

α · log size(Π)
≤ αδ · r = r/4.
log n

By the Depth Condensation Theorem, it follows that

depth(Π) log2 size(Π) = Ω depthRes (F ) log2 n .

◀
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Conditional Supercritical Tradeoffs for Monotone Circuits

We end by recording a supercritical size/depth tradeoff for monotone circuits, assuming the
following conjecture which asserts a (quantatively) stronger supercritical size/depth tradeoff
for Resolution.
▶ Conjecture 1.4. There are families of unsatisfiable formulas {Fn } with m = m(n) clauses
such that Fn has Resolution refutations of size polynomial in m, but any polynomial-size (or
subexponential-size) refutation of Fn requires depth that is superlinear in m.
Denote by Search(F ) the canonical CNF search problem associated with a CNF formula
F . For any k-CNF formula F with m variables and n clauses, and any gadget g : [D] ×
{0, 1}D → {0, 1}, it is known that the dag-like communication complexity of Search(F ) ◦ g n is
equivalent to the monotone circuit complexity of computing an associated monotone function
mCSP-SATF,g on N = O(mDk ) many variables [20, 21]. Garg et al. [20] proved a dag-like
lifting theorem, showing that there exists a gadget g such that from a dag-like communication
protocol for Search(F ) ◦ g n , one can extract a Resolution proof of essentially the same size.
We state this lifting theorem next, with the improved parameters due to Lovett et al. [24].
▶ Theorem 7.1 ( [20, 24]). Let F be any unsatisfiable k-CNF formula on n variables and
m clauses and let ε > 0 be any constant. There is a monotone boolean function fF on
mnk(1+ε) 2k variables such that any monotone circuit C computing fF implies a resolution
refutation Π∗ of F satisfying
size(Π∗ ) = O (size(C)) ,


depth(C) log size(C)
depth(Π∗ ) = O
.
log n
Note that Garg et al. [20] state the lifting theorem for Resolution width, rather than size;
the statement for size simply follows by the simple observation that there are at most nw+1
distinct clauses of width at most w.
Now, suppose that there is an O(1)-CNF formula F on m clauses such that any polynomial
size Resolution refutation of F requires depth Ω(m4+ε ) for an arbitrarily small constant
ε > 0. Then, applying this lifting theorem we obtain a supercritical size/depth tradeoff for
Resolution. We state this formally for k-CNF formulas next.
▶ Theorem 7.2. Let ε > 0 be an arbitrarily small constant and let F be an unsatisfiable
3-CNF formula with m clauses on n variables and define N := 8mn3(1+ε) . If any polynomial
size Resolution refutation of F requires depth ω(N ), then there is a size/depth supercritical
tradeoff for monotone circuits.
Proof. Suppose that any polynomial size Resolution refutation of F requires depth at least
d for d = ω(N ). Applying Theorem 7.1 completes the proof.
◀
Note that the assumption that F is a 3-CNF formula is essentially without loss of
generality. Indeed, if F is a k-CNF formula on m clauses and n variables, then by introducing
additional “extension” variables, we can transform it into an equivalent 3-CNF formula
as follows: for each k-clause C = ℓ1 ∨ . . . ∨ ℓk with k > 3, introduce k − 1 new variables
y1 , . . . , yk−1 , and replace C by the following k-clauses
y1 ∨ ℓ1 , ¬y1 ∨ ℓ2 ∨ y2 , . . . , ¬ℓk−1 ∨ ℓk .
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The resulting CNF formula has at most n + mk variables and at most mk clauses. Finally,
observe that the original CNF formula can be derived from the extended formula in size
at most O(mk) and depth log(k) by simply resolving on the y-variables. Thus, for k-CNF
formulas we obtain Theorem 7.2 with N = O(mk(n + mk)3(1+ε) ).
Finally, note that a lifting theorems for a constant-size gadget would allow us to obtain
supercritical size/depth tradeoffs for monotone circuits from supercritical tradeoffs for
Resolution that are barely superlinear in m (in constrast with the Ω(m4 ) required by the
current lifting theorem). We state this next.
▶ Observation 7.3. Let F be any unsatisfiable k-CNF formula on n variables and m clauses
and let g : [D] × {0, 1}D → {0, 1} be any function such that any dag-like communication
protocol for Search(F ) ◦ g n implies a Resolution refutation Π∗ of F satisfying
size(Π∗ ) = poly(size(C)),


depth(C) log size(C)
∗
depth(Π ) = O
.
log n
If any polynomial size Resolution refutation of F requires depth at least ω(mDk ) then there
is a supercritical size/depth tradeoff for monotone circuits.
Proof. Recall from the beginning of this section that a dag-like communication protocol for
solving Search(F ) ◦ g n is equivalent to a monotone circuit computing the monotone function
mCSP-SATF,g on N = O(mDk ) many variables. By the assumption that any polynomial-size
Resolution refutation of F requires depth ω(mDk ), and the assumed lifting theorem, we
obtain a supercritical size/depth tradeoff for monotone circuits.
◀
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1

Introduction

Homomorphic Secret Sharing (HSS) [6, 10, 12] is a form of secret sharing that supports
computation on the shared data by means of locally computing on the shares. HSS can be
viewed as a distributed analogue of homomorphic encryption [46, 33] that allows for better
efficiency and weaker cryptographic assumptions, or even unconditional security.
More formally, a standard t-private (threshold) secret-sharing scheme randomly splits an
input x into k shares x(1) , . . . , x(k) , distributed among k servers, so that no t of the servers
learn any information about the input. (Here we assume information-theoretic security by
default, but we will later also consider computational security.) A secret-sharing scheme as
above is an HSS for a function class F if it additionally allows computation of functions
f ∈ F on top of the shares. More concretely, an HSS scheme Π consists of three algorithms,
Share, Eval and Rec. Given m inputs x1 , . . . , xm , which we think of as originating from
m distinct input clients, the randomized Share function independently splits each input xi
among k servers. Each server j computes Eval on its m input shares and a target function
f ∈ F , to obtain an output share y (j) . These output shares are then sent to an output client,
who runs Rec(y (1) , . . . , y (k) ) to reconstruct f (x1 , . . . , xm ).2
As described up to this point, the HSS problem admits a trivial solution: simply let Eval
be the identity function (which outputs all input shares along with the description of f ) and
let Rec first reconstruct the m inputs and then compute f . To be useful for applications, HSS
schemes are required to be compact, in the sense that the output shares y (j) are substantially
shorter than what is sent in this trivial solution. A strong compactness requirement, which is
often used in HSS definitions from the literature, is additive reconstruction. Concretely, in an
additive HSS scheme the output of f is assumed to come from an Abelian group G, each output
share y (j) is in G, and Rec simply computes group addition. Simple additive HSS schemes
for linear functions [6], finite field multiplication [5, 15, 21], and low-degree multivariate
polynomials [2, 3, 17] are implicit in classical protocols for information-theoretic secure
multiparty computation and private information retrieval. More recently, computationally
secure additive HSS schemes were constructed for a variety of function classes under a variety
of cryptographic assumptions [9, 24, 10, 11, 29, 12, 13, 8, 18, 44, 47].
While additive HSS may seem to achieve the best level of compactness one could hope for,
allowing for 1-bit output shares when evaluating a Boolean function f , it still leaves a factor-k
gap between the output length and the total length of the output shares communicated to
the output client. This is undesirable when f has a long output, especially when k is big.
We refer to the total output share length of Π as its download cost and to the ratio between
the output length and the download cost as its download rate or simply rate. We note that
even when allowing a bigger number of servers and using a non-additive output encoding, it
is not clear how to optimize the rate of existing HSS schemes (see Section 1.1.1 for further
discussion).
In the related context of homomorphic encryption, it was recently shown that the
download rate, amortized over a long output, can approach 1 at the limit [25, 34, 14].
However, here the concrete download cost must inherently be bigger than a cryptographic
security parameter, and the good amortized rate only kicks in for big output lengths that

2

One may also consider robust HSS in which reconstruction can tolerate errors or erasures. While some
of our results can be extended to this setting, in this work (as in most of the HSS literature) we only
consider the simpler case of non-robust reconstruction.
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depend polynomially on the security parameter. The relaxed HSS setting has the qualitative
advantage of allowing the rate to be independent of any security parameters, in addition to
allowing for information-theoretic security and better concrete efficiency.
In this work, we initiate the systematic study of the download cost of homomorphic secret
sharing. We ask the following question:
How compact can HSS be? Can existing HSS schemes be modified to achieve amortized
download rate arbitrary close to 1, possibly by employing more servers?
More concretely, our primary goal is to understand the best download rate attainable
given the number of servers k, the security threshold t and the class of functions F that
the HSS is guaranteed to work for. As a secondary goal, we would also like to minimize the
overhead to the upload cost, namely the total length of the input shares.
To help establish tight bounds, we study the download rate when amortized over multiple
instances. That is, given inputs xi,j for i ∈ [m], j ∈ [ℓ], all shared separately, and functions
f1 , . . . , fℓ ∈ F , we consider the problem of computing fj (x1,j , x2,j , . . . , xm,j ) for all j ∈ [ℓ].
(Note that positive results in this setting also apply in the easier settings of computing
multiple functions on the same inputs or the same function on multiple inputs.) HSS with a
big number of instances ℓ can arise in many application scenarios that involve large-scale
computations on secret-shared inputs. This includes private information retrieval, private set
intersection, private statistical queries, and more. Such applications will motivate specific
classes F we consider in this work.

1.1

Contributions

We develop a framework in which to study the download rate of HSS and obtain both positive
and negative results for special cases of interest. In the following we give a detailed overview
of our main results. The theorem statements use the terminology informally defined above;
see Section 2 for formal definitions. A high level overview of the proofs will be given in
Section 1.2. The full proofs are deferred to the full version of this paper [30].

1.1.1

Optimal-download linear HSS for low-degree polynomials, and
applications

We consider information-theoretic HSS when the function class F is the set of degree-d
m-variate polynomials over a finite field F. A standard HSS for this class [2, 3] uses k = dt + 1
servers and has download rate of 1/k. By using k ≫ dt servers, a multi-secret extension of
Shamir’s secret sharing scheme [31] can be used to get the rate arbitrarily close to 1/d, for
sufficiently large ℓ.3 We present two constructions that obtain a better rate, arbitrarily close
to 1 (see [30, Section 3] for their full descriptions).
Our first construction is based
 on the highly redundant CNF sharing [41], where each
k
input is shared by replicating t additive shares. This construction is defined for all choices
of F, m, d, t, ℓ and k > dt, and its rate is determined by the best minimal distance of a linear
code with related parameters.

3

Intuitively, this is because one can use polynomials of degree ≈ k/d to share the secrets (yielding rate
≈ 1/d when k ≫ dt). A higher degree is not possible because the product of d polynomials should have
degree < k to allow interpolation. See [30, Remark 4] for more details.
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▶ Theorem 1. Let ℓ, t, k, d, m be integers, and let F be a finite field. Suppose that for some
integer b > ℓ/k, there is an F-linear code C ∈ (Fb )k with rate at least ℓ/(kb) and distance at
least dt + 1. Then there is a t-private, k-server linear HSS for the function class of ℓ degree-d
m-variate polynomials over F with download rate ℓ/(kb) and upload cost kℓm k−1
log2 |F|.
t
For sufficiently large ℓ this code is an MDS code, in which case the rate is 1 − dt/k. The main
downside of this construction is a kt overhead to the upload cost. Settling for computational
security, this overhead can be converted into a computational overhead (which is reasonable
in practice for small values of k, t) by using a pseudorandom secret sharing technique [36, 20].
Our second construction uses Shamir sharing [49], where each input is shared by evaluating
a random degree-t polynomial over an extension field of F at k distinct points.
▶ Theorem 2. Let F be a finite field. Let m be a positive integer. Let b ≥ log|F| (k) be a positive
integer and let ℓ = b(k − dt). There is a t-private k-server linear HSS for the function class
of ℓ degree-d m-variate polynomials over F, where the upload cost is kmb2 (k − dt)2 log2 |F|,
and the download cost is kb log2 |F|. Consequently, the download rate is 1 − dt/k.
This construction also achieves a download rate of 1 − dt/k for sufficiently large ℓ, but
here this rate is achieved with upload cost that scales polynomially with t and the other
parameters.
Both constructions are linear in the sense that Share and Rec are linear functions. In [30,
Section 3.2] we show that for such linear HSS schemes, 1 − dt/k is the best rate possible,
implying optimality of our schemes.
▶ Theorem 3. Let t, k, d, m, ℓ be positive integers so that m ≥ d. Let F be any finite field. Let
Π be a t-private k-server linear HSS for the function class of ℓ degree-d m-variate polynomials
over F. Then dt < k, and the download cost of Π is at least kℓ log2 |F|/(k − dt). Consequently,
the download rate of Π is at most 1 − dt/k.
We compare the above two HSS schemes in [30, Section 3.1.3]. Briefly, the Shamir-based
scheme has better upload cost (which scales polynomially with all parameters) but is more
restrictive in its paramater regime: that is, it only yields an optimal scheme in a strict subset
of the parameter settings where the CNF-based scheme is optimal. One may wonder if this
is a limitation of our Shamir-based scheme in particular or a limitation of Shamir sharing
in general. We show in [30, Proposition 1] that it is the latter. That is, there are some
parameter regimes where no HSS based on Shamir sharing can perform as well as an HSS
based on CNF sharing.
Applications: High-rate PIR and more. We apply our HSS for low-degree polynomials
to obtain the first information-theoretic private information retrieval (PIR) protocols that
simultaneously achieve low (sublinear) upload cost and near-optimal download rate that gets
arbitrarily close to 1 when the number of servers grows. A t-private k-server PIR protocol [17]
allows a client to retrieve a single symbol from a database in Y N , which is replicated among
the servers, such that no t servers learn the identity of the retrieved symbol. The typical
goal in the PIR literature is to minimize the communication complexity when Y = {0, 1}.
In particular, the communication complexity should be sublinear in N . Here we consider
the case where the database has (long) ℓ-bit records, namely Y = {0, 1}ℓ . Our goal is to
maximize the download rate while keeping the upload cost sublinear in N . Chor et al. [17]
obtain, for any integers d, t ≥ 1 and k = dt + 1, a t-private k-server PIR protocol with upload
cost O(N 1/d ) and download rate 1/k (for sufficiently large ℓ). This protocol implicitly relies
on a simple HSS for degree-d polynomials. Using our high-rate HSS for degree-d polynomials,
by increasing the number of servers k the download rate can be improved to 1 − dt/k (in
particular, approach 1 when k ≫ dt + 1) while maintaining the same asymptotic upload cost.
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▶ Theorem 4. For all integers d, t, k, w > 0, such that dt < k, there is a t-private k-server
PIR protocol for (w · (k − dt) · ⌈log2 k⌉)-bit record databases of size N such that:
The upload cost is O(k 3 log k · N 1/d ) bits;
The download cost is wk⌈log2 k⌉ bits. Consequently, the rate of the PIR is 1 − dt/k.
It is instructive to compare this application to a recent line of work on the download rate
of PIR. Sun and Jafar [52, 53], following [48], have shown that the optimal download rate of
1-private PIR is (1 − 1/k)/(1 − 1/k N ) (for records of length ℓ ≥ k N ). However, their positive
result has Ω(N ) upload cost. We get a slightly worse4 download rate of 1 − d/k, where the
upload cost is sublinear for d ≥ 2.
Finally, beyond PIR, HSS for low-degree polynomials can be directly motivated by a
variety of other applications. For instance, an inner product between two integer-valued
vectors (a degree-2 function) is a measure of correlation. To amortize the download rate of
computing ℓ such correlations, our HSS scheme for degree-2 polynomials over a big field F
can be applied. As another example, the intersection of d sets Si ⊆ [ℓ], each represented by
a characteristic vector in Fℓ2 , can be computed by ℓ instances of a degree-d monomial over
F2 . See [42, 40] for more examples.

1.1.2

Black-box rate amplification for additive HSS

The results discussed so far are focused on information-theoretic HSS for a specific function
class. Towards obtaining other kinds of high-rate HSS schemes, in [30, Section 4] we develop
a general black-box transformation technique ([30, Lemma 4]) that can improve the download
rate of any additive HSS (where Rec adds up the output shares) by using additional servers.
More concretely, the transformation can obtain a high-rate t-private k-server HSS scheme
Π by making a black-box use of any additive t0 -private k0 -server Π0 , for suitable choices of
k0 and t0 . The transformation typically has a small impact on the upload cost and applies
to both information-theoretically secure and computationally secure HSS. While we cannot
match the parameters of the HSS for low-degree polynomials (described above) by using this
approach, we can apply it to other function classes and obtain rate that approaches 1 as k
grows.

We present three useful instances of this technique. In the first, we use Π0 with k0 = kt
and t0 = k0 − 1 to obtain a t-private k-server HSS Π with rate 1 − t/k. Combined with a
computational HSS for circuits from [24] (which is based on a variant of the Learning With
Errors assumption) this gives a general-purpose computationally t-private HSS with rate
1 − t/k, approaching
 1 when k ≫ t, at the price of upload cost and computational complexity
k
that scale with t .
▶ Theorem 5. Let t, k be integers.
Suppose there exists a computationally t0 -private k0 -server

k
HSS for circuits, for k0 = t and t0 = k0 − 1, with additive reconstruction over F2 and
individual upload cost L. Then, there exists a computationally t-private k-server HSS for
circuits with ℓ-bit outputs, ℓ = (k − t)⌈log2 k⌉, with download rate 1 − t/k and individual
upload cost ℓ k−1
t L.

4

Note that our positive result applies also to a stronger variant of amortized PIR, which amortizes over ℓ
independent instances of PIR with databases in {0, 1}N . In this setting, our construction with d = 1
achieves an optimal rate of 1 − 1/k (where optimality follows from [48] or from [30, Lemma 3]). In
Section 1.1.2 below we discuss a construction of computationally secure PIR that achieves the same rate
of 1 − 1/k with logarithmic upload cost.
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This should be compared to the 1/(t + 1) rate obtained via a direct use of [24]. Note
that, unlike recent constructions of “rate-1” fully homomorphic encryption schemes [34, 14],
here the concrete download rate is independent of the security parameter.
The above transformation is limited in that it requires Π0 to have a high threshold t0 ,
whereas most computationally secure HSS schemes from the literature are only 1-private.
Our second instance of a black-box transformation uses any 1-private 2-server Π0 to obtain
a 1-private k-server Π with rate 1 − 1/k. Applying this to HSS schemes from [9, 11], we
get (concretely efficient) 1-private k-server computational PIR schemes with download rate
1 − 1/k, based on any pseudorandom generator, with upload cost O(λ log N ) (where λ is a
security parameter).
▶ Theorem 6. Suppose one-way functions exist. Then, for any k ≥ 2, w ≥ 1, and
ℓ = w(k − 1), there is a computationally 1-private k-server PIR protocol for databases with
N records of length ℓ, with upload cost O(kλ log N ) and download rate 1 − 1/k.
We can also apply this transformation to 1-private 2-server HSS schemes from [10, 44, 47],
obtaining 1-private k-server HSS schemes for branching programs based on number-theoretic
cryptographic assumptions (concretely, DDH or DCR), with rate 1 − 1/k.
Our third and final instance of the black-box transformation is motivated by the goal
of information-theoretic PIR with sub-polynomial (N o(1) ) upload cost and download rate
approaching 1. Here the starting point is a 1-private 3-server PIR scheme with sub-polynomial
upload cost based on matching vectors [55, 26]. While this scheme is not additive, it can be
made additive by doubling the number of servers. We then apply the third variant of the
transformation to the resulting 1-private 6-server PIR scheme, obtaining
a 1-private k-server
√
PIR scheme with sub-polynomial upload cost and rate 1 − 1/Θ( k). Note that here we
cannot apply the previous transformation since k0 = 6 > 2.
√
PIR
▶ Theorem 7. There exists a 1-private k-server

√ for 2w · (k− Θ( k))-bit, w ∈ N, record
databases of size N , with upload cost O k 2 · 26 log N log log N and download cost 2w · k.
√
Consequently, the rate of the PIR is 1 − 1/Θ( k).
We leave open the question of fully characterizing the parameters for which such black-box
transformations exist.

1.1.3

Nonlinear download rate amplification

All of the high-rate HSS schemes considered up to this point have a linear reconstruction
function Rec. Moreover, they all improve the rate of existing baseline schemes by increasing
the number of servers. In [30, Section 5] we study the possibility of circumventing this barrier
by relaxing the linearity requirement, without increasing the number of servers.
The starting point is the following simple example. Consider the class F of degree-d
monomials (products of d variables) over a field F of size |F| ≈ d. Letting k = d + 1 and
t = 1, we have the following standard “baseline” HSS scheme: Share applies Shamir’s scheme
(with t = 1) to each input; to evaluate a monomial f , Eval (computed locally by each
server) multiplies the shares of the d variables of f ; finally Rec can recover the output by
interpolating a degree-d polynomial, applying a linear function to the output shares. The
key observation is that since each input share is uniformly random over F, the output of Eval
is biased towards 0. Concretely, by the choice of parameters, each output share is 0 except
with ≈ 1/e probability. It follows that when amortizing over ℓ instances, and settling for
2−Ω(ℓ) failure probability, the output of Eval can be compressed by roughly a factor of e by
simply listing all ≈ ℓ/e nonzero entries and their locations.

I. Fosli, Y. Ishai, V. I. Kolobov, and M. Wootters

71:7

While this example already circumvents our negative result for linear HSS, it only applies
to evaluating products over a big finite field, which is not useful for any applications we are
aware of. Moreover, this naive compression method does not take advantage of correlations
between output shares. In [30, Theorem 12] we generalize and improve this method by using
a variant of Slepian-Wolf coding tailored to the HSS setting. Note that we cannot use the
Slepian-Wolf theorem directly, because the underlying joint distribution depends on the
output of f and is thus not known to each server. We apply our general methodology to the
simple but useful case where f computes the AND of two input bits. As discussed above, ℓ
instances of such f can be motivated by a variant of the private set intersection problem in
which the output client should learn the intersection of two subsets of [ℓ] whose characteristic
vectors are secret-shared between the servers. By applying [30, Theorem 12] to a 1-private
3-server HSS for AND based on CNF sharing (Definition 24), we show that the download
rate can be improved from 1/3 to ≈ 0.376 (with 2−Ω(ℓ) failure probability), which is the best
possible using our general compression method.
▶ Corollary 8. For sufficiently large ℓ, the HSS from Definition 24 is a 3-server, 1-private,
1 − 2−Ω(ℓ) -correct HSS for the function family ℓ AND evaluations, with download rate
R ≥ 0.376.
Moreover, for these parameters, the Greedy Monomial CNF HSS yields the best download
rate when plugged into [30, Theorem 12], out of all F2 -linear HSS schemes.
Perhaps even more surprisingly, the improved rate can be achieved while ensuring that
the output shares reveal no additional information except the output. We refer to the latter
feature as symmetric privacy.
▶ Proposition 9. The 1-private 3-server HSS scheme from Definition 24 is a symmetric
HSS in the sense of Definition 25.
This should be contrasted with the above example of computing a monomial over a large
field, where the output shares do reveal more than just the output (as they reveal the product
of d degree-1 polynomials that encode the inputs). While symmetric privacy can be achieved
by rerandomizing the output shares – a common technique in protocols for secure multiparty
computation [5, 15, 21] – this eliminates the possibility for compression.
Our understanding of the rate of nonlinear HSS is far from being complete. Even for
simple cases such as the AND function, some basic questions remain. Does the compression
method of [30, Theorem 12] yield an optimal rate? Can the failure probability be eliminated?
Can symmetric privacy be achieved with nontrivial rate even when the output client may
collude with an input client? We leave a more systematic study of these questions to future
work.

1.2

Technical Overview

In this section we give a high level overview of the main ideas used by our results.

1.2.1

Linear HSS for low-degree polynomials

We begin by describing our results in [30, Section 3] for linear HSS. We give positive and
negative results; we start with the positive results.
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HSS for Concatenation. Both of our constructions of linear HSS (the first based on CNF
sharing, the second on Shamir sharing) begin with a solution for the special problem of
HSS for concatenation (Definition 23). Given ℓ inputs x1 , . . . , xℓ that are shared separately,
the goal is for the servers to produce output shares (the outputs of Eval) that allow for
the joint recovery of (x1 , . . . , xℓ ), while still using small communication. Once we have an
HSS for concatenation based on either CNF sharing (see Definition 16) or Shamir sharing
(Definition 17), an HSS for low-degree polynomials readily follows by exploiting the specific
structure of CNF or Shamir.5
This problem can be viewed as an instance of share conversion. Concretely, the problem is
to locally convert from a linear secret sharing scheme (LSSS) that shares x1 , . . . , xℓ separately
(via either CNF or Shamir) to a linear multi-secret sharing scheme (LMSSS) that shares
x1 , . . . , xℓ jointly. Thus, our constructions follow by understanding such share conversions.
Construction from CNF sharing. If we begin with CNF sharing, we can completely
characterize the best possible share conversions as described above. Because t-private CNF
shares can be locally converted to any ≥ t-private LMSSS (see Corollary 21, extending [20]
from LSSS to LMSSS), the above problem of share conversion collapses to the problem of
understanding the best rate attainable by an LMSSS with given parameters. It is well-known
that LMSSS’s can be constructed from linear error correcting codes with good dual distance
(see, e.g., [43, 16]). However, in order to construct HSS we are interested only in t-private
LMSSS with the property that all k parties can reconstruct the secret (as opposed to any t + 1
parties or some more complicated access structure), which results in a particularly simple
correspondence (see [30, Lemma 1], generalizing [32]). This in turn leads to [30, Theorem 2],
which characterizes the best possible download rate for any linear HSS-for-concatenation in
terms of the best trade-off between the rate and distance of a linear code. This theorem gives
a characterization (a negative as well as a positive result). The positive result (when we plug
in good codes) gives our CNF-based HSS-for-concatenation, which leads to Theorem 1, our
CNF-based HSS for general low-degree polynomials.
Construction from Shamir sharing. If we begin with Shamir sharing, we can no longer
locally convert to any LMSSS we wish. Instead, we develop a local conversion to a specific
LMSSS with good rate. In order to develop this construction, we leverage ideas from the
regenerating codes literature (see the discussion in Section 1.3 below). Unfortunately, we
are not able to use an off-the-shelf regenerating code for our purposes, but instead we take
advantage of some differences between the HSS setting and the regenerating code setting
in order to construct a scheme that suits our needs. This results in [30, Theorem 5] for
HSS-for-concatenation, and then Theorem 2 for HSS for general low-degree polynomials.
As an application of our Shamir-based construction, we extend information-theoretic
PIR protocols from [17] to allow better download rate by employing more servers, while
maintaining the same (sublinear) upload cost. This leads to Theorem 4.
Negative results. As mentioned above, [30, Theorem 2] contains both positive and negative
results, with the negative results stemming from negative results about the best possible
trade-offs between the rate and distance of linear codes. This shows that our CNF-based

5

In some parameter regimes, HSS for concatenation with optimal download rate is quite easy to achieve
using other secret sharing schemes, such as the multi-secret extension of Shamir’s scheme due to Franklin
and Yung [31]. However, this does not suffice for obtaining rate-optimal solutions for polynomials of
degree d > 1 (see [30, Remark 4]).
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construction is optimal for HSS-for-concatenation, but unfortunately does not extend to give
a characterization of the best download rate for HSS for low-degree polynomials. Instead,
in Theorem 3, we use a linear-algebraic argument to show that no linear HSS for degree d
polynomials can have download rate better than 1 − dt/k. This means that for sufficiently
large ℓ, both of our HSS schemes for low-degree polynomials have an optimal rate.

1.2.2

Black-box rate amplification for additive HSS

Next, we give a brief technical overview of our results in [30, Section 4] on black-box rate
amplification for additive HSS.
The general approach. We show that starting from any t0 -private k0 -server HSS scheme Π0
with additive reconstruction (over some finite field), it is possible to construct other t-private
k-server HSS schemes with higher rate. The main observation is that due to the additive
reconstruction property, after the servers perform their evaluation, the output shares form an
additive sharing of the output y = y (1) + . . . + y (k0 ) (which is t0 -private). By controlling how
the shares are replicated among the servers, each output yi , i = 1, . . . , ℓ, is shared among
the servers according to some LSSS. Hence, at this stage, this becomes a share conversion
problem, where we want to convert separately shared outputs into a high-rate joint LMSSS,
which yields our high-rate HSS scheme.

Black-box transformations with large k0 . We observe that if k0 = kt and t0 = k0 − 1,
then we can replicate the shares of Π0 in such a manner that each output y is t-CNF shared
among the servers. Concretely, if y = y (1) + . . . + y (k0 ) , then we can identify each index
(i)
i = 1, . . . , k0 with a subset Ti ∈ [k]
if and
t , and provide each server j = 1, . . . , k with y
only if j ∈
/ Ti , after which the servers hold a t-CNF sharing of y (Definition 16). Therefore,
as in Section 1.1.1, this now reduces to finding a t-private LMSSS with the best possible rate.
Black-box transformations with k0 = 2. Most computationally secure HSS schemes from
the literature are 1-private 2-server schemes, to which the previous transformation does not
apply. Our second transformation converts any (additive) 1-private 2-server Π0 to a 1-private
k-server Π with rate 1 − 1/k. This is obtained by replicating k − 1 pairs of (output) shares
among the k servers in a way that: (1) each server gets only one share from each pair; (2)
the servers can locally convert their shares to a 1-private (k − 1)-LMSSS of the outputs of
rate 1 − 1/k. To illustrate this approach for k = 3, suppose we are given a 2-additive secret
(1)
(2)
sharing for every output yi = yi + yi , i = 1, 2. We obtain a 1-private 3-server 2-LMSSS
sharing of the outputs with information rate 2/3 in the following way:
(1)

(1) (1)
y1 , y 2

y1

(2)

(2) (1)
y1 , y 2

(1)

y 1 + y2

z (1)
z (1) + z (2) = y1

(1)

y 1 − y2

z (2)

y2

z (1) + z (3) = y2
(1)

(1) (2)
y1 , y 2

(2)

−y1 + y2

z (3)

Since we need only 3 shares to reconstruct 2 secrets, the rate is 2/3. This can be
generalized in a natural way to k servers and k − 1 outputs.
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Sub-polynomial upload cost PIR with high rate. Our third variant of the black-box
transformation is motivated by the goal of high-rate information-theoretic PIR with subpolynomial upload cost. Unlike the previous parts, here we start with a 1-private 6-server HSS,
which has a lower privacy-to-servers ratio. While we don’t obtain a tight characterization for
this parameter setting, we can reduce the problem to a combinatorial packing problem, which
suffices to get rate approaching 1. Concretely, for a universe {1, . . . , q} we need the largest
possible family of subsets S ⊆ [q]
5 , such that distinct sets in S have at most a single element
in common. Next, we show that it is possible to associate every set in S with a secret from
F, and also every set in S and an element of the universe {1, . . . , q} with a server, in such a
way that the output shares, each an element of F, constitute a high-rate LMSSS sharing of
the outputs. This gives us a rate of 1 − q/(q + |S|). Using known constructions of subset
√
families as above of size Θ(q 2 ) [28], we get a download rate of 1 − 1/Θ(q) = 1 − 1/Θ( k).

1.2.3

Nonlinear download rate amplification

Finally, we describe our results in [30, Section 5] for nonlinear rate amplification with a small
error probability.
Slepian-Wolf-style Compression. We begin with any HSS scheme Π for a function class
F. Suppose that, sharing a secret x under Π, each server j has an output share (that is,
the output of Eval), zj . The vector z of these output shares is a random variable, over the
randomness of Share and Eval. Thus, if we repeat this ℓ times with ℓ secrets x1 , . . . , xℓ to get
ℓ draws z1 , z2 , . . . , zℓ , we may hope to compress the sequence of zi ’s if, say, H(z) is small.
There are two immediate obstacles to this hope. The first obstacle is that each vector
zi is split between the k servers, with each server holding only one coordinate. The second
obstacle is that the underlying distribution of each zi depends on the secret xi , which is not
known to the reconstruction algorithm. Both of these obstacles can be overcome directly
by having each server compress its shares individually. This trivially gets around the first
obstacle, and it gets around the second because, by t-privacy, the distribution of any one
output share does not depend on the secret. However, we can do better.
The first obstacle has a well-known solution, known as Slepian-Wolf coding. In SlepianWolf coding, a random source z split between k servers as above can be compressed
separately by each server, with download cost for a sequence of length ℓ approaching
ℓ · maxS⊆[k] H(zS |zS c ). (Here, zS denotes the restriction of z to the coordinates in S.)
Unfortunately, classical Slepian-Wolf coding does not work in the face of the second obstacle,
that is if the underlying distribution is unknown.
The most immediate attempt to adapting the classical Slepian-Wolf argument to deal
with unknown underlying distributions is to take a large union bound over all |X m |ℓ possible
sequences of secrets. Unfortunately, this does not work, as the union bound is too big.
However, by using the method of types (see, e.g., [19, Section 11.1]), we are able to reduce
the union bound to a manageable size. This results in our main technical theorem of this
section, [30, Theorem 12]. We instantiate [30, Theorem 12] with 3-server HSS for the AND
function, based on 3-party CNF sharing, demonstrating how to beat the impossibility result
in Theorem 3 even for a simple and well-motivated instance of HSS.
Symmetric privacy for free. A useful added feature for HSS is having output shares that
hide all information other than the output. We refer to this as symmetric privacy. The
traditional method of achieving this is by “rerandomizing” the output shares. However,
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this approach conflicts with the compression methodology discussed above. Somewhat
unexpectedly, we show (Proposition 9) that our rate-optimized HSS for AND already satisfies
the symmetric privacy property.
To give a rough idea why, we start by describing the HSS scheme for AND that we use to
instantiate [30, Theorem 12] in an optimal way (see Corollary 8). In fact, we describe and
analyze a generalization to multiplying two inputs a, b in a finite field F (the AND scheme
is obtained by using F = F2 ). The Share function shares each secret using 1-private CNF.
Concretely, a is first randomly split into a = a1 + a2 + a3 and similarly b, and then server j
gets the 4 shares ai , bi with i ̸= j. For defining Eval, we can assign each of the 9 monomials
ai bj to one of the servers that can evaluate it, and let each server compute the sum of its
assigned monomials. It turns out that the monomial assignment for which [30, Theorem
12] yields the best rate is the greedy assignment, where each monomial is assigned to the
first server who can evaluate it. Using this assignment, the first and last output shares are
y (1) = (a2 + a3 )(b2 + b3 ) = (a − a1 )(b − b1 ) and y (3) = a1 b2 + a2 b1 . Since y (1) + y (2) + y (3) = ab,
it suffices to show that the joint distribution of (y (1) , y (3) ) reveals no information about a, b
other than ab.
This can be informally argued as follows. First, viewing y (3) as a randomized function of
a1 , b1 with randomness a2 , b2 , the only information revealed by y (3) about a1 , b1 is whether
a1 = b1 = 0. Since a2 , b2 are independent of (a − a1 )(b − b1 ), the information about (a, b)
revealed by (y (1) , y (3) ) is equivalent to (a−a1 )(b−b1 ) together with the predicate a1 = b1 = 0.
Since y (1) is independent of a, b and is equal to ab conditioned on a1 = b1 = 0, the latter
reveals nothing about a, b other than ab, as required. In the formal proof of symmetric
privacy we show an explicit bijection between the randomness leading to the same output
shares given two pairs of inputs that have the same product.
To complement the above, we observe ([30, Proposition 3]) that if we use the natural
HSS for multiplication based on Shamir’s scheme (namely, locally multiply Shamir shares
without rerandomizing), then symmetric privacy no longer holds. Indeed, in this scheme
the output shares determine the product of two random degree-1 polynomials with free
coefficients a and b respectively. Thus, one can distinguish between the case a = b = 0,
in which the product polynomial is of the form αX 2 , and the case where a = 0, b = 1, in
which the product polynomial typically has a linear term. Note that the two cases should be
indistinguishable, since in both we have ab = 0. The insecurity of homomorphic multiplication
without share randomization has already been observed in the literature on secure multiparty
computation [5].

1.3

Related Work

We already mentioned related work on homomorphic secret sharing, fully homomorphic
encryption, private information retrieval, and secure multiparty computation. In the following
we briefly survey related work on regenerating codes and communication-efficient secret
sharing.

1.3.1

Regenerating codes

Our Shamir-based HSS scheme is inspired by regenerating codes [22], and in particular the
work on using Reed-Solomon codes as regenerating codes [50, 37, 54]. A Reed-Solomon code
of block length k and degree d is the set C = {(p(α1 ), . . . , p(αk )) : p ∈ F[X], deg(p) ≤ d}. A
regenerating code, introduced by [22] in the context of distributed storage, is a code that allows
the recovery of a single erased codeword symbol by downloading not too much information
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from the remaining symbols. The goal is to minimize the number of bits downloaded from
the remaining symbols. Thus, a repair scheme for degree dt Reed-Solomon codes immediately
yields an HSS for degree-d polynomials with t-private Shamir-sharing with the same download
cost. It turns out that one can indeed obtain download-optimal HSS schemes for low degree
polynomials this way from the regenerating codes in [54] (see [30, Corollary 2]). However,
while this result obtains the optimal download rate of 1 − dt/k, even for ℓ = 1, the field size
F must be extremely large: doubly exponential in the number of servers k. Alternatively, if
we would like to share secrets over F2 , for example, the upload cost must be huge (see [30,
Remark 3]), even worse than CNF. Moreover, [54] shows that this is unavoidable if we begin
with a regenerating code: any linear repair scheme for Reed-Solomon codes that corresponds
to an optimal-rate HSS must have (nearly) such a large field size. In contrast, our results in
[30, Section 3] yield Shamir-based HSS with optimal download rate and with reasonable field
size and upload cost.
The reason that we are able to do better (circumventing the aforementioned negative
result of [54] for Reed-Solomon regenerating codes) is that (a) in HSS we are only required
to recover the secret, while in renegerating codes one must be able to recover any erased
codeword symbol (corresponding to any given share); (b) we allow the shares to be over a
larger field than the secret comes from;6 and (c) we amortize over ℓ > 1 instances.
However, even though we cannot use a regenerating code directly, we use ideas from the
regenerating codes literature. In particular, our scheme can be viewed as one instantiation of
the framework of [37] and has ideas similar to those in [54]; again, our situation is simpler
particularly due to (a) above.
We mention a few related works that have also used techniques from regenerating codes.
First, the work [1] uses regenerating codes, including a version of the scheme from [37], in
order to reduce the communication cost per multiplication in secure multiparty computation.
Their main result is a logarithmic-factor improvement in the communication complexity for a
natural class of MPC tasks compared to previous protocols with the same round complexity. 7
Second, the recent work [51] studies an extension of regenerating codes (for the special
case of Reed-Solomon codes) where the goal is not to compute a single missing symbol but
rather any linear function of the symbols. While primarily motivated by distributed storage,
that result can be viewed as studying the download cost of HSS for Shamir sharing, in the
single-client case where m = 1, and restricted to linear functions. One main difference of [51]
from our work is that in [51] the secrets are shared jointly, while in our setting (with several
clients) the secrets must be shared independently. Thus [51] does not immediately imply any
results in our setting. Finally, the work [27] studies the connection between regenerating
codes and proactive secret sharing.

6

7

In the regenerating codes setting, this corresponds to moving away from the MSR (Minimum Storage
Regenerating codes) point and towards the MBR (Minimum Bandwidth Regenerating codes) point;
see [23]. To the best of our knowledge, repair schemes for Reed-Solomon codes have not been studied in
this setting.
One may ask why [1] can use a regenerating code while we cannot. The reason is that we are after
optimal download rate. Indeed, one can obtain nontrivial download rate in our setting using a variant
of the scheme in [37], which does have a small field size. However, as is necessary for regenerating codes
over small fields, the bandwidth of the regenerating code does not meet the so-called cut-set bound, and
correspondingly the download rate obtained this way is not as good as the optimal 1 − dt/k download
rate that is achieved with our approach.
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Communication-efficient secret sharing

As noted above, the HSS problem is easier than the general problem of regenerating codes,
as we only need to recover the secret(s), rather than any missing codeword symbol (which
corresponds to recovering any missing share in the HSS setting). As such, one might hope
to get away with smaller field size. In fact, this has been noticed before, and previous
work has capitalized on this in the literature on Communication-Efficient Secret Sharing
(CESS) [39, 38, 7, 45]. The simplest goal in this literature is to obtain optimal-download-rate
HSS for the special case that F consists only of the identity function; more complicated
goals involve (simultaneously) obtaining the best download rate for any given authorized set
of servers (not just [k]); and also being able to recover missing shares (as in regenerating
codes). Most relevant for us, the simplest goal (and more besides) have been attained, and
optimal schemes are known (e.g., [39]).
However, while related, CESS – even those based on Shamir-like schemes as in [39] –
do not immediately yield results for HSS, or even for HSS-for-concatenation. The main
difference is that in CESS, the inputs need not be shared separately. For example, when
restricted to the setting of HSS for the identity function, the scheme in [39] is simply the
ℓ-LMSSS described in Remark 18(b), where the ℓ inputs are interpreted as coefficients of the
same polynomial and are shared jointly.
One exception is the scheme from [38], which is directly based on Shamir’s scheme (with
only one input) over a field F. The scheme is linear, and so it immediately yields an HSS for
degree-d polynomials. However, while the download rate approaches optimality as the size of
the field F grows, it is not optimal.8

2

Preliminaries

Notation. For an integer n, we use [n] to denote the set {1, 2, . . . , n}. For an object w in
some domain W, we use |w| to denote the number of bits required to write down w. That is,
|w| = log2 |W|. We will only use this notation when the domain is clear. We generally use
bold symbols (like x) to denote vectors.

2.1

Homomorphic Secret Sharing

We consider HSS schemes with m inputs and k servers; we assume that each input is shared
independently. We would like to compute functions from a function class F consisting of
functions f : X m → Y, where X and Y are input and output domains, respectively. Formally,
we have the following definition.
▶ Definition 10 (HSS, modified from [12]). A k-server HSS for a function family F = {f :
X m → Y} is a tuple of algorithms Π = (Share, Eval, Rec) with the following syntax:
Share(x): On input x ∈ X the (randomized) sharing algorithm Share outputs k shares
(x(1) , . . . , x(k) ). We will sometimes write Share(x, r) to explicitly refer to the randomness
r used by Share. We refer to the x(j) as input shares.
(j)
(j)
Eval(f, j, (x1 , . . . , xm )): On input f ∈ F (evaluated function), j ∈ [k] (server index)
(j)
(j)
and x1 , . . . , xm (jth share of each input), the evaluation algorithm Eval outputs y (j) ,
corresponding to server j’s share of f (x1 , . . . , xm ). We refer to the y (j) as the output
shares.
8

In more detail, the download rate of the t-private, k-server Shamir-based scheme for degree-d polynomials
in [38] is



k
k−dt

+

k2 (k−dt)2
4 log|B| |F|

−1

, where B is an appropriate subfield of F. In particular, F should be

exponentially large in k before this rate is near-optimal.
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Rec(y (1) , . . . , y (k) ): Given y (1) , . . . , y (k) (list of output shares), the reconstruction algorithm Rec computes a final output y ∈ Y.
The algorithms Π = (Share, Eval, Rec) should satisfy the following requirements:
Correctness: For any m inputs x1 , . . . , xm ∈ X and f ∈ F ,


"
#
(1)
(k)


∀i ∈ [m] xi , . . . , xi
← Share(xi )
(1)
(k)
= f (x1 , . . . , xm ) :
Pr Rec y , . . . , y
= 1.
(j)
(j)
∀j ∈ [k] y (j) ← Eval(f, j, (x1 , . . . , xm ))
If instead the above probability of correctness is at least α for some α ∈ (0, 1) (rather than
being exactly 1), we say that Π is α-correct.
Security: We say that Π is t-private, if for every T ⊆ [k] of size |T | ≤ t and x, x′ ∈ X ,
the distributions (x(j) )j∈T and ((x′ )(j) )j∈T are identical, where x is sampled from Share(x)
and x′ from Share(x′ ).
While the above definition does not refer to computational complexity, in positive results
we require by default that all of algorithms are polynomial in their input and output length.
A major theme of this work is amortizing the download cost of HSS over ℓ function
evaluations. Informally, there are now ℓ points in X m , xj = (x1,j , x2,j , . . . , xm,j ) for each
j ∈ [ℓ], and each input xi,j is shared separately using Share. The goal is to compute fj (xj )
for each j ∈ [ℓ] for some fj ∈ F . Formally, we can view this as a special case of Definition 10
applied to the following class F ℓ .
▶ Definition 11 (The class F ℓ ). Given a function class F that maps X m to Y, we define F ℓ
to be the function class that maps X ℓm to Y ℓ given by
F ℓ := {(xi,j )i∈[m],j∈[ℓ] 7→ (f1 (x1 ), . . . , fℓ (xℓ )) : f1 , . . . , fℓ ∈ F}.
Computational HSS. In this work we will be primarily interested in information-theoretic
HSS as in Definition 10. However, in [30, Section 4] we will also be interested in computationally secure HSS schemes, where the security requirement is relaxed to hold against
computationally bounded distinguishers. A formal definition appears in Section 2.5.
We will be particularly interested in HSS schemes whose sharing and/or reconstruction
functions are linear functions over a finite field, defined as follows.
▶ Definition 12 (Linear HSS). Let F be a finite field. We say that an HSS scheme
b
Π = (Share, Eval, Rec) has linear reconstruction over F if Y = FP
for some integer b ≥ 1;
b
(j)
(j)
bj
Eval(f, j, x ) outputs y ∈ F for integer bj ≥ 0; and Rec : F j j → Fb is an F-linear
map. We say that Π has additive reconstruction over F, or simply that Π is additive, if
b = bj = 1 for all j and Rec(y (1) , . . . , y (k) ) = y (1) + . . . + y (k) .
Finally, we say that Π is linear if it has linear reconstruction and in addition, X = F and
Share(x, r) is an F-linear function of x and a random vector r with i.i.d. uniform entries in
F. Notice that we never require Eval to be linear.
The main focus of this work is on the communication complexity of an HSS scheme. We
formalize this with the following definitions.
▶ Definition 13 (Upload and download costs and rate). Let k, t be integers and let F = {f :
X m → Y} be a function class. Let Π be a k-server t-private HSS for F . Suppose that the
(j)
input shares for Π are xi for i ∈ [m], j ∈ [k], and that the output shares are y (1) , . . . , y (k) .
We define
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The upload cost of Π, UploadCost(Π) =

(j)
j=1 |xi |.
Pk
(j)
|.
j=1 |y

Pm Pk
i=1

The download cost of Π, DownloadCost(Π) =
The download rate (or just rate) of Π,
Rate(Π) =
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log2 |Y|
DownloadCost(Π)

Symmetrically private HSS. Several applications of HSS motivate a symmetrically private
variant in which the output shares (y (1) , . . . , y (k) ) reveal no additional information about the
inputs beyond the output of f . Any HSS with linear reconstruction (Definition 12) can be
modified to meet this stronger requirement without hurting the download rate (and with
only a small increase to the upload cost) via a simple randomization of the output shares.
We further discuss this variant in [30, Section 5].
Private information retrieval. Some of our HSS results have applications to private information retrieval (PIR) [17]. A t-private k-server PIR protocol allows a client to retrieve a
single symbol from a database in Y N , which is replicated among the servers, such that no t
servers learn the identity of the retrieved symbol. Note that such a PIR protocol reduces to
a t-private k-server HSS scheme for the family ALLY of all functions f : [N ] → Y, where the
number of inputs is m = 1. Indeed, in order to retrieve the i’th symbol f (i) from a database
represented by the function f , the client may use an HSS to share the input x = i among
the k servers; each server computes Eval on their input share and the database and sends
the output share back to the client; the client then runs Rec in order to obtain f (i). The
download rate and upload cost of a PIR protocol are defined as in Definition 13.

2.2

Linear Secret Sharing Schemes

In this section we define and give common examples of (information theoretic) linear secret
sharing schemes (LSSS), with secrets from some finite field F. We consider a generalized
linear multi-secret sharing scheme (LMSSS) notion, which allows one to share multiple
secrets.
▶ Definition 14 (LMSSS). Let Γ, T ⊆ 2[k] be monotone (increasing and decreasing, respectively)9 collections of subsets of [k], so that T ∩ Γ = ∅. A k-party ℓ-LMSSS L over a field F
with access structure Γ and adversary structure T is specified by numbers e, b1 , . . . , bk and a
linear mapping Share : Fℓ × Fe → Fb1 × . . . × Fbk so that the following holds.
Correctness: For any qualified set Q = {j1 , . . . , jm } ∈ Γ there exists a linear reconstruction function RecQ : Fbj1 × . . . × Fbjm → Fℓ such that for every x ∈ Fℓ we have
that Prr∈Fe [RecQ (Share(x, r)Q ) = x] = 1, where Share(x, r)Q denotes the restriction of
Share(x, r) to its entries indexed by Q.
Privacy: For any unqualified set U ∈ T and secrets x, x′ ∈ Fℓ , the random variables
Share(x, r)U and Share(x′ , r)U , for uniformly random r ∈ Fe , are identically distributed.
If T contains all sets of size at most t (and possibly more), we say that L is t-private. If
ℓ = 1 we simply call L an LSSS, and we refer to the ℓ-LMSSS obtained via ℓ independent
repetitions of L as ℓ instances of L. Finally, we define the information rate of L to be
ℓ/(b1 + . . . + bk ).

9

We say that Γ and T are monotone (increasing and decreasing, respectively) if Q ⊆ Q′ and Q ∈ Γ then
Q′ ∈ Γ; and if T ′ ⊆ T and T ∈ T then T ′ ∈ T .
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Additive sharing is an important example of an LSSS.
▶ Example 15 (Additive sharing). The additive sharing of a secret x ∈ F is a (k − 1)-private
LSSS with Γ = [k], e = k − 1 and bj = 1 for all j ∈ [k]. It is defined as follows.
Sharing. Let Share(x, r) = (r1 , r2 , . . . , rk−1 , x − r1 − . . . − rk−1 ). Note that the shares
are uniformly distributed over Fk subject to the restriction that they add up to x.
Reconstruction. Let Rec[k] (x(1) , . . . , x(k) ) = x(1) + . . . + x(k) .
We now define two standard LSSS’s and associated ℓ-LMSSS’s we will use in this work:
the so-called “CNF scheme” [41] (also referred to as replicated secret sharing) and Shamir’s
scheme [49].
▶ Definition 16 (t-private CNF sharing).
The t-private k-party CNF sharing of a secret x ∈ F

k
is an LSSS with parameters e = t − 1 and bj = k−1
for all j ∈ [k]. (We use t-CNF when
t
k is clear from the context.) It is defined as follows.

Sharing. Using a random vector r ∈ Fe , we first additively share x by choosing kt
P
random elements of F, xT , so that x = T ⊆[k]:|T |=t xT . Then we define Share(x, r)j =
(xT )j̸∈T for j ∈ [k].
Reconstruction. Any t + 1 parties together hold all of the additive shares xT , and hence
can recover x. This defines RecQ for |Q| > t.
We note that there is a trivial ℓ-LMSSS variant of t-private CNF sharing, as per Definition 14,
which shares ℓ secrets with ℓ independent instances of CNF sharing.
▶ Definition 17 (t-private Shamir sharing). Let F be a finite field and let E ⊇ F be an extension
field (typically, the smallest extension field so that |E| > k), and suppose that s = [E : F]
is the degree of E over F. Fix distinct evaluation points α0 , α1 , . . . , αk ∈ E. The t-private,
k-party Shamir sharing of a secret x ∈ F (with respect to E and the αi ’s) is an LSSS with
parameters e = t · s and bi = s for all i ∈ [k], defined as follows.
Sharing. Let x ∈ F and let r ∈ Fts . We may view r as specifying t random elements of
E, and we use r to choose a random polynomial p ∈ E[X] so that deg(p) ≤ t and so that
p(α0 ) = x. Then Share(x, r)j = p(αj ).
Reconstruction. Any t + 1 parties together can obtain t + 1 evaluation points of the
random polynomial p, and hence can recover x = p(α0 ) by polynomial interpolation. This
constitutes the Rec function.
▶ Remark 18 (ℓ-LMSSS variants of Shamir sharing). The definition above is for an LSSS
(1-LMSSS). There are several ℓ-LMSSS varints of t-private Shamir sharing. In particular:
(a) The first variant is the trivial ℓ-LMSSS variant of t-private Shamir sharing where each of
ℓ secrets are shared independently. As per Definition 14, we refer to this as “ℓ instances
of t-private Shamir sharing”.
(b) The second (and third) variants are where ℓ = k − t secrets are encoded as different
evaluation points of a polynomial with degree ℓ + t − 1 (requiring |E| > 2k − ℓ), or,
alternatively, different coefficients (requiring |E| > k). These two ℓ-LMSSS variants
of Shamir sharing (the first of which is sometimes referred to as the Franklin-Yung
|F|
1−t/k
scheme [31]) have an information rate of kℓ log
log |E| =
s .
Local share conversion. Informally, local share conversion allows the parties to convert
from one LMSSS to another without communication. That is, the conversion maps any valid
sharing of x using a source scheme L to some (not necessarily random) valid sharing of x
(more generally, some function ψ(x)), according to the target scheme L′ . Formally, we have
the following definition, which extends the definitions of [20, 4] to multi-secret sharing.
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▶ Definition 19 (Local share conversion). Suppose that L = (Share, Rec) is a k-party ℓ-LMSSS
with parameters (e, b1 , . . . , bk ), and suppose that L′ = (Share′ , Rec′ ) is a k-party ℓ′ -LMSSS
′
with parameters (e′ , b′1 , . . . , b′k ). Let ψ : Fℓ → Fℓ . A local share conversion from L to L′ with
′
respect to ψ is given by functions φi : Fbi → Fbi for i ∈ [k], so that for any secret x ∈ Fℓ , for
′
any r ∈ Fe , there is some r′ ∈ Fe so that
(φ1 (Share(x, r)1 ), . . . , φk (Share(x, r)k )) = Share′ (ψ(x), r′ ).
If there is a local share conversion from L to L′ with respect to ψ, we say that L is locally
convertible with respect to ψ to L′ . When ψ is the identity map, we just say that L is locally
convertible to L′ .
It was shown in [20] that t-private CNF sharing can be locally converted to any LSSS L′
which is (at least) t-private. Formally:
▶ Theorem 20 ([20]). Let L be the t-private k-party CNF LSSS over a finite field F
(Definition 16). Then L is locally convertible (with respect to the identity map ψ) to any
t-private LSSS L′ over F.
We will use a natural extension of this idea: that ℓ instances of k-server CNF can be
jointly locally converted to any k-server ℓ-LMSSS with appropriate adversary structure.
▶ Corollary 21. Let L be the k-party ℓ-LMSSS given by ℓ instances of t-CNF secret sharing
over F (Definition 16). Then L is locally convertible to any t-private k-party ℓ-LMSSS L′
over F.
Proof. Observe that we may obtain an LSSS L′i for each i ∈ [ℓ] from L′ by considering
the LSSS that uses L′ to share (0, . . . , 0, xi , 0, . . . , 0), where xi is in the i′ th position. Note
that each L′i is also t-private, by definition of an LMSSS. Now, consider the secret-sharing
scheme Li that shares (0, 0, . . . , 0, xi , 0, . . . , 0) using L; this is just the standard t-CNF LSSS.
Thus, we may apply Theorem 20 to locally convert Li to L′i for each i ∈ [ℓ]. Finally, each
party adds up element-wise its shares of all schemes L′i to obtain, by linearity, a sharing of
(x1 , . . . , xℓ ) according to L′ .
◀

2.3

Linear HSS for Low-Degree Polynomials

In this section we formally define the function family of low degree polynomials, the related
notion of HSS for concatenation, and a CNF-based HSS for low degree polynomials where
the monomials are assigned to the servers in a greedy manner.
▶ Definition 22. Let m > 0 be an integer and let F be a finite field. We define
POLYd,m (F) = {f ∈ F[X1 , . . . , Xm ] : deg(f ) ≤ d}
to be the class of all m-variate degree-at-most-d polynomials over F. When m and F are
clear from context, we will just write POLYd to refer to POLYd,m (F).
The class POLYℓd may be interesting even when d = 1. In this case, the problem can be
reduced to “HSS for concatenation.” That is, we are given ℓ secrets x1 , . . . , xℓ ∈ F, shared
separately, and we must locally convert these shares to small joint shares of x = (x1 , . . . , xℓ ).
(To apply this towards HSS for POLYℓ1 , first locally compute shares of the ℓ outputs from
shares of the inputs, and then apply HSS for concatenation to reconstruct the outputs.)
Formally, we have the following definition.
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▶ Definition 23 (HSS for concatenation). Let X be any alphabet and let Y = X ℓ . We define
f : X ℓ → Y to be the identity map, and CONCATℓ (X ) = {f }. We refer to an HSS for
CONCATℓ (X ) as HSS for concatenation.
Note that we view m = ℓ as the number of inputs, and so an HSS for concatenation must
share each input xi ∈ X independently. Also note that a linear HSS for CONCATℓ (F) is
equivalent to a linear HSS for POLY1,1 (F)ℓ .
Finally, we define the CNF-based HSS for POLYd,m (F), where the monomials are assigned
to the servers in a greedy manner.
▶ Definition 24 (Greedy-Monomial CNF HSS). Let t, k, d, m be positive integers with k > dt
and let F be a finite field. Define a t-private k-server HSS Π = (Share, Eval, Rec) for
POLYd,m (F) as follows.
Sharing. The Share function is given by t-CNF sharing. To set notation, suppose that
server j receives yj = (Xi,S : j ̸∈ S) where Xi,S for i ∈ [m] and S ⊂ [k] of size t are
P
random so that S Xi,S = xi .
Evaluation. Let f ∈ POLYd,m (F). We may view f (x1 , . . . , xm ) as a polynomial F (X) in
the variables X = (Xi,S )i∈[m],S⊂[k] . Each server j can form some subset of the monomials
Qr
s=1 Xis ,Ss that appear in F (X). Server 1 greedily assembles all of the monomials in
F (X) that they can; the sum of these monomials is Eval(f, 1, y1 ). Inductively, Server j
greedily assembles all of the monomials in F (X) that they can and that have not been
taken by Servers 1, . . . , j − 1, and the sum of these monomials is Eval(f, j, yj ).
P
Reconstruction. By construction, f (x1 , . . . , xm ) is equal to j Eval(f, j, yj ). Thus,
Rec is defined additively.
We refer to this Π as the t-private, k-server greedy monomial CNF HSS.

2.4

Symmetric HSS

In this section we give the formal definition of a symmetrically secure HSS, where we additionally demand that the output client learn nothing beyond the desired output f (x1 , . . . , xm ).
▶ Definition 25 (SHSS). Let Π = (Share, Eval, Rec) be an HSS for F with inputs in X m .
We say that Π is a symmetrically private HSS (SHSS) if the following holds for all f ∈ F
and all x ∈ X m . Let y (1) , . . . , y (k) denote the output shares of Π (that is, the outputs of Eval
given f ). Then the joint distribution of y (1) , . . . , y (k) depends only on f (x).
▶ Remark 26 (Relationship to SPIR). A related notion is that of symmetrically private
information retrieval (SPIR) [35], where the (single) client only learns its requested record
from the database and nothing else. The notion of symmetric privacy in SPIR is stronger
than the one we consider here in that it rules out additional information about the function
f in the joint distribution of both input shares and output shares. To meet this stronger
requirement, the servers must inherently share a source of common randomness which is
unknown to the client. Our weaker symmetric privacy notion considers the output shares
alone. This is motivated by applications in which the output shares are delivered to an
external output client who does not collude with any servers or input clients.

2.5

Computationally Secure HSS

In this section we define the computational relaxation of HSS, adapting earlier definitions
(see, e.g., [12]) to our notation.
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Unlike the information-theoretic setting of Definition 10, in the computational setting
the input domain X and output domain Y are {0, 1}∗ rather than finite sets. We further
modify the syntax of Definition 10 in the following ways.
The function Share takes a security parameter λ as an additional input.
The function class F is replaced by a polynomial-time computable function
F (fˆ; x1 , . . . , xm ), where fˆ describes a function f (x1 , . . . , xm ) and is given as input to Eval.
For instance, private information retrieval can be captured by F (fˆ; x1 ) where fˆ describes
an N -symbol database and x1 an index i ∈ [N ], and F returns fˆ[x1 ]. When referring to
HSS for concrete computational models such as circuits or branching programs, the input
fˆ is a description of a circuit or a branching program with inputs x1 , . . . , xm . Finally,
when considering additive HSS as in Definition 12, fˆ also specifies the finite field over
which the output is defined.
Security for computational HSS is defined in the following standard way.
▶ Definition 27 (Computational HSS: Security). We say that Π = (Share, Eval, Rec) is
computationally t-private if for every set of servers T ⊂ [k] of size t and polynomials p1 , p2
the following holds. For all input sequences xλ , x′λ such that |xλ | = |x′λ | = p1 (λ), circuit
sequences Cλ such that |Cλ | = p2 (λ), and all sufficiently large λ, we have
Pr[Cλ (YT ) = 1] − Pr[Cλ (YT′ ) = 1] ≤ 1/p2 (λ),
where YT and YT′ are the T -entries of Share(1λ , xλ ) and Share(1λ , x′λ ), respectively.
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1

Introduction

Boolean circuits provide a natural model for computing Boolean functions. Given a Boolean
function f in variables x1 , . . . , xn , a circuit is a sequence C = ⟨g1 , . . . , gt ⟩ of functions where
each gi is either an input variable, its negation, or gi = g(gi1 , gi2 ) where i1 , i2 < i and g is
an arbitrary Boolean function. The output of the circuit on an input x is given by the last
function, that is, C(x) = gt (x). The size of the circuit C is t, the length of the sequence.
A well-known simple counting argument due to Shannon shows that almost all Boolean
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functions in n variables require circuits of size 2n /n (see [17] for a proof and more background
on circuit complexity). Despite this fact, the best known circuit size lower bound for an
explicit function is barely above 3n [10]. It is known that the arguments used in this result,
the so-called gate elimination technique, cannot even yield a lower bound of 5n [14]. Thus, a
super-linear size lower bound even for logarithmic depth circuits would make a breakthrough
in the formidable wall of complexity theory.

1.1

Valiant’s program and depth-3 circuits

Another natural model of computation is bounded-depth circuits with unbounded fan-in. Let
Σk3 denote the class of depth-3 circuits of the form OR ◦AND◦OR with bottom fan-in at most
k. Equivalently we can view a Σk3 -circuit as an unbounded disjunction of k-CNF formulas.
Valiant [31] formulated a program to prove super-linear lower bounds for O(log n)-depth
ϵ
circuits. He showed that a lower bound of 2ω(n/ log log n) for Σn3 circuits for some ϵ > 0
implies a super-linear lower bound for O(log n)-depth fan-in 2 circuits. Furthermore, he
O(1)
showed that if we restrict the depth-3 circuits to Σ3
then a lower bound larger than 2n/2
implies a super-linear lower bound for series-parallel circuits. This gives a strong motivation
to prove Σk3 -circuit lower bounds for a fixed function for every constant k. In this direction
Paturi, Pudlák, and Zane [23] proved a lower bound of Ω(2n/k ) for the parity function. Later
Paturi, Pudlák, Saks, and Zane [22] using similar but stronger techniques gave a lower bound
2
of Ω(2nπ /6k ) for the characteristic function of the BCH code. This remains the best known
result of this type.
Recently Golovnev, Kulikov, and Williams [15] in an insightful revisiting of Valiant’s
program showed among other things that a lower bound of 2n−o(n) for Σ16
3 -circuits implies a
3.9n − o(n) size lower bound for unrestricted circuits. This is a significant result since as
we mentioned earlier the best lower bounds for unrestricted circuits are much weaker. This
gives a strong motivation to study Σk3 -circuits for small values of k, and in fact, a result in
this direction is known. Paturi, Saks, and Zane [24] proved a 2n−o(n) lower bound for k = 2.
For k ≥ 3 no such bounds are known.
Lower bound arguments. Let us briefly recall the general strategy in Σk3 -circuit lower
bounds. Let f be our hard function. If we can show that any k-CNF formula F which is
consistent with f , that is F (x) ≤ f (x) for all x, has at most R satisfying assignments, then
it follows that f requires Σk3 -circuits of size at least f −1 (1) /R. This is because a Σk3 -circuit
computing f gives a covering of f −1 (1) using the sets of satisfying assignments of k-CNF
formulas which are consistent with f .
The specific execution of this argument for Σ23 is as follows. Given a CNF formula ϕ, we
denote by sat(ϕ) the set of satisfying assignments of ϕ. [24] showed that if S = sat(ϕ) for a
2-CNF formula ϕ in n variables and |S| = 2Ω(n) , then S contains a projection of dimension
Ω(n). A projection is simply an affine space defined by equations of the form x = 0, x = 1,
x = y or x = 1 − y. Thus, if we have a function f such that f −1 (1) has size at least 2n−o(n)
and does not contain any projection of linear dimension, then f requires Σ23 -circuits of size
2n−o(n) . It turns out that explicit constructions of even more general such functions exist.
These are called affine dispersers for sublinear dimension, functions which are not constant
under any affine space of some o(n) dimension (see, e.g., [3])1 . One may ask if it is possible to

1

Note that these functions were explicitly constructed more than a decade after [24] appeared. That
paper got around this by constructing a disperser from a pseudo-random distribution.
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extend the above result regarding projections to k-CNFs for k ≥ 3 and thus obtain Σk3 lower
bounds. However, [24] showed that there are 4-CNFs with exponentially many satisfying
assignments which have only projections of constant dimension (later we will show that there
are even 3-CNFs with this property). This limits the applicability of projections to k-CNFs
for k ≥ 3, but it is conceivable that every sufficiently large set of satisfying assignments of a
k-CNF contains a large general affine subspace.
n

Affine dispersers. Given S ⊆ {0, 1} let AF(S) denote the dimension of the largest affine
space contained in S. Given c define
af k (c) := inf min {AF(sat(ϕ))/n : ϕ is k-CNF in n variables, |sat(ϕ)| ≥ 2cn } .
n

Note that af k (0) = 0 and af k (1) = 1. For every k define ck to be the infimum of c for which
af k (c) > 0. Observe that an affine disperser for sublinear dimension requires Σk3 -circuits of
size 2(1−ck )n−o(n) (we may assume that our function has 2n−o(n) ones, otherwise the negation
of the function, which is also an affine disperser, does). In particular, if ck = 0 for every k
then we get superlinear lower bounds for series-parallel circuits, and if c16 = 0 then affine
dispersers require general circuits of size 3.9n − o(n). Interestingly the state-of-the-art general
circuit lower bounds are proved for such affine dispersers [10]. Thus finding upper bounds on
ck is a justified direction to explore. So far we know only that c2 = 0 [24]. For arbitrary k
the best upper bound to our knowledge can be easily inferred from the Switching Lemma
(see [21, 25]): any k-CNF in n variables has a decision tree representation of size 2(1−1/Ck)n ,
where C > 1 is a universal constant, and thus a k-CNF that accepts significantly more than
2(1−1/Ck)n assignments, in particular, accepts a large subcube, which is the simplest form of
an affine space. The constant C comes from the constant appearing in the Switching Lemma
1
which can be set to 10. It follows that ck ≤ 1 − 10k
.

1.2

Our contributions

We introduce a variant of the VC-dimension which allows better Sauer–Shelah type lemmas [27,
n
28]. Recall that for a set S ⊆ {0, 1} the VC-dimension of S, VC(S), is defined to be the size
of the largest subset I ⊆ [n] such that S projected on coordinates in I is the |I|-dimensional
cube. This is a fundamental concept from learning theory [32] which is also extensively studied
in combinatorics (see, e.g., [5, 4, 2]). It is also used in circuit complexity (see, e.g., [24, 16]
for depth-3, and [9, 20] for general circuits). Applications of the VC-dimension
usually go

Pr
through the Sauer–Shelah lemma which states that if |S| > i=0 ni then VC(S) ≥ r + 1.
This bound is tight and it is sufficient for most applications since it implies that if |S| ≥ 2Ω(n)
then VC(S) ≥ Ω(n). However, this bound cannot guarantee the VC-dimension to be bigger
than n/2 for sets of size 2Ω(n) . To see this consider the set of all n-bit strings with Hamming
weight at most n/2. This set has size 2n−1 but VC-dimension only n/2.
A variant of the VC-dimension. The variant we consider is very natural. Given a set
n
S ⊆ {0, 1} and a positive integer d, Ud (S) is the size of the largest subset I ⊆ [n] such that
the projection of S to every subset of I of size d is the d-dimensional cube. We show that
n
the size of the largest set S ⊆ {0, 1} with Ud (S) = r is the same as the maximum number
of cliques in an n-vertex d-uniform hypergraph with no clique of size r + 1. Luckily for d = 2
this quantity can be computed exactly from a generalization of Turán’s theorem due to Zykov,
r
and it turns out to be nr + 1 . Note that this immediately overcomes the n/2 barrier of the
VC-dimension mentioned before: for the above example we have Un/2 dimension exactly n
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and in general for every ϵ > 0 there exists δ < 1 such that if |S| > 2δn then U2 (S) ≥ (1 − ϵ)n.
For larger values of d we can determine this bound when r ≥ (1 − 1/d)n. For other values,
we state a conjecture that extends Zykov’s theorem to d-uniform hypergraphs.
Applications. We obtain several results regarding depth-3 circuits.
Bottom fan-in 2: The first application is a tightening of [24] relating the dimension of
the largest projection contained in the set of satisfying assignments of a 2-CNF and its
size. This allows us to obtain the following results.
Lower bounds for weaker affine dispersers: We prove lower bounds on the size of Σ23
circuits for affine dispersers for linear dimension. This is interesting since [24] does not
give anything for affine dispersers for dimension bigger than n/2.
Progress on the complexity of the inner product function (IP): The general strategy
for proving Σk3 circuit lower bounds described above does not give optimal bounds for
some functions, notably the inner product function IP. [15] also poses the question of
proving tight bottom fan-in 3 lower bounds for IP. But tight lower bounds are not
known even for bottom fan-in 2 and here we focus on this case. We show that any
2-CNF consistent with the IP on n variables accepts at most 3n/2 assignments and
this is tight. Thus, we obtain a Σ23 -circuit size lower bound of 20.20n that is worse than
the best known 20.25n lower bound, which follows from a reduction to parity. However,
we show that there is a unique 2-CNF consistent with IP achieving this bound. This
suggests that an alternative approach to lower bounds, namely the stability approach,
might be fruitful. Stability results show that a large set avoiding a certain forbidden
structure looks very similar to the unique extremal set (see, e.g., [18, 12]). In circuit
complexity we are only aware of one such result, which can be found in a work of
Dinur and Meir [8]. Perhaps it is possible to show that a 2-CNF consistent with IP
which has many satisfying assignments has a particular structure, and this might allow
us to prove the desired lower bound.
Complexity of degree-2 polynomials over F2 : We show that any such polynomial in
n variables requires Σ23 -circuits of size 2n/10 . Impagliazzo, Paturi, and Zane [16]
showed that almost all degree-2 polynomials require Σk3 -circuits of size 2n−o(n) for
k = O(1). Thus developing lower bound arguments for these functions contributes to
the program of finding explicit hard degree-2 polynomials. The complexity of these
functions has been studied previously for depth-3 circuits with XOR at bottom by
Cohen and Shinkar [7].
Bottom fan-in 3: Assuming that a 3-CNF has sufficiently many satisfying assignments
we give a large projection contained in the set of satisfying assignments which also yields
a Σ33 lower bound for affine dispersers. This follows from our lower bound on U3 for
sufficiently large sets. In particular, it implies that c3 ≤ log3 7 ≃ 0.936. Note that this
is less than the 29
30 ≃ 0.966 bound which follows from the Switching Lemma. Although
this improvement is modest, the underlying conceptual arguments seem to provide new
insight. Our technique poses a Turán-type conjecture for hypergraphs which, if true,
would imply c3 ≤ 0.707.

2

The Ud dimension

▶ Definition 1. Let F ⊆ 2[n] be a set system and let I ⊆ [n]. The trace of F on I is defined
n
by TrF (I) := {A ∩ I : A ∈ F}. Equivalently, viewing F as a subset of {0, 1} , TrF (I) is the
set of distinct vectors obtained by projecting F on the coordinates in I.
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▶ Definition 2. Let F ⊆ 2[n] be a set system. We say that I ⊆ [n] is shattered if |TrF (I)| =
2|I| . Given F the VC-dimension of F , denoted by VC(F ), is the size of the largest shattered
set.
▶ Definition 3 (d-Universality). Let F ⊆ 2[n] be a set system and d a positive integer. We
say that I ⊆ [n] is d-universal for F if |I| ≥ d and every J ⊆ I with |J| = d is shattered. We
say that F has property U (r, d) if there exists I ⊆ [n] of size r which is d-universal. We
denote by u(n, r, d) the cardinality of the largest system of subsets of [n] which does not have
property U (r + 1, d). We write Ud (F ) to denote the size of the largest d-universal set for F .
It immediately follows from the definition that if VC(F ) ≥ d then Ud (F ) ≥ VC(F ). To
prove an upper bound on u(n, r, d) we observe that it is sufficient to consider downward
closed systems. We adopt the squashing argument of Frankl [11].
P
▶ Lemma 4. Let F ⊆ 2[n] be a set system not having property U (r +1, d) such that A∈F |A|
is minimized over all such families of cardinality |F|. Then F is a downward closed family.
Proof. Assume for a contradiction that F is not downward closed. Then there exists A ∈ F
and i ∈ [n] such that A \ {i} ̸∈ F . For any B ⊆ [n] we define
(
′

B :=

B \ {i}

if i ∈ B and B \ {i} ̸∈ F

B

otherwise.

P
We now define F ′ := {B ′ : B ∈ F}. Note that F ′ = |F| and since A′ = A\{i}, C∈F ′ |C| <
P
′
D∈F |D|. Therefore, by the minimality assumption, F has property U (r + 1, d) and
hence there exists I ⊆ [n] with |I| = r + 1, which is d-universal for F ′ . We will show
that I is d-universal also for F , which is a contradiction. Since F and F ′ agree on all
elements except for i, we may assume that i ∈ I. By the same reasoning I \ {i} is duniversal for F . Therefore, it remains to show that for any J ⊆ I \ {i} with |J| = d − 1,
|TrF (J ∪ {i})| = 2d . We will show that for any S ⊆ J, we have that both S and S ∪ {i} are
in TrF (J ∪ {i}). By d-universality S ∪ {i} ∈ TrF ′ (J ∪ {i}) and hence there exists E ∈ F ′
such that S ∪ {i} = E ∩ (J ∪ {i}). Since i ∈ E, by construction of F ′ , it follows that E ∈ F
and hence S ∪ {i} ∈ TrF (J ∪ {i}). Furthermore, again since i ∈ E and by construction of
F ′ , E \ {i} ∈ F . Since S = (E \ {i}) ∩ (J ∪ {i}), we have S ∈ TrF (J ∪ {i}).
◀
Given a d-uniform hypergraph (or a d-graph) H = (V, E), a clique S ⊆ V is a subset of
vertices such that either |S| < d or if |S| ≥ d then any subset of S of size d is a hyperedge in
E. Analogously, S is an independent set if it does not contain any hyperedge. We denote
the d-uniform clique of size t by Ktd . Let us denote by k(n, r, d) the maximum number of
d
cliques in a Kr+1
-free d-graph on n vertices.
▶ Lemma 5. For every n ≥ r ≥ d, u(n, r, d) = k(n, r, d).
d
Proof. To show the lower bound, let H = ([n], E) be a Kr+1
-free d-graph achieving the
maximum number of cliques. We define

F := {S ⊆ [n] : S is a clique in H}.
Note that by construction F is downward closed. Assume for a contradiction that there
exists I ⊆ [n] of size r + 1 which is d-universal for F . By d-universality and downward
closedness, every subset of I of size d is in F which implies that I is a clique in H.
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In the other direction let F be a system of maximum size not having property U (r + 1, d).
By Lemma 4 we may assume that F is downward closed. We define a d-graph H = ([n], E)
as follows:
E := {S ∈ F : |S| = d}.
Since F is downward closed, any clique S ⊆ [n] is d-universal for F . Therefore, H is
d
Kr+1
-free. Note furthermore that each S ∈ F gives a clique in H. Thus, the size of F is
bounded by the total number of cliques in H.
◀
Using Lemma 5 and a generalization of Turán’s Theorem, which has been rediscovered
many times, we can determine u(n, r, 2) precisely. Recall that the Turán graph Tn,r is the
complete n-vertex r-partite graph with parts of sizes as equal as possible.
▶ Theorem 6 (Zykov [33], Sauer [26], Alekseev [1]). Let G be a Kr+1 -free graph on n vertices.
r
Then k(G) ≤ k(Tn,r ) ≤ ( nr + 1) .
Applying Lemma 5 and Theorem 6 immediately implies the following.
r

▶ Theorem 7. For every n ≥ r, u(n, r, 2) = k(Tn,r ) ≤ ( nr + 1) . It follows that for every
U (F )
F ⊆ 2[n] , |F| ≤ ( U2n(F ) + 1) 2 .
We now determine u(n, r, d) when r is sufficiently large. Note that by complementation
k(n, r, d) is the same as the maximum number of independent sets in an n-vertex d-graph
with no independent set of size r + 1. Given a hypergraph H = (V, E), a transversal T ⊆ V is
a subset of vertices such that every edge of H contains at least one vertex from T . Denote by
i(n, r, d) the maximum number of independent sets in an n-vertex d-graph with no transversal
of size r − 1. It is easy to see that
i(n, r, d) = k(n, n − r, d)

(1)

since an n-vertex d-graph has no transversal of size r − 1 if and only if it does not have any
independent set of size n − r + 1.
▶ Theorem 8. Let r ≤ n/d and let H = (V, E) be a d-graph on n vertices with no transversal
of size r − 1 and maximum possible number of independent sets. Then H is the disjoint union
r
of r hyperedges and n − rd isolated vertices. Consequently, i(n, r, d) = 2n−rd (2d − 1) .
To prove this theorem we need the following auxiliary lemma.
▶ Lemma 9. Let X be a set of size d. Consider a distribution µ on the subsets of X with
the following properties:
1. µ(X) = 0.
2. µ(F ) ≥ µ(F ′ ) if F ⊆ F ′ .
Then
E

F ∼µ



F



≥d

2d−1
.
2d − 1

The equality holds if and only if µ(F ) =

1
2d −1

for every F ⊊ X. In other words, E

is minimized if µ is the uniform distribution over all non-full sets.

F ∼µ



F
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i

Proof. Let us denote by [X] the set of subsets of X of size i. Define ν on {0, 1, . . . , d} as
follows:
P
µ(F )
F ∈[X]i

d
i

ν(i) :=

.

▷ Claim 10. For every i, ν(i) ≥ ν(i + 1). The equality holds if and only if µ(F ) = µ(F ′ ) for
every F ⊆ F ′ ⊊ X, where |F | = i and |F ′ | = i + 1.
Proof. We need to show that
P
P
µ(F )
µ(F )
F ∈[X]i

d
i

≥

F ∈[X]i+1

d
i+1

,

which is equivalent to
X
µ(F ) ≥ (i + 1)
(d − i)

X

µ(F ).

(2)

F ∈[X]i+1

F ∈[X]i

Consider the sum
X
µ(F ).
(F,F ′ ), where F ⊆F ′ ,
F ∈[X]i ,F ′ ∈[X]i+1

Each µ(F ), where |F | = i, appears exactly d − i times since there are d − i choices of F ′
such that F ⊆ F ′ and |F ′ | = i + 1. Thus, it is equal to
X
(d − i)µ(F ).
(3)
F ∈[X]i

Similarly,
X

µ(F ′ ) =

′

′

X

(i + 1)µ(F ′ ).

(4)

F ′ ∈[X]i+1

(F,F ), where F ⊆F ,
F ∈[X]i ,F ′ ∈[X]i+1

By the second property of µ, (3) is at least (4), which gives us (2).
For the second part note that equality in (2) holds if and only if µ(F ) = µ(F ′ ), where
i
i+1
F ⊆ F ′ , F ∈ [X] , and F ′ ∈ [X] .
◁
By definition of ν,

E

F ∼µ



F



=

X
F ⊆X

d
X

 
d
(d − |F |)µ(F ) =
(d − i)
ν(i).
i
i=0

We can rewrite the last sum as
j  
d−1 X
X
d
j=0 i=0

i

ν(i).

(5)

We need the following simple fact.
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n

▶ Lemma 11. Let {ai }i=1 be a sequence of non-decreasing numbers a1 ≥ a2 ≥ . . . ≥ an . Let
n
P
n
{bi }i=1 be a sequence of non-negative numbers with
bi > 0. Then for every 1 ≤ m ≤ n
i=1

m
X
i=1

m
P

ai bi ≥ i=1
n
P

bi X
n
bi

a i bi .

i=1

i=1

Proof. Define a random variable X on [n] which takes value i with probability
bi
.
n
P
bj
j=1

Observe that
1
E[aX ] = P
n

n
X

bi

a i bi ,

i=1

i=1

and
1
E[aX |X ≤ m] = P
m

m
X

bi

a i bi .

i=1

i=1

Using a simple coupling argument we show that E [aX | X ≤ m] ≥ E[aX ] which gives the
result. We jointly sample (A, B) such that A is distributed as X and B is distributed as X
conditioned on X ≤ m. Furthermore, we guarantee that B ≥ A which by the assumption
that a1 ≥ . . . ≥ an implies aB ≥ aA .
We first sample A. If A ≤ m then we set B = A. Otherwise, we sample B as X
conditioned on X ≤ m. It is easy to see that (A, B) satisfies our requirements.
◀
Since µ is a distribution and µ(X) = 0, we have
d−1  
X
X
d
ν(i) =
µ(F ) = 1.
i
i=0

(6)

F ⊊X

From Claim 10, Lemma 11 (for ai = ν(i) and bi =
0≤j ≤d−1
j 
X
i=0

j
P

d

d
i



), and (6) it follows that for every



i
d
ν(i) ≥ i=0
.
d
2 −1
i



(7)

Hence, we have the following lower bound on (5):
j 
d−1 X
X
j=0 i=0

j
d−1
P P



d
ν(i) ≥
i

d
i

j=0 i=0
2d − 1

d
P


=

(d − i)

i=0

2d

−1

d
i


=d

2d−1
.
2d − 1

(8)

Observe that (8) is an equality if and only if for every 0 ≤ j ≤ d − 1 (7) is an equality.
Equivalently, for every i we have ν(i) = 2d1−1 . It follows from the second part of Claim 10
that µ(F ) = µ(F ′ ) for every F ⊆ F ′ ⊊ e. In particular, for every F ⊊ e we have µ(F ) =
µ(∅) = ν(0) = 2d1−1 .
◀
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This lemma can be used to prove the following result about the number of independent
sets in a d-graph. Let us denote by i(H) the number of independent sets in a hypergraph H.
▶ Lemma 12. Let e = {u1 , . . . , ud } be an edge of a d-graph H. Then there exists u ∈ e such
that
i(H) ≤

2d − 1
i(H \ u).
2d−1

The equality holds if and only if every no other edge in H intersects e.
Proof. We partition the independent sets in H by their “footprint” on e:
I F := {I : I is an independent set of H, I ∩ e = F } , where F ⊆ e.
Since removing any subset of vertices from an independent set leaves it independent,
|I F | ≥ |I F ′ | if F ⊆ F ′ . Also, I e = ∅ since e is an edge.
For u ∈ e, we can express the number of independent sets in the hypergraph H \ u in
terms of I F .
X
i(H \ u) =
|I F | .
F ⊆e\{u}

Thus, we have the following:
X
X
i(H \ u) =
(d − |F |) |I F | .
u∈e

(9)

F ⊆e

Consider a distribution µ defined on the subsets of e as follows:
µ(F ) :=

|I F |
.
i(H)

Clearly, µ satisfies all the conditions of Lemma 9. Hence,
X

(d − |F |) |I F | ≥ d

F ⊆e

2d−1
i(H).
2d − 1

(10)

Applying (10) to (9) gives
d

X
2d−1
i(H) ≤
i(H \ u) ≤ d max i(H \ u).
d
u∈e
2 −1
u∈e

This concludes the proof of the first part of the statement.
For the second part Lemma 9 also implies that (10) is an equality if and only if µ(F ) =
for every F ⊊ e. Consequently,
|I F | = |I ∅ | .

1
2d −1

(11)

For every F ⊊ e, consider an injective function bF : I F → I ∅ defined as follows:
bF (I) := I \ F.
It follows from (11) that bF is a bijection.
Assume that there exists another edge e′ such that F = e ∩ e′ ̸= ∅. I = e′ \ F is an
independent set (its size is smaller than d), and, since bF is a bijection, I ∪ F = e′ must be
an independent set, which is a contradiction.
◀
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Now we can finally prove Theorem 8.
Proof of Theorem 8. We prove it by induction on n and r. For the case r = 1, H must
be non-empty. Since removing an edge increases the number of independent sets, we can
remove all but one edges from H. The hypergraph with exactly one edge has 2n−d (2d − 1)
independent sets.
For the inductive step, we use the bound from Lemma 12. Let us denote by τ (H) the
size of a transversal of minimum size in H. Let u be a vertex of H such that u is contained
in at least one edge of H. If after removing u the transversal number does not drop, we can
remove every edge incident to u, and the resulting graph would not have a transversal of size
r − 1, but would have more independent sets than H. Thus, without loss of generality, we
can assume that for every non-isolated vertex u, τ (H \ u) = τ (H) − 1.
Clearly, H consists of at least one edge. Let e be an edge of H. Lemma 12 together with
the induction hypothesis imply that
i(H) ≤

2d − 1
2d − 1
r−1
r
i(H \ u) ≤ d−1 2(n−1)−(r−1)d (2d − 1)
= 2n−rd (2d − 1) ,
d−1
2
2

and we have an equality here only if e does not intersect any other edge in H.

◀

The next theorem follows immediately from Theorem 8 and (1).
▶ Theorem 13. Let r ≥ (1 − d1 )n. Then u(n, r, d) = 2n−(n−r)d (2d − 1)

n−r

.

In our applications we only use the upper bound on u. We conjecture that the natural
extension of Theorem 6 to d-graphs holds. Recall the definition of binomial
to real
 coefficients
x(x−1)...(x−k+1)
x
:=
numbers. Given a positive real x and an integer
k
with
x
≥
k
we
define
.
k
k!


Furthermore, we define V (x, d) := x0 + x1 + · · · + xd . In particular if x is a positive integer,
V (x, d) is the size of the Hamming ball of radius d in the x-dimensional cube.
▶ Conjecture 14. Let H be an n-vertex d-graph with no clique of size r + 1. Then k(H) ≤
r
d−1

V ( (d−1)n
, d − 1)
. In particular when d − 1 | r and r | (d − 1)n, the unique extremal case
r
r
is the d−1
-partite d-graph on n vertices where hyperedges are all d-tuples which intersect each
part in at most d − 1 vertices.
Observe that Theorem 13 proves the conjecture for r ≥ (1 − d1 )n. Let us make some
comments regarding Conjecture 14 and how it compares with the usual Turán problem for
hypergraphs. The Turán problem asks to determine the maximum number of hyperedges
in a d-graph with no clique of size r + 1. This is notoriously open even for d = r = 3. One
explanation for the intractability of this problem is that unlike the case of graphs, there are
exponentially many extremal examples for hypergraphs (see [19]). In our case however we
conjecture that there is a unique extremal example which might mean that the problem is
easier. Moreover, for our application we do not need the full generality of the conjecture. In
particular, it is sufficient for us to determine the case d = 3 and r = ϵn for ϵ > 0. Interestingly
for some regime of these parameters the Turán number is known and has been rediscovered
several times (see [29, 6, 30]).
, d − 1)
▶ Theorem 15. Assuming Conjecture 14 holds, u(n, r, d) ≤ V ( (d−1)n
r

ϵn/2
2/ϵ
lar for every ϵ > 0, u(n, ϵn, 3) ≤ ( 2 + 2/ϵ + 1)
.

r
d−1

. In particu-
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Depth-3 Circuits

In this section we give applications of the U2 and U3 dimension to depth-3 circuits.

3.1

Projections
n

A projection in {0, 1} is an affine space given by equations of the form x = 0, x = 1, x = y
n
or x = 1 − y. Given S ⊆ {0, 1} , we denote by PR(S) the dimension of the largest projection
contained in S. We define AF(S) to be the dimension of the largest affine space contained in
S. Note that AF(S) ≥ PR(S) since a projection is a particular type of affine space. We will
show that the converse is also true when S is the set of satisfying assignments of a 2-CNF.
A projection of dimension d in a variable set X can be represented as a sequence of
d
S
2(d + 1) sets (A0 , B0 , A1 , B1 , . . . , Ad , Bd ), where
Ai ∪ Bi = X and for every i ≥ 1 Ai ∪ Bi
i=0

is non-empty. A0 contains variables that are set to 0, B0 contains those set to 1, and for
i ≥ 1 the variables from Ai are equal to each other and the variables from Bi are equal to
their negations.
For a Boolean function f , we write PR(f ) to denote PR(f −1 (1)).
▶ Lemma 16 (Paturi, Saks, and Zane [24]). Let S = sat(ϕ) for a 2-CNF formula ϕ. Then
PR(S) = VC(S).

Pd
Thus, by the Sauer–Shelah lemma, if PR(S) ≤ d for such S, then |S| ≤ i=0 ni . We
improve this bound by showing that as far as 2-CNFs are concerned, VC and U2 dimensions
are the same.
▶ Lemma 17. Let S = sat(ϕ) for a 2-CNF formula ϕ. Then VC(S) = U2 (S).
Proof. VC(S) ≤ U2 (S) follows from the definition. It remains to show that VC(S) ≥ U2 (S).
Let ϕ be the 2-CNF formula in a variable set X with S = sat(ϕ). Recall the implication
digraph of ϕ, D(F ), which is constructed as follows. For every literal u there is a vertex.
For every clause u ∨ v we have two edges, u → v and v → u. Every unit clause v gives the
edge v → v. We say that literal u implies literal v if there is a directed path from u to v.
Let I ⊆ X be 2-universal for S. It follows that for any x, y ∈ I no literal on x implies a
literal on y, since otherwise setting a value of one forces the value of the other, contradicting
2-universality. We claim that any assignment to the variables in I can be extended to a full
assignment satisfying ϕ. Let α be any satisfying assignment of ϕ. We follow the argument
of [24]. There are different types of literals:
Literals that imply some literal in I: we set such literals to 0.
Those that are implied by some literal in I: we set these to 1.
Those that are in the same strongly connected component with some literal in I: we set
these as the one in I.
All other literals: we set these according to α.
It is easy to see that it defines a satisfying assignment.
◀
We need the following lemma.
n

▶ Lemma 18. Let S ⊆ {0, 1} be a d-dimensional affine space. Then VC(S) = d.
d×n

n

Proof. Since S is d-dimensional, there exists a full rank matrix M ∈ {0, 1}
and c ∈ {0, 1} ,
d
such that S = {xM + c : x ∈ {0, 1} }. Since M is full rank, there exists a set L ⊆ [n] of
d linearly independent columns. Let ML be the restriction of M to the columns in L. It
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follows that ML is a full-rank d × d matrix. Observe that the projection of S on L is given
d
by {xML + c : x ∈ {0, 1} }. Since ML is full-rank, this equals to the whole d-dimensional
space. Therefore, L is shattered by S, and we are done.
◀
Combining these lemmas we get the following.
▶ Theorem 19. Let S = sat(ϕ) for a 2-CNF formula ϕ. Then
AF(S) = VC(S) = PR(S) = U2 (S).
The following lemma directly follows from Theorem 7 and Lemma 17.
▶ Lemma 20. Let S = sat(ϕ) for a 2-CNF formula ϕ in n variables. Then

|S| ≤

n
+1
PR(S)

PR(S)
.

Although projections can be used to prove lower bounds on Σ33 circuits, their application
is quite limited. As noted in [24], low-density parity-check codes suggested by Gallager [13]
can be used to give an example of such a limitation. Let H be a parity-check matrix of
such a code. It contains at most 4 ones in each row. Therefore, the system Hx = 0 can be
represented as a 4-CNF formula. This code has exponentially many codewords and only
contains projections of constant size since its distance is linear.
This construction can easily be extended to 3-CNF formulas. Consider any line of the
linear system Hx = 0 containing exactly four variables. Without loss of generality, we may
assume that it depends on variables x1 , x2 , x3 , x4 , i.e., it is x1 + x2 + x3 + x4 = 0. We
replace it with two new lines y + x3 + x4 = 0 and y = x1 + x2 , where y is a fresh extension
variable. We do this replacement for every line of Hx = 0 with four variables. After this
transformation, the new system can be represented as a 3-CNF formula. Since the new
extension variables are uniquely determined by the original variables, the new code has the
same number of codewords and its distance is at least the distance of the original code.
Hence, it can only contain a projection of at most constant size.
However, we show that a 3-CNF with sufficiently many satisfying assignments accepts a
projection of linear dimension.
▶ Lemma 21. Let ϕ be a k-CNF formula in a variable set X and let S = sat(ϕ). Assume
that I ⊆ X is k-universal for S. Then X \ I is a hitting set for ϕ, i.e., every clause C ∈ ϕ
intersects X \ I.
Proof. Assume that this is not the case and a clause C is entirely contained in I. Assume
without loss of generality that C = x1 ∨ . . . ∨ xk . By k-universality of I, S contains an
assignment which sets all these variables to 0. However, this assignment falsifies C and hence
cannot be in S, which is a contradiction.
◀
▶ Lemma 22. There exists a universal constant δ > 0 such that if ϕ is a 3-CNF in n variables
accepting at least 7n/3 ≃ 20.936n assignments, then PR(ϕ) ≥ δn. Assuming Conjecture 14
holds, the statement holds (although for a different δ > 0) when ϕ has at least 20.707n satisfying
assignments.
Proof. Let S = sat(ϕ). Since |S| ≥ 7n/3 , Theorem 13 implies that U3 (S) ≥ 2n/3. By
Lemma 21, ϕ has a hitting set J of size at most n/3. Under any restriction σ of J, ϕ|σ is
a 2-CNF. Choose σ such that ϕ|σ has at least (7/2)n/3 satisfying assignment. Lemma 20
implies there exists δ > 0 such that PR(ϕ) ≥ PR(ϕ|σ ) ≥ δn.
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Under Conjecture 14, u(n, 0.296n, 3) ≤ 20.706n . Thus, if ϕ has at least 20.707n satisfying
assignments, then ϕ has a hitting set of size at most 0.704n. Now we can apply the same
argument as above.
◀

3.2

Affine dispersers

Recall that an affine disperser for dimension d is a function, which is not constant under any
affine space of dimension d.
n

▶ Theorem 23. Let f : {0, 1} → {0, 1} be an affine disperser for dimension d + 1. Then
s23 (f ) ≥

f −1 (1)
d .
n
+
1
d
m
W

Proof. Suppose that f =

ϕi , where ϕi are 2-CNF formulas. It is clear that AF(ϕi ) ≤

i=1

AF(f ) ≤ d. Let Si = sat(ϕi ). Since AF(ϕi ) = PR(ϕi ) by Theorem 19, Lemma 20 implies
that
n
d
|Si | ≤
+1 .
d
Hence,
s23 (f ) ≥ m ≥

f −1 (1)
d .
n
+
1
d

◀
n

▶ Theorem 24. Let f = {0, 1} → {0, 1} be an affine disperser for dimension d = o(n) with
f −1 (1) ≥ 2n−o(n) . Then
s33 (f ) ≥ 20.064n−o(n) .
Furthermore, assuming Conjecture 14 holds,
s33 (f ) ≥ 20.293n−o(n) .
Proof. We apply Lemma 22 and follow the same proof as Theorem 23.

3.3

◀

Degree-2 polynomials

We now give a lower bound for all degree-2 polynomials over F2 .
▶ Lemma 25. Let p be a degree-2 polynomial over F2 in n variables and I a set of variables
of p, no two of which produce a monomial of p. Then
|I|

st3 (p) ≥ 2 2t .
Proof. We randomly assign the values of the variables not belonging to I and denote the
resulting polynomial as q. It is clear that st3 (p) ≥ st3 (q).
By construction of I, q is an affine function in at most |I| variables. If a variable z ∈ I
does not appear in any degree-2 monomial of p, then z always appears in q. Otherwise, z
appears in q with probability 12 . It follows that the expected number of the variables that
appear in q is at least |I|
2 . Therefore, there exists an assignment, such that q is an affine
|I|
function in at least 2 variables.
n
The parity function in n variables requires Σt3 circuit of size at least 2 t [24]. Thus,
|I|
st3 (q) ≥ 2 2t .
◀
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▶ Lemma 26. Let p be a degree-2 polynomial over F2 in n variables. Then
s23 (f ) ≥ 2n/10 .
Proof. Let I be the largest set that satisfies the assumptions of Lemma 25.
If |I| ≥ βn, then
β

s23 (p) ≥ 2 4 n .
Otherwise, there are no large projections that make p constant. Consider a projection
(A0 , B0 , A1 , B1 , . . . , Ad , Bd ) of dimension d, which makes p constant. Let J be the set of
all the variables contained in some (Ai , Bi ) for i ≥ 1 with |Ai ∪ Bi | = 1. J satisfies the
conditions for Lemma 25 since otherwise p under the projection would have a monomial with
a non-zero coefficient. Thus, |J| < βn and every other part (Ai , Bi ) contains at least two
variables.
Therefore, we have the following:
n=

d
X

|Ai ∪ Bi | ≥ |J| + (d − |J|)2 > 2d − βn.

i=0

It gives an upper bound on d:
d<

1+β
n.
2

This, Theorem 23, and a well-known fact that a degree-2 polynomial over F2 is 1 on at
least 2n−2 inputs implies that
1+β
2
s23 (p) ≥ 2(1− 2 log( 1+β +1))n−o(n) .

By choosing β ≈ 0.4, we conclude that s23 (p) ≥ 2n/10 .

4

◀

The inner product and 2-CNF formulas

It is more convenient for us to consider the negation of the inner product function IP on k
pairs of variables.

k

1, if P x y (mod 2) = 0
i i
IP(x1 , . . . , xk , y1 , . . . , yk ) :=
i=1

0, otherwise.
[15] studied the following properties of Boolean circuits. For an integer k ≥ 2, α(k) is the
infimum of all values α such that any circuit of size s can be rewritten as an OR2αs ◦AND◦ORk
circuit. The exact value is only known for α(2), and they showed that α(3) ≤ log42 3 . The
inner product function is a natural candidate for a hard function for Σ33 .
▶ Lemma 27 ([15]).
k
1. 2 2 ≤ s23 (IP) ≤ 2k−o(k) .
k
k
2. 2 3 ≤ s33 (IP) ≤ 3 2 .
Both lower bounds are obtained via a simple reduction to the parity function and the
n
fact that st3 (⊕n ) ≥ 2 t [24]. If the upper bound for s33 (IP) in the lemma is tight, then
log2 3
α(3) = 4 . However, the correct bound is not known even for s23 (IP).
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We say that a CNF formula ϕ is consistent with the inner product if ϕ−1 (1) ⊆ IP−1 (1).
We denote this as ϕ ≤ IP. The 2-universality can be used to prove that every 2-CNF formula
consistent with the inner product has at most 3k satisfying assignments. However, if applied
directly, this only gives 20.40k lower bound, which is worse than the reduction to the parity
function.
▶ Theorem 28. Let ϕ be a 2-CNF formula consistent with the inner product on k pairs of
variables. Then
|sat(ϕ)| ≤ 3k .
Proof. Let S = sat(ϕ).
It is well-known that IP is a k-affine disperser (see, e.g., [7]). Thus, AF(S) ≤ k. By
Theorem 19, U2 (S) = AF(S) ≤ k. Lemma 20 implies that

|S| ≤

2k
+1
k

k

= 3k .

◀

What is more, the 2-CNF formula that has this many satisfying assignments is unique.
Consider a 2-CNF formula ϕ such that ϕ ≤ IP and ϕ has the maximal possible number
of satisfying assignments. We will prove that there is only one 2-CNF formula that has this
many satisfying assignments:
k
^

(¬xi ∨ ¬yi ) .

i=1

A transitive closure tc(ϕ) of a CNF formula ϕ is an equivalent CNF formula that contains
all clauses that can be derived from ϕ.
▶ Fact 29. Let ϕ be a 2-CNF formula. ϕ ⊭ (z = α) for every variable z of ϕ and every
a ∈ {0, 1} if and only if every clause of tc(ϕ) has width 2.
Without loss of generality we can assume that ϕ = tc(ϕ).
We will first prove a general property of 2-CNF formulas consistent with the inner product.
▶ Lemma 30. Consider a 2-CNF formula ϕ that is consistent with inner product on k pairs
of variables. Let J ⊆ [k] , J ̸= ∅. Suppose that ϕ has two satisfying assignments σ and τ
such that:
σ(xi ) = 0 and σ(yi ) = 1 for i ∈ J.
τ (xi ) = 1 and τ (yi ) = 0 for i ∈ J.
σ(xi ) = τ (xi ) and σ(yi ) = τ (yi ) for i ∈ [k] \ J.
Then at least one of the following holds:
1. ϕ ⊨ (xi yi = 0) for some i ∈ J.
2. ϕ ⊨ (xi = xj ) for some distinct i, j ∈ J.
Proof. Let ρ be the common part of σ and τ (i.e., ρ is a partial assignment to xi and yi ,
where i ∈ [k] \ J). Consider the restricted formula ψ = ϕ|ρ .
For every variable z of ψ we have σ(z) = ¬τ (z). Therefore, ψ cannot have clauses of
length 1.
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Fix i ∈ J and consider the assignment σ ′ that coincides with σ except for the value of xi :
σ (xi ) = 1. This assignment cannot satisfy ψ since we flipped the value of only one monomial
xi yi without changing anything else. Every clause that is falsified by σ ′ must contain ¬xi
and have length 2. Thus, it can be either of these:
1. ¬xi ∨ xj for some j ∈ J, j ̸= i.
2. ¬xi ∨ ¬yj for some j ∈ J.
′

If there is a clause of the second type with j = i, then ϕ ⊨ (xi yi = 0), and it concludes
the proof.
If it is not the case, we show that there must be a clause of the first type. Assume the
opposite: there is a set A ⊆ J \ {i} such that ¬xi ∨ ¬yj , where j ∈ A, are the only clauses
that are falsified by σ ′ . Define another assignment σ ′′ as follows: σ ′′ (yj ) = 0 if j ∈ A and
σ ′′ (z) = σ ′ (z) otherwise. We show that the assignment σ ′′ satisfies ψ. Firstly, note that by
construction it satisfies all the clauses that are falsified by σ ′ .
Suppose that a clause yj ∨ ℓ is not satisfied by σ ′′ , where ℓ is a literal. Observe that for
any t, ℓ ̸= yt since τ sets every yt to 0 and τ satisfies ψ. Also, ℓ ̸= ¬yt , where t ∈ A, since in
this case σ ′′ (yt ) = 0. Hence, σ ′′ (ℓ) = σ ′ (ℓ). We can resolve this clause with ¬xi ∨ ¬yj and
get ¬xi ∨ ℓ. Thus, ¬xi ∨ ℓ must also be unsatisfied by σ ′′ , which is a contradiction to the
fact that σ ′′ satisfies all the clauses falsified by σ ′ .
P ′
P ′′
σ (xi )σ ′ (yi ) =
σ (xi )σ ′′ (yi ). Therefore, σ ′′ cannot be a
On the other hand,
i∈J

i∈J

satisfying assignment of ψ.
Hence, for every i ∈ J there exists j ∈ J \ {i} such that ¬xi ∨ xj is a clause of ψ. The
conjunction of these clauses implies xi = xj for some distinct i and j.
◀
We are now ready to prove the uniqueness of the extremal 2-CNF.
▶ Theorem 31. Let ϕ be a 2-CNF formula consistent with the inner product that has the
maximum number of satisfying assignments, i.e., |sat(ϕ)| = 3k . Then for every i ∈ [k] it
k
V
holds that ϕ ⊨ (xi yi = 0). Therefore, ϕ is equivalent to
(¬xi ∨ ¬yi ).
i=1

Proof. We prove the statement by induction on k. The base case k = 1 is clear.
For the inductive step, we use Lemma 30.
First we show that it is enough to show that ϕ ⊨ (xi yi = 0) for at least one i ∈ [k].
▷ Claim 32. Suppose that there exists i ∈ [k] such that ϕ ⊨ (xi yi = 0). Then for every
i ∈ [k] it holds that ϕ ⊨ (xi yi = 0).
Proof. There are three ways of setting xi yi to 0. For every satisfying assignment σ of ϕ we
have one the following:
σ(xi ) = σ(yi ) = 0.
σ(xi ) = 0 and σ(yi ) = 1.
σ(xi ) = 1 and σ(yi ) = 0.
Now choose a partial assignment ρ of the variables xi and yi , such that the number of
satisfying assignments of ϕ that coincide with ρ is maximal. Then sat(ϕ|ρ ) ≥ 3k−1 and we
can apply the inductive hypothesis.
◁
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If ϕ has satisfying assignments that satisfy the assumptions of Lemma 30, then either ϕ
implies xi yi = 0 for some i ∈ [k], and we can apply the claim above, or ϕ implies xi = xj
for some i, j ∈ [k], i =
̸ j. In the latter case, we show that ϕ has less than 3k satisfying
assignments. Under this assumption, every satisfying assignment of ϕ satisfies
X
xi (yi + yj ) +
xs ys = 0.
s∈[k]\{i,j}

Let ρ be an arbitrary assignment to xi , yi , yj . By Theorem 31, ϕ|ρ has at most 3k−2
satisfying assignments. Therefore, in total ϕ can have no more than 8 · 3k−2 < 3k satisfying
assignments.
To conclude the proof, we show that if ϕ does not satisfy the assumptions of Lemma 30,
then the number of satisfying assignments |sat(ϕ)| is strictly less than 3k . We want to count
the number of satisfying assignments in this case. By the definition of IP, only an even
number of monomials xi yi can be set to 1. Thus, for every satisfying assignment σ of ϕ there
exists a set I ⊆ [k] of even size such that σ(xi ) = σ(yi ) = 1 for i ∈ I and σ(xi )σ(yi ) = 0 for
i ̸∈ I. Let J ⊆ [k] \ I be the set of all the indices i satisfying σ(xi ) = σ(yi ) = 0. Since we
assume that we cannot apply Lemma 30, there can be at most one satisfying assignment of
ϕ for every choice of I and J.
Thus, the total number of satisfying assignments of ϕ with fixed I is as most 2k−|I| . It
follows that
|sat(ϕ)| ≤

X
I⊆[k]
|I| is even

5

2k−|I| =

k/2  
X
k
s=0

2s

2k−2s =


1 k
3 + 1 < 3k .
2

◀

Conclusion

The most immediate problem which remains open is determining the exact Σ23 and eventually
Σ33 complexity of IP. It would be particularly pleasant if this is resolved using a stability
argument extending our result on the uniqueness of 2-CNFs consistent with IP with the
maximum number of satisfying assignments.
More generally collecting new combinatorial insights on the set of satisfying assignments
of k-CNFs seems necessary to make progress towards Σk3 lower bounds (and k-SAT which we
did not cover in this paper).
Our work immediately raises the following natural question. Can we obtain better Sauer–
n
Shelah lemmas for k-CNFs, i.e., given d, k, n what is the largest size of a set S ⊆ {0, 1}
with VC(S) = d which is the set of satisfying assignments of a k-CNF formula? We showed
d
that for k = 2 this bound is nd + 1 .
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1

Introduction

Given a finite set of values V , a task ⟨I, O, ∆⟩ is a problem where each process of a distributed
system starts with a private input value from V , communicates with the others, and halts with
a private output value from V . The input complex I defines the set of possible assignments
of input values to the processes, and the output complex O defines the allowed decisions.
The input/output relation ∆ specifies, for each input assignment σ ∈ I, a set ∆(σ) ⊆ O of
valid output decisions. Processes are usually asynchronous, they can be halted or delayed
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without warning by cache misses, interrupts, or scheduler pre-emption. In asynchronous
systems, it is desirable to design algorithms that are wait-free: any process that continues to
run will produce an output value, regardless of delays or failures by other processes.

1.1

Background: The Asynchronous Computability Theorem

It is now almost 30 years since Herlihy and Shavit [28] presented the celebrated Asynchronous
Computability Theorem (ACT). Roughly speaking, the theorem states that a task ⟨I, O, ∆⟩
is wait-free solvable in a read/write shared memory distributed system if and only if I
can be subdivided r times, and sent by a simplicial decision map µ to O, respecting the
input/output relation (carrier map) ∆. Intuitively, r is the number of rounds the processes
need to communicate to solve the task, and hence yields a time complexity characterization
as well [29]. The map µ should be chromatic, namely, it should preserve process ids.
The ACT reinterprets distributed computing geometrically, and provides an explanation
of why some tasks are solvable, and not others. It is particularly useful for proving that some
tasks are unsolvable, opening the doors to the very powerful machinery of combinatorial
topology; notable examples are the set agreement [28] impossibility result, which generalizes
the classic FLP consensus impossibility [12], and the renaming [10] impossibility result.
Furthermore, the theorem is the basis for task solvability characterizations in other distributed computing models: systems where at most t processes may crash, synchronous and
partially synchronous processes, Byzantine and dependent failures, stronger shared memory
communication objects, message passing models and even robot coordination algorithms [2],
see Section 5. An overview of topological distributed computing theory, as started by the
ACT, can be found in the book [22].

1.2

Motivation: Understanding the characterization provided by the
ACT

The ACT provides an explanation of why some tasks are solvable, and not others in terms of
the existence of a certain simplicial map. Thus, the intuition behind this explanation has
sometimes been presented as the existence of a continuous map, based on the fact that every
continuous map between realizations of simplicial complexes is homotopic to the realization of
a simplicial map, after subdividing enough. This foundational result in algebraic topology is
the simplicial approximation theorem, first proved by Brouwer, which served to put homology
theory on a rigorous basis [20]. Roughly, the intuitive explanation would say that a task is
wait-free solvable if and only if there exists a a continuous map f from |I| to |O|, respecting
∆, where the decision map µ is a simplicial approximation of f . Unfortunately, the ACT
requires µ to be chromatic, and for this reason, this intuitive explanation is wrong.
Indeed, the main source of the technical difficulties in the proof of the ACT is that the
objects involved are chromatic: each vertex of I and O is associated to one of the process
ids in the system, and all the simplicial maps are required to preserve vertex ids, i.e., must
be rigid in that they always preserve the dimension of the simplices. Quite some effort is
needed to deal with the resulting requirement of a chromatic decision map µ in the case
of a (non-colorless) task such as renaming, which can specify which values can be output
by which process. This introduces technical difficulties, which considerably complicated the
proofs, cp. [5, 7, 28, 34].
This can be demonstrated by means of the Hourglass task shown in Figure 1, where there
are three processes denoted by green, red, and yellow. There is no input, hence only one input
simplex, and the processes must output labels in {0, 1, 2} as shown in the output complex.
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Figure 1 A task that is not colorless: the Hourglass task.

The carrier map ∆ defining this task requires (i) to map the corners (solo executions) of I
to the vertices labeled 0 in O, (ii) to map the boundary (executions where two processes
participate) of I to the boundary of O, as shown for the yellow-green boundary in the figure;
and (iii) the triangle of I (executions where all participate), to any triangle in O.
Interestingly, there is a continuous map f from |I| to |O| carried by ∆. Yet, it has already
been proved in [22] that it is not wait-free solvable. By contrast, as the output complex of
the Hourglass task is not link-connected, it is not possible to apply related characterization
theorems like [16, Thm. 8.4] to prove this unsolvability (see Section 5 for a more detailed
discussion of related work).

1.3

The continuous interpretation of the ACT holds only for colorless
tasks

While we are not aware of any formulation of the ACT via continuous functions for general
tasks, there is such a continuous version of the ACT for colorless tasks (like set agreement),
which can be defined without referring to process ids (discussed in more detail in Section 5).
It roughly says that a colorless task is wait-free solvable if and only if there is a continuous
map f from |I| to |O| carried by ∆, where |K| denotes the geometric realization of the
complex K. Since all involved complexes are colorless here, the proofs are much simpler.
Indeed, the colorless version of the ACT [22, Ch. 4] is essentially a distributed computing
version of the simplicial approximation theorem. In the case of the Hourglass task, for
example, the simplicial approximation theorem says that there is some r such that there is
a simplicial map µ from Baryr (I) to O respecting ∆. However, this does not result in a
wait-free algorithm, since there is no such µ that preserves colors, i.e., is rigid.

1.4

In search of a chromatic version of the Simplicial Approximation
Theorem

In order to fully understand the meaning of the geometric reinterpretation of distributed
computing provided by the ACT for general tasks, a chromatic version of the simplicial
approximation theorem would be needed.
Whereas several constructions of a chromatic simplicial approximation have been used
in the existing proofs of the ACT [5, 7, 28, 34] and some generalizations [16, 36], they are
complicated and tailored to a specific context, namely, link-connected output complexes resp.
the images of the carrier map ∆. We are not aware of a simplicial approximation theorem
that could guarantee a chromatic map µ under more general general conditions, like the ones
for our continuous tasks (see Definition 9).
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1.5

Contributions

Theorem 1 below re-states one direction of the ACT (for reference purposes); it actually
holds in the other direction as well. It is the easier if-direction, and can be proved in several
ways, see e.g. [5, 7, 28, 34], essentially by considering an appropriate subset of all wait-free
executions of a full-information protocol: in any wait-free read/write model, any protocol
solving a given task induces a subdivision of the task’s input complex.
▶ Theorem 1 (ACT (if-direction) [28]). If ⟨I, O, ∆⟩ is solvable, then there exists a chromatic
subdivision Sub(I) and a chromatic simplicial map µ : Sub(I) → O carried by ∆.
Our paper is concerned with the only-if direction of Theorem 1. It has three main
contributions: (1) we introduce the novel notion of a continuous task and show that it allows
for more expressive task specifications, (2) we formulate and prove a chromatic version of the
simplicial approximation theorem, and (3) we use these notions to formulate a continuous
version the ACT, denoted CACT, which we prove to be equivalent to the ACT in the wait-free
shared memory model. Rather than focusing on a specific model of computation, however,
the only property we require from the model is that Theorem 1 holds, i.e., if some protocol
solves a task, then the protocol determines a chromatic subdivision of the input complex. We
refer to any such model by ASM, and give examples of such models (such as the read-write
shared memory model of the original ACT [28] and the Iterated Immediate Snapshot (IIS)
model) in Section 5.
In more detail, our paper contains the following contributions:
(1) We introduce a continuous task as a triple ⟨I, O, f ⟩: The possible input and output
configurations are determined by the chromatic input and output complexes I, O, as in
the usual task notion. The input/output specification f is a continuous function from
|I| to |O|, instead of an input/output relation ∆. We identify an additional property
called chromatic for f , which intuitively requires f to satisfy a minimal color and local
dimension preserving requirement, stated formally in Definition 5.
Semantically, continuous tasks provide interesting additional expressiveness facilities with
respect to traditional input/output specifications in the form of a carrier map ∆. Indeed,
they open up various interesting research questions, like limits of expressiveness and
decidability of continuous tasks, which we cannot even touch here. In Section 4, however,
we introduce refined versions of the well-known 1/3-approximate agreement task, which
demonstrate that constraints on the density, i.e., “likelihood” of occurrence, of specific
outputs for a given input can be expressed by means of continuous task specifications.
(2) We state and prove Theorem 22, a chromatic version of the simplicial approximation
theorem, for chromatic functions (see Definition 5), which may be of independent interest
also. In a way, it off-loads part of the complexity of constructing geometric subdivisions
that ensure rigid maps for an arbitrary continuous function f to the definition of a
chromatic function f .
(3) Using our chromatic simplicial approximation Theorem 22, we prove that chromatic
functions precisely capture the notion of solvability in an ASM model. This leads to our
CACT Theorem 24, which states that a task ⟨I, O, ∆⟩ is wait-free solvable if and only if
there exists a corresponding continuous task ⟨I, O, f ⟩. Finally, Theorem 25 states that
any continuous task is solvable, which implies the converse of Theorem 1.
Overall, our results provide a refined explanation on the reasons of why a task may or
may not be solvable in an ASM model, and provide an alternative perspective and proof of
the ACT (Section 5 discusses several related theorems).
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Paper organization. In Section 2, we define continuous tasks and the meaning of solving
such a task, and present the chromatic simplicial approximation theorem. Section 3 contains
our CACT theorem, and Section 4 is devoted to the application showing the expressive
power of continuous tasks. A discussion of additional related work and some conclusions
and directions of future research are provided in Section 5 and Section 6, respectively. In
the appendix, we provide a collection of background combinatorial topology and distributed
computing definitions for ease of reference, primarily taken from [22].

2

Continuous Tasks and the Chromatic Simplicial Approximation
Theorem

In this section, we extend the standard language (see e.g. [22]) of combinatorial topology
in distributed computing to be able to specify continuous tasks. More specifically, given
arbitrary geometric realizations |I| and |O|, i.e., metric topological spaces formed as the
union of geometric simplices |σ| corresponding to the respective abstract simplices in I and
O, we introduce the concept of a chromatic function, which is a continuous function that
plays the role of a minimal carrier map that determines task solvability.

2.1

Chromatic functions and continuous task solvability

We first need to extend the notion of a coloring in order to assign a set of colors to a point
in the geometric realization |K| of a finite simplicial complex K. We start with the carrier
carr(x, K) of a point x in the geometric realization |K| of a simplicial complex K.
▶ Definition 2. For a point x ∈ |K|, let the carrier of x, denoted σ = carr(x, K), be the
∈ K such that x ∈ |σ|. We can also define the carrier of a set
unique smallest simplex σ[
S ⊆ |K|, as carr(S, K) =
carr(x, K).
x∈S

In Figure 2, the carrier of interior point x is the whole triangle, while the carrier of x′ is just
the green-red edge.
▶ Definition 3 (Extended coloring). Let K be an m-dimensional simplicial complex with a
coloring χ : K → 2Π = 2{1,...,m+1} . We define the extended coloring |χ| : |K| → 2Π with
respect to K as |χ|(x) = χ(carr(x, K)) for every x ∈ |K|.
In Figure 2, the extended coloring of x is the set of all colors, while the extended coloring of
x′ consists of the red and green colors.
In addition to defining an extended coloring, we also need a notion of closeness. In
topology, a neighborhood of a point x is a collection of open sets that include x and defines
what does it mean to be close to x. We will use the following Definition 4, illustrated in
Figure 2.
▶ Definition 4 (Simplicial neighborhood). Let I be an abstract simplicial complex, x ∈ |I| a
point in its geometric realization, and σ = carr(x, I). We say that N ⊆ |σ| is a simplicial
neighborhood of x if N ∼
= |{x1 , x2 , . . . , xr }|, where each xi ∈ |σ|, and x ∈ int(N ) is a point in
its interior. That is, N is homeomorphic (∼
=) to a geometric simplex generated from points
that belong to |σ|.
A chromatic function f prohibits mapping a neighborhood to a neighborhood of smaller
dimension, and guarantees that the color map is preserved.
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x
x′
|I|

Figure 2 The inner (yellow) triangle, and the red segment are neighborhoods of x ∈ int(|σ|) of
dimension 2 and 1, respectively, in the outer (blue) triangle |σ|.

▶ Definition 5 (Chromatic Function). We say that a continuous function f : |I| → |O| is
chromatic (with respect to I and O) if, for every x ∈ |I|, and any simplicial neighborhood N
of x, it guarantees |χ|(N ) ∩ |χ|(f (N )) ≥ dim(N ) + 1.
We note that not every continuous function is chromatic. An example is shown in Figure 3,
where we assume that f maps the entire red curve in the blue simplex |σ| ∈ |I| on the left to
the central red vertex in |O| on the right. This collapses a 1-dimensional neighborhood N of
x to a 0-dimensional neighborhood f (N ). Similarly, if we assume that f also maps the whole
area above this curve to the line connecting the central red vertex to the small yellow vertex
on the boundary of the upper simplex in |O|, it also collapses a 2-dimensional neighborhood
to a 1-dimensional neighborhood. Finally, f also violates the color preservation requirement,
as a 1-dimensional neighborhood N ′ ∈ |ρ| of x′ lying in the face |ρ| ∈ |σ| consisting of the
(green, yellow) edge is mapped to f (N ′ ), which lies on the the (red, green) edge in the upper
simplex in |O|.

f

f (x′ )
f (x)

x′
x

|I|

|O|

Figure 3 f is non-chromatic, since it maps a 1-dimensional neighborhood of a point x (the red
curve) with carr(x, I) = {red, green, yellow} to the 0-dimensional red central vertex. It also violates
the color preservation requirement, as a 1-dimensional neighborhood of x′ within the (green, yellow)
edge in |I| is mapped onto the (red, green) edge in the upper simplex in |O|.

Lemma 6 and Corollary 7 show that it is possible to chromatically subdivide the input
complex while maintaining the color preservation property of a given chromatic function
f . Indeed, even if some chromatic subdivision does not fit w.r.t. color preservation, we can
make an arbitrarily small perturbation to the vertices in the subdivision fitting. We note
that the proof of this lemma is substantially less involved than the perturbation argument in
the proof of the ACT [28], [22, Ch. 11]. In fact, rather than constructing subdivisions that
ensure rigidity for arbitrary continuous functions f , we only need subdivisions that allow f
to remain a chromatic function.
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▶ Lemma 6. Let f : |I| → |O| be a chromatic function with respect to I and O. For any
1-layer chromatic subdivision Ch(I) of I, there exist a geometric realization | Ch(I)| such
that f : | Ch(I)| → |O| is chromatic with respect to Ch(I) and O.
Proof. To prove the lemma, it suffices to show that f is chromatic for any given face Ch(σ)
of dimension k. For k = 0, this is trivial, so assume that we have shown this already for all
faces of dimension k − 1, and consider a face Ch(σ) with dim(I) = k ≥ 1. Let x ∈ int(|σ|) be
an internal point of |σ|. Since f is chromatic with respect to I, there exists a k-dimensional
simplicial neighborhood N ⊆ int(|σ|) of x such that |χ|(f (N )) = {1, . . . , k + 1}, i.e., includes
all colors. We will first show that there is a point y ∈ f (N ) such that |χ|(y) = {1, . . . , k + 1}:
Assuming the contrary, f (N ) would be contained in the k − 1 skeleton of |O|. Consequently,
also f (x) does not include all colors, i.e., there exists a color i ∈
/ |χ|(f (x)). Since the k − 1
skeleton of |O| that includes color i is a closed set that does not include f (x), there is a
k-dimensional ε-ball Bε (f (x)) around f (x) that does not intersect the k − 1 skeleton of
|O| that includes i as a color. Due to continuity of f , there exists a k-dimensional δ-ball
Bδ (x) around x that is contained in N , which is mapped to Bε (f (x)). Since every point
in N ⊆ int(|σ|) has all k + 1 colors in its carrier, we also obtain |χ|(Bδ (x)) = k + 1, but
|χ|(f (Bδ (x))) ≤ k, since it does not include i. This contradicts that f is chromatic.
Therefore, there exists a point y ∈ f (N ) such that |χ|(y) = {1, . . . , k + 1}. Since y is
hence an interior point in |O|, there exists Bε (y) ⊆ |O| where every point has all colors in
its carrier. Since y ∈ f (N ) and N ⊆ int(|σ|), there exists z ∈ int(|σ|) such that f (z) = y.
Again from continuity of f , it follows that there exists a δ-ball Bδ (z) around z that maps to
f (Bδ (z)) ⊆ Bϵ (y), where every point in the latter has all colors in its carrier. Therefore, in
the to-be-constructed subdivision Ch(σ), we can create the new central face σ ′ of dimension
k inside Bδ (z), which will make f chromatic with respect to |σ ′ |.
According to the induction hypothesis, we have already subdivided the boundary of σ
(with dimension < k) in a way that makes f chromatic. What still remains to be done,
however, is to show that f is also chromatic in the non-central faces of dimension k generated
by our subdivision. For this purpose, it suffices to show that every k − 1-dimensional face ρ′
that includes at least one vertex from σ ′ can be chosen such that it includes all its k colors
{1, . . . , k}. This suffices, since lower-dimensional faces of ρ′ inherently preserve the chromatic
property of f : (1) For lower-dimensional faces on the boundary of σ, this follows from the
induction hypothesis. (2) For k − 2-dimensional faces in the interior of σ that originate from
the intersection ρ′ ∩ ρ′′ with another k − 1-dimensional face ρ′′ , the intersection of their
color sets must contain k − 2 colors, which guarantees that f is chromatic also on ρ′ ∩ ρ′′ .
Finally, (3) for lower-dimensional faces lying in σ ′ , the color set even comprises all k colors
and cannot hence make f non-chromatic.
To finally justify that, for any k − 1-dimensional face ρ′ = (v1 , . . . , vk ) of vertices in
′
our subdivision, there must indeed be a simplicial neighborhood Nk−1
that connects these
′
vertices in N such that |χ|(Nk−1 ) = {1, . . . , k}, we just repeat the argument in our first step
′
above: Assuming the contrary, f (Nk−1
) would be in the k − 2-skeleton of |O|, which does
not include {1, . . . , k} and would hence lead to a contradiction to f being chromatic with
respect to I and O. Consequently, we can always find a suitable choice for the geometric
′
realization for ρ′ , namely Nk−1
. According to case (2) above, for neighboring faces ρ′ and
′
′′
ρ′′ , we can choose the common border ρ′ ∩ ρ′′ arbitrarily within Nk−1
∩ Nk−1
.
This completes the proof, since we showed that we can insert interior faces and connect
new vertices in the geometric subdivision without making f non-chromatic.
◀
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▶ Corollary 7. Let f : |I| → |O| be a chromatic function with respect to I and O. For any
chromatic subdivision Sub(I) of I, there exists a geometric realization | Sub(I)| of such that
f : | Sub(I)| → |O| is chromatic with respect to Sub(I) and O.
Our first step towards establishing a discrete/continuous duality between chromatic
functions and chromatic simplicial maps, i.e., simplicial maps that preserve the colors of
vertices (and hence are rigid), is showing that the geometric realization of a chromatic
simplicial map is a chromatic function.
▶ Lemma 8. Let µ : Chk (I) → O be a chromatic simplicial map. Then, |µ| : |I| → |O| is a
chromatic function.
Proof. Continuity follows from |µ| being an affine mapping from | Chk (I)| ∼
= |I| → |O|.
To show that it is a chromatic function, we start with the color preservation property.
Notice that, since µ is simplicial and chromatic, χ(σ) = χ(µ(σ)) for any simplex σ ∈ I.
This implies that, for any x ∈ |I|, |χ|(x) = |χ|(|µ|(x)). Moreover, it follows that, for any
point x and any simplicial neighborhood N of x of dimension r, |χ|(N ) = |χ|(|µ|(N )). Since
σ must be of dimension at least r since N has dimension r, it follows that |χ|(N ) =
|χ|(N ) ∩ |χ|(|µ|(N )) ≥ r + 1.
◀
We further develop the discrete/continuous duality by defining continuous tasks. Since
chromatic functions correspond to chromatic simplicial maps, and chromatic simplicial maps
determine task solvability, we can also use chromatic functions to express solvable tasks.
▶ Definition 9 (Continuous task). We say that a triple ⟨I, O, f ⟩ is a continuous task if I
and O are pure chromatic simplicial complexes of the same dimension, and f : |I| → |O| is
a chromatic function.
In order for our task definition to be complete, we also need to define a criterion for
task solvability. A continuous task is solvable in ASM if there exists an algorithm A with a
decision map µ that “approximates” the chromatic function of the continuous task. Therefore
we first need a formal definition for a chromatic approximation.
▶ Definition 10 (Chromatic approximation). Let f : |I| → |O| be a chromatic function. We
say that a chromatic simplicial map µ : Sub(I) → O is a chromatic approximation to f if,
for all σ ∈ Sub(I), µ(σ) ⊆ carr(f (|σ|), O).
Notice that while a chromatic approximation of f is a more relaxed definition than a
simplicial approximation of f in the topological sense, as f (int(|σ|)) ⊆ staro (µ(σ)) need not
hold, it adds a color preservation constraint.
▶ Definition 11 (ASM Continuous Task Solvability). We say that an algorithm A in ASM
solves a continuous task T = ⟨I, O, f ⟩, if A induces a subdivision Sub(I) of I, and a
(simplicial) decision map µ : Sub(I) → O that is a chromatic approximation, i.e., for each
σ ∈ Sub(I), µ(σ) ⊆ carr(f (|σ|), O).
Another way to formulate this condition is by defining an induced task ∆f associated
to f .
▶ Definition 12 (Induced Task). Given a continuous task T = ⟨I, O, f ⟩, we define the task
induced by T as Tf = ⟨I, O, ∆f ⟩, where ∆f : I → 2O is the carrier map induced by f as
given by ∆f (σ) = {carr(f (x), O) | x ∈ |σ|} = carr(f (|σ|), O).
Recall from the ACT Theorem 1 that Tf is solvable in ASM if there exists a subdivision
Sub(I) and a decision map µ : Sub(I) → O carried by ∆f . According Definition 11, this
indeed implies continuous task solvability for T as well.
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f
f (|σ|)

|σ|

I

O

Figure 4 The interior of a simplex is mapped to an open star of a vertex. All yellow vertices are
mapped to the center of the star.

2.2

The chromatic simplicial approximation theorem

In the previous subsection, we provided the motivation and definitions for chromatic functions
and continuous tasks as part of a discrete/continuous duality for ASM. We showed that
chromatic simplicial maps generate chromatic functions. However, in order for this correspondence to be complete, we need to show that we can approximate any chromatic function
with a simplicial chromatic map. In general algebraic topology, the simplicial approximation
theorem allows us to discretize continuous functions. In the context of distributed computing,
however, we cannot apply the simplicial approximation theorem directly, since it does not
necessarily preserve the color structure.
Therefore, in this subsection, we will prove that any chromatic function from a geometric
pure simplicial complex |I| into a geometric pure simplicial complex |O| of the same dimension
admits a chromatic approximation. To this end, we introduce the notion of the chromatic
projection for some color c. It maps interior points of a geometric simplex |σ| to its border,
by taking the ray r from the vertex vi ∈ V (σ) with color c to x, and mapping x to the
intersection of r and the opposite border of |σ|.
▶ Definition 13 (Chromatic projection). Let I be a pure chromatic simplicial complex, and
−1
c ∈ χ(I). We define the chromatic projection with respect to c as πc : |I| \ |χ| ({c}) →
−1
|I \ χ−1 ({c})| as follows: For x ∈ |I| \ |χ| ({c}), let σ = carr(x, I) = {v1 , . . . , vn } be the
carrier of x in |I|. If c ∈
/ χ(σ), we define πc (x) = x. Now, assume that χ(vi ) = c, in which
n
P
case we must have n ≥ 2. Writing x =
αk · vk , where each vk ∈ σ, and the αk ’s correspond
k=1
X αk
to the affine coordinates of x with respect to σ, we define πc (x) =
· vk .
1 − αi
k̸=i

An example for a chromatic projection can be found in Figure 4, for c = yellow: Both the
points x marked by the green and the red inner node on the boundary of f (|σ|) are mapped
to the respective border of their carriers that lies opposite of the yellow vertex.
Figure 4 also illustrates the pivotal concept of star-covering introduced in Definition 14,
which requires the image of the interior of a simplex |σ| to be contained in the open star
staro (w) of some vertex w ∈ V (O).
▶ Definition 14 (Star-covered subdivision). Let f : |I| → |O| be a chromatic function. We say
that a chromatic subdivision Sub(I) is star-covered with respect to f if for any σ ∈ Sub(I),
f (int(|σ|)) ⊆ staro (w) for some w ∈ V (O).
The following Lemma 15 shows that a sufficiently deep chromatic subdivision guarantees
that a chromatic function f will be star-covered with respect to f .
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▶ Lemma 15. Let f : |I| → |O| be a chromatic function. Then, there exists k ∈ N such that
Chk (I) is star-covered with respect to f .
Proof. Since O is pure and of the same dimension as I, the collection C = {staro (w) | w ∈ O}
is an open covering of |O|. We claim that C −1 = {f −1 (U ∩ f (|I|)) | U ∈ C}, the collection
of preimages of C under f is a finite open cover for |I|. Indeed, for every x ∈ |I|, f (x) ∈ |O|.
Since C is an open cover for |O|, there exists U ∈ C such that f (x) ∈ U . Since U is open and
f is continuous, the preimage of a sufficiently small neighborhood N (f (x)) ⊆ (U ∩ f (|I|)) is
open and hence contained in C −1 .
Since I is a finite simplicial complex, |I| is a compact metric space. Therefore, there exists
a Lebesgue number ϵ > 0 such that any set S ⊆ |I| with a diameter less than ϵ is contained
in an element of C −1 . Since the chromatic subdivision is a mesh shrinking operation on |I|,
there exists some k ∈ N such that any |σ| in | Chk (I)| has a diameter less than ϵ. Therefore,
for any σ ∈ Chk (I), |σ| ∈ S for some S ∈ C −1 . Consequently, f (|σ|) ⊆ staro (w) for some
w ∈ V (O), which confirms that Chk (I) is indeed star-covered with respect to f .
◀
A star-covered subdivision Sub(I) induces a coloring for the facets σ ∈ Sub(I). Definition 16 simply associates a facet σ with the colors of all star centers that cover f (σ) in O.
For example, in Figure 4, σ is assigned the yellow color here. This color assignment will be
fundamental to the proof of Theorem 22.
▶ Definition 16 (Star coloring). Let Sub(I) be a star-covered subdivision with respect to f :
|I| → |O|. For σ ∈ I, we define χ∗ (σ) = {c | w ∈ V (O), χ(w) = c, f (int(|σ|)) ⊆ staro (w)}.
▶ Definition 17. Let Sub(I) be a star-covered subdivision with respect to f : |I| → |O|
and c ∈ χ(O). We say that a facet σ ∈ Sub(I) is c-covered if c ∈ χ∗ (σ), and define the
c-subcomplex of Sub(I) as Sub(I)c = {σ ∈ Sub(I) | c ∈ χ∗ (σ)}.
The following quite obvious Lemma 18 shows that independently subdivided csubcomplexes Sub(I) can be globally refined.
▶ Lemma 18. Let I1 , . . . , Ik be subcomplexes of I such that

k
S

Ij = I, and Sub(Ij ) be a

j=1

chromatic subdivision of each Ij . There exists a chromatic subdivision Sub(I) that refines
each Sub(Ij ).
Since a given facet σ ∈ Sub(I) may be c-covered for several different colors c, we pick
one of those to obtain a color partition of Sub(I), as provided by Lemma 19.
▶ Lemma 19. Let Sub(I) be a star-covered subdivision with respect to f : |I| → |O|, with its
induced i-colored subcomplexes Sub(I)i , 1 ≤ i ≤ m. There exists a partition P = {P1 , . . . , Pr },
1 ≤ r ≤ m, of Sub(I) such that each Pi ⊆ Sub(I)i , and for any pair i < j, Pj ∩ Sub(I)i = ∅.
We call P the color partition of Sub(I).
Proof. Let C1 = Sub(I), which is a star-covered subdivision with respect to f . According
to Lemma 15, not all i-subcomplexes of C1 are empty. As we can find a permutation of the
coloring χ(I) that ensures Sub(I)1 ̸= ∅, we can just define P1 = Sub(I)1 . Now consider
C2 = Sub(I) \ P1 . If C2 = ∅, then P = {P1 }. Otherwise, we can proceed inductively to
define the remaining Pi , i ≥ 2.
◀
The following Lemma 20 is instrumental in the proof of our chromatic simplicial approximation Theorem 22. It shows that chromatic projections applied to chromatic functions
provide chromatic functions, as illustrated in Figure 5.
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πY ◦ f
πY ◦ f (σ)

σ\v

I′

O′

Figure 5 The chromatic projection πY , applied to the chromatic function shown in Figure 4 with
v denoting the yellow (Y) vertex, induces a chromatic function in a lower dimension. The function
f (x) maps the green vertex x ∈ σ \ {v}, the red-green border of σ, to f (x) represented by the green
inner vertex, the carrier of which contains the yellow central vertex in Figure 4. Applying πc (f (x)
retracts this point to the opposite red-green border.

▶ Lemma 20. Let f : |I| → |O| be a chromatic function, and Sub(I) a star-covered
subdivision with respect to f . Assume that Sc is a c-colored subcomplex of Sub(I), and let
Sc′ = Sc \ {v ∈ V (Sc ) | χ(v) = c}, Oc′ = O \ {v ∈ V (O) | χ(v) = c}. Then, fc : |Sc′ | → |Oc′ |
defined by fc (x) = πc (f (x)) is a chromatic function.
Proof. Let Vc = {v ∈ V (Sub(I)) | χ(v) = c}. Notice that from Definition 13, πc is continuous
in |Sc \ Vc |. Since f is continuous, πc ◦ f must also be continuous in |Sc′ | ⊂ |Sc \ Vc |. Hence,
fc (x) = πc (f (x)) is indeed continuous.
In order to show that fc (x) is chromatic, let N be an r-dimensional simplicial neighborhood
in |Sc′ |. Note that N is also an r-dimensional neighborhood in Sub(I). Corollary 7 implies
that f is also chromatic in |Sc′ |, hence | |χ|(N ) ∩ |χ|(f (N ))| ≥ r + 1 holds. Since c ∈
/ |χ|(N )
as N ⊆ |Sc′ |, it follows that c ∈
/ |χ|(N ) ∩ |χ|(f (N )). Consequently, |χ|(N ) ∩ |χ|(f (N )) =
(|χ|(N ) ∩ |χ|(f (N ))) \ {c} = |χ|(N ) \ {c} ∩ |χ|(f (N )) \ {c} by distributivity of set exclusion
over intersection. Recalling c ∈
/ |χ|(N ) and noticing that |χ|(πc ◦ f (N )) = |χ|(f (N )) \ {c}, it
follows that |χ|(N ) ∩ |χ|(f (N )) = |χ|(N ) \ {c} ∩ |χ|(f (N )) \ {c} = |χ|(N ) ∩ |χ|(πc ◦ f (N )).
We conclude that | |χ|(N ) ∩ |χ|(fc (N ))| = | |χ|(N ) ∩ |χ|(f (N ))| ≥ r + 1. Therefore, fc is
indeed a chromatic function.
◀
The following Lemma 21 is just the chromatic approximation theorem Theorem 22 written
out for 1-dimensional simplicial complexes. It will serve as the induction basis for the proof
of the latter.
▶ Lemma 21. Let f : |I| → |O| be a continuous chromatic function such that I and O are
pure simplicial complexes of dimension 1. There exists a chromatic subdivision Sub(I) of I,
and a chromatic simplicial map µ : Sub(I) → O that is a chromatic approximation of f .
Proof. From Lemma 15, it follows that there exists a chromatic subdivision Sub(I) which is
star-covered with respect to f . We define a simplicial vertex map µ : Sub(I) → O as follows:
For a vertex v, we set µ(v) = w if χ(w) = χ(v) and w ∈ carr(f (v), O). That is, µ maps
vertex v to the vertex of the same color in the carrier of f (v), so obviously is a chromatic
map.
Now consider a facet σ = {v1 , v2 } ∈ Sub(I). Since f is star-covered, f (int(|σ|)) ⊆
staro (w1 ) for some w1 ∈ O. Assume w.l.o.g. that µ(v1 ) = w1 , and let w2 = µ(v2 ). Notice
that w2 ∈ star(w1 ), as otherwise f (int(|σ|)) ⊆ staro (w1 ) is impossible. Therefore, there
exists a simplex τ ∈ O that includes w2 and w1 . It follows that τ = µ(σ) ∈ O, which proves
that µ is a chromatic simplicial map. It follows from the definition of µ that it is a chromatic
approximation to f .
◀
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f

Sub0 (I)

O

Figure 6 Star-cover for the chromatic subdivision Sub0 (I), which induces a trivial color partition
consisting of a single K10 , with color 1 representing yellow, containing all images of the subdivides
simplices in Sub0 (I). The small yellow vertex is mapped by µ01 to the yellow center of the star, the
small read and green vertices will be retracted to the opposite border and appropriately mapped in
the induction step in the proof of Theorem 22, and finally mapped to some border vertices as shown
in Figure 7.

▶ Theorem 22 (Chromatic Approximation Theorem). Let f : |I| → |O| be a chromatic function
such that I and O are pure simplicial complexes of dimension k, and with the same color set
χ(I) = χ(O). There exists a chromatic subdivision Sub(I) of I, and a chromatic simplicial
map µ : Sub(I) → O that is a chromatic approximation of f .
Proof. We use induction over dim(I) = dim(O) = k. The induction base k = 1 is provided
by Lemma 21. For our induction hypothesis, we assume that Theorem 22 holds for arbitrary
chromatic functions with respect to I ′ and O′ with dimension less than k ≥ 2. Let
f : |I| → |O| be a chromatic function with respect to I and O, where dim(I) = dim(O) = k
and χ(I) = χ(O) = {1, . . . , k + 1}.
It follows from Lemma 15 that there exists a chromatic subdivision Sub0 (I) of I, which
is star-covered with respect to f . Lemma 19 thus ensures that there is a color partition
P 0 = {K10 , . . . , Kr0 } of Sub0 (I). Recall that each Ki0 is an i-covered subcomplex of Sub0 (I).
Therefore, for any σ ∈ Ki0 , f (int(|σ|)) ⊆ staro (w) for some w ∈ O with color i. Now,
iteratively for i = 1, 2, . . . , r, we will perform the following two steps:
As our first step for i, we define a partial vertex map µ0i : Ki0 → O for vertices with
color i, as illustrated for the small yellow vertex on the boundary of f (|σ|) in Figure 6: Let
v ∈ V (Ki0 ) be such that χ(v) = i. Since Ki0 is i-covered, there exists some w ∈ V (O) such
that χ(w) = i and f (v) ∈ staro (w). We choose any such w, and set µ0i (v) = w. Note carefully
that this partial map µ0i defines uniquely a partial map for vertices of color i also in further
chromatic subdivisions of Ki0 : Let Li be any such subdivision of Ki0 and v ∈ V (Li ), χ(v) = i.
Taking v as a point in the corresponding 0-dimensional geometric simplex in Li , consider
σ = carr(v, Ki0 ). Since f is chromatic also in |Li | by Corollary 7, there exists a unique vertex
v ′ ∈ σ such that χ(v ′ ) = i. We can therefore consistently define µ0i (v) = µ0i (v ′ ).
As our second step for i, we define a partial vertex map µ1i : Ki0 → O for vertices with a
color ̸= i, as illustrated for the small red and green vertices on the boundary of f (|σ|) in
Figure 6. Let Ki1 = Ki0 \ {v ∈ V (Ki0 ) | χ(v) = i} and Oi = O \ {v ∈ V (O) | χ(v) = i}. Since f
is chromatic, Lemma 20 implies that each fi : |Ki1 | → |Oi | defined by fi (x) = πi (f (x)) is also
chromatic. Notice that each Ki1 and Oi has dimension less than k. Therefore, the induction
hypothesis holds, and there exist µ1i : Sub(Ki1 ) → Oi that are chromatic approximations to fi ,
as illustrated in Figure 7. As before, each µ1i defines a vertex map for any further chromatic
subdivision Li of Sub(Ki1 ) in the same way as µ0i did for further subdivisions of Ki0 .
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f
µ1 (σ1 )
µ1 (σ2 )
µ1 (σ3 )
µ1 (σ4 )
σ1

σ2 σ3
Sub0 (I)

µ1 (σ5 )

σ 4 σ5
O

Figure 7 Mapping of the small red and green vertices in Figure 6, which were retracted to the
outer border of the star, to appropriate border vertices via µ12 and µ13 (denoted as µ1 in the figure
for brevity) in the induction step in the proof of Theorem 22.

Since each µ1i defines a vertex map for vertices of color different to i, and µ0i defines a
vertex map for vertices of color i, the join µ1i ∗ µ0i = µi defines a vertex map for Ki0 for all
colors.
To combine all these partial functions µi into a global function µ, we make use of
Lemma 18. It ensures that there is a chromatic subdivision K of Sub(I) that refines every
Sub(Ki0 ). Recall that every µi is well defined for any further chromatic subdivision Sub(Ki0 ).
Therefore, we can globally define µ : K → O as µ(v) = µi (v), where i is the smallest color
such that v ∈ Sub(Ki0 ) in a sufficiently deep chromatic subdivision of Ki0 .
In only remains to prove that the so constructed µ is a chromatic approximation to f .
It suffices to show that µ(σ) ⊆ carr(f (|σ|), O) for every facet σ = {v1 , . . . , vn } ∈ K. Let
carr(f (|σ|), O) = κ = {w1 , . . . , wn }. Since it generally holds for facets in a pure simplicial
n
T
complex that κ =
star(wi ), we only need to prove that µ(σ) ⊆ star(wi ) for each wi . This
i=1

follows from the inductive construction of each µi and µ and the properties of the elements
of color partition P 0 , however, which are based on star-covered subdivisions.
◀

3

Continuous Task Solvability in the ASM Model

In this section, we show that chromatic functions precisely capture the notion of computability
for the wait-free asynchronous read/write shared memory (ASM) model. Our results hence
indeed provide an alternative proof of the ACT Theorem 1, by means of a simple reduction
based on Lemma 23.
▶ Lemma 23. A continuous task T = ⟨I, O, f ⟩ has a solution in ASM if and only if its
induced task Tf = ⟨I, O, ∆f ⟩ has a solution in ASM.
Proof. Assume that a continuous task T = ⟨I, O, f ⟩ has a solution, that is, that there
exists a subdivision Sub(I) and a decision map µ : Sub(I) → O such that for each σ ∈
Sub(I), µ(σ) ⊆ carr(f (|σ|), O). It follows from Definition 12 that µ solves Tf .
Conversely, assume that the induced task Tf has a solution. According to the ACT
Theorem 1, there exists a subdivision Sub(I) and a decision map µ : Sub(I) → O carried
by ∆f . From Definition 11 of the carrier ∆f of Tf , it follows that for any σ ∈ Sub(I),
µ(σ) ⊆ carr(f (|σ|), O). Therefore, by Definition 11, µ solves T .
◀
The following Theorem 24 establishes the equivalence of ASM task solvability and the
existence of a chromatic task.
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▶ Theorem 24 (CACT). A task ⟨I, O, ∆⟩ is solvable in ASM if and only if there exists a
continuous task ⟨I, O, f ⟩ such that f (|σ|) ⊆ |∆(σ)| for any input simplex σ ∈ I.
Proof. If ⟨I, O, ∆⟩ is solvable, then there exists a subdivision Sub(I) and a decision map
µ : Sub(I) → O carried by ∆. Since µ is a chromatic simplicial map, Lemma 8 reveals that its
geometric realization |µ| : |I| → |O| is a chromatic function, which satisfies |µ|(|σ|) ⊆ |∆(σ)|
for any input simplex σ ∈ I.
Conversely, let T = ⟨I, O, f ⟩ be a continuous task such that f (|σ|) ⊆ |∆(σ)|, and consider
the task Tf = ⟨I, O, ∆⟩. Since f is chromatic, it follows from Theorem 22 that f has a
chromatic approximation µf : Sub(I) → O. Since f (|σ|) ⊆ |∆(σ)|, Definition 11 implies that
µf solves the induced task Tf .
◀
Finally, the following Theorem 25 shows that every continuous task can be solved in
the ASM. Together with Theorem 24, it provides the continous counterpart of the only-if
direction of the ACT Theorem 1.
▶ Theorem 25. Any continuous task T = ⟨I, O, f ⟩ is solvable in ASM.
Proof. Let T = ⟨I, O, f ⟩ be a continuous task. It follows from Theorem 22 that f has a
chromatic approximation. According to Definition 11, it therefore has a solution in ASM.
Lemma 23 thus confirms that the induced task Tf = ⟨I, O, ∆f ⟩ also has solution in ASM. ◀

4

Application Example: Consensus-Preferent Approximate Agreement

As we have shown, chromatic functions precisely characterize task solvability under the
wait-free asynchronous shared memory model. However, their expressive power goes way
beyond that, opening up interesting future research areas. We will demonstrate this by using
a continuous task to specify preferences for particular output configurations. More specifically,
we consider a two-process system in ASM and specify a 1/3-binary-approximate agreement
task with a fixed preference 0 < K < 1 for exact agreement. The parameter K determines
the fraction of all the executions of the system that will terminate in a configuration where
all processes decide on the same value. For example, if one assumes that all IIS runs are
equally likely, then K gives the probability that a randomly chosen run terminated with
exact agreement.
Since every execution corresponds to a simplex in the chromatic subdivision Sub(I)
guaranteed by Theorem 22, this preference constraint can be easily expressed by means
of piecewise linear functions in a continuous task specification. More specifically, we will
define a chromatic function f : |I| → |O| for the task at hand as follows (see Figure 8 for an
illustration).
Let σ0 be the simplex of I that corresponds to the input configuration {(p1 , 0)(p2 , 0)},
and τ0 the simplex of O that corresponds to the output configuration {(p1 , 0), (p2 , 0)}. For
x ∈ |σ0 | = λ·(p1 , 0)+(1−λ)·(p2 , 0) for 0 ≤ λ ≤ 1, we define f (x) = λ·(p1 , 0)+(1−λ)·(p2 , 0) ∈
|O|. We extend this definition to σ1 = {(p1 , 1), (p2 , 1)} ∈ I and τ1 = {(p1 , 1), (p2 , 1)} ∈ O in
a completely analogous way. This corresponds to mapping the top resp. bottom edge of the
input complex to the top resp. bottom edge of the output complex.
In order to complete our definition of f , we also need to define it on σ2 = {(p1 , 0), (p2 , 1)}
and on σ3 = {(p1 , 1), (p2 , 0)}. We describe our construction for f restricted to |σ2 |; the
construction for f on |σ3 | is completely analogous. Let M1 be any positive number such
that 0 < K < M1 < 1, and set R = (1 − M1 )/3. Consider x1 , . . . , x4 ∈ |σ2 | defined by
x1 = R · (p1 , 0) + (M1 + 2R) · (p2 , 1), x2 = (M1 /2 + R) · (p1 , 0) + (2R + M1 /2) · (p2 , 1),
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Figure 8 The chromatic function for the consensus-preferent 1/3-approximate agreement task. It
maps a portion of K of the left edge in the input simplex I, represented by the red segments (x1 , x2 )
and (x3 , x4 ), to the red horizontal edges in the middle of O, and the remaining blue segments to the
blue vertical edges on the left and right of O.

x3 = (2R + M1 /2) · (p1 , 0) + (M1 /2 + R)(p2 , 1), and x4 = (2R + M1 ) · (p1 , 0) + R · (p2 , 1).
We now define f on |σ2 | as a piecewise affine function that maps segment [(p1 , 0), x1 ]
to segment [(p1 , 0), (p2 , 1/3)]. More specifically, for x in segment [(p1 , 0), x1 ] given by x =
λ·(p1 , 0)+(1−λ)·x1 for some 0 ≤ λ ≤ 1, we define f (x) = λ·(p1 , 0)+(1−λ)·(p2 , 1/3). In the
same way, we can map segments [x1 , x2 ] to [(p2 , 1/3), (p1 , 1/3)], [x2 , x3 ] to [(p1 , 1/3), (p2 , 2/3)],
[x3 , x4 ] to [(p2 , 2/3), (p1 , 2/3)] and [x4 , (p2 , 1)] to [(p1 , 2/3), (p2 , 1)].
Since it is obvious that the so-constructed f is a chromatic function, Theorem 24
guarantees that this task is solvable in the wait-free ASM model. More specifically, we obtain
the following Theorem 26:
▶ Theorem 26. Let Sub(I) be a chromatic subdivision of I, such that each facet has the
same size less than (M1 − K)/4, and let µ be the chromatic approximation to f with respect to
Sub(I) guaranteed by Theorem 22. Then, µ can be used to solve 1/3-approximate agreement
with a proportion of at least K executions that output the same value in the wait-free ASM.
In the IIS model, r = log3 (4/(M1 − K)) communication rounds are enough for solving this
task.
Proof. From the definition of f , it is apparent that the segments [x1 , x2 ] and [x3 , x4 ] both
have length M/2. Since they are mapped to the red segments in in O in Figure 8, it
follows that if σ ∈ Sub(I), and |σ| ⊆ int([x1 , x2 ]), then µ(σ) = (p1 , 1/3), (p2 , 1/3), and if
|σ| ⊆ int([x3 , x4 ]), then µ(σ) = (p1 , 2/3), (p2 , 2/3). Since [x1 , x2 ] has only two border points,
it must have at least ⌈(M1 /2)/D⌉ − 2 internal facets, where D is the facet size. Analogously,
[x3 , x3 ] must also have at least ⌈(M1 /2)/D⌉ − 2 internal facets. In total, we have at least
M1 /D − 4 facets in the original σ2 that map to an exact consensus output configuration, out
of a total of 1/D facets. Thus, the proportion of the subdivided simplices that results in
exact agreement is at least M1 − 4 · D. From the statement of our theorem, we know that
D ≤ (M1 − K)/4, therefore the proportion is at least M1 − (M1 − K) = K.
Exactly the same reasoning applies to σ3 , which also guarantees exact agreement for a
proportion at least K. On the other hand, all output configurations reachable from σ0 and
σ1 guarantee consensus, therefore their proportion is 1. Since σ0 , σ1 , σ2 , and σ3 are all the
facets of I, and since the subdivision is uniform, it follows that the proportion of the facets
of Sub(I) leading to exact consensus is at least K.
Since the standard chromatic subdivision divides a 2-dimensional simplex uniformly and
reduces its size to 1/3 of the original size, Theorem 26 implies that r = log3 (4/(M1 − K))
communication rounds are indeed enough for solving this task in the IIS model.
◀
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Figure 9 The chromatic function for and extended version of the consensus-preferent 1/3approximate agreement task. In contrast to Figure 8, it allows both processes to decide on 1/3 resp.
2/3 when the other process decides on 2/3 resp. 1/3.

We conclude this section by noting that the above example also reveals that continuous
tasks allow for more natural fine-grained specifications than standard tasks: It is apparent
from Figure 8 that the continuous task specification does not allow a configuration where
(p1 , p2 ) have decided (2/3, 1/3) when starting from the input (0, 1) in σ2 , which would be
allowed by the standard (colorless) task specification of 1/3-approximate agreement. To also
allow this behavior, one could use the continuous task specification illustrated in Figure 9,
however.

5
5.1

Discussion of Related Work
Alternative characterization approaches

In [36], Saraph, Herlihy and Gafni explain that “... the ACT contains one difficult step. Using
the classical simplicial approximation theorem, it is straightforward to construct a simplicial
map having all desired properties except that of being color-preserving. To make this map
color-preserving required a rather long construction employing mechanisms from point-set
topology, such as balls and Cauchy sequences.” In their paper, they give an alternative
proof strategy for the ACT, in which the essential chromatic property is guaranteed by a
distributed convergence algorithm, rather than by a combinatorial construction, whose proof
is quite subtle and long. They observe that the convergence algorithm can be applied to
more general continuous functions from I to O, carried by ∆, given the assumption that
∆(σ) is link-connected for all σ in I. This implies [36, Theorem 6.1], which states that if
there is a continuous map f : |I| → |O| that is carried by a link-connected carrier map ∆,
then there exists a carrier-preserving simplicial map from a chromatic subdivision of I to O.
We note, however, that this is only a sufficient condition, but nothing is stated about the
other direction: Whereas constructing a continuous map from a carrier-preserving simplicial
map is easy, it is not clear how to enforce link-connectivity of ∆.
In fact, link-connectivity is a property required from the output complex resp. the images
of the carrier map ∆, and it is easy to find examples (like the Hourglass task discussed in
Section 1) of continuous tasks that are not link-connected. In particular, the assumption
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that ∆(σ) is link-connected can be violated even by admitting just one additional possible
output configuration ρ ∈ ∆(σ) (e.g., involving a default value ⊥ as in quasi-consensus [19])
for just one simplex σ ∈ I.
We illustrate this in more detail by means of a general k-failsafe extension, which could
be added to any conventional task specification: Rather than deciding on some output value,
any process, up to a maximum of k processes, is also allowed to abstain. Abstaining can
be formalized by outputting a distinguished value denoted by ⊥. If T is a non-trivial task
and k < n − 1, then the output complex of the k-failsafe version of T is not link-connected.
This follows from the fact that any face F containing k yielding processes must be connected
to any face consisting of the complementary n − k > 1 non-yielding processes. Removing
F would lead to disconnected, i.e., (−1)-connected, facets of the original task, whereas
link-connectivity would require a connectivity of n − 1 − (k − 1) − 2 > −1. For example,
the output complex of 1-failsafe consensus with 3 processes shown in the figure below is not
link-connected; note that it can be viewed as three intertwined instances of the Hourglass task.
In sharp contrast to link-connectivity-based characterizations, our continuous task-based one
can be applied here, and reveals that the task cannot be solved in wait-free ASM.
1

1
1

⊥

⊥

0

⊥
0

0
O
We finally note that whereas it could be argued that one could try to restrict a non-linkconnected output complex resp. carrier map to a link-connected one, this is not always the
case: there are examples like the valency task introduced in [4], where any such restriction
would render an unsolvable task solvable.
The only alternative/generalized characterization that we are aware of can be found
in [16], however it requires the output complex resp. the carrier map to be link-connected. In
particular, Gafni, Kuznetsov and Manolescu provide a generalized ACT for general Sub-IIS
models, leading to affine tasks [30], which also include non-compact models like t-resilient
and obstruction-free ones. Their GACT depends on the existence of a chromatic simplicial
map, however. In the wait-free case [16, Cor. 7.1], the authors just refer to the construction
in [28]. For general models, a dedicated [16, Thm. 8.4] is provided. However, it requires a
link-connected output complex and just resorts to [28, Lem. 4.21, Thm. 5.29] in its proof as
well.
A related alternative approach uses distributed computing arguments to limit the type
of chromatic subdivisions that take place, to avoid the need for the difficult perturbation
arguments of the original ACT proof. Such an approach is described in [8], which uses a
simulation [17] to the iterated model using immediate snapshot tasks.
Once a characterization has been proved for a specific distributed computing model, one
may use algorithmic simulations and reductions to other models. For instance, once the ACT
has been used to characterize wait-free task solvability, the BG simulation [9] can be used
to characterize solvability when at most t processes may crash, by a distributed simulation
of an algorithm that solves the task in the other model. Whereas this simulation works
only for colorless tasks (see below), there has also been a proposal for an extension of the
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BG simulation that works for general tasks [15]. Another example is [31], which presents
a characterization of task computability in the wait-free shared-memory model in which
processes, in addition to read/write registers, have access to k-test-and-set objects. Instead
of algorithmic simulations, it is also possible to directly construct reductions (maps) from a
protocol complex in one model to a protocol complex in another model [25].

5.2

Colorless computability

There is a continuous characterization of task solvability for colorless tasks [9], in which we
care only about the sets of input and output values, but not which processes are associated
with which values. Many of the main tasks of interest in distributed computing are colorless:
consensus, set agreement, approximate agreement, loop agreement, etc. These tasks are
defined by the colorless input complex I, the colorless output complex O, and an input/output
relation ∆. Furthermore, colorless tasks can be solved by simpler colorless algorithms, where
the processes consider the values read from the shared memory as a set, disregarding which
value belongs to which process.
The colorless ACT [27, Theorem 8] or [22, Section 4.3] roughly says that a colorless task
is wait-free solvable if and only if there is a continuous map f from |I| to |O| carried by ∆,
where | · | denotes the geometric realization of the respective complex. Or equivalently, if
and only if there is some r and a simplicial map δ from Baryr (I) to O carried by ∆. The
proof of the colorless ACT does not require the technicalities of the original ACT result; it
uses only the classic simplicial approximation theorem.
Overall, colorless computability is fairly well understood, because the topological techniques are simpler; the whole first part of the book [22] is devoted to colorless tasks.
Remarkably, some of the most important wait-free results like the set agreement impossibility
and the general task undecidability [14, 23] do not require the chromatic version. Moreover,
there are colorless task solvability characterizations for various other read/write models
of computation, such as t-resilience [35], closed adversaries [26] and fair adversaries [32],
even in anonymous systems where processes have no ids [11] and for robot coordination
algorithms [2].
It would be interesting to extend existing colorless results to general tasks via our CACT,
in particular, for dependent failures [24, Theorem 4.3] and [26], as well as for systems admitting
solo executions [27] or partitions [18]. For solo executions, a solvability characterization for
arbitrary tasks exists [37], but it is not continuous.

5.3

ASM Models

One of the central challenges in the theory of distributed computing is determining the
computability power of its numerous models, parameterized by types of failures (crash,
omission, Byzantine), synchrony (asynchronous, partially synchronous, synchronous), and
communication primitives (message-passing, read-write registers, powerful shared objects).
For various asynchronous, synchronous and semisynchronous models, the topology of the
protocol complex is known [22, Chapter 13], but not a full characterization in the ACT style.
The most basic models (which preserve the topology of the input complex) are the ASM
models, but even here, there are many variants that are all equivalent with respect to task
solvability. The original ACT result was developed in the specific model of read/write shared
memory, and was redone later in the simpler to analyze IIS model. This resulted in another,
discrete version of the ACT, justified by the existence of simulations between both models [17].
The book [22, Section 14.2] describes five natural models of asynchronous computation and
shows they are all equivalent with respect to task solvability. The variants are based on
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whether processes can take snapshots of the shared memory or just read individual registers
one at a time, and whether the shared memory can be read and written multiple times, or
just once (iterated models). Whereas not all ASM models have exactly the same protocol
complex, they have a protocol complex that is collapsible, see e.g. [6].
As mentioned in the introduction, instead of working in a specific read/write waitfree model, we simply assume a model where Theorem 1 holds, i.e., any ASM model.
Our continuous characterization can hence be viewed as subsuming the various discrete
characterizations.
Another class of models where communication is by message passing is called dynamic
networks. Here reliable processes run in synchronous rounds, an adversary defines the possible
patterns of message losses. Some adversaries define models that are ASM, and hence our
results apply. An investigation of the minimum set of messages whose delivery must be
guaranteed to ensure the equivalence of this model to asynchronous wait-free shared-memory
is presented in [1]. For general adversaries, a characterization is known only for consensus [33].

6

Conclusions and Future Work

In this paper, we defined chromatic functions as continuous functions with some color
preservation properties, and showed that they precisely characterize task solvability in a
wait-free asynchronous shared memory model (ASM). Chromatic functions can be seen as
the continuous analogue of chromatic simplicial maps, and provide a means for expressing
refined task specifications, e.g., for resolving non-determinism. Overall, they provide a purely
topological formalization of the computability power of ASM models.
Technically, our results rest on the novel notion of chromatic approximations, a chromatic
analog of the well-known simplicial approximation theorem. The main feature guaranteed
by chromatic functions is preserving the color structure, which is not native to point-set
topology. In fact, chromatic functions are a formalization of quite intuitive rules of what
can and can’t be done to transform an input complex into an output complex: For example,
stretching and even possibly folding over along an edge or a facet is permitted. Puncturing
or cutting would violate continuity and is hence forbidden, however. Less obvious is the fact
that any collapsing is prohibited, since this would imply a violation to the color structure.
The utility of continuous tasks is not limited to standard task solvability. We demonstrated
this fact by adding density constraints for the outputs to the classic 1/3-approximate
agreement task, namely, a lower bound on the fraction of executions that actually guarantee
exact consensus. This gives a guarantee that exact agreement will happen frequently enough
on average.
Regarding future work, our results open up promising research avenues in several directions.
Our perspective might be useful to derive characterizations of task solvability in other models
of computation, especially those for which there exist no topological characterization; one
example are models where communication is performed via shared objects used in practice,
which are more powerful than read/write operations. Besides exploring the power and
limitations (in particular, decidability in different models of computation) of continuous
tasks for refining task specifications, we also believe that the ability to incorporate density
constraints is interesting from a non-worst-case quality-of-service perspective in general. Last
but not least, we expect that continuous tasks with density constraints could also be useful
for characterizing non-terminating tasks, such as asymptotic and approximate consensus
[13] and long-lived approximate agreement, which was originally presented by Herlihy in
[21] and later made more precise by Attiya et al. in [3]. This is because task solvability is
expressed only in terms of geometric simplicial complexes, which may allow to incorporate
output sequences via continuous functions defined on the output complex.
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Combinatorial Topology in Distributed Computing Preliminaries

For ease of reference, we provide a collection of basic combinatorial topology definitions
and their application in distributed computing, which have primarily been taken from [22]:
Appendix A.1 is dedicated to basic combinatorial topology, Appendix A.2 adds definitions
required for the modeling of a distributed systems using combinatorial topology.

A.1

Combinatorial topology

The first definition that we need is the definition of an abstract simplicial complex, which
can can be thought of as a “high-dimensional” graph. Abstract simplicial complexes have
the advantage of having a discrete combinatorial construction, while at the same time, they
are able to express triangulated manifolds.
▶ Definition 27 (Abstract simplicial complex). An abstract simplicial complex K is a pair
⟨V (K), F (K)⟩, where V (K) is a set, F (K) ⊆ 2V (K) , and for any σ, τ ∈ 2V (K) such that σ ⊆ τ
and τ ∈ F (K), then σ ∈ F (K). V (K) is called the vertex set, and F (K) is the face set of K.
The elements of V (K) are called the vertices, and the elements of F (K) are called the faces
or simplices. We say that an abstract simplicial complex is finite if its vertex set is finite.
We say that a simplex σ is a facet if it is maximal with respect to containment.
Traditionally, dimension is a number that represents how many axes we need to describe
a point in space. The dimension of a simplex of an abstract simplicial complex is just the
number of its vertices minus 1.
▶ Definition 28 (Dimension). Let K be an abstract simplicial complex, and σ ∈ F (K) be a
simplex. We say that σ has dimension k, denoted by dim(σ) = k, if it has a cardinality of
k + 1. We say that K is of dimension k if it has a simplex of maximum dimension k.
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In the context of distributed computing, local processes’ states correspond to vertices,
and global configurations correspond to faces. Consequently, we only consider simplicial
complexes where all simplices are of the same dimension. We call this particular type of
simplicial complexes pure abstract simplicial complexes.
Now that we have defined the basic objects in combinatorial topology, we can define the
morphisms that preserve the structure.
▶ Definition 29 (Simplicial maps). Let K and L be abstract simplicial complexes. We say
that a vertex map µ : V (K) → V (L) is a simplicial map if for any σ ∈ F (K), µ(σ) ∈ L.
We say that a simplicial map µ is rigid if for any σ of dimension d, µ(σ) is also of
dimension d.
It should be noted that simplicial maps are the discrete analogon to continuous functions.
This equivalence is formally stated through the simplicial approximation theorem.
In the context of distributed systems, it is sometimes inevitable to enrich simplicial
complexes with a coloring. Such a coloring corresponds to extracting the processes’ ids from
the local states.
▶ Definition 30 (Coloring). Let K be a finite abstract simplicial complex of dimension k.
We say that a function χ : V (K) → {1, 2, . . . , k + 1} is a proper coloring if for any simplex
σ ∈ F (K), χ is injective at σ.
In order to simplify notation, whenever we have two disjoint abstract simplicial complexes
K and L, both of dimension k, with colorings µ1 and µ2 , we will instead implicitly consider a
“global” coloring µ : V (K) ∪ V (L) → {1, . . . , k + 1}, since it is simpler and usually free from
ambiguity.
Since we are interested that morphisms preserve the color structure, we must also add a
coloring restriction.
▶ Definition 31 (Chromatic simplicial maps). Let K resp. L be abstract simplicial complexes
of dimension k, and χ1 resp. χ2 proper colorings for K resp. L. We say that a simplicial
map is chromatic if for any v ∈ V (K), χ1 (v) = χ2 (µ(v)).
It should be noted that all chromatic simplicial maps are rigid.
We need to define a substructure relation. Notice that since an abstract simplicial complex
is a pair of two sets, it is natural to define the substructure relation based on set containment.
▶ Definition 32 (Subcomplex). Let K and L be abstract simplicial complexes, we say that L
is a subcomplex of K if V (L) ⊆ V (K) and F (L) ⊆ F (K).
Since we have a definition for the subcomplex relation, we can now define the k-dimensional
skeleton of an abstract simplicial complex.
▶ Definition 33 (r-Skeleton). Let I be a k-dimensional abstract simplicial complex, and
r ≤ k. We define the r-skeleton of I, Skel-r(I) as the subcomplex induced by the r-dimensional
simplices of I. More precisely:
V (Skel-r(I)) = {v ∈ V (I) | ∃ σ ∈ F (I) ∧ dim(σ) = r ∧ v ∈ σ},
F (Skel-r(I)) = {σ ∈ F (I) | ∃ τ ∈ F (I) ∧ dim(τ ) = r ∧ σ ⊆ τ }.
▶ Definition 34 (Carrier Map). Let K and L be abstract simplicial complexes and Φ : K → 2L .
We say that Φ is a carrier map if Φ(σ) is a subcomplex of L for any σ ∈ K, and for any
σ1 , σ2 ∈ L, Φ(σ1 ∩ σ2 ) ⊆ Φ(σ1 ) ∩ Φ(σ2 ).
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We say that a carrier map Φ : K → 2L is rigid if for every simplex σ ∈ K of dimension
d, the subcomplex Φ(σ) is pure of dimension d. It is is strict if for every simplices σ, τ ∈ K,
Φ(σ ∩ τ ) = Φ(σ) ∩ Φ(τ ). Finally, it carries a simplicial vertex map µ : K → L if, for any
σ ∈ K, µ(σ) ∈ Φ(σ).
▶ Definition 35 (Star of a vertex). Let v ∈ V (K). We define the star of v as the subcomplex
of K of all simplices that contain v.
Subdivisions are used to create refined simplicial complexes out of a given simplicial
complex. In the barycentric subdivision, the original faces become vertices, and simplex
chains become the faces of the new subdivision.
▶ Definition 36 (Barycentric subdivision). Let K be an abstract simplicial complex. We define
the barycentric subdivision, denoted by Bary(K) through its vertex set and faces as follows.
V (Bary(K)) = F (K),
F (Bary(K)) = {(σ1 , σ2 , . . . , σk ) | σi ∈ F (K) ∧ σ1 ⊆ σ2 ⊆ . . . ⊆ σk }.
Intuitively, the barycentric subdivision adds a vertex in the center of each simplex, and
joins each of the original vertices to the new vertex. Since it does not preserve colors, the
more complex chromatic subdivision is typically used instead.
▶ Definition 37 (Chromatic subdivision). Let K be a k-dimensional abstract simplicial complex
with a proper coloring χ : (V (K)) → {1, . . . , k + 1}. We define the chromatic subdivision
through its vertex set and faces as follows.
V (Ch(K)) = {(i, σ) | σ ∈ F (K) ∧ i ∈ χ(σ)},
F (Ch(K)) = {(i1 , σ1 ), (i2 , σ2 ), . . . (ir , σr ) | σj ∈ F (K) ∧ σ1 ⊆ . . . ⊆ σr ∧ im ̸= is for all m ̸= s}.

Intuitively, the chromatic subdivision is similar to the barycentric subdivision, but instead
of only inserting a single vertex inside a face, it inserts a smaller face of the same dimension.
See Figure 10 for illustrations of both the barycentric and the chromatic subdivision.

I

Bary(I)

Ch(I)

Figure 10 Barycentric vs. chromatic subdivision.

Since we are sometimes interested in relating combinatorial topology with its point-set
topology counterpart, we need a precise definition for the topological spaces represented by
abstract simplicial complexes. We start with the geometric interpretation of a simplex.
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▶ Definition 38 (Geometric simplex). Let K be an abstract simplicial complex, and σ ∈ F (K).
We define the geometric realization of σ, denoted by |σ| as the set of affine functions from
P
σ into the closed interval [0, 1]. That is |σ| = {f : σ → [0, 1] |
f (v) = 1}. Elements of |σ|
v∈σ

are called points of |σ|.
In order to make proofs more readable, we will also express the points of a geometric
P
simplex in algebraic form, namely, as
f (v) · v.
v∈σ

Intuitively, the affine functions form a coordinate system, where the vertices in σ are the
generators. A k-dimensional geometric simplex is homeomorphic to a k-dimensional ball,
and can be embedded into a k-dimensional Euclidean space. Notice that the above definition
has the advantage ob being independent from embeddings, however.
While we have defined the geometric realization of an individual simplex, we also need a
point-set topological space for the whole abstract simplicial complex.
▶ Definition 39 (Geometric Simplicial Complex). For an abstract simplicial complex K, we
`
define the geometric realization of K, denoted by |K|, as the quotient space
|σ|/R.
σ∈F (K)
`
Herein,
|σ| is the disjoint union of all geometric simplices of K, and R is the equivalence
σ∈F (K)

relation given by f ∼ g iff f −1 ((0, 1]) = g −1 ((0, 1]) and f (v) = g(v) for all v ∈ f −1 ((0, 1]).
R

Via this definition, we create disjoint geometric simplices and glue them along shared
points. Observe that the equivalence relation R defines shared points as functions that have
the same non-zero coordinates.
We note that a geometric simplicial complex |K| is homeomorphic to both its barycentric subdivision |Bary(K)| and to its chromatic subdivision |Ch(K)|. Therefore, it is also
homeomorphic to any finitely iterated subdivision.
▶ Definition 40 (Geometric Star of a Vertex). Let v ∈ V (K) be a vertex of an abstract simplicial
complex K. We define the closed star of v, star(v) as the closed subset of |K| induced by the
S
geometric realization of the simplices that contain v. More precisely, star(v) =
|σ|. The
v∈σ

open star of a vertex is the interior of the closed star, and denoted by staro (v) = int(star(v));
note that int(v) = v for every vertex. Unless explicitly stated, we will refer to the closed star
of a vertex v when using star(v).

A.2

The topological model in distributed computing

In the previous subsection, we provided a reasonably comprehensive list of basic definitions of
combinatorial topology. In this section, we will use and appropriately extend them in order
to be able to model the wait-free asynchronous shared memory (ASM) model. We will focus
on the Iterated Immediate Snapshot (IIS) Model described in [22], since it is conveniently
equivalent to other wait-free shared memory models in terms of computability, and it relates
directly to the topological framework.
First, we need to model input and output configurations for distributed computations.
This will be done by dedicated simplicial complexes. In the input complex, local input states
are modeled as vertices, and global initial configurations as faces. Since we are interested
in colored tasks, processes are labeled by their unique ids, which is modeled by a proper
coloring of the vertices.
▶ Definition 41 (Input complex). We define the input complex of a distributed system, denoted
by I, as the following abstract simplicial complex:
V (I) = {(pi , vi ) | pi is a process id, and vi is a valid input value for pi },
F (I) = {(w1 , . . . , wn ) | there is a valid global input configuration that is consistent with all wi }.
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We can use a symmetrical definition for an output complex.
▶ Definition 42 (Output complex). We define the output complex of a distributed system,
denoted by O, as the following abstract simplicial complex:
V (O) = {(pi , vi ) | pi is a process id, and vi is a valid output value for pi },
F (O) = {(w1 , . . . , wn ) | there is a valid global output configuration that is consistent with all wi }.

Carrier maps are used to specify the validity conditions of a task. A simplex in the input
complex I, which corresponds to a valid initial configuration, is mapped to a subcomplex of
the output complex O. This subcomplex corresponds to the valid different outputs that are
allowed for this input.
▶ Definition 43 (Carrier Set). For a point x ∈ |K|, let the carrier of x, denoted σ = carr(x, K),
be the unique smallest simplex[σ ∈ K such that x ∈ |σ|. We can also define the carrier of a
set S ⊆ |K|, as carr(S, K) =
carr(x, K).
x∈S

Notice that any chromatic subdivision Sub(I) of a chromatic simplicial complex I induces
a carrier map Φ : I → Sub(I). Φ maps each simplex σ into a simplicial complex Sub(σ).
The following definition gives the standard meaning of the carrier carr(τ, Φ) of a simplex
τ ∈ O for a strict carrier map Φ : I → 2O :
▶ Definition 44. Let I, O be finite simplicial complexes and Φ : I → 2O be a strict carrier
map. For each simplex τ ∈ Φ(I), there exists a unique simplex σ ∈ I of smallest dimension,
such that τ ∈ Φ(σ). We say that this σ is the carrier of τ under Φ, denoted carr(τ, Φ).
A carrier map ∆ : I → 2F (O) can be used to specify the validity conditions for a
distributed task, i.e., which outputs are valid for each particular input.
▶ Definition 45 (Task). A distributed task T is a triple ⟨I, O, ∆⟩, where I is a pure abstract
simplicial complex, O is a pure abstract simplicial complex of the same dimension as I, and
∆ is a carrier map.
We have now developed a topological model that captures the input and output conditions
for a distributed system. However, we are also interested in the evolution of the system
throughout an execution. This is modeled by another simplicial complex, the protocol
complex.
▶ Definition 46 (Protocol complex). We define the protocol complex of a distributed system,
denoted by P, as the following abstract simplicial complex:
V (P) = {(pi , s) | pi is a process id, and s is a valid local state for pi },
F (P) = {(w1 , . . . , wn ) | there is a valid global state configuration that is consistent with all wi }.

In contrast to the input and output complexes, which are very well defined, there is no
standard way of describing the protocol complex, as it intrinsically depends on the peculiarities of the computing model, like message passing versus shared memory communication,
asynchronous versus synchronous execution etc. In fact, it is the communication between
processes over time that determines the evolution of the protocol complex, which starts out
from the input complex.
In the IIS model, all protocol complexes are chromatic subdivisions of I. More specifically, an execution with k communication rounds is represented by the the k-th chromatic
subdivision of I, that is, P = Chk (I).
We can now finally state what it means to solve a task in the topological model.
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▶ Definition 47 (Task solvability). We say that a task T = ⟨I, O, ∆⟩ is solvable in a distributed
model M, if there exists a protocol complex P associated to the model M and a chromatic
simplicial map µ : P → O that is carried by ∆.
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1

Introduction

Graph alignment
Given two graphs G = (V, E) and G′ = (V ′ , E ′ ) with same node set V = V ′ = [n], the problem
of graph alignment consists in identifying a bijective mapping, or alignment σ : V → V ′ that
minimizes
X
2
1{i,j}∈E − 1{σ(i),σ(j)} ∈E ′ ,
i,j∈[n]

that is the number of disagreements between adjacencies in the two graphs under the
alignment σ. This problem reduces to the graph isomorphism problem in the noiseless setting
where the two graphs can be matched perfectly (or, are isomorphic). The paradigm of
graph alignment has found numerous applications across a variety of diverse fields, such as
network privacy [17], computational biology [19], computer vision [4], and natural language
processing.
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Given the adjacency matrices A and B of the two graphs, graph alignment can be viewed
as an instance of the quadratic assignment problem (QAP) [18]:
arg max⟨A, ΠBΠT ⟩

(1)

Π

where Π ranges over all n × n permutation matrices, and ⟨·, ·⟩ denotes the matrix inner
product. QAP is known to be NP-hard in general, as well as some of its approximations
[18, 15]. These hardness results are applicable in the worst case, where the observed graphs
are designed by an adversary. In many applications, the graphs can be modeled by random
graphs; as such, our focus will not be the worst-case instances, as explained hereafter.

Correlated Erdős-Rényi model
A recent thread of research [5, 6, 7, 8, 9, 11, 10] has focused on the study of graph alignment
when the two considered graphs are drawn from a generative model under which they are both
Erdős-Rényi random graphs. Specifically, for (λ, s) ∈ R+ × [0, 1], the correlated Erdős-Rényi
random graph model, denoted G(n, q, s) with q = λ/n, consists of two random graphs G, G′
both with node set [n] generated as follows. Consider an i.i.d. collection {(Aij , Ãij )}i<j∈[n]
of pairs of correlated Bernoulli random variables with distribution


(1, 1) with probability λs/n



(1, 0) with probability λ(1 − s)/n
(Aij , Ãij ) =
(2)
(0, 1) with probability λ(1 − s)/n




(0, 0) with probability 1 − λ(2 − s)/n.
Consider then a permutation σ ∗ drawn independently of A, Ã and uniformly at random
from the symmetric group Sn . The two graphs (G, G′ ) are then defined by their adjacency
matrices A and A′ such that for all i < j ∈ [n]:
Aij = Aji , A′ij = A′ji = Ãσ∗ (i)σ∗ (j) .
In this setting, the marginal distributions of G and G′ are identical, namely that of the
Erdős-Rényi model G(n, q) with q = λ/n.

Planted graph alignment
The previous model is then used to study the mean-case version of graph alignment – namely
planted graph alignment – consisting in finding an estimator σ̂ of the planted solution σ ∗ upon
observing G and G′ . For any subset C ⊂ [n], the performance of any one-to-one estimator
σ̂ : C → [n] is now assessed through ov(σ ∗ , σ̂), its overlap with the unknown permutation σ ∗ ,
defined as
ov(σ ∗ , σ̂) :=

1X
1σ̂(i)=σ∗ (i) .
n

(3)

i∈C

Note that the estimator σ̂ may not be in Sn , and only consist in a partial matching. The
error fraction of σ̂ with the unknown permutation σ ∗ is defined as
err(σ ∗ , σ̂) :=

1X
|C|
1σ̂(i)̸=σ∗ (i) =
− ov(σ ∗ , σ̂).
n
n
i∈C

(4)
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It easy to check that the maximum-a-posteriori (MAP) estimator of σ ∗ given G, G′ is the
solution of the QAP problem (1). However, it is shown [5] that this MAP estimator performs
well only in the case where the mean degrees in the graphs are at least Ω(log n). Hence in
our sparse regime (with constant mean degree) this new measure of performance (3) – which
is the one on which we will focus next – differs from that of the non-planted case (1).
A sequence of injective estimators {σ̂n }n – omitting the dependence in n – is said to
achieve
Exact recovery if P(σ̂ = σ ∗ ) −→ 1,
n→∞

Almost exact recovery if P(ov(σ ∗ , σ̂) = 1 − o(1)) −→ 1,
n→∞

Partial recovery if there exists some ε > 0 such that P(ov(σ ∗ , σ̂) > ε) −→ 1,
n→∞

One-sided partial recovery if it achieves partial recovery and P(err(σ ∗ , σ̂) = o(1)) −→ 1.
n→∞

▶ Remark 1. One-sided partial recovery is by definition at least as hard as partial recovery.
From an application standpoint it is more appealing than partial recovery: indeed, it may be
of little use to know one has a permutation with 30% of correctly matched nodes if one does
not have a clue about which pairs are correctly matched.
This justifies our focus on one-sided recovery, besides the fact that it is more amenable
to analysis at this stage. Another main interest of one-sided partial alignment is that its
local rephrasing in terms of one-sided tests on trees is the most relevant one, when compared
to other types of tests.

Phase diagram
In this sparse regime (where the graphs have constant mean degree λ), it is known [5, 6]
that the presence of Ω(n) isolated vertices in the underlying intersection graph of G and
G′ makes exact and almost exact recovery impossible. The main questions consist then in
determining the phase diagram of the model G(n, λ/n, s) for partial alignment (or recovery),
namely the range of parameters (λ, s) for which, in the large n limit:
Any sequence of estimators fails to achieve (one-sided) partial recovery (for any ε > 0).
We refer to the corresponding range as the information-theoretic (IT-)impossible phase,
There is a sequence of estimators σ̂ achieving (one-sided) partial recovery (with some
ε > 0), which we refer to as the IT-feasible phase,
There is a sequence of estimators σ̂ that can be computed in polynomial-time achieving
(one-sided) partial recovery (with some ε > 0): the easy phase.
An interesting perspective on this problem is provided by research on community detection,
or graph clustering, for random graphs drawn according to the stochastic block model. In
that setup, above the so-called Kesten-Stigum threshold, polynomial-time algorithms for
clustering are known [3, 14, 16], and the consensus among researchers in the field is that no
polynomial-time algorithms exist below that threshold. Yet, there is a range of parameters
with non-empty interior below the Kesten-Stigum threshold for which exponential-time
algorithms are known to succeed at clustering [1]. In other words, for graph clustering, it is
believed that there is a non-empty hard phase, consisting of the set difference between the
IT-feasible phase and the polynomial-time feasible phase.
The picture available to date for partial graph alignment is as follows. Recent work [10]
shows that the IT-impossible phase includes the range of parameters {(λ, s) : λs ≤ 1}, and
Wu et al. [20] have established that the IT-feasible phase includes the range of parameters
{(λ, s) : λs > 4} (condition λs > C for some large C had previously been established in [13]).
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s
1

λs = 4
λs2 = 1
λs = 1
0
1

λ

4
Impossible phase

IT-feasible phase

Conjectured hard phase

Easy phase

Figure 1 Diagram of the (λ, s) regions where partial recovery is known to be IT-impossible
([10]), IT-feasible ([20]), or easy ([11] and this paper). In the orange region one-sided detectability is
impossible in the tree correlation detection problem, and partial graph alignment is conjectured to
be hard (this paper).

For the easy phase, Ganassali and Massoulié [11] have established that it includes the range
of parameters {(λ, s) : λ ∈ [1, λ0 ], s ∈ [s(λ), 1]} for some parameter λ0 > 1 and some function
s(λ) : (1, λ0 ] → [0, 1]. The phase diagram is summed up in Figure 1.

2

Problem description and main contribution

This partial picture leaves open the question of whether, similarly to the case of graph
clustering, graph alignment features a hard phase or not. The contribution of the present
work can be summarized in three points:
(1) We investigate a fundamental statistical problem, which to the best of our knowledge
had not been previously studied: hypothesis testing for correlation detection in trees.
We study the regimes in which the optimal test on trees succeeds or fails in the setting
when the trees are correlated Galton-Watson trees (see Theorem 2);
(2) For this detection problem on trees, the computation of the likelihood ratio can be made
recursively on the depth, which yields an optimal message-passing algorithm for this
task running in polynomial-time in the number of nodes;
(3) We then state that the previous detection problem on trees arises naturally from a local
point of view in the related problem of one-sided partial recovery for graph alignment.
In light of the previous analysis we are able to draw conclusions for our initial problem
on graphs; doing so we complete the phase diagram as shown in Figure 1, extending the
regime for which one-sided partial alignment is provably feasible in polynomial time, and
exhibiting the presence of a conjectured hard phase (see Theorem 4).

1
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Our approach to point (3) follows the way paved by [11]. It essentially relies on an
algorithm which lets σ̂(i) = u for i such that the local structure of graph G in the neighborhood
of node i is ’close’ to the local structure of graph G′ in the neighborhood of node u. As
exploited in [11], the neighborhoods to distance d of two nodes i, u in G and G′ , provided
that u = σ ∗ (i), are asymptotically distributed as correlated Galton-Watson branching trees
(distribution denoted P1,d ). On the other hand, for pairs of nodes (i, u) taken at random
in [n], the joint neighborhoods of nodes i and u in G and G′ respectively, to depth d,
are asymptotically distributed as a pair of independent Galton-Watson branching trees
(distribution denoted P0,d ).
Thus, a fundamental step in our approach is to determine the efficiency of tests for deciding
whether a pair of branching trees is drawn from either a product distribution, or a correlated
distribution. Preivous work [11] relied on tests based on a so-called tree-matching weight
to measure the similarity between two trees. In the present work we are instead interested
in studying the existence of one-sided tests, which are tests asymptotically guarantying a
vanishing type I error and a non vanishing power. According to the Neyman-Pearson Lemma,
optimal one-sided tests are based on the likelihood ratio Ld of the distributions under the
distinct hypotheses P1,d and P0,d (trees correlated or not)1 . The mathematical formalization
of point (1) here above is the following
▶ Theorem 2 (Correlation detection in trees). Let
KLd := KL(P1,d ∥P0,d ) = E1,d [log(Ld )] .
Then the following propositions are equivalent:
(i) There exists a one-sided test for deciding P0,d versus P1,d ,
(ii) lim KLd = +∞ and λs > 1,
d→=∞

(iii) There exists (ad )d such that ad → ∞, P0,d (Ld > ad ) → 0 and lim inf d P1,d (Ld > ad ) >
0.
(iv) Denoting P0 := P0,∞ , the martingale (Ld )d (w.r.t. to P0 ) is not uniformly integrable.

(v) with probability2 1 − pext (λs) > 0, Ld diverges to +∞ with rate Ω exp Ω(1) × (λs)d .
▶ Remark 3. This Theorem gives general necessary and sufficient conditions for the existence
of a one-sided test in the tree correlation detection problem. In this full version of this paper
[12], several more explicit results, giving sufficient conditions in terms of λ and s for points
(ii) or (iii) to be verified or to fail, are stated as corollaries and contribute to the phase
diagram in Figure 1.
We also mention that condition (v) will be used in the design of MPAlign (Algorithm
1) choosing an appropriate threshold that will guarantee for the method to output both a
substantial part of the underlying permutation and a vanishing number of mismatches.
▶ Theorem 4 (Consequences for one-sided partial graph alignment). For given (λ, s), if onesided correlation detection is feasible, i.e. any of the conditions in Theorem 2 holds, then
one-sided partial alignment in the correlated Erdős-Rényi model G(n, λ/n, s) is achieved in
polynomial time by our algorithm MPAlign (Algorithm 1).
1

2

This guarantees that whenever the test based on tree-matching weight in [11] succeeds, the optimal test
studied in this paper also succeeds. On this point, Theorem 3, Section 3 in the full version [12] gives
more insight on the extension of the regime established in [11] where partial alignment is feasible (for
small λ and s close to 1).
This probability 1 − pext (λs) is defined as the probability that a Galton-Watson tree of offspring Poi(λs)
survives.
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▶ Conjecture. We conjecture that if one-sided correlation detection in trees fails, i.e. none
of the equivalent conditions in Theorem 2, then no polynomial-time algorithm achieves (onesided) partial recovery. In view of Theorem 5 of Section 5 of the full version of the paper [12],
which guarantees existence of a non-empty parameter region where one-sided tree detection
fails while partial graph alignment can be done in non-polynomial time, our conjecture would
imply the hard phase to be non-empty.

3

The MPAlign algorithm

Intuition: extending the tree correlation detection problem
Let (G, G′ ) ∼ G(n, q = λ/n, s), with underlying alignment σ ∗ . In order to distinguish
matched pairs of nodes (i, u), we consider their neighborhoods Nd,G (i) and Nd,G′ (u) at a
given depth d: these neighborhoods are close to Galton-Watson trees. In the case where
the two vertices are actual matches, i.e. u = σ ∗ (i), we are exactly in the setting of our tree
correlation detection problem under P1 : point (v) of in Theorem 2 shows that there exists a
threshold βd such that with probability at least 1 − pext (λs) > 0,
Ld (i, u) := Ld (Nd,G (i), Nd,G′ (u)) > βd ,
when d → ∞. Point (v) of Theorem 2 shows that this threshold βd can be e.g. taken to be
exp(nγ ) for some γ ∈ (0, c log(λs)).
At the same time, when nodes u and σ ∗ (i) are distinct and sufficiently far away, we
can argue that we are also – with high probability – in the setting of the tree correlation
detection problem under P0 : since E0 [Ld ] = 1, Markov’s inequality shows that with high
probability when d → ∞,
Ld (i, u) ≤ βd .

Message-passing for the likelihood ratios
As mentioned earlier, the likelihood ratios can be computed efficiently on a graph, giving
the exact expression for a message-passing procedure, assuming that all neighborhoods are
locally tree-like at depth d. We define oriented likelihood ratios: for any i, j ∈ V (G) and
u, v ∈ V (G′ ), we write Ld (i ← j, u ← v) for the likelihood ratio at depth d of two trees, the
first one (resp. second one) being rooted at i in G (resp. u in G′ ) where the edge {i, j}
(resp. {u, v}), if initially present, has been deleted. These oriented likelihood ratios satisfy
the following recursion:
di ∧d′u −1

Ld (i ← j, u ← v) =

X

ψ k, di − 1, d′u − 1

k=0



X

k
Y

Ld−1 (σ(ℓ) ← i, σ ′ (ℓ) ← u),

σ∈S([k],NG (i)\{j}) ℓ=1
σ ′ ∈S ([k],NG′ (u)\{v})

(5)

where di (resp. d′u ) is the degree of i in G (resp. of u in G′ ), NG (i) (resp. NG′ (u)) is the
set of neighbors of i in G (resp. of u in G′ ), S(A, B) is the set of injective mappings from A
to B, and
′

ψ(k, c, c′ ) := eλs ×

sk s̄c+c −2k
.
λk k!
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The likelihood ratio at depth d between i and u is obtained by computing
di ∧d′u

Ld (i, u) =

X

ψ (k, di , d′u )

k=0

X

k
Y

Ld−1 (σ(ℓ) ← i, σ ′ (ℓ) ← u).

(6)

σ∈S([k],NG (i)) ℓ=1
σ ′ ∈S([k],NG′ (u))

A natural idea is then to compute for each pair (i, u) the likelihood ratio Ld (i, u) with d
large enough (typically scaled in Θ(log n) where n is the number of vertices in G and G′ )
and to compare it to βd to decide whether i in G is matched to u in G′ 3 .

Algorithm description
Our algorithm is as follows:
Algorithm 1 MPAlign: Message-passing algorithm for sparse graph alignment.

Input: Two graphs G and G′ of size n, average degree λ, depth d, threshold
parameter β
Output: A set of pairs M ⊂ V (G) × V (G′ ).
M←∅
Compute Ld (i ← j, u ← v) for all {i, j} ∈ E and {u, v} ∈ E ′ thanks to (5)
for (i, u) ∈ V (G) × V (G′ ) do
if NG (i, d) and NG′ (u, d) contain no cycle, and
∃ {j1 , j2 , j3 } ⊂ NG (i), ∃ {v1 , v2 , v3 } ⊂ NG′ (u) such that
Ld−1 (jt ← i, vt ← u) > β for all t ∈ {1, 2, 3} then
M ← M ∪ {(i, u)}
end
end
return M

▶ Remark 5. Each iteration in (5) requires the computation
of a matrix of size O(n2 ), each

2
entry of which can be computed in time O (dmax !) with dmax
degree in G
 the maximum


and G′ . Under the correlated Erdős-Rényi model, dmax = O logloglogn n [2], so that dmax ! is
polynomial in n. Each iteration is thus polynomial in n and since d is taken order Θ(log(n)),
the algorithm runs in polynomial time.
The authors recall that a full version of this paper can be found at:
https://arxiv.org/abs/2107.07623.

3

As already noted in [11], this first strategy produces in fact many false positive matches, e.g. it might
match i with v if (i, j) is an edge of G and (v, σ ∗ (j)) is an edge of G′ . To fix this, we use the dangling
trees trick, already introduced in [11] (and improved here by consideration of three rather than two
dangling trees): instead of just looking at their neighborhoods, we look for the downstream trees from
distinct neighbors of i in G and of u in G′ . The trick is now to match i with u if and only if there
exists three distinct neighbors j1 , j2 , j3 of i in G (resp. v1 , v2 , v3 of u in G′ ) such that all three of the
likelihood ratios Ld−1 (jt ← i, vt ← u) for t ∈ {1, 2, 3} are larger than β (see Algorithm 1). The proof of
Theorem 7 in the full version [12] explains how this trick avoids false positives and why three dangling
trees is a good choice.
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Introduction

The celebrated Cook-Levin Theorem [13, 35] and Karp’s 21 NP-complete problems [29] laid
the groundwork for the theory of NP-completeness to become the de facto “standard” for
characterizing “hard” problems. Indeed, in the decades since, hundreds of decision problems
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have been identified as NP-complete (see, e.g., [16]). Yet, despite the success of this theory,
it soon became apparent that finer characterizations were needed to capture the complexity
of certain hard problems.
In this direction, Stockmeyer [42] defined the Polynomial Hierarchy (PH), of which
NP
(i.e. an
the second level will interest us here. Specifically, one may consider ΣP
2 = NP
P
NP
NP-machine with access to an NP-oracle) or ∆2 = P
(i.e. a P machine with access to an
NP-oracle). Here, our focus is on the latter, defined as the set of decision problems solvable
by a deterministic polynomial-time Turing machine making polynomially many queries to an
oracle for (say) SAT. Like NP, PNP has natural complete problems, such as that shown by
n
Krentel [34]: Given Boolean formula ϕ : {0, 1} → {0, 1}, does the lexicographically largest
satisfying assignment x1 · · · xn of ϕ have xn = 1?
Restricting the number of NP queries. In 1982, in pursuit of yet finer characterizations,
Papadimitriou and Zachos [38] asked: What happens if one considers problems “slightly
harder” than NP, i.e. solvable by a P machine making only logarithmically many queries
to an NP-oracle? This class, denoted PNP[log] , contains both NP and co-NP (since the P
machine can postprocess the answer of the NP-oracle by negating said answer), and is thus
believed strictly harder than NP. The following decade saw a flurry of activity on this topic
(see Section 1.3); for example, Wagner [43, 44] showed that deciding if the optimal solution
to a MAX-k-SAT instance has even Hamming weight is PNP[log] -complete.
This led to the natural question: Is PNP[log] = PNP ? If one restricts the PNP machine to
make all NP queries in parallel (i.e. non-adaptively), denoted P∥NP , then Hemachandra [27]
and Buss and Hay [10] have shown P∥NP = PNP[log] . Thus, adaptivity appears crucial; so,
Gottlob [22] next allowed dependence between queries as follows: One may view PNP as a
directed acyclic graph (DAG), whose nodes represent NP queries, and directed edge (u, v)
indicates that query v depends on the answer of query u. Denote this as the “query graph”
of the PNP computation (Definition 23). In 1995, Gottlob showed that any PNP computation
whose query graph is a tree can be simulated in PNP[log] . To the best of our knowledge, this
is the current state of the art regarding PNP versus PNP[log] .
Developments on the quantum side. A few years later, the complexity theoretic study of
“quantum constraint satisfaction problems” began in 1999 with Kitaev “quantum Cook-Levin
theorem” [32], which states that the problem of estimating the “ground state energy” of
a local Hamiltonian (k-LH) is complete for Quantum Merlin Arthur (QMA, a quantum
generalization of NP). Particularly appealing is the fact that k-LH is physically motivated:
It encodes the problem of estimating the energy of a quantum system when cooled to its
lowest energy configuration.
More formally, k-LH generalizes the problem MAX-k-SAT, and is specified as follows.
P
n
n
As input, we are given a (succinct) description of a Hermitian matrix H = i Hi ∈ C2 ×2 ,
where each Hermitian Hi is a local “quantum clause” acting non-trivially on at most k
qubits (out of the full n-qubit system). The ground state (i.e. optimal assignment) is then
the eigenvector of H with the smallest eigenvalue, which we call the ground state energy
(i.e. optimal assignment’s value). Thus, understanding the low temperature properties
of a many-body system is “simply” an eigenvalue problem for some succinctly described
exponentially large matrix H. Since Kitaev’s work, a multitude of other physical problems
have been shown to be QMA-complete (see, e.g., surveys [36, 8, 17]).
The formalization of PQMA[log] . In 2014, Ambainis tied the study of QMA and PNP[log]
together by discovering the first PQMA[log] -complete problem (PQMA[log] is defined as PNP ,
but with the NP-oracle replaced with a QMA-oracle): Approximate Simulation (APX-SIM).
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To define APX SIM, suppose we wish to simulate the experiment of cooling down a quantum
many-body system, and then performing a local measurement so as to extract information
about the ground state’s properties. Formalized (roughly) as a decision problem, we must
decide, given Hamiltonian H describing the system, observable A describing a local measurement, and inverse polynomially gapped thresholds α and β, whether there exists a ground
state |ψ⟩ of H with expected value ⟨ψ|A|ψ⟩ below α.
For context, APX-SIM can be viewed as a quantum variation of Wagner’s PNP[log] complete problem above [43, 44] (does the optimal solution to a MAX-SAT instance have
even Hamming weight?), since both problems ask about properties of optimal solutions
to quantum and classical constraint satisfaction problems, respectively. However, in the
quantum setting, APX-SIM has the additional perk of being strongly physically motivated.
This is because often in practice, one is not interested in the ground state energy, but in
properties of the ground state itself (e.g. does it exhibit certain quantum phenomena? When
does it undergo a phase transition?) [17]. APX-SIM models the “simplest” experiment for
computing such ground state properties, making no assumptions about additional information
the experimenter might a priori have. (For example, in APX-SIM, although the goal is to
probe the ground state of H, one is not given the corresponding ground state energy as
input. This is crucial, both complexity theoretically and physically, since in practice an
experimenter does not a priori know the ground state energy, as it is QMA-complete to
compute to begin with!)
PQMA[log] versus PQMA and this paper. This sets up the question inspiring the current
work – is PQMA[log] = PQMA ? In 2020, Gharibian, Piddock, and Yirka [18] showed that
PQMA[log] = P∥QMA , for P∥QMA defined as P∥NP but with an NP-oracle. This gave a
quantum analogue of P∥NP = PNP[log] [27, 10], although it required completely different
proof techniques. In this paper, we thus set our sights on the next step: Gottlob’s work
on PNP computations with trees as query graphs [22]. What we are able to achieve is not
just a quantum analogue of [22], but a significant strengthening in multiple directions for
both NP and QMA: Our main result considers query graphs of bounded separator number
(which includes bounded treewidth, and hence trees), applies to a host of verification classes
including NP and QMA, and gives non-trivial (quasi-polynomial) upper bounds even beyond
the bounded separator number case. Along the way, we show how to combine the techniques
used with the existing work on APX-SIM and PQMA[log] , yielding a unified framework for
mapping PQMA -type problems directly to APX-SIM instances.

1.1

Our results

To state our results, define QV := {NP, MA, QCMA, QMA, QMA(2), NEXP, QMAexp } and
QV + := QV ∪ {StoqMA} (formal definitions in Section 2). This is the set of classical and
quantum verification classes for which our results will be stated. However, our framework
applies in principle to verification classes C beyond these sets; the main properties we require
are for C to allow promise gap amplification and classical preprocessing before verification.
Recall now that an NP query graph is a DAG encoding an arbitrary PNP computation,
where nodes correspond to NP queries; denote this an NP-DAG. Replacing NP with any
C ∈ QV + , we arrive at the notion of a C-DAG (Definition 23). As expected, deciding
whether a given C-DAG corresponds to an accepting PC computation is itself a PC -complete
problem (Lemma 26). To thus obtain new upper bounds on PC computations, in this work,
we parameterize a given C-DAG via its separator number, s.
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Briefly, a graph G = (V, E) on n vertices has a separator of size s(n) if there exists a
set of at most s(n) vertices whose removal splits the graph into at least two (non-empty)
connected components (Definition 18). G has separator number [23] s(n) if, (1) for all subsets
Q ⊆ V , the vertex-induced graph on Q has a separator of size at most s(n), and (2) s(n) is
the smallest number for which this holds. Denote by C-DAGs a C-DAG of separator number
s, where we write C-DAG1 for the case of s ∈ O(1). Note that treewidth upper bounds
separator number [23].
1. Deciding C-DAGs. Our main result is the following. For clarity, by “deciding” a C-DAG,
we mean deciding whether it encodes an accepting or rejecting PC computation.
▶ Theorem 1. Fix any C ∈ QV and efficiently computable function s : N → N. Then,
C[s(n) log n]
C-DAGs ∈ DTIME 2O(s(n) log n)
, for n the number of nodes in G.
In words, any PC computation with a query graph of separator number s can be simulated by
a classical deterministic Turing machine running in time 2O(s(n) log n) and making s(n) log n
queries to a C-oracle. With Theorem 1 in hand, we obtain the following sequence of results.
First, we significantly strengthen Gottlob’s [22] TREES(NP) = PNP[log] result to the
constant separator number case (s = O(1)) and a broad range of verification classes C:
▶ Theorem 2. For any C ∈ QV, C-DAG1 is PC[log] -complete.
In words, any PC computation with a query graph of separator number O(1) is decidable in
PC[log] . Second, an advantage of Theorem 1 is that it scales with arbitrary s(n). Thus, to our
knowledge, we obtain the first upper bounds for PC involving quasi-polynomial resources:
▶ Corollary 3. For all integers k ≥ 1 and C ∈ QV, C-DAGlogk ∈ QPC[log
denotes quasi-polynomial time (Definition 12).

k+1

(n)]

, where QP

In words, any PC computation with a query graph of polylogarithmic separator number is
decidable in quasi-poly-time with polylog C-queries. In general, s(n) may scale as O(n), in
which case Theorem 1 does not yield a non-trivial bound. Whether this can be improved is
left as an open question (Section 1.4).
Third, an example of a verification class which is not known to satisfy promise gap
amplification is StoqMA (see, e.g., [3]). Here, we also obtain non-trivial bounds, albeit
weaker ones:
▶ Theorem 4. Fix C = StoqMA and any efficiently computable function s : N → N. Then,
C[s(n) log2 n]
2
C-DAGs ∈ DTIME 2O(s(n) log n)
.
Note the extra log factor in the exponents – this prevents Theorem 4 from recovering result
P∥StoqMA = PStoqMA[log] [18] (P∥StoqMA corresponds to a StoqMA-DAG with s(n) = 1).
Nevertheless, we do recover and improve on [18] when we instead consider the case of
bounded depth query graphs next.
Finally, Gottlob [22] also studied query graphs of bounded depth. The next theorem is
an extension of his result. We define C-DAGd as C-DAGs , except now we consider query
DAGs of depth 1 at most d (as opposed to separator number s).

1

We define depth(G) as the maximum distance to any node u from the closest v with indeg(v) = 0.
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▶ Theorem 5. Let d : N → N be an efficiently computable function. For C ∈ {NP,
NEXP, QMAexp }, C-DAGd ⊆ PC[d(n) log(n)] , and for C ∈ QV + it holds that, C-DAGd ⊆
C[d(n) log(n)]
DTIME 2O(d(n) log(n))
.
▶ Corollary 6. For C ∈ QV + and d ∈ O(1), C-DAGd is PC[log] -complete.
Using this, we obtain that deciding a PC computation with a query graph of constant depth
is PC[log] -complete (Corollary 6). This modestly improves upon P∥StoqMA = PStoqMA[log] [18],
which is the case of d = 1 (versus our d ∈ O(1) in Theorem 5).
2. A unified framework for embedding PC problems into APX-SIM. To date, there are
two known approaches for embedding QMA-oracle queries (and thus PQMA[log] problems) into
APX-SIM: The “query gadget” construction of Ambainis [5], and the “flag-qubit” framework2
of Watson, Bausch, and Gharibian [46] . Each of these frameworks has complementary pros
and cons: The former handles adaptive oracle queries, but is difficult to use when strong
geometric constraints for APX-SIM are desired (e.g. the physically motivated settings of
1D and/or translationally invariant Hamiltonians), whereas the latter requires non-adaptive
queries, but is essentially agnostic to the circuit-to-Hamiltonian 3 mapping used (and thus
easily handles geometric constraints).
Here, we utilize the construction behind our main result, Theorem 1, to unify these
approaches into a single framework for embedding arbitrary PC computations into APX-SIM.
The crux of the reduction is the following “generalized lifting lemma”, whose full technical
statement (Lemma 42) is beyond the scope of this introduction.
▶ Lemma 7 ((Informal) Generalized Lifting Lemma (c.f. Lifting Lemma of [46])). Fix C ∈ QV +
and any local circuit-to-Hamiltonian mapping Hw (Definition 41). Define Nd := 2O(d(n) log n) ,
2
and Ns := 2O(s(n) log n) if C ∈ QV or Ns := 2O(s(n) log n) if C = StoqMA. Define N :=
min(Ns , Nd ), and let G be a C-DAG instance n vertices of separator number s(n) (as in
Theorem 1) and depth d(n) (as in Theorem 5). Then, there exists a poly(N )-time manyone reduction from G to an instance (H, A) of APX-SIM, such that H has size poly(N )
and satisfies all geometric properties of Hw (e.g. locality of clauses, 1D nearest-neighbor
interactions, etc).
In words, one can embed any PC computation directly into an APX-SIM instance H in
poly(N ) time, irrespective of the choice of C or Hw (i.e. the mapping is essentially blackbox). For clarity, a lifting lemma for APX-SIM was first given in [46], which our Lemma 7
generalizes as follows: (1) [46] requires parallel queries to C, whereas Lemma 7 allows
arbitrary PC computations (parameterized by separator number s), and (2) [46] requires
promise gap amplification for C, which is not known to hold for StoqMA, whereas Lemma 7
allows C = StoqMA.
Next, by applying our lifting lemma for C = QMA and s ∈ O(1), we obtain PQMA[log] hardness of APX-SIM (Theorem 46). This is not surprising, since Theorem 2 shows C-DAG ∈
PQMA[log] , and APX-SIM is PQMA[log] -hard [5, 20]. What is interesting, however, is:
1. The map from PC to APX-SIM of Lemma 7 is “direct”, meaning we embed all the query
dependencies of the input C-DAG directly into the flag qubit construction.

2
3

This is a significantly generalized version of the “sifter” construction of Gharibian and Yirka [20].
Here, a “circuit-to-Hamiltonian mapping” is a quantum analogue of the Cook-Levin construction, i.e. a
map from quantum verification circuits to local Hamiltonians.
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2. A poly-time reduction from PQMA to APX-SIM for all 1 ≤ s ≤ n would imply PQMA =
PQMA[log] and is therefore unlikely, if one believes PQMA =
̸ PQMA[log] . However, Lemma 42
QMA
can be embedded into APX-SIM, at the expense of blowing up the APX-SIM
shows P
instance’s size to N = 2O(s(n) log n) .
3. Finally and most interestingly, the construction of [46] is somewhat mysterious, in that
it “compresses” multiple QMA query answers into a single flag qubit, which a priori
appears at odds with Holevo’s theorem. In the present paper, we reveal why this works –
our construction utilizes the “admissible weighting function” framework of [22], which
Gottlob used to reduce PNP computations to maximization of a real-valued function, f .
But as we discuss in Section 1.2, this is precisely what the flag qubit framework allows
one to simulate (in both [46] and here)!
In fact, we observe that [5] implicitly rediscovers4 a version of Gottlob’s weighting function
approach. Thus, underlying all three works of [22, 5, 46], as well as the current one, is a
central unifying theme worth stressing:
▶ Theme 8 (Unifying theme). The reduction of PC to maximizing a real-valued function.
Finally, for C = StoqMA and s ∈ O(1), application of our lifting lemma is still possible
(i.e. utilizing the Ns term), but the Hamiltonian obtained is now quasi-polynomial in size,
2
since N := 2O(s(n) log n) (Theorem 47). Luckily, we can instead utilize the Nd term (i.e.
bounded-depth setup) of the lifting lemma, which yields the desired poly(n)-size output
Hamiltonian when d ∈ O(1). This means we recover the PStoqMA[log] -hardness result of [18]
via the flag qubit framework (details in Section 5.2) resolving an open question of [46]. For
clarity, [18]’s proof of this result is via perturbation theory, which we do not require here.
3. No-go statement for “weak compression” of polynomials. To further drive home
the point of Theme 8, we close with a simple no-go statement purely about polynomials.
Roughly, given a real-valued polynomial f (specified via an arithmetic circuit), we define
weak compression as efficiently mapping f to an efficiently computable real-valued function
g, such that there exists an optimal point y ∗ at which g is maximized, from which (1) we
may efficiently recover an optimal point x∗ maximizing f , and (2) g(y ∗ ) requires fewer bits
than f (x∗ ) to represent (i.e. has been “compressed”).
▶ Lemma 9. Fix any function h : R+ → R+ . Suppose that given any multi-linear polynomial
p (represented as an arithmetic circuit) requiring B bits for some optimal solution (in the
sense of Definition 48), p is weakly compressible to h(B) bits. Then PNP ⊆ PNP[h(B)] .
Let us be clear that this statement is not at all surprising for the reader familiar with Krentel’s
work [33] on OptP (see Section 1.3). Nevertheless, we believe it is worth formalizing, as
it uses complexity theory to give a no-go statement about a purely mathematical concept
(non-compressibility of polynomials). From Lemma 9, one obtains:
▶ Corollary 10. If any multi-linear polynomial p (represented as an arithmetic circuit) can
be weakly compressed with h(B) = O(log B), then PNP ⊆ PNP[log] .
▶ Corollary 11. If any multi-linear polynomial p requiring B ∈ O(1) bits for some optimal
solution can be weakly compressed with h(B) = 1, then the Polynomial-Time Hierarchy (PH)
p
collapses to its third level (more accurately, to PΣ2 ).
4

Like [22], [5] uses an exponentially growing weighting function to ensure soundness when simulating
adaptive oracle queries, although the term “admissible weighting function” is not used in the latter.
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Figure 1 Simple example of a graph transformation, where the outputs of u are decoupled by
creating copies w0 , w1 with hardcoded inputs. t selects the copy of w depending on the output of u.

1.2

Techniques

1. Techniques for deciding C-DAGs. At a high-level, our approach follows Gottlob’s
strategy for PNP [22]: Given a C-DAG G, we (1) “compress” G to an equivalent query G′ ,
(2) define an “admissible weighting function” on G′ , (3) define an appropriate verifier V , on
which binary search via C-oracle queries suffices to extract the original C-query answers in
G, and thus to decide G itself. The key steps at which we deviate significantly from [22] are
(1) and (3), as we now elaborate.
In more detail, in order to decide G, the goal is to compute a correct query string x for
G, i.e. a string of answers to the C-oracle queries asked by G. (Note x is not necessarily
unique when C is a promise class such as QMA.) For this, fix any topological order T on the
nodes of G. The clever insight of [22] (rediscovered in [5]), is that by “weighting” queries
early in T exponentially larger than queries later in T , one can force all queries, in order,
to be answered correctly. Roughly speaking, such an exponential weighting scheme ω is
called “admissible” (Definition 30). The core premise is then to map (G, ω) to a real-valued
function f , so the maximum value of f encodes the query string x. Hence, by conducting
binary search on f via the C-oracle, one can identify f ’s optimal value, thus recovering x.
The challenge is that for arbitrary G, the maximum value of f can scale exponentially in
n, the number of nodes in G. Thus, one requires poly(n) queries to extract x, obtaining no
improvement over the PC computation G we started with!
Compressing G. To overcome this in our setting of bounded separator number (and
beyond), we first recursively compute separators of G, obtaining a “separator tree” (Definition 20) structure overlaying G. With this separator tree in hand, we show our main technical
lemma, the Compression Lemma (Lemma 32). Roughly, the idea behind the Compression
Lemma is to “decouple” dependencies in G by creating multiple copies of a node. To illustrate,
an oversimplified example is given in Figure 1, where the output node w depends on u, which
depends on v. (Each node encodes, say, an NP query.) To remove the dependency of w on u,
we create two copies w0 and w1 , where the input from u is hardcoded as 0 or 1, respectively.
Then an output node t is added to select the correct copy of w depending on the output of v.
For clarity, this basic decoupling principle is reminiscent of that employed in [22]. However,
whereas the latter maps G to G′ via iterative local transformations (similar to Figure 1, but
without the t node), here we are unable to make such an approach work. Indeed, due to
the much stronger coupling between nodes in our setting, we appear to acquire a carefully
orchestrated, global transformation of G to G′ . Roughly, we must carefully exploit the
separator tree as a guide to recursively create node copies and reroute wires, at the end of
which we introduce a “conductor” node t to orchestrate the madness. For the reader interested
in a brief peek at details (Section 4.2), Figure 2 runs through an example graphically depicting
the global compression, and Algorithm 2 is used (e.g.) in t to recursively orchestrate and
compute the final output of the new C-DAG, G′ . The upshot of this global transformation
is that, when s ∈ O(1), G′ is “compressed” in such a way that (roughly) we can define an
admissible weighting function of at most poly(n) weight on G′ , as we do next.
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Designing the verifier V . The second main step (Section 4.3) is to use an admissible
weighting function on G′ to “reduce” G′ to maximization of a real-valued function, t (Theme 8);
we use (Equation (4))
t(x, ψ1 , . . . , ψN ) :=

N
X


f (vi ) xi Pr[Qi (zi (x), ψi ) = 1] + (1 − xi )γ ,

(1)

i=1

where intuitively, f (vi ) is the weight at node i, and Pr[Qi (zi (x), ψi ) = 1] is the probability
that C-verifier Qi at node vi accepts, given incoming wires zi (x) from its parents and proof
|ψi ⟩. Function t is carefully designed so that (1) any “approximately maximum” value of
t encodes a correct query string x (Lemma 39), and (2) we can design a C-verifier V with
acceptance probability precisely t(x, ψ1 , . . . , ψN ) (up to renormalization) (Lemma 38). Thus,
binary search via V allows us to extract x from t. Crucially, by the compression of the
previous step, when s ∈ O(1), the maximum value of t is at most poly(n), meaning O(log n)
C-queries suffice in the binary search. Moreover, our V is simple – it simulates a random
Qi (according to the distribution induced by weights f (vi )) on (x, |ψi ⟩). We exploit this
by defining t over a cross product of proofs |ψi ⟩ (rather than a tensor product, as is usual),
avoiding complications regarding entanglement across proofs from previous works (e.g. [46]).
2. Techniques for a unified APX-SIM framework. Roughly, [46] embeds a (say) PQMA[log]
computation Π into APX-SIM as follows: (1) Build a “superverifier” circuit V , which verifies
each of the queries of Π in parallel, and conditioned on the output of each subverifier, performs
a small rotation on a shared “flag qubit”, q. The superverifier V is then pushed through
an abstract circuit-to-Hamiltonian mapping Hw , and the encoding of q in the resulting
Hamiltonian Hw (V ) is carefully penalized to force low energy states to correctly answer
all queries. The advantage of this setup is that it is oblivious to the choice of Hw ; the
disadvantage is that it requires a somewhat involved exchange argument to ensure soundness
against entanglement across parallel proofs.
Recall now that our main construction rolls up an entire arbitrary C-DAG into a single
C-verifier, V (Lemma 38). What we next show is that our V can rather simply be substituted
for the superverifier V of [46] in the flag qubit construction. The key reason this works is
again Theme 8 – since, as mentioned above, the acceptance probability of our V literally
encodes the value of t, we can treat the output wire of our V as the “new flag qubit” q (thus
eliminating the multiple rounds of small rotations in [46]). As in [46], by then mapping V
to Hw (V ), we can now penalize q on the Hamiltonian side to force all low energy states of
Hw (V ) to implicitly maximize t! Finally, we remark that since our V is naturally robust
against entanglement across proofs, our proof of correctness is significantly simpler than [46].
3. Techniques for “weak compression” of polynomials. This result follows easily by
combining Section 4.3.2 with standard techniques, so we keep the discussion brief. Roughly,
given an NP-DAG, we (1) apply the Cook-Levin theorem to map each NP verifier to a SAT
formula, (2) arithmetize each of these SAT formula and combine them to simulate Equation (1)
on the Boolean hypercube, and (3) linearize the resulting multi-variate polynomial; denote
the output as p. Since p is multilinear, it is maximized on our domain of interest on a
vertex of the hypercube; thus, by design, from the maximum value of p, we can recover
the maximum value of t, from which we can extract the correct query string for the input
NP-DAG. The argument is concluded by observing that to identify the maximum p∗ of p, a
binary search via NP-oracle requires O(log(p∗ )) queries. As an aside, the collapse of PH in
p
Corollary 11 leverages Hartmanis’ result that if PNP[2] = PNP[1] , then PH = PΣ2 [26].
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Related Work

The classes PNP and PNP[log] . As mentioned above, NP ∪ coNP ⊆ PNP[log] ⊆ Σp2 , and
PNP[log] ⊆ PP [6]. It holds that PNP[log] = P∥NP [27, 10]. Gottlob [22] showed that PNP with
a tree for a query graph equals PNP[log] (this also follows from our Theorem 2). It is believed
k
that for any k ∈ O(1), the classes PNP[k] , PNP[log n] , and PNP are distinct. For example,
p
PNP[1] = PNP[2] implies both PNP[1] = PNP[log] and a collapse of PH to ∆p3 = PΣ2 [26].
k
k+1
However, it is known that PNP[log (n)] = P∥NP[log (n)] for all k ≥ 1 [11]. Complete problems
for PNP[log] include determining a winner in Lewis Carroll’s 1876 voting system [28], and a
2
PNP[log n] -complete problem is model checking for certain branching-time temporal logics [41].
Closely related to one of the central themes of this work, Theme 8, is Krentel’s [33]
work on OptP. Roughly, OptP[z(n)] is the class of functions (i.e. not decision problems)
computable via maximization of a real-valued function, where the function is restricted
to z(n) bits of output precision. Krentel shows the classes OptP[z(n)] and FPNP[z(n)] are
equivalent (FP the set of functions computable in poly-time). Through this, [33] obtains
(e.g.) that determining whether the length of the shortest traveling salesperson tour in a
graph G is divisible by k is PNP -complete, but that determining if the size of the max clique
in G is divisible by k is only PNP[log] -complete. Before this, Papadimitriou had shown [37]
that deciding if G has a unique optimum traveling salesperson tour is PNP -complete.

QMA, PQMA[log] and related classes. Kitaev’s “quantum Cook-Levin/circuit-to-Hamiltonian” construction showing QMA-completeness for the local Hamiltonian problem has
since been greatly extended to many settings (e.g. [31, 30, 2, 21]). For QMA(2), Chailloux
and Sattath [12] showed the separable sparse Hamiltonian problem is QMA(2)-complete.
Fefferman and Lin [15] prove that the local Hamiltonian problem with exponentially small
promise gap is PSPACE-complete. See (e.g.) [36, 17] for surveys and further results.
Ambainis [5] initiated the study of PQMA[log] , and showed APX-SIM is PQMA[log] -complete
and SPECTRAL GAP (deciding if the spectral gap of a local Hamiltonian is large or small)
is PUQMA[log] -hard. These results were obtained for log-local observables (APX-SIM) and
Hamiltonians (APX-SIM and SPECTRAL GAP). Gharibian and Yirka [20] improve both
results to O(1)-local, and show PQMA[log] ⊆ PP. In contrast to PNP[log] , PQMA[log] is
not believed to be in PH, since even BQP is believed outside of PH [1, 39]. Gharibian,
Piddock, and Yirka [18] next obtain a complexity classification of PQMA[log] (along the
lines of Cubitt and Montanaro [14]) depending on the class of Hamiltonians employed; this
includes, for example, PStoqMA[log] -completeness for APX-SIM on stoquastic Hamiltonians.
They also introduce the “sifter” framework to show the first PQMA[log] -hardness result for 1D
Hamiltonians on the line. Watson, Bausch, and Gharibian [46] significantly extend the sifter
framework to develop the flag-qubit framework (also used in Section 5), showing (among
other results) that APX-SIM on 1D translation-invariant systems is PQMAexp -complete.
Most recently, Watson and Bausch [45] show a PQMAexp -completeness result for approximating a critical boundary in the phase diagram of a translationally-invariant Hamiltonian.
Aharonov and Irani [4] and Watson and Cubitt [47] simultaneously and independently study
variants of the problem of computing digits of the ground state energy of a translationally
invariant Hamiltonian in the thermodynamic limit. The former shows that the function
version of this problem lies between FPNEXP and FPQMAexp , while the latter shows that
a decision version of the energy density problem is between PNEEXP and EXPQMAexp (for
quantum Hamiltonians).
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1.4

Open questions

First, can our main result (Theorem 1) be extended to further classes of graphs, perhaps
by considering different parameterizations, such as graphs with logarithmic pathwidth?
Second, Theorem 1 gives non-trivial bounds when (say) s ∈ O(1) or s ∈ O(polylog(n)).
For s ∈ Θ(n), however, the DTIME base therein scales as 2n , thus yielding a trivial upper
C[s(n) log n]
bound on C-DAGs . Can our bound be improved from DTIME 2O(s(n) log n)
to

O(s(n)) C[s(n) log n]
DTIME 2
(i.e. shave off the extra log factor in the base)? If so, one
would immediately recover the P∥StoqMA ⊆ PStoqMA[log] result of [18] (currently, we rely on
Theorem 5 to recover this here), and more generally, our framework would not take a hit
when applied to classes C without promise gap amplification. However, what is unlikely is
C[s(n)]
to show a bound of DTIME 2O(s(n))
– since P∥NP has s ∈ O(1), this would imply
∥NP
NP[log]
NP[k]
∈P
P
=P
for k ∈ O(1). Third, do our theorems also hold for complexity
classes such as UniqueQMA (UQMA) or QMA1 (QMA with perfect completeness)? Here,
the main difficulty seems to be invalid queries (queries violating the promise), as then the
verifier from Lemma 38 does not necessarily have a unique proof or perfect completeness.
One could also consider AM-like complexity classes instead of the MA-like classes we used.

2

Preliminaries

S
k
▶ Definition 12 (QP (quasi-polynomial time)). QP = k DTIME(nlog n ) is the set of
problems accepted by a deterministic Turing machine in quasi-polynomial time.
Quantum Complexity Classes.
“:=” denotes a definition.

Qubits are represented by the Hilbert space B := C2 , where

▶ Definition 13 (QMA). Fix polynomials p(n) and q(n). A promise problem Π is in QMA
(Quantum Merlin Arthur) if there exists a polynomial-time uniform quantum circuit family
{Qn } such that the following holds:


⊗p(n)
⊗q(n)
⊗n
For all n, Qn ∈ U BA
⊗ BB
⊗ BC
. The register A is used for the input, B
contains the proof, and C the ancillae initialized to |0⟩.
∀x ∈ Πyes ∃|ψ⟩ ∈ B ⊗p(|x|) : Pr[Q|x| accepts |x⟩|ψ⟩] ≥ 2/3
∀x ∈ Πno ∀|ψ⟩ ∈ B ⊗p(|x|) : Pr[Q|x| accepts |x⟩|ψ⟩] ≤ 1/3
Note that the thresholds c = 2/3 and and s = 1/3 may be replaced with c = 1 − ε and s = ε
such that ε ≥ 2− poly(n) [32]. We refer to c as completeness, s as soundness, and c − s as the
promise gap.
We also consider special cases of QMA. In QCMA, the proof is classical, i.e. |ψ⟩ ∈
Nk
{0, 1}p(n) . In QMA(k), the verifier receives k unentangled proofs, i.e. |ψ⟩ = j=1 |ψj ⟩). It
holds that QMA(2) = QMA(poly(n)) as shown by Harrow and Montanaro [25]. Therefore,
probability amplification is possible. In QMAexp , p(n) and q(n) are allowed to be exponential
(i.e. 2poly(n) ) and {Qn } is an exponential-time uniform quantum circuit family. QMAexp
can be considered the quantum analogue of NEXP. StoqMA [9] is a restricted variant of
QMA with a classical verifier (details in the full version) and the property that probability
amplification is not known to be possible [3].
Next, we define the k-local Hamiltonian problem, which was shown to be QMA-complete
in a “quantum Cook-Levin theorem” by Kitaev [32].
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▶ Definition 14 (k-local Hamiltonian). A Hermitian operator H ∈ Herm (B ⊗n ) acting on
P
n qubits is a k-local Hamiltonian if it can be written as H =
S⊆[n],|S|≤k HS ⊗ I[n]\S .
Additionally, 0 ≼ HS ≼ I holds without loss of generality.
We refer to the minimum eigenvalue λmin (H) as the ground state energy of H and the
corresponding eigenvectors as ground states.
P
▶ Definition 15 (k-LH(H, k, a, b)). Given a k-local Hamiltonian H = i Hi acting on N
qubits and real numbers a, b such that b − a ≥ N −c , for c > 0 constant, decide:
YES. If λmin (H) ≤ a (i.e. the ground state energy of H is at most a).
NO. If λmin (H) ≥ b.
▶ Definition 16 (PC ). Let C be a complexity class with complete problem Π. PC = PΠ is
the class of (promise) problems that can be decided by a polynomial-time deterministic Turing
machine M with the ability to query an oracle for Π. If M asks an invalid query x ∈ Πinv ,
the oracle may respond arbitrarily.
We say Γ ∈ PC if there exists an M as above such that M accepts/rejects for x ∈ Γyes /x ∈
Γno , regardless of how invalid queries are answered.
For a function f , we define PC[f ] in the same way, but with the restriction that M may
ask at most O(f (n)) queries on input of length n.
For an integer k, we define PC[k] , where M may ask at most k queries on each input.
P∥C denotes the class where M must ask all queries at the same time. We call these
queries non-adaptive opposed to the adaptive queries of the above classes, because the
queries do not depend on the results of other queries.
The PQMA[log] -complete problem is APX-SIM (approximate simulation). It essentially
asks whether a given Hamiltonian has a ground state with a certain property.
P
▶ Definition 17 (APX-SIM(H, A, k, l, a, b, δ) [5]). Given a k-local Hamiltonian H = i Hi
acting on N qubits, an l-local observable A, and real numbers a, b, and δ such that b−a ≥ N −c
′
and δ ≥ N −c , for c, c′ > 0 constant, decide:
YES. If H has a ground state |ψ⟩ satisfying ⟨ψ|A|ψ⟩ ≤ a.
NO. If for all |ψ⟩ satisfying ⟨ψ|H|ψ⟩ ≤ λmin (H) + δ, it holds that ⟨ψ|A|ψ⟩ ≥ b.
Graph Theory. Let G = (V, E) be a directed graph. For a node v ∈ V , we define indeg(v)
and outdeg(v) as the number of incoming and outgoing edges, respectively. The sets
parents(v) := {w ∈ V | (w, v) ∈ E} and children(v) := {w ∈ V | (v, w) ∈ E} denote the
parents and children of v, respectively. The set of ancestors (descendants) of node v is the
set of all u ∈ V \ {v}, such that there is a directed path in G from u to v (v to u). If G
contains no directed cycles, we call it a DAG (directed acyclic graph).
▶ Definition 18 (Separator number [23]). Let G = (V, E) be an undirected graph. A set
S ⊆ V is a separator of G if G \ S (i.e. the graph induced by the nodes V \ S) has at least
two connected components or at most one node. S is balanced if every connected component
of G \ S has at most ⌈(|V | − |S|)/2⌉ nodes. The balanced separator number of G, denoted
s(G), is the smallest k such that for every Q ⊆ V , the induced subgraph G[Q] has a balanced
separator of size at most k.
▶ Lemma 19 (Theorem 9 of [23] (see also [40, 7])). s(G) ≤ tw(G) ≤ O(s(G) · log n), where
tw(G) denotes the treewidth (minimum width of tree decomposition) of G.
For directed G, s(G) and tw(G) are defined on the undirected version of G.
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Separator Trees. The separator number allows us to decompose graphs into separator trees,
which we use to evaluate query graphs more efficiently.
▶ Definition 20. A (balanced) separator tree of an undirected graph G = (V, E) is a
tree T = (VT , ET ), with vertices in VT labelled by disjoint subsets {S1 , . . . , Sm } satisfying
Sm
i=1 Si = V , and T being rooted in S1 . S1 is a (balanced) separator of G, and the trees rooted
in the children of S1 are (balanced) separator trees of G \ S1 . We refer to the vertices/edges
of T as supervertices/superedges. A path along superedges is called a superpath. The unique
superpath from S1 to any supervertex S is called a branch of the tree.
Unless noted otherwise, throughout this work we assume separators are balanced. A separator
tree can be computed by a straightforward brute force search (see full version for proof):
▶ Lemma 21. Given an n-vertex graph G = (V, E), a separator tree T of G with separator
number s := s(G) can be computed in time nO(s) .
Without loss of generality, we assume the separator tree computed in Lemma 21 has only
separators of size s. Additionally, although a balanced separator tree has O(log n) depth, at
times we may wish to leverage a shorter depth tree if one should exist. For convenience, we
hence state the following lemma (proof analogous to Lemma 21).
▶ Lemma 22. Given an n-vertex graph G, depth D and separator size s, a separator tree of
G of depth D with separators of size s can be computed in time nO(Ds) , if it exists.

3

Query graphs and C-DAG

The main object of study in this work is the concept of a query graph, which we now formally
define in the context of a decision problem, C-DAG.
▶ Definition 23 (C-DAG). Fix any complexity class C ∈ QV + . A C-DAG instance is
defined by an n-node DAG G = (V = {v1 , . . . , vn }, E), with structure as follows:
Vertex vn ∈ V is the unique vertex with outdeg(vn ) = 0, denoted the result node.
Each vi ∈ V is associated with a promise problem Πi ∈ C that determines the output of
vi . Formally, Πi is specified via a poly(n)-sized description5 of a verification circuit Qi
with designated input and proof registers Xi and Yi .6 The input register Xi consists of
precisely indeg(vi ) bits/qubits, set to the string on vi ’s incoming edges/wires. In order to
allow non-trivial Qi for bounded in-degree, we allow an implicit padding of Xi to poly(n)
bits. vi has a single output wire, denoted out-wire[vi ], corresponding to the output of the
verifier Qi .
Finally, we say G ∈ C-DAGyes (respectively, G ∈ C-DAGno ) if the evaluation procedure
EVALUATE (Algorithm 1) outputs 1 (respectively, 0) deterministically (i.e. regardless of
how any invalid queries are answered).
▶ Definition 24 (Correct query string). Any string x ∈ {0, 1}n that can be produced via Line 6
of Algorithm 1 is called a correct query string.
▶ Remark 25. Intuitively, in Definition 24 the bits of x encode a sequence of correct query
answers corresponding to the nodes of G. Note the correct query string need not be unique
if C is a promise class (i.e. invalid queries are allowed).
5
6

This description may be implicit to describe exponentially large circuits (e.g., for NEXP).
For example, if C = NP, then Πiyes is the set of all strings x on Xi , for which there exists a proof y on
Yi , such that NP verifier Qi accepts (x, y).
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Algorithm 1 Evaluation procedure for C-DAG.
1: function Evaluate(G = (V, E))
2:
3:
4:
5:

6:

Sort the nodes of V topologically into v1 , . . . , vn .
The variable xi ∈ {0, 1} will denote the result of vi ’s query.
for i = 1, . . . , n do
zi ← ⃝
▷ “⃝” denotes concatenation.
vj ∈parents(vi ) xj

if zi ∈ Πiyes

1,
xi ← 0,
if zi ∈ Πino


0 or 1 (nondeterministically), if z ∈ Πi
i

7:

inv

return xn

▷ Recall vn is the result node.

Just as Gottlob shows DAGS(NP) (more accurately, DAGS(SAT)) is PNP -complete [22],
here we have the more general statement (proof analogous to [22]):
▶ Lemma 26. For any C ∈ QV + , C-DAG is PC -complete.
Thus, Lemma 26 says that on general query graphs G, C-DAG captures all of PC . The
primary aim of this paper is hence to consider graphs G with bounded separator number
(which, by Lemma 19, includes the case of bounded treewidth). For this, we introduce the
following definition for convenience.
▶ Definition 27 (C-DAGs ). Let s : N → N be an efficiently computable function. Then,
C-DAGs is defined as C-DAG, except that G has separator number s(G) ∈ O(s(n)), for n
the number of nodes used to specify the C-DAG instance. For brevity, we use C-DAG1 to
denote the case of s ∈ O(1).
Thus, the union of C-DAGs over all polynomials s : N → N equals C-DAG.

4

Query Graphs with Bounded Separator Number

We first state the main technical theorem of this section, Theorem 28, followed by the results
we obtain from it as corollaries. The remainder of Section 4 then proves Theorem 28. For
clarity, throughout this work, we assume that the full specification of any C-DAG instance
G (i.e. the DAG itself, the verification circuits Qi , etc) scales polynomially with its number
of nodes, n. Throughout, any omitted proofs are in the full version.
▶ Theorem 28. Fix C ∈ QV. As input, we are given (1) a C-DAG instance G on n nodes,
and (2) a separator tree for G of depth D and separator size s. Then, G can be decided in
deterministic time 2O(sD+log n) with O(sD + log n) queries to a C-oracle.
▶ Remark 29. The class StoqMA is not included in Theorem 28; this is because the proof of
the theorem requires C with a constant promise gap, which StoqMA is not known to have.
Combining Theorem 28 with Lemma 21 gives:
▶ Theorem 1. Fix any C ∈ QV and efficiently computable function s : N → N. Then,
C[s(n) log n]
C-DAGs ∈ DTIME 2O(s(n) log n)
, for n the number of nodes in G.
▶ Theorem 2. For any C ∈ QV, C-DAG1 is PC[log] -complete.
We obtain the following general scaling corollary for polylogarithmic separator number.
▶ Corollary 3. For all integers k ≥ 1 and C ∈ QV, C-DAGlogk ∈ QPC[log
denotes quasi-polynomial time (Definition 12).

k+1

(n)]

, where QP
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Notation. Γ(v) := {w | (v, w) ∈ E} is the neighbor set of vertex v. The descendents of
vertex v are denoted Desc(v), i.e. the set of nodes reachable from vertex v via a directed
path, excluding v itself. Analogously, the ancestors of vertex v are denoted Anc(v), i.e. the
set of nodes from which there is a directed path to v, excluding v itself.

4.1

Weighting Functions

We now introduce the concept of weighting functions, which assign a weight to each node
in a DAG G. Weighting functions were first used by Gottlob [22] to prove TREES(NP) =
PNP[log] , and later implicitly by Ambainis [5] to show PQMA[log] -hardness of the Approximate
Simulation (APX-SIM) problem. We use a modified definition.
▶ Definition 30 (Weighting function). Let G = (V, E) be a DAG. An efficiently computable
function f : V → R is called a weighting function. We say f is c-admissible for constant
P
c ∈ R if for all v ∈ V , f (v) ≥ 1 + c w∈Γ(v) f (w), where Γ(v) := {w | (v, w) ∈ E} is the
(out-going) neighbor set of v. The total weight Wf (G) of G under weighting function f is
P
Wf (G) = v∈V f (v).
In the next lemma, we extend Gottlob’s [22] admissible weighting functions to our definition
of c-admissability (Definition 30). For c = 1, the definitions are the same.
▶ Lemma 31. For any DAG G = (V, E) and c ≥ 2, the weighting functions ρ(v) :=
(c|V |)depth(G)−level(v) and ω(v) := (c + 1)|Desc(v)| are c-admissible.
In Sections 4.2 and 4.3, we assume C ∈ QV + , unless stated otherwise.

4.2

Graph transformation: The Compression Lemma

Ideally, our aim for a given C-DAG instance G is to define a c-admissible weighting function
f with Wf (G) as small as possible. This is because in Section 4.3, we show how to solve
arbitrary C-DAG-instances using O(log Wf (G)) C-queries. Unfortunately, for an arbitrary
C-DAG-instance G there does not necessarily exist a c-admissible weighting function f such
that Wf (G) is “small”, e.g. subexponential. Thus, in this section, we show:
▶ Lemma 32. As input, we are given a C-DAG instance G, and a separator tree for G of
depth D and separator size s. Fix any constant c ≥ 2. Then, a query graph G∗ = (V ∗ , E ∗ )
with |V ∗ | ≤ 2O(sD) n, together with a c-admissible weighting function f ∗ and Wf ∗ (G∗ ) ≤ (c +
1)O(sD) n, can be constructed in time 2O(sD+log n) such that Evaluate(G) = Evaluate(G∗ ).
As required by the definition of C-DAG (Definition 23), each node of G∗ corresponds to a
verification circuit of size poly(|V ∗ |).
Combining this with Section 4.3, we will hence be able to decide G∗ with O(sD) queries. In
the following we describe the transformation from G to G∗ in multiple steps.

4.2.1

Basic Construction (G′ and G′′ )

The graph transformation. Let T = (VT , ET ) be a separator tree (Definition 20) of G of depth
D and separator size s. A running example is given in Figure 2a. Let S ∈ VT be an arbitrary
supervertex and S1 , . . . , Sd be the unique path along superedges from the root supervertex S1
to Sd := S (define d := dS ≤ D as the distance from the root plus one). Recall S is labelled
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t

u2

uz11
v1

v2

w1

v1z1 ,z2
x1

x2

uz21

∀z1 ∈ {0, 1}2

w2

y1

v2z1 ,z2

w1z1 ,z2

w2z1 ,z2

∀z1 , z2 ∈ {0, 1}2

y2z1 ,z2 ,z3

∀z1 , z2 , z3 ∈ {0, 1}2

y2
xz11 ,z2 ,z3

(a) Query graph G with separator tree (dashed
overlay) of depth D = 3 and separator size
s = 2. Recalling Definition 20, dashed sets (e.g.
{u1 , u2 }) are supervertices, and dashed edges
(e.g. from {u1 , u2 } to {v1 , v2 }) are superedges.
Vertex y2 (underlined) is the output node.

xz21 ,z2 ,z3

y1z1 ,z2 ,z3

(b) G′ consists of all nodes and edges drawn via solid
lines. For clarity, each rectangle denotes a set of nodes VS
(Equation (2)) corresponding to some supervertex S. For
01
10
11
example, uz11 denotes a set of nodes {u00
1 , u1 , u1 , u1 },
whose neighbor sets are defined via Equation (3). To
move from G′ to G′′ , we add node t and all dashed edges.

t

u∗∗
1

v1∗∗,∗∗

∗∗,z2,1 ∗,∗∗

x1

∗∗,z2,1 ∗

v2

∗∗,z2,1 ∗,z3,1 ∗

x2

z

u21,1

∗

w1z1 ,∗∗

y1∗∗,∗∗,∗∗

∀z1 ∈ {0, 1}2

z ,z2,1 ∗

w2 1

z ,z2 ,z3,1 ∗

y2 1

∀z1 , z2 ∈ {0, 1}2

∀z1 , z2 , z3 ∈ {0, 1}2

(c) Graph G∗ with merged nodes indicated by asterisks in the superscript.

Figure 2 Example of the query graph transformation.

by some subset of s vertices, S = (uS,1 , . . . , uS,s ), where we assume the sequence in which
the uS,i are listed is consistent with some fixed topological order on all of G. Define sets
n
o
z1 ,...,zd
VS := vS,i
i ∈ [s], z1 , . . . , zd ∈ {0, 1}s
(2)
S
and set V ′ = S∈VT VS . As depicted in Figure 2b, it will be helpful to continue to view VS
as a set, even though VS is not a supervertex (i.e. G′ itself will not be a separator tree).
z1 ,...,zd
Intuitively, vS,i
in V ′ represents node uS,i in V , but conditioned on “outcome strings”
s
z1 , . . . , zd ∈ {0, 1} in the separators S1 , . . . , Sd . To formalize this relationship, we define a
z1 ,...,zd
surjective function preimage : V ′ → V with preimage(vS,i
) := uS,i for all S, i, z1 , . . . , zd .
′
Finally, since T has at most n supernodes, we have |V | ≤ 2O(sD) n.
Next, define edges
n
o
z ,...,z 
z1 ,...,zd
ES = vS,i
, vS1j ,k j i ∈ [s], j ∈ [d − 1], uSj ,k ∈ Desc(uS,i ) ,
(3)
where recall uSj ,k ∈ Desc(uS,i ) is the set of all descendants of uS,i in the original graph
G. In words, each ES creates, for each copy of uS,i , edges to all copies of descendants uSj
which are on a strictly higher level in the separator tree (due to the j ∈ [d − 1] constraint).
In the context of Figure 2a, this means we “shortcut” paths to descendents, but only via
S
new edges pointing strictly “upwards” towards the root. Set E ′ = S∈VT ES . Observe that
|Desc(v)| ≤ O(sD) for all v ∈ V ′ .
Assigning queries to G′ . We have given a graph theoretic mapping G → G′ , but not yet
specified how the queries made at nodes of G are mapped to queries made at nodes of G′ .
z1 ,...,zd
z1 ,...,zd
Let us do so now. Consider any vS,i
∈ V ′ . Roughly, the goal is for the query at vS,i
ITCS 2022
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Algorithm 2 Compute output of uS,i , conditioned on results z1 , . . . , zm in separators above.
1: function ComputeOutput(uS,i | z1 , . . . , zm )
2:
S1 , . . . , Sd ← path from the root to S
3:
4:

if m ≥ d then
return zd,i

▷ recall uS,i ∈ S

▷ base case of recursion; recursion has computed zd
s
▷ recall zd ∈ {0, 1} ; zd,i encodes answer to uS,i

7:

zm+1 ← 0s
▷ initialize answer bits to all zeroes to start
for j = 1, . . . , s do h
▷ in itopological order, set answer bits at current level
z ,...,z
zm+1,j ← out-wire uS1m+1 ,jm+1
▷ use query answers on incoming edges

8:

return ComputeOutput(uS,i | z1 , . . . , zm+1 )

5:
6:

z1 ,...,zd
z1 ,...,zd
to simulate the query at preimage(vS,i
) = uS,i . However, vS,i
is “conditioned” on
bit strings z1 , . . . , zd , so the simulation is not straightforward. To make this formal, we use
Algorithm 2 as follows:

▶ Rule 33. For each edge (uT,j , uS,i ) in G, the result of ComputeOutput(uT,j | z1 , . . . , zd )
z1 ,...,zd
is used as the corresponding input to vS,i
∈ V ′.
Intuitively, we may view the conditioning string z1 , . . . , zd as specifying a “parallel universe”,
where if (uT,j , uS,i ) was an edge in E, then this parent-child relationship is simulated relative
to this parallel universe via ComputeOutput (abbreviated as CO() in the following).
▶ Remark 34. (1) By definition of a separator tree, all edges (uT,j , uS,i ) of G must be in the
same branch as S (i.e. either above or below S in the same branch, but not in a parallel
branch of the tree). (2) This implies there are essentially two cases to consider: When uT,j is
closer to the root than uS,i , or vice versa. In the first case, Line 4 of Algorithm 2 immediately
returns the hardcoded bit of z1 , . . . , zd corresponding to uT,j . In the second case, when uS,i
z1 ,...,zd
calls Algorithm 2, Lines 6-8 will recursively compute outputs of nodes below vS,i
in the
z1 ,...,zd
same branch. For this, vS,i
will need access to the out-wire functions (Definition 23) of
z1 ,...,zd
certain nodes below it; this is afforded to vS,i
via the edge set ES (demonstrated via the
“upward” black edges in Figure 2b).
We have now specified the local input/output behavior of any node v ∈ V ′ . Two problems
remain: First, we require a designated output node in G′ , which implicitly orchestrates the
new logic in G′ . Second, observe in Figure 2b that the original output node of G, y2 , has
been mapped to a new set of nodes labelled y2z1 ,z2 ,z3 , all of which are disconnected from the
rest of G′ . Thus, we require a mechanism to stitch together these components of G′ . For
that, we define G′′ by adding a new output node, t, such that: (1) t has incoming edges from
all nodes in V ′ , and (2) the output of G′′ is computed by having t call CO(v | ε) and return
its answer, where ε denotes the empty string and v is the original output node of G. Both t
and these new edges are depicted in Figure 2b via dashed lines. We refer to the full version
for an extensive discussion of the intuition behind this construction.

4.2.2

Merging Nodes (G∗ )

Next, we address the issue that G and G′′ are not necessarily equivalent for promise problems,
since copies of the same invalid query could have different outputs. For example, in Figure 2b,
z1,1 0
if z1,1 = 1, then u00
depend on different copies of v2 , which could lead to
1 and u2
inconsistencies if v2 encodes an invalid query. In addressing this, we will also remove
redundant copies of nodes (e.g. v1 , which has in-degree 0 in Figure 2a, encodes the same
query in Figure 2b, regardless of how z1 and z2 are set).
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To proceed, we construct graph G∗ by merging node copies which have the same hardcoded inputs. Consider any u := uS,i ∈ V , where as in Algorithm 2, we let d denote the
depth of S on the unique superpath PS := (S1 , . . . , Sd = S) from the root S1 to S in the
separator tree. Recalling that Anc(u) denotes the ancestors of u in G, i.e. the set of queries
Sd
u depends on, define Du := Anc(u) ∩ j=1 Sj , in words, the ancestors of u in the superpath
z1 ,...,zd
Pu . For any v := vS,i
∈ V ′′ , define hv : Du → {0, 1} with action hv (uSj ,k ) := zj,k , i.e.
hv selects out the hard-coded bit zj,k corresponding to any uSj ,k ∈ Du (i.e. zj,k is the kth
bit of zj in the definition of v). Now, whenever two copies v1 , v2 ∈ V ′′ of the same node
(i.e. preimage(v1 ) = preimage(v2 )) satisfy hv1 = hv2 (i.e. hv1 and hv2 have the same truth
table; note Du is in the original graph G in definition hv : Du → {0, 1}), we will merge them.
Formally, the merge is accomplished by Algorithm 3, which simultaneously computes an
admissible weighting function. Henceforth, denote (G∗ , f ∗ ) := Merge(G′′ ).
Algorithm 3 Merge nodes in G′′ to compute G∗ .
1: function Merge(G′′ = (V ′′ , E ′′ ))
2:
3:
4:
5:
6:
7:
8:
9:

10:
11:

G1 ← G′′ , V1 ← V ′′ , E1 ← E ′′ , f1 ← ω ▷ for weighting function ω from Lemma 31
i←1
while ∃v1 , v2 ∈ Vi such that preimage(v1 ) = preimage(v2 ) and hv1 = hv2 do
Choose such v1 , v2 so that v := preimage(v1 ) is furthest from root in T .
Create copy v ∗ of v with hv∗ := hv1 = hv2 .
Vi+1 ← Vi \ {v1 , v2 } ∪ {v ∗ }.
∗
Replace out-wire[v1 ], out-wire[v2 ] in the logic of nodes
( in Vi+1 with out-wire[v ].

v ∗ , if x ∈ {v1 , v2 }
Ei+1 ← (r(x), r(y)) (x, y) ∈ Ei , where r(x) :=
.
x, else
(
fi (v1 ) + fi (v2 ), if x = v ∗
.
Update fi+1 : Vi+1 → R such that fi+1 (x) :=
fi (x),
else
return (Gi , fi )

▶ Remark 35. When u ∈ V has in-degree 0, then Du = ∅. In this case, for any two copies
v1 , v2 ∈ V ′′ of u, it is vacuously true that hv1 = hv2 . Thus, all copies of u in V ′′ are merged
by Algorithm 3. An example of this is depicted by v1 in Figure 2a being mapped to v1∗∗,∗∗ in
Figure 2c. Intuitively, this captures the fact that since v1 is in-degree 0 in Figure 2a, the
query at all copies v1z1 ,z2 of Figure 2b is identical, regardless of how z1 , z2 are set.
▶ Lemma 36. For any constant c ≥ 2, the weighting function f ∗ produced by Algorithm 3 is
c-admissible for G∗ , and satisfies Wf ∗ (G∗ ) = Wω (G′′ ) (for ω from Lemma 31).

4.2.3

Correctness

We now prove correctness, in the process establishing the Compression Lemma (Lemma 32).
For this, we first require the following lemma, which shows how to map any correct query
string for G∗ to a correct query string for G. Below, CO() on G∗ takes into account merged
notes, i.e. it uses v ∗ instead of v after merging v1 and v2 in Algorithm 3.
▶ Lemma 37. Let x∗ : V ∗ → {0, 1} be a correct query string for G∗ . Define CO∗ () to be
CO(), except with each call to out-wire on Line 7 replaced by looking up the corresponding
bit of x∗ . Define string x : V → {0, 1} such that bit x(v) := CO∗ (v | ε). Then, x is a correct
query string for G.
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Proof. Recall |V | = n, and that by Definition 24, a correct query string for C-DAG is defined
as any string producible by Line 6 of Algorithm 1. Throughout, the bits of x are ordered
according to the topological order (v1 , . . . , vn ) on V fixed by Algorithm 1. We prove the
claim inductively for t ∈ (1, . . . , n).
By the topological order, the base case v1 ∈ V has in-degree 0, i.e. takes no inputs. Thus,
by Remark 35, there is only a single node in G∗ corresponding to v1 , which by construction
computes the same query as v1 . Hence, the corresponding bit of x∗ trivially encodes the
correct answer for v1 in G and is then returned for v1 once Line 4 executes, as desired.
For the inductive case, let t ≥ 2 and assume x1 , . . . , xt−1 satisfy the induction hypothesis,
i.e. they could be produced by the first t − 1 iterations of Evaluate. We now need to argue
that a correct execution of Evaluate could set xt = CO∗ (vt | ε). By design, CO∗ (vt | ε)
computes z1 , . . . , zd and then returns7 x∗ (vtz1 ,...,zd ).
Recall now that Dvt denotes the ancestors of vt in G, which are also along the superpath
from the root of the separator tree down to the supervertex S containing vt . We claim
sd
that z := z1 , . . . , zd matches x1 · · · xt−1 on Dvt . (For clarity, the bits of z ∈ {0, 1} are
∗
ordered according to the recursion of CO (, ) and may also contain bits corresponding to
Sd
vertices not in Dvt .) To see this, fix any u ∈ Dvt = Anc(vt ) ∩ j=1 Sj , and let i be the
supervertex index such that u ∈ Si . For brevity, define notation x(u) and z(u) to mean
the bit of x and z corresponding to u, respectively8 . Now, recall CO∗ (vt | ε) recursively
traverses the path S1 , . . . , Sd , where u ∈ Si and vt ∈ Sd for 1 ≤ i ≤ d. Thus, the operations
performed by CO∗ (vt | ε) and CO∗ (u | ε) are identical in the first i recursions. Once m = i
(i.e. conditioning strings z1 , . . . , zi have been set), z(u) is returned by CO∗ (u | ε) on Line 4,
whereas CO∗ (vt | ε) returns z(vt ) if i = d and continues recursively otherwise.
We thus conclude CO∗ (vt | ε) returns x∗ (vtz1 ,...,zd ) with z(u) = x(u) for all u ∈ Dvt . Recall
now by Rule 33 that, in order for vtz1 ,...,zd ∈ V ∗ to simulate the query at vt ∈ V , it computes
the input on any wire u into vt via CO∗ (u | z1 , . . . , zd ). Since the construction is based on a
separator tree, this incoming wire/edge (u, vt ) lies along the same branch of the tree as vt .
Thus, we have only two cases to consider – u ∈ Anc(vt ) is above or below vt in said branch.
(In Figure 2a, for example, if vt = w2 , the ancestor u2 is above w2 in the tree, whereas
ancestor y1 is below w2 .) So, if u ∈ Dvt (i.e. u is above Dvt ), then by the argument in the
previous paragraph, z(u) = x(u) is used as input to vt . Moreover, since u ∈ Anc(vt ), u comes
before vt in any topological order, and thus the induction hypothesis says x(u) is correct.
Otherwise, if u ̸∈ Dvt (i.e. ancestor u is below Dvt ), then it again holds that CO∗ (vt | ε)
and CO∗ (u | ε) perform exactly the same operations in the first d recursions. Therefore,
both executions compute the same values z1 , . . . , zd . Subsequently, CO∗ (u | ε) = x(u) calls
CO∗ (u | z1 , . . . , zd ) on Line 8 during the dth recursion and returns its value. In other words,
x(u) = CO∗ (u | z1 , . . . , zd ). But by Rule 33, in order to simulate its input on the incoming
wire corresponding to u, vtz1 ,...,zd uses CO∗ (u | z1 , . . . , zd ) = x(u). Then, since u ∈ Anc(vt ),

7

z ,...,z

z ,...,z ′

8

,z ′

d−1 d
Technically, the algorithm actually returns x∗ (vt 1
), where zd′ ∈ {0, 1}s is an “intermediate
string” defined as follows: If node vt was the kth node in the topological order for supervertex S, then
the first k − 1 bits of zd′ have been assigned by Line 7 of CO∗ (), and the remaining s − k + 1 bits of
zd′ are still set to the dummy value of 0 from Line 5. However, this does not affect our analysis. In

z ,...,z

,z ′′

d−1 d
d
particular, in G∗ we merged vt 1
and vt 1
for any such pair zd′ and zd′′ of “intermediate
strings”, since by definition of the topological order, bits k through s of any such zd′ cannot correspond
to any vertices in Dvt . Thus, these indices effectively disappear for all copies of vt in G∗ .
Since x is defined on G, x(u) is clearly defined uniquely. On the other hand, z is defined on G∗ , which
contains potentially multiple copies of u; thus, it is slightly more subtle that z(u) is uniquely defined.
Indeed, uniqueness holds since the recursive path followed by CO∗ () through G∗ visits precisely one
copy of u; which copy is visited depends on the prefix of z fixed in the recursion before u is encountered.

S. Gharibian and D. Rudolph

75:19

u comes before vt in any topological order, and thus by the induction hypothesis, x(u) is
correct. We hence conclude all input wires to vtz1 ,...,zd must be set correctly, and thus x(vt )
is also correct.
◀
We can finally prove the main lemma of this section.
Proof of Lemma 32. G∗ is constructed as in Section 4.2.1 and Section 4.2.2. We have
|V ∗ | ≤ |V ′′ | ≤ 2O(sD) n (recall n = |V |), as there are ≤ 2O(sD) choices for conditioning strings
z1 · · · zD . Since we assume the separator tree is given as input, the time to construct G∗ is
clearly polynomial in |V ′′ |, i.e. 2O(sD+log n) . For weighting function ω from Lemma 31, we
have Wf ∗ (G∗ ) = Wω (G′′ ) ≤ (c + 1)O(sD) n, where the equality is from Lemma 36, and the
inequality because every node in G′′ has at most O(sD) descendants. Correctness follows
from Lemma 37 and the fact that the output of G∗ , by definition of node t, is CO(v | ε).
Finally, each verification circuit corresponding to a node in V ∗ has size poly(V ∗ ); the largest
such verification circuit corresponds to node t, which takes in wires from all other vertices in
G∗ , and calls CO(v | ε) (which takes time poly(|V ∗ |)).
◀

4.3

Solving C-DAG via oracle queries

We now show how to decide an N -node C-DAG-instance G with a c-admissible weighting
function f using O(log Wf (G)) oracle queries. (We intentionally use N to denote the size of
G, to avoid confusion with the parameter n from Section 4.2.) Recall that at a high level,
our aim is to convert the problem of deciding G into the problem of maximizing a carefully
chosen real-valued function t. A binary search via the oracle C is then conducted to compute
the optimal value to t, from which a correct query string from G can be extracted. This
high-level strategy was also used by Gottlob [22]; what is different here is how we define t
and how we implement the details of the binary search.

4.3.1

Step 1: Defining the total solution weight function t

Let G = (V = {v1 , . . . , vN }, E) be a C-DAG-instance with c-admissible weighting function
f . Recall by Definition 23 that each circuit Qi has a proof register Yi . Without loss of
generality, we assume Qi receives a proof |ψi ⟩ ∈ B ⊗m and has completeness α and soundness
×N
β. Then, define t : {0, 1}N × (B ⊗m )
→ R such that
t(x, ψ1 , . . . , ψN ) :=

N
X


f (vi ) xi Pr[Qi (zi (x), ψi ) = 1] + (1 − xi )γ ,
|
{z
}
i=1
g(xi , zi (x), ψi )

(4)

where γ := (α + β)/2, and zi (x) is defined similar to Line 5 of Algorithm 1, i.e. zi (x) ←
⃝vj ∈parents(vi ) xj , for x the input string to t. Two comments are important here: First,
defining z(x) in this manner may break the logic of Algorithm 1 when a prover is dishonest, in
that the relationship between xi and zi of Line 6 may not hold. Nevertheless, in Section 4.3.3,
we prove that t is maximized only when a prover acts honestly. Second, we intentionally
define t as taking in a cross product over spaces B ⊗m , as opposed to a tensor product. This
simplifies the proofs of this section. Finally, define
T :=

max

x∈{0,1}N ,|ψ1 ⟩,...,|ψN ⟩∈B⊗m

t(x, ψ1 , . . . , ψN ).

(5)
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4.3.2

Step 2: Approximating T

In order to apply binary search to approximate T (see proof of Theorem 28), we now show
that the decision version of approximating T is in C. Namely, define promise problem
×N
Πε = (Πyes , Πno ) such that Πyes = {(t, s) | t : {0, 1}N × (B ⊗m )
→ R and T ≥ s} and
×N
N
⊗m
Πno = {(t, s) | t : {0, 1} × (B )
→ R and T ≤ s − ε}, for T as in Equation (5), and
ε : Z → R≥0 a fixed function of N (i.e. by ε we mean ε(N )).
PN
▶ Lemma 38. Let C ∈ QV + . Define W :=
i=1 f (vi ) for weighting function f from
Equation (4), and assume W ≤ poly(N ). Then, for any ε ≥ 1/ poly(N ), Πε ∈ C.
Proof. In the case C ∈ {NP, NEXP}, Πε can easily be solved in C by just computing
⊗m
t(x, ψ1 , . . . , ψN ) directly (note that t : {0, 1}N × ({0, 1} )×N → R in this case).
For the remaining C, we begin by defining probabilities pi := f (vi )/W and let
N

t′ (x, ψ1 , . . . , ψN ) :=

X
1
t(x, ψ1 , . . . , ψN ) =
pi · g(xi , zi , ψi ),
W
i=1

(6)

whose maximum over all inputs we denote as T ′ . We prove the claim by constructing a
C-verifier V such that
max

proofs |ψ⟩

Pr[V outputs 1 | |ψ⟩] = T ′ .

(7)

Thus, when (t, s) ∈ Πyes (resp., (t, s) ∈ Πno ), V accepts with probability at least s/W (resp.,
at most (s − ε)/W ), where ε/W ≥ 1/ poly(N ) since W ≤ poly(N ) by assumption.
V has proof space X ⊗ Y1 ⊗ · · · ⊗ YN with X = B ⊗N and Yi = B ⊗m . A subtle point
here is that function t takes as part of its input a sequence (|ψ1 ⟩, . . . , |ψN ⟩), whereas in
Equation (7), V takes in a joint (potentially entangled) proof |ψ⟩ across proof registers
Y1 ⊗ · · · ⊗ YN . However, due to the construction of V below, we shall see that without loss of
generality, Equation (7) is attained for tensor product states |ψ⟩ = |ψ1 ⟩ ⊗ · · · ⊗ |ψN ⟩, which
is equivalent to sequence (|ψ1 ⟩, . . . , |ψN ⟩), as desired.
Given proof |ψ⟩ ∈ X ⊗ Y1 ⊗ · · · ⊗ YN , V acts as follows:
1: Measure X in standard basis to obtain string x.
2: Select random i according to distribution pi .
3: if xi = 1 then
4:
Run Qi with input zi (x) and proof register Yi .
5: else
6:
Output 1 with probability γ.
Since (the POVM corresponding to) V is block diagonal with respect to X , Pr[V outputs 1 |
|ψ⟩] is maximized by some |ψ⟩ = |x⟩X |ψ ′ ⟩Y1,...,N . Then, since we only measure a single local
verifier Qi (at random, Step 4), we have
Pr[V outputs 1 | |ψ⟩] = t′ (x, σ1 , . . . , σN )

where

σi := TrN
j̸=i

Yj (|ψ

′

⟩⟨ψ ′ |).

(8)

But for any fixed x, this is maximized by choosing pure states σi = |ψi ⟩⟨ψi |. Thus, t′ is
optimized by a tensor product |ψ⟩ = |ψ1 ⟩ ⊗ · · · ⊗ |ψN ⟩, and so Equation (7) holds. This
completes the proof.9
◀
9

See the full version for additional details on StoqMA and QMA(2).
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Step 3: Correct Query String

We next show that only correct query strings x can attain T (even approximately).
▶ Lemma 39. Define η := (α−β)/2, and let f be η −1 -admissible. If t(x, ψ1 , . . . , ψN ) > T −η,
then x is a correct query string.
Proof sketch. Assume there exists a vi ∈ V such that xi is incorrect. We show that there
′
′
exist x′ , |ψ1′ ⟩, . . . , |ψN
⟩ ∈ B ⊗N such that t(x′ , ψ1′ , . . . , ψN
) ≥ t(x, ψ1 , . . . , ψN ) + η, obtaining a
′
′
′
′
contradiction. Define x ,|ψ1 ⟩,. . . ,|ψN ⟩ such that xi = xi (i.e. the complement of xi ), x′j = xj
and |ψj′ ⟩ = |ψj ⟩ for j ̸= i, and |ψi′ ⟩ maximizing Pr[Qi (zi (x′ ), ψi′ ) = 1]. It is straightforward
to show that g(x′i , zi (x), ψi′ ) − g(xi , zi (x), ψi ) ≥ η. Then,


X
′
t(x′ , ψ1′ , . . . , ψN
) − t(x, ψ1 , . . . , ψN ) ≥ η f (vi ) − η −1
f (vj ) ≥ η,
(9)
(vi ,vj )∈E

since g(·) ∈ [0, 1], flipping xi only affects children of vi , and f is η −1 -admissable.

4.3.4

◀

Step 4: Completing the Proof

We now combine everything to show the main technical result of Section 4, Theorem 28.
Proof of Theorem 28. First, apply the Compression Lemma (Lemma 32) to transform
G into an equivalent G∗ with |V ∗ | ≤ 2O(sD) n and Wf ∗ (G∗ ) ≤ (c + 1)O(sD) n. This takes
2O(sD+log n) time. Second, define the total solution weight function t as in Equation (4), whose
maximum value we denoted T (Equation (5)). By Lemma 39, we know that any query string
x satisfying t(x, ψ1 , . . . , ψn ) > T − η (for η = (α − β)/2, α and β the completeness/soundness
parameters for each C-verifier Qi in the C-DAG, and for f = f ∗ a η −1 -admissible weighting
function) is a correct query string. So, assume without loss of generality (since C ∈
{NP, MA, QCMA, QMA, QMA(2)}, where for QMA(2) we use [25]) that α = 2/3 and β =
1/3, so that η −1 = 6. By Lemma 36, f ∗ is c-admissible for any c ≥ 2, and hence η −1 admissible. Third, use Lemma 38 in conjunction with binary search to approximate T for G∗ .
Here, we must be slightly careful. Set N = |V ∗ | ≤ 2O(sD) n. Since the precision parameter
η ∈ Θ(1), it suffices to use log(Wf ∗ (G∗ )) ∈ O(log|V ∗ |) ∈ O(sD + log n) C-queries to resolve
T within additive error η. Let Te denote this estimate of T . Fourth, make a final C-query via
Lemma 38 to decide whether there exists a correct query string x and proofs |ψ1 ⟩, . . . , |ψN ⟩,
such that t(x, ψ1 , . . . , ψN ) ≥ Te and for which xN = 1, and return its answer. (Recall that
xN , by definition, encodes the output of the C-DAG.)
◀

5

Hardness for APX-SIM via a unified framework

We now show how the construction of Section 4 can be embedded directly into the flag-qubit
Hamiltonian construction of [46], thus directly yielding hardness results for the APX-SIM
problem (Definition 17).
Definitions. The following definitions were introduced in [46] to allow one to abstractly
speak about large classes of circuit-to-Hamiltonian mappings. This allows the Lifting Lemma
of [46], as well as its generalized version shown in Section 5.1 (Lemma 42), to be used in a
black-box fashion (i.e. agnostic to the particular choice circuit-to-Hamiltonian construction
used). As a result, both Lifting Lemmas automatically preserve desirable properties of the
actual circuit-to-Hamiltonian mappings employed, such as being 1D or translation invariant.
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|xi
|ψ1 i

xN
qflag
..
.

V

|ψN i

Figure 3 Depiction of the circuit V constructed in Lemma 38, with two minor modifications: (1)
The second wire denotes the output wire of V , and is relabeled qflag here. (2) We assume without
loss of generality that V outputs the N th bit of x ∈ {0, 1}N on the first wire above, labelled xN .

▶ Definition 40 (Conformity [46]). Let H be a Hamiltonian with some well-defined structure
S (such as k-local interactions, all constraints drawn from a fixed finite family, with a fixed
geometry such as 1D, translational invariance, etc). We say a Hermitian operator P conforms
to H if H + P also has structure S.
▶ Definition 41 (Local Circuit-to-Hamiltonian Mapping [46]). Let X = (C2 )⊗p and Y = (C2 )⊗q .
A map Hw : U (X ) → Herm(Y) is a local circuit-to-Hamiltonian mapping if, for any L > 0
and any sequence of 2-qubit unitary gates U = UL UL−1 · · · U1 , the following hold:
1. (Overall structure) Hw (U ) ⪰ 0 has a non-trivial null space, i.e. Null(Hw (U )) ̸= 0. This
null space is spanned by (some appropriate notion of) “correctly initialized computation history states”, i.e. with ancillae qubits set “correctly” and gates in U “applied”
sequentially.
2. (Local penalization and measurement) Let q1 and q2 be the first two output wires of U
(each a single qubit), respectively. Let Spre ⊆ X and Spost ⊆ Y denote the sets of input
states to U satisfying the structure enforced by Hw (U ) (e.g. ancillae initialized to zeroes),
and null states of Hw (U ), respectively. Then, there exist projectors M1 and PL , projector
M2 conforming to Hw (U ), and a bijection f : Spre → Spost , such that for all i ∈ {1, 2}
and |ϕ⟩ ∈ Spre , the state |ψ⟩ = f (|ϕ⟩) satisfies


Tr |0⟩⟨0|i (UL UL−1 . . . U1 )|ϕ⟩⟨ϕ|(UL UL−1 . . . U1 )† = Tr |ψL ⟩⟨ψL |Mi ,
(10)
where |ψL ⟩ = PL |ψ⟩/∥PL |ψ⟩∥2 is |ψ⟩ postselected on measurement outcome PL (we require
PL |ψ⟩ ̸= 0). Moreover, there exists a function g : N × N → R such that
∥PL |ψ⟩∥22 = g(p, L) for all |ψ⟩ ∈ Null(Hw (U )),

and

Mi = PL Mi PL .

(11)

The map Hw , and all operators/functions above (M1 ,M2 ,PL ,f ,g) are computable given U .

5.1

The Generalized Lifting Lemma

▶ Lemma 42 (Generalized Lifting Lemma for APX-SIM). Fix C ∈ QV + . As input, we are given
a C-DAG instance G∗ on N nodes, and c-admissible weighting function f ∗ . Let V , as depicted
in Figure 3, be the verification circuit constructed in Lemma 38, given (G∗ , f ∗ ). Define
shorthand ∆ for ∆(Hw (V )). Fix a local circuit-to-Hamiltonian mapping Hw , and assume the

∆
2∥
notation in Definition 41. Fix any function α : N → N such that α > max 4∥M
∆ , 3∥M2 ∥2 , 1 .
Then, the Hamiltonian H := αHw (V ) + M2 satisfies:
If G is a YES hinstance,
then forall |ψ⟩ withi⟨ψ|H|ψ⟩ ≤ λmin (H) + α12 ,

⟨ψ|M1 |ψ⟩ ≤

1
α

W
η

1
α

+

12∥M2 ∥2
∆

+

12∥M2 ∥2
∆

.

1
If G is a NO instance, then
h for all |ψ⟩ with
 ⟨ψ|H|ψ⟩2≤
i λmin (H) + α2 ,
2
12∥M2 ∥
1
2∥
⟨ψ|M1 |ψ⟩ ≥ g(p, L) − α1 W
− 12∥M
,
η
α +
∆
∆
for W and η defined in Lemma 38 and Lemma 39, respectively, and g(p, L) defined in
Definition 41.
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Proof. The claim follows immediately from Lemmas 43–45 with δ := 1/α2 .

◀

We next give the three lemmas required for the proof of Lemma 42, all of which assume the
notation for the latter.


∆
2∥
▶ Lemma 43 ([46]). Fix any function α : N → N such that α > max 4∥M
∆ , 3∥M2 ∥2 , 1 , and
any δ ≤ 1/α2 . Then, for any |ψ⟩ such that ⟨ψ|H|ψ⟩ ≤ λmin (H) + δ, there exists a uniform
2∥
history state |ϕ⟩ ∈ Null(Hw (V )) such that ∥|ψ⟩⟨ψ| − |ϕ⟩⟨ϕ|∥tr ≤ 12∥M
and where |ϕ⟩ has
α∆
energy ⟨ϕ|H|ϕ⟩ ≤ λmin (H) + δ +

12∥M2 ∥2
.
α∆

For the second lemma, Lemma 44, recall V has proof space X ⊗ Y1 ⊗ · · · ⊗ YN with
X = B ⊗N and Yi = B ⊗m . Henceforth, we denote an arbitrary (potentially entangled) proof
in this space as |wX Y ⟩. We remark Lemma 44 is our version of Lemma 23 of [46]; however,
our proof is significantly simplified, despite our lifting lemma allowing arbitrary C-DAGs,
due to the specific design of our verifier V from Lemma 38.
▶ Lemma 44. Suppose history state |ϕ⟩ ∈ Null(Hw (V )) has preimage |ψin ⟩ = f −1 (|ϕ⟩) (for
bijection f from Definition 41), where |ψin ⟩ has proof |wX Y ⟩ with total amplitude pbad on
·η
incorrect query strings in X . Then, ⟨ϕ|H|ϕ⟩ > λmin (H) + g(p, L) pbad
W .
Proof. Let |ψout ⟩ = V |ψin ⟩. Letting X+ and X− denote the sets of correct and incorrect
query strings, respectively, we may write
X
X
|wX Y ⟩ =
αx |x⟩X |ψx ⟩Y +
αx |x⟩X |ψx ⟩Y ,
(12)
x∈X−

x∈X+

P
for x∈X+ ∪X− |αx |2 = 1, arbitrary unit vectors {|ψx ⟩}x , and pbad := x∈X− |αx |2 . Recall
from Definition 41 that M2 simulates the projector |0⟩⟨0|qflag via


Tr |0⟩⟨0|2 (UL UT −1 . . . U1 )|ψin ⟩⟨ψin |(UL UT −1 . . . U1 )† = Tr |ϕL ⟩⟨ϕL |M2 ,
(13)
P

(since we assumed in Figure 3 that the second output qubit of V is the flag qubit), where
|ϕL ⟩ is the history state |ϕ⟩ projected down onto time step T . We thus have

⟨ϕ|H|ϕ⟩ = ⟨ϕ|M2 |ϕ⟩ = g(p, L)⟨ϕL |M2 |ϕL ⟩ = g(p, L) Tr |ψout ⟩⟨ψout | · |0⟩⟨0|qflag
(14)
= g(p, L) Pr[V rejects | |wX Y ⟩],

(15)

where the second statement follows from Equation (11), and the third from Equation (13).
′
By Equation (5) and Equation (6), there exists a proof |wX
Y ⟩ = |x⟩|ψ1 ⟩ · · · |ψN ⟩ accepted by
′
V with probability precisely T /W . Let |ψin ⟩ be an input state containing this optimal proof
′
10
|wX
Y ⟩. Lemma 39 now yields


X
′
2 η
⟨ϕ|H|ϕ⟩ > g(p, L) Pr[V rejects | |wX
⟩]
+
|α
|
(16)
x
Y
W
x∈X−

pbad · η
pbad · η
= ⟨ϕ′ |M2 |ϕ′ ⟩ + g(p, L)
≥ λmin (H) + g(p, L)
,
W
W
where the first inequality (16) uses the fact that


T
T
η
T
pbad · η
Pr[V accepts | |wX Y ⟩] ≤ pgood ·
+ pbad
−
=
−
.
W
W
W
W
W

(17)

(18)

′
The second statement uses Equation (11), with |ϕ′ ⟩ := f (|ψin
⟩), and the last statement (17)
′
uses |ϕ ⟩ ∈ Null(Hw (V )) by the definition of f in Definition 41.
◀

10

We are implicitly using the fact that, as observed in the proof of Lemma 38, for any fixed query string
x, the acceptance probability of V is maximized by choosing a product state proof |ψ1 ⟩ · · · |ψN ⟩ on Y.
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Finally, the third lemma, Lemma 45, is our analog of Lemma 25 of [46]. We follow the
same high-level approach as the latter, but again, our proof here is simplified. This is because
Lemma 39 can be directly leveraged to obtain that any history state close enough to the
ground space of H must simply output the correct answer to the input C-DAG on wire xN
in Figure 3. (In contrast, [46] needed the Commutative Quantum Union Bound to argue
that all proofs are simultaneously correct.)
2
▶ Lemma 45. Consider any |ψ⟩ satisfying ⟨ψ|H|ψ⟩
 ≤ λmin (H)
 + δ for δ 2≤ 1/α .
2
2∥
2∥
If G∗ is a YES instance, then ⟨ψ|M1 |ψ⟩ ≤ W
δ + 12∥M
+ 12∥M
.
η
α∆
α∆


2
2
2∥
2∥
δ + 12∥M
− 12∥M
If G∗ is a NO instance, then ⟨ψ|M1 |ψ⟩ ≥ g(p, L) − W
.
η
α∆
α∆

Proof sketch. We use Lemma 43 to map |ψ⟩ to a history state |ϕ⟩ ∈ Null(Hw (V )) whose
preimage |ϕin ⟩ = f −1 (|ϕ⟩) contains proof |wX Y ⟩ with amplitude at most pbad on incorrect
query strings in X . By Equations
 (10) and (11), we have ⟨ϕ|M1 |ϕ⟩ = g(p, L)⟨ϕL |M1 |ϕL ⟩ =
g(p, L) Tr |0⟩⟨0|1 V |ϕin ⟩⟨ϕin |V † (V in Figure 3 outputs xN on the first wire). Combining
this with the bounds from Lemmas 43 and 44 via Hölder’s inequality yields the claim. ◀

5.2

Applying the Lifting Lemma

We now give two examples of how to use Lemma 42 to obtain hardness results for APXSIM, for the cases of C = QMA and C = StoqMA. The theorem below sets N :=
min(2O(s(n) log n) , 2O(d(n) log n) ) – the two values in min(·, ·) correspond to the use of the
bounded separator framework (Theorem 1) or bounded depth framework (Theorem 5),
respectively, in conjunction with Lemma 42.
▶ Theorem 46 (Hardness of APX-SIM for C = QMA via Lemma 42). Fix C = QMA, and let G
be any C-DAG instance on n nodes with separator number and depth scaling as s(n) and d(n),
in the sense of C-DAGs and C-DAGd , respectively. Set N := min(2O(s(n) log n) , 2O(d(n) log n) ).
Then, there exists a poly(N )-time many-one reduction from G to an instance (H, a, b, δ) of
APX-SIM, which satisfies: (1) H has size poly(N ) (i.e. acts on poly(N ) qubits/qudits, and
has poly(N ) local terms), (2) H is either 5-local acting on qubits or 2-local on a 1D chain of
8-dimensional qudits (depending on which circuit-to-Hamiltonian mapping is employed), (3)
b − a ≥ 1/ poly(N ) and δ ≥ 1/ poly(N ).
Proof sketch. Combine Lemmas 21, 32, and 42 with Kitaev’s 5-local [32] or Hallgren, Nagaj,
and Narayanaswami’s 1D construction [24].
◀
As noted in Section 1.1, combining Theorem 1 with Theorem 46, we have that C-DAG1 can
directly be embedded into an instance of APX-SIM.
▶ Theorem 47 (Hardness of APX-SIM for C = StoqMA via Lemma 42). Fix C = StoqMA and
2
any efficiently computable s : N → N, and define N := min(2O(s(n) log n) , 2O(d(n) log n) ). Then,
there exists a poly(N )-time many-one reduction from any instance of C-DAG to an instance
(H, a, b, δ) of APX-SIM for stoquastic H, which satisfies: (1) H has size poly(N ) (i.e. acts
on poly(N ) qubits, and has poly(N ) local terms), (2) H is 2-local, (3) b − a ≥ 1/ poly(N )
and δ ≥ 1/ poly(N ).
Thus, in the N = 2O(d(n) log n) case (i.e. bounded depth framework), we recover that APXSIM on stoquastic Hamiltonians is PStoqMA[log] -hard [18]. For clarity, this follows because
PStoqMA[log] = P∥StoqMA [18], and P∥StoqMA corresponds to a depth-1 StoqMA-DAG.
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No-go statement for “weak compression” of polynomials

We observe that the weighting function approach applied to NP queries (introduced in [22]
and used here as well) can be turned upside-down to obtain a no-go statement about a purely
mathematical question: Can arbitrary multi-linear polynomials be “weakly compressed” ?
▶ Definition 48 (Weak compression of polynomials). Let f : [0, 1]m → R+ be a multi-variate
polynomial with rational coefficients, specified via an arithmetic circuit of size M . Assume
there exists x∗ ∈ [0, 1]m maximizing f such that f (x) can be specified exactly11 via B bits,
for some (finite) B. We say f is weakly compressible to B ′ bits if there exists an efficiently
′
computable mapping taking f to another function g : [0, 1]m → R+ such that:
′
1. For any y ∈ [0, 1]m , g(y) is computable in poly(m) time.
′
2. (Optimality preserved) For any optimal y ∗ maximizing g(y ∗ ) over [0, 1]m , there exists a
poly(m)-time map taking y ∗ to an optimal x∗ ∈ [0, 1]m maximizing f (x∗ ).
3. (Compression) There exists an optimal y ∗ requiring at most B ′ bits to specify exactly.
Next, we state the main technical lemma needed to show Lemma 9. Its proof along with
those of Lemma 9 and Corollaries 10 and 11 are in the full version.
▶ Lemma 49. Let t be as in Equation (4), specified using n bits of precision (used to describe
weights wi and verifiers Vi ). There exists a poly-time Turing machine which, given t, produces
an arithmetic circuit encoding multi-linear polynomial pout : [0, 1]poly(n) → R+ with rational
coefficients such that
max
x,y1 ,...,ym ∈{0,1}poly(m)

t(x, y1 , . . . , ym ) =

max
s∈[0,1]poly(m)

pout (s).

(19)

P
(Both f and pout have range [0, i |wi |] over their respective domains.) Moreover, given an
optimal s∗ maximizing pout , one can efficiently compute a correct NP query string for the
NP-DAG underlying t.
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Introduction
Eliminating Intermediate Measurements

The main motivation for this work is the following fundamental question: What is the relative
power of quantum algorithms with intermediate measurements and quantum algorithms
without intermediate measurements?
The textbook’s answer to this question is given by the Principle of Deferred Measurements.
The principle states that delaying measurements until the end of a computation doesn’t
affect the output, as long as the qubits that were supposed to be measured do not further
participate in the computation from that point on. This gives a very simple method to
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eliminate all intermediate measurements in quantum computations. However, this simple
method comes with a huge price in terms of the space needed to perform the computation,
as qubits that were supposed to be measured cannot further participate in the computation.
More precisely, for any quantum algorithm of time T and space S ≥ log T with intermediate measurements, the principle of deferred measurements implies that it can be simulated
by a quantum algorithm of time T and space S + T without intermediate measurements.
Here, the overhead in space is potentially exponential. It was recently shown that there is
also a simulation by algorithms of space O(S) and time poly(T, 2S ) without intermediate
measurements [8, 5]1 . While the space overhead in these simulations is optimal, the time
overhead is potentially exponential.
In this work, we show a simulation where the space dependence is O(S · log T ) and the
time dependence is T · poly(S). Our result applies to algorithms with unitary operations
and intermediate measurements and simulates them by algorithms with unitary operations
and without intermediate measurements. Our result is thus a time-efficient and spaceefficient simulation of algorithms with unitary operations and intermediate measurements by
algorithms with unitary operations and without intermediate measurements. For example,
our result implies that unitary quantum algorithms of polylogarithmic space and polynomial
time are no less powerful than ones that can additionally perform intermediate measurements.
▶ Theorem 1 (Informal). Every quantum algorithm of time T and space S ≥ log T with
unitary operations and intermediate measurements can be simulated by a quantum algorithm
of time T · S 2 · polylog(S) and space O(S · log T ) with only unitary operations and no
intermediate measurements.
For quantum algorithms that can apply unitary operations, intermediate measurements
and reset qubits 2 , we can trivially eliminate intermediate measurements using one ancilla
qubit and with no overhead in time3 . This is because the measurement of a qubit can be
simulated by copying the qubit to an ancilla qubit using a controlled-not gate and then
resetting the ancilla qubit.

1.2

Pseudorandom Generators for Quantum Space-Bounded
Computations

It is well known that quantum measurements can be used to generate perfect random bits.
The converse is also true and is fascinating in its own right: An intermediate measurement of
a qubit can be implemented by unitary operations together with one random bit, as follows:
with probability 1/2 apply the identity matrix and with probability 1/2 apply a reflection
over |1⟩ (in that qubit). Thus, intermediate measurements are, in some sense, equivalent to
randomness and in particular could be simulated by random bits. From that perspective,

1
2

3

Such a simulation was given in [8] for algorithms that can use only quantum registers and independently
in [5] for the more general case of algorithms that may also use classical registers.
The reset operation maps a qubit in an arbitrary state to the state |0⟩ ⟨0|. If the algorithm has the ability
to perform measurements, then the reset operation can be simulated with additional classical memory
(on which classical operations are allowed). More precisely, to reset a qubit, we can measure it, swap the
contents of this qubit with a classical bit in the state |0⟩ ⟨0| by using two controlled-not operators and
finally reset the contents of the classical register to the state |0⟩ ⟨0|. Conversely, classical memory can
be simulated using the reset operator. Thus, quantum algorithms with intermediate measurements and
the ability to reset qubits correspond to quantum algorithms with both quantum and classical memory.
As the reset operation requires classical memory, most models of quantum computation don’t allow
reset operations.
We thank anonymous reviewers for this observation.
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it is very natural to try to derandomize and use pseudorandom bits, that is, to simulate
intermediate measurements by pseudorandom bits. In particular, we will use in this work
pseudorandom generators for space-bounded computation, that are particularly suitable for
our purpose.
Our main result is proved by studying (an instance of) the INW pseudorandom generator [9] in the setting of quantum space-bounded algorithms. Let S, T : N → N be computable
functions such that S ≥ log T . The INW pseudorandom generator G for classical randomized
algorithms of space S and time T is a function that takes inputs in {0, 1}N (M +1) where
M = Θ(log T ) and N = Θ(S) (we refer to the input as the seed to G) and outputs a
string in {0, 1}T , furthermore, this function is computable in space O(S · log T ) and time
T · S 2 · polylog(S). For any classical randomized algorithm of space S and time T , the output
of the algorithm when the random bits are drawn from the uniform distribution is nearly
indistinguishable from the case when the random bits are drawn from the output of G on a
uniformly random seed [9]. In this work, we show that a similar result holds for quantum
algorithms of space S and time T .
▶ Theorem 2 (Informal). Consider any quantum algorithm of space S and time T with
arbitrary quantum operators that has access to a read-once tape consisting of random bits.
Then, the final state of the quantum algorithm when the random bits are drawn from the
uniform distribution is nearly indistinguishable from the final state when the random bits are
drawn from the output of G on a uniformly random seed.
This result applies to quantum algorithms that can apply unitary operators, perform
measurements or reset qubits. See Theorem 14 for a more formal statement. The INW
pseudorandom generator is defined recursively using repetitive application of a randomness
extractor. For the proof of Theorem 2, we use an instance of the INW generator, using a
randomness extractor that was proved by Fehr and Schaffner to be resilient to quantum side
information [6]. Our proof that the generator fools quantum algorithms is a modification of
the proof in the classical case, relying on tools and techniques from quantum information
theory, in particular tools and techniques from [20, 6].

1.3

Discussion and Additional Motivation

Pseudorandom generators for classical space-bounded computation have been studied in
numerous works (see for example [2, 15, 9, 16, 18, 19, 4, 7, 13]). To the best of our
knowledge, pseudorandom generators for quantum space-bounded computation have not
been studied before, possibly because, as mentioned above, quantum measurements can
presumably generate perfect random bits, so the standard motivation of derandomizing
randomized computations does not apply to the quantum case. Nevertheless, we believe
that the connection to eliminating intermediate measurements gives a strong motivation for
studying pseudorandom generators for quantum space-bounded computation.
While eliminating intermediate measurements is our main motivation, we believe that
pseudorandom generators for quantum space-bounded computation are interesting in their
own right for various other reasons. First, any such generator implies in particular an
indistinguishability result that gives a lower bound for the resources needed to achieve a
certain computational task, which seems interesting from the point of view of complexity
theory. Second, while in principle quantum computers may use measurements to generate
perfect random bits, in reality this is hardly the case as quantum computers are likely
to remain unreliable in the near future. In the last two decades, this motivated a large
body of work on problems such as device-independent quantum cryptography, verifiable
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quantum computation and certified randomness generation, all of which assume a setting
where the quantum part of the device is unreliable and cannot be trusted. It’s possible that
pseudorandom generators for quantum space-bounded computations may find applications in
these areas. Finally, we find the question of how much true randomness is needed to simulate
a quantum system fascinating.
Let us also mention that eliminating intermediate measurements is also interesting from
the point of view of time-reversibility of computation. Landauer introduced the concept of
time-reversible computation and argued that any irreversible operation must be accompanied
by entropy increase [10] (see also [3]). An interesting aspect of Theorem 2 is that it shows that
any quantum algorithm can be implemented using only time-reversible operations (except for
the final measurement that gives the final output), with small overhead in time and space.

1.4

Proof Overview

We describe the proof of Theorem 2 in the classical case as in [9]. This exploits the limited
amount of information that is passed between successive states of the memory. Consider an
algorithm B of space S and time 2 · T and assume that it uses a random bit at each time step.
Let B0 be the first half of the algorithm and B1 be the second half. The algorithm B0 uses
a uniformly random string U ∼ {0, 1}T and B1 uses a uniformly random string U ′ ∼ {0, 1}T
that is independent of U . The only interaction between B0 and B1 is through the memory at
time T . Since the memory is of at most S bits, intuitively, the amount of information passed
from B0 to B1 is at most S bits. One may hope to replace the T truly random bits used by
B1 with T pseudorandom bits that essentially contain only S truly random bits. The idea
is to apply an extractor to the random string used by B0 and a uniformly random seed of
length Θ(S). That is, for a suitable extractor Ext : {0, 1}T × {0, 1}d → {0, 1}T , we run the
algorithm B on the random string (U, Ext(U, D)) as opposed to (U, U ′ ), where D ∼ {0, 1}d
is uniformly random and d = Θ(S). This would effectively reduce the amount of randomness
from 2T bits to T + Θ(S) bits. The INW generator builds on this idea and recurses for
Θ(log T ) steps, producing a pseudorandom generator of seedlength Θ(S · log T ). We now
justify the application of an extractor. Since there are at most 2S possible memory states of
the algorithm B0 , for most states C reached by B0 at time T , the uniform distribution UC
on all strings which make B0 reach the state C at time T has min-entropy at least T − Θ(S).
Suppose the extractor Ext works against min-entropy at least T − Θ(S). (Such extractors are
known and well-studied.) Then, the distribution of Ext(UC , D) would be close to the uniform
distribution over {0, 1}T . In particular, the final state of the algorithm B1 when starting at
the state C would be nearly identical whether run according to U ′ or according to Ext(UC , D).
Since this holds for most states C reached by B0 at time T , the distribution of final state of
B is nearly identical, whether we use the random string (U, U ′ ) or the pseudorandom string
(U, Ext(U, D)).
To extend this idea to quantum algorithms, we have to deal with memory that is an
arbitrary quantum state. In particular, we cannot “condition” on the memory at a particular
time step. We instead use extractors that are resilient to quantum side information. These
are extractors with the following property: Suppose for each string u ∈ {0, 1}T , we have some
quantum state ρu on S qubits (this represents the memory of the first half of the algorithm
when run on the string u), then the distribution of (Ext(U ), ρU ) is close to the tensor product
of the fully mixed state over {0, 1}T and the state Eu∼{0,1}T [ρu ]. Such extractors have been
studied and exhibited with seedlength Θ(S) [6]. We use these extractors and modify the proof
from the classical case to derive our result, relying on tools and techniques from quantum
information theory, in particular tools and techniques from [20, 6].
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To prove Theorem 1, we make use of the aforementioned equivalence between intermediate measurements and random bits. Given a quantum algorithm with T intermediate
measurements, we consider the equivalent quantum algorithm with T random bits. Consider
the algorithm that generates a uniformly random string on Θ(S · log T ) bits, computes the
output of the INW generator on this random string and simulates the above algorithm on
the output of this generator as opposed to T uniformly random bits. Theorem 2 implies that
this step introduces negligible error. Note that the Θ(S · log T ) random bits used by the
algorithm can be simulated unitarily using additional Θ(S · log T ) space, by the principle of
deferred measurements. The rest of the technical work is devoted to the analysis of the space
and time complexity of the INW generator with regards to unitary quantum algorithms.
For this, we make use of the property of the extractor in [6] that for every fixed seed, the
extractor is a bijection. This is useful with regards to unitary computation. We show that
each step of the recursion tree involved in computing the INW generator can be executed
reversibly and efficiently by unitary quantum algorithms of small space. This completes the
proof of our simulation result.

1.5

Organization

In Section 2, we formally define the various models of quantum computation with bounded
space and time. In Section 3, we define the INW pseudorandom generator and study its
time and space complexity with respect to unitary quantum algorithms. We state our main
theorem in Section 4. We prove Theorem 1.2 (Theorem 14) and Theorem 1.1 (Theorem 15)
in Section 5 and Section 6 respectively.

2

Notation & Preliminaries

For a mathematical statement P, we use
P is true and 0 if P is false.

2.1

1P ∈ {0, 1} to refer to a boolean value which is 1 if

Probability Distributions

Let Σ be an alphabet and D be a probability distribution over Σ. We use x ∼ D to denote
x sampled according to D. For a subset S ⊆ Σ, we use x ∼ S to denote x sampled according
to the uniform distribution on S. For a multiset S of Σ, we use x ∼ S to denote x sampled
with probability proportional to the number of times it occurs in S. Let N ∈ N. We
use UN to denote the uniform distribution on {0, 1}N . For a function G : Σ → RN , we
use G(D) := Ex∼D [G(x)] to denote the expected output of G when the inputs are drawn
according to D.

2.2

Quantum States

Let Hm be a Hilbert space of dimension 2m . This is a vector space defined by the C-span of
the orthonormal basis {|x⟩ : x ∈ {0, 1}m }, that is, every element in this space is a unique
complex combination of the vectors |x⟩, where x is a bit string in {0, 1}m . We use |0m ⟩
to denote the state |0, . . . , 0⟩ on m qubits. We omit the subscript m when it is implicit.
The complex conjugate of the vector |x⟩ is denoted by ⟨x|. Let P(Hm ) be the set of all
m
m
non-negative operators on Hm , that is positive semidefinite matrices in C2 ×2 . Let S(Hm )
be set of density operators on Hm , that is, matrices in P(Hm ) with trace 1. We typically
use ρ to refer to elements of S(Hm ). Every element of P(Hm ) can be expressed uniquely
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as a complex combination of |i⟩ ⟨j| where i, j ∈ {0, 1}m . We denote the identity matrix on
2m × 2m by Im , and we omit the subscript if it is implicit. The state of a quantum system
M on m qubits is described by a density operator ρM ∈ S(Hm ). The completely mixed state
on m qubits is described by 2Im
m . A classical state is a diagonal density operator in S(Hm ).
Let X be a system of n bits and S be a system of s qubits. A classical-quantum state ρXS
P
P
is a state of the form x∈{0,1}n |x⟩ ⟨x| ⊗ ρx where ρx ∈ P(Hs ) and x∈{0,1}n Tr(ρx ) = 1.
We say that ρXS is classical on X. We use ρX = |x⟩ ⟨x| Tr(ρx ) to denote the induced classical
P
state on the qubits in X. Similarly, we use ρS = x∈{0,1}n ρx to denote the induced state on
the qubits in S. In this paper, it is often the case that the induced state on X corresponds to
the uniform distribution over {0, 1}n . In this case, we use Ex∼{0,1}n [|x⟩ ⟨x| ⊗ ρx ] to denote
the state ρXS where ρx ∈ S(Hs ) for all x ∈ {0, 1}n . We say that ρXS is uniform on X.

2.3

Quantum State Evolution

The evolution of a quantum state is described by a linear transformation E : S(H) → S(H)
which is CPTP (that is, completely positive and trace preserving). In our work, we focus on
transformations between vector spaces of the same dimension. We focus on the following
quantum operations.
Unitary Operators: An arbitrary unitary map U : H → H defines a CPTP map which
maps ρ ∈ S(H) to U ρU † . We make use of the following two unitary matrices, these are
universal for unitary quantum computation
[21].


1
1
1
Hadamard: H : H1 → H1 , H = √2
.
1 −1
Toffoli: U : H3 → H3 maps basis states |i, j, k⟩ to |i, j, k ⊕ i · j⟩ for i, j, k ∈ {0, 1}.
These operations naturally extend to operations on a larger Hilbert space by acting on a
subset of qubits.
P
The measurement operator M on the first qubit maps the state ρ = i,j∈{0,1} |i⟩ ⟨j| ⊗ ρi,j
P
to the state i∈{0,1} |i⟩ ⟨i| ⊗ ρi,i for all ρ ∈ S(H).
P
The reset operator R on the first qubit maps the state ρ = i,j∈{0,1} |i⟩ ⟨j| ⊗ ρi,j to the
P

state |0⟩ ⟨0| ⊗
i∈{0,1} ρi,i for all ρ ∈ S(H).

2.4

Distance between States

√
For any matrix M , we denote by ∥M ∥1 its trace norm, that is ∥M ∥1 := Tr( M M † ). Let
ρ, σ ∈ S(H) be density operators. We define the trace distance between ρ and σ to be
1
d1 (ρ, σ) := ∥ρ−σ∥
. We will use the following standard facts about the trace distance. Firstly,
2
the trace distance satisfies triangle inequality. Secondly, the trace distance between ρ and σ
is equal to the maximum probability with which these states can be distinguished using a
projective measurement E, I − E onto two subspaces. Thirdly, quantum operations cannot
increase the trace distance. More formally,
▶ Fact 3. For all ρ1 , ρ2 , ρ3 ∈ S(H), d1 (ρ1 , ρ3 ) ≤ d1 (ρ1 , ρ2 ) + d1 (ρ2 , ρ3 ).
▶ Fact 4. For all ρ, σ ∈ S(H), d1 (ρ, σ) = max Tr(E(ρ − σ)).
0⪯E⪯I

▶ Fact 5. Let ρ, σ be two quantum states in S(H) and E be a quantum operation on S(H).
Then,
d1 (E(ρ), E(σ)) ≤ d1 (ρ, σ).
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Quantum Space Bounded Computation

There are two ways to define models of computation, one using uniform families of circuits
and one using Turing machines [23]. Typically, these models are computationally equivalent,
both in the classical case and the quantum case. For instance, it is known that polynomial
time quantum Turing machines are equivalent to uniform families of quantum circuits of
polynomial size [24]. It is also known that logspace quantum Turing machines are equivalent
to uniform families of quantum circuits of logarithmic width [5]. With respect to computation
with constraints on both time and space, few results are known. In the classical case, every
deterministic Turing machine of space S and time T can be simulated by a logspace-uniform
family of classical circuits of size poly(T ) and width O(S), conversely, every logspace-uniform
family of classical circuits of size T and width S can be simulated by deterministic Turing
machines of space O(S · log T ) and time poly(T, S) [17]. In particular, Turing machines
of polylogarithmic space and polynomial time are computationally equivalent to logspaceuniform families of circuits of polynomial size and polylogarithmic width. Thus, without
loss of generality, we can define classical algorithms of bounded space and bounded time as
logspace-uniform families of circuits of bounded size and bounded width. We are unaware of
such a result for quantum Turing machines. Nevertheless, in our paper, we define quantum
algorithms based on the circuit model, as it is easier to work with. We define space S time
T quantum algorithms as logspace-uniform families of quantum circuits with S qubits and T
operators. The formal definition is as follows.

Quantum Algorithms
Let GU be a universal family of unitary operators for quantum computation, for instance,
the Hadamard gate and the Toffoli gate. Let GM = GU ∪ {M } (respectively GR = GU ∪ {R})
include the measurement operator (respectively the reset operator) in addition to the previous
operators.
Let S, T : N → N be computable functions and G ∈ {GU , GM , GR , GM ∪ GR }. A space
S = S(n) time T = T (n) quantum algorithm Q with input x ∈ {0, 1}n consists of the initial
state ρ0 := |0S ⟩ ⟨0S | and a sequence of T operators Ei,x : S(HS ) → S(HS ), Ei,x ∈ G for i ∈
[T ]. Furthermore, this sequence is logspace uniform, that is, there is a classical deterministic
logspace Turing Machine which on input x outputs this sequence of operatorsalong with the
QT
qubits on which they act. We use Qρ0 (x) := ET,x · · · E1,x (ρ0 ) =
i=1 Ei,x (ρ0 ) ∈ S(HS )
to refer to the final state of the algorithm. The output of the algorithm is defined to be the
outcome on measuring the first qubit of the final state. Let F = {fn : {0, 1}n → {0, 1}}n∈N
be a family of partial boolean functions. We say that F is computable by an algorithm if the
algorithm on input x ∈ {0, 1}n outputs fn (x) with probability at least 23 (whenever fn (x)
is well defined). For families of functions with output of arbitrary length, we say that F is
computable by an algorithm if the algorithm on input i ∈ N, x ∈ {0, 1}n , computes the i-th
bit of fn (x).
An algorithm is said to be unitary if the operators are from GU , purely quantum if the
operators are from GM and simply quantum if the operators are from GR ∪ GM . The algorithm
is said to have no intermediate measurements if the operators are from GR . We say that an
algorithm B simulates an algorithm A with error ε if for every x ∈ {0, 1}∗ and b ∈ {0, 1}∗ the
probability that A(x) outputs b and the probability that B(x) outputs b differ by at most ε.

ITCS 2022

76:8

Eliminating Intermediate Measurements Using PRGs

Quantum Branching Programs with Randomness
We now consider a model of quantum computation which is equipped with an additional
classical randomness tape. The random string r ∈ {0, 1}T in the randomness tape is read
exactly once from left to right and on reading the bit ri at the i-th step, the program
applies a quantum operator Ei,ri ,x . More formally, a quantum branching program Bxρ0 (r) of
space S with input x ∈ {0, 1}n and with T bits of randomness consists of a sequence of 2T
operators Ei,0,x , Ei,1,x : S(HS ) → S(HS ) for i ∈ [T ], each of which is in GR . Furthermore,
this sequence is logspace uniform, that is, there is a classical deterministic logspace Turing
Machine which on input x outputs this sequence of operators. The branching program also
has an initial state ρ0 ∈ S(HS ) (which is typically the all zeroes state) and takes an input
string r ∈ {0, 1}T in the randomness tape. We use B ρ0 (r) := ET,rT ,x · · · E1,r1 ,x (ρ0 ) ∈ S(HS )
to refer to the final state of the branching program on the string r. For any distribution D on
{0, 1}T we will denote by B ρ0 (D) the average final state Er∼D [B ρ0 (r)]. The output of the
branching program is defined to be the outcome on measuring the first qubit of B ρ0 (UT ). As
before, we say that a branching program computes a family F = {fn : {0, 1}n → {0, 1}}n∈N
of functions if on input x ∈ {0, 1}n , the branching program outputs fn (x) with probability at
least 23 (whenever fn (x) is well defined). For families of functions with outputs of arbitrary
length, we use the same definition as before.

2.6

Quantum Entropic Quantities

Let XS be a possibly correlated bipartite quantum system, where X is on n qubits and S is
P
on s qubits. Let ρXS = x |x⟩ ⟨x| ⊗ ρx be a classical-quantum state which is classical on X
and let ρS ∈ S(Hs ). We now define the min-entropy of the state ρXS .
n
In+s o
Hmin (ρXS ) := sup λ ∈ R such that ρXS ⪯ λ
2
The conditional min-entropy of ρXS relative to σS is defined as
n
o
In
Hmin (ρXS |σS ) := sup λ ∈ R such that ρXS ⪯ λ ⊗ σS .
2
The conditional min-entropy of ρXS given S is defined as
Hmin (ρXS |S) =

Hmin (ρXS |σS ).

sup
σS ∈S(H)

For any invertible σS ∈ S(Hs ), the conditional collision entropy of ρXS relative to σS is
defined as

2 
−1/4
−1/4
H2 (ρXS |σS ) := − log Tr
(I ⊗ σS )ρXS (I ⊗ σS )
.
The conditional collision entropy of ρXS is defined as
H2 (ρXS |S) :=

sup

H2 (ρXS |σS ).

σS ∈S(H)

It has been shown that the conditional collision entropy is bounded from below by the
conditional min-entropy. The following fact appears as Remark 5.3.2 in [20].
▶ Fact 6. For any classical-quantum state ρXS and a quantum state σS , we have
Hmin (ρXS |σS ) ≤ H2 (ρXS |σS ).
It is known that conditioning on s qubits cannot decrease the min-entropy by more than s.
The following fact follows from Lemma 3.1.10 and Definition 3.1.2 [20].
▶ Fact 7. For any classical-quantum state ρXS , we have Hmin (ρXS |S) ≥ Hmin (ρXS ) − s.
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Extractors Resilient to Quantum Side Information

We make use of δ-biased spaces over {0, 1}n . There are many known constructions [14, 1] of
such spaces. We make use of a simpler construction based on the work of [1]. We do this
mainly so that we can easily argue about the time and space complexity.
We use finite fields of characteristic two to define our δ-biased spaces. We will use the
fact that given any m ∈ N such that m = 2 · 3i for some i ∈ N, we can efficiently construct
the finite field of characteristic two of size 2m . Futhermore, addition and multiplication of
two elements in this field can be done in space and time at most m · polylog(m). Similarly,
raising elements of the field to k-th powers can be done in space m · polylog(m) + log k and
time m · polylog(m) · log k by repeated squaring. The proofs of these facts can be derived
from properties about finite fields and can be found in [12]. We defer this discussion to the
appendix. We denote the finite field of size 2m by F2m .

δ-biased spaces
Let C ⊆ {0, 1}n be a multiset and δ ≥ 0. We say that C is a δ-biased space if for all S ⊆ [n],
we have Ex∼C [⊕i∈S xi ] − 21 ≤ δ/2. We make use of the following construction of δ-biased
spaces over {0, 1}n . This is implicit in the work of [1]. While their construction obtains a
better dependence on the field size, our variant is weaker but suffices for our purposes.
Let n ∈ N. The δ-biased space over {0, 1}n is defined as follows. Let m ∈ N be any
integer such that m ≥ log(n/δ) and m = 2 · 3i for some i ∈ [n]. Let ⟨·, ·⟩2 denote the inner
product over F2 . Define A : F2m × F2m → {0, 1}n at α, β ∈ F2m by

A(α, β) = ⟨1, β⟩2 , ⟨α, β⟩2 , . . . , ⟨αn−1 , β⟩2 .
The proof of the following lemma follows from similar arguments as in [1].
▶ Lemma 8. Let A := {{A(α, β) | α, β ∈ F2m }}. Then, A is a δ-biased space over {0, 1}n .
Additionally, there is a classical deterministic algorithm which given input α, β ∈ Fm
2 and
i ∈ [n], computes the i-th coordinate of A(α, β), furthermore, this algorithm uses space
m · polylog(m) + log n and time m · polylog(m) · log n.
We now define weak quantum extractors, i.e., extractors that are resilient to quantum
side information.
▶ Definition 9 (Weak Quantum Extractor). [6] Let t, ε ≥ 0. A function E : {0, 1}n ×
{0, 1}d → {0, 1}m is called a (t, ε)-weak quantum extractor if the following holds. Let
ρXS = Ex∼{0,1}n [|x⟩ ⟨x| ⊗ ρx ] ∈ Hn+s be any classical-quantum state that is classical and
uniform on X. Suppose H2 (ρXS |S) ≥ t, then
Ex∼{0,1}n [|E(x, y)⟩ ⟨E(x, y)| ⊗ ρx ] −
y∼{0,1}d

Im
⊗ Ex∼{0,1}n [ρx ]
2m

≤ ε.
1

The seedlength of the extractor is defined to be d.
We make use of the following family of weak quantum extractors.
▶ Theorem 10. [6] Let δ > 0, d, n ∈ N, and A = {a1 , . . . , a2d } be a δ-biased space over
{0, 1}n of size 2d . Let Ext : {0, 1}n × {0, 1}d → {0, 1}n be defined at x ∈ {0, 1}n , i ∈ {0, 1}d
by Ext(x, i) := ai ⊕ x. For 0 ≤ t ≤ n, Ext is a (t, δ · 2(n−t)/2 )-weak quantum extractor.
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Theorem 10 follows from Theorem 3.2 in [6]. We remark that the result in [6] is stated in
terms of a δ-biased family of distributions, however, we restrict ourselves to the case that
there is one δ-biased distribution. We derive the following corollary.
▶ Corollary 11. For any n, t ∈ N and δ > 0, the function Ext : {0, 1}n × {0, 1}d →
{0, 1}n (as defined in Theorem 10) is a (t, δ)-weak quantum extractor provided d ≥ Θ(n −
t + log n + log(1/δ) + O(1)). Furthermore, there is a deterministic algorithm of space
O(d · polylog(d) + log n) and time d · polylog(d) · log n which computes any coordinate of
the output of this extractor. Additionally, for every fixed seed y ∈ {0, 1}d , the function
Exty : {0, 1}n → {0, 1}n defined by Exty (x) = Ext(x, y) is a bijection.
The property about the extractor being a bijection for every fixed seed turns out to be a
useful property with regards to unitary (reversible) simulation.

3

The INW Pseudorandom Generator

We focus on a specific instantiation of the INW generator which uses the aforementioned
extractors. We do this for two reasons: firstly, these extractors are known to be resilient to
quantum side information; secondly, their time and space complexity is easier to analyze.
Our construction is as follows.
Fix parameters T, S, ε > 0 and let N, M be integers such that
N = Θ(log T + S + log(1/ε))

and

M = ⌈log T ⌉.

Since we assume that S ≥ log T , we have N = Θ(S + log(1/ε)). For each i ∈ [M ],
let Ext(i) : {0, 1}iN × {0, 1}N → {0, 1}iN be as defined in Corollary 11 with parameters
n = iN, d = N, t = iN − S and ε = ε/T 2 . We use Ext(i)
s (x) to denote the output of the
iN
N
extractor on input x ∈ {0, 1} and seed s ∈ {0, 1} .

Computational Complexity of Our Extractors
Let i ∈ [M ] and j ∈ [iN ]. Note that computing the j-th coordinate of Ext(i) (z, s) where
z ∈ {0, 1}iN and s ∈ {0, 1}N requires computing the j-th coordinate of A(s) ∈ {0, 1}iN . Due
to Corollary 11, this can be done in space N · polylog(N ) + log(iN ) ≤ N · polylog(N ) and
time N · polylog(N ) · log(iN ) ≤ N · polylog(N ). This implies that for i ≤ M , the function
Ext(i) is computable in space and time at most N · polylog(N ). We use the following facts
about reversible simulation of deterministic computation. It is known that deterministic
Turing Machines of space S ′ and time T ′ can be simulated by reversible Turing Machines of
space O(S ′ · log T ′ ) and time poly(T ′ ) [3]. A different analysis of the algorithm of [3] shows
that when S ′ = Θ(T ′ ) (which is indeed the case for our range of parameters) the algorithm
can be reversibly simulated in space O(S ′ ) and time O(T ′ ) [11]. 4 In particular, it follows
that Ext(i) can be computed by unitary quantum algorithms in space N · polylog(N ) and
time N · polylog(N ). (The time complexity is with regards to computing any coordinate of
the output.)

4

This can also be seen directly by simply copying bits into fresh memory whenever they are erased. Since
the time complexity of the original algorithm is comparable to the space complexity, this step is not
costly.
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The INW generator
The INW generator [9] for space S branching programs with T input bits is defined recursively
i
as follows. For i ∈ N, the i-th generator Gi : {0, 1}N × {0, 1}iN → {0, 1}2 is defined at
x ∈ {0, 1}N and s1 , . . . , si ∈ {0, 1}N by
G0 (x) = x1
Gi (x, s1 , . . . , si ) := Gi−1 (x, s1 , . . . , si−1 ) ◦ Gi−1 (Ext(i)
si (x, s1 , . . . , si−1 )).
Here, x ◦ y denotes the concatenation of strings x and y. The generator GM naturally defines
a binary tree of depth M as follows. Consider a binary tree of depth M where we number
the layers from bottom to top, that is, the root has height M and the leaves have height
1. We label each node by a string in {0, 1}N ·(M +1) as follows. The root is labelled with the
input (x, s1 , . . . , sM ) to GM . Given a label (x′ , s′1 , . . . , s′M ) at any node at height i ≤ M
where x′ , s′1 , . . . , s′M ∈ {0, 1}N , the label at the left child is the same as that of its parent,
(i)
while the label at the right child is (Exts′ (x′ , s′1 , . . . , s′i−1 ), s′i , . . . , s′M ). The output of a leaf
i
is defined to be the first coordinate of the label of the leaf. Let j ∈ [T ]. Note that the binary
expansion of j defines a path from the root to the leaf of the tree. Observe that the leaf
obtained by traversing the j-th path outputs the j-th coordinate of GM (x, s1 , . . . , sM ).
Note that GM stretches N · (M + 1) uniform bits to at least T bits. This generator may
produce more bits than necessary, but we may truncate output to the first T bits. The
inputs to GM are of length O((S + log(1/ε)) · log T ). We refer to GM as the INW generator
for space S time T algorithms.
▷ Claim 12. The INW generator GM can be computed by unitary quantum algorithms in
space O(M · N ) and time poly(M, N ). That is, there is a unitary quantum algorithm which
given input (x, s1 , . . . , sM ) for x, s1 , . . . , sM ∈ {0, 1}N and a coordinate i ∈ [T ], runs in space
O(M · N ) and time M 2 · N 2 · polylog(N ) and outputs the i-th coordinate of G(x, s1 , . . . , sM ).
Proof. Let (x, s1 , . . . , sM ) be an input to GM where x, s1 , . . . , sM ∈ {0, 1}N . Consider the
binary tree associated to the computation of GM , as described before. Given any j ∈ [T ],
we show how to simulate the process of traversing the j-th path in the tree using a unitary
quantum algorithm. At each time step i = 1, . . . , M , we will ensure that the working memory
essentially only contains the label of the i-th vertex in the j-th path. We now show how to
update the memory to preserve this property.
Suppose we are at a node of height i ≤ M and the current memory is (x′ , s′1 , . . . , s′T ) for
some x′ , s′1 , . . . , s′T ∈ {0, 1}N . Note that if jM −i+1 = 0, then we don’t have to update the
memory. If jM −i+1 = 1, we wish to update the memory to
(i)

(Exts′ (x′ , s′1 , . . . , s′i−1 ), s′i , s′i+1 , . . . , s′T ).
i

Firstly, note that this update operation is a reversible operation, in particular, it is its
own inverse. This relies on our particular choice of extractors based on xor with δ-biased
spaces as in Theorem 10. Secondly, recall that Ext(i) : {0, 1}iN × {0, 1}N → {0, 1}iN is
computable by unitary quantum algorithms in space and time at most N · polylog(N ). This
implies that there is a unitary quantum algorithm which uses additional N · polylog(N )
space and N · polylog(N ) · (iN ) time and can update the memory from (x′ , s′1 , . . . , s′T ) to
(Exts′i (x′ , s′1 , . . . , s′i−1 ), s′i , s′i+1 , . . . , s′T ). Note that in particular, it returns any additional
memory to the all zeroes state. Thus, the algorithm only requires O(N ·M )+N ·polylog(N ) =
O(N · M ) memory. The time complexity is O(N · polylog(N ) · (iN )) per iteration and i
varies from 1 to M . This completes the proof.
◁
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For a more refined bound on the time complexity of our simulation, we require the
following claim.
▷ Claim 13. Consider the binary tree associated with the INW generator GM . Then, for
every node v and a neighbor u of v, there is a unitary quantum algorithm which maps each
possible label ℓ ∈ {0, 1}N ·(M +1) at v to the induced label at u. Furthermore, if v is at height
i, then this algorithm runs in time O(N · polylog(N ) · (iN )) and space O(N · M ).
Proof of Claim 13. The proof of this follows from the proof of Claim 12. Let ℓ =
(ℓ0 , ℓ1 , . . . , ℓM ) where ℓ0 , . . . , ℓM ∈ {0, 1}N . Consider the special case when v is the root.
In this case, the left child’s label is simply ℓ, while the right child’s label is Ext(M ) (ℓ).
This proves the claim for the root node. Suppose v is an intermediate node, then
Claim 12 demonstrates the desired algorithm for the children of v. To obtain the label of the parent of v, if v was the left child of its parent, we return ℓ, otherwise we return
(i−1)
(Extℓi−1 (ℓ1 , . . . , ℓi−2 ), ℓi−1 , . . . , ℓM ). The space complexity of this algorithm is O(N · M ) to
store the label plus O(N · polylog(N )) workspace. Overall, the space complexity is O(N · M ).
The time complexity is O(N · polylog(N )) per output bit for the first iN output bits (the
rest of the bits are identical to those of the input). Thus, the overall time complexity is
O(N · polylog(N ) · (iN )).
◁

4

Main Result

We prove that the INW Generator fools quantum space-bounded branching programs which
read classical random bits.
▶ Theorem 14. Let B α : {0, 1}T → S(HS ) be any space S quantum branching program
reading T random bits with initial state α ∈ S(HS ). Fix parameters N = Θ (S + log(1/ε))
and M = ⌈log T ⌉ as before. Let GM : {0, 1}(M +1)N → {0, 1}T be the INW generator as
defined earlier. Then,
B α (UT ) − B α (GM (U(M +1)N ))

1

≤ ε.

Fact 4 implies that the states B α (UT ) and B α (GM (U(M +1)N )) cannot be distinguished
by a measurement with more than ε/2 advantage. Thus, for ε = 1/2, we have that GM takes
inputs of length O(S · log T ) and outputs a random string of length T that is indistinguishable
from the uniform distribution over T bits with more than 14 probability by any quantum
branching program of space S and time T . We derive the following consequence of this.
▶ Theorem 15. Every quantum algorithm of time T and space S ≥ log T with unitary
operators and intermediate measurements can be simulated with error 14 by a quantum
algorithm with space O(S · log T ) and time T · S 2 · polylog(S) with unitary operators and
without intermediate measurements.

5

Proof Of Theorem 14

The proof of Theorem 14 is immediate from the following lemma.
i

▶ Lemma 16. Let i ∈ Z≥0 and x ∈ {0, 1}n . Let B α := Bxα (·) : {0, 1}2 → S(HS ) be any
space S quantum branching program with initial state α ∈ S(HS ) and input x ∈ {0, 1}n which
reads 2i bits of randomness. Let V, S1 , . . . , Si ∼ UN be independent samples. Then, for all
α ∈ S(HS ),
∥B α (U2i ) − B α (Gi (V, S1 , . . . , Si ))∥1 ≤

3i · ε
.
T2
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Setting i = M ≜ ⌈log T ⌉ in the above lemma implies that
B α (UT ) − B α (GM (U(M +1)N ))

1

≤ε

and completes the proof of Theorem 14. It suffices to prove the above lemma.
Proof of Lemma 16. The proof is by induction on i. The base case is true since G0 (UN ) =
U1 . Let us assume that the statement holds for all j < i for all bounded space branching
programs. Let U2i = (U, U ′ ) where U, U ′ ∼ U2i−1 are two independent uniformly distributed
random variables on 2i−1 bits. We apply Triangle Inequality on the distance corresponding
to the i-th generator as follows.
Let W = (V, S1 , . . . , Si−1 ) ∼ UiN and W ′ ∼ UiN , independently of W .
∥B α (U2i ) − B α (Gi (V, S1 , . . . , Si ))∥1
≜ ∥B α (U, U ′ ) − B α (Gi−1 (W ) ◦ Gi−1 (ExtSi (W ))∥1
≤ ∥B α (U, U ′ ) − B α (Gi−1 (W ) ◦ U ′ )∥1
+ ∥B α (Gi−1 (W ) ◦ U ′ ) − B α (Gi−1 (W ) ◦ Gi−1 (W ′ ))∥1
+ ∥B α (Gi−1 (W ) ◦ Gi−1 (W ′ )) − B α (Gi−1 (W ) ◦ Gi−1 (ExtSi (W ))∥1

(1)

i−1

We show that the each of these terms are bounded by 3 T 2 ·ε . Let the branching program
i
i−1
α
B : {0, 1}2 → S(HS ) be decomposed as (B0 · B1 )α where B0α , B1β : {0, 1}2
→ S(HS ).
i−1
Here, B0α (r0 ) is a branching program that takes a (random) input r0 ∈ {0, 1}2
and runs
B0α (r0 )
α
the first half of B on the state α, and B1
(r1 ) is a branching program that takes a
i−1
(random) input r1 ∈ {0, 1}2
and runs the second half of B α on the final state of the first
half.
We will first bound the first term by induction. By induction, the final state of the first
branching program B0 is nearly identical whether the inputs are drawn according to U2i−1
or according to Gi−1 (W ). More precisely, by induction, we have that
∥B0α (U ) − B0α (Gi−1 (W ))∥1 ≤

3i−1 · ε
.
T2
B α (D)

i−1

For any distribution D ∼ {0, 1}2 , the state B1 0
(U ′ ) ≜ B α (D, U ′ ) is obtained by taking
α
the state B0 (D) and acting on it by the quantum operation B1 (U ′ ) = Er1 ∼U ′ [B1 (r1 )]. Fact 5
implies that quantum processing can only decrease the trace distance between two states.
This, along with the above inequality gives us the following bound on the first term.
∥B α (U, U ′ ) − B α (Gi−1 (W ), U ′ )∥1 ≤

3i−1 · ε
.
T2

(2)

The second term can be similarly bounded. Let β = B0α (Gi−1 (W )) be the final state
of the first branching program B0α on the initial state α and input drawn according to
the distribution Gi−1 (W ). By the induction hypothesis applied on the second branching
program B1β , the final state is nearly identical whether the inputs are drawn according to U ′
or according to Gi−1 (W ′ ). That is,
B1β (U ′ ) − B1β (Gi−1 (W ′ ))
B1β (D)

≤
1

3i−1 · ε
.
T2

α

Since
= B (Gi−1 (W ), D) for all distributions D ∼ {0, 1}2
following bound on the second term.
∥B α (Gi−1 (W ), U ′ ) − B α (Gi−1 (W ), Gi−1 (W ′ ))∥1 ≤

3i−1 · ε
T2

i−1

, this gives us the

(3)
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To bound the third term, we apply Corollary 11 with the following parameters. Let
W be the uniform distribution over {0, 1}iN as before. For all w ∈ {0, 1}iN , let ρw :=
B0α (Gi−1 (w)) ∈ S(HS ) be the final state reached by the first half of the program on the
random string Gi−1 (w) and let ρXS = E [|w⟩ ⟨w| ⊗ ρw ] where the system X consists of
w∼W

iN registers and the system S consists of S registers. Firstly, ρXS is a classical-quantum
state that is classical and uniform on X. Note that t := H2 (ρXS |S) ≥ Hmin (ρXS |S) ≥
Hmin (ρXS ) − S ≥ iN − S due to Fact 7 and Fact 6. We chose N = Θ(log T + S + log(1/ε)) ≥
S + 2 log(iN ) + 2 log(T 2 /ε) + O(1) ≥ iN − t + 2 log(iN ) + 2 log(T 2 /ε) + O(1). Corollary 11
implies we have ∥σ − σ ′ ∥1 ≤ Tε2 , where
h
i
(i)
(i)
σ := E
|ExtSi (w)⟩ ⟨ExtSi (w)| ⊗ B0α (Gi−1 (w)) ,
w∼UiN
Si ∼UN

σ ′ :=

I
2iN

⊗

E

w∼UiN

[B0α (Gi−1 (w))] .

Consider the controlled operator B̃1 on iN + S qubits defined by
B̃1 (|w⟩ ⟨w| ⊗ ρ) := |w⟩ ⟨w| ⊗ B1ρ (Gi−1 (w))
for w ∈ {0, 1}iN and ρ ∈ S(HS ). This operator has the effect of applying the quantum
operation B1 (Gi−1 (w)) on the last S qubits, provided the first iN qubits are in the state
|w⟩ ⟨w|. Note that
h
i
(i)
(i)
(i)
B̃1 (σ) = E
|ExtSi (w)⟩ ⟨ExtSi (w)| ⊗ B α (Gi−1 (w), Gi−1 (ExtSi (w)))
w∼UiN
Si ∼UN

B̃1 (σ ′ ) =

E

w∼UiN
w′ ∼UiN

[|w′ ⟩ ⟨w′ | ⊗ B α (Gi−1 (w), Gi−1 (w′ ))]

Since ∥σ − σ ′ ∥1 ≤ Tε2 , Fact 5 implies that B̃1 (σ) − B̃1 (σ ′ ) 1 ≤ Tε2 . Note that for the
state B̃1 (σ), ignoring the first iN qubits, the state on the last S qubits is given by
B α (Gi−1 (W ), Gi−1 (ExtSi (W ))) while for B̃1 (σ ′ ), it is given by B α (Gi−1 (W ), Gi−1 (W ′ )).
This implies that
∥B α (Gi−1 (W ), Gi−1 (ExtSi (W ))) − B α (Gi−1 (W ), Gi−1 (W ′ ))∥1 ≤

ε
.
T2

(4)

Substituting Equation (2), Equation (3) and Equation (4) in Equation (1) completes the
inductive step.
◀

6

Proof of Theorem 15

We now demonstrate a proof of Theorem 15 with the same space bound of O(S · log T ) but a
weaker running time bound of T · (S · log T )2 · polylog(S). We will then show how to modify
the algorithm so that the running time is T · S 2 · polylog(S).
The proof of this theorem follows by an equivalence between quantum algorithms which
perform intermediate measurements and quantum branching programs with classical randomness. Consider a qubit initialized to |0⟩ and repeatedly apply the Hadamard operator
and the measurement operator. The sequence of outcomes of the measurement operator is
a uniformly random string. Thus, intermediate measurements allow quantum algorithms
to simulate random coins. Conversely, intermediate measurements can be simulated using
random coins as follows.
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|a⟩
|b⟩

|a⟩
H

|c⟩

H

Figure 1 Implementation of controlled-U1 using Hadamard and controlled-not gates. Here,
|c⟩ = |U1 (b)⟩ if a = 1 and |b⟩ otherwise for bits a, b ∈ {0, 1}.
S space |0⟩

U1

U2

...

1 qubit |0⟩
O((S + log T ) · log T )
|0⟩
work space
O((S + log T ) · log T )
|0⟩
seed

...

(1)

GM
H ⊗r

(1) −1

GM

(2)

GM

...
...

Figure 2 Simulation in the proof of Theorem 15. Suppose the branching program B consists of a
sequence of controlled unitaries U1 , . . . , UT , controlled on a sequence of uniformly random bits. The
figure describes the simulation of B by a unitary algorithm.

▶ Lemma 17. Let M refer to the measurement operator on the first qubit in the {|0⟩ , |1⟩}
basis. Let U0 = I be the identity operator and let U1 = Z be the reflection operator
 of the
†
1
first qubit about |1⟩. Then, for all ρ ∈ S(H), we have M (ρ) = 2 U0 ρU0 + U1 ρU1 .
Proof of Lemma 17. Let ρ = |i⟩ ⟨j| ∈ S(H) be a basis element of S(H) for i, j ∈ {0, 1}∗ .
Note that
 1
1
U0 ρU0 + U1 ρU1† = (|i⟩ ⟨j| + (1i1 =j1 − 1i1 ̸=j1 ) · |i⟩ ⟨j|)
2
2
= 1i1 =j1 · |i⟩ ⟨j| = M (ρ)
Since the above equality holds for all basis elements ρ ∈ S(H) and both sides are linear in ρ,
this equation holds for all ρ ∈ S(H).
◀
Proof of Theorem 15. We begin by describing the simulation which runs in time T · (S ·
log T )2 · polylog(S). Let Q be a quantum algorithm of time T and space S ≥ log T whose
operators are in GU ∪ {R, M }. From Lemma 17, it follows that every measurement operator
can be simulated by tossing a random coin, followed by applying controlled-U1 . The controlledU1 operator can be constructed using the Hadamard and the Toffoli gates as shown in Figure
1. Thus, the correspondence from Lemma 17 defines a quantum branching program B
such that: The initial state is the all zeroes state, the program uses (at most) T bits of
randomness and space S + 1, the operators are in GU ∪ {R}, and most importantly, for all
inputs x ∈ {0, 1}n , the expected output of Bx when run on a uniformly random string in
{0, 1}T is identical to the final state of the algorithm Q on input x. Note that the operators
of the branching program B are all unitary, furthermore, the sequence of operators is indeed
logspace-uniform.
Let M = Θ(log T ) and N = Θ(S) be the parameters in the definition of the generator
GM with ε = 1/4. Claim 12 implies that GM is computable by unitary quantum algorithms
in space O(S · log T ) and time S 2 · (log T )2 · polylog(S). That is, there is a unitary quantum

ITCS 2022

76:16

Eliminating Intermediate Measurements Using PRGs

(i)

algorithm (call it GM ) which runs in space O(S · log T ) and time S 2 · (log T )2 · polylog(S)
and which on input r ∈ {0, 1}N ·(M +1) and a coordinate i ∈ [T ], outputs the i-th coordinate
(i) −1

of GM (r). We use GM
to refer to the inverse of the algorithm.
Consider a quantum algorithm Q′ of space O(S ·log T ) where the first S qubits correspond
to the memory of the branching program Q, the next qubit is the random bit, the next
O(S · log T ) qubits correspond to the workspace of the pseudorandom generator plus the
space to store and iterate over coordinates in [T ] and the last O(S · log T ) qubits are the seed
to the generator. The algorithm applies the Hadamard operator to the seed, which creates
the uniform superposition of all possible seeds. It then computes the first output bit of GM
on this superposition of seeds, simulates one step of the branching program using this bit,
and uncomputes this bit. It similarly simulates all T steps of the branching program. Finally,
the algorithm measures the first qubit and outputs the outcome. Note that this algorithm
exactly simulates the branching program B on input x and a random string drawn from the
output GM (UN (M +1) ) of the generator. We now apply Theorem 14 to conclude that the
output of the branching program B on inputs drawn from UT is indistinguishable with more
than 14 advantage from the case when the inputs are drawn from GM (UN (M +1) ). Thus, the
algorithm Q′ described above simulates the original algorithm with error 14 . The overall
space complexity is O(S · log T ) and the time complexity is T · S 2 · (log T )2 · polylog(S).
We now describe the modification required to achieve a time dependence of O(T · S 2 ·
polylog(S)). We will use Claim 13 as opposed to Claim 12. The main observation is that we
don’t need to uncompute at every time step, instead, we only need to uncompute to the point
that we can compute the next coordinate. More precisely, consider the binary tree of depth
⌈log T ⌉ associated with the computation of GM and consider performing a left-to-right DFS
(depth-first-search) on this tree. If we consider the sequence of leaves reached by this DFS,
the first coordinates of the labels give rise to the output GM (x, s1 , . . . , sM ) (furthermore,
the bits are in the correct order). Thus, performing a left-to-right DFS on this tree and
computing the labels of the vertices along the DFS would allow us to sequentially compute the
coordinates of the output GM (x, s1 , . . . , sM ). To perform a DFS and compute the labels, we
use the unitary maps given by Claim 13. It suffices to analyze the space and time complexity
of this procedure.
Claim 13 implies that the space complexity of any individual walk step is at most O(N ·M )
and since we walk on a binary tree of depth M , the overall space complexity is at most
O(N · M + M ) = O(N · M ). The time complexity at a vertex of height i ∈ [M ] is at most
N · polylog(N ) · (iN ). Since there are at most 4T /2i vertices at height i, it follows that the
overall time complexity is at most
N · polylog(N ) ·

M
X
i=1

4T · (iN ) ·

1
≤ T · N 2 · polylog(N ) · .
2i

This implies that the overall time complexity of the simulation is T · S 2 · polylog(S). This
completes the proof.
◀
References
1
2
3

Noga Alon, Oded Goldreich, Johan Håstad, and René Peralta. Simple constructions of almost
k-wise independent random variables. In FOCS, 1990.
László Babai, Noam Nisan, and Mario Szegedy. Multiparty protocols and logspace-hard
pseudorandom sequences (extended abstract). In STOC, 1989.
Charles H. Bennett. Time/space trade-offs for reversible computation. SIAM J. Comput.,
18(4), 1989.

U. Girish and R. Raz

4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24

A
A.1

76:17

Mark Braverman, Anup Rao, Ran Raz, and Amir Yehudayoff. Pseudorandom generators for
regular branching programs. In FOCS, 2010.
Bill Fefferman and Zachary Remscrim. Eliminating intermediate measurements in spacebounded quantum computation. In STOC, 2021.
Serge Fehr and Christian Schaffner. Randomness extraction via delta -biased masking in the
presence of a quantum attacker. In TCC, 2008.
Anat Ganor and Ran Raz. Space pseudorandom generators by communication complexity
lower bounds. In APPROX/RANDOM, 2014.
Uma Girish, Ran Raz, and Wei Zhan. Quantum logspace algorithm for powering matrices
with bounded norm. In ICALP, 2021.
Russell Impagliazzo, Noam Nisan, and Avi Wigderson. Pseudorandomness for network
algorithms. In STOC, 1994.
Rolf Landauer. Irreversibility and heat generation in the computing process. IBM J. Res.
Dev., 1961.
Robert Y. Levine and Alan T. Sherman. A note on bennett’s time-space tradeoff for reversible
computation. Technical report, University of Maryland at College Park, USA, 1990.
Rudolf Lidl and Harald Niederreiter. Introduction to Finite Fields and their Applications.
Cambridge University Press, 2 edition, 1994.
Raghu Meka, Omer Reingold, and Avishay Tal. Pseudorandom generators for width-3 branching
programs. In STOC, 2019.
Joseph Naor and Moni Naor. Small-bias probability spaces: Efficient constructions and
applications. In STOC, 1990.
Noam Nisan. Psuedorandom generators for space-bounded computation. In STOC, 1990.
Noam Nisan and David Zuckerman. Randomness is linear in space. J. Comput. Syst. Sci.,
1996.
Nicholas Pippenger. On simultaneous resource bounds (preliminary version). In FOCS, 1979.
Ran Raz and Omer Reingold. On recycling the randomness of states in space bounded
computation. In STOC, 1999.
Omer Reingold, Thomas Steinke, and Salil P. Vadhan. Pseudorandomness for regular branching
programs via fourier analysis. In APPROX/RANDOM, 2013.
Renato Renner. Security of Quantum Key Distribution. PhD thesis, ETH Zurich, September
2005. Available at http://arxiv.org/abs/quant-ph/0512258.
Yaoyun Shi. Both toffoli and controlled-not need little help to do universal quantum computing.
Quantum Info. Comput., 2003.
Joachim von zur Gathen and Jürgen Gerhard. Modern Computer Algebra (3. ed.). Cambridge
University Press, 2013.
John Watrous. Space-bounded quantum complexity. J. Comput. Syst. Sci., 59, 1999.
Andrew Chi-Chih Yao. Quantum circuit complexity. In FOCS, 1993.

Appendix
Finite Field Arithmetic

We use F2 [x] to denote the set of univariate polynomials over F2 . This is a ring with the
usual notions of addition and multiplication of polynomials. Furthermore, the addition
of two polynomials of degree at most m can be done in space O(m) and time O(m),
while multiplication can be done in space and time at most O(m log m log log m). (See
Theorem 8.23 from [22].) Overall, arithmetic in this ring can be done in space and time
at most m · polylog(m). Let f (x) ∈ F2 [x] be a polynomial of degree m. We use ⟨f (X)⟩ ≜
{g(x) · f (x)|g(x) ∈ F2 [x]} to denote the ideal generated by f (x). The quotient space
F2 [x]/ ⟨f (x)⟩ consists of cosets of the form [g(x)] = g(x) + ⟨f (x)⟩ where g(x) is an arbitrary
polynomial in F2 [x] of degree at most m − 1. This quotient space is a ring and inherits the
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addition and multiplication operations from F2 [x], that is [g(x) + h(x)] = [g(x)] + [h(x)] and
[g(x) · h(x)] = [g(x)] · [h(x)]. The time and space complexity of division of polynomials of
degree at most m is bounded by that of multiplication. In particular, arithmetic in the ring
F2 [x]/⟨f (x)⟩ can be performed in space and time at most m · polylog(m). (See Theorem 9.6
from [22].) The polynomial f (x) is irreducible if and only if the quotient space F2 [x]/ ⟨f (x)⟩
is a finite field. (See Theorem 1.61 in [12].) Furthermore, if f has degree m, then the
i
i
corresponding field is of size 2m . It is well known that the polynomials fi (x) := x2·3 + x3 + 1
for i ∈ N are irreducible over F2 [x]. (See Exercise 3.96 in [12].) Thus, given any m ∈ N such
that m = 2 · 3i , we can efficiently construct a finite field of characteristic two of size 2m by
considering the quotient space F2 [x]/⟨fi (x)⟩. Futhermore, addition and multiplication of
two elements in this field can be done in space and time m · polylog(m). Similarly, raising
elements of the field to k-th powers can be done in space m · polylog(m) + log k. and time
m · polylog(m) · log k by repeated squaring.
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1

Introduction

A fundamental question in the theory of computing is understanding the power of efficiently
verifiable proof systems. This question was studied in various computational models, and
with various restrictions on the verifier. In this work we initiate a study of proof systems
with an extremely restricted sample-based verifier. Such a verifier can only obtain samples of
uniformly random and i.i.d. locations in the input string, together with the values at those
locations. It cannot query locations of its choice. The goal is verifying complex properties in
sublinear time, using only this restricted access. We begin this introduction with background
on interactive proof systems and proof systems with sublinear verifiers, before presenting
more formally the model we study in this work.
An interactive proof system [20, 1] is an interactive protocol between a prover and a
weaker verifier, in which the prover tries to convince the verifier of the validity of some
computational statement. The computational statement is most commonly considered to
be x ∈ L, where x is an input (that is usually known to both the prover and the verifier),
and L is some language. We require that if x ∈ L, then there exists a prover strategy that
makes the verifier accept (“completeness”). A prover that follows this strategy is named an
“honest” prover. The second requirement (“soundness”), is that if x ∈
/ L, then no prover can
make the verifier accept, except for a small probability of error. The famous IP = PSPACE
Theorem [28, 35] shows that interactive proof systems with polynomial-time verifiers are
remarkably powerful. Such proof systems can be used to prove any statement computable in
polynomial space.
There are various resources one can consider when restricting the verifier in a proof system.
One challenging frontier is sublinear-time verification [11, 33]. In such a proof system, the
verifier cannot even read the input in its entirely. Following the literature on sublinear-time
algorithms and property testing [34, 15], soundness is relaxed. In an Interactive Proof of
Proximity (IPP), the verifier has to only make an approximate verification. Instead of
/ L, the verifier is required to reject (with high probability) only
rejecting any inputs x ∈
inputs that are far from L, where we say that x is ϵ-far from L if the (fractional) Hamming
distance of x from every input in L is at least ϵ ∈ (0, 1). The verifier should still accept
any input that is in the language. IPPs are known for general families of languages [33, 30].
This stands in contrast to the study of property testing, where testers rely on the specific
structure (e.g combinatorial or algebraic) of the problem at hand.
In a standard IPP, the verifier has query access to the input. The input x ∈ {0, 1}n
is treated as an oracle. For each query, the verifier chooses an index i ∈ [n], and “reads”
the i-th bit of the input xi . The main goal of an efficient sublinear proof system is for the
verifier to have sublinear running time. In addition, we also consider the query complexity of
the verifier, which is the number of queries the verifier makes (the number of bits it reads
from the input). Other measures of complexity are communication complexity (total number
of bits exchanged between the prover and the verifier), round complexity (where in each
round, each party sends a single message to the other party) and the running time of the
honest prover. We stress that the prover has full (explicit) access to the input. Whereas we
are interested in the running time of the honest prover, a cheating prover is unreliable and
untrusted, and is computationally unbounded.
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We can also consider non-interactive proof systems, which is a more limited type of proofs.
In such a proof system, the prover is restricted to send a single message to the verifier (a
proof); the verifier cannot send any messages to the prover. In a non-interactive proof of
proximity [25] the verifier has query access to the input, and should have sublinear running
time and query complexity. Soundness is relaxed in a similar manner to IPPs, and the
verifier needs to reject only inputs that are far from the language. Such proofs are named
Merlin-Arthur Proofs of Proximity, or MAPs. See the full version of the paper for formal
definitions of (query-based) IPPs and MAPs.

2

This Work

The queries of a sublinear verifier in a proof system can be restricted in various ways. In this
work, we take the restriction on the verifier input access to the extreme. We consider proof
systems where the verifier has only sample-based access to the input. In this model, the
verifier is only provided with uniformly distributed labeled samples from the input. Namely,
it draws samples from the input x ∈ {0, 1}n , each one of the form (i, xi ). The index i of
each sample is distributed uniformly and i.i.d from the set of all possible indices [n], and
xi ∈ {0, 1} is the value of the input x at index i. The model of sample-based access is inspired
by the literature on property testing [15, 17], and it is common in various models of machine
learning, including PAC learning [36].

SIPPs
The main objects we study in this work are interactive proof systems of proximity, where the
verifier has only sample-based access to the input. We call such proof systems Sample-based
Interactive Proofs of Proximity, or SIPPs. Such proof systems are essentially IPPs, where
the verifier is restricted to be sample-based, as described above. We emphasize that while
the verifier is restricted in its access to the input, the prover still has full access to it. In such
proof systems we replace the term query complexity with sample complexity, as the verifier
now draws samples, instead of making queries. Other measures of complexity are similar to
the measures of complexity of IPPs. For a formal definition of SIPPs see the full version of
the paper.

SMAPs
We are also interested in non-interactive proof systems of proximity, where again the verifier
is restricted to be sample-based. We call such proof systems Sample-based Merlin-Arthur
proofs of Proximity, or SMAPs. We emphasize that in SMAPs (as in MAPs) the verifier
has full access to the proof. Its access to the input x is the only additional restriction. As
in SIPPs, we use the term sample complexity to denote the number of samples the verifier
draws from the input. The other important measure of complexity of a SMAP is the proof
length. For a formal definition of SMAPs see the full version of the paper.

Research Question
We now present the main research question of this work
What are the power and the limitations of interactive and non-interactive
proofs of proximity when the verifier has only sample-based access to the input?
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A Concrete Motivation: Delegation of Sample-based Computations
We find the sample-based access model to be very natural, and worthy of study in its own
right. It captures access to objects for which obtaining labeled samples is easy, whereas
querying them in arbitrary locations is infeasible. In addition, verification with a samplebased verifier is also motivated by real-world applications. Consider the scenario in which a
passive observer (a client) wants to study some complex phenomena, even though it only
sees a small random part of the world. For examples, consider a statistician who wants to
compute some statistical quantity over a large population (by performing a survey on a small
group), a website that tries to learn the preferences of its potential clients (and only sees a
random sample comprised of users that currently use it), or a weather forecaster who wishes
to understand weather patterns, based on data it receives from a few sensors deployed at
random locations. An untrusted company might claim to have already computed a model of
the phenomena, based on data that is not available to the observer. The company offers to
sell the model to the client. How could the client ascertain that the model indeed represent
the reality, when it only sees a small random part of the relevant data?
A solution we propose in this work is to have the company provide a proof for the quality
(approximate correctness) of its output. Such a proof can be a “written” proof, in which
the company explains succinctly the validity of the claimed model. A second option is to
have an interactive proof, in which one asks the company questions regarding the model in
order to be convinced of its validity. A written, non-interactive proof is the easier option.
Therefore, it is of interest to distinguish between tasks that must have interaction for their
verification, and tasks that can be verified by non-interactive proofs. In both cases, the
observer would need to consider the resource gap between learning and verifying, where the
main resources for verification are the “proof complexity” (length of written proof, or the
cost of communicating with the company in interactive proofs), along with the data it needs
to gather on its own (the samples). If verifying is easier than learning, it can purchase the
model from the company and cost-effectively verify the proof, instead of learning the model
on its own.
We note that delegation of computation was considered in previous works, starting with
[19], who studied how a a powerful server (but not unbounded) can run a computation
for a weaker client, and provide an interactive proof of the output’s correctness. It was
extended to the case when the verifier can only run in sublinear time in [33], and to the area
of machine learning in [21]. In this work we further extend this line of study, to delegation of
computational problems where the access of the client is sample-based.

3

Our Results

In this work we show that sample-based interactive proofs of proximity can be very powerful.
In some cases, sample-based IPPs are almost as powerful as query-based IPPs. This is
perhaps surprising, as sample-based testers are much more limited compared to query-based
testers.
Our main result is that rich families of languages have sub-linear SIPPs. In addition, we
show that even a single round of communication increases the power of the verifier. On the
other hand, interaction is necessary to utilize the power of a prover. We show limits on the
power of non-interactive proofs of proximity. We next describe our results in more detail.
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The first family we consider is log-space uniform N C.
▶ Theorem 1 (informal). Let L be a language in log-space uniform N C, and let ϵ ∈ (0, 1) be
a fixed constant. Then there is a SIPP with proximity parameter ϵ for L. The sample and
e √n).
communication complexities of the SIPP, as well as the verifier’s running time, are O(
In addition, the SIPP has poly(log n) rounds, and the (honest) prover runs in time poly(n).
The second family is languages that can be computed in polynomial-time and boundedpolynomial space.
▶ Theorem 2 (informal). Fix a constant σ ∈ (0, 1), and let L be a language that is computable
in poly(n)-time and O(nσ )-space. Let ϵ ∈ (0, 1) be a fixed constant. Then there is a SIPP
with proximity parameter ϵ for L. The sample and communication complexities of the SIPP,
as well as the verifier’s running time, are n1/2+O(σ) . In addition, the SIPP has a constant
number of rounds, and the (honest) prover runs in time poly(n).
In order to prove these theorems, we construct a generic reduction from SIPPs to IPPs.
This reduction is the most technically-involved part of this work. We then apply the reduction
to the IPPs of [33, 30, 32], and prove Theorem 1 and Theorem 2.
We make several remarks on the SIPPs of Theorem 1 and Theorem 2. First, Kalai and
Ruthblim [26] showed that, under cryptographic assumptions, the sample and communication
√
complexities cannot both be o( n), so both results are nearly optimal. Both SIPPs use
private coins, and we note that this is in contrast to known query-based IPPs for general
computations, which use public coins [33, 30, 32]. The power of SIPPs with public coins is an
intriguing open question. Finally, the communication and sample complexities can be traded
√
off: For desired sample complexity s ≤ n, we can obtain similar results with communication
roughly ns . Note, however, that we do not know how to obtain communication complexity
√
o( n) (unlike the case of IPPs). See Section 6 for further discussion on the above points.

1-round SIPPs
We show that even with a single round of communication, SIPPs are exponentially more
powerful than sample-based testers. Specifically, we consider the problem of Equality Testing.
In this problem, an algorithm gets as input two binary strings x, y, and needs to accept if x = y
and reject if x is far from y. Formally, we define EQU = {(x, x) | x ∈ {0, 1}n } ⊆ {0, 1}2n .
▶ Theorem 3 (informal). For any fixed ϵ > 0:
1. Any sample-based tester with proximity parameter ϵ for EQU has sample complexity
√
s = Ω( n).
2. There exists a 1-round, private coin, sample-based interactive proof of proximity for
EQU, with proximity parameter ϵ, communication complexity c = O(log n/ϵ) and sample
complexity s = O(1/ϵ).
That is, we prove an exponential separation between the power of sample-based testers
and the power of 1-round sample-based interactive proofs of proximity. 1 The first item of
Theorem 3 follows from first principles, and for the second item we construct and analyze a
simple SIPP. Note that the lower bound in Theorem 3 is tight; for every ϵ > 0 there exists a
√
sample-based tester for EQU with proximity parameter ϵ and sample complexity O( n/ϵ).

1

We compare the sample complexity + communication complexity of the SIPP with the sample complexity
of the tester.
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We then extend and generalize the SIPP for equality to every property that has a
non-adaptive and fair (query-based) tester.2
▶ Theorem 4 (informal). Let ϵ > 0, and let L be a property with non-adaptive (query-based)
fair tester, with proximity parameter ϵ, and query complexity q = q(n, ϵ). Then L has a
1-round SIPP, with proximity parameter ϵ, communication complexity O(q 2 ·log n) and sample
complexity s = O(q).
In particular, if the query complexity q of the query-based tester is constant (i.e., does
not depend on n), then the sample complexity of the resulted SIPP is also constant, and
its communication complexity is logarithmic. For languages that have POTs (proximity
oblivious testers) we give SIPPs with slightly better communication complexity. See the full
version of the paper for the exact statement and parameters.

Lower Bounds
We showed that sample-based interactive proofs of proximity are very powerful, when
compared to sample-based testers. Our next result is on the limitation of sample-based
non-interactive proofs, which we call SMAPs. We show that for the Equality Testing Problem,
such proofs are very limited in their power. Namely, we prove the following result:
▶ Theorem 5 (informal). Let ϵ > 0. If a SMAP for EQU with
proximity parameter ϵ has
√
proof length p = o(n), then its sample complexity is s = Ω( lognn ).
As observed by [33], if we allow a linear proof length, a prover can simply send the entire
input as the proof. The verifier can read the proof, and verify it is equal to the real input
by drawing a constant number of samples from it. Hence, Equality Testing has a SMAP
with linear proof length and constant sample complexity (i.e., s = O(1/ϵ)). In addition,
√
Equality Testing has a sample-based tester with sample complexity of O( n) (without a
proof). Theorem 5 shows that equality testing has no SMAP that is “non-trivial”. A SMAP
for this problem must have linear proof length, or sample complexity as large as the sample
complexity of a tester that is not aided by a proof (up to a logarithmic factor).
The proof of Theorem 5 is by a reduction to a communication complexity protocol. We
show that a SMAP for equality with short proof length and low sample complexity, implies a
communication protocol for equality with parameters that are impossible to achieve.
Finally, our last result is regarding the limitation of public-coins SIPPs. We consider
again the Equality Testing Problem, and show that public-coins SIPPs for this problem are
very limited.
▶ Theorem 6 (informal). If a public-coins SIPP for EQU with proximity parameter ϵ = 0.1
√
has communication complexity c and sample complexity s = o( n), then c · s = Ω(n).
We note that the lower bound of Theorem 6 is weaker than the one of Theorem 5, but it
√
is tight (up to a logarithmic factor). For every s ≤ n and ϵ > 0 there exists a 1-round
public-coins SIPP for equality testing with proximity parameter ϵ, sample complexity s and
e n ). Also note that Theorem 6 implies an exponential
communication complexity c = O(
ϵ·s
2

A tester is said to be non-adaptive if it determines all its queries based on its internal coin tosses,
independently of the specific (implicit) input it gets. A testers is said to be fair if each of its queries to
an input x ∈ {0, 1}n , is uniformly distributed in [n].
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separation between the power of private-coins SIPPs and public-coins SIPPs. This result
stands in contrast to the model of query-based IPPs, in which [33] showed that the expressive
power of private-coin IPPS is essentially equivalent to that of public-coin IPPs.
For full and formal statements of the theorems, please see the full version of this paper.

4

Related Models

In the previous sections we discussed query-based and sample-based property testers, as
well as query-based interactive and non-interactive proofs of proximity. We next discuss two
additional models that are related to sample-based proofs of proximity.

Comparison With Distribution Testing
In distribution testing, a tester is given samples of an unknown distribution over a finite
domain Σ = [N ]. It is asked to determine whether the distribution has some property or is
far from any distribution that has this property (i.e., the variation distance is large). 3 The
main complexity measure of interest is the tester’s sample complexity, as a function of the
support size of the distribution. See Canonne [4] for a survey on this area.
Chiesa and Gur [5] initiated the study of proofs of proximity for distribution testing, and
explored both interactive and non-interactive proof systems. Note that the prover in such
a proof system has full knowledge of the distribution, even if it cannot be represented in a
finite manner. They showed that such proof systems can be powerful. For example, every
√
property of distributions has a non-interactive proof system with sample complexity O( N )
and proof length O(N log N ).
In the sample-based setting we can also consider a large input alphabet Σ. Such an
input implicitly defines a distribution over Σ, where the probability of every σ ∈ Σ is in
proportion to the number of its appearances in the input string. However, a sample-based
tester gets more information than just samples from this distribution; It gets the index of
each sample. This allows for expressing much richer properties in the sample-based settings
than in distribution testing. Other properties, that are invariant under permutations of the
indices, are called symmetric properties.4 Goldreich and Ron [17] showed that without a
prover, testing such properties is equivalent to distribution testing. That is, the advantage of
seeing the indices of the samples does not increase the power of the tester significantly.
This is not the case when the tester is aided by a prover. Namely, sample-based interactive
proofs (of symmetric properties) are stronger than interactive proofs for distributions. With
the aid of a prover, a verifier can take use of the indices it sees. For example, consider the
problem where the input is a string x ∈ Σn , and one needs to test if the distribution of xi ,
for a uniformly random choice of i, is itself uniform over Σ. On the one hand, [5] proved that
in the distribution testing setting, when the verifier
√ does not see the indices of the samples,
any proof system for this problem requires Ω( N ) samples. On the other hand, a result
of [11] implies a SIPP with constant sample complexity (and logarithmic communication
complexity) for verifying this property.5

3

4
5

The variation distance between D and D′ is 12 · v |D(v) − D′ (v)| where D(v) (resp., D′ (v)) denotes
the probability that an element distributed according to D (resp., D′ ) equals v.
Formally, a property L ⊆ Σn is said to be symmetric if for any permutation π : [n] → [n], if it holds
that x ∈ L if and only if π(x) ∈ L, where π(x) ∈ Σn is defined by [π(x)]i = xπ(i) for every i ∈ [n].
The result of [11] is stated for verifying that the input is a “permutation”, which is equivalent to the
uniformity testing problem defined above.

P
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We note that one result of [5] is similar in spirit to a result in this work. Theorem 1.4
in [5] shows an exponential separation between the power of distribution testers and the
power of 1-round interactive proofs of proximity for distributions. In Theorem 3 in this work
we show an exponential separation between the power of sample-based testers and the power
of 1-round SIPPs.
Also note that [5] showed a strong separation between the power of interactive proofs
and the power of public-coins interactive proofs for distributions. Namely, [5] shows that
if a distributions property has a public-coins interactive proof system with communication
complexity c and sample complexity s, then this property has a tester with sample complexity
O(c · s).
In Theorem 6 we also show a separation between the power of private-coins protocols and
the power of public-coins protocols, in the model of sample-based IPPs. The lower bound in
our result is of different nature than the one of [5]. First, we give a lower bound for a specific
problem (equality testing), wheres [5] showed a general separation result. Second, equality
√
testing has a tester with sample complexity O( n). We give a lower bound which is not of
√
the form c · s = Ω( n). In Theorem 6 we prove that if a public-coins SIPPs for equality has
√
sample complexity s = o( n) and communication complexity c, then c · s = Ω(n). We have
√
that (assuming s = o( n)), the product c · s is (much) larger than the sample complexity of
testing equality (without a prover). Also note that the proof uses very different tools than
the ones used by [5].

Machine Learning
Goldwasser et al. [21] studied verification of machine learning. In this setting, a verifier
has sampling access to an unknown distribution over labeled examples, and wants to verify
that a given hypothesis, which has error ϵ, is the best one in some fixed hypothesis class.
From a property testing perspective, the prover wants to convince the verifier that the input
distribution D has the property “every hypothesis in the class has error larger than ϵ on D”.
The verifier should reject distributions that are far from this property.
The work of [21] shows that for some hypothesis classes, verification can be easier than
learning, where the measure of complexity is sample complexity. An important case studied
in machine learning is when the distribution of the samples (without the labels) is uniform.
This scenario is similar to the one we study in this work, in the sense that the view of the
verifier is the same: In both cases, it receives labeled samples from a large “world”, where
the distribution over the domain set / indices is uniform. Even for the case of a uniform
distribution, one difference between [21] and this work, is that they focus on verification
of specific types of properties (namely, machine learning properties as above), with sample
complexity smaller than the VC dimension of the hypothesis class in question. We, on the
other hand, study verification of general properties, and in some of our results the sample
complexity is as large as the square root of the domain size (which is still sublinear).

5

Technical Overview

Main Result
Our main technical contribution is the reduction from SIPPs to IPPs. We next give a
high-level sketch of this reduction, which we describe formally and prove in the full version
of the paper.
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Consider a language L that has a sublinear IPP (i.e., an IPP with query complexity,
communication complexity and verifier running time that are all sublinear). Also assume
the IPP uses only public coins, and so w.l.o.g the verifier queries the input only after its
interaction with the prover ends.6 Furthermore, assume the indices of the queries depend
solely on the public coins. That is, they do not depend on the messages sent from the prover,
nor on the input itself. Note that this assumption holds for many useful sublinear IPPs, see
e.g. [33, 30, 32].
Our goal is to show that L has a sublinear sample-based IPP. Consider the following
strategy: The verifier of the SIPP privately tosses the coins that a verifier of the query-based
IPP would have tossed publicly. It then computes the indices Q ⊆ [n] it needs to query for
these coin tosses, before it starts the interaction with the prover. But now, the verifier faces
an issue. These queries have structure; they are dependent on each other. The SIPP verifier
can draw a set of i.i.d samples from the input, but it cannot query the indices Q.
The first key idea of the reduction is to execute a (query-based) IPP on a permuted version
of the input. That is, rearrange the bits of the input string x according some permutation,
such that the indices of the queries the IPP verifier needs to make to the permuted input are
mapped to the indices of samples the SIPP verifier drew. I.e, the SIPP verifier draws a set
of samples, let S be their indices. The verifier then chooses a permutation π mapping Q to
S, sends π to the prover, and executes the query-based IPP on the input y = π −1 (x) with
respect to the claim π(y) ∈ L7 where in the IPP the verifier uses the coins chosen above
(leading to queries Q). The completeness of this protocol is immediate. But what about its
soundness?
The issue is that sending the permutation to the prover might reveal Q. The prover
can use the knowledge on Q to deduce what coin tosses the verifier is going to use for the
execution of the query-based IPP. This is a big problem, as the soundness of an interactive
proof relies heavily on the prover not knowing the verifier’s coins in advance.
A possible solution is to use a random permutation. We show that, if the indices in S are
distributed uniformly and i.i.d, then a random permutation that maps Q to S does not leak
information regarding Q. One can show that this implies that the soundness of the IPP is
maintained. An issue with this solution is that the representation of a random permutation
is large: it requires Θ(n log n) bits. As the verifier needs to send the prover a representation
of the permutation, this results in a protocol with super-linear communication complexity.
Instead, use can use a family of k-wise independent permutations, where k is the query
complexity of the IPP (i.e., the size of Q). A permutation sampled from such a family is
indistinguishable from a permutation chosen at random from the set of all permutations,
for any process that receives the value of either of the permutations at any k points of its
choice. The verifier can choose a (random) permutation from the family, that maps Q to
S. We show that sending this permutation to the prover does not reveal Q, as long as it
represented in a canonical way. In addition, such a permutation can be represented by a
small number of bits. Known construction of approximate k-wise independent permutations
e
can be represented by only O(k)
bits, where again k is the query complexity of the original
8
IPPs, and hence sublinear.

6

7

8

In a public coins protocol the coin tosses are the only messages the verifier sends to the prover. Hence,
the verifier’s messages do not depend on its queries, and we can assume the verifier queries the input
only after the interaction is over.
Note that in order to execute an SIPP for one language, we need to perform an IPP for another language.
This is why the actual reduction is on a family of languages, that should be closed under the appropriate
operation.
For our purposes it is enough to consider a relaxed notion of almost k-wise independence, where the
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Say that we have such a family of permutations. How can we choose a random permutation
from it that maps the indices Q to the indices S? A possible process is for the verifier to
draw permutations again and again, until it is “lucky” and finds a suitable permutation.
This process may take exponential time, which results in a verifier with runtime that is very
much not sublinear. Unfortunately, we do not know of a family that allows for performing
such a sampling process in significantly more efficient manner.
Thus, rather than k-wise permutations, we use k-wise independent hash functions. This
solves the issue of efficiently sampling a function that maps the indices Q to the indices
S.9 But what about the other indices? In hash functions, unlike permutations, there are
collisions. A function might map two indices to the same one, or have an index in the range
without a source. Hence, it might be impossible to “recover” the original input from its
transformed version.
Our solution to this uses two ideas. First, observe that a k-wise independent hash function
indeed can have collisions, but not too many. With high probability, at least a constant
fraction of the indices are mapped one-to-one, and hence the bits at these “good” locations
can be recovered. For a single function we can ignore all the other indices, and consider only
the “good” ones.
Next, rather than a single one, we use many hash functions. We prove that using
m = O(log n) functions ensures that every bit can be recovered by at least a constant fraction
of the functions, with high probability. As its first message, the verifier sends to the prover
all of the m hash functions. See the full version of the paper for the exact construction. The
protocol is well-defined, and it is complete (since the honest prover can recover the entire
input).
We turn back to soundness. One concern (that was already discussed), is that the
prover might learn something about the coins that are going to be used for the IPP, from
the functions sent by the verifier. We prove that this is not the case. From the prover’s
perspective, the coins used for the IPP are totally random, even conditioned on the hash
functions it gets from the verifier. Another concern is that during the transformation process
we might damage the distance of the tested input from the language. We prove that this
transformation is distance preserving, and can only decrease the distance by a constant factor.
If an input x is ϵ-far from from the original language L, and f (x) is the transformed version
of x, then with very high probability (over the samples of the verifier) f (x) is 120ϵ-far from
the set {f (x′ ) | x′ ∈ L}.
We next phrase formally the reduction from SIPPs to IPPs, and the theorems we prove
by using this reduction. We first introduce the following definition.
▶ Definition 7. A family L of languages is closed under composition with log-space uniform
N C 1 circuits, if the following condition holds: For every language L : {0, 1}∗ → {0, 1}
in L (which might be a pair language10 or not) and every function g : {0, 1}∗ → {0, 1}∗
that can be computed by an ensemble of log-space uniform N C 1 circuits, the composition
L(g(·)) : {0, 1}∗ → {0, 1} is in L.

advantage of a distinguisher is limited by some δ. For efficient constructions of such families see the
work of Kaplan, Naor and Reingold [27].
9
Namely, we use polynomials of degree at most k − 1 as the hash functions. The verifier can find a
suitable function by performing polynomial interpolation, which can be done in sublinear time by using
the Fast Fourier Transform.
10
In a pair language, one part of the input is explicit and fully known to both the prover and the verifier,
and one part of the input is implicit, and the verifier has only partial access to it (query or sample
based). In the soundness requirement of a protocol for a pair language, distance is measured in respect
to the implicit input. I.e., for every explicit input, and every implicit input that is far from the language
(conditioned on the specific explicit input), the verifier should reject. See the full paper for a formal
definition of pair languages.
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Note that, for example, the family of languages that can be computed by a log-space Turing
Machine, and log-space uniform N C i (for i ≥ 1) are families of languages that are closed
under composition with log-space uniform N C 1 circuits.
We now state formally the reduction theorem:
▶ Theorem 8. Let L be a family of pair languages that is closed under composition with
log-space uniform N C 1 circuits. Assume that there are functions q, c, v, d : N → N and a real
value ϵ > 0 such that every L ∈ L has a (query-access) IPP with proximity parameter ϵ, with
the following properties:
1. The protocol uses only public-coins.
2. The query complexity of the protocol is O(q(n)), its communication complexity is O(c(n)),
its randomness complexity (the number of public coins the verifier tosses) is r = r(n),
the verifier running time is O(v(n)), and its round complexity is poly(d). Also assume
(w.l.o.g) that the verifier tosses exactly r(n) coins.
3. The indices of the queries depend only on the public coins of the verifier. That is, for each
L ∈ L, there is a deterministic function that maps the public coin tosses of the verifier
to the indices it queries in the input. Also assume (w.l.o.g) that the verifier queries the
input only at the end of the IPP, after the interaction with the prover ends.
4. The (honest) prover runs in time poly(n).
Then every L ∈ L has a sample-based IPP with proximity parameter 120ϵ. The sample
e
e
complexity of the protocol is O(q(n)),
its communication complexity is O(c(n)
+ q(n)), the
e
verifier running time is O(v(n) + q(n)), its round complexity is poly(d), and it is a private
coin protocol. In addition, the (honest) prover runs in time poly(n).
We use this reduction to prove that rich families of languages have SIPPs with sub-linear
sample and communication complexities. The first family we consider is log-space uniform
N C. Rothblum, Vadhan and Wigderson [33] showed that any language in this family has a
sub-linear (query-based) IPP. By applying the reduction of Theorem 8 on their result we
prove the following:
▶ Theorem 9. Let L be a language in log-space uniform N C, and let ϵ ∈ (0, 1) be a
fixed constant. Then there is a SIPP with proximity parameter ϵ for L. The sample and
e √n).
communication complexities of the SIPP, as well as the verifier’s running time, are O(
In addition, the SIPP has poly(log n) rounds, and the (honest) prover runs in time poly(n).
Reingold, Rothblum and Rothblum [30] proved that every language that can be computed
in polynomial-time and bounded-polynomial space has a sub-linear constant-round IPP. We
apply our reduction on their result, and show that every such language also has a sub-linear
constant-round sample-based IPP:
▶ Theorem 10. Fix a constant σ ∈ (0, 1), and let L be a language that is computable in
poly(n)-time and O(nσ )-space. Let ϵ ∈ (0, 1) be a fixed constant. Then there is a SIPP with
proximity parameter ϵ for L. The sample and communication complexities of the SIPP, as
well as the verifier’s running time, are n1/2+O(σ) . In addition, the SIPP has a constant
number of rounds, and the (honest) prover runs in time poly(n).
We next give more technical details regarding the construction and the protocol. The
transformation of the input is represented as a function f : {0, 1}n → {0, 1}m·n , where
m = O(log n). Denote by F the family of all the transformation functions that can be used
for the protocol. We index the functions in F by keys from a set KEYS (which is defined
formally in the full paper). Each key is a short binary string that describes / encodes the
function fkey ∈ F , and F = {fkey }key∈KEYS . The key of a function has some additional
properties that will be described later in this section.
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For a language L define the pair language L′ = {(key, fkey (x)) | key ∈ KEYS, x ∈ L},
where key is the explicit part of the input, and fkey (x) is the implicit part of the input.
KEYS and fkey are chosen in a way that ensures that if L ∈ L then L′ ∈ L, and therefore
there exists a (query access) IPP for L′ .
The protocol between a verifier and a prover for testing if x ∈ {0, 1}n is in L or 120ϵ-far
from L is described formally in the full paper. We next give a high-level description of the
protocol.
e
First, the verifier draws m · k = O(q(n))
samples from x, where k = log n · q(n).11 Denote
m·k
their indices by S ∈ [n] . Next, it “simulates” privately the coin tosses that are required
for the execution of the query-access IPP to prove a claim of the form (key, fkey (x)) ∈ L′ , for
some key ∈ KEYS. Note that key and the transformation function fkey were not chosen yet.
However, by the hypothesis of Theorem 8 (Property 2) the verifier knows in advance the
number of coins r(n) that are needed for the execution of the IPP for L′ . Based on the coin
tosses, the verifier computes the indices it will need to query at the end of that IPP. Denote
those indices by Q ∈ [m · n]{k} .12 Again, from the hypothesis of the Theorem (Property 3),
the indices Q depend only on the coin tosses (and independent of the explicit and implicit
inputs), and therefore they can be computed even though fkey has not been chosen yet.
Next, (and only now), the verifier chooses the transformation function fkey ∈ F , based
on S and Q. The key of the chosen function has some important properties: First, having
key allows efficient computation of fkey (x) for any x ∈ {0, 1}n . In other words, the key of
the function fkey describes the operation of the function. Second, the key is computed as a
function of Q and S, but (when S is chosen i.i.d and uniformly at random) the key does not
reveal any information about Q. Third, fkey is constructed in a way that allows recovering
the value of fkey (x) at the indices Q from the value of x at the indices S. More specifically,
each one of the bits of fkey (x) at the indices Q equals to some bit of x at an index from the
set S. The exact construction of fkey and the formulation of the properties are explained
below.
Now, as its first message, the verifier sends the key of the function fkey to the prover. Next,
the verifier and the prover interact and execute the IPP for the statement (key, fkey (x)) ∈ L′ ,
where key ∈ KEYS is an explicit input (both the verifier and the prover have direct access
to it), and fkey (x) is the implicit part of the input. While executing the protocol, instead of
sending fresh public coins to the prover, the verifier uses the same coins it tossed for the
computation of Q.
After the interaction ends, the verifier has to query the transformed input fkey (x) at
indices Q. But now, from a property of fkey that was described above, the verifier can recover
the value of fkey (x) at the indices Q from the value of x at the indices S. As the verifier
already has the value of x at the indices S (from the samples it drew ), it can use these
values instead of querying fkey (x) directly. To finish the protocol, the verifier now accepts or
rejects x according to the instructions induced by the IPP it executed for (key, fkey (x)) ∈ L′ .
Note that the IPP is executed with i.i.d random coins - the coins that the verifier tossed
privately at the beginning of the protocol. In addition, since the key sent to the prover does
not reveal any information regarding Q, it also does not reveal any information regarding
these coin tosses. Therefore, from the prover’s perspective, these coins seem like they were
generated by fresh randomness, and the soundness of the protocol is maintained.

11

recall that q(n) is a function such that all languages in L have (query-based) IPP with query complexity
O(q(n)).
12
Note we can assume w.l.o.g that the query indices are distinct (that is, the protocol does not query the
input on the same index twice). We use tuples of distinct elements here instead of sets for technical
reasons.
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This concludes the high-level description of the reduction. For the full details (including
how we untangle some of the circular definitions that hide in the description above) see the
full version of this paper.

1-round SIPPs
In Theorem 3 we show an exponential separation between the power of sample-based testers
and the power of 1-round SIPPs. In the full version of the paper we prove that every
√
sample-based tester for the Equality Testing problem requires Ω( n) samples. The proof is
√
based on the fact that with high probability, a sample-based tester that draws o( n) samples
from an input z = (x, y) does not see both xj and yj for any value of j (a “collision”). This
implies the tester cannot distinguish between accepting inputs, and uniformly random inputs
(which it must reject with high probability).
In the full version of this paper, we present a 1-round SIPPs for verifying equality. At
a high level, the protocol is as follows. The verifier draws a sample (i, zi ) from the input
z = (x, y) ∈ {0, 1}2n . If i ≤ n it sends to the prover j = i. Otherwise, i > n, and it sends
j = i − n. The prover sends to the verifier a bit b, and the verifier accepts iff zi = b.
In the completeness case, when x = y, the honest prover sends back to the verifier the
value of xj = yj and the verifier accepts. In the soundness case, when x is ϵ-far from y, with
probability ϵ xj ̸= yj . In this case, the best a prover can do is to send a random bit as b,
and the verifier rejects with probability 1/2. The soundness of the protocol can be amplified
to 2/3 by O(1/ϵ) parallel repetition of this basic protocol.
More generally, we show that every property with a non-adaptive (query-based, fair)
tester has a 1-round SIPP. See the full version of the paper for details.

Lower Bound for Non-interactive proofs
In Theorem 5 we show a lower bound on the power of non-interactive proofs of proximity
(SMAPs) for Equality Testing. The proof is by a reduction to a communication complexity
problem in the consecutive messages (CM) model setting [29]. In such a protocol, Alice and
Bob get inputs x and y (respectively) from an adversary, and their shared goal is to make
Carol compute a function f of x and y, by sending her short messages. In addition, after
Alice gets her input (and before Bob gets his), she sends a public message that all parties
can see (adversary included).
Naor and Rothblum [29] showed a lower bound on the length of the (private) messages
required in a CM protocol for Equality, when the public message length is sublinear. We
show that a SMAP for Equality with low sample complexity and sublinear proof length
implies a CM protocol for Equality with short private messages and sublinear public message
(that are impossible to achieve, by the above lower bound). The key observation for the
reduction is that the samples of a verifier in a SMAP are drawn i.i.d. Hence, Carol can “ask”
Alice to sample the x part of the input, Bob to sample y, and “simulate” the execution of
the SMAP verifier by using these samples, and using the public message as the proof string.

Lower Bound for Public-Coins SIPP
We say that an interaction uses public-coins if the verifier reveals the outcome of its coins
immediately after tossing them. In such a protocol, the messages the verifier sends to the
prover are simply the results of its coin flips, and he is not allowed to send any other messages.
We call other interactive protocols private-coins protocols.
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Note that the all of the protocols discussed above are private-coins protocols. In particular,
the 1-round SIPP for Equality Testing uses private coins. It is not clear if it is possible to
convert these protocols into public-coins protocols, or how.
A classic result in the theory of standard interactive protocols is that the expressive power
of private-coin interactive proofs is essentially equivalent to that of public-coin interactive
proofs [22]. This fact was extended to the IPP setting by [33], when the verifier has
query-access to the input.
In the full paper we prove that this fact does not extend to the case where the verifier
has sample-access to the input. We prove that public-coins SIPP are much weaker than
private-coins SIPP. Specifically, in Theorem 6 we show that Equality Testing does not have
a public-coins SIPP with communication and sample complexities that are as good as the
private-coins SIPP described above.
We prove this theorem by using tools from the area of Information Theory. At a high
level, we show that a verifier cannot distinguish between an input it should accept (sampled
uniformly from the set of all accepting inputs) and an input sampled uniformly from the set
of all possible inputs (which it should reject with high probability). We consider the view of
the verifier in an execution of the protocol with a (random) input it should accept. We show
that if the communication complexity of the protocol is low, then the input (conditioned on
the transcript of the protocol) still has a lot of entropy. We then use Shearer’s Lemma to
show that since the samples of the verifier are distributed uniformly and i.i.d, the entropy
of its view (i.e., the part of the input the verifier sees in the samples) is also large. This
implies, by a corollary of Pinsker’s inequality, that the view of the verifier is close to uniform
(even with the help of the prover), and hence it cannot distinguish the accepting input from
a uniformly random input that it should reject.

6

Further Related Work

Related Work on Interactive Proofs
The area of interactive proofs has a long and rich history. Interactive proofs were introduced
by Goldwasser, Micali and Rackoff [20], and independently by Babai and Moran [1]. The
surprising expressive power of IP was determined in a sequence of works by Lund, Fortnow,
Karloff and Nissan [28] and Shamir [35], who showed that every language in PSPACE has
an interactive proof.
The notion of interactive proofs was considered under various restrictions on the verifier.
The power of finite state verifiers was studied by Dwork and Stockmeyer [9, 10]. Condon
and Ladner [7], Condon and Lipton [8], and Condon [6] studied space (and time) bounded
verifiers. Goldwasser et al. [18] considered the parallel running time of the verifier, and
showed results for N C 0 verifiers. Goldwasser, Kalai and Rothblum [19] explored the power of
doubly-efficient interactive proofs, where the honest prover runs in polynomial-time, and the
verifier runs in linear-time. A main result of [19] is that every language in logspace-uniform
N C has such a proof system, where the protocol has poly(log n) rounds.
Interactive proofs of proximity were first considered by Ergun, Kumar and Rubinfeld
[11], (where they were called approximate interactive proofs). Rothblum, Vadhan and
Wigderson [33] conducted a systematic study of the power of such proofs, which they named
Interactive Proofs of Proximity (IPPs). Beyond the works of [11, 33, 5, 21], interactive and
non-interactive proofs of proximity have drawn considerable attention recently [12, 26, 16,
30, 24, 2, 23, 25, 31, 32]. We next compare this work to some of these results.
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Comparison With IPPs for N C languages
One of the main result of [33] is that every language in logspace-uniform N C has a (querybased) IPP with O(n1/2+o(1) ) query and communication complexities (and similar verifier
running time), and polylog(n) communication rounds. This result was later improved by
e √n)
Rothblum and Rothblum [32], which showed that these languages have IPPs with O(
query complexity, communication complexity and verifier running time. The protocols in
both results use the GKR protocol [19] as a sub-routine.
One of our results (Theorem 1) builds upon the result of [33, 32], and extends it to the
case where the verifier is extremely restricted - it only sees sampled labels from the input,
and cannot perform queries. That limitation on the verifier power comes with (almost) no
degradation in the protocol complexities, but it does have some costs. As discussed above,
one of the down-sides of our construction is that the protocol of Theorem 1 uses private-coins,
whereas the protocol of [33, 32] is a public-coin protocol. An open question is whether this
limitation in inherent to sample-based interactive protocols, or just an artifact of the specific
construction of this work. Note that for query-based IPPs [33] showed that the power of
public-coins protocols is almost equivalent to the power of private-coins protocols.
A second difference between the protocols, is that the protocol of [33, 32] allows a
“full” trade-off between the query complexity and the communication complexity. It allows
the protocol to have any query complexity q and communication complexity c such that
e
q · c = Θ(n).
In our construction there is a limited trade-off; the communication complexity
must be at least as large as the sample complexity.
Note that trade-off of the communication and query complexities in the result of [32]
is optimal, up to poly-logarithmic factors. Kalai and Rothblum [26] showed that, under
a reasonable cryptographic assumption, there exists a language L in N C 1 such that the
product of the query and communication complexities of any IPP for L cannot be sublinear.
As SIPPs are a restriction of IPPs, this lower bounds also holds also for the sample-based
setting. Namely, the result of Theorem 1 is tight, up to poly-logarithmic factors.

Comparison With IPPs for Languages Computable in Bounded Space
Reingold, Rothblum and Rothblum [30] studied the power of interactive proof systems
with constant number of rounds. Their main result is that any language computable in
bounded polynomial space and polynomial time has a public-coin interactive proof system
with constant number of rounds, low communication complexity and verifier running time,
and efficient honest prover. By replacing the [19] step in [33] with their result, they show that
every such language has a public-coin, constant-round IPP, with query and communication
√
complexities, as well as verifier’s running time, roughly n. In addition, the running time
of the honest prover in the IPP is poly(n) (Theorem 3 in [30]). In this work, we apply our
new SIPP to IPP reduction on this result of [30], to show that every such language has
sample-based IPP with similar parameters (Theorem 2). As above, one difference between our
SIPP and the IPP of [30] is that the SIPP uses private coins whereas the IPP is public-coin.
Again, it as an open question whether this limitation in inherent to SIPPs or not.

Non-interactive Proofs of Proximity
Gur and Rothblum [25] initiated a study of non-interactive proofs of proximity. Such proof
systems can be viewed as the property testing analogue of an N P proof system (whereas
IPPs are the property testing analogue of IP). In contrast to polynomial-time algorithms,
sublinear-time algorithms inherently rely on randomization. Since an N P proof system
with a randomized verifier is known as a Merlin-Arthur (MA) proof system, [25] named
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sublinear non-interactive proof systems Merlin-Arthur proofs of Proximity (MAPs). In this
work we study non-interactive proofs of proximity, with sample-based verifiers. Following the
naming of [25], we name such proof systems Sample-based Merlin-Arthur proofs of Proximity
(SMAPs).
Gur and Rothblum [25] show that MAPs can be exponentially stronger than property
testers, but exponentially weaker than IPPs. In this work, the focus of the study of noninteractive proofs is on lower bounds. Namely, we prove that SMAPs can be extremely
limited in their power (see Theorem 5). We note that Theorem 5 of [25] implies a generic
lower bound on the power of SMAPs. For the problem of equality testing, Theorem 5 (of
this work) gives an improved lower bound, in terms of the possible trade-offs between sample
complexity and proof length. See the full version of the paper for various results from [25]
that are relevant to the setting of this work.
Fischer, Goldhirsh and Lachish [12] introduced the notion of partial testing, which is
closely related to MAPs. A property L is a said to be L′ -partially testable, for L′ ⊆ L, if
inputs in L′ can be distinguished from inputs that are far from L by a tester that makes
only few queries. This notion can be naturally extended to the sample-based setting.

Query-access vs. Sample-based Access in Property Testing
In the standard definition of property testers, the tester has the ability to make arbitrary
queries to the input. This definition was presented by Rubinfeld and Sudan [34], and it is
the main definition studied by Goldreich, Goldwasser and Ron [15]. Sample-based testers
were defined by Goldreich, Goldwasser and Ron [15], and were studied more extensively by
Goldreich and Ron [17]. The sample-based access model is syntactically weaker than the
query-access model. A randomized algorithm with query access can simulate a sample-based
algorithm by simply choosing indices uniformly and i.i.d, query these indices, and “feed” the
sample-based algorithm with these queries.
Furthermore, sample-based testers are strictly weaker than query-based testers. One
example is Linearity Testing, where the input is a Boolean function f : {0, 1}n → {0, 1}, and
one needs to decide if f is a linear function or ϵ-far from any linear function. In their seminal
work, Blum, Luby and Rubinfeld [3] showed that there exists a query-based tester for this
problem, with query complexity O(1/ϵ) (independent of the input length). On the other
hand, [17] showed that any sample-based tester for linearity requires s = Ω(1/ϵ + n) samples
(provided ϵ ≥ 1/2n ).
A second example of such a separation is in testing Bipartiteness in the Dense Graph
model (we do not define formally the model or this property in this work). There exists a
query based tester for this property with query complexity of O(1/ϵ2 ) ([13], section 8.3.1),
√
whereas [17] showed that any sample-based tester for it requires s = Ω( n/ϵ) samples
√
(provided ϵ > 1/ n).
Another example is of Monotonicity Testing. The input is again a Boolean function
f : {0, 1}n → {0, 1}. Golderich et al. [14] showed a query-based tester for this property
with query complexity O(n/ϵ). The authors also
p showed (Theorem 5 in [14]) that any
sample-based tester for this property requires Ω( 2n /ϵ) samples (provided ϵ = O(n−3/2 )).
Note that all of the 3 properties above have query-based testers with low query complexity,
and those testers are fair and non-adaptive. Hence, we can directly apply Theorem 4 to deduce
that each one of this properties has a 1-round SIPP with low sample and communication
complexities.13

13

In fact, Linearity Testing and Monotonicity Testing have POTs, so we can apply the POT version of
Theorem 4 to get SIPPs for these properties with better communication complexity.
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Abstract
We initiate a study of a new model of property testing that is a hybrid of testing properties of
distributions and testing properties of strings. Specifically, the new model refers to testing properties
of distributions, but these are distributions over huge objects (i.e., very long strings). Accordingly,
the model accounts for the total number of local probes into these objects (resp., queries to the
strings) as well as for the distance between objects (resp., strings). Specifically, the distance between
distributions is defined as the earth mover’s distance with respect to the relative Hamming distance
between strings.
We study the query complexity of testing in this new model, focusing on three directions. First,
we try to relate the query complexity of testing properties in the new model to the sample complexity
of testing these properties in the standard distribution testing model. Second, we consider the
complexity of testing properties that arise naturally in the new model (e.g., distributions that
capture random variations of fixed strings). Third, we consider the complexity of testing properties
that were extensively studied in the standard distribution testing model: Two such cases are uniform
distributions and pairs of identical distributions, where we obtain the following results.
Testing whether a distribution over n-bit long strings is uniform on some set of size m can be
3
e
done with query complexity O(m/ϵ
), where ϵ > (log2 m)/n is the proximity parameter.
Testing whether two distribution over n-bit long strings that have support size at most m are
e 2/3 /ϵ3 ).
identical can be done with query complexity O(m
Both upper bounds are quite tight; that is, for ϵ = Ω(1), the first task requires Ω(mc ) queries for
any c < 1 and n = ω(log m), whereas the second task requires Ω(m2/3 ) queries. Note that the
query complexity of the first task is higher than the sample complexity of the corresponding task in
the standard distribution testing model, whereas in the case of the second task the bounds almost
match.
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Introduction

In the last couple of decades, the area of property testing has attracted much attention
(see, e.g., a recent textbook [8]). Loosely speaking, property testing typically refers to sublinear time probabilistic algorithms for deciding whether a given object has a predetermined
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property or is far from any object having this property. Such algorithms, called testers,
obtain local views of the object by making adequate queries; that is, the object is modeled
as a function and testers get oracle access to this function (and thus may be expected to
work in time that is sub-linear in the size of the object).
The foregoing description fits much of the research in the area (see [8, Chap. 1-10]), but
not the part that deals with testing properties of distributions (aka distribution testing, see [8,
Chap. 11] and [6]). In this context, a tester get samples from the tested distribution and
sub-linearity means sub-linearity in the size of the distribution’s domain. 1 Each element in
the domain is considered to be small, and is assumed to be processed at unit time.
In this work we consider distributions over sets of huge (or very large) objects, and aim
at complexities that are sublinear in the size of these objects. As an illustrative example,
think of the distribution of DNA-sequences in a large population. We wish to sample this
distribution and query each sampled sequence at locations of our choice rather than read the
entire sample.
One key issue is the definition of the distance between such distributions (i.e., distributions
of huge objects). A natural choice, which we use, is the earth mover’s distance under the
(relative) Hamming measure. Under this measure, the distance between distributions reflects
the probability mass of the difference when weighted according to the Hamming distance
between strings (see Definition 1.1).

1.1

The new model

We consider properties of distributions over sets of objects that are represented by n-bit long
strings (or possibly n-symbol long sequences); that is, each object has size n. (In Section 5
of our report [10], this is extended to properties of tuples of distributions.) Each of these
objects is considered huge, and so we do not read it in full but rather probe (or query) it at
locations of our choice. Hence, the tester is an algorithm that may ask for few samples, and
queries each sample at locations of its choice. This is modeled as getting oracle access to
several oracles, where each of these oracles is selected independently according to the tested
distribution (see Definition 1.2). We shall be mainly interested in the total number of queries
(made into these samples), whereas the number of samples will be a secondary consideration.
The distance between such distributions, P and Q (over the same domain Ω = {0, 1}n ),
is defined as the earth mover’s distance under the Hamming measure; that is, the cost of
transforming the distribution P to the distribution Q, where the cost of transforming a string
x to a string y equals their relative Hamming distance.
▶ Definition 1.1. (distance between distributions over huge objects): For two strings
x, y ∈ {0, 1}n , let ∆H (x, y) denote the relative Hamming distance between them; that is,
∆H (x, y) =

1
· |{i ∈ [n] : xi ̸= yi }|.
n

(1)

For two distributions P, Q : Ω → [0, 1], where Ω = {0, 1}n , the earth mover’s distance under
the Hamming measure between P and Q, is the optimal value of the following linear program:

1

This is the most standard and well studied model of testing properties of distributions. For a discussion
of other models (e.g., providing the algorithm with the weight of any domain element of its choice)
see [6, Part IV].
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X




∀y∈Ω:

wx,y · ∆H (x, y)
min
P


wx,y =P (x)
x,y∈Ω
y∈Ω
.
P

∀x,y∈Ω:

wx,y ≥0

∀x∈Ω:

x∈Ω

(2)

wx,y =Q(y)

We say that P is ϵ-close to Q if the optimal value of the linear program is at most ϵ;
otherwise, we say that P is ϵ-far from Q.
As stated above, Definition 1.1 represents the earth mover’s distance with respect to the
relative Hamming distance between (binary) strings. Indeed, the earth mover’s distance
between distributions over a domain Ω is always defined on top of a distance measure that
is associated with Ω. It is well known that the earth mover’s distance with respect to the
inequality function (i.e., InEq(x, y) = 1 if x ̸= y and InEq(x, x) = 0) coincides with the
variation distance (between these distributions). That is, if we replace the distance ∆H (x, y)
with InEq(x, y) in Definition 1.1, then we get the variation distance between P and Q.
Furthermore, ∆H (x, y) ≤ InEq(x, y) always holds. Hence, throughout this work, we shall be
considering three distance measures:
1. The distance between distributions as defined above (i.e., in Definition 1.1). When we say
that distributions are “close” or “far” we refer to this notion.
2. The total variation distance between distributions. In this case, we shall say that the
distributions are “TV-close” or “TV-far” (or ϵ-TV-close/far).
3. The relative Hamming distance between strings, which we denoted by ∆H (·, ·). In this
case, we shall say that the strings are “H-close” or “H-far” (or ϵ-H-close/far).
Referring to Definition 1.1 and to machines that have access to multiple oracles, we
present the following definition of testing distributions on huge objects.
▶ Definition 1.2. (testing properties of distributions on huge objects (the DoHO model)):
Let D = {Dn }n∈N be a property of distributions such that Dn is a set of distributions over
{0, 1}n , and let s : N × (0, 1] → N. A tester, denoted T , of sample complexity s for the
property D is a probabilistic machine that, on input parameters n and ϵ, and oracle access to
a sequence of s = s(n, ϵ) samples drawn from an unknown distribution P : {0, 1}n → [0, 1]
outputs a verdict (“accept” or “reject”) that satisfies the following two conditions.
1. The tester accepts distributions that belong to D: If P is in Dn , then
Prx(1) ,...,x(s) ∼P [T x

(1)

,...,x(s)

(n, ϵ) = 1] ≥ 2/3,

where x(1) , . . . , x(s) are drawn independently from the distribution P .
2. The tester rejects distributions that are far from D: If P is ϵ-far from Dn (i.e., P is ϵ-far
from any distribution in Dn (according to Definition 1.1)), then
Prx(1) ,...,x(s) ∼P [T x

(1)

,...,x(s)

(n, ϵ) = 0] ≥ 2/3,

where x(1) , . . . , x(s) are as in the previous item.
We say that q : N × (0, 1] → N is the query complexity of T if q(n, ϵ) is the maximum number
of queries that T makes on input parameters n and ϵ. If the tester accepts every distribution
in D with probability 1, then we say that it has one-sided error.
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We may assume, without loss of generality, that the tester queries each of its samples, and
that it never makes the same query twice. Hence, q(n, ϵ) ∈ [s(n, ϵ), s(n, ϵ) · n].
The sample (resp., query) complexity of testing the property D (in the DoHO model) is
the minimal sample (resp., query) complexity of a tester for D (in the DoHO model). Note
that the tester achieving the minimal sample complexity is not necessarily the one achieving
the minimal query complexity. As stated before, we shall focus on minimizing the query
complexity, while using the sample complexity as a yardstick.
Generalization. The entire definitional treatment can be extended to n-long sequences over
an alphabet Σ, where above (in Definitions 1.1 and 1.2) we used Σ = {0, 1}.

1.2

The standard notions of testing as special cases (and other
observations)

We first observe that both the standard model of property testing (of strings) and the
standard model of distribution testing are special cases of Definition 1.2.
Standard property testing (of strings): Specifically, we refer to testing properties of n-bit
strings (equiv., Boolean functions over [n]).
This special case corresponds to trivial distributions, where each distribution is concentrated on a single n-bit long string. Hence, a standard tester of query complexity q can
be viewed as a tester in the sense of Definition 1.2 that has sample complexity 1 and
query complexity q.
Standard distribution testing: Specifically, we refer to testing distributions over Σ.
This special case corresponds to the case of n = 1, where each distribution is over Σ.
Hence, a standard distribution tester of sample complexity s can be viewed as a tester
in the sense of Definition 1.2 that has sample complexity s and query complexity q = s.
Indeed, here we used the generalization of the definitional treatment to sequences over Σ.
The basic version, which refers to bit sequences, can be used too (with a small overhead). 2
Needless to say, the point of this paper is going beyond these standard notions. In particular,
we seek testers (for the DoHO model) with query complexity q(n, ϵ) = o(n) · s(n, ϵ), where
s(n, ϵ) > 1 is the sample complexity in the DoHO model. Furthermore, our focus is on cases
in which s(n, ϵ) is relatively small (e.g., s(n, ϵ) = poly(n/ϵ) and even s(n, ϵ) = o(n)·poly(1/ϵ)),
since in these cases a factor of n matters more.
We mention that the sample complexity in the DoHO model is upper-bounded by the
sample complexity in the standard distribution testing model. This is the case because the
distance between pairs of distributions according to Definition 1.1 is upper-bounded by the
total variation distance between them (see the discussion following Definition 1.1).
▶ Observation 1.3. (on the sample complexity of testing distributions in two models): The
sample complexity of testing a property D of distributions over {0, 1}n in the DoHO model
is upper-bounded by the sample complexity of testing D in the standard distribution testing
model.

2

Specifically, we consider a good error correcting code C : Σ → {0, 1}n such that n = O(log |Σ|); that is,
C has distance Ω(n). In this case, the total variation distance between distributions over codewords
is proportional to their distance according to Definition 1.1, whereas the query complexity is at most
n = O(log |Σ|) times the sample complexity. The same effect can be obtained by using larger n’s,
provided we use locally testable and correctable codes.
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We mention that for some properties D the sample complexity in the DoHO model may
be much lower than in the standard distribution testing model, because in these cases the
distance measure in the DoHO model is much smaller than the total variation distance.3
Needless to say, this is not true in general, and we shall focus on cases in which the two
sample complexities are closely related. In other words, we are not interested in the possible
gap between the sample complexities (in the two models), but rather in the query complexity
in the DoHO model. Furthermore, we are willing to increase the sample complexity of a
tester towards reducing its query complexity in the DoHO model (e.g., see our tester for
uniformity).

1.3

Our Results

We present three types of results. The first type consists of general results that relate the
query complexity of testing in the DoHO model to the query and/or sample complexity of
related properties in the standard (distribution and/or string) testing models. The second
type consists of results for properties that have been studied (some extensively) in the
standard distribution testing model. The third type consists of results for new properties
that arise naturally in the DoHO model. A few of these results are presented in Section 2,
and the rest can be found in our report [10].

1.3.1

Some general bounds on the query complexity of testing in the
DoHO model

A natural class of properties of distribution over huge objects is the class of all distributions
that are supported by strings that have a specific property (of strings). That is, for a property
of bit strings Π = {Πn }n∈N such that Πn ⊆ {0, 1}n , let DΠ = {Dn }n∈N such that Dn denotes
the set of all distributions that have a support that is subset of Πn . We observe that the
query complexity of testing the set of distributions DΠ (in the DoHO model) is related
to the query complexity of testing the set of strings Π (in the standard model of testing
properties of strings).
▶ Theorem 1.4. (from testing strings for membership in Π to testing distributions for
membership in DΠ ): If the query complexity of testing Π is q, then the query complexity of
e
testing DΠ in the DoHO model is at most q ′ such that q ′ (n, ϵ) = O(1/ϵ)
· q(n, ϵ/2).
While the proof of Theorem 1.4 is simple, we believe it is instructive towards getting familiar
with the DoHO model. We thus include it here, while mentioning that some ramifications
of it appear in Appendix A.2 of our report [10].
Proof. The main observation is that if the tested distribution P (whose domain is {0, 1}n )
is ϵ-far from Dn (according to Definition 1.1), then, with probability at least ϵ/2, an object
x selected according to P is ϵ/2-H-far from Πn . Hence, with high constant probability, a
sample of size O(1/ϵ) will contain at least one string that is ϵ/2-H-far from Πn . If we have a
one-sided error tester T for Π, then we can detect this event (and reject) by running T (with

3

An obvious case in which testing distributions is trivial (in the DoHO model) is the case of the set of all
distributions that are supported by a set of strings Π such that any string is H-close to Π. Specifically,
if every n-bit long string is ϵ-H-close to Π ⊆ {0, 1}n and D is set of distributions that contain every
distribution that is supported by Π, then every distribution is ϵ-close to D. Additional examples are
presented in Section 2.2.
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proximity parameter ϵ/2) on each sampled string. If we only have a two-sided error tester
for Π, then we invoke it O(log(1/ϵ)) times on each sample, and reject if the majority rule
regarding any of these samples is rejecting. Hence, in total we make O(ϵ−1 log(1/ϵ)) · q(n, ϵ/2)
queries.
◀
An opposite extreme. Theorem 1.4 applies to any property Π of strings and concerns
the set of all distributions that are supported by Π (i.e., all distributions P that satisfy
{x : P (x) > 0} ⊆ Π). Hence, Theorem 1.4 focuses on the support of the distributions and
pays no attention to all other aspect of the distributions. The other extreme is to focus
on properties of distributions that are invariant under relabeling of the strings (i.e., labelinvariant properties of distributions).4 We consider several such properties in Section 1.3.2,
but in the current section we seek more general results. Our guiding question is the following.
▶ Open Problem 1.5. (a key challenge, relaxed formulation):5 For which label-invariant
properties of distributions does it hold that testing them in the DoHO model has query
e
complexity poly(1/ϵ) · O(s(n,
ϵ/2)), where s is the sample complexity of testing them in the
DoHO model?
Jumping ahead, we mention that Theorem 1.9 identifies one property that satisfies the
foregoing requirement and another that does not satisfy it. More generally, we show that the
requirement is satisfied for any property that is closed under mapping, where a property of
distribution D is closed under mapping if, for every distribution P : {0, 1}n → [0, 1] in D and
every f : {0, 1}n → {0, 1}n , it holds that f (P ) is in D, where Q = f (P ) is the distribution
defined by Q(y) = P (f −1 (y)).
▶ Theorem 1.6. (testing distributions that are closed under mapping (see Theorem 2.2)):
Suppose that D = {Dn } is testable with sample complexity s(n, ϵ) in the DoHO model, and
that each Dn is closed under mapping. Then, D is testable in the DoHO model with query
e −1 · s(n, ϵ/2)).
complexity O(ϵ
We stress that the tester in the hypothesis may have query complexity n · s(n, ϵ), and recall
that our focus is on the case that n ≫ poly(ϵ−1 log s(n, ϵ/2)).
A middle ground between properties that contain all distributions that are supported
by a specific set of strings and label-invariant properties of distributions is provided by
properties of distributions that are label-invariant only on their support, where the support
of a property of distributions is the union of the supports of all distributions in this property.
That is, for a property Dn of distributions over n-bit strings, we say that Dn is label-invariant
over its support if, for every bijection π : {0, 1}n → {0, 1}n that preserves the support of Dn
(i.e., x is in the support if and only if π(x) is in the support), it holds that the distribution
P : {0, 1}n → [0, 1] is in Dn if and only if π(P ) is in Dn . Indeed, generalizing Problem 1.5,
one may ask
▶ Open Problem 1.7. (a more general challenge): For which properties of distributions
that are label-invariant over their support does it hold that testing them in the DoHO model
e
has query complexity poly(1/ϵ) · O(s(n,
ϵ/2) · q(n, ϵ/2)), where s is the sample complexity of
testing them in the DoHO model and q is the query complexity of testing their support?
4

5

Recall that a property of distributions over {0, 1}n is called label-invariant if, for every bijection
π : {0, 1}n → {0, 1}n and every distribution P , it holds that P is in the property if and only if π(P ) is
in the property, where Q = π(P ) is the distribution defined by Q(y) = P (π −1 (y)). We mention that
label-invariant properties of distributions are often called symmetric properties.
e
Less relaxed formulations may require query complexity O(s(n,
ϵ/2)/ϵ) or even O(s(n, ϵ)). On the other
hand, one may ease the requirement by comparing the query complexity in the DoHO model to the
sample complexity in the standard model.
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The next theorem identifies a sufficient condition for a positive answer. Specifically, it requires
that the support of the property, denoted S, has a (relaxed) self-correction procedure of
query complexity q. We mention that such procedures may exist only in case the strings in
S are pairwise far apart. Loosely speaking, on input i ∈ [n] and oracle access to an n-bit
string x, the self-correction procedure is required to return xi if x ∈ S, to reject if x is far
from S, and otherwise it should either reject or return the ith bit of the string in S that is
closest to x.
▶ Theorem 1.8. (self-correction-based testers in the DoHO model, loosely stated (see
Theorem 3.1 in our report [10])): Let D be a property of distributions over bit strings that is
label-invariant over its support. Then, ignoring polylogarithmic factors, the query complexity
of testing D in the DoHO model is upper-bounded by the product of the sample complexity
of testing D in the standard model and the query complexity of testing and self-correcting the
support of D.
One natural example to which Theorem 1.8 is applicable is a set of all distributions that are
each have a support that contains few low-degree multi-variate polynomials; for size bound
e
s(n) and the degree bound d(n), we get query complexity poly(d(n)/ϵ) · O(s(n)).

1.3.2

Testing previously studied properties of distributions

Turning back to label-invariant properties of distributions, we consider several such properties
that were studied previously in the context of the standard distribution testing model.
Specifically, we consider the properties of having bounded support size (see, e.g., [11]), being
uniform over a subset of specified size (see, e.g., [2]), and being m-grained (see, e.g., [9]).6
▶ Theorem 1.9. (testers for support size, uniformity, and m-grained in the DoHO model
(see Corollary 2.3)): For any m, the following properties of distributions over {0, 1}n can be
e
tested in the DoHO model using poly(1/ϵ) · O(m)
queries:
1. All distributions having support size at most m.
2. All distributions that are uniform over some set of size m.
3. All distributions that are m-grained.
Theorem 1.9 is proved by using Theorem 1.6. The foregoing upper bounds are quite tight.
They also provide positive and negative cases regarding Problem 1.5 (see discussion following
Theorem 1.10).
▶ Theorem 1.10. (lower bounds on testing support size, uniformity, and m-grained in the
DoHO model (see Propositions 2.8, 2.10 and 2.9)):
1. For every m ≤ 2n−Ω(n) , testing whether a distribution over {0, 1}n has support size at
most m requires Ω(m/ log m) samples.
2. For every constant c < 1 and m ≤ n, testing whether a distribution over {0, 1}n is uniform
over some subset of size m requires Ω(mc ) queries.
3. For every constant c < 1 and m ≤ 2n−Ω(n) , testing whether a distribution over {0, 1}n is
m-grained requires Ω(mc ) samples.
Note that Parts 1 and 3 assert lower bounds on the sample complexity in the DoHO
model, which imply the same lower bounds on the query complexity in this model. Combining
the first part of Theorems 1.9 and 1.10 yields a property that satisfies the requirement of

6

A distribution P : {0, 1}n → [0, 1] is called m-grained if any n-bit string appears in it with probability that
is a multiple of 1/m; that is, for every x ∈ {0, 1}n there exists an integer mx such that P (x) = mx /m.
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Problem 1.5; that is, the query complexity in the DoHO model is closely related to the
sample complexity (in this model). On the other hand, combining Part 2 of Theorem 1.10
with the tester of [2, 7] yields a property that does not satisfy the requirement Problem 1.5,
since this tester uses O(m2/3 /ϵ2 ) samples (even in the standard distribution testing model).7
Tuples of distributions. In Section 5 of our report [10], we extend the DoHO model to
testing tuples (e.g., pairs) of distributions, and consider the archetypal problem of testing
equality of distributions (cf. [4, 5]). In this case, we obtain another natural property that
satisfies the requirement of Problem 1.5.
▶ Theorem 1.11. (a tester for equality of distributions (see Theorem 5.2 in our report [10])):
For any m, n ∈ N and ϵ > 0, given a pair of distributions over {0, 1}n that have support
size at most m, we can distinguish between the case that the distributions are identical and
e 2/3 /ϵ3 )
the case that they are ϵ-far from one another (according to Definition 1.1) using O(m
2/3 2
queries and O(m /ϵ ) samples.
We note that m2/3 /ϵ2 is a proxy for max(m2/3 /ϵ4/3 , m1/2 /ϵ2 ), which is a lower bound on the
sample complexity of testing this property in the standard distribution testing model [14].
This lower bound can be extended to the DoHO model. Hence, in this case, the query
complexity in the DoHO model is quite close to the sample complexity in this model.

1.3.3

Distributions as variations of an ideal object

A natural type of distributions over huge objects arises by considering random variations of
some ideal objects. Here we assume that we have no access to the ideal object, but do have
access to a sample of random variations of this object, and we may be interested both in
properties of the ideal object and in properties of the distribution of variations. In Section 4
of our report [10], we consider three types of such variations, and provide testers for the
corresponding properties.
1. Noisy versions of a string, where we bound the noise level.
In this case it is easy to recover bits of the original string, and test that the noisy versions
respect the predetermined noise level.
2. Random cyclic-shifts of a string.
In this case we use a tester of cyclic-shifts (i.e., given two strings the tester checks whether
one is a cyclic shift of the other).
3. Random isomorphic copies of a graph represented by its adjacency matrix.
In this case we use an isomorphism tester.
We stress that the testers employed in the last two cases have sublinear complexity; specifically,
pairs of n-bit long strings are tested using n0.5+o(1) queries.

1.4

Orientation

As stated upfront, we seek testers that sample the distribution but do not read any of the
samples entirely (and rather probe some of their bits).

7

We mention that in [2, 7] the complexity bound is stated in terms of the second and third norms of the
tested distribution, which can be roughly approximated by the number of samples required for seeing
the first 2-way and 3-way collisions. To obtain complexity bounds in terms of m, we can take O(m2/3 )
samples and reject if no 3-way collision is seen (ditto for not seeing a 2-way collision among the first
O(m1/2 ) samples).
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In general, our proofs build on first principles, and are not technically complicated.
Rather, each proof is based on one or few observations, which, once made, lead the way to
obtaining the corresponding result. Hence, the essence of these proofs is finding the right
point of view from which the observations arise.
Upper bounds. Some of our testers refer to label-invariant properties, and in this case it
suffices to determine which samples are equal and which are different. Furthermore, viewing
close samples as equal does not really create a problem, because we are working under
Definition 1.1. Hence, testing equality between strings suffices, and it can be performed
by probing few random locations in the strings. However, the analysis does not reduce to
the foregoing comments, because we cannot afford to consider all strings in the (a priori
unknown) support of the tested distribution. Instead, the analysis refers to the empirical
distribution defined by the sequence of samples.
Lower bounds. Several of our lower bounds are obtained by transporting lower bounds
from the standard distribution testing model. Typically, we transform distributions over an
alphabet Σ to distributions over {0, 1}n by using an error correcting code C : Σ → {0, 1}n
that has constant relative distance (i.e., ∆H (C(σ), C(τ )) = Ω(1) for every σ ̸= τ ∈ Σ). For
example, when proving a lower bound on testing the support size we transform a random
variable Z that ranges over Σ to the random variable Z ′ = C(Z). Note that in such a case it
does not suffice to observe that if Z is TV-far from having a support of size at most m, then
C(Z) is far (under Definition 1.1) from being supported on (at most) m codewords. We have
to argue that C(Z) is far from being supported on any (subset of at most) m strings.
Conventions. As evident from the last paragraph, it is often convenient to treat distributions
as random variables; that is, rather than referring to the distribution P : Ω → [0, 1] we refer
to the random variable X such that Pr[X = x] = P (x). We stress that ϵ always denotes
the proximity parameter (for the testing task). Typically, the upper bounds specify the
dependence on ϵ, whereas the lower bound refer to some fixed ϵ = Ω(1).

1.5

The current version and the full version

In the current version we present only the results that refer to a few natural properties of
distributions that were studied previously in the context of the standard distribution testing
model. These results also appear in Section 2 of our report [10].
The other sections of [10] are omitted; they include a proof of Theorem 1.8, a study
(mentioned in Section 1.3.3) of the properties that capture random variations of some ideal
objects, and an extension to testing tuples of distributions (including a proof of Theorem 1.11).

2

Support Size, Uniformity, and Being Grained

In this section we consider three natural types of label-invariant properties (of distributions).
These properties refer to the support size, being uniform (over some subset), and being
m-grained (i.e., each string appears with probability that is an integer multiple of 1/m).
Recall that D is a label-invariant property of distributions over {0, 1}n if for every bijection
π : {0, 1}n → {0, 1}n and every distribution X, it holds that X is in D if and only if π(X) is
in D. Label-invariant properties of distributions are of general interest and are also natural
in the DoHO model, in which we wish to avoid reading samples in full. In this section we
explore the possibility of obtaining testers for such properties.
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We first present testers for these properties (in the DoHO model), and later discuss
related “triviality results” and lower bounds. Our testers (for the DoHO model) are derived
by emulating simple testers for the standard model (rather than emulating the best known
such testers). The lower bounds justify this choice retroactively.

2.1

Testers

Our (DoHO-model) testers for support size, being uniform (over some subset), and being mgrained are obtained from a general result that refers to arbitrary properties (of distributions)
that satisfy the following condition.
▶ Definition 2.1. (closure under mapping): We say that a property D of distributions over
n-bit strings is closed under mapping if for every f : {0, 1}n → {0, 1}n it holds that if X is in
D then f (X) is in D.
Note that closure under mapping implies being label-invariant (i.e., for every bijection
µ : {0, 1}n → {0, 1}n , consider both the mapping µ and µ−1 ).
▶ Theorem 2.2. (testing distributions that are closed under mapping): Suppose that
D = {Dn } is testable with sample complexity s(n, ϵ) in the DoHO model, and that each
Dn is closed under mapping. Then, D is testable in the DoHO model with query complexe −1 · s(n, ϵ/2)). Furthermore, the resulting tester uses 3 · s(n, ϵ/2) samples, makes
ity O(ϵ
O(ϵ−1 log(s(n, ϵ/2)/ϵ)) uniformly distributed queries to each sample, and preserves one-sided
error of the original tester.
The factor of 3 in the sample complexity is due to modest error reduction that is used to
compensate for the small error that is introduced by our main strategy. Recall that a tester
of sample complexity s in the standard distribution testing model constitutes a tester of
sample complexity s in the DoHO model, alas this tester has query complexity n · s.
Proof. The key observation is that, since D is closed under mapping, for any ℓ-subset J ⊆ [n],
it holds that if X is in D, then XJ 0n−ℓ is in D, whereas we can test XJ 0n−ℓ for membership
in D with ℓ queries per sample. Even more importantly, for a typical ℓ-subset J, we shall
define a related random variable X ′ such that (i) XJ′ ≡ XJ , (ii) X ′ is ϵ/2-close to X, and
(iii) the collision pattern of s = s(n, ϵ/2) samples of XJ′ is statistically close to the collision
pattern of s samples of X ′ . Hence, applying the original tester to XJ 0n−ℓ , while setting the
proximity parameter to ϵ/2, yields the correct decision for X (in case X is either in D or
ϵ-far from D).
The actual tester. Let T be the guaranteed tester of sample complexity s : N × [0, 1] → N.
(Note that this tester operates in the DoHO model, but its query complexity is only bounded
by n · s.) Recall that we may assume, without loss of generality, that T is label-invariant,
which means that it rules according to the collision pattern that it sees among its samples
(i.e., the number of t-way collisions for each t ≥ 2). Using T , on input parameters n and ϵ,
for s = s(n, ϵ/2), given s samples, denoted x(1) , ...., x(s) , that are drawn independently from
a tested distribution X, we proceed as follows.
1. We select a set J ⊆ [n] of size ℓ = O(ϵ−1 log(s/ϵ)) uniformly at random and query each
of the samples at each location in J.
(1)
(s)
2. Invoking T with proximity parameter ϵ/2, we output T ′ (xJ , ..., xJ ), where
T ′ (z (1) , ..., z (s) ) = T z

(1) n−ℓ

0

,...,z (s) 0n−ℓ

(n, ϵ/2).

(3)
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(1) n−ℓ

(s) n−ℓ

We emulate the execution of T xJ 0 ,...,xJ 0 (n, ϵ/2) by answering T ’s queries in a
straightforward manner; that is, query j ∈ [n] to the ith oracle is answered by the j th bit
(i)
(i)
of xJ if j ∈ [ℓ] and by 0 otherwise. (Recall that xJ denotes the restriction of x(i) to J.)
As observed above, if X is in D, then so is XJ 0n−ℓ , for any choice of J. Hence, our tester
accepts each distribution in D with probability that is lower-bounded by the corresponding
lower bound of T .
We now turn to the analysis of the case that X is ϵ-far from D. In this case, we proceed
with a mental experiment in which we define, for each choice of J, a random variable
X ′ = X ′ (J) such that (i) XJ′ ≡ XJ , (ii) X ′ is ϵ/2-close to X, and (iii) the collision pattern
of s samples of XJ′ is statistically close to the collision pattern of s samples of X ′ . Note that
Condition (ii) implies that X ′ is ϵ/2-far from D, which means that T should reject s samples
of X ′ (whp), Condition (iii) implies that T should also reject s samples of XJ′ 0n−ℓ (whp),
whereas Condition (i) implies that the same holds for samples of XJ 0n−ℓ , which in turn
means that our tester rejects X (whp). In order to materialize the foregoing plan, we need a
few terms.
Terms and initial observations. For integers ℓ ≤ n and s, and a generic random variable X
that ranges over {0, 1}n , we consider a sufficiently large s′ = O(s2 · ℓ), and use the following
terms.
For an ℓ-subset J, we say that σ ∈ {0, 1}ℓ is J-heavy (w.r.t X) if Pr[XJ = σ] ≥ 0.01
s2 . ′
′
For an ℓ-subset J, we say that a sequence of s′ strings (w(1) , ...., w (s ) ) ∈ ({0, 1}n )s is
(i)
J-good (for X) if for every J-heavy string σ there exists i ∈ [s′ ] such that wJ = σ. Note
that, for every J,
′

Prw(1) ,....,w(s′ ) ∼X [(w(1) , ...., w (s ) ) is J-good] = 1 − o(1),
′

because 2ℓ · (1 − 0.01/s2 )s = 2ℓ · exp(−Ω(s′ /100s2 )) = o(1).
′
We say that (w(1) , ...., w (s ) ) is good (for X) if it is J-good for a 1 − o(1) fraction of the
ℓ-subsets J’s. Note that
′

Prw(1) ,....,w(s′ ) ∼X [(w(1) , ...., w (s ) ) is good] = 1 − o(1).
In fact, we shall only use the fact that there exists a good sequence of w(i) ’s.
′
We fix an arbitrary good (for X) sequence (w(1) , ...., w (s ) ) for the rest of the
 proof.
Recall that, with probability 1 − o(1) over the choice of J ∈ [n]
ℓ , it holds that
(1)
(s′ )
(w , ..., w ) is J-good (for X), which means that all J-heavy strings (w.r.t X) appear
among the J-restrictions of the w(i) ’s. Fixing such a set J, let I = I(J) be a maximal set of
(i)

def

(i)

indices i ∈ [s′ ] such that the wJ ’s are distinct; that is, R = {wJ : i ∈ I} has size |I| and
(i)
equals {wJ : i ∈ [s′ ]}. We stress that R contains all J-heavy strings (w.r.t X), which means
that for every σ ̸∈ R it holds that Pr[XJ = σ] < 0.01/s2 . We now define X ′ by selecting
(i)
x ∼ X, and outputting w(i) if xJ = wJ for some i ∈ I, and outputting x itself otherwise
(i.e., if xJ ̸∈ R); that is,

(i)

if x = w(i) for i ∈ I
 Pr[XJ = wJ ]
(i)
′
Pr[X = x] =
(4)
0
if xJ ∈ {wJ : i ∈ I} and x ̸∈ {w(i) : i ∈ I}


(i)
Pr[X = x]
if xJ ̸∈ {wJ : i ∈ I}
Note that XJ′ ≡ XJ . We claim that, for a typical J, it holds that X ′ is ϵ/2-close to X.
(i)
(i)
The key observation is that X ′ differs from X only when XJ ∈ {wJ : i ∈ I(J)} = {wJ :
′
(i)
i ∈ [s ]}. In this case, strings that are ϵ/4-H-close to {w : i ∈ I} contribute at most ϵ/4
units (to the distance between X and X ′ (as in Definition 1.1)), and so we upper-bound
ITCS 2022
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the probability mass of strings x ∼ X that are ϵ/4-H-far from {w(i) : i ∈ I(J)} but satisfy
(i)
xJ ∈ {wJ : i ∈ [s′ ]} = R. Denoting this bad event by Badx (J), we have
PrJ,X [BadX (J)]

=

Ex∼X [PrJ∈([n]) [Badx (J)]]
ℓ
h
h
ii
X
(i)
≤
Ex∼X PrJ x is ϵ/4-far from w(i) and xJ = wJ and i ∈ I(J)
i∈[s′ ]

≤

X

h
h
ii
(i)
Ex∼X PrJ x is ϵ/4-far from w(i) and xJ = wJ

i∈[s′ ]

≤

s′ · (1 − (ϵ/4))ℓ ,

e 2 /ϵ)). Hence, with
which is o(ϵ) by the definition of ℓ = O(ϵ−1 log(s/ϵ)) (and s′ = O(s
probability 1 − o(1) over the choice of J, it holds that the probability that x ∼ X is ϵ/4-H-far
from {w(i) : i ∈ [s′ ]} but satisfies xJ ∈ R is at most ϵ/4. It follows that, with probability
1 − o(1) over the choice of J, it holds that X ′ is ϵ/2-close to X. Recalling that X is ϵ-far
from D, this implies that X ′ is ϵ/2-far from D, which implies that (with probability at least
2/3), the tester T rejects X ′ (i.e., rejects when fed with s samples selected according to
X ′ ). However, we are interested in the probability that our tester (rather than T ) rejects X
(rather than X ′ ).
′
We say that J is useful if (w(1) , ..., w (s ) ) is J-good (for X) and Prx∼X [Badx (J)] ≤ ϵ/4,
and recall
events holds with probability 1 − o(1) (over the choice of
 that each of the two
′
′
(1)
J ∈ [n]
).
Recalling
that
X
=
X
, ..., w (s ) ) is
J , while relying on the hypothesis that (w
J
ℓ
J-good (for X), we observe that the probability that our tester rejects X equals
(1)

(s)

Prx(1) ,...,x(s) ∼X [T ′ (n, ϵ/2; xJ , ...., xJ ) = 0]
(1)
(s)
= Prx(1) ,...,x(s) ∼X ′ [T ′ (n, ϵ/2; xJ , ...., xJ ) = 0]
(1) n−ℓ
(s) n−ℓ
= Prx(1) ,...,x(s) ∼X ′ [T xJ 0 ,....,xJ 0 (n, ϵ/2) = 0]
(1)
(s)
(2s)
= Prx(1) ,...,x(s) ∼X ′ [T x ,....,x (n, ϵ/2) = 0] ± 100·s
2

[using XJ′ = XJ ]
[definition of T ′ ]
(·)

[from xJ ’s to x(·) ’s]

where the approximate equality is justified as follows (based on the definition of X ′ ).
On the one hand, the equality-relations between samples of X ′ with a J-restriction in R
are identical to those of their J-restrictions, because for each σ ∈ R there is a unique x
(i)
in the support of XJ′ such that xJ = σ (i.e., x = w(i) such that wJ = σ).
On the other hand, the probability of collision among the J-restrictions of the other
(2s)
samples (i.e., those with a J-restriction in {0, 1}ℓ \ R) is upper-bounded by 100·s
2 < 0.005,
since these J-restrictions are all non-heavy. Needless to say, the collision probability
between these (other) samples themselves can only be smaller.
It follows that our tester rejects with probability at least (1 − o(1)) · ( 23 − 0.005) > 0.66, where
the first factor represents the probability that J is useful and the second factor lower-bounds
the probability that T rejects when presented with s samples of X ′ . Using mild error
reduction (via three experiments), the theorem follows.
◀
▶ Corollary 2.3. (testers for support size, uniformity, and m-grained in the DoHO model):
For any m, the following properties of distributions over {0, 1}n can be tested in the DoHO
e
model using poly(1/ϵ) · O(m)
queries:
1. All distributions having support size at most m.
Furthermore, the tester uses O(m/ϵ) samples, makes O(ϵ−1 log(m/ϵ)) queries to each
sample, and has one-sided error.
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2. All distributions that are uniform over some set of size m.
Furthermore, the tester uses O(ϵ−2 m log m) samples, and makes q = O(ϵ−1 log(m/ϵ))
queries to each sample if ϵ ≥ 2⌈logn2 m⌉ , and O(q 2 ) queries otherwise.
3. All distributions that are m-grained.
Furthermore, the tester uses O(ϵ−2 m log m) samples, and makes O(ϵ−1 log(m/ϵ)) queries
to each sample.
Moreover, all testers make the same uniformly distributed queries to each of their samples.
Proof. For Parts 1 and 3 we present testers for the standard model and apply Theorem 2.2,
whereas for Part 2 we observe that the tester for m-grained distributions will do. (Recall
that a tester of sample complexity s in the standard distribution testing model constitutes a
tester of sample complexity s in the DoHO model.)
Let us start with Part 2. The key observation is that any distribution that is uniform
over some m-subset is m-grained, whereas any distribution that is m-grained is ⌈logn2 m⌉ -close
(under Definition 1.1) to being uniform over some set of m elements (e.g., by modifying
the first ⌈log2 m⌉ bits in each string in the support).8 Hence, for ϵ > 2 · ⌈logn2 m⌉ , we test
uniformity over m-subsets by testing for being m-grained (using proximity parameter ϵ/2).
If ϵ ≤ 2⌈logn2 m⌉ , then we can afford reading entirely each sample, since n = O(ϵ−1 log m). In
the latter case we make O(ϵ−2 log2 n) (rather than O(ϵ−1 log n)) queries to each sample.
Turning to Parts 1 and 3, it is tempting to use known (standard model) testers of
complexity O(ϵ−2 m/ log m) for these properties (cf. [13]), while relying on the fact that
these properties are label-invariant. However, these bounds hold only when the tested
distribution ranges over a domain of size O(m), and so some additional argument is required.
Furthermore, this may not allow us to argue that the tester for support-size has one-sided
error. Instead, we present direct (standard model) testers of sample complexity O(m/ϵ) and
2
e
O(m/ϵ
), respectively.
Testing support size. On input parameters n and ϵ, given s = O(m/ϵ) samples, denoted
x(1) , ...., x(s) , that are drawn independently from a tested distribution X, we accept if and
only if |{x(i) : i ∈ [s]∥ ≤ m. Suppose that X is ϵ-TV-far from having support size at most m,
and note that for any set S of at most m strings it holds that Pr[X ̸∈ S] > ϵ. Then, for each
t ∈ [s − 1], either Wt = {x(i) : i ∈ [t]} has size exceeding m or Pr[x(t+1) ̸∈ Wt ] > ϵ. It follows
that Pr[|Ws | ≤ m] = exp(−Ω(m)).
Testing the set of m-grained distributions. On input parameters n and ϵ, we set s =
′
O(m log m) and s′ = O(ϵ−2 m log m). Given s + s′ samples, denoted x(1) , ...., x(s+s ) , that are
drawn independently from a tested distribution X, we proceed in two steps.
1. We construct W = {w(i) : i ∈ [s]}, the set of strings seen in the first s samples.
(We may reject of |W | > m, but this is inessential.)
def

2. For each w ∈ W , we approximate Pr[X = w] by pw = |{i ∈ [s′ ] : x(s+i) = w}|/s′ . We reject
if we either encountered a sample not in W or one of the pw ’s is not within a 1 ± 0.1ϵ
factor of a positive integer multiple of 1/m.

8

Saying that X is m-grained means that it is uniform on a multiset {x(1) , . . . , x(m) } of n-bit strings. We
modify X by replacing each x(i) by y (i) such that y (i) encodes the binary expansion of i − 1 in the first
(i)
ℓ = ⌈log2 m⌉ locations and equals x(i) otherwise. That is, we set yj to equal the j th bit in the binary
(i)

expansion of i − 1 if j ∈ [ℓ], and yj

(i)

= xj

otherwise (i.e., if j ∈ {ℓ + 1, ..., n}).
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Note that if X is m-grained, then, with high probability, W equals the support of X, and
(whp) each of the pw ’s is within a 1 ± 0.1ϵ factor of a positive integer multiple of 1/m. On
the other hand, suppose that X is accepted with high probability. Then, for any choice of
W (as determined in Step 1), for each w ∈ W , it holds that Pr[X = w] = (1 ± 0.1ϵ) · pw ,
since pw is within a (1 ± 0.1ϵ) factor of a positive integer multiple of 1/m. Furthermore,
Pr[X ̸∈ W ] < 0.1ϵ. It follows that X is ϵ-TV-close to being m-grained.
◀

2.2

Triviality results

An obvious case in which testing is trivial is the property of all distributions (on n-bit strings)
that have support size 2n . In this case, each distribution is infinitesimally close (under
Definition 1.1) to being supported on all 2n strings. A less obvious result is stated next.
▶ Observation 2.4. (triviality of testing 2n -grained distributions in the DoHO model):
Under Definition 1.1, every distribution over {0, 1}n is O( logn n )-close to being 2n -grained.
Proof. We first show that, for every ℓ ∈ N, it holds that every distribution over {0, 1}n is nℓ close to a distribution that is supported by {0, 1}n−ℓ 0ℓ . Next we show that each distribution
of the latter type is 2−ℓ -close to being 2n -grained. Letting ℓ = ⌊log2 n⌋, the claim follows.
In the first step, given an arbitrary distribution X, we consider the distribution X ′ obtained
P
by setting the last ℓ bits of X to zero; that is, let Pr[X ′ = x′ 0ℓ ] = x′′ ∈{0,1}ℓ Pr[X = x′ x′′ ].
Then, X ′ is (ℓ/n)-close to X (according to Definition 1.1).
In the second step, we consider X ′′ obtained by letting Pr[X ′′ = x′ 0ℓ ] equal 2−n ·
⌊2n · Pr[X ′ = x′ 0ℓ ]⌋, and assigning the residual probability to (say) 1n . Then, X ′′ is 2n grained and is at total variation distance at most 2n−ℓ · 2−n = 2−ℓ from X ′ , since the support
size of X ′ is at most 2n−ℓ . Hence, X ′′ is ( nℓ + 2−ℓ )-close to X.
◀
Non-triviality results. It is easy to see that any property of distributions that includes
only distributions having a support of size 2n−Ω(n) is non-trivial in the sense that not all
distributions are close to it under Definition 1.1. This is the case because any such distribution
is far from the uniform distribution over {0, 1}n (since, w.h.p., a uniformly distributed n-bit
string is at Hamming distance Ω(n) from a set that contains 2n−Ω(n) strings). Additional
non-triviality results follow from the lower bounds presented in Section 2.3.

2.3

Lower bounds

We first consider three notions of uniformity: Uniformity over the entire potential support
(i.e., all n-bit strings), uniformity over the the support of the distribution (where the size
of the support is not specified), and uniformity over a support of a specified size. In all
three cases (as well as in the results regarding testing support size and the set of grained
distributions), we prove lower bounds on the sample (and query) complexity of testing the
corresponding property in the DoHO model. As usual, the lower bounds refer to testing
with ϵ = Ω(1); that is, to the case that the proximity parameter is set to some positive
constant. Our proofs rely on two standard simplifying assumptions:
1. When considering the task of testing a label-invariant property, one may assume, without
loss of generality, that the tester is label-invariant [1] (see also [8, Thm. 11.12]); that
is, for every bijection π on the potential support, the tester’s verdict on the samples
x(1) , . . . , x(s) is identical to its verdict on the samples π(x(1) ), . . . , π(x(s) ).
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2. To prove a lower bound of L on the complexity of testing, it suffices to show two
distributions X and Y that an algorithm of complexity L − 1 cannot distinguish (with
constant positive gap)9 such that X has the property and Y is Ω(1)-far from having the
property (cf. [8, Thm. 7.2]).
Combining these two observations, we focus on presenting distributions that cannot be
distinguished by label-invariant algorithms of low complexity such that one distribution has
the property while the other is Ω(1)-far from having the property.
▶ Observation 2.5. (lower bound on testing uniformity over {0, 1}n ): For every c ∈ (0, 0.5)
there exists ϵ > 0 such that testing with proximity parameter ϵ whether a distribution is
uniform over {0, 1}n requires 2c·n samples in the DoHO model.
Proof. Let S be an arbitrary 22c·n -subset of {0, 1}n , and X be uniform over S. Then, a
sample of s = o(2cn ) strings does not allow for (label-invariant) distinguishing between X
and the uniform distribution over {0, 1}n ; that is, for every label-invariant decision procedure
D : ({0, 1}n )s → {0, 1}, it holds that
Prx(1) ,...,x(s) ∈S [D(x(1) , . . . , x(s) ) = 1] = Prx(1) ,...,x(s) ∈{0,1}n [D(x(1) , . . . , x(s) ) = 1] ± o(1).
On the other hand, for every S as above, it holds that X is Ω(1)-far from the uniform
distribution over {0, 1}n (according to Definition 1.1). This is the case because the probability
mass of each x in the support of X must be distributed among 2n /22cn strings, whereas most
of these strings are at relative Hamming distance at least ϵ = Ω(1) from the support of X
(provided that ϵ is chosen such that H2 (ϵ) < 1 − 2c).
◀
▶ Observation 2.6. (lower bound on testing uniformity over an unspecified support size):
For every c ∈ (0, 0.5) there exists ϵ > 0 such that testing with proximity parameter ϵ whether
a distribution is uniform over some set requires 2c·n samples in the DoHO model.
Proof. We consider the following two families of distributions, where each of the distributions
is parameterized by an 22c·n -subset of n-bit strings, denoted S.
1. XS is uniform on S.
def
2. With probability half, YS is uniform on S, and otherwise it is uniform on S = {0, 1}n \ S.
Now, on the one hand, a label-invariant algorithm cannot distinguish XS from YS by using
o(2cn ) samples. On the other hand, we prove that YS is far from being uniform on any set.
Suppose that Y = YS is δ-close to a distribution that is uniform on the set S ′ ⊆ {0, 1}n . We
shall show that δ = Ω(1), by considering two cases regarding S ′ :
Case 1: |S ′ | ≤ 2(0.5+c)·n (recall that c < 0.5). In this case, the probability mass assigned
by Y to S \ S ′ should be moved to S ′ , whereas the average relative Hamming distance
between a random element of S \ S ′ and the set S ′ is Ω(1). Specifically, letting Un denote
the uniform distribution on {0, 1}n , we upper-bound the probability that Un ∈ S \ S ′
is H-close to S ′ by noting that |S \ S ′ | > 2n−1 , since |S| + |S ′ | = o(2n ), whereas
|S ′ | ≤ 2(0.5+c)·n = 2n−Ω(n) .
Case 2: |S ′ | > 2(0.5+c)·n . In this case, almost all the probability assigned by Y to S should
be distributed among more than 2(0.5+c)·n strings such that each of these strings is
assigned equal weight. This implies that almost all the weight assigned by Y to S must
be moved to strings that are at Hamming distance Ω(n) from S, since |S| = 22cn =
2(0.5+c)·n−Ω(n) < 2−Ω(n) · |S ′ |.
9

We say that A distinguishes s samples of X from s samples of Y with gap γ if
|Prz1 ,...,zs ∼X [A(z1 , . . . , zs ) = 1] − Prz1 ,...,zs ∼Y [A(z1 , . . . , zs ) = 1]| ≥ γ.
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Hence, in both cases, a significant probability weight of Y must be moved to strings that are
Ω(1)-H-far from their origin. The claim follows.
◀
▶ Observation 2.7. (lower bound on testing parameterized uniformity, grained, and support
size): For every m ≤ 2n−Ω(n) , the following testing tasks regarding properties of distributions
√
over {0, 1}n require Ω( m) samples in the DoHO model:
The set of distributions that are uniform over some m-subset;
The set of m-grained distributions;
The set of distributions with support size at most m.
Stronger results are presented in Propositions 2.8 and 2.9.
Proof. A label-invariant algorithm cannot distinguish the uniform distribution over {0, 1}n
√
from a distribution that is uniform over an m-subset unless its sees Ω( m) samples. However,
the uniform distribution over {0, 1}n is far from any of the foregoing properties (also under
Definition 1.1), since m ≤ 2n−Ω(n) .
◀
▶ Proposition 2.8. (lower bound on testing parameterized support size):
For every
n−Ω(n)
n
m≤2
, testing that a distribution over {0, 1} has support size at most m requires
Ω(m/ log m) samples in the DoHO model.
Proof. We use the Ω(m/ log m) (sample complexity) lower bound of [12] that refers to testing
distributions over [O(m)] for support size at most m, in the standard testing model (that is,
under the total variation distance). This lower bound is proved in [12] by presenting two
distributions, X and Y , that cannot be distinguished by a label-invariant algorithm that
gets s = o(m/ log m) samples, where X has support size at most m and Y is far (in total
variation distance) from having support size at most m. We use an error correcting code
C : [O(m)] → {0, 1}n of constant relative distance, and consider the distributions X ′ = C(X)
and Y ′ = C(Y ).
Evidently, a label-invariant algorithm that obtains m samples cannot distinguish X ′ and
′
Y . On the other hand, X ′ has support size at most m whereas we claim that Y ′ is far from
having support size at most m, under Definition 1.1. Intuitively, this is the case because
reducing the support size of Y ′ requires moving a constant amount of probability weight
from elements in the support of Y ′ , which resides on strings that are far away in Hamming
distance, to fewer strings. Each such movement can be charged in proportion to the relative
distance of the code C. The actual argument follows.
Let Z be a distribution that is closest to Y ′ , under Definition 1.1, among all distributions
that are supported on at most m strings, and let γ denote the distance between Y ′ and Z. By
Definition 1.1, this means that there exists a “weight relocation” function W : {0, 1}2n → [0, 1]
P
P
that satisfies z W (y ′ , z) = Pr[Y ′ = y ′ ] for every y ′ , and y′ W (y ′ , z) = Pr[Z = z] for every
P P
z. Furthermore, y′ z W (y ′ , z) · ∆H (y ′ , z) = γ, where we refer to this sum as the cost
P P
associated with W . Note that y′ z W (y ′ , z) · InEq(y ′ , z) is lower-bounded by the total
variation distance between Y ′ and Z, where InEq(y ′ , z) = 1 if y ′ ̸= z and InEq(y ′ , y ′ ) = 0.
Let S denote the support of Z (so that W (y ′ , z) = 0 for every z ∈
/ Z), and let S ′ be the
subset of S that contains those strings that are (0.4 · δ)-H-close to the code C. Recall that the
support of Y ′ is a subset of C (so that W (y ′ , z) = 0 for every y ′ ∈
/ C). The cost associated
P P
with W is the sum of three terms. The first is y′ z∈S\S ′ W (y ′ , z) · ∆H (y ′ , z), the second
P P
P P
is y′ z∈S ′ \C W (y ′ , z) · ∆H (y ′ , z) and the third is y′ z∈S ′ ∩C W (y ′ , z) · ∆H (y ′ , z). We
analyze each separately, while letting R denote the support of Y ′ .
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By the definition of S ′ (and since the support of Y ′ is a subset of C), for each y ′ in the
support of Y ′ and each z ∈ S \ S ′ , we have that ∆H (y ′ , z) > 0.4 · δ. Therefore, the first
P P
term is lower-bounded by y′ z∈S\S ′ W (y ′ , z) · 0.4 · δ.
Turning to the second term, for each z ∈ S ′ \ C, let cc(z) ∈ C be the codeword in C that
def

is closest to z. By the definition of S ′ we have that δ ′ (z) = ∆H (cc(z), z) ≤ 0.4 · δ, and
for every y ′ ∈ R \ {cc(z)}, we have that ∆H (y ′ , z) ≥ δ − δ ′ (z) ≥ 0.6 · δ.
We claim that (for every z ∈ S ′ \ C), at least half the probability mass that is relocated
by W to z (from Y ′ ) must come from codewords y ′ (in the support of Y ′ ) that are
P
P
different from cc(z); that is, y′ ∈R\{cc(z)} W (y ′ , z) ≥ 12 · y′ W (y ′ , z). We prove that
P
′
y ′ ∈R\{cc(z)} W (y , z) ≥ W (cc(z), z), by showing that otherwise we could modify Z (and
W ) to obtain a distribution Z ′ with support size at most m (and a corresponding weight
relocation function W ′ ) such that Z ′ is closer to Y ′ than Z (i.e., W ′ has lower cost than
W ).
Specifically, Z ′ is obtained by moving the probability mass that Z assigns z to the
codeword cc(z); that is, Pr[Z ′ = z] = 0 and Pr[Z ′ = cc(z)] = Pr[Z = cc(z)] + Pr[Z = z]
/ {z, cc(z)}), while noting that Z ′ has
(and Pr[Z ′ = z ′ ] = Pr[Z = z ′ ] for every z ′ ∈
support size at most m. The weight relocation function W ′ is define accordingly (i.e.,
for each y ′ , we set W ′ (y ′ , z) = 0 and W ′ (y ′ , cc(z)) = W (y ′ , cc(z)) + W (y ′ , z) (leaving
W ′ (y ′ , z ′ ) = W (y ′ , z ′ ) for every z ′ ∈
/ {z, cc(z)})). Then, the cost of W ′ (which upperP
′
bounds the distance between Y and Z ′ ) equals the cost of W minus y′ W (y ′ , z)·∆H (y ′ , z)
P
plus y′ W (y ′ , z) · ∆H (y ′ , cc(z)). Now,
X

W (y ′ , z) · ∆H (y ′ , z) ≥ W (cc(z), z) · δ ′ (z) +

y ′ ∈R

X

W (y ′ , z) · (δ − δ ′ (z)) , (5)

y ′ ∈R\{cc(z)}

since for y ′ ∈ R \ {cc(z)} it holds that ∆H (y ′ , z) ≥ ∆H (y ′ , cc(z)) − ∆H (z, cc(z)) ≥
δ − δ ′ (z), whereas
X
X
W (y ′ , z) · ∆H (y ′ , cc(z)) ≤
W (y ′ , z) · δ .
(6)
y ′ ∈R

y ′ ∈R\{cc(z)}

P
Using the counter hypothesis (i.e., W (cc(z), z) > y′ ∈R\{cc(z)} W (y ′ , z)), we lower-bound
P
Eq. (5) by y′ ∈R\{cc(z)} W (y ′ , z) · δ, and reach a contradiction to the optimality of W
(since the cost of W ′ is smaller than the cost of W ).
P
P
Hence, for each z ∈ S \ C we have that y′ W (y ′ , z) · ∆H (y ′ , z) ≥ 12 y′ W (y ′ , z) · 0.6 · δ,
P P
implying that second term in the cost of W is lower-bounded by y′ z∈S ′ \C W (y ′ , z) ·
0.3 · δ.
Lastly, for each y ′ in the support of Y ′ and each z ∈ S ′ ∩ C such that z ̸=
y ′ , we have that ∆H (y ′ , z) ≥ δ. Therefore, the third term is lower-bounded by
P P
P P
′
′
′
y′
z∈(S ′ ∩C)\{y ′ } W (y , z)·δ, which we rewrite as
y′
z∈(S ′ ∩C) W (y , z)·InEq(y , z)·δ.
′
To summarize, the distance γ between Y and Z, under Definition 1.1, is at least a 0.3δ
factor of the total variation distance between these two distributions.
◀
▶ Proposition 2.9. (lower bound on testing m-grained distributions): For every constant
c < 1 and m ≤ 2n−Ω(n) , testing that a distribution over {0, 1}n is m-grained requires Ω(mc )
samples in the DoHO model.
We comment that the foregoing lower bound (for DoHO model) matches the best known
lower bound for the standard distribution testing model [9]. See Section 2.4 of our report [10]
for further discussion.
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Proof. We use the Ω(mc ) lower bound of [9] that refers to testing whether a distribution
over [O(m)] is m-grained, under the total variation distance. This lower bound is proved
in [9] by presenting two (2m-grained) distributions, X and Y , that cannot be distinguished
by a label-invariant algorithm that gets s = o(mc ) samples, where X is m-grained and Y is
far (in total variation distance) from being m-grained.
As in the proof of Proposition 2.8, applying an error correcting code C : [O(m)] → {0, 1}n
to X and Y , we observe that X ′ = C(X) is m-grained whereas Y ′ = C(Y ) is far from being
m-grained (also under Definition 1.1). To see that Y ′ is far from any distribution Z that is
m-grained and is supported by a set S, we (define S ′ and) employ the same case-analysis as
in the proof of Proposition 2.8. (This shows that the distance (under Definition 1.1) between
Y ′ and Z is lower-bounded by a constant fraction of their total variation distance.) 10
◀

▶ Proposition 2.10. (lower bound on testing parameterized uniformity): For every constant
c < 1 and m ≤ n, testing that a distribution over {0, 1}n is uniform over some m-subset
requires Ω(mc ) queries in the DoHO model.
We stress that, unlike Proposition 2.9, which lower-bounds the sample complexity of testers,
in Proposition 2.10 we only lower-bound their query complexity.11

Proof. Let X ′ and Y ′ denote the distributions derived in the proof of Proposition 2.9. Recall
that X ′ is m-grained, whereas Y ′ is far from being m-grained (under Definition 1.1). Note
that Y ′ is Ω(1)-far from being uniform over any set of size m, and observe that X ′ is logn2 m close to a distribution X ′′ that is uniform over a set of size m. Specifically, we can transform
X ′ to X ′′ by modifying only the bits that reside in log2 m locations, where the choice of these
locations is arbitrary.12 Hence, a potential tester that make o(n/ log m) queries is unlikely
to hit these locations, if we select these locations uniformly at random. Using m ≤ n, we
conclude that a potential tester that makes min(o(mc ), o(n/ log m)) = o(mc ) queries cannot
distinguish between the distribution X ′′ and distribution Y ′ , which implies that it fails to
test uniformity in the DoHO model.
◀

Conditional lower bounds. The lower bounds (for the DoHO model) presented in Proposition 2.9 and 2.10 build on the best known lower bound for testing the set of grained
distributions in the standard distribution testing model. In Section 2.4 of our report [10],
we present stronger (i.e., almost-linear) lower bounds on the complexity of testing in the
DoHO model that rely on an analogous conjecture regarding the sample complexity of
testing grained distributions in the standard model.

Note that in the second case (i.e., probability mass relocated from Y ′ to z ∈ S ′ \ C), the potential
replacement (of z by the codeword closest to it) preserves m-grained-ness.
11
We actually use m log m = o(n1/c ), which follows from m ≤ n.
12
Saying that X ′ is m-grained means that it is uniform on a multiset {x(1) , . . . , x(m) } of n-bit strings.
We modify X ′ by replacing each x(i) by y (i) such that y (i) encodes the binary expansion of i − 1 in
the chosen locations and equals x(i) otherwise. That is, letting ℓ1 < ℓ2 < · · · < ℓlog2 m denote the
(i)
(i)
(i)
chosen locations, we set yℓj to equal the j th bit in the binary expansion of i − 1 and set yℓ = xℓ if
ℓ ∈ [n] \ {ℓ1 , ℓ2 , . . . , ℓlog2 m }.
10
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1

Introduction

In machine learning, it is well-known that the best classifier may depend heavily on the
choice of a loss function, and therefore correctly modeling the loss function is crucial for
success in many applications. Modern machine learning libraries such as PyTorch, Tensorflow,
and scikit-learn each offer a choice of over a dozen loss functions. However, this poses a
challenge in applications where the loss is not known in advance or multiple losses may
be used. For motivation, suppose you are training a binary classifier to predict whether a
person has a certain medical condition (y = 1), such as COVID-19 or some heart condition,
given their attributes x. The cost for misclassification may vary dramatically, depending
on the application. For an infectious disease, the question of whether an individual should
be allowed to go out for a stroll is different than whether a person should be allowed to go
to work in a nursing home. Similarly, deciding on whether to advise a daily dose of aspirin
carries very different risks than recommending cardiac catheterization. Furthermore, medical
interventions that may be developed in the future may carry yet other, unforeseen, risks and
benefits that may require retraining with a different loss function.
We adopt the following problem setup: we are given a distribution D on X × Y where X
is the domain and Y is the set of labels (for example Y can be {0, 1} or [0, 1]). On each x,
we take an action t(x) ∈ R, and suffer loss ℓ(y, t(x)) which depends on the label y and the
action t(x). We will refer to the function t : X → R which maps points in the domain to
actions as the hypothesis. Our goal is to find a hypothesis that minimizes ED [ℓ(y, t(x))] in
comparison to some reference class of hypotheses.1 We will refer to a function f which maps
X to probability distributions over Y as a predictor. The goal of a predictor is to model the
conditional distribution of labels y|x = x for every point in the domain.
A classic example of different optimal hypotheses for different loss functions is the ℓ2
vs. ℓ1 losses which are minimized by the mean and median respectively. Consider a joint
distribution D on X × [0, 1], where x ∈ X is a set of attributes (given) and y ∈ [0, 1] is an
outcome. Consider an x such that the corresponding y is uniform in [0.8, 1] with probability
0.6 and 0 with probability 0.4. In this case, to minimize the expected ℓ2 loss ℓ(y, t) = (y − t)2
you would set t(x) = 0.45, whereas to minimize the expected ℓ1 loss ℓ(y, t) = |y − t| you
would set t(x) = 0.83. Not only is t different for the two losses, you cannot learn one from the
other. In other words, learning to minimize the ℓ2 loss looses information that is necessary
to minimize the ℓ1 loss and vice versa.
The phenomenon that there is no simple way to get one loss-minimizing predictor from
another is not unique to ℓ2 vs. ℓ1 losses. Consider the distribution illustrated in Figure 1,
which is known as a nested halfspace [20]. Consider a common and simple family of loss
functions where ℓ(y, t) = cy |y − t| where y ∈ {0, 1} and c0 , c1 ≥ 0 are the costs of false
positives and false negatives respectively. Even for linear classification, as the ratio c0 /c1
varies, a different direction is optimal. The standard ML approach of minimizing a given loss
would require separate classifiers for each loss. There is no clear way to infer the optimal
classifier for one set of costs from the classifier for another; applying standard post-processing
techniques, such as Platt Calibration [32] or Isotonic Regression [40], to the predictions so
that Pr[y = 1|t = z] ≈ z will not fix the issue since the optimal direction is different.

1

Such a loss function that is the expectation of a loss for individual examples is called a decomposable
loss in the literature.
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1
Figure 1 Binary classification with target function Pr[y = 1|x] = x1x+x
for x ∈ [0.1, 1]2 . As can
2
be seen from the level sets, the direction of the optimal linear classifier varies depending on the cost
of false positives and negatives. This example is learned to near optimal loss for any loss with fixed
costs of false-positives and false-negatives by an omnipredictor for the class C = {x1 , x2 }.

1.1

Omnipredictors: one predictor to rule them all

This paper advocates a new paradigm for loss minimization: train a single predictor that
could later be used for minimizing a wide range of loss functions, without having to further
look at the data. Why should such predictors exist, and are they computationally tractable?
One source of optimism is that the ground-truth predictor f ∗ does allow exactly that.
First consider the case of Boolean labels, and let D denote a distribution on X × {0, 1}
(our results also apply to real-valued outcomes). We define f ∗ (x) = Ey∼D [y|x] ∈ [0, 1]
to be the conditional expectation of the label for x. The value t(x) which minimizes the
loss Ey|x [ℓ(y, t(x))] depends only on f ∗ (x). Furthermore, as long as ℓ is smooth and easy
to compute, t can easily be computed from f ∗ . We denote the univariate post-processing
function that optimizes loss ℓ given true probabilities by kℓ∗ : [0, 1] → R. So for example for
ℓ2 (y, t) = (y − t)2 , we have kℓ∗2 (p) = p and for ℓ1 (y, t) = |y − t|, kℓ∗1 (p) = 1(p ≥ 1/2).
For every loss function ℓ, the composition of f ∗ and kℓ∗ minimizes the loss ℓ, even
conditioned on complete knowledge of D. The connection between perfect predictors and
choosing the optimal action is well understood and plays an important role in the Statistics
literature on proper scoring rules and forecasting (cf. [35]). But learning f ∗ from samples
from D is information-theoretically and computationally impossible in general. The natural
approach is to learn a model f for f ∗ and then compose kℓ∗ with f . Common instantiations
of this approach (such as using logistic regression to model f ) do not yield particularly strong
guarantees in the realistic non-realizable setting where f ∗ does not come from the class
of model distributions (see the further discussion in Section 2). Our main conceptual
contribution is to introduce the notion of Omnipredictors, which provide a framework
to derive strong rigorous guarantees using this composition approach even in the non-realizable
setting.
The goal of an omnipredictor is to learn a predictor f that could replace f ∗ for the
purpose of minimizing any loss from a class L compared to some hypothesis class C. For a
family L of loss functions, and a family C of hypotheses c : X → R, we introduce the notion
of an (L, C)-omnipredictor, which is a predictor f : X → [0, 1] with the property that for
every loss function ℓ ∈ L, there is a post-processing function kℓ such that the expected loss
of the composition kℓ ◦ f measured using ℓ is almost as small as that of the best hypothesis
c ∈ C.
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1.2

Omnipredictors for convex loss minimization

Omnipredictors can replace perfect predictors for the sake of minimizing loss in L compared
with the class C. In this sense they extract all the predictive power of C for such tasks. The
key questions are of efficiency and simplicity: how strong a learning primitive do we need
to assume to get an omnipredictor for L, C, and how complex is the predictor. The main
result of this paper is that one can efficiently learn simple omnipredictors for broad
classes of loss functions and hypotheses, from weak learning primitives.

Our main result
We show that for any hypothesis class C, a weak agnostic learner for C is sufficient to efficiently
compute an (L, C)-omnipredictor where L consists of all decomposable convex loss functions
obeying mild Lipshcitz conditions; it includes popular loss functions such as the ℓp losses
for all p, the exponential loss and the logistic loss. Weak agnostic learnability captures a
common modeling assumption in practice, and is a well-studied notion in the computational
learning literature [4, 22, 19, 10]. The weak agnostic learning assumption says that if there
is a hypothesis in C that labels the data reasonably well (say with 0-1 loss of 0.7), then we
can efficiently find one that has a non-trivial advantage over random guessing (say with 0-1
loss of 0.51). In essence, our main result derives strong optimality bounds for a broad and
powerful class of loss functions starting from a weak optimality condition for the 0-1 loss.
Perhaps surprisingly, our results are obtained not via the machinery of convex optimization,
but by drawing a connection to work on fairness in machine learning, specifically the notion of
multicalibration [16]. Multicalibration is a notion motivated by the goal of preventing unfair
treatment of protected sub-populations in prediction; it does not explicitly consider loss
minimization. We draw a connection to omnipredictors using a covariance-based recasting
of the notion of multicalibration, that clarifies the connection of multicalibration to the
literature on boosting [23, 18, 19]. A multicalibrated predictor satisfying this definition can
be computed by a branching program, building on existing work in the literature on boosting
[30, 23, 18] and multicalibration [14]. This new connection shows that the well-known
boosting by branching programs algorithms [25, 30] yield multicalibrated predictors and can
in fact be used to derive strong guarantees for a broad family of convex loss functions.
The post-processing function kℓ used in our positive results is essentially kℓ∗ with small
modifications. As the example in Figure 1 demonstrates, even in natural cases, an (L, C)omnipredictor cannot be a function in C; in other words, the learning task we solve is
inherently not proper.

Omnipredictors for larger classes
An advantage of our covariance-based notion of multicalibration is that it is closed under
linear combinations. We use this to show that any multicalibrated predictor for C is in fact
an (L, LinC )-omnipredictor where LinC consists of linear combinations of functions in C. We
give negative results for slightly larger classes, showing that a multicalibrated predictor for C
is not necessarily an omnipredictor for the class ThrC which consist of thresholds of functions
in C. Similarly, it need not be an omnipredictor for the class C but with non-convex loss
functions. This shows that the connection between multicalibration and omnipredictors that
we present is fairly tight.
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Omnipredictors for multi-group loss minimization
A very recent line of research defines multi-group notions of loss minimization [5, 33].2
Multi-group loss minimization is well motivated from the point of view of fairness as it
guarantees that no sub-population’s loss is sacrificed for the sake of global loss minimization.
Say we have a collection of sub-populations T and hypotheses P and seek to take actions
such that for every set T ∈ T , our actions can compare with the best hypothesis in P ∈ P for
that sub-population T . Indeed, one may wish to vary the loss function for various subgroups:
say in a medical scenario where different age-groups are known to react differently to the
same treatment.
We derive strong multi-group loss minimization guarantees using the closure of
multicalibration under conditioning on subsets in C. We show that in the scenario above, a
multicalibrated predictor for T × P = {T · P, T ∈ T , P ∈ P} gives an (L, P)-omnipredictor
for every sub-population T ∈ T . Hence given a sub-population T ∈ T and a loss ℓ ∈ L,
the predictions of the omnipredictor can be post-processed to be competitive with the best
hypothesis from P for that loss function ℓ and sub-population T .

Omnipredictors for real-valued labels
We extend the notion of omnipredictors to the setting where the labels come from an arbitrary
subset Y ⊆ R. Our primary interest is in multi-class prediction where Y = [k] and the
bounded real-valued setting where Y = [0, 1]. We show that omnipredictors can be learned
in this setting, for similar families of loss functions, again assuming weak learnability of C.
We also show a stronger bound for the ℓ2 loss than what the general theorem implies.

1.3

Multicalibration and agnostic boosting

One of our contributions in this work is to formalize and leverage the connections between
multicalibration and the literature on agnostic boosting. We propose a covariance-based
recasting of the notion of multicalibration, inspired by the literature on boosting [18, 19]. We
show that this definition has several advantages, for instance it implies some general closure
properties for multicalibration. In the other direction, our work suggests multicalibration
as a solution concept for agnostic boosting. By specializing our main result on
omnipredictors to the ℓ1 loss, we derive a new proof of the classic result of [21] on agnostic
learning. We elaborate on these connections in this subsection.

A covariance-based formulation of multicalibration
Calibration has been well-studied in the statistics literature in the context of forecasting [7]. It
was introduced to the algorithmic fairness literature by [28]. In the setting of Boolean labels,
we are given a distribution D on X × {0, 1} of labelled examples, and wish to learn a predictor
f : X → [0, 1], where f (x) is our model for ED [y|x]. The predictor f is (approximately)
calibrated if for every value v in its range we have that Pr[y = 1|f (x) = v] ≈ v. This means
that the prediction f (x) can be interpreted as a probability that is correct in expectation
over individuals in the same level set of f . By itself, calibration is a very weak property, both
in terms of fairness as well as in terms of accuracy. This motivated [16] to introduce the
notion of multicalibration that asks for f to be calibrated on a rich collection of subgroups C
rather than just a few protected sets.

2

The notion of loss in [33] is more general than in this paper and includes global functions of loss rather
than the expectation of loss on individual elements. See further comparison in Section 2.
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We draw a connection to omnipredictors by introducing a covariance-based recasting
of the notion of multicalibration, that clarifies the connection to the literature on boosting
[18, 23, 19]. Prior definitions consider multicalibration for a family C of sets or equivalently
Boolean functions c : X → {0, 1}, whereas we allow arbitrary real-valued functions. Rather
than work with predictors, we define multicalibration for partitions, inspired by the recent
work of [14] in the unsupervised setting. A partition S = {S1 , . . . , Sm } of the domain
is a collection of disjoint subsets whose union is X . Intuitively, we want these sets to
be (approximate) level sets for f ∗ . We let Di denote the distribution D conditioned on
x ∈ Si . The partition S gives a canonical predictor f S where for each x ∈ Si , we predict
f S (x) = EDi [y]. In analogy to boosting (see, e.g., [18, 23, 19]), we phrase multicalibration
in terms of the covariance3 between c(x) and y conditioned on each state Si of the partition.
We say that S is α-multicalibrated for C if for every i ∈ [m] and c ∈ C,
Cov[c(x), y] ≤ α.
Di

(1)

In reality, we will weaken the definition to only hold in expectation under D rather than
require it for every state of the partition, but we ignore this distinction for now. While
our definition is formulated differently, we show that it matches the original definition
when C consists of Boolean functions (see the full version of the paper). This lets us adapt
existing algorithms in the literature [30, 18, 14] to give an efficient procedure to compute
multicalibrated partitions, assuming a weak agnostic learner for the class C. Working with
covariance which is bilinear lets us derive powerful closure properties for multicalibration.
For instance, if f is multicalibrated with respect to C it is also multicalibrated (with some
deterioration in parameters) with respect to the class LinC of (sparse) linear combinations of
C. We also show that conditioning on sets in C preserves multicalibration.

Agnostic boosting from multicalibration
The problem of agnostically learning a class C is, given samples from a distribution D on
X × {0, 1}, find a binary classifier f : X → {0, 1} whose classification error aka 0-1 loss
defined as err(f ) = PrD [f (x) ̸= y] is not much larger than that of the best classifier from C.
The boosting approach to agnostic learning is to start from a weak agnostic learner, which
only guarantees some non-trivial correlation with the labels, and boost it to obtain a classifier
that agnostically learns C [4, 22, 10].
Our work suggests multicalibration as a solution concept for agnostic boosting. Indeed,
our definition of multicalibration based on covariance parallels that of [18, 23], who use
covariance as a splitting criterion. Hence when the algorithms of [30, 18, 23] terminate, they
have found a multicalibrated partition. Viewed in this light, our results show that these
algorithms give a broad and powerful guarantee beyond just 0-1 loss: they are competitive
with sparse linear combinations over C in optimizing a large family of convex, Lipschitz
loss functions (with a simple post-processing step). While AdaBoost or Logistic regression
are known to minimize the exponential and logistic loss respectively over sparse linear
combinations of C [37], no similar result was known for algorithms based on branching
programs [30, 18, 23].
Let us now focus on 0-1 loss. Since 0-1 loss for Boolean functions equals ℓ1 loss, our
results apply to it. We show that for any multicalibrated partition S, the predictor kℓ1 ◦ f S
is competitive not just with the best classifier in C, but with the best classifier in the larger

3

Recall that Cov[z1 z2 ] = E[z1 z2 ] − E[z1 ] E[z2 ]
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class H of functions that are approximated (in ℓ1 ) by linear combinations of C. This lets
us re-derive the classic result of [21] on agnostic learning. While not a new result, we feel
that our treatment clarifies and unifies existing results (see the full version of the paper). It
strengthens known results on the noise-tolerant boosting abilities of such programs [23, 22].
Further, we show examples where err(kℓ1 ◦f S ) is markedly better than any linear combination
of C, showing that multicalibration is a stronger solution concept than those considered
previously.

1.4

Technical overview: Omnipredictors from multicalibration

Let ℓ : {0, 1} × R → R be a loss function that takes a label y ∈ Y and an action t ∈ R as
arguments. A hypothesis t : X → R which prescribes an action for every point in the domain
suffers a loss of ED [ℓ(y, t(x)]. Our main technical result states that if S is multicalibrated,
then f S is an (L, C)-omnipredictor where L consists of all convex losses satisfying some mild
Lipschitz conditions. Here for simplicity, we make the stronger assumption that the loss
ℓ(y, t) is convex and Lipschitz everywhere as a function of t. We do not assume anything
about the relation between ℓ(0, t) and ℓ(1, t).
We sketch how multicalibration leads f S to be an omnipredictor, emphasizing intuition
over rigor. We will argue that the loss ED [ℓ(y, kℓ∗ (f S (x))] is not much more than
ED [ℓ(y, c(x))] for any c ∈ C. We fix a state Si ∈ S and analyze the loss suffered by
c(x) under Di as follows.
1. Reduction to predicting two values: In general, c(x) could take on many values
under Di . However, since the goal is to minimize EDi [ℓ(y, c(x))], we can pretend that c
takes only two values, EDi |y=0 [c(x)] whenever y = 0 and EDi |y=1 [c(x)] whenever y = 1
(we say pretend since the actions taken can only depend on x and not on y). By the
convexity of the loss functions, this can only reduce the expected loss.
2. Reduction to predicting one value: A consequence of multicalibration, which follows
from the definition of covariance, is that conditioning on the label y = b does not change
the expectation of c(x) much. Formally for b ∈ {0, 1},
Pr[y = b]
Di

E [c(x)] − E [c(x)] ≤ α.

Di |y=b

Di

(2)

Since the loss functions ℓ(b, t) are Lipschitz in t for b ∈ {0, 1}, we can replace EDi |y=b [c(x)]
with EDi [c(x)] with only a small increase in the loss. At this point, we have reduced to
the case where c predicts the constant value EDi [c(x)] under Di .
3. The best value: Let EDi [y] = pi , thus y is distributed as a Bernoulli random variable
with parameter pi . Thus, the best single value to predict is kℓ∗ (pi ), which is the minimizer
of the expected loss pi ℓ(0, t) + (1 − pi )ℓ(1, t). But we defined f S (x) = pi for all x ∈ Si , so
kℓ∗ (pi ) = kℓ∗ (f S (x)).
We conclude that post-processing the predictions f S by the function kℓ∗ is nearly as good
as any c ∈ C for minimizing expected loss under D for any convex, Lipschitz loss function ℓ
(up to an additive error that goes to 0 with α). Hence f S is an (L, C)-omnipredictor. As
a consequence, having a weak agnostic learner for C suffices to learn a predictor that can
minimize any such loss function competitively to predictors in C, even without knowing the
loss function in advance.
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1.5

Organization of this paper

We survey related work in Section 2, and set up notation in Section 3. We define the notion
of omnipredictors in Section 4. We introduce our notion of multicalibration in Section 5
and derive closure properties for it in Section 5.2. We prove our main result on (L, C)omnipredictors for binary labels (Theorem 19) in Section 6, along with the extensions to
LinC (Corollary 21), and its application to multi-group loss minimization (Corollary 22).
Section 6.3 shows that multicalibration for C does not yield omnipredictors for thresholds
of C or for non-convex losses. The full version of the paper [13] has further results. It also
presents applications of our results to agnostic learning, including an example showing that
multicalibration can give stronger guarantee than OPT(LinC ). The full version presents the
extension to the real valued setting, where we derive a stronger bound for ℓ2 loss. The full
version also gives a detailed discussion of how our definition compares to previous definitions.
Finally, the full version presents the algorithm for computing multicalibrated partitions.

2

Related work

While the notion of an omnipredictor is introduced in this work, our definitions draw on
two previous lines of work. The first is the notion of multicalibration for predictors that
was defined in the work of Hebert-Johnson et al. [16].4 A detailed discussion of how our
definitions of multicalibration compare to previous definitions appears in the full version of
the paper [13]. The other is work on boosting by branching programs of Mansour-McAllester
[30], which built on Kearns-Mansour [25] and the notion of correlation boosting [18, 23].

Group fairness and multicalibration
While multicalibration was introduced with the motivation of algorithmic fairness, it has been
shown to be quite useful from the context of accuracy when learning in an heterogeneous
environment. This was done both experimentally [27, 1] and in real-life implementations [2].
From a theoretical perspective, it has been shown in [16] that post-processing a predictor
to make it multicalibrated cannot increase the ℓ2 loss. This was extended to showing some
optimality results of multicalibrated predictors with respect to ℓ2 and even log-loss [12, 26].
Multicalibrated predictors are also connected to loss minimization through the notion of
outcome-indistinguishability [9] in the work of [33]. Outcome indistinguishability shows
that a multicalibrated predictor is indistinguishable from the true probabilities predictor
in a particular technical sense. In [33] this is used to create a predictor that can be used
to minimize a rather general and potentially global notion of loss even when restricted to
sub-groups. The proof constructs a family of distinguishers, for a fixed loss function, such
that if there exists a subset on which the predictor doesn’t minimize the loss function then
one of the predictors can distinguish the predictor from the true-probabilities predictor
in the sense of outcome indistinguishability. The main way in which all of these results
are different from what we show is that they do not seek to simultaneously allow for the
minimization of such a rich family of loss functions. In the case of [33], since the result goes
through outcome indistinguishability, to minimize a loss with respect to a class C, a predictor
needs to be multicalibrated with respect to a different class that relies on the loss function
and incorporates the reduction from multicalibration and outcome indistinguishability. In

4

See also [24], who in parallel with [16] introduced notions of multi-group fairness.
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contrast, our result addresses minimization of a family of losses that may not be known at
the time of learning, and we assume the learnability of C alone. Convexity of the losses plays
a key role in our upper bounds.

Agnostic boosting
Our work is closely related to work on boosting via branching programs [25, 30, 23, 18].
Indeed, the splitting criterion used in the work of Kalai [18] is precisely that Cov[c(x), y] ≥ α
for some c ∈ C, for the task of learning generalized linear models. The okay learners in the
work of [23] are also based on having non-trivial Covariance with the target. Our results show
that upon termination, these algorithms yields an approximately multicalibrated partition;
hence we can view multicalibration as a solution concept for the output of Boosting by
Branching Program family of algorithms. It was known that these algorithms have stronger
noise tolerance properties than potential based algorithms such as AdaBoost, see [23, 22].
Our results significantly strengthen our understanding of the power of these algorithms,
showing that they give guarantees for a broad family of convex loss functions, and not just
0-1 loss.

Naive instantiations of the composition approach
The obvious attempt to building omnipredictors would be to learn a model f for f ∗ using a
model family F such as logistic regression, and then compose it with the right post-processing
function kℓ∗ for a given loss ℓ. In the context of binary classification, for certain families of
non-decomposable accuracy metrics (including F -scores and AUC), it is shown in [31, 8] that
this approach gives the best predictor for the hypothesis class C of binary classifiers derived
by thresholding models from F .
These results can be seen as a form of omnipredictors, but with strong restrictions on L
and C. Their results do not apply to the decomposable convex losses we consider; indeed
it seems unlikely that the output of logistic regression can give reasonable guarantees for
say the exponential loss or squared loss, even with post-processing. More importantly, our
results hold for arbitrary classes C that are weakly agnostically learnable. For any such class,
we show how to construct a model f which is an omnipredictor. In contrast, their results
prove optimality for a rather limited hypothesis class C derived from the model family F .

Condtional density estimation
For real-valued y ∈ R, an omnipredictor solves the problem of Conditional Density Estimation
(CDE) [15]. While CDE is recognized as an important problem in practice and a number of
CDE algorithms have been proposed, it has received little attention in the computational
learning theory literature. The notion of omnipredictor is related to the statistical notion
of a sufficient statistic, which is a statistic that captures all relevant information about a
distribution.

Surrogate loss functions for classification
There is a large literature in statistics which shows that a convex surrogate loss function (with
certain properties) can be used instead of the hard to optimize 0-1 loss, and any hypothesis
c ∈ C which minimizes the surrogate loss will also minimize the original 0-1 loss with respect
to C [29, 38, 3]. There are also similar results for the multi-class 0-1 loss [39], and in the
asymmetric setting when the false positive and false negative costs are known [36]. However,
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this line of work is quite different from ours, crucially an (L, C)-omnipredictor optimizes not
just for a single loss but for any loss in the family L (such as different false positive and
false negative costs, we recall that as Fig. 1 shows this cannot be achieved with a single
hypothesis from C).

3

Notation and Preliminaries

Let D denote a distribution on X × Y. The set X represents points in our space, it could be
continuous or discrete. The set Y represents the labels, we will typically consider Y = {0, 1},
Y = [k] or Y = [0, 1]. We use (x, y) ∼ D where x ∈ X , y ∈ Y to denote a sample from D.
We use boldface for random variables. For any S ⊂ X , let D(S) = Prx∼D [x ∈ S]. We will
use y ∼ Ber(p) to denote sampling from the Bernoulli distribution with parameter p.
Let C = {c : X → R} be a collection of real-valued hypotheses on a domain X , which
could be continuous or discrete. The hypotheses in C should be efficiently computable, and
the reader can think of them as monomials, decision trees or neural nets. We will denote
∥C∥∞ = max |c(x)|.
c∈C,x∈X

A loss function ℓ takes a label y ∈ Y, an action t ∈ R and returns a loss value ℓ(y, t).
Common examples are the ℓp losses ℓp (y, t) = |y − t|p and logistic loss ℓ(y, t) = log(1 +
exp(−yt)). The problem of minimizing a loss function ℓ is to learn a hypotheses h : X → R
such that the expected loss ℓD (h):= ED [ℓ(y, h(x))] is small. Let L = {ℓ : Y × R → R} denote
a collection of loss functions.
A partition S = {S1 , . . . , Sm } of the domain X , is a collection of disjoint subsets whose
union equals X , we refer to m as its size. We refer to each Si as a state in the partition.
Given a partition S = {S1 , . . . , Sm } of the domain X , define the conditional distribution Di
over Si × Y as Di = D|x ∈ Si .
A (binary) predictor is a function f : X → [0, 1], where f (x) is interpreted as the
probability conditioned on x that y = 1. We define the ground truth predictor as f ∗ (x) :=
ED [y|x = x]. For general label sets Y, let P(Y) denote the space of probability distributions
on Y. Define the ground truth predictor f ∗ : X → P(Y) where f ∗ (x) is the distribution of
y|x. A predictor is a function f : X → P(Y) which is intended to be an approximation of f ∗ .
We denote by g ◦ h the composition of functions.

3.1

Nice loss functions

We say ℓ : Y × R → R is a convex loss function, if ℓ(y, t) is a convex function of t for every
y ∈ Y. Note that in the binary setting, our formulation allows for binary classification with
different false-positive/negative costs, e.g., ℓ(y, t) = cy |t − y| where c0 and c1 are the different
costs. A function f : R → R is said to be B-Lipschitz over interval I if |f (t)−f (t′ )| ≤ B|t−t′ |
for all t, t′ ∈ I. We say the function is B-Lipschitz if the condition holds for I = R. While
assuming the loss is B-Lipschitz is sufficient for us, we can work with a weaker notion that
only requires the Lipschitz property on a sufficiently large interval. This weaker notion
covers most commonly used loss functions such as the exponential loss that are not Lipschitz
everywhere. Also, we will define loss functions in the setting of labels that come from Y. In
this section though, we will focus on the case Y = {0, 1}.
▶ Definition 1. For B, ϵ > 0, a convex loss function ℓ : Y × R → R is (B, ϵ)-nice if there is
a closed interval I = Iℓ ⊆ R satisfying:
1. (B-Lipschitzness) For all y, ℓ(y, t) is B-Lipschitz in t over Iℓ :
∀y ∈ Y, t, t′ ∈ Iℓ , |ℓ(y, t) − ℓ(y, t′ )| ≤ B|t − t′ |.
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2. (ϵ-optimality) For y ∈ Y, Iℓ contains an ϵ-optimal minimizer of ℓ(y, t):
inf ℓ(y, t) ≤ inf ℓ(y, t) + ϵ.

t∈Iℓ

t∈R

Let L(B, ϵ) be the set of all (B, ϵ)-nice functions.
Observe that if a function is B-Lipschitz on R, then it is (B, 0)-nice with Iℓ = R.
For a closed interval I = [c, d] define the function



c if t ≤ c
clip(t, I) = t if c ≤ t ≤ d


d if d ≤ t.
We use some simple facts about this function without proof, the first is a simple consequence
of ϵ-optimality and convexity.
▶ Lemma 2. If ℓ is (B, ϵ)-nice, then ℓ(y, clip(t, Iℓ )) ≤ ℓ(y, t) + ϵ. The function clip(t, Iℓ ) is
1-Lipschitz as a function of t.
Here are a few examples of nice loss functions:
Binary classification with different false-positive/negative costs, e.g., ℓ(y, t) = κy |y − t|
where κ0 ̸= κ1 are the different costs. Here Iℓ = [0, 1], B = max(κ0 , κ1 ), ϵ = 0.
The ℓp losses for p ≥ 1:
ℓp (y, t):=|y − t|p
take Iℓ = [0, 1], B = p, ϵ = 0.
The exponential loss ℓ(y, t) = e(1−2y)t . Here, for any ϵ > 0, we can take Iℓ =
[− ln(1/ϵ), ln(1/ϵ)] and B = 1/ϵ.
The logistic loss ℓ(y, t) = log(1 + exp((1 − 2y)t)). Here we take Iℓ = R, B = 1 and ϵ = 0.
The hinge loss ℓ(y, t) = max(0, 1 + (1 − 2y)t). Here we take Iℓ = R, B = 1 and ϵ = 0.
It is worth noting that only for exponential loss did we need ϵ > 0.

4

Omnipredictors

In this section, we define our notion of Omnipredictors. Our definitions are simpler for the
case of binary labels where Y = {0, 1}, hence we present that case first. Recall that for a
predictor h, ℓD (h) is the expected loss of h under D.
▶ Definition 3 (Omnipredictor). Let C be family of functions on X , and let L be a family of
loss functions. The predictor f : X → [0, 1] is an (L, C, δ)-omnipredictor if for every ℓ ∈ L
there exists a function k : [0, 1] → R so that
ℓD (k ◦ f ) ≤ min ℓD (c) + δ.
c∈C

The definition states that for every loss ℓ, there is a simple (univariate) transformation
k of the predictions f , such that the composition k ◦ f has loss comparable to the best
hypothesis c ∈ C, which is chosen tailored to the loss ℓ.
Setting aside efficiency considerations, it is easy to show that f ∗ is an omnipredictor for
every C, L.
▶ Lemma 4. For every C, L, the ground-truth predictor f ∗ is an (L, C, 0)-omnipredictor.
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Proof. By the definition of omnipredictors, given an arbitrary loss function ℓ : {0, 1}×R → R,
our goal is to find kℓ∗ : {0, 1} → R so that
ℓD (kℓ∗ ◦ f ) ≤ min ℓD (c).

(3)

c:X →R

Define the function kℓ∗ : [0, 1] → R which minimizes expected loss under the Bernoulli
distribution:
kℓ∗ (p) = arg min
t∈R

[ℓ(y, t)] = arg min pℓ(1, t) + (1 − p)ℓ(0, t).

E
y∼Ber(p)

(4)

t∈R

If there are multiple minima we break ties arbitrarily. Conditioned on x = x, y ∼ Ber(f ∗ (x)),
so kℓ∗ (f ∗ (x)) ∈ R is the value that minimizes the expected loss. Hence for every x ∈ X ,
E [ℓ(y, kℓ∗ (f ∗ (x))] ≤

D|x=x

E [ℓ(y, c(x))].

D|x=x

Equation (3) follows by averaging over all values of x.

◀

Note that the function kℓ∗ depends on ℓ but is independent of the distribution D. For
instance, for the ℓ1 loss, ℓ1 (y, t) = |y − t|, we have kℓ∗1 (p) = 1(p ≥ 1/2). For the ℓ2 loss
ℓ2 (y, t) = (y − t)2 , we have kℓ∗2 (p) = p. While Definition 3 does not place any restrictions on
the post-processing function k, in our upper bounds, we will choose k which is very close to
the function k ∗ above. Our upper bounds will be efficient for (convex) functions ℓ such that
a good approximation to k ∗ can be be approximated efficiently. Our lower bounds will hold
for arbitrary k.
Finally, a natural family of predictors arising from partitions plays a key role in our
results.
▶ Definition 5. Given a partition S of X of size m, let EDi [y] = pi ∈ [0, 1] for i ∈ [m]. The
canonical predictor for S is f S (x) = pi for all x ∈ Si .
The canonical predictor simply predicts the expected label in each state of the partition. Since
f S is constant within each state of the partition, it can be viewed as a function f S : S → R.
This view will be useful in our results.

Omnipredictors for general Y
Consider the setting where we are given a distribution D on X × Y for Y ⊆ R, hence the
labels can take on real values. We are primarily interested in the real-valued setting of
Y = [0, 1], and the multi-class setting where Y = [l].
Given a state Si in a partition S, let Pi ∈ P(Y) denote the distribution of y under Di .
The canonical predictor f S : X → P(Y) is given by f S (x) = Pi for all x ∈ Si .
We now define the notion of an omnipredictor. The main difference from the binary case
is that the predictor now predicts a distribution in P(Y), so the post-processing function k
maps distributions to real values.
▶ Definition 6. Let C be family of functions on X , and let L be a family of loss functions
ℓ : Y × R → R. The predictor f : X → P(Y) is an (L, C, δ)-omnipredictor if for every ℓ ∈ L
there exists a function k : P(Y) → R so that
ℓD (k ◦ f ) ≤ min ℓD (c) + δ.
c∈C
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In this section, we present our definitions of multicalibration. We first consider the case of
binary labels, and then extend it to the multi-class and real-valued settings. Due to space
limitations, the proofs are to be found in the full version of the paper. Given real-valued
random variables z1 , z2 from a joint distribution D, we define
h
i
Cov[z1 , z2 ] = E[z1 z2 ] − E[z1 ] E[z2 ] = E z1 (z2 − E[z2 ]) .
D

D

D

D

D

D

We will use the fact that covariance is bilinear.
Boolean y.

The following identity will be useful for

▶ Corollary 7. For random variables (z, y) ∼ D where y ∈ {0, 1},




Cov[z, y] = Pr[y = 1]
E [z] − E[z] = Pr[y = 0] E[z] − E [z] .
D

5.1

D

D|y=1

D

D

D

D|y=0

(5)

Multicalibration via covariance

In this section, we define multicalibration for the binary labels setting where Y = {0, 1}. We
build on a recent line of work [16, 17, 27, 14]. A detailed discussion of how our definitions
compare to previous definitions is presented in the full version of the paper. The following
definition is a generalization of the notion of α-multicalibration to real-valued c, and in the
setting of partitions.
▶ Definition 8. Let D be a distribution on X ×{0, 1}. The partition S of X is α-multicalibrated
for C, D if for every i ∈ [m] and c ∈ C, the conditional distribution Di = D|x ∈ Si satisfies
Cov[c(x), y] ≤ α.

(6)

Di

A consequence of this definition is that for each Di , conditioning on y does not change the
expectation of c(x) by much. Formally, by Equation (5), for i ∈ [m] and b ∈ {0, 1},
Pr[y = b]
Di

E [c(x)] − E [c(x)] ≤ α.

Di |y=b

Di

(7)

Definition 8 requires a bound on the covariance for every distribution Di . This might be
hard to achieve if D(Si ) is tiny, and hence we hardly see samples from Di when sampling
from D. This motivated a relaxed definition called (α, β)-multicalibration in [16, 14]. We
propose a different definition for which it is also easy to achieve sample efficiency. Rather
than requiring the covariance be small for every i, we only require it to be small on average.
Let i ∼ D denote sampling (the index of) a set from the partition S according to D so that
Pr[i = i] = D(Si ).
▶ Definition 9. The partition S of X is α-approximately multicalibrated for C, D if for every
c ∈ C,
E Cov[c(x), y] ≤ α.

i∼D

Di

(8)

The next lemma shows that approximate multicalibration implies closeness to (strict)
multicalibration under the distribution D. The proof is by applying Markov’s inequality to
Definition 9.
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▶ Lemma 10. If S is α-approximately multicalibrated for C, D, then for every c ∈ C and
β ∈ [0, 1]


α
≤ β.
(9)
Pr Cov[c(x), y ≥
Di
i∼D
β
This lemma shows that being αβ-approximately multicalibrated is closely related to the
notion of (α, β)-multicalibration in [16, 14], which roughly says that the α-multicalibration
condition holds for all but a β fraction of the space X . Conversely, one can show that
(α, β)-multicalibration gives (α + β ∥C∥∞ )-approximate multicalibration. We find the single
parameter notion of α-approximate multicalibration more elegant. It is also easy to achieve
sample efficiency, since as the next lemma shows, it only requires strong conditional guarantees
for large states.
▶ Lemma 11. Let the partition S be such that for all i ∈ [m] where
D(Si ) ≥

α
2m ∥C∥∞

(10)

it holds that for every c ∈ C,
Cov[c(x), y] ≤
Di

α
.
2

(11)

Then S is α-approximately multicalibrated for C, D.
Approximate multicalibration implies that for an average state in the partition,
conditioning on the label does not change the expectation of c(x) much. The proof follows
by plugging Equation (5) in the definition of approximate multicalibration.
▶ Corollary 12. If S is α-approximately multicalibrated for C, D, then for c ∈ C and b ∈ {0, 1},


E Pr[y = b] E [c(x)] − E [c(x)] ≤ α.
(12)
i∼D

Di

Di |y=b

Di

Extension to the multi-class setting
In the multi-class setting Y = [l], so that l = 2 is exactly the Boolean case considered above.
We use 1(y = j) to denote the indicator of the event that the label is j. The following
definition generalizes Definition 9:
▶ Definition 13. Let D be a distribution on X × [l] where l ≥ 2. The partition S of X is
α-approximately multicalibrated for C, D if for every c ∈ C and j ∈ [l], it holds that


E Cov[c(x), 1(y = j)] ≤ α.
(13)
i∼D

Di

Extension to the bounded real-valued case
We now consider the setting where Y is a bounded interval, by scaling we may consider
Y = [0, 1]. For interval J = [v, w] ⊂ Y, let 1(y ∈ J) be the indicator of the event that y ∈ J.
▶ Definition 14. Let D be a distribution on X ×[0, 1]. The partition S of X is α-approximately
multicalibrated for C, D if for every c ∈ C and interval J ⊆ [0, 1], it holds that


E Cov[c(x), 1(y ∈ J)] ≤ α.
(14)
i∼D

Di
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Computational efficiency
Given these new definitions, a natural question is about the computational complexity of
computing multicalibrated partitions. Following [16], this task can be accomplished efficiently
given a weak agnostic learner for the class C. We present a formal statement of this result
for the multi-class setting in the full version of the paper. The multi-class setting includes
the Boolean labels setting as a special case. For the purposes of omniprediction, we show in
the full version of the paper that the bounded real-valued setting reduces to the multi-class
setting. Due to space limitations, those results are to be found in the full version of this
paper. However, several of the ideas used in the algorithm and its analysis are present in
previous work, they are presented for completeness.

5.2

Some closure properties of multicalibration

In this section, we prove that approximate multicalibration is closed under two natural
operations on the class C and the distribution D:
1. Linear combinations of C: We take sparse linear combinations of the functions c ∈ C.
2. Conditioning D on a subset: We condition the distribution D on a subset X ′ ⊆ X
whose indicator lies in the set C.
Again we prove these for the case Y = {0, 1}, but the extension to arbitrary Y is routine.

Multi-calibration under linear combinations
We will typically start with an approximately multicalibrated partition for a base class of
bounded or even Boolean functions, such as decision trees or coordinate functions. Since our
definition allows the functions c to be real-valued and possibly unbounded, we can consider
functions arising from linear combinations over this base class. The motivation for this comes
from boosting algorithms like AdaBoost or Logistic Regression, where we take a base class of
weak learners, and then construct a strong learner which is a linear combination of the weak
learners [11, 34].
We will denote by LinC the set of all linear functions over C. We associate the vector
P
w = (w0 , w1 , . . .) with the function gw ∈ LinC defined by gw (x) = w0 + j wj cj (x) where
P
cj ∈ C and denote ∥w∥1 = j≥1 wj (note we have excluded w0 ). Let
LinC (W ) = {gw ∈ LinC : ∥w∥1 ≤ W }

(15)

be the set of all W -sparse linear combinations. The following simple claim shows that
multicalibration is closed under taking sparse linear combinations. The parameter α degrades
with the sparsity. The proof follows from linearity of covariance, and is given in the full
version of the paper.
▶ Lemma 15. For any W > 0, if S is α-approximately multicalibrated for C, D, then it is
αW -approximately multicalibrated for LinC (W ), D.

Multi-calibration for sub-populations
Let T ⊆ X be a sub-population such that its indicator function belongs to C. Let D′ denote
the distribution D|x ∈ T , where D′ (x) = D(x)/D(T ) ∀x ∈ T . Let S ′ = {Si ∩ T } be the
partition of T induced by S. We will use Di′ for the distribution D′ |x ∈ Si′ (which is the
same as D|x ∈ Si′ since Si′ ⊆ T ), and will denote p′i = EDi′ [y]. Let C ′ ⊆ C denote the subset
of functions from C that are supported on T (functions that are 0 outside of T ). Note that
C ′ is nonempty, since the indicator of T lies in it. The proof of the following result for the
sub-population T in the full version of the paper.
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▶ Theorem 16. If S is α-approximately multicalibrated for C, D, then S ′ is α(1 +
∥C ′ ∥∞ )/D(X ′ )-approximately multicalibrated for C ′ , D′ .

6

Omnipredictors for convex loss minimization

In this section we consider the setting of binary labels where Y = {0, 1}.

6.1

Post-processing for nice loss functions

Given an (B, ϵ)-nice loss function, there is a natural post-processing of the canonical predictor
f S that we will analyze. Rather than choose the value k ∗ (p) ∈ R which minimizes expected
loss under Ber(p), we restrict ourselves to the best value from Iℓ . This restriction only costs
us ϵ by the ϵ-optimality property.
▶ Definition 17. Given a nice loss function ℓ, define the function kℓ : [0, 1] → Iℓ by
kℓ (p) = arg min
t∈Iℓ

E

ℓ(y, t).

(16)

y∼Ber(p)

Given a partition S of X , define the ℓ-optimized hypothesis hSℓ : X → Iℓ as
hSℓ (x) = kℓ ◦ f S (x).
Since ℓ is convex as a function of t, so is
E

ℓ(y, t) = pℓ(0, t) + (1 − p)ℓ(1, t).

y∼Ber(p)

Hence computing kℓ is a one-dimensional convex minimization problem, a classical problem
with several known algorithms [6]. Being able to compute an ϵ′ -approximate solution suffices
for us, we can absorb the ϵ′ term into the error ϵ, and pretend that ℓ is (B, ϵ + ϵ′ )-nice
instead.
We can view the hypothesis hSℓ as a function mapping S to Iℓ , since it is constant on
each Si ∈ S, and its range is Iℓ . A simple consequence of the definition is that it is the best
function in this class for minimizing expected loss.
▶ Corollary 18. For all functions h : S → Iℓ , ℓD (hSℓ ) ≤ ℓD (h).
Proof. We sample i ∼ D and then x, y ∼ Di and show that the inequality holds conditioned
on every choice of i = i. Since y ∼ Di is distributed as Ber(pi ),
ℓDi (hSℓ ) =

E [ℓ(y, kℓ (pi ))] ≤

Ber(pi )

E [ℓ(y, h(Si ))] = ℓDi (h)

Ber(pi )

where the inequality is by Definition 17.

6.2

◀

Loss minimization through Multicalibration

Our main result in this section is the following theorem.
▶ Theorem 19. Let D be a distribution on X × {0, 1}, C be a family of real-valued functions
on X and L(B, ϵ) be the family of all (B, ϵ)-nice loss functions. If the partition S is αapproximately multicalibrated for C, D, then the canonical predictor f S is an (L, C, 2αB + ϵ)omnipredictor.
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The following lemma is the key ingredient in our result. Informally it says that c has
limited distinguishing power within each state of the partition. Specifically, that c(x) is
not much better at minimizing a loss than the function obtained by taking its conditional
expectation within each state of the partition S.
▶ Lemma 20. Given ℓ ∈ L and c ∈ C, define the predictor b
c : S → Iℓ by


b
c(x) = clip E [c(x)], Iℓ for x ∈ Si .
Di

We have
ℓD (b
c) ≤ ℓD (c) + 2αB + ϵ.

(17)

Proof. By the convexity of ℓ we have
ℓD (c) = E[ℓ(y, c(x))] = E
D

E [ℓ(y, c(x)] ≥ E

E

i∼D y∼Di x∼Di |y

E

i∼D y∼Di

 
ℓ y,


E [c(x)]

x∼Di |y

.
(18)

By Lemma 2,




ℓ y, E [c(x)] ≥ ℓ y, clip
x∼Di |y


E

x∼Di |y

− ϵ.

[c(x)], Iℓ

Plugging this into Equation (18), we get
 


ℓD (c) ≥ E E ℓ y, clip
E [c(x)], Iℓ
− ϵ.
i∼D y∼Di

(19)

x∼Di |y

From the definition of b
c,
ℓD (b
c) = E[ℓ(y, b
c(x))] = E
D

E

i∼D y∼Di

 


ℓ y, clip
E [c(x)], Iℓ
.

(20)

x∼Di

Subtracting Equation (19) from Equation (20) we get
 





ℓD (b
c) − ℓD (c) ≤ E E ℓ y, clip
E [c(x)], Iℓ
− ℓ y, clip
E [c(x)], Iℓ
+ ϵ.
i∼D y∼Di

x∼Di |y

x∼Di

(21)

Since ℓ is B-Lipschitz on Iℓ and clip(t, Iℓ ) is 1-Lipschitz as a function of t,






ℓ y, clip
E [c(x)], Iℓ
− ℓ y, clip
E [c(x)], Iℓ
x∼Di
x∼Di |y




≤ B clip
E [c(x)], Iℓ − clip
E [c(x)], Iℓ
x∼Di

≤B

x∼Di |y

E [c(x)] −

x∼Di

E

x∼Di |y

[c(x)] .

(22)

Plugging this into Equation (21) gives
ℓD (b
c) − ℓD (c) − ϵ ≤ B E

E
E [c(x)] − E [c(x)]
x∼Di |y

X
=B E 
Pr[y = b] E [c(x)] −

(23)

i∼D y∼Di x∼Di

i∼D

=B

b∈{0,1}

X
b∈{0,1}

≤B

X

Di

x∼Di


E

x∼Di |y

[c(x)] 



E

i∼D

Pr[y = b]
Di

E [c(x)] −

x∼Di

E

x∼Di |y

[c(x)]

α = 2αB,

b∈{0,1}
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where the last inequality follows by the multicalibration condition (Equation (7)).

◀

As a consequence we can now prove Theorem 19.
Proof of Theorem 19. Let hSℓ = kℓ ◦ f S be the ℓ-optimized hypothesis. It suffices to show
that for any c ∈ C
ℓD (hSℓ ) ≤ ℓD (c) + 2αB + ϵ.

(24)

For any c ∈ C, we have
ℓD (hSℓ ) ≤ ℓD (b
c) ≤ ℓD (c) + 2αB + ϵ
where the first inequality is by Corollary 18, which applies since b
c is a function mapping S
to Iℓ . The second is by Lemma 20.
◀
Consider the family LinC (W ) of linear combinations over C of weight at most W . By
Lemma 15, S is αW -approximately multicalibrated for LinC (W ). Applying Theorem 19, we
derive the following corollary.
▶ Corollary 21. Let D be a distribution on X × {0, 1}, LinC (W ) be linear functions in
C of with ∥w∥1 ≤ W (see eq. 15) and L = L(B, ϵ) be the family of all (B, ϵ)-nice loss
functions. If the partition S is α-approximately multicalibrated for C, D, then f S is an
(L, LinC (W ), 2αBW + ϵ)-omnipredictor.
To interpret this, assume we have an (B, ϵ)-nice loss function and we wish to have a
predictor that is within 2ϵ of any function in LinC (W ). Corollary 21 says that it suffices to
have an α-approximately multicalibrated partition where α = ϵ/2BW . Note that algorithms
for computing such partitions have running time which is polynomial in 1/α, which translates
to running time polynomial in BW/ϵ.
We derive a corollary for sub-populations follows from Theorem 19 and 16. For two
families of functions T , P : X → R, we define their product as
T × P = {c : c(x) = T (x)P (x), T ∈ T , P ∈ P}.
Note that in the case when T ∈ T is binary-valued, T × P contains the restriction of every
P ∈ P to the support of T .
▶ Corollary 22. Let D be a distribution on X ×{0, 1}, T be a family of binary-valued functions
on X , P be a family of real-valued functions and L(B, ϵ) be the family of all (B, ϵ)-nice
loss functions. Let the partition S be α-approximately multicalibrated for T × P, D. For
T ∈ T , let α′ = α(1 + ∥P∥∞ )/D(T ). Then the canonical predictor f S is an (L, P, 2α′ B + ϵ)omnipredictor for the sub-population T .
To informally instantiate this for a simple case, let T , P be the class of decision trees of
depth d1 and d2 respectively. Let the partition S be multicalibrated with respect to decision
trees of depth d1 + d2 . If we now consider any sub-population T identified by decision trees of
depth d1 , then the above result implies that the canonical predictor f S is an omnipredictor
for T , when compared against the class of decision trees of depth d2 evaluated on T .
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Limits for omnipredictors from multicalibration

Corollary 21 shows that multicalibration for C gives omnipredictors for LinC . It is natural to
ask whether we can get omnipredictors for a richer class of functions using multicalibration
for C. A natural candidate would be thresholds of functions in C:
ThrC = {1(c(x) ≥ v) : c ∈ C, v ∈ R}.
Another natural extension would be to relax the convexity condition for loss functions in L.
We present a simple counterexample which shows that multicalibration for C is insufficient
to give omnipredictors for both these classes. This shows that a significant strengthening of
the bound from Corollary 21 might not be possible.
▶ Lemma 23. There exists a distribution D, a set C : X → R of functions, and a 0multicalibrated partition S for C, D such that for any δ < 1/4,
f S is not an (L, ThrC , δ)-omnipredictor for any L containing the ℓ1 loss function.
f S is not an (L, C, δ)-omnipredictor for any L containing the (non-convex) loss function
ℓ(y, t) = |y − 1(t ≥ 0)|.
Proof. Let D be the distribution on {0, 1}3 × {0, 1} where x ∼ {0, 1}3 is sampled uniformly
P3
P
and y = 1( i=1 xi ≡ 0 mod 2) is the negated Parity function. Let C = { i wi xi − w0 }
be all affine functions. We claim the trivial partition S = {{0, 1}3 } is 0-multicalibrated for
C, D. This is because every xi is independent of y, so their covariance is 0. By linearity of
expectation, the same is true for all functions in C. Thus f S (x) = 1/2 for every x ∈ {0, 1}3 .
Now consider the ℓ1 loss. A simple calculation shows that for every k : {0, 1} → R,
ℓ̄1 (k ◦ f S , D) ≥ 1/2. In contrast h(x) = 1(x1 + x2 + x3 ≥ 1.5) ∈ ThrC gives ℓ̄1 (h, D) = 1/4,
since it gets the two middle layers correct. This proves part (1).
To deduce part (2), let ℓ(y, t) = |y − 1(t ≥ 0)| and g(x) = x1 + x2 + x3 − 1.5 ∈ C. Note
that
1/4 = ℓ̄1 (h, D) = E[|h(x) − y|] = E[|1(g(x) ≥ 0) − y|] = E[ℓ(y, g(x))] = ℓ̄(g, D).
D

D

D

In contrast, for any k : [0, 1] → R, it follows that ℓ̄(k ◦ f S , D) ≥ 1/2.

◀

In part (2), the loss function |y − 1(t ≥ 0)| is not Lipshcitz or differentiable in t. We can
ensure both these conditions by replacing it with the sigmoid function, which still preserves
the correlation with parity, at the cost of some reduction in δ for which the bound holds [18].
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We initiate a systematic study of mixing in non-quasirandom groups. Let A and B be two independent,
high-entropy distributions over a group G. We show that the product distribution AB is statistically
close to the distribution F (AB) for several choices of G and F , including:
(1) G is the affine group of 2 × 2 matrices, and F sets the top-right matrix entry to a uniform value,
(2) G is the lamplighter group, that is the wreath product of Z2 and Zn , and F is multiplication by
a certain subgroup,
(3) G is H n where H is non-abelian, and F selects a uniform coordinate and takes a uniform
conjugate of it.
The obtained bounds for (1) and (2) are tight.
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1

Introduction and our results

Computing the product of elements from a group is a fundamental problem in theoretical
computer science that arises and has been studied in a variety of works including [16, 22, 9,
15, 5, 24, 1, 2, 26, 21, 20, 14, 27], some of which are discussed more below. In this work we
study this problem in the model of communication complexity [32, 17, 25]. Previous work in
this area [21, 14] has found applications in cryptography, specifically to the construction of
leakage-resilient circuits [21], and mathematics [27].
We consider the following basic communication problem. Each of several parties receives
an element from a finite group G. The parties need to decide if the product of their elements
is equal to 1G . They have access to public randomness, and can err with constant probability
say 1/100. For two parties, this is the equality problem (because ab = 1G iff a = b−1 ) and
can be solved with constant communication. Thus the first interesting case is for 3 parties.
▶ Definition 1. We denote by R3 (G) the randomized 3-party communication complexity of
deciding if abc = 1G , where the first party receives a, the second b, and the third c.
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The simplest efficient protocol is over G = Zn2 . The parties use the public randomness to
P
select a linear hash function fS : Zn2 → Z2 defined as fS (x) = i∈S xi mod 2. The parties
then send fS (a), fS (b), fS (c) and compute fS (a) + fS (b) + fS (c) = fS (a + b + c). The latter is
always 0 if a + b + c = 0, while it is 0 with probability 1/2 over the choice of S if a + b + c ̸= 0.
By repeating the test a bounded number of times, one can make the failure probability less
than 1%. This shows R3 (Zn2 ) = O(1). Throughout this paper O(.) and Ω(.) denote absolute
constants.
The communication is also constant over the cyclic group Zn of integers modulo n:
R3 (Zn ) = O(1) [28]. But this is a bit more involved, because linear hash functions (with
small range) do not exist. One can use instead a hash function which is almost linear. Such
a hash function was analyzed in the work [11] and has found many other applications, for
example to the study of the 3SUM problem [7, 23].
The above raises the following natural question: For which groups G is R3 (G) small?
It is fairly straightforward to prove lower bounds on R3 (G) when G is quasirandom [12],
a type of group that is discussed more in detail below. Such lower bounds for R3 (G) appear
in the survey [30] and also follow from the results in this paper (using what we later call the
kernel method).
In this paper we prove lower bounds for groups to which the results for quasirandom
groups do not apply. The groups we consider are natural, and they were considered before in
the computer science literature, for example in the context of expander graphs [31, 19, 33]
and low-distortion embeddings [18, 4]. We also complement the lower bounds with some new
upper bounds. These results are closely related to the study of mixing in groups. We discuss
these two perspectives in turn.

1.1

Communication complexity

To set the stage, we begin by discussing upper bounds on R3 (G). We show that for any
abelian group G we have R3 (G) = O(1). This result generalizes the results for Zn2 and Zn
mentioned earlier. More generally we can prove upper bounds for groups which contain large
abelian subgroups, or that have irreps of bounded dimension. Here and throughout, irrep is
short for irreducible representation. Representation theory plays a key role in this paper and
is reviewed later.
▶ Theorem 2. We have the following upper bounds on R3 (G):
(1) Suppose G is abelian. Then R3 (G) = O(1)
(2) Suppose H is a subgroup of G. Then R3 (G) ≤ O(|G|/|H| + R3 (H)).
(3) Suppose every irrep of G has dimension ≤ c. Then R3 (G) ≤ c′ where c′ depends only
on c.
Our main results are lower bounds. We show that for several groups that are “slightly
less abelian” than those covered in Theorem 2 the value R3 is large. First, we prove tight
bounds for the affine group.
▶ Definition 3. The affine group over the field Fq with q elements is denoted by Aff(q).
This is the group of invertible affine transformations x → ax + b where a, b ∈ Fq and a =
̸ 0.


a b
Equivalently, it is the group of matrices
where a ̸= 0. Note |Aff(q)| = q(q − 1).
0 1
▶ Theorem 4. R3 (Aff(q)) = Θ(log |Aff(q)|).
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The upper bound is trivial since for any group G the input length is O(log |G|).
Then we consider the so-called finite lamplighter group. This group is obtained from Zn2
by adding a “shift” of the coordinates, formally by taking the wreath product ≀ of Z2 and Zn .
▶ Definition 5. The finite lamplighter group is Ln := Z2 ≀ Zn . Elements of Ln can be
written as (x0 , x1 , . . . , xn−1 ; s) where xi ∈ Z2 and s ∈ Zn and we have (x0 , x1 , . . . , xn−1 ; s) ·
(x′0 , x′1 , . . . , x′n−1 ; s′ ) = (x0 + x′0+s , x1 + x′1+s , . . . , xn−1 + x′n−1+s ; s + s′ ) where addition is
modulo n. For (x; s) ∈ Ln we call x the Zn2 part and s the Zn part. Note |Ln | = 2n · n.
In other words, when multiplying (x; s) and (x′ ; s′ ) we first shift x′ by s, and then we
sum component-wise. We prove a tight communication bound for R3 (Ln ).
▶ Theorem 6. R3 (Ln ) = Θ(log log |Ln |).
The upper bound is as follows. The parties can first communicate the Zn parts. This
takes O(log n) = O(log log |Ln |) communication. Then the parties can shift their Zn2 parts
privately, and finally use the constant-communication protocol for Zn2 .
We then move to groups of the form H n . An interesting setting is when |H| is small
compared to n, say H has constant size.
▶ Theorem 7. Let H be a non-abelian group. Then R3 (H n ) = Ω(log n).
It is an interesting open question whether a bound of Ω(n) holds. We note that for
the corresponding 4-party problem of deciding if abcd = 1G such an Ω(n) bound can be
established by a reduction from lower bounds for disjointness. The proof proceeds by encoding
the And of two bits by a group product of length four, see [30]. However, those techniques
do not seem to apply to the three-party problem, and appear unrelated to mixing.

1.2

Mixing in groups

At a high level, mixing refers to the general phenomenon that when we have several independent, high-entropy distributions over a group and we combine them in natural ways,
for example by multiplying, the resulting random variable becomes closer to the uniform
distribution, closer than the original distributions are. Our notion of (non) entropy of a
distribution A is the collision probability Pr[A = A′ ] where A and A′ are independent and
identically distributed. We define next a scaled version which is more convenient.
▶ Definition 8. The scaled collision probability of a distribution A over G is N (A) :=
|G| Pr[A = A′ ], where A and A′ are independentpand identically distributed. Equivalently,
N (A) = (|G| ∥A∥2 )2 where ∥A∥2 is the L2 norm Ex P[A = x]2 .
To illustrate the normalization, note that, for any distribution A, N (A) ≤ |G| and it
can be shown N (A) ≥ 1. If A is uniform over a set of size δ|G| we have N (A) = δ −1 . The
uniform distribution has δ = 1 and N = 1, the distribution concentrated on a single point
has δ = 1/|G| and N = |G|. Distributions that are uniform on a constant fraction of the
elements have N ≤ O(1); in the latter setting the main ideas in this paper are already at
work, so one can focus on it while reading the paper.
To measure the distance between distributions we use total variation distance.
▶ Definition 9. The total variation distance between distributions A and B is ∆(A, B) =
P
P
x |P[A = x] − P[B = x]|. Equivalently, ∆(A, B) is the ℓ1 norm
x |f (x)| of the function
f (x) = P[A = x] − P[B = x].
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We can now illustrate a basic result about mixing. Suppose that A and B are independent
random variables over a group G such that N (A) and N (B) are O(1). We would like to show
that the random variable AB is close to the uniform distribution U over G. This is false for
example over the group Zn2 . Indeed, A and B could each be the uniform distribution where
the first coordinate is 0, and then AB would be the same as A, which has ∆(A, U ) ≥ Ω(1).
Remarkably, however, for other groups one can show that ∆(AB, U ) is small. We state
this fundamental result next.
▶ Theorem 10. Let A and B be two independent random variables over G. We have
r
N (A)N (B)
∆(AB, U ) ≤
,
d
where d is the minimum dimension of a non-trivial irrep of G.
This theorem appears in equivalent form as Lemma 3.2 in [12]. The formulation above
appears in [6]. Other proofs were discovered later, and the result is now considered folklore.
The importance of this result is that for several groups the value d is large, and so the theorem
shows that AB is close to U . In particular, for non-abelian simple groups we have that d
grows with the size of the group, and for the special-linear group SL2 (q) d is polynomial in
the size of the group. For more discussion and pointers, we refer the reader to Section 13 in
[13] and to the original paper [12]. The latter calls quasirandom the groups that have a large
d.
In this work we consider several groups for which one cannot prove a good bound on
∆(AB, U ) for every two independent distributions with small N . In particular, the group
has an irrep of small dimension. The question arises of what type of mixing result, if any,
makes sense.

Our approach to mixing
Our approach is to show that even though ∆(AB, U ) might be large, nevertheless AB
acquires some “invariance property” of U which the distributions A and B in isolation may
not have. One natural property of U is that it is invariant under multiplication by a fixed
element: for any y ∈ G we have that yU and U are the same distribution. So a first attempt
is to say that G mixes if there exists a non-identity element y such that ∆(AB, yAB) is
small, for any independent A and B with small N .
We show that this is indeed the case for the affine and the lamplighter group.
However, for groups like H n this notion cannot be met: for any fixed y ̸= 1G , one can
define A and B which fix one coordinate i where yi ̸= 1H and are uniform on the others;
these distributions have small N but ∆(AB, yAB) is large. To overcome this obstacle we
will use randomness in our definition of the invariance property.
In the special case that H does not have irreps of dimension one, we show that AB is
almost invariant under selecting a uniform coordinate and replacing that coordinate with
a uniform element. In other words, if Y is the uniform distribution over H n obtained by
setting a uniformly selected coordinate to a uniform element in H and the others to 1 then
∆(AB, Y AB) is small. For general non-abelian H, which might have a unidimensional irrep,
this does not work. For example, if H = H ′ × Z2 we cannot change the Z2 part. Rather
than replacing a coordinate with a uniform element, we take a uniform conjugate. That is,
we show that ∆(AB, Y ABY −1 ) is small where Y is as before.
To capture these various possibilities, we say that the group mixes if there exists a
distribution F on functions from G to G such that ∆(AB, F (AB)) is small. For example,
F could be the (fixed, deterministic) function F (x) = yx corresponding to multiplication
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by a fixed element y. Over a group of the form H n , F could be the random function
F (x) = Y xY −1 which selects a uniform coordinate and takes a uniform conjugate of that
coordinate.
Intuitively, in all these cases AB becomes somewhat uniform in the sense that it doesn’t
change much if we apply F to it. Of course for this to be of any use we need that F (AB) ̸= AB
often. We have arrived to the following definition.
▶ Definition 11. A group G is (ϵ, β)-mixing for (scaled collision probability) N ≤ η if there
exists a distribution F on functions from G to G such that for every distributions A and B
with N (A), N (B) ≤ η we have:
(1) ∆(AB, F (AB)) ≤ ϵ, and
(2) Pr[F (AB) = AB] ≤ β.
We also say that G mixes via F .
Another important motivation for this definition is given by the following result which
links our notion of mixing to communication lower bounds.
▶ Lemma 12. Suppose a group G is (ϵ, 0.99)-mixing for N ≤ 1/ϵ. Then R3 (G) ≥ Ω(log(1/ϵ)).
The communication lower bounds in the previous section are obtained by establishing
mixing results and then using this Lemma 12. We also use this lemma in the contrapositive:
by the communication upper bounds from Theorem 2 we obtain non-mixing results. As
evident from the statement of the lemma, for the application to communication complexity
the setting ϵ = η in Definition 11 suffices, but below we state the more general tradeoff.
The above definition of mixing can be considered “least-useful.” It is a bare-minimum
notion that in particular suffices for the communication lower bounds. It is also natural
to try to prove a “most-general” mixing result by identifying F such that F (x) has the
largest possible entropy. In several cases, our results also identify such F . This also gives
additional information in the communication lower bounds. As the proofs will show, the
communication lower bounds will establish that the parties, on input a, b, c ∈ G, cannot
distinguish c = (ab)−1 from c = F ((ab)−1 ). Thus understanding via what functions F the
group mixes is useful in understanding what information about the product abc the parties
can compute.
We now state our mixing results. First we obtain a mixing result for the affine group.
√
▶ Theorem 13. The affine group Aff(q) is (O(s/ q), 0) mixing for N ≤s via


1 u
F (x) :=
·x
0 1
for any u ̸= 0.
√
The error parameter O(s/ q) is tight up to polynomials, as the size of the group is
q(q − 1). Specifically, Aff(q) is not (s/q c , 0.99)-mixing for N ≤ s for some constantc. This

1 u
result also achieves a “most general” mixing in terms of F . Note that the matrices
0 1
with u ∈ Fq form a subgroup H of Aff(q), in fact the additive group of Fq . In particular the
√
theorem gives (O(s/ q), 1/q)-mixing via F (x) := Hx, where Hx stands for multiplying x
by a uniform element from H, and the 1/q is to account for the probability that u = 0. In
turn, note that for any a, b ∈ Fq we have

 

a b
a U
H
=
0 1
0 1
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where U is the uniform distribution over Fq . Thus, the theorem is saying that for any
high-entropy distributions A and B, the distribution AB is close to the distribution obtained
from AB by replacing the top-right entry with a uniform element in Fq . This result is the
strongest possible in the sense that the top-left entry of AB cannot be changed by F with
noticeable probability. This is because that entry is the multiplicative group of Fq , an abelian
group which does not have mixing, as follows from Theorem 2 and Lemma 12.
Then we obtain a mixing result for the lamplighter group.
▶ Theorem 14. The lamplighter group Ln is (O(s/n1/4 ), 0) mixing for N ≤s via
F (x) := y · x
where y ∈ Ln depends only on n.
The error parameter O(s/n1/4 ) is tight up to polynomials. As mentioned earlier, R3 (Ln ) =
O(log n) and hence for some constant c the group Ln is not (1/nc , 0.99)-mixing for N ≤ nc
by Lemma 12.
As in Theorem 13, the group Ln also mixes via F (x) = Hx where H is the uniform
distribution over a subgroup. The definition of H depends on the prime factorization of n.
P
The simplest case is when n is prime. In that case H is the subgroup {(z; 0) : i zi = 0
mod 2} and note that for any (x; s) ∈ Ln we have
H(x; s) = (Z; s)
P
P
where Z is uniform over Zn2 conditioned on i Zi = i xi mod 2. Thus, the theorem for
n prime is saying that for any high-entropy A and B, the distribution AB is close to the
distribution obtained from AB by replacing the Zn2 part x (i.e., AB = (x; s)) with a uniform
element with the same parity as x. This result is strongest possible in the sense that F (x; s)
must preserve both the parity of x and the value s with high probability. One way to see this
is to note that if F changes either the parity of x or s with high probability then the parties
can in fact distinguish inputs of the form a, b, (ab)−1 from those of the form a, b, F ((ab)−1 ).
To do so, the parties can send the parities of the Zn2 parts, and can use the efficient protocol
for the Zn part.
Then we consider direct-product groups H n . We show that we have mixing for any
non-abelian H. Mixing occurs via taking a random coordinate and computing a uniform
conjugate of that coordinate.
▶ Theorem 15. Let H be a non-abelian group. The group H n is (O(s2/3 /n1/3 ), 0.99) mixing
for N ≤ s via
F (x1 , x2 , . . . , xn ) := (x1 , x2 , . . . , xi−1 , u−1 xi u, xi+1 , . . . , xn ),
where i ∈ {1, 2, . . . , n} and u ∈ H are uniform.
The error cannot be improved to o(1/n) even for N = |H|, as A and B can just fix a
coordinate. But an interesting question is whether the bound on N can be increased to
exponential.
Under the stronger assumption that H does not have an irrep of dimension one we
improve the bound in several respects, none of which affects the communication results. First,
instead of taking a random conjugate of a coordinate we can simply set that coordinate to
√
uniform. Second, we improve the error to about 1/ n. And third, we show that the bound
still holds if one distribution has exponential N (see the proof for this statement).
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▶ Theoremp16. Let H be a group with no non-trivial irrep of dimension one. The group
√
H n is (O(s log(sn)/ n), 1/|H|) mixing for N ≤ s via
F (x1 , x2 , . . . , xn ) := (x1 , x2 , . . . , xi−1 , xi u, xi+1 , . . . , xn ),
where i ∈ {1, 2, . . . , n} and u ∈ H are uniform.
The smallest group H with no non-trivial irrep of dimension one is the alternating group
on five elements, of size 60.

1.3

Techniques for mixing results, and organization

Our main tool for the mixing results is non-abelian Fourier analysis. We prove that (the
probability mass function of) AB can be approximated by a function whose Fourier coefficients
are few and have small dimension. Then we give different ways in which this fact can be
exploited. First, we show that if the intersection of the kernels of irreps of small dimension
is non-trivial, then we can take F to be multiplication by any non-identity element in
that intersection. We call this method the kernel method. Using known facts about the
representation theory of the affine group, Theorem 13 is proved. For the lamplighter group we
also use known facts about its representation theory, and we show that the small-dimensional
representations lie, in a suitable sense, within a small-dimensional vector space.
Note that the kernel K = {k ∈ G : ρ(k) = I} of an irrep ρ, where I is the identity
matrix, is a normal subgroup of G. (The latter means that g −1 kg ∈ K for every k ∈ K and
g ∈ G, which is true because ρ(g −1 kg) = ρ(g −1 )ρ(k)ρ(g) = ρ(g −1 g) = I.) In particular, the
intersection of kernels is also a normal subgroup, and it is in fact known that all normal
subgroups arise in this way. Hence, the kernel method shows that ∆(AB, HAB) is small,
where H is the uniform distribution over a normal subgroup. The applicability of the method
hinges on our understanding of what normal subgroups arise when considering intersection
of kernels of irreps of bounded dimension.
The kernel method cannot be applied to groups of the form H n . For such groups, we
use the fact that the irreps ρ of H n are tensor products ρ1 ⊗ ρ2 ⊗ · · · ⊗ ρn of irreps ρi of
H, and in particular the dimension of ρ is the product of the dimensions of the ρi . Then
the key observation is that low-dimensional irreps of H n must be tensor products of mostly
one-dimensional ρi . And then we use the fact that unidimensional irreps are constant on
conjugacy classes. In the special case that H does not have irreps of dimension one we can
conclude the stronger fact that most ρi are trivial. And then we can get the refined result by
extending a well-known Fourier expression for average sensitivity to the non-abelian setting.
We briefly comment on how we prove the communication upper bounds (or equivalently
the non-mixing results) in Theorem 2. Item (1) builds on the result for Zn that we mentioned
earlier and is obtained using the characterization of abelian groups, the Chinese remainder
theorem, and hashing. Item (2) uses the random self-reducibility of the abc = 1G problem
together with efficient protocols for disjointness. While (3) follows from (2) and (1) and a
known characterization of groups whose irreps all have bounded dimension.
The full version appears at https://eccc.weizmann.ac.il/report/2021/017/.

1.4

Open problems

This work raises several interesting questions. First, can we characterize groups which admit
non-trivial mixing? (We can define non-trivial as (ϵ, β)-mixing for N = ω(1) where ϵ and β
are bounded constants.) We ask whether a group G has non-trivial mixing if and only if G
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has irreps of unbounded dimension. Note that we prove the “only if” direction in this work.
Can we prove this at least for some important classes of groups? Can we characterize the
groups for which the kernel method suffices?
Another question is whether the bound on N in the H n results can be improved to
exponential, for both distributions. This points to the interesting question of discovering
suitable generalizations of classical results in additive combinatorics, such as the FreimanRuzsa theorem, for groups of the form H n .
It would also be interesting to study if the results in this paper can be extended to the
number-on-forehead [10] model. The study of group products in this model could lead to
the solution of several outstanding problems. For example, it is conjectured in [14] that
computing the product of many elements is hard even for more than logarithmically many
parties (a well-known barrier, see e.g. [29]). Moreover, the problem of computing the product
of just three elements could also lead to stronger separations between deterministic and
randomized communication. Specifically, it is pointed out in [30] that the “corners” result
in [3] can be used to obtain a separation whose parameters match the state-of-the-art [8]
but hold for a different function. And as remarked in [3] stronger results could be within
reach. For an exposition of the relevant result in [3] see [30]. Can the results for interleaved
products in [14] or for “corners” in [3] be suitably extended to other groups such as those in
this paper? Those groups might be easier to understand than quasirandom groups, possibly
leading to improved results.
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Introduction

We are seeing a surging interest in blockchain as a vibrant technology: it powers cryptocurrencies like Bitcoin [30], Ethereum [37] and ZCash [10] which are valued in hundreds of
billions of dollars, and it enables removing the central point of trust in existing banking
infrastructure.
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In a blockchain protocol, the goal of parties is to maintain a globally ordered sequence of
records that are referred to as blocks. New blocks can only be added via a special mining
procedure that simulates a puzzle solving race between participants and can be run by
any participant or miner. For example, in Bitcoin, the puzzle is selected so that a block
is mined (on average) every 10 minutes. The two widely used puzzles are Proof-of-Work
(PoW) and Proof-of-Stake (PoS). A sequence of works [18, 27, 16, 33, 31, 34, 35, 19, 20] have
analysed the security of current PoW- and PoS-based blockchains, and also proposed new
ones. Understanding the security properties offered by these blockchains, and applications
that such properties enable is a rapidly progressing direction.
Since its inception, blockchain has proven a successful testbed for a number of beautiful concepts in cryptography such as zero-knowledge proofs, digital signatures and hash
functions. But, the blockchain itself offers several attractive properties which are conducive
to build cryptography, e.g., provides a decentralized alternative to a trusted setup, which
traditionally is performed by a central trusted authority and is inherent for constructing
important cryptographic primitives like non-interactive zero-knowledge. In fact, several works
view blockchains as an “enabler” for cryptography, much like one-way functions, trapdoor
permutations and indistinguishability obfuscation, leading to constructions of concurrent
multi-party computation [14], one-time programs [24], time-lock encryption [29] and fair
secure multi-party computation [15, 3, 11]. In this work, we take this direction and focus
on understanding the round-complexity of two fundamental cryptographic objects: zeroknowledge proofs and secure computation. To study zero-knowledge and secure computation
in the world of blockchains, we study the blockchain-hybrid model.
The Blockchain-Hybrid Model. Here, the blockchain is modelled as a ledger functionality,
and all participants of the cryptographic protocol can access it as an oracle. In particular, the
parties (including the adversary) can access the blockchain by posting and reading content,
but no single party has any control over the blockchain. Our modeling follows the work
of [14] who introduce the blockchain-hybrid model, who in turn adopt the blockchain ledger
model from [5].
Compared to the plain model, the presence of blockchain as an oracle is, as we will shortly
see, quite empowering. But we emphasize that this is distinct from trusted-setup models
explored in cryptography where some trusted party samples a reference string from some
good distribution, and then all parties are given access to the string. In particular, in the
security proofs, the reduction/simulator is given the power to choose the reference string
(e.g., sample along with a trapdoor to aid simulation). This is in sharp contrast with the
blockchain-hybrid model where the reduction/simulator has no control over the blockchain.
Simulation-security in the Blockchain-Hybrid Model. Zero-knowledge proofs are a cornerstone of modern cryptography. Informally, they are interactive protocols between two parties
prover and a verifier, where the prover is trying to convince the verifier that some string
x (also known as an instance) belongs to a language. We want two security properties:
(a) Soundness - no cheating prover can convince the verifier on false statements, and (b)
Zero-knowledge. The philosophy behind the notion of Zero-Knowledge [23] is that: whatever
an adversary can learn from the proof of a true statement, it could have learnt by itself
in polynomial-time. This counter-intuitive notion of security is formalized by asking the
existence of an efficient simulator that can simulate the view of any malicious verifier.
While some works [24, 14] have considered zero-knowledge with blockchains, we take a
different philosophical approach. We refer the reader to Section 3 for more details on these
works.
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Time-Traveling Simulation. We present a novel idea to quantify the knowledge an adversary
learns. Following is our philosophy: whatever the adversary could have learnt from this
interaction, it could have computed on its own after some T units of time have passed.
Passage of T units of time results in some new blocks being added to the blockchain. E.g.,
for ZK, our guarantee would mean that whatever the adversarial verifier could have learnt
from the given interaction today, it could have computed on its own tomorrow (once the
new blocks have been added to the blockchain). More precisely, to prove the ZK property,
we require the existence of a simulator who would be “capable of doing time travel”, get
information about the future blocks, and come up with an indistinguishable transcript. To
model this, our simulator will be a given as auxiliary input any valid continuation of the
current state of the blockchain for time T . We refer to such a simulator as T -time-traveling
simulator, and the resulting notion as T -time-traveling zero-knowledge. We remark that
T -time-traveling zero-knowledge coincides with the standard notion of zero-knowledge when
T = 0, and becomes weaker as T increases.
The above time-traveling zero-knowledge guarantee is almost as meaningful as the original
zero-knowledge guarantee as far as the “long-term knowledge” is concerned. As an example,
consider the GMW compiler [22] which uses ZK proofs of “honest behavior” to compile a
semi-honest secure computation protocol into one that achieves malicious security. Here the
witness consists of the private input and the randomness of a party. Hence, passage of T
units of time will not give the adversary any further advantage in gaining any knowledge
related to the witness. However if a statement is such that for some reason, its witness will
inherently be leaked tomorrow (e.g, a time-locked puzzle [36]), our ZK proofs could cause
this witness to be leaked to the adversary today (at least as far as the security proofs are
concerned). Our ideas can also be seen as being inspired by the construction of Dwork and
Naor [17] who used the opening of a timed commitment as the trapdoor witness in a Zap.
However, in contrast to their work which focuses on realizing the standard ZK definition, we
propose a new notion of security and justify it in the blockchain model. In Section 1.2, we
provide a detailed comparison of time-traveling simulation with other weakenings of standard
simulation including super-polynomial simulation and majority simulation.

1.1

Our Results

Zero-Knowledge with Time-traveling Simulators. First, we address the round-complexity
of zero-knowledge with time-traveling simulation. We show that there exists a simple threeround Zero-knowledge Argument with a strict polynomial time, black-box time-traveling
simulator. In the plain model, all of these properties are known to be impossible to achieve
using the standard zero-knowledge definition w.r.t. black-box simulation [21]. Even w.r.t.
non-black-box simulation, known three round zero-knowledge argument protocols require
novel cryptographic assumptions [12].
▶ Informal Theorem 1 (Zero-Knowledge (See Theorem 6)). Assuming existence of injective
one-way functions, there exists a three-round ZK argument for NP with a polynomial-time
black-box time-traveling simulator.
Looking ahead, we remark that zero-knowledge of our protocol is based on the assumption
that injective one-way functions exist. For soundness, we need to rely on a natural assumption
on the mining procedure of the underlying blockchain. Informally, we require that an adversary
controlling minority of the computational power cannot be too far ahead of the honest miners.
Specifically, such an adversary cannot compute k 2 blocks in time the honest miners compute
k blocks. We emphasize that if this assumption is violated, then the adversary controls
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majority of the computing power over the network. This means that the adversary can
effectively take over, e.g., the Bitcoin network. Our exact assumption is a variant of this
natural assumption for PoW-based blockchains and is described in Assumption 1.
Secure Two-Party Computation with Time-traveling Simulators. We also study the task
of secure two-party computation in the blockchain hybrid model. Intuitively, it allows two
mutually distrustful parties to compute a joint function over their secret inputs such that
neither party learns anything about other party’s input beyond what can be learnt already
by the function output. Secure computation is foundational task, and round-complexity is an
important measure of efficiency. We focus on building two-party protocols between a sender
and a receiver where only the receiver gets the output, but guarantee security against both a
malicious sender and a malicious receiver.
Our main result is a three-round protocol for any two-party functionality where we achieve
time-traveling simulation security for both parties.
▶ Informal Theorem 2 (2PC (See Theorem 9)). Assuming the existence non-interactive
statistically binding commitments, IND-CPA secure public-key encryption, EUF-CMA secure
public-key signatures, and two-round oblivious transfer, there exists a three-round two-party
protocol for any efficiently computable functionality that exhibits a time-traveling strict
polynomial-time black-box simulator against malicious adversaries.
As before, the security is based on standard cryptographic primitives and a natural assumption on the underlying mining procedure of the blockchain as described above (see Section 4.1
for a formal description). We note that three-round 2PC in the plain model was constructed
by [2] based on sub-exponential hardness of indistinguishability obfuscation but they achieve
standard simulation security only for adversaries with bounded non-uniformity. Further,
in the blockchain-hybrid model, [14] rule out even constant-round 2PC w.r.t. standard
simulation.
The core technical challenge in achieving simulation-security in three rounds is extracting
the input from an adversary. We develop a new two-round commitment scheme that satisfies a
weak form of extraction. Specifically, we show that for every cheating committer, there exists
a time-traveling extractor that can extract the value committed by the committer. We show
that such weak time-traveling extraction guarantees are sufficient to achieve time-traveling
simulation.

1.2

Relation of Time-traveling Simulation to Other Security Notions

Super-Polynomial Time Simulation. In super-polynomial simulation or angel-based security
models [32, 8], the simulator is given access to a specific form of super-polynomial computing
power. For example in [13], the simulator is given access to an “angel” which can break
the security of certain commitment schemes. While such power allows for obtaining strong
results by bypassing various impossibility results, a key downside is that it can be challenging
to argue that such a computing power does not break the security of honest parties (since
their security is computational and can potentially be broken using any super-polynomial
computation). Arguing the security of other protocols or even that of the ideal functionality
(in case the functionality is cryptographic in nature) is even more tricky.
Our simulator can be seen as having access to a very specific super polynomial time angel
which can instantaneously compute and provide future blocks on the blockchain. However
the key advantage is the guarantee that any security the angel breaks is limited to whatever
would anyway automatically be broken shortly in the future. This arguably makes our security
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guarantee stronger, and easier to understand and work with. For example, regardless of
which commitment scheme the parties use, the commitment to their input can never be
broken by our simulator.

Simulation with a Common Reference String. In the Common Reference String (CRS)
model, a trusted party publishes a CRS before the start of the protocol. In the blockchainhybrid model, the blockchain serves much the same purpose, by allowing parties to agree on
the blockchain state. Basing security on blockchains instead of a CRS makes use of existing
real-world infrastructure which is already trusted with securing hundreds of billions of dollars.
This pre-existing infrastructure does not need to be modified for every secure protocol we
wish to run using it, whereas the CRS format may change significantly from protocol to
protocol.
A second point of similarity is the extra power provided to the simulator. When formalizing
security using the real/ideal world paradigm, often this trusted party also provides the
simulator with some trapdoor information related to the CRS, or the simulator itself is able
to control the trusted party. This is similar to how a time-traveling simulator receives a
future state to aid in simulation. However, a time-traveling simulator does not have power
over the blockchain and is not able to “program” the common state. More compellingly,
whatever security our simulator breaks is limited to what would have anyway been broken
shortly into the future. During the natural course of the blockchain execution, every party
will eventually see a state which could have been used to simulate in the past.

Majority Simulation. Goyal and Goyal [24] proposed the notion of majority simulation for
protocols based on the blockchain. In it, the simulator controls all honest parties on the
blockchain, which is assumed to be the majority of parties. This notion is philosophically very
similar to honest majority simulation except that it borrows a pre-existing honest majority
setup (the blockchain). In contrast, time-traveling simulators control only a single party. In
fact, majority simulation seems strictly stronger than time travel simulation, because control
over all honest parties in the blockchain may allow computation of future states.
The ledger functionality in the majority simulation model must be local (or “private”) to
the protocol. This is because otherwise, a majority simulator for protocol Π1 who controls
the bulletin board can break the security of another protocol Π2 that uses the same bulletin
board. In contrast, we identify an achievable set of properties which allow multiple different
protocols to use a global ledger functionality at the same time under time-travel simulation
(see Section 2.2). Furthermore, the extent of “broken” security in time-travel simulation is
very limited: anything which is leaked the adversary would anyway have become automatically
public shortly into the future.

Time-Based Primitives. Dwork and Naor [17] proposed using the opening of a timed
commitment as the trapdoor witness in a Zap. Since time-based primitives open only with
significant computation effort (or with the help of the committer), the simulator needs
to put in quite a bit of computational resources. Equivalently, the proofs could reveal
information which can only be obtained by using high computation. This information
may not automatically be available in the future. On the other hand, in our model, any
information which the adversary learns is automatically available in the future (without the
adversary putting in large computational resources).
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2

Technical Overview

In Section 2.1, we introduce time-traveling simulators through the lens of zero-knowledge
and sketch our three round zero-knowledge argument construction. Then, in Section 2.2, we
discuss time-traveling simulators in the context of two-party computation and sketch our
three-round 2PC construction. Along the way, we highlight several technical issues specific
to simulating in the blockchain hybrid model and constructing time-traveling simulators
specifically. For simplicity of exposition, we assume all parties see the most recent Gledger
state here and address ephemeral consensus issues in the full version.

2.1

Time-Traveling Simulators for Zero-Knowledge

A zero-knowledge argument aims to prove the validity of an NP statement without revealing
anything about the witness other than what the verifier could have computed on its own.
Informally, this is realized by requiring a simulator which can simulate the view of the
adversary without having access to the witness. Slightly more formally, the adversary’s view
in the following two experiments should be computationally indistinguishable. In the real
experiment, the adversary interacts with the honest prover and any honest parties in the
blockchain. In the simulated experiment, the adversary interacts only with the simulator,
which acts as an interface between the adversary and the rest of the world.
Time-traveling simulation for zero-knowledge aims to capture the notion that the verifier
does not learn anything other than what it could have computed on its own after waiting
for some time. We formalize this using the same experiments as the standard definition
in the blockchain hybrid model, except that the simulator is additionally provided with a
future state of the blockchain (e.g. 24 hours into the future). Specifically, if the state of
the blockchain at the start of the protocol is stS , the simulator receives a state stF which is
recognized by blockchain’s chain validity predicate as a valid extension of stS by F blocks.
Since the blockchain will, if left alone, generate extensions of itself which are independent of
x or its witnesses, stF is effectively harmless and contains no information about the witness
beyond what is naturally leaked with the passage of time.
Dependence on Blockchains. Though it may be extended to other contexts, the notion
of time-traveling simulation pairs particularly well with blockchains. Blockchains give a
natural notion of time, since blocks are continually added to the chain. Furthermore, since
blockchains provide a method of checking whether new blocks are a valid extension of the
chain, what it means to be a future state can be quantified as an NP language. Finally,
blockchains provide the guarantee that an adversary cannot be too far ahead of the rest of
the blockchain (e.g. 24 hours worth of blocks). In contrast, a time-traveling simulator gets
a future state for free. This increased power difference allows us to overcome impossibility
results for standard simulation.
Three Round Zero-Knowledge. A variety of impossibility results are known for three
round zero-knowledge both in the plain model and the blockchain-hybrid model. Time-travel
simulation bypasses these impossibility results and gives rise to a remarkably simple three
round construction with a strict-polynomial-time blackbox time-traveling simulator. To
prove x ∈ L, the prover and verifier engage in a three round witness indistinguishable proof
of knowledge (WIPoK)1 for the statement “x ∈ L or I know a blockchain state F blocks
ahead of the current state stS ”.
1

Here we refer to a WIPoK construction for the plain model. The proof of knowledge property is more
complicated in the blockchain-hybrid model [14].
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Given the future state stF , the time-traveling simulator can easily compute the proof
using a witness for the latter half of the statement. Witness indistinguishability guarantees
that the adversarial verifier cannot distinguish between this and a proof using a real witness
for x.
Soundness. Despite how much time-travel simulation simplifies the simulation itself, soundness becomes more subtle. First off, note that such proofs can only be sound if it finishes
within an a-priori bounded time.2 To ensure soundness, we need to ensure that the adversarial
prover cannot produce an accepting proof using the trapdoor branch. We base this on the
assumption that no adversary can get F blocks ahead of the global
√ blockchain, even given
access to an oracle which computes a small number of blocks (e.g. F ) identically distributed
to those mined by honest miners. Intuitively, in order to break this assumption, the adversary
would need to compute k + F blocks in the time it takes the honest miners to compute k
blocks. This requires significantly more computational power than the honest miners have,
contradicting the PoW assumption that the adversary has less computational
√ power than
the honest miners [30, 18, 27, 19, 34]. Even given the ability to generate,
say,
F blocks for
√
free, the adversary would still need to mine the remaining F − F + k blocks on its own.3
This is formalized in Assumption 1.
Using this assumption, a natural approach to proving soundness is to rely on the oracle
in conjunction with the proof of knowledge property of the WIPoK to extract a witness for
the adversary’s proof. Then an adversarial prover which breaks soundness must be able to
produce a state F blocks ahead of the global blockchain, violating its security.
The WIPoK knowledge extraction works by rewinding the adversarial prover and replaying
messages to obtain two different accepting proofs with the same first message. A witness
can be efficiently computed from these. However, as observed by Choudhuri et. al. [14],
an adversary may attempt to maintain state across rewinding by posting messages on the
blockchain. Any extractor must therefore also rewind the blockchain in order to rewind the
adversary. The extractor can do this by using the oracle to compute an indistinguishable
fork of the blockchain (i.e. a private chain of blocks which differs from the global blockchain)
which it presents to the rewound adversarial prover.4 Using only a single rewinding, the
probability of getting two accepting transcripts from an adversarial prover which breaks
soundness is noticeable. Since two accepting transcripts define a witness, an adversarial
prover which breaks soundness can also violate the security of the blockchain.

2.2

Time-Traveling Simulators for Secure Two-Party Computation

In two-party secure computation, P1 and P2 compute a function f of their inputs x1 , x2
where P2 learns the f (x1 , x2 ) but nothing else, and P1 learns nothing. This is formalized
using the real/ideal world paradigm. In the real experiment, the adversary interacts directly
with the honest party and the blockchain in an execution of the protocol. In the ideal world,

2
3

4

If the prover is allowed to wait until F blocks are added then it immediately gets access to a trapdoor,
and can break soundness.
In blockchains such as Bitcoin where the difficulty parameter may vary, the adversary might attempt to
use the oracle to decrease the difficulty parameter. However, because the oracle’s blocks are identically
distributed to those mined by honest miners, the change in difficulty parameter will be identically
distributed to an execution where the adversary attempts to directly modify the blockchain’s difficulty
parameter.
Without the oracle, the adversary might attempt to use data in the blocks about who the miners are
(e.g. signatures) is to determine if is being rewound.
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the adversary interacts only with the simulator, which acts as an interface to the rest of the
world. In turn, the simulator interacts with the blockchain and a trusted third party which
reveals only the prescribed output. It is required that the joint distribution of the adversary’s
view and the honest party’s output (as given by the trusted third party) are computationally
indistinguishable across the two experiments. Time-traveling simulators additionally receive
a future state stF which is F blocks longer than the current blockchain state.
A unique property of the blockchain-hybrid model which will become relevant later on is
that a distinguisher might attempt to use the number of blocks mined during an execution
as side channel information to distinguish the two experiments. Since the simulator cannot
rewind the global blockchain, it cannot hide how long the simulation takes. Thus a good
simulator must be careful not to take more time than a real execution.
Extraction of Inputs. To guarantee security against malicious adversaries, which can
behave arbitrarily, the simulator must extract the adversaries input so it can force the
appropriate output. In the case of three round protocols, extracting an adversarial P2 ’s
input is particularly challenging for standard simulators, since P2 sends only a single message.
Current solutions rely on non-black-box simulation and only hold for adversaries with
bounded auxiliary input [2], or require a simulator which runs in super-polynomial time [6, 7].
Intriguingly, extracting an adversarial P1 ’s input also appears to be quite challenging in the
blockchain-hybrid model. As discussed previously, rewinding based extraction approaches
require computing an indistinguishable fork for each rewinding. Even assuming the simulator
could do so on its own, the number of rewindings required would blow up the running time
of the simulator. This makes the outputs of simulators based on such approaches quite easy
to distinguish.
Time-Traveling Extractors (Proposition 7). To solve the issue of timely knowledge extraction, we introduce time-traveling extractors. We design a two round commitment scheme
with a time-traveling knowledge extractor.5 Looking ahead, this will allow parties to commit
to their input without revealing any information about it (hiding), while also ensuring they
cannot change it later on (binding). A time-traveling extractor for a commitment scheme
intuitively shows that any committer will eventually “know” the value that they committed
to. Informally, we require the existence of an efficient extractor that, upon receiving a
state stF which is F blocks ahead of the current blockchain, produces both a commitment
transcript indistinguishable from a real execution as well as the value committed to in that
transcript. This concept naturally synergizes with time-travel simulation, which is our main
use case. A key point is that hiding must continue to hold even after the passage of any
(polynomial) amount of time.
To construct a two round commitment scheme with a time-traveling extractor, we start
from a two round Conditional Disclosure of Secrets (CDS) protocol. A CDS protocol is
associated with an NP relation RL for the language L and a statement x. In a CDS protocol
for a language L, one party P1 inputs a witness w, and the other party P2 inputs a secret. If
(x, w) ∈ RL , then P1 gets the secret as output. However, if x ∈
/ L, then P1 learns nothing
about the secret. Furthermore, P2 learns nothing about the witness input by P1 .
The commitment scheme proceeds as follows. The receiver sends a non-interactive
commitment comni to the committer and begins the 2 round CDS for the statement “comni
is a commitment to a future state of the blockchain”. To commit to a message m, the

5

This construction may be of independent interest.
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committer inputs m to the CDS as the secret. Additionally, to ensure binding, the committer
non-interactively commits to m and sends this to the receiver as well.
To extract the message m, time-traveling extractor can commit to the received stF in
comni and provide the witness to the CDS that comni is a commitment to a future state of
the blockchain. Then the CDS will output m to the extractor.
Hiding is more difficult to ensure. To do so, we need to guarantee that an adversarial
receiver cannot commit to a future state. If this is the case, then the CDS statement is
false, so an adversarial receiver can learn nothing about the CDS secret m. Similarly to
our zero-knowledge protocol’s soundness, making this guarantee seems to require some
form of extraction from comni . Goyal and Goyal [24] encounter a similar problem in their
construction of non-interactive zero-knowledge using majority simulation. We are able to
leverage their insights to extract from comni in a way which should not break the blockchain
- therefore, if comni contains a future state, the extractor would have produced a future state
in a short period of time, violating the security of the blockchain.
They construct such commitments by secret-sharing the message and encrypting the
shares under the public keys of parties which have recently mined blocks. This provides
hiding against adversaries with static corruptions. Then, given the secret keys of parties
which have recently mined blocks, it is straightforward to decrypt and recombine the shares
to recover the message. Since access to only a few extra secret keys should not provide
the computational power required to get significantly ahead of the global blockchain (see
Assumption 2), we are able to show that an adversary which breaks hiding also violates the
security of the blockchain.
Note that this extractor requires power which is denied to time-travel simulators. Specifically, time-travel simulators must make do with control over only a single party that has
minimal computational power compared to the other miners. As such they cannot gain access
to even a small number of other parties’ secret keys.6 However, this method of extraction is
sufficient to show hiding for our two round commitment.
Three Round Two-Party Secure Computation (Theorem 9). Given the tools we have
constructed so far, a natural approach to three round two-party secure computation is to
compile a two round semi-malicious two-party secure computation protocol (which can be
implemented using a garbled circuit and oblivious transfer) into the malicious setting. In
the first two rounds, P2 commits to its input using the two round commitment with a
time-traveling extractor. In the last two rounds, P1 also commits to its input using the
two round commitment with a time-traveling extractor. Additionally, the parties run the
semi-malicious protocol in the last two rounds. To ensure that P2 behaves honestly, in the
last two rounds the parties participate in a CDS protocol where P2 receives the third message
if and only if it inputs a witness to its honesty in the second round. To ensure that P1
behaves honestly, it proves its honesty using the three round zero-knowledge argument with
a time-traveling simulator. The zero-knowledge argument is run in parallel with everything.
The ideas behind simulation are simple, though we will discuss some subtleties later.
For time-travel simulation against a corrupted P2 , the simulator can use its future state
to extract P2 ’s input in round two. Then in round three, it uses the extracted input to
simulate the semi-malicious protocol and the future state to simulate the zero-knowledge
argument. The case for time-travel simulation against P1 is similar. Using the future state,

6

We assume that honest parties continue to maintain the semantic security of encryption under their
secret keys indefinitely.
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the simulator extracts P1 ’s input in round 3, then provides it to the trusted third party.
Otherwise, it behaves honestly using a fixed input (since P1 does not receive output, there is
no need to simulate the semi-malicious protocol).
Malleability. Unfortunately, relying on time-traveling simulators for security both against
malicious P1 and against malicious P2 introduces malleability issues. In round two, P2
commits to its input in com2 , which has a time-traveling extractor. In round three, P1
commits to its input in com3 , which also has a time-traveling extractor. When simulating
against a malicious P2∗ , we need to rely on the hiding of com3 while simultaneously extracting
P2∗ ’s input from com2 . This suggests that com3 ’s hiding needs to be “stronger” than com2 ’s
hiding (com3 >> com2 ).
To achieve this, we give an analogue of complexity leveraging for time-traveling simulators.
We assume that for times F1 << F2 (e.g. k and k 2 ), knowledge of a state stF1 which is F1
blocks ahead of the current blockchain does not allow the adversary to get F2 blocks ahead
of the blockchain (see Assumption 2). As in our previous assumption, the adversary would
still need to compute F2 − F1 + k blocks in the time the honest miners compute k blocks,
requiring the adversary to have much more computational power than the honest miners.
Complexity leveraging for time-traveling simulators can be applied to ensure com3 >>
com2 in much the same way that ordinary complexity leveraging can. We set the parameters
of com3 so that it has an F2 -time-traveling extractor but remains hiding against F1 -timetraveling receivers7 , and set the parameters of com2 so that it has an F1 -time-traveling
extractor. With this setting, a simulator against a malicious P2∗ can use stF1 to break com2
without disturbing com3 ’s hiding. Looking ahead, in our secure two-party computation
construction we will set up a hierarchy F1 << F2 << F3 , where messages in round one use
the parameter F1 , messages in round two use the parameter F2 , and messages in round three
use the parameter F3 .
When simulating against a malicious P1∗ , we have the opposite problem from before - we
need to rely on the hiding of com2 while simultaneously extracting from com3 . Combining this
with our previous requirement, we need both com3 >> com2 and com3 << com2 . However,
complexity leveraging for time-traveling simulators only allows hardness in one direction. To
break the circularity, we observe that the extractor for com2 requires knowledge of the future
state in round one, but com3 doesn’t start until round two. In other words, com2 ’s period of
vulnerability is over before com3 even begins! We formalize the idea of a limited period of
vulnerability using the following security game:
1. The adversary interacts with a challenger who commits in com2 to either m0 or m1 .
2. The distinguisher receives com2 and a future state stF which is F blocks ahead of the
blockchain. It wins if it can determine which message the challenger committed to.
If no efficient adversary/distinguisher pair can win this game with noticeable advantage,
we say com2 has hiding against a time-traveling distinguisher. To show hiding of com2 while
simultaneously extracting from com3 during simulation against a malicious P1∗ , we can reduce
to this property. At a high level, the reduction participates in the above security game,
then in step two uses stF to extract from a locally computed com3 before deciding which
message com2 contains. To show that com2 has this property, we rely on the security of the
underlying components in the plain model as well as the observation that the ledger (and
therefore knowledge of a future state) can be efficiently emulated in the plain model.
7

F1 time-traveling receivers which break hiding of com2 can be used to obtain an F2 future state (breaking
Assumption 2) using the same ideas we developed for showing hiding of the commitments.
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Two-Party Computation Construction. We summarize the final construction here. It
makes use of the following tools, where F1 << F2 << F3 .
A two round commitment com2 with a F1 -time-traveling extractor and hiding against
time-traveling distinguishers.
A two round commitment com3 with a F2 -time-traveling extractor and hiding against
time-traveling distinguishers.
A three round zero-knowledge argument with a F3 -time-traveling simulator.
A two round semi-malicious secure two-party computation protocol.
A two round conditional disclosure of secrets protocol.
In the first two rounds, P2 commits to its input in com2 . It also begins the semi-malicious
two-party computation protocol and the com3 , as well as provides a witness to its honest
behavior into the CDS. P1 completes the semi-malicious protocol and inputs the resulting
message into the CDS as the secret. Additionally it commits to its input in com3 during
the third round and proves its honesty using the zero-knowledge argument, which is run in
parallel with everything.

3

Related Work

Zero-knowledge. Round-complexity of zero-knowledge protocols is a fundamental measure
of efficiency, and a heavily research topic in the plain model. In fact, in the plain model,
we can construct four-round zero-knowledge protocols with black-box expected polynomialtime simulators assuming only one-way functions [9].8 This result is tight w.r.t. blackbox simulation [21], and known three-round zero-knowledge protocols with non-black-box
simulation require novel cryptographic assumptions [12].
In the blockchain-hybrid model, the complexity of zero-knowledge was only recently
considered by Choudhari et al. [14]. Quite surprisingly, they show that constant-round
zero-knowledge protocols are impossible in the blockchain-hybrid model even for expected
polynomial-time black-box simulators. Although they give a super-constant round protocol
assuming one-way functions, their lower-bound hints that low-interaction protocols are quite
hard to come by in the blockchain hybrid model unless simulator is given more power.
In another work, Goyal and Goyal [24] present a significant strengthening of simulator’s
power that allows to achieve non-interactive zero-knowledge. In particular, in their notion
of simulation the simulator is given control of all honest miners in the blockchain protocol.
Although non-trivial, we believe such a notion of honest-majority simulation as described
in [24] to be quite weak.
Secure Two-Party Computation. The round complexity of secure two-party computation
is another vibrant area of research. In the plain model, we can construct four-round
secure two-party computation protocols (where a single party receives output) with blackbox expected-polynomial-time simulators, though three-round protocols with respect to
black-box simulation do not exist [26]. Known three-round protocols with non-black-box
simulation hold only against adversaries with bounded non-uniformity [2]. Furthermore, in
the blockchain-hybrid model, [14] rule out even constant-round protocols w.r.t. standard
black-box simulation.

8

A simulator is black-box if it only makes uses of the underlying malicious verifier as a black-box.
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A variety of works have achieved protocols with less than four rounds by considering
relaxed security notions such as the common reference string model [25, 1] and superpolynomial time simulation [32, 7, 6].

4

Blockchain Modeling and Assumptions

In a blockchain protocol, mutually distrustful parties attempt to maintain and agree upon a
global append-only ledger. The ledger consists of an ordered set of blocks which each contain
some data. New blocks can only be added by using a special mining procedure which any
party (called a miner) can run. Currently, two broad categories of mining procedures exist:
Proof of Work (PoW) and Proof of Stake (PoS). In this work, we primarily consider PoW
instantiations, though it may be possible to extend our ideas to PoS instantiations.
As in previous work [14, 28, 4], we model the blockchain as a global ledger Gledger which
internally keeps track of the agreed-upon sequence of blocks. Parties may interact with the
ledger via one of the queries specified by the ledger functionality.
We present a shorter, more informal version of our blockchain model here. For the formal
version, see the full version.
Gledger maintains an internal state st consisting of blocks submitted by miners (not all
submitted blocks are incorporated into st).
Every party sees some prefix of st. Honest parties’ local views are at most windowSize
blocks behind st at any time.
Blocks consist of messages submitted to the blockchain by any party, along with some
information chosen by the miner submitting the block. The miner chooses which messages
to incorporate into the block (though this block is not guaranteed to be incorporated
into st).
The blockchain implementing Gledger is associated with a predicate isvalidchain(st1 , st2 )
which decides whether st2 is a valid extension of st1 . For example, in Bitcoin this consists of
verifying that st1 is a prefix of st2 and that all later blocks have an accepting proof of work
with respect to the previous blocks. We overload this notation as isvalidchain(st1 , st2 , k)
to also check that st2 is at least k blocks longer than st1 (i.e. |st2 | − |st1 | ≥ k).
Define Dfut (T, F ) to be the distribution over the future states of the blockchain with length
T+F, where the current state is Gledger ’s state at time T. Concretely, the distribution is
over the random coins of the miners and parties submitting messages to the blockchain.
Every state stF drawn from Dfut (T, F ) satisfies isvalidchain(Gledger .st, stF , F ) = 1.
Simulation in the Gledger -Hybrid Model. We consider simulators with the same power as
other parties while accessing Gledger , with the exception of being given a future state. Unlike
the setting considered in [24, 15], the simulator does not have full control over the blockchain
and cannot “rewind” it by discarding and re-creating blocks. It also cannot quickly compute
future states beyond what it was given (see Assumption 2).
The simulator acts as an interface between any parties (e.g. the adversary) it runs
internal to itself and Gledger . It can therefore choose which messages to deliver. Note that the
adversary may attempt to post messages to Gledger as well as base its behavior on its view of
Gledger .
Since the protocols we construct begin at a specified time (in terms of the number of
blocks in Gledger ’s state), the simulator begins at the same time. Without loss of generality, it
knows the pointers of all parties at this time. Observe that for every adversary which exists
before the protocol, there is another adversary which produces an identical ledger state and
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tracks the pointers of all parties, by forwarding and tracking messages between the original
and Gledger . Since the simulator inherits the state of the adversary upon starting, it also
inherits the pointers of all parties at this time.

4.1

Complexity of Blockchain Mining

First, let us introduce some notation. We use Gledger .st denotes the current state of the Gledger ,
and it is a sequence (B1 , B2 , . . . , ) of blocks where each Bi contains some m, a proof-of-work
π and we also assume the block contains the public-key of the miner who mined the block. 9
We denote by |Gledger .st| the number of blocks in the Gledger , and use the shorthand Gledger .size
to refer to |Gledger .st|. For any natural number i ≤ Gledger .size, we denote by Gledger .st[: i] as the
state of the Gledger including only the first i blocks. Finally, we have a predicate isledgerstate
that takes a candidate state st as input, and outputs 1 iff there exists i ≤ Gledger .size such
that Gledger .st[: i] = st. By EXECGledger (Z, A, 1λ ) be the random variable denoting an execution
of the Gledger with the environment Z and some adversary A on security parameter λ. We let
(st, z, y) ←$ EXECGledger (Z, A, 1λ ) denote the random process of running an execution of Gledger
with (Z, A) until A outputs y where st is the current state of Gledger and z is output of Z.
Hardness Assumptions. In this section, we describe the specific hardness we require from the
underlying mining procedure. For this, first consider the following relation RGledger = {Rλ }λ
containing pairs defined by Gledger functionality.


isledgerstate(sts ) = 1, T ∈ N,
Gledger
Rλ
= ((sts , T ), stf ) :
.
(1)
isvalidchain(sts , stf , T )
Intuitively, we want to capture that any adversary, performing bounded number of
operations, cannot compute F blocks by the time k << F blocks are added to Gledger by the
honest miners. We refer to this as (k, F )-security of Gledger , and in Definition 1 we formalize
the notion of what it means for an adversary performing t operations to break (k, F )-security
of Gledger . To allow the adversary to choose the starting state, we consider a two-stage
adversary A = (A0 , A1 ) where A0 is arbitrary PPT and participates in an execution of Gledger
(with the honest miners) to arrive at a starting state sts , and A1 is supposed to find an
extension of sts by F blocks, by the time k blocks are added to Gledger . We overload notation
of EXEC by giving it an fourth parameter k which it uses to terminate the execution if k
additional blocks are added.
▶ Definition 1. We say that A = (A0 , A1 ) t-breaks the (k, F )-security of Gledger if there exists
some non-negligible function ϵ such that for all λ ∈ N

Pr ((sts , F ), stf ) ∈ R :

(sts , z, a) ←$ EXECGledger (Z, A0 , 1λ )
(sti , z ′ , stf ) ←$ EXECGledger ,Oblockify (Z(z), A1 (sts ), 1λ , k(λ))


≥ ϵ(λ)
(2)

where A0 is arbitrary PPT, and A1 performs at most t(λ) operations and makes at most k
queries to Oblockify , where Oblockify takes as input a block B and a message m, and outputs a
new block B ′ that contains message m such that isvalidchain(B, B ′ ) = 1, and R is as defined
in Equation (1).
9

We believe our ideas can also be applied to proof-of-stake blockchains, though we only provide formalization for proof-of-work blockchains.
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▶ Assumption 1. For all polynomially bounded functions k, t, there exists some polynomially
bounded function F such that no PPT adversary A = (A0 , A1 ) t-breaks the (k, F )-security of
Gledger (as per Definition 1.
▶ Remark 2. Intuitively, t represents the number of mining operations that an adversary can
perform in the time it takes the honest miners to mine k blocks. For the adversary to be able
to produce F > k blocks (e.g. F = k 2 or even ck, for large enough constant c) in this time, t
should be significantly larger than the honest mining power. This would violate the PoW
assumption that the adversary controls less mining power than the honest miners. Even
given access to an oracle which mines up to k blocks for free (either in the past or currently),
the computational requirement on the adversary does not change too much. The adversary
would still need to mine the remaining F − k blocks on its own. Since the oracle creates
blocks according to the same distribution that honest parties would have, the adversary also
cannot use it to decrease the difficulty parameter from what it would have been in a real
execution, meaning the work it needs to do for each block does not change.
In fact, for some of security proofs, we will require a stronger notion of security from
Gledger . Specifically, we want it to be computationally hard for A1 to compute a state F
blocks ahead even if its given as auxiliary information (a) some F ′ << F future blocks, and
(b) secret-keys of the most recent miners. As before, we first formalize what it means for
such an A1 to break the security of Gledger , and next state the exact assumption which we
conjecture to hold for PoW-based blockchains, e.g., Bitcoin.
Let t, ℓ, F ′ , k, F : N → N be polynomially bounded functions.
▶ Definition 3. We say that A = (A0 , A1 ) (t, ℓ, F ′ )-breaks the (k, F )-security of Gledger if
there exists some non-negligible function ϵ such that for all λ ∈ N




(sts , z, a) ←$ EXECGledger (Z, A0 , 1λ )
 ≥ ϵ(λ)
sti ←$ S(sts , F ′ (λ))
Pr ((sts , F ), stf ) ∈ R :
⃗ ℓ ), 1λ , k(λ))
(stj , a′ , stf ) ←$ EXECGledger ,Oblockify (Z(z), A1 (sts , sti , sk
(3)

where A0 is arbitrary PPT, A1 performs at most t(λ) operations and makes at most k queries
to Oblockify , where Oblockify takes as input a block B and a message m then outputs a new
block B ′ which contains message m such that isvalidchain(B, B ′ ) = 1, S on input a starting
state sts outputs an intermediate future state state sti such that isvalidchain(sts , sti , F ′ ) = 1
⃗ ℓ are the secret-keys of the miners mining the last ℓ blocks in sts .
and sk
▶ Assumption 2. For all polynomially bounded functions k, t, ℓ, F ′ , there exists polynomially
bounded functions F such that no PPT adversary A = (A0 , A1 ) (t, ℓ, F ′ )-breaks the (k, F )security of Gledger (as per Definition 3).
Although Assumption 2 is a strengthening of Assumption 1 we believe, especially in the
context of bitcoin, that having access to the secret-keys of the miners and/or some of the
future states doesn’t make computing states much further in the future any easier. For PoW
blockchains such as Bitcoin, having the private keys of recent miners does not make the
computational puzzle (based on hashing) any easier to solve. Knowledge of the future state
can be seen as a special case of the oracle provided in Assumption 1.
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Time-Traveling Simulator Definition for Zero Knowledge

We include the formal definition of time-traveling simulators for zero knowledge here. Due
to space constraints, we omit the definitions of time-traveling simulators for two-party
computation and arguments of time-traveling knowledge. These can be found in the full
version.
The security parameter is λ. We denote cryptographic indistinguishability by ≈c .
Though our definitions specify the circuit class for sake of generality, in this work we only
consider adversaries which are unable to break the security of the blockchain. Distinguishers,
however, are allowed to be arbitrary PPT machines.
Blockchain Awareness. Unless otherwise specified, we consider adversaries which have
access to the global functionality Gledger . For indistinguishability of two distributions, this
means the distinguisher also has access to Gledger as soon as the samples are generated. One
consequence of this is that the distinguisher can check the time an interaction ends as well as
wait for future states to become available before attempting to distinguish. Additionally, this
means that the distinguisher can immediately distinguish any view generated by a simulator
using a privately initialized Gledger from the real execution by checking the state of the global
Gledger .
Many of our protocol definitions require some quantification of the time an execution
is started, with respect to Gledger . We denote that an execution of an algorithm or protocol
Π is started when the internally held state of Gledger has T blocks (“time T ”) by ΠT . The
algorithm may not be aware of the actual state or time of Gledger .
Similar to [24], we only consider statically corrupting adversaries, though the blockchain
may be secure against adaptive corruptions. We believe our assumptions and results also
hold against adaptive corruptions with erasures. Achieving our results against adaptively
corrupting adversaries without erasures is an interesting open question.
For interactive algorithms P1 , P2 , we denote by outP1 (P1 (x), P2 (y)) the output of P1 in
an interaction with P2 where P1 has input x and P2 has input y. The corresponding view is
denoted by viewP1 (P1 (x), P2 (y)).
▶ Definition 4 (Argument Systems). Let C be a circuit class. An interactive protocol (P, V )
is a C-argument system for a language L with NP relation RL if it satisfies the following
properties:
Completeness: For every (x, w) ∈ RL ,


P r outV (P (1λ , x, w), V (1λ , x)) = 1 = 1
C-Soundness: For every x ∈
/ L and every adversary P ∗ ∈ C,


P r outV (P ∗ (1λ , x), V (1λ , x)) = 1 = negl(n)
This definition is in the plain model. If these properties hold in the Gledger -hybrid model
and (P, V ) may require interaction with Gledger , then we call (P, V ) a blockchain-aware
argument system. If soundness holds against unbounded provers, (P, V ) is called a proof
system.
A time-traveling simulator is given a randomly sampled future state of the blockchain
and must produce an indistinguishable transcript from the real-world protocol.
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▶ Definition 5 (Zero Knowledge with Time-Travel Simulation). Let C be a circuit class.
An argument system (P, V ) for a language L is C-Zero Knowledge with an F-TimeTraveling Simulator if there is a PPT algorithm Sim such that for all adversaries V ∗ ∈ C,
every (x, w) ∈ RL , and all times T , the following holds in the Gledger -hybrid model:
{viewV ∗ (PT (1λ , x, w), VT∗ (1λ , x))} ≈c {SimT (1λ , x, stF ) : stF ←$ Dfut (T, F )}

6

Theorems

▶ Theorem 6. Let k be an upper-bound on the numbers of blocks added in an honest execution
of ⟨P, V ⟩. Let t, F be polynomially bounded function such that no PPT A 3t-breaks the (k, F )security of Gledger (as per Definition 1). Further, assuming the witness-indistinguishability
of WIPOK, there exists a 3-round argument in the Gledger model where soundness holds
against cheating prover P ∗ performing t operations and (F + 2windowSize)-time-traveling
zero-knowledge holds against all PPT V ∗ .
In order to transform this construction into an argument of time-traveling knowledge,
we construct a two-round statistically binding commitment scheme with a time-traveling
extractor.
▶ Proposition 7. Assume the existence of a public key integrated encryption-signature
scheme, a Conditional Disclosure of Secrets protocol, a non-interactive statistically-binding
commitment scheme, a threshold secret-sharing scheme, a public-key integrated encryptionsignature scheme, and that Gledger has (β, ℓ)-chain-quality. Let t, F ′ be polynomially bounded
functions as in Assumption 2 and let Ct,F ′ be the class of adversaries which receives an
F ′ -future state and performs at most t(λ) operations.
Assuming that no PPT adversary (2t, ℓ + 2windowSize, F ′ )-breaks the (1, F )-security of
Gledger (Assumption 2), there exists a statistically binding commitment scheme in the Gledger hybrid model with Ct,F ′ -hiding against time-traveling distinguishers. Furthermore, it has an
(F + 2windowSize)-time-traveling extractor against time-traveling distinguishers.
The commitment scheme has hiding against an interactive receiver with an a-priori
bounded polynomial computational power. We emphasize that the restriction on computation
power only applies to the generation of the transcript - once the transcript is complete, it
remains hiding even against arbitrary computationally efficient distinguishers.
▶ Proposition 8. Let k be an upper-bound on the numbers of blocks added in an honest
execution of ⟨P, V ⟩. Let t, ℓ, F ′ , F be polynomially bounded functions such that no PPT A
(2t, ℓ, F ′ )-breaks the (k, F )-security of Gledger (as per Definition 3). Assume the existence of a
statistically-binding commitment scheme with hiding against all PPT receivers which perform
at most t(λ) operations and that it has an F ′ -time-traveling extractor.
Then there exists a 3-round argument in the Gledger model such that (F + 2windowSize)time-traveling zero-knowledge holds against all PPT verifiers which perform at most t(λ)
operations. Furthermore, it has an F ′ -time-traveling extractor against every cheating prover
P ∗ performing at most t(λ) operations.
For our secure two-party computation protocol, we use the following building blocks.
See the full version for constructions and definitions of time-traveling knowledge extractors
and hiding against time-traveling distinguishers. In the following, we have a hierarchy of
polynomially bounded function F1 < F2 < F3 .
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1. three round delayed-input ZKAoK LleP, V ⟩ such that
a. F3 -time-traveling simulator for ZK,
b. F2 -time-traveling knowledge-extractor for cheating provers doing t operations.
2. two round commitment scheme (com, Rec, Open) which has
a. Hiding against (R∗ , D∗ ) where R∗ performs t operations and D∗ is F2 -time-traveling
distinguisher.
b. An F1 -time-traveling extractor which produces transcripts indistinguishable to F3 time-traveling distinguishers.
3. Standard cryptographic tools: a two round oblivious transfer protocol OT = (OT1 , OT2 ),
two round conditional disclosure of secret protocol CDS = (CDS1 , CDS2 ), garbled circuit
GC = (Garble, Eval), a PRF family F , a statistically binding non-interactive commitment
mathsf SBCom.
The time-traveling building blocks can be constructed using standard cryptographic tools
and our blockchain assumptions.
▶ Theorem 9. Assuming the building blocks with appropriate security as described above,
there exists a two-party protocol Π that securely computes any 2-party functionality f with
F3 -time-traveling simulation.
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1

Introduction

Consider the problem of making predictions about the prognoses of patients with an infectious
disease at the early stages of a pandemic. To be able to guide the allocation of medical
interventions, we may want to predict, from each patient’s observable features x, things such
as the expected severity of the disease y in two days’ time. And since we will be using these
predictions to allocate scarce resources, we will want to be able to quantify the uncertainty
of our predictions: perhaps by providing estimates of the variance of outcomes, or perhaps
by providing prediction intervals at a desired level of confidence.
This is an online problem because we must start making predictions before we have much
data, and the predictions are needed immediately upon the arrival of a patient. It is also a
problem in which the environment is rapidly changing: the distribution of patients changes
as the disease spreads through different populations, and the conditional distribution on
outcomes given features changes as we learn how to better treat the disease.
How can we approach this problem? The conformal prediction literature [10] aims to
equip arbitrary regression and classification procedures for making point predictions with
prediction intervals that contain the true label with (say) 95% probability. But for the
application in our example, conformal prediction has two well-known shortcomings:

Marginal Guarantees
Conformal prediction only promises marginal prediction intervals: in other words, it provides guarantees that (e.g.) 95% of the prediction intervals produced over a sequence of
predictions cover their labels. But these guarantees are averages over what are typically
large, heterogeneous populations, and therefore provide little guidance for making decisions
about individuals. For example, it would be entirely consistent with the guarantee of a 95%
marginal prediction interval [ℓt , ut ] if for individuals from some demographic group G making
up less than 5% of the population, their labels yt fall outside of [ℓt , ut ] 100% of the time.1
One could run many parallel algorithms for different demographic groups Gi , but then there
would be no clear way to interpret the many different predictions one would receive for an
individual belonging to several demographic groups at once (x ∈ Gi for multiple groups
Gi ); for example, prediction intervals corresponding to different demographic groups could
be disjoint. To see that marginal guarantees on their own are extremely weak, consider a
batch (distributional) setting in which labelled points are drawn from a fixed distribution
D: (x, y) ∼ D. Then we could provide valid 95% marginal prediction intervals by entirely
ignoring the features and giving a fixed prediction interval of [ℓ, u] for every point, where
[ℓ, u] is such that Pr(x,y)∼D [y ̸∈ [ℓ, u]] = 0.05.

Distributional Assumptions
The conformal prediction literature almost exclusively assumes that the data is drawn from
an exchangeable distribution (for example, i.i.d. data satisfies this property), and does not
offer any guarantees when the data can quickly change in unanticipated or adversarial ways.
In this paper we give techniques for dealing with both of these problems (and similar
issues that arise for the problem of predicting label means and higher moments) by drawing
on ideas from the literature on calibration [1, 2]. Calibration is similar to conformal prediction

1

Even more insidious reversals, albeit not in the context of conformal prediction, have been observed on
real world data – see the Wikipedia entry for Simpson’s paradox (https://en.wikipedia.org/wiki/
Simpson%27s_paradox) for several examples.
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in that it aims to give point estimates in nonparametric settings that satisfy marginal rather
than conditional guarantees (i.e. that agree with the true distribution as averaged over the
data rather than conditioned on the features of a particular data point). But calibration
is concerned with predicting label expectations, rather than giving prediction intervals.
Informally speaking, calibrated predictions satisfy that when averaging over all days when
the prediction was (approximately) p, the realized labels average to (approximately) p, for
all p. Note that in a distributional setting, if a learner truly was predicting the conditional
label expectations conditional on features px = E(x,y)∼D [y|x], then the forecasts would be
calibrated – but just as with marginal prediction intervals, calibration on its own is a very
weak condition in a distributional setting. For example, a learner could achieve calibration
simply by making a single, constant prediction of p = E(x,y)∼D [y] for every point, and so
calibrated predictions need not convey much information. Thus, just like the conformal
prediction literature, the calibration literature is primarily focused on the online prediction
setting. But from early on, the calibration literature has focused on the adversarial setting
in which no distributional assumptions need to be made at all [2, 3, 9].
Calibration also suffers from the weaknesses that come with marginal guarantees: namely
that calibrated predictions may have little to do with the conditional label expectations for
members of structured sub-populations. [5] proposed an elegant solution to this problem
in the batch setting, when predicting expectations, which they termed “multicalibration”.
Informally speaking, a guarantee of multicalibration is parametrized by a large collection of
potentially intersecting subsets of the feature space G (corresponding e.g. to demographic
groups or other categories relevant for the prediction task at hand). Multicalibration asks for
predictions that are calibrated not only over the full distribution P, but also simultaneously
over each of the induced distributions obtained by conditioning on membership in a set G ∈ G.
Moreover, [5] showed how to obtain multicalibrated estimators in the batch, distributional
setting with sample complexity that depends only logarithmically on |G|. [6] showed how
to extend the notion of (multi)calibration from expectations to variances and other higher
moments – and derived algorithms for obtaining such estimates in the batch setting.

1.1

Our Results and Techniques

In this paper, we give a general method for obtaining different kinds of “multivalid” predictions
in an online, adversarial setting. This includes mean estimates that satisfy the notion of mean
multicalibration from [5], moment estimates that satisfy the notion of mean-conditioned
moment multicalibration from [6], and prediction intervals which satisfy a new notion of
multivalidity, defined in this paper. The latter asks for tight marginal prediction intervals,
which are simultaneously valid over each demographic group G ∈ G. We give a formal
definition in Section 2 (and review the definition of mean multicalibration), but informally,
multivalidity for prediction intervals asks, given a target coverage probability 1 − δ, that for
each group G ∈ G there be roughly a (1 − δ)-fraction of points (xt , yt ) with xt ∈ G whose
label is contained within the predicted interval (yt ∈ [ℓt , ut )). In fact, we ask for the stronger
calibration-like guarantee, that these marginal coverage guarantees hold even conditional
on the prediction interval, which (among other things) rules out the trivial solution that
predicts the full interval with probability 1 − δ and an empty interval with probability δ.
Due to space limitations, below we only focus on means and prediction intervals and defer
the discussion of multicalibrated mean-moment predictions to the full version of this paper.
Because our algorithms handle adversarially selected examples, they can equally well be
used to augment arbitrary point prediction procedures which give predictions ft (xt ) = ŷt ,
independently of how they are trained: We can simply feed our algorithms for multivalid
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predictions with the residuals ŷt −yt . For example, we can get variance estimates or prediction
intervals for the residuals to endow the predictions of ft with uncertainty estimates. Endowing
point predictors with prediction intervals in this way provides an alternative to conformal
prediction that gives stronger-than-marginal (multivalid) guarantees, under much weaker
assumptions (adversarially chosen examples). In general, for each of our techniques, if we
instantiate them with the trivial group structure (i.e. one group, containing all points),
then we recover standard (or slightly stronger) marginal guarantees: i.e. simple calibrated
predictions and simple marginal prediction intervals.2 But as we enrich our collection of
sets G, our guarantees become correspondingly stronger.

The General Strategy
We derive our online algorithms using a general strategy that dates back to [3], who used it
to give online algorithms for the problem of simple calibration in a setting without features. 3
In our context, the general strategy proceeds as follows:
1. Define a surrogate loss function, such that if the surrogate loss is small at the end of T
rounds, then the learner’s predictions satisfy our chosen notion of multivalidity over the
empirical distribution of the history of the interaction.
2. For each round t, argue that if the learner knew the adversary’s chosen distribution over
labeled examples, she would be able to make a prediction guaranteeing a small expected
increase in the surrogate loss function at that round. This step is often straightforward,
because once we fix a known data distribution D, “true distributional quantities” (such as
conditional label expectations, conditional label variances, and conditional label quantiles)
generally satisfy our corresponding multivalidity desideratum by design.
3. Appeal to the minimax theorem to conclude that there must therefore exist a randomized
prediction strategy for the learner that guarantees that the expected increase in the
surrogate loss function is small for any choice of the adversary.
Recently, this general strategy has been distilled and generalized in the followup work [8],
where it is in particular also shown to recover various classic no-regret results and Blackwell
approachability guarantees.
On its own, carrying out this strategy for a particular notion of multivalidity only shows
the existence of a multivalid algorithm in the presence of an adversary. To implement this
strategy efficiently, we thus also have to demonstrate how to compute at each round the
equilibrium strategy whose existence is shown in Step 3 above.
We instantiate this general strategy in Section 4 for the case of mean multicalibration,
which also serves as a template for our derivation and analysis of algorithms for prediction
interval multivalidity in Section 5. The framework of our analysis is the same in each case,
but the details differ: to carry out Step 2, we must bound the value of a different game, and
to carry out Step 3, we must solve for the equilibrium of a different game. In each case, we
obtain efficient online algorithms for obtaining high probability
p α-approximate multivalidity
bounds (of different flavors), with α scaling roughly as α ≈ log |G|/T , over interactions of
length T ; see Sections 4.1 and 5.1 for exact theorem statements. In all cases, our algorithms

2

3

In fact, even with the trivial group structure, our guarantees (with appropriately set parameters)
remain stronger than marginal coverage. This is because our prediction intervals remain valid even
conditioning on the prediction that we made. For example, a prediction interval [ℓ, u) is valid not
just as averaged over all rounds, but also as averaged over those rounds t when we made that specific
prediction: [ℓt , ut ) = [ℓ, u).
See also the argument by Sergiu Hart, communicated in [2] and detailed in [4].
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have per-round runtime that is linear in |G|, and polynomial in the other parameters of
the problem. In fact, both our run-time and our convergence bounds can be improved if
each individual appears in only a bounded number of groups. Our algorithms can at each
step t be implemented in time linear in the number of groups G ∈ G that contain the current
example xt . This is linear in |G| in the worst case, but can be substantially smaller. Similarly,
we show in the full version of this paper that if each individual appears in at most d groups,
then the log |G| term in our convergence bounds can be replaced with log(d), which gives
informative bounds even if G is infinitely large. Without assumptions of this sort, runtime
polynomial in |G| (rather than logarithmic in |G|, as our convergence bounds are) is necessary
in the worst case, even for mean multicalibration in the offline setting, as shown by [5].
Adapting the original approach of [3] runs into several obstacles, stemming from the fact
that the action space of both the learner and the adversary and the number of constraints
defining our calibration desideratum are both much larger in our setting. Consider the case
of mean prediction – in which the goal is to obtain calibrated predictions. In the featureless
setting studied by [3], the action space for the learner corresponds to a discretization of the
real unit interval [0, 1], and the action space of the adversary is binary. In our setting, in
which data points are endowed with features from a large feature space X , the learner’s
action space corresponds to the set of all functions mapping X to [0, 1], and the adversary’s
action space corresponds to the set of all labelled examples X × [0, 1]. Similarly, for simple
calibration, the number of constraints is equal to the chosen discretization granularity of the
unit interval [0, 1], whereas in our case, the number of constraints also grows linearly with
|G|, the number of groups over which we want to be able to promise guarantees.

Convergence Rates and Sample Complexity
The surrogate loss function used by [3] bounds the ℓ2 calibration error – i.e. the average
squared violation of all of the constraints used to define calibration. Because all of the
notions of multivalidity that we consider consist of a set of constraints of size scaling linearly
with |G|, if we attempted to bound the ℓ2 violation of our multivalidity constraints, we would
necessarily obtain convergence bounds that are polynomial in |G|. Instead we use a different
surrogate loss function – a sign-symmetrized version of an exponential soft-max – that can
be used to bound the ℓ∞ violation of our multivalidity constraints, and allows us to obtain
bounds that scale only logarithmically with |G|. We note that ℓ∞ violation is consistent
with how the existing literature on batch multicalibration [5] has quantified approximation
guarantees. In fact, by using standard online-to-offline reductions, we are able to derive 4
new, optimal sample complexity bounds for mean and moment multicalibration for the batch
distributional setting that improve on the sample complexity bounds given in [5, 6]. When
applied to the batch setting, our online algorithms take only a single pass through the data,
and avoid issues related to adaptive data reuse that complicated previous batch algorithms. 5

Computation of Equilibrium Strategies
To compute equilibria of the large action space games we define, we do not attempt to
directly compute or represent the function that we use at each round t to map features to
labels. Instead, we represent this function implicitly by “lazily” solving a smaller equilibrium

4
5

See the full version of this paper.
However, unlike previous batch algorithms which make deterministic predictions, the batch algorithm
that we obtain through this reduction makes randomized predictions.
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computation problem only after we have observed the adversary’s choice of feature vector
x (but before we have observed the label y) to compute a distribution over predictions.
We show that this computation is tractable in each of our settings. In the case of mean
multicalibration, we are able to analytically derive a simple algorithm for sampling from an
(approximate) equilibrium strategy, presented in Section 4.2.
On the other hand, for prediction interval multivalidity, we show in Section 5.2 that
the equilibrium computation problem can be cast as a linear program. Naively, this linear
program has infinitely many constraints, but we show that it can ultimately be represented
using finitely many constraints and has an efficient separation oracle, allowing to solve it in
polynomial time via the Ellipsoid algorithm.

Advantages of Conformal Prediction
We have thus far emphasized the advantages that our techniques have over conformal
prediction – but we also want to highlight the strengths of conformal prediction relative to our
work, and directions for future improvement. Conformal prediction aims to obtain marginal
coverage with respect to some (unknown) underlying distribution. Under the distributional
assumption, it is able to obtain coverage (over the randomness of the distribution) at a rate
of 1 − δ + O(1/T ) [7]. In contrast, in our setting, there is no underlying distribution. We
therefore give guarantees on empirical coverage – i.e the fraction of realized labels that√are
covered by our predicted intervals. As a result, our coverage bounds necessarily have O(1/ T )
error terms. We note that conformal
prediction methods also obtain empirical coverage
√
on the order of 1 − δ ± O(1/ T ), as our methods do [7]. Conformal prediction methods
naturally give one sided coverage error on the distribution (i.e. the coverage probability
is always ≥ 1 − δ), whereas our empirical coverage error is two-sided. We note that there
is a simple but inelegant way to use our techniques to obtain one sided coverage: run our
algorithms with coverage parameter 1 − δ ′ = 1 − δ/2, and predict6 trivial coverage intervals
until our error bounds are ≤ δ/2. Techniques from the conformal prediction literature also
can be applied to very general label domains Y, and can be used to produce very general
kinds of prediction sets. In our paper, we restrict attention to real-valued labels Y = [0, 1]
and prediction intervals. We believe that there are no fundamental obstacles to generalizing
our techniques to other label domains and prediction sets, making it an interesting direction
for future work. Finally, the conformal prediction literature has developed a number of
very simple, practical techniques. In this paper, we give polynomial time algorithms, of
varying complexity. Our algorithm for mean multicalibration in Section 4 is very simple to
implement, but our algorithm for multivalid interval prediction in Section 5 requires solving
a linear program with a separation oracle. Thus, another important direction for future work
is reducing the complexity of our techniques and doing empirical evaluations.

2
2.1

Preliminaries
Notation

We let X denote a feature domain and Y = [0, 1] a label domain. We write G ⊆ 2X to denote
a collection of subsets of X . Given any x ∈ X , we write G(x) for the set of groups that
contain x, i.e. G(x) = {G ∈ G : x ∈ G}. For any positive integer T , we write [T ] = {1, . . . , T }.
In general, we denote random variables with tildes (e.g. X̃, Ỹ ) to distinguish them from
their realizations (denoted e.g. X, Y ). Given a finite set A, we write ∆A for the probability
simplex over the elements in A.
6

Restarting periodically with δ ′ closer to δ if we want to asymptotically converge to exact coverage.
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Online Prediction

Online (contextual) prediction proceeds in rounds indexed by t ∈ [T ], for a given finite
horizon T . In each round t, an interaction between a learner and an adversary proceeds as
follows:
1. The adversary chooses a joint distribution over feature vectors xt ∈ X and labels yt ∈ Y.
The learner receives xt (a realized feature vector), but no information about yt is revealed.
2. The learner chooses a distribution over predictions pt ∈ P from some domain P.7
3. The learner observes yt (a realized label).
For an index s ∈ [T ], we denote by πs the transcript of the interaction in rounds 1 ≤ t ≤ s:
πs = ((xt , pt , yt ))st=1 . We write Π∗ as the domain of all transcripts. Formally, the adversary is
modelled as a probabilistic mapping Adv : Π∗ → ∆(X × Y) from transcripts to distributions
over labelled data points, and the learner is modeled as a mapping Learn : Π∗ → (X →
∆P) from transcripts to a probabilistic mapping from feature vectors to distributions over
predictions. An adversary may be either unconstrained – free to play any point in ∆(X × Y)
– or constrained to choose from some specified subset of ∆(X × Y). Fixing both a learner
and an adversary induces a probability distribution over transcripts. Our goal is to derive
particular learning algorithms, and to prove that various kinds of bounds hold either in
expectation, or with high probability over the randomness of the transcript, in the worst
case over transcript distributions, where we quantify over all possible adversaries.
Given a transcript πT , a group G ∈ G and a set of rounds S ⊆ [T ], we write
GS = {t ∈ S : xt ∈ G}.
In words, this is the set of rounds in S in which the realized feature vectors in the transcript
belonged to G. When it is clear from context, we sometimes overload notation, and for a
group G ∈ G, and a period s ≤ T , write Gs to denote the set of data points (indexed by
their rounds) in a transcript πs that are members of the group G:
Gs = {t ∈ [s] : xt ∈ G}.

2.2.1

Types of Predictions, and Notions of Multivalidity

We consider three types of predictions in this paper: Mean predictions, pairs of mean and
higher moment (e.g. variance) predictions, and prediction intervals. As mentioned before,
mean-moment predictions are not considered here due to space limitations, 8 so we focus here
only on the mean prediction setting and the prediction intervals setting.

Mean Predictions
In this setting, the prediction domain will be the unit interval: Pmean = [0, 1]. On day t, the
learner selects pt ≡ µt ∈ Pmean , with the goal of predicting the conditional label expectation
E[yt |xt ]. For any subset of days S ⊆ [T ], we denote the true label population mean conditional
on t ∈ S and the average of our mean estimates over days t ∈ S, respectively, as
1 X
1 X
µ(S) =
µt .
yt , µ(S) =
|S|
|S|
t∈S

7
8

t∈S

We will consider several different kinds of predictions in this paper, and so are agnostic to the domain
of the prediction for now – we use P as a generic domain.
See the full version of this paper.
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We will want our predictions to satisfy large numbers of mean consistency constraints: that
conditional label averages be approximately equal to conditional prediction averages over
various sets S.
▶ Definition 1 (Mean Consistency). Given a transcript πT , we say that the mean predictions
{µt }Tt=1 are α-mean consistent9 on S ⊆ [T ] , if
T
|µ(S) − µ(S)| ≤ α |S|
.

Before defining mean multicalibration, recall that informally, a sequence of mean predictions is calibrated if over the days when µt is ≈ p, the average realized label yt is ≈ p, for all
p. To collect mean predictions µt that are approximately equal to p for each p, we group
real-valued predictions into n buckets of width n1 . The parameter n controls the coarseness
of our calibration guarantee.
 i−1 i 
For any coarseness
 n−1  parameter n and bucket index i ∈ [n − 1], we write Bn (i) = n , n
and Bn (n) = n , 1 so that these buckets partition the unit interval. Conversely, given a
µ ∈ [0, 1], we write Bn−1 (µ) ∈ [n] for the index of the bucket that µ belongs to: Bn−1 (µ) = i,
for i such that µ ∈ Bn (i). When clear from the context, we elide the subscript n and write
B(i) and B −1 (µ).
For any S ⊆ [T ], i ∈ [n], let S(i) consist of days in S when the mean prediction is in
bucket i:
S(i) = {t ∈ S : µt ∈ Bn (i)} .
(Simple) calibration asks for the sequence of predictions to be α-mean-consistent on all
sets [T ](i) for i ∈ [n] – i.e. on all rounds when the prediction was in bucket i, for every i.
Multicalibration asks for the predictions to be calibrated not just on the overall sequence,
but also simultaneously on all the subsequences corresponding to each group G ∈ G. In our
notation, it asks for mean consistency on each set G(i), for every group G ∈ G and i ∈ [n].
▶ Definition 2 (Mean Multicalibration). A sequence of mean predictions {µt }Tt=1 is (α, n)mean multicalibrated10 with respect to G on a transcript πT , if it is α-mean-consistent on
GT (i) for all G ∈ G and i ∈ [n]:
|µ (GT (i)) − µ (GT (i))| ≤ α |GTT(i)| .
9

Note the scaling of the mean consistency upper bound with both T and |S|. If S = [T ], then this
condition simply asks for the true label mean and the average prediction to be within α of one another,
as averaged over the entire transcript. For smaller sets, the allowable error grows with the inverse of
|S|
T – i.e. the measure of S within the uniform distribution over the transcript. Even in a distributional
setting, estimates inevitably degrade with the size of the set we are conditioning on, and our formulation
corresponds exactly to how mean consistency is defined in [6]. Our definitions are also consistent with
how the online calibration literature quantifies calibration error with respect to subsequences. [5] handle
this issue slightly differently, by asking for uniform bounds, but in the end proving bounds only for
sets S that have sufficient mass γ in the underlying probability distribution. In the batch setting, our
formulation can recover bounds that are strictly stronger than those of [5] after reparametrizing α ← γα.
10
We define mean multicalibration (and our other notions of multivalidity) to have two parameters:
n, which controls the coarseness of the guarantee, and α, which controls the error of the guarantee.
These parameters can be set independently – in the sense that we will be able to achieve (α, n) mean
multicalibration for any pair (α, n) – but they should be interpreted together. For example, to avoid
the trivial solution in which the learner simply selects uniformly at random at each iteration (thereby
guaranteeing that |GT (i)| ≤ T /n for all G, i), we should set α ≪ n1 .
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Interval Predictions
In this case, the prediction domain is the set of ordered pairs of endpoints in the unit interval:
Pinterval = {(ℓ, u) : ℓ ≤ u, u, ℓ ∈ [0, 1]}. Given a pair (ℓ, u) ∈ Pinterval , we say that it covers
a label y ∈ [0, 1] if y falls between ℓ and u, and write Cover((ℓ, u), y) = 1. We define this
coverage indicator as Cover((ℓ, u), y) = 1(y ∈ [ℓ, u)) for u < 1, and 1(y ∈ [ℓ, u]) for u = 1.
In each round t, we will predict an interval pt = (ℓt , ut ) with the goal of achieving, for
a target coverage probability 1 − δ ∈ [0, 1], that E[Cover((ℓt , ut ), y)|xt ] = 1 − δ. We again
bucket our coverage intervals using a discretization parameter n, using the same notation as
for moment predictions.
Towards defining interval prediction consistency, for any S ⊆ [T ] we define
H(S) =

1 X
Cover
|S|

 
ℓt , ut , yt .

t∈S

▶ Definition 3 (Interval Prediction Consistency). We say that a sequence of interval predictions
{(ℓt , ut )}Tt=1 is α-consistent on set S ⊆ [T ] with respect to failure probability δ ∈ (0, 1), if:
T
.
|H(S) − (1 − δ)| ≤ α |S|

For any S ⊆ [T ] and i ≤ j ∈ [n], we define S(i, j) to be the subset of rounds in S in
which our predicted interval’s endpoints are in buckets i and j, respectively. Formally,

S(i, j) = t ∈ S : (ℓt , ut ) ∈ Bn (i, j) .
We can now define multivalidity analogously to how we defined multicalibration.
▶ Definition 4 (Interval Prediction Multivalidity). Given transcript πT , a sequence of interval
predictions {(ℓt , ut )}Tt=1 is (α, n)-multivalid with respect to δ and G, if for every 1 ≤ i ≤ j ≤ n
and G ∈ G, it is α-consistent on GT (i, j) with respect to coverage probability 1 − δ:
H(GT (i, j)) − (1 − δ) ≤ α |GTT(i,j)| .

2.3

The Minimax Theorem

The centerpiece of our analysis will be the minimax theorem for convex-concave two-player
zero-sum games.11 We briefly recall the setting in which this result holds.
A (convex-concave two-player) zero-sum game is played by a minimization player, with a
convex and compact strategy space Q1 ⊆ Rd1 , and a maximization player, with a convex and
compact strategy space Q2 ⊆ Rd2 (where d1 , d2 > 0). The objective function u : Q1 ×Q2 → R
is convex in its first argument and concave in its second argument. In the game, the
minimization player chooses some action Q1 ∈ Q1 and the maximization player chooses some
action Q2 ∈ Q2 , resulting in objective value u(Q1 , Q2 ). The goal of the minimization player
is to minimize the objective value, and the goal of the maximization player is to maximize it.
The key property of such zero-sum games, known as the minimax theorem, states that
the order of play does not affect the objective value that each player can guarantee.
▶ Theorem 5 (Sion’s Minimax Theorem). For a zero-sum game (Q1 , Q2 , u) as defined above:
min

max u(Q1 , Q2 ) = max

Q1 ∈Q1 Q2 ∈Q2

11

min u(Q1 , Q2 ).

Q2 ∈Q2 Q1 ∈Q1

In fact, we will use Sion’s extension of the original Von Neumann’s minimax theorem.
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For (Q1 , Q2 , u) a zero-sum game, v = min

max u(Q1 , Q2 ) = max

Q1 ∈Q1 Q2 ∈Q2

min u(Q1 , Q2 ) is

Q2 ∈Q2 Q1 ∈Q1

Q∗1

called its value. A strategy
∈ Q1 for the minimization player is a (minimax) equilibrium
strategy if it forces the objective to be at most the value of the game, for any strategy
Q2 ∈ Q2 of the maximization player: i.e. maxQ2 ∈Q2 u(Q∗1 , Q2 ) = v. Finally, Q2 ∈ Q2 is the
maximization player’s best response to Q∗1 , if it realizes this maximum.
In our analysis, the Learner will be the minimization player and the Adversary the
maximization player. Their strategy spaces will be denoted QL and QA , respectively. Often,
one or both of QL and QA will be a probability simplex over some finite pure action space.12

3

Multicalibration Guarantees for Means and Prediction Intervals

This section states our multivalidity guarantees for mean predictions and interval predictions.
These guarantees are of two flavors: ones which hold in expectation over the randomness of
the transcript, and ones which hold with high probability over the transcript randomness.

Mean Predictions
It will be convenient13 for us to imagine that the learner’s pure strategy space is a finite,
discrete subset of Pmean = [0, 1]. To this end, we define the following discretization for any
r ∈ N (here n is the parameter that represents the coarseness of our bucketing):
 1 2
P rn = 0, rn
, rn , . . . , 1 .
We use this discretization also in our algorithm in Section 4.2 – but we remark at the
outset that the need to discretize is only for technical reasons, and our algorithm will have
no dependence – neither in runtime nor in its convergence rate – on the value of r that we
choose, so we can imagine the discretization to be arbitrarily fine.
▶ Theorem 6 (Multicalibrated Mean Predictions).
When Algorithm 1 is run using n buckets for
q

calibration, discretization r ∈ N, and η = ln(2|G|n)
∈ (0, 1/2), then against any adversary,
2T
its sequence of mean predictions is (α, n)-multicalibrated with respect to G, where:14
(In-Expectation Guarantee) In expectation over the randomness of the transcript πT ,
q
q
15
2
2
1
[α]
≤
+2
ln(2|G|n).
In
particular,
we
can
guarantee
[α]
≤
(2+ϵ)
E
E
rn
T
T ln (2|G|n).
(High-Probability Guarantee) With probability 1 − λ over the transcript randomness,
r
r




2|G|n
16
1
2
α ≤ rn
+4 T2 ln 2|G|n
.
In
particular,
we
can
guarantee
α
≤
(4
+
ϵ)
.
λ
T ln
λ

12

Zero-sum games are often defined by endowing each player with a finite set of pure strategies X1 , X2 .
The convex compact strategy sets Q1 and Q2 are then formed by allowing players to randomize over
their pure strategies and taking Q1 = ∆X1 , Q2 = ∆X2 to be the probability simplices over the pure
strategies of each player. An objective function u : X1 × X2 → R can be linearly extended to Q1 and
Q2 in the natural way (by taking expectations over the randomized strategies of each player) – i.e. for
any Q1 ∈ Q1 and Q2 ∈ Q2 , we write u(Q1 , Q2 ) = Ex1 ∼Q1 ,x2 ∼Q2 [u(x1 , x2 )].
13
In order to satisfy the convexity and compactness requirements of the minimax theorem.
14
In both bounds below, the dependence on log(|G|) can be replaced with a dependence on log(d) under
the assumption that |G(xt )| ≤ d for all t – i.e. that each observed data point is contained in only
boundedly many groups. This gives us p
non-trivial guarantees even when G is infinitely large.
√
15
For any ϵ > 0, by choosing r = T /(ϵnp2 ln(2|G|n)).
√
16
For any ϵ > 0, by choosing r = T /(ϵn 2 ln(2|G|n/λ)).
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Prediction Intervals
We now describe our existential multivalidity guarantees, with respect to any collection of
groups G, for the online adversarial setting of prediction intervals with a coverage target
1 − δ. When G = {X }, this setting reduces to giving simple marginal prediction intervals – a
similar problem as solved by conformal prediction17 , but without requiring distributional
assumptions. For richer classes G, our guarantees correspondingly become stronger.
Before proceeding, we pause to observe that even in the easier distributional setting
where data are drawn from a fixed distribution: (x, y) ∼ D – there may not be any interval
(ℓ, u) ∈ Pinterval that satisfies the desired target coverage value, i.e. that guarantees that
| E(x,y)∼D [Cover((ℓ, u), y)] − (1 − δ)| is small. Consider for example a label distribution
that places all its mass on a single value y = i ∈ [0, 1]. Then any interval (ℓ, u) covers
the label with probability 1 or probability 0, which for δ ̸∈ {0, 1} is bounded away from
our target coverage probability. Of course, if achieving the target coverage is impossible in
the easier distributional setting, then it is also impossible in the more challenging online
adversarial setting. With this in mind, we define a class of smooth distributions for which
achieving approximate target coverage is always possible for some interval (ℓ, u) defined over
an appropriately finely discretized range:
rn
Pinterval
= {(i, j) ∈ Pinterval : i, j ∈ P rn }

(where P rn = {0, 1/(rn), . . . , 1}).

Formally, a label distribution Q ∈ ∆Y is called (ρ, rn)-smooth if
Pr [y ∈ [a, b]] ≤ ρ

y∼Q

1
for any 0 ≤ a ≤ b ≤ 1 with |a − b| ≤ rn
. A joint distribution D ∈ ∆(X × Y) is called (ρ, rn)smooth if for every x ∈ X , the label distribution conditional on x, D|x , is (ρ, rn)-smooth.
Intuitively, a smooth distribution is not overly concentrated (has mass ≤ ρ) on any
sub-interval of width 1/(rn), allowing ρ-approximate coverage by 1/(rn)-discretized intervals.

▶ Observation 3.1. For any δ ∈ [0, 1] and any fixed (ρ, rn)-smooth label distribution Q, there
rn
such that | Pry∼Q [Cover((ℓ, u), y)] − (1 − δ)| ≤ ρ.
always exists some interval (ℓ, u) ∈ Pinterval
We show that we can similarly achieve (approximately) our target coverage goals in the
online adversarial setting when the adversary is constrained to playing smooth distributions.
▶ Remark 7. The assumption of (ρ, rn)-smoothness becomes more mild for any ρ as r → ∞.
Just as for mean multicalibration, in which our error bounds inevitably depend on the chosen
discretization level r, here our error bounds will depend on the smoothness level ρ of the
adversary’s distributions at the chosen value of r.
However, we note that smoothness is an extremely mild condition, as we can enforce it
ourselves if we so choose, rather than assuming the adversary is constrained. This is easily
achieved18 e.g. by perturbing observed levels with uniform noise from [−ϵ, ϵ]; when we do
this, the intervals we obtain continue to have valid coverage if we widen both endpoints by ϵ.

17

In fact, even with G = {X } the guarantees are stronger than the marginal guarantees promised by
conformal prediction techniques, because they remain valid even conditioning on the prediction. This is
important and rules out trivial solutions, like predicting the full interval with probability 1 − δ and an
empty interval with probability δ.
18
See the argument in the full version of this paper.
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▶ Theorem 8 (Multivalid Prediction Intervals).
When Algorithm 3 is run using n buckets,
q
ln(2|G|n2 )
discretization parameter r and η =
∈ (0, 1/2), then against any adversary
2T
constrained to playing (ρ, rn)-smooth distributions, its sequence of interval predictions is
α-multivalid with respect to G, where:
(In-Expectation Guarantee) In expectation over the randomness of the transcript πT ,
r
2 ln(2|G|n2 )
.
E[α] ≤ ρ + 2
T
(High-Probability Guarantee) With probability 1 − λ over the transcript randomness,
s


2
2|G|n2
α≤ρ+4
ln
.
T
λ

4

Online Mean Multicalibration

In this section, we show how to obtain mean multicalibrated estimators in an online adversarial
setting. Our derivation also serves as a warm up example of our general technique, which
we also instantiate (in somewhat more involved settings) for multivalid prediction intervals
and mean-moment multicalibration. At a high level, the derivation of our algorithm and its
proof of correctness proceeds as follows:
1. For each G ∈ G, i ∈ [n], s ∈ [T ], and πs , we define an empirical quantity VsG,i (Definition 9)
which represents the calibration error incurred by our algorithm on group G over those of
the rounds 1 . . . s when the ith bucket was predicted. If |VTG,i | is small for all G, i, then
our algorithm is approximately multicalibrated with respect to G after T rounds.
The premise of our algorithm is to greedily make the decision at each round s so as to
G,i
minimize the maximum possible increase maxG,i |Vs+1
| − maxG,i |VsG,i | of these quantities,
in the worst case over the choices of the adversary. If we could bound this quantity at
every round, then by telescoping, we would have a bound on maxG,i |VTG,i | at the end of
the interaction, and therefore a guarantee of mean multicalibration.
G,i
2. The increase in the maximum value of |Vs+1
| is inconvenient to work with, and so we
instead define a smooth potential function Ls (Definition 10) corresponding to a soft-max
function which upper bounds maxG,i |VsG,i |. Our design goal instead becomes to upper
bound the increase in our potential function from round to round: ∆s+1 = Ls+1 − Ls .
We view this as defining a zero-sum game, in which the learner’s goal is to minimize this
increase, and the adversary’s goal is to maximize it.
3. We show that for each fixed distribution that the adversary could employ at each round
s + 1, there is a prediction the learner could employ (if only she knew the adversary’s
distribution) that would guarantee that the increase in potential ∆s+1 is small. Intuitively,
this is because if we knew the true joint distribution over feature label pairs, then we could
predict the true conditional expectations, µs+1 = E[ys+1 |xs+1 ], which would be perfectly
calibrated on all groups. Of course, the learner does not have the luxury of knowing the
adversary’s distribution before choosing her own. But this thought experiment establishes
the value of the game, and so we can conclude via the minimax theorem that there
must be some fixed distribution over prediction rules that the learner can play that will
guarantee ∆s+1 being small against all actions of the adversary.
4. Step 3 suffices to argue for the existence of an algorithm obtaining multicalibration
guarantees (Algorithm 1). However, to actually derive an implementable algorithm we
need to find a way to compute the equilibrium strategy at each round, whose existence
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was argued in Step 3. A priori, this seems daunting because the learner’s strategy space
consists of all randomized mappings between X and Y, and the adversary’s strategy space
consists of all joint distributions on X × Y. However, we derive a simple algorithm in
Section 4.2 that implements the optimal equilibrium strategy needed to realize Step 3.
Informally, we are able to do so by representing the mapping between X and Y only
implicitly, and delaying all computation until xt has been chosen. We then show that
the equilibrium strategy for the learner has a simple structure and randomizes over only
at most 2 predictions. Our final algorithm (Algorithm 2) simply computes the relevant
portion of the equilibrium strategy at each round and then samples from it.

4.1

An Existential Derivation of the Algorithm and Multicalibration
Bounds

We begin by defining notation VsG,i for the (unnormalized) portion of the mean calibration
error corresponding to each group G ∈ G and bucket i ∈ [n]:
▶ Definition 9. Given a transcript πs = ((xt , µt , yt ))st=1 , we define the mean calibration
error for a group G ∈ G and bucket i ∈ [n] at time s to be:
VsG,i (πs ) = |Gs (i)| (µ (Gs (i)) − µ (Gs (i))) =

s
X

1[µt ∈ B(i), xt ∈ G] (yt − µt )

(1)

t=1

When the transcript is clear from context we will sometimes simply write VsG,i .
Observe that our definition of mean multicalibration (Definition 2) corresponds to asking
that |VsG,i | be small for all i, G.
▶ Observation 4.1. Fix a transcript πT . If for all G ∈ G, i ∈ [n], we have that:
VTG,i ≤ αT,
the corresponding sequence of predictions is (α, n)-mean multicalibrated with respect to G.
We next define a surrogate loss function that we can use to bound our calibration error.
▶ Definition 10 (Surrogate loss function). Fixing a transcript πs ∈ Π∗ and a parameter
η ∈ [0, 12 ], define a surrogate calibration loss function at day s as:
X

Ls (πs ) =
exp(ηVsG,i ) + exp(−ηVsG,i ) .
G∈G,i∈[n]

When the transcript πs is clear from context, we will sometimes simply write Ls .
We will leave η unspecified for now, and choose it later to optimize our bounds. Observe
that this “soft-max style” function allows us to tightly upper bound our calibration loss:
▶ Observation 4.2. For any transcript πT , and any η ∈ [0, 12 ], we have that:
max
G∈G,i∈[n]

VTG,i ≤

ln (2|G|n)
1
ln(LT ) ≤ max VTG,i +
.
η
η
G∈G,i∈[n]

Part of our analysis will depend on viewing the transcript as a random variable: in this
case, in keeping with our convention for random variables, we refer to it as π̃. The associated
random variables tracking calibration and surrogate loss are denoted Ṽ and L̃ respectively.
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Our goal is to find a strategy for the learner that keeps our surrogate loss Ls small.
Towards this end, we define ∆s+1 (πs , xs+1 , µs+1 ) to be the expected increase in the surrogate
loss in the event that the adversary plays feature vector xs+1 and the learner plays prediction
µs+1 . The expectation is over the only remaining source of randomness after the conditioning
– the distribution over labels ys+1 (which is fully determined by πs and xs+1 ).
▶ Definition 11 (Conditional Change in Surrogate Loss).


∆s+1 (πs , xs+1 , µs+1 ) = E L̃s+1 − Ls xs+1 , µs+1 , πs .
ỹs+1

We begin with a simple bound on ∆s+1 (πs , xs+1 , µs+1 ). For notational convenience define,
P
for all i ∈ [n], the quantity Csi (xs+1 ) ≡ G(xs+1 ) exp(ηVsG,i ) − exp(−ηVsG,i ).
▶ Lemma 12. For any πs ∈ Π∗ , xs+1 ∈ X , µs+1 ∈ Pmean , and i ∈ [n] such that µs+1 ∈ B(i):


∆s+1 (πs , xs+1 , µs+1 ) ≤ η E [ỹs+1 ] − µs+1 Csi (xs+1 ) + 2η 2 Ls .
ỹs+1

Proof. Fix any transcript πs ∈ Π∗ (which defines Ls ), feature vector xs+1 ∈ X , and µs+1
such that µs+1 ∈ B(i) for some i ∈ [n]. By direct calculation, we obtain:
∆s+1 (πs , xs+1 , µs+1 )


X


exp(ηVsG,i ) exp(η(ỹs+1−µs+1 ))−1 +exp(−ηVsG,i ) exp(−η(ỹs+1−µs+1 ))−1  ,
= E
ỹs+1

G∈G(xs+1 )


≤ E
ỹs+1

X




exp(ηVsG,i ) η(ỹs+1 − µs+1 ) + 2η 2 +exp(−ηVsG,i ) −η(ỹs+1−µs+1 ) + 2η 2  ,

G∈G(xs+1 )



 X

E [ỹs+1 ]−µs+1

=η

ỹs+1

G∈G(xs+1 )




ỹs+1



G∈G(xs+1 )



E [ỹs+1 ] − µs+1 

≤η

=η

X


exp(ηVsG,i)−exp(−ηVsG,i ) +2η 2
exp(ηVsG,i )+exp(−ηVsG,i ) ,

X

exp(ηVsG,i ) − exp(−ηVsG,i ) + 2η 2 Ls ,

G∈G(xs+1 )



i
2
E [ỹs+1 ] − µs+1 Cs (xs+1 ) + 2η Ls .

ỹs+1

Here, the first inequality follows from the fact that for 0 < |x| < 12 , exp(x) ≤ 1 + x + 2x2 .

◀

Using this bound, we will shortly define a zero-sum game between the learner and the
adversary and use the minimax theorem to conclude that the learner always has a strategy
that guarantees that the per-round increase in surrogate loss can be bounded.
Before
recall (from Section 3) our notation for the Learner’s strategy space:
 proceeding,
1
2
rn
P = 0, rn , rn , . . . , 1 . Also, for notational convenience, for each µ ∈ P rn , define Csµ ≡ Csi
where i ∈ [n] s.t. µ ∈ Bn (i).
▶ Lemma 13. For any transcript πs ∈ Π∗ , any xs+1 ∈ X , and any r ∈ N there exists
rn
a distribution over predictions for the learner QL
s+1 ∈ ∆P , such that regardless of the
adversary’s choice of distribution of ys+1 over ∆Y, we have that:
η

+ 2η 2 .
E [∆s+1 (πs , xs+1 , µ)] ≤ Ls
rn
µ∼QL
s+1
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Proof. We define a zero-sum game played between the learner (the minimization player)
and the adversary (the maximization player). The learner’s pure strategy space is the set of
discrete predictions X1 = P rn . The adversary’s pure strategy space is (a priori) the set of all
distributions over labels in [0, 1]. However, we will observe in a moment that the objective
function of our game depends only on the expected value of the label, and so without loss of
generality, we will be able to take the adversary’s full strategy space to be the set of all pure
strategies, i.e., QA = [0, 1] (which is closed and convex), because it already spans the set of
realizable expectations. As usual, we take the learner’s full strategy space to be the set of
distributions over pure strategies: QL = ∆P rn .
Fix the transcript πs and the feature vector xs+1 . We define the objective of this game as
the upper bound on ∆s+1 (πs , xs+1 , µ) proved in Lemma 12. For each µ ∈ P rn , y ∈ [0, 1], let:
u(µ, y) ≡ η (y − µ) Csµ (xs+1 ) + 2η 2 Ls .
Note that for any distribution over labels y of the adversary, the expected objective value
depends on his strategy only through E[ỹ] because the above objective function is linear in y:
that is, Eỹ [u(µ, ỹ)] = u(µ, E[ỹ]). Thus we are justified in our reduced-form representation of
the adversary’s full strategy as choosing E[ỹ] in the interval [0, 1].
Now, observe that for any strategy of the adversary (which fixes E[ỹ]), the learner can
respond by playing µ∗ = argminµ∈P rn | E[ỹ] − µ|, and that because of our discretization,
1
min | E[ỹ] − µ∗ | ≤ rn
. Therefore, the value of the game is at most:
η

η
max ∗minrn u(µ∗ , y) ≤ max
Csµ (xs+1 ) + 2η 2 Ls ≤ Ls
+ 2η 2 .
rn
µ∈P
rn
rn
y∈[0,1] µ ∈P
Here the latter inequality follows since Csµ (xs+1 ) ≤ Ls for all µ ∈ P rn , by observation. We
can now apply the minimax theorem (Theorem 5) to conclude that there exists a fixed
L
distribution QL
s+1 ∈ Q for the learner that guarantees that simultaneously for every label
y ∈ [0, 1] that might be chosen by the adversary, we have the desired bound
η

+ 2η 2 .
◀
E [u(µ, y)] ≤ Ls
rn
µ∼QL
s+1
▶ Corollary 14. For every r ∈ N, s ∈ [T ], πs ∈ Π∗ , and xs+1 ∈ X (which fixes Ls and QL
s+1 ),
and any distribution over Y:


η
+ 2η 2 .
[L̃s+1 |πs ] = Ls +
[∆s+1 (πs , xs+1 , µs+1 )] ≤ Ls 1 +
E
E
rn
µs+1 ∼QL
µs+1 ∼QL
s+1
s+1
Lemma 13 defines the following generic Algorithm 1, which the learner can use to make
predictions. First, we show that if we can compute the distributions QL
t , Algorithm 1 will
produce multicalibrated predictions. Next, in Section 4.2 we show a simple and efficient
method for sampling from QL
t .
Algorithm 1 A Generic Multicalibrator.

for t = 1, . . . , T do
L
Observe xt . Given πt−1 and xt , let QL
t ∈ Qt be the distribution over predictions
whose existence is established in Lemma 13.
Sample µ ∼ QL
t and predict µt = µ
We now prove two convergence bounds for Algorithm 1. The first bounds its multicalibration error in expectation, and the other provides a high probability bound. To show
these bounds, we first state a helper theorem (which we also use to prove our bounds in the
prediction intervals setting and in the mean-moment setting).
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▶ Theorem 15. Consider a random process X̃t ≥ 0 adapted to the filtration Ft = σ(πt ),
where X̃0 is constant a.s. Suppose that for every period t, and transcript πt−1 , it holds that
E[X̃t |πt−1 ] ≤ Xt−1 (1 + ηc + 2η 2 ) for some η ∈ [0, 12 ], c ∈ [0, 1]. Then:

2
(2)
E [X̃T ] ≤ X0 exp T ηc + 2T η .
π̃T

Further, define a process Z̃t adapted to the same filtration by Z̃t = Zt−1 +ln X̃t −E[ln(X̃t )|πt−1 ].
Suppose that |Zt − Zt−1 | ≤ 2η, where Z0 = 0 a.s. Then, with probability 1 − λ,
q


ln(XT (πT )) ≤ ln(X0 ) + T ηc + 2η 2 + η 8T ln λ1 .
(3)
The first part of Theorem 15 follows by a telescoping argument and the tower rule of
expectation. The second part is derived via the Azuma inequality for martingales.
Proof of the in-expectation bound of Theorem 6. We are now ready to bound our multicalibration error. By Corollary 14 and the first part of Theorem 15 (with L0 = 2|G|n and
1
c = rn
plugged in), we have that Algorithm 1 results in the surrogate loss satisfying


Tη
2
(4)
E [L̃T ] ≤ 2|G|n exp rn + 2T η .
π̃T

Next, we can convert this into a bound on Algorithm 1’s expected calibration error.
Indeed, by Observation 4.1, it suffices to show
r


1
2 ln(2|G|n)
1
G,i
+2
.
max |Ṽ | ≤
E
T π̃T G∈G,i∈[n] T
rn
T
We begin by computing a bound on the (exponential of) the expectation of this quantity:






exp η E max |ṼTG,i |
≤ E exp η max |ṼTG,i | ,
G,i
G,i
π̃T
π̃T



= E max exp η|ṼTG,i | ,
G,i
π̃T






≤ E max exp η ṼTG,i + exp −η ṼTG,i
,
G,i
π̃T






X
G,i
G,i
,
≤ E
exp η ṼT
+ exp −η ṼT
π̃T

=

G,i

E [L̃T ],

π̃T


≤

2|G|n exp


Tη
2
+ 2T η .
rn

The first step uses Jensen’s inequality and the last
qone is by Bound 4. Taking the logarithm
of both sides, dividing by ηT , and choosing η = ln(2|G|n)
, gives the desired result:
2T
r


ln(2|G|n)
1
1
1
2 ln(2|G|n)
G,i
+
+ 2η =
+2
.
E max |Ṽ | ≤
T π̃T G,i T
ηT
rn
rn
T

◀

Proof of the high-probability bound of Theorem 6. Given L̃, suppose Z̃ is its associated
martingale process as defined in the second part of Theorem 15. Then, it is easy to show
that the increments of Z̃ are uniformly bounded over all rounds t – that is, at any round t
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and for any realized transcript πt , we have |Zt − Zt−1 | ≤ 2η. As a result, the second part of
1
Theorem 15 applies; plugging in L0 = 2|G|n and c = rn
, we have:
ln(LT (πT )) ≤ ln(2|G|n) + T

q

η
+ 2η 2 + η 8T ln
rn

1
λ



.

Now, note that




G,i
exp η max |VT | = max exp η|VTG,i | ,
G,i
G,i





≤ max exp ηVTG,i + exp −ηVTG,i ,
G,i




X
≤
exp ηVTG,i + exp −ηVTG,i ,
G,i

= LT (πT ).
Taking log on both sides and dividing both sides by ηT , we get
r
1
1
1
1
8 ln( λ
)
ln(2|G|n)
G,i
+
.
max |VT | ≤
ln(LT (πT )) ≤ ηT
+ 2η +
T
T G,i
ηT
rn
q
Choosing η = ln(2|G|n)
, we thus obtain the desired inequality
2T
1
1
max |V G,i | ≤
+2
T G,i T
rn

4.2

q

r
2 ln(2|G|n)
T

+

1
8 ln( λ
)
T

≤

1
+4
rn

r

2  2|G|n 
ln
.
λ
T

◀

Deriving an Efficient Algorithm via Equilibrium Computation

In Section 4.1, we derived Algorithm 1 and proved that it results in mean multicalibrated
predictions. However, Algorithm 1 was not defined explicitly: it relies on the distributions
QL
t , whose existence we showed in Lemma 13 but which we did not explicitly construct. In
this section, we derive a scheme for sampling from these distributions QL
t , which leads to
Algorithm 2 – an explicit, efficient implementation of Algorithm 1.
Algorithm 2 Von Neumann’s Mean Multicalibrator(η, n, r).

for t = 1, . . . , T do
P
G,i
G,i
i
Observe xt . Compute Ct−1
(xt ) ≡ G(xt ) exp(ηVt−1
) − exp(−ηVt−1
) for i ∈ [n].
i
if Ct−1 (xt ) > 0 for all i ∈ [n] then
Predict µt = 1.
i
else if Ct−1
(xt ) < 0 for all i ∈ [n] then
Predict µt = 0.
else
i∗ +1
i∗
Find i∗ ∈ [n − 1] such that Ct−1
(xt ) · Ct−1
(xt ) ≤ 0
∗
i∗ +1
i
Define 0 ≤ qt ≤ 1 such that qt Ct−1
(xt ) + (1 − qt )Ct−1
(xt ) = 0. That is, let:19
 ∗

i∗ +1
i +1
i∗
qt = Ct−1
(xt ) / |Ct−1
(xt )| + |Ct−1
(xt )| .

Predict µt =

i∗
n

−

1
rn

with probability qt and µt =

i∗
n

with probability 1 − qt .
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▶ Theorem 16. Algorithm 2 implements Algorithm 1, and obtains the multicalibration
guarantees of Theorem 6.
Proof. At every round s + 1, Algorithm 1 samples from a distribution QL
s+1 that is a minimax
equilibrium strategy of a game between the learner and the adversary, with objective function
u(µ, y) = η (y − µ) Csµ (xs+1 ) + 2η 2 Ls .
The equilibrium structure of the game is preserved under positive affine transformations, so
instead consider
u(µ, y) = (y − µ) Csµ (xs+1 ).
L
We wish to find a distribution QL
s+1 ∈ Q that guarantees – against any strategy of the
adversary – an objective value that is at most the bound on the value of the game we proved
in Lemma 13. For the transformed game, this bound is:

max

E

[u(µ, y)] ≤

y∈[0,1] µ∼Qs+1

1
Ls .
rn

We can start by characterizing the best response of the adversary.
+

▷ Claim 17. Denote (x) = max(x, 0). For any QL ∈ QL :

+


µ
max E [u(µ, y)] =
[C
(x
)]
− E µCsµ (xs+1 ) .
E
s+1
s
y∈[0,1] µ∼QL

µ∼QL

µ∼QL

Proof. Note that u(µ, y) = (y − µ) Csµ (xs+1 ) = yCsµ (xs+1 ) − µCsµ (xs+1 ). Observe that only
the first term depends on y. Therefore, if the learner plays according to QL , then the
adversary will choose y so as to maximize the linear expression y Eµ∼QL [Csµ (xs+1 )]. This is
maximized at y = 1 when Eµ∼QL [Csµ (xs+1 )] > 0, and at y = 0 otherwise.
◁
Finally, we can reduce the analysis to three disjoint cases:
1. Csi (xs+1 ) > 0 for all i ∈ [n]: Then for any distribution QL , by Observation 17 we have:


max E [u(µ, y)] = E [Csµ (xs+1 )] − E µCsµ (xs+1 ) .
y∈[0,1] µ∼QL

µ∼QL

µ∼QL

1
In this case, letting QL be a point mass on µ = 1 achieves a value of 0 < rn
Ls .
L
i
2. Cs (xs+1 ) < 0 for all i ∈ [n]: Then for any distribution Q , by Observation 17 we have:


max E [u(µ, y)] = − E µCsµ (xs+1 )
y∈[0,1] µ∼QL

µ∼QL

1
In this case, letting QL be a point mass on µ = 0 achieves a value of 0 < rn
Ls .
∗
∗
3. In the remaining case, there must exist some index i ∈ [n − 1] such that either Csi (xs+1 )
∗
and Csi +1 (xs+1 ) have opposite signs, or such that at least one of them takes value exactly
zero. Randomizing as in the algorithm results in:
!+
 µ

 µ

max
Cs (xs+1 )
− E
µCs (xs+1 )
E [u(µ, y)] =
E
y∈[0,1] µ∼QL

s+1



∗

µ∼QL
s+1
∗

µ∼QL
s+1

+

= qs+1 Csi (xs+1 ) + (1 − qs+1 )Csi +1 (xs+1 )

 ∗
 ∗

∗
∗
1
Csi (xs+1 ) + (1 − qs+1 ) in Csi +1 (xs+1 )
− qs+1 in − rn
=

1 i∗
1
Cs (xs+1 ) ≤
Ls .
rn
rn

Algorithm 2 plays this distribution QL
s+1 at every round. This completes the proof.

◀
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Running Time
i
Our algorithm is elementary, and given values for Ct−1
(xt ), it runs in time per iteration
which is linear in the number of buckets n. For large collections of groups G, the bulk of
the computational cost is due to the first step of Algorithm 2, in which we compute the
P
G,i
G,i
i
quantities Ct−1
(xt ) = G(xt ) exp(ηVt−1
) − exp(−ηVt−1
). These quantities sum over every
group G ∈ G such that xt ∈ G. We can compute this sum in time linear in |G| by enumerating
over all such groups. However, for any class G such that we can efficiently enumerate the set
of groups containing xt (i.e. G(xt )), our per-round runtime is only linear in |G(xt )|, which
may be substantially smaller than |G|. For example, this property holds for collections G of
groups induced by conjunctions or disjunctions of binary features. Finally, we observe that
our runtime is entirely independent of the choice of the discretization parameter r.

5

Online Multivalid Marginal Coverage

In this section, we derive an online algorithm which supplies multivalid prediction intervals
satisfying a given coverage target 1−δ. We follow the same basic strategy that we developed in
Section 4 for making multicalibrated mean predictions, with a couple of important deviations.
First (as described in Section 3), in order for prediction intervals with given target coverage
to even exist, we need to assume a constrained adversary who plays smooth distributions.
As a result, our minimax theorem-based existential derivation of a multivalid algorithm has
to handle this new, more complex strategy space for the Adversary.
Second, when it comes to instantiating our existential multivalid algorithm, we face the
added difficulty that unlike in the case of mean multicalibration, the Learner’s minimax
strategies do not appear to have any nice structure. As a result, in order to efficiently obtain
the Learner’s strategy at each round, we have to come up with an efficient way to solve an
exponentially large linear program that defines this minimax strategy. Specifically, we show
how to solve this LP in polynomial time via the Ellipsoid algorithm using a simple greedy
separation oracle.

5.1

An Existential Derivation of the Algorithm and Multicoverage
Bounds

Our goal in this section is to derive an algorithm which at each round, makes predictions
(ℓt , ut ) ∈ Pinterval that are multivalid with respect to some target coverage probability 1 − δ.
Towards this end, we define the coverage error of a group G and interval (ℓ, u):
▶ Definition 18. Given a transcript πs = (xt , (ℓt , ut ), yt )st=1 , we define the coverage error
for a group G ∈ G and bucket (i, j) ∈ [n] × [n] at time s to be:
VsG,(i,j) =

s
X

1[xt ∈ G, (ℓt , ut ) ∈ Bn (i, j)] · vδ ((ℓt , ut ), yt ),

t=1

where vδ ((ℓ, u), y) = Cover((ℓ, u), y) − (1 − δ).
Just as before, our coverage error serves as a bound on our multicoverage error.
▶ Observation 5.1. Fix a transcript πT . If for all G ∈ G, and buckets (i, j) ∈ [n] × [n],
G,(i,j)

VT

≤ αT

then the corresponding sequence of prediction intervals are (α, n)-multivalid with respect to G.
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To bound the maximum absolute value of our coverage errors across all groups and
interval predictions, we again introduce the same style of surrogate loss function:
▶ Definition 19 (Surrogate loss). Fixing a transcript πs ∈ Π∗ and a parameter η ∈ (0, 1/2),
define a surrogate coverage loss function at day s as:


X
Ls (πs ) ≡
exp(ηVsG,(i,j) ) + exp(−ηVsG,(i,j) ) ,
G∈G,(i,j)∈[n]×[n]
G,(i,j)

where Vs
are implicitly functions of πs . When the transcript is clear from context we
will sometimes simply write Ls .
Once again, 0 < η < 21 is a parameter that we will set later.
As before, we proceed by bounding the conditional change in the surrogate loss function.
rn
For fixed πs ∈ Π∗ , xs+1 ∈ X and an interval (ℓ, u) ∈ Pinterval
, we define it as

∆s+1 (πs , xs+1 , (ℓt+1 , ut+1 )) ≡ E L̃s+1 − Ls |xs+1 , (ℓs+1 , us+1 ), πs ]
ỹs+1

Before stating our bound on this conditional change, we define, for convenience, the quantities
X
Csi,j (xs+1 ) ≡
exp(ηVsG,(i,j) ) − exp(−ηVsG,(i,j) )
G(xs+1 )

for each i ≤ j ∈ [n]. When xs+1 is clear from context, we will elide it and simply write Csi,j .
▶ Lemma 20. For every transcript πs ∈ Π∗ , xs+1 ∈ X , and (ℓs+1 , us+1 ) ∈ Bn (i, j), we have:


∆s+1 (πs , xs+1 , (ℓs+1 , us+1 )) ≤ η( E [vδ ((ℓs+1 , us+1 ), ỹs+1 )]) Csi,j (xs+1 ) + 2η 2 Ls
ỹs+1

G,(ℓ,u)

G,(i,j)

Next, we abuse notation and write Vs
to denote Vs
for i, j ∈ [n] × [n] such that
(ℓ, u) ∈ Bn (i, j). Similarly, given (ℓ, u) ∈ Bn (i, j), we let Csℓ,u ≡ Csi,j . That is, fixing πs and
xs+1 , for any (ℓ, u) ∈ Pinterval such that (ℓ, u) ∈ Bn (i, j),
X
Csℓ,u (xs+1 ) ≡ Csi,j (xs+1 ) =
exp(ηVsG,(i,j) ) − exp(−ηVsG,(i,j) ).
(5)
G(xs+1 )

▶ Definition 21. We write Qρ,rn for the set of all (ρ, rn) smooth distributions over [0, 1].
We write Q̂ρ,rn for the set of all (ρ, rn)-smooth distributions whose support belongs to the
1
grid P rn = {0, rn
, . . . , 1}:
Q̂ρ,rn ≡ ∆P rn ∩ Qρ,rn .
We will show (in Claim 23) that when the learner is restricted to selecting intervals from
without loss of generality, rather than considering adversaries that play arbitrary
distributions over Qρ,rn , it suffices to consider adversaries that play discrete distributions
from Q̂ρ,rn , which will be more convenient for us.
rn
Pinterval
,

▶ Lemma 22 (Value of the Game). For any xs+1 ∈ X , any adversary restricted to playing
(ρ, rn)-smooth distributions, and any transcript πs ∈ Π∗ , there exists a distribution over
rn
predictions for the learner QL
s+1 ∈ ∆Pinterval which guarantees that:



∆s+1 (πs , xs+1 , (ℓs+1 , us+1 )) ≤ Ls ηρ + 2η 2 .
E
(ℓ,u)∼QL
s+1
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Proof. We again proceed by defining a zero-sum game with objective function equal to the
upper bound on ∆s+1 (πs , xs+1 , (ℓs+1 , us+1 )) that we proved in Lemma 20:
u((ℓ, u), y) = η · vδ ((ℓ, u), y) · Csℓ,u + 2η 2 Ls .
Here, the strategy space for the learner (the minimization player) is the set of all distributions
rn
rn
over Pinterval
: QL = ∆Pinterval
. A priori, the strategy space for the adversary is Qρ,rn – the
set of all (ρ, rn)-smooth distributions, but we show that taking QA = Q̂ρ,rn , the set of all
discrete (ρ, rn)-smooth distributions, yields the same value of the game.
rn
for the learner, the adversary has a best response
▷ Claim 23. For any QL ∈ ∆Pinterval
amongst the set of all (ρ, rn)-smooth distributions with support only over the discretization
rn
{0, 1/rn, . . . , 1}. In other words, for any QL ∈ ∆Pinterval
, there exists Q̂A ∈ Q̂ρ,rn such that:

Q̂A ∈ argmax

[u((ℓ, u), y)].

E

QA ∈Qρ,rn (ℓ,u)∼QL ,y∼QA
′

Proof. Fix any QA ∈ argmaxQA ∈Qρ,rn E(ℓ,u)∼QL ,y∼QA [u((ℓ, u), y)], an arbitrary (ρ, rn)smooth best response for the maximization player. It is easy to check that we can define a
′
discrete (ρ, rn)-smooth Q̂A ∈ Q̂ρ,rn , that obtains the same objective value as QA , as follows:


Pr

y∼QA

y=

i
rn



=

i i+1
Pr [y ∈ [ rn
, rn )],

y∼QA′

for all i ∈ {0} ∪ [rn].

◁

By Observation 3.1, for any (ρ, rn)-smooth label distribution QA , there exists an interval
rn
such that | Pry∼QA [y ∈ [ℓ, u)] − (1 − δ)| ≤ ρ – that is, there exists (ℓ, u) with
(ℓ, u) ∈ Pinterval
Eỹs+1 [vδ ((ℓ, u), ỹs+1 )] ≤ ρ. We can thus bound the value of our game as follows:
min

max

E [u((ℓ, u), y)]

rn
QA ∈Q̂ρ,rn (ℓ,u)∈Pinterval y∼QA

≤

X

exp(ηVsG,(ℓ,u) ) (ηρ) + exp(−ηVsG,(ℓ,u) ) (ηρ) + 2η 2 Ls ,

G(xs+1 )

≤ Ls (ηρ + 2η 2 ).
rn
It is easy to verify that ∆Pinterval
and Q̂ρ,rn are both compact and convex. The lemma then
follows by applying the minimax theorem (Theorem 5).
◀

▶ Corollary 24. For every s ∈ [T ], πs ∈ Π∗ , and xs+1 ∈ X (which fixes Ls and QL
s+1 ), and
any distribution over Y:
E

(ℓ,u)∼QL
s+1

[L̃s+1 |πs ] ≤ Ls +

E





∆s+1 (πs , xs+1 , (ℓs+1 , us+1 )) < Ls 1 + ηρ + 2η 2 .

(ℓ,u)∼QL
s+1

As with mean multicalibration, Lemma 22 defines (existentially) an algorithm that the
learner can use to make predictions – Algorithm 3.
Algorithm 3 A Generic Multivalid Predictor.

for t = 1, . . . , T do
rn
Observe xt . Given πt−1 and xt , let QL
t ∈ ∆Pinterval be the distribution over
prediction intervals whose existence is established in Lemma 22.
Sample (ℓ, u) ∼ QL
t and predict (ℓt , ut ) = (ℓ, u)
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Using similar techniques as for mean multicalibration, one can now show that Algorithm 3
(if one could compute the distributions QL
t ) results in multivalid (in expectation and with high
probability) prediction intervals. This proves the existential Theorem 8 stated in Section 3.
We do not include the derivation for the sake of brevity, but as a quick illustration of its
similarity to the mean-multicalibration derivation, observe that Algorithm 3 results in the
following surrogate loss bound:

2
2
E [L̃T ] ≤ 2|G|n exp T ηρ + 2T η .

π̃T

This is obtained via Corollary 24 and using the first part of Theorem 15 (Bound (2)) with
L0 = 2|G|n2 , c = ρ. From here, the in-expectation multivalidity bound is within easy reach.

5.2

Deriving an Efficient Algorithm via Equilibrium Computation

We now show how to implement Algorithm 3 via efficiently sampling, at each round t, from
the Learner’s minimax distribution QL
t whose existence we established in Lemma 22. It is
easy to observe that QL
can
be
computed
by solving the following linear program:
t
min

rn
QL ∈Pinterval

∀QA ∈ Q̂ρ,rn :

X
y∈P

γ s.t.

QA (y)
rn

X

X



ℓ,u
L
Q
((ℓ,
u))
v
((l,
u),
y)C
(x
)
≤ γ,
δ
t−1 t
rn

(ℓ,u)∈Pinterval
L

rn
(ℓ,u)∈Pinterval

Q ((ℓ, u)) = 1,

rn
∀ (ℓ, u) ∈ Pinterval
: QL ((ℓ, u)) ≥ 0.

Figure 1 Linear Program for Computing the Learner’s Minimax Strategy at Round t.

However, a priori, it is unclear how to solve this LP in polynomial time, as it has (rn)2 + 1
variables and an infinite number of constraints. However, as we will show, the number of
constraints can in fact be taken to be finite (albeit exponentially large), and we have an
efficient separation oracle to identify violated constraints. Together, these two facts allow us
to apply the Ellipsoid algorithm to efficiently solve LP 1, thus obtaining QL
t .
Algorithm 4 Von Neumann’s Multivalid Predictor.

INPUT: ϵ > 0.
for t = 1, . . . , T do
ℓ,u
rn
as in (5).
Observe xt and compute Ct−1
(xt ) for each (ℓ, u) ∈ Pinterval
Solve the Linear Program from Figure 1 using the Ellipsoid algorithm, with
Algorithm 5 as a separation oracle, to obtain an ϵ-approximate solution
rn
QL
t ∈ ∆Pinterval .
Predict (ℓt , ut ) = (ℓ, u) with probability QL
t ((ℓ, u)).

▶ Theorem 25. Algorithm 4 implements Algorithm 3. In particular, it obtains multivalidity
guarantees arbitrarily close to those of Theorem 8. Namely, for any desired ϵ > 0, Algorithm 4
obtains the following in-expectation and high-probability multivalidity bounds:20

20

q
By choosing, respectively, η =

ln(2|G|n2 +ϵ)
2T

q
or η =

ln(2|G|n2 )+ϵT
2T

.
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E[α] ≤ ρ + 2

2 ln(2|G|n2 + ϵ)
, and α ≤ ρ + 4
T

s

2
ln
T



2|G|n2
λ
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+ 2ϵ with prob. 1 − λ.

The runtime of Algorithm 4 is linear in |G|, and polynomial in r, n, T , and log( 1ϵ ).
▶ Remark 26. As with all of our other algorithms, the dependence on |G| can be replaced at
each round with a possibly substantially smaller dependence on the number of groups which
contain xt , |G(xt )|, whenever this set is efficiently enumerable.
Proof. Recall that at each round t we need to find an equilibrium strategy for the learner in
the zero-sum game defined by the objective function:
u((ℓ, u), y)

=

ℓ,u
ηvδ ((ℓ, u), y)Ct−1
+ 2η 2 Lt−1

=

ℓ,u
η (Cover((ℓ, u), y) − (1 − δ)) Ct−1
+ 2η 2 Lt−1 .

In this game, the strategy space for the learner is the set of all distributions over discrete
rn
intervals: QL = ∆Pinterval
, and (by Lemma 23), the action space for the adversary can be
taken to be the set of all discrete smooth distributions: QA = Q̂ρ,rn .
The equilibrium structure of a game is invariant to adding and multiplying the objective
function by a constant. Hence we can proceed to solve the game with the objective function:
ℓ,u
u((ℓ, u), y) = (Cover((ℓ, u), y) − (1 − δ)) Ct−1
.

To compute an equilibrium of the game, we need to solve for a distribution QL satisfying:
QL ∈

argmin

max

E

[u((ℓ, u), y)].

rn
QA ∈Q̂ρ,rn y∼QA ,(ℓ,u)∼QL
QL ∈∆Pinterval

We can write this as a linear program, over the O((rn)2 ) variables QL ((ℓ, u)): see Figure 1.
A priori, this linear program has infinitely many constraints.21 Nevertheless, we show that
we can efficiently implement a separation oracle, which given a candidate solution (QL , γ),
can find a violated constraint whenever one exists. This is sufficient to efficiently find, using
the Ellipsoid algorithm, a feasible solution of the linear program achieving value within any
desired ϵ > 0 of the optimum.
▷ Claim 27. Algorithm 5 is a separation oracle for LP 1. It runs in time O((rn)3 ).
rn
Proof. Given QL ∈ ∆Pinterval
, γ ∈ R, the oracle determines if there is QA ∈ Q̂ρ,rn such that:
X


X
ℓ,u
A
L
Q (y)
Q ((ℓ, u)) vδ ((l, u), y)Ct−1
> γ.
rn
rn
y∈P

(ℓ,u)∈Pinterval

rn
Recall vδ ((ℓ, u), y) = Cover((ℓ, u), y) − (1 − δ). Fixing the learner’s choice of QL ∈ ∆Pinterval
,
A
those terms in this objective that involve (1 − δ), are independent of the choice of Q ∈ Q̂ρ,rn .
Hence, we may take them out and let the adversary choose QA to equivalently maximize:
 
 
X
X
X
i
i
ℓ,u
L
A
A
L
A
Q
Wi .
ũ(Q , Q ) =
Q
Q ((ℓ, u))Ct−1 =
rn
rn
rn
i∈{0,...,rn}

21

(ℓ,u)∈Pinterval :
i
Cover((ℓ,u), rn
)=1

i∈{0,...,rn}

Although in fact, in the proof of Lemma 27, we will show that without loss of generality we can
equivalently impose only finitely (but exponentially) many constraints.
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Algorithm 5 A Separation Oracle for Linear Program 1.

INPUT: A proposed solution QL , γ for Linear Program 1
OUTPUT: A violated constraint of LP 1 if one exists, or a certification
of feasibility.
for i = 0, 1 . . . , rn X
do
ℓ,u
Compute Wi ≡
QL ((ℓ, u))Ct−1
.
i
rn
(ℓ,u)∈Pinterval :Cover((ℓ,u), rn )=1

Let σ : {0, . . . , rn} → {0, . . . , rn} be a permutation s.t. Wσ(0) ≥ Wσ(1) ≥ . . . ≥ Wσ(rn) .
for i = 0, 1 . . . , rn do
Pi−1
Set QA (σ(i)) = min(ρ, 1 − j=0 QA (σ(j))




X
X
ℓ,u 
if
QL ((ℓ, u)) vδ ((l, u), y)Ct−1
> γ, or QL not a prob. dist. then
QA (y) 
y∈P rn

rn
(ℓ,u)∈Pinterval

return the violated constraint.
return FEASIBLE
Finding QA ∈ Q̂ρ,rn that maximizes this expression is a fractional knapsack problem:
i
each “item” i ∈ {0, . . . , rn} has value Wi and quantity ρ (as QA is smooth, QA ( rn
) ≤ ρ),
and the knapsack capacity is 1. This is precisely the problem solved by Algorithm 5.
◁
Finally, showing the claimed multivalidity guarantees (as a function of ϵ > 0) amounts to
repeating several calculations from the proof of the existential result with an ϵ error term. ◀
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1

Introduction

In this paper, we study and extend Miller and Reif’s fundamental FOCS’85 [48–50] O(log n)round parallel tree contraction method. Tree contraction is a process involving iterated
contraction on graph components for efficient computation of problems on trees (see Section 1.2). Their work leverages PRAM, a model of computation in which a large number of
processors operate synchronously under a single clock and are able to randomly access a large
shared memory. In PRAM, tree contractions require n processors. Though the initial study
of tree contractions was in the CRCW (concurrent read from and write to shared memory)
PRAM model, this was later extended to the stricter EREW (exclusive read from and write
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to shared memory) PRAM model [27] as well, and then to work-optimal parallel algorithms
with O(n/ log n) processors [29]. Since then, a number of additional works have also built on
top of Miller and Reif’s tree contraction algorithm [1, 25, 35]. Tree-based computations have
a breadth of applications, including natural graph problems like matching and bisection on
trees, as well as problems that can be formulated on tree-like structures including expression
simplification.
The tree contraction method in particular is an extremely broad technique that can be
applied to many problems on trees. Miller and Reif [49] initially motivated their work by
showing it can be used to evaluate arithmetic expressions. They additionally studied a number
of other applications [50], using tree contractions to construct the first polylogarithmic round
algorithm for tree isomorphism and maximal subtree isomorphism of unbounded degrees,
compute the 3-connected components of a graph, find planar embeddings of graphs, and
compute list-rankings. An incredible amount of research has been conducted to further
extend the use of tree contractions for online evaluation of arithmetic circuits [47], finding
planar graph separators [30], approximating treewidth [20], and much more [9,36,37,42,46,52].
This work extends classic tree contractions to the adaptive massively parallel setting.
The importance of large-scale data processing has spurred a large interest in the study of
massively parallel computing in recent years. Notably, the Massively Parallel Computation
(MPC) model has been studied extensively in the theory community for a range of applications
[2–8, 10, 12, 15, 17, 19, 22, 26, 31, 38, 41, 45, 51, 53, 54], many with a particular focus on graph
problems. MPC is famous for being an abstraction of MapReduce [43], a popular and
practical programming framework that has influenced other parallel frameworks including
Spark [55], Hadoop [28], and Flume [23]. At a high level, in MPC, data is distributed across
a range of low-memory machines which execute local computations in rounds. At the end
of each round, machines are allowed to communicate using messages that do not exceed
their local space constraints. In the most challenging space-constrained version of MPC, we
e + m) total space
restrict machines to O(nϵ ) local space for a constant 0 < ϵ < 1 and O(n
e
(for graphs with m edges, or just O(n)
otherwise).
The computation bottleneck in practical implementations of massively parallel algorithms
is often the amount of communication. Thus, work in MPC often focuses on round complexity,
or the number of rounds, which should be O(log n) at a baseline. More ambitious research
often strives for sublogarithmic or even constant round complexity, though this often requires
very careful methods. Among others, a specific family of graph problems known as Locally
Checkable Labeling (LCL) problems – which includes vertex coloring, edge coloring, maximal
independent set, and maximal matching to name a few – admit highly efficient MPC
algorithms, and have been heavily studied during recent years [6, 7, 14, 19, 26, 32, 34]. Another
consists of DP problems on sequences including edit distance [22] and longest common
subsequence [40], as well as pattern matching [39]. The round complexity of aforementioned
MPC algorithms can be interpreted as the parallelization limit of the corresponding problems.
While MPC is generally an extremely efficient model, it is theoretically limited by the
widely believed 1-vs-2Cycle conjecture [33], which poses that distinguishing between a graph
that is a single n-cycle and a graph that is two n/2-cycles requires Ω(log n) rounds in the
low-memory MPC model. This has been shown to imply lower bounds on MPC round
complexity for a number of other problems, including connectivity [17], matching [33, 51],
clustering [54], and more [5, 33, 45]. To combat these conjectured bounds, Behnezhad et
al. [16] developed a stronger and practically-motivated extension of MPC, called Adaptive
Massively Parallel Computing (AMPC). AMPC was inspired by two results showing that
adding distributed hash tables to the MPC model yields more efficient algorithms for finding
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connected components [44] and creating hierarchical clusterings [10]. AMPC models exactly
this: it builds on top of MPC by allowing in-round access to a distributed read-only hash
table of size O(n + m). See Section 1.1 for a formal definition.
In their foundational work, Behnezhad et al. [16] design AMPC algorithms that outperform
the MPC state-of-the-art on a number of problems. This includes solving minimum spanning
tree and 2-edge connectivity in log logm/n (n) AMPC rounds (outperforming O(log n) and
O(log D log logm/n n) MPC rounds respectively), and solving maximal independent set, 2e √log n), O(log n), and
Cycle, and forest connectivity in O(1) AMPC rounds (outperforming O(
O(log D log logm/n n) MPC rounds respectively). Perhaps most notably, however, they proved
that the 1-vs-2Cycle conjecture does not apply to AMPC by finding an algorithm to solve
connectivity in O(log logm/n n) rounds. This was later improved to be O(1/ϵ) by Behnezhad
et al. [18], who additionally found improved algorithms for AMPC minimum spanning forest
and maximum matching. Charikar, Ma, and Tan [24] recently show that connectivity in
the AMPC model requires Ω(1/ϵ) rounds unconditionally, and thus the connectivity result
of Behnezhad et al. [18] is indeed tight. In a subsequent work, Behnezhad [13] shows an
O(1/ϵ)-round algorithm for the maximal matching problem in AMPC.
A notable drawback of the current work in AMPC is that there is no generalized framework
for solving multiple problems of a certain class. Such methods are important for providing a
deeper understanding of how the strength of AMPC can be leveraged to beat MPC in general
problems, and often leads to solutions for entirely different problems. Studying Miller and
Reif [49]’s tree contraction algorithm in the context of AMPC provides exactly this benefit.
We get a generalized technique for solving problems on trees, which can be extended to a
range of applications.
Recently, Bateni et al. [11] introduced a generalized method for solving “polylogexpressible” and “linear-expressible” dynamic programs on trees in the MPC model. This
was heavily inspired by tree contractions, and also is a significant inspiration to our work.
Specifically, their method solves minimum bisection, minimum k-spanning tree, maximum
weighted matching, and a large number of other problems in O(log n) rounds. We extend
these methods, as well as the original tree contraction methods, to the AMPC model to
create more general techniques that solve many problems in Oϵ (1) rounds.

1.1

The AMPC Model

The AMPC model, introduced by Behnezhad et. al [16], is an extension of the standard MPC
model with additional access to a distributed hash table. In MPC, data is initially distributed
across machines and then computation proceeds in rounds where machines execute local
computations and then are able to share small messages with each other before the next
round of computation. A distributed hash table stores a collection of key-value pairs which
are accessible from every machine, and it is required that both key and value have a constant
size. Each machine can adaptively query a bounded sequence of keys from a centralized
distributed hash table during each round, and write a bounded number of key-value pairs
to a distinct distributed hash table which is accessible to all machines in the next round.
The distributed hash tables can also be utilized as the means of communication between
the machines, which is implicitly handled in the MPC model, as well as a place to store the
initial input of the problem. It is straight-forward to see how every MPC algorithm can be
implemented within the same guarantees for the round-complexity and memory requirements
in the AMPC model.
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▶ Definition 1. Consider a given graph on n vertices and m edges. In the AMPC model,
there are P machines each with sublinear local space S = O(nϵ ) for some constant 0 < ϵ < 1,
e
In addition, there exist a collection
and the total memory of machines is bounded by O(n+m).
of distributed hash tables H0 , H1 , H2 , . . ., where H0 contains the initial input.
The process consists of several rounds. During round i, each machine is allowed to make
at most O(S) read queries from Hi−1 and to write at most O(S) key-value pairs to Hi .
Meanwhile, the machines are allowed to perform an arbitrary amount of computation locally.
Therefore, it is possible for machines to decide what to query next after observing the result
of previous queries. In this sense, the queries in this model are adaptive.

1.2

Our Contributions

The goal of this paper is to present a framework for solving various problems on trees with
constant-round algorithms in AMPC. This is a general strategy, where we intelligently shrink
the tree iteratively via a decomposition and contraction process. Specifically, we follow Miller
and Reif’s [49] two-stage process, where we first compress each connected component in
our decomposition, and then rake the leaves by contracting all leaves of the same parent
together. We repeat until we are left with a single vertex, from which we can extract a
solution. To retrieve the solution when the output corresponds to many vertices in the tree
(i.e., maximum matching istead of maximum matching value), we can undo the contractions
in reverse order and populate the output as we gradually reconstruct the original tree.
The decomposition strategy must be constructed very carefully such that we do not lose
too much information to solve the original problem and each connected component must
fit on a single machine with O(nϵ ) local memory. To compress, we require oracle access
to a black-box function, a connected contracting function, which can efficiently contract a
connected component into a vertex while also retaining enough information to solve the
original problem. To rake leaves, we require oracle access to another block-box function, a
sibling contracting function, which executes the same thing but on a set of leaves that share
a parent. These two black-box functions are problem specific (e.g., we need a different set of
functions for maximum matching and maximum independent set). In this paper,
we only require contracting functions to accept nϵ vertices as the input subgraphs, and
we always run these black-box functions locally on a single machine. Thus, we can compress
any arbitrary collection of disjoint components of size at most nϵ in O(1) AMPC rounds.
See Section 2.1 for formal definitions.
This general strategy actually works on a special class of structures, called degree-weighted
trees (defined in §2). Effectively, these are trees T = (V, E, W ) with a multi-dimensional
e
weight function where W (v) ∈ {0, 1}O(deg(v))
stores a vector of bits proportional in size to
the degree of the vertex v ∈ V . When we use our contracting functions, we use W to store
data about the set of vertices we are contracting. This is what allows our algorithms to
retain enough information to construct a solution to the entire tree T when we contract sets
of vertices. Note that the degree of the surviving vertex after contraction could be much
smaller than the total degree of the original set of vertices.
Our first algorithm works on trees with bounded degree, more precisely, trees with
maximum degree at most nϵ . The reason this is easier is because when an internal connected
component is contracted, we often need to encode the output of the subproblem at the root
(e.g., the maximum weighted matching on the rooted subtree) in terms of the children of this
component post-contraction. In high degree graphs, it may have many children after being
contracted, and therefore require a large encoding (i.e., one larger than O(nϵ )) and thus not
fit on one machine.
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In this algorithm, we find that if the degree is bounded by nϵ and we compress sufficiently
small components, then the algorithm works out much more smoothly. The underlying
technique that allows us to contract the tree into a single vertex in O(1/ϵ) iterations is a
decomposition of vertices based on their preorder numbering. The surprising fact is that
each group in this decomposition contains at most one non-leaf vertex after contracting
connected components. Thus, an additional single rake stage is sufficient to collapse any tree
with n vertices to a tree with at most n1−ϵ vertices in a single iteration. However, we need
O(1/ϵ) AMPC rounds at the beginning of each iteration to find the decomposition associated
with the resulting tree after contractions performed in the previous iteration. This becomes
O(1/ϵ2 ) AMPC rounds across all iterations. See Section 3.1 for the proofs and more details.
This is a nice independent result, proving a slightly more efficient O(1/ϵ2 )-round algorithm
on degree bounded trees. Additionally, many problems on larger degree trees can be
represented by lower degree graphs. For example, both the original Miller and Reif [48]
tree contraction and the Betani et al. [11] framework consider only problems in which we
can replace each high degree vertex by a balanced binary tree, reducing the tree-based
computation on general trees to a slightly different computation on binary trees. Equally
notably, it is an important subroutine in our main algorithm.
▶ Theorem 2. Consider a degree-weighted tree T = (V, E, W ) and a problem P . Given a
connected contracting function on T with respect to P , one can compute P (T ) in O(1/ϵ2 )
e
AMPC rounds with O(nϵ ) memory per machine and O(n)
total memory if deg(v) ≤ nϵ for
every vertex v ∈ V .
▶ Remark 3. It may be tempting to suggest that in most natural problems the input tree
can be transformed into a tree with degree bounded by nϵ . However, we briefly pose the
MedianParent problem, where leaves are given values and parents are defined recursively as
the median of their children. By transforming the tree to make it degree bounded, we lose
necessary information to find the median value among the children of a high degree vertex.
Next, we move onto our main result: a generalized tree contraction algorithm that works
on any input tree with arbitrary structure. Building on top of Theorem 2, we can create
a natural extension of tree contractions. Recall that the black-box contracting functions
encode the data associated with a contracted vertex in terms of its children post-contraction.
Thus, allowing high degree vertices introduces difficulties working with contracting functions.
In particular, it is not possible to store the weight vector W (v) of a high degree vertex v
inside the local memory of a single machine. The power of this algorithm is its ability to
implement Compress and Rake for nϵ -tree-contractions in O(1/ϵ3 ) rounds.
The most significant novelty of our main algorithm is the handling of high degree vertices.
To do this, we first handle all maximal connected components of low degree vertices using
the algorithm from Theorem 2 as a black-box. This compresses each such component into
one vertex without needing to handle high degree vertices. By contracting these components,
we obtain a special tree called Big-Small-tree (defined formally in §3.2) which exhibits nice
structural properties. Since the low degree components are maximal, the degree of each
vertex in every other layer is at least nϵ , implying that a large fraction of the vertices in a
Big-Small-tree must be leaves. Hence, after a single rake stage, the number of high degree
vertices drops by a factor of nϵ .
In order to rake the leaves of high degree vertices, we have to carefully apply our
sibling contracting functions in a way that can be implemented efficiently in AMPC. Unlike
Theorem 2 in which having access to a connected contracting function is sufficient, here we
also require a sibling contracting function. Consider a star tree with its center at the root.
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Without a sibling contracting function, we are able to contract at most O(nϵ ) vertices in
each round since the components we pass to the contracting functions must be disjoint. But
having access to a sibling contracting function, we can rake up to O(n) leaf children of a
high degree vertex in O(1/ϵ) rounds. For more details about the algorithm and proofs see
Section 3.2.
▶ Theorem 4. Consider a degree-weighted tree T = (V, E, W ) and a problem P . Given a
connected contracting function and a sibling contracting function on T with respect to P ,
e
one can compute P (T ) in O(1/ϵ3 ) AMPC rounds with O(nϵ ) memory per machine and O(n)
total memory.
Theorem 2 and Theorem 4 give us general tools that have the power to create efficient
AMPC algorithms for any problem that admits a connected contracting function and a
sibling contracting function. Intuitively, they reduce constant-round parallel algorithms for a
specific problem on trees to designing black-box contracting functions that are sequential.
We should be careful in designing contracting functions to make sure that the amount of data
stored in the surviving vertex does not asymptotically exceed its degree in the contracted tree.
Also note that a connected contracting function works with unknown values that depend on
the result of other components.
Satisfying these conditions is a factor that limits the extent of problems that can be solved
using our framework. For example, the framework of Bateni et. al [11] works on a wider range
of problems on trees since their algorithm, roughly speaking, tolerates exponential growth of
weight vectors using a careful decomposition of tree. Indeed, they achieve these benefits at
the cost of an inherent requirement for at least O(log n) rounds due to the divide-and-conquer
nature of their algorithm. However, their framework comes short on addressing problems such
as MedianParent (defined in Remark 3) that are not reducible to binary trees. Nonetheless,
we show several techniques for designing contracting functions that satisfy these conditions,
in particular:
1. In Section 3.3, we prove a general approach for designing a connected contracting function
and a sibling contracting function given a PRAM algorithm based on the original Miller
and Reif [48] tree contraction. We do this by observing that in almost every conventional
application of Miller and Reif’s framework, the length of data stored at each vertex
remains constant throughout the algorithm.
2. Storing a minimal tree representation of a connected component contracted into v in the
weight vector W (v) enables us to simplify a recursive function defined on the subtree
rooted at v in terms of yet-unknown values of its children, while keeping the length of W (v)
asymptotically proportional to deg(v). For instance, our maximum weighted matching
algorithm (See Section 4.1 of the full version for more details) uses this approach.
Ultimately, this is a highly efficient generalization of the powerful tree contraction
algorithm. To illustrate the versatility of our framework, we show that it gives us efficient
AMPC algorithms for many important applications of frameworks such as Miller and Reif [49]’s
and Bateni et al. [11]’s by constructing sequential black-box contracting functions. In doing
so, we utilize a diverse set of techniques, including the ones mentioned above, that are of
independent interest and can be applied to a broad range of problems on trees. The proof
Theorem 5 and more details about each application can be found in the full version.
▶ Theorem 5. Algorithms 1 and 2 can solve, among other applications, dynamic expression
evaluation, tree isomorphism testing, maximal matching, and maximal independent set in
O(1/ϵ2 ) AMPC rounds, and maximum weighted matching and maximum weighted independent
e
set in O(1/ϵ3 ) AMPC rounds. All algorithms use O(nϵ ) memory per machine and O(n)
total
memory.
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Paper Outline

The work presented in this paper is a constant-round generalized technique for solving a
large number of graph theoretic problems on trees in the AMPC model. In Section 2, we
go over some notable definitions and conventions we will be using throughout the paper.
This includes the introduction of a generalized weighted tree, a formalization of the general
tree contraction process, the definition of contracting functions, and a discussion of a tree
decomposition method we call the preorder decomposition. In the Section 3, we go over our
main results, algorithms, and proofs. The first result (§3.1) is an algorithm for executing a
tree contraction-like process which solves the same problems on trees of bounded maximum
degree. The second result (§3.2) utilizes the first result as well as additional novel techniques
to implement generalized tree contractions. We additionally show (§3.3) that our algorithms
can also implement Miller and Reif’s standard notion of tree contractions, and (§3.4) we show
how to efficiently reconstruct a solution on the entire graph by reversing the tree contracting
process.

2

Preliminaries

In this work, we are interested in solving problems on trees T = (V, E) where |V | = n. Our
algorithms iteratively transform T by contracting components in an intelligent way that:
(1) components can be stored on a single machine, (2) the number of iterations required
to contract T to a single vertex is small, and (3) at each step of the process, we still have
enough information to solve the initial problem on T .
To achieve (3), we must retain some information about an original component after we
contract it. For instance, consider computing all maximal subtree sizes. For a connected
component S with r = lca(S)1 , the contracted vertex vS of S might encode |S| and a list of its
leaves (when viewing S as a tree itself). It is not difficult to see that this would be sufficient
knowledge to compute all maximal subtree sizes for the rest of the vertices in T without
considering all individual vertices in S. Data such as this is encoded as a multi-dimensional
weight function which maps vertices to binary vectors. We will specifically consider trees
where the dimensionality of the weight function is bounded by the degree of the vertex.
We note that in this paper, when we refer to the degree of a vertex in a rooted tree, we
ignore parents. Therefore, deg(v) is the number of children a vertex has.
▶ Definition 6. A degree-weighted tree is a tree T = (V, E, W ) with vertex set V , edge
e
set E, and vertex weight vector function W such that for all v ∈ V , W (v) ∈ {0, 1}O(deg(v))
.2
e
Notationally, we let w(v) = dim(W (v)) = O(deg(v))
be the length of the weight vectors.
Additionally, note that a tree T = (V, E) is a degree-weighted tree where W (v) = ∅ for all
v ∈V.
In order to implement our algorithm, we also require specific contracting functions whose
properties allow us to achieve the desired result (§2.1). In addition, we will introduce a
specific tree decomposition method, called a preorder decomposition, that we will efficiently
implement and leverage in our final algorithms (§2.2).

1
2

lca is the least common ancestor function.
e (n)) = O(f (n) log n).
O(f
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(a) Each vertex in the degree weighted tree T stores the
size of its subtree, which is 1 initially and the structure
of the subtree between each vertex and its children using
parenthesis notation which is simply a star for every
vertex at the beginning. In the parenthesis notation, we
traverse the tree according to the preorder numbering
and put an ‘(’ whenever we go down from a parent to
a child, and a ‘)’ whenever we go up from a child to a
parent.

(b) In the contracted degree weighted tree
T ′ , the structure of the yellow subgraph is
recorded in the weight vector of the root, a
tree with 4 leaves (equal to the degree of root)
which is not a star. In addition, the size of the
contracted subgraph is stored in the weight
vector of the root.

Figure 1 A degree weighted tree T = (V, E, W ) with |V | = 11. In Subfigure 1a, we have a degree
weighted tree with |Wv | ≤ 4deg(v). We contract the subgraph with 7 vertices depicted by yellow in
Subfigure 1a using a connected contracting function (Defined in Definition 8). The resulting degree
weighted tree T ′ is depicted in Subfigure 1b. Note that the length of weight vectors in proportional
to the degree of each vertex even after the contraction.

2.1

Tree Contractions and Contracting Functions

Our algorithms provide highly efficient generalizations to Miller and Reif’s [49] tree contraction
algorithms. At a high level, their framework provides the means to compute a global property
with respect to a given tree in O(log n) phases. In each phase, there are two stages:
Compress stage: Contract around half of the vertices with degree 1 into their parent.
Rake stage: Contract all the leaves (vertices with degree 0) into their parent.
Repeated application of Compress and Rake alternatively results in a tree which has
only one vertex. Intuitively, the Compress stage aims to shorten the long chains, maximal
connected sequences of vertices whose degree is equal to 1, and the Rake stage cleans up
the leaves. Both stages are necessary in order to guarantee that O(log n) phases are enough
to end up with a single remaining vertex [49].
In the original variant, every odd-indexed vertex of each chain is contracted in a Compress
stage. In some randomized variants, each vertex is selected with probability 1/2 independently,
and an independent set of the selected vertices is contracted. In such variants, contracting
two consecutive vertices in a chain is avoided in order to efficiently implement the tree
contraction in the PRAM model. However, this restriction is not imposed in the AMPC
model, and hence we consider a more relaxed variant of the Compress stage where each
maximal chain is contracted into a single vertex.
We introduce a more generalized version of tree contraction called α-tree-contractions.
Here, the Rake stage is the same as before, but in the Compress stage, every maximal
subgraph containing only vertices with degree less than α is contracted into a single vertex.
▶ Definition 7. In an α-tree-contraction of a tree T = (V, E), we repeat two stages in a
number of phases until the whole tree is contracted into a single vertex:
Compress stage: Contract every maximal connected component S containing only vertices
with degree less than α, i.e., deg(v) < α ∀v ∈ S, into a single vertex S ′ .
Rake stage: Contract all the leaves into their parent.
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Figure 2 An example phase in α-tree-contraction for α = 4. In the leftmost tree the initial tree
is depicted, and the vertices are numbered from 1 to n in the preorder ordering. In the middle tree,
we performed a Compress stage to get a tree with 12 vertices. Next, we Rake the leaves to end up
with a tree with 3 vertices depicted on the right.

Notice that the relaxed variant of Miller and Reif’s Compress stage is the special case
when α = 2. Our goal will be to implement efficient α-tree-contractions where α = nϵ .
In order to implement Compress and Rake, we need fundamental tools for contracting
a single set of vertices into each other. We call these contracting functions. In the Compress
stage, we must contract connected components. In the Rake stage, we must contract leaves
with the same parent into a single vertex. These functions run locally on small sets of
vertices.
▶ Definition 8. Let P be some problem on degree-weighted trees such that for some degreeweighted tree T , P (T ) is the solution to the problem on T . A contracting function on T
with respect to P is a function f that replaces a set of vertices in T with a single vertex and
incident edges to form a degree-weighted tree T ′ such that P (T ) = P (T ′ )3 . There are two
types:
1. f is a connected contracting function if f contracts4 connected components into a
single vertex of T .
2. f is a sibling contracting function if f is defined on sets of leaf siblings (i.e., leaves
that share a parent p) of T , and the new vertex is a leaf child of p.
Since the output of the contracting function is a degree-weighted tree, it implicitly must
create a weight W (v) for any newly contracted vertex v.

2.2

Preorder Decomposition

A preorder decomposition (formally defined shortly) is a strategy for decomposing trees into a
disjoint union of (possibly not connected) vertex groups. In this paper, we will show that the
preorder decomposition exhibits a number of nice properties (see §3) that will be necessary
for our tree contraction algorithms. Ultimately, we wish to find a decomposition of vertices
V1 , V2 , . . . , Vk ⊆ V of a given tree T = (V, E) (∪ki=1 Vi = V and Vi ∩ Vj = ϕ ∀i, j : i ̸= j) so
that for all i ∈ [k], after contracting each connected component contained in the same vertex
group, the maximum degree is bounded by some given λ. Obviously, this won’t be generally
possible (i.e., consider a large star), but we will show that this holds when the maximum
degree of the input tree is bounded as well.

3

4

With some nuance, it depends on the format of the problem. For instance, when computing the value of
the maximum independent set, the single values P (T ) and P (T ′ ) should be the same. When computing
the maximum independent set itself, uncontracted vertices must have the same membership in the set,
and contracted vertices represent their roots.
Consider a connected component S with a set of external neighbors N (S) = {v ∈ V \ S : ∃u ∈ S(v, u) ∈
E}. Then contracting S means replacing S with a single vertex with neighborhood N (S).
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The preorder decomposition is depicted in Figure 3a. Number the vertices by their index
in the preorder traversal of tree T , i.e., vertices are numbered 1, 2, . . . , n where vertex i is
the i-th vertex that is visited in the preorder traversal starting from vertex 1 as root. In a
preorder decomposition of T , each group Vi consists of a consecutive set of vertices in the
preorder numbering of the vertices. More precisely, let li denote the index of the vertex
v ∈ Vi with the largest index, and assume l0 = 0 for consistency. In a preorder decomposition,
group Vi consists of vertices li−1 + 1, li−1 + 2, . . . , li .
▶ Definition 9. Given a tree T = (V, E), a “preorder decomposition” V1 , V2 , . . . , Vk of
T is defined by a vector l ∈ Zk+1 , such that 0 = l0 < l1 < . . . < lk = n, as Vi =
{li−1 + 1, li−1 + 2, . . . , li } ∀i ∈ [k]. See Subfigure 3a for an example.
P
Assume we want each Vi in our preorder decomposition to satisfy v∈Vi deg(v) ≤ λ
for some λ. As long as deg(v) ≤ λ for all v ∈ V , we can greedily construct components
V1 , . . . , Vk according to the preorder traversal, only stopping when the next vertex violates
P
the constraint. Since v∈V deg(v) ≤ n, it is not hard to see that this will result in O(n/λ)
groups that satisfy the degree sum constraint.
▶ Observation 10. Consider a given tree T = (V, E). For any parameter λ such that
deg(v) ≤ λ for all v ∈ V , there is a preorder decomposition V1 , V2 , . . . , Vk such that ∀i ∈ [k],
P
v∈Vi deg(v) ≤ λ, and k = O(n/λ).
The dependency tree T ′ = (V ′ , E ′ ), as seen in Figure 3b of a decomposition is useful
notion for understanding the structure of the resulting graph. In T ′ , vertices represent
connected components within groups, and there is an edge between vertices if one contains a
vertex that is a parent of a vertex in the other. This represents our contraction process and
will be useful for bounding the size of the graph after each step.
▶ Definition 11. Given a tree T = (V, E) and a decomposition of vertices V1 , V2 , . . . , Vk , the
dependency tree T ′ = (V ′ , E ′ ) of T under this decomposition is constructed by contracting
each connected component Ci,j for all j ∈ [ci ] in each group Vi . We call a component
contracted to a leaf in T ′ an independent component, and a component contracted to a
non-leaf vertex in T ′ a dependent component.

3

Constant-round Tree Contractions in AMPC

The main results of this paper are two new algorithms. The first algorithm applies α-treecontraction-like methods in order to solve problems on trees where the degrees are bounded
by nϵ . Though this algorithm is similar in inspiration to the notion of tree contractions, it is
not a true α-tree-contraction method.
▶ Theorem 2. Consider a degree-weighted tree T = (V, E, W ) and a problem P . Given a
connected contracting function on T with respect to P , one can compute P (T ) in O(1/ϵ2 )
e
AMPC rounds with O(nϵ ) memory per machine and O(n)
total memory if deg(v) ≤ nϵ for
every vertex v ∈ V .
This algorithm provides us with two benefits: (1) it is a standalone result that is quite
powerful in its own right and (2) it is leveraged in our main algorithm for Theorem 4. The
only differences between this result and our main result for generalized tree contractions is
that we require deg(v) ≤ nϵ , but it runs in O(1/ϵ2 ) rounds, as opposed to O(1/ϵ3 ) rounds.
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(b) Dependency tree T ′ , created by contracting
connected components of every Fi . Each red
vertex represents a dependent component, and
each white vertex represents an independent
component.

Figure 3 In Subfigure (a), a preorder decomposition of a given tree T is demonstrated. Based on
this preorder decomposition, we define a dependency tree T ′ so that each connected component S
in each forest Fi is contracted into a single vertex S ′ . This dependency tree T ′ is demonstrated in
Subfigure (b). It is easy to observe that the contracted components are maximal components which
are connected using bold edges in T , and each edge in T ′ corresponds to a dashed edge in T .

Thus, if the input tree has degree bounded by nϵ , then clearly the precondition is satisfied.
Additionally, if the tree can be decomposed into a tree with bounded degree such that we
can still solve the problem on the decomposed tree, this result applies as well.
Our general results are quite similar, with a slightly worse round complexity, but with the
ability to solve the problem on all trees. Notably, it is a true α-tree-contraction algorithm.
▶ Theorem 4. Consider a degree-weighted tree T = (V, E, W ) and a problem P . Given a
connected contracting function and a sibling contracting function on T with respect to P ,
e
one can compute P (T ) in O(1/ϵ3 ) AMPC rounds with O(nϵ ) memory per machine and O(n)
total memory.
In this section, we introduce both algorithms and prove both theorems.

3.1

Contractions on Degree-Bounded Trees

We now provide an O(1/ϵ2 )-round AMPC algorithm with local space O(nϵ ) for solving
any problem P on a degree-weighted tree T = (V, E, W ) with bounded degree deg(v) ≤ nϵ
for all v ∈ V given a connected contracting function for P . The method, which we call
BoundedTreeContract, can be seen in Algorithm 1.
Much like an α-tree-contraction algorithm, it can be divided into a Compress and Rake
stage. In the Compress stage, instead of compressing the whole maximal components that
consist of low-degree vertices as required for α-tree-contractions, we partition the vertices
into groups using a preorder decomposition and bounding the group size by nϵ . In the Rake
stage, since the degree is bounded by nϵ , all leaves who are children of the same vertex can
fit on one machine. Thus each sibling contraction that must occur can be computed entirely
locally. If we include the parent of the siblings, we can simply apply Compress’s connected
contracting function on the children. This is why we do not need a sibling contracting
function.
Let T0 = T be the input tree. For every iteration i ∈ [O(1/ϵ)]: (1) find a preorder
decomposition V1 , . . . Vk of Ti−1 , (2) contract each connected component in the preorder
decomposition, and (3) put each maximal set of leaf-siblings (i.e., leaves that share a parent)
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in one machine and contract them into their parent. We sometimes refer to these maximal
sets of leaf-siblings by leaf-stars. After sufficiently many iterations, this should reduce the
problem to a single vertex, and we can simply solve the problem on the vertex.
Algorithm 1 BoundedTreeContract
(Computing the solution P (T ) of a problem P on degree-weighted tree T with max degree
nϵ using connected contracting function C).

1
2
3
4
5
6
7
8
9
10

Data: Degree-weighted tree T = (V, E, W ) with degree bounded by nϵ and a
connected contracting function C.
Result: The problem output P (T ).
T0 ← T ;
for i ← 1 to l = O(1/ϵ) do
Let O be a preordering of Vi−1 ;
Find a preorder decomposition V1 , V2 , . . . , Vk of Ti−1 with λ = nϵ using O;
Let Si−1 be the set of all connected components in Vi for all i ∈ [k];
′
Let Ti−1
be the result of contracting C(Si−1,j ) for all Si−1,j ∈ Si−1 ;
′
;
Let Li−1 be the set of all maximal leaf-stars (containing their parent) in Ti−1
Let Ti be the result of contracting C(Li−1,j ) for all Li−1,j ∈ Li−1 ;
end
return C(Tl );

Notice that we can view the first and second steps as the Compress stage except that
we limit each component such that the sum of the degrees in each component is at most
e
e ϵ ), we can store an entire
nϵ . Since the size of the vector W (v) is w(v) = O(deg(v))
= O(n
component (in its current, compressed state) in a single machine, thus making the second
step distributable. The third step can be viewed as a Rake function which, as we stated,
can be handled on one machine per contraction using the connected contracting function.
In order to get O(1/ϵ2 ) rounds, we first would like to show that the number of phases
is bounded by O(1/ϵ). To prove this, we show that there will be at most one non-leaf
node after we contract the components in each group. In other words, the dependency tree
resulting from the preorder decomposition has at most one non-leaf node per group in the
decomposition. This is a necessary property of decomposing the tree based off the preorder
traversal. To see why this is true, consider a connected component in a partition. If it is not
the last connected component (i.e., it does not contain the partition’s last vertex according
to the preorder numbering), then after contracting, it cannot have any children.
▶ Lemma 12. The dependency tree T ′ = (V ′ , E ′ ) of a preorder decomposition V1 , V2 , . . . , Vk
of tree T = (V, E) contains at most 1 non-leaf vertex per group for a total of at most k
non-leaf vertices. In other words, there are at most k dependent connected components in
∪i∈[k] Fi .
Proof. Each group Vi induces a forest Fi on tree T , and recall that each Fi is consisted
of multiple connected components Ci,1 , Ci,2 , . . . , Ci,ci , where ci is the number of connected
components of Fi . Assume w.l.o.g. component Ci,ci is the component which contains vertex
li , the vertex with the largest index in Vi . We show that every connected component in Fi
except Ci,ci is independent, and thus Lemma 12 statement is implied. See in Subfigure 3b
that there is at most 1 dependent component, red vertices in T ′ , for each group Vi . Also note
that Ci,ci , the only possibly dependent component in Fi , is always the last component if we
sort the components based on their starting index since li ∈ Ci,ci and each Ci,j contains a
consecutive set of vertices.
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Assume for contradiction that there exists Ci,j for some i ∈ [k], j ∈ [ci − 1], a non-last
′
component in group Vi , such that Ci,j is a dependent component, or equivalently Ci,j
is not
′
a leaf in T . Since Ci,j is a dependent component, there is a vertex v ∈ Ci,j which has a
child outside of Vi . Let u be the first such child of v in the pre-order traversal, and thus
u ∈ Vj for some j > i. Consider a vertex w ∈ Vi that comes after v in the pre-order traversal.
Then, since u, and thus Vj , comes after v and Vi in the pre-order traversal, u must come
after w in the pre-order traversal. Since w is between v and u in the pre-order traversal, and
u is a child of v, the only option is for w to be a descendant of v. Then the path from w to
v consists of w, w’s parent p(w), p(w)’s parent, and so on until we reach v. Since a parent
always comes before a child in a pre-order traversal, all the intermediate vertices on the path
from w to v come between w and v in the pre-order traversal, so they must all be in Vi . This
means w is in Ci,j since w is connected to v in Fi . Since any vertex after v in Vi must be
in Ci,j , Ci,j must be the last connected component, i.e., j = ci . This implies that the only
possibly dependent connected component of Fi is Ci,ci , and all other Ci,j ’s for j ∈ [ci − 1]
are independent.
◀
Lemma 12 nicely fits with our result from Observation 10 to bound the total number of
phases BoundedContract requires. In addition, we can show how to implement each phase
to bound the complexity of our algorithm. Note that we are assuming that our component
contracting function is defined to always yield a degree-weighted tree. We only need to show
that the degrees stay bounded throughout the algorithm.
Proof of Theorem 2. In each phase of this algorithm, the only modifications to the graph
that occur are applications of the connected contracting functions to connected components
of the tree. Since these are assumed to preserve P (T ) and we simply solve P (Tl ) for the final
tree Tl , correctness of the output is obvious.
An important invariant in this algorithm is the O(nϵ ) bound on the degree of vertices
throughout the algorithm. At the beginning, we know that the degrees are bounded according
as it is promised in the input. We show that this bound on the maximum degree of the tree
is invariant by proving the degree of vertices are still bounded after a single contraction.
Recall that we use preorder decomposition with λ = nϵ to find the connected components
we need to contract in the Compress stage. According to definition, the total degree of each
group in our decomposition is bounded by λ. After we contract a component S, the degree of
the contracted vertex v S never exceeds the sum of the degree of all vertices in S since every
child of v S is a child of exactly one of the vertices in S. Thus, the degree of v S is bounded
by λ = nϵ . In Rake stage, we contract a number of sibling leaves into their common parent.
In this case, the degree of the parent only decreases and the bound still holds.
We now focus on round and space complexities. A preordering can be computed using
the preorder traversal algorithm from Behnezhad et al. [16], which executed in O(1/ϵ) rounds
e
with O(nϵ ) local space and O(n)
total space w.h.p.5 This completes step 1. In steps 2 and 3,
the contracting functions are applied in parallel for a total of O(1) rounds (based off our
assumption about any given contracting functions) within the same space constraints. Thus,
all phases require O(1) rounds except the first, which is O(1/ϵ) rounds, and satisfy the space
constraints of our theorem.
Now we must count the phases. Lemma 12 tells us that for every group, we only have one
non-leaf component in the dependency graph after each step 2. In step 3, we then “Rake”
all leaves into their parents. This means that the remaining number of vertices after step

5

This means with probability at least 1/poly(n)
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3 is equal to the number of non-leaf vertices in the dependency graph after step 2, which
is k = nϵ . Observation 10 tells us that the resulting graph size is then O(n/nϵ ) = O(n1−ϵ ).
Therefore, in order to get a graph where |Tl | = 1, we require O(1/ϵ) phases. Combining this
with the complexity of each phase yields the desired result.
◀

3.2

Generalized α-Tree-Contractions

In the rest of this section we prove our main result: a generalized tree contraction algorithm,
Algorithm 2. Building on top of Theorem 2, we can create a natural extension of tree
contractions. Recall from §2 that in the Compress stage, we must contract maximal
connected components containing only vertices v with degree d(v) < α. Conveniently, by
Theorem 2, Algorithm 1 achieves precisely this. Therefore, to implement tree contractions,
we simply need to:
1. Identify maximal connected components of low degree (Algorithm 2, line 3), which can
be done in O(1/ϵ) rounds by Behnezhad et al. [18].
2. Use our previous algorithm to execute the Compress stage on each component (Algorithm 2, line 5), which can be done by Algorithm 1 in O(1/ϵ2 ) rounds.
3. Apply a function that can execute the Rake stage (Algorithm 2, lines 7 through 14).
To satisfy the third step, we use a sibling contracting function (Definition 8), which can
contract leaf-siblings of the same parent into a single leaf. Since a vertex might have up
to n children, to do this in parallel, we may have to group siblings into nϵ -sized groups
and repeatedly contract until we reach one leaf. Assuming sibling contractions are locally
performed inside machines, this will then take O(1/ϵ) AMPC rounds.
Algorithm 2 TreeContract
(Computing the solution P (T ) of a problem P on degree-weighted tree T using a connected
contracting function C and a sibling contracting function R).

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Data: Degree-weighted tree T = (V, E, W ), a connected contracting function C, and
a sibling contracting function R.
Result: The problem output P (T ).
T0 ← T ;
for i ← 1 to l = O(1/ϵ) do
Let Si−1 ← Connectivity(Ti−1 \ {v ∈ V : deg(v) > nϵ );
′
Let Ki−1 ← Components in Si−1,j which represent a leaf in Ti−1
;
′
Contract each Si−1,j ∈ Ki−1 into Si−1,j by applying BoundedTreeContract(Sj , C);
′
Let Li−1 be the set of all maximal leaf-stars (excluding their parent) in Ti−1
;
for Li−1,0 = {v1 , v2 , . . . , vk } ∈ Li−1 do
for j ← 1 to 1/ϵ do
Split Li−1,j−1 into k/njϵ parts Li−1,j,1 , . . . , Li−1,j,k/njϵ each of size nϵ ;
Contract each Li−1,j,z into L′i−1,j,z by applying R(Li−1,j,z );
Let Li−1,j ← {L′i−1,j,1 , . . . , L′i−1,j,k/njϵ };
end
Contract Li−1,1/ϵ by applying R(Li−1,1/ϵ );
end
′
Let Ti ← Ti−1
;
end
return C(Tl );
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We can show that this requires O(1/ϵ) phases to execute, and each phase takes O(1/ϵ2 )
rounds to compute due to Theorem 2 and our previous argument for Rake by sibling
contraction. Thus we achieve the following result:
▶ Theorem 4. Consider a degree-weighted tree T = (V, E, W ) and a problem P . Given a
connected contracting function and a sibling contracting function on T with respect to P ,
e
one can compute P (T ) in O(1/ϵ3 ) AMPC rounds with O(nϵ ) memory per machine and O(n)
total memory.
Recall the definition of α-tree-contraction (Definition 7) from §2.1. First, we prove
Lemma 13 to bound the number of phases in α-tree-contraction.
▶ Lemma 13. For any α ≥ 2, the number of α-tree-contraction phases until we have a
constant number of vertices is bounded by O(logα (n)).
To show Lemma 13 we will introduce a few definitions. The first definition we use is a
useful way to represent the resulting tree after each Compress stage. Before stating the
definition, recall the Dependency Tree T ′ of a tree T from Definition 11.
▶ Definition 14. An α-Big-Small Tree T ′ is the dependency tree of a tree T with weighted
vertices if it is a minor of T constructed by contracting all components of T made up of low
vertices v with deg(v) < α (i.e., the connected components of T if we were to simply remove
all vertices u with deg(v) ≥ α) into a single node.
We call a node v in T ′ with deg(v) > α in T a big node. All other nodes in T ′ , which
really represent contracted components of small vertices in T , are called small components.
Note that a small component may not be small in itself, but it can be broken down into
smaller vertices in T . It is not hard to see the following simple property. This simply comes
from the fact that maximal components of small degree vertices are compressed into a single
small component, thus no two small components can be adjacent.
▶ Observation 15. No small component in an α-Big-Small tree can be the parent of another
small component.
Consider our dependency tree T ′ based off a tree T that has been compressed. Obviously,
T is a minor of T constructed as described for α-Big-Small Tree because the weight of
a vertex equals its number of children (by the assumption of Lemma 13). Note a small
component refers to the compressed components, and a big node refers to nodes that were
left uncompressed.
To show Lemma 13, we start by proving that the ratio of leaves to nodes in T ′ is large.
Since Rake removes all of these leaves, this shows that T gets significantly smaller at each
step. Showing that the graph shrinks sufficiently at each phase will ultimately give us that
the algorithm terminates in a small number of phases.
′

▶ Lemma 16. Let Ti′ be the tree at the end of phase i. Then the fraction of nodes that are
leaves in Ti′ is at least α/(α + 4) as long as w(v) is equal to the number of children of v for
all v ∈ Ti′ and α ≥ 2.
Proof. For our tree Ti′ , we will call the number of nodes n, the number of leaves ℓ, and the
number of big nodes b. We want to show that ℓ > nα/(α + 4). We induct on b. When b = 0,
we can have one small component in our tree, but no others can be added by Observation 15.
Then n = ℓ = 1, so ℓ > nα/(α + 4).
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Now consider Ti′ has some arbitrary b number of big nodes. Since Ti′ is a tree, there must
be some big node v that has no big node descendants. Since all of its children must be small
components and they cannot have big node descendants transitively, then Observation 15
tells us each child of v is a leaf. Note that since v is a big node, it must have weight w(v) > α,
which also means it must have at least α children (who are all leaves) by the assumption
that w(v) is equal to the number of children.
Consider trimming Ti′ on the edge just above v. The size of this new graph is now
n∗ = n − w(v) − 1. It also has exactly one less big node than Ti′ . Therefore, inductively, we
α
α
know the number of leaves in this new graph is at least ℓ∗ ≥ α+4
(n − w(v) − 1).
n∗ = α+4
′
Compare this to the original tree Ti . When we replace v in the graph, we remove up to one
leaf (the parent p of v, if p was a leaf when we cut v), but we add w(v) new leaves. This
means the number of leaves in Ti′ is:
ℓ =ℓ∗ − 1 + w(v)
α
=
(n − w(v) − 1) − 1 + w(v)
α+4
α
α
α
=
n−
w(v) −
− 1 + w(v)
α+4
α+4
α+4
4
2α + 4
α
n+
w(v) −
=
α+4
α+4
α+4
α
4
2α + 4
>
n+
α−
α+4
α+4
α+4
α
≥
n
α+4
Where in line (1) we use that w(v) > α and in line (2) we use that α ≥ 2.

(1)
(2)
◀

Now we can prove our lemma.
Proof of Lemma 13. To show this, we will prove that the number of nodes from the start
of one Compress to the next is reduced significantly. Consider Ti as the tree before the
ith Compress and Ti′ as the tree just after. Let Ti+1 be the tree just before the i + 1st
Compress, and let ni be the number of nodes in Ti , n′i be the number of nodes in Ti′ , and
ni+1 be the number of nodes in Ti+1 . Since Ti′ is a minor of Ti , it must have at most the same
number of vertices as Ti , so n′i ≤ ni . Since Ti+1 is formed by applying Rake to Ti′ , then it
must have the number of nodes in Ti′ minus the number of leaves in Ti′ (ℓ′i ). Therefore:
ni+1 = n′i − ℓ′i ≤ n′i −

α
4
4
n′i =
n′i ≤
ni
α+4
α+4
α+4

α
Where we apply both Lemma 16 that says ℓ′i ≥ α+4
n′i and the fact that we just showed
′
that ni ≤ ni . This shows that from the start of one compress phase to another, the number
4
of vertices reduces by a factor of α+4
. Therefore, to get to a constant number of vertices, we
require log α+4 (n) = O(logα (n)) phases.
◀
4

Now we are ready to prove our main theorem.
▶ Theorem 4. Consider a degree-weighted tree T = (V, E, W ) and a problem P . Given a
connected contracting function and a sibling contracting function on T with respect to P ,
e
one can compute P (T ) in O(1/ϵ3 ) AMPC rounds with O(nϵ ) memory per machine and O(n)
total memory.
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Proof. We will show that our Algorithm 2 achieves this result. Lemma 13 shows that there
will be only at most O(1/ϵ) phases. In each phase i, we start by running a connectivity
algorithm to find maximally connected components of bounded degree, which takes O(1/ϵ)
′
time. Let Ki−1 be the set of connected components which are leaves in Ti−1
. Then for each
component Si−1,j ∈ Ki−1 , we run BoundedTreeContract (Algorithm 1) in parallel using only
our connected contracting function C. Since the total degree of vertices over all members
of Ki−1 is not larger than |Ti−1 | and the amount of memory required for storing a degreeweighted trees is not larger than the total degree, the total number of machines is bounded
above by O(n1−ϵ ). By definition, the maximum degree of any Si−1,j is nϵ . By Theorem 2,
each instance of BoundedTreeContract requires O(1/ϵ2 ) rounds, O(|Si−1,j |ϵ ) local memory
e i−1,j |) total memory. As |Si−1,j | ≤ |Ti−1 | (we know |T0 | = n and it only decreases
and O(|S
over time), we only require at most O(nϵ ) memory per machine. Since Since the total degree
of vertices over all members of Ki−1 is not larger than |Ti−1 |, the total memory required is
e i−1 |)) = O(n).
e
only O(|T
This is within the desired total memory constraints.
Finally, R is given to us as a sibling contractor. Consider the Rake stage in our algorithm.
We distribute machines across maximal leaf-stars. For any leaf-star with nϵ ≤ deg(v) ≤ knϵ
for some (possibly not constant) k, we will allocate k machines to that vertex. Since again
the number of vertices is bounded above by n, this requires only O(n1−ϵ ) machines. On each
machine, we allocate up to nϵ leaf-children to contract into each other. We can then contract
siblings into single vertices using R. Since there are at most n children for a single vertex, it
takes at most O(1/ϵ) rounds to contract all siblings into each other. Then, finally, we can
use C to compress the single child into its parent, which takes constant time.
Therefore, we have O(1/ϵ) phases which require O(1/ϵ2 ) rounds each, so the total number
of rounds is at most O(1/ϵ3 ). We have also showed that throughout the algorithm, we
e
maintain O(nϵ ) memory per machine and O(n)
total memory. This concludes the proof. ◀

3.3

Simulating 2-tree-contraction in O(1) AMPC rounds

Due to Theorem 4, we can compute any P (T ) on trees as long as we are provided with a
connected contracting function and a sibling contracting function with respect to P . A natural
question that arises is the following: for which class of problem P there exists black-box
contracting functions? We argue that many problems P for which we have a 2-tree-contraction
algorithm can also be computed in O(1/ϵ3 ) AMPC rounds using nϵ -tree-contraction.
In many problems which are efficiently implementable in the Miller and Reif [49] Tree
Contraction framework, we are given C and R contracting functions, for Compress and
Rake stages respectively, which contract only one node: either a leaf in case of Rake or
a vertex with only one child in case of Compress. Let us call this kind of contracting
functions unary contracting functions and denote them by C 1 and R1 . This is a key point
of original variants of Tree Contraction which contract odd-indexed vertices, or contract
a maximal independent set of randomly selected vertices. Working efficiently regardless
of using only unary contracting functions is the reason Tree Contraction was considered a
fundamental framework for designing parallel algorithms on trees in more restricted models
such as PRAM. For example, in the EREW variant of PRAM, an O(log(n)) rounds tree
contraction requires to use only unary contracting functions R1 and C 1 . More generally, we
define i-ary contracting functions as follows.
▶ Definition 17. An “i-ary contracting function”, denoted by C i or Ri , is a contracting
function which admits a subset S = {v1 , v2 , . . . , vk } of at most i + 1 vertices at a time
Pk
such that j=1 deg(vj ) = O(i). A special case of i-ary contracting functions, are “unary
contracting functions”, denoted by C 1 or R1 , which contract only one vertex at a time.
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However, in the the AMPC model, we can contract the chains more efficiently, and thus
we are allowed to utilize more relaxed variants of Compress stage. Furthermore, as we show
in Theorem 18, designing unary contracting functions C 1 and R1 is not easier than designing
i-ary contracting functions C i and Ri in the AMPC model. We show this by reducing C i
and Ri to C 1 and R1 in O(1) rounds for any i = O(nϵ ). In other words, the restrictions of
PRAM model, which requires C 1 and R1 exclusively, enables us to directly translate a vast
literature of problems solved using tree contraction to efficient AMPC algorithms for the
same problem given C 1 and R1 .
As we have shown in Theorem 4, it is possible to solve any problem P (T ) in O(1/ϵ3 )
AMPC rounds given a connected contracting function C and a sibling contracting function R,
where both are nϵ -ary contracting with respect to P . In what follows, we demonstrate the
construction of nϵ -ary contracting functions given a unary connected contracting function C 1
and a sibling contracting function R1 .
▶ Theorem 18. Given a unary connected contracting function C 1 and a unary sibling
contracting function R1 with respect to a problem P defined on trees, one can build an i-ary
connected contracting function C i and an i-ary sibling contracting function Ri with respect
to P and both C i and Ri run in one AMPC rounds as long as i = O(nϵ ).
Proof. First, we present an algorithm for C i . We are given a connected subtree induced by
Pk
S = {v1 , v2 , . . . , vk } of T so that j=1 degT (vj ) = O(i). Since i = O(nϵ ), the whole subtree
fits into the memory of a single machine. Some of the leaves of this subtree are known,
meaning that they are a leaf also in T , and others are unknown, meaning that they have
children outside S. Let U = {u1 , u2 , . . . , ul } be the set of the children of unknown leaves
as well as the children of non-leaf nodes which are outside of S. Ultimately, we want to
e as the degree of
compress the data already stored on the vertices of S into a memory of O(l)
′
v1 in the contracted tree T will be l + 1, and thus degT ′ (v1 ) = l + 1.
The W (v1 ) of each contracted vertex v1 is a weighted-degreee tree structure T C (v1 ) whose
leaves are the children of v1 in T ′ , and there is no vertex with exactly one child in T C (v1 ).
Thus, the number of vertices in T C (v1 ) is bounded by O(l) = O(degT ′ (v1 )). In addition, we
are guaranteed that the total size of vectors on each vertex of T C (v1 ) is bounded by |T C (v1 )|
since C 1 and R1 are unary contracting functions. Therefore, we assume each W (vj ) for each
e
(v )). We concatenate all these trees
vertex vj ∈ S has stored a tree structure of size O(deg
Pk T ej
C
e ϵ
to get an initial T (v1 ) whose size is bounded by j=1 O(deg
T (vj )) = O(n ).
We run a 2-tree-contraction-like algorithm locally on T C (v1 ) using C 1 and R1 . Note that
we can only rake the known leaves since the data of unknown leaves depend on their children.
We repeating Compress and Rake stages until there is no known leaf or a vertex with one
child remain in T C (v1 ). Then, according to Lemma 13 for α = 2, the number of remaining
vertices in T C (v1 ) is bounded by O(l). We store the final T C (v1 ) in T ′ which requires a
e = O(w
e T ′ (v1 )). Hence, C i satisfies the size-constraint on the weight vectors
memory of O(l)
of the resulting weighted-degree tree.
Finally, we present an algorithm for Ri which is more straight-forward compared to that
Pk
of C i . We are given a leaf-star S = {v1 , v2 , . . . , vk } of T so that j=1 degT (vj ) = O(i). This
implies that there are at most O(nϵ ) vertices in S as long as i = O(nϵ ), and we can fit the
whole S into a memory of a single machine. To simulate Ri , we only need to k − 1 times
apply R1 on Sj = {v1 , vj+1 } at the j-th iteration. Note that every vj ∈ S is a leaf in T , so
e
the data stored in W (vj ) is just O(1)
bits and not a tree structure. Theorem 18 statement is
implied.
◀
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Reconstructing the Tree for Linear-sized Output Problems

Consider a problem P (T ) whose output size is also linear in the size of input n. For instance,
in maximum weighted matching we need to find the matching itself. Up to this point, in all
of our algorithms, we assume the output of function P (T ) is of constant-sized. We simply
contract the tree through some iterations until it collapses into a single vertex, and we do not
need to remember anything about a vertex which is contracted as a member of a connected
component or as a member of a leaf-star.
In this section, we present a general approach for retrieving the linear-sized solution in
a natural scenario, where we need to retrieve a recursively-defined weight vector P (v) of
constant size for each vertex v ∈ V . In the special case of maximum weighted matching
which can be formulated as a dynamic programming problem, P (v) contains the final value
of different DP values with respect to the subtree rooted at v 6 .
Roughly speaking, our reconstruction algorithm is based on storing the information about
components we contracted throughout the algorithm in an auxiliary memory of size O(n). It
is easy to observe that if we store the degree-weighted subtree of every connected component
or leaf-star that we contract during the algorithm we need at most O(n) addition total
memory. Note that during each application of black-box contracting functions, we remove at
least one vertex from the tree and each vertex except root is removed exactly once when the
algorithm terminates. Namely, for every phase i we need to store Si and Li in Algorithm 1,
and Ki and every Li,j,z in Algorithm 2 (In addition to the data stored by each black-box
application of Algorithm 1). Since we have adaptive access to these subsets in AMPC, it is
sufficient to index them by the id of the surviving vertex of each subset.
The full reconstruction algorithm starts after the main contraction algorithm finishes.
We only need to store the information about contracted subsets during the running time of
the contraction algorithm. Next, we iterate over the phases of the algorithm in reverse order,
i.e., i = {1/ϵ, 1/ϵ − 1, . . . , 1}, and undo the contractions that were performed during phase i.
Let Cv be a connected contracted component rooted at v, and {w1 , w2 , . . . , wk } be children
of v post-contraction.
Whenever we undo a connected contraction like Cv , we replace v with the whole structure
of Cv including W (u) for every u ∈ Cv , u ̸= v. Then we populate the P (u) for every
u ∈ Cv , u ̸= v. During the contraction algorithm P (wj ) is not known for any j. However,
during the reconstruction we know P (wj ) for every 1 ≤ j ≤ k since these vertices are
contracted in a later phase than the phase we contract Cv . Hence, we have already populated
P (wj ) and we can use these values to locally populate P (u) for every u ∈ Cv . Undoing
the sibling contracting functions in much simpler since their values do not depend on other
vertices nor the value of other vertices depend on their value. We populate P (u) for every
u ∈ L, where L is a leaf-star, based on the already constant-sized weight vectors W (u).

4

Conclusion

This paper introduces some of the first generalized techniques for solving various problems in
the AMPC model. Specifically, we show that Miller and Reif’s [48] O(log n)-time PRAM tree
contraction algorithm can be efficiently extended to a constant-round low-memory AMPC
algorithm. This implies O(1/ϵ2 )-round algorithms for expression evaluation, tree isomorphism

6

Note that retrieving P (v) for each vertex v still does not give us the optimum matching and a problemspecific post-processing step is required to retrieve the actual matching
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testing, maximal matching on trees, and maximal independent set on trees. It additionally
implies O(1/ϵ3 )-round algorithms for maximum weighted matching and maximum weighted
independent set on trees. However, we expect these algorithms to have much broader
applications to tree-based problems, as did the original work by Miller and Reif.
It remains to be seen precisely which of extensions of the PRAM algorithm apply to
the AMPC model. Many of them require computational overhead beyond the black-box
application of the tree contraction process (which our algorithm can directly and efficiently
simulate), therefore the extension of those applications to this work is highly non-trivial. Of
notable interest is the application of tree contractions to graphs of bounded treewidth, where
Bodlaender and Hagerup [21] showed how to construct low-width tree decompositions using
PRAM tree contractions. If AMPC tree contractions can also solve this and additionally
solve tree contractions on graphs of bounded tree-width, then our work can be notably
generalized. Another potential course of research is the exploration of problems such as
MedianParent, which cannot be simplified to problems on trees with bounded tree width. It
is an open question if these, too can be solved in O(1/ϵ2 ) rounds.
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1

Introduction

The theory of average-case complexity [22, 8] studies the complexity of distributional problems,
i.e., pairs (L, D) where L is a language and D is a distribution over inputs. The key notion
is what it means for L to be easy on average over D. Intuitively, we would like this to
mean that there is an efficient algorithm A that solves L correctly with high probability
over D. But there are at least two natural ways of capturing this, corresponding to whether
A is errorless or error-prone. An errorless average-case algorithm solves L correctly with
high probability over D, and efficiently recognizes when it is unable to solve L correctly on
some input x, by outputting the “don’t know” character ⊥ on such an x. An error-prone1
average-case algorithm solves L correctly with high probability over D, but may output the
wrong answer on x for which it fails to solve L.
A fundamental question in average-case complexity is: how does error-prone average-case
complexity relate to errorless average-case complexity? An efficient errorless average-case
algorithm trivially implies an efficient error-prone average-case algorithm, but are there

1

This notion is called “heuristic” in [8] and other works, but we use the term “error-prone” [19] to
emphasize the distinction from the errorless notion.
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natural situations where the reverse implication holds as well? Indeed, Impagliazzo [19] poses
this as an open question for NP in his early survey on average-case complexity.
This question has several motivations. An important line of research in complexity theory
[3, 11] studies the relationship between worst-case complexity and average-case complexity,
motivated by applications in cryptography [1] and derandomization [4, 28, 32]. It is known
that “large” enough complexity classes, such as PSPACE and EXP have worst-case to averagecase reductions, where the reduction works even if the average-case algorithm is error-prone.
However, this is not known for classes such as P and NP, despite much effort. Indeed, for
NP, there are negative results ruling out black-box reductions under standard complexity
assumptions [11, 9]. Given the difficulty of proving worst-case to average-case reductions, it
makes sense to ask if one can at least achieve the weaker goal of showing an error-prone to
errorless average-case reduction for these classes. We show in this paper that this can indeed
be achieved unconditionally for P, while for NP it relates closely to another long-standing
open question in complexity theory – whether NP is instance-checkable [6].
A second motivation comes from recent work in the theory of meta-complexity. Metacomplexity studies the computational complexity of problems that are themselves about
complexity, such as the Minimum Circuit Size Problem (MCSP) and the problem MINKT
of computing polynomial time-bounded Kolmogorov complexity. Building on work of [10],
Hirahara showed worst-case to average-case reductions for MCSP and MINKT [15]. However,
unlike in the case of the worst-case to average-case reductions for PSPACE and EXP mentioned
above, this reduction works only for errorless average-case complexity. More recently, [24]
showed an equivalence between the existence of one-way functions and the error-prone
average-case hardness of MINKT. Thus the only obstacle to basing the existence of one-way
functions on the worst-case hardness of MINKT is the gap between errorless and error-prone
average-case complexity. This gap becomes even more significant in the context of computing
Levin’s notion Kt of Kolmogorov complexity – while the errorless average-case hardness of
this problem is equivalent to separating EXP and BPP, the error-prone average-case hardness
is equivalent to the existence of one-way functions [25, 29]!
A third motivation comes from pseudorandomness: trying to understand the relationship
between hitting set generators and pseudorandom generators. In the context of complexitytheoretic generators where exponential time in the seed length is allowed to compute the
generator, it is known that these two kinds of generators are equivalent [28, 2, 20], and
the equivalence goes through a connection with average-case circuit lower bounds for EXP,
which are known to be equivalent to worst-case circuit lower bounds for EXP. However,
this equivalence is unclear for generators that are polynomial-time computable, as we do not
know worst-case to average-case reductions for polynomial time.2 Obtaining a reduction
from errorless to error-prone average-case complexity is closely related to this question, since
hitting set generators yield errorless average-case hardness in a natural way, and similarly
pseudorandom generators yield error-prone average-case hardness in a natural way.
Obtaining an equivalence between hitting set generators and pseudorandom generators
would be particularly interesting in a cryptographic setting where the adversary is stronger
than the generator. As shown in [30], this would yield a remarkable set of equivalences
between one-way functions, pseudorandomness, the non-existence of natural proofs and

2

There are proof techniques that enable derandomizing two-sided-error randomized algorithms using
a hitting set generator [12]; however, it is unknown if a hitting set generator can be converted into a
pseudorandom generator using similar proof techniques.
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hardness of learning. However, before this paper, such an equivalence was not known even in
a complexity-theoretic setting where the generator is computable in polynomial time, and
the adversary cannot simulate the generator.
In this paper, we initiate the study of relating error-prone and errorless average-case
complexity, and prove several results, which we describe in more detail next.

1.1

Our Results

First we study the relationship between errorless and error-prone average-case complexity
for NP. We connect the question of whether the two notions are equivalent for NP to
another long-standing open question in complexity theory: is there an instance checker for
NP-complete problems? This question was already raised in the seminal work of Blum and
Kannan [6], which introduced the notion of instance checkability. Using the connection
between interactive proof systems and instance checkers, this question is essentially equivalent
to whether coNP can be proved by multi-prover interactive systems with honest provers
being NP. The best upper bound is P#P , which follows from [26]. Improving this upper
bound is a well-known open question, which is mentioned in, e.g., [3].
We show that these questions are almost equivalent to each other. Specifically, we consider
a weaker notion of AvgBPP/poly-instance checker, which is an average-case (and non-uniform)
version of an instance checker; see Definition 7 for the precise definition. We show that
having an errorless-to-error-prone nonadaptive reduction is equivalent to the existence of a
nonadaptive AvgBPP/poly-instance checker for NP.
▶ Theorem 14. For every NP-complete language L, the following are equivalent:
1. For every D ∈ PSamp/poly, there exists a nonadaptive AvgBPP/poly-instance checker for
(L, D).
2. For every D ∈ PSamp/poly, there exists an errorless-to-error-prone nonadaptive reduction
computable in BPP/poly from (L, D) to (L′ , D′ ) for some L′ ∈ NP and for some D′ ∈
PSamp/poly.
Here, PSamp/poly denotes the class of distributions that can be sampled by randomized
non-uniform algorithms. We consider non-uniform algorithms for a technical reason: The
implication from Item 1 to 2 can be proved for uniform algorithms; however, to prove the
implication from Item 2 to 1, we use a non-uniform tester of Mahmoody and Xiao [27],
which takes as non-uniform advice the probability that yes instances are sampled from a
distribution.
Theorem 14 suggests a new approach to the question of errorless vs. error-prone averagecase hardness and enables us to employ the ideas developed in the rich literature on instance
checking (e.g., [6, 7, 4, 33, 13, 27]). Although it is a long-standing open question to construct
an instance checker for NP-complete problems, it may be feasible to construct an average-casepolynomial-time instance checker, which is an easier question whose importance is indicated
by Theorem 14. In fact, we prove that every NP-complete problem admits a nonadaptive
HeurBPP/poly-instance checker, which is an error-prone variant of an AvgBPP/poly-instance
checker; see Theorem 17.
While we defer the formal definition of an errorless-to-error-prone reduction to Definition 4,
it can be understood as follows:
▶ Proposition 6. For distributional problems (L, D) and (L′ , D′ ), the following are equivalent:
1. There exists an errorless-to-error-prone BPP-reduction from (L, D) to (L′ , D′ ).
2. (L′ , D′ ) ∈ HeurBPPR implies (L, D) ∈ AvgBPPR for every oracle R.
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Here, AvgBPP denotes the class of distributional problems solvable by errorless heuristic
schemes; HeurBPP denotes the class of distributional problems solvable by error-prone
heuristic schemes. A notion closely related to errorless-to-error-prone reduction is worstcase-to-average-case reduction. The former notion is weaker than the latter. Bogdanov and
Trevisan [9] showed that if there exists a worst-case-to-average-case nonadaptive reduction
from L to DistNP, then L is in NP/poly ∩ coNP/poly; the implication of this result to
errorless-to-error-prone reductions is left unexplored.
The implication from Item 1 to Item 2 in Theorem 14 is in fact generic and can be applied
to an arbitrary language: any nonadaptive instance checker can be transformed into an
errorless-to-error-prone reductions; see Theorem 8. Similarly, we show that interactive proof
systems for PH, which make adaptive queries to provers, can be used to show the equivalence
between errorless and error-prone average-case complexities of PH.
▶ Theorem 21. If, for every language L ∈ PH, there exists a language H ∈ PH such
that L admits a PCP system with the honest oracle H, then DistPH ⊆ HeurBPP implies
DistPH ⊆ AvgBPP.
Next, we turn our attention to errorless to error-prone reductions for P. We show
unconditional errorless-to-error-prone reductions for P against NC1 and for UP ∩ coUP against
P. Below, we use DistP to refer to a pair consisting of a language L ∈ P and an NC1 -samplable
distribution µ3 , and Dist(UP∩coUP) to refer to a pair consisting of a language L ∈ UP∩coUP
and a P-samplable distribution µ.
▶ Theorem 22. If DistP ̸⊆ AvgNC1 , then DistP ̸⊆ HeurNC1 .
▶ Theorem 25. If Dist(UP ∩ coUP) ̸⊆ AvgP, then Dist(UP ∩ coUP) ̸⊆ HeurP.
Finally, we apply our unconditional errorless-to-error-prone reduction for P to obtain a
new equivalence between hitting set generators and pseudorandom generators. Specifically,
we consider seed-extending generators [21], which are generators whose output extends the
seed. The well-known Nisan–Wigderson generator [28] is seed-extending, as is the direct
product generator used in [16] to show the unexpected power of the Kolmogorov random
strings. Note that seed-extending generators only make sense in a setting where the algorithm
computing the generator is more powerful than the candidate distinguisher. If the candidate
distinguisher can compute the generator, it can check whether its input is an output of the
generator, and thereby break the generator.
▶ Theorem 28. The following are equivalent:
1. There is a polynomial-time computable seed-extending hitting set generator with seed
length n − 1 and error o(1) against NC1 /poly.
2. For each δ > 0, there is a polynomial-time computable seed-extending hitting set generator
with seed length nδ and error 1/n against NC1 /poly.
3. For each δ > 0, there is a polynomial-time computable seed-extending pseudorandom
generator with seed length nδ and error 1/n against NC1 /poly.
One corollary of the theorem above is that the stretch of polynomial-time computable
seed-extending hitting set generators can be increased from 1 to any polynomial. Intriguingly,
the only way we know how to prove this is using our connection between errorless and
error-prone average case complexity for P.

3

When considering average-case complexity of problems in P, it makes sense to consider distributions
sampled in a weaker class such as NC1 [5].
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Proof Techniques

First, we present an overview of the connection between instance checkers and errorless-toerror-prone reductions.
We start with recalling the definition of instance checker. A randomized oracle algorithm
C is said to be an instance checker for L [6] if for every x ∈ {0, 1}∗ ,


1. PrC C L (x) ̸= L(x) ≤ 41 and


2. For every oracle A, PrC C A (x) ̸∈ {L(x), ⊥} ≤ 14 ,
where the probabilities are taken over a coin flip sequence of C. We introduce an averagecase-polynomial-time analogue of an instance checker: We say that an algorithm C is an
AvgBPP-instance checker for a distributional problem (L, D) if


Completeness Prx∼Dn ,C C L (x; n, δ) ̸= L(x) ≤ δ and
 A

Soundness PrC C (x; n, δ) ̸∈ {L(x), ⊥} ≤ δ for every n ∈ N, every x ∈ supp(D), and
every oracle A.
Next, we define an errorless-to-error-prone reduction: An algorithm M is said to be an
errorless-to-error-prone reduction from (L, D) to (L′ , D′ ) if for every oracle A that is “close”4
to L′ with respect to D′ ,


Completeness Prx∼Dn ,C C A (x; n, δ) ̸= L(x) ≤ δ and
 A

Soundness PrC C (x; n, δ) ̸∈ {L(x), ⊥} ≤ δ for every n ∈ N and every x ∈ supp(D).
Comparing these two definitions, we see that both completeness and soundness conditions
are different. The completeness condition of an instance checker is weaker than that of an
errorless-to-error-prone reduction. The soundness condition of an errorless-to-error-prone
reduction is weaker than that of an instance checker. To show the equivalence, we need to
close these gaps.
To convert an instance checker into an errorless-to-error-prone reduction, we need to
strengthen the completeness condition: An instance checker works correctly only if a given
oracle A is exactly equal to L, whereas we need the completeness property even if A is just
close to L′ . To close this gap, we use the fact that on any input x, the instance checker
makes only polynomially many queries once its randomness is fixed. It suffices to ensure that
all of these queries are answered correctly with high probability. This can be done by simply
making sure that a given oracle A is sufficiently close to L′ so that we can use a union bound
to argue that all queries are answered correctly with high probability.
To convert an errorless-to-error-prone reduction into an instance checker, we need to
strengthen the soundness property. An instance checker cannot output a wrong answer for
every oracle A, whereas an errorless-to-error-prone reduction has the soundness property only
when A is close to L′ . While it seems to be difficult to close this gap in general, we observe
that the existence of a tester enables us to bridge the gap. A tester for L′ [6, 27] is an oracle
algorithm that, given an oracle A, tests whether A is equal to L′ or A is far from L′ . Using a
tester T for L′ , we can guarantee that an oracle A is close to L′ . Moreover, using the proof
techniques of Feigenbaum and Fortnow [11], Mahmoody and Xiao [27] showed that every
distributional NP search problem admits a non-uniform tester. Combining the non-uniform
tester with an errorless-to-error-prone reduction, we can convert it to an instance checker.
Details can be found in Section 3.
Next we explain the ideas behind the unconditional errorless-to-error-prone reductions
for P against NC1 and UP ∩ coUP against P. In both cases, we use the same template,
though the details are different. Given a language L that is errorless hard on average, we

4

′
−1
′ [A(y; m, ϵ) = L (y)] ≥ 1 − ϵ for every (m, ϵ
More formally, we require that Pry∼Dm
) ∈ N2 . See
Definition 4 for the precise definition.
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first define a total search problem SL so that SL is errorless hard on average5 . Then we use
the totality of the search problem and the efficient verifiability of its solutions to argue that
if SL is errorless hard on average, then SL is error-prone hard on average. Finally, we use a
non-adaptive search-to-decision reduction to define an L′ that is error-prone hard on average
if SL is. The reason this approach fails when we consider NP against P is that it is unclear
how to define an intermediate total search problem that preserves errorless hardness. The
fact that P and UP ∩ coUP are closed under complement makes it easier for us to define such
an intermediate total search problem.
Our proof template for the unconditional results can be interpreted as exploiting checkability properties that hold unconditionally for P and UP ∩ coUP, but we find it more natural
to present direct proofs rather than to use the lens of checkability.
Finally, we discuss the ideas behind our equivalence between seed-extending hitting set
generators and seed-extending pseudorandom generators. Given a seed-extending hitting
set generator computable in polynomial time (even a weak one that extends its seed by 1
bit suffices), we observe that there is a problem in P that is errorless average-case hard over
the uniform distribution. Then we use our unconditional errorless to error-prone reduction
for P to show the existence of a problem in P that is error-prone average-case hard over the
uniform distribution. Here we exploit the fact that our reduction preserves the uniformity of
the underlying distribution. Finally, we apply the Nisan–Wigderson generator [28] to derive
a polynomial-time computable seed-extending pseudorandom generator with polynomial
stretch.

2

Preliminaries

Notation
We often identify a language L ⊆ {0, 1}∗ with its characteristic function L : {0, 1}∗ → {0, 1}.
[n] denotes {1, 2, . . . , n} for n ∈ N. Let ⟨-, -⟩ : N2 → N be a bijection that is defined as, e.g.,
Pa+b
⟨a, b⟩ = i=0 i + a. Similarly, let ⟨a, b, c⟩ := ⟨⟨a, b⟩, c⟩.

2.1

Average-Case Complexity

Here we review some standard notions of average-case complexity. We refer the readers to
an excellent survey of Bogdanov and Trevisan [8] for a detailed exposition on the theory of
average-case complexity.
▶ Definition 1 (Polynomial-Time Samplable). For an oracle A, we say that a family D =
{D}n∈N of distributions is polynomial-time samplable with oracle A if there exist an oracle
polynomial-time algorithm M and a polynomial p such that, for every n ∈ N and every
x ∈ {0, 1}∗ ,
Pr
r∼{0,1}p(n)




M A (1n , r) = x = Dn (x).

Let PSampA denote the class of polynomial-time samplable families of distributions with
oracle A. We omit the superscript A if A = ∅. For a complexity class C, let PSampC denote
S
A
P/poly
. Let DistC denote C × PSamp.
A∈C PSamp ; let PSamp/poly := PSamp
5

We need to define what it means for a search problem to be errorless hard on average, but this can be
done in a natural way.
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▶ Definition 2 (Error-prone Heuristic Scheme [19, 8]). An algorithm A is said to be an
error-prone heuristic scheme for a distributional problem (L, D) if for every n ∈ N and
δ −1 ∈ N,
h 

i
−1
Pr
A x; 1n , 1δ
̸= L(x) ≤ δ,
x∼Dn ,A

where the probability is taken over x ∼ Dn as well as a coin flip sequence of A (if A
is a randomized algorithm). For a class C of algorithms, let HeurC denote the class of
distributional problems that can be solved by an error-prone heuristic scheme from C. For a
function δ : N → [0, 1], let Heurδ C denote the class of distributional problems for which there
exists an algorithm A ∈ C such that
Pr

x∼Dn ,A

[A(x; 1n ) ̸= L(x)] ≤ δ(n).

For notational simplicity, we often write A(x; n, δ) instead of A(x; 1n , 1δ
The definition of randomized errorless heuristic scheme is given below.

−1

).

▶ Definition 3 (Randomized errorless heuristic scheme; AvgBPP [8]). A randomized algorithm
A is said to be a randomized errorless heuristic scheme for a distributional problem (L, D) if
the following hold for every (n, δ −1 ) ∈ N2 :
1. Prx∼Dn ,A [A(x; n, δ) ̸= L(x)] ≤ δ.
2. PrA [A(x; n, δ) ̸∈ {L(x), ⊥}] ≤ δ. for every x ∈ supp(Dn ).
3. A halts in time poly(n/δ) on input (x; n, δ) for every x ∈ supp(Dn ).
The class of distributional problems for which there exist randomized errorless heuristic
schemes is denoted by AvgBPP.
It is known that AvgBPP can be characterized by the notion of randomized average-case
polynomial-time; see [8] for details.

2.2

Nonadaptive Oracle Machine

A randomized polynomial-time nonadaptive oracle machine M (-) is a polynomial-time oracle
Turing machine M such that there exists a polynomial-time-computable function Q such that,
for any input x ∈ {0, 1}∗ , any coin flip sequence r ∈ {0, 1}∗ and every oracle O, any query
made by M O on input (x; r) is in the list Q(x; r) of strings. For a fixed input x ∈ {0, 1}∗
and i ∈ N, let Q(x; r)i denote the i-th string in Q(x; r). We may assume without loss of
generality that the marginal distribution of Q(x; r)i is identical to that of Q(x; r)j for every
(i, j) ∈ N2 over a random choice of r; indeed, one can randomly permute the list Q(x; r).
The distribution of Q(x; r)1 over a random choice of r is said to be the query distribution
of M on input x. For a query distribution Q(x) and a distribution D, let Q ◦ D denote the
distribution from which a random sample q is generated by sampling x ∼ D and q ∼ Q(x).
For a family D = {Dn }n∈N , let Q ◦ D denote {Q ◦ Dn }n∈N .

3

HeurBPP versus AvgBPP and Instance Checkers

In this section, we compare errorless and error-prone average-case complexities through the
lens of average-polynomial-time instance checkers. In Section 3.1, we introduce the notion of
errorless-to-error-prone reduction and show that this notion exactly characterizes the property
that there is a connection from errorless to error-prone average-case complexities under any
relativized world. In Section 3.2, we introduce the notion of average-polynomial-time instance
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checker and show that it implies the existence of an errorless-to-error-prone reduction. The
converse is given for NP in Section 3.3, where we also explore the connection between testers
and HeurBPP-instance checkers. In Section 3.4, we construct an errorless-to-error-prone
reduction for PH from (even adaptive) PCP systems whose honest oracles are in PH.

3.1

Errorless-To-Error-Prone Reductions

We introduce the notion of errorless-to-error-prone reduction.
▶ Definition 4 (Errorless-To-Error-Prone Reduction). An oracle algorithm M is said to be an
errorless-to-error-prone reduction from (L, D) to (L′ , D′ ) if for every oracle A such that for
every (m, ϵ−1 ) ∈ N2 ,
Pr [A(y; m, ϵ) = L′ (y)] ≥ 1 − ϵ,

′
y∼Dm

the following hold for every (n, δ −1 ) ∈ N2 :


1. Prx∼Dn ,M M A (x; n, δ) ̸= L(x) ≤ δ and
 A

2. PrM M (x; n, δ) ̸∈ {L(x), ⊥} ≤ δ for every x ∈ supp(Dn ), where the probability is
taken over a coin flip sequence of M .
We assume that the input (x; n, δ) is encoded as a binary string of length Θ(|x| + n + δ −1 ).
If the reduction M is computable in C, then we call it a C-reduction.
We observe that an errorless-to-error-prone reduction from (L, D) to (L′ , D′ ) enables
converting an error-prone heuristic scheme for (L′ , D′ ) into an errorless heuristic scheme for
(L, D).
▶ Proposition 5. Let C ∈ {BPP, BPP/poly}. If there exists an errorless-to-error-prone
C-reduction from (L, D) to (L′ , D′ ) ∈ HeurC, then (L, D) ∈ AvgC.
Proof. Let M ∈ C be an errorless-to-error-prone reduction from (L, D) to (L′ , D′ ). Let
A ∈ C be an error-prone heuristic scheme for (L′ , D′ ). Note that for every (m, ϵ−1 ) ∈ N2 ,
Pr

′ ,r
y∼Dm

[A(y; m, ϵ; r) ̸= L′ (x)] ≤ δ,
O(1)

where r ∼ {0, 1}(m/ϵ)
denotes a coin flip sequence used by A. We define an algorithm B
as follows: B takes (x; n, δ) as input and picks a coin flip sequence r of A. B simulates the
reduction M on input (x; n, δ/2) by answering a query (y; m, ϵ) with A(y; m, ϵ2 /p(n/δ); r),
where p(n/δ) is a large polynomial chosen later.
We claim that the algorithm B is an errorless heuristic scheme for (L, D). Fix (n, δ −1 ) ∈
N2 . For every coin flip sequence r ∈ {0, 1}∗ , let A′r denote an oracle such that A′r (y; m, ϵ) :=
A(y; m, ϵ2 /p(n/δ); r) for every (m, ϵ−1 ) ∈ N2 and every y ∈ {0, 1}∗ . By Markov’s inequality,
we obtain




1
ϵ
Pr Pr′ [A′r (y; m, ϵ) ̸= L′ (y)] ≥ ϵ ≤ · Pr A(y; m, ϵ2 /p(n/δ); r) ̸= L′ (y) ≤
.
r
y∼Dm
ϵ r,y
p(n/δ)
The algorithm B fails if either
′
′
−1
′ [A (y; m, ϵ) ̸= L (y)] ≤ ϵ for some (m, ϵ
1. the oracle A′r fails to satisfy Pry∼Dm
) ∈ N2
r
′
−1
−1
′
∗
such that M queries (y ; m, ϵ ) on input (x; n, δ ) for some y ∈ {0, 1} and some
x ∈ {0, 1}∗ , or
2. the reduction M fails under the event that Item 1 does not happen.
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By choosing the polynomial p(n/δ) large enough so that the number of queries made by M
on input (-; n, δ −1 ) is at most p(n/δ)/2, the first event happens with probability at most
p(n/δ)
ϵ
= 2δ . The second event happens with probability at most 2δ . Therefore, by a
p(n/δ) ·
2
union bound, the failure probability of B is at most δ.
◀
In the case of uniform algorithms, it is possible to characterize the notion of errorlessto-error-prone reduction by the property of having a connection from HeurBPP to AvgBPP
under any relativized world.
▶ Proposition 6. For distributional problems (L, D) and (L′ , D′ ), the following are equivalent:
1. There exists an errorless-to-error-prone BPP-reduction from (L, D) to (L′ , D′ ).
2. (L′ , D′ ) ∈ HeurBPPR implies (L, D) ∈ AvgBPPR for every oracle R.
We mention in passing that similar characterizations can be given for most “black-box
reductions” in other settings; see [14, 17] for similar results.
Proof. The implication from Item 1 to Item 2 follows from Proposition 5 by observing that
the proof works under the presence of any oracle R.
We prove the contrapositive of Item 1 to Item 2. That is, assuming that there exists
no errorless-to-error-prone BPP-reduction from (L, D) to (L′ , D′ ), we construct an oracle R
such that (L′ , D′ ) ∈ HeurBPPR and (L, D) ̸∈ AvgBPPR .
We enumerate all the randomized oracle polynomial-time Turing machines {Me }e∈N . We
construct an oracle Re : {0, 1}∗ → {0, 1, ⊥} at stage e ∈ N, where 0 and 1 indicate that
the value is fixed and ⊥ indicates that the value is not yet defined. At stage e ∈ N, we
−1
(⊥) and Re−1 (x) = Re (x) for every
“extend” the oracle Re−1 . That is, Re−1 (⊥) ⊆ Re−1
−1
x ∈ Re−1 ({0, 1}). Moreover, we assume that Re−1 (⊥) is finite. We define the oracle R such
that for every x ∈ {0, 1}∗ , R(x) := Re(x) (x), where
 e(x) is the first stage e(x) such that
Re(x) (x) ̸= ⊥. We also construct a finite set Pe ⊆ (m, ϵ) m ∈ N, ϵ−1 ∈ N .
At each stage e ∈ N, we construct (Re , Pe ) so that for any (m, ϵ) ∈ Pe ,
Pr [L′ (x) ̸= Re (x; m, ϵ)] ≤ ϵ

′
x∼Dn

(1)

and Re (x; m, ϵ) ̸= ⊥ for every x ∈ supp(Dn′ ). Since R extends Re , this implies that
Pr [L′ (x) ̸= R(x; m, ϵ)] ≤ ϵ,

′
x∼Dn

from which it is evident that (L′ , D′ ) ∈ HeurBPPR .
We start with R0 ≡ ⊥ and Pe = ∅. At stage e ≥ 1, we consider the randomized oracle
e as follows:
Turing machine Me . Fix n and δ −1 ∈ N and an oracle O. We define an oracle O
∗ e
e
For every q ∈ {0, 1} , O(q) := O(q) if Re−1 (q) = ⊥; otherwise, O(q)
:= Re−1 (q). Then
e
O
O
consider an oracle algorithm C (x; n, δ) := Me (x; n, δ). To implement C O in polynomial
−1
time, we hard-wire the finite set of (q, Re−1 (q)) for every q ∈ Re−1
({0, 1}). Since C O is a
polynomial-time algorithm, by assumption, C O cannot be an errorless-to-error-prone BPPreduction from (L, D) to (L′ , D′ ). Therefore, there exists an oracle A such that for every
(m, ϵ−1 ) ∈ N2 ,
Pr [A(y; m, ϵ) ̸= L′ (y)] ≤ ϵ,

′
y∼Dm

and for some (n, δ −1 ) ∈ N2 , either


1. Prx∼Dn ,C C A (x; n, δ) ̸= L(x) > δ, or
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2. there exists an input x ∈ supp(Dn ) such that


Pr C A (x; n, δ) ̸∈ {L(x), ⊥} > δ.
C

We argue that, in both cases, the oracle Re−1 can be extended to Re so that Equation (1) is
satisfied and Me does not witness (L, D) ∈ AvgBPPR .
Consider the first case. In this case, we have
h
i
Pr
MeAe(x; n, δ) ̸= L(x) > δ,
x∼Dn ,Me

e = A(q) if Re−1 (q) = ⊥; otherwise, A(q)
e = Re−1 (q). Let P denote the set of (m, ϵ)
where A(q)
e
A
such that (y; m, ϵ) is queried by Me (x; n, δ) for some x ∈ supp(Dn ) and some y ∈ {0, 1}∗ .
′
e m, ϵ) for every y ∈ supp(Dm
Let Pe := Pe−1 ∪ Pe . We define Re so that Re (y; m, ϵ) := A(y;
)
and every (m, ϵ) ∈ Pe and other values are left undefined. Observe that Equation (1) is
satisfied for Re . Moreover, we have
 Re

Pr
Me (x; n, δ) ̸= L(x) > δ,
x∼Dn ,Me

which implies that Me is not an AvgBPPR algorithm for (L, D).
Consider the second case. In this case, there exists an input x ∈ supp(Dn ) such that
h
i
Pr MeAe(x; n, δ) ̸∈ {L(x), ⊥} > δ.
Me

Constructing an oracle Re and Pe in a way similar to the first case, we can satisfy Equation (1)
and have


Pr MeRe (x; n, δ) ̸∈ {L(x), ⊥} > δ,
Me

which implies that Me is not an AvgBPPR algorithm for (L, D).

3.2

◀

Average-Polynomial-Time Instance Checker

We extend the standard definition of an instance checker [6] to an average-case-polynomialtime version.
▶ Definition 7. For a class C of oracle algorithms, a randomized oracle algorithm C ∈ C is
said to be an AvgC-instance checker for a distributional problem (L, D) if the following hold
for every (n, δ−1 ) ∈ N2 :

L
1. Prx∼D
 nA,C C (x; n, δ) ̸= L(x) ≤ δ.
2. PrC C (x; n, δ) ̸∈ {L(x), ⊥} ≤ δ for every x ∈ supp(Dn ) and every oracle A ⊆ {0, 1}∗ .
3. C A halts in time poly(n/δ) on input (x; n, δ) for every oracle A and every x ∈ supp(Dn ).
If Item 2 is weakened so that for every n, δ −1 ∈ N and every oracle A,
 A

Pr
C (x; n, δ) ̸∈ {L(x), ⊥} ≤ δ,
x∼Dn ,C

then C is said to be a HeurC-instance checker.
We construct an errorless-to-error-prone reduction from an instance checker.
▶ Theorem 8. Let (C, D) ∈ {(BPP, PSamp), (BPP/poly, PSamp/poly)}. If there exists a
nonadaptive AvgC-instance checker for (L, D), then there exists some distribution D′ ∈ D
such that there exists an errorless-to-error-prone nonadaptive C-reduction from (L, D) to
(L, D′ ).
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Proof. For simplicity, we present a proof only for (C, D) = (BPP, PSamp); a proof for
(BPP/poly, PSamp/poly) is similar. Let C be a nonadaptive
AvgBPP-instance
checker for
n
o
′
′
(L, D). Let Q be the query distribution of C. Let D = D⟨n,δ−1 ⟩
be a family of
−1
⟨n,δ

⟩∈N

′
distributions such that D⟨n,δ
−1 ⟩ is the distribution of Q(x; n, δ/2) for x ∼ Dn . We define an
A
oracle algorithm M so that for every oracle A, every (n, δ −1 ) ∈ N2 and every x ∈ {0, 1}∗ ,
−1
′
M A (x; n, δ) := C A(-;⟨n,δ ⟩,δ ) (x; n, δ/2),

δ
where δ ′ := 2p(n/δ)
and p(n/δ) is a polynomial that upper-bounds the number of queries
made by C on input (x; n, δ −1 ) for any x ∈ supp(Dn ).
We claim that M (-) is an errorless-to-error-prone nonadaptive reduction from (L, D) to
(L, D′ ). We first verify the soundness condition. For every oracle A, every (n, δ) ∈ N2 , and
every x ∈ supp(Dn ), we have

h
i δ


′
Pr M A (x; n, δ) ̸∈ {L(x), ⊥} ≤ Pr C A(-;n,δ ) (x; n, δ/2) ̸∈ {L(x), ⊥} ≤ ,
M
C,A
2
where the last inequality follows from the soundness condition of the AvgBPP-instance checker
C. This implies that M (-) satisfies the soundness condition.
It remains to verify the completeness condition of M (-) . Since M A (x; n, δ) ̸= L(x) holds
only if either A fails to solve L on the i-th query Q(x; n, δ/2)i of C on input (x; n, δ/2) for
some i ∈ [p(n/δ)], or C L fails to solve L on input (x; n, δ/2), we have
 A

Pr

M (x; n, δ) ̸= L(x)

x∼Dn ,M
p(n/δ)

≤

X
i=1

Pr
x∼Dn

≤ p(n/δ) ·

≤ p(n/δ) ·

3.3



A(Q(x; n, δ/2)i ; n, δ −1 , δ ′ ) ̸= L(Q(x; n, δ/2)i ) + Pr C L (x; n, δ/2) ̸= L(x)







C

Pr
A(q; n, δ −1 , δ ′ ) ̸= L(q) + δ/2
−1
⟨n,δ ⟩





q∼D ′

δ
δ
+ = δ.
2p(n/δ)
2

◀

Testers and HeurBPP-Instance Checkers

A tester for L is an algorithm that tests whether a given oracle is equal to L or far from L.
▶ Definition 9 (Tester [6, 27]). A randomized oracle algorithm T is said to be a tester for a
−1
distributional
 L problem (L,3D) if for every n ∈ N and δ ∈ N,
1. PrT T (n, δ) = 1 ≥ 4 and


2. for every oracle A such that Prx∼Dn [A(x) ̸= L(x)] > δ, it holds that PrT T A (n, δ) = 0 ≥
3
4.
−1
We assume that the input (n, δ) is encoded as (1n , 1δ ), which is of length Θ(n/δ).
▶ Remark 10. By running a tester poly(n/δ) times independently, the constant
can be amplified to 1 − 2−p(n/δ) for any polynomial p.

3
4

of Definition 9

We extend the definition of the tester for a language to a tester for an NP search problem.
▶ Definition 11. A relation R ⊆ {0, 1}∗ ×{0, 1}∗ is said to be an NP relation if R is decidable
in polynomial time and |y| ≤ poly(|x|) for any (x, y) ∈ R. An NP search problem R is the
task of finding y such that (x, y) ∈ R on input x.
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For a relation R, let L(R) := { x ∈ {0, 1}∗ | ∃y, R(x, y) = 1 }. For a distribution D, we say
that a randomized oracle algorithm T is a tester for the distributional NP search problem
(R, D) if for every (n, δ −1 ) ∈ N2 and for every oracle A : {0, 1}∗ → {0, 1}∗ ,


1. PrT T A (n, δ) = 1 ≥ 34 if R(x, A(x)) = L(R)(x) for every x ∈ supp(Dn ) and


2. PrT T A (n, δ) = 0 ≥ 43 if Prx∼Dn [R(x, A(x)) ̸= L(R)(x)] > δ.
▶ Lemma 12 (Mahmoody and Xiao [27]). For every NP search problem R and every D ∈
PSamp/poly, there exists a nonadaptive BPP/poly-tester for (R, D).
▶ Theorem 13. Let L be an NP-complete language and D ∈ PSamp/poly. If there exists an
errorless-to-error-prone nonadaptive BPP/poly-reduction from (L, D) to (L′ , D′ ) for some
L′ ∈ NP and D′ ∈ PSamp/poly, then there exists a nonadaptive AvgBPP/poly-instance
checker for (L, D)
Proof. Let R be an NP search problem associated with L′ , i.e., L(R) = L′ . By the searchto-decision reduction of [34, 5], there exists a randomized polynomial-time nonadaptive
reduction from R to some language L1 ∈ NP. Since L is NP-complete, L1 is reducible to L.
Combining these reductions, we obtain a randomized nonadaptive reduction B from the NP
search problem R to L. Using Lemma 12, let T be a BPP/poly-tester for (R, D′ ).
Let M be the errorless-to-error-prone nonadaptive reduction from (L, D) to (L′ , D′ ).
Since R is the NP search problem associated with L′ , the decision version (L′ , D′ ) is trivially
reducible to (R, D′ ). Combining this reduction with M , we may assume that M is an
errorless-to-error-prone reduction from (L, D) to (R, D′ ).
We are now ready to describe an instance checker C for (L, D). The algorithm C takes
(x; n, δ) as input and oracle access to an oracle A. C picks a coin flip sequence r used by the
reduction B. We may assume without loss of generality that the success probability of B is
at least 1 − 2−2p(n/δ) , where p(n/δ) is a polynomial upper bound on the running time of M
on input (-; n, δ). Let O be an oracle such that O(y; m, ϵ) := B A (y; r) for every y ∈ {0, 1}∗ ,
every m ∈ N, and every ϵ−1 ∈ N, where B A (y; r) denotes the output of B on input y given a
coin flip sequence r and oracle access to A. C simulates M O (x; n, δ) and lets P be the set of
(m, ϵ) such that M O (x; n, δ) makes a query (y; m, ϵ) for some y ∈ {0, 1}∗ . C runs the tester
T O (m, ϵ) for every (m, ϵ) ∈ P . If T O (m, ϵ) = 0 for some (m, ϵ) ∈ P , then C outputs ⊥ and
halts. Otherwise, C outputs the output of M O (x; n, δ).
We first verify the completeness of C. Let A := L. Fix integers n ∈ N and δ −1 ∈ N.
Since B is a reduction from R to L, for every q ∈ {0, 1}∗ , we have


Pr R(q, B L (q; r)) = L′ (q) ≥ 1 − 2−2p(n/δ) .
r

By a union bound for all q ∈ {0, 1}∗ such that |q| ≤ p(n/δ), with probability at least
1−2−p(n/δ)+1 , R(q, O(q; m, ϵ)) = L′ (q) for every (q; m, ϵ) queried by the reduction M O (x; n, δ).
Under this event, the oracle
problem R correctly; by the completeness
 O solves the NP search

of M , we have Prx∼Dn ,M M O (x; n, δ) ̸= L(x) ≤ δ. Moreover, the completeness of the tester
T implies that T O (m, ϵ) = 1 with high probability (say, with probability at least 1 − δ) for
every (m, ϵ) ∈ P . Overall, we obtain
Pr

x∼Dn ,C




C L (x; n, δ) ̸= L(x) ≤ δ + δ + 2−p(n/δ)+1 ≤ 3δ.

Thus, C satisfies the completeness.
It remains to verify the soundenss of C. Consider an arbitrary oracle A. We consider two
cases.
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1. When
Pr [R(q, O(q; m, ϵ)) = L′ (q)] ≤ ϵ

′
q∼Dn

(2)

holds for every (m, ϵ) ∈ P , by the soundness property of M , we obtain


Pr M O (x; n, δ) ̸∈ {L(x), ⊥} ≤ δ.
M

Therefore,


Pr C A (x; n, δ) ̸∈ {L(x), ⊥} ≤ δ.
C

2. When Equation (2) does not hold for some (m, ϵ) ∈ P , the tester rejects with high
probability: T O (m, ϵ) = 0 with probability at least 1 − δ. Therefore,




Pr C A (x; n, δ) ̸∈ {L(x), ⊥} ≤ Pr C A (x; n, δ) ̸= ⊥ ≤ δ.
◀
C

C

▶ Theorem 14. For every NP-complete language L, the following are equivalent:
1. For every D ∈ PSamp/poly, there exists a nonadaptive AvgBPP/poly-instance checker for
(L, D).
2. For every D ∈ PSamp/poly, there exists an errorless-to-error-prone nonadaptive reduction
computable in BPP/poly from (L, D) to (L, D′ ) for some D′ ∈ PSamp/poly.
3. For every D ∈ PSamp/poly, there exists an errorless-to-error-prone nonadaptive reduction
computable in BPP/poly from (L, D) to (L′ , D′ ) for some L′ ∈ NP and for some D′ ∈
PSamp/poly.
Proof.
(Item 1 ⇒ 2) This follows from Theorem 8.
(Item 2 ⇒ 3) Obvious.
(Item 3 ⇒ 1) This follows from Theorem 13.

◀

We observe that a tester is equivalent to a HeurBPP-instance checker.
▶ Proposition 15. Let L be a language and D ∈ PSamp be a distribution. Then, there exists
a tester for (L, D) if and only if there exists a HeurBPP-instance checker for (L, D).
Proof. We first prove the “only if” part. Let T be a tester for (L, D). We may assume
without loss of generality that the error probability of T is at most δ on input (n, δ). Let C A
be an oracle algorithm that takes (x; n, δ) as input and outputs ⊥ if T A (n, δ) = 0 and A(x)
otherwise. We claim that C A is a HeurBPP-checker for (L, D). To see the completeness,
 L



Pr
C (x; n, δ) = L(x) ≤ Pr T L (n, δ) = 1 ≤ δ.
x∼Dn ,C

T

To see the soundness, consider an arbitrary oracle A. If Prx∼Dn [A(x) ̸= L(x)] > δ, then we
have
 A



Pr
C (x; n, δ) ̸∈ {L(x), ⊥} ≤ Pr T A (n, δ) = 1 ≤ δ.
x∼Dn ,C

T

If Prx∼Dn [A(x) ̸= L(x)] ≤ δ, then we have
 A

Pr
C (x; n, δ) ̸∈ {L(x), ⊥} ≤ Pr [A(x) ̸= L(x)] ≤ δ.
x∼Dn ,C

x

In both cases, C A satisfies the soundness condition of a HeurBPP-instance checker.
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We now prove the “if” part. Let C A be a HeurBPP-instance checker for (L, D). Let X be
the indicator random variable that takes 1 if and only
C A (x; n, δ/4) ̸= A(x)
for a random
 if

L
x ∼ Dn . If A = L, then we have E [X] = Prx∼Dn ,C C (x; n, δ/4) ̸= L(x) ≤ δ/4 ≪ δ/2. If
Prx∼Dn [A(x) ̸= L(x)] > δ, then we have
 A

E [X] = Pr
C (x; n, δ/4) ̸= A(x)
x∼Dn ,C
 A

≥ Pr [A(x) ̸= L(x)] − Pr
C (x; n, δ/4) ̸∈ {L(x), ⊥}
x∼Dn

x∼Dn ,C

> δ − δ/4 = 3δ/4 ≫ δ/2.
These inequalities motivate us to define the following tester T : An oracle algorithm T A
takes (n, δ) as input, estimates E [X] by randomly sampling x ∼ D and checking whether
C A (x; n, δ/4) ̸= A(x) several times, and outputs 1 if and only if E [X] is significantly less
than δ/2. Using a standard concentration inequality, it is easy to verify that T A is a tester
for (L, D).
◀
Beigel’s theorem [6] states that an instance checker for L1 can be converted into an
instance checker for L2 if L1 and L2 are equivalent to each other under polynomial-time
reductions. We prove an analogous result for testers:
▶ Lemma 16. Let L1 and L2 be languages such that L1 is reducible to L2 via a many-one
reduction R2 and L2 is reducible to L1 via a many-one reduction R1 . Let D ∈ PSamp be a
distribution. If there exists a tester for (L1 , R1 ◦ D), then there exists a tester for (L2 , D).
Proof. By Proposition 15, it suffices to prove the result for a HeurBPP-instance checker.
Let C be a HeurBPP-instance checker for (L1 , R1 ◦ D). Define an algorithm C ′ so that
C ′A (x; n, δ) := C A◦R2 (R1 (x); n, δ). We prove that C ′ is a HeurBPP-instance checker for
(L2 , D2 ). Fix n ∈ N. To see the completeness, since L2 (x) = L1 (R1 (x)), we have


Pr ′ C ′L2 (x; n, δ) = L2 (x)
x∼Dn ,C
 L2 ◦R2

= Pr
C
(R1 (x); n, δ) = L2 (x)
x∼Dn ,C
 L1

= Pr
C (R1 (x); n, δ) = L1 (R1 (x))
x∼Dn ,C
 L1 ′

= ′ Pr
C (x ; n, δ) = L1 (x′ ) ≥ 1 − δ.
x ∼R1 ◦Dn ,C

To see the soundness, observe that for every oracle A,
 ′A

Pr
C (x; n, δ) ̸∈ {L2 (x), ⊥}
x∼Dn ,C ′
 A◦R2

= Pr
C
(R1 (x); n, δ) ̸∈ {L1 (R1 (x)), ⊥}
x∼Dn ,C
 A◦R2 ′

= ′ Pr
C
(x ; n, δ) ̸∈ {L1 (x′ ), ⊥} ≤ δ.
x ∼R1 ◦Dn ,C

◀

We show that {L} × PSamp admits nonadaptive HeurBPP/poly-instance checkers for
every NP-complete language L.
▶ Theorem 17. Let L be an NP-complete language and D ∈ PSamp be a distribution. Then,
there exists a nonadaptive HeurBPP/poly-instance checker.
Proof Sketch. Let L be an NP-complete language. The idea is to convert the BPP/poly-tester
of Lemma 12 into a HeurBPP/poly-instance checker.

S. Hirahara and R. Santhanam

84:15

Let V be an NP search problem such that L(V ) = L. By the search-to-decision reduction
of [34, 5], there exists a randomized polynomial-time nonadaptive reduction from V to L.
Moreover, there is a trivial reduction from L to V (that reduces an instance to itself). By
Lemma 12, there exists a nonadaptive BPP/poly-tester for (V, D). Using (the proof ideas of)
Lemma 16, a BPP/poly-tester for (V, D) can be converted into a tester for (L, D). (While
Lemma 16 is stated only for decision problems and many-one reductions, it is not hard to
generalize it to search problems and randomized nonadaptive reductions.) By Proposition 15,
we obtain a HeurBPP/poly-instance checker for (L, D). It is not hard to observe that the
property of being nonadaptive is preserved.
◀

3.4

Errorless to Error-Prone Reductions from PCP Systems With
Honest Oracles in PH

In this subsection, we show that interactive proof systems for PH with PH honest oracles
enable constructing errorless-to-error-prone reductions. In fact, we consider a notion of PCP
systems, which is weaker than interactive proof systems, so that our results are stronger:
▶ Definition 18. A randomized polynomial-time oracle algorithm V is said to be a PCP
∗
∗
system for a language L with an honest
 2 oracle H ⊆ {0, 1} if for every x ∈ {0, 1} ,
H
1. if x ∈ L, then PrV V (x) = 1 ≥ 3 and
2. if x ̸∈ L, then PrV V O (x) = 1 ≤ 31 for every oracle O.
For a language L, let L̄ denote the complement of L, i.e., {0, 1}∗ \ L.
▶ Proposition 19. If L and L̄ have PCP systems with honest oracles H0 and H1 , respectively,
then there exists a randomized polynomial-time algorithm V such that for every x ∈ {0, 1}∗
−1
and every
 Hδ ,H ∈ N,

0
1
1. Pr V
(x; δ) ̸= L(x) ≤ δ and
2. Pr V O0 ,O1 (x; δ) ̸∈ {L(x), ⊥} ≤ δ for any pair (O0 , O1 ) of oracles.
We say that an algorithm V is a checker for L by (H0 , H1 ).
Proof. Let V0 and V1 be PCP systems for L and L̄, respectively. Since the success probability
can be amplified by repetition, we may assume that the error probability of V0 and V1 is
at most δ/2. We define V to be an oracle algorithm such that V O0 ,O1 takes (x; δ) as input
and outputs 1 if V0O0 (x) = 1 and V1O1 (x) = 0, outputs 0 if V0O0 (x) = 0 and V1O1 (x) = 1, and
outputs ⊥ otherwise.
We prove the correctness of V : It is easy to observe that V H0 ,H1 (x; δ) outputs L(x) with
probability at least 1 − δ. For example, if x ∈ L, then V0H0 (x) = 1 with probability at least
1 − δ/2 and V1H1 (x) = 0 with probability at least 1 − δ/2; thus, V H0 ,H1 (x; δ) outputs 1 with
probability at least 1 − δ.
To verify the soundness property of V , consider an arbitrary pair (O0 , O1 ) of oracles.
V O0 ,O1 (x; δ) outputs the wrong answer b := 1 − L(x) only if VbOb (x) = 0, which happens
with probability at most δ/2. Therefore, the probability that V O0 ,O1 (x; δ) ̸∈ {L(x), ⊥} is at
most δ/2.
◀
Now, we show that a checker provides an errorless-to-error-prone reduction.
▶ Theorem 20. Let L and H be languages. If there exists a checker for L by H, then
{H} × PSampH ⊆ HeurBPP implies {L} × PSampH ⊆ AvgBPP.
Proof. Let C be a checker for L by H. Let D ∈ PSampH . For each n ∈ N and δ −1 ∈ N,
′
we define a distribution D⟨n,δ
−1 ⟩ by the following sampling procedure with oracle access
to H: Pick x ∼ Dn , simulate the checker C H on input (x; δ) with oracle access to H, let
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q1 , . . . , qm denote the queries made by the checker ton the oracle
o during the simulation, and
′
output qi for a random choice of i ∼ [m]. Let D′ := D⟨n,δ
. It is easy to observe
−1 ⟩
−1
⟨n,δ

⟩

that D′ ∈ PSampH . By assumption, there exists a randomized heuristic scheme A for
(H, D′ ) ∈ HeurBPP.
Now, we present a randomized errorless heuristic scheme B for (L, D). We define B so
′
that B(x; n, δ) = C A(-;⟨n,2/δ⟩,δ ) (x; δ/2) for δ ′ := δ/2p(n/δ), where p(n/δ) is a polynomial
upper bound on the number of queries made by C on input (x; δ/2).
To see the completeness of B, fix integers n ∈ N and δ −1 ∈ N. Observe that B(x; n, δ) ̸=
L(x) only if either C H (x; δ/2) is incorrect, or there exists an integer i ∈ [p(n/δ)] such that i
is the first index of the queries made by C H (x; δ/2) that are incorrectly answered by A. Let
Q(x; n, δ/2)i denote the i-th query made by C H (x; δ/2) to the oracle. By a union bound, we
obtain
Pr

[B(x; n, δ) ̸= L(x)]

x∼Dn ,B
p(n/δ)

≤

X
i=1

Pr
x∼Dn

≤ p(n/δ) ·



A(Q(x; n, δ/2)i ; ⟨n, 2/δ⟩, δ ′ ) ̸= H(Q(x; n, δ/2)i ) + Pr C H (x; δ/2) ̸= L(x)







C

Pr

q∼D ′



′



A(q; ⟨n, 2/δ⟩, δ ) ̸= H(q) + δ/2

⟨n,2/δ⟩

≤ p(n/δ) ·

δ
δ
+ = δ.
2p(n/δ)
2

To verify the soundness of B, for every n ∈ N, δ −1 ∈ N, and every x ∈ supp(Dn ),
Pr [B(x; n, δ) ̸∈ {L(x), ⊥}]
B
h
i
′
≤ Pr C A(-;⟨n,2/δ⟩,δ ) (x; δ/2) ̸∈ {L(x), ⊥}
C,A

≤ δ/2,
where the last inequality holds because of the soundness property of the checker C.

◀

▶ Theorem 21. If, for every language L ∈ PH, there exists a language H ∈ PH such
that L admits a PCP system with the honest oracle H, then DistPH ⊆ HeurBPP implies
DistPH ⊆ AvgBPP.
Proof. Since PH is closed under complement, the assumption and Proposition 19 imply that
every language in PH admits a checker by some oracle in PH. Using the proof techniques
of Schuler and Watanabe [31] (see also [18, Lemma 18]) we obtain that PH × PSampPH ⊆
HeurBPP under the assumption that DistPH ⊆ HeurBPP. The result now follows from
Theorem 20.
◀

4

Unconditional Errorless to Error-prone Reductions and an
Application to Hitting vs Pseudorandomness

In this section, we first show unconditional errorless to error-prone reductions for P against
NC1 and for UP ∩ coUP against P. We then apply these unconditional results to derive an
unconditional equivalence between seed-extending polynomial-time hitting set generators
and seed-extending polynomial-time pseudo-random generators.
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Unconditional Reductions

We first show an errorless to error-prone average-case reduction for P against NC1 .
▶ Theorem 22. If DistP ̸⊆ AvgNC1 , then DistP ̸⊆ HeurNC1 .
Proof. Let L ∈ P be a language and µ ∈ NC1Samp be an NC1 -samplable distribution such
that (L, µ) ̸∈ AvgNC1 . We define a language L′ ∈ P and distribution µ′ ∈ NC1Samp such
that (L′ , µ′ ) ̸∈ HeurNC1 .
We do this in three stages. First we define a total polynomial-time search problem SL
with solutions verifiable in AC0 such that SL is errorless hard on average if L is. Then we
observe that for a total search problem with solutions verifiable in AC0 is errorless hard on
average iff it is error-prone hard on average. Finally we reduce SL to a decision problem
L′ ∈ P while maintaining error-prone average-case hardness with respect to some samplable
distribution µ′ .
Given a search problem S and a distribution µ, we say that (S, µ) is errorless hard on
average against NC1 if there is no NC1 machine N and language Rerror ∈ NC1 such that N
only fails to solve S on inputs x such that Rerror (x) = 1, and moreover the probability over
x ∼ µ that Rerror (x) = 1 is negligible. Intuitively this means that that for any candidate
NC1 algorithm claiming to solve S, there is an NC1 -decidable set that contains all the errors
of the algorithms and has small measure according to the distribution µ.
We define SL as follows. Let M be a polynomial-time Turing machine deciding L and for
any input x, let TM (x) denote the tableau of M on x, i.e., the sequence of configurations of
M on x. SL maps x to the single valid output TM (x) for each x. Note that by the standard
local checkability principle used in the proof of the Cook–Levin theorem, the check that
y = TM (x) can be performed by an AC0 machine V given x and y as inputs.
First, we show that if (L, µ) ̸∈ AvgNC1 , then (SL , µ) is errorless hard on average against
1
NC . Suppose to the contrary that there is an NC1 machine N solving the search problem
SL and language Rerror ∈ NC1 such that the probability over x ∼ µ that Rerror (x) = 1 is
negligible, and moroever all instances x on which N fails to solves SL have Rerror (x) = 1.
Then we can solve (L, µ) ∈ AvgNC1 by first running the NC1 machine for Rerror on x and
outputting ⊥ if Rerror (x) = 1. If Rerror (x) = 0, we run N on x, outputting 1 if TM (x) is
an accepting tableau and 0 if it is a rejecting tableau. Since N is always correct on x when
Rerror (x) = 0, we never make an error. Also the probability of outputting ⊥ is negligible
since the probability over x ∼ µ that Rerror (x) = 1 is negligible.
Next, we show that if (SL , µ) is errorless hard on average against NC1 , then (SL , µ) is
error-prone hard on average against NC1 . Suppose that N is an NC1 machine that solves SL
over µ with all but negligible probability. We show how to solve SL over µ in an errorless
sense. To do this, we define a language Rerror ∈ NC1 such that Rerror has negligible measure
and all errors of N are contained within Rerror . Define Rerror (x) = 1 iff V (x, N (x)) = 0,
where V is the AC0 verifier for SL . Since N is an NC1 machine and V is an AC0 machine,
we have that Rerror ∈ NC1 . If V (x, N (x)) = 1, then N (x) is a correct solution to the search
problem SL on x, and hence all errors of N are contained within Rerror . Since N is correct
with all but negligible probability over µ, we have that Rerror has negligible measure.
Finally, we show that there is a language L′ and a samplable distribution µ′ such that if
(SL , µ) is error-prone hard on average against NC1 , then (L′ , µ′ ) ̸∈ HeurNC1 . L′ is defined as
follows: (x, i) ∈ L′ if the ith bit of SL (x) is 1. Since SL is a polynomial-time total search
problem with unique solutions, L is well-defined and belongs to P. µ′ is defined by sampling
x from µ and i uniformly at random from [|SL (x)|]. The NC1 samplability of µ′ follows from
the NC1 samplability of µ.
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Suppose that (L′ , µ′ ) ∈ HeurNC1 , and let M ′ be an NC1 machine solving L′ with all
but negligible probability over µ′ . We define an NC1 machine M solving SL with all but
negligible probability over µ. Given x sampled from µ, M runs M ′ on (x, i) in parallel for
each i ∈ [|TM (x)|], and forms a string y of length |TM (x)| by setting yi = 1 iff M ′ accepts
on (x, i). M then outputs y. M is an NC1 machine because M ′ is. We need to show that
M solves SL with all but negligible probability over µ. Since M ′ solves L′ with all but
negligible probability over µ′ , by a union bound over i ∈ [|TM (x)|], we have that with all but
negligible probability over x chosen from µ, yi is the i’th bit of TM (x), and hence y = TM (x),
as desired.
◀
We note that the errorless to error-prone average-case reduction of Theorem 22 works
against any class closed under composition with uniform AC0 circuits – this is the only
property of NC1 we use. Also, the proof gives that errorless average-case hardness over
the uniform distribution for P implies error-prone average-case hardness over the uniform
distribution for P. This is because µ′ can be taken to be the uniform distribution when µ is
uniform.
Next we show an errorless to error-prone average-case reduction for UP ∩ coUP. We need
a lemma characterizing languages in UP ∩ coUP using strong unambiguous machines.
▶ Definition 23. A strong unambiguous machine M is a non-deterministic Turing machine
such that for each input x, M outputs a Boolean value on exactly one computation path,
and ⊥ on all other computation paths. We say a strong umambiguous machine M decides a
language L if for each x, M outputs L(x) on some computation path.
▶ Lemma 24. Let L be a language. L ∈ UP ∩ coUP iff there is a strong unambiguous
polynomial-time machine M that decides L.
Proof. We first prove the “if” direction. Suppose there is a strong unambiguous polynomialtime machine M that decides L. We define non-deterministic Turing machines N and N ′ as
follows. On input x, N simulates M , accepting iff M outputs 1. On input x, N ′ simulates M ,
accepting iff M outputs 0. Since M is a strong unambiguous machine, N is an unambiguous
machine deciding L, and N ′ is an unambiguous machine deciding L̄.
For the “only if” direction, assume wlog that there are unambiguous machine N and N ′
deciding L and L̄ respectively, both running in polynomial time and using nc + c bits of
non-determinism, for some constant c > 0. We can assume this without loss of generality,
since an unambiguous machine N using T bits of non-determinism can be transformed into
an equivalent one using T ′ > T bits of non-determinism that accepts on computation path
′
′
y ∈ {0, 1}T iff y = z0T −T and N accepts on computation path z ∈ {0, 1}T .
Now we define a strong unambiguous polynomial-time machine M deciding L as follows.
On input x of length n and computation path y of length nc + c, M simulates N and N ′
on y. If N accepts and N ′ rejects, M outputs 1. If N rejects and N ′ accepts, M rejects 0.
Otherwise M outputs ⊥.
We need to show that M is a strong unambiguous machine and that it decides L. For
any input x, either x ∈ L or x ∈ L̄, but not both. If x ∈ L, N accepts on exactly one
computation path y and N ′ rejects on all computation path, hence there is exactly one
computation path on which M outputs a Boolean value, and that value is L(x). If x ̸∈ L, N ′
accepts on exactly one computation path y and N rejects on all computation paths, hence
there is exactly one computation path on which M outputs a Boolean value, and that value
is L(x), as desired.
◀
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▶ Theorem 25. If Dist(UP ∩ coUP) ̸⊆ AvgP, then Dist(UP ∩ coUP) ̸⊆ HeurP.
Proof. Let L ∈ UP ∩ coUP be a language and µ ∈ PSamp be a samplable distribution such
that (L, µ) ̸∈ AvgP. We define a language L′ ∈ UP ∩ coUP and a distribution µ′ ∈ PSamp
such that (L, µ′ ) ̸∈ HeurP.
The plan is the same as in the proof of Theorem 22, though the details are different.
First we define a total unambiguous search problem SL with solutions verifiable in poly-time
such that SL is errorless hard on average if L is. Then we observe that for a total search
problem with solutions verifiable in poly-time is errorless hard on average against P iff
it is error-prone hard on average against P. Finally we reduce SL to a decision problem
L′ ∈ UP ∩ coUP while maintaining error-prone average-case hardness with respect to some
samplable distribution µ′ .
Given a search problem S and a distribution µ, we say that (S, µ) is errorless hard on
average against P if there is no poly-time machine N and language Rerror ∈ P such that N
only fails to solve S on inputs x such that Rerror (x) = 1, and moreover the probability over
x ∼ µ that Rerror (x) = 1 is negligible. Intuitively this means that that for any candidate
poly-time algorithm claiming to solve S, there is a P-decidable set that contains all the errors
of the algorithms and has small measure according to the distribution µ.
We define SL as follows. Let M be a polynomial-time strong unambiguous Turing machine
deciding L and for any input x, let P (x) denote unique computation path of M on which M
outputs a Boolean value. SL maps x to the single valid output P (x) for each x.
First, we show that if (L, µ) ̸∈ AvgP, then (SL , µ) is errorless hard on average against
P. Suppose to the contrary that there is a P machine N solving the search problem SL and
language Rerror ∈ P such that the probability over x ∼ µ that Rerror (x) = 1 is negligible,
and moroever all instances x on which N fails to solves SL have Rerror (x) = 1. Then we
can solve (L, µ) ∈ AvgP by first running the P machine for Rerror on x and outputting ⊥ if
Rerror (x) = 1. If Rerror (x) = 0, we run N on x, outputting 1 if P (x) is a computation path
of M on which M outputs 1, and outputting 0 if P (x) is a computation path of M on which
M outputs 0. Since N is always correct on x when Rerror (x) = 0, one of these two cases
holds. Also the probability of outputting ⊥ is negligible since the probability over x ∼ µ
that Rerror (x) = 1 is negligible.
Next, we show that if (SL , µ) is errorless hard on average against P, then (SL , µ) is
error-prone hard on average against P. Suppose that N is a poly-time machine that solves SL
over µ with all but negligible probability. We show how to solve SL over µ in a errorless sense.
To do this, we define a language Rerror ∈ P such that Rerror has negligible measure and all
errors of N are contained within Rerror . Define Rerror (x) = 1 iff N (x) outputs a string y
encoding a computation path on which M outputs ⊥. Since N is a poly-time machine and
M can be simulated in poly-time on a given computation path y, we have that Rerror ∈ P.
If N (x) outputs a computation path on which M outputs a Boolean value, then N (x) is
a correct solution to the search problem SL on x, and hence all errors of N are contained
within Rerror . Since N is correct with all but negligible probability over µ, we have that
Rerror has negligible measure.
Finally, we show that there is a language L′ and a samplable distribution µ′ such that if
(SL , µ) is error-prone hard on average against NC1 , then (L′ , µ′ ) ̸∈ HeurNC1 . L′ is defined as
follows: (x, i) ∈ L′ if the ith bit of SL (x) is 1. Since SL is an unambiguous polynomial-time
total search problem, L′ is well-defined and belongs to UP ∩ coUP. µ′ is defined by sampling
x from µ and i uniformly at random from [|P (x)|]. The polynomial-time samplability of µ′
follows from the polynomial-time samplability of µ.
Suppose that (L′ , µ′ ) ∈ HeurP, and let M ′ be a poly-time machine solving L′ with all but
negligible probability over µ′ . We define a P machine M solving SL with all but negligible
probability over µ. Given x sampled from µ, M runs M ′ on (x, i) in parallel for each
ITCS 2022
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i ∈ [|P (x)|], and forms a string y of length |P (x)| by setting yi = 1 iff M ′ accepts on (x, i).
M then outputs y. M is a P machine because M ′ is. We need to show that M solves SL with
all but negligible probability over µ. Since M ′ solves L′ with all but negligible probability
over µ′ , by a union bound over i ∈ [|TM (x)|], we have that with all but negligible probability
over x chosen from µ, yi is the i’th bit of TM (x), and hence y = TM (x), as desired.
◀

4.2

An Application to Hitting vs Pseudorandomness

We now describe the application to connections between hitting-set generators and pseudorandom generators. We first need to define these objects.
▶ Definition 26. Given a function s : N → N such that s(n) < n for all n ∈ N, an error
function ϵ : N → [0, 1] and a circuit class C, a hitting set generator G with seed length s and
error ϵ against C is a sequence of functions {Gn }, where for each n, Gn : {0.1}s(n) → {0, 1}n ,
such that for every sequence of circuits {Cn } in C where Cn accepts at least an ϵ(n) fraction
of inputs of length n, for each n there is zn ∈ {0, 1}s(n) such that Cn (G(zn )) = 1. We say
that G is polynomial-time computable if Gn can be evaluated in polynomial time given n in
unary. We say that G is seed-extending if for each n ∈ N and z ∈ {0, 1}s(n) , z is a prefix of
G(z).
Given a function s : N → N such that s(n) < n for all n ∈ N, an error function
ϵ : N → [0, 1] and a circuit class C, a pseudorandom generator G with seed length s and error
ϵ against C is a sequence of functions {Gn }, where for each n, Gn : {0.1}s(n) → {0, 1}n , such
that for every sequence of circuits {Cn } in C,
Pr

y∼{0,1}n

[Cn (y) = 1] −

Pr
z∼{0,1}s(n)

[Cn (Gn (z)) = 1] ≤ ϵ(n).

We say that G is polynomial-time computable if Gn can be evaluated in polynomial time given
n in unary. We say that G is seed-extending if for each n ∈ N and z ∈ {0, 1}s(n) , z is a
prefix of G(z).
The Nisan–Wigderson generator [28] is seed-extending, and implies the following construction of pseudorandom generators from error-prone average-case hardness.
▶ Lemma 27. Suppose L ∈ P is a language such that (L, U ) ̸∈ HeurNC1 /poly. Then for each
δ > 0, there is a seed-extending polynomial-time computable pseudorandom generator with
seed length nδ and error 1/n against NC1 /poly.
Lemma 27 follows from standard techniques, namely by applying Yao’s XOR lemma
[35, 23] to a language in P that is error-prone hard on average over the uniform distribution
to obtain a language L′ ∈ P that cannot be solved in NC1 /poly with probability noticeably
better than 1/2 over the uniform distribution, and then constructing the Nisan–Wigderson
generator with seed length nδ based on this hard predicate. Since L′ ∈ P, the Nisan–
Wigderson generator with such a seed length is polynomial-time computable.
We now show the main result of this subsection – an equivalence between seed-extending
hitting set generators and seed-extending pseudorandom generators. In order to prove this,
we observe that seed-extending hitting set generators imply errorless average-case hardness
for P. Then we apply Theorem 22 to transform this errorless hardness into error-prone
hardness, and finally we apply Lemma 27 to derive a seed-extending pseudorandom generator
with arbitrarily small polynomial seed length from the error-prone average-case hardness
assumption.
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▶ Theorem 28. The following are equivalent:
1. There is a polynomial-time computable seed-extending hitting set generator with seed
length n − 1 and error o(1) against NC1 /poly.
2. For each δ > 0, there is a polynomial-time computable seed-extending hitting set generator
with seed length nδ and error 1/n against NC1 /poly.
3. For each δ > 0, there is a polynomial-time computable seed-extending pseudorandom
generator with seed length nδ and error 1/n against NC1 /poly.
Proof. We show that the first item implies the third. The third item implies the second
since every pseudorandom generator with error ϵ is also a hitting set generator with error ϵ,
and the the second item trivially implies the first.
Suppose that there is a polynomial-time computable seed-extending hitting set generator
G with seed length n−1 and negligible error against NC1 /poly. We show that this implies that
there is a language L ∈ P that is errorless hard on average against NC1 /poly over the uniform
distribution. Indeed, let x ∈ L iff x is not in the range of G. Since G is seed-extending, L is
polynomial-time computable – we can decide whether x ∈ L by checking if G(z) = x, where
z is the n − 1-bit prefix of x. To show that L is errorless hard on average, assume for the
sake of contradiction that there is an errorless algorithm A in NC1 /poly solving L on average
over the uniform distribution with all but negligible probability. Consider the NC1 circuit
Cn that accepts on x iff A accepts on x. A outputs an answer on all but negligible fraction
of strings of length n, and whenever Cn accepts x, we have that x ∈ L, since A is errorless.
Note that at least 1/2 the strings of length n are in L since G stretches its seed, hence Cn
accepts x for at least a 1/3 fraction of strings of length L. Since G is a hitting set generator
for NC1 /poly with error o(1), there is some string x such that Cn (x) = 1 and x is in the
range of G, but this is a contradiction.
Now, using the fact that Theorem 22 works over the uniform distribution, we have that
there is a language L′ ∈ P that is error-prone hard on average over the uniform distribution
against NC1 /poly. By Lemma 27, we have that the third item holds, as desired.
◀
We note that as with Theorem 22, there is nothing special about NC1 in the proof of
Theorem 28. Lemma 27 applies to any reasonable class closed under AC0 reductions, and
hence so does Theorem 28.
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1

Introduction

In his influential paper on average-case complexity, Impagliazzo [23] discusses five possible
“complexity worlds”: Algorithmica, Heuristica, Pessiland, Minicrypt and Cryptomania.
Algorithmica is a world where NP is easy in the worst case. Heuristica is a world where NP is
hard in the worst case but is easy on average with respect to every samplable distribution. In
Pessiland, NP is hard on average but one-way functions don’t exist. This is called the “worst
of all possible worlds” in [23], as this is a world in which we can neither solve NP problems
efficiently (on average) nor do cryptography. In Minicrypt, one-way functions exist but
public-key cryptography does not. Finally, in Cryptomania, public-key cryptosystems exist.
Conventional wisdom is that we live in Cryptomania, but given our lack of success in proving
unconditional lower bounds against strong circuit classes, even ruling out Algorithmica seems
very far beyond our reach, let alone showing that public-key cryptosystems exist.
Despite much effort in the 25 years since Impagliazzo’s work, these five worlds are all
possible given our current state of knowledge. We still do not understand the precise relationships between worst-case hardness of NP, average-case hardness of NP and cryptography.
Ruling out the existence of Heuristica and Pessiland would be especially significant, as it
would allow us to base one-way functions on NP-hardness. There are known limitations to
doing this in a black-box way [10, 7, 1, 5].
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Very recently, there have been a series of works [8, 14, 38, 15, 18] using meta-complexity to
gain a better understanding of the relationship between worst-case hardness and average-case
hardness of natural computational problems in situations where black-box reductions are
unlikely to exist. Here “meta-complexity” refers to the complexity of computational problems
that are themselves about complexity, such as the problem MINKT of deciding whether the
t-time-bounded Kolmogorov complexity of a given string x is at most s (where t and s are
given in unary) [32], or the problem MCSP of deciding if a Boolean function given by its
truth table has circuit complexity at most a given parameter s [30]. Building on work of
[8, 19], Hirahara [14, 16] showed an inherently non-black-box reduction from approximating
the gap version GapMINKT of MINKT with a logarithmic gap to computing MINKT on
average over the uniform distribution in an errorless way. Hirahara’s result is very relevant to
the question of whether Heuristica exists – indeed, if GapMINKT were NP-hard, we would
be able to rule out Heuristica. We note that NP-hardness of the unrelativized versions of
MINKT and MCSP are long-standing open questions, but there has recently been substantial
progress [20, 22, 21, 34] on showing hardness of variants of these problems.
In a subsequent paper [15], Hirahara showed that PH is easy on average iff a gap version
of MINKTPH is in polynomial time, where MINKTPH denotes the problem of computing
the PH-oracle t-time-bounded Kolmogorov complexity of a given string. This result is very
relevant to whether a PH-analogue of Heuristica exists, i.e., is it true that if PH is hard in
the worst case, then PH is hard on average? By the main result of [15], PH Heuristica would
be ruled out by showing that GapMINKTPH is NP-hard.
Inspired by the results in [15], we consider the question of whether a PH-analogue of
Pessiland exists, and give an unconditional negative answer in both the uniform and nonuniform settings. Our PH analogue of Pessiland is a world where PH is hard on average
but PH-computable pseudorandom generators do not exist1 . Note that the PH analogue of
Heuristica has not yet been ruled out unconditionally – doing so is essentially equivalent
to showing NP-hardness of GapMINKTPH [15]2 . While “PH Pessiland” is not interesting
from the cryptographic view point, we believe that our proof techniques constitute progress
towards excluding the standard Pessiland, and broaden our understanding of the relationship
between hardness and pseudo-randomness. Moreover, as in [15], meta-complexity plays a
fundamental role in our results: we show equivalences between average-case hardness of
PH, existence of PH-computable pseudorandom generators and the average-case hardness of
MINKTPH .
We now describe our results more formally.

1.1

Our Results

We unconditionally rule out the existence of “PH Pessiland”. We prove the equivalence
between average-case hardness of PH and the existence of PH-computable pseudorandom
generator, as well as the DistPH-completeness of MINKTPH .
▶ Theorem 17 (Excluding PH Pessiland – the non-uniform case). For every function t : N → N
such that nϵ ≤ t(n) ≤ n1/ϵ for all large n ∈ N, where ϵ > 0 is an arbitrary constant, the
following are equivalent.
1

2

We consider PH-computable pseudorandom generators rather than PH-computable one-way functions,
because the notion of a PH-computable one-way function is somewhat ambiguous – it is not a priori
clear whether the inverter should be allowed oracle access to the function.
In [18], a weak PH-hardness of GapMINKTPH was proved: If PH ̸⊆ DTIME(2O(n/ log n) ), then
GapMINKTPH ̸∈ P and consequently DistPH ̸⊆ AvgP.
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PH × {U } ̸⊆ HeurP/poly.
DistPH ̸⊆ HeurP/poly.
MINKt,PH [n − log n] × {U } ̸⊆ HeurP/poly.
There exists a PH-computable pseudorandom generator
G = Gn : {0, 1}n → {0, 1}n+1 n∈N secure against P/poly infinitely often.
5. For every constant c, there exists a PH-computable pseudorandom generator
n
o
c
G = Gn : {0, 1}n → {0, 1}n

1.
2.
3.
4.

n∈N

secure against P/poly infinitely often.
Here, HeurC denotes the class of distributional problems that admit error-prone heuristic
schemes in C. DistC denotes the class of distributional problems (L, D) such that L ∈ C and
D is polynomial-time samplable; see Section 3 for formal definitions.
Previously, it was known that MINKTPH is complete for DistPH in the case of errorless
average-case complexity. Specifically, the aforementioned previous work [15] presented
several equivalent statements on errorless average-case complexity: DistPH ⊆ AvgP iff
MINKTPH × PSamp ⊆ AvgP iff GapMINKTPH ∈ P iff there exists no PH-computable hitting
set generator secure against P and P = ZPP, where AvgP denotes the class of distributional
problems solvable by errorless heuristic schemes. In contrast, our results provide equivalent
statements on error-prone average-case complexity, denoted by HeurP/poly.
Combined with [15], our results suggest that the relationship between a PH-computable
hitting set generator and a PH-computable pseudorandom generator is essentially equivalent
to the relationship between errorless average-case complexity and error-prone average-case
complexity. The existence of a PH-computable hitting set generator is equivalent to the
errorless average-case hardness (under the derandomization assumption that P = ZPP) [15],
whereas the existence of a PH-computable pseudorandom generator is equivalent to the
error-prone average-case hardness.
We also exclude PH Pessiland defined in terms of uniform algorithms. In this case, we
show that the average-case hardness of PH is equivalent to the existence of a PH-computable
pseudorandom generator that extends its seed by O(log n) bits. Whether the seed of the
PH-computable pseudorandom generator can be extended more remains open. However, we
∗
also present an equivalent statement that either there exists a tally hard language L ⊆ {1}
in PH, or there exists a PH-computable pseudorandom generator that extends its seed to nc
bits for an arbitrary constant c.
▶ Theorem 27 (Excluding PH Pessiland – the uniform case). For every function t : N → N
such that nϵ ≤ t(n) ≤ n1/ϵ for all large n ∈ N, where ϵ > 0 is an arbitrary constant, the
following are equivalent.
1. PH × {U } ̸⊆ HeurBPP.
2. MINKt,PH [n − log n] × {U} ̸⊆ HeurBPP.
3. DistPH ̸⊆ HeurBPP.
4. PH × PSampPH ̸⊆ HeurBPP.
5. PH × {U } ̸⊆ Heurn−c BPP//log for some constant c.
6. There exists a PH-computable pseudorandom generator
G = Gn : {0, 1}n → {0, 1}n+1 n∈N secure against BPP infinitely often.
7. For every constant c, there exists a PH-computable pseudorandom generator

G = Gn : {0, 1}n → {0, 1}n+c log n

n∈N

secure against BPP infinitely often.
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8. Either for every constant c > 1, there exists a PH-computable pseudorandom generator
n
o
c
G = Gn : {0, 1}n → {0, 1}n
n∈N

secure against BPP infinitely often, or there exists a tally language L in PH such that
L ̸∈ BPP.

2

Overview of Our Proofs

In this section, we present ideas of our proofs.

2.1

Excluding PH Pessiland – The Non-Uniform Case

Here, we explain the proof ideas of showing the following equivalence:
PH × {U } ̸⊆ HeurP/poly

⇐⇒

∃ PH-computable PRG secure against P/poly.

(1)

We first observe that the forward direction of Equation (1) can be proved using the
standard construction of complexity-theoretic pseudorandom generators. Specifically, the
hardness versus randomness framework developed in, e.g., [47, 4, 36, 2, 24, 28] enables
constructing a pseudorandom generator whose security is based on the average-case hardness
of a function f : Given a mildly average-case function f , we first convert it into a strongly
average-case hard function f ′ using Yao’s XOR lemma [11]. We then use the Nisan–Wigderson
′
pseudorandom generator construction NWf based on the strongly average-case hard function
f ′ [36].
This “easy direction” should be contrasted with the case of the standard version of
Pessiland. The difficulty of excluding Pessiland is that it is unclear how to construct a
polynomial-time-computable pseudorandom generator (or, equivalently, a one-way function
[12]) based on the average-case hardness of NP. In contrast, the converse is already known
to be true, as was shown by the work of Håstad, Impagliazzo, Levin, and Luby [12] and
Impagliazzo and Levin [26].
To prove the backward direction of Equation (1), we employ the ideas developed in
[12, 26, 33]. We actually prove that every PH-computable pseudorandom generator is not
secure against P/poly under the assumption that MINKTPH is easy on average, using the
insights of Liu and Pass [33]. This enables us to establish the “DistPH-completeness” of
MINKTPH as well as the backward implication of Equation (1). In [33], the task of inverting
one-way functions is reduced to MINKT. In our settings, however, inverting PH-computable
one-way functions is not useful: for a PH-computable function G, inverting G(x) (i.e.,
computing x′ ∈ G−1 (G(x)) on input G(x)) does not necessarily imply that G is not a secure
pseudorandom generator because G may not be computed efficiently.
To address this issue, we directly reduce the task of breaking the security of G to MINKT.
Let G : {0, 1}n → {0, 1}m be a candidate PH-computable pseudorandom generator, where
n < m. For simplicity, we assume that G is a 2r -to-1 function for some r ∈ N. We first make
G “entropy-preserving” [33] in the following way:
G′ (h1 , h2 , x) := (h1 , h2 , h1 (x), h2 (G(x))),
where h1 and h2 are pairwise independent hash functions such that |h1 (x)| = r − O(log n)
and |h2 (G(x))| = n − r + O(log n). Let m′ denote the output length of G′ , i.e., |h1 | + |h2 | + n +
O(log n). Using G′ , we can construct an algorithm that distinguishes the output distribution
G(U ) of G from the uniform distribution in the following two steps:
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1. If we truncate the last O(log n) bits of G′ (h1 , h2 , x), then it is statistically close to the
uniform distribution. In particular, the entropy of G′ (h1 , h2 , x) is large; it is at least
|h1 |+|h2 |+|h1 (x)|+|h2 (G(x))|−O(log n) ≥ m′ −O(log n). Liu and Pass [33] showed that
this high entropy condition implies that the output distribution of G′ (which we denote by
G′ (U )) is approximately dominated by the uniform distribution; thus, the error probability
of the heuristic algorithm for MINKTPH with respect to G′ (U ) is approximately as small
as the error probability with respect to the uniform distribution. This enables us to
construct a distinguisher for G′ (U ).
2. The security of G is preserved in the sense that any algorithm that distinguishes G′ (U )
from U can be converted into an algorithm that distinguishes G(U ) from U .
Details can be found in Section 4.

2.2

Excluding PH Pessiland – The Uniform Case

Next, we explain the proof ideas of showing a uniform analogue of Equation (1):
PH × {U } ̸⊆ HeurBPP

⇐⇒

∃ PH-computable PRG secure against BPP.

(2)

Unlike the non-uniform case (Equation (1)), it turned out that the backward implication
of Equation (2) can be proved by combining previous results in the literature, whereas
proving the forward implication is technically more challenging.
We first explain how to prove the backward implication of Equation (2). Let PSampPH
denote the class of distributions samplable with some PH oracle. It is well known (as
in, e.g., [46]) that the existence of a PH-computable pseudorandom generator implies the
average-case hardness of a distributional problem (image(G), D) ∈ PH × PSampPH , where
image(G) denotes the image of G and D := 12 G(U ) + 12 U , i.e., the distribution which is equal
to G(U ) with probability 1/2 and U with probability 1/2. In the case of uniform algorithms,
it is possible to show
PH × {U } ⊆ HeurBPP

⇐⇒

PH × PSampPH ⊆ HeurBPP,

from which the backward implication of Equation (2) follows. The proof idea of this
equivalence is as follows: We first use the theorem of Impagliazzo and Levin [26] to show that
PH × {U} ⊆ HeurBPP if and only if DistPH := PH × PSamp ⊆ HeurBPP. We then use the
ideas developed in [3, 39] to show that DistPH ⊆ HeurBPP implies PH×PSampPH ⊆ HeurBPP:
Let (L, D) ∈ PH × PSampPH be an arbitrary distributional problem. Then there exists a
PH-computable sampler S that, given a coin flip sequence r, samples a string distributed
according to D. We then regard the problem of computing the output of S on input a random
coin flip sequence r as a distributional problem in DistPH, which can be solved by an efficient
heuristic algorithm A on average (using the assumption that DistPH ⊆ HeurBPP). Thus, the
PH-computable distribution D can be approximated by an efficient algorithm A and we can
regard A as a polynomial-time samplable distribution. We then consider the distributional
problem (L, A) ∈ DistPH ⊆ HeurBPP, whose efficient heuristic scheme can be translated into
a heuristic scheme for (L, D) ∈ PH × PSampPH using the fact that D is approximated by A.
We emphasize that the same proof idea does not work in the non-uniform setting because we
exploit the uniformity of A to show that A ∈ PSamp.
Now, we explain how to prove the forward implication of Equation (1). As in the
non-uniform setting, we again use the hardness versus randomness framework that enables
converting the average-case hardness of PH to the existence of a PH-computable pseudorandom
generator. However, there is an inherent difficulty of applying the framework in the uniform
setting: Trevisan and Vadhan [41] showed that any “security reduction” for a black-box
construction of pseudorandom generators Gf : {0, 1}n → {0, 1}n+k based on a hard problem
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f requires approximately k bits of non-uniform advice; thus, we need non-uniform hardness
for f to construct a secure pseudorandom generator Gf . This issue can be circumvented for
a polynomial-time computable pseudorandom generator G, in which case the non-uniform
advice can be computed by evaluating G. Similarly, the issue can be circumvented when
constructing PSPACE-computable pseudorandom generators from the average-case hardness
of PSPACE, by using the equivalence between the worst-case and average-case hardness of
PSPACE together with the downward self-reducibility of PSPACE [29, 41]; however, PH does
not admit a similar worst-case-to-average-case connection [45, 44].
To address the issue of non-uniformity in the security reduction, we show that O(log n)
bits of non-uniformity can be removed for PH. Specifically, following [41], we first introduce
a class HeurBPP//log of randomized heuristic algorithms that take O(log n) bits of advice
that can depend on the random bits used by the randomized algorithm (but not on the
input). This notion of powerful advice enables capturing the non-uniformity introduced
by a security reduction.3 Using the hardness versus randomness framework together with
an almost uniform version of Yao’s XOR lemma (established by Impaligazzo, Jaiswal,
Kabanets, and Wigderson [25]), we construct a PH-computable pseudorandom generator
G : {0, 1}n → {0, 1}n+O(log n) based on the assumption that DistPH ̸⊆ HeurBPP//log. Then
we prove that the O(log n) bits of advice can be removed:
▶ Theorem 22. If DistPH ⊆ Heurn−c BPP//log for every constant c > 0, then DistPH ⊆
HeurBPP.
Interestingly, the proof of Theorem 22 is non-black-box in the sense that it is unclear
if the result can be generalized to the implication DistPH ⊆ HeurBPPR //log =⇒ DistPH ⊆
HeurBPPR for every oracle R. There is a general framework called a selector, whose existence
for a paddable language L exactly characterizes the condition that L ∈ BPPR //log ⇐⇒
L ∈ BPPR for every oracle R [13]. A selector for L is a randomized polynomial-time oracle
algorithm that computes L given oracle access to two oracles one of which is guaranteed
to be equal to L. It is known that any Σpk -complete problem admits a selector for every
k ∈ N [13]; thus, we have PH ⊆ BPPR //log ⇐⇒ PH ⊆ BPPR for every oracle R. However,
the selector makes adaptive queries to an oracle, which makes it difficult to apply a similar
black-box proof technique to the case of heuristic algorithms. Consequently, we failed to
capture Theorem 22 using the framework of selectors because of the non-black-box use of
the hypothetical algorithm for PH.
We now sketch the ideas of Theorem 22. It is useful to regard an algorithm with O(log n)
bits of advice as polynomially many algorithms A1 , . . . , AnO(1) one of which is guaranteed to
be close to DistPH, where each algorithm is assigned one advice string. Our goal is to compute
DistPH using such algorithms. We prove DistΣpk ⊆ HeurBPP//log =⇒ DistΣpk ⊆ HeurBPP by
induction on k ≥ 1. Using the search-to-decision reduction of Valiant and Vazirani [43] and
Ben-David, Chor, Goldreich and Luby [3], we find a candidate certificate for Σpk using each
algorithm Ai . To verify the correctness of a certificate (which is a problem in Πpk−1 ), we use
the induction hypothesis to obtain a HeurBPP algorithm. (The distribution on which we
verify the correctness of a certificate is induced by the algorithm Ai , which makes the proof
non-black-box.) By choosing the success probability of the HeurBPP algorithm sufficiently
small compared to the number nO(1) of advice strings, we can verify the correctness of all
the nO(1) certificates with high probability.

3

Note that the standard Karp–Lipton advice [31] can depend on the length of an input but cannot
depend on random bits used by randomized algorithms.
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Finally, we consider the question of whether the seed of a PH-computable pseudorandom
generator against uniform algorithms can be extended more. As mentioned before, the
impossibility result of [41] suggests that a large amount of non-uniformity is required to
construct a pseudorandom generator with large stretch. We will show in Lemma 26 that the
non-uniform and uniform average-case complexities of PH are in fact equivalent if every tally
language in PH is in BPP. The proof idea is inspired by the work of Pavan, Santhanam, and
Vinodchandran [37]: the problem of finding the lexicographically first circuit that computes
PH on average can be formulated as a tally language in PH, which enables computing the
circuit by a uniform algorithm.
Details can be found in Section 5.

3

Preliminaries

Notation
Un denotes the uniform distribution over {0, 1}n . Let U = {Un }n∈N . We often identify
a language L ⊆ {0, 1}∗ with its characteristic function L : {0, 1}∗ → {0, 1}. [n] denotes
{1, 2, . . . , n} for n ∈ N. Let ⟨-, -⟩ : N2 → N be a bijection that is defined as, e.g., ⟨a, b⟩ =
Pa+b
i=0 i + a. Similarly, let ⟨a, b, c⟩ := ⟨⟨a, b⟩, c⟩.
For a distribution D, H(D) denotes the Shannon entropy of D; H∞ (D) denotes the
min-entropy of D. For x ∈ supp(D), let D(x) denote PrX∼D [X = x]. For two distributions
D and D′ , the statistical distance between D and D′ is denoted by ∥D − D′ ∥.

3.1

Pseudorandomness

We provide the definition of a PH-computable pseudorandom generator below.
▶ Definition 1. Let C be a class of algorithms.
A function G
=

Gn : {0, 1}s(n) → {0, 1}t(n) n∈N is said to be a pseudorandom generator (PRG) secure against i.o.C (or secure against C infinitely often) if
1. the unary representations of s(n) and t(n) are computable in polynomial time given 1n
as input,
2. s(n) < t(n) for all large n ∈ N, and
3. for every A ∈ C and any polynomial p, there exists an infinite set I ⊆ N such that
Pr
w∼{0,1}t(n) ,A

[A(w) = 1] −

Pr
z∼{0,1}s(n) ,A

[A(G(z)) = 1] ≤

1
p(n)

for any n ∈ I, where the probabilities are taken over w and z as well as the internal
randomness of A (if A is a randomized algorithm).
The function s is referred to as the seed length of G. For a complexity class D, we say that
G is D-computable if, given a string z ∈ {0, 1}s(n) and integers n ∈ N, t(n) and i ∈ [n]
represented in unary, the i-th bit of Gn (z) can be computed in D.

3.2

Average-Case Complexity

Here we review some standard notions of average-case complexity. We refer the readers to
an excellent survey of Bogdanov and Trevisan [6] for a detailed exposition on the theory of
average-case complexity.
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▶ Definition 2 (Polynomial-Time Samplable). For an oracle A, we say that a family D =
{D}n∈N of distributions is polynomial-time samplable with oracle A if there exist an oracle
polynomial-time algorithm M and a polynomial p such that, for every n ∈ N and every
x ∈ {0, 1}∗ ,


Pr
r∼{0,1}p(n)


M A (1n , r) = x = Dn (x).

For a function t : N → N, if M runs in time t(n) on input (1n , -) for every n ∈ N, we say
that D is t(n)-time samplable. Let PSampA denote the class of polynomial-time samplable
families of distributions with oracle A. We omit the superscript A if A = ∅. For a complexity
S
class C, let PSampC denote A∈C PSampA . Let DistC denote C × PSamp.
▶ Definition 3 (Error-prone Heuristic Scheme [23, 6]). An algorithm A is said to be an
error-prone heuristic scheme for a distributional problem (L, D) if for every n ∈ N and
δ −1 ∈ N,
h 

i
−1
Pr
A x; 1n , 1δ
̸= L(x) ≤ δ,
x∼Dn ,A

where the probability is taken over x ∼ Dn as well as a coin flip sequence of A (if A
is a randomized algorithm). The class of distributional problems that admit randomized
polynomial-time error-prone heuristic schemes is denoted by HeurBPP. For an oracle R,
HeurBPPR denotes the class of distributional problems for which there exist R-oracle randomized polynomial-time error-prone heuristic schemes. Similarly, HeurP/poly denotes the class
of distributional problems for which there exist error-prone heuristic schemes of polynomial−1
size circuits. For notational simplicity, we often write A(x; n, δ) instead of A(x; 1n , 1δ ).
For a function δ : N → [0, 1] and a class C ∈ {BPP, P/poly}, let Heurδ C denote the class of
distributional problems for which there exists an algorithm A ∈ C such that
Pr

x∼Dn ,A

[A(x; n) ̸= L(x)] ≤ δ(n).

▶ Lemma 4. For every oracle A and every class C ∈ {BPP, P/poly}, if NPA × {U } ⊆ Heurϵ C
for ϵ(n) = 1/n, then DistNPA ⊆ HeurC.
Proof Sketch. Using a simple padding argument as in [23, 6], it can be shown that NPA ×
{U} ⊆ Heurϵ C if and only if NPA × {U } ⊆ HeurC. Impaligazzo and Levin [26] (see also [6])
showed that NPA × {U } ⊆ HeurC implies DistNPA ⊆ HeurC.
◀

3.3

Kolmogorov Complexity

The t-time-bounded Kolmogorov complexity Kt (x) of x is defined as follows.
▶ Definition 5. For a string x ∈ {0, 1}∗ , an oracle A ⊆ {0, 1}∗ , and a time bound t ∈ N∪{∞},

Kt,A (x) := min |d| U d,A (i) outputs xi in time t for each i ∈ [|x| + 1] .
Here, U d,A (i) means the output of the universal Turing machine given random access to d
and A and i as input; xi denotes the ith bit of x if i ≤ |x| and ⊥ otherwise. We omit the
superscript A if A = ∅ and the superscript t if t = ∞.
We consider the problem of computing time-bounded Kolmogorov complexity, which is
called MINKT [32].
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▶ Definition 6. For an oracle A and functions s : N → N and t : N → N,

MINKt,A [s] := x ∈ {0, 1}∗ Kt,A (x) ≤ s(|x|) .
We omit the superscript A if A = ∅. For a complexity class C, we define
o
n
MINKt,C [s] := MINKt,A [s] A ∈ C .
The following simple fact shows that the number of Yes instances of MINKT is small.
▶ Fact 7. For integers n ∈ N and θ ∈ N and every oracle A,


Pr n KA (x) ≤ θ ≤ 2θ+1−n .
x∼{0,1}

Proof Sketch. The number of descriptions d of length at most θ is at most 2θ+1 .

3.4

◀

Nonadaptive Oracle Machine

A randomized polynomial-time nonadaptive oracle machine M (-) is a polynomial-time oracle
Turing machine M such that there exists a polynomial-time-computable function Q such that,
for any input x ∈ {0, 1}∗ , any coin flip sequence r ∈ {0, 1}∗ and every oracle O, any query
made by M O on input (x; r) is in the list Q(x; r) of strings. For a fixed input x ∈ {0, 1}∗
and i ∈ N, let Q(x; r)i denote the i-th string in Q(x; r). We may assume without loss of
generality that the marginal distribution of Q(x; r)i is identical to that of Q(x; r)j for every
(i, j) ∈ N2 over a random choice of r; indeed, one can randomly permute the list Q(x; r).
The distribution of Q(x; r)1 over a random choice of r is said to be the query distribution
of M on input x. For a query distribution Q(x) and a distribution D, let Q ◦ D denote the
distribution from which a random sample q is generated by sampling x ∼ D and q ∼ Q(x).
For a family D = {Dn }n∈N , let Q ◦ D denote {Q ◦ Dn }n∈N .

4

Excluding Non-Uniform PH Pessiland

In this section, we exclude the non-uniform version of PH Pessiland.

4.1

Non-Uniform Hardness from Pseudorandom Generators

We prove that if there exists a C-computable pseudorandom generator, then NPC is averagecase hard with respect to the uniform distribution.
▶ Theorem 8. Let C be any complexity class and t : N → N be a function such that
t(n) = nΩ(1) . If MINKt,C [n − log n] × {U } ⊆ HeurP/poly, then there exists no C-computable
pseudorandom generator secure against P/poly infinitely often.
Since MINKt,PH [s] ⊆ NPPH = PH for every t(n) = nO(1) and every s, Theorem 8 implies
the following corollary.
▶ Corollary 9. For every t : N → N such that nΩ(1) ≤ t(n) ≤ nO(1) , if MINKt,C [n − log n] ×
{U} ⊆ HeurP/poly, then there exists no PH-computable pseudorandom generator secure
against P/poly infinitely often.
The remainder of this subsection is devoted to proving Theorem 8. We start with a
simple observation.
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▶ Lemma 10. For every complexity class C closed under polynomial-time many-one reductions
and every constant ϵ ∈ (0, 1], we have Item 1 =⇒ Item 2 ⇐⇒ Item 3 in the following list:
1. There exists a C-computable pseudorandom generator
n
o
G = Gn : {0, 1}s(n) → {0, 1}t(n)
n∈N

secure against P/poly infinitely often.
2. There exists a C-computable pseudorandom generator

G = Gn : {0, 1}n → {0, 1}n+1 n∈N
secure against P/poly infinitely often.
3. For every constant γ > 0, there exists a C-computable pseudorandom generator

G = Gn : {0, 1}n → {0, 1}n+γ log n n∈N
secure against P/poly infinitely often.
Proof. (Item 1 ⇒ 2) Define G′n : {0, 1}s(n) → {0, 1}s(n)+1 so that G′n (z) is the first s(n) + 1
bits of Gn (z) for 
every z ∈ {0, 1}s(n) . It is easy to observe that the security of G implies the
′
security of G := G′n : {0, 1}s(n) → {0, 1}s(n)+1 n∈N . Similarly, we obtain the implication 3
⇒ 2.
(Item 2 ⇒ 3) Let k = k(n) be a parameter chosen later. For each n ∈ N, define a function
Gkn : {0, 1}kn → {0, 1}kn+k
so that
Gkn (z1 , . . . , zk ) := Gn (z1 ) · · · Gn (zk )
for every z1 , . . . , zk ∈ {0, 1}n . By a standard hybrid argument (see, e.g., [42]), a distinguisher

for Gkn can be converted into a distinguisher for Gn for every n ∈ N; therefore, Gk := Gkn n∈N
is a pseudorandom generator secure against P/poly. It is easy to observe that Gk is computable
in C. We choose k = O(log n) so that nk+γ log(nk) ≤ nk+k; then, we obtain a C-computable
pseudorandom generator
n
o
G′ = G′n : {0, 1}nk → {0, 1}nk+γ log(nk)
n∈N

by truncating the output of Gkn to nk + γ log(nk) bits.

◀

In light of Lemma 10, in order to prove Theorem 8, it suffices to prove that for some
constant γ > 0, for any C-computable family G of functions such that

G = Gn : {0, 1}n → {0, 1}n+γ log n n∈N ,
there exists a P/poly algorithm that distinguishes G(Un ) from Un+γ log n for all large inputs.
To this end, we show that G can be converted into a pseudorandom generator that does not
lose the entropy of its seed while retaining the security of G. We use a standard pairwise
independent hash family, whose property is described below.
▶ Lemma 11 (Leftover hash lemma [12]). There exists a polynomial-time-computable family

Extn,m : {0, 1}n × {0, 1}d → {0, 1}m n,m∈N
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such that d ≤ poly(n, m) and for every ϵ > 0, every m′ ≤ m and every distribution X on
{0, 1}n , if m′ ≤ H∞ (X) − 2 log(1/ϵ), then
∥(Ud , Extn,m (X, Ud )↾m′ ) − (Ud , Um′ )∥ ≤ ϵ,
where z↾m′ denotes the first max {0, m′ } bits of z.
Proof Sketch. The function Extn,m : {0, 1}n × {0, 1}(n+1)m → {0, 1}m is defined as follows:
For every x ∈ {0, 1}n ∼
= GF(2)n ,
Ext(x, (A, b)) := A · x + b,
where A is an m × n matrix A over GF(2) and b ∈ GF(2)m . It is known that Extn,m is a
pairwise independent hash family [9] and satisfies the property of an extractor [12].
◀
The following lemma shows that the entropy of a random variable close to the uniform
distribution is large.
▶ Lemma 12 ([35]). For any random variable Y over {0, 1}m and any ϵ ∈ [0, 1], if
∥Y − Um ∥ ≤ ϵ, then H(Y ) ≥ m(1 − ϵ) − 1.
We are now ready to prove Theorem 15.

Proof of Theorem 15. Let G = Gn : {0, 1}n → {0, 1}n+γ log n n∈N be a family of functions,
where γ is a large constant chosen later. By Lemma 10, it suffices to show that for some
constant γ, there exists a P/poly algorithm that distinguishes G(Un ) from Un+γ log n .
Let c < γ be a constant chosen later. For every n ∈ N and every i ≤ n, we define G′n,i as
follows:
G′n,i (z1 , z2 , x) := (z1 , z2 , Ext(x, z1 )↾i , Ext(G(x), z2 )↾n−i+(γ−c) log n ),
where Ext is the function from Lemma 11, x ∈ {0, 1}n , and “,” denotes the concatenation of
strings. Let s = s(n) := |z1 | + |z2 |. Note that the function G′n,i takes a seed of length s + n
and outputs a string of length s + n + γ ′ log n, where γ ′ := γ − c.
Fix an integer n ∈ N. Consider a set

r
Sr := x ∈ {0, 1}n 2r−1 ≤ |G−1
.
n (Gn (x))| ≤ 2
S
Since {0, 1}n = r∈[n] Sr , there exists an index r ∈ [n] such that Prx∼{0,1}n [x ∈ Sr ] ≥ 1/n.
Let r = r(n) denote such an index. Let i = i(n) := max {0, r(n) − c log n}. Following [33],
we prove that G′ is “entropy-preserving” in the following sense.
▷ Claim 13. For every n ∈ N, let Y be the random variable G′n,i(n) (z1 , z2 , x) where (z1 , z2 )
is sampled from Us and x is sampled uniformly from Sr(n) . Then, Y satisfies the following
properties:
1. H(Y ) ≥ s + n − (2c + 1) log n − 2.
2. There exists a randomized polynomial-size oracle circuit A(-) such that for every ϵ > 0
and for every oracle D such that
Pr [D(Y ) = 1] − Pr [D(Us+n+γ ′ log n ) = 1] ≥ ϵ,
it holds that




Pr AD (G(Un )) = 1 − Pr AD (Un+γ log n ) = 1 ≥ ϵ − 3n−c/2 .
A

A
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Proof. Let X denote the random variable distributed uniformly on Sr(n) (i.e., X ∼ Sr(n) ).
To prove Item 1, let Y ′ be the random variable such that
Y ′ ≡ (z1 , z2 , Ext(X, z1 )↾i , Ext(Gn (X), z2 )↾n−i−(2c+1) log n ),
where (z1 , z2 ) ∼ {0, 1}s and i := i(n). Since Y ′ is a prefix of Y , we have H(Y ′ ) ≤ H(Y ).
Below, we prove that Y ′ is statistically close to the uniform distribution, which implies that
the entropy of Y ′ is large.
Let Z1 be the random variable such that
Z1 ≡ (z1 , z2 , Ui , Ext(Gn (X), z2 )↾n−i−(2c+1) log n ),
where (z1 , z2 ) ∼ {0, 1}s . If we fix Gn (X) to an arbitrary value g ∈ supp(Gn (X)), the entropy
of X ∼ Sr is at least 2r−1 ; that is, H∞ (X | Gn (X) = g) ≥ r −1. By Lemma 11, the statistical
distance between Y ′ and Z1 conditioned on Gn (X) = g is at most 2n−c/2 . By taking an
average over all g ∈ supp(Gn (X)), we obtain
∥Y ′ − Z1 ∥ ≤ 2n−c/2 .

(3)

Let Z2 be the random variable such that
Z2 := (z1 , z2 , Ui , Un′ ),
where (z1 , z2 ) ∼ {0, 1}s and n′ := max {0, n − i − (2c + 1) log n}. Since PrX [Gn (X) = g] =
|G−1
n (g)|
≤ 2r · 2−(n−log n) , we have
|Sr |
H∞ (Gn (X)) =

min
g∈supp(Gn (X))




− log Pr [Gn (X) = g] ≥ n − log n − r.
X

We thus have n − i − (2c + 1) log n ≤ n − log n − r − c log n ≤ H∞ (Gn (X)) − c log n. Therefore,
by Lemma 11, we obtain
∥Z1 − Z2 ∥ ≤ n−c/2 .

(4)

By combining Equations (3) and (4), we have ∥Y ′ − Z2 ∥ ≤ 3n−c/2 . Since Z2 is identical
′
to the uniform distribution over {0, 1}s+i+n , applying Lemma 12 to Y ′ and Z2 , we obtain
H(Y ′ ) ≥ (s + i + n′ )(1 − 3n−c/2 ) − 1 ≥ s + n − (2c + 1) log n − 2,
where the last inequality holds by choosing c large enough. This completes the proof of
Item 1.
′
To prove Item 2, let D : {0, 1}s+n+γ log n → {0, 1} be an oracle such that
E [D(Y ) − D(Us+n+γ ′ log n )] ≥ ϵ.
Let Z1′ be the random variable such that
Z1′ := (z1 , z2 , Ui , Ext(Gn (x), z2 )↾n−i+γ ′ log n ).
Using the same argument for showing ∥Y − Z1 ∥ ≤ 2n−c/2 , we have ∥Y − Z1′ ∥ ≤ 2n−c/2 ;
therefore, we obtain
E [D(Z1′ ) − D(Us+n+γ ′ log n )] ≥ ϵ − 2n−c/2 .
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Consider an oracle algorithm AD that takes w ∈ {0, 1}n+γ log n as input, picks (z1 , z2 ) ∼
{0, 1}s , and outputs
D(z1 , z2 , Ui , Ext(w, z2 )↾n−i+(γ−c) log n ).


Observe that EA,X AD (Gn (X)) = E [D(Z1′ )], where the first expectation is taken over the
internal randomness of A as well as X ∼ Sr . We also have


E AD (Un+γ log n ) − E [D(Us+n+γ log n )] ≤ n−c/2 .
A

because Ext(Un+γ log n , z2 )↾n−i+(γ−c) log n is statistically close to the uniform distribution by
Lemma 11. Therefore, we obtain


E AD (G(Un )) − AD (Un+γ log n ) ≥ ϵ − 3n−c/2 ,
A

where the expectation is taken over Un , Un+γ log n , and the internal randomness of A.

◁

▷ Claim 14. Let t(n) = nΩ(1) be a function. Assume that MINKt,C [n − log n] × {U} ⊆
Heurϵ P/poly for every ϵ : N → [0, 1] such that 1/ϵ(n) = nO(1) . Then, there exists a family
{Dn }n∈N of polynomial-size circuits such that for all large n ∈ N,
Pr [Dn (Y ) = 1] − Pr [Dn (Um ) = 1] ≥

1
,
n

where Y = G′n,i(n) (Us(n) , X) is the random variable from Claim 13 and X ∼ Sr(n) .
Proof. We prove this claim by combining a simple padding argument with [33]. Let p(n) be
a polynomial chosen later, which determines the amount of padding.
Since G = {Gn }n∈N is C-computable, there exists an oracle B ∈ C such that each
bit of Gn (z) can be computed in polynomial time given oracle access to B. Let L :=
MINKt,B [n − log n] and let D ∈ P/poly be a heuristic algorithm for (L, U ) ∈ Heurϵ P/poly.
Fix an integer n ∈ N and let s := s(n) and m = m(n) := s + n + γ ′ log n + p(n). Let
Dn (w) := D(w; m(n)) for every w ∈ {0, 1}m(n) and every n ∈ N. Below, we prove that
{Dn }n∈N distinguishes G′n,i (Us , X) · Up(n) from Um .
We first consider the distribution Um . Observe that


Pr [Dn (Um ) = 1] ≤ Pr Kt,B (Um ) ≤ m − log m +

Pr

w∼{0,1}m

[Dn (w) ̸= L(w)] ≤

2
+ϵ(m), (5)
m

where the last inequality follows
from Fact 7.


Next, we prove that Pr Dn (G′n,i (Us , X) · Up(n) ) = 1 is large, where X ∼ Sr(n) . We claim
that G′n,i (z, x) · w ∈ L for every z ∈ {0, 1}s , every x ∈ {0, 1}n , and every w ∈ {0, 1}p(n) .
Since G′n,i (z, x) can be described by z ∈ {0, 1}s , x ∈ {0, 1}n and integers n ∈ N and i ∈ N in
polynomial time given oracle access to B, each bit of the padded string G′n,i (z, x)·w ∈ {0, 1}m
can be described in time t(m) given oracle access to B by choosing the polynomial p(n) large
enough; thus, we obtain
Kt,B (G′n,i (z, x) · w) ≤ s + n + |w| + O(log n) ≤ m − log m,
where the last inequality holds by choosing γ large enough. It follows that G′n,i (z, x) · w ∈ L.
This means that
 every string y ∈ supp(Y · Up(n) ) is a Yes instance of L; thus, in order to
prove that Pr Dn (Y · Up(n) ) = 1 is large, it suffices to show that the error probability of
Dn is small with respect to the input distribution Y ′ := Y · Up(n) = G′n,i (Us , X) · Up(n) .
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To this end, we use the argument of domination: The idea is that the condition that the
entropy of Y ′ is large implies that the distribution Y ′ is approximately dominated by the
uniform distribution. To be more specific, let I(y) := − log Pr [Y ′ = y] for y ∈ supp(Y ′ ). By
Item 1 of Claim 13, we have E [I(Y ′ )] = H(Y )+H(Up(n) ) ≥ s+n−(2c+1) log n−2+p(n) =: θ.
4
By an averaging argument, we obtain Pr [I(Y ′ ) ≥ θ − 4] ≥ m
. Therefore, we have
Pr [Dn (Y ′ ) ̸= L(Y ′ )] ≤ 1 −

4
+ Pr [Dn (Y ′ ) ̸= L(Y ′ ) and I(Y ′ ) ≥ θ − 4].
m

Now,
Pr [Dn (Y ′ ) ̸= L(Y ′ ) and I(Y ′ ) ≥ θ − 4]
X
≤
1[Dn (y) ̸= L(y)] · Pr [Y ′ = y]
y∈supp(Y ′ )

≤

X

1[Dn (y) ̸= L(y)] · 2−(θ−4)

y∈{0,1}m

≤ Pr [Dn (Um ) ̸= L(Um )] · 2m−θ+4
≤ ϵ(m) · 2(2c+1+γ

′

) log n+6

.

Since y ∈ L for every y ∈ supp(Y ′ ), it follows that
Pr [Dn (Y ′ ) = 1] = Pr [Dn (Y ′ ) = L(Y ′ )] ≥

′
4
− ϵ(m) · 26 · n2c+1+γ .
m

(6)

By Equations (5) and (6), we obtain
Pr [Dn (Y ′ ) = 1] − Pr [Dn (Um ) = 1] ≥

′
2
1
− ϵ(m) · 26 · n2c+1+γ − ϵ(m) ≥ ,
m
n

where the last inequality holds by choosing ϵ(m) small enough.

◁

Theorem 15 follows from Claims 13 and 14.

◀

4.2

Pseudorandom Generators from Non-Uniform Hardness

In the non-uniform setting, it is not hard to construct a pseudorandom generator from
average-case hardness.
▶ Theorem 15. Let ϵ(n) := n−c for some constant c > 0. Let C be a complexity class
such that PC = P. If C × {U} ̸⊆ Heurϵ P/poly, then, for any constant γ > 1, there exists a
C-computable pseudorandom generator
n
o
γ
G = Gn : {0, 1}n → {0, 1}n
n∈N

secure against P/poly infinitely often.
Proof. This can be proved by a standard construction of a complexity-theoretic pseudorandom generator from an average-case hard function. Specifically, we combine the
Nisan–Wigderson pseudorandom generator [36] with Yao’s XOR lemma [11].
Let f = {fn : {0, 1}n → {0, 1}} be a family of functions computable in C such that fn
cannot be computed by any polynomial-size circuit on a (1 − ϵ(n)) fraction of inputs of
length n. For a parameter k chosen later, let f ⊕k be a function such that f ⊕k (x1 , . . . , xk ) :=
f (x1 ) ⊕ · · · ⊕ f (xk ). By Yao’s XOR lemma [11], there exists a polynomial k ≤ poly(n, ϵ(n)−1 )
such that if f cannot be computed by a polynomial-size circuit on a (1 − ϵ(n)) fraction of
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inputs of length n, then for every constant d ∈ N, f ⊕k cannot be computed by a polynomialsize circuit on a 12 + n−d fraction of inputs of length n. For every constant γ > 1, Nisan
and Wigderson [36] presented a pseudorandom generator construction
NWf

⊕k

n
o
γ
= NWn : {0, 1}n → {0, 1}n

n∈N

based on an average-case hard function f ⊕k such that if for
every constant d ∈ N, f ⊕k cannot

1
be computed by a polynomial-size circuit on a 2 + n−d fraction of inputs of length n, then
NWf

⊕k

is secure against P/poly.

◀

Applying Theorem 15 to C := PH, we obtain the following corollary.
▶ Corollary 16. If PH × {U} ̸⊆ HeurP/poly, then there exists a PH-computable pseudorandom
generator secure against P/poly.
Proof. Lemma 4 shows that PH × {U} ̸⊆ HeurP/poly if and only if PH × {U} ̸⊆ Heurϵ P/poly,
where ϵ(n) := n−1 . The result now follows from Theorem 15.
◀

4.3

Putting It Together

We now exclude the non-uniform version of PH Pessiland.
▶ Theorem 17 (Excluding PH Pessiland – the non-uniform case). For every function t : N → N
such that nϵ ≤ t(n) ≤ n1/ϵ for all large n ∈ N, where ϵ > 0 is an arbitrary constant, the
following are equivalent.
1. PH × {U} ̸⊆ HeurP/poly.
2. DistPH ̸⊆ HeurP/poly.
3. MINKt,PH [n − log n] × {U } ̸⊆ HeurP/poly.
4. There exists a PH-computable pseudorandom generator
G = Gn : {0, 1}n → {0, 1}n+1 n∈N secure against P/poly infinitely often.
5. For every constant c, there exists a PH-computable pseudorandom generator
o
n
c
G = Gn : {0, 1}n → {0, 1}n

n∈N

secure against P/poly infinitely often.
Proof.
(Item
(Item
(Item
(Item
(Item

5

1
5
4
3
1

⇒
⇒
⇒
⇒
⇔

5)
4)
3)
1)
2)

This
This
This
This
This

is Corollary 16.
follows from Lemma 10.
is Corollary 9.
immediately follows from the fact that MINKTPH ⊆ PH.
follows from Lemma 4.

◀

Excluding Uniform PH Pessiland

In this section, we exclude the uniform version of PH Pessiland.
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5.1

Uniform Hardness from Pseudorandom Generators

We now move on to excluding the uniform version of PH Pessiland. In this subsection, we
prove that PH is hard on average if there is a PH-computable pseudorandom generator. The
key is the following lemma, whose proof is based on [3, 39].
▶ Lemma 18. If DistPH ⊆ HeurBPP, then PH × PSampPH ⊆ HeurBPP.
Proof. Consider a distributional problem (L, D) ∈ PH × PSampPH . We prove that (L, D) ∈
HeurBPP.
We first show that D can be “approximated” by a polynomial-time algorithm. Let S
be a PH-computable sampler for D; that is, for some polynomial p, for every n ∈ N, the
distribution of S(1n , r) over r ∼ {0, 1}p(n) is identical to Dn . We may assume without
loss of generality that the output length of S(1n , -) is less than p(n). Consider a decision
version LS of S defined as LS := { (1n , r, i, b) | S(1n , r)i = b ∈ {1, ⊥} }, where xi denotes
the i-th bit of a binary string x if i ≤ |x| and ⊥ otherwise. Since S can be computed in
PH, we have LS ∈ PH. Let DS be the family of distributions {DS,n }n∈N such that DS,n
is the distribution of (1n , r, i, b) over r ∼ {0, 1}p(n) , i ∼ [p(n)] and b ∼ {1, ⊥}. Observe
that (LS , DS ) ∈ DistPH ⊆ HeurBPP. Therefore, there exists a randomized polynomial-time
algorithm S1 such that for every n ∈ N and every δ −1 ∈ N,
Pr

(1n ,r,i,b)∼DS,n ,S1

[S1 (1n , r, i, b; n, δ) ̸= LS (1n , r, i, b)] ≤ δ.

Let S2 (r; n, δ) := (S1 (1n , r, 1, 1; n, δ ′ ), . . . , S1 (1n , r, m, 1; n, δ ′ )), where δ ′ := δ/2p(n) and
m is the least index i ∈ [p(n)] such that S1 (1n , r, i + 1, ⊥; n, δ ′ ) = 1. Observe that if
S1 (1n , r, i, b; n, δ ′ ) = LS (1n , r, i, b) for every i ∈ [p(n)] and every b ∈ {1, ⊥}, then S2 (r; n, δ) =
S(1n , r). Thus, by a union bound, we obtain
Pr
r∼{0,1}p(n) ,S2

[S2 (r; n, δ) ̸= S(1n , r)] ≤ δ

for every n ∈ N. This means that the distribution D ∈ PSampPH can be approximated by a
randomized polynomial-time algorithm S2 .

Let D′ denote the family of distributions S2 (Up(n) ; n, δ) ⟨n,δ−1 ⟩∈N . Since S2 is a randomized polynomial-time algorithm, we have D′ ∈ PSamp. By assumption, we obtain
(L, D′ ) ∈ DistPH ⊆ HeurBPP. Let A be a randomized heuristic scheme for (L, D′ ). Then, for
every (n, δ −1 ) ∈ N2 and every ϵ−1 ∈ N, we have



Pr
A x; n, δ −1 , ϵ ̸= L(x) ≤ ϵ.
′
x∼D

⟨n,δ−1 ⟩

,A

This is equivalent to



Pr
A S2 (r; n, δ); n, δ −1 , ϵ ̸= L(S2 (r; n, δ)) ≤ ϵ.
r∼{0,1}p(n) ,S2 ,A

Let B be an algorithm such that B(x; n, δ) := A(x; n, 2δ −1 , δ/2). Then, for every n ∈ N
and δ −1 ∈ N, we obtain
[B(x; n, δ) ̸= L(x)]

Pr
x∼Dn ,B

≤

Pr
r∼{0,1}p(n) ,S2

≤ δ/2 +

[S2 (r; n, δ/2) ̸= S(1n , r)] +

Pr
r∼{0,1}p(n) ,A,S2



Pr
r∼{0,1}p(n) ,B,S2

[B(S2 (r; n, δ/2); n, δ) ̸= L(S2 (r; n, δ/2))]

A S2 (r; n, δ/2); n, 2δ −1 , δ/2 ̸= L(S2 (r; n, δ/2))





≤ δ,

which implies that (L, D) ∈ HeurBPP.

◀
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▶ Corollary 19. If PH × {U} ⊆ HeurBPP, then there exists no PH-computable pseudorandom
generator

G = Gn : {0, 1}n → {0, 1}n+c log n n∈N
secure against BPP infinitely often.
Proof. Consider the family D of distributions {Dn }n∈N such that Dn is the distribution
of Gn (Un ) with probability 12 and Un+c log n with probability 12 . Let L :=

G|z| (z) z ∈ {0, 1}∗ ∈ PH. Since D ∈ PSampPH , it follows from Lemmas 4 and 18
that there exists a randomized heuristic scheme A for (L, D) such that for every n ∈ N and
every δ −1 ∈ N,
Pr

x∼Dn ,A

[A(x; n, δ) ̸= L(x)] ≤ δ.

Fix an integer n ∈ N. Below, for δ := 18 , we claim that A(-; n, δ) is a distinguisher for Gn .
For simplicity, we write A(-) instead of A(-; n, δ). By the definition of L and D, we obtain
1
1
·
Pr n [A(Gn (z)) ̸= 1] + ·
Pr
[A(x) ̸= L(x)] ≤ δ.
2 z∼{0,1} ,A
2 x∼{0,1}n+c log n ,A
Therefore, we have
Pr

z∼{0,1}n ,A

[A(Gn (z)) = 1] ≥ 1 − 2δ

and
Pr

x∼{0,1}n+c log n ,A

[A(x) = 1] ≤ Pr [x ∈ L] + Pr [A(x) ̸= L(x)] ≤ n−c + 2δ.
x,A

x,A

Thus, we conclude that
Pr

z∼{0,1}n A,

5.2

[A(Gn (z)) = 1] −

Pr

x∼{0,1}n+c log n ,A

[A(x) = 1] ≥ 1 − 4δ − n−c ≥

1
.
4

◀

Pseudorandom Generators from Uniform Hardness

Trevisan and Vadhan [41] introduced a notion of advice (denoted by “//”) that can depend
on the internal randomness of a randomized algorithm. Here, we apply the notion to an
error-prone randomized algorithm.
▶ Definition 20. For a function δ : N → [0, 1] and a distributional problem (L, D), we say
that (L, D) ∈ Heurδ BPP//log if there exist a polynomial p, a deterministic polynomial-time
algorithm A, and an advice function α : {0, 1}∗ → {0, 1}∗ such that |α(r)| ≤ O(log |r|) for
every r ∈ {0, 1}∗ and for any n ∈ N,


1
Pr
Pr [A(x, r, α(r)) ̸= L(x)] ≤ δ(n) ≥ .
2
r∼{0,1}p(n) x∼Dn
▶ Fact 21. The success probability
every polynomial p.

1
2

in Definition 20 can be amplified to 1 − 2−p(n) for

Proof Sketch. Let A be the deterministic polynomial-time algorithm and α be the advice
function as in Definition 20. Define an algorithm A′ that takes random bits r1 , . . . , rp(n) and
an advice string (a, i) as input and outputs A(x, ri , a). With probability at least 1 − 2−p(n)
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over a random choice of r1 , . . . , rp(n) , there exists some i ∈ [p(n)] such that A(-, ri , α(ri ))
and L(-) are close to each other. We define a new advice function α′ that indicates such an
index i ∈ [p(n)] as well as α(ri ). Then, A′ satisfies the property that


Pr Pr [A′ (x, r̄, α′ (r̄)) ̸= L(x)] ≤ δ(n) ≥ 1 − 2−p(n) ,
r̄

x∼Dn

where r̄ = (r1 , . . . , rp(n) ).

◀

We show that a logarithmic amount of advice can be removed when computing DistPH.
▶ Theorem 22. If DistPH ⊆ Heurn−c BPP//log for every constant c > 0, then DistPH ⊆
HeurBPP.
Proof. By induction on k, we prove that DistΣpk ⊆ Heurn−c′ BPP for every k ∈ N and every
constant c′ . (Note that this is sufficient because of Lemma 4.) The claim is obvious when
k = 0 because Σp0 = P. Consider k ≥ 1. Let (L, D) ∈ DistΣpk . Since Σpk = ∃ · Πpk−1 , there
exists a language L′ ∈ Πpk−1 such that for some polynomial p, for every x ∈ {0, 1}∗ ,
if x ∈ L, then (x, y) ∈ L′ for some y ∈ {0, 1}p(|x|) and
if x ̸∈ L, then (x, y) ̸∈ L′ for every y ∈ {0, 1}p(|x|) .
We use the search-to-decision reduction of [43, 3] to find a certificate y ∈ {0, 1}p(|x|) .
Specifically, Valiant and Vazirani [43] showed that there exists a randomized nonadaptive
oracle polynomial-time algorithm R that takes x as input and oracle access to some problem
L1 ∈ Σpk and outputs a list Y ⊆ {0, 1}p(|x|) of strings such that if x ∈ L then (x, y) ∈ L′ for
d
some y ∈ Y with probability at least 1 − 2−|x| over a coin flip sequence of R, where d is an
arbitrary constant. (We emphasize that it may be infeasible to check whether (x, y) ∈ L′
because L′ is not necessarily in P. By allowing the reduction R to output a list of candidate
certificates, the success probability of R can be amplified by repetition and can be assumed
to be exponentially close to 1.)
Let c be an arbitrary large constant such that the running time of R is at most nc/2 . Let
Q be the query distribution of R. Since (L1 , Q ◦ D) ∈ DistΣpk ⊆ Heurn−c BPP//log, there exist
a polynomial p′ , an advice function α1 : {0, 1}∗ → N and a deterministic polynomial-time
algorithm A1 such that for every n ∈ N,
′
1. α1 (r) ∈ [p′ (n)] for every r ∈ {0, 1}p (n) and
′
2. with probability at least 1 − 2−n over r ∼ {0, 1}p (n) , it holds that
Pr

q∼Q◦Dn

[A1 (q, r, α1 (r)) ̸= L1 (q)] ≤ n−c .

Let A be a randomized algorithm that takes (x, r, a) as input and simulates RA1 (-,r,a) (x) to
compute a list Y of candidate certificates and outputs Y . Since RL1 (x) outputs a correct
list with high probability, by a union bound, with probability at least 1 − 2−n+1 over
′
r ∼ {0, 1}p (n) and a coin flip sequence of R, it holds that
Pr [L′ (x, y) ̸= L(x) for every y ∈ A(x, r, α1 (r)) ] ≤ n−c · nc/2 ≤ n−c/2 .

x∼Dn

(7)

Consider a family D′ of distributions {Dn′ }n∈N such that Dn′ is the distribution of (x, y)
such that x ∼ Dn , r ∼ {0, 1}p(n) , a ∼ [p′ (n)], Y := A(x, r, a), and y ∼ Y . By induction
hypothesis, we obtain (L′ , D′ ) ∈ DistΠpk−1 ⊆ Heurδ BPP, where δ(n) := n−c /p′ (n). Let B be
a randomized heuristic algorithm for (L′ , D′ ).
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We are ready to describe a randomized heuristic algorithm C that witnesses (L, D) ∈
′
Heurn−c′ BPP. The algorithm C(x; n) picks r ∼ {0, 1}p (n) and outputs 1 if and only if
B(x, y; n) = 1 for some y such that y is in the list produced by A(x, r, a) for some a ∈ [p′ (n)].
We prove the correctness of C. Specifically, for every n ∈ N, we claim that
Pr

x∼Dn ,C

′

[C(x; n) ̸= L(x)] ≤ n−c .

By the definition of B, we have
Pr

′ ,B
(x,y)∼Dn

[B(x, y; n) ̸= L′ (x, y)] ≤ δ(n).

Using the definition of Dn′ and a union bound, we obtain
Pr

x∼Dn ,r∼{0,1}p′ (n) ,B

[B(x, y; n) ̸= L′ (x, y) for some y ∈ A(x, r, a) and some a ∈ [p′ (n)] ]

≤ δ(n) · p′ (n) · nc/2 ≤ n−c/2 .
Combining this with Equation (7), with probability at least 1 − 2n−c/2 − 2−n+1 over x ∼ Dn ,
′
r ∼ {0, 1}p (n) , and the internal randomness of B, we have B(x, y; n) = L′ (x, y) for every
y ∈ A(x, r, a) and every a ∈ [p′ (n)] and L′ (x, y) = L(x) for some y ∈ A(x, r, a). Under
this event, if x ∈ L, then there exist some a := α1 (r) and some y ∈ A(x, r, a) such that
B(x, y; n) = L′ (x, y) = 1; thus, C accepts. If x ̸∈ L, then for every a and every y ∈ A(x, r, a),
we have B(x, y; n) = L′ (x, y) = 0; thus, C rejects. Therefore, the success probability of C is
′
at least 1 − 2n−c/2 − 2−n+1 , which is at least 1 − n−c by choosing c := 3c′ .
◀
Using the powerful notion of “//” advice, we present a pseudorandom generator construction based on a uniform hardness assumption.
▶ Lemma 23. Let c > 0 be a constant. If there exists no PH-computable pseudorandom
generator

G = Gn : {0, 1}n → {0, 1}n+c log n n∈N
secure against BPP infinitely often, then PH × {U} ⊆ Heurn−d BPP//log for every constant d.
Proof. Let f ∈ PH. Fix an input length n ∈ N. Let t := nd+1 . Let k ∈ N be a parameter
such that c log(tnk) ≤ k and k = O(log n). Let f ⊕t (x1 , . . . , xt ) = f (x1 ) ⊕ · · · ⊕ f (xt ). We
define G : {0, 1}tnk → {0, 1}tnk+k to be a “k-wise direct product generator” [17]: Specifically,
let
G(z1 , . . . , zk ) := (z1 , . . . , zk , f ⊕t (z1 ), . . . , f ⊕t (zk )),
where zi ∈ {0, 1}tn for each i ∈ [k].
Since G maps a seed of length tnk to a string of length tnk + k ≥ tnk + c log(tnk), by
assumption, G is not secure against BPP infinitely often. That is, there exists a randomized
polynomial-time algorithm A such that for some polynomial p, for all large n ∈ N,
Pr [A(w) = 1] − Pr [A(G(z)) = 1] >

w,A

z̄,A

1
,
p(n)

(8)

where w ∼ {0, 1}tnk+k and z̄ ∼ {0, 1}tnk . Using a standard hybrid argument as in [36, 42]
(see also [17]), there exists a deterministic polynomial-time algorithm A′ such that, for some
advice function α, it holds that

 1
1
,
Pr A′ (z, r, α(r)) = f ⊕t (z) ≥ +
r,z
2 k · p(n)
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where z ∼ {0, 1}tn and the length of an advice string α(r) is at most k + 1 (which is used to
specify whether the value inside the absolute function in Equation (8) is positive or negative
and the bits f ⊕t (z1 ), . . . , f ⊕t (zk )). Impagliazzo, Jaiswal, Kabanets, and Wigderson [25]
presented an almost uniform version of Yao’s XOR lemma [11] that uses O(log kp(n)) bits
of advice: They showed that A′ can be converted into an algorithm B such that with high
probability over a random choice of r′ , it holds that
Pr

x∼{0,1}n

[B(x, r′ , α′ (r′ )) = f (x)] ≥ 1 − δ,

where δ = O(log(k · p(n))/t) ≤ n−d and |α′ (r)| ≤ k + 1 + O(log kp(n)). It follows that
(f, U ) ∈ Heurn−d BPP//log.
◀
We observe that the k-wise direct product generator used in Lemma 23 is entropypreserving in the sense of [33]. This observation leads to the DistPH-hardness of MINKTPH :
▶ Lemma 24. Let τ (n) = nΩ(1) be a function. If MINKτ,PH [n − log n] × {U} ⊆ HeurBPP,
then PH × {U } ⊆ Heurn−d BPP//log for every constant d.
Proof. We consider the same settings as Lemma 23: Let f ∈ PH and fix an input length n ∈ N.
Let t := nd+1 . Let k = O(log n) be a parameter chosen later. We define G : {0, 1}tnk →
{0, 1}tnk+k such that
G(z1 , . . . , zk ) := (z1 , . . . , zk , f ⊕t (z1 ), . . . , f ⊕t (zk )),
where zi ∈ {0, 1}tn for each i ∈ [k]. It is sufficient to prove that there exists a randomized
polynomial-time algorithm A such that for all large n ∈ N,
Pr [A(G(z)) = 1] − Pr [A(w) = 1] ≥

z,A

w,A

1
,
2

where w ∼ {0, 1}tnk+k and z ∼ {0, 1}tnk . (Indeed, the proof of Lemma 23 shows that such an
algorithm A can be converted into an algorithm that witnesses (f, U ) ∈ Heurn−d BPP//log.)
Let L := MINKτ,f [n − log n]. Let B be a randomized heuristic scheme for (L, U ). Since
f can be computed in polynomial time given oracle access to the oracle f ∈ PH, we have
O(1)
Kn ,f (G(z)) ≤ tnk + O(log n) for every z ∈ {0, 1}tnk . We use a padding argument to
reduce the time bound: By choosing a constant c large enough so that nO(1) ≪ τ (nc ), we
c
have Kτ (m),f (G(z) · w) ≤ tnk + nc + O(log n) for every z ∈ {0, 1}tnk and every w ∈ {0, 1}n ,
where m := tnk + k + nc . This is because each bit of G(z) · w can be efficiently computed
using random access to a description (z, w, t, n, k, c). We also have
Kτ (m),f (G(z) · w) ≤ tnk + nc + O(log n) ≤ m − log m
by choosing k = O(log n) large enough. This implies that G(z) · w ∈ L.
c
Let D denote the distribution of G(z) · w such that z ∼ {0, 1}tnk and w ∼ {0, 1}n . For
every y ∈ supp(D), we have D(y) ≤ 2−m 2k = 2−m nO(1) ; thus, D is dominated by Um . Using
the argument of domination, for every δ −1 ∈ N, we obtain
Pr [B(y; m, δ) ̸= L(y)] ≤ Pr [B(Um ; m, δ) ̸= L(Um )] · nO(1) ≤ δ · nO(1) .

y∼D,B

B

Therefore, we have
Pr

z∼{0,1}tnk
c
w∼{0,1}n ,B

[B(G(z) · w; m, δ) = 1] =

Pr [B(y; m, δ) = L(y)] ≥ 1 − δ · nO(1) .

y∼D,B
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Now, consider a uniform distribution:
Pr [B(Um ; m, δ) = 1] ≤ Pr [Um ∈ L] + Pr [B(Um ; m, δ) ̸= L(Um )] ≤
B

B

B

2
+ δ.
m
c

Let A be a randomized algorithm that takes ω ∈ {0, 1}tnk+k as input, picks w ∼ {0, 1}n
randomly, and outputs B(ω · w; m, δ), where δ −1 = nO(1) is a sufficiently large polynomial.
Then, the two inequalities above imply that
Pr [A(G(Utnk )) = 1] − Pr [A(Utnk+k ) = 1] ≥
A

as desired.

A

1
2
◀

While we focused on solving PH with respect to the uniform distribution, this does not
lose the generality:
▶ Lemma 25. If PH × {U} ⊆ Heurn−c BPP//log for every constant c, then DistPH ⊆
Heurn−c BPP//log for every constant c.
Proof Sketch. This follows from the work of Impagliazzo and Levin [26] (see also Lemma 4),
which shows that the uniform distribution is a hardest distribution for NP (as well as PH).
We sketch a proof below. Under the assumption, it can be shown that there exists no one-way
function: Indeed, the assumption that NP × {U } ⊆ Heurn−c BPP//log implies that there
are polynomially many polynomial-time algorithms one of which is guaranteed to invert a
given function (each algorithm is assigned one advice string of length O(log n)). Whether a
one-way function is successfully inverted or not can be verified in polynomial time; thus, we
obtain a (single) polynomial-time algorithm that inverts any one-way function. Impagliazzo
and Luby [27] showed that if there is no one-way function, then there is no distributional
one-way function. Impagliazzo and Levin [26] (see also [6]) showed that using an inverter for
a distributional one-way function, every distributional problem (L, D) ∈ DistPH reduces to
(L′ , U ) ∈ PH × {U} ⊆ Heurn−c BPP//log.
◀
Finally, we show that the non-uniform and uniform complexities of PH are equivalent if
every tally language in PH is easy.
▶ Lemma 26. If every tally language in PH is in BPP, then for every language L ∈ PH, it
holds that (L, U ) ∈ HeurP/poly implies (L, U ) ∈ HeurBPP.
Proof. The idea is to find the lexicographically first circuit that computes the distributional
problem (L, U ), which can be formulated as a tally language in PH.
Using approximate counting [40], there exists a language A ∈ PH such that for every
string c that encodes an n-input circuit C and for every parameter δ −1 ∈ N,
Prx∼Un [C(x) ̸= L(x)] ≤ δ/4 implies that (c, δ −1 ) ∈ A, and
Prx∼Un [C(x) ̸= L(x)] ≥ δ/2 implies that (c, δ −1 ) ̸∈ A.
Let p be some large polynomial. For every (n, δ −1 ) ∈ N2 , let cn,δ be the lexicographically first
string c such that c encodes a circuit C of size p(n/δ) such that (C, δ −1 ) ∈ A. By choosing p
large enough, such a string c is guaranteed to exist because (L, U ) ∈ HeurP/poly.
∗
Consider a tally language T ⊆ {1} defined as follows: 1N ∈ T if and only if N =
n, δ −1 , i for some (n, δ −1 , i) ∈ N3 and the i-th bit of the description of cn,δ is 1. (For
simplicity, we assume that a circuit is encoded by a prefix-free encoding.) Since A ∈ PH, we
also have T ∈ PH. By the assumption that every tally language in PH is in BPP, we obtain
that T ∈ BPP; let MT be the BPP algorithm that computes T .
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Now we present a HeurBPP algorithm M for (L, U ). On input (x; n, δ), M first computes
−1
cn,δ by running MT on inputs 1⟨n,δ ,i⟩ for all i, computes a circuit C represented by cn,δ ,
and outputs C(x). We may assume that the algorithm M successfully computes cn,δ with
probability 1 − δ/2. By the property of A, the probability that C(x) ̸= L(x) over x ∼ Un is
at most δ/2. Overall, the error probability of M is at most δ.
◀

5.3

Putting It Together

We now exclude the uniform version of PH Pessiland.
▶ Theorem 27 (Excluding PH Pessiland – the uniform case). For every function t : N → N
such that nϵ ≤ t(n) ≤ n1/ϵ for all large n ∈ N, where ϵ > 0 is an arbitrary constant, the
following are equivalent.
1. PH × {U } ̸⊆ HeurBPP.
2. MINKt,PH [n − log n] × {U } ̸⊆ HeurBPP.
3. DistPH ̸⊆ HeurBPP.
4. PH × PSampPH ̸⊆ HeurBPP.
5. PH × {U } ̸⊆ Heurn−c BPP//log for some constant c.
6. There exists a PH-computable pseudorandom generator
G = Gn : {0, 1}n → {0, 1}n+1 n∈N secure against BPP infinitely often.
7. For every constant c, there exists a PH-computable pseudorandom generator

G = Gn : {0, 1}n → {0, 1}n+c log n n∈N
secure against BPP infinitely often.
8. Either for every constant c > 1, there exists a PH-computable pseudorandom generator
n
o
c
G = Gn : {0, 1}n → {0, 1}n
n∈N

secure against BPP infinitely often, or there exists a tally language L in PH such that
L ̸∈ BPP.
Proof.
(Item
(Item
(Item
(Item

1
4
5
7

⇒
⇒
⇒
⇒

3)
5)
7)
6)

(Item 3 ⇒ 4) These are evident from the definitions.
This follows by combining Theorem 22 and Lemmas 18 and 25.
This is Lemma 23.
Given a pseudorandom generator Gn : {0, 1}n → {0, 1}n+c log n , we define

G′n : {0, 1}n → {0, 1}n+1
so that G′n (z) is the first n + 1 bits of Gn (z) for every z ∈ {0, 1}n . It is easy to see that
G′ = {G′n }n∈N is a PH-computable pseudorandom generator secure against BPP infinitely
often.
(Item 6 ⇒ 1) This is Corollary 19.
(Item 5 ⇒ 2) This is Lemma 24.
(Item 2 ⇒ 1) This follows from the fact that MINKt,PH [n − log n] ⊆ NPPH = PH.
(Item 8 ⇒ 4) If there exists a PH-computable pseudorandom generator, then PH × {U } ̸⊆
HeurBPP by Corollary 19. Otherwise, there exists a tally language L in PH \ BPP, in which
case (L, T ) is a distributional problem in PH × PSamp but not in HeurBPP. Here, T is the
family of distributions {Tn }n∈N such that Tn is the singleton distribution on 1n .
(Item 4 ⇒ 8) We prove the contrapositive. The assumption that there exists no PHcomputable pseudorandom generator implies that PH × {U} ⊆ HeurP/poly by Corollary 16.
Using Lemma 26, we obtain that PH × {U } ⊆ HeurBPP.
◀
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This paper addresses two deficiencies of models in the area of matching-based market design. The first
arises from the recent realization that the most prominent solution that uses cardinal utilities, namely
the Hylland-Zeckhauser (HZ) mechanism [22], is intractable; computation of even an approximate
equilibrium is PPAD-complete [32, 8]. The second is the extreme paucity of models that use cardinal
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Our paper addresses both these issues by proposing Nash-bargaining-based matching market
models. Since the Nash bargaining solution is captured by a convex program, efficiency follow; in
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1

Introduction

Within the area of matching-based market design, the most prominent solution that uses
cardinal utilities2 is the Hylland-Zeckhauser (HZ) mechanism [22]. It is based on creating
parity between demand and supply, i.e., it uses the power of a pricing mechanism, which gives
it attractive properties: the allocations produced satisfy Pareto optimality and envy-freeness
[22] and the mechanism is incentive compatible in the large [21].
A serious drawback of HZ, from the viewpoint of practical applicability, is lack of
computational efficiency: the recent papers [32] and [8] show that the problem of computing
even an approximate equilibrium is PPAD-complete. More precisely, [32] showed membership

1
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For a brief comparison of cardinal and ordinal utilities for matching markets, see Section 1.4.
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in PPAD and remarked that it will not be surprising if intractability sets in even for the
highly special case in which utilities of agents come from a trivalued set, say {0, 12 , 1}; for
bivalued sets, they gave an efficient algorithm. Next, [8] showed PPAD-hardness even for the
case that utilities of agents come from a four-valued set; the trivalued case is open.
The second issue addressed by this paper is a deficiency of the area of matching-based
market design itself, namely the extreme paucity of models that use cardinal utilities.
This stands in sharp contrast with general equilibrium theory, which has defined and
extensively studied several fundamental market models to address a number of specialized
and realistic situations. HZ can be seen as corresponding to the most elementary model in
that theory, namely the linear Fisher model. A model corresponding to the linear ArrowDebreu market model was also studied by Hylland and Zeckhauser [22]; however, they ended
their investigation on finding instances that do not admit an equilibrium. Considering these
difficulties, studying further generalizations made little sense. In particular, we are not aware
of any two-sided matching market models that use cardinal utilities.
Our paper addresses both these issues by proposing Nash-bargaining-based matching
market models. As is well known, the Nash bargaining solution is captured as in optimal
solution to a convex program. Therefore, if for a specific game, a separation oracle can be
implemented in polynomial time, then using the ellipsoid algorithm, one can get as good
an approximation as desired in time that is polynomial in the number of bits of accuracy
required [20, 33]. For all models defined in this paper, the constraints of the convex program
are linear, thereby ensuring zero duality gap and easy solvability.
The game-theoretic properties of the the Nash bargaining solution include: it satisfies
Pareto optimality and symmetry, and since it maximizes the product of the utilities of
agents, the allocations it produces are remarkably fair. The latter has been noted by several
researchers [7, 2, 27] and has been further explored under the name of Nash Social Welfare
[10, 9]. Compared to HZ, we have sacrificed envy-freeness for this fairness property – the
two are incomparable, with neither dominating the other. We have also sacrificed incentive
compatibility in the large, but have gained efficient solvability. Clearly, without the latter,
the nice properties of HZ have little meaning, since the mechanism is unusable except for
extremely small instances, perhaps not exceeding n = 10.
Another major gain from the move to Nash bargaining is that it yields a plethora of
matching market models, not only one-sided but also two-sided; for the Fisher as well as the
Arrow-Debreu settings, with the latter being not much harder than the former. Furthermore,
our models cover a large range of utility functions, all the way from linear to Leontief.
For the two reasons given above, namely computational efficiency and richness of models,
we have proposed a shift from a pricing mechanism to a Nash-bargaining-based mechanism
for matching market models. The following two questions arise: Is this shift a principled one,
i.e., is there a fundamental connection between the two types of models? Is either type of
mechanism reducible to the other? Section 1.1 provides answers to these questions.
We note that the origins of the idea of operating markets via Nash bargaining go back to
[31]. For the linear case of the Arrow-Debreu market model, instead of seeking allocations via
a pricing mechanism, [31] formulated it as a Nash bargaining game and gave a combinatorial,
polynomial time algorithm for solving the underlying convex program.
As is well known, polynomial time solvability is often just the beginning of the process
of obtaining an “industrial grade” implementation. Towards this end, we give very fast
implementations as well as experimental results for all five of our one-sided market models
and the most basic two-sided model; the more general two-sided markets are analogous to
the rest of the one-sided markets. In particular, our implementation can solve very large
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instances, with n = 2000, in one hour even for a two-sided matching market. In Section 1.3
we have described how the standard methods needed to be adapted to the special intricacies
of our settings, in order to obtain these very fast implementations.
In contrast, an HZ equilibrium, in particular, the equilibrium price, is not captured by any
known mathematical construct, regardless of its computational complexity. The only known
method for conducting an exhaustive search for obtaining an HZ equilibrium is algebraic cell
decomposition [4]; its use for computing HZ equilibria was studied in [3]. Each iteration of
this method is time-consuming. This, together with the exhaustive search required, makes it
viable for only very small values of n, not exceeding 10.
The recent computer science revolutions of the Internet and mobile computing led to the
launching of highly impactful and innovative matching markets such as Adwords, Uber and
Airbnb, and in turn led to a major revival of the area of matching-based market design, e.g.,
see [16]. It is safe to assume that innovations will keep coming in the future and that new
models, with good algorithmic properties, may be needed at any time in the future. Our
work was motivated by these considerations.

1.1

The Connection between HZ and Nash-Bargaining-Based Models

In this section, we answer the two questions raised above by attempting a comparative study
of one-sided matching markets under the two types of models. The answer to the second
question is “No” since under an affine transformation of the utilities of agents, the Nash
bargaining solution and an HZ equilibrium change in fundamentally different ways: Whereas
the former solution undergoes the same affine transformation (see Section 2.1), the latter
remains unchanged, as shown in [32]. The answer to the first question is “Yes”, due to the
connection established in [30]. We provide a brief synopsis of the argument below.
First consider the linear Fisher market model defined in Section 2.2. The setup of the
linear Fisher problem (LFP) is identical, except that the agents don’t have any money, so
this is not really a market model. The problem is to design a polynomial time mechanism for
distributing all the goods among the agents so that the allocation satisfies Pareto optimality.

max

X
i∈A

s.t.

X

log(

X

uij xij )

j∈G

xij ≤ 1

∀j ∈ G,

(1)

i∈A

x ≥ 0.
[30] give two such mechanisms. The first is to give each agent 1 Dollar, thereby transforming LFP to the linear Fisher market model, and ask for an equilibrium allocation, which
satisfies Pareto optimality. This can be obtained in polynomial time, via a combinatorial algorithm [11], or by expressing it as a convex program. The latter is the celebrated
Eisenberg-Gale convex program [14], given in (1).
The second is to view LFP as a Nash bargaining problem; Pareto optimality is one of
the axioms which it satisfies, see Section 2.1. This is done by defining a convex, compact
set N ⊆ Rn+ , called the feasible set, and a point c ∈ N , called the disagreement point, see
Section 2.1 for details. In this case, c = 0, and N will consist of all possible vectors of utilities
to the n agents that can be obtained by partitioning 1 unit each of all m goods among the
agents. It is easy to see that the resulting convex program will be precisely Eisenberg-Gale
convex program. Therefore, the two mechanisms are identical!
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HZ

Pricing

LFUP

NB

1LF

Figure 1 Figure illustrating connection between HZ and NB.

Next, [30] define the linear Fisher unit demand problem (LFUP) to be LFP with the
additional requirements that m = n and that each agent should get a total of one unit of
goods. As a result, every feasible allocation is a fractional perfect matching over the n agents
and n goods.
Now it turns out that when LFUP is solved via the pricing mechanism, it is identical
to HZ, and when it is solved via the Nash bargaining mechanism it is identical to 1LF, i.e.,
our most basic Nash-bargaining-based model, see Section 3.1. This establishes a strong
connection between HZ and the Nash-bargaining-based models and is illustrated in Figure 1.

1.2

Our Results

In Section 3.1, we give four basic models for one-sided matching markets covering a wide
range of utility functions. For each model, we also give a natural application. In Section 3.2
we give a model for the most basic two-sided matching market. This model can be easily
enhanced to four more models in a manner analogous to the other four one-sided matching
market models given in Section 3.1.
In Section 4, we give convex programs capturing the Nash-bargaining-based solution for
all the models mentioned above. These convex programs can be solved to ϵ precision in time
that is polynomial in the size of the input and log 1/ϵ via ellipsoid-based methods [18, 33].
In Section 5, we present two solution schemes for solving these convex programs. Our
methods, namely cutting-plane method [24, 33] and Frank-Wolfe method [17, 23], rely on
linear approximations of the convex programs. We present enhancement techniques as well
as an overview of the way structural properties of these problems can be exploited.
To demonstrate the effectiveness of these methods in handling large-scale instances of
the problems, we performed extensive computational experiments in Section 6 and tested
the algorithms on instances of up to 2000 agents/goods and 10 segments for the piecewise
linear utility functions. In particular, the Frank-Wolfe algorithm is well-suited for matching
market models with linear utilities, and is capable of producing sparse optimal solutions.
The cutting-plane algorithm is able to produce optimal or near-optimal solutions for the
more challenging problems of one-sided market models with non-linear utility functions.

1.3

Ideas Needed beyond Standard Methods

Our solution methods, namely cutting-plane algorithm and Frank-Wolfe (FW) algorithm,
rely on iterative linear approximations of convex programs for the one-sided and two-sided
market models. For efficient implementation of these algorithms, one needs to pay attention
to the structural properties of these models as described below.
We implement a central cutting-plane algorithm (CCP), which not only guarantees a
linear convergence rate, but also produces more effective cuts, since central points are more
likely to be in the relative interior of the feasible region. Additionally, straightforward
implementations of CCP are often prone to numerical instabilities. For instance, if the cut
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coefficients are of different scales, the solvers may not handle the cuts properly. We avoid
this by choosing proper scales for the cut coefficients. Secondly, since the objective function
of the convex programs involves the logarithm function, we require positive utilities for each
agent at each iteration of CCP. However, since CCP is an outer-approximation algorithm, it
is possible that in an iteration of CCP, the utilities of some agents may become zero, which
makes the solution unbounded, and one cannot extract a cut based on this solution. We
resolve this issue by taking a convex combination of the current point and some feasible
interior point. The latter point is obtained by choosing the closest feasible point to the
current point on the line segment from current point to the interior point.
We also implement a Frank-Wolfe algorithm for solving instances of the matching markets
with linear utilities. An interesting property of these models is that once the nonlinear
objective function of the respective convex programs are replaced by linear functions, the
resulting problems can be solved as matching problems. The solution produced by FW is
therefore a sparse convex combination of a set of integral perfect matchings.

1.4

Related Results

Recently [32] gave the first comprehensive study of the computational complexity of HZ.
They gave an example which has only irrational equilibria; as a consequence, this problem
is not in PPAD. They showed membership of the exact equilibrium computation problem
in FIXP and approximate equilibrium in PPAD. They also gave a combinatorial, strongly
polynomial time algorithm for computing an equilibrium for the case of dichotomous utilities,
i.e., 0/1 utilities, and they extended this result to the case of bivalued utilities, i.e., each
agent’s utility for individual goods comes from a set of cardinality two, though the sets may
be different for different agents.
Next, [8] showed PPAD-hardness even for the case that utilities of agents come from a
four-valued set; the trivalued case is open.
The success of our implementations, using available solvers, naturally raises the question
of finding efficient combinatorial algorithms for our proposed market models. The subsequent
paper [30] has given such algorithms, based on the techniques of multiplicative weights update
(MWU) and conditional gradient descent (CGD), for several of our one-sided and two-sided
models. They also defined and developed algorithms for the non-bipartite matching market
model which has applications to the roommate problem. Lastly, they gave the connection
between HZ and the Nash-bargaining-based models stated in Section 1.1.
The extension of one-sided matching markets to the setting in which agents have initial
endowments of goods, called the Arrow-Debreu setting, has several natural applications
beyond the original Fisher setting, e.g., allocating students to rooms in a dorm for the next
academic year, assuming their current room is their initial endowment. The issue of obtaining
such an extension of the HZ scheme, was studied by Hylland and Zeckhauser. However, this
culminated in an example which inherently does not admit an equilibrium [22].
As a recourse, [12] introduced the notion of an α-slack Walrasian equilibrium. This is a
hybrid between the Fisher and Arrow-Debreu settings in which agents have initial endowments
of goods and for a fixed α ∈ (0, 1], the budget of each agent, for given prices of goods, is
α + (1 − α) · m, where m is the value for her initial endowment. Via a non-trivial proof,
using the Kakutani Fixed Point Theorem, they proved that an α-slack equilibrium always
exists. A pure Arrow-Debreu model was proposed in [19] by suitably relaxing the notion
of an equilibrium to an ϵ-approximate equilibrium. Their proof of existence of equilibrium
follows from that of [12].
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An interesting recent paper [2] defines the notion of a random partial improvement
mechanism for a one-sided matching market. This mechanism truthfully elicits the cardinal
preferences of the agents and outputs a distribution over matchings that approximates every
agent’s utility in the Nash bargaining solution.
In recent years, several researchers have proposed Hylland-Zeckhauser-type mechanisms
for a number of applications, e.g., see [6, 21, 25, 26]. The basic scheme has also been
generalized in several different directions, including two-sided matching markets, adding
quantitative constraints, and to the setting in which agents have initial endowments of goods
instead of money, see [12, 13].
Ordinal vs cardinal utilities. Under ordinal utilities, the agents provide a total preference
order over the goods and under cardinal utilities, they provide a non-negative real-valued
function. Both forms have their own pros and cons and neither dominates the other. Whereas
the former is easier to elicit from agents, the latter is far more expressive, enabling an agent to
not only report if she prefers good A to good B but also by how much. [1] exploit this greater
expressivity of cardinal utilities to give mechanisms for school choice which are superior to
ordinal-utility-based mechanisms.
Example 1, taken from [19], provides a very vivid illustration of the advantage of cardinal
utilities over ordinal ones in one-sided matching markets.
▶ Example 1. The following example illustrates the advantage of cardinal vs ordinal utilities.
The instance has three types of goods, T1 , T2 , T3 , and these goods are present in the proportion
of (1%, 97%, 2%). Based on their utility functions, the agents are partitioned into two sets
A1 and A2 , where A1 constitute 1% of the agents and A2 , 99%. The utility functions of
agents in A1 and A2 for the three types of goods are (1, ϵ, 0) and (1, 1 − ϵ, 0), respectively,
for a small number ϵ > 0. The main point is that whereas agents in A2 marginally prefer T1
to T2 , those in A1 overwhelmingly prefer T1 to T2 .
Clearly, the ordinal utilities of all agents in A1 ∪ A2 are the same. Therefore, a mechanism
based on such utilities will not be able to make a distinction between the two types of agents.
On the other hand, the HZ mechanism, which uses cardinal utilities, will fix the price of
goods in T3 to be zero and those in T1 and T2 appropriately so that by-and-large the bundles
of A1 and A2 consist of goods from T1 and T2 , respectively.

2
2.1

Preliminaries
The Nash Bargaining Game

An n-person Nash bargaining game consists of a pair (N , c), where N ⊆ Rn+ is a compact,
convex set and c ∈ N . The set N is called the feasible set – its elements are vectors
whose components are utilities that the n players can simultaneously accrue. Point c is the
disagreement point – its components are utilities which the n players accrue if they decide
not to participate in the proposed solution.
The set of n agents will be denoted by A and the agents will be numbered 1, 2, . . . n.
Instance (N , c) is said to be feasible if there is a point in N at which each agent does strictly
better than her disagreement utility, i.e., ∃v ∈ N such that ∀i ∈ A, vi > ci , and infeasible
otherwise. In game theory it is customary to assume that the given Nash bargaining problem
(N , c) is feasible; we will make this assumption as well.
The solution to a feasible instance is the point v ∈ N that satisfies the following four
axioms:
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1. Pareto optimality: No point in N weakly dominates v.
2. Symmetry: If the players are renumbered, then a corresponding renumber the coordinates
of v is a solution to the new instance.
3. Invariance under affine transformations of utilities: If the utilities of any player are
redefined by multiplying by a scalar and adding a constant, then the solution to the
transformed problem is obtained by applying these operations to the particular coordinate
of v.
4. Independence of irrelevant alternatives: If v is the solution to (N , c), and S ⊆ Rn+ is a
compact, convex set satisfying c ∈ S and v ∈ S ⊆ N , then v is also the solution to (S, c).
Via an elegant proof, Nash proved:
▶ Theorem 2 (Nash [28]). If the game (N , c) is feasible then there is a unique point
in N satisfying the axioms stated above. Moreover, this point is obtained by maximizing
Πi∈A (vi − ci ) over v ∈ N .
Nash’s solution to his bargaining game involves maximizing a concave function over a
convex domain, and is therefore the optimal solution to the following convex program.
X
max
log(vi − ci )
i∈A
(2)
s.t. v ∈ N
As a consequence, if for a specific game, a separation oracle can be implemented in
polynomial time, then using the ellipsoid algorithm one can get as good an approximation to
the solution of this convex program as desired in time polynomial in the number of bits of
accuracy needed [20, 33].

2.2

Fisher Market Model

The Fisher market model consists of a set A = {1, 2, . . . n} of agents and a set G =
{1, 2, . . . , m} of infinitely divisible goods. By fixing the units for each good, we may assume
without loss of generality that there is a unit of each good in the market. Each agent i has
money mi ∈ Q+ .
Let xij , 1 ≤ j ≤ m represent a bundle of goods allocated to agent i. Each agent i has a
utility function u : Rm
+ → R+ giving the utility accrued by i from a bundle of goods. We will
assume that u is concave and weakly monotonic. Each good j is assigned a non-negative
price, pj . Allocations and prices, x and p, are said to form an equilibrium if each agent
obtains a utility maximizing bundle of goods at prices p and the market clears, i.e., each
good is fully sold to the extent of one unit and all money of agents is fully spent. We will
assume that each agent derives positive utility from some good and for each agent, there is a
good which gives her positive utility; clearly, otherwise we may remove that agent or good
from consideration.

2.3

Arrow-Debreu Market Model

The Arrow-Debreu market model, also known as the exchange model differs from Fisher’s
model in that agents come to the market with initial endowments of good instead of money.
The union of all goods in initial endowments are all the goods in the market. Once again, by
redefining the units of each good, we may assume that there is a total of one unit of each
good in the market. The utility functions of agents are as before. The problem now is to
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find non-negative prices for all goods so that if each agent sells her initial endowment and
buys an optimal bundle of goods, the market clears. Clearly, if p is equilibrium prices then
so is any scaling of p by a positive factor.

2.4

Hylland-Zeckhauser Scheme

Let A = {1, 2, . . . n} be a set of n agents and G = {1, 2, . . . , n} be a set of n indivisible goods.
The goal of the HZ scheme is to allocate exactly one good to each agent. However, in order
to use the power of a pricing mechanism, which endows the HZ scheme with the properties
of Pareto optimality and incentive compatibility in the large, it casts this one-sided matching
market in the mold of a linear Fisher market as follows.
Goods are rendered divisible by assuming that there is one unit of probability share of
each good, and utilities uij s are defined as in a linear Fisher market. Let xij be the allocation
P
of probability share that agent i receives of good j. Then, j uij xij is the expected utility
accrued by agent i. Each agent has 1 dollar for buying these probability shares and each
good j has a price pj ≥ 0.
Beyond a Fisher market, an additional constraint is that the total probability share
allocated to each agent is one unit, i.e., the entire allocation must form a fractional perfect
matching in the complete bipartite graph over vertex sets A and G. Subject to these
constraints, each agent buys a utility maximizing bundle of goods. Another point of
departure from a linear Fisher market is that in general, an agent’s optimal bundle may cost
less than one dollar, i.e., the agents are not required to spend all their money. Since each
good is fully sold, the market clears. Hence these are defined to be equilibrium allocation
and prices.
Clearly, an equilibrium allocation can be viewed as a doubly stochastic matrix. The
Birkhoff-von Neumann procedure then extracts a random underlying perfect matching in
such a way that the expected utility accrued to each agent from the integral perfect matching
is the same as from the fractional perfect matching. Since ex ante Pareto optimality implies
ex post Pareto optimality, the integral allocation will also be Pareto optimal.

3
3.1

Nash-Bargaining-Based Models
One-Sided Matching Markets

We will define four one-sided matching market models based on our Nash bargaining approach.
For each model, we will also give a standard application. For the case of linear utilities,
we have singled out the Fisher and Arrow-Debreu versions, namely 1LF and 1LAD, since
we will study both in some detail later in the paper. For more general utility functions
we have defined only the Arrow-Debreu version; the Fisher version is obtained by setting
disagreement utilities to zero. It is easy to see that the fourth one generalizes the first three;
however, the earlier ones involve less notation and have an independent standing of their
own, hence necessitating all four definitions.
Our one-sided matching market models consist of a set A = {1, 2, . . . n} of agents and a
set G = {1, 2, . . . , n} of infinitely divisible goods; observe that there is an equal number of
agents and goods. There is one unit of each good and each agent needs to be allocated a
total of one unit of goods. Hence the allocation needs to be a fractional perfect matching, as
defined next.
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2

▶ Definition 3. Let us name the coordinates of a vector x ∈ Rn+ by pairs i, j for i ∈ A and
j ∈ G. Then x is said to be a fractional perfect matching if
X
X
∀i ∈ A :
xij = 1 and ∀j ∈ G :
xij = 1.
j

i

As mentioned in Section 2, an equilibrium allocation can be viewed as a doubly stochastic
matrix, and the Birkhoff-von Neumann procedure [5, 34] can be used to extract a random
underlying perfect matching in such a way that the expected utility accrued to each agent
from the integral perfect matching is the same as from the fractional perfect matching.
1) Under the linear Fisher Nash bargaining one-sided matching market, abbreviated 1LF,
each agent i ∈ A has a linear utility function, as defined in Section 2.2. Corresponding
to each fractional perfect matching x, there is a vector vx in the feasible set N ; its
components are the utilities derived by the agents under the allocation given by x. The
disagreement point is the origin. Observe that the setup of 1LF is identical to that of
the HZ mechanism; the difference lies in the definition of the solution to an instance. Its
standard application is matching agents to goods.
2) Under the linear Arrow-Debreu Nash bargaining one-sided matching market, abbreviated
1LAD, each agent i ∈ A has a linear utility function, as above. Additionally, we are
specified an initial fractional perfect matching x I which gives the initial endowments of
the agents. Each agent has one unit of initial endowment over all the goods and the total
endowment of each good over all the agents is one unit, as given by x I . These two pieces
of information define the utility accrued by each agent from her initial endowment; this is
her disagreement point ci . As stated in Section 2.1, we will assume that the problem is
feasible, i.e., there is a fractional perfect matching, defining a redistribution of the goods,
under which each agent i derives strictly more utility than ci . Each vector v ∈ N is as
defined in 1LF. Henceforth, we will consider the slightly more general problem in which
are specified the disagreement point c and not the initial endowments x I . There is no
guarantee that c comes from a valid fractional perfect matching of initial endowments.
However, we still want the problem to be feasible. This model is applicable when agents
start with an initial endowment of goods and exchange them to improve their happiness.
3) The separable, piecewise-linear concave Arrow-Debreu Nash bargaining one-sided matching
market, abbreviated 1SAD, is analogous to 1LAD, with the difference that each agent
has a separable, piecewise-linear concave utility function, hence generalizing the linear
utility functions specified in 1LAD. Economists model diminishing marginal utilities via
concave utility functions. Since we are in a fixed-precision model of computation, we have
considered separable, piecewise-linear concave (SPLC) utility functions.
We next define these functions in detail. For each agent i and good j, function fij : R+ →
R+ gives the utility derived by i as a function of the amount of good j she receives.
Each fij is a non-negative, non-decreasing, piecewise-linear, concave function. The overall
utility of buyer i, ui (x), for bundle x = (x1 , . . . , xn ) of goods, is additively separable over
P
the goods, i.e., ui (x) = j∈G fij (xj ).
We will call each piece of fij a segment. Number the segments of fij in order of decreasing
slope; throughout we will assume that these segments are indexed by k and that Sij is the
set of all such indices. Let σijk , k ∈ Sij , denote the k th segment, lijk denote the amount
of good j represented by this segment; we will assume that the last segment in each
function is of unbounded length. Let uijk denote the rate at which i accrues utility per
unit of good j received, when she is getting an allocation corresponding to this segment.
Clearly, the maximum utility she can receive corresponding to this segment is uijk · lijk .
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We will assume that uijk and lijk are rational numbers. Finally, let Sσi be the set of all
indices (j, k) corresponding to the segments in all utility functions of agent i under the
given instance, i.e.,
Sσi = {(j, k) | j ∈ G, k ∈ Sij }.
4) The non-separable piecewise-linear concave Arrow-Debreu Nash bargaining one-sided
matching market, abbreviated 1NAD, differs from 1SAD in that agents’ utility functions
are now assumed to be non-separable, piecewise-linear concave. These utility functions
are very general and can be used to capture whether goods are complements or substitutes
and much more.
These functions are defined next. For each agent i, the parameter l(i) specifies the
number of hyperplanes used for defining the utility of i. The latter, ui (x), for bundle
x = (x1 , . . . , xn ) of goods is defined to be


X

ui (x) = min
akij xij + bki ,

k≤l(i) 
j∈G

where akij and bki are non-negative rational numbers. Furthermore, bki = 0 for at least one
value of k so that the utility derived by i from the empty bundle is zero.
Leontief utilities is a fundamental special case of non-separable piecewise-linear concave
utilities under which agents want goods in specified ratios. It is used for modeling utilities
when goods are complements. In this case, for each agent i, we are specified a set Si ⊆ G
of goods she is interested in, and


xij
ui (x) = min
,
j∈Si
aij
where aij > 0 are rational numbers.
In Section 4 we prove that each of the matching markets defined above admits a convex
program.
▶ Remark 4. Throughout this paper, we will index elements of A, G and Sij by i, j and
k, respectively. When the domain of i, j or k is not specified, especially in summations, it
should be assumed to be A, G and Sij , respectively.

3.2

Two-Sided Matching Markets

Our two-sided matching market model consist of a set A = {1, 2, . . . n} of workers and a set
J = {1, 2, . . . , n} of firms. For uniformity, we have assumed that there is an equal number of
workers and firms, though the model can be easily enhanced and made more general. Our
goal is to find an integral perfect matching between workers and firms. In this setting, it is
natural to assume that each side has a utility function over the other side, making this a
two-sided matching market.
As before, we will relax the problem to finding a fractional perfect matching, x, followed
by rounding as described above. We will explicitly define only the simplest case of two-sided
markets; more general models follow along the same lines as one-sided markets.
Under the linear Fisher Nash bargaining two-sided matching market, abbreviated 2LF,
the utility accrued by agent i ∈ A under allocation x,
X
ui (x) =
uij xij ,
j∈J
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where uij is the utility accrued by i if she were assigned job j integrally. Analogously, the
utility accrued by job j ∈ J under allocation x,
wj (x) =

X

wij xij ,

i∈A

where wij is the utility accrued by j if it were assigned to i integrally.
In keeping with the axiom of symmetry under Nash bargaining, we will posit that the
desires of agents and jobs are equally important and we are led to defining the feasible set
in a 2n dimensional space, i.e., N ⊆ R2n
+ . The first n components of feasible point v ∈ N
represent the utilities derived by the n agents, i.e., ui (x)s, and the last n components the
utilities derived by the n jobs, i.e., wj (x), under a fractional perfect matching x. Under
2LF, the disagreement point is the origin, and we seek the Nash bargaining point. A convex
program of 2LF is given in (7).

4

Convex Programs for the Models

We start by presenting convex programs for 1LF and 1LAD, namely (3) and (4). These differ
only in that the latter has the parameters ci in the objective function. For convenience, we
define X to be the set of feasible fractional perfect matchings as defined in Definition 3.
max

X

log(vi )

i∈A

s.t.

vi =

X

uij xij

∀i ∈ A,

(3)

∀i ∈ A,

(4)

j

x∈X

max

X

log(vi − ci )

i∈A

s.t.

vi =

X

uij xij

j

x∈X
Program (5) is a convex program for 1SAD.
max

X

log(vi − ci )

i∈A

vi =

s.t.

XX
j

XX
j

∀i ∈ A,

xijk = 1

∀i ∈ A,

xijk = 1

∀j ∈ G,

xijk ≤ lijk

∀i ∈ A, ∀j ∈ G, ∀k ∈ Sij ,

xijk ≥ 0

∀i ∈ A, ∀j ∈ G, ∀k ∈ Sij

k

XX
i

uijk xijk

k

(5)

k
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Program (6) is a convex programs for 1NAD.
X
max
log(vi − ci )
i∈A

X

vi ≤

s.t.

akij xij + bki

(6)

∀i ∈ A, ∀k ≤ l(i),

j

x ∈ X , v ∈ Rn+
Program (7) is a convex program for 2LF.
X
X
max
log(vi ) +
log(vj )
i∈A

j∈J

vi =

s.t.

X

uij xij

∀i ∈ A,
(7)

j

vj =

X

wij xij

∀j ∈ J,

i

x∈X

5

Solution Methods

We present two solution methods for solving instances of the convex programs given in
Section 4: (a) Cutting-plane algorithm, and (b) Frank-Wolfe algorithm. Both algorithms
rely on linear approximations of these problems and converge to the optimal solution in
polynomial time. For simplicity of exposition, we focus on the simpler models 1LAD (and
1LF) and 2LF to describe the algorithms. We will explain how these algorithms can be
extended to other models.

5.1

Cutting-plane Algorithm

The underlying principle in the cutting-plane method for convex programs with nonlinear
objective function is to outer-approximate the epigraph of the objective function through a
P
series of linear programs [24, 33]. Let f (v) = i∈A log(vi − ci ) be the objective function in
1LAD. Since f is concave in v, for a given solution v̂ we have:
f (v) ≤ f (v̂) + ∇f (v̂)⊤ (v − v̂) = f (v̂) − n +

X vi − ci
i∈A

v̂i − ci

(8)

Therefore, we can rewrite 1LAD as the following semi-infinite linear program (SILP):
max
s.t.

η
η ≤ f (v̂) + ∇f (v̂)⊤ (v − v̂)

∀v̂ ∈ N ,

(9)

(x, v) ∈ S,
where N is the set of vectors v̂ such that v̂i > ci , and S is the set of feasible assignments.
Observe that replacing N with N̂ ⊂ N in (9) yields an LP which is a relaxation of the SILP
(9). A natural way of solving SILP (9) is to start with a manageable subset N̂ and grow this
set until the upper bound produced by the LP is sufficiently close to the optimal solution
[24]. However, instead of solving such relaxed LPs and obtaining optimal corner points of
the hypograph approximations, it is customary to solve modified forms of these LPs to find
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Algorithm 1 Central cutting-plane algorithm for solving 1LAD.
1
2
3
4
5
6
7
8

Find an initial solution (v (0) , x (0) );
Initialize N̂ ← {v (0) }; f ← f (v (0) ); t ← 1;
(v ∗ , x ∗ ) ← (v (0) , x (0) );
while not converged do
Solve LP (10) to obtain the center (v (t) , x (t) , η (t) ) and radius σ (t) ;
N̂ ← N̂ ∪ {v (t) };
if f < f (v (t) ) then
f ← f (v (t) ); (v ∗ , x ∗ ) ← (v (t) , x (t) );
t ← t + 1;

9

the center of the hypograph approximations. Let f be a lower bound on the optimal value
of f (e.g., obtained using a feasible allocation). As described by [15], we may construct a
cutting plane through the center of the hypograph approximation by solving
max

σ
η ≥ f + σ,

s.t.

η ≤ f (v̂) + ∇f (v̂)⊤ (v − v̂) − σ∥(1, ∇f (v̂))∥2

(10)
∀v̂ ∈ N̂ ,

(x, v) ∈ S,
which yields radius σ and center (v, x, η) of the largest ball that can be inscribed inside the
hypograph approximation [29]. Algorithm 1 describes the proposed Central Cutting-Plane
(CCP) algorithm for solving instances of 1LAD. As the algorithm iterates, we improve the
lower bound f and add new cuts to tighten the hypograph approximation. Consequently,
the inscribed ball shrinks (i.e., the sequence of hypresphere radii {σ (t) }∞
t=0 converges to 0),
and {(v (t) , x (t) )}∞
converges
to
the
optimal
solution
with
a
linear
rate
as described in
t=0
Theorem 5 below.
▶ Theorem 5. Central Cutting Plane Algorithm 1 converges to the optimal solution of 1LAD
with linear rate.
Proof. Strict concavity of the objective function in 1LAD implies existence of a unique
optimal solution. This guarantees a linear convergence rate as described in Theorem 7 in
[15].
◀
To assess the convergence of Algorithm 1 numerically, we use the optimality gap in (11) and
terminate the algorithm once this gap falls below a given optimality gap threshold.
Gap =

5.1.1

σ (t)
.
|η (t) |

(11)

Enhancement techniques

Cut generation. To produce effective cuts and to improve the lower bound quickly, instead
of cutting off the current solution (v (t) , x (t) ), we cut off an intermediate point (ṽ, x̃) =
α̃(v (t) , x (t) ) + (1 − α̃)(v ∗ , x ∗ ), where α̃ ∈ (0, 1] is an appropriately-chosen scalar and (v ∗ , x ∗ )
is the current incumbent solution. To guarantee convergence, α̃ must be chosen such
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(t)
P
v −c
that the produced cut cuts off (ṽ, x̃), that is η (t) > f (ṽ) − n + i∈A ṽii −cii . At each
iteration of Algorithm 1, we initialize α̃ via line search between v (t) and v ∗ , that is α̃ =
arg maxα∈[0,1] f (αv (t) + (1 − α)v ∗ ).

Avoiding unboundedness. Since the objective function in the convex programs is of the
P
form i∈A log(vi − ci ), we require vi − ci > 0 for each agent i at each iteration of CCP to be
able to produce a cut (note that cut coefficients are 1/(v̂i − ci )). However, since CCP is an
outer-approximation algorithm, it is possible that in an iterate of CCP, v̂i − ci = 0 for some
agent i, which makes the solution v̂ unbounded, and we cannot extract a cut based on this
solution. We resolve this issue by taking the convex combination of (v̂, x̂) and some feasible
interior point (v̄, x̄). We do this by choosing the closest feasible point to the (v̂, x̂) on the line
segment from (v̂, x̂) to (v̄, x̄), that is by choosing smallest α such that αv̄i + (1 − α)v̂i − ci ≥ ϵ
ϵ
for each i and a small ϵ, which yields α = min { v̄i −c
}.
i
i∈A:v̂i =ci

Scaling of η. Another important aspect in stabilizing CCP is choosing comparable coefficients for the variables. For a given solution v̂, coefficient of η in a cut of the form (9) is
1
1, while the coefficients of the v-variables are ( v̂i −c
)i∈A , which can be much larger than 1
i
depending on the value of v̂. For instance, when entries of the utility matrices are binary
1
and ci > 0, then v̂i − ci < 1, and it is possible that v̂i −c
≫ 1 for some agents, making the
i
cut coefficients unbalanced. An LP solver using floating point arithmetic might not handle
unbalanced cuts properly. To balance the cut, we replace η with η = θγ, where θ > 0 is
a fixed scalar and γ acts as the new variable in place of η. With this change of variable,
coefficient of σ in the cuts becomes ∥(θ, ∇f (v̂))∥2 . In our implementation, we choose θ as the
largest coefficient of the v-variables in the first cut produced, that is θ = 1/ mini∈A {v̂i − ci }.
Note that we may dynamically change θ, but we use the same initial θ for stabilizing all
subsequent cuts.
Reoptimization. At each iteration of Algorithm 1, we add a single constraint of the form
(8) to the current LP approximation of 1LAD. Using the Dual Simplex algorithm, we can
reuse the information obtained in the previous iteration (e.g. the basis), and thus avoid
solving the LPs from scratch at each iteration.

5.1.2

Extension to other models

Algorithm 1 extends to 2LF, 1SAD, and 1NAD easily by replacing the objective function
and the constraints with the suitable function and constraints, respectively. For instance, for
2LF, the cutting planes take the form of
X
X
X vi X vj
η≤
log(v̂i ) +
log(v̂j ) − 2n +
+
.
v̂i
v̂j
i∈A

j∈G

i∈A

j∈G

Note that, in 2LF, we may eliminate the xij variables such that both uij and wij are zero.
In 1SAD and 1NAD the constraints that define S are updated accordingly.

5.2

Frank-Wolfe Algorithm

Frank-Wolfe (FW) method [17, 23] is one of the simplest and earliest known iterative
algorithms for solving non-linear convex optimization problems of the form
max f (x),
x∈X
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Algorithm 2 Frank-Wolfe algorithm for solving 1LAD.
1
2
3
4

Set t ← 0 and find an initial perfect matching x (0) ;
while not converged do
P
(t)
(t)
u
Compute gij = ∂x∂ij f (x (t) ) = (t)ij , where vi = j∈G uij xij ;
Compute perfect matching x̂
x̂ (t) = arg max
x∈X

5

XX

vi −ci
(t)

by solving the following problem:

gij xij

i∈A j∈G

Compute the step-size γ (t) using the following line search


γ (t) = arg max f (1 − γ)x (t) + γ x̂ (t)
γ∈[0,1]

6
7

Update x (t+1) = (1 − γ (t) )x (t) + γ (t) x̂ (t) ;
t ← t + 1;

where f is a concave function and X is a compact convex set. The underlying principle
in Frank-Wolfe method is to replace the non-linear objective function f with its linear
approximation f˜(x) = f (x (0) ) + ∇f (x (0) )⊤ (x − x (0) ) at a trial point x (0) ∈ X , and solve a
simpler problem
max f˜(x),
x∈X

to produce an “atom” solution x̂. The algorithm then iterates by performing line search
between x (0) and x̂ to produce the next trial point x (1) as a convex combination of x (0)
and x̂. Algorithm 2 presents the FW algorithm for solving instances of 1LAD, in which the
P
P
objective function f is defined as f (x) = i∈A log( j∈G uij xij − ci ) and the feasible region
is defined as
X
X
2
X = {x ∈ Rn+ :
xij = 1 ∀i ∈ A,
xij = 1 ∀j ∈ G}.
j∈G

i∈A

Producing an atom. Frank-Wolfe method is particularly useful when X is a polyhedron
and one can exploit its combinatorial properties. In the case of 1LAD (also 1LF and 2LF),
the feasible region X corresponds to a matching polyhedron. Hence, at each iteration of
Algorithm 2, the atom is an integral perfect matching produced by solving a matching
problem. The optimal solution produced by FW is therefore a convex combination of these
integral perfect matchings.
Convergence. In general, Frank-Wolfe algorithm admits a sublinear convergence rate
[17, 23], that is, after O( 1ϵ ) many iterations, the iterate x (t) is an ϵ-approximate solution to
problem 1LAD.
▶ Theorem 6 (Jaggi [23]). Frank-Wolfe Algorithm 1 converges to the optimal solution of
1LAD with sublinear rate.
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Furthermore, as discussed in [23], concavity of f implies that at iteration t of AlP
(t)
(t)
gorithm 2, i,j gij (x̂ij − xij ) ≥ f (x ∗ ) − f (x (t) ), where x ∗ is the optimal solution. Therefore,
P
(t)
(t)
(t)
i,j gij (x̂ij − xij ) provides an upper bound on the optimality gap of iterate x , and we
may numerically assess convergence of the FW algorithm using
P
(t)
(t)
i,j gij (x̂ij − xij )
Gap =
.
(12)
|f (x (t) )|
Extension to other models. As in the cutting-plane method, Algorithm 2 may be extended
(t)
to other models. For 2LF, it suffices to compute the gradient gij as ∂x∂ij f (x (t) ) = uij /vi +
(t)

wij /vj . For 1SAD and 1NAD, however, while the general framework can be extended, since
the feasible region no longer defines a matching polyhedron, finding a new atom x̂ (t) is not
straightforward. Our primary computational experiments show that a naïve implementation
of Frank-Wolfe algorithm does not scale for large instances of these problems.

6

Computational Results

To assess the scalability of the proposed algorithms, we conducted extensive computational
experiments on instances of various difficulty levels for each matching market model. We
coded our algorithms in C# and solved the LPs using the ILOG Concert library and CPLEX
12.10 solver. All experiments were conducted on a Dell desktop equipped with Intel(R)
Xeon(R) CPU E5-2680 v3 at 2.50GHz with 8 Cores and 32 GB of memory running a 64-bit
Windows 10 operating system. We used the Dual Simplex method for solving the LPs in
Algorithm 1 by setting the RootAlgorithm parameter to Cplex.Algorithm.Dual. Although
the matching problems in Algorithm 2 can be solved by specialized algorithms, after primary
experiments, we found that using a general-purpose LP solver such as the Primal Simplex
method benefits from better warm-start mechanism making the overall implementation
simpler. We used the primal simplex method by setting the parameter RootAlgorithm to
Cplex.Algorithm.Primal. We terminated Algorithms 1 and 2 upon reaching either an
optimality gap of 10−7 , running time of 3600 seconds, or after 1000 iterations.

6.1

Computational Results for 1LAD, 1LF and 2LF

We start by presenting the results for matching market models with linear utility functions.
We performed computational experiments on 1LAD, 1LF and 2LF by producing random
utility matrices u (and w in 2LF) as follows. We considered two general scenarios: (a) binary,
in which the entries of matrices u and w were drawn from {0, 1}, and (b) nonbinary, in
which entries of matrices u and w were general integer values. In both scenarios, uij was
1 1 2
set to 0 with probability 1 − ρ, where ρ ∈ { 20
, 3 , 3 } represents the density of the utility
matrix. For the nonbinary case, positive values of uij were drawn uniformly from the set
{1, 2, . . . , 20}. In 1LAD, the parameters ci were uniformly chosen from the set { ū3 , ū4 , 0},
where ū = 14 maxij {uij } to ensure feasibility.
Tables 1, 2 and 3 present the computational results for models 1LAD, 1LF and 2LF,
respectively. In these tables, values under columns “Time”, “Gap” and “Iter.” represent the
running time (in seconds), optimality gap (as per equations (11) and (12)) and the number
of iterations, respectively. Each entry represents average value over 5 randomly generated
instances for each pair of n (number of agents/goods) and ρ (density of the utility matrices).
In these tables, whenever a column is missing, it means the corresponding values were 0
across all experiments.
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Table 1 Computational results for 1LAD.
nonbinary

binary
ρ

n
10
20
50
100
200
500
1000
2000

Time (CCP)

Time (FW)

Time (CCP)

Iter. (CCP)

Time (FW)

0.008
0.003
0.006
0.006
0.003
0.013
0.037
0.060
0.079
0.106
0.081
0.125
0.881
3.489
0.609
9.802
32.402
3.726
82.599
274.854

0.000
0.000
0.000
0.000
0.000
0.003
0.009
0.000
0.094
0.116
0.141
0.025
0.669
0.960
0.088
3.422
11.756
0.438
27.088
90.766

0.008
0.000
0.006
0.003
0.013
0.013
0.053
0.065
0.120
0.097
0.204
0.421
1.480
1.422
2.728
3.437
8.964
9.468
24.307
65.958

15.5
4.2
15.2
4.6
14.0
5.4
14.0
5.2
70.0
16.4
1.0
31.0
1.0
1.0
29.5
1.0
1.0
5.0
1.0
1.0

0.000
0.003
0.006
0.003
0.013
0.025
0.081
0.116
0.210
0.359
0.134
0.610
0.833
1.120
16.555
3.463
15.104
9.525
24.703
74.131

0.33
0.67
0.33
0.67
0.33
0.67
0.33
0.67
0.05
0.33
0.67
0.05
0.33
0.67
0.05
0.33
0.67
0.05
0.33
0.67

Iter. (FW)
3.0
1.6
7.8
2.2
3.2
2.2
6.6
8.6
11.2
6.0
1.0
7.5
1.0
1.0
11.0
1.0
1.0
11.0
1.0
1.0

Both CCP and FW are able to solve all the 1LAD and 1LF instances and the majority
of the 2LF instances to optimality within the given time/iteration limits. We observe that
even the largest instances of one-sided market models 1LAD and 1LF are solved in less
than two minutes, while instances of 2LF prove to be computationally more challenging;
still, the optimality gaps are negligible for large instances of 2LF. FW outperforms CCP in
larger instances in terms of computation time, particularly in 1LF and 1LAD, and the lower
computation time of FW suggests its capacity for handling even larger instances.
Table 2 Computational results for 1LF.
binary
CCP
n
10
20
50
100
200
500
1000
2000

nonbinary
FW

CCP

FW

ρ

Time

Iter.

Time

Iter.

Time

Iter.

Time

Iter.

0.33
0.67
0.33
0.67
0.33
0.67
0.33
0.67
0.05
0.33
0.67
0.05
0.33
0.67
0.05
0.33
0.67
0.05
0.33
0.67

0.008
0.003
0.009
0.003
0.012
0.025
0.056
0.078
0.083
0.136
0.278
0.149
0.755
2.849
0.562
5.843
16.917
4.196
38.568
143.406

28.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0

0.000
0.000
0.000
0.000
0.003
0.003
0.003
0.009
0.008
0.101
0.144
0.025
0.687
0.994
0.087
3.400
11.844
0.425
27.181
90.941

3.6
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0

0.000
0.000
0.006
0.003
0.009
0.012
0.069
0.125
1.352
1.753
0.422
0.397
1.354
1.380
5.961
3.844
9.250
14.500
27.557
73.198

15.0
3.2
13.6
4.4
14.6
8.4
18.6
17.0
67.2
26.2
1.0
29.0
1.0
1.0
49.5
1.0
1.0
7.0
1.0
1.0

0.027
0.000
0.012
0.003
0.022
0.013
0.094
0.106
0.218
0.267
0.410
0.758
0.844
1.120
11.633
3.568
15.208
12.103
24.630
73.724

205.3
3.6
69.0
4.8
36.6
11.0
16.8
16.6
84.2
17.0
1.0
21.5
1.0
1.0
18.5
1.0
1.0
15.5
1.0
1.0
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Table 3 Computational results for 2LF.
binary
CCP
n ρ
10 0.33
0.67
20 0.33
0.67
50 0.33
0.67
100 0.33
0.67
200 0.05
0.33
0.67
500 0.05
0.33
0.67
1000 0.05
0.33
0.67
2000 0.05
0.33
0.67

6.2

nonbinary
FW

Iter.

Time

Gap

CCP
Iter.

Time

Gap

FW

Time

Gap

Iter.

Time

Gap

Iter.

0.023
0.012
0.028
0.009
0.037
0.053
0.134
0.228
2501.869
0.275
0.303
3608.480
1.146
3.198
3616.122
7.692
22.061
3636.086
40.645
172.478

0.00%
1.0
0.070 0.00% 396.0
0.016 0.00%
38.3
0.151 0.02% 1001.0
0.00%
1.0
0.009 0.00%
1.0
0.009 0.00%
24.2
0.038 0.00% 348.6
0.00%
1.0
0.141 0.00% 684.0
0.041 0.00%
54.6
0.317 0.01% 939.8
0.00%
1.0
0.000 0.00%
1.0
0.022 0.00%
38.0
0.056 0.00% 175.8
0.00%
1.0
0.003 0.00%
3.0
0.350 0.00% 134.6
1.342 0.01% 622.8
0.00%
1.0
0.003 0.00%
1.0
0.078 0.00%
50.8
0.141 0.00% 120.6
0.00%
1.0
0.010 0.00%
1.0
1.381 0.00% 196.6
2.743 0.01% 348.0
0.00%
1.0
0.016 0.00%
1.0
0.265 0.00%
33.4
0.537 0.00%
37.6
0.02% 1000.0
57.796 0.07% 1000.0 224.755 0.00% 1000.0 257.177 0.04% 1000.0
0.00%
1.0
0.109 0.00%
1.0
6.143 0.00% 188.0
8.663 0.00% 148.8
0.00%
1.0
0.128 0.00%
1.0
1.573 0.00%
54.8
9.025 0.00%
38.0
0.00% 388.5 166.305 0.01% 1000.0 2638.611 0.00% 1000.0 1090.482 0.03% 1000.0
0.00%
1.0
0.797 0.00%
1.0
23.548 0.00% 150.0
17.095 0.00%
59.8
0.00%
1.0
1.625 0.00%
1.0
12.360 0.00%
66.0
39.471 0.00%
24.6
0.00% 262.0 773.132 0.11% 1000.0 3678.832 0.00% 656.0 3393.494 0.02% 913.0
0.00%
1.0
9.244 0.00%
1.0 153.357 0.00% 131.3 363.582 0.00%
37.0
0.00%
1.0
17.431 0.00%
1.0 105.834 0.00%
56.0 412.022 0.00%
20.2
0.00% 154.0 1781.018 0.06% 895.6 3608.648 0.00% 227.5 3617.831 0.08% 120.0
0.00%
1.0
68.122 0.00%
1.0 923.272 0.00% 109.0 2540.135 0.00%
26.7
0.00%
1.0 126.075 0.00%
1.0 811.562 0.00%
44.0 3384.356 0.00%
18.3

Computational Results for 1SAD and 1NAD

We generated random instance for 1SAD by constructing piece-wise linear concave utility
1
functions each with K segments of equal size K
. To ensure that the slopes of the segments
for each pair (i, j) (i.e., uijk ) are non-decreasing (i.e., uij1 > uij2 > · · · > uijK ), we first
generated K random values σijk uniformly drawn from the set {1, . . . , 20}, and then set
PK
uijk = l=k σijl . For compatibility of experiments, we scaled the uijk values such that
the area below the utility function is equal to 12 ṽ, where ṽ is uniformly drawn from the set
{1, . . . , 20}.
P
For 1NAD, we considered K hyperplanes of the form j∈G akij xij + bki for each i ∈ A,
and generated the coefficients akij by multiplying 23 with a value uniformly drawn from the
set {0, 1, . . . , 20}, and generated the intercept bki by multiplying 13 with a value uniformly
drawn from the set {0, 1, . . . , 20}. If bki > 0 for all k, then we randomly set one of them to 0.
Tables 4 and 5 present the computational results respectively for 1SAD and 1NAD across
different choices of n and K using CCP Algorithm 1. As expected, in both models, as K
increases the problems become more challenging, yet the CCP algorithm is able to find the
optimal solution or yield a small optimality gap in both cases. Interestingly, 1SAD instances
are significantly easier to solve than 1NAD instances, and CCP is able to solve all 1SAD
instances up to 2000 agents and 10 segments to optimality within less than 10 minutes. This
highlights the capacity of CCP for solving even larger instance of 1SAD.
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1.1

Introduction
Background and motivations

Matrix spaces
Let F be a field. We use M(ℓ × n, F) to denote the linear space of ℓ × n matrices over F,
and let M(n, F) := M(n × n, F). The general linear group of degree n over F is denoted by
GL(n, F). A subspace B of M(ℓ × n, F) is called a matrix space, denoted by B ≤ M(ℓ × n, F).
Given B1 , . . . , Bm ∈ M(n, F), ⟨B1 , . . . , Bm ⟩ is the linear span of the Bi ’s. In algorithms,
B ≤ M(n, F) is naturally represented by a linear basis B1 , . . . , Bm ∈ M(n, F).
Two major algorithmic problems about matrix spaces are as follows.
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The symbolic determinant identity testing problem
For B ≤ M(n, F), let mrk(B) be the maximum rank over all matrices in B. We say that B is
singular, if mrk(B) < n. To decide whether B is singular is known as the symbolic determinant
identity testing (SDIT) problem. The maximum rank problem for B then asks to compute
mrk(B). The complexity of SDIT depends on the underlying field F. When |F| = O(1), SDIT
is coNP-complete [3]. When |F| = Ω(n), by the polynomial identity testing lemma [23, 25],
SDIT admits a randomized efficient algorithm. To present a deterministic polynomial-time
algorithm for SDIT is a major open problem in computational complexity, as that would
imply strong circuit lower bounds by the seminal work of Kabanets and Impagliazzo[18].

The shrunk subspace problem
For B ≤ M(n, F) and U ≤ Fn , the image of U under B is B(U ) := {Bu : B ∈ B, u ∈ U }.
We say that U is a shrunk subspace of B, if dim(U ) > dim(B(U )). The problem of deciding
whether B admits a shrunk subspace is the shrunk subspace problem. The non-commutative
rank problem 1 [11, 16] asks to compute ncrk(B) := max{dim(U ) − dim(B(U )) : U ≤ Fn }.
That is, B admits a shrunk subspace if and only if its non-commutative rank is not full,
i.e. < n. This problem is known for its connections to invariant theory, linear algebra,
graph theory, and quantum information. Major progress in the past few years lead to
deterministic efficient algorithms for the shrunk subspace problem, one by Garg, Gurvits,
Oliveira, and Wigderson over fields of characteristic 0 [11], and the other by Ivanyos, Qiao,
and Subrahmanyam over any field [15, 16].

Motivations of our investigation
Note that if a matrix space admits a shrunk subspace, then it has to be singular. However,
there exist singular matrix spaces without shrunk subspaces. After settling the shrunk
subspace problem [11, 16], such matrix spaces form a bottleneck for further progress on
SDIT. Moreover, ideas from these works are not expected to directly generalize as it was
recently shown that the space of singular matrices cannot be seen as the null-cone of any
reductive group action [21]
Two classical examples of such subspaces are as follows [20].
▶ Example 1.
1. Let Λ(n, F) be the linear space of alternating matrices, namely matrices satisfying ∀v ∈ Fn ,
v t Av = 0.2 When n is odd, Λ(n, F) is singular, as every alternating matrix is of even
rank. Furthermore, it is easy to verify that Λ(n, F) does not admit shrunk subspaces.
2. Let C1 , . . . , Cn ∈ Λ(n, F), and let C ≤ M(n, F) consist of all the matrices of the form
[C1 v, C2 v, . . . , Cn v], over v ∈ Fn . As Ci ’s are alternating, we have
v t [C1 v, C2 v, . . . , Cn v] = [v t C1 v, v t C2 v, . . . , v t Cn v] = 0,
so C is singular. In [10], it is shown that when n = 4, certain choices of Ci ensure that C
does not have shrunk subspaces.

1
2

The name “non-commutative” rank comes from a natural connection between matrix spaces and symbolic
matrices over skew fields; see [11, 16] for details.
When F is of characteristic not 2, a matrix is alternating if and only if it is skew-symmetric.
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While there are further examples in [1, 6], the above two examples (and their certain
subspaces) have been studied most in theoretical computer science and combinatorics, such
as by Lovász [20] and Raz and Wigderson [22], due to their connections to matroids and
graph rigidity.
As far as we see from the above, examples of singular matrix spaces without shrunk
subspaces in the literature are sporadic. Therefore, it is desirable to discover more singular
matrix spaces without shrunk subspaces, hopefully in a more systematic way. This is the
main motivation of this present article.

Overview of our main results
Noting that the linear space of skew-symmetric matrices is closed under the commutator
bracket, we set out to study matrix Lie algebras. Our main results can be summarized as
follows.
First, we show that matrix Lie algebras over C gives rise to a family of singular matrix
spaces without shrunk subspaces. This result, partly inspired by [9], vastly generalizes
the linear spaces of skew-symmetric matrices.
Second, we present a deterministic polynomial-time algorithm to solve SDIT for matrix Lie
algebras over C. This algorithm heavily relies on the structural theory of, and algorithms
for, Lie algebras.
Third, we examine when matrix Lie algebras are of the form in Example 1 (2) as above,
giving representation-theoretic criteria for such matrix Lie algebras.
In the rest of this introduction, we detail our results.

1.2

Our results

Recall that B ≤ M(n, F) is a matrix Lie algebra, if B is closed under the commutator bracket,
i.e. for any A, B ∈ B, [A, B] := AB − BA ∈ B.
We have striven to make this introduction as self-contained as possible. In an effort to
make this article accessible to wider audience, we summarize notions and results on Lie
algebras and representations relevant to this paper in Appendices A, B, and C.

Two results and a message
We first study shrunk subspaces of matrix Lie algebras over C. To state our results, we need
the following notions.
Given a matrix space B ≤ M(n, F), U ≤ Fn is an invariant subspace of B, if for any
B ∈ B, B(U ) ⊆ U . We say that B is irreducible, if the only invariant subspaces of B are
0 and Fn . The above notions naturally apply to matrix Lie algebras. The matrix space
B = 0 ≤ M(1, F) is called the trivial irreducible matrix Lie algebra.
In general, let B ≤ M(n, F) be a matrix Lie algebra. Then there exists A ∈ GL(n, F),
such that A−1 BA is of block upper-triangular form, and each block on the diagonal defines
an irreducible matrix Lie algebra, called a composition factor of B. Such an A defines a
chain of subspaces, called a composition series of the matrix Lie algebra B. By the JordanHölder theorem, the isomorphic types of the composition factors are the same for different
composition series.
We then have the following criteria for the existence of shrunk subspaces of matrix Lie
algebras over C.
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▶ Theorem 2. Let B ≤ M(n, C) be a non-trivial irreducible matrix Lie algebra. Then B does
not have a shrunk subspace.
Let B ≤ M(n, C) be a matrix Lie algebra. Then B has a shrunk subspace, if and only if
one of its composition factors is the trivial matrix Lie algebra.
The proof of Theorem 2 for the irreducible case makes use of the connection of Lie algebras
and Lie groups as summarized in Appendix B. Going from the irreducible to the general case,
we prove some basic properties of shrunk subspaces which may be of independent interest in
Section 2.
After we proved Theorem 2, we learnt that Derksen and Makam independently proved it
using a different approach via representation theory of Lie algebras [7].
We then present a deterministic polynomial-time algorithm to solve SDIT for matrix Lie
algebras over C. Our model of computation over C will be explained in Section 4.
▶ Theorem 3. Let B ≤ M(n, C) be a matrix Lie algebra. Then there is a deterministic
polynomial-time algorithm to solve the symbolic determinant identity testing problem for B.
We believe that the strategy for the algorithm in Theorem 3 is interesting. It rests on the
key observation that the maximum rank of B is equal to the maximum rank of a Cartan
subalgebra of B. (We collect the notions and results on Cartan algebras relevant to this
paper in Appendix C.) We then resort to the algorithm computing a Cartan subalgebra by de
Graaf, Ivanyos and Rónyai [5] to get one. As Cartan subalgebras are upper-triangularisable,
an SDIT algorithm can be devised easily.
Theorems 2 and 3 together bring out the main message in this paper : we identify nontrivial irreducible matrix Lie algebras over C as an interesting families of matrix spaces,
as (1) they do not admit shrunk subspaces, and (2) SDIT for such spaces can be solved in
deterministic polynomial time.
To see that matrix Lie algebras do form an interesting family for the maximum rank
problem, we list some examples.
▶ Example 4.
1. Note that Λ(n, F) is closed under the commutator bracket. Indeed, Λ(n, F) together with
the commutator bracket is well-known as the orthogonal Lie algebra, and it is easy to see
that it is irreducible.
2. Representations of abstract Lie algebras give rise to matrix Lie algebras. For example,
let sl(n, C) be the special linear Lie algebra, i.e, the Lie algebra of all n × n complex
matrices with trace 0. Let Ei,j be the elementary matrix with the only non-zero entry
being 1 in the (i, j)th entry. A linear basis of sl(n, C) consists of Ei,j , i =
̸ j. Consider
for any fixed d, the vector space V spanned by all degree dn monomials in the variables
e
∂(x 1 ···xen )
{x1 , · · · , xn }. Then, the representation is defined as ρ(Eij )(xe11 · · · xenn ) = xi 1∂xj n .

This gives rise to an irreducible matrix Lie algebra in M( dn+n−1
, C).
n−1
One may wonder whether irreducible matrix Lie algebras encompass singular and nonsingular matrix spaces. To see this, note that Λ(n, F) (as defined in Example 4) can be
singular (for odd n) or non-singular (for even n). In fact, there is a representation-theoretic
explanation for the maximum rank of certain irreducible matrix Lie algebras via weight
spaces (Fact 34) as already observed by Draisma [8], from which it is evident that irreducible
matrix Lie algebras can be singular or non-singular.
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Other singularity witnesses and matrix Lie algebras
After Theorem 2 and 3, we study further properties of matrix Lie algebras related to
singularity as follows. Let B = ⟨B1 , . . . , Bm ⟩ ≤ M(n, F) be a matrix space. Let x1 , . . . , xm
be a set of commutative variables. Then B = x1 B1 + · · · + xm Bm is a matrix of linear forms
in xi ’s. When F is large enough, the singularity of B is equivalent to that of B over the
function field. Viewing B as a matrix over the rational function field F(x1 , . . . , xn ), its kernel
is spanned by vectors whose entries are polynomials. Let v ∈ F[x1 , . . . , xm ]n be in ker(B).
By splitting v according to degrees if necessary, we can assume that v is homogeneous, i.e.
each component of v is homogeneous of degree d.
We are interested in those vectors in the kernel whose entries are linear forms. This is
also partly motivated by understanding witnesses for singularity of matrix spaces, as by
[18], putting SDIT in NP ∩ coNP already implies strong circuit lower bounds. Suppose B
admits v ∈ ker(B) whose components are homogeneous degree-d polynomials. Then, ignoring
bit complexities, v is a singularity witness of B of size O(md × n), and the existence of a
certificate of degree d can be checked and found in time O(md × n), by writing a linear
system in O(md × n) variables.
Let v1 , . . . , vm ∈ Fn , and v = x1 v1 + · · · + xm vm be a vector of linear forms. We say
that v is a (left homogeneous) linear kernel vector of B, if each entry of v t B is the zero
polynomial. Similarly, v is a right homogeneous linear kernel vector, if each entry of Bv is
the zero polynomial.
Clearly, whether such a nonzero v exists does not depend on the choice of bases. Indeed,
we can give a basis-free definition of a linear kernel vector for a matrix space B ≤ M(n, F) as
a non-zero linear map ψ : B → Fn such that for each A, ψ(A)t A = 0.
Matrix spaces with linear kernel vectors have appeared in papers by Lovász [20] and Raz
and Wigderson [22]. To see this, note that matrix spaces with linear kernel vectors can be
constructed from alternating matrices as exhibited in Example 1 (2).
One approach for Lie algebras to yield matrix spaces with linear kernel vectors is through
adjoint representations.
Recall that, given a Lie algebra [−, −] : g × g → g, the adjoint representation of g is
ad : g → gl(g) defined as adx (y) = [x, y] for x, y ∈ g. The image of ad is a matrix space
A ≤ M(d, F) where d = dim(g). As the Lie bracket [, ] is alternating, A admits a linear
kernel vector by the construction in Example 1 (2).
Our next theorem characterizes Lie algebra representations with linear kernel vectors.
(We collect some basic notions of Lie algebra representations relevant to this paper in
Appendix A.) Since we are concerned with matrix spaces which are images of Lie algebra
representations, i.e. B = ρ(g) where ρ is a representation of the Lie algebra g, we can assume
without generality that ρ is faithful.
▶ Theorem 5. Let B be the image of a faithful irreducible representation ϕ of a semisimple
Lie algebra g over algebraically closed fields of characteristic not 2 or 3. Then B admits
a linear kernel vector if and only if B is trivial, or g is simple and ϕ is isomorphic to the
adjoint representation.

1.3

Open questions

Several questions can be asked after this work. First, can we identify more families of singular
matrix spaces without shrunk subspaces? Second, our algorithm for SDIT of matrix Lie
algebras heavily relies on the structure theory of Lie algebras and works over C. It will
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be interesting to devise an alternative algorithm that is of a different nature, and works
for matrix Lie algebras over fields of positive characteristics. Third, characterize those
representations of non-semisimple Lie algebras with linear kernel vectors.

The structure of the paper
In Section 2 we prove some results on shrunk subspaces that will be useful to prove Theorem 2.
In Section 3 we prove Theorem 2. In Section 4 we prove Theorem 3. In Section 5 we prove
Theorem 5.

2

On shrunk subspaces of matrix spaces

In this section we present some basic results and properties regarding shrunk subspaces and
non-commutative ranks of matrix spaces.

2.1

Canonical shrunk subspaces

Let B ≤ M(n, F). For a subspace U of Fn define sdB (U ) as the difference dim(U )−dim(B(U )).
Thus sdB (U ) is positive for a shrunk subspace U and negative if B expands U . We then have
the following.
▶ Lemma 6. The function sdB is supermodular. More specifically, if U1 and U2 are two
subspaces of Fn , then,
sdB (U1 ∩ U2 ) + sdB (⟨U1 ∪ U2 ⟩) ≥ sdB (U1 ) + sdB (U2 ).

(1)

Proof. By modularity of the dimension, we have
dim(U1 ∩ U2 ) + dim(⟨U1 ∪ U2 ⟩) = dim(U1 ) + dim(U2 )
and
dim(B(U1 ) ∩ B(U2 )) + dim(⟨B(U1 ) ∪ B(U2 )⟩) = dim(B(U1 )) + dim(B(U2 )).
The second equality, using also that B(⟨U1 ∪ U2 ⟩) = ⟨B(U1 ) ∪ B(U2 )⟩ and B(U1 ∩ U2 ) ≤
B(U1 ) ∩ B(U2 ), gives,
dim(B(U1 ∩ U2 )) + dim(B(⟨U1 ∪ U2 ⟩)) ≤ dim(B(U1 )) + dim(B(U2 )).
Subtracting the last inequality from the first equality gives (1).

◀

▶ Proposition 7. Let B ≤ M(n, F). Suppose ncrk(B) = n − c for c > 0. Then there exists
a unique subspace U ≤ Fn of the smallest dimension satisfying dim(U ) − dim(B(U )) = c,
and there exists a unique subspace U ′ ≤ Fn of the largest dimension such that dim(U ′ ) −
dim(B(U ′ )) = c.
Proof. We use the supermodular function sdB defined in Lemma 6. Let U1 and U2 be
subspaces with sdB (Ui ) = c. Then Lemma 6 gives sdB (U1 ∩ U2 ) + sdB (⟨U1 ∪ U2 ⟩) ≥ 2c.
On the other hand, by the definition of the noncommutative rank, sdB (U1 ∩ U2 ) ≤ c and
sdB (⟨U1 ∪ U2 ⟩) ≤ c. It follows that all the three inequalities are in fact equalities. Thus
the intersection as well as the span of all the subspaces U with sdB (U ) = c also have this
property.
◀
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By Proposition 7, in the case ncrk(B) = n − c for c > 0, we shall refer to the subspace U
of the smallest dimension satisfying dim(U ) − dim(B(U )) = c as the (lower) canonical shrunk
subspace. The algorithm from [15, 16] actually computes the canonical shrunk subspace.
A natural group action on matrix spaces is as follows. Let G = GL(n, F) × GL(n, F).
Then (A, C) ∈ G sends B ≤ M(n, F) to ABC −1 = {ABC −1 : B ∈ B}. The stabilizer group
of this action on B is denoted as Stab(B) = {(A, C) ∈ G : ABC −1 = B}. We then have the
following proposition.
▶ Proposition 8. Let B ≤ M(n, F). Suppose ncrk(B) = n − c3 for c > 0. Then for
∀(A, C) ∈ Stab(B), the canonical shrunk subspace U is invariant under C, i.e., C(U ) = U .
Proof. From the definition of Stab(B), we have ABC −1 = B and thus, AB = BC. Consider
the subspace A(U ). Then, B(C(U )) = (BC)(U ) = (AB)(U ) = A(B(U )). Since A, C ∈
GL(n, F), dim(C(U )) = dim(U ) and dim(A(B(U ))) = dim(B(U )). It follows that C(U ) is
also a c-shrunk subspace of the same dimension as U . We then conclude that C(U ) = U by
Proposition 7.
◀

2.2

Shrunk subspaces of block upper-triangular matrix spaces

Consider the following situation. Suppose B ≤ M(n, F) satisfies that any B ∈ B is in the
block upper-triangular form, i.e.


C1 D1,2 . . . D1,d
0
C2 . . . D2,d 


B= .
..
..  ,
..
 ..
.
.
. 
0

0

...

Cd

where Ci is of size ni × ni . Let
Ci = ⟨Ci ∈ M(ni , F) : Ci appears as the ith diagonal block of some B ∈ B⟩.
▶ Lemma 9. Let B ≤ M(n, F), and let V ≤ Fn such that B(V ) ≤ V . If there exists a shrunk
subspace for B, then there also exist one which is either included in V or contains V .
Proof. Assume that V itself is not a shrunk subspace. Then B(V ) = V . Let U be a shrunk
subspace of B. By Lemma 6, we have sdB (V ∩ U ) + sdB (⟨V ∪ U ⟩) ≥ sdB (V ) + sdB (U ) =
0 + sdB (U ) > 0. Thus either sdB (V ∩ U ) or sdB (⟨V ∪ U ⟩) must be positive.
◀
The following proposition characterizes the existence of shrunk subspaces in block uppertriangular matrix spaces.
▶ Proposition 10. Let B ≤ M(n, F) and Ci ≤ M(ni , F), i ∈ [d], as above. Then B has a
shrunk subspace if and only if there exists i ∈ [d] such that Ci has a shrunk subspace.
Proof. The if direction can be verified easily. For the only if direction, we induct on d. When
d = 1, this is clear. Suppose this holds for d < k. Consider d = k, and suppose B admits
a shrunk subspace. Let V ≤ Fn be the subspace spanned by those standard basis vectors
en1 +1 , en1 +2 , . . . , en . We then have two cases.
1. There exists a shrunk subspace W ≤ V . In this case, by the induction hypothesis, there
exists i ∈ {2, . . . , n} such that Ci has a shrunk subspace.
3

Recall that ncrk(B) := max{dim(U ) − dim(B(U )) : U ≤ Fn }.
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2. There are no shrunk subspaces W ≤ V . Then by Lemma 9, there exists a shrunk subspace
W such that W > V . Then by considering W/V , we obtain a shrunk subspace for C1 .
This concludes the proof of Proposition 10.
◀

3

Shrunk subspaces of matrix Lie algebras over C

In this section, we will give a characterization of those matrix Lie algebras over C with
shrunk subspaces, proving Theorem 2. The main reason for working over C is to make use of
the connections between Lie algebras and Lie groups as described in Appendix B.
We will first give such a characterization for irreducible matrix Lie algebras. The general
case then follows by combining this with the results in Section 2.2.
The key to understanding the irreducible case lies in the following lemma; for notions
such as matrix exponentiation and derivation, cf. Appendix B.
▶ Lemma 11 ([12, Proposition 4.5 (1)]). Let B ≤ M(n, C) be an irreducible matrix Lie algebra.
Let W ≤ Cn and M ∈ B. If etM (W ) ≤ W for all t ∈ R, then M (W ) ≤ W .
Proof. Take any w ∈ W . Note that
hM
−etM
limh→t e h−t
. So
ehM (w)−w
t ∈ R,
lies
h

d(etM )
dt (w)

at t = 0, we have M (w) =

= (M etM )(w) = M (etM (w)), and
hM
limh→0 e (w)−w
.
h

Since e

tM

in W for any h, and so does the limit which is M (w).

d(etM )
dt

=

(w) ∈ W for all
◀

We will also need the following result.
▶ Lemma 12. Given a matrix Lie algebra B ≤ M(n, C), we have that ∀t ∈ R and M ∈ B,
etM Be−tM = B.
Proof. By the connection between Lie groups and Lie algebras (cf. Theorem 25), there
exists some Lie group G whose associated Lie algebra is B. This implies that for any M ∈ B,
etM ∈ G. Then by the fact that the conjugation of g ∈ G stabilizes B (cf. Theorem 26), we
have etM Be−tM = B.
◀
We are now ready to prove Theorem 2.
▶ Theorem 2. Let B ≤ M(n, C) be a non-trivial irreducible matrix Lie algebra. Then B does
not have a shrunk subspace.
Let B ≤ M(n, C) be a matrix Lie algebra. Then B has a shrunk subspace, if and only if
one of its composition factors is the trivial matrix Lie algebra.
Proof. We first handle the irreducible case.
For the sake of contradiction, suppose B has a shrunk subspace. Then let V = Cn , and
let U ≤ V be the canonical shrunk subspace of B. By Lemma 12, for any M ∈ B, we have
that (etM , etM ) ∈ Stab(B). By Proposition 8, U is invariant under etM . By Lemma 11, U is
an invariant subspace of B.
Since B is irreducible as a matrix Lie algebra, the only invariant subspaces are 0 and V .
Since U is a shrunk subspace, it cannot be 0. If U = V , then B(V ) is a proper subspace of V .
If B(V ) is non-zero, then B(B(V )) ≤ B(V ). This implies that B(V ) is a proper and non-zero
invariant subspace of B, which is impossible as B is irreducible. It follows that U = V and
B(V ) = 0. In this case, V must be of dimension 1, as any non-zero proper subspace of V is
an invariant subspace. It follows that B has to be the trivial matrix Lie algebra. We then
arrive at the desired contradiction.
The general case follows from the irreducible case as shown above, and Proposition 10. ◀
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SDIT for matrix Lie algebras over C

In this section, we present a deterministic polynomial-time algorithm that solves SDIT for
matrix Lie algebras over C, proving Theorem 3.
The basic idea is to realize that B is singular if and only if every Cartan subalgebra of B
is singular. Furthermore, a Cartan subalgebra is nilpotent, so in particular it is solvable. It
follows, by Lie’s theorem (Theorem 28), that a Cartan subalgebra of a matrix Lie algebra is
upper-triangularisable by the conjugation action. A key task here is to compute a Cartan
subalgebra of B. This problem has been solved by de Graaf, Ivanyos, and Rónyai in [5].

Computation model over C
We adopt the following computation model over C, in consistent with that in [5]. That is,
we assume the input matrices are over a number field E. Therefore E is a finite-dimensional
algebra over Q. If dimQ (E) = d, then E is the extension of F by a single generating element
α, so E can be represented by the minimal polynomial of α over F, together with an isolating
rectangle for α in the case of C.

4.1

Cartan subalgebras

We collect notions and results on Cartan subalgebras useful to us in Appendix C. Here, we
recall the following. Let g be a Lie algebra. A subalgebra h ⊆ g is a Cartan subalgebra, if it
is nilpotent and self-normalizing.
In [5], de Graaf, Ivanyos, and Rónyai studied the problem of computing Cartan subalgebras.
We state the following version of their main result in our context as follows. For a more
precise statement, see Theorem 30.
▶ Theorem 13 ([5, Theorem 5.8]). Let B ≤ M(n, C) be a matrix Lie algebra. Then there
exists a deterministic polynomial-time algorithm that computes a linear basis of a Cartan
subalgebra A of B.

4.1.1

Maximum ranks of Cartan subalgebras

The key lemma that supports our algorithm is the following.
▶ Lemma 14. Let B ≤ M(n, C) be a matrix Lie algebra. Let A ≤ B be a Cartan subalgebra.
Then, mrk(B) = mrk(A).
Proof. We shall utilise two results about Cartan subalgebras; for details see Appendix C.
First, let g be a Lie algebra over a large enough field. Then there exists a set of
generic4 elements R ⊆ g, such that for any x ∈ R, the Fitting null component of adx ,
F0 (adx ) = {y ∈ g : ∃m > 0, adm
x (y) = 0}, is a Cartan subalgebra. For a precise statement,
see Theorem 29.
Second, let B be a matrix Lie algebra over C. Then for any two Cartan subalgebras A,
A′ of B, they are conjugate, namely there exists T ∈ GL(n, C) such that T AT −1 = A′ . For
a precise statement, see Theorem 27.
By the first result, in particular by the fact that elements in R are generic, there exists a
matrix C ∈ B of rank mrk(B), such that C := F0 (adC ) is a Cartan subalgebra. Noting that
C ∈ C, mrk(C) = mrk(B). By the second result, for any Cartan subalgebra A of B, A and C
are conjugate, which implies that mrk(A) = mrk(C) = mrk(B).
◀
4

This means that after identifying g with Fdim(g) , these elements form a Zariski open set.
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4.2

Upper-triangularisable matrix spaces

Let B ≤ M(n, F). We say that B is upper-triangularisable, if there exists S, T ∈ GL(n, F),
such that for any B ∈ B, SBT is upper-triangular. Upper-triangularisable matrix spaces
are of interest to us, because solvable matrix Lie algebras can be made simultaneously
upper-triangular via conjugation by Lie’s theorem (Theorem 28).
If a matrix space is upper-triangularisable, then we can decide if B is singular in a
black-box fashion, as its singularity is completely determined by the diagonals of the resulting
upper-triangular matrix space. The following lemma is well-known and we include a proof
for completeness.
▶ Lemma 15. Let n, k ∈ N. Let F be a field such that |F| > (k − 1)n. There exists a
deterministic algorithm that outputs in time poly(n, k) a set H ⊆ Fk , such that any non-zero
k-variate degree-n polynomial, which is a product of linear forms, evaluates to a non-zero
value on at least one point in H.
Proof. Let ℓ1 , . . . , ℓn be n non-zero linear forms in k variables. We can also identify them
as vectors in Fk by taking their coefficients. Fix a subset S ⊆ F of size (k − 1)n + 1. Let
H = {(1, α, · · · , αk−1 ) | α ∈ S}. This is clearly a set of size (k − 1)n + 1.
We claim that any non-zero linear form ℓi vanishes on at most k − 1 points in H. This
is because if it vanishes on k points, we have Aℓi = 0 where A is the Vandermonde matrix
corresponding to those k points. This is impossible because the Vandermonde matrix is
invertible and ℓi is non-zero.
It follows that there is at least one point in H such that every ℓi has a non-zero evaluation
at this point. This concludes the proof.
◀

4.3

The algorithm

Given the above preparation, we present the following algorithm for computing the commutative rank of a matrix Lie algebra.
Input: B = ⟨B1 , . . . , Bm ⟩ ≤ M(n, C), such that B is a matrix Lie algebra.
Output: “Singular” if B is singular, and “Non-singular” otherwise.
Algorithm: 1. Use Theorem 13 to obtain C = ⟨C1 , . . . , Ck ⟩ ≤ B, such that C is a Cartan
subalgebra of B.
2. Use Lemma 15 to obtain H ⊆ Ck , |H| = (k − 1)n + 1.
P
3. For any (α1 , . . . , αk ) ∈ H, if i∈[k] αi Ci is non-singular, return “Non-singular”.
4. Return “Singular”.
The above algorithm clearly runs in polynomial time. The correctness of the above
algorithm follows from Lemmas Lemmas 14 and 15, as well as Lie’s theorem on solvable Lie
algebras (Theorem 28). This concludes the proof of Theorem 3.
▶ Remark 16. We do not solve the maximum rank problem for matrix Lie algebras in general.
While the maximum rank problem for matrix Lie algebras reduces to the maximum rank
problem for upper-triangularisable matrix spaces through Cartan subalgebras, to compute the
maximum rank for the latter deterministically seems difficult. This is because the maximum
rank problem for upper-triangularisable matrix spaces is as difficult as the general SDIT
problem, an observation already in [14].
There is one case where we do solve the maximum rank problem, that is, when the matrix
Lie algebra over C is semisimple. In this case, Cartan subalgebras are diagonalizable [13,
Theorem in Chapter 6.4]. Therefore, in the above algorithm we can output the maximum
P
rank over i∈[k] αi Ci where (α1 , . . . , αk ) ∈ H as the maximum rank of B.
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Linear kernel vectors of matrix Lie algebras

The goal of this section is to study existence of linear kernel vectors for matrix spaces arising
from representations of Lie algebras.
Let g be a Lie algebra and (ρ, V ) be a representation of g, where V ∼
= Fn . Let B = ρ(g) ≤
M(n, F).
First, note that B admits a common kernel vector5 if and only if (ρ, V ) has a trivial
subrepresentation. We view this as a degenerate case, so in the following we shall mainly
consider representations without trivial subrepresentations.
By the basis-free definition of linear kernel vectors in Section 1.2, B = ρ(g) has a linear
kernel vector if we have a linear map β : ρ(g) → V such that ρ(x)β(ρ(x)) = 0. For our
purposes, it will be more convenient to work with a map from g itself to V . This leads us to
define that for a representation (ρ, V ), the linear map ψ : g → V is a linear kernel vector if
ρ(x)ψ(x) = 0

(2)

for every x ∈ g. We further assume that ψ is not identically zero.
▶ Remark 17. The definition of linear kernel vectors above is a generalization that allows
for possibly more linear kernel vectors. This is because a linear kernel vector β yields a
generalized one by taking ψ = β ◦ ρ. However, when ρ is not injective, we can have many
more generalized maps. For example, for a trivial representation (0, V ), β has to be 0 but
any linear map from g to V is a generalized linear kernel vector.
Applying Equation (2) to x, y and x + y one obtains for every x, y ∈ g,
ρ(x)ψ(y) + ρ(y)ψ(x) = 0

(3)

Since [x, x] = 0 for the adjoint representation, the identity map of g and its scalar
multiples are generalized linear kernel vectors.
Assume that ψ : g → V is a linear kernel vector for (ρ, V ). Let (ρ′ , V ′ ) be another
representation of g. Then, if ϕ : V → V ′ is a non-zero linear map such that ϕ ◦ ρ = ρ′ ◦ ϕ
(that is, ϕ is a homomorphism between the two representations) then ϕ ◦ ψ is a linear kernel
vector for (ρ′ , V ′ ). Indeed, ρ′ (x)ϕ(ψ(x)) = ϕ(ρ(x)(ψ(x)) = ϕ(0) = 0.
Our aim is to show that for many of Lie algebras g, unless the representation (ρ, V )
includes a trivial subrepresentation, every linear kernel vector ψ : g → V can be obtained as
the composition of the adjoint representation and a homomorphism.
▶ Theorem 18. Let g be a semisimple Lie algebra g over an algebraically closed field F of
characteristic not 2 or 3. Assume that that the trivial representation is not a subrepresentation
of the representation (ρ, V ) of g. Then any linear kernel vector ψ defines a homomorphism
ψ : (ad, g) → (ρ, V ) i.e., for every x, y ∈ g,
ψ([x, y]) − ρ(x)ψ(y) = 0.

(4)

We defer the proof of Theorem 18 in Section 5.1. We now derive a corollary of Theorem 18
and use it to prove Theorem 5.
▶ Corollary 19. Let g, (ρ, V ) satisfy the condition in Theorem 18. Then, (ρ, V ) ∼
= ⊕i (ad, gi )⊕
(ρ′ , V ′ ) where gi are not necessarily disjoint or distinct quotient algebras of g, and (ρ′ , V ′ )
has no linear kernel vectors.
5

That is v ∈ Fn such that for any B ∈ B, Bv = 0.
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Proof. Let ψ be a linear kernel vector (ρ, V ). Let V1 = im(ψ) ∼
= g/ ker ψ =: g1 . Then
V1 is invariant under ρ as for any x ∈ g, ψ(y) ∈ V1 , ρ(x)ψ(y) = ψ([x, y]) ∈ V1 . Therefore,
(ρ, V ) ∼
= (ad, g1 ) ⊕ (ρ′ , V ′ ) by the semisimplicity of g. We can then repeat till we no longer
have linear kernel vectors.
◀
▶ Theorem 5. Let B be the image of a faithful irreducible representation ϕ of a semisimple
Lie algebra g over algebraically closed fields of characteristic not 2 or 3. Then B admits
a linear kernel vector if and only if B is trivial, or g is simple and ϕ is isomorphic to the
adjoint representation.
Proof. When B is trivial it clearly has a linear vector kernel. So assume it is not. Applying
Corollary 19 in the case of ρ being irreducible, we get (ρ, V ) ∼
= (ad, g′ ) for some quotient
′
algebra g of g. Since ρ is faithful, we must have g = gi . By definition, subrepresentations
of the adjoint representation are the same as ideals. Thus irreducibility of the adjoint
representation implies that g is simple.
◀
▶ Remark 20.
1. Theorem 18 and Theorem 5 also hold over sufficiently large perfect fields as a semisimple
Lie algebra over a perfect field remains semisimple over the algebraic closure of such
fields. However, passing over to the closure need not preserve semisimplicity in general
and thus, the current proof of Theorem 24 does not work for any sufficiently large field.
2. Initially we proved a fact equivalent to (Equation (4)) for irreducible representations
of classical Lie algebras using Chevalley bases. In an attempt to simplify the proof by
reducing to certain subalgebras and taking trivial subrepresentations into account, we
discovered relevance of equalities (5) and (6) below. We include the previous proof in
Appendix E, as some ideas and techniques there may be useful for future references.

5.1

Proof of Theorem 18

To prove Theorem 18, we need the following preparations.
▶ Proposition 21. Let ψ : g → V be a linear kernel vector for the representation (ρ, V ) of a
Lie algebra g. Then,

ρ(x) ψ([x, y]) − ρ(x)ψ(y) = 0
(5)
and

ρ(y) ψ([x, y]) − ρ(x)ψ(y) = 0

(6)

Consequently, the difference ψ([x, y]) − ρ(x)ψ(y) is annihilated by ρ(z) for every element z
of the Lie subalgebra of g generated by x and y.
Proof.
ρ(x)ψ([x, y]) = −ρ([x, y])ψ(x)
= −ρ(x)ρ(y)ψ(x) + ρ(y)ρ(x)ψ(x)
= −ρ(x)ρ(y)ψ(x)
= ρ(x)ρ(x)ψ(y)

Applying (3) to [x, y], x
(ρ, V ) is a representation
Applying (2) to x
Applying (3) to x, y

Similarly (Equation (6)) follows because
ρ(y)ψ([x, y]) = −ρ([x, y])ψ(y) = −ρ(x)ρ(y)ψ(y) + ρ(y)ρ(x)ψ(y) = ρ(y)ρ(x)ψ(y).

◀

G. Ivanyos, T. Mittal, and Y. Qiao

87:13

The following statement follows from standard density arguments but we provide a proof
in Appendix D.
▶ Proposition 22 (Proposition 31). Let g be an m-dimensional Lie algebra over a large
enough field F, such that there exist two elements x0 , y0 ∈ F that generate g. Then there
are elements xi , yi ∈ g, (i = 1, . . . , m2 ) such that xi and yi generate g for every i and that
xi ⊗ yi span g ⊗ g.
The following lemma is a major step to prove Theorem 18.
▶ Lemma 23. Let ψ : g → V be a linear kernel vector for the representation (ρ, V ) of a Lie
algebra g over a large enough field F. Suppose g can be generated by two elements, and the
trivial representation is not a subrepresentation of the representation (ρ, V ) of g. Then for
every x, y ∈ g,
ψ([x, y]) − ρ(x)ψ(y) = 0.
Proof. By standard arguments, it is sufficient to prove the theorem for the special case
when F is algebraically closed. We assume that. By Proposition 22, we have {(xi , yi )}
that each generate g as a Lie algebra and collectively linearly span g ⊗ g. For each i, by
Proposition 21, ρ(z) ψ([xi , yi ])−ρ(xi )ψ(yi ) = 0 for every z ∈ g. This equality is trilinear and
therefore it holds for every z ⊗ x ⊗ y for (z, x, y) ∈ g × (spani {(xi ⊗ yi )}). By Proposition 22,
spani {(xi ⊗ yi )} = g ⊗ g and thus, ρ(z) ψ([x, y]) − ρ(x)ψ(y) is identically zero on g⊗3 . Now
for every fixed (x, y) the vector ψ([x, y]) − ρ(x)ψ(y) is annihilated by all of ρ(g). It follows
that the vector must be zero, as otherwise it would span a trivial subrepresentation.
◀
To deduce Theorem 18 from Lemma 23, we need a result for the number of generators of
certain Lie algebras. We recall some classical results on this topic. First, Kuranishi gave a
simple proof that over characteristic 0, there exists two elements that generate any semisimple
Lie algebra [19, Thm. 6]. The proof of the statement works directly in positive characteristic
(> 3) for sum of classical simple lie algebras, i.e. those obtained from a Chevalley basis. This
was extended in [2] to other kinds of simple Lie algebras over positive characteristic (> 3).
This can be extended to the semisimple case based on a density argument which is standard.
However, we couldn’t find a reference for this, so we include a proof in Appendix D (see
Lemma 32).
▶ Theorem 24 ([19, 2]+ Lemma 32). Let g be a semisimple Lie algebra g over an algebraically
closed field F of characteristic not 2 or 3. Then g can be generated by two elements.
Theorem 18 follows from Lemma 23 and Theorem 24.

◀
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Basic notions for Lie algebras and its representations

A Lie algebra is vector space g with an alternating bilinear map, called a Lie bracket, [−, −] :
g × g → g that satisfies the Jacobi identity ∀x, y, z ∈ g, [x, [y, z]] + [z, [x, y]] + [y, [z, x]] = 0.
A subalgebra of a Lie algebra g is a vector subspace which is closed under the Lie bracket.
Given two Lie algebras g and h, a Lie algebra homomorphism is a linear map respecting
the Lie bracket, i.e., a linear map ϕ : g → h such that ϕ([a, b]) = [ϕ(a), ϕ(b)].
Given a vector space V , we use gl(V ) to denote the Lie algebra, which consists of linear
endomorphisms of V with the Lie bracket [A, B] = AB − BA for A, B ∈ gl(V ).
A representation of a Lie algebra g is a Lie algebra homomorphism ϕ : g → gl(V ) for
some vector space V . A subspace U ≤ V is invariant under ϕ, if for any a ∈ g, ϕ(a)(U ) = U .
We say that ϕ is irreducible, if the only invariant subspaces under ϕ are the zero space and
the full space. We say that ϕ is completely reducible, if there exists a proper direct sum
decomposition of V = V1 ⊕ · · · ⊕ Vc , such that each Vi is invariant under ϕ.
A representation ϕ : g → gl(V ) is trivial, if ϕ(x) = 0 ∈ gl(V ) for any x ∈ g. In this
case, when V is of dimension 1, ϕ is the trivial irreducible representation. The adjoint
representation of g, ad : g → gl(g) is defined as adx (y) = [x, y] for x, y ∈ g.
Suppose V is of dimension n over a field F. After fixing a basis of V , gl(V ) can be
identified as M(n, F). Then the image of a Lie algebra representation ϕ is a matrix subspace
B ≤ M(n, F) that is closed under the natural Lie bracket [A, B] = AB − BA for A, B ∈ B.

B

Correspondences between Lie algebras and Lie groups

Lie algebras are closely related to Lie groups. In the case of finite dimensional complex and
real Lie algebras, there is a tight correspondence. Since matrix Lie algebras are the main
object of study in this article, we only need results for matrix Lie algebras and matrix Lie
groups, and not the most general definitions. In the following, we present some basic facts
about the correspondence between Lie algebras and Lie groups in the matrix setting.
We follow [12] for the definitions and some basic results about matrix Lie groups and Lie
algebras over C that we will use later.
A matrix Lie group is a subgroup G of GL(n, C) with the property that if (Am )m∈N is
any sequence of matrices in G, and Am converges to some matrix A, then either A is in G or
A is non-invertible.
P∞
i
For X ∈ M(n, C), define the exponential by the usual power series, that is, eX = i=0 Xi! .
By [12, Proposition 2.1], this power series converges absolutely for any X ∈ M(n, C), and eX
is a continuous function of X. A straightforward consequence of the absolute convergence is
d tX
that we can differentiate term by term, which implies that dt
e = XetX = etX X.
Given a matrix Lie group G, the associated Lie algebra Lie(G) is defined as Lie(G) =
{X ∈ M(n, C) | ∀t ∈ R, etX ∈ G}. Let g denote Lie(G); this notation is consistent with
our previous notation. Clearly, for any M ∈ g, the one-parameter group {etM | t ∈ R} is a
subgroup of G.
We need the following two classical results relating matrix Lie groups and matrix Lie
algebras in Section 3.
▶ Theorem 25 ([12, Theorem 5.20]). Let G be a matrix Lie group with Lie algebra g and let
h be a Lie subalgebra of g. Then there exists a unique connected Lie subgroup H of G with
Lie algebra h. In particular, every matrix Lie algebra g is the Lie algebra of a Lie group.
▶ Theorem 26 ([12, Theorem 3.20 (1)]). Let G be a matrix Lie group, and let g = Lie(G).
Then for any X ∈ g and g ∈ G, we have gXg −1 ∈ g.
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C

Some results about Cartan subalgebras

Cartan subalgebras
Let g be a Lie algebra. A subalgebra h ⊆ g is a vector subspace that is closed under the Lie
bracket (inherited from g). In other words, [h, h] ⊆ h. An ideal i ⊆ g is a subalgebra such
that [g, i] ⊆ i. Let g1 and g2 be ideals of g. Define [g1 , g2 ] = span ([x, y] | x ∈ g1 , y ∈ g2 ). Let
g1 = g and inductively define gi = [gi−1 , g]. An algebra g is called nilpotent if there is an n
such that gn = 0. Similarly, define g(1) = g and g(i) = [g(i−1) , g(i−1) ]. An algebra g is called
solvable if there is an n such that g(n) = 0. The normalizer of a subspace a of g is defined as
ng (a) = {x ∈ g | [x, a] ⊆ a}. A subalgebra h of g is a Cartan subalgebra if it is nilpotent and
ng (h) = h.
We shall need the following classical result on Cartan subalgebras. For x ∈ g, recall
that adx : g → g is the linear map defined by adx (y) = [x, y] for y ∈ g. In particular, the
exponentiation eadx is a linear map from g to g, and it is a Lie algebra automorphism if adx
is nilpotent, called an inner automorphism. The group generated by inner automorphisms is
denoted by Int(g).
▶ Theorem 27 (See e.g. [4, Chapter 3.5]). Let g be a Lie algebra over an algebraically
closed field F of characteristic zero. For any two Cartan subalgebras h1 and h2 , there exists
g ∈ Int(g) such that h1 = g(h2 ).
To recover the statement in Lemma 14, note that for a matrix Lie algebra B ≤ M(n, C), an
inner automorphism takes the form as a conjugation by an invertible matrix. This is because
Ad(ex ) = eadx , where Ad is the conjugation by matrices. This can be seen, e.g., by taking
the derivative of Ad(ex )Y = etx Y e−tx at t = 0.
▶ Theorem 28 (Lie’s theorem on solvable Lie algebras). Let F be an algebraically closed field
of characteristic zero. Let B ≤ M(n, F) be a solvable matrix Lie algebra over F. Then there
exists T ∈ GL(n, F), such that for any B ∈ B, T BT −1 is upper triangular.

Regular elements of Lie algebras
P
Let λ be a formal variable, and let i ci,x λi be the characteristic polynomial of adx . The
smallest r such that cr,x is not identically zero over all x ∈ g is called the rank of g. The
open set of points {x ∈ g | cr (x) ̸= 0} is the set of regular points. A simple observation is
that the set of regular elements is Zariski open and thus it is dense.
For x ∈ g, the Fitting null component of adx is F0 (adx ) = {y ∈ g : ∃m > 0, adm
x (y) = 0}.
Regular elements and Cartan subalgebras are closely related as the following theorem
shows.
▶ Theorem 29 ([4, Corollary 3.2.8]). Let g be a Lie algebra over a field of order larger than
dim(g). For a regular x ∈ g, F0 (adx ) is a Cartan subalgebra.

Computing Cartan subalgebras
We shall need the following result of de Graaf, Ivanyos, and Rónyai [5] regarding computing
Cartan subalgebras. In algorithms, Lie algebras are often given by structure constants.
That is, let g be a Lie algebra of dimension n over a field F, and let a1 , . . . , an be a linear
basis of g. The structure constants αijk (i, j, k ∈ {1, . . . , n}) are field elements such that
Pn
[ai , aj ] = k=1 αijk ak .

G. Ivanyos, T. Mittal, and Y. Qiao

87:17

▶ Theorem 30 ([5, Theorem 5.8]). Let g be a Lie algebra of dimension n over a field F with
|F| > n. Suppose g is given by its structure constants with respect to a basis a1 , . . . , an , and fix
Ω ⊆ F such that |Ω| = n + 1. Then there is a deterministic polynomial-time algorithm which
P
αi ai , αi ∈ Ω, such that F0 (adx ) is a Cartan subalgebra
computes a regular element x =
of g.
Note that to obtain Theorem 13, we start with a matrix Lie algebra B = ⟨B1 , . . . , Bm ⟩ ≤
P
M(n, F), compute structure constants by expanding [Bi , Bj ] = k∈[m] αi,j,k Bk , apply Theorem 30, and use its output to obtain a subspace of B which is a Cartan subalgebra.

D

Density arguments and the generation of Lie algebras

In this part we prove some facts based on standard density arguments.
Let U be an m-dimensional vector space over an infinite field F. By choosing a basis
we identify U with Fm . We say that a nonempty subset D of U is huge if there exists a
nonzero polynomial f (t1 , . . . , tm ) ∈ F[t1 , . . . , tm ] such that if u = (u1 , . . . , um )T ̸∈ D then
f (u1 , . . . , um ) = 0. (Thus, huge subsets are those that contain Zariski open subsets.) It is
easy to see that hugeness is independent of the choice of the basis and that the intersection
of finitely many huge subsets is huge as well. As a hyperplane of U consists of the zeros of a
linear function on U , we have that any huge subset of U spans U .
Let g be an m-dimensional Lie algebra over F. Let u1 , . . . , um be a basis for g. Recall
that the structure constants αijk (i, j, k ∈ {1, . . . , m}) are field elements such that such
Pm
that [ui , uj ] = k=1 αijk uk . A Lie expression or Lie polynomial E(z1 , . . . , zℓ ) in ℓ variables
z1 , . . . , zℓ is an expression that can be recursively built using linear combinations and the
Pm
bracket symbol. Let xi = j=1 xij uj (i = 1, . . . , ℓ). Then the structure constants can
be used to expand E(x1 , . . . , xℓ ) as a vector whose coordinates are polynomials in xij . If
we assign m − 1 elements of g to the variables z2 , . . . , zℓ then E expands to an a vector
whose coordinates are polynomials in x11 , . . . , x1ℓ that may include nonzero constant terms.
Therefore it will be convenient to also consider Lie expressions over g: these are expressions
which may include constant elements from g. From the definition of density it follows
that if E is an expression in a single variable z that is not identically zero on g then the
elements x of g on which E evaluates to a nonzero element of g is huge. Furthermore, if
there are m expressions E1 (z), . . . , Em (z) such that there exists an element x ∈ g such that
E1 (x), . . . , Em (x) are linearly independent then such elements are a huge subset of g. To see
this, just consider the determinant expressing that E1 (x) . . . , Em (x) are linearly dependent.
▶ Proposition 31. Let g be an m-dimensional Lie algebra over a large enough field F such
that there exist two elements x0 , y0 ∈ F that generate g. Then there are elements xi , yi ∈ g,
(i = 1, . . . , m2 ) such that xi and yi generate g for every i and that xi ⊗ yi span g ⊗ g.
Proof. Pick expressions Ei (z, w) (i = 1, . . . , m) such that Ei (x0 , y0 ) are linearly independent.
Then the set of elements x such that Ei (x, y0 ) are linearly independent is huge and hence
contains a basis x1 , . . . , xm of g. For each j, the subset consisting of those y for which
Ei (xj , y) are linearly independent is a huge set Dj ⊂ g whence there exist elements yjk ∈ Dj
(k = 1, . . . , m) that are a basis for g. Each of the m2 pairs xj , yjk generate g. To see that
P
they span g ⊗ g, write an element z ∈ g ⊗ g in the form z =
xj ⊗ yj′ and express yj′ as
P
P
′
yj = k αjk yjk . Then z = j,k αjk xj ⊗ yjk .
◀
▶ Lemma 32. Let g1 , . . . , gm be finite dimensional simple Lie algebras over a large enough
field F, each generated by 2 elements. Then g1 ⊕ . . . ⊕ gm is also generated by two elements.
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Proof. Assume that xi and yi generate gi (i = 1, . . . , m). We claim that we may further
assume that ad(x)di yi ̸= 0 where di = dimF (gi ). Indeed, if ad(x)di yi = 0 then, by Engel’s
theorem, there exists a pair (wi , zi ) ∈ g × g such that ad(wi )di zi ̸= 0. If we fix zi from
such a pair then the elements wi such that ad(wi )di zi ̸= 0 is a huge set. There exist di Lie
expressions E1 , . . . , Edi in in two variables such that E1 (xi , yi ), . . . , Edi (xi , yi ) are linearly
independent elements of gi . The elements wi such that E1 (wi , yi ), . . . , Edi (xi , yi ) are linearly
independent form a huge set. The intersection of these two huge sets is still huge and hence
non-empty. We replace xi with an element from the intersection. Now the set of wi such
that ad(xi )di wi ̸= 0 is huge as well as these set of those for which Ej (xi , wi ) are linearly
independent. We can replace yi with an element from the intersection.
Let fi = fi (t) be the monic polynomial of smallest degree such that fi (ad(xi ))yi = 0.
Note that fi has degree at most di and the assumption on xi and yi implies that fi is not a
divisor of tdi . Therefore each fi has a nonzero root (in the algebraic closure F of F). Let
Ri be the set of nonzero roots of fi in F. There exist field elements α1 , . . . , αm ∈ F such
that the sets αi Ri are pairwise disjoint. Replacing xi with αi xi we arrange that the sets Ri
Q
become pairwise disjoint. Then for each i, put hi = j̸=i fj . We have that hi (ad(xj ))yj = 0
for every j ̸= i, while hi (ad(xj ))yi ̸= 0 as hi is not divisible by fi .
Pm
Pm
Put x = i=1 xi and y = i=1 yi . Then hi (x)y is a nonzero element of gi . Let M
be the subalgebra of g generated by x and y. We see that M has a nonzero element, say
zi contained in gi . The projection of M on the ith component is clearly gi and xi and yi
generate gi . As gi is simple we have that the ideal of M generated by zi is gi . This holds for
all i = 1, . . . , m, showing that M = g.
◀

E

Linear kernel vectors of matrix Lie algebras

In this section, we will give an alternative proof of Lemma 23, which doesn’t use density
arguments, but instead uses weight decomposition of representations of semi-simple Lie
algebras over C.

E.1

Weight decomposition of Lie algebra representations

Fix a Cartan subalgebra h of a semisimple Lie algebra g over C. By definition h is nilpotent.
If g is semisimple, h is abelian [24, Thm3, Ch.3]. Similar to the notion of eigenvalues and
eigenspaces is the concept of a weight and its weight space. Intuitively, it can be thought
of as a linear function that captures the eigenvalues of a set of matrices simultaneously.
Formally, a weight is an element of h∗ . If w ∈ h∗ , then the w-weight space of V is defined as
Vw = {v ∈ V | ∀ h ∈ h, ρ(h) · v = w(h)v }.
▶ Theorem 33. If g is a complex semi-simple Lie algebra, then every representation (ρ, V )
can be decomposed into weight spaces V = ⊕w Vw .
Using this decomposition we have a basis such that for any h ∈ h, ρ(h) is a diagonal
matrix with w(h) as diagonal elements where w runs over all weights of V .
▶ Fact 34. The matrix space defined by the image ρ(g) of the representation (ρ, V ) is singular
iff 0 is a weight of the representation, i.e. V0 occurs with multiplicity at least one.
Proof. This follows easily from the observation about ρ(hi ) which implies that ρ(h) is singular
if 0 is a weight. From Section 4, we know that the entire algebra is singular if any of its
Cartan subalgebra is. If 0 is not a weight, then it is easy to construct a element h ∈ h such
that w(h) ̸= 0 for every weight. Thus, ρ(h) has full rank.
◀
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If we decompose the adjoint representation, the weights we obtain are called roots usually
denoted by Φ. It is also a fact that if α ∈ Φ, then −α ∈ Φ. We thus can write g = h ⊕α∈Φ gα .
Moreover, each of the spaces gα is one-dimensional. We denote an element of gα by gα which
is unique upto a scalar. Such a decomposition of the Lie algebra is very useful as we can
understand the action under any representation of these subspaces gα as follows .
▶ Proposition 35 ([24, Prop.1, Chapter 7]). For any representation (ρ, V ) of g, ρ(gα )Vw ⊂
Vw+α for every weight w and every root α.

E.2

Notation

Fix a complex semi-simple Lie algebra g and a Cartan subalgebra h. Let Φ be its set of roots.
We choose a Cartan-Weyl basis6 for g (cf. e.g. [24, pp. 48]). This means that we have a set
of simple roots7 S = {α1 , · · · αn } and a basis of h, {h1 , · · · hn } such that the following hold,
[hi , gαj ] = αj (hi )gαj

∀i, j ∈ [n]

[gα , gβ ] = cαβ gα+β (cαβ ̸= 0)

α+β ∈Φ

[gα , gβ ] = 0
[gαi , g−αi ] = hi

if α + β ̸∈ Φ
∀i ∈ [n]

Choose a basis of V ∼
= FN , such that ρ(h) is diagonal. Let W be the set of weights of V
and thus V = ⊕w∈W Vw such that Vw is the w weight space of h. Note that we are assuming
that 0 ∈ W as non-singular spaces anyway cannot have a linear kernel.

E.3

Main proof

We recall that given a Lie algebra g and a representation (ρ, V ) a linear kernel vector
ϕ : g → V is a linear map such that ρ(x)ψ(x) = 0 for every x ∈ g. We state the main lemma
we need and will prove it later.
▶ Lemma 36. Assume that trivial representation is not a subrepresentation of the representation (ρ, V ) of g. Let ψ : g → V be a linear kernel vector. Then for any α, β ∈ Φ such that
α + β ̸= 0 and h ∈ h we have
ψ(h) ∈ V0 , ψ(gα ) ∈ Vα and
ψ([gα , gβ ]) = ρ(gα )ψ(gβ )
ψ([h, gα ]) = ρ(h)ψ(gα )
▶ Theorem 37. Assume that trivial representation is not a subrepresentation of the representation (ρ, V ) of g. Then for every x, y ∈ g,
ψ([x, y]) − ρ(x)ψ(y) = 0
Proof. By linearity, it suffices to show this for the basis vectors hi , gα . Lemma 36 shows
it in every except when we have (x, y) = (gα , g−α ). Fix any root α. By Lemma 36 and
Proposition 35, the vector ψ([gα , g−α ]) − ρ(gα )ψ(g−α ) ∈ V0 and thus is annihilated by ρ(h).

6
7

Cartan-Weyl basis and the Chevally basis differ only by a normalization. We do not need properties of
the coefficients cα,β and thus either basis works well.
Simple roots are just a basis of h∗ while the set of all roots can be linearly dependent.
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We now wish to show that it is annihilated by ρ(gβ ) for any root β. The assumption that
there are no trivial subrepresentations then implies that this vector must be zero.
Proposition 21 already shows it if β ∈ {α, −α} and so we assume that’s not the case.
ρ(gβ )ρ(gα )ψ(g−α ) = ρ([gβ , gα ])ψ(g−α ) + ρ(gα )ρ(gβ )ψ(g−α )

ρ is a representation
Lemma 36 for (β, −α)

= ρ([gβ , gα ])ψ(g−α ) + ρ(gα )ψ([gβ , g−α ])
= ψ([[gβ , gα ], g−α ]) + ψ([gα , [gβ , g−α ]])

36 for (α + β, −α), (α, β − α)

= ψ ([gβ , gα ], g−α ] + [gα , [gβ , g−α ]])

By linearity

= ψ ([gβ , [gα , g−α ]])

By Jacobi identity

= ρ(gβ )ψ ([gα , g−α ])

36 for (β, h), h = [gα , g−α ] ∈ h

Here, we have used Lemma 36 formally even if one of them is not a root to prevent dividing
into cases. For example, if β − α is not a root then that term is anyway 0 and we can
represent 0 as ψ(0) = ψ([gβ , g−α ]).
◀

E.4

Proof of Lemma 36

For ease of notation, we label Hi = ρ(hi ) for 1 ≤ i ≤ n and Xα = ρ(gα ), α ∈ Φ. Similarly,
we will have vi := ψ(hi ), vα := ψ(gα ). We restate Equation (3) in more verbose terms,
Hi v i = 0

∀i ∈ [n]

(7)

Xα v α = 0

∀α ∈ Φ

(8)

Hi v j + Hj v i = 0

∀i, j ∈ [n], i ̸= j

(9)

Hi v α + X α v i = 0

∀i ∈ [n], α ∈ Φ

(10)

Xβ v α + Xα v β = 0

∀α, β ∈ Φ

(11)

▶ Lemma 38 (Structure). For every i ∈ [n], vi ∈ V0 , and for every root α, vα ∈ Vα if α is a
weight and is 0 otherwise.
Proof.
P
P
i) Let vj =
w∈W uw where uw ∈ Vw . Since 0 = Hj vj =
w∈W w(hj )uw , we have
that w(hj )uw = 0. For any w ̸= 0 such that uw =
̸ 0 we have w(hj ) = 0. Pick
k ∈ [n] such that w(hk ) ̸= 0. Then, Hk vj + Hj vk = 0. Looking at the Vw component
w(hk )uw + w(hj )vk = 0. Since, w(hj ) = 0, we get that w(hk )uw = 0. But k is chosen
such that w(hk ) ̸= 0 and thus, uw = 0.
ii) Fix an α. We just proved that ∀i, vi ∈ V0 and using Proposition 35 we get Xα vi ∈ Vα .
P
Suppose vα = w∈W uw , where uw ∈ Vw . For any non-zero w =
̸ α, pick i such that
w(hi ) ̸= 0. Then, Hi vα + Xα vi = 0. But we already know that Xα vi ∈ Vα and thus
P
Hi vα ∈ Vα . Suppose Hi vα = w∈W w(hi )uw ∈ Vα .
Then, the Vw component should be zero but w(hi ) ̸= 0 =⇒ uw = 0. It follows that
vα ∈ Vα ⊕ V0 for every root α. Fix α and now for every β =
̸ α, we have Xα vβ + Xβ vα = 0.
Comparing the Vβ component we get that Xβ u0 = 0. This is true for every β and since
u0 ∈ V0 , it is also true for ρ(h) for every h ∈ h. Thus, for every x ∈ g, ρ(x)uw and since
there are no trivial submodules, u0 = 0. Thus, vα ∈ Vα
◀
▶ Lemma 39. For all pairs of roots α, β such that 0 ̸= β + α ∈ Φ, Xβ vα = cαβ vα+β .
Proof. We have that Hi vα+β + Xα+β vi = 0. Similarly, Xα vi = −Hi vα = −α(hi )vα and
Xβ vi = −Hi vβ = −β(hi )vβ . Moreover, Xβ vα + Xα vβ = 0.
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1
cαβ .

Thus,

−(α + β)(hi )vα+β = Xα+β vi
= c(Xα Xβ − Xβ Xα )vi
= c(Xα (Xβ vi ) − Xβ (Xα vi ))
= c(Xα (−β(hi )vβ ) − Xβ (−α(hi )vα )
= −c (β(hi )Xα vβ − α(hi )Xβ vα )
= −c (−β(hi )Xβ vα − α(hi )Xβ vα )
= c · (α + β)(hi ) · Xβ vα .
Thus, picking hi such that (α + β)(hi ) ̸= 0, we get that Xβ vα = 1c vα+β .

◀

▶ Lemma 40. Let α, β be roots such that β ̸= −α, α + β ̸∈ Φ Then. we have that Xα vβ = 0.
Proof. Since, α + β ̸∈ Φ, [gα , gβ ] = 0 which implies that ρ([gα , gβ ]) = 0 and thus, Xα Xβ =
Xβ Xα . Moreover, ∃hi such that α(hi ) ̸= −β(hi ) because the hi form a basis for h. We fix our i
to be one such. Now, from Equation (11), we get that Xα vβ +Xβ vα = 0. From Equation (10),
we get that Hi vα + Xα vi = 0 and multiplying it by Xβ we obtain, α(hi )Xβ vα + Xβ Xα vi = 0.
Repeating it with β and α switched, we get, β(hi )Xα vβ + Xα Xβ vi = 0. Subtracting these
2 equations, we get α(hi )Xβ vα − β(hi )Xα vβ = 0. We already have another equation i.e.
Xα vβ + Xβ vα = 0. Since β(hi ) ̸= −α(hi ), these two homogeneous equations are independent
and thus, the only solution is that Xα vβ = Xβ vα = 0.
◀
The structure lemma establishes Lemma 36 when y ∈ h i.e. for any x ∈ g, h ∈ h we
have ρ(h)ψ(x) = ψ([h, x]). To see this notice that ρ(h)ψ(gα ) = α(h)ψ(gα ) = ψ(α(h)gα )) =
ψ([h, gα ]) where the first equality uses that ψ(gα ) ∈ Vα and the last by the property of the
basis. And the other two lemmas extend it to α, β as cαβ vα+β = cαβ ψ(gα+β ) = ψ([gα , gβ ]).
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Abstract
For an abelian group H acting on the set [ℓ], an (H, ℓ)-lift of a graph G0 is a graph obtained by
replacing each vertex by ℓ copies, and each edge by a matching corresponding to the action of an
element of H.
Expanding graphs obtained via abelian lifts, form a key ingredient in the recent breakthrough
constructions of quantum LDPC codes, (implicitly) in the fiber bundle codes by Hastings, Haah
e (N 3/5 ), and in those by Panteleev and Kalachev
and O’Donnell [STOC 2021] achieving distance Ω
[IEEE Trans. Inf. Theory 2021] of distance Ω(N/ log(N )). However, both these constructions are
non-explicit. In particular, the latter relies on a randomized construction of expander graphs via
abelian lifts by Agarwal et al. [SIAM J. Discrete Math 2019].
In this work, we show the following explicit constructions of expanders obtained via abelian
lifts. For every (transitive) abelian group H ⩽ Sym(ℓ), constant degree d ≥ 3 and ϵ > 0, we
construct explicit d-regular expander graphs G obtained from an (H, ℓ)-lift of a (suitable) base
n-vertex expander G0 with the following parameters:
√
δ
(i) λ(G) ≤ 2 d − 1 + ϵ, for any lift size ℓ ≤ 2n where δ = δ(d, ϵ),
δ0
n
(ii) λ(G) ≤ ϵ · d,
for a fixed δ0 > 0, when d ≥ d0 (ϵ), or
√ for any lift size ℓ ≤ 2
e d), for lift size “exactly” ℓ = 2Θ(n) .
(iii) λ(G) ≤ O(
As corollaries, we obtain explicit quantum lifted product codes of Panteleev and Kalachev of almost
linear distance (and also in a wide range of parameters) and explicit classical quasi-cyclic LDPC
codes with wide range of circulant sizes.
Items (i) and (ii) above are obtained by extending the techniques of Mohanty, O’Donnell and
Paredes [STOC 2020] for 2-lifts to much larger abelian lift sizes (as a byproduct simplifying their
construction). This is done by providing a new encoding of special walks arising in the trace power
method, carefully “compressing” depth-first search traversals. Result (iii) is via a simpler proof of
Agarwal et al. [SIAM J. Discrete Math 2019] at the expense of polylog factors in the expansion.
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1

Introduction

Graphs are ubiquitous in theoretical computer science and the ability to explicitly construct
graphs with special properties can be quite useful. Two such properties are expansion and
symmetry. A graph is expanding if it is simultaneously sparse and highly connected (meaning
that we need to remove a lot of edges to disconnect a large part of the graph.) The theory of
explicit constructions of expander graphs has seen a dramatic development over the past four
decades1 [22, 23, 25, 30, 9, 8, 13, 24, 27, 2]. We now have constructions via diverse methods
achieving a wide range of expansion guarantees. These range from very explicit algebraic
constructions of so-called Ramanujan graphs [22] to recursive combinatorial ones based on
the Zig-Zag product [30]. These constructions have a plethora of applications specially to
coding theory and pseudorandomness [33]. A highly sought goal is to make the expansion of
a family of (bounded) degree d graphs as close
√ to the Ramanujan bound as possible, i.e.,
having largest non-trivial eigenvalue at most 2 d√− 1. The Alon-Boppana bound[26] states
that the largest non-trivial eigenvalue is at least 2 d − 1 − o(1), so the Ramanujan bound is
in a sense optimal. This goal of achieving strong spectral guarantees has been an important
motivation.
Moving beyond spectral guarantees, we can ask for graphs that combine the important
property of expansion with additional structure and the one we focus on is symmetry 2 . One
of the problems that has been studied in graph theory is to construct graphs with a given
automorphism group. Frucht proved in 1939 that for every finite group H, we have a graph
G such that Aut(G) = H . Babai [6] later showed that there is such a graph on at most 2|H|
vertices3 . Thus, we have a natural question
Can we explicitly construct expanding graphs with given symmetries?
While interesting in its own right, the ability to control symmetries also has concrete
applications. For example, a very recent work [16] constructs many families of expanding
asymmetric graphs, i.e., having no symmetries, and shows applications to property testing
and other areas. We will focus on an important connection to both quantum and classical
codes that was the motivation behind this work.
Low-density parity check (LDPC) codes were first introduced by Gallager [15] in the ’60s
and are one of the most popular classes of classical error-correcting codes, both in theory
and in practice. LDPC codes are linear codes whose parity check matrices have row and
column weights bounded by a constant (which means that each parity check depends only
on a constant number of bits). The popularity of this family of codes comes from the fact
that there are many known constructions of classical LDPC codes that achieve linear rate
and distance that can also be decoded in linear time [31].

1
2
3

See [18] for an excellent survey on expander graphs.
Informally, we say that G has symmetries of H if H ⊆ Aut(G), where Aut(G) denotes the group of all
graph isomorphisms to itself.
Except for Z3 , Z4 and Z5 .
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A family of codes that has been extensively studied is cyclic codes, i.e., codes that are
invariant under the action of ZN where N is the blocklength. This symmetry leads to efficient
encoding and decoding algorithms and a major open problem is whether good cyclic codes
exist. Babai, Shpilka and Stefankovich [5] showed that cyclic codes cannot be good LDPC
codes and this negative result was extended by Kaufman and Wigderson [20] to LDPC codes
with a transitive action by an arbitrary abelian group.
Quasi-cyclic codes are a generalization of cyclic codes in which symmetry is only under
rotations of multiples of a parameter (called index) n where N = nℓ. This is equivalent to
relaxing the transitivity condition to allow for n orbits. Unlike cyclic codes, good quasi-cyclic
codes are known to exist as was shown by Chen, Peterson and Weldon [12]. More recently,
Bazzi and Mitter [7] gave a randomized construction for any constant n > 2 and showed
that it attains Gilbert–Varshamov bound rate 1/n. Quasi-cyclic codes have been extensively
studied and are very useful in practice (e.g., their LDPC counterparts are part of the 5G
standard of mobile communication [21]).
In the realm of quantum computing, the fragility of qubits makes quantum error correcting
codes crucial for the realization of scalable quantum computation. Calderbank-Shor-Steane
(CSS) codes are a family of quantum error-correcting codes that was first described in [11, 32].
A CSS code is defined by a pair of classical linear codes that satisfy an orthogonality condition.
The quantum analog of LDPC codes is thus defined as CSS codes where the parity check
matrices of both codes have bounded row and column weights.
Constructing quantum LDPC codes of large
√ distance has been active area of research
recently. After two decades, [14] broke the N barrier and there was a flurry of activity
with [17] extending it to N 3/5 (up to poly log factors). Panteleev and Kalachev [28] came
up with another breakthrough construction achieving almost linear distance. Both [17] and
[28] are non-explicit constructions crucially relying on symmetries. The construction in [28]
interestingly used quasi-cyclic LDPC codes which in turn was constructed using expander
graphs with cyclic symmetry. Moreover, Breuckmann and Eberhardt [10] introduced a new
approach for constructing quantum codes simultaneously generalizing [17] and [28] in order
to obtain explicit codes out of a pair of graphs having the symmetries of any group. This
provides a very concrete motive to study explicit construction of expander graphs symmetric
under various families of groups.

Current Techniques
Many of the current known constructions of expanders are Cayley graphs and therefore
are highly symmetric but are somewhat rigid in the sense that one may not be able to
finely control the symmetries of a given construction. One general approach is to construct
an expanding Cayley graph for a given group but the Alon–Roichman theorem [4] only
guarantees a logarithmic degree which is tight when the group is abelian (and this large
degree is undesirable for some application in coding theory). The other technique used to
build expanders is via an operation called lifting.
In general form, the random lifting operation takes a lift size parameter ℓ, a base expander
graph G0 on n vertices and a subgroup H of the symmetric group, Sym(ℓ), and constructs
a new “lifted” graph G on nℓ vertices where each vertex v of G0 is replaced by ℓ-copies
(v, 1), . . . , (v, ℓ) and for every edge e = (u, v) of G0 a uniformly random element of he ∈ H is
sampled and (u, i) is connected to (v, he (i)) for i ∈ [ℓ]. We say that G obtained this way is
a random (H, ℓ)-lift of G0 . We call it an unstructured ℓ-lift if there is no restriction on the
group, i.e., H = Sym(ℓ).
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Lifting has three very useful properties. One, it preserves the degree of the base graph.
Secondly, random lifts preserve expansion4 with high probability. Finally, (and importantly
for us), if H is abelian, then the lifted graph inherits symmetries of H. The first two
properties are clearly useful in constructing larger expanders from a small one, and for this
reason, there has been extensive work on lift based constructions.
Bilu and Linial [9] introduced 2-lifts in an explicit construction of graphs with expansion
√
O( d log1.5 (d)) for every degree. More recently, Mohanty, O’Donnell and Paredes [24]
gave the first explicit
construction of near-Ramanujan, i.e., largest non-trivial eigenvalue
√
bounded by 2 d − 1 + ϵ, graphs of every degree. The key technique in their work was
a finer derandomization of 2-lifts. Subsequently, Alon [2] gave explicit constructions of
near-Ramanujan expanders of every degree and every number of vertices. The work in [24]
was also generalized to achieve finer spectral guarantees together with local properties via
unstructured ℓ-lifts in O’Donnell and Wu [27].
When one restricts H to be abelian, Agarwal et al. [1] showed that random (Zℓ , ℓ)-lifts
(also known as shift lifts) are expanding. Motivated by the applications of these lifts to codes,
we obtain explicit constructions of expanding abelian lifts, for a wide range of lift sizes.

1.1

Our Results and Techniques

Our construction of the lifts (and the expansion thereof) vary based on the parameter ℓ and
we make the following classification for ease in presenting the results. Let n, d, ε be given.

Sub-Exponential - This is the regime where ℓ ≤ exp nδ(d,ε) . The exponent δ(d, ε) goes
to zero as the degree (d) increases or ε vanishes. 
Moderately-Exponential - This is when ℓ ≤ exp nδ0 . The exponent is some fixed universal
constant δ0 ∈ (0, 1) .
Exactly-Exponential - This is the regime where ℓ = exp(Θd (n)).
Our first main result shows explicit constructions in the sub-exponential and moderately
exponential regimes.
▶ Theorem 1. For large enough n and constant degree d ≥ 3, given ℓ such that ℓ ≤ exp(nΘ(1) ),
the generating elements of a transitive abelian group H ⩽ Sym(ℓ), and any fixed constant
ε ∈ (0, 1), we can construct in deterministic polynomial time, a d-regular graph G on Θ(nℓ)
vertices such that
G is (H, ℓ)-lift of a graph G0 on Θ(n)
√
 vertices.
(Sub-Exponential) If ℓ ≤ exp nδ(d,ε) , then
λ(G)
≤
2
d − 1 + ϵ.

δ
(Moderately-Exponential) If ℓ ≤ exp n and also d ≥ d0 (ϵ), then λ(G) ≤ ε · d.
The bulk of the technical work is in the proof of Theorem 1. For this, we build on the
techniques of [24] for derandomizing 2-lifts via the trace power method. When analyzing
larger lift sizes (required in our derandomization of quantum and classical codes), we are
led to consider much larger walk lengths in the trace power method. A central technical
component in their work is the counting of some special walks which ultimately
governs the
√
Θ(

log n)

final spectral bound of the construction. For lift sizes larger than 22
, their counting
trivializes no longer implying expansion of the construction. Our main technical contribution
consists in providing alternative ways of counting such special walks by carefully compressing
the traversal of the depth-first search (DFS) algorithm.

4

This holds for any lift size in the case of “unstructured” ℓ-lifts, but only holds for ℓ ≤ 2Od (n) when H is
abelian (and transitive).

F. G. Jeronimo, T. Mittal, R. O’Donnell, P. Paredes, and M. Tulsiani

88:5

We are able to extend the near-Ramanujan guarantee for 2-lifts from [24] to the entire
sub-exponential regime of lift sizes ℓ. In the moderately exponential regime, the walks are
too long and we resort to another counting that can only guarantee an expansion of ε · d.
Theorem 1 can be seen (slight) simplification of the construction in [24] since we can now do
a single large lift instead of performing a sequence of 2-lifts as in their work5 .
Let us now formally state the results of Agarwal et al. in Theorem 2 showing randomized
constructions of abelian lifts.
▶ Theorem
p 2 (Agarwal et al. [1], Theorem 1.2). Let G0 be a d-regular n-vertex graph, where
2 ≤ d ≤ n/(3 ln n). Let G be a random (Zℓ , ℓ)-lift of G0 . Then
λ(G) = O(λ(G0 )),
2

with probability 1 − ℓ · e−Ω(n/d ) . Moreover, if ℓ ≥ exp(Oε (nd)), then no abelian (H, ℓ) lift
has λ(G) ≤ ε · d.
This result is based on discrepancy methods building on the work of Bilu and Linial [9]
and gives lower and upper bounds that are tight up to a factor of d3 in the exponent.
Theorem 1 can be seen as a (derandomization of the parameters) in Theorem 2 for every
Θd (1)
constant degree and lift size from 2 all the way to exp(n
). √
In the sub-exponential regime,
√
our result improves their spectral guarantee from O( d) to 2 d − 1 + ϵ.
Our second main result shows explicit constructions in the exponential regime. While it
is not hard to observe that one can derandomize the exponential lift by using off-the-shelf
tools, we give a short proof via a key lemma of Bilu and Linial [9] that is a converse of the
expander mixing lemma. Although it gives a spectral guarantee that is weaker by a log factor,
it yields an accessible proof and moreover, interpolates the exponent from exp(O(n/d2 )) all
the way to the barrier of exp(O(nd)) thereby bridging the d3 -gap.
▶ Theorem 3 (Exactly Exponential Lifts). For any positive integers n, ℓ and every constant
degree d ≥ 3, given ℓ, the generating elements of a transitive abelian group H ⩽ Sym(ℓ),
there exists a deterministic poly(exp(n), ℓ) time algorithm that constructs a d-regular graph
G on nℓ vertices such that
G is (H, ℓ)-lift
a graph
  of √
 G0 on n vertices,
√ and 
If ℓ ≤ exp Θ n/ d , then λ(G) ≤ O
d · log d .
 2+δ


If ℓ = exp Θ ndδ for δ ∈ [−1/2, 1), then λ(G) ≤ O d 3 · log d .
In particular, we have explicit polynomial time construction of a lift when ℓ = exp(Θ(n)).

1.2

Derandomized Quantum and Classical Codes

We first state the code constructions in [28] and then show how large explicit abelian lifts
derandomize their codes.
▶ Theorem 4 ([28]). Let G be a d-regular graph on nℓ-vertices such that G has a symmetry6
of Zℓ and λ2 (G) ≤ ε · d. Then we can construct the following,
A good quasi-cyclic LDPC code of block length N = Θ(nℓ) and index Θ(n).
A quantum LDPC code which has distance Θϵ,d (ℓ) and dimension Θ(n).

5
6

Performing a single lift also has the advantage of having to meet a technical condition (bicycle-freeness)
only once instead of at each lift operation.
To be more precise, Zℓ acts freely on G.
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Panteleev and Kalachev use the aforementioned randomized construction of abelian lifted
expanders by Agarwal et al. [1], where each edge of the base graph is a associated with an
element in Zℓ sampled uniformly. When ℓ is in the exponential regime they obtain quantum
LDPC codes with almost linear distance, i.e., Ω(N/ log(N )).
Breuckmann and Eberhardt [10] gave a derandomization of [28] in a more restricted
parameter regime by observing that the Ramanujan graph construction by Lubotsky, Philips
and Sarnak [22] of size n has a (free) action of Zn1/3 . By Theorem 4, we have an explicit
quantum LDPC code of distance O(N 1/3 ) under the notion of distance7 in [28, 17].
As a direct corollary of Theorem 3, we have a complete derandomization of [28] yielding
explicit quantum LDPC codes of almost linear distance. This greatly improves the distance of
the existing explicit construction. We also get good quasi-cyclic LDPC codes of almost linear
circulant size. Moreover, the ability to construct a wide range of lift sizes from Theorem 1
lets us control the circulant size which can be useful in practice. By controlling the lift size,
we can also directly amplify the rate of their quantum LDPC codes (without resorting to the
product of complexes). To summarize,
▶ Corollary 5 ([28], Theorem 1 ,Theorem 3). We have explicit polynomial time construction
of each of the following,
Good quasi-cyclic LDPC code of block length N and any circulant size up to N/polylog(N )
or Θ(N/ log(N )).
Quantum LDPC code with distance Ω(N/ log(N )) and dimension Ω(log(N )).
Quantum LDPC code with distance Ω(N 1−α ) and dimension Θ(N α ) for every constant
α > 0.

Further Directions
Our work also leads to several natural avenues for further exploration.
1. More Symmetries - While these lift-based constructions yield graphs with symmetries
arising from abelian groups, it is interesting to understand whether one can construct
sparse graphs with symmetries corresponding to other families of groups. Such constructions may require new ways of using the symmetry groups, in ways other than in lifts of
a base graph. More generally, it may be useful to investigate other ways of exploiting
graph symmetry, beyond their applications to codes.
2. Better notions of explicitness - It is a very interesting problem to find strongly explicit
constructions of lifted abelian expander. Even making the running time closer to linear
would be interesting. Also, since quasicyclic codes are widely used in practice, it may be
helpful to find explicit constructions which are efficiently implementable.
Θ(1)
3. Complete Range - Can we derandomize abelian lifts for ℓ in between 2n
and 2Od (n) ?
Can we extend the near-Ramanujan bound beyond the subexponential range?

2

Preliminaries

For an operator M , let its eigenvalues be ordered such that {|λ1 (M )| ≥ · · · ≥ |λn (M )|}. We
define ρ2 (M ) = |λ2 (M )|. For an an n-vertex graph G = (V, E), we denote by λ(G) = ρ2 (A),
where A is its adjacency operator.
We assume that we have an an ordering on V and by convention, (u, v) ∈ E if u ≤ v.

7

[10] state their result for a slightly different notion of a quantum codes called subsystems codes for
which the corresponding distance (also known as dressed distance) is larger.
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A character 8 of a group is a map χ : H → C∗ that respects group multiplication, i.e.,
χ(h1 h2 ) = χ(h1 )χ(h2 ). For a finite group |χ(h)| = 1 for every h ∈ H. The trivial character
is the one which has χ(h) = 1 for every h. The rest of the characters we call non-trivial.
The action of a group H on a set of ℓ elements is defined by a map ψ : H → Sym(ℓ)
which satisfies ψ(h1 h2 ) = ψ(h1 )ψ(h2 ). Since we only care about the action of the group, we
will assume that our input is actually ψ(H) ⊆ Sym(ℓ) and the action is the natural one.
▶ Definition 6 ((H, ℓ)-lift of a graph). An (H, ℓ)-signing of an undirected graph G = (V, E)
is a function s : E → H ⊆ Sym(ℓ). The lifted graph G(s) = (V ′ , E ′ ) is a graph on ℓ copies of
the vertices V ′ = V × [ℓ] where for every edge (u, v) ∈ E we have ((u, i), (v, s(u, v)·i)) ∈ E ′
We will restrict to analyzing abelian H and the most important case to consider is when
H = Zℓ , i.e. the cyclic group. A necessary condition for the lift to be expanding is for it
to be connected. A subgroup H is transitive if for every i, j ∈ [ℓ], there exists h ∈ H such
that h · i = j. Lifts of non-transitive subgroups are disconnected because if the pair {i, j}
violate the condition then any pair (u, i) and (v, j) are disconnected. Thus, we will assume
henceforth that we work with transitive abelian subgroups.
Let E d denote the set of directed edges i.e. E d = {(u, v), (v, u) | (u, v) ∈ E}. We extend
the signing to E d such that for an edge (u, v) ∈ E, s(v, u) := s(u, v)−1 .
▶ Definition 7 (Non-backtracking walk operator). For an extended signing s : E d → H and
a character χ of H, the signed non-backtracking walk matrix Bs (χ) is a non-symmetric
matrix of size |E d | × |E d | in which the entry corresponding to the pair of edges (u, v), (x, y)
is χ(s(x, y)) if v = x, u ̸= y, and zero otherwise.
The unsigned variant is obtained by taking the trivial character in the definition above.
Let the non-backtracking walk matrix of G be B and the lifted graph with respect to a
signing s be BG(s) . We use the following standard facts.
▶ Fact 8. Let B be the non-backtracking walk matrix of a d-regular graph G. Then,
√
λ(G) ≤ 2 · max{ d − 1, ρ2 (B)}.
▶ Fact 9. If H ⊆ Sym(ℓ) is abelian, then there exist characters {χ1 , · · · , χℓ }9 such that we
S
have Spec(BG(s) ) = i Spec(Bs (χi )). If H is transitive, then exactly one of the characters
is trivial.

3

Proof Strategy

We give an overview of the proof of Theorem 1. As mentioned earlier, our results build on the
work of Mohanty, O’Donnell and Paredes [24], so we briefly recall notions and ideas from their
work that we will need. Let G0 be a base expander graph and s : E0 → Z2 be a signing that
defines a lift. It is convenient to first think that the signing is chosen uniformly at random
and later see which properties were indeed used so that an appropriate derandomization
tool may be used. Using well known facts (Fact 8 and Fact 9) they reduce the problem of
analyzing the expansion of the lifted graph to that of bounding the spectral radius of the
non-backtracking operator Bs .
8
9

The definition we give is that of a linear character. We use the term character as we work only with
abelian groups.
These need not be distinct. For example if H is trivial, then all the χi are trivial
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The MOP Argument
A common technique to bound the spectral radius is the trace power method which in our
case amounts to counting special non-backtracking walks. This is the motivation for using
the non-backtracking operator Bs instead of the more common adjacency operator which
require counting closed walks (which is potentially harder). Another standard fact 10 is that
2k
Y

X

ρ(Bs )2k ≤ tr((Bs∗ )k Bsk ) =

χ(s(ei )).

i=1
(e1 ,...,e2k )
closed edge walk

The above expression greatly simplifies when we take the expectation over a uniformly
random signing since only walks in which every edge occurs at least twice stand a chance of
surviving the expectation. These walks are called singleton free in [24]. We have


Es∈ZE0 ρ(Bs )

2k



X

≤

Es∈ZE0

2

2

(e1 ,...,e2k )
closed edge walk

" 2k
Y

#
χ(s(ei )) ≤

n

2k-length singleton free
non-backtracking walks in G0

o

,

i=1

reducing the problem of bounding the spectral radius to a counting problem of these special
walks. In the hypothetical (idealized) scenario of G0 being Ramanujan and the counting on
the RHS above being (d − 1)k , we would have a Ramanujan lift. The above expression also
hints that ϵ-bias distributions might be a useful derandomization tool here. This idealized
scenario can be too optimistic and the count of (d − 1)k has additional factors, but they
remain small after taking a 2k-th root (when k is neither too small or large).
One of the main technical contributions in [24] is the counting of 2k-length singleton
free non-backtracking walks in G0 , which they call hikes. For the sake of intuition, we will
assume that G0 has girth g, but it is not hard to modify the argument when G0 has at most
one cycle around any neighborhood of radius < g/2 centered at vertex in G0 (the bicycle
freeness property). They view the vertices and edges visited in a hike as forming a hike graph
H. Assuming that g = Ω(logd−1 (n)), if k is not too large, then H looks like a tree possibly
with a few additional edges forming cycles as established by Alon, Hoory and Linial in [3]
(and generalized in [24] to bicycle-free radius from girth).
Assuming that the hike is singleton free, we can have at most k steps that visit an edge
that was not previously visited. This implies that the hike graph H has at most k edges and
at most k + 1 vertices (since it is connected). They count the number of these special walks
by directly specifying an encoding for the hike. Up to negligible factors (after 2k-th root for
k not too small), they show that there are at most
n · (d − 1)k · k

O

ln(k)
g



·k

,

singleton free hikes of length 2k (see [24, Theorem 3.9] for precise
p details). This bound
√
trivializes, i.e., it becomes at least (d − 1)2k , for ln(k) ≫ g = Θ
logd−1 (n) . This means
that we cannot use their √
bound for very long walks and this in turn prevents us from getting
lift sizes larger than 22

10

Θ(

logd−1 (n))

from their results.

To avoid discussing some unimportant technicalities, we will make some simplifications in this high-level
overview.

F. G. Jeronimo, T. Mittal, R. O’Donnell, P. Paredes, and M. Tulsiani

88:9

Our Approach
Now, let’s consider Zℓ lifts for large ℓ. The spectral radius of each individual Bs (χ) can be
analyzed in a similar fashion as above via the trace power method. However, we need to
bound all of them simultaneously. We know no better way than a simple union bound over
the ℓ − 1 cases, but this will force us to obtain a much better concentration guarantee out of
the trace power method which in turn entails having to consider much larger walk lengths.
Instead of encoding a hike directly as in [24], we will first encode the subgraph of G0
traversed by the hike, which we call hike graph, and then encode the hike having the full hike
graph at our disposal. We will give two different encodings for the hike graph. The first one
is simpler and can encode an arbitrary graph. The second encoding uses the special structure
of the hike graph, namely, having few vertices of degree greater than 2. Both encodings are
based on the traversal history of the simple depth-first search (DFS) algorithm. Let H be the
hike graph on m ≤ k edges and n′ ≤ k + 1 vertices. As DFS traverses H, each of its edges will
be visited twice: first “forward” via a recursive call and later “backwards” via a backtracking
operation. We view each step of the DFS traversal as being associated with an edge that is
being currently traversed and the associated type of traversal: recursive (R) or backtracking
(B). A key observation is that only for the recursive traversals we need to know the next
neighbor out of d − 1 possibilities (except for the first step). For the backtracking steps, we
can rely on the current stack of DFS. Thus, if we are given a starting vertex from G0 , a
binary string in {R, B}2m and a next neighbor for each recursive step, we can reconstruct H.
Note that there at most
n · d · (d − 1)k · 22k ,
such encodings. Having access to the hike graph and again assuming that the graph has
girth g = Ω(logd−1 (n)) (similarly, bicycle freeness is also enough). Using the locally tree-like
structure, a 2k-length hike can be specified by splitting it into segments of length < g/2, by
specifying the starting vertex of the first segment and the ending vertex of each segment, we
have enough information to recover the full hike. Note that there are at most
k O(k/g) ,
ways of encoding a hike. Then, the number of 2k-hikes in G0 is at most
n · d · (d − 1)k · 22k · k O(k/g) .
Now we can take k ≈ nδ for a sufficiently small δ = δ(d) > 0 and obtain, after taking the
2k-th root of the above quantity,
p
ρ(Bs ) ≤ (1 + ϵ) · 2 · (d − 1),
when k = k(n, d, ϵ) is sufficiently large and c = c(ϵ) is sufficiently small. The extra factor
2 prevent us from obtaining near-Ramanujan bounds with
√ this counting. Nonetheless, the
δ(d)
simple counting already allows us to obtain expansion O( d) for lifts sizes as large as 2n .
Θ(1)
Moreover, by weakening the expansion guarantee we can obtain lift sizes as large as 2n
from this counting and obtain part of Theorem 1. If we insist on getting a near-Ramanujan
bound, we need to compress the traversal history further since storing a string {R, B}2m is
too costly and leads to this factor of 2. Note that this string has an equal number of R and
B symbols, so it cannot be naively compressed.
To obtain a near-Ramanujan graph, we will take advantage of the special structure of the
hike graph (when the walk length is large but not too large) in which most of its vertices
have degree exactly 2. These degree 2 vertices are particularly simple to handle in a DFS
ITCS 2022
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traversal. For them, we only need to store the next neighbor out of d − 1 possibilities in G0
(except possibly for the first step). In a sequence of backtrackings, if the top of the DFS
stack is a degree 2 vertex we know that we are done processing it since no further recursive
call will be initiated from it. Then, we simply pop it from the stack. It is for the “rare” at
most δ · n′ vertices v of degree ≥ 3 that we need to store how many extra recursive calls tv
we issue from v and a tuple of additional next neighbors (d1 , . . . , dtv ). The total number of
such encodings is at most


k+1
n · d · (d − 1)k ·
· (d − 1)δ(k+1) ,
δ(k + 1)
which combined with the same previous way of encoding a hike given its graph results in a
total number of hike encodings of G0 of at most


k+1
n · d · (d − 1)k ·
· (d − 1)δ(k+1) · k O(k/g) ,
δ(k + 1)
By choosing δ = δ(d, ϵ) sufficiently small and taking k = k(n, d, ϵ) ≤ 2δ·g ≈ nOd (δ) sufficiently
large, we obtain after taking the 2k-th root
p
ρ(Bs ) ≤
(d − 1) + ϵ,
δ

indeed leading to a near-Ramanujan bound for lifts as large as 2n in Theorem 1.
Now we briefly explain how to handle the union bound to ensure that ρ(Bs (χ)) is
simultaneously small for all (ℓ − 1) non-trivial characters (in the decomposition of Fact 9).
This union bound is standard when using the trace power method, what is relevant is
the trade-off between lift size and walk length. To obtain a high probability guarantee
from a guarantee on expectation, it is standard to consider larger walk lengths from which
concentration follows from a simple Markov inequality. More precisely, if for some function
f , Eρ(Bs (χj ))2k ≤ f (n, d, g, k), then by Markov’s inequality,
Pr

E
s∈Zℓ 0

h

ρ(Bs (χ)) ≥ 2log2 (ℓ)/(2k) · f (n, d, g, k)1/(2k)

i

≤

1
.
ℓ

Therefore, for k ≥ log2 (ℓ) sufficiently large, we can union bound over all characters χ and
obtain similar bounds as before. As alluded above, this lower bound on the length of the walk
depending on the lift size is the reason why we are led to consider much longer walks. To
conclude this proof sketch, we need to replace a random signing by a pseudorandom random
one. As in [24], we use ϵ-biased distributions but suitably generalized to abelian groups, e.g.,
the one11 by Jalan and Moshkovitz in [19]. We may be taking very large walks on the base
graph G0 , so the error of the generator needs to be smaller than n · d2k , where k can be as
large as nΘ(1) . We note that as long as the degree d is a constant this quantity is at most a
polynomial in the size of the final lifted graph G since walks of length O(log(|V (G)|)) suffice
for any lift size up to full extent of 2O(n) , for which abelian lifts can be expanding.
The above argument covers Theorem 1, namely, the sub-exponential and moderatelyexponential abelian lift sizes. The “exact” exponential regime of Theorem 3 relies on an
elegant converse of the expander mixing lemma by Bilu and Linial [9]. Since this regime is
simpler, we defer the details to Section 6, where it is formally presented.

11

For our application, it suffices to have the support size of the ϵ-biased distribution polynomial in 1/ϵ.
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A New Encoding for Special Walks

In this section, we will count the total number of singleton-free hikes of a given length on a
fixed graph, G. We split the count into two parts. First, we count the number of possible
hike graphs and then, for a given hike graph H, we count the number of hikes that can i.e.,
yield H on traversal. Each of these counts is via an encoding argument and therefore we
have two kinds of encoding. One for graphs and the other for hikes. In the first part of the
section we give two ways of encoding graphs, and in the other half, we encode hikes. Since
the first section is a general encoding for subgraphs, we relegate formal definitions related to
hikes to a later section.

4.1

Graph Encoding

Let H be a subgraph of a fixed d-regular graph G. We wish to encode H in a succinct way
such that given the encoding and G, we can recover H uniquely. We will give two ways of
encoding H. The first one will be generic that works for any subgraph of a d-regular graph.
The second encoding takes advantage of the special sparse structure (not too many vertices
of degree greater than two). We assume that we have an order on the neighbors of every
vertex, and thus, given (v, j), we can access the j th neighbor of v efficiently.
We will do this by encoding a DFS based-traversal of it from a given start vertex. Here,
we really need our DFS traversal to be optimal in the sense that the number of times each
edge is traversed is at most two and not any higher.
To reconstruct the graph, we reconstruct the traversal and so need access to two types of
data before every step - (1) Is this step recursive or backtracking (2) If it is a recursive step,
then which neighbour do we recurse to.
To determine the neighbor of the current vertex we need to move to in a recursive call we
need to specify one out d − 1 possibilities (except in the first step which has d possibilities).
This can be specified by a tuple (d1 , . . . , d|E(H)| ) ∈ [d]×[d−1]|E(H)|−1 indicating the neighbor.
For a backtracking step, we just pop the stack and thus don’t need any additional data.
We use two ways to figure out whether a step is recursive or backtracking. The direct
way is to just record the sequence in a binary string of length 2|E(H)|. A neighbour u of v is
called recursive if the edge (v, u) is visited by a recursive call from v. A simple observation
about backtracking sequences is that – It starts when we encounter a vertex that has already
been visited or we reach a degree one vertex and ends when we see a visited vertex that
has unvisited recursive neighbors. Therefore, we store a string σ ∈ [d] × [d − 1]|V (H)|−1 in
which σi denotes the number of recursive neighbors of the ith visited vertex. To summarize,
GraphEnc(H):
(a) Starting vertex v1 ∈ V (G)
(b) A sequence of degrees (d1 , . . . , d|E(H)| ) ∈ [d] × [d − 1]|E(H)|−1
(c) Either σ ∈ {R, B}2|E(H)| (Encoding I) or σ ∈ [d] × [d − 1]|V (H)|−1 (Encoding II)

4.1.1

Counting the encodings

For the first kind of encoding of type, we have 22k strings of length 2k over {R, B}. The
second encoding might seem wasteful in general but it is much better when the graph has
special structure that our hike graph will satisfy. We first note that for any vertex v, the
number of recursive neighbours σv ≤ degH (v) − 1 (or ≤ degH (v) if v = v0 ).
▶ Definition 10 (Excess). The excess of H is defined as exc(H) := |E(H)| − |V (H)|.
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▶ Definition 11 (Excess Set). We define a vertex to be an excess vertex in H if degH (v) > 2
and we define the excess set to be the set consisting of such vertices i.e
excSet(H) := |{v ∈ V (H) | deg(v) > 2}| .
▶ Lemma 12. Let G be a fixed d-regular graph on n vertices. The total number of connected
subgraphs H of G having at most ≤ k edges is at most
2n · d · (d − 1)k−1 · 22k
Moreover, if H is constrained to have at most two vertices of degree one12 and exc(H) ≤ δk,
the count is at most
δ

2nk 3 · d · (d − 1)k−1 · 2H2 ( 1−δ )k · dδk
Proof. We first fix the number of edges as m and we will then sum up the expression for
m ≤ k. It is not hard to see that we can unambiguously recover the graph13 and therefore the
number of possible graphs can be counted by counting the number of possible inputs. The
number of degree sequences and start vertices are n · d(d − 1)m−1 . The number of σ-strings
of encoding I are 22m . Therefore for a given m, we have nd · (d − 1)m−1 · 22m and summing
this gives the first claim.
In the second case, the key idea is that for every vertex (except the start) of degree 2, σv
must be 1. Since |excSet(H)| ≤ δm, almost all of the string σ is filled by 1.
We first pick the number of vertices, say t. There are at most m choices for this. Then, we
let the number of excess vertices be j. Summing over all possible j, the number of σ-strings
Pδm 
Pδm 
δ
of length t is ≤ t2 j=0 jt dj ≤ t2 dδm j=0 jt ≤ t2 dδm 2H2 ( 1−δ )t .
Here the first term counts the ways or having or up to two vertices of degree 1, the
second counts the ways to choose the excess vertices and the third counts the number of
their recursive neighbours. In the last inequality we used that t = m − exc(H) ≥ (1 − δ)m .
The complete expression for the number of graphs would then be


m
X
X
δ
δ
nd(d − 1)m−1
t2 dδm 2H2 ( 1−δ )t  ≤ 2nk 3 · d · (d − 1)k−1 · 2H2 ( 1−δ )k · dδk .◀
m≤k

4.2

t=(1−δ)m

Bounding Singleton Free Hikes

Following [24], we make the following useful definitions,
▶ Definition 13 (Singleton-free hikes). A k-hike W is a closed walk of 2k-steps14 in G in
which every step except possibly the (k + 1)st is non-backtracking. A hike is singleton-free if
no edge is traversed exactly once.
▶ Definition 14 (Bicycle free radius [24]). A graph G is said to have a bicycle-free radius at
radius r if the subgraph H of distance-r neighborhood of every vertex has exc(H) ≤ 0.
We will work with singleton-free hikes in this section. A singleton-free k-hike on G defines
a subgraph H such that there at most two vertices of degree 1 (the start vertex and the
middle vertex) and the number of edges is at most k as every edge is traversed at least twice.
The goal now is to count the possible number of singleton-free k-hikes that yield a fixed
subgraph H. Having access to H, we will need to encode the hike in a way similar to the
encoding of stale stretches in [24].
12

We will see later that hike graphs satisfy this strange property
We include a detailed algorithm to do so in the full version.
14
That is sequence of (v0 , · · · , v2k−1 ) such that (vi , vi+1 ) ∈ E(G) and v0 = v2k−1
13
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HikeEnc
1. (v1 , . . . , vs ) ∈ V (H)s ,where s = ⌈2k/r⌉ and r is the bicycle free radius of H
2. (c1 , . . . , cs ) ∈ {0, ±1, · · · , ±⌊r/2⌋}s . Here, ci denotes the number of times the unique
cycle (in the neighborhood of vi ) is to be traversed and the sign indicates the orientation.
Since each stretch is of length r and each cycle of length at least 2 we can traverse a cycle
at most ⌊r/2⌋ times.
▷ Claim 15. For any graph H that is bicycle free at radius r, the number of simple
⌈2k/r⌉
singleton-free k-hikes that have H as their hike graph is at most (|rV (H)|)
.
Proof. Follows from the possible values the encoding HikeEnc can take.

◁

We use a generalization of the bound of Alon et al. [3] on the excess number (originally
involving the girth), extended to bicycle-free radius in [24].
▶ Theorem 16 ([24, Theorem 2.13]). Let H be a bicycle free graph of radius r ≥ 10 ln(|V (H)|).
Then
exc(H) ≤

ln(e |V (H)|)
· |V (H)| .
r

▶ Corollary 17. Let G be a d regular graph on n vertices bicycle free at radius r. Let H be a
subgraph with at most two vertices of degree one on n0 vertices where n0 = eδr−1 for some
δ ≤ 1/10. Then,
excSet(H) ≤ 2δn0 + 2.
▶ Lemma 18. Let G be a d regular graph, with d ≥ 3, on n vertices bicycle free at radius r.
Then, the total number of singleton free (k − 1)-hikes on G is at most


2k
√
log(nrk) log(rk)
where γ1 = 1 +
2γ1 d − 1
+
.
2k
r

If we assume that 3 ≤ k ≤ eδr , then it is at most


2k
√
log(16nk 3 rd) log(rk)
+
+ H2 (5δ)/2 + δ log d.
2γ2 d − 1
where γ2 =
2k
r

Proof. Follows mainly from Lemma 12 and Claim 15. Complete proof can be found in the
full version.
◀

5

Instantiation of The First Two Main Results

In this section, we will use the bound on singleton-free hikes obtained in the last section to
bound the eigenvalue of the lifted graph. We first handle non-singleton free hikes and show
that they can be easily bounded by the ε-biased property of the distribution of the signings.
We then formalize the construction by instantiating it using an expander from MOP having
large bicycle-free radius and then bring the bounds together.

5.1

A Simple Generalization of The Trace Power Method in MOP

We now show that the problem of bounding the spectral radius of the signed non-backtracking
operator reduces to counting singleton-free hikes. This reduction is a straightforward
generalization of the argument [24, Prop. 3.3] for Z2 to any abelian group.
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Let Bs (χ) (as defined in Definition 7) be the signed non-backtracking operator with
respect to a signing and a non-trivial character χ and ρ(Bs ) denote its spectral radius. The
goal is to bound the largest eigenvalue of Bs (χ). The trace method is the name for utilizing
the following inequality,
X
2
tr((B ∗ )k B k ) = B k F =
λki ≥ ρ(B)2k .
i

The signing s is drawn from some distribution D and we wish to show via the probabilistic
method that there exists a signing in D for which ρ(Bs (χ)) is small for any set of (l − 1)
non-trivial characters χ. We will use a first-order Markov argument and therefore wish to
bound Es∼D tr(Bsk (Bs∗ )k ). Writing it out we get,
Tχ (s) = tr((Bs∗ )k Bsk ) =

X

(Bs∗ )k Bsk e


e

e∈E d

=

X

B(e0 , e1 ) · · · B(ek−1 , ek )B ∗ (ek , ek+1 ) · · · B ∗ (e2k−1 , e2k )

(e0 ,··· ,e2k )

=

X

χ(s(e1 )) · · · χ(s(ek ))χ∗ (s(ek )) · · · χ∗ (s(e2k−1 ))

(e0 ,··· ,e2k )

=

X

χ(s(e1 )) · · · χ(s(ek−1 ))χ∗ (s(ek+1 )) · · · χ∗ (s(e2k−1 )).

(e0 ,··· ,e2k )

Notice that e0 , ek don’t appear in the term and so we define Hk−1 as the multiset of all
tuples (e1 , . . . , ek−1 , ek+1 , . . . , e2k−1 ) appearing in the support of this summation. We denote
each term in the summation above by χw (s) where w ∈ Hk−1 . It follows directly from the
definition that each w ∈ Hk−1 defines a (k − 1)-hike. Also observe that, any tuple appears
at most (d − 1)2 times as given a tuple w, we have at most (d − 1) choices for each e0 , ek .
s
Let Hk−1
denote the singleton-free hikes in Hk−1 . We can split Tχ (s) = T1 (s) + T2 (s) where
T1 (s) =

X
w∈Hsk−1

χw (s), T2 (s) =

X

χw (s).

w̸∈Hsk−1

We now define ε-biased distributions that will be the key pseudorandomness tool.
▶ Definition 19 (Bias). Given a distribution D on a group H and a character χ, we can
define the bias of D with respect to χ as biasχ (D) := |Eh∼D χ(h)| and the bias of D as
bias(D) = maxχ biasχ (D), where the maximization is over non-trivial characters.
s
be a singleton▶ Lemma 20. Let D ⊆ H E(G) be an ν-biased distribution and let w ̸∈ Hk−1
hike i.e. there is an edge that is travelled exactly once. Then, |Es∼D χw (s)| ≤ ν.

Proof. Let the set of distinct edges in w be {e1 , · · · , er } and let edge ei be travelled ti times
where ti takes the sign into account.15 Let ej be the edge traversed exactly once. Then,
Qr
tj = ±1. Now, we can rewrite χw (s) = i=1 χ(s(ei ))ti and it can be extended to a character
on H E(G) . Since tj = ±1, this character is non-trivial and the claim follows from the ν-biased
property.
◀
15

Let ei appear f1 times in the first k − 1 steps and b1 times in the next (k − 1) steps. Similarly let eT
i
which is the reverse direction of e appear f2 times in the first k − 1 steps and b2 times in the next
(k − 1) steps. Then, ti = f1 + b2 − f2 − b1 .
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▶ Lemma 21 (Analog of Corr. 3.11 in [24]). Let G be a d-regular graph on n-vertices, ε < 1
be a fixed constant, ℓ be a parameter, H ⊆ Sym(ℓ) be an abelian group and D ⊆ H m be an
2k
ν-biased distribution such that ν ≤ (nld2 )−1 . dε .
√
Assume that the number of singleton-free (k − 1)-hikes is bounded by (2γ d − 1)2k . Then
for any non-trivial character χ of H m , we have that except with probability at most 1/ℓ over
2
′√
)
D, ρ(B(χ)) ≤ 2γ d − 1 + ϵ where γ ′ = γ + log(ℓd
.
2k
Proof. By the decomposition above, we have T (s) = T1 (s) + T2 (s). As each term in the
expression is of the form χ(h) and as remarked
the characters are roots of unity
 earlier, all
−1
∗
2
∗
so |χ(s(e))| = 1. Thus, |T1 (s)| ≤ π
Hk−1 ≤ (d − 1) Hk−1
µ := |Es∼D T | = |ET1 + ET2 |
≤ |ET1 | + |ET2 |
X
s
≤ Hk−1
+

|Es∼D χw (s)|

w̸∈Hsk−1

√
≤ d2 (2γ d − 1)2k + ν |Hk−1 |
√
≤ d2 (2γ d − 1)2k + νnd2k+2 .
s
Here we have used the observation that Hk−1
≤ (d − 1)2 {|Singleton-free (k − 1)-hikes|}
and Lemma 20. The bound on |Hk−1 | is trivial as we have nd choices for the starting edge
and a walk of length of 2k + 1. Since T is a non-negative random variable, we apply Markov
to conclude that T ≤ µℓ with probability at most 1/ℓ.

ρ(Bs (χ)) ≤ T 1/2k < (µℓ)1/2k ≤



1/2k
 √
2k
d2 ℓ 2γ d − 1
+ νℓnd2k+2

√
1/2k
≤ (d2 ℓ)1/2k 2γ d − 1 + νℓnd2k+2
′√
≤ 2γ d − 1 + (νℓnd2 )1/2k d
′√
ε
≤ 2γ d − 1 + d
d
′√
≤ 2γ d − 1 + ε.

5.2

◀

The Instantiation

Before we instantiate the explicit construction of abelian lifted expanders leading to Theorem 1,
we will need two tools. The first one is an explicit construction of expander graphs to be
used as base graphs in the lifting operation. Since we need this technical condition of
bicycle-freeness, we use the construction in [24].
▶ Theorem 22. [24, Theorem 1.1] For any given constants d ≥ 3, ε > 0, one can construct
in
√
deterministic polynomial time, an infinite family of graphs {Gn } with λ(Gn ) ≤ 2 d − 1 + ε
and Gn is
n ≤ |V (Gn )| ≤ 2n
Gn is bicycle-free at radius c logd−1 (|V (Gn )|).
√
λ2 (BG ) ≤ d − 1 + ε.
The second tool is a ν-biased distribution for abelian groups (having a sample space
depending polynomial on 1/ν). In particular, we use a recent construction by Jalan and
Moshkovitz.
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▶ Theorem 23. [19] Given the generating elements of a finite abelian group H and an integer
m ≥ 1 and ν > 0, there
polynomial time algorithm that constructs subset

 is a deterministic
m log(H)O(1)
m
such that the uniform distribution over S is ν-biased.
S ⊆ H with size O
ν 2+o(1)
We now state our first main result whose proof we defer to the full version.
▶ Theorem 1. For large enough n and constant degree d ≥ 3, given ℓ such that ℓ ≤ exp(nΘ(1) ),
the generating elements of a transitive abelian group H ⩽ Sym(ℓ), and any fixed constant
ε ∈ (0, 1), we can construct in deterministic polynomial time, a d-regular graph G on Θ(nℓ)
vertices such that
G is (H, ℓ)-lift of a graph G0 on Θ(n) vertices.
√

(Sub-Exponential) If ℓ ≤ exp nδ(d,ε) , then λ(G) ≤ 2 d − 1 + ϵ.

(Moderately-Exponential) If ℓ ≤ exp nδ and also d ≥ d0 (ϵ), then λ(G) ≤ ε · d.
Proof. The proof can be found in the full version.

6

◀

Derandomizing Exponential Lifts

We will now construct explicit expanding graphs where the lift size is exponential. In this
regime, known tools like expander Chernoff suffice and in fact one can verify that the results
of [1] can be directly derandomized by an application of these. However, we give a simplified
(mostly) self-contained proof relying on a key lemma of Bilu and Linial [9] which could be of
independent interest and derandomize it.

6.1

The Setup and Construction

In this subsection, we will describe how the signings for the lift are generated via walks on an
expander and utilize an expander Hoeffding bound which will be used to bound the spectrum.
We will assume from now that the group is Zℓ 16 We use the construction from [2],
▶ Theorem 24. [2, Thm. 1.3] For every degree d ≥ 3, every ϵ > 0 and all sufficiently large
m ≥ n√0 (d, ϵ) where md is even, there is an explicit construction of an (m, d, λ)-graph with
λ ≤ 2 d − 1 + ϵ.
√
We can fix the degree to be an even constant, say d′ , and have ϵ = d′ − 1. Then, for
every large enough m, we have an expander on m vertices. We use this to get an explicit
expander, L, on ℓ vertices. To obtain a sequence of lifts i.e. elements of Zℓ , we first pick a
random vertex, v1 , of L which uses log ℓ bits of randomness. Then, we do a random walk
for dn − 1 steps producing a sequence (v1 , · · · , vdn−1 ) of vertices of L which we interpret as
elements of Zℓ . Each step of the random walk requires O(log d′ ) bits of randomness as the
graph is d′ -regular. Therefore, the total amount of randomness is O(log ℓ + (dn − 1) log d′ )17
The main observation is that an expander random walk suffices to guarantee that the lifted
graph will be an expander. To formalize this, we first state a Hoeffding type concentration
result for our random variables generated via the Markov chain on an expander.

16

This can be extended in a straightforward manner to any abelian subgroup H ⩽ Sym(ℓ) by just taking
the expander graph on |H| vertices. Since, we only work with abelian groups having a transitive action,
|H| = ℓ.
17
Another way to say this is that the number of walks of length on dn on L is |H| · d′dn .
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▶ Theorem 25. [29, Thm. 1.1] Let {Yi }∞
i=1 be a stationary Markov chain with state space
[N ], transition matrix A, stationary probability measure π, and averaging operator Eπ , so that
Y1 is distributed according to π. Let λ = |A − Eπ |L2 (π)→L2 (π) and let f1 , · · · , ft : [N ] → R
so that E[fi (Yi )] = 0 for all i and |fi (v)| ≤ ai for all v ∈ [N ] and all i. Then for u ≥ 0,

!1/2 
 2

t
t
X
X
 ≤ 2 exp −u (1 − λ)
Pr 
fi (Yi ) ≥ u
a2i
64e
i=1
i=1
▶ Corollary 26. Let U be any subset of edges in the base graph G. Then,
#
"


X
−t2
Re(χ(s(e))) ≥ t ≤ 2 exp
Pr
128e|U |
e∈U

#

"
Pr

X



Im(χ(s(e))) ≥ t ≤ 2 exp

e∈U

−t2
128e|U |


.

Proof. Let Ye = s(e) be the random variables associated to each edge e. From the construction described earlier, {Yu,v } is a Markov chain with the transition matrix being the
weighted
√ adjacency matrix of the expander L with second (normalized)eigenvalue bounded
by 3 d′ − 1/d′ . Thus, 1 − λ ≥ 1 − √3d′ ≥ 1/2 for d′ ≥ 36. The stationary measure π is the
uniform measure on vertices of L and it is stationary as the all-ones vector is an eigenvector
of the weighted adjacency matrix with eigenvalue 1. Recall that we picked the first vertex
(Y1 ) uniformly i.e. from π. Let fe = Re(χ(s(e))) if e ∈ U and 0 otherwise. Analogously
ge = Im(χ(s(e)) when the edge is in U and 0 otherwise.
Pℓ−1
E[fe ] = 1ℓ i=0 Re(ω i ) because the characters are roots of unity and the expectation is
over π which is uniform. Since the sum of roots of unity are zero, so is its real and imaginary
part. This holds
p thus for ge too. Moreover, ae = 1 if e ∈ U and is 0 otherwise. Applying 25
with u := t/ |U | gives the result.
◀

6.2

A Simpler Lifting Proof

In this section, we give a simpler proof of a weaker result similar to one in [1] which says
that if the lifts were picked independently and uniformly at random, then the lifted graph is
also expanding. In place of the random signings, we will use the signings generated from
random walks as described in the earlier section. The proof can be seen as building up from
the tools of [9] by simplifying their derandomization of the 2-lift and extending it to ℓ-lifts.
Let G be a graph, H be an abelian group and s be a signing s : E → H that gives a
(H, ℓ)-lift. Let A be its adjacency matrix. We will use the earlier notation and denote by
A(χ), the matrix where for every edge e, we replace 1 by χ(s(e)). Let A(χ) = C + iD where
C, D are real symmetric matrices. We want to bound the spectral radius of A(χ). It is not
very hard to see that ∥A∥ ≤ 2 max{∥C∥ , ∥D∥}. This can be observed by letting v = v1 + iv2
be an eigenvector and α = max{∥C∥ , ∥D∥}. Then,
v ∗ Av = Re(v ∗ Av) = (v1T Cv1 + v2T Cv2 − v1T Dv2 + v2T Dv1 )
2

≤ ∥C∥ ∥v1 ∥ + 2 ∥D∥ ∥v1 ∥ ∥v2 ∥
≤ α(∥v1 ∥ + ∥v2 ∥)2


2
2
≤ 2α ∥v1 ∥ + ∥v2 ∥
2

= 2α ∥v∥
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Therefore we reduce the problem to bounding spectral radius for the constituent real matrices.
We now state a very useful lemma by Bilu and Linial which is a discretization result and can
be seen as a converse to the expander mixing lemma. It says that bounding the Rayleigh
coefficient on Boolean vectors suffices to bound the real spectrum up to logarithmic factors.
▶ Theorem 27 ([9, Lemma 3.3]). Let A be an n × n real symmetric matrix such that the
l1 norm of each row in A is at most d, and all diagonal entries of A are, in absolute value,
O(α(log(d/α) + 1)). If for any two vectors, u, v ∈ {0, 1}n , with Supp(u) ∩ Supp(v) = ∅:
|ut Av|
≤ α,
∥u∥ ∥v∥
then, the spectral radius of A is O(α(log(d/α) + 1)).
Since the graph is d-regular, A(χ) is d-sparse and so is C and D. The ℓ1 -norm of any row
of C, D ≤ d as we have a sum of d entries of the form Re(ω j ), Im(ω j ) for some j and the
absolute value of each of these is upper bounded by 1. Moreover, the diagonal entries are all
zero. Therefore, these satisfy the norm criteria of the theorem. Now, we need to bound the
(generalized) Rayleigh coefficient.
Let S, T be subsets of the vertices of a d-regular graph. Define E(S, T ) = {(x, y) ∈ E | x ∈
S, y ∈ T } and let e(S, T ) := |E(S, T )|. Let u, v ∈ {0, 1}n and let S := Supp(u), T := Supp(v).
Then,
X
uT Cv ≤
| Re(χ(s(e)))| ≤ e(S, T )
(1)
u∈E(S,T )
T

u Dv ≤

X

| Im(χ(s(e)))| ≤ e(S, T )

(2)

u∈E(S,T )

Let us now state the expander mixing lemma,
e(S, T ) −

p
d|S||T |
≤ λ(G) |S||T |.
n

(3)

Now we assume that the signing s was generated from the random walk as described
earlier. This lets us use Corollary 26 to prove the following lemma.
▶ Lemma 28. √Let M be either C or D where these are the matrices defined above. Pick γ such
that γ 3 ≥ 256en d ln(3ℓ). Then for every pair of vectors u, v ∈ {0, 1}n , |uT M v| ≤ α ∥u∥ ∥v∥
2
where α = (γ + 1)λ except with probability 3ℓ
over choice of s.
Proof. The proof is included in the full version.

◀

▶ Theorem 29 (Exactly Exponential Lifts). For any positive integers n, ℓ and every constant
degree d, there exists a deterministic poly(exp(n), ℓ) time algorithm that constructs a d-regular
graph G on nℓ vertices such that
G is quasi-cyclic with lift size ℓ, and
√

If ℓ ≤ exp cnd−1/2 , then λ(G) ≤ O( d log d)
 2+δ


If ℓ = exp cndδ for δ ∈ [−1/2, 1), then λ(G) ≤ O d 3 log d
In particular, this yields an explicit polynomial time construction of a lift in the regime when
ℓ = exp(O(n)).
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√
Proof. We construct a d-regular graph G0 using [2] on n vertices such that λ2 (G) ≤ 2 d.
We generate a set of signings as described above using a d′ -regular expander on ℓ vertices.
This takes time ℓ exp(nd ln(d′ )) and we can fix d′ = 36. or each signing we compute the
eigenvalue of the adjacency matrix of the lifted graph and pick the one with the smallest λ2 .
The existence of a good signing is guaranteed as follows.
Lemma 28 gives a bound of α = (γ + 1)λ on the Rayleigh quotient of C, D holds except
2
with probability 3ℓ
over the signings. Theorem 27 then implies that
λmax A(χ) ≤ 2 max{∥C∥ , ∥D∥} ≤ 2α log(d/α) ≤ O(α log d)
√

Here, γ 3 = O( ln ℓn d ) = O(d1/2+δ
if δ < −1/2, then O((γ + 1)λ) = O(λ)
 ). Note
n 2+δthat
√ 1/6+δ/3
√ o
Thus, α = O( dd
+ λ) = O max d 3 , d .
To finish the proof we need to take a union bound over each of the ℓ − 1 non-trivial
characters and bound the spectrum of A(χ) as above.
 Thus, we have that the probability
2
that there exists a good signing is at least 1 − ℓ 3ℓ
> 0.
◀

7

Explicit Quantum and Classical Codes

We now briefly recall the construction of quantum LDPC codes as in [28] and show how our
results derandomize it. The construction is as follows. Let G be a d-regular graph (on nℓ
vertices) such that G is a (Zℓ , ℓ)-lift of a graph on n-vertices. Let C0 ⊆d2 be a binary linear
code (of block length d). Let B denote the bipartite graph of the Tanner code T(G, C0 ) and
let F denote the cycle graph on ℓ vertices. They define the lifted product LP(B, F ) of B
and F which is a variation of the usual tensor product and is also equivalent to the twisted
product in [17]. The main result of [28] is the following.
▶ Theorem 30 ([28]). Let G be (Zℓ , ℓ)-lift of a d regular graph on n-vertices with λ2 (G) ≤ ε·d.
Let C0 ⊆ Fd2 and its dual attain the Gilbert–Varshamov bound. If ε > 0 is sufficiently small
and d is a sufficiently large constant, then
T(G, C0 ) is a good quasi-cyclic LDPC code of blocklength Θ(nℓ) and circulant size Θ(ℓ).
The quantum lifted product code LP(B, F ) is LDPC and has distance Θϵ,d (ℓ) and dimension
Θ(n).
To achieve these, [28] picks a d-regular expander on n vertices and creates a random
ℓ-lift i.e. where each signing is chosen uniformly at random from Zℓ . The final graph is
expanding with high probability from the results of [1] ( Theorem 2 ). The distance achieves
the almost-linear bound only when the lift is large and thus lifts of exponential size are
preferred. By the upper bound in Theorem 2, better than exponential size lifts break
expansion for abelian groups.
For this application, the constant degree regime is important for two reasons. The locality
of the code is essentially d and thus it has to be constant for it to be LDPC. Moreover, the
code C0 ⊆ Fd2 can be easily constructed via brute-force search since d is constant.
While the corollary follows in a straightforward manner from our main results, we show
the computations for completeness.
▶ Corollary 31 ([28], Theorem 1, Theorem 3). We have explicit polynomial time construction
of each of the following,
1. Good quasi-cyclic LDPC code of block length N and any circulant size up to N/polylog(N )
or Θ(N/ log(N )).

ITCS 2022

88:20

Explicit Abelian Lifts and Quantum LDPC Codes

2. Quantum LDPC code with distance Ω(N/ log(N )) and dimension Ω(log(N )).
3. Quantum LDPC code with distance Ω(N 1−α ) and dimension Θ(N α ) for every constant
α > 0.
Proof. We always work in the constant degree regime so C0 ⊆ Fd2 can be found by brute-force.
When ℓ = exp(Θ(n)), we use Theorem 3 to construct G explicitly. Thus, N = nℓ and thus
the circulant size and distance are both Θ(ℓ) = Θ(N/ log N ).
δ0
For ℓ ≤ 2n with some fixed δ0 ∈ (0, 1), we can explicitly construct G which is a (Zℓ , ℓ)-lift
δ0
δ0
by Theorem 1 and by [28], T(G, C0 ) has circulant size Θ(ℓ)
 and log(N ) ≤ log n + n ≤ 2n
1/δ0
(for n sufficiently large) and thus, ℓ = O N/(log N )
. Therefore, the construction works
for any size less than N/(log N )1/δ0 . This calculation also shows that we get quantum LDPC
codes for any distance less than N/(log N )1/δ0 . So for a given α, we take a base graph on
n = N α vertices and construct a ℓ = N 1−α = n1/α−1 lift. For any α, this is a polynomial
sized-lift and can be done via Theorem 1.
◀
References
1

2
3
4
5
6
7
8

9
10

11
12
13
14

15

Naman Agarwal, Karthekeyan Chandrasekaran, Alexandra Kolla, and Vivek Madan. On
the Expansion of Group-Based Lifts. SIAM J. Discret. Math., 33(3):1338–1373, 2019. doi:
10.1137/17M1141047.
Noga Alon. Explicit expanders of every degree and size. Combinatorica, February 2021.
doi:10.1007/s00493-020-4429-x.
Noga Alon, Shlomo Hoory, and Nathan Linial. The Moore bound for irregular graphs. Graphs
and Combinatorics, 18:53–57, 2002. doi:10.1007/s003730200002.
Noga Alon and Yuval Roichman. Random cayley graphs and expanders. Random Struct.
Algorithms, 5(2):271–285, 1994. doi:10.1002/rsa.3240050203.
László Babai, Amir Shpilka, and Daniel Stefankovic. Locally testable cyclic codes. IEEE
Trans. Inf. Theory, 51(8):2849–2858, 2005. doi:10.1109/TIT.2005.851735.
László Babai. On the minimum order of graphs with given group. Canadian Mathematical
Bulletin, 17(4):467–470, 1974. doi:10.4153/CMB-1974-082-9.
L.M.J. Bazzi and S.K. Mitter. Some randomized code constructions from group actions. IEEE
Transactions on Information Theory, 52(7):3210–3219, 2006. doi:10.1109/TIT.2006.876244.
Avraham Ben-Aroya and Amnon Ta-Shma. A combinatorial construction of almost-ramanujan
graphs using the zig-zag product. In Proceedings of the 40th ACM Symposium on Theory of
Computing, pages 325–334, 2008. doi:10.1145/1374376.1374424.
Yonatan Bilu and Nathan Linial. Lifts, discrepancy and nearly optimal spectral gap. Combinatorica, 26(5):495–519, October 2006. doi:10.1007/s00493-006-0029-7.
Nikolas P. Breuckmann and Jens N. Eberhardt. Balanced Product Quantum Codes.
IEEE Transactions on Information Theory, 67(10):6653–6674, 2021. doi:10.1109/TIT.2021.
3097347.
A. R. Calderbank and Peter W. Shor. Good quantum error-correcting codes exist. Phys. Rev.
A, 54:1098–1105, August 1996. doi:10.1103/PhysRevA.54.1098.
C.L. Chen, W.W. Peterson, and E.J. Weldon. Some results on quasi-cyclic codes. Information
and Control, 15(5):407–423, November 1969. doi:10.1016/s0019-9958(69)90497-5.
Michael B. Cohen. Ramanujan graphs in polynomial time. In Proceedings of the 57th IEEE
Symposium on Foundations of Computer Science, 2016. doi:10.1109/FOCS.2016.37.
Shai Evra, Tali Kaufman, and Gilles Zémor. Decodable quantum LDPC codes beyond
the square root distance barrier using high dimensional expanders. In Proceedings of the
61st IEEE Symposium on Foundations of Computer Science, pages 218–227. IEEE, 2020.
arXiv:2004.07935, doi:10.1109/FOCS46700.2020.00029.
R. Gallager. Low-density parity-check codes. IRE Transactions on Information Theory,
8(1):21–28, 1962. doi:10.1109/TIT.1962.1057683.

F. G. Jeronimo, T. Mittal, R. O’Donnell, P. Paredes, and M. Tulsiani

16

17

18
19
20

21

22
23

24

25

26
27

28

29
30

31
32

33

88:21

Oded Goldreich and Avi Wigderson. Robustly self-ordered graphs: Constructions and applications to property testing. In Valentine Kabanets, editor, Proceedings of the 36th IEEE
Conference on Computational Complexity, volume 200 of LIPIcs, pages 12:1–12:74. Schloss
Dagstuhl - Leibniz-Zentrum für Informatik, 2021. doi:10.4230/LIPIcs.CCC.2021.12.
Matthew B. Hastings, Jeongwan Haah, and Ryan O’Donnell. Fiber bundle codes: breaking the
n1/2 polylog(n) barrier for quantum LDPC codes. In Proceedings of the 53rd ACM Symposium
on Theory of Computing, pages 1276–1288. ACM, 2021. doi:10.1145/3406325.3451005.
Shlomo Hoory, Nathan Linial, and Avi Wigderson. Expander graphs and their applications.
Bull. Amer. Math. Soc., 43(04):439–562, August 2006. doi:10.1090/S0273-0979-06-01126-8.
Akhil Jalan and Dana Moshkovitz. Near-optimal cayley expanders for abelian groups. CoRR,
abs/2105.01149, 2021. arXiv:2105.01149.
Tali Kaufman and Avi Wigderson. Symmetric LDPC codes and local testing. In Andrew ChiChih Yao, editor, Innovations in Computer Science - ICS 2010, Tsinghua University, Beijing,
China, January 5-7, 2010. Proceedings, pages 406–421. Tsinghua University Press, 2010. URL:
http://conference.iiis.tsinghua.edu.cn/ICS2010/content/papers/32.html.
Huaan Li, Baoming Bai, Xijin Mu, Ji Zhang, and Hengzhou Xu. Algebra-assisted construction
of quasi-cyclic LDPC codes for 5G new radio. IEEE Access, 6:50229–50244, 2018. doi:
10.1109/ACCESS.2018.2868963.
Alexander Lubotzky, R. Phillips, and Peter Sarnak. Ramanujan graphs. Combinatorica,
8:261–277, 1988. doi:10.1007/BF02126799.
G. A. Margulis. Explicit group-theoretic constructions of combinatorial schemes and their applications in the construction of expanders and concentrators. Problemy Peredachi Informatsii,
24(1):51–60, 1988. URL: http://mi.mathnet.ru/eng/ppi686.
Sidhanth Mohanty, Ryan O’Donnell, and Pedro Paredes. Explicit near-ramanujan graphs of
every degree. In Proceedings of the 52nd ACM Symposium on Theory of Computing, pages
510–523. ACM, 2020. doi:10.1145/3357713.3384231.
M. Morgenstern. Existence and explicit constructions of q + 1 regular Ramanujan graphs
for every prime power q. J. Comb. Theory Ser. B, pages 44–62, September 1994. doi:
10.1006/jctb.1994.1054.
Alon Nilli. On the second eigenvalue of a graph. Discrete Mathematics, 91(2):207–210, 1991.
doi:10.1016/0012-365X(91)90112-F.
R. O’Donnell and X. Wu. Explicit near-fully X-Ramanujan graphs. In Proceedings of
the 61st IEEE Symposium on Foundations of Computer Science, pages 1045–1056, 2020.
doi:10.1109/FOCS46700.2020.00101.
Pavel Panteleev and Gleb Kalachev. Quantum LDPC Codes with Almost Linear Minimum
Distance. IEEE Transactions on Information Theory, December 2021. arXiv:2012.04068,
doi:10.1109/TIT.2021.3119384.
Shravas Rao. A Hoeffding inequality for Markov chains. Electronic Communications in
Probability, 24:1–11, 2019. doi:10.1214/19-ECP219.
O. Reingold, S. Vadhan, and A. Wigderson. Entropy waves, the zig-zag graph product, and
new constant-degree expanders and extractors. In Proceedings of the 41st IEEE Symposium
on Foundations of Computer Science, 2000. doi:10.1109/SFCS.2000.892006.
Tom Richardson and Ruediger Urbanke. Modern coding theory. Cambridge university press,
2008. doi:10.1017/CBO9780511791338.
Andrew Steane. Multiple-particle interference and quantum error correction. Proceedings
of the Royal Society of London. Series A: Mathematical, Physical and Engineering Sciences,
452(1954):2551–2577, November 1996. doi:10.1098/rspa.1996.0136.
Salil P. Vadhan. Pseudorandomness. Foundations and Trends® in Theoretical Computer
Science, 7(1–3):1–336, 2012. doi:10.1561/0400000010.

ITCS 2022

Almost-Orthogonal Bases for Inner Product
Polynomials
#
University of Chicago, IL, USA

Chris Jones

#
University of Chicago, IL, USA

Aaron Potechin
Abstract

In this paper, we consider low-degree polynomials of inner products between a collection of random
vectors. We give an almost orthogonal basis for this vector space of polynomials when the random
vectors are Gaussian, spherical, or Boolean. In all three cases, our basis admits an interesting
combinatorial description based on the topology of the underlying graph of inner products.
We also analyze the expected value of the product of two polynomials in our basis. In all three
cases, we show that this expected value can be expressed in terms of collections of matchings on the
underlying graph of inner products. In the Gaussian and Boolean cases, we show that this expected
value is always non-negative. In the spherical case, we show that this expected value can be negative
but we conjecture that if the underlying graph of inner products is planar then this expected value
will always be non-negative.
2012 ACM Subject Classification Theory of computation → Randomness, geometry and discrete
structures
Keywords and phrases Orthogonal polynomials, Fourier analysis, combinatorics
Digital Object Identifier 10.4230/LIPIcs.ITCS.2022.89
Related Version Full Version: https://arxiv.org/abs/2107.00216
Funding Chris Jones: Supported in part by NSF grant CCF-2008920.
Aaron Potechin: Supported in part by NSF grant CCF-2008920.
Acknowledgements We would like to thank Goutham Rajendran for discussions and many comments
on this work. We also thank Mrinalkanti Ghosh, Fernando Granha Jeronimo, and Madhur Tulsiani
for early discussions on the polynomials in the context of Sum-of-Squares.

1

Introduction

When we have a collection of random variables, it is often extremely useful to find a basis of
polynomials in the random variables which is orthonormal under the natural inner product
⟨f, g⟩ := E[f · g]. Some important examples are as follows:
1. If x is a random point of the Boolean hypercube {−1, 1}n then the multilinear monomials
Q
{ i∈S xi : S ⊆ [n]} are an orthonormal basis.
2. When we have a single Gaussian variable x ∼ N (0, 1), the Hermite polynomials (with
the correct normalization) are an orthonormal basis. When x is an n-dimensional vector
with Gaussian coordinates (i.e. x ∼ N (0, Idn )), the multivariate Hermite polynomials
form an orthonormal basis.
3. When x ∈ Rn is a random unit vector (i.e. x ∈R S n−1 ), spherical harmonics give an
orthonormal basis.
In this paper, we consider polynomials of inner products between a collection of random
vectors. More precisely, fix a finite set of vertices V and n ∈ N and consider drawing i.i.d.
random n-dimensional vectors du for each u ∈ V . We will work in three settings: when the
© Chris Jones and Aaron Potechin;
licensed under Creative Commons License CC-BY 4.0
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n-dimensional vector du is a standard Gaussian, a uniform unit vector, and a uniform Boolean
vector. We consider polynomials in the variables du,i with real coefficients which have degree
less than n and are orthogonally invariant i.e. unchanged if the {du } are simultaneously
replaced by {T du } for any orthogonal matrix T . Any such orthogonally invariant polynomial
will also be expressible1 in terms of the inner product variables xuv := ⟨du , dv ⟩.
A natural spanning set for the space of orthogonally invariant polynomials is the set of
Q
monomials u,v∈V xkuvuv where each kuv ∈ N. Equivalently, there is one monomial for each
undirected multigraph on V (with self-loops allowed in the Gaussian case): for the monomial
Q
kuv
u,v∈V xuv we take the graph where there are kuv multi-edges from u to v. We denote this
monomial by mG where G is the underlying graph.
However, the monomials mG are not orthogonal. For example, one can check that in the
Gaussian case, the graph shown in Figure 1 has
E[x12 x23 x34 x14 ] =

E

d1 ,d2 ,d3 ,d4 ∼N (0,Idn )

[⟨d1 , d2 ⟩ ⟨d2 , d3 ⟩ ⟨d3 , d4 ⟩ ⟨d1 , d4 ⟩] = n.

Our goal in this paper is to orthogonalize the mG into a basis of polynomials pG . As it
1

2

4

3

Figure 1 Four-cycle of inner products.

turns out, the basis pG which we will obtain is not quite orthogonal, but it is very close. In
particular, we will have that ⟨pG , pH ⟩ = 0 unless V (G) = V (H) and G and H have the same
degree at every vertex. In addition, even when G ̸= H and ⟨pG , pH ⟩ ̸= 0, ⟨pG , pH ⟩ will be
small (see Lemma 63).
While the pG basis is not quite orthogonal, it exhibits some surprisingly beautiful
combinatorics based on the underlying graph G. Even computing E[mG ], one can already see
a connection to the topology of the graph G. In the Gaussian case, the magnitude of E[mG ]
is nk where k is the maximum number of cycles that E(G) can be partitioned into (and is 0
if G has a vertex with odd degree) and analogous results hold for the spherical and Boolean
cases (see Lemma 11, Lemma 32, and Lemma 56). A theme of this paper is that quantities
involving the mG and pG may not have clean exact formulas, but their magnitudes in n are
determined by combinatorial and topological properties of G.

1.1

Outline

In the remainder of the introduction, we give more overview on the pG in general. In
Section 2 we specialize to the Gaussian case du ∼ N (0, Idn ). In the Gaussian case, the
calculations work out cleanly once one has the right definitions. In Section 3 we continue

1

When du is a Boolean vector, we instead require that the polynomials are invariant under permutations
of [n] and changing the signs of coordinates (i.e. automorphisms of the Boolean hypercube). In this
setting, in addition to inner products, we also have k-wise inner products for all even k > 2. For more
details, see Section 4.
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to the spherical case. Here the calculations become more involved, and we investigate a
conjecture relating the spherical case to planar graphs. In Section 4 we investigate the
Boolean case du ∈R {−1, +1}n which combines aspects of the Gaussian and spherical cases.
In Section 5 we give a “Fourier inversion” lemma for potential applications. For the purpose
of gaining intuition about the family pG , it may be helpful to carry around a few small
examples and see how the results and proofs apply to these polynomials.

1.2

Constructing the polynomials

Given any inner product on polynomials, we can automatically construct an orthonormal
basis of polynomials by using the Gram-Schmidt process. However, to run Gram-Schmidt,
it is necessary to choose an order. A natural order for polynomials is by degree, though
within each degree it is not clear how the polynomials should be ordered. We skirt this
issue by only orthogonalizing a monomial against polynomials with lower degree 2 . The
resulting polynomials we produce are “mostly orthogonal”, with E[pG · pH ] possibly nonzero
for polynomials of the same degree (in fact, they will be orthogonal unless G and H have
the same degree on every vertex). We call this the degree-orthogonal Gram-Schmidt process.
▶ Definition 1. A polynomial family {pI }I∈I is degree-orthogonal (with respect to D) if
Ed∼D [pI (d)pJ (d)] = 0 whenever deg(pI ) ̸= deg(pJ ).
The degree-orthogonal Gram-Schmidt process outputs the unique monic degree-orthogonal
basis.
▶ Fact 2 (Uniqueness of Gram-Schmidt orthogonalization). Let {mI }I∈I be the set of monomials of degree at most τ in a set of variables ν and let D be a distribution on Rν such that
{mI }I∈I are linearly independent as functions on the support of D. There is a unique set of
monic polynomials {pI }I∈I such that
(i) The unique monomial of maximum degree in pI is mI ,
(ii) The family pI is degree-orthogonal with respect to D.
Furthermore, the pI are linearly independent and span the same space as the mI .
Proof. Condition (i) says that pI lies in the space span({mI }∪{mJ : deg(mJ ) < deg(mI )}).
Condition (ii) says that pI is orthogonal to the latter subspace of codimension 1, and therefore
pI is determined since it’s monic.
◀
▶ Remark 3. Our monomials {mG } are not linearly independent when the degree is too high.
In this case, {pG } will be a spanning set rather than a basis.
However, Gram-Schmidt certainly does not guarantee any nice description of the resulting
polynomials. It turns out that the pG also have closed-form combinatorial descriptions and we
now give one such description. However, calculations are still a pain using this description. In
the next sections we will give alternate combinatorial formulas for the pG based on collections
of matchings that allow for calculations, and also highlight the connection between the pG
and the topology of the graph G.
Let d ∼ D⊗V for some distribution D on Rn , which we will later take to be either Gaussian,
uniformly spherical, or uniformly Boolean. We want to find an orthogonal polynomial basis
for Aut(D)-invariant functions. Let {χα : α ∈ Nn } be the monic polynomial family on
Rn which is degree-orthogonal under D (this is the orthogonal basis for entries of a single
2

Degree of a polynomial in this paper always refers to total degree.
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vector, e.g. the multivariate Hermite polynomials in the Gaussian case). We assume that we
have a set {mI }I∈I of homogeneous polynomials in the du,i which form a (not necessarily
orthogonal) basis for the Aut(D)-invariant functions up to a certain degree. For example,
Q
k
this can be the inner product functions u,v∈V ⟨du , dv ⟩ uv in the Gaussian and spherical
cases. Construct {pI }I∈I by applying to mI the map (extending by linearity),
Y
u∈V

u
dα
u 7→

Y

χαu (du ).

u∈V

In words, each monomial is replaced by the D-orthogonal polynomial with that leading
monomial. As shown by the following proposition, the pI are monic, degree-orthogonal, and
have the same degree as the corresponding mI , so if the pI are Aut(D)-invariant then the pI
are a monic degree-orthogonal basis for the Aut(D)-invariant functions, and hence equal the
output of the Gram-Schmidt process on mI .
▶ Proposition 4. The polynomials {pI }I∈I are monic, satisfy deg(pI ) = deg(mI ), and are
degree-orthogonal.
Proof. The degree is preserved by the map sending dα
u 7→ χα (du ) and the leading coefficient
is 1 since the χα are monic. Suppose that pI , pJ have distinct degrees; then so do mI , mJ .
For each term in the expression pI pJ , because mI , mJ are homogeneous and have different
degree, there must be u ∈ V such that the degree in du differs between pI , pJ . Because of
degree-orthogonality of the χα , the expectation over du is zero.
◀
However, it’s not clear that the new polynomials pI have the desired Aut(D) symmetry
without more assumptions on D. For our settings we will check that this is indeed the case.

1.3

Related work

Some of the combinatorics of the monomials mG is captured by the circuit partition polynomial [1] (see also the Martin polynomial [10, 5]) which is the univariate generating function
for circuit partitions of G:
X
rG (x) =
rk (G)xk
k≥0

where rk (G) is the number of ways to split the edges of G into exactly k circuits.
rG (n) = E[mG ] for the Gaussian distribution, as we show in Lemma 11. This formula
was also computed by Moore and Russell [11], who also prove the spherical case, Lemma 32.
Although Gram-Schmidt works well for univariate polynomials, in general finding an
explicit orthogonal basis of polynomials for a given space is a difficult task. Examples include
polynomials on the unit ball and simplex [3] or a slice of the hypercube [6]. Occasionally it
is simpler to find a degree-orthogonal family, as we do here. For example, “the” spherical
harmonics (as originally given by Laplace in n = 3 dimensions, see Chapter 4 of [4] for
general n) are an orthogonal basis for functions on the sphere. However, it is easier to use
the “Maxwell representation”, which is only degree-orthogonal, as we do in Section 3.
To the best of our knowledge, the pG have not been explored before. We now compare
the pG with several similar families of polynomials.
When G equals k multiedges between two vertices 1 and 2, pG generalizes a univariate
orthogonal polynomial family evaluated on ⟨d1 , d2 ⟩. For the spherical case this is the
Gegenbauer polynomials. For the Boolean case, this is the Kravchuk polynomials (after an
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affine shift). For the Gaussian case, pG also depends on ∥d1 ∥ and ∥d2 ∥, but evaluated on
⟨d1 , d1 ⟩ = ⟨d2 , d2 ⟩ = n this is the (probabilist’s) Hermite polynomials.
For a collection of jointly Gaussian random variables Xi , the Wick product gives a monic
orthogonal polynomial family under the expectation inner product [9]. In our set-up, there are
two differences with the Wick product.
√ First, the variables xuv are not themselves Gaussian;
they are individually distributed as X · Y where X is a chi-squared random variable with
n degrees of freedom and Y is an independent standard Gaussian. This however could be
fixed by using bipartite graphs G and sampling du as a Gaussian vector on one bipartition
and as a spherical vector on the other. The second and more important difference is that
even if this change is made, the xuv are individually Gaussian but not jointly Gaussian. The
graph structure of G enforces nontrivial correlations. For example, in the four-cycle given
earlier in Figure 1, each edge is mean-zero and each pair of edge variables is uncorrelated,
and so if the variables were jointly Gaussian then they would be independent and mean-zero.
However, E[x12 x23 x34 x14 ] > 0.
The matching polynomial of a graph G is the univariate generating function for the
number of matchings in G. Despite both families generalizing e.g. the Hermite polynomials,
the matching polynomials and pG seem incomparable.
For a permutation group G ≤ Sk , one defines the cycle polynomial [2]
X

xnumber of cycles in g .

g∈G

Though this is similar in appearance to some calculations in this paper, there is not a clear
group G associated with the matching structures that we consider.

1.4

Applying the pG basis

We end the introduction by describing how the pG basis may be applied. The pG basis
behaves like a Fourier basis for orthogonally invariant functions of a collection of vectors
d = {du }. While other bases may be simpler, the pG basis is specialized to orthogonally
invariant functions and it exhibits nontrivial combinatorial cancellations which would be
hard to spot and explain in other bases, and which might be intrinsic to some problems.
We expect that the pG will be most useful for applications where we work with large n and
relatively low-degree moments of D, such as analyzing the sum of squares hierarchy or the
trace power method at low degrees.
We encountered the pG basis in the course of the work [7], in which a superset of the
current authors prove lower bounds against the sum of squares hierarchy for the SherringtonKirkpatrick problem. Technically, this work constructs a matrix M which is a function
of a collection of random Gaussian vectors {du }; the entries of M are naturally expressed
(via “pseudocalibration”) in terms of an orthogonal polynomial basis evaluated on the du .
Ultimately, we ended up using the standard Hermite basis as this was sufficient for our
purposes, though we also considered using the pG basis.

2

Polynomial Basis for the Gaussian Setting

In this section we investigate the family {pG } when du ∼ N (0, Idn ) i.i.d. The graph G is a
multigraph on V , possibly with self-loops. We will develop a combinatorial understanding of
the polynomials through “routings” (Definition 14) and use it to give formulas for the inner
product (Lemma 23) and variance (Corollary 25).
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Note that the mG are not completely linearly independent. For example, if n = 1, then
mG is determined by its degrees on each vertex. Despite this, the low-degree monomials are
linearly independent.
▶ Lemma 5. The set of mG for |E(G)| ≤ n is linearly independent.
P
Proof. Suppose that G:|E(G)|≤n cG mG = 0; we show cG = 0. Each inner product ⟨du , dv ⟩
Pn
can be expanded as i=1 du,i dv,i . In this way, each edge gets a label from 1 to n. Expanding
mG ,
X
Y
mG =
du,σ({u,v}) dv,σ({u,v}) .
σ:E(G)→[n] {u,v}∈E(G)

Since |E(G)| ≤ n, one monomial that appears in mG will have σ assign a distinct label to
each edge. We claim that this monomial appears in the sum with coefficient cG : because
the edge labels are distinct, we can recover the graph G from the monomial. Therefore
cG = 0.
◀
For low-degree polynomials the pG will therefore be a basis.
The polynomials pG admit several nice combinatorial descriptions based on the graph
G. To see why something combinatorially nice might be expected to happen, there is a
combinatorially-flavored method for computing E[mG ] via Isserlis’ theorem (also known as
Wick’s lemma).
▶ Lemma 6 (Isserlis’ theorem). Fix vectors d1 , . . . , d2k ∈ Rn . Then for v a standard ndimensional Gaussian random variable,
X
Y
E[⟨v, d1 ⟩ · · · ⟨v, d2k ⟩] =
⟨du , dv ⟩ .
v

perfect matchings (u,v)∈M
M on [2k]

Observe also that the expectation is zero when there are an odd number of inner products.
We will need the following minor generalization.
▶ Lemma 7. For fixed d1 , . . . , d2k ∈ Rn and v ∼ N (0, Idn ),
2l

E[⟨v, v⟩ ⟨v, d1 ⟩ · · · ⟨v, d2k ⟩] = n(n + 2) · · · (n + 2l − 2)
v

Proof. See the full version of the paper.

X

Y

⟨du , dv ⟩ .

perfect matchings (u,v)∈M
M on [2k]

◀

The generalization can be iterated to compute E[mG ] for a given graph G. We take the
expectation over the vectors du one at a time, and each application reduces our expression
to a sum over graphs that no longer involve u.
To capture the combinatorics of the pG , we look at matchings of the edge endpoints
incident to a given vertex. More specifically we use a collection M of (partial or perfect)
matchings on incident edges, one for each vertex.
▶ Definition 8. Let PM(G) be the set of all perfect matching collections of the edges incident
to each vertex of G. Each element of PM(G) specifies |V (G)| perfect matchings, and the
perfect matching for vertex v is on deg(v) elements.
Let M(G) denote the set of all partial or perfect matching collections of the edges incident
to each vertex of G.
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▶ Definition 9. For M ∈ M(G), define the routed graph route(M ) to be the graph obtained
by connecting up edge endpoints that are matched at each vertex v. Closed cycles are deleted,
and paths are replaced by a single edge between the final path endpoints.
▶ Definition 10. For M ∈ M(G), define cycles(M ) to be the number of closed cycles formed
by routing.
We give an example in Figure 2. The graph on the left has 5 vertices, and 10 edges
denoted by solid lines. The edges are partially matched up at each vertex using the dashed
edges. The right side shows the result of routing. cycles(M ) = 1 and one closed cycle, the
triangle, was deleted.

Figure 2 Left: Unrouted graph with dashed edges denoting the partial matching collection.
Right: Result of routing.

Using these definitions, we have the following formula for the expectation E[mG ],
▶ Lemma 11. E[mG ] = 0 if some vertex in G has odd degree. Otherwise,
X
E[mG ] =
ncycles(M ) .
M ∈PM(G)

Proof. Expanding mG and grouping by vertex,
X
Y
#{e∋u : σ(e)=i}
mG =
du,i
.
σ:E→[n] u∈V,i∈[n]

Taking expectations, the du,i are independent Gaussians. If one of the vertices has odd
degree, one of the labels i will necessarily occur an odd number of times at that vertex and
the overall expectation will be zero. Otherwise, E[Z 2k ] = (2k − 1)!! for Z ∼ N (0, 1). The
expression (2k − 1)!! counts the number of perfect matchings of 2k elements; in this case
#{e∋u : σ(e)=i}
when computing E[du,i
] these should be thought of as summing 1 for each perfect
matching of the edges incident to u which are labeled i. In summary, each σ sums over a
subset of PM.
Now fix a given collection of perfect matchings M ∈ PM; which σ contribute to it? We
require that, at each vertex, every pair of endpoints matched in M are assigned the same
label. Therefore, in any cycle formed by route(M ), the labeling σ must assign all edges of
the cycle the same label. These labels can be any number from [n], and disjoint cycles don’t
affect each other. Therefore there are ncycles(M ) such σ.
◀
▶ Corollary 12. The magnitude of E[mG ] is nk where k is the maximum number of cycles
into which E(G) can be partitioned (note that this is NP-hard to compute from G).
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We now give several alternate definitions of the polynomials pG .
▶ Definition 13 (Hermite sum definition). Define pG by
X
Y
pG =
h|{e∋u : σ(e)=i}| (du,i ).
σ:E(G)→[n] u∈V,i∈[n]

Note that in this definition we consider a self-loop at u labeled i to contribute 2 to |{e ∋ u :
σ(e) = i}|.
▶ Definition 14 (Routing definition). Define pG by
X
pG =
mroute(M ) · ncycles(M ) · (−1)|M | .
M ∈M(G)

A given graph K can appear as route(M ) for several different matchings M (even with
different numbers of cycles). This gives rise to interesting and nontrivial coefficients on the
monomials mK .
▶ Definition 15 (Generic construction from Proposition 4). Consider the Hermite expansion
of mG in the variables du,i , and let pG be the truncation to the top level i.e. keep only those
Hermite coefficients cα hα with |α| = 2|E(G)|.
Since mG is homogeneous as a function of the du,i and each monomial appears with
coefficient 1, this amounts to taking each monomial dα and replacing it by hα (d).
▶ Lemma 16. The three definitions above are equivalent.
Proof. After checking that the leading monomial of pG in Definition 13 is mG , it is clear
that Definition 13 and Definition 15 are equivalent.
We argue Definition 13 and Definition 14 agree. The coefficient of xk−2i in the Hermite
polynomial hk (x) can be interpreted as the number of matchings of 2i objects out of k total
(there is also an alternating sign). In this way hk is a generating function for all partial
matchings on [k]. Looking at h|{e∋u : σ(e)=i}| (du,i ), we interpret this (ignoring the sign for
now) as summing over all partial matchings on the incident edges with a given label i; any
matched edges are given a factor of 1 while the unmatched edges are given du,i .
Now look at the view from a given collection M of partial matchings, one per vertex.
Which σ contribute? Along any closed cycle in route(M ), the labels σ must be all the same,
and if this is the case the contribution is 1. Along any path, the labels assigned by σ must
also be the same, say i. The multiplicative contribution of any interior vertices is 1, but
the contribution of the two endpoint vertices u and v is du,i and dv,i . When all valid σ are
summed over, we obtain a factor of n for each cycle, and the inner product between the
endpoints of each path.
The (−1)|M | factor comes from the signings of the Hermite coefficients.
◀
▶ Example 17. Let G be the graph with vertices V (G) = {u, v1 , v2 , v3 } and edges E(G) =
{{u, v1 }, {u, v2 }, {u, v3 }}. We have that
mG = ⟨du , dv1 ⟩ ⟨du , dv2 ⟩ ⟨du , dv3 ⟩
X
X
=
du,i du,j du,k dv1 ,i dv2 ,j dv3 ,k +
d2u,i du,j dv1 ,i dv2 ,i dv3 ,j
distinct i,j,k∈[n]

+

X
i̸=j∈[n]

d2u,i du,j dv1 ,i dv2 ,j dv3 ,i +

i̸=j∈[n]

X
i̸=j∈[n]

d2u,i du,j dv1 ,j dv2 ,i dv3 ,i +

X
i∈[n]

d3u,i dv1 ,i dv2 ,i dv3 ,i .
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Replacing the monomial d2u,i with the corresponding Hermite polynomial d2u,i −1 and replacing
the monomial d3u,i with the corresponding Hermite polynomial d3u,i − 3du,i , we have that
X

pG =

distinct i,j,k∈[n]

(d2u,i − 1)du,j dv1 ,i dv2 ,j dv3 ,i +

X

+

i̸=j∈[n]

+

X

(d3u,i

X

du,i du,j du,k dv1 ,i dv2 ,j dv3 ,k +

(d2u,i − 1)du,j dv1 ,i dv2 ,i dv3 ,j

i̸=j∈[n]

X

(d2u,i − 1)du,j dv1 ,j dv2 ,i dv3 ,i

i̸=j∈[n]

− 3du,i )dv1 ,i dv2 ,i dv3 ,i

i∈[n]

The term −du,j dv1 ,i dv2 ,i dv3 ,j and one of the 3 terms −du,i dv1 ,i dv2 ,i dv3 ,i correspond to the
collection of matchings M where v1 is matched to v2 at u (and all other matchings are
trivial). Summing these terms over all i ̸= j ∈ [n] gives − ⟨dv1 , dv2 ⟩ ⟨du , dv3 ⟩.
Similarly, the term −du,j dv1 ,i dv2 ,j dv3 ,i and one of the 3 terms −du,i dv1 ,i dv2 ,i dv3 ,i correspond to the collection of matchings M where v1 is matched to v3 at u (and all other
matchings are trivial). Summing these terms over all i ̸= j ∈ [n] gives − ⟨dv1 , dv3 ⟩ ⟨du , dv2 ⟩.
Finally, the term −du,j dv1 ,j dv2 ,i dv3 ,i and one of the 3 terms −du,i dv1 ,i dv2 ,i dv3 ,i correspond
to the collection of matchings M where v2 is matched to v3 at u (and all other matchings
are trivial). Summing these terms over all i ̸= j ∈ [n] gives − ⟨dv2 , dv3 ⟩ ⟨du , dv1 ⟩.
Putting everything together,
pG = ⟨du , dv1 ⟩ ⟨du , dv2 ⟩ ⟨du , dv3 ⟩−⟨dv1 , dv2 ⟩ ⟨du , dv3 ⟩−⟨dv1 , dv3 ⟩ ⟨du , dv2 ⟩−⟨dv2 , dv3 ⟩ ⟨du , dv1 ⟩ .
As a consequence of the routing definition we have
▶ Lemma 18. The polynomials pG are orthogonally invariant.
▶ Corollary 19. Definitions 13, 14, 15 are equal to the degree-orthogonal Gram-Schmidt
process on mG .
Proof. From Proposition 4, the polynomials defined above are degree-orthogonal and monic.
The previous lemma shows that they are orthogonally invariant. Therefore they match the
result of Gram-Schmidt by Fact 2.
◀
In fact, the proof of Proposition 4 shows that pG have a stronger “ultra-orthogonality”
property. If G and H have different degree at u, then only taking the expectation over du
already results in the zero polynomial.
▶ Lemma 20. Let G and H be two multigraphs. If degG (u) ̸= degH (u) for some u ∈ V ,
E

du ∼N (0,Idn )

[pG · pH ] = 0.

We now derive an explicit formula for the inner product and variance of pG . For two
graphs G, H on V , we define G ∪ H to be the disjoint union of the edges (the edge multiplicity
in G ∪ H is the sum of the multiplicities in G and H).
▶ Definition 21. For two multigraphs, write G ↔ H if degG (u) = degH (u) for all u ∈ V .
▶ Definition 22. Let PM(G, H) ⊆ PM(G ∪ H) be perfect matching collections such that at
each vertex v, the matching goes between edges incident to v in G and edges incident to v in
H. Note that if G ̸↔ H, then PM(G, H) is empty.
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▶ Lemma 23. Let G and H be two multigraphs.
X
E[pG · pH ] =
ncycles(M )
M ∈PM(G,H)

▶ Remark 24. Determining the maximum number of cycles in M ∈ PM(G, H) is NP-hard
via a slight modification of [8]. This remains true if we restrict the cycles to be simple.
Proof. Use the routing definition of pH ,
X
pG · pH =
mrouteG (M1 ) · mrouteH (M2 ) · ncyclesG (M1 )+cyclesH (M2 ) · (−1)|M1 |+|M2 | .
M1 ∈M(G),
M2 ∈M(H)

Taking expectations, by Lemma 11 we sum over all perfect matchings of routeG (M1 ) ∪
routeH (M2 ) which “complete” the partial matchings M1 and M2 , when viewed as a matching
on the graph G ∪ H. The power of n is the number of cycles in the completed matching.
The net effect is to sum over all perfect matching collections in G ∪ H,
X
X
E pG pH =
ncyclesG∪H (M )
(−1)|M1 |+|M2 | .
M ∈PM(G∪H)

pick some M -matched pairs to be in M1 or M2

The inner summation often cancels to zero. In the graph G ∪ H, each edge-vertex incidence
comes from either G or H. We can only add an M -matched pair to M1 if both matched
edge-vertex incidences come from G; similarly only matched pairs which are both in H can
be picked for M2 . If there are any such pairs, the inner summation is automatically zero.
The remaining terms are those M in which, at every vertex, the perfect matching is a
perfect matching between incoming edges in G and those in H – that is, matching collections
in PM(G, H). For these terms, the inner summation is trivially 1, which finishes the
proof.
◀
▶ Corollary 25. n|E(G)| ≤ E[p2G ] ≤ |E(G)|2|E(G)| · n|E(G)| .
Proof. Using the result of Lemma 23, we claim maxM ∈PM(G,G) cycles(M ) = |E(G)|. On
the one hand, |E(G)| is achievable by matching each edge with its duplicate to create
2-cycles. On the other hand, every cycle in route(M ) needs at least two edges (there
can be no self-loops as matchings with self-loops are not in PM(G, G)). This shows
n|E(G)| ≤ E p2G ≤ |PM(G, G)| · n|E(G)| .
PM(G, G) consists of choosing a perfect matching at each vertex between two sets of
size deg(v).
Y
|PM(G, G)| =
deg(v)! ≤ |E(G)|2|E(G)| .
v∈V

◀

3

Polynomial Basis for the Spherical Setting

Let S n−1 = {x ∈ Rn : ∥x∥2 = 1}. With the du drawn uniformly and independently from
S n−1 instead of the Gaussian distribution, for each multigraph G with no self-loops (reflecting
the fact that ⟨du , du ⟩ = 1) we construct a polynomial pG . We again construct the polynomials
in terms of routings (Definition 35) and study the inner product (Section 3.1) and variance
(Corollary 43). For the most part, the proofs in this section mirror their counterparts in the
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previous section, with the notable exception of the inner product formula, which exhibits
surprising mathematical depth.
Pn
Let α ∈ Nn be a multi-index and |α| := i=1 αi . We will need the Maxwell representation of harmonic polynomials [3, Theorem 1.1.9]. Concretely, let the spherical harmonic
sα : S n−1 → R be (the restriction to S n−1 of the function on Rn )
sα (x) = ∥x∥2|α|+n−2

∂
∥x∥−n+2
∂xα

and then scaled to be monic. An alternate method to write down sα is to first write down
Qn
the Hermite polynomial i=1 hαi (xi ) and then multiply each non-leading monomial of total
k
degree |α|−2k by approximately3 n−k . More precisely, we let x be notation for the “fall-by-2”
falling factorial,
k

x := x(x − 2)(x − 4) · · · (x − 2k + 2),
and let x

−k

k

:= 1/x . We also define xk likewise for rise-by-2. Then:

▶ Fact 26. To form sα from hα , multiply monomials with degree |α| − 2k by (n + 2|α| − 4)

−k

.

We will need the moments of the uniform distribution on the sphere (using the notation
introduced above):
▶ Fact 27.
(
α

En−1 [x ] =

x∈R S

n−|α|/2 · EZ∼N (0,Idn ) [Z α ]
0

If αi even for all i
Otherwise

These spherical harmonics are degree-orthogonal (as functions of a single vector):
▶ Fact 28. If |α| ̸= |β|, then

E

x∈R S n−1

[sα (x)sβ (x)] = 0.

We remark that {sα : α ∈ Nn } is not completely linearly independent as functions on
S
because of the identity ⟨v, v⟩ = 1:
n−1

▶ Fact 29. For each k, the set {sα : |α| ≤ k, αn = 0 or 1} is a basis for the set of degree-(≤ k)
polynomial functions on S n−1 . The same holds for the monomials xα .
The monomials mG are defined as before for each multigraph on V without self-loops.
They are not completely linearly independent as functions on (S n−1 )V . We restrict ourselves
to the set of low-degree functions, which are linearly independent.
▶ Lemma 30. The set of mG with |E(G)| ≤ n − 1 is linearly independent as functions on
(S n−1 )V .
P
Proof. Suppose G:|E(G)|≤n cG mG = 0 where cG are not all zero, and let G be a nonzero
graph with maximum number of edges. Expanding mG ,
X
Y
mG =
du,σ({u,v}) dv,σ({u,v}) .
σ:E(G)→[n] {u,v}∈E(G)

3

Multiplying the monomials by exactly n−k creates polynomials orthogonal under the distribution
N (0, Idn /n), which is similar to the unit sphere.
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Letting σ be an injective assignment of labels from [n − 1] (which exists because |E(G)| ≤
n − 1), we claim that the corresponding monomial, which we call the “special monomial”, is
uncancelled and appears with coefficient cG .
First, the relations ⟨du , du ⟩ = 1 mean that polynomials do not have a unique representation
as functions on (S n−1 )V . We amend this by using the relations to reduce the degree of
Pn−1
variable du,n to 0 or 1 for each vertex u, replacing d2u,n = 1 − i=1 d2u,i . Nothing needs to
be done for the special monomial.
After performing the replacement, the special monomial still does not arise from any
other graphs. This is because the reduction step must either lower the degree, or introduce a
variable with degree 2, whereas the special monomial is multilinear and was chosen to have
maximum degree. Therefore, the special monomial has coefficient cG , which is nonzero, a
contradiction.
◀
There is a spherical Isserlis theorem which gives a recursive method to compute E[mG ].
▶ Lemma 31 (Spherical Isserlis theorem). Fix vectors d1 , . . . , d2k ∈ Rn . Then for v ∈R S n−1 ,
X

E[⟨v, d1 ⟩ · · · ⟨v, d2k ⟩] = n−k
v

Y

⟨du , dv ⟩ .

perfect matchings (u,v)∈M
M on [2k]

Observe also that the expectation is zero when there are an odd number of inner products.
Proof. This follows from the standard Isserlis theorem. Let Q ∼ χ2 (n) be a chi-square
random variable with n degrees of freedom, independent from v. Then
hDp
E
Dp
Ei
E
Qv, d1 · · ·
Qv, d2k =
E
[⟨Z, d1 ⟩ · · · ⟨Z, d2k ⟩].
Z∼N (0,Idn )

v,Q

Factoring out Qk , the left-hand side is
Dp
E
Dp
E
Qv, d1 · · ·
Qv, d2k ] = E[Qk ] · E[⟨v, d1 ⟩ · · · ⟨v, d2k ⟩] = nk E[⟨v, d1 ⟩ · · · ⟨v, d2k ⟩].
E[
v,Q

Q

v

v

By the Gaussian Isserlis theorem, the right-hand side equals
Y
X
E
[⟨Z, d1 ⟩ · · · ⟨Z, d2k ⟩] =
⟨du , dv ⟩ .
Z∼N (0,Idn )

perfect matchings (u,v)∈M
M on [2k]

Dividing by nk proves the claim.

◀

We also have explicit formulas based on matching collections,
▶ Lemma 32. E[mG ] = 0 if there is a vertex of odd degree, otherwise,
E[mG ] =

Y
v∈V

n− deg(v)/2

X

ncycles(M ) .

M ∈PM(G)

Proof. The proof goes through exactly as in the Gaussian case except that we plug in the
spherical moments which contribute the rising factorial terms.
◀
▶ Remark 33. Lemma 32 is still valid if G has self-loops.
We now give three definitions of the orthogonal polynomials for the spherical case which
are analogous to Definitions 13, 14, and 15 for the Gaussian case:
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▶ Definition 34 (Spherical harmonic sum definition). Define pG by
pG =

X

Y

shistogram of

{σ(e):e∋u} (du ).

σ:E(G)→[n] u∈V

▶ Definition 35 (Routing definition). Define pG by
pG =

X

mroute(M ) · ncycles(M ) · (−1)|M | ·

Y

(n + 2 deg(v) − 4)

−|Mv |

v∈V

M ∈M(G)

where Mv is the partial matching of incident edges at v.
▶ Definition 36 (Generic construction from Proposition 4). To construct pG , expand the
function mG in the basis of spherical harmonics as a function of du,i then truncate to the
top-level coefficients of degree 2|E(G)|.
▶ Lemma 37. The three definitions above are equivalent.
Proof. Definitions 34 and 36 agree once we check that the leading monomial in Definition 34
is mG .
Definitions 34 and 35 agree as a consequence of equality between Definition 13 and
Definition 14 in the Gaussian case by the following argument. For reference, we recall the
two equal formulas for pG in the Gaussian case,
pG =

X

Y

h|{e∋u : σ(e)=i}| (du,i )

(1)

σ:E(G)→[n] u∈V,i∈[n]

pG =

X

mroute(M ) · ncycles(M ) · (−1)|M | .

(2)

M ∈M(G)

For each fixed δ ∈ V N , let us restrict to only the monomials in the variables du,i with total
degree δ(u) on the variables {du,i : i ∈ [n]}. We clearly still have equality between Equation (1)
and Equation (2) after making this restriction. The equality still holds if we multiply both
sides by an appropriate function of n; we choose this function of n to be the product that
appears on the right side of Definition 35, which only depends on δ. This clearly converts
Equation (2) into Definition 35. Due to the choice of function, it also turns Equation (1)
into Definition 34 because of the conversion between hα and sα in Fact 26.
◀
The following properties follow directly as they did in the Gaussian case:
▶ Lemma 38. The polynomials pG are orthogonally invariant.
▶ Lemma 39. Let G and H be two multigraphs. If degG (u) ̸= degH (u) for some u ∈ V ,
then Edu ∈R S n−1 [pG · pH ] = 0.
▶ Lemma 40. Definitions 34, 35, 36 are equal to the output of the degree-orthogonal GramSchmidt process on mG .
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3.1

Inner product

Unfortunately, we do not have a clean formula for the inner product of two spherical
polynomials. Compared to the Gaussian case, there are several complications. First, in
the spherical case some polynomials with G ↔ H are orthogonal (whereas in the Gaussian
case pG and pH are orthogonal iff G ̸↔ H, via Lemma 23). For example, the following two
polynomials are orthogonal:
pG = x12 x13 x45 −

x23 x45
,
n

pH = x14 x15 x23 −

x45 x23
.
n

This shows that extra cancellations occur in the spherical case. Second, when n is small
some of the pG are degenerate. For example, if G is a triangle and n = 2 then pG = 0. Third,
even in the asymptotic regime of large n and constant-size graphs, in the spherical case the
inner product may be negative (whereas in the Gaussian case the inner product is always
non-negative). For example, this occurs if E(G), E(H) partition the edges of K5 , with the
inner 5-cycle in G and the outer 5-cycle in H, as in Figure 3.

Figure 3 Example of two graphs with negative inner product in the spherical case.

In this case it can be computed (see the full version of the paper) that
E[pG · pH ] =

−8(n − 1)(n − 2)(n − 4)
.
n8 (n + 2)4

Interestingly, we conjecture that negative inner product can only occur if the graph G ∪ H is
nonplanar.
To attack these complications, we first give a general expression for the inner product. We
use it to upper bound the magnitude of the inner product, showing that it’s no larger than
the Gaussian case, up to normalization (Corollary 44). In the full version of the paper, we
study some situations when cancellations occur in an effort to determine the exact magnitude
in n of the inner product.
The proof strategy we use is to consider the contribution cM from each matching collection
M ∈ PM(G ∪ H) and then isolate cancellations that occur between these terms (similarly
to how the inner product was computed in the Gaussian case, Lemma 23).
▶ Definition 41. For some M ∈ PM(G ∪ H), define a G-pair as a pair of matched endpoints
in M where both come from G. An H-pair and a (G, H)-pair are defined analogously.
Let gM (v) denote the number of G-pairs at vertex v and gM denote the total number of
G-pairs.
If G ̸↔ H then E[pG pH ] = 0 by Lemma 39, so we may assume G ↔ H.
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▶ Lemma 42. Let G, H be arbitrary multigraphs such that G ↔ H. Let d(v) = degG (v) =
degH (v). Then
X
Y
E[pG · pH ] =
n−d(v)
cM
v∈V

M ∈PM(G∪H)

where the coefficients cM are
cM = ncycles(M )

gM (v)

Y

(−2)

v∈V

(n + 2d(v) − 4)

gM (v)

.

Proof. By orthogonality, E[pG · pH ] = E[pG · mH ]. Using the routing definition,
mrouteG (M ) · mH · ncyclesG (M ) · (−1)|M | ·

X

pG · mH =

Y

(n + 2d(v) − 4)

−|Mv |

.

v∈V

M ∈M(G)

Taking expectations4 using Lemma 32, we expand E[mrouteG (M ) · mH ] into a sum over all
completions C of the partial matching M (on the graph G ∪ H). As in the Gaussian case, we
collect terms based on the overall matching M ∪ C ∈ PM(G ∪ H). Performing the grouping
of terms, we have
X
X
Y
−|Sv |
−d(v)+|S |
cycles
(M )
|S|
E p G mH =

n

M ∈PM(G∪H)

X

=

S⊆G-pairs

ncycles(M )

X

Y

(n + 2d(v) − 4)

·n

v

v∈V

X

(−1)|Sv | (n + 2d(v) − 4)

−|Sv |

· n−d(v)+|Sv |

v∈V Sv ⊆G-pairs at v

M ∈PM(G∪H)

=

·

(−1)

G∪H

ncycles(M )

M ∈PM(G∪H)


M (v) 
Y gX
gM (v)
v∈V

k

k=0

(−1)k (n + 2d(v) − 4)

−k

· n−d(v)+k .

The inner summation (with v fixed) is

gM (v) 
X
k=0

gM (v)
−k
(−1)k (n + 2d(v) − 4) · n−d(v)+k
k
gM (v)

=n

−d(v)

X gM (v)
k=0

=

X gM (v)

gM (v)
k=0

k

X gM (v)

gM (v)
k=0

k

Using the umbral formula (x + y)m =
n−d(v)
(n + 2d(v) − 4)
=

gM (v)

n−d(v)
(n + 2d(v) − 4)

4

· (n + 2d(v) − 2)

k

(−1)k (n+2d(v)−2gM (v) − 2)gM (v)−k · (n+2d(v)−2)

k

(n + 2d(v) − 2gM (v) − 2)gM (v)−k · (−n − 2d(v) + 2)k .

m  
X
m
k=0

=

−k

gM (v)

n−d(v)
(n + 2d(v) − 4)

(−1)k (n + 2d(v) − 4)

gM (v)

n−d(v)
(n + 2d(v) − 4)

=

k

gM (v)

k

xk y m−k [12],

(−2gM (v))gM (v)

(−2)

gM (v)

.

◀

We should not remove the self-loops in routeG (M ) which is permitted by Remark 33.
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▶ Corollary 43. For G such that |E(G)| ≤ o(log n/ log log n),
E[p2G ] = n−|E(G)|+o(1) .
Proof. We have
Y
Y
n−d(v)+o(1) = n−2|E(G)|+o(1) .
n−d(v) =
v∈V

v∈V

The magnitude of the coefficient cM is ncycles(M )−gM . Since G has no self-loops, the max
number of cycles for M ∈ PM(G ∪ G) is |E(G)|, therefore M has the largest magnitude of
n if and only if M pairs each edge with a parallel edge from the other copy of the graph.
For these M , cM = n|E(G)| . There is at least one such M and possibly up to |P M (G, H)|.
Under the size assumption on G, |P M (G, H)| = no(1) and therefore non-dominant terms are
negligible,
E[p2G ] = n−2|E(G)|+|E(G)|+o(1) = n−|E(G)|+o(1) .
Up to the normalization factor of
formula from the Gaussian case.

Q

v∈V

◀

n−d(v) , the inner product is bounded by the same

▶ Corollary 44. Let G and H be two multigraphs such that G ↔ H with degrees d(v), and
|E(G)|, |E(H)| ≤ o(log n/ log log n). Then
Y
X
|E[pG · pH ]| ≤
n−d(v)
ncycles(M )+o(1) .
v∈V

Proof. From Lemma 42,
Y
E[pG · pH ] =
n−d(v)
v∈V

=

Y
v∈V

M ∈PM(G,H)

X

cM

M ∈PM(G∪H)

n−d(v)

X
M ∈PM(G∪H)

ncycles(M )

gM (v)

Y

(−2)

v∈V

(n + 2d(v) − 4)

gM (v)

.

If M has both a G-pair and an H-pair at v, observe how the magnitude of cM changes if
we re-match them into two (G, H)-pairs to get a new matching M ′ . gM (v) goes down by 1.
cycles(M ) may increase by 1, decrease by 1, or stay the same. Therefore the magnitude of
cM ′ is at least as large as cM . Iterating this, the dominant terms are M ∈ PM(G, H), and
the size assumption means they are dominant up to a no(1) factor.
◀
There are often significantly more cancellations than the Gaussian case. We conjecture
that the magnitude for planar graphs G∪H is given by the simple matchings M ∈ PM(G, H).
▶ Definition 45. For a multigraph G and M ∈ PM(G), we say that M is v-simple if v is
visited at most once in each cycle induced by M . We say that M is simple if every cycle is
simple.
▶ Conjecture 46. Let G and H be two loopless multigraphs such that G ∪ H is planar, and
|E(G)|, |E(H)| ≤ o(log n/ log log n). Then


X
1
E[pG · pH ] = |E(G)|+|E(H)| · 
ncycles(M )  · (1 ± o(1)).
n
simple M ∈PM(G,H)

If there are no simple M ∈ PM(G, H), then the expectation is zero.
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Polynomial Basis for the Boolean Setting

Let Hn = {−1, +1}n . Letting du ∈R Hn , let SymVbool be the set of polynomials p in
the du which are symmetric under simultaneous automorphism of the hypercube: for any
π ∈ Aut(Hn ),
p(d1 , . . . , du , . . . ) = p(πd1 , . . . , πdu , . . . ).
Aut(Hn ) is well-known to be the hyperoctahedral group.
▶ Fact 47. Aut(Hn ) consists of permutations of the coordinates [n] and bitflips using any
z ∈ {−1, +1}n . Formally, Aut(Hn ) is a semidirect product of Sn and Zn2 .
We give a nice basis for such functions, showing formulas that mirror the general theme
of routings and matchings in the underlying graph.
▶ Definition 48 (Generalized inner product). For d1 , . . . , d2k , let
⟨d1 , . . . , d2k ⟩ =

n
X

d1,i · · · d2k,i .

i=1

This is also denoted by the variable x1,...,2k .
We say that a hypergraph is even if the size of every hyperedge is even. Let degG (v) be
the number of edges of G containing v. Given an even hypergraph G on vertex set [m], let
mG =

Y

xe1 ,...,e2k .

{e1 ,...,e2k }∈E(G)

Note that edges are allowed to repeat.
The mG are not linearly independent. A basis is:
▶ Lemma 49. The set of mG such that: there is σ : E(G) → [n] such that for all vertices
u ∈ V and edges e, f ∋ u, σ(e) ̸= σ(f ), is a basis for SymVbool .
Proof. Expand
X
mG =

Y

de1 ,σ(e) · · · de2k ,σ(e) .

σ:E(G)→[n] e={e1 ,...,e2k ∈E(G)}

If there is no such σ, then every term above has a square term d2ij = 1. Therefore mG
simplifies to a lower-degree polynomial, and it can be expressed in terms of other mG .
If there is a σ for G, then mG contains a multilinear monomial with “shape” G, which is
linearly independent from other mG . More formally, to show linear independence, suppose
P
G cG mG = 0 for some cG not all zero. Taking a nonzero graph G with maximum number
of edges, precisely the coefficient cG appears on multilinear monomials with “shape” G, such
as the monomial for σ, which is a contradiction.
◀
▶ Corollary 50. The set of mG such that G has at most n hyperedges is linearly independent.
▶ Remark 51. The hyperedges are sets, so they don’t contain repeats (and thus G has no
self-loops). If we did have an edge e with a repeated vertex i in G, we could delete two copies
of i from e without affecting mG because we always have that d2ij = 1.
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As before, we can run Gram-Schmidt to orthogonalize the mG . We will generalize
matching collections to the Boolean case and use them to express the resulting polynomials
pG . In the Boolean case it is also useful to express pG and various calculations as a sum over
certain functions σ : E(G) → [n].
▶ Definition 52. Let Mbool (G) be the set of partitions of E(G).
▶ Definition 53. For M ∈ Mbool (G) define the routed hypergraph route(M ) by replacing
each block B by a single hyperedge containing v ∈ V which are incident to an odd number of
edges in B.
Any block such that every v ∈ V is incident to an even number of edges in B is called a
“closed block”. Closed blocks are deleted from route(M ).
▶ Definition 54. For M ∈ Mbool (G) define the notation cycles(M ) to be the number of
closed blocks of the partition.
▶ Definition 55. Let PMbool (G) be the set of partitions of E(G) such that every block is
closed.
Denote the falling and rising factorial by
xk := x(x − 1) · · · (x − k + 1),

xk := x(x + 1) · · · (x + k − 1).

▶ Lemma 56.
E[mG ] =

X
σ:E(G)→[n]
s.t. ∀i. σ −1 (i) even

1=

ncycles(M ) .

X
M ∈PMbool (G)

Proof. The first equality is obtained by expanding mG into a sum of over all σ : E(G) → [n],
then using linearity of expectation. The second equality is obtained by casing on which
values of σ(e) are equal, which induces a partition of E(G). We have that σ contributes to
the first sum if and only if all of the blocks of the induced partition are closed. Once the
partition is fixed, there are ncycles(M ) ways to choose distinct values for each cycle.
◀
For now we give only one definition of pG . The definition in terms of matchings is more
complicated and is included in the full version of the paper.
▶ Definition 57 (Generic construction from Proposition 4).
pG =

X

Y

de1 ,σ(e) de2 ,σ(e) · · · de2k ,σ(e) .

σ:E(G)→[n]
e={e1 ,...,e2k }∈E(G)
s.t. ∀e,f ∋u. σ(e)̸=σ(f )

▶ Lemma 58 (Automorphism-invariance). pG ∈ SymVbool .
Proof. Neither of the two types of Hn symmetries changes pG . Coordinate permutation
doesn’t change pG because σ doesn’t depend on the names of the coordinates. Bitflips don’t
change pG because every hyperedge is even (so flips cancel out).
◀
▶ Corollary 59. pG equals the output of the degree-orthogonal Gram-Schmidt process on the
mG .
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We can easily compute the inner product of pG and pH in the Boolean case. The idea is
that pG and pH only contain terms where each vertex appears in each block at most once.
When we multiply pG and pH together, these blocks may merge, giving us blocks where each
vertex appears at most twice. If there is a block where a vertex appears only once, this block
will have zero expected value, so the only terms which have nonzero expected value are the
terms where in each block, each vertex either doesn’t appear or appears twice, once from a
G-edge and once from an H-edge. We now make this argument more precise.
▶ Definition 60. Let PMbool (G, H) be the set of partitions of E(G) ∪ E(H) such that for
each vertex and each block, the number of G-edges containing the vertex equals the number of
H-edges.
We say that a partition M ∈ PMbool (G, H) is simple if for each block, each vertex appears
at most 2 times.
▶ Lemma 61.
E[pG pH ] = |Σ(G, H)| =

X

ncycles(M )

simple M ∈PMbool (G,H)

where Σ(G, H) is the set of functions σ : E(G ∪ H) → [n] such that
(i) For e, f ∈ E(G) such that e ∩ f ̸= ∅, σ(e) ̸= σ(f ).
(ii) For e, f ∈ E(H) such that e ∩ f ̸= ∅, σ(e) ̸= σ(f ).
(iii) For all u, i, the size of {u ∈ e ∈ E(G ∪ H) : σ(e) = i} is even. Note that from conditions
(i) and (ii) it must be size either 0 or 2.
Proof. The first equality follows from expanding pG , pH and using linearity of expectation.
The second equality follows from looking at the partition induced by σ. The definition of
Σ(G, H) exactly checks that this partition is simple and in PMbool (G, H).
◀
▶ Corollary 62. n|E(G)| ≤ E[p2G ] ≤ (2|E(G)|)2|E(G)| n|E(G)| .
Proof. Each cycle in M requires at least two edges, and hence the maximum magnitude
is bounded by n|E(G)| . Furthermore, this can be achieved by matching each edge with its
duplicate. The number of partitions of a k-element set is at most k k , which proves the upper
bound.
◀
The inner product formula implies that all inner products are non-negative, so the Boolean
case does not exhibit the “negative inner product” abnormality of the spherical case with
the K5 example.

5

Inversion Formula for Approximate Orthogonality

Consider the problem of Fourier inversion: given parameters fb(G) for different graphs G,
find an orthogonally invariant function f : (Rn )V → R such that
⟨f, pG ⟩ = fb(G).
If the pG were completely orthogonal, then the function
f=

X
G

pG
fb(G) ·
E p2G
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is the unique f in the span of pG for given G. In general, let Q be the square matrix indexed
by graphs G with entries Q[G, H] := ⟨pG , pH ⟩. Then f is given by
XX
f=
(
Q−1 [G, H] · fb(H)) · pG
G

H

provided that Q is invertible.
Because of approximate orthogonality, Q is close to a diagonal matrix. Therefore Q−1 is
also close to a diagonal matrix. Formally we show
▶ Lemma 63. Suppose we are in either the Gaussian, spherical, or Boolean setting. Let
finitely many nonzero fb(G) ∈ R be given where G is a graph of the appropriate type for the
setting, and assume that |E(G)| = o( logloglogn n ) for all given G. For sufficiently large n, there
is a unique f satisfying ⟨f, pG ⟩ = fb(G), and f equals
f=

X

(fb(H) + o(1) · max |fb(G)|) ·

H

G↔H

pH
.
E p2H

Proof. Since the pG are orthogonal if G ̸↔ H, the matrix Q is block diagonal with blocks
defined by ↔. The bound on the size of G implies that the dimension of each block is no(1) .
The diagonal terms are

|E(G)|+o(1)

Gaussian case (Corollary 25)

n
2
E[pG ] = n−|E(G)|+o(1) Spherical case (Corollary 43) .


n|E(G)|+o(1)
Boolean case (Corollary 62)
The off-diagonal terms with G ↔ H are bounded by


max
ncycles(M )+o(1)
Gaussian case (Lemma 23)


M ∈PM(G,H)


−2|E(G)|
max
ncycles(M )+o(1) Spherical case (Corollary 44) .
|E[pG pH ]| ≤ n
M ∈PM(G,H)





max
ncycles(M )+o(1) Boolean case (Lemma 61)
simple M ∈PMbool (G,H)

When G ̸= H, we claim that cycles(M ) must be strictly less than |E(G)|. Any
M ∈ PM(G, H) achieving |E(G)| cycles must pair up edges of G and H, which shows
the contrapositive.
Therefore the off-diagonal terms are smaller by a factor of n1−o(1) than the diagonal term.
Therefore Q is invertible (for sufficiently large n) and

 12
G=H
E[pG ]
−1
Q [G, H] =
.
◀
no(1)−1 · 12
G ̸= H
E[p ]
G

▶ Remark 64. Using more careful counting, the assumption on |E(G)| can likely be improved
to |E(G)| ≤ nδ for some explicit δ > 0.
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Introduction

We initiate the study of sublinear-time algorithms that compute in the presence of an online
adversary that blocks access to some data points in response to the algorithm’s queries. A
motivating scenario is when a user wishes to remove their data from a dataset due to privacy
concerns, as enabled by right to be forgotten laws such as the EU General Data Protection
Regulation [44]. The online aspect of our model suitably captures the case of individuals who
are prompted to restrict access to their data after noticing an inquiry into their or others’
data. We choose to model such user actions as adversarial in order to perform worst-case
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analysis. Two other motivating scenarios are naturally adversarial. In one, an algorithm is
trying to detect some fraud (e.g., tax fraud) and the adversary wants to obstruct access to
data in order to make it hard to uncover any evidence. In the other scenario, an algorithm’s
goal is to determine an optimal course of action (e.g., whether to invest in a stock or to buy
an item), whereas the adversary leads the algorithm astray by adaptively blocking access to
pertinent information.
In our model, after answering each query to the input object, the adversary can hide a
small number of input values. Our goal is to understand the complexity of basic computational
tasks in extremely adversarial situations, where the algorithm’s access to data is blocked
during the execution of the algorithm in response to its actions. Specifically, we represent the
input object as a function f on an arbitrary finite domain1 , which the algorithm can access
by querying a point x from the domain and receiving the answer O(x) from an oracle. At the
beginning of computation, O(x) = f (x) for all points x in the domain of the function. We
parameterize our model by a natural number t that controls the number of function values
the adversary can erase after the oracle answers each query2 . Mathematically, we represent
the oracle and the adversary as one entity. However, it might be helpful to think of the oracle
as the data holder and of the adversary as the obstructionist. A t-online-erasure oracle can
replace values O(x) on up to t points x with a special symbol ⊥, thus erasing them. The new
values will be used by the oracle to answer future queries to the corresponding points. The
locations of erasures are unknown to the algorithm. The actions of the oracle can depend on
the input, the queries made so far, and even on the publicly known code that the algorithm
is running, but not on future coin tosses of the algorithm.
We focus on investigating property testing in the presence of online erasures. In the
property testing model, introduced by [59, 33] with the goal of formally studying sublineartime algorithms, a property is represented by a set P (of functions satisfying the desired
property). A function f is ε-far from P if f differs from each function g ∈ P on at least an ε
fraction of domain points. The goal is to distinguish, with constant probability, functions
f ∈ P from functions that are ε-far from P. We call an algorithm a t-online-erasure-resilient
ε-tester for property P if, given parameters t ∈ N and ε ∈ (0, 1), and access to an input
function f via a t-online-erasure oracle, the algorithm accepts with probability at least 2/3 if
f ∈ P and rejects with probability at least 2/3 if f is ε-far from P.
We study the query complexity of online-erasure-resilient testing of several fundamental
properties. We show that for linearity and quadraticity of functions f : {0, 1}d → {0, 1}, the
query complexity of t-online-erasure-resilient testing for constant t is asymptotically the same
as in the standard model. For linearity, we also prove tight bounds in terms of t, showing that
the query complexity is Θ(log t). A function f (x) is linear if it can be represented as a sum
of monomials of the form x[i], where x = (x[1], . . . , x[d]) is a vector of d bits; the function is
quadratic if it can be represented as a sum of monomials of the form x[i] or x[i]x[j].
To understand the difficulty of testing in the presence of online erasures, consider the
case of linearity and t = 1. The celebrated tester for linearity in the standard property
testing model was proposed by Blum, Luby, and Rubinfeld [18]. It looks for witnesses of

1
2

Input objects such as strings, sequences, images, matrices, and graphs can all be represented as functions.
If the adversary were allowed to erase the query of the algorithm before answering it, the algorithm
would only see erased values. We give several motivating scenarios for the adversarial behavior in our
model. The first example is a situation where the adversary reacts by deleting additional data after some
bank records are pulled by authorities as part of an investigation. In the GDPR example mentioned
previously, we argued that individuals could be prompted to restrict access to their data only after
noticing an inquiry into their or others’ data. Finally, in a legal setting, if the adversary is served a
subpoena, they are legally bound to answer the query, but could nonetheless destroy related evidence
that is not included in the subpoena.

I. Kalemaj, S. Raskhodnikova, and N. Varma

90:3

non-linearity that consist of three points x, y, and x ⊕ y satisfying f (x) + f (y) ̸= f (x ⊕ y),
where addition is mod 2, and ⊕ denotes bitwise XOR. Bellare et al. [7] show that if f is ε-far
from linear, then a triple (x, y, x ⊕ y) is a witness to non-linearity with probability at least ε
when x, y ∈ {0, 1}d are chosen uniformly and independently at random. In our model, after
x and y are queried, the oracle can erase the value of x ⊕ y. To overcome this, our tester
P
L
considers witnesses with more points, namely, of the form x∈T f (x) ̸= f ( x∈T x) for sets
T ⊂ {0, 1}d of even size.
Witnesses of non-quadraticity are even more complicated. The tester of Alon et al. [2]
looks for witnesses consisting of points x, y, z, and all four of their linear combinations. We
describe a two-player game that models the interaction between the tester and the adversary
and give a winning strategy for the tester-player. We also consider witness structures in
which all specified tuples are witnesses of non-quadraticity (to allow for the possibility of the
adversary erasing some points from the structure). We analyze the probability of getting a
witness structure under uniform sampling when the input function is ε-far from quadratic.
Our investigation leads to a deeper understanding of the structure of witnesses for both
properties, linearity and quadraticity.
In contrast to linearity and quadraticity, we show that several other properties, specifically,
sortedness and the Lipschitz property of sequences, and the Lipschitz property of functions
f : {0, 1}d → {0, 1, 2}, cannot be tested in the presence of an online-erasure oracle, even
with t = 1, no matter how many queries the algorithm makes. Interestingly, witnesses for
these properties have a much simpler structure than witnesses for linearity and quadraticity.
Consider the case of sortedness of integer sequences, represented by functions f : [n] → N. A
sequence is sorted (or the corresponding function is monotone) if f (x) ≤ f (y) for all x < y
in [n]. A witness of non-sortedness consists of two points x < y, such that f (x) > f (y).
p In
the standard model, sortedness can be ε-tested with an algorithm that queries an O( n/ε)
uniform and independent points [29]. (The fastest testers for this property have O( logεεn )
query complexity [26, 25, 15, 20, 11], but they make correlated queries that follow a more
complicated distribution.) Our impossibility result demonstrates that even the simplest
testing strategy of querying independent points can be thwarted by an online adversary. To
prove this result, we use sequences that are far from being sorted, but where each point is
involved in only one witness, allowing the oracle to erase the second point of the witness as
soon as the first one is queried. Using a version of Yao’s principle that is suitable for our
model, we turn these examples into a general impossibility result for testing sortedness with
a 1-online-erasure oracle.
Our impossibility result for testing sortedness uses sequences with many (specifically, n)
distinct integers. We show that this is not a coincidence by designing a t-online-erasure2
resilient sortedness tester that works for sequences that have O( ε tn ) distinct values. However,
the number of distinct values does not have to be large to preclude testing the Lipschitz
property in our model. A function f : [n] → N, representing an n-integer sequence, is
Lipschitz if |f (x) − f (y)| ≤ |x − y| for all x, y ∈ [n]. Similarly, a function f : {0, 1}d → R
is Lipschitz if |f (x) − f (y)| ≤ ∥x − y∥1 for all x, y ∈ {0, 1}d . We show that the Lipschitz
property of sequences, as well as d-variate functions, cannot be tested even when the range
has size 3, even with t = 1, no matter how many queries the algorithm makes.
Comparison to related models. Our model is closely related to (offline) erasure-resilient
testing of Dixit et al. [24]. In the model of Dixit et al., also investigated in [56, 54, 12, 50, 43,
47], the adversary performs all erasures to the function before the execution of the algorithm.
An (offline) erasure-resilient tester is given a parameter α ∈ (0, 1), an upper bound on the
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fraction of the values that are erased. The adversary we consider is more powerful in the
sense that it can perform erasures online, during the execution of the tester. However, in
some parameter regimes, our oracle cannot perform as many erasures. Importantly, all three
properties that we show are impossible to test in our model, are testable in the model of
Dixit et al. with essentially the same query complexity as in the standard model [24]. It is
open if there are properties that have lower query complexity in the online model than in the
offline model. The models are not directly comparable because the erasures are budgeted
differently.
Another widely studied model in property testing is that of tolerant testing [52]. As
explained by Dixit et al., every tolerant tester is also (offline) erasure-resilient with corresponding parameters. As pointed out in [52], the BLR tester is a tolerant tester of linearity for
α significantly smaller than ε. Tolerant testing of linearity with distributional assumptions
was studied in [42] and tolerant testing of low-degree polynomials over large alphabets was
studied in [34]. Tolerant testing of sortedness is closely related to approximating the distance
to monotonicity and estimating the longest increasing subsequence. These tasks can be
performed with polylogorithmic in n number of queries [52, 1, 60]. As we showed, sortedness
is impossible to test in the presence of online erasures.

1.1

Our Results

We design t-online-erasure-resilient testers for linearity and quadraticity, two properties
widely studied because of their connection to probabilistically checkable proofs, hardness of
approximating NP-hard problems, and coding theory. Our testers have 1-sided error, that is,
they always accept functions with the property. They are also nonadaptive, that is, their
queries do not depend on answers to previous queries.
Linearity. Starting from the pioneering work of [18], linearity testing has been investigated,
e.g., in [9, 10, 27, 7, 8, 66, 65, 62, 36, 13, 61, 63, 64, 40] (see [55] for a survey). Linearity
can be ε-tested in the standard property testing model with O(1/ε) queries by the BLR
tester. We say that a pair (x, y) violates linearity if f (x) + f (y) ̸= f (x ⊕ y). The BLR tester
repeatedly selects a uniformly random pair of domain points and rejects if it violates linearity.
A tight lower bound on the probability that a uniformly random pair violates linearity was
proven by Bellare et al. [7] and Kaufman et al. [40].
e
We show that linearity can be ε-tested with O(log
t/ε) queries with a t-online-erasure
oracle.
▶ Theorem 1.1. There exist a constant c0 ∈ (0, 1) and a 1-sided error, nonadaptive, tonline-erasure-resilient ε-tester for linearity of 
functions f : {0, 1}d → {0, 1} that works for
1
t t
5/4
d/4
t ≤ c0 · ε · 2
and makes O min ε log ε , ε queries.
Our linearity tester has query complexity O(1/ε) for constant t, which is optimal even in
the standard property testing model, with no erasures. The tester looks for more general
witnesses of non-linearity than the BLR tester, namely, it looks for tuples T of elements from
P
L
{0, 1}d such that x∈T f (x) ̸= f ( x∈T x) and |T | is even. We call such tuples violating.
The analysis of our linearity tester crucially depends on the following structural theorem.
▶ Theorem 1.2. Let T be a tuple of a fixed even size, where each element of T is sampled
uniformly and independently at random from {0, 1}d . If a function f : {0, 1}d → {0, 1} is
ε-far from linear, then
hX
M i
Pr
f (x) ̸= f (
x) ≥ ε.
T

x∈T

x∈T
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Our theorem generalizes the result of [7], which dealt with the case |T | = 2. We remark that
the assertion in Theorem 1.2 does not hold for odd |T |. Consider the function f (x) = x[1] + 1
(mod 2), where x[1] is the first bit of x. Function f is 12 -far from linear, but has no violating
tuples of odd size.
The core procedure of our linearity tester queries Θ(log(t/ε)) uniformly random points
L
from {0, 1}d to build a reserve and then queries sums of the form
x∈T x, where T is a
uniformly random tuple of reserve elements such that |T | is even. The quality of the reserve
is the probability that T is violating. The likelihood that the procedure catches a violating
tuple depends on the quality of the reserve (which is a priori unknown to the tester) and the
number of sums queried. Instead of querying the same number of sums in each iteration of
this core procedure, one can obtain a better query complexity by guessing different reserve
qualities for each iteration and querying the number of sums that is inversely proportional to
the reserve quality. We decide on the number of sums to query based on the work investment
strategy by Berman, Raskhodnikova, and Yaroslavtsev [14], which builds on an idea proposed
by Levin and popularized by Goldreich [32].
Next, we show that our tester has optimal query complexity in terms of the erasure
budget t.
▶ Theorem 1.3. For all ε ∈ (0, 14 ], every t-online-erasure-resilient ε-tester for linearity of
functions f : {0, 1}d → {0, 1} must make more than log2 t queries.
The main idea in the proof of Theorem 1.3 is that when a tester makes ⌊log2 t⌋ queries,
the adversary has the budget to erase all linear combinations of the previous queries after
every step. As a result, the tester cannot distinguish a random linear function from a random
function.
Quadraticity. Quadraticity and, more generally, low-degree testing have been studied, e.g.,
in [6, 5, 31, 27, 30, 59, 57, 2, 3, 46, 45, 41, 61, 63, 38, 16, 35, 58, 22]. Low-degree testing is
closely related to local testing of Reed-Muller codes. The Reed-Muller code C(k, d) consists of
codewords, each of which corresponds to all evaluations of a polynomial f : {0, 1}d → {0, 1}
of degree at most k. A local tester for a code queries a few locations of a codeword; it accepts
if the codeword is in the code; otherwise, it rejects with probability proportional to the
distance of the codeword from the code.
In the standard property testing model, quadraticity can be ε-tested with O(1/ε) queries
by the tester of Alon et al. [2] that repeatedly selects x, y, z ∼ {0, 1}d and queries f on all of
their linear combinations – the points themselves, the double sums x ⊕ y, x ⊕ z, y ⊕ z, and
the triple sum x ⊕ y ⊕ z. The tester rejects if the values of the function on all seven queried
points sum to 1, since this cannot happen for a quadratic function. A tight lower bound
on the probability that the resulting 7-tuple is a witness of non-quadraticity was proved by
Alon et al. [2] and Bhattacharyya et al. [16].
We prove that quadraticity can be ε-tested with O(1/ε) queries with a t-online-erasureoracle for constant t. Our tester can be easily modified to give a local tester for the
Reed-Muller code C(2, d) that works with a t-online-erasure oracle.
▶ Theorem 1.4. There exists a 1-sided error, nonadaptive, t-online-erasure-resilient ε-tester
for quadraticity of functions f : {0, 1}d → {0, 1} that makes O( 1ε ) queries for constant t.
The dependence on t in the query complexity of our quadraticity tester is at least doubly
exponential, and it is an open question whether it can be improved. The main ideas behind
our quadraticity tester are explained in Subsection 1.2.
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Sortedness. Sortedness testing (see [53] for a survey) was introduced by Ergun et al. [26].
Its query complexity has been pinned down to Θ( log(εn)
) by [26, 28, 21, 11].
ε
We show that online-erasure-resilient testing of integer sequences is, in general, impossible.
1
▶ Theorem 1.5. For all ε ∈ (0, 12
], there is no 1-online-erasure-resilient ε-tester for
sortedness of integer sequences.
p
In the case without erasures, sortedness can be tested with O( n/ε) uniform and independent
queries [29]. Theorem 1.5 implies that a uniform tester for a property does not translate into
the existence of an online-erasure-resilient tester, counter to the intuition that testers that
make only uniform and independent queries should be less prone to adversarial attacks. Our
lower bound construction demonstrates that the structure of violations to a property plays
an important role in determining whether the property is testable.
The hard sequences from the proof of Theorem 1.5 have n distinct values. Pallavoor et
al. [49, 51] considered the setting when the tester is given an additional parameter r, the
number of distinct elements in the sequence, and obtained an O( logε r )-query tester. Two
lower bounds apply to this setting: Ω(log r) for nonadaptive testers [17] and Ω( logloglogr r ) for
all testers for the case when r = n1/3 [11]. Pallavoor et al. also showed that sortedness can
√
be tested with O( r/ε) uniform and independent queries. We extend the result of Pallavoor
et al. to the setting with online erasures for the case when r is small.

▶ Theorem 1.6. Let c0 > 0 be a constant. There exists a 1-sided error, nonadaptive, tonline-erasure-resilient ε-tester
√ for sortedness of n-element sequences with at most r distinct
2
values. The tester makes O( εr ) uniform and independent queries and works when r < εc0nt .
Thus, sortedness is not testable with online erasures when r is large and is testable in
the setting when r is small. For example, for Boolean sequences, it is testable with O(1/ε)
queries. The proofs of our results on sortedness appear in the full version of this work [39].
The Lipschitz property. Lipschitz testing, introduced by [37], was subsequently studied
in [20, 23, 14, 4, 19]. Lipschitz testing of functions f : [n] → {0, 1, 2} can be performed with
O( 1ε ) queries [37]. For functions f : {0, 1}d → R, it can be done with O( dε ) queries [37, 20].
We show that the Lipschitz property is impossible to test in the online-erasures model
even when the range of the function has only 3 distinct values. This applies to both domains,
[n] and {0, 1}d .
▶ Theorem 1.7. For all ε ∈ (0, 81 ], there is no 1-online-erasure-resilient ε-tester for the
Lipschitz property of functions f : [n] → {0, 1, 2}. The same statement holds when the domain
is {0, 1}d instead of [n].
The proof of this theorem appears in the full version of this work [39].
Yao’s minimax principle. All our lower bounds use Yao’s minimax principle. A formulation
of Yao’s principle suitable for our online-erasures model appears in the full version [39].

1.2

The Ideas Behind Our Quadraticity Tester

One challenge in generalizing the tester of [2] to work with an online-erasure oracle is that
its queries are correlated. First, we want to ensure that the tester can obtain function values
on tuples of the form (x, y, z, x ⊕ y, x ⊕ z, y ⊕ z, x ⊕ y ⊕ z). Then we want to ensure that, if
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Figure 1 Stages in the quadraticity game for t = 1, played according to the winning strategy
for Player 1: connecting the y-decoys from the first tree to x-decoys (frames 1-4); drawing z and
connecting it to y-decoys and an x-decoy (frames 5-6), and creation of a blue triangle (frames 7–8).
Frame 5 contains edges from z to two structures, each replicating frame 4. We depict only points
and edges relevant for subsequent frames.

the original function is far from the property, the tester is likely to catch such a tuple that is
also a witness to not satisfying the property. Next, we formulate a two-player game 3 that
abstracts the first task. In the game, the tester-player sees what erasures are made by the
oracle-player. This assumption is made to abstract out the most basic challenge and is not
used in the algorithms’ analyses.
Quadraticity testing as a two-player game. Player 1 represents the tester and Player 2
represents the adversary. The players take turns drawing points, connecting points with
edges, and coloring triangles specified by drawn points, each in their own color. Player 1 wins
the game if it draws in blue all the vertices and edges of a triangle and colors the triangle blue.
The vertices represent the points x, y, z ∈ {0, 1}d , the edges are the sums x ⊕ y, x ⊕ z, y ⊕ z,
and the triangle is the sum x ⊕ y ⊕ z. A move of Player 1 consists of drawing a point or an
edge between two existing non-adjacent points or coloring an uncolored triangle between
three existing points (in blue). A move of Player 2 consists of at most t steps; in each step, it
can draw a red edge between existing points or color a triangle between three existing points
(in red).
Our online-erasure-resilient quadraticity tester is based on a winning strategy for Player
1 with tO(t) moves. At a high level, Player 1 first draws many decoys for x. The y-decoys
are organized in t + 1 full (t + 1)-ary trees of depth t. The root for tree i is yi , its children
are yi,j , where j ∈ [t + 1], etc. We jot the rest of the winning strategy for t = 1 and depict it
in Figure 1. In this case, Player 1 does the following for each of two trees: it draws points
(i)
(i)
(i)
(i)
x1 , . . . , x12 , yi ; connects yi to half of x-decoys (w.l.o.g., x1 , . . . , x6 ); draws point yi,1 ,
(i)
(i)
connects it to two of the x-decoys adjacent to y1 (w.l.o.g., x1 and x2 ); draws point yi,2 ,

3

This game has been tested on real children, and they spent hours playing it.
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(i)

(i)

(i)

(i)

connects it to two of x3 , . . . , x6 (w.l.o.g., x3 and x4 ); draws z and connects it to one of
the roots (w.l.o.g., y1 ), connects z to one of y1,1 and y1,2 (w.l.o.g., y1,1 ), connects z to one
(1)
(1)
(1)
(1)
(1)
of x1 and x2 (w.l.o.g., x1 ), and finally colors one of the triangles x1 y1 z and x1 y1,1 z,
thus winning the game. The decoys are arranged to guarantee that Player 1 always has at
least one available move in each step of the strategy.
For general t, the winning strategy is described in full detail in Algorithm 2. Recall that
the y-decoys are organized in t + 1 full (t + 1)-ary trees of depth t. For every root-to-leaf
path in every tree, Player 1 draws edges from all the nodes in that path to a separate set of
t + 1 decoys for x. After z is drawn, the tester “walks” along a root-to-leaf path in one of
the trees, drawing edges between z and the y-decoys on the path. The goal of this walk is to
avoid the parts of the tree spoiled by Player 2. Finally, Player 1 connects z to an x-decoy
that is adjacent to all vertices in the path, and then colors a triangle involving this x-decoy,
a y-decoy from the chosen path, and z. The structure of decoys guarantees that Player 1
always has t + 1 options for its next move, only t of which can be spoiled by Player 2.
From the game to a tester. There are two important aspects of designing a tester that
are abstracted away in the game: First, the tester does not actually know which values are
erased until it queries them. Second, the tester needs to catch a witness demonstrating a
violation of the property, not merely a tuple of the right form with no erasures. Here, we
briefly describe how we overcome these challenges.
Our quadraticity tester is based directly on the game. It converts the moves of the
winning strategy of Player 1 into a corresponding procedure, making a uniformly random
guess at each step about the choices that remain nonerased. There are three core technical
lemmas used in the analysis of the algorithm. Lemma 4.4 lower bounds the probability that
the tester makes correct guesses at each step about which edges (double sums) and triangles
(triple sums) remain nonerased, thus addressing part of the first challenge. This probability
depends only on the erasure budget t. To address the second challenge, Lemma 4.3 gives a
lower bound on the probability that uniformly random sampled points (the x- and y- decoys
together with z) form a large violation structure, where all triangles that Player 1 might
eventually complete violate quadraticity. Building on a result of Alon et al., we show that
even though the number of triangles involved in the violation structure is large, namely
tO(t) , the probability of sampling such a structure is α = Ω(min(ε, ct )), where ct ∈ (0, 1)
depends only on t. Finally, Lemma 4.2 shows that despite the online adversarial erasures, the
tester has a probability of α/2 of sampling the points of such a large violation structure and
obtaining their values from the oracle. The three lemmas combined show that quadraticity
can be tested with O(1/ε) queries for constant t.

1.3

Conclusions and Open Questions

We initiate a study of sublinear-time algorithms in the presence of online adversarial erasures.
We design efficient online-erasure-resilient testers for several important properties (linearity,
quadraticity, and – for the case of small number of distinct values – sortedness). For linearity,
we prove tight upper and lower bounds in terms of t. We also show that several basic
properties, specifically, sortedness of integer sequences and the Lipschitz properties, cannot
be tested in our model. We now list several open problems.
Sortedness is an example of a property that is impossible to test with online erasures,
but is easy to test with offline erasures, as well as tolerantly. Is there a property that
has smaller query complexity in the online-erasure-resilient model than in the (offline)
erasure-resilient model of [24]?
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We design a t-online-erasure-resilient quadraticity tester that makes O(1/ε) queries for
constant t. What is the query complexity of t-online-erasure-resilient quadraticity testing
in terms of t and ε? Specifically, the dependence on t in the query complexity of our
quadraticity tester is at least doubly exponential, and it is open whether it can be
improved.
The query complexity of ε-testing if a function is a polynomial of degree at most k is
Θ( 1ε + 2k ) [2, 16]. Is there a low-degree test for k ≥ 3 that works in the presence of online
erasures?

2

An Online-Erasure-Resilient Linearity Tester

To prove Theorem 1.1, we present and analyze two testers. Our main online-erasure-resilient
linearity tester (Algorithm 1) is presented in this section. Its query complexity has optimal
dependence on t and nearly optimal dependence on ε. Its performance is summarized in
Theorem 2.1. To complete the proof of Theorem 1.1, we give a O(t/ε)-query linearity tester
in the full version of our work [39].
▶ Theorem 2.1. There exists c0 ∈ (0, 1) and a 1-sided error, nonadaptive, t-online-erasureresilient ε-tester for linearity of functions f : {0, 1}d → {0, 1} that works for t ≤ c0 · ε5/4 · 2d/4
and makes O( 1ε log εt ) queries.
The t-online-erasure-resilient tester guaranteed by Theorem 2.1 is presented in Algorithm 1.
Algorithm 1 An Online-Erasure-Resilient Linearity Tester.

Require: ε ∈ (0, 12 ), erasure budget t ∈ N, access to function f : {0, 1}d → {0, 1} via a
t-online-erasure oracle.
1: Let q = 2 log 50t
ε .
2: for all j ∈ [log 8ε ]:
5
3:
repeat 82ln
j ε times:
4:
for all i ∈ [q]:
5:
Sample xi ∼ {0, 1}d and query f at xi .
6:
repeat 4 · 2j times:
7:
Sample a uniform nonempty subset I of [q] of even size.
L
8:
Query f at i∈I xi .
P
L
9:
Reject if i∈I f (xi ) ̸= f ( i∈I xi ) and all points are nonerased.
10: Accept.

2.1

Proof of Theorem 1.2

In this section, we prove Theorem 1.2, the main structural result needed for Theorem 2.1.
Recall that a k-tuple (x1 , . . . , xk ) ∈ ({0, 1}d )k violates linearity if f (x1 ) + · · · + f (xk ) ̸=
f (x1 ⊕ · · · ⊕ xk ). (Addition is mod 2 when adding values of Boolean functions.) Theorem 1.2
states that if f is ε-far from linear, then for all even k, with probability at least ε, independently
and uniformly sampled points x1 , . . . , xk ∼ {0, 1}d form a violating k-tuple. Our proof of
Theorem 1.2 builds on the proof of [7, Theorem 1.2], which is a special case of Theorem 1.2 for
k = 2. The proof is via Fourier analysis. Next, we state some standard facts and definitions
related to Fourier analysis. See, e.g., [48] for proofs of these facts.
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Consider the space of all real-valued functions on {0, 1}d equipped with the inner-product
⟨g, h⟩ =

E

x∼{0,1}d

[g(x)h(x)],

d
d
where
Pg, h : {0, 1} → R. The character functions χS : {0, 1} → {−1, 1}, defined as χS =
x[i]
(−1) i∈S
for S ⊆ [d], form an orthonormal basis for the space of functions under
consideration. Hence, every function g : {0, 1}d → R can be uniquely expressed as a linear
combination of the functions χS , where S ⊆ [d]. The Fourier coefficients of g are the
coefficients on the functions χS in this linear representation of g.

▶ Definition 2.2 (Fourier coefficient). For g : {0, 1}d → R and S ⊆ [d], the Fourier coefficient
of g on S is gb(S) = ⟨g, χS ⟩ =
E [g(x)χS (x)].
x∼{0,1}d

We will need the following facts about Fourier coefficients.
▶ Theorem 2.3 (Parseval’s Theorem). For all functions g : {0, 1}d → R, it holds that
P
P
⟨g, g⟩ = S⊆[d] gb(S)2 . In particular, if g : {0, 1}d → {−1, 1} then S⊆[d] gb(S)2 = 1.
▶ Theorem 2.4 (Plancherel’s Theorem). For all functions g, h : {0, 1}d → R, it holds that
P
⟨g, h⟩ = S⊆[d] gb(S)b
h(S).
A function g : {0, 1}d → {−1, 1} is linear if g(x)g(y) = g(x ⊕ y) for all x, y ∈ {0, 1}d .
▶ Lemma 2.5. The distance of g : {0, 1}d → {−1, 1} to linearity is

1
2

−

1
2

maxS⊆[d] gb(S).

Finally, we also use the convolution operation, defined below, and one of its key properties.
▶ Definition 2.6 (Convolution). Let g, h : {0, 1}d → R. Their convolution is the function
g ∗ h : {0, 1}d → R defined by (g ∗ h)(x) =
E [g(y)h(x ⊕ y)].
y∼{0,1}d

▶ Theorem 2.7. Let g, h : {0, 1}d → R. Then, for all S ⊆ [d], it holds gd
∗ h(S) = gb(S)b
h(S).
Proof of Theorem 1.2. Define g : {0, 1}d → {−1, 1} so that g(x) = (−1)f (x) . That is, g is
obtained from the function f by encoding its output with ±1. Note that the distance to
linearity of g is the same as the distance to linearity of f . We have that the expression
1
1
d
2 − 2 g(x1 ) . . . g(xk )g(x1 ⊕· · ·⊕xk ) is an indicator for the event that points x1 , . . . , xk ∼ {0, 1}
∗k
violate linearity for g. Define g to be the convolution of g with itself k times, i.e.,
g ∗k = g ∗ · · · ∗ g, where the ∗ operator appears k − 1 times. We obtain
Pr

x1 ,...,xk ∼{0,1}d

=

h1
E

x1 ,...,xk ∼{0,1}d

1
2
1
=
2
1
=
2
1
=
2

=

=

[(x1 , . . . , xk ) violates linearity]
i
1
− g(x1 ) . . . g(xk )g(x1 ⊕ · · · ⊕ xk )
2 2

1
E
[g(x1 ) . . . g(xk−1 ) ·
E
[g(xk )g(x1 ⊕ · · · ⊕ xk )]]
2 x1 ,...,xk−1 ∼{0,1}d
xk ∼{0,1}d
1
−
E
[g(x1 ) . . . g(xk−1 )(g ∗ g)(x1 ⊕ · · · ⊕ xk−1 )]
2 x1 ,...,xk−1 ∼{0,1}d
1
−
E
[g(x1 ) · (g ∗k )(x1 )]
2 x1 ∼{0,1}d
1 X
∗k (S)
−
gb(S)gc
2
−

(1)
(2)
(3)

S⊆[d]

1 1 X
−
gb(S)k+1 ,
2 2
S⊆[d]

(4)
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where Equation 1 holds by the definition of convolution, Equation 2 follows by repeated
application of the steps used to obtain Equation 1, Equation 3 follows from Plancherel’s
Theorem (Theorem 2.4), and Equation 4 follows from Theorem 2.7.
Note that |b
g (S)| ≤ 1 for all S ⊆ [d], because gb(S) is the inner product of two functions
with range in {−1, 1}. In addition, gb(S) ≥ 0 for S such that χS is the closest linear function
to g. Then, for even k,
X
X
gb(S)k+1 ≤ max (b
g (S)k−1 )
gb(S)2 = max (b
g (S)k−1 ) ≤ max gb(S),
S⊆[d]

S⊆[d]

S⊆[d]

S⊆[d]

S⊆[d]

where the equality follows from Parseval’s Theorem (Theorem 2.3). By Lemma 2.5, the
distance of g to linearity is 12 − 12 maxS⊆[d] gb(S), which is at least ε, since g is ε-far from
linear. This concludes the proof.
◀

2.2

Proof of Theorem 2.1

In this section, we prove Theorem 2.1 using Theorem 1.2. In Lemma 2.8, we analyze the
probability of good events that capture, roughly, that the queries made in the beginning of
each iteration haven’t already been “spoiled” by the previous erasures. Then we use the work
investment strategy of [14], stated in Lemma 2.9, together with Theorem 1.2 and Lemma 2.8
to prove Theorem 2.1.
Each iteration of the outer repeat loop in Steps 3-9 of Algorithm 1 is called a round. We
say a query x is successfully obtained if it is nonerased when queried, i.e., the tester obtains
f (x) as opposed to ⊥.
▶ Lemma 2.8 (Good events). Fix one round of Algorithm 1. Consider the points x1 , . . . , xq
L
queried in Step 5 of this round, where q = 2 log(50t/ε), and the set S of all sums i∈I xi ,
where I is a nonempty subset of [q] of even size. Let G1 be the (good) event that all points in
S are distinct. Let G2 be the (good) event that all points x1 , . . . , xq are successfully obtained
and all points in S are nonerased at the beginning of the round. Finally, let G = G1 ∩ G2 .
Then Pr[G] ≤ 2ε for all adversarial strategies.
Proof. First, we analyze event G1 . Consider points xi1 , . . . , xik , xi′1 , . . . , xi′ℓ ∼ {0, 1}d , where
{i1 , . . . , ik } ̸= {i′1 , . . . , i′ℓ }, k, ℓ ∈ [q] and k, ℓ are even. Since the points are distributed
uniformly and independently, so are the sums xi1 ⊕ · · · ⊕ xik and xi′1 ⊕ · · · ⊕ xi′ℓ . The
probability that two uniformly and independently sampled points x, y ∼ {0, 1}d are identical
is 21d . The number of sets I ⊆ [q] of even size is 2q−1 because every subset of [q − 1] can be
22q
uniquely completed to such a set I. By a union bound over all pairs of sums, Pr[G1 ] ≤ 4·2
d.
To analyze G2 , fix any adversarial strategy. The number of queries made by Algorithm 1
is at most
log(8/ε)
 8 ln 5
X 8 ln 5 
32 ln 5
8
8 ln 5
16 ln 5
40q
j
q
+
4
·
2
≤
q+
log ≤
q+
q≤
.
(5)
jε
2
ε
ε
ε
ε
ε
ε
j=1
Hence, the oracle erases at most
{0, 1}d ,
Pr

xi ∼{0,1}d

40qt
ε

points. Since each point xi is sampled uniformly from

[xi is erased when queried] ≤

40qt
.
ε · 2d

Additionally, before the queries xi are revealed to the oracle, each sum
uniformly at random. Therefore, for every {i1 , . . . , ik } ⊆ [q],
Pr
xi1 ,...,xik

∼{0,1}d

L

i∈I

xi is distributed

[xi1 ⊕ · · · ⊕ xik is erased at the beginning of the round] ≤

40qt
.
ε · 2d
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By a union bound over the q points sampled in Step 5 and at most 2q−1 sums, we get
Pr[G2 ] ≤

40qt
40qt · 2q
(q + 2q−1 ) ≤
.
d
ε2
ε · 2d

Since q = 2 log
Pr[G] ≤

50t
ε ,

we get

40qt
ε

≤

3
4

· 2q and, consequently,

40qt · 2q
22q
504 · t4
504 · c40 · ε5
ε
22q
+
≤
≤
≤
≤ ,
4 · 2d
ε · 2d
2d
ε4 2d
ε4
2

since t ≤ c0 · ε5/4 · 2d/4 , as stated in Theorem 2.1, and assuming c0 is sufficiently small.

◀

Next, we state the work investment lemma.
▶ Lemma 2.9 (Lemma 2.5 of [14]). Let X be a random variable taking values in [0, 1].
Suppose E[X] ≥ α. Let s = ⌈log( α4 )⌉ and δ ∈ (0, 1) be the desired probability of error. For
Qs
kj
all j ∈ [s], let pj = Pr[X ≥ 2−j ] and kj = 4 ln(1/δ)
≤ δ.
j=1 (1 − pj )
2j α . Then
Proof of Theorem 2.1. By (5), the query complexity of Algorithm 1 is O( qε ) = O( log(t/ε)
).
ε
Algorithm 1 is nonadaptive and always accepts if f is linear. Suppose now that f is ε-far from
linear and fix any adversarial strategy. We show that Algorithm 1 rejects with probability at
least 2/3.
Consider the last round of Algorithm 1. For points x1 , . . . , xq ∼ {0, 1}d sampled in Step 5
of this last round, let Y denote the fraction of nonempty sets {i1 , . . . , ik } ⊆ [q] such that k is
even and (xi1 , . . . , xik ) violates linearity. Recall the event G defined in Lemma 2.8. Let 1G
be the indicator random variable for the event G for the last round.
▷ Claim 2.10. Let X = Y · 1G , where Y is as defined above. Then E[X] ≥ 2ε .
Proof. For all nonempty {i1 , . . . , ik } ⊆ [q], such that k is even, let Yi1 ,...,ik be the indicator
for the event that (xi1 , . . . , xik ) violates linearity. By Theorem 1.2 and the fact that k is
even,
E[Yi1 ,...,ik ] =

Pr

xi1 ,...,xik ∼{0,1}d

[(xi1 , . . . , xik ) violates linearity] ≥ ε.

We obtain a lower bound on E[Y ] by linearity of expectation.
E[Y ] =

1
2q−1 − 1

X

E[Yi1 ,...,ik ] ≥ ε.

(6)

{i1 ,...,ik }⊆[q],k even

Observe that X = Y when G occurs, and X = 0 otherwise. By the law of total
expectation,
E[X] = E[X|G] · Pr[G] + E[X|G] · Pr[G] = E[X|G] · Pr[G] = E[Y |G] · Pr[G]
= E[Y ] − E[Y |G] · Pr[G] ≥ ε − 1 · (ε/2) = ε/2,
where the inequality follows from Equation 6, the fact that Y ≤ 1, and Lemma 2.8.

◁

Fix any round of Algorithm 1 and the value of j used in this round (as defined in Step 2).
Let X ′ be defined as X, but for this round instead of the last one. The round is special
if X ′ ≥ 2−j . Let p′j = Pr[X ′ ≥ 2−j ] and pj = Pr[X ≥ 2−j ]. Then p′j ≥ pj , since the
5
number of erasures only increases with each round. For each j, there are kj = 82ln
j ε rounds of
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Algorithm 1 that are run with this particular value of j. Since Algorithm 1 uses independent
random coins for each round, the probability that no round is special is at most
log

8

Yε

log

(1 −

p′j )kj

≤

j=1

8

Yε

(1 − pj )kj ≤

j=1

1
,
5

where the last inequality follows by Lemma 2.9 applied with δ = 1/5 and α = ε/2 and
Claim 2.10. Therefore, with probability at least 54 , Algorithm 1 has a special round.
Consider a special round of Algorithm 1 and fix the value of j for this round. We show
that Algorithm 1 rejects in the special round with probability at least 5/6. We call a sum
L
i∈I xi violating if the tuple (xi : i ∈ I) violates linearity. Since G occurred, all q points
queried in Step 5 of Algorithm 1 were successfully obtained. So, the algorithm will reject as
soon as it successfully obtains a violating sum. Since G occurred, there are at least 2q−1 − 1
distinct sums that can be queried in Step 8, all of them nonerased at the beginning of the
round. Algorithm 1 makes at most q + 4 · 2j queries in this round, and thus the fraction of
these sums erased during the round is at most
t·

 1
t
12t · 2j
q + 4 · 2j
3 · 2j 
+ 2 50 2
≤ t · q/2 + q−2 ≤
50
q−1
2
−1
2
2
t· ε
t ·( ε )
=

8
50 ·

8
ε

+

1
12 · 82 · 2j
0.16 0.3072
≤
,
8 2 ≤ 2j +
j
2
2
2
·
2j
50 t · ( ε )

1
where in the first inequality we used that 2q−1q −1 ≤ 2q/2
for q ≥ 9 and that 2q−1 − 1 ≥
q−2
(4/3) · 2
for q ≥ 3 (note that q ≥ 2 log(50t/ε) ≥ 2 log 100 > 13), in the second inequality
we used q ≥ 2 log(50t/ε), and in the third inequality we used 2j ≤ 8ε and t ≥ 1.
Since the round is special, at least a 2−j fraction of the sums that can be queried in
Step 8 are violating. Thus, the fraction of the sums that are violating and nonerased before
each iteration of Steps 8-9 in this round is at least 2−j − 2−j−1 = 2−j−1 .
Then, each iteration of Steps 8-9 rejects with probability at least 2−j−1 . Since there
are 4 · 2j iterations with independently chosen sums, the probability that the special round
accepts is at most
j

(1 − 2−j−1 )4·2 ≤ e−2 ≤ 1/6.
That is, the probability that Algorithm 1 rejects in the special round is at least 5/6. Since
the special round exists with probability at least 45 , Algorithm 1 rejects with probability at
least 45 · 65 = 23 .
◀

3

A Lower Bound for Online-Erasure-Resilient Linearity Testing

In this section, we prove Theorem 1.3 that shows that every t-online-erasure-resilient ε-tester
for linearity of functions f : {0, 1}d → {0, 1} must make more than log2 t queries.
Proof of Theorem 1.3. Let D+ be the uniform distribution over all linear Boolean functions
on {0, 1}d and D− be the uniform distribution over all Boolean functions functions on {0, 1}d .
We show that a function f ∼ D− is 14 -far from linear with probability at least 6/7. Let g
be a linear function, f ∼ D− , and dist(f, g) be the fraction of domain points on which f and
g differ. Then, E[dist(f, g)] = 12 . By the Hoeffding bound, Prf ∼D− [dist(f, g) ≤ 14 ] ≤ e−
d

By a union bound over the 2 linear functions, Prf ∼D− [f is
For d large enough, this probability is at least 6/7.

1
4 -far

d

from linear] ≥ 1 − 2 · e

2d
8

.

d

− 28

.
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We fix the following strategy for a t-online-erasure oracle O: after responding to each
L
query, erase t sums of the form
x∈T x, where T is a subset of the queries made so far,
choosing the subsets T in some fixed order. If at most log2 t queries are made, the adversary
erases all the sums of queried points.
Let A be a deterministic algorithm that makes q ≤ log2 t queries to the oracle O. Assume
w.l.o.g. that A does not repeat queries. We describe two random processes P + and P − that
interact with algorithm A in lieu of oracle O and provide query answers consistent with a
random function from D+ and D− , respectively. For each query of A, both processes P +
and P − return ⊥ if the value has been previously erased by O; otherwise, they return 0 or 1
with equal probability. Thus, the distribution over query-answer histories when A interacts
with P + is the same as when A interacts with P − .
Next, we describe how the processes P + and P − assign values to the locations of f that
were either not queried by A or erased when queried, and show that they generate D+ and
D− , respectively. After A finishes its queries, P − sets the remaining unassigned locations
(including the erased locations) of the function to be 0 or 1 with equal probability. Clearly,
P − generates a function from the distribution D− .
To describe P + fully, first let Q ⊆ {0, 1}d denote the queries of A that are answered with
a value other than ⊥. Since q ≤ log2 t, by our choice of the oracle O, the sum of any subset
of vectors in Q is not contained in Q. Hence, the vectors in Q are linearly independent.
Then, P + completes Q to a basis B for {0, 1}d and sets the value of f on all vectors in B \ Q
independently to 0 or 1 with equal probability.
Since B is a basis, each vector y ∈ {0, 1}d can be expressed as a linear combination of
L
vectors in B (with coefficients in {0, 1}), that is, y = x∈T x for some T ⊆ B. The process
P
P + sets f (y) = x∈T f (x), where addition is mod 2. The function f is linear and agrees
with all values previously assigned by P + to the vectors in Q. Moreover, f is distributed
according to D+ , since one can obtain a uniformly random linear function by first specifying
a basis for {0, 1}d , and then setting the value of f to be 0 or 1 with equal probability for
each basis vector.
Thus, P + generates linear functions, P − generates functions that are 14 -far from linear
with probability at least 67 , and the query-answer histories for any deterministic algorithm A
that makes at most log2 t queries and runs against our t-online-erasure oracle O are identical
under P + and P − . Consequently, the lower bound follows from Yao’s Minimax Principle. ◀

4

An Online-Erasure-Resilient Quadraticity Tester

In this section, we state our online-erasure-resilient quadraticity tester (Algorithm 2) and
prove Theorem 1.4.
The main idea behind Algorithm 2 and its representation as a two-player game appear in
Subsection 1.2, accompanied by explanatory figures for the case when t = 1. We now give a
high level overview of Algorithm 2. For a function f : {0, 1}d → {0, 1} and x, y, z ∈ {0, 1}d ,
let
X
M 
Tf (x, y, z) =
f
u ,
∅̸=S⊆{x,y,z}

u∈S

where the first sum is mod 2. We say a triple (x, y, z) violates quadraticity if Tf (x, y, z) = 1.
The tester of Alon et al. samples three vectors x, y, z ∈ {0, 1}d uniformly and independently
at random and rejects if (x, y, z) violates quadraticity. Our tester looks for the same kind of
violations as the tester of Alon et al.
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The main challenge in the design of our online-erasure-resilient tester is to ensure it can
query all three such points and their sums in the presence of a t-online-erasure adversary. In
each iteration of the repeat loop of Algorithm 2, the following steps are performed. For
(ℓ)
each ℓ ∈ [t + 1], we first query a reserve of uniformly and independently sampled points xi
for i ∈ [(t + 1)2 (2t + 1)t ]. Next, for each ℓ ∈ [t + 1], we query a set of points that we visualize
as being the nodes of a (t + 1)-ary tree of depth t. There is a one-to-one correspondence
between the nodes of such a tree and vectors of length up to t + 1 over the alphabet [t + 1].
For m ∈ [t], we represent by y(ℓ,j1 ,...,jm ) , the sampled point visualized as a node at depth
m in the ℓ-th tree, where the ji ’s specify the unique path from the root to that node in
the tree. Now, for ℓ ∈ [t + 1], and for each node yj in the ℓ-th tree, where j is shorthand
for (ℓ, j1 , . . . , jm ), we associate with that node a subset Sj of points from the reserve, and
query the points yj ⊕ x for each x in Sj . The set Sj is a subset of a specified cardinality of
the set Sj (−1) , where Sj (−1) is the set associated with the parent node of yj in the ℓ-th tree.
Finally, the algorithm queries a point z sampled uniformly and independently at random
from {0, 1}d , and samples a uniformly random leaf yj of a uniformly random tree ℓ ∈ [t + 1].
The set Sj associated with the leaf yj has, by construction, t + 1 points in it. All the points
in Sj , again, by construction, also belong to the sets Sj ′ associated with the nodes yj ′ on
the path from the root to the leaf yj of the ℓ-th tree. Our algorithm queries yj ′ ⊕ z for all
such nodes yj ′ . It then samples x uniformly at random from Sj and queries x ⊕ z. Finally,
it samples a uniformly random node yj ′ on the path from the root to the leaf yj and queries
x ⊕ yj ′ ⊕ z. Observe that, by design, the point x ⊕ yj ′ has already been queried in an earlier
step. The algorithm rejects if all the points involved in the sum Tf (x, yj ′ , z) are nonerased
and the triple (x, yj ′ , z) violates quadraticity.
Algorithm 2 uses the following notation. For a vector j = (ℓ, j1 , . . . , jm ), where m ∈ [0, t]
and ℓ, j1 , . . . , jt ∈ [t + 1], we use the convention that j = (ℓ) for m = 0. For k ∈ [0, m], let
j (k) = (ℓ, j1 , . . . , jk ) be the vector containing the first k + 1 entries of j. Finally, let j (−1) be
the vector j with its last entry removed. If j = (ℓ), then j (−1) is the empty vector ∅.
Algorithm 2 A t-Online-Erasure-Resilient Quadraticity Tester.

Require: ε ∈ (0, 1), access to function f : {0, 1}d → {0, 1} via a t-online-erasure oracle.

(t+1)(t+1) −1
7
1: Let I = (t + 1)2 (2t + 1)t , J =
, and α = min 2ε , (18·IJ(t+1))
IJ(t+1) .
t
2: repeat 4ct /α times:
▷ ct is a constant from Lemma 4.4 that depends only on t.
3:
for all ℓ ∈ [t + 1]:
(ℓ)
(ℓ)
(ℓ)
(ℓ)
4:
Query f at independent x1 , . . . , xI ∼ {0, 1}d , and let S∅ = {x1 , . . . , xI }.
5:
for all integer m ∈ [0, t]:
6:
for all (j1 , j2 , . . . , jm ) ∈ [t + 1]m :
▷ When m = 0, the loop is run once.
7:
Let j = (ℓ, j1 , . . . , jm ) and query f at yj ∼ {0, 1}d .
8:
▷ When m = 0, j = (ℓ).
9:
Let Sj be a uniformly random subset of Sj (−1) of size (t+1)(2t+1)t−m .
10:
Query x ⊕ yj for all x ∈ Sj .
11:
Remove Sj from Sj (−1) .
12:
Sample z ∼ {0, 1}d and query f at z.
13:
Sample j = (ℓ, j1 , . . . , jt ) ∼ [t + 1](t+1) and query f at yj (m) ⊕ z for all m ∈ [0, t].
14:
15:

(ℓ)

(ℓ)

(ℓ)

(ℓ)

Suppose Sj = {x1 , x2 , . . . , xt+1 }. Sample i ∼ [t + 1] and query f at xi ⊕ z.
(ℓ)
Sample integer m ∼ [0, t] and query f at xi ⊕ yj (m) ⊕ z.
(ℓ)

Reject if Tf (xi , yj (m) , z) = 1. ▷ All points needed for computing Tf are nonerased.
17: Accept.

16:
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Proof of Theorem 1.4. If f is quadratic, then Algorithm 2 always accepts. Suppose that f
is ε-far from quadratic. Fix an adversarial strategy and a round of Algorithm 2. We show
that Algorithm 2 rejects with probability Ω(ε) in this round.
(ℓ)
Observe that Algorithm 2 makes queries of three types: singletons (of the form xi , yj (m) ,
(ℓ)

(ℓ)

and z), doubles (of the form xi ⊕ yj (m) ,xi ⊕ z, and yj (m) ⊕ z), and triples (of the form
(ℓ)

xi ⊕ yj (m) ⊕ z), where i ∈ [I], j = (ℓ, j1 , . . . , jt ) ∈ [t + 1](t+1) , m ∈ [0, t]. We call points of the
(ℓ)

(ℓ)

(ℓ)

form xi ⊕ yj (m) , xi ⊕ z, and yj (m) ⊕ z double decoys, and points of the form xi ⊕ yj (m) ⊕ z
triple decoys. We refer to double and triple decoys simply as decoys. Only some of the decoys
become actual queries.
Let G denote the good event that, for the fixed round, all of the following hold:
all singleton queries are successfully obtained;
(ℓ)
all double decoys of the form xi ⊕ yj (m) are nonerased right before yj (m) is queried;
(ℓ)

all double and triple decoys involving z (as well as xi
before z is queried.

and/or yj (m) ) are nonerased right

To lower bound the rejection probability of the algorithm, we consider the event that
(ℓ)
all triples of the form (xi , yj (m) , z), where i ∈ [I], j = (ℓ, j1 , . . . , jt ) ∈ [t + 1](t+1) , m ∈ [0, t],
violate quadraticity, and all queries in the round are successfully obtained.
(ℓ)

▶ Definition 4.1 (Witness). The singleton queries form a witness if Tf (xi , yj (m) , z) = 1 for
all i ∈ [I], j = (ℓ, j1 , . . . , jt ) ∈ [t + 1](t+1) , m ∈ [0, t], and, in addition, all singletons and all
decoys are distinct.
Let W be the event that the singleton queries form a witness. Let α be as defined in Step 1.
▶ Lemma 4.2 (Probability of Successful Singleton Queries). If f : {0, 1}d → {0, 1} is ε-far
from being quadratic, then Pr[W ∩ G] ≥ α/2.
In other words, Lemma 4.2 shows that for every adversarial strategy, with probability at
least α2 , the tester successfully obtains singleton queries that form a witness and, in addition,
right before each singleton is queried, the decoys involving that singleton are nonerased. The
proof of Lemma 4.2 (in Subsection 4.1) relies on the following key structural result about
the fraction of large structures where all triples of a certain form violate quadraticity.
▶ Lemma 4.3 (Probability of Singletons Forming a Violation Structure). Let I, J, t ∈ N. Suppose
(ℓ) (ℓ)
f : {0, 1}d → {0, 1} is ε-far from being quadratic. For points xi , yj , z ∼ {0, 1}d , where
(i, j, ℓ) ∈ [I] × [J] × [t + 1],

Pr

\

(ℓ) (ℓ)
[Tf (xi , yj , z)


= 1] ≥ α,

(7)

i∈[I],j∈[J],ℓ∈[t+1]

where α = min

ε
7
2 , (18·IJ(t+1))IJ(t+1)



.

We prove Lemma 4.3 in Subsection 4.2, building on a result of [2]. To prove Lemma 4.2,
(t+1)
Pt
we use Lemma 4.3 with I = (t + 1)2 (2t + 1)t and J = m=0 (t + 1)m = (t+1) t −1 , which is
the number of nodes in each tree.
Next, in Lemma 4.4, we show that the probability of successfully obtaining all double
and triple queries in the round, given the event W ∩ G, depends only on t. The proof of
Lemma 4.4 appears in Subsection 4.3.

I. Kalemaj, S. Raskhodnikova, and N. Varma

90:17

▶ Lemma 4.4 (Probability of All Double and Triple Queries Being Nonerased). The probability
that all queries made in one round of Algorithm 2 are successfully obtained, conditioned on
the event W ∩ G, is at least 1/ct , where ct depends only on t.
Let H denote the event that all queries in the round are successfully obtained, and
recall that W is the event that the singleton queries form a witness. The probability that
Algorithm 2 rejects in the given round is at least Pr[W ∩ H]. Note that
Pr[W ∩ H] ≥ Pr[W ∩ H ∩ G] = Pr[H | W ∩ G] Pr[W ∩ G].
By Lemmas 4.2 and 4.4, we have that Algorithm 2 rejects with probability at least c1t · α2 for
a fixed round. Thus, after 4cαt rounds, Algorithm 2 rejects with probability at least 32 . ◀

4.1

Proof of Lemma 4.2

In this section, we prove Lemma 4.2 that bounds from below the probability that the singleton
queries are successfully obtained and form a witness, and, in addition, right before each
singleton is queried, the decoys involving that singleton are nonerased. We show that if the
fraction of large violation structures is at least α (Lemma 4.3), then, despite the adversarial
erasures, the probability of successful singleton queries, as described above, is at least α/2.
Proof of Lemma 4.2. The key idea of the proof is to keep track of active witnesses during
the execution of the round. To simplify notation, let K = (I + J)(t + 1) + 1 and denote by
u1 , . . . , uK the singleton queries made by Algorithm 2 in the given round.
▶ Definition 4.5 (Active witness). For i ∈ [K], let u1 , . . . , ui denote the singleton queries
made by Algorithm 2 up until a given timepoint of the fixed round. We say a witness
(v1 , . . . , vK ) ∈ ({0, 1}d )K is i-active if
1. The first i entries of the tuple are equal to u1 , u2 , . . . , ui .
2. All decoys involving uj , where j ≤ i, were nonerased right before uj was queried.
Furthermore, let Ai be a random variable denoting the number of active witnesses
right after the i-th singleton query, and let Bi denote the number of active witnesses right
before the i-th singleton query. Let B1 denote the number of witnesses at the beginning
of the round, such that all singletons and decoys for the witness are nonerased. Note that
Pr[W ∩ G] = Pr[AK = 1] = E[AK ]. To lower bound E[AK ], we first show a lower bound on
B1 , obtained in turn by a lower bound on the total fraction of witnesses. We then bound the
difference between Ai and Bi+1 and show a relationship between E[Ai ] and E[Bi ] for general
i. All expectations in this proof are over the choice of singletons u1 , . . . , uK ∼ {0, 1}d . The
proofs of Claims 4.6-4.8 appear in the full version of our work [39].
▷ Claim 4.6. Let α be as defined in Lemma 4.3. If f is ε-far from being quadratic then
Pr
u1 ,...,uK

∼{0,1}d

[(u1 , . . . , uK ) is a witness] ≥

7α
.
8

▷ Claim 4.7. For all adversarial strategies, B1 ≥

3α
4

· 2Kd .

▷ Claim 4.8. For all i ∈ [K − 1] and all adversarial strategies,
Ai − Bi+1 ≤ (t + 1)2 (2t + 1)t · |S| · 2(K−1−i)d .
▷ Claim 4.9. For all i ∈ [K], it holds that E[Ai ] =

1
E[Bi ].
2d

ITCS 2022

90:18

Sublinear-Time Computation in the Presence of Online Erasures

Proof. For v ∈ {0, 1}d , let Bi,v denote the number of witnesses that are active right before
P
the i-th singleton query and whose i-th entry is equal to v. Then, Bi = v∈{0,1}d Bi,v . Let
1(v) be the indicator random variable for the event that the i-th singleton query is equal
to v. Then,
h X
i
h X
i
1
◁
E[Ai ] = E
Bi,v 1(v) = E[1(v)]E
Bi,v = d E[Bi ].
2
d
d
v∈{0,1}

v∈{0,1}

We combine the claims above to complete the proof of the lemma. By Claim 4.9,
1
1
1
1
E[BK ] = d E[AK−1 + BK − AK−1 ] = d E[AK−1 ] − d E[AK−1 − BK ]
2d
2
2
2
K−1
X E[Ai − Bi+1 ]
1
1
1
= 2d E[BK−1 ] − d E[AK−1 − BK ] = · · · = Kd E[B1 ] −
.
2
2
2
2(K−i)d
i=1

E[AK ] =

By Claim 4.7,
3α
1
E[B1 ] ≥
.
2Kd
4
In addition, Claim 4.8 yields that
K−1
X
i=1

K−1
X (t + 1)2 (2t + 1)t · |S| · 2(K−1−i)d
E[Ai − Bi+1 ]
≤
2(K−i)d
2(K−i)d
i=1

≤

α
K · (t + 1)2 (2t + 1)t · |S|
≤ ,
2d
4

where the last inequality holds for large enough d. We obtain that Pr[W ∩ G] = E[AK ] ≥
3α
α
α
◀
4 − 4 = 2.

4.2

Proof of Lemma 4.3

In this section, we prove Lemma 4.3 on the fraction of large violation structures for which all
(ℓ) (ℓ)
triples (xi , yj , z), where (i, j, ℓ) ∈ [I] × [J] × [t + 1], violate quadraticity. Our proof builds
on a result of [2].
Proof of Lemma 4.3. Let η denote the fraction of violating triples for f , i.e.,
η :=

Pr

x,y,z∼{0,1}d

[Tf (x, y, z) = 1].

The distance of f to quadraticity, denoted by εf , is the minimum of Prx [f (x) ̸= g(x)] over
all quadratic functions g over the same domain as f . Using this notation, we state a result
from [2] for the special case of quadraticity.
1
▷ Claim 4.10 (Theorem 1 of [2]). For all f , we have η ≥ min( 73 εf , 40
).
(ℓ)

(ℓ)

Let η ′ denote the left-hand side of Equation 7, that is, the probability that for xi , yj , z ∼
(ℓ)

(ℓ)

{0, 1}d , all triples (xi , yj , z) are violating, where (i, j, ℓ) ∈ [I] × [J] × [t + 1]. Claim 4.11
lower bounds η ′ in terms of η for all values of εf . Claim 4.12 lower bounds η ′ for small values
of εf . We combine these results and use Claim 4.10 to conclude the proof of the lemma.
(ℓ)

(ℓ)

▷ Claim 4.11. For all f and points xi , yj , z ∼ {0, 1}d , where i ∈ [I], j ∈ [J], ℓ ∈ [t + 1], it
holds that
h
i
\
(ℓ) (ℓ)
Pr
[Tf (xi , yj , z) = 1] ≥ η IJ(t+1) .
i∈[I],j∈[J],ℓ∈[t+1]
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Proof. The proof uses the Hölder’s inequality as its key ingredient.
(ℓ) (ℓ)
(ℓ)
(ℓ) (ℓ)
For xi , yj , z ∼ {0, 1}d , let Tij be the event Tf (xi , yj , z) = 1. Then
h
h
i
i
\
X
\
(ℓ)
(ℓ)
Pr
Pr
Tij =
Tij | z = u Pr[z = u]
u∈{0,1}d

i∈[I],j∈[J],ℓ∈[t+1]

1
= d
2

X

i∈[I],j∈[J],ℓ∈[t+1]

Pr

h

\

u∈{0,1}d

(ℓ)

Tij | z = u

i

i∈[I],j∈[J],ℓ∈[t+1]

h
it+1
\
1 X
(1)
= d
Pr
Tij | z = u
2
i∈[I],j∈[J]
u∈{0,1}d
h
1 X
it+1
\
(1)
Pr
≥ d
Tij | z = u
2
i∈[I],j∈[J]
u∈{0,1}d
 \
t+1
(1)
= Pr
Tij
,
i∈[I],j∈[J]

where the first equality holds by the law of total probability; the third equality holds
T
(ℓ)
because, conditioned on z taking a specific value, the events i∈[I],j∈[J] Tij for ℓ ∈ [t + 1]
are independent and have the same probability; the inequality follows from the Hölder’s
inequality.
We use a similar argument to obtain
h
i  h \
iI
\
(1)
(1)
Pr
Tij ≥ Pr
T1j
,
i∈[I],j∈[J]

j∈[J]
(1)

(1)

where we condition on the values of y1 , . . . , yJ , and z. Similarly, by conditioning on the
(1)
values of x1 and z, we obtain
h \
i
(1)
(1)
Pr
T1j ≥ (Pr[T11 ])J .
j∈[J]
(1)

Since Pr[T11 ] = η, the claim follows.

◁

Next, we consider the case when εf is small. For u1 , u2 , u3 ∈ {0, 1}d , let span(u1 , u2 , u3 )
L
be the set of points i∈T ui for ∅ ̸= T ⊆ [3] and
[
(ℓ) (ℓ)
S=
span(xi , yj , z).
i∈[I],j∈[J],ℓ∈[t+1]

The set S has (I + J)(t + 1) + 1 singletons, at most I(J + 1)(t + 1) double sums, and at most
IJ(t + 1) triple sums. Therefore, |S| ≤ 3IJ(t + 1).
▷ Claim 4.12. Suppose εf ≤

1
2|S| .

Then η ′ ≥

εf
2

.

Proof. Let g be a closest quadratic function to f . Any two elements of S are uniformly and
(ℓ) (ℓ)
independently distributed in {0, 1}d . Then, for xi , yj , z ∼ {0, 1}d , we have
η ′ ≥ Pr[f (z) ̸= g(z) and f (u) = g(u) ∀ u ∈ S \ {z}]
X
≥ Pr[f (z) ̸= g(z)] −
[f (z) ̸= g(z) and f (u) ̸= g(u)]
u∈S\{z}

≥ εf − (|S| −
If εf ≤

1
2|S| ,

1)ε2f

= εf (1 − (|S| − 1)εf ).

then 1 − (|S| − 1)εf ≥ 1 − |S| ·

1
2|S|

≥ 21 , which concludes the proof.

◁

ITCS 2022

90:20

Sublinear-Time Computation in the Presence of Online Erasures

1
3
Suppose 2|S|
. In this case, by Claims 4.10 and 4.11 and using the fact that
≤ εf ≤ 7·40
|S| ≤ 3IJ(t + 1), we have

η′ ≥

7
3

εf

IJ(t+1)

≥



7
7 IJ(t+1)
.
≥
6 · |S|
(18 · IJ(t + 1))IJ(t+1)

1
′
Finally, if εf ≥ 40
, then again by Claims 4.10
 and 4.11, we have η ≥
ε
7
′
obtained that η ≥ min 2 , (18·IJ(t+1))IJ(t+1) .

4.3

1
.
40(IJ(t+1))

We have
◀

Proof of Lemma 4.4

In this section, we prove Lemma 4.4, which shows that conditioned on the good event
W ∩ G, all queries in one round of Algorithm 2 are successfully obtained. In particular, this
probability only depends on the per-query erasure budget t.
Proof of Lemma 4.4. We first prove a lower bound on the probability that the queries made
in Step 10 are successfully obtained.
▷ Claim 4.13. Conditioned on the event W ∩ G, the probability that in one execution of
Step 10 at level m ∈ [0, t], all queries in the step are successfully obtained is at least


(t+1)(2t+1)
1
(t2 + t)(2t + 1)t−m + 1

t−m

.

Proof. Fix the values of ℓ, m, j1 , . . . , jm for the given execution of Step 10 and let j =
(ℓ, j1 , . . . , jm ). We can assume, without loss of generality, that Step 6 considers the tuples
(j1 , . . . , jm ) in the lexicographic order. When jm = 1, then right before Step 10 is executed,
we have |Sj (−1) | = (t + 1)(2t + 1)t−m+1 . The size of the set Sj (−1) decreases as the value of
jm increases, so that for jm = t + 1, we have
|Sj (−1) | = (t + 1)(2t + 1)t−m+1 − t(t + 1)(2t + 1)t−m
= (t + 1)(2t + 1)t−m (2t + 1 − t) = (t + 1)2 (2t + 1)t−m .
Thus, right before Step 10 is executed, the size of Sj (−1) is at least (t + 1) times the size of
the subset Sj .
Let s denote the size of Sj (−1) right before the execution of Step 9. In Step 9 we sample a
uniformly random subset Sj of Sj (−1) of size s′ = (t + 1)(2t + 1)t−m and in Step 10 we query
x ⊕ yj for all x ∈ Sj . Conditioned on the event W ∩ G, all sums x ⊕ yj , where x ∈ Sj , are
distinct and nonerased right before yj is queried. On the i-th query of Step 10, the tester
selects a uniformly random x out of s − (i − 1) elements. Right before the i-th query of the
tester, the oracle can have erased at most ti of the sums x ⊕ yj , for x ∈ Sj (−1) , since the
adversary is not aware of the points belonging to Sj until their sums with yj are queried
in Step 10. Therefore, the probability that the tester successfully obtains the sum on its
ti
i-th query is at least 1 − s−i+1
, where i ∈ [s′ ]. We argued that, for all values of jm , right
before the execution of Step 10, it always holds that s ≥ (t + 1)s′ . Therefore, the probability
that the tester successfully obtains a sum is always positive. In particular, using the bound
s ≥ (t + 1)s′ , the probability that all queries in Step 10 are successfully obtained is at least
′

s 
Y
i=1

1−

 
 s′ 
 s′  1 s ′
ti
ts′
1
≥ 1−
≥
= ′
.
s−i+1
s − s′ + 1
(t + 1)s′ − s′ + 1
st+1

Substituting s′ = (t + 1)(2t + 1)t−m concludes the proof.

◁
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In Steps 4-12, the tester makes only singleton and double queries. Conditioned on W ∩ G,
all singleton queries are successfully obtained. All double queries are made in Step 10. By
Claim 4.13, the probability that all double queries in Step 10 are successfully obtained
depends only on t.
Before z is queried in Step 12, conditioned on the event W ∩ G, all double and triple sums
of the form yj (m) ⊕ z, x ⊕ z, and x ⊕ yj (m) ⊕ z, where m ∈ [0, t], j = (ℓ, j1 . . . , jt ) ∈ [t + 1](t+1) ,
and x ∈ Sj , are distinct and nonerased. After z is queried, the oracle can perform at most t
erasures. Therefore, there exists ℓ ∈ [t + 1], say ℓ = 1, such that all double and triple sums
yj (m) ⊕ z, x ⊕ z, and x ⊕ yj (m) ⊕ z, where m ∈ [0, t], j = (1, j1 . . . , jt ) ∈ [t + 1](t+1) , and
1
x ∈ Sj , are nonerased after z is queried. With probability t+1
, the tester samples ℓ = 1 in
1
Step 13. By a similar reasoning, with probability (t+1)t the tester samples values of j1 , . . . , jt
in Step 13, say j1 = · · · = jt = 1, such that all queries yj (m) ⊕ z, where m ∈ [0, t], are
successfully obtained. In addition, right before yj (t) ⊕ z is queried, all sums of the form x ⊕ z
and x ⊕ yj (m) ⊕ z, where j = (1, . . . , 1, jt ) ∈ [t + 1](t+1) , m ∈ [0, t], and x ∈ Sj , are nonerased.
After yj (t) ⊕ z is queried, the oracle performs at most t erasures, so there exists x ∈ Sj
such that x ⊕ z and x ⊕ yj (m) ⊕ z, where j = (1, 1, . . . , 1) and m ∈ [0, t], are nonerased. With
1
1
probability t+1
, the tester samples this x in Step 14, and with probability t+1
, it samples
m ∈ [0, t] such that the triple sum x ⊕ yj (m) ⊕ z is successfully obtained in Step 15. Thus,
1
with probability (t+1)
t+3 , all queries in Steps 13-15 are successfully obtained. Therefore the
probability that all queries in one round of Algorithm 2 are successfully obtained, conditioned
on W ∩ G, is 1/ct , where ct is a constant depending only on t.
◀
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Abstract
The Boolean Hidden Matching (BHM) problem, introduced in a seminal paper of Gavinsky et al.
[STOC’07], has played an important role in lower bounds for graph problems in the streaming model
(e.g., subgraph counting, maximum matching, MAX-CUT, Schatten p-norm approximation). The
√
BHM problem typically leads to Ω( n) space lower bounds for constant factor approximations, with
the reductions generating graphs that consist of connected components of constant size. The related
Boolean Hidden Hypermatching (BHH) problem provides Ω(n1−1/t ) lower bounds for 1 + O(1/t)
approximation, for integers t ≥ 2. The corresponding reductions produce graphs with connected
components of diameter about t, and essentially show that long range exploration is hard in the
streaming model with an adversarial order of updates.
In this paper we introduce a natural variant of the BHM problem, called noisy BHM (and
√
its natural noisy BHH variant), that we use to obtain stronger than Ω( n) lower bounds for
approximating a number of the aforementioned problems in graph streams when the input graphs
consist only of components of diameter bounded by a fixed constant.
We next introduce and study the graph classification problem, where the task is to test whether
the input graph is isomorphic to a given graph. As a first step, we use the noisy BHM problem
to show that the problem of classifying whether an underlying graph is isomorphic to a complete
binary tree in insertion-only streams requires Ω(n) space, which seems challenging to show using
either BHM or BHH.
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1

Introduction

The streaming model of computation has emerged as a popular model for processing large
datasets. In insertion-only streams, sequential updates to an underlying dataset arrive
over time and are permanent, while in dynamic or turnstile streams, the sequential updates
to the dataset may be subsequently reversed by future updates. As many modern large
datasets are most naturally represented by graphs (e.g., social networks, protein interaction
networks, or communication graphs in network monitoring) there has been a substantial
amount of recent interest in graph algorithms on data streams, both on insertion-only streams,
e.g., [20, 21, 48, 32, 33, 17, 34, 46, 12] and dynamic streams, e.g., [1, 2, 40, 10, 5, 14, 13, 37, 45].
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The Boolean Hidden Matching (BHM) problem [41, 22, 8, 23] is an important problem in
communication complexity that has been a major tool for showing hardness of approximation
in the streaming model for a variety of graph problems, such as triangle counting [31, 30],
maximum matching [4, 19, 12], MAX-CUT [34, 42, 35], and maximum acyclic subgraph [26].
In this problem, Alice is given a binary vector x of length n and Bob is given a matching M on
[n] = {1, 2, . . . , n} of size αn/2 for a small positive constant α ≤ 1, as well as a binary vector
w of length αn/2 of labels for the edges of M . Under the promise that either M x ⊕ w = 0αn/2
or M x ⊕ w = 1αn/2 , the goal is for Alice to send a message of minimal length, so that Bob
can determine which of the two cases holds, with probability at least 23 . Here, and in the
rest of the paper, we use M to denote both the matching and its edge incidence matrix, so
that M x is a vector indexed by edges e = (u, v) ∈ M such that (M x)e = xu ⊕ xv .
Observe that if Bob determines the parity (M x)e of any edge e in the matching, then Bob
can check whether (M x)e ⊕ we = 0 or (M x)e ⊕ we = 1. Thus, it suffices for Alice to send the
parities of enough vertices so that with probability at least 23 , the parities of both vertices
of some edge are revealed to Bob. Through a straightforward birthday paradox argument,
√
it follows that O ( n) communication suffices. [41, 22, 23] showed that this protocol is
essentially tight:
▶ Theorem 1 ([41, 22, 23]). Any randomized one-way protocol for the Boolean Hidden Match√
ing problem that succeeds with probability at least 23 requires Ω( n) bits of communication.
√
One of the main weaknesses of the Boolean Hidden Matching problem is that its Ω( n)
communication complexity is not strong enough to characterize the complexity of more
difficult problems.
To address this shortcoming, Verbin and Yu proposed the Boolean Hidden Hypermatching
problem (BHH) [48], in which Alice is given a binary vector x of length n = kt and Bob
is given a hypermatching M on [n] in which all hyperedges contain t vertices, as well as a
binary vector w of length k. Under the promise that either M x ⊕ w = 0k or M x ⊕ w = 1k ,
the goal is for Alice to send some message of minimal length, so that Bob can determine
which of the two cases holds, with probability at least 23 . Whereas BHM has complexity
√
Ω( n), [48] showed that BHH has complexity Ω(n1−1/t ):
▶ Theorem 2 ([48]). Any randomized protocol that succeeds with probability at least 23 for
the Boolean Hidden Hypermatching problem with hyperedges that contain t vertices requires
Alice to send Ω(n1−1/t ) bits of communication.
Boolean Hidden Hypermatching has been used to show stronger lower bounds for cycle
counting [48], maximum matching [4, 19, 12], Schatten p-norm approximation [43], MAXCUT [34, 42, 35], and testing biconnectivity, cycle-freeness and bipartiteness [27]. The hard
distributions on input graphs that are generated by these reductions typically produce a
union of connected components of diameter Θ(t), where distinguishing between the YES and
NO cases of the input distribution intuitively requires exploring rather long paths (of length
comparable to the diameter of these components). In this work we give a new communication
√
problem that provides stronger than Ω( n) lower bounds that at the same time generate
graphs with connected components of bounded diameter, and therefore exploit a different
source of hardness (similarly, we prove better than Ω(n1−1/t ) lower bounds for several of the
above problems on graphs with components of diameter bounded by O(t)).
In particular, we note that a major weakness of BHH is that this problem only yields lower
bounds of Ω(n) when the size t of the hyperedges satisfies t = Ω(log n). Consequently in the
resulting reductions, quantities such as the diameter of the graph, or the size of the largest
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clique, often also grow as Ω(log n), which prevents the usage of BHH in showing hardness
of approximation for specific classes of graphs, such as graphs with bounded diameter or
bounded clique number. Our new communication problem overcomes this barrier.

1.1

Our Contributions

We first introduce the following natural but novel parametrization of BHM/BHH.
▶ Definition 3 (Noisy Boolean Hidden Matching). The p-Noisy Boolean Hidden Matching
problem is a two party communication problem, with parameters p ∈ [0, 1], α ∈ (0, 1], and n.
Alice receives a binary string x ∈ {0, 1}n of length n.
Bob receives a matching M of size αn/2 on [n], as well as a binary vector of labels of
length αn/2. In the YES instance Bob’s labels are the true parities of the matching edges,
that is M x. In the NO instance Bob’s labels are M x plus some independent random
noise (Ber (p)) in each coordinate.
Then the goal is for Alice to send a message of minimal length, so that Bob can distinguish
between the YES and NO cases with probability at least 2/3.
Observe that setting p = 1 recovers the original Boolean Hidden Matching problem. For
significantly smaller values of p, the Hamming distance between YES and NO instance
labels decreases correspondingly. Thus while BHM can be viewed as a gap promise problem,
the Noisy Boolean Hidden Matching problem essentially parametrizes the gap size. Now
it should be apparent that the previously discussed protocol of Alice sending the parities
√
of Θ( n) vertices should fail for sufficiently small p. By birthday paradox arguments, the
√
parities for Θ( n) vertices correspond to the observation of parities for roughly Θ(1) edges.
However for p = o(1), Alice and Bob already know the parities of most of the edges, because
the vectors generated in the YES and NO cases corresponding to the possible edge labels
√
only differ in o(n) coordinates. Thus any message of length O ( n) sent by Alice is unlikely
to be helpful to Bob. Indeed, we show that the communication
complexity of the p-Noisy
q 
n
Boolean Hidden Matching problem is generally Ω
.
More
generally, we define the
p
p-Noisy Boolean Hidden Hypermatching problem as a means to find tradeoffs between the
noise p, the complexity of the problem, and the size of hyperedges t (see Section 3).

▶ Theorem 4. For p = Ω n1 , any randomized one-way protocol that succeeds with probability
at least 23 for the p-Noisy Boolean Hidden Hypermatching problem on hyperedges with t vertices
requires Ω n1−1/t p−1/t bits of communication.
Through the flexibility of our p-Noisy Boolean Hidden Hypermatching problem, we show
hardness of approximation for graph problems on a parametrized family of inputs, which is
beyond the limits of existing BHM/BHH techinques. We first use p-Noisy Boolean Hidden
Hypermatching to show hardness of approximation for MAX-CUT in the streaming model
on graphs whose connected components have bounded size, which is a significant obstacle
for reductions to BHH. Unlike previous reductions from BHM [34], our methods can show
nearly linear lower bounds for approximation close to 1 even in this setting:


1
▶ Theorem 5. Let 2 ≤ t ≤ n/10 be an integer. For p ∈ 128t
n , 2 , any one-pass streaming
p
algorithm that outputs a 1 +14t
-approximation to the maximum cut with probability at
2
1−1/t −1/t
least 3 requires Ω n
p
space, even for graphs with components of size bounded by 4t.
Similarly, we show hardness of approximation for maximum matching in the streaming
√
model better than Ω( n) on graphs whose connected components have bounded size, which
is again challenging for reductions from either BHH or BHM.
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1
▶ Theorem 6. Let 2 ≤ t ≤ n/10 be some integer. For p ∈ 128t
n , 2 , any one-pass streaming
p
algorithm that outputs a 1 + 6t
-approximation to the maximum matching with probability
2
1−1/t −1/t
at least 3 requires Ω n
p
space, even for graphs with connected components of size
bounded by O (t).
By comparison, for graphs with connected components with sizes bounded by a constant,
existing lower bounds for both MAX-CUT and maximum matching only show that Ω(nC )
space is required, for some constant C ∈ (0, 1) bounded away from 1.
Our third graph streaming lower bound proves hardness of approximation for maximum
acyclic subgraph in the streaming model. [26] showed that an 87 -approximation requires
√
Ω( n) space through a reduction from BHM, but it was not evident how their reduction
could be generalized to BHH, due to its hyperedge structure. Instead, we use our p-Noisy
Boolean Hidden Matching communication problem to show a fine-grained lower bound for
the maximum acyclic subgraph problem with tradeoffs between approximation guarantee
and space. Independently, [6] showed a lower bound that (1 + ϵ)-approximation requires
c
Ω(n1−O(ϵ ) ) space for a fixed constant c > 0 through a reduction from their one-or-many
cycles communication problem.


1
▶ Theorem 7. Let 2 ≤ t ≤ n/10 be some integer. For p ∈ 128
n , 2 , any one-pass streaming
p
algorithm that outputs a 1 + 22
-approximation
to the maximum acyclic subgraph problem
q 
2
n
with probability at least 3 requires Ω
space.
p

Graph classification in data streams
Finally, we introduce and study the graph classification problem in data streams. The
isomorphism problem is a important question in computer science and mathematics; given
details describing the structure of some object, the goal of the isomorphism problem is
to determine whether the object is identical to another object of interest, up to possible
permutation of the elements within the object. Formally, the graph classification problem on
data streams is defined as follows.
▶ Definition 8 (Graph classification problem). In the graph classification problem on data
streams the streaming algorithm must output YES if the input graph belongs to a specified
isomorphism class, and output NO otherwise.
Graph isomorphism/classification is one of the most fundamental problems in computer
science; it is one of the most well-known problems whose computational complexity is
unresolved. It asks whether there exists an isomorphism between two given graphs, or more
specifically, whether there exists a bijection between the vertices of the two graphs that
preserves edges, i.e., the image of adjacent vertices remain adjacent. Surprisingly, very little
is known for the graph classification problem in the streaming model, in terms of both upper
and lower bounds. We provide a more extensive exposition on graph classification in the
full version of the paper [39], along with some surprising upper and lower bounds for simple
families of graphs: For example, we show in the full version of the paper [39] that although
classifying whether an underlying graph is a line (resp. cycle) of length n can be done using
space logarithmic in the number of vertices n, classifying whether an underlying graph is a
line (resp. cycle) of some arbitrary length requires Ω(n) space. Similarly, we show that we
can classify whether an underlying graph is isomorphic to a star graph in sublinear space
and that we can classify whether an underlying graph is isomorphic to a regular graph in
sublinear space.
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A special important case of graph classification is graph isomorphism on tree graphs. We
show hardness of this problem for complete binary trees on insertion-only streams. In this
setting, a stream of insertions and deletions of edges in an underlying graph with n vertices
arrives sequentially and the task is to classify whether the resulting graph is isomorphic to a
complete binary tree on n vertices. This is a class of tree graphs for which we do not know
how to prove hardness of classification using any other technique, showing our communication
problem may be useful for ultimately resolving the general graph classification problem on
√
data streams. Although it is possible to produce a lower bound of Ω( n) space from BHM,
it is not evident that reductions from BHH can produce stronger lower bounds. Instead, we
use our p-Noisy Boolean Hidden Matching communication problem to show a lower bound of
Ω(n) space for graph classification of complete binary trees even on insertion-only streams.
▶ Theorem 9. Any randomized algorithm on insertion-only streams that correctly classifies,
with probability at least 34 , whether an underlying graph is a complete binary tree uses Ω(n)
space.
In fact, we show more general parametrized space lower bounds for testing on streams
whether an underlying graph is a complete binary tree or ϵ-far from being a complete binary
tree, where ϵ-far is defined as follows:
▶ Definition 10. We say that a graph G = (V, E1 ) is ϵ far from another graph H = (V, E2 )
on the same vertex set V if at least ϵ · |V | edge insertions or deletions are required to get
from G to H, i.e., |(E1 \ E2 ) ∪ (E2 \ E1 )| ≥ ϵ · |V |.
1
▶ Theorem 11. For ϵ ∈ [ 512
n , 2 ], any randomized algorithm on insertion-only streams that
classifies, with probability at least 34 , whether an underlying
graph is a complete binary tree

p
or ϵ/16-far from a complete binary tree uses Ω
n/ϵ space.

Related work
Several communication problems inspired by the Boolean Hidden (Hyper)Matching problem
have recently been used in the literature to prove tight lower bounds for the single pass or
sketching complexity of several graph problems (e.g., [35, 36] for the MAX-CUT problem, [30]
for subgraph counting, in [26, 25, 16, 15] for general CSPs). The recent work of [6] gives
multipass streaming lower bounds for the space complexity of the aforementioned one-or-many
cycles communication problem, which is tightly connected to BHH, extending many of the
abovementioned single pass lower bounds to the multipass setting. Although (to the best of
our knowledge) property testing for graph isomorphism on streams has not been previously
studied, there is an active line of work, e.g., [20, 21, 47, 24, 44, 27, 18, 7] studying property
testing on graphs implicitly defined through various streaming models.

1.2

Overview

We first outline the analysis of the Boolean Hidden Matching problem [41, 22, 23] to describe
the key differences and novelties in our approach.

A natural extension of BHM analysis and why it fails
Recall that in BHM, Alice receives a binary vector x ∈ {0, 1}n , and sends Bob a message
m of c bits. Letting A ⊆ {0, 1}n denote the indicator of a “typical” message, one shows
that for a “typical” matching M of size αn, α ∈ (0, 1/2), Bob’s posterior distribution q
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on M x conditioned on the message received from Alice is close to uniform, which in turn
implies that Bob cannot distinguish between w = M x and w = M x ⊕ 1n . The approach
of [22] upper bounds the total variation distance from q to the uniform distribution via the
ℓ2 distance: this lets one upper bound the ℓ2 distance between Bob’s posterior distribution
and the uniform distribution in the Fourier domain, and then use Cauchy-Schwarz to obtain
√
the required bound of Ω( n) on the size
p c of Alice’s message.
Since we are trying to obtain an Ω( n/p) lower bound for the p-noisy Boolean Hidden
Matching problem, it becomes clear that one can no longer compare Bob’s posterior to the
√
uniform distribution (the bound of Ω( n) is tight here). Instead, one would like to compare
the distribution of Bob’s labels in the YES case to the same distribution in the NO case. A
natural approach here is to compare Bob’s posterior distribution q to the noisy version of the
posterior, and relate these two distributions to the Fourier transform of Alice’s message using
the noise operator Tρ for an appropriate choice of the parameter ρ. Interestingly, however,
this approach fails: one can verify that the expected ℓ22 (over the randomness of the matching
M ) distance is too large1 .

Our approach
Our lower bound for the complexity of p-Noisy Boolean Hidden Hypermatching is informationtheoretic. We create a product distribution over p1 instances of BHH, where the i-th instance
has size roughly distributed as Bin (n, p) and is a YES instance with probability 12 , and a
NO instance with probability 12 . The distribution of the sizes for each instance allows us to
match the distribution of “flipped” edges in the p-Noisy BHH distribution. We would like to
use the product distribution to claim that any protocol that solves p-Noisy BHH on a graph
with n vertices must also solve p1 instances of BHH on graphs with np vertices; however,
communication complexity is not additive so we must instead use (conditional) information
complexity.
To this end, we bound the 1-way conditional information cost of any protocol, correct
on our distribution of interest, by first using a message compression result of [28] to relate
the 1-way conditional information cost of a single instance to the 1-way distributional
communication complexity of the instance. Our conditional information cost is conditioned
on Bob’s inputs. We note that recent work [4] only bounds external information cost and it
does not seem immediate how to derive the same lower bound for conditional information cost
from their work [3]. We then observe that any protocol which solves the p-Noisy BHH must
also solve a constant fraction of the p1 instances of BHH with size Ω(np), by distributional
correctness (note it need not solve all p1 instances). Using the conditional information cost
in a direct sum argument, the communication
complexity of the protocol must be at least

1
1−1/t
1−1/t −1/t
·
Ω
(np)
=
Ω
n
p
,
which
lower
bounds the communication.
p

Lower bound applications
Our remaining lower bounds can be shown by generalizing existing BHM or BHH reductions
to the p-Noisy BHM or BHH. For the MAX-CUT problem, [34] give a reduction from BHM
that creates a connected component with eight edges for each edge mi in the matching M . In

1

If f : {0, 1}n → {0, 1} is the characteristic function of a typical message from Alice, the ℓ22 distance
between the two distributions is, up to appropriate scaling factors, equal to the sum of squares of Fourier
coefficients fb(s), scaled by a (1 − (1 − 2p)|s| ) ≈ p · |s| factor. While this factor gives us exactly the
required p contribution for Fourier coefficients s of Hamming weight 1, the contribution of higher weight
terms is much larger, precluding the analysis.
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the case (M x)i ⊕ wi = 0, the resulting graph is bipartite, so that the max cut induced by the
connected component is 8. In the case (M x)i ⊕ wi = 1, the resulting graph is not bipartite,
so that the max cut induced by the connected component is at most 7 (see Figure 1). Thus
the max cut for M x ⊕ w = 0n has size 4n and the max cut for M x ⊕ w = 1n has size at
most 7n/2, so any sufficiently small constant factor approximation algorithm to the max
√
cut requires Ω( n) space. Observe that the same reduction from p-Noisy BHM also works,
although since we set α = 1/2 < 1, we also have to consider components corresponding to
unmatched vertices. Due to the fact that only a p fraction of the components change their
contribution from 8 to 7 in the NO case, our reduction works for (1 + Θ(p))-approximation.
We give a similar argument for p-Noisy BHH, which allows parametrization of the connected
component size.
To show hardness of approximation for the maximum matching problem, we use a
reduction similar to that of [12]. However, we reduce from p-noisy BHH. We represent each
coordinate of Alice’s input with a single edge, and represent each hyperedge of Bob with
two disjoint cliques. The supports of the cliques are defined in such a way that the resulting
connected components have even size exactly if (M x)i ⊕ wi = 0, in which case they are
perfectly matchable (see Figure 2). In the noisy (NO) case, however, a p fraction of these
components of size O(t) will have odd size, which leads to an overall (1 + Θ(p/t)) factor loss
in the size of the maximum matching.
To show hardness of approximation for maximum acyclic subgraph, we use a reduction
by [26]. For each i ∈ [n], the case (M x)i ⊕ wi = 1 corresponds to an isolated subgraph
with eight edges that contains no cycle, so that its maximum acyclic subgraph has size
eight. However, the case (M x)i ⊕ wi = 0 creates an isolated subgraph with eight edges
that contains a cycle, so that its maximum acyclic subgraph has size seven (see Figure 3).
Thus if M x ⊕ w = 0n (the YES case), then all subgraphs corresponding to matching edges
contribute only 7 to the maximum acyclic subgraph. However, in the NO case some of
these contribute 8, increasing the total size of the maximum acyclic subgraph by a factor
(1 + Θ(p)).
To show hardness of classifying whether an underlying graph is a complete binary tree,
we use a gadget by [19] that embeds BHM into the bottom layer of a binary tree. For each
i ∈ [n] where n is assumed to be a power of two, the case (M x)i ⊕ wi = 0 creates two paths
of length two, which can be used to extend the binary tree to an additional layer at two
different nodes. However, the case (M x)i ⊕ wi = 1 creates a path of length one and a path
of length three, which results in a non-root node having degree two (see Figure 4). Thus the
resulting graph is a complete binary tree if and only if M x ⊕ w = 0n . While BHM requires
√
n
n
Ω( n) space to distinguish
q  whether M x ⊕ w = 0 or M x ⊕ w = 1 , our p-Noisy version
n
of BHM demands Ω
space to distinguish between the YES and NO cases. Now for
p

1
p = Θ n , we have M x ⊕ w ̸= 0n with high probability in the NO case. Hence, the graph
classification problem also solves p-Noisy BHM in this regime of p and requires Ω(n) space.

2

Preliminaries

We use the notation [n] to denote the set {1, 2, . . . , n}. We use poly(n) to denote a fixed
1
constant degree polynomial in n and poly(n)
to denote some arbitrary degree polynomial in
n corresponding to the choice of constants in the algorithms. We use polylog(n) to denote
polylogarithmic factors of n. We say an event occurs with high probability if it occurs with
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1
probability at least 1 − poly(n)
. For x, y ∈ {0, 1}, we use x ⊕ y to denote the sum of x and y
modulo 2. For p ∈ [0, 1], we use Ber (p) to denote the Bernoulli distribution, so that random
variable X ∼ Ber (p) satisfies that Pr [X = 1] = p and Pr [X = 0] = 1 − p.
We define α-approximation for maximization problems for one-sided error (as opposed to
two-sided errors):

▶ Definition 12 (α-Approximation for Maximization Problems). For a parameter α ≥ 1, we
say that an algorithm A is an α-approximation algorithm for a maximization problem with
optimal value OPT if A outputs some value X with X ≤ OPT ≤ αX.

3

Noisy Boolean Hidden Hypermatching

We start with the definition of the p-noisy Boolean Hidden Hypermatching problem (p-noisy
BHH), then given a simple protocol for it and show that this protocol is asympototically
tight.
▶ Definition 13. A t-hypermatching on [n] is a collection of disjoint subsets of [n], each of
size t, which we call hyperedges.
The noisy Boolean Hidden Hypermatching problem is:
▶ Definition 14. For p ∈ [0, 1] and integer t ≥ 2 the p-Noisy Boolean Hidden t-Hypermatching
(p-noisy BHH) is a one way two party communication problem:
Alice gets x ∈ {0, 1}n uniformly at random.
Bob gets M , a t-hypermatching of [n] with αn/t hyperedges, for a constant α ∈ (0, 1]. M
is considered to be the αn/t × n incidence matrix of the matching hyperedges. That is, the
ith row of M has ones corresponding to the vertices of the ith matching hyperedge, and
zeros elsewhere.
Bob also receives labels for each hyperedge mi . In the YES case Bob receives edge labels
w = M x (the true parities of each the matching hyperedges with respect to x). In the
NO case (the noisy case) Bob receives labels w ⊕ z ∈ {0, 1}M , where each zi is an
independent Ber (p) variable.
Output: Bob must determine whether the communication game is in the YES or NO case.

A protocol for p-noisy BHH
We begin by presenting a simple protocol for solving Boolean hidden hypermatching, which
turns out to be nearly asymptotically optimal: for some c ≥ t Alice sends a set S of c random
bits of x to Bob. Bob then takes each hyperedge that is fully supported on S, and verifies
that his label is the true parity. If all such labels reflect the true parity, Bob guesses the
YES case, while if there is a discrepancy Bob guesses the NO case.
It is clear that the only way the protocol can fail is if in the NO case no hyperedge is
simultaneously supported on S and mislabeled. Let us call the event that the ith hyperedge,
mi is supported on S and mislabeled
Ei . For each hyperedge of M , the probability of

being supported on S is ct / nt ≥ ct /et nt , while the probability of being mislabeled is

c t
independently p. Therefore, P(Ei ) ≥ p · en
. Since the events Ei are negatively correlated
we have that
!


αn/t
αn/t
 t αn/t
 t 
[
Y
Ei

P

i=1

≥1−

(1 − P(Ei )) ≥ 1 −

i=1

1−p·

c
en

≥ 1 − exp −

pαn
·
t

c
en
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Therefore, if t ≤ n/10 and c = Ω(n1−1/t (pα)−1/t ), this probability is an arbitrarily large
constant, and Bob can distinguish between the YES and NO cases with high constant
probability.

Information Complexity of Noisy BHH.
In this section, we lower bound the communication complexity of Noisy BHH through an
information-theoretic argument. The core of the proof is a reduction to Boolean Hidden
Hypermatching, whose complexity we defined in Theorem 2. We present the proof for the
case α = 1, where Bob receives a perfect hypermatching. This is the more challenging setting,
as we need to be careful about the parity of the noise applied to the labels in the NO case,
as described below. The easier setting of α < 1 does not require this modification to the
noise, and we omit the proof.
▶ Definition 15. We define the distribution Zpn , as identical to the independent vector of
Ber (p) variables of length n, but with the condition that the number of ones is even:
V ∼ Ber (p)

n

=⇒ V 2|wH (V ) ∼ Zpn

where wH denotes the Hamming weight. More formally, if Z ∼ Zpn we have
P(Z = z) = P

1(2|wH (z))pwH (z) (1 − p)n−wH (z)
.
′
wH (z ′ ) (1 − p)n−wH (z ′ )
z ′ ∈{0,1}n 1(2|wH (z ))p

Furthermore, let |Zpn | denote the distribution of the Hamming weight of a variable from Zpn .
We are now able to define the distributional communication problem of p-Noisy Perfect
Boolean Hidden Hypermatching:
▶ Definition 16. For p ∈ [0, 1] and integer t ≥ 2 the p-Noisy Perfect Boolean Hidden
t-Hypermatching (p-Noisy PBHH) is a one-way two-party communication problem:
Alice gets x ∈ {0, 1}n .
Bob gets M , a perfect t-hypermatching of [n] (that is n/t hyperedges).
Bob also receives edge labels w ∈ {0, 1}n/t . With probability 1/2, we are in the YES case,
and the edge labels satisfy M x = w. With probability 1/2, we are in the NO case and the
n/t
edge labels satisfy M x ⊕ z = w, where Z ∼ Zp .
Output: Bob must determine whether the communication game is in the YES or NO case.
We prove a lower bound on the communication and information complexity of p-Noisy
BHH by considering the uniform input distribution: We are in the YES and NO cases with
probability 1/2 each; x is sampled uniformly at random from all n-length bit strings and M
is sampled uniformly at random from all t-hypermatchings of size αn/t on [n]. We replace
the variables x, w, and z with the random variables X, W and Z respectively. We first
define quantities from information theory in order to show a direct sum theorem for internal
information.
▶ Definition 17 (Entropy and conditional entropy). The entropy of a random variable X is
P
1
defined as H(X) := x p(x) log p(x)
, where p(x) = Pr [X = x]. The conditional entropy of
X with respect to a random variable Y is defined as H(X|Y ) = E [H(X|Y = y)].
y

▶ Definition 18 (Mutual information and conditional mutual information). The mutual information between random variables A and B is defined as I(A; B) = H(A) − H(A|B) =
H(B) − H(B|A). The conditional mutual information between A and B conditioned on a
random variable C is defined as I(A; B|C) = H(A|C) − H(A|B, C).
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▶ Definition 19 (Communication Complexity). Given a distributional one-way communication
problem on inputs in X × Y distributed according to D, and a one-way protocol Π, let Π(X)
denote the message of Alice under input X. Then the communication complexity of Π is the
maximum length of Π(X), over all inputs X and private randomness r:
CC(Π) :=

max
X∈supp(D), private randomness r

|Πr (X)|,

where Πr (X) is the length of Alice’s message on input X with private randomness r.
▶ Definition 20 (Internal Information Cost). Given a distributional one-way communication
problem on inputs in X × Y distributed according to D, and a one-way protocol Π, let Π(X)
denote the message of Alice under input X. Then we define the internal information cost
of Π with respect to some other distribution D′ to be ICD′ (Π) := ID′ (Π(X); X|Y, R), where
Π(X) denotes the message sent from Alice to Bob in the protocol Π on input X. Here R is
the public randomness.
Here D is the correctness distribution for the protocol Π and D′ is a distribution for measuring
information.
The following well-known theorem (e.g., Lemma 3.14 in [11]) shows that the communication complexity of any protocol is at least the (internal) information cost of the protocol.

▶ Theorem 21. Given a distributional one-way communication problem on inputs in X × Y
distributed according to D, and a one-way protocol Π, let Π(X) denote the message of Alice
under input X. Then supp(D′ ) ⊆ supp(D) implies CC(Π) ≥ ICD′ (Π).
Note that we include the condition supp(D′ ) ⊆ supp(D) since our distributional communication problem is defined as the maximum message length over inputs in the support of D, and thus ID′ (Π(X); X|Y ) ≤ H(Π(X)|Y ) ≤ H(Π(X)) ≤ EX∼D′ |Π(X)|, where
|Π(X)| is the length of Alice’s message on random input X, which in turn is at most
maxx∈supp(D′ ), private randomness r |Πr (x)| ≤ maxx∈supp(D), private randomness r |Πr (x)| = CC(Π).
Here |Πr (x)| denotes the length of Alice’s message on input x with private randomness r.
The core of our proof is to show that any protocol that succeeds in solving the p-Noisy
PBHH with high constant probability has high internal information cost. This statement is
then reduced to a statement about the information cost of a distributional version of the
standard BHH problem, through a method similar to that of [9].
For completeness we state this distributional version of BHH:
▶ Definition 22. For an even integer n, and integer t ≥ 2, Boolean Hidden t-Hypermatching
(BHH) is a one-way two-party communication problem:
Alice gets X ∈ {0, 1}n uniformly at random.
Bob gets M , a perfect t-hypermatching of [n] (that is, n/t hyperedges) uniformly at
random.
Bob also receives edge labels W ∈ {0, 1}n/t . With probability 1/2, we are in the YES case,
and Bob’s edge labels satisfy M X = W . With probability 1/2, we are in the NO case and
Bob’s edge labels satisfy M X ⊕ W = 1n/t .
Output: Bob must determine whether the communication game is in the YES or NO case.
We call this input distribution of BHH D, and call the distributions when conditioning on the
YES and NO cases DYES and DNO , respectively.
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▶ Lemma 23 (Lemma 3.4 in [28] with t = 1). Given a distributional one-way communication
problem on inputs in X × Y distributed according to D′ . Suppose there exists a one-way
communication protocol Π′ succeeding with probability 1 − δ with ICD′ (Π′ ) ≤ c. Then for
any ϵ > 0 there exists some other one-way communication protocol Π with


c+5
1
CC(Π) ≤
+ O log
,
ϵ
ϵ
and succeeding with probability 1 − δ − 6ϵ.
▶ Corollary 24. Any randomized protocol Π that succeeds with probability at least 23 over the
distribution D for the Boolean Hidden Hypermatching problem with hyperedges that contain t
vertices requires internal information cost Ω(n1−1/t ) when measured on the D distribution.
Proof. It is known, e.g. [4], that the communication complexity of this distributional version
of BHH is Ω(n1−1/t ) for any protocol that succeeds with probability bounded away from
1/2. However, any protocol with internal information cost o(n1−1/t ), when combined
with Lemma 23 for a small constant ϵ, would result in a better protocol for BHH; a
contradiction.
◀
▶ Corollary 25 (Conditional information lower bounds for BHH). Any randomized protocol
Π that succeeds with probability at least 23 over the distribution D for the Boolean Hidden
Hypermatching problem with hyperedges that contain t vertices requires internal information
cost Ω(n1−1/t ) when measured on the DYES distribution. That is:
IDYES (X; Π(X)|M, W ) = Ω(n1−1/t ).
Proof. By Corollary 24 we know that
ID (X; Π(X)|M, W ) = Ω(n1−1/t )
We decompose this into information complexity with respect to the DYES and DNO distributions. Let b be the single bit denoting whether the input is in the YES or NO case. Since b
has entropy 1, adding or removing the conditioning on b amounts to at most a change of 1 in
the mutual information.
ID (X; Π(X)|M, W ) ≤ 1 + ID (X; Π(X)|M, W, b)
= 1 + 12 IDYES (X; Π(X)|M, W, b) + 12 IDNO (X; Π(X)|M, W, b)
Note that X (and consequently Π(X)) follow the same distribution in both the YES and
NO cases. Furthermore, note that BHH flips each bit of the edge labels deterministically in
the NO case. Therefore, in both the YES and NO cases, revealing b and W amounts to
revealing the true edge parities. Thus, two terms (IDYES and IDNO ) are equal:
ID (X; Π(X)|M, W ) ≤ 1 + IDYES (X; Π(X)|M, W, b)
≤ 2 + IDYES (X; Π(X)|M, W ).
The statement of the corollary then follows.

◀

We define one more distributional one-way communication problem to bridge the gap
between BHH and p-Noisy PBHH. It consists of 1/(2p) instances of BHH, of which exactly
one or none are in the NO case. Furthermore all the instances of BHH are of variable size:
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t 1
▶ Definition 26. Let p ∈ 2n
, 2 , where we assume for simplicity that Q := 1/2p is an
integer. For t ≥ 2 integer, the Variable Size, Q-Copy Boolean Hidden t-Hypermatching
(VBHH) is a one-way two-party communication problem:
n/t
S1 , . . . , SQ are drawn independently from |Zp | (recall Definition 15), and r is drawn
independently, uniformly from [Q].
In the YES case, Alice and Bob get Q independent copies of BHH distributed according
to DYES , where the ith copy is on t · Si vertices.
In the NO case, Alice and Bob again get Q independent copies of BHH, where the ith
copy has size t · Si . All copies are distributed according to DYES , except the rth copy,
which is distributed according to DNO .
Output: Bob must determine whether the communication game is in the YES or NO case.
We call this input distribution of VBHH D, and call the distributions when conditioning on
the YES and NO cases DYES and DNO respectively.
4
▶ Theorem 27. Any randomized protocol Π that succeeds with probability at
 least 5 over
t 1
the distribution D for the VBHH parameters n, 2 ≤ t ≤ n/100 and p ∈ 2n , 2 , has internal
information cost Ω(n1−1/t p−1/t ) when measured on the DYES distribution. That is:

IDYES (X; Π(X)|M, W ) = Ω(n1−1/t p−1/t ).
Finally, we lower bound the communication complexity of p-Noisy PBHH, by a reduction
from VBHH.

t 1
▶ Theorem 28. For t ≤ n/10, and p ∈ 2n
, 2 , the communication complexity of p-Noisy
Perfect Boolean Hidden Hypermatching with success probability 5/6 is Ω(n1−1/t p−1/t ) bits.

4

Applications

In this section, we give a number of applications for the p-Noisy BHM and p-Noisy BHH
problems. Through a reduction from p-Noisy BHH, we first show hardness of approximation
for max cut in the streaming model on graphs whose connected components have bounded
size, which is a significant obstacle for reductions to BHM. Unlike reductions from BHM, our
reduction from p-Noisy BHM can still show nearly linear lower bounds in this setting.
We then show hardness of approximation for maximum matching in the streaming model
√
better than Ω( n) on graphs whose connected components have bounded size. Again
our reduction displays flexibility beyond what is offered by either BHM or BHH for both
parametrization of component size and tradeoffs between approximation guarantee and space
complexity.
Finally, we show hardness of approximation for maximum acyclic subgraph. [26] show a
√
Ω( n) lower bound for 87 -approximation, but the reduction does not readily translate into
a stronger lower bound from BHH, due to the hyperedge structure of BHH. We use our
p-Noisy BHM problem to give a fine-grained lower bound that provides tradeoffs between
the approximation guarantee and the required space.

4.1

MAX-CUT

Recall the following definition of the MAX-CUT problem.
▶ Problem 29 (MAX-CUT). Given an unweighted graph G = (V, E), the goal is to output
the maximum of the number of edges of G that cross a bipartition, over all bipartitions of V ,
i.e., maxP ∪Q=V,P ∩Q=∅ |E ∩ (P × Q)|.
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To show hardness of approximation of MAX-CUT in the streaming model, where the edges
of the underlying graph G arrive sequentially, we use a reduction similar to [34], who gave
a reduction from BHM that creates a connected component with 8 edges for each edge mi
in the input matching M from BHM. The key property of the reduction of [34] is that for
(M x)i ⊕ wi = 0, the connected component corresponding to mi is bipartite and its induced
max cut has size 8, but for (M x)i ⊕ wi = 1, the connected component is not bipartite and its
induced max cut has size at most 7 (see Figure 1). Therefore, the max cut for M x ⊕ w = 0n
has size 8n and the max cut for M x ⊕ w = 1n has size at most 7n, which gives the desired
separation for a constant factor approximation algorithm.
We instead reduce from Noisy Boolean Hidden Hypermatching. Suppose Alice is given a
binary vector x of length n = 2kt and Bob is a given a hypermatching M of size n/2t = k on
n vertices, where each edge contains t vertices, so that α = 12 . Bob also receives a vector w of
length k, generated according to the YES or NO case of the p-noisy BHH (see Definition 14).
To distinguish between the two cases:
Alice creates the four vertices ai , bi , ci , and di for each i ∈ [n] corresponding to a
coordinate of x.
If xi = 0, then Alice adds the edges (ai , bi ), (ci , di ), and (ai , di ), but if xi = 1, then Alice
instead adds the edges (ai , bi ), (ci , di ), and (ai , ci ).
For each hyperedge mi = (ji,1 , . . . , ji,t ) of M , with ji,s ≤ ji,s+1 , if wi = 0 Bob adds the
edges (dji,s , aji,s+1 ) for s ∈ [t − 1], and the edge (dji,t , aji,1 ). Otherwise if wi = 1, then
Bob instead adds the edges (dji,s , aji,s+1 ) for s ∈ [t − 1] and the edge (dji,t , bji,1 ).
By design, the connected component of the graph corresponding to mi is bipartite if and
only if (M x)i ⊕ wi = 0. Hence, the max cut has size 4t if (M x)i ⊕ wi = 0 and size at most
4t − 1 otherwise, i.e., when (M x)i ⊕ wi = 1.
x1 = 0

x2 = 1

x3 = 1

x4 = 0

b1

c1

b2

c2

b3

c3

b4

c4

a1

d1

a2

d2

a3

d3

a4

d4

w1 = 1

w2 = 0

Figure 1 Example of reduction from Noisy Boolean Hidden Matching (Noisy BHH with t = 2) to
MAX-CUT. Solid lines added by Alice, dashed purple lines added by Bob. Here we have m1 = (1, 2)
and m2 = (3, 4). Note that x1 ⊕ x2 ⊕ w1 = 0 and has a cycle of even length while x3 ⊕ x4 ⊕ w2 = 1
has a cycle of odd length.

4.2

MAX-MATCHING

Recall the following definition of the MAX-MATCHING problem.
▶ Problem 30 (Maximum Matching). Given an unweighted graph G = (V, E), the goal is to
output the maximum size of a matching, that is a set of disjoint edges.
To show hardness of approximation of MAX-MATCHING in the streaming model, we use
a reduction similar to [12]. We use a reduction from noisy BHH. In the reduction, each
matching hyperedge mi corresponds to a gadget consisting of two connected components of
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size O(t). The key observation is that if mi x ⊕ wi = 0, then the two components are of even
size, and can be perfectly matched, but if mi x ⊕ wi = 1, then the two components are of
odd size, and cannot be perfectly matched.
We reduce from Noisy Boolean Hidden Hypermatching with α = 1/2. Suppose Alice is
given a binary vector x of length n and Bob is a given a hypermatching M of size n/2t on
the vertex-set [n], where each edge contains t vertices. Bob also receives a vector w of length
n/2t, generated according to the YES or NO case of the p-noisy BHH (see Definition 14).
The protocol to distinguish between the two cases slightly differs based on the parity of t,
but the core idea is the same. We begin by considering odd t.
Alice creates the four vertices ai , bi , ci , and di for each i ∈ [n] corresponding to a
coordinate of x.
If xi = 0, then Alice adds the single edges (ai , bi ), but if xi = 1, then Alice instead adds
the edge (ci , di ).
For each hyperedge mi = (ji,1 , . . . , ji,t ) of M , Bob adds a single vertex ei . Then, if
wi = 0 Bob adds a clique between (bji ,1 , bji,2 , . . . , bji,t ) and another clique between
(dji ,1 , dji,2 , . . . , dji,t , ei ). If wi = 1, Bob adds the same two cliques, but moving ei from
the second clique to the first. Formally Bob adds the cliques (bji ,1 , bji,2 , . . . , bji,t , ei ) and
(dji ,1 , dji,2 , . . . , dji,t ).
If t is even, the protocol is very similar, but we state it here for completeness:
Alice does the same thing as in the previous case: she creates the four vertices ai , bi , ci ,
and di for each i ∈ [n] corresponding to a coordinate of x.
If xi = 0, then Alice adds the single edges (ai , bi ), but if xi = 1, then Alice instead adds
the edge (ci , di ).
For each hyperedge mi = (ji,1 , . . . , ji,t ) of M , Bob adds two new vertices ei and fi . Then,
if wi = 0 Bob adds a clique between (bji ,1 , bji,2 , . . . , bji,t ) and Bob adds another clique
between (dji ,1 , dji,2 , . . . , dji,t , ei , fi ). If wi = 1, Bob adds the same two cliques, but moving
ei from the second clique to the first. Formally Bob adds the cliques (bji ,1 , bji,2 , . . . , bji,t , ei )
and (dji ,1 , dji,2 , . . . , dji,t , fi ).

a1

x1 x2 x3 = 011
b1
c1

d1

a4

d2

a5

d3

a6

x4 x5 x6 = 000
b4
c4

e1

d4

e2

a2

b2

c2

a3

b3

c3

w1 = 1

b5

c5

d5

b6

c6

d6

w2 = 0

Figure 2 An illustration of the graph construction for the maximum matching reduction for
t = 3. Solid lines added by Alice, dashed lines added by Bob. On the left side, we see the
components corresponding to m1 = {1, 2, 3}. Since m1 x ⊕ w1 = 1 this subgraph contributes 4 to
the maximum matching. On the right side, we see the components corresponding to m2 = {4, 5, 6}.
Since m2 x ⊕ w2 = 0 this subgraph contributes 5 to the maximum matching.
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Maximum Acyclic Subgraph

In this section, we study the hardness of approximation for the maximum acyclic subgraph
on insertion-only streams.
▶ Problem 31 (Maximum acyclic subgraph). Given a directed graph G = (V, E), the goal is
to output the size of the largest acyclic subgraph of G, where the size of a graph is defined to
be the number of edges in it.
To show hardness of approximation of maximum acyclic subgraph in the streaming model,
where the directed edges of G arrive sequentially, we consider the reduction of [26], who
created a subgraph with 8 edges for each edge mi in the input matching M from BHM. The
key property of the reduction is that (M x)i ⊕ wi = 1 corresponds to a subgraph with no
cycles but (M x)i ⊕ wi = 0 corresponds to a subgraph with a cycle (see Figure 3). Hence, the
former case allows 8 edges in its maximum acyclic subgraph while the latter case only allows
for 7 edges. We use the same reduction from p-Noisy BHM with α = 1/2, so that there are
n/4 matching edges.
In particular, suppose Alice is given a string x ∈ {0, 1}2n and Bob is given a matching of
[2n] of size αn with α = 12 . To distinguish between the two cases:
Alice and Bob consider a graph on 4(2n) = 8n vertices and associate four vertices ai , bi ,
ci , and di to each i ∈ [2n], i.e., through a predetermined ordering of the vertices.
If xi = 0, then Alice creates the directed edges (ai , bi ) and (di , ci ), where we use the
convention that (v1 , v2 ) represents the directed edge v1 → v2 . Otherwise if xi = 1, then
Alice adds the directed edges (bi , ai ) and (ci , di ).
If wi = 0, Bob adds the four directed edges (byi , azi ), (bzi , ayi ), (dyi , czi ), and (dzi , cyi )
for each matching edge mi = (yi , zi ) of M from the p-Noisy Boolean Hidden Matching
problem. Otherwise if wi = 1, then Bob adds the four directed edges (byi , bzi ), (azi , ayi ),
(dyi , dzi ), and (czi , cyi ).
By design, the subgraph corresponding to mi has eight edges, but consists of exactly one cycle
when xyi ⊕ xzi ⊕ wi = 0 and zero cycles when xyi ⊕ xzi ⊕ wi = 1. Finally, any unmmatched
subgraph contributes four edges due to Alice’s construction.
x1 = 0, x2 = 1

x3 = 1, x4 = 0

b1

b2

d1

d2

b3

b4

d3

c4

a1

a2

c1

c2

a3

a4

c3

d4

w1 = 1

w2 = 0

Figure 3 Example of reduction from (Noisy) Boolean Hidden Matching to Maximum Acyclic
Subgraph. Solid lines added by Alice, dashed lines added by Bob, and purple lines represent a
cycle. Here we have m1 = (1, 2) and m2 = (3, 4). Note that x1 ⊕ x2 ⊕ w1 = 0 has a cycle while
x3 ⊕ x4 ⊕ w2 = 1 has no cycles.

4.4

Streaming Binary Tree Classification

In this section, we study the hardness of tree classification on insertion-only streams. In this
setting, a stream of edge-insertions in an underlying graph with n vertices arrive sequentially
and the task is to classify whether the resulting graph is isomorphic to a complete binary
tree on n vertices, or δ-far from one.
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v2,0

v4,0

v2

v5,0

v4

v2,1

v4,1

(a) Suppose (m4 , m′4 ) = (2, 3), x2 = 0,
x3 = 1, and w4 = 0. Then x2 ⊕x3 ⊕w4 = 1
and the construction forms a path of length
one and a path of length three. Solid lines
added by Alice, dashed lines added by Bob.

v7,0

v5

v7

v5,1

v7,1

(b) Suppose (m6 , m′6 ) = (5, 7), x5 = 1,
x7 = 0, and w6 = 1. Then x5 ⊕x7 ⊕w6 = 0
and the construction forms two paths of
length two. Solid lines added by Alice,
dashed lines added by Bob.

Figure 4 Construction of graph from instance of Boolean Hidden Matching. Observe that in the
case M x ⊕ w = 1n , v5,1 and v7,0 can be embedded into the bottom layer of a complete binary tree
to form another complete binary tree, while in the M x ⊕ w = 0n case, v2,0 and v4,1 will induce a
cycle in the graph.

▶ Problem 32 (Graph Classification). Given a stream for the set of edges between n vertices,
determine whether the resulting graph induced by the stream is isomorphic to a complete
binary tree on n vertices. Here we assume that the number of vertices is 2k − 1 for some
integer k.
[19] used the following construction to show hardness of approximation for maximum
matching size in the streaming model. Given an instance of Boolean Hidden Matching
with an input vector x ∈ {0, 1}2n , a binary string w ∈ {0, 1}n , and a matching M =
{(m1 , m′1 ), (m2 , m′2 ), . . . , (mn , m′n )} of [2n], let G be a graph with 6n vertices. Each bit xi
is associated with vertices vi , vi,0 , vi,1 in G. Alice connects vertex vi to vi,xi in G, e.g., if
vi = 0 then Alice connects vi to vi,0 and if vi = 1 then Alice connects vi to vi,1 . If wi = 0,
then Bob creates an edge between vmi ,0 and vm′i ,1 , as well as an edge between vmi ,1 and
vm′i ,0 . Otherwise if wi = 1, then Bob creates an edge between vmi ,0 and vm′i ,0 , as well as
an edge between vmi ,1 and vm′i ,1 . Under this construction, if xmi ⊕ xm′i ⊕ wi = 1, then the
six vertices vmi , vmi ,0 , vmi ,1 , vm′i , vm′i ,0 , vm′i ,1 form a path of length one and a path of length
three. Otherwise, if xmi ⊕ xm′i ⊕ wi = 0, then the six vertices form two paths of length two.
We call this the EHLMO construction. See Figure 4 for an illustration.
To show hardness of classifying whether an underlying graph is a complete binary tree,
we use the EHLMO construction to embed an instance of p-Noisy BHM of size 2n into
the bottom layer of a binary tree with 4n − 1 total nodes. For each i ∈ [2n], the case
(M x)i ⊕ wi = 0 creates two paths of length two. We use these two paths of length two to
extend the binary tree to an additional layer at two different nodes. On the other hand, the
case (M x)i ⊕ wi = 1 creates a path of length one and a path of length three. By using the
same construction, the case (M x)i ⊕ wi = 1 thus results in a non-root node in the tree having
degree two; hence the resulting graph is a complete binary tree if and only if M x ⊕ w = 0n .
Formally, let n be a power of 2 and let T be a complete binary tree with 2n leaves.
Consider the EHLMO construction to embed an instance of the above Noisy Boolean Hidden
Matching problem with noise p = n4 into the bottom layer of a tree, so that in the case where
M x ⊕ w = 0n , the resulting graph is a complete binary tree, while in the case M x ⊕ w ̸= 0n ,
the resulting graph contains a cycle. More formally:
Alice creates a complete 6n vertices vi , vi,0 , vi,1 for each i ∈ [2n].
Alice creates a complete binary tree with leaves vi,xi for i ∈ [2n] (and new non-leaf
vertices, distinct from any previously created).
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Alice also creates an edge between vertices vi and vi,xi for each i ∈ [2n].
For each edge mi = (yi , zi ) of the matching M with i ∈ [n], Bob creates an edge between
vyi ,0 and vzi ,wi ⊕1 as well as an edge between vyi ,1 and vzi ,wi .
We note that Theorem 9 also follows by a reduction from the standard INDEX communication problem. The following more general Theorem 11, however, does not. It follows by
the same reduction we use for Theorem 11 and follows from a nearly identical proof, with
the only change being that the variable p is set to ϵ in the reduction from p-Noisy BHM.
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1

Introduction

Algorithms are increasingly influencing or replacing human decision-makers in several sensitive
domains, including the criminal justice system, online advertising, and medical risk prediction.
Along with the benefits of automated decision-making, there is also a potential risk of
discrimination towards groups of individuals, which might be illegal or unethical [22, 3].
Examples for unintended but harmful behavior have been shown to happen in algorithms
that allocate resources in domains such as online advertising [1, 29], healthcare systems
[21, 23], and more.
Many resource allocation problems, such as online advertising and assigning hospitals to
medical students for residency, can be viewed as two-sided markets. In this setting, there
are two sets of agents that both have preferences over the other set. We seek a matching:
a symmetric allocation in which every member from the first set is matched to a member
of the other set (ads to users, drivers to customers, hospitals to students). A well-studied
desideratum for such two-sided matchings is stability [12]. A matching is stable only if it
leaves no pair of agents on opposite sides of the market who are not matched to each other,
but would both prefer to be. In their seminal work, Gale and Shapley [12] proved that
in two-sided markets, a stable matching always exists and can be found efficiently using a
simple procedure known as the Gale-Shapley algorithm. Stability represents the incentive
to participate in the matching, i.e., no unmatched pair can both improve their situation by
being matched to each other. This problem was introduced by [12] and has been studied
broadly, see e.g. the books by Roth and Sotomayor [26], by Knuth [20], and by Gusfield and
Irving [14]. In particular, Roth [24, 25] studied the real-world setting of matching medical
residents to hospitals. We use this as a running example throughout our work.
There are many instances, however, where we may seek to look beyond utility-based
desiderata such as stability. Suppose, for example, in the problem of assigning hospitals
for residency, that given two equally-qualified residents, the preferences of some hospitals
are discriminatory, e.g., they display a preference towards residents who do not live in
certain neighborhoods, or residents without children. In this case, a stable matching may be
undesirable. Our goal is preventing discrimination in the two-sided matching setting, where
we match individuals to resources such as hospitals, ads, or schools. The emerging literature
about algorithmic fairness typically focuses on one-sided allocation problems (e.g., supervised
learning). The two-sided setting is unique in that we have two sets of agents, both of which
have preferences over the other side. Studying fairness in the context of two-sided markets is
well-motivated since many of the resource allocation problems captured by two-sided markets
have high stakes for the individuals involved.
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This Work: Fair and Stable Matchings

We would like the matching to be both fair and stable. This requires appropriate definitions
of fairness and stability. In this work, we embark on a study of this question; we set out to
present such definitions and study when and how fairness and stability can be compatible.
A fundamental prerequisite is a notion of what makes a given allocation fair. We build
on the approach of individual fairness (IF) [7], which assumes the existence of a task-specific
similarity metric that measures how “similar” two individuals are (say, how similarly qualified
they are). We would like to ensure that the eventual allocation satisfies preference-informed
individual fairness (PIIF) [17], which roughly means that there is no envy between similar
individuals (i.e., a doctor i1 will not prefer the outcome that a similarly qualified doctor i2
receives). In the case where similar doctors have the same preferences, a fair deterministic
solution does not exist. Thus, we focus on finding a fair distribution over matchings.
In this work, we begin to chart the landscape of fair and stable matchings in the context
of two-sided markets. Specifically, our contributions are:
Fair hospitals might arrive at unfair allocations. Our exploration builds on an
important but counter-intuitive result. We show that even when the hospitals’ preferences
satisfy a very strong notion of fairness (strong indifference between equally-qualified
candidates), running the classic Gale-Shapley algorithm is not guaranteed to result in
a fair allocation. This can be seen as a failure of composition: even when the inputs
to an algorithm are “fair”, the result may not be. Composition has previously been
highlighted as a challenge in the context of designing fair algorithms [8]. This stands in
stark contrast to e.g. the landscape around privacy (where differential privacy enjoys
graceful composition properties, facilitating the design of complex private algorithms
using private “building blocks”).
New algorithms assuming fair preferences and “simple” metrics: Our main
technical contribution is a strong positive result establishing that fairness and stability
are compatible, when (i) the preferences of the hospitals are fair, and (ii) we place strong
assumptions on the structure of the similarity metric defining fairness. Specifically, our
results hold for a class of similarity metrics that we refer to as “proto-metrics”, in which
the distances between every pair of individuals must be either zero or one. Importantly,
we show that not only do fair and stable solutions exist, but they can be found efficiently:
we provide new algorithms, inspired by the Gale-Shapley algorithm, which obtain fair
and stable solutions.
Barriers for compatibility in the general case. A natural question is whether the
assumptions that the hospital preferences must be fair and that the metric must be
“simple” are necessary. We provide a partial answer by demonstrating a rich class of
natural algorithms (extending our algorithms and the original Gale-Shapley algorithm),
and proving that no algorithm in this class can guarantee a fair and stable solution if
either assumption is removed.
New notions of stability. The above barrier results require formalizing new notions
of stability for this more general setting. We aim to formalize notions of stability that
provide a reasonable guarantee for the hospitals without being trivially incompatible with
fairness. For example, if the hospital that is preferred by all the doctors has discriminatory
preferences, it might be the case that every stable matching is blatantly unfair. Similar
situations can arise even when the hospital preferences are fair, if the metric is not a
proto-metric. Thus we aim for a relaxed goal, which we find suitable for this setting:
obtaining a fair matching where no hospital prefers any fair alternative to the allocation
it received in the matching. Formalizing this intuition presents several subtleties. Thus,
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we present two definitions, one for the case of unfair preferences and a proto-metric, and
a weaker definition for the case of general metrics (we use this weaker definition in our
negative results).

1.2

Related Work

Our work bridges the established literature on matchings, originating in the seminal work of
Gale and Shapley [12], and the emerging literature on algorithmic fairness, which seeks to
formalize and mitigate discrimination in algorithmic decision-making systems [2]. The latter
has focused on formalizing and studying different notions of fairness, and understanding the
tensions between them and possible “accuracy” based desiderata [6, 19, 15]. One popular
approach to quantifying unfairness are group-based definitions, in which the objective is
equalizing some statistic across a fixed collection of “protected” groups. In this work, we
build on a different approach, using the notion of preference-informed individual fairness
[17], which combines the individual-based fairness notion proposed in [7] with the notion
of envy freeness from game theory [10, 30]. Recent work [8] has considered the question of
composition in the context of fairness, showing that fairness may fail to compose in a variety
of settings. Our results complement their findings by demonstrating that such failures may
also occur for a natural and widely popular algorithm.
Fairness has also been studied previously in the context of two-sided matchings. [14]
introduced the equitable, stable marriage problem, where the objective is to minimize (across
stable matchings) the difference between the sum of rankings of each set over their matches.
This implies avoiding unequal degrees of happiness among the two sides, and [13] showed an
algorithm that finds such a solution. This is motivated by the fact that stable matchings are
in general not unique (in fact, their number could even be exponential in the size of the sets
[20, 28]), and that the algorithm introduced by [12] finds the optimal stable matching for one
of the sets and the worst stable matching for the other. Our approach is inherently different
in that we seek a matching that is fair within one of the sets rather than across sets. [11]
studied the problem of finding an allocation that satisfies envy-freeness up to one good (EF1)
for both sets simultaneously. This is a relaxation of the classic notion of envy-freeness, which
requires that any pairwise envy can be eliminated by removing a single item from the envied
agent’s allocation. This formulation is similar to ours in that it tries to guarantee fairness
for each set separately. However, our work is conceptually different in that we consider
metric-based fairness requirements as well as our focus on the compatibility between fairness
and stability, and technically different because, in the one-to-one setting that we study, the
EF1 objective becomes vacuous. Finally, [27] study the problem of matching drivers to
passengers in ride-hailing platforms, trying to achieve equal income for the drivers. We focus
on a different fairness notion that is appropriate when the preferences of the individuals are
potentially diverse.

2

Defining Fairness and Stability

We focus on an asymmetric setting, such as assigning hospitals to medical students for
residency. Usually, in this problem, each hospital can be assigned to multiple residents. For
simplicity, we focus on the setting where each hospital is assigned to a single resident. We
refer to the medical students as doctors. We want to guarantee fairness for the doctors and
stability, to be defined, for the hospitals. Since the resources are limited and sometimes
multiple individuals want a single resource, a deterministic fair solution does not always
exist. Thus, we focus on finding probabilistic solutions where the allocation is a distribution
over matchings.
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Fairness Requirements

To enforce fairness, we assume that we are given an unbiased similarity metric for the doctors.
We wish to ensure a metric-based fairness guarantee such as individual fairness (IF) [7], that
is, similar individuals should have a similar outcome. For instance, the metric can represent
differences in the GPA of medical students. Then, students with a GPA of 5.0 should be
assigned to a prestigious hospital with the same probability, and students with a GPA of 4.0
can be assigned to that prestigious hospital with a lower probability. However, sometimes
similar individuals have different preferences, e.g., students with the same GPA can prefer
different hospitals for reasons such as geographic location or specialization in a particular
field. In that case, we want to allow these similar individuals to have different outcomes.
Thus, we find that preference-informed individual fairness (PIIF) [17] is a more appropriate
fairness notion. PIIF is a relaxation of two fairness requirements: (1) individual fairness;
and (2) envy freeness. Envy freeness (EF) requires that no individual prefers the outcome
of another individual over their own outcome. In PIIF, we allow deviations from EF, i.e.,
we allow for an individual i to envy the outcome of another individual j, conditioned on
the fact that j’s outcome can be changed by no more than the distance between i and j to
an outcome that i will not envy. We allow deviations from IF, so long as they are in line
with individuals’ preferences. See Definitions 7, 8, and 9 for formal definitions of IF, EF,
and PIIF.

2.1.1

Our Focus: Proto-Metrics

In many of our results, we focus on the special case where the metric is a proto-metric: the
distances between all the doctors are either 0 or 1. In this setting, the doctors are divided into
clusters of similar doctors. PIIF means that we require envy-freeness between the doctors
in each cluster (see Corollary 10). However, there are no constraints on the allocations of
doctors from different clusters. We focus on this setting throughout this extended abstract,
except in Section 5.
To compare the preferences of the doctors within each cluster, we use stochastic domination.
We say one distribution stochastically dominates another if, for every outcome, the probability
of getting this outcome or a better one is lower-bounded by the corresponding probability
in the other distribution. See Definition 6 for a formal definition of stochastic domination.
In the presence of a proto-metric, a PIIF allocation implies that each doctor’s allocation
stochastically dominates the allocation of any other doctor in its cluster.
We find that there are natural settings where the restriction to proto-metrics is reasonable.
For example, consider a setting where hospitals are only allowed to distinguish between
medical students based on a specialization in their medical studies, e.g., neurology, cardiology,
etc.1 Different hospitals may prefer different specializations. A proto-metric can partition
the candidates based on their specialization (one could also add merit-based sub-categories
within each specialization).

1

For example, in the current Israeli system, hospitals are not allowed to express preferences over the
medical students [5]. Allowing hospitals to have fair preferences, even in a limited way, could improve
outcomes for the hospitals.
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2.2

Fair Hospital Preferences

We distinguish between two scenarios: (1) Hospitals have fair preferences over the doctors.
For instance, we allow a hospital to prefer some doctors over others because they have a
higher GPA or good grades in a particular topic but not because they do not have children
or belong to a specific ethnic group. The fairness requirement for the hospitals’ preferences
can be formalized in different ways (see below). For now, we emphasize that, even if we
impose strict fairness requirements on the individual hospitals’ preferences, our results show
that obtaining a fair and stable solution can be far from trivial. (2) Hospital preferences
might be discriminatory. This case is interesting since decision-makers can be discriminatory,
e.g., because of biased data or prejudice. Finding a fair and stable solution in the presence
of unfair hospital preferences is even more challenging (in particular, it is not clear how to
define stability), see Section 5.
Requiring fair hospital preferences is an assumption or restriction on the input to the
algorithm that attempts to find a fair and stable allocation (the algorithm’s input is the
preferences of the doctors and the hospitals). We find the restriction to be natural and well
motivated: if our goal is finding a matching that is fair to the doctors, it makes sense to ask
the hospitals to indicate fair preferences. As remarked above, even under strong fairness
restrictions on the hospitals’ preferences, finding a fair and stable matching is challenging.

2.2.1

Our Focus: Strictly Fair Hospital Preferences

Focusing on the proto-metric setting (see above), we formalize a strong notion of strictly
individually fair hospital preferences: each hospital can have arbitrary (deterministic) preferences over the clusters, but must be completely indifferent between every two doctors that
are in the same cluster.
To reason about the (metric-based) fairness of a hospital’s preferences, we view them
as probabilistic, i.e., a distribution over ordinal preferences. Strictly IF preferences induce
such a distribution, where the “external” ordering of the clusters is deterministic, and the
“internal” ordering within each cluster is a uniformly random permutation of the doctors (the
random internal ordering captures indifference between doctors in the same cluster). 2

2.2.2

Beyond Strictly IF Preferences

Strict IF is a strong restriction or assumption on the hospitals’ preferences. This makes our
negative results (the failure of the classic Gale Shapley algorithms) stronger: the algorithms
fail even under the strong restriction on hospital preferences. For positive results, showing an
algorithm that works given a more relaxed notion of fair preferences (even in the proto-metric
setting) is an interesting question for future work.
More generally, we could hope to design algorithms that work with fair hospital preferences
under general metrics, or with completely unfair hospital preferences. This raises subtle
difficulties in the definition of stability and encounters natural barriers, see Section 5.

2

We note that while strict IF could also be captured with deterministic preferences that allow ties, as was
considered in [16, 18], reasoning about preferences as distributions over ordinal preference lists allows
extensions to other notions of fair preferences, as well general metrics.
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Stability Requirements

The uniform distribution over all outcomes is always trivially fair. However, in addition to
fairness for the doctors, we want some guarantee for the hospitals. Stability is one such
guarantee, which has been studied extensively in the classical setting, with deterministic
allocations, and without fairness constraints. The classical stability guarantee ensures that
there are no “blocking pairs”. That is, there are no pairs of a hospital and a doctor that
prefer each other over their match and are not matched. We extend this notion to the setting
where there are fairness constraints, and the allocations are probabilistic.

2.3.1

Our Focus: Stability Under Proto-Metrics, Strictly IF Hospital
Preferences

For the case of a proto-metric and strict IF hospital preferences, there is a natural extension
to the classical notion of stability. We say that a (probabilistic) allocation is unstable if there
is a matching with non-zero probability under the probabilistic allocation, where there exists
a blocking pair (d, h) that (strongly) prefer each other over their match. We remark that,
since we assume the hospital preferences are strictly IF, this can only happen if the doctor d
and the doctor who is matched to the hospital h (denote them d′ ), are in different clusters
(otherwise h, whose preferences are strictly IF, will not prefer d to d′ ).
For instance, suppose there two clusters i = {i1 , i2 } and j = {j1 , j2 }, such that hospital
h prefers cluster i over cluster j, and doctor i1 prefers hospital h over any other hospital.
Assume a probabilistic allocation where, for some matching in the support, hospital h is
matched to j1 . The pair h and i1 form a blocking pair, since they strongly prefer each other
over their match. On the other hand, even if hospital h is matched to doctor i2 in every
matching in the support, hospital h and doctor i1 do not form a blocking pair, since hospital
h does not have a strong preference between doctors i2 and i1 (since they are in the same
cluster).

2.4

Approximate Stability

For a probabilistic allocation, we can relax the stability requirement by allowing a blocking
pair to occur with a small probability. The probability is over the choice of a matching drawn
from the probabilistic allocation. We say that an allocation is τ -approximately stable if the
probability that no blocking pair occurs is at least (1 − τ ).

2.4.1

Beyond Proto-Metrics and Fair Preferences

Defining an appropriate notion of stability under unfair hospital preferences or general metrics
is considerably more challenging. We provide a definition for unfair hospital preferences in
the presence of a proto-metric. We also formalize a minimal weak stability requirement for
general metrics (we use this requirement to show negative results). See Sections 5.1 and 5.3.

3

Fair Preferences Do Not Guarantee a Fair Allocation

Focusing on the setting of a proto-metric and strictly IF hospital preferences, a natural way
to achieve stability and fairness is to use the probabilistic form of strict IF preferences (see
Section 2.2), sample the hospitals’ preferences and run the Gale-Shapley algorithm over
these sampled preferences. The probabilistic allocation is the random variable defined by
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this procedure. In the full version of the paper, we show that while this produces a stable
probabilistic allocation, it can lead to unfair outcomes, even when the hospital preferences
are themselves strictly IF.
To explain this negative result, we first present the Gale-Shapley algorithm. The algorithm
is not symmetric: one of the sets is the proposing set, and the other is the accepting set.
Here we present the variant where the doctors are the proposing set: At the initialization,
no doctor is matched. The algorithm terminates when each doctor is matched to a hospital.
Until then, at each round, an unmatched doctor d is chosen arbitrarily. This doctor d
proposes to a hospital h, where d chooses h as the most preferred hospital that did not reject
it yet. Then, hospital h has to decide whether to accept doctor d or reject it. If hospital h
is unmatched too, it will always accept. If hospital h is already matched to a doctor d′ , it
will accept only if it prefers doctor d over doctor d′ . Otherwise, it will reject. If hospital h
accepts doctor d, it rejects doctor d′ .
▶ Theorem 1 (Running Gale-Shapley over fair preferences Gale-Shapley over fair preferences
does not guarantee fairness (informal)). The algorithm that generates a probabilistic allocation
by sampling hospital preferences from a strict individually fair distribution and running the
Gale-Shapley algorithm over the sampled preferences is not fair.
Proof sketch. Consider the example of three doctors i1 , i2 , j, three hospitals A, B, C, and
the proto-metric d, where d(i1 , i2 ) = 0 and d(i1 , j) = d(i2 , j) = 1. The doctor preferences are
A ≻i1 B ≻i1 C,

A ≻i2 C ≻i2 B,

C ≻j A ≻j B.

The hospitals have strictly individually fair preferences: (note that i1 and i2 are interchangeable)
(
(
(
j ≻A i1 ≻A i2 , w.p. 1/2
j ≻B i1 ≻B i2 , w.p. 1/2
i1 ≻C i2 ≻C j, w.p. 1/2
,
,
.
j ≻A i2 ≻A i1 , w.p. 1/2
j ≻B i2 ≻B i1 , w.p. 1/2
i2 ≻C i1 ≻C j, w.p. 1/2
Running the algorithm described above that samples the preferences and uses the doctorpropose Gale-Shapley algorithm results in the allocation
(
(i1 , B), (i2 , A), (j, C), w.p. 1/2,
(i1 , B), (i2 , C), (j, A),

w.p. 1/2.

Hospital A is the most preferred hospital by doctor i1 , but doctor i2 (who is similar
to doctor i1 ) is matched to hospital A with higher probability. Thus, this allocation is
unfair.
◀
For a more detailed discussion, see the full version of this paper. In the full version of
the paper, we show a negative example for the hospital-propose Gale-Shapley variant. In
these examples, although all the participants acted fairly, the outcome was unfair; this joins
existing work on fairness failures under composition [8, 9].

3.1

Digest: Towards Fairness

In the counter-example presented above, when in the sampled preferences hospital A prefers
doctor i2 over doctor i1 , the algorithm matches hospital A to doctor i2 , without making sure
that in the corresponding case, where hospital A prefers doctor i1 over doctor i2 , it would
match hospital A to doctor i1 . Intuitively, we would like the algorithm to make this decision
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simultaneously, i.e., to either match both doctors i1 and i2 to hospital A with a certain
probability or not to match neither of them. More generally, when matching a doctor d to a
hospital h, we must ensure that all the doctors in d’s cluster have the same opportunity to
be matched to this hospital.

4

Positive Results: Algorithms for Fair and Stable Allocations

In the full version of the paper, we present generalizations of the Gale-Shapley algorithm
that achieve both fairness and stability, up to a small error.
▶ Theorem 2 (Compatibility of fairness and stability (informal)). There exists an efficient
algorithm that, given a proto-metric, strictly IF hospital preferences, arbitrary doctor preferences, and an approximation parameter τ ∈ (0, 1), always finds a τ -approximately fair and
τ -approximately stable allocation. The algorithm’s running time is polynomial in (1/τ ).
The allocation returned by the hospital-first variant of the algorithm is (perfectly) PIIF
and τ -approximately stable. The allocation returned by the doctor-first variant of the
algorithm is τ -approximately PIIF and τ -approximately stable. See the definition of τ approximate stability in Section 2.3. τ -approximate fairness means that for every pair i1 , i2
of doctors in the same cluster, i2 ’s allocation is τ -close (in statistical distance) to an allocation
that i1 doesn’t envy. See Definitions 16 and 11 for formal definitions of approximate stability
and approximate fairness.
In these algorithms, we allow the parties to propose probability mass to each other. In
the variant where the hospitals propose, they propose to clusters instead of individuals, so
that all doctors in the cluster have an equal opportunity to accept. In the variant where the
doctors propose, the hospitals accept an allocation that will not cause envy within clusters,
e.g., in the counter example of Theorem 1, hospital A can either accept both doctors i1 and
i2 or reject both of them. If the distances between all the doctors are 1, these algorithms are
identical to the Gale-Shapley algorithm. The formal description of the algorithms and the
full proofs are in the full version of the paper.

4.1

Overview: Fair Propose-and-Reject – Doctors-First

At the initialization of the algorithm, each doctor has a free probability mass of 1. At each
round, every doctor proposes its free probability mass to the most preferred hospital that
did not reject it yet. For every hospital h, after the doctors’ proposals, the probability mass
proposed by each doctor is composed of the probability mass the doctor proposed in the
current round, plus the probability to be matched to this doctor in the previous round. Given
this proposed probability mass, the hospital chooses its allocation for the current round in a
way that will not lead to unfairness.
In particular, each hospital h uses the rising tide algorithm (described in the full version
of the paper) for choosing its allocation in each round. At the initialization, hospital h has
unallocated probability mass 1. The algorithm goes from the most preferred cluster to the
least preferred cluster by hospital h. When there is no unallocated probability mass or no
proposed probability mass, the algorithm terminates. For each cluster C, while there is
proposed probability mass from cluster C: Each doctor d in cluster C is allocated with the
minimum between: (1) the proposed probability mass from doctor d; (2) the unallocated
probability mass divided by the number of doctors in the cluster with non-zero proposed
probability mass. Every allocated probability mass is removed from the proposed probability
mass and from the unallocated probability mass.
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After running the algorithm described above, in the allocation of the current round,
hospital h is allocated to the most preferred clusters possible given the proposed probability
mass. For every two doctors in the same cluster, one can be allocated with less probability
mass than the other only when having less proposed probability mass.
Any probability mass not used for the allocation is rejected and becomes free again for
the next round. The algorithm terminates when there is no more free probability mass, i.e.,
there is a full allocation, or the free probability mass is very small.
This algorithm is executed locally, in the sense that for each hospital, the only necessary
knowledge is its own preferences, its previous allocation, and the proposals it received. For
each doctor, the only necessary knowledge is its own preferences, its free probability mass,
and the hospitals’ response. No party needs to be aware of the status of the other parties.

4.2

Overview: Fair Propose-and-Reject – Hospitals-First

This algorithm is similar to Algorithm 4, except that the hospitals propose their free
probability mass to the clusters. At each round, every hospital proposes to the most preferred
cluster that did not reject it. For each cluster, the proposed probability mass from each
hospital is composed of the probability mass the hospital proposed in the current round, plus
the probability to be matched to this hospital in the previous round.
Given this proposed probability mass, each cluster chooses an envy-free allocation for
the current round. To achieve envy freeness, we use the probabilistic serial procedure due to
Bogomolnaia and Moulin [4]. Any probability mass not used for the allocation is rejected
and becomes free again for the next round.
The algorithm terminates when there is no free probability mass, i.e., there is a full
allocation, or the free probability mass is very small.
This algorithm is also executed locally: no party has to consider anything but its own
interests (though there is some coordination in each round between the doctors in the same
cluster, in allocating the mass proposed to that cluster).

5

Barriers for Unfair Preferences and General Metrics

In the full version of the paper, we show that if we relax the strong requirement on the
hospitals’ preferences by allowing either unfair preferences or a general metric, no algorithm
that is “similar in spirit” to the algorithms outlined above (and to the classical Gale-Shapley
algorithm) can guarantee both fairness and stability. Towards this, we formalize a class of
local-proposing algorithms. Here, we focus on the case where the doctors propose, although we
also describe a class of hospital-proposing algorithms. The doctor-proposing class includes all
algorithms consisting of sequential rounds of proposals. In each round, each doctor proposes
its unallocated probability mass to a hospital. Then, each hospital has to use the probability
mass proposed to it to choose an allocation. We assume that doctors choose the hospital
according to their preferences. We also assume that once a doctor proposes some probability
mass to a hospital, if the hospital rejects it, the doctor will never propose it to this hospital
again. This class, and the corresponding hospital-proposing class, generalizes the algorithms
outlined above (as well as the classical Gale-Shapley algorithms).
To provide this negative result, we need definitions of stability that extend beyond the
setting of strictly IF hospital preferences. Remaining in the proto-metric setting, we define
stability under unfair hospital preferences in Section 5.1. The negative results for local
algorithms under unfair preferences are in Section 5.2. Moving to general metrics, we formalize
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a minimal stability requirement in Section 5.3.1 (a weaker stability requirement makes our
negative results stronger). We discuss our negative result for fair hospital preferences under
general metrics in Section 5.4.

5.1

Stability under Unfair Preferences, Proto-Metric

If the hospitals can have unfair preferences, then fairness and stability might be trivially
incompatible. For example, a prestigious hospital h can express discriminatory preferences
towards members of a group T . Suppose h is the most-preferred hospital of all doctors: a
stable allocation must always match h to a member of T , but this is blatantly unfair!
We want to provide a utility guarantee to the (unfair) hospitals, but the example above
demonstrates that if we allow unfair hospitals to make unfair deviations from their allocation,
then fairness and stability might be trivially incompatible. Since we insist on fairness for
the doctors, we find that it is natural to relax stability by requiring that there are no fair
deviations that the hospitals would prefer. Formally, we modify the classical notion of a
blocking pair, by only allowing a hospital to form pairs with doctors that are outside the
cluster of the doctor to whom it is matched. This restricts the alternative “offers” that a
hospital with unfair preferences can make, and ensures that they do not violate the fairness
constraints.
▶ Definition 3 (Stability under proto-metrics (informal)). A probabilistic matching is unstable
if there exists, with non-zero probability over the matching, a pair of a doctor d and a hospital
h that prefer each other to their respective partners, as long as the partner of the hospital h
is at distance 1 from the doctor d. The preferences of the hospital can be probabilistic. Thus,
the comparison between the hospital’s allocations is in terms of stochastic domination.
See Section 2.1, for a definition of stochastic domination.
See Definition 15 for a formal definition of stability. We note that if the hospitals’
preferences are strictly IF, no hospital prefers one doctor over the other if they are in the
same cluster. Thus, Definition 3 is equivalent to the definition described in Section 2.3.

5.2

Barriers for Unfair Preferences, Proto-Metric

We show that no local-proposing algorithm can find a fair and stable matching when the
hospital preferences can be unfair (even in the proto-metric setting).
▶ Theorem 4 (Failure of local algorithms for unfair hospital preferences (informal)). There does
not exist a local algorithm that, when the metric is a proto-metric, but the hospital preferences
might be unfair, always finds an allocation that is both PIIF and stable (see Definition 3).
Proof sketch. Suppose there are four doctors i, j, k, l, where the first and last pairs are at
distance 0 (i.e., (i, j) and (k, l)), and the rest are at distance 1. Suppose there exists a
hospital A, whose preferences are j ≻A k ≻A i ≻A l. If hospital A is the most preferred
hospital by all the doctors, then the fair allocation that is most preferred by hospital A is to
be assigned to doctors i and j uniformly (the other fair possibilities are to be assigned to
doctors k and l uniformly, or to some convex combination of these two allocations). Thus,
since it is also doctors i and j’s most preferred fair allocation (they both rank A first), it is
the only stable one (for any other fair allocation, hospital A and doctor j form a blocking
pair). However, if hospital A is the most preferred hospital by doctors k and i, but doctors j
and l are matched to hospitals they prefer over hospital A. Then, the fair allocation that
is most preferred by hospital A is to be assigned to doctor k with probability 1 (assuming
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hospital A cannot be assigned to doctor j). Similarly, since this is also doctor k’s most
preferred allocation (doctor k rank hospital A first), it is the only stable one, otherwise
hospital A and doctor k form a blocking pair.
If only the doctors i and k propose to hospital A probability mass 1 in the first round,
there is no allocation that hospital A can choose over this probability mass that will always
lead to a fair and stable matching, i.e., hospital A does not know whom to accept and whom
to reject. If doctors j and l will propose to hospital A in a later round, to have a stable and
fair solution, hospital A must accept at least probability mass 1/2 from doctor i. However, if
no other doctor will propose to hospital A in a later round, to have a stable and fair solution,
hospital A must accept probability mass 1 from k. Since hospital A cannot distinguish these
two cases in the first round, the algorithm will return an unfair or unstable output in at least
one of them.
◀
Unfair preferences allow us to create a situation where hospital A actually wants to
accept probability mass from doctor j, but under the fairness requirement, in order to accept
probability mass from doctor j, hospital A must accept some probability mass of doctor i
(since their distance on the metric is 0). However, if doctor j will never propose to hospital
A, then hospital A does not want to accept any probability mass from doctor i.
Now, suppose the preferences were fair; if hospital A would want to be matched to doctor
j, it would equally want to be matched to doctor i. Thus, hospital A would be able to decide
whether to accept or reject doctor i’s probability mass independently of whether doctor j
will propose to it in a later round or not. Thus, we must allow unfair hospital preferences to
achieve the example above, under a proto-metric.

5.3

Stability for General Metrics

Intuitively, a probabilistic allocation is stable if no hospital can offer to some doctors to
be matched to it in a way that will improve both the hospital’s allocation and those of
the doctors. If the hospitals’ preferences are not fair, running the Gale-Shapley algorithm
fails to output a fair solution for obvious reasons (see Section 5.2). However, even if the
hospitals’ preferences are fair, finding a non-trivial fair allocation can be quite challenging.
This happens because even a mild probabilistic preference for one doctor over another can
lead to a situation where a hospital prefers to always be matched to one of the doctors and
not the other.
Consider the example of two doctors i and j at distance 1/3, and two hospitals A and B.
Suppose both doctors prefer hospital A over hospital B, and hospital A’s preferences are
(
i ≻A j, w.p. 2/3
.
j ≻A i, w.p. 1/3
Hospital A’s preferences are fair. However, in any PIIF allocation, hospital A prefers to be
always matched to doctor i, over its outcome in the allocation. This is because if hospital
A is always matched to doctor i, it is matched to its first preference with probability 2/3.
However, in any PIIF allocation, hospital A is matched to doctor j with probability at least
1/3, which implies that it is matched to its first preference with probability no more than
2 2
1 1
5
2
3 · 3 + 3 · 3 = 9 < 3.
In the above example, A and i were a blocking pair, but the issue was that this alternative
is unfair (to j). Motivated by this example, and to avoid trivial incompatibilities between
fairness and stability, we would like to force the hospitals to make only fair offers. However,
formalizing such a stability definition that, on the one hand, is strong enough to have a
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meaningful guarantee for the hospitals, and on the other hand, is compatible with our
fairness requirement (or at least is not trivially incompatible), presents several subtleties.
We elaborate on this in the full version of the paper. Instead, we present a minimal (weak)
stability definition for general metrics that we use in our negative results (using a weak
definition makes the negative results stronger).

5.3.1

Weak Stability

The weak stability definition is guided by simple scenarios. Suppose that the hospitals are
A, B and C and that the doctors are i1 , i2 and j, where doctors i1 and i2 are similar (at
distance 0) and doctor j is far from them (at distance 1). Consider the following two cases:
Hospital A is the most preferred hospital by all the doctors, and hospital A prefers doctors
i1 and i2 over doctor j. It is natural to require that hospital A should be matched to the
uniform distribution over i1 and i2 . Intuitively, this is the “best” allocation for hospital A
and doctors i1 and i2 , subject to fairness. In this case, we maintained fairness by saying
that if hospital A is not matched to i1 and i2 with probability 1, it is allowed to prefer
the alternative allocation of being matched to the uniform distribution over i1 and i2
since it is IF.
Hospital A is the most preferred hospital by doctors i1 and j, but not by doctor i2 , and
hospital A still prefers doctors i1 and i2 over doctor j. Suppose that doctor i2 prefers
hospital B over hospital A, that doctor i2 is matched to hospital B with probability 1,
and that the allocation of hospitals A and C has not been determined yet. This time,
it is natural to require that hospital A should be matched to doctor i1 with probability
1. However, if hospital A and doctor i1 are not matched with probability 1, allowing
hospital A to prefer this alternative allocation implies that we allow hospital A to prefer
an alternative allocation that does not satisfy IF. We choose to allow this since doctor i2
prefers its own allocation over being matched to hospital A.
The following definition captures the above intuitions:
▶ Definition 5 (Weak stability (informal)). An allocation is (strongly) unstable if there exists
a hospital h and an alternative allocation ν over the doctors, such that: (1) The hospital h
prefers the alternative allocation ν over its own allocation. (2) Every doctor in the support
of the alternative allocation ν prefers hospital h over the hospitals in its support. (3) For
every doctor that is not in the support of the alternative allocation ν, either (i) the doctor is
at distance 1 from any doctor in the support of the alternative allocation ν or (ii) the doctor
prefers every hospital in its own support over the hospital h. (4) For every two doctors in
the support of the alternative allocation ν, the allocation ν satisfies IF.
If there is no such hospital and alternative allocation, then we say that the allocation is
weakly stable.
See Definition 17 for formal definition of weak stability.
We note that Definition 3, which is relevant in the proto-metric setting, is a stronger
stability. In particular, it implies Definition 5 (when the metric is a proto-metric). In the
full proofs in the full version of the paper, we show the barriers for unfair preferences for
Definition 5, instead of Definition 3.

5.4

Barriers for General Metrics

In the setting of a general metric and IF hospital preferences, we show that we can make
doctors i and j far enough that even under the IF requirement, hospital A’s preferences
would actually be as described above, i.e., j ≻A k ≻A i ≻A l. However, we can make doctors
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i and j close enough that an allocation where hospital A is always matched to doctor j, and
never to doctor i, would be considered unfair. Then we can arrange the proposals as we did
in the case of unfair preferences such that any decision that hospital A makes in the first
round can lead to an unfair allocation. See the full version of the paper for details.

6

Open Questions

The new frontier of fairness in two-sided markets raises many fundamental questions for
further study. In this work, we present algorithms for finding fair and stable allocations
under some restrictions. We show that generalizing this result presents several difficulties. A
natural question for further work is either extending the negative results beyond the class
of local-proposing algorithms, or finding an algorithm for a more general setting, such as
general metrics or unfair preferences.
A possible direction for generalizing the results for general metrics is to have a stronger
requirement over the hospital preferences. In the negative results, we use IF preferences
for a general metric, and show that effectively they behave similarly to unfair preferences.
This indicates that, in the case of a general metric, individual fairness might not be a strong
enough fairness requirement over the hospital preferences. We elaborate on this in the full
version of the paper.
We present two algorithms in the full version of the paper, which has almost the same
guarantees concerning fairness and stability. It is known that different variants of the GaleShapley algorithms have different guarantees for optimality and incentive compatibility. In
the full version of the paper, we show that doctor-proposing variant ) is not optimal for the
doctors. For the other variant, we leave this as an open question. We also leave the question
of incentive compatibility for future work.
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On Fairness and Stability in Two-Sided Matchings

A

Formal Definitions

Let D be a collection of n doctors and H be a collection of n hospitals. A matching m is a
mapping D to H, i.e., each doctor is mapped to a single hospital. A probabilistic allocation π
is a mapping from D to ∆(H), where for i ∈ D, π(i) represents the prospect of doctor i (the
probability distribution over hospitals that they receive). Similarly, for a hospital h ∈ H,
π(h) represents the prospect of doctor h. We focus on the setting where we assign each
doctor to a single hospital, so the probabilistic allocation is a distribution over matchings.
We assume we are given a similarity metric for the doctors d : D × D → [0, 1].
▶ Definition 6 (Stochastic Domination). Let r be a deterministic or probabilistic preference
function over a set of individuals (doctors or hospitals) and let p and q be prospects over the
same set of individuals. We say that p stochastically dominates q, p ⪰r q, if the following
holds:




∀k ∈ [n] :
Pr r−1 (o) ≤ k ≥ Pr r−1 (o) ≤ k
(1)
o∼p,r

A.1

o∼q,r

Fairness Definitions

▶ Definition 7 (Individual Fairness [7]). An allocation π is individually-fair (IF) with respect
to a divergence D, and a similarity metric d, if for all pairs of individuals i, j ∈ D, the
Lipschitz condition D(π(i), π(j)) ≤ d(i, j) is satisfied.
▶ Definition 8 (Envy Freeness [10, 30]). An allocation π is envy-free (EF) with respect to
individual preferences {⪰i } if for all individuals i, for all other individuals j, π(i) ⪰i π(j).
▶ Definition 9 (Preference-Informed Individual Fairness [17]). Fix doctors with preferences
r1 , . . . , rn . An allocation π is preference-informed individually fair with respect to a divergence
D and a similarity metric d, if and only if for every two doctors i, j, there exists an alternative
allocation pi;j such that
D(pi;j , π(j)) ≤ d(i, j)
π(i) ⪰i pi;j .
▶ Corollary 10 (PIIF under proto-metrics). Under proto-metrics we get the following definition:
Fix doctors with preferences r1 , . . . , rn . An allocation π is preference-informed individually
fair if for every two doctors i, j, if d(i, j) = 0, then either: (i) π(i) = π(j) or (ii) π(i) ≻i π(j).
▶ Definition 11 (τ -Preference-Informed Individual Fairness). An allocation π is τ -PIIF with
respect to a similarity metric d, if it is PIIF with respect to the similarity metric dτ , where
dτ is defined as follows
∀i, j, ∈ D : dτ (i, j) = min{d(i, j) + τ, 1}.
▶ Definition 12 (Strict Individually Fair Preferences). A set of preferences is strictly individually
fair with respect to a proto-metric d : D × D → {0, 1} if for every hospital h ∈ H:
For every cluster C ⊆ D and two doctors i1 , i2 ∈ C, i.e., such that d(i1 , i2 ) = 0:
∀r ∈ [n] : Pr[rh (r) = i1 ] = Pr[rh (r) = i2 ].
For every two clusters C1 , C2 ⊆ D, either C1 ≻h C2 or C2 ≻h C1 . Where C1 ≻h C2 if:
∀i ∈ C1 , j ∈ C2 : Pr[rh−1 (i) < rh−1 (j)] = 1.

G. Karni, G. N. Rothblum, and G. Yona

A.2

92:17

Stability Definitions

▶ Definition 13 (Contract). Given deterministic doctor preferences PD = {ri }i∈D , probabilistic hospitals preferences PH = {rh }h∈H and a probabilistic allocation π, a tuple
µ = (h, i; h′ , i′ ) ∈ H×D×H×D is a contract if d(i, i′ ) = 1, π µ (h) ≻h π(h) and ri (h) < ri (h′ ),
where:
∀j ∈ D\{i, i′ } :π µ (j) = π(j)
(
h,
π(i) = h′ ∧ π(i′ ) = h
µ
π (i) =
π(i), otherwise
(
h′ ,
π(i) = h′ ∧ π(i′ ) = h
π µ (i′ ) =
π(i′ ), otherwise

(2)
(3)

(4)

▶ Definition 14 (Active Contract). Given deterministic doctor preferences PD = {ri }i∈D ,
probabilistic hospitals preferences PH = {rh }h∈H and a probabilistic allocation π, a contract
µ = (h, i; h′ , i′ ) ∈ H × D × H × D is an active contract if
Pr[π(h) = i′ ∧ π(i) = h′ ] > 0.
▶ Definition 15 (Contract Stability). The allocation π is contract stable if there are no active
contracts.
▶ Definition 16 (τ -Contract Stability). Denote by Sπ ⊆ D × H × D × H the set of all active
contracts in an allocation π. An allocation π is τ -singleton contract stable if
_
Pr[
(π(h) = i′ ∧ π(h′ ) = i)] ≤ τ.
(h,i;h′ ,i′ )∈Sπ

▶ Definition 17 (Weak Ex-Ante Stability). Let π be a probabilistic allocation, h ∈ H be
a hospital, D∗ ⊆ D be a set of doctors and σ ∈ ∆(D∗ ) be a distribution. We say that
ν = (h, D∗ , σ) is a selectively fair alternative allocation if σ satisfies:
For every two doctors i, j ∈ D∗ , the distribution σ is individually fair with respect to i
and j.
For every doctor i ∈ D\D∗ , if there exists a doctor j ∈ D∗ such that d(i, j) < 1, then for
every hospital h′ ∈ supp (π(i)), h′ ≻i h.
For every i ∈ D∗ and h′ ∈ supp (π(i)), h ⪰i h′ .
We say that ν is active if σ ≻h π(h). We say that the allocation π is weakly ex-ante stable if
there are no active selectively fair alternative allocations.
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1

Introduction

Streaming algorithms for processing large graphs have been studied since more than two
decades [17]. In the most traditional setting, the one-pass insertion-only setting, an algorithm
receives the input graph G = (V, E) with |V | = n as a sequence of its edges in arbitrary
order. The algorithm is required to maintain a memory of size sublinear in the input size and
to output a solution once the entire stream has been processed. A natural and well-studied
extension is the insertion-deletion setting, where previously inserted edges can be deleted
again. In both streaming models, the aim is to determine the space necessary and sufficient
for algorithms to solve a specific task.
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In this paper, we initiate the study of the Minimum Dominating Set (MDS) problem in
the one-pass streaming model and resolve its space complexity in both the insertion-only
and insertion-deletion settings. A dominating set D ⊆ V in a graph G = (V, E) is a subset
of vertices that dominate or cover all other vertices, i.e., every vertex in V \ D is adjacent to
at least one vertex in D. A minimum dominating set is one of smallest size, and the size
of a minimum dominating set in a graph G is known as its domination number, denoted
γ(G). The objective of the MDS problem is to compute a minimum dominating set or an
approximation thereof:
▶ Definition 1 (α-approximation to MDS). A (streaming) algorithm for MDS is an αapproximation algorithm if, on every input graph G = (V, E), the algorithm outputs a
dominating set D ⊆ V of size at most α · γ(G) and a cover certificate C : V → D, indicating
for every vertex v ∈ V a vertex C(v) ∈ D that covers v, i.e., that is contained in the inclusive
neighborhood of v.
MDS is closely related to the Set Cover problem, which has recently received significant
attention in the streaming setting [13, 9, 14, 5, 16, 18, 3, 7]. In Set Cover, the input consists
of a universe U of size |U| = n and a collection of m sets S = {S1 , . . . , Sm } with Si ⊆ U , for
every i. The output is a smallest subset S ′ ⊆ S that covers U , i.e., such that ∪S∈S ′ S = U .
Similar to MDS, an α-approximate set cover is one of size at most α times the size of a
smallest set cover.
In a non-streaming context, MDS and Set Cover are essentially equivalent since the two
problems can be reduced to each other in linear time. For example, in order to solve MDS
on a graph G = (V, E) with V = {v1 . . . vn } using an algorithm for Set Cover, we create a
Set Cover instance with n input sets S = {S1 , . . . , Sn } where, for every 1 ≤ i ≤ n, Si is the
inclusive neighborhood of vi , i.e., Si = Γ[vi ]. A set cover in this instance then immediately
yields a dominating set in G of the same size. In the streaming setting, however, the natural
ways in which the inputs are presented in the respective input streams are different, and the
two problems therefore cannot directly be reduced to each other. In Set Cover, all previous
work (with the exception of [18], see Subsection 1.3, further related work) assumes that
entire sets arrive one-by-one in the input stream. In MDS, it is more natural to consider the
aforementioned insertion-only graph stream setting, where edges arrive one-by-one in the
stream. We observe that, from an algorithmic perspective, the edge-arrival setting for MDS
can only be harder since none of the inclusive neighborhoods are visible in the stream at any
one moment. Conversely, lower bounds for streaming Set Cover on instances with Θ(n) sets
carry over to MDS.
Set Cover in the one-pass streaming model is well-understood and exhibits an interesting
√
phase-transition when the desired approximation factor is α = Θ( n). There are simple
semi-streaming algorithms (i.e., with Õ(n) space) that achieve an approximation factor of
√
√
O( n) [14, 9], regardless of the number of sets. But for any approximation factor α = o( n),
it is known that space Θ̃( mn
α ) is necessary and sufficient [5]. In other words, while Õ(n) space
√
is enough for an O( n)-approximation, any algorithm that is tasked with achieving a slightly
√
√
better approximation factor of o( n) necessarily requires Ω(m n) space. A natural question
is if MDS also exhibits a similar phase transition at some approximability threshold? And if
so, does it occur at a much higher approximability threshold given that in MDS, elements
in each set arrive separately arbitrarily interspersed with elements of other sets? Finally,
for many graph problems, including Connectivity [1], Cut-sparsifiers and Spectral-sparsifiers
[1, 2, 20, 21], and (∆ + 1)-coloring [4], it is known that the space-approximation tradeoffs
known for insertion-only streams can be extended to insertion-deletion streams at the expense
of only a poly-logarithmic factor larger space. However, notable exceptions to this are the
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Maximum Matching and the Minimum Vertex Cover problems where the space needed for
insertion-deletion streams can be shown to be Ω(n) factor larger than the space requirements
for insertion-only setting [22, 6, 12]. Does the space-approximation tradeoff for MDS also
qualitatively change as we go from insertion-only streams to the more general model of
insertion-deletion streams?
In this work, we answer all the above-mentioned questions, obtaining tight spaceapproximation tradeoffs for MDS in both insertion-only and in insertion-deletion streams.

1.1

Our Results

Our first main result is that there is an Õ(n) space algorithm for MDS that achieves
√
Õ( n)-approximation, showing that the semi-streaming approximability threshold for MDS
is essentially the same as that for Set Cover.
▶ Theorem 2. There is a randomized one-pass semi-streaming algorithm for MDS that
√
achieves Õ( n)-approximation.
Our algorithm can in fact solve Set-Cover instances that are presented in the edge-arrival
model, i.e., as an arbitrary sequence of tuples (u, Si ) ∈ U × S, indicating that item u is
contained in set Si , with space Õ(|U| + |S|) space. Observe that instances with |S| sets may
require space Õ(|U| · |S|) to write down – our algorithm therefore uses up to a factor of
n = |U| less memory than the input instance size. The theorem below summarizes this result.
▶ Theorem 3. There is a randomized one-pass streaming algorithm for Set-Cover in the
√
edge-arrival model that achieves Õ( n)-approximation using Õ(n + m) space where n = |U|,
and m = |S|.
√
Once we consider the o( n)-approximation regime, the space-approximation tradeoffs
for MDS can be easily shown to converge to that for Set Cover instances with n sets. On
the one hand, the one-pass Θ̃( mn
α ) space streaming algorithm for Set Cover in [5], which we
call the AKL-algorithm (Assadi-Khanna-Li [5]) and expand on in Appendix A, can easily be
applied to MDS with parameter m = n for all values of α, and even works in the insertiondeletion setting with only a poly-logarithmic increase in the space requirements. On the
other hand, [5] shows a matching Ω( mn
α ) space lower bound for insertion-only streams that
√
holds for α = o( n), and also carries over to MDS with parameter m = Θ(n). These two
result combined show that Θ̃(n2 /α) space is necessary and sufficient for MDS in both the
√
insertion-only and the insertion-deletion settings, for every α = o( n). Thus in the setting
of insertion-only streams, MDS behaves in a similar manner to Set Cover, exhibiting a phase
√
transition at α = Õ( n).
We further complete the picture for insertion-only streams by observing that if one
tries to go below the regime of semi-streaming space then not much more than a trivial
O(n)-approximation factor is achievable.
▶ Theorem 4. Any constant error one-pass streaming algorithm for MDS in the insertion-only
model with approximation factor o(n/ log n) requires Ω(n) space.
Our second main result is that the landscape of space-approximation trade-offs fundamentally changes when we consider MDS in insertion-deletion streams. In particular, in
the semi-streaming space regime, no algorithm can achieve much better than the trivial
O(n)-approximation.
▶ Theorem 5. Every insertion-deletion streaming algorithm for MDS with approximation
2
factor α, for any α ≤ Θ(n/ log3 n), requires space Õ( nα ).
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Table 1 Space/approximation trade-offs for MDS in the one-pass streaming model.
(a) Insertion-only model.

Space
o(n)
Θ̃(n)
Θ̃(n2 /α)

Approx.
Ω̃(n)
√
Õ( n)
√
α = o( n)

(b) Insertion-deletion model.

Reference
Theorem 4
Theorem 2
Assadi et al. [5]

Space
Ω̃(n2 /α)
Õ(n2 /α)

Approx.
α ≤ Θ( logn3 n )
α

Reference
Theorem 5
Assadi et al. [5]

Our results, together with Assadi et al.’s results for Set Cover [5] applied to MDS,
completely characterize the space/approximation trade-offs for MDS in both the insertiononly and the insertion-deletion models, see Table 1.

1.2

Techniques

We now give an overview of the technical ideas underlying our results. We start with an
overview of the algorithm underlying Theorem 2.
Let H = (V, F ) be the n-vertex input graph. Instead of working with H directly, we
consider the bipartite incidence graph G = (A, B, E) with A = B = V instead: For every
edge {u, v} ∈ F , we add the edges (u, v) and (v, u) to G, using the notation (a, b) to denote
an edge in the bipartite incidence graph where a ∈ A and b ∈ B. When working with G, the
objective is to select a subset D ⊆ A such that ΓG (D) = B and |D| is minimum.
To motivate our algorithm, it will be instructive to first consider the simplified setting
where each vertex in A arrives with all its incident edges to vertices in B (as in the standard Set
Cover problem). In that case, we can simply maintain a set S ⊆ B of currently undominated
√
vertices, and whenever a vertex a ∈ A arrives that can dominate at least n vertices in S,
we include it in our solution and remove this vertex along with its neighbors from S. Let
S ′ denote the set S upon termination of the algorithm – we include all vertices in S ′ in our
dominating set solution. This algorithm can clearly be implemented in Õ(n) space. It is
√
also easy to see that the algorithm chooses at most n vertices in processing the stream
√
as inclusion of any vertex in the solutions removes at least n vertices from S. Moreover,
√
no vertex in any optimal solution could dominate more than n vertices in S ′ (or else we
would have included it in our solution). Together, these two observations imply that this is
√
an O( n)-approximation semi-streaming algorithm.
However, in the setting of MDS, we only see edges arrive in some arbitrary manner. The
challenge then is that using only Õ(1) amount of information per vertex we need to recognize
(i) when inclusion of a vertex in our solution can allow us to dominate many vertices, and
(ii) for each dominated vertex, record the vertex in our solution that dominates it. On the
surface, the first task can be accomplished by just maintaining the degree of each vertex
to currently undominated vertices. The difficulty here is that the degree information alone
does not allow us to differentiate between the scenario where the high degree vertices in A
dominate different subsets of vertices in B and the scenario when they dominate a common
set of vertices in B. In the latter scenario, we should not be including all the high-degree
vertices in our solution. We handle this by setting up a probabilistic process which includes
vertices with high degree with a suitable probability that avoids taking too many vertices
in one go. Vertices with continued high-degree get multiple chances for inclusion with
geometrically increasing probability of inclusion. But how do we recognize which vertices
have been covered by vertices chosen in our solution? We accomplish this by decoupling the
selection process from the covering process. In particular, we start recording which vertices
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are covered by a vertex v selected in our solution only after the vertex v has been selected in
our solution. Intuitively, if a vertex is going to cover many vertices, then the probabilistic
selection process ensures that many edges incident on this vertex will arrive after it has been
selected. Together, this ensures that using only Õ(1) amount of information per vertex, the
√
algorithm is both Õ( n)-competitive with the optimal solution, and is able to maintain a
certificate of coverage for each vertex.
We next describe the ideas underlying proofs of our lower bound results in Theorems 4
and 5. As is typically the case for streaming lower bounds, our lower bounds are proved in
the two-party communication setting, where the edge set of the input graph is partitioned
between Alice and Bob. In the insertion-deletion setting, in addition to his share of input
edges, Bob also holds edge deletions, which form a subset of Alice’s input edges. It will be
helpful to first consider the lower bound for the insertion-only setting (Theorem 4), where we
prove that every one-pass streaming algorithm with space o(n) has an approximation factor
of Ω(n/ log n), and then build on this construction to illustrate the much more involved
Ω(n2 /α) space lower bound for α-approximation algorithms in the insertion-deletion setting
(Theorem 5).
Consider the following input graph G = ({vA , vB } ∪ [n], E) on n + 2 vertices, where
every edge is incident to either vA or vB . Alice holds the edges incident to vA and Bob
holds the edges incident to vB . Let ΓG (v) denote the set of vertices adjacent to a vertex v,
and let ΓG [v] = ΓG (v) ∪ {v}. Suppose that these edges are such that ΓG [vA ] ∪ ΓG [vB ] =
([n] ∪ {vA , vB }) \ {T } with T ∈ [n], i.e., vertices vA and vB cover all but the single vertex T .
The set {vA , vB , T } thus constitutes a dominating set of size 3, and any dominating set D
that constitutes an o(n)-approximate solution therefore needs to be of size 3 · o(n) = o(n).
Moreover, the dominating set D is required to contain vertex T , since T cannot be covered
by vA or vB . However, the task of identifying T is hard – it is easy to obtain an Ω(n) lower
bound on the two-party communication complexity for this task. On the surface, this appears
to immediately yield the desired lower bound for our problem. This argument, however, is
incomplete since the output dominating set D does not allow us to identify T exactly. In
particular, since |D| = o(n) and T ∈ D, we are only able to reduce the possibilities as to the
identity of the element T from an initial set of n possibilities to a set of o(n) possibilities. We
will, however, see that approximately identifying T (for the right notion of approximation) is
essentially as hard (up to constants) as identifying T exactly, which establishes our desired
lower bound. The final step in the argument above follows by utilizing a result of Assadi et al.
[4] on the Set-Union problem where Alice holds a set A ⊆ [n], Bob holds a set B ⊆ [n], and
Alice and Bob are guaranteed that A ∪ B = [n] \ {T }, for some T ∈ [n]. Assadi et al. proved
that any protocol that sufficiently skews the a priori uniform distribution of T substantially
has communication cost Ω(n).
Our lower bound in the insertion-deletion setting is also based on Set-Union, however,
the ability to incorporate edge deletions into the construction allows us to hide the Set-Union
instance within a larger problem with distinctly higher communication complexity that we
refer to as Embedded-Set-Union. In this problem, Alice holds n subsets A1 , . . . , An ⊆ [n],
Bob holds an index I ∈ [n] and set B such that (AI , B) is a Set-Union instance. In addition
to I and B, Bob also knows all but β = Θ(n/(α log n)) elements of the sets Ai , for every
i ̸= I. The objective is to solve the underlying Set-Union instance (AI , B), i.e., approximately
identifying the element T = [n] \ (AI ∪ B). As our main lower bound result of this paper, we
prove that ESU has communication complexity Ω(nβ).
Bob’s knowledge about the sets (Ai )i̸=I is pivotal in our construction. When reducing
ESU to MDS, we create a graph G with vertex neighborhoods AI , B and (Ai )′i̸=I , where
A′i ⊆ Ai is the subset of elements that is not known to Bob, or, in other words, Bob’s
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knowledge of the sets Ai corresponds to edge deletions in the reduction. These deletions
ensure that the surviving sets (A′i )i̸=I are small enough (of size β) so as to cover only few
vertices of G if they are selected into the output dominating set. Observe that γ(G) = 3
(via the sets AI , B and any set that covers T ). Similar to the insertion-only setting, the
hardness stems from the fact that the output dominating set D is required to cover T . Since
this can only be achieved via the sets (A′i )i̸=I , and only at most 3α of these sets can be
chosen into D since D is an α-approximation, the dominating set algorithm is therefore able
to (approximately) identify T as one of the o(n) elements covered by the selected sets from
(A′i )i̸=I . This substantially reduces the possible values for T from n to o(n) and thus solves
ESU.
Proving a lower bound on the communication complexity of ESU is the most technical
contribution of this paper. To this end, we adopt the information complexity framework
and measure the amount of information necessary revealed about Alice’s input A1 , . . . , An in
so-called nice protocols for ESU, i.e., protocol consisting of only two messages; one from Alice
to Bob, and a relatively short one from Bob back to Alice that consists of candidate values
for T , a constraint that we need to impose for technical reasons. We first argue that any nice
protocol for ESU can also be used to solve Set-Union, which establishes that any transcript of
a nice protocol for ESU necessarily reveals Ω(n) bits of information about AI , as implied by
the lower bound for Set-Union. Recall that, for every i =
̸ I, Bob already knows all but β bits
of Ai . Our aim, therefore, is to show that every nice protocol reveals Ω(β) bits of information
about the part of Ai (i ̸= I) unknown to Bob, which then yields the desired lower bound by
summing up over every i ̸= I. We establish this by a combination of two arguments. First,
using the fact that any nice protocol reveals Ω(n) bits of information about AI , we prove
that any such protocol must also reveal Ω(β) bits of information about a randomly chosen
subset A′I ⊆ AI of size β. Second, since Alice does not know the index I, we establish that a
randomly chosen subset in any other set Ai , i ̸= I, which we ensure to coincide with the bits
that Bob does not know by appropriately defining the hard input distribution, also needs to
reveal this amount of information, thereby completing the argument.

1.3

Further Related Work

We will now expand on further results on the streaming Set-Cover problem. Set-Cover has
been extensively studied in the semi-streaming model [15], where streaming algorithms are
allowed to use O(n poly log n) space. Saha and Getoor [26] initiated the study of streaming
algorithms for Set-Cover and gave an O(log n)-approximation semi-streaming algorithm that
makes O(log n) passes over the stream. Emek and Rosén [14] were the first to conduct a
thorough study of the one-pass semi-streaming setting and showed that an approximation
√
factor of Θ( n) can be achieved (even in a weighted version of the problem) and that this is
best possible. Emek and Rosén’s algorithm proved extremely efficient in practice. In a recent
study [7], their algorithm achieved cover sizes that are only 8% larger than those produced
by a non-streaming disk-friendly algorithm [10] while using between 10-73 times less memory.
Chakrabarti and Wirth [9] then extended Emek and Rosén’s results to multiple passes and
showed that an approximation factor of Θ(n1/(p+1) ) is achievable and optimal when p passes
over the stream are allowed, for any constant p.
Further works that consider algorithms with substantially more space than semi-streaming
space are known. Assadi [3] showed that O(poly log n) passes α-approximation algorithms
1
require space Ω(mn α ), even if the input stream is in random order. This lower bound is
1
matched by Har-Peled et al.’s α-approximation algorithm [16], which uses space Õ(mn α )
and performs O(α) passes over the input, which can be in adversarial order (see also the
earlier work [13] for an algorithm that uses slightly more space).
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Last, a fractional version of the Set Cover problem has also been studied in the streaming
model. In [18], multi-pass algorithms for this problem based on the multiplicative weights
update method are presented. Interestingly, their algorithm also naturally works in an
edge-arrival setting similar to the edge streaming model consider in this paper. We stress,
however, that their algorithm does not give any results if only few passes are considered, and,
as such, their techniques cannot give non-trivial bounds in the one-pass setting.

1.4

Organization

The rest of this paper is organized as follows. In Section 2, we give a brief overview of the
known tools from communication and information complexity that will be useful in our lower
bound proofs. Then in Section 3, we present our semi-streaming algorithm for MDS, proving
Theorem 2. We present our lower bound results for MDS, namely, proofs of Theorems 4
and 5 in Section 4. Finally, we conclude with a direction for future work in Section 5.

2
2.1

Preliminaries
Communication Complexity

We will now provide the necessary context on communication complexity for proving our
lower bounds (see the excellent monographs [23, 25, 24] for an overview).
In the two-party communication complexity framework, there are two parties, denoted
Alice and Bob, who each hold a part of their joint input (A, B). The objective of Alice and
Bob is to solve a joint problem by communicating as few bits as possible to each other. The
way Alice and Bob interact is specified by a communication protocol Π. Alice and Bob may
use randomization, in which case Alice and Bob have access to a (public) infinite shared
string of random bits RΠ , and also each have access to infinite (private) strings of random
bits. With slight abuse of notation, we denote the transcript of their communication, i.e., the
entirety of all their exchanged messages, also by Π. The cost of a communication protocol Π,
denoted |Π|, is the maximum total number of bits exchanged in an execution of Π. Then, the
randomized ϵ-error communication complexity of problem P, denoted Rϵ (P), is the minimum
cost of an ϵ-error communication protocol for P.

2.2

Inequalities Involving Entropy and Mutual Information

We will use information theory to give lower bounds on the communication complexity of
communication problems. To this end, in this section we give notation and useful inequalities
involving entropy and mutual information. For more details on information theory, we refer
the reader to the monograph by Cover and Thomas [11].
Let A, B, C be jointly distributed random variables according to distribution D. We denote
by HD (A) the entropy of A, and by HD (A | B) the conditional entropy of A conditioned on
B. The mutual information between A and B is denoted by ID (A : B), and the conditional
mutual information of A and B conditioned on C is denoted by ID (A : B | C). If the
distribution D is clear from the context then we may drop the subscript D in the entropy
and mutual information expressions.
We will make use of the following inequalities: (let A, B, C, D be jointly distributed
random variables)
1. If A and B are independent conditioned on CD then I(A : B | CD) = 0 (see Sec. 2 in
[11]).
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2. If A and C are independent conditioned on D then I(A : B | CD) ≥ I(A : B | D).
(see Prop. B.3. in [4])
3. If D is independent of A, B and C then I(A : B | CD) = I(A : B | C) (see Sec. 2 in
[11]).
4. I(A : B | C) ≤ min{H(A), H(B)} (immediate from def. of mutual information).

2.3

Information Complexity

In order to prove lower bounds on our communication problems, we use the information
complexity framework (see [8] for a great overview). Information complexity approaches
to proving lower bounds on the communication cost of protocols measure the amount of
information necessarily revealed by the transcript of the protocol. This quantity is a natural
lower bound on the communication cost of the protocol, since the amount of information
revealed cannot be larger than the number of bits exchanged.
▶ Definition 6 (Internal and external information cost). Denote by DP a distribution over
inputs (X, Y ) for a two-party communication problem P, and let Π be a protocol. Then, the
internal information cost of Π, denoted ICostint
D (Π), and the external information cost of Π,
denoted ICostext
(Π),
are
defined
as:
D
ICostint
D (Π) = IDP (X : Π | Y RΠ ) + IDP (Y : Π | XRΠ ) , and
ICostext
D (Π) = IDP (XY : Π | RΠ ) .
ext
The internal (external) information complexity of problem P, denoted ICint
D (P) (resp. ICD (P )),
is the minimum internal (resp. external) information cost of any randomized constant error
protocol that solves P.

It is well-known (e.g. [8]) that the information complexity (both internal and external) of
a problem P constitutes a lower bound on the randomized constant-error communication
complexity of P. It is therefore enough to bound the information complexity of a problem
rather than the communication complexity directly.
Last, we will use the fact that external information cost cannot be smaller than internal
information cost:
▶ Lemma 7 (e.g. [8]). Let Π be a two-party communication protocol. Then:
ext
ICostint
D (Π) ≤ ICostD (Π) .

3

Semi-streaming Algorithm in the Insertion-only Model

We now give an algorithm for MDS in the one-pass edge-arrival streaming model. Let
H = (V, F ) be the n-vertex input graph. Recall that instead of working with H directly, we
consider the bipartite incidence graph G = (A, B, E) with A = B = V instead: for every edge
{u, v} ∈ F , we add the edges (u, v) and (v, u) to G, using the notation (a, b) to denote an
edge in the bipartite incidence graph where a ∈ A and b ∈ B. The objective now is to select
a subset D ⊆ A such that ΓG (D) = B and |D| is minimum. In what follows, we present an
√
Õ( n)-approximation algorithm for MDS using Õ(|A| + |B|) = Õ(n) space.
Observe that when going from input graph H to the bipartite incidence graph G in the
streaming model, for every edge {u, v} ∈ F arriving in the stream, the edges (u, v) and (v, u)
are fed into our algorithm. The additional structure, i.e., the knowledge that edge (v, u)
follows edge (u, v), is not exploited by Algorithm 1. In other words, Algorithm 1 also works
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√
as an Õ( n)-approximation algorithm for a general Set Cover instance with n sets and a
universe of size n, and, as we will point out further below, can be extended with minimal
√
modification to solve Set Cover instances on m sets with approximation factor Õ( n) using
only Õ(m + n) space.

3.1

The Algorithm

Our algorithm maintains sets D0 , D1 , ..., Dlog n that are all initially empty such that each set
√
√
Di will contain only O( n) vertices in expectation, and at most O( n log n) vertices with
n
high probability. Our dominating set solution will include all vertices in ∪log
, as well
i=0 D
Pi log n
log n
as any vertices at the end that are not dominated by vertices in ∪i=0 Di . Since i=0 |Di |
√
n
is O( n log n), the goal of the algorithm in choosing vertices for inclusion in ∪log
i=0 Di is
to ensure that the size of the set of undominated vertices that remains at the end is only
√
O( n log n) times the size of an optimal solution. Towards this end, we ensure that if there
√
is any vertex in A that could have dominated Ω( n) undominated vertices at the end, it
n
is necessarily included in ∪log
solution
i=0 Di . Combined together, these properties imply a
√
√
that is only O( n log n) as large as the optimal solution in expectation ,and O( n log2 n)
as large as the optimal solution with high probability.
As outlined in Section 1.2, the challenge in achieving the above-mentioned properties in
the semi-streaming regime is that we only have Õ(1) space available per vertex to recognize
that it can dominate many vertices not yet dominated as well as maintain a certificate of
coverage for each dominated vertex. We achieve the former by continually recording degrees
√
to undominated vertices and including a vertex in the set Di with probability 2i / n if it
√
has essentially accumulated Θ( n) degree to undominated vertices for i successive iterations.
This probabilistic inclusion process ensures that on the one hand, we do not include too many
vertices that are all dominating the same set of vertices, and yet upon termination of the
√
algorithm, any vertices that can dominate Ω( n log n) undominated vertices are necessarily
n
included in ∪log
i=0 Di – a consequence of the aggressive ramping up of inclusion probabilities.
Finally, the algorithm handles the recording of certificate of coverage in small space by
starting to record the vertices that will be covered by a vertex v included in our solution
only once the vertex v is already included in the solution. The probabilistic inclusion process
ensures that many edges incident on an included vertex v are expected to arrive only after v
has been selected. Altogether, this ensures that using only Õ(1) amount of information per
√
vertex, the algorithm is both Õ( n)-competitive with the optimal solution, and is able to
maintain a certificate of coverage for each vertex.

3.2

Analysis

It is easy to verify that the space used by the algorithm is Õ(|A| + |B|) = Õ(n) as we are
only maintaining degrees of vertices in A, recording which vertices in B have been covered,
and storing the subset of A that is included in our solution. In what follows, we show that
√
the expected size of the solution returned by our algorithm is O( n log n) times the optimal.
We call d(a) the uncovered degree of vertex a. For any vertex b ∈ B and integer i ≥ 0, we
say that an edge e = (a, b) is a level-i edge if at the moment when e arrived in the stream,
i · n1/2 ≤ d(a) < (i + 1) · n1/2 . Let Xi (b) be a random variable whose value equals the number
P
of level-i edges incident on a vertex b ∈ B, and let Xi = b∈B Xi (b) denote the total number
of level-i edges.
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Algorithm 1 Single-pass Semi-Streaming Algorithm for MDS.

Require: Bipartite input graph G = (A, B, E) with |A| = |B| = n
1: Let D1 , D2 , . . . , Dlog n ← {}
2: For every a ∈ A: d(a) ← 0
3: U ← ∅ {Keep track of dominated nodes (U ⊆ B always holds)}
4: For every b ∈ B : C(b) ← ⊥ {Output cover certificate}
5: Let D0 ⊆ A such that every vertex is included in D0 with probability p0 :=
6: while stream not empty do
7:
Let (a, b) be the next edge in the stream
8:
if b ∈ U then {ignore edge if incident to already covered B-vertex}
9:
Continue with next edge in stream
10:
end if
11:
{vertex b is not yet covered}
12:
d(a) ← d(a) + 1
13:
if d(a) = i · n1/2 for some integer i ≥ 1 then
i
14:
With probability pi := √2 n = 2i p0 : Di ← Di ∪ {a}
15:
end if
S
16:
if a ∈ i≥0 Di then {b is dominated by a}
17:
U ← U ∪ {b}
18:
C(b) ← a
19:
end if
20: end while
21: For every b ∈ B \ U : C(b) ← b
log n
22: return Dominating set ∪i=0 Di ∪ (B \ U ) and cover certificate C

√1
n

▶ Lemma 8. For any integer i ≥ 0, we have:
E[Xi ] ≤

n3/2
.
2i
√

Proof. We will show that for any vertex b ∈ B, and i ≥ 0, E[Xi (b)] ≤
follows by linearity of expectation as
"
E[Xi ] = E

#
X
b∈B

Xi (b) =

X
b∈B

E[Xi (b)] ≤

n
2i

. The lemma then

n3/2
.
2i

Now to bound E[Xi (b)], we observe that if an edge (a, b) is a level-i edge then it means
that vertex a was sampled with probability 2i p0 (and not included). Let Z be a random
variable that denotes the number of trials needed to see a success when each trial has success
probability 2i p0 . Then Xi (b) ⪯ Z, that is, Z stochastically dominates Xi (b) since for any
positive integer K, Pr[Xi (b) = K] ≤ Pr[Z = K]. Note that Xi (b) may be much smaller than
Z as the vertex b stops accumulating level-i edges as soon as all edges incident on vertex b
have arrived even if the Bernoulli process defined above has not seen a success. Now since
the random variable Z is distributed according to geometric distribution, we have
√
1
n
E[Xi (b)] ≤ E[Z] ≤ i = i .
◀
2 p0
2
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▶ Lemma 9. For any integer i ≥ 0, let Ai ⊆ A be the set of vertices a with d(a) ≥ i · n1/2 at
the end of the stream. Then
E[|Ai |] ≤

n
.
2i−1

√
Proof. For any vertex a ∈ A to be included in the set Ai , the vertex a must receive n
level-(i − 1) edges that are incident on it. But by Lemma 8, we know that the expected
√
number of level-(i − 1) edges is bounded by n3/2 /2i−1 . Thus |Ai | ≤ Xi−1 / n, and hence
√
n
E[Ai ] ≤ E[Xi−1 ]/ n ≤ 2i−1
.
◀
√
▶ Lemma 10. At the end of the stream, for every integer i ≥ 0, we have E[|Di |] ≤ 2 n.
Proof. For any i ≥ 0, the set Di is a subset of Ai obtained by sampling each vertex in Ai
with probability 2i p0 . Thus by Lemma 9, we have
E[|Di |] = E[|Ai |] · 2i p0 ≤

n
2i−1

√
2i
·√ =2 n.
n

◀

▶ Lemma 11. D 12 log n = A 12 log n .
1

Proof. We have 2 2 log n · p0 ≥ 1. Hence, every vertex of A 12 log n is included in D 21 log n .

◀

▶ Lemma 12. The expected size of the dominating set returned by the algorithm is at most
√
O( n log n) times the optimal size.
Proof. The solution returned by the algorithm is ∪i≥0 Di and the set B \ U . We first observe
√
that E[| ∪i≥0 Di |] ≤ 2 n log n by Lemma 10, so the expected size of this component of
√
the solution is clearly at most O( n log n) times the optimal size (assuming the graph is
non-empty).
Now to compare |B \ U | to optimal solution size, we consider any solution O∗ ⊆ A that
is a minimum dominating set for B \ U . We claim that every vertex a ∈ O∗ covers at most
√
n log n vertices in B \ U . Indeed, suppose that this was not the case, and some vertex
√
a ∈ O∗ covers more than n log n vertices in B \ U . Then, there must be a moment when
a was inserted into A 12 log n , and thus also into D 12 log n by Lemma 11. However, from this
moment onwards, every uncovered neighbor of a would become covered, a contradiction.
√
Thus |B \ U | is bounded by |O∗ |/( n log n), completing the proof of the lemma.
◀
High probability result. The analysis above shows that the expected size of the dominating
√
set produced is at most O( n log n) times the optimal size. At the expense of losing another
logarithmic factor, it is easy to slightly modify the algorithm and analysis to instead claim
√
that the size of the dominating set produced is at most O( n log2 n) times the optimal size
with probability at least 1 − 1/ poly(n). The only change in the algorithm is to set the
√ n instead of √1 . With this change, the assertion of the Lemma 10 can be
parameter p0 = log
n
n
√
modified to show that for every integer i ≥ 0, we have |Di | = O( n log n) with probability
at least 1 − 1/ poly(n). The remainder of the analysis is essentially identical, and we can
√
conclude that the size of the dominating set produced is at most O( n log2 n) times the
optimal size with probability at least 1 − 1/ poly(n).
We have thus established the following theorem.
▶ Theorem 2 (restated and more formal). Algorithm 1 is a randomized one-pass semi√
streaming algorithm for MDS with expected approximation factor O( n log n). The algorithm
√
can also give an approximation factor of O( n log2 n) with high probability.
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Extension to general Set Cover instances. Our algorithm can also solve Set Cover instances
with universe size n and an arbitrary number of sets m with an expected approximation ratio
√
√
of O( n log m) and space Õ(n + m). The sole modification needed is to initialize p0 := mn
in Line 5. Then, similar to Lemma 11, it can be seen that the algorithm only uses at most
√
log m levels and thus at most log m dominating sets Di , each of expected size O( n). The
√
expected approximation factor is therefore bounded by O( n log m), giving us Theorem 3
(as stated in Section 1.1).

4

Lower Bounds

As outlined in the overview presented in Section 1.2, the starting point for our lower bounds for
both insertion-only and insertion-deletion streams is the two-party communication problem
called the Set-Union problem, whose hardness was established by Assadi et al. [4]. Our lower
bound for insertion-deletion streams is based on embedding an instance of Set-Union into a
larger instance such that the embedded instance only gets revealed after deletions, allowing
us to obtain a stronger lower bound. We refer to this new problem as the Embedded-Set-Union
problem (ESU). The rest of the section is organized as follows. In Subsection 4.1, we introduce
the Set-Union problem and state its hardness. In Subsection 4.2, we give our lower bound for
insertion-only streaming algorithms via a reduction to Set-Union. Then, in Subsection 4.3,
we define the Embedded-Set-Union problem, prove its hardness, and establish a connection
between insertion-deletion streaming algorithms for MDS and the ESU problem, which yields
the desired space lower bound.

4.1

The Set-Union Problem

The Set-Union problem is a two-party communication problem where Alice and Bob each
hold subsets S1 , S2 ⊆ [n], respectively, with the promise that S1 ∪ S2 = [n] \ {T }, for some
element T ∈ [n]. The objective for Alice and Bob is to sufficiently skew the a priori uniform
distribution of T by communicating with each other, i.e., so that the distribution of T
conditioned on the transcript of the protocol is far from uniform (see further below for
details). While this objective appears to be easier to achieve than identifying T itself, we
will see that the information complexity of Set-Union is Ω(n).
We consider the hard input distribution DSU for Set-Union:
n
Distribution DSU
on variables A, B and T :
1. For each i ∈ [n]: (A[i], B[i]) is chosen uniformly at random from {(1, 1), (1, 0), (0, 1)}.
2. Let T ∈ [n] be a uniform random index.
3. Let A[T ] = B[T ] = 0.
Alice holds A and Bob holds B.
n
If we omit the superscript, i.e., we write DSU , then we mean DSU
.
Following [4] for the related Set-Intersection problem, we consider the following notion of
solving Set-Union:

▶ Definition 13 ([4]). We say that a protocol ΠSU ϵ-solves Set-Union iff:

EΠSU ∆T V dist(T | ΠSU ), U[n] ≥ ϵ ,
where ∆T V is the total variation distance, T is the variable in the distribution DSU , and U[n]
is the uniform distribution on n elements.
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Observe first that T is uniformly distributed in distribution DSU . The quantity
dist(T | ΠSU ) is the distribution of T conditioned on the transcript of the protocol. It
is hence required that a protocol that ϵ-solves Set-Union contains enough information in the
transcript that substantially skews the distribution of T .
We will next discuss the hardness of Set-Union. To this end, we observe that Set-Union
is the complementary problem to Set-Intersection, as defined by Assadi et al. in [4]: In
Set-Intersection, Alice and Bob each hold subsets R1 , R2 ⊆ [n], respectively, with the promise
that R1 ∩ R2 = {T }, for some T ∈ [n]. They further define the hard input distribution DSI ,
which is identical to DSU with every bit flipped. The objective is the same as in Set-Union,
i.e., to ϵ-solve Set-Intersection. Since Alice and Bob can take complements of their sets locally,
any Set-Union instance (S1 , S2 ) can be transformed into a Set-Intersection instance (R1 , R2 )
by setting R1 = [n] \ S1 and R2 = [n] \ S2 , and vice versa. This process also applies to
transforming DSU to DSI . The two problems are therefore equivalent and the hardness of
Set-Intersection proved in [4] carries over to Set-Union.
As proved in [4], we have the following hardness:
▶ Theorem 14 ([4]). Let ΠSU be a protocol that ϵ-solves Set-Union. Then:
2
ICostint
D n (ΠSU ) = Ω(ϵ · n) .
SU

By the relationship between internal and external information cost (Lemma 7), the following
holds:
2
ICostext
D n (ΠSU ) = Ω(ϵ · n) .
SU

4.2

Lower Bound for Insertion-only Streams

We will first use the Set-Union problem to show that every one-pass insertion-only streaming
algorithm for MDS with approximation ratio o(n/ log n) can be used to Ω(1)-solve Set-Union.
Consequently, any such algorithm requires space Ω(n). This is achieved via a simple reduction:
▶ Theorem 4 (restated). Any constant error one-pass streaming algorithm for MDS in the
insertion-only model with approximation factor o(n/ log n) requires Ω(n) space.
Proof. Let (A, B, T ) be an instance of Set-Union, and let A be a streaming algorithm as in
the statement of the theorem.
Alice and Bob proceed as follows:
1. Alice and Bob construct the input graph G = ([n] ∪ {vA , vB }, EA ∪ EB ) as follows:
2. Alice constructs the edge set EA = {(vA , a) : a ∈ A} and runs A on EA (in arbitrary
order). Alice then sends the memory state of A to Bob.
3. Bob constructs the edge set EB = {(vB , b) : b ∈ B} and continues executing A on EB
(in arbitrary order).
4. As a result of A, Bob obtains a dominating set D. Bob then sends the set D′ = D\{vA , vB }
back to Alice.
We denote this protocol by ΠSU .
We will now prove that the transcript Ω(1)-solves the Set-Union instance:
First, observe that γ(G) ≤ 3 since the dominating set {vA , vB , T } is of this size. Next,
since the approximation factor of A is o(n/ log n), the output dominating set D is therefore
of size 3 · o(n/ log n) = o(n/ log n). Since T ∈
/ A ∪ B, it is neither covered by vA nor by vB . T
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is therefore necessarily contained in the set D′ , which is part of the transcript. Since D′ ⊆ D,
we have that |D′ | = o(n/ log n). Then, since algorithm A fails with constant error, we have:

1
EΠSU ∆T V dist(T | ΠSU ), U[n] ≥ Pr[A succeeds ] ·
2


(n − o(n/ log n))

1
n


= Ω(1) .

Alice and Bob can therefore Ω(1)-solve the Set-Union instance, which, by Theorem 14,
implies that the information cost and therefore also the communication cost of ΠSU is Ω(n).
Since the message from Bob to Alice, which constitutes the set D′ , is of length o(n) (D′ is
of size o(n/ log n) and each element in D′ can be encoded with O(log n) bits), the message
from Alice to Bob, which coincides with the memory state of A, must therefore be of length
Ω(n).
◀

4.3

Lower Bound for Insertion-deletion Streams

We will now prove our lower bound for insertion-deletion streaming algorithms for MDS,
showing that Ω(n2 /(α log n)) space is necessary for computing an α-approximate solution,
for any α = O(n/ log3 n). To this end, we first define a hard two-party communication
game Embedded-Set-Union (ESU) in Subsection 4.3.1, which can be seen as the Set-Union
problem embedded in a more complex setting, and prove a lower bound on its communication
complexity in Subsection 4.3.2. Then, in Subsection 4.3.3, we will show that a streaming
algorithm for MDS can be used to solve ESU, which then establishes the desired lower bound.

4.3.1

The Embedded-Set-Union Problem (ESU)

The Embedded-Set-Union problem (ESU) is parametrized by an integer β ≥ C log2 n, for some
large enough constant C, and defined as follows. Alice holds n vectors A1 , . . . , An ∈ {0, 1}n ,
Bob holds an index I ∈ [n], a vector B ∈ {0, 1}n , index sets J1 , . . . Jn ⊆ [n] with |Ji | = n − β,
for every i ̸= I and JI = {}, and also knows the entries Ai [Ji ], for every i. Alice and Bob
are guaranteed that sets (AI , B) constitute a valid Set-Union instance, i.e., (AI , B) ∼ DSU .
The objective for Alice and Bob is to ϵ-solve the Set-Union instance (AI , B), and we say that
a protocol ϵ-solves ESU if it ϵ-solves the instance (AI , B).
β
Next, we define a hard input distribution DESU
that will be used for lower bounding the
communication complexity of ESU.
β
Distribution DESU
is defined on variables I, T, A1 , . . . An , J1 , . . . , Jn , and B:
1. Let I ∈ [n] be a uniform random index.
2. Let (AI , B, T ) ∼ DSU (A, B, T ).
3. For each i ̸= I : Let Ai ∼ DSU (A).
4. Let JI = {} and for i ̸= I: Let Ji ⊆ [n] be a random subset of size n − β.
Alice holds sets A1 , . . . , An and Bob knows Ai [Ji ], for every i, the set B, and the index
I.

We will denote by A′i := Ai − Ai [Ji ] the set obtained by removing the elements in Ai [Ji ]
from Ai . In the following, we will require a lower bound on the size of every set A′i that we
will give now:
β
▶ Lemma 15. Consider an input sampled from DESU
. Then, with high probability, every set
A′i with i ̸= I, is of size at most β.
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Proof. Since Ji is a uniform random subset of [n] of size n − β, A′i is a vector with β
entries where every bit is “1” with probability 2/3, since every entry in Ai is set to be 1
with probability 2/3. Hence, A′i contains 2/3 · β “1” entries in expectation, and at most β
“1” entries with high probability (which follows from Chernoff bounds using the fact that
β ≥ C · log n, for a large enough C). Applying the union bound over all i ∈ [n] \ I, this
bound holds for all indices i ∈ [n] \ {I}.
◀
In the following, we will work with particular protocols for Set-Union and ESU that we
call nice protocols:
▶ Definition 16 ((p, t)-Nice Protocols). Let C0 > 0 be a small constant and n0 a large integer
1
such that ICostext
n (Π
DSU
SU ) ≥ C0 · n, for every n ≥ n0 , for every protocol ΠSU that 4 -solves
Set-Union. We say that a communication protocol Π for Set-Union or ESU is (p, t)-nice if:
1. It consists of two messages; first a message Π1 from Alice to Bob, and next a message Π2
from Bob to Alice; and
2. For every n ≥ n0 , with probability at least p, the message Π2 is an encoding of a subset
S ⊆ [n] with |S| ≤ C0 · n/(t log n) and T ∈ S. Furthermore, the encoding of S, i.e., the
message Π2 , is of length at most |Π2 | ≤ C0 · n/((t − 2) log n) bits (which is easy to achieve
since every element u ∈ S can be encoded with ⌈log n⌉ bits).
Observe that a (p, t)-nice protocol is also (p′ , t′ )-nice if p ≥ p′ and t ≥ t′ . For brevity, we
say that a protocol is nice if it is (2/3, 3)-nice.
We will show now that nice-protocols 14 -solve Set-Union (or ESU).
▶ Lemma 17. Let Π be a nice protocol for Set-Union (or ESU). Then, for large enough n, Π
1
4 -solves Set-Union (or ESU).
Proof. Let C0 and n0 be as in Definition 16. Since Π is a nice protocol, with probability
at least 2/3, its second message Π2 from Bob to Alice encodes a set S ⊆ [n] with |S| ≤
C0 · n/(3 log n) such that T ∈ S. The transcript of Π, in particular, the set S thus reduces
the possible values of T to |S| = o(n). We thus obtain:


 2 1
1
1
1
EΠ ∆T V dist(T | Π), U[n] ≥ ·
(n − |S|) ·
= (1 − o(1)) = − o(1) .
◀
3 2
n
3
3

4.3.2

Communication Complexity of ESU

Before giving our lower bound proof, we need to establish an important property of nice
protocols for Set-Union.
▶ Lemma 18. Let ΠSU be a nice protocol for SU, and let Π1SU denote the message sent from
Alice to Bob. Then:
IDSU (A : Π1SU | RΠSU ) = Ω(n) .
Proof. Let C0 and n0 be as in Definition 16 and assume that n ≥ n0 . Then, by Lemma 17,
since ΠSU is a nice protocol, it 14 -solves Set-Union. Recalling the definition of the constant
C0 , we have ICostext
n (Π
DSU
SU ) ≥ C0 · n.
We denote by Π2SU the message sent from Bob to Alice, and, for brevity of notation, we
denote by R the public random string RΠSU . Then:
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C0 · n ≤ ICostext
D (ΠSU ) = IDSU (AB : ΠSU | R)
SU

= IDSU (AB : Π1SU Π2SU | R)
= IDSU (AB : Π1SU | R) + IDSU (AB : Π2SU | Π1SU R)
≤ IDSU (A : Π1SU | R) + IDSU (B : Π1SU | AR) + |Π2SU |
= IDSU (A :

Π1SU |

|Π2SU |

R) + 0 +
1
≤ IDSU (A : Π1SU | R) + C0 · n ,
2

(*)
(**)

where (*) follows since mutual information between two random variables is bounded from
above by the minimum entropies of the two involved random variables (Prop. 4 in Sec. 2.2),
and (**) follows since B and Π1SU are independent conditioned on A and R (Prop. 1 in
Sec. 2.2). The result follows.
◀
Next, we show that a similar statement also holds for the subvectors of Alice’s input A.
▶ Lemma 19. Let ΠSU be a (2/3 + ϵ, 300)-nice protocol for Set-Union, for any ϵ > 0. Let
J ⊆ [n] be a uniform random subset of indices of size k, for any k ≤ n − C ′ log2 n (for some
large enough C ′ ), and denote by J := [n] \ J. Furthermore, denote by Π1SU the message sent
from Alice to Bob. Then:
1
n (A[J] : Π
IDSU
SU | A[J]RΠSU ) = Ω(|J|) .
|J|

Proof. Let (A′ , B ′ , T ′ ) ∼ DSU be an instance of length |J|. Alice and Bob use the (2/3 +
ϵ, 300)-nice protocol ΠSU designed for input lengths n to solve this instance of length |J|.
They create the instance (A, B) of length n as follows:
1. Alice and Bob set A′ and B ′ at positions A[J] and B[J], respectively.
2. Alice and Bob use public randomness to sample all positions A[j] with j ∈ J: For every
index j ∈ J, they set A[j] = 1 with probability 2/3 and A[j] = 0 with probability 1/3.
3. Bob uses private randomness to set the bits B[j], for j ∈ J, as follows: If A[j] = 0 then
Bob sets B[j] = 1, and if A[j] = 1 then Bob sets B[j] = 1 with probability 1/2 and
B[j] = 0 with probability 1/2. Observe that, for every j ∈ J, the pairs (A[j], B[j]) are
then uniformly distributed in {(1, 1), (1, 0), (0, 1)}.
Then, Alice sends the first message Π1SU of protocol ΠSU to Bob (on instance (A, B)). Bob
then computes the second message Π2SU of protocol ΠSU and determines the set S ⊆ [n]
encoded by Π2SU . However, rather than sending Π2SU back to Alice, Bob computes the subset
S ′ = S ∩ J and sends this subset S ′ back to Alice in a suitable encoding. We call the resulting
|J|
protocol ΠSU .
|J|

We will first argue that the protocol ΠSU is (2/3, 3)-nice (or simply nice). To this end,
|J|

we will bound the size of S ′ , i.e., the set of elements sent from Bob back to Alice in ΠSU .
Denote by S the set encoded in Π2SU . Then, since ΠSU is (2/3 + ϵ, 300)-nice, with probability
at least 2/3 + ϵ, |S| ≤ C0 · n/(300 log n) and T ∈ S. Recall that S ′ = S ∩ J. Then, since J is
a random subset of [n], by Chernoff bounds, we have
|S ′ | ≤ 100 ·

C0 · n
|J|
C0 · |J|
·
=
,
300 log n n
3 log n
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with probability at least 1 − n1 (using the fact that |J| ≥ C ′ log2 n, for some large enough
C ′ ), and T ∈ S ′ . Using a union bound on the error probabilities 1/3 − ϵ and 1/ poly n, the
|J|

protocol ΠSU is thus (2/3, 3)-nice (for large enough n).
Next, we will relate the information cost of ΠSU to ΠJSU . Observe that the public
randomness R

|J|

|J|

ΠSU

used in ΠSU is R

|J|

ΠSU

= A[J], J, RΠSU , where RΠSU is the public randomness

used by protocol ΠSU . Observe further that, since J is a random subset, this construction
|J|

n
establishes exactly the distribution DSU
. Denote by (ΠSU )1 the message sent from Alice to
|J|

|J|

Bob in ΠSU . Then, since ΠSU is (2/3, 3)-nice, we can apply Lemma 18 and obtain:
Ω(|J|) = I

|J|

|J|

DSU

(A′ : (ΠSU )1 | R

|J|

ΠSU

)

1
n (A[J] : Π
= IDSU
SU | A[J]JRΠSU )
1
n (A[J] : Π
= IDSU
SU | A[J]RΠSU ) ,

where the last step uses the fact that J is independent of all other variables in the mutual
information term (Prop. 3 in Sec. 2.2).
◀
Equipped with Lemma 19, we are now ready to give our lower bound on the communication
complexity of ESU.
▶ Theorem 20. Every (2/3 + ϵ, 300)-nice protocol for ESU requires a first message from
Alice to Bob of size Ω(nβ) bits.
Proof. Let ΠESU be a (2/3 + ϵ, 300)-nice protocol for ESU. We will first show that ΠESU can
be used to solve Set-Union, as follows:
1. Let (A, B, T ) ∼ DSU be an instance of Set-Union.
2. Alice and Bob use public randomness to sample a uniform random index I ∈ [n].
3. Alice sets AI = A.
4. For every i ̸= I:
Using public randomness, Alice and Bob sample Ji ⊆ [n] of size n − β and Ai [Ji ] (each
bit in Ai [Ji ] is 1 with probability 2/3, otherwise 0). Then, using private randomness,
Alice samples the remaining positions of Ai , namely, Ai [Ji ].
Next, they run the protocol ΠESU , which solves ESU and thus also Set-Union. We denote the
resulting protocol by ΠSU . Observe that since ΠESU is (2/3 + ϵ, 300)-nice, the protocol ΠSU
is also (2/3 + ϵ, 300)-nice.
Let JI ⊆ [n] be a random subset of size β and let JI = [n] − JI . Then, using Lemma 19,
we obtain (recall that β ≥ C log2 n, for some large enough C, we can thus invoke Lemma 19):
Ω(β)

=

IDSU (A[JI ] : Π1SU | A[JI ]RΠSU )

=

IDESU (AI [JI ] : Π1ESU | IA[JI ]A[J−I ]RΠESU )

=

IDESU (AI [JI ] : Π1ESU | IA[J]RΠESU ) ,

where we used the notation A[J−I ] = A1 [J1 ], . . . , AI−1 [JI−1 ], AI+1 [JI+1 ], . . . , An [Jn ], and
A[J] = A1 [J1 ], . . . , An [Jn ], and the fact that the public randomness RΠSU consists of I,
A[J−I ], and RΠESU .
Next, we expand the previous expression as follows:
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Ω(β)
= IDESU (AI [JI ] : Π1ESU | IA[J]RΠESU )
=

n
1 X
·
IDESU (Ai [Ji ] : Π1ESU | IA[J]RΠESU , I = i)
n
i=1

n
1 X
IDESU (Ai [Ji ] : Π1ESU | A[J]RΠESU )
= ·
n

Prop. 3 in Sec. 2.2 applied

i=1

to I (and event I = i)
n

≤

1 X
·
IDESU (Ai [Ji ] : Π1ESU | A[J]RΠESU , A1 [J1 ], . . . , Ai−1 [Ji−1 ])
n

Prop. 2 in Sec. 2.2

i=1

1
ID
(A[J] : Π1ESU | A[J]RΠESU )
n ESU
1
≤ IDESU (A : Π1ESU | RΠESU ) .
n

=

Since IDESU (A : Π1ESU | RΠESU ) ≤ HDESU (Π1ESU ) ≤ |Π1ESU |, the result follows.

4.3.3

◀

Lower Bound for Insertion-deletion Streaming Algorithms for MDS

We will now argue that one-pass insertion-deletion streaming algorithms for MDS can be
used to obtain a (p, t)-nice protocol for ESU, for suitable parameters p and t. This reduction
then reveals that every such algorithm requires space Ω(n2 /(α log n)), which constitutes our
main lower bound result.
▶ Theorem 5 (restated and slightly more formal). Every one-pass 1/4-error streaming algorithm
in the insertion-deletion model for MDS with approximation factor α ≤ Cn/ log3 n, for some
small enough C, requires space Ω(n2 /(α log n)).
Proof. Let A be an algorithm as in the statement of the theorem. We consider the ESU
n
′
problem with parameter β = C ′ α⌈log
n⌉ , for a sufficiently small constant C whose value
we determine later. Recall that the definition of ESU requires β ≥ C log2 n, for some large
n
′′ n
enough constant C, which, together with β = C ′ α⌈log
n⌉ implies that α ≤ C log3 n , for some
′′
′′ n
constant C . This theorem thus holds for approximation factors α ≤ C log3 n .
1.

2.
3.
4.

5.

β
Let (A1 , . . . , An , I, B, J1 , . . . , Jn ) ∼ DESU
be an input to ESU. Then:
Alice and Bob construct a graph G on vertex set V = {A1 , . . . , An , B} ∪ [n], where
A1 , . . . , An , B is turned into a clique. Denote by EC the edges of this clique. Alice runs
algorithm A on the edges in EC (in arbitrary order).
Alice constructs the edge set EA = {(Ai , j) : i ∈ [n] and j ∈ Ai }. Alice runs algorithm
A on these edges (in arbitrary order) and then sends the resulting memory state to Bob.
Bob constructs the edge set EB = {(B, j) : j ∈ B} and continues the execution of A on
the edges in EB (in arbitrary order).
Bob next constructs the following set of edge deletions: ED = {(Ai , j) : i ∈ [n] and j ∈
Ai [Ji ]}. Bob continues the execution of A on ED (in arbitrary order) with every edge
interpreted as an edge deletion.
Bob then examines the dominating set D and the cover certificate C output by A. Denote
by F all elements in [n] that are not covered by the sets AI , B. Bob sends F back to
Alice.
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We denote this protocol by ΠESU and claim that ΠESU is (3/4, 300)-nice. Indeed, first
observe that γ(G) ≤ 3 since {A′I , B, {T }} is a dominating set of this size. Next, observe that
T ∈ F , i.e., T is necessarily covered by a set other than the sets A′I and B since (A′I , B, T )
constitutes a Set-Union instance. By Lemma 15, the degree of every vertex in V \ {A′I , B} is
at most β w.h.p. Hence, these vertices cover at most |D| · β different elements, which implies
|F | ≤ |D| · β. Since D constitutes an α-approximation, we have |D| ≤ 3 · α. Thus there are
3C ′ n
′
at most |F | ≤ 3 · α · β ≤ ⌈log
n⌉ values that variable T could take on. We then select C such
′

C0 n
3C n
that ⌈log
n⌉ ≤ 3 log n , where C0 is as in Definition 16. Finally, since the success probability of
A is at least 3/4, and |F | ≤ |D| · β holds with high probability, we obtain that ΠESU is nice.
Now by Theorem 20, the first message sent in protocol ΠESU must be of size Ω(nβ) =
Ω(n2 /(α log n)). Since this message coincides with the space requirements of A, the result
follows.
◀

5

Conclusions

Our results resolve the space requirements of streaming algorithms for MDS in both the
insertion-only and the insertion-deletion models up to poly-logarithmic factors. We showed
that, similar to Set Cover, MDS undergoes a phase transition at an approximation factor of
√
√
Θ̃( n), where space Õ(n) is sufficient for computing an Õ( n)-approximation, but space
√
√
Ω(n n) is needed for obtaining a o( n)-approximation. We also showed that no such
transition occurs in the insertion-deletion model, where space Θ̃(n2 /α) is necessary and
sufficient for computing an α-approximation. We conclude with a discussion of two natural
questions suggested by our work.
First, while our lower bound in the insertion-only model does not require an algorithm to
output a cover certificate, the cover certificate is pivotal to the lower bound by Assadi et al.
for Set-Cover [5] as well as our lower bound for MDS in the insertion-deletion model. Can we
prove similar lower bounds for algorithms that are not required to output a cover certificate?
Second, as observed in Section 3, our insertion-only streaming algorithm naturally extends
√
to arbitrary Set-Cover instances in the edge-arrival model, and gives Õ( n)-approximation
with space Õ(m + n) where m denotes the number of sets and n denotes the number of
elements in the set cover instance. In the set-arrival model, i.e., when entire sets arrive
one-by-one, a similar approximation factor can be achieved using only Õ(n) space, without
any dependency on m [14, 9]. This suggests the following natural question: is it possible to
avoid the space dependency on m in the edge-arrival model? In a follow-up work, subsequent
to this submission, we have made progress on this question by showing that the space used
must necessarily have a dependence on m. Specifically, we have been able to show that
√
Ω̃(m + n) space is necessary for achieving an Õ( n)-approximation.
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The AKL-Algorithm

For completeness, we now discuss the AKL-algorithm [5] applied to MDS in data streams.
We will first present the algorithm applied to insertion-only streams and then introduce the
modifications necessary for it to be run in insertion-deletion streams.
Let G = (V, E) be the input graph to MDS, and let α ≥ 1 be the desired approximation
guarantee. The AKL-algorithm in insertion-only streams proceeds as follows:
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1. Preprocessing: Arbitrarily partition V into sets V = {V1 , V2 , . . . , V⌈n/α⌉ } such that
|Vi | ≤ α, for every i.
2. While processing the input edge stream: For every vertex v ∈ V and every vertex
group Vj ∈ V, store a single edge that connects v to an arbitrary vertex in Vj . Denote by
S the set of edges stored.
3. Postprocessing:
a. Using edge set S, construct the split graph G′ = (V ∪ V, E ′ ) where V is turned into a
clique, and there is an edge between v ∈ V and Vj ∈ V if S contains an edge (v, u), for
any u ∈ Vj . Compute a minimum dominating set D′ in G′ with the property that no
vertex in V is selected (in exponential time).
b. Define the output dominating set D as follows: For each vertex group Vj ∈ D′ , add all
vertices in Vj to D.
Analysis. The space requirements of the algorithm are dominated by the edges S retained
by the algorithm. Since, for each vertex v ∈ V , we store at most ⌈n/α⌉ incident edges, and
n
· log n) =
we account space O(log n) per edge, the total space used by the algorithm is O(n · α
2
n
O( α log n).
To see that the algorithm indeed has an approximation factor of α, we will argue that
′
|D | = γ(G′ ) ≤ γ(G). This then implies the result since, by construction, |D| ≤ α · |D′ | and
thus |D| ≤ α · γ(G).
To see that γ(G′ ) ≤ γ(G) holds, consider the split graph G′′ = (V1 ∪ V2 , E ′′ ), where
V1 and V2 are copies of V , V1 is turned into a clique and (v1 , v2 ) ∈ E ′′ iff v1 and v2 are
neighbors in G. Then it is not hard to see that γ(G) = γ(G′′ ) (a dominating set Q in G is
also a dominating set in G′′ if Q is regarded as a subset of V1 , and vice versa). Next, observe
that G′ can be obtained from G′′ by contracting the V2 vertices into the vertex groups V.
Since the domination number of a graph cannot increase when contracting vertices, we have
γ(G′ ) ≤ γ(G′′ ) = γ(G).
Last, we need to argue that set D is indeed a dominating set in G. Recall that, by
construction, D′ is a dominating set in G′ . Consider a vertex v ∈ V and a vertex group
Vj ∈ V ∩ D′ that dominates v in G′ . This implies that there exists a vertex in Vj that is
adjacent to v in G. Since we added all vertices of Vj to D, vertex v is thus also dominated
by a vertex in D in graph G.
We have thus established the following theorem:
▶ Theorem 21. For every 1 ≤ α ≤ n, there is a deterministic one-pass α-approximation
2
streaming algorithm in the insertion-only model with space O( nα log n).
Extension to Insertion-deletion Streams. In order to implement the AKL-algorithm in
the insertion-deletion model, we need to solve the following task: For every v ∈ V and vertex
group Vj ∈ V, we need to store an arbitrary edge that connects v to a vertex in Vj (if there
is one). This can be achieved by l0 -sampling: An l0 -sampler in insertion-deletion streams is
an algorithm that returns a uniform random element with non-zero frequency, which, applied
to insertion-deletion graph streams, is thus able to return a uniform random edge of the
input graph. By restricting the scope of the l0 -sampler to edges between vertex v ∈ V and
vertex group Vj ∈ V, l0 -sampling allows us to sample a uniform random edge connecting v
to (a vertex in) Vj .
The l0 -samplers of Jowhari et al. [19] require space O(log2 n log 1δ ), where δ is the success
probability of the sampler. Since we need to run an l0 -sampler for every pair (v, Vj ) ∈ V × V,
which amounts to Θ(n2 /α) samplers, we choose δ = Θ( n12 ) in order to obtain an algorithm
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that succeeds with high probability. The total space requirements of the algorithm are
dominated by the space required by the l0 -samplers, which amount to
O(

1
n2
n2
) · O(log2 n log ) = O( log3 n) .
α
δ
α

We thus established the following theorem:
▶ Theorem 22. For every 1 ≤ α ≤ n, there is a randomized one-pass α-approximation
2
streaming algorithm in the insertion-deletion model with space O( nα log3 n) that succeeds
with high probability.
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fastest known deterministic worst-case update time algorithms for achieving approximation ratio
(2 − δ) (for any δ > 0) and (2 + ϵ) were both shown by Roghani et al. [arXiv’2021] with update times
√
O(n3/4 ) and Oϵ ( n) respectively. We close the gap between worst-case and amortized algorithms
for the two approximation ratios as the best deterministic amortized update times for the problem
√
are Oϵ ( n) and Õ(1) which were shown in Bernstein and Stein [SODA’2021] and Bhattacharya and
Kiss [ICALP’2021] respectively.
The algorithm achieving (3/2 + ϵ) approximation builds on the EDCS concept introduced by
the influential paper of Bernstein and Stein [ICALP’2015]. Say that H is a (α, δ)-approximate
matching sparsifier if at all times H satisfies that µ(H) · α + δ · n ≥ µ(G) (define (α, δ)-approximation
similarly for matchings). We show how to maintain a locally damaged version of the EDCS which is
a (3/2 + ϵ, δ)-approximate matching sparsifier. We further show how to reduce the maintenance
of an α-approximate maximum matching to the maintenance of an (α, δ)-approximate maximum
matching building based on an observation of Assadi et al. [EC’2016]. Our reduction requires
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1

Introduction

In the dynamic setting our task is to maintain a ’good’ solution for some computational
problem as the input undergoes updates [1, 10, 15, 16, 19, 30]. Our goal is to minimize the
update time we need to spend in order to update the output when the input undergoes
updates. One of the most extensively studied computational problems in the dynamic setting
is approximate maximum matching. Our task is to maintain an α-approximate matching
M in G, which is a matching which satisfies that |M | · α ≥ µ(G) (where µ(G) represent the
size of a maximum size matching of graph G). Due to the conditional lower bound of [2] the
maintenance of an exact maximum matching (a 1-approximate maximum matching) requires
at least O(poly(n)) update time. Hence, a long line of papers were focused on the possible
approximation ratio-update time trade-offs achievable for α > 1 [24, 28, 31, 40, 20, 22, 18, 47].
If a dynamic algorithm computes the updated output after at most O(T ) time following
any single change in the input we say that its update time is worst-case O(T ). A slight
relaxation of this bound is that the algorithm takes at most O(T · k) total time to maintain
the output over k > 0 consecutive updates to the input, for any k, in this case the update
time of the algorithm is amortized O(T ).
A number of dynamic algorithms in literature utilize different levels of randomization
[44, 3, 49, 8, 11, 34]. However, currently all known techniques for proving update time
lower bounds fail to differentiate between randomized and deterministic dynamic algorithms
[2, 33, 37, 38, 42]. Hence, understanding the power of randomization in the dynamic setting is
an important research agenda. In the case of dynamic matching getting rid of randomization
has proven to be difficult within the realm of Õ(1) update time. While as early as the
influential work of Onak and Rubinfield [41] a randomized algorithm with Õ(1) update time
has been found the first deterministic algorithm with the same update time was first shown
by Bhattacharya et al. [21]. For achieving (2 + ϵ)-approximation with worst-case update time
there is still an O(poly(n)) factor difference between the fastest randomized and deterministic
implementations ([3, 49] and [43] respectively).
While amortized update time bounds don’t tell us anything about worst-case update
time some problems in the dynamic setting have proven to be difficult to solve efficiently
without amortization. Notably, for the dynamic connectivity problem the first deterministic
amortized update time solution by Holm et al. [35] has long preceded the first worst-case
update time implementation of Kapron et al. [36] which required randomization.
Both of the algorithms presented by this paper carry the best of both worlds as they are
deterministic and provide new worst-case update-time bounds.
Many dynamic algorithms such as [32, 45] rely on the robustness of the output of the
output. To consider this in a context of matching as an example observe that if a matching
M is α-approximate it remains (α · (1 + O(ϵ)))-approximate even after ϵ · |M | edge updates.
Hence, if we are to rebuild M after the updates we can amortize its reconstruction cost over
ϵ · |M | time steps. However, such an approach initially inherently results in amortized update
time bound. In some cases with additional technical effort de-amortization was shown to be
achievable for these algorithms [32, 48]. A natural question to ask is weather an amortized
update time bound is always avoidable for amortized rebuild based dynamic algorithms.
To answer this question we explicitly present a versatile framework for improving the
update time bounds of amortized rebuild based algorithms to worst-case while incurring
only a Õ(1) blowup in update time. Our framework was implicitly shown in Bernstein et al.
[48] and Nanongkai and Saranurak [39]. To demonstrate the framework we present two new
results:
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▶ Theorem 1. There is a deterministic algorithm for maintaining a (2 + ϵ)-approximate
matching in a fully dynamic graph with worst-case update time Oϵ (log7 (n)) = Õ(1) (where
Oϵ hides O(poly(1/ϵ) factors).
For the approximation ratio of (2 + ϵ) the best known worst-case update time algorithm
√
of Õ( n) was show recently in [43]. However, Õ(1) amortized update time algorithms were
previously shown by [21], [45]. We show that an O(poly(n)) blowup in update time is not
necessary to improve these bounds to worst-case.
▶ Theorem 2. There is a fully dynamic algorithm for maintaining a (3/2 + ϵ)-approximate
√
m
maximum matching in worst-case deterministic Ô( n·β
+ β) (for our choice of β) or Ô( n)
update time (where Ô hides O(poly(no(1) , 1/ϵ)) factors).
For achieving better than than 2-approximation the fastest known worst-case update
√ √
time of Õ( n 8 m) was shown in [43]. Similar to the case of (2 + ϵ)-approximation there is
an Õ(poly(n)) faster algorithm achieving the same approximation ratio shown in [18] using
amortization. We again show that such a large blowup is not necessary in order to achieve
worst-case update times.
In order to derive the later result we first show an amortized rebuild based algorithm
for maintaining the widely utilized [17, 18, 29, 4, 6, 13, 14, 5] matching sparsifier EDCS
introduced by Bernstein and Stein [17]. At the core of amortized rebuild based algorithms
there is a static algorithm for efficiently recomputing the underlying data-structure. As the
EDCS matching sparsifier (as far as we are aware) doesn’t admit a deterministic near-linear
time static algorithm, we introduce a relaxed version of the EDCS we refer to as “damaged
EDCS”. For constructing a damaged EDCS we show a deterministic Õ(m) static algorithm.
Say that matching sparsifier (or matching) H is (α, δ)-approximate if µ(H) · α + n · δ ≥ µ(G).
A damaged EDCS is a (3/2 + ϵ, δ)-approximate matching sparsifier as opposed to the EDCS
which is (3/2 + ϵ)-approximate. To counter this we show new reductions from (α + ϵ)
to (α, δ)-approximate dynamic matching algorithms based on ideas of [9], [7]. Previous
such reductions relied on the oblivious adversary assumption that the input sequence is
independent from the choices of the algorithm and is fixed beforehand. Our reductions work
against an adaptive adversary whose decisions may depend on the decisions and random
bits of the algorithm. The update time blowup required by the reductions is Õ(1) or Ô(1)
if the reduction step is randomized or deterministic respectively. These reductions and the
static algorithm for constructing a damaged EDCS might be of independent research interest.
Using the randomized reduction we receive the following corollary:
m
▶ Corollary 3. The update time bound of Theorem 2 can be improved to Õ( n·β
+ β)
√
(or Õ( n)) if we allow for randomization against an adaptive adversary (where Õ hides
O(poly(log(n), 1/ϵ)) factors).

1.1

Techniques

We base our approach for improving an amortized rebuild based algorithm to worst-case
update time on an observation implicitly stated in Bernstein et al. [48] (Lemma 6.1). Take
an arbitrary input sequence of changes I for a dynamic problem and arbitrarily partition
it into k continuous sub-sequences Ii : i ∈ [k]. If a dynamic algorithm with update time
O(T ) is such that (knowing the partitionings) it can process the input sequence and the
total time of processing sub-sequence Ii is O(|Ii | · T ) then call it k batch-dynamic. Note that
the update time guarantee of a batch-dynamic algorithm is stronger then of an amortized
update time algorithm but it is weaker than a worst-case update time bound.
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Building on the framework of [48] we show that an O(log(n)) batch-dynamic algorithm
Alg can be used to maintain Õ(1) parallel output tapes with worst-case update time such
that at all times at least one output tape contains a valid output of Alg while only incurring
a blowup of Õ(1) in update-time. If Alg is an α-approximate dynamic matching algorithm
then each of the O(log(n)) output tapes each contain a matching. Therefore, the union of the
output tapes is an α-approximate matching sparsifier with maximum degree O(log(n)) on
which we can run the algorithm of Gupta and Peng [32] to maintain an (α + ϵ)-approximate
matching.
Therefore, in order to find new worst-case update time dynamic matching algorithms we
only have to find batch-dynamic algorithms. We show a framework (building on [48]) for
transforming amortized rebuild based dynamic algorithms to batch-dynamic algorithms. On
a high level an amortized rebuild based algorithm allows for a slack of ϵ factor damage to
its underlying data-structure before commencing a rebuild. To turn such an algorithm k
batch-dynamic during the progressing of the i-th batch we ensure a slack of i·ϵ
k instead. This
way once the algorithm finishes processing a batch it has kϵ factor of slack it is allowed to
take before commencing a rebuild meaning that the next rebuild operation is expected to
happen well into the proceeding batch.
With this general method and some technical effort we show a batch-dynamic version of
the (2 + ϵ)-approximate dynamic matching algorithm of [45] and prove Theorem 1.
In order to generate a batch-dynamic algorithm for maintaining a (3/2 + ϵ)-approximate
maximum matching more work is required as algorithms currently present in literature for
this approximation ratio are not conveniently amortized rebuild based. We introduce a
relaxed version of the matching sparsifier EDCS (initially appeared in [17]) called ’damaged
EDCS’. We further show that a damaged EDCS can be found in Õ(m) time. We show that a
damaged EDCS is robust against Õ(n · β) edge updates and has maximum degree β for our
m
choice of β. This means we can maintain the damaged EDCS in Õ( n·β
) amortized update
time with periodic rebuilds. We can then run the algorithm of [32] to maintain a matching
in the damaged EDCS in Õ(β) update time.

1.2

Independent Work

Independently from our work Grandoni et al. [29] presented a dynamic algorithm for
maintaining a (3/2 + ϵ)-approximate matching with deterministic worst-case update time
Oϵ (m1/4 ), where Oϵ is hiding O(poly(1/ϵ)) dependency.

2

Notations and Preliminaries

Throughout this paper, we let G = (V, E) denote the input graph and n will stand for |V |
and m will stand for the maximum of |E| as the graph undergoes edge updates. degE (v) will
stand for the degree of vertex v in edge set E while NE (v) stand for the set of neighbouring
vertices of v in edge set E. We will sometimes refer to degE (u)+degE (v) as the degree of edge
(u, v) in E. A matching M of graph G is a subset of vertex disjoint edges of E. µ(G) refers
to the size of a maximum cardinality matching of G. A matching M is an α-approximate
maximum matching if α · |M | ≥ µ(G). Define a matching to be (α, δ)-approximate if
|M | · α + δ · n ≥ µ(G).
In the maximum dynamic matching problem the task is to maintain a large matching
while the graph undergoes edge updates. In this paper we will be focusing on the fully
dynamic setting where the graph undergoes both edge insertions and deletions over time. An
algorithm is said to be a dynamic α (or (α, δ))-approximate maximum matching algorithm if
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it maintains an α (or (α, δ))-approximate matching at all times. A sub-graph H ⊆ E is said to
be an α (or (α, δ))-approximate matching sparsifier if it contains an α (or (α, δ))-approximate
matching. We will regularly be referring to the following influential result from literature:
▶ Lemma 4 (Gupta and Peng [32]). There is a (1 + ϵ)-approximate maximum matching
algorithm for fully dynamic graph G with deterministic worst-case update time O(∆/ϵ2 ) given
the maximum degree of G is at most ∆ at all times.
Throughout the paper the notations Õ(), Ô() and Oϵ () will be hiding O(poly(log(n), ϵ)),
O(poly(no(1) , ϵ)) and O(poly( 1ϵ )) factors from running times respectively.
The update time of a dynamic algorithm is worst-case O(T ) if it takes at most O(T ) time
for it to update the output each time the input undergoes a change. An algorithm update
time is said to be amortized O(T ) if there is some integer k > 0 such that over k consecutive
changes to the input the algorithm takes O(k · T ) time steps to maintain the output. The
recourse of a dynamic algorithm measures the changes the algorithm makes to its output per
change to the input. Similarly to update time recourse can be amortized and worst-case.
We call a dynamic algorithm k batch-dynamic with update time O(T ) if for any partitioning of the input sequence I into k sub-sequences Ii : i ∈ [k] during the processing of I
the algorithm can process input sub-sequence Ii in O(T · |Ii |) total update time. Note that
this implies that the worst-case update time during the progressing of Ii is O(T · |Ii |). The
definition is based on [48]. A k-batch dynamic algorithm provides slightly better update
time bounds then an amortized update time algorithm as we can select k sub-sequences to
amortize the update time over.
We will furthermore be referring to the following recent result from Solomon and Solomon
[46]:
▶ Lemma 5 (Theorem 1.3 of Solomon and Solomon [46] (slightly phrased differently and trivially
generalized for (α, δ)-approximate matchings)). Any fully dynamic α (or (α, δ))-approximate
maximum matching algorithm with update time O(T ) can be transformed into an (α + ϵ)
(or (α + ϵ, δ))-approximate maximum matching algorithm with O(T + αϵ ) update time and
worst-case recourse of O( αϵ ) per update. The update time of the new algorithm is worst-case
if so is the underlying matching algorithm.
▶ Definition 6. Random variables X1 , ..., Xn are said to be negatively associated if for any
non-decreasing functions g, f and disjoint subsets I, J ⊆ [n] we have that:
Cov(g(Xi : i ∈ I), h(Xj : j ∈ J)) ≤ 0
We will make use of the following influential result bounding the probability of a sum of
negatively associated random variables falling far from their expectation.
▶ Lemma 7 (Chernoff bound for negatively associated random variables [25]). Let X̄ =
P
i∈[n] Xi where Xi : i ∈ [n] are negatively associated and ∀i ∈ [n] : Xi ∈ [0, 1]. Then for all
δ ∈ (0, 1):
Pr[X̄ ≤ (1 − δ) · E[X̄]] ≤ exp(−

3
3.1

E[X̄] · δ 2
)
2

Batch Dynamic To Worst Case Update Time
Improving a Batch-Dynamic Algorithm to Amortized Update Time

▶ Lemma 8. Given an α approximate (or (α, ϵ)-approximate) dynamic matching algorithm
Alg is O(log(n)) batch-dynamic with update time O(T (n)) and dynamic graph G undergoing
edge insertions and deletions. There is an algorithm Alg ′ which maintains O(log(n))matchings
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of G such that at all times during progressing an input sequence of arbitrarily large polynomial
length one of the matchings is α approximate (or (α, ϵ)-approximate). The update time of
Alg ′ is worst-case O(T (n) · log3 (n)) and it is deterministic if Alg is deterministic.
As this lemma was implicitly stated in [48] and [39] in a less general setting we defer the
proof to Appendix A.
▶ Corollary 9. If there exists an α (or (α, δ))-approximate dynamic matching algorithm
(where α = O(1)) Alg which is O(log(n)) batch-dynamic with update time O(T (n)) then there
is an (α + ϵ) (or (α + ϵ, δ))-approximate matching algorithm Alg ′ with worst case update
3
(n)
time O( T (n)·log
). If Alg is deterministic so is Alg ′ .
ϵ3
Proof. Maintain O(log(n)) parallel matchings of G using the algorithm from Lemma 8 in
O(T (n) · log3 (n)) worst case update time. Their union, say H, is a a graph with maximum
degree O(log(n)) and is an α (or (α, δ))-approximate matching sparsifier and is a union of the
output of O(log(n)) dynamic matching algorithms with worst-case update time O(T · log2 (n)).
By Lemma 5 ([46]) these approximate matching algorithms can be transformed into (α + ϵ/2)
(or (α + ϵ/2, δ))-approximate matching algorithms with O(T · log2 (n) + αϵ ) update time and
O( αϵ ) worst-case recourse. This bounds the total recourse of the sparsifier at O( log(n)·α
).
ϵ
ϵ
Therefore, with slack parameter 2·α we can run the algorithm of Lemma 4 ([32]) to maintain
an (α + ϵ) (or (α + ϵ, δ))-approximate matching in the sparsifier with worst-case update time
2
2
3
(n)
O(T · log3 (n) + log(n)·α
+ log (n)·α
) = O( T ·log
).
◀
ϵ
ϵ3
ϵ3
Observe that the framework outlined by Lemma 8 has not exploited any property of the
underlying batch-dynamic algorithm other than the nature of it’s running time. This allows
for a more general formulation of Lemma 8.
▶ Corollary 10. If there is a O(log(n)) batch-dynamic algorithm Alg with deterministic
(randomized) update time O(T (n)) and poly(n) length input update sequence I then there is
an algorithm Alg ′ such that
The update time of Alg ′ is worst-case deterministic (randomized) O(T (n) · log3 (n))
Alg ′ maintains log(n) parallel outputs and after processing update sequence I[0, τ ) one
of Alg ′ -s maintained outputs is equivalent to the output of Alg after processing I[0, τ )
partitioned into at most log(n) batches

4

Vertex Set Sparsification

An (α, δ)-approximate matching sparsifier satisfies that µ(H) · α + n · δ ≥ µ(G). Selecting
δ = ϵ·µ(H)
results in a (α + ϵ)-approximate sparsifier. The algorithm we present in this paper
n
has a polynomial dependence on 1/δ therefore we can’t select the required δ value to receive
an (α + ϵ)-approximate sparsifier assuming µ(H) is significantly lower then µ(G). To get
around this problem we sparsify the vertex set to a size of Ô(µ(H)) while ensuring that the
sparsified graph contains a matching of size (1 − O(ϵ)) · µ(G).
Let V k be a partitioning of the vertices of G = (V, E) into k sets v i : i ∈ [k]. Define
the concatenation of G based on V k to be graph GV k on k vertices corresponding to vertex
subsets v i where there is an edge between vertices v i and v j if and only if there is u ∈ v i and
w ∈ v j such that (u, w) ∈ E. Note that maintaining V k as G undergoes edge changes can be
done in constant time. Also note that given a matching MV k of GV k is maintained under
edge changes to GV k in constant update time per edge changes to MV k we can maintain a
matching of the same size in G.
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Assume we are aware of µ(G) (note we can guess µ(G) within an 1 + ϵ multiplicative
factor through running O( log(n)
ϵ ) parallel copies of the algorithm). Choose a partitioning
of G-s vertices into O(µ(G)/ϵ) vertex subsets V ′ uniformly at random. Define G′ to be the
concatenation of G based on V ′ .
Consider a maximum matching M ∗ of G. It’s edges have 2 · µ(G) endpoints. Fix a specific
2·µ(G) 2·µ(G)−1
∼ (1 − o(ϵ)) it falls in a vertex set of V ′
endpoint v. With probability (1 − µ(G)/ϵ
)
∗
no other endpoint of M does. Hence, in expectation 2 · µ(G) · (1 − O(ϵ)) endpoints of M ∗
fall into unique vertex subsets of V ′ with respect to other endpoints. This also implies that
µ(G) · (1 − O(ϵ)) edges of M ∗ will have both of their endpoints falling into unique vertex
sets of V ′ , hence µ(G′ ) ≥ µ(G) · (1 − O(ϵ)). This observation motivates the following lemma
which can be concluded from [7], [9] and [32].
▶ Lemma 11. Assume there is a dynamic algorithm Alg which maintains an (α, δ)approximate maximum matching where α = O(1) in graph G = (V, E) with update time
O(T (n, δ)). Then there is a randomized dynamic algorithm Alg ′ which maintains an (α + ϵ)2
approximate maximum matching in update time time O(T (n, ϵ2 ) · logϵ4(n) ). If the running
time of Alg is worst-case (amortized) so will be the running time of Alg ′ .
(Stated without proof as it concludes from [7], [9] [32])

4.2

Vertex Set Sparsification Using (k, ϵ) Matching Preserving
Partitionings

A slight disadvantage of the method described above is that if the adversary is aware of our
selection of V ′ they might insert a maximum matching within the vertices of a single subset
in V ′ which would be completely lost after concatenation. In order to counter this we will
do the following: we will choose some L different partitionings of the vertices in such a way
that for any matching M of G most of M -s vertices fall into unique subsets in at least one
partitioning.
▶ Definition 12. Call a set of partitionings V of the vertices of graph G = (V, E) into d
vertex subsets is (k, ϵ) matching preserving if for any matching of size k in G there is a
partitioning Vid in V such that if G′ is a concatenation of G based on V ′ then G′ satisfies
that µ(G′ ) ≥ (1 − ϵ) · k.
We will show that using randomization we can generate a (k, ϵ) matching preserving set
of partitionings of size O( log(n)
ϵ2 ) into O(k/ϵ) vertex subsets in polynomial time. Furthermore,
we will show how to find an (k, ϵ) matching preserving set of partitionings of size O(n(1) )
into O(k · no(1) ) vertex subsets deterministically in polynomial time.
▶ Lemma 13. Assume there exists a dynamic matching algorithm AlgM maintaining an
(α, δ)-approximate matching in update time O(T (n, δ)) for α = O(1) as well as an algorithm
AlgS generating an (k, ϵ) matching preserving set of vertex partitionings into O(k · C) vertex
subsets of size L. Then there exists an algorithm Alg maintaining an (α + ϵ)-approximate
2
2
(n)
matching with update time O(T (n, ϵ/C) · L ·log
). If both AlgS and AlgM are deterministic
ϵ4
then so is Alg. If AlgM is randomized against an adaptive adversary then so is Alg. If the
update time of AlgM is worst-case then so is of Alg. Alg makes a single call to AlgS .
The proof of the lemma is deferred to Appendix C.2. The intuition is as follows: through
running O( log(n)
ϵ ) parallel copies of the algorithm guess µ(G) within a 1 + ϵ factor. In the
knowledge of µ(G) run AlgM on the L concatenations of G we generate with AlgS . Each
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of these concatenated sub-graphs are of size O(µ(G) · C) and have maximum matching
size (1 − O(ϵ)) · µ(G). Therefore running AlgM with δ parameter Θ(ϵ/C) yields an (α +
O(ϵ))-approximate matching in on of these L graphs. Using the algorithm of [32] find an
approximate maximum matching in the union of the Oϵ (L · log(n)) concatenated graphs.
Note that with an application of Lemma 5 ([46]) the update time can be changed into
2
2
(n)
+ L ·log
) as shown in the appendix.
O( T (n,ϵ/C)·L·log(n)
ϵ
ϵ5

4.3

Generating Matching Preserving Partitionings Through Random
Sampling

▶ Lemma 14. There is a randomized algorithm succeeding with 1 − 1/poly(n) probability for
generating a (k, ϵ) matching preserving set of partitionings of graph G into O(k/ϵ) vertex
subsets of size O( log(n)
ϵ2 ) running in polynomial time.
We defer the proof to Appendix C.2. Essentially, O( log(n)
ϵ2 ) random chosen vertex
partitionings into O(k/ϵ) vertex subsets are (k, ϵ) matching preserving. Note, that in
unbounded time we can find an appropriate set of partitionings deterministically as we can
iterate through all possible sets of partitionings and test each separately.

4.4

Generating Matching Preserving Partitionings Using Expanders

We will define expander graphs as follows. Such expanders are sometimes called unbalanced
or lossless expanders in literature.
▶ Definition 15. Define a (k, d, ϵ)-expander graph as a bipartite graph G = ((L, R), E)
such that ∀v ∈ L : degE (v) = d and for any S ⊆ L such that |S| ≤ k we have that
|NE (S)| ≥ (1 − ϵ) · d · |S|.
Graph expanders are extensively researched and have found a number of different applications. We will now show how an expander graph can be used to be the bases of an (k, ϵ)
preserving set of partitionings.
▶ Lemma 16. Assume there exists an algorithm Alg which outputs a (k, d, ϵ)-expander
Gexp = ((L, R), E) in O(T (k, d, ϵ)) time. There is an algorithm Alg ′ which outputs a set of
(k, ϵ) matching preserving vertex partitionings of a vertex set of size |L| into |R| subsets of
size d with running time O(T (k, d, ϵ)). Alg ′ is deterministic if Alg is deterministic.
Proof. Take graph G = (V, E) and bipartite (2·k, d, ϵ/2) expander graph GExp = ((V, R), E ′ )
such that vertices of the left partition of GExp correspond to vertices of V . For each v ∈ V
define an arbitrary ordering of it’s neighbours in R according to E ′ and let NE ′ (v)i be it’s
i-th neighbour according to this ordering (i ∈ [d]). For each i ∈ [d] and v ∈ R define Vi,v ⊆ V
to be the set of vertices in V whose i-th neighbour is v (or Vi,v = {v ′ ∈ V : NE ′ (v ′ )i = v}).
|R|
|R|
Define set of vertex partitionings V = {Vi : i ∈ [d]} where Vi contain vertex sets
Vi,v : v ∈ R. Fix a matching M in G of size k and call it’s endpoints VM . By the definition of
the expander we have that |NE ′ (VM )| ≥ (1 − ϵ/2) · d · 2k. Hence by the pigeonhole principle
we have that |NE ′ (VM ∗ )i | ≥ (1 − ϵ/2) · 2k for some i ∈ [d]. Define G′ as the concatenation
|R|
|R|
of G based on Vi . By the definition of Vi at least (1 − ϵ/2) · 2k endpoints of M are
concatenated into vertices of G′ containing exactly one vertex of VM . Therefore, (1 − ϵ) · k
edges of M will have both their endpoints concatenated into unique vertices of G′ within M .
Hence, µ(G′ ) ≥ (1 − ϵ) · k and V is a (k, ϵ) matching preserving set of partitionings.
◀
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▶ Lemma 17 (Theorem 7.3 of [23] and Proposition 7 of [12]). Given n ≥ k and ϵ > 0. There ex3

ists a (k, d, ϵ)-expander graph Gexp = ((L, R), E) such that |L| = n, |R| =
Ô(k), d = 2

4.5

O(log3 (log(n)/ϵ))

k·2O(log (log(n)/ϵ))
poly(ϵ)

=

= Ô(1) which can be deterministically computed in Ô(n) time.

Black-Box Implications

The following statements are black-box statements which can be concluded based on this
section.
▶ Corollary 18 ([7],[9]). If there is a dynamic algorithm for maintaining an (α, δ)-approximate
maximum matching for dynamic graphs in update time O(T (n, δ)) then there is a randomized
algorithm (against oblivious adversaries) for maintaining an (α + ϵ)-approximate maximum
2
matching with update time O(T (n, ϵ2 ) · logϵ4(n) ).
▶ Corollary 19. If there is a dynamic algorithm for maintaining an (α, δ)-approximate
maximum matching for dynamic graphs in update time O(T (n, δ)) then there is a randomized
algorithm for maintaining an (α + ϵ)-approximate maximum matching with update time
4
O(T (n, ϵ2 ) · logϵ8(n) ) which works against adaptive adversaries given the underlying algorithm
also does.
Proof. Follows from Lemma 13 and Lemma 14.

◀

▶ Corollary 20. If there is a dynamic algorithm for maintaining an (α, δ)-approximate
maximum matching for dynamic graphs in update time O(T (n, δ)) then there is a deterministic
algorithm for maintaining an (α + ϵ)-approximate maximum matching with update time
Ô(T (n, poly(ϵ)
)) which is deterministic given the underlying matching algorithm is also
no(1)
deterministic.
Proof. Follows from Lemma 13, Lemma 17 and Lemma 16.

5
5.1

◀

√
(3/2 + ϵ)-Approximate Fully Dynamic Matching In Ô( n)
Worst-Case Deterministic Update Time
Algorithm Outline

In this section we present an amortized rebuild based algorithm for maintaining a locally
relaxed EDCS we refer to as ’damaged EDCS’. The following definition and key-property
originates from [17] and [6].
▶ Definition 21 (From Bernstein and Stein [17]). Given graph G = (V, E), H ⊆ E is a
(β, λ)-EDCS of G if it satisfies that:
∀e ∈ H : degH (e) ≤ β
∀e ∈ E \ H : degH (e) ≥ β · (1 − λ)
▶ Lemma 22 (From Assadi and Stein [6]). If ϵ < 1/2, λ ≤
a (β, λ)-EDCS of G then µ(G) ≤ µ(H) · ( 32 + ϵ)

ϵ
32 ,

β ≥ 8 · λ2 · log(1/λ) and H is

The intuition behind the algorithm is as follows: take a (β, λ)-EDCS H. Relax it’s
parameter bounds slightly through observing that H is also a (β · (1 + λ), 4λ)-EDCS. As H is
a (β, λ)-EDCS for every edge e in it’s local neighbourhood Θ(β · λ) edge updates may occur
in an arbitrary fashion before either of the two edge degree bounds of a (β · (1 + λ), 4λ)-EDCS
is violated on e.

ITCS 2022

94:10

Deterministic Dynamic Matching in Worst-Case Update Time

Therefore, after Θ̃(n · β) edge updates the properties of a (β · (1 + λ), 4λ)-EDCS should
only be violated in the local neighbourhood of O(δ · n) vertices for some small δ of our choice.
At this point the EDCS is locally ’damaged’ and it’s approximation ratio as a matching
sparsifier is reduced to (3/2 + O(ϵ), δ). However, the reductions appearing in Section 4 allows
us to improve this approximation ratio to (3/2 + O(ϵ)). At this point we commence a rebuild,
the cost of which can be amortized over Θ̃(n · β) edge updates.
We then proceed to turn this amortized rebuild based algorithm into a batch-dynamic
algorithm which we improve to worst-case update time using Lemma 8.

5.2

Definition and Properties of (β, λ, δ)Damaged EDCS

In order to base an amortized rebuild based dynamic algorithm on the EDCS matching
sparsifier we need an efficient algorithm for constructing an EDCS. As far as we are aware
there is no known deterministic algorithm for constructing an EDCS in in Ô(n) time. In
order to get around this we introduce a locally relaxed version of EDCS.
▶ Definition 23. For graph G = (V, E) a (β, λ, δ)-damaged EDCS is a subset of edges H ⊆ E
such that there is a subset of ’damaged’ vertices VD ⊆ V and the following properties hold:
|VD | ≤ δ · |V |
∀e ∈ H : degH (e) ≤ β
All e ∈ E \ H such that e ∩ VD = ∅ satisfies degH (e) ≥ β · (1 − λ)
ϵ
▶ Lemma 24. If ϵ < 1/2, λ ≤ 32
, β ≥ 8λ−2 log(1/λ) and H is a (β, λ, δ)-damaged EDCS
of graph G = (V, E) then H is an (3/2 + ϵ, δ)-approximate matching sparsifier.

Proof. Define the following edge-set: E ′ = {e ∈ E : e ∩ VD = ∅}. Observe, that H is a (β, λ)EDCS of E ′ ∪ H. Fix a maximum matching M ∗ of G. At least µ(G) − |VD | = µ(G) − δ · |V |
edges of M ∗ appear in E ′ as each vertex of VD can appear on at most one edge of M ∗ .
Therefore, µ((V, E ′ )) ≥ µ(G) − |V | · δ. Now the lemma follows from Lemma 22.
◀

5.3

Constructing A Damaged EDCS in Near-Linear Time

Algorithm 1 StaticDamagedEDCS.

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Input: G = (V, E), β, λ, δ
Output: Hf in ⊆ E:(β, λ, δ)-damaged EDCS of G
H=∅
repeat
E′ = ∅
for e ∈ E/H do
if degH (e) < β · (1 − λ/2) then
H ← H ∪ {e}
E ′ ← E ′ ∪ {e}
if |E ′ | ≤ δ·λ·β·n
then
16
VD ← {v ∈ V : degE ′ (v) > λ·β
}
8
ED ← {e ∈ E ′ : |e ∩ VD | > 0}
Hf in ← H \ ED
Return Hf in
for e ∈ H do
if degH (e) > β · (1 − λ/4) then
H ← H \ {e}
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▶ Lemma 25. Algorithm 1 returns Hf in as a (β, λ, δ)-damaged EDCS of G.
The potential function Φ used in proof of the following lemma is based on [18].
m
▶ Lemma 26. Algorithm 1 runs in deterministic O( δ·λ
2 ) time.

The proofs of the lemmas are deferred to Appendix B. The intuition is the following: at the
start of each iteration we add all edges of the graph to H which have degH (e) < β · (1 − λ/2).
If we fail to add at least O(λ · δ · β · n) such edges we terminate with H stripped of some
edges. At the end of each iteration we remove all edges such that degH (e) > β. Consider
what happens if we fail to add Ω(λ · δ · β · n) edges in an iteration. That means that only in
the local neighbourhood of Θ(δ · n) ’damaged’ vertices could we have added Ω(β · λ) edges in
the last iteration. We strip away the edges around damaged vertices to get H. The running
time argument is based on a potential function Φ from [18]. Initially it is 0 and has an upper
bound of O(n · β 2 ) and grows by at least Ω(n · β 2 · λ2 · δ) in each iteration bounding the
1
number of iterations by O( δ·λ
2 ).

5.4

m
Maintaining a Damaged EDCS in Õ( n·β
)pdate Time With
Amortized Rebuilds

Algorithm 2 DynamicDamagedEDCS.

1
2
3

Input: G = (V, E), β, λ, δ
Output: H ⊆ E:(β, λ, δ) damaged-EDCS of G
α ← n·δ·λ·β
64
Initially and after every α edge updates
β
H ← StaticDamagedEDCS(G, 1+λ/4
, λ/4, δ/2)
ED ← ∅
EI ← ∅

4
5
6
7
8
9
10
11
12

Function InsertEdge((u,v)):
EI ← EI ∪ {(u, v)}
if max{degEI (u), degEI (v)} <
H ← H ∪ {(u, v)}

β·λ
16

− 1 and degH ((u, v)) ≤ β − 2 then

Function DeleteEdge(e):
ED ← ED ∪ {e}
H ← H \ {e}

Note that ED is defined for the purposes of the analysis.
▶ Lemma 27. The sparsifier H maintained by Algorithm 2 is a (β, λ, δ)-damaged EDCS of
G whenever the algorithm halts.
▶ Lemma 28. The amortized update time of Algorithm 2 over a series of α updates is
m
1
O( n·β·λ
3 ·δ 2 ) and the sparsifier H undergoes O( λ·δ ) amortized recourse.
The lemmas are proven in the appendix. On a high level, a (β, O(λ), O(δ)) damaged
EDCS will gain O(n · δ) damaged vertices in the span of O(n · δ · λ · β) edge updates as for a
vertex to be damaged there has to be O(β · λ) edge updates in it’s local neighbourhood. At
this point we can call a rebuild of the EDCS in Õ(m) time to get an amortized update time
m
of Õ( β·n
).

5.5

k Batch-Dynamic Algorithm For Maintaining An Approximate EDCS

▶ Lemma 29. Given fully dynamic graph G with n vertices and m edges. There is a k
batch-dynamic dynamic algorithm which maintains a (β, λ, δ)-damaged EDCS of this graph
k·m
k
with deterministic update time O( n·β·δ
2 ·λ3 ) and recourse O( δ·λ ).
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Proof. Define an alternative version of Algorithm 2 where α is simply set to αi = i · αk
during the processing of the i-th batch. Observe that in the proof of Lemma 27 the only
detail which depends on the choice of α is the size of VED ∪ VEI . At any point in this batch
modified version of the algorithm αi ≤ α therefore the correctness of the algorithm follows.
The running time of the algorithm will be affected by this change. As every edge update
is processed in constant time by the algorithm the running time is dominated by calls to
StaticDamagedEDCS. By definition for every batch at least α/k edge updates will occur
between the start of the batch and the first rebuild (if there is one) yielding an amortized
k·m
update time of at most O( n·β·δ
2 ·λ3 ) over the first rebuild (due to Lemma 28). After the first
rebuild the algorithm simply proceeds to run with α-parameter αi therefore the amortized
i·m
k·m
update time for the remainder of batch i is O( n·β·δ
◀
2 ·λ3 ) = O( n·β·δ 2 ·λ3 ).
▶ Corollary 30. For fully dynamic graph G there is a deterministic k batch-dynamic algorithm
for maintaining a (3/2+ϵ, δ)-approximate maximum matching with update time Õ( k·m
n·β +k ·β).
ϵ
Proof. Set λ = 128
and β large enough to satisfy the requirements of Lemma 24 such that
the resulting sparsifier is (3/2 + ϵ/4, δ)-approximate. Use the algorithm of Lemma 29. The
resulting damaged-EDCS sparsifier will have maximum degree O(β), undergo Õ(k) recourse
per update and will take Õ( k·m
n·β ) time to maintain. By Lemma 24 it will be a (3/2 + ϵ/4, δ)approximate matching sparsifier. Hence, if we apply the algorithm of Lemma 4 to maintain a
(1 + ϵ/4)-approximate maximum matching within the sparsifier we can maintain a (3/2 + ϵ, δ)
approximate matching in Õ( m·k
◀
n·β + β · k) update time and recourse.

5.6

Proof of Theorem 2

Proof. Take the algorithm of Corollary 30. Set k = log(n) and apply Corollary 9 to receive
a deterministic (3/2 + ϵ, δ)-approximate dynamic matching algorithm with worst-case update
m
time Õ( n·β
+ β). Finally, transform this algorithm into a (3/2 + ϵ)-approximate matching
algorithm using either Corollary 19 or Corollary 20.
◀

6

(2 + ϵ)-Approximate Fully Dynamic Maximum Matching in Õ(1)
Worst-Case Update Time

In the appendix we present a deterministic worst-case O(poly(log(n), 1/ϵ))-update time
(2 + ϵ)-approximate fully dynamic matching algorithm. Currently, the only deterministic
O(poly(log(n), 1/ϵ))-update time algorithms [21], [45] have amortized update time bounds,
√
while the fastest wort-case algorithm runs in Õ( n) update time from [43]. We will first
improve the running time bounds of the algorithm presented in [45] to k batch-dynamic using
the same technique as presented previously. [45] similarly bases the algorithm on amortized
rebuilds which are triggered when ϵ factor of change occurs within the data-structure. In
order to improve the update time to batch-dynamic we define ϵi = i·ϵ
k to be the slack
parameter during the progressing of batch i. Firstly, this ensures that ϵi ≤ ϵ during any
of the batches progressed guaranteeing the approximation ratio. Secondly, whenever a new
batch begins the slack parameter increases by kϵ which insures that there will be enough time
steps before next rebuild occurs to amortize the rebuild time over.
▶ Lemma 31. There is a deterministic k batch amortized Oϵ (k · log4 (n)) update time
(2 + ϵ)-approximate fully dynamic matching algorithm.
Proof. The proof of this lemma is only available online due to length requirements.
Theorem 1 follows from Lemma 31 and Corollary 9.

◀
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Open Questions

Worst-Case Update Time Improvement Through Batch-Dynamization. We have shown
two applications on how batch-dynamization can be used to improve amortized rebuild
based algorithm update times to worst-case. As amortized rebuild is a popular method for
dynamizing a data-structure not just in the context of matching it would be interesting to
see if the batch-dynamization based framework has any more applications.
(α, δ)-Approximate Dynamic Matching. In current dynamic matching literature most
algorithms focus on maintaining an α-approximate matching or matching sparsifier both
for the integral and fractional version of the problem. However, a more relaxed (α, δ)approximate matching algorithm using the reductions presented in this paper (or [7], [9])
allow for the general assumption that µ(G) = Θ(n) at all times. This assumption has proven
to be useful in other settings for the matching problem such as the stochastic setting ([7],
[9]) but largely seems to be unexplored in the dynamic setting.
Damaged EDCS. The EDCS matching sparsifier [17] has found use in a number of different
settings for the matching problem [18] [13] [5] [43] [6] [14] [4]. In contrast with the EDCS
(as far as we are aware) a damaged EDCS admits a deterministic near-linear time static
algorithm. This might lead to new results in related settings.
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Proof of Lemma 8

We restate the lemma for the readers convenience:
▶ Lemma 32. Given (α) approximate (or (α, ϵ)-approximate) dynamic matching algorithm
Alg is O(log(n)) batch-dynamic with update time O(T (n)) and dynamic graph G undergoing edge insertions and deletions. There is an algorithm Alg ′ which maintains O(log(n))
matchings of G such that at all times during processing an input sequence of arbitrarily
large polynomial length one of the matchings is (α) approximate (or (α, ϵ)-approximate).
The update time of Alg ′ is worst-case O(T (n) · log3 (n)) and it is deterministic if Alg is
deterministic.
Proof. Fix some integer k = O(log(n)). Alg ′ will be running k instances of Alg in parallel on
graph G, call them Ai : i ∈ {0, .., k − 1}. Assume that Alg’s running time is k batch-dynamic.
We will describe what state each instance of Alg will take during processing specific parts of
the input, then argue that at least one of them will be outputting an α (or (α, δ))-approximate
matching at all times.
Assume that the input sequence I is k k long. Let I[i] represent the i-th element of the
input sequence and I[i, j) represents elements i, i + 1, ..., j − 1 for j > i. Let I[i, j] represent
I[i, j) ∪ I[j]. Fix a specific instance of Alg say Ai . Call the input batches of Ai as Bij : j ∈ [k].
At a given point in time let |Bij | refer to the number of input elements instance Ai has
progressed as it’s j-th batch. Note that we will assume that in update time O(T (n) · |Bij |)
instance Ai can revert back to a state where input batch Bij was empty given the elements
of Bij where the last elements of I progressed by Ai .
Represent the input elements of I as k-long k-airy strings starting from {0}k . Choose
I[λ] such that λ-s k-airy representation ends with an ′ i′ followed by γ > 0 ′ 0′ -s and contains
a single i digit. We will now describe what instance Ai will be doing while Alg ′ is processing
input elements I[λ, λ + k γ ). We will call this process as the resetting of batches Biλ , .., Bi1 .
Resetting the Contents of Batches Biλ , .., Bi1 .
With a slight overload of notation partition the input sub-sequence I[λ, λ + k γ ) into
Pγ−1
γ + 1 sub-sequences Ij : j ∈ {0, ..., γ}. Let λj = λ + x=j k j · (k − 1) for γ ≥ j ≥ 0. Let
Ij = I[λj , λj−1 ) for γ ≥ j > 0 and I0 = I[λ0 ]. Observe that |Ij | = Θ(k j ).
While Alg ′ is processing input elements Iλ instance Ai will revert to the state it was in
before processing the contents of the batches Biγ+1 , ..., Bi1 . Then it proceeds to place all
these elements into batch Biγ+1 a single batch.
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While Alg ′ is processing input elements Ij : γ > j > 0 instance Ai will progress input
elements Ij+1 as batch Bij+1 .
While Alg ′ is processing the input element I0 instance Ai will place input elements I1 ∪ I0
into Bi1 .
If Ai is not resetting batches it is processing single elements of the input string.
Processing Single Elements of The Input String.
If the first k − 1 digits of the k-airy representation of λ don’t contain a single i digit then
while Alg is processing I[λ] instance Ai will extend it’s last batch Bi1 with input element
I[λ].
These two instances describe the behaviour of Ai over the whole of I. If Ai is processing a
single input element at any point in time it’s output is an α (or (α, δ))-approximate matching.
Also observe, that for any λ there is a digit i ∈ [k] in it’s k-airy representation which is not
one of it’s first k − 1 digits. By definition, this implies that Ai will be be processing I[λ]
as a single input element. Hence, the output of Ai will be an (α) (or (α, δ))-approximate
matching for some i at all time steps.
▷ Claim 33. At all times for all j ∈ [k] and i ∈ {0, ..., k − 1} it holds that |Bij | ≤ (j + 1) · k j .
Proof. We will proof the claim through induction on j. Fix i. Whenever the contents of Bi1
are reset it will be set to contain exactly k input elements. If the contents of Bi1 are not reset
while I[λ] is progressed by Alg ′ then Bi1 is extended by I[λ]. However, over the course of k
consecutive input elements being progressed by Alg ′ batch Bi1 must be reset. Therefore, Bi1
will never contain more than 2 · k − 1 elements.
Assume that |Bij | ≤ (j + 1) · (k j − k j−1 ) at all times as an inductive hypothesis. Consider
how many elements may Bij+1 contain. Whenever Bij+1 is reset it will be set to contain
exactly (k − 1) · k j elements. Furthermore, whenever Bij is reset Bij+1 is extended by the
contents of Bij , .., Bi1 . These are the only cases when Bij+1 may be extend by any input
elements. Bij is reset at most k − 1 times between two resets of Bij+1 . Therefore, at all times
Pj
|Bij+1 | ≤ (k − 1) · (k j + x=1 (x + 1) · (k x − k x−1 )) ≤ (k − 1) · (j + 2) · k j = (j + 2) · (k j+1 − k j ).
This finishes the inductive argument.
◁
▷ Claim 34. The worst-case running time of Ai is O(T (n) · k 2 ) for all i ∈ {0, ..., k − 1}.
Proof. To bound worst case running times differentiate two cases. Firstly, if I[λ] is progressed
as a single input element by Ai then Ai will extend it’s smallest batch Bi1 with I[λ]. As at
all times |Bi1 | ≤ 2 · k due to Claim 33 this can be done in worst-case update time O(T (n) · k).
Fix λ as described previously, such that it’s k-airy representation contains a single i digit
followed by γ > 0 0-s so that Ai will be resetting batches Biγ , .., Bi1 while Alg ′ is processing
I[λ, λ + k γ ). Define Ij : γ ≥ j ≥ 0 as before. While Alg ′ is processing Iγ instance Ai has
to revert to the state before processing any of Biγ+1 , ..., Bi1 and progress their contents as a
single batch into Biγ+1 . This concerns the backtracking and processing of O(k γ+1 · γ) input
elements by Claim 33. The computational work required to complete this can be distributed
over the time period Alg ′ is handling Iγ evenly as this computation doesn’t require Ai to
know the contents of Iγ . Hence, it can be completed in O(T (n) · k · γ) = O(T (n) · k 2 )
worst-case update time.
Similarly, over the course of Alg ′ processing Ij which consists of Θ(k j ) elements we can
distribute the O(T (n) · k j+1 ) total work of processing Ij+1 into batch Bij+1 evenly resulting
in O(T (n) · k) worst case update time. Finally, for instance Ai processing I1 ∪ I0 while Alg ′
progresses I0 will take O(T (n) · k) time.
◁
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Therefore, each instance Ai runs in O(T (n) · k 2 ) worst-case update time. As there are
k instances of Alg running like as described in parallel, this takes a total of O(T (n) · k 2 )
worst case update time. It remains to select k = O(log(n)) so the algorithm can progress
an input of length O(loglog(n) (n)) = O(nlog(log(n)) ), that is of input sequences of arbitrarily
large polynomial length for large enough n.
◀

B
B.1

Missing Proofs of Section 5
Proof of Lemma 25

Proof. Let Ef′ in represent the state of E ′ at termination. First let’s argue that ∀e ∈ Hf in :
degHf in ≤ β. At the end of the penultimate iteration of the outer loop H must have maximum
edge degree of β · (1 − λ/4). H then will be extended with edges of E ′ \ ED which has a
maximum degree of β · λ/8. Therefore, maxe∈Hf in degHf in (e) ≤ β · (1 − λ/4) + 2 · λ/8 ≤ β.
P
As v∈V degEf′ in (v) ≤ δ·λ·β·n
it must hold that |VD | ≤ δ · n = |V | · δ. Take an edge
8
e ∈ E \ Hf in which doesn’t intersect VD . As all such edges with lower than β · (1 − λ/2)
edge degree in E were added to Ef′ in it must hold that degHf in ∪Ef′ in (e) ≥ β · (1 − λ/2). As
neither endpoints of e are in VD it must hold that degED (e) ≤ λ · β/4. This implies that
degHf in (e) ≥ degHf in ∪Ef′ in (e) − degED (e) ≥ β · (1 − λ/2) − λ · β/4 ≥ β · (1 − λ). Hence, Hf in
is a (β, λ, δ)-damaged EDCS of G.
◀

B.2

Proof of Lemma 26

Proof. Observe that every iteration of the repeat loop runs in O(m) time as each iteration can
be executed over a constant number of passes over the edge set. Define Φ(H) = Φ1 (H)−Φ2 (H)
P
P
where Φ1 (H) = v∈V degH (v) · (β − 1/2) = |E(H)| · (2 · β − 1) and Φ2 (H) = e∈H degH (e).
Initially Φ(H) = 0 and Φ(H) ≤ β 2 · n. We will show that ϕ(H) monotonously increases
over the run of the algorithm and each iteration of the repeat loop (except for the last one)
increases it by at least Ω(β 2 · λ2 · δ · n) which implies the lemma.
Φ(H) may change at times when edges are added to or removed from H. Whenever e is
removed from H we know that degH (e) > β · (1 − λ/4) (before the deletion). This means that
Φ1 (H) decreases by 2β · (1 − λ/4) − 1 but Φ2 (H) also decreases by at least 2 · β · (1 − λ/4).
This is because degH (e) disappears from the sum of Φ2 (H) and degH (e) − 2 elements of the
sum (degrees of edges neighbouring e) reduce by 1 and degH (e) ≥ β · (1 − λ/4) + 1. Hence,
Φ(H) increases by at least 1.
Whenever an edge e is added to H we know that degH (e) < β · (1 − λ/2) (before the
insertion). Due to the insertion Φ1 (H) increases by exactly 2 · β − 1. Φ2 (H) increases by at
most 2 · β · (1 − λ/2) as a term of at most β · (1 − λ/2) + 1 is added to it’s sum and at most
β · (1 − λ/2) − 1 elements of it’s sum increase by 1. Therefore, Φ(H) increases by at least
λ · β. In every iteration but the last one of the repeat loop at least λ·β·δ·n
edges were added
16
to H. This means every iteration increases Φ(H) by at least
finishing the lemma.

B.3

λ2 ·β 2 ·δ·n
16

= Ω(λ2 · β 2 · δ · n)
◀

Proof of Lemma 27

Proof. Every time H is reset rebuilt through StaticDamagedEDCS the lemma statement
is satisfied (by Lemma 25) Focus on one period of α updates after a rebuild. Define
ED and EI to be the set of edges deleted and inserted over these updates respectively
(note that ED ∩ EI might not be empty). Define VED = {v ∈ V |degED (v) ≥ β·λ
16 } and
2·α
δ·n
VEI = {v ∈ V |degEI (v) ≥ β·λ
}.
Note,
that
|V
∪
V
|
≤
≤
.
E
E
β·λ
D
I
16
2
16
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β
As after a call to Algorithm 1 the sparsifier H is a ( 1+λ/4
, λ/4, δ/2)-damaged EDCS
(follows from Lemma 25) and the following holds for some VD ⊆ V with |VD | ≤ |V | · δ/2:
β
∀e ∈ H : degH (e) ≤ 1+λ/4

All e ∈ E \ H such that e ∩ VD = ∅ satsifies that degH (e) ≥

β·(1−λ/4)
1+λ/4

Define VD′ = VD ∪ VED ∪ VEI . Note that |VD′ | ≤ |VD | + |VED ∪ VEI | ≤ n · δ. Also
β
note that after a rebuild maxe∈E degH (e) ≤ 1+λ/4
. As edges will only be inserted between
vertices u and v if their degrees is at most β·λ
16 − 2 in H we can be certain that at any point
β
maxe∈E degH (e) ≤ 1+λ/4
+ β·λ
≤
β
(for
small
enough values of λ).
16
At any point during the phase take an arbitrary e ∈ E \ H ∧ e ∩ VD′ = ∅. If e ∈ EI
at the time of it’s (last) insertion one of its endpoints, say v had degEI (v) ≥ λ·β
16 or
degH (e) > β − 2. The former would imply v ∈ VD′ . Therefore, we can assume that if
e∈
/ H then either e ∈ EI and at time of it’s insertion degH (e) > β − 2 or e ∈
/ EI and at
the start of the phase degH (e) ≥ β (1−λ/4)
.
Either
way,
during
the
phase
the
edge degree
1+λ/4
of e may have reduced by at most β·λ
8 as none of it’s endpoints are in VED . Therefore,
β·(1−λ/4)
β·λ
◀
degH (E) ≥ 1+λ/4 − 8 ≥ β · (1 − λ). This concludes the proof.

B.4

Proof of Lemma 28

Proof. Edge insertions and deletions are handled in O(1) time apart from the periodic rebuilds.
m
The rebuilds run in O( δ·λ
2 ) deterministic time by Lemma 26 therefore over α insertions
m
the amortized update time is O( δ·λm2 ·α ) = O( n·β·λ
3 ·δ 2 ). The recourse of the sparsifier is also
constant apart from rebuild operations. When a rebuild occurs the sparsifier goes under at
1
most O(n · β) edge updates. Therefore, the amortized recourse is O( n·β
◀
α ) = O( λ·δ ).

C

Missing Proofs from Section 4

C.1

Proof of Lemma 13

Algorithm 3 Vertex Sparsification.

1
2
3
4
5
6

7
8
9

Input: G = (V, E), AlgM , AlgS
Output: (α + ϵ)-approximate maximum matching of G
M M Size ← 1
i←1
while M M Size ≤ n do
i←i+1
M M Size ← M M Size · (1 + ϵ/(8α))
V i : Vji : j ∈ [L] ← Set of (M M Size, ϵ/(8α)) matching preserving vertex partitionings of
G into C · M M Size vertex subsets of size L output by AlgS
Gij ← Vertex concatenation of G based on Vji
ϵ
Mji ← Maintain (α, 8C
)-approximate matching of Gij with AlgM
GM i ← Maintain edges of Mji in G
j

10

E ′ ← ∪ GM i

11

M ∗ ← Maintain a 1 + ϵ/(8α)-approximate maximum matching of (V, E ′ ) with Lemma 4

i,j

j

▷ Claim 35. Algorithm 3 maintains an (α + ϵ)-approximate maximum matching.
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Proof. Fix i = ⌊log1+ϵ/(8α) (µ(G))⌋ and let µ1+ϵ/(8α) (G) = (1+ϵ/(8α))i . Note that G contains
a matching of size µ1+ϵ/(8α) (G) (assume integrality for sake of convenience) and µ(G) ≤
µ1+ϵ/(8α) (G) · (1 + ϵ/(8α)). By the definition of matching preserving vertex partitionings
there is a j ∈ [L] such that µ(Gij ) ≥ (1 − ϵ/(8α))µ1+ϵ/8 (G).
Hence, µ(Gij ) ≥ µ(G) · (1 − ϵ/(4α)). As the vertex set of Gij is of size C · µ1+ϵ/8 (G) we
ϵ
ϵ
have that |Mij | · α + 8C
· C · µ1+ϵ/(8/α) (G) ≥ µ(Gji ) ≥ µ(G) · (1 − ϵ/(4α)) as Mji is an (α, 8C
)α
i
i
approximate maximum matching of Gj . This simplified states that |Mj | · 1− 3·ϵ ≥ µ(G).
α·8

As Mji ⊆ E ′ we have |M ∗ | · (1 + ϵ/(8α)) ≥ |Mji | and therefore |M ∗ | ·
This can be simplified to |M ∗ | · (α + ϵ) ≥ µ(G).
▷ Claim 36. Algorithm 3 has an update time of O(T (n, ϵ/C) ·

ϵ
α·(1+ 8α
)
ϵ·3
1− 8·α

≥ µ(G).
◁

L2 ·log2 (n)
).
ϵ4

Proof. The maintenance of Mji will take O(T (n, ϵ/C)) update time for specific values of
L·log(n)
i, j. As α = O(1) i will range in [O( log(n)
)
ϵ )]. Therefore, the algorithm maintains O(
ϵ
L·log(n)
′
matchings in parallel using AlgM . This means E has maximum degree O( ϵ ) and can
be maintained in update time O(T (n, ϵ/C) · L·log(n)
) and may undergo the same amount of
ϵ
recourse. Hence, with the invocation of the algorithm from Lemma 4 the total update time
2
2
is O(T (n, ϵ/C) · L ϵ·log
).
4
The two claims conclude Lemma 13.
◁
2

2

(n)
Do note, that the update time can be slightly improved to O(T (n, Cϵ ) · L·log(n)
+ L ·log
)
ϵ
ϵ5
L·log(n)
ϵ
using Lemma 5 ([46]). The update time of the sparsifier is O(T (n, C ) ·
).
Using
the
ϵ
lemma it’s recourse can be bounded at O( L·log(n)
).
Applying
Lemma
4
([32])
yields the
ϵ
slightly different update time.

C.2

Proof of Lemma 14

l
m
Proof. For graph G = (V, E) generate L = 512·log(n)
vertex partitionings into d =
ϵ2
l
m
4 · (2k)
sets at random. Call the set of partitionings V = {V j : j ∈ [L]} and let Vij
ϵ
stand for the i-th vertex set of the j-th partitioning. Fix 2k vertices S of V arbitrarily
to represent
the endpoints of a matching of size k in G and note that this can be done

n
2·k
≤
n
≤
eln(n)·2·k ≤ e4·log2 (n)·k number of ways.
2·k
Fix a specific vertex partitioning V j with vertex sets Vij : i ∈ [d]. Let the random variable
P
j
Xi : i ∈ [d] be an indicator variable of S ∩ Vij ̸= ∅ and X¯j = i∈[d] Xij .
▷ Claim 37. Xij : i ∈ [d] are negatively associated random variables.
Proof. Define Bil : i ∈ [d], l ∈ [2 · k] be the indicator variable of the l-th vertex of S falling
into the i-th subset Vij . This turns the random variables into the well known balls and
binds experiment. By [26] (this can also be considered a folklore fact) random variables
Bil : i ∈ [d], l ∈ [2 · k] are negatively associated. By definition Xij = maxl∈[2·k] {Bil }. By
Theorem 2 of [27] monotonously increasing functions defined on disjoint subsets of a set of
negatively associated random variables are negatively associated. As max is monotonously
increasing this implies that Xij : i ∈ [d] are also negatively associated.
◁
ϵ · (1 − ϵ/8)
1
1
E[Xij ] = 1 − Pr[S ∩ Vij = ∅] = 1 − (1 − )2k ≥ 1 − ((1 −
)8·k/ϵ )ϵ/4 ≥ 1 − e−ϵ/4 ≥
d
8 · k/ϵ
4
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  ϵ·(1−ϵ/8)
Therefore, E[X¯j ] ≥ 8·k
≥ 2k · (1 − ϵ/8). Now we apply Chernoff’s inequality
·
ϵ
4
for negatively associated random variables to get that:
Pr[X¯j ≤ 2k · (1 − ϵ/4)] ≤ Pr[X¯j ≤ E[X¯j ] · (1 − ϵ/8)] ≤ exp(−

E[X¯j ] · ( 8ϵ )2
−2k·ϵ2
) ≤ e 128
2

This implies that
Pr[ min {X̄ j } ≤ 2k · (1 − ϵ/4)] ≤ e−4·log(n)·2k
j∈[L]


n
Further applying a union bound over the 2k
possible choices of S yields that regardless
−2·log(n)·2k
of the choice of S with probability 1 − e
≥ 1 − 1/poly(n) there is a partitioning
V j = Vij : i ∈ [d] where at least 2k · (1 − ϵ/4) of the vertex sets of V j contain a vertex of
S. This implies that there can be at most 2k · (1 − ϵ/2) vertices of S sharing a vertex set
of V j with an other vertex of S. Furthermore, if S represents the endpoints of a matching
of size k at least k · (1 − ϵ) of it’s edges will have both their endpoints being assigned to
unique vertex sets of V j with respect to S. This implies that the concatenation of G based
on V j will preserve a 1 − ϵ fraction of any matching of size k from G. Therefore, V is a (k, ϵ)
matching preserving set of partitionings for G.
Note that while we can simply sample the partitionings randomly in polynomial time,
we could also consider all possible sets of partitionings and check weather any of them
is (k, ϵ) matching preserving for all possible choice of S ⊆ V . From the fact that a
random sampling based approach succeeds with positive probability we know that there is
a set of (k, ϵ) matching preserving partitionings therefore we will find one one eventually
deterministically.
◀
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1

Introduction

Human evaluation is a commonly used measure when we lack an objective standard. For
example, the internet company sometimes uses human evaluation to evaluate the online
product’s quality (e.g. app, online platform). However, eliciting high-quality feedback from
the human evaluators can be tricky when they are asked to provide subjective judgment. There
is no way to verify their subjective opinions. Paying these evaluators only for the agreement
will discourage valuable feedback from the minority. Peer prediction (i.e. information
elicitation without verification) [13], aims to design mechanisms that encourage honest
subjective feedback from the user, even she is in the minority. In the setting where two
users, say Alice and Bob, are asked to rate several similar products (e.g. restaurants), the
peer prediction reward system will take their feedbacks as input and return them proper
© Yuqing Kong;
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rewards. We want the reward system to be dominantly truthful. That is, for each user (who
can belong to a minority group), regardless of other people’s behaviors, she will obtain the
highest amount of expected reward when she tells the truth and she will be paid the lowest
in expectation if she reports some garbage feedback like five stars for all products.
To design dominantly truthful reward systems, Kong and Schoenebeck [10] propose an
information-theoretic framework, Mutual Information Paradigm (MIP), to reduce the above
mechanism design problem to the design of proper information measure. When the rating
tasks are similar, we can assume that Alice and Bob’ feedback for these tasks are i.i.d. samples
of random variables X̂A , X̂B . MIP pays Alice and Bob the mutual information between
X̂A , X̂B in expectation. The mutual information measure should be information-monotone.
That is, any data-processing method performed on the random variables will decrease the
mutual information. When MIP pays an information-monotone mutual information, the
strategic behavior of Alice or Bob will decrease their expected payments since the strategy is
a data-processing method. Thus, to design a dominantly truthful mechanism, it is sufficient
to design an information measure which 1) is information-monotone; 2) can be estimated
unbiasedly with a certain amount of samples.
The original Shannon mutual information satisfies the monotonicity property. However,
it cannot be estimated unbiasedly with a finite number of samples thus cannot be used
to construct the reward system that works for a finite number of tasks. A recent work
[8] solves this issue by proposing a new mutual information measure, Determinant Mutual
Information (DMI). Its corresponded mechanism, DMI-Mechanism, is dominantly truthful
with only a finite number of tasks. The trick is that DMI’s square has a polynomial
format and the polynomial mutual information can be estimated unbiasedly with a finite
number of tasks. DMI-Mechanism shows the existence of the finite-number-task dominantly
truthful mechanism. However, The existence of other1 finite-number-task dominantly truthful
mechanisms remains to be an open question.
This work answers the above question by providing
a new family of information-monotone information measures: volume mutual information
(VMI), where DMI is a special case;
a new family of practical dominantly-truthful multi-task peer prediction mechanisms,
VMI-Mechanisms.
The family of mechanisms is constructed via the new mutual information family. In detail,
to obtain the above results, the paper first formally show that every degree d polynomial mutual
information can be used to construct the dominantly truthful peer prediction mechanisms
that work for ≥ d tasks. Most previous information measures are based on distance method.
The construction of these measures rely on proper distance measures. However, these distance
measures based mutual information do not have a polynomial format. This work proposes a
novel geometric information measure design framework, volume method, to construct a new
mutual information family, VMI. Previously, the square DMI is the only known polynomial
mutual information even in the binary case. VMI contains a family of new2 polynomial
mutual information. We use these new polynomial mutual information measures to construct
the new dominantly truthful peer prediction mechanisms that work for a finite number of
tasks. To illustrate this new mutual information family better, we also provide a geometric

1

2

Other mechanisms means that these mechanisms are not simple transformations (e.g. affine transformation) of the DMI-Mechanism or based on a mutual information which is a polynomial of DMI (e.g.
DMI4 + DMI2 ).
A polynomial mutual information is new if it is not a polynomial of DMI (e.g. DMI4 + DMI2 ).
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visualization in the binary case. The visualization provides a deeper understanding of the
existed and new mutual information. For example, although the noise decreases the mutual
information, the visualization shows that the original Shannon mutual information punishes
the two-sided noises more than DMI, and punish the one-sided noises less than DMI.
Though this work is mainly motivated for answering the above open question, the volume
mutual information is the main technical highlight of this work. The idea behind VMI is
simple and natural. Given a pair of random variables X, Y , mutual information measure
takes X and Y ’s joint distribution as input and outputs their mutual information. Here
(X ′ , Y ) is less informative than (X, Y ) if we can perform an operation on X to obtain X ′ and
this operation is independent of Y . A mutual information measure is information-monotone
if the mutual information between X ′ and Y is less than that between X and Y . VMI
measures how informative a distribution is by measuring the volume of distributions that
is less informative than it. That is, the volume mutual information between X and Y is
defined as follows:
VMI(X; Y ) := Volume({(X ′ ; Y )|(X ′ ; Y ) ⪯ (X; Y )}).
Like other mutual information, volume mutual information operates on X and Y ’s joint
distribution. By assigning different densities to the space of joint distributions, we can obtain
different formulas of volume mutual information with different properties. In particular,
when the density function is a polynomial of the elements in joint distribution, we can obtain
a family of polynomial volume mutual information as well.
Given a family of practical mechanisms, we have an optimization space. We then provide
a tractable optimization goal and optimize over this family. If the participants do not need
any effort to perform the tasks, we will focus on incentivizing the participants to tell the truth
after they receive the signals. In this case, there is no need to construct more dominantly
truthful, practical mechanisms. Thus, we consider the setting where participants require
efforts to perform the tasks. In this setting, we want the participants not only to be honest
after they have the signals but also to spend a certain amount of effort in obtaining the signals.
We assume that the task requester has value for the elicited answers’ distribution. We aim
to maximize the requester’s utility, which is defined as her value minus her payments for the
participants. This work’s analysis focuses on the setting where there are two participants,
Alice and Bob.
It’s left to optimize over the new VMI-Mechanisms. One way is to directly optimize over
the new family. Another way is to optimize over all possible dominantly truthful mechanisms
first. Then we can approximate the optimal mechanism (may not be practical) by a sequence
of practical, dominantly truthful VMI-Mechanisms. It turns out the second way is easier
for this problem. First, we observe that the optimal dominantly truthful payment scheme
is a threshold payment scheme: there is a threshold joint distribution U ∗ and if Alice and
Bob’s reports’ joint distribution is more informative than U ∗ , they will get a fixed amount
of payments, otherwise, they get nothing. This payment scheme only works for an infinite
number of tasks where we can perfectly estimate Alice and Bob’s reports’ joint distribution.
However, there exists a sequence of practical VMI-Mechanisms that approximate the optimal
threshold payment scheme. The idea is that the threshold payment scheme is a special
VMI-Mechanism if we allow the density function to be a Dirac delta function on U ∗ . To
construct a sequence of practical VMI-Mechanisms to approximate the threshold payment
scheme, we use a sequence of polynomials to approximate the Dirac delta function. In the
literature of proper scoring rules, there is a beta family of scoring rules [1, 12] which can be
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used to approximate a threshold scoring rule, “misclassification” scoring. We are inspired to
pick the multivariate Beta (Dirichlet) family to design a parametric family of VMI and use
this family to approximate the optimal threshold payment scheme.

Figure 1 An illustration of optimizing multi-task peer prediction mechanism: the
above figure illustrates the conceptual idea of optimizing the multi-task peer prediction mechanism.
For ease of illustration, we draw the space of the joint distributions as a line though, in fact, it is not.
The optimal payment scheme is a threshold function. A VMI-Mechanism corresponds to a density
function over the space of the joint distributions. The Dirac delta density leads to the threshold
payment scheme. We use a sequence of polynomial densities to approximate the Dirac delta density
and use those densities to construct corresponding VMI-Mechanisms. Then we obtain a sequence of
practical and dominantly truthful VMI-Mechanisms that approximate the optimal payment scheme.

Thus, we not only contribute a new family of practical dominantly truthful multi-task
peer prediction mechanisms, but also provide a tractable effort incentive optimization goal.
We show that under this goal, DMI-Mechanism may not be optimal but we can use our
new family to construct a sequence of approximately optimal practical dominantly truthful
mechanisms.

1.1

Related Work

Miller et al. [13] start the literature of peer prediction by considering the setting where the
participants are asked a single question (e.g. do you like this restaurant or not?). They
design a reward system where truth-telling is a strict equilibrium. However, this original peer
prediction work requires the knowledge of the common prior over the participants. Prelec
[16] proposes the Bayesian Truth Serum that removes this prior knowledge requirement by
asking the participants to additionally report their forecasts for other people (e.g. what
percentage of your peers like this restaurant?). However, Bayesian Truth Serum requires an
infinite number of participants. Moreover, the additional forecast report requires additional
efforts from the participants and makes the mechanism non-minimal. Radanovic and Faltings
[18] extend Bayesian Truth Serum to a slightly different setting which involves sensors, but
still requires a large number of agents. A series of works (e.g. [17, 4, 23, 9]) study how
to remove the requirement for a large number of participants, while their mechanisms are
non-minimal. Frongillo and Witkowski [5] focus on the design of minimal mechanisms where
the participants do not need to report additional forecasts. However, when participants are
only assigned a single task, they point out that minimal mechanisms require constraints on
the participants’ belief model, i.e., are not prior-independent.
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Dasgupta and Ghosh [3] start to consider the setting where the participants are assigned
multiple similar tasks, the multi-task setting. In contrast to the single-task setting, the
multi-task setting enables the design of both prior-independent and minimal mechanisms. In
the multi-task setting, Radanovic et al. [19] use the distribution of reported answers from
similar tasks as the prior probability of possible answers, while their mechanism requires
the estimation of prior probability from a large number of tasks or participants. Kamble et
al. [7] propose a mechanism where the participants can perform only a single task though
the total number of tasks is large. However, this mechanism is not dominantly truthful
and makes truth-telling only better than any symmetric equilibrium where all participants
perform the same strategy. Shnayder et al. [21], Kong and Schoenebeck [10], Liu et al.[11]
focus on the setting where there are a small number of participants and show that the
dominantly truthful multi-task peer prediction mechanism exists. Kong and Schoenebeck
[10] also provide a general information-theoretic framework for the design of the dominantly
truthful peer prediction mechanisms. However, they all require the participants to perform
an infinite number of tasks. Kong [8] addresses this issue by proposing the first dominantly
truthful mechanism, DMI-Mechanism, which is prior-independent, minimal, and works for
two participants and a finite number of tasks (practical). This mechanism is constructed by
a new information measure, Determinant Mutual Information (DMI) whose square has a
polynomial format. However, the existence of other practical dominantly truthful mechanisms
remains to be an open question. This work answers the above question by providing a family
of practical dominantly truthful peer prediction mechanisms, as well as a new family of
information-monotone mutual information: volume mutual information (VMI), where DMI
is a special case.
Regarding optimization in information elicitation, Neyman et al. [14], Hartline et al. [6],
Zermeno [24], Merkle and Steyvers [12], Osband [15] focus on optimizing over proper scoring
rules. Unlike this work, in the setting of scoring rules, the ground truth will be revealed later
and the participants report only once. Cai et al. [2] consider the setting where workers are
asked to report a data point and aim to find the optimal statistical estimator with the best
effort incentives. We consider a very different setting. Frongillo and Witkowski [5] optimize
over single-task peer prediction mechanisms where their mechanisms are not dominantly
truthful. In contrast, we focus on the multi-task peer prediction setting where ground truth
does not exist and the participants will perform multiple tasks. Moreover, we optimize over
dominantly truthful, and practical mechanisms.

1.2

Multi-task Peer Prediction and Mutual Information

In this section, we will show how to employ information-monotone mutual information
measures to design dominantly truthful mechanisms. We will also connect polynomial mutual
information to the practical mechanism. Then we can reduce the design of the dominantly
truthful and practical mechanism to information-monotone polynomial mutual information.

Multi-task Peer Prediction
We focus on the setting where there are two participants, Alice and Bob, and a task requester.
Alice and Bob are assigned T a priori similar tasks. For each task t, after performing the task,
each participant i = A, B will receive a private signal cti ∈ C where C is a size C choice set. For
binary questions, C = 2. By assuming the tasks are a priori similar, the participants’ honest
signals {(ctA , ctB )}t are T i.i.d. samples from random variables (XA , XB ) whose distribution is
denoted by UA,B . UA,B can be seen as a C × C matrix where UA,B (cA , cB ) is the probability
that (XA , XB ) = (cA , cB ). A multi-task peer prediction mechanism will take all participants’
reports {(ctA , ctB )}Tt=1 as input and output their corresponding payments pA , pB .
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Report Strategy Model
t
Alice may lie and her strategy SA
for each task t can be seen as a C × C stochastic matrix
t
t
t
where SA (ĉA , cA ) is the probability she reports ĉtA given that she receives ctA . We follow
Kong [8] and assume that every participant plays the consistent strategy for all tasks. That
t
is, there exists SA such that ∀t, SA
= SA . We model Bob analogously. With this assumption,
not only the participants’ honest signals are i.i.d. samples, but also their reported signals
are i.i.d. samples from random variables (X̂A , X̂B ) whose distribution is denoted by ÛA,B .
A strategy S is uninformative if it is independent of private signals, i.e., S(ĉ, c) = S(ĉ, c′ ) for
all c, c′ , ĉ ∈ C.

▶ Definition 1 (Dominantly truthful). A multi-task peer prediction mechanism is dominantly
truthful if, for all participants, truthful report strategy maximizes her expected payment
regardless of other people’s strategies; and if she believes other participants tell the truth, the
truthful report strategy will be strictly better than uninformative report strategies.
The second requirement guarantees that the flat payment mechanism is not dominantly
truthful. With the above report strategy model, for a dominantly truthful mechanism
where Alice’s expected payment is represented as PA (ÛA,B ) and Bob’s expected payment is
represented as PB (ÛA,B ), we have ∀SA , SB , UA,B ,
⊤
⊤
PA (SA UA,B SB
) ≤ PA (UA,B SB
)

⊤
PB (SA UA,B SB
) ≤ PB (SA UA,B ).

Kong and Schoenebeck [10] introduce an information-theoretic framework, Mutual Information Paradigm (MIP), for the design of dominantly truthful multi-task peer prediction
mechanisms. MIP pays each participant the mutual information between her report and her
peer’s report. Once the mutual information is information-monotone, each participant will
be incentivized to tell the truth to avoid the loss of information. We start to formally define
information-monotonicity.
Let UX,Y be a joint distribution over two random variables X and Y . We want to design
an information measure MI that takes UX,Y as input and outputs a non-negative real number,
which reflects the amount of information contained in X that is related to Y . We also want
MI to be information-monotone: when X ′ is “less informative” than X with respect to Y ,
MI(UX ′ ,Y ) should be less than MI(UX,Y ). Typically, the literature also writes MI(UX,Y ) as
MI(X; Y ). The following definition is the formal definition of information-monotonicity.
▶ Definition 2 (Information-monotonicity). [20] MI is information-monotone if for every two
random variables X, Y , when X ′ is less informative than X with respect to Y , i.e., X ′ is
independent of Y conditioning X,
MI(X ′ ; Y ) ≤ MI(X; Y ).
Mutual information requires the distribution as input while we only have samples. However,
since the participants are assumed to be the expected payment maximizer, the unbiased
estimator is sufficient.

Unbiased estimator of mutual information
Given a mutual information MI, UBEMI is an unbiased estimator of MI with ≥ r sample if
for every two random variables (X, Y ), when {(xt , yt )}Tt=1 are T ≥ r independent samples of
(X, Y ),
E[UBEMI ({(xt , yt )}Tt=1 )] = MI(X; Y ).
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Mutual Information Paradigm(UBEMI )
Alice and Bob are assigned T ≥ r a priori similar tasks in independent random orders. The
participants finish the tasks without any communication.
Report For each task t, Alice privately receives ctA and reports ĉtA and Bob is analogous.
Payment Alice’s payment is pA := UBEMI ({(ĉtA , ĉtB )}Tt=1 ) where UBEMI is an unbiased
estimator of an information-monotone MI that works for ≥ r samples. Bob is analogous.
We say agents’ prior is informative for MI if the mutual information tween their truthful
reports are positive, i.e., MI(XA ; XB ) > 0. This assumption is required to guarantee the
second property of dominant truthfulness.
▶ Lemma 3. When MI is information-monotone, non-negative, and vanishes for independent random variables, if agents’ prior is informative with respect to MI, then the mutual
information paradigm UBEMI is dominantly truthful.
Proof. In expectation, Alice’s payment is MI(X̂A ; X̂B ) which will be maximized if she tells
the truth. If agents’ prior is informative with respect to MI and Alice believes Bob tells
the truth, Alice’s expected payment when she tells the truth will be ≥ MI(XA ; XB ) > 0. If
she reports uninformative signals, her expected payment will be zero since MI vanishes for
independent random variables. Thus, the second property of dominant truthfulness is also
satisfied.
◀
To design a practical dominantly truthful mechanism, the unbiased estimator needs to
work for only a finite number of samples. We will show that once the mutual information is
a degree d polynomial, it has an unbiased estimator that works for ≥ d samples. Currently,
the only example of polynomial mutual information is DMI’s square.
▶ Definition 4 (Polynomial Mutual Information). MI is a polynomial mutual information
when MI(X; Y ) a multivariate polynomial of the entries of UX,Y .
▶ Definition 5 (Determinant based Mutual Information (DMI) [8]).
DMI(X; Y ) := | det(UX,Y )|.
DMI is not a polynomial mutual information while DMI’s square is.
 For example,
u00 u01
in the binary case for every joint distribution matrix UX,Y =
, DMI(X; Y ) =
u10 u11
|u00 u11 −u10 u01 | is not a polynomial while DMI2 (X; Y ) = (u00 u11 −u10 u01 )2 is a polynomial.
▶ Lemma 6. Every degree d polynomial mutual information MI has an unbiased estimator
UBEMI for T ≥ d samples.
Proof. Every degree d polynomial mutual information MI can be written as the sum of
terms of format Pr[X = c1 , Y = c′1 ] ∗ Pr[X = c2 , Y = c′2 ] ∗ · · · ∗ Pr[X = ck , Y = c′k ], k ≤ d.
For each term Pr[X = c1 , Y = c′1 ] ∗ Pr[X = c2 , Y = c′2 ] ∗ · · · ∗ Pr[X = ck , Y = c′k ], k ≤ d,
when we have k independent samples (x1 , y1 ), (x2 , y2 ), · · · , (xk , yk ) of X, Y , Πki=1 1(xi =
ci , yi = c′i ) is an unbiased estimator. Thus, since k ≤ d, T ≥ d independent samples is
sufficient to construct an unbiased estimator of each term as well as the sum of these terms
MI.
◀
The above lemma shows that every degree d polynomial mutual information corresponds
to a dominantly truthful peer prediction mechanism that works for ≥ d tasks. For example,
DMI’s square is a degree 2C polynomial. DMI-Mechanism [8] is constructed via an unbiased
estimator of DMI’s square and requires ≥ 2C tasks.
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2

Volume Mutual Information

This section will introduce the volume method and apply the volume method to obtain a new
family of information-monotone mutual information measure, Volume Mutual Information
(VMI), which can be polynomials.

2.1

Volume Method

Given a partially ordered set (poset) (L, ⪯), we define the lower set of ℓ’s as ↓ ℓ := {ℓ′ |ℓ′ ∈
L, ℓ′ ⪯ ℓ}. In discrete case, volume method measures each element by
R the size of its lower
set. In continuous case, we need a monotone measure µ and integral dµ on L. That is, µ
assigns
higher
R
R volume to bigger set and for two integrable real-valued functions f ≤ g on X,
f
dµ
≤
gdµ. We defer the basic definitions for measure and integral to full version.
X
X
We assume that all lower sets are measurable with µ. Since the higher-order element has
a larger lower set, the volume of each element’s lower set
V (ℓ) := Vol(↓ ℓ) := µ(↓ ℓ)
is a natural monotone function with respect to the partial order. More generally, we define a
weighted version:
▶ Definition 7 (Volume
function). Given a poset (L, ⪯) with a monotone measure µ and a
R
monotone integral dµ on L, for every integrable non-negative density function w : L 7→ R+ ,
we define the volume function that is associated with w as
Z
V w (ℓ) := Volw (↓ ℓ) :=
w(x)dµ(x).
↓ℓ

When w(x) = 1 everywhere, V w (ℓ) = V (ℓ).
▶ Lemma 8. The volume function V w : L 7→ R+ is a non-negative monotone function.
The above lemma shows that V w extends a partial order to a total order.
Proof. When ℓ′ ⪯ ℓ, since ⪯ is transitive, ↓ ℓ′ ⊂↓ ℓ. Due to the fact that the measure and
the integral are monotone, V w (ℓ) is also monotone.
◀

2.2

Information-monotone Partial Order

To apply the volume method to the design of mutual information, we first use informationmonotonicity to define a partial order among the joint distributions. UX ′ ,Y ⪯ UX,Y iff X ′ is
less informative than X with respect to Y , i.e, X ′ is independent of Y conditioning X. We
will show that this is equivalent to the following definition.
▶ Definition 9 ((L, ⪯) for MI). We define domain L as the set of all possible C × C
joint distribution matrices. U ′ ⪯ U if there exists a column-stochastic3 matrix T such that
U′ = TU.

3

A matrix T is a column-stochastic matrix iff every entry of T is non-negative and every column of T
sums to 1.
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The following lemma shows that designing information-monotone mutual information is
equivalent to designing a monotone function on (L, ⪯).
▶ Lemma 11. MI is information-monotone if and only if MI is a monotone function on
(L, ⪯).
Proof. We first show the ⇐ direction. when X ′ is less informative than X with respect to
Y , i.e., X ′ is independent of Y conditioning X,
X
UX ′ ,Y (x′ , y) = Pr[X ′ = x′ , Y = y] =
Pr[X ′ = x′ |X = x] Pr[X = x, Y = y].
x

Thus, UX ′ ,Y = UX ′ |X UX,Y . Since UX ′ |X is a column-stochastic matrix, UX ′ ,Y ⪯ UX,Y .
When MI is a monotone function on (L, ⪯), MI is information-monotone.
To show the opposite direction, we start from the situation that MI is informationmonotone. For every U , for every column-stochastic matrix T , we only need to show there
exists X, X ′ , Y such that X ′ is less informative than X and UX,Y = U and UX ′ ,Y = T U . We
can construct such X, X ′ , Y by setting Pr[X = x, X ′ = x′ , Y = y] = UX,Y (x, y)UX ′ |X (x′ , x)
for every x, x′ , y. Here UX,Y (x, y) := U (x, y) and UX ′ |X (x′ , x) := T (x′ , x). It’s easy to see
that UX ′ ,Y = T U and X ′ is less informative than X for Y .
Thus, MI(T U ) = MI(X ′ ; Y ) ≤ MI(X; Y ) = MI(U ). The inequality follows from the fact
that MI is information-monotone. Therefore, MI is also monotone on the poset and the ⇒
direction is also valid.
◀

2.3

Constructing Volume Mutual Information

This section will apply the volume method to obtain a new family of monotone mutual
information measures, Volume Mutual Information (VMI). We have already defined the
poset. Thus, to apply the volume method, we only need to pick the measure and integral.
We will use Hausdorff measure [22]. Intuitively, to provide a measure for any triangle’s
area on R2 , the 2-dimensional Lebesgue measure L2 works. However, L2 will assign zero
measure to any curve in R2 . To provide a measure for a curve’s length in R2 , we can use the
Hausdorff measure H1 . We defer more introduction about the basic measure theory to the
full version.
R
▶ Definition 12 ((L, ⪯, µ, ) for MI). We define domain L as the set of all possible C × C
joint distribution matrices. U ′ ⪯ U if there exists a column-stochastic matrix T such that
2
U ′ = T U . We vectorize matrices and transform L to space in RC . We pick µ as the
C(C − 1)-dimensional5 Hausdorff measure HC(C−1) .
5

Though L is a subset of a C 2 dimensional space, in the later sections, we will see the lower set has at
most C(C − 1) dimension.
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R
▶ Example 13 ((L,
R ⪯, µ, ) in binary case). The following observation allows us to visually
illustrate (L, ⪯, µ, ) for binary case in Figure 2.
▶ Observation 14. In binary case, there is an one to one mapping from [0, 1]3 to L. In fact,



s
t
p
0
L={
|s, t, p ∈ [0, 1]}.
1−s 1−t 0 1−p

p
0
.
0 1−p
↓ Up is the space of all joint distribution matrices whose column sum is (p, 1 − p) and
L = {↓ Up |p ∈ [0, 1]}.
Fixing p, there is an one to one mapping from [0, 1]2 to ↓ Up where Up =



The proof is deferred to the full version.

R

Figure 2 Visual illustration (L, ⪯, µ, ) in binary case:
Domain L: there exists a one to one mapping from the domain L to a unit cube [0, 1]3 . Thus,
we visualize L as a unit cube. The right square represents a slice of L, ↓ U.5 , the space of all
joint distribution matrices whose column sum is (.5, .5).
′
Lower set ↓ U : for each element
a parallelogram (the light green area)

 U , all U ⪯ U constitute

1 1
0 0
0 1
whose endpoints are {U,
U,
U,
U }. This parallelogram is also called U ’s
1 0
0 0
1 1
lower set.

Uninformative set: when s = t (the black dashed line), the distribution represents independent X
and Y . In this case, the mutual information should be zero. We call the set of these independent
distributions the uninformative set.
Measure µ: since the lower set is always on a 2-dimensional space, we use the 2-dimensional
Hausdorff measure H2 to measure the area of the parallelogram in R3 .

▶ Definition 15 (Volume Mutual Information VMIw ). Given an integrable non-negative
density function w, we define the Volume Mutual Information as
Z
w
w
w
VMI (X; Y ) := V (UX,Y ) = Vol (↓ UX,Y ) =
w(x)dHC(C−1) (x).
↓UX,Y

Aided by programming, we can obtain the explicit formula of VMI (Example 20). The
choice of density functions affects the property of VMI. Theoretically, we will show that
uniform density leads to DMI and polynomial density obtains polynomial VMI (Theorem 16),
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which leads to a family of practical dominantly truthful peer prediction mechanisms (Corollary 17). Numerically, we will show the influence of density visually by three concrete
binary VMI (Example 20). To state the theorem formally, we first give a formal definition
for polynomial mutual information.
▶ Theorem 16. VMIw is an information-monotone mutual information. VMIw is also
non-negative and when X and Y are independent, VMIw (X; Y ) = 0. Moreover,
Uniform density with the uniform density, VMI(X; Y ) ∝ DMI(X; Y )C−1 ;
Polynomial density when the density function w is a non-negative degree dw polynomial,
when C is an odd number, VMID is a degree dw + C(C − 1) information-monotone
polynomial mutual information and when C is an even number, DMI ∗ VMID is a degree
dw + C 2 information-monotone polynomial mutual information. (VMID )2 is a degree
2(dw + C(C − 1)) information-monotone polynomial mutual information.
Every degree d polynomial monotone mutual information directly induce a dominantly
truthful multi-task peer prediction mechanism that works for ≥ d tasks (Lemma 6).
▶ Corollary 17. There exists a family of practical, dominantly truthful and prior-independent
multi-task peer prediction mechanisms.
Proof of Corollary 17. Theorem 16 shows the existence of a family of polynomial mutual
information. Lemma 6 shows that each degree d polynomial mutual information MI has an
unbiased estimator with ≥ d samples. Lemma 3 shows that when agents’ prior is informative
for MI, we can use the above unbiased estimator to construct a dominantly truthful peer
prediction mechanism that works for ≥ d tasks.
◀
We have proved that polynomial VMI can be used to construct practical mechanisms. In full
version 2.4, we will also provide a concrete example for VMI-Mechanism in the binary case.

Proof outline for Theorem 16
The fact that VMIw is information-monotone follows directly from Lemma 8 and Lemma 11.
We will apply the area formula to prove the other parts. With the uniform density, to
show that VMI(X; Y ) ∝ DMI(X; Y )C−1 , we only need to show the original volume of the
lower set is proportional to DMI(X; Y )C−1 . We will construct a proper affine mapping from
RC(C−1) to L and directly apply the area formula to show this result. To show the last part
of this theorem, we will write down the integration explicitly and then analyze it. We defer
the full proof to the full version.

2.4

Visualization of Binary Volume Mutual Information

This section will provide a visualization method for all binary mutual information. By using
this visualization method, we visualize three new VMIs for three styles of densities (mountain,
plain, basin). We additionally visualize two existed mutual information measures in full
version 2.4.
▶ Definition 18 (Contour plots of binary MIs). In binary case, the mutual information can be
seen as a function with 3 variables:



s
t
p
0
3d
MI (s, t, p; MI) := MI(
).
1−s 1−t 0 1−p
To visualize the contour plot in a 2 dimensional space, we fix p = p0 and draw the contours
of MI2d (s, t; p0 , MI) := MI3d (s, t, p0 ; MI) on slice p = p0 .
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Figure 3 illustrates the contours for information-monotone MIs and a MI that is not
information-monotone.

Figure 3 Information-monotone MI vs Un-information-monotone MI: the first three
figures illustrate the contours of different information-monotone MIs. In these figures, the contours
on each element U (the blue lines) must always contain U ’s lower set (the green parallelogram). The
last figure (with a red frame) illustrates the contours of a MI which is not information-monotone.

We first visualize multiple commonly used MIs and compare their contours in the same
square slice.

Visualization of Commonly Used Mutual Information
We will visualize two existed commonly used mutual information measures in this section.
These measures are designed by a distance-based approach. For two random variables X and
Y , UY represents the prior distribution over Y when we have no information. That is UY (y) =
Pr[Y = y]. UY |x denotes the posterior distribution Y , i.e. UY |x (y) = Pr[Y = y|X = x] when
we have information X = x. When X and Y are independent, knowing X will not change
our belief for Y , i.e., UY |X equals UY . When X and Y are highly correlated, knowing X
changes the belief for Y a lot, i.e., UY |X is quite different from UY . Intuitively, we can use the
“distance” between the informative prediction UY |X and the uninformative prediction UY to
represent the mutual information between X and Y . The distance measure should be picked
carefully to satisfy information-monotonicity. Two different distance families, f -divergence
Df (·, ·) and Bregman-divergence DP S (·, ·), can induce two families of information-monotone
mutual information measures [10]. We list these measures here.
f Mutual Information (FMIf ): Ex←UX Df (UY |x , UY )
Bregman Mutual Information (BMIP S ): Ex←UX DP S (UY |x , UY )
We then give two special cases of the above families. The commonly used KL-divergence
belongs to both of the families and induces the classic Shannon mutual information. The
commonly used scoring rule, the quadratic scoring rule, induces the quadratic mutual
information.
Shannon Mutual Information (SMI): Ex←UX DKL (UY |x , UY )
Quadratic Mutual Information (QMI): Ex←UX ||UY |x − UY ||2
We visualize SMI and QMI, as well as DMI in Figure 4.

Visualization of Binary Volume Information
We use the results of Lemma 19 and employ the computer to compute the indefinite integration
and obtain the explicit formula of VMIw in the binary case.
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Figure 4 Contours of SMI, DMI, QMI on slice p = .5: DMI has the parallel lines “|||” as contours
and both SMI and QMI have shapes like “(|)”. Compared with “|||”, This “(|)” shape contour will
punish two-sided noise (far from the square frame’s boundary) more and one-sided noise (on the
boundary of the square frame) less.

▶ Lemma 19. In binary case,
1

1


s
t
U )dsdt
1−s 1−t
s=0 t=0


Z 1 Z 1
s
t
u00
=2|u00 u11 − u10 u01 |
w(
1
−
s
1
−
t
u
10
s=0 t=0

VMIw (U ) =2| det(U )|

Z

Z



w(


u01
)dsdt
u11

We defer the proof to full version.
▶ Example 20. Here we provide three concrete examples to show how the choice of density
will affect the corresponding volume mutual information.
We pick the p0 = .5 slice to illustrate the 2-dimensional contour of the VMIs, which
is the contour of MI2d (s, t; .5, VMIw ). We will also draw the heatmap of the density
function. In the
 p0 = .5 slice,
  in the
 new coordinates, the density function changes to
s
t
.5 0
2d
w (s, t) := w(
).
1 − s 1 − t 0 .5



a b
1. Mountain w(
) = 16abcd, w2d (s, t) = s(1 − s)t(1 − t):
c d
This density function is called “Mountain” since the center has a higher density than its
surroundings. The highest density will be obtained when s = t = .5.
8u200 2
4u01 2
4u2
u01 +
u00 u11 + 00 u211
15
3
9
40u00
4u00 2
u u10 +
u01 u10 u11 +
+
3 01
9
2
4u00
4u
4u01 2
8u2
u10 u211 + 01 u210 +
u10 u11 + 10 u211 )
3
9
3
15


a b
2. Plain w(
) = 1, w2d (s, t) = 1:
c d
VMIw (U ) =2| det(U )|(

VMIw (U ) =2| det(U )|

3. Basin w(


a b
) = 3((a − .25)2 + (b − .25)2 ), w2d (s, t) = 43 ((s − .5)2 + (t − .5)2 ):
c d
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Figure 5 From density function w to VMIw : the left column shows the heatmaps of the
density functions w and the right column shows the contours of their corresponding VMIw s. The
“plain” shape density has uniform density everywhere. Its corresponding VMI, DMI, has the parallel
lines “|||” as contours. The “mountain” shape density has the highest density in the center. This
will lead to a VMI whose contour is like “)|(”. Compared with “|||”, This “)|(” shape contour will
punish one-sided noise (e.g. say “like” when “like”, say “hate” w.p. 12 when “hate” ) more. The
“basin” shape density has the lowest density in the center. This will lead to a VMI whose contour is
like “(|)”. Compared with “|||”, This “(|)” shape contour will punish two-sided noise more.

This density function is called “Basin” since the center has a lower density than its
surroundings. The lowest density will be obtained when s = t = .5.
VMIw (U ) =2| det(U )|(u200 + 1.5u00 u10 + u201 + 1.5u01 u11
+ u210 + u211 − 0.375)
The visualizations of w and VMIw are presented in Figure 5.
The above example also provides three concrete polynomial mutual information by
multiplying | det(U )| to each of them. The plain one corresponds to DMI’s square while the
mountain and basin density provide two new polynomial mutual information for the binary
case, which leads to two new practical dominantly truthful peer prediction mechanisms.

Visualization of a New Practical Dominantly Truthful Mechanism
We have proved that polynomial VMI can be used to construct practical mechanism. Here
we will also provide a concrete example in the binary case. We use a new polynomial binary
mutual information VMI⋆ to construct a new peer prediction mechanism in the binary case.
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Our results work for non-binary case, this example uses the binary case for ease of illustration.
We pick the “Mountain” case (Example 20) and multiply det(U ) to obtain a new polynomial
binary mutual information VMI⋆ .
VMI⋆ (X; Y ) =2(u00 u11 − u01 u10 )2 (

8u200 2
4u01 2
4u2
u01 +
u00 u11 + 00 u211
15
3
9

4u00 2
40u00
u01 u10 +
u01 u10 u11 +
3
9
4u2
4u01 2
8u2
4u00
u10 u211 + 01 u210 +
u10 u11 + 10 u211 )
3
9
3
15


u
u01
where U = 00
is the joint distribution matrix of X, Y .
u10 u11
It’s hard to tell that VMI⋆ satisfies the information-monotonicity from the above formula
while VMI⋆ ’s contour plot (Figure 6) intuitively shows the monotonicity. Section 2.4 shows
that VMI⋆ is information-monotone from its construction. With VMI⋆ ’s formula, we can
construct a new constant-round dominantly truthful mechanism in the binary case by paying
the participants the unbiased estimator of VMI⋆ . Previously, DMI-Mechanism is the only
known constant-round dominantly truthful mechanism.
+

VMI⋆ -Mechanism
n participants are assigned T ≥ 8 a priori similar tasks. The participants finish the tasks
without any communication.
Report For each task t, each participant i privately receives cti and reports ĉti .
Payment For every two agents i ̸= j ∈ [n], we arbitrarily pick 8 tasks and Et (c, c′ ) is a
binary indicator event such that Et (c, c′ ) = 1 if for task t, agent i’s answer is c and agent
j’s answer is c′ . Otherwise, Et (c, c′ ) = 0. We define
pij :=2(E1 (0, 0)E2 (1, 1) − E1 (0, 1)E2 (1, 0))(E3 (0, 0)E4 (1, 1) − E3 (0, 1)E4 (1, 0))

8E5 (0, 0)E6 (0, 0)
4E5 (0, 1)
E7 (0, 1)E8 (0, 1) +
E6 (0, 0)E7 (0, 0)E8 (1, 1)
15
3
4E5 (0, 0)E6 (0, 0)
4E5 (0, 0)
+
E7 (1, 1)E8 (1, 1) +
E6 (0, 1)E7 (0, 1)E8 (1, 0)
9
3
40E5 (0, 0)
4E5 (0, 0)
+
E6 (0, 1)E7 (1, 0)E8 (1, 1) +
E6 (1, 0)E7 (1, 1)E8 (1, 1)
9
3
4E5 (0, 1)
4E5 (0, 1)E6 (0, 1)
+
E7 (1, 0)E8 (1, 0) +
E6 (1, 0)E7 (1, 0)E8 (1, 1)
9
3

8E5 (1, 0)E6 (1, 0)
E7 (1, 1)E8 (1, 1)
+
15
P
Agent i’s payment is pi := j̸=i∈[n] pij
The above mechanism is a special mutual information paradigm by using VMI⋆ ’s unbiased estimator. According to Lemma 3, VMI⋆ -Mechanism is dominantly truthful, priorindependent and works for ≥ 8 tasks.

3

Optimizing Multi-task Peer Prediction

Finally this section will discuss the optimization of multi-task peer prediction and use VMI to
construct the optimal multi-task peer prediction. We start by introducing the optimization
goal. The dominant truthfulness guarantees that truth-telling is the best report strategy,
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Figure 6 Illustration for VMI⋆ -Mechanism: Alice and Bob participate in the mechanism. Fixing
Bob’s strategy, when U is the joint distribution over Bob and honest Alice’s reports, Alice’s strategy
S corresponds to joint distribution SU . We draw the contours of VMI⋆ on the slice on U and
visualize Alice’s strategy simultaneously. All strategies consist of a light yellow parallelogram with
four pure strategies as vertices: truth-telling, always flipping the answer, always answering zero,
always answering one. From the plot, when Alice tells the truth or always flips her answer, she
will be paid the highest. When Alice reports uninformative answer like always saying zero/one or
random guessing without looking at the questions, she will be paid zero, i.e., the lowest.

given that the participants receive the signals, while it may not give the participants incentive
to spend a sufficient amount of effort to perform the tasks. Most previous work’s analysis
focuses on the setting where the participants do not need to invest any effort to obtain the
signals (e.g. Do you like Panda Express). In this case, dominant truthfulness is sufficient.
However, for a certain amount of tasks (e.g. online product evaluation, art evaluation), the
participants need to invest effort. We will introduce an effort strategy model such that we
can properly define the mechanism design goal about incentivizing efforts.

Effort Strategy Model
We assume that when Alice and Bob spend full efforts, the joint distribution over their
signals is UG . Alice can pick an effort strategy that leads to an intrinsic noise NA ∈ RC×C
for the signal she observes. That is, NA (c′ , c) is the probability that her full effort’s signal is
c, while she observes signal c′ . Alice’s effort is modeled as a function of her intrinsic noise
NA ∈ RC×C , eA (NA ).
The requester’s expected value for the elicited answers is a function of the underlying
joint distribution over Alice and Bob’s answers, v(ÛA,B ). In our model, since both UA,B and
ÛA,B can be seen as C × C matrices, we can represent ÛA,B as follows.
⊤
⊤
ÛA,B = SA UA,B SB
= SA NA UG NB⊤ SB
.

We will make natural monotonicity and continuity assumptions for the value and effort
functions. Intuitively, more noisy intrinsic noise requires less effort and leads to less value to
the task requester.
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Formally, we assume that the effort functions and value functions and informationmonotone in the sense that
∀U ′ ⪯ U, v(U ′ ) ≤ v(U ), v(U

′

⊤

) ≤ v(U ⊤ );

∀6 N ′ ⪯ N, eA (N ′ ) ≤ eA (N ), eB (N ′ ) ≤ eB (N )
which implies that post-processing the data does not require any effort or increase the value.
We additionally assume that the value/effort function is continuous and both Alice and Bob
pick their effort strategies from a finite discrete set.
We will optimize over dominantly truthful and practical mechanisms. Thus, once Alice
and Bob determine their effort strategies, they will truthfully report their signals. Therefore,
we can use UA,B = NA UG NB⊤ instead of ÛA,B . Then Alice’s expected payment is a function
of UA,B and denoted by PA (UA,B ). We model Bob analogously.
▶ Example 21. Alice and Bob are assigned multiple similar quality evaluation task. Alice
has three possible effort strategies which lead to the following intrinsic noises:
NA0 (bad, bad) = .5, NA0 (bad, good) = .5, eA (NA0 ) = 0
NA1 (bad, bad)
NA2 (bad, bad)

=
=

1, NA1 (bad, good) = .4, eA (NA1 ) = 1
.8, NA2 (bad, good) = .2, eA (NA2 ) = 10

(full noise)
(one-sided noise)
(two-sided noise)

and Bob has two possible effort strategies which lead to intrinsic noises NB0 = NA0 , eB (NB0 ) = 0,
NB1 = NA1 , eB (NB1 ) = 1.
Regarding the value of the requester, when either Alice or Bob’s signal is fully noisy, the
requester’s value will be zero. For other cases,
v(NA1 UG NB1⊤ ) = 15, v(NA2 UG NB1⊤ ) = 50

Optimization Goal
The optimization problem is
max

PA ,PB

s.t.

v(UA,B ) − PA (UA,B ) − PB (UA,B )

(maximize the requester’s expected utility)

UA,B = NA UG NB⊤
NA ∈ arg max
PA (NA′ UG NB⊤ ) − eA (NA′ )
′
NA

((NA , NB ) consists of an equilibrium)

NB ∈ arg max
PB (NA UG NB′⊤ ) − eB (NB′ )
′
NB

If there are multiple equilibria (NA , NB ), Alice and Bob will choose the equilibrium
that maximizes min(Alice’s expected utility, Bob’s expected utility). If there are multiple
equilibria that maximize their min expected utility, we will maximize the lower bound of the
requester’s utility over those equilibria.

DMI is not optimal



1 .4
.8 .2
and NA2 =
have the same determinant, thus,
0 .6
.2 .8
DMI-Mechanism must reward Alice the same amount of payment no matter Alice pick the
one-sided noise effort or two-sided noise effort. Then as long as the expected payment is
greater than 1, Alice must pick the one-sided noise since it requires much less effort. However,
In this example, NA1 =
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the requester values the other choice, the two-sided one, much more even if the requester
should pay more. Later we will show, unlike DMI-mechanism which is less pleasant to the
requester in this setting, a series of VMI-mechanisms can approximately make the requester
obtain the optimal utility.

Modeling discussion
This optimization goal requires the knowledge of UG and the cost of different effort strategies.
Note that UG does not represent the full knowledge. For example, the requester knows that
10%
0
about 10% products are bad thus UG =
. However, the requester does not know
0
90%
which products are bad, thus she still need to elicit information from the crowds. The cost
of different effort strategies represents the requester’s estimation for the task difficulty. For
example, for some tasks it may be easy to get a 80% accurate answer but very difficult to get
a 90% accurate answer. Though this optimization goal requires a certain prior knowledge,
we believe this gives the first step for effort incentive optimization over practical multi-task
peer prediction mechanisms.
We will optimize over all possible PA , PB which are Alice and Bob’s expected payments
under dominantly truthful and practical mechanisms. That is why the above formula does
not involve Alice and Bob’s report strategies. After we find a family of dominantly truthful
and practical mechanisms, we can directly optimize the above goal over the family. Another
way is to first optimize over all possible dominantly truthful PA , PB , even if there does not
exist a practical mechanism which pays PA , PB in expectation7 . Then we can use a sequence
of practical mechanisms to approximate the optimal dominantly truthful mechanism. It
turns out the second approach is much easier in our setting.
Step 1 Practical VMI-Mechanisms: Generalize DMI-Mechanism to a family of dominantly
truthful and practical mechanisms, VMI-Mechanisms;
Step 1.1 Mechanism design ⇒ Mutual information design: Reduce the design of dominantly truthful and practical mechanisms to the design of polynomial informationmonotone mutual information measure;
Step 1.2 VMI construction: Construct information-monotone Volume Mutual Information (VMI) and show that we can obtain polynomial VMI by assigning distribution
space a polynomial density;
Step 2 Optimal threshold payment: Optimize over all possible dominantly truthful PA , PB
and show that the optimal payment function is a threshold function;
Step 3 Approximating threshold payment via VMI-Mechanisms: Show that the optimal
threshold payment corresponds to a special VMI with Dirac delta density; use a sequence
of polynomial densities to approximate the Dirac delta density and finally construct
corresponding VMI-Mechanisms.
We have finished the first step. The remaining parts are deferred to the full version.

4

Conclusion and Discussion

We provide a novel construction of a new family of mutual information measures, volume
mutual information (VMI). We then construct a family of dominantly truthful and practical
multi-task peer prediction mechanisms, VMI-Mechanisms. Moreover, we provide a tractable

7

In other words, we can implement such PA , PB only if we have the perfect estimation of ÛA,B from
infinite number of tasks.
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effort incentive optimization goal for multi-task peer prediction. We show that with this
goal, the optimal payment scheme is the threshold payment scheme and there always exists
a sequence of dominantly truthful and practical multi-task peer prediction mechanisms,
VMI-Mechanisms, that are approximately optimal.
Though the construction of approximately optimal VMI-Mechanisms requires us to
perfectly know the optimal threshold, we believe this work provides the first step for
optimization over dominantly truthful and practical multi-task peer prediction mechanisms.
One important future direction is to relax the modeling assumption for optimization. For
example, when we do not perfectly know the threshold, we can use proper densities (e.g. a
smaller α with more uncertainty) to obtain a more robust mechanism. The approximation
gradually increases the requirement for the number of tasks. When given the constraint
for the number of tasks, another future direction is to use a computer-aided approach to
optimize over VMI-Mechanisms directly. Moreover, we provide a visualization that eases the
understanding of mutual information measures. Additionally, this visualization naturally
leads to a visual way to fully classify all monotone mutual information in the binary case by
the shape of contours. We hope this visualization in binary can also provide insights for the
non-binary case.
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Abstract
Dynamic graph matching algorithms have been extensively studied, but mostly under edge updates.
This paper concerns dynamic matching algorithms under vertex updates, where in each update step
a single vertex is either inserted or deleted along with its incident edges.
A basic setting arising in online algorithms and studied by Bosek et al. [FOCS’14] and Bernstein
et al. [SODA’18] is that of dynamic approximate maximum cardinality matching (MCM) in bipartite
graphs in which one side is fixed and vertices on the other side either arrive or depart via vertex
updates. In the BASIC-incremental setting, vertices only arrive, while in the BASIC-decremental
setting vertices only depart. When vertices can both arrive and depart, we have the BASIC-dynamic
setting. In this paper we also consider the setting in which both sides of the bipartite graph are
dynamic. We call this the MEDIUM-dynamic setting, and MEDIUM-decremental is the restriction when
vertices can only depart. The GENERAL-dynamic setting is when the graph is not necessarily bipartite
and the vertices can both depart and arrive.
Denote by K the total number of edges inserted and deleted to and from the graph throughout
the entire update sequence. A well-studied measure, the recourse of a dynamic matching algorithm
is the number of changes made to the matching per step. We largely focus on Maximal Matching
(MM) which is a 2-approximation to the MCM. Our main results are as follows.
In the BASIC-dynamic setting, there is a straightforward algorithm for maintaining a MM, with
a total runtime of O(K) and constant worst-case recourse. In fact, this algorithm never removes
an edge from the matching; we refer to such an algorithm as irrevocable.
For the MEDIUM-dynamic setting we give a strong conditional lower bound that even holds in
the MEDIUM-decremental setting: if for any fixed η > 0, there is an irrevocable decremental
MM algorithm with a total runtime of O(K · n1−η ), this would refute the OMv conjecture; a
similar (but weaker) hardness result can be achieved via a reduction from the Triangle Detection
conjecture.
Next, we consider the GENERAL-dynamic setting, and design an MM algorithm with a total
runtime of O(K) and constant worst-case recourse. We achieve this result via a 1-revocable
algorithm, which may remove just one edge per update step. As argued above, an irrevocable
algorithm with such a runtime is not likely to exist.
Finally, back to the BASIC-dynamic setting, we present an algorithm with a total runtime of
e
O(K), which provides an ( e−1
)-approximation to the MCM.
To this end, we build on the classic “ranking” online algorithm by Karp et al. [STOC’90].
Beyond the results, our work draws connections between the areas of dynamic graph algorithms and
online algorithms, and it proposes several open questions that seem to be overlooked thus far.
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1

Introduction

Dynamic matching algorithms have been intensively studied in recent years. The great
majority of previous work considers graphs that change via edge updates, where in each
update step a single edge is either inserted to or deleted from the graph. In dynamic graphs
that are subject to vertex updates, where each update step consists of an insertion or a
deletion of a vertex (with all its incident edges), the literature is much more sparse and, to
the best of our knowledge, essentially all of it is restricted to incremental (insertion only) or
decremental (deletion only) updates. This work studies matching algorithms in fully dynamic
graphs under vertex updates.

1.1

Background

In the area of dynamic graph algorithms, one can try to optimize the amortized or worst-case
update time of an algorithm, where both measures are defined with respect to a worst-case
sequence of updates, and the worst-case (resp., amortized) update time designates the
maximum (resp., average) update time spent by the algorithm over all update steps.
In graphs subject to vertex updates, which is our focus, when it comes to the update time,
one should care about amortized bounds. Indeed, the update time following a vertex update
must be at least linear in the degree of that vertex. Due to possibly significant differences in
the degrees of updated vertices, the worst-case update time is rather meaningless. On the
other hand, the amortized update time is a normalized notion of the total runtime of the
algorithm, where we divide the total runtime by the number of edges ever inserted and deleted
to and from graph; dividing by the number of vertex updates is far less informative. Thus,
in the background survey to follow (also in graphs subject to edge updates), we usually omit
the distinction between amortized and worst-case bounds. We start with dynamic graphs
subject to edge updates (Section 1.1.1) and later move on to vertex updates (Section 1.1.2).

1.1.1

Edge updates

We do not cover in this survey the entire literature on matching algorithms under edge
updates. We shall restrict attention to the state-of-the-art results on matchings whose size
approximates that of the maximum cardinality matching (MCM) to within a factor of 2,
which is the focus of this work; this includes maximal matching (MM), which provides a
2-approximate MCM.
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Maximal matching (MM)
Deterministically, the only improvements to the naive MM √algorithm with update time O(n)
are for sufficiently sparse graphs: update time O((n + m) 2/2 ) was achieved in [24], which
√
was improved in [27] to O( m), where n (resp., m) denote the fixed (resp., dynamic) number
of vertices (resp., edges) in the graph, respectively.
Better deterministic algorithms are known for bounded arboricity graphs. The arboricity
of an m-edge graph G, denoted by α = α(G), is the minimum number of forests into which
√
it can be decomposed; this parameter ranges from 1 to m and is a common measure of
√
“uniform sparsity”. The current state-of-the art is update time O(α + α log n), due to [20].
Allowing randomization against a (non-adaptive) oblivious adversary, an update time of
O(log n) was achieved [2], which was subsequently improved to O(1) [31]. We remark that
an oblivious adversary is not allowed to learn anything about the random bits used by the
algorithm, which can alternatively be viewed as if the entire sequence of updates is fixed by
the adversary in advance, i.e., prior to any random choices made by the algorithm.
√
Can one improve the m deterministic update time of [27], even using randomization
against an adaptive adversary? No lower bound whatsoever is known.
▶ Question 1.1. Is there a deterministic algorithm, or a randomized one against an adaptive
adversary, for maintaining an MM in general graphs with a sub-polynomial update time?

Better-than-2 approximate MCM
√
A (1 + ϵ) (resp., (3/2 + ϵ))-approximate MCM can be maintained with update time O( m/ϵ2 )
[19] (resp., O(m1/4 ϵ−2.5 )) [6, 7], for any 0 < ϵ < 1/2. These results were generalized for
bounded arboricity graphs: A (1 + ϵ) (resp., (3/2 + ϵ))-approximate MCM can be maintained
with update time O(α/ϵ2 ) [28] (resp., O(α1/4 ϵ−2.5 + ϵ−6 ) [17]), where α is the arboricity
√
bound, which, as mentioned, ranges from 1 to m.
A randomized algorithm against an oblivious adversary for maintaining a (2 − Ω(ϵ))approximate MCM with update time O(∆ϵ +polylog(n)) was given in [3], where ϵ is a constant
and the Ω-notation in the approximation bound hides a tiny constant. For bipartite graphs,
similar results can be achieved without making the oblivious adversary assumption, either via
a randomized algorithm against an adaptive adversary [8, 33] or via a deterministic algorithm
[8, 9]. We also mention a result for graphs of bounded neighborhood independence 1 β: There is
a randomized algorithm against an adaptive adversary for maintaining a (1 + ϵ)-approximate
MCM with update time O( ϵβ3 log 1ϵ ) [26].
For any fixed ϵ > 0, a (1 + ϵ)-MCM can be maintained in constant (resp., polylog(n))
update time in incremental general (resp., decremental bipartite) graphs [16] (resp., [9]).
The following is a major open problem.
▶ Question 1.2. Is there any algorithm for maintaining a better-than-2 approximate MCM in
general graphs with a sub-polynomial update time? Further, is it possible to get a significantly
better than 2 (say, 1.99) approximation with a small polynomial update time?

1

The neighborhood independence (number) of a graph G, denoted by β = β(G), is the size of the largest
independent set in the neighborhood of any vertex.
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1.1.2

Vertex updates

For matching algorithms under vertex updates, which is the focus of this work, the literature
is much more sparse. In FOCS’14, Bosek et al. [11] considered bipartite graphs in which
one side is fixed (n fixed “servers”) and vertices (“clients”) on the other side either arrive
or depart in n vertex updates; we will refer to these settings as BASIC-incremental and
BASIC-decremental. They optimized two measures: The total runtime of the algorithm
(or equivalently the amortized update time) and the recourse bound, which measures how
many changes to the matching are done per step. They designed an exact (respectively,
√
(1 + ϵ)-approximate) MCM algorithm with a total runtime of O(m n) (resp., O(mϵ−1 )),
where n and m are the number of vertices and edges in the graph, matching the performance
of the celebrated Hopcroft-Karp [22] algorithm for a one-time static computation. Their
√
exact and approximate algorithms admit recourse bounds of O( n) and O(ϵ−1 ), respectively.
A different exact MCM algorithm with an amortized recourse bound of O(log2 n) was given
in SODA’18 by Bernstein et al. [4]. See also [18, 14, 12, 13, 5, 32], and the references therein.

The recourse bound
The recourse bound is a basic measure of quality, and has been subject to growing attention
in recent years [18, 14, 12, 13, 4, 5, 30, 29]. In some applications such as job scheduling, web
hosting, streaming content delivery and data storage, and in situations where the matched
edges are hardwired in a physical sense, a replacement of a matched edge by another one
may be prohibitively expensive, possibly much more than the time needed to compute these
replacements. Moreover, a low recourse bound is important when the matching algorithm is
used as a black-box subroutine inside a larger data structure or algorithm (see, e.g., [7, 1]).
The worst-case (resp., amortized) recourse bound of an algorithm measures the maximum
(resp., average) number of changes to the output matching per update step, over the entire
sequence of updates. The recourse bounds in the algorithms of [11] and [4], as well as in
other previous works [18, 14, 12, 13, 5] are amortized. Under vertex updates, as mentioned,
the worst-case update time is not too informative, as it is problematic to compare update
times following updates of vertices with significantly different degrees; the same is not true
of course for edge updates. However, the recourse bound is not necessarily affected by the
degrees of the updated vertices, and so optimizing the worst-case recourse bound is not less
natural or important than optimizing the amortized recourse bound.
It was shown in ITCS’21 [30] that any dynamic algorithm for maintaining a γ-approximate
MCM with update time T , for any γ ≥ 1, T and ϵ > 0, can be transformed into an algorithm
for maintaining a (γ(1 + ϵ))-approximate MCM with update time T + O(1/ϵ) and a worst-case
recourse bound of O(1/ϵ). This transformation applies to both edge and vertex updates.
Although this transformation only increases the approximation guarantee by a factor of
1 + ϵ, the transformed algorithm does not preserve the qualitative properties of the matching
maintained by the original algorithm; in particular, an MM algorithm will be transformed
into an algorithm that maintains a (2 + ϵ)-approximate MCM, which is very different of
course than an MM.

1.2

Our contribution

As mentioned, our work studies matching algorithms in graphs that change dynamically
under vertex updates, whereas most previous work in the area considers edge updates. In the
area of online algorithms, on the other hand, most of the literature revolves around vertex
updates. In both areas, vertex updates are easier to deal with than edge updates (further
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details on that are given in Section 1.2.1). We stress that the objectives in the areas of online
algorithms and dynamic graph algorithms are inherently different. In the former the objective
is to optimize the competitive ratio of an online algorithm (the ratio of the approximation
guarantee provided by the online algorithm to that of the best possible offline algorithm),
each decision of the algorithm is irrevocable, and no runtime measure is considered. In the
latter the main objective is to optimize the update time of the algorithm, and while the
decisions are allowed to be “revoked” as many times as necessary, it is important nonetheless
to optimize the recourse bound.
The previous works on dynamic matching algorithms under vertex updates were inspired
by the area of online algorithms; e.g., the paper of Bosek et al. [11] is titled “online matching in
offline time”. In particular, as with most papers in the area of online algorithms, all previous
work on dynamic matching algorithms under vertex updates considers either incremental or
decremental updates. Our paper is the first to study dynamic matching algorithms
under fully dynamic vertex updates. We denote by K the total number of edges inserted
and deleted to and from the graph throughout the sequence of vertex updates, and note that
a total runtime of K · t, for any t, translates into an amortized update time of t.
We first observe that in bipartite graphs where one side is fixed, i.e., consists of n fixed
vertices that we may view as “servers”, and the other side is fully dynamic, i.e., vertices on
that side that we may view as “clients” arrive and depart via vertex updates, hereafter the
BASIC-dynamic setting, there is a trivial MM algorithm with a total runtime of O(K) and
constant worst-case recourse. In fact, this algorithm resembles an online algorithm in that
it never removes an edge from the matching; we refer to such an algorithm as irrevocable.
Throughout the paper, we shall distinguish between two types of edges deleted from the
matching: Those due to the algorithm, which will be referred to as removals (only from the
matching), and those due to the adversary (the entity performing the updates), which will be
referred to as deletions (they get deleted from the graph, but then also from the matching).
Further details are given in Section 2.
We then consider bipartite graphs in which both sides are fully dynamic, hereafter the
MEDIUM-dynamic setting. For this setting we prove that, based on popular conjectures, no
irrevocable algorithm with a total runtime of O(K) may exist.
▶ Theorem 1. An irrevocable MM algorithm with a total runtime of O(K ·n1−η ), for any fixed
η > 0, would refute the the online matrix-vector multiplication (OMv) conjecture. Moreover,
a runtime of O(K · mη ), for some fixed η > 0, would refute the Triangle Detection conjecture.
We also extend the hardness result provided by Theorem 1 to the decremental setting, called
MEDIUM-decremental, where the update sequence only contains vertex deletions. In this
setting, we can fix the graph and its initial maximal matching, and the dynamic algorithm
must be able to maintain the maximal matching under vertex deletions. Alternatively, our
results apply to an “almost-decremental” sequence of updates, which starts with a batch of
insertions and proceeds with a batch of deletions. The decremental setting is more restricted
than the fully dynamic setting, which makes our lower bound stronger.
Next, we consider general graphs under vertex updates, hereafter the GENERAL-dynamic
setting. We say that an algorithm is i-revocable, for an integer parameter i ≥ 0, if it may
remove at most i edges per update step in the worst-case. (An irrevocable algorithm is
0-revocable.)
▶ Theorem 2. For any sequence of updates in the GENERAL-dynamic setting, one can
maintain an MM via a deterministic 1-revocable algorithm with a total runtime of O(K).
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Any i-revocable MM algorithm may add at most 2i + 1 edges to the matching per step, and
so the algorithm provided by Theorem 2 has a constant worst-case recourse. Theorem 2 and
Theorem 1 establish a strong separation between 1-revocable and irrevocable MM algorithms.
√
Recall that in the edge update setting, the fastest deterministic update time is m; see
Question 1.1.
Finally, back to the BASIC-dynamic setting, we prove the following theorem in Section 5.

▶ Theorem 3. For any sequence of updates in the BASIC-dynamic setting, one can maintain
e
a ( e−1
)-approximation (in expectation) to the MCM with a total runtime of O(K).
To achieve this result, we build on the classic “ranking” online algorithm by Karp et al.
[25]. More specifically, we demonstrate how to efficiently maintain a matching corresponding
to the ranking algorithm under vertex updates. Given any fixed ranking over the servers,
our algorithm performs deterministically within total runtime O(K), but the approximation
e
factor may approach 2. To get an ( e−1
)-approximation (in expectation), we use a random
ranking over the servers, which is withheld from the adversary. Thus our algorithm is
randomized and it works against an oblivious adversary. Recall that in the edge update
setting, the fastest update time (including algorithms against an oblivious adversary) is
polynomial in n; see Question 1.2.

1.2.1

Conceptual highlights

Beyond the results reported above, we next discuss the conceptual contribution of this work.

A more refined measure of recourse
We have already discussed the importance of the recourse bound. The number of changes to
the matching is comprised of the number of edge removals and edge insertions. Removing an
edge from the matching is arguably much more problematic or expensive than adding an edge
to the matching, when it comes to real-life applications. Recall that an i-revocable algorithm
may remove at most i edges from the matching per update in the worst-case; we identified
this parameter, which we may refer to as the revocable parameter, as a pivotal measure of
MM algorithms: While there is a 1-revocable MM algorithm with constant amortized update
time (Theorem 2), based on popular conjectures, any irrevocable algorithm must incur a
polynomial update time. For MM algorithms, this parameter provides a more refined measure
than the standard recourse bound, since any i-revocable MM algorithm has a recourse of at
most 3i + 1; in particular, both irrevocable and 1-revocable MM algorithms have constant
recourse.
It would be interesting to explore this measure further. For example, what is the
relationship between irrevocable MM algorithms and maximum matching algorithms with
no bound on the revocable parameter? Both problems admit high conditional lower bounds,
but can we reduce one of the problems to the other? What about a (2 + ϵ)-approximation
algorithm that does not maintain an MM: Is there an irrevocable (2 + ϵ)-approximate MCM
algorithm with constant amortized update time? The hardness result of Theorem 1 exploits
the maximality of the matching but not the approximation guarantee. We note that the
e
( e−1
)-approximation algorithm of Theorem 3 may incur a large revocable parameter. Is it
possible to achieve a similar approximation and update time via a 1-revocable, or even an
irrevocable, algorithm?
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Better-than-2 approximate MCM
As mentioned in Section 1.1.1, whether or not one can maintain a better-than-2 approximate
MCM in sub-polynomial update time under edge updates is a major open problem (see
e
Question 1.2). On the other hand, Theorem 3 shows that one can maintain a ( e−1
)approximate MCM in constant update time under vertex updates. To achieve this result, we
maintained a matching corresponding to the ranking online algorithm of [25]. This draws a
natural connection between the areas of online algorithms and dynamic graph algorithms. We
anticipate that the area of dynamic graph algorithms could benefit significantly by borrowing
more from the area of online algorithms, and it could also contribute to it of course.
Recall that the result of Theorem 3 applies to the BASIC-dynamic setting. It is unclear
if our approach can be extended to the MEDIUM-dynamic setting, let alone to the GENERAL-dynamic setting; each of these settings adds another level of difficulty. Note also that
in the GENERAL-dynamic setting, which concerns general rather than bipartite graphs, the
approximation factor of 1−1/e does no longer apply. However, a generalization of the ranking
1
algorithm [23] gives an approximation of roughly 1.919 (i.e., 0.5211
); one can hope to get
this approximation in the GENERAL-dynamic setting. Achieving a better-than-2 approximateMCM in these settings is not only an intriguing question on its own right, but could also be
a stepping stone towards resolving Question 1.2, first in bipartite graphs and ultimately in
general graphs.

2

An irrevocable MM in the BASIC-dynamic setting

In this section, we describe a simple irrevocable maximal matching algorithm for the BASIC-dynamic setting, which works in total runtime of O(K). Recall that we use K to denote
the total number of edges inserted and deleted to and from the graph throughout the entire
update sequence.
In what follows, we denote by degi (v) and Ni (v) the degree and set of neighbors of a
vertex v in the graph after update step i, respectively; when the update step i is clear from
the context, we omit the subscript. In the BASIC-dynamic setting, vertices on the fixed side
S of the bipartition are often called servers while vertices on the dynamically changing side
C are called clients.
Upon insertion of a client u, we scan its neighborhood and look for a free server in N (u)
to be matched with u. If there is such a server, denoted by v (v is chosen arbitrarily if
there are multiple options), we add edge (u, v) to the maintained matching M; otherwise,
the algorithm “notifies” all the servers in N (u) that u is free: For each server x in S , we
maintain a doubly linked list F (x) of free neighbors, and to notify the neighboring servers
that u is free, the algorithm appends u to their linked lists. Whenever the algorithm appends
some client u to the list F (x) of a neighbor x ∈ N (u), it stores the pointer to that entry in
F (x) with vertex u; this pointer is later used to erase the corresponding entry (if needed) in
O(1) time. See also the pseudocode of procedure HandleInsertion(u) in Algorithm 1.
When a client u gets deleted, we remove the occurrences of u from the lists F (x), for all
servers x ∈ N (u). If the deleted client was matched, we first need to delete (u, v) from the
matching M, where v is the mate of u. This renders server v free, so the algorithm needs
to rematch it with a free client in N (v). To this end the algorithm checks if F (v) is empty,
and if not, the vertex at the front of the list, denoted by w, is removed from F (v), and gets
matched with v. See procedure HandleDeletion in Algorithm 1.
Clearly, Algorithm BasicMM is an irrevocable algorithm for maintaining an MM. Moreover, it is readily verified that the total runtime of this algorithm is O(K).
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Algorithm 1 BasicMM.
1: procedure HandleDeletion(u)
2:
3:
4:
5:
6:
7:
8:

if mate(u) ̸= ∅ then
delete (u, v) from M
if F (v) ̸= ∅ then
take the first entry w from F (v) and add (v, w) to M
Notify(w, matched)

▷ let v = mate(u)

else
Notify(u, free)

9: procedure HandleInsertion(u)
10:
11:
12:
13:

scan the neighbors of u
if no free neighbor is found then Notify(u, free)
else
let v be an arbitrary free neighbor of u; add (u, v) to M

14: procedure Notify(u, State)
15:
16:
17:
18:
19:
20:

if State = free then
for x ∈ N (u) do
append u to F (x)
else
for x ∈ N (u) do
remove u from F (x)

▷ in O(deg(v)) time

▷ State ∈ {free, matched}

▷ keep the pointer from u to its entry in F (x)
▷ State = matched
▷ in O(1) time, using the pointer stored with u

▶ Corollary 4. For any sequence of updates in the BASIC-dynamic setting, one can maintain
an MM via a deterministic irrevocable algorithm with a total runtime of O(K).

3

Lower bounds for irrevocable MM in the MEDIUM setting

In this section we prove a strong lower bound of amortized time Ω(n1−ϵ ) per edge update for
any constant ϵ < 1, assuming that the OMv conjecture holds (Conjecture 5). This essentially
means that for each vertex update, one cannot do much better than scanning the entire
vertex neighborhood. Our lower bound even holds for MEDIUM-decremental setting; in this
setting, we require that the decremental algorithm is able to handle any update sequence
that consists of vertex deletions applied to any graph G and any maximal matching M of G.
The Online Boolean Matrix-Vector Multiplication (OMv ) conjecture was introduced by
Henzinger et al. [21] for proving conditional hardness of various (dynamic) problems. In the
OMv problem, we are given an n × n Boolean matrix M and a sequence of n Boolean vectors
arriving one by one v1 , v2 . . . , vn . For each vector vt where t ∈ [1, n], we need to output the
Boolean product M · vt before the next vector comes. The OMv conjecture is the following:
▶ Conjecture 5 (OMv Conjecture [21]). For any constant ϵ > 0, there is no algorithm that
solves the OMv problem with an error probability of at most 1/3 and runs in O(n3−ϵ ) time.
The same paper [21] introduced another problem, called the Online Vector-Matrix-Vector
Multiplication (OuMv ) problem. In this problem, we are given an n × n Boolean matrix M
and a sequence of n pairs of Boolean vectors arriving one by one (u1 , v1 ), (u2 , v2 ) . . . , (un , vn ).
The task is, for each time step t ∈ [1, n], to output the Boolean product u⊺t M vt , before the
next vector pair arrives. Henzinger et al. [21] showed that if the OMv conjecture holds, there
is no algorithm for OuMv with total running time O(n3−ϵ ) for any fixed ϵ > 0 even if one is
allowed to preprocess M in polynomial time before any vector pair arrives.
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▶ Theorem 6 (Theorem 2.4 [21]). For any constant ϵ > 0, assuming that the OMv conjecture
holds, there is no algorithm with a polynomial preprocessing that solves the OuMv problem
with an error probability of at most 1/3 and runs in O(n3−ϵ ) time.
We first present a lower bound for the fully dynamic setting, as the proof is simpler
and conveys some intuition for the decremental setting. The lower bound proof for the
decremental setting follows the same principle, but we introduce an additional idea. In
particular, we introduce the Stop-OuMv problem (Definition 13), which is a variant of of the
OuMv problem. We show that the Stop-OuMv and OuMv are equivalent under truly subcubic
time reductions. We then prove a lower bound for the decremental setting via a reduction
from the Stop-OuMv problem.

Hardness from triangle detection
We also achieved a weaker lower bound, under the Triangle Detection conjecture:
▶ Conjecture 7. There is a constant 0 < δ, such that in the Word RAM model with words of
O(log n) bits, any algorithm requires m1+δ−o(1) time in expectation to detect whether an m
edge graph contains a triangle.
Our lower bound holds for the decremental setting as well; due to space constraints, this
lower bound is omitted.

3.1

The fully dynamic setting

Our proof of the lower bound for irrevocable MM in the MEDIUM-dynamic setting is via a
reduction from the OuMv problem. In particular, we show that:
▶ Theorem 8. If for some fixed ϵ > 0, there is an algorithm that maintains an irrevocable
maximal matching in the MEDIUM-dynamic setting with error probability at most 1/3 in
O(K · n1−ϵ ) time, then the OuMv problem can be solved in O(n3−ϵ ) time with error probability
of at most 1/3, using O(n2 ) preprocessing time.
Theorem 8 and Theorem 8 imply that, unless the OMv conjecture fails, there is no
algorithm with running time O(K · n1−ϵ ) time and error probability at most 1/3 that
maintains an irrevocable maximal matching in the MEDIUM-dynamic setting.
Henceforth, we focus on proving Theorem 8. We construct the dynamic graph in 2 phases,
starting from an empty graph. In the first phase, we are given an n × n matrix M . We
construct a bipartite graph G = (V, E) by adding vertices in a specific order such that the
maximal matching maintained by the algorithm is perfect. The running time of the first
phase is O(n2 ), which we charge to the preprocessing time of the algorithm for solving the
OuMv problem. The second phase has n time steps, and in each time step t when we receive
a pair of vectors (ut , vt ), we delete and insert vertices to G = (V, E) such that the total
number of edges incident to the deleted/inserted vertices is O(n). We argue that depending
on the size of the maximal matching, we can determine whether u⊺t M vt is 0 or 1. Since the
total number of edges inserted/deleted over n time steps is K = O(n2 ), an algorithm of
running time O(K · n1−ϵ ) for irrevocable MM implies an algorithm of running time O(n3−ϵ )
for the OuMv problem with preprocessing time O(n2 ), as claimed.
We now describe each phase in turn.
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Phase 1
In this phase, given an n × n matrix M , we incrementally construct a bipartite graph
G = (V, E) as follows. The vertex set V is the union of four vertex sets V = VL∗ ∪VL ∪VR ∪VR∗ ,
each has n vertices. It follows that |V | = 4n. There is an edge between a vertex pair
(iL , jR ) ∈ VL × VR if and only if M [iL , jR ] = 1. For each vertex iL ∈ VL , there is a
corresponding vertex i∗L ∈ VL∗ of degree 1 that is connected to iL . That is (iL , i∗L ) is the
only edge incident to i∗L . Similarly, for each vertex jR ∈ VR , there is a corresponding vertex
∗
jR
∈ VR∗ of degree 1 that is connected to jR . Clearly G is a bipartite graph. We would
like the maximal matching M maintained by the algorithm by the end of phase 1 to be
∗
{(i∗L , iL ) : iL ∈ VL } ∪ {(jR
, jR ) : jR ∈ VR }. To realize this assumption, we add vertices to
G in the following order. First, we add all vertices of VL∗ and VR∗ one by one. We then add
vertices of VL and finally add vertices of VR . Observe that, every time a vertex iL ∈ VL
is added, the algorithm will match it to the corresponding vertex i∗L ∈ VL∗ , since it has no
other neighbor. Similarly, when vertex jR ∈ VR is added, the algorithm will match it to
∗
∈ VR∗ , since its neighbors in VL are already matched and the
the corresponding vertex jR
algorithm is not allowed to change the matching. We conclude that:
▶ Observation 9. The total number of edges of G after Phase 1 is O(n2 ). Also, the maximal
∗
matching after Phase 1 is {(i∗L , iL ) : iL ∈ VL } ∪ {(jR
, jR ) : jR ∈ VR }, which has size 2n.

Phase 2
This phase has n time steps, and in each time step t, a pair of vectors (ut , vt ) arrives. First,
for each j ∈ [1, n] such that vt [j] = 1, we activate the j-th vertex jR ∈ VR by deleting its
∗
in VR∗ . Let y be the number of 1-entries of vt . Then, for each i ∈ [1, n], we
neighbor jR
activate the i-th vertex iL ∈ VL by deleting its counterpart i∗L ∈ VL and query the size of the
maximal matching. We call vertices in VL ∪ VR whose neighbors are deleted active vertices.
We show in the following lemma that by querying the size of the maximal matching, we can
determine the value of u⊺t M vt . Let xi be the number of 1-entries of ut whose indices are in
[1, i]. Let Mi be the maximal matching following the deletion of i∗L .
▶ Lemma 10. u⊺t M vt = 1 if and only if there exists i ∈ [n] such that |Mi | = 2n − y − xi + 1
and for every 1 ≤ i′ < i, |Mi′ | = 2n − y − xi′ .
Proof. Observe that when the algorithm deletes i∗L , there are y + xi vertices that have been
deleted from VL∗ ∪ VR∗ in total. Thus, |Mi | ≥ 2n − y − xi . The algorithm may add a new
matching edge between a vertex in VL and a vertex in VR after deleting vertices from VL∗ ∪ VR∗ .
We argue that the number of such edges is at most 1, and that this happens only when
u⊺t M vt = 1. Recall that u⊺t M vt = 1 is either 0 or 1. Furthermore, u⊺t M vt = 1 if and only
if there exists a unique pair of indices (i, j) ∈ [n] × [n] such that ut [i] = M [i, j] = vt [j] = 1.
It follows that, before iL is activated, there is no edge from active vertices in VL to active
vertices in VR . Thus, |Mi′ | = 2n − y − xi′ for every 1 ≤ i′ < i. When i∗L is deleted, iL is free
and hence, will be matched to jR . Thus, |Mi | = 2n − y − xi + 1.
◀
Lemma 10 implies that we are able to decide whether u⊺t M vt = 1 by querying the size of
the maximal matching, and find the first index i ∈ [n] such that |Mi | = 2n − y − xi + 1 (we
stop the phase at that i). If we cannot find such an index i, then u⊺t M vt = 0.
Next, we need to “undo” the changes of the maximal matching to prepare for the arrival
of the next vector pair (ut+1 , vt+1 ). If u⊺t M vt = 0, all we need to do is to insert the deleted
vertices of VL∗ ∪ VR∗ back into the graph, and the algorithm will match all of them with their
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counterparts in VL ∪VR . If u⊺t M vt = 1, let i be the first index such that |Mi | = 2n−y −xi +1.
We delete iL from VL , then insert the deleted vertices of VL∗ ∪ VR∗ back, and finally insert iL
back into the graph. Note that iL will not be matched to any jR ∈ VR since each jR was
∗
matched to its counterpart in jR
, which was inserted before iL . Thus, iL will be matched to
∗
iL and the algorithm can proceed to the next time step.
▶ Observation 11. At each time step t ∈ [n], the number of edges deleted and inserted is
O(n).
Proof. Since the algorithm deletes at most n vertices of degree 1 (in VL∗ ∪ VR∗ ) and at most
one vertex in VL , the number of deleted edges is at most 2n. The number of inserted edges
is exactly the number of of deleted edges. Thus, the observation follows.
◀
Proof of Theorem 8. By Observation 9, the running time in Phase 1 is O(n2 ), which we
charge to the preprocessing time of M . Phase 2 has n time steps, and by Lemma 10, we can
correctly decide whether u⊺t M vt = 1 for each time step t by querying the size of the maximal
matching. By Observation 11, the total number of edges over the entire update sequence is
K = O(n2 ), including the edges updated in Phase 1. It follows that if the running time to
maintain an irrevocable MM is O(Kn1−ϵ ) = O(n3−ϵ ), then the total running time to solve
OuMv is O(n3−ϵ ).
◀

3.2

The decremental setting

Our goal is to show that, such an algorithm with running time O(K · n1−ϵ ) where K is the
total number of edges deleted implies that the OuMv problem can be solved in O(n3−ϵ ) time.
▶ Theorem 12. If for some ϵ > 0, there is an algorithm that maintains an irrevocable
maximal matching for any graph G and its maximal matching in the MEDIUM-decremental
setting with error probability at most 1/3 in O(K · n1−ϵ ) time, where K is the overall number
of edges being deleted from the graph throughout the entire sequence of updates, then the
OMv conjecture is false.
Recall that in the lower bound proof in the fully dynamic setting (Theorem 8), in each
time step t ∈ [n] in Phase 2, we use vertex insertions to restore the matching before the next
pair of vectors (ut+1 , vt+1 ) arrives. In particular, we need to insert back vertices of VL∗ ∪ VR∗
and a vertex iL ∈ VL .
We would like to use auxiliary vertices to simulate all re-insertions of nodes i∗L by deletions.
Here is an idea. In our fully dynamic reduction, we removed vertices i∗L to free up their
matches iL in the matching. At the end of the phase, we want to re-insert i∗L so it can be
matched to iL again. The idea is that instead of a single i∗L , we will have a copy i∗j,L for each
j = 1, . . . , n, one for each phase. At the beginning of the t-th phase, iL is matched to some
i∗t,L ; in particular, the initial matching contains (iL , i∗1,L ). During the phase i∗t,L is deleted to
make iL available, and at the end of the phase we want iL to get matched to i∗t+1,L , while
i∗t,L stays deleted (rather than being re-inserted). Since we have at most n phases, we would
only need n2 total nodes i∗j,L . To make i∗t+1,L available to be matched, in the initial graph,
∗
∗∗
for every j > 1, each i∗j,L has a single node i∗∗
j,L connected only to it, and the edge (ij,L , ij,L )
∗
is in the initial matching for all j > 1. Then to make ij,L available, it suffices to delete i∗∗
j,L .
Doing this, we simulate all re-insertions except those of iL by deletions at the cost of
having O(n2 ) vertices; the number of edges stays O(n2 ). However, it seems difficult to
simulate the re-insertion of iL . To handle this, we use a different idea.
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Here, we instead exploit the fact that in the fully dynamic construction the cases when
ut M vt = 0 were easy to handle, and that the difficulties came when we found that ut M vt = 1.
We introduce a variant of the OuMv problem, which we call the Stop-OuMv problem,
where we can stop the online update sequence of pairs of vectors whenever we encounter the
first time step t such that u⊺t M vt = 1. Namely, the goal of the Stop-OuMv problem is to
detect the first time step ℓ ∈ [n] where u⊺ℓ M vℓ = 1. While Stop-OuMv seems easier than
OuMv , we will show that the two problems are equivalent under truly subcubic reductions.
Thus, it suffices to reduce Stop-OuMv to our decremental MM problem.
We proceed similarly to our fully dynamic reduction. The key idea is that whenever we
detect that u⊺t M vt = 1, we do not need to worry about the matching at future time steps.
As a result, there is no need to insert iL back and hence, we can avoid vertex insertion
entirely. The remaining technical challenge is to show that an O(n3−ϵ )-time algorithm for
the Stop-OuMv problem falsifies the OMv conjecture. (The reduction from Stop-OuMv to
OuMv is trivial.)
We start by giving the formal definition of the Stop-OuMv problem.
▶ Definition 13 (Stop-OuMv Problem). We are given an n × n Boolean matrix M and a
sequence of n pairs of Boolean vectors arriving one by one (u1 , v1 ), (u2 , v2 ) . . . , (un , vn ). At
each time step t ∈ [1, n], we compute the Boolean product u⊺t M vt , and if u⊺t M vt = 0, we
proceed to the next vector pair; otherwise, we stop and return that u⊺t M vt = 1.
Later in the section we prove the following theorem, giving an equivalence between
OMv and Stop-OuMv .
▶ Theorem 14. For any constant ϵ > 0, assuming that the OMv conjecture holds, there is
no algorithm with polynomial preprocessing that solves the Stop-OuMv problem with an error
probability of at most 1/3 and runs in O(n3−ϵ ) time.
We are now ready to prove Theorem 12, assuming Theorem 14.
Proof of Theorem 12. We will show that a decremental algorithm as stated in Theorem 12
implies an algorithm with running time O(n3−ϵ ) for the Stop-OuMv problem, thereby falsifying
the OMv conjecture by Theorem 14.
Given a matrix M of the Stop-OuMv problem, we first construct a graph G = (V, E) and
its maximal matching M. Specifically, V is the union of six vertex sets V = VL∗∗ ∪ VL∗ ∪ VL ∪
VR ∪ VR∗ ∪ VR∗∗ . VL and VR have n vertices each, and there is an edge between a vertex pair
(iL , jR ) ∈ VL × VR if and only if M [iL , jR ] = 1. For each vertex iL ∈ VL , we add n vertices
{i∗1,L , . . . , i∗n,L } to VL∗ ; each vertex in this set is connected to iL by an edge. We apply the
same construction to each vertex jR ∈ VR ; the new neighbors of jR are added to VR∗ . Finally,
∗∗
∗∗
∗
for each vertex i∗t,L ∈ VL∗ for t > 1, we add a vertex i∗∗
t,L in VL and connect it,L to it,L by an
∗
edge. We apply the same construction to each vertex in VR , but new vertices are are added
to VR∗∗ . This completes the construction of G. See Figure 1 for an illustration.
∗
The maximal matching M we choose is {(i∗1,L , iL ) : iL ∈ VL } ∪ {(j1,R
, jR ) : jR ∈ VR } plus
∗∗
∗∗
all the edges incident to VL ∪ VR , except for those who are matched to vertices in VL ∪ VR .
This can be accomplished by first inserting the edges of M, and then the rest of the edges.
Note by the construction that vertices in VL∗∗ ∪ VR∗∗ have degree 1 in G and those in
∗
VL ∪ VR∗ have degree 2.
▶ Observation 15. Let m be the number of 1-entries of the matrix M . Then |M| = 2n2 ,
and G has m + 4n2 − 2n edges and 4n2 vertices.

H. Le, L. Milenković, S. Solomon, and V. Vassilevska Williams

96:13

101
M= 101
011
1∗1,R

1∗1,L
1∗∗
2,L
1∗∗
3,L

1∗2,L
1∗3,L
2∗1,L

2∗∗
2,L
2∗∗
3,L
3∗∗
2,L
3∗∗
3,L

3∗1,L

1L

2L

3L

1R

2R

3R

1∗2,R
1∗3,R

1∗∗
2,R
1∗∗
3,R

2∗1,R
2∗∗
2,R
3∗1,R

2∗∗
3,R
3∗∗
2,R
3∗∗
3,R

Figure 1 Here we see an example construction of the reduction graph obtained from the 3 × 3
matrix M . The edges in the initial matching M are shown in bold.

Since m = O(n2 ), by Observation 15, G and M can be constructed in O(n2 ) time; we charge
this running time to the preprocessing time of the Stop-OuMv problem.
Next, for each time step t ∈ [n], the pair of vectors (ut , vt ) arrives. We will inductively
maintain the following invariant:
Matching Invariant: At the beginning of time step t, for every vertex iL ∈ VL
∗
(jR ∈ VL ), there is an edge (iL , i∗t,L ) (resp. (jR , jt,R
)) in the maximal matching.
Clearly, the Matching Invariant holds when t = 1 by the construction of M. For each
j ∈ [n] such that vt [j] = 1, we activate the j-th vertex jR ∈ VR by deleting its neighbor
∗
jt,R
∈ VR∗ . We apply the same operation for each i ∈ [n] such that ut [i] = 1. We call
vertices in VL ∪ VR whose neighbors are deleted active vertices. Let zt be the total number of
1-entries of ut and vt . We call the first time step ℓ where u⊺ℓ M vℓ = 1 the critical time step.
Observe that in each time step t ≤ ℓ, we delete exactly zt edges from the initial maximal
matching M. Furthermore, the algorithm will add exactly one edge to M at the critical
time step ℓ and the matching edge is (iL , jR ) where (iL , jR ) is the (unique) pair such that
ut [iL ] = M [iL , jR ] = vt [jR ] = 1. Thus, we have:
Pt
▶ Observation 16. Let Mt be the matching M after time step t. Then |Mt | = 2n2 − k=1 zk
P
t
for any t < ℓ and |Mt | = 2n2 − k=1 zt + 1 when t = ℓ.
Pt
From Observation 16, our idea to detect the critical time step is to maintain Zt = k=1 zk
after each time step. At time step t, after activating vertices in VL ∪VR as described above, we
query the size of the maximal matching Mt and check it against 2n2 − Zt . If |Mt | = 2n2 − Zt ,
then u⊺t M vt = 0. Otherwise, |Mt | = 2n2 − Zt + 1, and it follows that t = ℓ. The algorithm
deletes every vertex of G afterward.
To prepare for the arrival of the vector pair in the next time step t + 1, we need to
maintain the Matching Invariant. We do so by deactivating the active vertices in VL ∪ VR .
Note that we only need to deactivate vertices when t < ℓ, and in this case, there is no edge
between two active vertices since u⊺t M vt = 0. Specifically, we deactivate an active vertex
∗∗
∗
iL ∈ VL by deleting vertex i∗∗
t+1,L in VL . This deletion leaves it+1,L free, and the algorithm
will match iL to i∗t+1,L . We deactivate an active vertex jR ∈ VR in the same way. Thus,
Matching Invariant is maintained.
We now bound the total running time of solving the Stop-OuMv problem. Clearly
K = O(n2 ) by Observation 15. Maintaining {Zt }nt=1 takes O(n2 ) time. Thus, the runtime of
the algorithm, by the assumption of Theorem 12, is O(Kn1−ϵ ) + O(n2 ) = O(n3−ϵ ).
◀
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Finally, we close this section by proving Theorem 14 by a reduction from OuMv problem.

Reducing OuMv to Stop-OuMv: Proof of Theorem 14.
Suppose that we have an algorithm for solving the Stop-OuMv problem with a polynomial
preprocessing time p(n) and total computation time O(n3−ϵ ) for some fixed ϵ > 0, we will
show that the OuMv can be solved in O(n3−2ϵ/3 ) time by using O(n5/3 p(n2/3 )) preprocessing
time; the error probability of both algorithms is 1/3. Thus, Theorem 14 follows from
Theorem 6.
Given an instance of the OuMv problem with an n × n matrix M , we partition M into
2(1−a)
n
blocks of size na × na for a = 2/3. Then we construct an instance of Stop-OuMv for
each block of M .
Next, for each time step t ∈ [n] where a pair of vectors (ut , vt ) arrives, we split ut and vt
into blocks of length na . For each pair (x, y) ∈ [n1−a ] × [n1−a ], we give the x-th block of ut ,
denoted by ut (x), and y-th block of vt , denoted by vt (y), to the Stop-OuMv data structure
for the (x, y)-block of M , denoted by M (x, y). If the Stop-OuMv data structure for M (x, y)
outputs 0, we continue for the next pair. Otherwise, we return that u⊺t M vt = 1 and initiate
a new Stop-OuMv data structure for block M (x, y). Furthermore, whenever the current
Stop-OuMv data structure for M (x, y) “overflows”, that is, we has given exactly na vector
pairs to the data structure, we initiate a new Stop-OuMv data structure for M (x, y).
We first bound the preprocessing time. Observe that for each block M (x, y), the total
number of Stop-OuMv data structures needed is at most n. Thus, we can initialize exactly n
Stop-OuMv data structures for each block M (x, y) before any vector pair arrives. The total
time is O(n1+2(1−a) p(na )) = O(n5/3 )p(n2/3 ), which we will charge to the preprocessing time
of OuMv algorithm. We note that the number of Stop-OuMv data structures actually used
by the algorithm for each block M (x, y) could be much smaller than n, and hence, many
copies of the Stop-OuMv data structures for M (x, y) might go unused.
We now bound the online running time. Since the number of vector pairs given to the
Stop-OuMv data structures for each block M (x, y) is n over the entire sequence, we need
at most n1−a Stop-OuMv data structures for M (x, y) to handle overflows. Furthermore,
we need at most n additional Stop-OuMv data structures over all pairs (x, y) due to that
u⊺t (x)M (x, y)vt (y) = 1. Thus, the total running time of all Stop-OuMv data structures is:
(n(1−a) · n2(1−a) + n) · O(na(3−ϵ) ) = 2n · O(n(2/3)(3−ϵ) ) = O(n3−2ϵ/3 ),
as claimed.

4

A 1-revocable MM in the GENERAL-dynamic setting

In this section, we present an MM algorithm for the GENERAL-dynamic setting that works in
total time O(K).
We start presenting the algorithms by introducing some notation that shall be used
throughout this section. For each vertex v we maintain an estimated degree deg′ (v) = deg′i (v):
We set deg′ (v) to deg(v) = |N (v)| once v is inserted to the graph (line 8 in Algorithm 2),
and from that point onwards we update v’s estimated degree whenever it differs from its
degree by a factor of 2 (line 15 in Algorithm 2).
We partition the (dynamic) vertex set V = Vi into R = Ri , S = Si , and O = Oi : The sets
of risky, safe, and outlier vertices, respectively. A matched vertex u is designated as risky only
if deg′ (u) > 2 · deg′ (v), where v = mate(u); otherwise it is designated as safe. Thus, at most
one endpoint (the one of higher estimated degree) of any matched edge may be risky. A free
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vertex can be either risky or an outlier. Upon any change in the estimated degree of a risky
matched vertex, the algorithm designates that vertex as safe (even if deg′ (u) > 2 · deg′ (v),
where v = mate(u)).
For a vertex u, the sets of its neighbors, risky neighbors, safe neighbors, and outlier
neighbors are denoted by N (u), R(u), S(u), and O(u), respectively. We further partition
R(u) into R≤ (u) and R> (u), which contain the risky neighbors of u with estimated degree
≤ deg′ (u) and > deg′ (u), respectively. The algorithm maintains the following invariant.
▶ Invariant 1. For each vertex v, we maintain a partition of N (u) into S(u), R≤ (u), R> (u),
and O(u). All vertices in S(u) are matched and all free neighbors of u are in R≤ (u) ∪ R> (u) ∪
O(u). (The set O(u) is the set of outlier neighbors of u; all vertices in O(u) are free.)
The main intuition behind partitioning the neighborhood of each vertex into risky, safe,
and outlier vertices is that for any safe vertex we have “credits” for scanning its entire
neighborhood. This informally means that we do not need to maintain invariants for safe
vertices, and the goal of the invariants is to provide a way to handle the risky vertices without
scanning their neighborhoods.
The following invariant will allow us to argue that the matching maintained by update
algorithm GENERAL-dynamicMM is in fact maximal.
▶ Invariant 2. For each risky vertex, all its free neighbors (if any) belong to R≤ (u) ∪ O(u).

4.1

The update algorithm

Whenever there is an update, some vertices may switch their states from risky to safe and
vice versa; our algorithm will check and perform these state updates. (See also procedure
HandleUpdate(u) in Algorithm 2.) To keep the presentation of our ideas clean, we ignore
the details of these state changes.
Suppose first that u is safe. In this case we scan its entire neighborhood. If u has
a free neighbor, we match u to its free neighbor of highest estimated degree, denoted w.
If w ∈ O(u), we move w from O(u) to the subset among R≤ (u), R> (u), S(u) to which it
should belong, and then update the data structures of w’s neighbors accordingly. (E.g., if
deg′ (w) ≤ 2 · deg′ (u), w becomes safe and moves to S(u).) Similarly, we designate u as either
risky or safe as appropriate, and update the data structures of u’s neighbors accordingly.
In the case that u does not have any free neighbor, we leave u free, and designate u as an
outlier by moving it from S(w) to O(w) for each neighbor w of u. (Note that we only need
to designate u as an outlier for its risky neighbors w such that u ∈
/ R≤ (w), so as to maintain
Invariant 2, but we might as well designate u as an outlier with respect to all its neighbors.)
If u is risky and R≤ (u) ∪ O(u) = ∅, we leave u free. In what follows we assume that
u is risky and R≤ (u) ∪ O(u) ̸= ∅. If O(u) ̸= ∅, we match u with an arbitrary (free)
vertex w ∈ O(u), move w from O(u) to the subset among R≤ (u), R> (u), S(u) to which it
should belong. Otherwise we match u with an arbitrary vertex w ∈ R≤ (u). Finally, if w
was previously matched to w′ , we remove edge (w, w′ ) from the matching, and handle w′
recursively. Since w was a risky vertex, it implies that w′ was previously designated as safe;
thus we handle w′ recursively as a safe vertex.
If the estimated degree of some vertex x changes in the current vertex update (line 15 in
Algorithm 2), we designate is as safe and update the matching and invariants using the same
procedure, HandleUpdate(x).
This completes the description of the algorithm. We are ready to prove Theorem 2. We
argue correctness of the algorithm in Lemma 17 and analyze its running time in Lemma 18.
We proceed to argue correctness of the algorithm.
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Algorithm 2 GENERAL-dynamicMM.
1: procedure HandleDeletion(u)
2:
3:
4:
5:
6:

let Q be an empty queue
▷ vertices to be processed by HandleUpdate
if mate(u) ̸= ∅ then
delete (u, mate(u)) from M and add mate(u) to Q
UpdateDegrees(u, Q, −1)
for x ∈ Q do HandleUpdate(x)

▷ decrease the degree of each neighbor by one

7: procedure HandleInsertion(u)
8:
9:
10:
11:

deg′ (u) ← |N (u)|; deg(u) ← deg′ (u)
Notify(u, safe)
let Q be a list containing vertex u; UpdateDegrees(u, Q, +1)
for x ∈ Q do HandleUpdate(x)

12: procedure UpdateDegrees(u, Q, sgn)
13:
14:
15:
16:
17:
18:

for x ∈ N (u) do
deg(x) ← deg(x) + sgn
if deg(x) ≤ deg′ (x)/2 or deg(x) ≥ 2 · deg′ (x) then
deg′ (x) ← deg(x)
Notify(x, safe)
if mate(x) = ∅ then add x to Q

19: procedure HandleUpdate(u)
20:
21:
22:
23:
24:
25:

if state(u) = safe then
choose w ∈ N (u) maximizing deg′ (w) among free neighbors of u
if u has no free neighbors then Notify(u, outlier)
else Match(u, w)
else if O(u) ̸= ∅ then take an arbitrary w ∈ O(u) and Match(u, w) ▷ u is risky
else if R≤ (u) ̸= ∅ then take an arbitrary w ∈ R≤ (u) and Match(u, w)

26: procedure Match(u, w)
27:
28:
29:
30:
31:
32:

add (u, w) to M
if deg′ (u) ≤ 2 · deg′ (w) then Notify(u, safe) else Notify(u, risky)
if deg′ (w) ≤ 2 · deg′ (u) then Notify(w, safe) else Notify(w, risky)
if w was matched to w′ then
remove (w, w′ ) from M
HandleUpdate(w′ )
▷ State ∈ {safe, risky, outlier}
if state(u) = State then exit
▷ do nothing if state remains the same
state(u) ← B
for x ∈ N (u) do move u to appropriate set among S(x), R≤ (x), and R> (x)

33: procedure Notify(u, State)
34:
35:
36:

▶ Lemma 17. Algorithm GENERAL-dynamicMM maintains an MM in the GENERAL-dynamic setting throughout the entire sequence of updates. Moreover, following any update, the
algorithm removes at most a single edge from the maintained matching M.
Proof. We first argue that the maintained matching is maximal at all times. By the
description of the algorithm, a safe vertex that becomes free is left free if and only if it
does not have any free neighbors. Moreover, a risky vertex u may be left free if and only if
R≤ (u) ∪ O(u) = ∅, while there cannot be any free vertex in R> (u) ∪ S(u) by Invariants 1
and 2. It follows that any vertex that is left free throughout the execution of the algorithm
does not lead to a violation of M’s maximality.
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Figure 2 An illustration of an update step of algorithm GENERAL-dynamicMM. Solid edges
are in the maintained matching M and solid vertices are risky. (a) Before deletion of vertex v, it
is matched to a risky vertex u. Vertex u has two risky neighbors constituting R(u) and three safe
neighbors constituting S(u). (b) Following deletion of v, vertex u becomes free and the algorithm
tries to rematch it (cf. procedure HandleUpdate(u) in Algorithm 2). Since O(u) is empty, vertex w
is chosen from R≤ (u) and (u, w) is added to M. (This change might trigger u and/or w to become
safe, which we ignored in this example for simplicity.) At this stage, (w, w′ ) is removed from M and
w′ becomes free. Since w was risky while matched to (w, w′ ), this means that w′ has to be safe. (c)
The algorithm tries to rematch w′ (recursively invoking HandleUpdate(w′ )). Vertex x which is an
outlier is chosen to be matched to w′ .

To see that the algorithm is a 1-revocable algorithm, note that the only case in which the
algorithm removes an edge from the matching is when a risky vertex u becomes free due to
the adversary. More specifically, the only case in which the algorithm removes an edge (w, w′ )
from the matching is when u is risky, O(u) = ∅ and R≤ (u) ̸= ∅, and then an arbitrary vertex
w from the set R≤ (u) is chosen as a mate for u. Then the algorithm proceeds recursively to
handling w′ , the old mate of w, which must be safe, since w was risky. Consequently, the
algorithm will not remove any edge from the matching as part of this recursive call.
It is easy to verify that the algorithm never violates the validity of Invariant 1.
Finally, we argue that Invariant 2 remains valid throughout the execution of the algorithm.
Suppose first that u is safe. If u has a free neighbor, it is matched to its free neighbor of
highest estimated degree, denoted w. If deg′ (w) > deg′ (u), u remains safe and there cannot
be any violation to the invariant with respect to u. As for w, even if it becomes risky, it does
not have any free neighbors by the maximality of the matching, thus the invariant holds for it
vacuously. Otherwise (deg′ (w) ≤ deg′ (u)), it is possible that u becomes risky, but there is no
violation to the invariant since all free neighbors z of u satisfy deg′ (z) ≤ deg′ (w) ≤ deg′ (u),
hence they all belong to R≤ (u) ∪ O(u). There is no violation with respect to w either, as it
becomes safe. If u does not have any free neighbor, it becomes free and is designated as an
outlier, which cannot lead to any violation to the invariant.
We henceforth assume that u is risky. If R≤ (u) ∪ O(u) = ∅, u is left free, and it is
immediate that there is no violation to Invariant 2 for all neighbors of u. As for u itself,
there cannot be any free vertex in R> (u) ∪ S(u) by Invariant 2. Otherwise, u is matched
with an arbitrary (free) vertex w ∈ O(u), and if none exists it is matched to an arbitrary
vertex w ∈ R≤ (u). In this case, it is immediate that there is no violation to Invariant 2
with respect to u. As for w, even if it becomes risky, either it belonged to O(u), and then it
cannot have any free neighbors by the maximality of the matching, or it belonged to R≤ (u)
(and was risky), and then all its free neighbors must belong to R≤ (w) ∪ O(w) by Invariant 2.
If w was matched to w′ , w′ becomes free, which could potentially violate the validity of
the matching’s maximality and the invariants. However, the algorithm does not stop at this
stage, but rather proceeds to handling w′ recursively, hence the validity follows by induction.
Finally, upon a change in the estimated degree of any vertex z, the vertex is designated
as safe, which cannot lead to any violation to Invariant 2.
◀
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▶ Lemma 18. Algorithm GENERAL-dynamicMM has a total runtime of O(K).
Proof. Before going into the details of our running time analysis, we briefly describe the
intuition. For simplicity, we will first explain the intuition without taking into account the
cost of O(deg′ (w)) incurred in line 24; later on (in Claims 19 and 20), we address this issue.
Our focus is on the most difficult case where a vertex v is deleted from the graph by the
adversary. We could afford to spend O(deg′ (v)) time, since we can charge this time to edges
incident to v; each edge will be charged only O(1) time. If the mate of v, say u, is also a safe
vertex, ignoring the running time of the recursive call, HandleUpdate(u) takes O(deg′ (u))
time, which is also O(deg′ (v)) since deg′ (u) ≤ 2 deg′ (v) by the definition of safe vertices.
Thus, the running time is within our budget. However, if u is risky, we could not afford to
scan all neighbors of u. Instead, we can show that the running time of HandleUpdate(u),
ignoring the recursive calls, is O(1) if R≤ (u) = ∅ – in this case, the running time is within our
budget again – or is O(deg′ (w)) where w is the vertex chosen to match u in line 25. However,
deg′ (w) could be much larger than deg′ (v) and hence, we could not charge the running time
of O(deg′ (w)) to the deletion of v. Our key idea to resolve this case is to charge this running
time to the newly created matching edge (u, w). The cost associated with each matching
edge will be paid when the matching edge is deleted either by the adversary or removed by
the algorithm. Note that we can assume that eventually every vertex of the graph is deleted.
This assumption can be enforced by appending to the update sequence the deletions of the
remaining vertices of the graph; the cost of the algorithm is increased by at most a factor
of 2.
We now present the details of our argument. As mentioned above, each matching edge
will be charged some cost arising from handling the updates of vertices. We control the cost
associated with each matched edge by maintaining the following invariant.
▶ Invariant 3. Each edge (u, v) ∈ M is charged a cost of at most c · min(deg′ (u), deg′ (v))
for a sufficiently large constant c.
We now focus on bounding the running time of HandleUpdate(u). We consider two
cases: u is safe and u is risky. The former case will be handled in Claim 19 and the latter
case will be handled in Claim 20.
▷ Claim 19. If u is safe, then the cost of HandleUpdate(u) is c0 deg′ (u), where c0 is a
constant independent of c, plus the cost charged to the new matching edge (u, w) (if any)
that satisfies Invariant 3 when c ≥ c0 .
Proof. Observe that the algorithm spends only O(deg′ (u)) time if a free neighbor w ∈ R> (u)
exists (lines 20–23). In case that no free neighbor has been found, u becomes an outlier
and we assign a credit of O(deg′ (u)) to it. (We can allow to assign this credit since u is a
safe vertex.) Otherwise, if there is a free vertex w in O(u), we add (u, w) to the matching
and spend O(deg′ (w)) time to notify the neighbors of w about it new status. This cost is
charged to the credit assigned to w at the time it switched from being a safe vertex to an
outlier, as described above. The credit is spent only once – at the point when the outlier
becomes a safe/risky vertex. If no match has been found, then u gets matched to w ∈ R≤ (u)
(if R≤ (u) ̸= ∅, meaning that:
deg′ (u) ≥ deg′ (w).

(1)

Ignoring the recursive call on the neighbor w′ of w or the possible cost charged to the outlier,
the total running time is c0 deg′ (u).

H. Le, L. Milenković, S. Solomon, and V. Vassilevska Williams

96:19

We now handle the recursive call HandleUpdate(w′ ) (line 32). Since w is risky,
w must be safe. It follows that deg′ (w) > 2 deg′ (w′ ). Thus, the recursive invocation
of HandleUpdate(w′ ) is performed on a safe vertex with a degree lower by at least a
factor of two. The cost of HandleUpdate(w′ ) is c0 deg′ (w′ ). Thus, we only need to
charge (i) the cost c0 deg′ (w′ ) due to HandleUpdate(w′ ) and (ii) the cost associated
with the matching edge (w, w′ ) (since it is removed from M) to the new matching edge
(u, w). By Invariant 3, and Equation (1), the total cost charged to (u, w) is at most
c0 deg′ (w′ ) + c deg′ (w′ ) ≤ c min(deg′ (u), deg′ (w)), when c ≥ c0 . Invariant 3 now follows. ◁
′

▷ Claim 20. If u is risky, then the cost of HandleUpdate(u) is O(1) plus the cost charged
to the new matching edge (u, w) (if any) that satisfies Invariant 3 when c ≥ 3c0 . Here c0 is a
sufficiently large constant independent of c.
Proof. If there a free vertex w in O(u) (line 24), then the algorithm spends O(deg′ (w)) time
notifying neighbors of w. This cost is charged to the credit assigned to w at the time it
became an outlier. The credit is spent only once – at the point when the outlier becomes
a safe/risky vertex. Otherwise, if R≤ (u) is not empty, a vertex w ∈ R≤ (u) is chosen to
be matched to u (line 25). The cost of notifying w’s neighbors of its changed status is
O(deg′ (w)) ≤ c0 deg′ (w). We charge this cost to the new matching edge (u, w).
If w is matched to w′ , we need to charge additional costs to (u, w). In particular, we
charge to (u, w) the cost associated with the old matching edge (w, w′ ), which is at most
c deg′ (w′ ) by Invariant 3, and the cost due to HandleUpdate(w′ ). Since w′ is safe, the cost
of HandleUpdate(w′ ) in line 32 is c0 deg′ (w′ ) plus the cost charged to the new matching
edge (if any) incident to w′ by Claim 19. We do not need to worry about the cost charged
to the new matching edge incident to w′ since Invariant 3 is satisfied, and hence we only
charge c0 deg′ (w′ ) to edge (u, w). It follows that (u, w) is charged a total cost of at most
c0 deg′ (w) + c0 deg′ (w′ ) + c deg′ (w′ ) ≤ c min(deg′ (u), deg′ (w)), when c ≥ 3c0 . In the last
inequality, we use the fact that w is risky and hence deg′ (w) ≥ 2 deg′ (w′ ). Invariant 3 now
follows.
◁
We’ll now complete the proof of Lemma 18 by considering each type of update separately.
First, we consider the case when u is inserted into the graph. The cost of notifying its
neighbors in line 9 is O(deg(u)) and the cost of update its neighbor’s degrees in line 10,
excluding the cost to handle status changes of u’s neighbors in lines 16–18, is O(deg(u)). (By
the end of this proof, we will discuss the cost of handling lines 16–18.) Thus, we can charge
the insertion cost to edges incident to u, each is charged O(1) cost.
We analyze the case when u is deleted from the graph. If u is free, we only update
the degree of neighbors of u, and the cost is O(deg(u)) excluding the cost to handle status
changes of u’s neighbors in lines 16–18. Thus, we can charge this cost to the deletion of u;
each edge incident to u is charged O(1) cost. If u is not free, we denote by w the mate of u.
The algorithm will call HandleUpdate(w) as w is added to Q in line 4. We first charge the
costs associated with matching edge (u, w), which is O(deg′ (u)) = O(deg(u)) by Invariant 3,
to edges incident to u, each is charged O(1) cost. Next, if w is safe, the cost of handling w
is O(deg′ (w)) = O(deg(w)) = O(deg(u)) by Claim 19. Note that the cost charged to the
matching edge incident to w already satisfies Invariant 3 by Claim 19. Thus, we only need
to charge the cost of handling w to incident edges of u, each is charged a cost of O(1). If w
is risky, by the same argument and Claim 20, we only need to charge the cost of O(1) due
to HandleUpdate(w) to incident edges of u. Summarizing, the total cost charged to each
edge incident to u is O(1).
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It remains to bound the update time in lines 16–18. We observe that the total cost is
O(deg′ (x)). This cost consists of the notification cost in line 17 and the cost of HandleUpdate(x) (as it is added to the queue Q in line 18) which are both O(deg′ (x)) by Claim 19,
since x is a safe vertex. (Here we do not account for the cost charged to the new matching
edge incident to x in HandleUpdate(x).) Thus, we can charge the cost of the update
in lines 16–18 to the edges incident to x being added/inserted which lead to changes in
the estimated degree of x; each edge is charged O(1) cost as the number of such edges is
Ω(deg′ (x)).
◀

5

e
An ( e−1
)-approximation in the BASIC-dynamic setting

In this section, we switch our attention back to the BASIC-dynamic setting, for which
e
we provide an ( e−1
)-approximate algorithm for the MCM problem. This approximation is
achieved by building on the celebrated ranking algorithm by Karp, Vazirani, and Vazirani [25].
Specifically, we demonstrate how to maintain a matching corresponding to the output of the
ranking algorithm in a total runtime of O(K), assuming an oblivious adversary.
We briefly recall the ranking algorithm. The algorithm works in a setting akin to the
BASIC-incremental setting: A set of n servers S is fixed and the clients arrive to C one after
another, starting from C = ∅ and ending with |C| = |S| = n. At the outset, the algorithm
samples a random permutation σ over all n servers, which assigns a unique rank σ(s) to any
server s ∈ S. Upon the arrival of a new client, the algorithm scans its neighborhood and
irrevocably matches it with its free neighboring server of lowest rank, if any; if none exists,
the client is left (forever) free. This completes the description of the ranking algorithm in
the online setting, as given by [25]. For the analysis, we use the following theorem by [25];
several different proofs of this theorem have been proposed (see, e.g., [15, 10]).
▶ Theorem 21 ([25]). If the maximum matching size of the final bipartite graph is η, then
the expected size of the matching provided by the ranking algorithm is η(1 − 1/e).
In the BASIC-dynamic setting, the vertices in C may also leave the graph and the algorithm
is not necessarily irrevocable, i.e., the algorithm is allowed to remove some previously matched
edges and add others in their place. We shall use Gi = (S ⊔ Ci , Ei ) to denote the graph in
this setting right after the ith update step. Following the ranking algorithm, before the first
update, we sample a random permutation σ over all n servers, which defines the ranks of
servers. Our algorithm works against an oblivious adversary, which in particular means that
the adversary is not aware of the random bits used for sampling σ. For each server x ∈ S,
we keep a list of neighbors, L(x), to which end the algorithm appends new neighboring
clients. Whenever a new client u arrives, it is appended to the end of the list L(x), for each
of its neighboring servers x ∈ N (u). To ensure that the entry of u in L(x) can be deleted
in constant time (if needed), we implement L(x) as a doubly linked list, and keep with u a
pointer to its entry in L(x) (see lines 2 and 17 of Algorithm 3). Once it updates the lists L(·),
the algorithm scans N (u) to see if there is any free vertex v ∈ N (u) to be matched with u.
Among the free neighbors of u, if any, the one of lowest rank is chosen. This completes the
description of the procedure for handling vertex insertion, which closely follows the ranking
algorithm; the pseudocode of this procedure, HandleInsertion(u), is given in Algorithm 3.
Whenever a client u is deleted, it gets removed from the lists L(x), for each of its neighbors
x ∈ N (u). If u was previously matched, say with server v, the algorithm removes edge (u, v)
from the maintained matching M and tries to rematch vertex v. This is done by sequentially
scanning the list L(v) until an appropriate mate w is found; vertex w is appropriate if it
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is free or it is matched with a vertex of higher rank than that of v. If w is free, we simply
add (v, w) to the matching M. Otherwise, we remove (w, mate(w)) from M, we add (v, w)
to M, and handle the server mate(w) recursively (in the same way as we handled v). The
pseudocode of this procedure, HandleDeletion(u), is given in Algorithm 3.
Algorithm 3 BasicApproxMCM.
1: procedure HandleDeletion(u)
2:
3:
4:
5:

for x ∈ N (u) do remove u from L(x)
if mate(u) ̸= ∅ then
delete (u, v) from M
RematchServer(v)

▷ let v = mate(u)

6: procedure RematchServer(v)
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:

while L(v) ̸= ∅ do
let w be the first vertex in L(v)
if w is free then
add (v, w) to M
break
else if σ(v) < σ(mate(w)) then
remove (w, mate(w)) from M; add (v, w) to M
RematchServer(mate(w))
break
procedure HandleInsertion(u)
for w ∈ N (u) do add u to L(w)

▷ also remove w from L(v)

▷ exit the loop

look for a free vertex v ∈ N (u) of lowest rank; if v is found, add (u, v) to M

We next argue, via Lemmas 22 and 23, that algorithm BasicApproxMCM proves Theorem 3: Lemma 22 implies the algorithm’s correctness and Lemma 23 bounds its runtime.
e
▶ Lemma 22. Algorithm BasicApproxMCM maintains an ( e−1
)-approximation (in expectation) to the MCM.

Proof. Recall that we used a random permutation σ for the ranks of vertices in S. Following
the ith update step, we let πi be the permutation of Ci representing the arrival order of the
first i arriving clients; that is, πi (u) < πi (v) for u ̸= v, u, v ∈ Ci iff u arrives before v. For a
given permutation σ, arrival order πi , and graph Gi = (S ⊔ Ci , Ei ), we let Ranking(Gi , σ, πi )
be the matching returned by the ranking algorithm on Gi using ranks defined by σ and the
arrival order πi . We next assert that for each i ≥ 0, following the ith update, the maintained
matching Mi of Gi is equal to Ranking(Gi , σ, πi ). By Theorem 21 and using the oblivious
adversary assumption, if the maximum matching size of Gi = (S ⊔ Ci , Ei ) is µ, then the
expected size of the matching provided by our dynamic algorithm is µ(1 − 1/e). That would
complete the proof of Lemma 22.
The proof of this assertion proceeds in two stages. In the first stage we analyze a variant of
BasicApproxMCM, which works in the same way as the original algorithm, except that no
element is deleted from the lists L(·) as part of the execution of procedure RematchServer
(cf. line 8 of Algorithm 3). In other words, procedure RematchServer(v) scans all elements
of L(v), namely all the neighboring clients of v in the current graph, in their arrival order.
Denote this procedure by NaiveApproxMCM and the matching it maintains at the ith
step by M′ i . One can prove by induction on the update step that M′ i = Ranking(Gi , σ, πi );
the proof is rather straightforward and is omitted due to space constraints.

ITCS 2022

96:22

Dynamic Matching Algorithms Under Vertex Updates

In the second stage we prove that M′ i = Mi . To this end we observe that the following
invariant is maintained by algorithm BasicApproxMCM at all times.
▶ Invariant 4. For any client c, if c is matched to a server v at update step i ≥ 0, then at
any later update step j (j > i), client c is matched to a server of rank no higher than σ(v).
To see that Invariant 4 holds, note that the only place where the algorithm may rematch a
client is in line 13 of procedure RematchServer. If that happens, the client gets matched
to a server of rank lower than that of its previous mate.
Invariant 4 implies that any element that gets discarded from the list L(v) in procedure
RematchServer(v) without getting matched to v is always matched to a server of rank
lower than v (until it possibly gets deleted from the graph), and thus the algorithm should
never match v to any of the discarded elements. Hence, the executions of the two algorithms
BasicApproxMCM and NaiveApproxMCM yield the same outcome, i.e., M′ i = Mi .
Summarizing, it follows that Mi = M′ i = Ranking(Gi , σ, πi ), and we are done.
◀
▶ Lemma 23. Algorithm BasicApproxMCM has a total runtime of O(K).
Proof. Procedure HandleInsertion(u) takes O(deg(u)) time. Procedure HandleDeletion(u) also takes O(deg(u)) time, except for the call to the recursive procedure RematchServer. Next, we analyze the runtime of procedure RematchServer. Note that the
parameter v of RematchServer(v) is a server. We argue that the total time spent by
procedure RematchServer(v) for a fixed vertex v ∈ S is linear in the total number of
inserted edges incident on v. Indeed, each call to procedure RematchServer involves a
while loop (line 7); each iteration of the while loop takes constant time to examine a single
neighbor w of v and do the required updates, and it also removes w from L(v), so that w
will never be examined again. It follows that the total time spent by RematchServer, over
all servers, is upper bounded by O(K).
◀
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1

Introduction

Perhaps the earliest questions that were studied in computer science are the algorithmic
aspects of string problems. The edit distance, longest common substring, and longest
palindrome substring are some of the more famous problems in this category. Efforts
to solve these problems led to the discovery of several fundamental techniques such as
dynamic programming, hashing algorithms, and suffix trees. These algorithms have numerous
applications in several fields including DNA-sequencing, social media, compiler design,
anti-virus softwares, etc.
All of the above problems have received significant attention in the classical setting (see,
e.g., [32, 12, 13, 7, 14, 19, 24, 6, 28]). Efficient classical algorithms for these problems
emerged early on in the 1960s [22]. Moreover, thanks to a series of recent developments in
fine-grained complexity [11, 2], we now seem to have a clear understanding of the classical

1

Throughout the paper, when we say an exact solution, we mean a solution that does not lose anything
in the approximation. However, it may be possible that our algorithm succeeds with probability less
than 1 in which case we explicitly mention that.
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lower bounds as well. Unless plausible conjectures such as SETH2 are broken, we do not
hope for a substantially better algorithm for edit distance. Failure to extend the fine-grained
lower bounds to the quantum setting has left some very interesting open questions behind
both in terms of quantum complexity and quantum lower bounds.
Despite a plethora of new quantum algorithms for various problems (e.g., [3, 18, 26, 10,
31, 39]), not much attention is given to string problems. Until recently, the only non-trivial
√
√
quantum algorithm for such problems was the Õ( n + m) time algorithm of Ramesh and
Vinay [36] for pattern matching where n and m are the sizes of the text and the pattern (we
also mention the works [5, 21] that consider string problems with nonstandard queries in the
quantum setting). Recently, Boroujeni, Ehsani, Ghodsi, Hajiaghayi, and Seddighin [14] made
a clever use of the Grover’s search algorithm [27] to obtain a constant factor approximation
quantum algorithm for edit distance in truly subquadratic time. Shortly after, it was shown
by Chakraborty, Das, Goldenberg, Koucky, and Saks [19] that a similar technique can be
used to obtain a classical solution with the same approximation factor. Several improved
classical algorithms have been given for edit distance in recent years [9, 29, 15] though it
is still an open question if a non-trivial quantum algorithm can go beyond what we can do
classically for edit distance.
In this work, we give novel sublinear time quantum algorithms and quantum lower bounds
for LCS, LPS, and a special case of edit distance namely Ulam distance (UL). All these
problems require Ω̃(n) time in the classical setting even if approximate solutions are desired.
LCS and LPS can be solved in linear time via suffix trees [22] and there is an O(n log n) time
algorithm for Ulam distance [22]. Our results shed light on a very surprising fact: Although
the classical solutions for LCS and LPS are almost identical, their quantum computational
√
complexities are different. While we give an exact Õ( n) time quantum algorithm for LPS,
we prove that any quantum algorithm for LCS needs at least time Ω̃(n2/3 ) even for 0/1 strings.
We accompany this with several sublinear time quantum algorithm for LCS. A summary of
our results is given in Tables 1 and 2.
Table 1 Our algorithms are shown in this table.
problem

solution

longest common substring

exact

longest palindrome substring

exact

longest common substring
longest common substring for non-repetitive strings

1 − ϵ approximation
exact

longest common substring for non-repetitive strings

1 − ϵ approximation

Ulam distance

1 + ϵ approximation

1.1

runtime
5/6

Õ(n )
√
Õ( n)

reference
Theorem 1
Theorem 2

Õ(n

3/4

)

Theorem 3

Õ(n

3/4

)

Theorem 4

Õ(n )
√
Õ( n)

Theorem 5

2/3

Theorem 6

Related work

Our work is very similar in spirit to for instance the work of Ambainis, Balodis, Iraids,
Kokainis, Prusis, and Vihrovs [4], where Grover’s algorithm is cleverly combined with classical
techniques to design more efficient quantum algorithms for dynamic programming problems.

2

The strong exponential time hypothesis states that no algorithm can solve the satisfiability problem in
time 2n(1−ϵ) .
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Table 2 This table includes the quantum lower bounds for the problems we study in this work.
problem

approximation factor

longest common substring

1 − ϵ approximation

longest palindrome substring

1 − ϵ approximation

Ulam distance

1 + ϵ approximation

lower bound
2/3

Ω̃(n )
√
Ω̃( n)
√
Ω̃( n)

reference
full version of the paper
full version of the paper
full version of the paper

This is particularly similar to our approach since we obtain our main results by combining
known quantum algorithms with new classical ideas. In the present work, however, we go
beyond Grover’s algorithm and make use of several other quantum techniques such as element
distinctness, pattern matching, amplitude amplification, and amplitude estimation to obtain
our improvements. In addition to this, we also develop quantum walks that improve our
more general results for some special cases. In particular, our quantum walk for obtaining a
1 − ϵ approximate solution for LCS is tight up to logarithmic factors due to a lower-bound
we give in the full version of the paper.
Another line of research which is closely related to our work is the study of quantum
lower bounds for edit distance [37, 17]. While a SETH-based quadratic lower bound is known
for the classical computation of edit distance, quantum lower bounds are not very strong.
Recently, a quantum lower bound of Ω(n1.5 ) was given by Buhrman, Patro, and Speelman [17]
under a mild assumption. Still no quantum algorithm better than the state of art classical
solution (which runs in time O(n2 / log2 n) [32]) is known for edit distance. The reader can
find more details in [37].
While not directly related to string algorithms, another investigation of SETH in the
quantum setting is the recent work by Aaronson, Chia, Lin, Wang, and Zhang [1] that
focuses on the quantum complexity of the closest pair problem, a fundamental problem in
computational geometry. Interestingly, the upper bounds obtained in that paper also use
an approach based on element distinctness and quantum walks. Despite this, the high-level
ideas of our work are substantially different from [1] as we utilize several novel properties of
LCS and LPS to design our algorithms.
In the classical sequential setting, LCS and LPS can be solved in linear time [22]. The
solutions are almost identical: we first construct suffix trees for the input strings and then
find the lowest common ancestors for the tree nodes. Ulam distance can also be solved
exactly in time O(n log n) [22] which is the best we can hope for via a comparison-based
algorithm√[25] or algebraic decision trees [35]. Approximation algorithms running in time
Õ(n/d + d) where d denotes the Ulam distance of the two strings have also been developed
[8, 34].

1.2

Preliminaries

Description of LCS, LPS and UD. In the longest common substring problem (LCS), the
input consists of two strings and our goal is to find the longest substring 3 which is shared
between the two strings. We denote the two input strings by A and B. We assume that A
and B have the same length, which we denote by n. We use Σ to denote the alphabet of the

3

In a substring, the characters are next to each other. In other words, the positions of the characters
of a substring should make an interval. This is in contrast to subsequence where the positions can be
arbitrary.
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strings. For any ϵ ∈ [0, 1), we say that an algorithm outputs a (1 − ϵ)-approximation of the
longest common substring if for any input strings A and B, it outputs a common substring of
length at least (1 − ϵ)d, where d is the length of the longest common substring of A and B.
In the longest palindrome substring problem (LPS), the goal is to find the longest substring
of a given string A which reads the same both forward and backward. The length of A
is also denoted by n and its alphabet by Σ. For any ϵ ∈ [0, 1), we say that an algorithm
outputs a (1 − ϵ)-approximation of the longest palindrome substring if for any input string
A, it outputs a palindrome substring of length at least (1 − ϵ)d, where d is the length of the
longest palindrome substring of A.
We say that a string of length n over an alphabet Σ is non-repetitive if no character
appears twice in the string (note that this can happen only if |Σ| ≥ n). The Ulam distance is
a special case of the edit distance in which the input strings are non-repetitive. Let us now
define the problem more formally. In Ulam Distance (UD) we are given two non-repetitive
strings A and B of length n, and consider how to transform one of them to the other one.
For this purpose we allow two basic operations character addition and character deletion,
each at a unit cost and our goal is to minimize the total cost of the transformation 4 . We
denote by ud(A, B) the minimum number of such operations needed to transform A into B.
The goal is to compute ud(A, B), either exactly or approximately. For any ϵ ∈ [0, 1], we say
that an algorithm outputs a (1 + ϵ)-approximation of ud(A, B) if it outputs some value r
such that the inequality (1 − ϵ) · ud(A, B) ≤ r ≤ (1 + ϵ) · ud(A, B) holds.
General definitions and conventions. Throughout the paper, we use notations Õ(·) and
Ω̃(·) that hide the polylogarithmic factors in terms of n. We always assume that the size of Σ
is polynomial in n and that each character is encoded using O(log n) bits. The size of Σ thus
never appears explicitly in the complexity of our algorithms. We say that a randomized or a
quantum algorithm solves a problem like LCS, LPS or UL with high probability if it solves
the problem with probability at least 9/10 (this success probability can be easily amplified
to 1 − 1/poly(n) with a logarithmic overhead in the complexity).
For convenience, we often only compute/approximate the size of the solution as opposed
to explicitly giving the solution. However, it is not hard to see that for LCS and LPS, the
same algorithms can also give an explicit solution with a logarithmic overhead in the runtime.
(a solution can be specified by two integers pointing at the interval of the input.)
For a string X, we denote by X[i, j] the substring of X that starts from the i-th character
and ends at the j-th character. We say a string X is q-periodic if we have Xi = Xi+q for
all 1 ≤ i ≤ |X| − q. Moreover, the periodicity of a string X is equal to the smallest number
q > 0 such that X is q-periodic. We also call a non-repetitive string of length n over an
alphabet of size n a permutation (it represents a permutation of the set Σ).
Quantum access to the inputs. In the quantum setting, we suppose that the input strings
A and B can be accessed directly by a quantum algorithm. More precisely, we have an
oracle OA that, for any i ∈ {1, . . . , n}, any a ∈ Σ, and any z ∈ {0, 1}∗ , performs the unitary
mapping OA : |i⟩|a⟩|z⟩ 7→ |i⟩|a ⊕ A[i]⟩|z⟩, where ⊕ denotes an appropriate binary operation
defined on Σ (e.g., bit-wise parity on the binary encodings of a and A[i]). Similarly we have
an oracle OB that, for any i ∈ {1, . . . , n}, any b ∈ Σ, and any z ∈ {0, 1}∗ , performs the
unitary mapping OB : |i⟩|b⟩|z⟩ 7→ |i⟩|b ⊕ B[i]⟩|z⟩. Each call to OA or OB can be implemented

4

Another popular version allows character substitution as a third operation. These two definitions of the
Ulam distance only differ by a factor at most 2.

F. Le Gall and S. Seddighin

97:5

at unit cost. This description corresponds to quantum random access (“QRAM access”)
to the input, which is the standard model to investigate the complexity of sublinear time
quantum algorithms.

2

Results

We present sublinear time quantum algorithms along with quantum lower bounds for LCS,
LPS, and UL. For the most part, the novelty of our work is to make use of existing quantum
algorithms to solve our problems. For this purpose, we introduce new classical techniques
that significantly differ from the conventional methods. However for a special case of LCS, we
design a novel quantum walk that leads to an improvement over our more general solution.
We give a brief explanation of this technique later in the section. For now, we start by stating
the quantum tools that we use in our algorithms.

2.1

Quantum components

Grover’s search ([26, 16]). Given a function f : [n] → {0, 1}, Grover’s algorithm can find an
element x ∈ [n] such that f (x) = 1 or verify if f (i) = 0 for all i ∈ [n]. This quantum algorithm
√
runs in time Õ( n · T (n)) and succeeds with probability 9/10 (the success probability can
be increased to 1 − 1/poly(n) with only a logarithmic overhead). Here, T (n) represents the
time complexity of computing f (i) for one given element i ∈ [n]. Additionally, distinguishing
between the case where f (x) = 1 holds for at least m elements (for
p some value 1 ≤ m ≤ n)
and the case where f (i) = 0 for all i ∈ [n] can be done in time Õ( n/m · T (n)).
Pattern matching ([36]). Let P and S be a pattern and a text of lengths n and m
respectively. One can either verify that P does not appear as a substring in S or find the
√
√
leftmost (rightmost) occurrence of P in S in time Õ( n + m) via a quantum algorithm.
The algorithm gives a correct solution with probability at least 9/10.
Element distinctness ([3]). Let X and Y be two lists of size n and f : (X ∪ Y ) → N be a
function that is used to compare the elements of X and Y 5 . There is a quantum algorithm
that finds (if any) an (x, y) pair such that x ∈ X, y ∈ Y and f (x) = f (y). The algorithm
succeeds with probability at least 9/10 and has running time Õ(n2/3 · T (n)), where T (n)
represents the time needed to answer to the following question: Given α, β ∈ X ∪ Y is
f (α) = f (β) and if not which one is smaller?
Amplitude amplification ([16]). Let Q be a decision problem and A be a quantum algorithm
that solves Q with one-sided error and success probability 0 < p < 1 (i.e., on a yes-instance
A always accepts, while on a no-instance A rejects with probability p). Let T be the runtime
√
of A. One can design a quantum algorithm for Q with runtime O(T / p) that solves Q with
one-sided error and success probability at least 9/10.

5

In the standard definition of element distinctness, we are given a single list of elements and the goal is
to find out if two elements in the list are equal. The present definition, also known as claw finding, is
slightly more general – for completeness we discuss how the upper bound Õ(n2/3 · T (n)) is obtained for
our version as well in Section 4.1.
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Amplitude estimation ([16]). Let A be a quantum algorithm that outputs 1 with probability
0 < p < 1 and returns 0 with probability 1 − p. Let T be the time needed for A to generate
√
its output. For any α > 0, one can design a quantum algorithm with runtime O(T /(α p))
that outputs with probability at least 9/10 an estimate p̃ such that (1 − α)p ≤ p̃ ≤ (1 + α)p.

2.2

LCS and LPS

In this section, we outline the ideas for obtaining sublinear time algorithms for LCS and LPS.
We begin as a warm up by giving a simple exact algorithm for LCS that runs in sublinear
time when the solution size is small. Next, we explain our techniques for the cases that the
solution size is large (at a high-level, this part of the algorithm is very similar in both LCS
and LPS). In our algorithms, we do a binary search on the size of the solution. We denote
this value by d. Thus, by losing an O(log n) factor in the runtime, we reduce the problem to
verifying if a solution of size at least d exists for our problem instance.
Exact quantum algorithm for LCS (small d). For small d, we use element distinctness
to solve LCS. Let |Σ| be the size of the alphabet and v : Σ → [0, |Σ| − 1] be a function that
maps every element of the alphabet to a distinct number in range 0 . . . |Σ| − 1. In other
words, v is a perfect hashing for the characters. We extend this definition to substrings of
the two strings so that two substrings t and t′ are equal if and only if we have v(t) = v(t′ ).
From the two strings, we then make two sets of numbers SA and SB each having n − d + 1
elements. Element i of set SA is a pair (A, i) whose value is equal to v(A[i, i + d − 1]) and
similarly element i of SB is a pair (B, i) whose value is equal to v(B[i, i + d − 1]). The
two sets contain elements with equal values if and only if the two strings have a common
substring of size d. Therefore, by solving element distinctness for SA and SB we can find out
if the size of the solution is at least d. Although element distinctness can be solved in time
Õ(n2/3 ) when element comparison can be implemented in Õ(1) time, our algorithm needs
more runtime since comparing √
elements takes time ω(1). More precisely, each comparison
can be implemented in time Õ( d) in the following way: In order to compare two elements
of the two sets, we can use Grover’s search to find out if the two substrings
are different in
√
any√position and if so we can find the leftmost position in time Õ(√ d). Thus, it takes time
Õ( d) to compare two elements, which results in runtime Õ(n2/3 d).
1 − ϵ approximation for LCS and LPS (large d). We use another technique to solve LCS
and LPS when the solution is large. While for LPS, this new idea alone gives an optimal
solution, for LCS we need to combine it with the previous algorithm to make sure the runtime
is sublinear. Let us focus on LCS first. For a constant 0 < ϵ < 1, we define d′ = (1 − ϵ)d
and randomly draw a substring of length d′ from A. We denote this substring by P . More
precisely, we sample an 1 ≤ i ≤ n − d′ + 1 uniformly at random and set P = A[i, i + d′ − 1].
Assuming the solution size is at least d, it follows that P is part of a solution with probability
at least ϵd/n. Then, by searching this substring in B, we can find a solution of size d′ .
We use the pattern matching quantum algorithm of Ramesh and Vinay [36] to search P
√
in B. This takes time Õ( n) since |P | ≤ |B| = n. Moreover, the success probability of this
algorithm is Ω(d/n) and therefore by amplitude
amplification, we can improve the success
p
rate to 9/10 by only losing a factor of O( n/d) in the runtime. Thus,
solution is
p if the
√ at
√
least d, we can obtain a solution of size at least (1 − ϵ)d in time Õ( n/d · n) = Õ(n/ d).
Notice that the runtime is sublinear when d is large.
The same technique can be used to approximate LPS. Similarly, we define d′ = (1 − ϵ)d
for some constant 0 < ϵ < 1 and draw a random substring of size d′ from A. With the same
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argument, provided that the solution size is at least d, the probability that P is part of
an optimal solution is at least Ω(d/n). We show in the full version of the paper that by
searching the reverse of P in its neighbourhood we are able to find a solution of at least d′ .
This step of the algorithm slightly differs from LCS in that we only search the reverse of P
in the area at most d away from P . Thus, both√the text and the pattern are of size O(d)
and therefore the search can be done in time
amplitude amplification,
pÕ( d).
√ By utilizing
√
we can obtain an algorithm with runtime Õ( n/d · d) = Õ( n) and approximation factor
1 − ϵ.
From 1 − ϵ approximation to exact solution. We further develop a clever technique to
obtain an exact solution with the above ideas. We first focus on LCS to illustrate this new
technique. The high-level intuition is the following: After sampling P from A and searching
P in B, if the pattern appears only once (or a small number of times) in B then by extending
the matching parts of B from both ends we may find a common substring of size d (see
Figure 1). Thus intuitively, the challenging case is when there are several occurrences of
fixed common substring of size d

A

P
the only appearance of P in B

B

fixed common substring of size d
Figure 1 When P appears in B only once.

P in B. The key observation is that since |P | is large and there are several places that P
appears in B then they must overlap (see Figure 2). This gives a very convenient approach
to tackle the problem. Assume that P appears at positions i and j > i of B and these parts
are overlapping. This implies that P is certainly (j − i)-periodic. To see how this enables us
to solve the problem, assume that P is x-periodic and that a large continuous area of B is
covered by occurrences of P . It follows that except for the boundary cases, P appears as
parts of that interval that are exactly x units away. Therefore, by detecting such an interval
and computing the periodicity of P , one can determine all occurrences of P in the interval
almost as quickly as finding one occurrence of P .
Since the techniques are involved, we defer the details to Section 3 and here we just
mention some intuition about its complexity analysis: It follows from the above observations
that when several occurrences of P cover an entire interval I of B, then we only need to
consider O(1) places in I that may correspond to an optimal solution. Moreover, the length
of every such interval is at least d. Thus, there are only n/d places of B that we need to
take into account in our algorithm. Therefore at a high-level, when d is large (say Ω(n)), the
√
only non-negligible cost we pay is for the pattern matching which takes time Õ( n). We
show in Section 3 that as d becomes smaller the runtime increases; more precisely, when
√
d = n/α the runtime increases by√a factor of O( α) and thus the overall runtime of the
√ √
algorithm is Õ( n · α) = Õ(n/ d). A very similar argument can be used to shave the
1 − ϵ approximation factor from the LPS algorithm as well.
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fixed common substring of size d

A

P

B

several appearances of P in B
Figure 2 When P appears several times in B.

To summarize, we obtain the following theorems. Theorem 1 combines the two algorithms
√
we just described: if d is larger than n1/3 we use the second√algorithm with runtime Õ(n/ d)
otherwise we use the first algorithm with runtime Õ(n2/3 d).
▶ Theorem 1. The longest common substring of two strings of size n can be computed with
high probability by a quantum algorithm in time Õ(n5/6 ).
▶ Theorem 2. The longest palindrome substring of a string of size n can be computed with
√
high probability by a quantum algorithm in time Õ( n).
We accompany Theorems 1 and 2 with quantum lower bounds (all the lower bounds are
proven in the full version of the paper). Intuitively, obtaining a solution with time better
√
than Õ( n) is impossible for either problem due to a reduction to searching unordered sets.
This makes our solution for LPS optimal up to subpolynomial factors. For LCS, an improved
lower bound of Ω̃(n2/3 ) can be obtained via a reduction from element distinctness. However,
the gap is still open between our upper bound of Õ(n5/6 ) and lower bound of Ω̃(n2/3 ). Thus,
we aim to improve our upper bound by considering approximate solutions and special cases.
In the following, we briefly explain these results.
Improved 1 − ϵ approximation for LCS. One way to obtain a better algorithm for LCS
is by considering 1 − ϵ approximation algorithms. Note that the quantum algorithm for
element distinctness is based on quantum walks, and our solution for LCS is obtained via a
reduction to element distinctness. The runtime of quantum walks can be improved when
multiple solutions are present for a problem. If instead of a solution of size d which is exact,
we resort to solutions of size (1 − ϵ)d, we are guaranteed to have at least ϵd solutions. Thus,
intuitively this should help us improve the runtime of our algorithm.
A

B
...
k

k
√

k

...
k

Figure 3 k = ϵ d. Only the elements colored in red are included in the two sets.
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Although the intuition comes from the inner workings of the quantum techniques, we
are actually able to improve the runtime with a completely combinatorial idea. For small d,
instead of constructing
two sets SA and SB with n − d + 1 elements, we construct two sets
√
of size O(n/ d) and prove that if the two sets have an element in common, then there is
a solution of size at least (1 − ϵ)d. The construction of the two sets is exactly the same as
the construction of SA and SB except that only some of the elements are present in the new
subsets (see Figure 3 for an illustration of the construction).
√
We prove that since each set now has size O(n/ d), if the√two strings
have an LCS of size
√
2/3
d then a solution of size (1
d) = Õ(n2/3 d1/6 ). This
√ − ϵ)d can be found in time Õ((n/ d)
combined with the Õ(n/ d) algorithm for large d gives us a 1 − ϵ approximation algorithm
with runtime Õ(n3/4 ).
▶ Theorem 3. For any constant 0 < ϵ < 1, the longest common substring of two strings of
size n can be approximated within a factor 1 − ϵ with high probability by a quantum algorithm
in time Õ(n3/4 ).
LCS for non-repetitive strings. For all string problems, a special case which is of particular
interest is when the characters are different. For instance, although DNA’s consist of only
4 characters, one can make the representation more informative by assigning a symbol to
every meaningful block of the sequence. This way, there is only little chance a character
appears several times in the sequence. Similarly, in text recognition, one may rather represent
every word with a symbol of the alphabet resulting in a huge alphabet and strings with
low repetitions. These scenarios are motivating examples for the study of edit distance and
longest common subsequence under this assumption, known respectively as Ulam distance
[8, 20, 34] and longest increasing subsequence (which has been the target of significant
research by the string algorithms community – see, e.g., [33] for references).
We thus consider LCS for input strings A and B that are non-repetitive (an important
special case is when A and B are permutations). We show that there exists an Õ(n3/4 )-time
quantum algorithm for exact LCS and an Õ(n2/3 )-time quantum algorithm for approximate
LCS. This significantly improves the generic results of Theorems 1 and 3 and, for approximate
LCS, this matches (up to possible polylogarithmic factors) the lower bound of the problem.
▶ Theorem 4. The longest common substring of two non-repetitive strings of size n can be
computed with high probability by a quantum algorithm in time Õ(n3/4 ).
▶ Theorem 5. For any constant 0 < ϵ < 1, the longest common substring of two nonrepetitive strings of size n can be approximated within a factor 1 − ϵ with high probability by
a quantum algorithm in time Õ(n2/3 ).
The improvements for non-repetitive strings are obtained by improving
the complexity
√
√
of the first part of the algorithm used for general LCS from Õ(n2/3 d) to Õ(n2/3 + nd)
√
for the case of exact LCS, and from Õ(n2/3 d1/6 ) to Õ(n2/3 /d1/3 + n) for approximate LCS.
We now briefly describe how we achieve such improvements.
√
Let us first consider exact LCS. The Õ(n2/3 d)-time quantum algorithm described above
was based on a “black-box reduction” to element distinctness, i.e., we used the quantum
algorithm for element distinctness (which is based, as already mentioned, on a technique
known as quantum walk) as a black-box. In comparison, our new algorithm is constructed
by designing a quantum walk especially tailored for our problem. More precisely, we use the
approach by Magniez, Nayak, Roland and Santha [30] to design a quantum walk over the
Johnson graph (more precisely, we work with a graph defined as the direct product of two
Johnson graphs, which is more convenient for our purpose).
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We say that a pair (i, j) ∈ [n − d + 1] × [n − d + 1] is marked if there is a common substring
of length d that starts at position i in A and position j in B, i.e., A[i, i+d−1] = B[j, j +d−1].
The goal of our quantum walk is to find a pair of subsets (R1 , R2 ) where R1 and R2 are two
subsets of [n − d + 1] of size r (for some parameter r) such that there exists a marked pair (i, j)
in R1 × R2 . Note that since the strings are non-repetitive, for two random subsets R1 , R2 ,
the expected number of pairs (i, j) ∈ R1 × R2 such that A[i] = B[j] is roughly Θ(r2 /n). A
simple but crucial observation is that only those pairs can be marked since marked pairs
should agree on their first character. Thus for two random p
subsets R1 , R2 we can check
if there exists a marked pair in R1 × R2 in expected time Õ( r2 /n) using Grover search,
2
since we have only Θ(r
√ /n) candidates for marked pairs. This significantly improves over
the upper bound Õ( r2 ) we would get without using the assumption that the√strings are
non-repetitive. This is how we can improve the complexity down to Õ(n2/3 + nd). Note
that a technical difficulty that we need to overcome is guaranteeing that the running time of
the checking procedure is small not only for random subsets but for also all (R1 , R2 ), i.e., we
need a guarantee on the worst-case running time of the checking procedure. We solve this
issue by disregarding the pairs of subsets (R1 , R2 ) that contain too many candidates – we
are able to prove that the impact is negligible by using concentration bounds.
The improvement for approximate LCS uses a very similar idea. The main difference is
that now we consider a pair (i, j) ∈ [n − d + 1] × [n − d + 1] marked if there is a common
substring of length ⌈(1 − ϵ)d⌉ that starts at position i in A and position j in B. Since the
fraction of marked pairs increases by a factor ϵd we obtain a further improvement. Analyzing
the running time of the resulting quantum walk shows that we obtain overall time complexity
√
Õ(n2/3 /d1/3 + n).

2.3

Ulam distance

Finally, we present a sublinear time quantum algorithm that computes a (1+ϵ)-approximation
of the Ulam distance (i.e., the edit distance for non-repetitive strings).
▶ Theorem 6. For any constant ϵ > 0, there exists a quantum algorithm that computes with
high probability a (1 + ϵ)-approximation of the Ulam distance of two non-repetitive strings in
√
time Õ( n).
In comparison, classical algorithms require linear time even for computing a constant-factor
approximation of the Ulam distance when the distance is small (see, e.g., [8] for a discussion
of the classical lower bounds). Theorem 6 thus shows that while for general strings it is
still unknown whether a quantum speed-up is achievable for the computation of the edit
distance, we can obtain a quadratic speed-up for non-repetitive strings. In the full version of
the paper, we show a quantum lower bound that matches (up to possible polylogarithmic
factors) the upper bound of Theorem 6. Since it is easy to show that any quantum algorithm
that computes the Ulam distance exactly requires Ω(n) time, our results are thus essentially
optimal.
Let us now describe briefly how the quantum algorithm of Theorem 6 is obtained. Our
approach is based on a prior work by Naumovitz, Saks, and Seshadhri [34] that showed how to
construct, for any constant ϵ > 0, a classical algorithm that computes a (1 + ϵ)-approximation
of the Ulam distance and runs in sublinear time when ud(A, B) is large (the running time
becomes linear when ud(A, B) is small). The core technique is a variant of the Saks-Seshadhri
algorithm for estimating the longest increasing sequence from [38], which can be used to
construct a binary “indicator” that outputs 1 with probability p and 0 with probability 1 − p,
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for some value p that is related to the value of ud(A, B). Conceptually, the approach is based
on estimating the value of ud(A, B) from this indicator using a hierarchy of gap tests and
estimators, each with successively better run time. This results in a fairly complex algorithm.
At a high level, our strategy is applying quantum amplitude estimation on the classical
indicator UlamIndic to estimate p and thus ud(A, B). Several technical difficulties nevertheless
arise since the indicator requires a rough initial estimation of ud(A, B) to work efficiently. To
solve these difficulties, we first construct a quantum gap test based on quantum amplitude
estimation that enables to test efficiently if the success probability of an indicator is larger
than some given threshold q or smaller than (1 − η)q for some given gap parameter. We then
show how to apply this gap test to the indicator UlamIndic with successively better initial
√
estimates of ud(A, B) in order to obtain a (1 + ϵ)-approximation of ud(A, B) in Õ( n) time.
Organization of the paper. The details of our quantum algorithms solving LCS for general
strings (Theorems 1 and 3) are given in Section 3. Section 4 presents our quantum algorithms
solving LCS for non-repetitive strings (Theorems 4 and 5). Due to space constraints, the
details of our other results (the quantum algorithms for LPS and the Ulam distance, and our
lower bounds) are omitted from this version.

3

Longest Common Substring

Recall that in LCS, we are given two strings A and B of size n and the goal is to find the
largest string t which is a substring of both A and B. This problem can be solved in time
O(n) via suffix tree in the classical setting. In this section, we give upper bounds for the
quantum complexity of this problem (lower bounds are discussed in the full version of the
paper). We first begin by giving an algorithm for exact LCS that runs in time Õ(n5/6 ) in
Section 3.1. We then give an algorithm for approximate LCS that runs in time Õ(n3/4 ) in
Section 3.2.

3.1

Quantum algorithm for exact LCS

In our algorithm, we do a binary search on the size of the solution. We denote this value by
d. Thus, by losing an O(log n) factor in the runtime, we reduce the problem to verifying if a
substring of size d is shared between the two strings. Our approach is twofold; we design
separate algorithms for small and large d.

3.1.1

Quantum algorithm for small d

Our algorithm for small d is based on a reduction to element distinctness. Let |Σ| be the
size of the alphabet and v : Σ → [0, |Σ| − 1] be a function that maps every element of the
alphabet to a distinct number in range 0 . . . |Σ| − 1. In other words, v is a perfect hashing
for the characters. We extend this definition to substrings of the two strings. For a string t,
we define v(t) as follows:
v(t) =

|t|
X

v(ti )|Σ|i−1 .

i=1

It follows from the definition that two strings t and t′ are equal if and only if we have
v(t) = v(t′ ).
From the two strings, we make two sets of numbers SA and SB each having n − d + 1
elements. Element i of set SA is a pair (A, i) whose value is equal to v(A[i, i + d − 1]) and
similarly element i of SB is a pair (B, i) whose value is equal to v(B[i, i + d − 1]). The
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two sets contain elements with equal values if and only if the two strings have a common
substring of size d. Therefore, by solving element distinctness for SA and SB we can find out
if the size of the solution is at least d. Although element distinctness can be solved in time
Õ(n2/3 ) when element comparison can be implemented in Õ(1) time, our algorithm needs
more runtime since comparing √
elements takes time ω(1). More precisely, each comparison
can be implemented in time Õ( d) in the following way: In order to compare two elements
of the two sets, we can use Grover’s search to find out if the two substrings
are different in
√
any√position and if so we can find the leftmost position in time Õ(√ d). Thus, it takes time
Õ( d) to compare two elements which results in runtime Õ(n2/3 d). We summarize this
result in the following lemma.
√
▶ Lemma 7. There exists a quantum algorithm that runs in time Õ(n2/3 d) and verifies
with probability 9/10 if there is a common substring of length d between the two strings.

3.1.2

Quantum algorithm for large d

√
We now present a quantum algorithm that runs in time Õ(n/ d) and verifies if there is a
common substring of length d between the two strings.
General description of the algorithm. We say that a character of A is marked if it appears
among the first ⌊d/3⌋ characters of some substring of length d shared between A and B.
For example, If there is exactly one common substring of length d, there are precisely ⌊d/3⌋
marked characters but we may have more marked characters as the number of common
subsequences of length d between A and B increases. In our algorithm, we sample a substring
of length 2⌊d/3⌋ of A and a substring of length d of B. We call the substring sampled from
A the pattern and denote it by P and denote the substring sampled from B by S. We denote
the intervals of A and B that correspond to P and S by [ℓP , rP ] and [ℓS , rS ] respectively.
That is, A[ℓP , rP ] = P and B[ℓS , rS ] = S. We say that the pair (P, S) is good if the following
conditions hold (see Figure 4 for an illustration):
There exists a pair (i, j) such that A[i, i + d − 1] = B[j, j + d − 1] is a common subsequence
of size d between the two strings.
i ≤ ℓP and ℓP − i < ⌊d/3⌋.
ℓ S ≤ j − i + ℓ P ≤ j − i + rP ≤ r S .
It directly follows that if (P, S) is a good pair, ℓP has to be a marked character. When we fix
a good pair (P, S) and we refer to the optimal solution, we mean the common subsequence
of size d made by A[i, i + d − 1] and B[j, j + d − 1].
If there is no substring of length d shared between A and B, then obviously no good pair
exists. Let us now compute the probability of sampling such P and S under the assumption
that there is a common substring of length d shared between A and B. There are at least
⌊d/3⌋ marked characters in A and thus with probability Ω(d/n) we sample the right pattern.
Moreover, the corresponding substring of solution in B has at least ⌊d/3⌋ positions such that
if we sample S starting from those positions the pair (P, S) is good. Thus, with probability
Ω(d2 /n2 ) we sample a good pair (P, S).
We describe below a quantum procedure that given a good pair (P, S), constructs
with
√
probability at least 1 − 1/poly(n) a common substring of length d in time Õ( d). By first
sampling (P, S) and then running this procedure, we get a one-sided procedure that verifies
if there exists a common
substring of length d shared between A and B with probability
√
Ω(d2 /n2 ) in time Õ( d). With amplitude amplification, we can thus construct a quantum
algorithm that
p verifies
√ if there exists
√ a common substring of length d with high probability
2
2
in time Õ( n /d · d) = Õ(n/ d). We summarize this result in the following lemma.
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common substring of size d
A

P

B

S

common substring of size d
Figure 4 An example of a good pair (P, Q). The orange part of S shows the part of S that
matches with P .

√
▶ Lemma 8. There exists a quantum algorithm that runs in time Õ(n/ d) and verifies with
probability 9/10 if there is a common substring of length d between the two strings.
Constructing a common substring from a good pair. From here on, we assume that
√ (P, S)
is good and describe how to construct a common substring of length d in time Õ( d).
We aim to find positions of S that match with P . For this purpose, we p
use the p
string
matching algorithm of Ramesh and Vinay [36] that searches P in S in time Õ( |S| + |P |).
If there is no match, then we can conclude that S and P do not meet our property and
therefore
this should not happen. If there is one such position, then we can detect in time
√
Õ( d) if by extending this matching from two ends we can obtain a common substring of
size d as follows: We use Grover’s search to find the left-most (up to d characters away)
position where the two substrings differ when extending them from right. We do the same
from the left and
√ it tells us if this gives a common substring of size at least d. Each search
takes time Õ( d). We refer the reader to Figure 5 for a pictorial illustration.
common substring of size d
A

B

P

S

common substring of size d
Figure 5 If P matches S in only one position, by extending the two ends in the two strings we
can find a common substring of length d. The orange part of S shows the part of S that matches
with P . Also, the red and green parts and extensions from left and right for the matched parts.

More generally, the above idea works when there are only O(1) many positions of S
that match with P . However, we should address the case that P appears
many times in
√
S. In the following we discuss how this can be handled. In time Õ( d) we first find the
leftmost and rightmost positions of S that match with P . Let the starting index of the
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leftmost match be ℓ and the starting index of the rightmost match be r. In other words,
P = S[ℓ, ℓ + |P | − 1] = S[r, r + |P | − 1]. Since |S| = d and we have |P | = 2⌊d/3⌋ then the two
substrings overlap. Therefore, P as well as the entire string S[ℓ, r + |P | − 1] is (r − ℓ)-periodic.
This is the key property on which our algorithm will be based.
Let us denote the substring S[ℓ, r + |P | − 1] by T . We extend both P and T from left and
right up to a distance of 2d in the following way: We increase the index of the ending point
so long as the substring remains (r − ℓ)-periodic. We also stop if we move the ending point
by more than 2d. We do the same for the starting point; we decrease the starting point so
long as the substring remains (r − ℓ)-periodic and up to at most a distance
of 2d. Since we
√
bound the maximum change by 2d, then this can be done in time Õ( d) via Grover’s search.
Let us denote the resulting substrings by√A[α, β] and B[α′ , β ′ ]. The following observation
enables us to find the solution in time Õ( d): one of the following three cases holds for the
optimal solution.
1. The starting index of the corresponding optimal solution in A is smaller than α. Since
the matched parts of the solution are both in the periodic segments, this implies that
the first non-periodic indices (when going backwards from the matched parts) in the
two solution intervals are A[α − 1] and B[α′ − 1]. As a consequence the corresponding
character of A[α] in B is B[α′ ] (Figure 6a).
2. The ending index of the corresponding optimal solution in A is larger than β and thus
(with a similar argument as above) the corresponding character of A[β] in B is B[β ′ ]
(Figure 6b).
3. The corresponding optimal solution in A is in the interval A[α, β] and thus it is (r − ℓ)periodic (Figure 6c).
√
In all three cases, we can find the optimal solution in time Õ( d). For the first two
cases, we know one correspondence between the two common substrings of length d. More
precisely, in Case 1 we know that A[α] is part of the solution and this character corresponds
to B[α′ ]. Thus, it suffices to do a Grover’s search from two ends to extend the matching in
the two directions. Similarly in Case 2 we know that A[β] corresponds to B[β ′ ] and thus via
a Grover’s search we find a common substring of length d in the two strings.
Finally, for Case 3 we point out that since the entire solution lies in intervals A[α, β] and
B[α′ , β ′ ] then we have β ≥ α + d − 1 and β ′ ≥ α′ + d − 1. Notice that both intervals A[α, β]
and B[α′ , β ′ ] are (r − ℓ)-periodic. Let the starting position of P in A be x. For a fixed
position y in the interval [α′ , β ′ ] that matches with P , if we extend this matching from the
two ends we obtain a solution of size min{x − α, y − α′ } + min{β − x + 1, β ′ − y + 1}. This
means that extending one of the following matchings between P and S gives us a common
subsequence of size d:
An optimal solution when x − α ≥ y − α′ : the rightmost matching in the interval
B[α′ , α′ + |P | + (x − α)], or
An optimal solution when x − α ≤ y − α′ : the leftmost matching in the interval B[α′ +
(x − α), β ′ ].
√
Each matching can be found in time Õ( d) and similar to the ideas explained above√we
can extend each matching to verify if it gives us a common substring of size d in time Õ( d).

3.1.3

Combining the two algorithms

Combining Lemmas 7 and 8 gives us a solution in time Õ(n5/6 ).
▶ Theorem 1 (repeated). The longest common substring of two strings of size n can be
computed with high probability by a quantum algorithm in time Õ(n5/6 ).
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α

β

A

P

B

β′

α′
(a) First case.

α

β

A

P

B

β′

α′
(b) Second case.

α

β

A

P

B

α′

β′

(c) Third case.
Figure 6 The three cases considered. The red intervals correspond to the longest common
substring. The yellow interval is P and the green interval is S[ℓ, r + |P | − 1]. The blue and grey
intervals are extensions of the yellow and green intervals so long as they remain (r − ℓ)-periodic.
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Proof. We do a binary search on d (size of the solution). To verify a given d, we consider
two cases: if d < n1/3 we run the algorithm of Lemma 7 and otherwise we run the algorithm
of Lemma 8. Thus, the overall runtime is bounded by Õ(n5/6 ).
◀

3.2

Quantum algorithm for approximate LCS

In the following, we show that if an approximate solution is desired then we can improve the
runtime down to Õ(n3/4 ). Similar to the above discussion, we use two algorithms for small d
and large d. Our algorithm for large d is the same as the one we use for exact solution. For
small d we modify the algorithm of Lemma 7 to improve its runtime down to Õ(n2/3 d1/6 ).
This is explained in Lemma 9.
▶ Lemma 9. For any constant 0 < ϵ < 1, there exists a quantum algorithm that runs in time
Õ(n2/3 d1/6 ) and if the two strings share a common substring of length d, finds a common
substring of length (1 − ϵ)d.
Proof. Similar to Lemma 7, we use element distinctness for this algorithm. We make two sets
SA and SB and prove that they share two equal elements if and only if their corresponding
substrings of size (1 − ϵ)d are equal. The difference
√between this algorithm and the algorithm
of Lemma 7 √
is that here SA and SB contain O(n/ ϵd) elements instead of n − d + 1 elements.
Let k = ϵd. We break both strings into blocks of size k and make the two sets in the
following way (see Figure 7 for an illustration):
For each i such that i mod k = 1, we put element (A, i) in set SA .
For each i such that ⌈i/k⌉ mod k = 1 we put element (B, i) in set SB .
A

B
...
k
Figure 7 k =

k
√

k

...
k

ϵd. Only the elements colored in red are included in the two sets.

It follows that among the ϵd first characters of the solution, there is one position which is
included in SA such that its corresponding position in B is also included in SB . Thus, if
we define the equality between two elements (A, i) and (B, j) as A[i, i + (1 − ϵ)d − 1] =
B[j, j + (1 − ϵ)d − 1] then by solving
element distinctness for SA and SB we can find a desired
√
solution. √
Since we
have
O(n/
d)
elements
in each set then the overall runtime is bounded
√
by Õ((n/ d)2/3 d) = Õ(n2/3 d1/6 ).
◀
Lemmas 8 and 9 lead to a quantum algorithm for LCS with approximation factor 1 − ϵ and
runtime Õ(n3/4 ).
▶ Theorem 3 (repeated). For any constant 0 < ϵ < 1, the longest common substring of two
strings of size n can be approximated within a factor 1 − ϵ with high probability by a quantum
algorithm in time Õ(n3/4 ).
Proof. We do a binary search on d. To verify a given d, we consider two cases: if d < n1/2
we run the algorithm of Lemma 9 and otherwise we run the algorithm of Lemma 8. Thus,
the overall runtime is bounded by Õ(n3/4 ).
◀
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Longest Common Substring for Non-Repetitive Strings

In this section, we consider LCS for input strings A and B that are non-repetitive (e.g.,
permutations). We show that there exists an Õ(n3/4 )-time quantum algorithm that computes
an exact LCS and an Õ(n2/3 )-time quantum algorithm that computes a (1 − ϵ)-approximation
of LCS. This significantly improves the generic results of the previous section.

4.1

Quantum walks

We first review the quantum walk approach that solves element distinctness and several
similar problems. We actually consider a variant of the standard approach that is especially
well suited for our purpose: instead of considering a quantum walk on a Johnson graph we
consider a quantum walk on the direct product of two Johnson graphs. While quantum walks
on such graphs have also been used by Buhrman and Špalek in [18], their implementation
used Szegegy’s version of quantum walks [40]. One noteworthy aspect of our approach is that
we rely on the stronger version of quantum walks developed by Magniez, Nayak, Roland and
Santha [30] (this is crucial for the walk we present in Section 4.2 and 4.3; using Szegegy’s
version does not lead to an efficient algorithm because the checking cost of our quantum
walk is too high).
Let S be a finite set and r be any integer such that r ≤ |S|. Let us denote by Tr the
set of all couples (R1 , R2 ) where both R1 and R2 are subsets of S of size r. The elements
of Tr are called the states of the walk. Let Tr∗ ⊆ Tr be some subset. The elements of Tr∗
are called the marked states. The quantum walk approach associates to each (R1 , R2 ) ∈ Tr
a data structure D(R1 , R2 ). Three types of costs are associated with D. The setup cost
s(r) is the cost to set up the data structure D(R1 , R2 ) for any (R1 , R2 ) ∈ Tr . The update
cost u(r) is the cost to update D(R1 , R2 ) for any (R1 , R2 ) ∈ Tr : converting D(R1 , R2 )
to D((R1 \ a) ∪ {a′ }, (R2 \ b) ∪ {b′ }) for any a ∈ R1 , a′ ∈ S\R1 , b ∈ R2 and b′ ∈ S\R2 .
The checking cost c(r) is the cost of checking, given D(R1 , R2 ) for any (R1 , R2 ) ∈ Tr , if
(R1 , R2 ) ∈ Tr∗ . By combining amplitude amplification and quantum walks, we can find with
high probability one marked state (R1 , R2 ). We will use in this paper the following statement
(we refer to [30] for details) of this approach.
▶ Proposition 10. Consider
any value r ∈ {1, . . . , |S|} and any constant γ > 0. Assume
|T ∗ |
that either Tr∗ = ∅ or |Trr | ≥ δ holds for some known value δ > 0. There exists a quantum
algorithm that always rejects if Tr∗ = ∅, outputs a set (R1 , R2 ) ∈ Tr∗ with probability at least
1 − n1γ otherwise, and has complexity

p

√
Õ s(r) + 1/δ r × u(r) + c(r) .
Let us now explain how to solve element distinctness using this framework. Let x1 , . . . , xn
denote the n elements of the first list, and y1 , . . . , yn denote the n elements of the second
list of the input of element distinctness. Let us first discuss the complexity in the standard
access model, where we assume that each element is encoded using O(log n) bits and that
given i ∈ [n] we can obtain all the bits of xi and yi in O(log n) time. We set S = {1, . . . , n}
and say that a state (R1 , R2 ) ∈ Tr is marked if there exists a pair (i, j) ∈ R1 × R2 such
that xi = yj . Easy calculations show that the fraction of marked states is Ω(r2 /n2 ). By
using an appropriate data structure that allows insertion, deletion and lookup operations in
polylogarithmic time (see Section 6.2 of [3] for details about how to construct such a data
structure) to store the elements xi for all i ∈ R1 , and using another instance of this data
structure to store the elements yj for all j ∈ R2 , we can perform the setup operation in
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time s(r) = Õ(r) and perform each update operation in time u(r) = Õ(1). Each checking
√
operation can be implemented in time c(r) = Õ( r) as follows: perform a Grover search
over R1 to check if there exists i ∈ R1 for which xi = yj for some j ∈ R2 (once i is fixed the
later property can be checked in polylogarithmic time using the data structure representing
R2 ).6 From Proposition 10, the overall time complexity of the quantum walk is thus

√ 
n √
Õ r +
r×1+ r .
r
By taking r = n2/3 we get time complexity Õ(n2/3 ). As discussed in Section 6.1 of [3], the
above data structure, and thus the whole quantum walk can also be implemented in the
same way in the (weaker) comparison model: if given any pair of indices (i, j) ∈ [n] × [n]
we can decide in T (n) time whether xi < yj or xi ≥ yj , then the time complexity of the
implementation is Õ(n2/3 T (n)).

4.2

Quantum algorithm for exact LCS of non-repetitive strings

We set S = {1, . . . , n − d + 1}. Let us write α = 54 log n. For any state (R1 , R2 ) ∈ Tr we
define the data structure D(R1 , R2 ) as follows:
D(R1 , R2 ) records all the values A[i] and B[j] for all i ∈ R1 and j ∈ R2 using the same
data structure as the data structure considered above for element distinctness;
additionally, D(R1 , R2 ) records the number of pairs (i, j) ∈ R1 × R2 such that A[i] = B[j],
and stores explicitly all these pairs (using a history-independent data structure updatable
in polylogarithmic time, which can be constructed based on the data structure from [3]).
We define the set of marked states Tr∗ as follows. We say that (R1 , R2 ) is marked if the
following two conditions hold:
(i) there exists a pair (i, j) ∈ R1 × R2 such that A[i, i + d − 1] = B[j, j +d − 1];

(ii) the number of pairs (i, j) ∈ R1 × R2 such that A[i] = B[j] is at most α(r2 /n + 1) .
The following lemma is easy to show.
▶ Lemma 11. If the two non-repetitive strings A and B have a common substring of length d,
then the fraction of marked states is Ω r2 /n2 .
Proof. The fraction of states (R1 , R2 ) for which there exists a pair (i, j) ∈ R1 × R2 such
that A[i, i + d − 1] = B[j, j + d − 1] is at least

n−2
r(r − 1)
r−2
 =
.
n
n(n − 1)
r
The fraction of (R1 , R2 ) such that Condition (i) holds is thus Ω(r2 /n2 ).
Let X be the random variable representing the number of pairs (i, j) ∈ R1 × R2 such
that A[i]
(R1 , R2 ) is taken uniformly at random in Tr . We will show that
 = B[j] when

X ≤ α(r2 /n + 1) with high probability. Let us prove this upper bound for the worst
possible case: input strings for which the number of pairs (i, j) ∈ S × S such that A[i] = B[j]
is |S|.
Assume that we have fixed R1 . For each i ∈ R1 there exists a unique index j ∈ S
such that A[i] = B[j]. Let Y be the random variable representing the total number of
pairs (i, j) ∈ R1 × R2 such that A[i] = B[j] when choosing R2 . Note that Y follows an
6

√
The checking operation can actually be implemented more efficiently but the cost c(r) = Õ( r) is
enough for our purpose.
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hypergeometric distribution of mean r2 /n. From standard extensions of Chernoff’s bound
(see, e.g., Section 1.6 of [23]), we get

 2


 2

r
r
1
Pr Y ≥ α
+1
≤ exp −(3 log n) ·
+1
≤ 3.
n
n
n
Thus the fraction of (R1 , R2 ) such that Condition (ii) does not hold is at most 1/n3 .
The statement of the lemma then follows from the union bound.

◀

Let us now analyze the costs corresponding to this quantum walk. The setup and update
operations are similar to the corresponding operations of the quantum walk for element
distinctness described in Section 4.1. The only difference is that we need to keep track of
the pairs (i, j) ∈ R1 × R2 such that A[i] = B[j]. Note that for each i ∈ [n], there is at most
one index j ∈ R2 such that A[i] = B[j], since the strings are non-repetitive. Moreover this
index can be found in polylogarithmic time using the data structure associated with R2 .
Similarly, for each j ∈ [n], there is at most one index i ∈ R1 such that A[i] = B[j], which
can be also found in polylogarithmic time. Thus the time complexities of the setup and
update operations are s(r) = Õ(r) and u(r) = Õ(1), respectively, as in the quantum walk
for element distinctness described in Section 4.1. The checking operation
firstchecks if the

2
number of pairs (i, j) ∈ R1 × R2 such that A[i] = B[j] is at most α(r /n + 1) and then, if
this condition is satisfied, performs a Grover search on all pairs (i, j) ∈ R1 × R2 such that
A[i] = B[j] stored in D(R1 , R2 ), in order to check if there exists a pair (i, j) ∈ R1 × R2 such
that A[i, i + d − 1] = B[j, j + d − 1]. The time complexity is
p
√
c(r) = Õ(1 + ⌈α(r2 /n + 1)⌉ · d).
Using Proposition 10, we get that the overall time complexity of the quantum walk is
!
√

p
√ 
n √
n d √
n
2
Õ r + ( r × 1 + ⌈α(r /n + 1)⌉ · d) = Õ r + √ +
+ nd .
r
r
r
2/3
For d ≤ n1/3 , this expression is minimized for r = n2/3 and
√ gives complexity Õ(n ). For
1/3
d ≥ n , the complexity is dominated by the last term√Õ( nd).
By combining the above algorithm with the Õ(n/ d)-time algorithm of Lemma 8, we
get overall complexity Õ(n3/4 ).

▶ Theorem 4 (repeated). The longest common substring of two non-repetitive strings of size
n can be computed with high probability by a quantum algorithm in time Õ(n3/4 ).
√
Proof. We do √
a binary search on d. To verify a given d, we consider two cases: if d < n
we run the Õ( nd)-time quantum algorithm we just described and otherwise we run the
algorithm of Lemma 8. Thus, the overall runtime is bounded by Õ(n3/4 ).
◀

4.3

Quantum algorithm for approximate LCS of non-repetitive strings

We set again S = {1, . . . , n − d + 1} and, for any (R1 , R2 ) ∈ Tr , we define the data structure
D(R1 , R2 ) exactly as above. This time, we say that (R1 , R2 ) is marked if the following two
conditions hold:
(i) there exists a pair (i, j) ∈ R1 ×R2 such that A[i, i+⌈(1 − ϵ)d⌉−1] = B[j, j +⌈(1 − ϵ)d⌉−
1];


(ii) the number of pairs (i, j) ∈ R1 × R2 such that A[i] = B[j] is at most αr2 /n ;
where we use the same value α = 54 log n as above. We now show the following lemma.
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▶ Lemma 12. Assume that r ≤ n/d. If A and B have a common subsequence of length d,
2
then the fraction of marked sets is Ω dr
n2 .
Proof. Let us write m = d − ⌈(1 − ϵ)d⌉ and say that a pair (i, j) ∈ S × S is good if
A[i, i + ⌈(1 − ϵ)d⌉ − 1] = B[j, j + ⌈(1 − ϵ)d⌉ − 1]. There are at least m good pairs in S × S.
The probability that R1 does not contain any element involved in a good pair is
n−m
r
n
r


=

(n − m)!r!(n − r)!
r!(n − m − r)!n!

(n − m)(n − m − 1) · · · (n − m − r + 1)
n(n − 1) · · · (n − r + 1)

r 
 rm 
n−m
m r
≤
= 1−
≤ exp −
n
n
n
rm
≤1−
,
2n
=

where we used the fact that exp(−x) ≤ 1 − x/2 on x ∈ [0, 1] to derive the last inequality.
Thus with probability at least rm/(2n), the set R1 contains at least one element involved in
a good pair.
Assuming that R1 contains at least one element involved in a good pair, when choosing R2
at random with probability at least r/n it contains a good pair. Thus the overall probability
that R1 × R2 contains a good pair (and thus satisfies Condition (i)) is at least Ω(dr2 /n2 ).
The fraction of (R1 , R2 ) such that Condition (ii) does not hold is at most 1/n3 (the proof
of this claim is exactly the same as for Lemma 11). The statement of the lemma then follows
from the union bound.
◀
We thus get a quantum walk with running time
p
√
n √
Õ r + √ ( r × 1 + ⌈α(r2 /n + 1)⌉ · d)
r d





n
n √
= Õ r + √ + + n .
r
rd


√
If d ≤ n then the expression is minimized for r = n2/3 /d1/3 and the complexity is
Õ(n2/3 /d1/3 ). (Note that with this value of r the condition of Lemma 12 is satisfied.) If
√
d > n we obtain complexity Õ(d) by taking r = n/d.7
√
By combining the above algorithm with the Õ(n/ d)-time algorithm of Lemma 8, we
get overall complexity Õ(n2/3 ).
▶ Theorem 5 (repeated). For any constant 0 < ϵ < 1, the longest common substring of two
non-repetitive strings of size n can be approximated within a factor 1 − ϵ with high probability
by a quantum algorithm in time Õ(n2/3 ).
Proof. We do a binary search on d. To verify a given d, we consider two cases: if d < n2/3
we run the Õ(n2/3 /d1/3 + d)-time quantum algorithm we just described and otherwise we
run the algorithm of Lemma 8. Thus, the overall runtime is bounded by Õ(n2/3 ).
◀

7

√
√
For d > n, we can actually obtain the better upper bound Õ( n) by slightly modifying the algorithm.
The bound Õ(d) is nevertheless sufficient for our purpose.
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1

Introduction

Estimating the mean of a distribution over Rd is one of the most fundamental problems
in statistics. In the past decade, there has been great interest and progress in settling
the sample complexity question, under the minimal (and essentially necessary, c.f. [5, 14])
assumption that the (co)variance of the underlying distribution exists, without being known
to the algorithm. For the d = 1 case, a line of work started by Catoni [2] and ending with a
very recent result by Lee and Valiant [14] settled the sample complexity to within a 1 + o(1)
multiplicative factor. In high dimensions, Lugosi and Mendelson [17] proposed the first
estimator with sample complexity optimal to within a constant factor, but the estimator is
not known to be efficiently computable. Motivated by these results, Hopkins [12] started
a line of work, extended by others [4, 15], using sum-of-squares and spectral methods to
propose estimators with polynomial running time, but still with sample complexity that is
sub-optimal by constant factors. It remains an open problem to construct a high-dimensional
mean estimator with sample complexity optimal to within a 1 + o(1) factor.
© Jasper C.H. Lee and Paul Valiant;
licensed under Creative Commons License CC-BY 4.0
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In this work, we take a step towards resolving this open problem: we propose an estimator
with 1 + o(1)-factor optimal sample complexity, in the regime where the dimensionality of the
distribution is much larger than a function of the allowed failure probability δ. Concretely,
define the effective dimension (also known as stable rank) of a distribution D with covariance
2
2
Σ and maximum variance σmax
≡ λmax (Σ) to be deff = Tr(Σ)/σmax
. Our estimator has
2 1
optimal sample complexity when deff ≥ ω(log δ ) (see Theorem 1 for the precise statement).
In other words, our algorithm is optimal whenever the effective dimension of the distribution
is large compared to the order of magnitude of the desired tail bound, δ, that we seek.
The estimator has a surprisingly simple structure, and is computable in linear time: 1)
re-center the samples using a preliminary mean estimate, 2) remove some number of samples
farthest away from the origin and 3) return the sample mean of the remaining samples. The
structure of our estimator is natural enough that several estimators with similar structure
have appeared in previous work, including: the “trimmed mean” is a standard tool in
1-dimension [21], often used in the context of robust statistics, but introduces complications
when generalizing to high dimensions [18]; and the Catoni-Giulini estimator [3], which is
easy to compute but does not have big-O optimal sample complexity.
The key ingredient in our analysis is a novel Bernstein-type vector concentration inequality
(see Section 4) applied in a natural parameter regime where, surprisingly, standard vector
tail bounds give vacuous probability bounds greater than 1. Intuitively, this result takes the
standard notion that “high dimensional Gaussian distributions look like spherical shells” and
shows how this essentially holds true for all sums of bounded independent random vectors.
The tail bound is a general statement that we hope will find many more applications outside
of the mean estimation context.
Our estimator uses the standard coordinate-wise median of means estimate (Estimator 2)
as the preliminary mean estimate, which, like the rest of our algorithm, is computable in
linear time. The standard analysis of the error of the coordinate-wise median of means
estimate actually introduced a spurious dependence on the ambient dimension d. We give a
natural new analysis of this classic algorithm, eliminating this d dependence, in Section 6.

1.1

The Model and Main Result

Given a set of n i.i.d. samples X = {x1 , . . . , xn } from an Rd -valued distribution D with
unknown mean µ, the task is to estimate µ to within ℓ2 distance ϵ, failing with probability
at most δ. That is, we want to find an estimator µ̂(X) such that
P(||µ̂(X) − µ|| ≤ ϵ) ≥ 1 − δ
The goal is to find the optimal trade-off between the three problem parameters: sample
size n, ℓ2 error ϵ and failure probability δ. Fixing any two parameters and optimizing the
third yields three equivalent formulations of the problem. For the rest of the paper, we will
focus on the formulation of optimizing the error ϵ as a function of sample size n and failure
probability δ. In this formulation the error ϵ(n, δ), as a function of n and δ, is sometimes
also known as the statistical rate of an estimator, and the statistical rate minimized over all
estimators is known as the minimax rate of the problem.
Even in the case when
D is a multivariate Gaussian, the minimax rate ϵ

q the distribution
Tr(Σ)
is lower bounded by Ω
, even for a constant failure probability δ – this is a folklore
n
result. Since this paper is emphasizing for the first time the exact multiplicative
q factor in
Tr(Σ)
statistical rate, we show in Section 5 a tight minimax rate lower bound of
n . The
intuition behind this quantity is that Tr(Σ)
is exactly the expected squared ℓ2 error of the
n
sample mean for any distribution with finite covariance.
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Our main result shows that, in the regime where the effective dimension deff is very high,
namely bigger than poly log 1δ , then it is possible to attain this optimal estimation error
q
Tr(Σ)
n , up to a 1 + o(1) factor. Estimator 1 takes as input 1) a failure probability δ, 2)
an approximation parameter γ (think of γ as a o(1) term) and 3) n i.i.d. samples from a
distribution, and outputs a mean estimate satisfying Theorem 1.
i.i.d.

▶ Theorem 1. Let x1 , . . . , xn ← D for some distribution D with finite but unknown mean
µ and covariance Σ, let δ ∈ (0, 0.01] be an arbitrary failure probability and let γ ∈ (0, 0.5]
3 20
2 20
16000
be an arbitrary approximation parameter. If n ≥ 710000
γ 6.5 log δ and deff ≥ γ 7 log δ , then
Estimator 1, on input δ, γ, x1 , . . . , xn , will output a mean estimate µ̂ such that
r


Tr(Σ)
P
||µ̂ − µ||2 ≥ (1 + O(γ))
≤δ
x1 ,...,xn
n
No effort has been made to optimize the numerical constants in the above theorem and in
Estimator 1.
Beyond the question of statistical rate, previous work draws a distinction between a
single-δ and multiple-δ estimator, that is, whether the estimator takes δ as an input [5]. The
goal for a multiple-δ estimator is to simultaneously guarantee the optimality of the mean
estimate for a wide range of δ. Devroye et al. [5], in the 1-dimensional setting, demonstrated
how to construct a multiple-δ estimator with the correct constant in the statistical rate, as
long as the kurtosis (normalized fourth moment) exists and that the algorithm knows an
upper bound on the kurtosis. As a straightforward corollary of Theorem 1, surprisingly, we
can get a result of a similar flavor essentially for free (Corollary 2): if we have a lower bound
dˆeff on the effective dimension, we can calculate a small δ̂ value from dˆeff and use it as input
to the main estimator to get a multiple-δ estimator, with optimal concentration guarantees
across the entire range of δ satisfying dˆeff ≥ poly log 1δ .
i.i.d.

▶ Corollary 2. Let x1 , . . . , xn ← D for some distribution D with finite but unknown
mean µ and covariance Σ, let γ ∈ (0, 0.5] be an arbitrary approximation parameter, and
3
4
2
suppose dˆeff is a known lower bound of deff . If n ≥ γ3 dˆeff
, then Estimator 1, on input γ,
q
δ = 20e

−γ 3.5 ·

d̂eff
16000

q
δ ∈ [20e

−γ 3.5 ·

d̂eff
16000

and samples x1 , . . . , xn , will output a mean estimate µ̂ such that, for all
, 1), we have
r

P

x1 ,...,xn

1.2

||µ̂ − µ||2 ≥ (1 + O (γ))

Tr(Σ)
n

!
≤δ

Our Approach: a Vector Bernstein-Type Concentration Bound

The main tool we use in the analysis, and indeed the motivation for the simple algorithm we
propose, is a novel vector tail bound (Theorem 3). The bound is a Bernstein-type bound, in
the sense that it utilizes both covariance information as well as an absolute bound on the
support of the distribution. See Section 4 for full details, including the explicit polynomial
terms in the probability bound.
Pn
▶ Theorem 3. Consider a distribution S = i=1 Yi in d dimensions, where each Yi is
an independent random variable, of mean 0, supported on the radius r ball. Let ΣS be
2
the covariance of S, σmax
be the maximum covariance λmax (ΣS ) p
and deff be the effective
2
dimension Tr(ΣS )/σmax
. Then, the probability Py←S (||y|| ≥ (1 + γ) Tr(ΣS )) is bounded by
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for γ ≤ 1:
v

! 
p
u
2γ 2

r
u
√
Tr(Σ
)
Tr(ΣS ) − d2eff + √Tr(Σ
3
S
t


S)
2+
e
π 1+ √
min deff ,
r
r2
2

0.7+0.15γ
0.7+γ

for γ > 1:


p 
√ 
Tr(ΣS ) − min
π 1 + γ deff
2+
e
r2



√
1 2
3 γ deff , 0.35γ

Tr(ΣS )
r



As intuition, recall the standard notion that “high dimensional (spherical) Gaussian
distributions look like spherical shells”, specifically, that a sample from a Gaussian
of
p
covariance Σ is extremely likely to have distance from its mean of almost exactly Tr(Σ),
with concentration getting sharper in higher dimensions. Our new tail bound extends this
result to arbitrary bounded distributions S, with arbitrary covariance
pΣS , bounding the
probability that a sample differs from its mean by more than (1 + γ) Tr(ΣS ) across our
the first term of the γ ≤ 1 case in Theorem 3 is essentially the
choice of γ. Specifically,
√
22

Tr(ΣS )

r
probability e−γ
, describing how the tail probability
p is exponential in (negative) the
ratio between the root mean square length of a sample, Tr(ΣS ), and the bound on the
support radius r; and the probability decays exponentially in the square of the factor γ 2 .
Each of these dependencies is essentially tight in certain regimes. The second term of the
min describes how, when the support bound r becomes tiny, these bounds blend into the
corresponding tail bounds on Gaussian distributions, with the exponent now proportional to
S)
the effective dimension, deff = Tr(Σ
.
σ2
max

2

Related Work

The mean estimation problem has attracted much attention recently. Perhaps surprisingly,
some basic questions were only resolved in the past few years, and others still remain open.
Here, we briefly outline the line of work that this paper fits in. A survey by Lugosi and
Mendelson [16] gives a comprehensive and technically in-depth overview of the state of the
art circa 2019.
In 1-dimension, the sample complexity and minimax rate question is mostly settled,
under the sole assumption that the underlying distribution has finite but unknown mean and
variance. For decades, the median-of-means algorithm [13, 20, 1] has been known to have
a minimax rate that is within a constant factor of optimal. Catoni [2], in a seminal work,
demonstrated how to get the statistical rate to within a 1 + o(1) factor of optimal, when the
variance of the underlying distribution is known to a 1 + o(1) factor or when the 4th moment
of the distribution is finite and bounded (in which case the variance can be estimated to
high accuracy). Devroye et al. [5] showed, under the same 4th moment assumption, how to
construct a multiple-δ estimator – an estimator which does not take the failure probability
δ as an input – with convergence also tight to within 1 + o(1) simultaneously for a wide
range of δ, despite the estimator not taking the parameter as an input. Very recently, Lee
and Valiant [14] settled the 1-dimensional mean estimation question by constructing an
efficiently computable estimator with the optimal convergence (up to a 1 + o(1) factor)
without requiring any knowledge of the variance or finiteness of any additional moments
beyond the variance. This estimator is a single-δ estimator, meaning that it does require δ
as an input, but this is necessarily so because Devroye et al. [5] showed that a multiple-δ
estimator cannot exist under only the finite variance assumption.

J. C. H. Lee and P. Valiant

98:5

In high dimensions, under the assumption of the finiteness of the covariance, prior works
have constructed estimators with rate that is optimal up to constant multiplicative factors.
Lugosi and Mendelson [17] proposed the first such estimator by generalizing the median-ofmeans approach to high dimensions. However, their estimator is not known to be computable
in polynomial time. A recent line of work [12, 4, 15], started by Hopkins [12], improved the
computation time first to polynomial time, then down to quadratic time.
It is still an open problem to construct a high dimensional mean estimator with rate
optimal up to a 1 + o(1) factor. This paper achieves such an optimal rate by focusing only
on the regime where the effective dimension is large with respect to poly log 1δ .
There has also been great interest in the mean estimation problem in the robust statistics
setting [8, 9, 7, 11, 10], where a small fraction of the the input samples can be adversarially
corrupted. Lugosi and Mendelson [18] used a high dimensional trimmed mean approach
to yield optimal robustness, but the estimator is not known to be efficiently computable.
Recent work by Diakonikolas et al. [11] improves on this result by giving a computationally
efficient estimator achieving the same optimal robustness guarantee, and furthermore, has
an optimal sub-Gaussian convergence rate up to a multiplicative constant.

3

The Estimator

In this section, we present and analyze our estimator. Our estimator is enabled and inspired
by the new tail bounds of Theorem 3. Recall that optimal mean estimation for Gaussian
distributions is straightforward: as shown by Corollary 6, the sample mean
q is the optimal

estimator, and Proposition 9 shows that the error in this case is at least Tr(Σ)
n . At a high
level our new tail bound, Theorem 3, reveals the surprising fact that “the mean of n samples
from any bounded high-dimensional distribution D behaves like the sample mean of the
Gaussian of same mean and covariance”, which suggests the following intuition to emulate
Gaussian performance for any distribution: 1) somehow make D bounded without modifying
its mean too much; and then 2) return the sample mean.
The most natural approach to transform a distribution D into a distribution of bounded
support is to choose a center, and truncate the distribution beyond some radius. We choose
a center by running a preliminary simple mean estimation algorithm. Choosing the radius
of truncation must be done with some care, since picking too large a radius will make the
tail bounds of Theorem 3 too weak, while picking too small a radius will truncate too many
elements and thus shift the mean too much. We also point out that there are many natural
other ways to truncate or trim the distribution that have appeared in the literature with
similar goals, though which do not achieve our results (see for example the Catoni-Giulini
estimator [3] and the multidimensional trimmed mean estimator [18]).
We point out that one of the main philosophical reasons for the 1 + o(1) tightness of our
result comes from the intuition that “a high dimensional Gaussian distribution looks like a
spherical shell”. A standard bound for the radius of the δ-probability
tail of a Gaussian of
q
p
1
2
covariance Σ (see, e.g., Equation 1.1 in [18]) is Tr(Σ) + 2σmax
log δ , which we interpret
as saying that the radius of the δ-probability tail remains unchanged
up to 1 + o(1) factor


−o

Tr(Σ)
2

σmax
for any δ ranging from a constant down to e−o(deff ) = e
. Theorem 3 essentially
extends this intuition to all bounded distributions. This fact is crucially helpful for attaining
the 1 + o(1) factor tightness in our error bounds, since it means that even if our analysis
gives up huge factors in the failure probability δ, the resulting error bounds will still be
1 + o(1)-tight. Thus our new tail bound, Theorem 3 enables a 1 + o(1)-factor tight analysis,
without requiring any miraculously tight analysis of the algorithm itself.
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Our estimator uses the coordinate-wise median-of-means estimator as a preliminary mean
estimate, which we analyze in Section 6. In particular, we note that previous analyses of
the coordinate-wise median-of-means estimator were not optimal, introducing a spurious
dependence on the ambient dimension d, and Section 6 shows a tighter analysis.
We now present the estimator.
Algorithm 1 Optimal Very High Dimensional Mean Estimator.

Inputs:
n independent samples {xi } from the unknown underlying distribution D over Rd (guaranteed to have finite but unknown covariance Σ)
Confidence parameter δ ∈ (0, 0.01], approximation parameter γ ∈ (0, 0.5]
1. Compute a preliminary mean estimate κ using the coordinate-wise median of means
estimator (Estimator 2 in Section 6) on a γ fraction of the samples.
2 20
κ
2. Let t = 2000
γ 5 log δ . Compute 1t (i), which is 0 if xi is one of the t farthest samples from
κ (breaking ties arbitrarily) or if xi was part of the γ fraction used in the previous step,
and 1 otherwise.
P
3. Return µ̂ = κ + n1 i (xi − κ)1κt (i).
To analyze Estimator 1, we need 1) the concentration guarantee for the coordinate-wise
median-of-means estimator shown in Section 6 and 2) the vector tail bound in Section 4. We
state both results here.
▶ Proposition 4. On input n samples from a d-dimensional distribution D of unknown mean
and covariance µ and Σ respectively, and a probability bound δ ≤ e−2 , Estimator 2 outputs a
mean estimate µ̂ such that
s
!

1 Tr(Σ)
≥1−δ
P ||µ̂ − µ|| ≤
60 + 24 log
δ
n
Pn
▶ Theorem 3. Consider a distribution S = i=1 Yi in d dimensions, where each Yi is
an independent random variable, of mean 0, supported on the radius r ball. Let ΣS be
2
the covariance of S, σmax
be the maximum covariance λmax (ΣS ) p
and deff be the effective
2
dimension Tr(ΣS )/σmax . Then, the probability Py←S (||y|| ≥ (1 + γ) Tr(ΣS )) is bounded by
for γ ≤ 1:
v

! 
p
u
0.7+0.15γ
 − 2 2γ 2 r
u
0.7+γ
+√
√
Tr(Σ
)
3
Tr(Σ
)
S
S
deff
t
Tr(ΣS )
 2+
π 1 + √
min deff ,
e
2
r
r
2
for γ > 1:


p 
√ 
Tr(ΣS ) − min
π 1 + γ deff
2+
e
r2



√
1 2
3 γ deff , 0.35γ

Tr(ΣS )
r



We are now ready to prove Theorem 1, the main result of this paper, describing the
concentration of Estimator 1.
i.i.d.

▶ Theorem 1. Let x1 , . . . , xn ← D for some distribution D with finite but unknown mean
µ and covariance Σ, let δ ∈ (0, 0.01] be an arbitrary failure probability and let γ ∈ (0, 0.5]
3 20
2 20
16000
be an arbitrary approximation parameter. If n ≥ 710000
γ 6.5 log δ and deff ≥ γ 7 log δ , then
Estimator 1, on input δ, γ, x1 , . . . , xn , will output a mean estimate µ̂ such that
r


Tr(Σ)
P
||µ̂ − µ||2 ≥ (1 + O(γ))
≤δ
x1 ,...,xn
n
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Proof. After “recentering”, subtracting the mean computed in Step 1 of Estimator 1, Proposition 4 guarantees that, except with 4δ probability we have (1 − γ)n samples from a
q
q
≤
distribution whose mean µ is within (60 + 24 log 4δ ) Tr(Σ)
40 log 4δ Tr(Σ)
γn
γn of the origin.
Consider the distribution of distance from the origin of these samples. The algorithm
will throw out the farthest t samples, which is equivalent to finding the radius r of the tth
farthest sample, and then throwing out all samples of radius ≥ r (assuming without loss
of generality there are no ties). If we let rt/n denote the radius such that a nt fraction of
t
is at most
the probability mass of D has larger radius, then the probability that r > r 2n
t
P(Bin((1 − γ)n), 2n
) ≥ t). By the standard multiplicative Chernoff bound, we upper bound
the probability by (e/4)(1−γ)t/2 . Similarly, we upper bound the probability that r < r 2t
by
n
3/4 2(1−γ)t
−1/4
(e
/(3/4) )
. For γ ≤ 0.5 and for our choice of t, both probabilities are upper
δ
t ].
bounded by 16
. The rest of the proof thus conditions on r ∈ [r 2t
, r 2n
n
The high-level proof strategy is to first use Theorem 3 to show that, (A) except with 3δ
4
q
probability, the algorithm’s output is at most distance (1 + O(γ)) Tr(Σ)
from
the
mean
of
n
t ] around the origin. Then, we complete
,
r
the distribution truncated at some radius r̃ ∈ [r 2t
2n
n
the
q proof by observing that (B) the mean of the truncated distribution cannot be more than
γ

Tr(Σ)
n

t ].
from the true mean for any r̃ ∈ [r 2t
, r 2n
n

For part (A), we begin by considering a mesh of m = 9et + 1 radii, corresponding to evenly
t 2t
, n ] (ignoring immaterial issues of ties, which can be
spaced probabilities in the interval [ 2n
broken arbitrarily). Define µi to be the mean of the distribution truncated at radius ri from
the origin, for each ri in the mesh. We will show that, (A.1) except with 2δ probability, for all
ri in the
qmesh, the empirical mean of the samples truncated at radius ri is within distance

Tr(Σ)
t ]
, r 2n
(1 + γ) (1−γ)n
of µi . Assuming (A.1), since the algorithm computes radius r ∈ [r 2t
n
and truncates at radius r, we consider the largest√mesh point ri ≤ r, and show that (A.2)
except with probability 8δ , there will be at most γ t many samples between distance ri and
r from
q the origin. This in turn lets us show that (A.3) the algorithm’s output is at most

2γ

Tr(Σ)
n

from the empirical mean of the samples truncated at radius ri . Combining (A.1)

and (A.3) means that except with probability
q
(1 + O(γ)) Tr(Σ)
from µi , concluding (A).
n

3δ
4 ,

the algorithm’s output is within distance

Showing (A.1) is a relatively straightforward application of Theorem 3 and the union
bound, although requiring some calculations before the theorem can be applied. In order to
use the theorem, we need to upper bound the distance between µi and any support element
within radius ri of the origin. By the triangle inequality, this distance is upper bounded by
t , which we bound separately. We already know from
the sum of ||µi − µ||, ||µ|| and ri ≤ r 2n
q
the very beginning of the proof that ||µ|| ≤ 40 log 4δ Tr(Σ)
γn .
To (A.1.1) bound ||µi − µ||, note that µi is the mean of a distribution after truncating
some probability mass pi ≤ 2t
n farthest away from the origin. Consider projecting the
distribution D in the direction of µi − µ. The mean of this 1-dimensional distribution is
at most ||µ|| from the origin. The variance of this 1-dimensional distribution in is at most
2
σmax
= Tr(Σ)
deff . We observe that, for any 1-dimensional distribution with mean a and variance b,
the contribution to the mean by any portion of the distribution with mass at most p is at most
√
P
ap + bp: consider qy being probability mass at point y, with y qy = p, and by the variance
q
qP
√
P
P
P
2
2
assumption, y qy (y − a)2 ≤ b. Then | y qy (y − a)| ≤
q
(y
−
a)
bp
y y
y qy 1 ≤
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q
Tr(Σ)
2t
by Cauchy-Schwarz. Substituting the bounds a ≤ 40 log 4δ Tr(Σ)
γn , b ≤ deff and p ≤ n , we
q
q
q
√
√
γ γn
2t·Tr(Σ)
Tr(Σ)
have ||µi − µ|| ≤ ap + bp ≤ 2t
40 log 4δ Tr(Σ)
since t ≤ √
4
n
γn +
deff n ≤ γ
n
4

40 log

δ

2

and t ≤ γ8 deff .
t , we observe that probability mass p at distance ≥ r from the
To (A.1.2) bound r 2n
origin is at least distance r − |µ| from its mean and thus contributes ≥ p(r − |µ|)2 to Tr(Σ).
t
t
Since by definition there is 2n
probability mass at distance ≥ r 2n
from the origin, then,
q
t
t
2n
2
t − |µ|)
t ≤ |µ| +
letting p = 2n
we have 2n
(r 2n
≤ Tr(Σ) and thus r 2n
t Tr(Σ). We have
q
p
4 Tr(Σ)
1
n
4
|µ| ≤ 40 log δ γn ≤ 5 t Tr(Σ) since 1000 t log δ ≤ n and γn ≥ 1 by our choice of t in
pn
t ≤ 1.7
Estimator 1 and the theorem assumptions. Thus r 2n
t Tr(Σ).
Summarizing, to apply Theorem 3 on qthe distribution
truncated at radius ri
q
p
Tr(Σ)
4 Tr(Σ)
from the origin, we use the upper bound γ
+ 40 log δ γn + 1.7 nt Tr(Σ) ≤
n
pn
2 t Tr(Σ) as “r” in the theorem. Thus, Theorem 3 recentered at µi and with
ΣS = nΣ yields that the empirical mean of (1 − γ)n samples from
q this trunq
Tr(Σ)
cated distribution will be within distance (1 + γ) (1−γ)n = (1 + O(γ)) Tr(Σ)
from
n
r


γ2
0.7+0.15γ


√
 − 1 + √1 0.7+γ
√
2 + 4t e deff t
µi , except with probability
π 1 + √32 min deff , 2t
≤
2

 − 1 γ+ √1
√ 
1
π 1 + 23 t 4 2 + 4t e deff t

0.7+0.15γ
0.7+γ

. A union bound over all m = 9et + 1 ≤ 10et mesh
2

 − 1 γ+ √1 0.7+0.15γ
0.7+γ
√ 
3 14
t
deff
t
points yields a failure probability (for A.1) of 10et · π 1 + 2 t
2+ 4 e
.
√
0.7+0.15γ
1
Noting that deff ≥ t, t ≥ 10 and that 0.7+γ ≥ 2 , we upper bound the above
failure probability by 10t3 · e−
√
3

−

2000
√
4 γ

log

√
γ2 t
4

.

Since t =

2000
γ5

log2

20
δ ,

we have 10t3 · e−

√
γ2 t
4

=

20
δ

≤ 2δ . Thus the A.1 failure probability is at most 2δ .
log6 20
δ e
Moving on to (A.2), we show a slightly stronger statement that except with probability 8δ , for all ri , ri+1 in √the mesh, the number of samples with distance [ri , ri+1 )
3t
1
· 2n
probability
from the origin is at most γ t. By construction, there is at most m−1
mass between
radii
r
and
r
.
Thus,
the
A.2
failure
probability
is
upper
bounded
by
i
i+1

√
1
3t
(m − 1) P Bin(n, m−1 · 2n ) > γ t . Recalling that m − 1 = 9et, using our choice of t and
√
√
that γ t ≫ 1, standard Chernoff bounds bound this by 9et · 2−γ t ≤ 8δ .
To complete the proof of part (A), we note that (A.3) is just combining (A.2) with
p n the fact
t ≤ 1.7
that all the elements between radius ri and r are at distance at most r 2n
t Tr(Σ) ≤
pn
2 t Tr(Σ) from the origin.
Finally, we note that condition (B) is implied by the bound of (A.1.1), and hence we
conclude the desired result.
◀
10 ·

4

2000
γ 15

Vector Bernstein-Type Concentration Inequality

In this section we discuss the main tail bound, Theorem 3. See Section 1.2 for a brief
introduction.
As motivation for what follows, we recall the standard 1-dimensional Bernstein bound.
Pn
▶ Fact 1. Consider a distribution S = i=1 Yi in 1 dimension where each Yi is an independent random variable, of mean 0, supported on the radius r interval [−r, r]. Let σS2 be the
variance of S. Then
P (y ≥ t) ≤ e

y←S

−

1 t2
2
σ 2 + 1 rt
S 3
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When the radius bound r is sufficiently small (r ≈ σS ), this bound becomes essentially the
−

t2
2

standard Gaussian tail bound e 2σS . By contrast, when the radius r becomes large enough
that the term 13 rt in the denominator of the exponent is much larger than the remaining term
3 t
σS2 , then the tail bound becomes e− 2 · r . This bound is exponential in rt , roughly capturing
the tail of a Poisson distribution: if each Yi takes value r with extremely small probability,
then the number of times r is sampled in total, Sr behaves like a Poisson distribution, and its
chance of exceeding rt is roughly exponential in − rt without much dependence on the Poisson
parameter, provided it is sufficiently small. In short, as r varies, the 1-dimensional Bernstein
bound smoothly blends between the “Gaussian regime” with exponent proportional to −t2
and the “Poisson regime” with exponent proportional to −t.
Our vector extension of the Bernstein bound, Theorem 3, maintains the same flavor. In
Section 7, we prove the crucial γ ≤ 1 case, and defer the details of the similar proof of the
γ > 1 case to the full paper on arXiv.
Pn
▶ Theorem 3. Consider a distribution S = i=1 Yi in d dimensions, where each Yi is
an independent random variable, of mean 0, supported on the radius r ball. Let ΣS be
2
the covariance of S, σmax
be the maximum covariance λmax (ΣS ) p
and deff be the effective
2
dimension Tr(ΣS )/σmax . Then, the probability Py←S (||y|| ≥ (1 + γ) Tr(ΣS )) is bounded by
for γ ≤ 1:
v

! 
p
u
2γ 2
0.7+0.15γ

r
u
0.7+γ
√
Tr(Σ
)
3
Tr(ΣS ) − d2eff + √Tr(Σ
S
t
)


S
π 1+ √
min deff ,
2+
e
2
r
r
2
for γ > 1:


p 
√ 
Tr(ΣS ) − min
π 1 + γ deff
e
2+
r2



√
1 2
3 γ deff , 0.35γ

Tr(ΣS )
r



In particular, using the notation of the theorem, for γ = 1, we point out that when
the radius bound r is small, the exponent of the bound is −deff , which matches up to
constant factor the exponent in standard Gaussian tail bounds. (For example, the abovementioned bound
on the radius of the δ-probability tail, from Equation 1.1 in [18], is
q
p
2
Tr(ΣS ) + 2σmax log 1δ ; and substituting δ = e−deff yields the desired radius up to a
constant factor.)
Meanwhile,
again for the γ = 1 case, as r → ∞, the exponent in the bound of Theorem 3
√
p
2 Tr(ΣS )
is −
, which is proportional to the ratio of the deviation – (1 + γ) Tr(ΣS ) – to the
r
radius bound r, exactly as in the 1-dimensional case. This captures the fact that a distribution
S with significant probability mass at a single point at radius r will have a Poisson-like tail
bound from the contribution of this single support point, justifying an exponent proportional
to the ratio of the desired deviation to the radius r, as in the 1-dimensional case.
Generally, for the γ ≤ 1 case, the
√ exponent of the bound smoothly interpolates between
γ2

Tr(Σ )

S
the two regimes −γ 2 deff and −2
, depending on which is larger; the multiplicative
r
0.7+0.15γ
term 0.7+γ in the exponent monotonically varies from 1 to 12 as γ goes from 0 to 1, and
thus for small γ can be essentially ignored.
Finally, we point out that the exponents are proportional to γ 2 for γ ≤ 1, which matches
the Gaussianqcase – as may be verified by solving for δ as a function of the above tail bound
p
2
Tr(ΣS ) + 2σmax
log 1δ .
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Thus the bounds of Theorem 3 are tight in several natural regimes. For the purposes
of this paper only the γ ≤ 1 regime is relevant, though the results extend naturally to the
γ > 1 case.
We briefly point out that all previous results we are aware of are essentially vacuous for
small γ, and even for sufficiently small constant γ. The most influential result of this nature
is the matrix Bernstein bound of Tropp [22], which, when restricted to vectors in our setting
gives
P (||y|| ≥ t) ≤ (d + 1) · e

−

1 t2
2
Tr(ΣS )+ 1 rt
3

y←S

Substituting in t = (1 + γ)

p

Tr(ΣS ) yields
1

2

(1+γ) Tr(ΣS )
2
p
√
−
1
P (||y|| ≥ (1 + γ) Tr(ΣS )) ≤ (d + 1) · e Tr(ΣS )+ 3 r(1+γ) Tr(ΣS )

y←S

−

1 (1+γ)2 Tr(Σ )
S
2

1

2

Tr(ΣS )
where the above bound is at least (d + 1) · e
= (d + 1)e− 2 (1+γ) , which is
vacuous when γ ≤ 1 and d ≥ 7. To further differentiate this line of work from our result, we
recall the intuition that Gaussians (and, now, sums of independent bounded random vectors)
“are distributed very close to a spherical shell”, and in particular, for any constant γ, the
S)
tail bound should decay exponentially with the effective dimension deff = Tr(Σ
, instead
2
σmax
of increasing linearly with the ambient dimension d. Other variants of vector Bernstein
inequalities have similarly weak bounds in the constant γ regime [19, 23].

5

Minimax Rate Lower Bound

q
In this section, we show that no mean estimator can achieve a rate better than Tr(Σ)
even
n
for the well-behaved case of multivariate Gaussians with known covariance Σ, and even with
constant failure probability. We show that for Gaussians, the sample mean is optimal,
and
q
show that the sample mean has a constant probability of having error at least Tr(Σ)
n .
While similar bounds exist in the literature and folklore, most focus on the mean squared
ℓ2 error of estimators instead of our “ϵ, δ” regime where we ask for estimators that achieve
ℓ2 error ϵ with probability 1 − δ. Since the ultimate goal of this line of research is to resolve
the high probability mean estimation problem to within 1 + o(1) factors, we derive here the
corresponding lower bound for this high probability setting, with the desired tightness, which
can be used as a benchmark for this and for future work.
We start with an observation about the indistinguishability of combinations of Gaussian
random variables.

▶ Fact 2. Let X ∼ N (0, t2 I), and Y, Z ∼ N (0, Σ). Then dTV ((X + Y, Y ), (X + Y, Z)) =
OΣ ( 1t ). Here, OΣ ( 1t ) means that the term is O( 1t ) for a fixed Σ.
Since the ordered pairs (X + Y, Y ) and (X + Y, Z) are themselves multivariate Gaussians,
this result easily follows from bounds on the total variation distance of multivariate Gaussians,
such as [6].
Using Fact 2, we show that the optimal estimator using a single Gaussian sample is just
the sample itself.
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▶ Lemma 5. Given a covariance matrix Σ in d dimensions, and a radius r > 0, consider
the problem of estimating a vector µ to within distance r with as high probability as possible,
given 1 sample from the Gaussian distribution x ← N (µ, Σ). We claim that the minimax
risk is attained by the estimator that simply returns the sample x.
Proof. Consider an arbitrary estimator that returns f (x) on input a sample x. Fix a large
radius t > 0. Choosing µ ← N (0, t2 I) and sampling x ← N (µ, Σ), Fact 2 implies that the
joint distribution of x, x−µ is within OΣ ( 1t ) of the joint distribution of N (0, Σ+t2 I), N (0, Σ);
thus for the remainder of the proof we instead take x, µ − x to be drawn independently from
these latter two distributions, and add OΣ ( 1t ) to the resulting probability bounds.
We wish to bound the probability that the estimator is accurate to within radius r,
namely, the probability that ||f (x) − µ|| ≤ r, when x, µ are sampled as above. Fixing x,
by the previous paragraph the posterior distribution of µ is N (x, Σ). We claim that the
probability that µ is in the ball B(f (x), r) is maximized when f (x) = x: in 1 dimension this
is the trivial claim that, for a 1-dimensional Gaussian distribution centered at y ∈ R, the
interval of radius r with maximum probability is the interval [y − r, y + r]; in d dimensions,
diagonalizing so that the Gaussian can be represented as independent Gaussians along each
dimension, we see that shifting a ball of radius r, coordinate-by-coordinate, until it is centered
at x will monotonically increase the probability, since the intersection of a ball with any line
parallel to the ith axis will be an interval, whose contribution will increase if we center the
interval at ith coordinate xi .
Thus for each x, Pµ←N (x,Σ) (||µ − f (x)|| ≤ r) ≥ Pµ←N (x,Σ) (||µ − x|| ≤ r). And thus,
averaged over x ← N (0, Σ + t2 I) the same relation holds.
From the total variation bound, we thus have that, for all estimators f ,
P

2

µ←N (0,t I)
x←N (µ,Σ)

(||µ − f (x)|| ≤ r) ≥

P

2

1
(||µ − x|| ≤ r) − OΣ ( )
t
I)

µ←N (0,t
x←N (µ,Σ)

Thus there is no estimator that beats the trivial estimator when averaged over µ drawn
from a sufficiently large Gaussian, or by extension, when µ is drawn from any sufficiently
smooth distribution; consequently, the minimax risk is exactly that of the trivial estimator
that returns x.
◀
Combining the previous lemma with the standard fact that the sample mean is a sufficient
statistic for i.i.d multivariate Gaussian samples (Fact 3, which has a straightforward proof
from the Fisher-Neyman factorization theorem), we show that the sample mean is an optimal
mean estimator for Gaussians.
▶ Fact 3. If Y1 , . . . , Yn are independent samples from a Gaussian distribution N (µ, Σ) in
Pn
Rd , for fixed Σ, then µ̂ = n1 i=1 Yi is a sufficient statistic for the mean, µ.
▶ Corollary 6. Given a covariance matrix Σ in d dimensions, and a radius r > 0, consider
the problem of estimating a vector µ to within distance r with as high probability as possible,
given n samples from the Gaussian distribution x1 , . . . , xn ← N (µ, Σ). In this situation, the
Pn
minimax risk is attained by the estimator that simply returns the sample mean n1 i=1 xi .
Proof. By Fact 3, the sample mean is a sufficient statistic for i.i.d. Gaussian samples. The
sample mean is distributed as a single sample from N (µ, Σ
n ) and thus we apply Lemma 5 to
yield the result.
◀
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We point out that the above results essentially show that one cannot beat the sample
mean estimator, even if one knows the covariance matrix, Σ; clearly this also implies that
one cannot beat the sample mean when one does not know Σ.
Lastly, we lower bound the statistical rate of the sample mean for estimating Gaussian
means (Lemma 8). We show the lower bound via analyzing the squared ℓ2 error of the
sample mean, which is a 1-dimensional distribution that is a sum of scaled χ2 independent
random variables, showing that there is at least constant probability in exceeding its mean.
To prove Lemma 8, we use the fact that the χ2 distribution has a finite 4th moment, and
apply the following anti-concentration lemma (Lemma 7).
▶ Lemma 7. √
A 1-dimensional distribution D with variance v and 4th (central) moment m
2
has at least (2 3 − 3) vm fraction of its probability mass on both sides of its mean.
Proof. Without loss of generality, assume the mean is 0. Let D+ and D− respectively denote
the distribution restricted to support respectively above and below 0 (without normalizing,
so they are interpreted as measures, not distributions). And let Dp+ , Dp− respectively denote
q
(D + )2
their pth (central) moments. Hölder’s inequality yields D4+ ≥ D2+ , and D1+ ≤ D0+ D2+ ,
0

and D4− ≥ (D2− )3 (D1− )−2 . Rearranging, using the fact that D1− = −D1+ (since the overall
mean of D is 0), and that D2− = v − 
D2+ (since the total variance is v), we bound the total

4th moment as m = D4+ + D4− ≥

1
D0+

(D2+ )2 +

D2+

(v−D2+ )3
D2+

√

. It is straightforward to compute

2
3) Dv + .
0

the minimum over
of this expression as (2 3 −
Rearranging yields our desired
√
2
bound of D0+ ≥ (2 3 − 3) vm . Symmetry yields the same bound for D0− .
◀
▶ Lemma 8. Given n samples from a Gaussian distribution,
x1 , . . . , xn ← N (µ, Σ), the
q
Tr(Σ)
probability that the empirical mean has error at least
is at least 0.03:
n
n

P

x1 ,...,xn ←N (µ,Σ)

1X
xi ≥
µ−
n i=1

r

Tr(Σ)
n

!
≥ 0.03

Proof. Diagonalizing Σ so that σ12 , . . . , σn2 represent the covariances along the n principal
Pn
Pn
2
axes, the distribution of the squared error µ − n1 i=1 xi can be expressed as i=1 yi2 σi2
Pn
where y1 , . . . , yn ∼ N (0, 1). We compute that the random variable i=1 yi2 σi2 has mean
Pn
Pn
Tr(Σ)
1
2
, it has 2nd moment (variance times n) of 2 i=1 σi4 , and it has excess
i=1 σi =
n
n
Pn
Pn
kurtosis 12( i=1 σi4 )−2 i=1 σi8
Pn
Pn
Pn
Thus the squared error has 4th moment 12( i=1 σi4 )2 + 48 i=1 σi8 ≤ 60( i=1 σi4 )2 , and
by Lemma 7, the probability of exceeding its mean is at least
√
√
Pn
(2 3 − 3)4( i=1 σi4 )2
2 3−3
Pn
=
≥ 0.03
◀
15
60( i=1 σi4 )2
▶ Proposition 9. Given a covariance matrix Σ in d dimensions, and a probability δ > 0,
consider the problem of finding the best estimate to µ given n samples from the Gaussian
distribution x1 , . . . , xn ← N (µ, Σ), in the sense that we desire the smallest possible error
radius
r subject to a success probability ≥ 1 − δ. If δ < 0.03 then the error r must be at least
q
Tr(Σ)
n .

Proof. Assume for the sake
q of contradiction that there is an estimator with failure probability

δ < 0.03 and error r < Tr(Σ)
n . Corollary 6 implies that the sample mean estimator must
attain this same accuracy ≤ r with at least as small a failure probability. However, this
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q
Tr(Σ)
contradicts Lemma 8 which says that the sample mean has error ≥
> r with
n
probability
at least 0.03 > δ. Thus the assumption must be false and the error must be at
q
least

6

Tr(Σ)
n

◀

as claimed in the proposition.

New Analysis of Coordinate-wise Median of Means

In this section, we provide a new analysis of the coordinate-wise median of means estimator
(Estimator 2), which is used as a sub-routine of the main estimator.
Algorithm 2 Coordinate-wise Median of Means.

Inputs:
n independent samples {xi } from the unknown underlying distribution D over Rd (guaranteed to have finite but unknown covariance Σ)
Confidence parameter δ ∈ (0, 1/e2 ]
1. Divide the samples into t = 3 log 1δ blocks, compute the sample mean of each block.
2. For each of the d coordinates, return the median of the means from the previous step at
that particular coordinate.
The standard analysis [16] performs the 1-dimensional median-of-means analysis on each
coordinate with failure probability δ/d, and
q takes a union
 bound over all the d dimensions.
The resulting ℓ2 error bound is thus O

Tr(Σ) log
n

d
δ

. We show that there is in fact no

dependence
q on d, and
 it is possible to circumvent the union bound to improve the ℓ2 error
Tr(Σ) log δ1
to O
(Proposition 4). We bound the tail of the (squared) ℓ2 error as a sum
n
instead of only bounding the tails of the errors in the individual coordinates separately. Even
though the coordinates are in general dependent, thus preventing us from using Chernoff-type
tail bounds, here it suffices to use a generalized version of Markov’s inequality (Lemma 10)
that shifts the distribution before applying the standard Markov inequality. This lets us use
Markov’s inequality only far into the tail of the distribution where the contribution to the
expectation is small, giving a small failure probability. Combined with the fact that in each
coordinate, median-of-means has error with sub-Gaussian tail, this yields our tighter analysis
of the coordinate-wise median-of-means estimator. Here and below, we use brackets around
an inequality, as in [a > b] to denote “1” if the inequality is true and “0” otherwise.
▶ Lemma 10. Given random variables x1 , . . . , xn over the reals – that are not necessarily
independent, nor non-negative – and bounds ϵ1 , . . . , ϵn ≥ 0, define αi = E[xi · [xi > ϵi ] ].
Pn
Pn
Then for any c > 0 we have P( i=1 xi ≥ i=1 ϵi + αci ) ≤ c.
Proof. Let yi = xi − ϵi and yi+ = max(0, yi ). Noting that yi+ is non-negative, by Markov’s
Pn
Pn
Pn
inequality we have P( i yi+ ≥ 1c i E[yi+ ]) ≤ c. Since yi ≤ yi+ , we also have P( i yi ≥
Pn
+
+
1
i E[yi ]) ≤ c. Now observe that E[yi ] = E[yi · [yi > 0]] = E[(xi − ϵi ) · [xi > ϵi ]] ≤ αi ,
c
Pn
Pn
Pn
Pn E[y+ ]
since ϵi ≥ 0. Thus, P( i xi ≥ i ϵi + αci ) ≤ P( i yi ≥ i ci ) ≤ c
◀
A standard argument involving swapping the order of integration yields the following:
▶ Fact 4. Given a non-negative random variable x and a bound s, we have
Z ∞
E[x2 [x ≥ s] ] = s2 · P(x ≥ s) +
2y P(x ≥ y) dy
s
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With the above fact, we can use the sub-Gaussian tail of median-of-means in each
coordinate to bound the expectation required for applying Lemma 10.
▶ Lemma 11. For a 1-dimensional distribution D with mean µ and variance σ 2 , if we take
n samples from D, divide them into t ≥ 6 blocks, and let µ̂ be the random variable computed
as the median of the t means of each block, then
"
"
##
r
t
8tσ 2
σ 2 e− 3
2
E (µ̂ − µ) |µ̂ − µ| ≥
≤ 60
n
n
Proof. Denote the error bound as s =

q

8tσ 2
n .

The probability that the error of the mean of a
2

tσ
single block exceeds s is bounded, by Chebyshev’s inequality, by ns
2 . The median cannot have
t
error s unless at least 2 of the blocks have error at least s, which happens with probability at
1

2

tσ 2

−t·DKL ( 2 || ns2 )
tσ
t
most P(Bin(t, ns
,
2 ) ≥ 2 ). The standard Chernoff bound for this probability is e
where DKL (p||q) is a shorthand for the KL-divergence between Bernoulli coins of probabilities
p and q, namely DKL (p||q) = p log pq + (1 − p) log 1−p
1−q . Using Fact 4, the expectation in the
tσ 2
R∞
1 tσ 2
−t·DKL ( 21 || ny
2)
lemma statement is thus bounded by s2 e−t·DKL ( 2 || ns2 ) + s 2ye
dy.
q
8tσ 2
8tσ 2 −t·DKL ( 12 || 18 )
Substituting the definition of s =
≤
n , the first term becomes
n e
2

t

37 σn e− 3 . For the second (integral) term, we note that the 2nd argument of the KL-divergence
tσ 2
1
1
is always at most ns
2 = 8 , and thus we use the bound that DKL ( 2 ||z) ≤ −0.42 − 0.4 log z
1
when z ≤ 8 . Thus the integral is bounded as
∞

Z

2

2ye
s

tσ
−t·DKL ( 21 || ny
2)

Z
tσ 2 ∞ −t·DKL ( 1 || 1 )
2 z dz
e
n 8
Z
tσ 2 ∞ −t·(−0.42+0.4 log z)
tσ 2 0.42t 81−0.4t
≤
e
e
dz =
n 8
n
0.4t − 1

dy =

2

t

This final expression is easily verified to be at most 22 σn e− 3 when t ≥ 6. Summing our two
bounds yields the desired result.
◀
Proposition 4 combines Lemmas 10 and 11 to yield our tighter analysis of the coordinatewise median of means estimator.
▶ Proposition 4. On input n samples from a d-dimensional distribution D of unknown mean
and covariance µ and Σ respectively, and a probability bound δ ≤ e−2 , Estimator 2 outputs a
mean estimate µ̂ such that
s
!

1 Tr(Σ)
60 + 24 log
≥1−δ
P ||µ̂ − µ|| ≤
δ
n
Proof. The ith coordinate of samples from D will have variance Σi,i , the ith diagonal entry
of the covariance matrix. Towards applying Lemma 10, let random variable xi denote the
8tΣ
squared error of the estimator in the ith coordinate, and let ϵi = ni,i . In the notation
t
Σ
Σ
of Lemma 10, αi is bounded from Lemma 11 by 60 ni,i e− 3 = 60 ni,i δ. Thus, letting c
Pn
αi
8t
60
in Lemma 10 equal δ, we bound the expression
i=1 ϵi + c ≤ n Tr(Σ) + n Tr(Σ) =
(60 + 24 log 1δ ) Tr(Σ)
n , meaning that Lemma 10 yields the desired bound on the squared error,
Pn
that P( i=1 xi ≥ (60 + 24 log 1δ ) Tr(Σ)
◀
n ) ≤ δ.
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Proof of Theorem 3

In this section, we prove Theorem 3, except for details of the γ > 1 case, which we include in
the arXiv version of the paper.
Pn
▶ Theorem 3. Consider a distribution S = i=1 Yi in d dimensions, where each Yi is
an independent random variable, of mean 0, supported on the radius r ball. Let ΣS be
2
be the maximum covariance λmax (ΣS ) p
and deff be the effective
the covariance of S, σmax
2
dimension Tr(ΣS )/σmax . Then, the probability Py←S (||y|| ≥ (1 + γ) Tr(ΣS )) is bounded by
for γ ≤ 1:

√

v
! 
p
u
 − 2 2γ 2 r
u
+√
Tr(Σ
)
Tr(Σ
)
3
S
S
t
 2+
e deff Tr(ΣS )
π 1 + √
min deff ,
2
r
r
2


0.7+0.15γ
0.7+γ

for γ > 1:


p 
√ 
Tr(ΣS ) − min
π 1 + γ deff
2+
e
r2



√
1 2
3 γ deff , 0.35γ

Tr(ΣS )
r



Two of the main features of the proof, both appearing in Equation 1 in Lemma 12, are
that we analyze the high-dimensional case by instead proving 1-dimensional Chernoff bounds
in every direction; however, before applying the Chernoff bound, we first carefully pull
out the contribution from support elements sufficiently far from the origin. Thus we apply
Chernoff bounds only to elements near the origin (when projected to the current 1-dimensional
line being considered), which enables robust tools such as polynomial expansions of the
exponential terms, bounded by information about the first few moments of the distribution.
▶ Lemma 12. Consider the setting of Theorem 3. Let σx2 = x⊤ ΣS x, namely the variance in
the direction of x scaled by ||x||2 . Also represent each distribution Yi p
as having probability qi,j
of drawing the vector wi,j . Then, the probability Py←S (||y|| ≥ (1 + γ) Tr(ΣS )) is bounded by

min
β>0,t̃>0,p∈[0,1]

√

πe

s
!
β
d
S)
1+
1 + γ 2Tr(ΣS )



 X
h
i
p
2 t2
p
·
E 1  min e−βt+σx 2 (1+ 2 ) +
qi,j x · wi,j > 
t̃
t∈[0,t̃]
x←N (0, d
)d
i,j

β2 d
2(1+γ)2 Tr(Σ

Proof. We show the desired tail bound by analyzing a directional tail bound, with threshold
β > 0 and parameters p ∈ (0, 1] and t̃ chosen later. In the following, let S||x≤ pt̃ denote the
distribution S, but where we move to the origin all support elements whose projections to
direction x exceed pt̃ .
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P [||y|| ≥ (1 + γ)

p

y←S

≤

√

πe

β2 d
2(1+γ)2 Tr(ΣS )

Tr(ΣS )] ≤ erfc

β
1+
1+γ

s

d
2Tr(ΣS )

!−1
√


β d
p
E 1
P (x · y ≥ β)
x←N (0, d
)d y←S
(1 + γ) 2Tr(ΣS )
!


·

≤

√

πe

E

1 d
x←N (0, d
)

β2 d
2(1+γ)2 Tr(ΣS )

·

E

1 d
)
x←N (0, d



P

y←S||x≤ p

n X
X

(x · y ≥ β) +

i=1

t̃

β
1+
1+γ

min e−βt
t≥0

s

d
2Tr(ΣS )

n X
Y
i=1

h

qi,j x · wi,j

j


p i
>
t̃

!


qi,j e

tx·wi,j [x·wi,j ≤ pt̃ ]

j

+

n X
X
i=1


h

qi,j x · wi,j >

j

pi
t̃

 (1)

where thefirst inequalityis seen by switching the order of the expectation and probability,
√
p
β d
√
since erfc
is the probability that a vector y with ||y|| = (1 + γ) Tr(ΣS )
(1+γ)

2Tr(ΣS )

has dot product with x ← N (0, d1 )d that exceeds β; the second inequality is the bound
−x2

erfc(x) ≥ √1π · e1+x and considering moving to the origin all support elements S whose
projections to direction x exceed pt̃ (as the distribution S||x≤ pt̃ ), where we add up the
probability masses qi,j of all the moved elements since these upper bound the total variation
distance between S||x≤ pt̃ and S and hence the change in probability of exceeding β; the third
inequality is a standard 1-dimensional Chernoff bound on the distribution S||x≤ pt̃ projected
to direction x, choosing Chernoff parameter t(x).
For the moment, using ci,j as shorthand for tx · wi,j [x · wi,j ≤ pt̃ ], and noting that, for
t ≤ t̃ we always have ci,j ≤ p ≤ 1, thus
min e−βt
t≥0

n X
Y
i=1

qi,j eci,j ≤ min e−βt
t∈[0,t̃]

j

≤ min e−βt
t∈[0,t̃]

≤ min e−βt
t∈[0,t̃]

= min e

n X
Y
i=1 j
n X
Y
i=1
n
Y

j

e

qi,j eci,j
1
1
qi,j (1 + ci,j + c2i,j + max(0, ci,j )3 )
2
4

P
j

qi,j (ci,j + 12 c2i,j + 14 max(0,ci,j )3 )

i=1

P

−βt+

i,j

qi,j (ci,j + 12 c2i,j + 14 max(0,ci,j )3 )

t∈[0,t̃]

Let σx2 be shorthand for x⊤ ΣS x, the variance in direction x, scaled by ||x||2 when ||x|| ̸= 1.
P
We bound this last expression by noting that i,j qi,j ci,j is at most t times the first moment
P
of S in direction x, namely at most 0; also, i,j qi,j 12 c2i,j is at most 12 t2 times the second
P
2
moment of S in direction x, namely at most σx2 t2 ; finally, i,j qi,j 14 max(0, ci,j )3 is at most
p
2 times the previous expression since max(0, ci,j ) ≤ p. Thus the above equation is bounded
2 t2
2

as mint∈[0,t̃] e−βt+σx

(1+ p
2)

, yielding the lemma.

◀

Having parameterized the argument by the crucial choices of β, t̃, and p, the next step
of the proof refines the bound from Lemma 12 so that it is independent of the underlying
distributions Yi .
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▶ Lemma 13. Consider the setting of Theorem 3 and the notation introduced
in the statement
p
p
p
of Lemma 12. Then, for all y > 0 and p ∈ [0, 1] such that r ≤ 2√
yTr(Σ
)d
S
eff (1 + 2 ), the
2
p
probability Py←S (||y|| ≥ (1 + γ) Tr(ΣS )) is bounded by
!
p
y(2+p)deff
√
deff (2 + p)y
π 1+
e 4(1+γ)2
2(1 + γ)



  p2 (2+p)ydeff Tr(ΣS )  13
− d2eff 
√
√
−
1
+
4y
Tr(Σ
)
−1
+
2
S
4r

·  e−1+ 1+4y ·
+ 1+
e
2y
r2
Proof. We start from the resulting bound of Lemma 12:
s
!
d
√ 2(1+γ)β22Tr(Σ
β
d
)
S
πe
1+
min
1 + γ 2Tr(ΣS )
β>0,t̃>0,p∈[0,1]



 X
i
h
p
2 t2
p
·
E 1  min e−βt+σx 2 (1+ 2 ) +
qi,j x · wi,j > 
t̃
t∈[0,t̃]
x←N (0, d
)d
i,j
√

p d
The second term in the expectation, for a given i, j, has expectation qi,j erfc( √2||w

i,j ||t̃

)≤

p2 d

−

2 2

qi,j e 2||wi,j || t̃ . Thus, since Tr(ΣS ) =
term can be bounded by
Tr(ΣS )

X qi,j ||wi,j ||2
i,j

1
||wi,j ||

Tr(ΣS )

e
2

−

P

p2 d
2||wi,j ||2 t̃2

i,j

qi,j ||wi,j ||2 , the expectation of the entire second

≤ Tr(ΣS )

X qi,j ||wi,j ||2 1
i,j

Tr(ΣS )

r

e
2

−

p2 d
2r 2 t̃2

=

Tr(ΣS ) − p22 d2
e 2r t̃
r2
(2)

q

2

2

provided that r ≤ p2t̃2d , since r12 e−α/r increases in r as long as r2 ≤ α. We adopt the
q
2
condition r ≤ p2t̃2d as it is equivalently expressed in the lemma statement, given our below
choices for t̃ and β.
We bound the first term in the expectation as


2 t2
2

min e−βt+σx

(1+ p
2)

≤e

max −

β2
2
(2+p)σx

,− β2t̃

≤e

−

β2
2
(2+p)σx

+ e−

β t̃
2

(3)

t∈[0,t̃]
2

where the first inequality follows from the fact that the quadratic −βt + σx2 t2 (1 + p2 ) has a
non-negative t∗ at its minimum: thus either t∗ ∈ [0, t̃], in which case the minimum has value
β2
β t̃
∗
− (2+p)σ
2 , or t ≥ t̃; in the latter case, the value of the quadratic is upper bounded by − 2 .
x
Our overall bound is thus the sum of the last two equations (times the factors outside
 2  13
p d
the expectation in the expression of Lemma 12), which we bound – by setting t̃ = βr
to
2
 13

−

make the exponentials in last two terms below both equal to e

e

−

β2
2
(2+p)σx

+e

− β2t̃

p2 β 2 d
2r 2

– as


  p2 β2 d  31
2
−
− β 2
Tr(ΣS ) − p22 d2
Tr(Σ
)
S
2r 2
+
e 2r t̃ ≤ e (2+p)σx + 1 +
e
2
2
r
r

We now further bound the first term of this. We note that, by considering the tangent
β2
β2
β2
line of the concave function − (2+p)z
at z = 1b for any b > 0, we have − (2+p)σ
2 ≤ −2b 2+p +
x
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2

β
b2 2+p
σx2 . Thus, letting σi2 represent the axial variances after diagonalizing the covariance
matrix ΣS ,


e

E

1 d
x←N (0, d
)

β2
2
(2+p)σx

−





β2

≤ e−2b 2+p

E

1 d
)
x←N (0, d

eb

2 β2
2
2+p σx



d
Y

1
q
β2
2
1 − 2b (2+p)d
σi2
i=1

β2

= e−2b 2+p

2
We bound this last expression under a variance bound σx2 ≤ σmax
, where since the
1
2
2
logarithm of √1−x is convex, our bound is maximized when each σi equals either 0 or σmax
.
Thus our bound equals
2

min e

β
−2b 2+p



b>0

β2
1 − 2b
σ2
(2 + p)d max
2

S)
− Tr(Σ
2
2σmax

Recall that the effective dimension is defined as deff =
2
2dβ 2 σmax
(2+p)Tr(ΣS )2

the variable substitutions y =

 deff
′
2
2b
y
′2
(1 − b y)
simply minb′ e
. The min

− k2
√
√
e−1+ 1+4y · −1+2y1+4y
.
Thus, reexpressing in terms of y =
!
p
min

√

π

1+

y>0,p∈[0,1]





· e

deff (2 + p)y
2(1 + γ)

√
−1+ 1+4y

·

−1 +

√

e

Tr(ΣS )
,
2
σmax

and introducing

S)
and b = b Tr(Σ
, this expression
d
√
is at b′ = −1+2y1+4y leading to a

′

2
2dβ 2 σmax
(2+p)Tr(ΣS )2

becomes
value of

and deff we have the desired bound of

y(2+p)deff
4(1+γ)2

1 + 4y
2y

− deff
2


+

1+

Tr(ΣS )
r2





−

e

p2 (2+p)ydeff Tr(ΣS )
4r 2

 13 


Lastly, we check that for all pairs of (y, p) satisfying q
the lemma conditions, the above
p2 d
proof goes through. The above analysis assumed r ≤
; substituting in our choice
2t̃2
 2  13
√
1
1
1
2
p d
1
t̃ = βr
yields r ≤ √12 p 3 d 6 β 3 r 3 , which is equivalent to r ≤ 2√
p
dβ. Substituting
2
2
2
p
2dβ 2 σmax
p
p
y = (2+p)Tr(ΣS )2 yields r ≤ 2√2 yTr(ΣS )deff (1 + 2 ). Summarizing, for every pair of (y, p)
satisfying the lemma conditions, there exists a corresponding triple of (β, t̃, p) in the domain
of the minimization for the bound in Lemma 12.
◀
We complete the proof of Theorem 3 for the γ ≤ 1 case by picking the parameters y and
p in the result of Lemma 13, and simplifying the expression.
▶ Lemma
p 14. Consider the setting of Theorem 3. If γ ≤ 1, then the probability Py←S (||y|| ≥
(1 + γ) Tr(ΣS )) is bounded by
v

! 
p
u
0.7+0.15γ
 − 2 2γ 2 r
u
0.7+γ
+√
√
Tr(Σ
)
Tr(Σ
)
3
S
S
deff
t
Tr(Σ
)
 2+
S
π 1 + √
min deff ,
e
2
r
r
2
Proof. In the following proof, we first assume that our final choices of y and p satisfy the
preconditions of Lemma 13. At the end of the proof, we show that if the preconditions are
not satisfied, then the lemma statement is vacuously
true.
√
√
Letting f (y) = −1 + 1 + 4y + log −1+2y1+4y represent the logarithm of the inside of
3

f (y) 2
√
Tr(ΣS ) 2 y

the first term in the main parenthesis, then choose p = √ rdeff

so as to make the
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exponential portion of the second term slightly smaller than the first term. Namely, the
exponent of the second term becomes
1
 2
1
 2
p (2)ydeff Tr(ΣS ) 3
deff
p (2 + p)ydeff Tr(ΣS ) 3
≤−
=−
−
f (y)
2
2
4r
4r
2
Thus, as we are not trying to optimize the polynomial terms, we simply bound the
exponential part of the second term by the first term, and merge them, to yield the bound

min

√

y>0

!
p
 y(2+p)d
eff − deff f (y)
deff (2 + p)y
Tr(ΣS )
2
e 4(1+γ)2
π 1+
2+
2
2(1 + γ)
r

Considering, for simplicity, only the exponential portion of this bound, substituting in
3

f (y) 2
√
Tr(ΣS ) 2 y

our choice of p = √ rdeff

, and defining r′ = √ rdeff

Tr(ΣS )


min e

y(2+p)deff
4(1+γ)2

d
− eff
2

y>0

f (y)

deff

= min e

3
√
2y+ 1 r ′ yf (y) 2
2
2
4(1+γ)

yields


− 12 f (y)

y>0

√
To simplify this expression we substitute z = −1 + 1 + 4y, so that f (y) = z − log(1 + z2 ),
2
8γ
8γ−2z
and y = z4 + z2 . Choose z = 2+r
, so that r′ = 8γ
. It is easy to check that,
z −2 =
z
q ′
3

3
2
z
z
1√
1
z
1
5 3
2
2
for all z ≥ 0, 2 yf (y) 2 = 2 4 + 2 z − log(1 + 2 ) ≤ 8 z + 64
z , bounding the above
expression by

1
1
d z
log(1+ z2 )
( z + 1 )+ 8γ−2z ( 1 + 5 z)− 12 + 2z
e eff (1+γ)2 8 4 4(1+γ)2 8 64
We claim the expression inside the parentheses in the exponent is at most − γ4 0.7+0.15γ
0.7+γ ,
′
for any z ≥ 0 (thus for all γ > 0, r > 0), which we prove by maximizing the parenthetical
1
expression with respect to z. Specifically, we note that 2z
log(1 + z2 ) is bounded by both
2
z
its quadratic power series expansion 14 − 16
+ z48 , and a second, more ad hoc quadratic,
1
5 2
7
4 − 128 z + 512 z . For γ < 0.35 we use the first quadratic bound on the logarithmic
expression, making the parenthetical expression a quadratic in z, whose maximum we may
56γ−75γ 2 −180γ 3 −76γ 4
explicitly evaluate (e.g., with Mathematica) as 32(1+γ)
2 (−7+16γ+8γ 2 ) ; correspondingly, for
γ ≥ 0.35 we use the second bound, which similarly yields a maximum of the parenthetical
2
−209γ 3
expression of 1−467γ−605γ
. Both of these expressions are bounded, in the domains
640(1+γ)2 (3+γ)
γ < 0.35 and γ ≥ 0.35 respectively, by − γ4 0.7+0.15γ
0.7+γ , as desired. Thus, substituting back
the definitions of z, r′ , our final probability bound (omitting the polynomial multipliers) is
e

−deff z γ4 0.7+0.15γ
0.7+γ

−

2γ 2
2 +√ r
deff
Tr(Σ

0.7+0.15γ
0.7+γ

=e
.
We now bound the polynomial
multipliers.
Consider the term deff · y, which we will
√
Tr(ΣS )
8γ
z2
z
). Since z = 2+r
bound as deff · y ≤ 6 min(deff ,
′ ≤ 4, and y =
r
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which is the claimed multiplier. We note for below that this multiplier is at least 5, provided
√
Tr(ΣS )
≥ 1 and otherwise the desired overall probability bound is vacuously > 1.
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violated, then the exponential term of the final probability bound is at least e−deff z 4
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e
√

Tr(ΣS )
r

8

≥e

−2 3
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Since the polynomial multiplier of the exponential is at least 5 when

≥ 1, either the above proof holds or the desired inequality is vacuously true.
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Introduction

The k-server problem is one of the most fundamental online optimization problems. Manasse
et al. [36, 35] introduced it in 1988 as a generalization of other online problems, such as
the prominent paging problem, and since then, it has been a corner stone for developing
new models and techniques. We follow this line and investigate the k-server problem in the
recently evolving framework of learning-augmented online computation.
We consider the k-server problem on the line, in which there are given k distinct servers s1 , . . . , sk located at initial positions on the real line. A sequence of requests r1 , . . . , rn ∈ R
is revealed online one-by-one, that is, an algorithm only knows the current (unserved) request,
serves it and only then sees the next request; it has no knowledge about future requests. To
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Editor: Mark Braverman; Article No. 99; pp. 99:1–99:18
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

99:2

Double Coverage with Machine-Learned Advice

serve a request, (at least) one of the servers has to be moved to the requested point. The
cost of serving a request is defined as the distance traveled by the server(s). The task is to
give an online strategy of minimum total cost for serving a request sequence.
In standard competitive analysis, an online algorithm A is called µ-competitive if for
every instance I, there is some constant c depending only on the initial configuration such
that A(I) ≤ µ · Opt(I) + c, where A(I) denotes the cost of A on I whereas Opt(I) is the cost
of an optimal solution that can be obtained when having full information about I in advance.
Manasse et al. [36] gave a strong lower bound which rules out any deterministic online
algorithm with a competitive ratio better than k. They also stated the famous k-server
conjecture in which they conjecture that there is a k-competitive online algorithm for the
k-server problem in any metric space and for any k. The conjecture has been proven to be
true for special metric spaces such as the line [16], considered in this paper, the uniform
metric space (paging problem) [43] and tree metrics [17]. For the k-server problem on the
line, Chrobak et al. [16] devised the DoubleCoverage algorithm and proved a best possible
competitive ratio k. For a given request, DoubleCoverage moves the (at most) two
adjacent servers towards the requested point until the first of them reaches that point.
The past decades have witnessed a rapid advancement of machine learning (ML) methods,
which nowadays can be expected to predict often – but not always – uncertain data with good
accuracy. The lack of guarantees on the predictions and the need for trustable performance
guarantees lead to the area of learning-augmented online algorithms. This recently emerging
research area investigates online algorithms that have access to predictions, e.g., on parts of
the instance or the algorithm’s execution, while not making any assumption on the quality
of the predictions. Formally, we assume that a prediction has a certain quality η ≥ 0. In
the context of learning theory one may think of the loss of a prediction with respect to the
ground truth. Accordingly, η = 0 refers loosely speaking to the case where the prediction
was correct. In the field of learning-augmented algorithm this quantity is called prediction
error. An algorithm does not know what quality a prediction has, but we can use it in the
analysis to measure an algorithm’s performance depending on η. If a learning-augmented
algorithm is µ(η)-competitive for some function µ, we say that the algorithm is α-consistent
if α = µ(0) and β-robust if µ(η) ≤ β for any prediction with prediction error η [40].
Very recently, Antoniadis et al. [2] proposed learning-augmented online algorithms for
general metrical task systems, a generalization of our problem. Their algorithm relies on
simulating several online algorithms in parallel and keeping track of their solutions and cost.
This technique crucially employs additional memory which can be a serious drawback in
practice when decisions must be made without access to the history.
In this work, we introduce memory-constrained learning-augmented algorithms for
the k-server problem on the line. An algorithm A is intuitively memory-constrained, if the
decision for the next move of A only depends on the current situation (server positions,
request and prediction). It is especially independent of previous requests. However, as the
algorithm is allowed to move a server to any point of the real line, it could use its position
to encode any information at a negligible cost. This issue is often addressed by forbidding
algorithms to move several servers per request (hence, restricting to so-called lazy algorithms)
which leads to the classical memoryless property, although variations of this definition
exist [24]. A downside of this restriction is that deterministic memoryless algorithms cannot
be competitive, and there is no distinction between the type of information gathered by
DoubleCoverage and unconstrained information encoding. This difference has been
nevertheless acknowledged by informally considering DoubleCoverage as memoryless [22],
although noting immediately that such a definition for a non-lazy algorithm is cumbersome.
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In order to allow the behavior of DoubleCoverage, we formally define memory-constrained
algorithms as algorithms allowed to move several servers, making decisions independently of
previous requests, but with an erasable memory: for any set of k distinct points and any
starting configuration, there exists a finite sequence of requests among these k points after
which each point contains exactly one server. We will refer to such a sequence as a force
to these k points. This definition is quite general as it allows to pre-move some servers as
DoubleCoverage does, and even allows information encoding, but provides a possibility
to erase any information gathered. The algorithms we design will not abuse information
encoding, but our lower bounds will hold in this context.

Further Related Work
The past few years have exhibited several demonstrations of the power of learning-augmented
algorithms improving on traditional online algorithms. Studied online problems include
caching [33, 41, 2, 45], ski rental [40, 19, 44, 46, 8], scheduling [40, 6, 39, 27, 46, 20, 5],
secretary problems [4, 18], matching [28, 26], sorting [32], online covering [7], and possibly
more by now. Learning-augmented algorithms have proven to be successful also in other
areas, e.g., to speed up search queries [25], in revenue optimization [37], and bloom filters [38].
More than a decade ago, Mahdian et al. [34] demonstrated performance improvements for
online allocation algorithms when there is access to an accurate solution estimation. They
further bounded the case where the estimation is inaccurate. While these bounds essentially
correspond to consistency and robustness, they did not precisely measure the prediction
quality. Yet they introduced a parameter to express the tradeoff between both bounds. In
the recent field of learning-augmented algorithms, Kumar et al. [40] initiated the use of a
similar parameter λ ∈ [0, 1]. It can be interpreted as an algorithm’s indicator of trust in
the given predictions: smaller λ indicates stronger trust and gives a higher priority to a
better consistency at the cost of a worse robustness, and vice versa. Such parameterized
consistency-robustness tradeoff has become standard for expressing the performance of
learning-augmented algorithms when aiming for constant factors [40, 44, 46, 1, 8, 7, 4, 20].
As mentioned, Antoniadis et al. [2] provide a general learning-augmented framework for
any metrical task systems which includes the k-server problem. Applied to the line metric,
they devise a learning-augmented algorithm that crucially requires memory and obtains a
9-consistent and 9k-robust algorithm.
The k-server problem has been studied also in the context of reinforcement learning (RL),
originating at [21] and including hierarchical RL learning [29] as well as deep RL learning [31].
The classical online k-server problem without access to predictions has been studied
extensively, also in general metric spaces. The best known deterministic algorithm is the
WorkFunction algorithm [23] with a competitive ratio of 2k − 1. For several special metric
spaces there are even tighter bounds known for this algorithm [10, 47]. When allowing
O(1)
randomization, a Ω(log k/ log log k) lower bound holds [9] and a (log k)
-competitive
randomized algorithm is conjectured [22]. Restricting further to memoryless randomized
algorithms increases the lower bound on the competitive ratio exponentially to k [22] and
some recent efforts focus on a more general variant in this setting [14].
The power of DoubleCoverage goes beyond its optimality for the k-server problem
in tree metrics [17]. Recently, Buchbinder et al. [13] showed that it is a best possible
deterministic algorithm for the more general k-taxi problem, even in general metric spaces
using an embedding into hierarchically separated trees.
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Our Contribution
We design learning-augmented memory-constrained online algorithms for the k-server problem on the line. Firstly, we define some more notation and the precise prediction model. We
denote a server’s name as well as its position on the line by si , for i ∈ {1, 2 . . . , k}. A configuration Ct = (s1 , . . . , sk ) ∈ Rk is a snapshot of the server positions at a certain point in time.
For a given instance, a k-server algorithm outputs a sequence of configurations C1 , . . . , Cn
(also called schedule) such that for every t = 1, . . . , n, we have rt ∈ Ct . We denote the
Pn
initial configuration by C0 . The objective function can be expressed as t=1 d(Ct−1 , Ct ),
where d(Ct−1 , Ct ) denotes the cost for moving the servers from Ct−1 to Ct . We assume
w.l.o.g. s1 ≤ . . . ≤ sk , as server overtakings can be uncrossed without increasing the total cost.
We employ a prediction model that predicts algorithmic choices of an optimal algorithm,
that is predicting which server should serve a certain request. Given an instance I composed of
the request sequence r1 , . . . , rn , we define a prediction for I as a sequence of indices p1 , . . . , pn
from the set {1, . . . , k}. If s1 , . . . , sk are the servers of some learning-augmented algorithm,
we call spt the predicted server for the t-th request. We call the algorithm that simply
follows the predictions FtP, that is, it serves each request by the predicted server (to simplify
computations, we still remove overtakings as mentioned above, which is equivalent to relabel
servers by their position order). We denote its cost by FtP(I). We define the prediction
error η = FtP(I) − Opt(I) as quality measure for our predictions. Note that this error
definition is independent of our algorithm.
Our main result is a parameterized algorithm for the k-server problem on the line with an
error-dependent performance guarantee that – when having access to good-quality predictions
– beats the known lower bound for deterministic online algorithms.
Pk−1
▶ Theorem 1. Let λ ∈ [0, 1]. We define β(k) = i=0 λ−i , for λ > 0, and β(k) = ∞,
for λ = 0. Further, let
(
1 + 2λ + 2λ2 + . . . + 2λ(k−1)/2
if k is odd
α(k) =
2
k/2−1
k/2
1 + 2λ + 2λ + . . . + 2λ
+λ
if k is even.
Let η denote the total prediction error and Opt the cost of an optimal solution. Then, there
exists a learning-augmented memory-constrained online algorithm for the k-server problem
on the line with a competitive ratio of at most
o
n

η 
min α(k) 1 +
, β(k) .
Opt
In particular, the algorithm is α(k)-consistent and β(k)-robust, for λ > 0.
Interpreting both bounds as functions of λ ∈ [0, 1] illustrates that α(k) interpolates
monotonously between 1 and k while β(k) grows from k as λ decreases. This matches our
expectation on a learning-augmented online algorithm, as it improves in consistency but loses
in robustness compared to the best possible online algorithm. From another perspective, for
2
a fixed value of λ, α(k) is bounded by a constant (equal to 1 + 1−λ
) which highlights the
algorithm consistency but this comes at the price of an exponential dependency on k for β(k).
To show this result, we design an algorithm that carefully balances between (i) the wish
to simply follow the predictions (FtP) which is obviously optimal if the predictions are
correct, i.e. is 1-consistent, and (ii) the best possible online algorithm when not having access
to (good) predictions DoubleCoverage [16], which is k-robust. An additional challenge is
to preserve the memory-constrained property. We achieve this, by generalizing the classical
DoubleCoverage [16] in an intuitive way. Essentially, our algorithm LambdaDC includes
the information about predicted servers and our trust into them by varying server speeds.
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The analysis of our algorithm is tight. On the technical side, our analysis builds on the
powerful potential function method, as does the analysis of the classical DoubleCoverage [16]. While LambdaDC is quite simple (a precise definition follows), the analysis is
much more intricate and requires a careful re-design for the learning-augmented setting. Our
main technical contribution is the definition and analysis of different parameterized potential
functions for proving robustness and consistency, that capture the different speeds for moving
servers and the accordingly more difficult tracing of the server moves.
We remark that our performance bound also holds [30] (with an additional factor of 2 on
the error) using the error measure of Antoniadis et al. [2]. Their error definition sums up the
distances between the configurations of Opt and FtP after every request, thus, it may seem
more intuitive as server positions are compared instead of solution costs. However, our error
definition allows to establish learnability results and also simplifies some analyses.
While our result is tailored to the k-server problem, the framework by Antoniadis et al. [2]
is designed for more general metrical task systems. Interestingly, one of their methods is
a deterministic combination of DoubleCoverage and FtP, we refer to it as FtP&DC.
It is shown that FtP&DC is 9-consistent and 9k-robust. Our methods differ substantially.
While FtP&DC carefully tracks states and costs of the simulated individual algorithms,
LambdaDC is a simple algorithm that only requires knowledge of the current configuration.
Further, LambdaDC has a better performance for k < 20 and an appropriate parameter λ
(e.g., k = 19 and λ = 0.83), but does not offer such a good tradeoff for larger k. Actually, this is
unavoidable for a certain class of memory-constrained algorithms, that includes LambdaDC.
Indeed, we complement our main result with an almost matching lower bound on the
consistency-robustness tradeoff. We construct a non-trivial bound for the class of memoryconstrained algorithms that satisfy an additional locality property; its precise definition is
formulated in Section 5. Intuitively, the locality property enforces an algorithm to achieve a
better competitive ratio for a subinstance served by fewer servers. Other locality restrictions
have been required before to establish lower bounds, e.g., for matching on the line, see [3].

Pk−1
Pk−1
▶ Theorem 2. Let λ ∈ (0, 1], ρ(k) = i=0 λi and β(k) = i=0 λ−i . Let A be a learningaugmented locally-consistent and memory-constrained deterministic online algorithm for
the k-server problem on the line. Then, if A is ρ(k)-consistent, it is at least β(k)-robust.

Algebraic transformations (see Appendix B) show that α(k) < 2ρ(k), which implies that
LambdaDC achieves a tradeoff within a factor of at most 2 of the optimal consistencyrobustness tradeoff (among locally-consistent and memory-constrained algorithms). For k = 2,
LambdaDC achieves the optimal tradeoff (among memory-constrained algorithms).
We demonstrate the power of our approach in empirical experiments on real-world data.
We show that for a reasonable choice of λ our method outperforms the classical online
algorithm DoubleCoverage as well as the algorithm in [2] for nearly all prediction errors.
Finally, we address the learnability of our predictions, even though this is not the focus
of our work. We show that a static prediction sequence is PAC-learnable. We show a bound
on the sample complexity that is polynomial in the number of requests, n, and the number
of servers, k, and we give a learning algorithm with a polynomial running time in n, k and
the number of samples.
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2

Algorithm and Roadmap for the Analysis

The Algorithm LambdaDC
We generalize the classical DoubleCoverage [16] by including the information about
predicted servers as well as our trust into this advice, in an intuitive way. If a request rt
appears between two servers, the one closer to the predicted server pt moves by a greater
distance towards the request – as if it traveled at a higher speed.
Formally, we define LambdaDC for a given λ ∈ [0, 1] as follows. If rt < s1 or rt > sk ,
then LambdaDC only moves the closest server. Otherwise, we have si < rt < si+1 . If pt ≤ i,
then LambdaDC moves si with speed 1 and si+1 with speed λ towards rt until one server
reaches the request. If pt ≥ i + 1, the speeds of si and si+1 are swapped. Hence, LambdaDC
equals FtP (with shortcuts) for λ = 0, and DoubleCoverage for λ = 1. Using nonintegral
values for λ gives an algorithm that interpolates between both.

Potential Function Analysis
The analysis of our algorithm builds on the powerful potential function method, as does the
analysis of the classical DoubleCoverage [16].
Our potential analysis follows the well-known interleaving moves technique [11]. To
compare two algorithms A and B in terms of competitiveness, we simulate both in parallel
on some instance I. Then, we employ a potential function Φ which maps at every time t
the state of both algorithms (i.e. the algorithms current configurations) to a value Φt ≥ 0,
the potential at time t. We define ∆Φt = Φt − Φt−1 . Let ∆Bt (I) resp. ∆At (I) denote the
cost A resp. B charges for serving the request at time t and let µ > 0. For every request rt ,
we assume that first B serves the request, and second A. If
(i) the move of B increases Φ by at most µ · ∆Bt (I), whereas
(ii) the move of A decreases Φ by at least ∆At (I),
we can use a telescoping sum argument to conclude A(I) ≤ µ · B(I) + Φ0 . Note that if B is
the optimal algorithm, µ is equal to the competitive ratio of A since Φ0 only depends on C0 .
To show an error-dependent competitive ratio in the learning-augmented setting, we
follow three steps. We show first that the cost of LambdaDC is close to the cost of FtP,
that is Alg(I) ≤ α(k) · FtP(I) + c for some c > 0 and for every instance I. Note that this
corresponds to the consistency case as FtP is the optimal algorithm if η = 0. Second we plug
in the definition of our prediction error η to bound the cost of FtP by the cost of the fixed
optimal solution (fixed with respect to the definition of η) and η. Combining both results
yields the first part of the competitive ratio of Theorem 1. Lastly we prove a robustness
bound, i.e. a general bound independent of the prediction, on the cost of LambdaDC with
respect to Opt. All additive constants in the competitive ratios only depend on the initial
configuration of the servers, being zero if all servers start at the same position.
The potential functions we use to analyze LambdaDC are inspired by the potential
function in the classical analysis of DoubleCoverage [16]. It is composed of a matching
part Ψ, summing the distances between the server positions of an algorithm and the reference
algorithm (Opt, FtP) and a spreadness part Θ, summing the distances between an algorithms
server positions. To incorporate the more sophisticated server moves at different speeds, we
introduce multiplicative coefficients to both parts. The main technical contribution lies in
identifying the proper weights and performing the much more involved analysis.
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Lower Bounds for LambdaDC
Our analysis is tight w.r.t the given bounds on consistency and robustness.
▶ Lemma 3. LambdaDC is at least α(k)-consistent and β(k)-robust.
Proof. We give two separate instances for consistency and robustness.
(i) Consider k servers initially at positions 0, 1, −1, 2, −2, . . . and the request sequence of
length k + 1 at positions 0.5, 0, 1, −1, 2, −2, . . . . There is a solution of cost 1 that
only moves the server that is initially at 0.
LambdaDC serves the first request by moving the optimal server from 0 to 0.5 and
additionally the one from 1 to 1 − λ/2. With the second request, the first server is
moved back to 0, having moved a total distance of 1, and the server from −1 moves
to −1 + λ/2. For the third request, the server from original position 1 returns to this
position, etc. Each server moves back to its initial position i after moving a total
distance of λ|i| . Repeating this example gives the lower bound on the consistency.
Pk−1
(ii) Consider k servers initially at positions β(i) = i=0 λ−i , for i ∈ {1, . . . , k}, and the
request sequence of length k + 1 at positions 0, β(1), β(2), . . . , β(k). There is a
solution of cost 2 that only moves the server that is initially at 1. Consider predictions
corresponding always to the rightmost server at the highest position.
LambdaDC serves the second request by moving both servers from 0 and β(2) to β(1)
as the closest server moves by a distance of 1 and the furthest server, which is predicted,
moves by a distance of 1/λ. Similarly, for each request except the last one, both servers
neighboring the request end up serving the request simultaneously. So the i-th server
moves by a total distance of 2/λi−1 . Repeating this example gives the lower bound on
the robustness.
◀

Organization of the Paper
For ease of exposition, we first consider the setting of 2 servers in Section 3. Then, we extend
the techniques to the general setting in Sections 4 and 5 while maintaining the same structure
as for k = 2. We illustrate and discuss the results of computational experiments in Section 6,
and, finally, talk about PAC learnability of our predictions in Section 7.

3
3.1

Full Analysis for Two Servers
Error-dependent Competitive Ratio of LambdaDC

We show the theoretical guarantees of LambdaDC claimed in Theorem 1 restricted to two
servers. We denote the cost of LambdaDC for some instance I by Alg(I), and the cost for
serving a request rt by ∆Algt (I). If t is clear from the context then we omit the index.
▶ Theorem 4. For any parameter λ ∈ [0, 1], LambdaDC has a competitive ratio of at most



η 
1
min (1 + λ) 1 +
,1 +
.
Opt
λ
Thus, it is (1 + λ)-consistent and (1 + 1/λ)-robust.
We follow the three-step approach outlined in the previous section. The definition of η
immediately gives for any instance I and prediction with error η that FtP(I) = Opt(I) + η.
With Lemmas 5 and 6 this implies Theorem 4. We firstly compare the algorithm to FtP.
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▶ Lemma 5. For any instance I and λ ∈ [0, 1], there is some c ≥ 0 that only depends on the
initial configuration such that Alg(I) ≤ (1 + λ) · FtP(I) + c.
Proof. Let I be an arbitrary instance and let servers start at positions s01 and s02 . If λ = 0,
LambdaDC only shortcuts FtP’s moves, hence Alg(I) ≤ FtP(I). Now assume that λ > 0.
Let s1 , s2 be LambdaDC’s servers and x′1 , x′2 be FtP’s servers. We simulate I in parallel
for both algorithms. At every time t, we map the configurations of both algorithms to a
non-negative value using the potential function
Φ =

1+λ
(|s1 − x′1 | + |s2 − x′2 |) +
λ
{z
}
|
Ψ (matching part)

|s1 − s2 |.
| {z }

Θ (spreadness part)

Suppose that a new request arrives. First, FtP serves the request. Assume that x′1 moves
and charges cost ∆FtP. Since LambdaDC remains in its previous configuration, |x′1 − s1 |
increases by at most ∆FtP, and Φ increases by at most (1+λ)/λ·∆FtP. Second, LambdaDC
moves. Assume by scaling the instance that the algorithm serves the request after exactly
one time unit, i.e., the fast server moves distance 1 and the slow server distance λ. We
distinguish whether the request is between the algorithm’s servers or not, and prove in each
case that Φ decreases by at least 1/λ · ∆Alg.
(a) Suppose the request is not between the servers s1 and s2 ; say, it is left of s1 . Then
LambdaDC moves only s1 and ∆Alg = 1. Either x′1 or x′2 covers the request, hence
moving s1 decreases Ψ by (1 + λ)/λ while it increases Θ by 1. Thus,
1
1
1+λ
+ 1 = − = − · ∆Alg.
λ
λ
λ
(b) Suppose the request is between s1 and s2 , and suppose that s1 is predicted. LambdaDC
moves both servers and ∆Alg = 1 + λ. This means that x′1 already covers the request.
Thus, moving s1 towards the request decreases Ψ by (1 + λ)/λ, while s2 increases Ψ by
at most (1 + λ)/λ · λ. Also, Θ decreases by 1 + λ. We can conclude that
∆Φ ≤ −

∆Φ ≤

1+λ
1
1
(−1 + λ) − (1 + λ) = − (1 + λ) = − · ∆Alg.
λ
λ
λ

Summing over all rounds, we obtain Alg(I) ≤ (1 + λ)FtP(I) + λ|s01 − s02 |.

◀

Finally, we give a robustness guarantee for LambdaDC’s performance independently of
the prediction quality.
▶ Lemma 6. For any instance I and λ ∈ (0, 1], there is some c ≥ 0 that only depends on the
initial configuration such that Alg(I) ≤ (1 + 1/λ) · Opt(I) + c.
The proof of this claim is similar to the proof of Lemma 5 with the crucial difference that
the reference algorithm is unknown. Hence, the multiplicative factor is larger but relative to
the optimal solution and, thus, independent of the prediction error.
Proof. Let I be an arbitrary instance and let λ ∈ (0, 1]. Let s1 , s2 be LambdaDC’s servers
and x1 , x2 the servers of an optimal algorithm. We define
Φ = (1 + λ) (|s1 − x1 | + |s2 − x2 |) + |s1 − s2 | .
|
{z
} | {z }
Ψ

Θ

Upon arrival of a request, first the optimal algorithm moves and Φ increases by at most
(1 + λ) · ∆Opt. Second LambdaDC moves and, by scaling the instance, we assume that the
request is served after exactly one time unit. We distinguish whether the request is between
the algorithm’s servers or not, and show that in each case Φ decreases by at least λ · ∆Alg.
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(a) Let the request be not between the servers, say on the left of s1 . Either x1 or x2 covers
the request, hence moving s1 decreases Ψ by 1 + λ while it increases Θ by 1. Thus,
∆Φ ≤ −(1 + λ) + 1 = −λ = −λ · ∆Alg.
(b) Let the request be between s1 and s2 , and suppose that s1 is predicted. The request is
covered by x1 or x2 . In the worst case (x2 covers the request), moving s1 towards the
request increases Ψ by at most 1 + λ, while s2 decreases Ψ only by (1 + λ)λ. Also, Θ
decreases by 1 + λ. Put together,
∆Φ ≤ (1 + λ)(1 − λ) − (1 + λ) = −λ(1 + λ) = −λ · ∆Alg.

3.2

◀

Optimality of LambdaDC: the Consistency-Robustness Tradeoff

We now show that LambdaDC is optimal for two servers, in the sense that no memoryconstrained algorithm can achieve a better robustness-consistency tradeoff. As we target
memory-constrained algorithms, at any time, we can use force requests, cf., Section 1, to
enforce the algorithm to place its servers at prescribed locations.
▶ Theorem 7. Let A be a learning-augmented memory-constrained algorithm for the 2-server
problem on the line and let λ ∈ (0, 1]. If A is (1 + λ)-consistent, it is at least (1 + 1/λ)-robust.
Proof. Let λ ∈ (0, 1] and A be a (1 + λ)-consistent, memory-constrained algorithm for
the 2-server problem on the line. This means for every instance I, A(I) ≤ (1 + λ) · Opt(I) + ν
if η = 0, where ν depends on the initial configuration. Let a, b and c be consecutive points on
the line at position −1, 0 and L ≥ 1 + 1/λ, and (a, b) the algorithm’s initial configuration.
Consider the instance I ∞ which is composed of a force to (a, c), followed by arbitrarily
many alternating requests at b and a. Clearly, an optimal solution for instance I ∞ is to
move the right server to c and then immediately back to b with a total cost of 2L.
Assume that A gets this optimal solution as prediction. A moves one server to c for the
first request. Since the consistency implies that A(I ∞ ) ≤ (1 + λ)Opt, at some point in
time A has to move the right server to b. Denote the instance which ends at this point in
time by I. Note that A(I ∞ ) ≥ A(I). Let nL denote the number of times in instance I where
the left server moves from a to b and back to a (cost of 2). Since the right server pays at
least L for moving from c to b, we conclude A(I) ≥ 2nL + 2L. The consistency of A leads
to 2nL + 2L ≤ (1 + λ)2L + ν, which means nL ≤ λL + ν/2.
We now construct another instance I ω by concatenating ω copies of instance I, each
starting by the force to (a, c). We call such a copy an iteration, and in each iteration we use
the same predictions as in instance I. A has to pay at least L for the force, as the right
server was previously on b, and then A follows the same behavior as in I in each iteration. So
A(I ω ) ≥ ω · (2nL + 2L). Another solution for instance I ω is to move the right server to c in
the beginning with cost L and leave it there, while the left server alternates between a and b.
Hence, Opt(I ω ) ≤ L + ω · 2(nL + 1). Indeed, b is requested nL + 1 times per iteration: nL
where A uses the left server and one where it uses the right server. The ratio is then
A(I ω )
ω · (2nL + 2L) ω→∞ 2nL + 2L
L−1
L−1
1
L→∞
≥
−−−−→
= 1+
≥ 1+
−−−−→ 1 + ,
Opt(I ω )
L + ω · 2(nL + 1)
2(nL + 1)
nL + 1
λL + ν2 + 1
λ

which implies that A is at least (1 + 1/λ)-robust.

◀
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ℓ=2

ℓ=1
s1

ℓ=0

s2

s3

s4

ℓ=2
···

sk−2

ℓ=1
sk−1

ℓ=0
sk

ℓ=0
ℓ=1

ℓ=3

ℓ=2

ℓ=1

Figure 1 Visualization of all incident δij -weights of the servers s1 and s2 . The thickness (resp.
color) of an arc indicates the influence of the corresponding distance in Φ.

4

The General Case with k Servers: Upper Bound

We present two lemmas which imply Theorem 1. The novelty lies in designing appropriate
potential functions that capture the server movements at different speeds. This takes
substantially more technical care than in the 2-server case but builds on the same ideas.
In the first step of the analysis, we compare the performance of LambdaDC and FtP.
▶ Lemma 8. For every instance I and λ ∈ [0, 1], there is some c > 0 that only depends on
the initial configuration such that Alg(I) ≤ α(k) · FtP(I) + c.
Let I be an arbitrary instance. Note that λ = 0 implies Alg(I) ≤ FtP(I) as LambdaDC
can only shortcut FtP’s moves. So, we now assume that λ ∈ (0, 1]. We define a new potential
function Φ as follows. Let s1 , . . . , sk be the servers of LambdaDC and let x′1 , . . . , x′k be the
servers of FtP. For 1 ≤ i < j ≤ k and ℓ = min{j − i, k − (j − i)} − 1 we define δij = λℓ , see
Figure 1. Then,
Φ=

k
X
α(k) X
|si − x′i | +
δij |si − sj |.
·
λ
i=1
i<j
|
{z
} |
{z
}
Ψ

Θ

Intuitively, the leading coefficient of Ψ comes from the targeted competitive ratio. Then,
in Θ, the coefficient in front of each term depends on the number of interleaving servers.
Following the idea of Lemma 3, when LambdaDC moves a server by a distance of 1 as in
Opt, its neighbor moves by a distance of λ. Hence, correcting the position of this neighbor
means that the next server moves by a distance λ2 . Therefore, this geometric decrease in the
consequences of a movement also appears in the expression of Θ. The symmetric increase
when j − i grows is more difficult to explain intuitively, but is required to compensate the
modifications of Ψ. The coefficients of Θ are illustrated in Figure 1.
We carefully analyze in the full version of this paper how the potential changes when FtP
and LambdaDC move servers. Further, we give a robustness guarantee for LambdaDC for
any error.
▶ Lemma 9. For any instance I and λ ∈ (0, 1], there is some c ≥ 0 that only depends on the
initial configuration such that Alg(I) ≤ β(k) · Opt(I) + c.
Proving the general upper bound on the competitive ratio, independent of the prediction
error, is much more intricate than in the two-server case and than the consistency proof.
Again, our key ingredient is a carefully chosen potential function Φ. We generalize the
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function used for the consistency bound even further by refining the weights, in particular,
adding server-dependent weights to the term Ψ measuring the distance between the positions
of the algorithm’s servers and the optimal servers.
Pk−1
Let λ ∈ (0, 1]. Fix k, let β = β(k) = i=0 λ−i , and let s1 , . . . , sk be the servers of
LambdaDC and let x1 , . . . , xk be the servers of an optimal solution. The potential function is
!
k
X
X
Φ = βγ
ωi |si − xi | +
δij |si − sj | .
i=1

|

i<j

{z
Ψ

}

|

{z
Θ

}

We specify the weights in this function as follows. For a pair of servers si , sj with 1 ≤ i < j ≤ k,
let ℓ = min{j − i, k − (j − i)} − 1 and δij = (λℓ + λk−2−ℓ )/(1 + λk−2 ).
The intuition of the weights in the spreadness part Θ is the same as in the consistency
potential function above. However, the new weights ωi in the matching part Ψ (defined
below) require the more complex weights δij compared to the simpler λℓ weights.
Further, we define d⌈k/2⌉ = 0 if k is odd and for all 1 ≤ i ≤ ⌊k/2⌋ let
di = dk+1−i =

k−1−i
X
2
λℓ .
1 + λk−2
ℓ=i−1

We demonstrate in the full version of this paper that these values correspond to the change of Θ
when a server of LambdaDC moves. Let γ = d1 /(β − 1), ω1 = ωk = 1 and for 2 ≤ i ≤ ⌈k/2⌉
we define the server-individual weights
 Pi/2−1
Pi/2−1
2λ j=1 d2j − 2 j=1 d2j+1 + λdi + (2 + λ)γ



if i is even, and

βγλ
ωi = ωk+1−i =
P(i−1)/2
P(i−3)/2


2λ j=1
d2j − 2 j=1
d2j+1 − di + γ


if i is odd.
βγ
In the full version of this paper we prove Lemma 9 by exhaustively reviewing all possible
moves and bounding the corresponding change of Φ. Establishing a constant upper bound of
the ω-weights yields a general upper bound on the increase of Φ independently of the choice
of the optimal solution’s server. We further choose the scaling parameter γ such that the
decrease of Φ exactly matches the required lower bound for the case where the request is
outside of the convex hull of LambdaDC’s servers. The remaining cases are split among the
possible locations where a request can appear between two servers of LambdaDC, and we
show in each case that Φ decreases enough. Intuitively, the ω values are defined such that a
wrong prediction gives a tight bound on the decrease of Φ for LambdaDC’s move, while a
correct prediction still guarantees a loose bound.

5

The Consistency-Robustness Tradeoff

In this section we give a bound on the consistency-robustness tradeoff, as stated in Theorem 2.
Our bound holds for memory-constrained algorithms that satisfy a certain locality property,
which includes LambdaDC. Informally, we require that a k-server algorithm with a certain
consistency µ(k) shall have a consistency µ(k ′ ) on a sub-instance that it serves with k ′ < k
servers. The rationale is to prevent the mere presence of additional unused workers to allow
the algorithm to perform poorly on a subinstance served by few servers, as µ(k ′ ) < µ(k).
Hence, such algorithms are expected to present a better performance on a modified instance
where some extreme servers are removed and side-effects due to their presence are simulated.
In the following, we make this intuition precise and sketch our worst-case construction.
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Given an algorithm A which is µ(k)-consistent for the k-server problem, we define
the notion of locally-consistent. Given an instance of the k-server problem served by
algorithm A, consider any subset S ′ of k ′ consecutive servers. We construct an instance I ′
of the k ′ -server problem based on I and S ′ : If a request of I is predicted to be served by
a server in S ′ then this request is replicated in I ′ . Otherwise, I ′ requests the position of
the closest server among S ′ after A served this request in I (in order to take into account
side-effects due to additional servers in the original instance). Let FtP(I ′ ) be the cost of
solving I ′ following the original predictions of I ′ (using the closest server among S ′ if a
server outside of S ′ was initially predicted). An algorithm is locally-consistent if its total
cost on I restricted to the servers in S ′ is at most µ(k ′ ) · FtP(I ′ ) + c, where c can be upper
bounded based only on the initial configuration. We further require that if the initial and
final configurations differ by a total distance of ε, then c = O(k ′ ε). Note that LambdaDC
is locally-consistent as its behavior in I restricted to the servers in S ′ is equal to its behavior
in I ′ with k ′ servers.
The proof of Theorem 2 generalizes ideas from the 2-server case (Section 3.2) in a highly
non-trivial way. We only sketch the main idea and refer to the full version of this paper
for details. Let A be a memory-constrained and locally-consistent deterministic algorithm.
We construct an instance that starts with k equidistant servers. First, a point far on the
right is requested. Then the initial server locations are requested following specific rules until
the rightmost server comes back. Predictions correspond to the server initially at the point
requested. The consistency of A limits the possible cost paid before the rightmost server
comes back. The locally-consistent definition allows, with technical care, to link the distance
traveled by two neighboring servers: the left one travels a total distance at most λ times the
right one (plus negligible terms). An offline solution can afford to initially shift all servers
to the right, and then move only the leftmost server, which A could not move much. We
then repeat this instance, and use the memory-constrained and deterministic characteristics
of A to eliminate constant costs and show the desired robustness lower bound, again with
technical care.

6

Experiments

We supplement our theoretical results by empirically comparing our learning-augmented
algorithm LambdaDC with the classical online algorithm ignoring predictions DoubleCoverage [16] and the previously proposed prediction-based algorithm FtP&DC [2] on real
world data. We implemented FtP&DC with the hyperparameter γ equal to 1. The instances
are based on the BrightKite-Dataset [15], which is composed of sequences of coordinates of
app check-ins. This dataset was used previously to evaluate and compare learning-augmented
algorithms for caching problems [2, 33]. We extract sequences of 1000 checkins, normalize
the latitudes to the interval [0, 4000], and use these values as the positions of the requests on
the line. All servers start at the same initial random position.
We generate synthetic predictions in a semi-random fashion. Fix two parameters p,
the number of bins, and b, the bin size, and an instance. Our goal is to generate evenly
distributed predictions, i.e., in each bin i ∈ {1, . . . , p} there are at least five predictions with
relative error between (i − 1)b and ib. For that we iteratively sample many predictions with
an increasing number of wrong choices with respect to the optimal solution. While this
procedure does not find all predictions, especially these with the largest relative error, it
gives a good tradeoff between running time and range of prediction error. Additionally, we
use an optimal solution of the instance as the perfect prediction. We set p = 10 and b as
high as we find for at least 40 instances of such predictions. Other instances are discarded.
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Figure 2 Results for k = 2 and b = 1.
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Figure 3 Results for k = 50 and b = 3.

We implement all algorithms in lazy and non-lazy variants. The mean empirical competitive ratios for k = 2 and k = 50 are displayed in Figures 2 and 3. They show well that, for a
reasonable choice of λ (0.1 ≤ λ ≤ 0.5), LambdaDC outperforms both DoubleCoverage
and FtP&DC for almost all generated prediction errors. This is true even if laziness is
allowed. We suspect that FtP&DC only makes few expensive resets in our instances, while
LambdaDC benefits from many cheap improvements of a lazy execution.

7

PAC Learnability of Predictions

While our results show the applicability of untrusted predictions, it is a natural question
whether such predictions are actually learnable.
In Appendix A, we show that for our model a static prediction sequence is PAC learnable
in an agnostic sense using empirical risk minimization. That is, given an unknown distribution
over request sequences which we can sample, we can find a prediction that is close to the
best possible prediction for this distribution in terms of prediction error using a bounded
number of samples.
▶ Theorem 10. For any ϵ, δ ∈ (0, 1), a known initial configuration C0 and any distribution D
over the sequences of n requests of known extent, there exists
 an algorithm which, given an
2
i.i.d. sample of D of size m ∈ O ϵ12 · (n log k − log δ)ηmax
, returns a prediction τp ∈ H in
polynomial time depending on k, n and m, such that with probability of at least (1 − δ) it
holds Eσ∼D [ησ (τp )] ≤ Eσ∼D [ησ (τ ∗ )] + ϵ, where τ ∗ = arg minτ ∈H Eσ∼D [ησ (τ )].
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We remark that a pre-computed static prediction does not include information about the
partially revealed input. Thus, this is a rather weak prediction and may not help LambdaDC
much. The existence of an adaptive prediction policy which can be efficiently learned remains
an open question. Such a policy would provide much more valuable information to our
learning-augmented online algorithm.

8

Conclusion

We show the power of (untrusted) predictions in designing online algorithms for the kserver problem on the line. Our algorithm generalizes the classical DoubleCoverage
algorithm [16] in an intuitive way and admits a (nearly) tight error-dependent competitive
analysis, based on new potential functions, and outperforms other methods from the literature.
While we can show PAC learnability for static predictions, we leave open whether possibly
more powerful adaptive prediction models are learnable.
Clearly, it would be interesting to see whether our results generalize to more general
metric spaces than the line. In fact, in a full version we show that our upper bounds for
the 2-server problem can be extended to tree metrics and we expect that an extension to k
servers is possible. However, for more general metrics our current approach seems not to
generalize well. Further, we focused on memory-constrained algorithms, leaving open a more
precise quantification of the power of memory. Finally, the recent success on randomized
k-server algorithms [12] raises the question whether and how randomized algorithms can
benefit from (ML) predictions.
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PAC Learnability of Predictions

We show that our predictions are PAC learnable in an agnostic sense with a sample complexity
polynomial in the number of requests and we give an efficient learning algorithm. Let D be
an unknown distribution of sequences of n requests represented by points in the interval
[0, 1]. Here we assume a bounded line as a metric (scaled to [0, 1]), which is a restriction but
natural in most applications. Further, we assume that we can sample i.i.d. sequences from D.
Let H = {1, . . . , k}n denote a hypothesis class containing all possible static predictions,
i.e., the set of all k-server solutions for request sequences of length n. Let C0 be a known
initial configuration. The prediction error for a prediction τ ∈ H on a request sequence σ is
defined as ησ (τ ) = FtP(σ, τ ) − Opt(σ), where FtP(σ, τ ) is the total cost of following the
prediction τ on the sequence σ starting in C0 , and Opt(σ) is the cost of an optimal solution
on σ starting in C0 . Then, ησ (τ ) ≤ ηmax ≤ n for all possible sequences σ and for all τ ∈ H.
We argue that we can use a classical empirical risk minimization (ERM) learning method,
see, e.g., [42]. The ERM method uses a training set S = {σ1 , . . . , σm } of i.i.d. samples
from D. Then, it determines a prediction τp ∈ H that minimizes the empirical error
Pm
1
ηS (τ ) = m
j=1 ησj (τ ). Since our hypothesis class is finite and the error function bounded,
classical results imply that our predictions are PAC learnable in an agnostic sense with a
polynomial sample complexity. Further, we show that the problem of finding the prediction
minimizing the empirical error within the training set can be reduced to an offline kserver problem on a modified request sequence σ
e of length n, where the distance between
Pm
1
the ℓth and ith request in σ
e is given by m
j=1 d(σj (ℓ), σj (i)). This problem can be solved
efficiently [16].
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▶ Theorem 10. For any ϵ, δ ∈ (0, 1), a known initial configuration C0 and any distribution D
over the sequences of n requests of known extent, there exists
 an algorithm which, given an
2
i.i.d. sample of D of size m ∈ O ϵ12 · (n log k − log δ)ηmax
, returns a prediction τp ∈ H in
polynomial time depending on k, n and m, such that with probability of at least (1 − δ) it
holds Eσ∼D [ησ (τp )] ≤ Eσ∼D [ησ (τ ∗ )] + ϵ, where τ ∗ = arg minτ ∈H Eσ∼D [ησ (τ )].
Proof. Since the hypothesis class H is finite with |H| = k n , and our non-negative error
function is bounded by ηmax , classical results, see e.g. [42], imply that H is agnostically
PAC-learnable using the ERM algorithm with a sample complexity of




2
2
(n log k − log δ)ηmax
2 log(2|H|/δ)ηmax
∈O
.
m≤
ϵ2
ϵ2
That is, given a sample of size at least m, the ERM algorithm outputs with a probability of
at least (1 − δ) a prediction τp such that Eσ∼D [ησ (τp )] ≤ Eσ∼D [ησ (τ ∗ )] + ϵ holds, where τ ∗ =
arg minτ ∈H Eσ∼D [ησ (τ )].
It remains to describe an efficient implementation of the ERM algorithm for our setting.
Let S = {σ1 , . . . , σm } be a sample drawn i.i.d. from D. We assume that this can be
done in polynomial time in m. For a sequence σj ∈ S let σj (i) be the position of the
ith request in σj . We further define for 1 ≤ ℓ ≤ i ≤ n and 1 ≤ k ′ ≤ k the distance
functions δj (ℓ, i) = |σj (ℓ) − σj (i)| and γj (k ′ , i) = |C0 (k ′ ) − σj (i)|. The empirical error of a
prediction τ is in our setting defined as
m

ηS (τ ) =

m

1 X
1 X
ησj (τ ) =
FtP(σj , τ ) − Opt(σj ).
m j=1
m j=1

The ERM algorithm outputs the prediction τp ∈ H that minimizes ηS (τ ) as a function over H.
Since iterating over all predictions in H takes exponential time, we compute τp differently.
Pm
1
To do so, we first observe that m
j=1 Opt(σj ) is independent of τ , thus minimizing ηS (τ )
can be reduced to minimizing
m
m
k
n
i
X
1 XXX τ
1 X
FtP(σj , τ ) =
ξk′ ,i · γj (k ′ , i) +
χτk′ ,i,ℓ · δj (ℓ, i)
m j=1
m j=1 ′ i=1
k =1
ℓ=1


k X
n
m
i
m
X
X
1 X
1 X
=
ξkτ′ ,i · 
γj (k ′ , i) +
χτk′ ,i,ℓ ·
δj (ℓ, i),
m j=1
m j=1
′
i=1
k =1

(1)

ℓ=1

where χτk′ ,i,ℓ ∈ {0, 1} indicates (i.e. is equal to 1) that server k ′ serves the ith request of σj
directly after the ℓth request of σj in τ and ξkτ′ ,i ∈ {0, 1} indicates that the ith request of σj
is the first one that server k ′ serves in τ .
We now demonstrate that we can efficiently compute a prediction τ ∈ H that minimizes (1).
Indeed, observe that (1) is equal to the total cost of the solution τ for the k-server instance that
starts in C0 and serves a sequence σ
e of length n, where the distance between the ℓth and ith
Pm
1
′
request in σ
e is given by δ (ℓ, i) = m
between the ith request
j=1 δj (ℓ, i) and the distance P
m
1
′
in σ
e and the initial position of server k ′ is given by γ ′ (k ′ , i) = m
j=1 γj (k , i). But this
means that any optimal solution τe for this instance also minimizes (1). Clearly, τe ∈ H, and
an optimal solution for a k-server instance with known distance functions can be computed
in O(kn2 ) time using a min-cost flow algorithm [16].
◀

B

Bound between Consistencies

▶ Lemma 11. For every λ ∈ [0, 1], α(k) < 2ρ(k).
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Proof. First note that for λ = 1, α(k) = k = ρ(k). Now suppose that λ < 1. Applying the
formula for the finite geometric series gives
ρ(k) =

1 − λk
.
1−λ

We now prove the result based on the parity of k. Assume that k is even. Recall that
k/2−1

α(k) = 1 + 2

X

λi + λk/2 = 1 + 2

i=1

λ − λk/2
+ λk/2
1−λ

and, thus,
1 + λ − λk/2 − λk/2+1
α(k)
(1 + λk/2 )(1 − λ) + 2(λ − λk/2 )
=
< 2.
=
k
ρ(k)
1−λ
1 − λk
Assume that k is odd, then
(k−1)/2

α(k) = 1 + 2

X
i=1

λi = 1 + 2

λ − λ(k+1)/2
,
1−λ

and we conclude that
1 − λ + 2(λ − λ(k+1)/2 )
1 + λ − 2λ(k+1)/2
α(k)
=
=
< 2.
k
ρ(k)
1−λ
1 − λk
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1

Introduction

Position verification is the central task for position-based cryptography [15], which aims to
verify one’s geographical location in a cryptographically secure way. The main technique is
distance bounding, which infers the location assuming no faster-than-light communications
from special relativity by placing timing constraints on the protocol.
The work of Chandran et al. [15] first formalized the task of position verification. They
in addition showed that it is impossible to achieve via any classical protocol where all the
parties are classical. Specifically, a few colluding adversaries can always efficiently convince
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the verifiers of an incorrect position, even with the help of computational assumptions. As
a result, all known classical position verification protocols that are secure against multiple
adversaries, make hardware assumptions on the adversaries [15, 11].
However, it turns out the attack above does not extend when the parties exchange
quantum information. The attack requires the adversaries to store the messages from the
verifiers and at the same time forward them to the other adversaries, which violates the
no-cloning theorem when the messages are quantum states unknown to adversaries. A long
line of work [7, 19, 24, 25, 12, 8, 17] explored this idea by constructing protocols with BB84
states (or other similar states [13, 5, 18]), and proving them to be unconditionally secure.
Intuitively, these protocols get around the impossibility as these BB84 states are information
theoretically unclonable when the adversaries receive them.

Downsides of Quantum Communications
There are a lot of drawbacks for using quantum communication, especially under the context
of position verification.
First and foremost, transmitting quantum information with fault tolerance is much more
challenging. As position verification is only meaningful with free-space (wireless) transmission,
any practical protocol must be subject to a high loss. In fact, Qi and Siopsis [21] have
shown that many known protocols stop working (lose either completeness/correctness, or
soundness/security) when the error rate is above some threshold. Unlike quantum key
distribution, the parties in position verification do not share an authenticated classical
channel, and must follow strict timing constraints, so techniques there do not generically
carry over. Furthermore, prior to our work, there was no known construction of fully loss
tolerant position verification protocols against entangled adversaries, meaning being tolerant
to any loss bounded away from 1.
Another issue arises when we consider high dimensions (2D or higher), which is that the
parties must also send the quantum messages in the desired direction with high accuracy, or
they would incur an even higher loss in transmission. In practice, this is usually mitigated
via a tracking laser [26, 23], although not perfectly. If the BB84 state is naively broadcasted,
the adversaries could obtain one copy each and therefore completely break the protocol.
Finally, adding other properties to the protocol is more difficult and inefficient when the
communication is quantum. For example, one could desire to authenticate the messages sent
by the verifiers in order to protect the prover from revealing his location to other untrusted
verifiers. Unfortunately, authenticating a quantum message is highly nontrivial [6, 4].
All of these issues can be trivially resolved if the communication is classical.
One approach to remove quantum communication is to have the verifiers and the prover
pre-share entanglement and use teleportation to transmit quantum messages over a classical
channel. However, this generic approach consumes the entanglement and therefore is
undesirable if they would like to run the protocol multiple times for a considerable time.
Furthermore, it would require the parties to keep the entanglement coherent before the
protocol begins, which can be expensive.

2

Our Results

In this work, we show how to construct position verification protocols with classical verifiers,
showing that quantum communication is not necessary for position verification without
hardware assumptions. Our main result is the following.
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▶ Theorem 1. Assuming the quantum (polynomial) hardness of Learning with Errors (LWE),
there exists a classically verifiable position verification (CVPV) protocol with almost perfect
completeness and negligible soundness against polynomial-time adversaries without pre-shared
entanglement.
Our construction of the CVPV protocol is inspired by the (classically verifiable) proof of
quantumness protocol by Brakerski et al. [10], which is proven secure under the same LWE
assumption.
We also proved two variations of the theorem to handle adversaries with entanglement,
albeit either assuming a stronger assumption or proven in an ideal model.
po
ponential
po
hardness of LWE, there exists a CVPV
▶ Theorem 2. Assuming the quantum subexpo
protocol with almost perfect completeness and inverse-subexponential soundness against
bounded-entangle
gle
glement
gle
subexponential-time adversaries.
▶ Theorem 3. Assuming the quantum hardness of LWE, there exists a CVPV protocol
with almost perfect completeness and negligible soundness against unbounded-entangle
gle
glement
gle
polynomial-time adversaries in the quantum
quantum random oracle model.
The quantum random oracle model (QROM), introduced by Boneh et al. [9], captures
generic quantum attacks against cryptographic hash functions, modeled by random functions.
To the best of our knowledge, our protocols matches the state of the art in quantum
position verification in terms of the entanglement bound. All previous protocols in the
standard model (as opposed to the QROM) are not known to be secure even against an
arbitrary polynomial amount of entanglement, and any protocol can be broken with an
exponential amount of entanglement [12, 7]. Furthermore, the only position verification
protocol that is secure against any polynomial amount of entanglement that we are aware of
is also proven in the QROM [25].
We further show that there are also efficient attacks against Theorems 1 and 2 if the
adversaries are allowed to pre-share more entanglement than what the entanglement bound
allows.
Finally, for the other direction, we show that our assumption is somewhat minimal.
The classical impossibility easily extends if the prover is classical. On a high level, if the
adversaries can run in exponential time, the prover can always be simulated classically as her
inputs and outputs are all classical; therefore, we would run into the classical impossibility.
Formally, we strengthen this intuition to show that proofs of quantumness are necessary for
any construction of classically verifiable position verification, even if we relax the requirement
for position verification to be sound only against classical adversaries. Since the prover
response in a proof of quantumness could be simulated by a PostBQP = PP machine1 [2], as
a consequence, it is impossible to construct unconditionally-sound proofs of quantumness
(and thus classically verifiable position verification) without proving PP ̸⊆ BPP, even if we
only consider position verification protocols with classical communications and quantum
verifiers.

1

The idea is that one can capture simulation of the quantum prover as a sampling variant of the PostBQP
problem as follows: simulate the quantum prover’s next classical message given the current classical
transcript of the protocol.
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3

Technical Overview

Quantum Position Verification with One Quantum Message
We first recall the position verification protocol investigated by many works [7, 19, 24, 12, 8].
The protocol has the property that only one message is quantum, and the only quantum
requirement on the verifiers is to generate BB84 states.
Consider that in one-dimensional spacetime, there are two verifiers V0 , V1 , wishing to
verify that the prover P is located at a specific position somewhere between them. At the
beginning of the protocol, V0 sends a BB84 qubit H θ |x⟩ (where θ, x are uniformly random
bits), and V1 sends a classical bit θ, so that they arrive at the prover’s claimed position at
the same time. P is supposed to measure the qubit in basis θ and return the measurement
result to both verifiers. At the end, the verifiers check that the prover’s measurement result
is x, and that they have received the responses “in time”.
The intuition of the security proof is the following. Consider an adversary A0 located in
between V0 and P , and another adversary A1 in between P and V1 . When A0 receives the
qubit, he does not yet know the basis θ, and therefore he cannot immediately measure it.
However, if they decide to wait until θ is received, then either A0 or A1 will not have enough
time to know the measurement result and send it to the verifiers. Therefore, it seems if they
want to answer correctly in time on both ends, A0 must somehow produce two copies of the
BB84 state, which is impossible as the state is information-theoretically unclonable without
knowing the basis θ.

Computationally Unclonable States from Trapdoor Claw-free Functions (TCFs)
As we have discussed, CVPVs require a proof of quantumness. Therefore, a natural starting
point is to open up the construction of the LWE proof of quantumness protocol by Brakerski
et al. [10], and look for a similar unclonability property.
The proof of quantumness protocol could be described under the 1-of-2 puzzle framework
by Radian and Sattath [22]. In particular, both trapdoor claw-free functions (TCFs) and noisy
trapdoor claw-free functions (NTCFs) can be used to instantiate 1-of-2 puzzles. However, we
only have constructions of NTCFs from quantum LWE. For this overview, we will work with
the more intuitive notion of TCFs and use the 1-of-2 puzzle framework in the main technical
body.
A TCF family is a family of efficiently computable 2-to-1 functions fpk : {0, 1}n → Y.
“Trapdoor” means that with the trapdoor td, one can efficiently invert the corresponding fpk
and get the two pre-images x0 , x1 . “Claw-free” means that without the trapdoor, it is hard
for any polynomial-time quantum algorithms to find a collision for a random fpk .
The proof of quantumness protocol works as follows. The verifier starts by sampling
pk along with the trapdoor td, and sends pk to the prover. The prover prepares a uniform
superposition over {0, 1}n , computes fpk on the superposition coherently, measures the image
register to obtain y ∈ Y, and sends y as his response. As fpk is 2-to-1, the residual state of
the prover is
1
√ (|x0 ⟩ + |x1 ⟩),
2

(1)

where x0 , x1 are the two pre-images of y. The protocol concludes with the verifier sending
a uniformly random challenge b to the prover, and the prover measuring (1) either in the
standard basis or the Hadamard basis.
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If the prover is asked to measure in the standard basis, the measurement outcome will
be a uniformly random x which is either x0 or x1 . If the prover is asked to measure in
the Hadamard basis, the measurement outcome will be a uniformly random d such that
d · (x0 ⊕ x1 ) = 0 over Fn2 . Since the verifier has the trapdoor, he can obtain x0 , x1 by inverting
y, and thus check whether the measurement outcome satisfies the requirements above.
As for security, we need an additional property called adaptive hardcore bit, which says that
any efficient quantum algorithm given pk, cannot produce y, x, d that passes the two checks
simultaneously with probability significantly higher than ½, i.e. fpk (x) = y, d · (x0 ⊕ x1 ) = 0,
and d ̸= 0. To see that this implies the proof of quantumness property, assume a classical
prover can pass this proof of quantumness protocol with probability 1, then we can always
extract both x and d with probability 1 by simply rewinding the classical prover.
In fact, the adaptive hardcore bit property also implies that the state (1) must be
computationally unclonable. This is simply because if somehow we can prepare two copies of
this state, then measuring two copies in two bases will yield both x and d. This computational
unclonability property has also been observed and used in prior works, in particular in the
context of semi-quantum money [22] and two-tier quantum lightning [20]. Later we will see
that the security proof for our CVPV protocol requires a stronger variant of computational
unclonability than the ones considered in these works.

Constructing CVPV
Given the setup, a natural idea for achieving CVPV is that instead of sending an unclonable
state prepared by V0 , perhaps we can ask the prover (and hopefully also the adversaries)
to prepare a quantum state that she herself cannot clone, similar to that in the proof of
quantumness protocol. Specifically, consider the CVPV protocol, where V0 sends pk and
V1 sends b with the same timing as before. In the end, they check that whether they have
received the same prover response in time and whether the prover’s measurement outcome
passes the proof of quantumness check. On the other hand, the prover in CVPV will run
the prover in the proof of quantumness protocol and output y, ans, where y is the measured
image of the superposition evaluation, and ans is the measurement outcome in the basis
specified by b.
We now show that this construction already seems to get around the classical impossibility.
The attack from the impossibility is following: A0 , A1 forwards the classical messages pk, b
to each other, and at the end, they run the honest prover and send the output. However,
in this protocol, since the measurement performed by the prover has some nontrivial minentropy, the verifiers will get two different responses with constant probability! It is also not
clear whether this computation could be simulated (almost) deterministically with shared
randomness. Certainly, if it could be simulated classically, then it would be breaking the
proof of quantumness property.
Unfortunately, it turns out that a different attack completely breaks this CVPV protocol.
When A0 receives pk, he can simply runs the honest prover twice – once on b = 0 and once
on b = 1. He obtains y0 , ans0 for b = 0 and y1 , ans1 for b = 1, and sends both of them to A1 .
On the other hand, A1 simply forwards b. Later, when both of them receive the message
from each other, they pick yb , ansb as their responses to the verifiers. It is not hard to show
that this strategy simulates the prover perfectly.
We observe that in order for this attack to work, it is crucial that the adversaries can
pick y after seeing b, which is impossible in the proof of quantumness protocol. Therefore, to
prevent this attack, our idea is to “nudge” the prover to the left, so that she can commit to y
before seeing b. More formally, the protocol is the same as before but the timing constraints
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are changed. In particular, the verifiers make sure that the message pk reaches the prover a
bit earlier than b, and at the end, they check that she should output y as soon as she receives
pk (and before she receives b).

Proving Soundness of CVPV
It turns out that with this simple fix, this CVPV can be proven secure. According to
the timing constraints, we can again, without loss of generality, assume that there are
two adversaries A0 , A1 , and that A0 upon receiving pk needs to output y to the verifiers
immediately, and after they receive a private communication from each other, they are
supposed to produce two ans’s to pass the verification.
We first consider a restricted set of adversarial strategies, called challenge-forwarding
adversaries, where the only restriction is that A1 upon receiving b simply forwards b and
does nothing else. We claim that the success probability for challenge-forwarding adversaries
cannot be significantly higher than ¾.
We now show that this suffices to show that the success probability for any adversarial
strategy without pre-shared entanglement cannot be significantly higher than ¾. The proof
is that assume (A0 , A1 ) breaks the CVPV with probability noticeably higher than ¾, we
construct a challenge-forwarding adversary (B0 , B1 ) with the same success probability, which
leads to a contradiction. The construction of the reduction is similar to the attack for
the first CVPV construction. B0 , upon receiving pk, runs A0 on pk (and commits y) and
simultaneously A1 twice – once on b = 0 and once on b = 1 – and sends the residual state to
the other party. We can run A1 twice as they do not pre-share entanglement. Later, when
both of them learn b, they can pick the correct execution to finish simulating (A0 , A1 ).

A (Computational) Non-Local Game for TCFs
What is left to be shown is that even challenge-forwarding adversaries cannot break the
CVPV protocol. It can be shown that for our protocol, what the adversaries can do is more
or less equivalent to the following computational (two-player) non-local game:
The game begins by announcing a TCF public key pk.
Two (computationally bounded) players B and C upon receiving pk, agree on a classical
“commitment” y. They then prepare a possibly entangled bipartite state ρBC between
themselves, after which they are separated.
A single challenge b is then sampled uniformly at random and announced to B and C
separately.
B and C produce two answers ansB and ansC using ρB or ρC separately, and win the
non-local game if both answers pass the proof of quantumness check with respect to
pk, y, b.
Another way to view this game is that it is the same as the TCF proof of quantumness
protocol, except that after halfway, we ask the prover to run two copies of himself, i.e.
split himself into two executions and finish each execution separately with the same verifier
randomness. If the prover’s internal state was clonable, then the best prover’s success
probability should never decrease after the transformation. Therefore, this can also be viewed
as a computational unclonability property.
To prove the non-local soundness, assume that a strategy wins this non-local game
significantly higher than ¾. We construct an algorithm breaking the adaptive hardcore bit
property, by asking B challenge 0 (produce x) and C challenge 1 (output d). On a high level,
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this reduction works because in a non-local game, the measurements made by B and C are
on disjoint registers, and thus must be compatible no matter which challenges are given to
them.
We now provide an informal proof that this reduction works for any non-signaling players.
A strategy is non-signaling if the marginal distribution for one player is independent of what
the other player does, and the no signaling principle says that any bipartite measurement
of a quantum state is non-signaling. Let W0 , W1 be the events where B or C produces a
correct answer respectively in the non-local game. We can rewrite the success probability of
the non-local game to be p := Pr[W0 ∧ W1 ]. Then
p=

1
1
1
1
Pr[W0 ∧ W1 |b = 0] + Pr[W0 ∧ W1 |b = 1] ≤ Pr[W0 |b = 0] + Pr[W1 |b = 1].
2
2
2
2

On the other hand, let W0′ , W1′ be the events where B or C produces a correct answer
respectively in the reduction, where B receives challenge 0 and C receives challenge 1. Then
the success probability of the reduction is p′ := Pr[W0′ ∧W1′ ]. p′ ≤ 12 +negl since the reduction
is efficient, and by union bound,
p′ = 1 − Pr[¬W0′ ∨ ¬W1′ ] ≥ 1 − Pr[¬W0′ ] − Pr[¬W1′ ] = Pr[W0′ ] + Pr[W1′ ] − 1.
Notice that Pr[W0′ ] = Pr[W0 |b = 0] by construction and the no signaling principle, and
similarly Pr[W1′ ] = Pr[W1 |b = 1]. The conclusion p ≤ 34 + negl follows by rearranging the
terms.
The computational unclonability requirements in prior works [22, 20] cannot be cast as a
non-local game, since there the two players need to answer different challenges instead of
the same one. Therefore, by adaptive hardcore bit property, the game is hard even if the
two players can communicate. We think that this computational non-local hardness that we
achieve could potentially have applications to other quantum cryptography relying on the
no-cloning principle.

Soundness Amplification via Parallel Repetition
So far, we have shown how to construct a CVPV with soundness ¾ against adversaries
without pre-shared entanglement.
To achieve negligible soundness, one natural attempt is to do sequential repetition.
However, sequential repetitions are undesirable in our setting as (1) sequential repetitions
will undesirably increase the number of rounds/time/complexity of the final protocol; (2)
more crucially, adversaries can take advantages of a multiple round protocol and use quantum
communication to share some entanglement even if they have no pre-shared entanglement
at the beginning of the protocol. Note that our protocol can be attacked if the adversaries
have preshared entanglement. The attack is simply that one adversary, upon receiving pk,
could prepare the state (1) honestly, and then carry out the teleportation attack against the
BB84 protocol. Therefore, entangled adversaries can simulate the honest prover perfectly.
Combining with this attack, one can show that with sequential repetitions, the soundness
does not decrease at all!
Therefore, we turn to consider parallel repetitions, which traditionally have been more
technically challenging than sequential repetitions under numerous different contexts. One
difficulty is that our CVPV protocol can be viewed as a four-message private-coin interactive
argument with additional structures, and therefore known transformations for interactive
arguments do not apply. Another difficulty is that a common technique for proving parallel
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repetition for private-coin arguments is to perform rejection sampling, which in our case
of proving parallel repetition of CVPV, would lead to either communication or pre-shared
entanglement between the adversaries, neither of which is allowed for this setting.
The key idea is that instead of proving a parallel repetition theorem for the CVPV
protocol, we first establish a parallel repetition theorem for the TCF non-local game, where
at least the two players are allowed to share entanglement. We then construct a CVPV
protocol with a stronger variant of the non-local game. However, we still need to be careful
about the reduction since in the non-local game, two players cannot communicate after y is
sent.
We first consider the parallel repetition where the non-local game is repeated k times in
parallel, except that we use a single challenge b for all the executions. We show that the
non-local soundness can be decreased to ½ if k is large enough using known results [22]
(which in turn uses a classical parallel repetition theorem [14]). The ½ soundness here is
tight as the adversaries can always guess b correctly with probability ½.
We next consider a second parallel repetition where the strengthened game from above
is repeated k ′ times in parallel, and this time we use fresh random challenges for all the
executions. As the strengthened game has soundness ½, this implies that the two quantum
predicates (standard basis test and Hadamard basis test) satisfy computational orthogonality,
similar to the one that has appeared under a different application of parallel repetitions for
TCFs, which is quantum delegation [3, 16]. Therefore, using the ideas from those works, we
show that the non-local soundness decreases exponentially in k ′ .
Finally, using the same reduction from non-local games to CVPV as before, we show that
we can achieve the CVPV protocol with negligible soundness.

Handling Entangled Adversaries
We have proven that our protocol is negligibly sound against adversaries without pre-shared
entanglement. It turns out that our protocol is similar enough to the previous quantum
position verification that a lot of techniques there can be naturally ported here as well.
Using a standard trick [1, 24], we can show that the protocol can be made secure against
any adversaries with an a-priori-chosen polynomial amount of pre-shared entanglement, albeit
requiring subexponential hardness of quantum LWE, as the reduction for parallel repetition
needs to run in subexponential time.
On the other hand, our protocol can also be attacked with n EPR pairs where n is the
length of the output of fpk . The attack is very similar to the attack for the quantum position
verification protocol we give in the beginning. The adversaries simply prepare the state (1)
honestly (which we recall is the only non-timing-wise change to the protocol) and perform
the attack against the base protocol. In particular, they teleport the state using EPR pairs
to perform measurements in a homomorphic way, whose outcome later they can recover with
one round of communication. Attacking the protocol after parallel repetition can be done by
running the attack above in parallel.
Finally, we modify the CVPV protocol into the QROM to prove that it is sound against
unbounded entanglement, where the modification is very similar to how Unruh [25] modifies
the base position verification protocol into the QROM. On a high level, the attack for the
previous protocol works because the honest prover’s operation after committing y is a Clifford.
With Unruh’s transformation, the operation now involves evaluating a random function,
which cannot be efficiently computed by a Clifford circuit. The security proof in the QROM
from Unruh’s work also carries over, except here we reduce the adversarial strategy with
entanglement against the QROM CVPV, to the TCF non-local game after parallel repetition
(in the standard model), instead of a monogamy-of-entanglement game [24].
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Future Directions

High Dimensional Position Verification
We conjecture that the following construction, inspired by the position verification protocol
of Unruh [25], could be secure in higher dimensions under the quantum random oracle model
(QROM) using the ideas from Unruh:
1. V0 broadcasts pk.
2. V0 , ..., Vn sample uniformly random strings x0 , ..., xn respectively and broadcast them.
The timing is done so that these strings arrives at the prover a bit later than pk.
3. At the end, the (n + 1) verifiers check that the prover answers arrive in time, and passes
the check with respect to challenge H(x0 ⊕ · · · ⊕ xn ), where H is the random oracle.

Time-Entanglement Trade-Offs: Upper and Lower Bounds
Classically verifiable position verification protocols have the curious feature of being completely broken against classical adversaries with unbounded computational power, as they can
simulate the honest quantum execution. On the other hand, our protocol can be efficiently
broken using a linear amount of entanglement but secure against adversaries with bounded
entanglement. This suggests that there may be some time-entanglement trade-offs for the
optimal attack. Clearly, the trivial trade-off to attack the CVPV after parallel repetition is
that the adversaries can use their entanglement to break some copies, and brute-force the
rest of the copies. It is interesting whether there is a significantly better time-entanglement
trade-offs that could be achieved for attacking this protocol or classically verifiable position
verification protocols in general.
For the other direction, we also wonder if there is a tighter lower bound on the entanglement
than what we prove.

Decreasing Quantum Memory for the Prover
We have shown in Theorem 2 that assuming subexponential hardness of quantum LWE,
we can construct classically verifiable position verification protocols that is secure against
any a-priori bounded entanglement. Unfortunately, in our protocols, even the honest prover
needs to keep his quantum memory coherent for some time, and the size of the quantum
memory is even larger than the entanglement bound. Indeed, we have also shown that if the
adversaries share as much entanglement as the size of the honest prover’s quantum memory,
then the protocol can be efficiently broken.
We therefore ask whether it is possible to come up with provably secure CVPV protocols
where the honest prover’s quantum memory is smaller than the entanglement bound in the
standard model, or maybe even without any quantum memory at all.

Weakening the Assumption
We show how to achieve CVPV assuming quantum hardness of LWE, which is a cryptographic
assumption. Can we relax this assumption further? One possible assumption is the existence
of a classically verifiable quantum sampling task satisfying some requirements.
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1

Introduction

In the (oblivious) online vector discrepancy problem an adversary fixes vectors {vi }i∈[t] in
advance and the objective is to assign signs ϵi ∈ {−1, 1} based only on vectors v1 , . . . , vi to
P
maintain that ∥ i≤t′ ϵi vi ∥∞ is small at all times t′ ∈ [t]. Vector balancing includes a number
of different problems in discrepancy theory including Spencer’s [17] work on set discrepancy.
Spencer’s “six standard deviations suffice” result states that given vectors v1 , . . . , vn ∈ {0, 1}n
P
√
there exists a ±1-signing such that ∥ i≤n ϵi vi ∥∞ ≤ 6 n. Conjecturally, however, the
restriction to {0, 1}n vectors can be relaxed to a norm condition. In particular, the Komlós
conjecture states that given v1 , . . . , vt , each of at most unit length, there exists a sequence
P
of signs ϵ1 , . . . , ϵt such that ∥ i≤t ϵi vi ∥∞ = O(1). Despite substantial effort, the Komlós
conjecture is still open and the best known bounds due to Banaszczyk [4]pgive the existence
P
of a sequence of signs so that ϵ1 , . . . , ϵt such that ∥ i≤t ϵi vi ∥∞ = O( min(log n, log t)).
However, these original proofs were by their nature non-algorithmic.
More recent research in theoretical computer science has focused on developing algorithmic
versions of these results starting with the Bansal [5] and Lovett and Meka [15] polynomialtime algorithms for Spencer’s [17] “six standard deviations suffice”. Since then, there have
been several other constructive discrepancy minimization algorithms [16, 14, 6, 8, 7, 13].
Notably for our purposes, Bansal, Dadush, and Garg [6] and Bansal, Dadush, Garg, and
Lovett [7] have made the work of Banaszczyk [4] algorithmic. However in all cases these
algorithms require all vectors to be known at the start and hence do not extend to the
online setting.
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In the online setting, significant work has been devoted to the case where vi are drawn from
a fixed (and known) distribution p supported on [−1, 1]n . In the setting where p is uniform
P
on [−1, 1]n , Bansal and Spencer [11] showed one can maintain maxt′ ≤t ∥ i≤t′ ϵi vi ∥∞ ≤
√
O( n log t). In the more general setting where p is a general distribution supported on
√
[−1, 1]n , Aru, Narayanan, Scott, and Venkatesan [3] achieved a bound of On ( log t) (where
the implicit dependence on n is super-exponential) and Bansal, Jiang, Meka, Singla, and
Sinha [9] (building on work of Bansal, Jiang, Singla, and Sinha [10]) achieved an ℓ∞ guarantee
√
of O( n log(nt)4 ).
In this work we focus on the online setting where the only guarantee is ∥vi ∥2 ≤ 1. The
only previous work in this oblivious online setting is the following result of Alweiss, Liu, and
Sawhney [1].
▶ Theorem 1 ([1, Theorem 1.1]). For any vectors v1 , v2 , · · · , vt ∈ Rn with ∥vi ∥2 ≤ 1
for all i ∈ [t], there exists an online algorithm Balance(v1 , · · · , vt , δ) which maintains
P
∥ i≤t′ ϵi vi ∥∞ = O (log(nt/δ)) for all t′ ∈ [t] with probability at least 1 − δ.
P
The proof in [1] relies on a coupling procedure which compares the distribution of i≤t ϵi vi
to a Gaussian at each stage via a stochastic domination argument and then deduces the
necessary tail bounds. In this work, we recover Theorem 1 (in fact with a slightly improved
dependence) as well as the following corollary.
▶ Corollary 2. For any vectors v1 , v2 , · · · , vt ∈ Rn with ∥vi ∥2 ≤ 1 for all i ∈ [t], there
p exists an
P
online algorithm which assigns ϵi ∈ {±1, 2} and maintains ∥ i≤t′ ϵi vi ∥∞ = O( log(nt/δ))
for all t′ ∈ [t] with probability at least 1 − δ.
This result essentially recovers the best known bound on the Komlós conjecture due
to Banaszczyk [4] in an online algorithmic fashion, with the slight defect of requiring a
+2-signing option. Furthermore due to the online nature of the algorithm, the algorithm will
run in essentially input-sparsity time which is substantially faster than the Gram-Schmidt
walk [7] which gives an algorithmic proof of the result of [4] (without the defect of requiring
a +2-signing option). Additionally, our signings achieve small discrepancy for all prefixes,
while the Gram-Schmidt walk only achieves small discrepancy for the entire sum.

1.1

Approach

Our results are based on the observation that there exists Markov chains on R with transition
steps of 0, ±1 (where most of the steps are ±1) or ±1, 2 such that N (0, 1) is a stationary
distribution (as well as N (0, σ 2 ) for appropriate values of σ). Now, rotational invariance of
normal distributions in Rn allows us to use these one-dimensional walks to give a random
signing of an input vector v with ∥v∥2 ≤ 1 (with signs either {0, ±1} or {±1, 2}) that
preserves the n-dimensional normal distribution exactly. Note that the argument crucially
uses that we are maintaining the normal distribution exactly, as opposed to inductively
maintaining a weaker subgaussian property (that was used in previous works [7, 1]).

1.2

Additional Remarks

We note that no one-dimensional Markov chains with steps ±1 can preserve N (0, 1) exactly,
P
2
as n∈Z (−1)n e−n /2 ̸= 0 and therefore N (0, 1) fails the natural “parity constraint” that the
total mass on even integers and odd integers is the same. Our arguments suggest that this
is essentially the only constraint. More precisely, an extension of the arguments presented
likely demonstrates that for any distinct integers {a, b, c} where there is at least one positive
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and one negative integer and there is no “modular constraint”, i.e. gcd(b − a, c − b) = 1,
then there is a Markov chain on R with signs {a, b, c} and stationary distribution N (0, σ 2 )
as long as σ 2 is a sufficiently large constant (in terms of a, b, c).

1.3

Organization

The remainder of the paper is organized as follows. In Section 2 we construct the required
Markov chain on R with transition steps of 0, ±1 such that N (0, σ 2 ) is a stationary distribution.
In Section 3 we extend this to a walk with transition steps of ±1, 2 as long as σ ≥ 1. Finally,
in Section 4 we deduce the various algorithmic consequences.

1.4

Notation

Throughout this paper let N (µ, σ 2 ) denote the Gaussian random variable with mean µ and
variance σ 2 . Furthermore, let nnz({vi }i∈S ) denote the total number of non-zero entries of
the vectors {vi }i∈S .

2

0, ±1 walk

▶ Definition 3. Given σ > 0 and f ∈ [−1/2, 1/2], consider the following random walk on
f + Z. For n ≥ 1 the state n + f moves to n + 1 + f with probability pσ (n + f ) and to
n − 1 + f otherwise, and the state −n + f moves to −n − 1 + f with probability pσ (n − f )
and to −n + 1 + f otherwise. Finally, the state f moves to 1 + f with probability pσ (f ), to
state −1 + f with probability pσ (−f ), and stays at f with probability rσ (f ). Here
pσ (x) =

rσ (f ) =

X

(−1)j−1 exp

j≥1
∞
X
j=−∞

(−1)j exp

j 2 + 2xj
2σ 2



−

j 2 + 2f j
2σ 2



−





for all x ∈ R.
These series clearly absolutely converge. We prove that these indeed correspond to
consistent probabilities giving a walk, and additionally show that this walk preserves the
discrete Gaussian distribution on f + Z (i.e., N (0, σ 2 )|f +Z ).
▶ Lemma 4. For σ > 0 and f ∈ [−1/2, 1/2], we have that pσ (n ± f ) ∈ (0, 1) for all n ≥ 0,
that pσ (f ) + rσ (f ) + pσ (−f ) = 1, that rσ (f ) ∈ [0, 1], and that furthermore
rσ (f ) ≤ e−σ

2

if σ ≥ 1/2. Additionally, N (0, σ 2 )|f +Z is stationary under a step of random walk defined in
Definition 3 with parameters σ, f .
Proof. First, note that exp(−(j 2 + 2xj)/σ 2 ) is strictly decreasing on integers j ≥ 1 as long
as x ≥ −1/2. Therefore pσ (x) is given by an alternating series with strictly decreasing terms,
and we immediately deduce


j 2 + 2xj
0 < pσ (x) ≤ exp −
< 1.
2σ 2
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Since n + f, n − f ≥ −1/2 for n ≥ 0, we see that pσ (n ± f ) ∈ (0, 1), as desired. Second, note
that
pσ (−f ) + rσ (f ) + pσ (f ) = 1
holds as trivially everything except the j = 0 term of the sum for rσ (f ) cancels. Third, we
√
have for u = exp(−1/(2σ 2 )) and v = −1 exp(−f /(2σ 2 )) that |u| < 1 and v ̸= 0, hence the
Jacobi triple product identity (see [2] for a short but slick proof) yields
rσ (f ) =

∞
X

2

uj v 2j =

j=−∞

=

∞
Y

(1 − u2j )(1 + u2j−1 v 2 )(1 + u2j−1 v −2 )

j=1
∞
Y

2

2

2

(1 − e−j/σ )(1 − e−(2j+2f −1)/(2σ ) )(1 − e−(2j−2f −1)/(2σ ) ).

j=1

(1)
Since f ∈ [−1/2, 1/2] we see each term is nonnegative and clearly less than 1, so rσ (f ) ∈ [0, 1]
is immediate. Therefore we indeed have a well-defined walk. In fact, we see that

rσ (f ) ≤ rσ (0) ≤

∞
Y

⌊σ 2 ⌋

(1 − e

−j/σ 2 3

) ≤

j=1

Y

2

2

(1 − e−j/σ )3 ≤ (1 − e−1 )3⌊σ ⌋ .

j=1

This is at most exp(−σ 2 ) for σ ≥ 2, and we can further numerically check that rσ (0) ≤
exp(−σ 2 ) for σ ∈ [1/2, 2].
Now we show that this walk preserves N (0, σ 2 )|f +Z . Note that
1 − pσ (x) =

X

(−1)j exp


−

j≥0


j 2 + 2xj
.
2σ 2

Therefore

(x + 1)2
pσ (x − 1) exp
+ (1 − pσ (x + 1)) exp −
2σ 2

 X


2
X
(j + x − 1)
(j + x + 1)2
j−1
j
=
(−1)
exp −
+
(−1) exp −
2σ 2
2σ 2
j≥1
j≥0


x2
= exp − 2 .
2σ


(x − 1)2
−
2σ 2





Since the pdf of N (0, σ 2 )|f +Z at n + f is proportional to exp(−(n + f )2 /(2σ 2 )), we find
that the random walk preserves this distribution at n + f for all n =
̸ 0 (applying the above
equation at values x = n ± f ). Furthermore, the final distribution is clearly still supported
on f + Z, therefore the probability at n = 0 is also preserved as the total sum is 1.
◀
We immediately derive a walk which preserves N (0, σ 2 ) by piecing together all f ∈
[−1/2, 1/2). Let Jxσ be the random variable defined by writing x = n + f , where f ∈
[−1/2, 1/2), and then performing a step according to Definition 3.
▶ Lemma 5. If Z = N (0, σ 2 ) then Z + JZσ is distributed as N (0, σ 2 ).
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We now consider a variant of the above random walk with discrete ±1 and 2 steps. Recall the
definition of pσ (x) and rσ (f ) from earlier. We will require the following numerical estimate
which is deferred to Appendix A.
▶ Lemma 6. If σ ≥ 1 and f ∈ [−1/2, 1/2] then


2f + 1
pσ (1 + f ) ≥ rσ (f ) exp
.
2σ 2
▶ Remark 7. This inequality is immediate for large σ as the left uniformly tends to 1/2 and
the right uniformly decays to zero.
▶ Definition 8. Given σ ≥ 1 and f ∈ [−1/2, 1/2], consider the following random walk on
f + Z. For n ≥ 2 the state n + f moves to n + 1 + f with probability pσ (n + f ) and to n − 1 + f
otherwise. For n ≥ 1 the state −n + f moves to −n − 1 + f with probability pσ (n − f ) and
to −n + 1 + f otherwise. The state f moves to 1 + f with probability pσ (f ), to state −1 + f
with probability pσ (−f ), and moves to 2 + f with probability rσ (f ). Finally, for n = 1 the
state 1 + f moves to 2 + f with probability pσ (1 + f ) − rσ (f ) exp((2f + 1)/(2σ 2 )) and to f
otherwise.
▶ Lemma 9. For σ ≥ 1 and f ∈ [−1/2, 1/2], we have that the walk in Definition 8 is
well-defined, and that N (0, σ 2 )|f +Z is stationary under a step of the walk with parameters
σ, f .
Proof. That all probabilities are valid follows from Lemma 4, except that we need to
additionally verify


2f + 1
pσ (1 + f ) ≥ rσ (f ) exp
.
2σ 2
This is precisely Lemma 6.
To verify that N (0, σ 2 )|f +Z is preserved under the walk defined in Definition 8, recall that
N (0, σ 2 )|f +Z is preserved under walk defined in Definition 3 by Lemma 4. This walk only
differs in its probabilities that f goes to f, 2 + f and that 1 + f goes to f, 2 + f . Therefore
the probabilities at n + f for n ∈ Z \ {0, 2} are correct. Since the probabilities sum to 1, it is
enough to check the probability at 2 + f is correct. It therefore suffices to show that

 




f2
2f + 1
(1 + f )2
rσ (f ) exp − 2 + pσ (1 + f ) − rσ (f ) exp
exp −
2σ
2σ 2
2σ 2




2
(3 + f )
(2 + f )2
+ (1 − pσ (3 + f )) exp −
= exp −
.
2σ 2
2σ 2
We already verified in the proof of Lemma 4 that






(x − 1)2
(x + 1)2
x2
pσ (x − 1) exp −
+
(1
−
p
(x
+
1))
exp
−
=
exp
−
.
σ
2σ 2
2σ 2
2σ 2
Plugging in x = 2 + f gives the desired identity, upon canceling the terms containing
rσ (f ).
◀
Again, we immediately derive a walk which preserves N (0, σ 2 ) by piecing together all
f ∈ [−1/2, 1/2). Let Rxσ be the random variable defined by writing x = n + f , where
f ∈ [−1/2, 1/2), and then performing a step according to Definition 3.
σ
▶ Lemma 10. If σ ≥ 1 and Z = N (0, σ 2 ) then Z + RZ
is distributed as N (0, σ 2 ).
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4

Algorithmic Applications

We now derive a number of algorithmic consequences.
Algorithm 1 PartialColoringσ (v1 , · · · , vt ).

5

w0 ← N (0, σ 2 In )
for 1 ≤ i ≤ t do
σ ′ ← σ/∥vi ∥2
x′ ← ⟨wi−1 , vi ⟩/∥vi ∥2
′
wi ← wi−1 + Jxσ′ vi .

6

w ← wt − w0

1
2
3
4

Algorithm 2 Balancingσ (v1 , · · · , vt ).

5

w0 ← N (0, σ 2 In )
for 1 ≤ i ≤ t do
σ ′ ← σ/∥vi ∥2
x′ ← ⟨wi−1 , vi ⟩/∥vi ∥2
′
wi ← wi−1 + Rxσ′ vi .

6

w ← wt − w0

1
2
3
4

In both Balacingσ and PartialColoringσ , J and R are sampled independently every
time. Additionally, note that Balacingσ is only well-defined when σ ≥ 1. Finally, we clearly
see that PartialColoringσ assigns a sign of ±1 to each given vector online, or chooses
to omit it (a sign of 0), while Balancingσ does the same except that the sign 2 is the
additional alternative.
Our first algorithm application is a (weak version) of the partial coloring lemma.
▶ Theorem 11. Let ∥v1 ∥2 , . . . , ∥vt ∥2 ≤ 1 and δ ∈ (0, 1/2).
p With probability at least 1 − δ we
have that wℓ − w0 in PartialColoring1 (v1 , . . . , vt ) is 2 2 log(2nt/δ)-bounded
pfor all times
ℓ ∈ [t]. Furthermore, with probability at least 1 − δ we have that wt − w0 is 2 2 log(2n/δ)bounded. Finally, at least 96.3% of vectors are used with probability 1 − exp(−Ω(t)).
Proof. By Lemma 5 we immediately see that wi ∼ N (0, σ 2 In ) for all i ∈ [t]. The discrepancy
results follow
p by trivial Gaussian estimates. For example, we see that the jth coordinate
of wℓ is 2 log(2nt/δ)-bounded with probability at least δ/(2nt). Taking a union bound
over 0 ≤ ℓ ≤ t and j ∈ [n] yields that w0 , . . . , wt are bounded with probability at least 1 − δ.
Therefore each difference is also bounded.
The fraction of vectors used being large follows from Chernoff’s inequality and the fact
that at every step, conditional on all previous choices, a vector is used with probability at
least
min

f ∈[−1/2,1/2]

(1 − r1 (f )) ≥ 0.9639.

◀

Our second algorithmic application recovers the online vector balancing results of Alweiss,
Liu, and Sawhney [1, Theorems 1.1, 1.2].
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p
▶ Theorem 12. Let ∥v1 ∥2 , . . . , ∥vt ∥2 ≤ 1, δ ∈ (0, 1/2), and set σ = log(t/δ). With
probability
at least 1 − δ we have that wℓ − w0 in PartialColoringσ (v1 , · · · , vt ) is
p
all times ℓ ∈ [t]. Furthermore, with probability at
2 2 log(t/δ) log(2nt/δ)-bounded for p
least 1 − δ we have that wt − w0 is 2 2 log(t/δ) log(2n/δ)-bounded. Finally, all vectors are
used with probability at least 1 − δ.
Proof. The proof is essentially identical to that of Theorem 11. The only difference is that
we see that at each step, a vector is not used with probability at most
max

2

f ∈[−1/2,1/2]

rσ (f ) ≤ e−σ =

δ
t

due to our choice of σ, by the inequality in Lemma 4. A union bound shows that all vectors
are used with probability at least 1 − δ.
◀
In fact, we can design an algorithm achieving the same bounds by using Algorithm 1 for any
value of σ ≥ 1 as follows. To do this, first run Algorithm 1, and then rerun Algorithm 1 on
the vectors which were given a 0 sign until no vectors remain (note that this can still be done
2
in an online manner). By Lemma 4, specifically rσ (f ) ≤ e−σ , this process will terminate
with probability 1 − δ in O(σ −2 log(t/δ)) rounds. Each run produces a random vector with
variance O(σ 2 ) in every coordinate, hence the total variance is O(log(t/δ)) per coordinate as
desired.
Finally we recover an online version of Banaszczyk [4], except using ±1, 2-signings. The
proof is identical to that of Theorem 11 so we omit it.
▶ Theorem 13. Let ∥v1 ∥2 , . . . , ∥vt ∥2 ≤ 1 and δ ∈p
(0, 1/2). With probability at least 1 − δ we
have that wℓ − w0 in Balancing1 (v1 , . . . , vt ) is 2 2 log(2nt/δ)-bounded
p for all times ℓ ∈ [t].
Furthermore, with probability at least 1 − δ we have that wt − w0 is 2 2 log(2n/δ)-bounded.
All three algorithmic procedures are online.

4.1

Computational details

In the previous section the above idealized algorithms ignored the cost of computing rσ (f )
and pσ (n ± f ) to sufficient precision in order to be used for algorithmic purposes. The key
claim is that one can approximate the above sums within δ in poly(log(σ/δ))-time.
In order to do so first note that we can truncate the sums pσ (n ± f ) and rσ (f ) to values
of j ≥ 1 where (j 2 + 2(n ± f )j)/(2σ 2 ) = O(log(σ/δ)). We now note that
ex −

m
X
xj
j=0

j!

≤

xm+1 max(0,x)
e
,
(m + 1)!

so taking m = Θ(log(σ/δ)) gives a very good approximation to exp(−(j 2 + 2(n ± f )j)/(2σ 2 ))
in the range of terms considered. Now we can compute the desired sums by interpreting it
as a sum of low degree (i.e. O(log(σ/δ))) polynomials on a sequence of integers, which can
be evaluated quickly.
In the implementation of the algorithms above, at time t if we are given a vector shorter
than 1/(2t2 ), we deterministically add it but ignore it for the purposes of maintaining a
Gaussian distribution. These vectors have total length at most 1, so contribute only O(1)
discrepancy in each coordinate. For the remaining vectors, we have σ ≤ 2t2 . We thus
can approximate the relevant probabilities to within δ/(2t2 ) efficiently, and then sample
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appropriately. This will preserve the Gaussians in question up to total variation distance of
at most
X δ
≤ δ.
2t2
t≥1

Therefore, the running time of all probability computations is poly(log(t/δ)) at
time t. Thus the modified versions
 of the algorithms in Theorems 11–13 run in
O t poly(log(t/δ)) + n + nnz({vi }i∈[t] ) time with discrepancy guarantees that are an absolute multiplicative factor worse. (The second term arises due to sampling the initial Gaussian
point.) This running time essentially matches (up to logarithmic factors) the results of
[1] and make progress towards input-sparsity time algorithms for discrepancy, a direction
suggested by [12].

A variant of our algorithms which run in O t poly(log(t/δ)) + n log t + nnz({vi }i∈[t] )
time is achieved by “disregarding vectors” at time t which are shorter than 1/(2t2 ) (as above)
and otherwise grouping vectors by length into dyadic scales and running the algorithms
separately with independent randomness on each of the scales. Note that when vector lengths
are forced to live in a dyadic scale then sampling an appropriate Gaussian leads us to compute
the above probabilities only when σ ∈ [1, 2] and hence directly evaluation of the series is
efficient.
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Proof of Lemma 6

Proof of Lemma 6. First note rσ (f ) ≤ rσ (0) and rσ (0) ≤ r1 (0) follow immediately from
the Jacobi triple product identity Equation (1) and nonnegativity. Therefore it suffices to
prove that
pσ (1 + f ) ≥ exp(1/σ 2 )r1 (0)
for all σ ≥ 1 and f ∈ [−1/2, 1/2].
First suppose that σ ∈ [1, 2]. Then since pσ (1 + f ) is an alternating series with decreasing
terms,




2 + 2(1 + f )
1 + 2(1 + f )
−
exp
−
.
pσ (1 + f ) ≥ exp −
2σ 2
σ2
Fixing σ, the right has derivative




1
1 + 2(1 + f )
2
2 + 2(1 + f )
− 2 exp −
+ 2 exp −
,
σ
2σ 2
σ
σ2
which we can check is positive for f underneath some cutoff and negative above this cutoff.
Therefore the earlier expression is minimized over f ∈ [−1/2, 1/2] at some f ∈ {±1/2}.
Then, numerical checking shows that for each case f ∈ {±1/2} the resulting expression is
minimized on σ ∈ {1, 2} for similar reasons. We find the true minimum is at f = 1/2 and
σ = 1, which gives
pσ (1 + f ) ≥ 0.12 ≥ er1 (0) ≥ exp(1/σ 2 )r1 (0).
Now we suppose that σ ≥ 2. Let 2k − 1 be the smallest odd integer larger than
σ − 1 − f , which is clearly always a positive integer as σ ≥ 1 and f ≤ 1/2. We know that
t 7→ exp(−t2 /(2σ 2 )) is convex for t ≥ σ, hence t 7→ exp(−(t2 + 2(1 + f )t)/(2σ 2 )) is certainly
convex and decreasing for t ≥ σ − 1 − f . Therefore the difference between the values at j and
j + 1 is at least the difference between the values at j + 1 and j + 2 when j ≥ 2k − 1, yielding
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pσ (1 + f ) =

X

(−1)

j−1


exp

j 2 + 2(1 + f )j
−
2σ 2



j≥1

X

≥

(−1)j−1 exp


−

j 2 + 2(1 + f )j
2σ 2



j≥2k−1

≥

1
2

 X

(−1)j−1 exp


−

j 2 + 2(1 + f )j
2σ 2



j≥2k−1

=

1
exp
2



1
exp
2



≥

1
exp
2



≥

X

+

(−1)j exp


−

j 2 + 2(1 + f )j
2σ 2



j≥2k
2



−

(2k − 1) + 2(1 + f )(2k − 1)
2σ 2

−

(σ + 1 − f )2 + 2(1 + f )(σ + 1 − f )
2σ 2

−

4σ 2 + 16σ + 15
8σ 2


≥



1
exp(−71/32) exp(1/σ 2 )
2

≥ 0.05 exp(1/σ 2 ) ≥ exp(1/σ 2 )r1 (0).
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Introduction

The random oracle model [4] is a powerful but controversial paradigm in cryptography
in which the proof of security of a cryptographic scheme assumes that a certain publicly
computable function H that is used in the scheme behaves like a random function to the
adversary. The random oracle model is hugely influential in designing concretely efficient
cryptosystems, but is inherently problematic theoretically: how could a public, and therefore
completely predictable, function behave in all aspects like a random function? Indeed,
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Canetti, Goldreich and Halevi [15] demonstrated cryptographic schemes that one could
prove secure in the random oracle model, but which are insecure no matter how one tries to
instantiate the oracle with a concrete function (or even a function chosen at random from
an exponential-size family). Nevertheless, this negative result and the notions introduced
therein led to a long line of research that asked what concrete properties of a random oracle
are instantiable in the standard model (see, e.g., [16] for an early work in this direction), and
opened the door to groundbreaking positive results two decades later [12–14, 26, 28, 34].
The key notion introduced in [15] is that of correlation intractability (CI), which captures
a general and powerful form of cryptographic hardness for a hash family H. For any binary
relation R(x, y), a hash family H is correlation-intractable for R if it is computationally
hard (given a hash function h ← H) to find an input x such that R(x, h(x)) is true. For
this definition to make sense, we require that the relation R is sparse: for any x, all but a
negligible fraction of y do not satisfy the relation with x.
For decades, there was little progress on building correlation-intractable hash functions
in the standard model outside of a few extremely simple cases (such as one-way functions).
However, there has been much recent work [10, 12–14, 26, 28, 30, 34] on instantiating restricted
but expressive variants of CI. Namely, these works made the following simplifications:
Starting with [13, 26], additional efficiency requirements were placed on the relation R.
For example, one can require that R(x, y) is decidable in (bounded) polynomial time.
Starting with [12], the relation R was further specialized to represent an efficiently
computable function f . A hash family H is CI for f if it is hard, given h, to find an input
x such that h(x) = f (x).
While these restrictions may seem extreme, these limited forms of CI remain expressive
and powerful. In particular, even CI for efficiently computable functions has implications
for the instantiability of the Fiat-Shamir transform [20] in the standard model [3, 13, 19] for
constant-round public-coin interactive proof systems. Most notably, [12, 34] construct hash
families H that are CI for efficiently computable functions under standard cryptographic
assumptions related to the learning with errors (LWE) problem, and use these hash families
to build the first lattice-based non-interactive zero-knowledge (NIZK) proof systems for NP.
Let us recall the [12, 34] constructions at a high level. [12] gives a generic construction
using fully homomorphic encryption (FHE) [11, 22]. The construction is simple: a hash
function h ← H is parameterized by a FHE ciphertext Enc(g) for some (dummy) function g.
To evaluate h(x), simply homomorphically evaluate g on x to obtain some ciphertext of the
form Enc(g(x)). One can show that this hash family is CI for a function f if the FHE scheme
is circular secure: since g is computationally hidden, we can replace it in the security proof
with a function g ∗ (x) = Decsk (f (x)) + 1 specifically designed to avoid f (x) at the ciphertext
level.
While this construction is both simple and generic, it has the significant drawback that
it relies on the circular security (rather than semantic security) of the FHE, and therefore
cannot be proven secure under the plain LWE assumption. Peikert and Shiehian [34] then
gave an ingenious construction of CI based on plain LWE. Their construction uses the algebra
of the [23] FHE scheme to give a special-purpose variant of the [12] approach that avoids
reliance on circular security. However, this requires making a number of changes to the
hash function: at a high level, they “downgrade” plain LWE-based GSW ciphertexts after
evaluation to Regev “ciphertexts” (where the plaintext space is Zq and decryption correctness
is only approximate) with circular dependencies. This results in a LWE-based CI hash family,
but loses the conceptual simplicity of the [12] construction.
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Our Results and Techniques

Our main result is a new framework for constructing CI hash functions using a cryptographic
primitive called shift-hiding shiftable functions (SHSFs) [33], a twist on private constrained
pseudorandom functions [7,8,29]. A SHSF family is a function family {Fmsk } that additionally
supports the ability to delegate a constrained key skf that enables computation of the map
x 7→ Fmsk (x) + f (x), without revealing the “shift function” f . Shift-hiding shiftable functions
were originally introduced for the purpose of constructing private constrained PRFs, but
have since found several other applications [18, 35].
In a nutshell, we show that SHSFs are intimately tied to correlation intractability via an
extremely short proof. We further develop this framework in three directions.
1. We obtain a conceptually simple construction of CI for functions based on LWE. This
construction can replace the FHE-based approach of [12, 34] and shows that the prior
function family of [33] (constructed for an entirely different purpose) was already a good
CI hash family.
2. We show that our construction transparently generalizes to new variants of multi-input
CI, which is currently poorly understood.
3. We give additional instantiations of our framework (which are new, in both the singleand multi-input settings) using indistinguishability obfuscation and other standard assumptions.
Moreover, we believe that our framework and new approach to constructing CI hash
functions may be useful for future progress on and understanding of this primitive.

Lifting CI
We begin with a description of (1). Our main technique is a lifting theorem (Theorem 17)
that allows us to construct CI hash functions for complex relations starting from CI hash
functions for simpler relations. In the single-input setting, it states that any SHSF family
(for a function class F ) satisfying a very weak form of correlation intractability is essentially
already a CI hash family for F .
▶ Theorem 1 (Informal). Suppose that SHSF = {Fmsk } is a family of SHSFs for a function
class F , and suppose that Fmsk satisfies either of the following two one-wayness properties:
−1
Given msk, it is hard to find an element in Fmsk
(0), or
−1
Given msk and a uniformly random target r, it is hard to find an element in Fmsk
(r).
Then, the shifted evaluation algorithm of SHSF describes a hash family H that is correlationintractable for all functions f ∈ F .
The CI hash function is extremely simple to describe. Hash keys are shifted keys skZ
for the all-zero function Z, and hash function evaluation is simply the shifted evaluation
using skZ which computes exactly the function Fmsk . (Philosophically, the CI hash family
constructed in this theorem is a form of “obfuscated PRF evaluation” although shift-hiding
functions are decidedly more complex to construct than PRFs.) The proof of Theorem 1 is
also simple.
Proof Sketch. If an adversary A, given a hash key skZ , finds an input x such that
Hash(x) := FskZ (x) = f (x) ,
then by the shift-hiding property of SHSF, A also produces such an x when given skf instead
of skZ . In that case, A solves the equation
f (x) = Fskf (x) = Fmsk (x) + f (x),
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which is equivalent to the equation Fmsk (x) = 0. This yields a 0-inversion attack on Fmsk .
The “random target” version of the theorem holds by the same argument, using a shifted
key skfr for the function fr (x) = f (x) − r.
◀
We note that Theorem 1 could be proved under a weaker one-wayness assumption, namely,
that it is hard to find an input x such that Fmsk (x) = 0, given a shifted key skf for any
pre-specified f ” (as opposed to being given msk in the clear). However, we phrase Theorem 1
under the assumption that Fmsk is one-way (given msk in the clear) because this is a clean,
f -independent security property, which also makes it more amenable to instantiation/proof.
In our constructions below, we prove the stronger one-wayness property of Fmsk .

Instantiation from LWE
Given Theorem 1, it remains to construct an SHSF family satisfying this one-wayness
property. We show that a variant of the Peikert-Shiehian SHSF [33] satisfies this.
▶ Theorem 2 (Informal, see the full verion [31]). Assuming the hardness of standard lattice
problems (LWE and 1-dimensional SIS variants), the [33] SHSF1 is one-way.
We now sketch our proof assuming some knowledge of LWE-based cryptography.
Proof Sketch. In the Peikert-Shiehian SHSF construction, msk = s ∈ Znq is an LWE secret,
and
Fmsk (x) = ⌊sAx + u · G−1 (Ax )⌉p ∈ Zµp
n×µ
where G ∈ Zn×m
is the gadget matrix, u ∈ Zm
q
q is a uniformly random row vector, Ax ∈ Zq
is a matrix constructed out of (uniformly random) matrices A1 , . . . , Aℓ using the gadget
homomorphisms from [6], and ⌊·⌉p denotes the rounding operation that (roughly speaking)
keeps the top log p bits of the argument and discards the rest. By [33], this family is
shift-hiding under the LWE assumption and (computationally) correct under the 1D-SIS
assumption.
If the adversary finds an x such that Fmsk (x) = 0, there are two cases; the first case is
when G−1 (Ax ) is non-zero. This gives an approximate subset sum solution for the instance
sG + u, that is,

q q
(sG + u)G−1 (Ax ) ∈ qZµ + [− , ]µ .
p p
This violates (on whichever column of G−1 (Ax ) is nonzero) a natural one-dimensional variant
of SIS that we show is as hard as worst-case lattice problems provided that p is large enough2
(see the full version [31]).
The second case is when the adversary finds an x such that G−1 (Ax ) = 0, which implies
that Ax = 0. We show that the adversary cannot make this happen without violating SIS
(again!) Roughly speaking, we use the fact that if we program the matrices Ai = ARi + hi G
where Ri are matrices with small entries and h is the description of a constant function with

1
2

Compared to [33], (1) our construction is slightly modified for ease of proof, and (2) particular parameter
settings are required.
Some care must be taken to set parameters so that the SHSF security reductions still hold for this
choice of p.
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(j)

image y ̸= 0 ∈ Zµq , the following equation holds for each column ax of Ax due to the gadget
homomorphisms of Boneh et al. [6]:
ax(j) = Arx(j) + yj u1
(j)

(where u1 is the first standard basis vector) for some rx that is a function of R1 , . . . , Rℓ . We
know by assumption
that Ax =i 0. Since y ̸= 0, this means that the adversary found a valid
h
(1)
(µ)
solution Rx = rx
to the (inhomogenous) SIS problem ARx = −u1 y ⊤ ∈ Zn×µ
,
. . . rx
q
which is hard assuming that worst-case lattice problems are hard. This finishes the proof of
one-wayness.
◀
Combining Theorem 2 with Theorem 1, we already recover a similar result to [34]. That
is, assuming the hardness of standard lattice problems, there exists a hash family that is
correlation-intractable for all bounded-size functions. By appealing to [12], this also gives
a lattice-based NIZK argument system for NP. However, our approach leverages this new,
conceptually simple connection to SHSFs and shows that [33] were “most of the way” to
LWE-based CI. Besides the extremely simple bootstrapping theorem, the missing piece was
whether a natural PRF construction [33] satisfies a one-wayness property given msk in the
clear. A similar question was previously studied for the GGM PRF family [17], but does not
appear to have been addressed for other concrete PRF families.
Next, we describe how our techniques extend to give new feasibility results in two different
directions:
They immediately generalize to setting of multi-input CI, and
They allow for new generic instantiations based on indistinguishability obfuscation.
We remark that constructing (single- or multi-input) CI hash functions even assuming
indistinguishability obfuscation is far from straightforward. Indeed, the initial works [13,26,28]
in this line all made non-standard assumptions in addition to iO. Non-standard assumptions
were required until the work of [12] which constructed single-input CI hash functions under
circular-secure LWE. However, they only managed to do this for a tiny subset of relations
that [13, 28] achieved. In particular, replicating the results of [28] or even [13] assuming only
iO (plus standard assumptions) is a challenging open problem.

1.2

Applications: Multi-Input CI from LWE and CI from iO

So far, we have only discussed single-input CI; that is, we considered CI for relations with a
single input x and single corresponding output y. However, there is a natural generalization
of CI to relations with many input-output pairs: a hash family H is defined to be CI for
a relation R(x1 , . . . , xt , y1 , . . . , yt ) if if it is computationally hard (given a hash function
h ← H) to find inputs x1 , . . . , xt such that (x1 , . . . , xt , h(x1 ), . . . , h(xt )) ∈ R. In contrast
to the single-input case, multi-input correlation intractability (for any t ≥ 2) is a far less
well-understood primitive. Perhaps the simplest nontrivial example of multi-input CI is for
the relation R where R(x1 , x2 , y1 , y2 ) = 1 if and only if y1 = y2 but x1 ̸= x2 . A CI hash
family for R is precisely a collision-resistant hash family. However, most multi-input relations
do not correspond to security notions that are simple-to-understand or previously studied.
CI for more general multi-input relations also has interesting applications, including:
1. As a useful tool for the untrusted setup of public parameters [13, 38]: Multi-input CI hash
functions allow n parties P1 , . . . , Pn with inputs x1 , . . . , xn to compute public outputs
yi = H(xi ) that can be used to generate public parameters for a multi-party protocol.
Correlation intractability of H is necessary to ensure that a “bad CRS” is not accidentally
(or maliciously) agreed on.
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2. As a hash function in proof-of-work protocols [13,14]: In the bitcoin protocol [32], a miner
succeeds in adding a block to the blockchain when she finds an x such that y = H(x||Bi )
starts with a specified number of zeroes (here, Bi is the i-th block and once found, y is
placed in the next block Bi+1 ). A very desirable property in this setting is that a single
miner (or collection of colluding miners) cannot find multiple consecutive blocks with
significantly less effort than finding them sequentially. This property can be formalized
as a quantitatively precise3 variant of multi-input CI. For example, in the case of two
consecutive blocks, simplifying the setting a little, we require a 2-input CI for the relation
R where R(x1 , x2 , y1 , y2 ) = 1 iff y1 and y2 start with a pre-specified number ℓ of zeroes,
and y1 is a suffix of x2 .
Unfortunately, multi-input CI has so far proved hard to achieve. In particular, the
constructions of [10, 12–14, 28, 34] are only known to achieve single-input CI. Holmgren and
Lombardi [26] do achieve multi-input CI for a large class of relations that they call locally
sampleable relations. However, they require both an indistinguishability obfuscation (iO)
scheme [2] as well as an “optimally-secure” one-way product function [26]. While iO can now
be achieved under relatively standard assumptions [9, 21, 27, 37], the latter is a very strong
“brute force is optimal”-type assumption. Zhandry [38] constructed a hash family satisfying a
very special form of multi-input CI called “output intractability”. Output intractability is a
form of CI for relations R(x1 , . . . , xt , y1 , . . . , yt ) that depend only on the yi , which captures
some variants of application (1) above. On the plus side, the construction is based on the
exponential hardness of the Diffie-Hellman problem.4 To summarize, multi-input CI is either
known for a small class of relations under standard assumptions, or for a larger class of
relations under very strong assumptions. We refer the reader to Section 1.3 for more details
and further comparisons.

Multi-Input CI via Shift-Hiding
One consequence of our shift-hiding technique is a collection of feasibility results for multiinput correlation intractability based on standard assumptions. We obtain two flavors of
results: constructions from standard (lattice) assumptions, and constructions from indistinguishability obfuscation.
Our results are obtained via a generalization of our lifting theorem (Theorem 1) to
multi-input relations. This gives us three new constructions of multi-CI hash functions under
different assumptions:
Our first construction considers the shifted linear relation
X
X
Rlin = {(x1 , . . . , xt , y1 , . . . , yt ) :
w i yi =
wi f (xi ) (mod p)}
where p is some large integer (roughly 2λ ), wi are small weights and f is an arbitrary
polynomial-time computable function. We construct a multi-input CI hash function for
Rlin under the same lattice assumptions as in the single-input case (all approximation
ratios are larger by a factor of t).

3

4

As noted in [13], CI following the (poly, negl) security definition framework is insufficient for this
application. Instead, these protocols desire a concrete “moderately small” probability of breaking CI
and a tight gap between honest and adversarial parties’ probabilities of doing so in a fixed runtime. We
do not attempt to address this subtlety in this work.
Moreover, given an inverse-subexponential lower bound on the sparsity of the relation, Zhandry’s
construction is secure under (the more standard) sub-exponential DDH.
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Our second and third constructions consider the shifted general relation
R = {(x1 , . . . , xt , y1 , . . . , yt ) : R0 (y1 − f (x1 ), . . . , yi − f (xi )) = 1}
where R0 is any polynomial-time decidable relation. In particular, our second construction
achieves a multi-input CI hash function for R under subexponential iO, subexponential
OWFs, and (sufficiently) lossy functions.

Our Generalized Lifting Theorem
Given any output-only relation R0 , we say that a hash family H is R0 -output intractable
if it is hard (given h) to find distinct5 inputs x1 , . . . , xt such that (y1 , . . . , yt ) ∈ R0 for
yi = h(xi ). Output intractability as a standalone property (like collision-resistance) is known
to be instantiable based on standard cryptographic assumptions (e.g., lossy functions [36])
as we discuss in Section 1.3. Our generalization of Theorem 1 states that SHSFs that are
output-intractable lead to interesting new CI constructions.
▶ Theorem 3 (Also see Theorem 17). Suppose that SHSF is a shift-hiding shiftable function
family. Assume that it is hard, given msk, to find distinct x1 , . . . , xt such that R0 (y1 , . . . , yt ) =
1 where yi = Fmsk (xi ) and R0 is some polynomial-time computable relation. Then, there is a
CI hash family for the shifted output relation
R = {(x1 , . . . , xt , y1 , . . . , yt ) : R0 (y1 − f (x1 ), . . . , yi − f (xi )) = 1}
The proof of Theorem 3 follows from that of the single-input CI case mutatis mutandis.
Thus, all that remains is to construct SHSFs that are output-intractable. We show three
constructions.

Instantiation from LWE
To obtain a form of multi-input CI from LWE, we combine Theorem 3 with a generalization
of Theorem 2:
▶ Theorem 4. Under standard lattice assumptions, there exists a SHSF family SHSF satisfying
the following form of correlation intractability: for every nonzero vector w ∈ {−1, 0, 1}t , it is
hard (given msk) to find t distinct inputs x1 , . . . , xt such that
X
wi · Fmsk (xi ) = 0,
i

where the sum is computed modulo some (large enough) integer p.
Our modification of the Peikert-Shiehian [33] construction satisfies this more general
form of output intractability (for small linear equations), although the proof (in “Case 2”
above) is more complicated (see the full version [31]). Note that this is a strict generalization
of both single-input CI for functions (where t = 1, w = 1) and collision-resistance (where
t = 2, w = (−1, 1) and f is the constant function). Previously, this form of correlation
intractability was only known assuming iO and (extremely hard) one-way product functions
[26].

5

P

For the relation
w y = 0 implicitly described above, it is enough to assume that the inputs xi are
i i i
not all equal for the relation to be sparse. We elaborate on this weakening of output intractability as
compared to [26, 38] in Section 2.
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Instantiation from IO + lossiness
Our second construction achieves correlation intractability for shifted R0 -output relations
for a large class of R0 simultaneously (as opposed to linear R0 as in the LWE case above).
It can be thought of as a (non-black-box) combination of our approach with a construction
due to Zhandry [38] of output-intractable hash functions.
▶ Theorem 5. Assume the existence of subexponential iO, subexponential OWFs, and lossy
functions with input domain {0, 1}n with a range of size ≤ 2ℓ in lossy mode. Then, there
exists a hash family H that is CI for all (efficiently decidable) shifted t-ary output relations
with sparsity at most 2−tℓ .
As a corollary, we conclude that additionally assuming the existence of extremely lossy
functions [38], there is a hash family H that is CI for all (efficiently decidable) shifted t-ary
output relations with sparsity 2−ω(t) . As another corollary, we note that by combining
Theorem 5 with [12], we obtain a construction of dual-mode NIZKs for NP based on iO,
(injective) lossy functions, and lossy encryption. This closely matches the assumptions used
in the work [25] but with a simpler construction. The corollary follows because the hash
family from Theorem 5 satisfies “somewhere statistical correlation intractability.”

A Separation between Single-Input and Multi-Input CI
Finally, we show that single-input and multi-input CI hash functions are fundamentally
different primitives by demonstrating a separation between them. This follows from our
third new CI instantiation, which is interesting even in the single-input setting.
▶ Theorem 6. Assume the existence of subexponentially secure indistinguishability obfuscation,
subexponentially secure one-way functions, and a hash family H such that H is R0 -output
intractable, and for a random input X, hk (X) is 2−n -indistinguishable from uniform (even
given k). Then, there exists a hash family that is CI for shifted R0 -relations.
This theorem says that assuming subexponential iO and one-way functions, shifted-CI
for R0 can be constructed (semi-)generically from output intractability for R0 . Theorem 6
is proved by combining Theorem 3 with a construction of an R0 -output intractable SHSF
using iO, puncturable PRFs, and an output-intractable hash function satisfying the above
statistical requirement.
We note that as a corollary to Theorem 6, we obtain a construction of single-input CI for
all efficient functions from iO and one-way permutations.6
▶ Corollary 7. If subexponential iO, subexponential OWFs, and (polynomially-secure) OWPs
exist, then there exists a hash family that is CI for all efficient functions, that is, relations
R(x, y) which is true iff y = f (x).
Corollary 7 follows from Theorem 6 by setting the output-intractable hash function H
to be hk (x) := f (x) + k, where f is a one-way permutation7 and k is a uniformly random
key. This construction is notable in that it separates single-input correlation intractability
6

7

As is common [24], one must be careful about which definitions of “one-way permutation” suffice for
this result. In our proof (which suffices for the separation), we assume that the one-way permutation
has domain {0, 1}n . It turns out that the proof can be made to work for discrete log-based one-way
permutations, but does not appear to work for the (trapdoor) permutations constructed based on iO [5].
It suffices for f to be a OWF whose output distribution is close to uniform, e.g., a surjective regular
OWF.
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(theoretically) from two-input correlation intractability: due to an impossibility result of
Asharov-Segev [1], it is known that there is no (black-box) construction of CRHFs from iO
and one-way permutations (even with exponential security). A similar separation was shown
in [26], but the “positive result” required assuming optimally hard one-way functions along
with iO to obtain CI for all efficient functions (and more). In contrast, our construction is
based on assumptions in the quantitatively standard regime.

1.3

Additional Related Work Discussion

Multi-Input Correlation Intractability
We summarize what was previously known regarding multi-input correlation intractability:
For subexponentially sparse output relations R0 , output intractability for R0 can be
constructed based on lossy functions (following [38], but relying on less extreme forms of
lossiness). Based on “extremely lossy functions”, Zhandry [38] constructs a hash family
that is CI for all sparse (efficiently decidable) output relations.8
Similarly to Zhandry [38], the construction x 7→ p(Hk (x)) (where Hk is a sufficiently
shrinking collision-resistant hash function and p is sampled from a t-wise independent
hash family) also yields output intractability for subexponentially sparse (and efficiently
decidable) output relations.
Holmgren and Lombardi [26] construct output-intractable hash functions for all sparse
(even inefficient) R based on “one-way product functions” (OWPFs), OWFs satisfying
a quantitiatively extreme assumption about the hardness of inverting many one-way
function challenges in parallel. OWPFs (in different parameter regimes) are existentially
incomparable to lossy functions and CHRFs. Under sufficiently strong assumptions, these
hash families achieve quantitiatively better security than is possible for the previous two
constructionss.
Holmgren and Lombardi [26] also construct correlation-intractable hash families for
relations R(x, y) that include all shifted output relations. However, they rely on both
indistinguishability obfuscation and OWPFs (as above).

Comparison with Peikert-Shiehian [34]
[34] constructs single-input CI based on the LWE (or SIS) assumption. Their construction
improves upon the construction of [12] based on circular-secure FHE: by making use of
special properties of the [23] (and related) FHE schemes, they can remove the need for a
circular ciphertext Enc(sk, sk) in a specific GSW-based construction. By comparison, we
show that any SHSF that is one-way is also CI for bounded functions, and that (essentially)
the [33] SHSF is one-way. It does not seem easy to abstract out a simple, generic property of
the [34] hash function that implies multi-input correlation intractability.
Given our generalization to multi-input CI, it is also reasonable to ask whether the [34]
hash function also satisfies a form of multi-input CI. In fact, it appears likely that it satisfies
CI for shifted-sum relations (just like our construction). However, a proof of this fact requires
some of our analysis in the security proof of our multi-input CI construction (Theorem 4).

8

This is a special case of Zhandry’s actual result; we refer the reader to [38] for more details.
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Comparison with Brakerski-Koppula-Mour [10]
We also note that our construction shares some conceptual similarity to the recent CI
construction of [10]. We highlight the similarity here:
In [10], they show that a hash function x 7→ hk (x) − r (for a random r) is CI for a
(low-degree) function f by writing down an indistinguishable key distribution kf so that
hkf (x) − f (x) lies in some sparse set Sf . Then, hkf (x) − f (x) = r typically has no
(information theoretic) solution.
In our construction, we show that a hash function x 7→ hk (x) − r is CI for f by writing
down an indistinguishable key distribution kf so that hkf (x) − f (x) is the evaluation of a
PRF PRFs (x). Then, as long as it is computationally hard to find a PRF inverse Fs−1 (r)
(i.e. as long as Fs is one-way), we can conclude that the equation hkf (x) − f (x) = r is
computationally hard to solve.

2

Preliminaries

Some of the preliminaries below are adapted from [12, 26].

2.1

Hash Functions and Correlation Intractability

▶ Definition 8. For a pair of efficiently computable functions (ν(·), µ(·)), a hash family
with input length ν and output length µ is a collection H = {hλ : {0, 1}κ(λ) × {0, 1}ν(λ) →
{0, 1}µ(λ) }λ∈N of keyed hash functions, along with a pair of p.p.t. algorithms:
H.Gen(1λ ) outputs a hash key k ∈ {0, 1}κ(λ) describing a hash function h.
H.Hash(k, x) computes the function hλ (k, x) = h(x). We may use the notation h(x) to
denote hash evaluation when the hash family is clear from context.
Following [12, 26], we consider the security notion of correlation intractability [15] for
multi-input relations.
▶ Definition 9 (Multi-Input Correlation Intractability). For a given relation ensemble R =
{Rλ ⊆ ({0, 1}ν(λ) )t(λ) × ({0, 1}µ(λ) )t(λ) }, a hash family H = {hλ : {0, 1}κ(λ) × {0, 1}ν(λ) →
{0, 1}µ(λ) } is said to be R-correlation intractable with security (s, δ) if for every s-size adversary
A = {Aλ },
h
i

Pr
x, y = (h(x1 ), . . . , h(xt )) ∈ R = O(δ(λ)).
k←H.Gen(1λ )
x=(x1 ,...,xt )←A(k)

We say that H is R-correlation intractable with security δ if it is (λc , δ)-correlation intractable
for all c > 1. Finally, we say that H is R-correlation intractable if it is (λc , λ1c )-correlation
intractable for all c > 1.
A random oracle is correlation intractable for relations that are sparse, defined as follows:
n
o
▶ Definition 10 (Sparsity). A relation R = Rλ ⊆ ({0, 1}ν(λ) )t(λ) × ({0, 1}µ(λ) )t(λ) is
ρ(λ)-sparse if for every x ∈ ({0, 1}ν(λ) )t(λ) ,
Pr

[(x, y) ∈ R] ≤ ρ(λ).

y←({0,1}µ(λ) )t(λ)

We say that R is sparse if it is negl(λ)-sparse.
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In this work, we focus on distinct input relations, i.e., relations R such that for any
(x, y) ∈ R, we have that xi ̸= xj for any pair (i, j).
We now describe some special cases of the above definition. Two of them (CI for efficient
functions and Output Intractability) have been discussed in prior works [12, 26, 34, 38], while
a third – which we call “CI for shifted relations” – we introduce in this work.
▶ Definition 11 (Correlation Intractability for Functions). For a given function ensemble F =
{fλ : {0, 1}ν(λ) → {0, 1}µ(λ) }, a hash family H = {hλ : {0, 1}κ(λ) × {0, 1}ν(λ) → {0, 1}µ(λ) }
is said to be f -correlation intractable if it is R-correlation intractable for the single-input
relation
n
o
R = (x, f (x)) : x ∈ {0, 1}∗ .
Formally, the requirement is that for every poly-size A = {Aλ },
h
i
Pr
h(k, x) = f (x) = negl(λ).
k←H.Gen(1λ )
x←A(k)

▶ Definition 12 (Output Intractability). For a given relation ensemble Rout = {Rout,λ ⊆
({0, 1}µ(λ) )t(λ) }, a hash family H = {hλ : {0, 1}κ(λ) × {0, 1}ν(λ) → {0, 1}µ(λ) } is said to be
Rout -output intractable if it is R-correlation intractable for the relation
n
o
R = (x, y) : y ∈ Rout and xi ̸= xj for all i ̸= j .
Formally, the requirement is that for every poly-size A = {Aλ },
h
i
Pr
xi ̸= xj for all i ̸= j and y = (h(x1 ), . . . , h(xt )) ∈ Rout = negl(λ).
k←H.Gen(1λ )
x=(x1 ,...,xt )←A(k)

In this work, we also consider a strengthening of Rout -output intractability (as defined
above) in which the inputs x1 , . . . , xt are not required to be distinct; of course, this larger
relation must still be sparse in order for correlation intractability to be feasible.
▶ Definition 13 (Not-All-Equal (NAE) Output Intractability). For a given relation ensemble
Rout = {Rout,λ ⊆ ({0, 1}µ(λ) )t(λ) }, a hash family H = {hλ : {0, 1}κ(λ) × {0, 1}ν(λ) →
{0, 1}µ(λ) } is said to be not-all-equal Rout -output intractable if it is R-correlation intractable
for the relation
n
o
R = (x, y) : y ∈ Rout and x1 , . . . , xt are not all equal .
When t is a constant, not-all-equal output intractability for a t-output relation Rout
follows from standard output intractability for ≤ tt different relations defined based on Rout
(there is one distinct-input relation for each partition of [t]). When t is superconstant it
becomes better to prove the security property directly (without incurring a tt security loss).
▶ Definition 14 ((Not-All-Equal) Multi-Input CI for Zp -Shifted Relations). Let p = p(λ) be an
efficiently computable function of λ.
µ(λ)
For a given function ensemble F = {fλ : {0, 1}ν(λ) → Zp } and relation ensemble
µ(λ)
µ(λ)
Rout = {Rout,λ ⊆ (Zp )t(λ) }, a hash family H = {hλ : {0, 1}κ(λ) × {0, 1}ν(λ) → Zp }
is said to be (Rout , f )-correlation intractable (respectively,not-all-equal (Rout , f )-correlation
intractable) if it is correlation intractable for the shifted relation
n
o
R = (x, y) : xi ̸= xj for all i ̸= j and (y1 − f (x1 ), . . . , yt − f (xt )) ∈ Rout ,
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respectively,
n
o
RNAE = (x, y) : x1 , . . . , xt are not all equal (y1 − f (x1 ), . . . , yt − f (xt )) ∈ Rout .
We note that Definition 14 generalizes both Definition 11 and Definition 12/Definition 13. In
particular, when p(λ) is a power-of-two, Definitions 12 and 13 can be recovered (identifying
Zµp = {0, 1}µ log p ) by setting f to be the all-zero function, while Definition 11 can be recovered
by setting Rout = {0µ ∈ Zµp = {0, 1}µ log p }.
Finally, we describe an interesting special case of Definition 14 that we securely instantiate
under LWE.
▶ Definition 15 (Weighted Sum Resistance mod p). Let t = t(λ). A hash function family H
with output space Zµp is weighted sum resistant mod p with weights w ∈ {−1, 0, 1}t if it is
output intractable for the t-output relation
t
n X
o
Rout = y :
wi yi = 0µ (mod p) .
i=1

Similarly, it is not-all-equal weighted sum resistant mod p with weights w if it is NAE
output intractable for Rout .
We say that H is weighted sum resistant if it is sum resistant for all nonzero weight vectors
w, and NAE-weighted sum resistant if it is NAE-sum resistant for all weight vectors w such
P
that i wi =
̸ 0. As shown in the full version [31], our LWE-based hash family satisfies (NAE)
multi-input CI for (both variants of) shifted weighted sum resistance mod p with p ≈ 2λ .

2.2

Shift-Hiding Shiftable Functions

We consider a weakening of the original definition of Peikert and Shiehian [33] that does not
give the adversary oracle access to the SHSF. We also consider a modified definition with
exact correctness rather than approximate correctness (this corresponds to the “rounded
version” of the [33] construction).
▶ Definition 16 (Shift-Hiding Shiftable Functions [33]). Let p = p(λ) be an efficiently
computable function of λ. We define a family of shift-hiding shiftable functions with input
µ(λ)
space {0, 1}ν(λ) and output space Zp
= {0, 1}µ(λ) log p(λ) for arbitrary polynomial functions
(ν(λ), µ(λ)).
µ(λ)
For a given class C of function ensembles F = {fλ : {0, 1}ν(λ) → Zp }, a shift-hiding
shiftable function family SHSF = (Gen, Shift, Eval, SEval) consists of four PPT algorithms:
Gen(1λ ) outputs a master secret key msk and public parameters pp.
Shift(msk, f ) takes as input a secret key msk and a function f ∈ F . It outputs a shifted
key skf .
Eval(pp, msk, x), given a secret key msk and input x ∈ {0, 1}ν(λ) , outputs an evaluation
µ(λ)
y ∈ Zp .
SEval(pp, skf , x), given a shifted key skf and input x ∈ {0, 1}ν(λ) , outputs an evaluation
µ(λ)
y ∈ Zp .
We will sometimes use the notation Fsk (x) to mean either Eval(sk, x) or SEval(sk, x) when
the context is clear.
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We require that SHSF satisfies the following two properties:
Computational Correctness: for any function f ∈ C, given public parameters pp and
a shifted key skf ← Shift(msk, f ) (for (pp, msk) ← Gen(1λ )), it is computationally hard
to find an input x ∈ {0, 1}ν(λ) such that Eval(skf , x) ̸= Eval(msk, x) + f (x) (mod p). In
other words, the equation
Fskf (x) = Fmsk (x) + f (x)
holds computationally (mod p).
Shift Hiding: for any pair of functions f, g ∈ C,
skf ≈c skg ,
where skf ← Shift(msk, f ), skg ← Shift(msk, g), and msk ← Gen(1λ ).

3

Correlation Intractability from Shift-Hiding Shiftable Functions

In this section, we show that shift-hiding shiftable functions (Definition 16) that are output
intractable (Definitions 12 and 13) can be used to construct correlation-intractable hash
functions for shifted relations (Definition 14). As a special case, this shows that SHSFs that
are hard to invert yield correlation-intractable hash functions for all circuits (Definition 11)
supported by the SHSF function class C. In other words, SHSFs allow us to lift a form of
output intractability to a more general form of correlation intractability.
Formally, let SHSF = (Gen, Shift, Eval) be a SHSF family that represents functions of
µ(λ)
and supports shifts for functions f ∈ C, where C is some
the form Fsk : {0, 1}ν(λ) → Zp
class that contains the all zero function ensemble. We then consider two hash functions
Hplain , Hshift :
Hplain uses msk as a hash key, and computes the function h(msk, x) = Fmsk (x).
Hshift uses skZ as a hash key, where Z : {0, 1}ν → Zµp is an identically zero function. It
computes the function h(skZ , x) = FskZ (x).
▶ Theorem 17. Let Rout be an efficiently decidable output relation. If SHSF is a shifthiding shiftable function family for C and Hplain is Rout -output intractable, then Hshift is
(R, f )-correlation intractable for any f ∈ C.
Moreover, if Hplain is NAE-Rout -output intractable, then Hshift is NAE-(R, f )-CI for any
f ∈ C.
Proof. Suppose that a PPT adversary A breaks the (R, f )-correlation intractability of Hshift ,
which means that A wins the following challenger-based security game with non-negligible
probability:
1. The challenger samples msk ← Gen(1λ ).
2. The challenger samples sk = skZ ← Shift(msk, Z) and sends sk to A.
3. A(sk) outputs x = (x1 , . . . , xt ).
4. A wins if (i) the inputs xi are distinct, and (ii) for yi = Fsk (xi ) − f (xi ), the relation
Rout (y) holds.
Then, A also wins each of the following modified security games with non-negligible probability.
Hybrid Hyb1 : same as the honest security game, except that in step (2), we sample
skf ← Shift(msk, f )
This is indistinguishable from the original security game by the shift-hiding of SHSF.
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Hybrid Hyb2 : same as Hyb1 , except that in step (4), we change the win condition (ii) so
that A wins if for yi = Fmsk (xi ), the relation Rout (y) holds.
This is indistinguishable from Hyb1 by the computational correctness of SHSF.
Finally, we show that A’s success in Hyb2 leads to an attack A′ on the Rout -output intractability of Hplain . The attack works as follows:
1. The challenger samples msk ← Gen(1λ ) and sends msk to A′ .
2. A′ (msk) samples sk = skf ← Shift(msk, f ).
3. A′ then calls A(skf ) and outputs x = (x1 , . . . , xℓ ).
4. By definition, A′ wins if (i) the xi are distinct, and (ii) for yi = Fmsk (xi ), the relation
Rout (y) holds.
By construction, A′ above wins with the same probability that A wins in Hyb2 , contradicting
the Rout -output intractability of Hplain .
The same argument as above applies to NAE-CI, with the condition (i) replaced by “the
inputs xi are not all equal.” This completes the proof of Theorem 17.
◀
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bin’s load by sending binary queries of the form “Is the load at least the median?” or “Is the load at
least 100?”.
For the lightly loaded case m = O(n), Feldheim and p
Gurel-Gurevich (2021) showed that with
one query it is possible to achieve a maximum load of O( log n/ log log n), and they also pose the
p
question whether a maximum load of m/n + O( log n/ log log n) is possible for any m = Ω(n). In
√
this work, we resolve this open problem by proving a lower bound of m/n + Ω( log n) for a fixed
√
m = Θ(n log n), and a lower bound of m/n + Ω(log n/ log log n) for some m depending on the used
strategy.
We complement this negative result by proving a positive result for multiple queries. In particular,
we show that with only two binary queries per chosen bin, there is an oblivious strategy which ensures
√
a maximum load of m/n + O( log n) for any m ≥ 1. Further, for any number of k = O(log log n)
binary queries, the upper bound on the maximum load improves to m/n + O(k(log n)1/k ) for any
m ≥ 1.
This result for k queries has several interesting consequences: (i) it implies new bounds for the
(1 + β)-process introduced by Peres, Talwar and Wieder (2015), (ii) it leads to new bounds for the
graphical balanced allocation process on dense expander graphs, and (iii) it recovers and generalizes
the bound of m/n + O(log log n) on the maximum load achieved by the Two-Choice process,
including the heavily loaded case m = Ω(n) which was derived in previous works by Berenbrink et
al. (2006) as well as Talwar and Wieder (2014).
One novel aspect of our proofs is the use of multiple super-exponential potential functions, which
might be of use in future work.
2012 ACM Subject Classification Mathematics of computing → Probability and statistics; Mathematics of computing → Discrete mathematics; Theory of computation → Randomness, geometry and
discrete structures; Theory of computation → Design and analysis of algorithms
Keywords and phrases power-of-two-choices, balanced allocations, potential functions, thinning
Digital Object Identifier 10.4230/LIPIcs.ITCS.2022.103
Related Version Full Version: https://arxiv.org/abs/2107.03916
Funding Thomas Sauerwald: The author was supported by the ERC grant “Dynamic March”. Part
of this work was done while visiting Hasso-Plattner Institute, Potsdam, Germany.

1

Introduction

We study balls-and-bins processes where the goal is to allocate m balls (jobs) sequentially
into n bins (servers). The balls-and-bins framework a.k.a. balanced allocations [5] is a very
popular and simple framework for various resource allocation and storage problems such as
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load balancing, scheduling or hashing (see surveys [27, 34] for more details). In most of these
settings, the goal is to find a simple allocation strategy that results in an allocation that is
as balanced as possible.
It is a classical result that if each ball is placed in a random bin chosen independently
and uniformly (called One-Choice),
then the maximum load is Θ(log n/ log log n) w.h.p.1
p
for m = n, and m/n + Θ( (m/n) log n) w.h.p. for m ≫ n. Azar et al. [5] (and implicitly
Karp et al. [21]) proved that if each ball is placed in the lesser loaded of two randomly
chosen bins, then the maximum load drops to log2 log n + O(1) w.h.p., if m = n. This
dramatic improvement of Two-Choice is widely known as “power of two choices”, and
similar ideas have been applied to other problems including routing, hashing and randomized
rounding [27].
While for m = n a wide range of different proof techniques have been employed, the heavily
loaded case m ≫ n turns out to be much more challenging. In a seminal paper [9], Berenbrink
et al. proved a maximum load of m/n + log2 log n + O(1) w.h.p. using a sophisticated Markov
chain analysis. A simpler and more self-contained proof was recently found by Talwar and
Wieder [32], giving a slightly weaker upper bound of m/n + log2 log n + O(log log log n) for
the maximum load and at the cost of a larger error probability.
In light of the dramatic improvement of Two-Choice (or d-Choice) over One-Choice,
it is important to understand the robustness of these processes. For example, in a concurrent environment, information about the load of a bin might quickly become outdated or
communication with bins might be restricted. Also, acquiring always d ≥ 2 uncorrelated
choices might be costly in practice. Motivated by this, Peres et al. [28] introduced the
(1 + β)-process, in which two choices are available with probability β, and otherwise only one.
Thus, the (1 + β)-process interpolates nicely between Two-Choice and One-Choice, and
surprisingly, a bound on the gap between maximum and average load of O(log n/β) w.h.p.
was shown, which also holds in the heavily loaded case where m = Ω(n). The (1 + β)-process
has been also connected to other processes, including population protocols [2], balls-and-bins
with weights [31, 32] and, most notably, graphical balanced allocation [22, 28, 3, 6]. In this
graphical model, bins correspond to vertices of a graph, and for each ball we sample an edge
uniformly at random and place the ball in the lesser loaded bin of the two endpoints.
Our Model. In this work, we will investigate the following model. At each step, a ball is
allowed to sample two random bins chosen independently and uniformly, however, the load
comparison between the two bins will be performed under incomplete information. This may
capture scenarios in which it is costly to communicate or maintain the exact load of a bin.
Specifically, we assume that each ball is allowed to send up to k binary queries to each
of the two bins, inquiring about their current load. These queries can either be about the
absolute load (i.e., is the load at least 100?), which we call threshold processes, or about the
relative load (i.e., is the load at least the median?), which we call quantile processes.
We will distinguish between oblivious and adaptive allocation strategies. For an adaptive
strategy, the queries may depend on the current load configuration (i.e., the full history
of the process), whereas in the oblivious setting, queries may depend only on the current
time-step.
Our Results.p For the case of k = 1 query, Feldheim and Gurel-Gurevich [16] proved a
bound of O( log n/ log log n) on the gap (between the maximum and average load) in the
lightly loaded case m = O(n). In the same work, the authors suggest that the same bound

1

In general, with high probability refers to probability of at least 1 − n−c for some constant c > 0.
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might be also true in the heavily loaded case [16, Problem 1.3]. In this work, we disprove
√
√
this by showing a lower bound of Ω( log n) on the gap for m = Θ(n log n) (Theorem 4.4).
We also prove a lower bound of Ω(log n/ log log n) on the gap, which holds for at least
Ω(n log n/ log log n) of the time-steps in [1, n log2 n] (Corollary 4.2). These two lower bounds
hold even for the more general class of adaptive strategies.
It is natural to ask whether we can get an improved performance by allowing more, say
two queries per bin. We prove that this is indeed the case, establishing a “power of two
queries” result. Specifically, we show in Theorem 6.1 that for any k = O(log log n), there is
an allocation process with k uniform quantiles (i.e., queries only depend on n, but not on
the time t) that achieves for any m ≥ 1:
h

i
Pr Gap(m) = O k · (log n)1/k
≥ 1 − n−3 .
Comparing this for k = 2 to the lower bounds for k = 1, we indeed observe a “power
of two queries” effect. For k = Θ(log log n), the gap even becomes O(log log n), which
matches the Two-Choice result up to a multiplicative constant [9, 32]. Hence, for large
values of k, the process approximates Two-Choice, whereas for k = 1 it resembles the
(1 + β)-process. Indeed, the same upper bound of O(log n) follows from the analysis of the
(1 + β)-process (Theorem 5.2).
We also prove new upper bounds on the gap of the (1 + β) process with β close to 1 by
relating it to a relaxed quantile process (Theorem 7.1). We show that these in turn imply
new upper bounds on the graphical balanced allocation on dense expander graphs, making
progress towards Open Question 2 in [28] (Corollary 7.2).
Our Upper Bound Techniques. We use the following two techniques in our upper bounds:
1. For upper bounding the gap for k queries, where k ≥ 2, we use a series of k superexponential potential functions of the form:
(s)

Φj :=

n
X



+ 
s
(s)
exp α · (log n)j/k · xi − − κ · j(log n)1/k
,
n
i=1

for 0 ≤ j < k and some constants α, κ > 0. Next, in the spirit of layered induction, we
(s)
(s)
show that when Φj = O(n), then Φj+1 drops in expectation when large. Ultimately, for
j = k − 1, we obtain the desired bound on the gap. Similar to the analysis in [32] for
Two-Choice, the base case of this induction follows by the (1 + β)-process for constant
β.
2. The techniques of [28] show that the drop in expectation implies that the expectation of
(s)
Φj is O(n). From this, by Markov’s inequality one can obtain that w.h.p. Φj = poly(n).
(s)

However, in the layered induction we need that w.h.p. Φj = O(n). To obtain the high
probability, we use a second instance Ψj of the potential function of the same form as
(s)
Φj , but with larger (constant) α
e instead of α. Then conditioning on Ψj = poly(n),
(s+1)

(s)

the change |Φj
− Φj | is bounded and so we can apply a variant of the method of
bounded differences (Theorem 2.1).
Applications and Implications on other Models. A direct implementation of the k-quantile
protocol in practice requires to maintain some global information about the load configuration
(that is, the exact, or at least the approximate, values of the quantiles). If this can be achieved,
then the results of k-quantile for k ≥ 2 demonstrate that a sub-logarithmic gap is possible –
even with very limited local information about the individual bin loads.
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In addition, our study of the k-quantile process also leads to new results for some
previously studied allocation processes. We demonstrate that a (1 + β)-process for β close
to 1 is majorized by a (relaxed version of the) k-quantile process. For any β = 1 − o(1),
this leads to a sub-logarithmic bound on the gap, and if β = 1 − 1/ poly(n), we recover the
O(log log n) gap from the Two-Choice process. Secondly, we use a similar majorization
argument to analyze graphical balanced allocation, which has been studied in several works
on different graphs [28, 22, 3, 6]. Specifically, we prove for dense and strong expander graphs
(including random d-regular graphs for d = poly(n)) a gap of O(log log n). To the best of
our knowledge, these are the first sub-logarithmic gap bounds in the heavily loaded case for
the (1 + β)-process and graphical balanced allocation (apart from β = 1 or the graph being
a clique, both equivalent to Two-Choice).
Further Related Work. Our model for k = 1 is equivalent to the d-Thinning process for
d = 2, where for each ball, a random bin is “suggested” and based on the bin’s load, the ball
is either allocated there or it is allocated to a second bin chosen uniformly and independently.
Generalizing the results of [16] for d = 2, Feldheim and Li [18] also analyzed an extension of
2-Thinning, called d-Thinning. For m = O(n), they proved tight lower and upper bounds,
1/d
resulting into an achievable gap of (d + o(1)) · (d log n/ log log n) . Iwama and Kawachi [19]
analyzed a special case of the threshold
process for m = n and for k equally-spaced thresholds,
q
log n
proving a gap of (k + O(1)) k+1 (k + 1) log((k+1)
log n) . Mitzenmacher [26, Section 5] coined
the term weak threshold process for the two threshold process in a queuing setting, where a
customer chooses two queues uniformly at random and enters the first one iff it is shorter
than T . This and previous work [14, 20, 35] analyze the case of a fixed threshold for queues
and they do not directly imply results for the heavily loaded case.
In another related work, Alon et al. [4] established for the case m = Θ(n) a trade-off
between the number of bits used for the representation of the load and the number of d bin
choices. This is a more restricted case of having a fixed number of non-adaptive queries. For
d = 2, Benjamini and Makarychev [7] obtained tight results for the gap, using a process very
similar to the threshold process, but considering the case m = Θ(n) only.
Czumaj and Stemann [13] investigated general allocation processes, in which the decision
whether to take a second (or further) sample depends on the load of the lightest sampled
bin. They obtained strong and tight guarantees, but they assume the full information model
and also m = O(n) (see [10] for some results for m ≥ n). Other processes with inaccurate
(or outdated) information about the load of a bin have been studied in an asynchronous
environment [1] or a batch-based allocation [8]. However, the obtained bounds on the gap
are only O(log n). Other protocols that study the communication between balls and bins in
more detail are [24, 23, 15, 30], but they assume that a ball can sample more than two bins.
After an earlier version of this paper was made available, Feldheim, Gurel-Gurevich and
Li [17] extended the lower bounds for 2-Thinning when m = O(n log2 n) and also provided
an adaptive thinning process that matches the Ω(log n/ log log n) lower bound proved in
this paper. Also, Los, Sauerwald and Sylvester [25] proved that Threshold(m/n) (or
equivalently 2-Thinning where the threshold is m/n) achieves w.h.p. a Θ(log n) gap.
Organization. In Section 2, we introduce our model more formally in addition to some
notation used in the analysis. In Section 4, we present our lower bounds on processes with
one query. In Section 5, we present the upper bound for the quantile process with one query.
In Section 6, we present a generalized upper bound for k ≥ 2 queries. Section 7 contains our
applications to (1 + β)-process and graphical balanced allocations. We close in Section 8 by
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Figure 1 Example allocation using two 3-threshold processes (f1 , f2 , f3 ). (Left): The ball is
allocated in j2 , since i1 = 2 and i2 = 3. (Right): For a different choice of thresholds, the process
may not be able to differentiate the two loaded bins, so the ball will be allocated at random.

summarizing our main results and pointing to some open problems. We also briefly present
some experimental results in Section 9. In Section 3, we formally relate the new quantile
(and threshold) processes to each other and to other processes studied before (see Figure 2
for an overview).

2

Notation, Definitions and Preliminaries

We sequentially allocate m balls (jobs) into n bins (servers). The load vector at step t is x(t) =
(t)
(t)
(t)
(0)
(t) (t)
(t)
(x1 , x2 , . . . , xn ) and in the beginning, xi = 0 for i ∈ [n]. Also y (t) = (y1 , y2 , . . . , yn )
will be the permuted load vector, sorted decreasingly in load. This can be described by
(t)
(t)
ranks, which form a permutation of [n] that satisfies r = Rank(t) (i) ⇒ yr = xi . Following
previous work, we analyze allocation processes in terms of the
(t)

Gap(t) := max xi −
1≤i≤n

t
t
(t)
= y1 − ,
n
n

i.e., the difference between maximum and average load at time t ≥ 0. It is well-known that
even for Two-Choice, the gap between maximum and minimum load is Ω(log n) for large
m (e.g. [28]). Here our focus is on sequential allocation processes based on binary queries.
That is, at each step t:
1. Sample two bins independently and uniformly at random (with replacement).
2. Send the same k binary queries to each of the two bins about their load.
3. Allocate the ball in the lesser loaded one of the two bins (based on the answers to the
queries), breaking ties randomly.
We first describe threshold-based processes, where queries to each bin j are of the
(t)
type “Is xj ≥ f (t)” for some function f that maps into N. For example, we could ask
whether the load of a bin is at least the average load. Formally, we denote such a process
with two choices and k queries by Threshold(f1 , f2 , . . . , fk ), where f1 > f2 > . . . > fk are
k different load thresholds, that may depend on the time t, in which case we write fi (t).
After sending all k queries to a bin j, we receive the correct answers to all these queries and
then we determine the i (0 ≤ i ≤ k) for which,
(t)

xj ∈ (fi+1 (t), fi (t)],
where f0 (t) = +∞ and fk+1 (t) = −∞ (see Figure 1). After having obtained two such
numbers i1 , i2 ∈ {0, 1, . . . , k}, one for each bin j1 and j2 , we will allocate the ball “greedily”,
i.e., into j1 if i1 < i2 and into j2 if i1 > i2 . If i1 = i2 , then we will break ties randomly.
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We proceed to define quantile-based processes. In this process, queries to a bin j are
(t)
(t)
of the type “Is xj ≥ yδ(t)·n ?”, for some function δ that maps t into {1/n, 2/n, . . . , 1}. For
example if δ = 1/2, we are querying whether the load of a bin is at most the median load.
We denote such a process with two choices and k queries by Quantile(δ1 , δ2 , . . . , δk ), where
δ1 < δ2 < . . . < δk are k different quantiles, which may depend on the time t. After sending
all k queries to a bin j in step t, we receive the correct answers and then we determine the i
(0 ≤ i ≤ k) for which,
Rank(t) (j) ∈ (δi (t) · n, δi+1 (t) · n],
where δ0 (t) = 0 and δk+1 (t) = 1. As before, we allocate the ball to the bin with smaller
i-value and break ties randomly.
Quantile and Threshold processes can be classified into oblivious processes and
adaptive processes, depending on the type of queries. In an oblivious process, the queries
f1 , f2 , . . . (or δ1 , δ2 , . . .) may only depend on t (as well as n) – a special case is a uniform
process where δ1 , δ2 , . . . are constants (independent of t), and the fi ’s are of the form
t/n + fi (n). In an adaptive process, queries in step t may depend on the full history of the
process, i.e., the load vector x(t−1) , so each query i involves a function fi (x(t−1) ), but this
must be specified before receiving any answers. In the adaptive setting, a k-quantile process
can simulate any k-threshold process, by setting the quantile to the largest δi (t) such that
yδi (t)·n ≤ fi (t) (Lemma 3.7).
The d-Thinning process [16] works as follows. For each ball to be allocated, an overseer
can inspect up to d randomly sampled bins in an online fashion, and based on all previous
history, can accept or reject each bin (however, one of the d proposed bins must be accepted).
The d-Choice process [5] (sometimes also called Greedy[d]) is the process where, for
each ball, d bins are chosen uniformly at random and the ball is placed in the least loaded
bin. We will refer to the special case d = 1 as the One-Choice process, and d = 2 as
the Two-Choice process. The (1 + β)-process [28] is the process where each ball is
placed with probability β according to Two-Choice and with probability 1 − β according
to One-Choice.
Finally, in graphical balanced allocation [22, 28], we are given an undirected graph
G with n vertices corresponding to n bins. For each ball to be allocated, we select an edge
{u, v} ∈ E(G) uniformly at random, and place the ball in the lesser loaded bin among {u, v}.
Following [28] and generalizing the processes above, an allocation process can be
(t) (t)
(t)
(t)
described by a probability vector p(t) = (p1 , p2 , . . . , pn ) for step t, where pi is the
probability for incrementing the load of the i-th most loaded bin. Following the idea of
majorization, if two processes with (time-invariant) probability vectors p and q, for all
P
P
i ∈ [n] satisfy j≤i pj ≤ j≤i qj , then there is a coupling between the allocation processes
P
P
(t)
(t)
with sorted load vectors y(p) and y(q) such that j≤i yi (p) ≤ j≤i yi (q) for all i ∈ [n]
(q majorizes p).
Finally, we define the height of a ball as i ≥ 1 if it is the ith ball added to the bin.
Many statements in this work hold only for sufficiently large n, and several constants are
chosen generously with the intention of making it easier to verify some technical inequalities.

2.1

Probabilistic Tools

In order to state the concentration inequality for supermartingales conditional on a bad event
not occurring, we introduce the following definitions from [11]. Consider any r.v. X (in our
case it will be the Φj and the Γ1 potentials) that can be evaluated by a sequence of decisions
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Y1 , Y2 , . . . , YN of finitely many outputs (the allocated balls). We can describe the process by
a decision tree T , a complete rooted tree with depth n with vertex set V (T ). Each edge uv
of T is associated with a probability puv depending on the decision made from u to v.
We say f : V (T ) → R satisfies an admissible condition P if P = {Pv } holds for every
vertex v. For an admissible condition P , the associated bad set Bi over the Xi is defined to
be
Bi = {v | the depth of v is i, and Pu does not hold for some ancestor u of v}.
▶ Theorem 2.1 (Theorem 8.5 from [11]). For a filter F , {∅, Ω} = F (0) ⊂ F (1) ⊂ . . . ⊂
F (N ) = F , suppose that a random variable X (s) is F (s) -measurable, for 0 ≤ s ≤ N . Let B
be the bad set associated with the following admissible conditions:
h
i
E X (s) | F (s−1) ≤ X (s−1) ,
h
i
Var X (s) | F (s−1) ≤ σs2 ,
h
i
X (s) − E X (s) | F (s−1) ≤ as + M,
for fixed σs > 0 and as > 0. Then, we have for any λ > 0,
h

Pr X

3

(N )

≥X

(0)

λ2

i

+ λ ≤ exp −

2(

PN

2
s=1 (σs

+ a2s ) + M λ/3)

!
+ Pr [ B ] .

Basic Relations between Allocation Processes

In this section we collect several basic relations between allocation processes, following the
notion of majorization [28]. Figure 2 gives a high-level overview of some of these relations,
along the with the derived and implied gap bounds.
Recall that the Two-Choice probability vector is given by pi = 2i−1
n2 , for i ∈ [n]:
The (1 + β) probability vector [28] interpolates between those of One-Choice and
Two-Choice, so for any i ∈ [n], pi = (1 − β) · n1 + β · 2i−1
n2 .
For the process Quantile(δ1 , . . . , δk ), it is straightforward to verify that the probability
vector satisfies for any i ∈ [n]:
δ
1


n


δ1 +δ2



 n
..
pi =
.



 δk−1 +δk


n

 1+δk
n

1 ≤ i ≤ δ1 · n,
δ1 · n < i ≤ δ2 · n,
(3.1)
δk−1 · n < i ≤ δk · n,
δk · n < i.

We start by making some simple observations for the quantile processes:
▶ Observation 3.1. For any n ≥ 0, the Quantile( n1 , n2 . . . , n−1
n ) process is equivalent to
the Two-Choice process.
▶ Observation 3.2. For k < n − 1, for any δ ′ , δ1 , . . . , δk quantiles, the Quantile(δ1 , . . . , δk )
process majorizes Quantile(δ1 , . . . , δi , δ ′ , δi+1 , . . . , δk ).
By combining Observation 3.1 and Observation 3.2, we get:
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β
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Gap(m) = Θ (log n)

majorizes

majorizes
2/3

(1 + β) (β = 1 − 2−0.5(log n) )


Gap(m) = O (log n)1/3

Power of Two Choices

(1 + β) (β = 1 − 2−0.5(log n) )
p

Gap(m) = O
log n

Power of Two Queries

(1 + β) (β ∈ (0, 1))

Quantile (δ1 ), δ1 ∈ (0, 1))
=
2-Thinning
Gap(m) = O (log n)


log n
Gap(m) = Ω
log log n

√
Quantile (2−0.5 log n , 2−1 )
p
Gap(m) = O( log n)

Quantile (2−0.5(log n)

2/3

Gap(m) = O((log n)

, 2−0.5(log n)

1/3

1/3

, 2−1 )

)

majorizes

(1 + β) (β = 1 −

1
poly(n) )

Quantile (δ1 , . . . , δΘ(log log n) )
Gap(m) = Θ(log log n)

Gap(m) = Θ(log log n)

Two-Choice
=
(1 + β) (β = 1)
=
Quantile ( n1 , n2 , . . . , n−1
n )
Gap(m) = log log n+Θ(1)

Figure 2 Overview of bounds on Gap(m) for various allocation processes that interpolate between
One-Choice and Two-Choice. All stated upper bounds are valid for any m ≥ 1, while lower
bounds may only hold for certain ranges of m. Some of the majorization results in the figure only
hold for a suitable Relaxed-Quantile process.

▶ Corollary 3.3. Any Quantile(δ1 , . . . , δk ) process majorizes Two-Choice.
Further, we show that we can always execute the Quantile(δ) and Threshold(f )
processes in the same way as 2-Thinning:
▶ Lemma 3.4. Consider a quantile process Quantile(δ) with one query. This process can
always be transformed into an equivalent instance of 2-Thinning: Sample a bin, if its rank is
greater than n · δ(t), then place the ball there; otherwise, place the ball in a randomly chosen
bin.
▶ Lemma 3.5. Consider a threshold process Threshold(f ) with one query. This process
can be always transformed into the following equivalent process: For the first sampled bin i,
if its load is smaller than f (t), place the ball; otherwise, place the ball in another randomly
chosen bin j.
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Figure 3 Illustration of the probability vector (p1 , p2 , . . . , p10 ) and cumulative probability distribution of Two-Choice, (1 + β) with β = 0.4 and Quantile (0.6), which is sandwiched by the
other two processes.

▶ Lemma 3.6. For any δ ∈ (0, 1) and any β ∈ (0, 1) with β ≤ δ ≤ 1 − β, the process
Quantile (δ) is majorized by a (1 + β)-process. In particular, the gap of the quantile process
is stochastically smaller than that of the (1 + β)-process.
Note that for any given δ ∈ (0, 1), β := min{δ, 1 − δ} always satisfies the precondition
of the lemma. Conversely, for any given β ≤ 1/2, we have β ≤ 1/2 ≤ (1 − β), and thus we
can set δ := 1/2. The majorization results in Corollary 3.3 and Lemma 3.6 are illustrated in
Figure 3 for n = 10.
Next, we establish that any Threshold(f1 , . . . , fk ) can be simulated by an adaptive
Quantile process with k quantiles, and similarly, any Quantile(δ1 , . . . , δk ) process can be
simulated by an adaptive randomised Threshold process with k thresholds.
▶ Lemma 3.7. Any Threshold(f1 , . . . , fk ) process can be simulated by an adaptive quantile
process with k queries.
▶ Lemma 3.8. Any step t of a Quantile(δ1 , . . . , δk ) process can be simulated by first
choosing f1 (t), f2 (t), . . . , fk (t) randomly (from a suitable distribution depending on x(t) and
δ1 (t), . . . , δk (t)) and then running Threshold(f1 , f2 , . . . , fk ).
Finally, we establish the following relation between Quantile and (2k)-Thinning:
▶ Lemma 3.9. For any k ≥ 1, a Quantile (δ1 , . . . , δk ) process can be simulated by an
adaptive (and randomized) (2k)-Thinning process.

4

Lower Bounds for One Quantile and One Threshold

In
p the lightly loaded case (i.e., m = n), [16] proved an upper bound of (2 + o(1)) ·
(p 2 log n/ log log n) on the maximum load for a uniform Threshold(f )-process with f =
2 log n/ log log n ([18] extended this to d > 2). They also proved that this strategy
is asympp
totically optimal. In [16, Problem 1.3], the authors suggest that the O( log n/ log log n)
bound on the gap extends to the heavily loaded case. Here we will disprove this, establishing
√
a slightly larger lower bound of Ω( log n) (Theorem 4.4). We also derive additional lower
bounds (Theorem 4.1 and Corollary 4.2) that demonstrate that any Quantile or Threshold
process will “frequently” attain a gap which is even as large as Ω(log n/ log log n).
Let us describe the intuition behind this bound in case of uniform quantiles, neglecting
technicalities. Consider Quantile(δ) and the equivalent 2-Thinning instance where a ball
is placed in the first bin if its load is among the (1 − δ) · n lightest bins, and otherwise it is
placed in a new (second) bin chosen uniformly at random (Lemma 3.4). We have two cases:
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Case 1: We choose most times a “large” δ. Then we allocate approximately m · δ balls
to their second bin choice which is uniform over all n bins. This will lead to a behavior
close to One-Choice.
Case 2: We choose most times a “small” δ. Then we allocate approximately m · (1 − δ)
balls with the first bin choice, which is a One-Choice process over the n · (1 − δ) lightest
bins. For small δ there are simply “too many” light bins that will reach a high load level,
so the process is again close to One-Choice.
▶ Theorem 4.1. For any adaptive Quantile(δ) (or Threshold(f )) process,


1
log n
Pr
max
Gap(t) ≥ ·
≥ 1 − o(n−2 ).
8 log log n
t∈[0,n log2 n]
Let us also observe a slightly stronger statement which follows directly from Theorem 4.1:
▶ Corollary 4.2. Any adaptive process Quantile(δ) satisfies:


[
1
log
n
 ≥ 1 − n−2 .
Pr 
min
Gap(s) ≥
·
log n
1
16
log
log
n
s∈
t,t+
n
[
)
16 log log n
t∈[0,n log2 n]
In other words, the corollary states that for at least Ω(n log n/ log log n) (consecutive)
steps in [1, Θ(n log2 n)], the gap is Ω(log n/ log log n). This is in contrast to the behavior
of the process Quantile(δ1 , δ2 ), for which our result in Section 6 implies that with high
√
probability the gap is always below O( log n) during any time-interval of the same length.
Further for uniform Quantile(δ), we are always either in Case 1 or Case 2, so the
following strengthened version of Theorem 4.1 holds:
▶ Corollary 4.3. For any uniform Quantile(δ) process for m = n log2 n balls,


1
log n
≥ 1 − o(n−2 ).
Pr Gap(m) ≥ ·
8 log log n
We also show a lower bound for fixed m, which is derived in a similar way as Theorem 4.1,
but with a different parameterization of “large” and “small” quantiles:
▶ Theorem 4.4. For any adaptive Quantile(δ) (or Threshold(f )) process, with m =
√
K · n log n balls for K = 1/10, it holds that


1p
Pr Gap(m) ≥
log n ≥ 1 − o(n−2 ).
20

5

Upper Bounds for One Quantile

In this section we study the Quantile(δ) process for constant δ ∈ (0, 1). This analysis will
also serve as the basis for the k-quantile case with k > 1 in Section 6. First, we define the
following exponential potential function (similarly to [28]): For any time-step s ≥ 0,
(s)

Φ0 :=

n
X


s 
(s)
exp α2 · (xi − )+ ,
n
i=1

where z + = max(z, 0) and α2 > 0 to be specified later. We first remark that with the results
in [28], a bound on the expected value of Φ0 can be easily derived:
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▶ Theorem 5.1 (cf. Theorem 2.10 in [28]). Consider any allocation process with probability
vector p that is (i) non-decreasing in i, pi ≤ pi+1 and (ii) for some 0 < ϵ < 1/4,
pn/3 ≤

1 − 4ϵ
n

and

p2n/3 ≥

1 + 4ϵ
.
n

h
i
(s)
Then, for 0 < α2 < ϵ/6, we have for any s ≥ 0, E Φ0
≤ cn, where c =

40·1283
.
ϵ5

In particular, by verifying the condition on the probability vector and applying Markov’s
inequality, we immediately obtain an upper bound of O(log n) on the gap.
▶ Theorem 5.2. For the quantile process Quantile(δ) with δ ∈ [1/3, 2/3] and any m ≥ 1,
Pr [ Gap(m) ≤ 300 log n ] ≥ 1 − O(n−2 ).
However, to analyze the process with more than one quantile in the next section, we will
need a tighter analysis. We prove the following refined version of Theorem 5.1:
▶ Theorem 5.3. Consider any probability vector p that is (i) non-decreasing in i, i.e.,
pi ≤ pi+1 and (ii) for ϵ = 1/12,
pn/3 ≤

1 − 4ϵ
n

and

p2n/3 ≥

1 + 4ϵ
.
n

Then, for any t ≥ 0 and α2 := 0.0002, c := cϵ,α2 := 2 · 40 · 1283 · ϵ−7 · 4 · α2−1 ,



\

Pr 

(s)

Φ0 ≤ 2cn  ≥ 1 − n−3 .

s∈[t,t+n log5 n]

Note that Theorem 5.3 not only implies a gap of O(log n) using Markov’s inequality
(as Theorem 5.1), but also that for any fixed time s, the number of bins with load at least
s/n + λ is at most 2cn/ exp(α2 · λ) for any λ ≥ 0. In particular, for any λ = Θ(log n), only a
polynomially small fraction of all bins have load at least s/n + λ.
Proof Outline of Theorem 5.3. In order to prove that Φ0 is small, we will reduce it to the
potential function Γ used in [28]:
Γ(s) :=

n 
X



(s)
(s)
exp α(xi − s/n) + exp −α(xi − s/n) ,

i=1
(s)

for some constant 0 < α < 1/(6 · 12). Note that if α = α2 , then Φ0 ≤ Γ(s) , so it suffices to
upper bound Γ(s) . It is crucial that this potential includes both the exp(α(·)) and exp(−α(·))
terms, as otherwise the potential may not decrease, even if it is large (see [28, Appendix]).
▶ Lemma 5.4 (Theorem 2.9 and 2.10 in [28]). For any process satisfying the conditions of
Theorem 5.3, (i) for any t ≥ 0,
h
i 
ϵ′ 
E Γ(t+1) | Γ(t) ≤ 1 − α · Γ(t) + c′ ,
n
where ϵ′α :=

αϵ
4

and c′ :=

40·1283
.
ϵ5



Furthermore, (ii) for any t ≥ 0, E Γ(t) ≤ cn.
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To obtain the stronger statement that Γ(t) = O(n) w.h.p., we will be using two instances
of the potential function: Γ1 with α1 = 0.01 and Γ2 with α2 = 0.0002; so Γ1 ≥ Γ2 . The
1
1
interplay between these two potentials is shown in Figure 4. We pick α1 such that 12.1· α
α2 < 3
and hence the additive change of Γ2 (given Γ1 is small) is n1/3 :
(s)

Γ1 ≤ cn9 for all s ∈ [t, t + n log5 n] (Lemma 5.4 (ii)+Markov’s Inequality)
Lemma 5.5 (ii)
(t)

Γ2 ≤ n4/3
Lemma 5.6
(s )

∃s0 : Γ2 0 ≤ cn w.h.p.
Starting point

Bounded difference
(Lemma 5.5 (iii))

Expectation drop
(Lemma 5.4 (i))

(s)

Γ2 ≤ cn for all s ∈ [s0 , t + n log5 n]
Proof of Theorem 5.3

t

2

t + n log5 n

t + n log n

Figure 4 Outline for the proof of Theorem 5.3. Results in green are used in the application of
the concentration inequality (Theorem 2.1) in Theorem 5.3.

(t)

(t)

▶ Lemma 5.5. For any t ≥ 0, if Γ1 ≤ cn9 , then, (i) xi −
(ii)

(t)
Γ2

≤n

4/3

, and, (iii)

(t+1)
|Γ2

−

(t)
Γ2 |

≤n

1/3

t
n

≤

9.1
α1

log n for all i ∈ [n],

.

The precondition of Lemma 5.5 is easy to satisfy thanks to Lemma 5.4 and Markov’s
inequality. The next lemma proves a weaker version of Theorem 5.3, in the sense that the
(s)
potential Γ2 is small in at least one step. Note that due to the choice of α1 and α2 , we have
′
c > ϵ2c
.
′
α2

▶ Lemma 5.6. For any t ≥ n log2 n, for constants c′ > 0, ϵ′α2 > 0 defined as above,


′
[
2c
(s)
Pr 
Γ2 ≤ ′ · n  ≥ 1 − 2cn−8 .
ϵ α2
2
s∈[t−n log n,t]

(s)

To prove the strong version that Γ2 is small at all time-steps, we use Lemma 5.6 to
(s)
obtain a starting point s0 . For the following time-steps, we bound the expected value of Γ2
for s ≥ s0 , using Lemma 5.4. Then we apply a concentration inequality for supermartin(s+1)
(s)
gales (Theorem 2.1), and use the bounded difference |Γ2
− Γ2 | ≤ n1/3 for all s ≥ t
(Lemma 5.5).

6
6.1

Upper Bounds for More Than One Quantile
Upper Bounds on the Original Quantile Process and Consequences

We now generalize the analysis from Section 5 for one quantile to 2 ≤ k ≤ κ · log log n
quantiles, where κ := 1/ log(104 ). We emphasize that our chosen quantiles are oblivious and
even uniform, i.e., independent of t (but dependent on n). Specifically, we define
(
1
for i = k,
δei = 2−0.5(log n)(k−i)/k
2
for 1 ≤ i < k ,
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and let each δi be δei rounded up to the nearest multiple of n1 . The intuition is that the
largest quantile δk = 12 ensures that the load distribution is at least “coarsely” balanced,
analogous to the (1 + β)-process. All smaller quantiles δ1 , δ2 , . . . , δk−1 almost always return
a negative answer, but they gradually reduce the probability of allocating to a heavy bin.
▶ Theorem 6.1 (Theorem 6.5 simplified). For any integer 2 ≤ k ≤ κ log log n, consider the
Quantile(δ1 , δ2 , . . . , δk ) process with the δi ’s defined above. Then for any m ≥ 1,
h
i
Pr Gap(m) ≤ 1000 · k · (log n)1/k ≥ 1 − n−3 .
For k = 2 and k = 3, Theorem 6.1 directly implies the following corollary:
√
▶ Corollary 6.2. For k = 2, the process Quantile(2−0.5 log n , 12 ) satisfies for any m ≥ 1,
h
i
p
Pr Gap(m) ≤ 2000 · log n ≥ 1 − n−3 .
2/3

For k = 3 the process Quantile(2−0.5(log n) , 2−0.5(log n)
i
h
Pr Gap(m) ≤ 3000 · (log n)1/3 ≥ 1 − n−3 .

1/3

, 21 ) satisfies for any m ≥ 1,

Using the fact that any allocation process with k quantiles majorizes a suitable adaptive
(and randomized) 2k-Thinning process (Lemma 3.9), we also obtain:
▶ Corollary 6.3. For any even d ≤ κ2 log log n,
d there is an (adaptive and randomized)

Thinning process, satisfying for any m ≥ 1, Pr Gap(m) ≤ 2000 · d · (log n)(2/d) ≥ 1−n−3 .
This is an extension of [18, Theorem 1.1] to d-Thinning to the heavily-loaded case, but with
an exponent of 2/d instead of 1/d.
Finally, for k = Θ(log log n), the bound on the gap in Theorem 6.1 is C · log log n for some
(large) constant C > 0. Surprisingly, this matches the gap of the full information setting
(Two-Choice process), even though the Quantile process behaves quite differently. For
instance, Quantile cannot discriminate among the n/2 most lightly loaded bins. Also since
any Quantile process majorizes Two-Choice (see Corollary 3.3), we deduce:
▶ Corollary 6.4. For Two-Choice, there is a constant C > 0 such that for any m ≥ 1,
Pr [ Gap(m) ≤ C log log n ] ≥ 1 − n−3 .
This result originally shown in [9] proved the tighter bound Gap(m) = log2 log n ± O(1),
w.h.p. However, their analysis combines sophisticated tools from Markov chain theory and
computer-aided calculations. The simpler analysis in [32] derives the same gap bound up to an
additive O(log log log n) term, but the error probability is much larger, i.e., Θ((log log n)−4 ).
In comparison to their bound, our result achieves a much smaller error probability of O(n−3 ),
but it comes at the cost of a multiplicative constant in the gap bound.

6.2

Relaxed Quantile Process and Outline of the Inductive Step

We now define a class of processes Relaxed-Quantileγ (δ1 , . . . , δk ), which relaxes the
definition of Quantile(δ1 , . . . , δk ), with 1 ≤ k ≤ κ log log n and a relaxation factor γ ≥ 1.
The probability vector p of such a process satisfies four conditions: (i), for each i ∈ [n],


γ · δn1
1 ≤ i ≤ δ1 · n,




γ · δ1 +δ2
δ1 · n < i ≤ δ2 · n,
n
pi ≤
.
 ..




γ · δk−1 +δk δ
k−1 · n < i ≤ δk · n,
n
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(ii) the probability vector p is non-decreasing in i, (iii) pn/3 ≤ 1−4ϵ
and, (iv) p2n/3 ≥ 1+4ϵ
n
n
for some 0 < ϵ < 1/4. Note that the process Quantile(δ1 , δ2 , . . . , δk ) with the δi ’s as defined
above falls into this class with γ = 1 (cf. Equation (3.1)).
▶ Theorem 6.5 (Theorem 6.1 generalized). Consider a Relaxed-Quantileγ (δ1 , δ2 , . . . , δk )
process with the δi ’s above. Let 2 ≤ k ≤ κ log log n and 1 ≤ γ ≤ 6. Then for any m ≥ 1,
h
i
Pr Gap(m) ≤ 1000 · k · (log n)1/k ≥ 1 − n−3 .
Reduction of Theorem 6.5 to Lemma 6.6. The proof of Theorem 6.5 employs some type
of layered induction over k different, super-exponential potential functions. Generalizing the
(s)
definition of Φ0 from Section 5, for any 0 ≤ j ≤ k − 1:
(s)

Φj :=

n
X

+ 


s
2
(s)
,
exp α2 · (log n)j/k · xi − −
j(log n)1/k
n α2
i=1

where α2 = 0.0002 (recall z + = max{z, 0}). We will then employ this series of potential
functions j = 0, 1, . . . , k − 1 to analyze the process over the time-interval s ∈ [m − n log5 n, m].
The next lemma (Lemma 6.6) formalizes this inductive argument. It shows that if
for all steps s within some suitable time-interval, the number of balls of height at least
s
2
1/k
is small, then the number of balls of height at least ns + α22 (j + 1)(log n)1/k
n + α2 j(log n)
is even smaller. This “even smaller” is encapsulated by the (non-constant) base of Φj , which
increases in j; however, this comes at the cost of reducing the time-interval slightly by a
Θ(n log3 n) term. Finally, for j = k − 1, we can conclude that at step s = m, there are no
balls of height ns + α22 k(log n)1/k . Hence we can infer that the gap is O(k · (log n)1/k ).
1
▶ Lemma 6.6 (Inductive Step). Assume that for some 1 ≤ j ≤ k ≤ log(10
4 ) log log n, the
process Relaxed-Quantileγ (δ1 , . . . , δk ) with the δi ’s above, and γ ≤ 6 and t ≥ 0 satisfies:


\
(log n)8(j−1)
(s)
Pr 
Φj−1 ≤ 2cn  ≥ 1 −
,
n4
5
s∈[βj−1 ,t+n log n]

where βj := t + 2jn log3 n and c = c1/12,α2 (see Theorem 5.3). Then, it also satisfies:


\
(log n)8j
(s)
Pr 
Φj ≤ 2cn  ≥ 1 −
.
n4
5
s∈[βj ,t+n log n]

As in Section 5, we will also use a second version of the potential function to extend an
expected bound on the potential into a w.h.p. bound. Intuitively, we exploit the property
that potential functions will have linear expectations for a range of coefficients. With this in
mind, we define the following potential function for any 0 ≤ j ≤ k − 1,
(s)

Ψj :=

n
X



+ 
s
2
(s)
exp α1 · (log n)j/k · xi − −
j(log n)1/k
,
n α2
i=1

where α1 = 0.01. Note that Ψj is defined in the same way as Φj with the only difference that
α1 is significantly larger α2 . The interplay between Ψj and Φj is similar to the interplay
between Γ1 and Γ2 in the proof of Theorem 5.3, but some extra care is needed. In particular,
while underloaded bins with load of m/n − Θ(log n) contribute heavily to Γ1 (or Γ2 ), their
contribution has to be eliminated here in order to derive a gap bound better than O(log n).
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Proof Outline of Lemma 6.6

We will now give a summary of the main technical steps in the proof of Lemma 6.6 (an
illustration of the key steps is shown in Figure 5). On a high level, the proof mirrors the
proof of Theorem 5.3; however, there are some differences, especially in the final part.
(r)
First, fix any 1 ≤ j ≤ k − 1. Then the inductive hypothesis ensures that Φj−1 is small for
(β

)

3

r ∈ [βj−1 , t + n log5 n]. From that, it follows by a simple estimate that Ψj j−1 ≤ e0.01 log n
(Claim 6.13). Using a multiplicative drop (Lemma 6.8) repeatedly, it follows that there
(u)
exists u ∈ [βj−1 , βj−1 + n log3 n], E[ Ψj ] ≤ cn (Lemma 6.10). Then by Lemma 6.11,
this statement is extended to the time-interval [βj−1 + n log3 n, t + n log5 n]. By simply
(r)
using Markov’s inequality and a union bound, we can deduce that Ψj ≤ cn12 for all
r ∈ [βj−1 + n log3 n, t + n log5 n]. By a simple relation between two potentials, this implies
(r)
Φj ≤ n4/3 (Claim 6.14 (ii)). Now using a multiplicative drop (Lemma 6.8) guarantees that
(r)

this becomes Φj ≤ cn w.h.p. for a single time-step r ∈ [βj−1 , βj ] (Lemma 6.12).
To obtain the stronger statement which holds for all time-steps r ∈ [βi−1 , βj ], we will use
(s)
a concentration inequality. The key point is that whenever Ψj ≤ cn12 , then the absolute
(s+1)

(s)

2
− Φj | is at most n1/3 , because 12.1 α
difference |Φj
α1 < 1/3 (Claim 6.14 (ii)). This is
crucial so that applying the supermartingale concentration bound Theorem 2.1 from [11] to
Φj yields an O(n) guarantee for the entire time interval.

(s)

Φj−1 ≤ 2cn for all s ∈ [βj−1 , t + n log5 n] (Inductive hypothesis)
Claim 6.13
(βj−1 )

Ψj

≤ e0.01 log

3

n

Expectation drop
using Lemma 6.8

Lemma 6.10

e (s0 ) ] ≤ cn
∃s0 : E[ Ψ
j
Lemma 6.11

(s)

e ] ≤ cn for all s ∈ [s0 , t + n log5 n]
E[ Ψ
j
e (s) ≤ cn12 w.h.p. for all s ∈ [βj−1 + n log3 n, t + n log5 n]
Ψ
j

Markov & U.-Bound
Claim 6.14 (ii)

e (βj−1 +n log
Φ
j

3

n)

≤ n4/3

Lemma 6.12
(r0 )

e
∃r0 : Φ
j
Starting point

Bounded difference
(Claim 6.14 (i))

≤ cn w.h.p.

(s)

Φj ≤ 2cn for all s ∈ [r0 , t + n log5 n] (Inductive step)
Completion of the Proof of Lemma 6.6;

βj−1

βj−1 + n log3 n

βj

t + n log5 n

Figure 5 Outline for the proof of Lemma 6.6. Results in blue are given in Section 6.4, while
results in green are used in the application of the concentration inequality (Theorem 2.1).

6.4

Auxiliary Definitions and Claims for the proof of Lemma 6.6

In the following, we will always implicitly assume that 1 ≤ j ≤ k − 1, as the case j = 0 has
already been done. We define the following event, which will be used frequently in the proof:
n
o
(s)
(s)
Ej−1 := Φj−1 ≤ 2cn .
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(s)

Recall that the induction hypothesis asserts that Ej−1 holds for all steps s ∈ [βj−1 , t+n log5 n].
In the following arguments we will be working frequently with the “killed” versions of the
(s)
potentials, i.e., we condition on Ej−1 holding on all time steps:
e (s) := Φ(s) · 1
Φ
j
j
∩

(r)
r∈[βj−1 ,s] Ej−1

e (s) := Ψ(s) · 1
and Ψ
j
j
∩

(r)
r∈[βj−1 ,s] Ej−1

.

As the proof of Lemma 6.6 requires several claims and lemmas, the remainder of this
section is divided further in:
1. Analysis of the (expected) drop of the potentials Φj and Ψj . (Section 6.4.1)
2. Auxiliary (Probabilistic) lemmas based on these drop results. (Section 6.4.2)
3. (Deterministic) inequalities that involve one or two potentials. (Section 6.4.3)

Analysis of the Drop of the Potentials Φj and Ψj

6.4.1

(s)

(s)

(s)

(s)

We define αj := ns + α22 · j(log n)1/k , so that when Ej−1 holds, then yn·δk−j ≤ αj − 1; this
will be established in the next lemma below.
(s)

(s)

(s)

▶ Lemma 6.7. For any step s ≥ 1, if Ej−1 holds then yn·δk−j ≤ αj − 1.
h
i 

(s+1)
(s)
(s)
▶ Lemma 6.8. For any step s ≥ βj−1 = t + 2jn log3 n, E Φj
Ej−1 , Φj
≤ 1 − n1 ·
h
i 

(s)
(s+1)
(s)
(s)
(s)
Φj + 2, and E Ψj
Ej−1 , Ψj
≤ 1 − n1 · Ψj + 2.
e (s) , E (s) and α(s) be defined as in Lemma 6.8. Then for any bin i ∈ [n]
▷ Claim 6.9. Let Φ
j−1h
j
j
i
(s)
(s)
(s+1)
(s)
e (s) , E (s) , x(s) ≥ α(s) ≤ γδ .
with xi ≥ αj , we get Pr xi
= xi + 1 Φ
j
j−1
i
j
n

6.4.2

Auxiliary Probabilistic Lemmas on the Potential Functions

e (s) is small in expectation for at at least one time-step. It
The first lemma proves that Ψ
j
(r)

relies on the multiplicative drop (Lemma 6.8), and the fact that precondition ∩r∈[βj−1 ,s] Ej−1
e j−1 .
holds due to the definition of the killed potential Ψ
(s)

e ] ≤ cn.
▶ Lemma 6.10. There exists s ∈ [βj−1 , βj−1 + n log3 n] such that E[ Ψ
j
(r)

Generalizing the previous lemma, and again exploiting the conditioning on ∩r∈[βj−1 ,s] Ej−1
(s)
e (s) is small in expectation for the entire time interval.
of Ψj , we know prove that Ψ
j
(s)

e ] ≤ cn.
▶ Lemma 6.11. For all s ∈ [βj−1 + n log3 n, t + n log5 n], E[ Ψ
j
e (s) , and prove that if it is polynomial in
We now switch to the other potential function Φ
j
at least one step, then it is also linear in at least one step (not much later).
▶ Lemma 6.12. For all 1 ≤ j < k it holds that,

Pr 


[
s∈[βj−1 ,βj ]

(s)

e ≤ cn}
{Φ
j

(r)

[
r∈[βj−1 ,βj−1

e
{Φ
j
+n log3

n]

≤ n4/3 }  ≥ 1 − n−5 .
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Deterministic Relations between the Potential Functions
(s)

We collect several basic facts about the potential functions Φj
(s)

(s)

and Ψj .

(s)

▷ Claim 6.13. For any s ≥ 0, Φj ≤ 2cn implies Ψj+1 ≤ exp(0.01 · log3 n).
The next claim is crucial for applying the concentration inequality, since the third
statement bounds the maximum additive change of Φ(s) (assuming Ψ(s) is small enough:
(s)

(s)

▷ Claim 6.14. For any s ≥ 0, if Ψj ≤ cn12 , then (i) xi
(s)

(s+1)

for all i ∈ [n], (ii) Φj ≤ n4/3 and (iii) |Φj

(s)

≤

− Φj | ≤ n

k−j
s
12.1
k
n + α1 ·(log n)
1/3

+ α22 j(log n)1/k

.

The next claim is a simple “smoothness” argument showing that the potential cannot
decrease quickly within n/ log2 n steps. The derivation is elementary and relies on the fact
that average load does not change by more than 1/ log2 n.
(r)

▷ Claim 6.15. For any s ≥ 0 and any r ∈ [s, s + n/ log2 n], we have Φj

7

(s)

≥ 0.99 · Φj .

Applications of the Relaxed Quantile Process

In this section we present two implications of our analysis in Section 6, exploiting the
flexibility of the relaxed version of the k-quantile process. The first implication is based on
majorizing the (1 + β)-process by a suitable relaxed k-quantile process, where k depends on
β (see Lemma 7.3).
▶ Theorem 7.1. Consider a (1 + β)-process with β ≥ 1 − 2−0.5(log n)
1 ≤ k ≤ κ · log log n. Then for any m ≥ 1,
h
i
Pr Gap(m) ≤ 1000 · k · (log n)1/k ≥ 1 − n−3 .

(k−1)/k

for some integer

In particular, if β ≥ 1 − n−c1 , for any (small) constant c1 > 0, then there is a constant
c2 = c2 (c1 ) > 0 such that the gap is at most c2 · log log n w.h.p..
We can also derive an almost matching lower bound, showing that 1 − β has to be (almost)
polynomially small in order to achieve a gap of O(log log n) (Remark 7.4 in the appendix).
Our result for k quantiles can be also applied to graphical balanced allocations, where
the graph is parameterized by its spectral expansion λ ∈ [0, 1). Similar to the derivation
of Theorem 7.1, the idea is to show that the graphical balanced allocation process can be
majorized by a suitable relaxed k-quantile process.
▶ Corollary 7.2 (special case of Theorem 7.8). Consider graphical balanced allocation on a
d-regular graph with spectral expansion λ ≤ n−c1 for a constant c1 > 0. Then there is a
constant c2 = c2 (c1 ) > 0 such that for any m ≥ 1, Pr [ Gap(m) ≤ c2 · log log n ] ≥ 1 − n−3 .
√
As shown in [33], for any d = poly(n), a random d-regular graph satisfies λ = O(1/ d)
w.h.p., and thus the gap bound above applies. For the lightly loaded case, [22] proved that
any regular graph with degree at least nΩ(1/ log log n) achieves a gap O(log log n), and they
also showed that this density is necessary. For the heavily loaded case, [28] proved a gap
bound of O(log n) for any expander. Hence Corollary 7.2 combines these lines of work, and
establishes that the O(log log n) gap bound extends from complete graphs to dense and
(strong) expanders.
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7.1

(1 + β)-Process for large β

We first relate the (1 + β)-process to a relaxed quantile process.
(k−1)/k
▶ Lemma 7.3. Consider a (1 + β)-process with β ≥ 1 − 2−0.5(log n)
= 1 − δe1 for some
integer k ≥ 1. Then this (1 + β)-process is a Relaxed-Quantileγ (δ1 , . . . , δk ) process, where
each δi is δei being rounded up to the nearest multiple of n1 and γ = 3.

Using the above lemma, majorization and Theorem 6.5 yields immediately:
▶ Theorem 7.1. Consider a (1 + β)-process with β ≥ 1 − 2−0.5(log n)
1 ≤ k ≤ κ · log log n. Then for any m ≥ 1,
h
i
Pr Gap(m) ≤ 1000 · k · (log n)1/k ≥ 1 − n−3 .

(k−1)/k

for some integer

In particular, if β ≥ 1 − n−c1 , for any (small) constant c1 > 0, then there is a constant
c2 = c2 (c1 ) > 0 such that the gap is at most c2 · log log n w.h.p..
It is straightforward to derive an almost matching lower bound on the gap, showing that
1 − β has to be (almost) polynomially small in order to achieve a gap of O(log log n):
−c3 / log log n
▶ Remark 7.4. Consider a (1 +hβ)-process with β ≤ 1 −
for some c3 > 0 (not
i n
2
necessarily constant). Then, Pr Gap(n) ≥ c3 log log n ≥ 1 − o(1).

7.2

Graphical Balanced Allocation

We now analyze the graphical balanced allocation process, with a focus on dense expander
graphs. To this end, we first recall some basic notation of spectral graph theory and expansion.
For an undirected graph G, the normalized Laplacian Matrix of G is an n × n-matrix defined
by L = I − D−1/2 · A · D1/2 , where I is the identity matrix, A is the adjacency matrix
and D is the diagonal matrix where Du,u = deg(u) for any vertex u ∈ V . Further, let
λ1 ≤ λ2 ≤ · · · ≤ λn be the n eigenvalues of L, and let λ := maxi∈[2,n] |1 − λi | be the spectral
P
expansion of G. Further, for any set U ⊆ V define vol(U ) := v∈U deg(v). Note that for a
d-regular graph, we have vol(U ) = d · |U | and vol(V ) = dn.
We now recall the following (stronger) version of the Expander Mixing Lemma (cf. [12]):
▶ Lemma 7.5 (Expander Mixing Lemma). For any subsets X, Y ⊆ V ,
q
vol(X) · vol(X) · vol(Y ) · vol(Y )
vol(X) · vol(Y )
|E(X, Y )| −
≤λ·
,
vol(V )
vol(V )
where vol(X) = vol(V \ X).
In the following, we consider G to be a d-regular graph.
▶ Proposition 7.6. Consider the probability vector pti , 1 ≤ i ≤ n of a graphical balanced
allocation process on a d-regular graph G with spectral expansion λ. Then this vector satisfies
for any load configuration at any time t the following three inequalities.
Pj
1. For any 1 ≤ j ≤ λ · n, i=1 pti ≤ 2λ · nj .
2
Pj
2. For any λ · n ≤ j, i=1 pti ≤ 2 · nj .

Pj
3. For any 1 ≤ j ≤ n, i=1 pti ≤ nj · 1 − (1 − λ) · n−j
.
n
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▶ Lemma 7.7. Consider a graphical balanced allocation process on a connected, d-regular
(k−1)/k
graph on G with spectral expansion λ ≤ 1/2. Further, let 2−0.5(log n)
≥ λ for an integer
k ≥ 1. Then there exists a process in the class Relaxed-Quantileγ (δ1 , . . . , δk ), where
each δi is δei being rounded up to the nearest multiple of n1 and γ = 2, which majorizes the
probability vector of the graphical balanced allocation process in each round t ≥ 1, for any
possible load configuration.
▶ Theorem 7.8. Consider a graphical balanced allocation process on a connected, d-regular
graph on G with spectral expansion λ ≤ 1/2. Further, let k ∈ [1, k ≤ κ · log log n] be the
(k−1)/k
e := max{λ, n−0.00005 }. Then for any m ≥ 1,
largest integer such that 2−0.5(log n)
≥λ

!(k+1)/k 
log
n
 ≥ 1 − n−3 .
Pr  Gap(m) ≤ 1000 · k ·
e
log(1/λ)
From the general bound in the above corollary, we can deduce the following two bounds:
▶ Remark 7.9. Under the assumptions of Theorem 7.8, we have the following more explicit
(but slightly weaker) bound for any 2 ≤ k ≤ κ · log log n,

!3/2 
log log n
log n
 ≥ 1 − n−3 .
Pr  Gap(m) ≤ 1000 ·
·
e
e
log log n − log log(1/λ) + log(0.5)
log(1/λ)
c1

Also if λ ≤ 1/2(log n) for some constant 0 < c1 < 1, then


1
(3/2)·(1−c1 )
log log n · (log n)
≥ 1 − n−3 .
Pr Gap(m) ≤ 1000 ·
log(104 )
Finally, let us consider the case where λ decays polynomially in n.
▶ Corollary 7.2 (special case of Theorem 7.8). Consider graphical balanced allocation on a
d-regular graph with spectral expansion λ ≤ n−c1 for a constant c1 > 0. Then there is a
constant c2 = c2 (c1 ) > 0 such that for any m ≥ 1, Pr [ Gap(m) ≤ c2 · log log n ] ≥ 1 − n−3 .
Note that λ ≤ n−c1 captures a relaxed, multiplicative approximation of Ramanujan graphs
(it is in fact more relaxed than the existing notion “weakly Ramanujan”). Recently, [33]
proved that for any poly(n) ≤ d ≤ n/2, a random d-regular graph satisfies the constraint on
λ with probability at least 1 − n−1 .
Further, we remark that the above result extends one of the main results of [22] which
states that for any graph with degree n1/ log log n , graphical balanced allocation achieves a
gap of at most Θ(log log n) in the lightly loaded case (m = n). Our result above also refines
a previous result of [28] which states that for any expander graph, a gap bound of O(log n)
holds (even in the heavily loaded case m ≥ n). In conclusion, we see that the gap bound of
O(log log n) extends from the complete graph (which is the Two-Choice process) to other
graphs, provided we have a strong expansion and high density.

8

Conclusions

In this work, we introduced a new framework of balls-and-bins with incomplete information.
The main contributions are as follows:
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1. A lower bound of Ω( log n) for a fixed m = Θ(n log n) for one adaptive query
(Theorem 4.4), disproving Problem 1.3 in [16]. Also, a stronger lower bound of
Ω(log n/ log log n) for “many” time-steps in [1, n log2 n] (Corollary 4.2), again for one
adaptive query.
2. Design and analysis of an instance of the k-quantile process for any k ≥ 1. This process
performs well empirically (Section 9), and achieves w.h.p. an O(k · (log n)1/k ) gap for
any m ≥ 1 and k = O(log log n) (Theorem 6.1). This theoretical result has several
implications:
A “power of two queries” phenomenon: reduction of the gap from Ω(log n/ log log n)
√
to O( log n) by increasing the number of queries from one to two.
For k = Θ(log log n), a gap bound of O(log log n) which matches the gap of the process
with full information (Two-Choice) up to multiplicative constants.
New upper bounds on the gap of the (1 + β) process with β close to 1 by relating it to
a Relaxed-Quantile process (Theorem 7.1).
New upper bounds on the graphical balanced allocation on dense expander graphs,
making progress towards Open Question 2 in [28] (Corollary 7.2).
3. Several majorizations and reductions between the processes Quantile, Threshold,
Relaxed-Quantile, Thinning, (1 + β) and Two-Choice (see Figure 2 for a high-level
outline, and Section 3 for more details).
One natural open question is whether we can prove matching lower bounds, in particular,
the case k ≥ 2 is wide open. Another interesting direction is to investigate other allocation
processes with limited information, e.g., where a sampled bin reports its actual load perturbed
by some random or deterministic noise function.

9

Experimental Results

(1 + β)
Quantile(δ1 )
Quantile(δ1 , δ2 )
Quantile(δ1 , δ2 , δ3 )
Quantile(δ1 , δ2 , δ3 , δ4 )
Two-Choice

20

10

0

0.2

0.4

0.6

Number of bins n

0.8

1
·105

(a) Balanced allocation on complete graphs.

Gap at m = 1000 · n

Gap at m = 1000 · n

In Table 1 and Figure 6a, we also recorded the empirical distribution of the gap for m = 1000·n
balls for the (1 + β) with β = 1/2, the k-Quantile (for k = 1, 2, 3, 4) of the form defined in
Section 6, and the Two-Choice process. The experiments show a large improvement of
k = 2 over k = 1 (“Power of Two Queries”). Figure 6b shows empirical evidence that the gap
decreases (and approaching closely the Two-Choice gap) in regular graphs as the degree
increases.
n = 50.000
n = 10.000
n = 1.000

102

101

101
Degree d of graph

102

(b) Balanced allocation on random d-regular
graphs.

Figure 6 (a) Average Gap vs. n ∈ {103 , 104 , 5 · 104 , 105 } for the experimental setup of Table 1
and (b) Average Gap vs. n ∈ {103 , 104 , 5 · 104 } for regular graphs generated using [29].
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Table 1 Summary of our Experimental Results (m = 1000 · n).
n

103

104

105

(1 + β), for β = 0.5
12 : 5%
13 : 15%
14 : 31%
15 : 21%
16 : 15%
17 : 5%
18 : 4%
19 : 2%
20 : 1%
21 : 1%
16 : 3%
17 : 21%
18 : 19%
19 : 10%
20 : 23%
21 : 11%
22 : 10%
23 : 2%
24 : 1%
20 : 2%
21 : 7%
22 : 9%
23 : 26%
24 : 27%
25 : 14%
26 : 6%
27 : 3%
28 : 4%
29 : 1%
34 : 1%

k=1

k=2

k=3

k=4

Two-Choice

3 : 1%
4 : 11%
5 : 46%
6 : 33%
7 : 6%
8 : 2%
10 : 1%

2 : 4%
3 : 80%
4 : 16%

2 : 24%
3 : 74%
4 : 2%

2 : 50%
3 : 49%
4 : 1%

2 : 93%
3 : 7%

6 : 14%
7 : 42%
8 : 25%
9 : 15%
10 : 2%
11 : 1%
12 : 1%

3 : 27%
4 : 65%
5 : 8%

3 : 83%
4 : 17%

3 : 95%
4 : 5%

2 : 46%
3 : 54%

8 : 28%
9 : 42%
10 : 18%
11 : 7%
12 : 3%
14 : 1%
15 : 1%

4 : 72%
5 : 26%
6 : 2%

3 : 46%
4 : 54%

3 : 79%
4 : 21%

3 : 100%
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1

Introduction

A query-to-communication lifting theorem is a reductive lower bound technique that translates
lower bounds on query complexity (such as decision tree complexity) to lower bounds for
the corresponding communication complexity model. For a function f : {0, 1}n → R, and a
function g : X × Y → {0, 1} (called the gadget), their composition f ◦ g n : X n × Y n → R is
defined by
(f ◦ g n )(x, y) := f (g(x1 , y1 ), . . . , g(xn , yn )).
Here, Alice holds x ∈ X n and Bob holds y ∈ Y n . Typically g is the popular index gadget
Indm : [m] × {0, 1}m → {0, 1} mapping (x, y) to the x-th bit of y.
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There is a substantial body of work proving lifting theorems for a variety of flavors
of query-to-communication, including: deterministic [30, 17, 8, 36, 6, 5], nondeterministic
[15, 12], randomized [18, 5], degree-to-rank [34, 27, 28, 32], and nonnegative degree to
nonnegative rank [4, 22]. In these papers and others, lifting theorems have been applied
to simplify and resolve some longstanding open problems, including new separations in
communication complexity [16, 17, 18, 6, 5], proof complexity [15, 20, 16, 8, 7, 14] monotone
circuit complexity [11], monotone span programs and linear secret sharing schemes [32, 27, 28],
and lower bounds on the extension complexity of linear and semi-definite programs [4, 22, 25].
Furthermore within communication complexity most functions of interest – e.g. equality,
set-disjointness, inner product, gap-hamming (c.f. [24, 21]) – are lifted functions.
At the heart of these proofs is a simulation theorem.1 A communication protocol for the
lifted function can “mimic” a decision tree for the original function by taking log m + 1 steps
to calculate each variable queried by the decision tree in turn. For large enough m = nO(1)
and for every f the deterministic simulation theorem [30, 17] shows that this simulation goes
the other way as well:
Pcc (f ◦ Indnm ) = Pdt (f ) · Θ(log m)
The proof of this theorem has evolved considerably since [30], applying to a wider range
of gadgets [36, 6, 5], and with more sharpened results giving somewhat improved parameters
and simulation theorems for the more difficult settings of randomized and dag-like lifting.
The original proof of [30] used the notion of min-degree for the central invariant used to
prove the simulation theorem; later [15] introduced the notion of blockwise min-entropy,
which has since been used for a variety of lifting theorems, including randomized [18] and
dag-like [11]. Nearly all of these proofs used either intricate combinatorial arguments or tools
from Fourier analysis.

Lifting using the sunflower lemma
One important goal of this paper is to give a readable, self-contained and simplified proof of
the deterministic query-to-communication lifting theorem. Our proof uses the same basic
setup as in previous arguments, but our proof of the main invariant – showing that any large
rectangle can be decomposed into a part that has structure and a part that is pseudo-random
– is proven by a direct reduction to the famous sunflower lemma.
The sunflower lemma is one of the most important examples of a structure-versusrandomness theorem in combinatorics. A sunflower with r petals is a collection of r sets such
that the intersection of each pair is equal to the intersection of all of them. The sunflower
lemma of Erdös and Rado [9] roughly states that any sufficiently large w-uniform set system
(of size about ww ) must contain a sunflower. A recent breakthrough result due to Alweiss et
al. [1] proves the sunflower lemma with significantly improved parameters, making a huge
step towards resolving the longstanding open problem of obtaining optimal parameters. A
sequence of followup works [10, 29, 2] extended the technique and sharpened the obtained
bounds.
Both the original sunflower lemma as well as Rossman’s robust version [33] have played an
important role in recent advances in theoretical computer science. Most famously, Razborov
proved the first superpolynomial lower bounds for monotone circuits computing the Clique
1

Here we restrict ourselves to lifting theorems in the setting of Boolean models of query complexity (e.g.,
decision trees, randomized decision trees). Interestingly algebraic lifting theorems which lift polynomial
degree to an associated communication measure, exploit duality in order to give nonconstructive proofs
of lifting (see e.g. [34, 28, 31])
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function, using the sunflower lemma. It has also been a fundamental tool used to obtain a wide
variety of other hardness results including: hardness of approximation, matrix multiplication,
cryptography, and data structure lower bounds. (See the conference version of [1] for a nice
survey of the many applications to Computer Science.)
Additionally, [26] established a connection between sunflowers and randomness extractors,
which implicitly connected sunflowers to lifting theorems through the central notion of
blockwise min-entropy. In particular they showed that if certain functions are extractors
for blockwise min-entropy sources, then one can get improvements on the sunflower lemma.
We close the loop by showing the other direction: we use the sunflower lemma to get lifting
theorems. As a consequence of these two results together, certain improvements to either
lifting theorems or sunflowers directly would imply an improvement in the other. We make
this connection explicit in Section 6, while in Section 4 we make an explicit conjecture which
would give such an improvement.

Gadget size
The second main goal of this paper is to open up a new avenue of attack towards proving
lifting theorems with improved gadget size – one of the main challenges in the area. Gadget
size is a fundamental parameter in lifting theorems and their applications. We define the
gadget size of g : X × Y → {0, 1} as min(|X |, |Y|). In most applications, one loses factors that
depend polynomially on the gadget size. An ideal lifting theorem - one with constant gadget
size - would give a unified way to prove tight lower bounds in several models of computation.
For example, the best
known size lower bounds for extension complexity as well as monotone
√
circuit size is 2Ω̃( n) [13, 19, 3]. Improving the gadget size from poly(n) to O(1) (or even
poly log(n)) would improve the best known lower bounds for extended formulations and
monotone circuit size to 2Ω̃(n) . 2
Despite the tremendous progress in lifting theorems, most generic lifting theorems require
gadget sizes that are polynomial in n.3 Most recently, [6] reduced the gadget size to n2+ϵ for
any ϵ > 0. It has remained an open problem to break through this quadratic barrier.
One of our main contributions is to cross the quadratic barrier firmly; our simplified proof
immediately gives us a gadget of size n1+ϵ for any ϵ > 0. Our approach does not seem to
have the same bottleneck as previous approaches and presents a way forward for obtaining
lifting theorems for polylogarithmic gadget sizes (similar to the improvements made for
the sunflower lemma in [1]; see Section 4). Furthermore, by inspecting the parameters of
the argument, we can prove a “sliding” lifting theorem which allows us to make a tradeoff
between the strength of our lower bound and the size of the gadget, down to a gadget of size
O(n log n).

Dag-like lifting and other improvements
A further strength of our approach is that it can be adapted straightforwardly to prove a
lifting theorem for dag-like communication protocols. Note that previous approaches such as
those of [30], [17] do not extend to such protocols. Such a lifting theorem was first proven in
[11], whose central lemma was built on the randomized lifting theorem of [18]. Our main

2

3

Typically, a gadget of size q with n variables can lead to a lower bound of 2Ω(n) but on a combinatorial
problem of size N = nq. So for instance, previous black-box lifting theorems would, in the best-case
1/3
scenario, lead to a 2Ω̃(N ) lower bound on extension complexity for graph problems on N vertices
1/2
[19]. Our new lifting theorem with a near-linear gadget size could lead to a 2Ω̃(N ) lower bound;
independently, this lower bound was proven by [3].
Some notable exceptions for models of communication with better gadget size are [34, 35, 16, 27].
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contribution is a substantially simpler proof of their main lemma, which as in our tree-like
lifting theorem, follows from a direct application of the sunflower lemma. Consequently, our
dag-like lifting theorem also improves on the gadget size, from polynomial to near-linear size.
We note that (almost) all of our results extend straightforwardly to the real communication
setting as well.4
Our proof also immediately extends to give a new proof (with even tighter parameters)
of [14] who prove deterministic lifting with the gadget size bounded by a polynomial in the
query complexity of the outer function. This applies to situations such as fixed-parameter
complexity, where the query complexity is modest, allowing us to lift problems whose query
complexity and gadget size are comparable. Again our approach does not seem to suffer from
a bottleneck, and improvements to this theorem would yield, e.g., stronger lower bounds on
the automatizability of Cutting Planes [14].

Organization for the rest of the paper
After setting up the preliminaries in Section 2, in Section 3 we give an overview of our
proof of the basic lifting theorem, as well as some ideas behind the extensions in the rest
of the paper. In Section 4 we discuss a conjecture related to sunflowers which would make
direct progress towards proving lifting with sublinear sized gadgets. In Section 5 we present
our main contribution: a simplified proof of lifting via the sunflower lemma. Then for the
remainder of the paper we investigate various extensions of this basic lifting theorem. In
Section 6 we show that the gadget size m can be improved. Specifically in Subsection 6.1 we
show that the basic lifting theorem can be done with m = n1+ϵ , and by sacrificing in the
strength of the lifting theorem we can even push it down to O(n log n). In Subsection 6.2 we
give a lifting theorem that scales with the decision tree complexity of the underlying function,
instead of the number of variables n. We also briefly discuss the modifications needed to
extend our results to the real communication setting in Subsection 6.3. For these extensions
we make extensive reference to the basic lifting theorem in order to highlight how the proofs
differ, and where necessary how our results fit into the context of their original proofs.
We refer readers to the full version of our paper for results on lifting dag-like query
complexity to dag-like communication complexity.

2

Preliminaries

We will use n to denote the length of the input and N ≤ n to denote an arbitrary number less
than n.5 We also use m to denote an external parameter, and for this preliminaries section
we will use U to denote an arbitrary set. We will mostly focus on two types of universes,
U N and (U m )N . In the case of U N we often refer to i ∈ [N ] as being a coordinate, while in
the case of (U m )N we often refer to i ∈ [N ] as being a block. We will be primarily using
terminology from previous lifting papers and computational complexity; for a connection to
the language more commonly used in sunflower papers and combinatorics, see Appendix A
in the full version of our paper.

4

5

In most query-to-communication settings it is relatively simple to extend results for communication
complexity to the real communication setting [23]; we refer readers to, e.g., [8, 11] for examples of these
techniques and applications of lifting to real communication complexity.
Later in the paper we will often be dealing with some subset of the input variables, and so N will
generically refer to the number of variables we currently care about.
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Basic notation
For a set S ⊆ U we write S̄ := U ∖ S. For a set U and a set I ⊆ [N ] we say a string x is
in U I if each value in x is an element of U indexed by a unique element of I. For a string
x ∈ U N and I ⊆ [N ] we define x[I] ∈ U I to be the values of x at the locations in I, and for
a string y ∈ (U m )N and I ⊆ [N ], α ∈ [m]I we define y[I, α] ∈ U I to be the values of y at the
locations αi for each i ∈ I. For a set X ⊆ U N we define XI ⊆ U I to be the set that is the
projection of X onto coordinates I, and for a set Y ⊆ (U m )N we define YI ⊆ (U m )I likewise.
For a set system F of subsets of U and a set S ⊆ U , we define FS̄ := {γ ∖ S : γ ∈ F , S ⊆ γ}.
▶ Definition 1. Let γ ⊆ [mN ]. Treating each element in γ as being a pair (i, a) where i ∈ [N ]
and a ∈ [m], we say γ is over (U m )N , meaning that for s ∈ (U m )N and each (i, a) ∈ γ there
is a corresponding element s[i, a] from U . We sometimes say (i, a) is a pointer. We say a set
system F is over (U m )N if all sets in F are over (U m )N .
For γ over (U m )N , γ is a block-respecting subset of [mN ] if γ contains at most one
element per block, or in other words if i ̸= i′ for all distinct (i, a), (i′ , a′ ) ∈ γ. We can
represent such γ by a pair (I, α), where I ⊆ [N ] and α ∈ [m]I ; here γ chooses one element
(indicated by αi ) from each block i ∈ I. A set system F over (U m )N is block-respecting if all
elements γ ∈ F are block-respecting.
We say that a set ρ ∈ {0, 1, ∗}N is a restriction, or sometimes a partial assignment. We
denote by free(ρ) ⊆ [N ] the variables assigned a star, and define fix(ρ) := [N ] ∖ free(ρ). If
we have two restrictions ρ, ρ′ such that fix(ρ) ∩ fix(ρ′ ) = ∅, then we define ρ ∪ ρ′ to be the
restriction which assigns fix(ρ) to ρ[fix(ρ)] and fix(ρ′ ) to ρ′ [fix(ρ′ )], with all other coordinates
being assigned ∗.
In general in this paper we will use bold letters to denote random variables. For a set
S we denote by S ∈ S the random variable that is uniform over S. For a block-respecting
set system F over (U m )N and I ⊆ [N ], we denote by F I the marginal distribution over FI ,
where we remove all sets γ ∈ F which do not contain elements in all blocks I.
▶ Definition 2. Let S be a set. For a random variable s ∈ S we define its min-entropy
by H∞ (s) := mins log(1/Pr[ s = s ]). We also define the deficiency of s by D∞ (s) :=
log |S| − H∞ (s) ≥ 0.
▶ Definition 3. Let F be a block-respecting set system over (U m )N . We define the blockwise
1
min-entropy of F by min∅̸=I⊆[N ] |I|
H∞ (FI ), or in other words the least (normalized) marginal
min-entropy over all subsets I of the coordinates [N ].

Search problems
A search problem is a relation f ⊆ Z × O such that for every z ∈ Z there exists some o ∈ O
such that (z, o) ∈ f . Let f (z) ̸= ∅ denote the set of all o ∈ O such that (z, o) ∈ f . Likewise
a bipartite search problem is a relation F ⊆ X × Y × O such that F (x, y) ̸= ∅, where F (x, y)
is defined analogously to f (z). We say that f is on Z and F is on X × Y.
▶ Definition 4. Let m ∈ N. The index gadget, denoted Indm , is a Boolean function which
takes two inputs x ∈ [m] and y ∈ {0, 1}m , and outputs y[x]. We will often have multiple
separate instances of the index gadget; we use the notation IndN
m to refer to the function which
takes two inputs x ∈ [m]N and y ∈ ({0, 1}m )N and outputs the Boolean string (y[i, xi ])i∈[N ] .
For a search problem f with Z = {0, 1}n , the lifted search problem f ◦ Indnm is a bipartite
search problem defined by X := [m]n , Y := ({0, 1}m )n , and f ◦ Indnm (x, y) = {o ∈ O : o ∈
f (Indnm (x, y))}. Following our existing convention, for a set of variables J ⊆ [n] we write
IndJm (x, y) to refer to the function Ind|J|
m ((xi )i∈J , (yi )i∈J ).
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Intuitively, each x ∈ X can be viewed as a block-respecting subset over the universe [mn]
where n elements are chosen, one from each block of size m. For each i ∈ [n], to determine
the value of the variable zi in the original problem f , we restrict ourselves to the i-th block
of y and take the bit indexed by the i-th coordinate of x.
Consider a search problem f ⊆ {0, 1}n × O. A decision tree T is a binary tree such that
each non-leaf node v is labeled with an input variable zi , and each leaf v is labeled with a
solution ov ∈ O. The tree T solves f if, for any input z ∈ {0, 1}n , the unique root-to-leaf
path, generated by walking left at node v if the variable zi that v is labeled with is 0 (and
right otherwise), terminates at a leaf u with ou ∈ f (z). We define
Pdt (f ) := least depth of a decision tree solving f
Consider a bipartite search problem F . A communication protocol Π is a binary tree where
now each non-leaf node v is labeled with a binary function gv which takes its input either
from X or Y. This is informally viewed as two players Alice and Bob jointly computing a
function, where Alice receives x ∈ X and Bob receives y ∈ Y, and where at each node in
the protocol either Alice or Bob computes gv (x) or gv (y), respectively, and “speaks” as to
which child to go to, depending on whose turn it is. The protocol Π solves F if, for any
input (x, y) ∈ X × Y, the unique root-to-leaf path, generated by walking left at node v if
gv (x, y) = 0 (and right otherwise), terminates at a leaf u with ou ∈ F (x, y). We define
Pcc (F ) := least depth of a communication protocol solving F .
An alternative characterization of communication protocols, which will be useful for proving
our main theorem, is as follows. Each non-leaf node v is labeled with a (combinatorial)
rectangle Rv = Xv × Yv ⊆ X × Y, such that if vℓ and vr are the children of v, Rvℓ and
Rvr partition Rv . Furthermore this partition is either of the form Xvℓ × Yv ⊔ Xvr × Yv or
Xv × Yvℓ ⊔ Xv × Yvr . The unique root-to-leaf path on input (x, y) is generated by walking to
whichever child v of the current node satisfies (x, y) ∈ Rv .

Sunflowers
Let F be a set system over some universe U . We say that F is a sunflower if there exists
some set S ⊆ U such that γ1 ∩ γ2 = S for any two distinct sets γ1 , γ2 ∈ F . We refer to the
sets in FS as the petals and S as the core. The famed sunflower lemma of Erdős and Rado
states the following.
▶ Lemma 5 (Sunflower Lemma). Let s ∈ N and let k ∈ N. Let F be a set system over U
such that a) |γ| ≤ s for all γ ∈ F ; and b) |F| ≥ s!(k − 1)s . Then F contains a sunflower
with k petals.
In this paper we will be mostly concerned with a set system that approximately reflects
the behavior of a sunflower. Let F be a set system over some universe U , and let p, κ ∈ (0, 1].
We say that F is (p, κ)-satisfying if
Pry⊆p U (∀γ ∈ F : γ ̸⊆ y) ≤ κ
where ⊆p means that each element is added to y independently with probability p.
We say that F is a (p, κ)-robust sunflower (sometimes called an approximate sunflower or
a quasi-sunflower ) if it satisfies the following. Let S = ∩T ∈F T be the common intersection
of all sets in F. We require that FS is (p, κ)-satisfying. In other words,
Pry⊆p U ∖S (∀γ ∈ F : γ ∖ S ̸⊆ y) ≤ κ.

S. Lovett, R. Meka, I. Mertz, T. Pitassi, and J. Zhang

104:7

In this paper we will always be using p = 1/2, and so for convenience we simply write
y ⊆ U ∖ S instead of ⊆1/2 and call F an κ-robust sunflower instead of an (1/2, κ)-robust
sunflower. An analogue of the classic sunflower lemma was proved for robust sunflowers
by Rossman [33], and in a recent breakthrough result [1] (simplified in [29]) obtained an
improvement in the parameters:
▶ Lemma 6 (Robust Sunflower Lemma). There exists an absolute constant K such that the
following holds: Let s ∈ N and κ > 0. Let F be a set system over U such that a) |γ| ≤ s for
all γ ∈ F ; and b) |F| ≥ (K log(s/κ))s . Then F contains a κ-robust sunflower.
As a stepping stone they also prove an improvement on Lemma 6 assuming a condition
called spreadness, but which we will state in the following way.
▶ Lemma 7 (Blockwise Robust Sunflower Lemma). There exists an absolute constant K such
that the following holds: let s ∈ N and κ > 0. Let F be a block-respecting set system over
(U m )N such that a) |γ| ≤ s for all γ ∈ F ; and b) F has blockwise min-entropy at least
log(K log(s/κ)). Then F is κ-satisfying.
In our main argument we will use a simple and general statement about the satisfiability
of monotone CNFs in order to connect sunflowers to restrictions.
▷ Claim 8. Let C = C1 ∧ . . . ∧ Cm be a CNF on the variables x1 . . . xn such that no clause
contains both the literals xi and xi for any i. Let C mon be the result of replacing, for every
i, every occurrence of xi in C with xi .6 Then
|{x ∈ {0, 1}n : C(x) = 1}| ≤ |{x ∈ {0, 1}n : C mon (x) = 1}|
Proof. Let C i be the result of replacing every occurrence of xi in C with xi . It is enough to
show that for any i, C i (x) is satisfied by at least as many assignments β ∈ {0, 1}n to x as
C(x) is, as we can then apply the argument inductively for i = 1 . . . n. Let β −i ∈ {0, 1}[n]∖{i}
be an assignment to every variable except xi . We claim that for every β −i , C i (β −i , xi ) is
satisfied by at least as many assignments βi ∈ {0, 1} to xi as C(β −i , xi ).
Since there are no clauses with both xi and xi , each clause in C is of the form xi ∨ A,
xi ∨ B, or C, where A, B, and C don’t depend on xi ; the corresponding clauses in C i are
xi ∨ A, xi ∨ B, and C. If C i (β −i , 1) = 1, then A(β −i ) = B(β −i ) = C(β −i ) = 1 for all A,
B, and C, and so C i (β −i , xi ) is always satisfied. If C i (β −i , 0) = 0, then it must be that
C(β −i ) = 0 for some C, and so C(β −i , xi ) has no satisfying assignments. Finally assume
neither of these cases hold, and so C i (β −i , 1) = 0 and C i (β −i , 0) = 1. Then it must be that
either A(β −i ) = 0 for some A, in which case C(β −i , 0) = 0, or B(β −i ) = 0 for some B, in
which case C(β −i , 1) = 0. Therefore C(β −i , xi ) has at least one falsifying assignment, while
C i (β −i , xi ) has exactly one.
◁

3

Proof overview

In this section we will sketch out the technical ideas that go into proving the basic deterministic
lifting theorem, along with some of the innovations that have helped simplify the proof since
[30]. We also sketch the changes that are required to prove our other lifting theorems, i.e.
dag-like lifting, lifting with smaller gadgets (Subsection 6.1), and lifting whose gadget size
scales with the decision tree depth (Subsection 6.2).
6

Intuitively C mon is the monotone version of C, and note that it does not matter whether our monotone
version has all variables occurring positively or negatively. This version will happen to be more suggestive
later.
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3.1

The basic lifting theorem

The following is our basic deterministic lifting theorem. For simplicity of exposition we focus
on a concrete gadget size m = n1.1 , and later show how to adjust the parameters to get
m = n1+ϵ for any ϵ > 0.
▶ Theorem 9 (Basic Lifting Theorem). Let f be a search problem over {0, 1}n , and let
m = n1.1 . Then
Pcc (f ◦ Indnm ) = Pdt (f ) · Θ(log m)
We prove that a) a decision tree of depth d for f can be simulated by a communication
protocol of depth O(d log m) for the composed problem f ◦ Indnm , and b) a communication
protocol of depth d log m for the composed problem f ◦ Indnm can be simulated by a decisiontree of depth O(d) for f . Let {zi }i be the variables of f and let {xi }i , {yi }i be the variables
of f ◦ Indnm ; recall that each zi takes values in {0, 1}, xi takes values in [m], and yi takes
values in {0, 1}m . The forward direction of the theorem is obvious: given a decision tree T
for f , Alice and Bob can simply trace down T and compute the appropriate variable zi at
each node v ∈ T visited, spending log m bits to compute Indm (xi , yi ) to do so. Thus we
focus on simulating a communication protocol Π of depth d log m.

High level idea: Tracing the “important” coordinates
What does it mean to “simulate” a communication protocol for f ◦ Indnm by a decision tree
for f ? When we look at the communication matrix for f ◦ Indnm , we label the (x, y) entry
with the solutions o ∈ O satisfying (x, y) ∈ (f ◦ Indnm )−1 (o). However we have no control
over f , and so in some sense what we really care about is the z variables. So instead we
will think of the (x, y) entry as storing z = Indnm (x, y), and then instead of having to reason
about f we can ask “what does the set of z values that make it to any given leaf of Π look
like?”
For each leaf we want to split the coordinates into two categories: the “important”
coordinates where the z values are (jointly) nearly fixed, and the rest where every possibility
is still open. Hopefully this means that knowing the important coordinates is enough to
declare the answer. Applying the same logic to the internal nodes we can query variables as
they cross the threshold from unfixed to important, which leads us down to the leaves in a
natural way. To do this efficiently, we have to define “importance” in a way that satisfies
all these conditions while also ensuring that no leaf contains more than O(d) important
variables.

Blockwise min-entropy
In order to prove this formally, we will trace down the communication protocol node by
node, at each step looking for the z variables that are fairly “well determined” by the current
rectangle. We focus exclusively on the X side of the current rectangle, since Y is so large that
it would take m ≫ n log m rounds just to fix a single yi . Our measure of coordinate i being
well-determined will be the min-entropy of the uniform distribution on X marginalized to
the coordinate i. At the start of the protocol, every coordinate will have min-entropy log m,
while each round can drop the min-entropy of a coordinate by at most 1. Once a coordinate
i falls below a certain min-entropy threshold, say 0.95 log m, we can consider the coordinate
important enough to query in the decision tree. We can think of Π as having “paid” for the
coordinate i; since min-entropy can only drop by 1 each round, it took 0.05 log m rounds
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Figure 1 Rectangle Partition procedure (figure from [18]).

to reduce the entropy of Xi to below the threshold. Since we ultimately want to shave an
Ω(log m) factor off the height of the communication protocol in our decision tree, once Π has
spent Ω(log m) steps transmitting information about coordinate i we can feel satisfied giving
up the rest of the information about Xi and Yi for free.
In fact we will use the generalization of min-entropy to blockwise min-entropy, and so
instead of tracking individual coordinates we stop whenever a set of coordinates I has a joint
assignment x[I] = α which violates 0.95 log m blockwise min-entropy. In addition we will use
an entropy-restoring procedure called the rectangle partition. Whenever we find an assignment
x[I1 ] = α1 that “violates” 0.95 log m blockwise min-entropy – in other words, I1 , α1 such
that Pr(x[I1 ] = α1 ) > 2−0.95|I1 | log m – we split X into two pieces: X 1 = {x : x[I1 ] = α1 }
and X − X 1 = {x : x[I1 ] ̸= α1 }. Next we repeat for X − X 1 ; if there is an assignment
x[I2 ] = α2 that violates 0.95 log m blockwise min-entropy, then we split X − X 1 into X 2 and
(X − X 1 ) − X 2 . We repeat until there are no more assignments, and then we can make a
decision to pick one and query z[Ij ].7
We now describe our high level procedure using this partitioning subroutine. In addition
to the rectangles Rv at each node v of Π, we maintain a subrectangle R = X × Y – initially
full – which will be our guide for how to proceed down Π. Starting at the root, we go
down to the child v with the larger rectangle R ∩ Rv – which guarantees that the blockwise
min-entropy of X ∩ Xv goes down by at most 1 from X – and update R to be Rv for
whichever child v we picked. We continue going down the protocol and taking the child
with the larger intersection with R until we find that a set of coordinates has blockwise
min-entropy less than 0.95 log m in R. After running the rectangle partition, we will need to
decide which assignment to query; ultimately once we’ve chosen the assignment x[Ij ] = αj ,
we will query z[Ij ] and restrict R to be consistent with the result. Our first key lemma states
that if we run the rectangle partition on X such that X has blockwise min-entropy at least
0.95 log m on Ij , and Y has size at least 2mn−n log m , then there is always some choice of j
such that for every possible result z[Ij ] = βj , the resulting rectangle R is large on the Y side.
As mentioned before, our choice of min-entropy will be enough to guarantee that at every
step, our rectangle R will have every assignment to z consistent with the current path in the
decision tree available. When we reach a leaf ℓ in Π and have queried some coordinates I, we
want to show that we know enough information to output an answer in the decision tree. To
do this we show that we can output the same answer o as Π outputs at ℓ. Our second key
lemma states that if X and Y are fixed on the coordinates J ⊆ [n], X has min-entropy at
least 0.95 log m on J, and Y has size at least 2mn−n log m , then IndJm (X, Y ) = {0, 1}J ; thus
R ⊆ Rℓ has every option left for the z variables in the coordinates J. Thus if we consider
any assignment α to all the z values consistent with the assignment to J in the current path
in our decision tree, there must be some (x, y) ∈ Rℓ such that Indnm (x, y) = α, and so o must
be a correct answer for z = α for any α consistent with our path in the decision tree.

7

As described in Subsection 5.1, unlike in [18] in our proof we truncate this procedure before X is empty,
but the same basic principle applies.
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Key lemmas through sunflowers
Up until this point, everything we’ve stated is as it appears in [18]. For our new proof we
unify our two key lemmas with a more challenging but ultimately more straightforward
lemma: given X and Y such that XJ¯ has high blockwise min-entropy and Y is large, there
is some x∗ ∈ X such that x∗ by itself has the full range of the index gadget available, or in
¯
¯
other words IndJm (x∗ , Y ) = {0, 1}J .8 Given this statement both claims are easy to see. In
the rectangle partition, for every Ij , αj such that some value βj has few ys consistent with
it, remove those ys from Y ;9 by the lemma there is some x∗ which still has the full range
of values available. Thus whichever X j part that x∗ appears in must not have had any ys
thrown out of Y on its account, and so y[Ij , αj ] should be fairly uniform. At the leaves, if a
single x∗ gives the full range, then so does X ∋ x∗ .
Despite seeming more challenging, this unifying lemma follows almost immediately from
the Lemma 7. To illustrate this with a simple (but ultimately completely general) case,
¯
assume the all-ones vector is missing from IndJm (x, Y ) for all x, or in other words there is
¯
¯
no (x, y) such that y[x] = 1J . Consider the universe [mn], and let Sx be the set of size |J|
defined by the values x points to. Since X has high blockwise min-entropy, by Lemma 7 a
random set Sy ⊆ [mn] will contain some Sx with high probability. If we look at the incidence
vector of our random Sy , it is a string y ∈ {0, 1}mn = ({0, 1}m )n , and for Sy to not contain
¯
¯
Sx is equivalent to saying that y[x] ̸= 1J . Thus Pry [∀x : y[x] ̸= 1J ] is very low, or in other
¯
words a sufficiently large set Y ⊆ ({0, 1}m )N must contain some y such that y[x] = 1J for
some x. This gives us our contradiction since we assumed Y was large.

Recap
Summing up, our final procedure will be as follows. For all v ∈ Π let Rv be the rectangle
associated with node v, let R = [m]n × ({0, 1}m )n , and at the start of the simulation, let
v = root. At each step we go to the child v ′ of v maximizing R ∩ Rv′ . Then we perform the
rectangle partition on X, query z[Ij ] for Ij from the key lemma (possibly empty) to get the
answer βj , and fix R to be consistent with x[Ij ] = αj and y[Ij , αj ] = βj . As an invariant we
have that at the start of each round R is fixed on the coordinates J queried in our decision
tree, XJ has blockwise min-entropy 0.95 log m, and |Y | ≥ 2mn−n log m . When we reach a leaf
we apply the key lemma one last time to get that all possible z values consistent with our
path in the decision tree are still available, and so we can return the same answer as Π.

3.2

Further results

Dag-like lifting
In [11] they show that a lifting theorem exists for the appropriate notions of dag-like query
complexity (decision dags) and communication complexity (rectangle dags) as well. This
proof is very similar to our basic lifting theorem 10 , and so we reprove this theorem using
our new sunflower strategy. See the full version of our paper for all definitions and the exact
statement of the dag-like lifting theorem.
8

This lemma was also proven in [11], as it was necessary to prove their result for lifting in the dag-like
case. We use it to simplify the proof of the tree-like result as well.
9
We note one other seemingly minor but very useful feature of our proof, which is that our union bound
for the sets of y’s removed during the rectangle partition does not require a large gadget size. This
removes the other bottleneck for the gadget size, and consolidates all issues of the choice of m to
Lemma 7.
10
In fact the move from min-entropy to blockwise min-entropy was necessary for this generalization, and
so while we feel the approached outlined above simplifies the original proofs of [30, 17] for tree-like
lifting, this was not the original motivation.
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The main idea is the same as before; at every step our rectangle R has some number of
variables fixed, while we have 0.95 log m blockwise min-entropy on the rest. When we move
to a new node we apply the rectangle partition to get a list of too-likely assignments, using
our key lemma to show that at least one will be safe to query. The main difference from
the tree-like proof is that Π is allowed to “forget” information along a path to the leaves,
which potentially allows it to run for many more rounds. To handle this, when moving to
node v we apply the rectangle partition to Rv itself instead of R ∩ Rv , and we include all
coordinates instead of just the ones unfixed in R. When we find a good assignment and
associated rectangle in R ∩ Rv , we set R to be this new rectangle and allow our decision dag
to forget any assignments it was remembering that are not fixed in the new assignment. We
use the same key lemma as in the tree-like case, first to make sure that after we remove all
ys where {y ∈ Y : y[Ij , αj ] = βj } is too small – and for technical reasons we now do this in
advance to every Rv in the protocol in a bottom-up fashion, creating a not-too-large set of
bad y values that we throw out before even starting – we can still find a good row x∗ ; and
second, to make sure that at the leaves we are done.

Even smaller gadgets
The reader may have noticed that the choice of the constant 0.95 in the blockwise min-entropy
threshold 0.95 log m was arbitrary; the important thing is that the number of steps of the
communication protocol required to reduce the blockwise min-entropy of our rectangle below
the threshold is Ω(log m) per coordinate. On the other hand, our gadget size m = n1.1
will directly be a function of this constant: in order to apply Lemma 7 we need that
0.95 log m > log(n log m) + O(1), or in other words m0.95 > O(n log m). Taking these two
facts together, it turns out that taking the constant 0.95 arbitrarily close to 1 allows us to
drive down the gadget size m in tandem, to n1+ϵ for any ϵ > 0.
In fact we can even take our blockwise min-entropy threshold to be (1 − o(1)) log m ≥
O(n log m) and get even closer to a linear sized gadget. However now we no longer have
that the number of steps of the communication protocol required to reduce the blockwise
min-entropy of our rectangle below the threshold is Ω(log m) per coordinate. Thus we
get a smooth tradeoff between the gadget size and the strength of the simulation, up to
m = O(n log n).
▶ Theorem 10 (Minimum Gadget Size Lifting Theorem). Let f be a search problem
over {0, 1}n , and let m = Ω(n log n). Then
Pcc (f ◦ Indm ) ≥ Ω(Pdt (f ))
An analoguous theorem hold for dag-like lifting. We make these statements more formal in
Subsection 6.1.

Lifting that scales with the query complexity
In many applications (e.g. tree-like Cutting Planes automatizability lower bounds) we want
to lift very small decision tree lower bounds to communication lower bounds, and even having
a gadget of size m = nϵ is too large to get anything useful. In [14] they prove a lifting
theorem where the only restriction on m is that it be polynomial in Pdt (f ), rather than
having any direct dependence on n. We refer to this as graduated lifting.
In Subsection 6.2 we reprove this theorem for both tree-like lifting and dag-like lifting,
the latter of which is new. In fact, almost nothing is required beyond the basic proofs, only a
small observation in the choice of parameters for our unified key lemma. As a result we also
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push the gadget size down to m = (Pdt (f ))1+ϵ (and the equivalent statement for dag-like
lifting), which generalizes all our previous results. There is a minor catch due to the case
of the leaves, which restricts us to choosing m = Ω(log1+ϵ n) unless we have some (natural)
structure on the type of search problem we are lifting.11

Real lifting
Finally it is fairly trivial to extend all of our results to the real communication setting, further
generalizing all previous results. The only result which cannot be extended is the case of
dag-like graduated lifting, although it is not clear that this cannot be achieved with a small
modification to the proof. See Subsection 6.3 for more details.

4

Towards polylogarithmic gadget size

As discussed above, the key issue in improving gadget size with current techniques is to prove
the extractor or disperser like analogues of our key lemma (Lemma 12) for small gadget sizes.
To this end, we pose the following concrete conjecture:
▶ Conjecture 11. There exist a constant c such that for all large enough m the following
holds. Let X, Y be distributions on [m]N , ({0, 1}m )N with entropy deficiency at most ∆ each.
Then, IndN
m (X, Y ) contains a subcube of co-dimension at most c∆. That is, there exists
I ⊆ [N ], |I| ≤ c∆, and α ∈ {0, 1}I such that for all z ∈ {0, 1}N with zI = α, we have
PrX,Y [IndN
m (X, Y ) = z] > 0.
Proving the above statement seems necessary for obtaining better lifting theorems with
current techniques. Further, while there are other obstacles to be overcome, proving the
conjecture for smaller gadget-sizes would be a significant step toward improving gadget size
(e.g., at least in the non-deterministic setting as considered in [15]).
The robust-sunflower theorem of [1] can be seen as proving a related statement: For
gadget-size m = poly(log n), if X has deficiency at most ∆, Y is the p-biased distribution,
then we get the stronger guarantee that for some I ⊆ [n], |I| = O(∆), α ∈ {0, 1}I we have
that for all z with zI = αI , PrY [∃x ∈ X, Indnm (X, Y ) = z] = 1 − o(1). Note that the
conclusion is stronger in the latter statement compared to the conjecture (the conjecture
only asks for non-zero probability); however, the assumption on Y is incomparable in the
robust-sunflower lemma (i.e., Y is a p-biased distribution, whereas in the conjecture Y has
high min-entropy). Nevertheless, the present proof uses the robust sunflower lemma to prove
the conjecture for m = O(n log n), whereas previous techniques needed m ≫ n2 . We believe
that these arguments could be useful in proving the above conjecture when the gadget-size is
m = poly(log n).

5

The basic lifting theorem: full proof

To prove Theorem 9, we prove that if there exists a communication protocol Π of depth
d log m for the composed problem f ◦ Indnm , then there exists a decision tree of depth O(d)
for f ; the other direction is trivial as a communication protocol can simply compute each

11

Such a restriction was also inherent in [14], who work with the canonical search problem on unsatisfiable
CNFs; this is an example of a class which has such structure.
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variable queried by the decision tree.12 Our proof will follow the basic structure of previous
works [18, 11]. We first define a procedure, called the rectangle partition, which forms the
main technical tool in our simulation. We then prove that with this tool and a few useful
facts about its output, we can efficiently simulate the protocol Π by a decision tree T , using
a number of invariants to show the efficiency and correctness of T .
Before we begin, we prove a very useful lemma that shows that if X has high blockwise
min-entropy outside some set of coordinates J, and furthermore Y is large, then it’s possible
to find an x∗ ∈ X such that the full image of the index gadget is available to x∗ outside
¯
¯
J, or in other words IndJm (x∗ , Y ) = {0, 1}J . This appears as Lemma 7 in [11] for dag-like
lifting and is stronger than is necessary for proving Theorem 9, but the proof highlights our
new counting strategy and will be a useful tool throughout the rest of the paper. 13 We also
emphasize that this is the only place in the proof of Theorem 9 where we use the size of the
gadget.
¯

▶ Lemma 12 (Full Range Lemma). Let m ≥ n1.1 and let J ⊆ [n]. Let X × Y ⊆ [m]J ×
({0, 1}m )n be such that X has blockwise min-entropy at least 0.95 log m − O(1) and |Y | >
¯
2mn−2n log m . Then there exists an x∗ ∈ X such that for every β ∈ {0, 1}J , there exists a
¯
yβ ∈ Y such that IndJm (x∗ , yβ ) = β.
¯

Proof. Assume for contradiction that for all x there exists a βx ∈ {0, 1}J such that |{y ∈
Y : y[x] = βx }| = 0, or in other words for all (x, y) ∈ X × Y , y[x] ̸= βx . Consider the CNF
over y1 . . . ymn where clause Cx is the clause uniquely falsified by y[x] = βx ; then by Claim 8
¯
we see that |{y ∈ ({0, 1}m )n : ∀x, y[x] ̸= βx }| is maximized when βx = 1J . Thus because
Y ⊆ ({0, 1}m )n ,
¯

|{y ∈ Y : ∀x, y[x] ̸= βx }| ≤ |{y ∈ ({0, 1}m )n : ∀x, y[x] ̸= 1J }|
Consider the space [mn] where each element is indexed by (i, α) ∈ [n] × [m]. For each
x ∈ X, let Sx ⊆ [mn] be the set defined by including (i, α) iff x[i] = α, and let SX =
¯ ≤ n, SX has blockwise min{Sx : x ∈ X}. By the fact that m0.95 ≫ O(n log m) and |J|
¯
entropy 0.95 log m − O(1) > log(O(n log m)) > log(K log(|J|/κ)),
where κ := 2−3n log m and
K is the constant given by Lemma 7. Thus we can apply Lemma 7 to SX and get that
PrSy ⊆[mn] (∀Sx ∈ SX , Sx ̸⊆ Sy ) ≤ κ,14 and if we look at y as being the indicator vector for
¯
Sy then we get that Pry∼{0,1}mn (∀x ∈ X, y[x] ̸= 1J ) ≤ κ. Thus by counting we get
|Y |

= |{y ∈ Y : ∀x, y[x] ̸= βx }|
¯
≤ |{y ∈ ({0, 1}m )n : ∀x, y[x] ̸= 1J }|
≤ κ · 2mn = 2mn−3n log m

which is a contradiction as |Y | > 2mn−2n log m by assumption.

◀

12

We can assume that d = o(n) as the theorem is trivial otherwise, but this fact will not be necessary for
our proof.
13
While we simplify things in this section by using m = n1.1 , our improved gadget size (see Section 6)
crucially uses the improvements in Lemma 7 over the basic Lemma 6; the same improvements also give
us a very short proof of our main lemma. However, these improvements aren’t strictly necessary for our
techniques; using the parameters of the original robust sunflower from [33], we obtain a gadget size of
n2+ϵ , matching previous constructions.
14
Recall that it does not matter that Sy is not necessarily block-respecting.
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5.1

Density-restoring partition

Before going into the simulation, we define our essential tool, which is usually called the
density-restoring partition or rectangle partition as per [18]. To understand how this will
be used to define our core invariant on rectangles X × Y , we need the following definition.
Intuitively it states that there is some set of coordinates J ⊆ [n] such that Indnm (X, Y ) is
¯ For the rest of this section, recall that d ≤ n is a
fixed on J and “very unfixed” on J.
parameter such that Π has depth d log m.
▶ Definition 13. Let m, n, d be as defined above, and let ρ ∈ {0, 1, ∗}n be a partial assignment
with J := fix(ρ) ⊆ [n], A rectangle R = X × Y ⊆ [m]n × ({0, 1}m )n is ρ-structured if the
following conditions hold:
IndJm (XJ , YJ ) = {ρ[J]}
XJ is fixed to a single value α, and XJ¯ has blockwise min-entropy at least 0.95 log m
|Y | ≥ 2mn−d log m−|J| log m
If the second condition only holds for 0.95 log m − O(1), we say R is ρ-almost structured.
In this section our goal will be to “restore” an almost-good (almost structured) rectangle R
into a good (structured) rectangle R′ inside it, fixing coordinates as necessary. Let J ⊆ [n], let
ρ be some restriction fixing exactly the coordinates in J, and let X × Y ⊆ [m]n × ({0, 1}m )n
be ρ-almost structured. Our goal will be to output a set of rectangles X j × Y j,β which cover
most of X × Y such that each X j × Y j,β is ρj,β -structured for some ρj,β extending ρ.
To perform the partition we will need to find the sets X j ×Y j,β along with a corresponding
assignment ρj,β for which they are ρj,β -structured. This is done in two phases. Our goal in
Phase I will be to break up X into disjoint parts X j , such that each X j is fixed on some
set Ij ⊆ J¯ and has blockwise min-entropy 0.95 log m on J¯ ∖ Ij – hence this partition is
“density-restoring” when X starts off with blockwise min-entropy below 0.95 log m. To do
this, the procedure iteratively finds a maximal partial assignment (Ij , αj ) such that the
assignment x[Ij ] = αj violates 0.95 log m blockwise min-entropy in X, splits the remaining
X into the part X j satisfying this assignment and the part X ∖ X j not satisfying it, and
recurses on the latter part. We do this until we’ve covered at least half of X by X j subsets.
Our goal in Phase II will be to break up Y into disjoint parts Y j,β for each X j from
Phase I, such that each X j × Y j,β is ρj,β -structured for some restriction ρj,β . We already
have the blockwise min-entropy of X j in the coordinates J¯ ∖ Ij by our first goal, and clearly
we will choose ρj,β such that fix(ρj,β ) = J ∪ Ij for each j. Thus we need to fix the coordinates
of Y within the blocks Ij , and within each Y j,β it should be the case that y[Ij , αj ] = β for
all y ∈ Y j,β , at which point ρj,β can be fixed to β on Ij and left free everywhere else in J¯
(with the coordinates of J being fixed by assumption).
Our algorithm is formally described in Algorithm 1. Let X × Y be ρ-almost structured
for some ρ with fix(ρ) = J where |J| = O(d), and let F , {X j }j , {Y j,β }j,β be the result of
Algorithm 1 on X × Y . Recall that our goal was to break X × Y up into ρj,β -structured
rectangles X j × Y j,β ; the following simple claims show that the obvious choice of ρj,β achieves
two of the three conditions needed (outside of the part of X that we never touch before the
procedure ends).
▷ Claim 14. For all j and for all β ∈ {0, 1}Ij , define ρj,β ∈ {0, 1, ∗}n to be the restriction
j
extending ρ by ρj,β [Ij ] = β. Then XIjj = {αj } and IndJ∪I
(X j , Y j,β ) = ρj,β [J ∪ Ij ].
m
Proof. By definition X j is fixed to αj on the coordinates Ij , while Y j,β only contains values
y such that y[αj ] = β.
◁

S. Lovett, R. Meka, I. Mertz, T. Pitassi, and J. Zhang

104:15

Algorithm 1 Rectangle Partition.

Initialize F = ∅, j = 1, and X ≥1 := X;
PHASE I (X j ): while |X ≥j | ≥ |X|/2 do
Let Ij be a maximal subset of J¯ such that X ≥j violates 0.95 log m-blockwise
min-entropy on Ij , or let Ij = ∅ if no such subset exists;
Let αj ∈ [m]Ij be an outcome such that Prx∼X ≥j (x[Ij ] = αj ) > 2−0.95|Ij | log m ;
Define X j := {x ∈ X ≥j : x[Ij ] = αj };
Update F ← F ∪ {(Ij , αj )}, X ≥j+1 := X ≥j ∖ X j , and j ← j + 1; 15
end
PHASE II (Y j,β ): for (Ij , αj ) ∈ F , β ∈ {0, 1}Ij do
Define Y j,β := {y ∈ Y : y[Ij , αj ] = β};
end
return F , {X j }j , {Y j,β }j,β ;

1

x[I1 ] = α1

X2

x[I2 ] = α2

x[I1 ] ̸= α1

X2

X3
..
.

x[I3 ] = α3

x[I1 ] ̸= α1
x[I2 ] ̸= α2

X3

X

X1

Y 1,00

Y 1,01

Y 1,10 Y 1,11

Y 2,000
Y 2,001
Y 2,010 Y 2,011Y 2,100Y 2,101

Y 3,0

Y 3,1

Figure 2 Phases I and II of Algorithm 1. In each X j × Y j,β , x[Ij ] is fixed to αj and y[Ij ] is fixed
I
so that Indmj (XIjj , YIj,β
) = β.
j

j
▷ Claim 15. For all j, XJ∪I
has blockwise min-entropy at least 0.95 log m.
j

Proof. Assume for contradiction that I ∗ ⊆ J¯ ∖ Ij such that X j violates 0.95 log m-blockwise
min-entropy on I ∗ , and let α∗ be an outcome witnessing this. Then
Prx∼X ≥j (x[Ij ] = αj ∧ x[I ∗ ] = α∗ )

>
>

2−0.95|Ij | log m · Prx∼X j (x[I ∗ ] = α∗ )
∗
∗
2−0.95|Ij | log m−0.95|I | log m = 2−0.95|Ij ∪I | log m

which contradicts the maximality of Ij .

◁

Claims 14 and 15 do not use the fact that X × Y was ρ-almost structured, while our next
two claims will. Before moving to the third condition, the size of Y j,β , we show that the
deficiency of each X j drops by Ω(|Ij | log m). This will be used later to show the efficiency of
our simulation.
▷ Claim 16. For all (Ij , αj ) ∈ F , D∞ (X j ) ≤ D∞ (X) − 0.05|Ij | log m + 1.
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Proof. By our choice of (Ij , αj ) it must be that |X j | = |X ≥j | · Prx∼X ≥j (x[Ij ] = αj ) ≥
|X ≥j | · 2−0.95 log m . Then by the fact that X j is fixed on J ∪ Ij and and X is fixed on J,
D∞ (X j )

= |J ∪ Ij | log m − log |X j |
≤ (n − |J ∪ Ij |) log m − log(|X ≥j | · 2−0.95|Ij | log m )
≤ ((n − |J|) − |Ij |) log m − log |X ≥j | + 0.95|Ij | log m − log |X| + log |X|
= (|J| log m − log |X|) − 0.05|Ij | log m + log(|X|/|X ≥j |)
≤ D∞ (X) − 0.05|Ij | log m + 1

where the last step used the fact that |X ≥j | ≥ |X|/2, since we terminate as soon as
|X ≥j | < |X|/2 at the start of the j-th iteration.
◁
For our last lemma before going into the simulation, instead of showing that |Y j,β | is large
for every j and every β, we want to show that |Y j,β | is large for some j and every β. If every
β were equally likely then |Y j,β | ≈ |Y |/2|Ij | ; for us it is enough that the smallest Y j,β be has
size at least |Y |/2|Ij | log m . For convenience we redefine X to only be the union of the X j
parts – since we terminate after |X ≥j | < |X|/2 we can do this and only decrease the blockwise
¯
min-entropy of X by 1 – and furthermore we restrict down to the free coordinates J.
We assume otherwise, and that for every j there exists a bad βj for which Y j,βj is too
small. We split Y into two parts: y’s that are in some bad Y j,βj , and y’s that are in no bad
Y j,βj . Our contradiction will be to show that both sets are much smaller than |Y |/2. While
this strategy was implicit in previous works, our contribution in this paper is to improve both.
For the first set, we use a simple but novel union bound argument which works independent
of the gadget size m; previous union bound strategies relied on the fact that m = poly(n).
Bounding the second set is our central contribution, and is a fairly direct application of
Lemma 12.
▶ Lemma 17. Let X × Y be ρ-almost structured for some ρ with fix(ρ) = J ⊆ [n] and let F ,
{X j }j , {Y j,β }j,β be the result of Algorithm 1 on X × Y . Let X ′ := (∪j X j )J¯ be such that X ′
has blockwise min-entropy 0.95 log m−O(1), and let Y be such that |Y | ≥ 2mn−d log m−|J| log m .
Then there is a j such that for all β ∈ {0, 1}Ij ,
|Y j,β | ≥ 2mn−d log m−|J∪Ij | log m
Proof. We will show that there is a j such that for all β ∈ {0, 1}Ij , |Y j,β | ≥ |Y |/2|Ij | log m ,
which is sufficient by our bound on |Y |. Assume for contradiction that for every j there
exists a βj such that |Y j,βj | < |Y |/2|Ij | log m . Define Y= := {y ∈ Y : ∃j, y[Ij , αj ] = βj } and
Y̸= := Y ∖ Y= = {y ∈ Y : ∀j, y[Ij , αj ] ̸= βj }.
Assume for the moment that |Y= | < |Y |/2; if this is the case then it must be that |Y̸= | ≥
|Y |/2 ≥ 2mn−d log m−|J| log m > 2mn−2n log m . By Lemma 12 on XJ′¯ × Y̸= , there must exist
¯
¯ x∗ [J]]
¯ = β.
some x∗ ∈ X ′ such that for every β ∈ {0, 1}J there exists yβ ∈ Y̸= such that yβ [J,
∗
′
∗
j
J¯
Since x ∈ X , there exists some j such that x ∈ X , and thus for any β ∈ {0, 1} such that
¯ x∗ [J]]
¯ = β. But since x∗ ∈ X j , x∗ [Ij ] = αj ,
β[Ij ] = βj , there exists a yβ ∈ Y̸= such that yβ [J,
so yβ [Ij , αj ] = βj which is a contradiction since Y̸= = {y ∈ Y : ∀j, y[Ij , αj ] ̸= βj }.
We now show that |Y= | < |Y |/2. Define F (k) := {(Ij , αj ) ∈ F : |Ij | = k}. Assume
that there exists some k such that |F (k)| > 2m0.95k . Note that every set (Ij , αj ) ∈ F (k)
corresponds to an assignment to X which occurs with probability greater than 2−0.95k log m
in X ≥j , which has size at least |X|/2 by construction, and so by a union bound we get that
|X| > |F (k)| · (2−0.95k log m

|X|
1
) > ( · 20.95·k log m+1 · 2−0.95·k log m )|X| = |X|
2
2
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which is clearly a contradiction. Thus we can assume that |F (k)| ≤ 2m0.95k for all k, then
because we assumed |Y j,βj | < |Y |/2|Ij | log m we get that

|Y= |

<
<

n
X
k=1
n
X

(2m0.95k ·

(20.96k log m−1 ·

k=1

=
<

|Y |
2k log m

)

|Y |
)
2k log m

n
|Y | X 0.04 log m −k
·
(2
)
2
k=1
∞
|Y | X −k
|Y |
·
2 =
2
2
k=1

which completes the proof.

5.2

◀

Simulation

Proof of Basic Lifting Theorem. For n sufficiently large let m = n1.1 and let d ≤ n. As
stated in Section 1 given a decision tree T for f of depth d we can build a communication
protocol for f ◦ Indnm of depth d log m; Alice sends the entirety of xj for whatever variable zj
the decision tree queries, Bob sends back yj [xj ], and they go down the appropriate path in
the decision tree. Thus we show the other direction: given a protocol Π of depth d log m for
the composed problem f ◦ Indnm we want to construct a decision-tree of depth O(d) for f .
The decision-tree is naturally constructed by starting at the root of Π and taking a walk
down the protocol tree guided by occasional queries to the variables z = (z1 , . . . , zn ) of f .
During the walk, we maintain a ρ-structured rectangle R = X × Y ⊆ [m]n × ({0, 1}m )n
which will be a subset of the inputs that reach the current node in the protocol tree, where ρ
corresponds to the restriction induced by the decision tree at the current step. Thus our goal
is to ensure that the image Indnm (X × Y ) has some of its bits fixed according to the queries
to z made so far, and no information has been leaked about the remaining free bits of z.
To choose which bits to fix, we use the density restoring partition to identify any
assignments to some of the x variables that have occurred with too high a probability; by the
way the rectangle partition is defined the corresponding sets X j regain blockwise min-entropy.
Then using Lemma 17, we pick one of these assignments and query all the corresponding z
variables, and for the resulting β we know X j × Y j,β is ρj,β -structured since the size of Y j,β
doesn’t decrease too much. With the blockwise min-entropy of X restored and the size of Y
kept high, we can update ρ to include ρj,β and continue to run the rectangle partition at the
next node, and so we proceed in this way down the whole communication protocol.
We describe our query simulation of the communication protocol Π in Algorithm 2. For
all v ∈ Π let Rv = Xv × Yv be the rectangle induced at node v by the protocol Π. The query
and output actions listed in bold are the ones performed by our decision tree.
Before we prove the correctness and efficiency of our algorithm, we note that we make
no distinction between Alice speaking and Bob speaking in our procedure. Here we note
that each Rv is a rectangle induced by the protocol Π, and so updating v only splits X or
Y – corresponding to when Alice and Bob speak respectively – but not both, and so since
R ⊆ Rv we get that |X ∩ Xv | ≥ |X|/2 and |Y ∩ Yv | ≥ |Y |/2.
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Algorithm 2 Simulation protocol.

Initialize v := root of Π; R := [m]n × ({0, 1}m )n ; ρ = ∗n ;
while v is not a leaf do
Precondition: R = X × Y is ρ-structured; for convenience define J := fix(ρ);
Let vℓ , vr be the children of v, and update v ← vℓ if |R ∩ Rvℓ | ≥ |R|/2 and
v ← vr otherwise;
Execute Algorithm 1 on (X ∩ Xv ) × (Y ∩ Yv ) and let F = {(Ij , αj )}j , {X j }j ,
{Y j,β }j,β be the outputs;
Apply Lemma 17 to F , {X j }j , {Y j,β }j,β to get some index j corresponding to
(Ij , αj ) ∈ F ;
Query each variable zi for every i ∈ Ij , and let β ∈ {0, 1}Ij be the result;
Update X ← X j and Y ← Y j,β ;
Update ρ ← ρj,β (recall that ρj,β ∈ {0, 1, ∗}n is the restriction extending ρ by
ρj,β [Ij ] = β);
end
Output the same value as v does;

Efficiency and correctness
To prove the efficiency and correctness of our algorithm, consider the start of the t-th iteration,
where we are at a node v and maintaining Rt = X t × Y t and ρt .16 Again for convenience we
write J t := fix(ρt ). Let (I t , αt ) be the (possibly empty) assignment returned by Lemma 17
corresponding to index j t , and let β t be the result of querying z[I t ].
We show that our precondition that Rt is ρt -structured holds for all t ≤ d log m, as well
as the fact that ρt fixes at most O(d) coordinates:
t
1. IndJm (XJt t , YJtt ) = ρt [J t ]
2. XJ t is fixed to a single value and X t t has blockwise min-entropy at least 0.95 log m
J

t

3. |Y t | ≥ 2mn−t−|J | log m .
4. D∞ (X t t ) ≤ 2t − 0.05|J t | log m, which implies |J t | ≤ 40d by non-negativity of deficiency
J
All invariants hold at the start of the algorithm since ρ0 = ∗n and X 0 ×Y 0 = [m]n ×({0, 1}m )n .
Inductively consider the (t + 1)-th iteration assuming all invariant holds for the t-th iteration.
After applying Algorithm 1 invariant 1 follows by Claim 14 and invariant 2 follows by Claims
14 and 15. For invariant 3 we first show that it is valid to apply Lemma 17 in the (t + 1)-th
iteration. First, because |X t ∩ Xv | ≥ |X t |/2 we know that the blockwise min-entropy of
(X t ∩ Xv )J t is at most one less than the blockwise min-entropy of X t t , which is at least
J
0.95 log m. Second, we have
|(Y t ∩ Yv )| ≥ |Y t |/2 ≥ 2mn−t−|J

t

| log m−1

= 2mn−(t+1)−|J

t

| log m

≥ 2mn−41d log m

recalling that t + 1 ≤ d log m. Thus we can apply Lemma 17 and we get
|Y t+1 |

16

=
≥
≥

t

t

|Y j ,β |
t
t
2mn−t−|J | log m−1−|I | log m
t
t
t+1
2mn−t−1−(|J |+I |) log m = 2mn−(t+1)−|J | log m

We understand that this notation is somewhat overloaded with X j , Y j,β , and ρj,β . Since the proof
that the invariants hold is short and we only ever use t (or t + 1) for the time stamps and j for the
indices, hopefully this won’t cause any confusion.
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R vr
R

Figure 3 One iteration of Algorithm 2. We perform Algorithm 1 (green lines) on the larger half
of R after moving from v to its child (shaded in purple), use Lemma 17 to identify a part j (shaded
in blue), and then query Ij and set R to X j × Y j,β for the result z[Ij ] = β (shaded in brown).

For invariant 4, by Claim 16 and induction we get that
D∞ (X t+1 )

=
≤
≤
=

t

D∞ (X j )
D∞ (X ∩ Xv ) − 0.05|I t | log m + 1
(2t − 0.05|J t | log m + 1) − 0.05|I t | log m + 1
2(t + 1) − 0.05|J t+1 | log m

which completes the proof of our invariants. Thus our procedure is well-defined.
Lastly we have to argue that if we reach a leaf v of Π while maintaining R and ρ
with fixed coordinates J, then the solution o ∈ O output by Π is also valid solution to
the values of z, of which the decision-tree knows that z[J] = ρ[J]. Suppose Π outputs
o ∈ O at the leaf v, and assume for contradiction that there exists β ∈ {0, 1}n consistent
with ρ such that β ∈
/ f −1 (o). Since IndJm (x, y) = ρ[J] = β[J] for all (x, y) ∈ R, we focus
¯
on J = free(ρ). Since R is ρ-structured, XJ¯ has blockwise min-entropy 0.95 log m and
|Y | > 2mn−d log m−|J| log m > 2mn−2n log m . Thus applying Lemma 12 to X × Y , we know
that that there exists (x, y) ∈ R such that Indnm (x, y) = β, which is a contradiction as
R ⊆ Rv ⊆ (f ◦ Indnm )−1 (o).
◀

6

Smaller gadgets

In Section 5 we loosely chose m = n1.1 for the purpose of showing the basic lifting statement.
In this section we improve from n1.1 .

6.1

Optimizing the gadget size

First, we make direct improvements on Theorem 9 by showing that the gadget size can be
improved to m = n1+ϵ with only a small modification of the proof. Second we show that the
same modification can be used to obtain a tradeoff between the gadget size and the strength
of the lifting theorem, which gives an optimal gadget size of m being quasilinear in n for a
slightly weaker lower bound.
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Warm-up: m = n1+ϵ
First we improve on Theorem 9 to get a gadget of size n1+ϵ for any ϵ > 0, with no changes in the
asymptotic strength of the lifting theorem nor anything non-trivial in the proof. This comes
from two observations. First, we only use the size of m in the two places we apply Lemma 12,
and in both cases we can apply Lemma 7 as long as 0.95 log m−O(1) ≥ log(Kn log m). Second,
from the perspective of our simulation, the constant 0.95 is only used to set the blockwise
min-entropy threshold for the density-restoring partition, and was chosen arbitrarily.
So for δ > 0 we can instead choose to put the threshold at (1 − δ) log m, at which point
our condition on m changes to (1 − δ)m ≥ log(Kn log m). Clearly this can be made to fulfill
our condition m ≥ n1+ϵ as long as (1 − δ)(1 + ϵ) > 1. The proof itself then simply becomes
a matter of replacing 0.95 with 1 − δ and 0.05 with δ throughout the proof, as well as a few
other constants. Since Claim 16 now gives a drop in deficiency of δ for every coordinate we
query, the non-negativity of deficiency gives us | fix(ρt )| ≤ 2t/δ log m at any time t ≤ d log m,
which gives us a decision tree of depth (2/δ) · d = O(d) – or for dag-like lifting, a decision
dag of width (2/δ) · d = O(d) – as required.

Near-linear gadget: m = Θ(n log n)
Building off the intuition from our warm-up, what happens if δ is chosen to be subconstant?
We cannot hope to get a tight lifting theorem, as our decision tree/dag will be of depth
(2/δ) · d. Furthermore choosing δ = o(1/ log m) makes our blockwise min-entropy threshold
(1 − δ) log m trivial, as log m is the maximum possible blockwise min-entropy for X. Thus
by choosing δ = Ω(1/ log m) we can get the following general lower bound, which gives
Theorem 9 and Theorem 10 as special cases.
▶ Theorem 18 (Scaling Basic Lifting Theorem). Let f be a search problem over {0, 1}n , and
let m, δ be such that δ ≥ Ω( log1m ) and m1−δ ≥ Ω(n log m). Then
Pcc (f ◦ Indm ) ≥ Pdt (f ) · Ω(δ log m)
Proof sketch. We start with a given communication protocol Π of depth d · δ log m for the
composed problem f ◦ Indnm and construct a decision-tree of depth O(d) for f .17 We define
a ρ-structured rectangle R as before except now with the condition that X has blockwise
min-entropy (1 − δ) log m. Then in Algorithm 1 we set the blockwise min-entropy threshold
for a violating assignment (Ij , αj ) at (1 − δ) log m as well.
To prove Lemma 12, note that we can apply Claim 8 regardless of m and N , and we can
still apply Lemma 7 as long as we can choose m such that (1 − δ) log m − 2 > log(K · 2n log m).
Thus for this altered rectangle partition procedure, by the same proofs as before, Claim 15
j
states that XJ∪I
has blockwise min-entropy at least (1 − δ) log m, Claim 16 states that
j

D∞ (X j ) ≤ D∞ (X) − |Ij | · δ log m + 1, and Lemma 17 states that if XJ¯ has blockwise
min-entropy (1 − δ) log m − O(1) and |Y | > 2mn−d log m−|J| log m , then there exists a j such
that for all β, |Y j,β | ≥ 2mn−d log m−|J∪Ij | log m .
Now our simulation procedure is the same as Algorithm 2. Again at the start of the t-th
iteration we are maintaining Rt = X t × Y t , ρt , and J t := fix(ρt ), where now t ≤ d · δ log m.
By the same argument our procedure is well-defined as long as the precondition of Rt being
ρt -structured holds, and by a deficiency argument using our new Claim 16 we get that
17

This is a bit different than previously, as we are incorporating δ into the size of our communication
protocol rather than our decision tree, but this is purely for readability’s sake.
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D∞ (X t ) ≤ 2t − |J t | · δ log m, which implies |J t | ≤ 2t/δ log m ≤ 2d. Our precondition holds
by applying the new versions of Claim 14, Claim 15, and Lemma 17 as before. Finally our
simulation is correct again by the invariants and Lemma 12.
◀

6.2

Graduated lifting

In this section we prove a variant on Theorem 9, which allows us to set the gadget size m in
terms of the target decision tree depth d. The tree-like theorem was originally proven in [14]
but it also follows immediately from our proof of Theorem 9 with significant improvements to
the gadget size. The only technical detail is that for arbitrary search problems we cannot allow
the gadget size to go below Ω(log1+ϵ n),18 although future improvements on the statement
of Lemma 7 could change this restriction. In particular, the Robust Sunflower Conjecture
states that the precondition in Lemma 7 can be improved to log O(log 1/ϵ); if this held then
it would remove our restriction on d.
▶ Theorem 19 (Graduated Lifting Theorem, large d). Let f be a search problem over {0, 1}n
and let m ≥ max(Pdt (f ), log n)1+ϵ for some ϵ > 0. Then
Pcc (f ◦ Indm ) ≥ Pdt (f ) · Ω(log m)
Proof sketch. We start with a given communication protocol Π of depth d · δ log m for the
composed problem f ◦ Indnm , where δ is such that (1 − δ)(1 + ϵ) > 1, and we construct
a decision-tree of depth O(d) for f . We change the precondition on |Y | in Lemma 12 to
read “|Y | ≥ 2mn−2d log m ”, which is guaranteed by the preconditions of Lemma 17 and
our ρ-almost structured invariant whenever it is applied. Accordingly, in the proof of
Lemma 12 we set κ = 2−3d log m . By our choice of m we get that (1 − δ) log m − O(1) ≥
log(K log n + K · 3d log m) ≥ log K log(n/κ).
◀
We also note that for many natural search problems, such as the canonical search problem
on CNF-UNSAT, the restriction m = Ω(log n) can be removed. For simplicity, call a
search problem f “nice” if the following condition holds: for any potential output o ∈ O
to f (z1 . . . zn ), any partial assignment ρ ∈ {0, 1, ∗}n to the z variables which admits o,
and any partial assignment ρ′ ∈ {0, 1, ∗}n extending ρ certifying that f does not output
o which is minimal with respect to the number of coordinates in fix(ρ′ ) ∩ free(ρ), then
| fix(ρ′ ) ∩ free(ρ)| ≤ 2O(d log d) .19
▶ Theorem 20 (Graduated Lifting Theorem, small d). Let f be a nice search problem over
{0, 1}n and let m ≥ (Pdt (f ))1+ϵ for some ϵ > 0. Then
Pcc (f ◦ Indm ) ≥ Pdt (f ) · Ω(log m)
Proof of Theorem 20. We begin by apply all the changes to Lemma 12 as stated in the
previous proof. In order to remove the difficulty of having the set size n in the statement of
Lemma 7, we marginalize each x to subsets of size at most 2O(d log m) .

18

This necessarily holds whenever d = Ω(log n), which can be considered the “natural” range of parameters
as otherwise there is a variable that is never queried along any path of our decision tree, meaning f
does not depend on all its variables.
19
If we consider the canonical search problem on CNF-UNSAT, then for any output clause C and any
ρ, either ρ totally falsifies C or it leaves at least one variable in C unfixed, at which point ρ′ can
simply set any unset variable in C to satisfy it. These are the only minimal extensions, and thus
| fix(ρ′ ) ∩ free(ρ)| = 1.
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▶ Lemma 21 (d-Full Range Lemma). Let m ≥ d1+ϵ and let J ⊆ [n]. Let X × Y ⊆
¯
[m]J × ({0, 1}m )n be such that X has blockwise min-entropy at least (1 − δ) log m − O(1)
and |Y | > 2mn−2d log m . Then there exists an x∗ ∈ X such that for every constant C, every
′
J ′ ⊆ J¯ with |J ′ | ≤ 2Cd log m , and every β ∈ {0, 1}J , there exists a yβ ∈ Y such that
′
IndJm (x∗ , yβ ) = β.
Proof. Assume for contradiction that for all x there exists a set Ix ⊆ J¯ of size at most
2Cd log m and an assignment βx ∈ {0, 1}Ix such that |{y ∈ Y : y[Ix , x[Ix ]] = βx }| = 0. As
before, by Claim 8 we can assume that βx = 1Ix . For each x ∈ X, let Sx ⊆ [mn] be the set
defined by including (i, α) iff x[i] = α and i ∈ Ix , and let SX = {Sx : x ∈ X}.
As above we set κ = 2−3d log m . By our choice of m we get that (1 − δ) log m −
O(1) ≥ log(K(C + 3)d log m) ≥ log K log(2Cd log m /κ). Thus by Lemma 7 we get that
PrSy ⊆[mn] (∀Sx ∈ SX , Sx ̸⊆ Sy ) ≤ κ, and if we look at y as being the indicator vector for Sy
then we get that Pry∼{0,1}mn (∀x ∈ X, y[Ix , x[Ix ]] ̸= 1Ix ) ≤ κ. Thus by counting we get
|Y |

=
≤
≤

|{y ∈ Y : ∀x, y[Ix , x[Ix ]] ̸= βx }|
|{y ∈ ({0, 1}m )n : ∀x, y[Ix , x[Ix ]] ̸= 1Ix }|
κ · 2mn = 2mn−3d log m

which is a contradiction as |Y | > 2mn−2d log m by assumption.

◀

Marginalizing to sets of size 2O(d log m) causes no issue for us when we apply Lemma 12 to
show that there exists a good j in the rectangle partition, as we can assume that all sets
have size at most O(d) by either deficiency or error sets. At the leaves we use the fact any
falsifying assignment only depends on at most 2O(d log m) unset variables, since we can no
longer assert that every joint assignment to all remaining free variables exists.
◀

6.3

Real lifting

Our results also generalize to the real lifting setting. At node v of a real communication
protocol, Alice and Bob send Av (x) : X → R and Bv (y) : Y → R, respectively, and they go
left iff Av (x) ≥ Bv (y) and right otherwise. For a combinatorial view, we say a triangle is
a set T ⊆ X × Y ⊆ X × Y and an ordering <X , <Y on X and Y respectively such that if
x1 <X x2 and (x2 , y) ∈ T , (x1 , y) ∈ T , and if y1 <Y y2 and (x, y2 ) ∈ T , (x, y1 ) ∈ T .
▶ Theorem 22 (Real Lifting Theorem). Let f be a search problem over {0, 1}n and let m, δ
be such that δ ≥ Ω( log1m ), m1−δ = Ω(Pdt (f ) log m), and either f is nice or m1−δ = Ω(log n).
Then
Prcc (f ◦ Indm ) ≥ Pdt (f ) · Ω(δ log m)
Proof sketch. Our results immediately extend to the case of real lifting. In Algorithm 2 at
node v the children of v partition our current rectangle R into two triangles T0 , T1 ; after
going to the side which maximizes |Tb |, there exists a rectangle X ′ × Y ′ ⊆ Tb such that
|X ′ | ≥ |X|/2 and |Y ′ | ≥ |Y |/2, which was already what we assumed in our invariants and
when executing Algorithm 1. This also holds for the tree-like items of Theorems 18, 19, and
20, giving our first point of Theorem 22.
◀
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1

Introduction

We consider the situation where agents are allowed to have a conversation before playing a
game. Unlike cheap talk [3], we assume agents are able to send verifiable signals. The ability
to send verifiable signals is a new device introduced in the literature on Bayesian persuasion
[29]. Without this power, various revelation-principle-type results show that anything that
can be achieved through an interactive game/mechanism can also be achieved through direct
revelation. In stark contrast to those, we will show that with verifiable signals, a (potentially
very long) interactive protocol can lead to more efficient outcomes.
Consider the following scenario: Sally is a supplier of electronic components and Bob
is a builder of computers. They have an ongoing business relationship and often negotiate
the price of new custom parts. Since they come to the negotiation table over and over, they
established a protocol which they follow during the negotiation. Through this protocol,
Bob will convey information about his value for the new component and Sally will convey
information about her cost for producing it. Each step of the communication is verifiable:
Bob can for example show Sally a quote from a competing supplier, bounding his willingness
to pay. Sally can tell Bob the cost of raw materials for building that component, which
will refine Bob’s information about Sally’s production cost. Their goal is that if they talk
long enough, they will be able to settle on a price in-between or figure out that no trade is
possible (Sally’s cost exceeds Bob’s value).
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Editor: Mark Braverman; Article No. 105; pp. 105:1–105:21
Leibniz International Proceedings in Informatics
Schloss Dagstuhl – Leibniz-Zentrum für Informatik, Dagstuhl Publishing, Germany

105:2

Interactive Communication in Bilateral Trade

Informally, we will show that the optimal communication protocol will only end when
agents reach an efficient outcome. To formalize this statement, we define a formal model
of interactive communication, which contains the Bayesian persuasion model of Kamenica
and Gentzkow [29] and Dughmi and Xu [23] as a special case of a one-round protocol. We
define our protocol for a generic two-player game and study bilateral trade as a special case.
Although the model can be generalized to multiple players, most applications we have in
mind are about two agents talking to each other: buyer and seller in bilateral trade, sender
and receiver in Bayesian persuasion or Alice and Bob in standard communication complexity.

1.1

Model of Interactive Communication

In this paper we study this question by first defining a communication protocol that takes
place before Sally and Bob play a game where both players have private information and
their payoffs depend on the combination of their private types. To make this concrete, we
will use bilateral trade as the main running example. Sally (the seller) has a private cost θS
on the item being sold and Bob (the buyer) has a private value θB . Sally’s action in the
game is to set a price p. If the price is below Bob’s value the trade happens and Sally and
Bob get utilities p − θS and θB − p respectively. Otherwise trade doesn’t happen and both
get zero utility.
Before Sally decides on the price, Bob may want to send a signal refining Sally’s information
in an attempt to persuade her to set a lower price. Since this is a game where both sides
have private information, Bob’s signal will depend on his information about Sally. Before
Bob sends a signal, Sally may want to refine Bob’s information about her in an attempt to
persuade him to send a better signal. This can be taken one step further. Before Sally sends
her signal, Bob can send a preliminary signal to influence how Sally will signal to influence
Bob’s subsequent signal.
The result can be interpreted as a communication protocol which consists of an alternating
sequence of information refinements. In odd rounds, Bob sends a signal refining Sally’s
information and in even rounds Sally sends a signal refining Bob’s information. We assume
the same commitment structure as in Kamenica and Gentzkow [29]: agents truthfully
communicate the realization of signals. This leads to a natural equilibrium notion which
contains the persuasion scheme of [29] as a special case when the round complexity of the
protocol is one.
To study how the round complexity of the protocol affects the efficiency of the game, we
define the notion of message complexity. A game has message complexity t if players can’t
improve their payoffs after t rounds of communication. In other words, for any t′ ≥ t the
payoffs the agents get with a t′ -round protocol are the same as with a t-round protocol.

1.2

Efficient Communication in Bilateral Trade

Our main result is that for bilateral trade, if the message complexity is finite, then the
allocation is efficient. This means that for any initial set of types and distributions in a
bilateral trade game, one of the following must be true: either agents exchange information
in a way that after finitely many rounds they can implement the efficient outcome (which is
to trade whenever θB > θS ); or the efficiency of the allocation keeps improving the longer
they talk.
For the case where the buyer has only two types in the support of his distribution, efficient
allocation can always be achieved with two rounds of communication (regardless of how
complicated the seller’s type space is). If the buyer has three types in the support, we have
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an example showing we need at least three rounds of communication. Finally, we conjecture
that whenever type spaces are finite we can always achieve efficient allocation in finitely
many rounds of communication.

1.3

A game with longer communication

We end the paper with an example of a game with longer communication. In the tradition
of Cold War game theory we now have Sally (the Spymaster) and Bob (the Birdwatcher) be
spies whose private types correspond to the countries they are actually serving. Sally and
Bob don’t know if they are friends or enemies. If they are friends (same type) their payoffs
correspond to those of a cooperative game. If they are enemies (different types) their payoffs
correspond to a zero-sum game. Bob and Sally can communicate before playing the game,
but it is a delicate balance: both would like to know if their counterpart is their friend or
enemy but both would also like to the other to believe they may be a friend when they are
in fact enemies. We show that a long and gradual disclose of information can benefit both
parties.

1.4

Techniques

From a technical standpoint, we build on top of two techniques introduced by Aumann
and Maschler [4] that became standard in the toolbox of information design. The first is
the observation that signals can be thought of as decomposition of a prior distribution into
posteriors that are only required to average to the prior (“splitting lemma”). The second is
the concavification of payoff functions, which is the observation that by signaling, the sender
can replace their payoff function by its concave hull.
Our main technical innovation is to analyze the dynamic of alternate concavification,
by which we mean the following: consider we start from payoff functions πB (DS , DB ) and
πS (DS , DB ) that are defined as functions of Sally’s information about Bob (DB ) and Bob’s
information about Sally (DS ). A message by Sally allows her to replace her payoff by its
concave hull with respect to DS , smoothening out Bob’s payoff correspondingly. Bob can
similarly replace his payoff by its concave hull on DB . Note however, that whenever Sally
concavifies her payoff it may cause Bob’s payoff to be no longer concave and vice-versa. Our
analysis will deal with understanding whether this procedure stabilizes after finitely many
rounds (finite message complexity) or whether it goes on indefinitely. If it stabilizes, we are
interested in understanding its properties.
In our analysis of bilateral trade, we will develop a higher-order version of the indifference
argument of Bergemann, Brooks and Morris [10]. While [10] decomposes a prior distribution
into posteriors for which the seller is indifferent about which price to set, we will decompose
each prior into posteriors for which the buyer is indifferent between different ways to make
the seller indifferent.

1.5

Implementation

In an online supplement1 we provide an implementation of the alternating concavification
procedure which takes a specification of a generic game with binary type spaces as an input
and computes the payoffs after t rounds of communication together with the communication

1

See code in Github (https://gist.github.com/renatoppl/72ee85d212d08ad9670977cc8ffa2afa) or
Google Colab (https://colab.research.google.com/drive/1lQdRrZD7-aCuuYJM6bI1sf1fi_CSA4Fq?
usp=sharing).

ITCS 2022

105:4

Interactive Communication in Bilateral Trade

protocol. The computation is exact: it uses rational numbers (so there is no floating point
precision issues) and computes a parametric concave hull so it doesn’t need to rely on
discretization.

1.6

Related Work

Our work is broadly situated in line of work in Economics studying how the information
structure affects the outcome in auction and bargaining settings, which was initiated in
Bergemann and Pesendorfer [13] and Eső and Szentes [27] and has been more recently
explored in Bergemann et al [13, 11], Emek et al [26], Daskalakis et al [20] and Badanidiyuru
et al [8]. In this line of work, the auction designer is more informed than the participants and
must decide how much information to disclose as part of the design decision. We differ from
this line of work in the sense that we assume that the information lies with the participants
themselves and their decisions on how to disclose information affect their payoffs.
In that sense, our work is closer to the Bayesian persuasion model of Kamenica and
Gentzkow [29, 28] and the algorithmic persuasion of Dughmi and Xu [24] and Dughmi et al
[23]. In this setting there are two agents: sender and receiver where the sender is typically
more informed than the receiver but the receiver is the one responsible for choosing an action
in a base game. In contrast our agents both have uncertainty about each other. Kamenica and
Gentzkow [29] briefly consider the setting where the receiver can also have private information,
but only allow messages in one direction (from the sender to the receiver). Instead our paper
considers both parties to have partial information and considers an interactive exchange
of information. Doval and Ely [22] consider sequential disclosure of information that may
depend on player behaviors, but it again differs from our setting in the sense that the
information is initially held by the designer who then discloses it to agents. We refer to the
excellent survey by Bergemann and Morris [12] for a unified treatment of those papers.
The notion of having a conversation before a game is played is the central talk in the cheap
talk literature. In particular in “Long Cheap Talk”, Aumann and Hart [3] show how the set of
equilibrium payoffs of a game can be expanded by an arbitrarily long conversation before the
game is played. Their model assumes no commitment whatsoever (the players are free to send
messages as they please) while in our model we have the same commitment structure as in the
Bayesian persuasion literature, where the realization of signals are truthfully communicated.
The power of interactive communication has been extensively studied in communication
complexity (Yao [33]). Nisan and Wigderson [32] show an exponential gap between k
and (k − 1)-round communication complexity. Babai et al [5] show an exponential gap
between simultaneous communication complexity and communication complexity in the
multi-party number-on-forehead communication model. Similar demonstrations of the power
of interactive communication have been shown when studying the communication complexity
of mechanism design problems. Dobzinski, Nisan and Oren [21] study how the number
of adaptive rounds affects welfare efficiency in communication protocols with polynomial
communication complexity for combinatorial auctions. Subsequent work by Alon et al [1]
and Assadi [2] provides tight bounds on the number of rounds necessary to obtain an efficient
allocation. The motivation for interactive communication in those papers is a restriction in
the number of bits used in each interaction. Hence the need for interactivity comes from
algorithmic and not strategic considerations. In our paper, on the other hand, interactivity
is driven by strategic considerations: agents will only reveal so much about their types until
they can learn more about the other agent’s type.
Our results also contribute to the line of work on bilateral trade started by Chatterjee and
Samuelson [17] and Myerson and Satterthwaite [31]. Their message is in a sense the opposite
of ours: interaction is not helpful (in the sense of the revelation principle) and efficient trade
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can’t be achieved by an incentive compatible mechanism. We show that communication is
useful and leads to efficient allocation in many important cases. The main difference is that
here we are giving the agents additional commitment power: they can credibly signal about
their type, which is what drives the Bayesian persuasion literature. We refer the reader to
Section 1C of Kamenica and Gentzkow [29] for an in-depth discussion of the source and
motivation behind this additional commitment power.
There is an important line of work looking at the bilateral trade problem from the
perspective of approximation algorithms. Blumrosen and Dobzinski [14] give the first
approximation to efficiency in bilateral trade, later improved by Collini-Baldeschi et al [19]
and Kang and Vondrak [30]. Recently, various new angles have been explored, such as
multi-dimensional two-sided markets (Collini-Baldeschi et al [18], Cai et al [16]), gains from
trade approximation (Brustle et al [15]), best of both worlds guarantees (Babaioff et al [6]),
resource augmentation (Babaioff et al [7]), dynamic auctions (Balseiro et al [9]), and limited
information (Dütting et al [25]).

2

Games with Interactive Communication

Our main objects of study are two-player games where both players (called Sally and
Bob) have private types. Ex-ante (before types are revealed) the players can agree on a
communication protocol to exchange information about their types. We will be interested
in how the round complexity of the communication protocol can affect the outcome of the
game. For simplicity we will restrict to games where only Sally has non-trivial actions.

2.1

Base game

We first define the base game, which is played after the communication protocol. In this
game Bob has a type θB ∈ ΘB and Sally has a type θS ∈ ΘS . The types are drawn from
independent known distributions DB and DS respectively. Only Sally has an action aS ∈ AS
to choose. The utilities of both players are given by functions:
ui : AS × ΘS × ΘB → R i ∈ {S, B}
As usual in games with private information, Sally knows her type but only knows the
distribution over which Bob’s type is drawn and vice versa. Her optimal strategy is rather
simple:
a∗S (θS ; DB ) = argmaxa∈AS EθB ∼DB [uS (a, θS , θB )]

2.2

Example: Bilateral Trade

Bilateral trade will provide us the main running example. Sally the seller is trying to sell an
item to Bob the buyer. The types of Sally and Bob are their values for the item. Sally’s
action is to choose a price to sell the good. The sets ΘS , ΘB and AS correspond to the
non-negative real numbers R+ . Upon setting a price aS , Bob will buy whenever θB ≥ aS
leading to the following utilities:
uB (aS , θS , θB ) = (θB − aS ) · 1{θB ≥ aS }

uS (aS , θS , θB ) = (aS − θS ) · 1{θB ≥ aS }

Without any communication, the expected welfare is:
W (DS , DB ) = EθS ∼DS EθB ∼DB [uS (a∗S (θS ; DB ), θS , θB ) + uB (a∗S (θS ; DB ), θS , θB )]
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which is typically suboptimal when compared to the the welfare under efficient trade:
W ∗ (DS , DB ) = EθS ∼DS EθB ∼DB [(θB − θS )+ ]

(1)

If Bob doesn’t buy, both players experience zero utility. So it is in the best interest of
both Sally and Bob to make the trade happen whenever θB > θS . It is only natural for them
to engage in bargaining, i.e., a conversation in which information is gradually revealed in a
way that the price settles in at a point that hopefully leads to efficient trade. By gradual
information revealing we mean gradually refining each other’s priors to lead to an outcome
that is improving for both parties.

2.3

Communication Protocol

A communication protocol will be an alternating sequence of information refinements: in
odd rounds Bob will send a signal to refine Sally’s information about his type and in even
rounds Sally will refine Bob’s information about her type.

2.3.1

Notation

The protocol will be described as a sequence of messages by each player. We will adopt the
unusual but convenient convention of using t to denote the t-to-last message. So m1 will
denote the last message, m2 the penultimate message and so on. . . As we described before,
odd messages will be sent by Bob and denoted mtB . Even messages will be sent by Sally and
denoted mtS .
To describe the messages, we need an additional notation. Given any set X , let ∆(X ) be
the set of distributions over X , and let ∆(∆(X )) be the set of distributions over ∆(X ). We
will also define the following operator:
µ : ∆(∆(X )) → ∆(X )
that given a distribution over distributions returns a single distribution in the natural way:
given M ∈ ∆(∆(X )) build a distribution over X by first sampling D ∼ M where D ∈ ∆(X )
and then sampling an element of X from D. The resulting distribution over X is µ(M ).

2.3.2

Information Refinement

We say that a distribution over distributions M ∈ ∆(∆(X )) is an information refinement of
a distribution D ∈ ∆(X ) whenever µ(M ) = D.
An information refinement is a convenient way to represent a signal. A signal about D is
a random variable Y that is correlated with a random variable X ∼ D. Upon observing Y
one can perform a Bayesian update and obtain the distribution of X conditioned on Y . This
induces a distribution over distributions M ∈ ∆(∆(X )) s.t. µ(M ) = D. Conversely given
any M ∈ ∆(∆(X )) such that µ(M ) = D we can obtain a signal by letting Y represent the
distribution sampled from M and X be an element in X sampled from Y (here Y is both a
random variable and a distribution in ∆(X )).

2.3.3

Structure of the messages

Using the notation in the previous subsections we define messages in odd rounds as:
mtB : ∆(ΘS ) × ∆(ΘB ) → ∆(∆(ΘB ))

s.t.

µ(mtB (DS , DB )) = DB
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A message will take as input the information Sally has about Bob and the information Bob
has about Sally and output a refined version of Bob’s information. Similarly in even rounds:
mtS : ∆(ΘS ) × ∆(ΘB ) → ∆(∆(ΘS ))

s.t.

µ(mtS (DS , DB )) = DS

A sequence of functions m1B , m2S , m3B , . . . , mki (where i ∈ {B, S} depends on the parity of k)
describes an alternating information refinement protocol.
The protocol is executed then as follows: if the types are sampled from DB and DS
k
respectively, we set DB
= DB and DSk = DS . Then for t = k, k − 1, k − 2, . . . , 1,
if t is odd:

t−1
t
DB
∼ mtB (DSt , DB
)

DSt−1 = DSt

if t is even:

t−1
t
DB
= DB

t
DSt−1 ∼ mtS (DSt , DB
)

0
Once the communication is over, Sally selects her optimal action a∗S (θS ; DB
) using the
information available at that point.

2.3.4

Payoffs

t
We can now define recursively the payoffs of each agent. Let πB
(DS , DB ) and πSt (DS , DB )
be the expected payoffs obtained by Bob and Sally from a t-round protocol with initial
information DS and DB . For t = 0 we simply have the payoffs of the base game:

πi0 (DS , DB ) = EθS ∼DS ,θB ∼DB [ui (a∗S (θS ; DB ), θS , θB )]

i ∈ {B, S}

(2)

For t > 0 and we have:
′
πit (DS , DB ) = EDB′ ∼mtB (DS ,DB ) [πit−1 (DS , DB
)]

i ∈ {B, S}

for odd t

πit (DS , DB ) = EDS′ ∼mtS (DS ,DB ) [πit−1 (DS′ , DB )]

i ∈ {B, S}

for even t

2.3.5

Solution Concept

We now define the notion of equilibrium of a communication protocol. In high level terms a
protocol in equilibrium must satisfy two properties: (i) voluntary communication and (ii)
sub-protocol optimality.

2.3.5.1

Voluntary Communication

We say that a protocol satisfies voluntary communication if both agents weakly prefer
communicating over skipping that round. Mathematically this can be stated as follows:
πit (DS , DB ) ≥ πit−1 (DS , DB ), ∀i ∈ {B, S} and ∀t > 0

(3)

This means that the sender will never send a message decreasing their payoff. The receiver
will refuse2 to hear any message that decreases their payoff (by for example shutting their
ears or deleting an email without reading).

2

The important assumption here is that the receiver has a way to credibly “not listen”. For example,
whenever Bob tells Sally something, even if she decides not to use the information in subsequent rounds,
Bob knows that she knows and that may prevent Bob from disclosing further information in the future.
Sally must have a way to show Bob that she didn’t update her prior based on that message.

ITCS 2022

105:8

Interactive Communication in Bilateral Trade

We define the set of voluntary refinements as follows. For odd t define VRtB (DS , DB ) as
the set of refinements M ∈ ∆(∆(ΘB )) with µ(M ) = DB such that
′
EDB′ ∼M [πit−1 (DS , DB
)] ≥ πit−1 (DS , DB ),

∀i ∈ {B, S}

Similarly in even rounds we define VRtS (DS , DB ) as the set of refinements M ∈ ∆(∆(ΘS ))
with µ(M ) = DS such that
EDS′ ∼M [πit−1 (DS′ , DB )] ≥ πit−1 (DS , DB ),

2.3.5.2

∀i ∈ {B, S}

Sub-protocol optimality

The second condition for equilibrium is that each message maximizes the payoff of the sender
among all messages satisfying voluntary communication:
t
πB
(DS , DB ) =

πSt (DS , DB ) =

2.3.5.3

max

t−1
′
EDB′ ∼M [πB
(DS , DB
)]

for odd t

max
t

EDS′ ∼M [πSt−1 (DS′ , DB )]

for even t

M ∈VRtB (DS ,DB )
M ∈VRS (DS ,DB )

(4)

Equilibrium selection

The equilibrium conditions (3) and (4) don’t specify a unique protocol, since there may be
multiple optimal information refinements for Sally leading to different utilities for Bob and
vice-versa. For the remainder of the paper we will study the equilibrium in which each agent
breaks ties in favor of the other one.3
With this tie-breaking in place, the values of πit (DS , DB ) in equilibrium are uniquely
determined. From now on, whenever we refer to πit (DS , DB ) we will be referring to the values
in equilibrium with that tie-breaking rule.

2.3.5.4

Note on Voluntary Communication

In settings such as binary type spaces (|ΘS | = |ΘB | = 2) any refinement is voluntary. This is
due to the fact that uncertainty can be represented by a single-parameter. We show this in
the full version together with a discussion on Voluntary Communication.

2.3.6

Generic protocols

One could consider more general protocols, for example by allowing both agents to simultaneously send messages and by considering messages in a generic space instead of just
information refinements. In the full version, we show any general protocol can be reduced to
an alternating information refinement protocol. We give the intuition below.
Information refinement is enough since the only use of messages is for agents to perform
a Bayesian update on their information about the other agent. Hence it is enough to reason
about the information updates directly.
To see that alternating communication is without loss of generality, observe that only
Sally has an action at t = 0. Hence there is no need for Sally to communicate at t = 1 since

3

Formally, this means that in odd rounds t Bob will choose a refinement M
∈
t−1
′
′
VRtB (DS , DB ) that lexicographically maximizes (EDB′ ∼M [πB
(DS , DB
)], EDB′ ∼M [πSt−1 (DS , DB
)])
and Sally will choose a refinement M ∈ VRtS (DS , DB ) that lexicographically maximizes
t−1
′
′
(EDS′ ∼M [πSt−1 (DS
, DB )], EDS′ ∼M [πB
(DS
, DB )]).
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Bob has no subsequent action to take. Sally may very well stay silent at time t = 1. If that
happens there is no need for Bob to say anything at t = 2 since he can’t influence any further
message from Sally. Instead Bob can combine his communication at t = 2 and t = 1 and
send it together at time t = 1 staying silent at t = 2. The same argument can be applied
recursively showing that we can obtain a protocol with the same effect by having Bob and
Sally speaking in alternating rounds.

2.4

Message Complexity

By voluntary communication, the utilities of the agents are monotone along the protocol,
i.e., πit (DS , DB ) ≥ πit−1 (DS , DB ) for all i ∈ {B, S} and t > 0. This allows us to define limit
utilities as follows:
πi∞ (DS , DB ) = lim πit (DS , DB ).
t→∞

With that definition, we can define the message complexity of a pair of distributions (DS , DB )
as:

t
t
∞
∞
C(DS , DB ) := min t ∈ N ∪ {∞}

πS (DS , DB ) + πB (DS , DB ) = πS (DS , DB ) + πB (DS , DB ) .

which corresponds to the minimum number of messages to achieve the best possible utilities.
Finally, if in equilibrium there is a message that moves from state (DS , DB ) in period t
′
′
to (DS′ , DB
) in period t − 1 we say that (DS′ , DB
) is a child of (DS , DB ) in period t.

3

Efficient Bilateral Trade

Bilateral trade will provide us with a concrete setting in which multiple rounds of interaction
can lead to a better outcome – in particular the efficient allocation. We start with a numerical
example.

3.1

Numerical example with one seller type

Recall that we are in the setting described in Section 2.2. Consider the setting where Sally
has a single type θs = 2 and Bob has two possible types 3 and 6 with probability p = 1/3 of
having the high type. In the absence of any communication Sally will set a price 4 equal to 6
and sell with probability 1/3, resulting in inefficient trade:
πS0 =

4
3

0
πB
=0

W0 =

4
< W∗ = 2
3

If we allow one round of communication, Bob can send a signal refining Sally’s information
about his type.5 With probability 8/9 Bob will send a message that refines Sally’s information
to p = 1/4, where p is the probability of having the high type. With probability 1/9 Bob
can refine Sally’s information to p = 1. In the first case, Sally is indifferent between the two

4
5

Posted-price mechanisms are optimal for Sally in general.
As we discussed in Section 2.3.2 information refinements can always be interpreted as a Bayesian update
of a signal correlated with the sender’s type. In this particular case, Bob can accomplish this information
refinement by sending one of two signals {L, H}. If Bob has the high type he can send the signal H
with probability 1/3 and L with probability 2/3, and whenever he has the low type he always sends L.
One can readily verify that this leads to the refinement described.
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prices and may very well price at 3. In the second case, Sally will price at 6. In either case,
she will sell with probability one, leading to efficient trade. The outcome is the following:
πS1 =

4
3

1
πB
=

2
3

W1 = 2 = W∗ = 2

This is in fact a general phenomenon described in Bergemann, Brooks and Morris [10], who
show that if there is no uncertainty about the seller’s type, the buyer can always signal in
order to extract the full surplus of the trade. The buyer does so by refining his distribution
into revenue-equivalent distributions, i.e., distributions where the seller is indifferent between
pricing at any point in the support. Below we state their result in our language, which will
prove useful later.
▶ Lemma 1 (Bergemann-Brooks-Morris [10]). If DS has a single point in the support, then
1
0
πB
(DS , DB ) = W ∗ (DS , DB ) − πB
(DS , DB )

3.2

πS1 (DS , DB ) = πS0 (DS , DB ).

Numerical example with two seller types

If Bob also has uncertainty about the Sally’s type, then it is no longer possible to achieve
efficiency by one round of signaling. Let’s keep Bob’s types as ΘB = {3, 6} with 1/3
probability on the high type. But now Sally’s type is in ΘS = {0, 2} with 1/2 probability on
the high type.
Without any communication, Sally sets price 6 whenever her type is 2 and 3 whenever
her cost is 0, leading to the following outcome:
πS0 =

13
6

0
πB
=

1
2

W0 =

8
< W∗ = 3
3

To describe the outcome with communication it is useful to use the diagram in Figure
1. Since we have two types for each agent, we can represent the distributions (DB , DS )
by a pair (p, q) ∈ [0, 1] where p is the probability that Bob has the high type and q is the
probability that Sally has the high type. Hence the initial distribution corresponds to the
point (1/3, 1/2).
q

q
2
3

1
2

1
2

1 1
4 3

1
2

p

1 1
4 3

1
2

p

Figure 1 Each square corresponds to [0, 1]2 . A point (p, q) depicts a state where Bob has the
high type with probability p and Sally has the high type with probability q. The initial state is
( 13 , 12 ). The arrows correspond to information refinements in the optimal 1-round (left) and 2-round
(right) protocols. Red arrows correspond to Sally’s refinement of Bob’s information and blue arrows
to Bob’s refinement of Sally’s information.
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With one round of communication, the best thing that Bob can do is to refine 6 Sally’s
information p = 1/2 with probability 1/3 and p = 1/4 with probability 2/3 (see the diagram
on the left in Figure 1). We will explain in the next subsection why this is the optimal choice
for Bob. Now Sally’s price depends both on her type and the information she has about Bob.
Evaluating the four cases we get to the following outcome:
πS1 =

13
6

1
πB
=

3
4

W1 =

35
< W∗ = 3
12

Bob’s signal improves the efficiency of the allocation and extracts the additional efficiency
as buyer surplus, but it is not quite enough to achieve full efficiency. With two rounds of
communication, however, we obtain the efficient allocation. In the diagram on the right in
Figure 1 we depict the optimal two-round protocol: first Sally sends a signal that refines
Bob’s signal to q = 0 with probability 1/4 and q = 2/3 with probability 3/4. If Bob’s receives
the q = 0 signal, he stays silent since he knows Sally will already price at the low type. If
Bob receives the q = 2/3 signal, however, he refines Sally’s information to p = 1/4 with
probability 8/9 and p = 1 with probability 1/9. This leads to the following outcome:
πS2 =

9
4

2
πB
=

3
4

W2 = 3 = W∗ = 3

By revealing some information about her type, Sally incentivizes Bob to reveal more about
his, leading to a distribution of information points in which efficient trade is possible. In the
next section we show that this is a general phenomenon.

3.3

Nonstop Communication until Efficient Trade

Our main result is that agents don’t stop talking until they reach an efficient outcome.
Formally, we will show that if the agents have no further use for rounds of communication
after a certain round (finite message complexity) then it must be because they have reached
an efficient outcome.
▶ Theorem 2 (Main Theorem). If the message complexity C(DS , DB ) = t < ∞ for bilateral
trade, then the equilibrium allocation is efficient, i.e.,
t
πSt (DS , DB ) + πB
(DS , DB ) = W ∗ (DS , DB )

where W ∗ (DS , DB ) is the welfare of the optimal allocation.
We will apply a recursive argument. First we show in Lemma 3 that if the allocation
can’t improve with any communication (zero message complexity) then the allocation must
already be efficient. In the recursive step, we argue that if there are distributions (DS , DB )
which both have finite message complexity and lead to an inefficient outcome, then it is
′
possible to construct distributions (DS′ , DB
) with strictly smaller message complexity that
also lead to an inefficient outcome.
▶ Lemma 3. If C(DS , DB ) = 0, then the equilibrium allocation is efficient, i.e.,
0
πS0 (DS , DB ) + πB
(DS , DB ) = W ∗ (DS , DB ).

6

The reader is invited to check that this is a valid refinement (as defined in Section 2.3.2) since
1 1
2 1
1
3 · 2 + 3 · 4 = 3.
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Proof. Let F (DS ) be the message where Sally reveals her true cost (full revelation). Then
we know that:
πS1 (DS , DB ) = πS0 (DS , DB ) = EDS′ ∼F (DS ) [πS0 (DS′ , DB )] = EDS′ ∼F (DS ) [πS1 (DS′ , DB )]
where the first equality comes from the fact that C(DS , DB ) = 0, the second equality follows
from the fact that πS0 is linear in DS and the third follows from Lemma 1, since DS′ has only
a single point in its support. Hence Sally has a message in period t = 2 that keeps her utility
unchanged but improves Bob’s utility if the allocation is inefficient. Therefore, the message
complexity cannot be 0.
◀
Finally, we describe how the message complexity of a node in the protocol relates to the
message complexity of its children. Recall the definition of a child from Section 2.4.
▶ Lemma 4. If C(DS , DB ) = t with 1 ≤ t < ∞, then any child of (DS , DB ) in period t must
have message complexity at most t − 1.
Proof. We prove by contradiction. Assume t is even (Sally’s turn to communicate) and
(DS′ , DB ) is a child of (DS , DB ) with message complexity t′ ≥ t. Then there is some finite T
with the same parity as t − 1 (to make it the same player’s turn) satisfying t ≤ T ≤ t′ + 1,
t−1
T
πST (DS′ , DB ) + πB
(DS′ , DB ) > πSt−1 (DS′ , DB ) + πB
(DS′ , DB )

by the definition of message complexity. Furthermore, by voluntary communication we have
that:
πST (DS′ , DB ) ≥ πSt−1 (DS′ , DB ),

t−1
T
πB
(DS′ , DB ) ≥ πB
(DS′ , DB ).

Therefore, either πST (DS′ , DB ) > πSt−1 (DS′ , DB ), or πST (DS′ , DB ) = πSt−1 (DS′ , DB ) and
t−1
> πB
(DS′ , DB ). In the first Sally could use her message of the t-th period in
the (T + 1)-th period, obtaining:
T
πB
(DS′ , DB )

πST +1 (DS , DB ) ≥ ED′ ∼mt (DS ,DB ) [πST (DS′ , DB )] > ED′ ∼mt (DS ,DB ) [πSt−1 (DS′ , DB )] = πSt (DS , DB ).
S

S

S

S

Or in the second case, she can use the same construction to obtain an outcome that gives
T +1
her the same utility while benefiting Bob, leading to πST +1 (DS , DB ) + πB
(DS , DB ) >
t
t
7
πS (DS , DB ) + πB (DS , DB ). In either case we have a contradiction with the premise that
C(DS , DB ) = t.
′
The same argument holds if t is odd and (DS , DB
) is a child with message complexity
′
t ≥ t by replaying the argument reversing the roles of Sally and Bob.
◀
Proof of Theorem 2. Define the following sets of pairs of distributions:
∞
Γ = {(DS , DB ) | C(DS , DB ) < ∞ and πS∞ (DS , DB ) + πB
(DS , DB ) < W ∗ (DS , DB )}.

We want to show that Γ = ∅. If Γ is not empty, choose any pair (DS , DB ) with smallest
possible message complexity t = C(DS , DB ). We know by Lemma 3 that t ≥ 1 hence
′
state (DS , DB ) must have an inefficient child (DS′ , DB ) or (DS , DB
) in period t − 1. By
Lemma 4 this pair must have message complexity at most t − 1 contradicting the minimality
of (DS , DB ).
◀
7

If Sally has a strategy to strictly improve her utility, we have πST +1 (DS , DB ) > πSt (DS , DB ). Otherwise,
T +1
t
Bob’s utility must satisfy πB
(DS , DB ) > πB
(DS , DB ). There is always πST +1 (DS , DB ) ≥ πSt (DS , DB )
T +1
t
and πB
(DS , DB ) ≥ πB
(DS , DB ) by voluntary communication.
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Efficient Communication Conjecture

Theorem 2 leaves it possible that there are instances of bilateral trade where the allocation
indefinitely improves with the increasing rounds of the communication protocol. This is an
intriguing possibility, but based on evidence from computer simulations, we conjecture that
an efficient allocation is always reached in finitely-many rounds of communication. We name
it the “Efficient Communication Conjecture” (ECC) and formalize it below:
▶ Efficient Communication Conjecture. In the bilateral trade setting, if ΘB and ΘS are
finite types spaces, then for any distributions DB ∈ ∆(ΘB ) and DS ∈ ∆(ΘS ) the message
complexity is finite: C(DB , DS ) < ∞.
Resolving in either way would lead to an interesting result. Either we show that efficient
allocation is always reached after finitely-many rounds or we exhibit the possibility where
agents would prefer to have an infinitely-long conversation before trade.
In the Section 3.5 we make progress on this question by showing an important class
of bilateral trade instances where an efficient allocation is achieved with two rounds of
communication. Whenever Bob’s type space is binary (|ΘB | = 2) and Sally’s type space
is finite (|ΘS | < ∞), we show that for any distributions DB and DS supported on ΘB and
ΘS respectively, we have C(DB , DS ) ≤ 2. In that case, we can completely describe the
communication protocol.
Whenever Bob’s type space is larger (|ΘB | > 2), two messages are no longer enough.
Consider the following example where ΘB = {3, 6, 12} and ΘS = {0, 2}. Let DB be the
uniform distribution over ΘB and ΘS be the distribution that puts 1/5 probability on the
high type. The welfare of the efficient allocation is W ∗ = 33/5. In the table below we write
the payoffs of Sally and Bob and the welfare for t = 0, 1, 2.
t=0

t=1

t=2

S

58/15

58/15

62/15

B

8/5

12/5

12/5

W

82/15

94/15

98/15

Observe that the welfare is strictly smaller than W ∗ . By Theorem 2 we have that further
rounds of communication must improve the welfare and therefore C(DS , DB ) ≥ 3. In the
full version, we present the details of this example.

3.5

Short protocol for binary buyer types

For an important class of bilateral trade instances we show that a short (two-round) communication protocol leads to efficiency. For this class, we will be able to fully characterize the
communication protocol. The assumption will be that the buyer has a binary type space, i.e.
|ΘB | = 2. In order to construct the communication protocol, we will develop a higher-order
indifference argument. The original indifference argument in [10] decomposes a prior into
posterior distributions where the seller is indifferent between different prices. Here: since
the seller knows that the buyer will signal in order to make her indifferent, she will send a
preliminary signal that makes the buyer indifferent among different ways to make the seller
indifferent.
▶ Theorem 5 (Efficient Communication for Buyer Binary Types). Let ΘB = {v1 , v0 } and
ΘS = {c1 , c2 , . . . , cn }. Then in two rounds of communication, Bob and Sally achieve an
efficient allocation.
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The rest of this section is dedicated to proving Theorem 5. We will use p to denote
the probability that the buyer has the high type and let q be a vector in the n-simplex
P
∆n = {q ∈ [0, 1]n ; i qi = 1} representing the probability that Sally has each type. This way,
we can represent the pair (DB , DS ) by (p, q).
Without loss of generality we will also assume that:
c1 < c 2 < · · · < c n < v 0 < v 1
since any of Sally’s type such that ci > v0 is ignored by Bob since she will price at v1 or
higher anyway if she has that type, regardless of what her information about Bob’s type is.
To prove this theorem, we will first characterize π 0 (p, q) and then obtain π 1 (p, q) and
2
π (p, q) using the equilibrium definition (equation (4)). We will view this as a process of
alternating concavification: we alternatively replace the payoffs of Bob and Sally by their
concave hulls.

3.5.1

Characterizing π 0

Without any communication, Sally’s decision only depends on p and her type, and hence the
payoffs will be linear in q, i.e.:
πi0 (p, q) =

n
X

qj · πi0 (p, ej ),

∀(p, q) ∈ [0, 1] × ∆n , i ∈ {B, S}

j=1

where ej is the j-th unit vector. Therefore, we can focus on understanding the cases for
q = ej . If Sally has cost cj and Bob has probability p of being the high type, Sally will price
at v1 whenever:
p(v1 − cj ) > v0 − cj
and at v0 otherwise. This gives the threshold p∗j defined as follows:
p∗j =

v0 − cj
v1 − cj

It will be convenient in the following analysis to set p∗0 = 1.
We can plot the payoff curves for Bob and Sally at q = ej in Figure 2. Before p∗j , Sally
prices at Bob’s low type and get constant revenue equal to v0 − cj . After p∗j , Sally prices at
Bob’s high type and his payoff is zero. For each q ∈ ∆n , Bob’s utility is a combination of n
curves like the ones in Figure 2 with breakpoints at p∗i . See the left side of Figure 3.
πi0 (p, ej )
S

B
0

p∗j

1

Figure 2 Payoffs of Bob (blue) and Sally (red) without communication for q = ej .
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0
πB
(p, q)

1
πB
(p, q)

p∗4

0

p∗3

p∗2

p∗1 p∗0 = 1 0

p∗4

p∗3

p∗2

p∗1 p∗0 = 1

Figure 3 Bob’s best response in t = 1 for a generic distribution q.

3.5.2

Characterizing π 1

From the previous subsection we understand the outcome if we reach the last round (t = 0) for
each pair (p, q). From that we can infer what should be Bob’s response in the second-to-last
round (t = 1) for each pair (p, q). By an information refinement, Bob can obtain a convex
0
combination of payoffs πB
(p′ , q) as long as the distributions average to p. In other words, we
can translate the equilibrium condition (4) as:
X
X
X
1
0
πB
(p, q) = max
λ u · πB
(pu , q) s.t
λu · pu = p,
λu = 1, λu ∈ [0, 1]
λ

u

u

u

1
0
which means that πB
(p, q) is the concave hull of πB
(p, q) along the p-coordinate. The convex
combination coefficients λu tell us how to obtain πS1 (p, q) from πS0 (p, q).
0
For any fixed q, the function p 7→ πB
(p, q) is piecewise linear with peaks at p∗j . Bob’s
signal at t = 1 is obtained by taking the concave hull of his utility curve and signaling
using the endpoints (right side of Figure 3). For the example in the figure, Bob will use the
following strategy:
Stay silent if p ≤ p∗4 .
If p ∈ [p∗4 , p∗3 ], refine p to the endpoints p∗4 and p∗3 .
If p ∈ [p∗3 , p∗1 ], refine p to the endpoints p∗3 and p∗1 .
If p ∈ [p∗1 , 1], refine p to the endpoints p∗1 and 1.

3.5.3

Characterizing π 2

We will show that at t = 2, Sally has a signal that keeps Bob’s payoffs unchanged and
captures the remaining surplus from the optimal allocation:
πS2 (p, q) = W ∗ (p, q) − πS1 (p, q)

2
1
πB
(p, q) = πB
(p, q)

(5)

To construct this signal, we will first define one indifference distribution for each possible
support of Sally’s distribution. For each non-empty subset X = {x(1), x(2), . . . , x(k)} ⊆ [n]
define the distribution q X over [n] as follows (using p∗0 = 1 and x(0) = 0):
X
qx(i)

=

p∗x(i)

−1

− p∗x(i−1)
−1
p∗x(k)
−1

−1
for i = 1, . . . , k

and

qjX = 0 for j ∈
/X

0
The advantage of indifference distributions is that the peaks of πB
(p, q X ) are aligned (see
X
Figure 4) and hence if Bob’s information about Sally is q at t = 1, then Bob’s optimal
strategy is the following:
If p ≤ p∗x(k) , Bob will stay silent.
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If p > p∗x(k) , Bob will refine his signal to either 1 or p∗x(k) .
In either case, we are at an efficient allocation. If p ≤ p∗x(k) , then Sally prices at the lowest
signal of Bob’s support. If p = 1 then Bob has the high type with probability 1 and Sally
prices at that point. Hence:
1
πS1 (p, q X ) + πB
(p, q X ) = W ∗ (p, q X )

0
πB
(p, q X )

1
πB
(p, q X )

p∗4

0

(6)

p∗3

p∗2

p∗1 p∗0 = 1 0

p∗4

p∗3

p∗2

p∗1 p∗0 = 1

Figure 4 Bob’s best response in t = 1 for an indifference distribution q.

With that we are ready to prove the statement of equation (5) which directly implies
Theorem 5. We will decompose the proof in two lemmas:
▶ Lemma 6. Let q be any distribution over [n]. Then there exists a decomposition of q into
nested indifference distributions: there are subsets
[n] ⊇ X1 ⊇ X2 ⊇ · · · ⊇ Xk ̸= ∅
such that:
q=

k
X

λi q X i

i=1

s.t.

k
X

λi = 1 and λi ≥ 0

i=1

.
Proof. Let X be the support of q and define z = mini∈X qiX /qi . Since both q and q X have
support X, the components qiX and qi are strictly positive, hence z > 0. Also, observe that
P
P
z = mini qiX /qi ≤ ( i qiX )/( i qi ) = 1 since both are distributions. If z = 1 then q = q X
and we are done since q has a trivial decomposition into indifference distributions.
If z < 1, define q ′ ∈ ∆n as follows:
q′ =

q − zq X
1−z

To see that q ′ is a distribution, observe first that qi − zqiX ≥ 0 by the definition of z and that:
X
i

qi′ =

1 X
1−z
(qi − zqiX ) =
=1
1−z i
1−z

Finally, note that if i is the index such that z = qiX /qi we have qi′ = 0. Hence we showed how
to decompose q into a distribution of the form q X and a distribution with support strictly
contained in X. Applying the construction recursively for q ′ we obtain the decomposition in
the statement.
◀
▶ Lemma 7. Sally’s signal that at t = 2 refines her distribution into indifference distributions
is her best response and satisfied equation (5).
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Proof. Let’s assume without loss of generality that q has full support and that p > p∗n . If
0
p ≤ p∗n , then πS0 (p, q) + πB
(p, q) = W ∗ (p, q) since Sally always prices at v0 so equation (5)
holds trivially.
Consider the decomposition of Sally’s original distribution q into nested indifference
P
distributions in Lemma 6 q = i λi q Xi . Then:
X
X
X
2
1
X
∗
X
1
X
∗
1
X
πS (p, q) ≥

λi πS (p, q

i

i

λi [W (p, q

)=

i

) − πB (p, q

i

)] = W (p, q) −

i

λi πB (p, q

i

)

i

where the first equality comes from equation (6) and the second due to the fact that W ∗ (p, q)
is linear in q.
P
1
1
To complete the proof, we need to show that i λi πB
(p, q Xi ) = πB
(p, q). One of the
directions is easy: if M is the optimal refinement for Bob in t = 1 then:
X
X
1
0
0
1
λ i πB
(p, q Xi ) ≥
λi Ep′ ∼M [πB
(p, q Xi )] = Ep′ ∼M [πB
(p, q)] = πB
(p, q)
i

i

0
where the second inequality follows from the fact that πB
is linear in q. This inequality in
particular, verifies that Sally’s signal satisfies voluntary communication.
Showing the other direction is the delicate aspect of the proof and will use the fact that
the sets Xi are nested. Start by choosing the smallest i such that

min p∗x > p

x∈Xi

If no such index exists, set i = k + 1 and p∗a = 1. Otherwise, we know by the assumption
that p > p∗n and hence i > 1. Let a = max{x; x ∈ Xi } and b = min{x; x ∈ Xi−1 }. By the
definition we have that p∗b ≤ p ≤ p∗a . The crucial observation is that the payoff functions
1
1
p 7→ πB
(p, q Xi ) are linear for p ∈ [p∗b , p∗a ]. The reason is that the πB
(p, q Xi ) is continuous
and piecewise linear with two pieces with a breakpoint at minx∈Xi p∗x . Hence the interval
[p∗b , p∗a ] is always within the same linear piece. If p = za p∗a + zb p∗b then:
X
X
1
X
0
∗
X
0
∗
X
0
∗
0
∗
1
λi πB (p, q

i

i

λi [za πB (pa , q

)=

i

) + zb πB (pb , q

i

)] = za πB (pa , q) + zb πB (pb , q) ≤ πB (p, q)

i

1
The first equality follows from the observation about the linearity of πB
(p, q Xi ) in [p∗b , p∗a ],
0
the second follows from the linearity of πB (p, q) on q and the third is simply because the
refining p to p∗b and p∗a is a valid strategy for Bob.
◀

4

A Spy Game (with Longer Communication)

We conclude by showing an example of a game with a longer communication protocol. In
the tradition of Cold War era game theory we will have Sally (the Spymaster) and Bob
(the Birdwatcher) be spies. As with good spies, no one really knows which country they
are actually serving. Their types θS , θB ∈ {0, 1} represent the country they are serving. If
θS = θB then Sally and Bob are friends and should cooperate. If θS ̸= θB they are enemies
and they have opposing goals. In their meeting in West Berlin (Glienicke Bridge, more
precisely), Sally must decide either to cooperate with Bob (C) or to expose him (E). The
actions and types lead to the following utilities for Sally and Bob respectively in the base
game:
C

E

θS = θ B

(1, 1)

(−1, −1)

θS ̸= θB

(−2, 2)

(2, −2)
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If Sally and Bob are friends (θS = θB ) then they are playing a cooperative game: both
get a payoff of 1 for cooperating and both get −1 if Sally decides to expose Bob. If Sally and
Bob are enemies (θS ̸= θB ) they are playing a zero-sum game. If Sally cooperates with an
enemy, she loses (−2) and Bob wins (+2). If she exposes an enemy then Sally wins (+2) and
Bob loses (−2).
We analyze this game by following the same methodology as in Section 3.5 of taking
alternate concave hulls in Bob’s and Sally’s dimensions (see implementation in footnote 1).
Even though it is a game with binary types and only two actions, the communication protocol
arising in equilibrium is quite complex. For example, the following table shows the payoffs of
Sally and Bob from a protocol with t periods if they start from uniform distributions:
t=0

t=1

t=2

t=3

t=4

t=5

t=6

S

0.5

0.5

0.722

0.722

0.738

0.769

0.801

B

-1.5

-0.166

-0.166

-0.107

-0.107

-0.077

-0.075

In Figures 5 and 6 we depict the optimal protocol using the square diagrams similar to
the ones introduced in Figure 1. The coordinates of each point (p, q) ∈ [0, 1]2 represent the
probabilities that Bob (p) and Sally (q) have type 1.
We note that the optimal strategy can be represented simply by a partition of the
square [0, 1]2 into sub-rectangles. Assume we are in state (p, q) in round t and its inside a
sub-rectangle [p0 , p1 ] × [q0 , q1 ]. If t is odd and Bob will refine (p, q) to (p0 , q) and (p1 , q). If t
is even, Sally will refine (p, q) to (p, q0 ) and (p, q1 ).
At t = 0 Sally’s action varies whether her belief is in the intervals [0, 1/3], (1/3, 2/3) or
[2/3, 1]. In the middle interval she always exposed Bob and in the first and third interval she
will cooperate if Bob’s likeliest type is the same as her type.

C/E

E/E

1/3

E/C

2/3

t=0

5/9
4/9

1/3

2/3

t=1

t=2

Figure 5 Best response of Sally and Bob in the first few iterations.

What follows next is a delicate game where agents slowly reveal their types depending on
how much information they have about other agents. For example, Bob’s strategy in t = 1
will be one of the following:
If Bob has a more extreme information about Sally (q ≤ 4/9 or q ≥ 5/9) he will reveal
more information about his type hoping to cooperate more frequently.
If Bob is more uncertain about Sally’s type (4/9 < q < 5/9) Bob will reveal less
information since he runs the risk of Sally having the opposite type and deciding to
expose him when she would otherwise cooperate.
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t=5

t=6

Figure 6 Best response of Sally and Bob in iterations t = 3, 4, 5, 6.

In t = 2 Sally is again in the same situation: the more certain she is about Bob’s type the
more willing she is to tell her own type. Figure 6 shows the evolution of the game in each of
the subsequent stages.

Figure 7 Dynamics of the state (p, q) starting at (1/2, 1/2) for 5 periods.

Figure 7 shows how the state (p, q) of the game evolves starting from (1/2, 1/2) for 5
iterations. What we observe is that a long and gradual disclose of information benefits both
parties.
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1

Introduction

One-bit compressed sensing (1bCS) is a sampling mechanism for high-dimensional sparse
signals, introduced first by Boufounos and Baraniuk [3]. The method of obtaining signals
by taking few linear projections is known as compressed sensing [6, 4]. Given the success of
compressed sensing, two points can be noted. First, it is impossible to record real numbers
in digital systems without quantization; second, sampling with nonlinear operators can
potentially be useful. One-bit compressed sensing is a case-study in both of these fronts. In
terms of quantization, this is the extreme setting where only one bit per sample is acquired.
In terms of nonlinearity, this is the one of the simplest example of a single-index model [21]:
yi = f (⟨ai , x⟩), i = 1, . . . , m, where f is a coordinate-wise nonlinear operation. In the
particular case of f being the sign function, the model is also the same as that of a simple
binary hyperplane classifier. For these reasons, 1bCS is also studied with some interest in
the last few years, for example, in [15, 14, 1, 20, 17].
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Most of the existing results either aim for support recovery, or approximate vector recovery
for the signal from nonadaptive measurements. It is assumed that the original signal x ∈ Rn
is k-sparse, or has at most k nonzero entries (also written as ∥x∥0 ≤ k). The support recovery
results aim to recover the coordinates that have nonzero values; whereas the approximate
vector recovery results aim to reconstruct the vector up to some Euclidean distance. It
is known that recovering the support can be useful in terms of making the approximate
recovery part computationally fast [14]. In this paper we primarily restrict ourselves to
support recovery.
A notion that is going to be important moving forward in this paper is that of universality.
A set of measurements (can be stacked in form of a matrix) is called universal if a recovery
guarantee can be given for all sparse signals. Universal measurements are desirable in any
practical application, including hardware design, since one does not have to change the
measurement vectors every time for a new signal. Note that, in the canonical works of
compressed sensing, the measurement matrices are almost always shown to be universal (i.e.,
Gaussian or Bernoulli matrices are universal reconstruction matrices with high probability).
This brings the natural question, how many measurements are necessary and sufficient
for support recovery in universal 1bCS? A simple counting bound shows that Ω(k log(n/k))
measurements are required, where k and n refers to the sparsity and dimension of the
signal respectively. This naive bound has been improved recently, and it was shown that, in
fact Ω(k 2 log n/ log k) measurements are required for universal support recovery [1]. What
about sufficient number of measurements? Using measurements given by some combinatorial
designs, it was shown that O(k 2 log n) measurements are enough for support recovery [1],
thereby leaving only a gap of O(log k)-factor between upper and lower bounds.
The price of universality on the other hand is quite steep. Without the requirement
that the measurement matrix work for all signals, it turns out that the number of sufficient
measurements for support recovery is O(k log n) [15]. Therefore, to impose universality, the
number of measurements must grow by a factor of Ω̃(k). In this work we show that by
allowing a few false positives it is possible to substantially bring down this gap. In fact, it is
possible to recover entirety of the support with at most ϵk false positives, ϵ > 0, with only
O(k 3/2 log(n/k)) universal measurements. This result can be improved to O(k log(n/k)) when
either a) we allow a few false negatives, or b) we have knowledge about the dynamic range
of the signal. This practically cancels the the penalty that one has to pay for universality.
Note that, while allowing few false positives were considered in [11], their results were
only restricted to positive signal vectors, and therefore not truly universal.

1.1

Key difference from group testing, binary matrices, and technical
motivation

Support recovery in the 1bCS problem has some similarity/connection with the combinatorial
group testing problem [7]. In group testing, the original signal x is binary (has only 0s and
1s), and the measurement matrix has to be binary as well. While in the original compressed
sensing problem the main tools are linear algebraic and relate to isometric embeddings, in
group testing most tools are combinatorial and relate to a variety of set systems.
As noted in [1], group testing and 1bCS have many parallels. Indeed, for universal
support recovery, measurement matrices were constructed using union-free set systems,
similar to group testing. The upper and lower bound on the number of measurements
required for support recovery in 1bCS is also same as group testing (i.e., O(k 2 log n) and
Ω(k 2 log n/ log k)). It is therefore believable that by relaxing the recovery condition to allow
some false positives, one will obtain an improvement in terms of number of measurements in
1bCS, as in the case of group testing [19]. What is more, perhaps support recovery in 1bCS
can be performed with a binary matrix, as in the case of group testing.
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Indeed, using a modification of the standard matrices for group testing, as well as using
a modified recovery algorithm, Acharya et al. [1] were able to use O(k 2 log n) measurements
for exact recovery of the support. This is within a log k factor of the lower bound and
achieved with a binary measurement matrix. However, when subsequently recovery with
some false positives were tried [11], the group testing performance could not be replicated.
In fact, it turned out there were no improvement from the O(k 2 log n) upper bound in 1bCS
if universality is to be preserved.
The main reason why this happens is the following. When a vector x is measured with a
measurement vector a in group testing, an output of 0 implies that the supports of x and a
do not intersect. Whereas, in 1bCS, it can simply mean that x and a are orthogonal. To be
sure of what the measurement outcome of 0 implies in 1bCS, one need to increase the number
of measurements by a factor of k - which leads to a much suboptimal result in recovery with
false positives in 1bCS compared to group testing. In the case of exact recovery, this does
not affect much because of the nature of a measurement matrix and decoding algorithm [1];
but that technique does not extend to recovery with false positives.
This leads us to believe that a binary measurement matrix may not be optimal in all
settings of support recovery in 1bCS, although for support recovery using binary matrices is
the standard [14, 1]. Indeed, using a carefully designed nonbinary matrix we can perform
recovery with only small number of false positives using O(k 3/2 log n) measurements. In this
setting anything o(k 2 ) was elusive. On the other hand, we show that using a binary matrix
it is possible to do approximate recovery using O(k log n) measurements (a recovery that
contains a small proportion of false positives and false negatives).

1.2

Notations

We write [n] to denote the set {1, 2, . . . , n}. For any v ∈ Rn , we use vi to denote the ith
coordinate of v and for any ordered set S ⊆ [n], we will use the notation v|S ∈ R|S| to denote
the vector v restricted to the indices in S. Furthermore, we will use supp(v) ≜ {i ∈ [n] : vi ̸=
0} to denote the support of v and ||v||0 ≜ |supp(v)| to denote the size of the support. We
define the dynamic range κ(v) of the vector v to be the ratio of the magnitudes of maximum
and minimum non-zero entries of v i.e.
κ(v) ≜

maxi∈[n]:vi ̸=0 |vi |
.
mini∈[n]:vi ̸=0 |vi |

For a vector v ∈ Rn , let us denote by ρ(v) ≜ min(|{i ∈ [n] : vi > 0}| , |{i ∈ [n] : vi < 0}|), the
minimum number of non-zero entries of the same sign in v. Finally, let sign : R → {−1, 0, +1}
be a function that returns the sign of a real number i.e. for any input x ∈ R,



1 if x > 0
sign(x) = 0 if x = 0
.


−1 if x < 0
Note that the range of the sign function has size 3, therefore using this at the output of
a measurement will not technically be a 1-bit information. Consider the true 1-bit sign
function sign∗ : R → {−1, +1}, where
(
1 if x ≥ 0
∗
sign (x) =
.
−1 if x < 0
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It is possible to evaluate sign(x) from sign∗ (x) and sign∗ (−x) for any x ∈ R. Therefore
all the results related to the sign function holds for the sign∗ function with the number of
measurements being within a factor of 2.
Extending this notation for a vector v ∈ Rn , let sign(v) ∈ {−1, 0, 1}n be a vector
comprising the signs of coordinates of v. More formally, we have sign(v)i = sign(vi ) for all
i ∈ [n]. For any matrix M ∈ Rm×n and any set S ⊆ [n], we will write MS ∈ Rm×|S| to
denote the sub-matrix formed by the columns constrained to the indices in S. We will write
Mij to denote the entry in the ith row and j th column of M. Finally, we will use col(M) to
denote the set of columns of the matrix M.

1.3

Formal Problem Statement

Consider an unknown sparse signal x ∈ Rn with ||x||0 ≤ k. In the 1bCS framework, we
design a sensing matrix A ∈ Rm×n to obtain the measurements of x as
y = sign(Ax).
In this work, we primarily consider the problem of support recovery where our goal is to
design the sensing matrix A with minimum number of measurements (rows of A) so that
we can recover the support of x from sign(Ax). Our goal is to design universal sensing
matrices which fulfil a given objective for all unknown k-sparse signal vectors. We look at
three different notions of universal support recovery as defined below:
▶ Definition 1 (universal exact support recovery). A measurement matrix A ∈ Rm×n is called
a universal exact support recovery scheme if there exists a recovery algorithm that, for all
x ∈ Rn , ∥x∥0 ≤ k, returns supp(x) on being provided sign(Ax) as input.
▶ Definition 2 (universal ϵ-approximate support recovery). Fix any 0 < ϵ < 1. A measurement
matrix A ∈ Rm×n is called a universal ϵ-approximate support recovery scheme if there exists
a recovery algorithm that, for all x ∈ Rn , ∥x∥0 ≤ k, returns a set S ⊆ [n], |S| ≤ k, satisfying
|S ∩ supp(x)| ≥ max(||x||0 − ϵk, 0) and |S \ supp(x)| ≤ ϵk on being provided sign(Ax) as
input.
Evidently, the ϵ-approximate support recovery schemes allow for recovery with a small (2ϵk)
number of errors (which may include ϵk false positives and ϵk false negatives).
▶ Definition 3 (universal ϵ-superset recovery). Fix any 0 < ϵ < 1. A measurement matrix
A ∈ Rm×n is called a universal ϵ-superset recovery scheme if there exists a recovery algorithm
that, for all x ∈ Rn , ∥x∥0 ≤ k, returns a set S ⊆ [n], |S| ≤ ∥x∥0 + ϵk satisfying supp(x) ⊆ S
on being provided sign(Ax) as input.
▶ Proposition 4. Any measurement matrix A ∈ Rm×n that is a universal ϵ-superset recovery
scheme is also a universal ϵ-approximate recovery scheme.
Proof. Consider a measurement matrix A ∈ Rm×n that is a universal ϵ-superset recovery
scheme. This implies that there exists a recovery algorithm A that, for all x ∈ Rn , ∥x∥0 ≤ k,
returns a set S ⊆ [n], |S| ≤ ∥x∥0 + ϵk satisfying supp(x) ⊆ S on being provided sign(Ax) as
input. Note that, when ∥x∥0 + ϵk ≤ k this follows immediately. Now consider the case when
∥x∥0 + ϵk > k. For a fixed x ∈ Rn , ∥x∥0 ≤ k, we can compute a set S ′ by deleting any ϵk
indices from the set S returned by Algorithm A. Clearly, the set S ′ has a size of at most
min(||x||0 , k) and furthermore, |S ′ ∩ supp(x)| ≥ ||x||0 − ϵk implying that |S ′ \ supp(x)| ≤ ϵk.
Hence A is a universal ϵ-approximate recovery scheme.
◀
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The ϵ-superset recovery schemes allow for support recovery with only a small (ϵk) number
of false positives and 0 false negative. As mentioned in [11], an ϵ-superset recovery scheme
makes subsequent approximate vector recovery computationally and statistically efficient, as
instead of focusing on all n coordinates, one can focus on only O(k) coordinates. Furthermore,
notice that Definition 3 poses a stricter recovery requirement than Definition 2, and therefore
should require more measurements.
We study measurement complexity of the three aforementioned notions of support recovery
for general k-sparse input signals, as well as for the setting where additional side information
on the input vector x is known. In the later case, the following two scenarios were considered:
1) x has dynamic range bounded by a known number 2) The minimum number of non-zero
entries of x having the same sign is known to be bounded from above. The reason for
considering these two scenarios is the following. The first generalizes the result for binary
vectors (studied in [1]), and the second generalizes the result for positive vectors (studied in
[11]).

1.4

Our Results

Our main contribution is to provide algorithms and upper bounds on the measurement
complexity for the three distinct notions of support recovery. Our results (summarized in
Table 1) resolve a number of open questions raised in [11] and improves upon previously
known bounds. Our main techniques involve utilizing novel modifications or generalization
of well-known combinatorial structures such as Disjunct matrices and Cover-free families
used primarily in group testing literature [7, 19, 2].
First, note that with n measurements, it is always possible to recover the support trivially.
For universal exact support recovery, the state of the art scheme with O(k 2 log n) number
of measurements is given by [1]. The construction is based on Robust Union-Free Families
(RUFF), a set system with some combinatorial property that will be discussed later. When
it is known that the signal x is binary (alternatively, a set of measurements that work for
all binary vector x ∈ {0, 1}n ), there exist a exact recovery scheme with O(k 3/2 log(n/k))
measurements [1, 16]. For this purpose, a set of Gaussian measurements are capable of
universal recovery with high probability.

Universal ϵ-superset recovery
To reduce the number of measurements from the order of k 2 to k, recovering a superset
is proposed in [11]. However, the technique therein does not work for all signals, but only
vectors with nonnegative coordinates. As pointed out in [11], universal ϵ-superset recovery
still takes O(k 2 log n) measurements.
Our main contribution is to use combinatorial designs to show a measurement complexity of O(k 3/2 ϵ−1/2 log(n/k)) for universal ϵ-superset recovery. We also prove that
 
−1

n
Ω kϵ log kϵ
log ϵk
measurements are necessary for ϵ-superset recovery. This is a significant reduction in the gap between the upper bound and the linear lower bound; the
dependence on k is reduced to only k 3/2 in the upper bound.
When an upper bound on the the dynamic range is known, or the minimum non-zero
entries of the unknown signal vector having same sign is known to be a constant, we improve
the measurement complexity to O(kϵ−1 log(n/k)).
Note that, when we substitute ϵ = 1/k in the above two results, we see that for exact
recovery we need O(k 2 log(n/k) measurements, recovering prior result. Therefore, our results
give a smooth degradation in measurement complexity, as we seek a more accurate recovery.
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Universal ϵ-approximate support recovery
For approximate recovery of support, no direct prior results exist, however any algorithm
for ϵ-superset recovery provides ϵ-approximate support recovery guarantee trivially. We
introduce a generalization of the robust union free families, namely List union-Free family and
use its properties to show that O(kϵ−1 log(n/k)) measurements are sufficient in the general
case, a strict improvement on the superset recovery. We also prove that this guarantee is
 
−1

n
measurements are
tight up to logarithmic factors by showing that Ω kϵ log kϵ
log ϵk
necessary for universal ϵ-approximate recovery.
When the dynamic range of the unknown signal vector is bounded from above by a known
quantity η, we improve the measurement complexity to O(kηϵ−1/2 log(nη)) (thus beating
the lower bound above by a factor of √1ϵ ). Note again that, if we substitute ϵ = 1/k, we
recover a generalization of the existing result on universal recovery for binary vectors, i.e.,
we recover the k 3/2 scaling.
Our results on sufficient number of measurements for universal support recovery are
summarized in the table below.
Table 1 Our results for universal support recovery in 1-bit Compressed Sensing for different
settings and different class of signals. Rows 2 and 3 contain new results proved in this paper.
Problem

x ∈ Rn

x ∈ Rn : κ(x) ≤ η

x ∈ {0, 1}n

Exact

O(k2 log n) [1]

O(k2 log nk )

O(k3/2 log nk ) [1]

ϵ-Approximate

O( kϵ log nk )

ϵ-Superset

O( kϵ1/2 log nk )

1.5

3/2

x ∈ Rn (lower bound)



n
Ω k2 log
log k

O( ϵkη
1/2 log(nη))

k
O( ϵ1/2
log n)

Ω

O( kϵ log nk )

O( kϵ log nk )

Ω

 
k
ϵ

 
k
ϵ

log

k
ϵ

log

k
ϵ



−1
−1

[1]
log

n
ϵk

log

n
ϵk




Main Technical Contribution

Our new technical contribution in the 1bCS support recovery problem is to use simple
properties of polynomial roots in conjunction with combinatorial designs for designing
measurements. More precisely, we design a row (say z) of the measurement matrix A such
that the non-zero entries of z are integral powers of some number α ∈ R. The important
insight that we now use in our algorithms is that the inner product of the unknown sparse
signal and the measurement vector (i.e. ⟨x, z⟩) can be described as the evaluation of a
polynomial whose coefficients are entries of x at the number α. Recall that in Section 1.1, we
argued that the main hurdle in the 1bCS setting (as compared to the group testing setting)
is that it is difficult to interpret the meaning of a 0 output. From our construction of the
measurement vector z, the evaluation of a polynomial can be zero at α if α is a root of the
polynomial or the polynomial is everywhere 0. Since the number of roots of a polynomial is
finite, we can carefully design measurement vectors (with different α’s) so that their inner
product with x is the evaluation of the same polynomial but all of their output cannot be
zero unless the polynomial is everywhere zero. This property allows us to precisely interpret
what a 0 for all these group of measurements imply.
We are left with bounding the number of roots of such polynomials. But the number
of roots of a polynomial is at most the number of non-zero coefficients. The sparsity of x
immediately implies that the number of roots of any such polynomial can be k. Let us start
with a superset recovery (allows a few false positives) matrix for group testing (has k log n
rows) and modify in the above way. However, designing k measurements corresponding to
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each polynomial again lead to the O(k 2 log n) upper bound on the measurement complexity.
In order to get around this issue, our second key idea is to do design a matrix for universal superset recovery in two steps. First, we design a measurement matrix for universal
approximate recovery (allows a few false positives and false negatives) by proposing a new
combinatorial design (Definition 7) that generalizes well studied measurement matrices in the
literature and incorporates many useful properties. In the next step, we ignore the indices
obtained in the first step and only seek to correct the false negatives. Since the number of
false negatives is significantly smaller than k (the total sparsity), the number of roots of
the designed polynomials is also accordingly small. By carefully optimizing the number of
measurements used in the two steps, we obtain the k 3/2 scaling for superset recovery.
It turns out that under other mild assumptions on the unknown sparse signal such as
a known dynamic range (κ(x) ≤ η) or a small number of non-zero entries of the same sign
(ρ(x) ≤ η ′ ), we can also use other useful properties of the polynomial roots. In the former
case, Cauchy’s theorem says that the magnitude of the polynomial roots is bounded from
below by 1 + η while in the latter case, Descartes’ rule of signs imply that the number of
polynomial roots is bounded from above by 2η ′ . In both cases, these properties allow us
to prove nearly tight guarantees on the measurement complexity. Finally, because of the
combinatorial structure and ease of manipulating polynomials, our overall algorithm with
such measurements is also efficient.

Organization
The rest of the paper is organized as follows. In Sec. 2, we define some set systems that
will be used for constructing the universal measurement schemes. In particular, we show
probabilistic existence of list union-free families. In Sec. 3, we provide our main results and
detailed proof for approximate support recovery and superset recovery, in that order. Finally
we conclude with a discussion on open problems in this area.

2

Combinatorial Designs

In this section, we will start with a few definitions characterizing matrices with useful
combinatorial properties.
▶ Definition 5 (List-disjunct matrix [9, 19]). An m × n binary matrix M ∈ {0, 1}m×n is a
(k, ℓ)-list disjunct matrix if for any two disjoint sets S, T ⊆ col(M ) such that |S| = ℓ, |T | = k,
there exists a row in M in which some column from S has a non-zero entry, but every column
from T has a zero.
The following result characterizes the sufficient number of rows in list-disjunct matrices:
▶ Lemma 6 ([19]). An m × n (k, ℓ)-list disjunct matrix exists with


k
n
+ 1 log
+1 .
m ≤ 2k
ℓ
k+ℓ
Moreover an m × n (k, ℓ)-list disjunct matrix with k ≥ 2ℓ must satisfy,
m=Ω

 k2 
ℓ

log

k 2 −1
n − k
log
.
ℓ
ℓ

Disjunct matrices (ℓ = 1) and list disjunct matrices have a rich history of being utilized
in the group testing literature [7, 9, 19, 22, 18]. The premise in group testing is very similar
to 1-bit compressed sensing: y = sign(Ax) except that both x ∈ {0, 1}n and A ∈ {0, 1}m×n
are binary (note that, therefore, y ∈ {0, 1}n as well).
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Consider the a measurement y = sign(⟨a, x⟩). In group testing, y = 0 implies supp(a) ∩
supp(x) = ∅. However, in 1bCS, y can be zero even when supp(a) ∩ supp(x) ̸= ∅. This creates
the main difficulty in importing tools of group testing being used in 1bCS.
To tackle this, a set system called robust union-free family was proposed in [1]. We
generalize that notion to propose a List union-free family.

▶ Definition 7 (List union-free family, List union-free matrix).
A family of sets F ≡ {B1 , B2 , . . . , Bn } where each Bi ⊂ [m], |Bi | = d is an (n, m, d, k, ℓ, α)list union-free family if for any pair of disjoint sets S, T ⊆ [n] with |S| = ℓ, |T | = k, there
S
exists j ∈ S such that |Bj ∩ ( i∈(T ∪S)\{j} Bi )| < αd.
Suppose, F ≡ {B1 , B2 , . . . , Bn } is an (n, m, d, k, ℓ, α)-list union-free family. An m × n
binary matrix M ∈ {0, 1}m×n is a (n, m, d, k, ℓ, α)-list union-free matrix if the entry in the
ith row and j th column of M is 1 if i ∈ Bj and 0 otherwise.

Special cases of List union-free families, such as union-free families or cover-free codes
((n, m, d, k, 1, 1)-list union-free families) are well-studied [10, 8, 12, 5, 13] and has found
applications in cryptography and experiment designs. An (n, m, d, k, 1, α)-list union-free
family is called a robust union-free family, and it has been recently used for support recovery
in 1bCS in [1]. The List union-free family that we introduce above is a natural generalization
and has not been studied previously to the best of our knowledge. We will show that this
family of sets is useful for universal superset recovery of support. Below, we provide a result
that gives the sufficient number of rows in a List union-free matrix.

▶ Lemma 8 (Existence of list-union free matrices). For a given 0 < α < 1, n, k, ℓ, there exists
a (n, m, d, k, ℓ, α)-list union-free matrix with number of rows

and




 e2  k
n
e −1 
+ 1 log
+ 1 log
m = O (k + ℓ) 3
α
ℓ
k+ℓ
α
 1 k


n
e −1 
d=O
+ 1 log
+ 1 log
.
α ℓ
k+ℓ
α

Proof. Let us fix m′ = m/q where m, q is to be decided later. Consider an alphabet Σ of
′
size q and subsequently, we construct a random matrix M′ ∈ Σm ×n where each entry is
sampled independently and uniformly from Σ. We will write the ith column of the matrix
S
M′ in the form of a set of tuples Bi′ ≡ r∈[m′ ] {(M′ri , r)}. In other words, the symbol M′ri in
the rth row and ith column of M′ is mapped to the tuple (M′ri , r) in Bi′ ; hence |Bi′ | = m′ for
all i ∈ [n]. Now, consider two disjoint sets S, T ⊆ col(M′ ) such that |S| = ℓ, |T | = k. We
will call S, T bad if
Bi′

\

[
j∈(T ∪S)\{i}

Bj′



≥ αm′

for all i ∈ S.
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For a fixed i ∈ S and fixed T , let us define the event E i,T ≜ { Bi′ ∩ (∪(T ∪S)\{i} Bj′ ) ≥ αm′ }.
T
Hence S, T (as defined above) is bad if i∈S E i,T is true. Again, for a fixed i ∈ S, consider
any subset S ′ ⊆ S \ {i}. We will have
\ ′
Pr(E i,T |
E i ,T )
i′ ∈S ′

= Pr



Bi′

\

Pr



[

Bj′



\

≥ αm′ |

i′ ∈S ′

j∈(T ∪S)\{i}
(a)

X

=

R∈Ω

× Pr



[

Bj′ = R |

Bi′

[

(

\

X

≤

Pr

R∈Ω



[



[

Bj′ ) ≥ αm′ |

j∈(T ∪S)\{i}
(b)

′

E i ,T

i′ ∈S ′

j∈(T ∪S)\{i}

\



′

E i ,T

Bj′ = R,

Bj′ = R |

\

′

E i ,T

i′ ∈S ′

j∈(T ∪S)\{i}

m′
αm′

′

E i ,T



i′ ∈S ′

j∈(T ∪S)\{i}



\



k + ℓ αm
q

′

 ′ 
′
(c)
k + ℓ αm
m
≤
αm′
q
where the summation in steps (a) and (b) is over all elements in the sample space Ω of the
S
random variable j∈(T ∪S)\{i} Bj′ . Step (a) follows from the law of total probability where
S
we further condition on each value R of the random set j∈(T ∪S)\{i} Bj′ . Step (b) follows
S
from the fact that for any value R of the random variable j∈(T ∪S)\{i} Bj′ , any row of the
matrix M′ restricted to the columns in (T ∪ S) \ {i} can contain at most k + ℓ distinct
symbols. Hence the probability that for a fixed row of M′ , the symbol in ith column is
contained in the set of symbols present in the columns in (T ∪ S) \ {i} is at most (k + ℓ)/q;
therefore the probability that there exists at least αm′ such rows is bounded from above by
 k+ℓ αm′
m′
. Step (c) follows from the fact that the sum of probabilities of all values of
αm′
q
S
′
the random set j∈(T ∪S)\{i} Bj′ conditioned on ∩i′ ∈S ′ E i ,T is 1.
Let us denote the the distinct columns in S by i1 , i2 , . . . , iℓ . Subsequently, we have
 \



Y
\
Pr(S, T is bad) = Pr
E it ,T =
Pr E it ,T |
E if ,T
t∈[ℓ]

t∈[ℓ]

f ∈[t−1]

 m′  k + ℓ αm′ ℓ
≤
.
αm′
q
Hence, we get that

Pr(

[

S, T is bad) ≤

S,T

X

Pr(S, T is bad)

S,T


 

′
n
k + ℓ  m′  k + ℓ αm ℓ
≤
q
k+ℓ
ℓ
αm′

en
e(k + ℓ)
e
q 
≤ exp (k + ℓ) log
+ ℓ log
+ ℓm′ α log − αm′ ℓ log
.
k+ℓ
ℓ
α
k+ℓ


Now, we choose
l
 e 2 m
q = (k + ℓ)
α

and

m′ =



2 k
n
e −1
+ 1 log
+ e log
α ℓ
k+ℓ
α
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S
in which case we get that Pr( S,T S, T is bad) < 1. This implies that there exists a matrix
M′ with m′ rows such that no pair of disjoint sets S, T with |S| = ℓ, |T | = k is bad. Let us
denote the standard basis vectors in Rq by e1 , e2 , . . . , eq ; ei represents the q-dimensional
vector such that the ith entry is 1 and all other entries are 0. Consider any fixed ordering
of the symbols in Σ; for the ith symbol in Σ, we will map it to the vector ei . We can
now construct the matrix M ∈ {0, 1}m×n from M′ by replacing each symbol in Σ with the
corresponding vector in the standard basis of Rq based on the aforementioned mapping.
Clearly, each column in this matrix has d = m′ 1’s. Moreover, for any i ∈ [m] and j, v ∈ [n],
we will have Mij = Miv = 1 if and only if M′i′ j = M′i′ v = s where i′ = ⌈i/q⌉ and s is the
(i (mod q))th symbol in Σ. Let us denote by Bi ⊆ [m] the indices of the rows where ith
column of M has non-zero entries. In that case, |Bi | = m′ for all i ∈ [n] and furthermore,
for any pair of disjoint sets S, T ⊆ [n] with |S| = ℓ, |T | = k, there exists j ∈ S such that
S
|Bj ∩( i∈(T ∪S)\{i} Bi )| < α|Bj |. Hence, the matrix M is also a (n, m, d, k, ℓ, α)-list union-Free
matrix with

and

3


 e2  k


n
e −1 
m = O (k + ℓ) 3
+ 1 log
+ 1 log
α
ℓ
k+ℓ
α
 1 k


n
e −1 
d=O
+ 1 log
+ 1 log
.
α ℓ
k+ℓ
α

◀

Recovery Algorithms and Results

We first describe our results and techniques for approximate support recovery, followed by
superset recovery; because the first uses a simpler algorithm than the later, supposedly
harder problem.

3.1

Approximate Support Recovery

The following is a result on universal ϵ-approximate support recovery for all unknown k-sparse
signal vectors x ∈ Rn . The relevant recovery algorithm is given in Algorithm 1.
▶ Theorem 9. There exists a 1-bit compressed sensing matrix A ∈ Rm×n for universal
ϵ-approximate support recovery of all k-sparse signal vectors with m = O(kϵ−1 log(n/k))
measurements. Moreover the support recovery algorithm (Algorithm 1) has a running time of
O(nϵ−1 log(n/k)).

Algorithm 1 Approximate Support Recovery.

Require: y = sign(Ax) where A is constructed from a list union-free family F =
{B1 , B2 , . . . , Bn } (see proof of Theorem 9 for details).
1: Set C = ϕ.
2: for j ∈ [n] do
3:
if |Bj ∩ supp(y)| ≥ d/2 then
4:
C ← C ∪ {j}
5:
end if
6: end for
7: Compute and return C ′ by deleting any max(0, |C| − k) indices from C.
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Proof. Let A be a (n, m, d, k, ϵk/2, 0.5)-list union-free matrix constructed from a
(n, m, d, k, ϵk/2, 0.5)-list union-free family F = {B1 , B2 , . . . , Bn }. From Lemma 8 (by substituting ℓ = ϵk/2, α = 0.5), we know that such a matrix A exists with d = O(ϵ−1 log(n/k))
and m = O(kϵ−1 log(n/k)) rows.
For the rest of the proof, we will simply go over the correctness of the recovery process,
i.e., Algorithm 1.

Correctness of recovery algorithm
Fix a particular unknown signal vector x ∈ Rn . Recall that we obtain the measurements
y = sign(Ax). Consider any set of indices S ⊆ [n] such that |S| = ϵk/2 and S ∩ supp(x) = ∅.
Using the properties of the family F , there exists an index j ∈ S such that
Bj \



[

Bi



= |Bj | − Bj ∩



i∈(supp(x)∪S)\{j}

=⇒ Bj \



[

Bi

i∈(supp(x)∪S)\{j}

Bi

i∈supp(x)

[



≥



≥

d
2

d
2

This implies that there exists at least d/2 rows in A where the jth entry is 1 but all
entries belonging to the support of x is 0. For all these rows used as measurements,
output must be 0. Using the fact that |Bj | = d, we must have |supp(y) ∩ Bj | < d/2.
the other hand, consider a set of indices S ⊆ supp(x) such that |S| = ϵk/2. By using
property of the family F , with T = supp(x) \ S, there must exist j ∈ S such that

Bj \



[
i∈(T ∪S)\{j}

Bi



= Bj \



[

Bi

the
the
On
the



i∈supp(x)\{j}

= |Bj | − Bj

\

[

Bi



≥

i∈supp(x)\{j}

d
.
2

Therefore there exists at-least d/2 rows where the jth entry is 1 but all the entries belonging
to supp(x) \ {j} is 0; for all these rows used as measurements, the output must be non-zero.
Again, using the fact that |Bj | = d, we must have |supp(y) ∩ Bj | ≥ d/2. Therefore, if we
compute C = {j ∈ [n] : |supp(y) ∩ Bj | ≥ d/2}, then C must satisfy the following properties:
1) |C| ≤ ∥x∥0 + kϵ/2 ≤ k(1 + ϵ/2), 2) |C ∩ supp(x)| ≥ ∥x∥0 − kϵ/2 implying that C has
large intersection with the support of x, 3) |C \ supp(x)| ≤ ϵk/2 implying that C has very
few indices outside the support of x. If |C| ≤ k, then C already satisfies the conditions for
ϵ-approximate support recovery. Now suppose that |C| > k. In that case, if we delete any
arbitrary max(0, |C| − k) indices from C to construct C ′ such that |C ′ | ≤ k, then
|C ′ ∩ supp(x)| = |C ∩ supp(x)| − max(0, |C| − k) ≥ ∥x∥0 − ϵk
implying that |C ′ \ supp(x)| ≤ ϵk. Finally, note that for each j ∈ [n], it takes O(d) =
O(ϵ−1 log(n/k)) time to compute |Bj ∩ supp(y)|. Therefore the time complexity of Algorithm
1 is O(nϵ−1 log(n/k)).
◀
Next, we show an improvement in the sufficient number of measurements if an upper bound
on the dynamic range of x is known apriori.
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▶ Theorem 10. There exists a 1-bit compressed sensing matrix A ∈ Rm×n for ϵ-approximate
universal support recovery of all k-sparse unit norm signal vectors x ∈ Rn such that κ(x) ≤ η
for some known η > 1, with m = O(kηϵ−1/2 log(nη)) measurements.
The proof of Theorem 10 follows from using random Gaussian measurements and has
been delegated to Appendix A. Note that, for exact support recovery Theorem 10 gives the
number of measurements to be O(k 3/2 η log(nη)), a generalization of the binary input result.

3.2

Superset Recovery

In this subsection we prove our main result on universal ϵ-superset recovery for all unknown
k-sparse signal vectors x ∈ Rn . For simplicity of exposition, for any set X ⊆ [n] and for any
fixed unknown signal x, we will call any index that lies in X \ supp(x) to be a false positive
of X and any index that lies in supp(x) \ X to be a false negative of X .
Algorithm 2 Superset Recovery.

Require: y1 = sign(A(1) x) and y2 = sign(A(2) x). A(1) is constructed from a list union-free
family F = {B1 , B2 , . . . , Bn } and A(2) is constructed from a list disjunct matrix B (see
proof of Theorem 11 for details).
1: Set C = ϕ, C ′ = [n].
2: for j ∈ [n] do
3:
if Bj ∩ supp(y1 ) > d/2 then
4:
C ← C ∪ {j}
5:
end if
6: end for
7: Update C by deleting any max(0, |C| − k) indices from C.
8: for each row z in B do
9:
if supp(z) ∩ C = ϕ and sign(⟨zi , x⟩) = 0 for all i ∈ [ζk] then
10:
C ′ ← C ′ \ supp(z)
11:
end if
12: end for
13: Return C ′ ∪ C.

▶ Theorem 11. There exists a 1-bit compressed sensing matrix A ∈ Rm×n for universal ϵsuperset recovery of all k-sparse signal vectors with m = O(k 3/2 ϵ−1/2 log(n/k)) measurements.
Moreover the recovery algorithm (Algorithm 2) has a running time of O(nk 3/2 ϵ−1/2 log(n/k)).
Proof. Let 0 < ζ < 1 be some number that will be determined later. The sensing matrix A
is designed to be two matrices A(1) and A(2) (with distinct properties) stacked vertically i.e.

A=


A(1)
.
A(2)

The matrix A(1) ∈ {0, 1}v×n is designed to be a (n, v, d, k, ζk/2, 0.5)-list union-free matrix
constructed from a (n, v, d, k, ζk/2, 0.5)-list union-free family F = {B1 , B2 , . . . , Bn }. From
Lemma 8, A(1) is known to exist with d = O(ζ −1 log(n/k)) and at most v = O(kζ −1 log(n/k))
rows. A(2) is designed in the following manner: consider a binary (k(1 + ζ), 0.5ϵk)-list
disjunct matrix B ∈ {0, 1}u×n which is known to exist with u = O(kϵ−1 log(n/k)) rows
(by using Lemma 6). For each row z ∈ {0, 1}n of B, we choose ζk distinct positive
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numbers a1 , a2 , . . . , aζk ∈ R+ and subsequently, we construct ζk rows of A(2) denoted by
z1 , z2 , . . . , zζk ∈ Rn as follows: for all i ∈ [ζk], j ∈ [n], we have that
zij = 0
zij

=

if zj = 0

at−1
i

if j th entry of z is the tth 1 in z from left to right.

In essence each row of B is mapped to ζk rows of A(2) . Hence, the total number of rows in
A(2) is O(k 2p
ζϵ−1 log(n/k)) and thus, the number of rows in A is O((k 2 ζϵ−1 +kζ −1 ) log(n/k)).
Setting ζ = ϵ/k, we obtain the number of measurements to be m = O(k 3/2 ϵ−1/2 log(n/k)).
In the remainder of the proof, we show the correctness of Algorithm 2 when used along
with the measurement matrix as constructed.

Correctness of the recovery algorithm
Suppose x ∈ Rn is the unknown signal vector. Using Theorem 9 (Algorithm 1), we
can compute a set C, |C| ≤ k from sign(A(1) x) such that |C ∩ supp(x)| ≥ ∥x∥0 − kζ and
|C \ supp(x)| ≤ ζk implying that the set C has at most ζk false negatives and ζk false
positives. In the subsequent steps of our decoding algorithm, our objective is to correct the
aforementioned false negatives. To do so, we ignore all the measurements (rows of A(2) )
whose support has a non-empty intersection with the set C computed in the first stage.
Consider any set of indices S ⊆ [n], S ∩ (C ∪ supp(x)) = ϕ such that |S| = ϵk/2. By using the
property of (k(1 + ζ), ϵk/2)-list disjunct matrix and the fact that |C ∪ supp(x)| ≤ k(1 + ζ),
there exists an index j ∈ S and a row z in B such that the support of z is disjoint from
C ∪ supp(x) and contains j ∈ S. Therefore, there must exist ζk corresponding rows in A(2)
(recall the construction of A(2) ) denoted by z1 , z2 , . . . , zζk such that the support of these
rows are disjoint from C ∪ supp(x) and contains j ∈ S. If
sign(⟨zi , x⟩) = 0

for all i ∈ [ζk].

then we will infer the entire support of z to be disjoint from the support of x and delete
those indices from C ′ (see Algorithm 2). Therefore, for any set S ⊆ [n] : |S| = ϵk/2, S ∩ (C ∪
supp(x)) = ϕ, we can identify correctly at least one index j ∈ S that lies outside C ∪ supp(x);
subsequently, we will delete this index. On the other hand, as we will show, we will never
delete any index that lies in supp(x) \ C. At the end, we return the surviving indices plus the
set C that we recovered in the first stage of decoding.
Consider any row z ∈ B such that supp(z) ∩ C = ϕ and the corresponding measurements
z1 , z2 , . . . , zζk in A(2) (parameterized by a1 , a2 , . . . , aζk respectively and have the same
support as that of z). Notice that for all i ∈ [ζk]
X
⟨x, zi ⟩ =
xt zit .
t∈(supp(x)\C)∩supp(z)

For all i ∈ [ζk], the entries of the vector zi are integral powers of some number ai and
|(supp(x) \ C) ∩ supp(zi )| ≤ |supp(x) \ C| ≤ ζk. Therefore, ⟨x, zi ⟩ is the evaluation of a
polynomial
X
p(r) =
xt rαt .
t∈(supp(x)\C)∩supp(z)

of degree at most n − 1 and having at most ζk non-zero coefficients at the number ai i.e.
⟨x, zi ⟩ = p(ai ). Clearly, if |(supp(x) \ C) ∩ supp(z)| = 0 then ⟨x, zi ⟩ = 0 for all i ∈ [ζk]. On
the other hand, if |(supp(x) \ C) ∩ supp(z)| ̸= 0, then ⟨x, zi ⟩ ̸= 0 for all i ∈ [ζk]. This is
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because the polynomial p(r) with at most ζk non-zero coefficients can have at most ζk − 1
positive roots (using Descartes’ rule of signs) which means that not all of a1 , a2 , . . . , aζk
(distinct positive numbers) can be roots of p(r). Therefore the surviving indices in the second
stage must consist of the false negatives from the first stage and at most ϵk/2 false positives.
Hence, the final set C ′ ∪ C returned by Algorithm 2 will not contain any false
p negatives but
can contain at most ϵk/2 + ζk false positives. Since ζ was chosen to be ϵ/k, the total
number of false positives is at most ϵk.
Finally, note that Lines 3-5 in Algorithm 2 has a time complexity of O((k/ϵ)1/2 log(n/k))
and therefore Lines 2 − 5 has a time complexity of O(n(k/ϵ)1/2 log(n/k)). Line 8 has
a time complexity of O(n(kϵ)1/2 ) and therefore Lines 7-11 has a time complexity of
O(nk 3/2 ϵ−1/2 log(n/k)) which dominates the time complexity of the algorithm. This completes the proof of the theorem.
◀
It turns out that if additional weak assumptions hold true for the unknown signal vector
x ∈ Rn , then we can improve the sufficient number of measurements significantly. More
formally, we have the following two theorems.
▶ Theorem 12. There exists a 1-bit compressed sensing matrix A ∈ Rm×n for universal
ϵ-superset recovery of all k-sparse signal vectors x ∈ Rn such that κ(x) ≤ η for some
known η > 1, with m = O(kϵ−1 log(n/k)) measurements. Moreover the recovery algorithm
(Algorithm 3) has a running time of O(nkϵ−1 log(n/k)).
Proof. The sensing matrix A in designed similarly to A(2) as described in the proof of
Theorem 11. Consider a binary (k, ϵk)-list disjunct matrix B ∈ {0, 1}m×n which is known
to exist with at most m = O(kϵ−1 log(n/k)) rows (see Lemma 6). For each row z ∈ {0, 1}n
of B, we choose a positive number az > 1 + η and subsequently, we construct a row of A
denoted by z′ as follows: for all j ∈ [n], we have
z′j = 0
z′j

=

if zj = 0

at−1
z

if j th entry of z is the tth 1 in z from left to right.

In essence, each row of B is mapped to a unique row of A; hence the total number of rows in
A is also O(kϵ−1 log(n/k)). The rest of the proof will show the correctness of Algorithm 3.
Algorithm 3 Superset Recovery with Bounded Dynamic Range.

Require: y = sign(Ax) where A is constructed as described in proof of Theorem 12.
1: Set C = [n].
2: for each row z in B do
3:
if sign(⟨z′ , x⟩) = 0 then
4:
C ← C \ supp(z)
5:
end if
6: end for
7: Return C.

Correctness of the recovery algorithm
The inner product of any row z of A and the unknown signal vector x can be represented as
the evaluation of a polynomial p(r) (whose coefficients are the entries of x) at az i.e.
X
p(r) =
xt rαt
t∈supp(x)∩supp(z)
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and ⟨z, x⟩ = p(az ). By using Cauchy’s Theorem, we know that the magnitude of the roots of
this polynomial p(r) must be bounded from above by 1 + κ(x) ≤ 1 + η; hence az > 1 + η can
never be a root of p(r) unless it is always zero. Hence, the evaluation of p(r) at az can be
zero if and only if the polynomial p(r) is always zero implying that the support of z must
be disjoint from the support of x. In other words, in Algorithm 3, we will never delete any
indices that belong to the support of x.
On the other hand, consider any set of indices S ⊆ [n] such that |S| = ϵk and S ∩supp(x) =
ϕ. By using the property of (k, ϵk)-list disjunct matrix B, there exists an index j ∈ S and a
row z in B such that the support of z is disjoint from supp(x) and contains j ∈ S. Therefore,
we will delete all indices in the support of z including the index j from the set C in Step 4 of
Algorithm 3. Hence, we will delete all indices that belongs to the set [n] \ supp(x) except
at-most ϵk of them. Therefore, the set C of surviving indices at the end of Algorithm 3
satisfies the conditions for ϵ-superset recovery.
Finally note that Line 4 in Algorithm 3 has a time complexity of O(n) and therefore, the
total time complexity of the algorithm is O(nkϵ−1 log(n/k)). This completes the proof of
the theorem.
◀
Finally, we give a result that concerns ρ(x), the minimum number of non-zero entries of
the same sign in x. This shows a generalization of the result known for only fully positive
vectors.
▶ Theorem 13. There exists a 1-bit compressed sensing matrix A ∈ Rm×n for universal
ϵ-superset recovery of all k-sparse signal vectors x ∈ Rn such that ρ(x) ≤ R for some known
R, with m = O(k max(1, R)ϵ−1 log(n/k)) measurements. Moreover the decoding algorithm
(Algorithm 4) has a running time of O(nk max(1, R)ϵ−1 log(n/k)).
Proof. As before, we will denote our sensing matrix by A. Consider a binary (k, ϵk)-list
disjunct matrix B ∈ {0, 1}m×n which is known to exist with at-most m = O(kϵ−1 log(n/k))
rows (see Lemma 6). For each row z ∈ {0, 1}n of B, we choose 2R + 1 distinct positive
numbers a1 , a2 , . . . , a2R+1 > 0. Subsequently, we construct R′ = 2R + 1 rows of A denoted
′
by z1 , z2 , . . . , zR as follows: for all i ∈ [R′ ], j ∈ [n], we have
zij = 0
zij

=

if zj = 0

at−1
i

if j th entry of z is the tth 1 in z from left to right.

Hence, each row of B is mapped to R′ rows of A and therefore the total number of
measurements is at most O(kR′ ϵ−1 log nk −1 ).
Algorithm 4 Superset Recovery with small minimum same sign entries.

Require: y = sign(Ax) where A is constructed as described in proof of Theorem 13.
1: Set C = [n], R′ = max(1, 2R).
2: for each row z in B do
3:
if sign(⟨zi , x⟩) = 0 for all i ∈ [R′ ] then
4:
C ← C \ supp(z)
5:
end if
6: end for
7: Return C.
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Correctness of decoding. Consider any set of indices S ⊆ [n] such that |S| = ϵk and
S ∩ supp(x) = ∅. By using the property of (k, ϵk)-list disjunct matrix B, there exists an
index j ∈ S and a row z in B such that the support of z is disjoint from support of x
(supp(x)∩supp(z) = ϕ) and contains j ∈ S. Therefore, there must exist R′ corresponding rows
′
in A (recall the construction of A) denoted by z1 , z2 , . . . , zR (parameterized by a1 , a2 , . . . , aR′
respectively and have the same support as that of z) such that the support of these rows are
disjoint from supp(x) and contains j ∈ S. Note that in Algorithm 4, if
sign(⟨zi , x⟩) = 0

for all i ∈ [R′ ].

then we will infer the entire support of z to be disjoint from the support of x and delete those
indices. The inference is correct if supp(z) ∩ supp(x) = ϕ and hence supp(zi ) ∩ supp(x) = ϕ for
all i ∈ [R′ ]. Therefore, by our previous argument, for any set S ⊆ [n] : |S| = ϵk, S ∩supp(x) =
ϕ, we will delete at least one index j ∈ S. At the end of the algorithm, we return the surviving
indices.
On the other hand, we claim that we will never delete any index that lies in supp(x).
Notice that for all i ∈ [R′ ]
⟨x, zi ⟩ =

X

xt zit .

t∈supp(x)∩supp(z)

From our design of the measurement matrix A, for all i ∈ [R′ ], the entries of the vector zi are
powers of some positive number ai . Since ρ(x) ≤ R from the statement of the lemma, ⟨x, zi ⟩
is the evaluation of a polynomial (of degree at most n − 1 and having at most 2R = R′ − 1
sign changes) at the number ai . Clearly, if |supp(x) ∩ supp(z)| = 0 then ⟨x, zi ⟩ = 0 for all
i ∈ [R′ ]. On the other hand, if |supp(x) ∩ supp(z)| ̸= 0, then ⟨x, zi ⟩ ̸= 0 for all i ∈ [R′ ]. This
is because the polynomial
X
p(r) =
xt rαt .
t∈(supp(x)∩supp(z)

with at most 2R sign changes can have at most 2R positive roots (using Descartes’ rule
of signs); hence all of a1 , a2 , . . . , aR′ cannot be roots of p(r) as they are distinct positive
numbers. Therefore, we will delete all indices that belongs to [n] \ supp(x) except at-most ϵk
of them. This completes the proof of the theorem.
◀

3.3

Lower Bounds

In this section, we show lower bounds on the necessary number of measurements for universal
ϵ-approximate support recovery and universal ϵ-superset recovery.
▶ Theorem 14. Let A ∈ Rm×n be a measurement matrix such that sign(Ax1 ) ̸= sign(Ax2 )
for all x1 , x2 satisfying x1 0 , x2 0 ≤ k and supp(x1 ) ∩ supp(x2 ) ≤ k(1 − 2ϵ), for some
 
−1

ϵ < 1/3. In that case, we must have m = Ω kϵ log kϵ
log n−k
.
ϵk
Proof. Without loss of generality, we will assume that −1 ≤ Aij ≤ 1 for i ∈ [m], j ∈ [n] since
scaling by a positive number does not change the measurement output. We will prove by
contradiction that A must be a (k(1 − 2ϵ), 2ϵk)-list disjunct matrix. Let B1 , B2 , . . . , Bn ⊆ [m]
be defined as follows: Bj = {i ∈ [m] | Aij =
̸ 0}. Since A is a not a (k(1 − 2ϵ), 2ϵk)list disjunct matrix, there must exist two disjoint sets of indices S, T ⊆ [n] such that
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|S| = 2ϵk, |T | = k(1 − 2ϵ) and Bj ⊆ ∪i∈T Bi for all j ∈ S. Let x1 be a k-sparse vector such
that supp(x1 ) = T and further, all indices of Ax1 in ∪i∈T Bi are γ away from 0. Let
x2 = x1 +


X γ
X γ
ej =⇒ A(x2 − x1 ) = A
ej
2ϵk
2ϵk

j∈S

j∈S

where ei is the standard basis vector with 1 only in the ith position and zero everywhere
else. Since Bj ⊆ ∪i∈T Bi for all j ∈ S and all entries of A are in [−1, +1], we must have
that sign(Ax1 ) = sign(Ax2 ). Note that both x1 0 , x2 0 ≤ k and therefore, this is a
contradiction. Hence A must be a (k(1 − 2ϵ), 2ϵk)-list disjunct matrix. Combining with the
statement of Lemma 6 (note that the condition k ≥ 2ℓ implies that ϵ ≤ 1/3) and the fact
that k(1 − 2ϵ) ≥ k/3 for ϵ ≤ 1/3, we obtain the statement of the theorem.
◀
▶ Corollary 15. Let A ∈ Rm×n be a measurement matrix for universal ϵ-approximate support
recovery of all k-sparse unknown vectors for ϵ < 1/3. In that case, it must happen that
−1

 
.
m = Ω kϵ log kϵ
log n−k
ϵk
Proof. From Theorem 14, we obtained that if m = o
1

2

1

2

1

 
k
ϵ

log

k
ϵ

−1

log

n−k
ϵk



, then there

2

exists x , x satisfying x 0 , x 0 ≤ k and supp(x ) ∩ supp(x ) ≤ k(1 − 2ϵ) such that
sign(Ax1 ) = sign(Ax2 ). In that case, any algorithm will not be able to distinguish between
the support of x1 , x2 which are 2ϵk apart in Hamming distance. This is a contradiction to
the fact that A can be used for universal ϵ-approximate recovery of all k-sparse unknown
vectors thus proving the corollary.
◀
▶ Corollary 16. Let A ∈ Rm×n be a measurement matrix for universal ϵ-superset recovery
of all k-sparse unknown vectors for ϵ < 1/3. In that case, it must happen that m =
−1

 
log n−k
.
Ω kϵ log kϵ
ϵk
Proof. From Proposition 4, we known that ϵ-superset recovery is a strictly harder objective
than ϵ-approximate support recovery. Therefore the lower bound in Theorem 14 extends to
this setting as well.
◀

4

Open Questions

√
Since there is a gap by a factor of k between the upper and lower bounds for measurement
complexity in superset recovery, it will be interesting to obtain either a matching lower bound
or improve our upper bound further to match the linear lower bound. We conjecture the
later to be the case, and it will be possible by clever design of polynomials with additional
properties for the measurements. It will also be interesting to figure out the limits of using
binary measurement matrices for support recovery.
We are exploring if our results on universal superset recovery or approximate support
recovery can be used for improving state of the art measurement complexities [16] in
approximately recovering the unknown signal vector itself. From a practical perspective, it
would be interesting to obtain results which are robust to the assumption that the unknown
signal vector is sparse; in other words, even if the signal vector has a tail, the designed
algorithm can still recover the k entries having the largest magnitude.
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Proof of Theorem 10

Our sensing matrix will be denoted by A ∈ Rm×n where m is going to be determined
later. Each entry of the matrix A is sampled independently according to N (0, 1) ( Gaussian
distribution with zero mean and variance one.) The m measurements (rows of A) must
distinguish between vectors whose supports have a pairwise intersection of size at most
(1 − 2ϵ)k and satisfy the dynamic range being bounded from above by η since otherwise,
the recovery algorithm cannot return a single set that is simultaneously an ϵ-approximate
support for both vectors. In order to prove our theorem, we will directly use the following
result from [11] showing a useful property of random Gaussian measurements:
▶ Lemma 17 (Lemma 16 in [11]). Let x and y be two unit vectors in Rn with ||x − y||2 > γ,
and take h ∈ Rn to be a random vector with entries drawn i.i.d according to N (0, 1). Let
Bδ (x) = {p ∈ Rn : ||p − x||2 ≤ δ} be the ball of radius δ centered around x. Then, we must
have that
√
γ − 2δ n
T
T
Pr(∀p ∈ Bδ (x), ∀q ∈ Bδ (y), sign(h x) ̸= sign(h y)) ≥
.
π

Algorithm 5 Approximate Support Recovery.

Require: η, y = sign(Ax) where every entry of A is sampled according to N (0, 1).
1: Compute x̂ to be the solution of
min ||x||0

subject to Ax = y and κ(x) ≤ η.

2: Return supp(x̂).

The probability that the m measurements (rows of A) are not able to distinguish between
a fixed pair of k-sparse vectors separated by γ in euclidean distance is at most


√
γ − 2δ 2k m
1−
π

where we used the fact that the union of support of two k-sparse vectors has size at most
2k. Consider two k-sparse signal vectors x, y ∈ Rn satisfying κ(x), κ(y) ≤ η for some known
η > 1 such that |supp(x) ∩ supp(y)| ≤ k(1 − 2ϵ) for ϵ ≥ 1/2k. Let S1 ≜ supp(x) \ supp(y)
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and S2 ≜ supp(y) \ supp(x). Again note that
1
· max |ui |
η i∈[n]:ui ̸=0
X
1
=⇒
min ui2 ≥ 2 ·
kη
i∈[n]:ui ̸=0
min

i∈[n]:ui ̸=0

|ui | ≥

if κ(u) ≤ η
ui2

if κ(u) ≤ η

i∈[n]:ui ̸=0

=⇒

1
|ui | ≥ √ · ||u||2
i∈[n]:ui ̸=0
η k
min

if κ(u) ≤ η

In that case, it must happen that
x
y
−
||x||2
||y||2

≥
2

x|S1 2
+
||x||2

√
y|S2 2
2 ϵ
≥
.
||y||2
η

Now, following [11], wecan construct a δ-cover S of all k-sparse unit vectors which is
known to exist with nk (3/δ)k points. Let x′ ∈ S and y′ ∈ S be the nearest vectors
in the δ-cover to x and y respectively. By using triangle inequality, we will have that
√
||x′ − y′ ||2 ≥ 2 ϵη −1 − 2δ. Hence, it is sufficient for the sensing matrix A to distinguish
√
S such that ||u′ − v′ ||2 ≥ 2 ϵη −1 − 2δ. Therefore,
between pairs of distinct vectors u′ , v′ ∈
√
√
we substitute γ = 2 ϵ/η, δ = γ/3(1 + 2k) and by taking a union bound over all pairs of
√
vectors u′ , v′ ∈ S such that ||u′ − v′ ||2 ≥ 2 ϵη −1 − 2δ, we can bound the probability of error
in decoding from above as:
√
 2   
n
3 2k
γ − 2δ(1 + 2k) m
Pr(Error in Decoding) ≤
1−
k
δ
π
If the probability of error is less than 1, then there exists a measurement matrix that is
able to recover an ϵ-approximate support for all k-sparse unknown vectors whose dynamic
range is bounded from above by η. Hence, we have
 2  √ 
 2   
 mγ 
n
10 2k 2k
n
3 2k
γ m
≤
exp −
1−
<1
k
k
δ
3π
γ
3π
√
en
10 2k mγ
=⇒ 2k log
+ 2k log
−
<0
k
γ
3π
3πkη
5enη
=⇒ m ≥ √ log √
2 ϵ
ϵ
6πkη
=⇒ m ≥ √ log 5enη
2 ϵ
where in the last step, we used the fact that ϵ ≥ 1/2k. Hence, we get that there exists a
matrix A with m = O(kηϵ−1/2 log nη) measurements such that we will have sign(Ax) ̸=
sign(Ay) for any two k-sparse vectors x, y ∈ Rn satisfying |supp(x) ∩ supp(y)| ≤ k(1 − ϵ)
and κ(x), κ(y) ≤ η. This completes the proof of the theorem.
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1

Introduction
“Those who cannot remember the past are condemned to repeat it”
—George Santayana, The Life of Reason, 1905 [23]
Even if you use randomness and cryptography!

There are n cards in a deck. In each turn, one player, called Dealer, selects a card and a
second player, called Guesser, guesses which card was drawn. The selected cards cannot be
drawn again. The quantity of interest is how many cards were guessed correctly.
A Guesser with perfect memory can guess a card that has not appeared yet. When there
are i cards left, the probability of correctly guessing is 1i . By linearity of expectation, such a
Guesser is expected to guess correctly about ln n times. On the other hand, at any point in
time, a memoryless Guesser cannot guess with probability better than 1/n, resulting in 1
correct guess on expectation2 . We are interested in the case where the Guesser has m < n
bits of memory.
One can think about card guessing as a streaming problem where the algorithm predicts
the next element in a stream, under the promise that all elements in the stream are unique.
In the streaming model, a large sequence of elements is presented to an algorithm, usually
one element at a time. The algorithm, which cannot store the entire input, keeps the
needed information and outputs some function on the stream seen so far. As it may be
impossible to output the exact value of the function without storing the entire input, it is a
typical relaxation to consider an approximate value of the function as output. In this sense,
prediction is a form of approximation3 .
Some streaming problems are solvable by a deterministic algorithm, while others require
a randomized one (for a survey on streaming algorithms, see [21]). It is common to analyze
the performance of an algorithm with respect to a worst-case stream that is chosen ahead of
time and is fixed throughout the execution of the algorithm. We call such a stream oblivious,
or static. A recent line of works (see Section 1.3) focuses on analyzing the performance of an
algorithm as if an adversary looks at the algorithm’s output in every turn and thoughtfully
chooses the next element in order to make the algorithm to fail. An algorithm that performs
well against such an adversary is called adversarially robust.
In this paper, we pinpoint the complexity of card guessing in different environments,
especially with respect to the memory requirements of the Guesser.

1.1

Our Results

We study the case where the Guesser has bounded memory, and we ask how well a Guesser
can perform? It turns out that the performance of a memory bounded Guesser is highly
sensitive to the behavior of the Dealer.
A Dealer is called “random shuffle” if every ordering of the deck has equal probability.
This is equivalent to drawing a card at random in every turn.
A static Dealer draws cards one by one from a prearranged deck in some specific order
and may choose the worst order.
An adaptive Dealer is allowed to change the order of the deck throughout the game.

2
3

These examples are taken from a textbook on algorithms by Kleinberg and Tardos [19], Chapter 13,
Pages 721-722.
We elaborate on prediction as a form of approximation in the full version.

B. Menuhin and M. Naor

107:3

Clearly these dealers are presented by increasing power. Our results are as follows:
1. Against the random-shuffle Dealer, there exists a Guesser with log2 n + log n memory bits
that makes at least 1/2 log n correct guesses in expectation, i.e. asymptotically similar to
a Guesser with perfect memory. This Guesser can be amplified at the cost of log n factor
to get closer to ln n.
2. There exists a Guesser with log2 n − log n + 2 bits of memory and 2 log n random bits
that against any static Dealer scores 1/4 ln n − O(1) correct guesses in expectation. This
Guesser can be amplified at the cost of log n factor to get closer to ln n.
3. The above Guessers are optimal: Every Guesser with m bits of memory can score at most
√
O( m) correct guesses in expectation against the random-shuffle Dealer, regardless of
the amount of randomness that the Guesser uses.
4. For every m there exists a computationally efficient adaptive Dealer against which no
Guesser with m memory bits can make more than ln m + 2 ln log n + O(1) correct guesses
in expectation, regardless of how much randomness and what cryptographic tools and
assumptions that the Guesser uses.
5. Furthermore, there exists a computationally efficient adaptive universal Dealer, i.e., that
makes no assumption on the amount of memory of the Guesser, against which every
Guesser with m bits of memory is expected to make at most (1+o(1))·ln m+8 ln log n+O(1)
correct guesses.
See Table 1 for a comparison of our results.
Table 1 Partial list of results: constructive results above the line, impossibility results below.

Guessing Technique

Memory

Random
bits

Dealer

Score

Subset Guesser
Remember last cards
Subset+Remember last
Following Subsets
Randomized Subsets

m
m
√
m≤ n
O(log2 n)
O(log2 n)

2 log n

Any
Any
Random
Random
Static

Any Guesser
Any Guesser

m
m

∞
∞

Any Guesser

m

∞

Random
Adaptive
Adaptiveuniversal

ln m
m
ln log
n
2 ln m − ln log n − ln 2
1/2 log n
1/4 ln n
√
O(min{ln n, m})
ln m + 2 ln log n + O(1)
(1 + o(1)) · ln m + O(log log n)

To summarize, the main lesson from these results is the significant impact of adaptivity
of the dealer, more than any other factor.

1.2

Our Approaches and Techniques

Our results separate the required amount of memory and randomness that the Guesser
requires for playing against the three types of Dealers.
Quite surprisingly, we show that against the random-shuffle Dealer, a Guesser with very
limited memory, and no randomness at all, can perform similarly to a Guesser with perfect
memory. More formally, the main result of Section 4.1 is:
▶ Theorem 1. There exists a Guesser with log2 n + log n memory bits and no randomness
that scores 1/2 log n correct guesses in expectation when playing against the random-shuffle
Dealer.
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Our Guesser tracks which cards were drawn from multiple subsets of cards. Using at most
2 log n bits per subset, the Guesser can recover the last card that has not appeared from
each subset and guess it. Repeating that guess over and over, the Guesser can guarantee a
single correct guess from each subset.
However, the last cards from the different subsets may be indistinct. The subsets are
built incrementally, i.e., the ith subset is contained in the (i + 1)-th subset, as visualized in
Figure 1. It follows that the probability for the last card from each subset to appear before
the last card from the following subset is fixed (and is at least 1/2). So we get that the
expected number of correct guesses is proportional to the number of subsets tracked by the
Guesser and the ratio between two following subsets.
With more space we can have denser subsets, getting that for 0 < δ ≤ 1 a Guesser with
δ
ln n correct guesses in expectation, when playing
log1+δ 2 · log2 n + log n can score (1+δ) ln(1+δ)
against the random-shuffle Dealer. For δ = 1 this is the above theorem. The number of
correct guesses goes to ln n as δ goes to zero.
1

w

(1 + δ)w

(1 + δ)2 w

n

Figure 1 Following-Subsets. The blue lines represents subsets of [n], the top blue line the subset
{1, . . . , w}, the one in the middle {1, . . . , (1 + δ)w} and so on. In the basic construction, (1 + δ) = 2.

Consider a static Dealer, one that fixes the sequence of cards ahead of time but chooses the
worst arrangement. A simple adversarial argument shows that for every Guesser that uses no
randomness, there exists an arrangement of the deck against which that deterministic Guesser
scores at most 1 correct guess (guessing a single card is inevitable, even by a memoryless
Guesser). In Section 4.2 we show that 2 log n random bits suffice for a Guesser with O(log2 n)
bits of memory to score near perfect results when playing against any static Dealer.
▶ Theorem 2. There exists a Guesser with log2 n − log n + 2 bits of memory and 2 log n
random bits that scores 14 ln n correct guesses in expectation when playing against any static
Dealer.
We use a pairwise independent permutation to split the cards to log n disjoint subsets of
various sizes and track each subset similarly to the previous construction. We show that in
each turn, the Guesser recovers a correct guess from a certain subset in probability that is
proportional to the number of cards left in the deck. Namely, when t cards are left in the
deck, the probability of a correct guess is at least 1/4t, resulting in 1/4 · ln n correct guesses
in expectation.
Our deterministic and randomized Guessers are inspired by Garg and Schneider [13] and
Feige’s [11] algorithms for the first player in the Mirror Game in that they follow subsets of
cards and track which member appeared. However, it turns out that there are fundamental
differences between strategies for Mirror Game and card guessing against an adaptive dealer.
We elaborate on the relation to the Mirror Game and to Feige’s construction in the full
version.
In Section 4.3 we show that these Guessers are the best possible against the random-shuffle
Dealer for m ≤ log2 n. I.e., that there exists no Guessing technique that uses less memory
and performs similarly.

B. Menuhin and M. Naor

107:5

▶ Theorem 3. Any Guesser with m memory bits can get at most O(min{ln n,
guesses in expectation when playing against the random-shuffle Dealer.

√

m}) correct

We show this by presenting an encoding scheme that utilizes correct guesses to encode an
ordered set in an efficient manner. Using a compression argument we show that log2 n bits
of memory are actually essential for getting O(ln n) correct guesses.
Proof by Compression. This is a quite general method (see below) to prove the success of
an algorithm by showing that some events allow us to compress the random bits used. Say a
randomized algorithm can tolerate some number of bad events. For some specific domain
(e.g. ordered sets of some size), we introduce an encoding scheme that utilizes the occurrence
of certain bad events in order to achieve a shorter description of elements in the domain. We
then consider the amount of bad events required to achieve a description that is shorter than
the entropy of a random element in the domain. We know that for any compression method,
the probability of chopping off (saving) w bits from a random string is at most 2−w . We get
that the probability for too many bad events is negligible.
The method has been applied in a variety of fields, for instance, to prove the success
of the algorithm in the “Algorithmic Lovász Local Lemma” [20], the success probability of
Cuckoo Hashing [22], lower bounds on construction of cryptographic primitives [14] and
space-time trade-off for quantum algorithms [6].
To prove Theorem 3, we introduce an encoding scheme for ordered sets that utilizes correct
guesses to achieve a shorter description of the ordered set. The idea is to simulate a game
between a Guesser and a static Dealer, where the bottom of the deck is arranged according
to the ordered set we wish to encode. If sufficiently many correct guesses occurred, then the
encoding function stores the necessary information required to reproduce the course of the
game.
Namely: the memory state of the Guesser, the set of turns at which the Guesser predicted
correctly and the cards that the Dealer draws in the other turns in their respective order. By
fixing the Guesser’s randomness, every ordered set yields a single description by the encode
function, and every description results in a single course of the game during decode. This
allows the decode function to reconstruct the ordered set. A visual representation of the
stored information is provided in Figure 2.
We get that we pay once for the memory state of the Guesser, and from that point on
any correct guess shrinks the description of the ordered set. We then show that making too
many correct guesses implies compression, i.e., a description of expected length shorter than
the entropy of a random element. By doing so, we bound the expected number of correct
guesses that any Guesser can make. The result holds regardless of how much randomness
and what cryptographic tools and assumptions are used by the Guesser.
Guesser’s memory state

first turn

Correct guesses

Cards drawn during incorrect guesses

last turn

Not drawn to scale

Figure 2 Correct guesses encoding. Colored - information stored by the encoding scheme.
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In Section 5, we turn our attention to the adversarial adaptive Dealer. We show that if
the Dealer is allowed to be adaptive, then almost any advantage gained from sophisticated
memory usage vanishes. Furthermore, the adversarial dealer needs to know very little about
the guesser. We show two results:
▶ Theorem 4. For every m there exists an efficient adaptive Dealer against which any
Guesser with m bits of memory can score at most ln m + 2 ln log n + O(1) correct guesses in
expectation.
▶ Theorem 5. There exists a universal efficient adaptive Dealer against which any Guesser
with m bits of memory can score at most (1 + o(1)) · ln m + 8 ln log n + O(1) correct guesses
in expectation.
The two Dealers share the same general strategy that is parameterized differently. The
Dealer’s strategy is simply to refrain from drawing recently guessed cards for some turns. This
result stands even if the Guesser is allowed to use unlimited randomness and cryptographic
tools, while the Dealer is as simple as possible. The computational efficiency and simplicity
of the Dealer, as well as the fact that the result stands even against an all-powerful Guesser
with randomness and cryptography, emphasize that it is the adaptivity that plays the key
role, rather than anything else. Recall that by Theorem 2, a mild amount of randomness
suffices to achieve near optimal results against any static Dealer.
Draw at random

Draw at random
reshuffle

reshuffle

reshuffle

reshuffle

first turn

last turn
Move to the Back

Move to the Back

Figure 3 Adaptive Dealer general scheme.

In more detail, our Dealer shuffles the deck at the beginning of the game and draws cards
one by one. At some point, the Dealer begins to refrain from selecting cards guessed by the
Guesser. When the Guesser guesses a card that resides in the deck, the Dealer takes that
card and moves it to the back of the deck. Moving cards to the back reduces the number of
cards that the Dealer may select, and as a result, makes the Dealer predictable. Therefore,
at some point, the Dealer reshuffles the deck, making all cards available for drawing again,
and repeats this behavior. Towards the end of the game, the Dealer shuffles the deck one
last time and draws cards at random. The period of turns between reshuffles is called an
epoch, and the strategy is called MtBE-strategy (which stands for Move to the Back Epoch
strategy).
Call a guess reasonable if it is a card that can be drawn, that is, a possibly correct guess.
To show that moving cards to the back is an effective strategy, we show that no memory
bounded Guesser is expected to make too many reasonable guesses during each epoch. The
idea is that if the Guesser can produce many reasonable guesses, then she knows something
about the set of cards in the deck and can be used to describe it efficiently. We show an
encoding scheme for sets, and using compression argument, we bound the expected amount
of reasonable guesses in every epoch.
Since our Dealer is adaptive, it is difficult to predict the order in which cards will be
drawn, thus we do not use the same encoding scheme for ordered sets. Instead, we encode
unordered sets using a similar encoding scheme.
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As in Theorem 3, the encoding scheme works by simulating a game between the Guesser
and the Dealer, where the Dealer keeps the set of cards we wish to encode for the end. If
sufficiently many reasonable guesses occurred during an epoch, we use that epoch to achieve
a shorter description of the set. In detail, we store the Guesser’s memory state, the cards
drawn by the Dealer while the Guesser guessed incorrectly, the set of turns where the Guesser
guessed reasonably, and which of these guesses were actually correct. These objects allow us
to simulate the same game during decoding and thus to recover the set. Visualization of the
encoded information provided in Figure 4.
Reasonable guesses
Epoch begin

first turn

Correct guesses
Epoch end

last turn

Cards drawn minus reasonable guess during epoch
Guesser’s memory state

Not drawn to scale

Figure 4 Reasonable guesses encoding. Colored - information stored by the encoding scheme.

Since reasonable guesses allow us to achieve shorter descriptions, we get a bound on
the expected number of reasonable guesses during each epoch. By doing so, we bound the
expected number of correct guesses in each epoch, since the cards are drawn from a large
enough set. At this point, the analysis’s calculations of the two Dealers vary and we analyze
them differently.
Lastly, since a Guesser with m bits of memory can achieve ln m correct guesses in
expectation, these results are almost tight.

1.3

Related Work

Card Guessing. An early work concerning card guessing dates back to 1924 [12], when Ronald
Fisher studied the game in the context of analyzing claims of psychic ability. Fisher suggested
and analyzed a method to measure and determine a Guesser’s claim to have supernatural
abilities (namely clairvoyance and telepathy) by assigning scores to the Guesser’s guesses and
see how much they deviates from the expectation. In 1981, Diaconis and Graham [9] studied
the case where there are ci copies of the ith card, and determined the optimal and worst
strategies for some cases. They considered the cases of no feedback at all, partial feedback
(was the guess correct or not) for ci = 1, and full feedback (which card was drawn). Recently,
Diaconis, Graham, He and Spiro [8] asymptotically determined the expected score that an
optimal strategy achieves for the case of partial feedback where ci ≥ 2.
A more useful yet equally dubious purpose is “Card Counting” in gambling (see Wikipedia
entry [26]). In 1962 Edward Thorp, a Professor of Mathematics, published a bestseller
book [25] about winning strategies in the game of Black-Jack. The book covered analyses of
the game from the viewpoint of the player and the Casino, as well “low-memory” strategies
that increase the player’s expected benefit. The idea behind card counting in this context
is that by knowing the distribution of the next card(s), one can evaluate their own hand
better and thus bet accordingly. Card counting has been applied to other card games, such
as Bridge and Texas hold ’em Poker. In these games, evaluating the probabilities for the
upcoming cards is considered essential. In the context of this paper, card counting is an
applied “low-memory” card guessing technique that utilizes the structure of specific games.
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Mirror Games. Garg and Schneider [13] introduced the Mirror Game, a game closely related
to card guessing. In Mirror Game, there are two players, Alice and Bob, taking turns in
saying numbers from [n]. In every turn, a player says a number that was not said before by
either player. If a player says a number that was already declared, that player loses, and
the other player is the winner. If there are no more numbers to say, then it is a draw. Alice
is first. Bob always has a simple deterministic winning strategy that requires only log n
memory bits. When Alice says x, bob says n + 1 − x, and hence the name’s origin.
Garg and Schneider showed that every deterministic winning (drawing) strategy for Alice
requires Ω(n) bits of memory. They have also presented a randomized strategy for Alice that
√
with high probability end with at least a draw for Alice that requires O( n) bits of storage.
Their strategy relied on access to a secret (from Bob) random matching. Using the same
settings, Feige [11] showed that O(log3 n) bits of memory suffice. Our Guessers for the static
case (Sections 4.1 and 4.2) are inspired by Feige’s construction4 .
Adversarial streams and sampling. A streaming algorithm is called adversarially robust if
it’s performance are guaranteed to hold even when the elements in the stream are chosen
adaptively in an adversarial manner. The question concerning the gap in memory consumption
between the static case and the adversarially adaptive case has been the subject of recent
line of works.
On the positive side, Ben-Eliezer, Jayaram, Woodruff and Yogev [3] showed general
transformations for a family of tasks, for turning a streaming algorithm to be adversarially
robust, with some overhead. Woodruff and Zhou [27] suggested another set of transformation
for the same family of problems. A different approach was taken by Hassidim, Kaplan,
Mansour, Matias and Stemmer [16] who showed that it may be possible to get an even smaller
overhead in some cases by using differential privacy as a protection against an adaptive
adversary.
On the negative side, Hard and Woodruff [15] showed that linear sketches are inherently
not adversarially robust. They showed it for the task of approximating LP norms but their
technique stands for other tasks as well. In a recent result, Kaplan, Mansour, Nissim and
Stemmer [18] showed a problem that requires polylogarithmic amount of memory in the
static case but any adversarially robust algorithm for it requires exponentially larger memory.
Our work join that of [18] by showing a simpler, even more natural, streaming problem that
separates adversarial streams from oblivious streams.
In a similar vein, given a large enough sample from some population, then we know that
the measure of any fixed sub-population is well-estimated by its frequency in the sample. The
size of the sample needed is the VC dimension of the set system of the sub-populations of
interest. Ben-Eliezer and Yogev [4] showed that when sampling from a stream, if the sample
is public and an adversary may choose the stream based on the samples so far, then the
VC Dimension may not be enough. Alon, Ben-Eliezer, Dagan, Moran, Naor and Yogev [1]
showed that the Littlestone dimension, which might be much larger than the VC dimension,
captures the size of the sample needed in this case.
Online Computation and Competitive Analysis. Another area where the exact power of
the adversary comes up is in competitive analysis of online algorithms (see Borodin and
El-Yaniv [5]). Here there are various types of adversaries, distinguished by whether they are

4

Additional discussion on the relation and differences between card guessing and Mirror Game is provided
in the full version of this paper.
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adaptive or static and whether they decide on the movements of the competing algorithm in
an online manner or an offline one. The result is a hierarchy of oblivious, adaptive online
and adaptive offline adversaries. It turns out that in request-answer games (a very general
form capturing issues like paging), an algorithm competitive against the adaptive offline
adversary may be transformed into a deterministic one with similar competitive ratio [2]. We
do not see a similar phenomenon in our setting, where one should recall that a deterministic
algorithm is hopeless against a static adversary.
Distinguishing Permutations and Functions. A stream of q random elements from the
domain [n] is given to a memory bounded algorithm that attempts to determine whether
the stream was sampled with or without repetitions. When the stream ends, the algorithm
outputs its determination, and is measured by it’s ability to judge better than guessing
√
at random. If q = Θ( n), then by the birthday paradox, a repetition occurs with high
probability. The algorithm uses O(q log n) memory bits to recognize this repetition.
Motivated by the fact that the task of distinguishing between random permutations
and random functions has significant cryptographic implications, Jaeger and Tessaro [17]
introduced the above problem and showed a conditional bound on the advantage of the
algorithm. In particular, they showed that under an unproved combinatorial
conjecture
p
the advantage of an algorithm with m bits of memory is bounded by q · m/n. Dinur [10]
showed an unconditional upper bound on the advantage of log q · q · m/n. This was followed
by the work of Shahaf, Ordentlich
and Segev [24] who achieved the unconditional upper
p
bound on the advantage of q · m/n.

2

Preliminaries

Throughout this paper we use [n] and [1 − n] to denote the set
 of integers {1, . . . , n}. We
denote the collection of subsets of [n] of size exactly k by [n]
k = {B ⊆ [n] : |B| = k}. We
denote the set of permutations on n elements by Sn . All logs are base 2 unless explicitly stated
otherwise, ln is the natural logarithm (base e). We denote the set of binary strings of length
ℓ by {0, 1}ℓ . We denote the set of binary strings of any finite length by {0, 1}∗ = ∪i∈N {0, 1}i .

2.1

Information Theory

▶ Definition 6 (Entropy). Given a discrete random variable X that takes values from
domain X with probability mass function p(x) = Pr[X = x]. The Binary Entropy (abbreviated
Entropy) of X, denoted H(X) is
X
H(X) = −
p(x) · log p(x).
x∈X

▶ Definition 7 (Prefix-free code). A set of code-words C ⊆ {0, 1}∗ is prefix-free if no code-word
c ∈ C is a prefix of another code-word c′ ∈ C.
▶ Proposition 8 (Theorem 5.3.1 in [7]). The expected length L of any prefix-free binary code
for a random variable X is greater than or equal to the binary entropy H(X).
▶ Lemma 9. Given a random variable X uniformly drawn from domain X . For every
encoding function Encode for X, The probability that the encoding of X is d bits less than
it’s entropy is at most 2−d , i.e.
Pr [|Encode(X)| = H(X) − d] ≤ 2−d .

X∈X
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3

Introduction to the Card Guessing Game

A card guessing game is played between a Dealer and a Guesser. At the beginning of the
game, the Dealer holds a deck of n distinct cards (labeled 1, . . . , n). In every turn, the Dealer
chooses a card from the deck, draws it, and places it face-down. The Guesser guesses which
card was drawn, the card is then revealed and discarded from the Dealer’s deck. The Guesser
gets a point for every correct guess. The game continues, for n turns, until the Dealer has no
cards to draw.
Assume that the Dealer draws cards uniformly at random from the deck. A Guesser with
perfect memory can keep track of all cards played so far and guess cards that are still in the
deck. In turn n − t there are t cards in the Dealer’s deck and the Guesser’s probability to
guess the next card correctly is 1/t. Hence, the expected number of correct guesses is
1
1
1
+
+ · · · + + 1 = Hn ≈ ln n
n n−1
2
On the other extreme, a Guesser with no memory at all can guess the same card over and
over again without knowing whether this card was picked already or not. Such a behavior
would result in 1 correct guess with probability 1.
Question: How well can a Guesser with m memory bits play?
A transcript of a card guessing game is a sequence of pairs {(gt , dt )}nt=1 that describes
that at turn t the Guesser guessed the card gt and that the Dealer drew the card dt . The
number of correct guesses during a game is the number of turns during which gt = dt . In our
game, the Guesser aims to maximize the number of correct guesses.
Guesser. A Guesser consists of two probabilistic functions:
1. State transition function: taking a memory state and a card drawn, and assigning a
new memory state.
2. Guessing function: receiving a memory state and outputing a card to guess.
A memory bounded Guesser can use only m bits to store the memory state, so we refer to
each state as {0, 1}m .
Randomness. We assume that the Guesser has random bits that both of the above functions
may use, e.g. to select a random element of a set as a guess. We differentiate between random
bits that are used on the fly, i.e. “read once”, and random bits that are accessed several times,
i.e. long lasting. We charge the Guesser for the latter but not for the former. The Guesser
may use her long lasting random bits for a secret permutation, seed for a pseudo-random
generator, and any random object that may assist her.
We are not concerned with the number of on the fly random bits. For our constructive
results, we measure the amount of long lasting random bits that the Guesser uses, as well as
suggest computationally efficient solutions which are good against computationally powerful
dealers. As for the impossibility results, we will show that they hold even if the Guesser is
computationally unbounded, uses cryptography, and regardless of how much randomness, of
both kinds, the Guesser uses.
Static vs. Adaptive Dealers. To show that the Guesser’s performance vary with the Dealer’s
abilities, we present the different flavors of Dealers we consider:
The most benign Dealer we consider is a Dealer that shuffles the deck at the beginning of
the game and draws cards one by one. This is equivalent to drawing cards at random
from the deck in every turn. We call this Dealer random shuffle as it remains with the
same shuffle throughout the game, and the deck is shuffled uniformly at random.
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The second Dealer we consider may be familiar with the Guesser’s behavior and fixes the
deck in advance in some particular order. As the deck of the Dealer remains the same
throughout the game, we call this Dealer static.
The third possibility we consider is a Dealer that is adaptive and selects the cards
according to past guesses made by the Guesser, thoughtfully, in an adversarial manner.
For our impossibility result, we do not assume that the Dealer is familiar with the
Guesser’s algorithm. We call such a Dealer adversarial adaptive, or just adaptive
for short. If the Dealer is not even aware of the memory size of the Guesser, we call it
adaptive universal.
The static Dealer and the adaptive Dealer aims to minimize the number of correct guesses.
For this purpose, the static Dealer chooses a worst case ordering of the deck in advance,
and the adaptive Dealer uses a choosing strategy, a function from a transcript prefix
{(gt , dt )}k−1
t=1 to a distribution over a set of cards from which the Dealer samples a card dk to
draw. For example, a (silly) adaptive Dealer may look at the last guess and if the guessed
card is still in the deck then draw it.
While the Guesser is limited to using m bits of memory, the Dealer remembers everything
that happened since the beginning of the game and may act accordingly. This puts the
Guesser at a disadvantage, as the Guesser needs to remember and maintain both a sketch of
the history and in particular the parts of history that are relevant to the Dealer’s strategy.
In light of this, we observe that only some guesses may be fruitful. Call a guess reasonable
if it is one of the cards that the Dealer may draw. Clearly, a correct guess is necessarily
reasonable. Against a Dealer that draws cards from the deck at random, a reasonable guess
is a synonym for a card that was not played yet. As remarked above, when showing the
impossibility results we construct a computationally efficient Dealer. This emphasizes the
role of adaptivity, especially when compared to the Guesser.
The state of the Guesser consists of m bits and we assume that they are secret, i.e. that
the adversary cannot access them when choosing the next card. The only inforamtion the
Delaer has is the history (transcript).

3.1

Basic guessing techniques

In this section, we describe basic guessing techniques that a Guesser with m bits of memory
may use. For a comparison of these techniques, see the first three rows of Table 1.
Subset Guessing. The Guesser chooses a random (or predetermined) subset of cards
A ∈ [n]
m and pretends as if there are only m cards in the deck. In every turn, the Guesser
guesses one of the cards from A that were not played so far. Each card requires one bit, so
this strategy requires m bits in total. Counting only turns in which the Dealer draw cards
from A, we get that the Guesser makes ln m correct guesses in expectation over Guesser’s
and Dealer’s randomness.
While this technique ensures that all guesses during the game are reasonable, only on m
turns a card from A will be drawn. These m cards have to be drawn at some point in the
game, and the Guesser is agnostic about when exactly these cards are selected. It follows
that this technique performs equally well against the different kinds of Dealers.
“Remember” the last k cards. With only log n memory bits, the Guesser can correctly
Pn
guess the last card in the game: Initialize memory with i=1 x (mod n) and remove every
drawn card from the sum. Just before the last turn, the memory will contain the one
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card that was not drawn yet. This technique generalizes well to k cards by storing the
Pn
sums Sp = x=1 xp (mod n) for p = 1, . . . , k and removing dp from the respective sums
when the card d is drawn. When k cards are left, solving the equation system reveals the
missing cards (See Chapter One in [21]). Since each sum requires log n bits, a total of k log n
bits are required to accurately identify the last k cards. This allows the Guesser to reasonably
guess in the last k turns, and by guessing at random, the Guesser makes ln k correct guesses
in expectation using k · log n bits of memory. Thus, a Guesser with m bits of memory can
m
score ln⌊ log
n ⌋ correct guesses in expectation, when playing against any Dealer.
As we saw, these techniques works well against any Dealer. The two methods (Remembering
last cards and subset guessing) are compatible and we can combine them against the randomshuffle Dealer (but not against the others): of the m bits, use m/2 for the first method and
n
m/2 for second one. The last card from the subset is expected when there are 1+m/2
< 2n
m
m
cards left until the end of the game. The Guesser “remembers” the last 2 log n cards, so for
√
√
m ≤ n the two useful periods do not overlap. We get that a Guesser with m ≤ n memory
√
bits can expect to score 2 ln m − ln log n − ln 2. For m = n, this is near optimal.
As we will see in Section 4, it is possible to do much better.

4

Static Dealer

We first present a guessing strategy that requires low memory and no randomness, and is
highly effective against the random-shuffle Dealer Section 4.1. We then show a randomized
version of it that requires low memory and little randomness, and is highly effective against
any static Dealer (Section 4.2). In Section 4.3 we show that these guessing techniques are
optimal against the random-shuffle Dealer, and that no memory bounded Guesser with less
memory can perform asymptotically better.

4.1

Following-Subsets Guesser vs. Random shuffle Dealer

We present a computationally efficient guessing technique that requires low memory, no
randomness, and is highly effective against the random-shuffle Dealer. We first show that
log2 n + log n memory bits suffice to score 1/2 log n correct guesses in expectation when
playing against the random-shuffle Dealer, and then we generalize this technique for Guessers
with more memory.
In terms of memory usage, we use the simple idea of summing cards as we did in the
“Remembering last cards” guessing technique. The general idea is to follow the cards that
appeared in various subsets of [n]. For each such subset we store two accumulators:
1. Sum of the values of the cards from the set seen so far (“remember last card”).
2. Number of cards from the set seen so far.
The memory needed for the two accumulators is O(log n) bits. In fact, for a set of size w
only 2 log w bits are needed, log w to count how many cards from the set appeared, and
another log w to recover the last card from the set, by storing the sum of all cards modw.
At the time that all but one card appeared (as can be indicated by the number of cards
accumulator), the Guesser can recover this single card, and be certain that this card wasn’t
played yet by the Dealer, and as a result, the Guesser can reasonably guess this card.
By tracking multiple sets, the Guesser may have more than one card to guess from.
Against the random-shuffle Dealer that plays with a randomly shuffled deck, this doesn’t
really matter which one is guessed (at least not for the expectation).
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We consider all the subsets of the form [1 − w] for w = 2i . I.e. the

[1 − 2], [1 − 4], [1 − 8], [1 − 16], [1 − 32], . . . , [1 − n]
If there is a subset (range) where a single card is missing, then this card is the current guess.
Observe that in this construction there cannot be competing good cards to guess. For
all k < k ′ , if a card j is missing from the set [1 − k], then there cannot be a different one
missing from the set [1 − k ′ ]5 .
▷ Claim 10. There exists a Guesser with log2 n + log n memory bits that can score 1/2 log n
correct guesses in expectation when playing against the random-shuffle Dealer.
Having more memory, we can have the subsets denser and have more subsets. Suppose
that the ratio between two successive ranges is 1 + δ for 0 < δ < 1. Then there are log1+δ n
such subsets. The probability of a set being useful now (i.e. that its last member arriving
does not belong to a subset that contains it) is δ/(1 + δ). The expected number of useful
sets is
δ
δ
log1+δ n =
ln n.
1+δ
(1 + δ)ln(1 + δ)
This goes to ln n as δ goes to zero.
In terms of space, the number of bits required for tracking log1+δ n buckets is
log22 n · log1+δ 2 + log2 n.
Observe that the run time of the Guesser in every turn is at most O(log1+δ n), thus the
Guesser is computationally efficient.
▶ Corollary 11. For 0 < δ ≤ 1, there exists a Guesser with log2 n · log1+δ 2 + log n memory
bits that makes
δ
ln n
(1 + δ)ln(1 + δ)
correct guesses in expectation when playing against the random-shuffle Dealer.
A visual representation of the Guesser is provided in Figure 1.

4.2

Random-Subsets Guesser vs. Static Dealer

Consider a static Dealer such that instead of shuffling the deck uniformly at random, selects
a worst case arrangement for the deck, knowing the Guesser’s algorithm (but not her random
bits). For example, assume that the Dealer puts the Card “1” at the top of the deck and the
Card “2” at the bottom of the deck. In this case, the Following-Subsets technique yields a
single correct guess. The fact that the Dealer doesn’t shuffle the deck uniformly but commits
to a deck arrangement as the game begins can be interpreted as a mild adversarial intent
and ability.

5

The Guesser may conclude more than one missing card in some cases. For example, if one card is
missing from [1 − k] and exactly two cards are missing from [1 − k′ ]. We ignore this ability because it
doesn’t seem to improve the Guesser’s performance.
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The Guesser can defend herself against such behavior by using a secret permutation π,
using her long lasting random bits. She uses π to randomize the subsets, where the subset
[1 − w] tracks the cards π(1), . . . , π(w). The analysis and performance of the FollowingSubsets technique holds as before, but O(n log n) bits of long lasting randomness are needed,
which we wish to avoid.
We will show a related construction. The Guesser uses her randomness to sample a secret
permutation from a family of pairwise independent permutations, for example, from the
family Hpair = {h(x) = ax + b : a ̸= 0, b ≥ 0} over a finite field, and assigns the card x to
the subset Sj if 2j−1 < h(x) ≤ 2j . That is, given a function h, the subset Sj is the set of all
x ∈ [N ] such that h(x) ∈ {2j−1 + 1, . . . , 2j }.
The Guesser tracks the cards that appeared from each subset, as we did previously. In
each turn, the Guesser attempts to recover a guess from a specific subset and guesses it. In
detail, when t ≤ n/2 cards are left until the end of the game, the Guesser tries to recover a
guess from the subset Sj for j = log(n/2t). If all cards but one have appeared from Sj , then
the Guesser knows which card it is and guesses it. For the first half of the game, the Guesser
samples a random set of cards and guess cards that have not appeared from it. A procedural
description of the Guesser is provided in Algorithm 1.
Algorithm 1 Randomized-Subsets.

Sample a pairwise independent function h ∼ Hpair
Split the cards to subsets, such that x ∈ Sj if h(x) ∈ {2j−1 + 1, . . . , 2j }
Sample a set of cards A
while t cards left for t ∈ {n, . . . , n/2} do
Guess a random card from A that has not appeared
dt ← card drawn by Dealer
Discard dt from the subset Sj that contains it
while t cards left for t ∈ {n/2 + 1, . . . , 1} do
j ← ⌊log(n/2t)⌋
if |Sj | = 1 then
gt ← last card in Sj
else
gt ← don’t care
Guess gt
dt ← card drawn by Dealer
Discard dt from the subset Sj that contains it

▷ Subset to consider
▷ Can recover the last card

We will consider what are the chances that, in some turn, a specific subset yields the
correct guess. That is, that the next card that the Dealer draws resides in a specific subset
with a single missing card.
▶ Theorem 12. There exists a Guesser that uses log2 n − log n + 2 memory bits and 2 log n
random bits and is expected to score at least 14 ln n correct guesses in a game against any
static Dealer.

4.2.1

Low-memory Case

The guessing techniques seen so far assumed that the Guesser has about log2 n bits of memory.
But what can be done if m is small, say m << log 2 n? It is possible to fall back to the subset
guessing technique and get ln m correct guesses in expectation. That would work for both
the random shuffle and the static cases (also for the adaptive). But we can do better.
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Our Guessers can pretend as if the domain is of size 2 m and ignore all other cards!
In
√
that case, the Following-Subsets guessing technique is expected to yield about 1/2 log 2 m =
√
1/2 m correct guesses against the random-shuffle
Dealer. The Random-Subsets guessing
√
technique is expected to yield about 14 ln 2 m correct guesses against a static Dealer, i.e. also
√
O( m).
√
So we get that for any m, a Guesser can score at least O(min{ln n, m}) when playing
against any static Dealer.

4.3

Bounds on best possible Guesser against Random Dealer

We show that the guessers of the previous section are the best possible low memory guessers,
up to constants.
√
▶ Theorem 13. Any Guesser using m bits of memory can get at most O(min{ln n, m})
correct guesses in expectation when playing against the random-shuffle Dealer.
Our proof will use compression argument. We will present an encoding scheme that utilizes
correct guesses to achieve shorter descriptions. As the expected length of the description is
bounded by the entropy of a random input, we get an upper bound on the expected number
of correct guesses for every memory bounded Guesser. Our proof for an adaptive Dealer
(Section 5) will follow a similar structure.
Let γ be the Guesser’s randomness and π be the shuffle sampled by the Dealer’s randomness. Denote by G(γ) a Guesser with fixed randomness γ, and Dπ a static Dealer with a
deck arranged according to π. Let val(Dπ , G(γ) ) be the number of correct guesses during the
last k = n1−β turns, for some β > 0. Let a random variable C = val(D, G) and let c be the
expected number of correct guesses during that last k turns where the expectation is taken
over Guesser’s and Dealer’s randomness. Denote by ΠB the set of all deck arrangements such
that the last k cards in the deck are the ordered set B. So we can consider the expectation
over the choice of the last k cards.
X
c = E [C] = E E [C] =
E E [C|γ] · Pr [γ] .
γ,π

γ,B π∈ΠB

γ

B π∈ΠB

In particular, we focus on bounding the term


E E [C|γ] = E E val(Dπ , G(γ) )|γ .
B π∈ΠB

B π∈ΠB

We claim that no Guesser can expect to guess correctly too many times at the last k
turns. We prove this by presenting an encoding scheme for ordered sets B (the last k cards
played by the Dealer) that utilizes correct guesses to achieve shorter descriptions. The encode
function works by simulating the Guesser on a deck of card, where the first n − k cards are
from [n]\B and the k cards are ordered according to B. Record the Guesser’s memory (m
bits) after the first n − k turns and from that point on see when the Guesser gives correct
guesses. These can be used to help describe B. Let the number of correct guesses be C.
If C ≥ α for some α > 0, then to record B, we note the location of some α places with a
correct guess and provide the remaining k − α missing values. So how many possibilities do
we have? For the memory 2m , for the correct guesses locations αk and for the other values
an ordered set of size k − α out of n.
Recall that ΠB is the set of all deck arrangements for which the last k cards are the ordered
set B. The order of the first n − k cards may lead the Guesser to different memory states;
in terms of correct guesses, some of which may be more beneficial then others, especially
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for a Guesser with fixed randomness. Given an ordered set B and Guesser’s randomness γ,
let πB,γ ∈ ΠB be the deck arrangement for which the Guesser G(γ) makes the most correct
guesses in the last k turns. That is
∀π ∈ ΠB : val(Dπ , G(γ) ) ≤ val(DπB,γ , G(γ) ).
The encoding function will simulate a game against a static Dealer with fixed deck order
πB,γ to encode B. Fix some prefix free code (Definition 7) for ordered subsets. The scheme
will use this code for the cases where there are not enough correct guesses to utilize.
▶ Definition 14 (EncodeOγ,α ). To encode B, an ordered subset of [n] of size k, the function
EncodeOγ,α records and simulates a game between the Guesser G(γ) and the static Dealer
DπB,γ . Let T ′ be the set of locations during the last k turns at which G(γ) makes a correct
guess, i.e.
T ′ = {n − ki ≤ t ≤ n − ki + ℓ − 1|gt is a correct guess}.
If |T ′ | < α then the code is made of an indicator bit 0 and an explicit prefix-free description
of B.
If |T ′ | ≥ α then let T be the first α turns at which the Guesser guessed correctly.
The code is made of:
1. An indicator bit 1.
2. Guesser’s memory state M at turn n − k (m bits).
3. Description of T , the
 locations of the first α correct guesses made by G(γ) during the
last k turns (log αk bits).
4. Description of B \ {gt |t ∈ T } (log (n(n − 1) . . . (n − k + α + 1)) bits).
Similarly we define the decode function.
▶ Definition 15 (DecodeOγ,α ). If the indicator bit is 0, then decode the set in the natural
way. If the indicator bit is 1, then parse the other bits as a 3-tuple (M, T, B1 ) as encoded by
EncodeOγ,α . The function DecodeOγ,α works by simulating and recording a partial game
∗
between Dealer DB
and Guesser G(γ) :
1
Initialize the Guesser G(γ) with memory state M at turn n − k and simulate k turns
∗
against the Dealer DB
.
1
∗
If in turn n − k ≤ t ≤ n the guess gt is tagged as correct (by T ), then DB
draws the card
1
∗
gt , otherwise DB1 draws the next card from B1 .
∗
Output the set of cards drawn by Dealer DB
in the order they were drawn.
1
A procedural description of DecodeOγ,α is specified in Algorithm 2.
We assume that γ is given to us “for free” and is known during encoding and decoding of
the ordered set B. We justify this assumption in two different ways:
Fixing γ we can consider a specific encoding scheme for ordered sets EncodeOγ,α .
We can assume that we encode a pair (γ, B) where γ is written explicitly in some natural
way right next to EncodeOγ,α (B).
▷ Claim 16. The code produced by EncodeOγ,α is prefix-free.
▶ Corollary 17. If G(γ) makes C ≥ α correct guesses in the last k turns when playing against
the static Dealer DπB,γ then EncodeOγ,α (B) is of length

 

k
log 2 · 2m ·
· n(n − 1) · · · (n − k + α + 1)
α
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Algorithm 2 DecodeOγ,α .

Parameter: k ∈ [n], γ

Input: M ∈ {0, 1}m , T ∈ [k]
α , B1 an ordered subset of [n] of size k − α
Initialize Guesser G(γ) at turn n − k with memory state M .
B′ ← ∅
for t ∈ {n − k, . . . , n} do
gt ← guess made by Guesser G(γ)
if gt is tagged as correct (according to T ) then
dt ← gt
else
dt ← next card from B1
Append dt to B ′
Update G(γ) memory state according to dt
return B ′

So we get that the encoding scheme saves bits for every correct guess while “paying” only
m bits of memory. The contradiction comes from counting the number of the ordered sets B
in two different ways:
n(n − 1) · · · (n − k + 1) are all the possible options for ordered set B,

and αk · n(n − 1) · · · (n − k + α + 1)2m+1 - upper bound on the possible options for
ordered set B according to the encoding.
So we get
α≤

m+1
1 m+1
≈ ·
.
ln(n − k) − ln k
β
ln n

As the code is prefix free, and from Lemma 9, we get that the probability over the choice
of B for any correct guess beyond βm+1
ln n drops exponentially, so the expected number of
correct guesses cannot be larger than that. By the above, we get that
E[val(DπB,γ , G(γ) )|γ] ≤
B

m+1
+ 2.
β ln n

Recall that πB,γ is the deck arrangement that ends with B for which the guesser G(γ) makes
the most correct guesses in the last k turns. Since the expected number of correct guesses
over the randomness of both the Guesser and the Dealer, is a convex combination of the
above, we conclude that the expected number of correct guesses in the last k turns is at most
c = E [C] ≤
γ,π

m+1
+ 2.
β ln n

Now, consider the expected number of correct guesses throughout the game, where the
expectation is over the deck shuffle and the Guesser’s randomness. Suppose that the Guesser
is perfect in the first n − k steps, in the sense that all the guesses are reasonable. Then the
expected number of correct guesses in the first turns is Hn − Hk = β ln n. So we get that
the total number of correct guesses is not expected to be better than
β ln n +

m+1
+ 2.
β ln n

Taking the best β to be

√

√
m + 1/ ln n, we get that this is not better than 2 m + 1 + 2.
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Note that this bound still holds even if the Guesser has at its disposal a large amount of
randomness that it can repeatedly access (i.e. storing the randomness is not charged to the
memory). So we conclude with tight bounds up to constants:
√
▶ Theorem 18. There is a Guesser using m bits of memory that obtains 1/2 min{log n, m}
correct guesses in expectation against the random-shuffle Dealer and any Guesser using m
√
bits of memory can get at most O(min{ln n, m}) correct guesses in expectation.
The same impossibility result also stands against the static Dealer.

5

Adaptive Dealer

We show that for every m there exists an adaptive Dealer Dm such that every Guesser
with m memory bits is expected to make at most ln m + 2 ln log n + O(1) correct guesses
when playing against Dealer Dm .
Our proof is similar in structure to that in Section 4.3 in showing that a too successful
Guesser can be used to compress a random set. We present our “Move-to-the-Back Dealer”
in Section 5.1. We describe an encoding scheme for unordered sets (Section 5.3) that utilizes
reasonable guesses made against our Dealer in order to achieve a shorter description of
unordered sets. In Section 5.4 we show that having too many reasonable guesses implies
compression, i.e. descriptions that are too short, and we get that the expected number of
reasonable guesses is bounded and thus the expected number of correct guesses. We analyze
the performance of the entire Dealer, as a whole, in Section 5.5.
In Section 5.6 we show a universal adaptive Dealer that doesn’t know how much memory
the Guesser has, against which any Guesser with m bits of memory can score at most
(1 + o(1)) · ln m + 8 ln log n + O(1).

5.1

Move-to-the-Back Dealer

Consider a game between some memory bounded Guesser and a Dealer who selects cards
adaptively in an adversarial manner. Assume that at some turn the Guesser makes an
incorrect guess. This guess may be incorrect because the Guesser had no luck, but it may
also be incorrect because that card was played earlier and the Guesser did not recall that.
The idea is to use the Guesser’s past guesses against her, and by doing so, forcing the
Guesser to keep track of both past guesses and cards drawn. We achieve this by making
incorrect available card guesses undrawable for some turns, i.e. “moving cards to the back of
the deck”. The Dealer we present begins the game with a properly shuffled deck, similarly to
the random-shuffle Dealer. At a certain turn the Dealer begins to “move cards to the back”
and every once in a while the Dealer reshuffles the deck, making undrawable cards available
again. Towards the end of the game our Dealer makes one last reshuffle and draws cards one
by one.
Epochs and the MtBE-strategy. The span of turns between reshuffles is called an epoch
In particular, for k ∈ [n], ℓ ∈ [k], the span of ℓ turns that begins when k cards are left, and
ends when k − ℓ + 1 cards are left, is called a (k, ℓ)-epoch. We refer to applying the strategy
of “moving cards to the back” during a span of turns (epoch) by MtBE-strategy (which
stands for Move-to-the-Back Epoch strategy).
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▶ Definition 19 ((k, ℓ, u)-MtBE-strategy). Given k ∈ [n], ℓ ∈ [k] and u ≤ min {k − ℓ, ℓ},
when t cards are left s.t. k ≤ t ≤ k − ℓ + 1: Let At be the set of t available cards, let Bt′ be the
set of reasonable guesses made by the Guesser since when there were k cards in the back and
until there are t, let ut = min{u, |Bt′ |} and let Bt be the set of the first ut guesses from Bt′ .
A Dealer that follows (k, ℓ, u)-MtBE-strategy, draws a card uniformly at random from the
set At \ Bt when t cards are left in the deck for k ≤ t ≤ k − ℓ + 1.
The upper bound u is necessary to make sure that during any point in (k, ℓ)-epoch the
Dealer has cards to draw and that these cards are not too predictable. Though implicit, this
definition describes a reshuffle, as when t = k the set Bt is empty. A procedural description
of this strategy is specified in Algorithm 3.
Algorithm 3 (k, ℓ, u)-MtBE-strategy.

Parameter: k ∈ [n], ℓ ∈ [k], u ≤ min {k − ℓ, ℓ}, A ⊆
B←∅
for t ∈ {k, . . . , k − ℓ + 1} do
Draw a card c ∈R A \ B and discard c from A
g ← guess made by Guesser
if g ∈ A and |B| < u then
B ← B ∪ {g}

[n]
k



▷ Move to the back

We notice that, when the Dealer follows a (k, ℓ, u)-MtBE-strategy, a guess is reasonable
if it is available and being guessed for the first time in the current epoch, assuming no
more than u cards were moved to the back. We get that moving cards to the back works
well against guessing techniques that repeat the same guess over and over. Recall that the
guessing techniques that were successful against a static Dealer (namely the Following-Subsets
technique from Section 4.1 and the Random-subsets technique from Section 4.2) did exactly
that.
Observe that the Dealer cannot move cards to the back for too many rounds, as cards
will become too predictable as At \ Bt shrinks. Therefore, we apply the MtBE-strategy in a
sequence and reshuffle the deck at the beginning/end of each epoch. Reshuffling the deck
sets Bt to be the empty set again.
As the Dealer refrains from drawing reasonably guessed cards during an epoch, a significant
portion (if not all) of these cards would reside in the deck at the beginning of the following
epoch. Therefore, a Guesser can repeat her reasonable guesses from the previous epoch to
get another chance, and most of these guesses will be reasonable. Repeating reasonable
guesses can be done either by generating a pseudorandom sequence of guesses from which
some portion would be reasonable, or by tracking cards using memory. We discuss this in
detail after Lemma 22.
Finally, we present the Dealer, termed Move-to-the-Back Dealer, in all her glory.
▶ Definition 20 (Move-to-the-Back Dealer). Given m ≤ logn2 n , a Move-to-the-Back Dealer
Dm plays according to the strategy:
n
1. Shuffle the deck uniformly at random and draw cards one by one until 8e log
n cards are
left.
n
2. Play the MtBE-strategy d times in a sequence, where d = ( 8e log
n − 2m · log n)/ℓ, each
epoch for ℓ = m · log n turns, and move at most u = ℓ cards to the back during each epoch.
n
Begin when k1 = 8e log
n cards are left in the deck.
3. When 2m log n cards left, shuffle the deck and draw cards one by one for the rest of the
game.
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Note that Dm is computationally efficient.
We refer to the turn at which the first epoch begins as n − k1 . Observe that for every
epoch in the sequence played by our Dealer we get that ℓ ≤ ki − ℓ so we can set the maximal
number of cards moved to the back u to ℓ.
The main theorem of this section states that Move-to-the-Back Dealer works well against
any memory bounded guesser.
▶ Theorem 21. For any m, every Guesser with m bits of memory is expected to make at
most
ln m + 2 ln log n + O(1)
correct guesses when playing against the Move-to-the-Back Dealer Dm (Definition 20).
Thinking about this theorem, it is clear that a Guesser with m memory bits can easily
achieve ln m correct guesses in expectation by using the simple Subset Guessing strategy
(from Section 3.1). So essentially, this theorem states that moving cards to the back and
reshuffling every once in a while, is a very effective strategy against a memory bounded
Guesser.

5.2

Towards a proof

Consider m and Move-to-the-Back Dealer Dm . Let γ be the Guesser’s randomness and let ∆
be the Dealer’s randomness. Let Ri denote the number of reasonable guesses made during
the ith epoch. Let ri be the expectation of Ri taken over the Guesser’s and the Dealer’s
randomness, i.e.
ri = E [Ri ] .
γ,∆

To prove that our Dealer works well against any memory bounded Guesser we analyze
the reasonable guesses during a single epoch. We claim that no Guesser can expect to
make too many reasonable guesses during any of the epochs while our Dealer follows the
MtBE-strategy. Consider the (ki , ℓ)-epoch where the Dealer follows the MtBE-strategy.
▶ Lemma 22 (Informal). A Guesser with m bits of memory that plays against a Move-tothe-Back Dealer Dm is expected to make at most


8 · e · k1 · ℓ
, m + 2.
ri ≤ max
n
reasonable guesses during any (ki , ℓ)-epoch played by the Dm .
Observe that when k1 cards are left, the probability that a random guess is a card that is
still in the deck is kn1 . By linearity of expectation we get that guessing randomly for ℓ turns
would yield at most kn1 ℓ reasonable guesses in expectation. These cards are a reasonable
guess exactly once during each epoch, as the Dealer avoids drawing them, but for the same
reason it follows that a significant portion of them would still be available (and reasonable)
in the next epoch. So we get that by using the same set of random guesses in each epoch the
Guesser can get near the claimed upper bound of reasonable guesses. On the other hand,
with carefully managed m bits, it may be possible in some cases to keep track of m cards that
have not appeared (as we did in the Subset guessing technique in Section 3.1). So essentially,
this lemma states that any memory bounded Guesser that plays against our Dealer cannot
do much better then guessing cards at random or tracking m cards.
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At any turn, the Dealer’s strategy determines a distribution to sample a card from. In
our case, this distribution is uniform on the available cards that were not moved to the back.
We think of the Dealer as using precedence represented by a permutation π in order to make
this choice:
▶ Definition 23 (min-order). Given a permutation π ∈ Sn and a set C ⊆ [n] we say that a
card x ∈ C is the π-min-order card from C if x is the element of C with the smallest π value.
We describe the randomness ∆ of the Dealer in an indirect way: the Dealer has two
independent
parts for its randomness, (i) a sequence of permutations {πt }nt=1 and (ii) a set

[n]
D ∈ k1 . The way they are used is:
For turn 1 ≤ t ≤ n − k1 the Dealer draws the πt -min-order card from At \ D.
For turn n − k1 + 1 ≤ t ≤ n the Dealer draws πt -min-order card from At \ Bt .
As the Move-to-the-Back Dealer draws cards uniformly at random at the first n − k1 turns,
it follows that every set D can be kept for the last k1 turns, so this is well defined.

▶ Observation 24. If the sequence of permutations {πt }nt=1 and a set D ∈ [n]
k1 are chosen
uniformly at random, then this implementation is equivalent to Definition 20.
Note that it was important to choose a permutation πt independently for each turn t, since
a common permutation π for all turns might leak information regarding the relative ranking
of cards that were moved to the back at different times during an epoch. In particular, for
any two reasonable guesses during some epoch, the earlier one has a higher probability of
preceding the latter. As a result, the earliest reasonably guessed card has a higher probability
of being drawn at the first turn in the following epoch, i.e., cards are drawn in a non-uniform
manner.
We conclude that:
X
ri = E [Ri ] =
E [Ri |γ, {πt }] · Pr [γ, {πt }] .
E [Ri ] =
γ,∆

γ,{πt },D

γ,{πt }

D

The next two sections are dedicated to bounding the term
E [Ri |γ, {πt }]

D

for any permutations sequence {πt } and any Guesser’s randomness γ.

5.3

Encoding scheme

In order to bound the expected number of reasonable guesses in a single epoch we present
an encoding scheme for subsets of [n] of size k1 . The encoding scheme utilizes reasonable
guesses against our Dealer during any of the epochs to achieve a shorter description.
Consider some Guesser G that plays against the Move-to-the-Back Dealer Dm (Definition 20) and fix one of the epochs (ki , ℓ)-epoch played by Dm . For every triplet γ, {πt }nt=1 , D
we associate the Guesser G(γ) with fixed randomness γ and the Dealer Dm,(D,{πt }) with fixed
randomness that corresponds to {πt }nt=1 and D as the last cards to be played.
Fix some prefix-free code (Definition 7) for sets of size k1 . The encoding scheme will use
this code for the cases when there are not enough reasonable guesses to utilize.

▶ Definition 25 (EncodeU). To encode a set D ∈ [n]
k1 , the function EncodeUγ,{πt },α,i
simulates a game between Guesser G(γ) and Dealer Dm,(D,{πt }) .
Denote by T ′ the set of turns during the (ki , ℓ)-epoch at which G(γ) made a reasonable
guess, i.e.
T ′ = {n − ki ≤ t ≤ n − ki + ℓ − 1|gt is a reasonable guess}.
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If |T ′ | < α, then the code is made of an indicator bit set to 0 and an explicit prefix free
representation of D.
If |T ′ | ≥ α, then let T be the first α turns from T ′ during which the Guesser guessed
reasonably during the (ki , ℓ)-epoch. The code is made of:
1. Indicator bit set to 1 (1 bit).
2. Guesser’s memory state M at turn n − k1 (m bits).
3. Description of T , the
 first α turns at which the Guesser guessed reasonably during the
(ki , ℓ)-epoch (log αℓ bits).
4. Binary vector V of length α that tags which of the reasonable guesses described in T
were also correct (α bits6 ).

5. Description of D \ {gt |t ∈ T } (log k1n−α bits).
We first define the Dealer we will use during the decoder simulation. Since we simulate
this Dealer, we can break the usual course of the game. In particular, we will assume that
the Dealer begins playing the game at the middle and with a partial deck, that the Dealer is
aware of the Guesser’s guess before placing a card and that the Dealer can place cards that
do not reside in the deck.
∗
▶ Definition 26. The Dealer Dm,(D
plays according to the MtBE-strategy, as
1 ,{πt },T,V )
configured for Dm (Definition 20) with few modifications:
When t cards are left for t ∈ {k1 , . . . , ki + 1}: play according to the MtBE-strategy with
deck D1 moving cards to the back when they are guessed and still in the deck.
When t card are left, for t ∈ {ki , . . . , ki − ℓ + 1}, and until the αth reasonable guess:
if turn t is tagged both as reasonable (by T ) and correct (by V ), then draw the card gt
guessed by the Guesser. Otherwise draw the πt -min-order card from the deck that was not
moved to the back.
Once α reasonable guesses occurred during the ith epoch, stop playing.
∗
A procedural description of the Dealer Dm,(D
is specified in Algorithm 4.
1 ,{πt },T,V )
Note that after turn n − k1 , the Dealer simulated by the encoder recognizes a guess as
reasonable if it is from D and wasn’t drawn yet. But when the Dealer simulated by the
decoder observes a guess of a card not in D1 , then the Dealer cannot tell whether this is a
card that will turn to be reasonable at the (ki , ℓ)-epoch or a card that has been played before
turn n − k1 . Therefore, the Dealer simulated by the decoder recognizes a guess as reasonable
(and moves it to the back) if it is from D1 . We will soon see that this behavior allows the
decoder to reproduce the same game transcript, and by doing so, decode the original set.
We now define the decode function.

▶ Definition 27 (DecodeUγ,{πt },α,i ). If the indicator bit is 0 then decode a set from the
remaining bits in the natural way. Otherwise, the function parses the remaining bits as
a 4-tuple (M, V, T, D1 ) as encoded by EncodeUγ,{πt },α,i , and then simulates and records a
∗
partial game between the Dealer Dm,(D
(see Definition 26) and the Guesser G(γ) :
1 ,{πt },T,V )
Initialize Guesser G(γ) with memory state M at turn n − k1 and simulate a game against
∗
Dm,(D
until the αth reasonable guess in the (ki , ℓ)-epoch.
1 ,{πt },T,V )
Let D2 be the set of card guesses that were tagged as reasonable (by T ).
Output D′ = D1 ∪ D2 .
A procedural description of DecodeUγ,{πt },α,i is specified in Algorithm 5.

6

Though a shorter representation is possible, it suffices for our purpose.
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∗
Algorithm 4 Behavior of Dm,(D
while simulated by DecodeUγ,{πt },α,i .
1 ,{πt },T,V )


[n]
Parameter: D1 ⊆ k−α
, {πt }nt=1 , T , V , α, i
for j ∈ [i] do
▷ For epochs prior to i
B←∅
for t ∈ {kj , . . . , kj − ℓj + 1} do
Draw the πt -min-order card from D1 \ B and discard from D1
gt ← guess made by Guesser
if gt ∈ D1 and |B| < u then
▷ Move to the back
B ← B ∪ {gt }
B←∅
▷ ith epoch
for t ∈ {ki , . . . , ki − ℓ + 1} do
gt ← guess made by Guesser
if gt is tagged as both reasonable and correct (according to T and V ) then
dt ← gt
else
dt ← πt -min-order card from D1 \ B and discard from D1
Draw dt
if gt is tagged as reasonable (according to T ) then
B ← B ∪ {gt }

▷ Move to the back

if |B| = α then
Stop playing

Algorithm 5 DecodeUγ,{πt },α,i .

Parameter: ki ∈ [n], ℓ ∈ [ki ], {πt }nt=1 , γ
Input: x ∈ {0, 1}∗
if x1 = 0 then
Parse D′ from x
return D′


[n]
Parse M ∈ {0, 1}m , V ∈ {0, 1}α , T ∈ [ℓ]
α , D1 ∈ k1 −α from x
Initialize Guesser G(γ) at turn n − k1 with memory state M .
D2 ← ∅
for t ∈ {k1 , . . . , ki + 1} do
∗
Simulate a turn between G(γ) and Dm,(D
and update Guesser’s memory
1 ,{πt },T,V )
accordingly
for t ∈ {ki , . . . , ki − ℓ + 1} do
∗
Simulate a turn between G(γ) and Dm,(D
and update Guesser’s memory
1 ,{πt },T,V )
accordingly
gt ← guess made by Guesser G(γ)
if gt is tagged as reasonable (according to T ) then
D2 ← D2 ∪ {gt }
return D1 ∪ D2
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We assume that both the Dealer’s precedence {πt }nt=1 and the Guesser’s randomness γ
are given to us “for free” and are known during encoding and decoding of the set D. We
justify this assumption in two different ways:
Fixing γ and {πt }nt=1 (i.e. fix the Dealer’s
random source for the order) we can consider

[n]
an encoding scheme for sets D ∈ k1 .
We can assume that we encode a triplet (γ, {πt }nt=1 , D) where γ and π are written
explicitly in some natural way right next to EncodeUγ,{πt },α,i (D).
▷ Claim 28. The code produced by EncodeUγ,{πt },α,i is prefix-free.


[n]
Denote by Xα ⊆ [n]
k1 the collection of all sets D ∈ k1 such that G(γ) makes at least α
reasonable guesses against Dm,(D,{πt }) during the (ki , ℓ)-epoch. Observe that all sets in Xα
are encoded by EncodeUγ,{πt },α,i to bit strings of the same length. Denote by w(m, k1 , ℓ, α)
the length in bits of EncodeUγ,{πt },α,i (D) for D ∈ Xα .
▶ Corollary 29. If G(γ) makes at least α reasonable guesses against the Dealer Dm,(D,{πt })
during the (ki , ℓ)-epoch, then the length of EncodeUγ,{πt },α,i (D) is


  
n
ℓ
m
α
w(m, k1 , ℓ, α) ≜ log 2 · 2 · 2 ·
·
.
k1 − α
α
Looking at the term from this corollary, it can be seen that for every increase in α we save
roughly log n bits and pay roughly 1 + log ℓ bits. In our Dealer (Definition 20) each epoch
consists of ℓ = m log n turns, so we get that we expect to save order of log n − log m bits for
every reasonable guess. We analyze this in detail in Claim 30.

5.4

Upper Bound on the Number of Reasonable Guesses

The function EncodeUγ,{πt },α,i yields descriptions of lengths that varies with α. For example,
for α = 0, we get that in every
there are at least 0 reasonable guesses, so all
 simulation

m n
descriptions are of length log 2 · 2 k1 , which is much larger than storing the set explicitly.
We first claim that making more reasonable guesses implies shorter descriptions, and more
specifically, that each additional guess saves at least a bit. We then describe the amount of
reasonable guesses required to achieve compression, i.e. descriptions of length shorter than
the entropy of a random input. Consider a random set D chosen uniformly at random from
[n]
k1 . The entropy of D is
 
 
[n]
n
H(D) = log
= log
.
k1
k1
▷ Claim 30. For every m < n, k1 ∈ [n/8e], ℓ ∈ [k1 ], if α ≥ max
1. The encoding length decreases with reasonable guesses:

 8·e·k1 ·ℓ
n

, m then:

w(m, k1 , ℓ, α + 1) ≤ w(m, k1 , ℓ, α) − 1.
2. The encoding achieves compression:
 
n
w(m, k1 , ℓ, α) < log
.
ki
Combining the above we get that no Guesser can make too many reasonable guesses
against our Dealer. Recall the random variable Ri that denotes the number of reasonable
guesses that a Guesser makes during the (ki , ℓ)-epoch. Consider the sequence of epochs
{(ki , ℓ)-epoch}di=1 played by the Move-to-the-Back Dealer Dm (from Definition 20).
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▷ Claim 31. For every Guesser G with m bits of memory, and for every epoch
i ∈ [d], for
 8·e·k
1 ·ℓ
1 ·ℓ
β < ℓ − max 8·e·k
,
m
,
the
probability
that
G
makes
more
than
β
+
max
,m
n
n
reasonable guesses during the (ki , ℓ)-epoch, is at most




8 · e · k1 · ℓ
Pr
Ri ≥ max
, m + β ≤ 2−β .
n
D∈([n]
)
k
1

What about the upper bound u? Recall that while the Dealer follows the (k, ℓ, u)-MtBEstrategy (Definition 19), only the first u reasonably guessed cards are moved to the back;
therefore only the first u reasonable guesses are guaranteed to be distinct. Any reasonable
guess beyond u may be useless for set encoding. Further, if the Guesser is somehow able to
reach u reasonable guesses, then moving cards to the back works in the Guesser’s favor (as
cards become predictable), and the probability to guess reasonably grows with every guess.
We address this concern by recalling that our Move-to-the-Back Dealer (Definition 20) plays
the MtBE-strategy in a sequence of epochs for which u = ℓ, therefore, it is impossible to
make more than than u reasonable guesses in an epoch. In Section 5.6 we present a Dealer
for which u < ℓ, and we restate the Claim to consider the upper bound u (see Claim 37).
As a corollary we get a bound on the expected number of reasonable guesses.
▶ Corollary 32 (Formal). For every Guesser with m bits of memory, every epoch i ∈ [d], the
expected number of reasonable guesses during (ki , ℓ)-epoch is at most


8 · e · k1 · ℓ
ri ≤ max
, m + 2.
n
n
For this corollary to be meaningful we require that k1 ≤ 8e
, as otherwise it implies that
ri < ℓ, i.e. that the expected number of reasonable guesses in the epoch is less than the
number of turns in the epoch, which is always true. Observe this corollary is meaningful for
n
every epoch played by our Dealer as the first epoch begins at turn n − 8e log
n.
Denote by ci the expected number of correct guesses during the ith epoch, where the
expectation is taken over the Guesser’s and Dealer’s randomness γ, ∆.

▶ Lemma 33. For every Guesser G with m bits of memory and every epoch i ∈ [d], the
expected number of correct guesses during the (ki , ℓ)-epoch is at most

1 ·ℓ
max 8·e·k
,m + 2
n
ci ≤
.
ki − ℓ − u

5.5

Analysis of the Move-to-the-Back Dealer

Having established a bound for a single epoch, we are ready to conclude the analysis of our
Dealer and show its overall performance.
We recall that our Move-to-the-Back Dealer (Definition 20) starts the game with a properly
shuffled deck from which the Dealer draws until k1 cards are left, the Dealer then follows
the MtBE-strategy over and over again and reshuffles every ℓ turns, and when 2m · log n
cards are left, our Dealer shuffles the deck one last time and draws cards randomly until
the end of the game. In particular, the Dealer plays the MtBE-strategy in a sequence of d
n
epochs, where d = ( 8e log
n − 2m · log n)/ℓ, each epoch consists of ℓ = m · log n turns, and as
for every epoch it holds that ℓ ≤ ki − ℓ it follows that we can set u = ℓ.
In the upcoming lemma, we will analyze and bound the cumulative number of correct
guesses that any memory bounded Guesser can expect to make throughout the sequence of
epochs.
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▶ Lemma 34. For m ≤ logn2 n , every Guesser with m memory bits that play against the
Move-to-the-Back Dealer Dm is expected to guess correctly at most 1 time in total throughout
the sequence of epochs that follows the MtBE-strategy.
▶ Theorem 35. For any m ≤ n there exists a Dealer Dm such that every Guesser G with m
memory bits is expected to make at most ln m + 2 ln log n + O(1) correct guesses throughout
the game.

5.6

Universal Move-to-the-Back Dealer

So far, we have configured our Dealer differently according to the amount of memory bits
that the Guesser had. Using the building blocks and ideas seen so far in the section, we
present a universal adaptive Dealer that works well against any Guesser with any amount
of memory, without knowing how much memory the Guesser has. Albeit, with a drawback
that a Guesser with m bits of memory is expected to make slightly more than ln m correct
guesses. I.e. a Guesser with perfect memory is expected to achieve more than
(1 + o(1)) · ln n + 8 ln log n + O(1)
correct guesses in expectation.
The starting point for the universal Dealer is the same as that of the Move-to-the-Back
Dealer (Definition 20). Similarly, our universal Dealer separates the turns to epochs during
which the Dealer follows the MtBE-strategy. However, the epochs will shrink and become
shorter as more cards are drawn, and the analysis will be different.
▶ Definition 36. The universal Dealer Duniversal plays according to the strategy:
n
1. Shuffle the deck uniformly at random, and draw cards one by one until 8e log
2 n cards are
left in the deck.


n
2. Play the MtBE-strategy in a sequence of d epochs, where d = loglog n 8e log
6 n , such that
n
the ith epoch begins when ki = 8e log1+i n cards are left, i.e. the length of the ith epoch is
2ℓi
ℓi = ki (1 − log1 n ), and during each epoch at most ui = log
2 n cards are moved to the back.
4
3. When log n cards left, shuffle the deck one last time and draw cards at random.

We begin our analysis in the same way as we did for the Move-to-the-Back Dealer. We
consider the same implementation of the Dealer (Section 5.2), and the same encoding scheme
for sets (Section 5.3).
Recall the discussion about the maximal number of cards moved to the back during an
epoch, right before Corollary 32. In that discussion we argued that we may ignore the role
of the bound u since it is impossible to make more than u = ℓ reasonable guesses. This is
not the case for the universal Dealer, as during the ith epoch at most ui = logℓ2i n cards are
moved to the back. We restate, without proof, Claim 31.
▷ Claim 37 (Restate Claim 31). For
every Guesser G with m bits of memory, and every
 8·e·k
1 ·ℓi
epoch i ∈
[d], for β < ui − max
, m , the probability that G makes more than
n
 8·e·k
1 ·ℓi
β + max
,
m
reasonable
guesses
during
the ith epoch, is at most
n




8 · e · k1 · ℓi
Pr
Ri ≥ max
, m + β ≤ 2−β .
[n]
n
D∈( k )
1

n
As the universal Dealer begins following the MtBE-strategy when 8e log
2 n cards are left, we
ℓi
get that the probability for more than max{ log2 n , m} reasonable guesses decays exponentially.
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It follows that the expected number of reasonable guesses per epoch depends on the amount
of memory the Guesser has. In particular, this Claim clarifies that we must analyze differently
the epochs for which m ≥ logℓ2i n than the other epochs.
Therefor, for every m, we separate the epochs into two eras. During the low-memory era,
moving cards to the back works in the Dealer’s favor as the MtBE-strategy guarantees that
no Guesser can guess well. During the high-memory era, moving cards to the back works in
the Guesser’s favor, and we assume that the Guesser gains the maximal advantage from it.
▷ Claim 38. During the low-memory era, that is for i ∈ [d] and m <
with m bits of memory, makes on expectation at most
ci ≤

ℓi
,
log2 n

any Guesser

1
log(n) − 2

correct guesses during the (ki , ℓi )-epoch.
The above Claim states that the MtBE-strategy works well while the Guesser has
insufficient memory. However, as mentioned already, once the Guesser reaches the maximal
number of cards moved to the back, the MtBE-strategy works in the Guesser’s favor. We
want to bound the Guesser’s benefit during such an epoch.
▷ Claim 39. For every epoch, the expected number of correct guesses that any Guesser
makes, is at most
ln (log(n) + 3) .
We therefore have two upper bounds on the number of correct guesses, one for the
low-memory era (Claim 38) and a general one (Claim 39) that we will use for epochs during
the high-memory era.
▶ Theorem 40. There exists an adaptive universal Dealer against which any Guesser with m
bits of memory can score at most
(1 + o(1)) · ln m + 8 ln log n + O(1)
correct guesses in expectation.
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1

Introduction

The polynomial Hirsch conjecture asks whether the diameter of an arbitrary bounded polytope
P = {x ∈ Rd : Ax ≤ b} is at most a fixed polynomial in m and d. This conjecture is widely
open, with the best known upper bounds being (m − d)log2 d−log2 log d+O(1) ([23], see also
[15, 25]) and O(m) for fixed d ([16, 3]); the best known lower bound is (1 + ϵ)m for some
ϵ > 0 when d is sufficiently large [19]. Given this situation, there has been interest in the
following potentially easier questions:
Q1. Assuming A, b have integer entries, bound the diameter of P in terms of their size.
Q2. Assuming A, b are sampled randomly from some distribution, bound the diameter of P
with high probability.
Progress on these questions ([4, 7, 12, 8], [6, 22, 27, 9]) has relied mostly on techniques
from polyhedral combinatorics, integral geometry, probability, and operations research (e.g.,
analysis of the simplex algorithm and its cousins).
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On the other hand, the Brunn-Minkowski theory of polytopes has developed largely separately over the past century, with several celebrated achievements including the AlexandrovFenchel inequality [1] and more generally the Hodge-Riemann relations for certain algebras
associated with simple polytopes [24]. One consequence of this theory is that a certain
Schrödinger operator (weighted adjacency matrix plus diagonal) associated with the graph
of every bounded polytope has a spectral gap [14] (see Definition 5 and Theorem 6). We use
this fact to make progress on Q1 and Q2. In the first setting, we show the following theorem.
▶ Theorem 1. Suppose P = {x ∈ Rd : Ax ≤ b} is a bounded polytope with integer coefficients
A ∈ Zm×d , b ∈ Zm such that every minor of A, b has determinant bounded by ∆. Then P
has diameter O(d2 ∆2 log(m∆)).
Theorem 1 follows from a more geometric result (Theorem 10) stated in terms of the angles
between the facets of the polar of P , which is proven in Section 3. It compares favorably
(in the regime m ≪ 2d ) with the best previously known result of this kind due to [8], who
achieved a bound of O(d3 ∆2 ) (though notably their ∆ depends only on subdeterminants of
A and not on b). However, our diameter bound is nonconstructive whereas [8] show how to
efficiently find a path between any two vertices of P ; we refer the reader to the introduction
of that paper for a more thorough discussion of previous work in this vein (originally initiated
by [11, 4]). At a high level, the reason we are able to save a factor of d in comparison with
previous works is that they rely on combinatorial expansion arguments, whereas we use
spectral expansion, which is amenable to a “square root” improvement using Chebyshev
polynomials.
Regarding Q2, the study of diameters of random polytopes began with the influential
work of Borgwardt [5, 6], who considered A with i.i.d. standard Gaussian entries and
b = 1. Borgwardt showed the following “for each” guarantee: for any fixed objective
functions c, c′ ∈ Rd , the combinatorial distance between the vertices x, x′ of P maximizing
√
⟨c, x, ⟩, ⟨c′ , x′ ⟩ is at most O(d3/2 log m) in expectation, provided m → ∞ sufficiently rapidly.
This type of result was extended to the “smoothed unit LP” model by Spielman and Teng in
the seminal work [22]; in this model one takes
P = {x ∈ Rd : ⟨x, vj ⟩ ≤ 1}

(1)

where vj ∼ N (aj , σ 2 ) for some fixed vectors a1 , . . . , am normalized to have ∥aj ∥ ≤ 1. The
original poly(m, d, σ −1 ) path length bound of [22] was improved and simplified in [10, 27, 9];
a key ingredient in each of these results was a “shadow vertex bound” analyzing the expected
number of vertices of a two-dimensional projection of P . Note that all of these results provide
“for each” guarantees: at best they bound the distance between a single pair of vertices, not
between all pairs.
Our second contribution is to prove that for the smoothed unit LP model, most pairs
of vertices in P are polynomially (in m, d, σ −1 ) close with high probability, where most is
defined with respect to a certain locally defined measure on the vertices known as the mean
curvature measure χ2 in convex geometry (see [21, 20]; we recall the definition in Section 4).
In the language of random graph theory, this means that the graph of P likely contains a
“giant component” with respect to χ2 which is of small diameter.
▶ Theorem 2. Assume P is a random polytope sampled from the smoothed LP model. Let
χ2 denote the mean curvature measure on the facets of P ◦ , which corresponds naturally to a
measure on the set of vertices of P , denoted Ω. Then with probability at least 1 − 1/poly(m),
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for every ψ > 0 there is a subset G := G(ψ) ⊂ Ω with χ2 (G) ≥ (1 − ψ)χ2 (Ω) such that the
vertex diameter of G is at most


poly(m, d)
.
(2)
O
σ4 ψ
We prove Theorem 2 in Section 4.5, where we deduce it from a more refined theorem (Theorem
13, which includes explicit powers of m, d) for a certain class of well-rounded polytopes. The
idea of the proof is to consider a certain continuous time Markov chain whose states are
the vertices of P . This chain automatically has a large spectral gap by Theorem 6 and the
main challenge is to bound its average transition rate. This is carried out in Sections 4.2-4.4
and involves further use of the Alexandrov-Fenchel inequalities, tools from integral geometry,
Gaussian anticoncentration, and an application of the shadow vertex bound of [9].
▶ Remark 3. It was pointed out to us by one of the anonymous referees and by D. Dadush
that there is a “folklore” result that the average distance between a random pair of vertices
(chosen by optimizing two uniformly random objective functions) of P as above is polynomial
in m, d, σ −1 ; this is seen by a Fubini type argument and the shadow vertex bounds of
[22, 10, 27, 9]. Our result is incomparable since it considers a different measure on the
vertices.
▶ Remark 4 (Expansion of Polytopes). There has been a sustained interest in studying the
expansion of graphs of combinatorial polytopes beginning with [17] which conjectured that all
0/1 polytopes have expanding graphs. The recent breakthrough [2] resolved this conjecture
for the special case of matroid polytopes using techniques related to high dimensional
expanders and the geometry of polynomials, which may be described as capturing “discrete
log-concavity”. The present work, in contrast, uses “continuous log-concavity” (stemming
from the Brunn-Minkowski inequality) to control the spectral gaps of certain matrices
associated with the graphs of polytopes with favorable geometric properties.
We note that the Hirsch conjecture is already known to hold for 0/1 polytopes [18].

Preliminaries and Notation
We recall some basic terminology and facts regarding polytopes; the reader may consult [21,
Chapter 4] for a more thorough introduction.
We denote the convex hull of a set of points by conv(·) and its affine hull by aff(·). Let
P = {x ∈ Rd : Ax ≤ b} with A ∈ Rm×d , b ∈ Rm
>0 be a bounded polytope containing the
origin in its interior. Its polar is the polytope
m
P ◦ = conv{b−1
j aj }j=1 =: K,

where aT1 , . . . , aTm are the rows of A.
A polytope in Rd is called simple if each of its vertices is contained in exactly d codimension1 facets, and simplicial if each codimension-1 facet contains exactly d vertices. Unless otherwise
noted, “facet” refers to a codimension-1 facet. The polar of a simple polytope is simplicial
and vice versa.
The 1−dimensional facets of a polytope are called edges, and are all line segments when
it is bounded. The vertex diameter of a bounded polytope P is the diameter of the graph of
its vertices and edges. Two (d − 1)-facets of a polytope are adjacent if their intersection is
a (d − 2)-facet of the polytope. The facet diameter of a polytope K is the diameter of the
graph with vertices given by its facets and edges given by the adjacency relation on facets.
By duality, the vertex diameter of a simple polytope P is equal to the facet diameter of P ◦ .
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We use dist(·, ·) to denote the Euclidean distance between two subsets of Rd , and


hdist(L, K) := max sup dist(x, K), sup dist(y, L)
x∈L

y∈K

to denote the Hausdorff distance between two sets.
We use V (K[j], L[d − j]) to denote the mixed volume of j copies of K and d − j copies
of L for convex bodies K, L ⊂ Rd . The Alexandrov-Fenchel inequalities imply that these
are log-concave, in the sense that for j1 , j2 , j = βj1 + (1 − β)j2 integers in {0, . . . , d} with
β ∈ [0, 1] then
V (K[j], L[d − j]) ≥ V (K[j1 ], L[d − j1 ])β · V (K[j2 ], L[d − j2 ])1−β .

(3)

We use C to denote absolute constants whose value may change from line to line, unless
specified otherwise.

2

Eigenvalues of the Hessian and Spectral Gaps

In this section, we recall that a certain matrix associated with every bounded polytope has
exactly one positive eigenvalue.
▶ Definition 5 (Formal Hessian). For K a bounded polytope containing the origin in its
interior with N facets labeled {1, . . . , N }, let H(K) denote the N × N matrix with entries
(
|Fij | csc(θij )
i ̸= j
(H(K))ij =
(4)
P
− k |Fik | cot(θik ) i = j
where Fij is the intersection of facets i and j, and θij is the angle between the vectors normal
to those faces, facing away from the origin.
When K is simple, H(K) is the Hessian of the volume of K(c) = {x | M x ≤ c} with
respect to the slack vector c > 0. (see [21, Chapter 4]). Log-concavity of the volume implies
that this Hessian has exactly one positive eigenvalue. Izmestiev [14] has shown via an
approximation argument that this remains true for the formal Hessian of any polytope.
▶ Theorem 6 (Theorem 2.4 of [14]). H(K) has exactly one positive eigenvalue for any
bounded polytope K.
We include a self-contained proof of Theorem 6 in the Appendix of the arxiv version of this
paper for completeness1 .
We will apply Theorem 6 to certain matrices derived from the formal Hessian and the
following diagonal scaling, which plays an important role in the remainder of the paper.
▶ Definition 7. Let K, Fij , θij be as in Definition 5. Then let D(K) denote the N × N
P
positive diagonal matrix with entries (D(K))ii =
k Fik tan(θik /2). Note that θik ̸= π
whenever Fik = 0 since parallel facets of a convex polytope cannot intersect.
▶ Lemma 8 (Spectral Gaps from Log-Concavity). Let K be a polytope and take H :=
H(K), D := D(K). Let L be the graph Laplacian with entries:
(
−Fij csc(θij )
i ̸= j
Lij = P
.
(5)
k Fik csc(θij ) i = j

1

Our proof yields a slightly stronger conclusion regarding continuity of the formal Hessian than [14].
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Then
1. D−1/2 HD−1/2 has exactly one eigenvalue at 1 with the rest of the eigenvalues in (−∞, 0].
The eigenvector corresponding to this eigenvalue is D1/2 1.
2. −D−1 L has exactly one eigenvalue at zero, with the rest of the eigenvalues in (−∞, −1].
The left corresponding to this eigenvalue is D1.
Proof. Observe that H is “nearly” a graph Laplacian in the sense that:
H = −L + D

(6)

where we have used the identity
of H matches that of

1−cos θ
sin θ

= tan(θ/2). By Sylvester’s inertia law, the signature

D−1/2 HD−1/2 = −D−1/2 LD−1/2 + I,

(7)

which must therefore have exactly one positive eigenvalue by Theorem 6. However, L ⪰ 0
and L1 = 0, so by Sylvester’s law −D−1/2 LD−1/2 ⪯ 0 with at least one eigenvalue equal to
zero. Thus, D−1/2 HD−1/2 has exactly one eigenvalue equal to one, with eigenvector D1/2 1
and the rest of the eigenvalues nonpositive, establishing the first claim. The second claim
follows from (7) and the similarity of D−1 L and D−1/2 LD−1/2 .
◀

3

Diameter in Terms of Angles and Bit Length

In this section we use the spectral gap bound of Lemma 8(1) to give a bound on the diameter
of a polytope specified by integer constraints. We begin by generalizing the argument of [26],
who used Chebyshev polynomials to control the diameter of regular and biregular graphs in
terms of their spectra, to handle the matrix D−1/2 HD−1/2 by appropriately controlling its
negative entries and top eigenvector.
▶ Lemma 9 (Diameter in terms of Spectrum). Let A be a weighted real symmetric adjacency
matrix (possibly with self-loops and negative weights) for a graph G on N vertices. Suppose
for some constant g > 0 there is exactly one eigenvalue of A at 1 + g with corresponding
eigenvector v, the smallest absolute entry of which is vmin . Further suppose that the rest of
the eigenvalues of A are in the interval [−1, 1]. Then the diameter of G is at most
log(N ) + 2 log |vmin |−1
1.1
√
g
Proof. Note that if M ∈ span(I, A, · · · , Apk ) then eTi M ej ̸= 0 if and only if there is a path
in G from i to j of length at most pk. To this end, consider Tkp (A) where Tk is the degree k
Chebyshev Polynomial of the first kind. If we find that Tkp (A) ̸= 0 entry-wise, then we can
conclude the diameter of G is at most pk. Let
T

A = vv (1 + g) +

N
X

ui uTi λi

i=2

be the spectral decomposition of A. Let | · | denote the entry-wise absolute value. Then
|Tkp (A) − vv T Tkp (1 + g)| = |

N
X
i=2

ui uTi Tkp (λi )| ≤

N
X
i=2

|ui uTi | |Tkp (λi )| ≤

N
X

|ui uTi | ≤ N.

i=2

Tkp (A)

We would therefore have
̸= 0 entry-wise if N is smaller then the smallest absolute
2
2
entry of vv T Tkp (1 + g), which is lower bounded by vmin
Tkp (1 + g) ≥ vmin
(1 + 0.9 gk 2 )p . It
√
2
suffices to pick k = 1.1/ g and p = log2 (N/vmin
).
◀
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▶ Theorem 10. Let P = {x ∈ Rd : Ax ≤ b} be a bounded polytope containing the origin,
defined by m integer constraints in d dimensions with m ≥ d. Assume all angles between
pairs of adjacent facets of P o are at least θ0 . Let the bit-length of each entry of A, b be at
most B. Then the vertex diameter of P is


d log m + dB
.
O
sin(θ0 )
Proof. Put D := D(P o ) and H := H(P o ). By Lemma 8, D−1/2 HD−1/2 is real symmetric
with one eigenvalue at 1 and the rest at most 0. We can bound its smallest eigenvalue by
using Lemma 11 and considering the similar matrix D−1 H. We upper bound the absolute
row sum of the ith row of D−1 H by
P
P
P
X
2 i∼j Fij csc(θij )
i∼j Fij csc(θij )
i∼j Fij | cot(θij )|
−1
P
P
P
|(D H)ij | ≤
+
≤
.
i∼k Fik tan(θik /2)
i∼k Fik tan(θik /2)
i∼k Fik tan(θik /2)
j
Taking the supremum of the above expression gives
P
2 k Fik csc(θik )
2 csc(θij )
sup P
≤ sup
= sup csc2 (θij /2).
tan(θ
F
tan(θ
/2)
i
i∼j
i∼j
ij /2)
ik
k ik
Therefore by Lemma 11, the smallest eigenvalue of D−1 H, and consequently of D−1/2 HD−1/2
is at least − csc2 (θ0 /2). Then
M=

D−1/2 HD−1/2 + csc2 (θ0 /2)
csc2 (θ0 /2)
2

(θ0 /2)
−2
has exactly one eigenvalue at 1+csc
(θ0 /2) with the rest contained in the
csc2 (θ0 /2) = 1 + csc
−2
interval [0, 1]. We can apply Lemma 9 with g = csc (θ0 /2) to obtain a diameter of


log N + log |vmin |−1
O
.
sin(θ0 /2)

The eigenvector v corresponding to eigenvalue 1 + csc2 (θ0 /2) is simply 1T D1/2 normalized,
so
r
P
√
mini (1T D)i
1
mini Dii
1 mini k Fik tan(θik /2)
θ0 θ1 mini,j Fij
P
√
≥ √
≥ √
≥
,
vmin =
3/2
||1T

D||2

N

maxi Dii

N maxi

k

Fik tan(θik /2)

4N

maxi,j Fij

where θ1 > 0 is chosen such that θik ≤ π − θ1 for all i ∼ k. Finally use N ≤ md , the
maxi,j Fij
approximation sin(θ0 /2) ≥ C sin(θ0 ), as well as θ0 θ1 ≥ 2−O(d log d+dB) and mini,j
Fij ≤
2O(dB+d log d) from Lemma 12 for the end result.

◀

▶ Lemma 11 (Gershgorin’s circle theorem). The smallest (real) eigenvalue of M is at least
P
− supi j |Mij |.
▶ Lemma 12 (Worst Case Volumes and Angles). Let P o = conv(a1 /b1 , · · · , am /bm ) be a
polytope where each ai /bi ∈ Rd is a vertex and ai ∈ Rd , bi ∈ R have integer entries with
absolute value at most 2B . Then:
1. The smallest co-dimension 2 facet of P o has volume at least 2−O(dB+d log d) , and the
largest co-dimension 2 facet has volume at most 2dB+d log d .
2. The angle between any two adjacent facets is contained in [2−O(d log d+dB) , π −
2−O(d log d+dB) ].
3. If the largest 1 × 1 and (d − 1) × (d − 1) minors of A are bounded in magnitude by ∆1
and ∆d−1 respectively, then csc(θ0 ) = O(d∆1 ∆d−1 )
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Proof. Every co-dimension 2 facet can be written as the convex hull of some subset of
size at least d − 1 of the vertices a1 /b1 , · · · , am /bm . Without loss of generality, say that
F = conv(a1 /b1 , · · · , ad−1 /bd−1 ) is the smallest co-dimension 2 facet. Then its volume is:
p
1
1
−O(d log d+dB)
Vol(conv(a1 /b1 , · · · , ad−1 /bd−1 )) =

(d − 2)!

| det(M T M )| ≥

d!(b1 . . . bd−2 )bdd−1

≥2

,

where M is the d × (d − 2) matrix whose ith column is ai /bi − ad−1 /bd−1 , and we have used
that the determinant of a nonsingular integer matrix is at least one. On the other hand, P o is
contained inside the ℓ2 ball of radius d1/2 2B ≤ 2B+log d , and so each co-dimension 2 facet of
P o is contained in a cross section of that ball, so has volume at most (2B+log d )d ≤ 2dB+d log d ,
establishing (1).
Regarding the angles, consider without loss of generality a facet F =
conv(a1 /b1 , . . . , ad /bd ) and a vertex aj , j > d of a facet adjacent to F . Observe that
the angle θ between the normals to these adjacent facets satisfies:
csc(θ) =

dist(aj , F )
.
dist(aj , aff(F ))

The numerator is at most the distance between two vertices of P ◦ , which is at most
√
max ∥ai /bi − aj /bj ∥2 ≤ 2 d∆1 .
i,j

The denominator is given by
dist(aj /bj , aff(F ))
where M is the d × d matrix with columns aj /bj − a1 /b1 , a2 /b2 − a1 /b1 . . . , ad /bd − a1 /b1 ,
which must be invertible since conv(a1 /b1 , . . . , ad /bd , aj /bj ) is a full dimensional simplex. By
the adjugate formula, the entries of M −1 are of magnitude at most ∆d−1 , so we have
dist(aj , aff(F )) ≥ √

1
.
d∆d−1

Combining these bounds yields
csc(θ0 ) = O(d∆1 ∆d−1 ),
establishing (3).
To obtain (2), observe that that ∆1 ≤ 2B and ∆d−1 ≤ (d − 1)!2dB ≤ 2O(d log d)+dB .

◀

Finally, we can prove the bound advertised in the introduction.
Proof of Theorem 1. Applying Theorem 10, Lemma 12(3), and the relation ∆1 ≤ 2B , we
find that the diameter of P is at most
O(d2 ∆1 ∆d−1 (log m + log(∆1 )),

4

◀

Smoothed Analysis

In this section we consider the “smoothed unit LP” model defined in (1). Suppose P0 is a
fixed polytope specified as
P0 = {x ∈ Rd : ⟨aj , x⟩ ≤ 1, j ∈ [m]},
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for some vectors ∥aj ∥ ≤ 1, and consider the random polytope
P = {x ∈ Rd : ⟨vj , x⟩ ≤ 1},
where vj = aj + gj for gj ∼ N (0, σ 2 Id ) i.i.d spherical Gaussians. Denote the polars of P0
and P by
K0 := P0◦ = conv(a1 , . . . , am ) ⊂ B2d ,
K := P ◦ = conv(v1 , . . . , vm ).
Note that K is simplicial with probability one, so each of its k-dimensional facets has
use the notation FS := conv{vj :oj ∈ S} to denote facets
exactly k + 1 vertices.
n We will

[m]
of K and Fk (K) := S ∈ k+1 : FS is a k-dimensional facet of K to denote the set of all
facets of K. The k-dimensional volume of a facet FS , S ∈ Fk (K) will be denoted by |FS | or
Volk (FS ). We will often abbreviate FS∩T as FST for adjacent S, T . For two S, T ∈ [m]
d , let
θST ∈ (0, π) denote the angle between the unit normals
u
,
u
to
F
,
F
,
respectively;
note
S
T
S
T

[m]
that almost surely θST ̸= 0, π for every S, T ∈ d .
We will pay special attention to the set of (d − 1)-facets of K, which we denote as
 
[m]
Ω := Fd−1 (K) ⊂
.
d
Define the measures χ2 , π, δ : Ω → R≥0 by
X
χ2 (S) :=
|FST |θST ,

(8)

T ∈Ω

π(S) :=

X

|FST | tan(θST /2),

(9)

T ∈Ω

δ(S) :=

X

|FST | csc(θST ).

(10)

T ∈Ω

It will be convenient to make two further technical assumptions on K0 and σ for the
proofs of our results; in Section 4.5 we will show that any instance of the smoothed unit LP
model may be reduced to one satisfying both assumptions with parameter
r = Ω(σm3 ),

(11)
(j)

incurring only a poly(m) loss in the diameter. Let K0 = conv(ai : i =
̸ j) be the polytope
obtained from K0 by deleting vertex aj .
(R) Roundedness of Subpolytopes: There is an r ∈ (0, 1) such that for every j ≤ m:
(j)

rB2d ⊂ K0 .
(S) Smallness of σ:
p
α := 6σ d log m < r/d2 .

(12)

The main result of this section is the following “almost-diameter” bound with respect to
the measure π.
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▶ Theorem 13. Assume (S), (R). Then with probability at least 1 − 1/ log(m), for every
ϕ > 0 there is a subset G := G(ϕ) ⊂ Ω with π(G) ≥ (1 − ϕ)π(Ω) such that the facet diameter
of G is at most Õ(m3 d8 /σ 2 rϕ).
▶ Remark 14. The probability in Theorem 13 may be upgraded to 1 − m−c for any c at the
cost of an additional mc factor in the diameter bound, by applying Markov’s inequality in
the proof of Lemma 17 with a different threshold.
The proof of Theorem 13 relies on three properties of the (random) continuous time
Markov chain with state space Ω and infinitesimal generator2
Q := −D−1 L,

(13)

where L is as in (5). The corresponding Markov semigroup
P (t) := exp(−tD−1 L),

t ≥ 0,

has stationary distribution proportional to D1 = π(·) by Lemma 8(2); call the normalized
stationary distribution π(·) := π(·)/π(Ω)
The first property is that the stationary distribution π is (in a quite mild sense) nondegenerate, with high probability. Apart from being essential in our proofs, this relates the
measure π to well-studied measures in convex geometry such as the surface measure and
mean curvature measure χ2 (·), clarifying the meaning of Theorem 13. The proof of Lemma
15 appears in Section 4.1.
▶ Lemma 15 (Non-degeneracy of π). Assume (S), (R). With probability at least 1 − 1/m2 :
−2d2 2

1. minS∈Ω π(S) ≥ π min := C m d3 r .
2. cVold−1 (∂K) ≤ π(Ω) ≤ O(d3 r−2 )Vold−1 (∂K).
3. For every S ∈ Ω, χ2 (S)/2 ≤ π(S) ≤ O(r−1 )χ2 (S).
The second property is that Q (almost surely) has a spectral gap of at least one, by
Lemma 8(2). This implies that the chain (13) mixes rapidly to π (in the sense of continuous
time) from any well-behaved starting distribution. In particular let us say that a probability
measure p on Ω is an M -warm start if
p(S)
≤ M.
S∈Ω π(S)
sup

Let ℓ2 (π) denote the inner product space on defined on RΩ , where the inner product is given
P
by ⟨f, g⟩ℓ2 (π) := S∈Ω π(S)f (S)g(S), and let ℓ1 (π) be the corresponding ℓ1 space. Let Π
be the Ω × Ω diagonal matrix whose S th diagonal entry is π(S). We define the density of p
p(S)
with respect to π to be the the vector with entries π(S)
. We omit the proof of the following
standard fact.
▶ Lemma 16 (Warm Start Mixing). If p is M −warm, then for τ > 0, t = Ω(log(M/τ )) time,
one has
||π − pP (t)||T V ≤ τ.

2

The reader may consult e.g. [13, Chapter 6] for an introduction to continuous time Markov processes.

ITCS 2022

108:10 A Spectral Approach to Polytope Diameter

The third and final property is a bound on the rate at which the continuous chain makes
discrete transitions between states. Let Javg denote the average number of state transitions
made by the continuous time chain in unit time, from stationarity, and note that
P
P
δ(S)
S∈Ω π(S)|Q(S, S)|
P
Javg =
= P S∈Ω
S∈Ω π(S)
S∈Ω π(S)
as the diagonal entries of the generator Q are equal to −δ(S)/π(S). The most technical part
of the proof is the following probabilistic bound.
▶ Lemma 17 (Polynomial Jump Rate). Assume (S), (R). With probability at least 1 −
1/ log(m), the continuous time Markov chain defined by (13) satisfies:
Javg ≤ Õ(m3 d6 /σ 2 r).
The proof of this lemma involves showing that the facets of K are well-shaped and have
non-degenerate angles between them in a certain average sense, and is carried out in Sections
4.2, 4.3, and 4.4.
Combining these ingredients, we can prove Theorem 13
Proof of Theorem 13. Let T be a fixed positive time to be chosen later. Consider the
continuous time chain (13), and for F ∈ Ω let the random variable JFT denote the number of
transitions in [0, T ] when the chain is started at F . With probability 1 − 1/m2 we have
X
π(F )EJFT = T Javg ≤ Õ(m3 d6 /σ 2 r) · T
F ∈Ω

by Lemma 17 so there is a facet F0 ∈ Ω satisfying
EJFT0 ≤ Õ(m3 d6 /σ 2 r) · T.

(14)

By Lemma 15(1), the distribution δF0 concentrated on F0 is π −1
min −warm with probability
2
1 − 1/m . Invoking Lemma 16 with starting distribution δF0 and parameters
T = O(log(1/π min )) = Õ(d2 log(1/r)),

M = π −1
min ,

τ = π min /2

we have
∥π − δF0 P (T )∥T V ≤ π min /2.
Combining this with (14), we obtain a distribution on discrete paths γ in Ω (with respect to
the adjacency relation ∼) such that each path has source F0 ,
Elength(γ) ≤ Õ(m3 d6 /σ 2 r) · T,
and the distribution of target(γ) is within total variation distance π min /2 of π. Letting
G = {target(γ) : length(γ) ≤ 2Elength(γ)/ϕ}
we immediately have that the diameter of G is at most
Õ(m3 d6 /σ 2 r) · 2T /ϕ = Õ(m3 d8 /σ 2 rϕ)
and by Markov’s inequality π(G) ≥ 1 − ϕ, as desired.

◀
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Before proceeding with the proofs of Lemmas 15 and 17, we collect the probabilistic
notation used throughout the sequel. We will often truncate on the following two high
probability events. Fix
ϵ := m−5d

(15)

and define:
(
B :=

)
min

S∈([m]
,j∈[m]\S
d )


C :=

dist(vj , aff(FS )) ≥ ϵ ,


max ∥gj ∥ ≤ α .

j∈[m]

Note that whenever σ > m−d (which we may assume without loss of generality, as otherwise
the diameter is trivially at most 1/σ):
P[B] ≥ 1 − O(m−4d /σ) ≥ 1 − 1/m3 ,

(16)

since the density of the component of vj orthogonal to aff(FS ) is bounded by 1/σ and there
are at most md facets. We also have
P[C] ≥ 1 − 1/m3 ,

(17)

by standard Gaussian concentration and a union bound.
We will repeatedly use that on C, we have the Hausdorff distance bounds
hdist(K, K0 ) ≤ α,

(j)

hdist(K (j) , K0 ) ≤ α

∀j ≤ m,

(18)

P
for α as in (12), since if x = j≤m cj (aj + gj ) ∈ K for some convex coefficients cj then
P
x0 = j≤m cj aj ∈ K0 and ∥x − x0 ∥ ≤ α.
For an index j ∈ [m] let ĝj := (g1 , . . . , gj−1 , gj+1 , . . . gm ) and let K (j) = conv(vi : i ̸= j).
Note that K (j) is a deterministic function of ĝj . Define the indicator random variables
KS := {FS ∈ Fd−1 (K)},

(j)

KS := {FS ∈ Fd−1 (K (j) )}


for subsets S ∈ [m]
d . It will be convenient to fix in advance a total order < on
We will occasionally refer to
X
Volk (F )

[m]
d



.

F ∈Fk (K)

as the k−perimeter of K.

4.1

Nondegeneracy of π

We will repeatedly use the following fact relating Hausdorff distance and containment of
convex bodies.
▶ Lemma 18 (Containment of Small Perturbations). If hdist(K, K0 ) ≤ α for any two convex
bodies and rB2d ⊂ K0 , then
(1 + 2α/r)−1 K0 ⊂ K ⊂ (1 + α/r)K0 .
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Proof. The second containment is immediate from
K ⊂ K0 + αB2d ⊂ K0 + (α/r)K0 .
The condition hdist(K, K0 ) ≤ α also implies K0 ⊂ K + αB2d . To turn this into a
multiplicative containment, we claim that (r/2)B2d ⊂ K. If not, there is a point z ∈ ∂(r/2)B2d \
K. Choose a halfspace H supported at z containing K. Let y be a point in ∂(rB2d ) at distance
at least r/2 from H and note that y ∈ K0 . But now dist(y, K) ≥ dist(y, H) ≥ r/2 > α,
violating that K0 ⊂ K + αB2d . Thus, we conclude that K0 ⊂ (1 + 2α/r)K, establishing the
first containment.
◀
Proof of Lemma 15. Condition on C. By (S), (R), (18), and Lemma 18, we have
K ⊃ (1 + 2/d2 )−1 K0 ⊃ (r/2)B2d ,

(19)

and also K ⊂ (1 + α)B2d . Consequently, the angle between any two adjacent facets FS , FT of
K must satisfy
|θST − π| = Ω(1/r),
which implies
θST /2 ≤ tan(θST /2) ≤ O(1/r)θST

(20)

for all θST . Thus, for each facet S ∈ Ω:
χ2 (S)/2 ≤ π(S) ≤ O(r−1 )χ2 (S),

(21)

establishing Lemma 15(3).
Equation (19) further implies:
|∂K|
2d
≤
.
|K|
r
By e.g. [21, Section 4.2], we have the quermassintegral formulas:
d · V (K[d − 1], B2d [1]) =

X

|FS | = |∂K|,

(22)

S∈Ω

 
X
d
V (K[d − 2], B2d [2]) =
|FST |θST .
2
S<T ∈Ω

By the Alexandrov-Fenchel inequality with β = 1/2:
 
 
d
d V (K[d − 1], B2d [1])2
d
χ2 (Ω) =
V (K[d − 2], B2 [2]) ≤
2
2
V (K[d])
 
2
d |∂K|
≤
2 |K|
|∂K|
≤ O(d3 )
r
≤ O(d3 /r)|∂K|.

(23)
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By Alexandrov-Fenchel with β = 1/(d − 1), we also have
 
 
d−2
1
d
d
d
χ2 (Ω) =
V (K[d − 2], B2 [2]) ≥
V (K[d − 1], B2d [1]) d−1 V (B2d [d]) d−1
2
2
 
 d−2
1
d
=
d−1 |∂K| d−1 |B2d | d−1
2
 r
d−2
d
2πe
|∂K| d−1
≥
3
2
d
≥ C|∂K|.
1

The last step follows from the fact that K ⊂ (1 + α)B2d so |∂K| d−1 = O(1). Combining these
inequalities with (20),(21), we conclude that:
C|∂K| ≤ π(Ω) ≤ O(d3 r−2 )|∂K|,

(24)

establishing Lemma 15(2).
The event B implies that for every S ∈ Ω:
X
π(S) =
|FST | tan(θST /2)
T ∼S

≥ Cϵ

X

|FST |

since tan(θST /2) ≥ Cϵ

T ∼S
d−2

1

≥ Cϵ(d − 1)|FS | d−1 |B2d | d−1

by the isoperimetric inequality

≥ Cϵd|FS |,
where in the last step we used |FS | = O(1). Conditional on B Lemma 19 implies that
d−1
|FS | ≥ ϵ d for every S ∈ Ω, so we conclude that
π(S) ≥ Cϵd

∀S ∈ Ω,

and consequently by (24)
π(S) ≥

Cϵd r2
,
d3

yielding Lemma 15(1), as desired.

◀

The proof of the following easy Lemma is omitted in this conference version.
▶ Lemma 19 (Inradius of a Simplex). If L = conv(v1 , . . . , vt+1 ) is a t-dimensional simplex
such that each vertex of L is at distance s from the affine span of the remaining vertices,
then L contains a ball of radius s/(t + 1).

4.2

Average Jump Rate Bound

In this section we establish the following Lemma, which immediately implies Lemma 17 by
P[BC] ≥ 1 − 2/m3 and Markov’s inequality applied to the expectation below (absorbing the
log(m) factor into the Õ).
▶ Lemma 20 (Main Estimate). Assume (S), (R) in the above setting. Then
P
δ(S)
E P S∈Ω
· BC ≤ Õ(m3 d6 /σ 2 r).
π(S)
S∈Ω

(25)
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Figure 1 Proof of Lemma 21.

Proof.
P
δ(S)
P
· BC
E S∈Ω
π(S)
S∈Ω
P
≤ O(1) · E

S∈Ω

δ(S)

Vold−1 (∂K0 )

· BC

by (24) and (19)


=



O(1)

· E C ·
Vold−1 (∂K0 )

X

B|FST | csc θST KS KT KST 



[m]

S<T ∈( d

)




≤

O(1) · O(d log m/σ) 
E C ·
Vold−1 (∂K0 )

X
S<T ∈(

(S\T )

|FST |KST

[m]
d

)




≤

O(1) · O(d log m/σ) 
E C ·
Vold−1 (∂K0 )

X

X

(j)

|FST |KST 

j≤m S<T ∈ [m]

(

≤

by Lemma 21




d



)

X
O(1) · O(d log m/σ)
(j)
· O(m2 d9/2 log5/2 (m)/σr) ·
Vold−1 (∂K0 )
Vold−1 (∂K0 )

by Lemma 22

j≤m

≤

O(1) · O(d log m/σ)
· O(m2 d9/2 log5/2 (m)/σr) · mVold−1 (∂K0 )
Vold−1 (∂K0 )

(j)

since K0

⊂ K0

≤ m · O(1) · O(d log m/σ) · O(m2 d9/2 log5/2 (m)/σr),

◀

implying the desired conclusion.
▶ Lemma 21 (Angles Large On Average). For every S, T ∈




E B|FST | csc θST KST ĝj , C ≤ O(d log m/σ) · E



[m]
d

(j)
|FST |KST



with S \ T = {j}:


ĝj , C .

(26)

Proof. By trigonometry,
csc θST =

dist(vj , aff(FST ))
3
≤
,
dist(vj , aff(FT ))
dist(vj , aff(FT ))

conditional on C, since K has diameter at most 2 + 2α ≤ 3. The distance in the denominator
can be rewritten as
dist(vj , aff(FT )) = dist(gj + aj , aff(FT )) = dist(gj , aff(FT ) − aj ) = |hj − xT |
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where hj = ⟨gj , mT ⟩ and xT = dist(0, aff(FT ) − aj ) ≤ 4 for mT the unit normal to aff(FT ).
Moreover,
(j)

|FST |KST ≤ |FST |KST

with probability one conditional on ĝj since S ∩ T ∈ Fd−2 (K) implies S ∩ T ∈ Fd−2 (K (j) )
as j ∈
/ S ∩ T . Combining these facts, the left hand side of (26) is at most




1
3
(j)
(j)
ĝj , C = 3|FST |KST E B
ĝj , C ,
E B|FST |KST
dist(vj , aff(FT ))
|hj − xT |
Notice that hj has density on R bounded by
t 7→ √

2
2
1
1
1
e−t /2σ
≤ ,
P[∥g
∥
≤
α]
σ
2πσ
j

and ϵ ≤ |hj − xT | ≤ |hj | + xT ≤ 4 + α < 5 conditioned on B, C, so the last conditional
expectation is at most
Z 5
1
3
dt = 2(log(1/ϵ) + log 5)/σ ≤ O(d log m/σ),
ϵ σt
completing the proof.

◀

The most technical part of the proof is the following (d − 2)-perimeter estimate, whose
proof is deferred to Section 4.3. The conceptual meaning of this estimate is that on average,
the (d − 2)-dimensional surface area of a random facet of K (j) is well-bounded by its
(d − 1)-dimensional volume.
▶ Lemma 22 (Codimension 2 Perimeter versus Surface Area). Assume (R), (S). For every
j ∈ [m]:
X
(j)
(j)
EC
|FST |KST ≤ O(m2 d9/2 log5/2 (m)/σr) · Vold−1 (∂K0 ).
S<T ∈([m]
d )

4.3

Proof of Lemma 22

The key step in the proof is to show that for any well-rounded polytope L0 , there a distribution
on two-dimensional planes W such that the (d − 2)-perimeter of every nearby polytope L is
accurately reflected in the average number of vertices of W ∩ L. Since this number of vertices
is small in expectation by [9], we can then conclude that the codimension 2 perimeter is
small.
In this section and the next only, the variable ϵ will refer to a quantity tending to zero
(as opposed to the definition (15)).
▶ Lemma 23 (Quadrature by Planes). Let r1 B2d ⊂ L0 ⊂ r2 B2d , where 1 ∈ [r1 , r2 ]. There there
is a probability distribution on two dimensional planes W in Rd such that for sufficiently
small ϵ > 0 the following holds uniformly over every polytope L with at most md facets
satisfying
r1
hdist(L, L0 ) ≤ η <
:
(27)
2d
every (d − 2)-dimensional disk Sϵ of radius ϵ contained in the interior of a (d − 2)-dimensional
facet of L satisfies


r1
Vold−1 (∂L0 ) · P[W ∩ Sϵ ̸= ∅] ≥ Ω
· Vold−2 (Sϵ ).
d3/2 r2 η
Moreover, for every (d − 2)-dimensional affine subspace H ⊂ Rd , P[W ∩ H > 1] = 0.

ITCS 2022

108:16 A Spectral Approach to Polytope Diameter

The proof of Lemma 23 is deferred to Section 4.4.
We rely on the following result of Dadush and Huiberts [9, Theorem 1.13] (they prove
something a little stronger, but we use a simplified bound).
▶ Theorem 24 (Shadow Vertex Bound). Suppose W is a fixed two dimensional plane and
Q = conv{v1 , . . . , vm } where vi ∼ N (ai , σ 2 I) with ∥ai ∥ ≤ 1. Then
E[|F0 (W ∩ Q)|] = O(d2.5 log2 (m)/σ 2 ).

(28)

Combining these two ingredients, we can prove Lemma 22.
(j)

Proof of Lemma 22. Fix j ≤ m and recall that rB2d ⊂ K0 ⊂ B2d by (R). Conditioning
(j)
(j)
on C, we also have hdist(K (j) , K0 ) ≤ α. Thus we may invoke Lemma 23 with L0 = K0 ,
√
L = K (j) , r1 = r, r2 = 1, and η = α = Ω(σ d log m) to obtain a probability measure ν
on two dimensional planes W ⊂ Rd with the advertised properties; note that crucially W
depends only on K0 and is independent of K. Let Iϵ be a maximal collection of disjoint
(d − 2)-dimensional disks Sϵ of radius ϵ, with each Sϵ contained in some (d − 2)-facet of L.
Notice that
Z
X
(j)
[C{|W ∩ FST | ̸= 0}KST ]

dν(W )E

S<T ∈(

=E

(j)

dν(W )C{|W ∩ FST | ̸= 0}KST

[m]

)

Z

X
S<T ∈(

)

Z

X
S<T ∈( d

≥E

[m]
d

dν(W )C

[m]
d

X

(j)

{|W ∩ Sϵ | ̸= 0}KST

by the “Moreover” part of Lemma 23

Sϵ ∈Iϵ

)

≥ EVold−1 (∂L0 )−1 Ω



r1
d3/2 r2 η






X

· C



S<T ∈(

[m]
d

(j)

|FST |KST 



by Lemma 23, choosing ϵ sufficiently small.

)

The integrand in the first expression above above is at most
m2 · E[F0 (W ∩ K)C]

[m]
since each set in d−2
appears as the intersection of at most m2 adjacent pairs S, T . Therefore
by Theorem 24 the first expression above is bounded above by O(m2 d5/2 log2 (m)/σ 2 ).
Rearranging yields





E C

X

p
(j) 
(j)
|FST |KST  ≤ O(m2 d2.5 log2 (m)/σ 2 ) · O(d3/2 σ d log m/r)Vold−1 (∂K0 ),

S<T ∈([m]
d )

implying the desired conclusion.

4.4

◀

Proof of Lemma 23

We provide an explicit construction for the distribution of W . Let L̃ = L0 + 2ηB2d and note
that its boundary ∂ L̃ is smooth; let ψ be the d − 1-dimensional surface measure on ∂ L̃.
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This equals both the d − 1 dimensional Hausdorff measure and the Minkowski content of
∂ L̃. Then let W = V + a where a is a point sampled according to ψ, and V is sampled by
taking the span of two Gaussian vectors (or any radially symmetric random vectors). In
order to compute P(V + a ∩ Sϵ ̸= ∅), it will help to first reduce it to the related probability
P(W ′ ∩ Sϵ ̸= ∅) for W = V + a′ where a′ is sampled uniformly from the unit ball which
shares a center with Sϵ . In particular, let x be the center of Sϵ and denote Bx = B2d + x.
Let ψ ′ be the d − 1-dimensional Hausdorff measure on ∂Bx . Then we will reduce to the case
of P(V + a′ ∩ Sϵ ̸= ∅) for a′ sampled according to ψ ′ . For any z, define the radial projection
Πz by
Πz (y) =

y−z
+ z.
∥y − z∥

Note that Πx is a bijection between ∂ L̃ and ∂Bx since every ray originating from x intersects
∂ L̃ in exactly one point because x is in the interior of L̃, which is convex.
▷ Claim 25. The push-forward of ψ by Πx is absolutely continuous with respect to ψ ′ with
Radon-Nikodym derivative
′
sin ϕ
d(ψ ◦ Π−1
x )(a )
=
,
′
′
dψ (a )
∥x − a∥d−1

a′ = Πx (a) ∈ ∂Bx

where ϕ is the angle in [0, π] between the tangent plane to ∂ L̃ at a and the line segment xa.
Proof. An explicit Jacobian calculation given the definition of Πx and smoothness of ∂ L̃
gives the result.
◁
▶ Lemma 26. Let z ̸∈ aff(Sϵ ) be a point such that Πz is injective on Sϵ . Let V be a random
two-dimensional subspace. Then
P(V + z ∩ S ̸= 0) = µ(Πz (S))/Ad−2
where µ is the Hausdorff measure of Πz (aff(S)) and Ad−2 = µ(Πz (aff(S))) (half the surface
area of S d−2 ).
Proof. Since aff(Sϵ ) misses z, we have that aff({z} ∪ Sϵ ) is d − 1 dimensional. On the other
hand, Πz is smooth and injective on aff(Sϵ ) so Πz (Sϵ ) itself is d − 2 dimensional. Condition
on (V + z) ̸⊂ aff({z} ∪ S) , which occurs with probability 1. Then (V + z) ∩ aff({z} ∪ S) is a
line through z. By symmetry, the intersection of that line with B2d + z will be a uniformly
random antipodal pair. Exactly one point from each pair will fall in Πz (aff(S)). Thus, the
event we care about is the event that y ∈ Πz (S) where y is sampled uniformly from µ. ◀
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The following Lemma takes a and a′ to be fixed, and depends only on the randomness of V .
▶ Lemma 27. Let a be a point not in aff(Sϵ ) and a′ = Πx (a). Let θ be the angle between Sϵ
and the ray emanating from a through x. Then, for a uniformly random 2−plane V ,
P(V + a ∩ Sϵ ̸= ∅) =

Vold−2 (Sϵ )
cos θ
(1 + O(dϵ))
Ad−2
∥x − a∥d−2

and
P(V + a′ ∩ Sϵ ̸= ∅) =

Vold−2 (Sϵ )
(cos θ)(1 + O(dϵ)).
Ad−2

where the convergence is uniform in a, a′ . In particular, the ratio of the above two quantities
is ∥x − a∥d−2 .
Proof. We apply Lemma 26 twice, both times with Sϵ playing the role of S. The first time
we take a to play the role of z, and the second time a′ . This gives
P(V + a ∩ Sϵ ̸= ∅) = µa (Πa (Sϵ ))/Ad−2

and

P(V + a′ ∩ Sϵ ̸= ∅) = µa′ (Πa′ (Sϵ ))/Ad−2

where µa , µa′ are the Hausdorff measures on Πa (aff(Sϵ )), Πa′ (aff(Sϵ )) respectively. Let µ′ be
the surface measure on aff(Sϵ ). Then the Radon-Nikodym derivatives of µ′ and the pull-backs
of µa and µa′ are
cos θya
d(µa ◦ Πa )(y)
=
dµ′ (y)
∥y − a∥d−2

′

and

cos θya
d(µa′ ◦ Πa′ )(y)
=
dµ′ (y)
∥y − a′ ∥d−2

′

where θya , θya are the angles between Sϵ and the rays from a, a′ to y respectively. This allows
us to compute
Z
cos θya
cos θxa
µa (Πa (Sϵ )) = (µa ◦ Πa )(Sϵ ) =
dµ(y)
=
Vol
(S
)
(1 + O(dϵ)).
d−2
ϵ
d−2
∥x − a∥d−2
Sϵ ∥y − a∥
′

The same is true for a′ in place of a. Note that θxa = θxa = θ, and that ∥x − a′ ∥ = 1. That
gives the desired result.
◀
▶ Lemma 28 (Reduction to ∂Bx ). Let W be as above and let W ′ be a uniformly random
two dimensional plane through a uniformly random point a′ chosen from ∂Bx . Then for
sufficiently small ϵ > 0 (depending only on L0 ):
r1
Vold−1 (∂Bx )P[W ′ ∩ Sϵ ̸= ∅]
Vold−1 (∂ L̃)P[W ∩ Sϵ ̸= ∅] ≥
8r2 η
Proof. Note that a, a′ miss aff(Sϵ ) with probability 1, so we implicitly condition on that
event in the following.
Vold−1 (∂ L̃)P[W ∩ Sϵ ̸= ∅]
Z
= P[W ∩ Sϵ ̸= ∅ a]dψ(a)
Z
′
= P[W ∩ Sϵ ̸= ∅ a′ = T (a)]d(ψ ◦ Π−1
by invertibility of Πx (25)
x )(a )
Z
sin ϕ
= P[W ∩ Sϵ ̸= ∅ a′ ]
dψ ′ (a′ ) by Claim 25
∥x − a∥d−1
Z
 sin ϕ
≥
P[W ′ ∩ Sϵ ̸= ∅ a′ ](1/2)
dψ ′ (a′ ) by Claim 27, for sufficiently small ϵ
∥x − a∥
Z
r1
r1
≥
P[W ′ ∩ Sϵ ̸= ∅ a′ ]dψ ′ (a′ ) =
Vold−1 (∂Bx )P[W ′ ∩ Sϵ ̸= ∅],
8r2 η
8r2 η
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where in the final inequality we have used ∥x − a∥ ≥ 2η − η = η and sin ϕ ≥
L̃ ⊃ L ⊃ (r1 − η)B2d ⊃ (r1 /2)B2d and L̃ ⊂ (r2 + η)B2d ⊂ 2r2 B2d .

r1
4r2

because
◀

▶ Lemma 29 (Intersection Probability for ∂Bx ).
P (W ′ ∩ Sϵ ̸= ∅) =

Vold−2 (Sϵ ) Cd
√ (1 + O(dϵ))
Ad−2
d

for some constant Cd = Θ(1) depending on d.
Proof. Using iterated expectation, we can write
P (W ′ ∩ Sϵ ̸= ∅) = E (P (W ′ ∩ Sϵ ̸= ∅ : a′ ))
where the outer expectation is over the randomness of a′ and inner probability over V . The
inner probability is given by 27 as
′
Vold−2 (Sϵ )
cos(θxa )(1 + O(dϵ)).
Ad−2
′

The only dependence on a′ is in cos(θxa ). However, by symmetry of the distribution of a′ ,
′
θxa might as well measure the angle between a uniform random vector selected from ∂Bx
and any fixed line. Thus
√
′
E[cos θxa ] = Cd / d,
for some constant Cd = Θ(1) depending on d.

◀

We can now complete the proof of Lemma 23. Combining Lemmas 28 and 29, we have
for sufficiently small ϵ > 0:
Ω(1)
r2
Vold−1 (∂Bx )· √
Vold−2 (Sϵ ) = Ω
Vold−1 (∂ L̃)P[W ∩Sϵ ] ≥
2r1 η
dAd−2



r1
3/2
d r2 η


Vold−2 (Sϵ )

since Vold−2 (∂Bx )/Ad−2 = 2π/d, as desired.

4.5

Removing Assumptions (S),(R)

In this section we explain how any instance of the smoothed unit LP model may be reduced
to one for which (S), (R) hold with parameter (11), incurring only a polynomial loss in m.
Proof of Theorem 2. The idea is to add the noise vector gj as the sum of two independent
Gaussians gj,1 ∼ N (0, σ12 ) and gj,2 ∼ N (0, σ22 ) with σ1 guaranteeing roundedness and σ2
supplying the necessary anticoncentration and concentration for the main part of the proof.
Given σ < 1/d, set
σ 1 = m8 σ 2
and σ12 + σ22 = σ 2 and let K1 be equal to K0 perturbed by g1 only. Applying Lemma 30 to
(j)
each K0 and taking a union bound, we have
(j)

K1 ⊃ rB2d

∀j ≤ m,

r = Ω(σm−5 ) = Ω(σ2 m3 ),
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with probability 1 − O(m−2 ). Since σ < 1/d, another union bound reveals that
K1 ⊂ 2B2d
with probability 1 − O(m−2 ); let K2 = K1 /2. Now K2 is an instance of the smoothed unit
LP model, (K2 , σ2 ) satisfy (R) with r = Ω(σ2 m3 ) = Ω(σ/m5 ), and
p
6 d log mσ2 = o(r/m2 ),
so (K2 , σ2 ) also satisfy (S), establishing (11) with the role of (K0 , σ) now played by (K2 , σ2 ).
Invoking Theorem 13, we conclude that with probability 1 − 1/m2 , for every ϕ ∈ (0, 1)
there is a subset G ⊂ Ω with π(G) ≥ (1 − ϕ)π(Ω) and facet diameter
Õ(m3 d8 /(σ/m8 )2 (σ/m5 )ϕ) = poly(m, d)/σ 3 ϕ.
Moreover, by Lemma 15(3), we have
χ2 (G) ≤ 2π(G) ≤ 2ϕ · π(Ω) ≤ ϕ · O(m5 /σ)χ2 (Ω),
so we conclude that χ2 (G) ≥ (1 − ψ)χ2 (Ω) for ψ = O(m5 ϕ/σ). Rewriting the diameter
bound in terms of ψ yields the desired conclusion. The probability may be upgraded to
1 − 1/poly(m) by Remark 14
◀
▶ Lemma 30 (Roundedness of Smoothed Polytopes). Suppose we have m ≥ d + 1 points
a1 , . . . , am ∈ Rd , and these are perturbed to v1 , . . . , vm by adding independent gj ∼ N (0, σ12 Id )
to each respective aj . Then, with probability at least 1 − O(m−3 ), the convex hull K of
v1 , . . . , vm contains a ball of radius rin ≥ Ω(σ1 m−5 ).
Proof. Without loss of generality, taking the first d + 1 points ai , we may assume that
m = d + 1. Then K is the convex hull of d + 1 points v1 , . . . , vd+1 . The probability that the
affine span of these points equals Rd is 1. Let rin be the inradius of K; by Lemma 19, we
have
rin ≥

mini dist(vi , aff(Fi ))
.
d+1

i ,aff(Fi ))
Let us now fix an i and obtain and obtain a probabilistic lower bound on dist(vd+1
.
Reorder the points (if necessary) so that i = d + 1. It now follows that given the the affine
span A of the points v1 , . . . , vd and given ad+1 , the distribution of dist(vd+1 , A) is the same
as the distribution of |g̃ + dist(ad+1 , A)|, where g̃ ∼ N (0, σ12 ) has the distribution of a one
dimensional Gaussian with varianceσ12 . However, the probability that |g̃ + dist(ad+1 , A)| is
less than σ1 m−4 is at most O m−4 . Therefore, by the union bound,

h
i

P min dist(vi , aff(Fi )) > σd−4 > 1 − O m−3 .
i

It follows that



σm−4
> 1 − O m−3 ,
P rin >
d+1
as desired.

◀
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Geometric Bounds on the Fastest Mixing Markov
Chain
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Abstract

In the Fastest Mixing Markov Chain problem, we are given a graph G = (V, E) and desire the
discrete-time Markov chain with smallest mixing time τ subject to having equilibrium distribution
uniform on V and non-zero transition probabilities only across edges of the graph [1].
It is well-known that the mixing time τRW of the lazy random walk on G is characterised by the
edge conductance Φ of G via Cheeger’s inequality: Φ−1 ≲ τRW ≲ Φ−2 log |V |. Edge conductance,
however, fails to characterise the fastest mixing time τ ⋆ of G. Take, for example, a graph consisting of
two n-vertex cliques connected by a perfect matching: its edge conductance is Θ(1/n), while τ ⋆ can
be shown to be O(log n). We show, instead, that is possible to characterise the fastest mixing time τ ⋆
via a Cheeger-type inequality but for a different geometric quantity, namely the vertex conductance
Ψ of G: Ψ−1 ≲ τ ⋆ ≲ Ψ−2 (log |V |)2 . We prove this result by first relating vertex conductance to a new
expansion measure, which we call matching conductance. We then relate matching conductance to a
variational characterisation of τ ⋆ (or, more precisely, of the fastest relaxation time) due to Roch [2].
This is done by interpreting Roch’s characterisation as a particular instance of fractional vertex
cover, which is dual to fractional matching. We believe matching conductance to be of independent
interest and might have further applications in studying connectivity properties of graphs.
This characterisation forbids fast mixing for graphs with small vertex conductance. To bypass
this fundamental barrier, we consider Markov chains on G with equilibrium distribution which need
not be uniform, but rather only ε-close to uniform in total variation. We call such chains almost
mixing. We show that it is always possible to construct an almost mixing chain with mixing time
τ ≲ ε−1 (diam G)2 log |V |. Our proof is based on carefully constructing a reweighted spanning tree
of G with good expansion properties and superimposing it over a simple “base” chain.
In summary, our work together with known results shows that three fundamental geometric
quantities characterise the mixing time on a graph according to three different notions of mixing:
edge conductance characterises the mixing time of the lazy random walk, vertex conductance the
fastest mixing time, while the diameter characterises the almost mixing time.
Finally, we also discuss analogous questions for continuous-time and time-inhomogeneous chains.
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Abstract
Pr

The stabilizer rank of a quantum state ψ is the minimal r such that |ψ⟩ = j=1 cj |φj ⟩ for cj ∈ C
and stabilizer states φj . The running time of several classical simulation methods for quantum
circuits is determined by the stabilizer rank of the n-th tensor power of single-qubit magic states.
We prove a lower bound of Ω(n) on the stabilizer rank of such states, improving a previous lower
√
bound of Ω( n) of Bravyi, Smith and Smolin [5]. Further, we prove that for a sufficiently small
√
constant δ, the stabilizer rank of any state which is δ-close to those states is Ω( n/ log n). This is
the first non-trivial lower bound for approximate stabilizer rank.
Our techniques rely on the representation of stabilizer states as quadratic functions over affine
subspaces of Fn
2 , and we use tools from analysis of boolean functions and complexity theory. The proof
of the first result involves a careful analysis of directional derivatives of quadratic polynomials, whereas
the proof of the second result uses Razborov-Smolensky low degree polynomial approximations and
correlation bounds against the majority function.
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Extended Abstract

Algorithms for simulating quantum circuits based on stabilizer rank decompositions is a
recent powerful paradigm for classical simulation of quantum computation [5, 3, 2]. The
computational cost of these algorithms is dominated by a certain natural algebraic and
complexity-theoretic rank measure for quantum states, called the stabilizer rank, which we
now describe.
Clifford circuits are quantum circuits which only apply Clifford gates. This is an important
class of quantum circuits which, by the Gottesman-Knill theorem [7, 1], can be efficiently
simulated by a classical algorithm. This highly non-obvious theorem follows from the fact
that such circuits can only maintain certain states known as stabilizer states.
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Lower Bounds on Stabilizer Rank

Adding T gates on top of the Clifford gates results in a universal quantum gate set,
that is, a set which can approximate every unitary operation. It is then possible, using a
simple gadget-based transformation, to “push the T gates to the inputs” and obtain an
equivalent circuit, of roughly the same size, which only uses Clifford operations, and is given,
as additional auxiliary inputs, sufficiently many copies of qubits in a so-called magic state
|H⟩. [4, 5]. This transformation only increases the circuit size by a polynomial factor. This
suggests the possibility of simulating a general quantum circuit by decomposing |H ⊗n ⟩ as a
linear combination of stabilizer states.
More formally, |φ⟩ is a stabilizer state if |φ⟩ = U |0n ⟩ where U is an n-bit Clifford unitary.
The stabilizer rank of a state |ψ⟩, denoted χ(ψ), is the minimal integer r such that
|ψ⟩ =

r
X

cj |φj ⟩ ,

j=1

where for every 1 ≤ j ≤ r, |φj ⟩ is a stabilizer state and cj ∈ C.
For any n-qubit state, the stabilizer rank is at most 2n , but much smaller upper bounds
were shown for the the stabilizer rank of |H ⊗n ⟩: it is known that χ(H ⊗n ) ≤ 2αn for
α ≤ log 3/4. [5, 10, 12].
Similarly, the δ-approximate stabilizer rank of |ψ⟩, denoted χδ (ψ), is defined as the
minimum of χ(φ) over all states |φ⟩ such that ∥ψ − φ∥2 ≤ δ [2].
A natural question is then what is the limit of such simulation methods. As the running
time of the simulation scales with the stabilizer rank, an upper bound which is polynomial
(in n) on χ(H ⊗n ) will imply that BPP = BQP and even (by simulating quantum circuits
with postselection) P = NP [2], and thus seems highly improbable. Much stronger hardness
assumptions than P ̸= NP, such as the exponential time hypothesis, imply that χ(H ⊗n ) =
2Ω(n) [11, 8].
However, in order to understand the power of quantum computation it is important to
obtain unconditional impossibility results, and thus we are interested in lower bounds on
χ(H ⊗n ) and χδ (H ⊗n ). This seems to be a challenging open problem. As we remark in the
full version of this paper, proving super-linear lower bound on χ(H ⊗n ) will solve a notable
open problem in complexity theory.
√
Bravyi, Smith and Smolin proved that χ(H ⊗n ) = Ω( n). In this paper, we improve this
lower bound, and also prove the first non-trivial lower bounds for approximate stabilizer
rank.

1.1

Our results: Improved Lower Bounds on Stabilizer Rank and
Approximate Stabilizer Rank

Our first result is an improved lower bound on χ(H ⊗n ).
▶ Theorem 1. χ(H ⊗n ) = Ω(n).
Our second result proves the first non-trivial lower bound for approximate stabilizer rank.
√
▶ Theorem 2. There exists an absolute constant δ > 0 such that χδ (H ⊗n ) = Ω( n/ log n).
These theorem together imply an inherent slowdown for any classical algorithm simulating
quantum circuits using the stabilizer rank method. They also lay the ground for future work
on improving those lower bounds, towards the goal of proving super-polynomial or even
exponential lower bounds, as is widely conjectured.
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Technique: Stabilizer States as Quadratic Polynomials

Our main proof idea is using the representation of stabilizer states as quadratic polynomials
over affine subspaces of Fn2 [6, 16]. Using the explicit representation of stabilizer states and
the magic states in the standard basis, we translate the question of proving lower bounds
into natural questions on boolean functions.
Our proof of Theorem 1 applies a carefully chosen directional (discrete) derivate to the
quadratic polynomials obtained from the stabilizer state decomposition, in order to “reduce”
a quadratic system of equations to a linear system. It also uses a classical theorem of
Kleitman theorem [9] which gives an upper bound on the size of sets of the boolean cube
with small diameter.
The proof of Theorem 2 follows a different strategy, and uses ideas from circuit complexity
theory such as low-degree polynomial approximates for low-depth circuits, and correlation
bounds for low-degree polynomials against the majority function [13, 14, 15].
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Abstract
The maximum matching problem in dynamic graphs subject to edge updates (insertions and deletions)
has received much attention over the last few years; a multitude of approximation/time tradeoffs
were obtained, improving upon the folklore algorithm, which maintains a maximal (and hence
2-approximate) matching in O(n) worst-case update time in n-node graphs.
We present the first deterministic algorithm which outperforms the folklore algorithm in terms of
both approximation ratio and worst-case update time. Specifically, we give a (2 − Ω(1))-approximate
algorithm with O(m3/8 ) = O(n3/4 ) worst-case update time in n-node, m-edge graphs. For sufficiently
small constant ϵ > 0, no deterministic (2 + ϵ)-approximate algorithm with worst-case update time
O(n0.99 ) was known. Our second result is the first deterministic (2 + ϵ)-approximate weighted
√
√
matching algorithm with Oϵ (1) · O( 4 m) = Oϵ (1) · O( n) worst-case update time. Neither of our
results were previously known to be achievable by a randomized algorithm against an adaptive
adversary.
Our main technical contributions are threefold: first, we characterize the tight cases for kernels,
which are the well-studied matching sparsifiers underlying much of the (2 + ϵ)-approximate dynamic
matching literature. This characterization, together with multiple ideas – old and new – underlies
our result for breaking the approximation barrier of 2. Our second technical contribution is the first
example of a dynamic matching algorithm whose running time is improved due to improving the
recourse of other dynamic matching algorithms. Finally, we show how to use dynamic bipartite
matching algorithms as black-box subroutines for dynamic matching in general graphs without
incurring the natural 32 factor in the approximation ratio which such approaches naturally incur
(reminiscent of the integrality gap of the fractional matching polytope in general graphs).
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1

Introduction

We study the dynamic (weighted) matching problem, where our goal is to maintain an
approximately maximum (weight) matching subject to edge updates (insertions and deletions)
in a dynamically evolving graph.
For approximation and update time, there are two natural barriers for the dynamic
matching problem: an approximation ratio of 2, and an update time of O(n). Both bounds
are achieved by a folklore deterministic algorithm maintaining a maximal matching in worstcase update time O(n) (see Figure 1). Moreover, both bounds stand at the frontier of
known time/approximation tradeoffs for randomized and deterministic dynamic matching
algorithms. For example, an approximation ratio of 2 is the best approximation ratio known to
be achievable in polylogarithmic worst-case update time [6] or constant amortized time [33] for
randomized algorithms.1 Similarly, an approximation ratio of 2 + ϵ is the best approximation
ratio known to be achievable in polylogarithmic amortized update time deterministically
[13, 12] or worst-case polylogarithmic update time without the oblivious adversary assumption
√
[35].2 On the other hand, O( m) = O(n) is the current best worst-case update time for
deterministic algorithms achieving better than 2 approximation [21, 31, 29]. Moreover,
an update time of Ω(n) (ignoring sub-polynomial factors) is known to be necessary for
(exact) dynamic matching, assuming any one of several widely believed conjectures, including
the Strong Exponential Time Hypothesis, and the 3SUM, APSP, and OMv conjectures
[16, 23, 26].
Init: M ← ∅.
Insert(e): If both u, v ∈ e are unmatched in M , then M ← M ∪ {e}.
Delete(e): If e ∈ M , for each v ∈ e, if v has an unmatched neighbor w, then
M ← M ∪ {(v, w)}.
Figure 1 The Folklore Algorithm.

Given the above, breaking the approximation ratio of 2 and worst-case update time of
O(n) barriers stand as two recurring goals of the rich literature on the dynamic matching
problem. A concentrated effort, starting with the influential work of Onak and Rubinfeld
[30], has resulted in numerous algorithms breaking either one of these barriers individually
[2, 30, 33, 14, 1, 6, 12, 11, 13, 21, 29, 7, 8, 31, 35, 3, 9]. However, despite this long line of work,
both barriers were not known to be surpassable simultaneously without assuming sparsity or
bipartiteness [21, 7, 29, 31, 35], settling for amortized update time [8], or using randomness
and the oblivious adversary assumption [4]. Whether or not there exists a deterministic
algorithm that beats the trivial folklore O(n)-time maximal matching algorithm both in
terms of worst-case update time and approximation ratio, thus simultaneously breaking these
two natural barriers for this problem in its full generality, remained a vexing open problem.

1
2

A dynamic algorithm has amortized update time f (n) if for any sequence of t updates starting with the
empty graph, the algorithm takes t · f (n) time.
The oblivious adversary assumption stipulates that the update sequence is generated non-adaptively,
and in particular each update is independent of the algorithm’s previous random coin tosses. This
assumption, needed for the analysis of many randomized dynamic algorithms, rules out their black-box
use in many applications. See [28, 35] for discussions.
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Results

We resolve the above open problem, and present the first deterministic algorithm which
outperforms the folklore dynamic matching algorithm, in terms of both approximation and
worst-case update time. Our main result is the following.

▶ Theorem 1. (Beating the Folkore Algorithm) There exists a deterministic 1.999999approximate dynamic matching algorithm with worst-case update time O(m3/8 ).

Prior to this work, no deterministic algorithm was known to achieve 2+ϵ approximation in
Oϵ (n0.99 ) worst-case update time, where Oϵ (·) suppresses dependencies on ϵ. As a byproduct
of the algorithm given for Theorem 1, we obtain a secondary result, rectifying this state of
affairs for both the matching and weighted matching problem and present the first (2 + ϵ)approximate matching algorithm with (polynomially) sub-linear update time for any constant
ϵ > 0.
▶ Theorem 1.1 (Informal for Weighted). There exist deterministic (2+ϵ)-approximate dynamic
√
matching and weighted matching algorithms with worst-case update time Oϵ (1) · O( 4 m) =
√
Oϵ (1) · O( n).
√
For constant ϵ > 0, the update time of the algorithms of Theorem 1.1 is O( 4 m). Such
worst-case update time was only previously known to yield a (9/4 + ϵ) approximation (see [5,
Section 7] and the full version of the paper for details), or worse [35].
We contrast our results with prior linear- and sublinear-time deterministic algorithms in
Table 1.
Table 1 Known O(n) Time Deterministic Dynamic Matching Algorithms in General Graphs
(References are to the latest publication, with the first publication venue in parentheses).
Approx.
4+ϵ
3+ϵ
9/4 + ϵ
(2 + ϵ) · c
2+ϵ
2+ϵ

Update Time
√
O( 3 m/ϵ2 )
√
O( n/ϵ)
√
O( 4 m) · poly(1/ϵ)
1/c

) · poly(1/ϵ)
√ √
O( 4 m/ ϵ)

Õ(n

poly(log n, 1/ϵ)

Worst Case

Notes

Reference

✓
✗

Bhattacharya et al. (SODA ’15) [11]

✓

Bernstein et al. (STOC ’21) [5]

✓
✓
✗

∀c ≥ 1

Wajc (STOC ’20) [35]
This Work
Bhattacharya et al. (STOC ’16) [12]
Bhattacharya and Kiss (ICALP’21) [13]

2
1.999999
3/2 + ϵ
3/2
1+ϵ

O(n)
√ √
O( n · 8 m)
√
O( 4 m/ϵ2.5 )
√
O( m)
√
O( m/ϵ2 )

✓

Folklore

✓

This Work

✗

Bernstein and Stein (SODA ’16) [8]

✓

Neiman and Solomon (STOC ’13) [29]

✓

Gupta and Peng (FOCS ’13) [21]
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1.2

Our Approach in a Nutshell

Warm-up: Faster (2 + ϵ)-Approximate Matching. Our starting point is the highly
successful matching sparsifiers of Bhattacharya, Henzinger, and Italiano [11] – termed kernels
– previously used in numerous dynamic matching algorithms [11, 1, 35, 12, 5]. Kernels are
(2 + ϵ)-approximate matching sparsifiers (i.e., these subgraphs contain a (2 + ϵ)-approximate
matching), of small maximum degree, d = o(n). To obtain approximation ratios close
to (2 + ϵ), it is therefore natural to combine kernel-maintenance algorithms with known
near-maximum (i.e., (1 + ϵ)-approximate) algorithms with worst-case update time linear in
the maximum degree [21, 31]. This seems to suggest an O(T + d) time (2 + O(ϵ))-approximate
algorithm, where T is the update time for maintaining the kernel.
Unfortunately, combining these two ideas does not immediately result in an O(T + d)
update time. This is because near-maximum matching algorithms take O(d) time per update
to the kernel, and not per update to the input dynamic graph G. Consequently, if c is the
number of changes to the kernel per update to G, then combining these algorithms yields an
update time of O(T + c · d). Prior deterministic kernel maintenance algorithms [11] all had
c · d = Ω(n) in the worst case. Consequently, no deterministic (2 + ϵ)-approximate algorithm
with worst-case o(n) time was previously known.
In Section 4, we show how to de-amortize an Oϵ (n/d) update time kernel maintenance
√
algorithm of Bhattacharya et al. [11] (and speed it up by an O(n/ m) factor in the full
version of the paper), while making only c = O(1) updates to the kernel K per update to
√
G. Setting the kernel’s (tunable) maximum degree to d = 4 m yields our sublinear (2 + ϵ)approximate unweighted algorithm of Theorem 1.1. Our weighted algorithm of the same
theorem (see the full version) uses our kernel algorithm and the recent dynamic weighted
matching framework of Bernstein et al. [5].
Breaking the Barrier of Two. If the kernel K which we maintain happens to be a (2 − ϵ)approximate matching sparsifier, then a near-maximum matching in K would be a (2 − Ω(ϵ))approximate matching in G, maintainable in worst-case o(n) update time. Unfortunately,
the (2 + ϵ) approximation ratio can be tight for kernels. Nonetheless, we show that it is
possible to use kernels to obtain better-than-two-approximate matchings dynamically.
Our high-level approach is a natural one: we find a bounded-degree subgraph A, whose
union with the kernel contains, say, 2ϵ · µ(G) disjoint augmenting paths with respect to
some maximum matching in the kernel K. Since the kernel K is (2 + ϵ)-approximate, the
augmented kernel AK := A ∪ K is therefore (2 − ϵ)-approximate, whether or not the kernel is
(2 − ϵ)-approximate. Therefore, we can maintain in o(n) worst-case update time, a (1 + O(ϵ))approximate matching in this low-degree subgraph, AK, giving a (2 − O(ϵ))-approximate
matching in G.
The above approach seems simple, but its dynamic implementation presents two challenges.
The first challenge is to identify a dynamically maintainable sparse subgraph A whose edges
“augment” the kernel. The second challenge is to guarantee that following each update to G,
the worst-case number of changes to the augmented kernel AK = A ∪ K is small. This is
crucial, since the time to update the output matching, i.e., a near-maximum matching in
AK, is proportional to the product of the maximum degree of AK and the number of edge
updates to AK per update to G.
Identifying Good Augmentations. Our first key observation is a structural characterization
of kernels which are worse than (2 − ϵ)-approximate. First, we show that such a kernel K
contains a maximum matching M such that nearly all connected components of M ∪ M ∗
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(where M ∗ is any maximum matching in G) are augmenting paths of length three w.r.t. M .
Moreover, in the vast majority of these augmenting paths, the edges of M ∗ connect a highand a low-degree node in K. This motivates us to compute a large matching M ′ in the
bipartite subgraph between high- and low-degree nodes in K, in the hope that such an M ′
contains edges of G \ K whose addition to the kernel K increases its maximum matching size.
(Foreshadowing our use of the dynamic bipartite matching algorithm of Bernstein and Stein
[7], we focus on (3/2 + ϵ)-approximate matchings in this subgraph.) While a single such
matching M ′ is insufficient, we show in Section 3.3 that the union of two (3/2+ϵ)-approximate
matchings in two similarly-defined bipartite subgraphs do constitute a good bounded-degree
augmentation A of the kernel. That is, the augmented kernel, AK = A ∪ K, contains a
(2 − ϵ)-approximate matching. This allows us to use kernels and (3/2 + ϵ)-approximate
bipartite matching algorithms to obtain (2 − ϵ)-approximate matchings in general graphs in
a static setting.
Dynamizing Our Approach. An intricate part of this work is in dynamizing our outlined
approach. For this, we must (i) make few changes to the bipartite subgraphs derived from K
(as each such change will cost the update time of the bipartite matching algorithm), and
(ii) make few changes to the matchings computed in these subgraphs (as each such change
will cost the update time of the bounded-degree algorithm in K). However, the bipartite
subgraphs discussed in our static approach above are defined by degrees in the kernel K,
which may change abruptly, resulting in vertex updates (vertex insertions and deletions) in
these bipartite subgraphs. This is problematic, as no (2 − Ω(1))-approximate algorithm is
known with o(n) vertex update time, even in bipartite graphs.
Approximate Degrees, and Star Updates. To overcome the above bottleneck, we extend
our static approach, and prove that a sparse augmentation A of the kernel K is also obtained
from the union of large matchings in some O(1) bipartite subgraphs, B1 , B2 , . . . , BO(1) ,
defined based on approximate degrees in K (see Section 3.4 for precise definition). The key
advantage of basing these subgraphs on approximate degrees is that (i) we can maintain such
approximate degrees, and hence these subgraphs, in o(n) update time (see the full version),
and (ii) these bipartite subgraphs {Bi }i change less abruptly than their exact-degree-based
counterparts. In particular, each change in G (and hence in K) results in local changes to
the approximate degrees. Specifically, each update to G causes the bipartite subgraphs {Bi }i
to change by star updates – addition/removal edges of a star graph with b = o(n) edges.
These star updates are doubly beneficial: first, they allow us to maintain, using the
bipartite algorithm of Bernstein and Stein [7], a (3/2 + ϵ)-approximate matching Mi in each
√
Bi in worst-case update time b · Oϵ ( 4 m), which for our values of b is sublinear in n. Second,
since a star update only increases or decreases the size of any matching by at most one,
we can appeal to (a slight extension of) the recent framework of Solomon and Solomon
[32] for decreasing recourse (number of changes to the output per update) to guarantee
that each matching Mi only changes by O(1/ϵ) = O(1) edges per star update, and hence
per update to G. We then take the union of these dynamic matchings {Mi }i to be our
S
dynamic augmentation, A = i Mi , which changes by O(1) edges per update to G. Since
the kernel likewise changes by O(1) edges per update to G, we have that the augmented
kernel AK = A ∪ K, which has maximum degree d + O(1), has c = O(1) edge changes
per update to G. This then allows us to maintain a near-maximum matching in AK in an
additional O(c · d) = O(d) = o(n) worst-case time per update in G. By our structural results
of Section 3, this last matching is a (2 − Ω(ϵ))-approximate matching in G, yielding our main
result, Theorem 1.
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1.2.1

Conceptual Contributions

As the above overview suggests, our main result requires a careful combination of a number
of ideas. Here we outline the key novel ideas.
Our first new contribution is a structural characterization of “tight” kernels, i.e., kernels
whose approximation is no better than roughly two approximate. Given the use of kernels in
the dynamic matching literature [11, 1, 35, 5], it seems plausible that this characterization
will prove useful in subsequent developments in the area.
Our second contribution is in exhibiting the power of dynamic matching algorithms for
restricted class families – bipartite graphs – to improve algorithms in general graphs. Prior
work has relied on fast algorithms for bounded-degree [21] or bounded-arboricity graphs
[31] to improve their running time [7, 8, 1, 35, 13]. We present the first use of dynamic
matching algorithms for bipartite graphs to improve dynamic matching algorithms in general
graphs (beyond the trivial, yet overlooked reduction which incurs a loss factor of 32 in the
approximation ratio (see details in the full version). This adds to the list of tools for dynamic
matching algorithms.
Finally, our work reinforces the message of prior work, that the study of dynamic
algorithms with bounded recourse (number of changes to the output) may be of interest
beyond its fundamental nature: reducing recourse may prove useful in reducing algorithms’
update time (as we show – even for the same problem!). This suggests that some slow but
recourse-bounded algorithms, may prove useful in designing fast algorithms for problems for
which no such algorithms are known (e.g., [20, 10]).

1.3

Related Work

We briefly review the most relevant algorithmic results for the dynamic matching problem.
For a more detailed survey of the rich literature on dynamic matching and dynamic algorithms
more broadly, we refer to the recent survey of Hanauer et al. [22].
Breaking the Approximation Barrier of Two. For many computational models with
dynamic inputs, such as streaming and online algorithms, an approximation ratio of two
is easy to achieve for the maximum matching problem, and beating this bound is either a
major open problem, or is provably impossible [18]. In the dynamic graph setting, Neiman
and Solomon [29] were the first to break the natural approximation ratio of two, giving an
√
O( m) = O(n) worst-case time algorithm with approximation ratio of 32 , later improved to
(1 + ϵ) [21]. Bernstein and Stein [7, 8] then showed how to maintain a 32 + ϵ approximation in
√
√
O( 4 m/poly(ϵ)) = O( n/poly(ϵ)) time – worst-case for bipartite graphs, and amortized for
general graphs. In a recent work, Behnezhad et al. [4] showed that for any ϵ > 0, there exists
a randomized algorithm with worst-case O(∆ϵ ) = O(nϵ ) update time, and approximation
1
ratio of 2 − 1000·2
13/ϵ , also relying on the search for short augmenting paths. For this, their
algorithm crucially relies on the oblivious adversary assumption. Whether the barrier of 2
can be broken in o(n) worst-case time by an algorithm (whether deterministic or randomized)
which does not require this assumption remained a tantalizing open question, which we
resolve in the affirmative.
Breaking the O(n) Worst-Case Time Barrier. As mentioned above, Ω(n) update time is
likely impossible for exact dynamic matching algorithms [16, 23, 26]. On the other hand,
the dynamic matching literature abounds with (approximate) algorithms breaking the O(n)
time barrier [35, 1, 14, 6, 13, 11, 12, 33, 30]. For example, Wajc [35] presented a family of
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deterministic algorithms trading off worst-case update time and approximation, requiring
Õ(n1/c · poly(1/ϵ)) update time for (2 + ϵ) · c approximation, for any c ≥ 1 and ϵ > 0.
This, however, does not result in o(n) update time for all 2 + ϵ approximation, let alone
for 2 − Ω(1) approximation. The only sub-linear time sub-2-approximate algorithms known
in general graphs are the aforementioned randomized algorithm of Behnezhad et al. [4]
and the deterministic amortized time algorithm of Bernstein and Stein [8]. Indeed, for 9/4approximate matching (or better), no deterministic algorithm for general graphs with o(n)
worst-case update time was previously known. On the other hand, the extent of the usefulness
of randomization and amortization are key questions in the dynamic algorithms literature.
Fittingly, much effort has been spent on de-randomizing and de-amortizing dynamic matching
results (see, e.g., [13, 6]). In this work, we show that neither randomization nor amortization
are needed to achieve sub-linear-time sub-two-approximate dynamic matching algorithms.
Subsequent work. Following the posting of this work, two papers obtaining improved
√
3/2 + ϵ approximation in deterministic o(n) worst-case update time (respectively, in Oϵ ( 4 m)
√
and Oϵ ( n)) were posted [19, 24]. Those later papers’ techniques are orthogonal to ours.

2

Preliminaries

Problem statement. Our input is a dynamically changing graph G = (V, E), initially
empty, undergoing edge updates (insertions and deletions). We denote by Gt this graph after
t updates. The objective is to maintain a matching, i.e., a node-disjoint set of edges, of size
close to the maximum matching size, µ(G), spending little time following each update. We
denote a maximum (weight) matching in G by M ∗ . For a weighted graph G = (V, E, w), we
wish to compute a matching whose weight approximate the maximum weight matching in G,
P
denoted by M W M (G) := w(M ∗ ) := e∈M ∗ w(e).
Matching Theory Basics. A matching M is (inclusion-wise) maximal in G = (V, E) if G
contains no matching M ′ ⊋ M . For a matching M in G = (V, E), an alternating path P
in G is a path whose edges alternate between M and E \ M . An augmenting path is an
alternating path whose endpoints are unmatched in M . For a set of k disjoint augmenting
S
paths P1 , P2 , . . . , Pk with respect to M , the symmetric difference between M and P := i Pi ,
L
denoted by M
P , is a matching of cardinality |M | + k, matching all nodes matched by M
(and others). The symmetric difference of M and M ∗ consists of even length paths and cycles,
as well as |M ∗ | − |M | odd-length augmenting paths. We say an edge e ∈ M is 3-augmentable
L ∗
if the connected component of M
M containing e is an augmenting path of length three.
A standard result in matching theory (see, e.g., [25, Lemma 1]) is that a maximal matching
which is not much better than 2-approximate must consist mostly of 3-augmentable edges.

▶ Proposition 2.1. Let ϵ ≥ 0. Let M be a maximal matching of G s.t. |M | ≤ 12 + ϵ · µ(G).
Then M contains at least 12 − 3ϵ · µ(G) edges which are 3-augmentable.

2.1

Dynamic Matching Background

In addition to our new structural results and algorithms, our work will rely on a number of
previous algorithms from the dynamic matching literature, which we now outline.
Bounded-Degree Algorithms. One useful property for approximate dynamic matching is
the “stability” of the matching problem, first used in a dynamic setting by Gupta and Peng
[21], which implies that for an α-approximate matching M in Gt , the undeleted edges of
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M by time t′ ∈ [t + 1, t + ϵ · µ(Gt )] constitute an α(1 + ϵ)-approximate matching in Gt′ .
Combined with static linear-time near-maximum matching algorithms [27, 17], this yields
near-maximum algorithms with worst-case update time linear in the maximum degree. This
is implied by the work of Gupta and Peng [21] (first observed in Bernstein and Stein [7]) and
by the arboricity-time algorithm of Peleg and Solomon [31]. For completeness, we provide a
short proof in the full version of the paper.
▶ Proposition 2.2 (Bounded-Degree Algorithm). For any ϵ ≤ 1/3, there exists a deterministic
(1 + ϵ)-approximate matching algorithm with worst-case update time O(∆/ϵ2 ) in dynamic
graphs with maximum degree at most ∆.
Kernels. Proposition 2.2 motivates the study of dynamic matching sparsifiers – sparse
(specifically, low-degree) subgraphs which approximately preserve the maximum matching
in the dynamic graph G. This is the approach followed by numerous works in this area
[1, 11, 7, 8, 5, 21, 35, 13]. One family of sparsifiers which have proven useful in a number of
these works are kernels, introduced by [11].
▶ Definition 2.3 (Kernels [11]). An (ϵ, d)-kernel of a graph G = (V, E) is an edge-induced
subgraph K = (V, EK ) satisfying the following properties:
(P1 ) maxv∈V dH (v) ≤ d.
(P2 ) maxv∈e dH (v) ≥ d(1 − ϵ) for each edge e ∈ E \ EK .
By definition, kernels are low-degre subgraphs, and hence one can maintain a nearmaximum degree in these graphs in time Oϵ (d), by Proposition 2.2. The following proposition
implies that such a near-maximum matching in a kernel K is also large in G. (See [1, 35, 11]
for proofs.)
▶ Proposition 2.4 (The Basic Kernel Lemma). Let ϵ ∈ (0, 1/2) and d ≥ 1/ϵ. If K = (V, EK )
is an (ϵ, d)-kernel of G = (V, E), then µ(G) ≤ 2(1+ϵ)
1−ϵ · µ(K) ≤ (2 + 8ϵ) · µ(K).
Combining propositions 2.2 and 2.4, one obtains (2 + O(ϵ))-approximate matching
algorithms with update time O((d/ϵ2 ) · C(ϵ, d) + T (ϵ, d)) from (ϵ, d)-kernel maintenance
algorithms with T (ϵ, d) update time and C(ϵ, d) changes to the kernel per update to G. Our
result of Theorem 1.1 follows precisely this well-trodden path. The key novelty in our work
is showing how to surpass the approximation factor of 2 + ϵ obtainable using kernels alone.
Fast Bipartite Matching. In our main algorithm we dynamically maintain large matchings
in dynamically changing bipartite subgraphs of G, using the following result of Bernstein
and Stein [7].
▶ Proposition 2.5. (Dynamic Bipartite Matching) Let ϵ > 0. There exists a (3/2 + ϵ)√
approximate dynamic bipartite matching algorithm with worst-case update time O( 4 m ·
poly(1/ϵ)).
Bounding Recourse. Recall that to dynamize our main approach, we need that the augmenting edges A, which are the union of large matching Mi in appropriately-chosen bipartite
subgraphs Bi , must change slowly. That is, the number of changes to these Mi per update,
also referred to as recourse, should be small. For this, we rely on the following (minor
extension) of the recent black-box reduction of Solomon and Solomon [32, Theorem 3], which
we prove in the full version of the paper for completeness.
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▶ Proposition 2.6 (Bounded Recourse). For any α ≥ 1 and ϵ ∈ (0, 1/6), if there exist an
α-approximate dynamic matching algorithm with worst-case update time T , then there exists
an α(1 + ϵ)-approximate dynamic matching algorithm with worst-case update time T + O(1/ϵ)
and worst-case recourse bound O(1/ϵ). This applies under edge and/or node updates and/or
star updates.
Solomon and Solomon [32] note that in some settings, bounded recourse translates to bounded
running time. Our work provides another concrete example of this phenomenon, in a dynamic
setting.

3

Identifying Augmentations to Kernels

In this section we characterize a bounded-degree subgraph A whose addition to K results
in a better-than-two-approximate matching sparsifier, AK := A ∪ K. In following sections
we will show that this subgraph AK is also efficiently maintainable. To focus on the key
ideas, we mostly provide brief proof sketches here, deferring most full proofs with detailed
calculations to the full version of the paper.
Our starting point, in Section 3.1, is an extension of the proof of the approximation ratio
of kernels, to obtain bounds on degrees in K of endpoints of any maximum matching M ∗ in
G, whenever such K is worse than (2 − δ)-approximate. In Section 3.2 we leverage these
degree bounds to characterize (most) augmenting paths of some maximum matching M in K
in terms of the K-degree of their nodes. In Section 3.3 we use this characterization to prove
that large matchings in two bipartite subgraphs, defined by degrees in K (broadly: low-degree
and high-degree nodes on opposite sides), are precisely the desired set A. Unfortunately,
defining these subgraphs based on degrees in K, which may change abruptly, causes updates
to G (and hence to K) to result in node updates in these subgraphs, requiring Ω(n) update
time. In Section 3.4 we show that large matchings in some O(1) bipartite subgraphs defined
by approximate degrees in K (causing these graphs to only change by small star updates)
still result in a sufficient Ω(δ · µ(G)) augmenting paths with respect to M .
Notation and parameters. In this section we fix an (ϵ, d)-kernel K = (V, EH ) of graph
G = (V, E) with ϵ = 2×10−8 and d ≥ 1/ϵ. We also fix two additional parameters δ = 2×10−6
and s = 2×10−4 . We assume that µ(G) ≥ (2−δ)·µ(K), and search for a sparse augmentation
A of K, resulting in a sparse subgraph AK := A∪K with µ(G) ≤ (2−δ)·µ(AK). Our choices
of values for ϵ, d, s and δ are taken to make these numbers rather round, while allowing δ to
⋆

be close to its highest possible value. We indicate by f (ϵ, s, δ) ≤ g(ϵ, s, δ) inequalities which
hold for sufficiently small ϵ, s, δ, ϵ/δ and δ/s, and which specifically hold for our particular
choices of ϵ, s and δ.

3.1

The Extended Kernel Lemma

By Proposition 2.4, kernels are (2 + O(ϵ))-approximate sparsifiers. In this section we prove
that for a kernel K to be not much better than a 2-approximation, most edges of any
maximum matching M ∗ in G must have their endpoint degrees in K sum to roughly d. More
precisely, we prove the following.
▶ Lemma 3.1 (Extended Kernel Lemma). For any maximum matching M ∗ in G, at most
δ
∗
| edges e ∈ M ∗ satisfy either of the following conditions.
s · |M
P
1.
d (v) ≥ d · (1 + s − 2ϵ).
Pv∈e K
2.
v∈e dK (v) ≤ d · (1 − s + 2ϵ) and e ∈ EK .
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We now outline the proof approach, deferring a full proof with detailed calculations to
the full version of the paper.
Proof (Sketch). The basic kernel lemma, Proposition 2.4, which this lemma extends, is
obtained by considering a fractional matching ⃗x in K, with values determined by a maximum
P
matching M ∗ in G. For this fractional matching ⃗x, nodes’ fractional degrees, yv := e∋v xe ,
satisfy the following bound.
X
yv ≥ 1 − ϵ
∀e ∈ M ∗ .
(1)
v∈e

This bound directly implies that this fractional matching x has large value in terms of
|M ∗ | = µ(G).
X
e

xe =

1X
1 X X
1
yv ≥ ·
yv ≥ · (1 − ϵ) · µ(G).
2 v
2
2
∗ v∈e

(2)

e∈M

In bipartite graphs G, where the fractional matching polytope is integral, this immediately
P
implies that µ(K) ≥ e xe ≥ 1−ϵ
2 · µ(G). In general graphs, using an application of Vizing’s
edge coloring theorem (see the full version), one can show that for this particular fractional
matching ⃗x, the kernel K contains a large integral matching M of nearly the same size as
x’s value, namely
µ(K) ≥ |M | ≥

X
1
1
·
xe ≥
· xe .
1 + 1/d e
1+ϵ

(3)

Combining equations (2) and (3) directly yields Proposition 2.4.
Our key observation is that the fractional degree bound of Equation (1) is loose if either
P
condition (1) or (2) hold for edge e ∈ M ∗ . For such edge e we have that v∈e yv ≥ 1 + s − 4ϵ.
Consequently, if r is the number of edges of M ∗ satisfying either condition, then the
above observation and Equation (1) imply that the fractional matching ⃗x has size at least
P
1−ϵ
e xe ≥ 2 · µ(G) + r · (s − 3ϵ). By Equation (3), an increase in r therefore increases our
lower bound on µ(K) in terms of µ(G). Thus, the inequality µ(G) ≥ (2 − δ) · µ(K), and
some simple calculations, implies the claimed upper bound on r.
◀

3.2

Characterizing augmenting path node classes

In this section, we characterize the structure of length-three augmenting paths based on
node degree classes, which we now define.
▶ Definition 3.2. A node v has super-high/high/medium/low degree in K for i ∈ [ 1ϵ ], if it
belongs to the following sets, respectively.3

(i)
VSH := v

(i)
VH := v

(i)
VM := v

(i)
VL := v
3

∈ V | dK (v) ≥ d · 1 − ϵ − iϵ2




∈ V | dK (v) ≥ d · 1 − 2s − iϵ2


∈ V | dK (v) ∈ d · s + iϵ2 , d · 1 − 2s − iϵ2

∈ V | dK (v) ≤ d · s + iϵ2 .

For notational simplicity, we assume that d is an integer multiple of 1/ϵ. Since d =≥ 1/ϵ, this is WLOG,
up to rounding of d, which at most increases our running time by an O(1) factor.
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The proofs of sections 3.2 and 3.3 will hold for any i ∈ [ 1ϵ ]. Therefore, for notational
simplicity, we fix some such i, and drop the notation (i) from the node’s classes. The reader
will be relieved to know that they need not commit to memory the exact formulae defining
the sets VSH , VH , VM and VL . In particular, until Section 3.4, these formulae will only be
used explicitly in the following two observations and lemma.
▶ Observation 3.3. We have that VSH ⊆ VH . Also, VH , VM , and VL are disjoint.
Next, we note that Lemma 3.1 implies constraints on degree classes of endpoints of M ∗
edges.
▶ Observation 3.4. At most δs · µ(K) edges (u, v) ∈ M ∗ satisfy either of the following
conditions.
1. (u, v) ∈ (VM × VSH ) ∪ (VH × VH ).
2. (u, v) ∈ VL × (VL ∪ VM ).
Proof. Condition (1) is a special cases of Condition (1) of Lemma 3.1. On the other hand,
every edge (u, v) ∈ VL × (VL ∪ VM ) has no super-high degree endpoint, and so by Property
(P2 ) of a kernel, must belong to EK . Therefore, Condition (2) is a special case of Condition
(2) of Lemma 3.1 too. The bound on the number of edge in M ∗ satisfying either condition
above therefore follows from Lemma 3.1.
◀
Next, we note that some maximum matching M in K matches most VH nodes.
▶ Lemma 3.5. Some maximum matching M in K leaves at most 7s · µ(K) nodes of VH
unmatched.
Proof (Sketch). First, we note that there exists a (possibly non-maximum) matching M ′
in K which leaves at most O(s) · µ(K) high-degree nodes in K unmatched. This follows by
considering a (d + 1)-edge-coloring of K (guaranteed to exist by ∆(K) ≤ d and Vizing’s
theorem), and noting that a high degree node v in such a color is matched with probability at
least dK (v)/(d+1) ≥ 1−O(s). Linearity of expectation then implies a bound of O(s)·|VH | on
the number of nodes in VH unmatched by M ′ . However, |VH | can be shown to be O(µ(K)),
and so we find that M ′ leaves at most O(s) · µ(K) unmatched nodes in VH . The proof is
completed by augmenting M ′ to be a maximum matching in M while only adding to the set
of matched nodes.
◀
For the remainder of Section 3, we let M be the maximum matching in K guaranteed
by Lemma 3.5. That lemma, and Property (P2 ) of kernel K implies that M is an O(s)approximately maximal matching, i.e., it is a matching which is maximal in a subgraph
obtained by removing some O(s) · µ(G) nodes (and their edges). These type of matchings
were useful for Peleg and Solomon [31] when studying bounded-arboricity graphs, and will
prove useful for us, too. In particular, since such a matching is maximal in a graph G[V \ U ]
with essentially the same matching size as G, we can appeal to Proposition 2.1 to argue that
M has many 3-augmentable edges (see the full version).
▶ Lemma 3.6. At least (1 − 88s) · µ(K) edges of M are 3-augmentable.
In what follows, we will show that most length-three augmenting paths in M ∪ M ∗ belong
to one of a small number of types, which we now define. Note that since M is maximum in
K, it admits no augmenting paths in EK , and hence an augmenting path v1 − v2 − v3 − v4
cannot have both of its M ∗ edges (v1 , v2 ) and (v3 , v4 )) in EK . Therefore, we assume WLOG
that (v3 , v4 ) ̸∈ EK .
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▶ Definition 3.7. We say a length-three augmenting path p : v1 − v2 − v3 − v4 with edges
ei = (vi , vi+1 ) for i ∈ [3] and e3 = (v3 , v4 ) ̸∈ EK is frequent if it belongs to one of the
following types (see Figure 2):
Type 1: (v1 , v2 , v3 , v4 ) ∈ VL × VSH × VSH × VL .
Type 2: (v1 , v2 , v3 , v4 ) ∈ VL × (VH \ VSH ) × VSH × VL and e1 ∈ EK .
Type 3: (v1 , v2 , v3 , v4 ) ∈ VM × (VH \ VSH ) × VSH × VL and e1 ∈ EK .
Type 4: (v1 , v2 , v3 , v4 ) ∈ VM × VM × VSH × VL and e1 ∈ EK .
VL

VL

VL

VL

VL

VL

VM

VL

VM

VL

v1

v4

v1

v4

v1

v4

v1

v4

v1

v4

v2

v3

v2

v3

v2

v3

v2

v3

v2

v3

VSH

VSH

VSH

VSH

VH \ VSH

VSH

VH \ VSH

VSH

VM

VSH

(1)

(1)

(2)

(3)

(4)

Figure 2 Frequent length-three augmenting paths.
Subfigures are labeled by their path’s type number. (Note the two type (1) paths.)
Kernel edges are solid and non-kernel edges are dashed. Nodes are labeled by their class.

We now prove that these path types are indeed frequent, as their name suggests. Let
nf and nif denote the number of frequent and infrequent (i.e., not frequent) length-three
augmenting paths in M ∪ M ∗ , respectively. We prove the following.

▶ Lemma 3.8. We have that nif ≤ 7s + δs · µ(K) and nf ≥ (1 − 100s − δs ) · µ(K).
Proof. In what follows, whenever discussing a length-three augmenting path, we denote
it by p : v1 − v2 − v3 − v4 , and denote its edges by ei = (vi , vi+1 ) for i ∈ [3]. Since M is
a maximum matching in K, we cannot have e1 , e3 ∈ EK , since the converse would entail
an augmenting path for M in K, contradicting |M | = µ(K). So, we assume WLOG that
e3 ̸∈ EK . We start by upper bounding the number of infrequent paths, first considering them
by their first node, v1 .
By Observation 3.4, at most δs · µ(K) length-three augmenting paths are infrequent paths
due to (v1 , v2 ) ∈ VL × (VL ∪ VM ) or (v1 , v2 ) ∈ VM × (VL ∪ VSH ). Now, by Lemma 3.5, at most
7s · µ(K) length-three augmenting paths have a VH node as one of their endpoints (i.e., their
nodes v1 , v4 , which are unmatched in M ). This accounts for infrequent paths with v1 ∈ VH , as
well infrequent paths with v4 ∈ H. In all remaining paths, since e3 = (v3 , v4 ) ∈
/ EK , we have
by Property (P2 ) of the kernel that v3 ∈ VSH , and v4 ∈ VL (the case (v3 , v4 ) ∈ VSH × (V \ VL )
is accounted for by the at most δs · µ(K) edges satisfying conditions 1 or 2 of Observation 3.4).
All remaining paths with (v3 , v4 ) ∈ (VSH × VL ) \ EK correspond to frequent paths of types
(1), (2), (3) and (4), since they satisfy, respectively,
(v1 , v2 ) ∈ (VL × VSH ) ∪ (VL × (VH \ VSH )) ∪ (VM × (VH \ VSH )) ∪ (VM × VM ).
To summarize,
the number of infrequent length-three augmenting paths is at most

nif ≤ 7s + δs · µ(K). By Lemma 3.6, the number of length-three augmenting paths
is at least (1 − 88s) · µ(K). Combined, these two bounds imply the second claim, i.e.,
nf ≥ (1 − 95s) · µ(K) ≥ (1 − 100s) · µ(K).
◀
By Lemma 3.8, many edges of length-three augmenting paths in M ∪ M ∗ have a (possibly
super-)high-degree node as one endpoint, and a low-degree node as the other endpoint. This
motivates us to compute large bipartite matchings between high- and low-degree nodes in K.
We address this strategy in the following section.
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Two bipartite matchings suffice

In this section, we prove that large matchings in judiciously-chose bipartite subgraphs contain
many augmenting paths. We start by noting that one such naturally-chosen matching does
not yield such augmenting paths.
One matching does not suffice. Let G[A, B] := G[A × B] denote the bipartite subgraph of
G induced by bipartition (A, B). The previous section’s characterization of most augmenting
paths suggests that a large matching in G[VSH , VL ] together with edges of K might contain
many augmenting paths with respect to M . However, this is not the case. For example,
if all augmenting paths are of type (2), then matching all copies of v3 to v1 in the same
path (the unmatched VL neighbor of v2 ∈ VH ) would not result in any augmenting paths.
This example might suggest to instead compute a large matching in the subgraph G[VH , VL ].
However, a similar problem then arises in paths of type (3).
To conclude, a large matching in either G[VSH , VL ] or G[VH , VL ] may not constitute
an augmentation A of the kernel K. We will prove that a large matching in G[VSH , VL ]
and a large matching in G[VH , VL ] together form the desired augmentation A of the kernel.
Formally, we prove the following.
▶ Lemma 3.9. Let MH and MSH be a (3/2 + ϵ)-approximate matching in G[VH , VL ] and
G[VSH , VL ], respectively. If A(MH ) and A(MSH ) denote the minimum number of disjoint
augmenting paths induced by the union of K and each of MH and MSH , respectively, then
max (A(MH ), A(MSH )) ≥ (δ + ϵ) · µ(K).
The proof of the above lemma will require some setting up, starting with the following
definition.
▶ Definition 3.10. Node v is bad if v ∈ V (M ) and v is not in a frequent length-three
augmenting path.
▶ Observation 3.11. If node v ∈ VL is not bad, then it is unmatched in M .
▶ Observation 3.12. The number of bad nodes is at most b ≤ (200s +

2δ
s )

· µ(K).

Proof. First, by Lemma 3.6, there are at most 88s · µ(K) edges of M that are not 3augmentable. On the other hand, by Lemma 3.8 we have that nif ≤ (7s + δs ) · µ(K).
Combining both bounds on the number of edges containing a bad node, and noting that each
such edge contributes two bad nodes, we have that b ≤ 2·(88s+7s+ δs )·µ(K) ≤ (200s+ δs )·µ(K),
as claimed.
◀
We now lower bound the number of augmemting paths in MH ∪ EK and MSH ∪ EK in
terms of numbers of frequent augmenting paths of the various types.
▶ Lemma 3.13. Let MH , MSH , A(MH ) and A(MSH ) be as in Theorem 3.19. Let ni the
number of frequent augmenting paths of type i ∈ [4] (noting that nf = n1 + n2 + n3 + n4 ).
Then,
A(MH ) ≥ |MH | − b − nf .
A(MSH ) ≥ |MSH | − b − (n1 + n2 ).
Proof. Whenever discussing a frequent length-three augmenting path in this proof, we denote
it by v1 − v2 − v3 − v4 , as in Definition 3.7. We say an edge in MH or MSH is good if
neither of its endpoints is bad. Consequently, we have at least |MH | − b and |MSH | − b good
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edges in MH and MSH , respectively. We say a node is free if it is not matched in M . By
Observation 3.11, for any good edge e ∈ MH ∪ MSH , the endpoint v ∈ e ∩ VL must be free.
We will show that these good edges form part of large sets of disjoint augmenting paths in
MH and MSH .
We first consider the good edges of matching MH , which by definition are between a
free node in VL and a VH node which is either free or belongs to a frequent length-three
augmenting path. Any edge in MH between a free VH node and a free VL node constitutes
an augmenting path of length one. Also, if two VH nodes v2 , v3 of the same frequent path of
types (1), (2), or (3) match to free VL nodes, u2 , u3 , then u2 − v2 − v3 − u3 is an augmenting
path in MH ∪ EK . Finally, if the unique VSH node v3 of a frequent path v1 − v2 − v3 − v4 of
type (4) is matched to a free node u in VL , then v1 − v2 − v3 − u is an augmenting path in
MH ∪ EK . (See Figure 3 for an illustration of some of the above cases.) We note further
that the augmenting paths above are node disjoint, since no VH or VL node is matched twice,
and therefore none of these nodes appear in two of these augmenting paths, and moreover,
the node v1 in paths of type (4) is not matched in MH , since it belongs to VM , which by
Observation 3.3 is disjoint from VL and VH . We conclude that any more than one good
match per path of type (1), (2) or (3) and any other kind of good match all contribute one
augmenting path to this disjoint set of augmenting paths. Therefore, the maximum number
of disjoint augmenting paths in MH ∪ EK is, as claimed, at least
A(MH ) ≥ |MH | − b − (n1 + n2 + n3 ) ≥ |MH | − b − nf .
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Figure 3 (Non-exhaustive) options for matches in MH and relation to A(MH ).
Kernel edges are solid and non-kernel edges are dashed, while edges in MH are curved and red.
The number below each vertical line corresponds to the path type of the lowest four nodes in the
line.
The blue boxes show augmenting paths in EK ∪ MH .

We now consider the good edges of matching MSH , only outlining the differences compared
to the analysis for MH . For matching MSH , the only good matches which are guaranteed to
form an augmenting paths are: (i) a good match between a free u ∈ VSH and a free v ∈ VL
node, for which (u, v) is an augmenting path of length one, and (ii) matches between two
VSH nodes v2 , v3 of the same frequent path of type (1) to free VL nodes, u2 , u3 , for which
u2 − v2 − v3 − u3 is an augmenting path. By similar reasoning to our study of MH , we
therefore conclude that the maximum number of disjoint augmenting paths in MSH ∪ EK is,
as claimed, at least
A(MSH ) ≥ |MSH | − b − (n1 + n2 ).

◀
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Armed with Lemma 3.13, we are now ready to prove that the matchings MH and MSH
form a good augmentation of K. That is, we can now prove Lemma 3.9.
Proof of Lemma 3.9. By Observation 3.12, the number of bad nodes is at most b ≤ (200s +
2δ
s ) · µ(K), and by Lemma 3.8, the number of frequent length-three augmenting paths is at
least nf ≥ (1 − 100s − δs ) · µ(K). However, in this proof, we will use the following looser
δ
bounds, b ≤ (200s + 2δ
s + 16ϵ) · µ(K) and nf ≥ (1 − 100s − s − 8ϵ) · µ(K). Our use of these
looser bounds will prove useful in Section 3.4.
We lower bound |MH | and |MSH |, by first lower bounding the maximum matching sizes
in the bipartite graphs G[VH , VL ]. The matchings obtained by considering all VH × VL
and VSH × VL edges in frequent length-three augmenting paths immediately imply that
µ(G[VH , VL ]) ≥ nf + n1 + n2 , and similarly µ(G[VSH , VL ]) ≥ nf + n1 . Here too, we will use
the looser bounds µ(G[VH , VL ]) ≥ nf + n1 + n2 , and similarly µ(G[VSH , VL ]) ≥ nf + n1 . On
1
the other hand, MH and MSH are ( 32 + ϵ) ≤ 2/3−ϵ
-approximate matchings in these bipartite
subgraphs. Combining the above with Lemma 3.13, we therefore get the following bounds
on A(MH ) and A(MSH ).


2
2
1
2
A(MH ) ≥
− ϵ · (n1 + n2 + nf ) − nf − b ≥ · n1 + · n2 − · nf − b,
3
9
3
3

A(MSH ) ≥


2
2
1
− ϵ · (n1 + nf ) − n1 − n2 − b ≥ · nf − · n1 − n2 − b.
3
3
3

Therefore, we have that
A(MH ) + A(MSH ) ≥ A(MH ) +

2
1
5
· A(MSH ) ≥ · nf − · b.
3
9
3

Combining the above with lemmas 3.8 and 3.12, we obtain the desired inequality
1
· (A(MH ) + A(MSH ))
2  



1
1
δ
5
2δ
≥ ·
· 1−100s− −8ϵ − · 200s+ +16ϵ
· µ(K)
2
9
s
3
s

max (A(MH ), A(MSH )) ≥

⋆

≥ (δ + ϵ) · µ(K).

3.4

◀

Approximate degrees in the kernel

In the previous sections we show that the union of the kernel, a large matching in G[VSH , VL ],
and a large matching in G[VH , VL ] contains a (2 − δ)-approximate matching of G. However,
just maintaining subgraph G[VSH , VL ] and G[VH , VL ] is costly and takes Ω(n) time to update
in the dynamic setting as nodes join and leave these subgraphs when their degrees in K
changes. In order to have less abrupt changes, we use approximate degrees for classifying
nodes.
▶ Definition 3.14. Let α ≥ 0. Elements of set {du (v) | u, v ∈ V } are α-approximate degrees
in K if for every pair of nodes u, v ∈ V ,
dK (v) − α ≤ du (v) ≤ dK (v) + α.
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In the full version of the paper, we show how to maintain α-approximate degrees in K
efficiently. For now, we will show that large matchings in bipartite subgraphs defined by
ϵ2 d-approximate degrees contain many disjoint augmenting paths, mirroring Lemma 3.9 for
bipartite subgraphs based on exact degrees in K. Specifically, we will consider the following
bipartite subgraphs.
▶ Definition 3.15. Let {du (v) | u, v ∈ V } be ϵ2 d-approximate degrees in K. For i ∈ [ 1ϵ ], we
(i)
(i)
(i)
(i)
denote by BH := (V, EH ) and BSH := (V, ESH ) bipartite subgraphs of G induced by the
following edge sets.



(i)
EH = (u, v) | du (v) ≥ d · 1 − 2s − iϵ2 , dv (u) ≤ d · s + iϵ2 .


(i)
ESH = (u, v) | du (v) ≥ d · (1 − ϵ − iϵ2 ), dv (u) ≤ d · s + iϵ2 .
We recall that (informally) ϵ ≪ s ≪ 1, and so the above subgraphs are indeed bipartite.
As in previous sections, we will drop the superscript (i) when i is clear from context.
Intuitively, subgraphs BH and BSH are similar to the bipartite subgraphs G[VH , VL ] and
G[VSH , VL ], respectively. However, since we use approximate degrees, these subgraphs are
not equal to each other, since a node’s degree class can be incorrectly classified by some of
its neighbors, as in the following definition.
▶ Definition 3.16. Fix i ∈ [ 1ϵ ]. Let v ∈ S, where S ∈ {VSH , VH \ VSH , VM , VL }. We say v is
misclassified for i if some neighbor u of v has du (v) = d′ , but if we had dK (v) = d′ , then we
would have v ̸∈ S.
Intuitively, misclassifications may result a large number of matches in MH and MSH
which do not increase A(MH ) and A(MSH ) compared to the exact degree case. That is,
such misclassifications result in a lower number of augmenting paths in the exact degree case.
However, as we show, for some i∗ ∈ [ 1ϵ ], such problematic miscalssifications are rare.
▶ Observation 3.17. Let {du (v) | u, v ∈ V } be ϵ2 d-approximate degrees in kernel K. Then
there exists an i∗ ∈ [ 1ϵ ] such that at most 8ϵ · µ(K) nodes in length-three augmenting paths
are misclassified for i∗ .
Proof. Since M is a maximum matching in K, length-three augmenting paths contain at
most 4µ(K) nodes. Since Let {du (v) | u, v ∈ V } are (ϵ2 d)-approximate degrees, for a node v,
we have that maxu |du (v) − dK (v)| ≤ ϵ2 d. Hence, a node can be misclassified if the difference
between its degree and the thresholds used to define a node’s degree class is less than ϵ2 d.
Since the difference between thresholds in Definition 3.2 for different i and j is at least ϵ2 d,
each such node can be misclassified for at most two such indices i ∈ [ 1ϵ ]. Therefore, there
exists an i∗ such that at most 8µ(K)/( 1ϵ ) = 8ϵ · µ(K) nodes are misclassified for i∗ .
◀
We are now ready to generalize Lemma 3.9 to the approximate degree setting.
▶ Lemma 3.18. Let i∗ ∈ [ 1ϵ ] be the index guaranteed by Observation 3.17. Let MH and
(i∗ )
(i∗ )
MSH be (3/2 + ϵ)-approximate matchings in BH and BSH , respectively. Let A(MH ) and
A(MSH ) denote the number of disjoint augmenting paths induced by the union of EK and
each of MH and MSH , respectively. Then,
max (A(MH ), A(MSH )) ≥ (δ + ϵ) · µ(K).
Proof. We slightly abuse notation, and say a length-three augmenting path is frequent if it
is of types (1), (2), (3), or (4) as in Definition 3.7 and none of its nodes are misclassified. By
Lemma 3.8 and Observation 3.17, the number of frequent paths (under this new definition)
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is at least n′f ≥ nf − 8ϵ · µ(K) ≥ (1 − 100s − δs − 8ϵ) · µ(K). Now that with this new
definition, a node v is bad if v belongs to both V (M ) and to an infrequent augmenting
path, where infrequent paths also include paths with misclassified nodes. Therefore, by
observations 3.12 and 3.17 the number of bad nodes (under this new definition) is at most
b′ ≤ b+16ϵ·µ(K) ≤ (200s+ 2δ
s +16ϵ)·µ(K). The maximum matching size in BH and BSH are
the same as their counterparts without misclassifications, only replacig nf and ni for i ∈ [4]
by their tagged counterparts. That is, we have µ(BSH ) ≥ n′f + n′1 and µ(BH ) ≥ n′f + n′1 + n′2 .
The above bounds on the number of bad nodes, frequent paths, and maximum matching
sizes in BH and BSH are precisely the loose bounds in the proof of the desired inequality in
Lemma 3.9. Repeating the same final calculations as in that proof, this lemma follows. ◀
Lemma 3.18 suggests a method for computing a sparse augmentation for K: compute
(i)
(i)
large matchings in each BH and BSH . Formally, we have the following.
(i)

(i)

▶ Theorem 3.19. For i ∈ [ 1ϵ ], let MH and MSH be a (3/2+ ϵ)-approximate
matching in

S
(i)
(i)
(i)
(i)
BH and BSH , respectively. The the edge set A = i∈[ 1 ] MH ∪ MSH augments K as
ϵ
follows.
µ(G) ≤ (2 − δ) · µ(G[EK ∪ A]).
(i∗ )

(i∗ )

Proof. By Lemma 3.18, there exists an i∗ ∈ [ 1ϵ ] such that G[EK ∪ MH ∪ MSH ] has at least
(δ + ϵ) · µ(K) augmenting paths with regards to M . Therefore, since µ(G) ≤ (2 + 8ϵ) · µ(K),
by Proposition 2.4, and since δ ≤ 1, we obtain the desired inequality.
(i∗ )

µ(G[EK ∪ A]) ≥ µ(G[EK ∪ MH

(i∗ )

∪ MSH ])
⋆
1+δ+ϵ
1
≥ µ(K) + (δ + ϵ) · µ(K) ≥
· µ(G) ≥
· µ(G).
2 + 8ϵ
2−δ

◀

In Section 5 we show how to efficiently make use of the above structural characterizations
of kernels and their augmentations to obtain the dynamic algorithm of our main result,
Theorem 1. But first, we require an efficient algorithm for maintaining kernels, which we
present in the following section.

4

Kernel Maintenance

In this section we describe a key component of our results: algorithms for kernel maintenance.
Bhattacharya et al. [11], in their paper introducing kernels, provided two algorithms for
√
√
kernel maintenance, with amortized update times O( 3 m/ϵ2 ) and O( n/ϵ), respectively.4
They further showed how to de-amortize the former algorithm. Unfortunately for our needs,
√
this algorithm maintains a kernel of maximum degree d = Ω( 3 m), and the number of changes
√
to the kernel in this algorithm is c = Ω( 3 m). Consequently, maintaining near-maximum
matchings in this kernel K would require c · d = Ω(m2/3 ) update time, which is super-linear
in n for moderately dense graphs.
In this section we show that the second algorithm of [11] can also be de-amortized (and
sped up for sparse graphs). Crucially for our needs, the obtained algorithm will only cause
c = O(1) edge changes to the maintained kernel per edge update in G. This sub-linear
update time and small number of edge changes in these kernels will prove useful for all of
our results. We now turn to describing this kernel maintenance algorithm.
4

Unlike in the preceding section, in this section ϵ > 0 will not be a fixed constant.
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4.1

The Basic Kernel Maintenance Algorithm

Next, we present a slightly simplified version of our kernel maintenance algorithm, with
√
running time O(n/(ϵd)). For simplicity, we defer the details of our O( m/(ϵd)) time
algorithm to the full version of the paper.
Our algorithm maintains the edge set EK using arrays and lists in a way to allow for
insertion and deletions of edges in constant time. (See [15].) In addition, it maintains E in a
similar structure, with the refinement that for each vertex v ∈ V , its list of neighbors in G,
denoted by NG (v), is stored in a bidirectional circular list, and we maintain a pointer ptr(v)
in this list.
Our algorithm proceeds as follows: For insertion of an edge, we simply add it to K if both
endpoints have degree below d in K (i.e., insertion does not violate Property (P1 )). Else, we
do not change K. Regardless, for both endpoints of e, we insert the second endpoint into
their linked list NG (v), before the node ptr(v) points to. See the pseudocode in Algorithm 1.
Removal is the more intricate procedure. For this procedure, we maintain, for each vertex v,
a pointer ptr(v) to its list of edges in G, stored in circular order. When v loses an edge in
K due to a removal of an edge in G, we move ptr(v) through the next neighbors of v in G,
until we encounter a neighbor w of v in G with dK (w) < d. In this case, we add (v, w) to K
and terminate the procedure. Otherwise, the procedure terminates after n/(ϵd) neighbors of
v are inspected. See the pseudocode in Algorithm 2.
Algorithm 1 kernel-update:insert(e).
1: if maxv∈e dK (V ) < d then
2:
EK ← EK ∪ {e}
3: for v ∈ e do
4:

insert u ∈ e \ {v} into NG (v) before the element ptr(v) is pointing to

Algorithm 2 kernel-update:remove(e).
1: for v ∈ e do
2:

remove u ∈ e \ {v} from NG (v)

3: if e ∈ EK then
4:
EK ← EK \ {e}
5:
6:
7:
8:
9:
10:
11:

for v ∈ e do
for i = 1, 2, . . . , n/(ϵd) do
advance ptr(v) in NG (v)
w ← ptr(v).element
if dK (w) < d then
EK ← EK ∪ {(v, w)}
return

▷ advance to next element in cyclic list of NG (v)
▷ get node in NG (v) pointed to by ptr(v)

The intuition behind Algorithm 2 is that for any edge not added to the kernel upon
insertion, at least one of its endpoints v must have degree dK (v) = d. The point of iterating
through n/(ϵd) neighbors of a vertex who lost an edge in EK is to guarantee that by the time
ϵd edges of this vertex have been deleted from EK without a replacement edge of v being
found in Algorithm 2, this vertex v must have considered each of its n (or fewer) neighbors
u. When this happened, either (u, v) was added to EK (and never removed), or dK (v) ≥ d.
In either case, Property (P2 ) is satisfied for edge (u, v).
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Formalizing the above discussion, we now analyze the above algorithm.
For any ϵ > 0 and d, the algorithm handling edge insertions and deletions using algorithms
1 and 2 is a deterministic dynamic algorithm for maintaining an (ϵ, d)-kernel using O(n/(ϵd))
worst-case update time and causing O(1) changes to the kernel per update.
Proof. The running time and number of changes to EK per update are immediate from the
pseucodode. Property (P1 ) is also apparent, as we never add an edge to a vertex v which
already has dK (v) = d. The only non-trivial property is Property (P2 ), which we now prove.
Fix an edge e ∈ E and time point t. If e was added to EK upon insertion of e, then,
since edges are only removed from EK when they are removed from G, edge e is still in EK
at time t, and so it vacuously satisfies Property (P2 ). Suppose instead e was not added to
EK upon insertion. Therefore, by Algorithm 1, at that time we had that maxv∈e dK (v) = d.
Let v ∈ e be such that dK (v) = d at the latest time t′ < t. Now, if dK (v) < d(1 − ϵ) at time
t, vertex v must have had at least ϵd edges deleted from EK without a replacement edge
found in lines 6-11. But then, during these ϵd applications of the n/(ϵd) iterations of lines
6-11 for vertex v, we inspect all (at most) n neighbors of v which were not added after time
t′ , and in particular we have had in one of these iterations w = u, where u is the second
endpoint of e = (v, u). Since we chose v to be the vertex in e which had dK (v) at the last
point t′ < t, we have that dK (w) < d, and so we add e to EK in Algorithm 2. Consequently,
again relying on edges only being removed from EK when they are removed from G, we have
that edge e is in EK at time t, and therefore vacuously satisfies Property (P2 ) at time t. ◀
In full version of the paper, we refine the result of Section 4.1, by relying on the dynamic
edge orientation algorithm of [7]. This allows us to speed up our kernel algorithm for sparse
√
graphs, replacing the n factor in the running time of Section 4.1 by m ≤ n. From this,
we obtain the following lemma. For any ϵ > 0 and d, there exists a deterministic dynamic
√
algorithm for maintaining an (ϵ, d)-kernel with O( m/(ϵd)) worst-case update time, with
O(1) changes to the kernel per update.

4.2

Applications: Fast (2 + ϵ)-Approximate (Weighted) Matching

Since (ϵ, d)-kernels have degree at most d (by property (P1 )), we can maintain near-maximum
matchings in dynamic kernels in time Oϵ (d) per edge change in kernels, by Proposition 2.2.
Combined with Section 4.1 and Proposition 2.4, our deterministic kernel maintenance
algorithms therefore yield the first deterministic (2 + ϵ)-approximate dynamic matching
algorithm with worst-case sublinear update time. Specifically, we obtain the following.
▶ Theorem 4.1. There exists a deterministic (2+ϵ)-approximate dynamic matching algorithm
√ √
√ √
with worst-case update time O( 4 m/ ϵ) = O( n/ ϵ).
√ √
Proof. Let d = 4 m/ ϵ. Our algorithm maintains an (ϵ, d)-kernel K in deterministic
√
O( m/(ϵd)) worst-case update time, Section 4.1. By Proposition 2.2 and property (P1 ),
we can maintain a (1 + ϵ)-approximate matching in K in deterministic O(d/ϵ2 ) worst-case
update time per edge update in K. By Section 4.1, our kernel K has O(1) edges added or
removed per update, and so maintaining this matching in K contributes an O(d/ϵ2 ) term to
the (deterministic, worst-case) update time. Finally, by the kernel lemma 2.4, this matching
1
1
1
satisfies |M | ≥ 1+ϵ
· µ(K) ≥ 1+ϵ
· 2+ϵ
· µ(G). Consequently, this algorithm maintains a
√
(1 + ϵ) · (2 + ϵ) = 2 + O(ϵ) approximate matching in G in deterministic O( m/(ϵd) + d/ϵ2 )
√ √
worst-case update time. By our choice of d = 4 m/ ϵ, the theorem follows.
◀
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For weighted matching, we obtain the same asymptotic running time in terms of n and
m, albeit with an exponential dependence on ϵ, by relying on the recent weighted matching
framework of Bernstein et al. [5]. Letting R denote the ratio of the maximum weight and
minimum weights ever in the graph, we obtain the following. (See the full version for details,
as well as a discussion on exponentially decreasing this dependence on R.)
▶ Theorem 4.2. There exists a deterministic (2+ϵ)-approximate dynamic weighted matching
√
√
algorithm with worst-case update time O( 4 m/ϵO(1/ϵ) · log R) = O( n/ϵO(1/ϵ) · log R).
Theorem 1.1 follows by combining the preceding two theorems.

5

Putting it all Together: Beating the Folklore Algorithm

In this section we combine our ideas from the previous section to obtain our main result
– a deterministic algorithm which outperforms the folklore algorithm in terms of both
approximation ratio and worst-case update time. Specifically, we prove the following.
▶ Theorem 1. (Beating the Folkore Algorithm) There exists a deterministic 1.999999approximate dynamic matching algorithm with worst-case update time O(m3/8 ).
Proof. As in Section 3, we let ϵ = 2 × 10−8 and δ = 2 × 10−6 . Set d = m3/8 ≥ 1/ϵ. This last
inequality is WLOG, since if m3/8 < 1/ϵ, then we can trivially maintain a 1-approximate
matching in worst-case time poly(n) = poly(1/ϵ) per update, by recomputing a maximum
matching after each update. Furthermore, in this proof we assume that m is fixed (up to
some multiplicative constant). This too is WLOG, since whenever m increases or decreases
by a constant factor, we can (gradually) re-run the dynamic matching algorithm with an
appropriately larger/smaller value of m, incurring a constant multiplicative overhead.
Our algorithm consists of a number of subroutines applied to several subgraphs of the
dynamic graph G. Our algorithm maintains an (ϵ, d)-kernel K = (V, EK ). In addition, it
maintains ϵ2 d-approximate degrees {du (v) | u, v ∈ V } for all node pairs u, v ∈ V , and, for all
(i)
(i)
i ∈ [1/ϵ], the subgraphs BSH and BH induced by these approximate degrees, as defined in
Section 3.4, where all (star) updates to approximate degree counters du (v) affect the O(1)
(i)
(i)
(i)
(i)
appropriate subgraphs BSH and BH . In each of the bipartite subgraphs BSH and BH , we
(i)
(i)
maintain (3/2 + ϵ)-approximate matchings, MSH and MH , respectively, using the bipartite
(i)
matching algorithm of [7], making it incur only O(1/ϵ) recourse per star update in BSH
(i)
and BH , using Proposition 2.6. Finally, we maintain a (1 + δ/8)-approximate matching
to

S
use as our output, M out , in the low-degree graph AK := G EK ∪ i MiH ∪ MiSH , using
Proposition 2.2.
√ √
As we shall show, the above is a ((2−δ)·(1+δ/8))-approximate algorithm with O( 4 m· ∆)
update time. To speed up this algorithm for sparse graphs, we combine our algorithm with
dynamic sparsification (essentially a corollary of the sparsification scheme of [34]), which
√
allows us to decrease ∆ to O( m/ϵ) at the cost of increasing the approximation ratio by a
(1 + ϵ) factor.
Approximation Ratio. By Theorem 3.19, we have that µ(G) ≤ (2 − δ) · µ(AK). Also, by
applying dynamic sparsification (see details in the full version) to our algorithm, we lose a
(1 + ϵ) factor in approximation ratio. Therefore, the (1 + δ/8) approximate matching M out
which we maintain satisfies the following.
µ(G) ≤ (2 − δ) · µ(AK) ≤ (2 − δ) · (1 + ϵ) · (1 + δ/8) · |M out | ≤ (2 − δ/2) · |M out |.
That is, this algorithm is (2 − 10−6 )-approximate, as claimed.
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Running Time.5 By Section 4.1, the maintenance of the (ϵ, d)-kernel K = (V, EK ) requires
√
O( m/(ϵd)) time and O(1) changes to EK per update. For each insertion or removal of
an edge (u, v) in EK , we update the approximate degrees, in O(∆/(ϵ2 d)) time, causing
an insertion or removal of O(1) stars (centered on u or v) with O(∆/(ϵ2 d)) leaves in the
(i)
(i)
bipartite subgraphs of the form BSH and BH (see the full version). Consequently, the time
(i)
(i)
to maintain the auxiliary approximate matchings {MH , MSH }i in these bipartite subgraphs
√
√
(i)
(i)
BH and BSH following a star update is O(∆/(ϵ2 d)) · O( 4 m/poly(ϵ)) = O(∆ · 4 m/d), by
Proposition 2.5. Therefore, since only O(1) such star updates occur per update in G, the
√
(i)
(i)
time per update to maintain the 1/ϵ = O(1) matchings MSH and MH is O(∆ · 4 m/d).
Moreover, each star update results in O(1/ϵ) = O(1) changes to each of these auxiliary
S
(i)
(i)
matchings, by Proposition 2.6, and so A := i (MSH ∪ MH ) changes by O(1/ϵ) edges per
update to G. We conclude that the graph AK := G[A ∪ EK ] is a graph of maximum degree
d + O(1) = O(d), which changes by O(1) edges per update: O(1) changes to the kernel
per update, by Section 4.1 and O(1) changes in the matchings, by the preceding discussion.
Therefore, we can maintain a (1 + δ/8)-approximate matching in AK in O(d/δ 2 ) = O(d)
time per update to AK, by Proposition 2.2, which is O(d) · O(1) = O(d) time per update to
√
G. We conclude that this algorithm’s (worst-case) update time is O(d + ∆ · 4 m/d), which
can decrease to O(d + m3/4 /d) for sparse graphs by using dynamic sparsification (see the
full version). Choosing d = m3/8 , yielding the claimed time bound.
◀
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classical complexity theory (such as computing boolean functions), it also makes sense to study the
complexity of inherently quantum operations such as constructing quantum states or performing
unitary transformations. With this motivation, we define models of interactive proofs for synthesizing
quantum states and unitaries, where a polynomial-time quantum verifier interacts with an untrusted
quantum prover, and a verifier who accepts also outputs an approximation of the target state (for
the state synthesis problem) or the result of the target unitary applied to the input state (for the
unitary synthesis problem); furthermore there should exist an “honest” prover which the verifier
accepts with probability 1.
Our main result is a “state synthesis” analogue of the inclusion PSPACE ⊆ IP: any sequence
of states computable by a polynomial-space quantum algorithm (which may run for exponential
time) admits an interactive protocol of the form described above. Leveraging this state synthesis
protocol, we also give a unitary synthesis protocol for polynomial space-computable unitaries that
act nontrivially on only a polynomial-dimensional subspace. We obtain analogous results in the
setting with multiple entangled provers as well.
2012 ACM Subject Classification Theory of computation → Interactive proof systems; Theory of
computation → Quantum complexity theory; Theory of computation → Quantum complexity theory
Keywords and phrases interactive proofs, quantum state complexity, quantum unitary complexity
Digital Object Identifier 10.4230/LIPIcs.ITCS.2022.112
Related Version Full Version: https://arxiv.org/abs/2108.07192
Funding Gregory Rosenthal: NSERC (PGS D).
Henry Yuen: Supported by an NSERC Discovery Grant, a Google Research Award, and AFOSR
award FA9550-21-1-0040.

1

Abridged Introduction

In quantum computing and quantum information processing, there are tasks that are
“inherently quantum”, meaning that it does not even make sense for a classical computer to
perform them. Such tasks include:
State synthesis: given an implicit description of a quantum state, construct the state.
State transformations: given an implicit description of a quantum operation (e.g. a
unitary), perform it on a given input state.
Many quantum protocols and algorithms are most naturally viewed as synthesizing a state,
performing a state transformation, or both. For example, primitives in quantum cryptography
such as quantum money [1] or quantum pseudorandom states [7] revolve around constructing
highly entangled, difficult-to-clone states. The class of algorithms known as variational
quantum eigensolvers are meant to prepare grounds states of physical systems [4]. A decoder
for a quantum error-correcting code transforms noise-corrupted states into noise-free states [9].
© Gregory Rosenthal and Henry Yuen;
licensed under Creative Commons License CC-BY 4.0
13th Innovations in Theoretical Computer Science Conference (ITCS 2022).
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This motivates the study of the complexity of state synthesis and state transformations.
The central question is the following: how difficult is it to prepare a given state or perform a
given unitary transformation? Unlike how search and decision problems can often be reduced
to each other in classical computer science, such “inherently quantum” tasks cannot obviously
be reduced to analogous classical decision or search problems. For example, it is unknown
whether the ability to decide the local Hamiltonian problem in polynomial time implies the
ability to efficiently construct ground states of local Hamiltonians on a quantum computer.1
We investigate interactive proofs for synthesizing states and unitaries. In traditional
models of interactive proofs (even the ones associated with quantum complexity classes such
as QIP and MIP∗ ), the goal of the verifier is to solve a decision problem with the help of an
all-powerful prover. We propose a model of “inherently quantum” interactive proofs where
the verifier’s goal is to synthesize a quantum state or perform a quantum operation. The
challenge is for the verifier to use the help of an untrusted prover to perform these tasks in
a verifiable way. We first discuss interactive state synthesis, and then discuss interactive
unitary synthesis.

1.1

Interactive state synthesis

We prove the following, which (as we will soon discuss) can be seen as an analogue of the
inclusion PSPACE ⊆ IP for state synthesis:
▶ Theorem 1. Let (| ψn ⟩)n∈N denote a family of quantum states, where | ψn ⟩ is on n qubits,
such that there exists a polynomial-space quantum algorithm2 that on input 1n outputs | ψn ⟩.
Then there exists an interactive protocol between a polynomial-time quantum verifier and an
untrusted quantum prover that, on input 1n , constructs an approximation of | ψn ⟩. More
precisely, the protocol has the following guarantees: for all n ∈ N, when the verifier receives
input 1n ,
(Completeness) There exists an “honest” prover that is accepted by the verifier with
probability 1, and for which the verifier outputs a density matrix that is exponentially
close to | ψn ⟩⟨ ψn |.
(Soundness) For all prover strategies, the probability that the verifier accepts and outputs
a density matrix that is not even polynomially close to | ψn ⟩⟨ ψn | is exponentially small.
For comparison, the celebrated result IP = PSPACE [10, 11] shows that a polynomial-time
classical verifier can verify membership in any PSPACE language by interacting with an
all-powerful but untrusted prover. The IP = PSPACE protocol can straightforwardly be
extended to solve function problems, where the goal is to produce the first n (or more
generally poly(n)) bits of the output of a polynomial-space Turing machine on an input of
length n. In our state synthesis problem, the goal is not just to produce a string s on n bits
but an entire quantum state on n qubits.
This goal raises a number of challenges: first, the verifier has to somehow obtain information about exponentially many amplitudes in polynomial time. Second, the verifier has to
also check that the prover has not maliciously entangled itself with the n target qubits at the
P
end of the interaction; for example, if we write the target state as x αx | x ⟩, then the verifier
P
should ensure that it doesn’t have the first n qubits of the entangled state x αx | x ⟩ | ϕx ⟩
where the states {| ϕx ⟩} are in the possession of the prover.
1
2

In fact there is some evidence in the form of an oracle separation that efficient search-to-decision
reductions for QMA do not exist [5].
See the introduction of the full paper for a more precise description of what we mean by this.
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We note that Theorem 1 is not implied by the result QIP = PSPACE [6]. This is because
QIP, though defined in terms of quantum verifiers, is still a class of decision problems, and
the result does not say anything about the complexity of performing state synthesis. We do,
however, use the QIP = PSPACE protocol as a subroutine in our state synthesis protocol.
We also prove a partial converse to Theorem 1, which is analogous to the inclusion
IP ⊆ EXP. The uniformity condition makes this converse nontrivial: while every quantum
state on n qubits has a exp(poly(n))-size circuit that synthesizes it, it is not necessarily the
case that for an arbitrary state family (| ψn ⟩)n there is a single Turing machine that specifies
all of the exponential size circuits synthesizing each | ψn ⟩. We also prove an analogue of
Theorem 1 with multiple entangled provers, using MIP∗ = RE [8].

1.2

Interactive unitary synthesis

We prove the following, which can be seen as an analogue of the inclusion PSPACE ⊆ IP
for unitary synthesis, but only in the special case where each unitary has what we call
“polynomial action”; an n-qubit unitary has polynomial action if it acts nontrivially on a
subspace of dimension poly(n).
▶ Theorem 2. Let (Cn )n∈N denote a family of unitaries in “unitary PSPACE” with polynomial
action, where Cn acts on n qubits. Then there exists an interactive protocol between a
polynomial-time quantum verifier and an untrusted quantum prover that, given input an
n-qubit state | ϕ ⟩, constructs an approximation of Cn | ϕ ⟩, with completeness and soundness
guarantees analogous to those in Theorem 1.3
A difference between this problem and the state synthesis problem presented in Section 1.1
is that in the latter problem, the input C provides an implicit classical description of the
target state | ψ ⟩ = C | 0n ⟩. In the unitary synthesis problem, however, the input | ϕ ⟩ to the
circuit C is provided in quantum form. Even if an algorithm were given unlimited time, it
would not in general be able to compute a classical description of C | ϕ ⟩; this is because only
one copy of the state | ϕ ⟩ is provided. Furthermore, it is not even known how to efficiently
perform unitary synthesis with a trusted oracle [3], whereas it is known how to efficiently
perform state synthesis with a trusted oracle [2]. For these reasons, the unitary synthesis
problem appears more challenging than the state synthesis problem.
Interesting families of unitaries (Cn )n∈N that have polynomial action include reflections
Cn = I − 2 | θn ⟩⟨ θn | where (| θn ⟩)n is some family of states. These unitaries act nontrivially
on a one-dimensional subspace (namely, the space spanned by | θn ⟩). Since the states (| θn ⟩)n
might be extremely complicated (requiring exponential time to synthesize without the help
of a prover, for example), applying the unitaries (Cn )n can still be quite nontrivial.
We also show how to generalize Theorem 2 beyond polynomial-action unitary families,
provided that the verifier also receives a succinct description of a polynomial-dimensional
subspace which is promised to contain the input state | ϕ ⟩.
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The greedy algorithm for monotone submodular function maximization subject to cardinality
constraint is guaranteed to approximate the optimal solution to within a 1 − 1/e factor. Although it
is well known that this guarantee is essentially tight in the worst case – for greedy and in fact any
efficient algorithm, experiments show that greedy performs better in practice. We observe that for
many applications in practice, the empirical distribution of the budgets (i.e., cardinality constraints)
is supported on a wide range, and moreover, all the existing hardness results in theory break under
a large perturbation of the budget.
To understand the effect of the budget from both algorithmic and hardness perspectives, we
introduce a new notion of budget-smoothed analysis. We prove that greedy is optimal for every
budget distribution, and we give a characterization for the worst-case submodular functions. Based
on these results, we show that on the algorithmic side, under realistic budget distributions, greedy
and related algorithms enjoy provably better approximation guarantees, that hold even for worst-case
functions, and on the hardness side, there exist hard functions that are fairly robust to all the budget
distributions.
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1

Introduction

Monotone submodular function maximization subject to a cardinality constraint is a fundamental problem in combinatorial optimization with a wide variety of applications including
feature selection, sensor placement, influence maximization in social networks, document
summarization, etc. (see e.g. [33] and references therein). We will use influence maximization
in social networks as a running example: an advertiser has a limited budget of k free product
samples that she wishes to distribute to seed consumers, who will then propagate the news
about the product to their friends, then their friends’ friends, etc. The standard approach to
this problem [30] models the expected final reach of the campaign as a monotone submodular
function f : P([n]) → R of the set of seed consumers (where [n] is the set of all users in the
network). The goal of the optimization problem is to find a set of k seed consumers that
(approximately) maximizes f .
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Classic work shows that the simple greedy algorithm achieves a 1 − 1/e-approximaiton to
the optimal solution in the worst case [37]. Furthermore, this bound is tight for algorithms
that make sub-exponential queries to the function [36, 49]; and even succinctly representable
functions (e.g. simple models of influence propagation on a social network graph) do not allow
better approximation algorithms unless P = NP [22]. In theory, this tight characterization of
the optimal approximation factor is very satisfying.
Given the importance of this problem in practical applications, it is also interesting to
ask what is the optimal approximation factor that can be obtained on realistic instances. As
one can expect, the performance of the greedy algorithm tends to be significantly better in
practice (e.g. [48, 8]). When reasoning about real-world instances, there is a natural tradeoff
between quality and generality of the guarantees: at one extreme, worst-case analysis only
gives a (1 − 1/e)-approximation but applies to every instance; at the other extreme we could,
in principle1 , empirically evaluate the performance of the greedy algorithm on each instance
of interest, but we would have to redo this for every new instance. Ideally, we want to extend
the classic worst-case model –while making minimal assumptions– to explain why efficient
algorithms like greedy should obtain better-than-(1 − 1/e)-approximation in practice.
Coming up with useful and realistic assumptions about submodular functions continues
to be an interesting and active topic of research. In Section 1.5 we survey several natural restrictions, including recent success stories that allow for improved approximation
algorithms [32, 47, 9, 29, 51, 12, 48, 42]. Deferring details for later, we argue that the bottom
line of this discussion is that submodular functions are complex objects, and as such modeling
their beyond-worst-case behavior is tricky and application-dependent, and moreover, it is
often intractable to verify the model assumptions in practice.
In this work, we consider beyond-worst-case analysis (and hardness) of submodular
maxmization from a novel perspective by focusing on modeling the average-case behavior
of a much simpler object: the cardinality constraint. As we now explain, our approach of
perturbing the cardinality constraint is motivated by both theory and practice.
In practice, many applications of submodular maximization have multiple users with
the same or similar objective but various budgets (i.e., cardinality constraints). In the
example about influence maximization, multiple advertisers could advertise and propagate
on the same social network and hence maximize essentially the same, possibly worst-case,
submodular function. However, their budgets can easily vary by an order of magnitude
or more because of different sizes of business or different amounts of funds. A concrete
example is the distribution of the campaign budgets of the candidates in the 2020 Democratic
Party primary elections [1]. Thus even if the social network/submodular function is worstcase, the “average” advertiser uses an “average” budget which is independent of the social
network/submodular function. In a different example about feature selection, the engineers
wish to make predictions in the testing phase using a small subset from the high-dimensional
feature space that is selected during the training phase, and in the training phase, they apply
the same standard machine learning model (e.g., linear regression, logistic regression) to
the same standard datasets (e.g., ImageNet [40]) and hence optimize the same monotone
(approximately) submodular objective [16, 18]. However, the number of features they want
to choose can easily range from one hundred to one million depending on the computational
power they have or the model complexity they prefer. Therefore, from a practical point of
view, it is interesting to understand whether the average-case behavior of the budget makes
the problem of submodular maximization easier to some extent.

1

In general calculating the approximation factor on a real-world instance requires computing the value of
the optimal solution. The recent work [8] provides an instance-specific method to estimate the optimal
value.
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In theory, all the known worst-case instances for cardinality-constrained monotone
submodular maximization [37, 49, 22] are sensitive to large budget perturbations: even
outputting a random solution achieves ≳ 0.95 approximation, when we perturb (i.e., multiply)
the cardinality constraint by a significant multiplicative factor 2 like 0.1 or 10. Hence, from a
theoretical point of view, it is interesting to investigate the effect perturbing the cardinality
constraint has on the hardness of approximation results.
With the above motivations from theory and practice, we initiate the study of submodular
function maximization in a semi-adversarial setting, where the (empirical) distribution of the
cardinality constraints is supported on a wide range (e.g. [x, 10x]), from both the algorithmic
and the hardness perspectives. Namely, we hope to answer the question of whether a large
random perturbation of the cardinality constraint allows efficient algorithms to achieve higher
optimal approximation ratio or there is a stronger hardness result that is robust to any such
perturbations.
To formalize this question, we propose a simple and elegant framework called budgetsmoothed analysis. The name is inspired by the celebrated smoothed analysis for linear
programming (LP) [45]. Admittedly, the analogy is not perfect: we consider much larger
perturbations than smoothed analysis for LP. However, much like smoothed analysis for LP,
the generative process of random perturbations for budget-smoothed analysis for submodular
maximization is grounded in concrete applications (such as viral marketing and feature
selection – see discussion above).

1.1

The budget-smoothed analysis model

We study monotone submodular function maximization subject to a cardinality constraint in
the following semi-adversarial setting:
▶ Definition 1 (Budget-smoothed analysis).
1. The distribution D̃ of budgets (e.g. uniform over [x, 10x]) is given as input to the
adversary.
2. The adversary chooses a (monotone submodular) function f .
3. The cardinality constraint k ∼ D̃ is drawn at random and given as input to the algorithm.
4. The algorithm (approximately) maximizes f over all sets of size at most k.
For any distribution D̃, we’re interested in the expected ratio RALG (f, D̃) between the value
obtained by the algorithm and the optimal solution,


f (ALG)
RALG (f, D̃) := Ek∼D̃
.
f (OP T )

For notational convenience, we make the following change to the above model: Rather
than sampling the budget from a distribution, each instance will be characterized by a base
budget k0 and a budget perturbation distribution D, with the final cardinality constraint
being k := ρ · k0 for ρ ∼ D. This will allow us to talk about a distribution D like “uniform
over [x, 10x]” while studying the asymptotic complexity as the instance size and cardinality
constraint go to infinity.

2

Clearly, tiny perturbations of the constraint cannot escape the hardness of approximation results,
because by submodularity, a (1 + ε)-multiplicative perturbation in budget cannot affect the value of the
solution by more than a (1 + ε)-factor.
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The budget-smoothed analysis model has the following advantages – First, it is simple
and clean in theory, which not only provides a formal setup for studying our aforementioned
question but also has the flexibility to be integrated with other models that make beyondworst-case assumptions about the submodular functions. Second, it is easy-to-apply in
practice, since calculating the (empirical) distribution of the budgets is much more tractable
than verifying the complex assumptions about the submodular functions.

1.2

Our results

We revisit the classic problem of monotone submodular maximization in our model of budgetsmoothed analysis, and in particular, we investigate the following fundamental questions:
Question 1: What is the optimal efficient algorithm?
Question 2: What are the worst-case instances for an arbitrary budget distribution?
Question 3: What are the optimal approximation factors for the budget distributions that
are supported on a wide range (e.g. [x, 10x]) and what is the best budget distribution?
▶ Remark. All the hardness results below hold both in the black-box oracle model (for any
algorithm that makes a subexponential number of queries), or assuming P ̸= NP in the
computational model for coverage functions (on a polynomial-size graph).

Result 1 (main theorem): Optimal approximation algorithms
Our main theorem shows that a large class of algorithms that are (near-)optimal in the classic
setting continue to obtain (near-)optimal approximation factors under budget-smoothed
analysis for any distribution (Theorem 5 and Observation 9). This class includes the classic
greedy algorithms, as well as (variants of) recent efficient parallel algorithms, and Map-Reduce
algorithms (see the appendix of the full version). In particular, these algorithms are optimal
even in comparison to algorithms that know the budget perturbation distribution D. In
other words, they intrinsically adjust themselves to the budget distribution optimally. The
proof of the main theorem relies on a characterization of the worst-case instances in the
model of budget-smoothed analysis, and therefore, we completely answer Questions 1 and 2.
The main theorem and Question 3 set up a win-win scenario for us: either we explain
(a fraction of) the success of greedy for some interesting distributions, or we get a stronger
hardness result that hold against all the budget distributions. Either way, we would bring
new insights to the classic problem of submodular maximization.
Applying the main theorem, we manage to give partial answers (Result 2 and 3) to
Question 3 on both positive and negative sides.

Result 2: Optimal approximation factors
For any budget perturbation distribution D, we formulate a simple (but non-convex) mathematical program (Section 5) that computes the optimal possible approximation factor for a
given budget distribution. We also include some numerical estimates for natural distributions
(Table 1). For the special case of D supported on two budgets, we also give a closed-form
solution (see the appendix of the full version).
These results are interesting on both positive and negative sides – On the positive side,
the optimal approximation ratios have modest but non-negligible improvements for many
interesting distributions even for worst-case submodular functions, which explain a fraction of
the success of greedy algorithms. On the negative side, we pin down the worst-case instances
for these distributions which remain significantly hard to approximate (and studying these
instances might provide new insights about the structure of beyond-worst-case submodular
functions).
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Table 1 Empirical Results.
Budget perturbation distribution
Baseline (no perturbation)

Worst-case approximation ratio
0.6321

Uniform over [1, 10]
Log-scale-uniform over [1, 10]
Log-scale-uniform over [1, 600]
Top 10 social/political campaigns on Facebook
2020 Democratic presidential candidates

0.6675
0.6674
0.6808
0.6625
0.6727

We calculated tight approximation factors for worst-case monotone submodular
functions for several exemplary budget distributions. See Section 5.1 for details.

Result 3: Bounding the best-case budget distribution
We also prove that for every budget distribution and any efficient algorithm, the optimal
budget-smoothed analysis approximation factor is bounded away from 1, and in particular,
it is at most 0.9087 (Theorem 10).
It is worth mentioning that because the program in Result 2 is non-convex, we are only
able to compute the optimal approximation factors after discretizing the budget distributions
with a limited number of budgets, and thus, the positive results may still have a lot of room
to improve3 . This leaves an interesting open problem: close the gap and give a complete
answer to Question 3.

1.3

Broader discussion

Our model of budget-smoothed analysis introduces a new (and more tractable) angle for
studying beyond-worst-case analysis and average-case hardness. We believe that there are
countless future directions and applications to explore in the broader field of TCS. To exhibit
this breadth of possibilities, we mention a couple of preliminary results that we have for
other problems that fit into our new model:
Submodular maximization subject to knapsack constraint. While the optimal 1 − 1/e
factor can again be recovered in polynomial time, the state-of-the-art algorithms for
this problem are still not completely satisfying [46, 19, 39], and the greedy algorithm
does not provide any non-trivial approximation guarantee. Our preliminary results show
that with budget-smoothed analysis, greedy guarantees a constant factor approximation
with knapsack constraint, and in fact to date we haven’t been able to rule out 1 − 1/e
approximation (or better).
Budget-feasible mechanism design: this is a well-studied problem in algorithmic game
theory [43, 13, 17, 5, 44, 10, 20, 24, 28, 7, 11, 38, 52, 53, 34, 3, 31, 2, 25, 35]. Under a
large market assumption [3] obtain a mechanism with optimal approximation guarantee,
incidentally also 1 − 1/e. Our preliminary results show that this mechanism does not
improve at all under budget-smoothed analysis. However, the budget-smoothed analysis

3

For comparison, [45]’s original polynomial upper bound for smoothed analysis (of a non-trivial variant)
of the Simplex algorithm was Õ(d55 n86 σ −30 + d70 n86 ) iterations (d is the number of variables, n is
the number of constraints, and σ 2 is the variance of the perturbation), which is significantly improved
now [15]. That said, in light of Result 3, we do not expect the positive side of budget-smoothed analysis
to fully explain the success of greedy in practice, but explaining a greater fraction of success or showing
a more robust hardness result would still be interesting.
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inspires a new mechanism that is not only optimal for every budget distribution but
also instance-optimal among a canonical class of mechanisms, and it also significantly
outperforms [3]’s mechanism on realistic distributions empirically.
In hindsight, although the performance improvement guaranteed by budget-smoothed analysis
is relatively moderate, we believe that the optimality of an algorithm in the model of budgetsmoothed analysis is a theoretical evidence that the algorithm is not just worst-case optimal
but also likely to perform favorably on realistic instances. In other words, budget-smoothed
analysis offers an analytically approachable beyond-worst-case performance test for the
worst-case optimal algorithms of budget-constrained problems, which helps us identify (or
design) the “right” algorithm among various worst-case optimal algorithms.

1.4

Roadmap

In Section 1.5 we survey several other approaches to beyond-worst-case submodular maximization. In Section 3 we prove our core technical result, namely that greedy obtains optimal
approximation factors for any distribution; in the appendix of the full version, we extend this
result to other related algorithms. Henceforth, we build on these techniques; in particular we
simply analyze the approximation factors of the greedy algorithm. In Section 4, we prove
that the optimal approximation factor is bounded away from 1 for any distribution. In
Section 5, we characterize the optimal approximation factor by a program, which we then
use to simulate several exemplary distributions.

1.5

Beyond-worst-case submodular functions

Due to the popularity of submodular maximization in practice, there is a lot of interest in
understanding and designing algorithms for “typical” cases. We discuss a few approaches
below. We note that our model of beyond-worst-case cardinality constraint is orthogonal to
any assumptions about the submodular function, and in principle could be combined with
any of them to obtain even stronger results.
The model most closely in spirit to our smoothed-analysis-like approach is to take a worstcase submodular function and perturb it with random noise. The most straightforward way
of doing this is independently perturbing the value of the function for each set. Unfortunately,
this breaks the submodularity, which makes the problem significantly harder, even for small
perturbations: [27] barely recovers the 1 − 1/e approximation factor in this setting (under
further restrictions and with a technically involved algorithm).
Another approach is to consider coverage functions, an important special class of monotone submodular functions. This restriction has been successful for learning submodular
functions [6, 4, 23], but Feige’s NP-hard instance already rules out efficient algorithms with
improved approximation ratios for this case. One may combine this restriction with perturbations of the weights of the elements of the ground set; but it is not hard to show that
Feige’s instance can be made robust even to very large amounts of noise. Another alternative
is to consider special classes of graphs, e.g., power law, small-world, or triangle-dense that
are common for social networks [50, 26]. But again Feige’s instance either already satisfies
all of those, or can be adapted to do so.
Another popular restriction of monotone submodular functions is bounded curvature [14],
which restricts the extent to which ground elements interact; this indeed allows for better
algorithms with applications to e.g. maximum entropy sampling [14, 47, 9, 29, 51]. But
bounded curvature seems too restrictive for applications like influence in social networks and
consumers’ valuations with diminishing returns4 .
4

If, for example, we already selected all of a node’s neighbors, the marginal contribution of adding
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To cope with the limited applicability of curvature, the original paper of [14] also defined
a relaxed notion of greedy curvature, which only restricts the interaction between elements
selected by the greedy algorithm and elements in the optimal solution. In exciting recent
work, [48] define various notions of sharpness which only restricts the interactions of the
average element of the optimal solution. Both greedy curvature and sharpness parameters
suffer from the disadvantage that they may be intractable to compute (both are assumptions
about interaction of elements with the optimal solutions, and if we knew the optimal
solution...). Moreover, due to their complicated form it’s hard to heuristically reason about
their fit for any particular application. Nevertheless, on the positive side both are more
realistic than vanilla curvature assumption, and combining them with our budget-smoothed
analysis model is an interesting direction for future research.
[12] study submodular maximization under a stability assumption, i.e. they assume that
the optimal subset does not change when the function is perturbed. [48] argue that in
the context of submodular maximization, stable instances may fail to capture significant
interaction between elements. As in the case of greedy curvature and sharpness, it is also not
clear how to compute the stability of a function, or reason about instances that we expect to
be stable.
Finally, one setting that is both natural and allows for improved approximation factors is
influence maximization in undirected graphs [32, 41, 42]. Specifically, [32] prove that the
greedy algorithm obtains a (1 − 1/e + ε)-approximation (for some small unspecified constant
ε > 0) for the independent cascade model on undirected graph. [42] show that in the linear
threshold model the greedy algorithm does not beat the (1 − 1/e)-approximation factor (by
any constant, in the worst case).

2

Preliminaries

▶ Definition 2. A function f : 2V → R≥0 is submodular if for all S ⊆ T ⊆ V and i ∈ V \ T ,
f (S ∪ {i}) − f (S) ≥ f (T ∪ {i}) − f (T ), where V is called ground set. Moreover, we denote
the marginal gain by f (X | S) := f (X ∪ S) − f (S).
We make the following conventions in this paper – When we say “efficient algorithm”,
we mean polynomial time algorithms in the general computation model assuming P ̸=
NP, or algorithms using sub-exponential number of function queries in the oracle query
model. Moreover, we consider continuous distribution of budget perturbations
D, and we let D(k) denote the distribution of budgets in which a budget is sampled by
multiplying a random perturbation factor ρ ∼ D with k (if ρ · k is fractional, we can
round it to an integer). Furthermore, following Definition 1, we denote RALG (D(k)) :=
minf RALG (f, D(k)) s.t. f is monotone and submodular.
The hard instances in our analysis can be built on top of either Feige’s max-k-cover
instances [22] or Vondrák’s hard instances [49]. In the following theorem, we summarize
useful properties of these two hardness results.
▶ Theorem 3. There exists a class of monotone submodular functions C such that for every
ϵ > 0, for any efficient algorithm A that given a submodular function f and an integer l
outputs a set Xl of cardinality l, for every sufficiently large k that grows with size of instance,
there is a submodular function fk ∈ C such that
this node is diminished to zero. For consumers’ valuations, the marginal contribution of, e.g. the
one-thousandth apple, is again diminished to essentially zero. This means that curvature is unbounded
in both settings (see [14, 47] for formal definitions).
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i for all l ≤ k, fk (Ol ) = (l/k)fk (Ok ), where Ol is the optimal set that maximizes fk among
all cardinality-l sets, and
ii for all l, fk (Xl ) ≤ (1 − e−l/k + ϵ)fk (Ok ).
Next, we state a standard lemma for greedy analysis.
▶ Lemma 4. Given a monotone submodular f , we let Xk and Ok denote the greedy solution
and the optimal solution of cardinality k, respectively. Then, for all i, k > 0, f (Xi ) −
f (Xi−1 ) ≥ k1 (f (Ok ) − f (Xi−1 )).
Proof. Let xi denote the i-th element selected by greedy. It holds that
f (Xi ) − f (Xi−1 ) = f (xi | Xi−1 ) ≥

1 X
·
f (o | Xi−1 )
k
o∈Ok

1
1
≥ · f (Ok | Xi−1 ) ≥ (f (Ok ) − f (Xi−1 )),
k
k
where the first inequality is by greedy selection, the second is by submodularity, and the
third is by monotonicity.
◀

3

Greedy is Optimal

In this section, we prove our core technical result: greedy is optimal for submodular maximization with respect to arbitrary distribution of budget perturbations.
▶ Theorem 5. For any distribution of budget perturbations D, for every ϵ′ > 0, for any
efficient algorithm A, for every sufficiently large5 k that grows with the size of instance, it
holds that RA (D(k)) ≤ (1 + ϵ′ )Rgreedy (D(k)).
Theorem 5 follows directly from Theorem 6 using a discretization argument.
▶ Theorem 6. For any perturbation factors 0 < ρ1 < ρ2 < · · · < ρm , for every ϵ > 0, there
exists a sufficiently large k that grows with the size of instance such that given m budgets
k1 = ρ1 · k, . . . , km = ρm · k, for any monotone submodular function f (bad-for-greedy) , for any
efficient algorithm A, there exists a monotone submodular function f such that
(i) Greedy is (almost) no worse than A on f : for all i ∈ [m], the solution Yki computed
by A for budget ki has value f (Yki ) ≤ (1 + ϵ)f (Xki ), where Xki is the greedy solution for
budget ki ,
(ii) f is as hard as f (bad-for-greedy) for greedy: for all i ∈ [m], given budget ki , the approximation ratio of greedy on f is at most 1 + ϵ times the approximation ratio of greedy on
f (bad-for-greedy) .
Proof of Theorem 5. For arbitrarily small τ > 0, let ρmin and ρmax be such that the mass
of D on [ρmin , ρmax ] is at least 1 − τ . We discretize {ρmin · k, ρmin · k + 1, . . . , ρmax · k} into
{ρmin · k, (1 + δ)ρmin · k, (1 + δ)2 ρmin · k, . . . , ρmax · k}. Without loss of generality, we assume
that there exists m such that (1 + δ)m−1 ρmin = ρmax and every ki := (1 + δ)i−1 ρmin · k is
integral. Let f ∗ be the worst-case monotone submodular function for which greedy achieves
only Rgreedy (D(k)) approximation in expectation. By Theorem 6, for any efficient algorithm
A, there is a monotone submodular function f such that for all i ∈ [m], the solution Yki
5

The implicit dependence of k on ϵ in Theorem 3 carries over to the dependence of k on ϵ′ in this
statement, and therefore, we keep such dependence implicit, and we are mostly interested in the
asymptotic result.
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outputted by A for budget ki only achieves f (Yki ) ≤ (1 + ϵ)f (Xki ), where Xki is the greedy
solution for budget ki , and moreover, for every budget ki ,
f * (X ∗ )
f (Xki )
≤ (1 + ϵ) ∗ k∗i
f (Oki )
f (Oki )

(1)

where Oki and Ok∗i denote optimal size-ki sets of f and f ∗ respectively, and Xk∗i denotes the
size-ki greedy solution for f ∗ .
Besides, because marginal gain in each iteration of greedy is non-increasing, we have that
(1 + δ)f (Xki−1 ) ≥ f (Xki ). Furthermore, without loss of generality, we assume that f (Yb )
is non-decreasing in b, since otherwise, for budget b, we can let the algorithm choose the
best solution among Yl for all l ≤ b instead. For any 2 ≤ i ≤ m and any budget b such that
ki−1 ≤ b ≤ ki , it follows that
f (Yb )
f (Yki )
≤
f (Ob )
f (Ob )

(Since b ≤ ki )

f (Xki )
f (Ob )
f (Xki−1 )
≤ (1 + ϵ)(1 + δ)
f (Ob )
f (Xki−1 )
≤ (1 + ϵ)(1 + δ)
f (Oki−1 )
f ∗ (Xk∗ )
≤ (1 + ϵ)2 (1 + δ) ∗ ∗i−1
f (Oki−1 )

≤ (1 + ϵ)

≤ (1 + ϵ)2 (1 + δ)

f ∗ (Xb∗ )
f ∗ (Ok∗i−1 )

≤ (1 + ϵ)2 (1 + δ)2

f ∗ (Xb∗ )
.
f ∗ (Ob∗ )

(By Theorem 6)
(Non-increasing marginal gain)
(Since b ≥ ki−1 )
(By Eq. (1))
(Since Xk∗i−1 ⊆ Xb∗ )
(f ∗ (Ob∗ ) ≤

b ∗ ∗
f (Oki−1 ) by submodularity)
ki−1

Therefore, for every budget b in {ρmin · k, ρmin · k + 1, . . . , ρmax · k}, A can achieve on f
in expectation at most a factor of (1 + ϵ)2 (1 + δ)2 times what greedy achieves on f ∗ . The
proof finishes since δ, ϵ, τ can be arbitrarily small.
◀

3.1

Proof of Theorem 6

In our proof we will not derive the analytic formula of the approximation ratio, but instead,
the proof works in a black-box way – First, we introduce an array of parameters such that
every instance can be characterized by these parameters, and we can show a parameterized
guarantee of the marginal gain for each iteration of greedy. Then, we construct a hard
instance characterized by the same parameters such that the best possible marginal gains
for this instance always match the parametrized guarantees from greedy. It follows that the
performance of greedy is optimal for every budget. Our hard instance has the following nice
structure: it is a convex combination of disjoint-support copies of the classic hard instances
guaranteed by Theorem 3.
Proof of Theorem 6. Proof setup: bounding a single step of greedy performance
We first lower bound the single-step performance of greedy solutions. By Lemma 4, we have
the following performance guarantees for each iteration of greedy,
1
· (f (Okl ) − f (Xi−1 )) (l-th guarantee),
∀ l ∈ [m], f (Xi ) − f (Xi−1 ) ≥
kl
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where Okl denotes the optimal solution of cardinality kl , and we call the inequality associated
with Okl the l-th guarantee. Given any 1 ≤ l1 < l2 ≤ m, if the l2 -th guarantee dominates (i.e.,
is at least as large as the l1 -th guarantee) at some iteration i, then the l2 -th guarantee will
keep dominating the l1 -th guarantee for all the iterations i′ ≥ i, because the two guarantees
are linear functions with variable f (Xi−1 ), and the l2 -th guarantee decreases slower than the
l1 -th guarantee. Therefore, as f (Xi ) increases, the best guarantee can only transit from some
l to some l′ > l. Given an instance, we let t ≤ m − 1 be the number of times such transition
occurs until km -th iteration and let l1 < l2 < · · · < lt be the indices of the corresponding
best guarantees.
For j ≤ t − 1, let Fj be the lowest possible value of f (Xi−1 ), for which the j-th transition
occurs,
1
1
· (f (Oklj ) − Fj ) =
· (f (Oklj+1 ) − Fj ) .
k lj
klj+1
|
{z
} |
{z
}
(lj -th guarantee)

(2)

(lj+1 -th guarantee)

We will be particularly interested in the quantity rj := Fj /f (Oklj ). Plugging into Eq. (2),
we have that
rj =

1 − (klj /klj+1 ) · (f (Oklj+1 )/f (Oklj ))
1 − (klj /klj+1 )

.

(3)

Lower bounding the total value of the greedy solution recursively
For q ≥ 0, we denote by f (greedy-lb) (q) the best lower bound induced by the union of “l-th
guarantees” on the value of the q-th iterate of the greedy algorithm, namely


1
(greedy-lb)
(greedy-lb)
(greedy-lb)
f
(q) := f
(q − 1) + max
· (f (Okl ) − f
(q − 1) .
l
kl
Now we analyze f (greedy-lb) (q) specifically for the instance with before-mentioned guarantee
transitions. We start from the l1 -th guarantee and let f (greedy-lb) (0) = 0. Inductively, suppose
that in the current iteration q, the lj -th guarantee dominates the others, we apply the lj -th
guarantee f (greedy-lb) (q) − f (greedy-lb) (q − 1) = (f (Oklj ) − f (greedy-lb) (q − 1))/klj and continue
iteratively until we reach some ij -th iteration such that f (greedy-lb) (ij − 1) ≤ rj · f (Oklj ) <
f (greedy-lb) (ij ). At the ij -th iteration, lj+1 -th guarantee starts dominating, and thus, we
switch to the lj+1 -th guarantee and continue like above.

Approximation ratio based on f (greedy-lb) (q)’s is determined by rj ’s
We claim that the parameters rj fully determine the ratio between the greedy lower bound
f (greedy-lb) (kli ) and f (Okli ) for all i ∈ [t]. To see this, first observe that by 3 we can infer
f (Oklj+1 )/f (Oklj ) from rj . We can assume that f (Okl1 ) is fixed without loss of generality,
and then the parameters rj determine all the remaining f (Oklj ), i.e., for all 1 < j ≤ t,
f (Oklj ) = f (Okl1 ) ·

Y

klj′ +1

j ′ ≤j−1

k lj ′

−

klj′ +1
k lj ′

!
− 1 rj ′

!
.

(4)

Moreover, the greedy lower bound f (greedy-lb) (kli ) by definition is a linear combination of the
f (Oklj )’s. Therefore, the ratio between any f (greedy-lb) (kli ) and f (Okli ) is fully characterized
by rj . In the other words, given an instance, we can get the approximation ratios of the
greedy algorithm that depend only on its parameters rj .
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By definition of r1 , any feasible r1 has to satisfy r1 ≤ 1, and by our assumption of the
transitions, any feasible rj should satisfy rj−1 · f (Oklj−1 ) ≤ rj · f (Oklj ) for all 1 < j ≤ t,
which is equivalent to

rj−1 ≤ rj · (f (Oklj )/f (Oklj−1 ))




k lj
k lj
= rj ·
−
− 1 rj−1
klj−1
klj−1




klj − klj−1
klj − klj−1
−
= rj · 1 +
rj−1
klj−1
klj−1




klj − klj−1
= rj · 1 +
(1 − rj−1 ) .
klj−1

(5)
(By Eq. (4))

(6)

Next, for any feasible rj ’s (and in particular the rj ’s that correspond to the arbitrary
instance f (bad-for-greedy) in the theorem statement), we construct a hard instance f that
is characterized by the same rj ’s (i.e., it satisfies Eq. (3) for the given rj ’s), such that
for the hard instance f and for every budget ki , up to an arbitrarily small multiplicative
error, (i) the aforementioned approximation ratio determined by the rj ’s is also an upper
bound of the approximation ratio of greedy (which implies the second item in the theorem
statement, because the approximation ratio determined by the particular rj ’s corresponding
to f (bad-for-greedy) is a lower bound of the approximation ratio of greedy on f (bad-for-greedy) ),
and (ii) greedy performs at least (almost) as good as the efficient A (which implies the first
item in the theorem statement).

Construction of hard instance
Let ∆1 = kl1 , ∆j = klj − klj−1 , ∀ 1 < j < t, and ∆t = km − klt−1 . We apply Theorem 3 to
create t hard (with respect to greedy and A) functions f∆1 , . . . , f∆t over disjoint ground sets
V1 , . . . , Vt . We normalize these functions such that they have the same optimal value 1 (i.e.,
f∆j (O(j) ) = 1, where O(j) denotes the optimal size-∆j solution for f∆j ) and extend them to
the ground set V := ∪ti=1 Vi . The final submodular function is

f (X) :=

t
X

αj · f∆j (X),

j=1

where α1 := 1 and

αj := (∆j /

j−1
X
s=1

∆s ) · (

j−1
X

αs ) · (1 − rj−1 ),

for all 1 < j ≤ t.

s=1

▷ Claim 7. For any rj that satisfy Eq. (5), rj ·

Pj

s=1

αs is non-decreasing in j.
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Proof of Claim 7.

rj ·

j
X

α s = rj ·

j−1
X

!
αs + αj

s=1

s=1

= rj ·

j−1
X
s=1

= rj ·

=

∆j

αs + Pj−1
s=1

j−1
X

∆s

·

kl − klj−1
αs + j
·
klj−1
s=1

j−1
X

!
αs

!
· (1 − rj−1 )

(Definition of αs )

s=1
j−1
X

!
αs

!
· (1 − rj−1 )

(Telescoping sum)

s=1


j−1
X
klj − klj−1
· (1 − rj−1 ) rj ·
αs
1+
klj−1
s=1

≥ rj−1 ·

j−1
X

αs ,

(Ineq. (5))

◁

s=1

Because any feasible rj ’s that we need to consider satisfy r1 ≤ 1 and Eq. (5), it follows
Pj−1
Pj−1
Pj−1
by Claim 7 and s=1 αs − ( s=1 ∆s /∆j )αj = rj−1 · s=1 αs that αj /∆j is decreasing as j
Pj
increases. Hence, f (Oklj ) = i=1 αi for all j ∈ [t]. Moreover, it is easy to verify that the
rj ’s indeed characterize the f constructed above in the sense that Eq. (3) holds for the f
constructed above.

Upper bounding greedy performance on the hard instance: a single step
First, we analyze the best possible improvement of a single step of greedy on this instance.
(j)
Suppose that greedy has chosen some size-i set Xi ⊂ Vj , if it chooses another element from
(j)
Vj , then we claim that the marginal gain is almost always (f∆j (O(j) )−f∆j (Xi ))/∆j (it is at
least this amount by greedy guarantee). Assume otherwise, for some γ, ϵ1 , ϵ2 > 0, in the first
γ · ∆j iterations when greedy chooses elements from Vj , there are more than ϵ1 · ∆j iterations
(j)
i in which the marginal gain is larger than ((1 + ϵ2 )/∆j ) · (f∆j (O(j) ) − f∆j (Xi )). Suppose
(j)
that at (γ · ∆j )-th iteration f∆j (Xγ·∆j ) = c · f∆j (O(j) ), then each of those ϵ1 · ∆j iterations
gets at least an extra (ϵ2 /∆j ) · (1 − c)f∆j (O(j) ) in addition to basic greedy guarantee, which
(j)
implies that f∆j (X∆j ) ≥ (1 − e−γ + ϵ1 · ϵ2 · (1 − c))f∆j (O(j) ). Then, for some ϵ3 > 0,
(j)

f∆j (Xγ·∆j ) ≥ (1 − e−γ + ϵ3 )f∆j (O(j) ), which is impossible by Theorem 3. Henceforth, we
(j)

can assume that the marginal gain for f∆j is always (f∆j (O(j) ) − f∆j (Xi ))/∆j for the i-th
iteration when greedy chooses elements from Vj , and this will only decrease all the values of
interest by an arbitrarily small multiplicative error.

Upper bounding greedy performance on the hard instance: total value
When we start running the greedy algorithm, for a while it only select elements from
V1 since those have the highest marginal contribution. Specifically, suppose that at the
beginning of the q-th step, greedy has selected Xq−1 ⊂ V1 . Then the best achievable
marginal gain of an element from V1 for f is α1 (f∆1 (O(1) ) − f∆1 (Xq−1 ))/∆1 . In comparison,
the best singleton value of an element in V2 is (α2 /∆2 )f∆2 (O(2) ), which is dominated by
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α1 (f∆1 (O(1) ) − f∆1 (Xq−1 ))/∆1 , when f∆1 (Xq−1 ) ≤ r1 · f∆1 (O(1) ), because
α1
(f∆1 (O(1) ) − f∆1 (Xq−1 ))
∆1
α1
≥
(f∆1 (O(1) ) − r1 · f∆1 (O(1) ))
(By f∆1 (Xq−1 ) ≤ r1 · f∆1 (O(1) ))
∆1
α1
(1 − r1 )
(By f∆1 (O(1) ) = 1)
=
∆1
α2
=
(By definition of α2 )
∆2
α2
f∆ (O(2) )
(By f∆2 (O(2) ) = 1).
=
∆2 2

(7)

Thus, when f (Xq−1 ) = α1 ·f∆1 (Xq−1 ) < r1 ·f (O(1) ), greedy should always prefer choosing elements from V1 over V2 (and other Vi ’s), and the single step improvement is f (Xq )−f (Xq−1 ) =
(f (O(1) ) − f (Xq−1 ))/∆1 = (f (O(1) ) − f (Xq−1 ))/k1 (this matches how f (greedy-lb) (q) changes).
We now analyze what happens when, after running greedy for a while, the marginal contribution from V1 -elements decays so that greedy may prefer V2 -elements. By Eq. (7), it is when
f∆1 (Xq−1 ) = r1 · f∆1 (O(1) ) that the best singleton value of V2 -elements (α2 /∆2 )f∆2 (O(2) ) becomes equal to the best marginal contribution of a V1 -element α1 (f∆1 (O(1) )−f∆1 (Xq−1 ))/∆1 .
Therefore, once r2 · f (O(1) ∪ O(2) ) > f (Xq−1 ) ≥ r1 · f (O(1) ), greedy should start choosing
elements from V1 and V2 alternatively to keep the identity α1 (f∆1 (O(1) ) − f∆1 (Xq−1 ))/∆1 =
α2 (f∆2 (O(2) ) − f∆2 (Xq−1 ))/∆2 (up to negligible error), it follows that
α1 (f∆1 (O(1) ) − f∆1 (Xq−1 ))
∆1
(2)
α2 (f∆2 (O ) − f∆2 (Xq−1 ))
=
∆2
(1)
α1 (f∆1 (O ) − f∆1 (Xq−1 )) + α2 (f∆2 (O(2) ) − f∆2 (Xq−1 ))
=
∆1 + ∆ 2
(1)
(2)
f (O ∪ O ) − f (Xq−1 )
=
.
k l2
Thus, there is a transition of the best marginal gain when f (Xq−1 ) = r1 · f (O(1) ) with
Xq−1 ⊆ V1 , and after that the best achievable marginal gain is characterized by (f (O(1) ∪
O(2) ) − f (Xq−1 ))/kl2 (this matches the guarantee transition for f (greedy-lb) (q)), which is
larger than (α3 /∆3 )f∆3 (O(3) ) by definition of α3 .
(j)
Similarly, for every 3 ≤ p ≤ t, when f (Xq−1 ) = rp−1 ·f (∪p−1
) with Xq−1 ⊆ ∪j≤p−1 Vj ,
j=1 O
p−1 (j)
it holds that (f (∪j=1 O ) − f (Xq−1 ))/klp−1 = (αp /∆p )f∆p (O(p) ) by definition of αp , and
hence, greedy starts to choose elements from V1 , . . . , Vp to keep αj (f∆j (O(j) )−f∆j (Xq−1 ))/∆j
for all j ≤ p approximately equal to each other. Hence, for all j ≤ p,
P
(j)
) − f∆j (Xq−1 ))
αj (f∆j (O(j) ) − f∆j (Xq−1 ))
j≤p αj (f∆j (O
P
=
∆j
j≤p ∆j
f (∪pj=1 O(j) ) − f (Xq−1 )
=
,
k lp
(j)
and this is a transition of the best marginal gain from (f (∪p−1
) − f (Xq−1 ))/klp−1
j=1 O
p
(j)
to (f (∪j=1 O ) − f (Xq−1 ))/klp (this matches the guarantee transition for f (greedy-lb) (q)).
Therefore, we have shown that the greedy performance f (Xq ) changes in exactly the same
way as f (greedy-lb) (q), and hence, the approximation ratio based on f (greedy-lb) (q)’s is tight
for greedy on the hard instance.
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How greedy spends the budget
Finally, following the above derivation, we emphasize how greedy spends the budget. As we
have shown, for any 1 ≤ p ≤ t, when rp−1 · f (∪pj=1 O(j) ) ≤ f (Xq−1 ) ≤ rp · f (∪pj=1 O(j) ), greedy
splits its budget on V1 , . . . , Vp to keep all the αj (f∆j (O(j) ) − f∆j (Xq−1 ))/∆j approximately
′
equal to each other. Moreover, for any j ′ > p, the best singleton value (αj ′ /∆j ′ )f∆j′ (O(j ) )
of Vj ′ is smaller than αj (f∆j (O(j) ) − f∆j (Xq−1 ))/∆j for any j ≤ p. Suppose that greedy has
spent budget b̂j on Vj for each j, which implies that f∆j (Xq−1 ) = 1 − e−b̂j /∆j . Then, we have
that αj (f∆j (O(j) ) − f∆j (Xq−1 ))/∆j =

dαj (1−e−x/∆j )
|x=b̂j ,
dx

and thus,
′

dαj (1−e−x/∆j )
|x=b̂j
dx

all j ≤ p are equal to each other. Moreover, since (αj ′ /∆j ′ )f∆j′ (O(j ) ) =
−x/∆j

dαj (1−e
dx

)

|x=b̂j ≥

dαj

−x/∆ ′
j
′ (1−e

dx

)

dαj

−x/∆ ′
j
′ (1−e

dx

)

for

|x=0 ,

|x=0 for all j ≤ p and j ′ > p.

Greedy spends the budget optimally on the hard instance
By Theorem 3 and the design of our hard instances, for any budget bj , the best possible value
the efficient algorithm A can get by spending budget bj on f∆j is uj (b) = (1 − e−bj /∆j )αj .
Pt
Suppose A spends budget bj on each f∆j , where j=1 bj = b for some b, then in this case,
Pt
the best possible value in total is j=1 uj (bj ), and hence, in general, the best possible value
for budget b is upper bounded by the maximum of the following program:

max

t
X

uj (bj )

j=1

s.t.

t
X

bj = b and ∀j bj ≥ 0.

j=1

We observe that for an arbitrary fixed b, the maximizer b∗j ’s for this program should satisfy
that for all positive b∗j , the derivatives of uj ’s at b∗j ’s are equal (notice that the way greedy
spends the budget also satisfies this property), and moreover, they are not smaller than
the derivative of uj ′ ’s at 0 for any j ′ such that b∗j ′ = 0. Otherwise, there must exist
duj1 (x)
duj2 (x)
∗
∗
∗
dx |x=bj1 <
dx |x=bj2 where bj1
∗
decreasing bj1 by δ for sufficiently small
the feasibility of b∗j ’s.

is strictly positive, then increasing b∗j2 by δ and
δ will increase the objective value while preserving

Now we prove that for any fixed b, the b∗j ’s satisfying the above mentioned property
are unique. (Then, it follows that the maximizer matches exactly how greedy spends the
budget, and moreover, greedy attains the optimal value of the program.) Suppose that
besides b∗j ’s, ebj ’s also satisfy the property. Let supp(b∗ ) be the set of j such that b∗j > 0. We
P
first argue if j ′ ∈
/ supp(b∗ ), then ebj ′ = 0. Suppose otherwise, ebj ′ > 0, then j∈supp(b∗ ) ebj < t,
and hence, there must exist a j ∈ supp(b∗ ) such that ebj < b∗ . By strict concavity of uj ,
j

duj (x)
dx |x=e
bj ′

b∗j ′ = 0,

duj (x)
∗
dx |x=bj . However, since
du
duj (x)
j ′ (x)
∗
dx |x=bj ≥
dx |x=0 , and by

>

the b∗j ’s satisfy the above mentioned property and
strict concavity of uj ′ ,

duj ′ (x)
dx |x=0

>

duj ′ (x)
,
dx |x=e
bj ′

which gives a contradiction. Furthermore, we can argue that for all j ∈ supp(b∗ ), ebj ′ = b∗j ,
because otherwise, there must exist j, j ′ ∈ supp(b∗ ) such that b∗j > ebj and b∗j ′ < ebj ′ , and hence
duj (x)
∗
dx |x=bj

<

duj (x)
dx |x=e
bj

=

duj ′ (x)
duj (x)
and dx
|x=b∗j′
dx |x=e
bj
duj ′ (x)
.
dx |x=e
bj ′

>

duj ′ (x)
,
dx |x=e
bj ′

which contradicts the property
◀
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Two Remarks for Theorem 6

One might wonder whether the transitions of the greedy guarantees in the above analysis
of Theorem 6 always occur in the order 1, 2, . . . , m but never in any proper subsequence,
namely whether rl · f (Okl ) ≤ rl−1 · f (Okl−1 ), which is equivalent to
f (Okl ) − (kl /kl+1 )f (Okl+1 )
f (Okl−1 ) − (kl−1 /kl )f (Okl )
≥
,
1 − (kl /kl+1 )
1 − (kl−1 /kl )
This is equivalent to
f (Okl+1 ) − f (Okl ) ≤

kl+1 − kl
· (f (Okl ) − f (Okl−1 )),
kl − kl−1

which is actually true for our instances but not in general. See Example 8.
▶ Example 8. Consider the function f on the ground set {1, 2, 3, 4} with values f (∅) =
0, f ({1}) = 1, f ({2}) = f ({3}) = f ({4}) = 1/2, f ({1, 2}) = f ({1, 3}) = f ({1, 4}) = 7/6,
f ({2, 3}) = f ({2, 4}) = f ({3, 4}) = 1, f ({2, 3, 4}) = 3/2, f ({1, 2, 3}) = f ({1, 2, 4}) =
f ({1, 3, 4}) = 4/3 and f ({1, 2, 3, 4}) = 3/2. It is straightforward to check that f is submodular
and monotone, and that f (O3 ) − f (O2 ) > f (O2 ) − f (O1 ).
Finally, we end this section with the following observation. In the appendix of the full
version, we give the proof of this observation and show that many practical algorithms satisfy
the condition of this observation.
▶ Observation 9. For any perturbation factors 0 < ρ1 < ρ2 < · · · < ρm , there exists a
sufficiently large k that grows with the size of instance such that given m budgets k1 = ρ1 · k,
. . . , km = ρm · k, the optimality described in Theorem 6 actually holds for a general class of
algorithms such that:
i Given budget ki , the algorithm A runs in T rounds (T is sufficiently large), of which each
round selects about ki /T elements.
A
A
ii For any ϵ > 0, it holds for all t ∈ [T ], for all j ∈ [m], that f (Xtk
) − f (X(t−1)k
)≥
i /T
i /T
A
A
((1 − ϵ)ρi /(ρj T )) · (f (Okj ) − f (Xtki /T )), where Xs is the s-th element chosen by A.

4

A Lower Bound for Every Distribution

The main thesis of this paper is that worst case instances of submodular maximization are
really tailored to a specific budget constraint. It is natural to hope that as the distribution
of budget perturbation becomes arbitrarily spread (aka arbitrarily far from the worst case
single budget), the approximation factor approaches 1. In this section, we give a negative
answer to this question.
▶ Theorem 10. For any distribution of budget perturbations D, for any efficient algorithm
A, for every sufficiently large k that grows with the size of instance, RA (D(k)) ≤ 0.9087.
(We did not seriously try to optimize the constant 0.9087. Computing the optimal
constant is an interesting open problem for future work.)
Proof. For arbitrarily small τ > 0, let ρmin and ρmax be such that the mass of D on
∗
[ρmin , ρmax ] is at least 1 − τ . Let q = 50. Let K1 = q −(i −1) · k where i∗ is the largest i such
that q −(i−1) · k ≤ ρmin · k. Let N be the smallest i such that q (i−1) · K1 ≥ ρmax · k. We first
construct the hard instances, and by Theorem 6 it suffices to upper bound the approximation
ratio achieved by greedy on these instances.
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Construction of hard instances
Let Ki = q (i−1) · K1 . We use Theorem 3 to create hard (with respect to greedy algorithm)
functions fKi for all i ∈ [N ] over disjoint ground sets. We normalize these functions such
that they have the same optimal value 1 (i.e., fKi (O(i) ) = 1, where O(i) denotes the optimal
size-Ki solution for fKi ) and extend them to the union of all the ground sets. The final
PN
submodular function is f (X) = i=1 (q/e)i−1 · fKi (X).

Upper bounding the approximation ratio on the hard instances
Pi
Pi+1
Consider a budget K between j=1 Kj and j=1 Kj , for any i ≤ N − 1. We first show
that the contribution of fKj with j ≤ i − 1 is negligible. Notice that the best singleton
value of fKj is (q/e)j−1 /(q j−1 · K1 ), which is decreasing in j. Hence, we can generously
Pi−1
assume that the algorithm spends a budget of size j=1 Kj getting all the utilities from
fKj with j ≤ i − 1, which is the best one can hope for. The total value of these fKj ’s is
Pi−1
j−1
= ((q/e)i−1 − 1)/(q/e − 1), which is less than 1/(q/e − 1) < 0.0575 fraction of
j=1 (q/e)
the value of the fKi . Therefore, the best possible approximation ratio for budget K is at
Pi−1
most the best possible approximation ratio for budget K − j=1 Kj on the fKj ’s with j ≥ i
plus 0.0575.
Furthermore, the best singleton value of fKi+1 is at most (q/e)i /(q i · K1 ). On the other
hand, with budget Ki on fKi , greedy can achieve approximation ratio at most 1 − 1/e
by Theorem 3, and thus, at the (Ki + 1)-th iteration, greedy has marginal gain at least
(1 − (1 − 1/e)) · (q/e)i−1 /(q (i−1) · K1 ), which is equal to the best singleton value of fKi+1 .
Hence, greedy will not choose anything from fKi+1 until it has selected Ki elements from
Pi
fKi . The remaining budget K − j=1 Kj is at most Ki+1 , and it follows for the same reason
that greedy will not spend remaining budget on any fKj ’s with j ≥ i + 2.
Pi
It remains to show how greedy performs on fKi and fKi+1 with budget K ′ = K − j=1 Kj .
Let a = K ′ /Ki . Notice that greedy splits its budget in the way that the marginal gain of
choosing the next element from fKi is approximately equal to that of choosing the next
element from fKi+1 . This can be expressed as the following equations:
a1 Ki + a2 Ki = aKi ,
e−a1 ·

a K
e/q
1
− 2 i
= e Ki+1 ·
,
Ki
Ki+1

where a1 Ki and a2 Ki are the budgets spent on fKi and fKi+1 respectively. The solution is
a1 = (a + q)/(q + 1) and a2 = (q(a − 1))/(q + 1). Hence the approximation ratio of greedy
on fKi and fKi+1 with budget K ′ is at most
(1 − e−a1 Ki /Ki ) ·

e
−a2 Ki /Ki+1
)
q + (1 − e
aKi −Ki
e
q + Ki+1

=

(1 − e−(a+q)/(q+1) ) ·
e
q

e
q

+

+ (1 − e−(a−1)/(q+1) )
a−1
q

.

The maximum is approximately 0.85114 achieved by a ≈ 9.2199. Hence, in total, the
approximation ratio for the entire instance is less than 0.8512 + 0.0575 = 0.9087. We have
proved that the optimal approximation ratio for the hard instance is less than 0.9087 for any
budget in [ρmin · k, ρmax · k], and this finishes the proof because τ is arbitrarily small.
◀

5

Numerical Simulation

We formulate a mathematical program that computes the worst possible optimal expected
approximation ratio, for any fixed distribution on any fixed choice of m budgets ρ1 k < ρ2 k <
· · · < ρm k = k (we also let ρ0 = 0). We denote the probability of budget ρi k by pi for each i.
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Reducing the hard instances to a standard form
Recall that the hard instances in the proof of Theorem 6 have following form – f ∗ (X) =
Pt
j=1 αj · f(ρlj −ρlj−1 )k , where l1 , . . . , lt is a subsequence of 1, . . . , m, and f(ρlj −ρlj−1 )k (X) is
the hard submodular function from Theorem 3, and it is normalized such that its optimal
value for budget (ρlj − ρlj−1 )k is 1. Moreover, αj /(ρlj − ρlj−1 ) is increasing in j. We show
that there is a submodular function that is as hard as f ∗ to approximately maximize in the
Pm
following standard form6 – f (X) = i=1 βi · f(ρi −ρi−1 )k (X), where βi ’s satisfy
βi
βi+1
≥
,
ρi − ρi−1
ρi+1 − ρi

∀ i < m,

(8)

where f(ρi −ρi−1 )k is defined analogously to f(ρlj −ρlj−1 )k , and we denote the ground set of
f(ρi −ρi−1 )k by Vi .
For i ∈ [m] and j such that lj−1 < i ≤ lj , we define
λi :=

ρi − ρi−1
.
ρlj − ρlj−1

▷ Claim 11. Given budget x · k for any x ≥ 0, the best achievable approximation ratio for
P lj
i=lj−1 +1 λi · f(ρi −ρi−1 )k (X) is equal to that for f(ρlj −ρlj−1 )k (X).
P lj
Proof. For any budget x · k, the best achievable approximation ratio for
i=lj−1 +1 λi ·
f(ρi −ρi−1 )k (X) is
lj
X

max
xi ’s

λi (1 − e

−ρ

xi
i −ρi−1

)

s.t.

i=lj−1 +1

lj
X

xi = x and xi ’s are non-negative.

i=lj−1 +1

For any feasible xi ’s,
lj
X

λi (1 − e

−ρ

xi
i −ρi−1

)

i=lj−1 +1

≤1 − e

−

P lj

λi ·xi
i=lj−1 +1 ρi −ρi−1

(Jensen’s inequality and

lj
X

λi = 1)

i=lj−1 +1

=1 − e
=1 − e

−

P lj

xi
i=lj−1 +1 ρlj −ρlj−1

−ρ

(By definition of λi )

x
lj −ρlj−1

(By

lj
X

xi = x).

i=lj−1 +1

Moreover, when

xi
ρi −ρi−1

for all i are equal to each other, we have that

P lj
xi
x
i=lj−1 +1 xi
= P lj
=
,
ρi − ρi−1
ρ
−
ρlj−1
l
ρi − ρi−1
j
i=lj−1 +1

P lj

6

i=lj−1 +1

λi (1 − e

−ρ

xi
i −ρi−1

−ρ

x
−ρ

−ρ

x
−ρ

) = 1 − e lj lj−1 . Hence, 1 − e lj lj−1 is exactly
P lj
the best achievable approximation ratio for i=l
λi · f(ρi −ρi−1 )k (X). Notice that it is
j−1 +1
also the best achievable approximation ratio for f(ρlj −ρlj−1 )k (X).
◁
and then

The difference between f ∗ and the standard form f is that in the f there is a sub-instance for every
budget
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P lj
Henceforth, we can replace each f(ρlj −ρlj−1 )k with i=l
λi · f(ρi −ρi−1 )k (X) in f ∗ , which
j−1 +1
∗
reduces f to the standard form. Then, Eq. (8) follows by definition of λi ’s and the
monotonicity of αj /(ρlj − ρlj−1 ). Finally, we note that Eq. (8) implies that optimal value
Pi
of the f ∗ for budget ρi k is j=1 βj and that for any i, whenever Vi is used by the greedy
algorithm, so should the Vi′ ’s for any i′ ≤ i.

Formulating the mathematical program
For each budget ρi · k, the best possible approximation ratio is achieved by choosing elements
from the first l subsets V1 , . . . , Vl for certain l ≤ m (which we do not know a priori), and the
budget should be split in a way such that the marginal contribution from the next element is
(approximately) equal among V1 , . . . , Vl . That is,
(i,l)

d(β1 (1 − e−x1

(i,l)

/ρ1

))

(i,l)
dx1

X

(i,l)

xj

=

d(βj (1 − e−xj

/(ρj −ρj−1 )

))

(i,l)
dxj
(i,l)

= ρi , and xj

, ∀ j ≤ l,

≥ 0, ∀j ≤ l.

j≤l

Solving the system of equations in the above constraint gives us


l
(i,l)
β j ρ1
ρj − ρj−1
ρi X
x1
ln
·
=
−
,
ρ1
ρl j=1
β1 (ρj − ρj−1 )
ρl
(i,l)

(i,l)
xj
x
= 1 + ln
ρj − ρj−1
ρ1



β j ρ1
β1 (ρj − ρj−1 )


, ∀ j ≤ l.

(9)
(i,l)

We let h(i,l) (β1 , . . . , βm ) denote the approximation ratio achieved by xj
given by

’s, then it is

h(i,l) (β1 , . . . , βm )
(i,l)
j
−ρ
j
j−1
x

=

=

βj (1 − e
Pi
j=1 βj

Pl

−

j=1

j=1

j=1

P
=
P
=

βj (1 − e
Pi

x

(i,l)
1
ρ1

·

)

β1 (ρj −ρj−1 )
)
βj ρ1

(i,l)

(Solution of xj

j=1 βj

Pl
=

−ρ

Pl

βj −

l
j=1

l
j=1

β1 (ρj −ρj−1 )
j=1
ρ1
Pi
j=1 βj

Pl

·e

−

(i,l)

x
1
βj − β1 · ρρ1l · e− ρ1
Pi
j=1 βj
Pl
ρi


βj − β1 ·

ρl
ρ1

·e

−ρ +
l

x

j=1

)

(i,l)
1
ρ1

(Telescoping sum)
ln



β j ρ1
β1 (ρj −ρj−1 )



·

ρj −ρj−1
ρl

(i,l)

(Solution of x1

Pi

j=1 βj

(i,l)

),

where the nominator is the value achieved by xj ’s, and the denominator is the optimal
value. Since we do not know the right choice of l a priori, we will enumerate all possible
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Table 2 Campaign Budgets (in millions).
Candidate
Budget
Klobuchar
10.1

Bennet
2.6
Patrick
0.9

Biden
23.3
Sanders
50.1

Bloomberg
188.4
Steyer
153.7

Buttigieg
34.1
Warren
33.7

Gabbard
2.9
Yang
19.2

choices of l and pick the best. Moreover, for every l ≤ m, we consider l as a candidate choice
(i,l)
only if the solutions of xj ’s by Eq. (9) are non-negative, because this holds for the right
choice of l. (Note that l = 1 is always a candidate choice, because it means that all budget
(i,1)
are spent on the first sub-instance, and hence x1 = ρi ≥ 0.) Therefore, we let h(i) denote
the best approximation ratio for budget ρi k, then it is given by
(i,l)

h(i) (β1 , . . . , βm ) = max h(i,l) (β1 , . . . , βm ) · 1[xl
1≤l≤m

≥ 0]
(i,l)

= max h(i,l) (β1 , . . . , βm ) − C · 1[xl
1≤l≤m

(i,l)

< 0]

(C is a large constant),
(i,l)

where xl
can be represented as a function of βi ’s. Note that we only restrict xl
to be
(i,l)
non-negative, which actually implies that every xj for j ≤ l is non-negative, by Eq.(8) and
Pm
Eq.(9). Finally, the expected approximation ratio h is given by h(β1 , . . . , βm ) = i=1 pi ·
h(i) (β1 , . . . , βm ). Given any fixed ρi ’s, the worst possible optimal average approximation
ratio is the result of the following program
min

β1 ,...,βm ≥0

5.1

h(β1 , . . . , βm ) s.t. Eq.(8) and Eq.(9).

Empirical results

We solve this program numerically for various distributions of budget perturbations (ρi ’s);
the results are summarized in Table 1.
Canonical distributions It is natural to ask what is the expected approximation factor when
the budget is drawn from uniform over [x, 10x]. Since we don’t know how to compute
this value exactly, we take discretization of this distribution namely 25 budgets 7 evenly
spaced between x and 10x. Similarly, we experiment with discretizations of log-scale
uniform distributions over [x, 10x] and [x, 600x].
Top social/political campaigns on Facebook With the application of influence maximization on social networks in mind, we use the budgets of the top ten campaigns on
Facebook’s database of social/political campaigns8 .
2020 Democratic Party presidential candidates We use reported total campaign budgets
by candidates in the 2020 Democratic Party primary elections during months OctoberDecember 2019 [1] (see Table 2).
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1

Introduction

Minimizing mean response time of jobs in a preemptive single-server queue is a fundamental
scheduling problem. If the scheduler knows each job’s size,1 then the optimal policy is Shortest
Remaining Processing Time (SRPT), which always serves the job of least remaining size:
least size minus time served so far. However, in practical queueing systems, it is rare that
the scheduler knows each job’s exact size, which is required for SRPT. Instead, it may be
that the scheduler has only an estimated size for each job.

1

A job’s size is its processing time.
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In settings where the scheduler knows only job size estimates, rather than true sizes, how
should one schedule to minimize mean response time? We study this question in a stochastic
online setting, namely an M/G/1 queue,2 in which jobs arrive randomly over time. We
use T to denote the distribution of response time, and we seek policies that achieve strong
guarantees on E[T ], the mean response time. We focus our attention on simple policies that
do not depend on detailed knowledge of the distributions of true or estimated job sizes, as
such knowledge may not be available in practice. While some simple heuristics have been
proposed in prior work, no performance guarantees have been proven for these policies. We
evaluate each scheduling policy by its approximation ratio, which we define to be the ratio
between its mean response time and that of Shortest Remaining Processing Time (SRPT),
the optimal policy when true sizes are known.
In the context of online algorithms with predictions [11,15], policy design has two key goals:
“consistency”, which requires near-optimal performance under low error, and “robustness”,
which requires bounded approximation ratio under arbitrary error. Unfortunately, as we
explain in Appendix B, this type of robustness is provably unachievable in this context.
Instead, we focus on a more appropriate guarantee, which we call “graceful degredation”,
which requires that the performance degrades smoothly and slowly as error increases.
We focus on the setting of multiplicative errors: We assume that a job of true size s
has estimated size in the interval [βs, αs] for some α ≥ β > 0. We refer to this assumption
by saying the jobs have (β, α)-bounded estimates. (Here β stands for “below” and α for
“above.”) In this context, a policy π is consistent if E[Tπ ] → E[TSRPT ] in the limit as α, β → 1.
Graceful degradation requires that for some constant C, we have E[Tπ ] ≤ C α
β E[TSRPT ] for
all α ≥ β > 0.
In trying to achieve consistency and graceful degradation, a first policy one might consider
is the SRPT with Estimates (SRPT-E) policy, which always serves the job of least estimated
size minus time served so far. Unfortunately, as we prove in Theorem 6.1, SRPT-E can have
infinite approximation ratio if β < 1, so it has neither consistency nor graceful degradation.
In this work, we present the first policy which provably has both consistency and graceful
degradation: the SRPT with Bounce (SRPT-B) policy, defined in Section 2. Specifically, we
show that SRPT-B’s approximation ratio is at most 3.5α/β and approaches 1 uniformly as
α, β → 1. We also study the policy Preemptive Shortest Job First with Estimates (PSJF-E),
for which we prove even better graceful degradation guarantees, and consistency guarantees
relative to the perfect-information PSJF policy: we show E[TPSJF-E ] ≤ α
β E[TPSJF ], which
turns out to imply that PSFJ-E’s approximation ratio is at most 1.5α/β.
See Section 2 for the details of our queueing model and the definitions of the scheduling
policies we consider, Section 3 for a full statement of our main results, and Section 4 for a
high-level overview of our proof techniques.

1.1

Related Work

Policies for ordering jobs according to their service time have been studied extensively in
single queues. The text [8] provides an excellent introduction to the analysis of standard
policies, such as Shortest Job First (SJF), PSJF, and SRPT, in the single-queue setting.
Settings where estimates or predictions of service times, such as one might obtain from
machine learning algorithms, have been much less studied. The work closest to ours is that of
Wierman and Nuyens [25]. They study policies that they dub ε-SMART policies. Such policies

2

The M/G/1 is a queueing model with Poisson arrivals and i.i.d. job sizes. We define the M/G/1 formally
in Section 2.
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include variations of SRPT and PSJF with inexact job sizes, and they bound the performance
of such policies based on how inexact the estimates can be [25]. However, their results only
apply to two simpler types of error: addditive error, where the estimate of a job of size s is
within [s − σ, s + σ]; and speedup error, where the estimate is updated as the job runs, and
the estimate of a job of remaining size r is within [(1 − σ)r, (1 + σ)r]. In contrast, we primarily
focus on the more realistic setting of multiplicative non-updating error. Their results on
mean response time demonstrate only graceful degradation, are restricted to the setting of
speedup error, and require additional assumptions on the job size distribution. While it is not
our primary focus, we also discuss using the techniques in this paper to achieve consistency
and graceful degradation in the speedup-error setting in Section 7 and Appendix D. Such
results do not require additional assumptions on the job size distribution.
Dell’Amico et al. [6] empirically study scheduling policies for queueing systems with
estimated sizes; Dell’Amico and Mitzenmacher [14] also perform an empirical study of
scheduling policies with estimated sizes, but in the context of multiple queues using the
power of two choices. Mitzenmacher provides formulas for the mean response time for M/G/1
queues under scheduling policies where service times are predicted rather than known exactly
according to a stochastic model, including for our SRPT-E and PSJF-E policies [12]. 3 In
later work Mitzenmacher studies similar models where only a single bit of prediction-based
advice is given, and also studies single-bit advice in the mean-field setting under the power
of two choices [13]. Several of these works note that SRPT-E performance can degrade in
situations where job sizes have high variance, and that PSJF-E can have better performance
in these cases [6, 12, 14].
In the setting of scheduling with predictions for finite collections of jobs, combinations
of shortest predicted job first and round robin that yield good performance in terms of the
competitive ratio were studied by Purohit et al. [16]. For the online scheduling problem
of weighted mean response time on a single machine with a finite arrival sequence, Azar
et al. [2] consider what we would refer to as (1, µ)-bounded jobs where µ is known, and give
algorithms that are competitive up to a logarithmic factor in the maximum ratios of the
processing times, densities, and weights. For unweighted mean response time, they prove a
variant of graceful degradation: if job size estimates have a multiplicative error of at most µ,
they prove an O(µ2 ) competitive ratio bound. In contrast, our graceful degradation bounds
4
are linear in µ = α
β , and do not depend on knowledge of α or β.

2

Model and Preliminaries

We now define our model and provide basic notation and definitions. Further definitions and
background results appear in Section 5.
We consider a stochastic scheduling setting called the M/G/1 queue with job size estimates.
The “M” in “M/G/1” refers to the assumption that jobs arrive according to a Poisson process
(that is, with exponentially distributed interarrival times) with rate λ. The “G” in “M/G/1”
refers to the assumption that job sizes are sampled i.i.d. from a general distribution. We
additionally assume that each job j has a size sj and an estimated size zj , where the pair

3

4

In [12] the schemes using predictions are referred to as SPRPT (shortest predicted remaining
processing time), and PSPJF; there does not seem to be a consistent nomenclature for policies with
predictions/estimates, and we hope our labeling is more readily understood.
Following submission of this paper, the authors of [2] released a paper with improved results [1].
Specifically, they provide a new algorithm and prove an O(µ log2 µ) competitive ratio bound for that
algorithm, which further does not depend on knowledge of α or β.
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(sj , zj ) is sampled i.i.d. from some joint distribution (S, Z). We assume (S, Z) is a continuous
distribution with joint density function fS,Z (s, z). We discuss this continuity assumption
further in Appendix A. We write fS (s) and fZ (z) for the marginal densities of S and Z,
respectively. Regardless of scheduling policy, the fraction of time the server is busy, also
known as the load, is fixed. We denote load by ρ and note that ρ = λE[S]. We assume that
ρ < 1 to ensure that the server completes jobs faster than they arrive in the long run. The
“1” in “M/G/1” refers to there being a single server.
We focus on the setting of multiplicatively-bounded size estimates:
▶ Definition 2.1. Size estimates are (β, α)-bounded for some constants 0 < β ≤ α if for all
jobs j,
zj ∈ [βsj , αsj ].
Mnemonically, β is the bound below, and α is the bound above.
▶ Definition 2.2. The state of job j is the triple xj = (sj , zj , aj ) consisting of
its (true) size sj , which is the amount of time it must be served to complete;
its estimated size zj , which is revealed when the job arrives and is guaranteed to be in the
interval [βsj , αsj ]; and
its age aj , the amount of service the job has received so far.
Job j completes once aj = sj .
We now formally define the scheduling policies we consider.
▶ Definition 2.3. We consider six scheduling policies in this work. We define each policy π
by a rank function, denoted rankπ (x) or rankπ (s, z, a) assigning a rank, or priority, to a job
based on its state x = (s, z, a). The scheduler always serves whichever job has the least rank.5
The policies, which we illustrate in Figure 2.1, are the following:
Shortest Remaining Processing Time (SRPT)

rankSRPT (s, z, a)

= s − a,

Preemptive Shortest Job First (PSJF)

rankPSJF (s, z, a)

= s,

SRPT with Estimates (SRPT-E)

rankSRPT-E (s, z, a) = z − a,

PSJF with Estimates (PSJF-E)

rankPSJF-E (s, z, a) = z,

SRPT with Bounce (SRPT-B)

rankSRPT-B (s, z, a) = min{|z − a|, z},

SRPT with Scaling Estimates (SRPT-SE)

rankSRPT-SE (s, z, a) = z/s · (s − a).

For SRPT, shown in Figure 2.1a the rank of a job is the remaining size s − a, while for
SRPT-E, shown in Figure 2.1c, the rank is the estimated remaining size z − a, using the
estimate in place of the true size. (Note the rank for SRPT-E can be negative.) Similarly,
PSJF-E’s rank function z uses the estimate where PSJF uses the true size s for its rank, as
shown in Figures 2.1b and 2.1d.
For SRPT-B, shown in Figure 2.1e, the rank is given by min{|z − a|, z}. SRPT-B’s rank
is identical to SRPT-E’s rank for ages a ∈ [0, z], but rises back to z for larger a, yielding the
bounce and thus the name SRPT with Bounce.
As a theoretical tool, we will also consider SRPT with Scaling Estimates, or SRPT-SE,
shown in Figure 2.1f, for which the rank function is z/s · (s − a), a horizontally stretched
version of SRPT-E. Note that SRPT-SE is not implementable in our model, as the scheduler
does not have access to the true size s.
5

We tiebreak arbitrarily. Given our continuous job-size assumption and our specific policies, ties happen
with probability zero. See Appendix A for details.
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(a) Shortest Remaining Processing Time (SRPT). (b) Preemptive Shortest Job First (PSJF).
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(c) SRPT with Estimates (SRPT-E).
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(f) SRPT with Scaling Estimates (SRPT-SE).

Figure 2.1 Rank Functions of Size-Estimate-Based Policies.

3

Description of Main Results

As discussed in the introduction, our goal is to derive the first provably consistent and
gracefully-degrading policies in the size-estimate setting. In the setting of (β, α)-bounded size
estimates, consistency requires that in the β, α → 1 limit, the policy achieves optimal mean
response time, matching that of SRPT, the optimal known-size policy. “Graceful degradation”
requires that a policy’s mean response is bounded relative to that of SRPT and the α and β
values:
α
E[Tπ ] ≤ C E[TSRPT ],
β
for some constant C. Robustness, in the sense of achieving constant approximation ratio for
arbitrary errors, is not possible in this setting, as we discuss in Appendix B.
First, we show that consistency and graceful degradation are not straightforward to
achieve. Our first result shows that simply using SRPT-E (SRPT with Estimates), a natural
policy studied previously [12], yields mean response times that are not bounded within a
constant factor of SRPT in the worst case, even with (β, α)-bounded size estimates.
▶ Theorem 6.1 (Performance of SRPT-E). Consider the M/G/1 with (β, α)-bounded size
estimates.
(a) For any size distribution S, there exists a joint distribution (S, Z) of true and estimated
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sizes such that the mean response time of SRPT-E is bounded below by
E[TSRPT-E ] ≥

λ(1 − β)2
E[S 2 ],
2

(b) The approximation ratio of SRPT-E may be arbitrarily large or infinite whenever β < 1.
We consider a novel variation of SRPT, SRPT with Bounce (SRPT-B), and prove it is
consistent and gracefully-degrading, without knowledge of α and β. This is the first proof
of a policy satisfying these criteria. Here, as α and β approach 1, SRPT-B approaches the
performance of SRPT, and it achieves a suitable finite approximation ratio for all α and β.
Formally, we prove the following:
▶ Theorem 8.1 (Performance of SRPT-B). Consider the M/G/1 with (β, α)-bounded size
estimates.
(a) The mean response time of SRPT-B is bounded above by


α
1
1
E[TSRPT-B ] ≤ E[TSRPT ] + K(α, β)
ln
− 1 E[S],
β
ρ 1−ρ
where

K(α, β) =



n
o
3
1 1
α
α1(β < 1) + 1 min 1, max 1 − , − 1
≤ 2.5 .
2
α β
β

(b) The approximation ratio of SRPT-B is at most 3.5α/β.
(c) As α and β converge to 1, the approximation ratio of SRPT-B converges to 1 uniformly
in the arrival rate and the joint distribution of true and estimated sizes.
The expression we give for K(α, β) in Theorem 8.1(a) is a compromise between simplicity
and tightness.
Intuitively, the key properties of SRPT-B that allow us to prove Theorem 8.1 are:
The rank function is equal to z − a for a ≤ z. This ensures that if z = s, our policy
assigns jobs the same rank as SRPT.
No job receives more than 2r service with rank ≤ r, for any rank r < z. Jobs with poor
estimates consequently don’t cause long delays to low-rank jobs. The SRPT-E policy
does not have the same guarantee, resulting in the poor response times in Theorem 6.1.
A job’s rank never grows larger than z, its initial rank. Without this cap on the rank the
approximation ratio could be arbitrarily poor when β < 1/2, as we explain in Remark 4.3
and Appendix C.
Finally, we consider PSJF-E, which we bound relative to PSJF. We prove PSJF-E is
consistent relative to PSJF, achieving a mean response time ratio of α/β. While this is a
weaker consistency result than that of SRPT-B, PSJF often performs within a few percent
of SRPT in practice, making the result nearly as strong. In the worst case, PSJF’s mean
response time is within a factor of 1.5 of SRPT’s [24], so PSJF-E is within a factor of 1.5α/β
of optimal.6 This is a stronger graceful-degradation bound than we obtained for SRPT-B.

6

We are not aware of any tight examples in which E[TPSJF ] = 1.5E[TSRPT ]. The largest mean response
time ratio between PSJF and SRPT that we are aware of is approximately 1.125, which occurs when
S has a Pareto distribution with shape parameter 1.5 and ρ is nearly 1. A tighter bound on the
approximation ratio of PSJF would strengthen our bound on the approximation ratio on PSJF-E.
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▶ Theorem 9.1 (Performance of PSJF-E). Consider the M/G/1 with (β, α)-bounded size
estimates.
(a) The mean response time of PSJF-E is bounded above by
E[TPSJF-E ] ≤

α
E[TPSJF ].
β

(b) The approximation ratio of PSJF-E is at most 1.5α/β.
One can view our PSJF-E result as bounding what Mitzenmacher [12] dubs the “price
of misprediction” of PSJF-E. An algorithm’s price of misprediction is its performance ratio
relative not to the optimal algorithm, in this case SRPT, but relative to a version of the
algorithm that has perfect information, in this case PSJF.

3.1

Discussion of Our Results

In the wider context of online algorithms with predictions, the three goals discussed in this
paper can be stated more generally:
Consistency: In the limit as the prediction quality becomes perfect, the performance should
approach that of the optimal algorithm with perfect information. For instance, one might
try to achieve A-consistency [11], which requires that the competitive ratio is bounded
by A as the error in the predictions goes to 0.
Robustness: In the limit as the prediction quality becomes arbitrarily poor, the performance
should be comparable to that of the optimal algorithm with perfect information. For
instance, one might try to achieve B-robustness [11], which requires that the competitive
ratio is bounded by B under arbitrarily poor predictions.
Graceful Degradation: As the prediction quality worsens from perfect to worthless, the
performance should degrade smoothly and slowly. For instance, one might try to achieve
C-graceful degradation, which requires that the competitive ratio is bounded by C times
some measure of the estimate quality.
Looked at in this framework, we prove that SRPT-B is 1-consistent and has 3.5-graceful
degradation, where α/β is our measure of estimate quality for (β, α)-bounded size estimates.
We also prove that PSJF-E is 1.5 consistent and has 1.5-graceful degradation, where the
factor of 1.5 comes from the maximum gap between PSJF and SRPT.
While we do not have robustness results for these algorithms, that is because in the context
of scheduling in the M/G/1, the robustness property is provably unachievable. In particular,
no online policy without prediction information can achieve a constant approximation ratio
against SRPT, as discussed in Appendix B.
We feel our emphasis on graceful degradation is a key contribution of our work that may
apply to many other algorithms-with-predictions problems. While consistency and robustness
are well-known goals in the literature, the graceful degradation goal has received less focus.
However, we argue that graceful degradation is extremely important. Real applications often
have high-quality but imperfect predictions, which is the regime where performance is
bounded by a graceful degradation result. The extreme cases of perfect or worthless estimates
may come up less in practice.
To adapt the notion of robustness to the setting of M/G/1 scheduling, one possible
method would be to compare an algorithm against the optimal blind policy, which knows
the job size distribution, but not the job sizes. This policy is known; it is called the Gittins
index policy [7]. We discuss this policy in Appendix B. This method of comparing against
the optimal blind policy might be applicable to other algorithms-with-predictions problems.
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4

Proof Overview

We now explain the main ideas we use to prove our main results. We focus on our analysis of
SRPT-B (the most complex result), but we briefly comment on how the same ideas apply to
analyzing SRPT-E (see Remark 4.2) and PSJF-E (see Remark 4.1).
Our overall approach to comparing SRPT-B to SRPT is to compare each to a third
policy, namely SRPT-SE. This approach proved useful because SRPT-SE’s rank function
has similarities with both SRPT’s and SRPT-B’s.
Under both SRPT-SE and SRPT, a job’s rank at every age is within a constant factor of
its remaining size.
Under both SRPT-SE and SRPT-B, a job’s initial rank is its estimated size, and a job’s
rank never exceeds its initial rank.
In the remainder of this section, we explain how the above properties help us compare
SRPT-SE to each of SRPT and SRPT-B. Interestingly, the two comparisons make use of
two very different methods of analyzing mean response time.

4.1

Comparing SRPT-SE to SRPT

SRPT minimizes mean response by prioritizing jobs by remaining size [17]. SRPT-SE almost
prioritizes jobs by remaining size, but it can make an error whenever two jobs’ remaining sizes
are within a constant factor of each other. The specific factor is α/β: if job 1 has remaining
size r1 and job 2 has greater remaining size r2 > r1 , then SRPT will always serve job 1, but
SRPT-SE might serve job 2 if βr2 ≤ αr1 .
Intuitively, one might hope that because SRPT-SE only makes constant-factor errors
when prioritizing jobs, its mean response time should suffer by only a constant factor. We
show that this indeed is the case, and that the constant factor is the same. Specifically,
Theorem 7.2 states
E[TSRPT-SE ] ≤

α
E[TSRPT ].
β

(4.1)

In order to show (4.1), we use a very recently developed formula for mean response
time [19]. At a high level, the formula expresses a policy’s mean response time in terms of an
integral of various types of work. We first describe the formula (see Section 4.1.1) and then
describe how we apply it to proving (4.1) (see Section 4.1.2)

4.1.1

Mean Response Time as a Work Integral

Define the (remsize ≤ r)-work of a system to be the total remaining size of the jobs in
the system that have remaining size r or less, as illustrated in Figure 4.1. Scully et al.
[19, Theorem 6.3] show that we can write the mean response time of any policy π in terms
of the mean amount of (remsize ≤ r)-work in the system:
1
E[Tπ ] =
λ

∞

Z
0

E[(remsize ≤ r)-work under π]
dr.
r2

(4.2)

See Definitions 5.1 and 5.2 for a formal definition of (remsize ≤ r)-work and Proposition 5.3
for a formal statement of (4.2).
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remaining size rj
size
age
r5 = 24 r4 = 14 r3 = 9

r2 = 7

r1 = 5

Legend (jobs indexed by j)

(remsize ≤ 10)-work = r1 + r2 + r3 = 21

Figure 4.1 Example of (remsize ≤ r)-Work.

4.1.2

Comparing SRPT-SE’s and SRPT’s Work Integrals

With (4.2) in hand, to compare the mean response times of SRPT-SE and SRPT, it suffices
to compare their amounts of (remsize ≤ r)-work. In the proof of Theorem 7.2, we show



α
E[(remsize ≤ r)-work under SRPT-SE] ≤ E remsize ≤ r -work under SRPT . (4.3)
β
Combining (4.2) and (4.3) and using a change of variables implies (4.1).
The intuition behind (4.3) is as follows. Because SRPT always serves the job of least
remaining size, it satisfies the following guarantee:
Whenever the system has nonzero (remsize ≤ r)-work, SRPT serves a job of remaining
size r or less, thus decreasing the amount of (remsize ≤ r)-work.
This guarantee implies that SRPT minimizes mean (remsize ≤ r)-work among all scheduling
policies. In contrast, SRPT-SE satisfies a weaker guarantee:
Whenever the system has nonzero (remsize ≤ r)-work, SRPT-SE serves a job of
remaining size α/β · r or less, thus decreasing the amount of (remsize ≤ α/β · r)-work.
Roughly speaking, this means that whenever the system’s (remsize ≤ r)-work is nonzero,
SRPT-SE reduces (remsize ≤ α/β · r)-work just as efficiently as SRPT does, suggesting a
relationship like (4.3) might hold.
The main technical challenge in proving (4.3) is formalizing the above intuition. The key
ingredient turns out to be introducing a new variant of (remsize ≤ r)-work. The new variant,
called (remsize-e ≤ r)-work (see Definitions 5.1 and 5.2), uses scaled estimated remaining
size instead of true remaining size. This new variant is important because SRPT-SE always
serves the job of least scaled estimated remaining size, so it satisfies the following guarantee:
Whenever the system has nonzero (remsize-e ≤ r)-work, SRPT-SE serves a job of scaled
estimated remaining size r or less, thus decreasing the amount of (remsize-e ≤ r)-work.
This guarantee implies that, analogously to SRPT minimizing mean (remsize ≤ r)-work,
SRPT-SE minimizes mean (remsize-e ≤ r)-work (see Proposition 7.1).
▶ Remark 4.1. The proof of Theorem 9.1, which compares PSJF-E to PSJF, follows a similar
strategy to the comparison of SRPT-SE to SRPT outlined above. However, the details
are significantly more complicated. The main obstacle is that while (4.2) uses remaining
size, PSJF-E and PSJF prioritize jobs by original estimated and true size, respectively. We
overcome this obstacle by introducing more variants of (remsize ≤ r)-work.
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arrives
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time

tagged job’s residence time
tagged job’s response time

Figure 4.2 Response Time = Waiting Time + Residence Time.

4.2

Comparing SRPT-B to SRPT-SE

Our approach to comparing SRPT-B to SRPT-SE looks very different from our approach to
comparing SRPT-SE to SRPT. In particular, we use a different method of characterizing
each policy’s mean response time. The method, often called the “tagged-job method”, has
been used since the early days of M/G/1 scheduling theory to analyze a variety of policies,
including SRPT [18]. Recently, Scully et al. [23] generalized the tagged-job method to all
policies in which a job’s rank varies as a function of its age, including all of the policies we
study (see Definition 2.3). Below, we outline how the tagged-job method of Scully et al. [23]
applies to SRPT-B and SRPT-SE.
At a high level, the tagged-job method works by following a single “tagged” job on its
journey through the system. The tagged job’s response time is a random variable with several
sources of randomness:
the random true size S and estimated size Z of the tagged job,
the random state of the system at the moment the tagged job arrives, and
the random arrivals that occur after the tagged job.
Using the fact that arrival times are Poisson [26], one can show that the expected response
time of the tagged job, where the expectation is taken over all of the above sources of
randomness, is indeed the system’s mean response time [8].
To compute the tagged job’s expected response time, we first condition on its true and
estimated sizes. Specifically, let the random variable Tπ (s, z) denote the response time of the
tagged job under policy π given that it has true size S = s and estimated size Z = z. We
will find E[Tπ (s, z)], from which mean response time follows by integrating over s and z:
Z ∞Z ∞
E[Tπ ] =
E[Tπ (s, z)]fS,Z (s, z) ds dz.
(4.4)
0

0

To analyze the tagged job’s response time Tπ (s, z), we split it into two parts:
Waiting time: the amount of time between the tagged job’s arrival and the moment the
tagged job first receives service, denoted Tπwait (s, z).
Residence time: the amount of time between the tagged job first receives service and the
tagged job’s completion, denoted Tπres (s, z).
We illustrate waiting time and residence time in Figure 4.2. We define mean waiting and
residence times E[Tπwait ] and E[Tπres ] analogously to (4.4).
To compare SRPT-B to SRPT-SE, we separately compare the policies’ waiting times (see
Section 4.2.1 and Proposition 8.7) and residence times (see Section 4.2.2 and Proposition 8.4).
At a high level, because SRPT-B and SRPT-SE have similar enough rank functions, we
are able to show that SRPT-B’s waiting and residence times are not too much larger than
SRPT-SE’s.
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Comparing Waiting Times

Consider a tagged job of estimated size z. Under both SRPT-B and SRPT-SE, the tagged
job’s initial rank is z. The tagged job’s waiting time therefore lasts until any other jobs that
remain in the system have rank greater than z, at which point the tagged job, having better
rank than all other jobs in the system, is served for the first time. Therefore, the tagged job’s
waiting time depends on how long each other job spends with rank z or less. In particular,
the tagged job’s waiting time does not depend on its own size, so we denote its waiting time
by simply Tπwait (z). Specifically, letting

2 
amount of service time during which
uπ (z) = E
,
a job has rank z or less under policy π

wait
wait
it turns out that comparing E[TSRPT-B
(z)] to E[TSRPT-SE
(z)] boils down to comparing
uSRPT-B (z) to uSRPT-SE (z) (see Proposition 5.4(a)).
One can use simple geometry to show that under SRPT-B, the amount of service time a
job spends with rank z or less is at most than twice the amount it would be under SRPT-SE,
implying uSRPT-B (z) ≤ 4uSRPT-SE (z). This is strong enough to show graceful degradation of
SRPT-B, but it does not imply consistency. But the rank functions of SRPT-B and SRPT-SE
do become closer and closer together as α and β approach 1, so one would expect consistency
of SRPT-B to hold, too.
The main technical challenge in comparing waiting times is obtaining a bound tight enough
to show consistency. In particular, it does not suffice to simply bound uSRPT-B (z)−uSRPT-SE (z)
with a quantity that vanishes as α and β approach 1. While this is a necessary first step,
wait
wait
it shows only that as α and β approach 1, the difference E[TSRPT-B
(z)] − E[TSRPT-SE
(z)]
vanishes for all z. We seek bounds on mean response time, so we need to integrate over z to
wait
wait
show that E[TSRPT-B
] − E[TSRPT-SE
] also vanishes. This second step is purely computational
but requires some care: there are several choices one must make when bounding the integral,
and many choices lead to either intractable expressions or bounds that are too weak to show
consistency.

▶ Remark 4.2. The reason for SRPT-E’s poor performance is that under SRPT-E, a job
can spend up to a 1 − β fraction of its service time below rank 0. This means one can have
uSRPT-E (z) ≥ (1 − β)E[S 2 ], from which Theorem 6.1 easily follows. SRPT-B avoids this
problem thanks to the bounce in its rank function.

4.2.2

Comparing Residence Times

Consider a tagged job of true size s and estimated size z. When the tagged job starts its
residence time, its rank z is less than the rank of every other job in the system. Moreover,
under both SRPT-B and SRPT-SE, a job’s rank never exceeds this initial rank of z (see
Figures 2.1e and 2.1f). Therefore, the only reason that the tagged job might be preempted is
if new jobs arrive.
Suppose a new job of estimated size z ′ arrives while the tagged job has age a. What
determines whether the new arrival delays the tagged job?
If the new job’s initial rank z ′ is less than the tagged job’s rank at age a, then the new
job has priority over the tagged job.
If z ′ is at least the tagged job’s rank at age a, then the tagged job has priority over the
new job, initially. But if later the tagged job will have rank greater than z ′ at some future
age a′ > a, then when the tagged job reaches age a′ , the new job will have priority over
the tagged job.
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rank
estimated size z

worst future rank
rank

s−z

0

age
0

z

true size s

Figure 4.3 Example of Worst Future Rank under SRPT-B.

The conclusion of this discussion is what Scully et al. [23] call the “Pessimism Principle”, the
upshot of which is the following:
When determining whether a new arrival will delay the tagged job, what matters is
not the tagged job’s current rank but rather its worst future rank.
We illustrate the difference between a job’s rank and worst future rank under SRPT-B in
Figure 4.3. Note that a job’s worst future rank depends not just on its estimated size and
age but also on its true size.
The Pessimism Principle means that bounding the tagged job’s residence time of SRPT-B
boils down to bounding the tagged job’s worst future rank under SRPT-B. One simple
bound on the tagged job’s worst future rank is its initial rank z, because under SRPT-B, a
job’s rank never exceeds its initial rank (see Figure 2.1e). As it happens, under PSJF-E, the
tagged job’s worst future rank would always be z. This means that SRPT-B’s mean residence
time is at most that of PSJF-E, which turns out to be simple to bound (see Lemma 5.7
and Proposition 5.8). This is strong enough to show graceful degradation of SRPT-B, but it
does not imply consistency.
The main technical challenge in comparing residence times is obtaining a bound tight
enough to show consistency. To show consistency of SRPT-B, we would like to bound SRPTB’s residence time in terms of that of SRPT-SE, not PSJF-E. However, the tagged job’s
worst future rank at a given age can be greater under SRPT-B than under SRPT-SE. Our
solution is, roughly speaking, to bound the worst future rank under SRPT-B to a “shifted”
version of worst future rank under SRPT-SE (see Figure 8.1). The result is a bound of the
form
res
res
res
E[TSRPT-B
(s, z)] ≤ E[TSRPT-SE
(s, z)] + cE[TPSJF-E
(s, z)],

where c approaches 0 as α and β approach 1. This immediately implies an analogous bound
on mean residence times.
▶ Remark 4.3. The Pessimism Principle, namely the fact that a job’s residence time is
governed by its worst future rank instead of its current rank, is the reason we cap the
bounce in SRPT-B’s rank function (see Figure 2.1e) to no more than the job’s initial rank.
Appendix C explains in more detail how performance degrades without this rank cap.

5

Background on M/G/1 Scheduling Theory

In this section, we review definitions and results from M/G/1 scheduling theory that we
use in our proofs. Specifically, we review two recently developed methods for computing a
policy’s mean response time.
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Section 5.1 reviews the “work integral” method, which we use to compare SRPT-SE to
SRPT.
Section 5.2 reviews the “tagged job” method, which we use to compare SRPT-B to
SRPT-SE.
Having given in Section 4 an intuitive overview of each method, the main purpose of this
section is to present them more formally.

5.1

Mean Response Time via the Work Integral Method

We saw in Section 4.1 that one can compute a policy’s mean response time by looking
at the amount of different types of work in the system. Specifically, the key definition is
(remsize ≤ r)-work, the amount of work contributed by jobs which have remaining size r or
less.
Below, we give a formal definition of a general kind of work, which includes (remsize ≤ r)work as a special case. Recall from Definition 2.3 that a job’s state is a tuple x = (s, z, a)
consisting of its true size s, estimated size z, and age a.
▶ Definition 5.1. Let φ : R3+ → {false, true} be a predicate on job states.
(a) The φ-work of a job in state x, denoted w(x, φ), is the amount of service a job in state x
requires to either complete or reach a state that does not satisfy φ. That is, a job’s φ-work,
roughly speaking, is its remaining processing time while satisfying φ. Formally,
w((s, z, a), φ) = sup{w ∈ [0, s − a) | φ(s, z, a + w)}.
(b) The (system) φ-work is the total φ-work of all jobs in the system. We denote by Wπ (φ)
the steady-state distribution of the system φ-work under policy π.
When discussing φ-work, it is helpful to have a shorthand notation for describing predicates.
The following definition describes such a shorthand.
▶ Definition 5.2.
(a) Let func : R3+ → R be a real function on job states and r ∈ R be a constant. The
predicate (func ≤ r) is true for those states x such that func(x) ≤ r. We define other
inequality predicates similarly, e.g. func1 ≤ r < func2, and we omit the parentheses when
they would be redundant, e.g. Wπ (func ≤ r). To disambiguate between functions and
constants, we use sans-serif font for functions.
(b) We frequently use the following functions on job states in the above shorthand:
(true) size

size(s, z, a)

= s,

(true) remaining size

remsize(s, z, a)

= s − a,

estimated size

size-e(s, z, a)

= z,

scaled estimated remaining size

remsize-e(s, z, a) = z/s · (s − a).

All of the functions in Definition 5.2(b) happen to also be rank functions of one of the
policies we study (see Definition 2.3). For example, remsize = rankSRPT . We introduce the
names in Definition 5.2(b) to emphasize that, for instance, we can consider (remsize ≤ r)-work
under policies other than SRPT.
This last example is especially important, because a policy’s mean response time is
connected to its steady-state (remsize ≤ r)-work.
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▶ Proposition 5.3 (special case of [19, Theorem 6.3]). In the M/G/1, the mean response
time of any policy π is
Z
1 ∞ E[Wπ (remsize ≤ r)]
dr.
E[Tπ ] =
λ 0
r2
The above result is a recently derived, powerful identity for the mean response time. We
use it in our analyses of SRPT-SE (see Section 7) and PSJF-E (see Section 9).

5.2

Mean Response Time via the Tagged Job Method

We describe the main ideas behind the tagged job method in Section 4.2. As a reminder, the
approach is to focus on a single “tagged” job; split its response time into two parts, waiting
time and residence time (see Figure 4.2); and analyze each part separately. The purpose
of this section is to define the concepts and notation that we need in order to write down
formulas for the tagged job’s expected waiting and residence times.
Consider a tagged job of of true size s and estimated size z arriving to a steady-state
system under some scheduling policy π. An important quantity when computing the tagged
job’s waiting and residence times is the rate at which jobs with rank less than the tagged
job arrive to the system. We can interpret the system load ρ = λE[S] as the overall rate at
which work arrives. Analogously, define7
ρS (s) = λE[S1(S ≤ s)],

ρZ (z) = λE[S1(Z ≤ z)].

(5.1)

These are the average rates at which work arrives when one only counts work from jobs
whose true size or estimated size, respectively, is at most some threshold. Specifically, ρS (s) is
important for analyzing policies that use a job’s true size (SRPT and PSJF), while ρZ (z) is
important for analyzing policies that use a job’s estimated size (SRPT-E, PSJF-E, SRPT-B,
and SRPT-SE).
Having defined (5.1), there are two more quantities we need to define before stating
formulas for the tagged job’s waiting and residence times. We give formal and informal
expressions for each.
In the waiting time formula, we use the quantity8

2
uπ (r) = E {a ∈ [0, S) | rankπ (S, Z, a) ≤ r}

2 
amount of service time during which
=E
.
a job has rank r or less under policy π

In the residence time formula, we use the worst future rank of a job, which we define as
rankworst
(s, z, a) = sup rankπ (s, z, b)
π
b∈[a,s)


=



maximum rank a job currently in state (s, z, a) has
.
under policy π between now and its completion

We are now ready to state the waiting and residence time formulas for the policies we
consider.
7
8

Recall that a random job’s true size S and estimated size Z are not independent, which is important in
the definition of ρZ (z).
In the formal expression, |·| denotes interval length. The definition we give is simplified by the fact that
for the scheduling policies we consider, a job’s rank is below a threshold r for at most one contiguous
interval of ages. A more complicated definition is needed for policies with general rank functions [23].
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▶ Proposition 5.4 (special case of [23, Theorem 5.5]). Consider an M/G/1 under policy
π ∈ {SRPT-E, PSJF-E, SRPT-B, SRPT-SE}.
(a) The expected waiting time of a (tagged) job of estimated size z is
E[Tπwait (z)] =

uπ (z)
λ
.
2 (1 − ρZ (z))2

(b) The expected residence time of a (tagged) job of true size s and estimated size z is
E[Tπres (s, z)] =

s

Z
0

1
da.
1 − ρZ (rankworst
(s, z, a))
π

Some intuition for the formulas above is warranted. We explain one simple case below,
referring the reader to Scully et al. [23, Section 4] for more discussion.
▶ Example 5.5. Consider the residence time of a job of true size s and estimated size z
under PSJF-E. The job’s rank is always z (see Definition 2.3 and Figure 2.1d), which means
rankworst
PSJF-E (s, z, a) = z. Applying Proposition 5.4(b) yields.
res
E[TPSJF-E
(s, z)] =

s
.
1 − ρZ (z)

(5.2)

The intuitive interpretation of (5.2) is as follows. During the tagged job’s residence time,
new jobs may arrive at any time, preempting the job in service if they have rank below z.
On average, the server spends a ρZ (z) fraction of its time serving these new jobs of rank
below z, leaving a 1 − ρZ (z) fraction for serving the tagged job. This means that the tagged
job’s age increases at average rate 1/(1 − ρZ (z)), so it takes s/(1 − ρZ (z)) time to go from
age 0 to age s.
Formulas very similar to those in Proposition 5.4 hold for SRPT and PSJF. In fact, such
formulas are classic results [8, 18]. One may view the SRPT and PSJF formulas as special
cases of the SRPT-SE and PSJF-E formulas in a system where S = Z for all jobs, so, for
example, we can write them using ρS (s) instead of ρZ (z). We omit the exact statements
because in our proofs, we end up analyzing SRPT and PSJF with the work integral method.

5.3

Useful Lemmas

The following simple lemmas will be useful in our later analyses.
▶ Lemma 5.6.
d
ρS (s) = λsfS (s),
ds

d
ρZ (z) = λE[S | Z = z]fZ (z).
dz

Proof. These follow from (5.1) and the fact that we can write
s

Z

s′ fS (s′ ) ds′

E[S1(S ≤ s)] =

z

Z

E[S | Z = z ′ ]fZ (z ′ ) dz ′ .

E[S1(Z ≤ z)] =

0

◀

0

▶ Lemma 5.7. The mean residence time of PSJF-E is


1
1
res
ln
E[S].
E[TPSJF-E
]=
ρ 1−ρ
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Proof. Combining (5.2) and Lemma 5.6 yields
Z ∞Z ∞
res
res
E[TPSJF-E
E[TPSJF-E
]=
(s, z)]fS,Z (s, z) ds dz
0
0
Z ∞Z ∞
s
fS,Z (s, z) ds dz
=
1 − ρZ (z)
0
0
Z ∞
E[S | Z = z]
fZ (z) dz
=
1 − ρZ (z)
0
1
1
= ln
.
λ 1−ρ

[conditioning on s and z]
[(5.2)]

[Lemma 5.6]

The lemma follows from the fact that ρ = λE[S].

◀

The main reason that Lemma 5.7 is useful is the following result of Wierman et al. [24],
which shows that the mean residence time of PSJF-E is a lower bound on the mean response
time of SRPT.
▶ Proposition 5.8 ([24, Theorem 5.8]). The mean response time of SRPT is bounded below
by


1
1
E[TSRPT ] ≥
ln
E[S].
ρ 1−ρ

6

SRPT with Estimates (SRPT-E)

Our first result shows that, for (β, α)-bounded size estimates with β < 1, the performance of
SRPT-E can lead to arbitrarily large approximation ratios. This formalizes previous empirical
results (see e.g. [12]), where it was noted that underestimates of large jobs, particularly
when job sizes are highly variable, can lead to poor performance for SRPT-E, as a large
underestimated job being served can obtain a negative estimated remaining time and
block service for all other jobs, even when the actual remaining time is large. This result
motivates our seeking a variation of SRPT that avoids this problem, namely SRPT-B, and
our examination of PSJF-E, which we show in contrast has bounded approximation ratio for
(β, α)-bounded size estimates.
▶ Theorem 6.1 (Performance of SRPT-E). Consider the M/G/1 with (β, α)-bounded size
estimates.
(a) For any size distribution S, there exists a joint distribution (S, Z) of true and estimated
sizes such that the mean response time of SRPT-E is bounded below by
E[TSRPT-E ] ≥

λ(1 − β)2
E[S 2 ],
2

(b) The approximation ratio of SRPT-E may be arbitrarily large or infinite whenever β < 1.
Proof. For a given job distribution S, let Z = βS.
From Proposition 5.4(a), we know that the expected waiting time of SRPT-E is

wait
E[TSRPT-E
(z)] =

λE

h

amount of service time during which
a job has rank z or less under SRPT-E

2 i

2
(1 − ρZ (z))2
h
2 i
λ
of service time during which
≥ E amount
.
a job has rank 0 or less under SRPT-E
2

Note that this lower bound applies regardless of z.
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Because Z = βS, a job of size s starts at rank βs, and reaches rank 0 at age βs. Therefore,
it receives (1 − β)s service with rank ≤ 0. Therefore, we can lower bound waiting time
explicitly:
wait
E[TSRPT-E
]≥

2 
λ 
E (1 − β)S .
2

From this result, we see that SRPT-E’s response time grows with E[S 2 ], which can be
arbitrarily large or infinite. In contrast, the response time of SRPT is finite even for job size
distributions with infinite E[S 2 ], such as a Pareto distribution with exponent 1.5.
◀
▶ Remark 6.2. While the proof of Theorem 6.1 assumes Z = βS for simplicity, essentially
the same result holds for any error distribution Z that is multiplicatively smaller than S
with positive probability. In particular, suppose that there exists β ′ < 1 such that for all s,
we have P[Z ≤ β ′ S | S = s] ≥ p. Then by essentially the same argument as Theorem 6.1,
wait
E[TSRPT-E
]≥

2 
λp 
E (1 − β ′ )S .
2

In particular, this means it is possible for SRPT-E to have unbounded approximation ratio
even when size estimates are unbiased, namely when E[Z | S = s] = s for all s.

7

SRPT with Scaling Estimates (SRPT-SE)

SRPT-SE is a policy that uses a job’s true size and estimated size to assign its rank. SRPT-SE
is thus not a practical policy, as one would prefer SRPT if true sizes were known. However,
analyzing it is helpful for a few reasons. First, it is a useful warmup for the analysis of PSJF-E,
which follows the same outline but is somewhat more complicated (see Section 9). Second, it
is the first step of analyzing SRPT-B, whose performance we bound relative to SRPT-SE
(see Section 8). Third, there are settings in which a policy similar to SRPT-SE, which enjoys
similarly good performance, could be implemented in practice (see Appendix D).
Our main tool for analyzing SRPT-SE is Proposition 5.3, which expresses mean response
time in terms of mean (remsize ≤ r)-work, with less (remsize ≤ r)-work corresponding to
lower response time.
Before analyzing SRPT-SE, it is helpful to consider how one might use Proposition 5.3
to show that SRPT minimizes mean response time. The key is that for every value of r,
SRPT minimizes mean (remsize ≤ r)-work, or equivalently mean (rankSRPT ≤ r)-work. The
intuition is that whenever the system has nonzero (rankSRPT ≤ r)-work, SRPT serves a job
of rank r or less, thus reducing the amount of (rankSRPT ≤ r)-work.
It turns out that an analogous property holds for any policy that can be defined using a
rank function [23], including those in Definition 2.3.
▶ Proposition 7.1 (very similar to [22, Theorem VII.7]9 ). Consider a policy π ∈ {SRPT,
PSJF, SRPT-E, PSJF-E, SRPT-B, SRPT-SE} and any rank r. In the M/G/1, the policy that
minimizes the mean amount of steady-state (rankπ ≤ r)-work is π itself. That is, for any
policy π ′ ,
E[Wπ (rankπ ≤ r)] ≤ E[Wπ′ (rankπ ≤ r)].

9

While Scully and Harchol-Balter [22, Theorem VII.7] consider a specific policy, namely a generalization
of SRPT, the same proof applies virtually verbatim to any policy that can be defined by a rank
function [23].
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Because remsize-e = rankSRPT-SE , we have from Proposition 7.1 that SRPT-SE minimizes
mean (remsize-e ≤ r)-work. But Proposition 5.3 gives mean response time in terms of mean
(remsize ≤ r)-work, not mean (remsize-e ≤ r)-work. Fortunately, we can leverage the fact that
we have (β, α)-bounded size estimates to relate (remsize ≤ r)-work to (remsize-e ≤ r)-work,
yielding the following result.
▶ Theorem 7.2 (Performance of SRPT-SE). Consider the M/G/1 with (β, α)-bounded size
estimates.
(a) The mean response time of SRPT-SE is bounded above by
α
E[TSRPT-SE ] ≤ E[TSRPT ],
β
(b) The approximation ratio of SRPT-SE is at most α/β.
(c) As α and β converge to 1, the approximation ratio of SRPT-SE converges to 1 uniformly
in the arrival rate and the joint distribution of true and estimated sizes.
Proof. It clearly suffices to prove (a). Recall the following facts about job states x:
rankSRPT (x) = remsize(x),
rankSRPT-SE (x) = remsize-e(x), and
remsize-e(x)/remsize(x) = size-e(x)/size(x) ∈ [β, α].
Using the above facts together with Propositions 7.1 and 5.3, we compute
E[TSRPT-SE ]
Z
1 ∞ E[WSRPT-SE (remsize ≤ r)]
=
dr
λ 0
r2
Z
1 ∞ E[WSRPT-SE (remsize-e ≤ αr)]
dr
≤
λ 0
r2
Z
1 ∞ E[WSRPT (remsize-e ≤ αr)]
≤
dr
λ 0
r2


Z
α
1 ∞ E WSRPT remsize ≤ β r
≤
dr
λ 0
r2
Z ∞
α1
E[WSRPT (remsize ≤ r′ )] ′
=
dr
βλ 0
(r′ )2
α
= E[TSRPT ].
β

[Proposition 5.3]
[using remsize-e(x)/remsize(x) ≤ α]
[Proposition 7.1]

[using remsize-e(x)/remsize(x) ≥ β]
[setting r′ = α/β · r]
[Proposition 5.3]

◀

Theorem 7.2 completes our analysis of SRPT-SE. We describe a related result for a
similar scheme that does not use the job’s true size in Appendix D.

8

SRPT with Bounce (SRPT-B)

As we have mentioned, previous works have noted that when using SRPT-E, large jobs that
are underestimated will have estimated remaining sizes that become negative while the true
remaining time is still relatively large, leading to long waiting times for jobs stuck behind
them. An open question has been to modify SRPT with estimated sizes in a way that avoids
this issue in a robust manner, without assumptions on job size distributions. Our suggested
solution, SRPT with Bounce (SRPT-B), handles this by modifying the rank function from
z − a to min{|z − a|, z}.10 We prove the following results for SRPT-B.
10

We note that it is an interesting open question to consider the effects of other possible forms for the
bounce, which we do not investigate here.
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▶ Theorem 8.1 (Performance of SRPT-B). Consider the M/G/1 with (β, α)-bounded size
estimates.
(a) The mean response time of SRPT-B is bounded above by


α
1
1
E[TSRPT-B ] ≤ E[TSRPT ] + K(α, β)
ln
− 1 E[S],
β
ρ 1−ρ
where

K(α, β) =



n
o
3
1 1
α
α1(β < 1) + 1 min 1, max 1 − , − 1
≤ 2.5 .
2
α β
β

(b) The approximation ratio of SRPT-B is at most 3.5α/β.
(c) As α and β converge to 1, the approximation ratio of SRPT-B converges to 1 uniformly
in the arrival rate and the joint distribution of true and estimated sizes.
Our overall approach to analyzing SRPT-B is to compare it to SRPT-SE. We separately
compare the waiting times and residence times of the two policies (see Section 4.2). Both
comparisons boil down to comparing the amount of time a job spends above or below a given
rank under each policy. We begin with the residence time comparison (see Section 8.1) before
moving on to the more complicated waiting time comparison (see Section 8.2). Combining
the two comparisons and some additional computation (see Section 8.3) yields Theorem 8.1.

8.1

Residence Time Difference between SRPT-B and SRPT-SE

By Proposition 5.4(b), the expected residence time of the job under SRPT-B, SRPT-SE, or
PSJF-E is an integral of 1/(1 − ρZ (·)) terms over the job’s ages, where the value plugged is
the worst future rank of the job.
res
Consider a job of true size s and estimated size z. In order to bound E[TSRPT
(s, z)], we
will find functions gs,z (·), hs,z (·) and a value cs,z > 0 such that
Z

(1+cs,z )s

0
Z (1+cs,z )s
0

1
res
da = E[TSRPT-B
(s, z)] + cs,z s,
1 − ρZ (gs,z (a))

(8.1)

1
res
res
da = E[TSRPT-SE
(s, z)] + cs,z E[TPSJF-E
(s, z)],
1 − ρZ (hs,z (a))

(8.2)

gs,z (a) ≤ hs,z (a)

for all a ∈ (0, (1 + cs,z )s).

(8.3)

Because 1/(1 − ρZ (·)) is nondecreasing, this implies
res
res
res
E[TSRPT-B
(s, z)] ≤ E[TSRPT-SE
(s, z)] + cs,z (E[TPSJF-E
(s, z)] − s).

Finally, we will bound cs,z by a value c which is independent of s and z, obtaining
res
res
res
E[TSRPT-B
] ≤ E[TSRPT-SE
] + c(E[TPSJF-E
] − E[S]).

(8.4)

We begin by computing the worst future ranks of each policy.
▶ Lemma 8.2. The worst future ranks of a job of true size s, estimated size z, and age a
under SRPT-B, SRPT-SE, and PSJF-E are
rankworst
SRPT-B (s, z, a) = max{z − a, min{s − z, z}},
z
worst
rankSRPT-SE (s, z, a) = rankSRPT-SE (s, z, a) = (s − a),
s
rankworst
(s,
z,
a)
=
rank
(s,
z,
a)
=
z.
PSJF-E
PSJF-E
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rank

rank
s

z
s
z
z−s

s−z

0

age

hs,z (·)

gs,z (·)

0

s

0



res
s
z E[TPSJF-E (s, z)]
res
E[TSRPT-SE (s, z)]

→ 1−
→

res
→ E[TSRPT-B
(s, z)]

→ 1−

age
z

0


s
z

s

(a) Estimated Size z ≥ True Size s.

hs,z (·)

gs,z (·)

→

s
z

s



res
− 1 E[TPSJF-E
(s, z)]

res
→ E[TSRPT-SE
(s, z)]
res
→ E[TSRPT-B
(s, z)]

→

s
z



−1 s

(b) Estimated Size z < True Size s ≤ 2z.

Figure 8.1 Relating Residence Times of SRPT-B, SRPT-SE, and PSJF-E in Proof of Lemma 8.3.

Proof. SRPT-SE and PSJF-E have nondecreasing rank as a function of age a, so the job’s
worst future rank is its current rank. If s ≤ z, then the same is true for SRPT-B. If instead
z < s ≤ 2z, then under SRPT-B, the job’s worst future rank is its current rank z − a until
age a = s − 2(s − z), after which the worst future rank is its final rank, namely s − z. Finally,
if s > 2z, then the job’s worst future rank is always its final rank, namely z.
◀
▶ Lemma 8.3. The following definitions satisfy (8.1)–(8.3):
n
s o
cs,z = min 1 − , 1 ,
z
(
max{z − a, min{s − z, z}} if a ≤ s
gs,z (a) =
0
if a > s,
(
z
if a ≤ cs,z s
hs,z (a) = z
s (s − (a − cs,z s)) if a > cs,z s.
Proof. By Lemma 8.2, we can view gs,z (·) as SRPT-B’s worst future rank followed by zero.
Similarly, hs,z (·) is a segment of PSJF-E’s worst future rank followed by SRPT-SE’s worst
future rank (shifted to the right). Applying Proposition 5.4(b) thus yields (8.1) and (8.2).
It remains only to prove (8.3), namely that gs,z (·) is always below hs,z (·). We show this
geometrically in Figure 8.1. The illustration shows the z ≥ s and z < s ≤ 2z cases, and the
s > 2z case is essentially the same as the s = 2z case.
◀
▶ Proposition 8.4. The mean residence time of SRPT-B is bounded above by


n
o 1
1 1
1
res
res
E[TSRPT-B ] ≤ E[TSRPT-SE ] + min 1, max 1 − , − 1
ln
− 1 E[S].
α β
ρ 1−ρ
Proof. Let cs,z = min{1, |1 − s/z|}, as in Lemma 8.3. Because we have (β, α)-bounded size
estimates, cs,z ≤ min{1, max{1 − 1/α, 1/β − 1}} for all feasible pairs of true size s and
estimated size z. This bound on cs,z is independent of s and z, so by Lemma 8.3 and the
discussion at the start of this section, (8.4) holds with c = min{1, max{1 − 1/α, 1/β − 1}}.
res
The result then follows from Lemma 5.7, which gives the value of E[TPSJF-E
].
◀
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Waiting Time Difference between SRPT-B and SRPT-SE

By Proposition 5.4(a), computing the waiting time of SRPT-B and SRPT-SE boils down to
computing how much of a job’s service happens below a given rank. That is, recalling

2 
amount of service time during which
uπ (z) = E
,
a job has rank z or less under policy π

our goal is to compare uSRPT-B (z) and uSRPT-SE (z). We begin by computing both quantities.
▶ Lemma 8.5.

2

uSRPT-B (z) = E S 2 1(Z ≤ z) + max{0, min{S − (Z − z), 2z}} 1(Z > z) ,



2
S
2
uSRPT-SE (z) = E S 1(Z ≤ z) +
z 1(Z > z) .
Z
Proof. Consider a job with true size S and estimated size Z drawn from the joint distribution
of true and estimated sizes. Under both policies, if Z ≤ z, then the job’s rank remains z or
less for its entire service time, which explains the 1(Z ≤ z) terms. If instead Z > z, then the
following reasoning explains the 1(Z > z) terms.
Under SRPT-B, the job has rank z or less when its age is in interval [0, S) ∩ [Z − z, Z + z].
Under SRPT-SE, the job spends a z/Z fraction of its service time with rank z or less. ◀
▶ Lemma 8.6.
uSRPT-B (z) − uSRPT-SE (z) ≤ 3z max{1 − β, 0}E[S1(Z > z)].
Proof. We begin by applying Lemma 8.5:
2 



2
S
uSRPT-B (z) − uSRPT-SE (z) = E
max{0, min{S − (Z − z), 2z}} −
z
1(Z > z) .
Z
If S ≤ Z, then because z/Z < 1 whenever the indicator is nonzero, the following computation
shows that the expression inside the expectation is nonpositive:
z
<1 ⇒
Z

z
(Z − S) ≤ Z − S
Z

⇒ S − (Z − z) ≤

S
z.
Z

This means adding an S > Z to the indicator gives an upper bound, from which we compute
uSRPT-B (z) − uSRPT-SE (z)
"
≤E

max{0, min{S − (Z − z), 2z}}

2


−

S
z
Z

2 !

#
1(S > Z > z)
[nonpositive when S ≤ Z]



2

2



≤ E (z + min{S − Z, z}) − z 1(S > Z > z)



≤ E[3z(S − Z)1(S > Z > z)]
≤ 3z max{1 − β, 0}E[S1(Z > z)].

[using Z ≥ βS]

◀

▶ Proposition 8.7. The mean waiting time of SRPT-B is bounded above by


3
1
1
wait
wait
E[TSRPT-B
] ≤ E[TSRPT-SE
] + α max{1 − β, 0}
ln
− 1 E[S].
2
ρ 1−ρ
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Proof. The high-level steps of the proof are the following:
wait
wait
We use Proposition 5.4(a) to express the difference E[TSRPT-B
] − E[TSRPT-SE
] in terms of
uSRPT-B (z) − uSRPT-SE (z).
We bound uSRPT-B (z) − uSRPT-SE (z) using Lemma 8.6.
We use integration by parts, obtaining an expression that is similar to one that appears
in the proof of Lemma 5.7.
Mirroring the remainder of the proof of Lemma 5.7, which involves applying Lemma 5.6,
yields the desired result.
We begin by computing
wait
wait
E[TSRPT-B
] − E[TSRPT-SE
]
Z ∞
wait
wait
=
(E[TSRPT-B
(z)] − E[TSRPT-SE
(z)])fZ (z) dz
0
Z ∞
uSRPT-B (z) − uSRPT-SE (z)
λ
fZ (z) dz
=
2 0
(1 − ρZ (z))2
Z ∞
3
λzE[S1(Z > z)]
≤ max{1 − β, 0}
fZ (z) dz
2
(1 − ρZ (z))2
0
Z ∞
3
λE[S | Z = z]E[S1(Z > z)]
≤ α max{1 − β, 0}
fZ (z) dz.
2
(1 − ρZ (z))2
0

[conditioning on Z]
[Proposition 5.4(a)]
[Lemma 8.6]
[using Z ≤ αS]

It remains only to bound the last integral. By Lemma 5.6, we have
λE[S | Z = z]fZ (z)
d 1
=
,
2
(1 − ρZ (z))
dz 1 − ρ

(8.5)

and conditioning on Z yields
∞

Z

E[S | Z = z ′ ] dz ′ .

E[S1(Z > z)] =

(8.6)

z

Combining these equations and integrating by parts, we obtain
∞

Z
0

8.3

λE[S | Z = z]E[S1(Z > z)]
fZ (z) dz
(1 − ρZ (z))2
Z


Z ∞
∞
1
d
′
′
′
=
E[S | Z = z ]fZ (z ) dz dz
dz 1 − ρZ (z)
0
z
Z ∞
E[S | Z = z]fZ (z)
dz
= 0 − E[S] +
1 − ρZ (z)
0


1
1
=
ln
− 1 E[S].
ρ 1−ρ

[(8.5) and (8.6)]
[integrating by parts]
[Lemma 5.6]

◀

Combining Waiting Time and Residence Time Bounds

Proof of Theorem 8.1. By Proposition 5.8, (a) implies (b) and (c). It suffices to show (a),
which follows by combining Propositions 8.4 and 8.7, applying Theorem 7.2(a), and observing

o
n
1 1
max{1 − β, 0} ≤ 1(β < 1) min 1, max 1 − , − 1 .
α β

◀
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PSJF with Estimates (PSJF-E)

▶ Theorem 9.1 (Performance of PSJF-E). Consider the M/G/1 with (β, α)-bounded size
estimates.
(a) The mean response time of PSJF-E is bounded above by
E[TPSJF-E ] ≤

α
E[TPSJF ].
β

(b) The approximation ratio of PSJF-E is at most 1.5α/β.
We prove Theorem 9.1, which compares PSJF and PSJF-E, using an argument similar to
the proof of Theorem 7.2, which compares SRPT and SRPT-SE. However, because PSJF
prioritizes jobs by original size, as opposed to remaining size, combining Propositions 7.1
and 5.3 to compare PSJF with PSJF-E is not as straightforward as comparing SRPT with
SRPT-SE. We begin by working out how Proposition 5.3 applies to PSJF and PSJF-E.
▶ Lemma 9.2. The mean response time of PSJF is
Z
1 ∞ E[WPSJF (size ≤ r)]
1
1
E[TPSJF ] =
dr +
ln
.
λ 0
r2
2λ 1 − ρ
Proof. Applying Proposition 5.3 yields
Z
1 ∞ E[WPSJF (remsize ≤ r)]
E[TPSJF ] =
dr
λ 0
r2
Z ∞
Z
1
E[WPSJF (size ≤ r)]
1 ∞ E[WPSJF (remsize ≤ r < size)]
=
dr +
dr.
λ 0
r2
λ 0
r2
(9.1)
It remains only to compute E[WPSJF (remsize ≤ r < size)].
Let φr (s, z, a) = (s − a ≤ r < s). That is, φr is true for states with remaining size
less than r but original size greater than r. Our goal is to compute E[W (φ)]. Recall from
Definition 5.1 that W (φr ) is the sum of each individual job’s φr -work. We can therefore
use a generalization of Little’s law [5, 9] to express the average total amount of φr -work,
namely E[W (φr )], as the arrival rate λ times the average cumulative amount of φr -work a
job contributes over the course of its time in the system. Specifically, consider a random
job with true size S, estimated size Z, response time T , and age A(t) after being in the
system for time t ∈ [0, T ).11 Then by the generalization of Little’s law, we can write the
mean φr -work as
T

Z
E[WPSJF (φr )] = λE


w(φr , (S, Z, A(t))) dt ,

(9.2)

0

We now compute the expectation of the right-hand side of (9.2), which concerns a single
job’s time in the system. Because φr (s, z, a) holds only if a > 0 and a job’s age is 0 during
its waiting time, we can restrict attention to residence time. Letting T wait and T res denote

11

The random variables S, Z, T , and A(t) refer to the same job, so they are not independent. In addition,
the response time T and age A(t) depend on PSJF scheduling. The same applies to T wait and T res , which
we introduce shortly.
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the random job’s waiting and residence times, respectively, we have
T

Z


w(φr , (S, Z, A(t))) dt

E
0

T wait

Z

Z

T wait +T res

w(φr , (S, Z, 0)) dt +

=E

w(φr , (S, Z, A(t))) dt
T wait

0
T wait +T res

Z



=E


w(φr , (S, Z, A(t))) dt .

(9.3)

T wait

Under PSJF, a job’s rank is always its size, and the load of jobs with rank better than s
is ρS (s). This means that during the residence time of a job of size s, it takes ∆/(1 − ρS (s))
time for a job’s age to increase by ∆.12 This means that for any function g and any size s,
T wait +T res

Z
E

T wait



1
g(A(t)) dt S = s =
1 − ρS (s)

s

Z

g(a) da.

(9.4)

0

From this, we compute
T

Z


w(φr , (S, Z, A(t))) dt

E
0

T wait +T res

Z


w(φr , (S, Z, A(t))) dt

=E

[(9.3)]

T wait
∞

Z
=

Z

T wait +T res

E

[conditioning on S]

T wait

0
∞

Z


w(φr , (s, Z, A(t))) dt S = s fS (s) ds

=

Z

T wait +T res

E


(s − A(t))1(s − A(t) ≤ r < s) dt S = s fS (s) ds

T wait

0

[expanding φr ]
∞Z s

Z

(s − a)1(s − a ≤ r < s) da

=
0
2

r
=
2

Z

0
∞
r

fS (s)
ds
1 − ρS (s)

fS (s)
ds.
1 − ρS (s)

[(9.4)]

(9.5)

Finally, we use (9.2) to plug this back into (9.1), obtaining
Z
Z Z
1 ∞ E[WPSJF (remsize ≤ r < size)]
1 ∞ ∞ fS (s)
dr =
ds dr [(9.2) and (9.5)]
λ 0
r2
2 0 r 1 − ρS (s)
Z ∞
1
sfS (s)
=
ds
[swapping integrals]
2 0 1 − ρS (s)
1
1
=
ln
.
[Lemma 5.6]
◀
2λ 1 − ρ
▶ Lemma 9.3. The mean response time of PSJF-E is bounded by
Z
1 ∞ E[WPSJF-E (size-e ≤ αr)]
α 1
1
E[TPSJF-E ] ≤
dr +
ln
.
2
λ 0
r
β 2λ 1 − ρ
12

This 1/(1 − ρS (s)) factor under PSJF is similar to the 1/(1 − ρZ (z)) factor that appears under PSJF-E,
as discussed in Example 5.5. One can use the concept of busy periods from M/G/1 scheduling theory to
formalize this [8, 23].
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Proof. Applying Proposition 5.3 and using the fact that remsize-e(x)/remsize(x) ≤ α yields
Z
1 ∞ E[WPSJF-E (remsize ≤ r)]
dr
E[TPSJF-E ] =
λ 0
r2
Z
1 ∞ E[WPSJF-E (remsize-e ≤ αr)]
≤
dr
λ 0
r2
Z
1 ∞ E[WPSJF-E (size-e ≤ αr)]
=
dr
λ 0
r2
Z ∞
E[WPSJF-E (remsize-e ≤ r < size-e)]
1
dr.
(9.6)
+
λ 0
r2
It remains only to bound E[WPSJF-E (remsize-e ≤ αr < size-e)].
The first part of this computation is similar to part of the proof of Lemma 9.2. Specifically,
under PSJF-E, a job’s rank is always its estimated size, so analogues of (9.3)–(9.5) hold for
PSJF-E. The main difference is that in (9.4), we condition on a job having both size s and
estimated size z, and we use ρZ (z) instead of ρS (s). The end result is
1
E[WPSJF-E (remsize-e ≤ αr < size-e)]
λ
Z ∞Z ∞Z s
z

fS,Z (s, z)
=
(s − a)1 (s − a) ≤ αr < z da
ds dz.
s
1 − ρZ (z)
0
0
0
Simplifying the right-hand side yields
1
E[WPSJF-E (remsize-e ≤ αr < size-e)]
λ
Z ∞Z ∞Z s 

fS,Z (s, z)
z
=
ds dz
q1 q ≤ αr < z dq
s
1
− ρZ (z)
0
0
0
Z ∞Z ∞ 1 αrs 2
2
z
=
dq fS,Z (s, z) ds dz
1 − ρZ (z)
αr 0

Z ∞ 1  αrS 2
Z = z fZ (z)
2E
z
=
dz
1 − ρZ (z)
αr



Z
r2 ∞ αz E Sz S Z = z fZ (z)
=α
dz.
2 αr
1 − ρZ (z)
Finally, we plug this back into (9.6), obtaining
Z
1 ∞ E[WPSJF-E (remsize-e ≤ αr < size-e)]
dr
λ 0
r2



Z Z
1 ∞ ∞ αz E Sz S Z = z fZ (z)
=α
dz dr
2 0 αr
1 − ρZ (z)



Z
1 ∞ E Sz S Z = z fZ (z)
=α
dz
2 0
1 − ρZ (z)
Z
α 1 ∞ E[S | Z = z]fZ (z)
≤
dz
β2 0
1 − ρZ (z)
α 1
1
=
ln
.
β 2λ 1 − ρ

[setting q = s − a]

(9.7)

[(9.7)]

[swapping integrals]
[using Z/S ≥ β]
[Lemma 5.6]

◀

Proof of Theorem 9.1. Wierman et al. [24, Theorem 5.1] show that E[TPSJF ] ≤ 1.5E[TSRPT ],
which means (a) implies (b), so it suffices to prove (a). Lemma 9.2 expresses E[TPSJF ] as a
sum of two terms, and Lemma 9.3 bounds E[TPSJF-E ] by a sum of two similar terms. The
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ratio of the second terms is α/β. To bound the ratio of the first terms by α/β, we proceed
similarly to the proof of Theorem 7.2:
Z
1 ∞ E[WPSJF-E (size-e ≤ αr)]
dr
λ 0
r2
Z ∞
1
E[WPSJF (size-e ≤ αr)]
≤
dr
[Proposition 7.1]
λ 0
r2


Z
α
1 ∞ E WPSJF size ≤ β r
≤
dr
[using size-e(x)/size(x) ≥ β]
λ 0
r2
Z
α 1 ∞ E[WPSJF (size ≤ r′ )] ′
dr .
=
[setting r′ = α/β · r]
◀
βλ 0
(r′ )2

10

Conclusion

We have examined scheduling policies in the context of estimated sizes. Our main result is to
resolve an issue previously seen empirically, namely that the performance of SRPT-E can
degrade significantly due to long jobs being underestimated, by developing and analyzing a
novel policy, SRPT-B, which combines the best aspects of SRPT-E and PSJF-E. In analyzing
SRPT-B, we have demonstrated that it has three key properties for (β, α)-bounded estimates:
(a) an approximation ratio near 1 when α and β are near 1, (b) an approximation ratio
bounded by some function of α and β, and (c) implementation without knowledge of α and β.
We have also shown that PSJF-E also has properties (b) and (c), and has an approximation
ratio near 1 relative to PSJF when α and β are near 1. We have also shown that the empirical
observation of the poor performance of SRPT-E can be characterized through a lower bound.
For practical settings, our results provide theoretical backing for previous empirical
findings that PSJF-E performs very well with estimated job sizes. While SRPT-B provides an
additional promising alternative that will sometimes perform better in practice, we recommend
PSJF-E as a simple, natural scheduling algorithm that seems to generally perform the best
or near the best among standard alternatives.
Our work leaves several open directions, including considering other estimation models,
optimizing the behavior of the bounce in SRPT-B, and improving the bounds. For instance,
another important estimation model is a model where estimates are typically good, but not
guaranteed to be good, such as Gaussian errors. One might try to adapt our results to that
setting by bounding the worst expected error over a given interval of time. We also note it
may be possible to tighten the bound on the ratio between PSJF and SRPT, which may
correspondingly tighten the bound between PSJF-E and SRPT.
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Handling Rank Function Ties

One might ask how to handle two jobs that have the same rank under rank-based policies.
For example, it is possible that two jobs of the same size arrive and await service; when
service becomes available, should one be given priority, or should a processor-sharing based
policy be used? We avoid such questions by assuming continuous distributions for size and
estimated size, so almost surely no two jobs arrive with the same values for these quantities.
If one considers a discrete job size distribution, then PSJF-E in the presence of arbitrarily
small errors is equivalent to PSJF with random priority preemptive tiebreaking, which
can have significantly worse mean response time than a standard tiebreaking rule such as
First-Come-First-Served. This issue is sidestepped by our focus on continuous distributions.
Alternatively, ties could occur if a job being served while its rank was increasing reached
the rank of another job which also would have increasing rank if it was served. Whichever
job is served immediately loses minimum rank status, resulting in a processor-sharing effect.
The tiebreaking policy is therefore irrelevant. The only scheme analyzed in this paper with
increasing rank, SRPT-B, avoids this scenario by capping the rank at the initial size estimate.
Under SRPT-B, a job being served with increasing rank can only be preempted by a newly
arriving job, which will finish before the preempted job can continue.
If one removed the assumption of continuous distributions, we believe that our consistency
result for SRPT-B, namely Theorem 8.1(b), would still hold, though the proof would likely be
significantly more complicated. We believe this because the “arbitrarily small error” scenario
that is damaging to PSJF-E is irrelevant to SRPT-B when α and β are near 1. SRPT-B has
initially decreasing rank, so arbitrarily small errors lead to random nonpreemptive tiebreaking,
which does not increase response time. In contrast, we believe that our results for PSJF-E,
namely Theorem 9.1, would not hold as stated for general (non-continuous) distributions,
due to these complications. However, we believe that a weaker version of our result could
still be proven, with 1.5 replaced by a larger constant.

B

Unachievability of Traditional Robustness

In the context of online algorithms with predictions [11, 15], one typically tries to achieve
constant-factor robustness, which requires that the approximation ratio is bounded by a
constant under arbitrarily poor predictions.
In the context of M/G/1 scheduling with predictions, constant-factor robustness is provably
unachievable. This follows from the fact that the mean response time of an algorithm with
arbitrarily poor predictions is bounded below by the optimal blind policy, that has no
predictions at all.
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In the context of M/G/1 scheduling, the optimal blind policy is known: the Gittins
Index policy [7, 22] is optimal in this context, though it requires knowledge of the job size
distribution. When the job size distribution is unknown, a policy called RMLF [4, 10] has a
competitive ratio relative to SRPT that grows slowly as a function of load [3].
The approximation ratio of the Gittins index policy to the SRPT policy can be arbitrarily
poor in the limit as ρ → 1 [20]. Specifically, whenever the job size distribution S ∈ MDA(Λ),
the Gumbel domain of attraction, the approximation ratio of Gittins to SRPT grows arbitrarily
large as ρ → 1. Loosely, we can think of MDA(Λ) as including all unbounded job size
distributions whose tail is asymptotically lighter than a power law. For instance, distributions
with exponential, Weibull, and log-normal tails are in MDA(Λ).
In all such cases, constant-factor robustness is unachievable. A better goal might be to
compare the performance of a policy against that of the Gittins policy, or perhaps RMLF.
We leave that question for future work.

C

Poor Performance of SRPT-B Without the Rank Cap

We have discussed that for SRPT-B capping the bounce at initial estimated size of a job is
important in our analysis. We here explain why our results would not hold without such a
cap.
Under SRPT-B, if a job begins service, it can only leave service by being preempted by
newly arriving jobs, not by having its rank rise above the rank of other jobs in the queue.
In contrast, under a policy SRPT with Unlimited Bounce (SRPT-UB) with rank function
|z − a|, without a cap at z, the situation would be very different.
We consider a case where all jobs have nearly the same size (S is nearly constant) and
β = 1/2 − ε. For specificity, let each job have size s ∈ [1, 1 + δ], for δ ≪ ε. Let each job’s
estimate z = βs.
Under SRPT-UB, consider a job j of size 1. It begins service with rank β = 1/2 − ε,
descends to rank 0, and rises back to a rank of 1/2 − ε at age 1 − 2ε. At this age, or in the
next δ service, job j’s rank will rise high enough that it will be preempted by any fresh job
(that has yet to receive service), whether that job arrived before or after job j. As a result,
job j will have to wait until there are no more fresh jobs to complete. Approximately, job j
must wait until the system empties to complete. From standard
 results in queueing theory,
1
the mean response time under SRPT-UB is therefore Θ (1−ρ)2 . In contrast, a better policy

1
such as SRPT or SRPT-B has mean response time that grows as Θ 1−ρ
. The gap between
these two response times grows arbitrarily wide as ρ → 1.

D

SRPT with Continuously Updating Estimates (SRPT-CUE)

The SRPT-SE scheme requires knowledge of the job’s true size, and hence while it is useful
in our analysis, it is not a practical policy as we have defined it. However, there may be
settings where a variation of SRPT-SE is implementable. We now describe such a setting,
the variant of SRPT-SE that can be implemented in it, and how to extend our bounds in
Theorem 7.2 to cover the new variant.
Suppose that jobs are given size estimates not just when they initially arrive but also
continuously during service. More specifically, suppose that once a job of true size s reaches
each age a, it is given an estimated remaining size in the interval [β(s − a), α(s − a)]. This
could model settings where there is some visible metric of job progress but the speed at which
progress is made is uncertain, such as sending files of known size to clients with unknown
packet loss rates.
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rank
αs
rank
estimated size z

estimated size z
βs

0

age
0

0

true size s

(a) SRPT with Scaling Estimates (SRPT-SE).

age
0

true size s

(b) SRPT with Continuously Updating Estimates
(SRPT-CUE).

Figure D.1 Comparison Between SRPT-SE and SRPT-CUE.

In this setting, a natural policy is one we call SRPT with Continuously Updating Estimates
(SRPT-CUE), which at every moment in time serves the job with the smallest remaining
size estimate. The difference between SRPT-SE and SRPT-CUE is that while each job’s
rank decreases linearly under SRPT-SE, a job’s rank may follow a more complicated path
under SRPT-CUE, though it will stay in the interval [β(s − a), α(s − a)]. We illustrate the
difference in Figure D.1.
The proof of Theorem 7.2 can be modified to give the same result for SRPT-CUE as for
SRPT-SE, namely
E[TSRPT-CUE ] ≤

α
E[TSRPT ].
β

(D.1)

The two main steps are (a) formalizing the definition of SRPT-CUE using a rank function
and (b) showing that Proposition 7.1 holds for SRPT-CUE. The difficulty of these steps
depends on the details of the estimation error model. For example, if the estimated remaining
size functions for each job are sampled i.i.d. from some function distribution, then (a) can be
done using methods of Scully et al. [23], and (b) follows for the same reasons as the policies
we consider.
It may be possible to handle even adversarial estimation errors, provided they stay
(β, α)-bounded, by using the methods of Scully and Harchol-Balter [21]. In this model, (a) is
done by assigning each job state a rank interval instead of a single rank, from which the
job’s rank may be adversarially chosen. However, (b) may require placing some limit on the
adversary’s power, such as making them oblivious to the system state.
We note that for (D.1) to hold, it is important that under SRPT-CUE, a job’s rank
changes only while that job is in service. For example, if a job’s rank can change while it
is not in service, then small fluctuations in rank might cause the system to split its effort
between two jobs of similar remaining size, which is worse than serving one of the jobs before
the other. See Scully and Harchol-Balter [21, proof of Theorem 6] for further discussion.
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1

Introduction

Edit distance is one of the most fundamental problems in combinatorial pattern matching.
It has been subject to many studies since the 60’s and even after 50 years, some of the
questions regarding its computational complexity are still open. Tree edit distance is a natural
generalization of edit distance to rooted trees. In this work, our focus is on approximation
algorithms for tree edit distance and we present the first constant factor algorithm that runs
in truly subquadratic time.
Tree edit distance was first introduced by Selkow [24] in the late 70’s. Since then, tree
edit distance has found its applications in various areas such as computational biology [4, 17,
25, 28], structured data analysis (e.g., XML) [10, 14, 16], image analysis [11], and compiler
optimization [15]. Perhaps the most notable application of tree edit distance is in the analysis
of RNA molecules in computational biology where the secondary structure of RNA is typically
represented as a rooted tree [17, 18].
While in edit distance the goal is to transform a string s into another string s, in tree
edit distance the goal is to transform a rooted tree T into another rooted tree T using the
smallest number of edit operations. We assume that both trees T and T are rooted, and
there is a left-to-right order between the sibling nodes. Moreover, every node has a label
which identifies the type of the node. The elementary operations are node deletion, node
addition, and node relabel. In node deletion, we remove a node r and replace it with all of
its children, preserving their order. The reverse of node deletion is node addition which
allows us to select a consecutive set of siblings and bring them under a new node r which
appears at the previous position of the relocated nodes. In node relabel, we modify the label
of an existing node. It is an easy exercise to see that tree edit distance is equivalent to edit
distance in the special cases that both trees are stars or paths.
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The computational aspect of the problem is also widely studied. Tai [26] gives the first
solution for tree edit distance that runs in time O(n6 ) where n is the total number of nodes
in both trees. This was later improved in series of works to an O(n4 ) algorithm [29], and
an O(n3 log n) algorithm [19]. Finally, Demaine, Mozes, Rossman, and Weimann provide
an O(n3 ) time algorithm [15]. The seminal work of Bringmann, Gawrychowski, Mozes,
and Weimann [9] proves that the cubic running time barrier for weighted tree edit distance
cannot be beaten by algorithms that use so-called decomposition strategy, unless finding all
pairs shortest paths (APSP) in a graph admits a truly subcubic time solution and weighted
k-clique1 admits an O(nk−ϵ ) time solution. Recently, Mao [22] propose a reduction of tree
edit distance to max-plus product of bounded-difference matrices which in turn implies a
truly sub-cubic time algorithm for unweighted tree edit distance.
For bounded variants, an O(nd3max ) algorithm is proposed by Touzet [27] that runs in
subcubic time when the distance between the two trees is small (dmax here denotes an upper
bound on the solution size). Also, Akmal and Jin [1] present an algorithm that computes the
tree edit distance of two trees in O(nd2max ). On the approximation front, Akutsu et al. [2]
provide an O(n3/4 ) approximation algorithm that runs in quadratic time. Also, a quadratic
time algorithm with approximation factor O(n2/3 ) follows from the algorithm of Touzet [27]
by solving the problem for instances whose distance is smaller than n1/3 and reporting a
solution with cost 2n for instances with a distance of at least n1/3 . Recently, Boroujeni et
al. [6] give an Õϵ (n2 ) time algorithm that approximates tree edit distance within a factor
√
1 + ϵ. They also obtain an O( n) approximation algorithm that runs in time Õ(n).
In this work, we give the first constant approximation algorithm for tree edit distance that
runs in truly subquadratic time. More precisely, the approximation factor of our algorithm
is 3 + ϵ for any arbitrarily small constant ϵ > 0 and the runtime of our algorithm is O(n1.99 )
(Indeed we did not try to optimize the exponent of the runtime in favour of simplicity and
clarity). Our result is obtained through a novel extension of a 3-step framework [5, 12]
that approximates edit distance in truly subquadratic time. This framework has also been
previously used to approximate longest common subsequence in subquadratic time [23].

1.1

Preliminaries

Tree edit distance. Let Σ be a fixed finite alphabet and T and T be two rooted trees. We
call a tree T labeled, if each node is labeled with a symbol from Σ. We also call T an ordered
tree if a left-to-right order among siblings in T is given. Two trees are identical if their roots
have the same label, the number of the children of the roots are equal, and the subtrees of
the children of the roots are also identical and in the same order.
In the tree edit distance problem, we are given two trees T and T and we wish to transform
T into T with the minimum number of primitive operations (given below) applied to the
labeled trees:
Relabel: change the label of a node v in T .
Delete: delete a node v in T with parent v ′ , and replace it by the children of v. The
order of the children remains the same. If v is the root, each child becomes a new root
making the graph a forest.
Insert: insert a node v as a child of v ′ in T and make v the parent of a consecutive
subsequence of the children of v ′ .

1

In the weighted k-clique problem, we are given an undirected weighted graph on n nodes, and O(n2 )
edges with integral weights, and we seek to find a k-clique with the highest total sum of edge weights.
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Table 1 Previous results on tree edit distance. In the bounded TED problem, we are guaranteed
that the distance between the two trees is bounded by dmax .
Problem

Reference

Approximation Factor

Running Time

Our Results
TED

3+ϵ

Theorem 5

Õ(n1.99 )

Previous Work
bounded TED
bounded TED
bounded TED

[27] (2005)
[6] (2019)
[1] (2021)

exact
1+ϵ
exact

O(nd3max )
Õ(ndmax )
O(nd2max log n)

TED
TED
TED
TED
TED

[27]⋆ (2005)
[2] (2010)
[2] (2010)
[6] (2019)
[6] (2019)

O(n2/3 )
O(n3/4 )
O(hmax )
1+ϵ
√
O( n)

O(n2 )
O(n2 )
O(n2 )
Õ(n2 )
Õ(n)

TED
TED
TED
TED
TED

[26]
[29]
[19]
[15]
[22]

exact
exact
exact
exact
exact

O(n6 )
O(n4 )
O(n3 log n)
O(n3 )
O(n2.9546 )

(1979)
(1989)
(1998)
(2007)
(2021)

See Figure 1 for an example of these primitive operations. For two ordered and labeled
trees T and T , we denote their edit distance with ted(T, T ).

Representation. One common way to represent a tree is using nested parentheses. In this
representation, each node v of tree T corresponds to a pair of opening and closing parentheses
labeled with the same label as v, which encloses the children of v in the same order as they
appear in T . Throughout the paper, we assume that s and s correspond to the parentheses
representation of T and T respectively. Therefore, s and s each consist of at most n pairs of
labeled nested parentheses. See Figure 2 for an example.
We say a pair of opening and closing parentheses are twins if they correspond to the same
node. For convenience, throughout the paper, we refer to the twin character of character i of
string s by tw(si ). We use a similar notation for tw(si ).
Note that for each of the operations defined in the previous paragraph, there is an
equivalent string operation: insert is equivalent to inserting a pair of twin parentheses, delete
is equivalent to deleting a pair of twin parentheses, and relabel is equivalent to changing
labels of a pair of twin parentheses. Since most of our discussions in this paper are about
string operations, it is useful to define some notations.
For a string r, we refer to its ith element by ri . Each symbol of s and s is in the form of
σ
( or ) , where σ is a symbol of the alphabet. For any fixed transformation, we say a character
in s or s is matched, if it is either relabeled or remained unchanged in the transformation.
Apart from the elements that are removed from s and the ones that are inserted into s, all
other characters are matched.
σ
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(a) The node with label d is deleted.

d

f

a

a

b

b

c

g

e

f

d

h

e

c

g

(b) The node with label h is inserted.

d

f

a

a

b

h

c

e

d

g

f

c

g

e

(c) The node with label b is relabeled to h.

Figure 1 Examples for delete, insert and relabel operations.

2

Our Techniques

Our algorithm is based on a framework that approximates edit distance in truly subquadratic
time [5, 12]. This framework has also been used to approximate LCS in truly subquadratic
time [23]. We begin by briefly explaining the previous ideas for approximating edit distance
and then we show how we extend the framework to obtain a solution for TED.

2.1

Summary of Previous ED Techniques

When the edit distance of two strings s and s is bounded by dmax , the celebrated algorithm
of Landau et al. [21] solves edit distance in time O(|s| + |s| + d2max ). Therefore, the problem
is challenging only if the two strings are far (ed(s, s) = n1−o(1) )2 otherwise the algorithm
of Landau et al. [21] computes the solution in truly subquadratic time. The 3 + ϵ factor
approximation algorithm of Chakraborty et al. [12] for edit distance makes the following
three steps to approximate edit distance of two strings of size n in truly subquadratic time.

2

ed(s, s) is the edit distance of s and s.
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Figure 2 Each labeled rooted tree can be represented via a sequence of valid nested parentheses.

Step 1 (window-compatible solutions)
In the first step, they construct a set of windows W for string s, and a set of windows W
for string s. Each window is basically a substring of an input string. Let k denote the total
number of windows of W ∪ W . Although the windows may have different lengths, we assume
for simplicity here that all the windows are of the same size d. When the solution size is Ω(n)
(which is the case we wish to solve here), their construction maintains the property that
dk = O(n). The windows feature two key properties: 1) provided that the edit distances of
the windows between W and W are available, one can recover a 1 + ϵ approximation of edit
distance in time Õ(n + k 2 ) via dynamic programming. 2) k 2 × d2 ≃ O(n2 ). That is, if we
naively compute the edit distance of every pair of windows, the overall running time would
still be asymptotically the same as that of the classic algorithm.
In order to obtain a solution for edit distance, it suffices to know the distances between
the windows. However, Chakraborty et al. [12] show that knowing the distances between
some of the window pairs is enough to obtain an approximately optimal solution for edit
distance. Step 2 provides estimates for the distances of the windows which is approximately
correct except for O(k 2−Ω(1) ) many pairs and Step 3 shows how this can be used to obtain a
solution for edit distance.
Discretization simplifies the problem substantially. For a fixed 0 ≤ δ ≤ 1, they introduce
a graph Gδ where the nodes correspond to the windows and an edge between window wi ∈ W
and window wj ∈ W means that ed(wi , wj ) ≤ δn. If we are able to construct Gδ for
logarithmically different choices of δ, we can as well estimate the distances within a 1 + ϵ
factor for the windows. Therefore the problem boils down to constructing Gδ for a fixed
given δ without computing the edit distance between all pairs of windows.

Step 2 (sparsification via triangle inequality)
Let v be a vertex of Gδ with a large enough degree. We discover all of the incident edges of
v by computing its edit distance to the rest of the windows. Triangle inequality implies that
every pair of windows in N (v) has a distance bounded by 2δn. Therefore by losing a factor
2 in the approximation, one can put all these edges in Gδ and not compute the edit distances
explicitly. Although this does save some running time, in order to make sure the running
time is truly subquadratic, we need to make a similar argument for paths of length 3 and
thereby lose a factor 3 in the approximation. This method sparsifies the graph and what
remains is to discover the edges of a sparse graph.
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Step 3 (discovering the edges of the sparse graph)
Step 2 uses triangle inequality and discovers many edges between the vertices of Gδ . However,
it may not discover all the edges completely. When in the remainder graph, the degrees are
small (and hence the graph is sparse) triangle inequality does not offer an improvement and
thus a different approach is required. Roughly speaking, Chakraborty et al. [12] subsample
the windows of W into a smaller set S and discover all pairs of windows wi ∈ S and wj ∈ W
such that edge (i, j) is not discovered in Step 2. Next, they compute the edit distance of
each pair of windows (wi , wj ), wi ∈ W, wj ∈ W such that there exist two nearby windows
(wa , wb ) satisfying wa ∈ S, wb ∈ W and that the edge between wa and wb is missed in Step
2. The key observation is that even though this procedure does not discover all the edges,
the approximated distances lead to an approximate solution for edit distance.

2.2

A Truly Subquadratic Time Algorithm for Tree Edit Distance

There are several variants of the above 3-step framework that have led to novel algorithms for
many problems. For instance, prior to the work of Chakraborty et al. [12], Boroujeni et al. [5]
utilize a quantum variant of Step 3 that in addition to the other two steps gives a quantum
3 + ϵ approximation algorithm for edit distance. By modifying Step 2, Rubinstein et al. [23]
give a truly subquadratic time algorithm that approximates LCS. Another variant of the
framework given by Boroujeni et al. [7] also modifies Step 2 to obtain a 1 + ϵ approximation
algorithm for edit distance under mild assumptions. Several improvements are also made to
the framework by adding extra steps that substantially improve the runtime for approximating
edit distance [8, 20, 3]. We modify the first step of the framework to obtain a solution for
tree edit distance.
Although tree edit distance is a strict generalization of edit distance, it maintains some key
properties of edit distance which play an important role in the subquadratic time algorithm.
Most importantly, tree edit distance satisfies triangle inequality. That is, given three trees
T1 , T2 , and T3 , the tree edit distance of T1 and T2 plus the tree edit distance of T2 and T3 is
an upper bound on the tree edit distance of T1 and T3 . Moreover, while the fastest known
algorithm for tree edit distance requires O(n2.9546 ) time [22], there is a 1 + ϵ approximation
algorithm for edit distance that runs in quadratic time if ϵ is constant [6]. The runtime of
this algorithm improves to truly subquadratic if the solution size is truly sublinear [6].
While the above features are necessary for applying the framework of Chakraborty et
al. [12], the most important part of their algorithm fails for tree edit distance. More precisely,
in Step 1, Chakraborty et al. [12] use the concept of windows to divide the problem into
smaller subproblems. This obviously fails for tree edit distance and as we discuss in the
following, the concept of windows as defined by Chakraborty et al. [12] falls short of the
purpose of Step 1.
The main issue with windows is that if one character falls within a window but its twin
character is not included in the same window, then we have to remove the redundant character
and we pay a price of 1 anyway. To see this, consider an example where for one of the trees
the string representation is ((· · · () · · · )) which is made by only having nested parentheses.
In this example, the only possible window that covers the first character in a meaningful
way is the one that covers the entire string. Therefore, if we use a window size which is
substantially smaller than the string size we would not be able to find a window-compatible
solution (a class of solutions that the algorithm of Chakraborty et al. [12] aims to find)
that approximates the tree edit distance within a bounded factor. To address this issue,
we introduce the notion of super-windows which are particularly designed to cover such
parentheses.
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A super-window is made of a left sub-window and a right sub-window. Each of the subwindows covers a continuous interval of characters of an input string. For each super-window,
we only take into account the characters whose twin characters are also covered by that
super-window. However, it may be possible that the twin character of a character is included
in a different sub-window of a super-window. We call the other characters redundant and
ignore them in our computations. In our new Step 1, along with the windows, we also make
a set of super-windows. We denote the set of windows by W and W for s and s and the
super-windows by Q and Q for s and s.
Before we discuss the construction of the windows and super-windows, we would like
to discuss how this new concept changes the algorithm. The most challenging part of the
algorithm is Step 1 in which we are required to construct the windows and super-windows in a
way that a window-compatible solution approximates the tree edit distance. Our construction,
and in general any construction that allows for a desirable window-compatible solution, has
to be adaptive and make the windows and super-windows based on the trees. This is unlike
edit distance where the starting point and ending points of the windows are the same for
any string of length n and does not depend on the strings. We also revise Step 3 of the
algorithm to also mitigate the error for the distance of the super-windows which we have not
approximated well-enough in Step 2. Another consequence of this new concept is that we
need a new dynamic program to find the optimal window-compatible solution for the two
trees that requires a slightly larger runtime. What remains intact in our algorithm is Step 2
in which we use triangle inequality to approximate the tree edit distances for many pairs.
Let us bring an example on why non-adaptive constructions fall short of our purpose.
Fix a constant c > 1 and suppose that we know all the windows and sub-windows are of
length smaller than wmax . Now consider the following collection of instances: for every
1 ≤ i ≤ n/6wmax , we define instance Ii as follows: both s and s are of form B1 B2 B3 B4 , where
|B1 | = n/3, |B2 | = 2iwmax , |B3 | = n/3, and |B4 | = n/3 − |B2 |. Furthermore, we know that
B1 only consists of opening parentheses whose twin pairs are in B3 . Also, symbols in B2 and
B4 constitute valid sequences of nested parentheses. String s is similar to s, except that it
has different symbols for n/6c of the parentheses in blocks B1 and B3 . Therefore, we have
ted(s, s) = n/6c. On the other hand, any window-compatible solution with approximation
factor c must contain super-windows that cover at least n/3 − cn/6c = n/6 of the twin
pairs in B1 and B3 . Therefore at least n/6wmax super-windows are needed to produce a
window-compatible solution with the desired approximation factor for Ii . On the other
hand, note that the size of B2 in Ii and Ij differ by at least 2wmax . Therefore, none of the
super-windows that are used to cover B1 and B3 in Ii are useful for instance Ij . Therefore,
since a non-adaptive construction must provide a desirable window-compatible solution to all
2
n/6wmax instances, it must contain at least (n/6wmax )(n/6wmax ) = n2 /36wmax
super-windows.
Such a construction is obviously not desirable since even if we compute the tree edit distance
once for each window/super-window, the total runtime exceeds quadratic. A similar example
shows that in order to obtain a constant factor approximation, we need to consider windows
of different lengths and even super-windows with varying length for its sub-windows. This is
again in contrast to the case of edit distance since for edit distance, by losing a factor of
3 + ϵ in the first step, we can use windows of equal length.
In the following, we give a brief explanation of how we construct the windows. For
brevity, we only explain how we construct the windows and the super-windows of s. We
then construct the windows and super-windows of s in a similar way (but we use different
parameters for s). Our construction depends on parameters wmin , wmax , ϵwin and γ. Define
L = ⟨wmin , wmin (1 + ϵwin ), wmin (1 + ϵwin )2 , . . . , wmax ⟩, G = ⟨1, 1 + γ, 1 + 2γ, . . . , n⟩,
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and denote the ith element of L and G respectively by Li and Gi . This implies that
|L| = O(log1+ϵwin wmax /wmin )

and

|G| = O(n/γ).

Now, we add the following windows and super-windows to W and Q:
For every 1 ≤ i < |L| and every 1 ≤ j < |G|, we verify if there exists a valid window
w = s[a, b] such that b − a + 1 ∈ [Li , Li+1 ) and a ∈ [Gj , Gj+1 ). If so, we add one such
window to W . In the case that there are multiple such windows, we choose the window
with the rightmost starting index. If there are multiple such windows starting at that
index, we choose the shortest one.
For every 1 ≤ i, j < |L| and every 1 ≤ k < |G|, we verify if there exists a valid superwindow q = s[(a, b)(b′ , a′ )] such that b − a + 1 ∈ [Li , Li+1 ), a′ − b′ + 1 ∈ [Lj , Lj+1 ), and
a ∈ [Gk , Gk+1 ). If so, we add one such super-window to Q. In case there are multiple
options, we choose the super-window with the largest starting index. If there are multiple
such super-windows, we choose the one with the shortest left sub-window.
Also, we verify if there exists a valid super-window q = s[(a, b)(b′ , a′ )] such that b − a + 1 ∈
[Li , Li+1 ), a′ − b′ + 1 ∈ [Lj , Lj+1 ) and a′ ∈ [Gk , Gk+1 ). If so, we add one of them to Q.
In case there are multiple such super-windows, we choose the super-window with the
smallest ending index. If there are multiple such super-window, we add the one with the
shortest right sub-windows.
It follows from our construction that |W | = O(|L| · |G|) = O((log1+ϵwin wmax /wmin )n/γ) and
|Q| = O(|L|2 · |G|) = O((log1+ϵwin wmax /wmin )2 n/γ). We use a similar process to construct the
set of windows (W ) and the set of super-windows (Q) for s. The only difference is that we
use a different parameter wmax > wmax and similarly define
L := {wmin , wmin (1 + ϵwin ), wmin (1 + ϵwin )2 , . . . , wmax }
instead of L in the construction.
Inspired by the frameworks of [5, 12] we define a window-compatible solution in the
following way:
▶ Definition 1. Let S = ⟨w1 , w2 , . . . , wx ⟩ and S = ⟨w1 , w2 , . . . , wx ⟩ be two sequences of size x
of non-overlapping windows/super-windows from W ∪Q and W ∪Q. We call a transformation
of s into s window-compatible with respect to S and S, if
All matched characters of s are in the windows and super-windows of S. Similarly, all
matched characters of s are in the windows and super-windows of S
Every matched character of s which is in some window/super-window wi belongs to
window/super-window wi of s prior to the transformation.
We call a transformation window-compatible, if it is window-compatible with respect to at
least one pair of sequences of non-overlapping windows/super-windows of W ∪ Q and W ∪ Q.
Notice that Definition 1 is defined the same way as in [5], except that it incorporates the
super-windows in the solution as well. See Figure 3 for an example of a window-compatible
transformation. The main technical part of Step 1 of our algorithm is to prove that our
construction leads to an almost optimal window-compatible transformation. More precisely,
we prove in the full version that by setting the right values for parameters wmin , wmax , wmax , ϵwin
and γ, one can bound the error of window-compatible solutions by any arbitrarily small
multiplicative factor.
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Figure 3 An example of a window-compatible transformation.

▶ Lemma 2. Let T and T be two ordered and labeled trees and let s and s be their representations with nested parentheses. In addition, let
ε1 = (8ϵwin ) + (190γ/wmax ) + (54wmin /wmax ) + (6wmax /wmax ).
Then, there exists a window-compatible transformation from s to s whose cost is bounded by
ted(T, T ) + nε1 .
Before we discuss the proof of Lemma 2, we would like to bring two observations here.
First, similar to edit distance, the challenge of approximating tree edit distance is when
the solution size is large (n1−o(1) ). In this case, one can set the variables in a way that the
total number of windows and super-windows (O(k)) times the maximum window/superwindow size is bounded by n1+o(1) . Moreover, if the tree edit distance between every pair
of windows/super-windows is available, one can determine the optimal window-compatible
solution in time O(n + k 4 ) via a dynamic program. In this dynamic program, we maintain
two DP tables D and T . D[i][j] corresponds to a window/super-window wi of W ∪ Q and a
window/super-window wj of W ∪ Q and stores the smallest cost we need to pay in order to
transform s1,x into s1,y where x and y are the ending positions of wi and wj , respectively.
T is a four dimensional table and T [i][i′ ][j][j ′ ] corresponds to two super-windows qi ∈ Q
and qj ∈ Q and two windows/super-windows wi′ ∈ W ∪ Q and wj ′ ∈ W ∪ Q and stores the
smallest cost we need to pay in order to transform sx,x′ into sy,y′ where x is the index of the
first character after the left-subwindow of qi , x′ is the last character of wi′ , y is the index of
the first character after the left sub-window of qj and y ′ is the last character of wj ′ . In this
case wi′ should be nested under qi and wj ′ should be nested under qj . We show in the full
version how we can recursively compute the values of the tables D and T and that this finds
the optimal window-compatible solution in time O(n + k 4 ) where k is the total number of
windows and super-windows in W, W , Q, Q.
▶ Lemma 3 (proven in the full version). Let M be a k × k matrix that contains the pairwise distances of the windows and super-windows. Based on M , one can find the optimal
window-compatible transformation from s into s in time O(n + k 4 ).
Thus, by keeping the number of windows and super-windows bounded by n1/4−Ω(1) and
approximating the pair-wise tree edit distances between the windows/super-windows, we can
approximate the tree edit distance of the input trees in truly subquadratic time. All that
2
is required is to spend time less than O(wmax
) for each pair of windows/super-windows on
average. This is handled in Steps 2 and 3 by using triangle inequality and error detection.
The proof of Lemma 2 is based on an algorithmic thought experiment. We fix an optimal
solution and aim to come up with windows/super-widows that give us a window-compatible
solution with almost the same transformation cost. In the first step, we cover the matched
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characters of s by a set of windows and super-windows with a greedy algorithm. These
windows and super-windows may not belong to sets W and Q since they may be too
short. In the second step, we show that by ignoring the short windows/super-windows
we only miss a small number of matched characters of s. This is due to the fact that the
total number of windows/super-windows we make is bounded and thus ignoring the small
windows/super-windows does not incur a large cost. In the last step, we make equivalent
windows/super-windows for s and show that one can modify the windows/super-windows
in a way that they fall within W, Q and W , Q and the cost of the transformation remains
approximately intact. Our modifications may turn super-windows into windows that comes
with an extra cost to ignore the redundant characters. A detailed explanation of this proof
is given in the full version.Lemma 2 along with Lemma 3 concludes Step 1 of our algorithm.
In Steps 2 and 3, we approximate the pairwise distances of the windows/super-windows and
finally, we run the dynamic program to find an approximately optimal window-compatible
solution.
We borrow Step 2 of our algorithm from previous work, stated as Lemma 4. Since
Lemma 4 only depends on triangle inequality (which holds for edit distance as well as tree
edit distance) we do not make any major modifications to the algorithm. The only difference
is that instead of using the exact O(n2 ) time algorithm for edit distance, we use the Õϵ (n2 )
algorithm of Boroujeni et al. [6] that approximates tree edit distance within a factor 1 + ϵ.
For the sake of completeness, we bring the full version.
▶ Lemma 4 (Follows implicitly from [5] and [12]). For any 1 ≤ ∆ ≤ k and any constant
ϵM > 0, there exists an algorithm that runs in time ÕϵM (k 2 w2max /∆ + k 3 /∆) and outputs a
matrix M : (|W | + |Q|) × (|W | + |Q|) → N ∪ {0} such that with probability at least 1 − 1/n2
we have:
For each window/super-window wi ∈ W ∪ Q and window/super-window wj ∈ W ∪ Q,
M [i][j] estimates the tree edit distance of wi and wj .
M never underestimates the distances.
For each window/super-window wi ∈ W ∪ Q the number of windows/super-windows
wj ∈ W ∪ Q such that M does not estimate their distance within a factor 3 + ϵM
is bounded by ∆. Also, For each window/super-window wj ∈ W ∪ Q the number of
windows/super-windows wi ∈ W ∪ Q such that M does not estimate their distance within
a factor 3 + ϵM is bounded by ∆.
In the last step, we refine M and transform it into a matrix M ′ and show that if we use
the values of M ′ for finding the optimal window-compatible solution, we would be able to
approximate the tree edit distance within an approximation factor of 3 + ϵ. Recall that by
Lemma 4, we know that in matrix M , for each window or super-window w of W ∪ Q, the
number of windows/super-windows whose distances to w is not estimated within a factor
3 + ϵM is upper-bounded by ∆. Let us call these anomalies overestimated distances. In the
third step, our goal is to correct a subset of overestimated distances which leads to a 3 + ϵ
approximate solution.
Our approach is similar to the method used by Chakraborty et al. [13] except that we
also mitigate the error caused by the overestimated distances of super-windows. Roughly
speaking, this method is consisted of two phases. In the first phase which we call the random
sampling phase, we construct a subset R of the windows/super-windows of W ∪ Q by adding
each window/super-window to R with some probability 0 < p < 1, where the value of p is
later tuned to optimize the running time and the approximation factor. For the rows in R,
we refine their distances to all the windows/super-windows of W ∪ Q by approximating the
tree edit distances via the algorithm of [6]. Thereafter, we use R as a basis to refine the rest
of the overestimated distances in the next phase.
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We call the second phase nearby searching. The method of Chakraborty et al. [13] runs
as follows: Let (w, w) be a pair of windows such that w belongs to R, and w is one of the at
most ∆ windows whose distance to w has been overestimated in Step 2. Consider circles C
and C of radius ℓ centered at the starting indices of w and w, respectively. For every pair of
windows (wx , wy ) such that the wx falls within C and wy falls within C, we update their
distance by computing it from scratch using the method of Boroujeni et al. [6]. Chakraborty
et al. [13] show that when ∆ is truly sublinear in k, by the right choice of p and ℓ, the
algorithm runs in truly subquadratic time and obtains a 3 + ϵ approximate solution for edit
distance. Our method follows a similar roadmap except that we also incorporate the concept
of super-windows in both the random sampling and nearby searching phases. Thus, for
a super window, instead of drawing a single circle, we draw two circles and consider any
super-window whose sub-windows fall within the drawn circles. This brings more details to
the analysis which we discuss in the full version.
eϵ (n1.99 ) that
▶ Theorem 5. For any 0 < ϵ < 1, there exists an algorithm with runtime O
approximates the tree edit distance of two trees of size at most n within a factor 3 + ϵ.
Theorem 5 follows from the 3-step framework we discussed above. In the rest of this
paper, we describe the first step of our algorithm. We refer the reader to the full version of
the paper for details on Step 2 and Step 3 of the algorithm.

3

Step 1: Window-compatible Solutions

In this section, we give a detailed explanation of the first step of our algorithm. We begin by
defining the concept of windows and super-windows in Section 3.1. We then explain how we
construct the windows and super-windows in Section 3.2. Finally, in Section 3.3, we prove
that due to our construction, window-compatible solutions are almost optimal for tree edit
distance.

3.1

Overview: Windows and Super-windows

Window is a commonly used concept in recent advances in string similarity problems,
especially edit distance. Typically, for a string s, a window is defined to be a substring of
s with length significantly smaller than |s|. The idea of using windows for approximating
edit distance is indeed based on a divide and conquer technique: construct a set of windows
from each string and carefully approximate the edit distance of each pair of windows. Next,
we utilize this information to obtain a good approximation for edit distance. This reduces
the task of approximating the edit distance between two long strings to approximating edit
distance between many smaller windows.
We too make use of the idea of windows to approximate tree edit distance. However,
this step is relatively more challenging in our algorithm as there are several limitations
to be considered. For example, if an opening or closing parenthesis lies inside a window
but its twin character is left outside the window, this incurs a cost to the approximation
guarantee. Generally, twin parentheses may be too far from each other which may require
us to construct very large windows. This signals that the subproblems that are formed in
Step 1 of the framework should go beyond windows and thus a more complex structure is
required. We address this issue by introducing the notion of super-windows which is used
alongside windows in our algorithm.
Let r be a string. We define window r[a, b] to be a substring of r which starts at position
a and ends at position b (and therefore, the window is of length b − a + 1). In addition,
define r[(a, b), (b′ , a′ )] to be a super-window of r which is consisted of two sub-windows: The
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and
(b): the orange super-window is overlapping with the blue window and the red window
is overlapping with the brown super-window. The rest of windows and super-windows are nonoverlapping. The red window is nested under the green super-window.

left sub-window starts at position a and ends at position b and the right sub-window starts
at position b′ and ends at a′ . For a super-window, we define its length to be the sum of
the lengths of its sub-windows. Moreover, windows and super-windows must adhere to the
following conditions:
Each window r[a, b] must start with symbol ”(” and end with symbol ”)”, i.e., ra must
be ”(” and rb must be ”)”. Note that, string r[a, b] may not necessarily make a valid
sequence of nested parentheses.
For each super-window r[(a, b), (b′ , a′ )], the symbols at positions a and a′ are twin
characters. The same holds for the symbols at positions b and b′ .
See Figure 4(a) for examples of windows and super-windows. We define a parameter
wmax which is an upper bound on the size of the windows. Intuitively, super-windows are
designed to cover twin pairs that are far from each other (say a distance more than wmax )
whereas windows are designed to cover closer twins.
For a given string r, we say a window r[a, b] is nested under a super-window r[(c, d), (d′ , c′ )],
if d < a and b < d′ . Similarly, we say a super-window r[(a, b), (b′ , a′ )] is nested under a
super-window r[(c, d), (d′ , c′ )], if d < a and a′ < d′ . We say a window w and a window/superwindow q are non-overlapping, if they share no common character, i.e., no character belongs
to both w and q. Finally, two super-windows q = r[(a, b), (b′ , a′ )] and q ′ = r[(c, d), (d′ , c′ )]
are non-overlapping, if either of the following conditions holds:
One of q and q ′ is nested under the other one.
Intervals [a, a′ ] and [c, c′ ] are completely disjoint.
Figure 4(b) shows some examples for overlapping and non-overlapping windows/superwindows.

3.2

Our Construction

For brevity, we only explain how we construct the windows and the super-windows of
s. We then construct the windows and super-windows of s in a similar way (but we use
different parameters for s). Fix parameters wmin , wmax , ϵwin and γ. We will later adjust these
parameters to optimize the running time and the error in the approximation. Also, let
L = ⟨wmin , wmin (1 + ϵwin ), wmin (1 + ϵwin )2 , . . . , wmax ⟩, G = ⟨1, 1 + γ, 1 + 2γ, . . . , n⟩,
and denote the ith element of L and G respectively by Li and Gi . This implies that
|L| = O(log1+ϵwin wmax /wmin )

and

|G| = O(n/γ).
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Now, we add the following windows and super-windows to W and Q:
For every 1 ≤ i < |L| and every 1 ≤ j < |G|, we verify if there exists a valid window
w = s[a, b] such that b − a + 1 ∈ [Li , Li+1 ) and a ∈ [Gj , Gj+1 ). If so, we add one such
window to W . In the case that there are multiple such windows, we choose the window
with the rightmost starting index. If there are multiple such windows starting at that
index, we choose the shortest one.
For every 1 ≤ i, j < |L| and every 1 ≤ x < |G|, we verify if there exists a valid superwindow q = s[(a, b)(b′ , a′ )] such that b − a + 1 ∈ [Li , Li+1 ), a′ − b′ + 1 ∈ [Lj , Lj+1 ), and
a ∈ [Gx , Gx+1 ). If so, we add one such super-window to Q. In case there are multiple
options, we choose the super-window with the largest starting index. If there are multiple
such super windows, we choose the one with the shortest left sub-window.
Also, we verify if there exists valid a super-window q = s[(a, b)(b′ , a′ )] such that b − a + 1 ∈
[Li , Li+1 ), a′ − b′ + 1 ∈ [Li , Li+1 ) and a′ ∈ [Gx , Gx+1 ). If so, we add one of them to Q.
In case there are multiple such super-windows, we choose the super-window with the
smallest ending index. If there are multiple such super-window, we add the one with the
shortest right sub-windows.
It follows from our construction that
|W | = O(|L| · |G|) = O((log1+ϵwin wmax /wmin )n/γ)
and
|Q| = O(|L|2 · |G|) = O((log1+ϵwin wmax /wmin )2 n/γ).
We use a similar process to construct the set of windows (W ) and the set of super-windows
(Q) for s. The only difference is that we use a different parameter wmax > wmax and similarly
define
L := {wmin , wmin (1 + ϵwin ), wmin (1 + ϵwin )2 , . . . , wmax }
instead of L in the construction. As mentioned, the values of wmin , wmax and wmax will be
adjusted later. Throughout the paper, we let
n
k = θ( (log1+ϵwin wmax )2 )
γ

(1)

and therefore |W | + |Q| + |W | + |Q| = O(k).
Before we proceed to Section 3.3, we recall the definition of window-compatible solutions.
▶ Definition 1. Let S = ⟨w1 , w2 , . . . , wx ⟩ and S = ⟨w1 , w2 , . . . , wx ⟩ be two sequences of size x
of non-overlapping windows/super-windows from W ∪Q and W ∪Q. We call a transformation
of s into s window-compatible with respect to S and S, if
All matched characters of s are in the windows and super-windows of S. Similarly, all
matched characters of s are in the windows and super-windows of S
Every matched character of s which is in some window/super-window wi belongs to
window/super-window wi of s prior to the transformation.
We call a transformation window-compatible, if it is window-compatible with respect to at
least one pair of sequences of non-overlapping windows/super-windows of W ∪ Q and W ∪ Q.

ITCS 2022

115:14 3 + ϵ Approximation of Tree Edit Distance in Truly Subquadratic Time

3.3

Window-compatible Solutions are Approximately Optimal

In this section, we prove Lemma 2. At a high level, Lemma 2 implies that there exists a
window-compatible solution whose cost is close to tree edit distance of T and T .
▶ Lemma 2. Let T and T be two ordered and labeled trees and let s and s be their representations with nested parentheses. In addition, let
ε1 = (8ϵwin ) + (190γ/wmax ) + (54wmin /wmax ) + (6wmax /wmax ).
Then, there exists a window-compatible transformation from s to s whose cost is bounded by
ted(T, T ) + nε1 .
In the rest of this section, we prove Lemma 2. Let opt be a solution that transforms
s into s with the minimum number of operations and |opt| denotes its cost. Our general
approach to prove Lemma 2 is as follows: We fix an optimal transformation of s into s.
In the first step, we cover the matched pairs of s by a set of windows and super-windows.
These windows and super-windows may not belong to sets W and Q since they may be too
short. In the second phase, we show that by ignoring the short windows/super-windows
we only miss a small number of matched pairs of s. In the last step, we make equivalent
windows/super-windows for s and show that one can modify the windows/super-windows
in a way that they fall within W, Q and W , Q and the cost of the transformation remains
approximately intact.
Fix an optimal solution for the tree edit distance of the two trees and let
(α1 , α1′ ), (α2 , α2′ ), . . . be pairs of indices in s that are not removed in the transformation. We
assume that these pairs are sorted according to their first element (note that some of these
pairs might be nested and thus the sortedness does not carry over to the second elements).
In addition, let (β1 , β1′ ), (β2 , β2′ ), . . . be the indices of these twin pairs, after the fixed optimal
transformation. It follows that these twin pairs have the same structure in both strings; that
is, the relative positions of these parentheses are the same in both strings. For example, if
(αx , αx′ ) is nested under (αl , αl′ ), then the same holds for (βx , βx′ ) and (βl , βl′ ).
We start by covering s with windows and super-windows of arbitrary lengths and arbitrary
starting points. Our only goal for now is that the length of each window and each sub-window
of a super-window does not exceed wmax . For this, we run Algorithm 1 on the matched pairs
of s. Algorithm 1 constructs the windows as follows: starting from the first pair (α1 , α1′ ),
we iterate over every matched pair of s one by one and verify if it is covered by a currently
made window or super-window. If so, we move on to the next matched pair. Otherwise,
let (αl , αl′ ) be the first pair which is not covered by any window/super-window. We cover
(αl , αl′ ) in the following way:
If |αℓ′ − αℓ | < wmax , let p be the largest index such that (i) p ≥ ℓ, (ii) for mx :=
′
max{αℓ′ , αℓ+1
, . . . , αp′ } we have mx − αℓ < wmax (keep in mind that the position of the
closing parentheses in the list are not necessarily increasing), and (iii) s[αℓ , mx] does not
overlap with any currently added super-window. We add window s[αℓ , mx] to the set of
windows. Note that, it might be the case that p = ℓ.
If |αℓ′ − αℓ | ≥ wmax , we add super-window s[(αℓ , αp )(αp′ , αℓ′ )] to the set of superwindows, where p is the maximum index such that the length of each sub-window
of s[(αℓ , αp )(αp′ , αℓ′ )] is at most wmax . Note that, (αp , αp′ ) is itself a matched pair. Also, it
might be the case that p = ℓ. s[(αℓ , αp )(αp′ , αℓ′ )] does not overlap with any of the previous
windows and super-windows due to our algorithm.
Let W1 and Q1 be the set of windows and super-windows made by Algorithm 1 for s.
All the matched indices of s are covered by some window or super-window. The length of
each window of W1 and each sub-window of the super-windows of Q1 is bounded by wmax .

M. Seddighin and S. Seddighin

115:15

Algorithm 1 Covering Matched Pairs.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18

Input: (α1 , α1′ ), (α2 , α2′ ), . . .: pairs of matched twins.
Output: A set of non-overlapping windows/super-windows covering matched pairs.
Function Cover():
while there exists an uncovered matched pair do
ℓ = smallest index such that (αℓ , αℓ′ ) is not covered
if |αℓ′ − αℓ | ≤ wmax then
p=ℓ
mx = αℓ′
′
while |(αℓ , αp+1
)| ≤ wmax do
p←p+1
if αp′ ≥ mx then
mx ← αp′
add (αℓ , mx) to W1
else
q1 = maxq≥ℓ,|αℓ −αq |≤wmax q
q2 = maxq≥ℓ,|α′q −α′ℓ |≤wmax q
p = min{q1 , q2 }
add(s[(αℓ , αp )(αp′ , αℓ′ )]) to Q1

However, some of the windows may be smaller than wmin and some of the super-windows
may have a sub-window whose size is smaller than wmin . In the second step, we remove
all windows with size less than wmin + γ from W1 and all the super-windows of Q1 such
that either of their sub-windows have length smaller than wmin + γ. The reason that we use
wmin + γ instead of wmin is to keep the length of the windows/super-windows large enough to
make sure that at least one of the windows/super-windows in W ∪ Q is totally within each
window/super-window.
More precisely, let the new set of windows and super-windows for s be W2 and Q2 . We
add each super-window q of Q1 with the property that both of its sub-windows have length
at least wmin + γ to Q2 . We ignore all super-windows of Q1 whose sub-windows have length
smaller than wmin + γ. If for a super-window q of Q1 only one of its sub-windows has length
at least wmin + γ we operate as follows: let s[a, b] be this sub-window. We find c, d where c
and d are respectively the smallest and the largest indices such that a < c < d < b, each one
of sc , sd corresponds to a matched pair, and tw(sc ), tw(sd ) are also in s[a, b]. Indeed, s[c, d] is
the smallest substring of s[a, b] that includes all the matched pairs in s[a, b] with the property
that their twins are also in s[a, b]. For brevity, we call s[c, d], the covering window of s[a, b].
If no such c, d exits, or d − c + 1 < wmin + γ, we also ignore this sub-window. Otherwise, we
add s[c, d] as a window to S2 .
Similarly, for each window w of W1 we add it to W2 only if its length is at least wmin + γ.
Below, we show that W2 and Q2 only miss a small number of matched pairs. We begin by
stating Lemma 6 which proves a bound on the number of super-windows of Q1 and then use
it to also prove a bound on the number of windows of W1 .
▶ Lemma 6. |Q1 | ≤ 4n/wmax .

ITCS 2022

115:16 3 + ϵ Approximation of Tree Edit Distance in Truly Subquadratic Time

Proof. We prove that since our algorithm constructs Q1 from s, then we have |s| ≥ (|Q1 | +
1)wmax /2. Since the original trees have at most n nodes, we have |s| ≤ 2n which in turn
implies |Q1 | ≤ 4n/wmax .
For a super-window q ∈ Q1 , define f (q) to be the number of super-windows of Q1 that are
nested under q (including q itself). We claim that for any super-window q = [(a, b), (b′ , a′ )]
of Q1 , we have a′ − a ≥ (f (q) + 1)wmax /2. To show this, we use induction on the value of
f (q). The base case is when f (q) = 1 which is trivial: since the twin pair a, a′ is covered by
a super-window, we imply that a′ − a ≥ wmax . Therefore, for q = [(a, b), (b′ , a′ )] we have
a′ − a ≥ wmax =

(f (q) + 1)wmax
.
2

(2)

Now, assume that for some k > 1, the argument is correct for all super-windows q ∗ such that
f (q ∗ ) < k. We use this to prove the hypothesis for some super-window q = [(a, b), (b′ , a′ )]
where f (q) = k. Let ⟨q1 , q2 , . . . , ql ⟩ be the set of all super-windows of Q1 which have the
following properties: (i) Each super-window qi is nested under q. (i) For each super-window
qi , there is no super-window q ′ ∈ Q1 such that qi is nested under q ′ and q ′ is nested under
q. In other words, each super-window of Q1 which is nested under q is either one of qi ’s or
P
nested under one of qi ’s. This implies that f (q) =
f (qi ) + 1.
q1

ql

{

{

{

q2

(. . . (. . .) . . . (. . .) . . . . . . (. . .) . . .)
a

a1

a01

a2

a02

al

a0l

a0

For each super-window qi , we denote the positions of its starting character and its ending
character in s by ai and a′i . By induction hypothesis, we know that for every 1 ≤ i ≤ l, we
have
a′i − ai ≥

(f (qi ) + 1)wmax
.
2

(3)

On the other hand, we have
X
f (q) = 1 +
f (qi ).

(4)

1≤i≤l

If l ≥ 2, Inequality (3) and Equation (4) directly imply Inequality (2) since we have
X
a′ − a ≥
a′i − ai
1≤i≤l

≥

X f (qi ) + 1
wmax
2

1≤i≤l

f (q) + (l − 1)
wmax
2
f (q) + 1
≥
wmax
2
=

Inequality (4)
l≥2

Therefore, it remains to prove Inequality (2) for l = 1. In this case, we make use of the
following observation: Due to Algorithm 1, max{a1 − a, a′ − a′1 } ≥ wmax holds since otherwise
Algorithm 1 would extend q by bringing in some character from q1 . Moreover, by induction
hypothesis we have


f (q) − 1 + 1
a′1 − a1 ≥
wmax .
2
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and therefore,




f (q) − 1 + 1
f (q) + 1
′
a −a≥
wmax + wmax ≥
wmax .
2
2

◀

Recall that we make Q2 from Q1 by only including super-windows whose sub-windows
are of size at least wmin + γ. Moreover, if for a super-window, only one of its sub-windows
has a length at least wmin + γ, we find the covering window of that sub-window3 and add it
to W2 as an independent window only if its length is at least wmin + γ. To find the amount
of matched pairs we lose in this process, define k1 , k2 , and k3 as follows:
k1 : the number of super-windows whose sub-windows have length smaller than wmin + γ.
k2 : the number of super-windows such that one of their sub-windows has length smaller
than wmin + γ and the covering window of the other sub-window has length at least
wmin + γ.
k3 : the number of super-windows such that one of their sub-windows has length smaller
than wmin + γ, but the covering window of the other sub-window has also length smaller
than wmin + γ.
The total number of matched pairs of s we miss by refining sub-windows is at most
2(wmin + γ)k1 + 2(wmin + γ)k2 + (2(wmin + γ) + (wmin + γ))k3 ≤ 3(wmin + γ)(k3 + k2 + k1 )
≤ 12n(wmin + γ)/wmax .

Below, we also bound the number of matched pairs of s we miss by refining the windows.
▶ Lemma 7. |W1 | ≤ 13n/wmax .
Proof. Let w1 = s[a, b] and w2 = s[c, d] be two consecutive windows of W1 . Then, either
d − a ≥ wmax holds or w1 and w2 are separated by a sub-window of some super-window in Q1
since otherwise Algorithm 1 never adds w1 to W1 . Lemma 6 implies that the total number
of sub-windows of Q1 is at most 2|Q1 | = 8n/wmax . If we remove these sub-windows from s,
what remains from s is a collection ⟨s1 , s2 , . . . , sβ ⟩ of fragments of s where β ≤ 1 + 8n/wmax .
On the other hand, since for each pair w1 , w2 of consecutive windows in si , we know that
the distance between the starting index of w1 to the ending index of w2 is at least wmax ,
we conclude that the number of windows that are within si is at most 1 + ⌊2|si |/wmax ⌋.
Summing this over all the fragments indicates that the total number of windows is at most
X
X
1 + ⌊2|si |/wmax ⌋ ≤ β +
⌊2|si |/wmax ⌋
1≤i≤β

1≤i≤β

≤ 1 + 8n/wmax +

X

⌊2|si |/wmax ⌋

1≤i≤β

≤ 1 + 8n/wmax + ⌊4n/wmax ⌋
≤ 1 + 12n/wmax
≤ 13n/wmax .
See Figure 5 for an example.

◀

Lemma 7 implies that the total number of matched pairs of s we lose by eliminating short
windows is at most 13n(wmin + γ)/wmax . This in addition to the matched pairs we lose for
super-windows amounts to a loss of at most 25n(wmin + γ)/wmax .
3

The smallest substring of a sub-window that includes all the matched pairs with the property that their
twins are also in that sub-window.
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subwindows

s1

s2

s3

s4
wmax

s5

s6

s7

wmax

Figure 5 In this figure, s is divided by 6 sub-windows that belong to 3 super-windows. If we
remove these sub-windows from s, what remains of s is a collection of 7 fragments. Since for each
pair w1 , w2 of consecutive windows in si we know that the distance between the starting index of
w1 to the ending index of w2 is at least wmax , the number of windows that are within si is at most
6
|
⌋ + 1.
1 + ⌊2|si |/wmax ⌋. For example, the number of windows in s6 is at most ⌊ 2|s
wmax

▶ Corollary 8 (of Lemmas 7 and 6). Windows and super-windows of W2 and Q2 cover all
but at most 25n(wmin + γ)/wmax matched pairs of s.
We make the windows and super-windows of s from W2 and Q2 . More precisely, for each
window of W2 we put a window in W2 that covers the corresponding matched pairs in s and
for each super-window of Q2 we put a super-window in Q2 that covers the corresponding
matched pairs in s. It follows from Corollary 8 that a window-compatible transformation
with respect to windows and super-windows of W2 , Q2 , W2 , and Q2 has an additive error of
at most 25n(wmin + γ)/wmax .
▶ Lemma 9. There exists a window-compatible transformation between the two trees T and T
with respect to windows of W2 , Q2 , W2 , and Q2 that has a cost of at most |opt| + 25n(wmin +
γ)/wmax .
Proof. The proof follows directly from Corollary 8.

◀

In the third step, we refine the windows and super-windows of W2 , Q2 , W2 , and Q2 . We
make W3 , Q3 , W3 , and Q3 in the following way: Let w and w be a pair of windows of W2
and W2 that cover the same set of matched pairs in the two strings. If wmin + γ ≤ |w| ≤ wmax
then we put w into W3 and w into W3 . Similarly, let q and q be a pair of super-windows
of Q2 and Q2 that cover the same set of matched characters in the two strings. If both
sub-windows of q have a length in range [wmin + γ, wmax ] then we put q in Q3 and q in Q3 . If
this condition only holds for one of the sub-windows, we operate as follows: let s[a, b] be this
sub-window and let s[a, b] be its corresponding sub-window in s. In addition, let s[c, d] and
s[c, d] be the covering windows of s[a, b] and s[a, b]. We add s[c, d] and s[c, d] to W3 and W 3
as a pair of independent windows, if and only if the size of both of them is at least wmin + γ.
We prove in Lemma 10 that a window-compatible transformation by the windows and
super-windows of W3 , Q3 , W3 , and Q3 has a cost of at most |opt| + 54n(wmin + γ)/wmax +
6nwmax /wmax .
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▶ Lemma 10. There exists a window-compatible transformation between the two trees
T and T with respect to windows of W3 , Q3 , W3 , and Q3 that has a cost of at most
|opt| + 54n(wmin + γ)/wmax + 6nwmax /wmax .
Proof. Let w and w be two matched windows in W2 and W2 such that |w| < wmin + γ. Since
|w| ≥ wmin + γ, a trivial upper bound on the number of matched pairs that belong to w and
w is min(|w|, |w|) ≤ wmin + γ. On the other hand, by Lemmas 6 and 7, the total number of
windows in W2 is at most 17n/wmax , that is 13n/wmax windows in W1 plus at most 4n/wmax
possible windows made from sub-windows. Therefore, the total number of matched pairs
we lose by removing the windows with size smaller than wmin from W2 along with their
corresponding windows from W2 is 17n(wmin + γ)/wmax . Also, the number of windows in
W2 with length more than wmax is at most 2n/wmax . Each one of these windows contains
at most wmax matched pairs, since the size of their corresponding window in W2 is at most
wmax . Hence, the total number of matched pairs we lose by removing the windows with
size more than wmax from W2 along with their corresponding windows from W2 is at most
2nwmax /wmax .
For super-windows, we consider two cases. First, consider the super-windows in Q2 whose
sub-windows have length smaller than wmin + γ. Since these super-windows are not included
in Q3 , for each one of these super-windows, we lose 2(wmin + γ) many matched pairs. Also,
consider the super-windows in Q2 such that one of their sub-windows has length less than
wmin + γ and the other sub-window has length in [wmin + γ, wmax ]. For each one of these
super-windows, we check the covering windows of the larger sub-window and its counterpart
in s, and add them to W3 and W 3 if and only if their size is at least wmin + γ. Hence, for
each one of these super-windows we lose at most 2(wmin + γ) + (wmin + γ) = 3(wmin + γ)
number of matched pairs. Since the total number of super-windows is at most 4n/wmax ,
this results in the total loss of at most 12n(wmin + γ)/wmax . Also, the number of superwindows in W 2 such that the size of one of their sub-windows is more than wmax is at most
2n/wmax . Each one of these super-windows contains at most 2wmax matched pairs. Hence,
the total number of matched pairs we lose by removing these super-windows is at most
4nwmax /wmax . Therefore, we conclude that the process of constructing W3 , Q3 , W3 , and
Q3 eliminates at most 29n(wmin + γ)/wmax + 6nwmax /wmax matched pairs. This, together
with the error we calculated for W2 and Q2 means that the optimal window-compatible
transformation between T and T with respect to W3 , Q3 , W3 , and Q3 has a cost of at most
|opt| + (54n(wmin + γ)/wmax ) + (6nwmax /wmax ).
◀
Finally, in the last step, we construct W4 , Q4 , W4 , and Q4 from W3 , Q3 , W3 , and Q3 in
a way that not only a window-compatible solution based on W4 , Q4 , W4 , and Q4 preserves
the approximation factor, but also we have W4 ⊆ W , Q4 ⊆ Q, W4 ⊆ W , and Q4 ⊆ Q. We
explain below how W4 and Q4 are made from W3 and Q3 . The windows and super-windows
of W4 and Q4 are made similarly from W3 and Q3 .
Let w = s[a, b] be a window of W3 for which we would like to add an equivalent window
of W3 into W4 . By the construction of the windows of W and Q we know that for some i
we have a ∈ [Gi , Gi+1 ). Let c be the rightmost index in [Gi , Gi+1 ) such that sc is an opening
parenthesis. By definition, inequalities a ≤ c and c − a ≤ γ hold. Also, since s[c, b] is a valid
window, by the way we construct W , we know W includes a window of form s[c, d], such
that d ≤ b, and furthermore,
b−c+1
≤ 1 + ϵwin .
d−c+1

(5)
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We add w′ = s[c, d] to W4 as the representative of w. Since c − a ≤ γ, we have |w′ | ≥
(|w| − γ)/(1 + ϵwin ). Therefore, the number of matched characters we lose is at most
2 (|w| − |w′ |) ≤ 2|w|ϵwin + 2γ.

(6)

Choosing a proper super-window for each super-window of Q3 is a more challenging task.
Let q = s[(a, b), (b′ , a′ )] be a super-window of Q3 , and fix i, j in a way that a ∈ [Gi , Gi+1 ),
a′ ∈ [Gj , Gj+1 ). We choose two super-windows and show that at least one of these superwindows is eligible to be in Q4 as the representative of q.
Let c be the rightmost opening parenthesis in [Gi , Gi+1 ) such that tw(c) ∈ [b′ , a′ ] and
let c′ = tw(c). Since s[(c, b)(b′ , c′ )] is a valid super-window, by the way we construct Q, Q
includes a super-window of form s[(c, d), (d′ , c′ )] such that
b−c+1
≤ 1 + ϵwin
d−c+1

and

c ′ − b′ + 1
≤ 1 + ϵwin .
c ′ − d′ + 1

Since c − a ≤ γ, we have b − a + 1 ≤ (d − c + 1)(1 + ϵwin ) + γ. If the same holds for the right
sub-windows, i.e., a′ − c′ ≤ γ, then we have
a′ − b′ + 1 ≤ (c′ − d′ + 1)(1 + ϵwin ) + γ,

(7)

and therefore we can add s[(c, d), (d′ , c′ )] to Q4 as the representative of q. However, it might
be the case that a′ − c′ > γ and therefore Inequality (7) does not hold. If a′ − c′ > γ, let
f ′ be the left-most closing parenthesis of [Gj , Gj+1 ] such that f = tw(f ′ ) ∈ [a, b]. Since ,
f ′ ∈ [Gj , Gj+1 ] we have a′ − f ′ ≤ γ and therefore, f ′ > c′ and consequently f < c. In fact,
twin pair (f, f ′ ) encloses twin pair (c, c′ ). Since s[(f, b), (b′ , f ′ )] is a valid super-window, by
the way we construct Q, we know Q includes a super-window of form s[(f, g), (g ′ , f ′ )] such
that
f ′ − b′ + 1
b−f +1
≤ 1 + ϵwin and
≤ 1 + ϵwin .
g−f +1
f ′ − g′ + 1
Note that since a′ − f ′ ≤ γ, we have
a′ − b′ + 1 ≤ (g ′ − f ′ + 1)(1 + ϵwin ) + γ.
Finally, since f < c we have f − a < γ and so
b − a + 1 ≤ (g − f + 1)(1 + ϵwin ) + γ.
Therefore, we can add s[(f, g)(g ′ , f ′ )] to Q4 as the representative of q. The number of
matched pairs we lose in both sub-windows here is 2(|q|ϵwin + 2γ).
In conclusion, after construing W4 , W4 , Q4 , and Q4 , the number of matched pairs in a
window or super-window w that are covered in W3 , W3 , Q3 , and Q3 and might not be covered
by its representative in W4 , W4 , Q4 , and Q4 is at most
X
X
(2|w|ϵwin + 2γ) +
(2|q|ϵwin + 4γ) ≤ 8nϵwin + 136γ/wmax
(8)
w∈W4 ∪W 4

q∈Q4 ∪Q4

In Inequality (8) we use the facts that the total number of windows and super-windows
for each string is at most 17n/wmax and the total length of the windows/super-windows
in W4 , W4 , Q4 , and Q4 sums up to 4n. This together with the error we calculated for
previous steps implies that the cost of the optimal window-compatible solution with respect
to W4 , W4 , Q4 , and Q4 is bounded by
|opt| + (8nϵwin ) + (190nγ/wmax ) + (54nwmin /wmax ) + (6nwmax /wmax ).
This completes the proof of Lemma 2.
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▶ Remark 11. Before we conclude this section, we would like to make a note:the proof of
Lemma 2 implies that there exists a window-compatible solution with the desired guarantee
such that each window of s is transformed into a window of s and each super-window of
s is transformed into a window of s. Therefore, we do not need to worry about solutions
that transform a window into a super-window or vice/versa (although this would not be a
computational barrier).
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Abstract

The hardness vs. randomness paradigm aims to explicitly construct pseudorandom generators
G : {0, 1}r → {0, 1}m that fool circuits of size m, assuming the existence of explicit hard functions.
A “high-end PRG” with seed length r = O(log m) (implying BPP=P) was achieved in a seminal work
of Impagliazzo and Wigderson (STOC 1997), assuming the high-end hardness assumption: there
exist constants 0 < β < 1 < B, and functions computable in time 2B·n that cannot be computed by
circuits of size 2β·n .
Recently, motivated by fast derandomization of randomized algorithms, Doron et al. (FOCS
2020) and Chen and Tell (STOC 2021), construct “extreme high-end PRGs” with seed length
r = (1 + o(1)) · log m, under qualitatively stronger assumptions.
We study whether extreme high-end PRGs can be constructed from the corresponding hardness
assumption in which β = 1 − o(1) and B = 1 + o(1), which we call the extreme high-end hardness
assumption. We give a partial negative answer:
The construction of Doron et al. composes a PEG (pseudo-entropy generator) with an extractor.
The PEG is constructed starting from a function that is hard for MA-type circuits. We show
that black-box PEG constructions from the extreme high-end hardness assumption must
have large seed length (and so cannot be used to obtain extreme high-end PRGs by applying an
extractor).
To prove this, we establish a new property of (general) black-box PRG constructions from
hard functions: it is possible to fix many output bits of the construction while fixing few bits
of the hard function. This property distinguishes PRG constructions from typical extractor
constructions, and this may explain why it is difficult to design PRG constructions.
Ω(1)
The construction of Chen and Tell composes two PRGs: G1 : {0, 1}(1+o(1))·log m → {0, 1}r2 =m
r2
m
and G2 : {0, 1} → {0, 1} . The first PRG is constructed from the extreme high-end
hardness assumption, and the second PRG needs to run in time m1+o(1) , and is constructed
assuming one way functions. We show that in black-box proofs of hardness amplification to
1
+ 1/m, reductions must make Ω(m) queries, even in the extreme high-end. Known PRG
2
constructions from hard functions are black-box and use (or imply) hardness amplification, and
so cannot be used to construct a PRG G2 from the extreme high-end hardness assumption.
The new feature of our hardness amplification result is that it applies even to the extreme
high-end setting of parameters, whereas past work does not. Our techniques also improve recent
lower bounds of Ron-Zewi, Shaltiel and Varma (ITCS 2021) on the number of queries of local
list-decoding algorithms.
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1

Introduction

1.1

Background

The hardness vs. randomness paradigm (initiated in [39, 7, 24] and followed up by a long
sequence of work [5, 18, 21, 31, 22, 23, 19, 20, 27, 35, 36, 28, 3, 12, 11, 10]) aims to explicitly
construct pseudorandom generators (PRGs) from explicit hard functions.
▶ Definition 1 (PRGs). A function G : {0, 1}r → {0, 1}m is an ϵ-PRG for a function
D : {0, 1}m → {0, 1}, if
| Pr[D(G(Ur )) = 1] − Pr[D(Um ) = 1]| ≤ ϵ.
G is an ϵ-PRG for a class D of functions D : {0, 1}m → {0, 1}, if for every D in D, G is
an ϵ-PRG for D. If we omit ϵ or D, the default choices are ϵ = 1/10, and D is the class of
circuits of size m.
Explicit pseudorandom generators have many applications in computer science. The
signature application of PRGs is to derandomize randomized algorithms (by running the
algorithm using all outputs of the PRG). This is quantitatively specified in the proposition
below.
▶ Proposition 2 (standard). If G : {0, 1}r → {0, 1}m is a PRG, then every randomized algorithm running in time m can be simulated by a deterministic algorithm in time
Timeall (G) + 2r · m, where Timeall (G) is the time it takes to compute the output of G on
all 2r inputs, and is obviously upper bounded by 2r · Time(G), where Time(G) is the time it
takes to compute G on a given input.

High-end PRGs that imply BPP=P
A corollary of Proposition 2 is that a PRG G : {0, 1}r=O(log m) → {0, 1}m with Time(G) =
poly(m) implies that BPP=P.1
Such PRGs are often referred to as “high-end PRGs”. Historically, this name aims to
distinguish them from weaker “low-end PRGs” which have r = mo(1) , and Time(G) = 2O(r) ,
which in turn imply the weaker conclusion that BPP is in subexponential time, see [20, 27]
for a discussion.

Extreme high-end PRGs and fast derandomization
Recently, Doron et al. [12] asked whether it is possible to obtain a faster derandomization.
Here, the goal is to show that a randomized algorithm running in time m can be simulated
by a deterministic algorithm running in time O(mc ) for the smallest possible constant c.
The time of the deterministic simulation of Theorem 2 depends on both the seed length
r, and Timeall (G). Note that even if we take r to the extreme2 , and have a PRG with
r = 1·log m, then the time of the simulation is at least 2r ·m = m2 . This time can be achieved

1

2

Note that in this range of parameters there is no reason to distinguish between Time(G) and Timeall (G),
as Timeall (G) = poly(m) if and only if Time(G) = poly(m), and this is why past work is stated in
terms of Time(G) and not Timeall (G).
A PRG must have r ≥ log m − O(log log m) as otherwise, a circuit of size m could be hardwired with
prefixes of length r + 1 for all 2r pseudorandom strings, and distinguish a uniform string from a
pseudorandom string.
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if furthermore, Timeall (G) = O(2r · m) = O(m2 ) (which follows if Time(G) = O(m)). This
means that we can hope to achieve c = 2 (that is, a quadratic time simulation) if we have
such PRGs, which we will call “extreme high-end” PRGs.
▶ Definition 3 (Extreme high-end PRGs). G : {0, 1}r → {0, 1}m is an extreme high-end PRG
if:
Pseudorandomness: G is a PRG with seed length r = (1 + o(1)) · log m.
Explicitness: Timeall (G) = O(m2+o(1) ) (which follows if Time(G) = m1+o(1) ).
These parameters are chosen so that an extreme high-end PRG implies that randomized
algorithms running in time m can be simulated deterministically in time m2+o(1) .
There are reasons to think that this quadratic slowdown is the best possible if one seeks
the smallest possible c such that every randomized algorithm running in time m can be
simulated deterministic time mc . More precisely, the problem of “univariate identity testing”
is in BPTIME(Õ(n)) but not in DTIME(n2−o(1) ), under certain assumptions on “fine grained
complexity” introduced by Carmosino et al. [8]. See [12] for details and a discussion. We
remark that this result still allows a deterministic simulation that runs in time m · n (where
n is the input length) and a simulation that approaches this time bound was obtained by
Chen and Tell [11] under certain hardness assumptions.

Hardness implied by PRGs
PRGs immediately imply circuit lower bounds that are beyond our current ability. Consequently, constructing explicit PRGs, requires circuit lower bounds (namely the existence of
explicit functions that cannot be computed by small circuits). In particular, high-end PRGs
imply the existence of functions f : {0, 1}ℓ → {0, 1} which cannot be computed by circuits of
size 2Ω(ℓ) , and Time(f ) = 2O(ℓ) .3

1.1.1

The Impagliazzo-Wigderson (high-end) hardness assumption

The goal of the hardness vs. randomness program is to construct PRGs based on lower
bounds that are as strong (or almost as strong) as the ones implied by the PRG. A major
milestone in this program was achieved by Impagliazzo and Wigderson [21].
▶ Theorem 4 ([21]). A high-end PRG follows from the following assumption:
The high-end hardness assumption: There exist constants 0 < β < 1 < B, and a
function f : {0, 1}ℓ → {0, 1} that satisfies:
Hardness: f cannot be computed by circuits of size 2β·ℓ .
Explicitness: Time(f ) ≤ 2B·ℓ .
Theorem 4 converts hardness into pseudorandomness at close to the “correct rate” (as in
the converse direction) if one does not care about the precise values of the constants β, B,
and the constant hidden in the O(·) notation in the seed length of the high-end PRG.

3

More specifically, Impagliazzo, Shaltiel and Wigderson [19] showed that if G : {0, 1}r → {0, 1}m is a
PRG then for ℓ = r + 1, there is a function f : {0, 1}ℓ → {0, 1} (defined by checking whether an input
of length ℓ is a prefix of an output of G) such that f cannot be computed by circuits of size m, and
Timeall (f ) ≈ Timeall (G). Note that Timeall (f ) = 2O(ℓ) iff Time(f ) = 2O(ℓ) .
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1.1.2

Scaling the Impagliazzo-Wigderson assumption to the extreme
high-end

In the case of extreme high-end PRGs, we insist on seed length r ≈ 1 · log m and the constants
β, B from the The high-end hardness assumption do matter. Assuming that we don’t
expect to “improve” the hardness of the assumed explicit hard function, we must have
β ≥ 1 − o(1) and B ≤ 1 + o(1). Thus, imitating the approach of Impagliazzo and Wigderson
[21] for the extreme high-end, leads to the following open problem.
▶ Open Problem 5. Show that an extreme high-end PRG follows from the following assumption:
The extreme high-end hardness assumption: There exists a function f : {0, 1}ℓ →
{0, 1} that satisfies:
Hardness: f cannot be computed by circuits of size 2(1−o(1))·ℓ .
Explicitness: Time(f ) ≤ 2(1+o(1))·ℓ .4
The proof techniques of Impagliazzo and Wigderson [21] (as well as of later works
[31, 27, 35]) do not solve Open Problem 5. As we explain in Section 1.2.4, these proofs
rely on the “hybrid argument” of [39, 14], and even assuming the extreme high-end
hardness assumption, one can at best obtains a PRG G : {0, 1}r → {0, 1}m with seed
length r ≥ A · log m, where A > 3, and actual proofs do worse.

1.1.2.1

Recent work on extreme high-end PRGs

Recently, Doron et al. [12], and Chen and Tell [11] gave conditional constructions of
extreme high-end PRGs, however, in both cases the assumption used is stronger than the
extreme high-end hardness assumption. We will elaborate on these results later on.5
An incomparable assumption was very recently used by Chen and Tell [10] for constructing
“targeted PRGs” (which are weaker than PRGs and yet suffice for derandomizing randomized
algorithms).

1.1.2.2

Goals of this paper

In this paper, we investigate the problem of constructing explicit PRGs from explicit hard
functions, focusing on open problem 5. More specifically, we investigate the power of “blackbox proofs” that convert explicit hard functions into PRGs and related objects. We show
limitations on certain recent approaches to solve Open Problem 5, and hope that this may
help to point us in the direction of better constructions. A secondary goal of this paper is to
survey recent work and point out the relationship between parameters, and potential barriers
for improvement.

4

5

In the case of the extreme high-end, it does make sense to distinguish between Time(f ) and Timeall (f ),
and one can consider starting from a weaker explicitness condition in which it is required that
Timeall (f ) ≤ 2(2+o(1))·ℓ .
Both these papers aim for a slightly weaker goal. Rather than requiring a single PRG with seed length
r = (1 + o(1)) · log m and explicitness m1+o(1) as in Definition 3, their constructions show that for
every γ > 0 there exists a PRG with seed length r = (1 + γ) · log m and explicitness m1+γ . We will not
distinguish these two goals in the informal discussion in the introduction.
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Black-box proofs
Black-box proofs for PRG constructions and hardness amplification

A black-box proof that converts hard functions into PRGs consists of two parts:
A construction map. This is a map that given a candidate function f : {0, 1}ℓ → {0, 1}
produces a candidate PRG Con(f ). (To avoid clutter, we will denote the function Con(f )
by Conf : {0, 1}r → {0, 1}m ).
A reduction establishing the correctness of the construction. This is an oracle procedure
Red(·) which given oracle access to an adversary D that breaks the security of Conf ,
implements an adversary C that breaks the security of f .
As we explain in Section 1.2.3, because of their combinatorial properties, reductions of this
type must be nonuniform and receive a “nonuniform advice string” α (that may depend on
the candidate function f and the adversary D). This is reflected in the formal definition
below.
We will consider “black-box A ⇒ B proofs” for several other choices of primitives A, B
(and not just hard functions and PRGs). One such primitive is functions that are hard on
average (meaning that small circuits cannot compute f correctly with high probability on
a uniformly chosen input). Such functions can serve both as A and B in black-box A ⇒ B
proofs. In order to capture all various scenarios in one definition we will use a terminology
that will describe a primitive by what it means to “break the security” of the primitive.
▶ Definition 6. Let Fn,m denote the set of all functions from n bits to m bits.
For G ∈ Fr,m and D ∈ Fm,1 , we say that D ϵ-PRG-breaks G, if G is not an ϵ-PRG for
D.
For f, C ∈ Fℓ,1 , we say that C ρ-hard-function-breaks f , if Prx←Uℓ [C(x) = f (x)] ≥ ρ. We
say that C hard-function-breaks f if C 1-hard-function-breaks f (meaning that C = f ).
We say that f is a ρ-hard-function for C if C does not ρ-hard-function-breaks f .
A ρ-hard-function for circuits of a certain size, is an average-case hard function, and the case
where ρ = 1 captures the previously considered notion of worst-case hard functions. We now
formally define black-box ρ-hard-function ⇒ ϵ-PRG, and ρ-hard-function ⇒ ρ′ -hard-function
proofs
▶ Definition 7 (Black-box proofs). Given parameters ℓ, r, m, a, ρ, ϵ (resp. ℓ, ℓ′ , a, ρ, ρ′ ) a blackbox ρ-hard-function ⇒ ϵ-PRG proof (resp. a black-box ρ-hard-function ⇒ ρ′ -hard-function
proof) is a pair (Con, Red) of:
A construction map Con : Fℓ,1 → Fr,m (resp. Con : Fℓ,1 → Fℓ′ ,1 ). (We use Conf to
denote the function Con(f )).
An oracle procedure Red(·) (x, α) such that:
For every f ∈ Fℓ,1 and for every D ∈ Fm,1 such that D ϵ-PRG-breaks Conf
(resp. for every D ∈ Fℓ′ ,1 such that D ρ′ -hard-function-breaks Conf ),
there exists α ∈ {0, 1}a , such that the function C ∈ Fℓ,1 defined by C(x) = RedD (x, α),
ρ-hard-function-breaks f .
If we omit ρ, we mean ρ = 1. If we omit ϵ, we mean ϵ = 1/10. We say that Red makes q
queries, if for every D ∈ Fm,1 , α ∈ {0, 1}a , and x ∈ {0, 1}ℓ , RedD (x, α) makes at most q
oracle queries.
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1.2.2

Parameters of black-box proofs

To the best of our knowledge all hardness vs. randomness proofs of PRG constructions are
black-box (or rely on components which are black-box). In a black-box proof, the advice
length a and the number of queries q determine the “hardness loss” in the tradeoff. More
specifically:
▶ Proposition 8 (Number of queries determines hardness loss in black-box proofs). Let
(Con, Red) be a black-box hard-function ⇒ PRG (resp. hard-function ⇒ ρ′ -hard-function)
proof in which Red makes q queries, and has advice length a. If we start from a function
f : {0, 1}ℓ → {0, 1} that cannot be computed by circuits of size s, and apply the black-box
proof, one can at best obtain that Conf is a PRG (resp. ρ′ -hard-function) for circuits of size
s
m ≤ s−a
q ≤ q.
Every function f : {0, 1}ℓ → {0, 1} has circuits of size 2ℓ . This means that in order for
reductions to be useful in transforming hard-functions into PRGs (or average case hard
2ℓ −a
functions) they must make q ≤ s−a
queries, and are useless for this purpose,
m ≤
m
if q ≥ 2ℓ . Moreover, in the extreme high-end, m = 2(1−o(1))·ℓ and so it is critical that
ℓ
s
q≤m
≤ 2m = 2o(ℓ) = mo(1) ≪ m.

1.2.2.1

Our notion of black-box does not guarantee explicitness

We place no limitation on the map Con, and so, the notion of black-box that we use does not
enforce that if f can be computed efficiently, then Conf can be computed efficiently. This
notion of black-box does not imply the explicitness of the constructed function Conf . We
make this choice, because we want to show impossibility results on black-box proofs, and
this choice makes our results stronger.6

1.2.2.2

Parameters for black-box proofs for the extreme high-end

As a consequence of Proposition 8, if we assume the extreme high-end hardness
assumption, to obtain an extreme high-end PRG (as in Open Problem 5) using a black-box
hard-function ⇒ PRG proof, we first need to solve the following open problem:
▶ Open Problem 9. Does there exist a black-box hard-function ⇒ PRG proof with:
Seed length: r = (1 + o(1)) · ℓ. (Any black-box proof must have r ≥ ℓ).
Output length: m = 2(1−o(1))·ℓ . (Any black-box proof must have m ≤ 2ℓ ).
Advice string length: a = m1+o(1) = 2(1−o(1))·ℓ . (Any black-box proof must have a ≥ m).
Number of queries: q = mo(1) = 2o(ℓ) .
We stress again that a positive answer to Open Problem 9 is a necessary condition
for using a black-box proofs to construct an extreme high-end PRG from the extreme
high-end hardness assumption, however, it is not a sufficient condition.

6

One way to preserve efficiency is to require that there is an oracle machine A(·) (in some complexity
class) such that for every f ∈ Fℓ,1 , Af implements Conf . See e.g., [37]. We also remark that the terms
“black-box” and “non-black-box” are used to mean many different things. For example, sometimes
the term non-black-box is used to denote a deterministic simulation of randomized algorithms that is
tailored for the specific input supplied to the algorithm. This notion is used for example in the recent
work of Chen and Tell [10] which constructs “targeted-PRGs” that are targeted to the given input, and
is unrelated to the notion of “black-box” used here.
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We do not know whether black-box hard-function ⇒ PRG proofs as in Open Problem
9 exist.7 In Section 1.3 we show obstacles on certain approaches to design a black-box
hard-function ⇒ PRG proof, meeting the parameters of Open Problem 9. More specifically,
we show that certain approaches cannot yield reductions with few queries. Before we describe
our results, we give more background on black-box proofs.

1.2.3

Black-box proofs as codes, extractors, and other applications

Black-boxness is often helpful in PRG constructions (as demonstrated in [24, 22, 23, 27])
as such proofs readily extend to other computational models (e.g, bounded depth circuits,
or nondeterministic circuits). There are other motivations to study black-box proofs (in
addition to PRG constructions and hardness amplification). In fact, in the connections and
applications below, the “black-boxness” of the proofs is crucial and helpful.

1.2.3.1

List-decodable codes

Following Sudan, Trevisan and Vadhan [31], a Black-box hard-function ⇒ ρ′ -hard-function
ℓ
ℓ′
proof (Con, Red) yields a “list-decodable code” E : {0, 1}2 → {0, 1}2 , defined by E(f )y =
Conf (y). A consequence of lower bounds on the rate of such codes is that ℓ′ ≥ ℓ + 2 · log(1/ρ′ ),
and that a ≥ 2 · log(1/ρ′ ). Viewing the reduction as a “list” of 2a procedures (one for every
advice string α ∈ {0, 1}a ) yields a variant of a “local list-decoding algorithm” for the defined
code, with the same number of queries. Techniques developed for black-box proofs [29, 15, 2]
have been useful in proving lower bounds on the number of queries of such codes [26].

1.2.3.2

Randomness Extractors

Following Trevisan [34], a black-box hard-function ⇒ ϵ-PRG proof (Con, Red) yields a “ranℓ
domness extractor” E : {0, 1}2 × {0, 1}r → {0, 1}m , defined by E(f, y) = Conf (y), and
extracting randomness from sources with min-entropy k = a+log(1/ϵ)+O(1). A consequence
of lower bounds on extractors [25] is that r ≥ ℓ+2·log(1/ϵ), and that a ≥ m+log(1/ϵ)−O(1).
Continuing the analogy of the previous item, the reduction can be viewed as a local listdecoding algorithm for an “extractor-code” [32]. Local list-decoding algorithms for (standard)
codes, and for extractor-codes are closely related to “hard-core bits” for cryptographic
primitives (see e.g. [26] for a discussion).

1.2.3.3

Other applications

In recent years, black-box hard-function ⇒ PRG proofs have found numerous applications in
areas that are not directly related to pseudorandomness, and rely on “black-boxness”. Some
examples are: Learning and compression algorithms (Carmosino et al. [9] and subsequent
work), worst-case to average-case reductions within NP (Hirahara [17] and subsequent work),
and Kolmogorov Complexity (Allender et al. [1] and subsequent work).

7

In fact, the only known lower bound on black-box ρ-hard-function ⇒ ϵ-PRG proofs by Shaltiel, Grinberg
and Viola [15] shows that if a ≤ 2ν·ℓ for some constant ν > 0, and ρ < 1 − 2−ℓ is sufficiently larger
than 12 + ϵ then q ≥ Ω( log(1/(1−ρ))
). In the case of interest where ρ = 1 and ϵ is constant, this gives a
ϵ2
weak bound of q ≥ Ω(ℓ), and even this does not apply in the extreme high-end where a = 2(1−o(1))·ℓ .
Moreover, if we start from average-case hardness, it is open to prove that q > 1 for a black-box
ρ-hard-function ⇒ ϵ-PRG proofs with ρ ≤ 12 + ϵ, even for small a.
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1.2.4

Black-box proofs and the hybrid argument

1.2.4.1

The hybrid argument cannot be used in the extreme high-end

Most known black-box hard-function ⇒ PRG proofs in the literature rely on hardness amplification in order to use the hybrid argument of [39, 14]. That is, to achieve an ϵ-PRG, the construcϵ
tion is a sequence of two black-box proofs: hard-function ⇒ ( 12 + m
)-hard-function ⇒ ϵ-PRG.
1
Thus, even for constant ϵ, hardness amplification must be performed to ρ′ ≤ ( 12 + m
). By
the bounds in Section 1.2.3, in the first step, a function f1 with input length ℓ must be
transformed into a function f ′ with input length ℓ′ ≥ ℓ + 2 · log ρ1′ ≥ ℓ + 2 log m. The final
PRG construction will have seed length r ≥ ℓ′ ≥ ℓ + 2 log m ≥ 3 log m. This is too large in
the extreme high end where we want r = (1 + o(1)) · log m.

1.2.4.2

The hybrid argument suffices for the high-end

We remark that taking ℓ′ = O(ℓ + log m) and r = O(ℓ′ ) does suffice for the (non-extreme)
high-end, and this is how known constructions for the high-end [21, 31, 27, 35] are achieved.8

1.3

Our Results

We show that certain approaches cannot yield a black-box hard-function ⇒ PRG proof with
the parameters of Open Problem 9, and therefore cannot be used to solve Open Problem 5.
Our results are summarized in Table 1 and Table 2.
Table 1 Black-box proofs for PRGs and PEGs.
Result
[15]

Type
hard-function ⇒ ϵ-PRG

Range
a ≤ 2ν·ℓ

Condition

Bound
q ≥ Ω( ϵℓ2 )

Thm 11

hard-function ⇒ ϵ-PRG, constant ϵ

a ≤ ν · 2ℓ

∃j = o( 2ℓ ) s.t.
Fixj (Con) > a + j · ℓ

q ≥ 2ℓ

Thm 14

hard-function ⇒ ϵ-PEG, constant ϵ

a ≤ ν · 2ℓ

r < ℓ − log ℓ − O(1)

q ≥ 2ℓ

[21]

hard-function ⇒ ϵ-PRG, constant ϵ

a ≤ 2ν·ℓ

ℓ

q ≤ mΘ(1)

Table 2 Black-box proofs for hardness amplification.
Result

Type

Range

Bound

[15]

hard-function ⇒ ( 12 + ϵ)-hard-function

a ≤ 2ν·ℓ

q ≥ Ω( ϵℓ2 )

Thm 15

hard-function ⇒ ( 12 + ϵ)-hard-function

a ≤ ν · 2ℓ

q ≥ Ω( 1ϵ )

Thm 15
[21, 31]

hard-function ⇒

( 21

+ ϵ)-hard-function, constant ϵ

hard-function ⇒

( 12

+ ϵ)-hard-function

a≤ν·2

ℓ

q ≥ Ω(ℓ − log(2a))

a≤ν·2

ℓ

q ≤ poly( ϵℓ )

In both tables above the first three lines are lower bounds, while the last line is an upper bound,
and 0 < ν ≤ 21 is some constant.

8

More specifically, hardness amplification can be performed (by a black-box proof) using “local listϵ
decodable codes” [31], and the second ( 12 + m
)-hard-function ⇒ PRG step is done using the NisanWigderson generator [24], which is a black-box proof. Shaltiel and Umans [27] and Umans [35] gave
an alternative direct transformation from worst-case hard function into PRGs which achieves a better
seed length in the “low-end”. However, as it also relies on the hybrid argument (and implies hardness
amplification), it cannot achieve the extreme high-end.
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Limitations on constructions of black-box hard-function ⇒ PRG
proofs

We show that for any black-box hard-function ⇒ PRG proof (Con, Red), if Red makes q ≤ 2ℓ
queries, then Con must be structured in a way that allows “fixing many outputs, with small
information cost”. More precisely, we introduce a measure Fixj (Con) defined to be the
minimal number h, so that when F is chosen at random from Fℓ,1 , it is possible to fix j
outputs of ConF , while only reducing the information about F by only h bits of information.
▶ Definition 10 (The cost of fixing j outputs). Given Con : Fℓ,1 → Fr,m we define Fixj (Con)
to be the minimal number h such that there exist j distinct outputs z1 , . . . , zj ∈ {0, 1}m such
that:
Pr [∀i ∈ [j] : ∃yi ∈ {0, 1}r s.t. ConF (yi ) = zi ] ≥ 2−h .

F ←Fℓ,1

We show that if Red makes a small number q of queries, then for every j that is not too
large, Fixj (Con) ≤ a + j · (log q + O(1)). Loosely speaking, this means that after a “fixed
cost” of a bits of information, a large number of outputs of ConF can be fixed at the cost of
roughly log q bits of information about F per m-bit output. This is stated formally below:
▶ Theorem 11. There exists a constant ν > 0 such that for every ρ-hard-function ⇒ ϵ-PRG
proof (Con, Red) with parameters ℓ, r, m, a ≤ ν · 2ℓ , ϵ ≤ 1 − 2r−m , ρ > 0.51, if Red makes
ℓ
q ≤ 2ℓ queries, then for every j ≤ ν · 2ℓ ,
Fixj (Con) ≤ a + j · (log q + O(1)) ≤ a + j · (ℓ + O(1)).
Previous limitations on the number of queries for reductions in black-box proofs (of any
type) do not apply when a ≥ 2ℓ/2 and therefore are unapplicable in the extreme high-end
We stress that Theorem 11 is unrelated to the “hybrid argument” and applies even for
constructions where the correctness of the reduction does not rely on the hybrid argument.
Moreover, the result applies for the whole range of parameters, and regardless of the choices
of seed length and output length. See long version [30] for a more general statement and a
discussion.
In the next section we use Theorem 11 to show limitations on the “PEG + extractor”
approach of [12].

1.3.1.1

Distinction between black-box PRGs and typical extractors

Following Trevisan [34] (see discussion in Section 1.2.3) we know that construction maps for
black-box hard-function ⇒ PRG proofs are extractors (regardless of the number of queries
used by the reduction). In fact, extractors and black-box proofs are essentially equivalent if
we do not restrict the number of queries made by the reduction.
It is standard that if we choose a construction map Con at random, it will be an extractor.
Nevertheless, we show that it is unlikely that a random construction map Con will have
Fixj (Con) ≤ a + j · ℓ (for relevant values of j). This implies that:
▶ Theorem 12 (informal). It is unlikely that a random construction map (which is an
extractor w.h.p) will have a “useful” reduction with q < 2ℓ .
More details, and a precise statement is given in the long version [30]. This demonstrates
that requiring a construction to have q < 2ℓ and be useful for PRGs (and not just for
extractors) places limitations on the structure of the construction.
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1.3.1.2

Our interpretation

Our interpretation of Theorem 11 is that in order to enable the reduction to make few queries,
the construction must “create a backdoor” and introduce correlations between different
outputs. These correlations are “slightly harmful” to the goal of being an extractor. More
precisely, having low Fixj (Con) means that there is a source distribution with min-entropy
that is very high (only lacking Fixj (Con) bits of information) on which j outputs of the
extractor are fixed. This will violate the extractor guarantee if j is close to 2r (but is possible
for j ≪ 2r which is the case in Theorem 11).
Theorems 11 and 12 suggest that it is more difficult to design PRG constructions than
extractors. In the long version [30] we review the known hard-function ⇒ PRG constructions
in the literature (the Nisan-Wigderson PRG [24] and the Shaltiel-Umans PRG [27, 35])
observing how they achieve low Fixj (Con) in the high-end, and why they do not achieve this
in the extreme high-end. We hope that understanding conditions that hard-function ⇒ PRG
constructions must satisfy, may point us to new constructions that may be applicable in the
extreme high-end.

1.3.1.3

Technique

We consider a “distinguisher” Df : {0, 1}m → {0, 1} that answers one iff its input is an output
of Conf . For every function f ∈ Fℓ,1 , as Df PRG-breaks Conf , by Definition 7, there must
exist α ∈ {0, 1}a such that the function C(x) = RedDf (x, α) satisfies C = f . However, Df
only answers one on 2r out of the possible 2m queries. If Red does not ask such “interesting
queries”, then it obtains no information on f , and cannot hope to reconstruct every f ∈ Fℓ,1 .
How does Red know to ask interesting queries? The advice string α (that depends on f )
may give Red information about interesting queries. However, the information in the advice
string is limited by its length a, and we show that if Red is able to find interesting queries for
many choices of f ∈ Fℓ,1 and x ∈ {0, 1}ℓ , then after this “fixed cost” of a bits of information,
it is still difficult for Red to find interesting queries, unless the construction Con is set up so
that many interesting queries (that is, outputs of Conf ) have low information, giving that
Fixj (Con) ≤ a + j · (log q + O(1)) for many values of j). The precise details are given in the
long version [30].

1.3.2

Limitations on the “PEG + Extractor” approach of [12]

Doron et al. [12] showed how to construct extreme high end PRGs from a strengthening
of the extreme high-end hardness assumption of Open Problem 5. More specifically,
rather than only assuming that f cannot be computed by circuits of size 2(1−o(1))·ℓ , it
is assumed that this holds even for circuits that are allowed to use nondeterminism and
randomness (and can be thought of as a nonuniform analog of the class MA). This assumption
is significantly stronger then the extreme high-end hardness assumption (although,
still plausible).

1.3.2.1

The PEG + extractor approach

The approach of [12] is to construct a pseudo-entropy generator (PEGs) (for a specific notion
of “computational entropy” suggested in [6]). This type of PEG can be thought of as a weak
notion of PRGs, that is only guaranteed to fool tests that accept a very small fraction of the
2m inputs:9

9

We remark that the requirement below that Pr[D(G(Ur )) = 1] − Pr[D(Um ) = 1] ≤ ϵ is sometimes
replaced by the stronger requirement that Pr[D(G(Ur )) = 1] ≤ ϵ, or following [6], by the requirement
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▶ Definition 13 (PEGs). A function G : {0, 1}r → {0, 1}m is a (k, ϵ)-PEG for a function
D : {0, 1}m → {0, 1}, if Pr[D(Um ) = 1] ≤ 2k−m then Pr[D(G(Ur )) = 1]−Pr[D(Um ) = 1] ≤ ϵ.
We say that D (k, ϵ)-PEG-breaks G, if G is not an ϵ-PEG for D.
More specifically, when given a function f : {0, 1}ℓ → {0, 1} (which is hard against the
stronger model of circuits equipped with nondeterminism and randomness) the construction
of [12] works in two steps:
1. PEG: Use the hard function to construct a PEG
(1−o(1))·ℓ
PEG : {0, 1}rPEG =o(ℓ) → {0, 1}mPEG =2
for kPEG = 2(1−o(1))·ℓ .
2. Extractor: Use an explicit extractor
(1−o(1))·ℓ
EXT : {0, 1}mPEG × {0, 1}rEXT =(1+o(1))·ℓ → {0, 1}m=2
with entropy threshold
kPEG (such explicit constructions are known unconditionally).
The final PRG G : {0, 1}r=rPEG +rEXT → {0, 1}m is obtained by interpreting a string
y ∈ {0, 1}r as two strings y1 ∈ {0, 1}rPEG and y2 ∈ {0, 1}rEXT , and setting G(y) =
EXT(PEG(y1 ), y2 ).

1.3.2.2

The seed length of a PEG

The final seed length of G is r = rPEG + rEXT . Using lower bounds on the seed length of
extractors [25], it follow that rEXT ≥ log(mPEG − kPEG ) ≥ (1 − o(1)) · ℓ. Therefore, in order
to achieve r = (1 + o(1)) · ℓ (as is the case in the extreme high-end) it is crucial to use a PEG
with seed length rPEG = o(ℓ). (We note that unlike PRGs, PEGs can potentially achieve
r = o(log m), whereas, as noted earlier, PRGs must have r ≥ log m − O(log log m)).
Summing up, the construction of Doron et al. [12] relies on the observation that PEGs
are weaker objects than PRGs (and are therefore easier to construct) and that PEGs may
have seed length that is significantly shorter than PRGs, so that summing the two seed
lengths can still yield an almost optimal seed length.

1.3.2.3

Impossibility for black-box hard-function ⇒ PEG proofs

We show an obstacle on this approach when starting from the extreme high-end assumption of Open Problem 5. More specifically, we show that black-box hard-function ⇒ PEG
proofs with r < ℓ − log(ℓ) that make q ≤ 2ℓ queries, do not exist.
This means that the seed length of each of the two steps must be roughly ℓ and so the
total seed length of a PEG + extractor must be at least
rPRG = rPEG + rEXT ≥ (ℓ − o(1)) + (ℓ − o(1)) = 2ℓ − o(1) > (2 − o(1)) · log m,
showing an obstacle for achieving extreme high-end PRGs with this approach. This is stated
formally in the next theorem.
▶ Theorem 14 (Impossibility of black-box PEGs with r < log m). There exists a constant ν > 0
such that for every black-box ρ-hard-function ⇒ (k, ϵ)-PEG proof (Con, Red) with parameters
ℓ, r < k, m, a ≤ ν · 2ℓ , ϵ ≤ 1 − 2r−m , ρ ≥ 0.51 such that Red makes q ≤ 2ℓ queries, it follows
that:10
r ≥ ℓ − log ℓ − O(1).
that Pr[D(G(Ur )) = 1] ≤ Pr[D(Um ) = 1] · 2m−k + ϵ which is stronger still, if we replace ϵ by ϵ′ = ϵ/2
and k by k′ = k + log(1/ϵ′ ). We are interested in proving limitations on PEG and so taking a weak
definition only makes our results stronger (especially as we are interested in constant ϵ and k ≪ m and
the distinction between k, ϵ and k′ , ϵ′ is immaterial).
10
We have not yet formally defined the notion of ρ-hard-function ⇒ (k, ϵ)-PEG proof. However, this
definition is obtained by simply replacing “PRG-break” with “PEG-break” in Definition 7. For
completeness, we give the full definition in the long version [30].
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Summing up, Theorem 14 shows that black-box proofs cannot be used to solve Open
Problem 5 using the PEG + extractor approach of Doron et al. [12].11

1.3.2.4

Consequences of Theorem 14 for “quantified derandomization”

The notion of PEGs in Definition 13 is closely related to “quantified derandomization”
(introduced by Goldreich and Wigderson [13], see survey article by Tell [33]). Quantified
derandomization is concerned with derandomizing algorithms that err on very few (say less
than 2k ) of the possible 2m values of their m random bits. This means that PEGs are exactly
the type of PRGs that are suitable for this derandomization (see [12, 33] for a discussion).
Consequently, Theorem 14 can also be viewed as a limitation on black-box proofs that
obtain PRGs with very short seed for quantified derandomization, starting from the extreme
high-end hardness assumption.

1.3.2.5

Technique

Theorem 14 follows from Theorem 11 (noting that Theorem 11 also applies to PEGs). Loosely
speaking, if r is small, then the number of outputs of Con is small, and it is impossible for
Fixj (Con) to be small for large values of j, ruling out black-box proofs in which r is small.

1.3.3

Lower bounds on black-box hardness amplification at the extreme
high-end

Grinberg, Shaltiel and Viola [15] (continuing a line of previous work [38, 29, 4]) proved a lower
bound of q ≥ Ω( ϵℓ2 ) on the number of queries in reductions for black-box hard-function ⇒
( 21 + ϵ)-hard-function proofs (a.k.a. hardness amplification). By Proposition 8, such bounds
imply that using black-box proofs to convert a function f on ℓ bits, that cannot be computed
s
by size s into one that is average case hard for circuits of size m, one must have m ≤ s−a
q ≤ q
which means that such transformation “lose a factor q in the hardness”.
In this paper we prove a lower bound of q ≥ Ω( 1ϵ ), which is quantitatively weaker than
that of [15], but unlike [15] it applies in the extreme high-end. That is, our result allows
a = 2(1−o(1))·ℓ whereas [15] (as well as all previous bounds) only works if a ≤ 2ν·ℓ for some
constant ν > 0. (It is open to match the bound of [15] for large a).
▶ Theorem 15 (Lower bounds on black-box hardness amplification at the extreme high-end).
Let (Con, Red) be a hard-function ⇒ ( 12 + ϵ)-hard-function proof with parameters ℓ, ℓ′ , a, ρ =
1
2ℓ
, ℓ′ ≥ log(1/ϵ) + Ω(1) and a ≤ 10
then Red must make at least q
1, ρ′ = 12 + ϵ. If ϵ ≤ 10
queries for
  

1
q ≥ max Ω
, Ω (ℓ − log(2a)) .
ϵ
To the best of our knowledge, Theorem 15 is the first bound on the number of queries in
black-box hardness amplification that applies for a ≥ 2ℓ/2 and to the extreme high-end.

11

In light of Theorem 14 one may ask how Doron et al. [12] construct their PEG. Is their proof non-blackbox? The answer is that their proof is black-box, but it allows the reduction Red to use nondeterminism
and randomness (and it is this ability that enables the reduction to make few queries). The cost of
using these resources is that the reduction only contradicts the hardness of f if it is assumed to be
hard even for circuits equipped with these resources. See e.g., Applebaum et al. [2] for a discussion on
nondeterministic reductions.
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Using Proposition 8, Theorem 15 implies that even if one starts from the extreme
1
high-end hardness assumption, then to obtain a ( 21 + m
)-hard-function for circuits of size
m (and apply the hybrid argument as explained in Section 1.2.4) there must be a “hardness
ℓ
ℓ
loss”, and m ≤ 2q ≤ 2m , implying that m ≤ 2ℓ/2 .
Note that this limitation applies regardless of the length ℓ′ of the input length of Conf .
This means that a black-box hard-function ⇒ PRG proof that relies on hardness amplification
1
)-hard-function ⇒ PRG) must have
and the hybrid argument (that is: hard-function ⇒ ( 21 + m
m ≤ 2ℓ/2 , and this holds even if the seed length r of the PRG is large.
In the next section we show that a similar argument also gives limitations on using
hardness amplification together with the “PRG composition” approach of Chen and Tell [11].

1.3.3.1

Technique

The work of [15] (as well as previous work in this area) relied on information theoretic
techniques that break down for large a. Indeed, the proof of Theorem 15 uses a different
argument. This argument builds on ideas of Applebaum et al. [2] which connect the number
of queries required by a reduction (or in the case of [26] a local list-decoding algorithm) to
the success that small size, constant depth circuits have in solving the “coin problem” (that
is distinguishing a sequence of independent tosses of an unbiased coin from a sequence of
independent tosses of a slightly biased coin). The proofs of [2, 26] do not work for a ≥ 2ℓ/2
and our results are obtained by proving tighter bounds on depth 3 circuits for specific versions
of the coin problem that come up in the argument. The proof is given in the long version
[30]. As a consequence, we also improve the bounds of [26] on the number of queries of local
list-decoding algorithms, see long version [30] for details.

1.3.4

The hybrid argument and the “PRG composition” approach
of [11]

Chen and Tell [11] construct extreme high end PRGs if in addition to the extreme highend hardness assumption of Open Problem 5, one also assumes the existence of one-way
functions (OWFs). The existence of OWFs is a standard and widely believed assumption in
cryptography. Nevertheless, OWFs (or more generally cryptography) are not known to be
implied by extreme high-end PRGs (or other PRGs in complexity theory). Assuming OWFs
does not seem necessary.

1.3.4.1

The PRG composition approach

Chen and Tell [11] start from a hard function f : {0, 1}ℓ → {0, 1} given by the extreme
(1−o(1))·ℓ
high-end hardness assumption. Their PRG G : {0, 1}(1+o(1))·ℓ → {0, 1}2
is
obtained by PRG composition, namely G(y) = G2 (G1 (y)) where:
Ω(ℓ)
is a PRG against circuits of size 2(1−o(1))·ℓ that
1. G1 : {0, 1}(1+o(1))·ℓ → {0, 1}m1 =2
is constructed from the extreme high-end hardness assumption using hardness
amplification, the Nisan-Wigderson PRG, and the hybrid argument.12

12

More precisely, the cost of the hybrid argument (explained in Section 1.2.4) is measured in terms of the
output length m (even if the PRG fools circuits of larger size, as is the case here). This means, that
the goal of fooling circuits of size 2(1−o(1))·ℓ can be achieved by known black-box proofs (in the same
manner explained in Section 1.2.4) from the extreme high-end hardness assumption for PRGs that
output m1 = 2Ω(ℓ) bits, rather than m = 2(1−o(1))·ℓ bits.
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Ω(ℓ)

(1−o(1))·ℓ

2. G2 : {0, 1}m1 =2
→ {0, 1}m=2
is a PRG with modest stretch (polynomial
rather than exponential) that suffices to push the output length from m1 = 2Ω(ℓ) to
m = 2(1−o(1))·ℓ . Nevertheless, for the composition to be a PRG, it is crucial that G2 can
be computed in time 2(1−o(1))·ℓ (that is in almost linear time in its output length m).13
Such PRGs indeed follow from the existence of OWFs [16].
A natural question is whether it is possible to construct the PRG G2 from the extreme
high-end hardness assumption. This will remove the need for OWFs.
PRGs with polynomial stretch follow from this assumption (and even from weaker versions
like the high-end hardness assumption or “low-end” versions). This is good news, as it
shows that hardness amplification and the hybrid argument can yield sufficient stretch in
this case.
The issue is that the PRGs constructed by these methods do not run in time that is
nearly linear in their output length m (and instead run in time mc where c > 2). This means
that they are unsuitable for the PRG composition approach (and this is why [11] relies on
OWFs).

1.3.4.2

Our results

Theorem 15 implies that PRGs (even with modest stretch) cannot run in nearly linear time, if
they are obtained using black-box hardness amplification and the hybrid argument, assuming
the extreme high-end hardness assumption. This implies that if we only assume the
extreme high-end hardness assumption (and do not assume the existence of OWFs)
then current techniques cannot yield the PRG G2 required by the PRG composition.
More precisely, we have already seen in Section 1.3.3 that in order to do a hybrid argument
1
for output length m, one needs a hardness amplification result that amplifies to below 12 + m
,
ℓ
and that Theorem 15 implies that m ≤ 2 2 . This holds in the extreme high-end, regardless of
the relationship between r and m. In particular, it also holds when trying to construct PRGs
with modest stretch like G2 , assuming the extreme high-end hardness assumption.
On the other hand, assuming that computing the average-case hard function Conf takes at
least the time it takes to compute the worst-case hard function f , and recalling that f cannot
be computed by circuits of size 2(1−o(1))·ℓ , we conclude that Conf cannot be computed in
time 2(1−o(1))·ℓ (which is at least m2−o(1) ).
Summing up, after performing hardness amplification, there must be at least a quadratic
gap between the time it takes to compute Conf , and the circuit size for which it is hard on
average. This gap is inherited by the final PRG G2 . Consequently, G2 cannot run in time
smaller than m2−o(1) , and in particular, there is in obstacle for obtaining PRGs that run in
time nearly linear in m, using these techniques (even if the stretch is modest).
This shows an obstacle for using current techniques (that rely on hardness amplification
and the hybrid argument) to apply the PRG composition approach of [11] assuming only
the extreme high-end hardness assumption. This partially explains why [11] need the
additional assumption that OWFs exist in order to construct the PRG G2 .

13

This requirement is necessary as in the composition one needs to consider a distinguisher for G1 that
runs G2 as a procedure, and G1 cannot fool circuits of size larger than 2ℓ . We also remark that in
contrast to cryptography, in hardness vs. randomness, efficiency of components is rarely used in proving
security of the final primitive, and this is one such rare instance.
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Organization of this paper

Due to space limitations, the technical part of this paper does not appear in this version.
The reader is referred to [30] for a longer version containing more discussion and proofs.

2

Conclusion and Open Problems

The most interesting open problem is Open Problem 5. We hope that Theorem 11 may help
to point us to new constructions.
However, it is possible that the answer to Open Problem 9 is negative, showing that
black-box proofs cannot be used to solve Open Problem 5. Is this the case? If it is, can we
show this?
Easier problems towards showing a negative answer to Open Problem 9 are:
Is it true that in any black-box hard-function ⇒ PRG proof, the number of queries q ≥ m
or even q ≥ m2 ? A positive answer will show that the cost of the hybrid argument
(in terms of the number queries used by the reduction) is unavoidable in black-box
hard-function ⇒ PRG proofs.
We don’t know whether a super-constant number of queries is necessary for constant ϵ.
Can we show a super-constant lower bound on the number of queries of a reduction for a
black-box hard-function ⇒ PRG proof?
In fact, we don’t even know to show a q > 1 lower bound for black-box ρ-hard-function ⇒
ϵ-PRG proof for constant ϵ, and ρ = 21 + ϵ. Can we show this?
In all cases above, the question is open even for small values of a (that do not apply in
the extreme high-end).
Another approach to hardness vs. randomness was very recently suggested by Chen and
Tell [10]. They use an assumption which is less standard, and incomparable to the extreme
high-end hardness assumption to construct “target PRGs” which are weaker than PRGs,
but suffice for fast derandomization of randomized algorithms. It is interesting to investigate
the power of this approach.
Finally, another open problem is to further improve our lower bounds on the number of
queries for reductions for black-box hardness amplification. More specifically, our improved
lower bounds for hardness amplification apply in the extreme high-end, but are not tight.
We only get q ≥ max(Ω(ℓ), Ω( 1ϵ )), whereas the known upper bounds give q = O( ϵℓ2 ). Can
we prove a matching lower bound that applies in the extreme high-end? (namely, for
a = 2(1−o(1))·ℓ ). Such lower bounds were given by [15] for the high-end, namely for a ≤ 2ν·ℓ
for a constant ν > 0.
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1

Introduction

Suppose that we would like to store some data x ∈ Fk on a distributed storage system
consisting of n nodes, where n ≥ k. (Here and for the rest of the paper, F denotes some finite
field). Since node failure is a possibility, we may protect the data with an error correcting
code C : Fk → Fn as follows. We encode x as a codeword c = C(x) ∈ Fn , and for i = 1, . . . , n,
we send the symbol ci to the i’th storage node. If C is a Maximum Distance Separable (MDS)
code – meaning that any k symbols of the codeword c are sufficient to recover the original
data x – then the system can tolerate n − k node failures without losing any of the original
data. Encoding with an MDS code (such as a Reed-Solomon code, see Definition 4 below) is
common in distributed storage: for example, Reed-Solomon codes are built into HDFS [15]
and Ceph [1].
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Given data x ∈ Fk encoded and stored with an MDS code as described above, suppose
that we would like to compute a function F (x) of the data, where F : Fk → F. One scheme
(which we will refer to as the naive scheme) is to contact any k of the nodes, download their
data, recover x, and compute F (x). This requires downloading k field symbols, or k log |F|
bits. We call the amount of downloaded information the bandwidth of the scheme. Given
that F (x) is only one field symbol, or log |F| bits, the naive scheme seems wasteful in terms
of bandwidth.
Our motivating question is whether we can compute F (x) with less bandwidth. That is,
when is it possible to do communication-efficient computation on top of encoded data?
In this paper, we introduce a new notion, low-bandwidth function evaluation, in order to
make this question precise. Our main result is a low-bandwidth function evaluation scheme
for the ubiquitous family of Reed-Solomon Codes, and for the useful family of linear functions
F : Fk → F.

1.1

Low-Bandwidth Function Evaluation

A low-bandwidth evaluation scheme for a code C and a collection of functions F allows us
to compute functions in F in a communication-efficient way on data encoded with C, even
when a set I ⊂ [n] of symbols are unavailable (e.g., the corresponding nodes have failed).
More precisely, we have the following definition. Below, and throughout the paper, we use
bold letters like c to denote vectors, and we use ci to denote the i’th entry of c.
▶ Definition 1 (Low-Bandwidth Function Evaluation). Let C : Fk → Fn be a code. Let F be a
class of functions F : Fk → F. Let b ≥ 0. We say that there is an evaluation scheme for F
and C with bandwidth b if for any F ∈ F , there are:
P
positive integers b1 , . . . , bn ∈ Z≥0 so that j bj ≤ b;
bj
functions g1 , . . . , gn so that
P gj : F → {0, 1} ;
b

and a function G : {0, 1} j j → F
so that for all x ∈ Fk , if c = C(x), then G(g1 (c1 ), g2 (c2 ), . . . , gn (cn )) = F (x). We denote the
scheme by Φ : F 7→ (g1 , g2 , . . . , gn , G) that maps F ∈ F to the maps gj and G.
If there is a set I ⊂ [n] so that bj = 0 for all F ∈ F and for all j ∈ I, we say that Φ
tolerates failures in I.
▶ Remark 2 (More general alphabets). More generally, one could define an evaluation scheme
for codes C : Σk0 → Σn1 for arbitrary input/output alphabets. In this paper, we focus on linear
functions and MDS codes, so we state Definition 1 with Σ0 = Σ1 = F being some finite field.
▶ Remark 3 (Knowledge of I). We note that in Definition 1, the set of failed nodes I tolerated
by a scheme is a property of that particular scheme; a stronger definition might demand that
the same scheme tolerates any set of failed nodes of a particular size. In the distributed
storage example above, this weaker definition means that the nodes may need to know
which nodes have failed in order to decide which scheme to use. This mirrors the set-up in
regenerating codes, discussed below, where the identity of the (single) failed node is assumed
to be known.
Notions related to Definition 1 have been studied before, for particular families of
functions and/or particular codes. We mention a few of these below, and discuss them more
in Section 1.3 (Applications of our results) and Section 1.4 (Related work).
Regenerating codes. In the model of distributed storage described above, there has
been a great deal of work on regenerating codes, which aim to repair one node failure
with low download bandwidth (see, e.g., [10]). This is a special case of Definition 1 when
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F is the family of functions fi (x) = C(x)i , for i = 1, . . . , n, and where I = {i}. We note
that if the code is systematic, this allows us to recover the dictator functions fi (x) = xi .
Gradient Coding. The goal of gradient coding is to speed up distributed gradient descent
in the presence of stragglers, that is, compute nodes that may be slow or unresponsive [28].
In this model, the data is X = (x(1) , . . . , x(k) ) where each x(i) ∈ Rd for some d. The data
′
X is distributed using a code among n workers, so that worker i receives c(i) ∈ Rd , for a
codeword C = (c(1) , . . . , c(n) ). At each timestep the parameter server (PS) has an iterate
θ ∈ Rd , which it broadcasts to the workers. Each worker i that has not failed computes
a local function gi (c(i) ) and returns it to the PS. The PS then uses these messages to
recover the gradient of some loss function, ∇L(X; θ). One goal of gradient coding is to
tolerate stragglers in any set I of some fixed size, while minimizing the communication
bandwidth from the workers to the PS (e.g., [29]). This can be cast as a special case of a
strengthing of Definition 1 (with different input/output alphabets as per Remark 2 and
which can tolerate any small set I of failed nodes
 as per Remark 3), where F is the family
of functions given by possible gradients: F = Fθ : θ ∈ Rd , where Fθ (X) = ∇L(X; θ).
Homomorphic Secret Sharing. In secret sharing, a secret s is shared among n parties,
so that some coalitions of parties can recover the secret while others learn nothing about
it. A classic example is Shamir’s scheme, which is essentially a Reed-Solomon (RS)
code: let C be a RS code of dimension k and length n + 1. To share a secret s ∈ F,
we pick a random codeword c ∈ C such that c0 = s, and we send ci to party i. Any
k parties can recover c and hence s, but any k − 1 parties learn nothing about s. In
single-client Homomorphic Secret Sharing (HSS) [3, 2, 4], one additionally asks that
the parties be able to locally compute messages gi (ci ) so that a referee can compute a
function f (s) of the secret from these messages.1 The HSS property has applications in
Private Information Retrieval and Secure Multiparty Computation (see, e.g., [2]). In some
applications, it is desirable that the messages gi (ci ) be short, in which case the HSS scheme
is said to be compact. Low-bandwidth function evaluation is related to (informationtheoretic, not-necessarily-additive) compact HSS, in the sense that a low-bandwidth
function evaluation scheme for a Reed-Solomon code C and with F = {F : x 7→ f (C(x)0 )}
gives a single-client HSS protocol for Shamir’s scheme; the bandwidth of the scheme
corresponds to the compactness of the messages gi (ci ). More generally, if C represents a
secret sharing scheme, then a low-bandwidth function evaluation scheme for C yields a
compact single-client HSS protocol for that scheme.
Given the numerous places that notions related to Definition 1 have appeared, we believe
it will be fruitful to study Definition 1 in generality. In this paper we begin this general study
by considering what is arguably most natural class of functions (after the indicator functions
f (x) = C(x)i studied in regenerating codes): the class of linear functions. Our main results,
described next in Section 1.2, are low-bandwidth evaluation schemes for Reed-Solomon codes,
for classes of linear functions. In Section 1.3, we mention several applications of our results.

1.2

Our Results

Our main results hold for Reed-Solomon codes, defined below.
▶ Definition 4 (Reed-Solomon Code). Let F be a finite field and suppose n ≤ |F|. Let
α1 , α2 , . . . , αn ∈ F be distinct evaluation points. The Reed-Solomon Code (RS) of dimension k and length n with evaluation points α1 , . . . , αn is the map C : Fk → Fn given by
Pk−1
C(f ) = (f (α1 ), . . . , f (αn )), where for f ∈ Fk , we define f (X) = i=0 fi X i .
1

Typically, f (s) should be a sum of the messages, in which case the HSS scheme is called additive.
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Our contributions are as follows.
1. A framework for computing linear functions on RS-encoded data. We provide a
framework for developing low-bandwidth evaluation schemes for RS codes and for families
F of linear functions over extension fields. This begins with a general linear-algebraic
charactization (similar to the characterization of [14] for regenerating codes) that applies
to any linear code. However, we go beyond that, building on it to develop a framework
for RS codes in particular. The linear-algebraic characterization for any linear code is
given in Section 3, and the framework for RS codes is given in Section 4.
2. Low-bandwidth schemes for computing any linear function on RS-encoded
data, up to the Singleton bound. Our main theorem, Theorem 19, can be summarized/simplified as follows:


1
▶ Theorem 5 (Simplified; see Theorem 19). Let ε > γ > 0. There is some q0 = Θ ε−γ
so that the following holds for sufficiently large n and for any prime power q ≥ q0 .
Let Q = q t for any t ≥ 2. Let n = Q and let k = (1 − ε)n. Let C be the RS code over
F = FQ of dimension k and length n, with evaluation points all of F. Let F be the set of
all linear functions F : Fk → F. Let I ⊆ [n] be any set with |I| < γn. Then there is an
evaluation scheme
 for C and F that tolerates failures in I, with bandwidth (measured in
log(q)
.
bits) of b = O n ε−γ
We make a few remarks about Theorem 5:
The naive scheme (downloading enough information to recover x, and then computing
log n
F (x)) requires k log(Q) = n1−ε
bits of bandwidth. Thus, when ε, γ, q are constant,
our scheme gives an asymptotic improvement of a factor of log n over the naive scheme.
(Notice that |F| = Q = q t , so we may choose q to be constant and allow n = Q to grow
by growing t).
Our scheme can tolerate a γ fraction of failures, where γ can be arbitrarily close to ε.
Since the rate of the code is 1 − ε, by the Singleton bound the relative distance can be
at most ε, and so this is optimal.
One may wonder about
 lower
 bounds on the bandwidth. In the full version [26] we
n
show that b ≥ n logq n−k+1
≈ n logq (1/ε) is necessary for Reed-Solomon codes, and
that a similar result holds for any MDS code. This shows that the linear dependence
on n in Theorem 5 is optimal for constant ε and q, although we leave it as an open
question to pin down the correct dependence on ε and γ.
We also give a simpler version of Theorem 19, Theorem 18, which does not tolerate
any failures and which only works up the rate 1/2. Our main reason for presenting
Theorem 18 is for exposition, as the proof is simpler, but we are also able to get more
precise constants. In particular, we show that RS codes of rate approaching 1/2 (for
sufficiently large q, where Q = q t is the size of F) can compute any linear function with
bandwidth at most n⌈log q⌉. When q = 2, we get an RS code of rate 1/4 with bandwidth
n bits, or only one bit from each node.
3. Applications in distributed storage, coded computation, and homomorphic
secret sharing. Our results have applications in several domains. We elaborate on these
next in Section 1.3.

1.3

Applications

As noted above, low-bandwidth function evaluation shows up in several settings, and our work
has natural applications in these areas. We briefly mention a few potential applications of
Theorem 5 to further motivate our results. First, we make two remarks about the generality
of our scheme.
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▶ Remark 6 (Non-linear functions). Our framework can also be used to efficiently compute
Pk
certain non-linear functions, for example x 7→ i=1 x2i . To see this, we first suppose without
loss of generality that the Reed-Solomon code has a systematic encoding, so that x is encoded
as (f (α1 ), . . . , f (αn )) where f ∈ F[X] is the unique polynomial of degree at most k − 1 so
that f (αi ) = xi for i = 1, . . . , k. Then define g(X) = f (X)2 and observe that each node
i = 1, . . . , n can locally compute g(αi ). Thus, we can apply our scheme to the Reed-Solomon
Pk
Pk
code of dimension 2k − 1 to recover the linear combination i=1 g(αi ) = i=1 x2i .
▶ Remark 7 (Prime fields). Our approach requires that F be an extension field over a base
field B. However, in many applications (including those discussed below), it is desirable to
work over a prime field. The reason is that often we actually want to work over the reals or
the integers, and these can be nicely embedded in Fp for a large enough prime p. Fortunately,
for certain linear functions F , our approach can still be used to save bandwidth when we
wish to amortize several computations over prime fields.
In more detail, suppose that B = Fp for a large prime p, and let F = Fpt . Let ζ1 , . . . , ζt
be a basis for F over B. Suppose that the linear function we want to compute is F (x) = bT x,
where b ∈ Bk has coefficients in the base field B. This is the case, for example, in Remark 6
when we want to compute the ℓ2 norm: all of the coefficients are 1. It is also the case when
the data x represents a histogram and we’d like to take the sum of certain buckets: all of
the coefficients are 0 or 1. If b ∈ Bk , then we can proceed as follows. View the data x ∈ Fk
Pt
as t data points in Bk . That is, we write xj = i=1 yi,j ζi , and interpret x as t vectors
y(i) = (yi,1 , yi,2 , . . . , yi,k ). If we use our scheme to compute F (x), then we have computed

F (x) =

k
X

bj x j =

j=1

k
X
j=1

bj

t
X
i=1

!
ζi yi,j

=

t
X
i=1

ζi bT y(i) =

t
X

ζi F (y(i) ).

i=1

Since F (y(i) ) ∈ B, and since the ζi form a basis for F over B, we can now read off the values
F (y(i) ). This allows us to compute t evaluations of F on vectors y(1) , . . . , y(t) ∈ Bk , using
bandwidth O(n log p) (assuming that the rate 1 − ε of the code and fraction γ < ε of failed
nodes are constants). In contrast, the naive computation would require O(tn log p) bits. So
for such linear functions F , our scheme can do t = logp n computations for the bandwidth
cost of a single computation in the naive scheme.

Distributed Storage
The application to distributed storage was described in Section 1. In this context, Theorem 5
gives a method to compute any linear function of data stored on a distributed storage system
with non-trivial download bandwidth. The reader may be wondering about the upload
bandwidth: don’t we need to communicate the function F to each node? The reason that we
focus on the download bandwidth (as is also the case for regenerating codes) is because of
the way that files are stored in a typical distributed storage system. In more detail, a large
file x will be broken up into blocks x(1) , . . . , x(M ) ∈ Fk , where M is very large, and each x(i)
(i)
will be encoded as c(i) , so that the j’th node stores {cj : j ∈ [M ]}. With this set-up, the
evaluation scheme of Theorem 5 would be run independently on each of the blocks, so that
the upload cost is just the cost of broadcasting F , while the download cost is M times the
bandwidth guaranteed in the theorem. Since M is large, the download cost dominates the
upload cost, and Theorem 5 yields real bandwidth savings over the naive scheme.
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Coded Computation and Low-Bandwidth Matrix-Vector Multiplication
Suppose we would like to distribute some data X among n worker nodes and perform a
computation f (X) in a distributed way. A body of work [17, 11, 30] on coded computation has
proposed introducing redundancy in the data assignment, with the goal of tolerating stragglers
(worker nodes that may be slow or non-responsive): that is, we would like responses from any
k̃ out of n workers to determine f (X). There are two lines of work in coded computation.
One line of work adds redundancy by replicating and appropriately distributing data (for
example the work on gradient coding mentioned above [29], or a line of work aimed at general
MapReduce computations [21]), and aims to minimize download bandwidth. Unfortunately,
because the coding is done by replication, the rate of the resulting code is necessarily small.
A second line of work adds redundancy through true “coding” (eg, taking nontrivial linear
combinations). This allows for high-rate codes without much overhead in terms of the total
computational load, but instead of focusing on bandwidth, this line of work has focused
on minimizing the number k̃ of nodes that need to respond. Several works in this second
line have focused on linear functions, like matrix-vector multiplication [17, 11] or Fourier
transforms [31]; to the best of our knowledge, none of these have focused on download
bandwidth beyond minimizing the number k̃ of workers that need to respond.
Our work provides a way to interpolate between these two lines of work. That is, our
work gives coded computation schemes for linear functions that both can have low download
bandwidth and that can use non-replication-based coding to achieve a high rate. In particular,
Theorem 5 shows that we can use a rate 1 − ε RS code, with bandwidth that scales like n/ε,
saving an O(log n) factor when ε is constant. As per Remarks 6 and 7 above, this approach
can be used effectively to compute, say, ℓp norms over the reals, even though our Theorem 5
is stated for linear functions over extension fields.
We note that this is not directly comparable to prior work for coded computation of linear
functions (eg, [17, 11, 32]) for two reasons. First, those works have focused on computations
with a larger output (eg, matrix-vector multiplication, where the output is a vector rather
than a scalar), while our approach is most effective when the desired output is a scalar.
Second, in much of the work on coded computation, the identities of the stragglers are not
known to the other worker nodes. In our approach, since the scheme may depend on the set
I of failed nodes, the parameter server would have to broadcast this information, which may
not be practical. However, we note that the problem is still interesting even if there are no
stragglers, simply to reduce download bandwidth (as in [21]); or when the “stragglers” can
be planned (for example to do load balancing between multiple tasks).

Homomorphic Secret Sharing
We have described the basic set-up for Homomorphic Secret Sharing (HSS) above. Our
scheme immediately gives a compact single-client HSS scheme for linear functions, by sharing
a secret x ∈ Fk using a generalization of Shamir’s scheme (as in [13]) as follows. Let x ∈ Fk
be a secret. Let k̃ > k, so that k̃ + k < n. We encode x with a systematic Reed-Solomon
code, so that xi = f (βi ) for i = 1, . . . , k, where f is a random polynomial of degree at
most k̃ − 1 so that this is true, and where β1 , . . . , βk ∈ F are fixed evaluation points. Then
we distribute shares f (α1 ), . . . , f (αn ) to the n parties, where αi ∈ F \ {β1 , . . . , βk }. Now,
any k̃ parties can recover the secret, while any k̃ − k learn nothing about it. Theorem 5
(treating the evaluation points β1 , . . . , βk as the unavailable nodes in I) ensures that as long
as ε = 1 − k̃/n and γ = k/n are constants with γ < ε, then each party can compute a small
local share gi (f (αi )), which can then be combined to recover a linear function F (x).
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As noted in Remarks 6 and 7 above, this approach can also be used for amortizing the
computation of certain (possibly nonlinear) functions over prime fields.

1.4

Related Work

First, we mention two works that are similar in flavor to ours in that the aim is to compute
functions on data encoded with an error correcting code, although the models are quite
different. The first of these is [7], which studies the notion of error-correcting data structures.
In that work, a vector x, thought of as a database, is encoded as a data structure C(x); as
in our work, the goal is to efficiently compute some function (e.g., perform a membership
query) on x given access to C(x), possibly in the presence of noise. However, that work
differs from ours because (a) they consider query complexity (rather than bandwidth) as the
notion of efficiency; and (b) the noise they consider is errors (rather than erasures). Thus,
in some sense, the work [7] generalizes locally decodable codes in the same direction that
we generalize regenerating codes. The second work that is similar in flavor is the recent
work [18] on function correcting codes. In that work, a sender Alice sends a message x over
a noisy channel to a receiver Bob who is only interested in some function f (x). The main
focus of that work is on the trade-off between the amount of noise in the channel and the
rate of the code, given that Bob can recover f (x). This differentiates their problem from
ours because they do not study any notion of efficiency (like bandwidth or query complexity)
on Bob’s end.
As mentioned above, notions related to Definition 1 arise in a variety of contexts, including
in regenerating codes, coded computation, and homomorphic secret sharing. We survey
related work in these areas below.

Regenerating codes
The body of work most related to ours is that of regenerating codes. Regenerating codes were
introduced in [9] and have seen a huge amount of work since then. The work most related to
ours is the study of scalar2 MDS codes, including RS codes. This was initiated by [25], and
further developed in a line of work including [14, 27]. These works give repair schemes for RS
codes, which can be seen as evaluation schemes for RS codes and for the class of functions
F = {Fi : x 7→ C(x)i : i ∈ [n]}. The work [14] gives a characterization of repair schemes for
MDS codes. This characterization inspires our Definition 8 and Proposition 9, which gives a
similar formulation for evaluation schemes for linear codes and classes of linear functions.
However, our framework for RS codes developed in Section 4 is quite different than the
approach in [14]. In more detail, in [14], the goal is to choose dual codewords y(1) , . . . , y(t) ,
so that they give rise to low-dimensional B-subpsaces. In contrast, our approach is to go the
other way around: we first pick the low-dimensional B-subspaces, and show how they give
rise to appropriate dual codewords.

Coded computation
As mentioned above, there are two main lines of work in coded computation. We refer the
reader to [19] for a survey. One line of work has focused on coding for stragglers and has used
“true” coding (in the sense that linear combinations of the original data are stored, rather than

2

In the regenerating codes literature, a scalar MDS code is one that is linear over its alphabet, as opposed
to a vector MDS code, which is linear over a smaller field.
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repeated blocks). In our framework, stragglers correspond to the set I of failures, the code
maps some data x to a codeword c that is distributed to workers, and the goal is to compute
some function F (x) from computations gi (ci ) performed by the worker i on their part of the
encoded data ci . (We note that typically in these settings the symbols xj and ci are actually
vector or matrix-valued, and the code is applied to each coordinate in parallel). This line
of work has considered linear functions like matrix-vector multiplication [17, 11] or Fourier
transformations [31], as well as non-linear functions like matrix-matrix multiplication [32]
and computation of low-degree polynomials [30]. The main focus has been on minimizing
the number of workers required to complete their task before the desired function can be
computed, as well as on analyzing when and how much this can speed up computation given
stochastic models of stragglers. However, to the best of our knowledge, this line of work has
not considered the network bandwidth, which is what we consider here.
A second line of work has also focused on coding for stragglers, but has used replicationbased coding. That is, the data x is separated into blocks, and these blocks are distributed
to workers with repetition. For example, worker i might receive blocks 1 and 2, and worker j
might receive blocks 2 and 3. This approach is especially common in the area of gradient
coding [28, 16, 23], where the goal is to compute the function Fθ (x) = ∇L(x; θ) which is the
gradient of a loss function at a current iterate θ. In this set-up, again the main goal is to
minimize the number of nodes that need to respond before the function can be computed,
but some works like [29] have also considered the download bandwidth. Thus, the goal of
[29] is similar to ours, but the approach differs because (a) they are using a replication-based
code, and in particular the rate must be low; but (b) their scheme does not depend on the
identity of the stragglers, which ours does. We note that there are several relaxations of the
gradient coding problem, for example when the stragglers are random and/or the gradient
only needs to be approximately computed [6, 23, 20]. Again, those works differ from ours
because of the replication-based coding and the different model of stragglers.
A final line of work, starting with [21], has focused on minimizing communication
bandwidth, as we do here, but in a different setting. That work considers computation in a
general MapReduce framework. In that work, the data is distributed before the Map phase,
introducing redundancy via replication. Then the data is shuffled before the Reduce phase;
the goal is to reduce the amount of communication in the shuffle. Finally, the Reduce phase
occurs, and each node needs to compute the function that they are responsible for. This
can be viewed as a decentralized version of our setting where each node wants to compute
a (different) function. Key differences between that work and ours are that (a) the coding
comes via replication, and (b) the goal is to be able to support generic computation in the
MapReduce framework, rather than focusing on specific functions.

Homomorphic Secret Sharing
Homomorphic Secret Sharing was introduced in [3] and has been further explored in [4] and
the references therein. As noted above, a single-client compact HSS scheme is related to
our definition of low-bandwidth function evaluation, where the code is given by the secretsharing scheme. The work [3] gave a two-party HSS scheme for any deterministic branching
program that is cryptographically secure; this scheme has been optimized in [2], and other
works [5, 22, 24] have achieved similar results under different cryptographic assumptions.
The work [4] has studied the problem more generally, including under information-theoretic
security, and provided lower bounds. While the setup of HSS is quite related to our work,
most existing work on HSS is in a very different parameter regime. For example, the two-party
case studied in [3] corresponds to a code of length n = 2. Additionally, since an MDS code
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provides an information-theoretically secure secret-sharing scheme, HSS is most related to our
work under information-theoretic security. However, most constructions that we are aware of
for HSS have focused on cryptographic security. One exception is the recent work [12], which
focuses on the download bandwidth of information-theoretic HSS. However, that work focuses
on multi-client HSS, where the k secrets in x ∈ Fk must be secret-shared independently of
each other; in contrast, the application of our work sketched above is for single-client HSS,
where the k secrets in x may be shared jointly.

1.5

Organization

In Section 2 we set notation and give a brief overview of our approach. In Section 3 we
introduce our framework for linear functions and linear codes. In Section 4 we introduce our
framework for RS codes in particular. In Section 5, we instantiate our framework to prove
Theorem 19, the more detailed version of Theorem 5 above. Section 6 concludes with some
open questions.

2

Notation and Technical Overview

In this section we set some notation and give a quick technical overview of the main ideas in
our work.

2.1

Notation

Throughout, we use [n] to denote the set {1, 2, . . . , n}. We use bold lowercase letters like x to
denote vectors, and bold uppercase letters like G to denote matrices. For a vector x, we use
xi to denote the i’th coordinate of x. We use x|[i,j] to denote the vector (xi , xi+1 , . . . , xj ).
P
For a polynomial f (X) = i fi X i , we define the degree set of f to be
degSet(f (X)) = {i : fi ̸= 0} .
We always work over a field F = FQ , where Q = q t and we will let B = Fq be the subfield
of F of size q. With Q = q t as above, we will make use of the field trace of FQ over Fq ,
defined by
tr(X) =

t−1
X

i

Xq .

i=0

We note the following two facts about the field trace:
The field trace is Fq -linear and its image is contained in Fq .
The field F = FQ is a vector space over the subfield B = Fq . Given a basis ζ1 , . . . , ζt for
F over B, the traces tr(ζ1 α), . . . , tr(ζt α) uniquely specify α ∈ F.
We consider linear codes C : Fk → Fn . Such a code can be represented by a full-rank
generator matrix G ∈ Fn×k , so that C(x) = Gx for x ∈ Fk .
We consider both F-subspaces of Fn and B-subspaces of F or Fn . To that end, we use
span, dim, and ·⊥ (with no decoration) to refer to the span, dimension, and orthogonal
complement over F. We use spanB , dimB and ·⊥B (decorated with a “B”) to denote the span,
dimension, and orthogonal complement over B. We define the orthogonal complement over B
as follows. For a B-vector space V ⊆ F, we define V ⊥B := {x ∈ F : tr(xv) = 0∀v ∈ V }. For
a B-vector space V ⊂ Fn , we define

V ⊥B := x ∈ Fn : tr(xT v) = 0∀v ∈ V .
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2.2

Technical Overview

Our approach begins with a general linear-algebraic framework, similar to that from [14] for
renegerating codes. Let B be a subfield of F, and let ζ1 , . . . , ζt be a basis for F over B. For
a code C : Fk → Fn , let C = C(Fk ), so C is a subspace of dimension k in Fn that consists
of all codewords. We can associate an evaluation scheme with a sequence of B-subspaces
V1 , . . . , Vn ⊂ F, by demanding that node j return enough information to evaluate tr(cj ν) for
all ν ∈ Vj . Since Vj is B-linear, it suffices to send bj symbols from B, where bj = dimB (Vj ).
When is this enough information to recover a linear function Fp (x) = pT x?
In Definition 8, we define a linear evaluation scheme as a sequence of B-subspaces
V1 , . . . , Vn ⊂ F that has a nice relationship to C, and then we show that this nice relationship
allows us to recover linear functions Fp (x). More precisely, let
W = V1⊥B × . . . , ×Vn⊥B .
We show in Section 3 that if spanF (C ∩ W) has low dimension over F, then there are
many linear functions Fp that can be recovered by the scheme derived from the subspaces
V1 , . . . , Vn . Thus, the goal becomes to find B-subspaces V1 , . . . , Vn ⊂ F so that spanF (C ∩ W)
is low-dimensional over F. (Additionally, we need to keep track of which linear functions we
can recover, but we will gloss over that in this overview). Notice that W is a B-vector space,
but not an F-vector space. Thus, it is not obvious how to get a handle on the dimension of
this span.
In order to control the dimension of spanF (C ∩ W), we specialize to Reed-Solomon codes
(rather than any linear code); this is where our analysis departs in similarity from [14]. We
do this in Sections 4 and 5. Suppose that we choose Vi = spanB (v(αi )), where v(X) ∈ F[X]
is some polynomial. Then our goal becomes to show that
{g ∈ F[X] : deg(g) < k, tr(g(αj )v(αj )) = 0 ∀j ∈ [n]}

(1)

lies in a low-dimensional F-vector space. Again, this is tricky because “tr(g(αj )v(αj )) = 0”
is a B-linear constraint, and we want F-linear constraints. We turn these B-linear constraints
into F-linear constraints as follows. Consider the unique polynomial R(X) of degree at most
n − 1 so that
R(X) ≡ tr(g(X)v(X)) mod pA (X),
Qn
where pA (X) = j=1 (X − αj ). Now, if tr(g(αj )v(αj )) = 0 for all j, then R vanishes
everywhere and is thus identically zero. The polynomial R is a bit tricky to write down,
but if the evaluation points are all of F, then pA (X) = X Q − X, and in fact taking the
residue of R(X) modulo pA (X) is tractable. Thus, our strategy is to expand out R(X) and
choose the coefficients of v carefully so that the coefficient on some term X d is of the form
P
ℓ vd−ℓ gℓ . Since that coefficient must be zero – because R(X) is identically zero – this
gives us an F-linear constraint on the polynomial g. If we get enough linearly independent
F-linear constraints this way, we can show that the space (1) lies in a low-dimension F-vector
space, which in turn will show that there are many Fp that can be recovered by the scheme
associated with Vi = spanB (v(αi )). (Again, in this overview we gloss over the fact that we
actually want to know which functions Fp can be recovered this way: by keeping track of
exactly which linear constraints we get, we are able to design the polynomial v(X) so that
we can control this.)
The approach above is sufficient to design a scheme for codes of rate up to 1/2, that
doesn’t tolerate any failures I. As a warm-up, we present this result as Theorem 18. In
order to extend our result to get Theorem 19, the more detailed version of Theorem 5 above,
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we must choose several polynomials v (1) , . . . , v (s) , increasing the bandwidth by a factor of s.
There are two main ideas here. First, in order to make the rate larger than 1/2 in the scheme
from Theorem 18, we must restrict not only the coefficients of v but also the coefficients of
g. This results in a scheme for a subset F ′ of linear functions. By repeating this several
times, we are able to recover all of the linear functions. Second, in order to handle failures in
an arbitrary set I, we choose the polynomials v (r) (X) to additionally vanish on the set I.
Indeed, since the subspace Vj given by a polynomial v(X) is Vj = spanB (v(αj )), if v vanishes
on I then Vj = {0} for all j ∈ I. Thus, the dimension is zero, and the j’th node does not
need to return any information.
We give the framework for general linear codes, and explain why spanF (C ∩ W) is
important, in Section 3. We develop our “pick nice polynomials v(X)” framework in
Section 4. Finally, we instantiate our framework for a full-length RS code and analyze it in
Section 5.

3

Framework for linear functions and any linear code

For the rest of the paper, we focus on the special case where C is a linear code, and where F
is a set of linear functions. In this case, evaluation schemes for F and C can arise from a
simple linear-algebraic condition, defined next.
▶ Definition 8 (Linear Evaluation Schemes). Let B be a subfield of F, and let ζ1 , . . . , ζt ∈ F
be a basis for F over B. Let C : Fk → Fn be a linear code, and let G ∈ Fn×k be a generator
matrix for C. Let p ∈ Fk and let w ∈ Fn be any vector so that p = GT w. (Note that such a
vector exists since G has full column-rank).
Suppose that V1 , . . . , Vn ⊂ F are B-subspaces, so that dimB (Vj ) = bj . Let V = V1 × · · · ×
Vn ⊂ Fn . We say that (V1 , . . . , Vn ) provide a linear evaluation scheme for p and C (with
respect to {ζ1 , . . . , ζt }) if for all i ∈ [t],
ζi w ∈ C(Fk )⊥ + V
P

n
The bandwidth of the scheme is
j=1 bj ⌈log |B|⌉. Further, we say that (V1 , . . . , Vn )
tolerates failures in I where I := {j ∈ [n] : Vj = {0}}.
For P ⊆ Fk , we say that a map φ : P → (2F )n provides a linear evaluation scheme for P
and C if φ(p) = (V1 , . . . , Vn ) provides a linear evaluation scheme for p and C for all p ∈ P.
For a set I ⊂ [n], we say that φ tolerates failures in I if, for all p ∈ P, φ(p) tolerates
failures in I.
The following proposition explains why a linear evaluation scheme φ indeed gives us an
evaluation scheme for a set of linear functions.
▶ Proposition 9. Suppose that φ provides a linear evaluation scheme for P and C, with
bandwidth b. Then there is an evaluation scheme for the class of functions
F = {Fp : x 7→ xT p : p ∈ P}
and C with bandwidth b. Moreover, for I ⊂ [n], this evaluation scheme tolerates failures in I
if φ does.
The proof of Proposition 9 is similar to the approach of [14]. We omit the proof in this
extended abstract and refer the reader to the full version of the paper [26]. In the next
lemma, we reformulate the condition in Definition 8 in a way that will be helpful going
forward. Again, we omit the proof, which can be found in the full version.
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▶ Lemma 10. Let V = V1 × V2 × · · · × Vn ⊂ Fn , where each Vi is a B-subspace of F. Let
W = W1 × W2 × · · · × Wn ⊂ Fn , where Wi = Vi⊥B . Let C : Fk → Fn be a linear code. Let
ζ1 , . . . , ζt be a basis for F over B. Then for any w ∈ Fn ,
ζi w ∈ C(Fk )⊥ + V

4

∀i ∈ [t]

if and only if

w ∈ spanF (C(Fk ) ∩ W)

⊥

.

Framework for linear functions and RS codes

The framework in Section 3 was valid for any linear code C. Now, we specialize to ReedSolomon codes in order to leverage this characterization. We begin with a few definitions
that will be useful for our framework.
▶ Definition 11. Let A = (α1 , . . . , αn ), so that αi ∈ F are distinct. Define
pA (X) =

n
Y

(X − αj ).

j=1

For a non-negative integer j and for i ∈ {0, 1, . . . , t − 1}, define σi (j) ⊂ Z to be


σi (j) = degSet X jqi ,
where X jqi is the unique polynomial of degree at most n − 1 so that
X jqi ≡ X jq

i

mod pA (X).

We note that σi depends on the choice of A, but we suppress this dependence in the notation
for readability.
 

▶ Remark 12. For any j < n, we have σ0 (j) = degSet X j = degSet X j = {j}.
▶ Remark 13. While for general A, σi may be quite complicated, for some sets A it is relatively
simple. For example, if A = F, then pA (X) = X Q − X, and σi (j) = {jq i mod∗ Q − 1},
where
(
y ∈ {1, . . . , Q − 1} so that y ≡ x mod Q − 1 if x ̸= 0
∗
.
x mod Q − 1 :=
0
if x = 0
In particular, if we write x ∈ {0, 1, . . . , Q − 1} in base-q as x =
{0, . . . , q − 1}, then
( t−1
)
X
b+i mod t−1
σi (x) =
xb q

Pt−1

b=0

xb q b for xb ∈

b=0

is a circular shift of this expansion.
▶ Definition 14. Let 0 < k ≤ n and consider the Reed-Solomon code C of dimension k
with evaluation points A = (α1 , . . . , αn ) over F. Let jmin , jmax , d be positive integers so that
jmin ≤ jmax and jmin < d. We say that (jmin , jmax , d) is good for C if all of the following
hold:
1. d < n and jmax + k − 1 < n;
Sjmax +k−1
2. for all i ∈ {1, . . . , t − 1}, d ̸∈ j=j
σi (j); and
min
Sjmax +k−1
3. d ∈ j=j
σ
(j),
0
min
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where above σi is defined as in Definition 11 with respect to A. Given some d, jmin , jmax , we
define ℓmin and ℓmax by
ℓmin = max{0, d − jmax }

and

ℓmax = min{k − 1, d − jmin }.

(2)

▶ Definition 15. Fix (d, jmin , jmax ), and let ℓmin , ℓmax be as in (2). Let p ∈ Fk , so that
Supp(p) ⊆ [ℓmin , ℓmax ]. We say that a polynomial
v(X) =

jX
max

vj X j

j=jmin

is consistent with p (with respect to (d, jmin , jmax )), if vj = pd−j whenever d − j ∈ [0, k − 1].
Notice that, for any p as in Definition 15, there is some polynomial v(X) consistent with
Pmin{d,jmax }
p, given by v(X) = j=max{d−k+1,j
pd−j X j .
min }
With these definitions, we have the following lemma.
▶ Lemma 16. Let 0 < k ≤ n and consider the Reed-Solomon code C of dimension k with
evaluation points A = (α1 , . . . , αn ) over F. Suppose that (jmin , jmax , d) is good for C, and let
ℓmin , ℓmax be as in Definition 14. Then for all p ∈ Fk so that Supp(p) ⊆ [ℓmin , ℓmax ], and
for all v(X) consistent with p, there exist B-subspaces V1 , . . . , Vn ⊂ F with dimB (Vj ) ≤ 1 for
all j, so that the following holds:
Pk−1
Let g ∈ Fk and let g(X) = ℓ=0 gℓ X ℓ . Suppose that g(αj ) ∈ Vj⊥B for all j ∈ [n]. Then
gT p = 0.
Further, Vj = {0} for all j ∈ I, where I = {j ∈ [n] : v(αj ) = 0}. (Notice that I depends
on both p and the choice of v(X)).
Before we prove Lemma 16, we show how to use it to obtain a linear evaluation scheme
for C. The following Theorem is our main framework theorem for RS codes.
▶ Theorem 17 (Main Framework Theorem). Let C be a Reed-Solomon code. Suppose that
(jmin , jmax , d) is good for C. Let ℓmin , ℓmax be as in (2), and let

P ⊆ p ∈ Fk : Supp(p) ⊆ [ℓmin , ℓmax ] .
Then there is a linear evaluation scheme φ for P and C with bandwidth at most n⌈log |B|⌉.
Further, for any collection {vp (X) : p ∈ P} so that for each p ∈ P, vp (X) is consistent
with p, there exists a scheme φ that tolerates failures in
I := {j ∈ [n] : vp (αj ) = 0 ∀p ∈ P} ,
with bandwidth is at most (n − |I|)⌈log |B|⌉.
Proof of Theorem 17, assuming Lemma 16. We prove the “Further” statement, since it
implies that first statement. (Indeed, we may take vp (X) to be any polynomial consistent
with p).
Suppose that (jmin , jmax , d) is good for C. Let p ∈ P, and suppose that vp (X) is consistent
with p. Let G ∈ Fn×k be a generator matrix for C and let w be such that p = GT w, as in
Definition 8. Let V1 , . . . , Vn be the B-subspaces guaranteed for p and vp (X) by Lemma 16,
and define Wj = Vj⊥B for j = 1, . . . , n. Let W = W1 × · · · × Wn and let V = V1 × · · · × Vn .
The guarantee of Lemma 16 implies that cT w = 0 for all c ∈ C(Fk ) ∩ W, so w ∈
(C(Fk ) ∩ W)⊥ . By Lemma 10, this implies that
ζi w ∈ C(Fk )⊥ + V

∀i ∈ [t],
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where ζ1 , . . . , ζt is a basis for F over B. Therefore from Definition 8, (V1 , . . . , Vn ) is a linear
scheme for p and C, and the map φ that maps p to (V1 , . . . , Vn ) as above is a linear scheme
for P and C.
Further, Lemma 16 implies that for all p ∈ P, if φ(p) = (V1 , . . . , Vn ) then Vj = {0} for
all j ∈ I. Thus, φ tolerates failures in I.
Finally, we observe that the bandwidth of the scheme is log |B| times the number of Vj so
that Vj ̸= {0}, which is at most (n − |I|) log |B|.
◀
Finally, we prove Lemma 16.
Proof of Lemma 16. Suppose that C is an RS code as in the statement of the lemma, so
we have evaluation points A = (α1 , . . . , αn ). Suppose that (jmin , jmax , d) is good for C.
Pjmax
Choose p ∈ Fk such that Supp(p) ∈ [ℓmin , ℓmax ], and suppose that v(X) = j=j
vj X j
min
is consistent with p. Define Vj := spanB (v(αj )) for j ∈ [n]. Notice that dimB (Vj ) ≤ 1,
as desired, and further that Vj = {0} if v(αj ) = 0. Now suppose that g ∈ Fk so that
Pk−1
g(X) = ℓ=0 gℓ X ℓ has g(αj ) ∈ Vj⊥B . We wish to show that gT p = 0.
From the definition of Vj and the assumption that g(αj ) ∈ Vj⊥B for all j ∈ [n], we have
tr(v(αj )g(αj )) = 0
for all j. Consider the unique polynomial R(X) of degree at most n − 1 so that
R(X) ≡ tr(v(X)g(X))

mod pA (X),

where pA (X) is as in Definition 11. Thus, R(αi ) = 0 for all i ∈ [n]. Since deg(R) ≤ n − 1,
this implies that R(X) ≡ 0 is identically zero. Consider the coefficient of X d in R(X). On
the one hand, this is zero. On the other hand, we can compute

R(X) =

t−1
X




i=0

=

jX
max

qi
vj X j 

j=jmin

t−1 X
X

i

k−1
X

!q i
gℓ X ℓ

ℓ=0
i

vjq gℓq X q

i

(ℓ+j)

i=0 j,ℓ

Thus, we have
0 = (coefficient of X d in R(X)) =

t−1
X

X

i

i

cℓ+j,d,i vjq gℓq ,

(3)

i=0 j,ℓ:d∈σi (ℓ+j)

where cr,d,i ∈ F are the coefficients that arise when we write
X rqi =

X

cr,d,i X d .

d∈σi (r)

(Above, as in Definition 11, X rqi refers to the residue modulo pA (X)). Since (d, jmin , jmax )
is good, Item 2 of Definition 14 says that for all i ̸= 0, and for all r ∈ [jmin , jmax + k − 1],
d ̸∈ σi (r). Since ℓ + j ∈ [jmin , jmax + k − 1], this implies that the inner sum on the right
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hand side of (3) is empty if i ̸= 0. Therefore, we have
0 = (coefficient of X d in R(X))
X
=
cℓ+j,d,0 vj gℓ
j,ℓ:d∈σ0 (ℓ+j)

=

jX
max k−1
X

1ℓ+j=d vj gℓ

(4)

j=jmin ℓ=0
min{d,jmax }

X

=

k−1
X

1ℓ+j=d vj gℓ

(5)

j=max{d−k+1,jmin } ℓ=0

=

ℓX
max

pℓ gℓ

(6)

ℓ=ℓmin

=

k−1
X

pℓ gℓ .

(7)

ℓ=0

Above, we have used in (4) the fact that σ0 (ℓ + j) = {ℓ + j} (as per Remark 12, using the
assumption that ℓ + j ≤ k − 1 + jmax < n as per Definition 14); and the fact that cd,d,0 = 1
since we have X d = X d (using the assumption that d < n). In (5), we have used the fact
that for j ∈ [jmin , d − k] ∪ [d + 1, jmax ], 1ℓ+j=d = 0. In (6), we have used the definition (2)
of ℓmin and ℓmax . And in (7), we have used the fact that Supp(p) ⊆ [ℓmin , ℓmax ].
This shows that pT g = 0, which completes the proof.
◀

5

Proof of main theorem

We begin with a warm-up that already gives good schemes for RS codes of rates approaching
1/2.
t
▶ Theorem
   18.
 LetQ = q , for some t ≥ 2 and some prime power q. Suppose that
1 q
1
k ≤ Q q 2 1 − q . Let C be the Reed-Solomon code of dimension k and length n = Q

over F = FQ . Let F be the class of all linear functions from Fk to F:


F = Fy : x →
7 x T y : y ∈ Fk .
Then there is an evaluation scheme for F and C with bandwidth n⌈log2 q⌉.
Notice that the rate of the RS code C in Theorem 18 can be as large as
k
1 jqk
1
3
=
(1 − 1/q) ≥ − ,
n
q 2
2 2q
which approaches 1/2 as q grows. We note that for q = 2, the rate of C is 1/4.
Proof of Theorem 18. We will use Theorem 17 to show that there is a linear scheme for
P = Fk . Then Proposition 9 will imply the theorem.
Choose
jqk
d=
q t−1
2
jqk
jmin =
q t−2 + 1
2
jmax = Q − k.
We claim that (d, jmin , jmax ) is good for C. We check the three items in Definition 14:

ITCS 2022

117:16 Low-Bandwidth Recovery of Linear Functions of Reed-Solomon-Encoded Data

1. Since n = Q = q t , and using the choice of d above, we have d < n. We also have
jmax + k − 1 = Q − 1 < n.
2. As per Remark 13, for this full-length RS code we have σi (j) = {jq i mod∗ Q − 1}. Thus,
the second item in Definition 14 is equivalent3 to showing that for all i = 1, . . . , t − 1,
d ̸= q i j mod∗ Q − 1
dq

t

dq

t−i

dq

t−i

∗

∀j ∈ [jmin , jmax + k − 1]

∗

i

mod Q − 1 ̸= q j mod Q − 1
∗

∗

mod Q − 1 ̸= j mod Q − 1

∀j ∈ [jmin , jmax + k − 1]
∀j ∈ [jmin , jmax + k − 1]

∗

mod Q − 1 ̸∈ [jmin , jmax + k − 1].

Plugging in the definitions of d, jmin and jmax , this is the same as showing that for all
i = 1, . . . , t − 1,
jqk
hj q k
i
q t−i−1 ̸∈
q t−2 + 1, Q − 1 .
2
2
This is true, because for all i = 1, . . . , t − 1, we have
jqk
jqk
0<
q t−i−1 <
q t−2 + 1.
2
2
3. Finally, using the fact that σ0 (j) = {j} for all j ∈ [jmin , jmax + k − 1], the third item is
equivalent to showing that d ∈ [jmin , jmax + k − 1], or that
jqk
hj q k
i
q t−1 ∈
q t−2 + 1, Q − 1 ,
2
2
which is true.
Thus, (d, jmin , jmax ) is good for C. Now we compute ℓmin , ℓmax as in Theorem 17. We have
ℓmin = max{0, d − jmax }
o
n jqk
q t−1 − q t + k
= max 0,
2
= 0,
using the fact that Q = q t and
 j k



1 q
1 jqk
1 jqk
k≤Q
(1 − 1/q) ≤ Q
≤Q 1−
.
q 2
q 2
q 2
We also have
ℓmax = min{k − 1, d − jmin }
n
jqk
jqk
o
= min k − 1,
q t−1 −
q t−2 − 1
2
2
= k − 1,
  

using the fact that k ≤ Q 1q 2q (1 − 1/q) . Therefore we have


p ∈ Fk : Supp(p) ⊆ [ℓmin , ℓmax ] = Fk .

By Theorem 17 and the fact that (d, jmin , jmax ) is good for C, we conclude that there is a
linear evaluation scheme φ for P = Fk , and C, with bandwidth n ⌊log q⌋, which is what we
wanted to show.
◀
3

Note here that for all i ≥ 0, q i is a unit of Z/(Q−1)Z, and in particular q t mod∗ Q−1 = Q mod∗ Q−1 =
1.

N. Shutty and M. Wootters

117:17

The reason that Theorem 18 has rate limited by 1/2 is that if we were to take k to be
larger, the interval [ℓmin , ℓmax ] would not be all of [0, k − 1]. In the full version [26], we show
how to modify the construction in Theorem 18 to give a constant number of schemes like the
one in Theorem 18, each of which covers a small interval, but which together cover all of
[0, k − 1]. Thus, we can increase the rate of the code to approach 1, at the cost of increasing
the bandwidth by a constant factor. While we are at it, we give ourselves enough freedom in
order to choose the schemes so that they can tolerate failures in any set I that is not too
large. This results in the following theorem, whose proof is deferred to the full version.
▶ Theorem 19. Let Q = q t , for some t ≥ 2. Let ε, γ > 0. Let δ ≥ γ + 1q , and suppose
that ε > δ and that (ε − δ)q is an integer. Suppose that k ≤ Q(1 − ε), and let C be the
Reed-Solomon code of dimension k and length n = Q over F = FQ . Let F be the class of all
linear functions from Fk to F:


F = f : x 7→ xT y : y ∈ Fk .
Let I ⊂ [n] be any set of size |I| < γn.
Then there is an evaluation scheme Φ for F and C that tolerates failures in I, and that
has bandwidth at most


1
· ⌈log2 q⌉.
(n − |I|) ·
ε−δ
▶ Remark 20. For constant γ, the requirements on ε, γ, δ may be satisfied with a choice of
ε = γ + Θ(1/q). Thus, as q grows, ε may approach γ. This means that the trade-off between
the rate of the code (1 − ε) and the fraction of failures tolerated (γ) approaches the Singleton
bound, which is optimal (regardless of bandwidth).

6

Conclusion

In this paper we considered low-bandwidth function evaluation on encoded data. Special
cases of this problem appear throughout computer science, engineering and cryptography,
and we believe that it is valuable to study this problem in generality. We kick off this agenda
by studying the problem for general linear functions and for Reed-Solomon codes, arguably
among the most natural classes of functions and codes. However, we hope that this is just
the tip of the iceberg. We conclude with several questions left open by this work.
1. Can we develop low-bandwidth evaluation schemes for other classes of functions? (Beyond
those mentioned in Remark 6 that are implied by our results?) Low-degree polynomials
are perhaps the next most natural class.
2. Can we develop low-bandwidth evaluation schemes for linear functions, for general linear
codes? The first part of our framework (in Section 3) applies to general linear codes, but
the second part (Section 4) and our main theorem applies only for RS codes.
3. Can we extend our scheme to work in different parameter regimes? In particular, our
scheme works with full-length RS codes over extension fields. Work from regenerating
codes has shown how to use RS codes as regenerating codes in very different parameter
regimes, for example when t is very large [27] or over prime fields [8]. Could these
approaches be adapted to low-bandwidth function evaluation?
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Abstract
In this paper we develop efficient randomized algorithms to solve the black-box reconstruction
problem for polynomials over finite fields, computable by depth three arithmetic circuits with
alternating addition/multiplication gates, such that output gate is an addition gate with in-degree
two. Such circuits naturally compute polynomials of the form G × (T1 + T2 ), where G, T1 , T2 are
product of affine forms computed at the first layer in the circuit, and polynomials T1 , T2 have no
common factors. Rank of such a circuit is defined to be the dimension of vector space spanned
by all affine factors of T1 and T2 . For any polynomial f computable by such a circuit, rank(f ) is
defined to be the minimum rank of any such circuit computing it. Our work develops randomized
reconstruction algorithms which take as input black-box access to a polynomial f (over finite field
F), computable by such a circuit. Here are the results.
3

[Low rank] : When 5 ≤ rank(f ) = O(log3 d), it runs in time (ndlog d log |F|)O(1) , and, with high
probability, outputs a depth three circuit computing f , with top addition gate having in-degree
≤ drank(f ) .
[High rank] : When rank(f ) = Ω(log3 d), it runs in time (nd log |F|)O(1) , and, with high
probability, outputs a depth three circuit computing f , with top addition gate having in-degree
two.
Prior to our work, black-box reconstruction for this circuit class was addressed in [33, 17, 36].
Reconstruction algorithm in [33] runs in time quasi-polynomial in n, d, |F| and that in [17] is quasipolynomial in d, |F|. Algorithm in [36] works only for polynomials over characteristic zero fields.
Thus, ours is the first blackbox reconstruction algorithm for this class of circuits that runs in time
polynomial in log |F|. This problem has been mentioned as an open problem in [11] (STOC 2012).
In the high rank case, our algorithm runs in (nd log |F|)O(1) time, thereby significantly improving
the existing algorithms in [33, 17].
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Introduction

Arithmetic circuits (Definition 1.1 in [34]) are Directed Acyclic Graphs (DAG), describing
succinct ways of computing multivariate polynomials. Analogous to the exact learning
problem for boolean circuits [2], black-box reconstruction problem (Section 5, [34]) has been
asked for arithmetic circuits:
Given oracle (also known as black-box) access to a multivariate polynomial computable
by an arithmetic circuit of size s, construct an explicit circuit (ideally poly(s) sized) that
computes the same polynomial.
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In its most general setting, this problem is believed to be hard, as illustrated in Section 1.4
of [9] via an analogy with the boolean world. This is because the exact learning [2] of boolean
circuits from membership queries is closely related to the Minimum Circuit Size Problem
(MCSP), which, under certain cryptographic assumptions1 was shown in [14] to not be in P.
In fact, under the same assumptions [1] showed that even approximating the minimum circuit
size was not in P. Drawing an analogy from this, approximating the minimum circuit size
for general arithmetic circuits might not be in P as well, implying the hardness of black-box
reconstruction. We refer the reader to [9] for more details on the analogy. As a result of this,
most of the research on black-box reconstruction has focused on restricted but interesting
sub-classes of arithmetic circuits. One such natural restriction is that of depth three circuits
which we study in this paper. These are layered circuits with three layers of alternating
plus(Σ) gates and product(Π) gates. Reconstruction of ΠΣΠ circuits amounts to black-box
polynomial factorization into sparse factors and efficient randomized algorithms that solve
this are known [16]. However, no such algorithm is known for ΣΠΣ circuits2 (Definition 9).
First non-trivial algorithm for this class which takes exponential time in the fan-in of the
multiplication gates was given in [21]. Current state of the art reconstruction algorithms for
this class either work in the average case [20] or puts further restrictions such as restricting
the circuit class to be (set)-multilinear [33, 17, 4], or restricting the fan-in of the top addition
gate (also called top fan-in) [33, 17, 36]. Therefore, even for the class of depth three circuits,
reconstruction problem appears to be very challenging. In this paper we are interested in the
latter restriction i.e. depth three circuits where fan-in of the top addition gate is assumed to
be k = O(1). When k = 1, the polynomial computed by the circuit is a product of linear
forms and black-box reconstruction can be easily performed using black-box factorization
algorithm in [16]. However, the problem seems to become very challenging as soon as we
go to circuits with k > 1. For k = 2, [33] designed a randomized reconstruction algorithm
which was generalized3 in [17] to circuits with k = O(1). An important point to note is that
while the algorithm in [33] is proper4 , i.e., output also has top fan-in 2, the one in [17] is
improper and output might have much larger top fan-in. Both these algorithms use fairly
sophisticated techniques and have time complexity quasi-polynomial in d, |F|5 (even for k = 2
in [17]). Note that ideally we would want the time complexity to depend polynomially on
log |F|, since O(log |F|) bits can represent any scalar in the circuit. Therefore, even for k = 2,
designing algorithms which run in time polynomial in n6 , d and log |F| are not known. This
was asked as an open problem in [11] (STOC 2012). In a recent work, [36] also considered
the top fan-in 2 case, but over characteristic zero fields, and rank of input polynomial being
Ω(1). Their algorithm runs in time polynomial in n, d, but their techniques do not work over
finite fields. Based on the above, the following questions seem very natural to ask. (Q1)
Does there exist a reconstruction algorithm for depth 3 circuits with top fan-in 2 (over a
finite field F), whose run-time is polynomial in log |F|? (Q2) Can such an algorithm be
fully polynomial time (at-least in high rank case) i.e. runs in time (nd log |F|)O(1) ? This will
substantially improve results in [33, 17] for k = 2. In this paper we resolve both of these
questions.

1
2
3
4
5
6

assuming the existence of cryptographically secure one-way functions
from here on wards by depth three circuits we mean ΣΠΣ circuits only
algorithm in [17] is deterministic
when rank (Definition 13) of the input polynomial is Ω(log2 d)
d is degree of Π gates and |F| is size of the underlying field
n is the number of variables in the circuit
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Our Results

Notation and Preliminaries
Let n, d denote positive integers and F be a finite field. We denote the sets {1, . . . , n} and
{m, m + 1, . . . , n} by [n] and [m, n] respectively. ⃗x denotes the tuple (or set) of variables
(x1 , . . . , xn ) and F[⃗x] denotes the ring of multivariate polynomials. For a set of linear forms
ℓ1 , . . . , ℓk ∈ F[⃗x], we use V(ℓ1 , . . . , ℓk ) to denote the subspace {a ∈ Fn : ℓ1 (a) = . . . = ℓk (a) =
0}. For a subset of variables xi1 , . . . , xik , by f|xi =αi ,...,xi =αi we denote the polynomial
1
1
k
k
obtained on setting xi1 = αi1 , . . . , xik = αik in f . As given in Lemma 3.5 of [7], every depth
three circuit C of rank r, computing an n−variate, degree d polynomial f can be converted
into a homogeneous depth three circuit Chom over ≤ n + 1 variables and rank ≤ r + 1, such
that its multiplication gates have in-degree d. Section 1.5 of [35] implies that black-box access
to Chom can be simulated efficiently using black-box access to f and integers n, d. Also there
is a simple and efficient algorithm to obtain C from Chom . Hence, from now onwards we
only consider homogeneous depth three circuits (ΣΠΣ(k, n, d, F), Definition 10). Also, for
any polynomial f , rank(f ) (Definition 14) will be the minimum rank of any ΣΠΣ(2, n, d, F)
circuit computing it. Here are our results.
▶ Theorem 1 (Low rank reconstruction). There exists a randomized algorithm which takes as
input integers n, d and black-box access to a polynomial f computable by a ΣΠΣ(2, n, d, F)
3
circuit (5 ≤ rank(f ) = O(log3 d)), runs in time (ndlog d log |F|)O(1) and with probability
1 − o(1), outputs a ΣΠΣ(k, n, d, F) (k ≤ drank(f ) ) circuit computing f .
▶ Theorem 2 (High rank reconstruction). There exists a randomized algorithm which takes
as input integers n, d and black-box access to a polynomial f computable by a ΣΠΣ(2, n, d, F)
circuit (rank(f ) = Ω(log3 d)), runs in time (nd log |F|)O(1) and, with probability 1 − o(1),
outputs a ΣΠΣ(2, n, d, F) circuit computing f .
We allow algorithms to query input polynomial at points in a (nd)O(1) sized extension K of
F. Here are some remarks on the above results.
Theorems 1 and 2 completely resolve (Q1). Therefore we solve an open problem from
[11]. Theorem 2 resolves (Q2) in the high rank case (Ω(log3 d)) and thus both theorems
substantially improve the overall reconstruction time complexity for this circuit class (as
compared to [33] and [17]).
A crucial component of our proofs is a new structural result (Proposition 5), which might
be of independent interest. We show that for f computable by a ΣΠΣ(2, n, d, F) circuit
(rank(f ) ≥ 5), the set of co-dimension 2 subspaces of Fn on which the “non-linear” part
(Definition 3) of f vanishes, has size dO(1) , and can be computed efficiently.
In order to prove Theorem 2, we develop an interesting result related to Sylvester Gallai
(SG) type configurations (Definition 17) and present it in Proposition 8. We believe it
might be of independent interest. Similar results called Quantitative SG theorems are
known (Theorem 5.1.2 and Section 5.3 in [6]). These quantitative versions prove bounds
on number of ordinary lines through a point, whereas our theorem considers dimension of
the space spanned by the union of ordinary lines through a point.
When rank(f ) = 1, f factors into a product of linear forms and can be reconstructed
efficiently using Lemma 23. So only rank(f ) = 2, 3, 4 are not covered by our algorithms.
We note that when char(F) > d or 0, Lemma 19 ([5, 18]) gives an algorithm for Theorem
1 i.e. low rank reconstruction. But, this only works for fields with large characteristic,
whereas Algorithm 1 in our paper is independent of the characteristic of the field.
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We would like to highlight that derandomizing our algorithms seems rather difficult.
Theorem 5 in [37] implies that any proper and efficient reconstruction algorithms for
(set)-multilinear ΣΠΣ(2, n, d, F) circuits with running time polynomial in log |F| can be
deterministically converted (in time polynomial in log |F|). into a square root oracle over
F. This is a well studied problem [25, 10, 32, 8, 27, 18, 38] and till date no deterministic
algorithm with running time having polynomial dependence in log |F| is known.
We conjecture that, for k = O(1), our algorithms can be generalized to proper (at least
in the high rank case) reconstruction algorithms (with time complexity polynomial in
log |F|) for ΣΠΣ(k, n, d, F) circuits. Some crucial parts to be generalized/refined are
(a) Proposition 5 to higher co-dimension sub-spaces, and (b) The “gluing” algorithm
(Algorithm 5 in [33]) used in Algorithm 5, which merges factors of restrictions of the input
polynomial and reconstructs one of the product gates. Recall that the known algorithms
for this class are either exponential time in in-degree of product gates [21] or are improper
and run in quasi-polynomial time in d, |F| [17].
Note that as proved in Corollary 7 of [33], ΣΠΣ(2, n, d, F) circuit for a polynomial f
is unique when rank(f ) = Ω(log2 d). In fact, for smaller ranks, it is easy to construct
example polynomials computable by multiple ΣΠΣ(2, n, d, F) circuits. Therefore, for
low rank polynomials, in the absence of uniqueness, proper reconstruction might be far
fetched. Moreover, many of our techniques such as construction of a candidate set of
linear forms (Algorithm 3) that help in proper reconstruction only work in the high rank
case. As a result we split our results into the low rank and high rank cases.
A (nd)O(1) time algorithm for reconstructing ΣΠΣ(2, n, d, R) was designed in [36, 35]
when rank(f ) = Ω(1). They construct a set of linear forms modulo which the polynomial
factorizes completely into linear forms. This is done using Brills equations [12] which
construct a system of polynomial equations whose solutions characterize polynomials that
decompose into product of linear forms. As derived in Appendix B of [35], computation
of Brills equations involve division by multiples of d and therefore they are not likely to
directly work over finite fields of general characteristic. To the best of our knowledge,
analogous equations for polynomials over finite fields are not well studied. On the other
hand, we construct a set of candidate linear forms in a much simpler way by looking
at co-dimension 2 subspaces where f vanishes. Another difference between the two
techniques is during the “gluing” process of Algorithm 5. In [36, 35] the gluing is done
using δ − SGk theorems [3] which prove existence of many “ordinary” k-flats. On the
other hand we construct a large independent set of linear forms dividing one of the
product gates and use it along with the “gluing” technique from [33] which depends on
lower bounds for locally decodable codes.
Next, we state our proposition regarding the number of co-dimension 2 spaces on which the
non-linear part of f vanishes. In order to do so we first give a few definitions that are used.
▶ Definition 3 (Linear and Non-linear parts). Let f ∈ F[⃗x]. We define Lin(f ), called the
linear part of f to be the product (with multiplicity) of all linear polynomials dividing f and
f
7
N onLin(f ) called the non-linear part of f as N onLin(f ) = Lin(f
) .
▶ Definition 4. Let f ∈ F[⃗x]. For any co-dimension 2 space W = V(ℓ1 , ℓ2 ) ⊂ Fn , we say
that f vanishes on W , if, for isomorphism Φ : F[⃗x] → F[⃗x] mapping ℓ1 7→ x1 , ℓ2 7→ x2 ,
the polynomial Φ(f )|x1 =0,x2 =0 is identically zero. This is well defined, i.e. if we take some
7

Lin(f ), N onLin(f ) are unique up to scalar factors which are constrained such that f = Lin(f ) ×
N onLin(f ).
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other linear forms ℓ′1 , ℓ′2 such that W = V(ℓ′1 , ℓ′2 ) and some other isomorphism Φ′ mapping
ℓ′1 7→ x1 , ℓ′2 7→ x2 , then Φ(f )|x1 =0,x2 =0 = 0 ⇔ Φ′ (f )|x1 =0,x2 =0 = 0. For any polynomial f , we
define S(f ) to be the set of all co-dimension 2 sub-spaces W ⊂ Fn such that f vanishes on
W.
▶ Proposition 5. Let f ∈ F[⃗x] be a polynomial computable by a ΣΠΣ(2, n, d, F) circuit with
rank(f ) ≥ 5. The following are true.
1. |S(N onLin(f ))| ≤ 3d7 .
2. ∃ a randomized algorithm that takes as input black-box access to f along with integers
n, d, runs in time (nd log |F|)O(1) and, outputs a set S (of size ≤ 3d7 ) containing tuples
of independent linear forms in F[⃗x] such that with probability 1 − o(1),
{V(ℓ1 , ℓ2 ) : (ℓ1 , ℓ2 ) ∈ S} = S(N onLin(f )).
Next we state Proposition 8 about ordinary lines and the space spanned by them, that was
mentioned in remarks following the theorems. This requires definitions of proper sets and
ordinary lines which we provide below.
▶ Definition 6 (Proper set, Section 5.3, [6]). We call a set of points v1 , . . . , vm ∈ Fn proper
if no two points are a constant multiple of each other and the zero point is not in the set (i.e.
it is a subset of the projective space).
▶ Definition 7 (Ordinary line, Section 5.1, [6]). Let S ⊂ Fn be a proper set. For any t ∈ Fn
and s ∈ S, such that t ∈
/ sp{s}, the vector space sp{t, s} is called an ordinary line from t
into S, iff sp{t, s} ∩ S ⊆ {t, s}. Define O(t, S) to be the set of ordinary lines from t into S.
▶ Proposition 8. Let S ⊂ Fn be a proper set (Definition 6) and T ⊂ Fn be any LI set of
size ≥ log |S| + 2. Then ∃ t ∈ T , such that union of all elements of O(t, S) spans a high
dimensional space. More precisely,
dim(

X
W ∈O(t,S)

W) ≥

dim(sp(S))
.
log |S| + 2

Next, in Sections 1.2 and 1.3, we provide some definitions and notations and known
results respectively, which we use throughout the paper. Following this, in Section 1.4, we
describe the key technical ideas used in our main algorithms.

1.2

Notations and definitions

Throughout the paper [n] will denote the set {1, . . . , n}, [m, n] will denote the set
{m, m + 1, . . . , n − 1, n} and F will denote a finite field. We use calligraphic letters like
B, P, Q, R, S, T , X to denote sets. ⃗x, ⃗y , ⃗u are used to represent column vectors or tuples
of variables. Unless otherwise specified, ⃗x will denote the tuple (x1 , . . . , xn ). Bold capital
letters A, B are used to represent matrices. F[⃗x] denotes the ring of polynomials in variables
⃗x = (x1 , . . . , xn ) with coefficients in field F. Capital letters like G, H, T1 , T2 , S1 , S2 , U, Ui are
used to denote polynomials that are a product of linear forms. Small letters f, g, h, u, ℓ are
also used to denote polynomials and linear forms. Let g, f be any two polynomials, then, g
divides f is denoted by g | f and g does not divide f is denoted by g ∤ f . We use short-hand
LD for linearly dependent, LI for linearly independent, LHS for left hand side, RHS for
right hand side and iff for if and only if.
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▶ Definition 9 (Depth 3 circuit, ΣΠΣ). A depth 3 circuit is a layered arithmetic circuit with
three layers of nodes labelled by arithmetic operations, defined on a finite number of variables.
First and third (Σ) layers have addition nodes and second (Π) layer has multiplication nodes.
Top layer has a single addition node.
▶ Definition 10 (Homogeneous Depth 3 circuit, ΣΠΣ(k, n, d, F)). A ΣΠΣ(k, n, d, F) circuit
is a depth three circuit such that the first (Σ) layer computes linear forms on n variables,
there are k multiplication nodes at the second (Π) layer all having in-degree d, and the
addition node at third(Σ) layer can only have incoming edges from the k multiplication
nodes at second layer. Any circuit belonging to this class naturally computes an n−variate
polynomial f = M1 + . . . + Mk , where Mi , i ∈ [k] are product of linear forms computed at the
multiplication gates and deg(M1 ) = . . . = deg(Mk ) = d.
▶ Definition 11 (Simple ΣΠΣ(k, n, d, F) circuit). Let C be a ΣΠΣ(k, n, d, F) circuit computing
polynomial f = M1 + . . . + Mk as described in Definition 10. We say that C is simple if
gcd(M1 , . . . , Mk ) = 1.
▶ Definition 12 (Minimal ΣΠΣ(k, n, d, F) circuit). Let C be a ΣΠΣ(k, n, d, F) circuit computing the polynomial f = M1 + . . . + Mk as described in Definition 10. We say that C is
minimal if no proper sub collection of polynomials M1 , . . . , Mk sums to zero.
▶ Definition 13 (Rank of ΣΠΣ(2, n, d, F) circuit, Section 1.3 in [33]). Let C be a ΣΠΣ(2, n, d, F)
circuit computing the polynomial f = M1 + M2 as described in Definition 10. If G =
gcd(M1 , M2 ), then f can be written as f = G × T1 + G × T2 where G, T1 , T2 are product of
linear forms with gcd(T1 , T2 ) = 1. Rank of C is then defined as
rank(C) = dim(sp{linear form ℓ ∈ F[⃗x] : ℓ | T1 × T2 })
▶ Definition 14 (Rank of polynomial). For any polynomial f ∈ F[⃗x] computable by a
ΣΠΣ(2, n, d, F) circuit, its rank, called rank(f ) is defined as the minimum of rank(C) over
all ΣΠΣ(2, n, d, F) circuits computing f .
▶ Definition 15. Let f ∈ F[⃗x]. For any co-dimension 1 space W ⊂ Fn , we say that f
factorizes into non-zero linear forms on W , if, for linear form ℓ1 such that W = V(ℓ1 ),
and isomorphism Φ : F[⃗x] → F[⃗x] mapping ℓ1 7→ x1 , the polynomial Φ(f )|x1 =0 is a non-zero
product of linear forms in F[x2 , . . . , xn ]. It is easy to see that this is well defined, i.e. if
we take some other linear form ℓ′1 such that W = V(ℓ′1 ) and some other isomorphism Φ′
mapping ℓ′1 7→ x1 then Φ(f )|x1 =0 is a non-zero product of linear forms ⇔ Φ′ (f )|x1 =0 is a
non-zero product of linear forms.
▶ Definition 16 (Candidate linear forms). Let f ∈ F[⃗x]. Let ℓ be a linear form and W = V(ℓ).
Suppose f factorizes into non-zero linear forms on W , and there exist linear forms ℓ1 , ℓ2
with ℓ, ℓ1 , ℓ2 being LI, such that f vanishes on co-dimension 2 subspaces V(ℓ, ℓ1 ), V(ℓ, ℓ2 ).
Then, ℓ, considered as a point in the projective space, is called a candidate linear form. The
set of candidate linear forms is denoted by L(f ). It is easy to see that |L(f )| ≤ |S(f )|2 .
▶ Definition 17 (Sylvester Gallai (SG) configuration, Definition 5.3.1, [6]). A proper set
S = {s1 , . . . , sm } ⊂ Fn is called an SG configuration if for every i ̸= j ∈ [n], ∃k ∈ [n] \ {i, j}
with si , sj , sk LD.
▶ Definition 18 (Number of essential variables, restated from [4]). Let f (⃗x) ∈ F[⃗x]. We say
that f (⃗x) has m (≤ n) essential variables if there exist an invertible matrix A ∈ F(n×n) such
that f (A · ⃗x) depends only on m variables.
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Known results

▶ Lemma 19 ([5, 19]). Let n, d be positive integers and F be a field with char(F) > d or 0.
There is a randomized algorithm that takes as input black-box access to an n-variate degree d
polynomial f (⃗x) ∈ F[⃗x] having m essential variables and computable by a circuit of size s,
that runs in time (nds)O(1) and outputs an invertible matrix A ∈ F(n×n) such that f (A · ⃗x)
depends only on the first m-variables.
▶ Lemma 20 (Solving polynomial equations, Implied from [13, 24]). There is a randomized
algorithm that takes as input n variate polynomials f1 , . . . , fm each of degree ≤ d. If the
system of equations defined by setting all these polynomials simultaneously to zero, has finitely
many solutions in F̄ and all solutions are in Fn , then the algorithm computes all solutions
with probability 1 − exp(−mnd log |F|). Running time of the algorithm is (mdn log |F|)O(1) .
▶ Lemma 21 (Schwartz Zippel Lemma, [31, 39]). Let p(x1 , . . . , xn ) be a polynomial of total
degree d such that it is not identically zero. Let S ⊂ F be any finite set. For s1 , . . . , sn picked
d
independently and uniformly from S, P r[p(s1 , . . . , sn ) = 0] ≤ |S|
.
▶ Lemma 22 (Randomized polynomial identity test, Section 1, Lemma 1.2 in [28]). ∃ a
randomized algorithm that takes as input integer n and black-box access to a degree d,
n−variate polynomial f with coefficients in Fq , runs in time (nd log q)O(1) and outputs either
‘yes′ or ‘no′ such that,
output is ‘yes′
P r[output is ‘no′ ] ≥ 1 − o(1)

if f ≡ 0
if f ≡
̸ 0

▶ Lemma 23 (ΣΠΣ(k, n, d, F) deterministic polynomial identity test, Theorem 1 in [29]). ∃
a deterministic algorithm that takes as input black-box access to a degree d, n−variate
polynomial f computable by a ΣΠΣ(k, n, d, F) circuit, runs in time (ndk log |F|)O(1) and,
outputs ‘yes′ if f ≡ 0 and ‘no′ if f ̸≡ 0.
▶ Lemma 24 (ΣΠΣ(k, n, d, F) Rank bound, Theorem 1.7 in [30]). Let C be a ΣΠΣ(k, n, d, F)
circuit, over an arbitrary field F, that is simple, minimal and zero. Then, rank(C) <
2
3k 2 + k4 log d.
▶ Lemma 25 (Black-box multivariate polynomial interpolation, Theorem 11 in [22]). Let
n, m, d be parameters and F be a finite field. ∃ a deterministic algorithm that runs in time
(nmd log |F|)O(1) , and outputs a set S of points in Fn , such that given black-box access to any
polynomial f ∈ F[x1 , . . . , xn ] with at most m monomials, the coefficients of all monomials
can be recovered in (nmd log |F|)O(1) time using evaluations from the set {f (s) : s ∈ S}.
▶ Lemma 26 (Effective Hilbert irreducibility / Quantitative Bertini theorem, Corollary 2 [15],
Remarks 11.5.33, 11.5.66 [26], Theorem 1.1 [23]). Let F be a perfect field and g(⃗x) ∈ F[⃗x]
be a degree d irreducible polynomial. Pick tuples, a = (a2 , . . . , an ), b = (b1 , . . . , bn ), c =
(c1 , . . . , cn ) such that every ai , bj , ck is chosen uniformly randomly and independently from a
set S ⊂ F. Consider the bi-variate restriction
ĝ(X, Y ) = g(X + b1 Y + c1 , a2 X + b2 Y + c2 , . . . an X + bn Y + cn )
Then P [(a, b, c) ∈ S n−1 × S n × S n : ĝ(X, Y ) is not irreducible ] ≤

2d4
|S| .
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▶ Lemma 27 (Black-box multivariate polynomial factorization, [16]). ∃ a randomized algorithm
that takes as input black-box access to a degree d, n−variate polynomial f with coefficients
in F, runs in time (nd log |F|)O(1) and outputs black-box access to polynomials f1 , . . . , fm
(m ≤ d) along with integers e1 , . . . , em such that,
^
em
P r[f ≡ f1e1 . . . fm
f1 , . . . , fm are irreducible] ≥ 1 − o(1).
▶ Corollary 28 (Decomposition into linear and non-linear factors). ∃ a randomized algorithm
that takes as input black-box access to a degree d, n−variate polynomial f with coefficients in
F, runs in time (nd log |F|)O(1) and outputs a list {ℓ1 , . . . , ℓs } (s ≤ d) of affine forms along
with black-box access to a polynomial N onLin(f ) such that,
^
P r[f ≡ l1 . . . ls N onLin(f ) N onLin(f ) has no linear factors] ≥ 1 − o(1).
Proof. This follows from Lemma 27 in a straight forward. We simply interpolate the
irreducible factors fi as linear forms ℓi and test whether fi − ℓi ≡ 0 using Lemma 22. The
factors which pass the test are the linear factors and the remaining constitute N onLin(f ). ◀

1.4

Key technical ideas

The algorithms mentioned in Theorems 1 and 2 are provided in Algorithms 1 and 2 respectively.
In this section we discuss the key technical ideas used. Missing details are supplied in the
subsequent sections. Proof of Propositions 5 and 8 are directly provided in Sections 4 and
5 respectively and not discussed here for brevity. As described in Definition 13, we write
f = G × (T1 + T2 ) where G, T1 , T2 are product of linear forms and gcd(T1 , T2 ) = 1. We know
that Lin(f ) × N onLin(f ) = f = G × (T1 + T2 ).

1.4.1

Theorem 1: Key ideas for Algorithm 1

The algorithm mentioned in Theorem 1 is presented in Algorithm 1 and its correctness/complexity is discussed in Section 2. We describe the main ideas now. Since N onLin(f ) has no
linear factors and Lin(f ), G are product of linear forms, N onLin(f ) divides T1 + T2 implying
that N onLin(f ) = h(y1 , . . . , yr ), for some homogeneous polynomial h over F and independent
linear forms y1 , . . . , yr spanning the set of linear factors of T1 ×T2 (here r = rank(f )). Clearly
N onLin(f ) is non-constant, otherwise rank of f would not be >= 5. Using Corollary 28,
with high probability, we get black-box access to N onLin(f ) and its degree t. If we also had
access to (a) the integer r = rank(f ), and (b) a dO(1) sized set L of linear forms containing
required y1 , . . . , yr , then we could just iterate over all r sized subsets {y1 , . . . , yr } of L and
using deterministic multivariate black-box interpolation (Lemma 25) compute polynomial
h(y1 , . . . , yr ) as a sum of degree t monomials in y1 , . . . , yr which is trivially computed by a
ΣΠΣ(tr , n, t, F) circuit. We can then multiply all linear factors of Lin(f ), obtained using
Corollary 28, to all multiplication gates of this circuit resulting in a ΣΠΣ(tr , n, d, F) circuit
for f . So we only need to argue about the required access described above. We do not
know rank(f ) but we know that rank(f ) = O(log3 d). Therefore, we try all values of r in
[O(log3 d)]. To get access to the set L, we use results in Proposition 5. It guarantees that
the set of co-dimension 2 subspaces on which N onLin(f ) vanishes, has size dO(1) and also
efficiently constructs a set S that comprises of tuples of linear forms representing such codimension 2 spaces. Using S, we define L = {ℓ1 : ∃ℓ2 such that (ℓ1 , ℓ2 ) ∈ S or (ℓ2 , ℓ1 ) ∈ S}.
L is easily constructed from S. Also |S| = dO(1) implies |L| = dO(1) . In Lemma 2, we show
that L contains an independent set {y1 , . . . , yr } of linear forms that spans the set of linear
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factors of T1 × T2 . Basically, for any linear form ℓ1 dividing T1 , we show there is a linear form
ℓ2 dividing T2 (and vice versa) such that N onLin(f ) vanishes on V(ℓ1 , ℓ2 ). This gives rise to
a tuple (ℓ′1 , ℓ′2 ) ∈ S (i.e. ℓ′1 , ℓ′2 ∈ L) such that sp{ℓ1 , ℓ2 } = sp{ℓ′1 , ℓ′2 }. Let L′ be the collection
of all such ℓ′1 , ℓ′2 . By construction L′ ⊂ L and sp{L′ } = sp{linear form ℓ : ℓ | T1 × T2 }. Now
we can take y1 , . . . , yr to be any basis of L′ . At the end we perform a randomized polynomial
identity test to check whether the reconstructed circuit computes the input polynomial or
not. This guarantees that with probability 1 − o(1), no incorrect reconstruction is returned.
At the same time, for correct r and L, by the above technique, with probability 1 − o(1), we
3
recover the correct circuit which will pass the test. Our algorithm takes (ndlog d log |F|)O(1)
time. Full details can be found in Section 2.

Comparison with algorithm in [33]
The broad idea for low rank8 reconstruction given in Algorithm 3 of [33] is similar to ours.
However, their algorithm runs in time quasi-polynomial in n, d and |F|. The main reason is
that they search for the required basis {y1 , . . . , yr } of linear forms (Step 2 of Algorithm 3 in
[33]) by iterating over the entire set of linear forms in O(log2 d) many variables. This makes
2
their algorithm quasi-polynomial time with respect to |F|, since this set has size |F|O(log d) .
As described above, our algorithm performs a more efficient search by searching within the
dO(1) sized set L, that is efficiently constructed. This leads to a polynomial time dependence
on log |F| which is ideal as O(log |F|) bits can represent each scalar in the circuit.

1.4.2

Theorem 2: Key ideas for Algorithm 2

The algorithm mentioned in Theorem 2 is presented in Algorithm 2. Its correctness and
time complexity are discussed in Section 3. Our algorithms crucially utilize the set of
“candidate linear forms” which are defined in Definition 16. This definition further requires
us to define what it means for a polynomial to factorize into non-zero linear forms on a
co-dimension 1 subspace which is defined in Definition 15. Next, we present a reconstruction
algorithm solving a corner case, where one of T1 , T2 is power of a linear form (up to scalar
multiplication). Then we discuss the general case algorithm which is run if the corner case
fails to reconstruct. In this case, linear factors of both T1 , T2 span at least a two dimensional
space.

Corner case - One of T1 , T2 is power of a linear form
Formal statement is provided in Lemma 36 and corner case reconstruction algorithm is
given in Algorithm 4. We sketch the idea here. If one of T1 , T2 is power of a linear form,
then we prove in Claim 37 that Lin(f ) = G and N onLin(f ) = T1 + T2 . The basic idea
is that if T1 + T2 has a non trivial linear factor ℓ, then span of any any linear factor of
T1 and ℓ will contain some linear factor of T2 . This can be used to show that dimension
of sp{linear form ℓ : ℓ | T1 } and sp{linear form ℓ : ℓ | T2 } can differ by at most 1. Since
rank(f ) = Ω(log3 d), we arrive at a contradiction to our assumption in this case. Therefore,
using Corollary 28 we get black-box access to T1 + T2 , its degree t, and the entire list of linear
factors (with multiplicity) of G. Lets assume that for some i ∈ [2], Ti is power of some linear
form. If we also had access to (a) a linear factor ℓ1 of Ti , and (b) a dO(1) sized set X of scalars
such that Ti = δℓt1 for some δ ∈ X , then we could just go over all scalars δ ∈ X and try to
8

their low rank case assumes rank(f ) = O(log2 d). we assume rank(f ) = O(log3 d).
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factorize black-box of T1 + T2 − δℓt1 , using Corollary 28. If factorization gives all linear factors,
we would have obtained a ΣΠΣ(2, n, t, F) circuit for T1 + T2 . Combining this with linear
factors of G gives a ΣΠΣ(2, n, d, F) circuit for f . So we only need to argue about the required
access. In Claim 38, we show that a linear factor ℓ1 of Ti belongs to L(N onLin(f )) that we
defined in Definition 16. To see this, notice that since N onLin(f ) = Ti +T3−i , it will factorize
into a non-zero product of linear forms on V(ℓ1 ) for any linear factor ℓ1 of Ti . Since rank of
Ti + T3−i is Ω(log3 d), we easily obtain linear factors ℓ2 , ℓ3 of T3−i such that ℓ1 , ℓ2 , ℓ3 satisfy
conditions required by Definition 16 ⇒ ℓ1 ∈ L(N onLin(f )). Definition 16 and Proposition
5 imply that L(N onLin(f )) has size dO(1) and Algorithm 3 efficiently constructs it. So we
search for ℓ1 in this set. To construct set X containing δ where Ti = δℓt1 , we restrict Ti + T3−i
to V(ℓ1 ), and obtain two LI factors ℓ2 , ℓ3 of the restriction of T3−i using Corollary 28. These
factors will exists since rank(f ) = Ω(log3 d). For simplicity map ℓ1 7→ x1 , ℓ2 7→ x2 , ℓ3 7→ x3 .
′
Our polynomial has the form N onLin(f ) = δxt1 + (x2 − βx1 )(x3 − γx1 )T3−i
, for some scalars
′
β, γ and product of linear forms T3−i . To find δ, we observe that this polynomial depends on
x3 but becomes independent on plugging x2 = βx1 . We first set x4 , . . . , xn to random values
in F and use multivariate interpolation from Lemma 25, to represent this new polynomial as
a degree t polynomial in F[x1 , x2 , x3 ]. Then we solve for a fresh variable β such that setting
x2 = βx1 , makes this polynomial independent of x3 . This is done by collecting all coefficients
(∈ F[β]) of monomials containing x3 and solving the system of equations they define. This
system has dO(1) many solutions, since all polynomials are univariate with degree dO(1) . All
solutions to this system are computed using algorithm given in Lemma 20. We plug these βs
back into coefficient of xt1 and obtain a dO(1) sized set X containing δ. At the end, using
polynomial identity testing algorithm in Lemma 23, we deterministically check whether the
reconstruction is correct or not. Thus, for choices of ℓ1 , X , where the circuit was not correct,
we don’t output anything and for the right values of ℓ1 , X , by the algorithm described above,
we correctly reconstruct the circuit. Our algorithm takes (nd log |F|)O(1) time.

General case - Both T1 , T2 have at least 2 independent linear factors
This is the more general case of our algorithm and is tried after the above mentioned corner
case fails to provide a reconstruction. Our algorithm tries to find an Ω(log d) sized set of
linear forms such that all linear forms in this set divide the same Ti . Once such a set is found
we use it to reconstruct all linear forms dividing G × T3−i and using this the entire circuit.
We break down our key ideas below.
We first explain, how one can complete the reconstruction given access to such a set.
Formal statement is given in Lemma 41 and algorithm is provided in Algorithm 5. The
basic idea is as follows. Without loss of generality, we assume the independent set of linear
forms is the set of variables x1 , . . . , xt where t = Ω(log d) and that all of these divide T1 .
Therefore, Lin(f ) × N onLin(f ) = f = G × (x1 . . . xt T1′ + T2 ), where T1′ is a product of
linear forms and gcd(T1′ , T2 ) = 1. Without loss of generality we also assume that no xi
divides f since we can divide f by largest power of all the xi 9 . The idea is to construct
all linear factors of G × T2 by first computing all linear factors of (G × T2 )|xi =0 for i ∈ [t]
and then gluing these factorizations together. Linear factors of (G × T2 )|xi =0 can be easily
computed by applying Corollary 28 to the black-box computing f|xi =0 . Clearly for each
i the multi-sets of linear factors will have the same (i.e. deg(f )) number of elements.
These multi-sets are glued using Algorithm 5 from [33]. The idea behind this algorithm

9

we add them back after reconstruction of this new polynomial is complete
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is to find a linear form ℓ1 dividing (G × T2 )|x1 =0 (with multiplicity say k), and an integer
2 ≤ i ≤ t such that there are exactly k linear factors ℓ1i , . . . , ℓki (could be multiples of each
other) of (G × T2 )|xi =0 such that ℓ1|xi =0 and ℓi|x1 =0 are scalar multiples. Once such ℓ1 , i

and ℓji , j ∈ [k] are found, ℓ1 is glued with each ℓji by comparing coefficients and k glued
linear forms dividing G × T2 are obtained. Then ℓ1 (with all its multiplicity) and all ℓji ,
j ∈ [k] are removed from their respective multi-sets. This process is repeated until the
multi-sets are empty. When the multi-sets are non-empty, such ℓ1 and i always exist. If
not, then in Theorem 33 of [33], they show that a lower bound on length of linear 2-query
locally decodable codes gets violated. Details are provided inside proof of Theorem 29 in
[33] and for cleaner presentation we do not repeat it here. At the end, all linear factors
(with multiplicity) of G × T2 are known. To know G × T2 completely, we still need to
know the appropriate constant to multiply to the product of these linear factors. For this,
we restrict all linear forms in our computed multi-set to x1 = 0 and compare with the
multi-set of linear factors of (G × T2 )|x1 =0 which we had already computed earlier. Now
we can factorize the black-box for f − G × T2 and recover all linear factors of G × T1 and
construct a ΣΠΣ(2, n, d, F) circuit for f . Finally using polynomial identity test in Lemma
23, we can check whether this circuit correctly computes f or not, and only output a
correct circuit.
Now, we come back to our process of finding the LI set utilized above. We use the set
of candidate linear forms L(N onLin(f )) efficiently constructed using Algorithm 3. In
Parts 1 and 2 of Lemma 44 (which uses Proposition 8), we show existence of a linear
form ℓ ∈ L(N onLin(f )) and a LI set B ⊂ L(N onLin(f )) of size Ω(log d) such that ℓ
and all linear forms in B divide T1 × T2 . Moreover, ∀ ℓ′ ∈ B, sp{ℓ, ℓ′ } does not contain
any other10 linear factor of T1 × T2 , and any linear factor of T1 + T2 . Using this, in Part
3 of Lemma 44, we show that for ℓ′ ∈ B, N onLin(f ) vanishes on V(ℓ, ℓ′ ) iff ℓ, ℓ′ divide
different Ti . This is used to split B into two parts, with linear forms in each part dividing
the same Ti . One of these would be Ω(log d) in size giving us the required LI set. Full
details can be found in Part 3 of Lemma 44. We use the existence of ℓ, B in Algorithm
5 in the following way. For every ℓ in L(N onLin(f )) using the construction of B in
parts 1, 2 of Lemma 44, we construct a O(rank(f )) sized collection of sets containing
B. For each candidate B in this collection, we apply the test (from part 3 of Lemma
44) mentioned above to divide it into two parts U , V. The larger set is provided to the
previous algorithm (details in Algorithm 5) to reconstruct the circuit. In the end, we use
deterministic polynomial identity test to reject incorrect constructions. The existence of
ℓ, B and the test above, make sure that for the correct choices, we will output the correct
circuit.

Comparison with algorithm in [33]
As described above, if we have access to an Ω(log d) sized set of linear forms such that all of
them divide the same Ti , our algorithm exactly matches the one given in Algorithm 5 of [33].
The main difference11 is in the way such a set is created. In Steps 1, 2 of Algorithm 4 in [33],
they iterate over all possible Ω(log d) sized sets of linear forms inside an Ω(log2 d + log2 n)
d
2
sized random subspace of Fn . Such a brute force search considers |F|Ω(log d(log + log n)) many
sets leading to a quasi polynomial time complexity in n, d and |F|. Using L(N onLin(f )),

10
11

apart from ℓ, ℓ′
also we assume rank to be Ω(log3 d) whereas [33] assumes it to be Ω(log2 d) for high rank reconstruction
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in Lemma 44 we are able to create a small collection of sets of independent linear forms,
such that at least one set in this collection has size Ω(log d) and comprises of linear forms
all of which divide the same Ti . Construction of this collection has required new structural
techniques from Proposition 5 and Proposition 8. Searching through this small collection
and rejection of incorrect reconstructions by a deterministic polynomial identity test lead to
an overall running time of (nd log |F|)O(1) which is a huge improvement compared to [33].

2

Low Rank Reconstruction: Proof of Theorem 1
Algorithm 1 Low rank reconstruction.

Input - Black-box access to f , integers n, d.
Output - ΣΠΣ circuit C or #.
1. Using Corollary 28 with inputs as black-box access to f and integers n, d, compute
list of linear factors ℓ1 , . . . , ℓs and black-box access to N onLin(f ). Compute degree of
N onLin(f ) as t = d − s. Using this black-box and integers n, t as input to Algorithm 6,
obtain set S containing tuples of linear forms representing co-dimension 2 subspaces of
Fn on which N onLin(f ) vanishes (i.e. S(N onLin(f ))).
2. Construct set L of linear forms ℓ, such that for some ℓ′ either (ℓ, ℓ′ ) or (ℓ′ , ℓ) is in S.
For each r ∈ [O(log3 d)], iterate over all r sized LI subsets {y1 , . . . , yr } ⊂ L. Construct
isomorphism Γ mapping yi 7→ xi , i ∈ [r]. Simulate black-box for Γ(N onLin(f )) and using
Lemma 25 interpolate it as a linear combination of degree t monomials in F[x1 , . . . , xr ],
obtaining a polynomial h(x1 , . . . , xr ).
3. By creating appropriate multiplication/addition gates, construct a ΣΠΣ(tr , n, d, F) circuit
C that computes polynomial f ′ = ℓ1 × . . . × ℓs × h(y1 , . . . , yr ). Using randomized
polynomial identity test from Lemma 22, check if f − f ′ = 0. If yes, Return C. If no,
try the next r sized subset in Step 2. If all r sized subsets have been tried, r = r + 1.
We present the low rank reconstruction algorithm required by Theorem 1 in Algorithm
1. We analyze its correctness and running-time here. Using correctness of Corollary 28
and Algorithm 6, at the end of step 1, with probability 1 − o(1), we have obtained a blackbox computing N onLin(f ), degree t of N onLin(f ), and all linear factors ℓ1 , . . . , ℓs (with
multiplicity) of f . Next, we show that, for some r ≤ rank(f ) and linear forms y1 , . . . , yr ,
Step 2 computes a polynomial h(x1 , . . . , xr ) such that N onLin(f ) = h(y1 , . . . , yr ). In order
to do so we prove the following lemma.
▶ Lemma 29. Let r = rank(f ). ∃ LI subset {y1 , . . . , yr } ⊂ L such that it spans the set of
linear factors of T1 × T2 , implying existence of the polynomial h.
Proof. Since rank(f ) ≥ 5, we know that N onLin(f ) is a non-constant polynomial. Consider
any linear form ℓ | Ti for some i ∈ [2]. We will show that there is some ℓ′ | T3−i such that
N onLin(f ) vanishes on the co-dimension 2 subspace V(ℓ, ℓ′ ). Assuming this is true, we know
there is a tuple (ℓ1 , ℓ2 ) ∈ S such that V(ℓ, ℓ′ ) = V(ℓ1 , ℓ2 ) ⇒ sp({ℓ, ℓ′ }) = sp({ℓ1 , ℓ2 }). By
construction of set L, ℓ1 , ℓ2 ∈ L. By going over different ℓ dividing T1 × T2 this process
would give a list of 2m (m = deg(T1 ) = deg(T2 )) linear forms {ℓ1 , . . . , ℓ2m } ⊂ L such that
sp({linear form ℓ : ℓ | T1 × T2 }) ⊂ sp({ℓ1 , . . . , ℓ2m }) ⊂ sp({linear form ℓ : ℓ | T1 × T2 })
Since sp({linear form ℓ : ℓ | T1 × T2 }) is rank(f ) dimensional we get that there are r LI
linear forms y1 , . . . , yr ∈ {ℓ1 , . . . , ℓ2m } ⊂ L and the proof would be complete. So we only
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need to show that ∃ ℓ′ | T3−i such that N onLin(f ) vanishes on the co-dimension 2 subspace
V(ℓ, ℓ′ ). To see this, let L be the product of all linear factors of T1 + T2 . Let Φ be an
isomorphism mapping ℓ 7→ x1 . On setting x1 = 0, we get, Φ(L)|x1 =0 × Φ(N onLin(f ))|x1 =0 =
Φ(T3−i )|x1 =0 ̸= 0. The non zeroness comes from the fact that gcd(T1 , T2 ) = 1. The above
equation implies (using unique factorization in the ring F[x2 , . . . , xn ]) that there is some
linear form ℓ′ | T3−i such that Φ(ℓ′ )|x1 =0 divides Φ(N onLin(f ))|x1 =0 . Now, define the
isomorphism ∆ mapping x1 7→ x1 , Φ(ℓ′ ) 7→ x2 . This can be defined since x1 and Φ(ℓ′ ) are
LI (otherwise ℓ divides ℓ′ violating gcd(T1 , T2 ) = 1). Applying ∆ to the fact that Φ(ℓ′ )|x1 =0
divides Φ(N onLin(f ))|x1 =0 , we get that ∆(Φ(ℓ′ )|x1 =0 ) | ∆(Φ(N onLin(f ))|x1 =0 ). Since ∆
fixes x1 , we get ∆(Φ(ℓ′ ))|x1 =0 | ∆(Φ(N onLin(f )))|x1 =0 . So there is polynomial g such that
∆(Φ(N onLin(f )))|x1 =0 = ∆(Φ(ℓ′ ))|x1 =0 × g. Now setting x2 = 0 on both sides will send the
RHS to 0 since ∆ ◦ Φ maps ℓ 7→ x1 , ℓ′ 7→ x2 . Therefore ∆(Φ(N onLin(f )))|x1 =0,x2 =0 = 0, and
so using Definition 4 one can see that N onLin(f ) vanishes on the co-dimension 2 subspace
V(ℓ, ℓ′ ).
◀
h(y1 , . . . , yr ) naturally exhibits a ΣΠΣ(tr , n, t, F) circuit. This can be seen as follows.
Addition gates at the bottom layer will compute linear forms y1 , . . . , yr . For each monomial,
there will be one multiplication gate. If xkj is the largest power of xj dividing some monomial,
then there will be k connections from yj to the multiplication gate corresponding to this
monomial. Finally, the top layer is connected to all the multiplication gates and weight on
such an edge is equal to the coefficient of the monomial the multiplication gate corresponded
to. Step 3 just multiplies this circuit with all the linear factors and therefore computes
a candidate ΣΠΣ(tr , n, d, F) circuit for f . Randomized polynomial identity test in Step 3
ensures that with high probability we output a correct ΣΠΣ(tr , n, d, F) circuit for f . If for
some r and linear forms y1 , . . . , yr , an incorrect circuit gets constructed, probability that it
3
will be outputted is o(1). There are at most (dlog d log3 d)O(1) many such bad settings of
r and y1 , . . . , yr . Using boosting with independent runs of randomized polynomial identity
test, we can make error exponentially small in nd so that overall the probability of error
still remains o(1) by union bound ⇒ with probability 1 − o(1) all these bad settings will be
rejected. For r = rank(f ) and the correct LI set {y1 , . . . , yr } (i.e. one spanning all linear
factors of T1 × T2 ), we have seen that with probability 1 − o(1), a correct circuit will be
constructed which will always pass the randomized polynomial identity test and will be
returned. So overall with probability 1 − o(1), a correct ΣΠΣ(tr , n, d, F) circuit for f will be
returned. Next we discuss the time complexity of the above algorithm.
▶ Lemma 30. Algorithm 1 takes (ndlog

3

d

log |F|) time.

Proof. Time complexity of Corollary 28 and Algorithm 6 imply that Step 1 takes
(nd log |F|)O(1) time. L can be constructed in (nd log |F|)O(1) time since it involves iterating over the dO(1) sized set S. Our search for the correct r = rank(f ) and linear forms
3
y1 , . . . , yr takes (ndlog d log |F|)O(1) time in the worst case and multivariate interpolation
(Lemma 25) also takes the same amount of time in the worst case. Step 3 multiplies linear
3
factors to all the gates in the circuit for N onLin(f ) and therefore takes (ndlog d log |F|)O(1)
3
time and therefore overall time complexity is (ndlog d log |F|)O(1) .
◀

3

High Rank Reconstruction: Proof of Theorem 2

The algorithm in Theorem 2 is presented in Algorithm 2. This algorithm further calls
Algorithms 3, 4 and 5. We present and analyze them in Sections 3.1, 3.2 and 3.3 respectively.
Correctness of our algorithm heavily relies on Lemma 44, which we prove in Section 3.4.
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Algorithm 2 High rank reconstruction.

1.
2.

3.

4.

Input - Black-box access to f , integers n, d.
Output - ΣΠΣ(2, n, d, F) circuit C or #.
Run Algorithm 4 with inputs as black-box access to f along with integers n, d. If output
is a circuit C, Return C. If output was #, go to the next step.
Using Corollary 28 with input as black-box access to f and integers n, d, compute list
of linear factors ℓ1 , . . . , ℓs and black-box access to N onLin(f ). Compute the degree of
N onLin(f ) as t = d − s.
Using Algorithm 3 with inputs as black-box access to f and integers n, d, construct
the set L(N onLin(f )). For each ℓ ∈ L(N onLin(f )) consider all linear forms ℓ′ ∈
L(N onLin(f ))\{ℓ} such that sp{ℓ, ℓ′ } does not intersect L(N onLin(f )) at any point other
than ℓ, ℓ′ . Find a maximal independent set X of such ℓ′ s and continue if |X | = Ω(log2 d).
If no such ℓ exists, Return #. Otherwise, partition X into equal parts of size Ω(log d)
each and iterate over all parts B.
a. Initialize sets U , V ← ϕ. Iterate over all linear forms ℓ′ ∈ B. Define an isomorphism Φ
mapping ℓ 7→ x1 , ℓ′ 7→ x2 and using Lemma 22, check if Φ(N onLin(f ))|x1 =0,x2 =0 ≡ 0.
If yes, add ℓ′ to U else add it to V. Select r = 60 log d + 61 linear forms y1 , . . . , yr from
the larger of U , V.
b. Run Algorithm 5 with inputs as black-box access to f , integers n, d and linear forms
y1 , . . . , yr . If it returns a ΣΠΣ(2, n, d, F) circuit C, Return C. Else, go to the next
partition B and then to the next linear form ℓ in the search.
Return #

Now, we discuss the correctness and time complexity of Algorithm 2. Step 1 tries to solve
a corner case where one of T1 , T2 is power of a linear form. By correctness of Algorithm
6, we know that, if this corner case is satisfied, then with probability 1 − o(1), the correct
ΣΠΣ(2, n, d, F) circuit is returned. Also Algorithm 6 never returns an incorrect circuit.
Therefore with high probability Step 1 will complete the reconstruction if the corner case
condition holds. If it does not hold this algorithm will always proceed to Step 2. Also, if
it does not return a circuit we can assume that with high probability the corner case does
not hold and therefore linear factors of each Ti span at least a two dimensional space. By
correctness of Corollary 28, we know that with probability 1 − o(1), Step 2 correctly obtains
a black-box computing N onLin(f ), its degree t and correctly identifies all linear factors of f
with multiplicity. Correctness of the next step is proved in the following lemma.
▶ Lemma 31. If outputs of Steps 1 and 2 are correct, then with probability 1 − o(1), Step 3
computes a ΣΠΣ(2, n, d, F) circuit computing f .
Proof. By correctness of Algorithm 3, we know that the set L(N onLin(f )) is correctly
computed. Our algorithm goes through all linear forms ℓ ∈ L(N onLin(f )) and for each
such linear form goes through Ω(log d) sized sets which are parts of a partition of the set X
defined using ℓ. In Step 3(b), correctness of Algorithm 5 ensures that if a circuit is returned
for any choice of ℓ, B, it is always correct. So all we need to show is that for some choice
of ℓ, B, Algorithm 5 will return the correct circuit with high probability. We know from
correctness of Algorithm 5 that if the linear forms y1 , . . . , yr (that are given as input to it),
all divide the same Ti and are independent, then with high probability a correct circuit will
be returned. Therefore, now all we need to show is that there is some choice of ℓ, B, for
which the constructed y1 , . . . , yr are independent linear forms dividing the same Ti . Since we
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have assumed that output of Step 1 is correct, f does not satisfy the corner case implying
that linear factors of each Ti span at least a two dimensional space and therefore Lemma
44 can be applied. Parts 1, 2, 3 of Lemma 44 prove that such ℓ, B exist for which the test
in Step 3(a) creates a partition U ∪ V = B such that linear forms in U divide Tj and linear
forms in V divide T3−j for some j ∈ [2]. Since |B| = Ω(log d), one of U , V has size Ω(log d).
By construction B is LI and thus both U , V are LI. Therefore y1 , . . . , yr with r = Ω(log d)
are independent linear forms dividing the same Ti . This completes the proof.
◀
Now we discuss the time complexity of the above algorithm.
▶ Lemma 32. Algorithm 2 takes (nd log |F|)O(1) time.
Proof. Time complexity of Algorithm 4 and Corollary 28 imply that Steps 1 and 2 take
O(nd log |F|)O(1) time. By Algorithm 3 we know that the set L(N onLin(f )) has dO(1)
size. We iterate over all ℓ ∈ L(N onLin(f )) and for each ℓ′ check if sp{ℓ, ℓ′ } intersects
L(N onLin(f )) at any other point. This can be done in (nd log |F|)O(1) time. From these ℓ′ ,
we can simply check linear independence of linear forms and create a maximal set in X in
(nd log |F|)O(1) time. Creating a partition of X , iterating over all parts B, and isomorphism
can be created in (nd log |F|)O(1) time. Isomorphism can be efficiently applied to the black-box
computing N onLin(f ) by taking every input through Φ before applying the black-box. By
time complexity of algorithm in Lemma 22, the check in Step 3(a) takes (nd log |F|)O(1) time.
Time complexity of Algorithm 5 implies that Step 3(b) takes (nd log |F|)O(1) time. Therefore
overall Algorithm 2 takes (nd log |F|)O(1) time.
◀
In the next subsection, we explain construction of the candidate linear forms (Definition 16).

3.1

Computing Candidate Linear forms

Here is a lemma summarizing the construction of set L(N onLin(f )) of candidate linear
forms (Definition 16).
▶ Lemma 33. There exists a randomized algorithm that takes as input integers n, d and
black-box access to f , runs in time (nd log |F|)O(1) , and outputs a set L of linear forms such
that P r[L = 12 L(N onLin(f ))] = 1 − o(1).
Algorithm for this lemma is provided in Algorithm 3. We prove its correctness now.
By correctness of Corollary 28, we know that Step 1 correctly obtains black-box access to
N onLin(f ), its degree t and linear factors (with multiplicity) of f with probability 1 − o(1).
Similarly by correctness of Algorithm 6, we know that with probability 1 − o(1), the set S
representing elements of S(N onLin(f )) is correctly computed. We prove correctness of the
next two steps in the following lemma.
▶ Lemma 34. Assuming Step 1 works correctly, with probability 1 − o(1), the output L of
Algorithm 3 is the same13 as L(N onLin(f )).
Proof. Consider any ℓ ∈ L(N onLin(f )). By definition of the set L(N onLin(f )), we know
that there are linear forms ℓ1 , ℓ2 with ℓ, ℓ1 , ℓ2 LI, such that the co-dimension 2 subspaces
V(ℓ, ℓ1 ), V(ℓ, ℓ2 ) ∈ S(N onLin(f )). So some tuples (p1 , q1 ) and (p2 , q2 ) corresponding to these
two subspaces will be present in S and will be encountered in Step 2. Note that V(p1 , q1 ) =
12
13

up to scalar multiplication of linear forms in the sets
the linear forms in this output are correct upto scalar multiplication
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Algorithm 3 Candidate linear forms.

Input - Black-box access to polynomial f , integers n, d.
Output - A set of linear forms L.
1. Using Corollary 28 with inputs as black-box access to f and integers n, d, obtain list of
linear factors ℓ1 , . . . , ℓs and access to black-box computing N onLin(f ). Compute degree
of N onLin(f ) as t = d − s. Using Algorithm 6, compute the set S of tuples of linear
forms representing co-dimension 2 subspaces on which N onLin(f ) vanishes.
2. Initialize L ← ϕ. ∀ pairs of tuples (p1 , q1 ), (p2 , q2 ) ∈ S, check if sp{p1 , q1 } ∩ sp{p2 , q2 }is
one dimensional. For this we construct the n × 4 matrix M with its columns containing
coefficients of p1 , q1 , p2 , q2 respectively and then check by gaussian elimination whether
rank of M is 3 or not. If yes, the same gaussian elimination can be used to obtain the one
dimensional space of solutions to M v = 0 for v ∈ F4 . Fixing one such non-zero solution
u = (α1 , α2 , α3 , α4 )T then gives us a scalar multiple of ℓ as α1 p1 + α2 q1 . If no scalar
multiple of α1 p1 + α2 q1 is already present in L, then we add it to L.
3. For each ℓ ∈ L, check whether N onLin(f ) restricted to V(ℓ) factorizes into a non-zero
product of linear forms (See Definition 15). This can be done by defining an isomorphism Φ
mapping ℓ 7→ x1 , simulating black-box computing Φ(N onLin(f ))|x1 =0 . Using Lemma 22,
check if this black-box computes the 0 polynomial. If ’yes’, remove ℓ from L. Otherwise,
using Corollary 28, with inputs as this restricted black-box and integers n, t, compute list
of linear factors and check whether there are t of them. If not, then remove ℓ from L.
Finally, Return L.

V(ℓ, ℓ1 ) and V(p2 , q2 ) = V(ℓ, ℓ2 ) implies that sp{p1 , q1 } = sp{ℓ, ℓ1 } and sp{p2 , q2 } = sp{ℓ, ℓ2 }
further implying that sp{p1 , q1 } ∩ sp{p2 , q2 } = sp{ℓ}. This implies that there are scalars
α1 , α2 , α3 , α4 such that α1 p1 + α2 q1 + α3 p2 + α4 q2 = 0, giving us the system of equations as
described in the algorithm. In order for the intersection to be one dimensional, the matrix
M should have rank 3. We check that using gaussian elimination which also gives the one
dimensional set of solutions. Any non-zero solution (α1 , α2 , α3 , α4 ) will then give a linear
form α1 p1 + α2 q1 in the intersection which will be a scalar multiple of ℓ. Thus, Step 2
identifies a scalar multiple of ℓ and adds it to L. Step 3 just checks whether N onLin(f )
factorizes as a product of non-zero linear forms on V(ℓ) (see Definition 15). Correctness of
Step 3 is implied by correctness of Lemma 22 and Corollary 28. Since ℓ ∈ L(N onLin(f )), it
will pass this test and remain in L. Now consider any ℓ ∈ L that is returned. In Steps 2 and
3 we have checked whether it satisfies the conditions required for it to be in L(N onLin(f ))
or not and therefore correctly output L(N onLin(f )) with high probability.
◀
▶ Lemma 35. Algorithm 3 takes (nd log |F|)O(1) time.
Proof. Time complexity of Corollary 28 and Algorithm 6 imply that Step 1 takes
(nd log |F|)O(1) time. By first part of Proposition 5, we know that |S| ≤ 3d7 and therefore going over pairs of elements of S takes O(nd log |F|)O(1) time. Gaussian elimination
on matrix M takes (n log |F|)O(1) time for each pair of tuples. After Step 2 we will have
at most |S|2 many elements in L leading to a size of dO(1) . In Step 3 for every ℓ ∈ L, the
construction of Φ, simulation of black-box for Φ(N onLin(f ))|x1 =0 are done in (n log |F|)O(1)
time. Time complexity of algorithm provided in Lemma 22 which tests whether this new
polynomial is identically zero or not is (nd log |F|)O(1) . Finally, time complexity of Corollary
28 implies that in time (nd log |F|)O(1) we can check whether it has t linear factors or not.
Therefore overall Algorithm 3 takes(nd log |F|)O(1) time.
◀
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Algorithm 4 Corner case.

Input - Black-box access to polynomial f , integers n, d.
Output - A ΣΠΣ(2, n, d, F) circuit or #.
1. Using Corollary 28 with inputs as black-box access to f and integers n, d compute linear
factors ℓ̂1 , . . . , ℓ̂s and get access to black-box computing N onLin(f ). Compute degree of
N onLin(f ) as t = d − s. Using Algorithm 3, compute set L(N onLin(f )).
2. Iterate over ℓ1 ∈ L(N onLin(f )). Construct an isomorphism Φ mapping ℓ1 7→ x1 .
a. Simulate black-box for Φ(N onLin(f ))|{x1 =0} and using Corollary 28 identify two LI
factors say ℓ2 , ℓ3 . Construct another isomorphism ∆ mapping x1 7→ x1 , ℓ2 7→ x2 , ℓ3 7→
x3 . Pick α4 , . . . , αn uniformly randomly from F. Simulate black-box for
g(x1 , x2 , x3 ) = ∆(Φ(N onLin(f )))|{x4 =α4 ,...,xn =αn }
b. Using Lemma 25, interpolate g in monomial basis of F[x1 , x2 , x3 ]. Substitute x2 = yx1
in all monomials and rearrange to get a representation in F[y][x1 , x3 ]. Equate coefficient
polynomials of monomials containing x3 to 0 and solve the resulting system of equations
using Lemma 20. If all ℓ1 s have been tried and no solution was obtained, Return #.
Otherwise, for each solution, evaluate coefficient polynomial of xt1 , creating a set of
scalars.
c. Iterate over all δs in the set of scalars obtained above. Simulate black-box for
N onLin(f )−δℓt1 and using Corollary 28 check if it has t linear factors say ℓs+1 , . . . , ℓs+t .
If not, then go to the next δ. If all δ have been tried, go to next ℓ1 ∈ L(N onLin(f )).
If all ℓ1 s have been tried, Return #. Otherwise, simulate black-box for f − f ′ , where
f ′ = ℓ̂1 × . . . × ℓ̂s × (δℓt1 + ℓs+1 × . . . × ℓs+t )
and using Lemma 23 for ΣΠΣ(4, n, d, F) circuits, check if f − f ′ ≡ 0. If output is ’yes’,
construct ΣΠΣ(2, n, d, F) circuit C computing f ′ . Return C. If not, then go to next
δ. If all δ have been tried, go to next ℓ1 ∈ L(N onLin(f )). If all ℓ1 s have been tried,
Return #.

3.2

Reconstruction when T1 (or T2 ) = αy1t

This is a corner case of our problem and needs slightly different techniques. Here is a lemma
summarizing the reconstruction algorithm in this case.
▶ Lemma 36. If for some i ∈ [2], Ti = αy1t for some linear form y1 and α ∈ F, then ∃ a
randomized algorithm that takes as input integers n, d and black-box access to polynomial f ,
runs in time (nd log |F|)O(1) , and with probability 1 − o(1) outputs a ΣΠΣ(2, n, d, F) circuit
computing f .
Algorithm is provided in Algorithm 4. Now we prove its correctness. By correctness of
Corollary 28, with probability 1 − o(1), Step 1 correctly obtains the black-box for N onLin(f ),
its degree t and the multi-set of all linear factors of f . If we assume that these are correct,
then by correctness of Algorithm 3, with probability 1 − o(1), Step 1 also correctly computes
the set L(N onLin(f ))14 of linear forms. In order to prove the correctness of Step 2 we give
two claims, both of which are proved in Appendix A. The first claim says that in this corner

14

all linear forms are correct up to scalar multiple.
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case, N onLin(f ) is actually the same as T1 + T2 (up to scalar multiplication) and the second
claim guarantees that some scalar multiple of y1 actually belongs to the set L(N onLin(f )).
Here are the formal statements.
▷ Claim 37. Assume Ti = αy1t , for some i ∈ [2], α ∈ F and linear form y1 . Then Lin(f ) = G
(up to scalar factor). This also means that N onLin(f ) and T1 + T2 are equal up to a scalar
factor.
▷ Claim 38. Assume Ti = αy1t , for some i ∈ [2], α ∈ F and linear form y1 , then some scalar
multiple of y1 belongs to L(N onLin(f )).
We proceed in our correctness proof assuming that these claims are true. Assuming that Step
1 was correct, we show that Step 2 returns the correct circuit with high probability. Note
that in Step 2(c), using Lemma 23, we check whether the reconstructed circuit is correct or
not. This ensures that we only return a correct circuit. Our algorithm in Steps 2(b), 2(c)
tries all linear forms in L(N onLin(f )) and for each such linear form it constructs a set of
scalars. So basically the algorithm iterates over possibilities of ℓ1 , δ with the hope of finding
one such that Ti = δℓt1 . If we can show that for some value of ℓ1 , δ with high probability a
correct ΣΠΣ(2, n, d, F) circuit is reconstructed, we will be done. We show this for ℓ1 being
the scalar multiple of y1 that belongs to L(N onLin(f )) (guaranteed by Claim 38) in the
following lemma.
▶ Lemma 39. For ℓ1 , the scalar multiple of y1 in L(N onLin(f )), the set of scalars constructed
in Step 2(b) contains a scalar δ such that Ti = αy1t = δℓt1 and with probability 1−o(1) correctly
reconstructs a ΣΠΣ(2, n, d, F) circuit computing f .
Proof. We know that N onLin(f ) restricted to the co-dimension 1 subspace V(ℓ1 ) factors
into a non-zero product of linear forms. By correctness of Corollary 28, we know that all
linear factors of Φ(N onLin(f ))|x1 =0 can be computed. By Claim 37, we know that this is
the same as Φ(T3−i )|x1 =0 up to scalar multiplication. Since rank(f ) = Ω(log3 d) and linear
factors of Ti span a 1 dimensional space, factors of this polynomial will span an Ω(log3 d)
dimensional space and therefore we will be able to find at least two LI factors ℓ2 , ℓ3 in
F[x2 , . . . , xn ]. This means that the polynomial Φ(N onLin(f )) looks like
Φ(N onLin(f )) = δℓt1 + (ℓ2 − βx1 )(ℓ3 − γx1 )

t+1
Y

ℓi ,

i=4

for some scalars β, γ and linear forms ℓ4 , . . . , ℓt+1 in F[x1 , . . . , xn ]. Recall the isomorphism
∆ used in the algorithm, mapping x1 7→ x1 , ℓ2 7→ x2 , ℓ3 7→ x3 . Black-box computing the
polynomial ∆(Φ(N onLin(f ))) can be constructed by taking every input of blackbox through
the isomorphisms. The new polynomial now looks like
∆(Φ(N onLin(f ))) = δxt1 + (x2 − βx1 )(x3 − γx1 )

t+1
Y

∆(ℓi ),

i=4

Finally, we plug in uniform random values for the variables x4 , . . . , xn . By Lemma 21 we
Qt+1
know that with probability 1−o(1) the polynomial i=4 ∆(ℓi ) will not be identically zero and
Qt+1
we will be left with a non-zero polynomial g(x1 , x2 , x3 ) = δxt1 + (x2 − βx1 )(x3 − γx1 ) i=4 ui
computable by a ΣΠΣ(2, 3, d, F) circuit, where ui are affine forms in F[x1 , x2 , x3 ]. Using the
above black-box, we get access to black-box for g and then using deterministic multivariate
interpolation (Lemma 25), interpolate it as a degree t polynomial in the monomial basis
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of F[x1 , x2 , x3 ]. g depends on variable x3 . So substituting x2 = yx1 for a fresh variable
y, and solving for common zeros of all coefficient (of monomials involving x3 ) univariate
polynomials in F[y] would give us a set of scalars containing β. Note that, since our system
has only univariate polynomials, all of degree dO(1) , it can have at most dO(1) solutions. By
correctness of algorithm in Lemma 20, with probability 1 − o(1), this set would be correctly
computed. Now substitution of x2 = βx1 would recover δ as coefficient of xt1 . By correctness
of Corollary 28, with probability 1−o(1), we will be able to completely factorize the black-box
N onLin(f ) − δℓt1 into a product of t linear factors giving us the correct T3−i . By correctness
of Step 1, we know all linear factors of f , were correctly computed and therefore for scalar
multiple ℓ1 of y1 and the computed scalar δ, with probability 1 − o(1), we reconstruct a
correct ΣΠΣ(2, n, d, F) circuit for f .
◀
Now we discuss the time complexity of the above algorithms.
▶ Lemma 40. Algorithm 4 takes (nd log |F|)O(1) time.
Proof. Time complexity of Corollary 28 and Algorithm 3 imply that Step 1 takes
(nd log |F|)O(1) time. In Step 2, the outer iteration is over all linear forms in L(N onLin(f ))
which has size dO(1) (clear from Definition 16 and explanation given in Algorithm 3). Step
2(a) involves simulations of black-boxes post application of isomorphism and setting values
for some variables. It also involves using Corollary 28 to compute all linear factors. All these
steps take (nd log |F|)O(1) time. Finding LI pair of linear forms out of all linear factors is
also done in (nd log |F|)O(1) time. Step 3 involves trivariate interpolation (Lemma 25) which
takes (d log |F|)O(1) time and by time complexity of Lemma 20 solutions of the system of
univariate polynomials (all have degree dO(1) ) are also found in (nd log |F|)O(1) time. The set
of solutions is dO(1) sized since a univariate polynomial of degree s has at most s roots over a
field. Therefore Step 2(b) takes (nd log |F|)O(1) time and creates a set of scalars of size dO(1) .
Step 2(c) iterates over this dO(1) sized set. Simulation of black-box and factorization using
Corollary 28 take (nd log |F|)O(1) time. Blackbox for f − f ′ is constructed in (nd log |F|)O(1)
time and by time complexity of algorithm in Lemma 23, it can be checked to be 0 or not in
(nd log |F|)O(1) time. Therefore overall Algorithm 4 takes (nd log |F|)O(1) time.
◀

3.3

Reconstruction with LI set dividing Ti given

Suppose we are given LI linear forms u1 , . . . , ut , t > 60 log d + 61, such that for some i ∈ [2],
all the uj s divide Ti . Then ∃ an efficient reconstruction algorithm as described below.
▶ Lemma 41. There exists a randomized algorithm which takes as input integers n, d,
black-box access to polynomial f computable by a ΣΠΣ(2, n, d, F) circuit and LI linear forms
u1 , . . . , ut , t > 60 log d + 61 (for some i ∈ [2], all uj s divide Ti ), runs in time (nd log |F|)O(1)
and with probability 1 − o(1) outputs a ΣΠΣ(2, n, d, F) circuit computing f .
We present the algorithm for proving the above lemma in Algorithm 5. We use Algorithm
5 (we call this the merge algorithm) of [33] in Step 2. More details on this merge algorithm
can be found in Algorithm 5 and Theorem 29 of [33]. Now we prove correctness of our
algorithm. Black-box computing Φ(f ) is simulated by passing every input through Φ first.
Correctness of Corollary 28 imply that with probability 1 − o(1), all linear factors of Φ(f )
and black-box access to Φ(N onLin(f )) are correctly computed. From these linear forms,
we remove any linear form ℓ that are divisible by some xi . However we will keep the scalar
ℓ/xi . The black-box obtained by multiplying the black-box of Φ(N onLin(f )) returned by
Corollary 28 with these scalars and black-boxes computing the remaining linear factors
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Algorithm 5 LI linear factors of a multiplication gate are known.

1.

2.

3.

4.

Input - Black-box access to f , integers n, d, linear forms u1 , . . . , ut , t > 60 log d + 61.
Output - A ΣΠΣ(2, n, d, F) circuit C or #.
Construct isomorphism Φ mapping ui 7→ xi , i ∈ [t] and simulate black-box computing
Φ(f ). Using Corollary 28 with inputs as black-box computing Φ(f ) and integers n, d,
obtain all its linear factors (with multiplicity) along with access to black-box computing
Φ(N onLin(f )). By traversing through the factors identify ei , the largest power of xi that
divides Φ(f ). Using this set of factors and black-box computing Φ(f ), simulate black-box
Q
computing g = Φ(f )/ xei i .
For each i ∈ [t], simulate black-box computing g|{xi =0} and using Corollary 28 with
inputs as this black-box, compute its factors. If there are non linear factors, Return #.
Otherwise, store factors in multi-set Ui . Using Algorithm 5 in [33] merge the multi-sets
Ui together to obtain a multiset U comprising of all linear factors of one of the product
gates in the ΣΠΣ(2, n, s, F) circuit computing g (here s is some integer ≤ d).
Construct the multi-set U ′ = {ℓ|{x1 =0} : ℓ ∈ U}. Check if this multi-set U ′ and U1 contain
same linear ,
forms (upto multiplicity). If not, Return #. Otherwise compute scalar
Q
Q
′
α = ℓ∈U1 ℓ
ℓ∈U ′ ℓ by matching linear forms between U , U1 .
Q
Simulate black-box computing g − α ℓ∈U ℓ and factorize this polynomial using Corollary
28. If all factors are not linear, Return #. Otherwise, store factors in multi-set V.
Apply Φ−1 to all linear forms in U , V. Simulate black-box for f − f ′ , where f ′ =
Qt
Q
Q
ei
i=1 ui × (α
ℓ∈V ℓ). Using Lemma 23 for ΣΠΣ(4, n, d, F) circuits, check if
ℓ∈U ℓ +
′
f − f ≡ 0. If output is ’yes’, construct ΣΠΣ(2, n, d, F) circuit C computing f ′ and
Return C. If not, Return #.

Qt
simulates black-box access to g = Φ(f )/ i=1 xei i . g is a ΣΠΣ(2, n, s, F) circuit for some
integer s ≤ d. Assuming that Step 1 is correct, simulation of black-boxes g|xi =0 , i ∈ [t] can
be done. Correctness of Corollary 28 implies that with probability 1 − o(1) all multi-sets Ui
are correctly computed. By correctness of Algorithm 5 in [33], we know that these multi-sets
are glued together to obtain a multi-set U containing all linear factors of one of the product
gates S2 of g (we are assuming that g = S1 + S2 where S1 , S2 are product of linear forms and
xi | S1 for i ∈ [t].). Note that the algorithm only recovers all linear factors of S2 and therefore
it still needs to recover an appropriate scalar α (see algorithm) to completely recover S2 .
Note that g|x1 =0 = S2|x1 =0 =
̸ 0. Therefore we can compare the multi-set of linear forms in
U1 with the multi-set of linear forms U ′ = {ℓ|x1 =0 : ℓ ∈ U }. All linear forms will match up
to scalar multiplication giving us the scalar α. By correctness of Corollary 28, we know
Q
that with probability 1 − o(1), we will be able to correctly factor g − α ℓ∈U ℓ and collect
Qt
them in multi-set V. Finally at the end, we can apply Φ−1 and multiply by i=1 utii and
correctly recover the ΣΠΣ(2, n, d, F) circuit with probability 1 − o(1). Note that in Step
4, by correctness of Lemma 23, we know that we can deterministically check whether the
constructed circuit is correct or not and only return a correct circuit. Now we discuss the
time complexity of the above algorithm.
▶ Lemma 42. Algorithm 5 runs in time (nd log |F|)O(1) time.
Proof. Isomorphism Φ is constructed in (n log |F|)O(1) time. Time complexity of Corollary 28
implies that (nd log |F|)O(1) time is spent on factorizing Φ(f ). Removing powers of xi , i ∈ [t]
again requires scanning through the linear factors and takes (nd log |F|)O(1) . Black-box
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Qt
for g = Φ(f )/ i=1 xei i is then created by multiplying outputs of all the black-boxes for
any input and therefore is also simulated in (nd log |F|)O(1) time. Therefore Step 1 takes
(nd log |F|)O(1) time. Restrictions of black-box g to xi = 0, i ∈ [t] can be simulated by passing
inputs through the restriction and therefore takes (nd log |F|)O(1) time. Time complexity of
Corollary 28 implies that factorization of g|xi =0 can be done in (nd log |F|)O(1) time. Running
time of Algorithm 5 in [33] is (nd log |F|)O(1) and therefore the multi-set U is created in
(nd log |F|)O(1) time. Therefore Step 2 takes (nd log |F|)O(1) time overall. Step 3 involves
iterating through the linear forms in U , restricting them to x1 = 0, giving multi-set U ′ , and
then comparing the dO(1) sized multi-sets U ′ and U to obtain the appropriate scalar α. All
these steps can be executed in polynomial time leading to a time complexity of (nd log |F|)O(1)
Q
for Step 3. Black-box computing polynomial g − α ℓ∈U ℓ can be simulated in (nd log |F|)O(1)
time by going through each of the involved (black-boxes) polynomials and then computing
the output after algebraic operations. Time complexity of Corollary 28 implies that the
factorization of this black-box can be done in (nd log |F|)O(1) time. Finally computing the
black-box for f ′ and simulating black-box for f − f ′ can similarly be done in (nd log |F|)O(1)
time. By time complexity of algorithm in Lemma 23, we know that in time (nd log |F|)O(1) ,
we can deterministically test whether f − f ′ is the zero polynomial or not. Therefore Step 4
also takes time (nd log |F|)O(1) . So, overall Algorithm 5 runs in time (nd log |F|)O(1) .
◀

3.4

Identify LI Set Dividing Ti

In this subsection, our goal is to prove a lemma (Lemma 44) that plays a crucial role in
Algorithm 2 (explained in Section 1.4.2) in optimizing the search for a large LI set of linear
forms dividing one of T1 , T2 . As we mentioned earlier, [33] compute such an independent
set by using a brute force search (Algorithm 4, [33]) on the space of linear forms over many
variables, and therefore take quasi-polynomial time even before using this set in Algorithm 5
(of [33]). We significantly improve the search using candidate linear forms L(N onLin(f ))
and ordinary lines (see Definition 7) among them. First, in Section 3.4.1 below we give
intuition about why set L(N onLin(f )) approximates the set of linear factors of T1 × T2 and
then in in Lemma 44, Section 3.4.2 use this set to construct the required LI set.

3.4.1

Candidate set approximates set of linear forms dividing T1 , T2

In order to quantify how close the candidate set L(N onLin(f )) is to the set of linear forms
in the input circuit, we define some new sets.
Lgood = {ℓ ∈ L(N onLin(f )) : ℓ | T1 × T2 },

Lbad = L(N onLin(f )) \ Lgood ,

Lothers = {ℓ | T1 × T2 : sp(ℓ) ∩ L(N onLin(f )) = ϕ} and

Lf actors = {ℓ : ℓ | T1 + T2 }

For all sets, we only keep linear forms upto scalar multiplication and therefore treat them as
proper sets (Definition 6). Lgood contains all candidate linear forms which also divide one
of the two gates T1 , T2 . Lbad are candidates which do not divide T1 or T2 . Lother are linear
forms dividing one of the gates but not captured (even up to scalar multiplication) in the
candidate set and Lf actors contain linear forms that divide T1 + T2 . In the following claim,
we show that Lgood is high dimensional and Lbad , Lother are low dimensional quantifying the
closeness of L(N onLin(f )) to the set of linear forms dividing T1 × T2 . We also show that
Lf actors is low dimensional. For better exposition, proof is provided in Appendix A.
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▷ Claim 43. The following claim is true about these newly constructed sets.
1. dim(sp(Lf actors )) ≤ log d + 2,
2. dim(sp(Lgood )) ≥ rank(f ) − 2,
3. dim(sp(Lbad )) ≤ log d + 2, and
4. dim(sp(Lothers )) ≤ 2.

3.4.2

Proof of Lemma 44

In this subsection, we prove Lemma 44 which was used by Algorithm 2. Recall the definition
of the set of ordinary lines (Definition 7) and that rank(f ) = Ω(log3 d).
▶ Lemma 44. The following are true.
1. ∃ ℓ ∈ Lgood such that the set of linear forms ℓ′ ∈ L(N onLin(f )) \ {ℓ} for which
sp{ℓ, ℓ′ } intersects L(N onLin(f )) only at {ℓ, ℓ′ } (i.e. sp{ℓ, ℓ′ } is an ordinary line into
L(N onLin(f ))), spans a space of dimension at least Ω(log2 d). Let X be some maximal
independent subset ⇒ |X | = Ω(log2 d).
2. Every partition of X into Ω(log d) equal parts of size Ω(log d) each, contains a
part B such that B ⊂ Lgood and ∀ ℓ′ ∈ B, sp{ℓ, ℓ′ } is an ordinary line into
Lgood , Lbad , Lothers , Lf actors .
3. Let ℓ′ ∈ B and assume ℓ | Ti . Let Φ be an isomorphism mapping ℓ 7→ x1 , ℓ′ 7→ x2 , then,
Φ(N onLin(f ))|x1 =0,x2 =0 = 0 ⇔ ℓ′ divides T3−i .
Proof. We prove all parts one by one.
1. Let T ⊂ Lgood be a LI set of size 126 log d + 2 (exists by Claim 43). Applying Proposition
5 on L(N onLin(f )) and T implies that ∃ ℓ ∈ T such that
dim(

X
W ∈O(ℓ,L(N onLin(f )))

W) ≥

dim(sp(Lgood ))
dim(sp(L(N onLin(f ))))
≥
= Ω(log2 d)
126 log d + 2
126 log d + 2

Thus, the set of linear forms ℓ′ ∈ L(N onLin(f )) \ {ℓ} for which sp{ℓ, ℓ′ } intersects
L(N onLin(f )) only at {ℓ, ℓ′ }, spans a space of dimension at least Ω(log2 d). Let X be a
maximal independent subset ⇒ |X | = Ω(log2 d).
2. Consider any partition of X into Ω(log d) parts of size Ω(log d) each. We first claim
that Ω(log d) parts in X are inside Lgood . If not, then Ω(log d) parts intersect Lbad ⇒
dim(sp(Lbad )) = Ω(log d), contradicting Claim 43. Now we only deal with these Ω(log d)
parts inside Lgood . Since Lgood , Lbad ⊂ L(N onLin(f )), we see that ∀ ℓ′ in any of
these parts, sp{ℓ, ℓ′ } is an ordinary line in Lgood , Lbad as required. Next we show
that out of the Ω(log d) parts inside Lgood , ∃ a part B such that ∀ ℓ′ ∈ B, sp{ℓ, ℓ′ }
is an ordinary line in Lothers , Lf actors , thereby completing the proof. If not, then ∃
Ω(log d) many ℓ′ s, each belonging to a different part among the Ω(log d) parts, such
that sp{ℓ, ℓ′ } intersects Lothers ∪ Lf actors at a linear form outside sp{ℓ} ∪ sp{ℓ′ } say ℓ′′ .
Since all the Ω(log d) ℓ′ s are independent, the ℓ′′ s span a space of dimension Ω(log d) ⇒
dim(sp(Lothers ∪ Lf actors )) = Ω(log d), contradicting Claim 43.
3. Since ℓ | Ti , we know that x1 | Φ(Ti ). Therefore, the following equation holds:
Φ(L)|x1 =0,x2 =0 Φ(N onLin(f ))|x1 =0,x2 =0 = Φ(Ti )|x1 =0,x2 =0 +Φ(T3−i )|x1 =0,x2 =0 = Φ(T3−i )|x1 =0,x2 =0 .

Here L is the product of all linear factors of T1 + T2 i.e. L = Lin(T1 + T2 ). First, we
assume that Φ(N onLin(f ))|x1 =0,x2 =0 = 0. This implies using the above equation that
Φ(T3−i )|x1 =0,x2 =0 = 0. Therefore there is a linear form ℓ′′ | T3−i such that ℓ′′ ∈ sp{ℓ, ℓ′ }.
If ℓ′′ is not a scalar multiple of ℓ or ℓ′ , by construction of ℓ, ℓ′ in parts 1 and 2 of this
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lemma, we know that no scalar multiple of ℓ′′ can belong to Lgood or Lothers and therefore
it cannot divide T1 × T2 which is a contradiction since it divides T3−i . Therefore, ℓ′′
has to be a scalar multiple of ℓ or ℓ′ . It cannot be scalar multiple of ℓ since ℓ | Ti and
gcd(Ti , T3−i ) = 1. Therefore ℓ′′ and ℓ′ are scalar multiples implying that ℓ′ divides T3−i
as needed. Next, for the converse, we assume that ℓ′ | T3−i . Again, using the equation
we gave at the beginning of this part, we get that,
Φ(L)|x1 =0,x2 =0 Φ(N onLin(f ))|x1 =0,x2 =0 = Φ(Ti )|x1 =0,x2 =0 + Φ(T3−i )|x1 =0,x2 =0 = 0.
Therefore, since F[x3 , . . . , xn ] is an integral domain, either polynomial Φ(L)|x1 =0,x2 =0 = 0
or polynomial Φ(N onLin(f ))|x1 =0,x2 =0 = 0. Assume that Φ(L)|x1 =0,x2 =0 = 0. This implies
that there is some linear factor ℓ′′ of T1 +T2 such that ℓ′′ ∈ sp{ℓ, ℓ′ }. Since gcd(T1 , T2 ) = 1
and ℓ | Ti , ℓ′ | T3−i , the linear form ℓ′′ cannot be a scalar multiple of ℓ or ℓ′ . So we
found a linear form on sp{ℓ, ℓ′ } different from scalar multiples of ℓ, ℓ′ , such that some
scalar multiple of ℓ′′ belongs to Lf actors . By construction of ℓ, ℓ′ in parts 1 and 2 of
this lemma, we know that this cannot hold. Therefore our assumption is wrong and
polynomial Φ(N onLin(f ))|x1 =0,x2 =0 = 0 completing the proof.
◀

4

Proof of Proposition 5

In this section we prove Proposition 5. Part 1 is proved in Section 4.1. Algorithm for Part 2
is presented in Algorithm 6 and its correctness/complexity are analyzed in Section 4.2.

4.1

Proof of Part 1

Let W = V(ℓ, ℓ′ ) ⊂ Fn be a co-dimension 2 subspace on which N onLin(f ) vanishes i.e.
W ∈ S(N onLin(f )). Let Φ be an isomorphism mapping ℓ 7→ x1 , ℓ′ 7→ x2 . Since N onLin(f )
divides T1 + T2 we get that Φ(T1 )|x =0,x =0 + Φ(T2 )|x =0,x =0 = 0. This implies that either
1
2
1
2
Φ(T1 )|x =0,x =0 = Φ(T2 )|x =0,x =0 = 0, or Φ(T1 )|x =0,x =0 = −Φ(T2 )|x =0,x =0 ̸= 0. We prove
1
2
1
2
1
2
1
2
the following lemma which implies the bound.
▶ Lemma 45. The following are true.
1. #{W ∈ S(N onLin(f )) : Φ(T1 )|x =0,x =0 = Φ(T2 )|x =0,x =0 = 0} ≤ d2 .
1
2
1
2
2. #{W ∈ S(N onLin(f )) : Φ(T1 )|x =0,x =0 = −Φ(T2 )|x =0,x =0 ̸= 0} ≤ d5 + d7 .
1

2

1

2

Proof. First we prove 1. The statement implies that there are linear forms ℓ1 | T1 and ℓ2 | T2
such that Φ(ℓ1 )|x =0,x =0 = Φ(ℓ2 )|x =0,x =0 = 0. Also, ℓ1 , ℓ2 are LI since gcd(T1 , T2 ) = 1
1
2
1
2
implying that sp{Φ(ℓ1 ), Φ(ℓ2 )} = sp{x1 , x2 }. On inverting via Φ this implies that sp{ℓ1 , ℓ2 } =
sp{ℓ, ℓ′ }, which further implies that V(ℓ1 , ℓ2 ) = V(ℓ, ℓ′ ) = W . There can be at most d2 such
W s. In order to prove 2, we use Lemma 46 whose proof is presented in Appendix B.
▶ Lemma 46. There exists a set A of co-dimension 1 subspaces of Fn with |A| ≤ d4 + d6
such that for every W ∈ S(N onLin(f )) satisfying Φ(T1 )|x =0,x =0 = −Φ(T2 )|x =0,x =0 ̸= 0 ,
1
2
1
2
∃ V ∈ A with W ⊂ V .
Assuming Lemma 46, we complete the proof as follows. For every W ∈ S(N onLin(f )) satisfying Φ(T1 )|x =0,x =0 = −Φ(T2 )|x =0,x =0 ̸= 0, we consider the co-dimension 1 subspace V given
1
2
1
2
by Lemma 46 such that W ⊂ V . Without loss of generality we assume V = V(x1 ). We can
now find a linear form ℓ3 such that W = V(x1 , ℓ3 ) and coeffcient of x1 in ℓ3 is 0 i.e. ℓ3 = ℓ3|x1 =0 .
Since N onLin(f ) vanishes on W we know that Ψ(N onLin(f ))|x1 =0,x2 =0 for isomorphism Ψ
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Algorithm 6 Compute co-dimension 2 subspaces on which N onLin(f ) vanishes.

Input - Black-box access to polynomial f , integers n, d.
Output - A set S of tuples of independent linear forms in F[x1 , . . . , xn ].
1. Create n linear forms ℓ̂1 , . . . , ℓ̂n , such that the n2 scalars used as coefficients in them
are sampled uniformly randomly independently from F. If these linear forms are LI,
define isomorphism Φ mapping xi 7→ ℓ̂i , i ∈ [n]. Simulate black-box for g = Φ(f ). For
i ∈ [5, n], simulate black-box access for the polynomials gi = g|x5 =0,...,xi−1 =0,xi+1 =0,...,xn =0 ∈
F[x1 , x2 , x3 , x4 , xi ]. Next, for each i ∈ [5, n] using Corollary 28 with inputs as black-box
access to gi along with integers 5, d obtain black-box access to N onLin(gi ) and integer
s denoting the number of linear factors of gi . Define t = d − s. Using multivariate
interpolation (Lemma 25), interpolate N onLin(gi ) as a degree t polynomial in the
monomial basis of F[x1 , x2 , x3 , x4 , xi ].
2. Substitute x1 = y3 x3 + y4 x4 + yi xi , and x2 = z3 x3 + z4 x4 + zi xi in N onLin(gi ) to obtain
a polynomial in F[y3 , y4 , yi , z3 , z4 , zi ][x3 , x4 ]. Find common solutions to the system of
polynomial equations defined by setting all coefficient polynomials (∈ F[y3 , y4 , yi , z3 , z4 , zi ])
to zero. Initialize a set Si ← ϕ and for each solution (y3 , y4 , yi , z3 , z4 , zi ) of the system
above add tuple (x1 − y3 x3 − y4 x4 − yi xi , x2 − z3 x3 − z4 x4 − zi xi ) to Si .
3. Construct isomorphism ∆ mapping x1 7→ x1 , x2 7→ x2 , x3 7→ x3 , x4 7→ x4 and for i ∈ [5.n],
xi 7→ xi + αi,3 x3 + αi,4 x4 . The scalars αi,3 , αi,4 , i ∈ [5, n] are sampled uniformly randomly
independently from F. Note that ∆ can be viewed as an isomorphism on F[x1 , . . . , xn ] as
well as on each F[x1 , x2 , x3 , x4 , xi ] for i ∈ [5, n].
4. Initialize a set S ← ϕ. Iterate over all tuples (x1 − ℓ51 , x2 − ℓ52 ) ∈ S5 . Initialize ℓ1 ←
ℓ51 , ℓ2 ← ℓ52 . Iterate over i ∈ [6, n]. Search for tuple (x1 − ℓi1 , x2 − ℓi2 ) ∈ Si such that
tuples (x1 − ∆(ℓ51 )|x =0 , x2 − ∆(ℓ52 )|x =0 ) = (x1 − ∆(ℓi1 )|x =0 , x2 − ∆(ℓi2 )|x =0 ). If multiple
5
5
i
i
or none such tuples are found in Si then break out of this loop and go to the next tuple
in the outer iteration. If only one such tuple is found then update ℓ1 ← ℓ1 − αxi and
ℓ2 ← ℓ2 − βxi where α, β are coefficients of xi in x1 − ℓi1 , x2 − ℓi2 respectively. At the end
of iteration on i, update S ← S ∪ {(x1 − ℓ1 , x2 − ℓ2 )}.
5. For each (ℓ1 , ℓ2 ) ∈ S, construct isomorphism Ψ mapping ℓ1 7→ x1 , ℓ2 7→ x2 . Simulate
black-box access to polynomial Ψ(N onLin(g))|x1 =0,x2 =0 . Using randomized polynomial
identity test given in Lemma 22 with input as the above black-box and integer n, check
if it is identically the zero polynomial. If ’no’, remove the tuple from S, else replace it
with (Φ−1 (ℓ1 ), Φ−1 (ℓ2 )). Return S.

mapping x1 7→ x1 , ℓ3 7→ x2 . This also implies that x2 divides Ψ(N onLin(f ))|x1 =0 . Since Ψ
keeps x1 fixed this polynomial is same as Ψ(N onLin(f )|x1 =0 ). Inverting Ψ we get that ℓ3
divides N onLin(f )|x1 =0 . There are at most d linear factors (upto scalar multiplication) of
any degree d polynomial, thus there are ≤ d such possible ℓ3 . By going ever all choices of V
we get that there are at most (d4 + d6 ) × d many such W , completing our proof.
◀

4.2

Analysis of Algorithm 6

Before going to the correctness of Algorithm 6, we state a few useful lemmas. These are
repeatedly used in our correctness and time complexity proofs.
▶ Lemma 47. With probability 1 − o(1) over random choices in Step 1, the following hold.
1. ℓ̂1 , . . . ℓ̂n constructed in Step 1 are LI.
2. N onLin(f ) vanishes on V(ℓ1 , ℓ2 ) iff N onLin(g) vanishes on V(Φ(ℓ1 ), Φ(ℓ2 )).
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3. Polynomial gi has a ΣΠΣ(2, 5, d, F) circuit and rank(gi ) = 5.
4. N onLin(gi ) = N onLin(g)|x5 =0,...,xi−1 =0,xi+1 =0,...,xn =0 .
5. ∀ V(ℓ1 , ℓ2 ) ∈ S(N onLin(g)), ∃ linear forms ℓ′1 , ℓ′2 ∈ F[x3 , . . . , xn ] such that V(ℓ1 , ℓ2 ) =
V(x1 − ℓ′1 , x2 − ℓ′2 ).
Then,
6. Let V(x1 − ℓ1 , x2 − ℓ2 ) ∈ S(N onLin(g)) with ℓ1 , ℓ2 ∈ F[x3 , . . . , xn ].
N onLin(gi ) vanishes on the co-dimension 2 subspace V(x1 − ℓi1 , x2 − ℓi2 ). Here ℓij =
ℓj |x =0,...,x =0,x =0,...,x =0 .
5

i−1

i+1

n

▶ Lemma 48. With probability 1 − o(1) over the random choices in Step 3, the following
holds. ∀ i ∈ [5, n] and ∀ pairs of distinct tuples (x1 − ℓ1 , x2 − ℓ2 ), (x1 − ℓ′1 , x2 − ℓ′2 ) in Si ,
(x1 − ∆(ℓ1 )|xi =0 , x2 − ∆(ℓ2 )|xi =0 ) ̸= (x1 − ∆(ℓ′1 )|xi =0 , x2 − ∆(ℓ′2 )|xi =0 ).
For better presentation we prove these lemmas in Appendix C. Now, we prove correctness
of Algorithm 6. By Part 1 of Lemma 47, the linear forms constructed in Step 1 are
LI and therefore isomorphism Φ can be correctly constructed using them. Using this
isomorphism, simulation of black-box for g (by passing every input through the isomorphism)
is straight forward. Further simulation of black-boxes computing the gi s is also straight
forward (by setting x5 = 0, . . . , xi=1 = 0, xi+1 = 0, . . . , xn = 0 in the input to black-box).
From Parts 4, 5 of Lemma 47, we know that gi exhibits ΣΠΣ(2, 5, d, F) circuit of rank 5
and N onLin(gi ) = N onLin(g)|x5 =0,...,xi=1 =0,xi+1 =0,...,xn =0 , implying that all gi and g have
the same number of linear factors s and degree of all polynomials N onLin(gi ) are equal
(= t) which is also the same as degree of N onLin(g). By correctness of Algorithm 1, with
probability 1 − o(1), Step 1 correctly obtains black-box computing N onLin(gi ) and its
degree t. Since all gi are 5− variate using deterministic multivariate interpolation (Lemma
25), we can interpolate their black-boxes as degree t polynomials in the monomial basis
of F[x1 , x2 , x3 , x4 , xi ]. Therefore, at the end of Step 1, we would have correct monomial
representations of all the gi . Next, using Part 5 of Lemma 47, we know that any codimension 2 subspace on which N onLin(g) vanishes has the form V(x1 − ℓ1 , x2 − ℓ2 ) with
ℓ1 , ℓ2 ∈ F[x3 , . . . , xn ]. In Part 6 of Lemma 47, we show that N onLin(gi ) vanishes on the
co-dimension 2 space V(x1 − ℓi1 , x2 − ℓi2 ), where for j ∈ [2] and i ∈ [5, n], ℓij are restrictions of
ℓj to x5 = 0, . . . , xi−1 = 0, xi+1 = 0, . . . , xn = 0. Since these co-dimension 2 subspaces have
the particular form V(x1 − ℓi1 , x2 − ℓi2 ), substituting x1 = ℓi1 , x2 = ℓi2 in N onLin(gi ) should
give 0. Step 2 uses this observation and computes all possible ℓi1 , ℓi2 by solving the system of
polynomial equations we get on substitution. By correctness of Lemma 20, we can compute
all such solutions. Therefore, the set Si contain tuples corresponding to all co-dimension
2 spaces of the form V(x1 − u1 , x2 − u2 ) (with linear forms u1 , u2 ∈ F[x3 , x4 , xi ]) on which
N onLin(gi ) vanishes. In the next lemma, we show that these Si are then glued in Steps 3
and 4 to create set S which contains tuples corresponding to elements of S(N onLin(f )).
▶ Lemma 49. Step 4 outputs a set S, such that with probability 1 − o(1), it contains tuples
of linear forms representing all co-dimension 2 subspaces on which N onLin(g) vanishes.
Proof. Let V(x1 − ℓ1 , x2 − ℓ2 ) ∈ L(N onLin(g)). By Part 6 of Lemma 47 we know that
N onLin(gi ) vanishes on the co-dimension 2 subspace V(x1 − ℓi1 , x2 − ℓi2 ) where for j ∈ [2],
ℓij = ℓj |x =0,...,x =0,x =0,...,x =0 . Therefore the tuples (x1 −ℓi1 , x2 −ℓi2 ) belong to Si computed
5

i−1

i+1

n

at Step 2. Observe that, for i ∈ [6, n] we glue tuple (x1 −ℓ51 , x2 −ℓ52 ) with tuple (x1 −ℓi1 , x2 −ℓi2 )
only if the latter is the only tuple in Si satsfying, (x1 − ∆(ℓ51 )|x =0 , x2 − ∆(ℓ52 )|x =0 ) =
5
5
(x1 − ∆(ℓi1 )|x =0 , x2 − ∆(ℓi2 )|x =0 ). Here ∆ is the isomorphism constructed in Step 3. So
i

i

′

′

′

′

all we need to show is that, there is no other tuple (x1 − ℓi1 , x2 − ℓi2 ) ∈ Si with ℓi1 , ℓi2
′
being linear forms in F[x3 , x4 , xi ] such that, x1 − ∆(ℓ51 )|x5 =0 = x1 − ∆(ℓi1 )|xi =0 and x2 −
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′

∆(ℓ52 )|x5 =0 = x2 − ∆(ℓi2 )|xi =0 . If there was such a tuple, comparing the equations above gives
′

′

(x1 − ∆(ℓi1 )|x =0 , x2 − ∆(ℓi2 )|x =0 ) = (x1 − ∆(ℓi1 )|x =0 , x2 − ∆(ℓi2 )|x =0 ), which contradicts
i
i
i
i
Lemma 48. Therefore tuple (x1 − ℓ51 , x2 − ℓ52 ) gets correctly glued with each such tuple
(x1 − ℓi1 , x2 − ℓi2 ) for i ∈ [6, n] leading to construction of tuple (x1 − ℓ1 , x2 − ℓ2 ) which is
added to S.
◀
Assuming we correctly glued the Si into set S, Step 5, only retains tuples for which N onLin(g)
actually vanishes on the corresponding co-dimension 2 subspace. By correctness of Lemma
22, this is done correctly and only the right tuples are retained. By Part 1 of Lemma 47, in
order to get set S(N onLin(f )) from S(N onLin(g)), we only need to invert all linear forms
present in the elements (tuples) of S. Therefore, with probability 1 − o(1), the set of tuples
representing co-dimension 2 subspaces on which N onLin(f ) vanishes is correctly computed.
▶ Lemma 50. Algorithm 6 runs in (nd log |F|)O(1) time.
Proof. Assuming that sampling of a uniformly random scalar from F takes O(1) time, the n
linear forms are created in (n log |F|)O(1) time. Checking whether the linear are independent
can be done in (n log |F|)O(1) time by gaussian elimination on the matrix defined by the n2 coefficients of these linear forms. Black-boxes for g and gi are simulated in (n log |F|)O(1) time by
passing each input through Φ and then restricting to x5 = 0, . . . , xi−1=0 , xi+1 = 0, . . . , xn = 0.
Time complexity of Corollary 28 implies that black-box access to all N onLin(gi ) along with
their degrees t = d − s can be obtained in (nd log |F|)O(1) time. Multivariate interpolation (Lemma 25) on the 5 variate polynomials of degree t each is done in (nd log |F|)O(1)
time. Therefore Step 1 takes (nd log |F|)O(1) time. Each gi has dO(1) non-zero coefficients
in the monomial representation. Substitutions lead to dO(1) many coefficient polynomials
in F[y3 , y4 , yi , z3 , z4 , zi ] with every polynomial having degree dO(1) . By Part 2 of Lemma 47,
every gi has a ΣΠΣ(2, 5, d, F) circuit and has rank 5, therefore, by Part 1 of Proposition 5,
number of co-dimension 2 subspaces on which they vanish are dO(1) . Therefore our system of
equations has at most dO(1) solutions since they characterize such co-dimension 2 subspaces
of a certain form. By time complexity of Lemma 20, for each gi all solutions to such a system
can be computed in (d log |F|)O(1) time leading to Si . Therefore in time (nd log |F|)O(1) time
all Si are computed in Step 2. Step 3 involves sampling O(n) many uniformly random
scalars and construction of the isomorphism ∆ can be done in (n log |F|)O(1) time. In Step
4, we iterate over all tuples in S5 and then iterate over i ∈ [6, n] trying to match our tuple
with tuples in the Si . Since each tuple in S5 is matched to at most one tuple in each Si ,
for each tuple in S5 , we go over all the set Si , i ∈ [6, n] just once. Therefore, overall we
take (nd log |F|)O(1) time in this step. Also, since each tuple in S5 , creates at most one
tuple (x1 − ℓ1 , x2 − ℓ2 ) to be added to S, we create at most dO(1) such tuples leading to
|S| = dO(1) . In Step 5, for each tuple in S, construction of isomorphism Ψ and black-box
access to Ψ(N onLin(g))|x1 =0,x2 =0 can be created in (nd log |F|)O(1) time. By time complexity
of algorithm in Lemma 22, in time (nd log |F|)O(1) we can check whether this black-box
computes the 0 polynomial or not. Finally application of Φ−1 to tuples in S can be done
in (nd log |F|)O(1) time. Our final set returned has size dO(1) as it is a subset of the set we
created in Step 4. Therefore, overall Algorithm 6 takes (nd log |F|)O(1) time.
◀

5

Proof of Proposition 8

Proof of Proposition 8 follows from Lemma 51 which in turn is proved using Lemma 52.
Recall definition of set of ordinary lines (Definition 7).
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▶ Lemma 51. Let S ⊂ Fn be a proper set (Definition 6) and T ⊂ Fn be any LI set of size
P
P
log |S| + 2. Then, sp(S) ⊆ t∈T W ∈O(t,S) W .
▶ Lemma 52. Let S(̸= ϕ) ⊂ Fn be a proper set and T ⊂ Fn be LI such that for every t ∈ T ,
there is no ordinary line (Definition 7) from t into S. Then |T | ≤ log |S| + 1.
P
P
By taking dimension of both sides in the containment sp(S) ⊆
W,
t∈T
P W ∈O(t,S)
applying union bound on the RHS and assuming t ∈ T maximizes dim( W ∈O(t,S) W )),
P
we get dim( W ∈O(t,S) W ) ≥ dim(sp(S))
log |S|+2 , which proves Proposition 8. Therefore, we prove
Lemma 51 next.
P
P
Proof of Lemma 51. Let V be the vector space t∈T W ∈O(t,S) W . We define set S ′ =
S \ V . S ′ is a proper set. We will show that S ′ = ϕ ⇒ sp(S) ⊂ V . If not, we show
that there cannot be any ordinary line from T into S ′ . Suppose there is some such line
sp{t, s} where t ∈ T and s ∈ S ′ are not scalar multiples. Since it is an ordinary line into
S ′ , we get that sp{s, t} ∩ S ′ ⊂ sp{s} ∪ sp{t}. Now, if sp{s, t} ∩ V ⊂ sp{s} ∪ sp{t}, then
S = S ′ ∪ (S ∩ V ) ⇒ sp{s, t} ∩ S ⊂ sp{s} ∪ sp{t}. Therefore it is an ordinary line into S. But
all such lines are subsets of V ⇒ s ∈ V which is a contradiction since s ∈ S ′ which is disjoint
from V . In the other case (i.e. sp{s, t} ∩ V ̸⊂ sp{s} ∪ sp{t}), there is some v ∈ sp{s, t} ∩ V
such that v ∈
/ sp{s} ∪ sp{t}. Therefore t, s, v are LD but t, s and s, v are not ⇒ s ∈ sp{t, v}.
Both t, v are in V by construction and thus s ∈ V which is again a contradiction since s ∈ S ′
which is disjoint from V . Therefore if S ′ is non-empty, there are no ordinary lines from T
into S. Using Lemma 52 with S ′ and T , we get that log |S| + 2 = |T | ≤ log |S ′ | + 1 which is
a contradiction since S ′ ⊂ S. Therefore, the only conclusion left is S ′ = ϕ, which completes
the proof of our lemma as explained earlier.
◀
Proof of Lemma 52. Let |T | = d and |S| = m. We present a counting argument by building
a one-to-one function mapping subsets of [d−1] into S. Such a function implies that m ≥ 2d−1
and we’ll be done. To construct such a function, fix s ∈ S and let T = {t1 , . . . , td }. Without
loss of generality assume that s, t1 , . . . , td−1 are LI. For LI vectors u1 , . . . , um ∈ Fn , we say
that u ∈ Fn is in the interior of sp{u1 , . . . , um }, if there exist non zero αi ∈ F, i ∈ [m], such
that u = α1 u1 + . . . + αm um . We use the following claim.
▷ Claim 53. For any P ⊂ [d − 1], ∃ sP ∈ S, in the interior of sp{{ti : i ∈ P} ∪ {s}}.
We can see that the function mapping P ⊂ [d − 1] to sP ∈ S, is one-to-one since for
sets P, Q ⊂ [d − 1], which differ at some j ∈ [d − 1], exactly one of sP , sQ has a non-zero
coefficient of tj , implying they are different. This completes the proof.
◀
Proof of Claim 53. We prove by induction on |P|. For |P| = 0, define sP = s and we are
done. Lets assume the claim is true for |P| = k − 1. We prove it for |P| = k. Consider
any element p ∈ P and let R = P \ {p}. By induction, we know ∃ sR in the interior of
sp{{ti : i ∈ R} ∪ {s}}. Since there is no ordinary line from any t ∈ T into S, the line
sp{tp , sR } contains sP ∈ S such that sP ∈
/ sp{tp } ∪ sp{sR } ⇒ sP = αtp + βsR with α, β ∈ F
being non-zero scalars ⇒ sP is in the interior of sp{{ti : i ∈ P} ∪ {s}}.
◀
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Proof of Claims 37, 38 and 43
Proofs of Claims 37 and 38

In these claims we are given that Ti = αy1t for some i ∈ [2], α ∈ F and linear form y1 .
1. To see the proof of Claim 37, consider any linear factor ℓ of T1 + T2 . ℓ ∤ T1 , T2 since
gcd(T1 , T2 ) = 1. Let Φ be an isomorphism mapping ℓ 7→ x1 . Setting x1 = 0, we get
that Φ(T1 )|x =0 = −Φ(T2 )|x =0 ̸= 0. Both sides are non-zero products of linear forms
1
1
in F[x2 , . . . , xn ]. Therefore, by unique factorization we can match factors (upto scalar
multiplication). This implies that dim({linear form ℓ : ℓ | T1 }) and dim({linear form ℓ :
ℓ | T2 }) cannot differ from each other by more than 1. But since rank(f ) = Ω(log3 d),
this cannot happen since one of the Ti s spans a one dimensional space. Therefore T1 + T2
has no linear factors and we are done.
2. To see proof of Claim 38, without loss of generality assume y1 | T1 . Define isomorphism Φ
mapping y1 7→ x1 . Using Claim 37 we know that 0 ̸= Φ(T2 )|x =0 = (Φ(T1 ) + Φ(T2 ))|x1 =0 =
1
Φ(N onLin(f ))|x1 =0 . So first condition of Definition 16 is satisfied. As argued in Claim
37, rank(f ) ≥ Ω(log3 d) ⇒ linear forms dividing T2 , span a Ω(log3 d) dimensional space.
Since Φ(T2 )|x =0 is non-zero, its factors also span Ω(log3 d) dimensional space and so there
1
exist two LI factors y2 , y3 of T2 such that N onLin(f ) vanishes on both V(y1 , y2 ) and
V(y1 , y3 ). This implies that second condition of Definition 16 is also satisfied. Therefore,
some scalar multiple of y1 ∈ L(N onLin(f )).

A.2

Proof of Claim 43

1. dim(sp(Lf actors )) ≤ log d + 2: By definition Lf actors is the set of all factors of T1 + T2 .
Consider any LI subset Z ⊂ Lf actors and let ℓ ∈ Z. Define isomorphism Φ mapping
ℓ 7→ x1 . Setting x1 = 0 in Φ(T1 ) + Φ(T2 ) gives Φ(T1 )|x =0 = −Φ(T2 )|x =0 =
̸ 0. By
1
1
unique factorization in ring F[x2 , . . . , xn ], for every linear form ℓ1 | T1 ∃ ℓ2 | T2 such that
ℓ2 ∈ sp{ℓ, ℓ1 }. Since ℓ2 ∈
/ sp{ℓ} ∪ sp{ℓ1 }, this means that sp{ℓ, ℓ1 } is not an ordinary line
from ℓ into the proper set L containing linear factors of T1 , T2 . This set has size ≤ 2d.
Since ℓ was arbitrary in Z, there are no ordinary lines from Z into L. So using Lemma
52 we get that |Z| ≤ log |L| + 1 = log d + 2, completing the proof.
2. dim(sp(Lgood )) ≥ rank(f ) − 2 and Lothers ≤ 2: Define Vi = {linear form ℓ : ℓ | Ti }. We
break the proof into two cases. Note that linear forms dividing T1 , T2 satisfy first condition
of Definition 16. So whenever we are trying to show that they belong to L(N onLin(f )),
we only prove that they satisfy second condition of Definition 16.
a. First we discuss the case dim(Vi ) ≥ log d + 5 ∀ i ∈ [2]. Let H be such that T1 + T2 =
H × N onLin(f ). Let ℓ1 | T1 and Φ be isomorphism mapping ℓ1 7→ x1 , then, we see
that Φ(T2 )|x =0 = Φ(H)|x1 =0 × Φ(N onLin(f ))|x1 =0 ̸= 0. Dimension of span of linear
1
factors of Φ(T2 )|x =0 is at least log d + 4 by assumption in this case. By previous
1
part, dim(sp(Lf actors )) ≤ log d + 2 ⇒ Φ(N onLin(f ))|x1 =0 has two independent linear
factors. Using these we can satisfy second condition of Definition 16 for ℓ1 ⇒ some
scalar multiple of ℓ1 ∈ L(N onLin(f )). The same argument can be repeated for a linear
factor ℓ2 | T2 . Thus all linear factors of T1 × T2 are in L(N onLin(f )) (upto scalar
multiplication) ⇒ dim(Lgood ) = rank(f ). This also implies that dim(Lothers ) = 0.
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b. In the case, ∃ i ∈ [2] such that dim(Vi ) ≤ log d + 4 ⇒ dim(V3−i ) = Ω(log3 d). Using
an argument similar to the one in proof of Claim 37, N onLin(f ) = T1 + T2 . Consider
any basis {ℓ1 , . . . , ℓr } of V1 + V2 . If dim(Vi ) ≥ 3 ∀ i ∈ [2], then using a similar
argument as before, we can show that all ℓi satisfy second condition in Definition 16
⇒ dim(Lgood ) = rank(f ) ⇒ dim(Lothers ) = 0. In case for some i ∈ [2], dim(Vi ) = 2
(recall we have assumed dim(Vi ) ≥ 2 in the statement of Claim 43), then all linear
forms dividing T3−i are not contained in Vi and hence satisfy second condition of
Definition 16. Thus dim(Lgood ) ≥ rank(f ) − 2 and dim(Lothers ) ≤ 2.
3. dim(sp(Lbad )) ≤ log d + 2: Assume dim(Lbad ) ≥ log d + 3. Consider the proper set L
containing all linear factors of T1 , T2 ⇒ |L| ≤ 2d ⇒ |Lbad | ≥ log |L| + 2. Let T ⊂ Lbad be
a LI set of size log |L| + 2. Then by Proposition 5, ∃ t ∈ T such that ordinary lines from
rank(f )
2
t into L span a space of dimension ≥ dim(sp(L))
log |L|+2 ≥ log d+3 = Ω(log d). Since t ∈ Lbad ,
restricting T1 + T2 to V(t) (see Definition 15) gives some non-zero product of linear factors,
say H. Let Φ be an isomorphism mapping t 7→ x1 . Then Φ(T1 )|x =0 + Φ(T2 )|x1 =0 − H = 0.
1
This gives an identically zero ΣΠΣ(3, n, d, F) circuit. Since t ∈ Lbad , it does not divide
T1 , T2 ⇒ the above circuit is minimal (Definition 12). After cancelling common linear
forms from the three gates Φ(T1 )|x =0 , Φ(T2 )|x =0 , H, we have a simple (Definition 11)
1

2

and minimal, identically zero ΣΠΣ(3, n, d, F) circuit. The Ω(log2 d) ordinary lines from t
into L imply that after cancelling the common linear forms, the simple minimal circuit
has rank Ω(log2 d) which is a contradiction to Lemma 24. Thus we conclude that
dim(sp(Lbad )) ≤ log d + 2.

B

Proof of Lemma 46

Qm
Qm
Let Ti = j=1 ℓi,j where ℓi,j are linear forms. We know that j=1 Φ(ℓ1,j )|x =0,x =0 =
1
2
Qm
− j=1 Φ(ℓ2,j )|x =0,x =0 ̸= 0. Note that Φ(ℓi,j )|x =0,x =0 can be thought of as linear forms
1
2
1
2
over F in n−2 variables, and by using unique factorization of polynomials over F, without loss
of generality we can assume Φ(ℓ1,j )|x =0,x =0 = βj Φ(ℓ2,j )|x =0,x =0 for some 0 ̸= βj ∈ F. Since
1
2
1
2
Φ is an isomorphism, we get that Uj = sp{ℓ1,j , ℓ2,j } intersects U = sp{ℓ1 , ℓ2 } non-trivially.
Since Φ(ℓi,j )|x =0,x =0 ̸= 0 and both U, Uj are 2 dimensional, we get that U ̸= Uj ⇒ U ∩ Uj
1
2
is 1 dimensional. We split the proof into two cases:
There exist two distinct spaces, say Ui , Uj such that U ∩ Ui = U ∩ Uj : This
implies U ∩ Ui ⊂ Ui ∩ Uj . The space Ui ∩ Uj is 1 dimensional since Ui , Uj are distinct, say
Ui ∩Uj = sp{ℓ}. Both sides of the containment U ∩Ui ⊂ Ui ∩Uj are 1 dimensional implying
Ui ∩ Uj = U ∩ Ui ⊂ U = sp{ℓ1 , ℓ2 }. This further implies that ℓ ∈ U ⇒ W ⊂ V(ℓ) = V .
There are ≤ d4 choices for such Ui , Uj and therefore d4 possibilities for such V .
∀ distinct Ui , Uj , U ∩ Ui ̸= U ∩ Uj : Vector space U ∩ Ui + U ∩ Uj is 2 dimensional,
since it is a sum of disjoint 1 dimensional spaces. U is also 2 dimensional ⇒ U =
U ∩ Ui + U ∩ Uj ⊂ Ui + Uj . Using statement of Proposition 5, we know that, 5 ≤
Pm
Pm
rank(f ) = dim(sp{ℓi,j }) = dim( j=1 Uj ) ≤ j=1 dim(Uj ). Since dim(Ui + Uj ) ≤ 4,
∃ Uk such that Uk ̸⊂ Ui + Uj . Note that this would imply that Uk ∩ (Ui + Uj ) has
dimension ≤ 1. Since U ⊂ Ui + Uj , we get that Uk ∩ U ⊂ Uk ∩ (Ui + Uj ). Both sides are
1 dimensional. Writing Uk ∩ (Ui + Uj ) = sp{ℓ} ⇒ ℓ ∈ U ⇒ W ⊂ V(ℓ) = V . There are
≤ d6 choices for Ui , Uj , Uk and so ≤ d6 possibilities for such V .
A is collection of all V s obtained above. |A| ≤ d4 + d6 and A satisfies the required conditions.
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C
C.1

Proofs of Lemmas in Algorithm 6
Proof of Lemma 47

Pn
We prove each part one by one below. Let ℓ̂i =
j=1 αi,j xj , i ∈ [n] be the n linear
forms that were constructed using the uniformly randomly independently samples αi,j , i ∈
[n], j ∈ [n]. Recall that Φ maps xi 7→ ℓ̂i . Let Γ be a homomorphism from F[x1 , . . . , xn ] →
F[x1 , x2 , x3 , x4 , xi ] that sets x5 = 0, . . . , xi−1 = 0, xi+1 = 0, . . . , xn = 0.
1. This is equivalent to showing that with probability 1 − o(1), matrix (αi,j )(i,j)∈[n]×[n] is
invertible. This is further equivalent to showing that the determinant polynomial of this
matrix is non-zero which follows from Lemma 21.
2. Consider any isomorphism Ψ mapping ℓ1 7→ x1 , ℓ2 7→ x2 , then Ψ ◦ Φ−1 is an isomorphism
mapping Φ(ℓ1 ) 7→ x1 , Φ(ℓ2 ) 7→ x2 . Further, Ψ(N onLin(f )) = Ψ ◦ Φ−1 (Φ(N onLin(f ))).
Setting x1 = 0, x2 = 0 ⇒ Ψ(N onLin(f ))|x1 =0,x2 =0 = Ψ ◦ Φ−1 (Φ(N onLin(f )))|x1 =0,x2 =0 ⇒
N onLin(f ) vanishes on V(ℓ1 , ℓ2 ) iff Φ(N onLin(f )) vanishes on subspace V(Φ(ℓ1 ), Φ(ℓ2 )).
Since Φ is an isomorphism, irreducible factors of f remain irreducible on applying Φ,
thereby implying that Φ(N onLin(f )) = N onLin(Φ(f )) = N onLin(g).
3. Recall f = G × (T1 + T2 ), with G, T1 , T2 being product of linear forms and gcd(T1 , T2 ) = 1.
Since Φ is an isomorphism, we get that g = Φ(G)×(Φ(T1 )+Φ(T2 )). Since Φ is an isomorphism, gcd(Φ(T1 ), Φ(T2 )) = 1. Therefore we get gi = Γ(g) = Γ(Φ(G))(Γ(Φ(T1 )) + Γ(Φ(T2 ))).
Pn
Pn
Next, consider linear forms ℓ = j=1 aj xj and ℓ′ = j=1 a′j xj such that ℓ | T1 and
Pn Pn
ℓ′ | T2 . Applying Φ to these linear forms we get, Φ(ℓ) = k=1 j=1 aj αj,k xk . Therefore
Pn
Pn
coefficients of x1 , x2 in Γ(Φ(ℓ)) are j=1 aj αj,1 , j=1 aj αj,2 respectively and those in
Pn
Pn
Pn
Pn
Γ(Φ(ℓ′ )) are j=1 a′j αj,1 , j=1 a′j αj,2 . We argue that vectors ( j=1 aj αj,1 , j=1 aj αj,2 )
Pn
Pn
and ( j=1 a′j αj,1 , j=1 a′j αj,2 ) are not scalar multiples with probability 1 − o(1). This
Pn
Pn
aj αj,1
aj αj,2
Pj=1
is equivalent to showing that the determinant Pj=1
is non-zero.
n
n
′
′
j=1 aj αj,1
j=1 aj αj,2
If ℓ, ℓ′ are not scalar multiples, this determinant is not an identically zero polynomial
in the αj,k , j ∈ [n], k ∈ [2] and therefore probability (over the random choices of αj,k )
that the determinant is non-zero = 1 − o(1). Therefore with probability 1 − o(1), Γ(Φ(ℓ))
and Γ(Φ(ℓ′ )) are not scalar multiples. Since ℓ, ℓ′ are arbitrary linear factors of T1 , T2
respectively, by union bound with probability 1 − o(1), gcd(Γ(Φ(T1 )), Γ(Φ(T2 ))) = 1
implying that all gi exhibit ΣΠΣ(2, 5, d, F) circuit. Since rank(f ) = Ω(log2 d), we know
that dim(sp{linear form ℓ : ℓ | T1 × T2 }) ≥ 5, therefore, by a similar argument (using
Lemma 21), we get that {Γ(Φ(ℓ)) : linear form ℓ | T1 × T2 } spans a 5 dimensional space.
This set is same as {linear form ℓ : ℓ | Γ(Φ(T1 )) × Γ(Φ(T2 ))})} ⇒ rank(gi ) = 5 ∀ i ∈ [5, n].
4. By effective Hilberts irreducibility theorem (Lemma 26), with probability 1 − o(1) over
the αi,j , i ∈ [n], j ∈ [n], the irreudicible factors of Φ(f )(x1 , . . . , xn ) = f (Φ(x1 ), . . . , Φ(xn ))
remain irreducible on setting x5 = 0, . . . , xi−1 = 0, xi+1 = 0, . . . , xn = 0 i.e. on applying
Γ. This implies that N onLin(Γ(Φ(f ))) = Γ(N onLin(Φ(f ))). The LHS is N onLin(gi )
and RHS is N onLin(g)|x5 =0,...,xi−1 =0,xi+1 =0,...,xn =0 .
Pn
Pn
5. Let V(ℓ̂1 , ℓˆ2 ) belong to S(N onLin(f )). Assume ℓ̂1 = j=1 aj xj and ℓ̂2 = j=1 bj xj ,
Pn Pn
Pn Pn
Then we get that Φ(ℓ̂1 ) = k=1 ( j=1 aj αj,k )xk and Φ(ℓ̂2 ) = k=1 ( j=1 bj αj,k )xk .
Pn
Pn
We define ck =
j=1 aj αj,k an dk =
j=1 bj αj,k for k ∈ [n]. Therefore Φ(ℓ̂1 ) =
Pn
Pn
k=1 ck xk and Φ(ℓ̂2 ) =
k=1 dk xk . Now we define linear forms ℓ3 = d2 Φ(ℓ̂1 ) − c2 Φ(ℓ̂2 )
and ℓ4 = −d1 Φ(ℓ̂1 ) + c1 Φ(ℓ̂2 ). Note that d2 c1 − c2 d1 is a polynomial in αj,k , j ∈
[n], k ∈ [2]. Like in the previous part, unless ℓ̂1 , ℓ̂2 are LD this polynomial is not
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identically 0. Therefore with probability 1 − o(1) over the uniformly randomly chosen
linear forms in Step 1, d2 c1 − c2 d1 =
̸ 0. This also means that ℓ3 , ℓ4 are LI and V(ℓ3 , ℓ4 ) =
Pn
V(Φ(ℓ̂1 ), Φ(ℓ̂2 )). Analyzing ℓ3 , ℓ4 we see that ℓ3 = (d2 c1 − c2 d1 )x1 + k=3 (d2 ck − c2 dk )xk
Pn
P
n
−c2 dk
xk , and
and ℓ4 = (d2 c1 − c2 d1 )x2 + k=3 (dk c1 − ck d1 )xk . Define ℓ′1 = − k=3 dd22cck1 −c
2 d1
P
n
dk c1 −ck d1
′
′
′
ℓ2 = − k=3 d2 c1 −c2 d1 xk , further implying that V(ℓ1 , ℓ2 ) = V(x1 − ℓ1 , x2 − ℓ2 ) with
ℓ′1 , ℓ′2 ∈ F[x3 , . . . , xn ]. Now since S(N onLin(f )) has size dO(1) , by union bound, with
probability 1 − o(1), we can prove all of this for every V(ℓ̂1 , ℓˆ2 ) ∈ S(N onLin(f )).
Now, given any V(ℓ1 , ℓ2 ) ∈ S(N onLin(g)), by Part 2 of this Lemma, we know that
V(ℓ1 , ℓ2 ) ∈ S(N onLin(g)) iff V(Φ−1 (ℓ1 ), Φ−1 (ℓ2 )) ∈ S(N onLin(g)). So we can use our
argument for ℓ̂1 = Φ−1 (ℓ1 ), and ℓ̂2 = Φ−1 (ℓ2 ), thereby completing the proof.
6. Let V(ℓ1 , ℓ2 ) ∈ S(N onLin(g)) and ℓij = ℓj |x =0,...,x =0,x =0,...,x =0 . By previous part
5

i−1

i+1

n

we know that ∃ ℓ′1 , ℓ′2 ∈ F[x3 , . . . , xn ] such that V(ℓ1 , ℓ2 ) = V(x1 − ℓ′1 , x2 − ℓ′2 ). Let Θ be
an isomorphism mapping x1 − ℓ′1 7→ x1 , x2 − ℓ′2 7→ x2 and for j ∈ [3, n], xj 7→ xj . Similarly
let Θ′ be isomorphism on F[x1 , x2 , x3 , x4 , xi ] mapping x1 − ℓ′′1 7→ x1 , x2 − ℓ′′2 7→ x2 and
for j ∈ {3, 4, i}, xj 7→ xj . Finally let Γ be the homomorphism from F[x1 , . . . , xn ] to
F[x1 , x2 , x3 , x4 , xi ] mapping xj 7→ 0 ∀ j ∈ [5, i − 1] ∪ [i + 1, n]. It is easy to see that
Γ ◦ Θ = Θ′ ◦ Γ. We know that N onLin(g) vanishes on V(x1 − ℓ′1 , x2 − ℓ′2 ), therefore
Θ(N onLin(g))|x1 =0,x2 =0 = 0, implying that Γ(Θ(N onLin(g))|x1 =0,x2 =0 ) = 0. We know
that Γ fixes x1 , x2 therefore we can set x1 = 0, x2 = 0 after applying Γ, thereby giving
Γ(Θ(N onLin(g)))|x1 =0,x2 =0 = 0. Γ ◦ Θ = Θ′ ◦ Γ ⇒ Θ′ (Γ(N onLin(g)))|x1 =0,x2 =0 = 0.
Now, Part 4 of this lemma gives N onLin(gi ) = Γ(N onLin(g)). Using this we get,
Θ′ (N onLin(gi ))|x1 =0,x2 =0 = 0. Therefore N onLin(gi ) vanishes on V(x1 − ℓ1 ′′ , x2 − ℓ2 ′′ ).

C.2

Proof of Lemma 48

Fix i ∈ [6, n]. Consider a pair of distinct tuples (x1 − ℓ1 , x2 − ℓ2 ), (x1 − ℓ′1 , x2 − ℓ′2 ) in Si .
By construction, ℓ1 , ℓ2 , ℓ′1 , ℓ′2 ∈ F[x3 , x4 , xi ]. So we assume that, ℓ1 = a3 x3 + a4 x4 + ai xi ,
ℓ2 = b3 x3 + b4 x4 + bi xi , ℓ′1 = a′3 x3 + a′4 x4 + a′i xi and ℓ′2 = b′3 x3 + b′4 x4 + b′i xi . Therefore,
∆(ℓ1 ) = (a3 + αi,3 ai )x3 + (a4 + αi,4 ai )x4 + ai xi , ∆(ℓ2 ) = (b3 + αi,3 bi )x3 + (b4 + αi,4 bi )xi + bi xi ,
∆(ℓ′1 ) = (a′3 + αi,3 a′i )x3 + (a′4 + αi,4 a′i )x4 + a′i xi , ∆(ℓ′2 ) = (b′3 + αi,3 b′i )x3 + (b′4 + αi,4 b′i )x4 + b′i xi

If (∆(ℓ1 )|xi =0 , ∆(ℓ2 )|xi =0 ) = (∆(ℓ′1 )|xi =0 , ∆(ℓ′2 )|xi =0 ), then we get a system of linear equations
in αi,3 , αi,4 which can be simplified to get αi,3 (ai − a′i ) = a′3 − a3 , αi,4 (ai − a′i ) = a′4 −
a4 , αi,3 (bi − b′i ) = b′3 − b3 , αi,4 (bi − b′i ) = b′4 − b4 . Since tuples (ℓ1 , ℓ2 ) and (ℓ′1 , ℓ′2 ) are distinct,
at least one of (a′3 − a3 ), (ai − a′i ), (a′4 − a4 ), (bi − b′i ), (b′3 − b3 ), (b′4 − b4 ) is non-zero implying
that at least one linear equation is not identically zero. By Lemma 21, we then know that with
probability 1 − o(1) over the uniformly random choices of αi,3 , αi,4 the equation cannot be
zero. Therefore with probability 1 − o(1), (∆(ℓ1 )|xi =0 , ∆(ℓ2 )|xi =0 ) ̸= (∆(ℓ′1 )|xi =0 , ∆(ℓ′2 )|xi =0 ).
Using Part 3 of Lemma 47, we know that rank(N onLin(gi )) = 5 implying that |Si | = dO(1) .
So we can take a union bound over all pairs of tuples in Si . Finally, we take a union bound
over all i and guarantee that with probability 1 − o(1), the statement in this lemma holds.
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1

Overview

Polynomial identity testing (PIT) is the fundamental problem of deciding whether a given
multi-variate arithmetic circuit formally computes the zero polynomial. PIT has a simple
efficient randomized algorithm that only needs black-box access to the circuit: Pick a random
point and check whether the circuit evaluates to zero on that particular point.
In spite of the fundamental nature of PIT and the simplicity of the randomized algorithm,
no efficient deterministic algorithm is known – even in the white-box setting, where the
algorithm has access to the description of the circuit. The existence of such an algorithm
would imply long-sought circuit lower bounds [17, 1, 21]. Conversely, sufficiently strong
circuit lower bounds yield blackbox derandomization for all of BPP, the class of decision
problems admitting efficient randomized algorithms with bounded error [28, 18]. Although
the known results leave gaps between the two directions, they suggest that PIT acts as a
BPP-complete problem in the context of derandomization, and that derandomization of BPP
can be achieved in a blackbox fashion if at all.
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Blackbox derandomization of PIT for a class of polynomials C is equivalent to the efficient
construction of a family G = {Gn }n∈N of low-degree polynomial mappings where Gn maps a
small set of l fresh variables to the set of n variables {x1 , . . . , xn } such that for each nonzero
polynomial p from C in the variables {x1 , . . . , xn }, p ◦ Gn remains nonzero [34, Lemma 4.1].
We say that the generator G hits the class C. If p and Gn have degree at most nO(1) , the
resulting deterministic PIT algorithm for C makes nO(l) black-box queries.
Much progress on derandomizing PIT has been obtained by designing such polynomial
mappings and analyzing their hitting properties for interesting classes C. Shpilka and
Volkovich [33] introduced a generator, by now dubbed the Shpilka–Volkovich generator or
“SV-generator” for short, and proved that it hits sums of a bounded number of read-once
formulas for l = O(log n), later improved to l = O(1) [26]. The generator for l = O(log n)
has also been shown to hit multi-linear depth-4 circuits with bounded top fan-in [22], multilinear bounded-read formulas [5], commutative read-once oblivious arithmetic branching
V
programs [10], Σm ΣΠO(1) formulas [9], circuits with locally-low algebraic rank in the sense
of [24], and orbits of simple polynomial classes under invertible linear transformations of the
variables [25]. The generator is also an ingredient in other hitting set constructions, notably
constructions using the technique of low-support rank concentration [3, 2, 16, 15, 31, 6]. It
also forms the core of a “succinct” generator that hits a variety of classes including depth-2
circuits [12].

Vanishing ideal
In this paper we initiate a systematic study of the power of the SV-generator. For any
generator G, G hits a polynomial p if and only if the composition of polynomials p(G) is
nonzero. The power of G, therefore, is determined by the set of p such that p(G) vanishes.
This set, denoted Van[G], has the algebraic structure of an ideal, and is known as the
vanishing ideal of G. Our results can be understood as precisely characterizing the vanishing
ideal of the SV-generator for all choices of parameters.
There are two natural ways in which to apply a characterization of the vanishing ideal:
Derandomization To show that a generator G hits a class C of polynomials, it suffices (and
is necessary) to prove that the intersection of C with Van[G] consists of at most the zero
polynomial. The vanishing ideal of SV tells us what polynomials we need to focus on
when designing other generators for derandomizing PIT in combination with SV.
Lower bounds If we know that the generator G hits a class C of polynomials, any expression
for a nonzero element of Van[G] yields an explicit polynomial that falls outside C. Such
a statement is often referred to as hardness of representation, and can be viewed as a
lower bound in the model of computation underlying C (provided the polynomial can be
computed in the model at all).
We will illustrate both uses of our characterizations of the SV-generator.

Rational function evaluations
Another contribution of our paper is the development of an alternate view of the SV-generator,
namely as evaluations of univariate rational functions of low degree. We would like to promote
the perspective for its intrinsic appeal and its applicability. Among other things, it facilitates
the study of the vanishing ideal.
The transition goes as follows. The SV-generator takes as additional parameters a positive
integer l, and a choice of distinct field elements ai for each of the original variables xi , i ∈ [n].
We refer to the elements ai as abscissas, and denote the mapping for a given value of l by
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SVl (suppressing the choice of abscissas). The mapping SV1 uses two fresh variables, y and
z, and can be described succinctly in terms of the Lagrange interpolants Li for the set of
abscissas:
Y
y − a i′
.
xi ← z · Li (y) = z ·
.
(1)
a i − a i′
′
i ∈[n]\{i}

By rescaling, the denominators on the right-hand side of (1) can be cleared, resulting in the
following somewhat simpler polynomial mapping:
Y
xi ← z ·
(y − ai′ ).
(2)
i′ ∈[n]\{i}

The vanishing ideals of (2) and SV1 are the same up to rescaling the variables to match the
rescaling from (1) to (2).
Q
More importantly, we apply the change of variables z ← z ′ / i∈[n] (y − ai ), resulting in
the rational map
xi ←

z′
.
y − ai

(3)

The notion of vanishing ideal naturally extends to rational maps. The change of variables
from (2) to (3) establishes that any polynomial vanishing on (2) also vanishes on (3). The
Q
change of variables is invertible (the inverse is z ′ ← z i∈[n] (y − ai )), so any polynomial
vanishing on (3) also vanishes on (2). Therefore the vanishing ideal of (3) is the same as
that of SV1 up to rescaling the variables.
Note that, for fixed y and z ′ , (3) may be interpreted as first forming a univariate rational
z′
function f (α) = y−α
(depending on y and z ′ , but independent of i) and then substituting
xi ← f (ai ). As y and z ′ vary, f ranges over all rational functions with numerator degree zero
and denominator degree one. We thus denote (3) by RFE01 , where RFE is a short-hand for
Rational Function Evaluation, 0 bounds the numerator degree, and 1 bounds the denominator
degree.
The mapping RFE01 naturally generalizes to RFEkl for arbitrary k, l ∈ N:
.
▶ Definition 1 (RFE Generator). Let F be a field and X = {xi : i ∈ [n]} a set of variables. The
Rational Function Evaluation (RFE) Generator for F[X] is parameterized by the following
data:
For each i ∈ [n], a distinct abscissa ai ∈ F.
A non-negative integer k, the numerator degree.
A non-negative integer l, the denominator degree.
The generator takes as seeds rational functions f ∈ F(α) such that f can be written g/h for
some g, h ∈ F[α] with deg(g) ≤ k, deg(h) ≤ l, and h(ai ) ̸= 0 for all i ∈ [n]. From a seed f ,
it generates the substitution xi ← f (ai ) for each i ∈ [n].
There are multiple ways to parameterize the seed of RFEkl using scalars, such as by specifying
coefficients, evaluations, or roots for each of the numerator and denominator. The flexibility
to choose is a source of convenience. We refer to Appendix A for a discussion about different
parameterizations, as well as how to obtain deterministic black-box PIT algorithms from the
generator, and the required size of the underlying field F. As is customary in the context of
black-box derandomization of PIT, we will assume that F is sufficiently large, possibly by
taking a field extension.
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The connection between RFE01 and SV1 extends as follows. For higher values of l, SVl
is defined as the sum of l independent instantiations of SV1 . The same transformations
as above relate SVl and the sum of l independent instantiations of RFE01 . The latter in
turn is equivalent to RFEl−1
by partial fraction decomposition. The conclusion is that SVl
l
is equivalent, up to variable rescaling, to RFEl−1
. We refer to Appendix B for a formal
l
treatment.
For parameter values k ̸= l − 1, there is no SV-generator that corresponds to RFEkl ,
but SVmax(k+1,l) encompasses RFEkl (up to rescaling) and uses at most twice as long of
a seed. Thus, the RFE-generator and the SV-generator efficiently hit the same classes of
polynomials. However, RFE’s simpler univariate dependence on the abscissas – as opposed
to SV’s multi-variate dependence – enables our approach for determining the vanishing ideal.
The moral is that, even though polynomial mappings are sufficient for derandomizing PIT,
it nevertheless helps to consider rational mappings. Their use may simplify analysis, and
arguably yield more elegant constructions.

Generating set
Our first result describes a small and explicit generating set for the vanishing ideal of RFE.
It consists of instantiations of a single determinant expression.
▶ Theorem 2. Let k, l ∈ N, {xi : i ∈ [n]} be a set of variables, and ai for i ∈ [n] be distinct
field elements. The vanishing ideal of RFEkl over the given set of variables for the given
choice of abscissas (ai )i∈[n] is generated by the following polynomials over all choices of
k + l + 2 variable indices i1 , i2 , . . . , ik+l+2 ∈ [n]:
h
.
EVCkl [i1 , i2 , . . . , ik+l+2 ] = det alij xij

al−1
ij x ij

...

x ij

akij

ak−1
ij

...

ik+l+2
1
. (4)
j=1

Moreover, the polynomials EVCkl [i1 , i2 , . . . , ik+l+2 ] form a generating set of minimum size
when {i1 , i2 , . . . , ik+l+2 } ranges over all subsets of [n] of size k + l + 2 that contain a fixed
set C ⊆ [n] of k + 1 variable indices, and i1 < i2 < · · · < ik+l+2 .
The name “EVC” is a shorthand for “Elementary Vandermonde Circulation”. Later we
discuss a representation of polynomials using alternating algebra, which connects with notions
from network flow. In this representation, polynomials in the vanishing ideal coincide with
circulations, and instantiations of EVC are the elementary circulations.
We refer to the set C in Theorem 2 as a core. The core C plays a similar role as in a
sunflower except that, unlike the petals of a sunflower, the various sets S do not need to be
disjoint outside the core.
As an example, for k = 0 and l = 1, one of the generators for RFE01 is given by
a1 x1
.
EVC01 [1, 2, 3] = a2 x2
a3 x3

x1
x2
x3

1
1 = (a1 − a2 )x1 x2 + (a2 − a3 )x2 x3 + (a3 − a1 )x3 x1 .
1

For any fixed i∗ ∈ [n], the polynomials EVC01 [i1 , i2 , i3 ] form a generating set of minimum
size when {i1 , i2 , i3 } ranges over all subsets of [n] containing i∗ , and i1 < i2 < i3 . In general,
the generators EVCkl are nonzero multi-linear homogeneous polynomials of degree l + 1
containing all multi-linear monomials of degree l + 1.
Each generating set of minimum size in Theorem 2 yields a Gröbner basis with respect to
every monomial order that prioritizes the variables outside C. A Gröbner basis is a special
basis that allows solving ideal-membership queries more efficiently as well as solving systems
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of polynomial equations [7]. Computing Gröbner bases for general ideals is exponential-space
complete. Theorem 2 represents a rare instance of a natural and interesting ideal for which
we know an explicit Gröbner basis.
To gain some intuition about dependencies between the generators EVCkl , note that
permuting the order of the variables used in the construction of EVCkl yields the same
polynomial or minus that polynomial, depending on the sign of the permutation. This follows
from the determinant structure of EVCkl , and is the reason why we need to fix the order
of the variables in order to obtain a generating set of minimum size. More profoundly, the
following relationship holds for every choice of k + l + 3 indices i1 , i2 , . . . , ik+l+3 ∈ [n] and
every univariate polynomial w of degree at most k:
h
ik+l+3
k−1
k
x
.
.
.
x
a
a
.
.
.
1
det w(aij ) alij xij al−1
= 0.
(5)
i
i
j
j
ij
ij
ij
j=1

The determinant in (5) vanishes because the first column of the matrix is a linear combination
of the last k+1. A Laplace expansion across the first column allows us to write the determinant
of the matrix as a linear combination of minors, and each minor is an instantiation of EVCkl .
As the determinant vanishes, (5) represents a linear dependency for every nonzero polynomial
w of degree at most k. In fact, when {i1 , . . . , ik+l+3 } varies over subsets of [n] containing a
fixed core of size k + 1, the equations (5) generate all linear dependencies among instances of
EVCkl .
As corollaries to Theorem 2 we obtain the following tight bounds on Van[RFEkl ]. The
bounds hold for all choices of parameters, as long as the abscissas for different variables
remain distinct.
The minimum degree of a nonzero polynomial in Van[RFEkl ] equals l + 1. This proves a
conjecture by Fournier and Korwar [13] (additional partial results reported in [23]) that
there exists a polynomial of degree l + 1 in n = 2l + 1 variables that SVl fails to hit. The
conjecture follows because the generators for Van[SVl ] have degree l + 1 and use 2l + 1
variables.
As none of the generators contain a monomial of support l or less, the same holds for
every nonzero polynomial in Van[RFEkl ]. This extends the well-known property that SVl
hits every polynomial that contains a monomial of support l or less.
The minimum sparseness,
of a nonzero polynomial in
 i.e., number of monomials,
k+l+2
k
k
Van[RFEl ] equals l+1 . The generators EVCl realize the bound as they exactly
contain all multi-linear monomials of degree l + 1 that can be formed out of their k + l + 2
variables.

The claim that no nonzero polynomial in Van[RFEkl ] contains fewer than k+l+2
monomil+1
als requires an additional combinatorial argument. It is a (tight) quantitative strengthl
ening of the well-known property that SVl hits every polynomial
√2
 with
fewer than
k+l+2
2l+1
2l
monomials [16, 9, 12]. Note that for k = l − 1 we have that l+1 = l+1 = Θ(2 / l).
The minimum partition class size of a nonzero set-multi-linear polynomial of degree
l + 1 in Van[RFEkl ] equals k + 2. Set-multi-linearity is a common restriction in works on
derandomizing PIT and arithmetic circuit lower bounds. A polynomial p of degree l + 1
in a set of variables {x1 , . . . , xn } is said to be set-multi-linear if [n] can be partitioned as
[n] = X1 ⊔ X2 ⊔ · · · ⊔ Xl+1 such that every monomial in p is a product xi1 · xi2 · · · · · xil+1 ,
where ij ∈ Xj . Note that set-multi-linearity implies multi-linearity but not the other way
around.
As the generators EVCkl are not set-multi-linear, it is not immediately clear from Theorem 2 whether Van[RFEkl ] contains nontrivial set-multilinear polynomials. However, a
variation on the construction of the generators EVCkl yields explicit set-multi-linear homogeneous polynomials in Van[RFEkl ] of degree l +1 where each Xj has size k +2. We denote
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them by ESMVCkl , where ESMVC stands for “Elementary Set-Multi-linear Vandermonde
Circulation”. ESMVCkl contains all monomials of the form xi1 · xi2 · · · · · xil+1 with ij ∈ Xj .
For any variable partition X1 ⊔X2 ⊔· · ·⊔Xl+1 with |X1 | = · · · = |Xl+1 | = k +2, ESMVCkl
is the only set-multi-linear polynomial Van[RFEkl ] with that variable partition, up to a
scalar multiple.

Membership test
Our second characterization of the vanishing ideal of RFE can be viewed as a structured
membership test. There is a generic way to obtain a deterministic membership test for
the vanishing ideal of any hitting set generator G = {Gn }n∈N , namely the well-known
transformation of a hitting set generator into a deterministic blackbox PIT algorithm
[29, 8, 35, 32]. A polynomial map Gn with l degrees of freedom that hits the n-variate
polynomials p in a class C, yields a deterministic black-box PIT algorithm for C that makes no
more than nO(l) queries as long as p and Gn have degree nO(1) . By clearing denominators, the
same follows for rational maps like RFEkl , which has k+l+1 degrees of freedom. The resulting
deterministic algorithm decides PIT for p ∈ C provided RFEkl hits C. Unconditionally, the
algorithm decides membership of any p to the vanishing ideal Van[RFEkl ].
Capitalizing on the generating set of Theorem 2, we state a more structured deterministic
membership test for Van[RFEkl ]. In the important case of multi-linear polynomials, the test
takes the following form.
▶ Theorem 3. Let k, l ∈ N, {xi : i ∈ [n]} be a set of variables, ai for i ∈ [n] be distinct
field elements, and Z a set of at least n − k − l − 1 nonzero field elements. A multi-linear
polynomial p in those variables belongs to Van[RFEkl ] if and only if both of the following
conditions hold:
1. p has no homogeneous components of degree l or less, nor of degree n − k or more.

∂p
2. For all disjoint subsets K, L ⊆ [n] with |K| = k and |L| = l, and every z ∈ Z, ∂L
K←0

evaluates to zero upon the following substitution for each i ∈ K ∪ L
Q
(ai − ai′ )
′
xi ← z · Qi ∈K
.
i′ ∈L (ai − ai′ )

(6)

The first part of condition 1 in Theorem 3 extends the well-known property that SVl hits
every multi-linear polynomial that contains a monomial of degree l or less. Combined with
the second part of the condition, it implies that all multi-linear polynomials on n ≤ k + l + 1
k
variables are hit by RFE
 l.
In condition 2,

∂p
∂L

denotes the polynomial obtained by taking the partial derivative

K←0

of p with respect to every variable in L, and setting all the variables in K to zero. (The order
of the operations does not matter, and the resulting polynomial depends only on variables in
K ∪ L.)
Several prior papers demonstrated the utility of partial derivatives and zero substitutions
in the context of derandomizing PIT using the SV-generator, especially for syntactically
multi-linear models [33, 22, 5]. By judiciously choosing variables for those operations, these
papers managed to simplify p and reduce PIT for p to PIT for simpler instances, resulting
in an efficient recursive algorithm. In Section 3, we develop a general framework for such
algorithms, and prove correctness directly from Theorem 3. For every multi-linear polynomial
p hit by RFEkl , the sets K and L in Theorem 3 describe how to choose k zero substitutions
and l derivatives so that a recursive approach shows that p is hit by RFEkl . It follows that
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any argument that SV or RFE hit a class of multi-linear polynomials can, in principle, be
converted into one based on zero substitutions and partial derivatives. Thus, Theorem 3 shows
that these tools harness the complete power of SV and RFE for multi-linear polynomials.

Applications
We illustrate the utility of our characterizations of the vanishing ideal of RFE in the two
directions mentioned before.
Derandomization. For starters, we demonstrate how Theorem 3 yields an alternate proof of
the result from [26] that every nonzero read-once formula F is hit by SV1 , or equivalently, by
RFE01 . Whereas the original proof hinges on a clever ad-hoc argument, our proof (described
in Section 3) is entirely systematic and amounts to a couple straightforward observations in
order to apply Theorem 3.
As a proof of concept of the additional power of our characterization for derandomization,
we develop an improvement in the model of read-once oblivious algebraic branching programs
(ROABPs).
▶ Theorem 4. For every l ∈ N, SVl hits the class of polynomials computed by read-once
oblivious algebraic branching programs of width less than 1 + (l/3) that contain a monomial
of degree at most l + 1.
To the best of our knowledge, Theorem 4 is incomparable to the known results for ROABPs
[30, 20, 19, 11, 10, 2, 4, 16, 15, 14, 31, 6]. Without the restriction that the polynomial has a
monomial of degree at most l + 1, Theorem 4 would imply a fully blackbox polynomial-time
identity test for the class of constant-width ROABPs. No such test has been proven to
exist at this time; prior work requires either quasipolynomial time or requires opening the
blackbox, such as by knowing the order in which the variables are read.
With the restriction, the well-known property that SVl+1 hits every polynomial containing
a monomial of support l+1 or less implies that SVl+1 hits the class C in Theorem 4. Our result
can thus be viewed as an improvement from SVl+1 to SVl . Even though the improvement is
modest from this perspective, we point out that the method of proof of Theorem 4 diverges
significantly from prior uses of the SV-generator, and therefore may be of independent
interest. We elaborate on the method more when we discuss the techniques of this paper,
but for now, we point out that most prior uses of the SV-generator rely on combinatorial
arguments, i.e., arguments that depend only on which monomials are present in polynomials
of C. Theorem 4 necessarily goes beyond this, because there is a polynomial in Van[SVl ]
of degree l + 1 that has the same monomials as a polynomial computed by an ROABP of
width 2. Namely, any instance of ESMVCl−1
contains exactly all the monomials of the form
l
xi1 · xi2 · · · · · xil+1 with (i1 , . . . , il+1 ) ∈ X1 × · · · × Xl+1 for some disjoint sets Xj ; the same
Q P
goes for j ij ∈Xj xij , which is computed by an ROABP of width 2.

Lower bounds
The argument in the previous paragraph also illustrates this direction: our derandomization
result for the class C implies that every ROABP computing EVCl−1
, ESMVCl−1
, or any
l
l
other polynomial of degree l + 1 in the vanishing ideal, has width at least 1 + (l/3). Other
hardness of representation results for EVCl−1
and ESMVCl−1
follow in a similar manner
l
l
from prior hitting properties of SV in the literature:
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Any syntactically multi-linear formula must read some variable at least Ω(log(l)/ log log(l))
times [5].
Any sum of read-once formulas must have at least Ω(l) terms [33, 26].
There exists an order of the variables such that any ROABP with that order must have
width at least 2Ω(l) [10].
V
Any Σm ΣΠO(1) formula must have top fan-in at least 2Ω(l) [9].
Lower bounds over characteristic zero for circuits with locally-low algebraic rank [24].

Techniques
A recurring tool is the analysis of the coefficients of the Laurent expansion of p(RFEkl ) around
certain abscissas. We capture the technique in our Zoom Lemma (Lemma 13). We also
provide a proof from first principles that requires no knowledge of Laurent expansions. The
Zoom Lemma is used in the proofs of all of Theorems 2, 3, and 4, as well as several of the
other results. The basic logic is to zoom in on the projection of p onto certain monomials on
a subset of the variables, and show that if the projection does not vanish at a certain point,
then a particular Laurent coefficient of p(RFEkl ) is nonzero, and therefore RFEkl hits p.
Theorem 2 states the equality of two ideals: ⟨EVCkl ⟩ = Van[RFEkl ], where ⟨EVCkl ⟩
denotes the ideal generated by all instantiations of EVCkl , and Van[RFEkl ] the vanishing
ideal of RFEkl .
The inclusion ⊆ follows from linearizing the defining equations of RFEkl . This is where
the univariate dependency on the abscissas comes into play.
To establish the inclusion ⊇ we first show that every equivalence class of polynomials
modulo ⟨EVCkl ⟩ contains a representative p whose monomials exhibit the combinatorial
structure of a core. The structure enables the Zoom Lemma to exhibit a particular Laurent
coefficient of p(RFEkl ) that receives a contribution from just a single monomial. As there
are no other contributions that can cancel out that one contribution, the coefficient is
nonzero, whence RFEkl hits p.
The proof of Theorem 3 also relies on Laurent expansions through the Zoom Lemma.
Membership to the ideal is equivalent to the vanishing of all coefficients of the expansion.
The proof can be viewed as determining a small number of coefficients sufficient to guarantee
that their vanishing implies all coefficients vanish. The restriction to multi-linear polynomials
p allows us to express the projections of p as the result of applying partial derivatives and
zero-substitutions.
Theorem 4 makes use of the characterization of the minimum width of a read-once
oblivious arithmetic branching program computing a polynomial p as the maximum rank
of the monomial coefficient matrices of p for various variable partitions [27]. We reduce to
the case where p is homogeneous of degree l + 1, whence the monomial coefficient matrices
have a block-diagonal structure. An application of the Zoom Lemma in the contrapositive
yields linear equations between elements of consecutive blocks under the assumption that
SVl fails to hit p. When some block is zero, the equations yield a Cauchy system of equations
on the rows or columns of its neigboring blocks; since Cauchy systems have full rank, we
deduce severe constraints on the row-space/column-space of the neighboring blocks. A careful
analysis turns this observation into a rank lower bound of at least 1 + (l/3) for a well-chosen
partition of the variables.
We point out that in this application the Zoom Lemma is instantiated several times in
parallel to form a large system of equations on the coefficients of p, and the whole system is
needed for the analysis. This stands in contrast to most prior work using SV, which uses
knowledge of how p is computed to guide a search for a single fruitful instantiation of the
Zoom Lemma.
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Alternating algebra representation
The inspiration for several of our results stems from expressing the polynomials EVCkl using
concepts from alternating algebra (also known as exterior algebra or Grassmann algebra). In
fact, Theorem 3 hinges on the relationship ∂ 2 = 0 from alternating algebra. Our original
statement and proof of the theorem made use of that framework, but we managed to eliminate
the alternating algebra afterwards. Still, as we find the perspective insightful and potentially
helpful for future developments, we describe the connection here. We explain the intuition
behind Theorem 3 for the simple case where the degree of the polynomial p equals l + 1.
In that setting, belonging to the ideal generated by the polynomials EVCkl is equivalent to
being in their linear span.
The alternating algebra A of a vector space V over a field F consists of the closure of
V under an additional binary operation, referred to as “wedge” and denoted ∧, which is
bilinear, associative, and satisfies
v∧v =0

(7)

for every v ∈ V . This determines a well-defined algebra. When the characteristic of F is not
2, this can equivalently be understood as
v1 ∧ v2 = −(v2 ∧ v1 )

(8)

for every v1 , v2 ∈ V . In any case, for any v1 , v2 , . . . , vk ∈ V ,
v1 ∧ v2 ∧ · · · ∧ vk

(9)

is nonzero iff the vi ’s are linearly independent, and any permutation of the order of the
vectors in (9) yields the same element of A up to a sign. The sign equals the sign of the
permutation, whence the name “alternating algebra.” If V has a basis X of size n, then a
basis for A can be formed by all 2n expressions of the form (9) where the vi ’s range over all
subsets of X, and are taken in some fixed order. Considering the elements of X as vertices,
the basis elements of A can be thought of as the oriented simplices of all dimensions that
can be built from X.
Anti-commutativity, the relation Equation (8), arises naturally in the context of network
flow, where X denotes the vertices of the underlying graph, and a wedge v1 ∧ v2 of level
k = 2 represents one unit of flow from v1 to v2 . Equation (8) reflects the fact that one more
unit of flow from v1 to v2 is equivalent to one less unit of flow from v2 to v1 . The adjacent
levels k = 1 and k = 3 also have natural interpretations in the flow setting: v1 (the element
of A of the form (9) with k = 1) represents one unit of surplus flow at v1 (the vertex of the
graph), and v1 ∧ v2 ∧ v3 abstracts an elementary circulation of one unit along the directed
cycle v1 → v2 → v3 → v1 .
The different levels are related by so-called boundary maps. Boundary maps are linear
transformations that map a simplex to a linear combination of its subsimplices of one
dimension less. The maps are parameterized by a weight function w : X → F, and defined
by
∂w : v1 ∧ v2 ∧ · · · ∧ vm 7→

m
X

(−1)i+1 w(vi ) v1 ∧ · · · ∧ vi−1 ∧ vi+1 ∧ · · · ∧ vm ,

(10)

i=1

an expression resembling the Laplace expansion of a determinant along a column [w(vi )]m
i=1 .
In the flow setting, using w ≡ 1, ∂1 (v1 ∧ v2 ∧ v3 ) is the superposition of the three edge flows

ITCS 2022

119:10 Polynomial Identity Testing via Evaluation of Rational Functions

that make up one unit of circulation along the directed cycle v1 → v2 → v3 → v1 , and
∂1 (v1 ∧ v2 ) is the superposition of surplus at v1 and demand at v2 corresponding to one unit
of flow from v1 to v2 . A linear combination p of terms (9) with k = 2 represents a valid
circulation iff it satisfies conservation of flow at every vertex, which can be expressed as
∂1 (p) = 0, i.e., p is in the kernel of ∂1 . An equivalent criterion is for p to be the superposition
of circulations along 3-cycles, which can be expressed as p being in the image of ∂1 . The
relationship between the image and the kernel of boundary maps holds in general:
Im ∂wm ◦ ∂wm−1 ◦ · · · ◦ ∂w0



=

m
\

ker (∂wi ) .

(11)

i=0

In the context of the generators EVCkl , the set X creates a vertex for each variable, and
simplices correspond to multilinear monomials. The anti-commutativity of ∧ coincides with
the fact that swapping two arguments means swapping two rows in (4), which changes the
sign of the determinant. Using the above boundary maps, the right-hand side of (4) can be
.
.
viewed as ∂ω (vi1 ∧vi2 ∧· · ·∧vik+l+2 ), where ∂ω = ∂wk ◦∂wk−1 ◦· · ·◦∂w0 and wd (vi ) = (ai )d . By
(11), this means that EVCkl is in the kernel of ∂wd for each d ∈ {0, 1, . . . , k}, or equivalently,
in the kernel of ∂w̃ for each w̃ : X → F of the form w̃(vi ) = w(ai ) where w is a polynomial of
degree at most k. This is precisely the condition (5). In fact, (11) implies that the linear
span of the generators EVCkl consists exactly of the polynomials of degree l + 1 in this kernel.
The latter condition is precisely what the criterion in Theorem 3 expresses.

Organization
We develop the generating set for the vanishing ideal (Theorem 2) in section 2, and our
ideal membership test (Theorem 3) in section 3. The proofs of our results on sparseness,
set-multi-linearity, and derandomizing PIT for ROABPs (Theorem 4) as well as a further
discussion of the alternating algebra representation are omitted due to space restrictions.
The appendix contains some technical details about RFE and a formal treatment of the
relationship between RFE and SV.

2

Generating Set

In this section we establish Theorem 2, our characterization of the vanishing ideal of RFE
in terms of an explicit generating set. For every k, l ∈ N, we develop a template, EVCkl ,
for constructing polynomials that belong to the vanishing ideal of RFEkl such that all
instantiations collectively generate the vanishing ideal.
We start by deriving the template. The seeds f of RFEkl are of the form f = g/h,
where g, h ∈ F[α] with deg(g) ≤ k, deg(h) ≤ l, and h(ai ) ̸= 0 for each i ∈ [n]. By definition,
RFEkl (f ) substitutes each variable xi by f (ai ) = g(ai )/h(ai ). In particular, the equation xi =
g(ai )/h(ai ) becomes satisfied for each i ∈ [n], or, equivalently, h(ai )xi −g(ai ) = 0. Organizing
Pl
Pk
the coefficients of the monomial
expansions of h(α)
= d=0 hd αd and g(α) = d=0 gd αd


⊺
⊺
.
.
into column vectors ⃗h = hl hl−1 . . . h1 h0 and ⃗g = gk gk−1 . . . g1 g0 , we
can rewrite these equations as the following system of linear equations in the k + l + 2
coefficients of g and h combined:
" #
⃗h
 l

= 0.
(12)
ai xi al−1
. . . xi aki ak−1
. . . 1 i∈[n] ·
i xi
i
−⃗g
Note that the system’s coefficient matrix has no dependence on the seed f . Consider any
square subsystem of Equation (12), formed by choosing k + l + 2 indices i1 , i2 , . . . , ik+l+2 ∈ [n]
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and looking at the corresponding rows. After substitution by RFE(f ) for any fixed seed f ,
the subsystem has a nonzero solution (namely the vector in Equation (12)) and therefore the
determinant of its coefficient matrix vanishes.
Before the substitution by RFE(f ), the determinant of the subsystem’s coefficient matrix
is a polynomial in xi1 , xi2 , . . . , xik+l+2 , independent of the seed f :
h
p = det alij xij

al−1
ij x ij

...

akij

x ij

ak−1
ij

...

ik+l+2
1
.
j=1

As p vanishes after substitution of the variables by RFEkl (f ) for every seed f , by definition p
belongs to the vanishing ideal of RFEkl . Recalling that p is identically EVCkl [i1 , i2 , . . . , ik+l+2 ],
we have established:
▷ Claim 5. For every k, l ∈ N and i1 , i2 , . . . , ik+l+2 ∈ [n], EVCkl [i1 , . . . , ik+l+2 ] ∈ Van[RFEkl ].
Before moving on, we point out the following properties.
▶ Proposition 6. If any of i1 , . . . , ik+l+2 coincide, EVCkl [i1 , . . . , ik+l+2 ] is zero. Otherwise,
it is nonzero, multi-linear, and homogeneous of total degree l + 1, and every multi-linear
monomial of degree l + 1 in xi1 , . . . , xik+l+2 appears with a nonzero coefficient. EVCkl is
skew-symmetric in that, for any permutation π of i1 , . . . , ik+l+2 ,
EVCkl [i1 , . . . , ik+l+2 ] = (−1)sign(π) · EVCkl [π(i1 ), . . . , π(ik+l+2 )].
The coefficient of xi1 · · · · · xil+1 is the product of Vandermonde determinants
ali1
..
.
alil+1

···
..
.
···

akil+2
..
.
1 akil+k+2
1
..
.

···
..
.
···

1
.. .
.
1

Proof. All the assertions to be proved follow from elementary properties of determinants,
that Vandermonde determinants are nonzero unless they have duplicate rows, and the
following computation: After plugging in 1 for xi1 , . . . , xil+1 , and 0 for xil+2 , . . . , xil+k+2 , the
determinant has the form
ali1
..
.

1
..
.

∗
..
.

alil+1

···
..
.
···

∗
..
.

∗

···
..
.
···

1

0
..
.
0

···
..
.
···

0
..
.
0

akil+2
..
.
k
ail+k+2

···
..
.
···

1
..
.
1

∗
,

which equals the product of Vandermonde matrices in the statement.

◀

Claim 5 shows that the polynomials EVCkl [i1 , . . . , ik+l+2 ] belong to the vanishing ideal
of RFEkl . To prove that they collectively generate the vanishing ideal, we use a two-phase
approach:
1. We first show that, modulo the ideal ⟨EVCkl ⟩ generated by the instantiations of EVCkl ,
every polynomial equals a polynomial with a particular combinatorial structure (Lemma 8).
2. We then show that every nonzero polynomial with that structure is hit by RFEkl
(Lemma 10).
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Together, these show that every polynomial in the vanishing ideal of RFEkl is equal, modulo ⟨EVCkl ⟩, to the zero polynomial. It follows that the vanishing ideal is generated by
instantiations of EVCkl .
The combinatorial structure is that of a core, which is the set C in the following definition.
▶ Definition 7 (Cored polynomial). For c, t ∈ N, a polynomial p is said to be (c, t)-cored if
there exists a set of at most c variables such that every monomial of p depends on at most t
variables outside that set.
▶ Lemma 8. For every k, l ∈ N, and any (k + 1)-subset C ⊆ [n], every polynomial is equal
to a (k + 1, l)-cored polynomial with core {xi : i ∈ C} modulo the ideal generated by the
polynomials EVCkl [S] where S ranges over all sets of size k + l + 2 satisfying C ⊆ S ⊆ [n].
Proof of Lemma 8. Fix k, l, and C as in the statement, and let I be the ideal in the lemma
statement. Every monomial m can be uniquely factored as m0 m1 , where m0 is supported on
variables indexed by C and m1 involves no variable indexed by C. Call m1 the non-core of
m. We show the following:
▷ Claim 9. Every monomial with more than l variables in its non-core is equivalent, modulo
I, to a linear combination of monomials that all have non-cores of lower degree.
This lets us prove Lemma 8 as follows. Claim 9 implies that, for any polynomial p, we
may, without changing p mod I, eliminate any monomial in p that violates the (k + 1, l)-cored
condition, while possibly introducing monomials with lower non-core degree. Thus we can
systematically eliminate all monomials that violate the cored condition by eliminating them
in order of decreasing non-core degree. After that, p is (k + 1, l)-cored with core {xi : i ∈ C},
and the lemma follows.
It remains to show Claim 9. Let m be a monomial with more than l variables in its noncore. Let L ⊆ [n] index a set of l + 1 of the variables in the non-core, let m′ be their product,
and let m′′ satisfy m = m′ m′′ . Combined, L and C have size exactly k + l + 2. Consider
.
q = EVCkl [L ∪ C], where the variables in L ∪ C are ordered arbitrarily. By Proposition 6, m′
appears in q, and every other monomial in q has lower non-core degree than m′ . It follows
that every monomial in m′′ · q either is m, or else has lower non-core degree than m. By
the definitions of I and q, m′′ · q is in I, so rearranging the equation m′′ · q ≡ 0 (mod I) to
isolate m gives the desired equivalence.
◀
The following lemma completes the proof of the main part of Theorem 2, that the
polynomials EVCkl generate the vanishing ideal of RFEkl .
▶ Lemma 10. Suppose p is nonzero and (k + 1, l)-cored. Then RFEkl hits p.
Before proving Lemma 10, let us argue how the “moreover” part of Theorem 2 also follows. The
combination of Claim 5, Lemma 8, and Lemma 10 shows that, for every core C ⊆ {x1 , . . . , xn }
of k + 1 variables, each instance p of EVCkl that does not use all variables in C lies in the
ideal generated by those instances that do use all of C. Since all polynomials of the form
EVCkl have the same degree, this implies that p is actually linearly dependent on the latter
instances. Meanwhile, instances of EVCkl with distinct variable sets that use all of C are
linearly independent, because they each have a distinct monomial. This shows that the
instances in the “moreover” part of Theorem 2 form a linearly independent set that generate
all the instances of EVCkl . This completes the proof of Theorem 2 modulo the proof of
Lemma 10.
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Our proof of Lemma 10 involves a key technical analysis that we repeatedly need
throughout the paper, and have abstracted into the Zoom Lemma below. In order to state
the lemma, we first define the following notions.
▶ Definition 11 (Projection of a polynomial). Let X ⊆ [n], let p ∈ F[x1 , . . . , xn ], and consider
the expansion of p as a sum of monomials in {xi : i ∈ X} with coefficients in F[xi : i ̸∈ X].
For any monomial m supported in {xi : i ∈ X}, the X-projection of p onto m, denoted
⟨m | p⟩X , is the coefficient of m in the aforementioned expansion of p.
Note that m need not use every variable indexed by X, and in any case ⟨m | p⟩X depends on
no variables indexed by X. The notation in Definition 11 is inspired by the bra-ket notation
from physics.
▶ Definition 12 (Minorization). Let K, L ⊆ [n], p ∈ F[x1 , . . . , xn ], and m∗ a monomial
supported in {xi : i ∈ K ∪ L}. We say that m∗ is (K, L)-unminored in p if, for every
monomial m in p, at least one of the following holds:
degxi (m) = degxi (m∗ ) for every i ∈ K ∪ L,
degxi (m) > degxi (m∗ ) for some i ∈ K, or
degxi (m) < degxi (m∗ ) for some i ∈ L.
Equivalently, m∗ is (K, L)-unminored in p if ⟨m | p⟩K∪L = 0 for every monomial m ̸= m∗
supported in {xi : i ∈ K ∪ L} with degxi (m) ≤ degxi (m∗ ) for all i ∈ K, and degxi (m) ≥
degxi (m∗ ) for all i ∈ L.
The above notation lets us state our key technical lemma succinctly. We refer to it as the
Zoom Lemma because it lets us zoom in on particular monomial parts of the polynomial p,
namely the (K ∪ L)-projection onto a (K, L)-unminored monomial m∗ .
▶ Lemma 13 (Zoom Lemma). Let K, L ⊆ [n] be sets of variables. Let p ∈ F[x1 , . . . , xn ], and
m∗ a monomial supported in {xi : i ∈ K ∪ L} that is (K, L)-unminored in p. If ⟨m∗ | p⟩K∪L
is nonzero at the point
Q
(ai − ai′ )
xi ← z ·

i′ ∈K\L

Q

(ai − ai′ )

∀i ∈ [n] \ (K ∪ L),

(13)

i′ ∈L\K

for some z ∈ F then RFEkl hits p with k = |K| and l = |L|.
Note that since the (K ∪ L)-projection of p depends on no variable indexed by K ∪ L, the
result of the substitution Equation (13) is simply a scalar in F.
Most of our uses of the Zoom Lemma will moreover have K and L be disjoint, but
disjointness is not necessary for the lemma to hold.
Let us first see how the Zoom Lemma allows us complete the proof of Theorem 2.
Proof of Lemma 10 from Lemma 13. Let C ⊆ [n] denote a core for p. Without loss of
generality, C is nonempty. Let M denote the set of monomials with nonzero coefficients in
p. Let m1 be a monomial supported in {xi : i ̸∈ C} that is of maximum degree subject to
dividing some monomial of p. Let L ⊆ [n] be the indexes of the variables appearing in m1 ;
since p is cored, L has size at most l. Fix i∗ ∈ C arbitrarily, and let K = C \ {i∗ }; K has size
at most k and is disjoint from L. Finally, among the choices for a monomial m0 supported
on K such that ⟨m0 m1 | p⟩K∪L ̸= 0, choose one of minimum degree.
The choice of m1 ensures that every m ∈ M either has degxi (m) < degxi (m1 ) for some
i ∈ L, or else degxi (m) = degxi (m1 ) for all i ∈ L. In turn, the choice of m0 ensures that every
m in the latter case has degxi (m) > degxi (m0 ) for some i ∈ K, or else degxi (m) = degxi (m0 )
for all i ∈ K. In the latter of those cases, m must be m0 m1 · xdi∗ for some d. In other words,
if we set m∗ = m0 m1 , then every m ∈ M satisfies at least one of the following:
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m = m∗ · xdi∗ for some d,
degxi (m) > degxi (m∗ ) for some i ∈ K, or
degxi (m) < degxi (m∗ ) for some i ∈ L.
In particular, m∗ is (K, L)-unminored in p, and ⟨m∗ | p⟩K∪L is a nonzero univariate polynomial
in xi∗ . It follows that for all but finitely many z ∈ F, substituting Equation (13) into
⟨m∗ | p⟩K∪L has a nonzero result. By the Zoom Lemma, RFEkl hits p.
◀
Finally, we establish the Zoom Lemma. Below we provide a proof from first principles.
However, we take intuition from thinking in terms of Laurent expansions, which are like power
series, except that the exponents may go negative. We describe the underlying intuition for
readers familiar with the notion.
Consider RFEkl in the roots parameterization, where the seed f = g/h is specified by
the k roots of the numerator g, the l roots of the denominator h, and an additional scaling
parameter ζ (cf. Appendix A, or Equation (14) below). We match each of the roots of g to a
unique index in K, and each of the roots of h to a unique index in L. For each i ∈ [n], f (ai )
is a rational function in the root parameters and ζ, and moreover is a product of univariate
rational functions. For each i and root parameter σ with matching index i, we can expand
the univariate rational function in σ to its Laurent series about σ = ai . Then we carry these
expansions into p(RFEkl (f )) and expand fully, collecting terms according to the powers of the
various σ − ai . The result is a multivariate Laurent expansion of p(RFEkl (f )) with respect to
the root parameters around their matching abscissas, with coefficients that are polynomials
in ζ. According to our matching between the root parameters and the variables in K and
L, we can index the coefficients in the Laurent expansion of p(RFEkl ) by the monomials
supported in {xi : i ∈ K ∪ L}. The point is that, since m∗ is (K, L)-unminored in p, the
only contribution to the coefficient indexed by m∗ comes from the constant term in the
corresponding Laurent expansion of q(RFEkl ), where q is the (K ∪ L)-projection of p onto m∗ .
Since q does not depend on any variable indexed by K ∪ L, this Laurent expansion of q(RFEkl )
has no terms of negative exponent, so the constant term may be computed by substituting
σ ← ai into q(RFEkl ) for each root parameter σ with matching index i. After moreover
substituting ζ ← z, this equals the substitution of (13) into q. Since the substitution of (13)
into q is nonzero, we conclude that p(RFEkl ) is a nonzero function of the parameters, and so
RFEkl hits p.
Proof of Lemma 13. Let ζ, σi for each i ∈ K, and τi for each i ∈ L be fresh, distinct
b be the field of rational functions in those indeterminates with coefficients
indeterminates. Let F
in F, and let
Q
(α − σi ) b
.
ˆ
f (α) = ζ · Qi∈K
∈ F(α).
(14)
i∈L (α − τi )
bn be the point (fˆ(ai ) : i ∈ [n]), and consider p(RFEk (fˆ)) ∈ F.
b Any
Let RFEkl (fˆ) ∈ F
l
ˆ
substitution of ζ, σi , and τi by scalars in F such that each τi ̸∈ {a1 , . . . , an } sends f to some
f in the domain of RFEkl , and p(RFEkl (fˆ)) to p(RFEkl (f )). If p(RFEkl (fˆ)) is nonzero, then
a random such substitution will have nonzero outcome. So if we can show that p(RFEkl (fˆ))
is nonzero, then p is hit by RFEkl .
Recall m∗ and z from the lemma statement, and consider the following process Φ. Given
b first multiply it by
an element of F,
Q
Q

i∈L (ai

i∈K (ai

− τi )degxi (m
− σi )degxi

∗

)

(m∗ )

,
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then cancel any common factors in the numerator and denominator, and then substitute
σi
τi
ζ

← ai
← ai
← z

for i ∈ K
for i ∈ L .

For any monomial m such that both
degxi (m)
degxi (m)

≥
≤

degxi (m∗ )
degxi (m∗ )

for all i ∈ K, and
for all i ∈ L,

(15)

applying Φ to m(RFEkl (fˆ)) yields a defined result, which is just a scalar in F. (For other
monomials the result has a division by zero, but this will not matter.) If any of the inequalities
in Equation (15) is strict, the result is zero. Otherwise, m = m∗ · m′ for some monomial m′
supported on {xi : i ̸∈ K ∪ L}, and the result is

Q

degx (m∗ ) 
i
a i − a i′
 Y  i′ ∈K\{i}



 · m′ (xi ← f ∗ (ai ))
Q
(16)
ζ ·



a i − a i′
i∈K∪L

i′ ∈L\{i}

where f ∗ (α) is fˆ(α) with each occurrence of σi and τi substituted by the corresponding
ai , and ζ replaced by z. Note that m′ is supported on {xi : i ∈ [n] \ (K ∪ L)}, and f ∗ (ai )
is well-defined for all i ∈ [n] \ (K ∪ L). Note also that the first factor in Equation (16) is
nonzero and independent of m′ .
Our hypothesis that m∗ is (K, L)-unminored in p implies that p is a linear combination
of monomials that satisfy Equation (15). Thus applying Φ to p(RFEkl (fˆ)) has a defined
output. This output is precisely the first factor in Equation (16) times the evaluation of
⟨m∗ | p⟩K∪L at (f ∗ (ai ) : i ∈ [n] \ (K ∪ L)). Meanwhile, (f ∗ (ai ) : i ∈ [n] \ (K ∪ L)) is identically
Equation (13), and we have hypothesized that ⟨m∗ | p⟩K∪L does not vanish there. It follows
that applying Φ to p(RFEkl (fˆ)) has a nonzero outcome. On the other hand, if p(RFEkl (fˆ))
were zero, applying Φ would result in zero. It follows that p(RFEkl (fˆ)) ̸= 0, proving the
lemma.
◀

3

Membership Test

In this section we develop the structured membership test for the vanishing ideal Van[RFEkl ]
given in Theorem 3. We start by observing that it suffices to establish the following simpler
version of Theorem 3 for the case where p is homogeneous.
▶ Lemma 14. A nonzero homogeneous multi-linear polynomial p in the variables x1 , . . . , xn
belongs to Van[RFEkl ] if and only if both of the following conditions hold:
1. The degree of p satisfies l < deg(p) < n − k.
 
2. For all disjoint subsets K, L ⊆ [n] with |K| = k and |L| = l,
upon substituting for each i ∈ [n] \ (K ∪ L)
Q
(ai − ai′ )
′
xi ← Qi ∈K
.
′
i′ ∈L (ai − ai )

∂p
∂L

evaluates to zero

K←0

(17)

To see why the general case reduces to the homogeneous case, we make use of the following
property, well-known in the context of SV. We include a proof for completeness.
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▶ Proposition 15. For any polynomial p, p vanishes at RFE if and only if every homogeneous
part of p vanishes at RFE.
Proof of Proposition 15. For any seed f for RFE and ζ ∈ F, ζ·f is another seed for RFE over
P
the extended field F(ζ) of rational functions in ζ. Write p = d pd as a sum of homogeneous
polynomials, where pd has degree d. Since pd is homogeneous, pd (RFE(ζ·f )) = ζ d ·pd (RFE(f )).
Thus for every f ,
X
X
p(RFE(ζ · f )) =
pd (RFE(ζ · f )) =
ζ d · pd (RFE(f ))
d

d

is a polynomial qf (ζ) ∈ F[ζ]. If, for all f and d, pd (RFE(f )) = 0, then qf is the zero polynomial
for all f , so p(RFE(f )) = qf (1) = 0 for all f . Conversely, if p(RFE(z · f )) = qf (z) = 0 for all
f and z ∈ F, then qf is the zero polynomial for all f , so pd (RFE(f )) = 0 for all f and d. ◀
Here is how Theorem 3 follows from Lemma 14.
P
Proof of Theorem 3 from Lemma 14. Write p = d pd as a sum of homogeneous parts. By
Proposition 15, p ∈ Van[RFEkl ] if and only if every pd ∈ Van[RFEkl ]. The degree constraints
in Lemma 14 show that condition 1 in Theorem 3 is necessary. Thus, in order to establish
Theorem 3, we only need to consider polynomials p for which pd = 0 for d ≤ l and d ≥ n − k,
and show that for any such p, all the evaluations Equation (6) of p are zero if and only if for
all d, all the evaluations Equation (17) of pd are zero.
Fix K, L, Z as in the statements of Theorem 3 and Lemma 14, and let Y = [n] \ (K ∪ L).
Let λ ∈ FY be the point Equation (17), and for z ∈ Z, let z · λ denote

the point Equation (6).
∂p
∂pd
vanishes at zλ for all z ∈ Z if and only if ∂L
vanishes at λ for
We claim ∂L
K←0
K←0
all d. Let ζ be an indeterminate. We have




X  ∂pd 
X
∂pd
∂p
(ζλ) =
(ζλ) =
ζ d−l
(λ).
∂L K←0
∂L K←0
∂L K←0
l<d<n−k

l<d<n−k

This
 is a polynomial in ζ, say q(ζ). Evaluating q at ζ ← z coincides
 with
 evaluating
∂p
∂pd
d−l
at
zλ,
while
the
coefficient
of
ζ
coincides
with
evaluating
at λ. q
∂L
∂L
K←0

K←0

factors as ζ · q ′ where q ′ has degree at most n − k − l − 2. Therefore q vanishes on any fixed
set of at least n − k − l − 1 nonzero field elements – in particular Z – if and only if it is the
zero polynomial. Theorem 3 follows.
◀
It remains to prove Lemma 14. We once again make use of the
Lemma (Lemma 13).

 Zoom
∂p
Note that for multi-linear polynomials and disjoint K and L, ∂L
coincides with the
K←0
Q
projection ⟨m∗ | p⟩K∪L where m∗ = i∈L xi . Moreover, since p is multi-linear, the condition
that m∗ be (K, L)-unminored in p is automatically satisfied: the only multi-linear monomial
m supported in K ∪ L with degxi (m) ≤ degxi (m∗ ) for all i ∈ K and degxi (m) ≥ degxi (m∗ )
for all i ∈ L is m = m∗ . This leads to the following specialization of the Zoom Lemma for
multi-linear polynomials with disjoint K and L:
▶ Lemma 16. Let K, L ⊆ [n] be disjoint, and let p ∈ F[x1 , . . . , xn ] be a multi-linear
Q
polynomial. If ⟨ i∈L xi | p⟩K∪L is nonzero at the point
Q
(ai − ai′ )
i′ ∈K
xi ← z · Q
∀i ∈ [n] \ (K ∪ L),
(18)
(ai − ai′ )
i′ ∈L

for some z ∈ F then RFEkl hits p with k = |K| and l = |L|.
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In proving Lemma 14, we will apply Lemma 16 only to homogeneous polynomials, in
which case we can take z = 1 without loss of generality. With that in mind, observe that
Equation (17) in Lemma 14 coincides with the substitution Equation (18) from Lemma 16.
So Lemma 14 amounts to saying that a homogeneous multilinear polynomial p is hit by
RFEkl if and only if its degree is too low, its degree is too high, or else there is a way to
apply Lemma 16 to prove that p is hit by RFEkl .
Proof of Lemma 14. Suppose that deg(p) ≤ l. Set L to be the indices of the variables
Q
appearing in some monomial with nonzero coefficient in p, and set K ← ∅. ⟨ i∈L xi | p⟩K∪L
is a nonzero constant. Lemma 16 applies, concluding that RFE0l , and hence RFEkl , hits p.
Suppose now that deg(p) ≥ n − k. Set K to be the indices of the variables not appearing
in some monomial with nonzero coefficient in p, and set L ← ∅. ⟨1 | p⟩K∪L is a single
monomial, namely the product of the variables indexed by [n] \ (K ∪ L). Lemma 16 applies.
Since none of the substitutions in Equation (18) is zero, we conclude that RFEk0 , and hence
RFEkl , hits p.
Now consider the case l < deg(p) < n − k. We start by writing p as a multi-linear element
of Van[RFEkl ] plus a structured remainder term. It can be shown similarly to Lemma 8; we
include a proof below.
▷ Claim 17. Let l < d < n − k. Every homogeneous degree-d multi-linear polynomial can
be written as p0 + r where p0 and r are degree-d homogeneous multi-linear polynomials,
p0 ∈ Van[RFEkl ] and r is (d + k − l, l)-cored.
Let p0 , r be the result of applying the claim to p. By the contrapositive of Lemma 16, it
holds that for every pair of disjoint subsets K, L ⊆ [n] of sizes k and l respectively, the
Q
Q
projection ⟨ i∈L xi | p0 ⟩K∪L evaluates to zero at Equation (17). Since ⟨ i∈L xi | p⟩K∪L =
Q
Q
Q
⟨ i∈L xi | p0 ⟩K∪L + ⟨ i∈L xi | r⟩K∪L , it follows that evaluating ⟨ i∈L xi | p⟩K∪L at EquaQ
tion (17) has the same result as evaluating ⟨ i∈L xi | r⟩K∪L . In light of this, Lemma 14
follows from the following claim, proven below:
▷ Claim 18. Let l < d < n − k. Let r be a nonzero degree-d homogeneous multi-linear
polynomial that is (d + k − l, l)-cored. There are disjoint sets K, L ⊆ [n] with |K| = k and
Q
|L| = l so that ⟨ i∈L xi | r⟩K∪L is a single monomial.
Substituting Equation (17) into a single monomial yields a nonzero value.

◀

We complete the argument by proving Claim 17 and Claim 18. Claim 17 is similar
to Lemma 8, and is obtained using a variant of polynomial division suited to multi-linear
polynomials:
Proof of Claim 17. Let C ⊆ [n] have size d + k − l. Every multi-linear monomial m can
be uniquely factored as m0 m1 , where m0 and m1 are multi-linear monomials supported
in {xi : i ∈ C} and {xi : i ̸∈ C} respectively. Call m1 the non-core of m. We show the
following:
▷ Claim 19. Every multi-linear monomial with more than l variables in its non-core is
equivalent, modulo a multi-linear element of Van[RFEkl ], to a linear combination of multilinear monomials that all have non-cores of lower degree.
This lets us prove Claim 17 as follows. Claim 19 implies that, for any multi-linear
polynomial p, we may, without changing p modulo multi-linear elements of Van[RFEkl ],
eliminate any monomial in p that violates the (d + k − l, l)-cored condition, while possibly
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introducing multi-linear monomials with lower non-core degree. Thus we can systematically
eliminate all monomials that violate the cored condition by eliminating them in order of
decreasing non-core degree. After that, p is (d + k − l, l)-cored (with core {xi : i ∈ C}), and
Claim 17 follows.
We now show Claim 19. Factor m = m0 m1 as above, and suppose there are more than
l variables in m1 . Let L index some l + 1 of the variables in m1 , let m′ be their product,
and let m′′ satisfy m = m′ m′′ . There are at most d − l − 1 variables in m0 ; let K be any
k + 1 elements of C that index variables not in m0 . Combined, L and K have size exactly
k + l + 2. Consider q = EVCkl [L ∪ K], where the variables in L ∪ K are ordered arbitrarily.
By Proposition 6, m′ appears as a monomial in q; moreover, every other monomial in q
has lower non-core degree. It follows that every monomial in m′′ · q either is m, or else has
lower non-core degree. Moreover, every such monomial is multi-linear and is supported in
{xi : i ∈ K ∪ L}, which is disjoint from the support of m′′ . As q is in Van[RFEkl ], rearranging
the equation m′′ · q ≡ 0 (mod Van[RFEkl ]) to isolate m gives the desired equivalence.
◁
Claim 18 is similar to the proof of Lemma 10:
Proof of Claim 18. Let C ⊆ [n] be the indeces of variables that form a core for r. Recall that
l < d < n − k. By shrinking C if need be, we can assume there is a multi-linear monomial
m with nonzero coefficient in r that involves exactly l variables not indexed by C. Let L
be the variables appearing in m that are not indexed by C. Now extend C to have size
d + k − l while remaining disjoint from L. There are precisely k variables indexed by C that
do not appear in m; let K be this set. Since r is multi-linear, homogeneous of degree d, and
(d + k − l, l)-cored with core C, there is exactly one monomial with nonzero coefficient in r
Q
that is divisible by i∈L xi and by no variable in K: it is precisely m. It follows that the
Q
projection ⟨ i∈L xi | r⟩K∪L is a single monomial.
◁
We conclude this section by detailing the connection between Theorem 3 and some prior
applications of the SV-generator.

Application to read-once formulas
We start with the theorem that SV1 hits read-once formulas. The original proof in [26]
goes by induction on the depth of F , showing that F (SV1 ) is nonconstant whenever F is
nonconstant, or, equivalently, that SV1 hits F + c for every c ∈ F whenever F is nonconstant.
The inductive step consists of two cases, depending on whether the top gate is a multiplication
gate or an addition gate. The case of a multiplication gate follows from the general property
that the product of a nonconstant polynomial with any nonzero polynomial is nonconstant.
The case of an addition gate, say F = F1 + F2 , involves a clever analysis that uses the
variable-disjointness of F1 and F2 to show that F1 (SV1 ) and F2 (SV1 ) cannot cancel each
other out.
The case of an addition gate F = F1 + F2 alternately follows from Theorem 3 with k = 0
and l = 1 and the following two observations, each corresponding to one of the conditions in
Theorem 3. Both observations are immediate because of the variable-disjointness of F1 and
F2 :
1. If at least one of F1 of F2 has a homogeneous component of degree 1 or at least n, then
so does F .
∂F2
1
2. If for L = {i} ⊆ [n] at least one of the derivatives ∂F
∂xi or ∂xi is nonzero at some point
∂F
(6), then the same goes for ∂x
.
i
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In particular, under the hypothesis that F1 + c is hit by RFE01 for all c ∈ F, F1 must violate
one of the conditions of Theorem 3 besides the one that requires F1 have no constant term.
Similarly for F2 . By the above observations, any such a violation is inherited by F , and the
inductive step follows.
In the overview, we mentioned that we originally proved Theorem 3 from a perspective
that carries a geometric interpretation. The case of an addition gate in the above proof takes
a particularly clean form in that perspective, which we sketch now.
Recall from the overview that we can think of the variables as vertices, and multi-linear
monomials simplices made from those vertices. A multi-linear polynomial is a weighted
collection of such simplices with weights from F. In this view, Theorem 3 translates to the
following characterization: a weighted collection of simplices corresponds to a polynomial in
the vanishing ideal of RFE01 if and only if there are no simplices of zero, one, or all vertices,
and the remaining weights satisfy a certain system of linear equations. Crucially, for each
equation in the system, there is a vertex such that the equation reads only weights of the
simplices that contain that vertex. Meanwhile, the sum of two variable-disjoint polynomials
corresponds to taking the vertex-disjoint union of two weighted collections of simplices. It
follows directly that if either term in the sum violates a requirement besides the “no simplex
of zero vertices” requirement, then the sum violates the same requirement.

Zero-substitutions and partial derivatives
As mentioned in the overview, several prior papers demonstrated the utility of partial
derivatives and zero substitutions in the context of derandomizing PIT using the SVgenerator, especially for syntactically multi-linear models. By judiciously choosing variables
for those operations, these papers managed to simplify p and reduce PIT for p to PIT for
simpler instances, resulting in an efficient recursive algorithm. Such recursive arguments can
be naturally reformulated to use Theorem 3, according to the following prototype.
Let C be a family of multi-linear polynomials, such as those computable with some
S
bounded complexity in some syntactic model. For the argument, we break up C = k,l Ck,l
such that for every k, l and p ∈ Ck,l , at least one of the following holds:
k = l = 0 and p is either zero or hit by RFE00 .
k > 0 and there is a zero substitution such that the result is in Ck−1,l .
l > 0 and there is a derivative such that the result is in Ck,l−1 .
We also make the mild assumption that each Ck,l is closed under rescaling variables. With
these hypotheses in place, we establish the following claim through direct applications of
Theorem 3:
▷ Claim 20. Under the above hypotheses, RFEkl hits Ck,l for every k, l.
Proof. The proof is by induction on k and l. The base case is k = l = 0, where the claim is
immediate. When k > 0 or l > 0, our hypotheses are such that p either simplifies under a zero
substitution xi∗ ← 0 or a derivative ∂x∂i∗ . We analyze each case separately. By condition 1
of Theorem 3, we may assume that p only has homogeneous parts with degrees in the range
l + 1, . . . , n − k − 1.
If p simplifies under a zero substitution xi∗ ← 0, then let p′ ∈ Ck−1,l be the simplified
polynomial where moreover the remaining variables have been rescaled according to
xi ← xi · (ai∗ − ai ). That is, write p as p = qxi∗ + r where q and r are polynomials that
.
do not depend on xi∗ , and set p′ (. . . , xi , . . . ) = r(. . . , xi · (ai∗ − ai ), . . . ). By induction,
k−1
p′ is hit by RFEl . We apply Theorem 3 to p′ with respect to the set of variables
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{x1 , . . . , xi∗ −1 , xi∗ +1 , . . . , xn } and k replaced by k − 1. As p only has homogeneous parts
with degrees in the range l + 1, . . . , n − k − 1, so does p′ , and condition 1 of Theorem 3
fails. By condition 2, there must be z ∈ Z and disjoint K, L ⊆ [n] \ {i} with |K| = k − 1
and |L| = l so that substituting (6) yields a nonzero value. It follows directly that, with
respect to the same z, K ′ = K ∪ {i}, and the same L, the substitution (6) yields a nonzero
value when applied to p.
If p simplifies under a partial derivative ∂x∂i∗ , then a similar analysis works. Set p′ ∈ Ck,l−1
to be the simplification with variables rescaled according to xi ← xi /(ai∗ − ai ). That
is, write p as p = qxi∗ + r where q and r are polynomials that do not depend on xi∗ ,
.
and set p′ (. . . , xi , . . . ) = q(. . . , xi /(ai∗ − ai ), . . . ). By induction, p′ is hit by RFEkl−1 . We
apply Theorem 3 to p′ with respect to the set of variables {x1 , . . . , xi∗ −1 , xi∗ +1 , . . . , xn }
and l replaced by l − 1. As p′ has homogeneous parts of degrees one less than p does,
condition 1 of Theorem 3 fails. By condition 2, there is z ∈ Z and disjoint K, L ⊆ [n] \ {i}
with |K| = k and |L| = l − 1 so that substituting (6) yields a nonzero value. It follows
directly that, with respect to the same z, the same K, and L′ = L ∪ {i∗ }, the substitution
(6) yields a nonzero value when applied to p.
◀
Theorem 3 tells us that derivatives and zero substitutions suffice to witness when a
multi-linear polynomial p is hit by SV or RFE. One can ask, if we know more information
about p, can we infer which derivatives and zero substitutions form a witness? In some cases
we know. For example, if p has a low-support monomial x1 · · · xl , then it suffices to take
derivatives with respect to each of x1 , . . . , xl . On the other hand, consider that whenever
two polynomials p and q are hit by SV, then so is their product pq. Given explicit witnesses
for p and q, we do not know how to obtain an explicit witness for the product pq.
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RFE as a Hitting Set Generator

An ambiguity in Definition 1 is how to parameterize the seed by scalars. There are qualitatively
distinct ways to go about this. They are all equivalent over large enough fields, however,
so the option to choose is a source of convenience. Some natural parameterizations are the
following:
Coefficients. Select scalars g0 , . . . , gk , h0 , . . . , hl ∈ F and set
f (α) =

gk αk + gk−1 αk−1 + · · · + g1 α + g0
,
hl αl + hl−1 αl−1 + · · · + h1 α + h0

ignoring choices of h0 , . . . , hl for which the denominator vanishes on some ax .
Evaluations. Fix two collections, B = {b1 , . . . , bk+1 } and C = {c1 , . . . , cl+1 }, each of distinct
scalars from F. Then select scalars g1 , . . . , gk+1 and h1 , . . . , hl+1 and set
f (α) =

g(α)
h(α)

where g is the unique degree-k polynomial with g(b1 ) = g1 , g(b2 ) = g2 , . . . , g(bk+1 ) = gk+1 ,
and h is defined similarly with respect to C. Choices of h1 , . . . , hl+1 that imply h(ai ) = 0
for some i ∈ [n] are ignored.
Note that an explicit formula for g and h in terms of the parameters can be obtained
using the Lagrange interpolants with respect to B and C.
Roots. Select scalars z, s1 , . . . , sk′ , t1 , . . . , tl′ ∈ F for some k ′ ≤ k and l′ ≤ l and set
f (α) = z ·

(α − s1 ) · · · · · (α − sk′ )
,
(α − t1 ) · · · · · (α − tl′ )

where {t1 , . . . , tl′ } is disjoint from {ai : i ∈ [n]}.
In fact, it is no loss of power to restrict to k ′ = k and l′ = l.
Hybrids are of course possible, too. For example, Lemma 23 uses the evaluations parameterization for the numerator and roots parameterization for the denominator.
Quantitative bounds on the number of substitutions to perform follow from the following
extension of the corresponding well-known result for polynomials [29, 8, 35, 32]:
▶ Lemma 21. Let F be field, and f = g/h ∈ F(τ1 , . . . , τl ) be a rational function in l variables
with deg(g) ≤ d and deg(h) ≤ d. Let S ⊆ F be finite. Then the probability that f vanishes
or is undefined when each τi is substituted by a uniformly random element of S is at most
2d/|S|.
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If F is not large enough to allow making the probability bound in Lemma 21 sufficiently
small, we work with a sufficiently large extension field of F instead of F itself.
In this paper we analyze RFE by using fresh formal variables in the above parameterizations of the seed, and calculate in the field of rational functions in those variables. Evaluating
p(RFEkl ) for a polynomial p thus yields a rational function in those variables. Lemma 21
justifies that as long as F is large enough, this rational function is the zero rational function
if and only if for every choice of scalars for the seed parameters, p(RFEkl ) is zero.

B

Equivalence between RFE and SV

The Shpilka-Volkovich generator can be defined as follows in the format of our definition of
RFE.
▶ Definition 22 (SV Generator). The Shpilka–Volkovich (SV) Generator for polynomials in
the variables x1 , . . . , xn is parameterized by the following data:
For each i ∈ [n], a distinct ai ∈ F.
A positive integer, l.
The generator takes as seed l pairs of scalars (y1 , z1 ), . . . , (yl , zl ) and substitutes


l
X
Y y j − a i′
.
 zj ·
xi ←
a i − a i′
′
j=1
i ∈[n]\{i}

We abbreviate the generator to SVl or just SV.
Shpilka and Volkovich designed the mapping SVl so that any selection of l of the variables
could remain independent while the others were forced to zero. This can be viewed as an
algebraic version of l-wise independence. SV1 was realized with two seed variables, y and
z, using Lagrange interpolation. The fresh variable y enables selecting one of the original
variables xi , namely by setting y = ai . The selected variable xi is then set to z, while the
other variables are set to zero. For larger l, SVl is the sum of l independent copies of SV1 .
We now formally state and argue the close relationship between SVl and RFEl−1
that
l
we sketched in section 1.
▶ Lemma 23. Let {x1 , . . . , xn } be a set of variables and l ≥ 1. There is an invertible diagonal
transformation A : Fn → Fn such that, for any polynomial p ∈ F[x1 , . . . , xn ], p(SVl ) = 0 if
and only if (p ◦ A)(RFEl−1
) = 0.
l
In particular, the vanishing ideals of RFEl−1
and of SVl are the same up to the rescaling of
l
Lemma 23.
b be the field of rational functions in indeterminates υ1 , . . . , υl ,
Proof of Lemma 23. Let F
ζ1 , . . . , ζl over F. A polynomial p ∈ F[x1 , . . . , xn ] has p(SVl ) = 0 if and only if p vanishes at
the point


l
X
Y υ j − a i′
bn .

ζj
: i ∈ [n] ∈ F
(19)
′
a
−
a
i
i
′
j=1
i ∈[n]\{i}

n

Set A : F → Fn to be the diagonal linear transformation that divides the coordinate for xi
Q
by i′ ∈[n]\{i} (ai − ai′ ). It is invertible. Applying A−1 to Equation (19) yields the point

 



l
l
X
Y
X
Y
1

ζj
ζj
(υj − ai′ ) : i ∈ [n] = 
(υj − ai′ )
: i ∈ [n] . (20)
υ
−
a
j
i
′
′
j=1
j=1
i ∈[n]\{i}

i ∈[n]
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b′ be the
p vanishes at Equation (19) if and only if p ◦ A vanishes at Equation (20). Now let F
field of rational functions in indeterminates τ1 , . . . , τl , σ1 , . . . , σl over F. After the invertible
change of variables
ζj ← Q

1
−σj
·Q
′
(τ
−
a
)
i
i′ ∈[n] j
j ′ ̸=j (τj − τj ′ )

and

υ j ← τj

(20) becomes
  Pl


Q
ai −τj ′
l
X
j=1 σj
j ′ ̸=j τj −τj ′
1
σ
j
b′n . (21)

Q

: i ∈ [n] = 
: i ∈ [n] ∈ F
Ql
a
−
τ
i
j
a
−
τ
′
i
j
τ
−
τ
′
j=1
j=1
j
j ̸=j j
Since the change of variables is invertible, p ◦ A vanishes at Equation (20) if and only if it
vanishes at Equation (21).
Now, viewing σ1 , . . . , σl , τ1 , . . . , τl as seed variables, observe that the right-hand side of
Equation (21) is RFEl−1
(g/h) where g is parameterized by evaluations (g(τj ) = σj ) and h is
l
parameterized by roots (τ1 , . . . , τl ). (See Appendix A for a discussion on parameterizations
of RFE.) It follows that p ◦ A vanishes at Equation (21) if and only if (p ◦ A)(RFEl−1
) = 0.
l
The lemma follows.
◀
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Introduction

Consider the following stochastic optimization problem: given a collection X1 , X2 , . . . , Xn of
independent non-negative r.v.s (random variables), with each r.v. Xe having an associated
cost ce and a known probability distribution, pick a subset S ⊆ [n] (from a collection of
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Probing to Minimize

feasible sets F ⊆ 2[n] ) that minimizes


fmin (S) ≜ E min Xe ;
e∈S

more generally, given a “well-behaved” function f , pick a set S ∈ F to minimize
E[f (S)].
Such a constrained stochastic minimization problem may arise in many contexts. For example,
the government might have $100 billion to disburse for vaccine research, and seek to produce
a viable vaccine as quickly as possible. Given that each company e requests a funding amount
ce and, upon receiving funding, produces a viable vaccine in time Xe , the government might
seek to fund companies in a way that minimizes the time it takes for at least one company
to produce a viable vaccine. Alternatively, consider a home-repair setting, where among a
large pool of possible repairmen, a homeowner might be willing to ask for at most k price
estimates for a home-repair, and seek to minimize her final price paid; or a collection setting,
where among a pool of 4000 possible sellers, a collector might purchase multiple copies of the
same collectible from various distributors, and seek to minimize the number of defects in the
best copy. In all of these settings, there is a natural tradeoff between quality assurance and
constraint impact which makes these problems hard: often, riskier prospects are “cheaper”
but could pay off handsomely, while more stable prospects are either more expensive or have
a smaller possible upside.
While there has been considerable work on maximization problems in this setting (see,
e.g., [7, 6, 9]), few algorithms and techniques are known for minimization problems. Indeed,
the minimization problems appear much harder. One exception is the work of Goel et al.
In [5], they consider the Min-Element problem, in which one chooses a set S to minimize
P
E[mine∈S Xe ], subject to S satisfying a knapsack constraint
e∈S ce ≤ B. Goel et al.
consider the non-adaptive version of this Min-Element problem, where one commits to
a set S of variables before seeing any of the outcomes {Xe }e∈S . They give a non-adaptive
bicriteria approximation to the optimal non-adaptive policy, i.e., a set S whose cost exceeds
the budget B by an O(log log m) factor (where the r.v.s take on values in the set {0, . . . , m}),
such that E[mine∈S Xe ] is at most (1 + ε) times the optimum.
Such non-adaptive solutions are particularly interesting when they have a small adaptivity
gap, i.e., when non-adaptive solutions have a performance close to the best adaptive solutions.
An adaptive solution builds its set S element-by-element: the outcome of an r.v.’s weight is
revealed immediately after it is added to the selection set S, and the selection policy can
then adapt and make future selections based on all the outcomes seen so far. Unfortunately,
simple examples show that the Min-Element problem can have a large adaptivity gap:
see §A for a case with three random variables such that the best non-adaptive solution is
arbitrarily worse than the best adaptive one.
Given such a large gap, it becomes interesting to find adaptive solutions which compare
well to the optimal adaptive policy, so that we do not pay the price of the huge adaptivity
gap. In [5], Goel et al. mention getting good adaptive solutions as a (potentially challenging)
open problem; our work does exactly this.

1.1

Our results

We focus on providing efficiently computable bicriteria guarantees. We call an algorithm
π an (α, β)-approximation
selection set S (π) is the union of at most β feasible sets,
 if the

and the objective value E f S (π) is at most α times the optimal expected objective value.
Henceforth, [m]≥0 ≜ {0, 1, 2, . . . , m}.
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Our first main result is for the Min-Element problem in the adaptive setting; to
differentiate it from the extensions we consider next, we call it the Min-Element-Knapsack
problem.
▶ Theorem 1. For the Min-Element-Knapsack problem where the random variables take
values in [m]≥0 , there exists an adaptive policy that obtains a (4, O(log log m))-approximation.
Theorem 1 provides a partial answer to an open question in [5]. Interestingly, our
O(log log m) resource augmentation factor matches that obtained by the authors of [5] in
their result for the non-adaptive setting. However, these factors seem to arise for different
reasons: their non-adaptive factor comes from a use of greedy submodular optimization, while
ours comes from a new adaptive binary search procedure. This procedure, which reduces the
original adaptive expectation minimization problem to an adaptive probability minimization
problem, is a basic building block in our approach.
The Min-Element-Knapsack can be generalized in many ways: we can consider richer
function classes (and not just the minimum function), and we can consider richer constraint
sets (and not just the simplest knapsack setting). In the first extension we present, the
objective function f (S) is the sum of the smallest k outcomes in S. We call this the
Min-k-Knapsack problem.
▶ Theorem 2. For the Min-k-Knapsack problem where the random variables
 take values in
[m]≥0 , there exists an adaptive policy that obtains an 8, O log log m · log2 k -approximation.
To prove Theorem 2, we use the same adaptive binary search idea from Theorem 1, and
relate the resultant probability minimization problem to a different probability maximization
problem that we call the i-heads problem, which is an interesting problem in its own right.
We then obtain a better-than-optimal solution for this problem by extending the simple
greedy algorithm used for Theorem 1, albeit overspending by an O(log k) factor. A detailed
discussion appears in the techniques section.
Next we consider the Min-k-Matroid problem, where the objective function f (S) is
again the sum of the smallest k outcomes in the selection set S, but the constraint is now a
matroid constraint.2 Our solution for this setting has an even better approximation than for
the case of knapsack constraints.
▶ Theorem 3. For the Min-k-Matroid problem where the random variables take values in
[m]≥0 , there exists an adaptive policy that obtains a (8, O(log log m · log k))-approximation.
Theorem 3 takes the techniques developed for the Min-k-Knapsack problem, and shows
the core reason why those techniques work: framed correctly, both constraints admit a nice
sense of interchangeability. For the adaptive probability minimization problem we reduce to
here, a non-adaptive greedy algorithm actually becomes optimal.
Finally, we investigate the MinBasis-Cardinality problem, where the constraint is a
cardinality constraint (we can pick at most B elements), but we generalize the objective
function from being the sum of the smallest k random variables to the setting of matroids.
Specifically, we now have a matroid MI = (U , I) of rank k, and we consider the minimumweight basis in this matroid. One should note that taking a uniform matroid as the constraint
here gives us back the Min-k-Knapsack problem, albeit in the case where all items have
unit cost.
2

A matroid MO = (U, I) is specified by a ground set U and a family of independent sets I. A selection
set S (π) is feasible if and only if it is an independent set, i.e., S (π) lies in the family of feasible sets
F = I.
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▶ Theorem 4. For the MinBasis-Cardinality problem where the random variables
takes value in [m]≥0 , there exists an adaptive policy that obtains a (8, O(log log m · log k))approximation.
While the result of Theorem 3 shows the importance of interchangeability in the constraint,
Theorem 4 shows the importance of interchangeability in the objective. When the matroid
constraint moves into the objective, the previously optimal non-adaptive matroid greedy
algorithm now needs to be made adaptive in order to maintain optimality. We note a
peculiarity here: while solving the non-adaptive probability minimization problem is nontrivial, the adaptive version of this problem has a simpler optimal solution.

1.2

Techniques

We now give some more details about the main techniques behind our results.

1.2.1

Reduction to threshold problems

The primary technique we use is a reduction to threshold problems. The idea is a clean one,
provided we observe that, since f (S) is a random variable taking values in [m]≥0 ,
h 
i
 

 ⌊log


h 
i
Xm⌋  
(π)
(π)
E f S
≤ Pr f S
>0 +
Pr f S (π) > 2j 2j ≤ 2E f S (π) ;

(1)

j=0



This suggests that a good policy for minimizing
E f S (π) should somehow simultaneously

minimize all of these Pr f S (π) > t terms for values of t that are powers of 2. Now if we
have an algorithm, referred to as Threshold, which can (α, β)-approximate these threshold
problems for every power-of-2 threshold, we obtain a (2α, O(log m)β)-approximation to
the optimal adaptive policy: first, use Threshold to approximate all of these threshold
problems, then combine their solutions. Since we require that f (·) is non-increasing, our
combined set inherits all the guarantees of its subsets. But this is incredibly wasteful, and
does not use the adaptivity. To avoid this loss, we again use that f (·) is non-increasing; if
we obtain f S (π) ≤ t, we no longer need to worry about solving threshold problems with
thresholds larger than t. To make use of this observation, we instead perform an adaptive
binary search to determine the next threshold to call Threshold on.
Adaptive binary search. Starting with the median threshold t, Threshold probes a set
St that aims to minimize the probability of f (St ) > t. If Threshold obtains f (St ) ≤ t,
we say it succeeds and we recurse on the thresholds smaller than t; if Threshold fails to
obtain f (St ) ≤ t, we recurse on the set of thresholds larger than t. While this seems simple,
one should note the asymmetry between success and failure here: success at a threshold t
guarantees that our final objective value is at most t, but failure at t does not guarantee that
the final objective value is greater than t.
Nevertheless, we construct an upper bound UB on our algorithm’s objective value, which
allows us to analyze it as if failure at t does imply that the objective is at least t from then
on. See §2 for details. This adaptive binary search now reduces the number of calls to
O(log log m).

W. Wang, A. Gupta, and J. K. Williams

1.2.2

120:5

The Min-Element-Knapsack problem

Armed with this reduction to a threshold problems, the proof of Theorem 1 follows from an
approximation to the Min-Element-Knapsack threshold problem below, where Adm(F )
denotes the set of admissible policies with F being the collection of feasible sets for selection:


min Pr min Xe > t .
π∈Adm(F )

e∈S (π)

Since any policy π succeeds at obtaining mine∈S Xe ≤ t as soon as it finds a single element
for which Xe ≤ t, adaptivity adds nothing to solving this problem. Hence we focus on the
non-adaptive problem


min Pr min Xe > t .
S∈F

e∈S

Taking the logarithm of the objective, we reduce to a knapsack instance where each element
has reward equal to − log Pr(Xe > t). Now a greedy procedure gives a (1, 2)-approximation to
the threshold problem. Combining all these together gives the (4, O(log log m))-approximation
from Theorem 1.

1.2.3

The Min-k-Knapsack problem

We turn next to a strict extension of the Min-Element-Knapsack problem: the Min-kKnapsack problem. The first step, like in the Min-Element-Knapsack problem, is to
apply a threshold-based reduction. An idea similar to that from §1.2.1 allows us to reduce a
slightly richer set of objective functions to threshold minimization problems.
Indeed, if yi (S) is the weight of the i-th smallest weight element in S, then our objective
Pk
f (S) is i=1 yi (S), the sum of the k smallest weights in S. Writing the expectation as a
sum of thresholds like in (1), we get that it suffices to find approximations to the threshold
problem
 


min Pr yi S (π) > t
π∈Adm(F )

for different values of t. This problem can be thought of in the following way.
▶ Problem (The i-heads problem). We are given a set of coins U , each having cost ce and
bias pe . We can flip a coin e at most once, at a cost of ce . Given a budget B, the i-heads
problem seeks to adaptively flip coins to maximize Pr(see at least i heads).
We extend the greedy knapsack strategy from §1.2.2 used to solve the case i = 1 to the
case of a general i: the idea is again to pick items in increasing order of cost-per-reward,
except that the budget is extended from B to B + iδ, where δ is the maximum cost of any
element. In order to control this δ term, we bucket the coins and choose the best coins at
each of the top O(log i) levels until the cost of each coin becomes smaller than B/i.
The proof that this greedy policy G outperforms any admissible policy π requires some
new ideas. The heart of the argument is to first construct a surrogate policy π̃ which strictly
outperforms any policy π, and then to show an ordering of the coins of G such that
The policies G and π̃ probe the same set after obtaining their first heads.
For any amount of remaining budget B ′ , the probability that G obtains its first heads
with B ′ budget remaining is greater than the probability that π obtains its first heads
with B ′ budget remaining.
In the end, our argument shows that G stochastically dominates every admissible policy π,
which completes the proof.
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1.2.4

The Min-k-Matroid problem

We now discuss our first matroid-based variation on the Min-k-Knapsack problem, which
we call the Min-k-Matroid problem. The same reduction used in the Min-k-Knapsack
problem implies that proving Theorem 3 reduces to providing a (1, O(1))-approximation to
threshold problem for matroids. We show that the matroid greedy algorithm MGreedy
is an optimal policy for this problem. In fact, the matroid greedy algorithm stochastically
dominates any other policy. We argue this via induction on the matroid rank. The main
observation we make here is that, after probing a single element, we find ourselves in a
problem state nearly exactly like the starting state, but with a possibly reduced number of
heads, and a resulting constraint family which is a matroid with a strictly smaller rank. Due
to space limitations, we defer this section to the extended version [14].

1.2.5

The MinBasis-Cardinality problem

We now discuss the treatment of our final problem, the MinBasis-Cardinality problem.
The proof of Theorem 4 is again through the reduction to threshold problems for an objective
Pk
f (S) that is in the form of i=1 gi (S). However, unlike the case of a Min-k objective, now it
Pk
is not obvious how we can write the MinBasis objective f (S) as i=1 gi (S) for a monotonic
function sequence (gi (·)) where each gi (·) is a non-decreasing function taking values in [m]≥0 .
In our proof, we first show that we can specify gi (S) to be the i-th smallest element in the
minimum-weight basis contained in S generated by the standard matroid greedy algorithm.
Then we show inductively that AdapMGreedy, a simple adaptive matroid greedy algorithm,
is optimal for the resulting threshold problem. The key idea here is again to use our inductive
assumption to reason about the future behavior of an optimal policy. As we did for the
Min-k-Matroid problem, we defer this section to the extended version in [14].

1.3

Related Work

The work closest to ours in content and aim is [5]. That paper allows a more general model,
where element weights can take on non-negative discrete values µ1 , µ2 , . . . , µL , but restricts
it focus to the Min-Element objective f (S) ≜ mine∈S Xe . . The authors give a bicriteria
approximation
scheme, 
showing for every ε > 0 how to obtain a set T such that cost(T ) ≤

1
O log(L) + log log (1+ε) with E[f (T )] ≤ (1 + ε)E[f (S ∗ )] where S ∗ ≜ arg minS∈F E[f (S)].
Moreover, they show that finding a poly(L) approximation to the non-adaptive problem is
NP-hard, by establishing an approximation-preserving reduction to a special class of covering
integer programs.
Our results differ in several ways. First, the authors of [5] consider non-adaptive approximations to the optimal non-adaptive policy, whereas we provide adaptive approximations
to the optimal adaptive policy, partially closing an open question posed by them. Second,
they obtain a (1 + ε)-approximation instead of a constant-factor approximation. Third, their
techniques are quite different from ours: they use the submodularity of (a transformation of)
the expected objective E[f (S)], while we adaptively explore elements through an adaptive
binary search. Moreover, we consider several generalizations of the Min-Element problem
with more general objectives and constraints.
Stochastic probing maximization problems have been studied much more broadly: the
results for these problems often show small adaptivity gaps and focus on particular classes of
objective functions [1, 8, 2, 6]. In contrast, we show that one of our minimization problems
has a large adaptivity gap, and our main technical result, the reduction to threshold problems,
applies to a general class of objectives. Moreover, the approaches used for these problems
and for ours are quite different.
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There has been some work on adaptive minimization problems outside of the stochastic
probing contexts. One example is the stochastic k-TSP model introduced by Ene et al. in
[4]. In that setting, each vertex v in a given metric contains a stochastic reward Rv , and the
goal is to adaptively minimize the expected cumulative distance one travels before obtaining
k reward. In that introductory paper, Ene et al. gave an adaptive O(log k)-approximation
and a non-adaptive O(log2 k)-approximation for this problem. Much like we do, they solve
their problem by repeatedly approximating an associated “dual” problem; in our case,
this is a threshold problem, and in their case, this is an orienteering problem. In a later
work [11], Jiang et al. extended this result, using some clever modifications to obtain an
O(1)-approximation.
Another good example is the general disutility-minimization problem covered by the
Price-of-Information framework, introduced by Singla in [13]. In their setting, like ours, one
must choose a set of items to probe, where each item has a fixed probing price and a random
disutility value, and, once done probing, one must choose a minimum disutility subset from
within the probed set, where this subset must satisfy some given covering constraint. In
contrast to our setting, though, in the Price-of-Information framework the probing constraints
are soft constraints; one seeks to minimize the sum of the probing costs and the final disutility
value. As such, their main result, showing that simple modifications of standard greedy
algorithms form good approximations, can no longer be applied.
With respect to solving threshold problems, to the authors’ knowledge, generally little is
known. However, the threshold problem associated with the Min-k-Knapsack problem (see
§ 4) has been heuristically treated before. In particular, it is a Bernoulli version of a more
general adaptive knapsack problem, where rewards are independently random but the cost of
each item is fixed, and the goal is to achieve a cumulative reward above some threshold with
optimal probability. Previous work ([3], [10]) on this problem has focused on the development
of heuristics and on optimizing the dynamic programming solution, in the setting where
rewards are normally distributed. This work is instead concerned with the development of
bicriteria approximation algorithms in the setting where rewards are Bernoulli distributed,
though it may be possible to extend our methods to the more general case.

1.4

Open Problems

Our results leave open many questions, a few of which we explicitly pose here. Our first focus
is the tightness of Lemma 5, our reduction to threshold problems. Is the log log m in our
resource augmentation factor tight? That is, assuming we use Threshold in a black-box
way, is there a better way to choose our threshold values than adaptive binary search?
Alternatively, is it possible to modify our algorithm to obtain a bicriteria approximation
scheme, as was done in [5]?
Our next focus is on hardness. In [5], the non-adaptive version of the Min-Element
problem was shown to be hard to approximate without relaxing the budget, by giving an
approximation-preserving reduction to a class of hard integer programs. Does a similar result
exist for the adaptive version, or any of its extensions? We leave all of these questions as
challenging open problems.

2

General Framework with Threshold Problems

In this section, we present the full details of the reduction from the stochastic minimization
problem to threshold problems, first alluded to in Section 1.2.
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Formally, the f -F threshold problem with threshold t is an adaptive probability minimization problem, wherein the policy π tries to avoid f (S (π) ) > t with as high a probability
as possible, while abiding by the constraint that S (π) ∈ F . Lemma 5 says that, given an
(α, β)-approximation for the f -F threshold problem, one can construct a (4α, O(loglog m)β)
approximation for the adaptive expectation minimization problem minπ∈Adm(F ) E f (S (π) ) .
Our results are summarized in Lemma 5 and Corollary 6, which we state now.
▶ Lemma 5 (Reduction to threshold problems). Let f (S) be a non-increasing objective
function taking values in [m]≥0 for a positive integer m. Let F be the constraint family and
Adm(F ) be the set of feasible policies under F . Suppose that for any t ∈ [m]≥0 , the f -F
threshold problem
 


min Pr f S (π) > t
π∈Adm(F )

admits an (α, β)-approximation. Then the stochastic minimization problem
h 
i
min E f S (π)
π∈Adm(F )

admits a (4α, O(log log m) · β)-approximation.
▶ Corollary 6 (Sum-of-k reduction). Let gi (S), i ∈ [k], be a non-increasing function
taking values in [m]≥0 , and assume that the function sequence (gi ) is monotonic in i. Let
Pk
f (S) = i=1 gi (S). Suppose that for any t ∈ [m]≥0 , the gi -F threshold problem
min
π∈Adm(F )

 


Pr gi S (π) > t

admits an (α, β)-approximation. Then the stochastic minimization problem
h 
i
min E f S (π)
π∈Adm(F )

admits an (8α, O(log log m · log k) · β) approximation.
As described in Section
reduction, we start with
 1.2, to
 build the intuition

 forPthe
⌊log m⌋
the decomposition (1): E f S (π) ≤ Pr f S (π) > 0 + j=0 Pr f S (π) > 2j 2j ≤




(π)
2E f S (π) . This
bound
follows
from
two
basic
observations:
the
relation
E
f
S
=


Pm
(π)
Pr f S
> t , which follows from the fact that f (S) ∈ [m]≥0 , and the bound
Pt=0
P⌊log m⌋
Pm
m
a
≤
a
+
a2j 2j ≤ 2 t=0 at , which applies to any non-increasing non-negative
0
t=0 t
j=0
sequence (at )m
t=0 .This powers-of-2 bound is a slight modification of the bound used in the
proof of Cauchy’s condensation test in [12].
With (1) in mind, consider the following policy π
b. Let Sbt be an (α, β)-approximation to the


(π)
π)
threshold problem minπ∈Adm(F ) Pr f S
> t , and let S (b
= Sb0 ∪ Sb20 ∪ Sb21 ∪· · ·∪ Sb2⌊log m⌋ .
Then
h 
i
 

 ⌊log


Xm⌋  
(b
π)
(b
π)
π)
E f S
≤ Pr f S
>0 +
Pr f S (b
> 2j 2j
j=0

  
 ⌊log

Xm⌋   
≤ Pr f Sb0 > 0 +
Pr f Sb2j > 2j 2j
j=0
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⌊log m⌋

≤ α Pr(OPT > 0) +

X


α Pr OPT > 2j 2j

j=0

≤ 2αE[OPT],


where OPT is the value of an optimal policy for minπ∈Adm(F ) E f S (π) , and we have used
the fact that f (·) is non-increasing. Unfortunately, the policy π
b uses a resource augmentation
factor of the order of log m. In the proof of Lemma 5, we further reduce the resource
augmentation factor using the policy MetaMin, described in Algorithm 1, which performs
an adaptive binary search on the threshold values R = {0, 20 , 21 , . . . , 2⌊log m⌋ }. Note that
MetaMin requires as input a function Threshold(t), which, for any t ∈ [m]≥0 , generates
an (α, β)-approximation to the f − F threshold problem with threshold value t.
Algorithm 1 MetaMin(Threshold).

b←∅
1: Initialization: R ← {0} ∪ {2j : j = 0, 1, . . . , ⌊log m⌋}; S
b0 ← Threshold(0)
2: S
b ← Sb ∪ Sb0
3: S
 

b0
4: if f S

= 0 then
return Sb

5:

6: else

▷ Boundary case
▷ Succeeds the threshold test at 0
▷ Fails the threshold test at 0

R ← R \ {0}

7:

8: while R ̸= ∅ do

t ← median of R
Sbt ← Threshold(t)
b
Sb ←Sb ∪
 St
b
if f St ≤ t then
R ← R \ {τ ∈ R : τ ≥ t}
else
R ← R \ {τ ∈ R : τ ≤ t}
return Sb

9:
10:
11:
12:
13:
14:
15:
16:

2.1

▷ Adaptive threshold testing

▷ Succeeds the threshold test at t
▷ Fails the threshold test at t

Proof of Lemma 5 (Reduction to threshold problems)

Proof. We prove Lemma 5 by showing that the policy MetaMin in Algorithm 1 is a
(4α, O(log log m) · β)-approximation. It is easy to see that the final set S (MetaMin) is the
union of at most (O(log log m) · β) F -feasible sets, since MetaMin performs a binary search
on |R| = O(log m) threshold values. Using MetaMin to refer to the random objective value
obtained by running MetaMin, it suffices to show that E[MetaMin] ≤ 4αE[OPT].
We first construct an upper bound UB on the objective value MetaMin whose value
directly reflects the failing or succeeding of threshold tests. Specifically, let τ be the last
threshold at which MetaMin fails, and we define UB = max{MetaMin, τ + 1}. Clearly,
MetaMin ≤ UB. Note that τ is also the largest threshold at which MetaMin fails during
the binary search procedure, so if MetaMin fails the test at threshold value t, then UB > t.
We now show how the constructed upper bound UB reflects the test results. For notational
convenience, we partition the interval [0, m] into the following intervals:
[0, m] = {0} ∪ (0, 1] ∪ (1, 2] ∪ (2, 22 ] ∪ · · · ∪ (2⌊log m⌋−1 , 2⌊log m⌋ ] ∪ (2⌊log m⌋ , m],

ITCS 2022

120:10 Probing to Minimize

which we denote as
I−1 = (0, 1] ≜ (a−1 , b−1 ]; Ij = (2j , 2j+1 ] ≜ (aj , bj ], j = 0, 1, . . . , ⌊log m⌋ − 1;
I⌊log m⌋ = (2⌊log m⌋ , m] ≜ (a⌊log m⌋ , b⌊log m⌋ ].
We use the phrase that “MetaMin succeeds/fails the test at a threshold” to mean that
“MetaMin indeed performs the test and succeeds/fails”.
The key to our proof is the claim below, which directly links the value of UB with behavior
of these threshold tests. Note that the same relation does not generally hold when UB is
replaced by MetaMin, i.e., with Pr(MetaMin ∈ (aj , bj ]) on the left side. It is possible that
MetaMin fails at some
 aj but ultimately attains a value smaller than aj , if it happens to
observe a small f Sbt when it succeeds at later threshold t.
▷ Claim. For any j ∈ {−1, 0, 1, . . . , ⌊log m⌋},
Pr(UB ∈ (aj , bj ]) = Pr(MetaMin fails at aj and succeeds at bj ).
Proof of Claim. It suffices to focus on the case where MetaMin fails the test at threshold 0.
We first argue that if MetaMin fails at aj and succeeds at bj , then UB ∈ (aj , bj ]. By the
construction of UB, we have seen that if MetaMin fails the test at aj , then UB ≥ aj +1 > aj .
If MetaMin succeeds the test at bj , then MetaMin ≤ bj , and MetaMin does not perform
tests at threshold values above bj and thus does not have a chance to fail at these threshold
values. Therefore, UB ≤ bj .
We now show that if UB ∈ (aj , bj ], then MetaMin fails at aj and succeeds at bj . After
MetaMin terminates, let tF be the largest threshold that MetaMin has failed at, and let
tS be the smallest threshold that MetaMin has succeeded at. We argue that it must hold
that tF = aj and tS = bj , which is sufficient for the claim. By the termination condition,
(tF , tS ] must be an interval among the class of intervals {(au , bu ] : u = −1, 0, 1, . . . , ⌊log m⌋}.
By the argument in the last paragraph, the fact that MetaMin fails at tF and succeeds
at tS implies that UB ∈ (tF , tS ]. Since the intervals (au , bu ]’s are disjoint, it must be that
(tF , tS ] is the same interval as (aj , bj ], which completes the proof.
◁
With this claim, we complete the proof of Lemma 5 through the following inequalities.
First, it is easy to see that the claim implies that
  

Pr(UB ∈ (aj , bj ]) ≤ Pr(MetaMin fails at aj ) ≤ Pr f Sbaj > aj ,
where Sbaj is the set chosen by Threshold for the threshold problem at threshold aj . Then
⌊log m⌋

E[UB] ≤

X

⌊log m⌋

Pr(UB ∈ (aj , bj ]) · bj ≤

j=−1

X

  

Pr f Sbaj > aj · 2j+1

j=−1

⌊log m⌋

≤

X

⌊log m⌋

α Pr(OPT > aj ) · 2j+1 = α Pr(OPT > 0) + 2α

j=−1

X


Pr OPT > 2j · 2j

j=0

≤ 4αE[OPT],
where the last line follows from the decomposition in (1). Recalling that E[MetaMin] ≤
E[UB], we have completed the proof that MetaMin is a (4α, O(log log m) · β)-approximation.
◀
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Proof of Corollary 6 (Sum-of-k reduction)

Proof. Without loss of generality, we assume that the function sequence (gi ) is non-increasing
in i since otherwise we can reverse their indices. Applying the same powers-of-2 condensation
trick for the non-increasing sequence g1 (S), g2 (S), . . . , gk (S), we have that for any policy π,


" k
#
" k
#
⌊log(k)⌋




X 
X
X 
(π)
(π)
j
(π)
E
gi S
≤ E
g2j S
2  ≤ 2E
gi S
.
i=1

j=0

i=1

We now consider the following policy π
e. For each j = 0, 1, . . ., ⌊log(k)⌋, let Sj be
the output of the policy MetaMin in Algorithm 1 for minπ∈Adm(F ) E g2j S (π) . Then let
π)
S (e
= S0 ∪ S1 ∪ · · ·∪ S2⌊log k⌋ . Recall that MetaMin is a (4α, O(log log m) · β)-approximation.
Clearly, the policy π
e has an augmentation factor of O(log log m · log k) h· β. Using
 linearity
i
Pk
(e
π)
of expectation along with the inequality above, it follows neatly that E
g
S
≤
i
i=1
8αE[OPT]. This completes the proof that the policy π
e is a (8α, O(log log m · log k) · β)approximation.
◀

3

The Min-Element-Knapsack Problem

In this section, we focus on the Min-Element-Knapsack problem, where the objective
function is the minimum weight and the constraint is a knapsack constraint. Specifically,
letting F = {S ⊆ U : cost(S) ≤ B}, the Min-Element-Knapsack problem can be written
as:


(2)
min E min Xe .
π∈Adm(F )

e∈S (π)

Our main result is Theorem 1, restated below for convenience.
▶ Theorem 1. For the Min-Element-Knapsack problem where the random variables take
values in [m]≥0 , there exists an adaptive policy that obtains a (4, O(log log m))-approximation.
By the reduction to threshold problems in Lemma 5, to prove Theorem 1, it suffices to
give a (1, 2)-approximation to the Min-Element-Knapsack threshold problem:


min Pr min Xe > t .
(3)
π∈Adm(F )

e∈S (π)

In the remainder of this section, we show that a non-adaptive algorithm for this threshold
problem achieves the desired (1, 2) approximation ratio. More specifically, we first show
that for the Min-Element-Knapsack threshold problem, a non-adaptive feasible policy
achieves the adaptive optimum, i.e., the adaptivity gap is 1, or equivalently, we say that
there is no adaptivity gap. We then give a (1, 2)-approximation for the non-adaptive version
of the threshold problem.

3.1

No adaptivity gap

▶ Lemma 7. The Min-Element-Knapsack threshold problem in (3) has an adaptivity gap
of 1 for any t ∈ [m]≥0 .
Proof. Consider an arbitrary t ∈ [m]≥0 . We induct on the size of the universe U . Clearly,
the adaptivity gap is 1 when U consists of one element.
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Assume that the adaptivity gap is 1 when the universe consists of n elements for some
n ≥ 1; i.e., for any input of the threshold problem (3) such that the universe consists of n
elements, an optimal non-adaptive policy achieves the same objective value as an optimal
adaptive policy. Now consider any input such that the universe U has n + 1 elements and let
π ∗ be an optimal adaptive policy for it. We will construct a non-adaptive policy, represented
by a set S ⊆ U , such that




P min Xe > t = P min∗ Xe > t .
(4)
e∈S

e∈S (π

)

Without loss of generality, we can assume that X1 is the first element probed by the
optimal adaptive policy π ∗ since the first probing decision does not depend on realizations of
the random variables. After X1 is probed, we consider the threshold problem whose input
consists of a universe U ′ = U \ {1} and a budget B ′ = B − c1 . Since |U ′ | = n, we know
that this problem has an adaptivity gap of 1. Let S ′ ⊆ U ′ be the set chosen by an optimal
non-adaptive policy for this problem.
We claim that S = {1} ∪ S ′ satisfies (4). To see this, let πx∗ for x ∈ [m]≥0 be the
∗
subsequent policy of π ∗ after seeing X1 = x, and let S (πx ) ⊆ U ′ be the set chosen by πx∗ .
Then




m
X
P min∗ Xe > t =
P(X1 = x)P min∗ Xe > t X1 = x
e∈S (π

)

=
≥

x=t+1
m
X
x=t+1
m
X

e∈S (π

)



P(X1 = x)P min∗ Xe > t

(5)



P(X1 = x)P min′ Xe > t

(6)

e∈S (πx )

e∈S

x=t+1



= P(X1 > t)P min′ Xe > t
e∈S


= P min Xe > t ,
e∈S

where (5) is due to the property of the minimum value, and (6) follows from the induction
assumption that the non-adaptive choice of S ′ achieves optimality. Since π ∗ is an (adaptive)
optimal policy, we know that this inequality is in fact an equality, which completes the
proof.
◀

3.2

Reduction to knapsack

By Lemma 7, to solve the threshold problem (3), it suffices to solve its non-adaptive
counterpart:


min Pr min Xe > t
(7)
S∈F

e∈S

Note that Pr(mine∈S Xe > t) =
(7) as:
X

max
− log Pr(Xe > t)
S∈F

Q

e∈S

Pr(Xe > t). Taking a log of this probability, we rewrite
(8)

e∈S

This is a knapsack problem where the reward of each element e is − log P(Xe > t). Therefore,
e >t)
a (1, 2)-approximation is given by greedily adding elements in decreasing order of − log P(X
ce
until the first time the total cost exceeds the budget. This completes the proof of Theorem 1.
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The Min-k-Knapsack Problem

In this section, we give the proof of Theorem 2 alluded to in § 1.2. We restate that theorem
now, for the reader’s convenience.
▶ Theorem 2. For the Min-k-Knapsack problem where the random variables
 take values in
[m]≥0 , there exists an adaptive policy that obtains an 8, O log log m · log2 k -approximation.
We begin by rewriting f (S). For i ∈ [k], if |S| ≥ k, let yi (S) be the i-th smallest weight in S.
Pk
Then f (S) = i=1 yi (S). Noting that the functions yi (S) are monotonic in i, non-increasing
in S, and take values in [m]≥0 , we apply Corollary 6, reducing the Min-k-Knapsack problem
to the yi -Knapsack threshold problem. Let C = BIN(U
 , B, i, t) be the output
 of the binning
procedure in Algorithm 2 and let G = ExtGreedy e ∈ U : ce ≤ Bi , B, i, t be the output
of the extended greedy algorithm in Algorithm
 3. To complete the proof, we show that the
non-adaptive policy G ∪ C is a 1, O log k -approximation for the yi -Knapsack problem.
Before that though, we give an equivalent formulation of the threshold problem.
▶ Definition 8. For a fixed threshold t, call an element e below-threshold if Xe ≤ t.
Define rank(S) as the number of below-threshold elements contained in S, i.e., rank(S) =
|{e ∈ S : Xe ≤ t}|.
It follows from definitions that yi (S) ≤ t if and only if rank(S) ≥ i, since both conditions
imply and are implied by the presence of i below-threshold elements in S. Using the
rank-based condition, the yi -Knapsack threshold problem
 


min Pr yi S (π) > t .
(9)
π∈Adm(F )

is equivalent to the following problem, which we call the i-th rank problem




max Pr rank S (π) ≥ i .

(10)

π∈Adm(F )

Note that the i-th rank problem is an instance of the i-heads problem defined in § 1.2.3 with
heads-probability for element e set to be Pr(Xe ≤ t). To complete our proof, it suffices to
show that, for any i ∈ [k] and π ∈ Adm(F ),




Pr(rank(G ∪ C) ≥ i) ≥ Pr rank S (π) ≥ i ,
(11)
and that cost(G ∪ C) ≤ O(log k)B.
We refer to these as the value inequality and cost inequality, respectively. To see cost
B
inequality, note that for the Cj in the binning procedure in Algorithm 2, Cj ≤ 2j · 2j−1
= 2B
⌈log
i⌉
B
and cost(G) ≤ B + (i + 1) · i ≤ 3B. Since C = ∪j=1 Cj , it follows that cost(G ∪ C) ≤
3B + ⌈log i⌉ · 2B ≤ O(log k)B, where the final step comes from the fact that i ≤ k.
We prove (11) by showing the following lemmas.
▶ Lemma 9. For the i-th rank problem with knapsack constraint F in (10), suppose that
there is a set of policies {πℓ : ℓ ∈ [i]} such that for any ℓ ∈ [i] and any π
b ∈ Adm(F ) whose

b
π)
B
(
S
only consists of elements from e ∈ U : c ≤
,
e

i










π)
Pr rank S (πℓ ) ≥ ℓ ≥ Pr rank S (b
≥ℓ .
Let C = BIN(U , B, i, t) be the output of the binning procedure. If one probes C and then
executes πℓ∗ with ℓ∗ = max{i − rank(C), 1}, then the final selection set C ∪ S (πℓ∗ ) obtains an
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objective value in the i-th rank problem that is as good as the optimum, i.e., for any policy
π ∈ Adm(F ),








Pr rank C ∪ S (πℓ∗ ) ≥ i ≥ Pr rank S (π) ≥ i .
▶ Lemma 10. Define Gℓ as ExtGreedy {e ∈ U : ce ≤

B
i }, B, ℓ, t



, and consider the se
π)
quence of sets {Gℓ : ℓ ∈ [i]}. Then for any ℓ ∈ [i] and any π
b ∈ Adm(F ) whose S (b
⊆ e∈
U : ce ≤ Bi ,




π)
Pr(rank(Gℓ ) ≥ ℓ) ≥ Pr rank S (b
≥ℓ .

Algorithm 2 BIN(U , B, i, t).
1: Initialization: z ← ⌈log i⌉; C ← ∅
2: for j from 1 to z do

▷ Construct the cost bucket


B
low ← max 2Bj , Bi ; high ← 2j−1
bucketj ← {e ∈ U : low < ce ≤ high}
Cj ← ∅
while |Cj | < 2j and bucketj ̸= ∅ do
ℓ ← arg maxe∈bucketj Pr(Xe ≤ t)
bucketj ← bucketj − {ℓ}
Cj ← Cj ∪ {ℓ}

3:
4:
5:
6:
7:
8:
9:

▷ Perform greedy selection

C ← C ∪ Cj

10:

11: return C.

Algorithm 3 ExtGreedy(U ′ , B ′ , i′ , t).
1: Initialization: δ ← maxe∈U ′ ce ; G ← ∅; pool ← U ′
2: for e ∈ U ′ : do
3:

ae ←

▷ Compute density of each element

− log Pr(Xe >t)
ce
′

4: while cost(G) < B + i′ δ do
5:
6:
7:

▷ Perform greedy selection

ℓ ← arg maxe∈pool ae
G ← G ∪ {ℓ}
pool ← pool − {ℓ}

8: return G

Combining Lemmas 9 and 10 completes the proof of the value inequality (11) once we
notice that the {Gℓ : ℓ ∈ [i]} in Lemma 10 serves as the {πℓ : ℓ ∈ [i]} in Lemma 9 and Gℓ ⊆ G
for all ℓ ∈ [i], where one should recall that G = ExtGreedy({e ∈ U : ce ≤ Bi }, B, i, t). We
prove each in turn.

4.1

Proof of Lemma 9 (Analysis of BIN)

We prove this lemma via two claims. First, in Claim 11, we show that the rank of the
(π)
selection set S (π) under any policy π is stochastically smaller than the rank of S≤ B ∪ C
i

(π)

where S≤ B ≜ S (π) ∩ {e ∈ U : ce ≤
i

B
i }.

In other words, we can replace the high-cost elements

of S (π) with C and strictly improve its performance.
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Second, in Claim 12 we argue that, for any policy π, given knowledge of the set C’s rank,
we can choose a policy π ′ which selects only elements from {e ∈ U : ce ≤ Bi } whose set in
(π)
(π)
expectation outperforms S≤ B . Note that the set S≤ B is a random set whose composition
i

i

may depend on the weights of elements with costs larger than
following claims.

B
i .

Formally, we show the







(π)
▷ Claim 11. For any selection set S (π) , Pr rank S (π) ≥ i ≤ Pr rank S≤ B ∪ C ≥ i .
i

▷ Claim 12. Let F ′ = S ∈ F : ce ≤ Bi , ∀e ∈ S be the constraint family F but with all the
high-cost elements removed. For any π ∈ Adm(F ) and ℓ ∈ [i], there exists a πℓ′ ∈ Adm(F ′ )
such that








′
(π)
Pr rank S≤ B ∪ C ≥ i rank(C) = i − ℓ ≤ Pr rank S (πℓ ) ≥ ℓ


i

From these two claims, the proof of Lemma 9 flows quite directly:






(π)
(π)
Pr rank S

≥ i ≤ Pr rank S≤ B ∪ C

≥i

(12)

i

=

X





X

≥ i rank(C) = i − ℓ



i

ℓ∈[i]

≤

(π)

Pr(rank(C) = i − ℓ) Pr rank S≤ B ∪ C







′

Pr(rank(C) = i − ℓ) Pr rank S (πℓ )



≥ℓ



(13)

ℓ∈[i]

≤

X

Pr(rank(C) = i − ℓ) Pr rank S (πℓ ) ≥ ℓ





(14)

ℓ∈[i]





= Pr rank C ∪ S (πi−rank(C) )





≥i ,

where (12) follows from Claim 11, (13) follows from Claim 12, and (14) follows from Lemma 9’s
main assumption on {πℓ : ℓ ∈ [i]}. This completes our proof of Lemma 9, contingent on
the claims.

4.1.1

Proof of Claim 11

To show that








(π)
Pr rank S (π) ≥ i ≤ Pr rank S≤ B ∪ C ≥ i ,
i

we make a simple coupling argument. Consider the following alteration of π. Execute the
policy π as normal but, for any j, every time π would probe an element e in bucketj ,
instead make π do the following:
1. If e ̸∈ Cj , then we instead make π probe the unprobed element in Cj of smallest belowthreshold probability. In other words, π probes arg minv∈Cj −S (π) Pr(Xv ≤ t), where S (π)
is the policy π’s current selection set (instead of its final selection set, as in the usual
definition).
2. If e ∈ Cj and still unselected, then we allow π to proceed as usual, i.e., we allow π to
probe e.
3. If e ∈ Cj but has already been probed (due to the first line in this list), we direct π
to probe the element v ∈ Cj − S (π) of immediately higher Pr(Xv ≤ t); this is always
possible, since π probes at most 2j elements from bucketj , and we swap out elements
in ascending order of Pr(Xv ≤ t).
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If this procedure is applied, every probed element of cost > Bi must lie in C. Note also that,
in all cases, the replacement element must have a below-threshold probability at least as big
as the element e being replaced, since Cj contains the 2j elements from bucketj with the
highest below-threshold probability. For any optimal policy, it follows that this would result
in a strict increase in success probability. But every element in our procedure must lie in C,
and probing the rest of C can only improve things, which implies the claim.

4.1.2

Proof of Claim 12

To see that








′
(π)
Pr rank S≤ B ∪ C ≥ i rank(C) = i − ℓ ≤ Pr rank S (πℓ ) ≥ ℓ
i

it suffices to consider the following thought experiment: Give a policy free access to C, and
full knowledge of {Xe : e ∈ C}, but restrict it to selecting new elements of cost > Bi ; how
would that policy maximize Pr(its selection set reaches rank i)? One approach is to run π
using the replacement procedure from the proof of Claim 11; whenever π would probe an
element e of cost > Bi , we pretend π looked at Xe while using the weight of its replacement
element. Doing this, we can simulate full access to all high-cost elements, while actually only
having access to C.
Call a policy low-cost if it does not choose elements of cost > Bi . A better way is to take
theremaining
rank
and find a low-cost policy π ′ which maximizes

 required, ℓ = i − rank(C),

′
Pr rank S (π ) ≥ ℓ ∩e∈C {Xe = xe } . Clearly though, from the independence of weights,
the performance of any valid
of
 policy
 which
 probes no elements in
 C must
 be independent


π′ )
π′ )
(
(
the outcomes in C, i.e.,Pr rank S
≥ ℓ ∩e∈C {Xe = xe } = Pr rank S
≥ ℓ} .
Take L to be the set of (xe )e∈C values where rank(C) = i − ℓ. Since by assumption πℓ′ is
better than π ′ , it follows from the above that




(π)

Pr(rank(C) = i − ℓ) Pr rank S≤ B ∪ C

≥ i rank(C) = i − ℓ

i





(π)

= Pr(rank(C) = i − ℓ) Pr rank S≤ B
=

X



≥ ℓ rank(C) = i − ℓ

i







≤











≥ ℓ ∩e∈C {Xe = xe }



i

(xe )e∈C ∈L

X

(π)

Pr(∩e∈C {Xe = xe }) Pr rank S≤ B



′
Pr(∩e∈C {Xe = xe }) Pr rank S (π )

≥ ℓ ∩e∈C {Xe = xe }



(xe )e∈C ∈L

=

X

′
Pr(∩e∈C {Xe = xe }) Pr rank S (π )

≥ℓ



(xe )e∈C ∈L








′
′
Since Pr rank S (π ) ≥ ℓ ≤ Pr rank S (πℓ ) ≥ ℓ and
P
(xe )e∈C ∈L Pr(∩e∈C {Xe = xe }) is simply Pr(rank(C) = i − ℓ), the claim follows.


4.2

Proof of Lemma 10 (Analysis of ExtGreedy)

We now prove to prove the remaining lemma, which concerns ExtGreedy, Algorithm 3.
Throughout this proof, we assume, for brevity’s sake, that U contains no elements of cost
> Bi and that the constraint F is a knapsack constraint using the original budget B and
this limited-cost universe U . This in no way affects the proofs here, since G is drawn from a
limited cost universe and the policy it is competing against, π
b, must be admissible in this
low-cost setting.
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We proceed in four steps. Recall that we say a policy π succeeds if rank S (π) ≥ ℓ. First,
we provide a characterization of Pr(π succeeds) based on a structural decomposition of π’s
decision tree. Second, we use that characterization to derive a sufficient condition on two
policies π and π ′ which implies that Pr(π ′ succeeds) ≥ Pr(π succeeds). In the last two steps,
we prove that this sufficient condition holds for Gℓ and π.

4.2.1

Characterization of success probability

In the first step of our proof, we characterize the success probability of policies for the ℓ-th
rank problem. First, we decompose the structure of a policy π, then we describe how to use
that decomposition to represent the probability that π succeeds.

4.2.1.1

Policies and decision trees

We assume without loss of generality that a policy is constructed as a decision tree, where
nodes correspond to elements probed, and edges correspond to the particular value of an
element’s weight upon probing. Because we are concerned only with rank(S), and elementweights are independent of each other, one can, without lowering a policy’s probability of
success, separate the (m + 1)-many possible outcomes into two particular meta-outcomes:
whether the element e probed has Xe ≤ t, or Xe > t. We also associate a particular
directionality to outcomes: the root is the first element probed, the left child of the root is
the element probed if the root is below-threshold, and so on.
▶ Definition 13 (The Left Chain, L(π) ). Define the “left chain” of a decision tree to be
the sequence of elements probed when every previous element probed is above-threshold. Let
(π)
lj be the j-th element in this sequence. Then, the left chain of a policy π is simply the




(π) (π)
(π)
(π) (π)
(π)
sequence L(π) ≜ l0 , l1 , . . . . Further, let Lj ≜ l0 , l1 , . . . , lj
be the left chain
of π, truncated at the j-th element.
(π)

(π)

▶ Definition 14 (Exit trees, Tj ). We say the policy π “exits the left chain” at j if lj is
the first below-threshold element probed. It follows that, for every j, one can talk about the
(π)
decision sub-tree corresponding to “exiting” at j; we call this sub-tree Tj .
(π)

With L(π) , these Tj

4.2.1.2

give a neat decomposition of the policy π; we visualize this in Figure 1b.

Non-adaptive policies

One can also apply this decomposition to non-adaptive policies (deterministic sets) G. In
fact, one special characteristic of non-adaptive policies is that there is no fixed left chain:
one can probe the deterministic set G in any order, without changing the probability that
rank(G) ≥ ℓ. In other words, one can define L(G) to be an arbitrary permutation of G
without affecting the probability that G succeeds. Note that, by definition, the “exit trees”
of G are simply the policies which probe whatever elements in G remain unprobed. In other
(G)
(G)
words, Tj ≜ G − Lj .


We next characterize the success probability Pr rank S (π) ≥ ℓ under a policy π based
on the structural decomposition.
(π)

(π)

▶ Definition 15 (The Exit Value, Hj ). For a policy π, let the exit value Hj be the
probability of the policy π’s success given it has exited the left chain after probing the element
(π)
lj , i.e.,






(π)
(π)
(π)
Hj ≜ Pr rank S (π) ≥ ℓ rank Lj−1 = 0, lj is below-threshold .
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(π)

l0



(π)
(π)
wid L0
· H0






(π)
(π)
(π)
· H1
wid L1
− wid L0


L





(π)
(π)
(π)
− wid L1
· H2
wid L2

(π)

Xl(π) ≤ t

Xl(π) > t

0

0

(π)
L2

(π)

l1

(π)

T0

...
(π)

...



(π)
wid L1
(π)

l|L(π) |



(π)
wid L2

(a) A visualization of the success probability decomposition
 found
 in (15). The j-th rectangle has
(π)

width wid Lj

(π)

T1

l2



(π)
wid L0

(π)

and height Hj . The total area

covered by theserectangles
is the success probabil
ity Pr rank S (π) ≥ ℓ . Full details can be found in
§ 4.2.1.

(π)

T2

(b) A visualization of the structural decomposi(π)
tion. Upon probing an element lj , if Xl(π) ≤ t,
j

then the policy π proceeds to the right child of
(π)
the node (lj ); otherwise, π proceeds to the
(π)

left child. The left child of the node (lj ) is
(π)
lj+1 ,

the next node in the left chain L(π) . The
(π)

right child is the exit tree Tj

.

Figure 1 Illustrations of the probability decomposition and structural decomposition, respectively,
of § 4.2.1.
(π)

For each possible exit j, let F ′ be a knapsack constraint with universe U ′ = U − Lj and


(π)
budget B ′ = B − cost Lj . By element-weight independence, the behavior of policy π
after leaving the left chain at j can be treated, without loss of generality, as the behavior of
a some new policy π ′ with constraint F ′ . In other words,





 ′ 

(π)
Hj = Pr rank S (π) ≥ ℓ π exits at j = Pr rank S (π ) ≥ ℓ − 1 .

4.2.1.3

Basic characterization of a policy π

(π)
pj

(π)

Let
be the probability that the left-element lj is below-threshold. Together with the
left chain and exit values of a policy π defined, we can characterize the success probability of
a policy as
"
#
|L(π) | j−1 




X Y
(π)
(π)
(π)
(π)
(π)
(π)
Pr rank S
≥ ℓ = p0 · H 0 +
1 − py
pj · H j .


j=1

y=0

We develop this decomposition further.
▶ Definition 16 (The width, wid(S)). For a set S, define the width of S, denoted wid(S), to
be the probability that at least one element in S is below-threshold.
Define the reward of an element e as reward(e) = − log(Pr(Xe > t)), and the total reward of
P
a set S by extension as reward(S) = e∈S reward(e). Note that wid(S) can be written as
!


Y
X
wid(S) = 1 −

(Pr(Xe > t)) = 1 − exp

e∈S

log(Pr(Xe > t))

e∈S

= 1 − exp

− reward(S) ,
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which implies that wid(S) is an increasing function of reward(S).
Notice
Q
 also that, for any
element u ̸∈ S, the difference wid(S ∪ {u}) − wid(S) =
(1
−
p
)
pu . It follows that,
e
e∈S
for any policy π with a left chain of length x,
(π)

|L | h








i
X
(π)
(π)
(π)
(π)
(π)
Pr rank S (π) ≥ ℓ = wid L0
· H0 +
wid Lj
− wid Lj−1 · Hj



(15)

j=1

4.2.2

A sufficient condition: Rectangle covering

In the second step of our proof, we use the characterization just developed to derive a sufficient
condition on two policies π and π ′ which implies that Pr(π ′ succeeds) ≥ Pr(π succeeds). We
make a visual argument. One can characterize the summation in (15) as the total area
covered by a sequence of rectangles all nestled in the corner of thepositive
 orthant, where
(π)
(π)
the j-th rectangle in the sequence has height Hj and width wid Lj ; we visualize this
in Figure 1a.
Likewise, for any non-adaptive policy G, for any left-chain ordering L(G) on
(G)
the set G, one has precisely the previous decomposition of (15), where Hj
=




(G)
Pr rank G − Lj
≥ℓ−1 .

4.2.2.1

Main idea

Geometrically, to show that a non-adaptive policy G succeeds more often than an optimal
policy π, it suffices to show that the area covered by G in such a diagram is larger than
the area covered by π in such a diagram. Further, it suffices to show that the each of π’s
rectangles is completely covered by at least one G’s rectangles, for some ordering of the
elements on the left chain L(G) . We shall do precisely this, with G = ExtGreedy(U , B, ℓ, t).
Formally, we will show the following lemma.
▶ Lemma 17 (Rectangle-covering lemma). Let G = ExtGreedy(U , B, ℓ, t). Given an
optimal policy π’s left chain L(π) , one can construct a fixed ordering L(G) such that there
exists an increasing sequence of indices (σ(j))j∈(0,1,...,|L(π) |) satisfying for every j




(G)
(π)
wid Lσ(j) ≥ wid Lj

(16)

and
(G)

(π)

Hσ(j) ≥ Hj .

(17)

In other words, the σ(j)-th rectangle of G completely covers the j-th rectangle of π.
Note that the sequence of σ(j)’s in Lemma 17 need not be consecutive. For example, the
first rectangle of G might completely cover the first 4 rectangles of π. In that case, one could
set σ(1), σ(2), σ(3), and σ(4) all to be 1. The σ(·) sequence is simply a formalism by which
we can explicitly assign coverage of a particular π-rectangle to a particular G-rectangle.

4.2.3

Proof of Lemma 17

All that remains to prove Lemma 10 is to prove Lemma 17. To do so, we induct on the
target rank ℓ.
In the base case, ℓ = 1, and whenever a policy exits its left chain, it has succeeded. In other
(π)
words, for any policy π and index j, the height Hj = 1. To prove the base case, since all


rectangle heights are the same, it suffices to show the width inequality wid L(G) ≥ wid L(π) ;
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equivalently, we must show that reward L(G) ≥ reward L(π) . But this follows directly
from our greedy-until-overflowing strategy for selecting G, proving the base case.
For the remainder of this section, we assume the following inductive assumption.
Inductive assumption. Given any universe U ′ , budget B ′ , target ℓ′ < ℓ, and threshold
′
t, for any policy π ′ ∈ Adm(F ′ ), one can construct a fixed ordering L(G ) of the set
G′ = ExtGreedy(U ′ , B ′ , ℓ′ , t) such that there exists an increasing sequence of indices
(β(j))j∈(0,1,...,|L(π′ ) |) satisfying the analogous height and width conditions (17) and (16).

4.2.3.1

Inductive step

For the remainder of our proof, we use our inductive assumption for lower-rank problems
to construct a left chain ordering L(G) and assignment sequence σ(·) which satisfies these
conditions for the ℓ-th rank problem. Before we continue with our construction, we define a
surrogate policy π̃ for the policy π which simplifies our analysis.
Construction of the surrogate policy π̃.
▶ Definition 18 (The residual sets, Tj∗ .). Let


(π)
(π)
Tj∗ = ExtGreedy(U − Lj , B − cost Lj , ℓ − 1, t)
be the extended greedy set one would choose using the resources available after exiting the left
chain at j while executing π. As usual, we refer to both the non-adaptive policy which probes
Tj∗ and the set Tj∗ by the same name.
Given a policy π and the residual sets Tj∗ , we now construct a simpler-to-analyze policy
π̃ such that Pr(π̃ succeeds) ≥ Pr(π succeeds).
(π)

▷ Claim 19. Recall the decomposition of π into L(π) and sub-trees Tj . Likewise, define π̃
(π)

as the policy which has the same left chain as π, but replaces each sub-tree Tj
Tj∗ . Then,








Pr rank S (π̃) ≥ ℓ ≥ Pr rank S (π) ≥ ℓ .

with the set

(18)



(π)
(π)
Proof. We show first that π̃ is a valid policy. Let U ′ = U − Lj , let B ′ = B − cost Lj ,
and let F ′ be a knapsack constraint formed with universe U ′ with budget B ′ . Since the
behavior of policy π after leaving the left chain at j is equivalent to the behavior of some
new policy π ′ with constraint F ′ , and the set G′ = ExtGreedy(U ′ , B ′ , ℓ − 1, t) must be
(π)
disjoint from Lj , it follows that π̃, which probes the left chain L(π) until we exit at j then
probes G′ , is a perfectly valid policy; it probes no elements twice, and uses no foreknowledge
of any weight outcomes.
We now argue that Pr(π̃ succeeds) ≥ Pr(π succeeds) from the success probability charac(π)
terization of (15).
 Since
 π̃ and π share the same left chain L , they must have the same
(π)
width values wid Lj . Thus, it suffices to show that replacing π ′ with G′ can only increase
(π̃)

(π)

the height of π̃, i.e., that Hj ≥ Hj . To see this, note that, by the same justification that
says Lemma 17 (rectangle covering) implies Lemma 10 (ExtGreedy is better than π), our
inductive assumption immediately implies that, since π ′ ∈ Adm(F ′ ),




′
(π̃)
Hj = Pr(rank(G′ ) ≥ ℓ − 1) ≥ Pr rank S (π ) ≥ ℓ − 1 .
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(π)

By the definition of π ′ and Hj ,








′
(π)
Pr rank S (π ) ≥ ℓ − 1 = Pr rank S (π) ≥ ℓ π exits the left chain at j = Hj .
(π̃)

Combining these observations, we find that Hj

(π)

≥ Hj , as desired.

◁

Construction of L(G) and σ(·). We now proceed with our construction. We first make
the following claim about the sets Tj∗ .
▷ Claim 20. Let π be any policy in Adm(F ) and let L(π) be its left chain. Let




(π)
(π)
Tj∗ = ExtGreedy U − Lj , B − cost Lj , ℓ − 1, t .
∗
Then Tj+1
⊆ Tj∗ ⊆ G, for all j ∈ [|L(π) |].

Proof. We first find a simpler condition to show.
 As usual, for a fixed index j, let
(π)
(π)
′
′
U = U − Lj and let B = B − cost Lj . Now, let δ ′ be the max cost of
any element in U ′ . By the definition of ExtGreedy, ExtGreedy(U ′ , B ′ , ℓ − 1, t) =
ExtGreedy(U ′ , B ′ + (ℓ − 1)δ ′ , 0, t). As the maximum cost of any element in U can
only decrease as elements are removed, δ ′ ≤ δ, and, from a budget argument,
ExtGreedy(U ′ , B ′ + (ℓ − 1)δ ′ , 0, t) ⊆ ExtGreedy(U ′ , B ′ + (ℓ − 1)δ, 0, t). As such, we
(π)
have that Tj∗ = ExtGreedy(U ′ , B ′ + (ℓ − 1)δ ′ , 0, t) and, letting e = lj be the j-th element
∗
⊆ ExtGreedy(U ′ − {e}, B ′ − ce + (ℓ − 1)δ ′ , 0, t). Thus, to show
in the left chain L(π) , Tj+1
∗
b
Tj+1
⊆ Tj∗ ⊆ G, we prove a more general claim; that, for a general universe Ub, budget B,
and element e ∈ Ub,




b − ce , 0, t ⊆ ExtGreedy Ub, B,
b 0, t .
ExtGreedy Ub − {e}, B
For brevity, call the former set T ′ and the latter T . Without loss of generality, number
b in descending order of reward density, maintaining that
the elements of Ub from 1 to |U|
higher density elements have lower element number. Let τ be the smallest index for which
Pτ
′
b
x=1 cx ≥ B. Then, by definition, the set T = {1, 2, . . . , τ }. Likewise, if τ is the smallest
Pτ ′
b − ce , then T ′ = {1, 2, . . . , τ ′ } − {e}. Thus, to show T ′ ⊆ T ,
index for which x=1,x̸=e cx ≥ B
′
it suffices to show that τ ≤ τ .
There are two cases. If the removed element e ≤ τ , then the selection process for T ′ ends
Pτ
Pτ
b implies that Pτ
b
by τ at the latest, since x=1 cx ≥ B
x=1,x̸=e cx =
x=1 cx − ce ≥ B − ce ,
′
′
and τ is the smallest index which satisfies this condition. Hence, τ ≤ τ .
Pτ
Pτ
In the other case, the removed element e > τ , and x=1 cx = x=1,x̸=e cx meaning
Pτ
b ≥ B
b − ce . Since τ ′ is the smallest index satisfying the above, τ ′ ≤ τ ,
cx ≥ B
x=1,x̸=e

proving the claim.

◁

This claim gives the construction almost directly. First, it induces a total order on G,
where the order of an element e ∈ G is the smallest index j for which e ̸∈ Tj∗ , i.e., all the
elements of G − T0∗ are of order 0, all the elements of T0∗ − T1∗ are of order 1, and so on.
We can then take L(G) to be any permutation of G which proceeds in non-decreasing order.
(G)
Second, it allows us to define σ(j) as the index r for which G − Lr = Tj∗ ; in other words,
we make σ(j) = |{e ∈ G : e’s order ≤ j}| − 1.
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Verifying the construction. Having given a construction for L(G) and σ(·), in this final
part of our proof, we show that the given construction satisfies Lemma 17’s width and height
conditions. The height condition is satisfied by construction, since, if π̃ exits the left chain
at j, then it probes Tj∗ , the same set that G probes upon exiting its left chain at σ(j). All
that remains is to show that







(G)
(π)
(π̃)
wid Lσ(j) = wid G − Tj∗ ≥ wid Lj
= wid Lj ,
where the first and last equalities follow by construction. Our argument here centers on
P
the reward characterization of the width, where reward(S) = e∈S − log Pr(Xe > t). As
explained in the definition of wid(S), it is monotonically
increasing in the reward of S. Thus,



(π)
∗
it suffices to show that reward G − Tj ≥ reward Lj .
We prove this in three short steps. First, since the reward is a modular set function,
(π)
we may eliminate the common elements between Lj and G − Tj∗ , giving us L′ and G′
(π)

respectively. Second, we argue that, since Lj
(π)
Lj

is disjoint from Tj∗ , the intersection of these

(π)
Lj

two sets satisfies
∩ (G − Tj∗ ) =
∩ G, and thus L′ must also be disjoint from G.
Because ExtGreedy selects elements in order of decreasing reward density (i.e., in order
of decreasing reward per unit cost), it follows that every element in G′ has a higher reward
′
′
density than every element in L′ . From here, it suffices to show that cost(G

) ≥ cost(L ),

(π)
or, since cost too is a modular set function, that cost G − Tj∗ ≥ cost Lj .
(π)

This third and final step follows from some basic facts about G, Tj∗ , δ, and Lj . First,



(π)
note that cost Tj∗ ≤ B − cost Lj
+ (ℓ − 1)δ + δ, where the first 3 terms follow from the
definition of ExtGreedy and the final δ term follows from thefact that δ is the that maximum

cost of any element. From there, we note that cost G − Tj∗ = cost(G) − cost Tj∗ , since
Tj∗ ⊆ G. Once we note that cost(G) ≥ B + ℓδ by ExtGreedy’s stopping condition, it



(π)
follows that cost G − Tj∗ ≥ cost Lj , completing our proof of Lemma 17.
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Adaptivity Gap Example

▶ Example 21. Consider the following probing problem. We are given a universe of three
elements, X1 , X2 , and X3 to choose from, independently distributed from each other, with
distributions we describe later. We are allowed to choose 2 of these random variables for our
set S, and the end objective f (S) is the minimum weight element in S. The distributions
are as follows: X1 is N 2 with probability (w.p.) N12 and 1 otherwise, X2 is N 2 w.p. N1 and 0
otherwise, and X3 is N w.p. 1.
Computing the expected value of each fixed two-element set, we find that




1
1
E[f ({1, 3})] = E[min(X1 , N )] = 1 − 2 · 1 +
· N ≥ 1,
N
N2








1
1
1
1
2
E[X1 ] = 1 −
1− 2 ·1+
· N ≥ 1,
E[f ({1, 2})] = 1 −
N
N
N
N2
1
E[f ({2, 3})] = E[min(X2 , N )] =
· N = 1.
N
Now consider the following adaptive policy, which we call π: First, probe element 1. If
X1 = 1, then probe element 2; otherwise probe element 3. Intuitively, this policy probes the
‘risky’ element 2 only if it has already
securedan objective value f (S (π) ) ≤ 1. Computing

(π)
the expectation, we find E f S
= 1 − N12 · N1 · 1 + N12 · N ≤ N2 . Thus, the adaptivity
N
gap of this instance is at least 2 , which can be made arbitrarily large.
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